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Abstract

Next generation sequencing technologies have provided us with a wealth of data

profiling a diverse range of biological processes. In an effort to better understand

the process of gene regulation, two predictive machine learning models specifically

tailored for analyzing gene transcription and polyadenylation are presented.

Transcriptional enhancers are specific DNA sequences that act as “information

integration hubs” to confer regulatory requirements on a given cell. These non-coding

DNA sequences can regulate genes from long distances, or across chromosomes, and

their relationships with their target genes are not limited to one-to-one. With thou-

sands of putative enhancers and less than 14,000 protein-coding genes, detecting

enhancer-gene pairs becomes a very complex machine learning and data analysis

challenge.

In order to predict these specific-sequences and link them to genes they regulate,

we developed McEnhancer. Using DNAseI sensitivity data and annotated in-situ hy-

bridization gene expression clusters, McEnhancer builds interpolated Markov mod-

els to learn enriched sequence content of known enhancer-gene pairs and predicts

unknown interactions in a semi-supervised learning algorithm. Classification of pre-

dicted relationships were 73-98% accurate for gene sets with varying levels of initial

known examples. Predicted interactions showed a great overlap when compared to

Hi-C identified interactions. Enrichment of known functionally related TF binding

motifs, enhancer-associated histone modification marks, along with corresponding
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developmental time point was highly evident.

On the other hand, pre-mRNA cleavage and polyadenylation is an essential step

for 3’-end maturation and subsequent stability and degradation of mRNAs. This

process is highly controlled by cis-regulatory elements surrounding the cleavage

site (polyA site), which are frequently constrained by sequence content and posi-

tion. More than 50% of human transcripts have multiple functional polyA sites,

and the specific use of alternative polyA sites (APA) results in isoforms with vari-

able 3’-UTRs, thus potentially affecting gene regulation. Elucidating the regulatory

mechanisms underlying differential polyA preferences in multiple cell types has been

hindered by the lack of appropriate tests for determining APAs with significant dif-

ferences across multiple libraries.

We specified a linear effects regression model to identify tissue-specific biases

indicating regulated APA; the significance of differences between tissue types was

assessed by an appropriately designed permutation test. This combination allowed

us to identify highly specific subsets of APA events in the individual tissue types.

Predictive kernel-based SVM models successfully classified constitutive polyA sites

from a biologically relevant background (auROC = 99.6%), as well as tissue-specific

regulated sets from each other. The main cis-regulatory elements described for

polyadenylation were found to be a strong, and highly informative, hallmark for

constitutive sites only. Tissue-specific regulated sites were found to contain other

regulatory motifs, with the canonical PAS signal being nearly absent at brain-specific

sites. We applied this model on SRp20 data, an RNA binding protein that might be

involved in oncogene activation and obtained interesting insights.

Together, these two models contribute to the understanding of enhancers and the

key role they play in regulating tissue-specific expression patterns during develop-

ment, as well as provide a better understanding of the diversity of post-transcriptional

gene regulation in multiple tissue types.
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Introduction

The fundamental dogma of molecular biology is that Deoxyribonucleic acid (DNA)

produces Ribonucleic acid (RNA) which in turn produces proteins. DNA, the main

carrier of hereditary information, encodes instructions, known as genes, which direct

the cell to produce specific phenotypes. Examples include producing the pigment

of blue eyes and even malignant cancerous behavior. Genome sequencing has made

it possible to determine the string of basic molecules that make up each gene along

the DNA. Given that all genes are similarly coded in the DNA, the question of how

eukaryotic cells express different phenotypes in different tissues is dependent on the

regulatory mechanisms of their genes.

Gene regulation must therefore operate to produce different amounts of messenger

RNA (mRNAs) in different cell types, from the same set of genes. Various regulatory

processes are involved in such mechanism. The first of which is gene transcription

where DNA is copied into the primary RNA transcript by RNA polymerases. Fol-

lowing it, a series of post-transcriptional regulation processes control the stability

and distribution of different mRNA transcripts by means of RNA binding proteins

(RBPs).
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Post-transcriptional regulation processes include capping, splicing, polyadenyla-

tion and nuclear export. Capping is the addition of a guanine residue at the 5’ end of

the nascent mRNA to protect it from degradation. Splicing is the process in which

noncoding introns are removed in order to make mRNA transcripts more capable of

producing proteins. Polyadenylation involves the cleavage of the mRNA at its 3’ end

and the addition of a run up to 200 adenosine (A) residues. These mature mRNAs

are finally transported from the nucleus to the cytoplasm, in a process known as

nuclear export, to be translated into proteins (Latchman et al., 1990).

With the avalanche of genomic data generated by Next Generation Sequencing

technologies, the need for designing automated methods for analyzing cell-type speci-

ficity of expression is increasing. A human brain is no longer capable of processing

this huge data avalanche without the help of computers.

The machine learning paradigm has been thoroughly explored as a potential strat-

egy to understand lots of the hidden structure, functions and properties of DNA and

RNA in different cell types. Building economical and timesaving instance-specific

machine learning models, which are designed specifically to solve a particular prob-

lem, has shown to highly improve predictive performance (Gottrup et al., 2005). For

example, hidden Markov model (HMM) was used in predicting the exact location

of transcription start site (TSS) (Ohler et al., 2002) and support vector machines

(SVMs) have been used to predict splice sites (Sonnenburg et al., 2007). In an effort

to better understand the process of gene regulation, in specific gene transcription

and polyadenylation, this thesis presents two machine learning models specifically

tailored for analyzing data related to each of these two processes.

1.1 Gene Transcription

Gene transcription is the first step of gene expression, in which DNA is copied into

the primary mRNA transcript by RNA polymerase enzymes. RNA polymerase II rec-
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ognizes and binds to specific sequences around gene transcription start sites (TSSs),

usually upstream of the start of the gene. RNA polymerase creates a transcrip-

tion bubble, separating the two strands of the DNA helix. It initiates the primary

transcript and proceeds by the progressive addition of ribonucleotides to the RNA

chain, producing bases that are complementary to those present in the DNA being

transcribed (Latchman et al., 1990). Gene transcription depends as well on a large

cohort of „30 factors, referred to as general transcription factors (GTFs) (Hampsey,

1998). However, since these proteins are ubiquitously expressed, there must be other

regulators that encode for tissue-specific behavior.

Using bacterial genetics, Jacob et al. (1960) discovered operator sites, now known

as transcription factor binding sites (TFBSs) that are usually 6-12 bp long, in the

non-coding DNA and noticed their repressive effect on gene expression. Purification

of the proteins responsible for repression offered a breakthrough in the field (Gilbert

and Müller-Hill, 1966; Ptashne, 1967). It was then discovered that both activators

and repressors affect gene expression either by binding to TFBSs, or by interacting

with the transcriptional machinery. Since then, much concern has been devoted to

solve the puzzle of how organisms use a fixed genome to produce varied behaviors.

A key step into this question came with the identification of enhancer regions.

Gene transcription is generally controlled by the interplay between gene-proximal

regulatory regions (called promoters) and gene-distal regulatory regions (called en-

hancers), found mostly in non-protein-coding DNA. Upon gene activation, enhancers

and promoters interact together to regulate gene transcription. Enhancers were first

discovered from the simian virus 40 (SV40) genome to stimulate transcription in an

orientation-independent manner and at distances several kb from gene TSSs (Banerji

et al., 1981). After this, a great number of enhancers have been reported; some ex-

hibit a strict cell type specificity (Walker et al., 1983), while others act widely active

in a variety of tissues and conditions.
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Information on the genome-wide occupancy of individual transcription factors

(TFs) has provided novel and important insights into the activities of enhancers. TFs

typically bind to enhancer regions that contain clusters of different TFBSs. With

different binding modes, as will be further explained in section 2.1.2, TF occupancy

regulates transcriptional output based on TF concentration and binding affinities

(Spitz and Furlong, 2012).

Analyses of TF occupancy at different developmental stages and conditions showed

that different TFs can occupy various sets of enhancers based on different develop-

mental contexts (Spitz and Furlong, 2012). For example, in Drosophila, pMAD was

found to be interacting with Tinman in the dorsal mesoderm (Xu et al., 1998) but

with Scalloped in the wing imaginal disc (Guss et al., 2001). This implies that en-

hancers can determine cell fate according to the different clusters of TFs they incor-

porate. Enhancers with context-dependent occupancy have differential motif enrich-

ment for additional TFs which have specific occupancy profile in a time-dependent

manner (Wilczyński and Furlong, 2010; Yáñez-Cuna et al., 2012). Recents stud-

ies have shown that enhancers have the ability to function independently of their

position and orientation, making both their prediction and target gene assignments

key challenges in understanding tissue-specific gene regulation (Hardison and Taylor,

2012; Shlyueva et al., 2014).

It is widely accepted that enhancers can regulate target genes from a long distance

(Vokes et al., 2008), or even across chromosomes (Dorsett, 1999). Moreover, their

relationships with their target genes are not limited to a one-to-one relationship

(Ferretti et al., 2005). Some genes could even have more than one expression pattern.

This implies that enhancers regulating these genes could be grouped into multiple

clusters according to the number of expression patterns these genes express.

Multiple studies have been proposed to identify enhancers and link them to their

target genes, as will be explained in section 2.2.2. Some of these studies depend on
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previous knowledge of TFBS, which is not comprehensive in many organisms and

different conditions. Others use conservation and phylogenetic studies to localize

enhancers which prevent the discovery of novel enhancers, specially those associated

with new diseases. Finally, some other studies use histone marks to identify en-

hancers, but the knowledge of different modifications in different conditions is far

from complete.

The most common practice when assigning enhancers to target genes is to asso-

ciate an enhancer to its nearest gene TSS. However, my preliminary results shows

that this is generally a poor mechanism. With thousands of putative enhancers and

less than 14,000 coding genes, detecting enhancer-gene pairs becomes a very com-

plex machine learning and data analysis challenge. Linking enhancers to their target

genes based on a more profound model would provide a breakthrough to specific gene

regulation understanding.

1.2 Post-transcriptional regulation

In addition to context-specific transcriptional enhancers that regulate tissue speci-

ficity during gene transcription, another major process that provides an additional

layer of gene regulation is post-transcriptional gene regulation. This process con-

trols gene expression on the premature mRNA (pre-mRNA), thus resulting in a

more diverse assortment of mRNAs from its gene. One post-transcriptional regu-

latory process that can play a direct role in tissue-specific regulation is alternative

polyadenylation. Polyadenylation is the process of acquiring a polyA tail (stretch of

adenosine monophosphates) at the 3’ end of the mRNA. After transcription, the 3’-

most segment of the newly-made RNA is cleaved off at specific sites (polyA sites) by

a set of RNA regulatory proteins, followed by the addition of As in a non-templated

fashion (Andreassi and Riccio, 2009).

The specific use of different polyadenylation (polyA) sites can play a direct role in
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gene regulation. For instance, eliminating large parts of a three prime untranslated

region (3’-UTR) by using a more proximal polyA site can enable a transcript to es-

cape from microRNA (miRNA) regulation acting on its longer isoform. In proliferat-

ing cells, proximal polyA sites are favored over distal ones, resulting in the production

of mRNA with shorter 3’-UTRs and fewer miRNA binding motifs (Sandberg et al.,

2008; Ji and Tian, 2009). Alternative polyadenylation (APA) can influence mRNA

nuclear export, cytoplasmic localization, non-miRNA mediated changes in mRNA

stability and translational efficiency (Moore, 2005; Majoros and Ohler, 2007; Mayr

and Bartel, 2009). Understanding the regulatory mechanisms underlying differential

usage of polyA sites in multiple cell types has been hindered by the lack of suitable

data identifying the precise locations of cleavage sites, as well as appropriate tests

for determining and predicting significant differences across multiple libraries.

1.3 Contributions and goals of this thesis

In this thesis, I presented two machine learning models to predict tissue-specific

events during two different gene regulation processes. The first project introduced

McEnhancer, an interpolated Markov model to link Drosophila enhancers to their

target genes in a semi-supervised learning framework. The second project presented a

linear model to identify APA sites, followed by a kernel-based SVM model to predict

specific APA sites in different human tissue types.

McEnhancer learned enriched sequence content in known enhancer-gene pairs for

a given expression pattern by building interpolated Markov models. Then in pair-

wise semi-supervised learning iterations, it predicted other unknown enhancers with

sequences specific to a given expression pattern. Sparse logistic regression classifica-

tion accuracy for predicted relationships were 73-98% for gene sets with varying levels

of initial known examples. Predicted interactions showed a great overlap when com-

pared to identified interactions from a recently designed experimental protocol (Hi-
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C). Enrichment of known functionally related TF binding motifs, enhancer-associated

histone modification marks, along with corresponding developmental timepoints were

highly evident. This model contributes to the understanding of enhancers and the

key role they play in regulating tissue-specific expression patterns during develop-

ment.

To predict tissue-specific alternative polyadenylation in human, I specified a lin-

ear effects regression model to identify tissue-specific biases, indicating regulated

APA. The significance of differences between tissue types was assessed by an ap-

propriately designed permutation test. Various SVM models with different string

kernels were then used to successfully classify constitutive polyA sites from a biolog-

ically relevant background (auROC = 99.6%), as well as tissue-specific regulated sets

from each other. Results showed that the main cis-regulatory elements described for

polyadenylation were highly informative for constitutive sites only. Tissue-specific

regulated sites were found to contain other regulatory motifs. Together, our results

contribute to the understanding of the diversity of post-transcriptional gene regu-

lation. This project was presented at the International Society for Computational

Biology in 2013 and published in Hafez et al. (2013) and Ni et al. (2013). The

predictive model was then referenced in Ji et al. (2015) for its best performance.

1.4 Outline of this work

This thesis is structured as follows:

• Chapter 2: provides a concise introduction on transcriptional enhancers. Af-

ter describing the regulatory function of enhancers, it provides an overview

on direct and indirect techniques to identify their locations along the genome.

It then discusses recent experimental and computational efforts to associate

enhancers to their target genes.
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• Chapter 3: describes the process of alternative polyadenylation and its bio-

logical role. It then provides an overview on recent experimental and compu-

tational models for polyadenylation prediction.

• Chapter 4: discusses basic machine learning models that are frequently used

in bioinformatics, and explains how they could be used in a semi-supervised

learning methodology.

• Chapter 5: gives an overview of the data sets that were used to train and

evaluate the models developed throughout this thesis.

• Chapter 6: turns to the description and validation of McEnhancer model.

It addresses the approach used for predicting enhancer-gene pairs. It then

describes the results and validation criteria to measure the success of prediction.

• Chapter 7: is devoted to describing the linear model for specifying tissue-

specific alternative polyadenylation events, as well as kernel-based SVM for

classification. After displaying predictive results, it identifies sequence logos

for constitutive and tissue-specific poly(A) sites. It finally investigates the role

of SRp20, an RNA binding protein, in APA.

• Chapter 8: discusses the major outcomes of these two project and certain

aspects of possible future work.
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2

Background on transcriptional enhancers and their
function in gene regulation

2.1 Transcriptional enhancers: identification and regulatory function

In Eukaryotes, controls that act on gene expression are much more complex than in

prokaryotes. The precise and complex spatiotemporal expression of genes in different

cell and tissue types often requires the deployment of cis-regulatory elements (CREs).

CREs are regions of non-coding DNA that regulate the transcription of nearby genes.

These sequences are necessary for controlling where and when a particular gene

is transcribed during dynamic processes such as differentiation and proliferation.

Identifying regulatory regions is a crucial step into understanding gene regulation.

The formation of active CREs involves the dynamic interplay between nucleosome,

chromatin organizing proteins, as well as, sequence-specific DNA binding proteins.

If the DNA in a single human cell were organized in a linear space, it would have

a length of 5 ˆ 1010 km and would extend 100 times the distance from the Earth to

the Sun (Latchman et al., 1990). Clearly, this is not the case. The DNA is rather

compacted and folded in a complex with specific nuclear proteins to form a structure
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known as chromatin. Nucleosomes are the basic units of chromatin. Each nucleosome

is composed of approximately 147 base pairs (bp) of DNA wrapped around a set of

eight proteins called histones, which are known as a histone octamer. Each histone

octamer contains two molecules of each of the four core histones, H2A, H2B, H3,

and H4. There are at least eight distinct types of modifications found on histones.

This include acetylation, methylation, and phosphorylation, for review see Kouzarides

(2007).

Chromatin is a dynamic structure which acts as a ‘gatekeeper’ of regulatory

regions. A key characteristic for an active regulatory region is to be depleted of

nucleosomes, in other words ‘open’. This allows TFs to bind to their binding sites and

regulate their target genes. DNA accessibility is pretty dynamic; it differs between

cell types and with different environmental conditions (Shlyueva et al., 2014). In

order for the DNA to open up, it is believed that other regulatory proteins bind

to nucleosomal DNA and recruit additional factors to evict the nucleosome (Zaret

and Carroll, 2011), see Fig 2.1a. TFs might be also competing with nucleosomes to

keep the DNA open (Wasson and Hartemink, 2009; Mirny, 2010). Whether histone

modifications are generally a cause or a consequence of gene regulation is still an

open question (Henikoff and Shilatifard, 2011).

2.1.1 Types of functional regulatory elements

Active regulatory regions could be either located at the core promoter regions, in

which case they are called promoters, or located outside of the core promoter region

such as enhancers, insulators and silencers. This second group is referred to as distal

regulatory elements (DREs). The word enhancer is sometimes used to refer to this

second group, indicating any cis-region that regulate genes from a long distance.

In addition, the term cis-regulatory module (CRM) is also used interchangeably

to indicate a regulatory DNA region, usually of length 100-1000bp, which includes
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clusters of TFBSs.

Enhancers are different from promoters. Promoters are 100-1000 bp of DNA

sequences that are typically upstream of the genes they transcribe. On the other

hand, enhancers are typically a few hundred base pairs in length and are observed to

be at significant distances, tens to hundreds of kilobases (kb), from the genes they

regulate. For example, in Drosophila, a 500bp DNA fragment, approximately 30kb

away from the Ubx gene, was reported to regulate its expression (Qian et al., 1991).

Enhancers can be located in intergenic regions, introns and exons (Sakabe et al.,

2012).

Both promoters and enhancers are nucleosome-depleted regions. However, the

histones in promoter-flanking nucleosomes are enriched for H3K4me3 marks, while

those flanking enhancers are enriched for H3K4me1 marks. Additionally both are

marked by H3K27ac upon activation (Shlyueva et al., 2014). Promoters are spatially

defined relative to the locations of experimentally determined TSSs. However, stud-

ies have shown that enhancers have the ability to function independently of their

position and orientation, making both their prediction and target gene assignments

key challenges in understanding tissue-specific gene regulation (Hardison and Taylor,

2012; Shlyueva et al., 2014). Fig. 2.1b illustrates our current understanding of the

the differences between active enhancers and promoters.

Insulators are DNA sequences that also have multiple TFBSs and regulate gene

expression in different manners. They sometimes work as a barrier by preventing

the spread of the repressive heterochromatin and therefore prevent the nearby genes

from being repressed. In an experiment a gene and its control region were inserted

into different positions in the genome. The gene expression level became very low

when the construct was inserted amid heterochromatin. However, when the insulator

elements that flank the gene are included, the gene is expressed normally, regardless

of its insertion site (Alberts et al., 1983).
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Figure 2.1: Differences between a closed and open chromatin, as well as between
enhancers and promoters, adapted from Shlyueva et al. (2014).

Insulators can also act as enhancer-blocking when located between an enhancer

and a target promoter, and thereby reduce or block the gene expression (Alberts

et al., 1983). Insulators are located in chromatin with a histone modification pro-

file similar to that of enhancers, but with binding sites for CCCTC-Binding factor

(CTCF), or similar proteins. CTCF is a protein that is required for enhancer-blocking

activity of mammalian insulators, while in Drosophila, four other additional proteins

have been shown to play the same role (Hardison and Taylor, 2012). That being

said, CTCF has many functions other than insulation. Therefore, searching for

CTCF binding sites could help predicting insulators, however not all CTCF-bound

segments are true insulators, as argued in Hardison and Taylor (2012).

2.1.2 Enhancers and their role in gene regulation

Enhancers are referred to as “information integration hubs” since they coordinate

complex expression patterns based on the different environmental and developmental
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changes (Buecker and Wysocka, 2012). To achieve such specific regulation, enhancers

are composed of clusters of TFBSs (6- to 20-bp motifs), to which combinations

of TFs bind in a sequence-specific manner (Sakabe et al., 2012). Therefore, the

activity of enhancers is entailed by the combination of trans-acting activators and

repressors that are recruited by the enhancer sequences (Bulger and Groudine, 2011;

Buecker and Wysocka, 2012). Phylogenetic analysis in human has shown that natural

selection plays a profound role in influencing TFBSs in regulatory regions (Arbiza

et al., 2013).

Several examples of phenotypic changes driven by mutations in CRMs have been

recently identified. For example, In Drosophila species, differences in abdominal pig-

mentation were shown to have emerged from mutations within the cis-regulatory

sequences of Yellow gene (Wittkopp et al., 2002). The exact mechanism by which

variations in specific cis-regulatory sequence or TFBSs affect such phenotypic changes

is not clearly understood. One possibility is that changes in TFBSs affect histone

modifications, which in turn have downstream consequences on chromatin remodel-

ing, DNase I sensitivity and transcription (Kouzarides, 2007; Arnone and Davidson,

1997; McVicker et al., 2013). On the other hand, since gene expression requires the

delivery of chromatin-modifying enzymes by DNA-bound TFs, histone modification

could turn out to be rather a consequence (Henikoff and Shilatifard, 2011). More-

over, recent work in genome-wide association studies (GWAS) linking loci to diseases

have reported that 88% of trait/disease-associated single-nucleotide polymorphisms

(SNPs) lie in non-coding regions that are usually enhancers (Hindorff et al., 2009).

It is important to note the importance of TFs in regulating gene expression.

After binding to their specific binding sites, they regulate the expression of the gene

by recruiting PolII to the TSS (Boehm et al., 2003) and promoting the elongation

of paused PolII (Kanazawa et al., 2003; Rahl et al., 2010). TFs could also recruit

chromatin modifiers (Deng et al., 2012) and help bring enhancers to the genes they
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regulate (Schoenfelder et al., 2010; Kohwi et al., 2013). They activate or repress the

downstream genes through some combinations of these mechanisms, which leads to

the spatial and temporal patterns of gene expressions in different cell types.

Two modes have been proposed for explaining how TFs regulate transcriptional

output. In the combinatorial binding mode, TF occupancy results in various graded

levels of transcriptional output depending on the interactions between TFs and in

some cases the concentration of each individual TFs. For example, during the early

segmentation of Drosophila embryos, the recruitment of broadly expressed activators

and spatially restricted repressors defines the stripe pattern regulated by gap genes

(Stanojevic et al., 1991; Ip et al., 1992). On the other hand, the cooperative binding

mode, in which TFs are bound to adjacent sites on the DNA, produces a switch-like

effect on transcriptional output depending on TF concentration and their degree of

occupancy, reviewed in Spitz and Furlong (2012). An example of cooperative binding

is when two or more TFs co-bound to the same enhancer and recruit another factor,

which may result in increasing the binding affinity of the first bound TFs (Merika

et al., 1998).

An enhancer increases the transcription of a gene by either helping a weak pro-

moter or by providing additional information not encoded in the gene promoter,

reviewed in Plank and Dean (2014) and Andersson (2014). Genes could be regulated

by multiple different enhancers in different cell types depending on which enhancers

are active, the combination of TF that bind to them and characteristics of local

chromatin (Hardison and Taylor, 2012; Andersson, 2014). In order for the genome to

achieve such condition-specific regulation, the genome should be organized in higher

order chromatin structure that brings enhancers close to the promoters of their target

genes. Such three dimensional shape may change during cellular differentiation or

different developmental stages (Andersson, 2014). Fig. 2.2 shows an example where

two active enhancers, bound by specific TFs, are brought to the promoter of a gene
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depending on the tissue this gene is expressed in and accordingly they show different

patterns.

The exact mechanism by which distal enhancers regulate the transcription of their

target genes is still unclear. Several models have been proposed by tracking different

model organisms. However, direct experimental evidence that could distinguish be-

tween them has not been provided yet. The scanning model, for example, suggests

that enhancers recruit PolII and other initiation factors, which subsequently scan

the DNA until they reach a favorable sequence for transcription initiation (Heren-

deen et al., 1992). The linking model is another mechanism that entail the forma-

tion of a protein structure at the enhancer which is then extended till it reaches

proteins bound to a transcriptionally competent promoter (Bulger and Groudine,

1999). Active promoter acts as a boundary to the further spread of this protein

structure and stimulate RNA polII to start transcription. The model that has re-

cently gained a wide spread acceptance is the looping model (Ptashne, 1985). In this

model, enhancer-bound activating proteins and promoter transcription factors inter-

act together to bring enhancers and promoter elements into close proximity. The

looping of DNA is facilitated by protein-protein and protein-DNA interactions, as

well as the three-dimensional chromatin structure.

2.1.3 Indirect identification of enhancers from their sequence

Given the critical role that enhancers play in regulating gene expression, much em-

phasis has been put into identifying these non-coding regions. Comparative genomic-

based approaches have proven to be useful in identifying these sequences. By com-

paring sequences of these genomic intervals to orthologous regions from organisms

separated by varying evolutionary distances, researchers were able to speculate some

of these distal enhancers (Pennacchio et al., 2006). However, it has been shown

that several functional enhancers are not necessarily conserved or are only conserved
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Figure 2.2: Enhancers are bound by specific TFs and are brought to their target
genes by looping. (a) Shows that enhancers could exist at any distance from their
target genes. (b,c) In a given tissue, active enhancers (Enhancer A in part (b), and
Enhancer B in part (c)) are marked by activating TFs, and are brought to proximal
positions with their associated genes. Nucleosomes around active enhancers and
active promoters are marked by activating histone marks, adapted from Shlyueva
et al. (2014).
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over a limited phylogenetic distance (Blow et al., 2010). Moreover, searching for

conserved sequences might identify developmentally functional enhancers, but will

likely fail to identify those involved in animal diversification. Finally, by looking

at sequence conservation alone, one cannot know the conditions that make these

enhancers functional or the genes that they target.

Knowledge of the functionality of sequence motifs in recruiting TFs to DNA may

help in enhancer prediction. Many predictive models assume that enhancers could

successfully be predicted by scanning the genome for TF motif matches, known as

motif scanning. TF motifs are usually identified through chromatin immunoprecipi-

tation sequencing (ChIP-seq) assays or Protein Binding Microarray (PBM) (Berger

and Bulyk, 2009). These assays enable a largely unbiased identification of tens of

thousands putative TFBSs by locating DNA sites where specific proteins are bound.

TF binding specificities are usually represented in Position Weight Matrices (PWMs),

where each position in the binding site is modeled as a multinomial distribution over

the four nucleotides. These binding specificities are then used to determine clusters

of potential TFBS in the genome, thought to represent functional enhancers (Chen

et al., 2008; Wilson et al., 2010; Tijssen et al., 2011). In Drosophila melanogaster,

knowledge of the TFs and their cognate TFBS motifs that regulate expression of

genes controlling early development enabled several approaches to find CRMs rel-

evant to different developmental processes (Berman et al., 2002; Markstein et al.,

2002; Rebeiz et al., 2002; Halfon et al., 2002; Schroeder et al., 2004).

The main challenge behind this approach is that it requires previous knowledge

of TFs involved and the preferred binding sequence for each. It is worth noting

that many TFs require cobinding between multiple TFs, which is not immediately

captured by such models (Slattery et al., 2014; Sherwood et al., 2014). Finally,

TF motifs show high accuracy for in vitro binding preferences, but relatively low

predictive value in vivo, where multiple other factors are involved (Wasserman and
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Sandelin, 2004).

The problem of identifying regulatory elements gets more complicated when rel-

evant TFs and their binding specificities are unknown which is still the case with

many TFs in many organisms. To tackle this challenge, algorithms are developed to

search for DNA patterns (words) that occur with unexpectedly high frequencies in a

set of either co-expressed genes or orthologous genes. Examples of these models are

‘PFRSearcher’, which uses Gibbs sampling to predict regulatory elements in control

regions of Drosophila segmentation (Grad et al., 2004). The intuition behind us-

ing co-expressed genes is that since co-regulation occurs at the transcriptional level,

co-expressed genes should contain similar cis-regulatory elements in their promoter

regions. And therefore, searching for over-represented motifs in the upstream in-

tergenic regions might predict true enhancers. CisModule is another example that

learns the motifs and the regulatory elements simultaneously in a combined proba-

bilistic manner (Zhou and Wong, 2004). EMCModule implements a similar idea but

it begins with some known motifs from a database and then learns which ones are

responsible for the regulation of the group of genes under consideration (Gupta and

Liu, 2005).

A different approach for identifying enhancers learns sequence similarity (k-mers)

across a set of known enhancers that drive a specific pattern of gene expression (train-

ing set). Prediction of new enhancers is done by searching for similar k-mers, but

searching only in functionally conserved sequences of closely related species (Kan-

torovitz et al., 2009). This method has been successful in discovering enhancers

that are active during Drosophila development. However, this approach requires the

knowledge of a large set of well characterized enhancers that are already known to

be regulating the pattern of interest. In addition, it restricts word scan to conserved

regions which does not allow for the prediction of novel enhancers or those found

in large non-coding genomic regions, typically for mammals. Finally, most of these
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studies are not comprehensive, focusing on few regulatory regions that drive spe-

cific pattern under favorable circumstances. Although they usually result in higher

validation rate (Hardison and Taylor, 2012), they are mainly selected for a limited

expression or functional pattern.

2.1.4 Indirect identification of enhancers using chromatin features

Another alternative approach that has gained widespread use for enhancer predic-

tion is the consideration of histone modifications. Histone modification is a post-

translational process, where the highly basic histone amino (N)-terminal tails pro-

trude from their own nucleosome and make contact with adjacent nucleosomes. These

modifications affect inter-nucleosomal interactions, thus the overall chromatin struc-

ture. They also recruit proteins with specific enzymatic activities which remodel and

reposition nucleosomes (Bannister and Kouzarides, 2011).

Models that identify enhancers based on histone modification often require the

presence of H3K4me1 and H3K27ac, low levels of H3K4me3 and the absence of

H3K27me3 (Heintzman et al., 2007, 2009; Rada-Iglesias et al., 2011). In Drosophila

melanogaster, it has been shown that the combination of H3K4me1, H3K27ac and

low H3K79me3 is a good predictor for developmental enhancers (Bonn et al., 2012).

ChromHMM builds a hidden Markov model to learn the different chromatin states

along the genome, based on signals of histone modifications (Ernst and Kellis, 2012).

Chromatin states were identified based on these marks: H3K4me3 + H3K27me3

(bivalent/poised promoter); H3K4me3 + H3K27ac (active promoter); H3K4me3

(initiating promoter); H3K27me3 + H3K4me1 (poised developmental enhancer);

H3K4me1 (poised enhancer); H3K27ac + H3K4me1 (active enhancer); and H3K27me3

(Polycomb repressed); and H3K9me3 (heterochromatin).

However, the correlation between enhancer activity and combination of histone

marks is not perfect (Shlyueva et al., 2014). Although most of enhancer regions
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that are marked with H3K4me1 displayed activity when tested in reporter assays,

a significant percentage was not active (Heintzman et al., 2009; Visel et al., 2009;

Creyghton et al., 2010). In addition, it has been shown that H3K27ac was not suffi-

cient to predict 41% of mesodermal enhancers in Drosophila melanogaster embryos

(Bonn et al., 2012). Nonetheless, the functional role of most of these histone mod-

ifications is still unknown. It was recently argued that no evidence supports that

H3K4me1 and H3K27ac are sufficient, necessary or even mechanistically involved in

transcription (Hödl and Basler, 2012; Pengelly et al., 2013). Moreover, H3K4me3

cannot maintain transcription in the absence of other activating factors (Hathaway

et al., 2012).

One key to identifying enhancers could be to locate them in ‘open’ chromatin

regions. In order for most TFs to bind enhancers, the local chromatin structure

may require appropriate stimuli to become open. For example, chromatin contain-

ing distal enhancers has been shown to undergo dynamic nucleosome repositioning

following stimuli, such as T-cell activation (Schones et al., 2008), androgen receptor

treatment (He et al., 2010) and erythrocyte differentiation (Hu et al., 2011). In a

study applied to determine TFBSs that gets selected by the Glucocorticoid receptor

from several hundred thousand putative sites, it showed that 90% of the selected

binding sites are in regions of accessible chromatin (John et al., 2011).

DNase I digestion and high-throughput sequencing (DNase-seq) is a widely used

genome-wide technique to identify accessible DNA regions in the genome (Crawford

et al., 2006; Boyle et al., 2008; Giresi et al., 2007). In this method, nuclei are first

isolated and digested with optimal concentrations of DNase I. DNase I is an enzyme

that cuts DNA in regions that are not bound by proteins or larger structures such

as nucleosomes. Reads from these regions are then sequenced using next generation

sequencing technologies (NGS) and mapped to the genome. Such nucleosome-free

regions are called DNase I hypersensitive sites (DHSs) and are used to mark the
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locations of open chromatin along the genome.

The combination of DNase-seq has been used to map chromatin accessibility in

vivo in a given tissue or cell-type on a genome-wide scale (Song and Crawford, 2010).

In a key study, these DHSs were analyzed according to their genomic locations. They

were divided into those overlapping promoter regions and those spanning other non-

coding regions. Properties of each group with respect to the average size of the

DHSs as well as the normalized GC content were identified, see Fig. 2.3 (Natarajan

et al., 2012). DHSs were then associated to their closest genes and a model that

predicts cell-type specific gene expression was built directly from the corresponding

DNA sequences.

It is critical to characterize enhancers across different cell types and to assess the

effect of these active enhancers on differential gene expression. This would help us

understand factors affecting developmental and cellular differentiation and determine

cell-type specific transcription. While not all accessible regions correspond to active

enhancers, combining DNase-seq data with other datasets in a smart predictive model

could be a powerful approach.

2.1.5 Direct identification of enhancers and their functionalities

The previous two sections discussed genome-wide techniques for indirect identifica-

tion of enhancers from datasets that are not designed for enhacner capturing. These

methods do not provide functional or quantitative description for enhancer activities

(Cusanovich et al., 2014). Direct isolation of enhancers usually relies on functional

assays of individually transfected reporter plasmids, which harbors putative regula-

tory regions for a gene of interest. These experiments are low throughout and are

usually designed for a specific regulatory sequence of interest. Novel high-throughput

gene reporter assays have been lately introduced (Kheradpour et al., 2013; Murtha

et al., 2014). However, they still provide limited quantitative information and are
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Figure 2.3: Properties of DHS based on genomic location, adapted from Natarajan
et al. (2012).

not suitable for genome-wide enhancer identification.

Recently, STARR-seq (self-transcribing active regulatory region sequencing) pro-

tocol was developed (Arnold et al., 2013). STARR-seq is a high-throughput reporter

assay that allows the genome-wide identification of all active enhancers in a given

cell type in combination with high-throughput sequencing approaches. It is build

around the principle that enhancer regulate transcription of target genes indepen-

dent of their location or distance from their corresponding gene TSS. In this method,

the whole genome is sheared and DNA fragments are cloned in the 3’-UTR of a re-

porter gene. If the cloned fragment is active, it will transcribe itself and become part

of the resulting reporter transcript. The strength of the enhancer is then measured

by the abundance of the reporter transcript through RNA-seq.

STARR-seq assay has been applied on Drosophila S2 cells and human. However,

given the long size of mammalian genomes and the cost required for library prepara-

tion, CapStarr-Seq was introduced (Vanhille et al., 2015). This technique extends on
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STARR-seq by minimizing the start-up candidates to be tested. Tested enhancers

are basically DNaseI-seq data that overlap with ChIP-seq data for six specific TFs.

Applying these techniques on more organisms in different conditions would provide

us with more clean accurate enhancer candidates, which would greatly help in better

understanding their functionality.

One very recent methodology to identify enhancers was introduced using GRO-

seq (Genomic run-on sequencing) data (Danko et al., 2015). Gro-seq is particularly

sensitive for measuring primary mRNA transcription before unstable transcripts are

degraded by the exosome (Garcıa-Martınez et al., 2004). Therefore, Gro-seq could

be used in detecting enhancer-templated noncoding RNAs (eRNAs), which are short

non-coding RNA molecules that are transcribed from enhancers. Support vector

regression (SVR) model was developed using read counts from GRO-seq data, and

predicted enhancers overlapped several histone marks in eight human cell types.

2.2 Linking enhancers to their target genes

2.2.1 Recent experimental protocols

To determine the regulatory functions of enhancers they must be linked to the genes

whose expression they control. Identifying enhancer-gene interactions would help

us construct transcriptional regulatory networks. Although there has been an in-

creasing appreciation towards understanding enhancers and the roles they play in

developmental gene expression and evolution, only a small percentage of enhancers

are known and few of them are linked to specific gene expression patterns.

Many genes can interact with multiple enhancers, and these enhancers in turn

interact with several genes (Sanyal et al., 2012). They could also affect different sets

of genes in different tissues and play different roles during development, summarized

in Hwang et al. (2013). For example, the locus-control region (LCR), which regulates

the cluster of five human b-type globin genes, is located around 40kb away from
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these genes. Due to its differential regulation, these globin genes are ubiquitously

expressed in erythroid cells and are differentially expressed in fetal and adult cells

(Wilber et al., 2011). Therefore, one way to decode these interactions is to evaluate a

high number of enhancer-gene interactions in cell-type specific manner, as argued in

Heintzman et al. (2007). In this section, I will present recent experimental protocols

that capture genome-wide enhancer-promoter interactions, along with the bias and

shortcomings inherent with them.

A key advance into identifying enhancer-promoter interactions was the intro-

duction of the chromosome conformation capture (3C) protocol and its variances.

3C-based technologies are built around the fact that, upon activation, enhancers are

brought to close spatial proximity of their target promoters and bound to each other

via protein complexes. In these protocols, interacting DNA segments are cross-linked

with formaldehyde, then the linear genomic DNA is sheared using a restriction en-

zyme, and the spatially proximal DNA fragments are ligated. The 3C library there-

fore contains DNA fragments that might not be close in linear genomic sequence, but

became sufficiently close in the 3D structure to be cross-linked. These 3C library re-

flects the population-averaged folding of the entire genome, at a resolution of several

kilobases (Van Steensel and Dekker, 2010).

Several variants of 3C were then introduced to map chromatin interactions at a

genome-wide scale. Circularized chromosome conformation capture (4C) for example

depends on inverse PCR to amplify all fragments that are ligated to a single “view-

point” to capture genome-wide interactions with this viewpoint. In Carbon-copy

chromosome conformation capture (5C), 3C ligation junctions are first selected then

amplified using multiplex ligation-mediated amplification in parallel. Sequencing and

analysis of these libraries provide a measure of the probability of physical proximity

between pairs of chromosomal loci as they are organized in the cell’s natural state.

High-resolution chromosomal capture protocol (Hi-C) protocol is a high-throughput
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Figure 2.4: ChiA-PET and chromosome confirmation capture methods, adapted
from Shlyueva et al. (2014).

version of 3C, designed to measure the probability of interaction between any two

DNA fragments genome-wide. Before ligation, the junctions are first marked with

biotin which allow them to be purified after DNA shearing using streptavidin-coated

beads. Hi-C reads have systematic biases that might affect the results. Examples of

these biases include: distance between restriction sites, the GC content of trimmed

ligation junctions and sequence uniqueness. Part of Hi-C reads are coming from

ligation of non specific cleavage sites and not restriction fragment ends. In addi-

tion, short and long fragments have different ligation efficiency since they compete
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differently with ligation enzymes.

Even though the Hi-C protocol could be used to identify enhancer-promoter inter-

actions, it was originally developed to probe the spatial organization and the physical

contacts of the genome. Therefore, when analyzing the results for enhancer-promoter

interactions, some concerns should be carefully taken into consideration (Shlyueva

et al., 2014). An example of these concerns is the resolution of the data, which is

usually very low, typically on the order of kilobases or tens of kilobases (Sexton et al.,

2012; Jin et al., 2013). The lack of high resolution is due to the enormous complexity

of the library and the high cost of sequencing to a sufficient depth to provide high

coverage. The 4C methodology can generate data with higher resolution, however,

this methodology is not high throughput and has to be performed on each view point

separately (Ghavi-Helm et al., 2014). Moreover, it was argued that contacts resulted

from any of these ligation-based techniques that are less than „10kb in the linear

genome sequence are difficult to detect reliably due to high background at close dis-

tances. Finally, it is worth mentioning that any contacts identified by such methods

do not necessarily reflect any functional regulatory importance (Gibcus and Dekker,

2013).

The 3C protocol was applied on fixed Drosophila embryos (Sexton et al., 2012).

Analysis of this data, while correcting for several systematic biases as explained by

Yaffe and Tanay (2011) revealed the whole map of Drosophila embryo and the interac-

tion between chromosome arms and between chromosome, Figure 2.5. It highlighted

the fact that Drosophila genome is further partitioned into physical chromosome

domains, called topologically associating domains (TADs) which reflect epigenetic

domains and correlate with active and repressive chromatin states (Sexton et al.,

2012). The identified domains are demarcated by insulator proteins, mainly CTCF,

and generally correlate with four distinct epigenetic chromatin states. These identi-

fied domains are at a kilo-base level resolution.
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Figure 2.5: Genome-wide normalized Hi-C contact map for fly embryonic nuclei,
adapted from Sexton et al. (2012).

ChIA-PET (chromatin interaction analysis by paired-end tag sequencing) is an

extended protocol to map long-range interactions that are over hundreds of kilobases

apart (Fullwood and Ruan, 2009). It incorporates chromatin immunoprecipitation

(ChIP)-based enrichment, chromatin proximity ligation, paired-end tags and high-

throughput sequencing to map de novo interactions. However, it has mostly been

applied on mammals and mainly targets interactions that involve genes with high

transcriptional activity. A modified version was just recently introduced by Mifsud

et al. (2015). This technique uses a low cost solution hybridization selection to

provide genome-wide Hi-C libraries to identify long range interaction for both active

and inactive promoters. Figure 2.4 gives an overview of the differences between 3C
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methods and ChIA-PET protocol.

2.2.2 Existing computational models

Given the inherent difficulty in linking enhancers to their target genes, the simplest

method that has been frequently used is to assign enhancers to their closest TSS.

However, this methodology can generate many false positives, plus a recent 5C study

has shown that only 27% of enhancer-promoter interactions are with the closest

TSS (Sanyal et al., 2012). Another methodology that was implemented by Phillips

and Corces (2009) is to use the topological domains created by CTCF. CTCF is

known to block the interaction between an enhancer and a gene if located inbetween.

However, it has been shown by Shen et al. (2012) that these two methods gave a

performance only slightly better than random assignment. A modified Hi-C data

analysis indicated that CTCF binding sites do not represent absolute barriers to

promoter contacts with enhancers (Mifsud et al., 2015)

Another approach for linking enhancers to their target genes is based on the

assumption that enhancers and their target genes should have similar functional

profiles/patterns across cell-types. Based on this assumption, one study applied

a logistic regression classifier where they first identified enhancer states based on

a multivariate Hidden Markov Model (HMM) that uses combinatorial patterns of

chromatin marks (Ernst and Kellis, 2010). After this, they compared the enriched

TF motifs in these enhancers with profiles for gene expression, the expression of

TFs recognizing each motif and the genomic distance between candidate enhancer-

gene pairs (Ernst et al., 2011). This model is the first of its kind to provide a

working model for enhancer-gene prediction. However, prediction is made on a gene-

by-gene basis; no grouping of genes with similar expression patterns is considered.

Identifying regulatory sequences for one gene could help us infer regulatory sequences

with similar sequence content for another gene, if they both have similar expression
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pattern. Moreover, this model depends on enhancer-associated chromatin marks,

which requires high resolution data at different time points and different tissues.

Mapping expression quantitative trait loci (eQTLs) was also used to link en-

hancers to target genes. This is achieved by identifying eQTLs in candidate enhancer

regions and correlating their presence with changes in gene expression levels (Dimas

et al., 2009). An integrative Random Forest model to predict genes associated with

human eQTLs was introduced by Wang et al. (2013). To predict gene-enhancer link-

age, this classifier used multiple features such as: genome-wide data on TF-binding

sites, chromatin markers, genomic distance, open chromatin, Gene Ontology (GO)

similarities and insulators. Combined together, the classifier achieved an area under

the receiver operator curve (AuROC) of 0.9 compared to 0.75 when only a single fea-

ture was used. However, given the intrinsic challenges that usually come with eQTL

analysis, such as the large number of tests needed to identify associations between

gene expression and Single-nucleotide polymorphism (SNPs), such an approach has

limited practicality for general implementation.

One key attempt to identify enhancers and link them to their actual target genes

in Drosophila was performed by Wilczynski et al. (2012). They developed a Bayesian

approach model using a collection of six types of data relevant to transcription regu-

lation to predict different spatio and temporal gene expression patterns. The datasets

they used were: (i) TF binding profiles for 8008 regions for mesoderm specific TFs,

(ii) spatio-temporal activity data for 343 CRMs from in vivo transgenic reporter

assays, (iii) the genomic distance between CRMs and TSSs, (iv) occupancy peaks

for 6 insulator binding proteins, (v) H3K4me3 enrichment measured for promoter

regions of 14689 genes, and (vi) spatio-temporal expression of 5,995 genes derived

from in-situ hybridization.

To predict gene expression pattern, they built a model that consists of three

components, Fig. 2.6. The first component is a Bayesian Network that takes as input
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Figure 2.6: A schematic representation of the iterative Bayesian modeling approach
for enhancer-gene prediction, adapted from Wilczynski et al. (2012).

the occupancy profile of different TFs from ChIP-chip and outputs the probability of

a CRM of being active in a tissue or at a specific time point. The second component

is a probabilistic model that integrates CRMs activities, distances between TSSs of

the genes and CRMs, insulators and H3K4me3 enrichment measures to predict the

probability of a gene being expressed at a given stage and tissue. If an insulator is

located between the a CRM and a gene promoter, the interaction between them both

is considered to be blocked. Moreover, they used the H3K4me3 signals at promoters

as an indication to the promoter activity. The third component is basically an EM

algorithm that finds the optimal sets of the parameters by iterating between the first
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two components until convergence. The model suggested that an enhancer could

regulated multiple genes and that enhancers that are 50kb away from a gene TSS

could still have influence on that gene. However, the prediction accuracy of this

model was 80%, leaving room for improvement (Wilczynski et al., 2012).

PreSTIGE (Predicting Specific Tissue Interactions of Genes and Enhancers) is a

data integrator approach for detecting enhancer-gene pairs in human (Corradin et al.,

2014). In this method, H3K4me1 ChIP-seq and RNA-seq data sets from different cell

types is integrated, then paired with cell type-specific H3K4me1 signals for genes that

are specifically expressed in each cell type. Data integration is nevertheless a good

technique if available data is of high resolution. Yet, too many biological assumptions

are made, which do not allow for exceptional behavior, and a clear understanding of

the underlying system is necessary.

With the introduction of high throughput Hi-C protocols, many-to-many gene-

enhancer interactions could theoretically be better predicted. However, given the

challenges described in the previous section, a tailored custom pipeline for enhancer-

target promoter pairs should be designed. An attempt that correlates Hi-C read

counts with cross-species conservation was introduced in Lu et al. (2013). In their

study, they built a phylogenetic profile across 45 species for each gene-enhancer pair

that resulted from Hi-C data analysis and filtered out interactions in which the

enhancer or its target gene was lost during evolution (non conserved). This method

allowed the prediction of many-to-many interactions and showed that enhancers were

functionally related and co-expressed.

An attempt to analyze the Hi-C data generated by Sexton et al. (2012) using

free energies was just recently introduced by Saberi et al. (2015). In this approach

they first transformed Hi-C contact frequencies into free energies, then they applied

Principal Component Analysis (PCA) to identify major interaction domains. They

were able to filter out biases and high frequency noise in the Hi-C data. However,
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Figure 2.7: Overview of HIPPIE pipeline, adapted from Hwang et al. (2014).

these interactions were still determined at a resolution of 10kb, which makes zooming

into finer resolution to capture a specific gene promoter or an enhancer region quite

a challenge.

Currently, the most comprehensive pipeline that tackles many of the shortcomings

of Hi-C biases is the HIPPIE pipeline (Hwang et al., 2013, 2014). In this pipeline,

raw data is first mapped to the genome without the use of Hi-C pairing information.

Then by building a geometric distribution based model, it constructs hotspots or

clusters of contigs (adjacent Hi-C reads) that represent potential DNA-DNA inter-

acting sites (average length 1kb). These interacting regions are extended by 3kb to

account for Hi-C reads being enriched at the cut sites of the restriction enzymes used

in the assay, based on the distance distribution between restriction enzymes. The

extended hotspots are then filtered to include pairs with at least 2 reads supporting

the interactions, for which one of the interacting pairs is a promoter (200bp upstream

from the TSS) and for which the non-promoter-interaction fragment overlaps with

DNase-seq and known enhancer marks H3K4me1 and H3K27ac. An overview of the

pipeline is shown in Figure 2.7. The predicted enhancer-gene interactions were en-

riched for p300 binding, an enhancer binding transcription factor, RNA Polymerase

II binding at the gene, and tissue-specific target gene expression. Given the high data

biases associated with Hi-C assay, described in section 2.2.1, identified interactions
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should be taken with care.
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3

Background on alternative polyadenylation and its
predictive models

3.1 Polyadenylation and its regulatory function

3.1.1 The process and function of alternative polyadenylation

The human transcriptome comprises more than 80,000 protein-coding transcripts,

which are encoded by less than 20,000 genes. This suggests the extensive regula-

tion of transcriptional and post-transcriptional processes (de Klerk and Hoen, 2015).

Almost all eukaryotic mRNAs undergo a post-transcriptional processing step called

polyadenylation, in which they acquire a polyA tail at their 3’ end. After transcrip-

tion, the 3’-most segment of the newly-made RNA is cleaved off at specific sites

(polyA sites) by a set of RNA regulatory proteins, which is followed by the synthesis

of the polyA tail by the addition of adenine (A) residues in a non-templated fashion

(Andreassi and Riccio, 2009).

The polyadenylation process evolved early in the history of life. Over 50% of the

human and more than 30% of mouse genes have multiple polyadenylation sites that

result in mRNA isoforms different in their 3’-UTR and/or coding sequences (Tian
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Figure 3.1: The process of addition of poly(A) tail, adapted from H. et al. (2000).

et al., 2005). When compared with constitutive regions of 3’-UTR, where only one

polyadenylation site is used, alternative regions are usually longer, more AU-rich,

and contain more cis elements, such as miRNA target sites (Ji et al., 2009). Results

show that 86% of human genes exhibit tissue-specific variants due to alternative

polyadenylation sites (Wang et al., 2008).

Poly(A) sites are essential for 3’ end maturation, stability and degradation of
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Figure 3.2: 15 cis-elements in the poly(A) region identified in Cheng et al. (2006).

mRNAs. Furthermore, polyadenylation defines the extent of the 3’-UTR of mRNAs,

which spans from the stop codon up to the polyA tail and contains many post-

transcriptional regulatory sequence elements such as miRNA target sites. About 90

protein factors are involved in the polyadenylation of human RNAs. For example,

the CPSF complex (cleavage and polyadenylation specific factor) interacts with the

polyadenylation signal and the CstF (cleavage simulator factor) complex interacts

with the Distal Sequence Element (DSE). Other factors such as cleavage factor I

(CFI), cleavage factor II (CFII ), poly(A) polymerase (PAP), and poly(A) binding

protein (PABII) play a crucial role in regulating the usage of poly(A) sites, Figure

3.1 (Beaudoing et al., 2000; Tian et al., 2005; Ji and Tian, 2009; Shi et al., 2009).

Polyadenylation sequence signals consist mainly of three elements: a highly con-

served sequence of AAUAAA or AUUAAA called the poly(A) signal which is lo-

cated 10´ 35 nt upstream of the actual polyadenylation site , dinucleotides (usually

CA) at the cleavage site, and a G/U-rich element (DSE) usually located within

30 nt downstream of the cleavage site. Biologists believe that processing of pre-

mRNA 3’-end occurs while the nascent RNA is still bound to RNA polymerase II,

36



Figure 3.3: Proximal Vs. Distal polyadenylation sites, adapted from Ji et al.
(2009).

reviewed in Andreassi and Riccio (2009). Figure 3.2 summarizes most of the known

sequences/signals around the polyadenylation sites that might be guiding the cleav-

age machinery of where to cut the mRNA and add the poly(A) tail (Cheng et al.,

2006).

Alternative polyadenylation (APA) arises from the utilization of more than one

3’ end for a given gene, and the less predominant positions are termed APA sites, as

illustrated in Figure 3.3. Previous studies have shown that APA varies across human

and mouse tissues and is affected by genomic imprinting, reviewed by Ji et al. (2009).

It is now accepted that APA events are condition-dependent and can radically alter

mRNA metabolism (Sandberg et al., 2008; Mayr and Bartel, 2009; Di Giammartino

et al., 2011).

APA is generally classified into four different patterns, as shown in Fig. 3.4 (Gru-

ber et al., 2014). The most studies pattern is tandem poly(A) sites. This happens

when multiple poly(A) sites are located in 3’-UTR of the terminal exon. Cleavage

and polyadenylation at any of these sites will affect the length of the 3’-UTR in

transcribed isoforms, but will not change the translated proteins. The other three

patterns are APA at alternative terminal exons, APA at intronic sites and APA at

exonic CDS sites. Although called APA, these patterns are mainly regulated by

alternative splicing regulators (Gruber et al., 2014). These patterns can actually

lead to mRNA transcripts with different coding sequences, resulting in different pro-

teins. APA at intronic sites is reported less frequently and thousands of these events

are usually suppressed (Yao et al., 2012). Although called APA, these patterns are
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Figure 3.4: Variants of 3’-UTRs, adapted from Gruber et al. (2014).

mainly regulated by alternative splicing regulators (Gruber et al., 2014).

3.1.2 Biological role of alternative polyadenylation

APA is generally linked to changes in gene expression levels and, ultimately, to pro-

tein abundance. The specific use of different polyadenylation sites can play a direct

role in gene regulation. It was observed that some human tissues (such as brain,

testis, lung, and breast) are enriched for transcripts with short 3’-UTR, while others

(such as heart and skeletal muscle) prefer longer isoforms (Ni et al., 2013). Moreover,

while mouse embryonic development is characterized by a progressive lengthening

of mRNA 3’-UTRs, a shortening of Caenorhabditis elegans 3’-UTRs was reported

during its development (Mangone et al., 2010). APAs can influence transcript cyto-

plasmic localization (Andreassi and Riccio, 2009), non-miRNA mediated changes in

mRNA stability and translational efficiency (Moore, 2005; Mayr and Bartel, 2009;
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Fabian et al., 2010) and the nature of the encoded protein (Majoros and Ohler, 2007;

de Klerk and Hoen, 2015).

Eliminating large parts of a 3’-UTR by using the more proximal polyA site enables

a transcript to escape from miRNA regulation of its longer isoform. In proliferating

cells, proximal polyA sites are therefore favored over distal ones. This results in

the production of mRNA with shorter 3’-UTR and fewer miRNA binding motifs

(Sandberg et al., 2008; Ji and Tian, 2009). The loss of miRNA target sequences

usually leads to RNA decay (Hogg and Goff, 2010). Transcripts with short 3’-UTRs

might as well result in the loss of AU-rich elements (AREs), which leads to ARE-

directed mRNA degradation (Ji et al., 2011).

Recent analysis on APA events on a newly generated human dataset showed

that cell type-specific gene expression is regulated by two complementary programs

(Lianoglou et al., 2013). Tissue-specific genes generally have exactly one poly(A) site

(single-UTR genes), while ubiquitously transcribed genes tend to have multiple sites

(multi-UTR). A big difference between these two groups is that single-UTR genes

typically change their mRNA abundance levels, while multi-UTR genes change their

3’-UTR isoform ratios. Finally, this study highlights the fact that tissue-specific

APA usage is a result of ubiquitously expressed miRNAs targeting.

3.2 Identification of polyadenylation events

3.2.1 Experimental polyadenylation capturing protocols

Methods to increase our understanding of 3’-UTR have been mainly adapted from

expressed sequence tag (EST). Substantial numbers of cDNA and EST sequences

have been publicly available, which allowed the constructions of genome-wide maps

of poly(A) sites (Tian et al., 2005; Lee et al., 2007). The last release of the polyA DB

database of 3’-UTR contains more than 54,000 poly(A) sites mapped to the human

genome. Such data allowed for basic understanding of the poly(A) process and
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inferences on global trends. Although EST databases are used in large-scale analysis

of polyadenylation, they are still insufficient because of their relatively low quality,

especially at 3’ends , and the limited availability of samples from different conditions.

Annotation of 3’ ends was also done by microarrays. This is done by estimating

the signal intensities of probes that mapped to APA sites and quantify poly(A) site

usage under different conditions (David et al., 2006; Ji et al., 2009). Analysis of this

data led to the observation that mRNAs expressed in proliferating cells usually have

shorter 3’-UTRs when compared to resting cells (Sandberg et al., 2008). Series of

studies were developed to investigate the underlying mechanisms. However, the need

for previous knowledge to design microarrays limit their ability in discovering denovo

poly(A) sites.

Other approaches like Poly(A) capture protocol that capture the 3’ ends of

polyadenylated transcripts using deep sampling have also been developed, however

their main disadvantages lies in being low throughput, expensive, and extensive de-

pendence on the DpnII enzyme leading to a bias against transcripts that do not have

appropriate DpnII sites (Mangone et al., 2010).

Direct RNA sequencing (DRS) is another technique developed by Ozsolak et al.

(2010) that does not depend on conversion to cDNA or amplification. However, in

depth analysis of human polyadenylation in different cell and tissue types was not

quite addressed in their study. On the other hand, human tissue was investigated by

Shepard et al. (2011) using their developed protocol, but again they only focused on

one human cell line (Hela), without investigating the human normal cell types. In

addition, this technique requires specialized instruments that are not widely available

(Gruber et al., 2014).

With the introduction of RNA-seq, multiple protocols were concurrently designed

to capture genome-wide poly(A) sites. These include PAS-Seq (Shepard et al., 2011)

PolyA-seq (Derti et al., 2012) A-seq (Martin et al., 2012), 3’-seq (Lianoglou et al.,
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Figure 3.5: Schema of poly(A) site identification protocols, adapted from Ji et al.
(2015).

2013) and PA-seq (Ni et al., 2013). These protocols depend on reverse transcrip-

tion with an oligo(dT) primer. However, they differ in the length of the oligo(dT)

primer, the strand and the methodology by which second-strand synthesis is ac-

complished, reviewed in Gruber et al. (2014). A known complication with the use

of oligo(dT)-primed libraries is internal priming. This happens when a mRNA has

an internal A-rich sequence resulting in false-positive poly(A) detection. Therefore,

when processing such type of data, putative poly(A) sites with genome-encoded

poly(A) stretches are typically discarded (Gruber et al., 2014). A schema describing

the identification of poly(A) site protocols is presented in Fig. 3.5.

3.2.2 Computational models for polyadenylation prediction

Prediction of polyadenylation events have been previously studied using SVMs and

Markov chain (MC) (Hu et al., 2005; Chang et al., 2011; Akhtar et al., 2010). A

summary explaining the different models, datasets, features and results is shown in

Appendix C. However, most of these studies were performed using data from the

database Polya DB (Zhang et al., 2005b) which is now considered to be less accu-
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rate than Next Generation Sequencing data and even less comprehensive. Another

predictive model that uses the last 100nt of mRNA human data to predict poly(A)

signal in human was presented (Kalkatawi et al., 2012). For prediction, this model

combines artificial neural network and random forest methodology.

By the time I started working on this project, no tailored RNA-seq data designed

for poly(A) capture was publicly available. My collaborators Ni et al. (2013), applied

PA-seq on 13 human tissues, which resulted in 90ˆ more poly(A) sites than those

reported in Polya DB. Moreover, none of the previous studies have used any string

kernel-based SVM, which are proven to be efficient and expressive in classifying

functional sites (Ben-Hur et al., 2008). The use of a more comprehensive dataset

and more expressive kernels would improve the performance of SVM in classifying

poly(A) sites.

A predictive model that was concurrently published with this work presented in

Xie et al. (2013). This model used hidden Markov models (HMMs) to represent 6-

mers of the DNA sequence, followed by an SVM model for classification. This model

was applied on the same dataset used in Kalkatawi et al. (2012), and was reported

to perform better than other previously published methods.

Following the publication of this work, two methods were presented based on

SVM framework (Zhang et al., 2015). The first uses domain-specific features and

principle component analysis (PCA) for feature selection, followed by SNM, while

the second apply Oligo string kernel. These two methods were then merged with the

HMMs and SVM models from Xie et al. (2013) to develop a comprehensive poly(A)

motif predictive model. This merged model was applied on the same dataset used in

Kalkatawi et al. (2012), with reported accuracy of 86.13%.
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4

Machine learning in bioinformatics

Designing an instance-specific predictive machine learning model that learns from the

available known training data and predict other cell-type specific events would help

us better understand specific gene regulation. A brief overview of machine learning

applications for the analysis of genome sequencing in presented in (Libbrecht and

Noble, 2015). Here I provide an overview of discriminative and generative models,

with specific emphasis on models that are used in my implementation. I also summa-

rize semi-supervised learning approach and show its effectiveness in using unlabeled

data for a better prediction. A detailed explanation of basic machine learning models

was written by Bishop et al. (2006) from which much of the following description is

inspired.

4.1 Discriminative models

4.1.1 Generalized linear models

In this work, linear regression is explored both as classifiers as well as for resid-

ual analysis. Therefore, in this section, I am going to first explain the theoretical

background behind generalized linear regression, then show how it could be used
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as a logistic regression classifier. In section 4.1.2, I will explain the importance of

residuals and their role in residual analysis.

The term generalized linear model (GLM) refers to a larger class of models that

got popularized by McCullagh et al. (1989). In these models, the response vari-

able y is assumed to follow an exponential family distribution with mean µ, which

is assumed to be some function. The goal of regression is to predict the value a

continuous target variable y, given the value of a D-dimensional vector x of input

variables. The dependent variable y could be viewed as a linear combination of the

input variables

ypx,wq “ w0 ` w1x1 ` ¨ ¨ ¨ ` wDxD, (4.1)

where x “ px1, ¨ ¨ ¨ , xDq
T . The key property of this model is that it is a linear function

of the parameters w0, ¨ ¨ ¨ , wD. To generalize, we can take any linear combination

of a fixed set of nonlinear functions (features) of the input variables. The resulting

models are still linear functions of the parameters which allow us to simplify the

analysis of the model while using non linear features. We can then write Eq. 4.1 in

the form:

ypx,wq “ w0 `

M´1
ÿ

j“1

wjφjpxq, (4.2)

where φjpxq are known as basis functions. We can then define a dummy basis function

φ0pxq “ 1 so that

ypx,wq “
M´1
ÿ

j“0

wjφjpxq “ wTφpxq, (4.3)

where w “ pw0, ¨ ¨ ¨ , wM´1q
T and φ “ pφ0, ¨ ¨ ¨ , φM´1q

T .

Let’s define the target variable t is given by a deterministic function ypx,wq with

Gaussian noise ε, such that:

t “ ypx,wq ` ε (4.4)
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In order to calculate the parameters of this equation, we can fit a polynomial (or

any other function) to the training data. This is achieved by minimizing an error

function that measures the misfit between the function ypx,wq, for any given value

of w, and the training set data points. Usually, the sum of the squares of the errors

between the predictions ypx,wq for each training data point xn and the trget tn is

used so that we minimize:

Epwq “
1

2

N
ÿ

n´1

typxn,wq ´ tnu
2 (4.5)

If we are to choose the values of w that will make Epwq as small as possible,

we can solve the curve fitting problem. Given that the error function is a quadratic

function of the coefficients w, the minimization of the error function has a unique

solution, denoted by w˚.

The geometrical interpretation of the sum-of-squares error function is shown in

Fig. 4.1. We can also proof that minimizing the sum-of-square errors is equivalent

to maximizing the likelihood under an assumed Gaussian noise model, as shown by

Bishop et al. (2006). Solving for the entire training dataset all at a time could be

computationally costly. Therefore, sequential on-line algorithms, such as stochastic

gradient descent, are effective. In these techniques, one data point is considered at a

time, and the model parameters are updated after each consideration.

When the number of training examples is not large enough compared to the

number of features, simple regression leads to overfitting. This means that the per-

formance on the training examples is near perfect but on the test examples is poor.

To avoid such an issue, a common technique that is usually used is called regular-

ization. Regularization is achieved by adding a penalty term to the error function

4.5 so as to discourage the coefficients from reaching large values leading to an error

function as:
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Figure 4.1: The sum-of-squares error function, adapted from Bishop et al. (2006).

rEpwq “
1

2

N
ÿ

n´1

typxn,wq ´ tnu
2
`
λ

2
||w||2 (4.6)

where ||w||2 “ wTw “ w2
0 ` w2

1 ` ¨ ¨ ¨ ` w2
M , and the coefficient λ governs the

relative importance of the regularization term compared with the sum-of-squares

error term. This specific technique is also known as “weight decay” or “shrinkage”,

as it encourages weight values to decay/shrink towards zero. Since the error function

is still a quadratic function of w, its exact minimizer could be found in closed form.

A more generalized regularizer is sometimes used, for which the regularized error

takes the form:

1

2

N
ÿ

n´1

typxn,wq ´ tnu
2
`
λ

2

M
ÿ

j“1

|wj|
q (4.7)

where q “ 2 corresponds to the quadratic regularizer, Eq. 4.6. Fig. 4.2, after Bishop

et al. (2006), shows contours of the regularization for different values of q. The

objective function for the quadratic regularization is smooth and convex, and so it
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Figure 4.2: Plot of the contours of the unregularized error function (blue) along
with the constraint region for the quadratic regularizer q = 2 on the left and the lasso
regularizer q = 1 on the right, in which the optimum value for the parameter vector
w is denoted by w . The lasso gives a sparse solution in which w1 “ 0, adapted from
Bishop et al. (2006).

has one unique solution and can be minimized by standard methods such as gradient

descent, steepest descent, Newton, quasi-Newton, truncated Newton, or CG methods

(Koh et al., 2007).

However, when q “ 1, we measure the size of the weights w by its `1-norm instead

of `2-norm, first introduced by Tibshirani (1996). So when λ is large enough, some

of the coefficients wj are driven to zero. Because the objective function in the `1-

regularization is convex, but not differentiable, there will exist a solution for the

`1-regularized regression, but it does not have to be unique. Yet, `1-regularization

is still very interesting in specific domains, especially when multiple weights are to

be set to zero. Typically, solving for `1-regularization yields a relatively few nonzero

coefficients. This is where the name sparse regression, or lasso came from.

Logistic regression as classifiers

So far, we have been talking about GLMs, and how to estimate the model parameters.

To summarize, the main goal of GLMs is to model the the expected value of a
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continuous variable, y as a linear function of the continuous predictor, x of input

variables. Eq. 4.1 depicts the model structure, but it does not show the noise or

error associated with curve fitting. To be more specific, we can write it as follows:

ypx,wq “ w0 ` w1x1 ` ¨ ¨ ¨ ` wDxD ` ε (4.8)

Let’s just assume that errors are normally distributed, ε „ Np0, σ2q and inde-

pendent. GLMs have three main components:

• Random Component: refers to the probability distribution of the response

variable y. For example, if y is a continuous variable, its values could be

represented as a normal distribution. If y is a binary variable, its values will

constitute a binomial distribution.

• Systematic Component: the linear combination of the independent vari-

ables px1, ¨ ¨ ¨ , xDq along with their coefficients pw1, ¨ ¨ ¨ , wNq to form the linear

predictors

• Link Function: specifies the link between random and systematic compo-

nents. It explains how the random variable changes with respect to a change

in the explanatory variables. In linear regression, it takes the identity function,

as we are modeling the mean of the expected variable directly.

Logistic regression is a specific type of linear models, in which the dependent

variable y is binary. So by having a binary output variable Y ,we would like to model

the conditional probability of P pY “ 1|X “ xq as a function of x. The random

component represent a binomial distribution, where we model the probability of

success. The problem could be viewed as a classification problem, since after learning

the parameters of the model from the training data points, we can plug in any point

from the test dataset and calculate the value of y.
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Figure 4.3: The logistic function; σpyq P r0, 1s for all y.

Since the target variable should be between 0 and 1, it makes sense to use the

logistic function, logit link, as it can take an input with any value from negative to

positive infinity, and maps it to 0 or 1, as shown in Fig. 4.3. The logistic function

σpyq is defined as follows:

σpyq “
ey

ey ` 1
“

1

1` e´y
, (4.9)

Thus, the model of the log odds of probability of ”success” could be written as:

logitpπq “ logp
π

1´ π
q “ w0 ` w1x1 ` ¨ ¨ ¨ ` wDxD ` ε (4.10)

where π is the mean of the expected variable y. A solution for solving large-scale

`1-regularized logistic regression problems using an efficient interior-point method,

along with an implementation, was provided by Koh et al. (2007).

4.1.2 Linear model to capture the residual effect

RNA-seq data is basically count data (number of reads or peaks). Therefore, Poisson

distribution has been used to model read counts in (Marioni et al., 2008; Wang et al.,
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2009). Binomial distribution is not appropriate for this type of data since we do not

know in advance the number of trials that will happen.

A specific group of GLM is called log linear model. In these models, the Poisson

distribution is used to model the random component or the response variable y.

These models are appropriate when there is no clear distinction between response

and explanatory variables. So if we are to assume that:

Yi „ Poissonpλiq (4.11)

where EpYiq “ λi and varpYiq “ λi, then our variance function is V pµiq “ µi and

our link function is the log link :

logpµq “ w0 ` w1x1 ` ¨ ¨ ¨ ` wDxD ` pεq (4.12)

as it assumes the logarithm of its expected value can be modeled by a linear combi-

nation of the parameters.

This model has been used by Blekhman et al. (2010) to estimate the expression

level of a gene which is basically the number of reads mapping to its exons. They

built a Poisson mixed-effects model, where the expression level of a gene depends

on the total number of reads in each sequencing lane, species, sex, and sex-by-

species interactions. Standardized residuals were used to determine whether specific

exons showed differential expression levels either due to sexes or species differences.

Standardized residuals is defined as:

residual “
pobserved´ fittedq

a

pfittedq
(4.13)

where the fitted values where obtained from applying their linear model. They argue

that since they have controlled for sex and species effect, any interaction between the

two, and the mean expression level of each exon across sexes and species, then if a

residual for a specific exon correlates with sex or species effect, then it will suggest a

difference in the exon usage between sexes or across species. We will follow a similar
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approach in our analysis for different usage of alternative polyadenylation sites, as

will be shown in section 7.3.2.

4.1.3 Support vector machines for classification

SVMs are widely used in computational biology because of their ability to han-

dle large datasets, produce accurate results and their flexibility in modeling diverse

sources of data. Because of popularity of SVMs, many special-purpose solvers have

been developed, like LIBSVM (Chang and Lin, 2011) and SVM-Light (Joachims,

1999). However, the complexity of these libraries is estimated to be quadratic in the

number of training examples, which makes them not very useful with large datasets.

For this reason, faster wrappers for these libraries have been implemented. The

shogun toolbox is one of these wrappers that contain eight different SVM implanta-

tions along with many different kernels for real-valued and sequence data (Sonnen-

burg et al., 2006b).

In order to understand how SVMs work, lets revisit the same linear classification

problem in Eq. 4.3, we can write it as:

ypx,wq “ wTφpxq ` b, (4.14)

where w is the weight feature, φ is a fixed feature space transformation, and b is a

bias parameter. The training dataset is composed of N data points x1, ¨ ¨ ¨ , xN that

are mapped to their target classes t1, ¨ ¨ ¨ , tN , where tn P t´1, 1u. The function ypxq

should learn the mapping between a data point xn and its target tn, such that any

new datapoint xi is classified according to the sign of ypxq. An assumption, that we

will relax later, is that training data set is linearly separable in feature space. This

implies that there exists at least one solution for the parameters w and b, such that

Eq. 4.14 satisfies these two constraints:

ypxnq ą 0 for points having tn “ `1 (4.15)

ypxnq ă 0 for points having tn “ ´1 (4.16)
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Figure 4.4: The margin is defined as the perpendicular distance between the deci-
sion boundary and the closest of the data points, as shown on the left figure. SVM
chooses the decision boundary that gives the maximum margin distance, as shown
on the right, adapted from Bishop et al. (2006).

and so, tnypxnq ą 0 for all training data points.

There could exists many separable planes, or choices for w and b that could solve

this problem. The question now is which one to choose? A major concept that SVMs

depend on is the maximum marginal separation. By margin we mean the smallest

distance between the decision boundary and any of the samples, as illustrated in

Fig. 4.4

We can then work out the math for the choice of the decision boundary that

satisfies the maximum distance. From Fig. 4.5, we can see that the perpendicular

distance of a point x from a hyper-plane defined by ypxq “ 0, where ypxq takes the

form in the Eq. 4.14 is given by |ypxq|{||w||. In order to choose a decision boundary,

we have make sure that all data points correctly classified, so that tnypxnq ą 0 for

all training data points n. So the distance of a point xn to the decision boundary is

given by:

tnypxnq

||w||
“

tn

´

wTφpxnq ` b
¯

||w||
(4.17)
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Figure 4.5: The decision boundary, shown in red, is perpendicular to w. It is
displaced from the origin by the value of the bias parameter b “ w0.The orthogonal
distance of any point x this decision surface is given by |ypxq|{||w||, adapted from
Bishop et al. (2006).

The goal is to maximize the perpendicular distance to the closest point xn, by opti-

mizing the parameters w and b. The maximum margin solution is found by:

argmaxw,b

#

1

||w||
minn

„

tn

´

wTφpxnq ` b
¯



+

(4.18)

Solving this equation is very complicated. We will convert it into a simpler form by

setting:

tn

´

wTφpxnq ` b
¯

“ 1 (4.19)

for the point that is closest to the surface, since rescaling w by any factor, and b

by the same factor will not change the distance from any point xn to the decision

surface. This setting will make all data points satisfy the constrain:

tn

´

wTφpxnq ` b
¯

ě 1, n “ 1, ¨ ¨ ¨ , N. (4.20)
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The optimization problem will then be to maximize 1
||w||

, which is equivalent to:

argminw,b

1

2
||w||2 (4.21)

subject to the constraint in 4.20. To solve this quadratic programming problem, we

use Lagrange multipliers an ě 0, with one multiplier an for each constraint. So we

can write it as:

Lpw, b, aq “
1

2
||w||2 ´

N
ÿ

n“1

an
 

tn
`

wTφpxnq ` b
˘

´ 1
(

(4.22)

where a “ pa1, ¨ ¨ ¨ , aNq
T . By setting the derivatives for w and b to zero, we get these

two conditions:

w “

N
ÿ

n“1

antnφpxnq (4.23)

0 “
N
ÿ

n“1

antn (4.24)

Substituting these two conditions in Eq. 4.22, gives:

rLpaq “
N
ÿ

n“1

an ´
1

2

N
ÿ

n“1

N
ÿ

m“1

anamtntmkpxn, xmq (4.25)

with respect to a subject to the constraints:

an ě 0, n “ 1, ¨ ¨ ¨ , N (4.26)

N
ÿ

n“1

antn “ 0. (4.27)

where the kernel function kpx,x1q “ φpxqTφpx1q

For a new data point (test data), we can classify it by calculating the sign for

ypxq from Eq. 4.14, which could be rewritten in terms of the parameters an and the

kernel function as:

ypxq “
N
ÿ

n“1

antnkpx,xnq ` b (4.28)
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According to Karush-Kuhn-Tucker (KKT), explained in (Bishop et al., 2006), these

three conditions should hold:

an ě 0 (4.29)

tnypxnq ´ 1 ě 0 (4.30)

anttnypxnq ´ 1u “ 0 (4.31)

Therefore, for any data point, either an “ 0 or tnypxnq “ 1. In the first case, where

an “ 0, this point(s) will not affect the sign calculation in Eq. 4.28, and so could

be discarded once the model is trained. Other data points where tnypxnq “ 1 are

called support vectors, and they correspond to points that lie on the maximum mar-

gin hyperplanes. These support vectors are very important to mark the separating

planes.

One of the strong assumptions we have made so far is that the training data points

are linearly separable; that is there is a linear decision boundary that can separate

the two classes. However, in practice, this assumption does not hold in all scenarios.

Therefore, we need to allow for some of the training points to be misclassified, by

introducing slack variables or error terms, which the objective function will try to

minimize. Let us define ξn ě 0 one for each training data point. Data points for

which ξn “ 0 are correctly classified and are either on the margins or on the correct

side of the margin. Data points for which 0 ă ξn ď 1 are still correctly classified,

but lie inside the margins. When ξn ą 1, these data points are misclassified, as

illustrated in Fig. 4.6.

The exact classification constraints in Equ 4.20 could then be written as:

tnypxnq ě 1´ ξ n “ 1, ¨ ¨ ¨ , N (4.32)

ξn ě 0 for all n (4.33)

The goal is now to maximize the margin while softly minimizing points that lie
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Figure 4.6: Slack variables where ξn ě 0. Support vectors are those data points
with circles around them, adapted from Bishop et al. (2006).

on the wrong side of the margin boundary. So we mainly minimize:

C
N
ÿ

n´1

ξ `
1

2
||w||2 (4.34)

where the parameter C ą 0 controls the trade-off between penalizing slack variables

and the margin.

4.1.4 Kernel methods

Kernel functions measure the similarity between different data points in an implicit

feature space. Different Kernel SVMs have been used to predict alternative splicing

and transcription start sites in different organisms; string kernels and kernels using

positional information being of great interest (Sonnenburg et al., 2006a, 2007). The

kernel trick works by computing the inner products between the mapping of data

points in a given feature space, without the need to compute the coordinates of the

data in that space. This trick is usually computationally cheaper than that actual

computation of the coordinates. String kernel are a subclass of kernels that use

features derived from the sequences themselves (Murphy, 2012). In this section,
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we describe the main two string kernels that are used in our methods plus their

normalization scheme.

Spectrum kernel

The Spectrum kernel was first introduced to classify protein sequences (Leslie et al.,

2002). It is defined as:

klpxi, xjq “ă φlpxiq, φlpxjq ą (4.35)

where φlpxq “ number of times l occurs in x. φl is a mapping of the sequence x

into 4l dimensional feature space, where each dimension represents the number of

occurrences of string s of length l.

In Ben-Hur et al. (2008), they showed that as the length l increases, the per-

formance of the Spectrum kernel increases. However, there is a plateau after which

the performance starts decreasing since the probability of observing two substring of

length l, where l is large (l = 5), decreases.

The Weighted Degree and Weighted Degree with shifts kernel

The main idea of the weighted degree kernel (WD) is to count the number of matching

words of length k in the two sequence at the same positions. The WD kernel of

order d compares two sequences of length l, by summing up all contributions from

subsequences of length k P t1, 2, . . . , du, weighted by factors βk (Rätsch et al., 2005).

kpxi, xjq “

d
ÿ

k“1

βk

L´k`1
ÿ

l“1

Ipuk,lpxiq “ uk,lpxjqq (4.36)

βk “ 2pd´ k ` 1q{pdpd` 1qq (4.37)

where I is binary (1=true, 0 = false), uk,lpxq is the subsequence of length k starting

at position l of the sequence s. βk is fixed but computed for each k. The above

equation gives more weight to longer matching strings.
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This kernel is useful when the positions of the motifs are exactly the same; i.e.

all of the motifs fall at the exact same location from the Poly(A) site. However,

as mentioned earlier, the positions of the three main identified regulatory elements,

PAS, CA and DSE are not fixed; they fall in a range away from the Poly(A) site.

To capture this feature, the Weight Degree Kernel with shifts WDs kernel is well

suited for this purpose. Basically, this kernel counts the number of matching words

of length k in the two sequence. But the two matching words don’t have to be at

the same exact position in the sequence, they are allowed up to S position shifts.

Following (Rätsch et al., 2005), the kernel is defined as:

kpx1, x2q “

K
ÿ

k“1

βk

L´k`1
ÿ

l“1

γl

Splq
ÿ

s“0,s`lďL

δsµk,l,s,x1,x2 (4.38)

µk,l,s,x1,x2 “ Ipuk,l`spx1q “ uk,lpx2qq ` Ipuk,lpx1q “ uk,l`spx2qq (4.39)

uk,l`spxq is subsequence between position k and l` s in sequence x. δs is the weight

assigned to shifts of extent s in either direction, computed as: δs “ 1{p2ps ` 1qq,

and γl is a weight over the position in the sequence. Such kernel has been proven in

(Rätsch et al., 2005) to be positive semidefinite.

Kernel normalization

Normalization is usually required to solve many convergence problems. To force each

vector in the feature space to have have length 1, the kernel is redefined as:

k̄pxi, xjq “
kpxi, xjq

a

kpxi, xiqkpxj, xjq
(4.40)

4.1.5 Performance analysis

To measure the performance of classifiers with different parameters, we need to know

how many of the true positive training data are correctly predicted to be positive

and how many of the negative training data are correctly predicted to be negative,
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Table 4.1: Contingency table

True Class
p n

Predicted Class
Y T rue P ositives F alse P ositives
N F alse Negative T rue Negative

Table 4.1. Particularly, if fixing the number of correctly classified positive data, we

would like to get the number of misclassified negative data as less as possible.

The true positive rate (known as recall/sensitivity), the true negative rate (known

as specificity) and precision are defined as:

sensitivity “
True Positives

Total positives
“

TP

TP ` FN
(4.41)

specificity “
True Negatives

Total negatives
“

TN

TN ` FP
(4.42)

precision “
True Positives

True Positives + False Positives
“

TP

TP ` FP
(4.43)

By varying the SVM decision boundary at which the classifier’s output is considered

Y or N , one can get different sensitivity, specifity and precision. By plotting sensi-

tivity against (1-specificity) and precision against sensitivity, we can get the receiver

operating characteristic (ROC) and precision-recall (PRC) curves, respectively. The

area under the curve is the area under ROC curve (auROC) or PRC curve (auPRC)

(Provost, 2000). A good classifier should have both: large auROC and auPRC.

4.2 Generative models

So far, I have been talking about learning algorithms that model ppy|x; θq. In this

section, I will discuss a different type of learning algorithm. Consider a classification

problem where we want to classify between two animals: elephants py “ 1q and dogs
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py “ 0q, based on some features (Ng, 2014). In a discriminative framework, given

a training set, the model would learn a decision boundary. Then, to classify a new

animal, it checks on which side of the decision boundary it falls, and makes the deci-

sion accordingly. Such discriminative algorithm computes the posterior distribution

ppy|xq directly by learning a direct map from the space of inputs X to the class labels

{0, 1}.

In a generative model framework, it considers the problem from a different

prospective. First, it builds a model to represent what a dog class looks like, and

another model to represent an elephant class. Then, to classify a new animal, the

new animal is matched against the dog class, and matched against the elephant class.

It is classified according to the class that it matches more. Generative models try to

model ppx|yq (and ppyq). So for example, if y are the class labels for dog (0) or ele-

phant (1), then ppx|y “ 0q models the distribution of dogs’ features, and ppx|y “ 1q

models the distribution of elephants’ features (Ng, 2014).

Generative models learn a model of the joint probability, ppx, yq of the inputs x

and label y, and make their predictions by calculating ppx, yq “ ppyqppx|yq. ppyq is

called prior, which includes any prior information about the class. After modeling

ppyq and ppx|yq, the posterior distribution ppy|xq could then be computed used Bayes

rule as:

P py|xq “
P pyq ˆ P px|yq

P pxq
(4.44)

4.2.1 Naive Bayes classifiers

Despite its simplicity, naive Bayes classifiers have been proven to be successful in

text categorization problems (Robertson and Jones, 1976; McCallum et al., 1998;

Lewis, 1998). In particular, we have a sequence S that is composed of v “ v1 ¨ ¨ ¨ vK ,

with vi equal to a word v from a finite vocabulary V (in the case of DNA, v P

A,C,G, T ). Each of these sequences belongs to a set of |C| pre-defined categories
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C “ c1, c2 ¨ ¨ ¨ , c|c|. In a supervised learning environment, the classifier is provided

with a set of N labeled training examples psi, ciq : i “ 1 ¨ ¨ ¨N . The classifier’s task is

to produce a function that assigns a class ci for each sequence si, where i is the ith

training document. Using Bayes rules, one can learn:

P pC “ c|S “ sq “
P pC “ cq ˆ P pS “ s|C “ cq

P pS “ sq
(4.45)

where P pS “ sq “
ř

cPC P pS “ s|C “ cq. For simplicity, we will write Eq. 4.45

as:

P pc|sq “
P pcq ˆ P ps|cq

P psq
(4.46)

So the posterior probability is decomposed into the computation of a likelihood

and a prior probability. However, computing pps|cq is not trivial since each sequence

s is composed of K words. In naive Bayes, it makes an assumption that all the

attribute values of vi are independent given the category label, c. So for any two

words vi and vj, where i ‰ j, vi and vj are conditionally independent given c.

Therefore, we can then write Eq. 4.46 as:

P pc|sq “ P pcq ˆ

śK
j“1 P pvj|cq

P psq
(4.47)

And the maximum a posterior (MAP) classifier can be selected by taking the optimal

class label that maximizes the posterior P pc|sq:

c˚ “ argmaxcPCtP pc|squ (4.48)

“ argmaxcPC

"

P pcq ˆ

śK
j“1 P pvj|cq

P psq

*

(4.49)

“ argmaxcPC

"

P pcq ˆ
K
ź

j“1

P pvj|cq

*

(4.50)
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since P psq is constant for every category c. Additional assumptions about the relative

frequencies of classes could be incorporated in the prior distribution P pcq. The most

commonly used pror distributions are either the uniform distribution, or the the

empirical distribution which is estimated from the sample frequencies.

4.2.2 Markov chain models

A particular type of probabilistic models that have proven to be effective in bioinfor-

matics is the Markov chain model. It has originally been used in speech recognition

under the name language model.

The goal of language modeling is to predict the probability of occurrence of a

natural word sequence; that is to put higher probability on the most frequent used

words, and lower probability on words that are never used. So given a sequence

w “ w1 ¨ ¨ ¨wT with wi equals a word v from a finite vocabulary V , its likelihood can

be decomposed by the chain rule of probability as follows:

P pwq “ P pw1q

T
ź

t“2

P pwt|w1 ¨ ¨ ¨wt ´ 1
loooooomoooooon

context

q, (4.51)

where one symbol in the sequence is depending on all its predecessors, i.e. on the

context of symbols observed so far. It assumes that the only words relevant to predict

P pwt|w1 ¨ ¨ ¨wt ´ 1q are the previous n ´ 1 words. By limiting the context length to

N , we can approximate the probability P pwq by:

P pwq « P pw1q

T
ź

t“2

P pwt|wt´N ¨ ¨ ¨wt ´ 1q, (4.52)

This model is called a Nth Markov chain model, or in speech recognition, it is

called an pN ` 1q-gram language model. It contains |V |N`1 parameters –one for

each possible word after each possible context of length N. The parameters for each

context v̂ “ v1 ¨ ¨ ¨ vN have to constitute a discrete probability distribution, where
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Figure 4.7: Example of a first order Markov chain model for a DNA sequence,
adapted from Durbin (1998).

ÿ

vPV

P pv|v̂q “ 1, @v : P pv|v̂q ě 0 (4.53)

Fig. 4.7 gives an example for a first order Markov model. Using maximum like-

lihood estimation (MLE), we can then calculate the probability for a given training

sequence w1 ¨ ¨ ¨wT as:

P pw1 ¨ ¨ ¨wNq “
#pv1 ¨ ¨ ¨ vNq

T ´N
, (4.54)

with # denoting the absolute count of its argument in the sequence (Schukat-

Talamazzini, 1995). An approximation of P pv|v̂q is then given by

rP pv|v̂q “
rP pv̂vq

rP pv̂q
«

#pv̂vq

#pv̂q
(4.55)

So by counting the substrings of length N and pN ` 1q in the set of training

sequences. However, for contexts that appear at the very end of a sequence, they
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cannot be extended by any symbol. Therefore, the count for the context (denomina-

tor) might be greater than the sum of all extensions by the letters from V . To avoid

such issue, the denominator could be replaced by an alternative estimates that sums

over all counts with the same context:

rP pv|v̂q “
#pv̂vq

ř

v1PV #pv̂v1q
(4.56)

Finally, because of the heavy tailed nature of language, known as Zipf’s law, it

is likely to encounter a certain context or its extension that is never observed in the

training set. This would assign zero probabilities to these sequences, which might

cause problematic scenarios. To avoid this problem, smoothing techniques are used

to assign non-zero parameters to novel contexts. The easiest smoothing technique is

to increase the counts of all parameters by one. This is called Jeffrey’s discounting

or Laplace’s rule (Schukat-Talamazzini, 1995; Durbin, 1998). Another approach is

to replace the discounting by a Dirichlet prior distribution (Krogh et al., 1994):

rP pv|v̂q “
#pv̂vq ` α.mv

ř

v1PV #pv̂v1q ` α.mv1
, (4.57)

where mv is the expected mean frequency of symbol v, and α is a prior. In practice,

although this smoothing technique works well, it does not work well for statistical

language processing, as much probability mass goes to unseen events.

Instead, Let’s consider a zero-frequency word as one that just hasn’t happened

yet. When it does happen, it will be the first time to see this new word. Thus,

the intuition used by more advanced techniques, such as Good-Turing (Good, 1953;

Church and Gale, 1991), Kneser-Ney (Chen and Goodman, 1999) and Witten-Bell

(Witten and Bell, 1991), is to use the counts of things we have seen once to help

estimate the counts of things we have never seen.
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In Witten-Bell discounting, the probability of seeing an N -gram for the first time

is estimated by counting the number of times we saw N-grams for the first time in our

training set. The smoothed counts for an N-gram could be calculated as in Eq. 4.58:

c˚i “

$

’

’

’

&

’

’

’

%

T

Z

N

N ` T
, if ci “ 0

ci
N

N ` T
, if ci ą 0

(4.58)

where T is the number of observed words, N is the number of words in corpus and

Z is the total number of words with count zero.

We can then extend this equation to higher orders. Let Z again be the total

number of bigrams with a given first word that have count zero. For an unseen

event, the probability is calculated as:

Zpwxq “
ÿ

i:cpwxwiq“0

1 (4.59)

p˚pwi|wi´1q “
T pwi´1q

pZpwi´1qpN ` T pwi´1qqq
if cwi´1wi

“ 0 (4.60)

where wi has never been seen to follow wi´1, so cpwi´1wiq “ 0. As for the non-zero

bigrams, we discount them in the same manner, by parameterizing T on the history:

ÿ

i:cpwxwiqą0

p˚pwi|wxq “
cpwxwiq

cpwxq ` T pwxq
(4.61)

4.2.3 Interpolated Markov models

The discounting we have been discussing so far help solve the problem of unseen

N -grams. However, we could also make use of some additional knowledge. For

example, if we have no examples of a particular trigram wn´2wn´1wn, the probability

P pwn|wn´1wn´2q can be estimated from the probability P pwn|wn´1q. Similarly, if we

don’t have counts to compute P pwn|wn´1q, it can be estimated from the unigram
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P pwnq (Jurafsky and Martin, 2014). This methodology is known as backoff. A close

concept is called interpolation, where a mixture of all probabilities is used. It was

shown that linear interpolation usually works better.

The linear interpolation probability using all conditional probabilities with in-

creasing context length up to N could be calculated by:

pP pv|v̂N1 q :“ λ0
1

|V |

` λ1 rP pvq

` λ2 rP pv|v̂Nq

...

` λN`1 rP pv|v̂
N
1 q

(4.62)

To choose λs that maximize the probability, model selection should be made.

This is usually done by trying out different values for λs on a held-out data, and

selecting those giving the highest probabilities, such that:

logP pw1 . . . wn|Mpλ1 . . . λkqq “
ÿ

i

logPMpλ1...λkqpwi|wi´1q (4.63)

4.2.4 Augmenting naive Bayes classifiers with Markov chains

Although naive Bayes classifiers have been proven to be successful in text classifi-

cation, it was shown that when the independecne assumptions is strongly violated,

it can obtain high misclassification error (Pazzani, 1997). In Peng et al. (2004), the

naive Bayes independence assumption was relaxed, by allowing the observed variables

to form a Markov chain and was proven to produce better performance.

The maximum a posterior (MAP) classifier is computed according to:
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c˚ “ argmaxcPCtP pc|squ (4.64)

“ argmaxcPCtP pcqP ps|cqu (4.65)

“ argmaxcPC

"

P pcq ˆ
T
ź

i“1

P pwi|wi´n`1 ¨ ¨ ¨wi´1, cq

*

(4.66)

“ argmaxcPC

"

P pcq ˆ
T
ź

i“1

Pcpwi|wi´n`1 ¨ ¨ ¨wi´1q

*

(4.67)

which is similar to Eq. 4.48, but with allowing a local Markov chain dependence in

calculating P pc|sq.

Self training with EM

One of the existing approaches for semi-supervised learning is self training using an

EM technique. The technique works by first learning a classifier from the limited

amount of labeled training data, then we perform a classification on the unlabeled

data. The model is then bootstrapped with additional labeled data obtained from

its own confident predictions. The process is repeated until it converges to a stable

classifier and set of labels for the data. The algorithm for this methodology is shown

in Fig. 4.8, from Chapelle et al. (2006). Applying this technique for identifying

cancer samples by integrating miRNA and gene expression profiles showed a potential

improvement (Ibrahim et al., 2014).

4.3 Semi-supervised learning to overcome the scarcity of labeled ex-
amples

Gerenally, there are two main learning methodologies in machine learning: supervised

and unsupervised learning. In supervised learning, the goal is to find a mapping func-

tion between the examples X and the class labels Y , given a training set of pxi, yiq.

On the other hand, in unsupervised learning, class labels Y are not known. Thus,
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Figure 4.8: Basic EM algorithm for semi-supervised learning of a text classifier,
adapted from Chapelle et al. (2006).

given a set of examples X, the goal is to find interesting structure/correlation in the

data, or to cluster the data into different groups. For example, in a face recognition

problem, in which one tries to discriminate between faces and backgrounds. If the

data is already labeled, meaning that faces are explicitly labeled from background,

this is a supervised learning problem. However, if the faces are not labeled, and the

task of the model is to mark which are faces and which are backgrounds, then this

is an unsupervised learning problem.

Semi-supervised learning (SSL) is halfway between supervised (with completely

labeled training data) and unsupervised learning (without any labeled training data).

The algorithm is provided with a small amount of labeled data and a large number

of unlabeled data. The data set X “ pxiqiPrns can be divided into two parts: the

points Xl :“ px1, ..., xlq, for which labels Yl :“ py1, ..., ylq are provided, and the points
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Xu :“ pxl`1, ..., xl`uq, the labels of which are not known (Chapelle et al., 2006).

The question that follows is why do we need to use semi-supervised learning?

SSL is useful when unlabeled data is abundant, but obtaining class labels is expen-

sive or impossible to obtain for the entire data set. Fig. 4.9 shows the importance

using unlabeled data in classification, instead of ignoring them. One of the main

assumptions that SSL is based on is the smoothness assumption: “If two points x1,

x2 in a high-density region are close, then so should be the corresponding outputs

y1, y2” (Chapelle et al., 2006).

The concept of using labeled and unlabeled data for building classifiers was first

introduced in Hartley and Rao (1968). Then Day (1969) proposed an expectation-

maximization (EM)-like algorithm was provided for parameter estimation. It was not

until 1977, when the theory of a formal EM algorithm for parameter estimation from

missing data was presented (Dempster et al., 1977). This work was then followed by

an implementation for EM algorithm to estimate maximum likelihood parameters for

mixture models from labeled and unlabeled data (Murray and Titterington, 1978)

and classification (Little, 1977). SSL has made its way to the machine learning

community as an efficient method for likelihood maximization of mixture models

and or classification when there is plenty of potential unlabeled data (Miller and

Uyar, 1997). It has then been applied to many applications in Natural Language

Processing (NLP) (Nigam et al., 1998; Liang, 2005; Nigam et al., 2006), image and

face recognition algorithms (Baluja, 1998; Fergus et al., 2009) and speech analysis

(Liu and Kirchhoff, 2013).

Semi-supervised learning has also gained a wide appreciation in the bioinformat-

ics domain, yet mainly through the use of nongenerative approaches. For example,

to construct genome-wide functional regulatory networks for Escherichia coli, Ernst

et al. (2008) used a curated database of verified transcriptional factor-gene interac-

tions, along with their motifs and a gene expression dataset to predict the target
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Figure 4.9: In a binary classification problem, if we assume each class has a Gaus-
sian distribution, then we can use unlabeled data to help parameter estimation,
adapted from Zhu (2008).
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Figure 4.10: In TSVM, unlabeled data helps to put the decision boundary in
sparse regions. Using labeled data only, the maximum margin boundary is plotted
with dotted lines. With unlabeled data (black dots), the maximum margin boundary
would be the one with solid lines, adapted from Zhu (2008).

genes for given TFs. They implemented a logistic regression based classifier to de-

termine whether a gene is targeted by the TF or not. They built two classifiers; one

for the predictions of whether a gene is activated or repressed by a given TF, and

the other uses the score of the best binding site of the TF for each gene to predict if

the gene is a target or not.

In an effort to predict recurrence risk in colorectal cancer patients, Shi and Zhang

(2011) implemented a Transductive Support Vector Machine (TSVM) algorithm and

showed its good performance. TSVMs is an extension of standard SVMs with unla-

beled data. The goal is to find a linear boundary with the maximum margin while

ensuring that there are as few unlabeled observations near the margin as possible,

as shown in Fig. 4.10. Prediction of cancer recurrence was also modeled using graph

based structures. Park et al. (2014) created a graph for gene expression dataset

and used protein interaction data to identify gene pairs that are functionally re-

lated for cancerous cells. SSL has also been applied to identify subsets of genes that

are involved in a specific disease (Nguyen and Ho, 2012; Bair and Tibshirani, 2004;

Smith et al., 2010). Most of the applications of SSL in bioinformatics has been using

discriminative approaches.

71



One of the goals of this thesis is to identify enhancer-gene pairs. The number

of enhancers for which their target genes are known is pretty limited; i.e number

of known/labeled (validated) enhancer-gene pairs is low. This is a semi-supervised

learning problem. It is very costly to validate each enhancer-gene pair experimentally.

Therefore, one can hope to get a more accurate predictions by taking the unlabeled

data into account, i.e. enhancers that are not assigned to target genes.
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5

Datasets

5.1 Datasets required for McEnhancer

To accurately predict enhancers and link them to their target genes during Drosophila

melanogaster embryogenesis, two types of datasets must be available; one describing

enhancers and the other for gene expression. In its predictions, McEnhancer does not

depend on any other biological mark such as chromatin modifications or TF PWMs.

It just learns from enhancer sequences and gene expression pattern. To trian the

model, I use publicly available datasets. In this chapter, I will explain to you how

each of the datasets was generated and provide an overview about some data-related

statistics.

5.1.1 Drosophila gene expression data sets

The basic assumption behind McEnhancer is that genes with correlated expression

patterns tend to be regulated by similar TFs. This enables the model to make use of

the knowledge known about one gene, and expand it to other genes having similar

expression patterns. For this reason, McEnhancer should have genes, for which to

learn their regulating enhancer, grouped based on their expression patterns. Such
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Figure 5.1: Gene expression patterns are explained through in situ data as well
as microarray expression levels. (a) Microarray and CV annotations are shown for
two restricted clusters whose genes are expressed in late embryogenesis. Although
they show the same array profiles, they are expressed in different tissues. (b) Mi-
croarray and CV annotations for broadly expressed genes; decreasing during early
embryogenesis then rise around 10 hours, adapted from Tomancak et al. (2007).

expression pattern could be according to either expression level, tissues in which

genes are expressed and/or timepoints. The more accurate the grouping is, the more

accurate McEnhancer predictions would be.

Expression patterns for 6,003 embryonic genes have been annotated by the Berke-

ley Drosophila Genome Project (Tomancak et al., 2007). A gene’s expression pattern

can be assessed by the differential accumulation of its products in subsets of cells

as embryonic development progresses. In this case, genes’ expression patterns are

defined in terms of spatial, temporal and microarray expression measures. To de-

termine spatial and temporal aspects, RNA in situ hybridization was performed.

Specifically, a digoxygenin-labeled RNA probes derived primarily from sequenced

cDNAs to visualize gene expression patterns were used and their expression patterns

were documented by digital microscopy. For each expressed gene, individual images
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Figure 5.2: Number of genes with valid microarray values for all timepoints. Genes
assigned to both a broad cluster and any other cluster are counted only as broad,
adapted from Tomancak et al. (2007).

were captured at one of the six key developmental stages, marking major develop-

mental transitions in embryogenesis, such as gastrulation, midblastula transition and

organogenesis onset. The first 15 hours of Drosophila development, spanning embry-

onic stages 1-3, 4-6, 7-8, 9-10, 11-12 and 13-16 were analyzed. As examples, stages

4-6 are associated with the time interval 1h20min-3h, while the later developments

stages 11-12 occur between 5h20min - 9h20min.

The development of the pattern across time was confirmed with dependently

derived Affymetrix microarray time course data. After that, the gene expression

patterns were annotated with ontology terms from a controlled vocabulary (CV)

describing developmental expression patterns and embryo anatomy (Grumbling et al.,

2006). Developmental structures were grouped into 16 organ systems and specific

structures were collapsed into general parent structures.

Gene expression patterns were grouped into clusters following a similarity metric

that balances the contribution of the microarray expression data and the controlled

vocabulary annotation terms in the overall score, by assigning different weights to

each. For example, genes that have a similar expression pattern but are expressed in
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Figure 5.3: Restricted clusters with their expression patterns and number of genes
in each. Examples of typical in situ images at different stages for each cluster are
shown, adapted from Tomancak et al. (2007).

different tissues should not be grouped together, and so the weights on the contri-

bution of their expression data should be minimized, Fig. 5.1a. However, genes that

have similar but not identical array profiles and are broadly expressed with a simi-

lar array profile, Fig 5.1b, the weights on the contribution of their expression data

should be maximized to improve the reliability on clustering them into one group.

In order to achieve this clustering, fuzzy c-means algorithm was used. It is a
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Figure 5.4: Sample in situ images for restricted expression pattern clusters,
adapted from Tomancak et al. (2007).

fuzzy algorithm in which a gene could be assigned to one or more clusters. Genes

were grouped into 39 clusters, of which 10 groups were designated into ‘broad’ and

29 clusters are ‘restricted’. Fig. 5.2 shows the number of genes assigned to each

group. Broad clusters have a significant fraction of genes annotated as ‘ubiquitous’ or

with unrestricted maternal only expression. Restricted groups have highly restricted

patterns, as summarized in Fig. 5.3. Examples of in situ images for some genes with

restricted expression pattern are given in Fig. 5.4.

The goal of this work is to find regulatory elements specific to a given expression

pattern. Therefore, this work focuses only on restricted clusters and predicts specific

enhancers regulating genes belonging to these groups. Ubiquitous genes are generally

expressed in many tissues and are not specific to a given expression pattern.

5.1.2 DNase Chromatin accessibility dataset

A curated set of all possible enhancers during Drosophila melanogaster embryoge-

nesis is not available. However, we now know that active enhancers are depleted

of nucleosomes, so as to make the DNA accessible and ‘open’, as previously dis-

cussed in section 2.1. High-resolution DNase-seq assays have been used to detect

small TF footprints within larger nucleosome-free regions of DNA (Neph et al., 2012;
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Figure 5.5: Genome percentages of DHSs in each stage during embryogenesis,
adapted from Thomas et al. (2011).
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Figure 5.6: Division of identified DHSs according to genomic annotations, adapted
from Thomas et al. (2011).

Yardımcı et al., 2014). It was also shown that active regulatory regions interacting

with gene promoters are usually enriched for DHSs (Mifsud et al., 2015). Therefore,

McEnhancer uses a high-resolution in vivo DNaseI sensitivity dataset in Drosophila

melanogaster embryo to map the locations of regulatory regions. This decreases

the search space for McEnhancer increases its probability of predicting functional

regulatory regions.

DHSs were collected from Drosophila melanogaster embryos at 3, 4, 5, 6 and 11

hours, corresponding to major cellular transition stages, stage 5, 9, 10, 11 and 14
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Figure 5.7: Example of the density of mapped DNAseI cleavages for the different
stages across 50 kb region that include ftz gene, adapted from Thomas et al. (2011).

respectively (Thomas et al., 2011). Embryonic nuclei were harvested, then randomly

fragments using DNaseI. Small DNA fragments were isolated and sequenced using

Illumina GA2. Tags, from each stage, were mapped back to the genome, and analyzed

using a scan-statistic algorithm to eliminate DNAseI bias. The collection of DHSs

across all stages covers 6.4% of the euchromatic genome (7.6 Mb), with an average

of 3.5% in any given stage, Fig. 5.5. Thus, for McEnhancer, instead of using the

whole genome to search for regulatory regions, its search space is decreased to only

6.4% of the genome.

DHS regions were compared relative to gene annotations; 12% were localized

around TSSs (-60 to +40), 31% were found in introns, and 29% were found in dis-

tal regions, Fig. 5.6. DHSs are strongly enriched at TSSs and 5’UTR, moderately

enriched over protein coding eons and relatively depleted in intronic and intergenic

regions (Thomas et al., 2011). Fig. 5.7 gives an example of the density of mapped

DNAseI cleavages for the different stages across 50 kb region that include ftz gene.

DHSs were analyzed with respect to the retained percentage from previous stages

which were passed forward to later stages, Fig. 5.8. Of the detected DHSs within
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Figure 5.8: The developmental propagation of DHSs in each stage, adapted from
Thomas et al. (2011).

stage 14, 54.7% were carried forward from stage 5, and from the remaining 45%,

4.5% were originated in stage 9, 6.4% in stage 10, 9.6% stage 11 and 24.5% in stage

14. Such strong persistence of DHSs between stages made me decide to collect all

identified DHSs from different stages in one bucket and predict regulating DHSs from

it. This was also done to avoid slight differences in timepoints for the gene expression

and DHSs datasets.

DHSs highly overlap with signals from ChIP-chip protocol. The ChIP-chip peaks

and DHSs for the even-skipped gene locus at stage 5 are shown in Fig. 5.9 (Li et al.,

2011). The five CRMs responsible for the regulation of this gene along with the

21 regulatory factors that bind at these CRMs at this stage are displayed. All five

CRMs show peaks of DNA binding for many of the 21 factors. Peaks for DHSs align

well with CRMs and peaks of factors binding, although with varying intensities. It

is argued that the varying intensities are due to the fact that when the signal is

averaged over multiple regions, it correlates with levels of factor occupancy.

Raw data for each stage was downloaded and processed by a more accurate
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Figure 5.9: DHSs and in vivo DNA binding by TF across the even-skipped gene
locus, adapted from (Li et al., 2011).

pipeline, as will be shown in section 6.4.

5.1.3 Hi-C embryonic data for validation

The previously described two datasets were used to build McEnhancer. McEnhancer

outputs a list for predicted enhancers for genes belonging to specific expression pat-

tern clusters. The best way to validate such predictions is by comparing them against

identified Hi-C fragment-promoter interactions. Although the resolution of this type

of data is still limited, analysis pipelines, such as HIPPIE (Hwang et al., 2014),

could be applied on such data to infer interactions. Given the high data biases as-

sociated with Hi-C assay, it notes mentioning that identified interactions would be
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a good measure to validate McEnhancer predictions, but not definitive. Validation

of McEnhancer predicted interaction by Hi-C analyzed output would confirm the

prediction, but would not rule out those with no evidence in Hi-C output.

Hi-C data measures the probability of physical proximity between pairs of chro-

mosomal loci as they are organized in the cell’s natural state. These pairs could be

linearly away from each other (Yaffe and Tanay, 2011). A modified chromosome con-

formation capture (3C) protocol was applied on fixed Drosophila embryos in (Sexton

et al., 2012). The first step in this protocol is the addition of formaldehyde which

results in the cross-linking of DNA-segments with proteins as well as proteins with

each other. Therefore, the interacting DNA segments are linked together. After this,

the cross-linked DNA is fragmented using the frequently cutting restriction enzyme

Dpnll and ligated. Purified DNA is then sonicated and size-selected for fragments of

800bp (a size larger than two Dpnll fragments on average to ensure that the selected

fragments include at east two Dpnll-ligated fragments). These fragments are then

sequenced and mapped back to the gnome. Reads were then corrected for several

systematic biases that could result from this protocol as described in (Yaffe and

Tanay, 2011).

This 3C data revealed the whole map of Drosophila embryo and the interac-

tion between chromosome arms, between arms and between chromosome, Fig. 2.5.

It highlighted the fact that Drosophila genome is further partitioned into physical

chromosome domains that reflect epigenetic domains and correlate with active and

repressive chromatin states (Sexton et al., 2012). The identified domains are de-

marcated by insulator proteins and generally correlate with four distinct epigenetic

chromatin states. Although the identified domains are at a kilo-base level resolu-

tion, such data could still be used to validate McEnhancer predictions if properly

analyzed.
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5.2 Dataset generated by PA-seq protocol

To precisely map polyA sites at genome-wide scale, I made use of several new libraries

generated by a tailored sequencing approach, PA-seq (Ni et al., 2013). This protocol

yields paired-end tags, with one tag located directly at the cleavage site, and its

pair mapping to a more upstream location, typically in the 3’UTR of the same

transcript, Fig. 5.10. The main advantage of this protocol is that it is cost effective,

high through- put and does not use a restrictive enzyme such as DpnII.

Briefly, total mRNA is randomly fragmented and reversed-transcribed with a

modified oligo(dT) primer that base pairs with the polyadenylation tail. The modi-

fied oilgo(dT) primer has a dU in the 4th location in the 3’ end to be later digested

by USER digestive enzyme. After that, the double stranded cDNA fragments are

captured by streptavidin-coupled magnetic beads, and sequenced using multiplexed

paired end sequencing on Illumina (Fig. 5.10). PA-Seq protocol was tested on mouse

samples, and validated using Sanger sequencing.

Illumina HiSeq platform is one of several next generation sequencing technolo-

gies, but specifically suited for sequencing short tags like the ones generated from

this protocol. Paired end sequencing improves alignment by keeping track of the

order and orientation of each tag, and the expected distance between tags. In ad-

dition, the tags from the 5’ end are typically mapped to locations within the gene

annotations. State of the art alignment algorithms, like Bowtie (Langmead et al.,

2009) and Burrows-Wheeler Aligner (BWA) (Li and Durbin, 2009), are efficient in

mapping these short reads with paired-end property.

PA-Seq protocol was applied on 12 human tissue total RNA specific samples and

2 cell lines: 293T and HP (Hela polysome RNA). Tissues included: brain, kidney,

liver, prostate, testis, heart, lung, pancreas, skeletal muscle, spleen, breast and colon.

Detailed description of the PA-seq protocol and the data are explained in (Ni et al.,
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Figure 5.10: Summary of PA-Seq Protocol: Total mRNA is randomly fragmented
and reversed-transcribed with a modified oligo(dT) primer, which synthesizes with
the polyA tail. cDNA fragments are then captured and sequenced using multiplexed
paired-end sequencing on Illumina, adapted from Ni et al. (2013).

2013). I obtained the raw data for brain, liver and kidney and focused our analysis

on this subset. Data preprocessing and analysis are further explained in section 7.3.
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6

McEnhancer predicts interaction between distal
enhancers and their target genes

6.1 Summary

Next generation sequencing technologies have provided us with a wealth of data

profiling a diverse range of biological processes. For example, analysis of this data

has helped us better understand gene regulation or how genes are activated and

deactivated in response to changes in the environment. Transcriptional enhancers

are specific DNA sequences that act as “information integration hubs” to confer

such regulatory requirements on a given cell. These non-coding DNA sequences can

regulate genes from long distances or across chromosomes, and their relationships

with their target genes are not limited to one-to-one. With thousands of putative

enhancers and less than 14,000 protein-coding genes, detecting enhancer-gene pairs

becomes a very complex machine learning and data analysis challenge.

In order to predict these specific-sequences and link them to genes they regu-

late, McEnhancer was developed. Using DNAse I sensitivity data and annotated in-

situ hybridization gene expression clusters, McEnhancer builds interpolated Markov
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models to learn enriched sequence content of known enhancer-gene pairs and pre-

dicts unknown interactions in a semi-supervised learning algorithm. Classification

of predicted relationships were 73-98% accurate for gene sets with varying levels of

initial known examples. Predicted interactions showed a great overlap when com-

pared to Hi-C identified interactions. Enrichment of known functionally related TF

binding motifs, enhancer-associated histone modification marks, along with corre-

sponding developmental time point was highly evident. This model contributes to

the understanding of enhancers and the key role they play in regulating tissue-specific

expression patterns during development.

6.2 Introduction

Identifying regulatory regions is a crucial step into understanding gene regulation.

The formation of active cis-regulatory elements/modules (CRMs) involves the dy-

namic interplay between sequence-specific DNA binding proteins, as well as nucleo-

some and chromatin organizing proteins. CRMs could be either located at the core

promoter regions, in which case they are called promoters, or located outside of the

core promoter region such as enhancers, insulators and silencers.

Enhancers can regulate target genes from long distances (Vokes et al., 2008) or

even across chromosomes (Dorsett, 1999) and their relationships with their target

genes are not limited to one-to-one (Ferretti et al., 2005). Enhancers that control gene

expression are often organized into discrete modules. Even-skipped gene is one of the

classic examples, where five enhancers control its expression pattern. In addition,

some genes could have multiple expression patterns, i.e. at different time points.

These genes could actually be regulated by different sets of enhancers according to

the expressed pattern.

Enhancer sequences contain short DNA motifs that work as binding sites for

sequence-specific TFs. The combination of the recruited co-activators and co-repressors
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is what determines the activity of the enhancer (Shlyueva et al., 2014). It is gener-

ally assumed that genes with correlated expression patterns tend to be regulated by

similar TFs. Therefore, co-expressed genes are more likely to contain shared TFBSs.

In human, various TFBSs were shown to be conserved among co-expressed genes

in promoter region (Hatanaka et al., 2008). Moreover, correlated enhancers were

observed to share common TFBSs and that genes near correlated enhancers exhibit

correlated expression and share common function (Malin et al., 2013). Finally, it

has been shown that enhancer activity is linked to TF occupancy, i.e. the strength

of the activity of the enhancer was associated with the number of TFs bound to it

(Vanhille et al., 2015).

Preliminary use of regulatory sequence features in open chromatin regions showed

promising results in predicting cell-type-specific gene expression in mammalian or-

ganisms (Natarajan et al., 2012). Cell-type specific DHS regions were linked to

their closest gene, then TFBS scores for the associated DHSs were used as fea-

tures for sparse logistic regression classifiers to discriminate between different gene

classes. Information retained in proximal promoter regions (defined as ´900 to `100

nucleotides surrounding the TSS) were not discriminative, with classification perfor-

mance close to random. The use of features from Distal DHSs, together with features

from DHSs overlapping gene TSSs, showed a great improvement (median AuROC

0.73). However, assigning DHSs to their closest gene may generate many false pos-

itives. Plus, the need for a comprehensive knowledge of TFs and their preferred

binding might be a limitation, as previously discussed in chapter 2.

Isolation of enhancers has traditionally relied on functional assays of individually

transfected reporter plasmids which harbors putative regulatory regions for a gene

of interest. These experiments are low throughout and are usually designed for a

specific regulatory sequence of interest. Novel high-throughput gene reporter assays

have been lately introduced (Kheradpour et al., 2013; Murtha et al., 2014). However,
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they still provide limited quantitative information and are not suitable for genome-

wide enhancer identification.

A recent high-throughput pipeline to assess transcriptional enhancer activities in

fly embryos has been introduced by Kvon et al. (2014). This is an in situ hybridiza-

tion assay against enhancer trap constructs. Such method was applied on a publicly

available transgenic fly lines (Vienna Tiles (VT) library), in which each line contains

transcriptional reporter construct with a „2 kilobase (kb) candidate enhancer, mini-

mal promoter and GAL4 reporter gene integrated into an identical position in the fly

genome. In situ images for each transgenic line were acquired and the enhancer ac-

tivity patterns were manually annotated using a controlled vocabulary. Out of 7,705

tested candidate enhancers, 46% were active, with most of them showing specific

spatial patterns during development. To associate a target gene for each of these

enhancers, the expression patterns of the five upstream and downstream neighboring

genes were manually inspected and compared to that of the enhancer in considera-

tion. A gene was assigned to a given enhancer if the gene expression pattern matched

that of the enhancer. This manual enhancer-gene pattern association analysis was

successful in the linking of only 482 enhancers to their target genes.

Genome-wide techniques to capture long-range chromatin interactions, such as

3C (Dekker et al., 2002), Hi-C (Lieberman-Aiden et al., 2009) as well as ChIA-PET

(Fullwood et al., 2009), have been recently introduced. Since it is widely believed

that upon transcription factor binding, enhancers are brought proximally to the pro-

moter of target genes through the bending of DNA structure (DNA looping), the data

generated by these techniques can be potentially used to identify enhancer-gene rela-

tionships. However, until recently, these data had not been thoroughly explored for

this purpose, as argued in Lu et al. (2013). Finally, Starr-seq (self-transcribing active

regulatory region sequencing) (Arnold et al., 2013), and CapStarr-seq (Vanhille et al.,

2015) are two novel high-throughput strategies to quantitatively assess enhancer ac-
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(a) 

(b) 

(c) 

Figure 6.1: Current understanding of interaction dynamics between enhancers and
their target genes: (a) an enhancer can regulate a far away gene and not necessarily
the closest one. Genes with different expression patterns are marked using different
colors. Enhancers associated with a specific gene (or expression pattern) are marked
with the same color of the target gene, (b) an enhancer may exist in an intron
of its host target gene, and (c) a gene could be regulated by multiple enhancers
with different activity levels (the darker the color, the stronger the enhancer is in
regulating its target gene).

tivities. These two techniques were designed to enable genome-wide quantification

of enhancer activity in mammals. However, Starr-seq was applied on Drosophila

melanogaster but only Starr-seq data on S2 cells is available; no embryonic data is

available.

There is an increasing appreciation for understanding enhancers and the role

they play not only in developmental gene expression but also in evolution and dis-

ease. Enhancers are important in regulating tissue-specific expression patterns dur-

ing development. However, finding target genes for enhancers is not straightforward.

Fig. 6.1 demonstrates our current understanding of expected enhancer-gene relation.

Enhancers could actually be in the vicinity of their target genes but not necessarily

regulating the closest genes. They could even act across an intervening inactive gene

to reach their target. Moreover, enhancers could exist in the introns of their host

target genes. Finally, a given gene could be regulated by more than one enhancer
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with different activity levels. Assigning enhancers to their nearest gene TSS is the

most widely used method. However, as will be shown in the next section, this is

a generally poor technique. An improved approach for linking enhancers to their

targets is clearly needed. For a detailed description of enhancer identification and

the role they play in gene regulation, refer to chapter 2.

6.3 McEnhancer: A semi-supervised IMM model for predicting enhancer-
gene pairs

In this work, the challenge of predicting enhancer target genes will be further ex-

plored. However, the problem will be slightly modified. Instead of identifying genes

that are regulated by a given enhancer, enhancers regulating genes with similar

expression patterns will be predicted. Drosophila melanogaster is a good model or-

ganism since, on the molecular level, it shares many similar features and pathways

with humans. It has a compact genome, in terms of base pairs, and with its short

life cycle, it is easy to experimentally validate a specific candidate. Together with

the immense volume of data that has accumulated about fly biology, these aspects

make Drosophila a powerful model organism for testing predictive models.

Expression patterns for 6,003 embryonic genes (44% of the 13,659 protein-coding

genes) have been annotated by the Berkeley Drosophila Genome Project (Tomancak

et al., 2007). A gene’s expression pattern could be assessed by the differential accu-

mulation of its products in subsets of cells as embryonic development progresses. In

this case, genes’ expression patterns were defined in terms of spatial, temporal and

microarray expression measures. Embryonic genes were grouped into clusters based

on their expression patterns (see section 5.1.1 for explanation of the dataset and

gene clusters). An additional set of 6,334 protein-coding genes was then annotated

by Hammonds et al. (2013). Unfortunately, genes in this second study were not

clustered into different expression patterns. Since McEnhancer generalizes on prior

90



knowledge for some genes to infer regulatory sequences for other genes having the

same expression pattern, only the first clustered set of genes is considered.

There is a lack of available comprehensive characterized annotated enhancer

dataset in Drosophila melanogaster embryos. Therefore, instead of searching the

whole euchromatic genomic space for putative enhancers, only open regions, repre-

sented via DHSs were considered (Thomas et al., 2011). DHSs have proven to be

well correlated with diverse classes of cis-regulatory regions, including promoters,

enhancers, insulators and other sites of regulatory factor occupancy (Sabo et al.,

2004; Thomas et al., 2011; Mifsud et al., 2015). By considering open regions only,

the search space is decreased to 6.4% of the genome, making the model faster and

more accurate. Detailed description of DHSs is given in section 5.1.2.

To formally describe the problem:

6.3.1 Problem

Given a cluster of genes with similar expression pattern and a group of DHSs falling

+/-50kb around those genes, the task is to assign a yes/no class label to each DHS

indicating its involvement in regulating genes in the corresponding cluster.

6.3.2 McEnhancer in more details

McEnhancer is based on learning relevant common subsequences (k-mers) from

known DHS-gene pairs, and predicting other unknown DHSs with similar subse-

quences. This is implemented using a 3-orders interpolated Markov chain model

(IMM) in a semi-supervised learning setup with expectation maximization (EM) al-

gorithm. IMM is mainly used to avoid overfitting, due to the very limited number of

known examples. Finally, a sparse logistic regression classifier is then applied to mea-

sure the accuracy of prediction and highlight enriched k-mers, with high coefficient

values, that might correspond to TF binding motifs.
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Semi-supervised interpolated Markov chain model

The goal of this step is to assign a class label for each DHS indicating the gene

expression cluster(s) that this DHS is associated with. In a typical scenario, in

which DHSs regulating genes in a specific expression cluster are already known, this

step will be skipped and a classifier will be run to measure the power of known DHSs

in dictating gene specificity in a given expression cluster.

However, given the current state, only a few number of DHS-gene pairs are known

from experimentally validated CRMs, as will be shown in section 6.4.4. This set

includes CRMs and their associated target genes, reported in REDfly database (Gallo

et al., 2011) as well as enhancers reported from an enhancer trapping technique

implemented on VT fly library and systematically assigned to their targets (Kvon

et al., 2014). DHSs are overlapped with those validated CRMs and assigned to their

target genes

Such limited known set of DHS-gene pairs is used for initializing model param-

eters. For each group of genes belonging to the same expression cluster, sequences

of their associated known DHSs are assumed to represent regulatory sequences re-

quired for regulation of this specific expression pattern. A 3-order IMM model is

trained on sequences of this initial assignment, positive model. Another IMM model

is trained on a null model. This null model represents DHS sequences that are known

to regulate one other gene expression cluster.

When presented with a sequence for an unlabeled DHS, a DHS that does not have

a class label assigned to, the model evaluates the likelihood of this sequence being

generated by the trained positive model and contrast it to the likelihood of being

generated by the null model. This DHS is considered to be regulating the positive

expression cluster (assigned to labeled DHSs) if its positive computed likelihood is

greater than its negative/null likelihood.
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Figure 6.2: Schematic representation of McEnhancer. Starting with known DHS-
gene pairs assigned to a given cluster, it builds a 3-order IMM model to represent
sequence features in DHSs for the positive cluster (red colored). It builds another
IMM to represent null model. In iterative rounds, the model loops on all unlabeled
DHSs, calculates log likelihood ratio, and assigns a class label to each unlabeled
DHS accordingly. After it finishes looping on all unlabeled DHSs, it adds the newly
assigned positive DHSs to the positive cluster and reestimate IMM model parameters.
Log likelihood ratios for positively labeled DHSs are re-calculated and re-added to
unlabeled set if their likelihood is low. The model iterate until it converges.

This is a semi-supervised learning problem, in which a small set of labeled ex-

amples is known, but a large set of all other DHSs have no class labels (unlabeled

examples). McEnhancer assigns a label to each of the unlabeled examples in an

iterative manner. It first learns the sequences of the enriched motifs (k-mers) from

the few known DHSs for a group of genes having similar expression patterns. This

is achieved by building two 3-order interpolated Markov (IMM) models from the

initially assigned DHSs that overlap REDfly and VT; one for a given gene cluster

(positive model) and one for the other cluster against which the first cluster is com-

pared (negative model). A schematic representation of the model is given in Fig. 6.2
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In order to guarantee convergence, an expectation-maximization (EM) algorithm

is then applied to predict other DHSs with similar sequence composition in a semi-

supervised learning technique. The EM algorithm is a general algorithm for max-

imum likelihood estimation (MLE) with missing data. It is used to infer the label

for each DHS. In each iteration, McEnhancer updates the IMM positive model to

incorporate the newly assigned labeled examples, and remove DHSs that changed

their label. Pseudocode for the model is displayed in Fig. 6.3.

In an attempt to protect a given gene cluster from labeled DHSs with slightly

higher likelihood for the positive example, but not sufficiently high to be specific to

such cluster, McEnhancer allows for a “reject option”. This is equivalent to “I don’t

know” which abstains hazardous decisions (Hanczar and Sebag, 2014). This is better

than assigning a positive label for a DHSs with low sequence content and generating

much noise that would interfere with further assignments.

For each gene cluster, this model runs 16 times, each time against a different gene

cluster, to allow the algorithm to pick DHSs with sequences specific to the given

positive gene cluster. SRILM toolkit was used for IMM implementation (Stolcke

et al., 2002). Since the number of known examples used in training is very small, it

is advised to use Witten-Bell discounting/smoothing. As a final step, selected DHSs

from the 16 pairwise runs against each of the other clusters are grouped together.

Only DHSs that gets selected at least 60% of the times (10 out of the 16 pairwise

runs) are assigned to this expression cluster.

Sparse logistic regression classifier

To determine how well selected DHSs are specific for a given gene cluster, sparse

logistic regression classifiers are used. These classifiers balance the use of many

available features against model complexity, ending up with a selection of a small

subset of features that are used in the classification. Sparse logistic regression clas-
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input : sequences of known DHSs regulating genes belonging to specific
expression clusters
sequences of all DHSs in a window of +/-50 kb around TSSs of

each gene in cluster c.
output : DHSs regulating genes in cluster c are assigned a yes label.

1 begin
2 for i P clusters do

initialize: set Dlc
i “ known DHSs for cluster c

set Dl
i “ known DHSs for cluster i (negative/null model)

set Duc
i “ all other DHSs in +/-50 kb window around TSSs

for genes in cluster c.
// E-Step

3 positiveIMM = train a 3-order IMM from Dlc
i ;

4 negativeIMMi = train a 3-order IMM on known DHSs for cluster i

(Dl
i set);

66 repeat
7 for (DHSu P Duc

i ) do
8 calculate loglikelihood DHSupos from positive-IMM;

9 calculate loglikelihood DHSuneg from negative-IMM;

10 if (DHSupos ą DHSuneg) and

11 (DHSupos ´DHS
u
neg ą rejectClassThreshold) :

12 add DHS to Dlc
i ;

13 remove DHS from Duc
i ;

14 end

// M-Step

15 positiveIMM = update positive-IMM parameters based on

updated Dlc
i set ;

16 for (DHSl P Dlc
i ) do

17 calculate loglikelihood DHSlpos from positive-IMM;

18 calculate loglikelihood DHSlneg from negative-IMM;

19 if (DHSlpos ą DHSlneg) :
20 keep DHS in Dlc

i ;

21 else:
22 remove DHS from Dlc

i ;

23 add DHS to Duc
i ;

24 end

25 until Duc
i does not change or maximum number of iterations exceeded;

26 end

27 getDHSsSelectedAtLeast10Times(Dlc)

28 end

Figure 6.3: Pseudocode for McEnhancer
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sifiers minimizes an objective function that is a linear combination of the sum of

squared residuals and the `1 norm of the weights (Kim et al., 2007). Since the goal

is to predict expression pattern of each gene expression clusters given the assigned

DHSs, this classifier will be used to measure the power of assignment of DHSs to

their gene clusters.

Given two groups of DHS sequences that are predicted to regulate two different

gene groups, the classifier performs 4-fold cross validation, with data shuffled before

each iteration. In each round, three parts of the data are further divided into six

parts, one of which is used as the validation set to learn the hyperparameter. The

classifier uses the score for all 5-mers, by counting the frequencies of occurrences

of each of the 5-mers in the input DHS sequences for both positive and negative

examples. Each of the 5-mers is used as a separate feature. A k-mer and its reverse

complement are treated as a single feature with counts representing the frequencies of

occurrences of the k-mer and its reverse complement. A total of 10 iterations are con-

ducted and the average area under the receiver operating characteristics (AuROC)

for classification is computed. AuROC is a measure of classification performance,

where a value of 0.5 indicates random assignments and 1.0 indicates perfect classifica-

tion. Overlapping DHSs assigned to the same gene are merged into a single DHS, so

as to avoid double counting of kmer features. In case of having unbalanced datasets,

where number of positive examples is greater than negative examples or vise versa,

the classifier randomly samples from the class with larger number of examples the

same number of examples as that of the smaller class.

As a general note, since most of genes are generally regulated by more than one

DHS, there exists two normalization alternatives. The first is to assume that each

DHS regulates the gene separately, therefore k-mer frequencies are normalized by

the length of each DHS. The second alternative is to assume that DHSs associated

with a gene play a collaborative role and thus normalize k-mer frequencies by the
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(a) (b)

Figure 6.4: (a) Jamm identified peaks for DHSs in stage 9, vs (b) originally pro-
cessed signal.

total length of DHSs. Both alternatives generally gave similar performance in clas-

sification. Results reported in this work adopt the second view.

6.3.3 Model assumptions

Model assumptions include:

• DHSs overlapping promoter regions often have different properties than those

overlapping distal regions, as will be shown in section 6.4. McEnhancer ac-

counts for different effects of the two regulatory processes. It is already ac-

cepted that most of regulatory elements located in a core promoter region of a

gene influence expression of their strictly downstream gene. Therefore, DHSs

overlapping promoter regions are assigned to genes whose TSSs they overlap.

The model then focuses on assigning distal DHSs to their target genes. All clas-

sifiers that are built to predict specific expression patterns use features from

distal DHSs only.
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• In Drosophila melanogaster, the majority of known enhancers are within +/-20

kb of their target genes, while a few have been detected to be around 35kb from

their target genes (Cléard et al., 2006). Therefore, search space of the model

is restricted to include DHSs found in +/-50kb around TSSs of each of the

corresponding genes.

6.4 Results

6.4.1 Jamm clearly discriminates signal from noise with high resolution in DNaseI
data

In order to Identify regions of enriched accessibility in DNaseI, referred to as DNaseI

hypersensitive sites (DHSs), peaks were called on raw data. DNaseI raw data for

two replicates of Drosophila melanogaster embryos at 3,4,5,6 and 11 hours, corre-

sponding to stages 5, 9, 10, 11 and 14 in embryogenic development was downloaded,

SRP002474 (Thomas et al., 2011). Bowtie2 was used to map raw data to Drosophila

melanogaster genome (dm3) (Langmead and Salzberg, 2012). After this, peaks were

called on each replicate separately using JAMM (Ibrahim et al., 2015) and Irrepro-

ducible Discovery Rate (IDR) between the two replicates was calculated. Peaks with

only IDR ď 0.02 (2% threshold) were considered. This resulted in a total of 62,453

DHS peaks for all stages combined.

Heatmaps showing JAMM identified DHS peaks in stage 9 and 14 are represented

in Fig. 6.4a & 6.5a. These heatmaps are centered on peak center (DHS midpoint),

and ranked by peak width. Corresponding peak edges are shown by grey lines. When

compared against the original processed signal, which uses scan-statistic algorithm to

identify DHSs, Fig. 6.4b & 6.5b, JAMM peaks are better identified and their signal

to noise ratio is higher.
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(a) (b)

Figure 6.5: (a) Jamm identified peaks for DHSs in stage 14, vs (b) originally
processed signal.

6.4.2 DHSs have marginal property differences according to their genomic regions

It has been previously reported that human DHSs have different properties depending

on their genomic location. DHSs overlapping TSSs are generally larger and have

higher GC content (Natarajan et al., 2012). To investigate the effect of genomic

location, DHSs were divided into two subsets. Given the compactness of Drosophila

genome, gene TSSs were defined to be +/-2bp around annotated TSSs, according

to dm3 annotations. For gene transcripts with different TSSs, each transcript was

separately considered. Bedtools was used in finding overlap between DHSs and gene

TSSs (Quinlan and Hall, 2010). Out of all identified DHSs from all stages, 38.5%

overlapped annotated TSSs (TSS-DHSs), while 61.5% overlapped other regions in

the genome (Distal-DHSs).

DHSs overlapping TSSs are a bit larger (median size „400bp), while Distal-

DHSs are smaller (median size „ 330bp). Interestingly, Distal-DHSs show marginally

higher GC content than TSS-DHSs, Fig. 6.6b. It was first hypothesized that this
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Figure 6.6: (a) Size of DHSs that overlap TSSs and those overlap other regions in
the genome. (b) Normalized GC content per each group of DHSs.

effect might be due to the strict range by which define TSSs are defined (+/-2bp).

However, a further analysis defining TSSs to be +/-50bp confirmed similar observa-

tion.

6.4.3 Assigning enhancers to their closest genes is a relatively poor technique

Embryonic genes are divided into 39 expression clusters, with 10 broad and 29 re-

stricted clusters, see section 5.1.1. The main goal for McEnhancer is to identify

DHSs that regulate a specific pattern of gene expressions. It has been suggested

that housekeeping genes do not engage a lot of distal regulatory elements. Unlike

genes involved in cell-specific functions which are under extensive control of DREs

(Jin et al., 2013). Therefore, the model focuses on assigning Distal-DHSs to the

29 restricted clusters, since the other 10 clusters are broadly expressed. Genes in

these 10 broadly expressed clusters will be grouped together and referred to as ubiq-

uitously expressed genes or ubiquitous genes. McEnhancer assigns Distal-DHSs to

genes based on their sequence content. A perfect assignment would enable the clas-
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Figure 6.7: AuROC for classification of various simple baseline methods for distal
DHS-gene assignment.

sification between DHSs regulating genes in one gene cluster against DHSs in the 10

broadly expressed clusters, or even against those regulating other restricted clusters.

The most common technique to assign enhancers to their target genes is by as-

signing them to their nearest gene TSSs. As a baseline, Distal-DHSs were assigned

to their closest genes. Then, a sparse logistic regression classifier was used to test

the accuracy of such assignment, Fig. 6.7 (black dots). Each of the dots represents

the Area Under Receiver Operator Curve (AuROC) for classification of one gene

cluster (from the 29 clusters with restricted expression) against ubiquitous genes (10

broad clusters grouped together as the negative set). The average AuROC for this

assignment is „57%.

Another alternative is to assume that each gene is regulated by its closest DHS.
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Again, each of the genes in restricted expression clusters was assigned to its closest

DHS, then a sparse logistic regression classifier was applied. Classification output

is represented with red dots in Fig. 6.7. The average AuROC for this assignment

is close to random „54%. Finally, all Distal-DHSs in the region +/- 50kb around

each gene were considered to regulate the corresponding gene. Classification output

is represented with blue dots in Fig. 6.7. The average AuROC for this assignment

is „53%. These three baseline enhancer-gene assignment methods show close to

random performance. This proves the intrinsic need for a smarter model that can

link DHSs to their target genes for a profound understanding of gene specificity.

6.4.4 Limited availability of known DHS-gene pairs (labeled data)

The gold standard for testing enhancers and their associated genes is through de-

signed reporter assays. In these experiments, a candidate DNA sequence is placed

upstream of a minimal promoter and a reporter gene. The activity of the enhancer

is then measured by the abundance and localization of the reporter transcript or the

reporter gene is detected by enzymatic activities, fluorescence or specific antibodies,

reviewed in Shlyueva et al. (2014). These experiments are very low throughput; they

are designed to test exactly one specific enhancer against one gene. The broadest and

most comprehensive available resource for curated experimentally verified fly CRMs

along with their associated genes is Regulatory Element Database for Drosophila

(REDfly) (Gallo et al., 2011).

Distal-DHSs were overlapped with known CRMs from REDfly (v3.0) and split

into expression clusters according to their associated genes. Number of known DHS-

gene pairs overlapping REDfly CRMs per each gene expression cluster is shown in

Fig. 6.8 (red bars). It is obvious that the number of known DHS-gene pairs is pretty

small in most gene expression clusters, with some clusters with even no single known

pair.
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Figure 6.8: No. of known distal DHS-gene pairs overlapping REDfly and VT,
which are used for model initialization.

Another set of known enhancer-gene pairs is in-vivo validated through a high

throughput enhancer trapping in situ protocol using transgenic fly lines VT (Kvon

et al., 2014). Distal-DHSs were overlapped with the 482 manually associated enhancer-

gene pairs, based on their annotated expression patterns from in situe images. The

numbers of DHS-gene pairs per each cluster are shown in Fig. 6.8 (green bars). Since

the number of known DHS-gene pairs per each cluster was still small, a combination

of known pairs from REDfly and VT was collectively considered. Some of these

pairs are exactly the same, while others are different, Fig. 6.8 (purple bars). Using

both sets provided us with sufficient known DHS-gene pairs that were used for model

initialization. Gene expression clusters with no known DHS-gene pairs or with ď 3

pairs are discarded from the analysis. A total of 17 clusters were then used in model

prediction.
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Table 6.1: Model selection parameter for for interpolated Markov chain order.

MC order 1 2 3 4 5
cluster

5R -51.288 -51.0360 -50.958 -50.956 -50.964
6R -29.197 -29.2840 -29.449 -29.491 -29.492
7R -88.714 -87.9620 -87.567 -87.512 -87.511
10R -51.846 -51.5903 -51.537 -51.542 -51.549
13R -54.618 -54.0810 -53.835 -53.807 -53.819
14R -73.015 -72.485 -72.324 -72.318 -72.319
15R -56.247 -55.948 -55.817 -55.804 -55.815
16R -78.802 -79.521 -80.316 -80.472 -80.382
18R -64.123 -63.765 -63.660 -63.655 -63.648
19R -33.789 -33.772 -33.842 -33.862 -33.849
22R -32.047 -31.983 -32.040 -32.061 -32.055
23R -51.507 -51.365 -51.373 -51.387 -51.395
24R -66.021 -65.862 -65.856 -65.867 -65.868
25R -73.132 -72.870 -72.751 -72.738 -72.751
26R -69.885 -69.668 -69.572 -69.562 -69.574
27R -70.422 -70.099 -69.953 -69.938 -69.951
28R -59.492 -58.875 -58.642 -58.623 -58.624

average -55.992 -55.713 -55.620 -55.567 -55.506

6.4.5 Model parameter selection and smoothing factors

Cross validation (CV) is usually used to avoid overfitting. In order to decide on the

maximum IMM order, CV was applied on the set of DHSs used in initialization. For

each cluster, DHSs were divided into four parts to perform 4-fold cross validation;

three parts were used for training and one part for testing. Interpolated Markov

orders (1, 2, . . . , 6) were tested and the overall log likelihood values for each order

per class are documented in Table 6.1.

A total of 10 iterations for each 4-fold cross validation were performed, with

the data shuffled before each iteration. As expected, the number of initial DHSs

affected the likelihood per each. To be able to compare them, log likelihood was

normalized by dividing by the number of DHSs involved. The average log likelihood
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Figure 6.9: Cross validation output for selecting model parameters: (a) IMM order,
(b) lambda.

probability for each IMM order is shown in Fig. 6.9a. Log likelihood values reach

a plateau at order 3, after which it flattens. Yet, it is interesting to see the effect

of interpolation in avoiding overfitting, by not making the curve drastically decrease

afterwards. Based on that, IMM of order 3 will be used to build the model. As it

was shown in Fig. 6.8, for most classes, the number of DHSs used in initialization is

pretty minimal, therefore, reaching 3-order MC without overfitting is encouraging.

Regarding the best mixture weights for each order, again 4-fold CV was applied

on different combinations for (λ3, λ2, λ1, λ0), one for each order/model. The different

combinations and average log likelihood values among all gene clusters are shown in

Table 6.2 and Fig. 6.9b. Since differences in average log likelihood values are not that

huge, some combinations were compared and the one that gave the highest value was

chosen, where pλ3, λ2, λ1, λ0q “ p0.3, 0.25, 0.25, 0.2q.
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Table 6.2: Model selection parameters for interpolated Markov model weights (λs).

(λ3, λ2, λ1, λ0) (0.3, 0.1, 0.2, 0.4) (0.25, 0.25, 0.25, 0.25)
avg. log likelihood -54.290 -54.242
(0.2, 0.3, 0.4, 0.1) (0.3, 0.25, 0.25, 0.2) (0.25, 0.25, 0.3, 0.2)

-54.239 -54.235 -54.238
(0.2, 0.3, 0.25, 0.25) (0.35 ,0.3, 0.2, 0.15) (0.4, 0.15, 0.35, 0.1)

-54.2427 -54.238 -54.236
(0.4, 0.2, 0.35, 0.05)

-54.241

6.4.6 McEnhancer learns specific regulatory sequences against ubiquitously expressed
genes

In baseline classification against ubiquitous, section 6.4.3, a gene-centric approach,

in which features were learnt from all Distal-DHSs closest to the gene, was followed.

This strict assignment, which is known to only be an approximation, was relaxed.

Instead of assuming that all DHSs in the vicinity dictate the expression pattern

of a gene, McEnhancer was applied to infer a yes/no label for each Distal-DHS,

indicating its regulation of genes belonging to a given expression cluster. Labels for

each Distal-DHS are hidden variables and are thus part of model’s inference.

Genes with restricted expression patterns were grouped into 29 different clusters,

with 59% belonging to exactly one expression cluster (unique genes), while 31%

share multiple clusters (common genes), explained in section 5.1.1. Out of these 29

clusters, only 17 clusters were considered since their genes have associated known

distal DHSs valid for initialization. Since genes with multiple expression patterns

could be regulated by different enhancers, and due to the limited number of known

labeled Distal-DHSs, McEnhancer was run on each of these clusters in two phases.

Phase I predicts Distal-DHSs regulating unique genes only, while phase II predicts

distal regulating DHSs for common genes. In phase II, the model uses predicted

Distal-DHSs from phase I to initialize its parameters. This separation allowed the
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Figure 6.10: Histograms showing number of Distal-DHSs selected at each cutoff
for all clusters grouped together.

model to learn best sequences specific for the gene cluster in consideration, without

being distracted by sequences important for other expression patterns but not the

one considered (due to the gene belonging to more than one cluster).

These two phases were run in pairwise comparisons. Each expression cluster

was modeled against each of the 16 other clusters. Then selected Distal-DHSs were

grouped together, and Distal-DHSs that got selected in at least 10 models for a given

cluster were only considered. Different cutoffs (DHSs had to be selected in 10 or more

different models) were tested, and numbers of DHSs that were selected at different

cutoffs were documented per each cluster, and their frequencies displayed in Fig. A.3.

Grouping all clusters together resulted in a histogram with the shape in Fig. 6.10.

This histogram shows almost a bimodal distribution with two peaks, at 5 & 10.

The first distribution represents Distal-DHSs that were selected in few comparisons.

These Distal-DHSs might still be necessary for regulating the given expression cluster
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Figure 6.11: Sparse logistic regression classification showing different overlap cut-
offs for selected Distal-DHSs per cluster classified against ubiquitous.

but they are not uniquely specific to that expression pattern when compared against

other expression clusters. The second distribution represents DHSs that are uniquely

and significantly specific to this given cluster. Therefore, the value 10 was chosen as

a threshold, and Distal-DHSs selected at least 10 times were considered. CDF plots

for these histograms are shown in Appendix A.

Furthermore, Distal-DHSs selected at different cutoffs, at least 5, 8, 10 and 12

times were classified against known Distal-DHSs regulating ubiquitously expressed

genes. For each cutoff, AuROC for the average classification output per cluster

displayed in Fig. 6.11. Distal-DHSs selected at least 10 times gave an average AuROC

86%.

108



0.
5

0.
6

0.
7

0.
8

0.
9

1.
0

epidermis nervous muscle blastoderm

au
RO

C

Figure 6.12: Sparse logistic regression classifier for each restricted expression clus-
ters against Distal-DHSs assigned to all other clusters.

6.4.7 McEnhancer learns regulatory sequence specific to genes with restricted ex-
pression patterns

In order to measure the specificity of McEnhancer in assigning Distal-DHSs to re-

stricted expression clusters, a sparse logistic regression was applied. For each cluster

of those with well defined biological functional annotation, its assigned Distal-DHSs

were classified against Distal-DHSs assigned to all other clusters with restricted ex-

pression. Classification performance for each class is displayed in Fig. 6.12, with an

AuROC average ranging from 80-90%.

6.4.8 Semi-supervised learning increases number of labeled examples

Fig. 6.13 shows number of unique Distal-DHSs that were used in initialization, as well

as the total number of unique Distal-DHSs that were predicted for each expression

cluster. Similarly, Fig. 6.14 shows number of genes with associated Distal-DHSs in
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Figure 6.13: Number of unique Distal-DHSs used in initialization and after pre-
diction.
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Figure 6.14: Number of unique genes used in initialization and after prediction.

each of the two groups. It is interesting to see the difference between the initial start

with just few genes with known assigned Distal-DHSs, then ending up with hundreds

of genes with predicted Distal-DHSs. In total, McEnhancers predicted 9,180 unique

Distal-DHSs regulating 1,621 unique genes. On average, each gene is regulated by

5-6 different Distal-DHSs. Only 23% of predicted Distal-DHSs were assigned to their

closest genes, with the rest being assigned to more distal ones.
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Distances between predicted Distal-DHSs and their corresponding genes were

computed, see Fig. 6.15a. Distances are measured between gene TSSs and center of

Distal-DHSs. If a gene has more than one transcript, the shortest distance is used.

Grey bars display distances between predicted Distal-DHSs and their corresponding

genes, while red bars represent distances for Distal-DHSs that were still kept in the

final predictions out of those used in initialization.

There is a favor for Distal-DHSs to regulate genes within closer distances, rep-

resented through the high peak at shorter distances. However, after this, it gets

uniform across the search space window, +/-50kb, around gene TSSs. A different

predictive model presented by Wilczynski et al. (2012), described in section 2.2.2,

showed that enhancers that are 50kb away of gene TSSs were predicted to have in-

fluence on their associated genes. Therefore, setting a hard limit of 50kb window

around gene TSSs might be a tight constraint. This implies that enhancers could

regulate their target genes from longer distances, even more than 50kb away from

their target TSSs. It is worth mentioning that Distal-DHSs with distances larger

than 50kb are from the initial labeling, and not predicted ones.

6.4.9 Genes belonging to more than one cluster are regulated by different enhancers

An assumption that needs to be validated is whether genes belonging to multiple

expression clusters are regulated by different enhancers. To further investigate this

hypothesis, genes used by McEnhancer, which belonged to more than one cluster

were marked, 303 genes referred to as common genes. Then a unique index (UI) to

compute the symmetric difference of the clusters for which a given gene belongs to

was calculated for each of these common genes. A UI is defined as the percentage of

uniquely selected DHSs out of all predicted DHSs for a given gene. Using set theory,
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Figure 6.15: (a) A histogram showing the frequencies of distances between pre-
dicted DHSs and their corresponding genes. (b) Differential DHSs usage among
genes belonging to more than one expression cluster. For each of the common genes,
UI is computed measuring the percentage of uniquely predicted DHSs. A histogram
for UI for all common genes is displayed.

UI for a common gene x that belongs to two clusters A and B is defined as:

UIx “
pDHSA ´DHSBq Y pDHSB ´DHSAq

DHSA YDHSB
(6.1)

Frequencies of differential DHSs usage are shown in Fig. 6.15b. It is interesting to

see that almost half of the genes that belong to more than one expression cluster are

regulated by completely different sets of DHSs (marked by the long bar at 100%).

This indicates that genes belonging to multiple expression patterns are regulated by

different enhancers.

6.4.10 Information retained in promoter DHSs helps sharpening the specificity of
regulatory sequences

McEnhancer only associates Distal-DHSs to their target genes, assuming that DHSs

overlapping gene TSSs regulate genes whose TSSs they overlap. To examine the

effect of regulatory features in promoter regions in dictating the specific expression
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Figure 6.16: Sparse classification for each cluster against ubiquitous for promoter
features alone and with adding promoter to distal features as separate vector.

pattern of the cluster, DHSs overlapping gene TSSs in each expression cluster were

classified against those overlapping TSSs of ubiquitous genes. Classification resulted

in average AuROC „ 68%, black dots in Fig. 6.16. Adding promoter DHSs to

Distal-DHSs, each as a separate feature vector, resulted in a high AuROC „ 97%,

red dots in Fig. 6.16. This implies that information retained in promoter regions is

not enough to control specific expression pattern. However, together with correctly

assigned distal enhancers, they determine almost perfect gene specificity.

6.4.11 Temporal patterns of predicted DHSs match gene expression time-points in
assigned clusters

When DHSs were assigned to expression clusters, DHSs from all time-points were

grouped together. No selection according to the time-point at which DHSs were

generated in was taken into account. However, after prediction, number of DHSs

selected per stage for each expression cluster was counted. Normalized z-scores were
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Figure 6.17: Predicted DHSs are enriched for stages corresponding to expression
patterns of genes in corresponding clusters.

then calculated for each stage, see Fig. 6.17. An interesting observation is that

clusters with blastoderm patterning expression (clusters 25R, 26R and 27R) showed

very high z-scores in stage 5. Looking at expression patterns of genes belonging

to these clusters in Fig. 5.3, it is obvious that these genes are highly expressed in

early stages, when compared to other gene clusters. Expression clusters with nervous

system functionality, such as clusters 13R, 14R and 15R, have high z-scores for later

stages 11 and 14. This complies with expression of their genes, where they are mainly

expressed in stages 11-12 and 13-16.

6.5 Validation of McEnhancer DHS prediction

6.5.1 Identified Hi-C fragment-promoter interactions validate linking prediction

Hi-C data could theoretically be used to identify enhancer-gene interactions. Given

its relatively low resolution and experimental bias, as explained in section 2.2.1, such
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data could still be used with a tailored analysis pipeline to validate enhancer-gene

predictions. Therefore, genome-wide Hi-C raw data applied to Drosophila embryonic

nuclei, generated by Sexton et al. (2012) was downloaded. Then, HIPPIE pipeline

was run on such data in collaboration with Yih-Chii Hwang and Li-San Wang (Hwang

et al., 2014). HIPPIE is briefly explained in section 2.2.2.

HIPPIE outputs a BED file for the interactions between gene promoters and

Hi-C fragments, along with their corresponding P-values. These P-value represent

the significance of read counts for each fragment-gene pair, calculated using negative

binomial distribution for expected read counts for every fragment pair. HIPPIE re-

ports a total of 1,924,222 interactions between 149,328 unique fragments and 9,256

unique genes. When considering significant interactions only (P-value ď 0.1), num-

ber of interactions drops to 239,933 between 98,376 unique fragments and 9,240

unique genes. So on average, a gene is assigned to 16 different fragments (10 when

considering significant ones).

In order to calculate the overlap between our DHS-gene pairs and those reported

by HIPPIE, its output was first filtered to contain only Hi-C fragments that overlap

with all DHSs that do not overlap gene TSSs. Then fragments interacting with gene

promoters for genes that are in clusters used in this analysis were only considered.

After this, for each gene cluster, number of DHS-gene pairs which overlap with Hi-C

fragments and for which these fragment were linked to that same genes was counted,

and represented by orange bars in Fig. 6.18. Percentages represented by this overlap

with respect to filtered predicted DHS-gene pairs are shown by the blue line. On

average, „ 50% of DHS-gene pairs predictions are confirmed by Hi-C data. Package

GenomicRanges was used to find the overlap between BED coordinates (Lawrence

et al., 2013).

To assess the significance of calculated overlap, random DHS-gene pairs were

generated. For each gene in the analysis, six randomly DHSs, from DHSs within +/-
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Figure 6.18: Validation of predicted DHS-gene pairs by overlapping with identified
fragment-promoter Hi-C interactions.

50kb around gene TSS, were selected. The choice of six came from analyzing model

prediction output where each gene is, on average, linked to six different DHSs. Same

steps for calculating the overlap between predicted DHS-gene pairs and identified Hi-

C fragment-gene pairs were applied on the random permuted data. This permutation

was run 100 times and the average overlap with Hi-C pairs was 14%, shown as the

last orange bar in Fig. 6.18. This implies the significance of predictions for every

gene cluster (P-value ă 0.0001).

Similar procedures were then repeated, but with considering only Hi-C fragment-

gene pairs with significant P-values (P-value ď 0.1). The average percentage overlap

was „ 22%, with an average random overlap close to 4%, shown in Fig. 6.19.
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Figure 6.19: Validation of predicted DHS-gene pairs by overlapping with significant
identified fragment-promoter Hi-C interactions.

6.5.2 Known functionally related TF binding motifs are enriched in selected DHSs
regulating specific expression patterns

Analyzing highly enriched k-mers in predicted DHSs assigned to each gene expres-

sion cluster identified known functionally related TF binding sites. Coefficients of

each 5-mer from sparse logistic classifier output were summed up. Then, they were

normalized by calculating their z-scores. All 5-mers with z-scores ą 2 were used as

input to TomTom (Gupta et al., 2007). TomTom is a program that searches for a

motif match for each of the input 5-mers. A highly curated PWMs database was used

to search against. These PWMs represented binding specificities of 242 Drosophila

TFs generated by applying HT-SELEX protocol (Nitta et al., 2015).

In fact, similar patterns of enriched TF motifs were found for clusters with the

same expression context. This suggests that different expression patterns have spe-

cific codes that are indicative for context-specific TFs. A comprehensive table with
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all enriched k-mers and their matched motifs is shown in Appendix B. Here, I will

present main enriched motifs and their relevance to their associated expression clus-

ters.

Epidermis and epithelial tissues gene clusters: These clusters contain genes that

are expressed late in embryogenesis in epithelial structures, including epidermis,

hindgut, foregut and trachea.

Late epidermis, Cluster 5R: In this cluster, three transcription factor motifs were

observed: Hormone receptor-like in 38 (Hr38 ), brachyenteron (byn or Trg) and fork

head (fkh) (P-values 0.004, 0.007 and 0.005, E-values 0.939, 1.707 and 1.271 respec-

tively). Hr38 plays an important role in late stages of epidermal metamorphosis. A

study showed that its mutants cause localized fragility and rupturing of adult cuti-

cles (Kozlova et al., 1998). Moreover, byn regulates hindgut ectoderm and midgut

morphogenesis. It was shown that Drosophila embryos deficient for byn do not

form hindguts (Singer et al., 1996; Kispert et al., 1994). Finally, fkh is required for

maintaining expression of salivary gland. It functions in late embryogenesis, only

after embryonic stage 13. fkh expression marks both the anterior and posterior gut

primordia (Abrams and Andrew, 2005). In both anterior and posterior domains,

fkh mutations cause homeotic transformation for foregut and hindgut, i.e. they are

replaced by ectopic head structures (Weigel et al., 1989).

It is noteworthy to mention that motifs for some TFs involved for dendrite mor-

phogenesis were also enriched. This is expected since epidermal tissues have lots of

dendrites spread all along (Grueber et al., 2002). Additionally, peripheral nervous

system (PNS) of the adult Drosophila comprises over one thousand sensory organs

displayed in stereotyped positions of the epidermis (Modolell, 1996).
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Late epidermis, Cluster 6R: Unlike the previous gene cluster, motifs enriched in

this cluster matched binding sites for TFs regulating epithelial-mesenchymal tran-

sition (EMT), specification of epidermis or adhesion components in this layer. For

example, motifs for worniu (wor), nautilus (nau), gooseberry (gsb), Dorsocross 2

and 3 (Doc2 & 3 ) were highly enriched. Wor is a member of Snail family (P-value

0.001, E-value 0.270). Snail family transcription factors are best known for regulat-

ing EMT, a process in which epithelial cells lose their cell adhesion and differentiate

into mesenchymal stem cells, which can later become mesoderm (Lai et al., 2012).

Moreover, nau mutants (P-value 0.001, E-value 0.300) developed gut structures but

with abnormal gut constriction pattern with fewer or misplaced constrictions. This

implies that nau is required for proper cell-cell interaction, possibly involving cell

adhesion components or transmembrane receptors that position founder cells at par-

ticular sites in the epidermis of each hemisegment (Wei et al., 2007).

Additionally, gooseberry (gsb) (P-value 0.006, E-value 1.513), a segment polar-

ity gene, regulates segment-polarity functions, which determine the specification of

the epidermis between mid stage 9 and mid stage 11 (Li and Noll, 1993). Finally,

enrichment for Dorsocross 2 and 3 (Doc2 & 3 ) was observed (P-values 0.006, 0.007

E-values 1.407, 1.780, respectively). The Doc family of transcription factors (Doc1-

3 ) are expressed in the embryonic hindgut from stage 9 but are restricted to the

anterior tubule buds, implying that it is required for anterior tubule budding and

development (Hatton-Ellis et al., 2007).

Early epidermis, Cluster 7R: Genes in this cluster are mostly expressed in mid-

embryogenesis, suggesting their role in development and morphogenesis. Motifs for

Knirps-like (knr) and twist (twi) TFs were enriched (P-values 0.006 and 0.005 , E-

values 1.335 and 1.218, respectively). It was shown that knr regulates cell migration

and branch morphogenesis during Drosophila tracheal development (Chen et al.,
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1998). Additionally, it was shown by mutation that twi is likely to be part of the

network of genes that dictate the malpighian tubule pattern (Jack and Myette, 1999).

Finally, sloppy paired (slp) motif was also enriched (P-value 0.003, E-value 0.803). slp

regulates the establishment of the metameric body plan of Drosophila embryos, since

mutation inslpgenes result in a fusion of specific abdominal segments(Grossniklaus

et al., 1992).

Nervous system related gene clusters: These clusters contain genes expressed in

nervous system, Central Nervous System (CNS) as well as Peripheral Nervous Sys-

tem (PNS). Interestingly, motif for Trithorax-like TF (Trl), a TF that was recently

recognized to play a key role in developmental enhancers (Zabidi et al., 2014), was

highly enriched in clusters 13R, 15R along with the blastoderm cluster 27R (P-values

0.006 ,0.00 and 0.006, E-values 1.407, 0.18 and 1.407, respectively).

Nervous system CNS, cluster 13R: Multiple motifs were enriched for TFs specific

to neurons and neuron development. Four pan-neural genes daughterless (da), dead-

pan (dpn), snail (sna) and sequoia (seq) showed high enrichment (P-values 0.006,

0.002, 0.003 and 0.003, E-values 1.470, 0.442, 0.665 and 0.653 respectively). Pan-

neural genes are expressed in almost all types of neurons and function in nervous

system development (Ashraf and Ip, 2001; Brenman et al., 2001). Finally, motifs

for Enhancer of split complex E(spl) coded proteins were enriched (P-value 0.001

E-value 0.154). These proteins are known to be inhibitory for neurogenesis.

Ventral midline, cluster 14R: This cluster encompasses genes expressed in ven-

tral midline or midline mesectoderm, which is a cell population extending along the

ventral surface of the embryo and plays a big role in CNS development. Motifs for

Helix-loop-helix (HLH) binding domain and wor TF were also identified (P-values
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0.001 and 0.005 E-values 0.231 and 1.124, respectively). Multiple genes with HLH-

binding domain were shown to play a crucial role in growth and differentiation of the

nervous system (Kageyama and Nakanishi, 1997). Other than its role in EMT regu-

lation, wor plays a significant role in CNS development and dendrite morphogenesis

(Parrish et al., 2006).

Chemosensory and mechanosensory, cluster 15R: Genes in this cluster are respon-

sive to chemical and mechanical stimuli. Interestingly, motifs for Eagle (eg) and

Huckebein (hkb) were enriched (P-values 0.008 and 0.004 E-values 1.970 and 0.999).

These two genes play a pivotal role in the differentiation of serotonergic neurons in

ventral nerve cord (Dittrich et al., 1997). Serotonergic neurons expresses seratonin

which has multiple functions including response to nutrients and regulating timing

of steroid hormone biosynthesis (Shimada-Niwa and Niwa, 2014). Serotonergic neu-

rons also play a role in response to light in Drosophila larval (Moncalvo and Campos,

2009). Moreover, TFBS for sugarbabe (sug) was also enriched (P-value 0.003 and

E-value 0.76). Sug shows starvation and sugar-dependent response through miRNA

regulation (Varghese et al., 2010).

Peripheral nervous system, cluster 16R: Motif for Klumpfuss (klu) was also dis-

tinguished (P-value 0.005, E-value 1.1). Klu maintains the identity of type II neu-

roblasts, a type of peripheral nervous system, and klu mutant larval brains show

progressive loss of type II neuroblasts due to premature differentiation (Xiao et al.,

2012). Moreover, it has been shown that in neuroectoderm, Dorsal and snail network

regulates genes encoding EGF signaling components as well as EGF target genes such

as pointed (pnt) and anterior open (aop) (Zeitlinger et al., 2007). Motifs for sna,

pnt and aop were highly enriched in predicted DHSs for this cluster (P-values 0.002,

0.000 and 0.001, E-values 0.442, 0.115 and 0.154, respectively). Finally, two motifs

121



for Pox neuro (Pox-n) and cabut (cbt) genes, which are responsible for PNS sensory

organ development especially in leg and wing, were enriched (P-values 0.007 & 0.002 ,

E-values 1.593 & 0.497 , respectively) (Awasaki and Kimura, 2001; Rodriguez, 2011).

Muscle related gene clusters: These two clusters contains genes involved in so-

matic and visceral muscles.

Somatic muscles, cluster 18R: Motifs for glass (gl) and sine oculis (so) were iden-

tified (P-values 0.004 and 0.002, E-values 1.0 and 0.6, respectively). Gl gene has

been shown to be expressed in Corpora cardiaca precursors, which originate from

head mesoderm (Park et al., 2011). It is noteworthy that genes in this cluster are

highly expressed in head, see section 5.1.1, Fig. 5.1. Moreover, while so is a TF that

is known to be involved in eye development (Pignoni et al., 1997), another member

of the same family, in specific D-Six4, plays no role in eye, but is instead a key

mesodermal patterning mediator and functions in several mesoderm derivatives in-

cluding a subset of somatic muscles and somatic cells of gonad and fat body (Kirby

et al., 2001; Clark et al., 2006). The reason why an enriched k-mer matched so motif

but not D-Six4, though they have similar PWMs, is that in the search database,

only so was represented. This indicates that McEnhancer could actually be used in

highlighting the highly enriched TFBSs that could be further followed up with more

experimental validation.

Visceral muscles, cluster 19R: Motif for Brinker (Brk) protein showed a significant

enrichment (P-value 0.0009, E-value 0.21). Brk is a TF that negatively regulate

Decapentaplegic (Dpp) (Jaźwińska et al., 1999). Previous studies have shown that

Dpp is critically required for the induction of visceral muscle in the underlying lateral

(in insects dorsal) mesoderm (Frasch, 1995). Although brk is a suppressor, meaning
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that the TF will not bind in visceral muscles, yet the existence of its TFBS is required

so that brk could bind in other tissue types and negatively regulate Dpp. Motif

for Lin-28 was also observed (P-value 0.001, E-value 0.25). Lin-28 is a DNA and

RNA binding protein, which controls regulation of nuromuscular junction of adult

abdominal muscles by regulating let-7 miRNA maturation (Caygill and Johnston,

2008). It was recently reported that it also plays a role in oogenesis and muscle

formation in Drosophila melanogaster, since its mutants showed changes in abdominal

muscle morphology (Stratoulias et al., 2014). Finally, Motif for Pointed (Pnt), an

Ets family protein was also detected (P-value 0.007, E-value 1.85). A study showed

that mis-expression of Pnt in adult myoblasts changed number of founder cells in

abdomen (Dutta et al., 2005).

Blastoderm patterning: In blastoderm clusters 23R-27R, many genes are assigned

to more than one cluster, with only 35% assigned to a single cluster. Therefore, I

will specify the enriched motifs for blastoderm clusters all together.

In clusters with genes expressed early in development, i.e cluster 25R and 26R, it

is expected to see enrichment for segmentation genes that are responsible for develop-

ment of segments in embryos. Gap genes are usually expressed early in development.

They regulate expression of pair-rule genes that are later expressed and define edges

of individual segments (Jaeger et al., 2012). A hallmark of pair-rule genes is their

striped pattern of expression at the end of the cellular blastoderm stage. Indeed, mo-

tifs for ocelliless (oc), Kruppel (kr), buttonhead (btd), collier (kn), Dichaete (D), odd

paired (opa) and odd skipped (odd) were highly enriched in predicted DHSs assigned

to these gene clusters. In specific, odd gene promotes Drosophila leg segmentation

(Hao et al., 2003), while opa is involved in the induction of wingless into the posterior

compartments of parasegments (Benedyk et al., 1994). Moreover, Dichaete gene was

shown to have maternal functions that influence dorsal/ventral patterning of the egg
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chamber (Mukherjee et al., 2006).

In addition, motif for the maternal bicoid (bcd) gene which is known for its mor-

phogen gradients in the Drosophila blastoderm and organizes anterior development,

was significantly enriched (P-value 0.004, E-values 0.875) (Porcher and Dostatni,

2010). Moreover, motif for paired-type homeobox gene (D-Ptx1 ) was enriched (P-

value 0.004, E-value 0.004). D-Ptx1 is expressed at various restricted locations

throughout embryogenesis. In early stages, D-Ptx1 is expressed in the posterior-

most region of the blastoderm embryo, while in later stages its protein accumulates

in the posterior portion of the midgut, in the developing malpighian tubules, in a sub-

set of ventral somatic muscles, and in neural cells. (Vorbrüggen et al., 1997). Motif

for Goosecoid (Gsc), which is expressed in the organizer cells, source of early blas-

toderm, was also enriched (P-value 0.002, E-value 0.481) (Izpisúa-Belmonte et al.,

1993). Finally, Cabut (cbt) is expressed in the yolk sac nuclei and in the lateral

epidermis. It is required during Drosophila dorsal closure, the process in which the

lateral epithelia on each side of the embryo migrate and fuse at the dorsal midline

(Muñoz-Descalzo et al., 2005).

6.5.3 Enhancer-associated histone marks are enriched in predicted enhancers

A common technique to validate predicted enhancers is to analyze chromatin struc-

ture in the vicinity of predicted regions. ChIP-seq data for three histone marks,

specifically: H3K4me1, H3K4me3 and H3K27ac at embryonic stages 4-8h, 8-12h

and12-16h were downloaded (Nègre et al., 2011). Row data was then mapped to

Drosophila melanogaster genome dm3 using Bowtie2. Given that gene expression

time points do not exactly match histone time points, mapped BAM files for these

three time points for each mark were merged together: 4-8hrs, 8-12hrs and 12-16hrs.

Enrichments of each of these marks were compared across four different groups of

DHSs. The first group is composed of all DHSs that were predicted by McEnhancer
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(a) (b)

Figure 6.20: Enrichment of histone modification marks: (a) H3K27ac and
(b)H3K4me1 at DHSs used in initialization (initialize enh), DHSs overlapping gene
TSSs (promoters), all predicted DHSs grouped together (predicted enh) and Distal-
DHSs that were not selected by the model (negative enh).

to regulate genes in different clusters, referred to as predicted enh. The second

group is composed of DHSs overlapping gene TSSs, indicated as promoters. The

third group represents all DHSs that do not overlap TSSs and were not predicted by

McEnhancer, negative enh. Finally, the last group represents DHSs that were used

in initialization. As previously described, this lst set is composed of experimentally

validated DHSs, obtained from REDfly and VT.

To perform such analysis, a normalized read coverage for each merged BAM file,

with no duplicate reads, was obtained for each of the three histone marks. Reads were

grouped in 10bp bins along the genome with extended fragment length. Fragment

length was computed as the average of the three fragment lengths after mapping each

of the different time points separately. Then, for each group of DHSs, the number

of reads that overlapped the corresponding regions were summarized, and the mean

score for each bin in the interval of +/-2kb around the center of the DHS was used

to indicate the enrichment score. A local version of deepTools (Ramı́rez et al., 2014)
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Figure 6.21: Levels of H3K4me3 mark at DHSs used in initialization (initial-
ize enh), DHSs overlapping gene TSSs (promoters), all predicted DHSs grouped to-
gether (predicted enh) and Distal-DHSs that were not selected by the model (nega-
tive enh).

was used in this analysis.

As previously mentioned in section 2.1.4, nucleosomes in the vicinity of active

enhancers typically contain histones with post-translational modifications character-

istic. Fig. 6.20a shows enrichment of H3K27ac chromatin mark at the four defined

sets of DHSs. Predicted enhancers show high levels of H3K27ac, even when compared

against those DHSs that were not selected. This indicates that predicted enhancers

are indeed active regulatory sequences, since H3K27ac is a critical mark that sep-

arates active from poised enhancers (Creyghton et al., 2010). Predicted enhancers

show also high levels of H3K4me1, see Fig. 6.20b, which marks the location of en-

hancers. They show low enrichment of H3K4me3, which is a mark mainly associated

with promoter regions and low in enhancers, Fig. 6.21.

It is generally expected to see enrichment of the corresponding marks in the

flanking region of the DHSs, but not exactly at the center. For example, in Fig. 6.20a,

the high peak of H3K27ac for predicted enhancers is just in the middle of the DHSs,

and not at the +1 nucleosome position, unlike the case with promoters. Promoters
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(a) (b)

(c)

Figure 6.22: Stranded vs. strand-less promoters for histone marks (a) H3K27ac,
(b) H3K4me1and (c) H3K4me3.

are stranded; they overlap gene TSSs, and a promoter is usually assigned the same

strand as its target gene. This is not true for enhancers. Enhancers lack strand

specificity, as they could exist upstream or downstream of their target genes. To

further investigate this pattern, promoter plots for the three different marks were

replotted but without the strand information. As shown in Fig. 6.22a, the peaks

for H3K27ac and H3K4me3 at stranded promoters shift to the center of DHSs in

the strand-less promoters plots. This is not exactly obvious in H3K4me1 enrichment

127



# CTCF C−term binding sites

F
re

qu
en

cy

0 5 10 15

0
10

00
20

00
30

00
40

00
50

00

(a)

# CTCF N−term binding sites

F
re

qu
en

cy

0 5 10 15

0
10

00
20

00
30

00
40

00
50

00

(b)

Figure 6.23: Histogram showing the frequency of binding sites located between
predicted DHSs and their target genes for: (a) CTCF-C terminal (b) CTCF-N ter-
minal

plot, however the decrease in the mean peak read coverage is interesting.

6.5.4 CTCF binding sites are not sufficient for enhancer-blocking activity

It has been suggested that CTCF binding sites located between enhancers and gene

promoters block enhancer-gene interaction (Phillips and Corces, 2009; Wallace and

Felsenfeld, 2007). Moreover, such assumption has been considered for assigning

enhancers to their target genes, by taking into account genomic domains created by

CTCF binding sites (Heintzman et al., 2009). Although, in some individual studies,

interactions across these sites have been observed (Tolhuis et al., 2002; Kurukuti

et al., 2006).

To address this, ChIP-ChIP processed date for CTCF-C and CTCF-N in embryos

0-12 hours was downloaded (Accession #: modEncode 769 and modEncode 770).

Then for all predicted DHS-gene pairs, the number of CTCF binding sites found
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in between were counted. Histograms showing the frequency of binding sites be-

tween predicted DHSs and their target genes for CTCF-C and CTCF-N are shown

in Fig. 6.23a and 6.23b. Overall, 60% of interactions were not blocked by the pres-

ence of CTCF-C bound sites, while 54% were not blocked by CTCF-N bound sites

(62% when both are merged).

To test the significance of reported intersections, the number of CTCF binding

cites were counted using a random set. The same randomized dataset that was used

for the validation with Hi-C reported interactions, was used in this experiment. For

each of the CTCF-C and CTCF-N, the number of binding cites were counted in

the region between a gene and its random assigned DHS. This randomization was

run 1000 iterations. Interestingly, the number of randomized interactions that were

not blocked by the presence of either CTCF-C and CTCF-N matched exactly the

same number reported by predicted interactions (60% and 54%, respectively). This

indicates that the existence of CTCF bound sites is not a blocking factor between

enhancer-promoter interactions.

6.6 Discussion

In this work, DHSs were used to represent potential candidates of transcriptional en-

hancers. Together with clusters of genes having similar expression patterns, a semi-

supervised machine learning model was built to predict linkage between DHSs and

their associated target genes. With 62,453 DHSs, putative enhancers, and 13,659

protein-coding genes, and only a few known DHS-gene pairs, detecting other un-

known pairs becomes a complex machine learning and data analysis challenge.

Enhancers are cis-regulatory elements that are physically separated from promot-

ers and play a key role in regulating gene expression, thus controlling development

and physiology. Enhancer sequences contain short DNA motifs that function as

binding sites for TFs. The question of which TFs are required and which combi-
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nation of motifs are needed for regulating specific gene expression patterns is still

unsolved. Enhancers could have varying length (50-150 nucleotides), located up to

30k nucleotides away from their target genes, either upstream or downstream from

the start site and in a forward or backward direction. Despite knowledge of entire

genome sequences, identification of enhancer elements is still surprisingly inefficient

(Kuntz et al., 2008).

In an attempt to overcome the challenge of linking regulatory elements to their

target genes, McEnhancer was developed and applied to Drosophila melanogaster

embryogenesis. Embryonic expression patterns for 44% of protein-coding genes are

well documented and clustered according to their expression level, time-points and

tissues they are expressed in (Tomancak et al., 2007). Since genes with similar

expression patterns are generally regulated by similar TFs, enhancers regulating

these target genes should have similar enriched motifs that serve as binding sites for

these TFs. For this reason, McEnhancer was designed to learn enriched sequence

content in known enhancer-gene pairs and predicts unknown enhancer-gene pairs

using semi-supervised learning. It overcomes the lack of a comprehensive knowledge

about TF binding PWMs by scoring k-mer words instead.

Instead of searching the whole genomic space for putative enhancers and since

enhancers are believed to be generally ‘open’, McEnhancer only searches in DHSs.

This decreases the search space to 6.4% of the euchromatic genome. For a given

gene cluster, McEnhancer first builds a 3-order interpolated Markov model for the

already known regulatory elements documented in REDfly and VT validations. Then

through a designed EM algorithm within a pair-wise semi-supervised learning frame-

work, it scores each of the unlabeled DHSs in +/- 50kb window around genes in the

cluster. Labeled and unlabeled sets are updated accordingly, and the whole model

parameters are re-estimated based on the newly updates sets. The algorithm it-

erates until convergence, and predicted DHSs regulating a specific gene cluster are
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identified.

Developmental enhancers do, in fact, exhibit a strong cell-type specificity (Natara-

jan et al., 2012; Zabidi et al., 2014). McEnhancer was accurately able to predict

DHSs associated with specific clusters of expression patterns. The high performance

of logistic regression classification between predicted DHSs for each specific cluster

against other clusters as well as against ubiquitous enhancers indicated such specific

regulation. This observation was also supported by the match between developmen-

tal stages of DHSs and expression time points of their associated genes.

It is often assumed that distal enhancers target their nearest TSSs. In contra-

diction, this analysis showed that only 23% of predicted DHSs are assigned to their

closest genes. This might be because the closest genes were not included in the

study. However, other studies have also reported that classifying between enhancers

assigned to gene clusters based on their closest gene gave close to random perfor-

mance. For example, a study analyzing 5C data in human showed that only 27%

of distal elements have a interaction with their nearest TSSs (Sanyal et al., 2012).

Similar results were also obtained from another study analyzing ChIP-Seq data in

mouse (Shen et al., 2012). Reconstruction of gene regulatory networks suggests

that sometimes more distal regulatory elements control gene expression over those

that are positioned closer to the gene (Wang et al., 2013). Thus, when predicting

enhancer-gene interactions, choosing the nearest gene is often not correct.

Another advanced method in linking enhancers to their target genes is by consid-

ering domains defined by CTCF-binding sites. However, in this analysis, I showed

that 62% of interactions are not blocked by the existence of one or more CTCF-bound

sites. CTCF acts as insulator to block enhancer-promoter interaction (Phillips and

Corces, 2009; Heintzman et al., 2009). Besides, it is known to have many other

functions, such as looping and acting as a barrier to prevent the spread of repressive

heterochromatin (Phillips and Corces, 2009). Predictive studies using 5C interac-
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tions, H3K4me1 ChIP-seq and RNA-seq data, as well as modified Hi-C protocol

reported significant interactions between enhancers and promoters crossing CTCF

binding sites (Sanyal et al., 2012; Corradin et al., 2014; Mifsud et al., 2015). There-

fore, it is true that finding CTCF-binding sites would identify most instances of

enhancer-blocking insulators, but many of these bound sites will not necessarily work

as insulators (Hardison and Taylor, 2012). Possibly, additional factors are needed to

be recruited to CTCF-bound sites and, in conjunction, work as enhancer-promoter

blocking factors (Sanyal et al., 2012).

Analyzing genome-wide Hi-C Drosophila embryonic data (Sexton et al., 2012)

using HIPPIE pipeline (Hwang et al., 2014) and comparing identified fragment-

promoter interactions to predicted DHS-gene pairs showed high overlap. On average,

„50% of predicted DHS-gene pairs overlapped with identified fragments from Hi-C

data and their target genes exactly overlapped those assigned (P-value ă 0.0001).

It is important to note that due to read coverage bias and current low resolution of

Hi-C data, the lack of interaction between two fragments in Hi-C data analysis does

not rule out the existence of the interaction.

Identifying k-mer sequences which are highly enriched in enhancers regulating

specific expression patterns provided better insights on specific gene regulation.

Sparse logistic regression is a good technique for feature selection, as it learns a

sparse model, giving non-zero weights to characteristic features. Using non-zero k-

mers and mapping them to TFBSs identified interesting patterns. Detecting motifs

for pan-neural genes along with E-box domains in nervous system clusters is a good

indication to the efficiency of the method. Enrichment of motifs for gap and pair-

rules genes in blastoderm patterning clusters gives more evidence. Most interestingly,

detecting motif for Trl TF in nervous and blastoderm clusters collocates with a re-

cent observation that developmental enhancers were shown to be strongly enriched

in the GAGA motif of Trl (Zabidi et al., 2014). While for some expression clusters,
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other TF motifs were identified that did not collocate much with patterns of their

associated genes, this might be due to lack of information on TFs regulating these

specific genes. This analysis is never the less useful in highlighting enriched motifs

that could offer potential TF candidates for regulating a specific system, which could

be further followed up with more experimental validation.

The existence of enhancer-related histone modification marks in the vicinity of

enhancers is generally used to validated predicted enhancers. Enrichment of H3K27ac

in predicted enhancers revealed active putative regulatory function. It was reported

that H3K27ac marks active enhancers from poised ones in both Drosophila and

human embryonic cells (Creyghton et al., 2010; Rada-Iglesias et al., 2011; Ernst

et al., 2011). The existence of H3K4me1 marks around predicted enhancer, even if

not significantly enriched, adds an extra layer of validation. It was argued that there

exists no evidence that H3K4me1 is essential in Drosophila and that transcriptional

regulation can still occur while it is absent (Hödl and Basler, 2012). It was also

shown that genes associated with distal H3K27ac-enriched regions and negative for

H3K4me1 had overall significant similar expression levels as genes enriched for both

marks (Creyghton et al., 2010).

Therefore, distal H3K27ac sites that do not show significant H3K4me1 enrich-

ment should also be considered as potential enhancer elements (Heinz et al., 2015).

The lack of observing a significant difference in the enriched marks between predicted

DHSs and those that were not selected is quite expected. Many of the unselected

DHSs could act as enhancers for other genes that were not included in this analysis.

Such dynamic interplay of different chromatin marks around predicted enhancers

is quite interesting. However, they should be taken with a grain of salt. Normal-

ization of sequencing reads for two or more different abundance marks, with very

different distribution, may suppress or inflate some apparent signal over the others

(Grzybowski et al., 2015).
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This study provides a major milestone into understanding transcriptional gene

regulation. It presents a semi-supervised machine learning model that links en-

hancers to their associated target genes during Drosophila embryogenesis. This work

predicts specific expression patterns using a sparse logistic regression classifier. Pre-

dicted enhancers are assessed by commonly used validation methods confirming their

prediction and regulatory function. This study provides insights on how specific tran-

scriptional regulation is achieved. This would enable us to answer long-standing open

questions like how the DNA encodes regulatory functions in its four-letter alphabets

as well as identify functional roles of key regulators. Thus, we will be able to high-

light major regulatory sequences responsible for various human diseases, including

cancer.
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7

Prediction of tissue-specific alternative
polyadenylation using linear model and

kernel-based SVM

7.1 Summary

Pre-mRNA cleavage and polyadenylation is an essential step for 3’ end maturation

and subsequent stability and degradation of mRNAs. This process is highly con-

trolled by cis-regulatory elements surrounding the cleavage site (polyA site), which

are frequently constrained by sequence content and position. More than 50% of

human transcripts have multiple functional polyA sites, and the specific use of alter-

native polyA sites (APA) results in isoforms with variable 3’-UTRs, thus potentially

affecting gene regulation. Elucidating the regulatory mechanisms underlying differ-

ential polyA preferences in multiple cell types has been hindered both by the lack of

suitable data on the precise location of cleavage sites, as well as of appropriate tests

for determining APAs with significant differences across multiple libraries.

I applied a tailored paired-end RNA-seq protocol to specifically probe the position

of polyA sites in three human adult tissue types. I specified a linear effects regression
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model to identify tissue-specific biases indicating regulated alternative polyadenyla-

tion; the significance of differences between tissue types was assessed by an appropri-

ately designed permutation test. This combination allowed to identify highly specific

subsets of APA events in the individual tissue types. Predictive models successfully

classified constitutive polyA sites from a biologically relevant background (auROC

= 99.6%), as well as tissue-specific regulated sets from each other. The main cis-

regulatory elements described for polyadenylation were found to be a strong, and

highly informative, hallmark for constitutive sites only. Tissue-specific regulated

sites were found to contain other regulatory motifs, with the canonical PAS signal

being nearly absent at brain-specific polyA sites. Together, this results contribute

to the understanding of the diversity of post-transcriptional gene regulation.

Raw data is deposited on SRA, accession numbers: brain SRX208132, kidney

SRX208087 and liver SRX208134. Processed datasets as well as model code are pub-

lished on lab website: https://ohlerlab.mdc-berlin.de/publications/12/. This work

has been published in Hafez et al. (2013); Ni et al. (2013).

7.2 Introduction

Almost all eukaryotic mRNAs undergo polyadenylation process. Polyadenylation is

one of the later stages of pre-mRNA processing. In this stage, the 3’-most segment

of the newly-made RNA is cleaved off at specific sites by a complex of proteins

which then synthesizes the poly(A) tail by the addition of adenine (A) residues in a

non-templated fashion (Andreassi and Riccio, 2009). PolyA sites are essential for 3’

end maturation, stability and degradation of mRNAs. Furthermore, polyadenylation

defines the extent of the 3’ untranslated region (3’-UTR) of mRNAs, which spans

from the stop codon up to the polyA tail and contains many post-transcriptional

regulatory sequence elements such as microRNA target sites.

Alternative polyadenylation events arise from the presence of more than one
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particular functional polyA site. The specific use of different polyadenylation sites

can play a direct role in gene regulation and tissue-specific regulation (Lianoglou

et al., 2013). Nevertheless, a direct correlation between length of 3’-UTR, mRNA

abundance and proliferation was observed (Majoros and Ohler, 2007; Sandberg et al.,

2008; Ji and Tian, 2009; Mayr and Bartel, 2009). An overview of APA process, its

biological role, as well as experimental and computational models to identify poly(A)

sites was presented in chapter 3.

As such, it is important to identify not just alternative but specifically regu-

lated alternative events, such as tissue-specific APA. A thorough analysis of the

polyadenylation process in adult tissue types, showing differential gene expression,

would help us understand tissue-specific alternative polyadenylation regulation. Al-

though genome-wide APA profiling enables us to discover genes with multiple polyA

isoforms at a genome wide scale, it introduces major challenges. Without adequate

methodology to specify the significance of APA biases in different tissues, we may

confuse the mere presence of multiple APA with their specific up- or down-regulation

across conditions. A clean definition of truly specific sets is necessary to investigate

which features allow for successful discrimination via computational models, and to

suggest candidate regulatory features for future studies.

In this project, I address several of these challenges by using data from a new

RNA-seq protocol applied to sequence the 3’-UTR end of mRNAs from different

adult normal tissue types. Using a linear model, I distinguish between constitutive,

alternative, and alternatively regulated polyadenylation sites. This linear regression

model takes into account different library depth, expression of each gene in each

tissue, as well as interactions between tissues and genes. As is still the case with

many deep sequencing data sets, I do not have multiple replicates at disposition

that can be used to identify significantly differing APAs across tissues. Instead,

significance of differences between samples from different tissue types is assessed by
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an appropriately designed permutation test. The flanking sequence region around

polyA sites were then used to build predictive models both for the discrimination of

constitutive polyA sites from genomic background, as well as to distinguish between

regulated APA sets from different tissues.

7.3 Methods

7.3.1 PA-seq data processing and identification of PAS clusters

Data processing and read mapping

PA-seq data from Ni et al. (2013) was used to monitor the differential usage of

polyadenylation sites in three different human adult tissue types: brain, liver and

kidney. Each tissue was sequenced at varying depth. I obtained 2.8 million raw

paired reads from liver, 8 million for kidney and 3.5 million for brain. Of those

paired reads, around 85% mapped to the human genome (hg19).

Before mapping, low-quality reads and tags that did not contain the adapter se-

quence “TTT” were filtered. The Burrows-Wheeler Alignment Tool (Li and Durbin,

2009) was used to align the paired end reads independently to the human genome

(hg19), allowing 2 mismatches and no gaps. After that, only 5’ and 3’ read pairs

that mapped in the same orientation within 250,000 nt on the same chromosome

were considered.

To investigate the genomic regions that the reads came from, the 5’ aligned reads

were annotated to their genomic regions using an in-house script (Ni et al., 2010). I

did not use 3’ reads for annotation since they might fall beyond the end of annotated

transcripts, indicating novel polyA sites. Locations were classified into six possible

categories: annotated 3’-UTR, ă“ 1000 nt downstream of 3’-UTR, coding region,

5’-UTR, intron, and intergenic region. Non-coding genes were ignored, as well as

5’ reads that mapped to 5’-UTR, intergenic regions or introns upstream of 3’-UTR,

since the average insert distance between 5’ and 3’ paired end reads amounted to
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180´ 380 bp.

After alignment, non-redundant mapped read pairs that had the same paired end

tags were grouped for each unique 3’ position, denoting a polyA site. For each polyA

site, the count of the non-redundant 5’ pairs was used to indicate the relative usage

of this site. I then filtered out 3’ tags that had exactly one 5’ paired read (count

=1). Finally, 3’ locations that mapped genomic regions with high A-content were

filtered out (13 consecutive A’s in the 25 nt downstream of the mapped 3’ position),

to exclude possible contamination by internal priming.

PolyA sites cluster identification

Filtered, non-redundant PA-seq reads were then clustered into clusters (PAS clusters)

analogous to an algorithm previously developed for the analysis of capped 5’ mRNA

tags (Ni et al., 2010). Only clusters with tag numbers greater than or equal 5 were

considered. Narrow Peak clusters (NP), which span ă 25nt, with more than half of

the reads falling within +/-2nt of the mode were kept. A minority of about 15%

showed a broader distribution of tags and was not considered further. The relative

usage (count of the non-redundant 5’ pairs) of all of the 3’ tags in each PAS cluster

was summed up and further used as a measure of the PAS usage, PAScount.

Identification of constitutive and alternative PAS sets

To differentiate between PAS clusters that are constitutively-used versus those with

more than one polyA site, first grouped all PAS clusters of the same gene from

the three tissue types were grouped together if their regions overlapped and their

modes were within +/-10 nt from the median. To get the median, I ordered clusters

according to their start position, and referred to the PAS by the mode of the median

cluster. If the PAS appeared in two tissue types only, I used the mode of the second

start position.
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If the gene has one PAS cluster, it is referred to as a constitutive gene; if it has

more than one PAS cluster, it is referred to as an alternatively polyadenylated gene.

Overall, I identified PAS clusters for a total of 11,454 genes; around 7,278 are con-

stitutive and 4,176 alternative polyadenylated. From genes that are expressed in the

three tissue types, 2,171 are constitutive genes and 1,965 are alternative polyadeny-

lated genes. Alternative-polyadenylated genes had a total of 5,357 different PAS

clusters, which is the set included in the analysis.

7.3.2 Fixed-effect linear model to identify tissue-specific PAS

To determine tissue-specific contributions to PAS utilization, a linear fixed-effects

model was implemented. Let N t
g,p denote the PAScount for PAS cluster p for gene

g in tissue t. Then

logpN t
g,pq “ µ` Tt `Gg ` pTt ˚Ggq ` ε

t
g,p (7.1)

where µ is a general intercept term, Tt is a tissue-specific effect, Gg is a gene-specific

effect, Tt ˚Gg is a tissue by gene interaction term, and εtg,p is the residual. There was

no need to incorporate random effect terms as no variable replicates were present.

Since the linear model controlled for different tissue depth, expression of each gene

in each tissue, as well as any interaction between tissues and genes, a correlation

of the residual for a particular PAS cluster with tissue suggests differences in PAS

usages between tissues. To quantify the differential usage of a PAS between tissues,

I computed the differences in the residuals εtg,p. The lack of usage of a PAS cluster in

a certain tissue was accounted for by adding pseudo-counts. This model was applied

on genes that are expressed in the three tissue types, and fitted the model using

Maximum Likelihood approach as implemented in nlme R library (Pinheiro et al.,

2011).

140



Permutation test to determine a p-value threshold

The used dataset was composed of three tissue libraries, each with the same set

of genes, but different PAS counts. In order to preserve library depth and gene

expression levels in each tissue, I first calculated the contribution percentage of each

PAS cluster on the gene level (cf. equation 7.1). Then, these percentages were used

in permutations, but noted the total expression level of each gene in each library.

The null hypothesis assumes that PAS clusters are non tissue-specific regulated. To

model this assumption in my permutation test, in each round, tissue labels for each

PAS cluster were permuted; then, for each gene, the percentages of the permuted

PAS were used to represent a multinomial distribution, from which I drew a random

sample, scaled by the total gene expression value in each tissue. As the minimal

evidence for each cluster was set to 5 reads, missing values, i.e., PAS clusters not

detected in some of the tissues, were represented by a random number between 1

and 4.

7.3.3 Identification of tissue-specific individual and overlapping PASs

To identify tissue-specific PASs that are highly used in one individual tissue, the

difference between the highest and the median residual values for each PAS was used

as test statistic. For each PAS, I computed the test statistic ttiu
m
i“1, where m =

5,357 different PAS. For each of the observed differences in the data, a p-value is

obtained based on an empirical null distribution from 1,000 permutations. P-values

were corrected for multiple hypothesis testing using the Storey false discovery rate

(FDR) calculation (Storey and Tibshirani, 2003). A liberal FDR of 0.25 was used

to allow for the discovery of significant events given the relatively small number of

samples being analyzed. The tissue specificity threshold was set to 2.376 (in log-

space, corresponding to p-value ă 0.01, FDR ă 0.25); all PASs showing a difference

ą 2.376 were considered significant.
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To characterize PAS clusters that are highly used in two tissue types simultane-

ously (overlapping), the test statistics were computed as the difference between the

mean of the highest two residual values and the lowest value. PASs with residual

difference between tissues ą 2.782 were considered significant to the two tissues with

the highest values (corresponding to FDR ă 0.25, p-value ă 0.011).

Variability index to mark the differences in APA usage

To explore differences in alternative polyadenylation usage among tissues, a variabil-

ity index that compares the number of individual regulated PAS to overlap PAS was

calculated. The variability index is defined as in equation 7.2:

V Ix,y “ pIx ` Iyq{Ox,y (7.2)

where V Ix,y is the variability index between tissue x and tissue y, Ix and Iy are the

number of individually regulated tissue-specific PAS clusters in tissue x and tissue

y respectively, and Ox,y is the number of overlapping regulated tissue-specific PAS

clusters in tissues x and y simultaneously. A low value of VI between a pair of tissues

indicates a high degree of correlation in APA regulation, whereas a high value of VI

indicates a weak correlation. The calculated indices for each pair are: V ILiverKidney

= 1.44, V IBrainLiver = 2, V IBrainKidney= 5.09.

Calculation of Shannon entropy

Tissue-specific alternative polyadenylation was assessed in the three tissue types by

calculating Shannon entropy on the count of each PAS cluster identified in each

tissue, according to (Schug et al., 2005). Only genes that were expressed in the three

tissue types were considered, i.e., that had at least one PAS cluster annotated for

each tissue. The relative expression of each PAS cluster of a gene was determined as
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in equation 7.3:

wtg,p “ pN
t
g,p ` 1q{pN t

g ` xg,pq (7.3)

where N t
g,p = the PAScount for PAS p for gene g in tissue t, N t

g is the summation

of PAScount for all PASs of gene g in tissue t and xg,p is the number of different

PAS clusters for gene g. Next, the probability of observing a PAS cluster in each

tissue was computed by equation 7.4:

P pt|pq “ wtg,p{
ÿ

t

wtg,p (7.4)

Calculation of entropy values followed (Schug et al., 2005). Entropy values close

to zero represent the group of PAS clusters that are specific to a single tissue, and

increase when the PAS cluster is more broadly used in different tissue types, or when

the relative contribution of the tissue to the overall usage of the PAS decreases (Schug

et al., 2005).

7.3.4 Kernel-based SVM to classify tissue-specific APA

Identification of tissue-specific alternative polyadenylation sites (APA) was explained

in the previous section. In this section, I will explain how to use string kernels to

model local sequence features around polyA sites. I will also show the incorporation

of support vector machines (SVMs) and its power to model the identified features and

classify between constitutive sites versus randomly selected regions (background), as

well as against tissue-specific APA.

Dataset for classification of constitutive sites against background

Dataset is best described as a set of sequences, each is composed of an array of

characters A, C, G, T. The length of each sequence is 201 characters. For the positive

training data the element at position 101 represents the polyA site (median of the

PAS cluster). I chose a flanking region of 100 nucleotides upstream and downstream
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of the mode of the PAS cluster because previous studies have shown that most of

the main features of polyA sites are located in this region (Cheng et al., 2006). The

101th position is referred to as 0, upstream sequences as [-100,-1], and downstream

sequences as [+1,+100]. The dataset is restricted to include PAS clusters for genes

that are expressed in the three tissue types.

To choose a biologically motived background/negative dataset, for each true PAS

mode in the PAS cluster positive dataset, I randomly selected 10 positions down-

stream of the stop codon, but did not include the 100 nt just upstream of the mode

of the PAS. If the gene did not have an annotated stop codon, I selected positions

from the last 500 nt but not including the last 100 nt upstream of the mode of the

PAS. The sequence of the 100 nt upstream and downstream of these selected sites

was then retrieved to compose the negative dataset.

Representation of DNA sequence for classification

Before I use string kernels, it is necessary to establish a representation of the DNA se-

quence, i.e. mapping the alphabet string x P tA,C,G, T uN to computable numbers.

A commonly used method is to use a 4 bit binary number to represent a nucleotide

(Rätsch and Sonnenburg, 2004):

x “ pIpx1 “ Aq, Ipx1 “ T q, Ipx1 “ Gq, Ipx1 “ Cq

Ipx2 “ Aq, Ipx2 “ T q, Ipx2 “ Gq, Ipx2 “ Cq

. . .

IpxN “ Aq, IpxN “ T q, IpxN “ Gq, IpxN “ CqqT (7.5)

where, Ipxi “ αq equals 1 if xi is α and equals 0 otherwise.

144



Kernel-based support vector machine for classification

The exact motifs responsible for alternative polyadenylation are frequently still un-

known, especially when it comes to tissue regulated APA. However, the main cis-

regulatory elements responsible for polyadenylation are located in the flanking region

[-40,+40] nt from polyA sites, while further downstream and/or upstream [-100,+100]

of the polyA site lie some other G/U-rich segments of sequences, with varying length,

location and exact sequence compositions, as explained earlier in section 3.1.1. Here,

I build an SVM, using all of the information available in the sequences flanking the

polyA sites, by applying two string kernels, the spectrum kernel (Leslie et al., 2002)

and the weighted degree kernel with shifts (WD) (shogun toolbox; version 2.0.0)

(Rätsch et al., 2005). The spectrum kernel considers the global similarities between

two given sequences, by counting the number of occurrences of k-mer motifs (referred

to as “order” in section 7.3.4) over the entire sequence. The Weight degree kernel

with shifts focuses on local similarities between the given sequences by counting

the number of matching k-mers at the same positions, within a window around the

matching position (referred to as “shift”). Both string kernels were applied on the

region [-100,+100].

Handling unbalanced data in classification

The negative dataset has 10 times more examples than the positive set. This unbal-

anced dataset could be very challenging for classifiers; since the data is unbalanced,

the cost of misclassification is also unbalanced; thus a false negative is more costly

than a false positive (Ben-Hur et al., 2008). Therefore, relative misclassification

penalty, C, was assigned for each set according to its number of examples; for pos-

itive training data, C is 10 times larger than that of the negative training data

(Provost, 2000).
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Model selection

To settle on the combination of parameters, which represent the model’s ability to

accurately distinguish the surrounding sequence of polyA sites from other genomic

loci, model selection was applied. The four parameters to be optimized are: (i)

misclassification penalty or the SVM (C ), (ii) length of the substrings compared

(order), (iii) length of the substrings compared for the two kernels, and (iv) positional

shifts/window around polyA site for WD kernel. I tried different values for each of

these parameters, while fixing the rest. To avoid over-fitting, first, I randomly split

the data; 20% for model selection and 80% for training and testing. These two sets

were kept independent of each other. In the model selection phase, I applied 2-fold

cross validation, and selected parameters that gave the highest auROC. Evaluation

curves were drawn using ROCR package (Sing et al., 2005). The optimal values for

each parameter are shown in Table 7.1. I then used the selected parameters in the

training and test phase by applying 5-fold cross validation.

Classification of tissue-specific regulated PAS clusters

In this experiment, the positive examples were the set of individual and overlap

tissue-specific sites, and negative examples were constitutive sites, expressed in the

three tissue types and with exactly one PAS cluster. As the WD kernel clearly

outperformed the spectrum kernel on the recognition of constitutive sites, the WD

kernel was afterwards used for the rest of the analyses.

7.4 Results

7.4.1 A paired-end sequencing strategy for identifying polyadenylation sites

To precisely map polyA sites at genome wide scale, I made use of several new libraries

generated by a tailored sequencing approach, PA-seq. This protocol yields paired-

end tags, with one tag located directly at the cleavage site, and its pair mapping to

146



Table 7.1: Model selection parameters for classification of constitutive sites against
background. Model selection was performed on 20% of the data that was kept
independent, and applying cross validation.

Parameter Set of values Optimal value
Weight Degree Kernel with Shifts

order {1,2,. . . ,24} 8
shift {4,8,. . . ,48} 12

C {0.177,0.25, . . . , 5.6} 1.4
Spectrum Kernel

order {1,2,. . . ,24} 8
C {0.177,0.25, . . . , 5.6} 5.6

Table 7.2: Summary of PA-seq analyzed data, filtering steps and clustering in each
tissue library. *NP = Narrow Peak.

Liver Kidney Brain
Raw read pairs with identified liner sequences 2,851,978 8,044,879 3,533,285
Read pairs mapped 2,449,567 7,198,135 2,711,473
Nonredundant read pairs, no priming 649,410 1,353,072 1,320,265
Nonredundant read pairs, 2 distinct 5’ tags ě 545,708 1,190,344 1,001,479
Different polyA sites 57,396 99,482 132,616
PAS clusters 8,537 12,477 15,727
PAS clusters with NP* 7,439 10,291 13,205

a more upstream location, typically in the 3’-UTR of the same transcript, Fig. 5.10,

as described in sections 7.3.1.

PA-seq was used to monitor the differential usage of polyadenylation sites in

three different human adult tissue types: brain, liver and kidney. Each tissue was

sequenced at varying depth. I obtained 2.8 million raw paired reads from liver, 8

million for kidney and 3.5 million for brain. Of those paired reads, around 85%

mapped to the human genome (hg19). Non-redundant read pairs, i.e. those which

showed differences in at least one of the paired end tags, were grouped for each

unique 3’ position, denoting a polyA site. These sites were filtered to exclude 3’
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locations which mapped to genomic regions with high A content, to exclude possible

contaminations by internal priming. PA-seq reads were then clustered into clusters

(PAS clusters) analogous to an algorithm previously developed for the analysis of

capped 5’ mRNA tags (Ni et al., 2010). The total sum of the non-redundant read

pairs of all of the 3’ tags in each PAS cluster was used as a measure of the PAS

usage, and considered PAS clusters covering narrow genomic regions and with five

or more reads for all further analyses, section 7.3.1. Table 7.2 summarizes the data

for all libraries.

To differentiate between PAS clusters that are constitutively-used versus those

with more than one polyA site, all overlapping PASs of the same transcript from

the three tissue types were grouped together. Each PAS cluster was referred to by

the mode of its median, section 7.3.1. If the gene has one PAS cluster, it is referred

to as a constitutive gene; if it has more than one PAS cluster, it is referred to as

an alternatively polyadenylated gene. Overall, I identified PAS clusters for a total

of 11,454 genes; around 7,278 are constitutive and 4,176 alternative polyadenylated.

From genes that are expressed in the three tissue types, 2,171 are constitutive genes

and 1,965 are alternative polyadenylated genes. APA genes had a total of 5,357

different PAS clusters, which is the set included in the analysis.

7.4.2 Characterization of tissue-specific regulated polyadenylation sites

Previous research on alternative polyadenylation has shown that most of human

genes have multiple polyadenylation sites, with many of them being tissue-specific.

Testing the statistical significance of differential preferences for APA usage for a gene

between tissues has been previously investigated by applying Fisher’s exact tests, chi-

square tests or linear trend test (Zhang et al., 2005a; Beaudoing and Gautheret, 2001;

Fu et al., 2011). Applied on a gene with multiple PAS, measured across multiple

conditions, Fisher’s test will detect a significant difference of the pattern from the

148



0 1 2 3 4 5 6

0.
0

0.
2

0.
4

0.
6

0.
8

Original vs Permuted Differences

Differences for overlap-regulated sites

Fr
eq
ue
nc
y

original
permuted

Figure 7.1: Test statistic for the residual of the original (red) and permuted data
(blue) for calculating overlap-significant PAS sites.

null assumption, but further tests are needed to pinpoint exactly which PAS, in

which tissue, deviates from constitutive expression (Beaudoing and Gautheret, 2001).

A popular approach for identifying specific events across multiple tissues/sites has

therefore been introduced based on Shannon entropy (Schug et al., 2005). Entropy

values close to zero represent events specific to a single tissue; values increase as the

relative usage spreads more across tissue types, or when the relative contribution of

the tissue to the overall usage decreases. However, entropy does not directly reflect

significance, as samples with vastly different levels of evidence (e.g. read coverage)

may lead to similar entropy values. To avoid these shortcomings, I specified a linear

effects regression model for the read counts of each PAS cluster in each tissue type,

motivated by previous applications to detect significant changes in gene expression

(Marioni et al., 2008) and alternative splicing patterns (Blekhman et al., 2010). I

controlled for fixed effects including different tissue depth, expression of each gene

in each tissue, as well as any interaction between tissues and genes. The resulting
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Figure 7.2: Number of tissue-specific PAS clusters found in each tissue: total
individual sites: 234 (90+68+76), total overlap sites: 214 (31+100+83).

residual for a given PAS cluster in a given tissue reflects evidence that this PAS

cluster is specific, and highly used, in the tissue. I then needed to quantify whether

for a given PAS cluster, an observed difference in read counts in a specific tissue

is significant, i.e.more pronounced than what would be expected due to random

variation. Given that the libraries were sequenced without experimental replicates, I

applied permutation tests on the read counts of PASs for each gene in the libraries,

to determine a tissue specificity threshold (see Methods). With three libraries at

disposal, tissue-specific PAS clusters were separated into two groups: clusters that

are highly used in one individual tissue (individual), and clusters that are highly used

in two tissue types simultaneously (overlapping). Fig. 7.1 shows the test statistics

for assessing the overlapping tissue-specifcity applied to both original and permuted

data.

By applying the linear model on alternative-polyadenylated genes, this strict

selection led to a total of 234 tissue-specific individual PAS clusters, and 214 tissue-

specific clusters overlapping in two tissue types (at p-value ă 0.01; false discovery

rate [FDR] ă 0.25), Fig. 7.2. To study the biased usage of APA in different tissues, a

variability index (VI) between each pair of tissues was calculated. A low VI between
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Figure 7.3: Histogram of Shannon entropy Q-values for all PAS clusters (range
from 0-9). Red bars represent entropy values for individual-significant PAS detected
by the model, blue bars represent overlap-significant PAS. Individual sites cluster at
0-2 entropy, and overlap sites cluster at the upper end of the range.

two tissues indicates strong concordance in their usage of PAS clusters (see Methods).

Confirming expectations, liver and kidney showed the highest correlation, while brain

and kidney were the lowest.

To illustrate the difference of the model compared to previous approaches, the

Shannon entropy for the subset of PAS clusters that showed significant tissue-specificity

for both the individual and overlap PAS was calculated, Fig. 7.3. While the Shannon

entropy is less than one for about 480 PAS clusters, the linear model identified only

half of these as significantly tissue specific, with few additional PAS that had higher

entropy. This is mainly because Shannon entropy does not take the abundance of

evidence into account. For example, in Fig. 7.4, while the residual for the most prox-

imal PAS site of the gene HDLBP (on negative strand) in brain indicates its outlier

character, it is based on 17 tags (ă 10% of the total) and thus not large enough to be

significantly brain-specific. Additional data would be needed to confirm the specific
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Figure 7.4: Example showing that Shannon entropy does not take the abundance
of the evidence into account for calling sites significant. The usage (count) of each
PAS cluster is marked in each tissue, followed by the entropy values then the test
statistics resulted from the linear model. Tissue specificity is determined by low
entropy values but high test statistics above a certain threshold. The proximal site
in brain (17 tags; ă 10% of total), is classified as specific (entropy = 0.46). However,
this relatively low tag number compared to the overall expression of the gene and the
total library depth, is not enough to call this site brain-specific. Entropy values for
this proximal site in liver and kidney represent pseudo-counts (not shown in figure).

trend. In turn, the linear model characterized specific PAS clusters that would have

been characterized as non-specific due to higher entropy values. As an example,

Fig. 7.5 shows two PAS clusters for the gene BDH1 (on negative strand). The distal

cluster is used in the three tissue types while the proximal is used in kidney and

brain only. Using the linear model, the distal cluster was detected as significant in

liver, given that the other cluster, the proximal one, shows higher usage in the other

two tissues (more than 2-folds).
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BDH1 

Figure 7.5: Example of a specific PAS cluster detected by the linear model and
not by Shannon entropy (BDH1 gene on negative strand). The distal site (65 tags)
is the only PAS site for this gene used in liver. Given the relatively low expression
level of the gene and the liver-low library depth compared to brain and kidney, this
site is classified as significant (test statistic of the model is marked by red circle).
Shannon entropy values do not reflect this relative usage.

.

7.4.3 Modeling constitutive polyadenylation sites

Since the polyA polymerases responsible for synthesizing the polyA tail lack substrate

specificity, it necessitates the presence of specific signals in the sequences around

polyA sites that control mRNA polyadenylation, reviewed by (Tian and Graber,

2012). One of the known main cis-regulatory elements is a conserved hexamer with

consensus AWUAAA, located 10 - 35 nt upstream of the polyA site, referred to as

polyadenylation signal (Beaudoing et al., 2000). The sequence composition at the
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cleavage site itself is not well characterized, but a dinucleotide preference CA was

found in vitro (Chen et al., 1995). The sequence around polyA sites are usually G/U-

rich with a remarkable downstream element (DSE), located within 30 nt downstream

of the cleavage site. Upstream of polyA sites are upstream elements (USE) that are

usually also U-rich, while some G-rich sequences have been reported as well. These

elements are largely located in the region [+100, -100] nt around polyA sites (Tian

and Graber, 2012).

Most early attempts for the computational prediction of polyA sites considered

only samples containing the canonical PAS signal. Position weight matrices (PWM)

for DSE and USE along with the PAS signal were used as input features for hidden

Markov model (HMM) or support vector machines (SVM) (Salamov and Solovyev,

1997; Tabaska and Zhang, 1999; Legendre and Gautheret, 2003; Hajarnavis et al.,

2004; Liu et al., 2003). After the characterization of 15 putative regulatory elements

surrounding PAS signals (Hu et al., 2005), position-specific scoring matrices for the

identified motifs, and structural patterns of mRNA, have been later used as input

features (Cheng et al., 2006; Shao et al., 2009; Ahmed et al., 2009; Chang et al.,

2011; Akhtar et al., 2010). Most recently, the application of artificial neural network

and random forests techniques has been proposed (Kalkatawi et al., 2012). These

models were largely trained on low-abundance pooled EST data from varying human

tissues; none of them examined tissues independently. While the use of curated

quality controlled data from collections such as PolyA DB (Zhang et al., 2005b)

made it possible to design models with high accuracy, studies typically restricted

their dataset to only include transcripts with PAS signals, and results were sometimes

hard to interpret due to negative data not matched to the problem faced by the RNA

processing machinery (such as using random genomic locations).

Modeling constitutive and/or APA sites specifically has so far rarely been inves-

tigated. The exact motifs responsible for alternative polyadenylation are frequently
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still unknown, especially when it comes to tissue regulated APA. Calculating PWM

scores as features of classifiers, as in the case of constitutive sites with known mo-

tifs, will likely not reflect all of the regulatory elements. It is thus more applicable

to use a sparse sequence based classifier that uses a broad definition of the feature

space. String kernels transform the input sequences into a higher-dimensional feature

space, effectively looking for similarities among substrings, and have been proven to

be successful in the prediction of alternative splicing and transcription start sites

(Sonnenburg et al., 2006a, 2007). Here, I build an SVM, using all of the information

available in the sequences flanking the polyA sites, by applying two string kernels,

the spectrum kernel (Leslie et al., 2002) and the weighted degree kernel with shifts

(WD) (shogun toolbox; version 2.0.0) (Rätsch et al., 2005). While the spectrum

kernel highlights the global similarities between sequences as it counts the number

of occurrences of similar motifs, the WD kernel counts the number of matching sub-

strings of similar lengths at the same position but allowed to be shifted within a

specified window size around that position.

In order to investigate whether local sequence features around polyA sites are

sufficient to explain polyadenylation, I first examined whether PAS clusters for con-

stitutive genes could be classified from non-polyA sites. I focused on [-100,+100] nt

around polyA sites, given that the known constitutive elements are located in this

region, and that it has additionally been shown to exhibit a biased nucleotide com-

position (Tian et al., 2005; Legendre and Gautheret, 2003). As the polyadenylation

machinery scans transcribed sequences for cleavage locations, it is not appropriate

to use random genomic locations as negative set. Within transcripts, the highly

distinct higher order nucleotide composition in coding sequences renders them inap-

propriate. Instead, I built a biologically-motivated and challenging negative dataset:

for each PAS, I randomly selected 10 positions in the 3’-UTR sequence between the

transcript stop codon and the PAS, but not including the last 100 nucleotides. The
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Figure 7.6: ROC curve for the classification of WD kernel and Spectrum kernel
on constitutive PAS clusters vs background. WD outperformed the Spectrum kernel
(auROC=99.6%, 93.5%).

flanking [-100,+100] regions around these positions were retrieved to create the neg-

ative dataset. In total, 2,171 positive examples and 21,710 negative examples were

exptracted.

Since I needed to set multiple hyper-parameters for the SVM and kernels, like

order, shift and the classification penalty, the dataset was randomly into 20% for

model selection and 80% for (independent) training and testing (see Methods). 5-

fold cross validation was applied. The classifier performance using the two string

kernels is shown in Figures 7.6, 7.7. The WD kernel substantially outperformed the

baseline spectrum kernel (auROC=99.6%, 93.5%).

I applied WD on varying window sizes around PAS clusters and found that the

high performance largely resulted from features in the flanking region of [-40,+40].

The model parameters indicate that most of these motifs are less than 8-mers long,
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Figure 7.7: PRC curve for the classification of WD kernel and Spectrum kernel on
constitutive PAS clusters vs background. WD outperformed the Spectrum kernel.

and shifted within 12 nt, which coincides with the findings of (Zhang et al., 2005a).

This suggests that motifs around constitutive polyA sites are highly conserved in both

sequence and location, and that the WD kernel is powerful enough to capture this

phenomenon with near perfect accuracy. To illustrate the PAS sequence landscape,

I created sequence logos for the flanking regions, which visually showed that the

Figure 7.8: Sequence Logo for [-30,+30] region around PAS clusters for constitutive
genes; PAS site at position 0.
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Figure 7.9: Classification of tissue specific PAS individual and overlap against
constitutive.

conserved motifs were found in the region [-30,+30] nt, WebLogo (Crooks et al.,

2004), Fig. 7.8. The polyadenylation signal and DSE were clearly observed, and

the cleavage site itself exhibited a strong BA dinucleotide bias (B=C,G or T), in

agreement with the previously reported CA dinucleotide.

7.4.4 Prediction of tissue-specific polyadenylation sites

The presence of conserved motifs for constitutive polyA sites suggests the presence of

other motifs that instruct the cell to start the polyadenylation process around APA

sites in a condition-specific manner. To investigate this, I first merged all individual-

tissue regulated and the two-tissue-overlap PAS clusters and classified them against

the positive constitutive dataset (Fig. 7.9). The moderate but highly encouraging

performance of the classifier on the individual-regulated and the overlap-regulated

datasets (auROC = 74.5% and 66.5%, respectively) support this hypothesis. I then
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Figure 7.10: Classification of individual tissue-specific regulated PAS clusters
against constitutive.

classified each of the individual tissue-specific PAS clusters against constitutive PASs

(Fig. 7.10). Brain-individual PAS clusters were highly distinguishable from constitu-

tive PASs (auROC = 81.5%), while kidney-individual and liver-individual regulated

PASs were classified at lower but reasonable levels (auROC= 72%, 63.5% respec-

tively). An inspection of the sequence logos of each group explained this perfor-

Figure 7.11: Sequence logo for tissue-specific individual PAS clusters in brain-
specific. PAS site at position 0.
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Figure 7.12: Sequence logo for tissue-specific individual PAS clusters in kidney-
specific. PAS site at position 0.

Figure 7.13: Sequence logo for tissue-specific individual PAS clusters in liver-
specific. PAS site at position 0.

mance (Figures 7.11, 7.12, 7.13). I found an A-rich sequence just downstream of

brain-individual regulated PAS clusters that is not present in the constitutive subset

and other tissue specific sets. Moreover, while the canonical PAS signal is still found

in liver-individual clusters, making them harder to be classified from constitutive

clusters, it is completely absent in brain-individual regulated clusters.

Finally, I trained models to compare each of the individual-regulated clusters in

one tissue against all regulated clusters in the other two tissue types (both individual

and overlap, Fig. 7.14). In agreement with the motifs found at brain-specific indi-

vidual PAS clusters, classification of brain-specific individual regulated PASs showed

the best performance (auROC=71%).
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Figure 7.14: Classification of each individual regulated PAS cluster in one tissue
against all regulated in other tissue types.

7.5 Investigating the role of SRp20, an RNA binding protein, in APA

In an effort to investigate the role of a specific RNA binding protein in APA, this

linear model was applied on mouse SRp20 over-expressed cells, in collaboration with

the Jun Zhu lab. SRp20 is one of the prototype serine/arginine-rich proteins (SR)

family splicing factors that is involved in different post-transcriptional regulatory

processes. The SR protein family is generally involved in the regulation of the splicing

process. Splicing is an important process for the messenger RNA (mRNA) before

being translated into protein. It involves removing of the introns and joining the

exons at the splicing junctions. The SR proteins regulate the splicing process in two

ways. First, they help in selecting the splice-site, by interacting with exonic splicing

enhancer sequences (ESEs) and preventing exon skipping. In addition, they regulate

the selection of alternative splice sites (Corbo et al., 2013). While alternative splicing
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(AS) plays an important role in normal cell development, it has been shown that any

changes or defects in the process might cause human disease, such as cancer (Cáceres

and Kornblihtt, 2002). Therefore, proteins, including SRp20, which regulate AS has

become targets for therapeutic studies.

Moreover, it was demonstrated that SRp20 has an effect on the regulation of

alternative polyadenylation and possibly in oncogene activation. In specific, over

expression of the SRp20 protein in cells resulted in mRNAs with different polyadeny-

lation sites other than in wild type (Lou et al., 1998). The direct link between the

differential APA usage caused by SRp20 and proliferation across cell types has not

been proven yet. However, it was shown that cancer cell lines often express shorter

mRNA isoforms with shorter 3’-UTRs (Sandberg et al., 2008). Shorted mRNA iso-

forms generally result from the usage of a proximal polyA site, producing mRNAs

with fewer microRNA binding sites. Given that microRNAs play a big role in mRNA

post transcriptional repression, by binding to short binding sites in mRNA 3’-UTRs

(Bartel, 2009), shorter mRNAs escape microRNA-mediated repression, thus become

more stable and typically producing ten-fold more protein (Mayr and Bartel, 2009).

To further investigate the effect of SRp20 on alternative polyadenylation, I applied

the linear APA model on mouse SRp20 over-expressed cells. PA-seq protocol was

applied on a mouse wild-type and a cell type where SRp20 is over-expressed. I

analyzed the two conditions in a similar way as previously explained in section 7.3,

but instead of having three tissues, I have two different conditions. I came up with

a total of 5,315 constitutive genes (genes with exactly one poly(A) site), and 3,726

alternative genes, with 3,467 genes expressed in both conditions, Fig. 7.15. Since the

goal is to measure the effect of the SRp20 induction on alternative poly(A) usage,

I applied the model on that last group of alternative genes that are expressed in

both conditions. I the ran the linear model with permutation, see section 7.3.2, to

determine p-values and significant. Fig. 7.16 gives the number of significant genes
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Figure 7.15: SRp20 data analysis: number of genes in constitutive versus alterna-
tive cases.

Figure 7.16: Alternative polyadenylation significance analysis for SRp20 data.

and PASs associated with different p-value cutoffs.

I then explored if the change in alternative polyadenylation is correlated with

the binding of SRp20 in the 3’-UTR region. For this, my collaborators generated

PAR-CLIP data for SRp20 binding sites in SRp20 over-expressed mouse cell line.

PAR-CLIP stands for Photoactivatable-Ribonucleoside-Enhanced Crosslinking and

Immunoprecipitation. It is an experimental protocol to identify the binding sites

of RNA-binding proteins (RBPs) and microRNA-containing ribonucleoprotein com-

plexes at high resolution (Hafner et al., 2010b). Among the 16,382 identified clusters

for SRp20 binding sites, 33.4% were in coding regions, 21.2 % in 3’-UTRs and 16.4%

were in introns. Detecting binding sites in coding and intron regions is expected

since SRp20 is a known to be a splicing factor, yet, the enrichment of binding sites

in the 3’-UTR is exceptionally interesting.
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Figure 7.17: PolyA changes are enriched for genes with SRp20 binding sites in
3’-UTR.

Hypergeometric test on the APA significant genes (611 genes) was calculated,

as well as for those with SRp20 binding sites in 3’-UTR (2,233 genes). Applying

hypergeometric test on the number of overlapping genes between the two datasets

(264 genes) resulted in p-value of 4.30e-12. This implies that there is a significant

enrichment for the overlap between these two groups. Next, APA genes were ranked

according to the maximum change in polyA site usage and performed a gene set

enrichment analysis against genes with SRp20 binding sites in coding versus 3’-UTR

regions. PolyA site usage changes were found to be enriched for genes with binding

sites in 3’-UTR (FDR values 0.121 and 0.003 respectively), Fig. 7.17. This supports

the hypothesis that SRp20 affects alternative polyadenylation by binding to the 3’-

UTR of APA genes.

Finally, I tested if the change caused by alternative polyadenylation from the
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Figure 7.18: Differences in Short Form Index (SFI) for SRp20 data.

binding of SRp20 favors shorter or longer mRNA isoforms. A short form index

(SFI) was defined to be the percentage of contribution of the shortest (distal) polyA

site and compared the difference in SFI between wild type and over-expressed cells.

Then DifferencepSFIiq is defined as:

DifferencepSFIiq “ SFIWT
i ´ SFIoverexpressedi (7.6)

where i denotes a specific gene, WT is the wild-type and overexpressed is the

other condition in which SRp20 is over-expressed. A negative DifferencepSFIiq

would indicate shortening upon over expression. However, I did not find a significant

difference favoring mRNA shortening or lengthening.

7.6 Discussion

Alternative polyadenylation is a regulatory process with major impact on the down-

stream post-transcriptional fate of affected transcripts, yet it has been fairly sparsely

investigated. Recently, several studies have analyzed data resulting from new high-
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throughput sequencing protocols, and some studies reported on differential prefer-

ences for APA usage in some genes from one tissue to another (Shepard et al., 2011).

However, without a suitable methodology to specify the significance of these events,

we may confuse alternative with specifically regulated polyadenylation.

Using a high-throughput sequencing method particularly designed to probe the

mRNA 3’ end, PA-Seq, I was able to accurately identify polyA sites with high res-

olution. PA-Seq data from brain, liver and kidney were collected and constitutive

genes were separated from those having more than one APA isoform. Given the large

variability of tag counts across genes and coverage across libraries, simple tag number

thresholds or ratios, or information theoretic metrics such as Shannon entropy, are

not a well-suited methodology for deep sequencing data. They drastically inflate the

number of putative alternative sites, and cannot separate spurious events with little

sequence evidence from truly significant ones.

I therefore designed a suitable statistical framework to identify tissue-specific

events such as alternative polyadenylation sites across multiple deep sequencing li-

braries. Using a fixed effects linear model and permutation tests, I was able to assign

significance levels to APA usage and identify tissue-specific regulated events. This

stringent test left us with a highly specific and suitable datasets to investigate the

regulation of alternative APA, but led to very limited sample sizes. For example, the

GFER mRNA showed two polyA sites with the distal site being used in brain only,

similar to the findings in (Shepard et al., 2011). However, given its relatively low

read coverage, it did not meet the stringent specificity threshold. Replicate datasets

will enable the use of other statistical tests, which will likely detect a larger subset as

significantly different, and may thus help to identify additional regulatory elements

that are not covered in the provided examples.

This study is the first of its kind to analyze multiple APA sites for a transcript

and across more than two conditions. I separated constitutive genes from genes with

166



multiple APA sites, and examined each group separately. This analysis demonstrated

that the main cis-regulatory elements described to be responsible for polyadenyla-

tion, are a strong – and in fact a highly informative – hallmark for constitutive sites

only. Studies have shown that 20-30% of human genes do not have the canonical PAS

signal and suggested that polyadenylation regulation is directed by non-canonical

sequences (Zarudnaya et al., 2003; Tian et al., 2005). Moreover, regulation by non-

canonical sequences is more frequent in genes with APA (Tian et al., 2005; Nunes

et al., 2010).

In specifically regulated subsets, in particular brain APA sites, I was able to define

a highly enriched motif (AAAAAAAAAA) starting just downstream of the PAS

cluster (see Fig. 7.11; application of MEME to the brain specific subset confirmed

its significance, resulting in an E-value of 1.8e-057). The canonical polyA signal was

not observed in brain-specific clusters, and was found at lower conservation in liver

and kidney. This agrees with an observation reported in (Nunes et al., 2010), where

a polyA site did not possess the canonical polyA signal instead contained an A-

rich element in its vicinity. An analysis of a different recent polyA deep sequencing

dataset also showed a roughly two-fold enrichment of the A rich motif at brain

sites, compared to liver and kidney, despite being generated by a different protocol

and processed by a different pipeline (Derti et al., 2012). Given that the motif is

specifically observed in only one tissue within multiple datasets, it is unlikely to be

an experimental artifact resulting from internal priming, but I cautiously point out

that it may reflect a property of brain mRNAs unrelated to polyadenylation.

Applying this same APA analysis on mouse SRp20 induced cell lines supported

the involvement of SRp20 in polyadenylation. Combining significant APA genes

with PAR-CLIP binding clusters for this same protein further confirmed polyadeny-

lation regulation by SRp20 binding to 3’-UTRs. However, no evidence for SRp20 to

specifically promote lengthening or shortening of mRNAs was observed.
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This methodology can be applied to data from additional libraries, such as the

data generated from applying a high-throughput sequencing protocol on five mam-

mals (Derti et al., 2012). This will allow for the definition of specific subsets and aid

in the identification of further candidates of regulatory sequence features. Combined

with knowledge of regulatory factors affecting polyadenylation and their expression

patterns, this will enable the design of models that can build on the encouraging

tissue-specific results I have reported here.
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8

Future Directions

In an effort to build a comprehensive model that mimics a specific cell type along

with its regulating modules, two machine learning models were presented in this the-

sis. The first model predicts main distal regulatory elements responsible for specific

patterns of gene expression. The second model identifies tissue-specific polyadeny-

lation events and highlights main sequences associates with this post-transcriptional

process in different tissue types. Although results presented here have demonstrated

the effectiveness of the presented models, it is exciting that there are several possi-

ble future directions that could move this work forward for a better comprehensive

transcriptional as well as post-transcriptional tissue-specific understanding.

8.1 Improving McEnhancer for better gene regulation understanding

McEnhancer predicts sequence-related DHSs from those existing in +/-50kb around

a given gene. After seeing the distance distribution between predicted enhancers and

their targets, a more profound model would compute posterior probabilities for each

unlabeled DHS, then use Gibbs sampling to predict relevant sequences. Enhancers

do not interact with genes in a manner determined by linear distances, they could
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actually fall on different chromosomes, not necessarily that of the given gene. Using

a Gibbs sampling approach would help predicting relevant DHSs without a distance

limitation.

Another key improvement is to allow interactions within boundaries defined by

TADs. Interaction contact maps resulted from analysis of Hi-C and ChIA-PET

data suggested that the genome is divided into self-interacting regions with strong

enrichment of insulators at the topological boundary regions (Dixon et al., 2012).

Incorporating TAD boundary definitions in the model could either be achieved by

increasing assignment probabilities between enhancers and genes belonging to the

same TAD, and/or blocking interactions between different TADs. The beauty of

Bayesian statistic theory is that these weights could be incorporated in the models

by setting different priors. How TAD boundaries are defined is still a challenging

question.

Alternatively, sparse Bayesian factor analysis (sBFA) could be investigated in

solving a similar predictive problem. sBFA is nonparametric technique where data is

modeled by a linear combination of factors given the corresponding mixing weights

and some additive Gausian noise, while sparseness is promoted on the factor loading

matrix. sBFA reduces large number of sequence features to a much smaller number

of unobserved variables (factors) (Pruteanu-Malinici et al., 2011). This technique

would allow the identification of important k-mers responsible for a specific expres-

sion pattern, which could be further used in a classifier.

Cooperative binding of TFs to DNA happens when TFs bound to adjacent sites

and reinforce each other’s occupancy by forming multi-protein complexes (Spitz and

Furlong, 2012). Identifying important TFBSs that work together to achieve such

pattern could help in a more accurate sequence-dependent prediction. While McEn-

hancer learns important sequence motifs required for regulation of specific patterns,

it does not cluster these k-mers into relevant groups, indicating which TFs interact-
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ing together. Group lasso regularization (Friedman et al., 2010) could actually be

used for this goal. A sparse group lasso constrain would be incorporated into the

sparse logistic regression classifier to encode different k-mer clusters. This approach

resulted in a significantly better performance when applied on identifying TF binding

profiles in open chromatin regions (Setty and Leslie, 2015).

Finally, using a more curated tissue-specific enhancer data, which provides infor-

mation on the functional activity of enhancers in specific tissues, would definitely

help in more accurate predictions. STARR-seq (Arnold et al., 2013), for example,

could help in providing accurate enhancer candidates along with their activities.

While DNase-seq data identifies open chromatin regions along the genome, it fails

to provide any information feedback on the activity of the enhancer. Nevertheless,

embryonic DNase-seq data is not tissue-specific, as it requires grinding of the whole

embryo before starting the assay. A more advanced protocol that captures open

regions in a tissue-specific resolution would be of immense improvement.

Integrating McEnhancer predictions with other types of epigenetic information

would help provide a better understanding of transcriptional gene regulation during

Drosophila embryogenesis. Such integration will be challenging, yet exciting at the

same time. Predictions will need to be tested experimentally to provide a powerful

understanding of the regulatory code. Nevertheless, methods that functionally ma-

nipulate enhancers in situ by allowing the recruitment of TFs to any desired position

on the genome, such as CRISPR-Cas9 (Gilbert et al., 2013) and TALEs (Crocker

and Stern, 2013), would drastically help in understanding the specific functionality

of each and every regulatory region.
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8.2 Improving predictions of tissue-specific alternative polyadenyla-
tion sites

Work on identification of tissue-specific alternative polyadenylation sites could be

further extended in multiple ways. The incorporation of other replicates would help

sharpen the linear model, as we might not even need to permute the data to get a

cutoff threshold. The variance would just be estimated out of the given replicates,

and a threshold would be assigned accordingly.

A better analysis of support vectors used in SVM classification would, neverthe-

less, help in highlighting important k-mers required for APA events. Interpreting

support vectors, especially with kernel settings, is a controversial issue in the field.

Yet, some work has been done to infer identified k-mers from support vector classifiers

with string kernels (Sonnenburg et al., 2008). A similar technique could be applied

in order to decode specific k-mers that were chosen as support vectors. This would

signal out important features for polyadenylation in each of the tissues investigated.

In addition, the kernel-based SVM model could be used for novel tissue-specific

polyA site prediction. If trained with sufficient, high resolution, clear signal to noise

data, a model characterizing tissue-specific polyadenylation events in each tissue type

could be established. These models could then be used for novel predictions. The

SVM model could be easily extended to a multi-class classifier. Consolidating the

model with data from many other different cell/tissue types would identify alternative

polyA sites in different cell types with high resolution.

With the introduction of PAR-CLIP (Hafner et al., 2010a), HITS-CLIP (Darnell,

2010) and iCLIP (Huppertz et al., 2014), identifying binding sites for RNA-binding

proteins (RBPs) and microRNA-containing ribonucleoprotein complexes (miRNPs)

has become feasible. This information could be combined, especially for those pro-

teins that bind to the 3’-UTR or have known effect on the polyadenylation process,

172



with predicted tissue-specific alternative polyadenylation sites. For example, the

knockdown of CF I(m)68, a 3’ end processing factor, resulted in a systematic use

of proximal polyadenylation sites, providing insights behind the previously observed

increase in tumor cell invasiveness upon CF I(m)68 knockdown (Martin et al., 2012).

Similar work targeting other 3’ end processing factors would help us better under-

stand the pervasive role for APA in oncogene activation, and subsequently find a

cure for cancer.
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Appendix A

McEnhancers supplementary plots
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Figure A.1: CDF showing the number of DHSs selected at each cutoff for all
clusters grouped together.
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Figure A.2: CDF showing the number of DHSs selected at each cutoff per cluster.

175



cluster  5R

#common DHSs

F
re

qu
en

cy

2 6 10 14

0
40

0
80

0
12

00

cluster  6R

#common DHSs

F
re

qu
en

cy

2 6 10 14

0
20

0
40

0
60

0

cluster  7R

#common DHSs

F
re

qu
en

cy

5 10 15

0
20

0
60

0

cluster  10R

#common DHSs

F
re

qu
en

cy

4 6 8 12

0
20

0
60

0

cluster  13R

#common DHSs

F
re

qu
en

cy

4 8 12

0
40

0
80

0
12

00

cluster  14R

#common DHSs

F
re

qu
en

cy

4 8 12 16

0
20

0
40

0
60

0

cluster  15R

#common DHSs

F
re

qu
en

cy

4 8 12

0
20

0
60

0

cluster  16R

#common DHSs

F
re

qu
en

cy

2 6 10 14

0
10

0
30

0

cluster  18R

#common DHSs

F
re

qu
en

cy

2 6 10 14

0
20

0
40

0

cluster  19R

#common DHSs

F
re

qu
en

cy

2 6 10 14

0
20

0
60

0

cluster  22R

#common DHSs

F
re

qu
en

cy

5 10 15

0
10

0
20

0
30

0

cluster  23R

#common DHSs
F

re
qu

en
cy

4 6 8 12

0
10

0
20

0
30

0

cluster  24R

#common DHSs

F
re

qu
en

cy

4 6 8 12

0
20

0
40

0
60

0

cluster  25R

#common DHSs

F
re

qu
en

cy

4 6 8 12

0
20

0
60

0

cluster  26R

#common DHSs

F
re

qu
en

cy

4 6 8 12

0
20

0
60

0

cluster  27R

#common DHSs

F
re

qu
en

cy

4 6 8 12

0
20

0
40

0
60

0

cluster  28R

#common DHSs

F
re

qu
en

cy

2 6 10 14

0
20

0
40

0

Figure A.3: Histograms showing the number of DHSs selected at each cutoff per
cluster.
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Appendix B

Enriched TF motifs in predicted DHSs per cluster

k-mer Z-
score

TF P-
value

E-
value

Function

cluster 5R Late epidermis, hindgut, foregut and trachea
AAACT 6.32 eg 0.007 1.729 development of nervous system
AATAA 3.44 fkh 0.005 1.271 lately expressed in the salivary

gland and epidermis
AATAA 3.44 sens 0.006 1.412 dendrite morphogenesis
TTTCA 3.38 Blimp-

1
0.004 1.085 Expressed in a variety of tis-

sues including epidermis
TTTCA 3.38 byn 0.007 1.707 hindgut, midgut morphogene-

sis
CTTTA 2.91 Hr38 0.004 0.939 epidermis development

cluster 6R Late epidermis, hindgut, foregut and trachea
CCCAG 3.29 Sp1 0.002 0.453 imaginal disc-derived leg mor-

phogenesis
ACCTC 2.51 Doc2 0.006 1.407 anterior Malpighian tubule de-

velopment
ACCTC 2.51 Doc3 0.007 1.780 anterior Malpighian tubule de-

velopment
ACAGG 2.44 wor 0.001 0.270 a member in Snail fam-

ily, known for regulating
epithelial-mesenchymal transi-
tion

ACAGG 2.44 scrt 0.001 0.270 scratchis expressed in the
CNS,PNS,eyeandbrain.

AGGTG 2.42 mid 0.001 0.180 leg disc pattern formation,
plus other organ development
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k-mer Z-
score

TF P-
value

E-
value

Function

AGGTG 2.42 byn 0.001 0.362 midgut/hindgut development
AGGTG 2.42 org-1 0.002 0.416 org-1 depends on Wingless sig-

naling, epidermal related
AGGTG 2.42 da 0.004 0.947 neurogenesis
AGGTG 2.42 egg 0.004 0.997 wing disc development, oogen-

esis
TCGTC 2.29 prd 0.004 0.891 pair-rule gene
TCGTC 2.29 gsb-n 0.006 1.513 segment polarity determina-

tion and neurogenesis
CGGGT 2.11 Eip74EF0.001 0.270 cell death
CGGGT 2.11 gcm2 0.006 1.440 dendrite morphogenesis
GTCAG 2.07 tj 0.001 0.240 necessary for the development

of ovarian somatic cells
GTCAG 2.07 nau 0.001 0.300 epidermis adhesion compo-

nents
GTCAG 2.07 maf-S 0.001 0.300 head development and cell

death. Indirect effect on CncB,
which plays a role in the ven-
tral epidermis of other head
and trunk segments

GTCAG 2.07 Hr46 0.003 0.831 one of the main TF for epider-
mis

cluster 7R early epidermis
CTACA 5.29 lin-28 0.004 1.026 regulates muscle formation
CTGTA 3.72 knrl 0.006 1.335 open tracheal system develop-

ment
TTGTA 3.51 slp2 0.003 0.803 In the epidermis, mutation in-

slpgenes result in a fusion of
specific abdominal segments

TTGTA 3.51 gl 0.004 1.022 expressed in Corpora cardiaca
precursors

ACCTA 3.01 Eip75B 0.006 1.454 cell death
ACCTA 3.01 Hr46 0.008 1.836 one of the main TF for epider-

mis
GTATG 2.22 gl 0.003 0.655 expressed in Corpora cardiaca

precursors
CATGT 2.08 twi 0.005 1.218 dorsal/ventral polar-

ity,mesoderm,gastrulation
cluster 13R CNS, nervous system, brain and ventral nerve cord

AGAGG 4.60 Trl 0.006 1.407 A key TF for regulating devel-
opmental enhancers

GCGCG 4.34 dpn 0.004 0.959 pan-neural gene,central& pe-
ripheralnervous system
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k-mer Z-
score

TF P-
value

E-
value

Function

GCGCG 4.34 h 0.004 1.065 pair-ruleand patterning gene.
Directly repress transcription
of the proneural gene achaete

TACGC 4.02 sob 0.001 0.360 drm,oddandsob are expressed
in a seven-stripe segmental
pattern at stage 5; this pattern
evolves into fourteen stripes
that mark the anterior margin
of each segment (Green, 2002).

TACGC 4.02 bowl 0.003 0.671 nervous system
CCCAC 2.70 seq 0.003 0.653 many functions including neu-

ron development, sensory or-
gan development

CCCAC 2.70 btd 0.004 0.859 head gap gene, expressed in de-
veloping nervous system

CCCAC 2.70 klu 0.004 1.022 PNS, bristles,leg,CNS,tumor
suppressor

CCCAC 2.70 sug 0.008 1.870 response to nutrient and star-
vation

TGTGT 2.47 twi 0.005 1.218 dorsal/ventral polar-
ity,mesoderm,gastrulation

CGTGC 2.32 E(Spl) 0.001 0.154 neurogenic genes
CGTGC 2.32 Side 0.001 0.363 motor neuron axon guidance
CGTGC 2.32 dpn 0.002 0.442 pan-neural gene,central& pe-

ripheralnervous system
CGTGC 2.32 Hey 0.005 1.248 neuron fate determination
CGTGC 2.32 da 0.006 1.470 pan-neural gene
CGTGC 2.32 h 0.008 1.887 pair-ruleand patterning gene.

Directly repress transcription
of the proneural gene achaete

TGCAC 2.28 sna 0.003 0.665
TGCAC 2.28 gl 0.003 0.723 response to red light, sensory

perception of sound
TGCAC 2.28 Hr96 0.004 0.961 response to starvation
ACGCT 2.14 exex 0.007 1.650 CNS development

cluster 14R Nervous system midline
CGACA 3.88 wor 0.005 1.124 brain development, CNS devel-

opment
CATCC 15.00 crc 0.003 0.723 pupation and response to star-

vation
CTGCG 16.00 HLH4C 0.001 0.231 neurogenic TFs
CTGCG 16.00 Adf1 0.004 1.032 CNS,PNS,neuromuscular

junction,olfactory memory
cluster 15R Chemosensory & mechanosensory nervous system
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k-mer Z-
score

TF P-
value

E-
value

Function

AGAGC 7.66 eg 0.008 1.970 required for the specification of
serotonin neurons

AGGGG 5.00 Bteb2 0.003 0.763
AGGGG 5.00 seq 0.005 1.226
AGGGG 5.00 Rel 0.005 1.252 peripheral nervous system neu-

ron development
GAGAG 3.42 Trl 0.00 0.18 A key TF for regulating devel-

opmental enhancers
GTGAG 3.19 hkb 0.004 0.999 required for the specification of

serotonin neurons
GGGGT 3.07 lmd 0.002 0.499 muscle development
GGGGT 3.07 opa 0.003 0.653 opa regulates Wingless (Wg).

In the ventral nerve cord, Wg
is required for the formation
and specification of a neuronal
precursor cell

GGGGT 3.07 sug 0.003 0.763 response to starvation and nu-
trient

GGGGT 3.07 seq 0.005 1.226 many functions: neuron devel-
opment, sensory organ devel-
opment

TGCCA 2.11 E(Spl) 0.001 0.300 neurogenic genes
TGCCA 2.11 CrebA 0.002 0.465 dorsal/ventral pattern forma-

tion
TGCCA 2.11 NfI 0.002 0.568
TGCCA 2.11 dpn 0.005 1.111 pan-neural gene,central& pe-

ripheralnervous system
TGCCA 2.11 Side 0.005 1.222 motor neuron axon guidance
GTGTG 2.04 org-1 0.002 0.488
GTGTG 2.04 Doc2 0.002 0.499 anterior Malpighian tubule de-

velopment)
GTGTG 2.04 byn 0.003 0.682 midgut/hindgut development
GTGTG 2.04 mid 0.003 0.750

cluster 16R Nervous system-pirepheral
CGGAT 7.78 Gsc 0.001 0.210
CGGAT 7.78 Ets98B 0.001 0.270
CGGAT 7.78 oc 0.006 1.441 brain, CNS development
TCCGG 5.75 pnt 0.000 0.115 regulation of neurogenesis
TCCGG 5.75 aop 0.001 0.154 many functions including neu-

ron development
CCGCC 3.58 klu 0.005 1.197 PNS, bristles,leg,CNS,tumor

suppressor
CCGGT 3.45 odd 0.001 0.192 Neuronal differentiation
GTGGC 3.38 CrebA 0.001 0.304
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k-mer Z-
score

TF P-
value

E-
value

Function

GTGGC 3.38 Xbp1 0.004 0.980
GTGGC 3.38 h 0.005 1.306 pair-ruleand patterning gene.

Directly repress transcription
of the proneural gene achaete

ACGCC 3.15 hkb 0.001 0.154 required for the specification of
serotonin neurons

ACGCC 3.15 HLH106 0.001 0.154
ACGCC 3.15 Bteb2 0.001 0.173
ACGCC 3.15 Sp1 0.001 0.192
ACGCC 3.15 cbt 0.002 0.497 sensory organ development,

wing disc dorsal/ventral pat-
tern formation

ACGCC 3.15 luna 0.003 0.629 preblastoderm mitotic cell cy-
cle

ACGCC 3.15 btd 0.004 1.031 head gap gene, expressed in de-
veloping nervous system

ACGCC 3.15 Poxn 0.007 1.593 sensory organ development, es-
pecially in leg, wing and sen-
sory organs.

GCACC 2.75 sna 0.002 0.442 It acts to restrict neuroecto-
derm and neural fate in the in-
vaginating mesoderm.

TACCG 2.38 ovo 0.002 0.416 many functions including
germ-line sex determination,
cuticle pattern formation

CGCTA 2.36 exex 0.003 0.831 CNS development
GCGCA 2.22 Adf1 0.004 1.032
GCGCA 2.22 slbo 0.005 1.178 oogenesisandtracheadevelopment
GCAGG 2.15 da 0.003 0.655 pan-neural gene

cluster 18R Muscle somatic, head and trunk
TGTAT 6.69 dmrt93B0.002 0.511 controls the differentiation of

sex-specific muscles
TGTAT 6.69 gl 0.004 1.021 expressed in Corpora cardiaca

precursors, which originate
from head mesoderm

GTATC 2.82 so 0.002 0.631 so plays a role in eye morpho-
geneisis, but its homolog D-
six4 is a key mesodermal pat-
terning mediator

ATATG 2.29 Oli 0.001 0.438 motor neuron axon guidance
ATATG 2.29 dimm 0.002 0.584 neuroendocrine cells
CTGTA 2.05 knrl 0.005 1.334 gap gene

cluster 19R Muscle visceral
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k-mer Z-
score

TF P-
value

E-
value

Function

CCAGG 2.89 brk 0.001 0.211 negatively regulates DPP,
which plays an important role
in visceral muscle

ACGGT 2.85 ovo 0.001 0.415 regulates SMN, which has a
function in striated muscles

ACGGT 2.85 Poxn 0.007 1.803 sensory organ development, es-
pecially in leg, wing and sen-
sory organs. Also involved in
mesodermal differentiation

ACGGT 2.85 bowl 0.008 1.981 bowl is required both in the
foregut, where it distinguishes
proventriculus from anterior
gut, and in hindgut, where it
distinguishes small from large
intestine

CACCG 2.39 lin-28 0.001 0.249 regulates muscle formation
GCCGG 2.15 pnt 0.007 1.847 many functions including mus-

cle fiber development
cluster 25R Optic lobe, SNS and ventral epidermis

GGATT 11.69 oc 0.001 0.187 gap gene
GGATT 11.69 Gsc 0.001 0.328 Gscis expressed in the orga-

nizer, the compartment associ-
ated with the dorsal lip of the
blastopore.

GGATT 11.69 bcd 0.001 0.328 Amaternally transcribedgene,
organizes anterior develop-
ment

GGGTT 8.83 Kr 0.001 0.240 gap gene
GGGTT 8.83 seq 0.004 0.974 many functions:terminal cell

fate specification, open tra-
cheal system

GGGAA 5.58 Dorsal 0.001 0.270 peripheral nervous system neu-
ron development and immune
response

GGGAA 5.58 Kn 0.002 0.420 gap gene
GGGAT 5.51 bcd 0.004 0.875 A maternally transcribedgene,

organizes anterior develop-
ment

GGGAT 5.51 Ptx1 0.004 0.939 D-Ptx1 is more likely to con-
trol physiological cell functions
than pattern formation during
Drosophila embryogenesis

CGGGG 5.42 opa 0.002 0.507 pair-rule gene, involved in
the induction of wingless into
the posterior compartments of
parasegments
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k-mer Z-
score

TF P-
value

E-
value

Function

CGGGG 5.42 sug 0.006 1.495 response to nutrient and star-
vation

CGGGG 5.42 Dorsal 0.007 1.615 peripheral nervous system neu-
ron development and immune
response

CGGGG 5.42 lmd 0.007 1.675 mesoderm
CGGGG 5.42 klu 0.008 1.875 PNS, bristles,leg,CNS,tumor

suppressor
CCGAA 4.83 D 0.003 0.750 pair-rule gene, a key element

in the regulatory program that
drives the onset of zygotic gene
expression in the blastoderm
embryo

AAAGG 3.84 Kr 0.002 0.375 gap genes cause the loss of cen-
tral segments from the embryo

AAAGG 3.84 usp 0.002 0.515 neoron and muscle develop-
ment

AAAGG 3.84 Hr38 0.002 0.520 epidermis development
AAAGG 3.84 Hnf4 0.004 0.936 endoderm and mesoderm de-

velopment
ACAGG 3.78 sna 0.001 0.240 The patterns ofsnail correlate

with nuclear Dorsal levels and
exhibit scaling to DV length.
Dorsal TF is a boundary posi-
tions for several target genes,
and slong DV axis

ACAGG 3.78 wor 0.001 0.270 a member in Snail family
ACAGG 3.78 scrt 0.001 0.270 scratchis expressed in

theCNS,PNS,eyeandbrain.
TCCCC 3.51 Dorsal 0.001 0.173 peripheral nervous system neu-

ron development and immune
response

TCCCC 3.51 bcd 0.003 0.665 Amaternally transcribedgene,
organizes anterior develop-
ment

CTACC 3.02 odd 0.001 0.300 Accumulates in a pair-rule pat-
tern of seven stripes during
cellular blastoderm (stage 5).
The Odd pair-rule expression
stripes . Odd is expressed
in evenly spaced stripes corre-
sponding to the anterior mar-
gins of every segment. During
gastrulation, Odd undergoes a
transition from a pair-rule to a
segment-polarity pattern of ex-
pression
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k-mer Z-
score

TF P-
value

E-
value

Function

CTACC 3.02 sob 0.008 1.979 expressed in a segmental pat-
tern in the developing leg

TTGTC 2.45 achi 0.008 1.816 spermatocytogenesis
cluster 26R Forgut epidermis, tarchea, hindgut and imaginal tissues
GGGAT 5.30 oc 0.004 0.849 gapand neural gene
GGGAT 5.30 bcd 0.004 0.875 Amaternally transcribedgene,

organizes anterior develop-
ment

GGGAT 5.30 Ptx1 0.004 0.939 D-Ptx1 is more likely to con-
trol physiological cell functions
than pattern formation during
Drosophila embryogenesis

GGGAT 5.30 Dorsal 0.008 1.907 peripheral nervous system neu-
ron development and immune
response

ACTGG 4.31 Sp1 0.004 0.974 sequence or structural similar-
ity with btd

CCGAT 3.64 Gsc 0.002 0.481 Gscis expressed in the orga-
nizer, the compartment associ-
ated with the dorsal lip of the
blastopore

CTACC 2.95 odd 0.001 0.300 pair-rule gene
CTACC 2.95 sob 0.008 1.979 expressed in a segmental pat-

tern in the developing legs
GAGAT 2.61 srp 0.008 2.025 It is proposed that the meso-

dermal patch ofsrpconstitutes
the hemocyte primordium at
blastoderm stage

CGGGG 2.47 opa 0.002 0.507 pair-rule gene, involved in
the induction of wingless into
the posterior compartments of
parasegments

CGGGG 2.47 sug 0.006 1.495 response to nutrient
CGGGG 2.47 Dorsal 0.007 1.615 peripheral nervous system neu-

ron development and immune
response

CGGGG 2.47 lmd 0.007 1.675 mesoderm
CGGGG 2.47 klu 0.008 1.875 PNS, bristles,leg,CNS,tumor

suppressor
CGGAT 2.37 Gsc 0.001 0.210 Gscis expressed in the orga-

nizer, the compartment associ-
ated with the dorsal lip of the
blastopore

CGGAT 2.37 oc 0.006 1.441 gapand neural gene
cluster 27R Head and trunk mesoderm primordium
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k-mer Z-
score

TF P-
value

E-
value

Function

AGGGG 6.69 seq 0.005 1.226 many functions:terminal cell
fate specification, open tra-
cheal system

GGGAA 4.65 Dorsal 0.001 0.270 peripheral nervous system neu-
ron development and immune
response

GGGAA 4.65 kn 0.002 0.420 segment polarity determina-
tion

GGGAA 4.65 Dif 0.004 1.029 immune response
AGAGG 3.62 Trl 0.006 1.407 A key TF for regulating devel-

opmental enhancers
GGGGC 2.61 cbt 0.002 0.518 dorsal closure
GGGGC 2.61 hkb 0.005 1.166 gap gene
GGGGC 2.61 btd 0.008 1.909 head gap gene, anterior and

posterior segmentation
GGGGC 2.61 luna 0.008 1.919 preblastoderm mitotic cell cy-

cle
GGGGC 2.61 klu 0.008 1.948 PNS, bristles,leg,CNS,tumor

suppressor
GCGCG 2.33 dpn 0.004 0.959 pan-

neural,centralandperipheralnervous
system

GCGCG 2.33 h 0.004 1.065 pair-rule and patterning
TTGCC 2.01 Rfx 0.007 1.600 enhancer patterning during

neural development
cluster 23R Anterior and posterior endoderm primordium

GCGGG 5.04 gcm 0.003 0.710 posterior head segmentation
and glial cell differentiation

GCGGG 5.04 opa 0.003 0.845 pair-rule gene
GCGGG 5.04 btd 0.006 1.517 head gap gene, anterior and

posterior segmentation
GCGGG 5.04 sug 0.006 1.555
GCGGG 5.04 lmd 0.007 1.675
GCGGG 5.04 klu 0.008 1.875 PNS, bristles,leg,CNS,tumor

suppressor
CGCCA 4.28 brk 0.001 0.212 D/V patterning
CGCCA 4.28 Sp1 0.002 0.553 sequence or structural similar-

ity with btd
CGCCA 4.28 dpn 0.006 1.375 pan-neural
CGCCA 4.28 h 0.007 1.737 pair-rule and patterning
GACGG 3.84 Poxn 0.006 1.361 sensory organ development, es-

pecially in leg, wing and sen-
sory organs.

CACCC 3.08 seq 0.001 0.192 many functions:terminal cell
fate specification, open tra-
cheal system
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k-mer Z-
score

TF P-
value

E-
value

Function

CACCC 3.08 ci 0.002 0.392 wing disc anterior/posterior
pattern formation

CACCC 3.08 btd 0.006 1.332 head gap gene, anterior and
posterior segmentation

CACCC 3.08 luna 0.008 1.960
CATCC 2.88 crc 0.003 0.723 pupation and response to star-

vation
CGCCC 2.86 Sp1 0.001 0.123 sequence or structural similar-

ity with btd
CGCCC 2.86 klu 0.001 0.199 PNS, bristles,leg,CNS,tumor

suppressor
CGCCC 2.86 btd 0.001 0.257 head gap gene, anterior and

posterior segmentation
CGCCC 2.86 cbt 0.001 0.269 dorsal closure
CGCCC 2.86 hkb 0.001 0.294 gap gene
CGCCC 2.86 luna 0.002 0.389 preblastoderm mitotic cell cy-

cle
CGCCC 2.86 ci 0.008 1.848 wing disc anterior/posterior

pattern formation
GCGCC 2.54 brk 0.001 0.136 D/V patterning, wing, brkand-

sogtogether specify the neu-
roectoderm of Drosophila em-
bryos

GCGCC 2.54 dpn 0.004 0.959 pan-
neural,centralandperipheralnervous
system

GCGCC 2.54 h 0.005 1.115 pair-rule and patterning
GCGCC 2.54 ci 0.008 1.994 wing disc anterior/posterior

pattern formation
GACCA 2.52 ci 0.002 0.499 wing disc anterior/posterior

pattern formation
GCGCA 2.20 Adf1 0.004 1.032
GCGCA 2.20 slbo 0.005 1.178 oogenesisandtracheadevelopment

Table B.1: Enriched TF motifs in predicted DHSs and their associated functionali-
ties.
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Appendix C

Summary of computational models to predict
polyadenylation sites

Technique Dataset Features Results

POLYAH:
Linear dis-
criminate
analysis, by
assigning
different
weights
to these
features
(Salamov
and
Solovyev,
1997)

GenBank, Ver-
sion 82. Positive
examples: (-
100,+200) around
poly(A) signal.
Negative: pat-
terns revealed by
Poly(A) weight
matrix but not
assigned to
poly(A) sites

1. PWM for scoring
poly(A) signal. 2.
PWM for scoring of
downstream GT/T-rich
element. 3. Distance
between poly(A) sig-
nal and predicted
downstream GT/T-
rich element (DSE).
4. Hexanucleotides
composition of down-
stream (+6, +100)
region. 5. Hexanu-
cleotides composition
of upstream (-100, -1)
region. 6. Positional
triplet composition of
downstream (+6, +55)
region. 7. Positional
triplet composition
of upstream (-50,-1)
region. 8. Positional
triplet composition
of the GT/T-rich
downstream element.

1. The most significant
characteristic is the
score of AATAAA
pattern. 2. The second
one is the hexanu-
cleotides composition
of downstream (+6,
+100) region, only
when combined with
the upstream AATAAA
signal. 3. Character-
istics in downstream
region is more informa-
tive than those in the
upstream region.
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Technique Dataset Features Results

Polyadq:
Two
quadratic
discrim-
inate
functions;
one for
AATAAA-
type PASes
and the
other for
ATTAAA-
type PASes
(Tabaska
and Zhang,
1999)

ESTs from build
24 of the hu-
man UniGene
database. Region
(-50,+100) rela-
tive to poly(A)
site.

1. PWM for poly(A)
signals and down-
stream DSE GU/U-rich
elements.

1. PAS signals: 76.4%
contain AATAAA,
13.2% ATTAAA, the
rest are other one base
variants of AATAAA.
2. DE: it prefers
U residues at every
position except the
fourth and accepts C
at positions 3,4 and 6,
and G at 2,8,9 and 10,
noting that this is a
compressed version of
the SELEX products
generated by the RBD
of the 64 kDa subunit
of CStF. 3. PASes
are tightly distributed
about 10 to 25 bases
upstream of the polyA
sites, while DEs occur
between 5 and 30 bases
downstream of the
PolyA sites. 4. Detect
only 55% of the true
poly(A) sites

ERPIN:
Creates
position
weight ma-
trices, and
finds all
sequences
matching
these ma-
trices above
a certain
threshold
(Legen-
dre and
Gautheret,
2003)

(+/- 300 nt)
region around
PAS. Constitu-
tive genes are
classified into
those within 300
nt of Stop codon,
and those at
distance 300nt or
more from Stop
codon. For UTRs
with alternative
polyadenylation,
sites were clas-
sified as strong
(70% ESTs) and
Weak (10-30%)
sites, with each
classified as distal
(3’ most site)
or proximal (5’
most site). Neg-
ative examples
were defined as
regions contain-
ing AATAAA
hexamer but
not reported as
poly(A) sites.

1. DSE is not a GU-rich
region, but U-rich. U-
richness is significantly
higher for ”strong” and
constitutive sites than
for ”weak” ones 2. Up-
stream U-rich elements
are present in large
number of mRNA. 3.
Constitutive sites dis-
play relatively low U%
background in both 5’
and 3’ flanking regions,
compared to alterna-
tively polyadenylated
and control examples.
This maybe due to their
proximity to coding se-
quences with higher GC
contents. 4. UTRs with
more than one sites,
the strongest poly(A)
sites are usually the
most distal ones. 5.
Specificity = 69-85%,
and Sensitivity = 56%.
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Technique Dataset Features Results

Liu et al.
(Liu et al.,
2003)

Same dataset as
ERPIN. Only
considers (+/-100
nt) from PAS
signal. They used
an entropy-based
algorithm for
feature selection.
The linear SVM
for classification.

1. Non-position spe-
cific 1-3 mers, marked
only as being upstream
or downstream

Same results. They
reached the same sensi-
tivity measures as ER-
PIN.

Poly SVM:
applied the
C-support
vector clas-
sification
(C-SVC)
method and
the radial
basis kernel
function
(RBF),
with de-
fault set-
tings, C=1,
gamma
= 1/15
(Cheng
et al., 2006)

PolyA DB, each
site with the sur-
rounding (+/-300
nt). Negative
examples were
generated by 1st
order Markov
chain model
derived from
randomization
of the positive
examples.

Identified PSSM of 15
candidate cis elements
in four regions [-100/-
41, -40/-1, +1/+40,
+41/+100] around
poly(A) sites using
hexamer enrichment
score.

1. By applying Leave-
one-out experiments,
they concluded that the
most important element
is CUE2, then CUE1.
AUE3, ADE3, and
ADE5 have similar role.
Leaving out any single
element from the other
9 elements caused some
decrease in prediction
performance, while the
omission of any of them
alone did not have
significant effect. (47%
of false-negative)

Table C.1: Summary of computational models to predict polyadenylation sites.
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Kvon, E. Z., Kazmar, T., Stampfel, G., Yáñez-Cuna, J. O., Pagani, M., Schernhuber,
K., Dickson, B. J., and Stark, A. (2014), “Genome-scale functional characterization
of Drosophila developmental enhancers in vivo,” Nature.

Lai, S.-L., Miller, M. R., Robinson, K. J., and Doe, C. Q. (2012), “The Snail family
member Worniu is continuously required in neuroblasts to prevent Elav-induced
premature differentiation,” Developmental cell, 23, 849–857.

Langmead, B. and Salzberg, S. L. (2012), “Fast gapped-read alignment with Bowtie
2,” Nature methods, 9, 357–359.

Langmead, B., Trapnell, C., Pop, M., and Salzberg, S. (2009), “Ultrafast and
memory-efficient alignment of short DNA sequences to the human genome,”
Genome Biol, 10, R25.

203



Latchman, D. et al. (1990), “Gene regulation; a eukaryotic perspective.” Gene regu-
lation; a eukaryotic perspective.

Lawrence, M., Huber, W., Pages, H., Aboyoun, P., Carlson, M., Gentleman, R.,
Morgan, M. T., and Carey, V. J. (2013), “Software for computing and annotating
genomic ranges,” PLoS Comput Biol, 9, e1003118.

Lee, J. Y., Yeh, I., Park, J. Y., and Tian, B. (2007), “PolyA DB 2: mRNA polyadeny-
lation sites in vertebrate genes,” Nucleic acids research, 35, D165–D168.

Legendre, M. and Gautheret, D. (2003), “Sequence determinants in human
polyadenylation site selection,” BMC genomics, 4, 7.

Leslie, C., Eskin, E., and Noble, W. (2002), “The spectrum kernel: a string kernel
for SVM protein classification.” in Pacific symposium on biocomputing, vol. 575,
pp. 564–575, Hawaii, USA.

Lewis, D. D. (1998), “Naive (Bayes) at forty: The independence assumption in
information retrieval,” in Machine learning: ECML-98, pp. 4–15, Springer.

Li, H. and Durbin, R. (2009), “Fast and accurate short read alignment with Burrows–
Wheeler transform,” Bioinformatics, 25, 1754.

Li, X. and Noll, M. (1993), “Role of the gooseberry gene in Drosophila embryos:
maintenance of wingless expression by a wingless–gooseberry autoregulatory loop.”
The EMBO journal, 12, 4499.

Li, X., Xu, H., and Wu, Q. (2007), “Large-scale biodiesel production from mi-
croalga Chlorella protothecoides through heterotrophic cultivation in bioreactors,”
Biotechnology and bioengineering, 98, 764–771.

Li, X.-Y., Thomas, S., Sabo, P. J., Eisen, M. B., Stamatoyannopoulos, J. A., and Big-
gin, M. D. (2011), “The role of chromatin accessibility in directing the widespread,
overlapping patterns of Drosophila transcription factor binding,” Genome Biol, 12,
R34.

Liang, P. (2005), “Semi-supervised learning for natural language,” Ph.D. thesis, Mas-
sachusetts Institute of Technology.

Lianoglou, S., Garg, V., Yang, J. L., Leslie, C. S., and Mayr, C. (2013), “Ubiqui-
tously transcribed genes use alternative polyadenylation to achieve tissue-specific
expression,” Genes & development, 27, 2380–2396.

Libbrecht, M. W. and Noble, W. S. (2015), “Machine learning applications in genetics
and genomics,” Nature Reviews Genetics.

204



Lieberman-Aiden, E., van Berkum, N. L., Williams, L., Imakaev, M., Ragoczy, T.,
Telling, A., Amit, I., Lajoie, B. R., Sabo, P. J., Dorschner, M. O., et al. (2009),
“Comprehensive mapping of long-range interactions reveals folding principles of
the human genome,” science, 326, 289–293.

Little, R. (1977), “Discussion on the paper by Professor Dempster, Professor Laird
and Dr. Rubin,” Journal of the Royal Statistical Society, Series B, 39, 25.

Liu, H., Han, H., Li, J., and Wong, L. (2003), “An in-silico method for predic-
tion of polyadenylation signals in human sequences,” GENOME INFORMATICS
SERIES, pp. 84–93.

Liu, Y. and Kirchhoff, K. (2013), “Graph-based semi-supervised learning for phone
and segment classification.” in INTERSPEECH, pp. 1840–1843.

Lou, H., Neugebauer, K. M., Gagel, R. F., and Berget, S. M. (1998), “Regulation
of alternative polyadenylation by U1 snRNPs and SRp20,” Molecular and cellular
biology, 18, 4977–4985.

Lu, Y., Zhou, Y., and Tian, W. (2013), “Combining Hi-C data with phylogenetic
correlation to predict the target genes of distal regulatory elements in human
genome,” Nucleic acids research, p. gkt785.

Majoros, W. and Ohler, U. (2007), “Spatial preferences of microRNA targets in 3’
untranslated regions,” BMC genomics, 8, 152.

Malin, J., Aniba, M. R., and Hannenhalli, S. (2013), “Enhancer networks revealed
by correlated DNAse hypersensitivity states of enhancers,” Nucleic acids research,
p. gkt374.

Mangone, M., Manoharan, A., Thierry-Mieg, D., Thierry-Mieg, J., Han, T., Mack-
owiak, S., Mis, E., Zegar, C., Gutwein, M., Khivansara, V., et al. (2010), “The
landscape of C. elegans 3’ UTRs,” Science, 329, 432.

Marioni, J. C., Mason, C. E., Mane, S. M., Stephens, M., and Gilad, Y. (2008),
“RNA-seq: an assessment of technical reproducibility and comparison with gene
expression arrays,” Genome research, 18, 1509–1517.

Markstein, M., Markstein, P., Markstein, V., and Levine, M. S. (2002), “Genome-
wide analysis of clustered Dorsal binding sites identifies putative target genes in
the Drosophila embryo,” Proceedings of the National Academy of Sciences, 99,
763–768.

Martin, G., Gruber, A. R., Keller, W., and Zavolan, M. (2012), “Genome-wide
analysis of pre-mRNA 3’ end processing reveals a decisive role of human cleavage
factor I in the regulation of 3’ UTR length,” Cell reports, 1, 753–763.

205



Mayr, C. and Bartel, D. (2009), “Widespread shortening of 3’UTRs by alternative
cleavage and polyadenylation activates oncogenes in cancer cells,” Cell, 138, 673–
684.

McCallum, A., Nigam, K., et al. (1998), “A comparison of event models for naive
bayes text classification,” in AAAI-98 workshop on learning for text categorization,
vol. 752, pp. 41–48, Citeseer.

McCullagh, P., Nelder, J. A., and McCullagh, P. (1989), Generalized linear models,
vol. 2, Chapman and Hall London.

McVicker, G., van de Geijn, B., Degner, J. F., Cain, C. E., Banovich, N. E., Raj, A.,
Lewellen, N., Myrthil, M., Gilad, Y., and Pritchard, J. K. (2013), “Identification
of genetic variants that affect histone modifications in human cells,” Science, 342,
747–749.

Merika, M., Williams, A. J., Chen, G., Collins, T., and Thanos, D. (1998), “Recruit-
ment of CBP/p300 by the IFNβ enhanceosome is required for synergistic activation
of transcription,” Molecular cell, 1, 277–287.

Mifsud, B., Tavares-Cadete, F., Young, A. N., Sugar, R., Schoenfelder, S., Ferreira,
L., Wingett, S. W., Andrews, S., Grey, W., Ewels, P. A., et al. (2015), “Mapping
long-range promoter contacts in human cells with high-resolution capture Hi-C,”
Nature genetics, 47, 598–606.

Miller, D. J. and Uyar, H. S. (1997), “A mixture of experts classifier with learning
based on both labelled and unlabelled data,” in Advances in neural information
processing systems, pp. 571–577.

Mirny, L. A. (2010), “Nucleosome-mediated cooperativity between transcription fac-
tors,” Proceedings of the National Academy of Sciences, 107, 22534–22539.

Modolell, J. (1996), “Patterning of the adult peripheral nervous system of
Drosophila.” Perspectives on developmental neurobiology, 4, 285–296.

Moncalvo, V. G. R. and Campos, A. R. (2009), “Role of serotonergic neurons in the
Drosophila larval response to light,” BMC neuroscience, 10, 66.

Moore, M. (2005), “From birth to death: the complex lives of eukaryotic mRNAs,”
Science, 309, 1514.

Mukherjee, A., Melnattur, K. V., Zhang, M., and Nambu, J. R. (2006), “Maternal
expression and function of the Drosophila sox gene Dichaete during oogenesis,”
Developmental dynamics, 235, 2828–2835.

206
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Rätsch, G. and Sonnenburg, S. (2004), “13 Accurate Splice Site Detection for
Caenorhabditis elegans,” Kernel methods in computational biology, p. 277.
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Y. (2003), “Computational approaches to identify promoters and cis-regulatory
elements in plant genomes,” Plant physiology, 132, 1162–1176.

Saberi, S., Farre, P., Cuvier, O., and Emberly, E. (2015), “Probing long-range inter-
actions by extracting free energies from genome-wide chromosome conformation
capture data,” BMC Bioinformatics, 16, 171–183.

Sabo, P. J., Hawrylycz, M., Wallace, J. C., Humbert, R., Yu, M., Shafer, A.,
Kawamoto, J., Hall, R., Mack, J., Dorschner, M. O., et al. (2004), “Discovery
of functional noncoding elements by digital analysis of chromatin structure,” Pro-
ceedings of the National Academy of Sciences of the United States of America, 101,
16837–16842.

Sakabe, N. J., Savic, D., and Nobrega, M. A. (2012), “Transcriptional enhancers in
development and disease,” A A, 4, K4.

Salamov, A. and Solovyev, V. (1997), “Recognition of 3’-processing sites of human
mRNA precursors,” Computer applications in the biosciences: CABIOS, 13, 23.

210



Sandberg, R., Neilson, J., Sarma, A., Sharp, P., and Burge, C. (2008), “Proliferating
cells express mRNAs with shortened 3’untranslated regions and fewer microRNA
target sites,” Science, 320, 1643.

Sanyal, A., Lajoie, B. R., Jain, G., and Dekker, J. (2012), “The long-range interaction
landscape of gene promoters,” Nature, 489, 109–113.

Schoenfelder, S., Sexton, T., Chakalova, L., Cope, N. F., Horton, A., Andrews, S.,
Kurukuti, S., Mitchell, J. A., Umlauf, D., Dimitrova, D. S., et al. (2010), “Prefer-
ential associations between co-regulated genes reveal a transcriptional interactome
in erythroid cells,” Nature genetics, 42, 53–61.

Schones, D. E., Cui, K., Cuddapah, S., Roh, T.-Y., Barski, A., Wang, Z., Wei, G.,
and Zhao, K. (2008), “Dynamic regulation of nucleosome positioning in the human
genome,” Cell, 132, 887–898.

Schroeder, M. D., Pearce, M., Fak, J., Fan, H., Unnerstall, U., Emberly, E., Ra-
jewsky, N., Siggia, E. D., and Gaul, U. (2004), “Transcriptional Control in the
Segmentation Gene Network of ¡italic¿Drosophila¡/italic¿,” PLoS Biol, 2, e271.

Schug, J., Schuller, W., Kappen, C., Salbaum, J., Bucan, M., and Stoeckert, C.
(2005), “Promoter features related to tissue specificity as measured by Shannon
entropy,” Genome biology, 6, R33.

Schukat-Talamazzini, E. G. (1995), “Automatische Spracherkennung,” Vieweg,
Wiesbaden.

Setty, M. and Leslie, C. (2015), “SeqGL Identifies Context-Dependent Binding Sig-
nals in Genome-Wide Regulatory Element Maps.” PLoS computational biology,
11, e1004271.

Sexton, T., Yaffe, E., Kenigsberg, E., Bantignies, F., Leblanc, B., Hoichman, M.,
Parrinello, H., Tanay, A., and Cavalli, G. (2012), “Three-dimensional folding and
functional organization principles of the Drosophila genome,” Cell, 148, 458–472.

Shao, Y., Feng, Y., Chen, J., and Deng, N. (2009), “Density Clustering Based SVM
and Its Application to Polyadenylation Signals,” in Proc. of the Third International
Symposium on OSB, Zhangjiajie, Chi-na: Copyright, pp. 117–122.

Shen, Y., Yue, F., McCleary, D. F., Ye, Z., Edsall, L., Kuan, S., Wagner, U., Dixon,
J., Lee, L., Lobanenkov, V. V., et al. (2012), “A map of the cis-regulatory sequences
in the mouse genome,” Nature, 488, 116–120.

Shepard, P. J., Choi, E.-A., Lu, J., Flanagan, L. A., Hertel, K. J., and Shi, Y. (2011),
“Complex and dynamic landscape of RNA polyadenylation revealed by PAS-Seq,”
Rna, 17, 761–772.

211



Sherwood, R. I., Hashimoto, T., O’Donnell, C. W., Lewis, S., Barkal, A. A., van
Hoff, J. P., Karun, V., Jaakkola, T., and Gifford, D. K. (2014), “Discovery of
directional and nondirectional pioneer transcription factors by modeling DNase
profile magnitude and shape,” Nature biotechnology, 32, 171–178.

Shi, M. and Zhang, B. (2011), “Semi-supervised learning improves gene expression-
based prediction of cancer recurrence,” Bioinformatics, 27, 3017–3023.

Shi, Y., Di Giammartino, D. C., Taylor, D., Sarkeshik, A., Rice, W. J., Yates, J. R.,
Frank, J., and Manley, J. L. (2009), “Molecular architecture of the human pre-
mRNA 3’ processing complex,” Molecular cell, 33, 365–376.

Shimada-Niwa, Y. and Niwa, R. (2014), “Serotonergic neurons respond to nutrients
and regulate the timing of steroid hormone biosynthesis in Drosophila,” Nature
communications, 5.

Shlyueva, D., Stampfel, G., and Stark, A. (2014), “Transcriptional enhancers: from
properties to genome-wide predictions,” Nature Reviews Genetics, 15, 272–286.

Sing, T., Sander, O., Beerenwinkel, N., and Lengauer, T. (2005), “ROCR: visualizing
classifier performance in R,” Bioinformatics, 21, 3940–3941.

Singer, J. B., Harbecke, R., Kusch, T., Reuter, R., and Lengyel, J. A. (1996),
“Drosophila brachyenteron regulates gene activity and morphogenesis in the gut,”
Development, 122, 3707–3718.

Slattery, M., Zhou, T., Yang, L., Machado, A. C. D., Gordân, R., and Rohs, R.
(2014), “Absence of a simple code: how transcription factors read the genome,”
Trends in biochemical sciences, 39, 381–399.

Smith, J. J., Deane, N. G., Wu, F., Merchant, N. B., Zhang, B., Jiang, A., Lu, P.,
Johnson, J. C., Schmidt, C., Bailey, C. E., et al. (2010), “Experimentally derived
metastasis gene expression profile predicts recurrence and death in patients with
colon cancer,” Gastroenterology, 138, 958–968.

Song, L. and Crawford, G. E. (2010), “DNase-seq: a high-resolution technique for
mapping active gene regulatory elements across the genome from mammalian
cells,” Cold Spring Harbor Protocols, 2010, pdb–prot5384.
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Chilarska, P. M., Kinston, S., Ouwehand, W. H., Dzierzak, E., et al. (2010),
“Combinatorial transcriptional control in blood stem/progenitor cells: genome-
wide analysis of ten major transcriptional regulators,” Cell stem cell, 7, 532–544.

215



Witten, I. H. and Bell, T. C. (1991), “The zero-frequency problem: Estimating the
probabilities of novel events in adaptive text compression,” Information Theory,
IEEE Transactions on, 37, 1085–1094.

Wittkopp, P. J., True, J. R., and Carroll, S. B. (2002), “Reciprocal functions of the
Drosophila yellow and ebony proteins in the development and evolution of pigment
patterns,” Development, 129, 1849–1858.

Xiao, Q., Komori, H., and Lee, C.-Y. (2012), “klumpfuss distinguishes stem cells
from progenitor cells during asymmetric neuroblast division,” Development, 139,
2670–2680.

Xie, B., Jankovic, B. R., Bajic, V. B., Song, L., and Gao, X. (2013), “Poly (A) motif
prediction using spectral latent features from human DNA sequences,” Bioinfor-
matics, 29, i316–i325.

Xu, X., Yin, Z., Hudson, J. B., Ferguson, E. L., and Frasch, M. (1998), “Smad
proteins act in combination with synergistic and antagonistic regulators to target
Dpp responses to theDrosophila mesoderm,” Genes & Development, 12, 2354–
2370.

Yaffe, E. and Tanay, A. (2011), “Probabilistic modeling of Hi-C contact maps elim-
inates systematic biases to characterize global chromosomal architecture,” Nature
genetics, 43, 1059–1065.
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