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Abstract

The goal of a machine learning problem is to learn useful patterns from observa-

tions so that appropriate inference can be made from new observations as they

become available. Based on whether labels are available for training data, a vast

majority of the machine learning approaches can be broadly categorized into super-

vised or unsupervised learning approaches. In the context of supervised learning,

when observations are available as labeled feature vectors, the learning process is a

well-understood problem. However, for many applications, the standard supervised

learning becomes complicated because the labels for observations are unavailable as

labeled feature vectors. For example, in a ground penetrating radar (GPR) based

landmine detection problem, the alarm locations are only known in 2D coordinates

on the earth’s surface but unknown for individual target depths. Typically, in order

to apply computer vision techniques to the GPR data, it is convenient to represent

the GPR data as a 2D image. Since a large portion of the image does not contain

useful information pertaining to the target, the image is typically further subdivided

into subimages along depth. These subimages at a particular alarm location can be

considered as a set of observations, where the label is only available for the entire set

but unavailable for individual observations along depth. In the absence of individ-

ual observation labels, for the purposes of training standard supervised learning ap-

proaches, observations both above and below the target are labeled as targets despite

substantial differences in their characteristics. As a result, the label uncertainty with
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depth would complicate the parameter inference in the standard supervised learning

approaches, potentially degrading their performance. In this work, we develop learn-

ing algorithms for three such specific scenarios where: (1) labels are only available

for sets of independent and identically distributed (i.i.d.) observations, (2) labels

are only available for sets of sequential observations, and (3) continuous correlated

multiple labels are available for spatio-temporal observations. For each of these sce-

narios, we propose a modification in a traditional learning approach to improve its

predictive accuracy. The first two algorithms are based on a set-based framework

called as multiple instance learning (MIL) whereas the third algorithm is based on

a structured output-associative regression (SOAR) framework. The MIL approaches

are motivated by the landmine detection problem using GPR data, where the train-

ing data is typically available as labeled sets of observations or sets of sequences.

The SOAR learning approach is instead motivated by the multi-dimensional human

emotion label prediction problem using audio-visual data, where the training data is

available in the form of multiple continuous correlated labels representing complex

human emotions. In both of these applications, the unavailability of the training

data as labeled featured vectors motivate developing new learning approaches that

are more appropriate to model the data.

A large majority of the existing MIL approaches require computationally expen-

sive parameter optimization, do not generalize well with time-series data, and are

incapable of online learning. To overcome these limitations, for sets of observations,

this work develops a nonparametric Bayesian approach to learning in MIL scenarios

based on Dirichlet process mixture models. The nonparametric nature of the model

and the use of non-informative priors remove the need to perform cross-validation

based optimization while variational Bayesian inference allows for rapid parameter

learning. The resulting approach is highly generalizable and also capable of online

learning. For sets of sequences, this work integrates Hidden Markov models (HMMs)
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into an MIL framework and develops a new approach called the multiple instance

hidden Markov model. The model parameters are inferred using variational Bayes,

making the model tractable and computationally efficient. The resulting approach

is highly generalizable and also capable of online learning. Similarly, most of the

existing approaches developed for modeling multiple continuous correlated emotion

labels do not model the spatio-temporal correlation among the emotion labels. Few

approaches that do model the correlation fail to predict the multiple emotion labels

simultaneously, resulting in latency during testing, and potentially compromising

the effectiveness of implementing the approach in real-time scenario. This work inte-

grates the output-associative relevance vector machine (OARVM) approach with the

multivariate relevance vector machine (MVRVM) approach to simultaneously pre-

dict multiple emotion labels. The resulting approach performs competitively with

the existing approaches while reducing the prediction time during testing, and the

sparse Bayesian inference allows for rapid parameter learning. Experimental re-

sults on several synthetic datasets, benchmark datasets, GPR-based landmine de-

tection datasets, and human emotion recognition datasets show that our proposed

approaches perform comparably or better than the existing approaches.
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1

Introduction

The goal of a machine learning problem is to learn useful patterns from observations

so that appropriate inference can be made from new observations as they become

available. Based on whether labels are available for training data, a vast majority

of the machine learning approaches can be broadly categorized into supervised or

unsupervised learning approaches. Indeed there are other variations of learning such

as semi-supervised learning, reinforcement learning, and transfer learning, to name

a few, but this work mostly covers the former two learning approaches and their

extensions. In the context of supervised learning, when observations are available

as labeled feature vectors, the learning process is a well-understood problem. How-

ever, for many applications, the standard supervised learning becomes complicated

because observations are unavailable as labeled feature vectors. In many problems,

labels may be only available for sets of observations but not for individual observa-

tions (Thomas G. Dietterich and Lozano-Perez (1997); Maron (1998); S. Andrews

(2002); Foulds and Frank (2010)), observations may have multiple continuous cor-

related labels (Pantic et al. (2008); Zeng et al. (2009); Gunes and Schuller (2013)),

characteristic patterns of the observations may be changing over time (Cubero et al.
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(2011); Zhang et al. (2012)), or observations may have both categorical and contin-

uous labels (Pantic et al. (2008); Zeng et al. (2009); Gunes and Schuller (2013)). In

this work, we develop learning algorithms for three such specific scenarios where: (1)

labels are only available for sets of independent and identically distributed (i.i.d.)

observations, (2) labels are only available for sets of sequential observations, and

(3) continuous correlated multiple labels are available for spatio-temporal observa-

tions. The first two algorithms are based on a set-based framework called as multi-

ple instance learning (MIL) (Thomas G. Dietterich and Lozano-Perez (1997); Maron

(1998); S. Andrews (2002); Wang et al. (2008); Foulds and Frank (2010)) whereas

the third algorithm is based on a structured output-associative regression (SOAR)

framework (Weston et al. (2002); Bo and Sminchisescu (2009, 2010); Nicolaou et al.

(2012)).

For each of these scenarios, we propose a modification in a traditional learning

approach to improve its predictive accuracy. The set-based learning approaches are

motivated by the landmine detection problem using ground penetrating radar (GPR)

data, where the training data is typically available as labeled sets of observations or

sets of sequences. In the GPR data, the alarm locations are only known in 2D coor-

dinates on the earth’s surface but unknown for individual target depths. Typically,

in order to apply computer vision techniques to the GPR data, it is convenient to

represent the GPR data as a 2D image, as described in Section 1.1.1. Since a large

portion of the image does not contain useful information pertaining to the target, the

image is typically further subdivided into subimages along depth. These subimages

at a particular alarm location can be considered as a set of observations, where the

label is only available for the entire set but unavailable for individual observations

along depth. In the absence of individual observation labels, for the purposes of train-

ing standard supervised learning approaches, observations both above and below the

target are labeled as targets despite substantial differences in their characteristics.
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As a result, the label uncertainty with depth would complicate the parameter in-

ference in the standard supervised learning approaches, potentially degrading their

performance. Alternatively, a collection of these images (sets) along with the known

locations of the buried targets (set labels) in the training data form a dataset that

is more suitable for the set-based learning, especially since the depth locations of

the emplaced targets are not easily available. In the GPR-based landmine detection

problem, the parameter inference in the standard supervised learning approaches is

complicated due to the unavailability of labels for individual observations. There

are other applications where the learning is complicated by the presence of multiple

continuous labels that are correlated over time and among themselves. In order to

address this difficulty in learning, this work develops a learning approach based on

the SOAR framework. The GPR-based landmine detection data is suitable for the

set-based learning because in the GPR data, discrete labels are available as targets

or false alarms for either sets of observations or sets of sequences. Since these labels

are univariate, discrete, and typically considered to be uncorrelated with each other,

the GPR data is inappropriate for the SOAR-based learning approach, where the

goal is to predict multiple continuous correlated labels. The SOAR-based learning

approach is instead motivated by the multi-dimensional human emotion prediction

problem using audio-visual data, where the training data is available in the form of

multiple continuous correlated labels, representing complex human emotions, which

is described in Section 1.2.1. In both of these applications, the unavailability of

the training data as labeled featured vectors motivate developing new learning ap-

proaches that are more appropriate to model the data.

1.1 GPR-based landmine detection: A case for set-based learning

Due to the limitations of physics-based and model inversion techniques in real-time

operation (MacDonald and Lockwood (2003); Torrione et al. (2013)) and motivated
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by the success of fast statistical signal processing techniques to effectively model the

highly-varying response of buried threats (Gader et al. (2001); Wilson et al. (2007);

Frigui and Gader (2009); Torrione et al. (2013)), many GPR-based landmine detec-

tion approaches have been developed utilizing the recent advances in the machine

learning fields (Torrione and Collins (2007a); Ho et al. (2008); Pasolli et al. (2009);

Williams et al. (2009); Wilson et al. (2007); Frigui and Gader (2009)). Most of these

approaches use standard supervised learning methods to classify buried threats from

false alarms. These approaches expect observations in the training data in the form

of labeled feature vectors. However, as described in Section 1.1.1, labels in the train-

ing data are typically unavailable for individual feature vectors but only available

for sets of feature vectors. The feature vectors themselves can be represented as

either i.i.d. observations or sequential observations. In this work, two algorithms are

developed for GPR-based landmine detection that are suitable for set-based learning

using i.i.d. or sequential observations.

1.1.1 GPR-based landmine detection

Due to the increasing usage of non-metallic mines and prevalence of metallic clutter,

the traditional electromagnetic induction (EMI) sensors are inadequate for fielded

operations on their own (MacDonald and Lockwood (2003); Ho et al. (2008); Torrione

et al. (2013)). As a result, a variety of other techniques are being explored, most

of which exploit the electromagnetic characteristics of the mines or the mine casing:

ground penetrating radar (GPR), infrared/hyperspectral methods, acoustic/seismic

methods, etc. (MacDonald and Lockwood (2003)). In particular, GPR-based tech-

niques have resulted in some of the best performing subsurface threat detection meth-

ods (Gader et al. (2001); Wilson et al. (2007); Frigui and Gader (2009); Torrione et al.

(2013)). GPR can detect non-metal or low-metal content subsurface targets as long

as the electromagnetic properties of the targets are substantially different from the
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Figure 1.1: From left to right, (a) a typical hyperbolic response of a buried land-
mine in preprocessed 2D GPR data. The horizontal direction represents the direction
of motion of the vehicle, which is called as downtrack, whereas the vertical direction
represents the time it takes for the EM signal to transmit from the antenna and
reflect back from the subsurface (Torrione et al. (2006)), (b) the preprocessed 2D
GPR data divided into multiple depth bins, and (c) each depth bin is represented as
a sequence of down track samples, where each sequence of down track samples rep-
resents an HMM sequence whose states correspond to background and three edges -
rising, flat, and falling.

soil in which they are buried (MacDonald and Lockwood (2003); Daniels (2009)).

But naive processing of GPR also flags anomalies such as roots, rocks, potholes, and

other clutter objects as potential threats (MacDonald and Lockwood (2003); Daniels

(2009)). To reduce false alarms, current GPR-based landmine detection systems first

identify potential threat locations using a computationally efficient technique known

as a prescreening algorithm (Torrione et al. (2006)). These prescreener alarms are

then further discriminated into target and non-target classes using more sophisti-

cated methods (Torrione and Collins (2004); Zhu and Collins (2005); Torrione and

Collins (2007a); Pasolli et al. (2009); Williams et al. (2009); Wilson et al. (2007);

Frigui and Gader (2009)). But most of these approaches assume i.i.d. observations.

Given a spatial location of a buried target or a prescreener false alarm, the GPR

response corresponding to that location can be represented as a 2D image for the

purposes of applying computer vision approaches to GPR data. Fig. 1.1 (a) is an
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example of such an image, showing the GPR response of a buried landmine obtained

by a vehicle-mounted downward-looking GPR sensor (Torrione et al. (2006)). In

the figure, the horizontal direction represents the direction of motion of the vehicle,

which is called as downtrack, whereas the vertical direction represents the propaga-

tion time, or (roughly) depth into the transmission media (Torrione et al. (2013)).

As shown in Fig. 1.1 (a), large portions of the image typically contain little or no

information about the object of interest. As a result, in an attempt to localize the ob-

ject of interest, the image is typically further subdivided into overlapping subimages

corresponding to different depth locations (Gader et al. (2001); Frigui and Gader

(2009)), as shown in Fig. 1.1 (b). Typically, the prescreener alarm locations are

known in 2D coordinates on the earth’s surface, but not known for individual target

depths. Due to the absence of depth labels, observations at depth bins both below

and above a target could be all labeled as targets despite being substantially differ-

ent in their characteristics. However, the uncertainty in the observation labels with

depth would complicate learning the classifier parameters, potentially degrading the

classifier’s performance. Alternatively, these subimages could be manually hand la-

beled but hand labeling is extremely time consuming and potentially error prone. In

computer-vision applications, the localization of object of interest is often performed

using keypoint detection methods that utilize corners or blobs to seek interesting

locations in an image (Szeliski (2011)). However, based on some preliminary investi-

gations, corners and blobs do not seem particularly suitable for identifying interesting

locations in GPR images (Sakaguchi et al. (2012)). While new research efforts, in-

cluding keypoint detection in GPR data, are in progress to automate an efficient

labeling process (Torrione and Collins (2007b); Pasolli et al. (2009); Sakaguchi et al.

(2012); Torrione et al. (2013)), this work develops a MIL approach to incorporate

the label uncertainty with depth into the classifier training process.

There are other successful techniques for GPR anomaly discrimination that use
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hidden Markov models (HMM) to characterize 2D GPR data over multiple depth

bins at a particular 2D alarm location as sequences of time samples, as shown in Fig.

1.1 (c) (Gader et al. (2001); Zhao et al. (2003); Frigui and Gader (2005); Frigui et al.

(2007)). This technique is motivated by the typical hyperbolic shape of landmines

in 2D GPR data, which can be represented by an HMM sequence of time samples

transitioning from background to rising, flat, falling edges, and background states, as

shown in Fig. 1.1 (c). A variety of HMM approaches have been developed for subsur-

face threat detection using GPR data (Gader et al. (2001); Zhao et al. (2003); Frigui

and Gader (2005); Frigui et al. (2007); Yuksel et al. (2012)). In these approaches,

GPR data used in landmine detection can be represented as sets of sequential obser-

vations instead of sets of i.i.d. observations. Whether the observations are treated

i.i.d. or sequential, the parameter estimation procedures in most landmine detection

approaches are adversely affected by the unavailability of the depth of the alarm-

based data in the training set of 3D GPR data. In addition to GPR-based landmine

detection problem, the difficulty in labeling time-series data has resulted in a large

body of work in the field of action recognition, behavior modeling, anomaly detec-

tion, and video surveillance (Forsyth (2011); Popoola and Wang (2012); Sapienza

et al. (2014)). Many of these approaches are related to feature generation tech-

niques, weakly labeled supervised learning approaches, and unsupervised learning

approaches (Forsyth (2011); Popoola and Wang (2012); Sapienza et al. (2014)). In

this work, motivated by the difficulty in labeling the GPR data and building on

the MIL approach developed for sets of i.i.d. observations, a new MIL approach is

developed for sets of sequential observations to model time-series data.

This work proposes two alternate classification approaches based on a MIL frame-

work to incorporate the label uncertainty into the classifier training process: (1) for

labeled sets of observations, and (2) for labeled sets of sequences of observations. In

the first proposed approach, a set of observations at a particular 2D alarm location
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is labeled positive if at least one of its observations is a target observation; otherwise

the set is labeled negative. In the second proposed approach, sets of sequences are

similarly defined. The next section describes the MIL framework which forms the

basis for the two proposed approaches.

1.1.2 MIL: A set-based learning

While supervised learning requires labeled observations, these labels are sometimes

only available for sets of observations, not for individual observations. As described

earlier, in the GPR-based landmine detection data, the prescreener alarm locations

are only known in 2D coordinates on the earth’s surface, but not known for individ-

ual target depths. In such scenarios, a different type of supervised learning called

multiple instance learning (MIL) can be used. In MIL framework, training data are

available in the form of sets of instances, where a set is represented as a 2D GPR

image at a particular spatial location (Fig. 1.1 (a)), and instances of a set correspond

to the depth bins (Fig. 1.1 (b)). Since the alarms locations are unknown for individ-

ual target depths, but only known for the 2D coordinates on the earth’s surface, the

labels are unavailable for individual instances, but only available for sets. MIL can

be thought of as a generalized form of standard supervised learning which reduces

to the standard supervised learning problem when each labeled set has exactly one

observation (Foulds and Frank (2010)). Although instance labels are never observed

in MIL, set labels are fully determined by the unknown instance labels. Typically,

in the binary MIL problem, a set is labeled as positive if any of the hidden instance

labels are positive, and negative if all of the instance labels are negative. The goal

of MIL learning is to make use of labeled sets to develop algorithms for accurately

classifying new sets as they become available.

MIL data can be described as a collection of set/label pairs tXn, Ynu
N
n�1, where

each set, Xn, consists of In instances Xn � txniu
In
i�1. The instance labels tyniu

In
i�1

8



are unknown but they determine the set labels as follows: Yn � 1 if at least one

of the instances in set Xn is generated from the probability density ppxni|yni � 1q;

otherwise Yn � 0. The absence of instance labels yni makes it difficult to determine

which instance(s) xni are responsible for the set label Yn. The MIL approach is to

use these set labels and the hidden instance labels to learn a function, f , that infers

the labels for a new set, f : X Ñ Y .

(a) (b)

Figure 1.2: 2D GPR images containing (a) a buried target and (b) a false alarm
represented as (a) Y � 1 set and (b) Y � 0 set respectively, where a set is represented
as a 2D GPR image at a particular spatial location, and instances of a set correspond
to the depth bins. In the MIL framework, the unknown instance labels, yni; i P
t1, ..., Inu, determine the set label, Yn. See Section 1.1.2 for details.

As explained in Section 1.1.1, GPR data used in landmine detection can be

represented as sets of feature vectors, where the instances of a set correspond to the

depth bins in a 2D GPR image. Figs. 1.2(a) and 1.2(b) show examples of two GPR

images containing a buried target and a false alarm, which are represented as a Y � 1

set and a Y � 0 set respectively. The unknown instance labels corresponding to the

target depths are responsible for the known set labels corresponding to the entire 2D

GPR image as described earlier. By representing GPR data as a collection of labeled

sets of feature vectors, a MIL classifier can be learned to differentiate landmines from

false alarms.
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MIL has been applied to the subsurface target detection problem (Bolton and

Gader (2011); Bolton et al. (2011); Yuksel et al. (2012)) along with a wide vari-

ety of other applications such as drug design (Thomas G. Dietterich and Lozano-

Perez (1997); Bergeron et al. (2012)), computer-aided detection (CAD) (Dundar

et al. (2008)), content based image retrieval (CBIR) (Maron and Ratan (1998);

Qi Zhang (2002); Rahmani et al. (2008)), region-based object recognition (Chen

and Wang (2004); Fu et al. (2011)), image/text categorization (S. Andrews (2002);

Chen et al. (2006)), object detection (Viola et al. (2006)), object tracking (Babenko

et al. (2011)), human action recognition (Ali and Shah (2010)), and stock classi-

fication (Maron (1998)). As a result, a number of different algorithms have been

developed for learning with MIL data. However, most of these approaches require

time-consuming cross-validation based parameter optimization while not generalizing

well with time-series data, and are incapable of online learning. The MIL approaches

developed in this work overcome these limitations.

MIL approaches

A larger variety of MIL approaches have been developed for several different applica-

tions, many of which have utilized Diverse Density (DD) approaches (Maron (1998);

Maron and Ratan (1998); Zhang and Goldman (1998); Qi Zhang (2002)), maximum-

margin classifiers (S. Andrews (2002); Chen and Wang (2004)), instance selection

methods (Chen et al. (2006); Fu et al. (2011)), boosting (Viola et al. (2006); Babenko

et al. (2011)), and convex-hull approaches (Dundar et al. (2008)). In particular, the

Diversity Density (DD) and the Support Vector Machines (SVM) approaches have

played a dominant role in the MIL literature.

The DD approach attempts to find a region of positive instances, called as Di-

verse Density region, which is close to the positive sets and far from the negative

sets (Maron (1998)). The DD approach was originally applied to learn a simple de-
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scription of a person from a series of images containing that person (Maron (1998)),

to classify stocks (Maron (1998)), and to classify different types of natural scenes

(Maron and Ratan (1998)). The DD was extended to the expectation maximiza-

tion DD (EMDD) (Qi Zhang (2002)) by representing a set of instances with the

most-likely instance and was applied to CBIR. The EMDD was further extended to

the generalized EMDD (GEMDD) (Rahmani et al. (2008)) by learning appropriate

weights of the features and was applied to localized CBIR.

Building on a large body of work in the SVM development (Cortes and Vapnik

(1995)), the miSVM and MISVM approaches (S. Andrews (2002)) extend the SVM to

a MIL framework to solve image and text category recognition problems. The miSVM

approach maximizes the class margin jointly over hidden instance label variables and

a kernelized discriminant function, while the MISVM approach generalizes the notion

of a margin to sets and maximizes the set margin directly (S. Andrews (2002)).

Several approaches have been developed by combining the DD and the SVM in a

two-stage process. In (Chen and Wang (2004)), the DD is first used to learn instance

prototypes, which are then used to map every set to a point in a new feature space.

In the second stage, the feature space is used to train a SVM to categorize region-

based images (Chen and Wang (2004)). Similarly, in the MILES approach (Chen

et al. (2006)), based on the DD and an instance similarity measure, sets are mapped

into a new feature space, where a 1-norm SVM is used to select the important

features to classify images. The MILES approach (Chen et al. (2006)) has also been

implemented in human action recognition (Ali and Shah (2010)). Inspired by (Chen

et al. (2006)), the MILIS approach (Fu et al. (2011)) performs adaptive instance

selection by alternating between the instance selection and the classifier learning in

an iterative manner and it is applied to infested plant pathogen detection, region-

based image classification, and object class categorization.

In other efforts, building on the Viola-Jones detector, the MILBoost was applied
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to detect people in a teleconferencing application (Viola et al. (2006)). Similar to

the MILBoost, an online MIL based appearance model was used for object tracking

(Babenko et al. (2011)).

Many other approaches to learning in MIL problems utilize clustering approaches

to translate from sets of feature-vectors to individual feature-vectors, which describe

the sets, and thus translate an MIL problem into a classic supervised machine learn-

ing problem. These approaches to MIL have similarities to algorithms developed

in object recognition, where an image is represented by a collection of instances,

commonly called a bag-of-words approach (Gabriella Csurka (2004); Nowak et al.

(2006)). The bag-of-words paradigm has inspired several mixture based MIL meth-

ods, which have resulted in some of the most competitive performance on benchmark

MIL datasets to date (Wang et al. (2008)).

In most of these approaches, however, parameters such as the number of target

concepts in the DD approaches, or the cost factor and the kernel parameter in the

SVM approaches, or the number of components in the mixture model approaches

need to be optimized, a task which often involves cross-validation and can be poten-

tially time consuming. These approaches are also incapable of online learning and

most of these approaches also do not generalize well with time-series data.

Few other nonparametric Bayesian approaches have been developed for multiple

instance learning - Bayesian multiple instance learning (Raykar et al. (2008)) and

Gaussian process multiple instance learning (GPMIL) (Kim and De la Torre (2014)).

While these approaches automatically learn relevant features by placing a prior on the

feature weights, our proposed approaches automatically learn the relevant mixture

components by placing a prior on the number of components. In both previous

approaches, the set label is solely determined by the most-likely instance; whereas

in our proposed approaches, the set label is determined by the contribution from all

instances, where the uncertainty in the probability of each instance being a positive
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instance is integrated out. An advantage of the GPMIL over the Bayesian MIL and

our proposed approaches is that the GPMIL incorporates the interaction among the

instances in a set by using a Gaussian process prior.

By adopting the set-based learning, MIL has also been applied for subsurface

target detection. A random set framework for MIL (RSFMIL) (Bolton and Gader

(2011)) has been used for GPR-based landmine detection and both the RSFMIL and

the multiple instance Relevance Vector Machines (MIRVM) (Raykar et al. (2008))

have been applied to detect landmines using remotely sensed hyperspectral images

in (Bolton et al. (2011)). In both of these efforts, the MIL approaches are shown to

perform better than the non-MIL approaches. However, parameters in the RSFMIL,

such as the number of germ and grain pairs, need to be determined empirically or by

using some prior information (Bolton and Gader (2011)). Recently, a MIL framework

has been used in HMM-based landmine detection (Yuksel et al. (2012)), which imple-

ments the DD (Maron (1998)) on time series data. Although their preliminary work

shows improvement over a standard expectation maximization HMM (EM-HMM),

the DD itself suffers from limitations that have been addressed in subsequent efforts

(Chen and Wang (2004); Rahmani et al. (2008)).

Since a majority of these MIL approaches require computationally expensive pa-

rameter optimization in addition to not generalizing well with time-series data and

being incapable of online learning, in this work, we develop two MIL approaches

for sets of labeled i.i.d. observations in Chapter 3, and sets of labeled sequential

observations in Chapter 4. Experimental results are presented on synthetic datasets,

benchmark MIL datasets, and GPR-based landmine detection datasets. The syn-

thetic datasets provide a means to understand the relative performance of different

approaches by investigating the learned parameters. The benchmark MIL datasets

provide a means to compare different approaches in line with the previously pub-

lished results, and also to analyze why some approaches perform better on certain
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benchmark datasets and worse on others. The landmine detection datasets show the

benefits of the proposed approaches over existing approaches when applied to real

application.

For sets of observations, this work develops a nonparametric Bayesian approach

to learning in MIL scenarios based on Dirichlet process mixture models (Blei and

Jordan (2006)) in Chapter 3. The nonparametric nature of the model and the use of

non-informative priors remove the need to perform cross-validation based optimiza-

tion while variational Bayesian inference allows for rapid parameter learning. The

resulting approach is highly generalizable and also capable of online learning. Results

indicate that the proposed approach performs competitively with existing MIL and

non-MIL methods for two synthetic datasets, several benchmark MIL datasets, and

a new MIL dataset introduced in this work.

For sets of sequences, this work integrates HMMs into an MIL framework and de-

velops a new approach called the multiple instance hidden Markov model (MiHMM)

in Chapter 4. The model parameters are inferred using variational Bayes, making

the model tractable and computationally efficient. The resulting approach is highly

generalizable and also capable of online learning. Experimental results on two syn-

thetic and two landmine datasets show that the proposed approach performs better

than a standard expectation maximization HMM (EM-HMM).

The two proposed approaches extend the two different standard learning ap-

proaches in a MIL framework to overcome the difficulty in learning with data when

labels are easier to obtain for either sets of observations or sets of sequences. Sim-

ilarly, a third approach is proposed that extends a standard learning approach in

a structured output-associative regression (SOAR) framework to overcome the diffi-

culty in learning due to the spatio-temporal nature of data and the need to simul-

taneously predict multiple continuous correlated labels. The GPR-based landmine

detection data described in Section 1.1.1 is suitable for set-based learning because
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in the GPR data, discrete labels are available as targets or false alarms for either

sets of observations or sets of sequences. Since these labels are univariate, discrete,

and typically considered to be uncorrelated with each other, the GPR data is inap-

propriate for the SOAR-based learning, where the difficulty in learning is due to the

need to predict multiple continuous correlated labels. In order to explain this new

difficulty in learning, a different application is considered in the following section.

1.2 Multi-dimensional affect prediction: A case for structured output-
associative regression

There are many applications that consider spatio-temporal data to predict multiple

continuous correlated labels. For example, in a 3D human pose estimation prob-

lem, feature vectors generated from continuous images are used to predict 3D pose

parameters that are correlated with each other due to the physical constraints in

the world (Bo and Sminchisescu (2009, 2010)). Similarly, in human emotion recog-

nition problem, also known as affect recognition, feature vectors obtained from a

continuous audio-visual clip are used to predict multiple affect dimensions that are

correlated with each other (Nicolaou et al. (2012)). In the dimensional modeling of

emotions, the continuous correlated affect labels are used to describe the emotional

state of a person in terms of the levels of positive (valence), active (arousal), power-

ful (dominance), intense (intensity), and expected (expectation) feelings (Mehrabian

(1996); Grandjean et al. (2008)). When modeling these continuous correlated af-

fect dimensions, standard regression techniques are unable to capture the inherent

spatio-temporal dependence between the input and the output variables. One pos-

sible solution to model the inter-dependent inputs and outputs is by adopting the

structured output-associative regression (SOAR) framework (Weston et al. (2002);

Cortes et al. (2005); Bo and Sminchisescu (2009, 2010)), which has also been imple-

mented in dimensional affect prediction problem (Nicolaou et al. (2012)). However,
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the output associative relevance vector machine (OARVM) approach developed by

Nicolaou et al. (2012) learn a separate regression function per affect label, which

results in an increase in the testing time with the number of affect dimensions to be

predicted. In this work, the OARVM approach is extended to jointly model multiple

affect dimensions. The resulting approach performs comparably with the OARVM

approach while allowing faster testing time, especially as the number of affect di-

mensions to be predicted increases. This section first describes the human affect

analysis problem and then uses a SOAR framework to perform multi-dimensional

affect prediction.

1.2.1 Multi-dimensional affect prediction

Analyzing affective human behavior is an important aspect for developing affect

sensitive systems that have a wide variety of applications in human-computer inter-

action (Pantic et al. (2008); Schroder et al. (2012)), clinical and biomedical studies

(Mihelj et al. (2009); Lucey et al. (2011)), autism-related assistive technology (Picard

(2009)), adaptive learning environments (Littlewort et al. (2011)), affect recognition

in the car (Eyben et al. (2010)), multimedia (Soleymani et al. (2008); Sun et al.

(2009)), and entertainment (Sanghvi et al. (2011)). All of these applications seek

real-time continuous human-human or human-computer interaction. A driver as-

sistive system needs to react immediately to a drowsy driver (Eyben et al. (2010))

and an autism-related assistive technology needs to provide real-time affect recog-

nition to enable effective communication and avoid undesired intervention (Picard

(2009)). Thus the current trend in affect recognition is to develop a fast system that

can provide real-time feedback, enabling seamless interaction (Pantic et al. (2008);

Zeng et al. (2009); Gunes and Schuller (2013)). The need to operate in real-time

also drives the need to process continuous input signals to analyze affect continu-

ously, which has motivated several recent affect recognition approaches that consider
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temporal data (Eyben et al. (2010); Nicolaou et al. (2011, 2012)). In addition to

the continuity in the input signals, many recent efforts have represented affect it-

self in continuous dimensional space to overcome the limitations of category-specific

representation in modeling complex human emotion (Mehrabian (1996); Dietz and

Lang (1999); Fontaine et al. (2007); Gunes and Pantic (2010)). Moreover, recent ef-

forts have shown these continuous affect dimensions to be correlated with each other

(Mehrabian (1996); Dietz and Lang (1999); Grandjean et al. (2008)).

Although the current trend has been to develop approaches that can model con-

tinuous input observations, a vast majority of approaches have focused on using

techniques that assume observations are independent. Many of these efforts use

Support Vector Machines (SVMs) (Lucey et al. (2011)), Support Vector Regres-

sion (SVR) (Schroder et al. (2012); Valstar et al. (2014)), and Relevance Vector

Machines (RVMs) (Soleymani et al. (2008)), none of which incorporate temporal

correlation. In order to incorporate past and future observations, Long Short-Term

Memory Recurrent Neural Networks (LSTM-RNNs) (Eyben et al. (2010); Ringeval

et al. (2014)) and Bidirectional Long-Short Term RNNs (BLSTM-RNNs) (Wöllmer

et al. (2010); Ringeval et al. (2014)) have been implemented for affect prediction.

These approaches overcome the static RNN’s limitations by allowing the network to

store and retreive information over long periods of time. They can learn the amount

of context instead of manually defining fixed-size temporal windows (Wöllmer et al.

(2010)). Moreover, they can be implemented to model affect dimensions simulta-

neously (Ringeval et al. (2014)). The LSTM-RNN approaches have been shown to

outperform the static RNN and the standard SVR approaches for affect recognition

(Wöllmer et al. (2010); Ringeval et al. (2014, 2015)).

Along the same vein, in order to model correlation between affect dimensions, a

multi-layered hybrid framework (Nicolaou et al. (2011)) has been developed, where in

the first layer, a LSTM is used to generate continuous arousal and valence estimates.
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These estimates are used in the second layer by an Auto-Regressive Coupled Hidden

Markov Model (ACHMM) to capture the correlation between the affect dimensions,

both of which are used in the third layer for the final classification using a SVM.

While the LSTM-RNN and the ACHMM approaches represent some of the few

recent advances in the affect recognition field that can incorporate the correlation

between the affect dimensions, most of the existing approches model the affect dimen-

sions independently. Another emerging trend in the continuous affect prediction is

the output-associative relevance vector machine (OARVM) (Nicolaou et al. (2012)).

The OARVM approach is based on the SOAR framework and aims to learn the de-

pendencies among the predicted dimensional values. The next section describes the

SOAR-based OARVM approach, which forms the basis for the proposed approach in

this work.

1.2.2 Structured output-associative regression

In several computer vision, natural language processing, and computational biol-

ogy applications, the continuous multivariate outputs are not only dependent on the

spatio-temporal inputs but also correlated with the outputs themselves. Motivated

by these applications, a SOAR method models not only the input-output dependency

but also the inter-dependence of the outputs, complementing the standard regression

techniques. The SOAR approaches have been implemented in various applications

such as string matching (e.g. handwriting recognition problem) (Cortes et al. (2005)),

image reconstruction (Weston et al. (2002); Bo and Sminchisescu (2009)), 3D hu-

man pose estimation (Bo and Sminchisescu (2009, 2010)), and dimensional affect

prediction (Nicolaou et al. (2012)).

A SOAR approach extends a standard regression technique in a two-stage process.

The first stage involves obtaining preliminary output estimates from inputs using a

standard regression technique and the second stage uses both the preliminary output
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estimates and the original inputs to obtain the final output estimates. The flexibil-

ity of the framework allows most standard regression techniques to be adapted in

a SOAR framework. Some of the earlier efforts based on this framework utilized

the Kernel Dependency Estimation (KDE) to learn the internal dependencies among

outputs using the Kernel Principle Component Analysis (KPCA) and the ridge re-

gression (Weston et al. (2002)). The KDE was reformulated in (Cortes et al. (2005))

by discarding the need to explicitly perform the KPCA and optimizing a different

cost function. Both of these approaches were applied to string matching and image

reconstruction problems. Other approaches have adapted the Kernel Ridge Regres-

sion (KRR) (Bo and Sminchisescu (2009)), the Support Vector Regression (SVR)

(Bo and Sminchisescu (2009)), and the Gaussian Process (GP) (Bo and Sminchis-

escu (2010)) in the SOAR framework for image reconstruction and 3D human pose

estimation problems.

Inspired by this framework, a two-stage approach has been used in the OARVM

approach (Nicolaou et al. (2012)) to model the correlation between arousal and va-

lence dimensions, where in the first stage, two independent RVMs are used to obtain

continuous affect estimates. These estimates along with the original input observa-

tions are used by two new RVMs in the second stage to generate the final arousal and

valence estimates. Using this two-stage approach, the OARVM can model both the

temporal dependencies as well as dependencies between the affect dimensions. By

incorporating correlation, the OARVM has been shown to outperform the traditional

RVM and SVR approaches for affect prediction (Nicolaou et al. (2012)).

Despite fulfilling several requirements of an affect recognition approach, the OARVM

requires training independent regressors for each affect dimension in each stage of

the learning process. Predicting each affect dimension separately may translate to

additional computation time during testing. The testing time of the OARVM in-

creases approximately linearly with the number of affect dimensions to be predicted.
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Although the OARVM is specifically applied to predict the most widely used (Nico-

laou et al. (2011); Wöllmer et al. (2010); Ringeval et al. (2014)) arousal and valence

dimensions, it can be applied to predict multiple affect dimensions. Many efforts

have considered additional affect dimensions to model human emotion (Dietz and

Lang (1999); Fontaine et al. (2007); Gunes and Pantic (2010)) and there is ongo-

ing research in determining a useful number of affect dimensions (Fontaine et al.

(2007); Gunes and Pantic (2010); Gunes and Schuller (2013)). A possible solution

to generalize the OARVM to predict multiple affect dimensions without increasing

the testing time may be to implement multiple regressors in parallel in each stage.

An alternative solution, proposed in this work, is to jointly model multiple affect

dimensions by using a multivariate RVM (MVRVM) (Thayananthan et al. (2006)).

The resulting approach models correlation among multiple affect dimensions simul-

taneously, enabling fast affect predictions during testing. As part of the AV+EC

2015 challenge (Ringeval et al. (2015)), our experiments on the RECOLA database

(Ringeval et al. (2014)) show that the proposed approach performs competitively

with the OARVM while reducing the prediction time during testing.

1.3 Overview

Chapter 2 provides necessary background on Bayesian parameter estimation, and

more specifically, on variational Bayesian (VB) parameter inference, which is used for

rapid parameter learning in the first two approaches proposed in this work. Chapter 2

also provides some background on mixture models, a type of state space model called

hidden Markov models (HMM), and a sparse Bayesian technique called Relevance

Vector Machines (RVM), all of which are used in this work. The subsequent three

chapters describe three different cases where the learning is complicated due to the

types of availability of data and labels.

Experimental results are presented on synthetic datasets, benchmark datasets,
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GPR-based landmine detection datasets, and audio/visual/physiological affect recog-

nition datasets. The synthetic datasets provide a means to understand the relative

performance of different approaches by investigating the learned parameters. The

benchmark datasets provide a means to compare different approaches in line with

the previously published results, and also to analyze why some approaches perform

better on certain benchmark datasets and worse on others. The landmine detection

datasets and the affect recognition datasets help validate the benefits of our proposed

approaches over existing approaches when applied to real applications.

Chapter 3 describes the learning problem when labels are only available for sets

of i.i.d. observations, specifically in the context of sub-surface threat detection using

GPR data. In this chapter, a nonparametric Bayesian approach to MIL (NPBMIL)

(Manandhar et al. (2015b)) is developed whose efficacy is compared with other non-

MIL and MIL approaches using simulated datasets, MIL benchmark datasets, and

landmine datasets. The nonparametric nature of the model and the use of non-

informative priors remove the need to perform cross-validation based optimization

while variational Bayesian inference allows for rapid parameter learning. The re-

sulting approach is highly generalizable and also capable of online learning. Results

indicate that the proposed approach performs competitively with existing MIL and

non-MIL methods for two synthetic datasets, several benchmark MIL datasets, and

a new MIL dataset introduced in this work.

Chapter 4 deals with the learning problem when labels are only available for sets

of sequential observations, specifically in the context of sub-surface threat detection

using GPR data. In this chapter, a standard HMM is extended in an MIL framework

to develop a new approach called multiple instance HMM (MiHMM) (Manandhar

et al. (2015a)) and the performance of the proposed approach is compared with a

standard expectation maximization HMM (EM-HMM) using simulated datasets and

two landmine datasets. The model parameters are inferred using variational Bayes,
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making the model tractable and computationally efficient. The resulting approach

is highly generalizable and also capable of online learning. Experimental results on

two synthetic and two landmine datasets show that the proposed approach performs

better than a standard expectation maximization HMM (EM-HMM).

Chapter 5 describes the learning problem when multiple continuous correlated

labels are available for spatio-temporal data, specifically in the context of audio-

visual data based multi-dimensional human affect prediction. In this chapter, the

OARVM and the MVRVM are integrated to develop a new approach called multivari-

ate output-associative RVM (MVOARVM) that can simultaneously predict multiple

affect dimensions. Experimental results on the RECOLA benchmark database show

that the proposed approach performs competitively with the OARVM while reducing

the prediction time during testing. Finally, Chapter 6 summarizes the work and the

future steps.
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2

Background

In addition to the standard supervised learning approaches, the proposed approaches

utilize recent advances in unsupervised learning methods to represent observations in

terms of useful patterns. The details of these two types of approaches are discussed

in this chapter to provide necessary background for the subsequent work.

2.1 Unsupervised learning

Both forms of supervised learning problems described in Chapter 1 have labeled

training observations. However, there are many pattern recognition applications

where labels are unavailable for training observations, which motivates unsupervised

learning approaches. Unsupervised learning can be used to reveal patterns within

data when (1) it may be difficult and time consuming to obtain labels, (2) the

labels may be changing over time, (3) it may be beneficial to first group data into

meaningful clusters before using labels to perform supervised learning, or (4) to

perform exploratory data analysis (Bishop (2006); Duda (2001); Murphy (2012)).

Some of these reasons (the difficulty in labeling data and the benefit of clustering

before labeling) motivate our interest in unsupervised learning approaches. Among
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the wide variety of available unsupervised learning approaches, in this work, we will

specifically focus on some recent developments in mixture models and topic models

because these techniques are appropriate to model the problems considered in this

work and these techniques also provide the means to overcome the limitations of

previous approaches developed for these problems.

2.1.1 Mixture Models

Mixture models have been widely used in object recognition problems (e.g. digit

recognition, gene expression data classification, etc.) (Bishop (2006); Forsyth (2011);

Murphy (2012)). In this work, we use discrete mixture models for some specific object

recognition problems: to detect sub-surface targets, classify texts and classify images.

In discrete mixture models with a countable number of components, an observation is

assumed to be generated from one of the K underlying mixture probability densities.

In a Bayesian framework, if Θk, k P t1, ..., Ku represents the parameters of the kth

probability density, and πk, k P t1, ..., Ku represents the prior probability of the kth

probability density, then the probability density function of an observation, xn, n P

t1, ..., Nu in a mixture model can be computed by integrating out the uncertainty in

the probability density responsible for generating the observation as follows

ppxnq �
Ķ

k�1

πkppxn|Θkq. (2.1)

Often our goal in learning is to use observations to estimate the parameters Θk, k P

t1, ..., Ku. There are many approaches to estimating the parameters, some of which

are described in Section 2.4 and Section 2.5. This work utilizes Dirichlet process

mixture model (DPMM) (Blei and Jordan (2006)) to adaptively learn the model

complexity based on the observed data, as described in Chapter 3. The learning

approaches discussed up until now mostly assume that observations are independent
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and identically distributed. The next section describes a learning approach for non-

i.i.d. observations.

2.2 Hidden Markov Models

There are many applications where it is beneficial to relax the i.i.d assumption and

instead consider data as sequences of related observations. Examples of such data

include daily rainfall measurements at a particular location, hourly values of a stock

price, and successive characters in an English sentence. In general, such problems fall

under a broader subject called state space models (Bishop (2006)), where observa-

tions are assumed to be generated from underlying hidden states that are sequentially

dependent. In this work, we will only deal with a specific case of state space mod-

els, called hidden Markov models (HMM), where the hidden states are discrete. In

an HMM, each observation of sequential data is drawn conditionally dependent on

unobserved states. The sequence of unobserved states obeys a first order Markov

model, i.e. the current state only depends on the previous state. HMMs have been

employed in a variety of applications featuring sequential data such as speech recog-

nition (Rabiner (1989)), on-line handwriting recognition (Bishop (2006)), financial

forecasting (MacDonald and Zucchini (1997)), meteorological predictions (MacDon-

ald and Zucchini (1997)), etc.

In an HMM, each sample of sequential data is drawn conditionally dependent on

unobserved states and the sequence of unobserved states obeys a first order Markov

model. From a generative model perspective, it is intuitive to think of an HMM

as an extension of a mixture model to describe time-series data, where the HMM

at a particular time corresponds to a mixture model. Unlike a mixture model, the

mixture component for each observation in an HMM is not selected independently

but is determined by the mixture component of the previous observation. Each of

the K states in an HMM is represented by a probability density function governed
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by parameters Θk, k P t1, ..., Ku. Following the standard description of mixture

models, discrete multinomial latent variable, zni,t, t P t1, ..., Tniu, assigns one of the

K probability densities to the sample xni,t, t P t1, ..., Tiu. Excluding the first state, all

successive states in an HMM sequence are determined by the transition probabilities,

A � tA1, ...,AKu, k P t1, ..., Ku, where Ak � rAk1, ..., AkKs, i.e. given the kth

state at time t � 1, the probability of going to the jth state at time t is given by

Akj, j P t1, ..., Ku. Since Ak are probabilities,
°

Akj
K
j�1 � 1. The first state in a

sequence is determined by the initial state mixing proportion, Π � rΠ1, ...,ΠKs
T .

Given these HMM parameters, the data generating process is summarized in Fig.

2.1 and can be explained by the following equations

zni,1|Π � MultpΠq (2.2)

zni,t|tzni,t�1 � k,Aku � MultpAkq, k P t1, ..., Ku, t P t2, ..., Tiu (2.3)

xni,t|zni,t �
K¹
k�1

ppxni,t|Θkq
znki,t . (2.4)

We can express our uncertainty in the parameters by defining the conjugate priors

as follows

Π|Λ0 � DirpΛ0q,Π � rΠ1, ...,ΠKs
T (2.5)

Ak|a0 � Dirpa0q,Ak � rAk1, ..., AkKs, a0 � ra01, ..., a0Ks (2.6)

Θk|h0 � ppΘk|h0q. (2.7)

In Eqn. 2.4, the data generation process is stated generally in terms of ppxni,t|Θkq

along with an associated prior distribution ppΘk|h0q. This work considers two spe-

cific data generation processes from the exponential family - multinomial (MN) and

multivariate normal (MVN) distributions, which are motivated by the two types of

datasets explored in this work in Chapter 4.

26



Figure 2.1: The HMM graphical model. Nodes denote random variables. Shaded
nodes denote observed parameters. Arrows denote dependence. Square nodes denote
hyperparameters. Plates denote replication. The nth depth-by-downtrack 2D slice
is represented by a set of instances txniu

In
i�1, n P t1, ..., Nu. The instance xni is rep-

resented by downtrack time samples txi,1, ...,xi,Tiu. For the nth depth-by-downtrack
2D slice, i P t1, ..., Inu indexes the depth bins and for the ith instance, t P t1, ..., Tniu
indexes the downtrack time samples. The latent variable zni,t assigns one of the mix-
ture components, parameterized by tΘku

K
k�1, to the sample xni,t. Excluding the first

state, all other successive states in a sequence are determined by the state transition
probabilities A. The first state is determined by the initial state mixing proportion
Π. The dashed plate, denoting the exponential family component densities, can be
replaced by one of the two dashed plates corresponding to MN and MVN. This mix-
ture model forms the basis for the MiHMM developed in this work, whose graphical
models are shown in Figs. 4.1 and 4.2.

HMMs have previously been successfully applied to subsurface threat detection

using ground penetrating radar (GPR) data. Given a collection of sequence/label

pairs, the parameters of an HMM can be estimated using various techniques (Rabiner

(1989); Bishop (2006); Ghahramani (2001)). However, as described in Section 1.1.1,

parameter estimation in most HMM-based landmine detection approaches is difficult

since object locations are typically well known for the 2D coordinates on the earth’s

surface but are not well known for object depths underneath the ground/time of
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arrival in a GPR response. In this work, an alternate HMM approach is developed

that considers an unordered set of HMM sequences at a particular alarm location,

which is described in Chapter 4.

The learning approaches described in Sections 2.1.1 and 2.2 assign discrete labels

to observations and are applied for classification problems. A similar learning prob-

lem where the labels are continuous is called regression. The next section describes

a learning approach applicable for observations with discrete as well as continuous

labels.

2.3 Relevance Vector Machines

Many applications require predictions in terms of continuous values instead of class-

specific discrete labels. In order to solve these problems, several regression methods

have been developed such as Support Vector Regression (SVR) (Schölkopf et al.

(2000)), Gaussian Process (GP) (Rasmussen (2004)), Relevance Vector Machines

(RVM) (Tipping (2001)). In this work, a new approach is developed for predicting

continuous affect dimensional values based on the RVM. The RVM is a Bayesian

sparse kernel technique for regression and classification that shares many character-

istics with the SVM (Cortes and Vapnik (1995)) while avoiding its limitations. In

contrast to the SVM, the RVM typically learns a much sparser model while main-

taining a comparable accuracy, and unlike the SVM, the RVM can provide prob-

abilistic as opposed to binary predictions. Similar to the SVM, given a collection

of input/ouput pairs, txn, tnu, n P t1, ..., Nu, where xn is the nth input observation

and tn is the corresponding output response, in the RVM, the output responses are
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Figure 2.2: Graphical model of the RVM (Tipping (2001)). tn, n P t1, ..., Nu
denotes the observed label, wm,m P t0, ...,Mu denotes the weight on the mth basis
function, αm,m P t0, ...,Mu denotes the precision on the mth weight, and ε denotes
the noise variance on each of the observed samples. The observed labels are generated
from a model, linear in the weights, with added Gaussian noise (Tipping (2001)).
The RVM forms the basis for the three approaches described in this work, whose
graphical models are shown in Figs. 5.1-5.3.

assumed to be generated from a linear model with added Gaussian noise as follows

t|w, β � N pΦw, β�1INq (2.8)

t � rt1, ..., tN s
T (2.9)

Φ � rφpx1q, ...,φpxNqs
T (2.10)

φpxnq � r1, φ1pxnq, ..., φMpxnqs
T (2.11)

� r1, kpxn,x1q, ..., kpxn,xMqs
T ,

where β is the precision on the noise, Φ is the rN � N+1s design matrix, φpxnq

is the vector of basis functions defined over the input observations, and wT �

rw0, w1, ..., wM s
T is the corresponding vector of weights. In order to promote sparsity,

the weights are assumed to be drawn from zero-mean Gaussians as follows

w|α �
M¹
m�0

N pwm|0, α
�1
m q, (2.12)

where αm is the precision on the weight wm. The data generation process is detailed

in Fig. 2.2 and forms the basis for the extensions of the RVM described in this work.
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The posterior density on the weights can be analytically computed as follows

(Tipping (2001))

ppw|t,α, βq � N pµ,Σq (2.13)

Σ � pβΦTΦ�Aq�1 (2.14)

µ � βΣΦT t, (2.15)

where A � diagpα0, ..., αMq. To estimate β and other hyperparameters, various ap-

proximation approaches have been formulated (Bishop and Tipping (2000); Tipping

(2001); Tipping et al. (2003)). In this work, due to the need to perform fast inference

and the availability of large amount of training data, the fast sequential parameter

estimation approach (Tipping et al. (2003)) has been adopted 1.

Having estimated the model parameters, given a new observation, x�, the pos-

terior predictive density of the output response, t�, can be approximated at the

maximum likelihood estimates, tαML, βMLu as follows (Tipping et al. (2003))

ppt�|αML, βMLq � N pt�|y�, σ
2
�q, (2.16)

y� � µTφpx�q (2.17)

σ2
� � β�1

ML � φpx�q
TΣφpx�q, (2.18)

where the posterior predictive mean, y�, is the basis vector weighted by a sparse

vector of mean weights, µ, thus resulting in a sparse representation of data; and σ2
�

is the variance on the predictions.

The RVM model can be used to learn a separate regression function for each

affect dimension by considering each affect dimension independently and assuming

temporal independence. However, as decribed in Section 1.2.1, the affect dimensions

are known to be both correlated in time and among themselves (Mehrabian (1996);

1 Tipping’s SparseBayes MATLAB®software was used for implementing the RVM, which is pub-
licly available at http://www.miketipping.com/downloads.htm
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Dietz and Lang (1999); Grandjean et al. (2008)). With this motivation, the pro-

posed approach extends the RVM in Chapter 5 by jointly modeling the input-output

association between multiple affect dimensions, thus enabling fast testing time while

also modeling their input-output associations.

The classification and regression approaches developed in this work are all hi-

erarchical Bayesian models. In Chapter 3, a nonparametric Bayesian approach for

inference in the MIL framework is developed based on a popular mixture model

called Dirichlet process mixture model (DPMM) (Blei and Jordan (2006)) in order

to learn from labeled sets of observations. Similarly, in Chapter 4, a Bayesian hier-

archical model is developed by extending a standard HMM in the MIL framework

in order to learn from labeled sets of sequences. Finally, in Chapter 5, another

Bayesian hierarchical model is developed by modifying the RVM (Tipping (2001))

to simultaneously predict multiple labels from spatio-temporal observations. In the

first two approaches, this work uses variational Bayes (VB) technique to estimate the

model parameters since VB techniques make inference tractable and computationally

efficient. Although VB can be also used to estimate the model parameters in the

third approach, in this work, the fast sequential sparse Bayesian learning (Tipping

et al. (2003)) is used instead because of the need to process large datasets efficiently.

Due to the large size of the audio-visual data, it is computationally very expensive

to implement the variational technique developed for the RVM (Bishop and Tip-

ping (2000)) in its current form. Our future work includes developing an online

variational RVM that can train on mini-batches of data, thus allowing a complete

Bayesian hierarchical model specification and a VB treatment.

The following section gives an overview of some important parameter estima-

tion methods, highlights their pros and cons, and describes the VB technique as a

computationally efficient alternate for estimating parameters, especially in complex

models.
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2.4 Bayesian Parameter Estimation

Given a hypothesized generative model for a data source, the goal of statistical

inference is often to obtain the parameters of the posterior distributions of the model

given the observed data. Depending on the application, learning point estimates

of the parameters might suffice but generally it is more beneficial for a model to

explicitly provide a model of the uncertainty in these estimates. Bayes theorem

describes how to determine a posterior distribution, fpΘ|Xq, over model parameter,

Θ, based on the evidence, ppXq, and our prior knowledge of the parameter, fpΘq:

fpΘ|Xq �
fpX|ΘqfpΘq

fpXq

�
fpX|ΘqfpΘq³

Θ
fpX|ΘqfpΘqdΘ

, (2.19)

where

Θ � tθ1, ..., θpu are the model parameters (2.20)

X � tx1, ...,xNu are the observations (2.21)

xn P R
d�1 (2.22)

The calculation of the evidence, fpXq, often involves an intractable multivariate

integration, which must be approximated. Learning model parameters in this way

is commonly referred to as the probabilistic inference problem, which can be solved

using various methods, broadly categorized as follows.

I. Exact Methods

Parameters are determined by performing integration without using any approxima-

tions. Since the integration becomes more intractable as the number of parameters

and the number of features increases, exact methods are only useful for very simple

models.
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II. Approximate Methods

Since exact methods are generally intractable for the problems of interest, we have

to resort to some form of approximations, all of which generally involve a trade-off

between accuracy and computational time. Approximate methods can be further

categorized as follows.

2.4.1 Stochastic Inference

Stochastic inference methods estimate a parameter empirically by generating inde-

pendent, identically distributed (i.i.d) samples (Vaclav Smidl (2006)):

θpnq � fpθ|Xq (2.23)

θN � tθp1q, ..., θpNqu, (2.24)

where n P t1, ..., Nu are the number of samples. Based on these samples, the empir-

ical distribution of the parameter is approximated as follows (Vaclav Smidl (2006))

qpθ|Xq �
1

N

Ņ

i�1

δpθ � θpiqq, (2.25)

where δpθ� θpiqq is the Dirac-δ function located at θpiq. Often we are more interested

in evaluating the expectation of a function with respect to the distribution of a

parameter, which, using sampling techniques, can be approximated in the following

way (Vaclav Smidl (2006))

Etφpθqu �

»
θ

φpθqqpθ|Xqdθ. (2.26)

Markov Chain Monte Carlo (MCMC) is a popular numerical sampling method which

generates the model parameters, θN � tθp1q, ..., θpNqu, conditionally independently as

follows (Bishop (2006))

fpθpnq|θpn�1q, ..., θp1qq � fpθpnq|θpn�1qq. (2.27)
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The above relation is also known as the Markov property. If we consider θN �

tθp1q, ..., θpNqu as the states of a first order Markov chain, then according to Eqn.(2.27),

the probability density of the current state, θpnq, only depends on the previous state,

θpn�1q. In case of a multivariate parameter, Θ, such that fpΘq � fpθ1, ..., θdq, we can

estimate a specific parameter, θi, by sampling from a posterior distribution, which

is obtained by using the current estimates of the remaining parameters, Θ�i, in the

following way (Bishop (2006)).

θ
pnq
i � fpθi|Θ

pn�1q
�i q (2.28)

The sampling is cycled through all parameters iteratively until the approximate

posterior density converges towards the true posterior density when the Markov chain

reaches the steady state. Given enough iterations, a high degree of accuracy can be

attained. Consequently, the performance of most other approximation methods are

compared to that of the MCMC method. Since the MCMC does not make any

distributional assumptions, it is widely applicable in Bayesian data modeling and

many other fields (Bishop (2006)). There is, however, an inevitable trade-off between

computation time and accuracy. MCMC techniques also require an initial burn-in

time, when the samples are discarded to ensure the samples are independent, which

limits its efficacy in solving problem with higher model complexity and/or higher

dimension. In contrast, variational approaches to Bayesian inference (Vaclav Smidl

(2006)), an example of a deterministic inference, provide a desirable alternative to

MCMC methods in complex models because variational Bayesian (VB) approaches

yield rapid parameter inference.

2.4.2 Deterministic Inference

Unlike stochastic methods, deterministic methods estimate parameters or approxi-

mate their distributions analytically. Some important methods are maximum likeli-
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hood, Laplace approximation, Variational Bayes, and expectation propagation (Bishop

(2006)).

Maximum likelihood method gives point estimate of a parameter (MLE) by max-

imizing the likelihood function as follows.

θ̂MLE � argmaxθtfpX|θqu (2.29)

In this way maximum likelihood reformulates the intractable integration into an

optimization problem, whose convergence is guaranteed. However, a disadvantage

of the maximum likelihood method is the possibility of overfitting and its prefer-

ence towards complex models. Maximum likelihood’s shortcoming can be somewhat

alleviated by introducing a prior on the parameter and maximizing the posterior

distribution as follows

θ̂MAP � argmaxθtfpθ,Xqu. (2.30)

Both MLE and MAP are examples of Certainty Equivalence (CE) approximation

(Vaclav Smidl (2006)), which give point estimate of a parameter. In many applica-

tions, full distributions of the parameters are unnecessary and only point estimates,

such as the MLE or the MAP, are required. CE approximations can also be viewed as

an extreme approximation of the distribution over parameters, where the posterior

distribution is modeled as a Dirac� δ function as follows

fpθ|Xq � δ
�
θ � θ̂pXq

�
. (2.31)

In many cases, closed form-solutions to MLE and MAP certainty estimates are in-

appropriate. This is especially true in cases where some variables are hidden, e.g.,

cluster membership in a Gaussian mixture model, or state indicators in a hidden

Markov model. In these cases, a popular technique to obtain the MLE and MAP

estimates is an iterative process called as expectation maximization (EM), which

consists of two steps that are alternatively repeated until convergence is reached. In
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fact, EM can be viewed as a special case of the VB method with certain functional

restriction. In VB, the posteriors on the model parameters are partitioned into two

groups of current parameter to be estimated (θi) and the remaining parameters (Θ�i)

by assuming conditional independence as follows

qpΘ|Xq � qpθi,Θ�i|Xq � qpθi|XqqpΘ�i|Xq. (2.32)

The EM algorithm can be used as a special case of VB, which enforces the following

functional form on the point-wise posterior estimates in Eqn. (2.32).

qpΘ�iq � qpΘ�i|X, θiq (2.33)

qpθiq � δpθi � θ̂iq (2.34)

The parameter, θi, is estimated by the following iterative algorithm, commonly

known as co-ordinate ascent. In the nth iteration of the E-step, the density of Θ�i is

evaluated as the expectation of the joint density with respect to the current estimate

of θi as follows

qrnspΘ�iq � fpΘ�i|X, θ̂iq. (2.35)

In the M-step, θi is estimated by maximizing the expectation of the joint density

with respect to the density of Θ�i evaluated in the E-step as follows

θ̂
rns
i � argmaxθi

 »
Θ�i

qrnspΘ�iq log fpθi,Θ�i|XqdΘ�i

(
. (2.36)

The EM algorithm only infers the point estimate of a parameter. The next

section generalizes the EM to learn an estimate of the full probability density on a

parameter. As mentioned earlier, obtaining a probability density on a parameter is

beneficial because it provides a measure of the uncertainty of the estimate.

2.5 Variational Bayesian Learning

In contrast to the EM approach described in the previous section, the VB approach

(Vaclav Smidl (2006)) to inference approximates the full posterior distribution on
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each parameter. As a result, the resulting model is significantly more flexible than

other certainty approaches. Given the posterior distributions, one can integrate out

the uncertainty in each parameter, enabling probabilistic prediction and inference

for new samples.

In order to understand the VB method, recall Bayes theorem Eqn. ((2.19)). The

posterior distribution, fpΘ|Xq, over model parameter (Θ) can be determined based

on the evidence (X) and our prior knowledge of the parameter, fpΘq, as follows

fpΘ|Xq �
fpX|ΘqfpΘq

fpXq

�
fpX|ΘqfpΘq³

Θ
fpX|ΘqfpΘqdΘ

.

VB approximates the intractable integration, I �
³
Θ
fpX,ΘqdΘ, by choosing a lower

bound, qpX,Θ, βq, whose integral, Qpβq, is tractable, where β are the variational

parameters. The integral, I, is then approximated by maximizing, Qpβq, with respect

to the variational parameters, β, as follows

I ¥ Qpβq �
»

Θ

fpX,Θ, βqdΘ. (2.37)

The log-evidence can be re-written as follows

log fpXq � log
fpX,Θq

fpΘ|Xq
(2.38)

� log
fpX,ΘqqpΘq

fpΘ|XqqpΘq
,

where, for notational simplicity, let qpΘq � qpΘ|Xq denote the approximate posterior
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density.

log fpXq �

»
Θ

qpΘq log
fpX,ΘqqpΘq

fpΘ|XqqpΘq
dΘ

�

»
Θ

qpΘq log
fpX,Θq

qpΘq
dΘ�

»
Θ

qpΘq log
qpΘq

fpΘ|Xq
dΘ (2.39)

� F
�
qpΘq

�
�KL

�
qpΘq||fpΘ|Xq

�
, (2.40)

where F
�
qpΘq

�
�

»
Θ

qpΘq log
fpX,Θq

qpΘq
dΘ (2.41)

KL
�
qpΘq||fpΘ|Xq

�
�

»
Θ

qpΘq log
qpΘq

fpΘ|Xq
dΘ, (2.42)

where F
�
qpΘq

�
is referred to as the negative free energy (NFE), which gives a lower

bound of the true log-evidence (Vaclav Smidl (2006)). KL
�
qpΘq||fpΘ|Xq

�
is the

Kullback-Liebler (KL) divergence between the approximate and the true distribu-

tions. We wish to maximize the NFE, or equivalently minimize the KL divergence

so that the NFE approximates the true log-evidence. The optimization problem in

Eqn.((2.37)) can be re-written as follows

log qpΘq � argmaxq̃pΘqKL
�
q̃pΘq||fpΘ|Xq

�
. (2.43)

The NFE can be written as follows

F
�
qpΘq

�
� log fpXq �KL

�
qpΘq||fpΘ|Xq

�
(2.44)

� log fpXq �

»
Θ

qpΘq log
qpΘq

fpΘ|Xq
dΘ (2.45)

� log fpXq �

»
Θ

qpΘq log
qpΘqfpXq

fpΘ|XqfpXq
dΘ (2.46)
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� log fpXq �

»
Θ

qpΘq log fpXqdΘ�

»
Θ

qpΘq log qpΘqdΘ

�

»
Θ

qpΘq log fpX,ΘqdΘ (2.47)

� �

»
Θ

qpΘq log qpΘqdΘ�

»
Θ

qpΘq log fpX,ΘqdΘ. (2.48)

As mentioned before, VB assumes the partitioned parameters are conditionally in-

dependent so that a specific parameter’s distribution can be approximated based on

the current approximations of the other parameters’ distributions and the process

repeated for all parameters until convergence. Assuming conditional independence,

qpΘq �
¹
i

qpΘiq. (2.49)

If Θi represent a set of parameters and Θ�i represent the remaining set of parameters,

qpΘq � qpΘiqqpΘ�iq. (2.50)

Using the conditional independence,

F
�
qpΘq

�
� �

»
qpΘq

qpΘq log pΘiqdΘ�

»
qpΘq

qpΘq log pΘ�iqdΘ

�

»
qpΘiq

qpΘiq
� »

qpΘ�iq

qpΘ�iq log fpΘ,XqdΘ�i

�
dΘi (2.51)

� �

»
qpΘiq

qpΘiq log pΘiqdΘi �H
�
qpΘ�iq

�
�

»
qpΘiq

qpΘiq
�
EqpΘ�iq log fpΘ,Xq

�
dΘi, (2.52)

where H
�
qpΘ�iq

�
� �

»
qpΘq

qpΘq log pΘ�iqdΘ (2.53)

Let ZpΘ�iq �

»
qpΘ�iq

exp tEqpΘ�iq log fpΘ,XqudΘi (2.54)
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Adding and subtracting Eqn. (2.54) inside the integral in Eqn. (2.53),

F
�
qpΘq

�
� �

»
qpΘiq

qpΘiq log pΘiqdΘi �H
�
qpΘ�iq

�
�

»
qpΘiq

qpΘiq
�

log ZpΘ�iq � log ZpΘ�iq � log exp tEqpΘ�iq log fpΘ,Xqu
�
dΘi

(2.55)

� �

»
qpΘiq

qpΘiq log pΘiqdΘi �H
�
qpΘ�iq

�
�

»
qpΘiq

qpΘiq log
1

ZpΘ�iq
exp tEqpΘ�iq log fpΘ,Xqu

�
dΘi � log ZpΘ�iq

(2.56)

Combining the integrals over Θi,

F
�
qpΘq

�
� log ZpΘ�iq �H

�
qpΘ�iq

�
�

»
qpΘiq

qpΘiq log
qpΘiq

ZpΘ�iq
exp tEqpΘ�iq log fpΘ,Xqu

�
dΘi (2.57)

F
�
qpΘq

�
� EqpΘq

 
log fpX|Θq

(
�KL

�
qpΘq||fpΘq

�
(2.58)

Given Eqn. (2.58), the goal is to maximize the NFE, F
�
qpΘq

�
, or equivalently, mini-

mize, KL
�
qpΘq||fpΘq

�
, the KL between the approximate posterior densities and the

prior densities of the model parameters. By using prior densities that favor a simpler

model, we can encourage VB to learn a simpler model because if the approximate

posterior is different from the prior, the KL term penalizes the variational average

likelihood term, EqpΘq

 
log fpX|Θq

(
. In this way, VB can be used to learn a simpler

model and avoid over-fitting. However, since VB is an optimization problem, param-

eter estimation can be subject to local minima. Therefore, multiple re-initializations

of the parameters are required to achieve robust parameter estimates.

Since we have not made any assumptions about the functional form of the dis-

tributions, VB is often known as a free-form distributional approximation method.
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VB is, in fact, a generalized EM algorithm, which can be iteratively solved using

coordinate ascent algorithm. In each iteration, the posterior of a specific parameter

is approximated by minimizing the KL with respect to the current estimates of the

posteriors distributions of the remaining parameters, which as shown in Eqns. (2.59)

and (2.60) corresponds to finding the expectation of the log of the joint density with

respect to the current approximations of the remaining parameters as follows

log qrnspΘiq9Eqrn�1spΘ�iq

 
log fpΘi,Θ�i,Xq

(
(2.59)

log qrnspΘ�iq9EqrnspΘiq

 
log fpΘi,Θ�i,Xq

(
. (2.60)

2.6 Conclusions

The first two approaches described in this work use hierarchical Bayesian models and

some are used to learn a model for very high-dimensional datasets. Therefore, the

parameter inference is accomplished using tractable and computationally efficient

VB techniques. As described earlier, since the VB technique described in Section

2.5 is computationally expensive to implement in the third approach due to the

large amount of the audio-visual data, the fast sequential sparse Bayesian learning

(Tipping et al. (2003)) is used instead for parameter estimation. As part of our

future work, an extension of the third approach seeks to implement an online VB

for efficient parameter estimation. The subsequent three chapters describe the three

developed approaches for learning where the dificulty in labeling complicates the

parameter inference in the standard supervised learning approaches.
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3

Classification Approach for Sets of Observations

As described earlier, this work develops learning approaches that are appropriate

when the data and labels do not fulfill the assumptions of standard learning ap-

proaches. This chapter considers learning in an MIL framework when labels are

easier to obtain for sets of i.i.d. observations compared to individual observations.

Although the proposed model is specifically motivated by the GPR-based sub-surface

threat detection problem, this work also shows its application to other object detec-

tion problems.

Multiple Instance Learning (MIL) is a type of supervised learning in which labels

are available for sets of observations (sets), but not for individual observations (in-

stances). MIL has been applied in different areas, which has led to a large number of

algorithms for learning based on MIL data. Many of these approaches focus on max-

imizing class margins, performing instance selection, or developing distance metrics

and kernels suitable for application directly to sets (S. Andrews (2002); Chen and

Wang (2004); Chen et al. (2006); Fu et al. (2011)). Although these approaches have

shown promise, most require cross-validation based optimization of hyper parame-

ters or iterative numerical optimization to determine the proper number of target
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concepts. Many of these approaches are incapable of online learning and do not gen-

eralize well with time-series data. In this chapter, based on Dirichlet process mixture

models (Blei and Jordan (2006)), a nonparametric Bayesian approach to learning in

MIL scenarios is developed. The nonparametric nature of the model and the use of

non-informative priors remove the need to perform cross-validation based optimiza-

tion while variational Bayesian inference allows for rapid parameter learning. The

resulting approach is highly generalizable, capable of online learning, and forms the

basis for the MIL approach developed for sets of sequential observations in Chapter

4. Results indicate that the proposed approach performs competitively with existing

MIL and non-MIL methods for several benchmark MIL datasets and a new MIL

dataset introduced in this work.

3.1 Mixture Based MIL

As described in Section 1.1.2, MIL data can be described as a collection of set/label

pairs tXn, Ynu
N
n�1, where each set, Xn, consists of In instances Xn � txniu

In
i�1. The

instance labels tyniu
In
i�1 are unknown but they determine the set labels in the following

manner: Yn � 1 if at least one of the instances in set Xn is generated from the

probability density ppxni|yni � 1q; otherwise Yn � 0. The absence of instance labels

yni makes it difficult to determine which instance(s) xni are responsible for the set

label Yn.

Given the functional forms and the parameters of the probability densities ppxni|yni

� 1q and ppxni|yni � 0q, one could easily compute the probability that any instance

in a set was generated from one of the two underlying densities. Alternatively, when

both the functional forms and the parameters are unknown, a similar method based

on unsupervised clustering can be used to convert a set of instances into a vector of

cluster-specific probabilities. These new feature vectors along with their correspond-

ing set labels can then be used in a standard machine learning algorithm to perform
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classification.

The mixture-model approaches, e.g., adaptive p-posterior mixture model (PPMM)

(Wang et al. (2008)), are very similar to the bag of words techniques (Gabriella Csurka

(2004); Nowak et al. (2006)) because both approaches represent observations in terms

of clusters, and form the basis for the MIL approach developed in this work. Unlike

PPMM (Wang et al. (2008)), which learns a single mixture model without using

set labels, the proposed method learns a hierarchical mixture of Dirichlet process

mixture models (DPMMs) utilizing the set labels. While PPMM uses the vectors

of cluster-specific probabilities to train a discriminative classifier such as SVM, the

proposed method classifies new sets using a likelihood ratio computed using the pos-

terior predictive distributions. While PPMM requires the number of components to

be optimized via cross-validation, the use of DPMMs in the proposed method enables

adaptive model selection of appropriate complexity. Moreover, this work represents

the first nonparametric Bayesian approach to modeling and learning from multiple

instance data.

3.2 A Non-Parametric Bayesian Approach to MIL

Previous mixture model based approaches simply cluster the instances to learn a

single mixture model without utilizing the set labels. In this work, sets of instances

are assumed to be generated by a hierarchical mixture model that contains two

independent mixture models, where all instances in negative sets are drawn from one

mixture model, represented by ppxn|yn � 0q; and there is a non-zero probability of

an instance in a positive set being drawn from another mixture model, represented

by ppxn|yn � 1q.
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3.2.1 Dirichlet Process Mixture Model

This work utilizes the nonparametric Bayesian method known as the Dirichlet pro-

cess to adaptively learn arbitrarily complex models based on observed data. The

Dirichlet process (DP) (Ferguson (1973)) has been widely used throughout statis-

tics and machine learning to learn mixture models that can adapt their complexity

based on observed data. Various constructions and approximations to the DP have

been developed to simplify inference (Gershman and Blei (2011)). This work uses the

stick-breaking construction (Sethuraman (1994)) to represent the mixing proportions

of the components because this construction is particularly suitable for variational

inference. In this construction, the mixing proportions, πk, k � t1, 2, ...u are rep-

resented by the pieces of a unit length stick. The unit length stick is successively

broken into an infinite number of pieces, where the length of the kth piece corre-

sponds to the mixing proportion, πk, of the kth cluster. Consider a random variable

v drawn from a Beta distribution, Betap1, γ0q, which models the length of each suc-

cessive stick, proportional to the length of the remaining stick. Using the set of

stick length proportions, the mixture proportions can be recovered in the following

manner (Sethuraman (1994))

vk � Betap1, γ0q (3.1)

πkpvq � vk

k�1¹
j�1

p1 � vjq. (3.2)

The stick-breaking construction can be used to learn mixture models of arbitrary

densities using computationally efficient variational inference, making use of conju-

gate priors. Let ppΘkq denote the kth probability density, parameterized by Θk, k �

t1, ...,8u. Consider samples, X � txnu
N
n�1, which are drawn from a Dirichlet mix-

ture of these component densities. Then the probability density of a sample xn is

denoted by ppxn|Θkq. We can express our uncertainty in the parameter Θk by using
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a conjugate prior ppΘk|h0q, where h0 denotes a set of hyperparameters (Blei and Jor-

dan (2006)). The sample xn is assigned to the kth mixture component by a hidden

random variable znk, drawn from ppznk|πkq. Using conjugate priors and probability

densities suitable for the dataset, the data generating process is summarized in Fig.

3.1 and can be explained using the following equations

zn | tv1, v2, ...u � Multpπpvqq (3.3)

xn | zn �
8¹
k�1

ppxn | Θkq
znk . (3.4)

The DPMM forms the base mixture model for our proposed set-based learning ap-

proach, which is described in the next section.

Figure 3.1: The DPMM graphical model. Nodes denote random variables. Shaded
nodes denote observed parameters. Arrows denote dependence. Square nodes de-
note hyper parameters. Plates denote replication. The latent variable zn assigns
one of the mixture components, parameterized by tΘku

8
k�1, to the sample xn. For

a Gaussian Mixture Model (GMM), Θk � tµk,Γku, the mixture components mix
with the proportions π, parameterized by the set of v. See Blei and Jordan (2006)
for details. This mixture model forms the basis for the NPBMIL approach, whose
graphical model is shown in Fig. 3.2.

3.2.2 A Nonparametric Bayesian MIL Model

The DPMM forms the base mixture model that is used to model ppxni|yni � 0q

and ppxni|yni � 1q in our proposed MIL framework, where xni is the ith instance in
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the nth set, Xn. For a binary MIL problem, it is assumed that all instances from a

negative set (Yn � 0) come from the DP mixture model ppxni|yni � 0q while instances

from a positive set (Yn � 1) are drawn from a hierarchical mixture model in which

first the latent instance label is drawn from a multinomial distribution with mixing

proportions, η � rη1, η0s
T , and then the instance is drawn from either ppxni|yni � 1q

or ppxni|yni � 0q according to the hidden underlying label yni.

Let m � t1, 0u be an indicator to denote one of the two hypotheses. Then a latent

variable ζni assigns one of the two mixture models to the instance xni as follows

ζni

#
�Multpηq,η � Dirpα0q if Yn � 1

� 0 if Yn � 0,

where Yn denotes the set label, and η � tη1, η0u denote the mixing proportions of

the two mixture models for an instance in a Y � 1 set.

Using this notation, the probability density for an instance, given the instance

label takes the value m, is a DPMM parameterized by πm, vm, and Θm. The

mixing proportions πm of the mth mixture model can then be represented using the

stickbreaking construction (Sethuraman (1994)). Let zmni be a random variable that

assigns a mixture component from the mth mixture model to instance xni. Then the

data-generating process can be explained using the following equations

vmk � Betap1, γm0 q (3.5)

πmk pv
mq � vmk

k�1¹
j�1

p1 � vmj q (3.6)

zmnk | vm � Multpπmpvmqq (3.7)

Xn | tζni, z
0
ni, z

1
niu �

In¹
i�1

¹
m�t0,1u

�
Km¹
k�1

ppxni | Θm
k q

zmni

�ζni

. (3.8)
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In Eq. (3.8), the data generation process ppxni|Θ
m
k q is stated generally along with

an associated prior distribution ppΘm
k |h

m
k q. This work considers three specific data

generation processes from the exponential family - multivariate normal (MVN), mul-

tivariate independent normal (MVIN), and multinomial (MN) distributions. Each of

these distributions is motivated by one of the three different applications considered

in this work, where the assumption of the corresponding distribution is appropriate.

Figure 3.2: The NPBMIL graphical model. The latent variable ζni assigns one of
the mixture models to the instance xni. Given a Yn � 1 set, the mixture models mix
with proportions ηm. Given the mth mixture model, the latent variable zmni assigns
one of the mixture components, parameterized by tΘm

k u
8
k�1, to the instance xni. The

mixture components mix with the proportions πmk , parameterized by the set of vmk ’s.
For MVN, Θm

k � tµmk ,Γ
m
k u, for MVIN, Θm

kd � tµmkd, τ
m
kdu, and for MN Θm

k � pmk

Fig. 3.2 shows a graphical model for the NPBMIL model, which is very similar to

Fig. 3.1. The only two differences in Fig. 3.2 are (1) there are two mixture models
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and (2) there is a random variable ζni that assigns one of the mixture models to

each instance xni. The dashed plates, denoting the exponential family component

densities for each hypotheses m P t1, 0u, can be replaced by one of the three dotted

plates corresponding to MVN, MVIN, and MN.

Multivariate normal

A multivariate normal (MVN) density with dimensionality D is defined by a rD� 1s

mean vector and a rD � Ds covariance matrix. Let Θm
k � tµmk ,Γ

m
k u denote the

parameters of the kth component in the mth mixture model, where µmk denotes the

mean and Γm
k denotes the precision such that xni|tµ

m
k ,Γ

m
k u � N pµmk , tΓ

m
k u

�1q. The

conjugate prior for the joint density of µmk and Γm
k is the Normal-Wishart density

(Bishop (2006)) as follows

Γm
k | tΦm

0 , ν
m
0 u � Wishpνm0 , tΦ

m
0 u

�1q (3.9)

µmk | tΓm
k ,ρ

m
0 , β

m
0 u � N pρm0 , tβ

m
0 Γm

k u
�1q. (3.10)

Many MIL benchmark datasets, such as MUSK and image datasets described in

Section 3.3.2, feature extremely high dimensionality coupled with very low numbers

of positive instances or sets. Since inference in these cases can be very difficult for

classifiers, one possible solution is to reduce the dimensionality using dimensionality

reduction techniques. In this work, principal components of the datasets are used to

cover at least 70% of the variance. Since a sample in principal component analysis

can be assumed to be generated from a MVN, the MVN model is implemented on

the principal components of the MIL benchmark datasets and a landmine detection

EHD dataset (Frigui and Gader (2009)), which are described in Sections 3.3.2 and

3.3.3 respectively.
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Multivariate independent normal

Another naive approach to simplify parameter estimation in these high-dimensional

datasets is to assume features are independent instead of using a full covariance

matrix as in the MVN model (Blei and Jordan (2006)). The assumption allows us

to express the multivariate normal density with dimensionality D as a product of

univariate normal densities, each of which is defined by a mean and a precision.

However, in most applications, features are more likely to be correlated. A better

approach could be to incorporate nonparametric feature selection in the learning

process (Gershman and Blei (2011)), which is included as part of our future work.

Assuming features are independent, feature d of the kth component in themth mixture

model is normally distributed with parameters Θm
kd � tµmkd, τ

m
kdu, where µmkd denotes

the mean and τmkd denotes the precision such that xnid|tµ
m
kd, τ

m
kdu � N pµmkd, tτ

m
kdu

�1q.

The conjugate prior for the joint density of µmkd and τmk is the Normal-Gamma density

(Bishop (2006)) as follows

pptµmkd, τ
m
kdu|tβ

m
0d, ρ

m
0d, δ

m
0d,1, δ

m
0d,2uq

� N
�
ρm0d, pβ

m
0dτ

m
kdq

�1
�
G
�
δm0d,1, δ

m
0d,2

�1
�
. (3.11)

Multinomial

There are other MIL benchmark datasets for which a Gaussian observation model

may be inappropriate. For the text categorization datasets, described in Section

3.3.2, we utilize a multinomial observation model instead. A MN probability density

with dimensionality D is parameterized by a probability vector Θm
k � pmk such that

xni|p
m
k � Multppmk q. Here, xni � txnidu

D
d�1, where xnid denotes the count of the dth

outcome and pmkd denotes the probability of that outcome. The conjugate prior for

pmk is the Dirichlet density (Bishop (2006)) with parameter Ωm
0 .

pmk |Ω
m
0 � DirpΩm

0 q. (3.12)
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In the text categorization dataset, each document is a set of multiple 50-word para-

graphs, where each paragraph is represented by a count of words using an approx-

imately 60K wordlist vocabulary. A smaller 7K wordlist vocabulary was generated

by considering only the words that occur at least once in all documents. Each of

these documents can be assumed to be generated from a multinomial density, where

the nth document, xn, is divided into 50-word paragraphs, where each paragraph is

represented by xni, t � t1, ..., Tnu. D denotes the total words in the vocabulary, xnid

is the count of the dth word, and pmkd is the probability of the dth word given the ith

mixture component in the mth mixture model.

3.2.3 Parameter Inference

Based on the data generating process, the joint probability density of the model

parameters can be determined, but due to the model complexity the calculation of

the posterior density involves intractable integration. In this work, the posteriors

are approximated using variational Bayesian (VB) inference (Vaclav Smidl (2006))

due to its computational convenience. VB assumes parameterized posterior densities

which are conditionally independent:

qptζn, zn,v,Θu|Xq �
¹

m�t0,1u

qpζnm|Xq

�
Km¹
i�1

qpzmni|XqqpΘm
k |Xq

�
. (3.13)

In Eq. (3.13), qptζn, zn,v,Θu|Xq denotes the approximate posterior density. The

parameters of the assumed posterior densities can be optimized to approximate the

true posterior density by iterating a set of closed form coupled update equations

until the change in the negative free energy (NFE) is less than a small value, such

as 10�10. The VB process used in the parameter inference in the NPBMIL model is

summarized in Algorithm 1.

Appendix A.2 gives several moments of the posterior distributions that are nec-
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Algorithm 1 VB Parameter Inference in the NPBMIL

1. Select observation models suitable for data
2. Select conjugate priors suitable for the observation models and select non-
informative hyper parameters. For the Beta distribution, select hyper parameters
that help the NPBMIL model learn fewer number of components per mixture
model. For e.g., α0 � t.5, .5u, γm0 � 10�3, βm0 � D,ρm0 � 0rD�1s, ν

m
0 � D,Φm

0 �
DIrD�Ds, δ

m
0,1 � 1, δm0,2 � 5,Ωm

0 � 1rD�1s{D,K
1 � K0 � 20

Initialization:
3. Initialize φMni , n P t1, ..., Nu, i P t1, ..., Inu:

φMni1 �

#
1 if Yn � 1

0 if Yn � 0

φMni0 �

#
0 if Yn � 1

1 if Yn � 0

4. Initialize φmnk, k P t1, ..., K
1u,m � t1, 0u: φmnik � Up0, 1q

5. Normalize φmni s.t.
°
k φ

m
nik � 1

VB Iteration:
while ∆FpΘq   10�10 do

M-Step:
Update model parameters: 1 Ñ γmk,1

�
Eq. (3.17)

�
, γm0 Ñ γmk,2

�
Eq.

(3.18)
�
, hm0 Ñ hmk ; k � t1, ..., Kmu

�
Eq. (3.24),(3.25),(3.26),(3.27), or Eq.

(3.32),(3.33),(3.34),(3.35), or Eq. (3.40)
�

E-Step:
Calculate the variational average likelihood of component k:
〈log ppxn|Θ

m
k q〉qpΘm

k q (see Appendix A.3)

Calculate the responsibilities: φ0
nik, φ

1
nik

�
Eq. (3.21)

�
and φMnim

�
Eq. (3.19)

�
Calculate NFE: FpΘq (see Appendix A.3)

end while

essary for the set of update equations provided in Appendix A.1. Appendix A.3

derives the negative free energy that is used to measure goodness of fit of the model

parameters and monitor convergence of the learning algorithm. The resulting set

of coupled equations for the NPBMIL model assuming standard conjugate posterior

densities are provided below.

Let N denote the total number of sets, In denote the total number of instances

in the nth set, and In denote an indicator function that specifies if the nth set is

positive. Using these quantities, the posterior density for the mixing of instances
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within positive sets is

qpηmq � Dirpαmq (3.14)

where αm � α0 �
Ņ

n�1

In
Iņ

i�1

φMnim (3.15)

The posterior density for the component mixing probabilities is

qpvmk q � Betapγmk,1, γ
m
k,2q (3.16)

where γmk,1 � 1 �
Ņ

n�1

Iņ

i�1

φMnimφ
m
nik (3.17)

γmk,2 � γm0 �
k�1̧

j�1

Ņ

n�1

Iņ

i�1

φMnimφ
m
nij. (3.18)

In the above, φMnim denotes the responsibility of the mth mixture model for the in-

stance xni; and given the mth mixture model, φmnik denotes the responsibility of the

kth mixture component for the instance xni. Assuming the general model parameter,

Θ, the responsibilities are defined as follows

φMnim � qpζnimq �
zφMnimyφMni1 � yφMni2 (3.19)

zφMnim � exp
! Km¸
k�1

�
φmnik 〈log ppxni|Θ

m
k q〉qpΘm

k q

�
� 〈log ηm〉qpηmq

)
(3.20)

φmnik � qpzmnikq �
yφmnik°Km

j�1
yφmnij (3.21)

yφmnik � exp
!
φMnim 〈log ppxni|Θ

m
k q〉qpΘm

k q � 〈log vmk 〉qpvmk q

�
K�1̧

j�1

〈
log p1 � vmj q

〉
qpvmj q

)
. (3.22)
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The VB moments, 〈log ηm〉qpηmq, 〈log vmk 〉qpvmk q,
〈
log p1 � vmj q

〉
qpvmj q

, and 〈log Θm
k 〉qpΘm

k q,

are derived in Appendix A.2; and the variational average likelihood, 〈log ppxni|Θ
m
k q〉qpΘm

k q,

is derived in Appendix A.3. The update equations for the conjugate priors of the

three specific models are given below and detailed derivations are provided in Ap-

pendix A.1.

Multivariate Normal

The posterior density, qptµmk ,Γ
m
k uq, is Normal-Wishart.

qpµmk ,Γ
m
k q � N pρmk , tβ

m
k Γm

k u
�1qWishpνmk , tΦ

m
k u

�1q (3.23)

where νmk � νm0 � N̄m
k (3.24)

βmk � βm0 � N̄m
k (3.25)

ρmk �
βm0 ρ

m
0 � N̄m

k µ̄
m
k

βmk
(3.26)

Φm
k � Φm

0 � N̄m
k Σ̄m

k

�
N̄m
k β

m
0 pµ̄k

m � ρm0 qpµ̄k
m � ρm0 q

T

βmk
(3.27)

In the above the samples statistics are defined as follows

µ̄k
m �

1

N̄m
k

Ņ

n�1

Iņ

i�1

φMnimφ
m
nikxni (3.28)

Σ̄m
k �

1

N̄m
k

Ņ

n�1

Iņ

i�1

φMnimφ
m
nikpxni � µ̄k

mqpxni � µ̄k
mqT (3.29)

N̄m
k �

Ņ

n�1

Iņ

i�1

φMnimφ
m
nik (3.30)
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Multivariate Independent Normal

Assuming the dimension of xni are independent, the posterior density, qpµmkd, τ
m
kdq, is

Normal-Gamma.

qptµmkd, τ
m
kduq � N

�
ρmkd, pβ

m
kdτ

m
kdq

�1
�
G
�
δm0d,1, δ

m
0d,2

�1
�
, (3.31)

where βmkd � βm0d � N̄m
k (3.32)

ρmkd �
βm0dρ

m
0d � N̄m

k µ̄
m
kd

βmkd
(3.33)

δmkd,1 � δm0d,1 � N̄m
k {2 (3.34)

δmkd,2 � δm0d,2 �
1

2
N̄m
k σ̄

m
kd �

1

2

N̄m
k β

m
0dpµ̄

m
kd � ρm0dq

2

βmk
. (3.35)

In the above the samples statistics are defined as follows

µ̄mkd �
1

N̄m
k

Ņ

n�1

Iņ

i�1

φMnimφ
m
nikxnid (3.36)

σ̄mkd �
1

N̄m
k

Ņ

n�1

Iņ

i�1

φMnimφ
m
nikpxnid � µ̄mkdq

2 (3.37)

N̄m
k �

Ņ

n�1

Iņ

i�1

φMnimφ
m
nik. (3.38)

Multinomial

The posterior density, qppmk q, is Dirichlet.

qppmk q � DirichletpΩm
k q (3.39)

Ωm
k � Ωm

0 �
Ņ

n�1

Iņ

i�1

φMnimφ
m
nikxni (3.40)
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3.2.4 Prediction

Having estimated the parameters of the posterior densities describing the NPBMIL

model, a new set Xn can be classified using a likelihood ratio test calculated using

the posterior predictive densities of the model parameters.

LpXnq �
ppXn|Yn � 1q

ppXn|Yn � 0q
(3.41)

�

±In
i�1 ppxni|Yn � 1q±T
t�1 ppxni|Yn � 0q

(3.42)

�

±In
i�1

°
mPt1,0u

�
ηm

°Km

k�1

�
πmk

³
Θm

k
ppxni|Θ

m
k qppΘ

m
k qdΘ

m
k

��
±T

t�1

°K0

k�1

�
πmk

³
Θ0

k
ppxni|Θ0

kqppΘ
0
kqdΘ

0
k

� (3.43)

The posterior predictive densities in Eq. (3.43) for the three specific data generation

processes covered in this work - MVN, MVIN, and MN are respectively multivari-

ate student T, multivariate independent student T, and multivariate Põlya densi-

ties, which are detailed in Appendix A.4. To simplify the likelihood ratio test in

Eq. (3.43), when the size of the dataset is large, the posterior predictive densities³
Θm

k
ppxni|Θ

m
k qppΘ

m
k qdΘ

m
k can be approximated with ppxni|Θ̂

m
k q by using the mean

posterior density estimates Θ̂m
k (Bishop (2006)) without causing substantial change

in performance for the numerical experiments described in Section 3.3. Hence, this

work approximates Eq. (3.43) as follows

LpXnq �

±In
i�1

°
mPt1,0u

�
ηm

°Km

k�1

�
πmk ppxni|Θ̂

m
k q
��±In

i�1

°K0

k�1

�
πmk ppxni|Θ̂

0
kq
� . (3.44)

Using Eq. (3.44), Section 3.3 compares the performance of the NPBMIL approach

with other non-MIL and MIL methods on various datasets.
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3.3 Experiments

The efficacy of the proposed NPBMIL method is compared with the existing non-

MIL and MIL methods on five different datasets: synthetic datasets, MIL benchmark

datasets - MUSK datasets, image categorization datasets, and text categorization

datasets, and a ground penetrating radar (GPR) based landmine detection dataset.

The synthetic datasets provide a means to understand the relative performance of dif-

ferent approaches by investigating the learned parameters. The benchmark datasets

provide a means to compare different approaches in line with the previously pub-

lished results, and also to analyze why some approaches perform better on certain

benchmark datasets and worse on others. The landmine detection dataset shows the

benefits of our proposed approach on a real application. In all of these MIL datasets,

instance labels are unknown and only set labels are known. Due to the absence of

instance labels, when training the non-MIL approaches, the instances are labeled

with their corresponding set labels.

3.3.1 Simulated Data Experiments

To compare the performance of the NPBMIL approach against other methods, syn-

thetic datasets are developed using a data generation process that allows principled

variation of many subtle aspects of MIL data such as the number of H1 and H0

instances in a set, the dimension of the instances, and the overlap between the H1

and H0 clusters. The simulated data has 10 instances per set and one H1 instance

per positive set. The classifiers are trained on a set of 100 positive and 100 negative

sets and tested on a separate set of 500 positive and 500 negative sets.

Multivariate normal simulated data experiments

MVN synthetic samples are generated from a GMM composed of two H1 components

and two H0 components. For each of the components in a D-dimensional data, the
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mean vector is given by rm1, ...,mDs
T , where md P t1,�1u with equal probability.

Given the distribution means, the samples are generated from Gaussians whose co-

variance is Σ � c2DI, where c is a constant and I is a rD�Ds identity matrix. Σ is

defined in this way for two reasons: (1) the parameter D makes the Bayes error rate

independent of dimension, and (2) the parameter c controls the overlap between the

H1 and H0 clusters. By varying D � t2, 5, 10, 25, 50u and c � t.1, .3, .5, .7., 9u, 25

different difficulty-level datasets are obtained. For each of the 25 cases, 100 different

pairs of training and testing datasets are generated.

Using these 25 � 100 � 2500 pairs of training and testing datasets, performance

is compared across different methods using the area under the ROC (AUC). A box-

plot of AUC for each method over the 2500 datasets is shown in Fig. 3.3(a). The

SVM, the miSVM, and the MISVM are evaluated using optimized cost and radial

basis function (RBF) kernel parameters and the PPMM is evaluated using optimized

number of components. For each box, the central mark is the median, the edges of

the box are the 25th and 75th percentiles, the whiskers extend to the most extreme

data points not considered outliers, and outliers are plotted individually. Results

show that the NPBMIL performs comparably to other methods without requiring

any cross-validation based parameter optimizations.

Multinomial simulated data experiments

Similar to the MVN synthetic datasets, the MN synthetic datasets are generated from

a mixture of two H1 components and two H0 components. In all cases, the rD � 1s

probability vector for each multinomial component is drawn from a uniform Dirichlet

distribution. By varying D � t5, 25, 50, 100, 500, 1000u, six different difficulty-level

datasets are obtained. For each of the six cases, 100 different pairs of training and

testing datasets are generated.

Once again, the overall performance is compared by making box-plots of AUC
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for each method over the 6�100 � 600 datasets, as shown in Fig. 3.3(b). In general,

the MIL approaches seem to perform better than the SVM approach but the outliers

in the MISVM approach perform much worse compared to others. The outliers in

all approaches could be possibly an outcome of insufficient parameter optimization,

relatively difficult datasets, or both.

3.3.2 Benchmark MIL Datasets

This work uses three types of MIL benchmark datasets - (1) drug activity predic-

tion (MUSK1 and MUSK2) (Thomas G. Dietterich and Lozano-Perez (1997)), (2)

image categorization (Elephant, Tiger, Fox) (S. Andrews (2002)), and (3) text cat-

egorization (TREC1 and TREC2) (S. Andrews (2002)). MUSK1 has 47 positive

and 45 negative sets, whereas MUSK2 has 39 positive and 63 negative sets. Both

datasets have 166 features. Each of the three image categorization datasets has 100

positive and 100 negative sets and 230 features. Since 87 out of 230 features have

zero values across all instances, this work only uses the 143 non-zero features. In

this work, these high-dimensional drug and image datasets are represented by the

MVIN model, whereas their lower dimensional principal components are represented

(a) (b)

Figure 3.3: Simulated data results (a) Boxplot of AUC over 2500 MVN Synthetic
datasets (b) Boxplot of AUC over 600 MN Synthetic datasets. See Sections 3.3.1
and 3.3.1 for details.
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by the MVN model. Each of the text datasets consists of 200 positive sets and 200

negative sets with a vocabulary size of 66552, out of which 59884 features in TREC1

and 59710 features in TREC2 have zero values across all instances. This work uses

only the remaining 6668 non-zero features in TREC1 and 6842 non-zero features in

TREC2. Since the counts of words can be represented by a multinomial density, the

MN model is suitable for these datasets.

3.3.3 Landmine Detection

Edge Histogram Descriptor (EHD) (Frigui and Gader (2009)) is a generic texture

descriptor algorithm that has been used in many applications, including landmine

detection in GPR data. EHD features extracted from multiple sub-regions around

a location of interest can be considered a set of instances. A collection of sets along

with the known locations of buried targets in training datasets form a dataset that

is suitable for multiple instance learning, especially since the depth locations of the

emplaced targets are not easily available. In this work, EHD features, extracted

from a total 1426 potential buried threats, with 156 actual landmine responses,

are classified using the proposed NPBMIL approach and other MIL and non-MIL

approaches. The NPBMIL approach uses the MVN model for the EHD data.

3.3.4 Results and discussion

Using these MIL benchmark datasets from Section 3.3.2 and the landmine detection

dataset from Section 3.3.3, Figures 3.4 and 3.5 and the corresponding Tables 3.1, 3.2,

3.3, and 3.4 compare the performance of the proposed NPBMIL approach against

non-MIL and MIL approaches. Consistent with the previously published results,

the percentage correct on the datasets for the NPBMIL are also obtained using

10-fold cross-validation. The results are shown with their mean values and 95%

confidence interval from 10 iterations. Furthermore, pairwise statistical significance
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Table 3.1: Percentage correct using 10-fold cross-validation on MIL datasets using
full features. Results are mean and 95% confidence interval from 10 iterations. For a
particular dataset, the number in italics indicates the best performing approach and
the number in bold indicates significantly (p   .05) better than other approaches
based on a balanced one-way ANOVA. This table corresponds to Figure 3.4(a).

Dataset SVM miSVM MISVM PPMM NPBMIL

MUSK1 87.6 + 0.8 82.0�2.0 80.0�2.2 86.4 + 1.9 79.5�2.7

MUSK2 86.9�1.1 83.1�1.1 84.2�1.3 78.5�0.9 69.3�1.2

Elephant 85.8 + 0.3 82.0�0.9 82.7�2.5 82.1�0.6 84.3�0.7

Tiger 82.0�0.9 82.7 + 1.9 81.4�0.9 81.7�0.8 71.0�1.2

Fox 66.8 + 0.7 65.6�1.3 57.1�1.0 61.0�1.3 56.8�2.1

TREC1 95.8�0.2 93.2�0.8 93.6�0.7 89.4�0.9 93.8�0.4

TREC2 81.8�0.4 77.8�1.2 84.5�0.9 79.1�0.8 74.5�1.2

test is performed based on a balanced one-way ANOVA at 95% confidence interval.

The hyper parameters in the NPBMIL are initialized using sparsity promoting

priors wherever relevant and using non-informative priors elsewhere. The hyper pa-

(a) (b)

Figure 3.4: Percentage correct using 10-fold cross-validation on (a) MIL datasets
using full features (b) MIL datasets using their principal components (PC), where
the number of PC for each dataset was chosen to cover at least 70% of the variance
(20 PC for MUSK1 and MUSK2; 40 PC for Elephant, Tiger, and Fox; 6 PC for
EHD). Results are mean and 95% confidence interval from 10 iterations. See Section
3.3.4 for details.
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Table 3.2: Percentage correct using 10-fold cross-validation on MIL datasets using
principal components of MIL datasets, where the number of PC for each dataset was
chosen to cover at least 70% of the variance (20 PC for MUSK1 and MUSK2; 40 PC
for Elephant, Tiger, and Fox; 6 PC for EHD). Results are mean and 95% confidence
interval from 10 iterations. For a particular dataset, the number in italics indicates
the best performing approach and the number in bold indicates significantly (p  
.05) better than other approaches based on a balanced one-way ANOVA. This table
corresponds to Figure 3.4(b).

Dataset SVM miSVM MISVM PPMM NPBMIL

MUSK1 89.2�0.9 77.8�3.2 71.9�1.7 87.8�1.5 87.8�1.6

MUSK2 86.3�1.2 77.3�1.4 78.4�2.2 80.6�2.1 79.9�1.3

Elephant 86.7 + 0.8 78.2�2.5 76.1�3.9 80.7�1.5 85.5�0.9

Tiger 79.2�0.6 78.6�2.9 70.6�2.2 81.7 + 1.3 64.5�1.0

Fox 70.3�0.7 65.8�3.0 65.5�3.7 62.7�1.8 58.6�1.6

EHD 94.4�0.7 94.7�0.9 95.1�0.4 95.3�0.1 95.5 + 0.1

(a) (b)

Figure 3.5: 10-fold cross-validation computation time using Intel(R) Core(TM)
i7-2600 CPU 3.4GHz on MIL datasets (a) training time (b) testing time. Results
are mean and 95% confidence interval from 10 iterations. For TREC1 and TREC2,
a comparison of computation time is unavailable because datasets with full features
were implemented via cluster computing due to large computation time. Since similar
cluster nodes were not always available, a comparison of computation time on the
cluster was not feasible. See Section 3.3.4 for details.
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Table 3.3: 10-fold cross-validation training time using Intel(R) Core(TM) i7-2600
CPU 3.4GHz on the principal components of all MIL datasets. Results are mean
and 95% confidence interval from 10 iterations. For a particular dataset, the number
in italics indicates the best performing approach and the number in bold indicates
significantly (p   .05) better than other approaches based on a balanced one-way
ANOVA. For TREC1 and TREC2, a comparison of computation time is unavailable
because datasets with full features were implemented via cluster computing due to
large computation time. Since similar cluster nodes were not always available, a com-
parison of computation time on the cluster was not feasible. This table corresponds
to Figure 3.5(a).

Dataset SVM miSVM MISVM PPMM NPBMIL

MUSK1 (s) 27�1 1064�276 766�6 391�1 14 + 1

MUSK2 (s) 1024�41 5102�274 19207�11291 1867�147 78 + 7

Elephant (s) 215�0 169�21 162�7 2555�210 30 + 4

Tiger (s) 730�16 1451�32 124�19 2351�13 30�3

Fox (s) 294�2 167�10 430�54 1670�92 29�5

EHD (m) 328�22 1541�454 3722�857 494�2 15 + 2

rameter for the Beta distribution are initialized as γm0,2 � 10�3 to make the NPBMIL

model learn few number of components per mixture model in order to avoid over-

fitting the data. The SVM-based approaches have been optimized over kernel type,

kernel parameter (γrbf P r.01, .05s, degreepoly P r2, 3s), and cost factor P r1, 100s. For

miSVM and MISVM approaches, the best performing kernel types were used, as

reported in their paper (S. Andrews (2002)). The publicly available MILL toolbox 1

was used to implement miSVM and MISVM approaches. Similarly, PPMM has been

optimized over kernel parameter and number of mixture components (K P r10, 50s).

The PPMM results reported in this work are based on the algorithm described in

(Wang et al. (2008)) performing 100 multiple random runs of algorithm and choosing

1 The MILL toolbox is publicly available at http://www.cs.cmu.edu/�juny/MILL/
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Table 3.4: 10-fold cross-validation testing time using Intel(R) Core(TM) i7-2600
CPU 3.4GHz on the principal components of all MIL datasets. Results are mean
and 95% confidence interval from 10 iterations. For a particular dataset, the number
in italics indicates the best performing approach and the number in bold indicates
significantly (p   .05) better than other approaches based on a balanced one-way
ANOVA. For TREC1 and TREC2, a comparison of computation time is unavailable
because datasets with full features were implemented via cluster computing due to
large computation time. Since similar cluster nodes were not always available, a com-
parison of computation time on the cluster was not feasible. This table corresponds
to Figure 3.5(a).

Dataset SVM miSVM MISVM PPMM NPBMIL

MUSK1 (s) 5�.2 1111�292 780�8 .3�.0 .0 + .0

MUSK2 (s) 59�3 5466�259 24407 + 13720 0.3�.0 .1 + .0

Elephant (s) 15�.0 183�25 166�8 0.4�.0 .0 + .0

Tiger (s) 1�.0 1450�30 131�9 .4�.0 .0+ .0

Fox (s) 18�.2 144�10 272�13 .3�.0 .0 + .0

EHD (s) 308�16 151840�56936 217583�44513 .7�.0 .1 + .0

the best one based on the performance on the training set.

Figure 3.4(a) and the corresponding Table 3.1 show that despite performing

poorly on MUSK2, Tiger, Fox, and TREC2, the NPBMIL performs comparably

on MUSK1, Elephant, and TREC1. Most of these benchmark MIL datasets have

very limited H1 instances and a very large number of features, which makes param-

eter inference very difficult. In an attempt to assess the efficacy of the NPBMIL

on datasets with reasonable feature size, the performances were also evaluated on

the principal components (PC) of benchmark datasets, where the number of PC for

each dataset was chosen to cover at least 70% of the variance. Figure 3.4(b) and the

corresponding Table 3.2 show that when using lower dimensional principal compo-

nents of the relevant datasets, the NPBMIL is competitive with the best performing
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approaches on several datasets. Figures 3.5(a) and 3.5(b) and the corresponding Ta-

bles 3.3 and 3.4 compare the training and testing computation time for all methods

on the MIL datasets. Results show that the NPBMIL is substantially faster than

several other approaches while performing comparably to these approaches.

Furthermore, based on these results, we can make two interesting observations -

(1) no single method outperforms others in all datasets, and (2) the non-MIL SVM

method performs competitively on MIL datasets. In fact, with the correct choice

of kernel and its parameters optimized, the SVM is the best algorithm on several

MIL datasets. These observations are very similar to the ones made in (Ray and

Craven (2005)), which explains that the number of positive instances in positive sets

influences the relative performance of the supervised learning methods. A second

explanation in (Ray and Craven (2005)) is that the negative instances in positive

sets may be slightly different from those in negative sets, which can complicate

learning for MIL approaches, especially when the negative instances in positive sets

are more similar to positive instances than to negative instances in negative sets. As

mentioned in (Ray and Craven (2005)), a MIL approach becomes more useful when it

is necessary to learn the positive instances in addition to classifying the positive sets

from negative sets. For example, in the drug activity problem, it might be beneficial

to draw examples of positive molecules. In contrast to the other MIL approaches, the

proposed generative approach can draw representative data from the inferred model.

Online VB learning in NPBMIL

Unlike the existing MIL approaches, the proposed approach is capable of online

learning, where new training data may be available sequentially or mini-batches of

training data may be generated via methods such as bootstrapping. In order to

extend the batch VB approach described in Section 3.2.3 to an online setting, the

online VB approach implemented in (Hoffman et al. (2010); Wang et al. (2011)) is
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adopted. Following (Hoffman et al. (2010); Wang et al. (2011)), the delay parameter

is chosen in the range τ P p.5, 1s, and the forgetting factor is chosen in the range

κ ¡ 0. κ controls how quickly old information is forgotten and τ downweighs early

iterations (Hoffman et al. (2010)). The mini-batches of training data are generated by

bootstrapping using different mini-batch sizes S P tN{20, N{15, N{10, N{5u, where

N is the size of the entire training data. Although the online VB learning approach

converges for all parameter settings, the stationary point of convergence depends

on the choice of the parameters (Hoffman et al. (2010); Wang et al. (2011)). The

batch VB learning and the online VB learning are evaluated on the EHD landmine

detection dataset. Following (Hoffman et al. (2010); Wang et al. (2011)), in order

to compare the batch learning with the online learning, the per-set log predictive

(a) (b)

Figure 3.6: (a) Per-set log predictive density on test data vs. training time
for the batch VB learning of the NPBMIL using the entire training data of size
N and the online VB learning of the NPBMIL for various mini-batch sizes S P
tN{20, N{15, N{10, N{5u, delay (τ � 1), and forgetting factor (κ � .55). The online
learning approaches converge much quicker than the batch learning approach. (b)
The ROC comparison of the batch vs. the online learning on the EHD landmine
detection dataset based on 10-fold cross-validation. The online learning approaches
perform similarly to the batch learning approach while training much faster than the
batch learning approach.
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density on the test data is plotted against the training time for various mini-batch

sizes at delay (τ � 1), and forgetting factor (κ � .55), as shown in Fig. 3.6(a).

As expected, the online learning converges faster than the batch learning to similar

levels of convergence, and the rate of convergence depends on the mini-batch size.

Moreover, the ROC performance based on 10-fold cross-validation in Fig. 3.6(b)

shows that the online learning performs similarly to the batch learning while training

much faster than the batch learning.

3.4 Conclusions

In this chapter, we have evaluated existing algorithms for MIL and proposed a novel

nonparametric Bayesian method that can automatically infer the appropriate model

complexity of a dataset and is also capable of online learning. Our results indicate

that when the data generation assumption holds, the proposed approach performs

comparably to other non-MIL and MIL techniques without requiring cross-validation

based external parameter optimizations. The model parameters can be learned using

variational Bayesian methods, yielding fast and computationally tractable inference.

In an attempt to obtain better parameter estimates, we also performed (1) multiple

re-initialization of the inference process and (2) MCMC inference. But, despite

the expense of additional computation, these attempts did not make substantial

improvements in the performance of the proposed method.

The proposed approach in this chapter considered sets of i.i.d observations. There

are many applications where it is beneficial to relax the i.i.d. assumption, and instead

consider sequences of observations. There are several examples of such data: (1) the

numbers of defective items found in successive observations taken from a production

line, (2) the sequences of wet and dry days in some region, (3) the number of cases of

some notifiable disease in a given area in successive months, (4) the number of births

and delivery methods at a hospital in successive months, (5) the number and types
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of road accidents at a road intersection, etc. (MacDonald and Zucchini (1997)). In

some of these applications, it may be easier to obtain labels for sets of sequences

as opposed to individual sequences. For example, consider a traffic surveillance

system whose goal is to identify road accidents by assuming the trajectory of each

vehicle as a sequence. For this problem, in order to obtain training video data, an

entire video clip containing multiple vehicle trajectories may be labeled as a single

set containing a road accident instead of labeling individual vehicle trajectories.

Similarly, as described in Section 1.1.1, when 2D GPR data over multiple depth

bins at a particular alarm location are represented as sequences of observations as

shown in Fig. 1.1, alarm locations are only easily available for the 2D coordinates

on the earths surface, but not for the individual target depths. In the next chapter,

we consider sets of sequential observations and develop a new Bayesian hierarchical

model by extending an HMM in the MIL framework.
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4

Classification Approach for Sets of Sequences of
Observations

The previous chapter described learning problems where it was easier to generate

labels for sets of observations compared to individual observations. The learning

approach developed in Chapter 3 assumed the sets of observations were i.i.d. As

explained earlier, there are many applications where it is beneficial to consider the

sequential nature of data. This chapter considers learning problems involving labeled

sets of sequences and proceeds to learn an HMM in an MIL framework to detect sub-

surface threats using GPR data.

As described in Section 1.1.1, the HMM approaches developed for GPR-based

landmine detection (Gader et al. (2001); Frigui and Gader (2005); Frigui et al. (2007))

do not incorporate the inherent uncertainty in the instance labels. In the absence of

instance labels, a standard EM-HMM represents all instances in multiple depths at a

particular spatial location with their corresponding set label. Consequently, instances

below and above a target instance are labeled as targets although their characteristics

might be substantially different from targets. In an attempt to localize the regions

corresponding to the target, Gaussian Markov random fields (GMRFs) have been
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used to segment the information-bearing region of the GPR image from the back-

ground of the image (Torrione and Collins (2007b)). However, image segmentation

can be a very time consuming procedure. Moreover, the image segmentation pro-

cedure does not incorporate the time-varying characteristics of landmine response,

which should be closely coupled in the HMM learning process. Recently, in another

effort, an energy-based technique is utilized to localize the target response (Torrione

et al. (2013)). The features extracted from these automatically flagged locations,

combined with new preprocessing and classification steps developed in this work,

have shown significant performance improvements over the existing methods. How-

ever, the energy-based target localization technique is rather ad hoc and requires

further ad hoc methods to aggregate decision metrics from sets of images during

testing (Torrione et al. (2013)).

In order to overcome these limitations, similar to Section 1.1.1, this work pro-

poses an HMM approach based on an MIL framework. Most of the existing MIL

approaches described in Section 1.1.2 are unsuitable for time-series data and do not

generalize well across different application. Recently, a MIL framework has been

used in HMM-based landmine detection (Yuksel et al. (2012)), which implements

the DD (Maron (1998)) on time series data. Although their preliminary work shows

improvement over a standard EM-HMM, the DD itself suffers from limitations that

have been addressed in subsequent efforts (Chen and Wang (2004); Rahmani et al.

(2008)). In this work, our previous nonparametric Bayesian multiple instance learn-

ing (NPBMIL) approach (Manandhar et al. (2015b)) is extended to incorporate

time-varying GPR data by learning HMMs in a MIL framework (MiHMM), in which

sets of instances are drawn from a hierarchical mixture of two HMMs. Time samples

in at least one of the instances in a Y � 1 set are drawn from probability densities

ppxni,t|yni � 1q, and time samples in all of the instances in a Y � 0 set are gen-

erated from probability densities ppxni|yni � 0q. In contrast to the previous HMM
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approaches, the MiHMM learns the mixture of HMMs simultaneously.

The proposed approach is generalizable to different applications by using an ap-

propriate observation model, and in this work, we consider both discrete (multino-

mial) and continuous (Gaussian) features. The proposed method uses variational

Bayes (VB) to estimate the model parameters, making parameter inference fast and

computationally efficient. The performance of the proposed MiHMM method is com-

pared against the NPBMIL and a standard EM-HMM using features developed in

(Gader et al. (2001)), as well as a new set of features generated using a very suc-

cessful computer vision technique called the histogram of oriented gradients (HOG)

(Dalal and Triggs (2005)).

4.1 Multiple Instance Hidden Markov Model

As described in Section 1.1.1, HMMs have previously been successfully applied to

subsurface threat detection using ground penetrating radar (GPR) data. But, as

explained earlier, the ambiguity in the sequence labels in GPR data can impede

parameter estimation in the HMM-based approaches. This work extends the HMM

to the MiHMM that utilizes sets of sequences and set labels.

The HMM described in Section 2.2 can be used to model sequences from two

different hypotheses ppxni|yni � 0q and ppxni|yni � 1q. Using the HMM as a building

block, we construct a generative model for time-series data in an MIL scenario. For

a binary MIL problem, it is assumed that the time samples in any instance in a

negative set (Yn � 0) are sequentially generated from ppxni,t|zni,t, yni � 0q while

the time samples in any instance in a positive set (Yn � 1) are generated from a

hierarchical mixture of two HMMs in this way: First the hidden instance label, yni, is

drawn from a multinomial distribution with mixing proportions, η, and based on yni,

the time samples in the instance are sequentially generated from either ppxni|yni � 0q

or ppxni|yni � 1q.
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A latent variable ζni assigns one of the two HMMs to the instance xni as follows

ζni

#
�Multpηq,η � Dirpα0q if Yn � 1

� 0 if Yn � 0,

where Yn � 1 denotes the set is positive, Yn � 0 denotes the set is negative, and

η � tη0, η1u denote the mixing proportions of the two HMMs for an instance in a

Y � 1 set.

Let Hm � tΘm
k ,Π

m
k ,A

mu denote the parameters of the mth HMM, m P t0, 1u.

Let zmni,t be the discrete multinomial latent variable that describes which component

density in the mth HMM is responsible for generating the corresponding observation,

xni,t. The data generation process can be explained by the following equations

zmni,1 | Πm � MultpΠmq (4.1)

zmi,t|tz
m
i,t�1 � k,Am

ku � MultpAm
kq, k P t1, ..., K

mu, t P t1, ..., Tiu (4.2)

xni,t|z
m
ni,t �

Km¹
k�1

ppxni,t|Θ
m
k q

zmni,t (4.3)

Xn|tH0,H1u �
In¹
i�1

¹
m�t0,1u

ppxni | Hmq
ζni . (4.4)

Once again, the uncertainty in the parameters can be expressed using conjugate

priors as follows

Πm|Λm
0 � DirpΛm

0 q (4.5)

Am
k|a

m
0 � Dirpam0q,A

m
k � rAmk1, ..., A

m
kKs, a

m
0 � ram01, ..., a

m
0Ks (4.6)

Θm
k |h

m
0 � ppΘm

k |h
m
0 q (4.7)

η|α0 � Dirpα0q. (4.8)

In Eqn. 4.3, the data generation process is expressed in terms of Θm
k along with an

associated conjugate prior density ppΘm
k |h

m
0 q. This work considers two distributions
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Figure 4.1: The MiHMM1 graphical model. The latent variable ζni assigns one of
the HMMs to the instance xni. Given a Yn � 1 set, the HMMs mix with proportion
η. Given an HMM, the latent variable zmni,t assigns one of the mixture components,
parameterized by tΘm

k u
K
k�1, to the sample xni,t. Excluding the first state, all other

successive states in a sequence are determined by the state transition probabilities
Am. The first state is determined by the initial state mixing proportion Πm. This
model is modified to have a shared observation model in MiHMM2, whose graphical
model is shown in Figure 4.2.

from the exponential family: MN and MVN because the assumptions of these dis-

tributions are appropriate to model the two types of datasets analyzed in this work.

Fig. 4.1 shows a graphical model for the MiHMM model, which is based on Fig.

2.1, but differs from it in two important aspects: (1) there are two HMMs in Fig.

4.1, and (2) a latent variable that assigns an instance in a Y � 1 set to one of the

two HMMs, ζni, is introduced. Similar to Fig 2.1, the dashed plates denoting the

exponential family component densities can be replaced by one of the two specific

densities - MN and MVN.

Multinomial

In the discrete landmine features developed in (Gader et al. (2001)), each time sam-

ple is represented by one of the 16 discrete observations, which can be modeled by
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a multinomial probability density. Consider a MN probability density with dimen-

sionality D parameterized by a probability vector Θm
k � pmk such that xni,t|p

m
k �

Multppmk q. For a MN probability density, xni,t � rxni,t1, ..., xni,tDs
1, where xni,td de-

notes the count of the dth outcome and pmkd denotes the probability of that outcome.

A special case of MN probability density, where each sample has exactly one out-

come, can be used to model the time samples in the discrete landmine dataset. The

conjugate prior for pmk is the Dirichlet density with parameter:

pmk |Ω
m
0 � DirpΩm

0 q. (4.9)

Multivariate Normal

In the histogram of oriented (HOG) (Dalal and Triggs (2005)) landmine features,

described in Section 4.2.2, each time sample is described by a 9-D feature vector. In-

tuitively, this feature vector gives a weighted distribution of edge orientations within

a particular region in a 2D GPR image, which can be modeled by a MVN probability

density. A MVN density with dimensionality D is defined by a rD� 1s mean vector

and a rD�Ds covariance matrix. Let Θm
k � tµmk ,Γ

m
k u denote the parameters of the

kth component in the mth HMM mixture model, where µmk denotes the mean and

Γm
k denotes the precision such that xni,t|tµ

m
k ,Γ

m
k u � N pµmk , tΓ

m
k u

�1q. The conjugate

prior for the joint density of µmk and Γm
k is the Normal-Wishart density:

Γm
k | tΦm

0 , ν
m
0 u � Wishpνm0 , tΦ

m
0 u

�1q (4.10)

µmk | tΓm
k ,ρ

m
0 , β

m
0 u � N pρm0 , tβ

m
0 Γm

i u
�1q. (4.11)

4.1.1 Parameter Inference

Based on the data generation process described in Section 4.1, a joint probability

density of the time samples and the model parameters can be obtained. Due to the

model complexity, the computation of the posterior densities involves an intractable

integration. This work utilizes VB to approximate the intractable integration by
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maximizing a lower bound, which can be computed using the relationship between

log-likelihood, negative free energy, and Kullback-Liebler divergence (Vaclav Smidl

(2006)). Intuitively, VB tries to maximize the lower bound by tuning the model pa-

rameters to make the approximate posterior distribution approach the true posterior

distribution. To achieve this goal, VB assumes parameterized posterior densities of

the parameters can be factorized into conditionally independent groups of parame-

ters. For the MiHMM, the assumed conditional independence is the following

qptζn, zn,Π,A,Θu|Xq �
In¹
i�1

¹
m�t0,1u

qpζnm|Xq
Km¹
k�1

rqpzmni,Π,A|XqqpΘm
k |Xqs . (4.12)

To simplify notation throughout the remainder of the chapter, let qp�q � qp�|Xq de-

note the approximate posterior density. The parameters of the assumed posterior

densities can be optimized to approximate the true posterior densities by iterating a

set of closed form coupled update equations. The parameters of these coupled equa-

tions can be solved iteratively until the change in the NFE is less than a small value,

such as 10�10. Algorithm 2 summarizes the VB learning procedure for MiHMM.

The set of coupled equations for the MiHMM model assuming standard con-

jugate posterior densities are provided in the remainder of this section, and de-

tailed in Appendix B.1. These equations require several VB moments, denoted by

  � ¡, which are given in Appendix B.2. The variational average cluster likelihood,

〈log ppxni,t|Θ
m
k q〉qpΘm

k q, for each observation model analyzed in this work is also re-

quired by the equations below and also included in the Appendix B.3.

Let φMmni � qpζmniq denote the responsibility of the mth HMM for the instance xni;

and given the mth HMM, let φmni,t denote the responsibility of the kth state for the time

sample xni,t, and let ξpzni,t|zni,t�1q correspond to the conditional posterior probability

qpzni,t�1, zni,t|Xq for each of the K � K transition possibilities for pzni,t�1, zni,tq for

the time sample xni,t. The quantities φmni,t and ξpzni,t|zni,t�1q are estimated using the
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Algorithm 2 VB Parameter Inference in MiHMM1

1. Select observation models suitable for data
2. Select conjugate priors suitable for model parameters and select non-informative
hyperparameters. E.g., α0 � t.5, .5u, βm0 � D,ρm0 � 0rD�1s, ν

m
0 � D,Φm

0 �
DIrD�Ds,Ω

m
0 � 1rD�1s{D,Λ

m
0 � 1{Km, am � IrD�Ds.

Initialization:
3. Initialize φMmni, n P t1, ..., Nu, i P t1, ..., Inu:

φM0ni �

#
0 if Yn � 1

1 if Yn � 0

φM1ni �

#
1 if Yn � 1

0 if Yn � 0

4. Initialize φmkni,t, n P t1, ..., Nu, i P t1, ..., Inu, t P t1, ..., Tniu, k P t1, ..., K
mu,m P

t0, 1u: φmkni,t � Up0, 1q
5. Normalize φmni,t s.t.

°
k φ

m
kni,t � 1@t

6. Initialize ξmpzmni,t|z
m
ni,t�1q, n P t1, ..., Nu, i P t1, ..., Inu, t P t2, ..., Tniu,m P t0, 1u:

ξmpzmni,t|z
m
ni,t�1q �

�
φMniφ

m
ni,t

�1
� φMniφ

m
ni,t�1

VB Iteration:
while ∆FpΘq   10�10 do

M-Step:
Update model parameters: α0 Ñ αm (Eqn. 4.16), am0 Ñ amk (Eqn. 4.20),
hm0 Ñ hmk ; k P t1, ..., Kmu (Eqns. 4.22,4.24,4.25,4.26,4.27)
E-Step:
Calculate the variational average likelihood of component k:
〈log ppxni,t|Θ

m
k q〉qpΘm

k q (see Appendix B.3)

Calculate the responsibilities: φmkni,t, and the conditional posterior probability:
ξmpzmni,t|z

m
ni,t�1q from the forward-backward algorithm (Rabiner (1989)).

Calculate the responsibilities: φMmni (Eqn. 4.13)
Calculate NFE: FpΘq (see Appendix B.3)

end while

forward-backward algorithm (Rabiner (1989)). The responsibility φMmni is defined by

the following equations

φMmni � qpζni � mq �
zφMmniyφM1ni � yφM2ni (4.13)

zφMmni � expt
Tni̧

t�1

〈log ppxni,t|Θ
mq〉qpΘmq � 〈log ηm〉qpηmqu. (4.14)

Let N denote the total number of sets and In denotes an indicator function that
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specifies if the nth set is positive. Using these variables, the posterior density for the

mixing of instances within positive sets is

qpηmq � Dirpαmq (4.15)

where αm � α0 �
Ņ

n�1

In

�
Iņ

i�1

φMmni

�
. (4.16)

The posterior densities for the initial state mixing probabilities and the state transi-

tion probabilities are

qpΠm
k q � DirpΛm

k q (4.17)

where Λm
k � Λm

0 �
Ņ

n�1

Iņ

i�1

φMmniφ
m
kni,1 (4.18)

qpAm
kq � Dirpamkq,A

m
k � rAmk1, ..., A

m
kKs (4.19)

where amk � am0 �
Ņ

n�1

Iņ

i�1

Tni̧

t�2

φMmniξpzkni,t|zni,t�1q. (4.20)

The posterior density for the parameters of component k for the HMM m, qpΘm
k q

is detailed for the two observation models considered in this work in the following

subsections.

Multinomial

For the multinomial observation model, the posterior density, qppmk q, is Dirichlet.

qppmk q � DirpΩm
k q (4.21)

where Ωm
k � Ωm

0 �
Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,txni,t (4.22)
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Multivariate Normal

For the multivariate normal observation model, the posterior density, qptµmk ,Γ
m
k uq,

is Normal-Wishart.

qpµmk ,Γ
m
k q � N pρmk , tβ

m
k Γm

k u
�1qWishpνmk , tΦ

m
k u

�1q (4.23)

where νmk � νm0 � N̄m
i (4.24)

βmk � βm0 � N̄m
k (4.25)

ρmk �
βm0 ρ

m
0 � N̄m

k µ̄
m
k

βmk
(4.26)

Φm
k � Φm

0 � N̄m
k Σ̄m

k

�
N̄m
k β

m
0 pµ̄k

m � ρm0 qpµ̄k
m � ρm0 q

T

βmk
(4.27)

In the above the sample statistics are defined by the following equations

µ̄mk �
1

N̄m
k

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,txni,t (4.28)

Σ̄m
k �

1

N̄m
k

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,tpxni,t � µ̄

m
k qpxni,t � µ̄

m
k q

T (4.29)

N̄m
k �

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,t. (4.30)

4.1.2 MiHMM Shared Observation Model

The MiHMM model developed in the previous section assumes sequences in a pos-

itive (Y � 1) set are drawn from one of the two HMMs, where each HMM has its

own observation model. This model assumes that targets and false alarms in GPR

data are generated from two separate HMMs with different parameters. However, a

comparison of the learned states of the two HMMs show that both targets and false

alarms in GPR data can be described by two separate HMMs that share the same
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Figure 4.2: The MiHMM2 graphical model. The latent variable ζni assigns one of
the HMMs to the instance xni. Given a Yn � 1 set, the HMMs mix with proportion
η. Given an HMM, the latent variable zmni,t assigns one of the mixture components,
parameterized by tΘku

K
k�1, to the sample xni,t. Excluding the first state, all other

successive states in a sequence are determined by the state transition probabilities
Am. The first state is determined by the initial state mixing proportion Πm. The
difference between the models in Figs. 4.1 and 4.2 is that there is a single shared
observation model in Fig. 4.2.

observation model but have unique initial state mixing and state transition proba-

bilities. Consequently, the MiHMM model is modified by allowing the two HMMs

to share a single observation model. Henceforth, the two types of MiHMMs will be

referred to as MiHMM1 and MiHMM2, denoting different and shared observation

models respectively. Assuming a shared observation model requires only few minor

modifications in the method described in Sections 4.1 and 4.1.1. The parameters

of the mth HMM are denoted by Hm � tΘ,Πm,Amu, where the shared probabil-

ity densities are parameterized in terms of Θ and hyper parameter h, replacing the

HMM specific parameter Θm and hyper parameter hm in Sections 4.1 and 4.1.1.

As a consequence of the shared component densities, the two separate responsibili-

ties, φmni,t,m P t0, 1u, obtained from the forward-backward algorithm in two separate
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HMMs are combined into a single responsibility, φni,t, where

φni,t �
¸

mPt0,1u

φMmniφ
m
ni,t (4.31)

The posterior densities for the parameters of the component k for either HMM, qpΘkq

are detailed for the two observation models in the following subsections.

Multivariate Normal

The update equations (4.24, 4.25, 4.26, and 4.27) for the Normal-Wishart posterior

density, qptµk,Γkuq, remain the same but the sample statistics are redefined using

the following equations

µ̄k �
1

N̄k

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φkni,txni,t (4.32)

Σ̄k �
1

N̄k

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φkni,tpxni,t � µ̄kqpxni,t � µ̄kq
T (4.33)

N̄k �
Ņ

n�1

Iņ

i�1

Tni̧

t�1

φkni,t. (4.34)

Multinomial

The update equation (4.22) for the Dirichlet posterior density, qppkq, is modified as

follows

Ωk � Ω0 �
Ņ

n�1

Iņ

i�1

Tni̧

t�1

φkni,txni,t (4.35)

The graphical model of MiHMM2 in Fig. 4.2 is similar to that of MiHMM1 in Fig.

4.1 except there is only one observation model in Fig. 4.2, which is shared by both

HMMs.
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4.1.3 Prediction

Having estimated the parameters of the posterior densities of the MiHMM model,

a new set Xn, can be classified using a likelihood ratio test calculated using the

posterior predictive densities of the model parameters. In this work, the posterior

predictive densities are approximated by the mean posterior densities without resul-

ing in a substantial change in performance for the experiments described in Section

4.2.

LpXnq �
ppXn|Yn � 1q

ppXn|Yn � 0q
(4.36)

�

±In
i�1 ppxni|Yn � 1q±In
i�1 ppxni|Yn � 0q

(4.37)

�

±In
i�1

°
mPt1,0u

�
ηmppxni|Ĥm

�±In
i�1 ppxni|Ĥ0

� (4.38)

In Eqn. 4.38, the instance likelihood given an HMM, ppxni|Ĥmq, is computed from

the forward variable of the forward-backward algorithm (Rabiner (1989)) by approx-

imating the posterior predictive densities, represented by parameters Hm, with the

mean posterior densities, represented by parameters Ĥm. Using Eqn. 4.38, Section

4.2 evaluates the efficacy of the proposed MiHMM approaches with the standard

EM-HMM on various datasets.

4.2 Experimental Analysis on MiHMM Datasets

The proposed MiHMM approaches are evaluated against the standard EM-HMM on

two synthetic datasets and two landmine datasets. Motivated by the two landmine

datasets, the two synthetic datasets are generated based on the two specific com-

ponent densities - MN and MVN. In addition to comparing the ROC performance

of these algorithms on different datasets using 10-fold cross-validation, the follow-
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ing sections also analyze the parameters learned by these algorithms and the H1

instances in a positive bag inferred by the proposed approach. For training the stan-

dard EM-HMM model, all instances in a positive set were considered H1 instances

and used for training. This corresponds to a lack of information regarding the actual

target location in depth.

4.2.1 Synthetic Datasets

The synthetic datasets provide a means to understand the relative performance of

different approaches by investigating the learned parameters. For each synthetic

dataset, there are 200 negative sets, 200 positive sets, 10 instances per set, 15 time

samples per instance, and one H1 instance per positive set.

Multinomial Synthetic Data

In the MN synthetic dataset, time samples in both H0 and H1 HMMs are gen-

erated from one of the four multinomial components, represented by the proba-

bility vectors pk, k P t1, ..., 4u. The HMMs have different transition probabilities,

tA0,A1u, and initial state mixing probabilities, tΠ0,Π1u. The four multinomial

components are motivated by the four-state representation of a typical landmine

signature in time-domain GPR data, corresponding to background, rising, flat, and

falling edges (Fig. 1.1). Each multinomial component is a r16�1s probability vector,

pk, k P t1, ..., 4u, drawn from a uniform Dirichlet distribution. The transition prob-

abilities are defined as follows: For k P t1, ..., 4u, tA0
ku � tr.7, 0, 0, .3s, r.3, .7, 0, 0s,

r0, .3, .7, 0s, r0, 0, .3, .7su and tA1
ku � tr.7, .3, 0, 0s, r0, .7, .3, 0s, r0, 0, .7, .3s, r.3, 0, 0, .7su.

A strong diagonal in the transition matrix signifies high probability of staying in a

state given a time sample is already in that state. The initial state mixing probabil-

ities, tΠ0,Π1u, are uniform. The choice of the number of time samples per instance

and the dimension of the multinomial probability vector are motivated by the discrete
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(a) Comparison of H0 transition matrices

(b) Comparison of H1 transition matrices

Figure 4.3: For both (a) and (b), from left to right, transition matrices for the
multinomial synthetic data (i) truth, (ii) learned by standard EM-HMM, (iii) learned
by MiHMM1, and (iv) learned by MiHMM2. In the standard EM-HMM, the in-
correctly learned H1 transition matrix is similar to the H0 transition matrix. For
visualization, the state orders for the learned transition matrices were rearranged by
matching the learned states with the truth.

landmine data described in Section 4.2.2.

A detailed analysis of the parameters learned by the standard EM-HMM, the

MiHMM1, and the MiHMM2 reveals that all three approaches learn the states, the

initial state mixing, and the H0 HMM transition probabilities relatively well. But,

as shown in Fig. 4.3(a), only the MiHMMs learn reasonable H1 HMM transition

probabilities. In fact, the H1 HMM transition probabilities learned by the standard

EM-HMM are very similar to the H0 HMM transition probabilities. This outcome is

not unreasonable considering there is only one H1 instance out of 10 instances in a

positive set. If the number of H1 instances in a positive set were to increase, the stan-

dard EM-HMM may estimate the H1 HMM transition probabilities more accurately.

Despite not learning the correct H1 HMM transition probabilities, Fig. 4.4(a) shows
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that the standard EM-HMM performs surprisingly well in discriminating positive

sets from negative sets because the H1 instances have very low likelihoods given the

H0 HMM. In other words, the standard EM-HMM performs mostly as an anomaly

detector. Fig. 4.4(a) shows that the MiHMMs outperform the standard EM-HMM

by accurately modeling the H1 HMM. Between the two MiHMMs, MiHMM2 does

slightly better than MiHMM1 because although the data was generated assuming a

single observation model, only MiHMM2 assumes a single shared observation model.

MiHMM1 is required to estimate additional parameters with the same amount of

data, resulting in a slight performance loss. It is also not surprising to see NPBMIL

perform poorly because although the data was generated using an underlying Markov

model, NPBMIL cannot adequately model the sequential nature of the data.

Multivariate Normal Synthetic Data

The MVN synthetic dataset is motivated by the HOG landmine data described in

Section 4.2.2. Similar to Section 4.2.1, in the MVN synthetic dataset, time samples

in both H0 and H1 HMMs are generated from a GMM composed of four compo-

nents, represented by the means and covariances, tµk,Σku, k P t1, ..., 4u. The means

are located at r1, 1s, r�1, 1s, r1,�1s, and r�1,�1s and all Gaussians have unit co-

variances. The transition probabilities and the initial state mixing probabilities are

defined similar to Section 4.2.1.

Similar to the results in Section 4.2.1, the standard EM-HMM does not learn the

correct H1 transition matrix and mostly acts as an anomaly detector. Once again,

the ROC performance in Fig. 4.4(b) shows that HMM-based approaches outperform

NPBMIL and MiHMMs outperform the standard EM-HMM.
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(a) (b)

Figure 4.4: ROC performance comparison of standard EM-HMM, MiHMM1 (dif-
ferent observation models), and MiHMM2 (shared observation model) on (a) Multi-
nomial synthetic data (b) Multivariate Normal synthetic data

4.2.2 Landmine Datasets

Encouraged by the promising results on synthetic data, the proposed MiHMM ap-

proaches were implemented for GPR-based landmine detection using two landmine

datasets and their efficacy against the standard EM-HMM were evaluated.

Discrete Features

The discrete features were obtained by extracting gradient features from the time-

domain GPR data using the software provided by the authors of (Gader et al. (2001)).

These features describe the gradient information in the diagonal and anti-diagonal

edges. The HMM features extracted from multiple depth bins of a [downtrack �

depth] GPR data at an alarm location can be considered a set of instances. Each set

is composed of 22 instances and each instance is composed of 15 samples, where each

sample is represented by one of the 16 possible discrete observations. A collection of

sets along with the ground truth of buried threats in training data provide a dataset

suitable for multiple instance learning, mainly because the depth locations of the

buried targets cannot be easily obtained.
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(a) (b)

Figure 4.5: For each group of two figures, from L-R, the first panel shows a 2D
GPR data containing (a) a buried target, and (b) a false alarm, similar to Fig. 1.1
(a). The vertical axis corresponds to the feature depth region index, where each
feature depth region represents a sequence in the HMM models, and for each HMM
sequence, the horizontal (downtrack) axis represents the time samples. In a MIL
framework, each HMM sequence represents an instance and a collection of these
sequences, corresponding to a 2D GPR data, represents a set. The second panel
shows the HOG descriptors representing the 2D GPR data as HMM sequences. The
third panel shows the probability of each instance to be a H1 instance.

In this work, the discrete HMM features are extracted from a total of 864 alarms,

consisting of 574 targets. The ROC comparison in Fig. 4.6(a) demonstrates that

MiHMMs outperform the standard EM-HMM. Since the discrete features were specif-

ically generated to model the GPR data sequentially, it is not surprising that HMM-

based approaches outperform NPBMIL on discrete features.

HOG Features

The histogram of oriented (HOG) features (Dalal and Triggs (2005)) are extracted

from time-domain GPR data. Originally developed as a feature extraction technique

for pedestrian detection (Dalal and Triggs (2005)), HOG features have been exten-

sively used as a promising feature descriptor in many other computer vision applica-

tions (Forsyth (2011)), and recently for GPR-based landmine detection (Havens et al.
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(a) (b)

Figure 4.6: ROC performance comparison of standard EM-HMM, MiHMM1 (dif-
ferent observation models), and MiHMM2 (shared observation model) on (a) land-
mine discrete data (Gader et al. (2001)) (b) landmine HOG data

(2012); Torrione et al. (2013)). HOG features represent distribution of pixel-wise gra-

dients that are aggregated over a region of pixels, known as cells, and smoothed over

groups of cells, known as blocks (Dalal and Triggs (2005)). Intuitively, these features

describe relative changes in image regions. Similar to Section 4.2.2, the HOG fea-

tures extracted from multiple depth bins of a [downtrack � depth] slice of GPR data

can be considered a bag of instances. For the HOG features, each bag is composed

of 12 instances, and each instance, corresponding to an HMM sequence, is composed

of 20 observation samples, where each sample is represented by a HOG-block (Dalal

and Triggs (2005)), as shown in Fig. 4.5.

Similar to the discrete features in Section 4.2.2, the HOG features are also ex-

tracted from a total of 864 alarms, consisting of 574 targets. Once again, the ROC

comparison in Fig. 4.6(b) exhibits the improvement of the MiHMM approaches over

the standard EM-HMM, however for the HOG features, the NPBMIL approach out-

performs all HMM techniques. Since the HOG features were generated to represent

2D patches of GPR data without incorporating any sequential information, it is

not unreasonable for NPBMIL to outperform the HMM-based approaches on HOG
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features.

The MiHMM approaches also provide the mixing proportion of H1 and H0 in-

stances in a positive bag and can also infer the H1 instances in a positive bag.

Figures 4.5(a) and 4.5(b) show examples of 2D GPR data with buried target and

false alarm respectively along with their corresponding HOG features per instance,

and the probability of each instance to be a H1 instance. In Fig. 4.5(a), the HOG

features in depth bins 5 � 8 represent typical rising and falling edges of a buried

landmine, and clearly, these depth bins have very high probability of being a H1

instance. In contrast, all depth bins in a false alarm example in Fig. 4.5(b) have

very low probability of being a H1 instance.

4.2.3 Discussion

For the results presented in Sections 4.2.1 and 4.2.2, the number of mixture com-

ponents was optimized for all approaches. While the choice of the number of com-

ponents affects the performance of all approaches, the performance is fairly robust

for a wide range of values, showing that a coarse optimization is sufficient in most

cases. In terms of computational complexity, the MiHMMs take approximately twice

as long to train compared to the standard EM-HMM. While the standard EM-HMM

divides the training data into two different sets to train two HMMs separately, the

MiHMMs train a hierarchical mixture of two HMMs simultaneously so that the MiH-

MMs require more memory during training than the standard EM-HMM. Among the

two MiHMMs, the MiHMM2 is faster than the MiHMM1 because the MiHMM2 has

fewer parameters to be estimated. The experiments with synthetic datasets exhibit

that the MiHMMs are capable of learning a more accurate model for H1 instances,

and as a result, the MiHMMs are more robust when there are fewer H1 instances in

a positive bag. The standard EM-HMM approach is not able to learn an accurate

H1 model and instead acts mostly as an anomaly detector. However, in datasets
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with large number of H1 instances per positive bag, the standard EM-HMM may

perform comparably to the MiHMMs. The MiHMMs can also infer the probability

of a H1 instance in a positive bag. As mentioned in (Ray and Craven (2005)), a MIL

approach is most beneficial when it is necessary to learn the H1 instances in addition

to classifying the positive bags from negative bags. For example, in the drug activity

problem (Thomas G. Dietterich and Lozano-Perez (1997)), it may be beneficial to

draw examples of positive molecules and for subsurface threat detection, the depth

information of the target can provide valuable insight to the threat removal system.

In addition, the MiHMM approaches are easily generalizable to different datasets by

using an appropriate observation model.

MiHMM1 vs. MiHMM2

Between the two MiHMMs, the choice of the model should be motivated by the data.

The MiHMM2 is more suitable in the landmine detection datasets implemented in

this work because we expect the background portions of the data in both H1 and H0

instances to be similar. The MiHMM2 model enables these background states to be

shared across the H1 and H0 datasets, which reduces the total number of parameters,

and enables more robust parameter estimation. Since there are fewer parameters to

estimate in the MiHMM2 model, we expect it to outperform the MiHMM1 model

when the amount of training data is limited. As expected, as shown in Figs. 4.4(a)

and 4.4(b), in the synthetic datasets, with very few data points, the performance

improvement of the MiHMM2 over the MiHMM1 is more substantial than in the

actual landmine data. However, for applications where it unreasonable to learn a set

of shared states between the two hypotheses, the MiHMM1 should be preferred.
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4.3 Conclusions

This chapter has outlined a generative model for binary classification of multiple

instance time-series data. The proposed MiHMM approaches extend a standard

HMM approach to an HMM in a MIL framework that inherently incorporates the

ambiguity in the individual sample labels. The proposed MiHMM approaches are

evaluated against a standard EM-HMM approach on synthetic and landmine detec-

tion datasets. Results indicate that the proposed approach performs better than the

standard EM-HMM technique likely by modeling the label uncertainty of the MIL

nature of the data. The proposed parameter learning method for the MiHMM is

based on Variational Bayesian method, which is fast and computationally efficient.

For future work, similar to the extension in Chapter 3, it may be beneficial to explore

the possibility of performing MCMC inference to obtain better parameter estimates

at the expense of additional computation and online VB to further limit the mem-

ory requirements of the algorithm. Since the target and the non-target HMMs in

the standard EM-HMM approach were trained independently while a hierarchical

mixture of the two HMMs was trained simultaneously in the proposed approach, it

will be interesting to compare the proposed approach with a discriminately trained

HMM.

Chapter 3 and Chapter 4 considered learning predictive patterns when it was

easier to obtain labels for sets of i.i.d. and sequential observations as opposed to

individual observations or sequences. The following chapter deals with learning pre-

dictive patterns from spatio-temporal data featuring multiple continuous correlated

labels. In the previous two chapters, the learning was complicated by the unavail-

ability of labels for individual observations or sequences. In the next chapter, the

learning is complicated by the presence of multiple labels that are correlated over

time and among themselves. The GPR-based landmine detection datasets considered
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in the previous two chapters are suitable for set-based learning problem, but they

are unsuitable for learning problems where the goal is to predict multiple continuous

correlated labels. There are other examples of datasets that are more appropriate

for the new learning scenario such as 3D pose estimation using continuous images,

meteorological predictions using continuous satellite images and radar data, and

multi-dimensional human affect prediction using audio-visual data. The following

chapter develops a learning approach motivated by the difficulty in labeling in the

multi-dimensional human affect prediction problem. The approaches developed in

the previous two chapters modified the standard learning techniques to model sets

of observations and sequences. The subsequent chapter extends another standard

learning technique in an output-associative regression framework to learn patterns

that are predictive of multiple continuous correlated labels using spatio-temporal

data.
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5

Multivariate Output-associative Relevance Vector
Machine for Multi-dimensional Affect Prediction

The learning approaches developed in this work to date have dealt with complications

in learning due to the availability of training data as labeled sets of observations or

labeled sets of sequences. Instead of sets, this chapter describes a learning problem

when the training data is spatio-temporal (e.g. video) and the goal is to predict

multiple correlated labels simultaneously. Learning predictive patterns from data is

difficult in this scenario because not only are there multiple labels but these labels

are also correlated over time and among themselves.

Similar to the learning approaches developed to date, the proposed work in this

chapter also develops a new Bayesian model by extending a standard learning ap-

proach. Chapter 3 utilized a hierarchical Bayesian model called NPBMIL by extend-

ing a standard DPMM approach to represent sets of observations as feature vectors

of cluster-specific probabilities. Similarly, Chapter 4 utilized another hierarchical

Bayesian model called MiHMM by modifying a standard HMM to represent sets

of sequential observations as feature vectors of sequence-specific probabilities. The

proposed approach for affect prediction also makes use of a Bayesian model called
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multivariate output-associative relevance vector machine (MVOARVM) by adapting

a standard RVM to represent multiple affect labels as continuous correlated target

variables.

Despite the current trend in affective analysis problem to develop approaches

that can model continuous input observations, a vast majority of approaches have fo-

cused on using techniques that assume observations are independent (Soleymani et al.

(2008); Lucey et al. (2011); Schroder et al. (2012); Valstar et al. (2014)). Recently,

based on the structured output-associative regression (SOAR) framework (Weston

et al. (2002); Cortes et al. (2005); Bo and Sminchisescu (2009, 2010)), the RVM

has been extended to a new approach called the output-associative RVM (OARVM)

(Nicolaou et al. (2012)) to model the correlation between arousal and valence dimen-

sions. By incorporating correlation, the OARVM has been shown to outperform the

traditional RVM and SVR approaches for affect prediction (Nicolaou et al. (2012)).

Despite fulfilling several requirements of an affect recognition approach, the OARVM

requires training independent regressors for each affect dimension in each stage of the

learning process, potentially increasing the computation time during testing. A pos-

sible solution to generalize the OARVM to predict multiple affect dimensions without

increasing the testing time may be to implement multiple regressors in parallel in

each stage. An alternative solution, proposed in this work, is to jointly model multi-

ple affect dimenions by using a multivariate RVM (MVRVM) (Thayananthan et al.

(2006)). The resulting approach models correlation among multiple affect dimen-

sions simultaneously, enabling fast affect predictions during testing. As part of the

AV+EC 2015 challenge (Ringeval et al. (2015)), our experiments on the RECOLA

database (Ringeval et al. (2014)) show that the proposed approach performs com-

petitively with the OARVM while reducing the prediction time during testing.
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Figure 5.1: Graphical model of the OARVM (Nicolaou et al. (2012)). The OARVM
extends the RVM (Tipping (2001)) in Fig. 2.2 by using the output estimates as addi-
tional input observations, which is reflected in the graphical model as the additional
weight vector rwy1, .., wyMy s

T and the corresponding precision vector rαy1, .., αyMy s
T .

The OARVM is integrated with the MVRVM (Thayananthan et al. (2006)) to de-
velop the proposed approach described in this work. The graphical models of the
MVRVM and the proposed approach are shown in Figs. 5.2 and 5.3 respectively.

5.1 RVM Models for Dimensional Affect Prediction

By considering each affect dimension independently and assuming temporal indepen-

dence, a collection of continuous affect dimensions and their corresponding observa-

tions can be used to learn a separate regression function for each affect dimension

using the RVM described in Section 2.3. However, the affect dimensions are known

to be both correlated in time and among themselves (Mehrabian (1996); Dietz and

Lang (1999); Grandjean et al. (2008)). With this motivation, the OARVM (Nicolaou

et al. (2012)) extends the RVM by modeling the input-output association between

affect dimensions. However, the OARVM learns a separate regression function per af-

fect dimension, increasing testing time as more affect dimensions are predicted. The

proposed approach further extends the OARVM by simultaneously learning multiple

affect dimensions, enabling fast testing time while also modeling their input-output

associations.
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5.1.1 Output-Associative RVM

To overcome the limitations of the RVM in modeling continuous correlated affect

dimensions, a new approach called the OARVM (Nicolaou et al. (2012)) has been re-

cently developed to model the inherent spatio-temporal dependencies of arousal and

valence dimensions. The OARVM extends the standard RVM by learning the non-

linear input-output dependencies in a two-stage process. In the first stage, separate

output estimates of each affect dimension are obtained using independent regression

functions. These output estimates can be obtained using a RVM or any other stan-

dard regression technique. In the second stage, the output estimates of both arousal

and valence, spanning a pre-defined temporal window, along with the original input

observations are then collectively used to learn a new RVM for each affect dimension.

Extending the standard RVM to the OARVM only requires minor modification

in the model described in Section 2.3. Since the OARVM makes predictions based

on both input observations and output estimates, the linear model, Φw, in Eq. 2.8

is expressed as a linear combination of two different design matrices as follows

t|w, β � N pΦw, β�1INq (5.1)

where Φ � rΦx|Φys is the rN � pMx �Myqs concatenated design matrix and w �

rwx|wys
T is the corresponding concatenated weight vectors. The augmented design

matrix Φ is defined as follows

Φx � rφpx1q, ...,φpxNqs
T (5.2)

φpxnq � r1, kxpxn,x1q, ..., kxpxn,xMxqs
T (5.3)

Φy � rφypy1q, ...,φypyNqs
T (5.4)

φypynq � rkypyn,y1q, ..., kypyn,yMyqs
T , (5.5)

where yn is a vector of multidimensional output estimates defined over a tem-

poral window, φpxnq and φpynq are the vectors of basis functions defined over
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the input observations and the output estimates respectively, and finally, wx �

rwx0, wx1, ..., wxMxs
T and wy � rwy1, ..., wyMy s

T are their corresponding weight vec-

tors.

The sparsity promoting priors on the weight vectors are similar to Eq. 2.12 and

are defined as follows

wx|αx �
Mx¹
m�0

N pwxm|0, α
�1
xmq (5.6)

wy|αy �

My¹
m�0

N pwym|0, α
�1
ymq, (5.7)

where αxm and αym are the precision on the weights wxm and wym respectively. The

generative process of the OARVM is detailed in Fig. 5.1, which differs from Fig.

2.2 only in terms of the additional weight vectors and their corresponding precision

vectors. Not surprisingly, the posterior density of the weights and the posterior

predictive density of a new observation are similar to Eqs. 2.14, 2.15, 2.17, and 2.18

with their notations redefined as follows

Σ � rΣxx,Σxy; Σxy,Σyys (5.8)

µ � rµx;µys (5.9)

A � diagpαx0, ..., αxMx , αy1, ..., αyMyq, (5.10)

where Σxx, Σyy, and Σxy are the covariances of the weight vectors wx, wy, and

between wx and wy respectively. Likewise, µx and µy are the means of the weight

vectors wx and wy respectively.

Thus by exploiting the input-output association between valence and arousal

dimensions, the OARVM learns a separate regression function for each affect dimen-

sion. Similar to several other approaches (Nicolaou et al. (2011); Wöllmer et al.

(2010); Ringeval et al. (2014)), the OARVM also considers only the two most com-

monly used affect dimensions - arousal and valence. However, other efforts have
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considered one or more of the additional affect dimensions (Dietz and Lang (1999);

Fontaine et al. (2007); Gunes and Pantic (2010)) and there is an ongoing research

towards determining a useful number of affect dimensions to model human emotion

(Fontaine et al. (2007); Gunes and Pantic (2010); Gunes and Schuller (2013)).

In theory, the OARVM can model multiple affect dimensions but it learns a sepa-

rate regression function for each affect dimension, and thus requires keeping track of

separate relevance vectors and other model parameters per regressor. Consequently,

the testing time increases approximately linearly with the number of affect dimen-

sions to be predicted. As described in Section 1.2.1, one of the crucial attributes

of an affect recognition system is to be able to provide immediate feedback (Pantic

et al. (2008); Zeng et al. (2009); Gunes and Schuller (2013)), which among other

factors also depends on the testing time of the affect recognition approach. In or-

der to speed-up the OARVM’s testing time, one possible solution may be to run

multiple independent RVMs in parallel during each stage of the learning process.

Another alternative, proposed in this work, is to simultaeously predict multiple af-

fect dimensions, keeping the testing time constant irrespective of the number of affect

dimensions.

The following section first describes the multivariate RVM, which is then com-

bined with the OARVM to develop a new approach for predicting multiple affect

dimensions.

5.1.2 Multivariate RVM

In order to model muliple continuous output variables, a multivarite Relevance Vector

Machine (MVRVM) (Thayananthan et al. (2006)) has been developed to estimate

the 3D pose of an object from a single-view camera continuously on a frame-by-frame

basis during tracking. In this extension of the RVM, common input observations are

used to learn common sparse relevance vectors to predict multiple output variables
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Figure 5.2: Graphical model of the MVRVM (Thayananthan et al. (2006)). The
MVRVM extends the RVM (Tipping (2001)) in Fig. 2.2 by simultaneously modeling
multiple output variables, which is reflected by the addition of a plate that replicates
over the total number of variables V . The MVRVM is integrated with the OARVM
(Nicolaou et al. (2012)) to develop the proposed approach described in this work.
The graphical models of the OARVM and the proposed approach are shown in Figs.
5.1 and 5.3 respectively.

simultaneously.

Consider a collection of observations and multiple output responses, txn, tnu, n P

t1, ..., Nu, where the nth output response, tn � rt
p1q
n , ..., t

pV q
n s, represents V different

output variables. Assuming the output variables are independent, the generative

process for MVRVM can be described as follows

t|W ,β �
V¹
v�1

N pΦwpvq, IN{β
pvqq; v P t1, ..., V u (5.11)

t � rtp1q, ..., tpV qs (5.12)

Φ � rφpx1q, ...,φpxNqs
T (5.13)

W � rwp1q, ...,wpV qs, (5.14)

where Φ is the common rN �M s design matrix for all output variables, W is the

rM � V s weight matrix, tpvq � rt
pvq
1 , ..., t

pvq
N sT , wpvq � rw

pvq
0 , ..., w

pvq
M sT , and βpvq are

respectively the output response, the weight vector, and the noise precision corre-

sponding to the vth output variable. Assuming the weight vectors across variables are
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independent, the sparsity promoting priors on the weight vectors can be expressed

as follows

W |α �
V¹
v�1

M¹
m�0

N pwpvq
m |0, α�1

m q �
V¹
v�1

N pwpvq|0,A�1q, (5.15)

where the weight vectors for all variables share the common precision A, thus re-

sulting in common relevance vectors. The data generation process in the MVRVM

is detailed in Fig. 5.2, which differs from Fig. 2.2 by simply allowing the output

variable, the weight vector, and the precision on noise to replicate over V variables.

Once again, the posterior density of the weights are similar to Eqs. 2.14 and 2.15,

with only slight difference in notations to account for multiple variables as follows

Σpvq � pβpvqΦTΦ�Aq�1 (5.16)

µpvq � βpvqΣpvqΦT tpvq. (5.17)

The key benefit of the MVRVM over using multiple RVMs is that given a new

observation, x�, the posterior predictive density for the output variables, t�, can be

estimated simultaneously as follows

y� � µTφpx�q (5.18)

pσpvq� q2 � 1{β
pvq
ML � φpx�q

TΣpvqφpx�q, (5.19)

where y� � ry
p1q
� , ..., y

pV q
� sT is a vector of multivariate output estimates, µ � rµp1q, ...,µpV qs

is a rM �V s matrix of weights, and pσ
pvq
� q2 is the variance on the estimate of the vth

variable.

By representing the multivariate output response, tn, as multiple affect dimen-

sions at the nth instance in time, the MVRVM can be used to model multiple affect

dimensions, however the MVRVM does not model correlation among affect dimen-

sions. Motivated by the continuous affect prediction problem and capitalizing on
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Figure 5.3: Graphical model of the MVOARVM. The proposed MVOARVM model
combines the OARVM (Tipping (2001)) in Fig. 5.1 and the MVRVM (Thayanan-
than et al. (2006)) in Fig. 5.2 by incorporating both output-association as well as
multivariate regression.

the benefits of both OARVM and MVRVM, a new approach is proposed in the next

section to model continuous correlated multiple variables.

5.1.3 Multivariate Output-Associate RVM

The OARVM extends the RVM to incorporate correlation in continuous multiple

output variables but learns separate regression function for each output variable,

incurring additional computational cost during testing. In contrast, the MVRVM

extends the RVM to model multiple variables simultaneously but fails to incorporate

correlation among output variables. Since an affect recognition system should ide-

ally model the correlation among affect dimensions while providing fast predictions,

in this work both the OARVM and the MVRVM are combined to develop a new

approach called Multivariate OARVM (MVOARVM) that simultaneously models

multiple variables while also incorporating their correlations.

Not surprisingly, the proposed model is very similar to the ones detailed in Sec-

tions 5.1.1 and 5.1.2 with only small modifications. The data generation process is

similar to Eq. 5.11 and is described as follows

t|W ,β �
V¹
v�1

N pΦwpvq, IN{β
pvqq; v P t1, ..., V u, (5.20)
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where the multivariate output matrix, t, and the weight matrix, W , are defined

similarly as in Eqs. 5.12 and 5.14, the design matrix, Φ � rΦx|Φys, is defined

similarly as in Eqs. 5.2-5.5, and βpvq is the noise precision corresponding to the vth

variable. Moreover, the design matrix is common to all output variables.

In contrast to Sections 5.1.1 and 5.1.2, each of the weight vectors,wpvq � rw
pvq
x |w

pvq
y sT ,

is defined as the variable-specific concatenated vectors, wherew
pvq
x � rw

pvq
x0 , w

pvq
x1 , ..., w

pvq
xMx

sT

and w
pvq
y � rw

pvq
y1 , ..., w

pvq
yMy

sT are the weight vectors corresponding to the basis func-

tions defined over the input observations and the output estimates respectively. With

the weight vectors redefined, their prior density is similar to Eq. 5.15. The data gen-

eration process is further detailed in Fig. 5.3, which combines Figs. 5.1 and 5.2 in

two steps - first, by adding the additional weight and precision vectors corresponding

to the basis functions defined over the output estimates, and second, by replicating

the output variables and weight vectors over V variables.

The posterior density of the weight vectors is similar to Eqs. 5.16 and 5.17 with

the notations redefined as follows

Σpvq � rΣpvq
xx ,Σ

pvq
xy ; Σpvq

xy ,Σ
pvq
yy s (5.21)

µpvq � rµpvq
x ;µpvq

y s, (5.22)

where Σ
pvq
xx , Σ

pvq
yy , and Σ

pvq
xy are the covariances of the weight vectors w

pvq
x , w

pvq
y , and

between w
pvq
x and w

pvq
y respectively. Likewise, µ

pvq
x and µ

pvq
y are the means of the

weight vectors w
pvq
x and w

pvq
y respectively. The precision matrix, A, is common to all

variables and is still given by Eq. 5.10. With the notations redefined, the posterior

predictive density is similar to Eqs. 5.18 and 5.19.

In this way, by adopting a similar process used by the MVRVM to extend the

RVM to jointly model multiple variables, the proposed approach extends the OARVM

to jointly model continuous correlated multiple affect dimensions while providing
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fast predictions during testing. The proposed approach integrates several important

attributes of an affect recognition system described in Section 1.2.1.

The different RVM-based approaches described in Sections 2.3, 5.1.1-5.1.3 are

evaluated using the RECOLA database (Ringeval et al. (2014)) in the following

Section.

5.2 Experiments

As part of the AV+EC 2015 challenge (Ringeval et al. (2015)), described in Sec-

tion 5.2.1, the proposed approach is evaluated against the previous RVM-based ap-

proaches as well as the best-performing SVR+NN approach implemented in the chal-

lenge baseline paper (Ringeval et al. (2015)) on the RECOLA database (Ringeval

et al. (2014)). The SVR+NN approach is the decision fusion of a SVR and a Neu-

tral Network (NN), where the parameters of the SVR and the parameters and the

architectures (feed-forward, LSTM, and BLSTM) of the NN are optimized on the de-

velopment partition (Ringeval et al. (2015)). The performance of the approaches are

first compared using individual feature modalities independently, followed by their

decision-fusion. Similar to (Ringeval et al. (2015)), the decision fusion was done by

training a linear regression model on the regression outputs obtained using individual

feature modalities on the development set. Following (Ringeval et al. (2015, 2014)),

the Concordance Correlation Coefficient (CCC) (Lawrence and Lin (1989)) is used

as a performance metric, which combines the Pearson’s Correlation Coefficient and

the mean square error in a single metric as follows

CCCpX, Y q �
2 � COVpX, Y q

VARpXq � VARpY q � pEpXq � EpY qq2
, (5.23)

where, in the context of dimensionsal affect prediction, X and Y represent equal

length gold standard ratings and predictions for a particular affect dimension.
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Table 5.1: Performance comparison of the approaches on the development set with audio, video (appearance and geometric),
ECG, and EDA feature modalities. The results for the decision-fusion of SVR+NN are obtained from the baseline paper
(Ringeval et al. (2015)). For each affect dimension and feature modality, the numbers in bold indicate significantly better
than the other approaches at p   .01 based on the Fisher Z-transform test (Sheskin (2007)).

AROUSAL VALENCE
MODALITY SVR+NN RVM mvRVM oaRVM mvoaRVM SVR+NN RVM mvRVM oaRVM mvoaRVM

D-Audio .287 .131 .120 .474 .333 .069 .060 .047 .081 .108
D-VApp .103 .125 .112 .287 .307 .273 .252 .221 .446 .435
D-VGeo .231 .124 .094 .229 .211 .325 .291 .263 .510 .476
D-ECG .275 .185 .187 .293 .201 .183 .176 .173 .274 .272
D-EDA .078 .055 .051 .085 .109 .204 .157 .147 .232 .216

Table 5.2: Performance comparison of the approaches on the development and the test sets with decision-fusion on all
feature modalities. The results for SVR+NN are obtained from the baseline paper (Ringeval et al. (2015)). The test
results for RVM, MVRVM, and OARVM are unavailable due to the limitation in the number of results participants are
allowed to submit during an active challenge. For each affect dimension and feature modality, the numbers in bold indicate
significantly better than the other approaches at p   .01 based on the Fisher Z-transform test (Sheskin (2007)).

AROUSAL VALENCE
MODALITY SVR+NN RVM mvRVM oaRVM mvoaRVM SVR+NN RVM mvRVM oaRVM mvoaRVM

Dev .476 .481 .363 .568 .481 .461 .406 .343 .547 .500
Test .444 - - - .408 .382 - - - .398
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Figure 5.4: Fraction of contribution of each feature modality used to predict the
affect dimensions. The values are obtained by normalizing the linear regression
weights for each affect dimension obtained with decision-fusion.

5.2.1 RECOLA Database

The RECOLA database (Ringeval et al. (2014)) is a corpus of naturalistic interac-

tions generated in the context of remote collaborative work. The database consists

of audio, video, and physiological features and dimensional affect ratings in terms of

Figure 5.5: Estimated test time as a function of the number of output variables
to be predicted when using the video-geometric features. The values represent the
mean over 10 different trials and the error bars represent 99% confidence inter-
val. The results are similar for other features. The timings are based on a MAT-
LAB®implementation using Intel®Core(TM) i7-2600 CPU 3.4 GHz.
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arousal and valence by six different raters along with the gold standard ratings. For

the purpose of evaluation, the database has been equally divided into three parti-

tions - training, development, and testing, where each partition consists of dataset

from nine 5-minute segments, corresponding to nine different subjects. Following

the challenge guidelines, all the learning approaches are trained using the training

dataset, their parameters optimized on the development dataset, and their CCC

performance evaluated on both the development and the test datasets. Since the

test labels are publicly unavailable to date and only a limited number of test results

are provided by the challenge organizers, the results on the test datasets are only

available for the baseline approaches described in (Ringeval et al. (2014)) and our

proposed MVOARVM approach.

5.2.2 Data Preprocessing and Parameter Settings

Following (Ringeval et al. (2015)), all feature sets are individually normalized per

subject using a z-score. For the RVM-based approaches, one out of every twenty

frames from the training set was considered to reduce the computation time. All

frames were considered from the development and the test sets.

For the RVM-based approaches, the kernel width was optimized for each regres-

sion function on the development set using values in ranges r10� 50s and r0.1� 0.5s

for the kernel functions corresponding to the input observations and the output esti-

mates respectively. Following the Bayesian specification, the kernel width can also be

learned as a model parameter, which is included as part of our future work. For the

OARVM-based approaches, following (Nicolaou et al. (2012)), for each feature modal-

ity, the temporal window size was optimized on the development set using values in

the range r1�4s temporal steps in the downsampled training set, which corresponds

to r0.8 � 3.2ss. The range lies within the ones used in (Ringeval et al. (2014)),

where the window size was optimized using the values in the range r0.48 � 6.24ss
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for individual feature modalities and affect dimensions. The results in (Ringeval

et al. (2014)) suggest longer window size is better for valence compared to arousal.

There is actually ongoing research in determining the best length of temporal win-

dow for a given feature modality and affect dimension (Gunes and Pantic (2010);

Gunes and Schuller (2013); Ringeval et al. (2014)). In this work, for each feature

modality, we consider the same window size for both affect dimensions for simplic-

ity. Alternatively, the window size itself could be learned as a model parameter, as

suggested in (Nicolaou et al. (2012)), which is described as part of our future work.

Finally, similar to (Ringeval et al. (2015)), the partially noisy predictions obtained

from the RVM-based approaches are smoothed using a median-filter with its window

size optimized on the development set using values in the range r0.2 � 20ss.

5.2.3 Results and Discussion

All approaches were evaluated on the development set based on both individual

feature modalities as well as their decision fusion. But, for the test set, due to

the challenge criteria, results are only available for the baseline approach and the

proposed approach on the final decision-fusion outputs.

Results for individual feature modalities on the development set are shown in

Table 5.1. In general, audio features perform better for arousal and video features

perform better for valence, which is consistent with previous reports (Valstar et al.

(2014); Ringeval et al. (2014, 2015)). Compared to the audio and video features, both

ECG and EDA features perform poorly, possibly because the subjects were moving

considerably during the experiments, which could have added noise to the physio-

logical features (Ringeval et al. (2014)). A comparison of different approaches for an

individual feature modality for each affect dimension shows that, in general, either

the OARVM or the proposed MVOARVM significantly (p   .01) outperforms the

other approaches based on the Fisher Z-transform test (Sheskin (2007)). Similarly,
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results for the decision-fusion in Table 5.2 show that on development set, the OARVM

significantly (p   .01) outperforms the other approaches for predicting both arousal

and valence. Furthermore, the best-performing decision-fusion results in Table 5.2

significantly (p   .01) outperforms the best-performing results using individual fea-

ture modalities in Table 5.1 on the development set, which shows the benefit of

using features from different modalities. On the test set, where the results are only

available for the baseline approach and the proposed aproach, the baseline approach

significantly (p   .01) outperforms the proposed approach for predicting arousal and

vice versa for predicting valence. In order to analyse the contribution of different

feature modalities, the fractions of contributions of different features are plotted in

Fig. 5.4. The values are obtained by normalizing the linear regression weights for

each affect dimension obtained with decision-fusion. The figure shows that although

individual feature modalities may not perform well by themselves, as evidenced in

Table 5.1, in general, all feature modalities contribute towards predicting both affect

dimensions, which is consistent with (Ringeval et al. (2015)). Moreover, as expected,

audio features contribute more towards predicting arousal than valence.

In order to highlight the benefit of the proposed MVOARVM approach com-

pared to the OARVM, the estimated testing time is plotted against the number of

affect dimensions to be predicted in Fig. 5.5. The testing time is estimated rather

than computed because the RECOLA database only provides labels for two affect

dimensions. Nevertheless, since the testing time for other affect dimensions, if avail-

able, are expected to be similar to arousal and valence, the estimates reflect a good

approximation of the truth. Fig. 5.5 shows that while the testing time grows ap-

proximately linearly with the number of output variables for the OARVM, it remains

more or less constant for the MVOARVM, thus enabling fast affect predictions for

the MVOARVM, especially as the number of affect dimensions grows. As described

earlier, although arousal and valence are the two most commonly used affect dimen-
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sions, other efforts have considered one or more of the additional affect dimensions

to model human emotion (Mehrabian (1996); Dietz and Lang (1999); Grandjean

et al. (2008)). Depending on the application and its requirements, modeling multi-

ple continuous correlated affect dimensions may be important, for which the proposed

approach can be implemented without increasing the affect prediction time.

Finally, it is important to also highlight the limitations of the MVOARVM com-

pared to the OARVM and the LSTM-RNN approaches. Training is computationally

more expensive for the MVOARVM compared to the OARVM, however both RVM-

based approaches are much faster to train compared to the LSTM-RNN (Wöllmer

et al. (2010)). Unlike the OARVM, in the MVOARVM kernel parameters cannot be

optimized for each output variable specifically. Instead a single kernel parameter is

selected for each regression function modeling all output variables. As a result, given

exhaustive parameter optimization, the OARVM is expected to perform better than

the MVOARVM. The MVOARVM occasionally outperforms the OARVM in the re-

sults shown in Tables 5.1 and 5.2 only because the kernel parameters were optimized

over a coarse grid. In contrast to the LSTM-RNN, where the window size can be

learned as part of the model parameter (Wöllmer et al. (2010)), currently, for both

RVM-based approaches, the window size must be optimized using methods such as

cross-validation. An alternative solution to learning the window size is proposed as

part of our future work. Finally, unlike the LSTM-RNN, the RVM-based approaches

cannot handle large datasets, and often, the training data needs to be downsampled.

To overcome this limitation, an online learning approach has been proposed as part

of our future work.

5.3 Conclusions

In this work, motivated by the characteristics of an affect recognition system and

inspired by the benefits of the MVRVM and the OARVM, a new dimensional af-
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fect prediction approach has been developed that provides fast continuous affect

predictions by simultaneously modeling multiple affect dimensions along with their

correlations. As part of the AV+EC 2015 challenge, experiments on the RECOLA

database have shown that the proposed approach performs competitively with the

baseline SVR+NN approach and the OARVM while providing fast predictions during

testing.

For future work, the proposed approach can be modified to learn the kernel

width and the window size as model parameters, as suggested in (Nicolaou et al.

(2012)). In order to handle large data, the proposed approach can be trained using

an online learning framework. Since online learning allows training mini-batches of

data, a complete hierarchical Bayesian specification can be used and approximation

techniques such as Variational Bayes can be used to perform efficient parameter esti-

mation (Bishop and Tipping (2000)). Furthermore, in order to learn useful features,

the proposed approach can be modified to simultaneously learn the relevance fea-

tures in addition to the relevance input observations, similar to (Krishnapuram et al.

(2004)).
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6

Conclusions and Future Work

In this work, three different learning approaches were developed to learn predic-

tive patterns for classification and regression when labeled data are available in

non-standard forms and we considered various applications where such learning ap-

proaches are more beneficial compared to standard supervised classification and re-

gression approaches. Each of these approaches modified a traditional learning ap-

proach to improve its predictive accuracy for the applications considered in this work.

All of these approaches employed hierarchical Bayesian models and used either vari-

ational Bayesian learning or fast sequential Bayesian learning for tractable and fast

parameter inference.

In Chapter 3, a nonparametric Bayesian approach in MIL framework (NPBMIL)

was developed to learn using sets of observations. The nonparametric nature of

the model and the use of non-informative priors remove the need to perform cross-

validation based optimization while VB inference allows for rapid parameter learning.

The resulting approach is highly generalizable and capable of online learning. Results

indicate that the NPBMIL approach performs competitively with existing MIL and

non-MIL methods for several standard MIL datasets and a new GPR-based landmine
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detection dataset introduced in this work. Furthermore, the proposed approach is

shown to be capable of online VB learning, performing similarly to the batch VB

learning while training much faster than the batch VB learning.

In Chapter 4, a standard HMM approach was extended to an HMM in an MIL

framework (MiHMM) to learn using sets of sequences. The MiHMM approaches

are evaluated against a standard EM-HMM approach on synthetic and landmine

detection datasets. Results indicate that the MiHMM approach performs better

than the standard EM-HMM technique likely by modeling the label uncertainty of

the MIL nature of the data. Once again, VB inference makes parameter learning in

the MiHMM approach fast and computationally efficient.

In Chapter 5, motivated by the characteristics of an affect recognition system

and inspired by the benefits of the MVRVM and the OARVM, a new dimensional

affect prediction approach has been developed that provides fast continuous affect

predictions by simultaneously modeling multiple affect dimensions along with their

correlations. As part of the AV+EC 2015 challenge, experiments on the RECOLA

database have shown that the proposed approach performs competitively with the

baseline SVR+NN approach and the OARVM while providing fast predictions during

testing.

Considering the set-based learning approaches developed in Chapters 3 and 4, it

should be noted that the effectiveness of the proposed approaches with respect to the

standard learning approaches depends on the properties of the dataset. For example,

the proportion of the positive instances in the positive sets influence the relative per-

formance of the standard learning approaches. Similarly, the negative instances in

the negative sets may be different from those in the positive sets, which can compli-

cate learning for the MIL approaches, especially when the negative instances in the

positive sets are more similar to the positive instances than the negative instances in

the negative sets. The experimental results in Chapter 3 show that with the correct
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choice of kernel and its parameters optimized, the SVM is the best algorithm on

several datasets. However, unlike the SVM and other MIL approaches, the proposed

NPBMIL approach performs competitively without requiring computationally ex-

pensive parameter optimization and is capable of online learning. Moreover, unlike

other MIL approaches, the NPBMIL approach generalizes well with time-series data,

and it was easily extended to model sets of sequences in Chapter 4.

In order to improve the efficacy of the proposed approaches, enable real-time

operations, and model further useful properties of the datasets, several interesting

avenues of research can be pursued.

6.1 Future Work

In the context of set-based learning, in several applications, it may be beneficial to

incorporate the correlation among the instances in a set. For example, in the GPR

based landmine detection problem, the GPR response is typically correlated across

multiple depth bins in a positive set. Currently, both MIL approaches developed in

Chapters 3 and 4 assume the instances in a set to be independent. A recent MIL

approach (Kim and De la Torre (2014)) explicitly models the interaction among the

instances in a set by using a Gaussian process prior. Similarly, further investigations

with the MIL approaches include handling hidden or missing values, extending the

binary MIL classifiers to multi-class problems, performing quantitative comparison

with other nonparametric approaches, and incorporating nonparametric dimension-

ality reduction techniques in MIL.

In particular, for the MIHMM approach, since the target and the non-target

HMMs in the standard EM-HMM approach were trained independently while a hi-

erarchical mixture of the two HMMs was trained simultaneously in the proposed

approach, it will be interesting to compare the proposed approach with a discrim-

inately trained HMM. Furthermore, in order to assess the efficacy of the proposed
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approach across different sensor types, it will also be interesting to compare the

performance of the proposed approach on hyperspectral data of the same target site.

Considering the MVOARVM approach, the proposed approach can be modified

to learn the kernel width and the window size as model parameters, as suggested

in (Nicolaou et al. (2012)). In order to handle large data, the proposed approach

can be trained using an online learning framework. Since online learning allows

training mini-batches of data, a complete hierarchical Bayesian specification can be

used and approximation techniques such as Variational Bayes can be used to perform

efficient parameter estimation (Bishop and Tipping (2000)). Furthermore, in order

to learn useful features, the proposed approach can be modified to simultaneously

learn the relevance features in addition to the relevance input observations, similar

to (Krishnapuram et al. (2004)).
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Appendix A

Parameter Inference in NPBMIL

This chapter details the parameter inference procedure for the NPBMIL model, de-

veloped in Chapter 3, including the VB approximate posterior densities derivations,

the VB moments computations, and the NFE calculations.

A.1 VB Approximate Posteriors

A.1.1 Component Assignment Latent Variable

The NBPMIL method contains two mixture models. For the mth mixture model

pm � t0, 1uq the variational approximate posterior probability that a given instance

originates from the kth component can be determined from the following derivations.

ppzmnik|xniq 9 ppxni|ζnim, z
m
nik,Θ

m
k qppz

m
nik|π

m
k q (A.1)

log ppzmnik|xniq 9 zmnik rζnim log ppxni|Θ
m
k q � log πmk s . (A.2)

By imposing conditional independence on the posterior densities (Eqn. 4.12), we use

VB to approximate the posterior density log ppzmnik|xniq by log qpzmnikq as follows

log qpzmnikq 9 EqpζnimqtζnimuEqpΘm
k qtlog ppxni|Θ

m
k qu � Eqpπm

k qtlog πmk u (A.3)

9 φMnim 〈log ppxni|Θ
m
k q〉qpΘm

k q � 〈log πmk 〉qpπm
k q (A.4)
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where ¡qp.q denotes expectation with respect to qp.q. The quantity 〈log ppxni|Θ
m
k q〉qpΘm

k q

is known as variational average likelihood of parameter Θm
k .

Let yφmnik � exptφMnim 〈log ppxni|Θ
m
k q〉qpΘm

k q � 〈log πmk 〉qpπm
k qu. Then the responsibil-

ity, φmnik � qpzmnikq can be computed as follows

φmnik �
yφmnik°Km

j�1
yφmnij . (A.5)

A.1.2 Mixture Model Assignment Latent Variable

The variational approximate posterior probability that a given instance originates

from the mth mixture model can be determined from the following derivations.

ppζnim|xniq 9 ppxni|ζnim, z
m
nik,Θ

m
k qppζnim|ηmq (A.6)

log ppζnim|xniq 9 ζnim rz
m
nik log ppxni|Θ

m
k q � log ηms (A.7)

Again, by imposing conditional independence on the posterior densities (Eqn. 4.12),

we use VB to approximate the posterior density log ppζnim|xniq by log qpζnimq as

follows

log qpζnimq 9 Eqpzmnikq
tzmnikuEqpΘm

k qtlog ppxn|Θ
m
k qu � Eqpηmqtlog ηmu (A.8)

9 φmnik 〈log ppxni|Θ
m
k q〉qpΘm

k q � 〈log ηm〉qpηmq (A.9)

where, as mentioned before, the quantity 〈log ppxni|Θ
m
k q〉qpΘm

k q is the variational av-

erage likelihood of parameter Θm
k .

Let zφMnim � exptφmnik 〈log ppxni|Θ
m
k q〉qpΘm

k q � 〈log ηm〉qpηmqu. Then the responsibil-

ity, φMnim � qpζnimq can be computed as follows

φMnim �
zφMnimyφMni0 � yφMni1 . (A.10)
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A.1.3 Component Mixing Proportion

For the mth mixture model pm � t0, 1uq, the variational approximate posterior den-

sity of the stick length vmk , corresponding to the mixing proportion of the kth cluster

can be determined from the following derivations.

ppvmk q 9 ppZm|ζm, v
m
k qppv

m
k |γ

m
0,1, γ

m
0,2q (A.11)

The likelihood ppZm|ζm,p
m
k q in terms of the individual instances can be written as

follows

ppZ|ζm, v
m
k q �

N¹
n�1

In¹
i�1

�
ppzmnik|v

m
k q

ζnimz
m
nik

�
(A.12)

�
N¹
n�1

In¹
i�1

�
pπmk q

ζnimz
m
nik

�
. (A.13)

Using Eqn. A.12, the posterior density in Eqn. A.11 can be written as follows

log ppvmk |Z
mq 9

Ņ

n�1

Iņ

i�1

rζnimz
m
nik log πmk s � log ppvmk |γ

m
0,1, γ

m
0,2q (A.14)
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By imposing conditional independence on the posterior densities (Eqn. 4.12), we use

VB to approximate the posterior density log ppvmk |Z
mq by log qpvmk q as follows

log qpvmk q 9
Ņ

n�1

Iņ

i�1

Eqpζnim,zmnikq
tζnimz

m
nik log πmk u � log ppvmk |γ

m
0,1, γ

m
0,2q (A.15)

9
Ņ

n�1

Iņ

i�1

φMnimφ
m
nik log πmk � log ppvmk |γ

m
0,1, γ

m
0,2q (A.16)

9
Ņ

n�1

Iņ

i�1

φMnimφ
m
nik

�
log vmk �

k�1̧

j�1

log p1 � vmj q

�

�pγm0,1 � 1q log vmk � pγm0,2 � 1q log p1 � vmk q (A.17)

9

�
Ņ

n�1

Iņ

i�1

φMnimφ
m
nik � γm0,1 � 1

�
log vmk

�

�
k�1̧

j�1

Ņ

n�1

Iņ

i�1

φMnimφ
m
nij � γm0,2 � 1

�
log p1 � vmj q (A.18)

9
�
γmk,1 � 1

�
log vmk �

�
γmk,2 � 1

�
log p1 � vmk q � logBpγmk,1, γ

m
k,2q(A.19)

qpvmk q � Betapγmk,1, γ
m
k,2q (A.20)

where

γmk,1 �
Ņ

n�1

Iņ

i�1

φMnimφ
m
nik � γm0,1 (A.21)

γmk,2 �
k�1̧

j�1

Ņ

n�1

Iņ

i�1

φMnimφ
m
nij � γm0,2 (A.22)

A.1.4 Component Density Parameters

For the mth mixture model pm � t0, 1uq, the variational approximate posterior den-

sity of the parameter Θm
k of the kth cluster can be determined from the following
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derivations.

ppΘm
k |Xq 9 ppX|ζ, Zm,Θm

k qppΘ
m
k |h

m
0 q (A.23)

The likelihood ppX|ζ, Zm,Θm
k q in terms of the individual instances can be written

as follows

ppX|ζ, Zm,Θm
k q �

N¹
n�1

In¹
i�1

�
ppxni|Θ

m
k q

ζnimz
m
nik

�
. (A.24)

Using Eqn. A.24, the posterior density in Eqn. A.23 can be written as follows

log ppΘm
k |Xq 9

Ņ

n�1

Iņ

i�1

rppζnimqppz
m
nikq log ppxni|Θ

m
k qs � log ppΘm

k |h
m
0 q.(A.25)

Again, by imposing conditional independence on the posterior densities (Eqn. 4.12),

we use VB to approximate the posterior density log ppΘm
k |Xq by log qpΘm

k q as follows

log qpΘm
k q 9

Ņ

n�1

Iņ

i�1

Eqpζnim,zmnikq
tζnimz

m
nik log ppxni|Θ

m
k qu � log ppΘm

k |h
m
0 q(A.26)

9
Ņ

n�1

Iņ

i�1

φMnimφ
m
nik log ppxni|Θ

m
k q � log ppΘm

k |h
m
0 q (A.27)

� log qpΘm
k |h

m
k q (A.28)

If we use conjugate priors, then the functional forms of log qpΘm
k |h

m
k q and log ppΘm

k |h
m
0 q

will be the same. The update equation for hmk depends on the parametric form of

ppΘm
k |h

m
k q. The posterior approximation for the three specific models are treated

separately.

MVN

A MVN with dimensionality D is defined by a rD � 1s mean vector and a rD �Ds

covariance matrix. Let Θm
k � tµmk ,Γ

m
k u denote the parameters of the kth component
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in the mth mixture model, where µmk denotes the mean and Γm
k denotes the precision

such that xni|tµ
m
k ,Γ

m
k u � N pµmk , tΓ

m
k u

�1q. The conjugate prior for the joint density

of µmk and Γm
k is the Normal-Wishart density.

pptµmk ,Γ
m
k u|tβ

m
0 , ρ

m
0 , ν

m
0 ,Φ

m
0
�1uq

� N
�
ρm0 , pβ

m
0 Γm

k q
�1
�
W

�
νm0 ,Φ

m
0
�1
�
. (A.29)

The VB posterior density approximation of tµmk ,Γ
m
k u is given by Eqn. A.27 as follows

log qpµmk ,Γ
m
k q 9

Ņ

n�1

Iņ

i�1

φMnimφ
m
nik log ppxni|µ

m
k ,Γ

m
k q

� log ppµmk ,Γ
m
k |β

m
0 , ρ

m
0 , ν

m
0 ,Φ

m
0
�1q (A.30)

Let µ̄mk denote the rD � 1s sample mean vector, Σ̄m
k denote the rD � Ds sample

covariance matrix, and N̄m
k denote the sample counts in the cluster k of the mixture

model m, which are calculated as follows

µ̄mk �
1

N̄m
k

Ņ

n�1

Iņ

i�1

φMnimφ
m
nikxni (A.31)

Σ̄m
k �

1

N̄k

Ņ

n�1

Iņ

i�1

φMnimφ
m
nikpxni � µ̄mk qpxni � µ̄mk q

T (A.32)

N̄m
k �

Ņ

n�1

Iņ

i�1

φMnimφ
m
nik. (A.33)

Then the posterior density qptµmk ,Γ
m
k u|Xq is also Normal-Wishart (Degroot (1970)).

qptµmk ,Γ
m
k u|Xq � N

�
ρmk , pβ

m
k Γm

k q
�1
�
W

�
νmk ,Φ

m
k
�1
�

(A.34)

119



where νmk � νm0 � N̄m
k (A.35)

βmk � βm0 � N̄m
k (A.36)

ρmk �
βm0 ρ

m
0 � N̄m

k µ̄
m
k

βmk
(A.37)

Φm
k � Φm

0 � N̄m
k Σ̄m

k

�
N̄m
k β

m
0 pµ̄

m
k � ρm0 qpµ̄

m
k � ρm0 q

T

βmk
(A.38)

MVIN

To simply parameter estimation in high-dimensional data, features are assumed to be

uncorrelated. The assumption allows us to express the multivariate normal density

with dimensionality D as a product of univariate normal densities, each of which is

defined by a mean and a precision. Feature d of the kth component in the mth mixture

model is normally distributed with parameters Θm
kd � tµmkd, τ

m
kdu, where µmkd denotes

the mean and τmkd denotes the precision such that xnid|tµ
m
kd, τ

m
kdu � N pµmkd, tτ

m
kdu

�1q.

The conjugate prior for the joint density of µmkd and τmk is the Normal-Gamma density

as follows

pptµmkd, τ
m
kdu|tβ

m
0d, ρ

m
0d, δ

m
0d,1, δ

m
0d,2uq

� N
�
ρm0d, pβ

m
0dτ

m
kdq

�1
�
G
�
δm0d,1, δ

m
0d,2

�1
�
. (A.39)

The VB posterior density approximation of tµmkd, τ
m
kdu is given by Eqn. A.27 as

follows

log qpµmkd, τ
m
kdq 9

Ņ

n�1

Iņ

i�1

φMnimφ
m
nik log ppxnid|µ

m
kd, τ

m
kdq

� log ppµmkd, τ
m
kd|β

m
0d, ρ

m
0d, δ

m
0d,1, δ

m
0d,2q (A.40)

Let µ̄mkd denote the sample mean for feature d, σ̄mkd denote the sample variance for

feature d, and N̄m
k denote the sample counts in the cluster k of the mixture model
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m, which are calculated as follows

µ̄mkd �
1

N̄m
k

Ņ

n�1

Iņ

i�1

φMnimφ
m
nikxnid (A.41)

σ̄mkd �
1

N̄k

Ņ

n�1

Iņ

i�1

φMnimφ
m
nikpxnid � µ̄mkdq

2 (A.42)

N̄m
k �

Ņ

n�1

Iņ

i�1

φMnimφ
m
nik. (A.43)

Then the posterior density, qpµmkd, τ
m
kdq, is Normal-Gamma.

qptµmkd, τ
m
kduq � N

�
ρmkd, pβ

m
kdτ

m
kdq

�1
�
G
�
δm0d,1, δ

m
0d,2

�1
�

(A.44)

where βmkd � βm0d � N̄m
k (A.45)

ρmkd �
βm0dρ

m
0d � N̄m

k µ̄
m
kd

βmkd
(A.46)

δmkd,1 � δm0d,1 � N̄m
k {2 (A.47)

δmkd,2 � δm0d,2 �
1

2
N̄m
k σ̄

m
kd �

1

2

N̄m
k β

m
0dpµ̄

m
kd � ρm0dq

2

βmk
. (A.48)

MN

A MN probability density with dimensionality D is parameterized by a probability

vector Θm
k � pmk such that xni|p

m
k �Multppmk q. Here, xntd denotes the count of the

dth outcome and pmkd denotes the probability of that outcome. The conjugate prior

for pmk is the Dirichlet density.

pmk |Ω
m
0 � DirpΩm

0 q. (A.49)

The VB posterior density approximation of log pppmk |Xq is given by Eqn. A.27 as

follows

log qppmk q 9
Ņ

n�1

Iņ

i�1

φMnimφ
m
nik log ppxni|p

m
k qu � log pppmk |Ω

m
k0q (A.50)
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It can be shown that the approximate posterior density, qppmk q, is also Dirichlet

similar to the conjugate prior as follows

qppmk q � DirpΩm
k q (A.51)

where Ωm
k � Ωm

0 �
Ņ

n�1

Iņ

i�1

φMnimφ
m
nikxni (A.52)

A.2 VB Moments

In order to calculate the VB approximate posteriors (Eqns. A.5, A.10), which are

required to calculate the update equations for the model parameters (Eqns. A.35,

A.36, A.37, A.38, A.45, A.46, A.47, A.48, A.52), it is necessary to compute the

expectation of the parameters with respect to their approximate densities. These

expectations, known as VB moments, are derived in this section.

A.2.1 Component Mixing Proportion

For the mth mixture model pm � t0, 1uq, the VB moment of the mixing proportion

πmk , k � t1, 2, ...u of the kth cluster can be determined from the following derivations.

The mixing proportion πmk can be represented in the stick-breaking construction

(Sethuraman (1994); Blei and Jordan (2006)) as follows

πmk |v
m � vmk

k�1¹
j�1

p1 � vmj q (A.53)

log pπmk |v
mq � log vmk �

k�1̧

j�1

log p1 � vmj q (A.54)
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The VB moment is given by taking the expectation with respect to the VB approx-

imate posterior qpπmk q

〈log πmk 〉qpπm
k q � 〈log vmk 〉qpvmk q �

k�1̧

j�1

〈
log p1 � vmj q

〉
qpvjq

(A.55)

� Ψpγmk,1q � Ψpγmk,1 � γmk,2q �
k�1̧

j�1

�
Ψpγmj,2q � Ψpγmj,1 � γmj,2q

�
(A.56)

If vk � Betapγmk,1, γ
m
k,2q, the moments are as follows

〈log vmk 〉qpvmk q � Ψpγmk,1q � Ψpγmk,1 � γmk,2q (A.57)

〈log p1 � vmk q〉qpvmk q � Ψpγmk,2q � Ψpγmk,1 � γmk,2q (A.58)

A.2.2 Mixture Model Mixing Proportion

The VB moment of the mixing proportion ηm,m � t0, 1u of the mth mixture model,

which is Dirichlet distributed (Eqn. 4.15), is given by (Bishop (2006))

〈log ηm〉qpηmq � Ψpαmq � Ψpα0 � α1q (A.59)

A.2.3 Component Density Parameters

The VB moments in the MVN model are as follows (Minka (2001))

〈log |Γm
k |〉qpΓm

k q �
Ḑ

d�1

Ψ

�
νmk � 1 � d

2



�D log 2

� log |pΦm
k q

�1| (A.60)

〈pxni � µmk q
1Γm
k pxni � µmk q〉qpµmk ,Γm

k q � νmk pxni � ρmk q
1pΦm

k q
�1pxni � ρmk q

�
D

βmk
. (A.61)

123



The VB moments in the MVIN model are as follows (Minka (2001))

〈log |τmkd|〉qpτmkdq � Ψ
�
δmkd,1{2

�
� log |δmkd,2| (A.62)

〈
τmkdpxnid � µmkdq

2
〉
qpµmkd,τ

m
kdq

�
1

βmkd
�
δmkd,1
δmkd,2

pxnid � ρmkdq
2. (A.63)

The VB moments in the MN model are as follows (Bishop (2006))

〈log pmkd〉qppmkdq � Ψpωmkdq � Ψ

�
Ḑ

j�1

ωmkj

�
. (A.64)

A.3 NFE

The negative free energy is given by the difference between the variational average

likelihood and the Kullback-Liebler divergence (KLD) of the model parameters.

FpΘq �
¸

mPt0,1u

�
� 〈KL pqpζnim|ηmq||ppζnim|ηmqq〉qpζnim|ηmqqpηmq �KL pqpηmq||ppηmqq

�
Ķ

i�1

� Ņ

n�1

Iņ

i�1

φMnimφ
m
nik 〈log ppxn|Θ

m
k q〉qpΘm

k q

� 〈KL pqpzmnik|πmk q||ppzmnik|πmk qq〉qpzmnik|π
m
k qqpπm

k q

�KL pqpπmk q||ppπ
m
k qq �KL pqpΘm

k q||ppΘ
m
k qq

	�
(A.65)

where, 〈log ppxn|Θ
m
k q〉qpΘm

k q and KL pqpΘm
k q||ppΘ

m
k qq depends on the parametric form

of ppΘm
k |h

m
k q.

A.3.1 Variational Average Cluster Likelihood

The variational average likelihood for the three specific models are derived in this

section
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Multivariate Normal

〈log ppxni|Γ
m
k , µ

m
k q〉qpΓm

k ,µ
m
k q

�
1

2

�
�d log 2π � log |Γm

k | � pxni � µmk q
TΓm

k pxni � µmk q
�
qpΓm

k ,µ
m
k q

(A.66)

�
1

2

�
�d log 2π � 〈log |Γm

k |〉qpΓm
k q �

〈
pxni � µmk q

TΓm
k pxni � µmk q

〉
qpΓm

k ,µ
m
k q

�
(A.67)

where the VB moments 〈log |Γm
k |〉qpΓm

k q and
〈
pxn � µmk q

TΓm
k pxn � µmk q

〉
qpΓm

k ,µ
m
k q

are

given by Eqns. A.60 and A.61 respectively.

MVN

〈log ppxnid|τ
m
kd, µ

m
kdq〉qpτmkd,µmkdq

�
1

2

�
� log 2π � log |τmkd| � τmkdpxnid � µmkdq

2
�
qpτmkd,µ

m
kdq

(A.68)

�
1

2

�
� log 2π � 〈log |τmkd|〉qpτmkdq �

〈
τmkdpxnid � µmkdq

2
〉
qpτmkd,µ

m
kdq

�
(A.69)

where the VB moments 〈log |τmkd|〉qpτmkdq and 〈τmkdpxnid � µmkdq
2〉qpτmkd,µmkdq are given by

Eqns. A.62 and A.63 respectively.

MN

〈log ppxni|p
m
k q〉qppm

k q

�

〈
logWni! �

Ḑ

d�1

log xnid! �
Ḑ

d�1

xnid log pmkd

〉
qppm

k q

(A.70)

� logWni! �
Ḑ

d�1

log xnid! �
Ḑ

d�1

xnid 〈log pmkd〉qppmkdq (A.71)
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A.3.2 KL for the Component Assignment Latent Variable Density

� 〈log qpzmnik|π
m
k q � log ppzmnik|π

m
k q〉qpzmnik|π

m
k qqpπm

k q (A.72)

� 〈zmnik log φnik � zmnik log πmk 〉qpzmnik|π
m
k qqpπm

k q (A.73)

� φnik log φnik � φnik 〈log πmk 〉qpπmq (A.74)

And KL pqpπmk q||ppπ
m
k qq is KLpvkq, which is simply KLpBetaq.

A.3.3 KL for the Mixture Model Assignment Latent Variable Density

� 〈log qpζnim|ηmq � log ppζnim|ηmq〉qpζnim|ηmqqpηmq (A.75)

�
〈
ζnim log φMnim � ζnim log ηm

〉
qpζnim|ηmqqpηmq

(A.76)

� φMnim log φMnim � φMnim 〈log ηm〉qpηmq (A.77)

And KL pqpηmq||ppηmqq is simply KLpDirichletq.

A.3.4 KL for the Component Density

The KLD for the densities of the parameter Θm
k in two specific models, MVN and

MN are respectively the KLD of Normal-Wishart and KLD of Dirichlet densities

(Penny (2001)).

KL pqpΓm
k , µ

m
k q||ppΓ

m
k , µ

m
k qq � KL pNormal �Wishartq (A.78)

KL pqpτmkd, µ
m
kdq||ppτ

m
kd, µ

m
kdqq � KL pNormal �Gammaq (A.79)

KL pqppmk q||ppp
m
k qq � KLpDirichletq (A.80)

A.4 Prediction

When the parameters of the posterior densities of the NPBMIL model are deter-

mined, a new bag Xn can be classified using a likelihood ratio test calculated using

the posterior predictive densities of the model parameters. However, as mentioned
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in Section 3.2.4, this work approximates the predictives with the mean of the poste-

riors because when the size of the dataset is large, the difference in performance is

insignificant (Bishop (2006)).

The posterior predictive densities for the three specific models, MVN, MVIN,

and MN are respectively multivariate student T, multivariate independent student

T, and multivariate Põlya densities, which are derived in this section. In general,

assuming parameter Θm
i , the posterior predictive for a new bag, Xn, given all the

bags, X � tX1, ...,XNu, can be calculated as follows

p pXn|Xq �
Tn¹
t�1

p pxnt|Xq (A.81)

where p pxnt|Xq �

»
Θm

i

p pxnt|Θ
m
i q p pΘ

m
i |Xq dΘm

i . (A.82)

where p pxnt|Θ
m
i q is the likelihood of Θm

i given the instance xnt and p pΘm
i |Xq was

approximated by q pΘm
i q using VB in Eqn. (A.34).

A.4.1 Multivariate Normal

For MVN, the posterior predictive calculation in Eqn. (A.82) can be continued as

follows

p pxnt|Xq �

»
pmi

p pxnt|Γ
m
i , µ

m
i q p pΓ

m
i , µ

m
i |Xq dpmi (A.83)

The posterior p pΓm
i , µ

m
i |Xq is approximated by Eqn. (A.34) using VB as follows

p pxnt|Xq �

»
pmi

p pxnt|Γ
m
i , µ

m
i q q pΓ

m
i , µ

m
i |β

m
i , ρ

m
i , ν

m
i ,Φ

m
i q dp

m
i . (A.84)

Eqn. A.84 is a multivariate Student T density (Attias (2000)), defined as follows

p pxnt|Xq � T pfmi , ρ
m
i ,Λ

m
i q , (A.85)
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where fmi � νmi � 1 �D is the degree of freedom (A.86)

ρmi is the mean (A.87)

Λm
i �

βmi � 1

βmi f
m
i

Φm
i is the precision. (A.88)

A.4.2 Multinomial

For MN, the posterior predictive calculation in Eqn. A.82 can be continued as follows

p pxnt|Xq �

»
pmi

p pxnt|p
m
i q p pp

m
i |Xq dpmi . (A.89)

The posterior p ppmi |Xq is approximated by Eqn. (A.27) using VB as follows

p pxnt|Xq �

»
pmi

p pxnt|p
m
i q q pp

m
i |Ω

m
i q dp

m
i . (A.90)

Eqn. A.90 is a multivariate Põlya density (Madsen et al. (2005)), defined as follows

p pxnt|Xq �
Wnt!±D
d�1 xntd!

Γpω̂mi q

Γpω̂mi �Wntq

D¹
d�1

�
Γpxntd � ωmidq

Γpωmidq

�
. (A.91)
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Appendix B

Parameter Inference in MiHMM

This chapter details the parameter inference procedure for the MiHMM models, de-

veloped in Chapter 4, including the VB approximate posterior densities derivations,

the VB moments computations, and the NFE calculations.

The set of coupled equations for the MiHMM model assuming standard conjugate

posterior densities are detailed in Section B.1. These equations require several VB

moments, denoted by    ¡, which are given in Section B.2. The variational average

likelihood, 〈log ppxni,t|Θ
m
k q〉qpΘm

k q, for each observation models analyzed in this work

are given in Section B.3. The negative free energy (NFE) used to check convergence

is also detailed in Section B.3. Finally, the prediction procedure used in this work is

described in Section B.4.

B.1 VB Approximate Posteriors

B.1.1 Component Assignment Latent Variable

The MiHMM model contains two HMMs. For the mth HMM pm � t0, 1uq the

variational approximate posterior probability that a time sample in a given instance
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originates from the kth component can be determined from the following derivations.

The derivations are exactly the same for both MiHMM1 and MiHMM2.

ppzmkni,t|xniq 9 ppxni|ζmni, z
m
kni,Θ

m
k qppz

m
kni,1|Π

m
k q

t¹
j�1

�
ppzmkni,j|z

m
kni,j�1,A

m
kq

�
ppzmkni|Π

m
0 ,A

m
0q (B.1)

However, unlike a standard mixture model, the hidden variables, tzmkni,tu, t P t1, ..., Tniu,

are conditionally dependent so that the posterior densities do not factorize over the

time samples. As mentioned earlier, an efficient technique called as forward-backward

algorithm (Rabiner (1989)) is implemented to approximate ppzmkni,t|xniq by qpzmkni,tq,

which is denoted by φmkni,t.

B.1.2 HMM Assignment Latent Variable

The variational approximate posterior probability that a given instance originates

from the mth HMM for MiHMM1 model can be determined from the following deriva-

tions. Note that the derivations are exactly the same for MiHMM2 except the HMM

specific component densities, parameterized by Θm, in MiHMM1 are replaced by the

shared component densities, parameterized by Θ, in MiHMM2.

ppζmni|xniq 9 ppxni|ζmni, z
m
ni,Π

m,Am,Θmqppζmni|ηmq (B.2)

log ppζmni|xniq 9 ζmni rz
m
ni log ppxni|Θ

mq � log ηms (B.3)

9 ζmni

�
Tni̧

t�1

zmni,t log ppxni,t|Θ
mq � log ηm

�
(B.4)

By imposing conditional independence on the posterior densities, we use VB to

approximate the posterior density log ppζmni|xniq by log qpζmniq as follows

log qpζmniq 9
Tni̧

t�1

〈log ppxni,t|Θ
mq〉qpΘmq � 〈log ηm〉qpηmq (B.5)
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where, as mentioned before, the quantity 〈log ppxni,t|Θ
mq〉qpΘmq is the variational

average likelihood of parameter Θm, which is obtained from the forward-backward

algorithm (Rabiner (1989)). Since, Θm � tΘm
k u, k P t1, .., Kmu, corresponds to

the parameters of the Km component densities, 〈log ppxni,t|Θ
mq〉qpΘmq represents a

rKm � 1s vector.

Let zφMmni � expt
°Tni

t�1 〈log ppxni,t|Θ
mq〉qpΘmq � 〈log ηm〉qpηmqu. Then the responsi-

bility, φMmni � qpζmniq can be computed as follows

φMmni �
zφMmniyφM0ni � yφM1ni . (B.6)

B.1.3 HMM Mixing Proportion

The variational approximate posterior density of the mixing proportions of HMMs

for an instance in a positive bag can be determined from the following derivations,

which are exactly the same for both MiHMM1 and MiHMM2.

ppηm|ζq 9 ppζ|ηmqppηm|α0q (B.7)

Let In denote an indicator function that specifies if the nth bag is positive. Then the

likelihood ppζ|ηmq in terms of the individual instances can be written as follows

ppζ|ηmq �
N¹
n�1

In
In¹
i�1

ppζni|ηmq (B.8)

Using Eqn. B.8, the posterior density in Eqn. B.7 can be written as follows

ppηm|ζq 9
N¹
n�1

In
In¹
i�1

ppζni|ηmqppηm|α0q (B.9)
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By imposing conditional independence on the posterior densities, we use VB to

approximate the posterior density log ppηm|ζq by log qpηmq as follows

log qpηmq 9
Ņ

n�1

In
Iņ

i�1

〈ζni〉qpζmni
log ηm � log ppηm|α0q (B.10)

9
Ņ

n�1

In
Iņ

i�1

φMmni log ηm � log ppηm|α0q (B.11)

qpηmq � Dirpαmq (B.12)

where

αm �
Ņ

n�1

In
Iņ

i�1

φMmni � α0 (B.13)

B.1.4 Initial State Mixing Proportion

For the mth mixture model pm � t0, 1uq, Πm
k , the variational approximate posterior

density of the initial state mixing probability of the kth component can be determined

from the following derivations, which are exactly the same for both MiHMM1 and

MiHMM2 models.

ppΠm
k |Z

mq 9 ppZm|ζm,Π
m,AmqppΠm

k |Λ
m
0 q (B.14)

The likelihood ppZm|ζm,Π
m,Amq in terms of the individual instances and their time

samples can be written as follows

ppZ|ζm,Π
m,Amq �

N¹
n�1

In¹
i�1

�
ppzmkni,1|Π

mqζmni

Tni¹
t�2

ppzmni,t|z
m
ni,t�1,A

mqζmni

�
(B.15)

�
N¹
n�1

In¹
i�1

�
Km¹
k�1

tΠm
k u

ζmniz
m
kni,1

Tni¹
t�2

ppzmni,t|z
m
ni,t�1,A

mqζmni

�
(B.16)
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Using Eqn. B.16, the posterior density in Eqn. B.14 can be written as follows

ppΠm
k |Z

mq 9
Ņ

n�1

Iņ

i�1

�
Km¸
k�1

ζmniz
m
kni,1 log Πm

k � ζmni

Tni̧

t�2

log ppzmni,t|z
m
ni,t�1,A

mq

�

�
Km¸
k�1

log ppΠm
k |Λ

m
0 q (B.17)

By imposing conditional independence on the posterior densities, we use VB to

approximate the posterior density log ppΠm
k |Z

mq by log qpΠm
k q as follows

log qpΠm
k q 9

Ņ

n�1

Iņ

i�1

�
tζmniz

m
kni,1uqpζmni,zmni,1q

log Πm
k

�
� log ppΠm

k |Λ
m
0 q (B.18)

9
Ņ

n�1

Iņ

i�1

φMmniφ
m
kni,1 log Πm

k � log ppΠm
k |Λ

m
0 q (B.19)

qpΠm
k q � DirpΛm

k q (B.20)

where

Λm
k �

Ņ

n�1

Iņ

i�1

φMmniφ
m
kni,1 � Λm

0 (B.21)

B.1.5 State Transition Probabilities

For the mth mixture model pm � t0, 1uq, Amkj, the variational approximate poste-

rior density of the transition probability from state k to state j can be determined

from the following derivations, which are exactly the same for both MiHMM1 and

MiHMM2 models.

ppAmkj|Z
mq 9 ppZm|ζm,Π

m,AmqppAmkj|a
m
kjq (B.22)
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The likelihood ppZm|ζm,Π
m,Amq in terms of the individual instances and their time

samples can be written as follows

ppZ|ζm,Π
m,Amq �

N¹
n�1

In¹
i�1

�
ppzmkni,1|Π

mqζmni

Tni¹
t�2

ppzmni,t|z
m
ni,t�1,A

mqζmni

�
(B.23)

�
N¹
n�1

In¹
i�1

�
ppzmkni,1|Π

mqζmni

Tni¹
t�2

Km¹
k�1

Km¹
j�1

tAmkju
ζmniz

m
kni,tz

m
jni,t�1

�
(B.24)

Using Eqn. B.24, the posterior density in Eqn. B.22 can be written as follows

ppAmkj|Z
mq 9

Ņ

n�1

Iņ

i�1

�
ζmnippz

m
kni,1|Π

mq �
Tni̧

t�2

Km¸
k�1

Km¸
j�1

ζmniz
m
kni,tz

m
jni,t�1 logAmkj

�

� log ppAmkj|a
m
kjq (B.25)

By imposing conditional independence on the posterior densities, we use VB to

approximate the posterior density log ppAmkj|Z
mq by log qpAmkjq as follows

log qpAmkjq 9
Ņ

n�1

Iņ

i�1

Tni̧

t�2

�
tζmniuqpζmniqtz

m
kni,tz

m
jni,t�1uqpzmkni,tz

m
jni,t�1q

logAmkj

�
� log ppAmkj|a

m
kjq (B.26)

9
Ņ

n�1

Iņ

i�1

Tni̧

t�2

φMmniξpz
m
kni,t|z

m
jni,t�1q logAmkj � log ppAmkj|a

m
kjq (B.27)

qpAmkjq � Dirpamkjq (B.28)

where

amkj �
Ņ

n�1

Iņ

i�1

Tni̧

t�2

φMmniξpz
m
kni,t|z

m
jni,t�1q � amkj (B.29)
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B.1.6 MiHMM1 Component Density Parameters

For the mth HMM pm � t0, 1uq, the variational approximate posterior density of the

parameter Θm
k of the kth component can be determined from the following deriva-

tions.

ppΘm
k |Xq 9 ppX|ζ, Zm,Θm

k qppΘ
m
k |h

m
0 q (B.30)

The likelihood ppX|ζ, Zm,Θm
k q in terms of the individual instances can be written

as follows

ppX|ζ, Zm,Θm
k q �

N¹
n�1

In¹
i�1

Tni¹
t�1

�
ppxni,t|Θ

m
k q

ζmniz
m
ni,t

�
. (B.31)

Using Eqn. B.31, the posterior density in Eqn. B.30 can be written as follows

log ppΘm
i |Xq 9

N¹
n�1

In¹
i�1

Tni¹
t�1

�
ζmniz

m
ni,t log ppxni,t|Θ

m
k q
�

� log ppΘm
k |h

m
0 q. (B.32)

Again, by imposing conditional independence on the posterior densities, we use VB

to approximate the posterior density log ppΘm
k |Xq by log qpΘm

k q as follows

log qpΘm
k q 9

Ņ

n�1

Iņ

i�1

Tni̧

t�1

〈
ζmniz

m
ni,t

〉
qpζmnizmni,tq

log ppxni,t|Θ
m
k qu

� log ppΘm
k |h

m
0 q (B.33)

9
Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,t log ppxl|Θ

m
i q � log ppΘm

i |h
m
0 q (B.34)

� log qpΘm
k |h

m
0 q (B.35)

If we use conjugate priors, then the functional forms of log qpΘm
k |h

m
k q and log ppΘm

k |h
m
0 q

will be the same. The update equation for hmk depends on the parametric form of

ppΘm
k |h

m
k q. The posterior approximation for the three specific models are treated

separately.
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MVN

A MVN with dimensionality D is defined by a rD � 1s mean vector and a rD �Ds

covariance matrix. Let Θm
k � tµmk ,Γ

m
k u denote the parameters of the kth component

in the mth HMM, where µmk denotes the mean and Γm
k denotes the precision such

that xni,t|tµ
m
k ,Γ

m
k u � N pµmk , tΓ

m
k u

�1q. The conjugate prior for the joint density of

µmk and Γm
k is the Normal-Wishart density.

pptµmk ,Γ
m
k u|tβ

m
0 ,ρ

m
0 , ν

m
0 , tΦ

m
0 u

�1uq

� N
�
ρm0 , pβ

m
0 Γm

k q
�1
�
W

�
νm0 , tΦ

m
0 u

�1
�
. (B.36)

The VB posterior density approximation of tµmk ,Γ
m
k u is given by Eqn. B.34 as follows

log qpµmk ,Γ
m
k q 9

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,t log ppxni,t|µ

m
k ,Γ

m
k q

� log ppµmk ,Γ
m
k |β

m
0 ,ρ

m
0 , ν

m
0 ,Φ

m
0
�1q (B.37)

Let µ̄mk denote the rD � 1s sample mean vector, Σ̄m
k denote the rD � Ds sample

covariance matrix, and N̄m
k denote the sample counts in the component k of the

HMM m, which are calculated as follows

µ̄mk �
1

N̄m
k

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,txni,t (B.38)

Σ̄m
k �

1

N̄m
k

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,tpxni,t � µ̄

m
k qpxni,t � µ̄

m
k q

T (B.39)

N̄m
k �

Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,t. (B.40)

Then the posterior density qptµmk ,Γ
m
k u|Xq is also Normal-Wishart (Degroot (1970)).

qptµmk ,Γ
m
k u|Xq � N

�
ρmk , pβ

m
k Γm

k q
�1
�
W

�
νmk ,Φ

m
k
�1
�

(B.41)
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where νmk � νm0 � N̄m
k (B.42)

βmk � βm0 � N̄m
k (B.43)

ρmk �
βm0 ρ

m
0 � N̄m

k µ̄
m
k

βmk
(B.44)

Φm
k � Φm

0 � N̄m
k Σ̄m

k

�
N̄m
k β

m
0 pµ̄

m
k � ρm0 qpµ̄

m
k � ρm0 q

T

βmk
(B.45)

MN

A MN probability density with dimensionality D is parameterized by a probability

vector Θm
k � pmk such that xni,td|p

m
k � Multppmk q. Here, xni,td denotes the count

of the dth outcome and pmkd denotes the probability of that outcome. The conjugate

prior for pmk is the Dirichlet density.

pmk |Ω
m
0 � DirpΩm

0 q. (B.46)

The VB posterior density approximation of log pppmk |Xq is given by Eqn. B.34 as

follows

log qppmk q 9
Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,t log ppxni,t|p

m
k qu � log pppmk |Ω

m
0 q (B.47)

It can be shown that the approximate posterior density, qppmk q, is also Dirichlet

similar to the conjugate prior as follows

qppmk q � DirpΩm
k q (B.48)

where Ωm
k � Ωm

0 �
Ņ

n�1

Iņ

i�1

Tni̧

t�1

φMmniφ
m
kni,txni,t (B.49)
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B.2 VB Moments

In order to calculate the VB approximate posterior (Eqn. B.6), which is required

to calculate the update equations for the model parameters (Eqns. B.42, B.43,

B.44, B.45, B.49), it is necessary to compute the expectation of the parameters with

respect to their approximate densities. These expectations, known as VB moments,

are derived in this section.

B.2.1 HMM Mixing Proportion

The VB moment of the mixing proportion ηm,m � t0, 1u of the mth HMM in a

positive bag (Y � 1), which is Dirichlet distributed, is given by (Bishop (2006))

〈log ηm〉qpηmq � Ψpαmq � Ψpα0 � α1q (B.50)

B.2.2 Initial State Mixing Probability

The VB moment of the initial state mixing probability Πm
k , k P t1, ..., Kmu of the

mth HMM, which is Dirichlet distributed, is given by (Bishop (2006))

〈log Πm
k 〉qpΠm

k q � ΨpΛm
k q � Ψp

Km¸
k�1

Λm
k q (B.51)

B.2.3 State Transition Probabilities

The VB moment of the state transition probabilityAmkj, k P t1, ..., K
mu, j P t1, ..., Kmu

of the mth HMM, which is Dirichlet distributed, is given by (Bishop (2006))

〈
logAmkj

〉
qpAm

kjq
� Ψpamkjq � Ψp

Km¸
j�1

amkjq (B.52)

B.2.4 Component Density Parameters

Note, the HMM specific observation model parameters, denoted by Θm, in MiHMM1

are replaced by the shared observation model parameters, denoted by Θ, in MiHMM2.
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The VB moments in the MVN model are as follows (Minka (2001))

〈log |Γm
k |〉qpΓm

k q �
Ḑ

d�1

Ψ

�
νmk � 1 � d

2



�D log 2 � log |pΦm

k q
�1| (B.53)

〈pxni,t � µmk q1Γm
k pxni,t � µ

m
k q〉qpµm

k ,Γ
m
k q � νmk pxni,t � ρ

m
k q

1pΦm
k q

�1pxni,t � ρ
m
k q

�
D

βmk
. (B.54)

The VB moments in the MN model are as follows (Bishop (2006))

〈log pmkd〉qppmkdq � Ψpωmkdq � Ψ

�
Ḑ

d�1

ωmkd

�
. (B.55)

B.3 NFE

The negative free energy is given by the difference between the variational average

likelihood and the Kullback-Liebler divergence (KLD) of the model parameters.

FpΘq �
¸

mPt0,1u

Ņ
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Iņ
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�
� 〈KL pqpζmni|ηmq||ppζmni|ηmqq〉�KL pqpηmq||ppηmqq
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�
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k q||ppz
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m
k q
�〉
�KL pqpΠm

k q||ppΠ
m
k qq

	

�
Tni̧

t�1

Km¸
k�1

Km¸
k�1

� 〈
KL

�
qpzmkni,t|z

m
kni,t�1, A

m
kjq||ppz

m
kni,t|z

m
kni,t�1, A

m
kjq

�〉
�KL

�
qpAmkjq||ppA

m
kjq

� 	

�
Km¸
k�1

KL pqpΘm
k q||ppΘ

m
k qq

�
(B.56)
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where, 〈log ppxni,t|Θ
m
k q〉qpΘm

k q and KL pqpΘm
k q||ppΘ

m
k qq depends on the parametric

form of ppΘm
k |h

m
k q. The quantity 〈log ppxni,t|Θ

m
k q〉qpΘm

k q is computed from the forward-

backward algorithm (Rabiner (1989)).

B.3.1 Variational Average Cluster Likelihood

The variational average cluster likelihood, 〈log fpxni,t|Θ
m
k q〉qpΘm

k q, necessary to com-

pute the variational average likelihood 〈log ppxni,t|Θ
m
k q〉qpΘm

k q in the forward-backward

algorithm for the two specific models are derived in this section. Note, the HMM

specific observation model parameters, denoted by Θm, in MiHMM1 are replaced by

the shared observation model parameters, denoted by Θ, in MiHMM2.

MVN

〈log ppxni,t|Γ
m
k ,µ

m
k q〉qpΓm

k ,µ
m
k q

�
1

2

�
�d log 2π � log |Γm

k | � pxl � µ
m
k q

TΓm
k pxni,t � µ

m
k q
�
qpΓm

k ,µ
m
k q

(B.57)

�
1

2

�
�d log 2π � 〈log |Γm

k |〉qpΓm
k q �

〈
pxni,t � µ

m
k q

TΓm
k pxni,t � µ

m
k q
〉
qpΓm

k ,µ
m
k q

�
(B.58)

where the VB moments 〈log |Γm
k |〉qpΓm

k q and
〈
pxni,t � µ

m
k q

TΓm
k pxni,t � µ

m
k q
〉
qpΓm

k ,µ
m
k q

are given by Eqns. B.53 and B.54 respectively.

MN

〈log ppxni,t|p
m
k q〉qppm

k q

�

〈
logWni,t! �

Ḑ

d�1

log xni,td! �
Ḑ

d�1

xni,td log pmkd

〉
qppm

k q

(B.59)

� logWni,t! �
Ḑ

d�1

log xni,td! �
Ḑ

d�1

xni,td 〈log pmkd〉qppmkdq (B.60)
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B.3.2 KL for the Initial State Latent Variable Density

�
〈
log qpzmkni,1|Π

m
k q � log ppzmkni,1|Π

m
k q
〉
qpzmkni,1|Π

m
k qqpΠm

k q
(B.61)

�
〈
zmkni,1 log φmkni,1 � zmkni,1 log Πm

k

〉
qpzmkni,1|Π

m
k qqpΠm

k q
(B.62)

� φmkni,1 log φmkni,1 � φmkni,1 〈log Πm
k 〉qpΠm

k q , (B.63)

where the quantity φmkni,1 is obtained from the forward-backward algorithm (Rabiner

(1989)), and KL pqpΠm
k q||ppΠ

m
k qq is simply KLpDirichletq.

B.3.3 KL for the State Transition Latent Variable Density

�
〈
log qpzmkni,t|z

m
kni,t�1, A

m
kjq � log ppzmkni,t|z

m
kni,t�1, A

m
kjq
〉
qpzmkni,t|z

m
kni,t�1,A

m
kjqqpA

m
kjq

(B.64)

�
〈
zmkni,tz

m
kni,t�1 log ξpzmkni,t|z

m
kni,t�1q � zmkni,tz

m
kni,t�1 logAmkj

〉
qpzmkni,t|A

m
kjqqpA

m
kjq

(B.65)

� ξpzmkni,t|z
m
kni,t�1q log ξpzmkni,t|z

m
kni,t�1q � ξpzmkni,t|z

m
kni,t�1q

〈
logAmkj

〉
qpAm

kjq
, (B.66)

where the quantity ξpzmkni,t|z
m
kni,t�1q is obtained from the forward-backward algorithm

(Rabiner (1989)), and KL
�
qpAmkjq||ppA

m
kjq

�
is simply KLpDirichletq.

B.3.4 KL for the HMM Assignment Latent Variable Density

� 〈log qpζmni|ηmq � log ppζmni|ηmq〉qpζmni|ηmqqpηmq (B.67)

�
〈
ζmni log φMmni � ζmni log ηm

〉
qpζmni|ηmqqpηmq

(B.68)

� φMmni log φMmni � φMmni 〈log ηm〉qpηmq , (B.69)

where the quantity φMmni is obtained from Eqn. (B.6), and KL pqpηmq||ppηmqq is

simply KLpDirichletq.

B.3.5 KL for the Component Density

The KLD for the densities of the parameter Θm
k in two specific models, MVN and

MN are respectively the KLD of Normal-Wishart and KLD of Dirichlet densities
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(Penny (2001)). Note, the HMM specific observation model parameters, denoted by

Θm, in MiHMM1 are replaced by the shared observation model parameters, denoted

by Θ, in MiHMM2.

KL pqpΓm
k ,µ

m
k q||ppΓ

m
k ,µ

m
k qq � KL pNormal-Wishartq (B.70)

KL pqppmk q||ppp
m
k qq � KLpDirichletq (B.71)

B.4 Prediction

After determining the parameters of the posterior densities of the MiHMM model,

a new bag Xn can be classified using a likelihood ratio test calculated using the

posterior predictive densities of the model parameters.

For MiHMM1 model, assuming Hm � tΠm,Am,Θmu denote the parameters

of the mth HMM, the posterior predictive for a new bag, Xn, given all the bags,

X � tX1, ...,XNu, can be calculated as follows

p pXn|Xq �
In¹
i�1

»
ηm

ppxni|Hmqppηm|Xq (B.72)

where ppxni|Hmq �

»
Hm

� Km¸
k�1

ppzmni,1|Π
m
k q

Tni¹
t�2

ppzmni,t|z
m
ni,t�1,A

m
kq

Tni¹
t�1

ppxni,1|Θ
m
k q

ppΠm
k |ZqppA

m
k|ZqppΘ

m
k |Xq

�
dpΠm

k Am
kΘ

m
k q. (B.73)

where p pxni,t|Θ
m
k q is the likelihood of Θm

k given the time sample xni,t and ppηm|Xq,

ppΠm
k |Zq, ppA

m
k|Zq, ppΘ

m
k |Xq are approximated by qpηmq, qpΠ

m
k q, qpA

m
kq, qpΘ

m
k q

using VB in Eqns. B.11, B.19, B.27, B.34 respectively. Since the calculation of

posterior predictives in Eqn.B.73 is complicated by the conditional dependence of

time samples, in this work, the quantity ppxni|Hmq is approximated by computing

the forward variable from the forward-backward algorithm (Rabiner (1989)) by using

the mean of the posterior densities. Note, the HMM specific observation model
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parameters, denoted by Θm, in MiHMM1 are replaced by the shared observation

model parameters, denoted by Θ, in MiHMM2.
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