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Abstract 

 In the modern sensing environment, large numbers of sensor tasking decisions 

must be made using an increasingly diverse and powerful suite of sensors in order to best 

fulfill mission objectives in the presence of situationally-varying resource constraints.  

Sensor management algorithms allow the automation of some or all of the sensor tasking 

process, meaning that sensor management approaches can either assist or replace a 

human operator as well as ensure the safety of the operator by removing that operator 

from a dangerous operational environment.  Sensor managers also provide improved 

system performance over unmanaged sensing approaches through the intelligent control 

of the available sensors.  In particular, information-theoretic sensor management 

approaches have shown promise for providing robust and effective sensor manager 

performance. 

 This work develops information-theoretic sensor managers for a general static 

target detection problem.  Two types of sensor managers are developed.  The first 

considers a set of discrete objects, such as anomalies identified by an anomaly detector or 

grid cells in a gridded region of interest.  The second considers a continuous spatial 

region in which targets may be located at any point in continuous space.  In both types of 

sensor managers, the sensor manager uses a Bayesian, probabilistic framework to model 

the environment and tasks the sensor suite to make new observations that maximize the 

expected information gain for the system.  The sensor managers are compared to 

unmanaged sensing approaches using simulated data and using real data from landmine 

detection and unexploded ordnance (UXO) discrimination applications, and it is 



 

 v 

demonstrated that the sensor managers consistently outperform the unmanaged 

approaches, enabling targets to be detected more quickly using the sensor managers.  The 

performance improvement represented by the rapid detection of targets is of crucial 

importance in many static target detection applications, resulting in higher rates of 

advance and reduced costs and resource consumption in both military and civilian 

applications. 
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Chapter 1 – Introduction 

 In any sensing application, sensor resources must be allocated in some way to 

produce observations of an object or region, which in turn permits estimation of some 

unknown parameters or permits inference regarding the object or region being 

interrogated.  Sensor management is defined to be this tasking of the available sensor 

resources for a given sensing application.  Depending on the number of sensing 

modalities available and the complexity of the problem under consideration, optimal 

sensor management can be either straightforward or intractable.  For most sensing 

applications of interest, however, there are a large number of decisions that must be made 

regarding where and how sensors should collect observations, making sensor 

management a challenging problem.  In addition to determining new locations for which 

observations should be made, the sensor manager may also dynamically adapt the sensor 

parameters in order to obtain different observations that improve system performance.  

Additionally, resource constraints such as limited time or limited battery power 

frequently present an additional challenge in real-world sensing applications.  The sensor 

manager must task the available sensors in order to best fulfill a set of mission goals in 

the presence of these situationally-varying resource constraints. 

 For many years, sensor management has been left as a task to be performed by a 

human operator.  The human brain is able to synthesize and prioritize information in a 

way that is difficult to capture in a computer-based algorithm, and humans are also able 

to understand abstract goals and dynamically reorder mission priorities as a scenario 

unfolds.  However, the modern sensing environment is becoming increasingly complex 
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as new sensor modalities are developed, more sensors are introduced into specific 

applications, and the capabilities of existing sensors are enhanced.  The result is that a 

human operator can become overwhelmed by the number of sensor tasking decisions that 

must be made.  In such a case, the operator is often no longer capable of tasking and 

managing the available sensor suite without assistance.  Even if a human operator is still 

capable of managing the sensors, the large number of required tasking decisions 

frequently means that a human operator produces suboptimal system performance; this 

system performance can potentially be improved through the introduction of an 

automated sensor management technique that is able to direct the operation of sensors in 

a mathematically rigorous way. 

 Automated sensor management approaches have been the focus of significant 

research attention over the last two decades.  As mentioned previously, these approaches 

can either assist or replace a human operator and may also help to improve the overall 

performance of the system through the intelligent tasking of the available sensor 

resources.  Additional benefits are also obtained through the use of an automated sensor 

manager.  Particularly in dangerous applications, including landmine detection and most 

military applications, the replacement of a human operator with an automated sensor 

manager helps to ensure the safety of that operator.  Many military systems are moving 

towards the autonomous operation of sensors, and operator safety is a contributing factor 

in this trend.  Furthermore, automated sensor management permits the autonomous 

operation of a system or network of systems and eliminates the need to control a system 

either directly or through a remote communication link. 
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 Sensor management first began to receive attention for a variety of military 

battlespace awareness applications, especially the command, control, communications, 

and intelligence (C3I) airborne surveillance problem [1-3].  Such problems typically 

involve at least one sensing platform tasked to detect, identify, track, and perform battle 

damage assessment (BDA) on an unknown, varying number of targets in order to 

maintain optimal situational awareness.  The C3I problem may take any number of 

forms:  a tactical fighter aircraft engaging in beyond visual range air-to-air combat, a 

strike fighter flying a search and destroy mission against mobile ground targets, or an E-3 

Sentry AWACS aircraft responsible for maintaining situational awareness over an entire 

battlefield [4-7].  In each of these cases, the platform has available to it a number of 

sensors with different costs and operational specifications that must be used within 

resource constraints to best meet an overwhelming variety of search, track, identification, 

and BDA tasks. 

 As the field of sensor management research has matured, particular attention has 

been paid to the target tracking problem [8-29].  Approaches to target tracking have been 

proposed that probabilistically describe the problem environment [16-18, 24] and that 

maintain desired covariance level on a target being tracked [13, 30].  Sensor management 

has also been studied for a variety of problems other than C3I and target tracking.  For 

example, [31-33] consider the placement of sonobouys for submarine detection and 

localization in an anti-submarine warfare application.  Sensor management is utilized in 

[34] for efficient battery management with the goal of increasing the active lifetime of a 

distributed sensor network.  Similarly, [35] and [36] consider sensor management for 

increasing the lifetime of a wireless sensor network that must maintain a minimum level 
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of quality of service under energy constraints.  In [37] and [38] sensor management is 

used in the control of autonomous robotic vehicles for the detection and avoidance of 

obstacles. 

 While significant research in the field of sensor management has been performed 

as demonstrated by the above selection of examples, static target detection applications 

have not been treated as extensively as have other application areas.  Static target 

detection problems of interest include, among many others, unexploded ordnance (UXO) 

detection and discrimination and landmine detection and discrimination.  The UXO 

detection application is of interest both because of the human cost incurred in casualties 

caused by UXO and because of the economic impact of UXO contamination.  UXO is 

found at many former military bases and firing ranges in the United States (as well as in 

many other countries worldwide), and this UXO needs to be detected and cleared in order 

for the affected land at bases that have closed to be transitioned to non-military use.  The 

cost of remediating the contaminated military sites in the U.S. alone is estimated to be in 

the billions of dollars.  The large spatial regions that are contaminated by UXO suggest 

the potential utility of a sensor management approach that is able to intelligently direct 

sensors through such a region and detect the UXO present as quickly as possible, saving 

both time and money by detecting targets more rapidly than is possible with conventional 

approaches. 

 Landmine detection is another static target detection application of great 

importance because landmines represent a threat to both military and civilian interests.  

From a military perspective, minefields prevent the rapid and effective movement of 

forces and are also capable of causing significant casualties if not properly cleared.  From 
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a civilian perspective, many thousands of innocents are killed or maimed each year by 

old landmines that remain in the field after conflicts.  Furthermore, as with UXO, the 

presence of mines prevents the safe use of the affected land for habitation, agriculture, or 

commercial development and may therefore inhibit economic and social recovery 

following a period of war.  The landmine problem is large-scale and widespread; in a 

2001 report, the U.S. State Department estimated that there are forty-five to fifty million 

landmines buried throughout the world in nearly sixty countries [39].  Many millions 

more reside in stockpiles that could be employed in future conflicts. 

 Recent years have seen a dramatic increase in the number of UXO and landmine 

sensors available as well as in the complexity of those sensors.  Electromagnetic 

induction (EMI) sensors (metal detectors) and ground penetrating radar (GPR) sensors 

are two of the principal sensor phenomenologies being developed and refined for 

application in UXO and landmine problems [40-56].  Other types of sensing modalities 

that have been investigated include seismic sensors [57, 58], quadrupole resonance (QR) 

sensors [59, 60], infrared sensors [61, 62], and hyperspectral sensors [63-66].  These 

many different sensing modalities are well suited to detecting different properties of a 

target.  An EMI sensor, for example, is sensitive to differing metal content and is well 

suited to separating landmines from rocks.  GPR gives reliable information about target 

size and is thus able to discriminate, for instance, between a metallic landmine and a nail.  

These complementary abilities naturally suggest that different sensors should be used in 

combination in order to effectively detect landmines or UXO.  Indeed, the U.S. Army is 

developing an autonomous sensor platform containing both EMI and GPR sensing 
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modalities that is designed to detect landmines in challenging environmental conditions 

[67]. 

 Much as sensor management is needed in the UXO detection problem to improve 

performance and reduce costs, landmine detection is another field in which sensor 

management is needed in order to more quickly detect the landmines that are present in a 

region.  Rapid detection of landmines allows the military to more quickly traverse a 

mine-filled area.  Similarly, rapid detection of landmines in a humanitarian setting allows 

land to be cleared more rapidly and at a lower cost than is currently possible.  With the 

multi-sensor systems frequently fielded for landmine detection, a sensor manager allows 

the intelligent selection of both which sensing modality to use as well as where to move 

the sensing platform to in order to make the next sensor observation.  This sensor 

manager must also be able to incorporate the relationships that are present between the 

features observed by various sensing modalities such EMI and GPR and be able to use 

that information in order to improve the performance of the sensor manager over the 

performance that would be obtained with an unmanaged system. 

 Static target detection problems such as UXO and landmine detection bear some 

obvious similarities to other sensor management problems.  As in the C3I application, 

there are a suite of sensors available, each with its own performance characteristics, 

strengths and weaknesses, and cost of use.  However, the UXO and landmine detection 

problems deal with a fixed (although unknown) number of static targets rather than a 

varying number of moving targets.  In addition, UXO and landmine sensors are often 

hand-operated or vehicle-mounted and not airborne, resulting in different motion 

constraints for the sensor platforms.  Furthermore, in contrast to many C3I applications, 
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UXO and landmine sensors are sensing subsurface objects, meaning that the performance 

characteristics of UXO and landmine sensors are particularly vulnerable to environmental 

effects and may vary significantly depending on the field conditions in which the sensors 

are utilized.  For this reason, appropriate modeling of the uncertainty inherent in real-

world scenarios is an important element to address in a static target detection sensor 

manager that will be applied to UXO detection and landmine detection. 

 The sensor management frameworks developed in this thesis are motivated by the 

UXO and landmine detection applications that have been described and by the need to 

obtain improved target detection performance using an automated sensor management 

procedure.  The goal of this thesis is to develop an effective and realistic framework for 

sensor management for the general static target detection application, taking into account 

the various operating behaviors and model requirements that have been described above.  

This framework is then applied specifically to the landmine detection problem through 

extensive testing on real, multi-sensor data.  UXO discrimination is also analyzed in an 

illustrative example considered in Chapter 7.  The sensor management algorithms 

presented in this thesis are based on the work of Kastella [68], which presents a simple, 

grid-based sensor manager that directs the operation of a single sensor in a search for a 

single target using an information-theoretic approach.  Kastella’s basic sensor manager is 

extended and improved throughout this thesis, and new information-based sensor 

management frameworks are also proposed that address shortcomings identified in the 

framework based on [68]. 

 The use of an information-based sensor management approach, in which the 

sensor manager makes new sensor observations in order to maximize an expected 
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information gain that is obtained with those new observations, stands in contrast to many 

other types of sensor management that have been considered in the literature.  Early 

sensor management work frequently used expert systems in order to incorporate the 

expertise of experienced operators or “experts” [7, 38, 69-71].  The information provided 

by the experts is then synthesized into a rule-based framework for decision-making.  

Expert systems suffer from an inability to effectively generalize to situations or 

conditions not enumerated in the given rule-set, and they frequently do not perform as 

well as more mathematically rigorous techniques, particularly once the problem domain 

becomes better understood. 

 Sensor management has also been approached from a control-theoretic 

perspective in which an objective function is maximized or minimized as appropriate [11-

13, 21, 23, 30, 72-76].  [21, 76], for example, maximize the root mean square (RMS) 

expected number of targets detected in a region, while [13, 30] attempt to control the 

error covariance of targets being tracked and maintain those error covariances within 

acceptable bounds.  In a similar vein, Hernandez et al., control the accuracy of target state 

estimation by using the posterior Cramér-Rao lower bound (CRLB) [72-74].  In addition 

to these control-theoretic methods, many other approaches to sensor management have 

been utilized, including neural networks [77], virtual associative networks [78, 79], 

genetic algorithms [80-82], and fuzzy logic [83].  Bayesian networks have been used for 

their combination of probabilistic modeling and rule-based structures [84, 85].  Hintz has 

developed a goal lattice framework as a way of assigning value to specific system actions 

in terms of how they relate to or how well they fulfill overarching system goals [86-88]. 
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 Information-theoretic techniques such as are used in this thesis approach sensor 

management by attempting to task sensors in such a way that some measure of 

information is maximized [89, 90].  Information theory has seen frequent and significant 

use in the field of communications and has been used to develop rigorous performance 

bounds for communications problems [91].  While such performance bounds have not yet 

been developed for sensor management problems, information-based sensor management 

has been demonstrated in the literature to be an effective and, in some cases, nearly 

optimal technique.  For example, Castañon derived the optimal search policy for a sensor 

searching for a single target when the sensor performance characteristics are defined by 

Pd = 1 – Pf  [92].  Kastella et. al., then showed that information-based sensor management 

as described in [68] performs nearly as well as Castañon’s optimal technique for the 

problem of searching for the single target [93]. 

 Later work by Kreucher, et al., investigated performance differences between 

information-theoretic sensor management and task-driven sensor management, which 

manages sensors in order to directly optimize performance relative to a specific 

performance criterion [94].  The information-theoretic sensor manager was demonstrated 

to obtain performance that was nearly as good as the task-driven sensor manager using 

the performance metric optimized in the task-driven approach while substantially 

outperforming the task-driven approach using alternative performance metrics that were 

not optimized in the task-driven approach.  These results demonstrate the ability of 

information-theoretic sensor management to produce robust performance with multiple 

different performance metrics simultaneously while at the same time sacrificing only a 

small amount of performance compared to the best possible performance that could be 
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obtained with each metric individually.  In research other than [94], information-based 

sensor managers have also been demonstrated to produce good performance in [15, 17, 

26, 95-97].  Information-theoretic techniques are therefore seen as promising for the field 

of sensor management. 

 As might be expected from the wide variety of techniques that have been used to 

address the sensor management problem, a consensus has yet to emerge as to which 

particular technique is the best technique to use.  What has been demonstrated in the 

literature, however, is that information-theoretic sensor management techniques are a 

reasonable and successful framework in which a number of sensor management problems 

have been addressed.  While the exact relationship of a particular definition of 

information to a set of high-level mission goals may not be clear, what is clear is that the 

idea of maximizing information in an abstract sense is an intuitively sensible one, not 

unlike what a human operator of a sensor suite might seek to do.  These reasons, as well 

as the optimality comparison presented in [93] and the performance comparison in [94], 

motivate the selection of an information-theoretic sensor management approach for the 

static target detection sensor management frameworks developed in this thesis.  The 

information-based sensor managers presented in this work are demonstrated to operate 

successfully on large sets of real data, enabling targets to be detected more quickly and 

more effectively than is possible with an unmanaged sensing strategy. 

 While sensor management for the static target detection problem has received less 

research attention than other sensor management application areas, important work has 

nonetheless been performed for specific static target detection applications.  Recent work 

concerning sensor management for landmine detection includes that of He, et al., which 
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uses a partially observable Markov decision process (POMDP) framework to direct an 

EMI sensor and a GPR sensor [98].  Related POMDP work is also found in [99].  The 

framework presented in [98, 99] builds target models either using available training data 

or using an on-line approach termed lifelong learning, and the resulting POMDP models 

may be used to learn a policy that maximizes an expected reward over a specified time 

horizon.  The work presented in this thesis differs from [98, 99] in several important 

ways.  First, both sensing actions and sensor observations are allowed to be continuous in 

the work presented here, while the POMDP formulation requires discrete sensing actions 

and sensor observations.  Second, the target models utilized in this work are simple, 

parametric models that are sufficiently expressive to effectively describe the observed 

sensor data, consequently avoiding the complexities of target model training that are 

required by the POMDP.  The POMDP approach also provides capabilities that are not 

incorporated in the sensor manager presented in this work.  As mentioned above, the 

POMDP approach is non-myopic in that it maximizes an expected reward over a 

specified time horizon.  The sensor management approaches presented in this thesis 

greedily maximize the expected information gain; non-myopic sensor management is 

discussed in Chapter 9 as an avenue for future work. 

 Other work concerning sensor management for landmine detection has focused on 

path planning [100, 101].  These approaches are principally focused on designing a path 

through a region of interest in order to obtain complete coverage of that region of interest 

(or of the mines present in that region) with a single pass by the sensor in an efficient 

way.  The sensor and target models considered in [100, 101] make a number of 

simplifying assumptions that are not true in a general environment.  For example, [101] 
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assumes that sensors perfectly detect any targets that are observed, and [100] assumes 

that the targets are laid in a gridded pattern.  The sensor manager developed in this thesis 

incorporates more accurate modeling of sensors and more general modeling of possible 

target locations.  Additionally, the sensor managers developed in this thesis assume that 

the sensors make multiple observations of objects of interest and that the region may be 

traversed many times.  The expected information gain is used to task the sensors and 

direct their movement within the region of interest. 

 Finally, sensor management for static target detection has also been previously 

considered using the theory of optimal experiments [102, 103], in which observations are 

made that maximize an informational quantity computed from the Fisher information 

matrix.  The work presented in this thesis develops probabilistic target and feature 

models, and these models are used to compute posterior densities for the target 

parameters of an object being sensed.  The Fisher information approach uses a maximum 

likelihood estimate of the parameters and then determines a new location for a sensor 

observation that maximizes the gain in the Fisher information metric (and, consequently, 

minimizes the Cramér-Rao lower bound for the variance on the target parameter 

estimates).  However, the Fisher information method does not directly incorporate the 

results of the observed data, but instead only considers the spatial location at which those 

observations were made.  The information-based approach proposed in this thesis utilizes 

a full probabilistic framework in which posterior densities are maintained in lieu of a 

maximum likelihood estimate and in which the results of the sensor observations (as well 

as the predictive density for a new sensor observation) are incorporated into the 

framework in addition to the locations of the sensor observations. 
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 As mentioned previously, the goal of the work in this thesis is to develop an 

effective and realistic sensor management framework for the static target detection 

problem.  Beginning with the basic grid-based framework proposed by Kastella in [68], 

the sensor manager is systematically extended and enhanced.  Throughout the thesis, the 

sensor manager is applied to real, multi-sensor data from the landmine detection problem 

in order to demonstrate that the presented sensor manager is effective on real data and 

operates successfully in challenging, real-world environments.  Two different types of 

sensor management is considered in this work:  grid-based sensor management, in which 

there are discrete regions or objects of interest, and grid-free sensor management, in 

which targets can be located at any point in continuous space within a continuous spatial 

region.  These two different paradigms correspond to different challenges that may be 

faced in a static target detection application.  A grid-based approach is appropriate when 

the region of interest may be broken into grid cells or when a discrete list of objects (such 

as pre-screener alarms) is available and those objects must be further interrogated.  A 

grid-free approach is appropriate when a system must detect threat objects that could be 

located anywhere in a continuous (often very large) spatial region. 

 It is important to clearly define what restrictions are and are not imposed by the 

use of a grid-based sensor manager such as Kastella’s basic sensor manager.  The grid-

based sensor manager in this thesis is in fact better termed a sensor manager for discrete 

objects.  As mentioned above, such a sensor manager is not confined to operate only on a 

fixed region of ground that has been subdivided into cells, but rather may operate on any 

problem in which a discrete number of objects, regions, or alarms must be interrogated.  

Thus, a discrete sensor manager could be used to investigate the alarms that were 
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generated by a pre-screener in a landmine detection or unexploded ordnance 

discrimination application.  A discrete sensor manager could also operate on a contiguous 

set of regions on a ground surface in a search for static targets, in the way that a grid-

based sensor manager is traditionally considered.  Because of the familiarity of this 

paradigm of contiguous regions on a ground surface and its common application to 

problems such as landmine detection, terms such as “grid-based sensor manager” and 

“grid cells” are used throughout this thesis.  It must be remembered, however, that the 

applicability of the discrete sensor manager developed in this thesis encompasses a much 

broader range of applications and problems than simply those that require detection of 

objects within a subdivided region of interest on the ground. 

 The remainder of the thesis is organized in the following way.  Chapter 2 briefly 

reviews Bayesian analysis and the concept of natural conjugate priors for the analytical 

updating of posterior densities.  Properties of the Kullback-Leibler divergence, which is 

the information measure used by Kastella in [68] and used throughout this thesis, are 

discussed, and finally, Kastella’s basic sensor manager from [68] is presented.  Chapter 3 

analyzes several key modeling questions concerning the sensor management framework 

and then presents a series of extensions to the sensor manager.  The performance of the 

sensor manager is demonstrated to be superior to the performance of an unmanaged, 

direct search technique for each of the presented extensions.  Chapter 4 introduces the 

modeling of uncertainty into the sensor management framework.  In any real-world 

application, uncertainty is introduced into the system through environmental effects and 

other factors, and models for appropriately handling such uncertainty are developed.  

Performance results demonstrate that failing to model uncertainty that is present in the 
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problem can have a severe negative effect on performance but that properly modeling the 

uncertainty can improve the performance of the system over the performance that is 

obtained when uncertainty is not modeled.  The performance metric used in Chapters 3 

and 4 assumes knowledge of the number of targets present in the problem, which is 

clearly an unrealistic assumption.  Consequently, in order to eliminate this unrealistic 

assumption, Chapter 5 considers declaration-based sensor management, in which a 

sequential detection technique (the sequential probability ratio test (SPRT)) is used to 

make declarations of “target” or “no target” with specified error probabilities as sensor 

data is collected.  The use of a declaration-based approach fits well within the 

experiential mindset of most static target detection operators and provides an approach 

for optimally minimizing the number of observations required to produce “target” and 

“no target” decisions with the specified error probabilities.  The sensor manager is 

analyzed on a large dataset of real landmine data and demonstrated to provide improved 

performance on that data compared to the performance of unmanaged search. 

 Chapter 6 continues to extend the sensor management framework in order to 

remove unrealistic assumptions that are present; in this chapter, binary sensor 

observations are extended to non-binary sensor observations and a simple model for 

sensor correlation is introduced in an attempt to model the relationships that are present 

between data collected by different sensing modalities.  The correlation model developed 

in Chapter 6 turns out to be inadequate for describing the correlation present in most 

applications, and so a more appropriate correlation model is developed in Chapter 7 that 

effectively models the correlation present between sensors.  The new correlation model 

requires a slightly different sensor management architecture than the previously 



 

 16 

developed sensor manager.  The performance of the new sensor manager is analyzed on 

real UXO data and real landmine data, and it is demonstrated that the sensor manager is 

able to obtain comparable receiver operating characteristic (ROC) performance to an 

unmanaged, direct search approach while using far fewer sensor observations.  Chapter 7 

concludes the development of grid-based sensor management approaches.  Chapter 8 

extends the sensor manager developed in Chapter 7 to consider a grid-free environment, 

in which targets may be located at any point within a continuous spatial region.  A series 

of Gaussian target models are introduced in order to model the spatial response of the 

target in the observed sensor data.  The performance of the sensor manager is then 

analyzed on a lane of real landmine data and compared to the performance of a joint pre-

screening algorithm developed to fuse EMI and GPR pre-screeners.  The grid-free sensor 

manager is demonstrated to achieve superior ROC performance and also to require fewer 

sensor observations than the joint pre-screening approach.  Finally, Chapter 9 presents a 

concluding discussion and suggests directions for future work, including a number of 

improvements that may be made to the grid-free sensor manager and the consideration of 

non-myopic sensor management. 

 The work in this thesis makes a number of important technical contributions to 

the field of automated sensor management research.  These contributions include: 

• Demonstrating equivalence between the form of the expected information gain in 

[68] and its form in [15, 26, 96] 

• Proposing a series of extensions to Kastella’s basic sensor manager that improve 

its modeling capability and developing probabilistic uncertainty models for 

observation model parameters 
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• Deriving the necessary equations to introduce a sequential detection approach (the 

SPRT) into the proposed information-based sensor management framework 

• Developing a novel Bayesian, probabilistic, information-based sensor 

management framework for static target detection with discrete objects that 

models realistic sensor correlations and uncertainty 

• Developing a novel Bayesian, probabilistic, information-based sensor 

management framework for detecting an arbitrarily large number of static targets 

in an arbitrarily sized grid-free region of interest 

• Methodically and systematically assessing the performance of the proposed 

sensor managers on both simulated data and large sets of real data and 

demonstrating improved performance over unmanaged sensing approaches 
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Chapter 2 – Background 

 This chapter presents background material concerning Bayesian analysis, density 

updating using natural conjugate prior densities, the Kullback-Leibler divergence 

information measure, and the basic sensor management framework proposed by Kastella 

in [68].  Bayesian analysis and natural conjugate priors are used extensively throughout 

this work in the creation and updating of probabilistic descriptions of the problem 

environment and sensor and target parameters.  The probability densities that are formed 

either for the target states or the target parameters may be used to compute the Kullback-

Leibler divergence, which is used throughout this thesis as the information measure that 

the sensor manager is maximizing.  The sensor manager seeks to maximize the amount of 

information gained about either the target state or the target parameters using the 

probabilistic models that are maintained.  As mentioned in the previous chapter, 

Kastella’s sensor management framework presented in [68] uses the Kullback-Leibler 

divergence to manage a single sensor in a search for a single target in a gridded region.  

This framework serves as the foundation for the extensions and enhancements to the 

sensor manager that are presented in later chapters.  The following sections present 

relevant background material describing each of the above-mentioned areas:  Bayesian 

analysis, natural conjugate prior density updating, properties of the Kullback-Leibler 

divergence, and Kastella’s basic sensor manager. 
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2.1  Bayesian Analysis 

 The sensor managers developed in this thesis form probabilistic descriptions of 

their environment and of various sensor and target parameters.  Bayesian analysis has 

developed as a powerful analytical tool in the last several decades that provides a 

principled approach for dynamically updating probability densities as data is collected 

that contains information relevant to the events or parameters for which the densities are 

maintained [104-106].  The Bayesian formulation also allows the introduction of prior 

knowledge or prior information into the problem in a mathematically rigorous way.  Such 

a usage of prior information makes intuitive sense because, in the event that useful prior 

information is available, it allows that information to be incorporated and potentially 

improve inference performance for the application under consideration.  When no prior 

knowledge is available, the Bayesian framework also allows the use of a diffuse, non-

informative prior that is representative of having no a priori information about the 

problem at hand. 

 The heart of Bayesian analysis is the well-known formulation of Bayes’s rule.  

Defining Pr(A) to be the probability of an event A occurring and Pr(A | B) to be the 

probability of event A occurring given that event B has occurred, Bayes’s rule is then 

written as  

  ( ) ( ) ( )
( )

Pr | Pr
Pr |

Pr

B A A
A B

B
= . (2.1) 

(2.1) may be rewritten using the theorem of total probability to obtain another common 

form: 
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(2.2) expresses the probability of event Ai given event B, where the events Ai are mutually 

exclusive and exhaustive events within the event A.  Bayesian analysis is often used for 

inference concerning a parameter or vector of parameters θ when data X has been 

collected.  In such a problem framework, Bayes’s rule is written in the discrete case as 
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or in the continuous case as 
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For the discrete case, θi are the possible values of the parameter θ.  The probability Pr(θi) 

is the prior probability of θi; that is to say, it is the probability assigned for θi based only 

on the a priori knowledge of the problem and before any data is collected.  Similarly, p(θ) 

is the prior density for the continuously valued parameter θ based on the prior 

knowledge.  The probability Pr(θi | X) is the posterior probability of θi after collecting the 

data X; that is to say, it is the updated probability for θi based on the prior information 

and the data collected.  p(θ | X) is the posterior density for the continuous case.  

Continuous prior and posterior densities are sometimes denoted ( )p θ′  for the prior 

density and ( )p θ′′  for the posterior density; such notation is used later in this thesis 

[105]. 
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 Thus, as has been seen above, the Bayesian framework utilizes probability 

densities for unknown parameters θ that are initialized to p(θ) before any data is collected 

and that are updated to form new posterior densities p(θ | X) after sensor data X has been 

collected.  Because the Bayesian framework incorporates prior information, inference 

may be made even after only a small number of data points have been observed.  A 

classical statistical framework, on the other hand, is not able to draw useful inferences 

from only one or several data points because sufficient data is not available with which to 

obtain useful parameter estimates.  Since the Bayesian framework maintains a 

probabilistic description of the desired states and parameters, posterior densities are 

maintained that may be accessed at any time in order to assess the current knowledge of 

the system.  Furthermore, as mentioned above, the use of prior information is attractive in 

a real-world setting such as the landmine detection problem where such information is 

often available to be used.  It is demonstrated in later chapters of this thesis that the 

incorporation of available prior information improves the performance of the sensor 

manager. 

2.1.1  Natural Conjugate Priors 

 Natural conjugate priors may be used when updating probability densities in a 

Bayesian framework in order to obtain closed-form analytical results that are easily 

computed.  Consider Bayes’s rule for computing the posterior density: 
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The denominator of (2.5) is a normalizing constant, meaning that the posterior density 

p(θ | X) has a functional form given by the product of the data likelihood p(X | θ) and the 

prior density p(θ).  The data likelihood is determined by the observation model that is 

used to describe the observed data, and thus it cannot be changed in order to obtain 

analytical tractability.  However, the prior density may be set to any desired functional 

form that serves as a reasonable representation of the available prior information.  

Consequently, a prior density form may be chosen for which the product of the prior 

density and the data likelihood results in a posterior density that is of the same form as 

the prior density.  Such a prior is termed a natural conjugate prior [104-106]. 

 When a natural conjugate prior is used, the integral in the denominator of (2.5) 

may be easily evaluated.  Consequently, update equations may be derived involving the 

observed data X that may then be used to directly update the prior density parameters to 

give the posterior density parameters.  However, when a natural conjugate prior is not 

used, the integral in the denominator of (2.5) becomes difficult to evaluate and the 

product of the data likelihood and the prior density produces a result that is not 

recognizable as a parametric probability density with a known form.  Evaluating such a 

posterior density to perform inference or subsequent decision-making becomes difficult 

because of the nonstandard form of the density, and computations must be performed 

numerically.  The use of a natural conjugate prior density, however, provides 

straightforward, computationally efficient density updating that results in known, 

analytical forms for the posterior density.  Natural conjugate priors are derived for a 

variety of parameters and data models in [105]. 
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2.2  Kullback-Leibler Divergence 

 This thesis examines information-based sensor management, and so a measure of 

information must be chosen to be used in the sensor manager.  Kastella uses the 

Kullback-Leibler divergence as his measure of information [68], and the Kullback-

Leibler divergence is also used in this thesis.  The Kullback-Leibler divergence, also 

known as the cross-entropy or discrimination, is a measure of the difference between two 

probability distributions.  Two distributions that are highly dissimilar have a large 

Kullback-Leibler divergence, while two distributions that are very similar have a small 

Kullback-Leibler divergence.  For simplicity of usage, the Kullback-Leibler divergence is 

frequently referred to as discrimination in the remainder of this thesis.  For discrete 

distributions f and g that take on a range of values x1, . . . , xn, the discrimination, DKL, 

between f and g is given as 

  ( ) ( ) ( )
( )1

ln
n

i
KL i

i i

f x
D f g f x

g x=

=∑  (2.6) 

[107].  Similarly, for continuous distributions f and g, the discrimination is 

  ( ) ( ) ( )
( )lnKL

f x
D f g f x dx

g x
= ∫ . (2.7) 

 There are several properties of the discrimination that make it a desirable and 

reasonable choice to use as an information measure in an information-based sensor 

management framework.  If the distributions f and g are identical, then DKL(f || g) = DKL(f 

|| f) = 0.  Furthermore, DKL(f || g) ≥ 0.  It may be proved that when at least one value xi of f 

and g has its probability divided into new points x1, . . . , xj, j ≥ 2, in such a way that the 

distribution is different between f and g, then the discrimination increases [107].  Such a 
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property is desirable in a measure of information, because it indicates that when 

additional knowledge is acquired that enables the better specification of values xi and the 

probabilities associated with them, the computed information content increases.  In 

addition to the above properties, the discrimination may be loosely viewed as a sort of 

distance between two distributions.  Kastella observes that discrimination is not a metric 

because DKL(f || g) ≠ DKL(g || f) and discrimination does not satisfy the triangle inequality 

[68].  However, an informal understanding of discrimination as a distance allows an 

intuitive understanding of the relationships between the discrimination of different 

distributions.  Additional information about the discrimination may be found in [68, 107]. 

2.3  Basic Sensor Manager 

 The preceding sections have reviewed basic Bayesian analysis and have discussed 

the properties of the Kullback-Leibler divergence, which serves as the information 

measure in Kastella’s information-based sensor manager.  This section now describes 

Kastella’s approach for sensor management as presented in [68], which serves as the 

foundation for the sensor management framework that is extended in the following 

chapters.  Unless otherwise stated, the assumptions made and models used in the 

following presentation of the basic sensor manager are identical to those used by Kastella 

in [68].  A more detailed derivation of the mathematics and a fuller discussion of 

Kastella’s algorithm may be found in Kastella’s work. 
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2.3.1  System Model 

 Suppose that a region of interest has been subdivided into a discrete grid of C 

cells.  Each cell may be in one of S states, which in this work shall consist of two states 

corresponding to whether or not a target is present in the cell.  A cell is not allowed to 

contain more than one target, and targets are similarly not allowed to straddle cell 

boundaries.  Let the notation Sc = 0 correspond to the case where no target is present in 

cell c and let Sc = 1 correspond to the case where a target is present in cell c.  Each cell 

has some probability that it is in each of the possible states.  Before any data is collected, 

the state probabilities are initialized with a prior distribution; Kastella places one target in 

the grid and assumes that its spatial location is uniformly distributed across the grid so 

that P(Sc = 1) = 1/C and P(Sc = 0) = (C – 1)/C for all cells c.  The state probabilities are 

then updated as observations of the cells are made.  At any point in time, the state of the 

system is characterized by the state probabilities of there being a target or no target in 

each of the cells. 

2.3.2.  Observation Model 

 An observation consists of a sensor observing the contents of a single cell; the 

size of the imaged region is not allowed to change and is always equal to the size of one 

cell.  Let the kth sensor observation in a cell c be written as xc,k.  The conditional 

probability of making an observation xc,k given the state of the cell is then written Pr(xc,k | 

Sc = s) and is assumed to be known.  Following Kastella’s numerical examples, the 

observations in the basic sensor manager are binary; that is, the sensor either observes xc,k 

= 0 or  xc,k = 1, which corresponds to “no target present” or “target present,” respectively.  
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The probabilities of making these observations are given by the probabilities of detection 

and false alarm of the sensor, 

  
( ) ( )
( ) ( )

, ,

, ,

Pr 1 1 Pr 0 1 1

Pr 1 0 Pr 0 0 1

c k c d c k c d

c k c f c k c f

x S P x S P

x S P x S P

= = = = = = −

= = = = = = −
, (2.8) 

which are assumed to be known and constant.  Sensor observations are assumed to be 

independent so that 

  ( ) ( ),1 ,2 , ,
1

Pr , , , Pr
k

c c c k c c i c
i

x x x S s x S s
=

= = =∏K . (2.9) 

Sensor observations in one cell are also assumed to be influenced only by the contents of 

the cell being observed.  Such an assumption is justified if targets and clutter objects are 

sufficiently separated so that returns from one object are not interfering with returns from 

another.  While certainly not universally true, this assumption is at least reasonable for 

many static target detection applications including the landmine detection problem and 

the unexploded ordnance discrimination problem that are considered in subsequent 

chapters of this thesis. 

2.3.3  Sensor Management 

 Recall that the Kullback-Leibler divergence, or discrimination, is used as the 

information measure in [68].  Sensor management is performed within the sensor 

management framework by calculating the expected discrimination gain that is obtained 

with each possible new sensor observation and then tasking the sensor to make the 

observation that produces the maximum expected discrimination gain.  The mathematics 

for calculating the state probabilities and expected discrimination gains are now detailed.  
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Let a sequence of k observations within a cell c be defined as xc,1, xc,2, . . . , xc,k = Xc,k.  

The state probabilities in cell c after the full observation sequence Xc,k may then be 

written using Bayes’s rule: 

  ( )
( ) ( )

( ) ( )
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, 1

,
0 1

Pr Pr
Pr

Pr Pr

k

c c i c
i

c c k k

c c i c
j i
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S s X

S j x S j

=

= =

= =
= =

 = = 
 

∏

∑ ∏
. (2.10) 

The state probabilities may be rewritten in a sequential form, which eliminates the need 

to store the observation history in memory: 
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Therefore, all that is required to update the state probabilities in a cell after an 

observation are the previous state probabilities, the result of the current observation, and 

the Pd and Pf performance characteristics of the sensor. 

 Now the expected discrimination gain is considered.  As was discussed in Section 

2.2, the discrimination, DKL, is defined for probability mass functions p and q as 

  ( )
1

log
n

i
KL i

i i

p
D p q p

q=

 
=  

 
∑ , (2.12) 

where i indexes over the domain of p and q.  Let Pc,k represent the state probabilities in 

cell c after k observations have been made and let Qc represent the original prior state 

probabilities in cell c.  The expected discrimination after one additional observation may 

be calculated analytically without the sensor actually having to make the observation: 

  ( ) ( ) ( )
1

, 1 , 1 , 1 , 1 ,
0

  PrKL c k c KL c k c c k c k c k
j

E D P Q c D P Q x j x j X+ + + +
=

   = = =
   ∑ , (2.13) 
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where [DKL(Pc,k+1||Qc) | xc,k+1 = j] represents the discrimination when the result of 

observation k+1 in cell c is j.  After (2.13) has been computed, the expected 

discrimination gain for making one additional observation in a cell may be calculated for 

each cell: 

  ( ) ( ) ( ), 1 , KL KL c k c KL c k cD c E D P Q c D P Q+
 ∆ = −  . (2.14) 

The sensor is then directed to observe the cell that produces the largest expected 

discrimination gain.  The state probabilities in that cell are updated after the observation 

is made, the expected discrimination gain for making the next observation is calculated, 

and the sensor is again directed to make the new observation that maximizes the expected 

discrimination gain. 

 



 

 29 

Chapter 3 – Analysis and Extension of Sensor Manager 

 The goal of this thesis is to develop a realistic and effective sensor manager that 

can be applied to various static target detection problems of interest.  The previous 

chapter presented Kastella’s basic sensor manager [68], which is used as the foundational 

framework for the sensor manager developed in Chapters 3 through 6 of this thesis.  This 

basic sensor manager is developed over the course of the following chapters into a sensor 

manager that is effective in single-sensor static target detection problems.  While 

extensions are made that incorporate multiple sensors and results are generated using real 

and simulated data with multiple sensors, it is seen that the framework originally 

proposed by Kastella and developed in this chapter and the three following chapters is not 

able to effectively incorporate the complementary information that different sensing 

modalities are able to provide in many multi-sensor applications.  This shortcoming 

motivates the new correlation model and the novel sensor management framework 

developed in Chapter 7 that are able to effectively model complementary information 

collected by multiple sensors.  Furthermore, the results presented in this chapter and in 

Chapter 4 utilize the performance metric proposed by Kastella in [68].  This performance 

metric assumes knowledge of the number of targets present in the grid, which is clearly 

an unrealistic assumption.  This unrealistic assumption motivates the development of the 

sequential, declaration-based sensor manager presented in Chapter 5 that eliminates the 

dependence on knowledge of the number of targets. 
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 This chapter begins by examining the expected discrimination gain defined by 

Kastella for use with the basic sensor manager of Section 2.3.  Kastella’s definition of 

expected discrimination gain consists of a difference between two information-based 

quantities:  the expected discrimination obtained after one new sensor observation and the 

current discrimination.  Each of these quantities is defined between state probabilities 

obtained after the collection of data and the original prior state probabilities for that cell.  

Such a definition is different from definitions typically utilized in information-based 

sensor managers such as those in [15, 26, 96], which examine not a difference between 

two divergences but rather a single divergence between the state probabilities after a new 

sensor observation and the current state probabilities.  When a single divergence is used 

to define a measure of information, the information measure then clearly possesses all of 

the properties characteristic of the divergence measure used.  It is demonstrated that these 

two competing definitions of information are in fact equivalent [108].  This result means 

that Kastella’s information gain retains all of the properties of the Kullback-Leibler 

divergence.  Furthermore, it indicates that in this work the simpler information gain 

definition of [15, 26, 96] may be adopted, and that this change in definition does not 

change the quantity of information measured. 

 In order to lay the foundation for the development of Kastella’s basic sensor 

manager, this chapter analyzes a number of important modeling choices that were either 

made by Kastella in his development of the basic sensor manager or that arise from 

straightforward extensions of that sensor manager [108, 109].  When multiple sensors are 

used, for example, these sensors should be managed jointly in order to obtain optimal 

performance.  Joint sensor optimization is computationally expensive, however, and so 
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managing sensors independently is considered as a more computationally efficient 

alternative.  It is discovered that, with the assumption of independence between sensors 

that is present in Chapters 3 through 5, sensors can be managed independently and still 

obtain comparable performance to that which would have been obtained had they been 

managed jointly.  A second modeling concern is the choice of information measure for 

use in the sensor management framework.  As discussed in Section 2.3, Kastella’s sensor 

management framework uses the Kullback-Leibler divergence as a measure of 

information.  In this chapter, the Kullback-Leibler divergence is compared to the Rényi 

divergence, which is another measure of information that has seen use in other sensor 

management applications such as target tracking [110].  The Kullback-Leibler divergence 

is found to perform as well as the best-performing parameterization of the Rényi 

divergence on the static target detection problems analyzed in this work.  A third concern 

is the selection of an appropriate baseline to use in performance comparisons with the 

sensor manager.  Two candidate approaches, direct search and random search, are 

defined and analyzed in order to choose the best baseline technique.  Direct search is 

found to be a more effective search technique than random search. 

 After analyzing these modeling choices, Kastella’s basic sensor manager of 

Section 2.3 is extended in order to obtain a sensor manager that is capable of addressing 

more general problems [108, 111].  The sensor manager is first extended in a 

straightforward manner to allow multiple targets and multiple sensors.  In other work 

based on [68], Kastella et al. introduce multiple targets in [93, 112], and multiple sensors 

are notationally introduced in [93], although only one sensor at a time is allowed to make 

an observation.  Simulation results that systematically compare the performance of the 



 

 32 

sensor manager to a direct search procedure when utilizing multiple targets and multiple 

sensors are not presented in [93, 112], however, and are a contribution of this work.  

Realistic cost constraints are next introduced into the sensor manager, first through 

considering sensor cost of motion and then through considering sensor cost of use 

combined with the availability of multi-sensor platforms.  Finally, the use of non-uniform 

prior densities is examined. 

 These extensions to the sensor manager, which enhance both the capability and 

realism of the presented static target detection sensor manager, are systematically 

analyzed as they are presented in order to understand that behaviors of the sensor 

manager and quantify the performance improvements that have been achieved by these 

extensions.  These simulation results consistently demonstrate the superiority of the 

sensor manager to an unmanaged, direct search technique.  Results are also presented in 

which the sensor manager is used on a set of real landmine data collected with three 

different sensing modalities [108, 113].  Despite the assumption within the sensor 

manager that these sensing modalities are entirely independent, the sensor manager is 

again demonstrated to provide performance improvements over direct search.  The 

successful application of the sensor manager to real data, even in a suboptimal 

framework, is an important step in fulfilling the goal of the development of an effective 

sensor manager for static target detection problems. 

 Finally, the sensor manager developed in this chapter is related to more recent 

work by Kastella and by Kreucher, et al., termed the joint multitarget probability density 

(JMPD) approach, that uses similar Bayesian and information-theoretic approaches to 

perform sensor management for target tracking [15, 96, 110, 114].  The JMPD approach 
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is briefly discussed and compared to the sensor manager presented in this work, and then 

a performance comparison between the two approaches is conducted.  It is demonstrated 

that the sensor manager presented in this chapter has better computational performance 

than the JMPD approach on static target detection problems, which are the problems of 

interest in this work. 

3.1  Expected Information Gain 

 Before discussing the modeling choices that shape the sensor management 

framework considered in this and subsequent chapters, the expected information gain as 

defined in (2.14) is examined.  Kastella defines the expected information gain as the 

difference between the expected Kullback-Leibler divergence between the state 

probabilities after a new sensor observation and the original prior state probabilities and 

the Kullback-Leibler divergence between the current state probabilities and the original 

prior state probabilities.  As discussed in Section 2.2, the Kullback-Leibler divergence 

possesses a number of properties that make it desirable for sensor management, including 

the property that the Kullback-Leibler divergence is always non-negative.  When a 

difference between an expected Kullback-Leibler divergence and another Kullback-

Leibler divergence is taken, it is in general not true that the result retain the property of 

non-negativity.  However, it can be shown that the expected discrimination gain proposed 

by Kastella in (2.14) may written more simply as the expected Kullback-Leibler 

divergence between the state probabilities after a new observation and the current state 

probabilities: 
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  ( ) ( ), 1 ,  KL KL c k c kD c E D P P c+
 ∆ =   . (3.1) 

The expected information gain given in (3.1) is analogous to the definitions of 

information gain given in [15, 26, 96] and is a simpler way to write the information gain 

than the definition given by Kastella in [68].  Furthermore, since the expected 

information gain is being written as a single Kullback-Leibler divergence, all of the 

properties held by the Kullback-Leibler divergence are held by the expected information 

gain.  The following derivation shows that (3.1) and (2.14) are equivalent. 

 In order to simplify the notation in the following derivation, the subscript c 

denoting the cell is suppressed.  Assume that a sensor makes discrete observations such 

that the possible observations are a1, a2, . . . , aZ, and assume that each cell can take on 

one of S possible states.  Define Az
i,s to be the probability that observation xi is az given 

that the state of the cell is s.  Furthermore, define the state probability of state s after k 

observations to be Ts
k.  Finally, define Ts

k+1,z to be the state probability after k+1 

observations, where observation xk+1 = az.  Thus, 

  ( ), Prs i
z i zA x a S s= = =  (3.2) 

  ( )Prk
s kT S s X= =  (3.3) 

  ( )1,
1Pr ,k z

s k k zT S s X x a+
+= = = . (3.4) 

Using the notation of (3.2)-(3.4), the probability of making a particular observation given 

the data observed previously may be written as 

  ( ) 1,
1

1
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S
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+

=
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and (3.4) may also be written as 
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It is now shown that the expected discrimination gains given by (3.1) and (2.14) are 

equivalent. 

 First, consider (2.14).  Using the notation defined above, the expected 

discrimination gain may be expanded to obtain 
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In the first term of (3.7), the outer sum over t cancels with the sum over t in the 

denominator in front of the logarithm, resulting in 

  
1,

1,
0

0 1,1 1 1

1

log log
k j k kZ S S
z j jk j k k

KL z j jS
k t kz j j j

j z t
t

A T T
D A T T

T
T A T

+
+

+= = =

=

 
   
 ∆ = −       
 

∑∑ ∑
∑

. (3.8) 

The log in the first term of (3.8) may be split into two terms, giving 
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The second term of (3.9) may simplified by recognizing that the sum over z is equivalent 

to summing the probability of all possible observation outcomes given a specific cell 

state, which is by definition equal to 1: 
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Finally, canceling the final two terms of (3.10) yields 
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 Now consider the expected discrimination gain as defined by (3.1).  Expanding 

(3.1) in the notation of this section gives 
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As with (3.7), (3.12) may be simplified by canceling the outer summation over t with the 

summation in the denominator in the coefficient of the logarithm.  An additional 

simplification may be performed by canceling the Tj
k in both the numerator and 

denominator of the logarithm.  Performing these simplifications yields 
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which is identical to (3.11).  It has therefore been proven that (3.1) and (2.14) are 

equivalent ways to write the expected information gain.  Note that the same derivation 
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results even if the sensor observations or cell state (or both) were non-binary.  The 

corresponding summations will become integrals, but the remainder of the derivation is 

unchanged, meaning that (3.1) and (2.14) are equivalent in general. 

 In the remainder of this thesis, the expected discrimination gain is defined using 

forms akin to (3.1) due to the simpler nature of the definition and the clarity that is 

achieved by recognizing that the expected discrimination gain possesses all of the 

properties of the Kullback-Leibler divergence that were denoted in Section 2.2.  Now that 

the expected discrimination gain has been defined as it is used in the remainder of this 

thesis and shown to be equivalent to the original expected discrimination gain of Kastella, 

this chapter continues by preparing for the analysis of a series of modeling choices that 

have important ramifications for subsequent implementation of the sensor manager. 

3.2  Preliminary Extensions and Simulation Framework 

 Before the key modeling choices can be analyzed, Kastella’s basic sensor 

manager needs to be extended in order to incorporate multiple targets and multiple 

sensors, and the performance metric that is used in analyzing simulated results must also 

be defined.  The extension to multiple targets and multiple sensors is considered first. 

3.2.1  Multiple Targets and Sensors 

 Multiple targets and multiple sensors are both introduced in a straightforward 

manner into the sensor management framework.  Let there be N targets in the grid and let 

there be M sensors searching for those targets.  Note that in a static target detection 

problem, unlike target tracking problems such as [8-29], the number of targets is fixed 
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and target birth and death need not be modeled.  The prior state probabilities must be 

modified from those given in Section 2.3; with N targets the prior state probabilities are 

defined as Pr(Sc = 1) = N/C and Pr(Sc = 0) = (C – N)/C.  Observations are now written as 

xc,k,m, where the subscript m denotes the sensor which made the observation.  The index k 

still indexes the total number of observations made in cell c, so that x3,2,2 refers to the 

second observation made in cell 3, not to the second observation made by sensor 2 in cell 

3.  The full observation sequence in a cell, Xc,k, therefore now contains a total of k 

observations, which may originate from any or all of the M sensors.  Each sensor may 

have different probabilities of detection and false alarm, meaning that the probability that 

an observation is made given the cell state may be written as 
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After a new observation is made, the state probabilities in a cell are then updated using 

Bayes’s Rule: 
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When calculating the expected discrimination gain for making new observations with 

multiple sensors, it is assumed that the sensors are managed independently.  The effects 

of this assumption are examined in Section 3.4.  The expected discrimination gain for 

making a new observation with sensor m may then be written as 
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The expected discrimination gain may be calculated for each cell within the grid and for 

each sensor.  Each sensor is then tasked to observe the cell that produces the largest 

expected discrimination gain for that sensor.  It is assumed that the sensors are able to 

fully communicate with each other; that is, when state probabilities are updated, that 

updated information is immediately available to all sensors operating in the region of 

interest.  Also, as mentioned in Section 2.3, the nature of the sequential updating of state 

probabilities in (3.15) eliminates the need to retain the observation history in memory. 

3.2.2  Simulation Framework and Performance Metric 

 Each of the three subsequent sections addresses key modeling questions that 

concern different aspects of the sensor manager.  In order to analyze the results presented 

in the following sections, as well as other results in this and later chapters, simulations 

are conducted to analyze and compare the performance of different sensor management 

techniques.  Following Kastella [68], the performance metric used is the probability of 

error, Pe.  In all cases, the correct value of the total number of targets, N, is assumed to be 

known.  This assumption is clearly unrealistic and is removed in Chapter 5 with the 

introduction of a declaration-based approach to sensor management.  After a desired 

length of time or number of observations, the state probabilities that each cell contains a 

target are examined, and the N cells with the largest state probabilities are estimated to be 

the locations of the targets.  The probability of error is then given as 
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where F is the number of targets that are correctly found.  In the event of ties in the state 

probabilities that prohibit the clear selection of the N largest state probabilities, each 

legitimate N-cell selection is listed and assigned equal weight, and then the expected 

number of targets found is calculated.  The probability of error as given in (3.17) is 

equivalent to the probability of missed detection for the decision rule used—namely, for 

the selection of the N cells with the largest state probabilities as the estimated target cells.  

The probabilities of detection and false alarm for the overall system, written Pd
* and Pf

* 

to differentiate them from individual sensor performance characteristics, that are obtained 

using the specified decision rule are 

  
[ ]*

d

E F
P

N
=  (3.18) 

and 
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−
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 Many of the simulation results in this chapter and following chapters compare 

search performance for targets with signal to noise ratios (SNRs) of 0 dB, 3 dB, and 6 dB.  

In such cases, the detection problem being posed is that of detecting a signal, s(t), that is 

known exactly in additive white Gaussian noise with variance σn
2.  The SNR is defined, 

in a manner consistent with Kastella, as 

  
22

SNR
n

sE

σ
= , (3.20) 



 

 41 

where Es is the energy of the signal.  SNR values of 0 dB, 3 dB, and 6 dB correspond to 

Pd values of 0.760, 0.841, and 0.921 and Pf values of 0.240, 0.159, and 0.079, 

respectively.  Results that do not use these SNR values instead indicate the sensor 

probabilities of detection and false alarm that were used.  The terminology “observation 

interval” is used in the following results to denote a period in which each sensor may 

make a single observation.  All simulations are run 1000 times unless otherwise 

indicated.  For each realization of the simulation the targets are randomly placed within a 

10x10 grid of cells (unless another size is specified) and the simulation is run for a 

duration of 10 observation intervals per grid cell.  A spatially uniform prior distribution is 

used to initialize the state probabilities except in the section analyzing sensor manager 

performance with non-uniform priors. 

3.3  Independent and Joint Sensor Management 

 Now that the sensor manager has been extended to incorporate multiple targets 

and sensors and the simulation framework and performance metric have been defined, the 

first of the key modeling concerns may be studied.  This section analyzes independent 

and joint sensor management and compares the performance and computational cost of 

these two approaches.  In analyzing independent and joint sensor management, it is 

assumed as in Section 3.2.1 that a total of M distinct and moveable sensors exist in the 

grid.  When sensors are managed independently, the expected discrimination gain is 

computed for each sensor using (3.16) and each sensor is tasked to make the observation 

that maximizes the expected discrimination gain for that sensor.  When sensors are 

managed jointly, the expected information gain must be computed for each possible 
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combination of cells that could be observed by the sensors.  Considering a combination 

of cells to be observed, let cm denote the cell observed by sensor m and let 

[ ]1 2 Mc c c c=r L .  Let there be a total of B unique cells in c
r

; the sensor or sensors 

used to observe cell cb are represented by bm
r

.  Finally, define Mb to be the length of the 

vector bm
r

; Mb is simply the number of sensors making an observation in cell cb.  The 

expected discrimination gain for a cell cb is then 
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and the expected discrimination gain for the cell vector c
r

 is 

  ( ) ( ), ,
1
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b b b

B
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b
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=

 ∆ =
 ∑

r r
. (3.22) 

With joint sensor management, the sensor suite is tasked to observe the cell vector c
r

 that 

produces the largest expected discrimination gain. 

 Simulation results are now presented that analyze the performance of independent 

and joint sensor management.  Figure  3.1 shows the performance for jointly and 

independently managed sensors when three identical sensors at 0 dB are used to search 

for three targets in 3x3 and 4x4 cell grids.  In both cases, the performance of the 

independent approach is either similar to or slightly worse than the jointly managed 

approach, and when the independently managed performance is worse than the jointly 

managed performance, the performance difference is not large.  This result is intuitive, 

because the only case in which independent and joint sensor managers perform 

differently is when more than one sensor is tasked to observe the same cell in a single 
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observation interval.  It should be further noted that the sensors considered in this chapter 

are assumed to be independent, so that performance gains available through exploiting 

complementary information are not available. 

 Table  3.1 examines the computational cost required to complete one realization of 

the simulation for a variety of grid sizes using joint and independent sensor management.  

The computational cost for independent sensor management is substantially lower than 

that of joint sensor management.  Furthermore, the computational cost of independent 

sensor management grows linearly with the number of grid cells, while the computational 

cost of joint sensor management quickly becomes large due to the combinatorial 

explosion in the number of possible cell vectors c
r

 that must be evaluated after each new 

observation interval.  Independent sensor management provides substantial 

computational savings with only minimal performance loss for the independent-sensor 

static target detection problems considered in this chapter, and so it is therefore 
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Figure  3.1.  Probability of error, Pe, versus number of observation intervals for three sensors 
searching for three targets using independent and joint sensor optimization strategies in (a) a 3x3 cell 
grid and (b) a 4x4 cell grid. 
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reasonable to manage the suite of sensors using independent sensor management when 

those sensors are assumed to be independent. 

3.4  Kullback-Leibler Divergence and Rényi Divergence 

 The next modeling question considered is the selection of an appropriate 

information measure.  This choice is obviously an essential decision for an information-

based sensor manager.  This section therefore examines two different information 

measures, the Kullback-Leibler divergence and the Rényi divergence, that have seen 

successful application in the sensor management literature in order to compare their 

performance on the static target detection problems considered in this work.  Kastella and 

Musick have shown that sensor management using the Kullback-Leibler divergence as an 

information measure performs nearly as well as the optimal search procedure derived by 

Castañon [92] when one sensor is used to search for one stationary target [93].  

Alternatively, Kreucher, et al. have investigated the Rényi divergence as an information 

measure and found it to be superior to the Kullback-Leibler divergence for a target 

tracking application [96].  This section compares the Kullback-Leibler divergence and 

Table  3.1.  Computation time (in seconds) required to complete one realization of the sensor 
management simulation for several grid sizes using independent and joint sensor management.  
Three sensors are used in each simulation and each sensor makes a total number of observations 
equal to ten times the number of cells in the grid. 

 
Grid size Independent Joint 

2x2 0.12 6.2 

3x3 0.27 91 

4x4 0.49 590 
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Rényi divergence as information measures for use in a static target detection application.  

The Kullback-Leibler divergence has already been defined previously for probability 

mass functions p and q as 

  ( )
1

log
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i
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p
D p q p

q=

 
=  

 
∑ . (3.23) 

The Rényi divergence is defined for probability mass functions p and q as 
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The Rényi divergence is characterized by a parameter α, α > 0, and it is further noted that 

in the limit as α → 1, the Rényi divergence becomes the Kullback-Leibler divergence.  

The expected information gain when using the Kullback-Leibler divergence has 

previously been defined: 
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The expected information gain when using the Rényi divergence as an information 

measure is defined similarly: 
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 The effectiveness of (3.25) and (3.26) as information measures is now examined 

through simulation.  Figure  3.2 shows the performance of one sensor searching for ten 

targets using both the Kullback-Leibler divergence and the Rényi divergence as an 

information measure.  It is readily observed that the sensor manager performance using 
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the Kullback-Leibler divergence and the sensor manager performance using the Rényi 

divergence are clustered very closely together.  In fact, an examination of Figure  3.2(b), 

which focuses on the late-time region of the plot after 400 observation intervals, shows 

that the Kullback-Leibler divergence very slightly outperforms the Rényi divergence for 

all values of α analyzed.  Therefore, while the Rényi divergence is more general than the 

Kullback-Leibler divergence, the fact that the Kullback-Leibler divergence performs just 

as well as or perhaps even slightly better than the Rényi divergence with α values not 

equal to one motivates the continued use of the Kullback-Leibler divergence in the sensor 

management framework that is developed in this work.  The results presented in Figure 

 3.2 also correlate well with the results found by Aughenbaugh and LaCour [115], in 

which Kullback-Leibler divergence was found to perform as well as the best-performing 

Rényi divergence parameterization for a target tracking problem.  It is further noted that, 

were a measure of information other than the Kullback-Leibler divergence found to be 
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   (a)      (b) 

Figure  3.2.  Probability of error, Pe, versus number of observation intervals for one sensor searching 
for ten targets using the Kullback-Leibler and Rényi divergences as the information measure.  Rényi 
divergence is considered with six different values of α.  (a) shows the full range of 1000 observation 
intervals, while (b) zooms in on the region after 400 observation intervals. 
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suitable for a different problem or application, the presented sensor management 

framework may be readily altered to accommodate this change.  All that would need to 

be changed would be the computation of the expected information gain. 

3.5  Direct Search and Random Search 

 The final modeling question to be considered is the selection of an appropriate 

unmanaged search technique for comparison with the sensor manager.  Two unmanaged 

sensing techniques that are candidates for use as a baseline to compare with the 

performance of the sensor manager are direct search and random search.  Direct search is 

a blind search procedure in which the sensors begin in the first cell and sweep through the 

grid in a predefined pattern; once one observation has been made by each sensor in each 

cell, the sensors return to the first cell and repeat the search pattern.  Random search, on 

the other hand, directs the sensors to make a new observation in a randomly selected cell. 

 Note that regardless of the search strategy used, as more observations are made in 

a cell the state probabilities that the cell contains or does not contain a target become 

better differentiated, allowing more effective detection of targets.  Assume, then, that a 

certain number of observations k must be made in a cell in order for a target to be 

detected.  The behavior of direct search and random search is analyzed by considering 

how many observations must be made over the entire region in order to have at least k 

observations made in at least one cell and in all cells.  For simplicity, first consider a grid 

containing only two cells.  The solution in the direct search case is simple:  2k – 1 

observations are required to produce k observations in one cell and 2k observations are 

required to produce k observations in all cells. 
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 The random search case is more complex.  First consider the total number of 

observations required to obtain k observations in one cell; without loss of generality, it is 

assumed that k observations have been made in the first cell and that A (A < k) 

observations have been made in the second cell.  Defining a “success” as an observation 

being made in the first cell, A is simply the number of failures that have been obtained 

before achieving k successes.  The success probability, p, is 1/C, which here is 0.5.  Thus, 

A has a negative binomial distribution that is truncated in order to satisfy the requirement 

that 0 ≤ A < k: 

  ( )~ , 0.5A NBin r k p= = ,  0 ≤ A < k. (3.27) 

The probability mass function for the truncated negative binomial distribution is 

evaluated using 
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The denominator in (3.28) simply represents the normalization due to the truncation of 

the distribution.  The expected total number of observations required, E2[T1], is therefore 

the sum of the k observations in the first cell and the expected number of observations 

that have been made in the second cell: 
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where Pr(A = i) is given in (3.28). 

 Next consider the total number of observations required to obtain k observations 

in both cells.  Now let A* represent the number of observations that have been made in 
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the second cell when k observations are made in the first cell.  However, the domain of A*  

is no longer restricted, meaning that 

  ( )* ~ , 0.5A NBin r k p= =  (3.30) 

and 

  ( ) ( )* 1
Pr 1

1
iri r

A i p p
r

+ − 
= = − − 

. (3.31) 

If A* < k, then additional observations must be made in the second cell in order to obtain 

a total of k observations there.  While additional observations are being made in the 

second cell, however, more observations may also be made in the first cell.  A second 

variable with a negative binomial distribution must therefore be introduced, the first 

parameter of which depends on how many additional observations are required in cell 

two.  Let Ba represent the number of additional observations of the first cell, after a 

observations in cell two, that are made while completing the k total observations required 

in cell two.  Clearly, Ba = 0 for a ≥ k.  For a < k, 

  ( )~ , 0.5aB NBin r k a p= − = . (3.32) 

The expected total number of observations required may now be written as 
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Simplifying using the expected value of the negative binomial distribution yields 
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 Having derived formulas for the case where two cells are present, now consider 

the case where C cells are present in the grid.  The solution for direct search is again 
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straightforward:  C(k – 1) + 1 observations are required to produce k observations in at 

least one cell and Ck observations are required to produce k observations in all cells.  The 

analysis for random search proceeds similarly to the derivation above in the simpler two-

cell case. 

 First, consider the expected number of observations, EC[T1], required to place k 

observations in one cell out of a grid with C cells.  A negative multinomial distribution 

may now be used to describe how many observations have been made in other cells by 

the time a specified number of observations have been made in a given cell.  As before, it 

is assumed without loss of generality that k observations have been made in the first cell.  

The remaining cells then have A
r

 = [A2 A3 . . . AC] observations that have been made in 

them, with Ai < k.  The negative multinomial distribution for A
r

 is truncated in order to 

satisfy the restriction that Ai < k: 
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The probability that a vector A
r

 is observed from this truncated negative multinomial 

distribution may be written as 

        [ ]( )
( )

32

2

1

1 1 2 3

2 3
2 2 1 1

1 2 2
0 0

1

1                  
Pr , ,  

Pr , ,   ,

C

C

C

n i iik
n C

C
C C k k

C C
j j

k i
p p p p

k i i i
A A i A i

A k A j A j

−

=

− −

= =

 − + 
 
 − = = = =

= = =

∑

∑ ∑

L

r L
L

L K

, (3.36) 

where the first term in the numerator is a multinomial coefficient.  The expected total 

number of observations required is therefore the sum of the k observations in the first cell 

and the expected number of observations that have been made in the remaining cells: 
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The expected number of observations, EC[TC], to place at least k observations in each cell 

in a grid with C cells requires a series of negative multinomial distributions that follow 

the pattern begun by the two-cell case.  This problem corresponds to the well-known 

Coupon Collector problem, and an analytical solution cannot be obtained in a closed 

form.  Therefore, the results for EC[TC] in the following analysis are generated via 

simulation. 

 The formulas that have been derived above are evaluated in order to analyze the 

behaviors of the two unmanaged search techniques.  First consider the two-cell case.  

Results for E2[T1] and E2[T2] are presented for several values of k in Table  3.2.  It is 

clearly observed that random search places k observations into a single cell more quickly 

than does direct search, but that direct search places k observations into all cells more 

quickly than does random search.  Figure  3.3 plots the ratio of E2[T1] between random 

search and direct search as well as the ratio of E2[T2] for a range of k values.  Figure 

 3.3(a) and Figure  3.3(b) plot the same results on different scales for k.  The results 

Table  3.2.  Expected number of observations required by direct search and random search to place k 
observations in one cell of a two-cell grid (E2[T1]) and in both cells of a two-cell grid (E2[T2]). 

 
E2[T1] E2[T2] Observations 

(k) Direct Random Direct Random 

2 3 2.5 4 5.5 

3 5 4.13 6 7.88 

4 7 5.81 8 10.19 
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continue the trends observed in Table  3.2—namely, that random search places k 

observations into a single cell more quickly and direct search places k observations into 

all cells more quickly. 

 Similar results are obtained for the multi-cell case.  Figure  3.4 presents the EC[T1] 

ratio for varying numbers of cells and values of k, and in all cases the EC[T1] ratio is less 
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Figure  3.4.  Ratio of expected number of observations with random search and direct search to place 
k observations in one cell shown (a) as a function of k with varying numbers of cells in the grid and 
(b) as a function of the number of cells in the grid with varying k. 
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Figure  3.3.  Ratio of expected number of observations with random search and direct search to place 
k observations in one cell and to place k observations in all cells as a function of k with two cells in the 
grid.  (a) shows the behavior of the curves for small k and (b) shows the behavior for large k. 
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than one.  Increasing the number of cells appears to drive the EC[T1] ratio down, while 

increasing the number of observations required, k, brings the EC[T1] ratio closer to one.  

As mentioned earlier, results for placing k observations in all cells must be generated by 

simulation.  Results for EC[TC] are simulated for the three-cell case and plotted along 

with the corresponding EC[T1] results in Figure  3.5.  The same shape is observed in 

Figure  3.5 as is observed in Figure  3.3.  As the number of observations, k, increases, both 

the EC[T1] and the EC[TC] ratio move closer to one.  The trends in the three-cell case are 

slower than the trends in the two-cell case of Figure  3.3. 

 The principal conclusion drawn from the behaviors observed in Figure  3.3 

through Figure  3.5 is that random search places k observations in one cell more quickly 

than direct search but that direct search places k observations in all cells more quickly 
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Figure  3.5.  Ratio of expected number of observations with random search and direct search to place 
k observations in one cell and to place k observations in all cells as a function of k with three cells in 
the grid. 
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than random search.  As a result, random search would be expected to have a lower 

probability of error initially and direct search would be expected to have a lower 

probability of error after more observations have been made.  These exact behaviors are 

observed in the simulation results presented in Figure  3.6.  Random search outperforms 

direct search for a small number of observation intervals, while direct search outperforms 

random search after 150-200 observation intervals.  Since direct search outperforms 

random search everywhere except at the very beginning of the simulation and since 

sensor manager performance is typically examined over a period of many observation 

intervals, direct search clearly represents a better choice to use as an unmanaged search 

baseline for performance comparisons with the sensor manager.  Therefore, direct search 
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Figure  3.6.  Probability of error, Pe, versus number of observation intervals for one sensor searching 
for ten targets using direct and random search.  Results are plotted at three different SNR levels:  0 
dB, 3 dB, and 6 dB. 
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is compared with the sensor manager in the simulation results that are presented in the 

remaining chapters of this thesis. 

3.6  Extensions to the Basic Sensor Manager 

 Having addressed the three key modeling questions in the preceding sections, the 

sensor management framework is now ready for the extensions discussed at the 

beginning of the chapter.  As each extension to the sensor manager is presented, 

simulation results are also presented that illustrate the performance of the sensor 

manager.  In all of the results shown in this section, the sensor manager—also termed 

discrimination-directed search—is compared to direct search, which was demonstrated in 

Section 3.5 to be a good choice to use for a baseline performance comparison.  

Discrimination-directed search uses the sensor manager developed in this work to guide 

the selection of locations for the sensors to observe (and, in the case of multimodal 

sensing platforms, which modalities should be used to make observations at these 

locations).  Direct search, as mentioned previously, is a blind search procedure in which 

the sensors begin in the first cell and sweep through the grid in a predefined search 

pattern.  The results presented in this section consistently demonstrate the superiority of 

the sensor manager to direct search. 

 First, sensor cost of motion is introduced into the framework in order to 

incorporate additional realism and modeling flexibility within the sensor management 

framework.  Simulation results are then analyzed for the extension to multiple targets and 

sensors that was presented in Section 3.2.1.  Next, sensor cost of use is introduced for 

cases in which sensor platforms containing multiple sensing modalities are used.  Finally, 
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the use of non-uniform prior densities is considered.  At the conclusion of this section, 

results are presented in which the multiple-modality sensor manager is used on a set of 

real landmine data collected with three different sensing modalities, and the sensor 

manager is again demonstrated to provide performance improvements over direct search.  

The successful application of the sensor manager to real data is a crucial step in fulfilling 

the goal of the development of an effective sensor manager for static target detection 

problems. 

3.6.1  Constrained Motion 

 Sensors that are used in static target detection applications may operate on a 

variety of platform types, each of which has a different degree of mobility that is 

important to model in a sensor management framework.  For example, while airborne 

sensors are often able to reorient themselves to observe any part of a region of interest 

with little or no cost, ground-based sensors can potentially incur a significant movement 

cost when attempting to maneuver in order to make a new observation.  Movement cost is 

therefore introduced into the sensor management framework in order to accurately model 

the behaviors of different sensor platforms.  Let t(c1,c2) be the cost for a sensor to move 

from cell c1 to cell c2.  The cost of movement could be based on the total distance 

traveled, the time required to position the sensor for the next observation, or any other 

desired criteria.  In this work, two extreme cases for the movement cost function are 

considered.  In the first case, movement is free and unrestricted: 

  ( )1 2 1 2, 0    ,t c c c c= ∀ . (3.38) 
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The second case is highly restrictive and only allows movement into one of the eight cells 

adjacent to the current cell: 

  ( ) ( )2 1
1 2

0 if 
,

else

c neighbor c
t c c

 ∈
= ∞

, (3.39) 

where the function neighbor(c1) as utilized here simply returns the eight cells adjacent to 

c1 as well as c1 itself.  These two cases of unrestricted motion and highly restricted 

motion are deliberately chosen to represent extreme ranges of behavior in order to 

roughly bound the performance of possible movement cost functions.  Throughout the 

remainder of this work, these two movement paradigms shall be referred to as 

unconstrained and constrained motion, respectively. 

 Simulation results for the case of a single sensor searching for a single target 

using both unconstrained and constrained motion are shown in Figure  3.7.  The 

performance metric used in these results is the probability of error performance metric 

that was defined in Section 3.2.2.  The unconstrained-motion, discrimination-directed 

result in Figure  3.7 corresponds to the case of Kastella’s basic sensor manager presented 

in [68].  Examining the performance curves, it is seen that discrimination-directed search 

at 0 dB clearly outperforms direct search at 3 dB and is in fact close in performance to 

direct search at 6 dB.  In order to obtain a better understanding of how these performance 

gains are achieved, consider Figure  3.8, which shows the number of observations made in 

each cell over the course of a single realization of the simulation.  The direct search case 

observes each cell exactly the same number of times.  The discrimination-directed search 

procedure, however, directs the sensor to make the observation that maximizes the 

expected information gain.  The result is a sensor that takes many observations in cells 
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where the contents are difficult to identify and few observations in cells where the state 

probabilities are differentiated quickly.  The sensor manager is more intelligently using 

the available sensor resources, and as a result the sensor is able to more quickly locate the 

target within the cell grid. 

 The probability of error performance of the constrained sensor in Figure  3.7 is 

worse than the performance of the unconstrained sensor, but it is only slightly worse.  

Recall that constrained motion and unconstrained motion, as they have been defined in 

this thesis, are both extreme cases.  One tightly limits the movement of the sensor and the 

other allows unfettered motion.  The fact that performance differs only slightly between 

the two indicates that for at least some sets of simulation parameters, freedom of 
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Figure  3.7.  Probability of error, Pe, versus number of observation intervals for constrained and 
unconstrained motion in a discrimination-directed search with one sensor and one 0 dB target in a 
10x10 grid.  Shown for comparison are Pe values as a function of number of observation intervals for 
a direct search with one target at 0 dB, 3 dB, or 6 dB. 
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movement does not play a significant role in determining the overall performance of the 

system.  A likely explanation for this result lies in the fact that given a uniform prior 

distribution, there is no reason to prefer one cell over another for the initial sensor 

observation.  Constrained motion and unconstrained motion are thus able to reach cells 

for which observations are equally valuable in terms of the expected discrimination gain.  

Furthermore, even once observations have been made and there is a differentiation in the 

expected discrimination gain for the next observation in different cells, the differentiation 

is typically mild since the sensor will not move to the next cell until the expected 

discrimination gain of the current cell falls below the expected discrimination gain of a 

cell to which movement is possible. 

 

 

2 4 6 8 10

1

2

3

4

5

6

7

8

9

10

0 5 10 15 20 25 30

 

 

2 4 6 8 10

1

2

3

4

5

6

7

8

9

10

0 5 10 15 20 25 30  
   (a)      (b) 

Figure  3.8.  Number of observations made per cell in each cell of a 10x10 grid for (a) discrimination-
directed search and (b) direct search after 1000 observation intervals for a sample simulation with 1 
sensor and 1 target. 
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3.6.2  Multiple Targets and Sensors 

 Recall that multiple targets and multiple sensors were introduced in Section 3.2.1.  

To analyze the performance of the sensor manager incorporating multiple sensors and 

multiple targets, a large-scale problem consisting of a large number of cells and targets is 

analyzed.  Sensor manager performance is determined for three sensors searching for one 

hundred targets in a 100x100 cell grid using discrimination-directed and direct search, 

and the results are presented in Figure  3.9.  It is again observed that discrimination-

directed search significantly outperforms the direct search procedure.  Discrimination-

directed search at 0 dB and direct search at 6 dB perform almost identically, meaning that 

use of the sensor manager has produced a performance gain of approximately 6 dB.  
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Figure  3.9.  Probability of error, Pe, versus number of observation intervals for three sensors 
searching for one hundred targets in a 100x100 grid.  Results are given for both discrimination-
directed search and direct search. 
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Furthermore, the use of a large simulation with a 100x100 cell grid confirms that the 

sensor management framework can be applied to problems of realistic and useful size 

that contain large numbers of objects. 

3.6.3  Multiple Modalities and Sensor Cost of Use 

 As discussed in Chapter 1, many detection applications have available to them an 

increasingly wide variety of sensing modalities.  In recently developed sensors, multiple 

sensing modalities are often collocated on a single platform.  In the landmine detection 

application, for example, platforms are under development that combine both GPR and 

EMI sensors [67].  Until this point, the sensor management framework has considered 

each sensor as having only a single modality that operates at a particular Pd and Pf value.  

Now a sensor is considered to be a sensor platform that may have one or more sensing 

modalities present on it.  As mentioned previously, even though the extension to multiple 

sensor modalities is designed to represent a platform such as the AMDS platform that 

contains complementary sensing modalities, each sensing modality in this section is 

nonetheless assumed to be independent.  Later chapters introduce more sophisticated 

modeling that takes advantage of correlated information between different sensor 

phenomenologies. 

 Although Section 3.2.1 already introduced into the sensor management 

framework the ability to have as many sensing modalities as desired operating in the 

region of interest, the extension to multiple sensor modalities is intended to model a 

situation in which multiple sensing modalities with possibly varying costs of use are 

collocated on a single platform and in which the operation of those modalities is 
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conducted sequentially.  New notation is first defined in order to keep separate the 

sensing modalities that are on each platform, and then cost of use is introduced and the 

sensing paradigm used with the multiple-modality extension is further explained.  A 

sensor observation is now written as xc,k,m,d, which represents observation k made in cell c 

using modality d of sensor platform m.  As was true in Section 3.2.1, the index k 

continues to index the total number of observations made in cell c; the full observation 

sequence Xc,k still contains a total of k observations, with the m and d indices denoting the 

specific sensor platforms and sensor modalities making each observation.  Each modality 

on each platform may now have its own probabilities of detection and false alarm, giving 

  
( ) ( )
( ) ( )

, , , , , , , , , ,

, , , , , , , , , ,

Pr 1 1 Pr 0 1 1

Pr 1 0 Pr 0 0 1

c k m d c d m d c k m d c d m d

c k m d c f m d c k m d c f m d

x S P x S P

x S P x S P

= = = = = = −

= = = = = = −
 (3.40) 

The state probability update for the cell state after a new observation is made may then be 

written as 

  ( ) ( ) ( )
( ) ( )

, , , , 1

, 1

, , , , 1
0

Pr Pr
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c k m d c c c k

c c k

c k m d c c c k
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−
=

= =
= =

= =∑
 (3.41) 

and the expected discrimination after making a new observation with modality d of 

platform m as 

  

( ) ( )
( ) ( )

, 1 ,

1

, 1 , , 1, , , 1, , ,
0

, ,  , ,

 Pr

KL KL c k c k

KL c k c k c k m d c k m d c k
j

D c m d E D P P c m d

D P P x j x j X

+

+ + +
=

 ∆ =
 

 = = = ∑
. (3.42) 

The expected discrimination gain may now be calculated for each cell with each sensing 

modality of each sensor platform.  Now that the notation has been introduced for multiple 
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sensing modalities on each sensor platform, sensor modality cost of use is introduced into 

the framework and incorporated into the tasking of the sensors. 

 Sensor cost of use is another realistic constraint whose implementation broadens 

the modeling capability and applicability of the sensor manager.  In a static target 

detection application, different sensors have differing costs of use depending on their 

design and function; these costs may take the form of energy, time, or some other 

resource.  Let um,d represent the cost of use associated with sensing modality d on 

platform m.  Incorporating costs of use, the sensor manager now operates in the following 

manner.  When a sensor platform enters a new cell, an observation is always made with 

the first sensing modality.  After this observation is made, the sensor manager then 

determines whether or not to make an observation in the same cell with one of the other 

sensing modalities.  The sensor manager then determines whether the platform should 

remain where it is, making another observation with the first sensing modality, or 

whether to move the platform to a new cell to make a new observation with the first 

modality.  This sensing approach is linked to common practice among landmine detection 

platforms.  In making the above decision, the sensor manager seeks to greedily maximize 

the ratio of expected discrimination gain to sensor cost of use in order to incorporate a 

tradeoff between the expected discrimination gain and the cost.  In other words, having 

already made an observation in cell c with the first modality, the sensor makes an 

observation in cell c for each remaining modality d′ (thus, d′ > 1) for which 

  
( ) ( )

, ,1

, , , ,1KL KL

m d m

D c m d D c m

u u′

′ ′∆ ∆
> , (3.43) 
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where the cell c′  is the neighboring cell which produces the largest expected 

discrimination gain from making a new observation with the first modality.  In the case of 

constrained sensor motion, 

  ( ) ( )arg max , ,1  ,     KL
n

c D n m n neighbor c′ = ∆ ∈   , (3.44) 

so that the sensor is only allowed into the nine cells adjoining and including c.  For the 

case of unconstrained sensor motion, 

  ( )arg max , ,1KL
n

c D n m′ = ∆    (3.45) 

and the cells into which movement is possible are not restricted.  After a sensing modality 

satisfies (3.43) and is used to make an observation, the state probabilities are updated and 

the expected discrimination gains are recalculated before (3.43) is used to evaluate the 

remaining modalities in order to incorporate the information that was obtained from the 

data collected.  Finally, after all sensing modalities have been considered, the sensor 

platform moves to the cell c′  that produces the largest expected discrimination gain from 

an observation with the first modality and an observation with that first modality is made.  

Note that the cell c′  may be the current cell or may be a new cell into which movement is 

permitted.  The above-described process then repeats for the new cell. 

 Simulations are now performed to analyze the performance of the sensor manager 

when using a platform with several independent sensing modalities operating at different 

probabilities of detection and false alarm.  Three sensor platforms are considered, and 

each platform uses three different modalities, denoted S1 through S3, with sensor 

performance characteristics given by Pd = 0.9, 0.9, and 0.99 and Pf = 0.4, 0.2, and 0.02, 

respectively.  These performance characteristics are designed to correspond to two low-
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cost landmine detection sensing modalities and one high-cost, high-accuracy 

confirmation modality.  The cost associated with deploying the first two modalities is 

one, and the cost of the confirmation modality is varied between one and ten.  The 

performance results when these platforms are used to search for five targets are given in 

Figure  3.10 with three different cost values for the confirmation modality. 

 Several trends may be observed in Figure  3.10.  One observation is that 

discrimination-directed search outperforms direct search in all of the different cases.  It is 

also clear that performance is improved with discrimination-directed search when using 

more than one sensing modality; when either two or three modalities are available, the 

sensor manager is able to effectively use these additional resources to improve 
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Figure  3.10.  Probability of error, Pe, versus cost for discrimination-directed and direct searches 
using different combinations of sensors.  S1 and S2 have a cost of use of 1, and the cost of use of S3 is 
either 1, 5, or 10 as indicated.  Performance characteristics for S1, S2, and S3 are Pd = 0.9, 0.9, and 
0.99 and Pf = 0.4, 0.2, and 0.02, respectively. 
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performance.  With direct search, however, using all three modalities is not always 

beneficial.  In fact, when the cost of S3 is ten, direct search using all three modalities is 

the worst of the direct search curves.  This behavior occurs since direct search always 

uses all of the modalities when observing each cell.  The high-cost modality is thus used 

frequently and causes a large cost expenditure.  In contrast, the sensor manager for the 

discrimination-directed search uses the tasking rules described in this section to only use 

the confirmation sensor where it is beneficial in order to effectively manage the cost.  The 

sensor manager is therefore able to outperform the direct search technique. 

3.6.4  Non-Uniform Prior Distributions 

 In the basic sensor manager, the prior distribution that is used to initialize the state 

probabilities is a spatially uniform prior.  There are often situations, however, in which a 

uniform prior is not an accurate modeling of the available knowledge concerning the 

problem in general or the region of interest in particular.  For example, consider a 

demining scenario in which a road travels through the region of interest.  The deminers 

may know that in the locality under consideration, mines tend to be concentrated either 

on or near the road.  Alternatively, information may be available from previous high-

level scans of the region of interest that have flagged certain ground areas as mine-dense.  

Non-uniform prior distributions have been generated for the preceding examples and are 

shown in Figure  3.11.  These non-uniform priors are used in simulation and the results 

compared with simulations using a spatially uniform prior over the same region of 

interest. 
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 Figure  3.12 presents results for the case of one sensor and one target with each 

prior density.  Notice that the performance of discrimination-directed search is better in 

comparison to direct search when an informative prior is used than when a uniform prior 

is used (as in Figure  3.7).  The performance of discrimination-directed search is close to 
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Figure  3.12.  Probability of error, Pe, versus number of observation intervals with one sensor 
searching for one target when using (a) the vertical road prior density and (b) the high-level scan 
prior density.  Results are given for both constrained and unconstrained discrimination-directed 
search and also for direct search. 
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Figure  3.11.  Non-uniform prior distributions used in simulation for a 10x10 cell grid.  White regions 
correspond to a high probability of a target being present and black regions to a low probability.  
The distribution in (a) corresponds to a vertical road traversing the region of interest and in (b) 
corresponds to information about the field being available from a previous high-level scan. 
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the performance of direct search at 6 dB when a uniform prior is used but is better than 

direct search at 6 dB in both cases when the non-uniform prior is used.  These results 

show that an informative prior distribution has helped the sensor manager to perform 

better and increased the performance gain that it is able to obtain over direct search. 

3.6.5  Real Data 

 Now that Kastella’s basic sensor manager has been extended to consider multiple 

independent sensors and realistic cost constraints, it is important to test the performance 

of the sensor manager using real data.  Sensor management has not been studied 

extensively for the landmine detection problem, and so landmine detection is chosen as a 

specific application to which this sensor management framework is applied [111, 113].  

The data used in this section was collected in a laboratory setting at the Georgia Institute 

of Technology using EMI, GPR, and seismic sensors [116].  The EMI sensor uses dipole 

transmit and receive coils with an auxiliary bucking transformer to cancel the coupling 

between the coils, and data is measured over the frequency range of 600 Hz to 60 kHz.  

The GPR sensor uses bistatic resistively loaded vee dipole antennas [117]; frequency-

domain data is collected over the range of 60 MHz to 8 GHz and is then transformed to 

the time domain.  The seismic sensor uses shakers to generate seismic waves, and a 

custom-designed 8 GHz radar measures the surface displacement response caused by the 

seismic excitation [58].  Data was collected for each sensor over a sand-filled region 

measuring 1.8 m by 1.8 m and containing a mixture of landmines and clutter objects.  

Since the sensor manager formulation developed in this chapter requires the 

consideration of discrete objects or regions, a grid is introduced over the data collection 
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region and positioned in such a way that only one target or clutter object falls within each 

cell.  A 9x9 cell grid is used, and the grid layout and position of the buried objects may 

be seen in Figure  3.13.  There are six landmines buried within the grid along with a 

variety of metallic and non-metallic clutter objects. 

 Recall that the sensor manager in this chapter utilizes binary observations; that is, 

the observations made by the sensor are either “target present” or “target not present.”  In 

order to produce binary observations for use with the sensor manager, the raw sensor data 

is processed through appropriate detection algorithms in order to generate decision 

statistics, which are in turn thresholded to produce a binary output.  The specific signal 

processing algorithms used to process the data are unimportant to the sensor manager; in 

fact it is a strength of the presented sensor management framework that the sensor 

manager is not tailored to the data from a specific sensor or algorithm but instead 

 
Figure  3.13.  Grid layout and position of objects for the Georgia Tech data.  “*” denotes a landmine 
and “o” denotes a clutter object.  The grid is placed in such a way that at most one target or one 
clutter object is present within a single cell. 
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manages the observations resulting from any signal processing algorithm used to process 

the sensor data.  For the three types of data considered here, a matched subspace detector 

is used to process the EMI data [51], an adaptive pre-screening algorithm based on the 

least mean squares (LMS) adaptive filter is used to process the GPR data [118], and 

finally whitening and an energy detector are used on the seismic sensor data [111]. 

 Let the EMI, seismic, and GPR sensing modalities be denoted S1, S2, and S3, 

respectively.  Furthermore, let the decision statistic thresholds be set so that the sensor 

performance characteristics are Pd = 0.850, 0.850, and 0.950 and Pf = 0.323, 0.085, and 

0.056 for S1, S2, and S3, respectively.  The cost of use for each modality is set to one and 

three sensor platforms shall operate within the grid.  For the purposes of the following 

simulation, the decision statistic that is reported when observing the cell is randomly 

selected from the ten largest decision statistics generated in the cell by the selected 

sensing modality.  That decision statistic is then thresholded to produce a binary 

observation.  As was mentioned previously, even though these three sensing modalities 

clearly provide complementary information for landmine detection, the sensors are 

considered to be independent.  All three sensors update the same state probabilities for 

whether a target is present in the cell or not, and the state probabilities are updated using 

(3.41) based on the Pd and Pf of the sensor making the observation. 

 Performance for the sensor management algorithm using the above set of 

performance characteristics and simulation criteria is provided in Figure  3.14.  

Discrimination-directed search using all three modalities clearly outperforms direct 

search using all three modalities.  It is also observed that both search techniques using all 

three modalities ultimately result in significantly better performance than can be achieved 
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using only a single modality.  While in the immediate short-term a single modality may 

perform better than all three modalities due to its ability to place at least one observation 

in most of the cells more quickly than the three-modality platform, the performance of 

each of the single modalities plateaus and is surpassed by the performance of the 

multiple-modality system.  Even though several limiting assumptions are present in the 

sensor manager as it has been implemented in this chapter, the sensor manager is still 

able to produce a performance improvement when operated on real data.  Although there 

is no capability in the model to jointly examine the results of observations from multiple 

sensor modalities in a single cell, information from the different sensor modalities may 

still be crudely incorporated through the state probability updates.  For example, if two 
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Figure  3.14.  Probability of error, Pe, versus time (or aggregate cost of use) for discrimination-
directed and direct searches on the Georgia Tech landmine data using different combinations of 
sensors.  Each sensor has a cost of use equal to 1.  Performance characteristics for S1, S2, and S3 are 
Pd = 0.850, 0.850, and 0.950 and Pf = 0.323, 0.085, and 0.056, respectively. 
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sensors generally produce “no target present” observations and one sensor produces 

“target present” observations, it is likely that as observations are made, the observations 

from the two sensors typically observing “no target present” will outweigh the other 

sensor and the cell will have a low probability of containing a target.  The successful 

demonstration of the sensor manager on real data as has been accomplished in this 

section is an important step in the development of a robust sensor management 

framework. 

3.7  Performance Comparison with JMPD Sensor Manager 

 Kastella’s basic sensor manager and, consequently, the sensor manager that has 

been developed in this chapter both use a Bayesian framework to form a probabilistic 

description of the region of interest and both guide the tasking of sensors using an 

information-based approach.  Later work by Kastella and Kreucher has developed the 

JMPD sensor manager for the multitarget tracking problem [15, 16, 114].  Like the sensor 

manager considered in this thesis, the JMPD sensor manager is also an information-based 

sensor manager that uses a Bayesian framework in order to maintain a probabilistic 

description of the objects it is sensing.  It is therefore important to examine the 

similarities and differences between these two approaches and to compare the 

performance of the JMPD sensor manager that has been adapted for static target detection 

to the performance of the sensor manager considered in this work. 

 The JMPD sensor manager computes the probability density that T targets are 

present in the cell grid in specific cells tc1, tc2, . . ., tcT given the data that has been 

observed, where T varies from zero to a user-specified maximum value Tmax.  The density 
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is updated using Bayes’s rule as additional data is collected, much as the sensor manager 

presented in this thesis updates the state probabilities as discussed earlier in this chapter.  

The JMPD sensor manager also performs sensor management by maximizing the 

expected discrimination gain obtained with a new sensor observation.  During its 

development, the JMPD sensor manager has used both the Kullback-Leibler divergence 

and the Rényi divergence as its information measure.  Since the Kullback-Leibler 

divergence was determined to be more effective for the static target detection applications 

considered in this thesis, the Kullback-Leibler information is used in the JMPD sensor 

manager for purposes of comparison with the sensor manager developed here.  The 

principal difference between the JMPD approach and the sensor manager developed in 

this work is that the sensor manager developed in this work uses state probabilities for 

each cell individually rather than a complex joint density for all possible target numbers 

and all possible target locations in its probabilistic description of the target objects.  With 

the state probability approach, a posterior density is computed on the state of each cell 

(and therefore each potential target) individually rather than for all targets jointly. 

 To compare the performance of the two sensor management approaches on the 

static target detection problem, the motion modeling that is incorporated by the JMPD 

approach as part of its target tracking is not necessary.  However, additional 

modifications are required for the JMPD sensor manager.  The original JMPD sensor 

manager, presented in [15], has been enhanced with a particle filter in [16] in order to 

improve the computational performance of the algorithm.  However, a particle filter may 

not be effectively applied to the static target detection framework considered in this work.  

First, in the static target detection problem, there is no motion model to be used for the 
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proposal of particles.  More importantly, in the framework considered here, each cell is 

independent of the surrounding cells when observations are made, meaning that state 

probability information must be maintained for each cell.  A particle filter may not be 

used to obtain a more efficient representation of the joint multitarget probability density 

due to this independence assumption.  Thus, the sensor manager must be compared with 

the original version of the JMPD sensor manager proposed in [15]. 

 A comparison of the probability of error performance for discrimination-directed 

search and the JMPD sensor manager is presented in Figure  3.15.  It is observed that 

there is essentially no difference in the probability of error performance of 

discrimination-directed search and the JMPD sensor manager for several simulations with 

different grid sizes.  The computation time performance of the two sensor management 
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Figure  3.15.  Probability of error, Pe, versus number of observation intervals for discrimination-
directed search and the JMPD sensor manager.  Performance is plotted for several different grid 
sizes.  With each grid size, one sensor is used to search for two targets. 
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strategies does differ, however.  Table  3.3 presents computation time results for both 

discrimination-directed search and the JMPD sensor manager for a variety of grid sizes 

and for several values of the JMPD Tmax parameter.  Discrimination-directed search has 

significantly lower computational cost than does the JMPD sensor manager.  In addition, 

the growth in computation time for discrimination-directed search is linear as the number 

of cells increases.  The JMPD sensor manager, however, experiences a combinatorial 

increase in computational complexity both as the number of cells increases and as the 

Tmax parameter increases, making the JMPD sensor manager as implemented in [15] 

impractical for application in larger problems.  Discrimination-directed search, on the 

other hand, provides a computationally efficient handling of larger problems that makes 

the framework more suitable for realistic application.  Recall that the results presented in 

Section 3.6.2 considered one hundred targets in a 100x100 cell grid. 

 One advantage of the JMPD sensor manager is that the number of targets present 

in the region of interest is estimated at the same time as the locations of the targets, and a 

Table  3.3.  Computation time performance for the discrimination-directed and JMPD sensor 
managers using a variety of grid sizes and Tmax values for the case of one sensor searching for two 
targets.  All results are given in seconds per complete realization of the simulation.  The 
computations were performed on a 2.4 GHz Pentium IV PC. 
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0.178 

41.893 

0.241 

1009.84 
 

 



 

 76 

marginal density for the number of targets may be straightforwardly obtained.  The 

discrimination-directed sensor manager does not directly obtain probabilistic information 

concerning the number of targets, although estimates of the target number may easily be 

made by, for example, putting a threshold on the state probability that a cell contains a 

target and then estimating the number of targets to be the number of cells with state 

probabilities exceeding this threshold.  An expected number of targets, E[N], could also 

be computed using the posterior state probabilities that each object is or is not a target: 

  [ ] ( ),
1

Pr 1
C

c c k
c

E N S X
=

= =∑ . (3.46) 

Considering the performance comparison between the approaches that was presented in 

this section, the superior computational performance of the sensor manager presented in 

this thesis makes it the more appropriate choice of the two sensor management 

approaches for use on the static target detection applications considered in this work.  

The JMPD sensor manager remains a useful approach for application to the multitarget 

tracking problem. 

3.8  Discussion 

 This chapter has analyzed a series of modeling choices that shape the framework 

of Kastella’s basic sensor manager and, consequently, the sensor manager considered in 

this chapter and the three following chapters.  It has been determined that the Kullback-

Leibler divergence is an appropriate choice for an information measure.  It has further 

been determined that, assuming independence between sensors, sensors may be managed 

independently, making the sensor manager much more computationally efficient than it 
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would be if joint sensor management were required.  Direct search has also been 

determined to be an appropriate choice for an unmanaged performance baseline to use in 

comparisons with direct search.  With analytical support behind these key modeling 

choices that guide the development of the sensor management framework, a series of 

extensions have been made to the basic sensor manager of Section 2.3. 

 The sensor manager has been generalized to consider multiple targets, multiple 

sensors, multi-sensor platforms, sensor movement costs, and sensor observation costs.  

For each of these extensions, the sensor manager has been demonstrated through 

simulation results to outperform a direct search technique.  The sensor manager has also 

shown performance improvement over direct search when applied to real landmine 

detection data.  These extensions represent the first steps towards the goal of producing a 

sensor management framework that is effective, realistic, and applicable to general static 

target detection problems.  The sensor manager has also been related to more recent work 

by Kastella and by Kreucher, et al., (the JMPD approach) that uses similar Bayesian and 

information-based approaches for sensor management in the target tracking application.  

The sensor manager presented in this chapter was demonstrated to have superior 

computational performance to the JMPD approach for application to the static target 

detection problem, which is the problem space of interest in this thesis.  While extensions 

have been made to the sensor manager in this chapter, it has also been assumed 

throughout the chapter that all relevant parameters (such as sensor probabilities of 

detection and false alarm) are known.  In a real-world setting, uncertainty is present in the 

problem and prevents exact knowledge of sensor manager parameters.  Therefore, 

Chapter 4 continues the development of the sensor management framework by studying 
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the robustness of the sensor management framework when there are errors or mismatch 

present in the sensor manager parameters.  Uncertainty modeling is also developed in 

order to provide a mechanism for modeling the uncertainty that is present in all real-

world problems and for improving the performance of the sensor manager in the presence 

of this uncertainty. 

 

 

 



 

 79 

Chapter 4 – Robustness Analysis and Uncertainty 
Modeling 

 In the previous chapter, the sensor manager was extended in a number of ways in 

order to increase the realism and applicability of the sensor manager.  Proceeding 

methodically in the development of an increasingly realistic sensor manager, this chapter 

considers the introduction of uncertainty and considers the performance effects that the 

errors induced by the presence of uncertainty have on the sensor manager [119-122].  In 

nearly all real-world problems, the uncertainty due to the unknown and frequently non-

stationary nature of the real world causes the violation of assumptions made during 

algorithm development. 

 Consider the landmine detection problem as an example.  GPR sensors, for 

instance, function by propagating electromagnetic waves into the ground and then 

measuring the reflections caused by differing electromagnetic properties in the 

transmission media.  However, the permittivity of soil varies widely depending on the 

precise composition of the soil, its water content, and any stratification that may be 

present.  Furthermore, this variability is not only location-dependent but is also time-

dependent, as a rainstorm or a period of hot, dry weather affects the propagation 

characteristics of the soil.  Additional difficulties for landmine sensors include the rough 

ground surface of real-world sites and the resulting differences in terrain elevation and 

standoff distance between the sensor and the ground surface.  Vegetation also affects 

standoff distance and may interfere with sensor operation, and buried targets often lie at 

an angle, which complicates the profile of the target when it is imaged from above.  All 
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of these factors introduce uncertainty into the sensor returns that can dramatically affect 

sensor responses and detection and false alarm probabilities.  Furthermore, imprecise 

knowledge of the terrain or the problem environment can produce errors in other 

important quantities such as the prior information used or even in the uncertainty models 

that are introduced in this chapter to model the presence of uncertainty in the sensor 

probabilities of detection and false alarm. 

 Although the sensor probabilities of detection and false alarm represent a 

significant area where uncertainty can arise in fielded settings, errors in other areas within 

the sensor manager can occur as well.  This chapter begins by analyzing the robustness of 

the sensor manager in a variety of cases that represent mismatch between truth and the 

assumptions that are used by the sensor manager.  Such mismatch is likely in a fielded 

setting when quantities such as target number and prior density cannot be known a priori.   

The robustness of the sensor manager is first studied for the case when the sensor 

probabilities of detection and false alarm are in fact certain and constant across cells but 

when the sensor manager uses incorrect values of Pd and Pf in its processing.  Next, 

robustness to incorrect knowledge of the number of targets present is considered, 

followed by examination of the effect of using an incorrect prior density [121].  Each of 

these cases is systematically analyzed in simulation and results are presented that 

demonstrate that the sensor manager is robust to reasonable degrees of mismatch and 

error such as would be encountered in a fielded setting.  These findings argue for the 

usefulness of the sensor manager because it is demonstrated to be robust to a variety of 

different types of errors. 
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 As discussed above, the uncertainty that exists in real-world settings introduces 

uncertainty in the sensor probabilities of detection and false alarm.  In Chapter 3, these 

probabilities of detection and false alarm were assumed to be certain and constant across 

all cells.  These probability of detection and false alarm values are used both in the 

Bayesian updating of the cell state probabilities and in the computation of the expected 

information gain for the next sensor observation, meaning that they have a central role in 

the operation of the sensor manager.  Thus, in this chapter, the modeling of uncertain 

sensor probabilities of detection and false alarm is introduced in order to account for this 

complication that arises in realistic applications [119, 122].  To evaluate the efficacy of 

incorporating uncertainty modeling, the performance of the sensor manager is then 

examined in simulation when uncertainty is and is not present and when uncertainty 

modeling is and is not used.  Failing to model uncertainty that is present in the problem is 

demonstrated to have a deleterious effect on algorithm performance.  Properly modeling 

uncertainty, on the other hand, allows performance in uncertain environments to be 

substantially improved over the performance that is obtained in those environments when 

uncertainty is not modeled. 

 The utility of uncertainty modeling is also demonstrated through its successful 

application on the same real landmine data that was considered in Chapter 3.  The 

performance of the sensor manager is improved when the uncertainty modeling 

developed in this chapter is used to process the real data.  The performance of the sensor 

manager is also examined when there is error present in the uncertainty models that are 

introduced in order account for the presence of uncertainty [120].  As with the various 

errors considered earlier in the chapter, the sensor manager is demonstrated to be robust 
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to reasonable errors in the uncertainty model, meaning that the proposed uncertainty 

model is useful in application to real problems.  Since uncertainty is present in any real-

world application, the development of an uncertainty model is a vital step in the creation 

of a realistic sensor management framework.  To the best of the author’s knowledge, the 

development of uncertainty models that is presented in this chapter represents the first 

attempt to account for uncertainty in sensor probabilities of detection and false alarm 

within the sensor management literature. 

4.1  Robustness Analysis 

 The presence of uncertainty in real-world applications motivates the need to more 

accurately address the challenging characteristics of a real-world operating setting as well 

as the need to explore the effects of these realistic conditions on the performance of the 

sensor manager.  In this section, the sensor manager is analyzed by assessing the 

robustness of the sensor manager when realistic mismatches and uncertainties are present 

that cause the assumptions made by the sensor manager to diverge from truth.  A 

sensitivity analysis is first performed to assess the effects of incorrectly specified 

probabilities of detection and false alarm when those probabilities are certain.  Sensor 

manager performance is also analyzed when the number of targets that are assumed to be 

present is incorrect.  Finally, the use of erroneous prior distributions is considered.  In 

each of these cases, it is determined that the sensor manager is robust to reasonable errors 

and deviations from the assumed parameters. 
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4.1.1  Sensitivity Analysis with Certain Pd and Pf 

 This section considers the performance of the sensor manager when sensor 

probabilities of detection and false alarm are certain but when the probabilities are 

mismatched by a fixed amount.  It is important to emphasize that the mismatch 

considered in these results assumes that Pd and Pf are both certain and therefore 

unchanging across all cells in the grid.  These results do not address the case where the 

sensor performance characteristics are uncertain and therefore changing by a varying 

amount from cell to cell.  Such a scenario is encompassed by the uncertainty modeling 

that is presented in Section 4.2. 

 In the following results, the true probabilities—those used to generate the data—

correspond to those for the 0 dB case, namely Pd = 0.760 and Pf = 0.240.  The Pd and Pf 

values used in the computations of the sensor manager, however, are altered upwards and 

downwards by 10%, 20%, and 30%.  The performance results from the sensitivity 

analysis are presented in Figure  4.1.  It is observed that even when the probabilities 

assumed by the sensor manager deviate as much as 20% from the true probabilities, there 

is still comparably little degradation in the performance of the sensor management 

algorithm.  Serious performance degradation only occurs when the assumed probabilities 

deviate by 30%.  The robustness of discrimination-directed search to nontrivial 

mismatches in Pd and Pf is significant because in a real-world setting, the operating 

characteristics of a sensor are never known precisely.  There is always at least some 

mismatch involved.  Robustness to this mismatch gives increased confidence in the 

overall performance of the sensor management algorithm. 
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4.1.2  Uncertain Number of Targets 

 In any realistic detection problem, the number of targets present in the scene is 

not known a priori.  In the sensor manager presented thus far in this thesis, the number of 

targets present has been assumed to be known, and that number is used in both the 

assignment of the prior distribution of state probabilities and the determination of the N 

cells that contain targets.  This section addresses only the first of these issues—the use of 

the target number for initializing the state probabilities.  The unrealistic assumption that 

the number of targets is known when estimating the target locations is eliminated in the 

following chapter through the introduction of a declaration-based sensor management 
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Figure  4.1.  Sensitivity analysis for assumed and true probabilities that are certain and mismatched 
by a fixed amount.  Probability of error, Pe, is plotted versus number of observation intervals for 
discrim-ination-directed search with true probabilities at 0 dB and assumed probabilities that are 
higher or lower by 10%, 20%, and 30%.  Plotted for comparison are Pe values for direct search with 
properly matched true and assumed probabilities for targets at 0 dB, 3 dB, and 6 dB.  Results are 
shown for 1 sensor and 5 targets. 

 



 

 85 

approach.  When target number is unknown, the prior distribution used to initialize the 

state probabilities must be assigned using an estimate of the number of targets.  Let the 

estimated number of targets in the scene be given as N*.  A spatially uniform prior may 

then be assigned such that P(Sc = 1) = N*/C and P(Sc = 0) = (C – N*)/C for all cells c; 

similarly, a non-uniform prior may also be assigned using N* instead of N. 

 The sensitivity of sensor manager performance to uncertainty in target number is 

now examined in simulation.  Results are shown in Figure  4.2 for the case of one sensor 

and five targets where the number of targets is incorrectly specified as one, three, eight, 

fifteen, and thirty for the state probability initialization.  The performance of 

discrimination-direct search is seen to be quite robust to imprecise knowledge regarding 
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Figure  4.2.  Sensitivity of the sensor manager to imprecise knowledge of the number of targets 
present.  Five targets are actually present in the scene and one sensor is used to search for the targets.  
Probability of error, Pe, is plotted versus number of observation intervals for discrimination- directed 
searches where the number of targets assumed to be present, N*, varies from 1 to 30 as indicated.  
For comparison, Pe values are also plotted for direct search at 0 dB, 3 dB, and 6 dB when the number 
of targets is known correctly. 
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the number of targets.  Only when N* reaches thirty, which represents a substantial error 

from the correct value of five, does there become a nontrivial performance degradation; 

the results for all of the other values of N* cluster closely around the performance that is 

obtained with the correct value of N*.  In light of these results, any reasonable estimate of 

the number of targets should suffice for initializing the state probabilities when the 

number of targets present is uncertain.  Once the sensors begin to make observations, the 

state probabilities will shift as demanded by the observations that are made and not in 

relation to some expected number of targets. 

4.1.3  Erroneous Prior Distributions 

 Results were presented in Section 3.6.4 that showed the performance of the sensor 

manager being improved through the incorporation of prior knowledge about the 

distribution of targets in the scene into the initialization of the state probabilities in the 

sensor management framework.  While it is certainly to be hoped that prior information 

will be accurate, in a realistic setting it is obvious that any available prior information 

will be at best inexact and at worse grossly incorrect.  This section therefore examines the 

robustness of the sensor manager to the use of erroneous prior distributions.  All 

simulations in this section are performed for the illustrative case of one sensor and five 

targets.  Section 3.6.4 introduced a prior with a vertical road traversing the region of 

interest as well as a prior representing a high-level scan of the region of interest.  Several 

other prior densities are also now created and shown in Figure  4.3.  These prior densities 

have variously located spatial regions of high target concentration and low target 
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Figure  4.4.  Probability of error, Pe, versus number of observation intervals for discrimination-
directed search assuming a uniform prior when a number of different prior distributions are true.  
The true prior is given in the legend.  Plotted for comparison are direct search results at 0 dB, 3 dB, 
and 6 dB when the uniform prior is true. 
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Figure  4.3.  Several prior distributions created for the analysis of sensor manager robustness to 
erroneous prior information.  Light regions correspond to a high probability of a target being 
present, and dark regions correspond to a low probability.  The prior distribution names are (a) 
vertical road, (b) high-level scan, (c) horizontal road, (d) shifted vertical road, and (e) uniform. 
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concentration and are designed to be largely dissimilar to each other in order to permit 

the testing of substantially erroneous prior densities. 

 Simulations are now performed using the prior densities of Figure  4.3 in order to 

examine the performance effects of using the incorrect prior density for state probability 

initialization.  Figure  4.4 gives the sensor manager performance when the uniform prior 

is the assumed density (that is, the density used by the sensor manager) but when another 

density is in fact the true density.  Notice that all of the performance curves cluster tightly 

together, indicating that the performance of the sensor manager when assuming a uniform 

prior density remains remarkably consistent no matter what the true distribution of the 

targets actually is.  At first this would appear to suggest that the uniform prior should 

always be used.  Recall, however, that Section 3.6.4 demonstrated a substantial 

performance improvement for discrimination-directed search when the sensor manager 

took advantage of the available prior information for a non-diffuse prior.  Figure  4.4 

instead indicates that the uniform prior (a non-informative prior) is an excellent choice to 

use as a “safe” density when very little is known about the distribution of targets or when 

it is suspected that the available prior information might be substantially incorrect. 

 Indeed, Figure  4.5 clearly demonstrates that using a substantially erroneous prior 

distribution can result in significant performance degradation from the performance that 

would have been achieved had the correct density been used.  Figure  4.5(a) shows 

performance when the uniform density is the true density and each of the other densities 

from Figure  4.3 is used as the assumed density.  Since the true density is the uniform 

prior, the uniform prior is the best-performing of the assumed densities.  Each of the 

other densities performs more poorly than the uniform prior.  The shifted vertical road 
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prior performs especially poorly; this result occurs because the probability of a target 

being present on the far left portion of the cell grid is extremely low when using the 

shifted vertical road prior, much lower than any of the low-density regions on the other 

priors.  As a result, the sensor manager has a difficult time locating a target in this part of 

the grid, a part which, given the uniformity of the true prior, is just as likely to contain a 

target as anywhere else. 

 The results presented Figure  4.5(b) show performance when the high-level scan 

prior density is the true prior.  Sensor manager performance is plotted for discrimination-

directed search using each of the other priors as the true prior.  Notice here that the 

performance obtained when using the high-level scan prior is better than the performance 

obtained with the uniform prior.  If prior information is known accurately, the use of this 

information is indeed able to improve the performance of the sensor manager.  However, 

the performance using each of the other non-uniform prior distributions is worse than the 
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Figure  4.5.  Probability of error, Pe, versus number of observation intervals for discrimination-
directed search assuming a number different prior distributions when (a) the uniform prior 
distribution is true and (b) the high-level scan prior distribution is true.  The assumed prior is given 
in the legend.  Plotted for comparison are direct search results at 0 dB, 3 dB, and 6 dB when the 
correct prior distribution is assumed. 
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performance using the uniform prior as the assumed density, confirming the previously 

made observation that if there is little or nothing known about the true target distribution, 

a non-informative uniform prior is likely to be a much more effective choice of prior 

density than will an arbitrarily chosen informative prior. 

 In many realistic scenarios, available prior information may be likely to contain 

smaller errors than those considered above.  For example, if a prior density is specifying 

the location of a road upon which there is likely to be a high density mines, there are 

unlikely to be large errors in specifying the spatial location of the road, but smaller errors 

may be present.  Therefore, the following simulations examine the effects of small 

differences between prior densities on the performance of the sensor manager.  For this 

comparison, the vertical road prior density is used, and a series of shifted versions of this 

prior are also created.  These densities are shown in Figure  4.6.  The different densities 

are referred to using a shift index that takes on values from 0 to 4, indicating how many 

cells to the right the vertical road has been shifted.  Thus, shift = 0 corresponds to the 

unshifted vertical road prior and shift = 4 corresponds to the most highly shifted prior.  

Sensor manager performance results are presented in Figure  4.7 when the unshifted prior 

is the true prior.  The trends in performance are exactly as would be intuitively expected, 

with the shift = 1 prior performing the best of the shifted priors and shift = 4 performing 

the worst.  Notice in particular that discrimination-directed search performance remains 

quite good when shift = 1 is used as the assumed prior density.  Discrimination-directed 

search at 0 dB still performs significantly better than direct search at 3 dB.  The sensor 

manager has thus been shown to be robust to small shifts in the prior distribution.  This 

result is important for realistic application because it indicates that perfect knowledge of 
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the prior distribution of targets is not required to improve sensor manager performance; 

knowledge that is imperfect but sufficiently close will suffice.  Since the road in the 

original distribution is only two cells wide, a shift of one cell is a shift of 50% of the 

width of the road.  It is unlikely that geographic features such as roads would be 

incorrectly located by greater than a 50% error when forming a prior density. 

 One further observation may be made about the performance of the sensor 

manager with erroneous prior information.  It may seem from Figure  4.7 that the use of 

the shift = 4 prior when shift = 0 is true would result in discrimination-directed search 

performance at 0 dB that is nearly always worse than direct search at 0 dB, which if it 

were true would suggest that extreme caution be used when using non-uniform prior 

densities, lest the performance of the sensor manager be made worse than direct search 
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Figure  4.6.  Several versions of the vertical road prior that have been created to examine the 
robustness of the sensor manager to small changes in the prior distribution.  The vertical road prior 
has been shifted by different amounts, with (a) shift = 0, (b) shift = 1, (c) shift = 2, (d) shift = 3, and (e) 
shift = 4. 
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through a poor choice of prior.  However, Figure  4.7 is comparing the performance of 

discrimination-directed search using mismatched priors to the performance of direct 

search using correctly matched priors.  Figure  4.8 provides a more complete comparison.  

Case 1 plots the performance of discrimination-directed and direct searches with 

correctly matched priors (shift = 0 assumed and shift = 0 true).  Case 2 plots the 

performance that would be observed for discrimination-directed and direct searches with 

incorrect priors (shift = 4 assumed and shift = 0 true).  As may be seen, the performance 

of discrimination-directed search in case 2 would still outperform a direct search at the 

same SNR since the performance of direct search would also be adversely affected by the 

incorrect state probability initialization.  Discrimination-directed search in case 2, 
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Figure  4.7.  Probability of error, Pe, versus number of observation intervals for discrimination-
directed search assuming shifted versions of the vertical road prior when the shift = 0 prior 
distribution is true.  The assumed prior is given in the legend.  Plotted for comparison are direct 
search results at 0 dB, 3 dB, and 6 dB when the shift = 0 vertical road prior is assumed. 
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however, provides a performance gain of less than 3 dB, while in case 1 the performance 

gain is closer to 6 dB. 

4.2  Uncertainty Modeling 

 One of the principal effects of the presence of uncertainty in realistic problems is 

that the sensor probabilities of detection and false alarm are uncertain.  A realistic sensor 

management framework must be able to effectively mitigate performance losses that can 

be introduced by this uncertainty.  Therefore, motivated by the need for appropriate 

uncertainty modeling, this section introduces an uncertainty modeling framework into the 

sensor manager that improves its performance and applicability in realistic settings where 

uncertainty in the sensor performance is present.  In the sensor management framework 
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Figure  4.8.  Probability of error, Pe, versus number of observation intervals for discrimination-
directed and direct search for two different cases.  The true prior density is the shift = 0 density, and 
the assumed prior density is shift = 0 in case 1 and shift = 4 in case 2. 
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that has been discussed to this point, the sensor performance characteristics—namely, the 

probabilities of detection and false alarm of the sensors—have been assumed to be 

known and have been used within the mathematical structure of the sensor manager.  

When uncertainty is present in the problem, however, the probabilities of detection and 

false alarm are no longer known exactly and may vary from cell to cell.  The 

mathematical structure of the sensor manager must be modified in order to properly 

operate the sensor manager in the presence of this uncertainty. 

 When the sensor probabilities of detection and false alarm are uncertain, the 

previously used observation models given in (3.14) and (3.40) are no longer directly 

applicable.  Instead, this section introduces a model for uncertain sensor probabilities of 

detection and false alarm where those probabilities are described by beta densities.  Beta 

densities are chosen for analysis because they are able to take on a variety of shapes and 

are therefore able to represent a reasonable range of possible uncertainty distributions.  

Furthermore, the beta distribution is the natural conjugate prior distribution for a 

binomial process, which is the process that describes the binary data under consideration 

[104].  Choosing a natural conjugate prior enables analytical tractability, and, as is seen 

in the following development, results in formulas that, while more complex than those of 

Section 3.6, retain a great degree of computational simplicity, which has been a strength 

of the presented sensor management procedure.  The beta density is characterized by two 

parameters, which shall be denoted r and k: 

  ( ) ( )
( ) ( ) ( ) 11 1

k rrk
f z z z

r k rβ
− −−Γ

= −
Γ Γ −

 (4.1) 



 

 95 

Some examples of beta densities are provided in Figure  4.9.  To simplify the number of 

subscripts required, the introduction of uncertainty is performed assuming that only a 

single sensor is used.  To incorporate uncertainty modeling, a beta prior distribution for 

both Pd and Pf is assigned to each sensor for each cell in the cell grid, giving Pd,c and Pf,c.  

Note that if either the multiple sensor extension of Section 3.2.1 or the sensor modality 

extension of Section 3.6.3 is being used, then a density is used for each sensor modality 

in each cell, and additional subscripts, either m in the case of multiple sensors or m and d 

in the case of multiple sensor platforms with multiple modalities on each platform, must 

be used for the data and the sensor probabilities of detection and false alarm.  The 

following derivations are otherwise unchanged. 
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Figure  4.9.  Several beta distributions with an expected value of 0.7.  Depending upon the values of 
the beta parameters r and k, the distributions may be wide or narrow.  Only k values are denoted in 
the legend, and r is then determined by the expectation (recall that the expected value is r/k). 
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 The probability that a specific observation is made given the cell state is used in 

the computation of the posterior state probabilities as well as the expected information 

gain.  When the probabilities of detection and false alarm are certain, these probabilities 

are described by (2.8) and Pd and Pf are constants (or, alternatively, Pd and Pf are random 

variables with a density described by a delta function at the known value).  However, 

with the introduction of uncertain sensor probabilities of detection and false alarm, Pr(xc,k 

| Sc = s) must be calculated as 

  ( ) ( ) ( ), , , , , , , ,Pr Pr , , ,c k c c k c d c f c d c f c d c f cx S s x S s P P f P P dP dP= = =∫∫ . (4.2) 

A joint density is used for Pd and Pf because the probabilities of detection and false alarm 

may not be independent.  If, for example, the receiver operating characteristic is concave 

down, then Pd and Pf are dependent.  The joint density may be separated using 

conditional probabilities to write 

  
( ) ( ) ( ) ( )
( ) ( ) ( ) ( )

, , , , , , , , ,

, , , , , , , , ,

Pr 1 Pr 1, ,  

Pr 0 Pr 0, ,

c k c c k c d c f c f c d c d c d c f c

c k c c k c d c f c d c f c f c d c f c

x S x S P P f P P f P dP dP

x S x S P P f P P f P dP dP

β

β

= = =

= = =

∫∫

∫∫
 (4.3) 

Since the state as well as the detection and false alarm probabilities are given, the term 

Pr(xc,k | Sc = s, Pd, Pf) in the above integrals may be written according to (2.8).  Consider, 

for example, the probability that xc is “target present” given that the cell contains a target.  

(4.3) may then be simplified as follows: 

   

( ) ( ) ( ) ( )
( ) ( )
( )

, , , , , , , , ,

, , , , , ,

, , ,

Pr 1| 1 Pr 1| 1, , |

|

c k c c k c d c f c f c d c d c d c f c

d c f c d c d c d c f c

d c d c d c

x S x S P P f P P f P dP dP

P f P P f P dP dP

P f P dP

β

β

β

= = = = =

=

=

∫∫

∫∫

∫

 (4.4) 

Recognizing the final line as the definition of expected value yields 
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  ( ) ( ){ }
,, ,Pr 1| 1

d cc k c P d cx S E f Pβ= = = . (4.5) 

Similar derivations for the other cases give a set of equations for the probability of an 

observation given the cell state for the case of uncertain Pd and Pf: 

        
( ) ( ){ } ( ) ( ){ }
( ) ( ){ } ( ) ( ){ }

, , , ,

, , , ,

Pr 1 1 Pr 0 1 1

Pr 1 0 Pr 0 0 1

d d

f f

c k c P d c c k c P d c

c k c P f c c k c P f c

x S E f P x S E f P

x S E f P x S E f P

β β

β β

= = = = = = −

= = = = = = −
 (4.6) 

These equations must be used instead of (2.8) for the operation of the sensor manager 

under uncertainty.  The expected value of the beta density is r/k, which may be used to 

compute the probabilities in (4.6). 

 As previously noted, the observation probabilities in (4.6) are used in the 

sequential update of the state probabilities and in the calculation of the expected 

discrimination.  The form of the state probability update and expected discrimination 

calculations remain the same as those previously introduced; thus, the state probability 

update for the sensor manager is 

  ( ) ( ) ( )
( ) ( )

, , 1

, 1

, , 1
0

Pr
Pr

c k c c c k

c c k

c k c c c k
j

x S s P S s X
S s X

P x S j P S j X

−

−
=

= =
= =

= =∑
, (4.7) 

and the expected discrimination is calculated as 

  

( ) ( )
( ) ( )

, 1 ,

1

, 1 , , 1 , 1 ,
0

 

 Pr

KL KL c k c k

KL c k c k c k c k c k
j

D c E D P P c

D P P x j x j X

+

+ + +
=

 ∆ =
 

 = = = ∑
 (4.8) 

In both equations, however, the probabilities for a new observation that are used are those 

given in (4.6).  Furthermore, the densities for Pd,c and Pf,c may be updated according to 



 

 98 

standard Bayesian techniques once an observation xc,k has been made [106].  Thus, the 

probabilities in (4.6) change as observations are made.  The update for Pd,c is 

  ( ) ( ) ( )
( ) ( )

, , ,

, ,

, , , ,

Pr , 1
, 1

Pr , 1

c k d c c d c

d c c k c

c k d c c d c d c

x P S f P
f P x S

x P S f P dP

β
β

β

=
= =

=∫
. (4.9) 

The update for Pf,c is similar.  Since the beta distribution is a natural-conjugate prior for a 

binomial process, the posterior density for Pd,c or Pf,c given an observation xc,k is also a 

beta density.  The parameters r and k of the beta density may be updated using r r r′′ ′= +  

and k k k′′ ′= + , where r ′′  and k′′  denote the parameters for the posterior density,  r ′  and 

k′  denote the parameters for the prior density, and r and k denote the parameters (number 

of “target present” observations and total number of observations, respectively) for the 

collected data.  The sensor manager is therefore capable of updating the densities 

describing the sensor performance characteristics at the same time that it is directing the 

movement of the sensors through the grid. 

4.3  Simulation Results 

 As discussed throughout in this chapter, uncertainty is present in real-world, 

fielded scenarios.  The previous section developed an uncertainty model applicable for 

sensor managers operating under uncertainty.  In order to better understand the effects of 

both modeling and failing to model uncertainty, a series of simulation results are now 

presented that explore the effects of uncertainty and uncertainty modeling on the 

performance of the sensor manager.  After these simulations are presented, then the real 

data that was considered in Section 3.6.5 is analyzed again with the incorporation of 

uncertainty modeling. 
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 Recall that the beta density is used to model uncertain probabilities of detection 

and false alarm.  To explore the effects of differing amounts of uncertainty, varying 

levels of uncertainty are simulated by selecting the r and k parameters of the beta density.  

The parameter k is chosen to be 100, 10, and 5, and the parameter r is chosen so that the 

expected values of the densities—the ratio r/k—are the same for each density and equal 

to the Pd or Pf value of the certain case to which uncertainty is being compared.  Smaller 

k values correspond to larger uncertainty, as may be seen in the example beta densities of 

Figure  4.9.  In the following simulations, the densities for Pd,c are initialized using the 

same beta density for each cell in the grid, and the same is true of Pf,c. 

 The following sections analyze a series of important cases corresponding to 

proper and improper uncertainty modeling.  Uncertainty may or may not be truly present 

in the problem, and uncertainty may or may not be assumed to be present by the sensor 

management framework.  The case with certain true probabilities and certain assumed 

probabilities corresponds either to the simulations performed in the previous chapter, or, 

in the presence of mismatch, to the sensitivity analysis performed in Section 4.1.1.  This 

case is not further revisited.  The remaining three combinations of certainty and 

uncertainty are considered here.  Assumed uncertainty results in the framework of 

Section 4.2 being used for the sensor manager; assumed certainty allows the use of the 

framework from earlier sections.  Certain true probabilities mean that the probabilities of 

detection and false alarm are one fixed value in all cells within the grid.  Uncertain true 

probabilities mean that the probabilities of detection and false alarm take on different 

values in each of the cells within the grid, meaning that some target cells are more likely 

to generate “target present” observations than other target cells and likewise for clutter 
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cells.  These probabilities are drawn from a beta density with the appropriate r and k 

parameters. 

4.3.1  Truth: Certain, Assumption: Uncertain 

 In this section, the case shall be considered in which uncertainty is not actually 

present in the problem, but in which the sensor manager assumes that uncertainty is 

present and uses the framework introduced in Section 4.2.  This scenario represents a 

situation in which the sensor manager is being overly conservative by assuming that the 

sensor probabilities of detection and false alarm are uncertain when they truly are not.  It 

would be desirable for there to be little or no performance loss caused by this 

unnecessary assumption of uncertainty.  The following results demonstrate that this is in 

fact the case. 

 Probability of error performance is given in Figure  4.10 for two different sensor- 

and target-number combinations.  The performance of the sensor manager is seen to be 

extremely robust and in fact degrades only slightly when the uncertainty modeling is 

used.  When k = 100, the performance of discrimination-directed search with uncertainty 

modeling is almost identical to discrimination-directed search with no uncertainty 

modeling.  Even when k = 5, which corresponds to the highest level of uncertainty that is 

modeled, the performance of discrimination-directed search at 0 dB is still superior to 

direct search at 3 dB.  Indeed, the plots of Figure  4.10 show that relatively little 

probability of error performance loss occurs when the uncertainty modeling framework is 

utilized for data that is actually not uncertain.  These results are encouraging because they 
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demonstrate that overly conservative operation of the sensor manager does not result in 

significant performance degradation. 

4.3.2  Truth: Uncertain, Assumption: Certain 

 The next case to be analyzed is that in which uncertainty is present in the problem 

but in which that uncertainty is not assumed to be present within the framework of the 

sensor manager.  The uncertainty modeling framework of Section 4.2 is thus not used.  

This situation corresponds to the case in which uncertainty is present but in which that 

uncertainty is not properly modeled.  The results in this section and the following section 

are presented for the illustrative case of one sensor and five targets.  Similar results are 

obtained with other numbers of sensors and targets. 

 The performance results are shown in Figure  4.11, with each of the panels in the 

figure corresponding to an increasing amount of uncertainty from left to right.  When a 
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Figure  4.10.  Probability of error, Pe, versus number of observation intervals for discrimination-
directed and direct search when the true probabilities are certain but the assumed probabilities are 
uncertain.  Results are shown for (a) 1 sensor and 5 targets and (b) 3 sensors and 5 targets.  Three 
different uncertainty values are used:  k = 100, k = 10, and k = 5, corresponding to increasing 
uncertainty. 
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small amount of uncertainty is present (k = 100), the performance of the sensor manager 

remains good in comparison to direct search.  However, when larger amounts of 

uncertainty are present—namely, with k = 10 and k = 5—the performance of the sensor 

manager is severely degraded.  Note that in these cases, the performance of 

discrimination-directed search has actually fallen below the performance of direct search, 

and the sensor would be better off using a direct search procedure rather than the 

0 200 400 600 800 1000
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
Sensor manager performance for 1 sensor and 5 targets

Number of observation intervals

P
e

 

 

Discrim: 0dB
Direct: 0dB
Direct: 3dB
Direct: 6dB

0 200 400 600 800 1000
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
Performance for k = 100 with uncertain true probabilities

Number of observation intervals

P
e

 

 

Discrim: 0dB
Direct: 0dB
Direct: 3dB
Direct: 6dB

 
   (a)      (b) 

0 200 400 600 800 1000
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
Performance for k = 10 with uncertain true probabilities

Number of observation intervals

P
e

 

 

Discrim: 0dB
Direct: 0dB
Direct: 3dB
Direct: 6dB

0 200 400 600 800 1000
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
Performance for k = 5 with uncertain true probabilities

Number of observation intervals

P
e

 

 

Discrim: 0dB
Direct: 0dB
Direct: 3dB
Direct: 6dB

 
   (c)      (d) 

Figure  4.11.  Probability of error, Pe, versus number of observation intervals with 1 sensor and 5 
targets for discrimination-directed and direct search when the true probabilities are uncertain but 
the assumed probabilities are certain.  Results are shown for four different levels of uncertainty:  the 
true probabilities are certain in (a) and in the remaining plots have a beta density with (b) k = 100, 
(c) k = 10, and (d) k = 5. 
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intelligent sensor management procedure proposed in this work.  Such a result should 

discourage the use of certain Pd and Pf values for any real-world application of the 

presented sensor manager where there is likely to be a large amount of uncertainty. 

4.3.3  Truth: Uncertain, Assumption: Uncertain 

 Since the omission of uncertainty modeling when uncertainty is present was 

found to have severe repercussions in the sensor manager performance, it is of interest to 

determine whether the performance of the sensor manager may be restored through the 

use of proper uncertainty modeling.  Simulation results with the incorporation of 

uncertainty modeling are shown in Figure  4.12.  Now that the uncertainty present in the 

data has been properly modeled, the performance of the sensor manager is significantly 

improved over its performance in the previous section.  Discrimination-directed search 

now outperforms direct search at all uncertainty levels.  A clear trend is also noticed that 

as the level of uncertainty becomes smaller, the performance of discrimination-directed 

search becomes better in comparison to direct search.  For the case of k = 100, 

discrimination-directed search performance with uncertainty modeling is superior to 

direct search at 3 dB.  When k = 5, on the other hand, the performance of discrimination-

directed search with uncertainty modeling is still better than direct search performance at 

the same SNR, but discrimination directed search no longer outperforms direct search by 

the large margins that it did earlier.  Discrimination-directed search performance at 0 dB 

lies between direct search performance at 3 dB and 0 dB. 

 While the lack of uncertainty modeling in the previous section resulted in sensor 

manager performance that was worse than direct search, the proper modeling of the 
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uncertainty has been demonstrated in this section to result in discrimination-directed 

search performance that is superior to direct search performance at the same SNR.  The 

ability of the sensor manager to outperform direct search when uncertainty is present and 

modeled is an important result for the real-world application of the proposed sensor 

manager.  Since uncertainty is almost certainly present in a real-world setting, the sensor 

manager must be able to perform successfully when the operating characteristics of the 
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Figure  4.12.  Probability of error, Pe, versus number of observation intervals with 1 sensor and 5 
targets for discrimination-directed and direct search when the true probabilities are uncertain.  
Results are shown with and without uncertainty modeling for four different levels of uncertainty.  
The probabilities are certain in (a) and in the remaining plots have a beta density with (b) k = 100, (c) 
k = 10, and (d) k = 5. 
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sensors being managed are uncertain.  To further emphasize the amount of performance 

that may be recovered through proper uncertainty modeling, the performance of 

discrimination-directed search with and without proper uncertainty modeling is shown in 

Figure  4.13 for one sensor and five targets.  The performance that is regained from 

correctly modeling the uncertainty is significant and, recalling the discussion from the 

previous section, is the difference between discrimination-directed search performing 

worse than direct search and discrimination-directed search outperforming direct search 

as it has been designed to do. 
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Figure  4.13.  Performance effects of properly and improperly modeling uncertainty for 1 sensor and 
5 targets.  The probability of error, Pe, is plotted versus number of observation intervals for 
discrimination-directed search with uncertainty present but not modeled and with uncertainty 
present and modeled for three different uncertainty levels. 
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4.3.4  Uncertainty Modeling on Real Data 

 Now that the effects of modeling and failing to model uncertainty have been 

examined in simulation, attention is returned to the real landmine data that was first 

analyzed in Section 3.6.5.  This data is now processed using the sensor manager and 

incorporating uncertainty modeling at the three different levels of k = 100, k = 10, and k = 

5.  Performance results obtained using these parameters are shown in Figure  4.14.  Notice 

that all of the uncertainty modeling curves cluster relatively closely with the 

discrimination-directed search curve without uncertainty modeling, meaning that 

discrimination-directed search with uncertainty modeling is continuing to outperform 

direct search.  In fact, the uncertainty modeling curves actually demonstrate improved 

performance over discrimination-directed search performance without uncertainty 

modeling, as may be seen more clearly in Figure  4.14(b).  The smallest amount of 
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Figure  4.14.  Probability of error, Pe, versus aggregate cost of use for discrimination-directed search 
using S1, S2, and S3 with uncertainty modeling on the GA Tech landmine data.  Plotted for 
comparison are the performance results of direct search and discrimination-directed search using 
different combinations of sensing modalities.  (a) shows the full results and (b) zooms in on the 
uncertainty modeling results. 
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uncertainty, k = 100, provides only a slight gain over the performance that is obtained 

with no uncertainty modeling.  However, the two higher levels of uncertainty modeling, k 

= 10 and k = 5, both provide a more substantial gain in performance.  After a total cost of 

1000, for example, uncertainty modeling with k = 10 provides a 50% reduction in the 

probability of error. 

 The results in the previous sections demonstrated that sensor manager 

performance on uncertain simulated data is improved by properly modeling the 

uncertainty that is present, and the results in Figure  4.14 demonstrate a similar effect for 

real landmine data.  Even though the real data does not exactly follow the modeled 

distributions in the way that the simulated data did in the preceding sections, the beta 

distributions for Pd,c and Pf,c model the uncertainty present in the real landmine data with 

sufficient fidelity that a noticeable performance improvement is obtained through 

uncertainty modeling.  Furthermore, recall the caveat that the sensor manager is 

continuing to assume that the three different sensing modalities used in the real data case 

are independent.  The uncertainty modeling in this chapter has thus demonstrated a 

performance improvement over the results without uncertainty modeling even when the 

sensor manager is constrained by a set of limiting assumptions such as independence 

between the three sensing modalities. 

4.3.5  Mismatched Beta Densities 

 The uncertainty models developed and analyzed in this chapter require the 

selection of a beta density to use for the modeling of uncertainty.  Since the amount of 

uncertainty is not known a priori in realistic application, the robustness of the sensor 
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manager to mismatch between the assumed and true beta densities must be analyzed.  

Three different beta densities corresponding to different levels of uncertainty have been 

used throughout this chapter:  k = 100, k = 10, and k = 5.  The following simulations 

examine the performance effects of assuming within the sensor manager computations 

that one beta density is true when in fact one of the other beta densities is true.  As in the 

previous section, illustrative results are presented for the case of one sensor searching for 

five targets in a 10x10 cell grid. 

 Figure  4.15(a) shows performance results for assuming different levels of 

uncertainty when the k = 100 density is true.  It is apparent in this case that even when the 

assumed and true beta densities are mismatched that there is little degradation present in 

the sensor manager performance.  The k = 100 case has only a small amount of 

uncertainty present and is therefore largely analogous to the case in Section 4.2.1 where 

uncertainty is assumed to be present but in fact is not.  These results indicate that 

assuming a large amount of uncertainty when in fact only a small amount is actually 

present does not cause a significant degradation in sensor manager performance. 

 Figure  4.15(b) and Figure  4.15(c), however, show that the reverse is not true.  

Figure  4.15(b) plots the performance of the sensor manager when the k = 10 beta density 

is the true density.  In this case it is observed that assuming that sensor Pd and Pf are 

certain or that they only have a small amount of uncertainty (k = 100) causes a substantial 

loss in performance.  This observation is even more true in the results seen in Figure 

 4.15(c), where k = 5 is the true density.  Assuming certainty or assuming that k = 100 

results in extremely poor sensor manager performance.  In fact, assuming that k = 100 

when k = 5 is the true density results in discrimination-directed search performance at 0 
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dB that is worse than direct search at the same SNR after a large number of observations.  

It is also observed, however, that when k = 10 or k = 5 is the true density, assuming that 

the other of the higher-uncertainty densities is true (k = 5 or k = 10, respectively) 

continues to produce good sensor manager performance.  In both Figure  4.15(b) and 

Figure  4.15(c) there is relatively little difference between the k = 10 and the k = 5 curves.  

These results indicate that the sensor manager is robust to mismatched beta densities for 
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      (c) 

Figure  4.15.  Probability of error, Pe, versus number of observation intervals for discrimination-
directed search using uncertainty modeling with mismatched beta densities.  The true density of the 
uncertainty that is present is (a) k = 100, (b) k = 10, and (c) k = 5, and the assumed density is varied 
and denoted in the legend.  Plotted for comparison are performance results for direct search at 0 dB, 
3 dB, and 6 dB using the correct beta density. 
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higher levels of uncertainty as long as the assumed level of uncertainty is sufficiently 

close to the true level of uncertainty. 

 These observations suggest that in a setting where the true uncertainty level is 

unknown, it is safer to overestimate the amount of uncertainty that is present in the 

problem.  In none of the simulation results presented above did the assumption of higher 

uncertainty levels (k = 10 or k = 5) cause a substantial performance loss.  In all of the 

results, the use of the correct uncertainty densities naturally results in the best 

performance, but the sensor manager has been demonstrated to be reasonably robust to 

mismatches in the beta densities used for uncertainty modeling.  These results indicate 

that precise specification of the densities describing the uncertain probabilities of 

detection and false alarm is not essential for the sensor manager to perform well. 

4.4  Discussion 

 This chapter has advanced the sophistication of the sensor manager through the 

introduction of an uncertainty model that is capable of addressing the uncertainty that is 

present in realistic problems.  The results in this chapter demonstrated the importance of 

modeling uncertainty in the sensor probabilities of detection and false alarm.  It was 

shown that failing to model that uncertainty can result in discrimination-directed search 

performance that degrades so substantially that it is worse than direct search.  When 

uncertainty is properly modeled using the framework developed in Section 4.2, however, 

much of the performance that was lost through the introduction of uncertainty is regained 

and the sensor manager once again outperforms direct search. 



 

 111 

 The uncertainty modeling that was introduced in Section 4.1 improved the 

performance of the sensor manager on a set of real landmine data over the performance 

that was obtained when no uncertainty modeling was used.  The performance 

improvements seen on the real data when uncertainty modeling was applied correspond 

well with the improvements in performance that were achieved through properly 

modeling uncertainty in simulation.  In real data such as the landmine data considered in 

this chapter and in Chapter 3, the sensor probabilities of detection and false alarm vary 

between different target cells and between different clutter cells, and the uncertainty 

modeling framework that has been proposed may be used to help account for this 

uncertainty in a way that increases the overall performance of the system. 

 The sensor manager has furthermore been demonstrated to be robust to a variety 

of errors and mismatches in parameters and assumed densities.  For example, the sensor 

manager was demonstrated to be robust to reasonable errors in the prior information as 

well as to mismatch in the beta densities used for uncertainty modeling.  The introduction 

of uncertainty modeling that was presented in this chapter eliminates one of the limiting 

assumptions that previously characterized the sensor manager, making the sensor 

manager more realistic and broadly applicable to static detection problems.  The 

demonstration of improved performance on real data that was presented in Section 4.3.4 

further indicates the efficacy of these uncertainty models.  The introduction of 

uncertainty modeling, combined with the demonstration of sensor manager robustness to 

errors in several different areas, represent additional advancement towards the goal of 

fielding a realistic and effect static target detection sensor manager.  
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 The probability of error performance metric used in this chapter and in Chapter 3 

assumes that the number of targets is known, which is clearly an unrealistic assumption.  

In order to remove this assumption, the next chapter introduces the SPRT in order to 

provide a sequential mechanism for making declarations of “target” and “no target” in 

each cell as data is observed.  The use of a declaration-based approach permits the 

straightforward computation of system probabilities of detection and false alarm and 

supersedes the probability of error performance metric in which the number of targets is 

assumed to be known.  The SPRT further allows the direct specification of desired 

system probabilities of detection and false alarm, which grants more control over the 

system performance than may be obtained by simply setting a threshold on the state 

probability that a cell contains a target and declaring cells that surpass this threshold to 

contain a target. 
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Chapter 5 – Declaration-Based Sensor Management 

 The previous two chapters have developed a sensor manager that has many 

realistic features and that is suitable for application on a general set of static target 

detection problems.  This sensor manager has further been demonstrated to be superior to 

both a direct search technique and the JMPD sensor manager on static target detection 

problems.  However, there are still a number of limiting assumptions present in the sensor 

management framework.  In the previous two chapters, the sensor manager has estimated 

the locations of targets within the cell grid by assuming knowledge of the exact number 

of targets present, N, and by then flagging the N cells with the highest posterior state 

probabilities of containing a target as the target locations.  Alternatively, a threshold on 

the state probability of containing a target could be used and any cell with a state 

probability of containing a target above that threshold would be selected as a target cell.  

It is clear that in a realistic application, the number of targets is not known a priori, and so 

the selection of the N cells with the largest state probability of containing a target is 

simply infeasible.  One drawback of using a threshold on the state probabilities is that 

even though during the course of the simulation it may become apparent that some cells 

are clearly target cells and other cells are clearly non-target cells, all cells are always 

available to be observed, and, depending on the values of the expected information gain, 

these cells could continue to be observed, resulting in additional costs with no 

improvement in performance.  A declaration-based system, however, would solve this 

problem by adaptively making declarations during the course of the simulation as it 

becomes apparent that some cells are target cells and other cells are non-target cells. 
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 To address the above concerns, this chapter introduces an alternative approach for 

selecting target locations in which declarations are made within each of the cells based on 

the data that has been observed in that cell [123, 124].  Possible declarations are:  

“target,” “no target,” and “undecided” (i.e., need more information).  All cells begin in 

the “undecided” state, and as data is collected, declarations of “target” or “no target” are 

gradually made.  The advantages of a declaration-based approach for estimating the 

target locations are numerous.  Using a declaration-based sensor manager, probabilities 

of detection and false alarm may be readily calculated based on the cells that have been 

declared as “target” cells and “no target” cells.  These performance measures are the 

preferred performance measures for a standard detection problem and are used instead of 

the probability of error performance metric used in Chapters 3 and 4.  A declaration-

based approach also provides a natural stopping criterion for the sensor manager—

namely, once a declaration has been made for each cell in the grid.  Furthermore, a 

declaration-based approach fits well within the operating paradigm and experiential 

mindset of human operators within specific application settings such as landmine 

detection. 

 The declaration-based approach to target detection is implemented using the 

sequential probability ratio test (SPRT) developed by Wald [125].  The SPRT optimally 

minimizes the average number of observations that are required to make a decision with 

specified error probabilities for a binary hypothesis detection problem utilizing 

independent and identically distributed (i.i.d.) observations [126].  The SPRT has been 

widely implemented in a variety of problems.  For example, [127] and [128] use SPRTs 

in a distributed, centralized sensor networking problem both for local sensor decisions 
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and centralized, fused decisions.  The SPRT is used to confirm or reject target tracks for a 

multitarget tracking application in [129], and the use of sequential techniques for radar 

problems is discussed in [130].  Xu, et al., use an SPRT for object detection in ground 

penetrating radar data [131].  The SPRT is also used for object detection in this chapter.  

Sensor observations are processed using an SPRT to generate detection decisions for each 

cell in the grid.  The principal advancement of this chapter is in the combining of the 

sequential detection provided by the SPRT with the information-based, uncertainty-

modeling sensor manager that has been developed previously in Chapters 3 and 4 [108, 

122] to produce a more fluid, useful, and intuitive sensor management framework.  

Additionally, in this chapter, the sensor manager is tested on a large dataset from the U.S. 

Army’s autonomous mine detection sensors (AMDS) program [67] that demonstrates the 

efficacy of the proposed declaration-based approach and its superiority over direct search 

approaches.  The landmine data considered in this chapter was collected using both GPR 

and EMI sensor and contains 112 mines and nearly as many clutter objects and blank 

cells, providing a large database on which to test the performance of the sensor manager. 

 This chapter first presents the details of the SPRT along with a discussion of the 

SPRT implementation as it is performed within the presented sensor management 

framework.  Equations for implementing the SPRT are introduced both for the certain 

case and for the case where uncertainty modeling is used.  When uncertainty modeling is 

used, it becomes possible for the SPRT to fail to terminate, and so the truncated SPRT is 

also introduced in which a declaration is forced if one has not yet been made after a 

certain number of observations.  Results for the sensor manager using SPRT declarations 

are then presented, first using simulated data and then using the large dataset of real 
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landmine data mentioned above.  A detailed analysis of the performance of the sensor 

management algorithm on both the real and simulated data is also presented, including a 

discussion on the selection of the desired error probabilities for the SPRT and the effects 

of uncertainty modeling on sensor manager performance. 

5.1  SPRT 

 This section reviews the SPRT and presents the essential steps in its 

implementation.  The SPRT was first developed by Wald in 1943 [132] and then 

presented in a seminal book several years later [125].  The SPRT examines the binary 

hypothesis testing problem where a null hypothesis, H0, is tested against an alternative 

hypothesis, H1.  The hypotheses typically concern some unknown parameter, θ, and are 

written: 

  0 0

1 1

:

:

H

H

θ θ
θ θ

=
=

 (5.1) 

Let X represent the random variable that is being observed in the test and let a sequence 

of k data samples x1, . . . xk from the random variable X be denoted Xk.  The probability 

ratio Zk is formed as the ratio of the joint probabilities of the data samples Xk given the 

two hypotheses: 
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For each data sample xi that is taken, the individual probability ratio zi may also be 

formed: 
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Assuming that the data samples are independent, Zk may be represented as the product of 

the probability ratios z1, . . . zk, so that 
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The SPRT is performed after each new observation by comparing Zk to thresholds A and 

B.  If B < Zk < A, then no decision may yet be made and another sample must be taken.  If 

Zk ≥ A, then H1 is chosen and the experiment ceases.  Similarly, if Zk ≤ B, then H0 is 

chosen and the experiment ceases.  The probability ratio calculation may also be 

performed using logarithms to eliminate the multiplication required in (5.4).  Using 

logarithms, 

  1 2log log log logk kZ z z z= + + +K , (5.5) 

and then log Zk is compared to thresholds log A and log B in an identical manner to that 

described above. 

 The thresholds A and B are calculated by choosing the desired error probabilities.  

In the binary hypothesis testing problem, two errors are possible.  Type-I error, denoted 

by α, represents choosing H1 when H0 is true.  Type-II error, denoted by β, represents 

choosing H0 when H1 is true.  The desired error probabilities α and β are chosen and the 

thresholds are then calculated as 
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     and     
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β β

α α
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The thresholds given in (5.6) are in actuality approximations unless the SPRT terminates 

with Zk exactly at one of the threshold values A or B.  In many cases, Zk will not terminate 

exactly at A or B, and the result is that the effective error probabilities are better than the 

α and β values specified.  Several methods have been presented in the literature to obtain 

more precise estimates of the actual error probabilities that are achieved [133-135].  For 

the purposes of this work, the precise specification of the error probabilities is not crucial, 

and Wald’s original approximations suffice. 

 Summarizing the discussion from above, the SPRT is performed as: 

  
1

1

0

If       take another observation, 
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 (5.7) 

The SPRT is sequential because the probability ratio is calculated after each observation 

and compared to the thresholds A and B in order to make a decision at the earliest 

opportunity.  In contrast, non-sequential techniques require a fixed number of 

observations before a decision is produced.  Wald reports that the SPRT reduces by 

approximately 50% the number of observations that must be made before an equally 

confident decision is reached [125]. 

5.2  Sensor Management with Declarations 

 The implementation of the SPRT within the sensor management framework is 

now discussed.  Recall that the sensor manager searches for targets within a grid of cells.  

Each of these cells is now considered as a binary hypothesis testing problem with 

  0

1

:   no target present in cell 

: target present in cell 

H c

H c
. (5.8) 
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In the notation of Section II, these hypotheses may be written 

  0
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. (5.9) 

The SPRT thresholds A and B are determined based on the desired error probabilities α 

and β.  Note that, in the context of the binary hypothesis testing problem defined in (5.9), 

α is the probability of false alarm and β is the probability of missed detection.  Setting α 

and β therefore corresponds to setting the desired performance of the sensor manager in 

its entirety.  Denoting the overall performance of the sensor manager as Pd
* and Pf

* in the 

following equations to differentiate these values from individual sensor performance 

characteristics, 

  * *     and     1f dP Pα β= = −  (5.10) 

so that 
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These threshold values are calculated once for the entire cell grid, and the same values of 

A and B are used in each cell. 

 At all times, each cell within the grid shall be considered to be in one of three 

possible states:  “undecided,” “target,” or “no target.”  The “undecided” state means that 

a decision has not yet been made in a cell, while “target” and “no target” both mean that a 

cell has been flagged with that designation.  All cells begin in the “undecided” state.  The 

sensor manager guides the sensors through the cell grid by maximizing the expected 

discrimination gain that is obtained with each new observation.  As each observation is 

made, the probability ratio for that cell is updated and compared to the SPRT thresholds, 
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A and B.  If either “target” or “no target” is declared, the state of the cell is changed to 

reflect that declaration and any further observations have no bearing on the state 

declaration.  If more data is required to make a decision, the state of the cell remains 

“undecided” and sensor management proceeds with the selection of the next cell to 

observe.  Let Zc,k represent the probability ratio after k observations have been made in 

cell c: 
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Similarly, let the probability ratio for an individual observation i be written as zc,i: 
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Assuming that the observations are independent, Zc,k may be written 
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The SPRT decisions are then summarized as: 
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Only one probability ratio is maintained in each cell, and the observations from each of 

the individual sensors contribute to that same probability ratio. 

 It must be stressed that the introduction of the SPRT declaration procedure into 

the sensor management framework has no bearing on the manner in which sensor 

management is performed.  The sensor manager still greedily maximizes the expected 
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discrimination gain that is obtained with each new observation.  The cell-level 

declarations provide a natural stopping condition (stop once all cells have a “target” or 

“non-target” declaration), allow the calculation of an overall Pd and Pf performance for 

the system, and divorce the sensor manager from the need to know the number of targets 

present in the scene or the need to threshold the state probabilities of containing a target. 

5.2.1  Zc,k in the Certain Case 

 As discussed in Chapter 4, the sensor manager may assume that sensor 

probabilities of detection and false alarm are either certain or uncertain.  The updating of 

the probability ratios Zc,k is different in each case.  First, the certain case is considered.  

Since the observations made by the sensors are binary and all sensor observations are 

assumed to be independent, the probability ratios zc,i associated with each observation 

may be straightforwardly enumerated.  Recall from Chapter 3 that the probability of 

making an observation given the cell state is 

  
( ) ( )
( ) ( )

, , , , , ,

, , , , , ,

Pr 1 1 Pr 0 1 1

Pr 1 0 Pr 0 0 1

c k m c d m c k m c d m

c k m c f m c k m c f m

x S P x S P

x S P x S P

= = = = = = −

= = = = = = −
, (5.16) 

where Pd,m and Pf,m as before denote the performance characteristics of the sensor making 

the observation.  Let the notation zc,i(a) correspond to the probability ratio when the 

observed data xc,i,m is xc,i,m = a.  The possible probability ratios are then 
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As mentioned in the previous section, the observations of all sensors within one cell 

contribute to a single probability ratio.  The contributions vary depending on the 

particular performance characteristics of the sensors involved, as indicated by (5.17). 

5.2.2  Zc,k in the Uncertain Case 

 The calculation of Zc,k with uncertain probabilities of detection and false alarm is 

slightly more complex.  The probabilities of detection and false alarm are now unknown 

quantities represented by beta densities; recall from Chapter 3 that the probability of 

making an observation xc,k,m in a cell given the data that has previously been observed in 

the cell is 
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It is clear from (5.18) that the observations made in a cell are no longer independent, and 

so the SPRT may not be simplified according to (5.14).  Instead, the probability ratio Zc,k 

must be computed from the joint densities as in (5.2).  The joint densities, however, may 

be separated into a product of conditional densities so that Zc,k may be written as 
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An individual probability ratio zc,i(a) may then be defined using the observation 

probabilities given in (5.18) above.  Thus, 
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The overall probability ratio may then be computed as the product of the individual 

probability ratios zc,i(a), with zc,i(a) given as in (5.20). 

5.2.3  Truncated SPRT 

 As mentioned earlier in this chapter, a complication in the use of the SPRT is 

introduced through dependent observations such as those in (5.20).  Wald notes that the 

assumption of independent observations has been used in proving that the SPRT will 

terminate with probability equal to one [125].  With dependent observations, termination 

is not guaranteed.  One solution to this problem is to consider the truncated SPRT.  The 

truncated SPRT functions exactly as the SPRT described in Section 5.2 with the 

following additional step:  once a maximum number of observations, obsmax, has been 

reached in a cell, a decision is forced between the “target” and “no target” states.  In this 

work, the forced-decision rule is: 
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 (5.21) 

The error probabilities achieved by the truncated SPRT are no longer guaranteed to be as 

good as or better than the desired error probabilities α and β that were selected.  As more 

and more decisions are made due to truncation and not to passing the SPRT thresholds, 

there exists greater possibility for deviation from the desired error probabilities.  The use 
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of the truncated SPRT, however, guarantees that a declaration is made in each cell and 

that there are no problems due to the SPRT failing to terminate. 

5.2.4  Performance Measures 

 The use of a declaration-based approach as discussed in this chapter allows the 

performance of the sensor manager to be measured in terms of quantities readily 

understandable to those working with target detection applications:  probabilities of 

detection and false alarm, which may be calculated for the entire system.  Since the focus 

of this research is on sensor management for choosing which sensor to use and for 

selecting where to have that sensor observe and not for signal processing to improve raw 

Pd and Pf performance, the principal performance metric used in the following sections is 

probability of detection versus cost.  Each sensor has a cost of use as discussed in 

Chapter 3, and the aggregate cost of all sensor observations made is tallied and plotted 

against the probability of detection for the system.  Other metrics used include the 

expected probabilities of detection and false alarm for the system, which are obtained by 

averaging the final Pd and Pf performance that is obtained for a large number of 

realizations of the simulation. 

5.3  Simulation Results 

 Simulation results for the sensor manager are now presented using the 

declaration-based approached discussed in the previous section.  The following 

simulations are performed in a 10x10 grid with desired error probabilities α = 0.05 and β 

= 0.004.  Results for discrimination-directed search at 0 dB are compared to two different 
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forms of direct search at SNRs of 0 dB, 3 dB, and 6 dB.  Both the sensor manager and the 

direct search approaches use the SPRT to make declarations in the cells as data is 

collected.  Discrimination-directed search, as before, uses the sensor manager presented 

to direct the operation of the sensors, while the direct search techniques methodically 

sweep through the grid in a predefined pattern.  After a “target” or “no target” declaration 

is made in a cell, the expected discrimination gain for making an additional observation 

in that cell is set to zero so that the discrimination-directed sensor manager never revisits 

that cell.  The first of the direct search techniques, termed basic direct search, continues 

to observe each cell in the grid as it moves along its search path.  The second direct 

search, termed smart direct search, skips over cells that already have a “target” or “no 

target” declaration.  The behavior of basic direct search represents truly blind search in 

the sense that the information provided by the sensor observations is not used to alter the 

search pattern.  Smart direct search does in fact make use of information obtained by the 

sensors and therefore represents a primitive form of sensor management. 

 With desired error probabilities of α = 0.05 and β = 0.004, the final system 

probability of detection that is obtained in the certain case is Pd = 0.996.  Since the 

expected final probability of detection is so close to one, results for the certain case plot 

the probability of detection versus the expected cost required to achieve that probability 

of detection.  The probability of detection versus expected cost results for three sensors 

searching for ten targets are presented in Figure  5.1.  Discrimination-directed search at 0 

dB clearly outperforms both direct search techniques at the same SNR.  The average cost 

for detecting all ten targets is approximately 500 for discrimination-directed search, while 

it is over 700 for smart direct search and over 1200 for basic direct search at 0 dB.  
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Comparing to the other direct search curves, discrimination-directed search performs 

similarly to smart direct search at 3 dB and performs between basic direct search at 3 dB 

and 6 dB.   These performance gains are consistent with those observed using the 

probability of error performance metric in Chapter 4 and in Kastella [68, 108]. 

 Since informative priors are sometimes available for static target detection 

problems of interest, the performance of the sensor manager is also examined when an 

informative prior is used; Figure  5.2 gives the probability of detection versus expected 

cost performance of the sensor manager searching for ten targets with three sensors when 

the vertical road prior density and the high-level scan prior density are used.  

Discrimination-directed search at 0 dB outperforms smart direct search at 3 dB and basic 

direct search at 6 dB in both of cases.  The results in Section 4.1.4 demonstrated that the 
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Figure  5.1.  Probability of detection versus expected cost for discrimination- directed and direct 
searches with three sensors searching for ten targets.  Results are given for both basic and smart 
direct searches at each of the SNR levels of 0 dB, 3 dB, and 6 dB. 
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probability of error performance of the sensor manager is improved by using the 

available prior information [108], and Figure  5.2 provides similar results for the 

probability of detection versus expected cost performance. 

 Finally, the effects of uncertain sensor probabilities of detection and false alarm 

are considered in simulation.  Since uncertainty modeling can cause the SPRT to fail to 

terminate, as discussed in Section 5.2, the truncated SPRT is used in the following 

simulation for the cases that incorporate uncertainty modeling.  The results of uncertainty 

being present in the framework and being both properly and improperly modeled are 

given in Figure  5.3 for the case of one sensor and ten targets with α = 0.05 and β = 0.05.  

The curves in Figure  5.3 show the expected final probability of detection and the 

expected final probability of false alarm that are obtained by the system once declarations 

have been made in all cells.  When no uncertainty modeling is used, termination of the 

SPRT is guaranteed and the traditional SPRT is used.  As may be seen in Figure  5.3 for 
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Figure  5.2.  Probability of detection versus expected cost for discrimination- directed and direct 
searches with three sensors searching for ten targets using (a) the vertical road prior density and (b) 
the high-level scan prior density.  Results are given for both basic and smart direct searches at each 
of the SNR levels of 0 dB, 3 dB, and 6 dB. 
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the certain case, the expected final probabilities of detection and false alarm are better 

than those specified by the desired error probabilities α and β, which is the performance 

guaranteed by the SPRT.  Once sufficient uncertainty is introduced into the problem, 

however, the expected final probability of detection is no longer greater than 0.95 and the 

expected final probability of false alarm is no longer less than 0.05 because the data no 

longer corresponds to the model being used to evaluate the SPRT.  However, the use of 

uncertainty modeling is demonstrated to be able to improve the performance of the sensor 

manager both in the expected probability of detection and in the expected probability of 

false alarm when uncertainty is present in the problem.  The performance is not restored 

to the level that it was in the certain case, but it is improved compared to the performance 

obtained without uncertainty modeling.  Note that the results in Figure  5.3 show the 
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Figure  5.3.  Expected final probability of detection versus uncertainty level for discrimination-
directed search without uncertainty modeling and with uncertainty modeling with obsmax = 20, obsmax 
= 100, and obsmax = 1000.  Results are presented for the case of one sensor searching for ten targets. 
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expected final system performance, which is the same regardless of whether the sensor 

manager or a direct search technique is used.  However, much as is seen in Figure  5.1 and 

Figure  5.2, the use of the sensor manager enables a specific probability of detection to be 

reached more quickly than that probability of detection is reached with either smart direct 

or basic direct search. 

 Although uncertainty modeling improves the expected final probability of 

detection and false alarm, the use of uncertainty modeling also increases the cost incurred 

to reach a given probability of detection due to a larger number of observations needing 

to be made before each declaration is made.  Figure  5.4 shows how the cost of reaching a 

given expected probability of detection increases with the use of uncertainty modeling.  

The amount of cost increase depends on the value of obsmax that is used.  The amount of 
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Figure  5.4.  Expected probability of detection versus cost for discrimination- directed search with and 
without uncertainty modeling given a true uncertainty level of k = 10.  Results are presented with 
uncertainty modeling using obsmax = 20, obsmax = 100, and obsmax = 1000. 
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improvement in the expected final probabilities of detection and false alarm, as seen in 

Figure  5.3, is also controlled by the value of obsmax.  In essence, the use of uncertainty 

modeling represents a tradeoff.  Uncertainty modeling allows the system to reach 

expected probabilities of detection and false alarm that were unattainable without 

uncertainty modeling, but the cost incurred by the system is higher than if uncertainty 

modeling were not used. 

5.3.1  Selection of SPRT Threshold Parameters 

 As discussed in Section 5.2, when there is no uncertainty in the problem and when 

observations from test data exactly follow the sensor probabilities of detection and false 

alarm, the choice of desired error probabilities allows the system probability of false 

alarm and missed detection and the SPRT threshold parameters to be determined 

according to (5.10) and (5.11).  However, when the observations arising from test data 

are different from the probabilities of detection and false alarm assumed in training, no 

such guarantees may be made.  In this case, the probability that an observation of an 

object is “target present” drives the probability that that specific object is declared to be a 

target.  These probabilities of declaration are further determined by the SPRT desired 

error probabilities α and β that are selected.  Figure  5.5 presents a plot of the detection 

probabilities—generated via simulation—that result from several different SPRT 

thresholds in the 0dB case (with Pd = 0.76 and Pf = 0.24) and also when Pd = 0.85 and Pf 

= 0.3.  These two cases are considered in order to demonstrate performance for the 0dB 

case, which has been frequently used in results presented in this thesis, as well as to show 
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system behaviors for a case in which the probabilities of detection and false alarm do not 

sum to one. 

 As may be seen in Figure  5.5, the probability that an object is declared to be a 

target varies smoothly with the probability that a “target present” observation is made for 

that object.  Smaller desired error probabilities produce a sharper transition from low 

values to high values in the probability that an object is declared a target.  On the other 

hand, higher desired error probabilities broaden the curve so that there is a larger region 

in which there is a reasonable chance for an object to be declared either a target or a non-

target.  The results in both Figure  5.5(a) and Figure  5.5(b) show similar trends in their 

behavior.  Given a situation where the probability of observing “target present” is not 

constant across objects and given that a density for the probability of observing “target 

present” is available for targets and non-targets, the curves in Figure  5.5 may be used to 

predict the expected final probability of detection and false alarm.  Such an analysis 
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Figure  5.5.  Probability of declaring an object to be a target as a function of the probability that an 
individual observation of that object is “target present” with obsmax = 1000 for (a) the 0dB case, in 
which the sensor probability of detection is 0.76 and the sensor probability of false alarm is 0.24, and 
(b) the case in which the sensor probability of detection is 0.85 and the sensor probability of false 
alarm is 0.3.  Results are presented for several different SPRT desired error probabilities α and β. 
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permits a systematic study of the performance effects of varying the SPRT threshold 

parameters so that appropriate threshold parameters may be chosen for the specific 

application under consideration. 

5.3.2  Uncertainty Modeling and the Truncated SPRT 

 Just as probability of detection curves were generated in the previous section for 

the case with no uncertainty modeling, curves may also be generated for cases with 

varying amounts of uncertainty modeling.  As discussed in Section 5.2.3, since the 

termination of the SPRT is no longer guaranteed when using uncertainty modeling, the 

truncated SPRT must be used in order to force a decision after a maximum number of 

observations, obsmax, have been made.  Figure  5.6 shows detection curves for varying 

levels of uncertainty modeling for the 0dB case using desired error probabilities of α = 

0.05 and β = 0.05.  As may be seen in Figure  5.6, the use of uncertainty modeling 

essentially sharpens the declaration-making process so that objects with a probability of 

observing “target present” that is closer to the probability of detection than to the 

probability of false alarm are much more likely to be declared a target, and vice versa for 

the non-targets.  While visible at each of the three obsmax values presented in Figure  5.6, 

this trend becomes more pronounced for larger values of obsmax.  Therefore, as long as 

the target objects have a density for the probability of observing “target present” that is 

generally concentrated in the regions closer to the sensor Pd than the sensor Pf, the system 

probability of detection will be improved through the use of uncertainty modeling.  

Similar results are of course true of the non-target objects and the system probability of 

false alarm.  This behavior explains why the use of uncertainty modeling produces the 
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improvement in the expected final probability of detection and the expected final 

probability of false alarm that is observed in Figure  5.3.  Much as with the results in 

Figure  5.5 in the previous section, given densities for the probabilities that observations 

of target and non-target cells result in “target present,” the expected final probabilities of 

detection and false alarm when using uncertainty modeling and a specific obsmax value 

may be computed from Figure  5.6. 
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Figure  5.6.  Probability of declaring an object to be a target as a function of the probability that an 
individual observation of that object is “target present” for the 0dB case, in which the sensor 
probability of detection is 0.76 and the sensor probability of false alarm is 0.24, with (a) obsmax = 20, 
(b) obsmax = 100, and (c) obsmax = 1000.  Results are presented for the certain case and for uncertainty 
modeling with k = 20, k = 10, and k = 5. 
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 Figure  5.7 shows similar detection curves for the case when the sensor 

performance characteristics are Pd = 0.85 and Pf = 0.3.  The trends in system behavior are 

the same as those that are observed in Figure  5.6, but the shapes of the detection curves 

are slightly different.  Notice that in Figure  5.6, the detection curves are odd functions 

centered about the point (0.5, 0.5).  This symmetry arises from the fact that the sensor 

performance characteristics in the 0dB case sum to one.  In Figure  5.7, however, the 
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Figure  5.7.  Probability of declaring an object to be a target as a function of the probability that an 
individual observation of that object is “target present” for a case in which the sensor probability of 
detection is 0.85 and the sensor probability of false alarm is 0.3, with (a) obsmax = 20, (b) obsmax = 100, 
and (c) obsmax = 1000.  Results are presented for the certain case and for uncertainty modeling with k 
= 20, k = 10, and k = 5. 
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symmetry in behavior is gone, and the detection curves are more elongated towards the 

side with a low probability of observing “target present” for the interrogated object.  

Examining Figure  5.7(a), it also becomes apparent that the introduction of uncertainty 

modeling produces slightly more improvement for low probabilities of observing “target 

present” than it does for high probabilities of observing “target present.”  The general 

trends in behavior that are presented in Figure  5.6 and Figure  5.7 are clearly very similar.  
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Figure  5.8.  Probability of truncation as a function of the probability that an individual observation 
of that object is “target present” for the 0dB case, in which the sensor probability of detection is 0.76 
and the sensor probability of false alarm is 0.24, with (a) obsmax = 20, (b) obsmax = 100, and (c) obsmax = 
1000.  Results are presented for uncertainty modeling with k = 50, k = 20, k = 10, and k = 5. 
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The differences pointed out are merely used to illustrate some of the slight variations that 

can occur with the specific parameters that are selected. 

 Since the results in this section make use of the truncated SPRT, it is also helpful 

to understand where and how frequently truncation is occurring.  Figure 5.8 shows the 

percentage of decisions that are made due to truncation as a function of the object 

probability of observing “target present” for several uncertainty levels in the 0dB case.  

Decision-forcing due to truncation most frequently happens when the object probability 
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Figure  5.9.  Probability of truncation as a function of the probability that an individual observation 
of that object is “target present” for a case in which the sensor probability of detection is 0.85 and the 
sensor probability of false alarm is 0.3, with (a) obsmax = 20, (b) obsmax = 100, and (c) obsmax = 1000.  
Results are presented for uncertainty modeling with k = 50, k = 20, k = 10, and k = 5. 
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of observing “target present” is directly between the sensor Pd and Pf values.  In addition, 

more truncation is experienced at higher levels of uncertainty modeling (for lower values 

of k).  Finally, as the maximum number of observations, obsmax, is lowered, truncation 

also becomes more likely.  Similar results are again observed for the case with Pd = 0.85 

and Pf = 0.3.  These results, seen in Figure  5.9, are again slightly elongated towards the 

lower probabilities of observing “target present” due to sensor performance 

characteristics chosen.  However, the general trends in truncation behavior are clearly 

similar to those observed for Figure 5.8. 

5.4  AMDS Data 

 Now that a number of simulations have been conducted examining the 

performance of the sensor manager using the declaration-based approach of this chapter, 

attention may be turned to the analysis of algorithm performance in a fielded setting.  

Since the ultimate goal of this research is to produce a sensor manager for the static target 

detection problem that is both effective and realistic, it is imperative that the algorithm be 

tested using real data.  In this section, the sensor manager using the SPRT is tested using 

a collection of landmine data from the AMDS program [67].  A description of the data 

and results of the simulations follow. 

5.4.1  Data Description 

 The AMDS data collection used in the following simulations consists of data 

collected in 220 different grid cells at a government test site, in which the target or clutter 

object, if one is present, has been buried (nominally) in the center of each cell.  Of the 
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220 cells, there are 112 cells containing mines, 68 cells containing clutter objects, and 40 

cells containing empty ground (blanks).  Multiple mine types of varying sizes and 

metallic content are present in the grid, and the clutter objects include varying sizes of 

metallic clutter as well as wood and plastic objects.  Data is used from two different 

sensor modalities, a GPR and an EMI sensor, each of which has made two passes over 

the grid cells. 

 Recall that the goal of this research is to manage the available sensors most 

effectively given the processing algorithms already in place to process the data and not to 

improve the processing algorithms themselves.  For the purposes of the following 

analyses, then, a simple procedure is used in order to obtain binary observations from the 

data.  A central region of the processed data is selected and one sample is drawn from the 

selected region at random.  The sample is compared to a threshold, and if the sample is 

larger than the threshold, a "target present" observation is reported.  Similarly, if the 

sample is smaller than the threshold, a "target absent" observation is reported.  The 

processed GPR data is generated using a spatial-statistical normalization method and the 

processed EMI data is generated using a filtered, background-corrected normalization 

method. 

 Due to the phenomenologies of GPR and EMI sensing, there are some targets and 

clutter in the dataset that present strong responses and other targets and clutter that 

present weak responses for each of the sensors.  The EMI sensor, for example, produces a 

strong response for metallic landmines and metallic clutter.  Effects such as soil 

composition, layering, and sensor noise also contribute to varying sensor responses.  

Figure 5.10 shows a histogram of the probability that each object produces a “target 
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present” observation when observed using either the EMI or the GPR sensor.  As 

expected, there are target and clutter objects for both sensors that have a high probability 

of producing a “target present” observations and others that have a low probability of 

producing a “target present” observation.  Blanks generally have a low probability of 

producing a “target present” observation for both sensors. 

5.4.2  Results 

 Simulations are now conducted to assess the performance of the declaration-based 

sensor manager on the AMDS dataset.  With the availability of multiple sensing 

modalities, the multiple modality extension of Section 3.6.3 is used; a sensor platform 

therefore has available to it both GPR and EMI sensing modalities.  Cross-validation is 
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Figure 5.10.  Histogram of the probability that an observation of an object is “target present” for the 
EMI and GPR sensors on AMDS landmine data.  The results for each sensor are subdivided into 
target objects, clutter objects, and blank cells. 
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performed by splitting the physical region of interest into two halves, training on one half 

and then testing on the other.  Five hundred iterations of the simulation are performed for 

each of the two training and testing orientations, and the results are averaged.  Thresholds 

are chosen such that, over the entire dataset, the GPR sensor has Pd = 0.692 and Pf = 

0.352 and the EMI sensor has Pd = 0.842 and Pf = 0.289.  The sensor probabilities of 

detection and false alarm used in each fold of the cross-validation are of course slightly 

different than these values and are learned from the corresponding training data.  The 

SPRT desired error probabilities, α and β, are each 0.05, the cost of use of each sensing 

modality is set to 1, and the prior probability of a target is set to 0.1 for each cell.  One 

sensor platform is used for the simulations, and the sensor manager seeks to maximize 

the ratio of expected discrimination gain to cost as given by (3.43).  The same search 

techniques that were utilized in the earlier simulations in this chapter are again used here:  

discrimination-directed search, basic direct search, and smart direct search. 

 Since the expected final probability of detection for results on the real data are not 

close to one due to the challenging nature of the dataset, results for the real data plot the 

expected probability of detection versus the cost required to achieve that expected 

probability of detection.  In other words, rather than averaging costs at a fixed probability 

of detection, probabilities of detection are averaged at a fixed cost.  The expected 

probability of detection versus cost performance of the sensor manager is presented in 

Figure 5.11 when both the GPR and EMI sensors are used.  The expected final 

probability of detection is nearly identical for the three different search methods, but the 

sensor manager attains any given expected probability of detection value with a lower 

cost than either smart or basic direct search.  The performance improvement of 
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discrimination-directed search over basic direct search is extraordinarily large; the gain 

over smart direct search is less dramatic, but it remains true that the same expected 

probability of detection may be achieved at a lower cost by using discrimination-directed 

search than by using smart direct search. 

 Results may also be examined using the GPR and EMI sensors individually.  

Figure 5.12 shows expected probability of detection versus cost results when only the 

GPR sensor is used to search the region.  Discrimination-directed search is demonstrated 

to be clearly superior to either smart direct search or basic direct search in that a given 

expected probability of detection value may always be obtained at a lower cost using 

discrimination-directed search than using either of the direct searches.  Similar results are 

obtained when only the EMI sensor is used; these results are presented in Figure 5.13.  
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Figure 5.11.  Expected probability of detection versus cost for discrimination-directed and direct 
searches on AMDS landmine data.  One sensor platform with EMI and GPR sensing modalities is 
used, and the cost of use for each sensing modality is 1. 
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Figure 5.13.  Expected probability of detection versus cost for discrimination-directed and direct 
searches on AMDS landmine data using the EMI sensor only.  One sensor is used, and the cost of use 
for that sensor is 1. 
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Figure 5.12.  Expected probability of detection versus cost for discrimination-directed and direct 
searches on AMDS landmine data using the GPR sensor only.  One sensor is used, and the cost of use 
for that sensor is 1. 

 



 

 143 

Discrimination-directed search again obtains the same expected probability of detection 

at substantially lower cost than either of the direct search techniques.  The sensor 

manager is therefore producing performance gains when used in either single-sensor or 

multi-sensor mode. 

 As was true in the previous two chapters, the GPR and EMI sensors are assumed 

by the sensor manager to be independent when they are used together, and therefore the 

state probabilities and probability ratios are being updated by considering all sensor 

observations independently rather than by considering them jointly.  When both the GPR 

and EMI sensors are used, the expected final probability of detection obtained is 

approximately 0.83 and the expected final probability of false alarm obtained is 

approximately 0.25.  This expected final probability of detection is lower than the 

expected probability of detection of approximately 0.87 that is obtained when using the 

EMI sensor alone.  The expected final probability of false alarm, however, is better than 

that obtained using either the EMI sensor or GPR sensor alone.  When the sensor 

manager uses only a single modality, either the EMI sensor or the GPR sensor, then the 

sensor manager is not hampered by any independence assumptions between sensing 

modalities since it is using only a single type of sensor.  This problem of failing to model 

the relationships between data collected by different sensors is addressed in the 

subsequent chapter of this work. 

 Previous discussion in this thesis has centered on the importance of uncertainty 

modeling when sensor management is considered in a realistic setting.  Real-world 

influences such as weather conditions, soil composition, and the presence of vegetation 

can all cause a deviation from the Pd and Pf performance that would be expected of a 



 

 144 

sensor when that sensor is utilized on a specific region of ground.  Furthermore, when 

multiple types of targets or clutter objects are considered, the response of the sensor to a 

specific type of target or clutter object is different from what the overall sensor response 

is in aggregate.  These effects are clearly seen in the histogram of Figure 5.10.  

Uncertainty modeling is therefore applied within the sensor management framework with 

the expectation that it will be able to improve the overall performance of the sensor 

manager. 

 Figure 5.14 presents the expected final probabilities of detection and false alarm 

that are obtained for varying levels of uncertainty modeling when both the GPR and the 

EMI sensor are used by the sensor manager.  It is apparent that higher levels of 
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Figure 5.14.  Expected final probability of detection versus uncertainty level for discrimination-
directed search with one sensor platform containing both GPR and EMI sensors on AMDS landmine 
data.  Results are presented without uncertainty modeling and with uncertainty modeling for three 
different uncertainty levels (k = 100, k = 10, and k = 5).  Three different values of the maximum 
observation number are used. 
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uncertainty modeling substantially reduce the expected final probability of false alarm, 

with greater reduction in expected final probability of false alarm for higher values of 

obsmax.  The expected final probability of detection is also improved slightly through the 

use of uncertainty modeling.  These results are consistent with a visual inspection of the 

histograms shown in Figure 5.10 and the results presented in Figure  5.6.  Target objects 

that have a probability of observing “target present” that lies between the sensor Pd and Pf 

generally have a probability of observing “target present” that is closer to the sensor Pd, 

and the reverse is true for clutter objects.  Based on the declaration behavior presented in 

Figure  5.6, then, the use of uncertainty modeling should help to make these “ambiguous” 

target and clutter objects more likely to be correctly declared as target and clutter, and 

indeed these are the results that are seen when uncertainty modeling is incorporated into 

the sensor manager and run on the real landmine data. 

 Results for the GPR and EMI sensors individually with the incorporation of 

uncertainty modeling are also presented.  Figure 5.15 presents the results for the GPR 

sensor.  Uncertainty modeling with the GPR leaves the expected final probability of 

detection essentially unchanged, but produces a noticeable reduction in the expected final 

probability of false alarm.  This result makes sense considering the histograms of Figure 

5.10, because the probability of observing “target present” for the targets with the GPR is 

relatively uniformly distributed across the mid-range probabilities, while the probability 

of observing “target present” for the clutter objects with the GPR is clustered below a 

probability of 0.5.  Figure 5.16 shows the results for the EMI sensor, and it may be 

observed that incorporating uncertainty modeling when using only the EMI sensor tends 

to noticeably increase the expected final probability of detection and slightly reduce the 
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Figure 5.16.  Expected final probability of detection versus uncertainty level for discrimination-
directed search with one EMI sensor on AMDS landmine data.  Results are presented without 
uncertainty modeling and with uncertainty modeling for three different uncertainty levels (k = 100, k 
= 10, and k = 5).  Three different values of the maximum observation number are used. 
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Figure 5.15.  Expected final probability of detection versus uncertainty level for discrimination-
directed search with one GPR sensor on AMDS landmine data.  Results are presented without 
uncertainty modeling and with uncertainty modeling for three different uncertainty levels (k = 100, k 
= 10, and k = 5).  Three different values of the maximum observation number are used. 
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expected final probability of false alarm.  These results again make sense in light of the 

histograms in Figure 5.10, which show a large cluster of targets that have a probability of 

producing a “target present” observation with the EMI that is 0.6 or greater. 

 Thus, in all three cases—both with the GPR and EMI sensors together, with the 

GPR only, and with the EMI only—the introduction of uncertainty modeling has 

improved the performance of the sensor manager.  The uncertainty modeling is able to 

account for some of the uncertainty that has been introduced into the problem through 

environmental conditions and the variability of target and clutter types.  Improvement is 

observed both when only a single sensing modality is used and also, in spite of the 

limiting sensor independence assumption, when both sensing modalities are used.  These 

results are consistent with those observed in Section 4.3.4, in which a performance 

improvement was observed on a different set of multi-sensor landmine data when 

uncertainty modeling was incorporated into the sensor manager. 

 As seen in Section 5.3 for the simulated data, the use of uncertainty modeling on 

the real data introduces a tradeoff in which better expected probabilities of detection and 

false alarm can be obtained at the expense of increased cost.  Figure 5.17 illustrates how 

these costs increase when the GPR and EMI are used together as well as individually.  In 

each case, when uncertainty modeling is used, a higher cost is required to achieve the 

same expected probability of detection, but the final expected probability of detection 

that is achieved improves.  Recalling the results from Figure 5.14 through Figure 5.16, 

the gain in expected final probability of detection is slight when obsmax = 20, which is 

why the expected final probability of detection appears similar for each of the cases of 

certainty and uncertainty modeling.  Larger differences in expected final probability of 
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detection are obtained with larger obsmax values, and the same trends in cost performance 

are also observed at those larger obsmax values. 

 The sensor manager also continues to outperform smart direct search and basic 

direct search when uncertainty modeling is used, as may be seen in Figure 5.18 for the 

illustrative case using uncertainty modeling with k = 5 and obsmax = 20.  Discrimination-

directed search outperforms basic direct search and smart direct search when both GPR 

and EMI sensors are used as well as when the sensors are used individually.  The 
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Figure 5.17.  Expected probability of detection versus cost for discrimination-directed and direct 
searches on AMDS landmine data with obsmax = 20 in the certain case and using three different levels 
of uncertainty modeling.  Results are presented using (a) both GPR and EMI sensors, (b) the GPR 
sensor only, and (c) the EMI sensor only. 

 



 

 149 

performance improvement over basic direct search is very large.  Discrimination-directed 

search and smart direct search always obtain the same final expected probability of 

detection at a very similar cost, but discrimination-directed search is nonetheless able to 

obtain any particular value of expected probability of detection more quickly than smart 

direct search.  Even expected probabilities of detection that are very close to the final 

expected probability of detection may be obtained at substantially lower cost using 

discrimination-directed search than is possible with smart direct search. 
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Figure 5.18.  Expected probability of detection versus cost for discrimination-directed and direct 
searches on AMDS landmine data with obsmax = 20 and using uncertainty modeling with k = 5.  
Results are presented using (a) both GPR and EMI sensors, (b) the GPR sensor only, and (c) the EMI 
sensor only. 
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5.5  Discussion 

 This chapter has introduced the SPRT as a mechanism for performing declaration-

based sensor management.  Declaration-based sensor management avoids the need to 

assume knowledge of the number of targets present in the scene and also avoids the need 

to set a threshold on the state probability of containing a target.  Using the probability of 

error performance metric in Chapters 3 and 4, the sensor manager was demonstrated to 

achieve a given probability of error more quickly than that same probability of error 

would be achieved using a direct search approach.  Similarly, the sensor manager using 

the SPRT has been demonstrated in this chapter to attain a given probability of detection 

more quickly than that same probability of detection would be attained with direct search. 

 The importance of uncertainty modeling has also again been demonstrated in this 

chapter.  When the underlying data is uncertain, the incorporation of uncertainty 

modeling into the modeling framework allows the expected final probabilities of 

detection and false alarm to be improved.  These improvements, as well as the result that 

the sensor manager achieves a given expected probability of detection more quickly than 

direct search, were demonstrated in cross-validated results on a large set of real multi-

sensor landmine data.  The real data used in this chapter was collected on a grid, making 

it amenable for use with a sensor manager for discrete objects.  However, in order to 

produce the binary observations that are used in this chapter, non-binary observations 

generated by the data processing algorithms for each sensor are thresholded.  The 

imposition of this threshold causes a loss in the amount of information that is available to 

be exploited by the sensor manager.  Consequently, the following chapter explores the 
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introduction of a non-binary sensor observation model that allows the sensor manager to 

better exploit the information available in many sensor observations.  The following 

chapter also explores extending the sensor manager to account for correlated observations 

between different sensing modalities in an attempt to eliminate the assumption that all 

sensors used by the sensor manager are independent. 
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Chapter 6 – Sensor Management with Non-Binary and 
Correlated Observations 

 Chapters 3 through 5 of this thesis have presented a number of developments and 

extensions for a grid-based sensor manager that have enhanced its realism and 

applicability.  Two assumptions that have remained in place throughout the last three 

chapters, however, are the assumption that sensor observations are binary and the 

assumption that different sensor modalities are independent.  This chapter removes both 

of these restrictions, first by introducing non-binary sensor observations into the sensor 

management framework [136] and then by introducing correlated sensor observations 

into the framework [137].  The introduction of non-binary sensor observations and 

correlated sensor observations represent significant progress towards the ultimate goal in 

this work of developing an effective and realistic sensor management framework for 

static target detection. 

 The extension to non-binary sensor observations enables the sensor manager to 

exploit additional information that is present in sensor observations.  Rather than sensor 

probabilities of detection and false alarm, the non-binary sensor observation model uses 

densities to describe the possible observation values conditioned on both the target and 

non-target states, and these densities are incorporated into the state probability updates 

and expected discrimination gain calculations that are made.  Most sensors (and data 

processing algorithms) output continuous rather than binary data; for example, in the 

real-data results of Chapters 3 through 5, binary observations were generated from the 

real landmine data by thresholding a continuous output.  When sensor data is continuous 
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but must be thresholded to produce binary observations, information is lost in the 

thresholding procedure.  Indeed, simulation results are presented in this chapter that 

demonstrate that the use of non-binary sensor observations provides a performance 

improvement over the use of binary observations.  Results on the AMDS data analyzed in 

Chapter 5 are also presented, showing that the use of a non-binary observation model has 

improved performance over that obtained with the more limited binary observation 

model.  While some sensors in specific applications might observe binary data or transmit 

observation results through a communication link such that only binary results are 

transmitted, in which case the binary framework developed in the previous chapters 

would be directly applicable, applications in which data is truly continuous see a 

performance improvement with the implementation of a modeling framework that 

incorporates the continuous nature of the observations. 

 Just as uncertainty modeling has been examined in previous chapters in order to 

account for the uncertainty that is present in real-world, fielded settings, uncertainty 

modeling for the non-binary sensor observation framework is also developed in this 

chapter.  Although the non-binary sensor observation model is in general unrestricted in 

the density that is used to describe the possible observation values given the cell state, in 

order to introduce a tractable uncertainty model, it is assumed that sensor observations 

are normally distributed.  In the uncertain case, the mean of that normal distribution is 

modeled as uncertain and normally distributed, resulting in a natural conjugate prior 

framework that permits an analytical solution.  As with uncertainty modeling in previous 

chapters, failing to model uncertainty that is truly present is demonstrated in simulation to 

have a deleterious effect on performance, while properly modeling uncertainty allows 
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some of the performance that has been lost through the presence of uncertainty to be 

regained.  Results are also presented in which the AMDS data from Chapter 5 is further 

analyzed, and the use of uncertainty modeling is shown to improve the sensor manager 

performance over the performance that is obtained when using the non-binary 

observation framework without uncertainty modeling. 

 After introducing the modeling of non-binary sensor observations, this chapter 

continues by introducing a modeling framework for correlated sensor observations.  In 

the correlated sensor observation model, a vector of observations is modeled by a 

multivariate normal distribution with a full covariance matrix.  The sensor variances are 

the same as those introduced in the non-binary observation model.  Non-zero correlation 

coefficients between the different sensor pairs are also introduced.  These parameters 

enable the modeling of both correlation that occurs between multiple observations made 

by the same sensor and correlation between observations made by different sensors.  The 

amount of correlation present in the data may be modeled by selecting the correlation 

coefficient parameters. 

 The performance of the correlated observation model is examined both in 

simulation and in testing on the real AMDS data.  Simulation results demonstrate that 

failing to model correlation present in the data causes a noticeable degradation in 

performance.  Properly modeling the correlation results in a slight improvement in the 

expected final probabilities of detection and false alarm that result from the truncated 

SPRT.  Improvement is also obtained when examining receiver operating characteristics 

(ROCs) of the likelihood ratio in the cells at the conclusion of data collection.  The ROC 

obtained when correlation is properly modeled shows a noticeable performance 
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improvement over the ROC obtained when that correlation is not modeled.  However, the 

performance of the sensor manager using the correlated observation model on the AMDS 

data is mixed.  While the ROC resulting from the correlated sensor manager outperforms 

the ROC obtained without modeling observation correlation, the expected probability of 

detection that results from using the correlated observation model with the truncated 

SPRT is worse than the expected probability of detection obtained using the non-binary, 

uncorrelated observation model.  Even though the correlated observation model 

developed in this chapter performs well on simulated data when that data follows the 

model, the presented correlation model is not able to fully express the complex 

relationships that are present between the sensor observations in many multi-sensor 

applications such as the AMDS landmine data analyzed in this chapter.  Consequently, 

Chapter 7 introduces a new approach to modeling sensor correlation that is better able to 

exploit the information present from the correlation between sensors in multi-sensor 

applications. 

6.1  Non-Binary Sensor Observations 

 While the earlier versions of the sensor manager developed in Chapters 3 through 

5 have restricted sensor observations to be binary, the sensor manager is extended in this 

section to probabilistically incorporate non-binary sensor observations, which allows the 

exploitation of more information than is possible in the binary case.  With certain 

probabilities of detection and false alarm, all binary observation of “target present,” for 

example, have the same likelihood ratio—simply the ratio Pd/Pf.  The likelihood ratio is 

the same regardless of whether that observation barely passed the threshold for declaring 
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a “target present” observation or whether it passed the threshold by a large amount.  With 

non-binary observations, however, the likelihood ratio for an observation may take on 

different values depending on the result of the observation and the conditional densities 

for an observation given the cell state, allowing additional information to be exploited.  

This section incorporates a probabilistic observation model in which the state 

probabilities of the cell are updated based on the conditional densities for an observation 

given the cell state. 

 This section also examines the effects of realistic uncertainty on the performance 

of the sensor manager.  Uncertainty is present in all real-world problems; previously, in 

the binary-observation sensor management framework, the cell-specific sensor 

probabilities of detection and false alarm were modeled as uncertain [122].  In this 

section, a normal density for the non-binary sensor observations is assumed, and the 

mean of the normal density is modeled as uncertain.  Simulation results and results from 

the real AMDS data discussed in Chapter 5 are presented that explore sensor manager 

performance with the use of the non-binary sensor observation framework.  It is shown 

that using non-binary observations improves performance over the performance obtained 

using thresholded observations derived from the same underlying observation densities.  

Uncertainty modeling is also shown to be beneficial in maintaining robust sensor 

manager performance.  The use of non-binary observations provides the sensor 

management framework with a more sophisticated modeling capability that enhances the 

usefulness of the sensor manager and allows it to address a richer variety of problems. 



 

 157 

6.1.1  Non-Binary Sensor Observation Framework 

 As mentioned previously, when binary sensor observations are utilized, the 

probability of making a specific observation is governed by the probabilities of detection 

and false alarm for the sensor making the observation.  When non-binary observations are 

considered, however, a probability density function may be used to describe the possible 

observation results.  In the case of simulation, this density may be controlled by the user, 

but in a fielded setting it is necessary to estimate the density from training data or by 

making use of available prior information.  The use of a density complicates the 

mathematical framework presented in Chapter 3.  In order to minimize the number of 

subscripts required, the following derivations are performed using the multiple sensors 

extension from Chapter 3 and not the multiple modalities extension from that same 

chapter.  In order to make use of the multiple modality extension, an additional subscript 

d may be straightforwardly incorporated following the procedure in Section 3.6.3 

 The first change in the mathematical formulation is minor; when calculating the 

posterior state probabilities for a cell given the data that has been observed, the 

observation density, p(xc,k,m | Sc = s), now appears in the equation: 
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The change to the calculation of the expected discrimination gain is more involved.  

When observations are non-binary, the expected discrimination gain, which in (3.16) was 

previously a summation, must now be written as an integration: 
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The integral in (6.2) may be split into two integrals that each contain familiar quantities: 
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The integrals in (6.3) must be computed using numerical integration.  After an 

observation is made, the expected discrimination gain, and therefore the integrals in (6.3), 

only need to be recalculated for the cell in which the observation was made, meaning that 

2M numerical integrations must be performed after each sensor observation.  Since 

numerical integration can introduce a substantial computational burden, care must be 

taken to ensure that while the integration is performed to a sufficient fidelity, the overall 

system speed is not unnecessarily compromised. 

 The introduction of non-binary observations permits the state probabilities to take 

on a continuum of values after each sensor observation, giving the algorithm the ability to 

change more or less significantly in response to the collected data depending on whether 

that data strongly or only slightly favors either the “target” or “no target” hypothesis.  

The actual sensor management continues to function in the same manner that it has 

previously:  the sensor manager calculates the expected discrimination gain for each 

possible observation for each sensor and then tasks each sensor to make the observation 

that maximizes the expected discrimination gain for that sensor.  The equation used to 

compute the expected discrimination gain is now (6.3). 
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6.1.2  Uncertainty Modeling 

 Previous discussions in this thesis on uncertainty have centered on the fact that 

real-world environmental factors as well as target and clutter variability produce 

observation densities that are cell-specific rather than generally true across all cells.  With 

binary observations, this meant that the specific probability of detection or false alarm in 

a given cell would vary between target cells or clutter cells, respectively.  In comparison, 

for the non-binary observation case, the observation densities are different from cell to 

cell.  Uncertainty modeling is designed to incorporate this variability into the sensor 

management framework.  Equations (6.1)-(6.3) in the preceding section involve an 

arbitrary density for the non-binary sensor observations.  While uncertainty modeling 

could be incorporated with arbitrarily defined non-parametric densities, additional 

numerical complexity would be introduced in the determination of the posterior 

observation densities after data has been collected.  Defining observation densities and 

uncertainty modeling that operate within a natural conjugate prior framework avoids the 

requirement for additional numerical integration beyond that required by (6.3) and allows 

uncertainty modeling to be introduced in an analytically tractable and computationally 

efficient manner.  Therefore, for the uncertainty modeling presented in this chapter, the 

observation densities are modeled as normally distributed, and uncertainty modeling 

models the mean of those normal distributions as uncertain and also normally distributed. 

 The observation densities are therefore defined as 

  ( ) ( )2
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Note that there are separate mean and variance parameters for each cell, for each sensor, 

and for each of the two possible cell states.  When uncertainty is not being modeled 

within the sensor management framework, the mean and variance of this normal density 

are assumed to be known.  However, when uncertainty is being modeled, the mean of this 

normal density is assumed to be unknown.  The unknown mean, µ, is assumed to have a 

normal density, 

  ( ) ( )2
, , , , , , , , , , ,~ ,s c k m c s c k m s c k mp S s N µ µµ µ σ= , (6.5) 

which is the natural conjugate prior density for data arising from a normal process with 

unknown mean. 

 The density for the unknown mean µ, given in (6.5), is updated in a Bayesian 

fashion as new data is collected in a cell.  Since the normal density is the natural 

conjugate prior density for a normal process with unknown mean, the update for the 

mean density may be performed analytically in a straightforward manner [106]: 
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With each new sensor observation that is made, the posterior density for the 

corresponding unknown mean is calculated along with the usual state probability and 

expected discrimination gain updates. 

 Recall that the observation density appears in the state probability update and 

expected discrimination calculations of (6.1)-(6.3).  When uncertainty is being modeled, 

integration over the unknown mean must be performed to obtain this density.  

Furthermore, the observation density must now be conditioned on the previously 

observed data in that cell, because the density for the unknown mean is updated as data is 

collected.  The observation density when uncertainty modeling is being performed is thus 

( ) ( ) ( ), , , 1 , , , , , , , , , , , ,, , ,c k m c k c c k m s c k m c s c k m c k c s c k mp x X S s p x S s p X S s dµ µ µ− = = = =∫  (6.9) 

Note that within the integral, only the posterior density for the unknown mean depends 

on the previously observed data.  The observation density is independent of the 

previously observed data when conditioned on the mean, µs,c,k,m.  Both densities inside the 

integral are normal densities, and the integral may be simplified to yield 

  ( ) ( )2 2
, , , 1 , , , , , , , , , , ,, ~ ,c k m c k c s c k m s c k m s c k mp x X S s N µ µµ σ σ− = + . (6.10) 

This density is evaluated at the value of the observation that is made, and the resulting 

value is used in (6.1)-(6.3) to update the cell state probabilities and the expected 

discrimination gain.  Incorporating the observation density conditioned on the data, the 

state probability update equation may be written as 

  ( ) ( ) ( )
( ) ( )

, , , 1 , 1

, 1

, , , 1 , 1
0

, Pr
Pr

, Pr

c k m c k c c c k

c c k

c k m c k c c c k
j

p x X S s S s X
S s X

p x X S j S j X

− −

− −
=

= =
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 (6.11) 



 

 162 

and the expected information gain may be written as 

( )
( ) ( ) ( )
( ) ( ) ( )

, 1 , , 1, , 1, , ,

, 1 , , 1, , 1, , ,

,

       , 1 Pr 1

       , 0 Pr 0

KL

KL c k c k c k m c k m c k c c c k

KL c k c k c k m c k m c k c c c k

D c m

D P P x j p x j X S S X dj

D P P x j p x j X S S X dj

+ + +

+ + +

∆ =

 = = = = +
 

 = = = =
 

∫

∫

 (6.12) 

Sensor management then proceeds as it has before, with each sensor being tasked to 

make the observation that produces the largest expected discrimination gain for that 

sensor.  The inclusion of uncertainty modeling as has been presented in this section 

introduces relatively little additional computational complexity to the sensor manager.  

The use of a conjugate prior makes the posterior densities easily computable, and the 

predictive density in (6.10) is also easily obtainable through simple computation. 

6.1.3  SPRT Declarations with Non-Binary Sensor Observations 

 Chapter 5 introduced the use of the sequential probability ratio test into the sensor 

manager.  The SPRT is used with non-binary sensor observations in an identical manner 

to the way in which it was used for binary observations.  To do so, the probability ratio 

Zc,k is computed and updated as additional observations are made, and Zc,k is compared to 

a threshold to see whether a declaration can be made.  The only changes to the SPRT as it 

was presented in Chapter 5 are the probability ratios zc,i resulting from a new observation 

xc,i,m = a.  When there is no uncertainty modeling, the probability ratio is directly 

computed from the sensor observation densities: 

  ( ) ( )
( )

, ,
,

, ,

1

0
c i m c

c i

c i m c

p x a S
z a

p x a S

= =
=

= =
. (6.13) 
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When uncertainty modeling is used, then the probability ratio is computed using (6.10), 

the conditional densities for sensor observations given the data that has already been 

observed: 

  ( ) ( )
( )

, , , 1,

,

, , , 1,

, 1

, 0

c i m c i m c

c i

c i m c i m c

p x a X S
z a

p x a X S

−

−

= =
=

= =
. (6.14) 

Desired error probabilities are chosen as in Chapter 5 in order to set the SPRT thresholds 

that are used for making declarations. 

 As was true with binary observations, the selection of the SPRT desired error 

probabilities affect the probability that a target declaration is made for data that has a 

particular observation density.  The effects of this parameter selection are now studied 

assuming that the data has a normal observation density with a known variance and a 

varying mean.  Simulated results are presented in Figure  6.1 for a variety of desired error 

probabilities in the 0 dB case, which corresponds to an observation variance of 0.5 and 

observation means of 0 and 1 in the “no target present” and “target present” states, 

respectively.  The results in Figure  6.1 are similar in appearance to the results previously 

presented in Figure  5.5.  Figure  6.1 shows that there is a high probability of declaring a 

target for observation mean values that are close to the modeled target mean and a low 

probability of declaring a target for observation mean values that are close to the modeled 

non-target mean.  The probability of making a target declaration varies relatively 

smoothly from low to high values as the observation mean moves from 0 to 1.  Behaviors 

similar to those observed in Figure  5.5 also result from varying the SPRT desired error 

probabilities.  When the desired error probabilities are higher, the probability of declaring 

a target flattens out, meaning that errors are more likely to be made.  On the other hand, 
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when the desired missed detection probability, β, is lower, the target declaration 

probability is higher at all observation means than it is when the same α value is used 

with a higher β value.  The probability of declaration curves in Figure  6.1 can be used to 

predict final system performance in the same way as the curves of Figure  5.5. 

 The effects of uncertainty modeling with non-binary observations can also be 

examined through probability of declaration curves.  When the uncertainty modeling of 

Section 6.1.2 is considered, the truncated SPRT must be used in order to avoid problems 

with the SPRT failing to terminate (much as how the truncated SPRT was used with the 

uncertainty modeling case in Chapter 5).  Results for the probability that a target 

declaration is made using several different levels of uncertainty modeling are presented in 
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Figure  6.1.  Probability of declaring an object to be a target as a function of the observed data mean 
for the 0dB case, in which the observation densities are normally distributed with means for the “no 
target present” and “target present” states of 0 and 1, respectively, and a variance of 0.5.  Results are 
presented for several different SPRT desired error probabilities α and β. 
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Figure  6.2.  Increasing levels of uncertainty modeling are seen to create a sharper 

declaration curve where cells with observation means that are above 0.5 are increasingly 

likely to be declared a target and cells with observation means that are below 0.5 are 

increasingly likely to not be declared a target.  These trends also become more 

pronounced as the truncated SPRT maximum number of observations obsmax increases.  

For the same level of uncertainty, a higher value of obsmax produces a declaration curve 

that is sharper about the 0.5 value.  Given probability density functions for the 
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Figure  6.2.  Probability of declaring an object to be a target as a function of the observed data mean 
for the 0dB case using non-binary sensor observations with (a) obsmax = 20, (b) obsmax = 100, and (c) 
obsmax = 1000.  Results are presented for the certain case and for uncertainty modeling with σµ

2 = 
0.04, σµ

2 = 0.09, and σµ
2 = 0.25. 
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observation mean in target cells and for the observation mean in non-target cells, the 

declaration curves in Figure  6.2 may be used to predict the expected final probability of 

detection and probability of false alarm performance that are obtained.  The results seen 

here are quite similar to those seen in Figure  5.6 and Figure  5.7. 

 In order to understand how the truncated SPRT is being utilized, the probability 

that truncation is required when using the truncated SPRT with uncertainty modeling may 

also be examined, and results are presented for the 0 dB case with several different levels 
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Figure  6.3.  Probability of truncation as a function of the observed data mean for the 0dB case using 
non-binary sensor observations with (a) obsmax = 20, (b) obsmax = 100, and (c) obsmax = 1000.  Results 
are presented for uncertainty modeling with σµ

2 = 0.01, σµ
2 = 0.04, σµ

2 = 0.09, and σµ
2 = 0.25. 
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of uncertainty modeling in Figure  6.3.  The highest probabilities of truncation are 

clustered around the “ambiguous” observation means—in other words, those that lie most 

centrally between the modeled observation means of 0 for non-target cells and 1 for 

target cells.  Additionally, increasing levels of uncertainty modeling clearly result in more 

truncation being performed, such that when an uncertainty level of σµ
2 = 0.25 is reached, 

truncation occurs with a very high probability for all of the observation mean values 

plotted.  The probability of truncation also decreases slightly as the maximum number of 

observations, obsmax, increases.  This result is intuitive, since a larger obsmax value means 

that are more sensor observations made before truncation occurs, giving a longer amount 

of time for the SPRT thresholds to be exceeded. 

6.1.4  Simulation Results 

 Now that the behavior of the sensor manager using the SPRT and truncated SPRT 

has been studied, this section compares the performance of the sensor manager to the 

performance of basic direct search and smart direct search when non-binary sensor 

observations are used.  The simulations considered in this section analyze performance 

with normally distributed observation densities.  The results analyze the 0 dB case, which 

corresponds to a variance of 0.5 and to means of 0 and 1 for the non-target and target 

observation densities, respectively.  Performance is presented using the same metrics as 

those used in Chapter 5 with the SPRT, and performance is also compared to the 

performance that is obtained using the same simulation parameters except with binary 

observations instead of non-binary observations.  The presented results show that using 

non-binary observations provides a substantial performance improvement. 
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 Figure  6.4 presents probability of detection versus expected cost results for three 

sensors searching for ten targets with SPRT desired error probabilities α = 0.05 and β = 

0.004.  Discrimination-directed search clearly outperforms both smart direct search and 

basic direct search, detecting all ten targets with an expected cost of less than 400 

compared to over 600 for smart direct search and nearly 1000 for basic direct search.  

Discrimination-directed search at 0 dB performs between smart direct search at 3 dB and 

6 dB and also performs between basic direct search at 3 dB and 6 dB, representing a 

substantial performance improvement over direct search techniques. 

 The use of non-binary sensor observations also produces a substantial 

performance improvement over that obtained with binary sensor observations for the 

same simulation parameters.  Performance results with binary observations were 
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Figure  6.4.  Probability of detection versus expected cost for discrimination- directed and direct 
searches with three sensors searching for ten targets using non-binary sensor observations.  Results 
are given for both basic and smart direct searches at each of the SNR levels of 0 dB, 3 dB, and 6 dB. 
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presented in Figure  5.1, and Figure  6.5 shows the performance improvement that is 

obtained by exploiting the additional information available in non-binary sensor 

observations.  Since non-binary observations are used in both the sensor manager and the 

direct search approaches, performance is improved for both the sensor manager and 

direct search.  With non-binary observations, the sensor manager is able to detect all ten 

targets in the grid at an average cost that is nearly 30% less than the cost required for the 

sensor manager with binary observations, representing a reduction of nearly one third in 
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Figure  6.5.  Performance improvement from using non-binary sensor observations instead of binary 
sensor observations.  Probability of detection versus expected cost is plotted for both non-binary and 
binary sensor observations using (a) the sensor manager, (b) basic direct search, and (c) smart direct 
search. 
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the cost required to detect the targets.  These results show that the exploitation of 

additional information through modeling non-binary sensor observations allows a given 

probability of detection to be attained at substantially lower cost than that same 

probability of detection could be attained with binary observations. 

 Simulation results analyzing the performance effects of the uncertainty modeling 

developed in Section 6.1.2 are now presented.  In the following results, one sensor is used 

to search for ten targets with desired error probabilities α = 0.05 and β = 0.05.  The 

results show the expected final probabilities of detection and false alarm versus the 

uncertainty level that is used in the simulation.  With non-binary observations, different 

uncertainty levels are obtained by varying the variance of the normal density describing 

the uncertain observation mean.  Figure  6.6 shows the expected final probabilities of 

detection and false alarm that are obtained when uncertainty modeling is not used and 

when uncertainty modeling is used with obsmax = 20 and obsmax = 100.  The level of 

uncertainty actually present in the problem varies from none to σµ
2 = 0.5.  It may be seen 

in Figure  6.6 that the presence of uncertainty causes a severe degradation in the expected 

final probability of detection and a steep increase in the expected final probability of false 

alarm.  The use of uncertainty modeling, however, is able to improve both the expected 

final probability of detection and expected final probability of false alarm performance.  

The amount of performance improvement varies with the truncated SPRT obsmax 

parameter.  A higher value of obsmax allows for a greater performance improvement.  

Thus, failing to model uncertainty that is present in the problem causes a performance 

loss over the performance that is obtained when that uncertainty is properly modeled. 
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 There is a tradeoff, however, between the use of uncertainty modeling and the 

cost required to reach a given expected probability of detection value.  Figure  6.7 shows 

an illustrative case with an uncertainty level of σµ
2 = 0.09, which corresponds to a 

standard deviation that is 30% of the difference between the “target” and “non-target” 

means in the certain case.  Much as was seen with binary observations in Figure  5.4, the 

use of uncertainty modeling allows the sensor manager to attain a higher expected 

probability of detection, but with the tradeoff that a higher cost is required to reach a 

given expected probability of detection.  Higher values of the obsmax parameter result in a 

higher expected final probability of detection and also result in a higher cost required to 

reach a given expected probability of detection. 
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Figure  6.6.  Expected final probability of detection versus uncertainty variance for discrimination-
directed search using non-binary observations without uncertainty modeling and with uncertainty 
modeling.  Results are presented for the case of one sensor searching for ten targets with obsmax = 20 
and obsmax = 100. 
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 Since there is not a direct correspondence between the uncertainty modeling used 

with non-binary sensor observations and the beta densities used to model uncertain sensor 

probabilities of detection and false alarm for binary observations, a comparison is not 

made between the two approaches.  It is clearly observed, however, that properly 

modeling uncertainty improves system performance with both binary and non-binary 

sensor observations.  Furthermore, the results of Figure  6.5 demonstrate that the use of 

non-binary sensor observations significantly improves the performance of the sensor 

manager and allows it reach the same probability of detection at a lower cost. 
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Figure  6.7.  Expected probability of detection versus cost for discrimination-directed search using 
non-binary observations with and without uncertainty modeling given a true uncertainty variance of 
σµ

2
 = 0.09.  Results are presented with uncertainty modeling using obsmax = 20 and obsmax = 100. 
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6.1.5  AMDS Data Results 

 The previous section analyzed the performance of the sensor manager using non-

binary observations through a series of simulations.  This section now applies the non-

binary sensor manager to the AMDS landmine detection data that was first introduced in 

Section 5.4.  This section considers results both with and without uncertainty modeling; 

consequently, normal densities are fit to the target and non-target data so that the system 

performance with and without uncertainty modeling may be compared.  When 

uncertainty modeling is used, the means of the “target” and “non-target” densities are 

assumed to be uncertain and normally distributed with several different variance 

parameters in order to represent different levels of uncertainty.  The variance parameters 

used are a fraction of the variance of the observation density; uncertainty fractions of 

0.01, 0.05, 0.1, 0.25, 0.5, and 1 are used in this section.  As in Chapter 5, the truncated 

SPRT is used for making declarations, and the SPRT desired error probabilities, α and β, 

are each set to 0.05. 

 The first scenario considered is when both the GPR and the EMI sensors are used.  

Results are presented in Figure  6.8 that show the performance of the sensor manager and 

the two direct search techniques.  Discrimination-directed search clearly outperforms 

both basic direct search and smart direct search.  Discrimination-directed search reaches 

the same expected probability of detection at cost values that are frequently 100 or 200 

less than smart direct search, meaning that 100 to 200 fewer sensor observations are 

required by the discrimination-directed search.  Substantially greater cost reductions are 

obtained when performance is compared to basic direct search.  Thus, the sensor manager 
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Figure  6.9.  Performance improvement from using non-binary sensor observations instead of binary 
sensor observations.  Expected probability of detection versus expected cost is plotted for both non-
binary and binary sensor observations using GPR and EMI sensors on AMDS landmine data.  One 
sensor platform is used, and the cost of use for each sensing modality is 1. 
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Figure  6.8.  Expected probability of detection versus cost for discrimination- directed and direct 
searches with non-binary observations on AMDS landmine data.  One sensor platform with EMI and 
GPR sensing modalities is used, and the cost of use for each sensing modality is 1. 
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with non-binary observations continues to demonstrate significant performance 

improvements over direct search approaches.  Figure  6.9 compares the performance 

obtained on the AMDS data using non-binary sensor observations with the performance 

obtained when binary sensor observations are used.  The use of non-binary sensor 

observations improves performance in two ways.  First, using non-binary sensor 

observations allows a higher expected probability of detection to be reached.  Second, the 

cost required to reach a given expected probability of detection is also reduced with non-

binary observations when compared to the binary-observation cost.  These results 

coincide with the simulated results reported in the previous section:  the use of a non-

binary sensor observation model allows more information to be exploited from the sensor 

observations and results in detection declarations being made at a lower cost. 

 Similar results are obtained when either the GPR sensor or the EMI sensor is 

examined individually.  Figure  6.10 shows performance when only the GPR sensor is 

used.  The sensor manager again outperforms both smart direct search and basic direct 

search.  Comparing with the binary observation results from Section 5.4.2, Figure  6.11 

shows that the use of non-binary observations provides a slight improvement over the 

binary observation performance, particularly at lower expected probabilities of detection.  

Considering the EMI sensor, Figure  6.12 demonstrates that the sensor manager using the 

EMI sensor is able to outperform both direct searches.  The same expected probability of 

detection is obtained at a lower cost using discrimination-directed search.  Figure  6.13 

shows the performance that is obtained with only the EMI sensor when using binary and 

non-binary observations.  As with the GPR sensor in Figure  6.11, the use of the non-

binary observation model with the EMI sensor provides a slight performance 
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Figure  6.11.  Performance improvement from using non-binary sensor observations instead of binary 
sensor observations.  Expected probability of detection versus expected cost is plotted for both non-
binary and binary sensor observations using the GPR sensor only on AMDS landmine data.  One 
sensor is used, and the cost of use for that sensor is 1. 
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Figure  6.10.  Expected probability of detection versus cost for discrimination-directed and direct 
searches with non-binary observations on AMDS landmine data using the GPR sensor only.  One 
sensor is used, and the cost of use for that sensor is 1. 
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Figure  6.13.  Performance improvement from using non-binary sensor observations instead of binary 
sensor observations.  Expected probability of detection versus expected cost is plotted for both non-
binary and binary sensor observations using the GPR sensor only on AMDS landmine data.  One 
sensor is used, and the cost of use for that sensor is 1. 
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Figure  6.12.  Expected probability of detection versus cost for discrimination-directed and direct 
searches with non-binary observations on AMDS landmine data using the EMI sensor only.  One 
sensor is used, and the cost of use for that sensor is 1. 
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improvement over the binary observation model, particularly at lower expected 

probabilities of detection.  It is interesting to observe that even though only slight 

performance gains from the use of non-binary observation modeling are observed with 

the GPR and EMI sensors when they are used singly, Figure  6.9 shows a large 

performance gain from the use of the non-binary observation model when the sensors are 

used together.  Even though the observation modeling framework of the sensor manager 

is still incorrectly assuming that the GPR and EMI sensors are independent, some benefit 

is still derived from their cooperative operation. 

 The simulation results presented in Section 6.1.4 showed that when the mean of 

the normal observation density is uncertain, the use of the uncertainty model developed in 

Section 6.1.2 can improve system performance.  The means that are observed in different 

target and non-target cells of the AMDS data do in fact vary due to differentiation in the 

types of buried objects as well as environmental factors.  The uncertainty model of 

Section 6.1.2 is therefore utilized; performance with the uncertainty model is presented in 

Figure  6.14 when both GPR and EMI sensors are used.  Contrary to the simulated results, 

in which the use of uncertainty modeling increased the expected final system probability 

of detection and decreased the expected final system probability of false alarm, the use of 

uncertainty modeling on the AMDS data increases both the expected final probability of 

detection and the expected final probability of false alarm.  This behavior occurs because 

clutter objects that look more like target objects than blank objects are being detected 

more easily with the uncertainty model.  Comparing the expected final probabilities of 

detection and false alarm seen in Figure  6.14 with those seen in Figure 5.14 shows that 

higher expected final probabilities of detection and false alarm are obtained with the non-
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binary observation model.  The additional objects being detected here are those target and 

clutter objects that have a large response with one sensor and a small response with the 

other sensor.  With the non-binary observation model, a sensor observation that strongly 

indicates “target present” is able to affect the state probabilities more dramatically than 

was possible with binary observations, resulting in the above-mentioned behaviors. 

 When uncertainty modeling is used with only a single sensor, the results that are 

obtained are similar to the results seen in simulation in Section 6.1.4.  Figure  6.15 

presents results for the GPR sensor only and Figure  6.16 presents results for the EMI 

sensor only.  In both cases, the use of uncertainty modeling slightly increases the 

expected final probability of detection and slightly decreases the expected final 
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Figure  6.14.  Expected final probability of detection versus uncertainty level for discrimination-
directed search with one sensor platform containing both GPR and EMI sensors on AMDS landmine 
data.  Results are presented without uncertainty modeling and with uncertainty modeling for six 
different uncertainty fractions.  Two values of the maximum observation number are used. 
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Figure  6.16.  Expected final probability of detection versus uncertainty level for discrimination-
directed search with one EMI sensor on AMDS landmine data.  Results are presented without 
uncertainty modeling and with uncertainty modeling for six different uncertainty fractions.  Two 
values of the maximum observation number are used. 
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Figure  6.15.  Expected final probability of detection versus uncertainty level for discrimination-
directed search with one GPR sensor on AMDS landmine data.  Results are presented without 
uncertainty modeling and with uncertainty modeling for six different uncertainty fractions.  Two 
values of the maximum observation number are used. 
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probability of false alarm.  The use of a larger value of the truncated SPRT parameter 

obsmax also produces more improvement in the expected final probabilities, as may be 

seen in Figure  6.15 and Figure  6.16.  Uncertainty modeling with obsmax = 100 produces 

greater performance improvement than does uncertainty modeling with obsmax = 20. 

 As has also been observed in Chapter 5 and earlier in this chapter, the 

introduction of uncertainty modeling into the sensor management framework increases 

the cost required to make declarations.  Figure  6.17 shows that this cost increase is again 
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Figure  6.17.  Expected probability of detection versus cost for discrimination-directed and direct 
searches with non-binary observations on AMDS landmine data with obsmax = 20 in the certain case 
and using three different uncertainty fractions.  Results are presented using (a) both GPR and EMI 
sensors, (b) the GPR sensor only, and (c) the EMI sensor only. 
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observed for the non-binary observation uncertainty modeling.  However, when 

compared to direct searches that also use uncertainty modeling, the sensor manager 

remains superior to the direct search techniques.  Figure  6.18 presents performance 

results for the illustrative case of obsmax = 20 with an uncertainty fraction of 0.5.  Similar 

results are obtained using other parameter values. 

 This section has successfully implemented the presented non-binary observation 

model and non-binary uncertainty model on a large dataset of multi-sensor landmine 
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Figure  6.18.  Expected probability of detection versus cost for discrimination-directed and direct 
searches with non-binary observations on AMDS landmine data with obsmax = 20 and using an 
uncertainty fraction of 0.5.  Results are presented using (a) both GPR and EMI sensors, (b) the GPR 
sensor only, and (c) the EMI sensor only. 
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data.  The sensor manager outperforms direct search, as it has consistently throughout 

this thesis.  More importantly, the performance of the sensor manager using the more 

sophisticated non-binary sensor observation model demonstrates performance 

improvement over the simpler binary observation model.  The development of a more 

sophisticated sensor management framework is therefore translating into more effective 

operation on realistic problems, meaning that progress is being made towards the goal of 

developing a realistic and effective sensor management framework for general static 

target detection applications. 

6.2  Correlated Sensor Observations 

 Section 6.1 introduced a non-binary sensor observation model, which was 

demonstrated to improve performance over the performance obtained through operating 

on thresholded (i.e., binary) observations.  Work in this chapter and in previous chapters 

has also demonstrated the importance of uncertainty modeling in maintaining good 

sensor manager performance when uncertainty is present in the problem, as it inevitably 

is in fielded applications.  In each of these cases, the use of a correct and descriptive 

observation model is the key component in improving sensor manager performance.  

Thus far in this thesis, when multiple sensors are operating in the region of interest, the 

sensor manager has assumed that responses from those sensors are independent.  Clearly 

this assumption is unrealistic for most real-world applications.  Since the use of an 

appropriate observation model has been demonstrated to be an important factor in the 

overall performance of the information-based sensor manager, this section extends the 

observation model presented in Section 6.1 to incorporate correlated observations. 



 

 184 

 Correlation between sensor observations can occur both between multiple 

observations made by a single sensor and between observations made by different 

sensors.  The correlation modeling introduced in this section builds on the non-binary 

sensor observation models introduced in Section 6.1 and explicitly models these two 

types of correlation.  Sensor observations are assumed to possess a multivariate normal 

density, and the correlation matrix for that multivariate normal density is specified by the 

correlation parameters that model within-sensor and between-sensor correlations.  After 

introducing the new correlated observation model, sensor manager performance is 

compared in simulation to direct search techniques.  As in the results presented 

previously in this chapter, the SPRT is used to produce cell-specific declarations as data 

is collected.  Sensor manager performance is also examined with and without the 

correlated observation model for data that contains correlation.  Much as was 

demonstrated in previous results using uncertainty modeling, it is observed that sensor 

manager performance is severely degraded when the observed data is correlated and yet 

the observation model incorrectly models the data as being uncorrelated.  Some of this 

performance is regained when the correlated data is modeled appropriately with the 

correlated observation model. 

 Finally, the correlated sensor model is used to process the multi-sensor AMDS 

landmine detection data that was analyzed in Section 6.1.5 and Section 5.4.  The AMDS 

data was collected with a GPR and an EMI sensor, and the correlated sensor model 

introduced in this section allows the exploitation of additional information that is lost 

when the sensors are assumed to be independent—namely, the correlation between the 

sensors.  The sensor manager with the correlated observation model is able to achieve a 
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higher expected final probability of detection than is achieved with the uncorrelated non-

binary observation model.  However, the correlated observation model introduced in this 

section still does not provide a complete description of the relationship between data 

collected by two different sensing modalities.  For example, a two-dimensional 

conditional density for observations pairs under both the target and non-target models 

represents a more descriptive measure of correlation than a single between-sensor 

covariance parameter.  Conditional probability densities are better able to describe 

phenomena such as multiple target and non-target clusters in the space of possible 

observation pairs resulting from the two sensing modalities.  Consequently, a more 

sophisticated sensor management framework is introduced in Chapter 7 in order to better 

model sensor correlation. 

6.2.1  Correlated Sensor Observation Framework 

 This section extends the sensor management framework to model correlated 

sensor observations.  For the sake of model tractability, the correlated modeling 

introduced in this section is restricted to the modeling of sensor observations using the 

multivariate normal density.  The use of a multivariate normal density also dovetails well 

with the uncertainty model that was developed in Section 6.1.2 for non-binary sensor 

observations that are normally distributed.  In the development of the correlated sensor 

observation model that follows, the subscript mk is used instead of m to denote the sensor 

platform that made the kth observation.  This notational change is made in order to make 

explicit the fact that different observations can be made by different sensors, which is 

necessary for the following derivations.  Furthermore, each of the mean, variance, and 
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correlation coefficient terms that appear in the following derivations are assumed to be 

different for each cell state.  In order to reduce the number of subscripts required in the 

following equations, the state-specific subscript is suppressed. 

 When non-binary sensor observations are modeled as independent normal 

distributions, an observation sequence Xc,k may be written as a multivariate normal 

distribution in the following way: 

  ( ), , ,~ ,c k c k c kX MVN µ Σr
, (6.15) 
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Since the sensors are independent, the covariance matrix in (6.16) is a diagonal matrix.  

In order to broaden the model to allow for correlated sensor observations, the covariance 

matrix of the multivariate normal distribution must take on non-zero values on the off-

diagonal terms.  A general model for correlated observations using a multivariate normal 

distribution is 
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where 
i jm mρ  is the correlation coefficient between an observation made with sensor 

platform mi and an observation made with sensor platform mj. 

 The parameters of the observation model with correlated sensor observations are 

now the means and variances for each sensor platform plus the set of correlation 

coefficients between each of the possible pairs of sensors (including each sensor with 

itself).  For example, an observation vector that contains four observations, the first two 

being made by sensor one and the second two being made by sensor two, would therefore 

have a mean and covariance matrix given by 

 

2 2
1 1 1,1 1 1,2 1 2 1,2 1 2

2 2
1 1,1 1 1 1,2 1 2 1,2 1 2
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r
. (6.19) 

In real-world applications, the correlation coefficients both between observations made 

by the same sensor and observations made by different sensors frequently have a non-

zero correlation coefficient as defined in the model in (6.18).  Multiple observations of 

the same region of ground by the same sensor typically yield highly similar results since 

the same target object, clutter object, or blank ground is present—these observations are 

highly correlated when compared to the full range of observation values that are possible.  

Observations of the same region of ground by different sensors are also frequently 

correlated, although the amount of the correlation varies depending on the specific 

sensors being considered and on what signal processing strategies are being used to 

produce the outputs that are being modeled here as the sensor observations. 
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 In order to compute the updated state probabilities after a new sensor observation 

and the expected discrimination gain for making a new sensor observation, the 

conditional density for a new sensor observation, xc,k,m, given the data previously 

observed, Xc,k-1, is required.  The mean, the variance, and the correlation coefficients 

between the new observation and each of the k observations are known, meaning that the 

mean vector and covariance matrix for the new observation sequence Xc,k may be 

completely specified.  Let the mean vector and covariance matrix of Xc,k be partitioned in 

the following way: 
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The conditional probability density for a new observation xc,k,m may be shown to be 

  ( ) ( )* *
, , , 1, ~ ,c k m c k cp x X S s N µ− = Σ , (6.22) 
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Now that a form has been found for the conditional density of a new observation given 

the data previously observed in a cell, the state probability update and expected 
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discrimination gain may be computed using the forms developed in Section 6.1.2.  After 

a new sensor observation is made, the state probabilities are updated using 
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and the expected information gain is computed using 
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The sensor manager, as it has functioned previously, continues to choose the new 

location for each sensor to observe in order to greedily maximize the expected 

information gain that can be obtained with that sensor. 

6.2.2  Simulation Results 

 Now that the modeling of correlated sensor observations has been introduced in 

the previous section, the performance of the sensor manager is analyzed through 

simulations that incorporate correlated data.  The truncated SPRT is used to make cell-

specific declarations of “target” and “no target” as data is collected.  The desired error 

probabilities in all of the following simulations are α = 0.05 and β = 0.05.  The means and 

variances for the sensors are chosen to correspond to the Gaussian target case at an SNR 

of 0 dB as in Section 6.1.4 and each simulation uses three sensors to search for ten targets 

in a 10x10 cell grid.  The correlation coefficient parameters are set to 0.8 for each sensor 

with itself (the within-sensor correlation) and to 0.2 between each pair of non-unique 
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sensors (the between-sensor correlation).  These correlation coefficient parameters are 

intended to correspond to a realistic situation in which observations are highly correlated 

with other observations from the same sensor but less correlated with observations from 

different sensors.  There is still a non-zero correlation between observations made by 

different sensors, which means that the sensors are no longer independent as has been 

previously assumed in this thesis. 

 The following simulations examine the performance effects of properly and 

improperly modeling the data.  The sensor manager uses either the non-binary 

observation model from Section 6.1, which models independent sensors, or the correlated 

observation model presented in Section 6.2.1, which models the correlation present 

between sensors.  Similarly, the data is generated so that it follows either the independent 

observation model from Section 6.1 or the correlated observation model from Section 

6.2.1.  Results from each of the resulting four cases are presented:  independent modeling 

and independent data, correlated modeling and independent data, independent modeling 

and correlated data, and finally correlated modeling and correlated data. 

 In order to establish a baseline of sensor manager and direct search performance 

with independent sensor observations, results are shown in Figure  6.19 using independent 

modeling and independent data.  Discrimination-directed search clearly outperforms both 

basic direct search and smart direct search, achieving a desired expected probability of 

detection at a lower cost than either of the direct search techniques.  These results are 

consistent with those observed previously in this thesis. 

 Next, performance is analyzed when correlated observation modeling is used for 

data that is independent and contains no correlation.  When the data is actually 
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independent, the use of a correlated observation model does not allow the sensor manager 

to take full advantage of the information provided by the independent observations, 

meaning that performance may be lost.  Figure  6.20 compares the performance obtained 

on independent data when correlation modeling is and is not used.  The results in Figure 

 6.20 indicate that the modeling of correlation that is not actually present has little effect 

on the expected final system probabilities of detection and false alarm but has a 

significant effect on the cost required to achieve any specific expected probability of 

detection.  The cost for discrimination-directed search to reach the maximum expected 

probability of detection has increased by approximately 50%.  The cost increase is also a 

function of the obsmax parameter within the truncated SPRT.  As shown in Figure  6.21, 
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Figure  6.19.  Expected probability of detection versus cost for 3 sensors and 10 targets with non-
binary sensor observations.   There is no correlation present in the data, and correlated modeling is 
not used by the sensor manager.  Results are presented for discrimination-directed search, basic 
direct search, and smart direct search. 
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Figure  6.21.  Expected probability of detection versus cost for 3 sensors and 10 targets with non-
binary sensor observations.  There is no correlation present in the data.  Results are presented for 
discrimination-direct search using correlation modeling with obsmax = 20 and obsmax = 100. 
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Figure  6.20.  Expected probability of detection versus cost for 3 sensors and 10 targets with non-
binary sensor observations and obsmax = 20.  There is no correlation present in the data.  Results are 
presented for discrimination-direct search, basic direct search, and smart direct search both using 
and not using correlation modeling. 
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the required cost to obtain a given expected probability of detection increases with 

increasing obsmax, while the final expected probability of detection remains 

approximately the same.  These results indicate that performance is lost by incorrectly 

modeling correlation in the data when the data is uncorrelated.  However, the data in 

most realistic scenarios is in fact correlated, and so the more relevant error is not 

modeling correlation that is not present in the data but rather failing to model correlation 

that is present. 

 Now that performance has been examined for the two cases with independent 

data, consider the cases where correlated data is present.  In the first case, the 

independent observation model is used by the sensor manager to model correlated data.  

As has been discussed previously, additional information is available when sensor 

observations are correlated that is not captured by an independent observation model, and 

it is therefore of interest to determine how much performance is affected by this failure to 

appropriately model the correlated data.  Figure  6.22 compares the performance obtained 

when using the independent observation model on data that contains and does not contain 

correlation.  As is demonstrated in Figure  6.22, performance is severely degraded when 

correlated data is processed with the independent observation model.  This degradation 

occurs in two different ways.  First, the expected final probability of detection with 

correlated data is substantially reduced from that obtained with independent data when 

correlation is present but not modeled.  Second, the cost required to achieve a given 

expected probability of detection value also increases in the presence of correlated data. 

 Clearly, the presence of unmodeled correlation in the data causes a significant 

drop in the performance of the sensor manager.  Performance is next examined when the 
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correlated observation model is used.  Figure  6.23 presents results showing the 

performance obtained on correlated data when correlated observation modeling is and is 

not used.  In both cases, discrimination-directed search outperforms smart direct search 

and basic direct search using the corresponding observation model.  The use of the 

correlated observation model allows a slightly higher expected final probability of 

detection to be obtained, although this increase in expected final probability of detection 

comes with the tradeoff of increased cost.  The amount of cost increase depends on the 

truncated SPRT parameter obsmax.  Figure  6.24 presents performance results for 

discrimination-directed search with correlation modeling for two different obsmax values 

and shows that increasing the value of obsmax leads to higher costs and essentially no 
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Figure  6.22.  Expected probability of detection versus cost for 3 sensors and 10 targets with non-
binary sensor observations and obsmax = 20.  There is no correlation modeling used in the modeling 
framework.  Results are presented for discrimination-direct search, basic direct search, and smart 
direct search both when no correlation is present in the data and when correlation is present in the 
data. 
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Figure  6.24.  Expected probability of detection versus cost for 3 sensors and 10 targets with non-
binary sensor observations.  Correlation is present in the data.  Results are presented for 
discrimination-direct search using correlation modeling with obsmax = 20 and obsmax = 100. 
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Figure  6.23.  Expected probability of detection versus cost for 3 sensors and 10 targets with non-
binary sensor observations and obsmax = 20.  Correlation is present in the data.  Results are presented 
for discrimination-direct search, basic direct search, and smart direct search both using and not 
using correlation modeling. 
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change in the expected final probability of detection.  The results of Figure  6.23 and 

Figure  6.24 indicate that the use of an observation model properly describing the 

correlation present in the sensor data can slightly improve the expected final probability 

of detection performance of the sensor manager compared to the performance achieved 

with the incorrect independent observation model.  However, the amount of performance 

improvement obtained by properly modeling correlation in the data is somewhat less than 

the performance improvement obtained by properly modeling uncertainty that was 

presented in Section 6.1. 

 The performance measures examined thus far for the correlated observation 

model have been the system probability of detection and cost that are generated using 

truncated SPRT declarations.  Additional information can be gained about the 

effectiveness of the correlated modeling approach by considering an ROC with the final 

likelihood ratios obtained in each of the cells.  An ROC is generated by plotting 

probability of detection versus probability of false alarm while sweeping a threshold 

through a set of values—here, the final likelihood ratios in the cells.  The likelihood ratio, 

λ, for a cell c is defined as 

  ( ) ( )
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,
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c k c
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=

=
. (6.27) 

Figure  6.25 plots the ROCs for correlated data that is processed with the independent 

observation model and for correlated data that is processed with the correlated 

observation model.  The correlated model ROC outperforms the independent model ROC 

at all operating points, giving another illustration that the use of proper correlation 

modeling does in fact allow better exploitation of the information in the collected data. 
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 The results obtained in the above simulations are significant because data that is 

encountered in real world environments frequently has correlation present in it, both 

between observations made by the same sensor and between observations made by 

different sensors.  Failing to account for this correlation in the observation model of the 

sensor manager can result in poor sensor manager performance.  Modeling the 

observation correlation, however, can improve the performance of the sensor manager 

over the performance obtained when observation correlation is not modeled.  Having 

studied the behavior of the correlated-observation sensor manager in simulation, the next 

step is to apply the sensor manager to real data that contains correlated observations. 
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Figure  6.25.  Sensor manager ROC performance using the cell-level likelihood ratios after 
declarations have been made in all cells with obsmax = 20.  Correlation is present in the data.  Results 
are shown when the correlation is not modeled and when the correlation is properly modeled. 
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6.2.3  AMDS Data Results 

 The AMDS landmine data is again considered in this section.  Sensor manager 

performance on the AMDS data with the correlated observation model is compared with 

the performance obtained when no correlation modeling is used.  Correlation parameters 

are estimated for the AMDS data by considering all of the possible pairs of observations 

that result from making an observation with either the same sensing modality twice or 

once with one modality and once with the other.  The correlation coefficient is then 

estimated from this set of possible observation pairs.  Since the AMDS data is processed 

using a two-fold cross-validation, the correlation coefficient parameters are obviously 

different between the two folds.  The correlation coefficients of the GPR sensor with 

itself and the EMI sensor with itself are approximately 0.8 for both sensors.  For 

correlation between the two sensors, observations have a small positive correlation in the 

“target present” model and a small negative correlation in the “no target present” model.  

While there are too many observation pairs to facilitate meaningful visualization of the 

pairs used to train the correlation coefficients, the maximum GPR and EMI responses for 

each sensor are plotted in Figure  6.26 and give a general sense of the correlation 

behaviors corresponding to the inter-sensor correlation.  The target objects are seen to 

have a generally positive correlation, and the non-target object, particularly the clutter 

objects, have a generally negative correlation.  These observations correspond with the 

correlation coefficient parameters that are learned in training. 

 The sensor manager using correlated observation modeling is run on the AMDS 

data and compared in Figure  6.27 to the performance obtained with independent sensor 
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modeling.  The sensor manager with correlated observations obtains a given expected 

probability of detection at a lower cost than either basic direct search or smart direct 

search using correlation modeling up to the final expected probability of detection 

achieved by the sensor manager.  The direct searches, as well as all methods that do not 

use correlation modeling, achieve a higher probability of detection than does the sensor 

manager with correlation modeling.  Although the sensor manager has a lower expected 

final probability of detection, it also has a lower expected final probability of false alarm 

than the other techniques, as may be seen in Figure  6.28.  The sensor manager attains 

these different performance results by incorporating of the correlation information 

available in the collected data.  Objects that are found to have a high response with one 

modality but a low response with the other modality are more frequently not declared to 
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Figure  6.26.  Scatter plot of maximum GPR and EMI sensor responses for AMDS data.  Clutter and 
blank objects together represent the “no target” class. 
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Figure  6.28.  Expected final probability of detection and probability of false alarm for GPR and EMI 
sensors on AMDS data.  Results are presented for discrimination-directed search when correlation 
modeling is not used and when correlation modeling is used and for basic direct and smart direct 
searches when correlation modeling is used. 
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Figure  6.27.  Expected probability of detection versus cost for GPR and EMI sensors on AMDS data 
with non-binary sensor observations and obsmax = 20.  Results are presented for discrimination-direct 
search, basic direct search, and smart direct search both using and not using correlation modeling. 
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be targets with the correlated sensor manager since the “no target present” state has a 

negative correlation between the sensor responses.  However, the correlated observation 

model does not fully describe the complexity of the relationships seen in Figure  6.26.  

Since the correlation model is not fully descriptive, the sensor manager does not operate 

as effectively as it could with a more expressive correlation model. 

 ROC results may also be examined for the AMDS data, and Figure  6.29 compares 

the performance of the sensor manager using the independent observation model to the 

sensor manager using the correlated observation model.  Even though the correlation 

model is not perfect, the ROC with the correlated sensor manager is superior to the ROC 

obtained when correlation modeling is not used.  This result suggests that if a threshold 
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Figure  6.29.  Sensor manager ROC performance using the cell-level likelihood ratios after 
declarations have been made in all cells with obsmax = 20 for GPR and EMI sensors on AMDS data.  
Results are shown when the correlation is not modeled and when the correlation is modeled using the 
correlation coefficient parameters trained on the AMDS data. 
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were set on the likelihood ratio and used to make declarations instead of the truncated 

SPRT, it would be possible to find an operating point with the correlated sensor manager 

that outperforms the sensor manager that does not use the correlation model.  Thus, even 

a correlation model limited to the multivariate normal distribution defined in 6.2.1 is able 

to provide a performance improvement on the AMDS data.  The successful operation of 

the correlated sensor model on a large set of real data represents another accomplishment 

in the development of a realistic sensor manager that is applicable to real-world 

problems.  Furthermore, the fact that the correlation model is not as expressive as desired 

motivates the development of a richer correlation model that is better able to describe the 

variety of correlation relationships that occur in real data. 

6.3  Discussion 

 This chapter has introduced a more sophisticated modeling capability that 

incorporates both non-binary sensor observations and correlated sensor observations.  

Each of these extensions represents an advancement in the sophistication of the sensor 

manager through the elimination of a limiting assumption that was previously present.  

The extension to non-binary sensor observations was demonstrated on both simulated 

data and real landmine data to improve the performance of the sensor manager over the 

performance that is obtained with a binary-observation model.  Although the illustrative 

examples considered in this chapter utilized a normal density for the modeled observation 

density, the derivation presented in Section 6.1.1 is general and may be straightforwardly 

applied for an arbitrary density.  In comparison, the uncertainty modeling presented in 

Section 6.1.2 is valid only with a normal observation model.  However, were uncertainty 
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modeling to be desired using a different observation density, an appropriate natural 

conjugate prior could be used and a similar derivation to the one in Section 6.1.2 could be 

performed in order to produce a new uncertainty modeling framework.  Alternatively, in 

the absence of an appropriate natural conjugate prior, densities could be computed 

numerically. 

  The extension of the sensor manager to incorporate correlated sensor 

observations eliminates the previously imposed assumption that multiple sensors 

operating in the region of interest are independent.  Correlated sensor modeling has been 

demonstrated to improve the performance that is obtained by the sensor manager when 

correlated data fitting the correlation model is present.  Correlated sensor modeling has 

also produced improved performance when applied to the AMDS landmine data.  

However, the correlated sensor model that has been developed in this chapter is limited in 

its applicability because it requires that the vector of sensor observations be distributed 

according to a multivariate normal density.  Many real-world applications have 

substantially more complex relationships between observations that are made by different 

sensors.  In a landmine detection application, for example, the responses from GPR and 

EMI sensors have different relationships depending on the type of object being 

interrogated.  A metallic anti-tank mine produces a large response with both sensor 

modalities, but a small metallic mine can produce a large EMI response and a small GPR 

response.  Similarly, a small piece of nonmetallic clutter produces a small response with 

both sensor modalities, but a rock produces a large GPR response and a small EMI 

response.  The resulting relationship between sensors, such as that seen in Figure  6.26, is 

frequently more complex than a multivariate normal density.  Chapter 7 introduces a new 
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correlation modeling approach that is able to more effectively model realistic sensor 

correlation.  The new correlation model results in a new sensor management framework 

that operates slightly differently than the framework that has been considered in Chapter 

3 through 6.  This new framework is motivated by the physics of many static target 

detection problems and demonstrates dramatically improved performance on the AMDS 

landmine data considered in this chapter and the previous chapter. 

 With the following chapter presenting a new framework for sensor management, 

this chapter concludes the extensions of the basic sensor manager proposed by Kastella.  

Chapters 3 through 6 of this thesis have dramatically enhanced both the applicability of 

the sensor manager and its realism in modeling realistic scenarios.  The modeling of 

correlated sensor observations has not been fully addressed, meaning that the framework 

from Chapters 3 through 6 is best suited for sensor management in single-sensor 

problems or in problems in which the sensor correlations fit the correlation model 

presented in this chapter.  The framework of Chapter 7 is better suited to general multi-

sensor problems.  However, the framework of Chapters 3 through 6 is able to effectively 

model a sensor searching for a large number of targets in a large region of interest with 

an arbitrary observation density model.  Uncertainty modeling has also been introduced 

that provides the sensor manager with the capability to model some of the uncertainty 

that is present in real-world problems.  Thus, for the one-sensor, discrete object case, the 

goal of this work—namely, developing a realistic and effective sensor management 

framework—has been accomplished. 
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Chapter 7 – New Framework for Sensor Management 
with Discrete Objects 

 Chapters 3 through 6 of this thesis have presented a series of extensions and 

developments to the basic sensor manager originally proposed Kastella that have 

eliminated many of the restricting assumptions that were present in the original 

framework.  Two important restricting assumptions—that sensor observations are binary 

and that multiple sensors operating in the region of interest are independent—were 

removed in Chapter 6.  The introduction of non-binary sensor observations allowed the 

exploitation of information that was lost when a threshold was applied to a continuous 

observation in order to produce a binary observation.  This extension improved the 

performance of the sensor manager over the performance of an otherwise identical binary 

observation based sensor manager.  Correlated sensor modeling was also demonstrated to 

be important in maintaining good performance for sensor data following the specified 

correlation model.  However, the correlation model that was presented in Chapter 6 is not 

always sufficiently descriptive for a general problem.  The specification of correlation 

coefficient parameters in a covariance matrix for a multivariate normal distribution does 

not permit the effective description of complicated data or the relationships observed in 

many multidimensional feature spaces representing observations by different sensors.  

The multiple clusters and the complex scattering seen in Figure  6.26, for example, can 

only be crudely represented by the correlation model of Chapter 6. 

 However, the ability to appropriately model sensor correlation has the potential to 

result in significant performance gains.  For example, in the landmine detection 
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application, GPR and EMI sensors have been shown to be useful for detecting different 

types of mines.  Fusion of these two sensing modalities results in increased performance 

over that obtained with only a single modality [56].  Feature-level fusion using standard 

classification approaches incorporates the relationships present in a multidimensional 

feature space such as that of Figure  6.26.  Indeed, as has been discussed previously in this 

thesis, there are many applications in which different sensors are highly complementary 

in performing a desired task.  For this reason, modeling of the relationship between 

observations made by different sensors and how those observations impact classification 

is a crucial step. 

 To enable the proper modeling of correlated sensor observations, a more 

sophisticated correlation model is presented in this chapter that imposes no restrictions on 

the densities of the observed data and that is motivated by the physics of static target 

detection problems such as landmine detection and UXO discrimination [138].  Each 

sensor is assumed to produce noisy observations of a true feature value in a cell.  For 

simple features such as energy metrics, multiple observations of the same cell produce 

different responses due to thermal noise in the sensor, the exact angle of incidence of the 

sensor, and various environmental effects that complicate the sensor response.  For more 

complicated features that are produced after sophisticated signal processing, variability is 

often still present in the computed features due to the same noise sources.  Therefore, the 

modeling of sensor observations as noisy observations of a true feature value is motivated 

by the physics of typical sensor responses in static target detection applications.  Using 

these features, correlation may then be modeled by introducing joint densities to model 

the true feature values in a cell that correspond to the “target” and “no target” cases.  
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These densities may be learned from training data, and a posterior density for the feature 

values in a cell may be computed as data is collected. 

 One advantage of this feature-based correlation model is that the joint density for 

the features under the “target” and “no target” classes has dimensionality equal to the 

number of features.  Multiple observations made by the same sensor are only modeled 

insofar as they influence the posterior density for the feature values in a cell.  This new 

modeling approach stands in contrast to the approach used in Chapter 6, where a joint 

density was created with dimensionality equal to the total number of observations.  Thus, 

in the Chapter 6 approach, the dimensionality of the model was dynamic and increasing 

as additional data was collected, making the model unwieldy after a large number of 

observations had been made.  The new, feature-based correlation model in this chapter 

avoids this difficulty.  Furthermore, the new correlation model is able to model both types 

of correlation that were considered in Chapter 6.  Correlation between observations made 

by the same sensor is modeled by the fact that sensor observations are noisy observations 

of a true feature value, meaning that multiple observations by the same sensor of the 

same cell tend to produce similar responses when compared to the range of possible 

responses produced by all object types.  Correlation between observations made by 

different sensors is accounted for by the joint density models that are trained in the 

feature space.  Since there are no density assumptions made on these joint feature models 

and since the high-dimensional modeling problem of the Chapter 6 approach has been 

removed, the new correlation model introduced in this chapter allows more effective 

representation of the correlation present in a problem. 
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 When the new correlation model is implemented, computation of the state 

probabilities and expected information gain are changed sufficiently from the approach of 

previous chapters that a new sensor management framework is produced.  As mentioned 

above, this new framework requires a joint density model for the features under both the 

“target present” and “no target present” states.  A second model is used create a posterior 

density for the feature values in a cell and to update that posterior density as new sensor 

data is collected in that cell.  Given these models, the expected information gain for 

making a new sensor observation may be computed for each sensor, and, as in previous 

chapters, the sensor manager may continue to be tasked to maximize the expected 

information gain obtained with each new sensor observation.  Also, as was true in 

previous chapters, the Kullback-Leibler divergence continues to be used as the measure 

of information. 

 In order to provide a systematic approach for introducing the new framework and 

in order to test the functioning of the new sensor manager on real data in an incremental 

fashion, the new sensor management framework is first introduced in a simplified form in 

which only the joint density models for sensor features given the “target present” and “no 

target present” states are used.  When a sensor makes an observation, the feature value 

for that sensor in that cell is perfectly observed, meaning that each sensor only needs to 

be used to observe a particular cell at most one time.  State probabilities are computed for 

the probability that a cell contains or does not contain a target utilizing the joint feature 

model, rather than a series of single-dimensional density models corresponding to 

individual sensors such as would occur if the sensors were being modeled independently.  

In this way, correlation information may be effectively incorporated into the sensor 
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manager.  The simplified sensor manager is tested using a set of UXO discrimination data 

that has been collected with three different sensing modalities.  The sensor manager is 

able to obtain comparable performance to the performance achieved by using all of the 

available data with far fewer sensor observations.  In other words, the sensor manager is 

able to determine that some sensors do not need to be used to observe certain cells 

because the information that they provide is not necessary for classification of those 

objects as target or clutter. 

 The performance of the sensor manager is further analyzed by considering an 

example in which one of the informative sensors in the UXO data is replaced by an 

uninformative sensor with observations that are random noise.  The sensor manager is 

demonstrated to be able to correctly reject the uninformative sensor and to rarely choose 

to use it for observations.  This behavior is exactly the behavior that is desired in an 

effective sensor manager; the sensor manager should be able to distinguish between 

sensors that are helpful and sensors that are not helpful to the task at hand and to only 

utilize those sensors that are informative. 

 Since all real-world applications of interest consist of scenarios in which noise is 

present and in which sensors are able to make multiple observations of the objects of 

interest, the new sensor management framework is then presented in its complete form 

where the sensors produce noisy observations of the features rather than a single, 

noiseless observation of the true feature value.  The noise corrupting the sensor 

observations is first assumed to be additive white Gaussian noise with known variance.  

A second layer of modeling must then be introduced to model the noise on the feature 

observations and how the posterior densities for the features in a cell are updated as the 
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sensors make observations.  When only a single sensor is present in the problem, 

updating the densities for a feature in a cell may be accomplished using a standard natural 

conjugate prior framework.  However, when multiple sensors are involved, additional 

complexity is introduced.  Standard natural conjugate prior techniques for 

multidimensional densities such as a multivariate normal are not applicable in this case 

because, in this work, sensor observations are made singly.  In order to use standard 

natural conjugate prior techniques, a vector of observations—one from each sensor—

must be made, but this observation pattern would defeat the purpose of the sensor 

manager by preventing it from selecting only the most informative sensors to use for 

observation.  Therefore, two different frameworks are introduced for performing 

conjugate updating of the posterior feature densities in a cell as data is collected.  The 

first uses a modified natural conjugate framework developed by Kadane and Trader [139] 

that permits analytical updates when observations are made by only a single sensor.  The 

second approach, the K-nearest neighbor kernel density estimation (KNNKDE) approach, 

uses a Gaussian mixture model (GMM) with a large number of mixtures that all have 

diagonal covariance structures [140].  By using a large number of mixtures, complex 

densities are able to be approximated, but the fact that each mixture component has 

diagonal covariance allows straightforward computation of the posterior feature densities 

when an observation is made by only a single sensor. 

 The resulting sensor management framework is used to analyze the AMDS data 

that has been considered in Chapters 5 and 6 of this thesis.  The new sensor management 

framework demonstrates a substantial performance improvement over direct search.  As 

with the Camp Sibert UXO data, the sensor manager is able to obtain similar 
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performance to direct search using far fewer observations than are required by direct 

search to reach that performance level.  The sensor manager is furthermore demonstrated 

to represent a substantial improvement over the correlation modeling used in Chapter 6.  

The new sensor manager attains substantially better performance using many fewer 

observations than the Chapter 6 sensor manager, representing a significant improvement 

in the capability of the sensor manager.  The sensor manager presented in this chapter 

successfully models correlated sensor observations and thereby permits effective sensor 

management on problems that incorporate correlated data. 

 Finally, motivated by the uncertainty present in real-world applications, the new 

sensor manager is further extended to model the case in which the observation noise 

variance is unknown rather than known.  The KNNKDE approach is used to develop the 

sensor management framework with unknown variance because it permits conjugate 

updating and analytical solutions within the probabilistic framework.  The resulting 

framework is tested on the AMDS data, and the unknown variance sensor manager is 

demonstrated to improve performance over the performance that is obtained by a sensor 

manager assuming known observation noise variance.  The modeling of unknown 

observation noise variance provides additional information to the sensor management 

framework that is able to be exploited in order to improve the effectiveness of the sensor 

manager. 

 The development of a sensor management framework that appropriately models 

the correlation between sensor observations and that incorporates realistic uncertainty 

modeling through the modeling of observation noise with uncertain variance represents a 

significant accomplishment in the development of an effective and realistic sensor 
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management framework for the static target detection problem.  Unlike the sensor 

management framework obtained in Chapter 6, which is effective only for single-sensor 

problems or for multi-sensor problems in which the correlation follows the Chapter 6 

model, the sensor management framework in this chapter is suitable for general single or 

multi-sensor problems with arbitrary numbers of features that involve discrete objects. 

7.1  Simple Feature Model 

 In order to begin the introduction of the new sensor manager and to provide the 

ability to incrementally test the new sensor management framework on real data, the new 

sensor management framework is first developed using a simple feature model, in which 

a sensor observation in a cell always produces the same single feature value.  Such a 

model essentially reduces the sensor management problem to a yes or no decision about 

whether to make an observation with each sensor in each cell of the grid.  In the simple 

framework, the only models that are required are models for the features in the “target 

present” and “no target present” states.  The use of a joint model for the features allows 

the effective exploitation of information from the joint relationships of the sensor 

features.  In previous chapters, when the state probabilities in a cell were updated using 

only a probability of detection and false alarm for a specific sensor or using only a one-

dimensional observation density for a single sensor, the information available from 

sensor correlation and interrelationship was not available and was not utilized. 

 The correlated sensor observation model from Chapter 6 was the first attempt in 

this work to introduce a model capable of modeling the joint structure of sensor 

observations.  However, as was discussed previously, the correlated model of Chapter 6 
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is limited to a specific functional form that inhibits its usefulness on a general problem.  

Furthermore, the correlated observation framework from Chapter 6 considers a joint 

density for all of the sensor observations rather than a joint density for sensor features 

that have been computed from the (possibly many) observations.  As a result, the 

correlated observation model in Chapter 6 models a very high-dimensional space once a 

large number of sensor observations have been made.  Due to the curse of dimensionality, 

it can become difficult to accurately model observation relationships in very high-

dimensional spaces, and consequently it becomes difficult to exploit the information 

available from joint relationships between sensor observations.  The full observation 

model that is introduced in Section 7.2 addresses this issue by modeling a joint density 

for the feature values for each sensor rather than for all observations.  A separate model is 

utilized to probabilistically model a posterior density on the feature values given the 

sensor data that has been collected in a cell.  The simple framework that is introduced in 

the following section uses only the first of these modeling components:  a joint density 

for the features that are observed by each sensor under the assumption that these features 

are perfectly observed from a single sensor observation. 

7.1.1  Simple Feature Framework 

 As was true of the sensor manager in the preceding chapters, the new sensor 

management framework developed here uses M sensors to search for N targets in a grid 

of C cells.  As before, each cell has a binary state, either “target” or “no target,” 

corresponding to whether that cell contains a target.  It is assumed that each of the M 

sensors produces a single feature in each cell.  To create a model where a sensor produces 
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multiple features, the dimensionality of the following feature model may be 

straightforwardly increased from M to the total number of features from all sensors.  Let 

FM represent all of the features and let fm represent the feature that corresponds to sensor 

m.  Using training data, a model is learned for the joint density of all features conditioned 

on each of the two possible states:  p(FM | S = 0) and p(FM | S = 1).  Note that here the 

notation S = 1 and S = 0 is used to denote the “target” and “no target” hypotheses in 

general and not in reference to a specific cell c. 

 Now let Fc,M represent all of the features in cell c and let fc,m represent the feature 

that corresponds to sensor m in cell c.  In this section, it is assumed that the sensors 

directly observe the feature values fc,m.  The following section introduces modeling for 

the more realistic case when sensor observations of the feature values are corrupted by 

noise.  Let Fc,k represent a vector of observed features, where k is a vector of indices 

indicating which of the M features have been observed; similarly, define Fc,k* to be the 

vector of unobserved features, with k* denoting the features that have not yet been 

observed.  State probabilities may then be computed for each cell under the “target” and 

“no target” hypotheses conditioned on the features that have been observed in that cell 

using the traditional Bayesian framework: 
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The densities for the observed features are simply the marginal densities for those 

features derived from the full joint density model for the features in cell c: 

  ( ) ( ), , , *c k c c M c c kp F S s p F S s dF= = =∫ . (7.2) 
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Note that now models are required for the joint densities of the features in cell c, p(Fc,M | 

Sc = 0) and p(Fc,M | Sc = 1).  One reasonable choice for these densities is to use the full 

joint density models for the features, p(FM | S = 0) and p(FM | S = 1), that were produced 

from the training data.  Other choices for the prior density are of course also possible.  

The following development, however, assumes the use of p(FM | S = 0) and p(FM | S = 1) 

as the cell-specific joint densities. 

 As mentioned earlier, the sensor manager developed in this section again 

maximizes the expected information gain that is obtained with a new sensor observation 

using the Kullback-Leibler divergence as the information measure.  The information gain 

for a new sensor observation in a cell is still defined as the Kullback-Leibler divergence 

between the state probabilities in the cell after the new observation and the state 

probabilities in the cell before the new observation.  Letting fc,k+1 represent the new 

observed feature and Fc,k+1 represent the observed feature vector including the new 

feature, the expected information gain may be computed analytically as follows: 
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The predictive density for the new observed feature, p( fc,k+1 | Fc,k ), may be written as 
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Finally, the conditional densities in (7.4) may be computed from the full joint densities 

for the features as 
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 The expected information gain may be computed for each sensor that has not yet 

made an observation using (7.3).  The sensor manager may then task the sensor suite to 

make an observation using the sensor that maximizes the expected information gain.  

Depending on the results of previous observations in a cell, it is possible that the cell state 

probabilities may not change substantially if additional information is incorporated.  In 

such a case, making additional observations using new sensors results in wasted time and 

resources.  Consequently, a threshold, λ, may be determined and the sensor manager 

should be tasked to make a new observation only if ∆DKL > λ. 

 Equations (7.2) and (7.5) specify how marginal and conditional densities may be 

determined from the full joint densities p(Fc,M | Sc = 0) and p(Fc,M | Sc = 1).  Specific 

functional forms for the full joint densities can allow the analytical derivation of the 

relevant marginal and conditional densities.  For example, if a GMM is used to model the 

full joint densities, the marginal densities and conditional densities of all possible feature 

combinations may be shown to be GMMs as well.  Let a GMM for the features in cell 

state s contain ns mixture components: 

  ( ) ( ),
1

,
sn

c M c i i i
i

p F S s w MVN µ
=

= = Σ∑ , (7.6) 

As an example, let the mean vector and covariance matrix of each component be 

partitioned according to the features that have been observed (subscript k) and the 

features that have not been observed (subscript k*): 

  , *

*, **

     and     
i ii
k k kk

i i i ii
k k kk
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µ
   Σ Σ
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 (7.7) 

The marginal density for features Fc,k* is a GMM given by 
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,
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The conditional density for features Fc,k* given features Fc,k that have been observed is 

also a GMM: 
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with updated mixture weights given by 
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Similar results are obtained if marginal and conditional densities are desired for other 

features or combinations of features.  The use of specific functional forms such as the 

GMM for the full joint densities for the features in a cell avoids the need for numerical 

determination of the marginal and conditional densities and allows these densities to be 

evaluated analytically, as illustrated by the above equations.  Furthermore, a GMM is an 

expressive density and is capable of representing highly complex data if enough mixture 

components are used. 
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7.1.2  Camp Sibert UXO Data Results 

 Having presented the new framework for observation modeling in the previous 

section, an illustrative example is now presented that examines the performance of the 

sensor manager on real data from the UXO discrimination application.  The dataset 

considered here only contains a single observation of the feature for each object with 

each of the sensors, making it suitable for use with the simple model presented in the 

previous section.  The AMDS landmine data that has been analyzed previously in this 

thesis has multiple sensor observations available for each cell and is processed later in 

this chapter using the full observation model in Section 7.2. 

 The UXO dataset considered here was collected at Camp Sibert and contains 59 

targets and 183 clutter objects, each of which is assumed to occupy a cell, giving a total 

number of 242 cells in the grid under consideration.  The proportions of targets and 

clutter are used to set the prior probabilities of the “target” and “no target” states.  

Observations are available using three different sensing modalities:  a time-domain EMI 

sensor (the EM61 sensor), a frequency-domain EMI sensor (the GEM sensor), and a 

magnetometer.  Energy is used as the feature for the two EMI sensors, and estimated 

depth is used as the feature for the magnetometer.  A scatter plot of the data in three 

dimensions is shown in Figure  7.1, along with each of the three different two-

dimensional representations of the data.  As may be seen from Figure  7.1, the data 

appears to be relatively separable.  If certain portions of the feature space can be well 

separated using fewer than all three dimensions, then it is possible that the use of a sensor 

manager could allow UXO to be correctly classified using fewer sensor observations than 
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an unmanaged search strategy, which would make observations using all three sensing 

modalities for each object. 

 The simulations in this section present results that are cross-validated using leave-

one-out cross-validation.  Results are presented with an ROC generated using the 

likelihood ratio of the observed features, which is also equivalent in this modeling 

framework to producing an ROC using the final state probability that a cell contains a 

target.  The SPRT is no longer used in this section.  Since state probabilities are 
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Figure  7.1.  Scatter plots of UXO data that has been collected by an EM61 sensor, a GEM sensor, and 
a magnetometer.  The full, three-dimensional dataset is plotted in (a), while (b), (c), and (d) show the 
three different two-dimensional scatter plots of the data. 
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computed using the observed feature values and only a total of up to three observations 

may be made in each cell, the SPRT is not able to terminate for many of the cells.  A 

more informative description of the performance is obtained by the ROC, which plots all 

of the possible operating points for the system that can be obtained by setting a threshold 

on either the likelihood ratio of the data or the final state probability that a cell contains a 

target. 

 As the first step in implementing the new sensor management framework, a 

model is trained for both the UXO and the clutter data using a GMM with one mixture 

component for the UXO and with three mixture components for the clutter.  The models 

that are fit to the data may be seen in Figure  7.2 as a series of two-dimensional marginal 

densities.  Figure  7.2 may be compared to the two-dimensional plots in Figure  7.1 to 

visually assess how well the models fit the data, and they do in fact provide reasonable 

fits.  Now that feature models p(FM | S = 0) and p(FM | S = 1) have been determined, the 

expected information gain for an observation with each of the three sensors may be 

computed.  The marginal densities for individual features under both the UXO model and 

the clutter model are presented in Figure  7.3.  The marginal densities indicate that the 

best separation between the UXO and clutter densities appears to occur with the EM61 

energy feature, and so it would be expected that the EM61 sensor would have the highest 

expected information gain when no observations have yet been made in a cell.  

Computing the expected information gains using (7.3), it is found that ∆DKL = 0.1223 for 

the EM61, ∆DKL = 0.0472 for the GEM, and ∆DKL = 0.0365 for the magnetometer.  

Therefore, the first observation of an object should always be made with the EM61 

sensor, since that sensor provides the largest expected information gain. 
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   (e)      (f) 

Figure  7.2.  Marginal densities from GMM model fits to the Camp Sibert UXO data.  (a)-(f) show the 
two-dimensional marginal distributions for each of the different feature pairings for both the UXO 
and clutter models.  (a)-(f) may be compared to (b)-(d) from Figure 1 to visually assess the quality of 
fit that the models provide. 

 



 

 222 

 After a single observation has been made, the expected information gain that may 

be obtained from a subsequent observation with a different sensor depends on the result 

of the first sensor observation.  Figure  7.4 shows the expected information gain from 

making a second observation with a different sensing modality than the first sensor used.  

Even though, based on the results computed above, the EM61 sensor is always used to 

make the first observation, results are still presented for the three different cases when 

each of the sensors has made the first observation.  These plots illustrate that if either the 
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Figure  7.3.  Marginal densities from GMM model fits to the Camp Sibert UXO data for individual 
features for both the UXO and clutter models.  (a) shows the densities for the EM61 energy feature, 
(b) shows the densities for the GEM energy feature, and (c) shows the densities for the magnetometer 
estimated depth feature. 
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GEM or the magnetometer were used for the first sensor observation, the EM61 is nearly 

always the most informative sensor to use for the second observation.  When the EM61 is 

used as the first sensor, the magnetometer provides a more informative observation for 

most cases except for high values of the EM61 energy feature, in which case the GEM 

should be used.  Similarly, after a second sensor observation has been made, the expected 

information gain for using the third and final sensing modality may be computed as a 

function of the values of the first two sensor observations.  Figure  7.5 plots the expected 
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Figure  7.4.  Expected information gain for an observation with one of the two remaining sensing 
modalities after a first observation has been made.  The first observation was made with the EM61 in 
(a), the GEM in (b), and the magnetometer in (c). 
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information gain for the third sensor observation, again considering each of the three 

different combinations of the sensor pairs that have made the first two observations.  The 

results in Figure  7.5 may be compared with subplots (b)-(d) in Figure  7.1, and it may be 

observed that the expected information gain for a third sensor observation is highest in 

the regions where there is difficulty separating UXO from clutter in the two-dimensional 

scatter plot of the data.  The expected information gain may also be high in regions where 

there is little or no training data with which to train the models, but as long as the training 
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Figure  7.5.  Expected information gain for an observation with the third sensing modality after 
observations have been made with the other two modalities.  The third observation is being made 
with the magnetometer in (a), the GEM in (b), and the EM61 in (c). 
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data is representative of the objects that are encountered, it is unlikely that sensor 

observations will lie in these regions.  Considering the results seen in Figure  7.3 through 

Figure  7.5, the expected information gain behaviors provide very intuitive results and 

also demonstrate the mechanisms through which the intelligent tasking of the sensor suite 

is performed by the sensor manager. 

 The performance of the sensor manager is now analyzed and compared to the 

performance of an unmanaged approach in which all three sensors are used to observe 

each cell.  Both the ROC performance and the number of sensor observations made are 

shown in Figure  7.6 and indicate that the sensor manager performs nearly as well as the 

unmanaged approach while requiring substantially fewer sensor observations to achieve 

that performance.  In fact, the performance of the sensor manager and the unmanaged 
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Figure  7.6.  Performance of sensor manager and unmanaged search on Camp Sibert UXO data with 
an information threshold of λ = 0.01.  The inset bar plot shows the number of observations made by 
each of the sensing approaches with the three sensing modalities. 
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approach are nearly identical up to Pd ≈ 0.95.  Furthermore, the sensor manager makes 

only 59.1% of the GEM and magnetometer observations that are made by the unmanaged 

approach and 72.7% of the total observations.  Therefore, a substantial cost savings has 

been achieved while comparable performance has been maintained through the use of the 

sensor manager. 

 Figure  7.7 and Figure  7.8 examine the performance of the sensor manager as the 

information gain threshold, λ, is varied.  A performance baseline using only the EM61 

sensor is also included.  As the threshold gets lower, the ROC for the sensor manager 

generally improves, as may be seen in Figure  7.7, although there are only slight 

differences in the curves once the threshold is lower than 0.1.  When the information gain 

threshold is too high, however, there is a noticeable performance loss when comparing 

the performance of the sensor manager to the performance of unmanaged search.  Figure 

 7.8, which plots the number of sensor observations made, illustrates how higher 

thresholds result in progressively fewer sensor observations being made for the GEM and 

magnetometer sensing modalities.  Thus, there is a tradeoff between the number of 

observations and ROC performance in which a smaller information gain threshold results 

in generally improved performance but at a cost of requiring more observations to be 

made than are made with a higher threshold.  It should be noted, however, that even in 

the case where λ = 0.005, the sensor manager still makes only 66.5% of the GEM and 

magnetometer observations that are made by unmanaged search and only 77.7% of the 

total observations that are made by unmanaged search, which is still a substantial savings 

in the number of observations made. 



 

 227 

EM61 GEM Magnetometer
0

50

100

150

200

250
Number of sensor observations made

 

 
Unmanaged approach
Threshold = 0.005
Threshold = 0.01
Threshold = 0.02
Threshold = 0.05
Threshold = 0.1
Threshold = 0.2
Threshold = 0.3
EM61 only

 
Figure  7.8.  Number of sensor observations made using each of the three sensing modalities with the 
sensor manager and unmanaged search on Camp Sibert UXO data.  A variety of information 
thresholds are used. 
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Figure  7.7.  Performance of sensor manager and unmanaged search on Camp Sibert UXO data with 
a variety of information thresholds.  The inset plot zooms in on the high Pd region to better show the 
performance differences between the sensor manager using the different information thresholds. 
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 The results presented in this section demonstrate the ability of the newly 

developed sensor management framework to successfully operate on a set of real data.  

The new sensor management framework is able to model the relationships between the 

different sensing modalities more effectively than the correlation observation framework 

in Chapter 6 due to its ability to use a more complex model—in this case a GMM.  The 

demonstration that similar performance can be obtained using dramatically fewer sensor 

observations is an important result; the sensor manager can thus be used in application to 

complete the interrogation of a set of objects more quickly and at a lower cost.  

Particularly in applications where the collection of data is costly or time-consuming, this 

benefit can be of great importance. 

7.1.3  Uninformative Sensor Example 

 Now that the sensor manager has been demonstrated to outperform an unmanaged 

technique on real UXO data, one final test is also considered in order to investigate how 

effectively the sensor manager can reject a feature that is uninformative.  For this test 

case, the Camp Sibert UXO data is again utilized.  The EM61 and magnetometer features 

from the UXO data are retained, but the GEM feature is replaced with random noise, 

giving the data that is shown in Figure  7.9.  As was true in the previous section, the 

EM61 is again the most informative sensor to use for the first observation, and Figure 

 7.10 shows the expected information gain for using both the magnetometer and the 

uninformative sensor as a function of the observation result from the EM61.  The 

magnetometer is vastly more informative than the uninformative sensor for all EM61 
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Figure  7.10.  Expected information gain for an observation with one of the two remaining sensing 
modalities after a first observation has been made by the EM61 sensor. 
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Figure  7.9.  Scatter plot of UXO data that includes an uninformative feature in addition to the EM61 
feature and the magnetometer feature. 
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observation values, indicating that the sensor management framework is correctly able to 

identify the uninformative feature as containing an extremely low amount of information. 

 Similarly, Figure  7.11 shows the expected information gain for the uninformative 

sensor after observations have been made using both the EM61 and the magnetometer.  

The information gain is again very low except in the top left-hand corner of the plot.  

Referring back to Figure  7.1(c), it may be seen that this region of the EM61-

magnetometer feature space has almost no training data, meaning that model behaviors in 

this region may be unusual.  Finally, Figure  7.12 shows the performance of the sensor 

manager compared to unmanaged search using this modified UXO data.  The sensor 

manager performs almost exactly as well as the unmanaged approach, while using only 

slightly over half as many magnetometer observations and virtually no observations 
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Figure  7.11.  Expected information gain for an observation with the uninformative sensor after 
observations have been made with the EM61 sensor and the magnetometer. 
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from the uninformative sensor.  The sensor management framework is indeed able to 

correctly determine that the uninformative sensor is unhelpful in discriminating between 

UXO and clutter, and that sensor is almost never used.  This result is important for 

realistic application because uninformative features often exist in classification problems, 

and in a real-world setting it is also possible that a properly functioning sensor may break 

or cease to operate correctly, resulting in a sensor that produces uninformative features.  

In such cases, the proper rejection of uninformative features is crucial for reducing the 

number of observations that need to be made for accurate detection or object 

discrimination. 
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Figure  7.12.  Performance of sensor manager and unmanaged search on Camp Sibert UXO data 
containing an uninformative feature with an information threshold of λ = 0.05.  The inset bar plot 
shows the number of observations made by each sensing approach with the three sensing modalities. 

 



 

 232 

7.2  Full Observation Model 

 Now that the simple observation model has been presented and analyzed in 

Section 7.1, consideration is turned to the more complex—and more realistic—

observation model.  Consider each feature as having a true value for each of the cells 

under consideration.  The previous section assumes that features are directly observed by 

the sensors without the presence of corrupting noise, meaning that the true feature value 

is observed in a single sensor observation.  In realistic environments, however, noise is 

present in the observed data, and as a consequence, noisy observations of the true feature 

value are observed.  Such a perspective is readily motivated by considering a feature such 

as the maximum energy response of a buried object.  Different maximum energy values 

are observed with different passes over the object depending on the thermal noise of the 

sensor, the exact soil properties and sensor location, and other confounding factors.  Even 

for features that are generated as a result of additional processing, such as dipole model 

features or matched subspace detector features, different observations of the object result 

in different feature values that may be considered as noisy observations of some true 

underlying feature value.  Motivated by this perspective, in this section a sensor 

observation is considered to be a noisy observation of the true feature value in a cell, and 

the noise that corrupts sensor observations is assumed to be additive white Gaussian 

noise. 

 As was discussed at the beginning of Section 7.1, the introduction of the full 

observation model represents a further advancement over the correlated observation 

model of Chapter 6.  In the correlated observation model developed in Chapter 6, 
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correlation is modeled in a high-dimensional space with dimensionality equal to the 

number of sensor observations made.  The modeling in this section overcomes the 

challenges of high dimensionality by instead performing modeling in the space 

corresponding to the true feature values.  As sensor observations are made in a cell, a 

posterior joint density for the true feature values in that cell may be obtained.  The 

resulting sensor management framework is able to fluidly accommodate many sensor 

observations without running into problems of dimensionality.  The sensor management 

framework is also able to provide a more robust representation of the interrelationships 

between the data collected from multiple sensing modalities. 

7.2.1  Full Observation Framework 

 Let xc,k,m represent the kth observation made in cell c with sensor m, let Xc,k,m 

represent observations xc,1,m, . . . , xc,k,m, and let Xc,M represent all data collected in cell c.  

Furthermore, assume that the variance of the additive white Gaussian noise, σ2, is known.  

Under the proposed model, the observation model for a new sensor observation is 

  ( )2
, , , ,~ ,c i m c m c mx f N f σ . (7.13) 

As in Section 7.1.1, a model is learned for the joint density of all features conditioned on 

each of the two possible states:  p(FM | S = 0) and p(FM | S = 1).  This model may then be 

used, if desired, as the prior densities for the features in each cell, p(Fc,M | Sc = 0) and 

p(Fc,M | Sc = 1).  Note that there is no requirement that p(FM | S = 0) and p(FM | S = 1) be 

used at the prior densities for p(Fc,M | Sc = 0) and p(Fc,M | Sc = 1), but since they represent 

a model that is trained on the available training data, they often represent a reasonable 

selection of prior density. 
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 After data has been observed by the sensors, the posterior density for the features 

given the sensor observations may be written using Bayes’s rule as 

  ( ) ( ) ( )
( ) ( )

, , ,

, ,

, , , ,

,
,

,

c M c c M c M c

c M c c M

c M c c M c M c c M

p X S s F p F S s
p F S s X

p X S s F p F S s dF

= =
= =

= =∫
. (7.14) 

The posterior state probabilities for a cell also depend on the observations Xc,M that have 

been collected in the cell: 

  ( ) ( ) ( )
( )

,
,

,

Pr
Pr c M c c

c c M

c M

p X S s S s
S s X

p X

= =
= = , (7.15) 

which may be rewritten as 

  ( ) ( ) ( ) ( )
( )

, , , , ,

,

,

, Pr
Pr

c M c c M c c M c M c M

c c M

c M

p X S s F S s F p F dF
S s X

p X

= =
= = ∫ . (7.16) 

Given the feature values, the sensor observations are independent of the cell state, 

meaning that p(Xc,M | Sc = s, Fc,M) = p(Xc,M | Fc,M).  Finally, the numerator of (7.16) may 

be rewritten using Bayes’s rule to obtain a final form for the state probability: 

  ( ) ( ) ( ) ( )
( )

, , , ,

,

,

Pr
Pr

c M c M c M c c c M

c c M

c M

p X F p F S s S s dF
S s X

p X

= =
= = ∫ . (7.17) 

 The expected information gain obtained with a new sensor observation xc,k+1,m is 

determined similarly to the expected information gain in Section 7.1.1: 

  
( ) ( )

( ) ( )
, 1 ,

, 1 , , 1, , 1, , , 1,

,  ,

 

KL KL c k c k

KL c k c k c k m c k m c M c k m

D c m E D P P c m

D P P x p x X dx

+

+ + + +

 ∆ =
 

 =
 ∫

. (7.18) 

The predictive density, p(xc,k+1,m | Xc,M), for a new observation given the data already 

collected by that sensor may be expanded to give 



 

 235 

  ( ) ( ) ( ), 1, , , 1, , , , , ,,c k m c M c k m c M c M c M c M c Mp x X p x F X p F X dF+ += ∫ . (7.19) 

Since the conditional density for an observation of feature m given the true feature values 

depends only on feature m, (7.19) may be simplified to give 

  ( ) ( ) ( ), 1, , , 1, , , , ,c k m c M c k m c m c m c M c mp x X p x f p f X df+ += ∫  (7.20) 

The posterior feature density may also be expanded by conditioning on the state, giving a 

final form for the predictive density, 

( ) ( ) ( ) ( )
1

, 1, , , 1, , , , , ,
0

, Prc k m c M c k m c m c m c c M c c M c m
s

p x X p x f p f S s X S s X df+ +
=

 = = = 
 
∑∫ , (7.21) 

which may be evaluated using (7.13), (7.17), and the marginal density for feature m that 

may be obtained from (7.14).  For specific functional forms of the densities in (7.21), the 

integral may be solved analytically.  For example, using the observation model of (7.13) 

with posterior densities for the features in a cell that are GMMs results in a predictive 

density that is itself a GMM.  Assuming that the marginal posterior density for feature fc,k 

in cell state s is a GMM with ns mixture components given by 

  ( ) ( )2
, ,

1

, ,
sn

c k c c M i i i
i

p f S s X w N µ σ
=

= =∑ , (7.22) 

then the predictive density obtained by integrating the observation model of (7.13) times 

(HHH) is 

  ( ) ( )2 2
, ,

1

, ,
sn

c k c c M i i i
i

p x S s X w Nµ σ σ
=

= = +∑ . (7.23) 

 As with the simple feature model in Section 7.1.1, the sensor manager operates by 

greedily maximizing the expected information gain that may be obtained with each new 

sensor observation.  The expected information gain in (7.18) is computed for each sensor 
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in each cell, and the sensor manager directs the sensor suite to make the observation that 

has the largest expected information gain.  A threshold, λ, for the information gain may 

be specified so that a new observation is only made if ∆DKL > λ. 

 When the sensor manager using the full observation framework is implemented, 

the computation of the posterior density for the features in a cell, given by (7.14), 

becomes more complex than it may initially appear.  In previous work in this thesis, 

natural conjugate priors have frequently been used in order to obtain analytical update 

equations for the computation of posterior densities such as those in (7.14).  The natural 

conjugate prior for data that has a known variance and unknown mean is a multivariate 

normal density (or, similarly, a GMM).  However, in order to utilize the conjugate update 

equations for the multivariate normal density (or GMM), an observation vector must be 

made.  That is to say, each of the available sensors must make an observation in order to 

perform standard conjugate updating.  Clearly this behavior is undesirable, since the 

entire goal of the sensor manager is to be able to detect targets using as few observations 

as possible.  Observations in this sensor management framework are made singly and not 

as vectors.  Consequently, an alternative approach is needed in order to perform 

analytical updating of the cell-specific feature densities.  The following sections 

introduce two approaches that may be considered in order to maintain the ability to 

perform these density updates analytically even when sensor observations are made 

singly.  The first approach uses a conjugate prior formulation proposed by Kadane and 

Trader that allows conjugate updating with missing data [139, 141].  The second 

approach, the KNNKDE approach, uses a large number of mixtures in which the features 

are independent (and thus the covariance matrix is diagonal) in order to maintain the 
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expressivity of the density while simultaneously allowing conjugate updating after a 

single sensor observation [140]. 

7.2.2  Missing Data Approach for Conjugate Updating 

 This section briefly presents the approach proposed by Kadane and Trader for 

performing conjugate updates for multivariate normal densities with known variance in 

the presence of missing data [139].  Missing data problems are of interest because large 

datasets have often been collected that contain some number of missing values, and 

researches often desire to perform Bayesian analysis on these datasets.  In many missing 

data problems, the presence of missing data is caused by sensor failure or by sensors 

being obscured so that they cannot make specific observations.  In contrast, in the 

application presented here, the missing data actually arises as an intentional choice in the 

deployment of sensor resources.  Furthermore, it is necessary to compute posterior 

densities after each new sensor observation, and so the first posterior density update must 

be computed after a single observation has been made with a single sensor.  In traditional 

missing data problems, when large datasets with missing data are analyzed, the data is 

frequently organized into patterns such as nested data, in which the first block of data has 

no missing observations, the second block all has observations missing from sensor 1, the 

third block all has observations missing from sensors 1 and 2, etc.  For example, Chen 

considers a Bayesian analysis of missing data that has a nested structure [142].  However, 

since the data analyzed in this section is collected adaptively, the framework of Kadane 

and Trader results in a more tractable analysis because the data does not need to be 

reorganized after each observation in order to fit a nested structure. 
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 It is first important to note that the missing data analyzed in this section may be 

considered to be missing at random (MAR).  Defining a matrix R of indicator variables to 

indicate whether data is present or missing, partitioning data X into a portion Xobs which 

is observed and a portion Xmis which is missing, and defining any unknown nuisance 

variables as ξ, data missing at random implies that 

  ( ) ( ), , ,obs mis obsP R X X P R Xξ ξ= . (7.24) 

In other words, the probability that the data is missing does not depend on the underlying 

value of that data, but only on the observed data and any related nuisance parameters.  

With the MAR assumption, the mechanism driving the missing data may be ignored and 

analysis proceeds more tractably [143]. 

 In order to mathematically represent the data that is present or absent in each 

observation vector, define a vector d that is composed of indicator variables describing 

whether feature m is present or absent.  Let |d| represent the number of ones in vector d, 

and let D be the set of vectors d that describe all of the possible missingness patterns in 

the observation vectors that comprise the data.  In a general problem with M features in 

which the data contains all possible missingness patterns, D contains 2M – 1 vectors.  In 

the context of the presented sensor management framework in which observations are 

made singly, the missingness patterns present in the data are a subset of all possible 

patterns containing all vectors for which |d| = 1.  Furthermore, following the approach of 

Dominici, et al., the full observation pattern (i.e., |d| = M ) is included even though no 

observations with a full observation vector are made in order to incorporate prior 
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knowledge about the relationships between all features jointly [141].  Thus, for an 

example in which three features are considered, D = { [1 0 0], [0 1 0], [0 0 1], [1 1 1] }. 

 The Kadane and Trader conjugate prior is then defined to be a product of 

multivariate normal densities that are each conjugate to one of the missingness patterns in 

D [139].  The individual multivariate normal densities have mean vectors with length |d| 

and covariance matrices with size |d| by |d|, denoted by µd and Σd.  The conjugate prior is 

  ( )
( )

( ) ( )
1/2

1
, , ,/ 2

1
exp

22

Td
c M c c d d d c d dd

d D

p F S s F Fµ µ
π

−
−

∈

Σ  = = − − Σ − 
 

∏ , (7.25) 

where Fc,d denotes the subset of features that are present in vector d and it is understood 

that there are different mean vectors and covariance matrices for the two possible cell 

states.  For the missingness patterns used in the sensor management framework, (7.25) 

represents a product of M one-dimensional normal densities (one corresponding to each 

feature) and one M-dimensional multivariate normal density.  Recalling Bayes’s rule, 

which is used to find the posterior feature densities in each cell in (7.14), the expression 

  ( ) ( ) ( )
( ) ( )

, , ,

, ,

, , , ,

,
,

,

c M c c M c M c

c M c c M

c M c c M c M c c M

p X S s F p F S s
p F S s X

p X S s F p F S s dF

= =
= =

= =∫
 (7.26) 

must be evaluated.  The data likelihood may be simplified by first recalling that 

  ( ) ( ), , , ,,c M c c M c M c Mp X S s F p X F= =   (7.27) 

and then, using the fact that observations are independent, by expanding the likelihood 

into a product: 

  ( ) ( ), , , , ,
1 1

mkM

c M c M c i m c m
m i

p X F p x f
= =

= ∏∏ . (7.28) 
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It is apparent that the data observed by each sensor may be straightforwardly combined 

with the one-dimensional normal density in the prior that corresponds to that sensor.  The 

new mean and variance parameters for each normal density are obtained using standard 

conjugate update equations. 

 The posterior density is then simply a product of multivariate normal densities as 

given in (7.25) in which the individual density parameters have been updated as 

appropriate.  Since the densities composing the product in (7.25) have different 

dimensionality, Kadane and Trader utilize an expansion operator that expands all of the 

mean vectors to have length M and all of the covariance matrices to have size M by M.  

This expansion is accomplished for the mean vectors by adding zero elements 

corresponding to the locations of the missing data and for the covariance matrices by 

adding rows and columns of zeros corresponding to the positions of the missing data.  

Denoting these expanded posterior mean vectors and covariance matrices by dµ%  and dΣ% , 

the posterior density for the features may be written as 

  ( ) ( ) ( )1
, , , ,

1
, exp

2

T

c M c c M c d d d c d d
d D

p F S s X F Fµ µ−

∈

 = ∝ − − Σ − 
 
∑ %% % . (7.29) 

The expression in (7.29), which is a product of multiple multivariate normal densities, 

may actually be represented as a single multivariate normal density with parameters µ*  

and Σ*,  

  ( ) ( )* *
, ,, ~ ,c M c c Mp F S s X MVN µ= Σ  (7.30) 

where 

  * * 1
d d

d D

µ µ−

∈

= Σ Σ∑ % %  (7.31) 
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and 

  
1

* 1
d

d D

−
−

∈

 Σ = Σ 
 
∑ % . (7.32) 

 That (7.29) is in fact equivalent to (7.30) may be shown in the following way.  

First, (7.29) may be simplified as follows: 

( ) ( ) ( )1
, , , ,, exp

T

c M c c M c d d d c d d
d D

p F S s X F Fµ µ−

∈

 = ∝ − Σ − 
 
∑ %% %  (7.33) 

  ( ) ( )1 1
, ,exp T T

c d d d d c d d
d D

F Fµ µ− −

∈

 ∝ Σ − Σ − 
 
∑ % %% %  (7.34) 
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∑ % %  (7.36) 

Then (7.30) may be expanded and manipulated in order to obtain the same expression: 

( )* *

1 1

1 1 1 1 1
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( )1 1 1
, , , ,exp T T T

c M d c M d d c M c M d d
d D

F F F Fµ µ− − −

∈

 ∝ Σ − Σ − Σ 
 
∑ % % %% %  (7.42) 

Thus, (7.29) and (7.30) have been shown to be equivalent, proving that the conjugate 

prior posterior density for the features in a cell when the observation covariance matrix is 

known may be presented as a single multivariate normal density. 

 The above update equations have been derived assuming that a single multivariate 

normal density was used to represent the interrelationships between the features (the d = 

[1 1 1] component of the conjugate prior).  If a GMM with more than one mixture is used 

to model the features, then a corresponding mixture of conjugate priors may be used, with 

each component of the conjugate prior mixture incorporating a single GMM mixture 

component and mixture weight.  Let there be I mixture components in the GMM, and let 

wi be the weight for each mixture component.  The conjugate prior mixture is then 
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( )
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 (7.43) 

The posterior for each mixture is found in an identical manner to the procedure above, 

yielding a posterior that is a mixture of multivariate normal densities, 

  ( ) ( )* *
, ,

1

, ,
I

c M c c M i i i
i

p F S s X w MVNµ
=

= = Σ∑ % , (7.44) 

where the posterior mixture weights iw%  must also be updated.  The posterior mixture 

weights may be found using 
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,
1

i i c M
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j j c M
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w p X
=

=
∑

% , (7.45) 

where pi(Xc,M) represents the predictive density for data Xc,M using the i th mixture 

component of the prior: 

  ( ) ( ) ( ), , , , ,i c M c M c M i c M c Mp X p X F p F dF= ∫ . (7.46) 

Since, as has been shown in this section, the prior and posterior densities for the feature 

values in a cell may be represented as a multivariate normal density (or GMM), the 

marginal posterior density for a single feature is also normal, meaning that the predictive 

density for a new observation in a cell given the data previously collected in that cell, 

given in (7.21), is also a normal density. 

 Using the missing data approach presented in this section, a conjugate prior 

framework may be maintained for the cell-specific feature densities in which the densities 

are updated as single sensor observations are collected.  The posterior feature densities in 

the cells are multivariate normal densities that may be computed analytically and 

straightforwardly.  The prior densities used to initialize the conjugate prior in (7.25) may 

be chosen so that the GMMs from the feature models p(FM | S = 0) and p(FM | S = 1) are 

used as the full-data terms in (7.25) and so that diffuse normal densities with a large 

variance are used for the one-dimensional normal densities.  The resulting product 

produces a prior density for (7.25) that closely approximates the original feature models 

p(FM | S = 0) and p(FM | S = 1).  Figure  7.13 shows an example of the feature density 

updating as data is collected.  This example uses a single multivariate normal density for 

the “target present” class with the Camp Sibert UXO data analyzed in Section 7.1.2 
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assuming an observation noise of σ
2 = 0.0625.  The density is visualized in the EM61 and 

magnetometer feature dimensions.  As sensor observations are made, the density estimate 

for the features changes and focuses more closely on the true feature values.  Note the 

difference between Figure  7.13(c) and Figure  7.13(d).  Even when an observation with 

the GEM modality is made, the marginal posterior density in the EM61 and 
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   (c)      (d) 

Figure  7.13.  An example of feature density updating using the missing data conjugate prior 
approach for updating.  The true feature values in the cell are 3.8882 for the EM61, 0.4498 for the 
magnetometer, and 7.1393 for the GEM.  When data is collected, these true values are observed, 
although it is assumed for purposes of this example that the observations are corrupted by additive 
white Gaussian noise with known variance of 0.0625.  (a) shows the prior density, (b) shows the 
posterior density after an EM61 observation, (c) shows the posterior density after EM61 and 
magnetometer observations, and (d) shows the posterior density after EM61, magnetometer, and 
GEM observations. 
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magnetometer dimensions changes, reflecting the influence that the full-data (d = [1 1 1]) 

term has on the density update. 

7.2.3  KNNKDE Approach for Conjugate Updating 

 Now that the missing data conjugate prior approach has been introduced for 

conjugate updating of the cell-specific feature densities, a second approach is also 

introduced that permits conjugate updating—the KNNKDE approach.  The KNNKDE 

approach differs from the missing data approach in several important ways.  The 

KNNKDE approach approximates a complicated density using a GMM with a large 

number of mixtures in which each mixture component has diagonal covariance.  As a 

result, while the KNNKDE approach is expressive in its ability to model complicated 

densities, the missing data approach is able to more accurately represent the original 

GMM feature density since the prior density used by the missing data approach consists 

of the original GMM multiplied by several essentially uniform densities.  However, the 

missing data approach for conjugate updating that has been presented in the preceding 

section has been developed under the assumption that the observation noise is known.  

When the observation noise is unknown, additional complexity is introduced into the 

missing data approach, making the extension to the unknown observation noise case 

difficult to analyze [139, 141].  The KNNKDE approach, in contrast, may be naturally 

extended to the case of unknown observation noise.  This section presents the KNNKDE 

approach assuming a known observation noise, which permits performance comparisons 

between the missing data and KNNKDE approaches.  The extension to unknown 

observation noise is presented in a later section. 
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 The KNNKDE approach uses a GMM with a number of mixture components 

equal to the number of points in the training data set for the class under consideration.  

Letting ns represent the number of training points for state s, the KNNKDE GMM may be 

written as 

  ( ) ( ),
1

,
sn

c M c i i i
i

p F S s w MVN µ
=

= = Σ∑ , (7.47) 

where the weights wi for each mixture component are set to 1/ns and it is again 

understood that there are different means and covariance matrices for each cell state.  Let 

ti represent the M-dimensional training sample i, and let ti,m represent the value of ti in 

feature dimension m.  Furthermore, let the K nearest neighbors of training sample ti be 

denoted ti
1, . . . , ti

K.  Euclidean distance is used to find the K nearest neighbors.  The 

maximum distance in feature dimension m between ti and the K nearest neighbors of that 

training sample may then be given by di,K,m, where 

  , , , ,
1

arg max j
i K m i m i m

j K
d t t

≤ ≤
= −  (7.48) 

Each of the mixture components in (7.47) is assigned a mean vector equal to the value of 

the training sample ti and a covariance matrix that depends on the location of the K 

nearest neighbors of the current training sample: 

  i itµ =  (7.49) 
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As may be seen in (7.50), the covariance matrices are restricted to be diagonal, meaning 

that modeled feature values are assumed to be independent for each individual mixture 

component.  The resulting GMM consists of mixture components that are centered at 

each training sample that are more or less sharply peaked depending on the closeness of 

neighboring samples. 

 As sensor observations are made, the prior GMM given in (7.47) may be 

straightforwardly updated since each of the mixture components assumes independence 

between the features.  Consequently, standard Bayesian updating techniques may be 

used, giving a posterior GMM 

  ( ) ( ), ,
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, ,
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c M c c M i i i
i
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and 

  

, ,1

, ,2

, ,

0

0

i K

i K
i

i K M

d

d

d

 
 
 Σ =
 
 
  

%

%
%

O

%

, (7.54) 

and where the posterior mixture weights are found using 
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with pi denoting the i th multivariate normal mixture component.  Since both the prior and 

posterior densities are GMMs, the marginal posterior density for a single feature is a 

mixture of one-dimensional normal densities.  The predictive density for a new sensor 

observation, given in (7.21), is therefore also a mixture of normal densities. 
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   (c)      (d) 

Figure  7.14.  Densities from model fits to the Camp Sibert UXO data for the target class using (a) the 
GMM model with 1 mixture component, (b) the KNNKDE approach with K = 3, (c) the KNNKDE 
approach with K = 5, and (d) the KNNKDE approach with K = 8. 
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 The approach presented in this section enables conjugate updating for the cell-

specific feature densities as single sensor observations are collected.  Even though each 

mixture component assumes that the sensor features are independent, the use of a large 

number of mixture components allows correlation to be modeled.  Figure  7.14 shows 

example densities that are generated using the KNNKDE prior with a variety of different 

K values.  The KNNKDE densities are seen to effectively represent the shape of the 

multivariate normal density in Figure  7.14(a) that has a full covariance matrix and that 

was trained on the same data.  Furthermore, even though the sensor features are modeled 

as independent in each mixture component, the marginal density for a given feature still 

changes when other features are observed due to the updating of the mixture weights in 

(7.55).  Figure  7.15 compares the density updates that are obtained using the KNNKDE 
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Figure  7.15.  An example of feature density updating using the missing data and KNNKDE 
approaches for conjugate prior updating.  The true feature values in the cell are 3.8882 for the 
EM61, 0.4498 for the magnetometer, and 7.1393 for the GEM.  When data is collected, these true 
values are observed, although it is assumed for purposes of this example that the observations are 
corrupted by additive white Gaussian noise with known variance of 0.0625.  (a)-(d) show updating 
using the missing data approach and (e)-(h) show updating using the KNNKDE approach.  (a) and 
(e) show the prior density, (b) and (f) show the posterior density after an EM61 observation, (c) and 
(g) show the posterior density after EM61 and magnetometer observations, and (d) and (h) show the 
posterior density after EM61, magnetometer, and GEM observations. 
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method and the missing data conjugate update method.  As was true with Figure  7.13, the 

example results in Figure  7.15 consider the “target present” class for the Camp Sibert 

UXO data analyzed in Section 7.1.2 assuming a known observation noise of σ2 = 0.0625.  

Both the missing data and the KNNKDE methods show reasonable behaviors with the 

posterior densities tightening around the true feature values as sensor data is collected. 

7.2.4  AMDS Results 

 Now that two alternative approaches for conjugate updating of the cell-specific 

feature densities have been presented, this section implements these approaches on the 

AMDS landmine data in order to assess the performance of the new sensor management 

framework utilizing the full observation model and to compare the performance of the 

two conjugate updating approaches.  This section also compares the performance of the 

new sensor management framework to the performance obtained using the correlated 

sensor management framework of Chapter 6.  It is demonstrated that the new sensor 

management framework is able to achieve better performance at a lower cost due to the 

improved ability of the new framework to model the relationships between sensor 

features.  Furthermore, this section also compares the performance of the sensor manager 

using the two conjugate updating approaches to a direct search technique in which each 

of the two landmine sensors is used to observe each cell a fixed number of times.  The 

sensor manager is demonstrated to achieve similar performance to direct search using 

fewer sensor observations through the intelligent selection of the best locations to 

observe.  The two conjugate updating approaches are also demonstrated to produce 

similar performance. 
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 A scatter plot of the feature values for each cell is shown in Figure  7.16.  The true 

feature values illustrated in Figure  7.16 and used to train the overall feature model are the 

mean values of the available data each cell for each modality.  The data observed by each 

sensor in a cell may be reasonably approximated with a normal density.  Although the 

variance changes from cell to cell with the same sensor, the observation noise variance is 

assumed to be known in the framework of Section 7.2.2, and so the mean variance is used 

for the known observation variance.  Later in this chapter, the new sensor management 

framework is extended to consider Gaussian observation noise with an unknown 

variance.  A GMM with three mixture components is used to model the joint feature 

density under each of the target and non-target states for the mean feature values shown 

in Figure  7.16.  As was true in previous chapters, the AMDS data is analyzed using two-
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Figure  7.16.  Scatter plot of mean GPR and EMI sensor responses for AMDS data.  Clutter and 
blank objects together represent the “no target” class. 
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fold cross-validation.  Sample densities from one of the cross-validation folds are shown 

in Figure  7.17.  In Figure  7.17(a), it may be observed that the non-target model’s three 

clusters roughly correspond to blanks, metallic clutter, and non-metallic clutter.  

Similarly, Figure  7.17(b) shows that the target model separates the targets into those with 

a higher EMI response and low GPR response, those with a higher GPR response and 

lower EMI response, and those with a higher response for both EMI and GPR. 

 Both the missing data conjugate prior approach and the KNNKDE approach are 

used in the following simulations in order to update the feature densities in each cell as 

data is collected.  For the missing data approach, the model densities shown in Figure 

 7.17 are used for the full-data terms in the prior mixture of (7.43).  The one-dimensional 

normal densities in the prior mixture are initialized to have uninformative priors with a 

mean that corresponds to the full-data term and a variance of 106.  This large variance 

means that the product of the full-data term and the one-dimensional normal densities 

very closely resembles the full-data term, thus allowing the prior density for the features 
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   (a)      (b) 

Figure  7.17.  Joint densities from GMM model fits to the AMDS landmine data.  (a) shows the GMM 
model for non-targets and (b) shows the GMM model for targets. 
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in a cell to be nearly identical to the overall feature model.  The KNNKDE prior is 

computed as described in Section 7.2.3, with each training sample contributing a mixture 

component to the prior GMM in (7.47). 

 Performance results are presented in Figure  7.18 for an illustrative example 

comparing the performance of the sensor manager using an information gain threshold of 

λ = 0.01 with the performance of a direct search approach using each of the conjugate 

prior updating approaches.  With the missing data approach, a direct search that makes 

five observations in each cell with each sensor produces a comparable ROC performance 

(nearly identical area under the ROC curve (AUC)), while with the KNNKDE approach, 

direct search must make six observations in each cell with each sensor to produce a 

comparable ROC performance.  The ROC results in Figure  7.18 indicate that the sensor 

manager and direct search approaches with the chosen parameters produce very similar 

ROC performance.  There is a substantial difference, however, in the number of 
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   (a)      (b) 

Figure  7.18.  Performance of sensor manager and direct search on AMDS data with an information 
threshold of λ = 0.01 for the sensor manager.  The inset bar plot shows the number of observations 
made by each of the sensing approaches with the GPR and EMI sensing modalities.  The sensor 
manager using the missing data conjugate prior updating approach in (a) and the KNNKDE 
conjugate prior updating approach in (b). 
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observations that are made.  In both cases, the sensor manager makes far fewer 

observations than does the direct search approach.  With the missing data approach, the 

sensor manager only uses 63.2% as many observations as direct search, and with the 

KNNKDE approach, the sensor manager only uses 61.9% as many observations as direct 

search.  The performance improvement in terms of requiring a smaller number of 

observations is comparable to the performance improvement seen with the Camp Sibert 

UXO data in Section 7.1.2.  The fact that the sensor manager is able to consistently 

demonstrate performance improvement across multiple real datasets is an encouraging 

result. 

 The results in Figure  7.18 illustrate the performance from a particular selection of 

information gain threshold and direct search duration.  Performance across a greater 

variety of parameter settings may be considered by plotting the AUC against the total 

number of observations required to achieve that AUC performance.  This performance 

curve is obtained for the sensor manager by varying the information gain threshold, λ.  In 

the direct search case, the AUC versus number of observations curve is generated by 

considering different numbers of complete sweeps through the grid.  The AUC and 

number of observation results are shown in Figure  7.19 for both the sensor manager and 

direct search using the two conjugate prior updating approaches.  The sensor manager 

using both updating approaches is clearly able to obtain a specific AUC performance 

with a substantially lower number of observations than the corresponding direct search.  

The performance of direct search also flattens as the number of observations becomes 

large; this behavior occurs due to the limitations of the overall feature models that are 

being used for classification.  As more data is collected in each cell, the feature values for 
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the sensors approach the mean values and performance approaches the performance that 

would be obtained using the overall feature models p(FM | S = 0) and p(FM | S = 1) to 

classify the mean values.  Specific operating points may be selected along the sensor 

manager performance curves in Figure  7.19 by choosing different information gain 

thresholds.  The information gain thresholds used to plot the managed results in Figure 

 7.19 range from 0.1 to 0.001.  As would be expected, high information gain thresholds 

result in a lower AUC performance in fewer observations, while low information gain 

thresholds result in a higher AUC performance and require more observations (although 

still substantially fewer observations than would be required by direct search to achieve 

the same performance).  Futhermore, both the missing data approach and the KNNKDE 

approach provide similar results, meaning that both of the conjugate update approaches 
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Figure  7.19.  Area under the ROC curve versus total number of observations for sensor manager and 
direct search approaches.  Results are presented for the sensor manager and direct search using both 
the missing data approach and the KNNKDE approach to conjugate updating. 
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are performing effectively.  The missing data approach performs slightly better for a low 

number of observations, but once a larger number of observations are made, the 

performances of the two approaches are very similar. 

 The performance of the new sensor management framework may also be 

compared to the performance of the old sensor manager using the correlated observation 

model from Chapter 6.  Figure  7.20 shows the performance of the new sensor manager 

using an information gain threshold of λ = 0.01 compared to the performance of the old 

sensor manager.  The new sensor manager using either of the conjugate updating 

approaches substantially outperforms the old sensor manager both in the ROC 

performance and in the number of observations made.  The more expressive modeling of 
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Figure  7.20.  Performance of the new sensor manager compared to the sensor manager using the old 
correlation model of Chapter 6 when tested on AMDS data with an information threshold of λ = 0.01 
for the new sensor manager.  The inset bar plot shows the number of observations made by each of 
the sensing approaches with the GPR and EMI sensing modalities. 
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sensor correlation that is present within the new sensor management framework allows it 

to better exploit the information available in the relationships between the sensor 

features, which consequently results in substantially improved ROC performance.  This 

improved modeling also enables cost savings at the same time that it enhances the ROC 

performance.  Additional results are plotted in Figure  7.21 that show the range of 

performance points available using the new sensor management framework with different 

information gain thresholds.  Each of these points represents a substantial improvement 

over the old sensor manager performance.  The new observation modeling framework is 

clearly superior to the correlation modeling of Chapter 6; the new sensor management 

framework developed in this chapter is therefore the appropriate choice for use in multi-

sensor static target detection problems containing discrete objects. 
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Figure  7.21.  Area under the ROC curve versus total number of observations for the new sensor 
manager and the sensor manager using the old correlation model of Chapter 6.  Results are 
presented for the new sensor manager using both the missing data approach and the KNNKDE 
approach to conjugate updating. 
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7.2.5  Unknown Observation Noise Variance 

 Thus far in Section 7.2, the variance of the sensor observation noise has been 

assumed to be known.  In a general case, however, the observation variance is not known 

and likely varies from cell to cell due to varying levels of environmental noise or, 

similarly, due to different SNR values for the interrogated objects.  For this reason, the 

new sensor manager modeling framework is extended in order to incorporate unknown 

observation noise variance.  As mentioned previously, the missing data conjugate prior 

updating approach becomes challenging when the extension is made to unknown noise 

variance [139, 141].  In the unknown noise variance case, the posterior density may no 

longer be represented as a single multivariate normal density as in (7.30).  Kadane and 

Trader introduced in [139] a kernel for the natural conjugate prior distribution for missing 

data with unknown noise variance but were unable to integrate it with a general pattern of 

missing data.  Dominici, et al., further analyzed the Kadane and Trader kernel and 

developed a recursive form for the posterior density with a monotone pattern of missing 

data as well as sampling approaches for use with general patterns of missing data [141].  

However, a general analytical solution that maintains a natural conjugate prior framework 

remains elusive.  In contrast, the KNNKDE approach may used to produce a general 

analytical solution for conjugate updating with an unknown noise variance.  For these 

reasons, and also bearing in mind that the KNNKDE and missing data conjugate update 

approaches both performed similarly in the results shown in Section 7.2.4, attention is 

restricted in this section to extending the KNNKDE approach to incorporate unknown 

observation noise variance. 



 

 259 

 When the observation noise variance is unknown, sensor observations are 

normally distributed conditioned on the unknown mean and variance: 

  ( )2 2
, , , , , ,, ~ ,c i m c m c m c m c mx f N fσ σ . (7.56) 

It is well known that the natural conjugate prior distribution for a multivariate normal 

distribution with unknown mean and covariance matrix is a normal inverse-Wishart 

density and that the natural conjugate prior distribution for a univariate normal 

distribution with unknown mean and variance is a normal inverse-gamma density [104].  

Recall from Section 7.2.3 that the KNNKDE prior density with known observation 

variance is a GMM defined by 
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,
sn
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in which the covariance matrix for each term is diagonal.  Consequently, each 

multivariate normal component of the mixture may be written as a product of M one-

dimensional normal densities, giving 
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When the observation noise variance is unknown, the KNNKDE approach again uses a 

mixture model with one mixture component for each training sample.  However, since 

the observation noise variance is unknown, each prior mixture component consists of a 

product of normal inverse-gamma densities rather than simple normal densities: 
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As is seen in (7.59), the normal inverse-gamma density has four parameters, denoted here 

as m, n, v, and δ.  When sensor data is collected, the posterior density for the feature 

values in a cell remains a mixture of products of normal inverse-gamma densities, 
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, , , , , , ,

1 1

, - , , ,
sn M

c M c M c M i i m i m i m i m
i m
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= Γ∑ ∏ %% % % % , (7.60) 

where the posterior update equations for the four parameters are 
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  , , 1i m i mnδ = −% %  (7.64) 

and the posterior mixture weights are computed using 
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 A marginal density for the features in a cell may be obtained by integrating out 

the unknown variance parameter.  The marginal density for a single normal inverse-

gamma density with parameters mi,m, ni,m, vi,m, and δi,m is a Student-T density with δi,m 

degrees of freedom and with expected value and variance, yi,m and z2
i,m, given by 

  , ,i m i my m=  (7.66) 

and 
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The prior parameters for the normal inverse-gamma mixture in (7.59) are initialized in 

such a way as to correspond closely to the density for the features in a cell that was 

obtained in the certain variance case.  This may be accomplished by setting a fixed value 

for each ni,m and then setting vi,m to be ni,m times the variance of the corresponding normal 

density in the known variance case.  The densities for the features in a cell are still 

slightly different for the known and unknown variance cases, however, because the 

density in the unknown variance case consists of a mixture of multivariate Student-T 

densities while the known variance case consists of a mixture of multivariate normal 

densities.  The strength of the prior information is determined by the value used for ni,m.  

A low value of ni,m corresponds to a low-strength prior that shifts rapidly in response to 

collected data, while a high value of ni,m corresponds to a strong prior that shifts more 

slowly in response to collected data. 

 Continuing the extension of the new sensor management framework to 

incorporate unknown noise variance, the state probability update is considered next.  The 

state probability update equation with unknown noise variance is slightly different than 

the known noise variance case.  As before, Bayes’s rule is first used to express the 

posterior state probabilities as 
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The likelihood of the data may be rewritten by conditioning on both the unknown means 

and variances to obtain 
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Recall that given the mean and variance parameters, sensor observations are independent, 

meaning that 
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Furthermore, the joint density for the unknown mean and variance parameters may be 

written as a product of normal inverse-gamma densities as indicated in (7.60).  

Consequently, (7.69) may be expanded to give 
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Each of the integrals in the numerator of (7.71) is a predictive density, which for the 

natural conjugate prior family under consideration integrates analytically to produce a 

Student-T density with δi,m degrees of freedom and mean and variance, ai,m and b2
i,m, 

given by 
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where the subscripts i and m index the normal inverse-gamma parameters that correspond 

to the appropriate mixture component and feature value and where km denotes the number 
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of observations that have been made with sensor m.  The Student-T density is evaluated 

at the mean value of the observed data Xc,k,m. 

 Recall that the expected information gain for a new sensor observation also 

requires the predictive density: 
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The predictive density used in the computation of the expected information gain is the 

same as the predictive density in the preceding paragraph.  The predictive density for a 

new observation xc,k+1,m is a mixture of Student-T densities with each component of the 

mixture having δi,m degrees of freedom and mean and variance given by (7.72) and (7.73) 

from above. 

 The mathematical apparatus has now been developed to perform sensor 

management when the observed features are corrupted by additive white Gaussian noise 

with unknown variance.  An illustrative example of density updating using the unknown 

variance framework is presented in Figure  7.22 for the non-target case with the Camp 

Sibert UXO data.  Figure  7.22(a) and (b) use the known variance model, while Figure 

 7.22(c) and (d) use the unknown variance model with ni,m = 3.7.  The densities in Figure 

 7.22(a) and (c) are seen to be similar, with the density in Figure  7.22(c) being slightly 

broader since it is composed of a mixture of multivariate Student-T densities instead of 

multivariate normal densities.  Furthermore, after the collection of the first data sample, 

the feature density in the unknown variance case is seen to be broader than the feature 
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density in the known variance case.  Uncertainty about the observation noise density 

causes slower convergence of the marginal posterior density to the true feature value. 

7.2.6  AMDS Data with Unknown Variance 

 Now that the preceding section has extended the new sensor management 

framework to incorporate unknown observation noise variance, the AMDS data that has 
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   (c)      (d) 

Figure  7.22.  An example of feature density updating using the KNNKDE conjugate prior updating 
approach where the observation noise variance is assumed to be known in (a) and (b) and unknown 
in (c) and (d).  The true feature values in the cell are 3.8882 for the EM61, 0.4498 for the 
magnetometer, and 7.1393 for the GEM.  When data is collected, these true values are observed, 
although it is assumed for purposes of this example that the observations are corrupted by additive 
white Gaussian noise with known variance of 0.0625.  (a) and (c) show the prior density and (b) and 
(d) show the posterior density after an EM61 observation. 
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been previously analyzed in this thesis is again considered.  The performance of the 

sensor manager using unknown observation noise variance is compared to the 

performance of direct search with unknown observation noise variance and also to the 

performance of the sensor manager using known observation variance.  As has been 

consistently demonstrated throughout this thesis, the performance of the sensor manager 

is shown to be superior to direct search performance.  The performance of the sensor 

manager using the unknown variance model is also demonstrated to provide a slight 

performance improvement over the performance obtained using the KNNKDE known 

variance approach of Section 7.2.3. 

 As was discussed in the previous section, the parameter n must be selected in 

order to initialize the prior parameters for the mixture model in (7.59).  Low values of n 

correspond to low-confidence prior information that results in posterior densities that are 

principally determined by the collected data, and high values of n correspond to high-

confidence prior information results in posterior densities that change more slowly in 

response to collected data.  Results are presented in Figure  7.23 that compare sensor 

manager performance with an information gain threshold of λ = 0.01 using a low value of 

n, n = 2, and a high value of n, n = 20, to direct search performance that produces a 

comparable AUC.  In each case, the sensor manager is observed to have similar ROC 

performance to the direct search technique while using fewer sensor observations.  In the 

n = 2 case, the sensor manager only requires 66.8% of the observations required by direct 

search, and in the n = 20 case, the sensor manager only requires 66.1% of the 

observations required by direct search.  In Figure  7.24, the AUC performance is also 

plotted as a function of the total number of observations made for the sensor manager and 
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Figure  7.24.  Area under the ROC curve versus total number of observations for sensor manager and 
direct search approaches.  Results are presented for the sensor manager and direct search using 
prior initialization parameters of n = 2 and n = 20. 
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   (a)      (b) 

Figure  7.23.  Performance of sensor manager and direct search on AMDS data with an information 
threshold of λ = 0.01 for the sensor manager.  The inset bar plot shows the number of observations 
made by each of the sensing approaches with the GPR and EMI sensing modalities.  The sensor 
manager models the sensor observation noise variance as unknown, and the prior densities are 
initialized using (a) n = 2 and (b) n = 20. 
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direct search approaches.  The sensor manager is able to obtain a given AUC 

performance using substantially fewer observations than direct search.  Furthermore, 

modeling using a low value of n outperforms modeling using a high value of n.  Since the 

true density for the features in a cell is typically much different than the prior density, a 

model that is more quickly influenced by the collected data (a model with a low value of 

n) is therefore able to produce better performance using fewer observations. 

 Since the extension to unknown observation noise variance was introduced in 

order to provide a more realistic modeling of the uncertainty present in real sensor data, it 

is of interest to compare the performance of the sensor manager that incorporates 

unknown noise variance with the sensor manager previously developed in Section 7.2.3 

that assumed a known noise variance.  Since the unknown noise variance extension in 

Section 7.2.5 was developed using the KNNKDE conjugate updating approach and, 

furthermore, since the missing data and KNNKDE conjugate updating approaches for the 

known variance case were demonstrated to have similar performance, the performance 

comparison made in the following results is between the known variance model using the 

KNNKDE approach and the unknown variance model using the n = 2 and n = 20 prior 

initializations.  Figure  7.25 shows the AUC performance as a function of the total number 

of observations made for each of these three sensor management approaches.  The sensor 

manager using the unknown variance model with n = 2 demonstrates a slight 

performance improvement over the known variance sensor manager.  When n = 20, 

however, the unknown variance model performs slightly worse than the known variance 

approach. 
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 From these results, it is clear that the selection of the prior strength (with the 

parameter n) has an important effect on sensor manager performance.  Since the prior 

distribution for the features in a cell is initialized using all available training data, the 

prior density is quite broadly spread over the feature values.  While the prior density is 

important for modeling the correlation present between sensor features, it is also 

important for the posterior density to be able to quickly respond to the data being 

collected in a specific cell.  This insight suggests that a low value of n generally produces 

better results.  The use of a large value of n causes the posterior density to more slowly 

converge around the true feature value since the influence of the prior distribution is 

stronger; this updating behavior results in more sensor observations being required and is 

reflected in the slightly worse performance seen in Figure  7.25. 
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Figure  7.25.  Area under the ROC curve versus total number of observations for sensor manager 
that models observation noise variance as known and as unknown.  Results are presented for the 
unknown variance model using prior initialization parameters of n = 2 and n = 20. 
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 As was noted earlier, the use of the unknown variance sensor manager with a 

smaller value of n is able to provide a performance improvement over the known 

variance sensor manager.  Modeling noise variance as being unknown allows the sensor 

manager to probabilistically describe the variance of the observed sensor data and 

incorporate this additional information into the tasking of the sensors when determining 

where to make new sensor observations.  Figure  7.26 compares the performance of the 

unknown variance sensor manager (using n = 2) with the performance of the known 

variance sensor manager for an information gain threshold of λ = 0.001.  The 

performance of the unknown variance sensor manager is demonstrated to be slightly 

better than the known variance sensor manager performance both in the ROC and in the 
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Figure  7.26.  Performance of sensor manager using the known noise variance model and the 
unknown noise variance model on AMDS data with an information threshold of λ = 0.001.  The inset 
bar plot shows the number of observations made by each of the sensing approaches with the GPR 
and EMI sensing modalities. 
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number of observations required.  The unknown variance sensor manager uses only 

82.7% as many observations as the known variance sensor manager while obtaining 

slightly better ROC performance. 

7.3  Discussion 

 This chapter has presented a new framework for sensor management that provides 

more accurate modeling of sensor observations.  The new modeling framework naturally 

incorporates the correlations between sensor observations and also provides a capability 

to model uncertainty by modeling the feature values that are observed by the sensors as 

being corrupted by noise.  This noise is assumed to be additive white Gaussian noise and 

may have either known or unknown variance.  Two approaches, the missing data 

approach and the KNNKDE approach, were introduced for the known variance case to 

allow conjugate updating of the cell-specific feature density within the sensor 

management framework, and the KNNKDE approach was used to permit conjugate 

updating in the development of the unknown noise variance framework.  The most 

general modeling approach, that of modeling the noise variance as unknown, was 

demonstrated to be the best-performing approach. 

 The new sensor management framework has been tested using real data from the 

UXO discrimination application as well as using the AMDS landmine detection data.  

The sensor manager was found to outperform an unmanaged, direct search procedure by 

achieving a very similar ROC using substantially fewer sensor observations.  The sensor 

manager was also found to be able to successfully ignore an uninformative sensor by 

almost never choosing to observe with that sensor.  Both the UXO data and the AMDS 
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data are multi-sensor data sets, and the new sensor management framework is able to 

model the relationships between the features from these different sensors.  The 

performance of the new sensor management framework on the AMDS data represents a 

substantial advancement over the performance obtained using the previously developed 

correlation-modeling sensor manager in Chapter 6.  Better performance is achieved with 

the new sensor management framework using fewer sensor observations regardless of 

whether the known variance or unknown variance approach is used.  Consequently, due 

to its ability to effectively model the correlation present in sensor observations, the sensor 

management framework developed in this chapter represents a significant advancement 

over the previous correlation modeling that was introduced in Chapter 6.  Of the 

modeling approaches considered in this chapter, the sensor management framework of 

Section 7.2.5 that models uncertain observation noise variance was demonstrated to be 

the best approach.  The unknown variance sensor manager with a low prior strength was 

seen to outperform the sensor manager when the noise variance is modeled as known on 

the AMDS landmine data. 

 The sensor manager presented in this chapter represents the culmination of the 

grid-based sensor management considered in this thesis.  The new sensor management 

framework is the best-suited framework for managing a suite of sensors in a general 

multi-sensor problem containing an arbitrary number of features in which discrete objects 

are considered.  While the previous chapters have addressed the development of an 

effective and realistic grid-based sensor management framework, there are some 

problems that exist for which a grid-based approach is not suitable.  For example, while a 

grid-based sensor manager can be used to operate on pre-screener alarms from a 
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landmine detection application, the determination of the pre-screener alarms themselves 

is not a grid-based problem.  Rather, a grid-free approach is needed in order to model an 

arbitrarily sized region of interest in which targets may exist at any location in continuous 

space.  Chapter 8 introduces an information-based approach for grid-free sensor 

management that extends the grid-based framework presented in this chapter.  While the 

grid-free sensor manager in Chapter 8 uses the same concept of maximizing expected 

information gain, much of the underlying framework must be developed differently in 

order to accommodate the particular characteristics of a grid-free environment. 
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Chapter 8 – Grid-Free Sensor Management 

 Chapters 3 through 7 of this thesis have developed an increasingly sophisticated 

sensor management framework for a grid-based environment (or, alternatively, a sensor 

management framework for discrete objects).  This sensor manager is well-suited to 

problems in which specific regions or objects can be enumerated and then systematically 

interrogated.  The sensor management framework developed in Chapter 7, which 

represents the most sophisticated of the presented grid-based sensor management 

approaches, provides a realistic capability to model the correlated nature of sensor 

observations as well as the uncertainty that is present in those observations due to 

environmental effects and noise present in the sensor.  However, a number of 

assumptions are implicitly made by the grid-based sensor manager.  For example, in the 

grid-based sensor manager, it is assumed that there is at most one target in a grid cell, that 

targets do not straddle cell boundaries, and that the data observed in one cell is 

independent of all other cells, meaning that there are no objects or environmental features 

in nearby cells that influence the cell currently being observed.  Furthermore, in the grid-

based sensor manager there is no attempt to localize a target more precisely than to say 

that a certain region does or does not contain a target.  While these assumptions are likely 

valid when considering a list of well-separated pre-screener alarms, they are certainly 

violated when considering an unsearched, ungridded spatial region of interest. 

 The grid-based sensor manager of Chapter 7 also assumes that sensor 

observations in a cell correspond to noisy observations of a true feature value.  When a 
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feature such as energy is considered, for example, the observed feature value is typically 

taken to be the maximum energy observed in the cell.  In the grid-based sensor manager, 

then, the spatial nature of the sensor response is not modeled and an observation of some 

physical region of space is assumed to be reduced to a single maximum energy value (or 

other feature value).  In a grid-free environment, targets and clutter objects may be 

considered to have a spatial response that is dictated both by the size of the object and by 

the phenomenology of the sensor making the observation, and this response must be 

appropriately modeled. 

 Many real-world static target detection problems of interest involve searching for 

targets in a large, continuous spatial region.  For example, in the landmine detection 

problem, sensor platforms are frequently tasked to clear a road or a field of mines, and 

these mines may be located at any point in continuous space within these regions of 

interest.  A grid-free approach is therefore introduced in this chapter in order to provide a 

sensor management framework that is appropriate for searching for targets in a large, 

continuous spatial region.  The grid-free sensor management framework presented in this 

chapter is a generalization of the grid-based sensor manager in Chapter 7.  While the 

grid-based sensor manager models the peak response of an object, the grid-free approach 

introduces a target model that models the spatial response that occurs in the sensor data 

due to the presence of a target.  The sensor manager in Chapter 7 classifies cells as 

“target” or “no target” cells by using a joint density on the peak feature responses.  

Objects that are detected by the grid-free sensor manager may be similarly classified by 

using classifiers trained on the estimated target parameters for the detected objects.  

Introducing grid-free sensor management also removes each of the other restricting 
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assumptions that were discussed above.  An arbitrary number of targets may be present in 

the region, the targets may be located at any point in continuous space, and they may be 

well separated or closely spaced.  Sensor observations are furthermore influenced as 

appropriate by any nearby objects because the grid-free approach eliminates the 

enforcement of independence between enumerated sub-regions of the region of interest. 

 As mentioned above, the grid-free sensor management approach presented in this 

chapter is useful in specific static target detection applications such as the detection of 

landmines along a road or in a field.  The sensor manager for discrete objects developed 

in Chapter 7 continues to be useful for other static target detection and discrimination 

problems, such as the UXO discrimination application considered in Chapter 7 as well as 

the AMDS landmine detection problem analyzed in Chapter 7 and previous chapters in 

which the region of interest has already been neatly subdivided into cells and targets are 

either present or not present in the center of each cell. 

 The grid-free sensor manager developed in this chapter operates by systematically 

searching through the region of interest, marking targets that are found, until the entire 

region is clear.  The sensor manager collects data and considers a binary hypothesis 

testing problem that a single target either is or is not present in a local region based on the 

observed data.  When sufficient data has been collected to determine that a target does 

not exist in the local region, that region is declared target-free and the search continues in 

another local region.  When a target is located, an alarm is placed at the estimated target 

location, and the search then proceeds looking for a new single target.  The development 

of the grid-free sensor manager first proceeds by analyzing a simple target model in 

which a target is represented as a 2-D, circular Gaussian shape with known peak and 



 

 276 

width.  The only unknown parameters are the spatial location of the target.  Although this 

target model is not particularly realistic, it facilitates illustration of the grid-free sensor 

manager behaviors and permits testing via simulation of several important concepts for 

the operation of the grid-free sensor manager.  Simulation results are also presented that 

analyze system behaviors when several of the different threshold parameters and system 

parameters are varied. 

 In order to model more realistic target shapes, the sensor manager is then 

extended to incorporate more complex target models that consist of either 4, 5, or 6 

parameters.  These more complex target models consist of a Gaussian shape with 

unknown spatial location as well as unknown peak magnitude and unknown covariance 

parameters.  When selecting an appropriate target model to use for a specific application, 

the simplest model that adequately describes the sensor data should be selected, meaning 

that the 4-parameter, 5-parameter, and 6-parameter model can all be useful for different 

applications.  In the 4-parameter model, the correlation coefficient is zero and the 

variance in each of the two spatial directions is the same, producing a circular target 

shape with unknown amplitude and width.  In the 5-parameter model, the correlation 

coefficient is again zero, but the variance in each of the two spatial directions is 

determined separately.  Finally, in the 6-parameter model, the two variance parameters 

and the correlation coefficient parameter are all unknown.  While the target model does 

enforce a Gaussian shape, the most general model (the 6-parameter model) allows a large 

variety of realistic target shapes to be created.  The selection of the most appropriate 

target model to use remains an application-specific decision based on the sensor 
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phenomenologies and the likely types of targets to be encountered.  The grid-free sensor 

manager is also developed for use with an arbitrary number of sensing modalities. 

 The performance of the sensor manager is then tested on real lane-based landmine 

data collected with both GPR and EMI sensors.  The sensor manager is demonstrated to 

provide performance that is superior to the performance of a currently used joint pre-

screening approach that fuses the results of GPR and EMI pre-screening.  The sensor 

manager produces superior ROC performance and utilizes substantially fewer sensor 

observations than the joint pre-screening approach that uses all of the available data.  The 

sensor manager is also demonstrated to outperform joint pre-screening that down-samples 

the available data in order to use a comparable number of observations to the sensor 

manager.  As is demonstrated by its performance on real data, the grid-free sensor 

manager developed in this chapter provides an effective and realistic framework for 

intelligently tasking a suite of sensors in a search for static targets in a continuous spatial 

region of interest. 

8.1  Overview of Grid-Free Sensor Management Framework 

 Before considering the specific target models developed for the grid-free sensor 

manager, an overview is presented that details the algorithmic flow of the sensor manager 

and its approach to the detection of static targets.  The sensor manager is designed to 

operate in an arbitrarily sized region and to search for an arbitrary number of targets.  The 

number of targets need not be known a priori, and no prior information regarding the 

potential number of targets is required.  In the initial presentation given in this section, 

only a single sensor is used.  The sensor management framework is extended to 
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incorporate multiple sensors in a later section.  This structure of this section is as 

follows—first a discussion of the operation of the sensor management framework is 

presented, and then a flow chart is provided that summarizes the described behaviors. 

 Let a series of sensor observations z1, z2, . . . , zk be denoted by Zk.  Note that the 

variable denoting the observed data has switched from X, which was previously used in 

this thesis, to Z in order to avoid ambiguity with the variables x and y that denote spatial 

locations in the region of interest.  Now assume that a target model f(x, y | θ) exists with 

parameters θ that characterizes the response of the target that would be observed by a 

sensor at spatial location (x, y).  When a target is present and the sensor makes a new 

observation zi at location (xi, yi), that observation is assumed to be normally distributed 

with a mean equal to the value of the target response at (xi, yi) and a known noise 

variance σ2: 

  ( ) ( )( )2
1, ~ , ,i i ip z H N f x yθ θ σ  (8.1) 

When no target is present, the background response has zero mean and noise variance σ
2: 

  ( ) ( )2
0 ~ 0,ip z H N σ  (8.2) 

The prior target parameters p(θ) are initially assumed to be uniform.  A posterior density 

for the target parameters may be computed as sensor observations are made by using 

Bayes’s rule 
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The sensor manager tasks the sensor to make the observation that maximizes the 

expected information gain concerning the target parameters θ.  The information gain for 

making a new observation zk+1 at location (xk+1, yk+1) may be written as 

  ( ) ( ) ( )( ) ( )1 1 1 1 1,KL k k KL k k k k kD x y D p Z p Z p z Z dzθ θ+ + + + +∆ = ∫ . (8.4) 

Recall that the Kullback-Leibler divergence between the posterior density for continuous 

parameters θ after data Zk and the posterior density for continuous parameters θ after data 

Zk+1 is given by 

  ( ) ( )( ) ( ) ( )
( )

1
1 1 ln k

KL k k k

k

p Z
D p Z p Z p Z d

p Z

θ
θ θ θ θ

θ
+

+ += ∫ . (8.5) 

Finally, the predictive density for a new observation given the previously observed data is 

  ( ) ( ) ( )1 1k k k kp z Z p z p Z dθ θ θ+ += ∫ , (8.6) 

which is also used in the evaluation of the expected information gain in (8.4). 

 The selection of new locations for the sensor to observe is guided by the expected 

information gain given in (8.4).  An additional dynamic is now introduced in which the 

sensor manager also considers a binary hypothesis testing problem that a single target is 

present in the region of interest or that no target is present in the region of interest: 

  1

0

:   one target present

:   no targets present

H

H
 (8.7) 

As data is collected and is used to update the posterior density for the target parameters 

according to (8.3), the posterior probability of each hypothesis from (8.7) may also be 

computed using Bayes’s rule: 
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The probabilities of the hypotheses in (8.7) are referred to as the state probabilities.  They 

are in some ways similar to the state probabilities used in the grid-based sensor manager, 

in that they represent the “target present” and “no target present” hypotheses, although in 

the grid-based case the probabilities referred to a specific object while in this chapter 

concerning grid-free sensor management the probabilities refer to whether an object is 

present or not anywhere in the spatial region of interest. 

 The data likelihood in (8.8) for the H1 case may be computed by integrating over 

the target parameters: 

  ( ) ( ) ( )1 1 1,k kp Z H p Z H p H dθ θ θ= ∫ . (8.9) 

The sensor manager incorporates behaviors that are determined according to the posterior 

probabilities in (8.8).  Thresholds λ0 and λ1 are set for the probability that no target is 

present in the region and the probability that a single target is present in the region, 

respectively.  The sensor manager begins its operation in “search mode,” in which 

observations are made within the region of interest that maximize the expected 

information gain according to (8.4).  If, after a new sensor observation is made, Pr(H0 | 

Xk) > λ0, then there is a very low probability that a target is present; the region is declared 

to be free of targets and the search is terminated.  If, after a new sensor observation is 

made, Pr(H1 | Xk) > λ1, then the region is suspected to contain a single target, and the 

sensor manager switches from “search mode” to “target mode.” 
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 While in “target mode,” the sensor manager seeks to make new observations that 

help it to better estimate the target parameters.  Therefore, the sensor manager continues 

to make observations that maximize the expected information gain using (8.4), and 

observations are made as long as the expected information gain exceeds a threshold λinfo.  

Once the expected information gain falls below λinfo, an alarm is placed at the estimated 

target location given by the maximum likelihood estimate of the target parameters θ.  

Once a target has been found, the response from that target may be computed using the 

target model f(x, y | θ) and subtracted from the currently observed data (as well as from 

data that will be observed in the future), since that portion of the response has already 

been explained by the presence of the just-placed target alarm.  The sensor manager then 

returns to “search mode” and continues to search the region of interest to see if any other 

targets are present.  This search continues until either Pr(H0 | Xk) > λ0 and the region is 

declared to be free of targets or Pr(H1 | Xk) > λ1 and another target is encountered.  If 

another target is found, the above-described process continues to repeat until the region is 

eventually declared to be target free and the search is terminated. 

 Notice that the integrals in (8.3), (8.6), and (8.9) involve integrating over the 

parameters in the target model.  As the number of parameters in the target model 

increases, the dimensionality of the integration also increases, leading to a greatly 

increased computational burden.  In order to facilitate improved computational 

performance, the entire region of interest is not searched at once.  Instead, a local region 

of a given size is selected and that region is searched for targets using the approach 

described above.  Once all targets in that local region have been found, the search 

continues with a new local region.  Even when local regions are used, all of the collected 
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data in the entire overall region of interest is used in the calculations of (8.3)-(8.9), 

meaning that no assumptions of independence between local regions are made.  Once 

local regions that comprise the entire region of interest have been searched and declared 

to contain no additional targets, the search is completed.  It should be noted that when in 

“search mode,” the sensor manager is only allowed to make observations within the local 

region currently being searched.  However, when the sensor manager is in “target mode,” 

a new, larger region is created that is centered around the suspected target location so that 

the sensor manager is free to make observations of the target that may or may not be 

located inside the current local region. 

 Now that a full description of the sensor manager behavior has been presented, 

the behaviors are summarized in a flow chart provided in Figure  8.1.  The grid-free 

sensor manager has addressed the problem of searching an arbitrarily large region by 

considering the computationally efficient analysis of a series of local regions.  Similarly, 

the grid-free sensor manager has addressed the problem of searching for an arbitrarily 

large and unknown number of targets by formulating a sequential behavior in which only 

a single target is sought for at a time.  As targets are found, alarms are place in the region 

of interest and the data that arises from the presence of those targets can be accounted for 

and ignored in the search for new targets that are producing responses in the sensor data 

that have not yet been described with an alarm.  The derivation of the sensor manager in 

this section has utilized a general target model.  Subsequent sections now introduce 

specific target models that model a range of realistic objects. 
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8.2  Gaussian Target Model with Two Parameters 

 Many targets in real-world applications have a spatial response associated with an 

energy metric that may be crudely approximated as circular in shape.  Therefore, this 

section introduces a simple Gaussian target model in which the target response as a 

function of space takes the form of a circular, two-dimensional Gaussian with known 

amplitude and covariance matrix.  The only unknown parameters are the target location 

parameters, tx and ty, that denote the location of the target.  The functional form of the 

target model is the standard bivariate Gaussian with correlation coefficient equal to zero: 

  ( ) ( ) ( )22

2 2

1
, , exp

2
i yi x

i i x y t
t t

y tx t
f x y t t µ

σ σ

  −−  = − +
  

  

 (8.10) 
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yes
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yes

new 
region? 

place 
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Figure  8.1.  Flow chart for grid-free sensor manager.  The sensor manager methodically searches 
through regions within an arbitrarily sized region of interest, making sensor observations that 
maximize the expected information gain and marking targets as they are detected. 
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where µt and σt
2 are the known mean and variance parameters.  The shape of the Gaussian 

target model is illustrated in Figure  8.2.  Although this target model is certainly not 

sufficient for a general application, it proves to be a useful example with which to 

analyze several of the behaviors and properties of the sensor management framework. 

 With the 2-parameter model given in (8.10), the data likelihood in (8.9) that is 

used to compute the posterior probabilities of a target or no target may be expanded to 

obtain 

  ( ) ( ) ( )1 1 1, , ,k k x y x y x yp Z H p Z t t H p t t H dt dt= ∫∫ . (8.11) 

Using the fact that sensor observations are independent, (8.11) becomes 

  ( ) ( ) ( )1 1 1
1

, , ,
k

k i x y x y x y
i

p Z H p z t t H p t t H dt dt
=

 =  
 
∏∫∫ . (8.12) 

Target shape for 2-parameter Gaussian target model

 
Figure  8.2.  Target shape for 2-parameter, circular Gaussian target model with known peak 
amplitude and known covariance matrix. 
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There is no conjugate updating or conjugate framework present in the sensor manager 

presented in this chapter, and so the integral in (8.12) must be integrated numerically.  

The likelihood of the data when no target is present is straightforwardly expressed as 

  ( ) ( )0 0
1

k

k i
i

p Z H p z H
=

= ∏ , (8.13) 

where each term of the product is the distribution for a background observation given in 

(8.2).  Using (8.12) and (8.13), posterior densities for the H1 and H0 hypothesis may be 

computed with (8.8).  The posterior density for the target parameters is a two-

dimensional density that may be expressed as 
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and, similarly, the Kullback-Leibler divergence is 
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and the predictive density is 

  ( ) ( ) ( )1 1 , ,k k k x y x y k x yp z Z p z t t p t t Z dt dt+ += ∫∫ . (8.16) 

 The expected information gain, defined in (8.4), may be computed using the 

predictive density given in (8.16).  Notice that the expected information gain in (8.4) is a 

function of the spatial location of the new observation that is made.  In previous chapters 

with discrete objects, the expected information gain could be computed exhaustively for 

each of the available discrete objects, and the sensor would then be tasked to observe the 

discrete object that possessed the largest expected information gain.  In the grid-free 
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sensor management framework, however, with the continuous nature of the expected 

information gain it is not possible to enumerate all possible observation locations.  

Instead, a gradient ascent procedure must be used to determine the location (xk+1, yk+1) 

that results in the largest expected information gain. 

 The gradient of the information gain is computed in the following way, beginning 

with the partial derivative with respect to xk+1: 
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The partial derivative may be brought inside the integral to obtain 
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and application of the product rule yields 
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Expanding the Kullback-Leibler divergence using the definition in (8.5) and replacing the 

predictive density with the result in (8.6), (8.19) may be rewritten as 
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Finally, further application of the product rule and simplification results in 
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The derivative must now be computed for two separate terms within (8.21):  
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p(tx, ty | Zk+1) may be rewritten using (8.14) to obtain 
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Independence between sensor observations means that (8.22) may be expressed as 
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The quotient rule may then be used to take the derivative.  After some simplification, a 

final form for the derivative is obtained: 
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Note that the integrals in the denominator are the same as the integral in the denominator 

of the posterior target parameter update equation in (8.14).  Furthermore, note that the 

derivative in (8.24) also depends on 
( )1
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+
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∂
, which is derived next.  Given the 

target parameters tx and ty, the density for observation zk+1 is a normal density as defined 

by (8.1) with a mean equal to the value of the target model at (xk+1, yk+1), which is given 

in (8.10).  As a result, 
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Evaluation of the derivative followed by successive applications of the chain rule yields 
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The partial derivative of the expected discrimination gain with respect to yk+1 proceeds 

almost identically to the above derivation, except that (8.29) becomes  
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As discussed above, the gradient of the expected information gain may be used with 

standard gradient ascent procedures or other optimization approaches to find the location 

for a new sensor observation to be made that maximizes the expected information gain.  

As observations are made, the sensor manager follows the behaviors outlined in Figure 

 8.1 in order to perform grid-free sensor management. 

 The computation of several of the densities and quantities described in this section 

is now briefly demonstrated through an illustrative example.  In this example, the known 

target mean and variance parameters are µt = 4 and σt
2 = 1.  The observation noise 

variance, σ2, is also equal to 1.  Assume, for the sake of this illustrative example, that a 

target is located at (7, 4) and that data has been collected on a grid in the region 0 ≤ x ≤ 

10, 0 ≤ y ≤ 8.  The collected data is shown in Figure  8.3(a).  The posterior density for the 

target parameters tx and ty may be computed based on the collected data using (8.14) and 

is shown in Figure  8.3(b).  The expected information gain for a new sensor observation 

may then be computed as a function of the spatial location using (8.4).  The expected 
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information gain is shown in Figure  8.3(c).  Finally, the gradient on the expected 

information gain may be computed using the equations derived above, resulting in the 

gradients shown in Figure  8.3(d).  In implementation, a coarse grid of expected 

information gain values is computed and the location of the maximum value is used to 

initialize the expected information gain maximization procedure.  Although this approach 

does not guarantee that the location selected is the global maximum of the expected 
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Figure  8.3.  Illustration of the computation of several important densities and quantities for the grid-
free sensor manager with a 2-parameter Gaussian target model.  (a) shows the collected data.  (b) 
shows the posterior density for the target parameters given the collected data.  (c) shows the expected 
information gain for a new observation.  (d) shows the expected information gain for a new 
observation overlaid with the gradient on the expected information gain.  Note that the axes in (c) 
and (d) are different than the axes in (a) and (b). 
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information gain and not simply a local maximum, experience has shown that this 

approach frequently results in the selection of the global maximum.  Furthermore, in 

most of the expected information gain plots that have been examined (and in Figure 

 8.3(c)), there are only small differences between the global maximum and other local 

maxima that might be selected. 

8.3  Simulation Results 

 This section analyzes the behavior of the grid-free sensor manager using the 2-

parameter Gaussian target model introduced in the previous section.  In the simulations 

conducted in this section, the three threshold parameters λ0, λ1, and λinfo are varied to 

determine their effects on the performance of the system.  Furthermore, the effect of 

using differently sized local regions is examined in order to study how much performance 

is degraded by considering a series of local regions rather than a single large region of 

interest.  Finally, the performance of the grid-free sensor manager is compared to an 

unmanaged approach in which sensor observations are made on an evenly spaced grid.  It 

is demonstrated that the grid-free sensor manager more accurately localizes targets than 

does an unmanaged approach that makes a similar number of sensor observations.  The 

sensor manager, by intelligently selecting new locations to observe in order to maximize 

the expected information gain, is able to utilize the sensor more effectively than an 

unmanaged search. 

 The simulations in this section consider a one meter by one meter region of 

interest that either contains a single target or contains no target.  The size of the target is 

varied and is designed to represent the spectrum of possible landmine sizes.  In order to 
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approximately model the energy response seen from a buried target, the standard 

deviation for the target size in the 2-parameter Gaussian target model, σt, is assumed to 

correspond to the radius of the target.  With such a model, the largest target response is 

concentrated over the region where the target is physically present, and the response 

decays as the distance from the target increases.  Three target sizes are considered:  σt = 

0.028 m, which corresponds to a small anti-personnel (AP) mine; σt = 0.10 m, which 

corresponds to a large AP mine or a small anti-tank (AT) mine; and σt = 0.17 m, which 

corresponds to a large AT mine.  In all of the simulations involving targets, the peak 

amplitude of the target response is defined to be µt = 2.  The observation noise has 

variance of σ2 = 0.4. 

 The first simulation analyzes the performance effect of changing the size of the 

local region.  For this simulation, there is no target present in the region of interest.  Even 

though no target is present, the variance used by the target model has an effect on the 

behavior of the system because the sensor manager is searching for a target with variance 

equal to σt
2.  Finally, the probability threshold for declaring the region to be target free is 

λ0 = 0.99.  Table  8.1 displays the performance results that are obtained in this simulation.  

The computation time required for the software to determine a new observation location 

is provided in order to illustrate the computational savings that are obtained by using a 

smaller local region.  As may be seen in the table, the use of a 0.5 m by 0.5 m region 

produces a 12-fold improvement in computational performance over that obtained by 

using a 1 m by 1 m region.  Similarly, the use of a 0.25 m by 0.25 m region produces a 

36-fold improvement in computation time performance.  Thus, the use of a smaller local 
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region clearly improves the computation time performance of the sensor manager and 

allows the sensor manager to run more quickly. 

 The average number of observations required to declare the entire region to be 

free of targets is also presented in Table  8.1.  The use of a smaller local region size is 

seen to cause an increase in the number of observations that are required to declare the 

entire region to be target free.  This result is observed because even though all of the data 

is used in the computation of the posterior state probabilities (meaning that data observed 

near the edge of one local region affects the state probabilities in the adjoining local 

regions, as well as the posterior density on the target parameters in that adjoining local 

regions), there are some edge effects created by the use of a local region with hard 

boundaries that require sensor observations taken in “search mode” to be located inside 

the current local region.  Slightly more observations are made around the edge of a local 

region than would be made if that same region of ground were in the interior of a local 

region.  The performance degradation induced by the selection of the local region 

increases as the local region size decreases, meaning that a tradeoff exists between 

Table  8.1.  Performance obtained by varying the size of the local region of interest.  Results show 
both the computation required to determine the location for a new observation as well as the average 
number of observations that are required to declare a 1 m x 1 m region of interest free of targets.  
There are no targets located in the region, and λ0 = 0.99. 

 
Average number of observations Local region 

size (m) 
Computation time 
per observation (s) σt = 0.028 m σt = 0.10 m σt = 0.17 m 

1 x 1 6 297.1 27.5 11.8 

0.5 x 0.5 0.5 305.6 30.2 14.9 

0.25 x 0.25 0.17 334.2 43.8 23.5 
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computation time performance and performance in terms of the number of observations 

required to clear an entire region. 

 The 0.5 m by 0.5 m local region size appears to represent a reasonable 

compromise.  The observation time required with a 0.5 m by 0.5 m region is relatively 

low, and the performance degradation in additional sensor observations required is 

generally low.  Approximately 3% more observations are required when using the 

smallest target size and 10% more observations are required with the middle target size.  

Since an unknown region likely contains a mix of small and large targets, the target size 

used for a search in that unknown region needs to be relatively small in order to be able 

to detect the smallest targets that are present.  Therefore, it may be concluded that the 

subdivision of a large region of interest into smaller local regions in order to improve 

computational performance may be accomplished with minimal increase in the total 

number of observations that are required to finish clearing the search space. 

 The next simulation considers how the average number of observations required 

to declare a region free of targets varies with the threshold parameter λ0.  In this 

simulation there are again no targets present in the region of interest, and the same three 

target sizes from the previous simulation are considered.  Table  8.2 presents the results 

for this simulation.  The results demonstrate the trends that would be expected.  Namely, 

using a higher λ0 threshold requires more observations before the region is declared 

target-free and using a lower λ0 threshold requires fewer observations before the region is 

declared target-free.  Also, a smaller target size of course requires a larger number of 

observations than does a larger target size.  The results in Table  8.2 are generated using a 

0.5 m by 0.5 m local region. 
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 The effects on performance that result from using local regions instead of a single, 

large region of interest may also be examined for values of the threshold λ0 in addition to 

the λ0 = 0.99 value that was considered in Table  8.1.  Figure  8.4 shows the ratio of the 

average number of observations required by the local region approach to the average 

number of observations required when using a single large region for various parameter 

settings.  It may be clearly observed that the 0.25 m by 0.25 m local region causes an 

enormous increase in the number of observations that must be made.  The 0.5 m by 0.5 m 

local region, however, shows consistently low performance loss for the small target size.  

Only 2%-4% more observations need to be made with local regions when the small target 

size is used, and only approximately 10% more observations need to be made when the 

medium target size is used.  As was mentioned previously, when the sensor manager is 

applied to real data, smaller target sizes are used in order to be able to detect the smaller 

targets that are present in an unknown region. 

 Now that the performance of the sensor management framework has been 

examined when no target is present in the region, performance is considered when targets 

Table  8.2.  Average number of observations required to declare a 1 m by 1 m region target-free with 
varying λ0 threshold and target size parameters.  0.5 m by 0.5 m local regions are used. 

 
Average number of observations 

λ0 threshold 
σt = 0.028 m σt = 0.10 m σt = 0.17 m 

0.999 405.2 39.4 19.5 

0.99 305.6 30.2 14.9 

0.98 273.4 27.3 13.9 

0.95 227.7 22.6 12.9 
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are present.  Figure  8.5 presents results that analyze the ability of the sensor manager to 

effectively localize a target as a function of the information gain threshold λinfo.  As may 

be observed in the figure, the use of a smaller λinfo threshold enables better localization of 

the target.  This effect is more pronounced for the larger targets.  Small targets are well 

localized even with a higher value of the information gain threshold.  However, it should 

also be noted that even when using the large target with λinfo = 0.2, the average 

localization error is only 0.05 m, which means that the alarm is still being placed atop the 

physical extent of the mine (since, with σt
 = 0.17, the radius of the mine is 0.17 m).  It 

may be concluded that the sensor manager is effectively finding the target that is present 

in the region.  Figure  8.6 analyzes how many additional observations are required in 
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Figure  8.4.  Performance loss when breaking a 1 m by 1 m region of interest into local regions when 
different values of the λ0 threshold are used.  Results are plotted as the ratio of the average number 
of observations required with the local region approach to the average number of observations 
required with one single 1 m by 1m region.  There are no targets present in the region, and the 
average number of observations refers to the average number of observations required to declare the 
region target-free. 
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Figure  8.6.  Ratio of average number of observations required to search a 1 m by 1 m region when 
one target is present to average number of observations required to search a 1 m by 1 m region when 
no targets are present.  Results are plotted for several values of the information gain threshold, λinfo. 
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Figure  8.5.  Average localization error as a function of target size for varying λinfo threshold.  In each 
realization of the simulation, one target is located in the center of a 1 m by 1 m region. 
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order to detect and place an alarm on a target compared to the case in which no target is 

present in the scene.  Several trends in the number of observations required are clear.  

Small targets require hardly any additional observations to detect, while large targets can 

require a substantial number of additional observations to detect compared the number of 

observations that would be required with no target present.  Also, as would be expected, 

higher values of the information gain threshold result in more observations being made.  

Note, of course, that the small target size still requires over 300 observations to search the 

region of interest, while the large target size, even with λinfo = 0.2, requires fewer than 

100 observations. 

 The probability of detection performance of the sensor manager is also examined.  

One target is placed at a random location in the region of interest, and the sensor manager 

then searches the region.  Figure  8.7 plots the probability of detection that is obtained for 

small, medium, and large targets using a variety of λ0 threshold values.  As expected, 

higher values of the λ0 threshold result in higher probability of detection.  This behavior 

occurs since each local region is searched more thoroughly and using a larger number of 

observations when the λ0 threshold is larger.  A second trend observed in Figure  8.7 is 

that probability of detection performance is better for large targets than it is for small 

targets.  This effect is natural since small targets produce an observable response over 

only a small spatial extent and are therefore more easily missed by the sensor manager.  

Large targets, since they produce an observable response over a larger spatial extent, are 

more easily detected.  In each of the curves shown in Figure  8.7, λ1 = 0.8 has been used 

as the value of the target detection state probability threshold.  When observations are 

made on or near a target, the posterior state probabilities change rapidly, and the posterior 
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state probability that a target is present quickly becomes very nearly one.  Consequently, 

the selection of the λ1 threshold parameter has not been found to be of the same 

importance as the λ0 parameter.  Considering the results presented in this section, 

intelligent choices may be made concerning the state probability threshold parameters 

and the information gain threshold that manage the tradeoffs between detection 

performance, average number of observations required to clear a region, and ability to 

localize a target. 

 Finally, the performance of the sensor manager is compared to direct search in its 

ability to correctly localize targets.  With direct search, observations are made in a 

uniformly spaced grid throughout the region of interest.  The average localization error 

for both the sensor manager and direct search using small, medium, and large target sizes 

is shown in Figure  8.8.  In each case, the direct search sensing approach has a larger 
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Figure  8.7.  Probability of detection as a function of target size for a variety of λ0 threshold values. 
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localization error than does the sensor manager when using the same number of 

observations.  This result indicates that the sensor manager is more effectively using the 

sensor observations in order to estimate the location of the target.  To obtain similar 

localization error performance as the sensor manager, the direct search approach requires 

substantially more observations to be made.  For example, to obtain the same localization 

error that the sensor manager obtains for a large target with approximately 30 sensor 

observations, the direct search approach requires approximately 100 observations. 
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Figure  8.8.  Average localization error versus number of observations for grid-free sensor manager 
and direct search with known target variance given by (a) σt = 0.028, (b) σt = 0.10, and (c) σt = 0.17. 
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8.4  Full Gaussian Target Models 

 Motivated by the need to more accurately model the unknown targets that are 

encountered in a fielded setting, more realistic target models are now introduced that are 

capable of modeling a larger variety of spatial target responses.  Three different Gaussian 

target models are introduced in this section:  the 4-parameter model, in which the target is 

assumed to be circular with unknown location and unknown mean and variance 

parameters; the 5-parameter model, in which the target has an unknown location, 

unknown mean, and unknown variance in each of the x- and y-directions (with correlation 

coefficient equal to 0); and finally, the 6-parameter model, in which the target has an 

unknown location, unknown mean, two unknown variance parameters, and an unknown 

correlation coefficient.  As more complex target models are introduced, simplifying 

assumptions may be made in order to improve the computational performance of the 

grid-free sensor manager.  In addition, the grid-free sensor management framework is 

also extended in order to operate with an arbitrarily large number of sensors. 

 The first model considered is the 4-parameter Gaussian target model, in which the 

target is assumed to have a circular, Gaussian shape with unknown peak amplitude and 

unknown variance.  The target position parameters are of course unknown as well.  The 

functional form of the target model is then 

  ( ) ( ) ( )22

2 2

1
, exp

2
i yi x

i i t
t t

y tx t
f x y θ µ

σ σ

  −−  = − +
  

  

, (8.31) 

where all four of the parameters tx, ty, µt, and σt are unknown.  Sensor management 

proceeds using the equations and procedures enumerated in Section 8.1 with a parameter 
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vector of θ = [tx, ty, µt, σt].  Gradients for use in maximizing the expected information gain 

may be computed in a similar manner as those for the 2-parameter Gaussian target model 

in Section 8.2 and, in the interest of brevity, are not derived here for any of the more 

complex target models. 

 Note that many of the fundamental equations given in Section 8.1—namely, (8.3), 

(8.5), (8.6), and (8.9)—involve integration over the parameter vector θ.  As the number of 

parameters in the target model increases, the integrations that are required become more 

difficult due to the problem of increasing dimensionality.  With the 4-parameter model, 

integrations that were computationally feasible 2-dimensional integrals for the simple, 2-

parameter Gaussian target model in Section 8.2 become 4-dimensional integrals with the 

4-parameter Gaussian target model.  The 4-dimensional integrals may still be evaluated, 

but making a sensor observation using 4-dimensional integration results in a time of 

twenty to thirty seconds required for a new sensor observation when using a local region 

size of 0.5 m by 0.5 m, rather than the 0.5 seconds required by the 2-parameter Gaussian 

target model. 

 Consequently, in order to improve the computation time performance of the 

sensor management algorithm, a modification is made to the sensor management 

procedure described in Section 8.1.  When the sensor manager is in “search mode” and 

searching the local region for a target, the simple 2-parameter Gaussian target model is 

used.  Once a target is suspected to exist and the sensor manager switches to “target 

mode,” then the full 4-parameter Gaussian target model is used.  Recall that the 

difference between the 2-parameter Gaussian target model and the 4-parameter Gaussian 

target model is that the 2-parameter model assumes that the target peak amplitude and 



 

 303 

variance are known.  When these parameters are unknown, as they are in the 4-parameter 

Gaussian model, information is still available about how small in physical extent the 

smallest target would be that would be desired to be detected and how low in amplitude 

would be the lowest amplitude target desired to be detected.  The smallest target size may 

be used to set the target variance and the lowest target amplitude may be used to set the 

target amplitude in the 2-parameter target model.  Using the 2-parameter target model for 

“search mode” in the manner described provides for the detection of targets as big as σt 

and bigger and for targets with amplitudes as big as µt and bigger while allowing the 

sensor manager to make observations in 0.5 seconds while in “search mode.”  Upon 

entering target mode, full posterior densities for the unknown target parameters θ = [tx, ty, 

µt, σt] are formed and observations made in order to maximize the expected information 

gain in the posterior density on the full set of target parameters. 

 The use of different target models for “search mode” and “target mode” may be 

compared to the use of less sophisticated processing, such as a pre-screener in the 

landmine detection problem, in order to quickly search a region of interest and identify 

areas (in this case potential targets) that must be investigated with more sophisticated 

processing.  It is not claimed that the use of the 2-parameter target model for “search 

mode” represents the most efficient approach for quickly searching the region of interest, 

but rather only that it is effective in detecting all targets with at least a given target size 

and amplitude.  The selection of the minimum target size and amplitude may also be 

considered as a selection of a type of pre-screener threshold. 

 Both the 5-parameter Gaussian target model and the 6-parameter Gaussian target 

model use the same approach as described above for “search mode,” in which the 2-
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parameter Gaussian target model is used for tasking the sensor.  Each of these new target 

models introduces additional target parameters in order to model a greater variety of 

target shapes than is possible with the circular 4-parameter target model.  The 5-

parameter model has different target variances in the x and y directions.  The functional 

form of the 5-parameter model may then be written as 

  ( ) ( ) ( )22

2 2

1
, exp

2
i yi x

i i t
x y

y tx t
f x y θ µ

σ σ

  −−  = − +
  

  

, (8.32) 

where the target parameter vector is θ = [tx, ty, µt, σx, σy].  The 6-parameter model also 

incorporates the correlation coefficient, giving 
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where the target parameter vector is θ = [tx, ty, µt, σx, σy, ρt]. 

 Recall that a high-dimensional integration must be performed in order to update 

the posterior density on the target probabilities as well as to compute the expected 

information gain for a new observation.  While the integration of a 4-dimensional density 

was possible (albeit computationally expensive), 5-dimensional and 6-dimensional 

integrations are not practical given the system memory constraints and processing power 

available on a standard computer.  Consequently, with both the 5-parameter and 6-

parameter target models, the expected information gain in (8.4) is approximated by 

separately considering a posterior density for the target location parameters and a 

posterior density on the remaining target parameters.  With data Zk collected, constrained 

nonlinear least squares optimization is used to produce an estimated best-fit set of target 
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parameters, ̂kθ .  A posterior density for the location parameters may then be considered 

conditioned on the remaining parameter from k̂θ , and, likewise, a posterior density for 

the non-location parameters may be considered given the location parameters from k̂θ .  

Thus, for the 5-parameter model, (8.4) is approximated as 

 

( ) ( ) ( )( )
( )

( ) ( )( )

1 1 1

1 1

1

ˆ ˆ ˆ ˆ ˆ ˆ, , , , , , , , ,

ˆ ˆ ˆ                                     , , ,

ˆ ˆ ˆ ˆ                           , , , , , , , ,

      

KL k k KL x y k t x y x y k t x y

k k t x y k

KL t x y k x y t x y k x y

D x y D p t t Z p t t Z

p z Z dz

D p Z t t p Z t t

µ σ σ µ σ σ

µ σ σ

µ σ σ µ σ σ

+ + +

+ +

+

∆ =

⋅

+

∫

∫
( )1 1

ˆ ˆ                               , ,k k x y kp z Z t t dz+ +⋅

 (8.34) 

and for the 6-parameter model, (8.4) is approximated as 
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The approximations in (8.34) and (8.35) allow tractable computation of the expected 

information gain by eliminating the need for 5- and 6-dimensional integration.  Once a 

new observation location has been selected and the sensor has made its new observation, 

then a new estimate for the target parameters, 1k̂θ + , may be made based on the new data 

Zk+1 and the process may be repeated as long as the expected information gain for a new 

observation is above the information gain threshold λinfo. 

 Finally, having introduced all of the Gaussian target models that are used in this 

chapter, the sensor manager is extended to consider an arbitrary number of sensors.  In 
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realistic target detection and discrimination applications, some targets produce a large 

response with every sensing modality that observes them.  However, other targets exist 

which may produce very little response with one sensing modality but a large response 

with a different sensing modality.  Therefore it is important that a grid-free sensor 

manager with multiple sensors be able to detect targets that only produce a measurable 

response with a single sensor.  If such targets are to be detected, then each sensor must be 

used to search through the local region and each sensor must declare that region target-

free before the sensor manager can move on to the next local region.  When a target is 

encountered, target parameters must be estimated for each of the different sensors, with 

the obvious restriction that only a single target location is estimated.  For example, if two 

sensors are searching for a target using the 6-parameter Gaussian target model, then there 

are ten target parameters to be estimated—the two location parameters and the four mean 

and covariance matrix parameters for each sensor. 

 In the implementation of the sensor manager utilized in this chapter, only a single 

sensor observation is made with a single sensing modality when a new observation is to 

be made.  When in “target mode,” the sensor that has the largest expected information 

gain for making a new observation is selected to make the observation.  When in “search 

mode” using the 2-parameter Gaussian target model, the sensor with the highest state 

probability of the local region containing a target is chosen to make the observation.  In 

this way, the sensors in “search mode” search through the region at approximately the 

same rate and declare the region to be target-free at approximately the same time.  An 

updated flow chart may be seen in Figure  8.9 incorporating the changes that have been 
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made in this section both for the implementation of multiple sensors and for the use of the 

2-parameter target model in “search mode” and the full target model in “target mode.” 

 In order to gain insight into the operation of the sensor manager with multiple 

sensors, Figure  8.10 shows the observations that have been made with two different 

sensing modalities in the detection of a target present in a one meter by one meter region 

with λ0 = 0.99, λ1 = 0.8, and λinfo = 0.1.  Local regions of 0.5 m by 0.5 m size are used.  

The target in the region has parameters θ = [xt, yt, µ1,t, σ1,x, σ1,y, ρ1,t, µ2,t, σ2,x, σ2,y, ρ2,t] = 

[0.4, 0.4, 4, 0.15, 0.1, 0, 3, 0.08, 0.16, 0].  The sensor manager detects the target and 

produces an accurate estimate of the parameters:  θ̂  = [0.40, 0.40, 4.13, 0.17, 0.09, 0.10, 
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Figure  8.9.  Flow chart for grid-free sensor manager with multiple sensors in which the 2-parameter 
Gaussian target model is used for “search mode” and the full Gaussian target model is used for 
“target mode.”  The sensor manager methodically searches through regions within an arbitrarily 
sized region of interest, making sensor observations that maximize the expected information gain and 
marking targets as they are detected. 
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3.16, 0.08, 0.16, -0.02].  Notice that the target has been observed a number of times with 

each sensor in order to provide information for the estimation of that sensor’s portion of 

the target parameters.  After the target has been detected, additional observations are 

made in the remaining portions of the overall region of interest until the entire region is 

declared to contain no additional targets.  In summary, the multiple sensor, grid-free 

sensor manager is operating as desired for the most complex of the target models—the 6-

parameter Gaussian target model. 

8.5  Lane-Based AMDS Results 

 Having considered several more sophisticated Gaussian target models in the 

preceding section, attention is now turned to analyzing the performance of the grid-free 

sensor manager using these new Gaussian target models on real data.  This section 

analyzes landmine detection data that was collected on a test lane of over 50 meters in 
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Figure  8.10.  Example of sensor manager operation with two sensors searching a one meter by one 
meter region using the 6-parameter Gaussian target model.  A target is located at (0.4, 0.4) in the 
region and is successfully detected with both sensors. 
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length at a government sponsored test site.  In the lane-based collection, data is collected 

along a road with both GPR and EMI sensing modalities.  Many different types of targets 

are present in the lane, and there is no regular nature to the spacing or placement of the 

targets.  They are simply present in the continuous spatial region of interest that is 

comprised by the road.  The size of the overall region of interest used is one meter in the 

cross-track direction by fifty-two meters in the down-track direction, and this large region 

of interest is searched using 0.5 m by 0.5 m local regions.  The sensor manager threshold 

parameters used in this section are λ0 = 0.99, λ1 = 0.999, and λinfo = 0.1.  The GPR and 

EMI sensor data is transformed in order to correspond to a model in which a non-target 

response is modeled as normally distributed with zero mean and a known observation 

noise variance.  The observation noise variance for each sensor is learned from training 

data and is σ2 = 1 for the EMI sensor and σ2 = 0.4 for the GPR sensor. 

 The performance of the sensor manager is compared in this section to a joint pre-

screening approach.  The joint pre-screening approach operates in the following way.  

The alarms generated by the EMI sensor and the GPR sensor individually are 

concatenated into one large list of alarms, and the data value for the sensor that did not 

produce the alarm is obtained for the spatial location corresponding to each alarm.  As a 

result, each alarm has both a GPR and an EMI amplitude and may be classified using 

standard pattern classification techniques with these two features.  When analyzing the 

performance of the algorithms (both the sensor manager and the joint pre-screener), a 

halo radius is used, meaning that an alarm that is within the halo radius of the edge of a 

target is considered to have detected that target.  Multiple hits on a single target are 

simply ignored without penalty.  The joint pre-screener frequently produces two alarms 



 

 310 

on a target, one having been generated by the GPR sensor and the other by the EMI 

sensor.  However, most false alarms are produced by only one sensor or the other and not 

both, meaning that the performance of the joint pre-screener is not significantly harmed 

by the doubling up of false alarms that are then each counted against performance.  It is 

demonstrated in the results presented in this section that the grid-free sensor manager 

outperforms the joint pre-screening approach. 

 Before moving on to an analysis of the real data results, it is important to consider 

the robustness of the sensor manager to real data that does not fit the target model.  Such 

analysis is important because, in realistic scenarios, it is certainly true that not all target 

signatures observed in the sensor data will have a Gaussian shape.  System behavior is 

therefore analyzed for an example case in which the observed sensor data does not 

correspond to the shape of the target model.  In this example, a small segment of real data 

is analyzed using a single GPR sensor with the 4-parameter Gaussian target model.  The 

segment of data is one meter in length and contains a target in the center of the collection.  

Recall that the 4-parameter model assumes that targets are circular.  The target that is 

present in this swath of data, however, does not produce a circular response in the GPR 

data.  Results showing the observations made by the sensor manager as well as the 

location of the resulting target declarations are presented in Figure  8.11.  One alarm is 

place in the central area of the region and correctly identifies the target that is present.  

However, since the 4-parameter Gaussian target model does not sufficiently describe the 

response of the observed object, additional alarms are place on the two extending edges 

of the non-circular target.  These alarms are much lower in magnitude than the alarm at 

the center of the object, and they serve to describe the portions of the data that were not 
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sufficiently described by the alarm at the center of the target.  Additionally, four other 

false alarms may be seen over various other regions of the data.  The illustration provided 

by Figure  8.11 demonstrates what happens when the sensor manager is confronted with 

observed target responses in the data that do not coincide with the target model.  

Additional alarms are utilized in order to explain data that is not explained by the first 

alarm placed over an object.  These additional alarms are typically low in magnitude 

since the central potion of the target is usually captured by the primary alarm. 

 As was mentioned previously, the lane-based data that is now analyzed in the 

remainder of this section consists of over 50 meters of data collected across along a test 

lane that is approximately one meter wide.  The sensor manager needs to be able to 
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Figure  8.11.  Results from sensor manager operating on a one-meter segment of GPR data containing 
a single target in the center of the region.  The data on the left is collected using a traditional 
collection approach, and the data on the right is the data collected by the sensor manager.  The black 
circles in the plot on the right represent the alarms placed by the sensor manager. 
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simulate the ability to collect data at any point in continuous space, and so the data is 

interpolated in order to simulate the ability of the sensor manager to make observations 

anywhere.  The interpolation process for the EMI sensor is illustrated in Figure  8.12.  The 

sensor data actually collected, shown in Figure  8.12(a) in relative Northing and Easting 

coordinates, was collected in multiple passes down the lane.  This data is first 

transformed so that the lane represents an approximately rectangular region, shown in 

 
  (a)  (b) 

 
 (c) 

Figure  8.12.  (a) shows the real data collected by an EMI sensor along a test lane at a government test 
site.  The data is shown in relative Northing and Easting coordinates.  (b) shows the real data from 
(a) transformed into relative down-track and cross-track coordinates.  The region enclosed by the 
dashed box represents the portion of the lane that will be used to test the sensor manager.  Finally, (c) 
shows the interpolated real data from the dashed box in (b). 
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Figure  8.12(b).  In Figure  8.12(b), note that the scale of the y-axis is substantially 

different than the scale of the x-axis.  Since the EMI sensor has three receive antennas, 

each EMI pass down the lane produces three lines of collected data.  The three different 

passes down the lane are seen in Figure  8.12(b).  Finally, interpolation is performed 

within a 1 m by 52 m region of the collected data deemed to represent the lane (shown by 

the boxed region in Figure  8.12(b)) in order to simulate data observed at any spatial 

location in the lane.  The interpolated data is shown in Figure  8.12(c).  A similar process 

occurs for the GPR data in order to allow the sensor manager to observe anywhere within 

the lane using the GPR sensor. 

 The lane-based real data is now considered using both the 5-parameter and 6-

parameter target models.  The 6-parameter model, being the most general, is considered 

first.  An illustration of the observed data that is collected using the 6-parameter model to 

detect a target in real data may be seen in Figure  8.13, in which sensor manager results 

are shown for a one meter by one meter region that is selected from the full lane of data 

and that contains a target.  Figure  8.13(a)-(b) show the interpolated data created from the 

real GPR and EMI sensor data using the procedure illustrated in Figure  8.12.  Figure 

 8.13(c)-(d) show the observations that have been made by the sensors when the alarm is 

placed, and Figure  8.13(e)-(f) show the full set of observations that have been collected 

when the search of the region is completed.  Notice that, similar to the simulated data 

example shown in Figure  8.10, the sensor manager tends to make observations in a ring 

around the estimated target location.  These observations provide the most information 

about the target variance and correlation coefficient parameters.  Several observations are 

also made near the target center, as well, and these observations are especially useful for 
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  (e)  (f) 

Figure  8.13.  Example of sensor manager with GPR and EMI sensors operating on real landmine 
data containing a target.  (a) and (b) show the interpolated landmine data that corresponds to the 
sensor response in the lane.  (c) and (d) show the observations that have been made by the sensor 
manager at the point when an alarm is placed on the target.  (e) and (f) show the observations that 
have been made when the search concludes and the region is declared to contain no additional 
targets. 
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better estimating the target peak amplitude.  Even though the target shapes seen in Figure 

 8.13(a)-(b) are not perfectly Gaussian, the Gaussian target model is able to represent 

them sufficiently well that the target is correctly located at the proper ground location and 

no false alarms are generated due to portions of the target response being unexplained by 

first alarm placed over the target.  In summary, the sensor manager appears to be 

operating effectively on the real data. 

 The sensor manager is now applied to the entire 1 m by 52 m lane of data using 

the 6-parameter target model.  The results from using the sensor manager are seen in 

Figure  8.14, which displays the sensor observations made, the alarms produced, and the 

true target locations generated from the ground truth.  Note that the alarms produced and 

the true target locations are the same in both the EMI sensor and the GPR sensor plots.  

An examination of the alarm placement in Figure  8.14 shows that alarms seem to be 

being placed in reasonable locations—namely, in areas where the target response is large.  

Most targets have also been identified with an alarm very close to the true target location.  

There are several targets that the sensor manager has not properly localized; for example, 

the target that is second from the left in Figure  8.14(c) appears to have been split into two 

alarms by the sensor manager rather than having a single alarm place atop the target. 

 Classification may be performed on the estimated target parameters that are 

produced at the alarm locations.  Although classifiers may certainly be designed to 

operate on all of the target parameters, the analysis in this section only considers 

classification using the target peak amplitudes.  This decision allows direct comparison 

with the joint pre-screening technique discussed previously that has been developed in 

order to combine GPR and EMI sensors for improved performance in a pre-screening 
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  (a)  (b) 

 
  (c)  (d) 

 
  (e) 

Figure  8.14.  Results from using 6-parameter Gaussian target model on AMDS lane data.  Each panel 
shows the observations made using the EMI and the GPR sensor as well as the locations of alarms 
that were placed (black o’s) and true target locations (black x’s).  Each panel shows approximately 
ten meters of down-track data, with the lane beginning in (a) and ending in (e). 
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task.  GMMs with three mixture components are trained for the mine and non-mine 

classes using the AMDS grid square data as training data.  These models correspond to 

the models used in Chapter 7 to analyze the grid-based AMDS data with the discrete 

object sensor manager.  A generalized likelihood ratio test (GLRT) classifier is then used 

to perform classification.  The AMDS grid square data that is used for training the 

classifier is presented in Figure  8.15.  Note that the sensor response values have been 

transformed from those observed in previous chapters in order to maintain consistency 

with the sensor responses used in this chapter, where the background response from each 

sensing modality is assumed to be zero-mean. 

 A scatter plot of the EMI and GPR feature values for the sensor manager alarms is 

presented in Figure  8.16.  Most of the false alarms are observed to have very low peak 
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Figure  8.15.  AMDS grid square data that is used as training data to develop a GLRT classifier for 
classifying the grid-free sensor manager alarms. 
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amplitude with both the EMI sensor and the GPR sensor.  There are four false alarms that 

have larger magnitudes, however.  One of these alarms, as well as one of the target 

alarms, has a peak amplitude of 20 for one of the sensing modalities, which was set to be 

the maximum possible value in the least-squares fit to obtain the parameter estimates.  

This suggests that there may have been difficulty in obtaining a good model fit for those 

alarms.  Further investigation reveals that each of the four false alarms with larger 

magnitudes have estimated correlation coefficients of 0.9999, again suggesting that a 

poor model fit was obtained using the least squares optimization.  The remaining alarms, 

however, do appear to cluster well, with most of the false alarms have a small amplitude 

with both sensors and most of the targets having a larger amplitude with at least one 

sensing modality. 
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Figure  8.16.  Scatter plot of EMI and GPR peak magnitudes in the alarms placed by the grid-free 
sensor manager on the lane of data using the 6-parameter Gaussian target model.  A halo radius of 
0.25 m is used for determining which alarms correspond to targets and which to false alarms. 
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 The performance of the grid-free sensor manager using the GLRT classifier 

trained above may be compared to the performance of a joint pre-screening approach 

using that same GLRT classifier.  First, the performance of joint pre-screening is 

considered when using all of the available data collected on the lane in the region of 

interest.  The performance results are presented in Figure  8.17 and show both the 

probability of detection versus false alarm rate (FAR) results and a comparison of the 

number of sensor observations that are made.  In the Pd versus FAR results, and the grid-

free sensor manager is seen to outperform the joint pre-screening approach by a 

substantial amount for high Pd values, which are the Pd values of operational interest in 

landmine detection and most other static target detection applications.  The sensor 

0 0.2 0.4 0.6 0.8 1 1.2
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

FAR (FA/m2)

P
d

Grid-free sensor manager performance on lane with halo = 0.25 m

 

 

Joint pre-screener
Sensor manager

Joint pre-screener
Sensor manager

EMI GPR
0

5

10

15
Number of observations made

x 
10

4

 
Figure  8.17.  Probability of detection versus FAR on the lane of data for the grid-free sensor manager 
using the 6-parameter Gaussian target model and for joint pre-screening.  The inset bar plot shows 
the number of observations that are made with each sensing modality for the sensor manager and 
joint pre-screening.  A halo radius of 0.25 m is used for scoring. 
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manager also uses far fewer sensor observations than does the joint pre-screening 

approach.  The sensor manager requires only 10.9% of the EMI observations and 4.1% of 

the GPR observations that are made when all of the available data is used as is true in the 

joint pre-screener. 

 Performance may also be compared between the sensor manager and the joint pre-

screener when the joint pre-screener operates on a down-selected subset of the available 

data in order to have it make a similar number of observations to that made by the sensor 

manager.  The joint pre-screener data is down-sampled in the down-track dimension by a 

factor that results in a joint pre-screener that uses either the same number of observations 

as the sensor manager or very slightly more.  The performance results for this comparison 

are seen in Figure  8.18 for two different halo radii.  The joint pre-screener actually has 

fewer false alarms in Figure  8.18 than in the results in Figure  8.17.  The reason this 

change occurs is that when the joint pre-screener data is down-selected, a sizeable 

number of false alarms are removed since many false alarms have a small spatial extent 

in the observed data and are simply skipped over entirely in data that has been down-

sampled.  Most targets also have a larger spatial extent and are therefore not skipped 

over.  There are some targets, however, that have a smaller response and that are prone to 

being missed by a joint pre-screener using down-sampled data.  This behavior is clearly 

observed in Figure  8.18, since the joint pre-screener reaches a lower maximum 

probability of detection with both of the halo radii due to the problem of missing small 

targets when using a coarse sampling.  It may further be observed that, due to the coarse 

sampling of the joint pre-screener, targets are not as well localized as they are in the 

sensor manager.  As a result, the joint pre-screener performance decays much more 
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rapidly as the halo radius becomes smaller, which is observed in the fact that the sensor 

manager dramatically outperforms the joint pre-screener with a halo radius of 0.10 m, 

while the two curves are much more similar with a halo radius of 0.25 m.  It may be 

concluded that the grid-free sensor manager presents a more reliable target detection 

approach since it is not adversely affected by skipping targets and since it begins to 

substantially outperform the joint pre-screener as the halo radius shrinks. 

 Observation of the interpolated sensor data, examples of which are seen in Figure 

 8.12(c) for the EMI sensor and in Figure  8.13(a) and (b) for GPR and EMI sensors, 

suggest that the 6-parameter Gaussian target model may be unnecessarily complicated.  

The correlation coefficient appears to be nearly zero for almost all objects of interest in 

the region.  Furthermore, recall the large-magnitude false alarms seen in Figure  8.16; 
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Figure  8.18.  Probability of detection versus FAR on the lane of data for the grid-free sensor manager 
using the 6-parameter Gaussian target model and for joint pre-screening when similar numbers of 
observations are made with each approach.  Halo radii of 0.25 m and 0.10 m are used for scoring. 
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these large magnitude values resulted from suspect model fits in which the estimated 

correlation coefficient was 0.9999 for at least one of the sensors.  Using a simpler target 

model that is still descriptive of the objects observed in the region may yield improved 

performance by eliminating some of the problematic model fits like those seen in Figure 

 8.16.  For this reason, the lane-based landmine detection data is also analyzed using the 

5-parameter Gaussian target model. 

 The observations that are made by the sensor manager using the 5-parameter 

target model may be seen in Figure  8.19, along with the alarms that are placed and true 

target locations.  As was seen in the data with the 6-parameter target model, there are 

some targets for which the sensor manager produces two alarms instead of one.  The 

second target from the left in Figure  8.19(c), for example, still has two alarms with the 5-

parameter model, as does the bottommost target in Figure  8.19(d).  There actually 

appears to be a slightly higher incidence of double-alarmed targets using the 5-parameter 

model, likely due to the fact that the more restrictive 5-parameter model, though it is 

generally descriptive of the observed sensor responses, may not be quite accurate for all 

targets.  There is, however, improvement in the scatter plot of the alarm peak magnitudes 

that is shown in Figure  8.20.  The use of the 5-parameter model has solved the model-

fitting problem that had produced four false alarms with large confidence values with the 

6-parameter model (seen in Figure  8.16). 

 The performance of the grid-free sensor manager with the 5-parameter target 

model may now be compared to the performance of both the sensor manager with the 6-

parameter model and the joint pre-screening approach.  Figure  8.21 shows results when 

using the joint pre-screening approach that uses all of the available data.  The sensor 
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  (a)  (b) 

 
  (c)  (d) 

 
  (e) 

Figure  8.19.  Results from using 5-parameter Gaussian target model on AMDS lane data.  Each panel 
shows the observations made using the EMI and the GPR sensor as well as the locations of alarms 
that were placed (black o’s) and true target locations (black x’s).  Each panel shows approximately 
ten meters of down-track data, with the lane beginning in (a) and ending in (e). 
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Figure  8.21.  Probability of detection versus FAR on the lane of data for the grid-free sensor manager 
using the 5-parameter and 6-parameter Gaussian target models and for joint pre-screening.  The 
inset bar plot shows the number of observations that are made with each sensing modality for the 
sensor manager and joint pre-screening.  A halo radius of 0.25 m is used for scoring. 
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Figure  8.20.  Scatter plot of EMI and GPR peak magnitudes in the alarms placed by the grid-free 
sensor manager on the lane of data using the 5-parameter target model.  A halo radius of 0.25 m is 
used for determining which alarms correspond to targets and which to false alarms. 
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manager with the 5-parameter target model outperforms the sensor manager with the 6-

parameter target model by a substantial amount.  For example, the sensor manager with 

the 5-parameter model reaches Pd = 1 at a FAR of just over 0.3 false alarms per square 

meter, while the 6-parameter model has a FAR of over 0.5 false alarms per square meter 

and the joint pre-screener has a FAR of over 0.6 false alarms per square meter at Pd = 1.  

The sensor manager with the 5-parameter model also uses over 10% fewer sensor 

observations than the sensor manager with the 6-parameter model.  The sensor manager 

with the 5-parameter model uses only 9.6% of the EMI observations and 3.6% of the 

GPR observations that are used by the joint pre-screener. 

 The performance of the sensor manager with the 5-parameter target model may 

also be compared to the joint pre-screener that uses only a subset of the available sensor 

observations in order to compare approaches when approximately the same number of 

observations is used.  The performance results for this comparison are shown in Figure 

8.22.  The sensor manager with the 5-parameter Gaussian target model is observed to 

outperform joint pre-screening using a comparable number of observations for halo radii 

of both 0.25 m and 0.10 m.  The improved relative performance of the sensor manager 

compared to that obtained in Figure  8.18 occurs due to the fact that the sensor manager 

with the 5-parameter target model outperforms the 6-parameter target model on this data 

set, as was seen in Figure  8.21.  The observations regarding the effects of coarse 

sampling in the joint pre-screening data that were made during the analysis of Figure  8.18 

are applicable here as well.  The trend is also again observed that the performance of the 

sensor manager relative to the joint pre-screener increases as the halo radius becomes 

smaller.  In conclusion, the grid-free sensor manager has been demonstrated to be 
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superior to a joint pre-screening technique for the detection of static targets in a lane of 

landmine data. 

8.6  Discussion 

 This chapter has developed a grid-free sensor management framework that is 

capable of detecting an unknown, arbitrarily large number of static targets in an 

unknown, arbitrarily large region of interest using multiple sensors.  It is assumed that 

there is sensor-specific Gaussian observation noise that corrupts the observed sensor data 

and the variance of this observation noise is known.  A priori knowledge of the sensors 

and environment or available training data may be used to determine the observation 

noise variance for each sensor.  The sensor management framework further assumes that 
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Figure 8.22.  Probability of detection versus FAR on the lane of data for the grid-free sensor manager 
using the 5-parameter Gaussian target model and for joint pre-screening when similar numbers of 
observations are made with each approach.  Halo radii of 0.25 m and 0.10 m are used for scoring. 
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a target model that describes the response of a target as a function of space in the 

observed sensor data is known.  A series of increasingly general Gaussian target models 

have been developed in this chapter that allow for modeling of targets with unknown 

peak amplitude and unknown spatial covariance matrix.  It has been demonstrated that 

the sensor manager is able to sequentially search for targets and that the sensor manager 

is able to search a large region by sequentially searching a series of local regions.  When 

the size of the targets being searched for is small relative to the size of the local region, as 

is true in many applications, there is little additional cost required by the use of local 

regions. 

 The grid-free sensor manager was then successfully demonstrated on a fifty-two 

meter lane of real landmine data containing a variety of target types and sizes.  The 

sensor manager was able to successfully locate the targets in the lane.  Furthermore, the 

performance of the sensor manager was shown to be superior to the performance of a 

joint pre-screening approach that has been developed to make effective use of multiple 

sensing modalities during pre-screening.  The sensor manager both provides improved Pd 

versus FAR performance and requires far fewer sensor observations than joint pre-

screening performed on all of the available sensor data.  The sensor manager also 

outperforms the joint pre-screener when the available sensor data has been down-sampled 

so that the sensor manager and the joint pre-screener use a similar number of 

observations.  The sensor manager in this case is more reliable in detecting targets and 

outperforms the joint pre-screening approach by an increasingly large margin as the halo 

radius shrinks. 
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 As has perhaps been suggested through its comparison with a pre-screening 

approach, the grid-free sensor manager as it has been developed in this chapter operates 

very much like a pre-screener.  Presented with a region of interest, that region of interest 

is searched and objects that fit the presented target model are detected.  Depending on the 

desired application, the estimated parameters that are fit to the target model may be used 

for classification (as was done in this chapter), or, alternatively, the locations flagged by 

alarms may be processed using some further signal processing approaches in order to 

produce features for classification.  The sensor manager is also not restricted to 

considering the targets models introduced in this chapter.  Additional, more sophisticated 

target models may be developed by considering the physics and specific sensor 

phenomenologies of a particular detection application.  In some sense, the determination 

of whether the sensor manager operates as a pre-screener or operates as a final-stage 

detector depends on the sophistication of the target model.  A simpler target model may 

be used to place alarms over locations that require additional investigation, in which case 

the sensor manager is operating as a pre-screener.  Alternatively, a more complex target 

model may be used, in which case the sensor manager may perform sophisticated feature-

based classification at the same time that it is finding target-like objects, in which case 

the sensor manager is operating as both pre-screener and sophisticated feature-based 

classifier simultaneously. 

 Recall that the goal of this thesis has been to develop a realistic and effective 

sensor manager for static target detection and discrimination applications.  The sensor 

manager developed previously in Chapter 7 represents a sophisticated and realistic sensor 

manager for the detection or discrimination of discrete objects.  Similarly, the sensor 
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manager developed in this chapter represents an effective and realistic framework for 

sensor management in a grid-free application in which targets may be located in 

continuous space.  The sensor manager presented in this chapter has demonstrated both 

its usefulness and the breadth of its potential applicability through its successful 

implementation on real data collected by multiple sensors for a challenging target 

detection application.  The grid-free sensor manager is able to intelligently task the 

available sensors in order to effectively achieve its desired objective—namely, the 

detection of static targets. 
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Chapter 9 – Conclusions and Future Work 

 This thesis has developed sophisticated information-theoretic sensor management 

frameworks for the static target detection problem that are able to realistically model 

sensor behaviors and that incorporate realistic target and observation models.  Sensor 

management approaches have been developed for both grid-based and grid-free 

environments, which correspond to two application settings of interest for static target 

detection problems.  The proposed sensor managers have been systematically 

demonstrated to outperform an unmanaged, direct search sensing procedure, often by a 

substantial margin.  The proposed sensor managers have furthermore been extensively 

tested on multi-sensor, field-collected landmine detection and UXO discrimination data, 

and the sensor managers have performed quite effectively on the real data, again 

outperforming unmanaged approaches by a substantial margin.  The use of the presented 

information-based sensor management frameworks enables targets to be detected using 

fewer sensor observations, meaning that targets are detected more quickly. 

 Chapter 1 motivated the need for sensor management frameworks for static target 

detection applications such as landmine detection and UXO detection as well as the 

selection of an information-theoretic approach through which to pursue sensor 

management.  Chapter 2 presented a basic sensor manager developed by Kastella that 

served as the basis for the sensor managers presented in Chapter 3 through 6 of this 

thesis.  Chapters 3 through 6 methodically extended, developed, and enhanced Kastella’s 

basic sensor manager by systematically identifying and eliminating or relaxing limiting 

assumptions that were present in the sensor management framework.  Chapter 3 extended 
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the basic sensor manager to consider multiple targets and multiple sensors, realistic cost 

constraints, and the incorporation of prior information, demonstrating that the sensor 

manager outperformed an unmanaged, direct search sensing approach.  Chapter 4 

introduced uncertainty modeling into the sensor management framework and studied the 

robustness of the sensor manager when various densities and parameters utilized by the 

sensor manager were incorrect.  The proper modeling of uncertainty was demonstrated to 

be an important factor in maintaining good sensor manager performance. 

 Chapter 5 incorporated the SPRT into the sensor manager in order to permit 

sequential decision-making as data is collected.  Since the SPRT is designed to operate 

on independent sensor observations, the truncated SPRT was introduced for use with 

uncertainty modeling and other modeling approaches that incorporate dependence in the 

sensor observations.  The SPRT and truncated SPRT were analyzed in detail in order to 

understand how the selection of the SPRT parameters would drive the overall system 

performance of the sensor manager.  The sensor manager was then analyzed using a large 

set of real landmine data.  The sensor manager was shown to outperform direct search on 

the landmine data, and the use of the uncertainty modeling developed in Chapter 4 was 

further shown to improve the system performance of the sensor manager by providing a 

model for the uncertainty that is present in real data. 

 Chapter 6 continued the elimination of restricting assumptions in the sensor 

manager by allowing non-binary sensor observations and by modeling correlation 

between sensor observations.  The use of non-binary observations was demonstrated to 

improve performance over a sensor manager using the same simulation parameters and a 

binary observation model for the sensor data.  The use of non-binary observations allows 



 

 332 

the sensor manager to exploit more information from the observed sensor data than is 

possible with the more simplistic binary model.  The performance improvements seen in 

simulation were also observed on the real landmine data as well.  The sensor observation 

model was also enhanced through the incorporation of a model for sensor correlation.  

While the correlation model of Chapter 6 produced some performance improvement over 

the observation model without correlation when considering an ROC on the state 

probabilities of a target being present, the correlation model developed was not 

sufficiently descriptive to fully capture the relationships present between the GPR and 

EMI data. 

 The correlation model in Chapter 6 attempted to model correlation both between 

observations made by the same sensor and between observations made by different 

sensors using a covariance matrix with a dimensionality equal to the total number of 

observations in a cell by the total number of observations in a cell.  This high-

dimensional space is difficult to model and becomes unwieldy as the number of 

observations in a cell becomes large.  A better approach to modeling these two types of 

correlation is presented in Chapter 7.  In the sensor manager of Chapter 7, the correlation 

between observations made by the same sensor was modeled by letting the sensor data be 

normally distributed about a true feature value with some noise variance.  Thus, 

observations made by the same sensor are correlated when compared to the marginal 

density for all possible observations by that sensor.  The correlation between observations 

made by different sensors may then be modeled by training GMMs or other models on 

the scatter of the feature values that are observed by different sensing modalities.  The 

resulting framework robustly models correlated sensor data and significantly improves 
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performance on the landmine detection problem over the performance that was obtained 

with the Chapter 6 correlation model.  Furthermore, the new sensor manager was also 

compared to unmanaged search using the landmine data as well as UXO discrimination 

data, and in both cases the sensor manager obtained a similar ROC performance to the 

unmanaged approach using substantially fewer sensor observations. 

 Finally, Chapter 8 generalized the discrete object sensor manager of Chapter 7 to 

consider a grid-free environment.  The sensor observation model from Chapter 7 can be 

viewed as having assumed that the peak response of an object is being observed when a 

new sensor observation is made for a discrete object.  However, in a continuous spatial 

environment, a target model needs to be incorporated that spatially models the target 

response observed by a sensor.  Chapter 8 introduced a series of increasingly complex 

target models and developed a binary hypothesis testing framework that enabled the 

methodical, sequential search of an arbitrarily large spatial region for an arbitrarily large, 

unknown number of targets.  The parameters of the targets are estimated as they are 

detected, and these parameters may be used in a classifier to create system performance 

curves that plot probability of detection versus FAR.  The grid-free sensor manager was 

tested on a lane of real landmine data and demonstrated to outperform a joint pre-

screening approach that fuses EMI and GPR pre-screeners.  When the joint pre-screener 

uses all of the available data, the grid-free sensor manager obtains better Pd versus FAR 

performance using far fewer sensor observations.  When the data used by the joint pre-

screener is down-sampled in order to use a similar number of observations to the number 

used by the grid-free sensor manager, the grid-free sensor manager still outperforms the 
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joint pre-screener in Pd versus FAR performance, and the amount of performance 

improvement increases as the halo radius used for scoring becomes smaller. 

 The work presented in this thesis has made a number of important technical 

contributions.  The sensor management frameworks developed in this thesis represent 

original and significant contributions to the field of automated sensor management 

research.  This work has presented three different sensor management frameworks.  The 

sensor manager developed in Chapters 3 through 6 represents a sensor manager that has 

been developed using Kastella’s basic sensor manager as a starting point.  This sensor 

manager is best suited to single-target problems for discrete objects and is in many ways 

superseded by the second framework, which is the discrete object sensor manager 

presented in Chapter 7.  The sensor manager in Chapter 7 represents an original approach 

to probabilistic, grid-based sensor management that was explicitly designed to provide a 

robust capability to model the correlation between observations made by multiple 

sensors.  Finally, the third sensor management framework developed is the grid-free 

sensor management framework of Chapter 8.  The grid-free sensor manager is a novel 

and significant contribution to the sensor management field.  The grid-free sensor 

manager maintains a probabilistic description of its environment and manages the 

available sensors in order to maximize the expected information gain obtained on the 

posterior density estimates of the target parameters for the hypothesized target currently 

under investigation.  This probabilistic, information-based approach is a novel approach 

for grid-free sensor management in the static target detection problem.  Furthermore, the 

sequential nature of the framework permits the grid-free sensor manager to be applied to 
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regions of interest of arbitrary size and to find an arbitrarily large number of targets as the 

region is searched. 

 There are also additional contributions that have been made by the work presented 

in this thesis.  The expected information gain metric used by Kastella in [68] was shown 

to be equivalent to the more common definition of expected information gain given by 

(3.1).  This thesis has also emphasized the importance of uncertainty modeling and has 

derived appropriate uncertainty models for different sensor parameters and observation 

models over the course of the development of the thesis.  The incorporation of the SPRT 

into the probabilistic, information-based sensor management framework of this work also 

represents a new approach to information-based sensor management for static target 

detection.  Finally, this thesis has rigorously analyzed and methodically explored the 

performance of the proposed sensor management techniques through both simulation and 

through testing on real data.  This analysis has been performed with an eye towards 

explaining and understanding the system behaviors of the presented sensor management 

approaches. 

 Despite the good performance of the proposed sensor management approaches 

and their successful implementation on real data, there are still many areas for future 

research attention that will further enhance and improve the sensor managers.  All of the 

sensor management work conducted in this thesis has used a greedy, myopic approach for 

maximizing the expected information gain.  It is expected that the performance of the 

sensor manager could be improved by considering non-myopic approaches.  Work in 

non-myopic sensor management has been explored in [99, 144, 145].  The most 

straightforward way to extend the presented sensor managers for non-myopic sensor 
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management is to consider looking K observations ahead and enumerating all of the 

possible K-tuples of sensor observations.  An expected information gain can be computed 

for each, and the K-tuple with the largest expected information gain can be selected.  This 

approach clearly becomes prohibitively expensive as K increases.  However, the use of 

even a small value of K could at least provide a limited look-ahead capability.  Other, 

more sophisticated approaches for non-myopic sensor management could of course be 

considered as well. 

 A second area for future work is to enhance the grid-free sensor management 

framework.  The parameters for the grid-free sensor manager may be optimized and 

further simulations may be performed to further understand the relationships between the 

different parameter settings and sensor manager performance.  In addition, numerical 

methods may be explored for improving the computational performance of the grid-free 

sensor manager and for obtaining higher-fidelity multidimensional integrations.  Only 

elementary numerical methods have been implemented in this thesis, and so there should 

be room for significant improvement in computational performance.  Such improvements 

are also necessary in order to be able to run the grid-free sensor manager in real time, 

which would be necessary in order to implement the approach on a fielded system such a 

landmine detection robot.  Furthermore, the grid-free sensor manager has assumed that 

the observed data has a known observation noise, which is not a realistic assumption in a 

fielded setting.  Future work should also consider either permitting this variance to be 

unknown or else adaptively learning the variance as data is collected so that the variance 

may be allowed to fluctuate depending on the properties of the data being observed.  

Similarly, the background mean may be learned adaptively rather than be assumed to be 
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zero so that the grid-free sensor manager is better able to track and compensate for 

environmental and subsurface effects that change the characteristics of the background 

response. 

 The grid-free sensor manager as it has been implemented operates very much like 

a pre-screener, although the resulting estimated target parameters may of course be used 

in a classifier as was considered in Chapter 8.  When the grid-free sensor manager 

encounters a target, observations must be made with each available sensing modality in 

order to estimate the target parameters for the target response observed with each 

modality.  Since the grid-free manager subtracts the response of known targets from the 

data observed in the future in order to determine whether any new targets are present, 

failure to accurately estimate the target parameters with each sensor leaves residual 

unexplained response with one of more of the sensors, which in turn leads to false alarms.  

An alternative approach for the grid-free sensor manager is to consider placing a mask on 

the region near a target and to not allow any new target declarations in that region.  If a 

mask were used, then once the location of a target has been identified with reasonable 

accuracy, the sensor manager may place an alarm and move on.  The target parameters 

such as peak magnitude and spatial shape do not need to be accurately estimated because 

the target response is obscured by the mask.  As a result, the sensor manager may operate 

more quickly since fewer observations need to be spent learning about the encountered 

objects. 

 A further avenue for future research with the grid-free sensor manager is to 

consider the use of a classification mode.  A flow chart for one possible way to 

implement a classification mode is presented in Figure  9.1.  In this approach, a 
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“classification mode” is added after the “target mode” state.  The framework is designed 

to operate with a relatively high value for the λinfo threshold.  The sensor manager makes 

observations using the standard target mode in order to obtain rough estimates of the 

target parameters using relatively few observations (thus, the higher λinfo threshold).  The 

sensor manager then enters a “classification mode” where the target parameters that are 

used for classification are considered as features in much the same way as in the sensor 

manager of Chapter 7.  The probability that the object is a target or is not a target may be 

Search Mode:
(2-parameter model)

Make obs w/ sen
that has min Pr(H0)

Pr(H0) ≥ λ0 
(all sen)

Pr(H1) ≥ λ1 
(any sen)

region finished
Target Mode:

(full target model)
Make obs w/ sen
that has max ∆D

no

Pr(H1) ≥ λ1 
(any sen)

∆D ≥ λinfo
(any sen)

estimate object 
parameters

BEGIN

DONE

yes

yes

no

no

no

yes

no

yes

yes

new 
region? 

place alarm and 
classify object

Classification Mode:
(full target model)

Make obs w/ sen that has 
max ∆D w.r.t. H0/H1

∆D ≥ λclass
(any sen)

no yes

NEW CLASSIFICATION 
BLOCK

 
Figure  9.1.  Flow chart for grid-free sensor manager incorporating new classification block.   The 
sensor manager operates with multiple sensors, and it uses the 2-parameter Gaussian target model 
for “search mode” and the full Gaussian target model for “target mode.”  The sensor manager 
methodically searches through regions within an arbitrarily sized region of interest, making sensor 
observations that maximize the expected information gain.  Objects are marked and classified as they 
are detected. 
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computed given the current densities on the target parameters used for classification.  A 

new observation is then made if the information gain on the state probabilities of “target” 

or “no target” is higher than a threshold, λclass.  In essence, new observations are only 

made if they are necessary to refine the target parameter estimates in order to obtain 

better classification results.  For objects that are clearly targets or clearly non-targets, the 

expected information gain is low and additional observations do not need to be made.  

This proposed grid-free sensor manager combines some of the ideas from Chapter 7 with 

the grid-free sensor management framework of Chapter 8. 

 The above paragraphs have suggested some potential avenues for future research 

that can be conducted based on the sensor management frameworks and on the results 

that have been presented in this thesis.  The development of effective sensor management 

techniques has been and remains an ongoing area of research.  The sensor management 

frameworks that have been developed in this thesis have fulfilled the goal that was laid 

out in Chapter 1:  to produce effective and realistic sensor managers for the static target 

detection problem.  It is hoped that the sensor managers developed in this thesis will both 

find use in relevant applications as well as serve as an inspiration for continued sensor 

management research. 
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