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ABSTRACT 
 

 

Multidimensional nuclear magnetic resonance (NMR) spectroscopy has become 

one of the most important techniques available for studying the structure and function of 

biological macromolecules at atomic resolution.  The conventional approach to 

multidimensional NMR involves the sampling of the time domain on a Cartesian grid 

followed by a multidimensional Fourier transform (FT).  While this approach yields high 

quality spectra, as the number of dimensions is increased the time needed for sampling on 

a Cartesian grid increases exponentially, making it impractical to record 4-D spectra at 

high resolution and impossible to record 5-D spectra at all. 

This thesis describes new approaches to data collection and processing that make 

it possible to obtain spectra at higher resolution and/or with a higher dimensionality than 

was previously feasible with the conventional method.  The central focus of this work has 

been the sampling of the time domain along radial spokes, which was recently introduced 

into the NMR community.  If each radial spoke is processed by an FT with respect to 

radius, a set of projections of the higher-dimensional spectrum are obtained.  Full spectra 

at high resolution can be generated from these projections via tomographic 

reconstruction.  We generalized the lower-value reconstruction algorithm from the 

literature, and later integrated it with the backprojection algorithm in a hybrid 

reconstruction method.  These methods permit the reconstruction of accurate 4-D and 5-
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D spectra at very high resolution, from only a small number of projections, as we 

demonstrated in the reconstruction of 4-D and 5-D sequential assignment spectra on 

small and large proteins.  For nuclear Overhauser spectroscopy (NOESY), used to 

measure interproton distances in proteins, one requires quantitative reconstructions.  We 

have successfully obtained these using filtered backprojection, which we found was 

equivalent to processing the radially sampled data by a polar FT.  All of these methods 

represent significant gains in data collection efficiency over conventional approaches. 

The polar FT interpretation suggested that the problem could be analyzed using 

FT theory, to design even more efficient methods.  We have developed a new approach to 

sampling, using concentric rings of sampling points, which represents a further 

improvement in efficiency and sensitivity over radial sampling. 
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1.  INTRODUCTION:  THE LIMITS OF 
CONVENTIONAL NMR 

 

 

Nuclear magnetic resonance (NMR) spectroscopy has become one of the most 

important tools available to the fields of biophysics and structural biology for the 

determination of macromolecular structure and for the assessment of functional 

characteristics, such as dynamics, at atomic resolution.  Yet for all of its power, NMR 

spectroscopy faces several significant limitations, and alleviating these limitations has 

been the focus for significant methodological development in recent years.  Before 

describing the new approaches that we have developed, it is helpful to consider the state 

of the field and the limitations we have sought to address. 

 

1.1.  Multidimensional Fourier Transform NMR for the Study of 
Biological Macromolecules 

 

The power of NMR for studying biological molecules lies in its ability to generate 

and observe distinct signals from individual atoms in a macromolecule, allowing it to 

report site-specific information about structure or dynamics  (Wüthrich 1986; Cavanagh 

et al. 1996; Wüthrich 1998, 2003).  A typical biological NMR experiment generates one 

or more signals for each residue.  Thus an NMR experiment on a small- to medium-sized 
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protein can record from dozens up to thousands of signals.  Consider first a classic one-

dimensional (1-D) NMR experiment, which would trigger each proton to emit radiation 

at its resonance frequency (Ernst, Bodenhausen, and Wokaun 1987).  The Fourier 

transform (FT) allows the recorded proton signals (the “free induction decay” or FID) to 

be presented as a spectrum, where signals appear as peaks distinguished by frequency.  

For a protein, many of the protons will have the same resonance frequency as other 

protons, meaning that their peaks will overlap on the spectrum, preventing site-specific 

analysis.  This problem has been termed spectral crowding.   

The traditional solution to spectral crowding is the introduction of additional 

dimensions in the experiment (Jeener 1971; Aue, Bartholdi, and Ernst 1976; Ernst, 

Bodenhausen, and Wokaun 1987).  Pulse sequence techniques allow one to develop 

quantum coherences between protons and other atoms that are bonded to them covalently 

(i.e. coherence transfer via scalar coupling), as well as with atoms that are nearby in 

space (i.e. coherence transfer via dipole-dipole relaxation).  These coherent states can be 

manipulated such that an evolution period is allowed to elapse, during which the 

magnetization of the state precesses at the resonance frequency of one of the atoms 

participating in the state.  The intensity of the proton signals observed at the end of the 

pulse sequence will thus be modulated as a function of the length of the evolution 

period1.  By repeating the experiment many times, varying the evolution period 

systematically, one obtains a two-dimensional (2-D) grid of samples, with the intensities 

                                                 

1 Technically, the phase of the complex signal is modulated, which translates into an intensity modulation for each of 
the complex components.  For simplicity in this discussion, we consider only the intensity modulation of one channel.  
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as a function of the second dimension varying according to the signals generated by the 

attached or close-in-space atoms, just as if those signals had been observed directly from 

emitted radiation.  Upon a 2-D FT, the resulting 2-D spectrum shows one peak for each 

pair of atoms, with the position on the proton or direct dimension depending on the 

proton resonance frequency as before, and the position on the second axis depending on 

the resonance frequency of the attached or close-in-space atom.  As a result the signals 

that were crowded onto a 1-D line in a 1-D experiment are now disbursed into a 2-D 

square, with a much lower chance of overlap.  The spectral crowding has been at least 

partially alleviated by providing more space for the signals to occupy.  At the same time, 

the information content of the experiment has been increased significantly, as each peak 

now corresponds to two independent resonances that have been correlated to one another 

by the pulse sequence, on the basis of a physical process such as through-bond coupling 

or through-space cross-relaxation.  This same principle can theoretically be extended to 

any number of dimensions, by adding additional evolution periods for additional atoms, 

although as described below it is not possible in practice to have more than four 

dimensions using conventional sampling. 

Multidimensional spectroscopy is the bedrock upon which biomolecular NMR is 

built (Wüthrich 1986; Cavanagh et al. 1996; Wüthrich 1998, 2001, 2003).  It is essential 

for the separation of signals that would otherwise overlap, while at the same time, the 

pulse sequence techniques used to prepare the appropriate coherence states allow one to 

select exactly which signals are observed, reducing the number of signals observed in a 

single experiment.  The process of assignment, the identification of which atoms generate 
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which signals, is facilitated by choosing different atoms to observe in different 

experiments, and by matching up the observed frequencies from different experiments.  

Having additional dimensions in an experiment reduces the ambiguity encountered in the 

assignment process, by providing comparatively more information about each of the 

signals observed, in the form of more independent resonance frequencies that can be 

matched to other experiments. 

 

1.2.  Time Requirements and Sampling, and Sampling- vs. 
Sensitivity-Limited Regimes  

 

Multidimensional NMR requires that an experiment be repeated many times, with 

the lengths of the evolution periods changed between the individual repetitions, in order 

to sample the indirect dimensions.  The number of repetitions needed depends on the 

dimensionality as well as the desired resolution in each dimension, the latter determining 

the number of samples that need to be recorded in each dimension.  Table 1 provides 

estimates of the amount of time needed to record experiments of different 

dimensionalities and resolutions, for different repetition rates. 

The “repetition interval” refers to the time needed to collect data for a given 

combination of evolution times, and is determined by the pulse sequence.  It includes the 

repetitions that must be made with the same evolution times but different pulse phases  
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Table 1:  Sample Measurement Times for Conventional Multidimensional NMR 
Experiments of Different Dimensionalities 

Time (min) Required for Dimensionality Repetition 
Interval 

Complex 
Samples 
per Axis 

2-D 3-D 4-D 5-D 6-D 

1.5 s 16 0.8 25.6 819 26,200 839,000
 32 1.6 102 6,550 419,000 2.68 x 107 

 64 3.2 410 52,400 6.7 x 106 8.59 x 108 

6.0 s 16 3.2 102 3,280 105,000 3.36 x 106 

 32 6.4 410 26,200 1.68 x 106 1.07 x 108 

 64 12.8 1,640 210,000 2.68 x 107 3.44 x 109 

12.0 s 16 6.4 205 6,550 210,000 6.71 x 106 

 32 12.8 819 52,400 3.36 x 106 2.15 x 108 

 64 25.6 3,280 419,000 5.37 x 107 6.87 x 109 

Combinations requiring less than 12 days (17,280 min) of measurement time are indicated in bold. 
 

   

for the sake of quadrature detection and artifact suppression, and is also influenced by the 

recovery time needed between experiments for all spins to return to the ground state. 

As is apparent from this table, the measurement time required to complete an 

experiment grows exponentially with the number of dimensions.  Aside from practical 

issues of instrument availability, the length of an experiment is absolutely limited by the 

need to refill the magnet coolant reservoirs regularly.  Even allowing for a generously 

long interval of 12 days between refills, the table shows that 4-D experiments are only 

possible at severely limited resolution, and experiments with five or more dimensions are 

not practically possible.  Indeed, many of the 5-D and all of the 6-D experiments in the 

table would require more than a full year of conventional data collection.   
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Figure 1:  Digital Resolution as a Function of Measurement Time.   

 

A different way to look at the problem is to consider the number of samples per 

axis—the digital resolution, which is in essence the resolution of the experiment—that 

can be attained for a given measurement time (Figure 1).  The repetition rate is 

determined by the pulse sequence; in the figure we assume that an interval of 6 s is used.  

The 2-D curve grows so quickly that it does not separate from the vertical axis at all, 

while the 3-D curve shows that 3-D experiments at reasonable resolutions can be 

completed in hours.  For 4-D experiments, however, several days are required to reach 

even a very modest resolution, and the nature of the exponential curve indicates that a 

resolution of more than 25 points per axis simply cannot be obtained.  The situation for 5-
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D and 6-D experiments is even worse:  While these experiments could be conducted, the 

resolutions would be so low (~5 points per axis) that no useful information would be 

produced.  

There is a second issue that must also be considered in any discussion of NMR 

measurement time, and that is the sensitivity of the experiment.  Each repetition of an 

experiment constitutes an independent measurement of the data, and it can easily be 

shown from basic principles of statistics that when these independent measurements are 

added together—as happens when the multidimensional Fourier transform recombines 

the sampled data points—the signal intensity increases at a faster rate than the noise.  The 

final signal-to-noise ratio in the spectrum is proportional to the square root of the number 

of independent measurements (Ernst, Bodenhausen, and Wokaun 1987).  Thus a longer 

experiment, comprised of more repetitions, will always have a higher sensitivity. 

For any given experiment on any given molecule, a certain measurement time 

corresponding to a certain number of repetitions will be needed to detect the signals 

above the noise via this process of signal accumulation.  If this time is greater than would 

be required for sampling at the desired dimensionality and resolution, the situation is said 

to be sensitivity-limited (Szyperski et al. 2002).  Otherwise, the situation is said to be 

sampling-limited (Szyperski et al. 2002).  For many small proteins, a handful of FIDs or 

even a single FID is sufficient to detect all of the signals, and almost any 

multidimensional experiment is in the sampling-limited regime.  The NMR community 

has devoted significant efforts in the past several years to developing new data collection 

methods targeted at sampling-limited regimes, as described in more detail below, with the 
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objective of faster data collection.  These efforts have been especially important within 

the structural geonomics initiatives, which seek to determine the structures of small 

proteins as rapidly as possible, requiring high throughput at the spectrometer (Montelione 

et al. 2000; Atreya and Szyperski 2005; Liu et al. 2005). 

The sensitivity-limited regime has received less attention, since the overall 

measurement time of the experiment cannot be reduced without losing some or all of the 

signals to the noise.  However, we would argue that the potential of new methods to 

improve the efficiency of NMR studies is at least as great for experiments in the 

sensitivity-limited regime as it is for sampling-limited regimes.  Sensitivity-limited 

experiments typically arise in studies of proteins that are very large by the standards of 

NMR (>30 kDa) and that suffer from severe relaxation problems, even when relaxation 

optimization techniques such as deuteration and TROSY are used, necessitating long 

measurement times (Venters, Thompson, and Cavanagh 2002).  These proteins are also 

often difficult to express in large quantities and/or prone to aggregation at high 

concentrations.  At the same time that they suffer from poor sensitivity, however, 

sensitivity-limited experiments on large proteins also suffer from severe spectral 

crowding and assignment ambiguity on account of having a very large number of 

resonances.  In many cases, it is not possible to work out the assignments from 3-D data 

due to severe peak overlap problems, and low resolution 4-D data are also often 

insufficient.  The assignment of NOE crosspeaks can be particularly difficult in such 

cases—even for peaks that do not overlap in the NOESY spectrum—due to extensive 

ambiguity in the chemical shift tables and the very limited correlation information about 
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the crosspeaks.  New methods development could provide a great service by alleviating 

the spectral crowding problems encountered in the kinds of systems that present 

sensitivity-limited experiments, but it is important to note that it is not an instantaneous 

experiment that is sought, but rather an improvement in efficiency for the necessarily 

long measurement time, such that high resolution 4-D and 5-D experiments could 

become feasible within the available time. 

As an example of the issues encountered with large proteins, one can consider the 

results presented recently by the Kay group, which has pioneered a new approach to very 

large proteins with many distinct residues.  They developed this method for the 370 

residue, 42 kDa maltose binding protein (Mueller et al. 2000), and have now illustrated it 

with the 723 residue, 82 kDa, monomeric malate synthase G (Tugarinov et al. 2002; 

Tugarinov et al. 2003; Tugarinov and Kay 2003b, 2003a; Tugarinov, Hwang, and Kay 

2004; Tugarinov and Kay 2004; Tugarinov et al. 2005a; Tugarinov et al. 2005b; 

Tugarinov, Ollerenshaw, and Kay 2005).  These are the largest single polypeptide chains 

studied by NMR, and their challenges are severe.  Even with 4-D data, backbone 

assignment was very difficult, and required additional information from NOESY spectra 

(Tugarinov et al. 2002; Tugarinov, Hwang, and Kay 2004).  Rather than attempt 

complete sidechain assignment, a labeling strategy was used that protonated only the 

methyl groups of Ile, Leu and Val (Goto et al. 1999; Goto and Kay 2000; Tugarinov et al. 

2003; Tugarinov and Kay 2003a; Tugarinov, Hwang, and Kay 2004).  These groups 

could be assigned using methyl-TROSY experiments, and provided probes for structure 

and dynamics studies.  Methyl-only NOE data, together with residual dipolar couplings, 
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provided sufficient information to determine the protein’s global fold, without 

overcrowding the 4-D NOESY spectrum (Tugarinov et al. 2005a; Tugarinov et al. 

2005b).  Nevertheless, solving the structure at atomic resolution has not been possible 

due to insufficient distance constraint information.  For proteins of this size, a push to 

high resolution spectra with four or more dimensions, as could only be obtained with the 

introduction of new and more efficient measurement techniques, will be necessary if 

atomic resolution structure determination is ever to be possible. 

 

1.3.  Breaking Limits:  Ideas for Faster or More Efficient Data 
Acquisition 

 

Extraordinary efforts have been directed in recent years into developing faster and 

more efficient methods for NMR data collection, as well as processing techniques to 

extract the most possible information from the data (Szyperski et al. 1993a, 1993b; 

Schmieder et al. 1994; Simorre et al. 1994; Brutscher et al. 1995; Szyperski et al. 1995; 

Schmieder et al. 1997; Szyperski et al. 1998; Hu et al. 2000; Mandelshtam 2000; Hoch 

and Stern 2001; Korzhneva et al. 2001; Mandelshtam 2001; Orekhov, Ibraghimov, and 

Billeter 2001; Ding and Gronenborn 2002; Frydman, Lupulescu, and Scherf 2002; 

Gutmanas et al. 2002; Pervushin, Vogeli, and Eletsky 2002; Szyperski et al. 2002; Bersch 

et al. 2003; Chen et al. 2003; Freeman and Kupče 2003; Frydman, Lupulescu, and Scherf 

2003; Kim and Szyperski 2003; Kozminski and Zhukov 2003; Kupče and Freeman 

2003c, 2003e, 2003b, 2003f, 2003a, 2003d; Kupče, Nishida, and Freeman 2003; 
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Orekhov, Ibraghimov, and Billeter 2003; Shapira and Frydman 2003; Shrot and Frydman 

2003; Armstrong et al. 2004; Atreya and Szyperski 2004; Chen et al. 2004; Coggins, 

Venters, and Zhou 2004; Freeman and Kupče 2004; Kim and Szyperski 2004; Kupce and 

Freeman 2004; Kupče and Freeman 2004b, 2004c; Rovnyak et al. 2004a; Rovnyak et al. 

2004b; Shapira et al. 2004a; Shapira et al. 2004b; Shapira et al. 2004c; Shrot and 

Frydman 2004; Shrot, Shapira, and Frydman 2004; Atreya, Eletsky, and Szyperski 2005; 

Atreya and Szyperski 2005; Coggins, Venters, and Zhou 2005; Diercks, Daniels, and 

Kaptein 2005; Eghbalnia et al. 2005; Hiller et al. 2005; Jiang, Coggins, and Zhou 2005; 

Liu et al. 2005; Malmodin and Billeter 2005c, 2005b, 2005a; Mishkovsky and Frydman 

2005; Schanda, Kupče, and Brutscher 2005; Shrot and Frydman 2005; Tugarinov et al. 

2005b; Venters et al. 2005; Coggins and Zhou 2006b, 2006a; Gal et al. 2006; 

Kazimierczuk, Kozminski, and Zhukov 2006; Kazimierczuk et al. 2006; Marion 2006; 

Schanda and Brutscher 2006; Schanda, van Melckebeke, and Brutscher 2006; Coggins 

and Zhou 2007).   

These new approaches could be broadly divided into those that do or do not 

follow the classical paradigm of collecting different FIDs with different evolution times, 

where each FID samples a single vector in the multidimensional time domain.  Those 

which use new paradigms include (1) those that sample one or more dimensions in a 

single acquisition by evolving the spins in different parts of the sample tube to different 

extents, and reading out the results over the spatial distribution and (2) those that excite 

and observe only specific frequencies in the sample.  Those which follow the classical 

paradigm include (3) those that reduce the repetition interval between FIDs by 
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accelerating relaxation to the ground state; (4) those that attempt to extract additional 

information from conventional low-resolution grid-sampled data, beyond what a 

conventional FT could obtain, and (5) those that sample the time domain out to long 

evolution times, which according to FT theory yields high resolution information, but 

which either omit samples from the grid or sample on non-grid patterns.  Many of the 

specific proposals being considered in the community combine complementary 

techniques from two or more of these categories.  We briefly address the majority of 

these methods in this section, reserving category (5), which is the foundation for this 

dissertation, for the next section. 

The most unique of all the new methods is the single-scan approach, which has 

been dubbed ultrafast for its remarkable ability to obtain a full multidimensional 

experiment in a single scan (Frydman, Lupulescu, and Scherf 2002, 2003; Shapira and 

Frydman 2003; Shrot and Frydman 2003; Shapira et al. 2004a; Shapira et al. 2004b; 

Shapira et al. 2004c; Shrot and Frydman 2004; Shrot, Shapira, and Frydman 2004; 

Mishkovsky and Frydman 2005; Shrot and Frydman 2005).  This technique is derived 

from the echo-planar-imaging approach used in magnetic resonance imaging (MRI) 

(Brown and Semelka 2003).  In its simplest form, a gradient in the Z axis is used to 

establish a condition of different B0 fields throughout the sample.  A series of soft pulses 

that are selective for different frequency bands is then emitted, causing the spins in 

different parts of the sample to begin their evolution periods at different times.  After 

each pulse, the Z gradient is briefly reversed, such that the effects of the gradient on the 

evolution are cancelled.  Thus at the end of this combined excitation and evolution phase, 
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the spins in the sample have evolved exactly as they would have in a normal experiment, 

except that the amount of evolution is proportional to the position in the sample along the 

Z axis.  The remainder of the pulse sequence is completed conventionally, until the start 

of the signal acquisition, when a series of reversing acquisition gradients are used during 

the FID.  These gradients allow the spatially-encoded dimension to be read out as a series 

of spin echoes, as in MRI. 

The ultrafast method can be extended to 3-D or 4-D modalities by implementing 

additional spatial encodings with X and Y axis gradients.  There are two fundamental 

limitations to the method:  First, the resolution is limited by hardware factors such as the 

digitation rate during the acquisition, the intensities of the gradients and the speeds at 

which the gradients can be switched; and second, the sensitivity is limited, as there is no 

signal accumulation over multiple scans.  Thus this method is inherently most useful for 

sampling-limited situations.  Given the current limitations in gradient and digitation 

hardware, the ultrafast  technique has not seen widespread application to date, but is 

likely to be of great importance with future advances in technology. 

In some circumstances, namely those where the frequencies of the spins to be 

observed are known a priori, one can used an approach based on Hadamard encoding 

termed Hadamard spectroscopy (Kupče and Freeman 2003c, 2003b, 2003f, 2003a; 

Kupče, Nishida, and Freeman 2003).  The Hadamard technique involves direct, selective 

frequency domain excitation of the spins of interest.  For each scan, a “polychromatic” 

excitation pulse is applied, which has a frequency envelope targeting only the specific 

frequencies one wishes to observe.  The rest of the pulse sequence and acquisition 
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follows the standard approach.  This procedure is repeated a number of times, with the 

excitation phases at the different frequencies set to 0° or 180° according to the Hadamard 

matrix for that number of repetitions.  The number of repetitions is at least as many as 

there are frequencies to excite.  After the data collection is complete, the FIDs are added 

and subtracted according to the matching Hadamard matrix, decoding the intensities at 

the different frequencies while realizing a sensitivity gain proportional to the square root 

of the number of scans.  The Hadamard approach has a limited utility for protein NMR 

due to the requirement that one know the resonance frequencies a priori, but this is not as 

much of an issue for many situations in small-molecule chemistry, and Hadamard 

techniques have begun to see practical application. 

Some of the new methods could best be described as enhancements of the 

traditional approach.  Several groups have recently introduced methods based on 

accelerating the longitudinal relaxation process, so that the time between scans can be 

decreased (Pervushin, Vogeli, and Eletsky 2002; Atreya and Szyperski 2004; Diercks, 

Daniels, and Kaptein 2005; Schanda, Kupče, and Brutscher 2005; Gal et al. 2006; 

Schanda and Brutscher 2006; Schanda, van Melckebeke, and Brutscher 2006).  If the 

pulse sequence is configured so that it only excites the spins that are of interest, 

maintaining the other spins in the molecule and the solvent at thermal equilibrium, the 

presence of the large thermal bath in the ground state facilitates the rapid dipole-dipole 

relaxation of the spins of interest.  One can simultaneously introduce the so-called Ernst 

angle optimization, where the flip angle is calibrated to a value of less than 90° that 

maximizes signal accumulation per unit time (Freeman and Hill 1971; Ernst, 
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Bodenhausen, and Wokaun 1987).  Although it may seem counterintuitive that 

decreasing the flip angle would lead to a net improvement in sensitivity—since the signal 

intensity per transient will always be lower when the angle is reduced—if the faster 

relaxation from the lower flip angle allows the experiment to be repeated often enough, 

the extra signal accumulation will lead to better overall sensitivity than if the experiment 

were repeated less frequently with more signal per transient.  These approaches can be 

combined to allow a significant acceleration in data collection, without changing the 

number of repetitions of the pulse sequence. 

A longstanding focus in NMR has been the development of computational 

approaches to extract more information from a conventionally collected experiment than 

can be obtained by FT processing.  The prototypical example of this is linear prediction 

(LP), which has been in routine use in everyday NMR for many years (Hoch and Stern 

1996).  LP uses the observed data to derive a model for the signals, and this model is then 

used to predict additional data points beyond those that were collected.  The new methods 

that have been introduced recently are all built on this same paradigm of calculating a 

mathematical model from the observed data, although the models can be very different 

from LP’s model, and with the new methods it is more common to produce a spectrum 

directly from the model than to generate extended data for a conventional FT.    

The maximum entropy reconstruction (MaxEnt) approach is an inverse problems 

method that builds a model of the spectrum from the observed data, assuming that the 

observed data are corrupted by random noise as well as deterministic linear processes 

such as truncation  (Schmieder et al. 1994, 1997; Hoch and Stern 2001; Rovnyak et al. 
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2004a; Rovnyak et al. 2004b).  While there are normally many solutions that would be 

compatible with the data within the error bounds of the measurements, MaxEnt selects 

for a single solution on the basis of minimizing the power in the resulting spectrum.  This 

regularization procedure can be defended on information theory grounds (where having 

minimal spectral power would be described as having maximal “entropy,” leading to the 

method’s name) as well as by common sense.  An important aspect of MaxEnt is that it 

does not attempt to model the signals themselves, but rather it attempts to obtain a “pure” 

version of the experimentally observed spectrum.  Thus it makes no assumptions about 

the number or nature of the signals.  Multidimensional decomposition (MDD) and filter 

diagonalization are approaches that explicitly model the signals, and use the resulting 

model to generate a spectrum (Hu et al. 2000; Mandelshtam 2000; Korzhneva et al. 2001; 

Mandelshtam 2001; Orekhov, Ibraghimov, and Billeter 2001; Gutmanas et al. 2002; Chen 

et al. 2003; Orekhov, Ibraghimov, and Billeter 2003; Armstrong et al. 2004; Chen et al. 

2004; Malmodin and Billeter 2005b; Tugarinov et al. 2005b).  The former approach 

attempts to determine the shape of each signal with respect to each dimension, making a 

limited number of assumptions about each signal, while the latter assumes a specific 

functional form for each multidimensional signal, and fits all of the data from all 

dimensions to that form in a mathematically robust manner.     

The objective for using one of these computational methods in the context of 

conventionally sampled data is usually to improve the resolution (we will discuss below 

how these methods can be combined with new data acquisition schemes).  While the 

spectral resolution of the FT is always dependent on the extent of the data in the time 
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domain, this restriction does not necessarily apply when other processing methods are 

used.  Filter diagonalization, for example, attempts to fit the observed data to a functional 

model for the signals, extracting the signal frequencies, linewidths and intensities 

parametrically.  The mathematics used in this method are designed to be able to 

determine these parameters to a high precision, even if the data do not extend very far in 

the time domain.  All of the computational methods have conditions in which they 

perform very well, as well as conditions in which they fail, depending on the specific 

details of their mathematics.  Weak signals and high noise levels, differences between the 

natures of the signals and the assumptions of the models, a high dynamic range among 

the signals, and invalid assumptions about the number of signals to model are potential 

difficulties. 

 

1.4.  New Approaches for Sampling the Time Domain 

 

Classic multidimensional NMR spectroscopy is founded on the paradigm 

described in Section 1.1 above for sampling the time domain, using direct observation of 

the FID for one dimension and indirect observation of the other dimensions via variable 

evolution times in the pulse sequence.  Although the conventional practice is to select the 

sampling points so that they fall on a complete, rectangular Cartesian grid, this is not a 

requirement of the data acquisition paradigm.  In fact, it is possible to obtain a 
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measurement of the time domain for any point desired, by setting the evolution times 

accordingly. 

The stipulation that the sampling points form a complete grid of a given size is 

commonly assumed to be a requirement of the Fourier transform, but this is not exactly 

correct.  The continuous Fourier transform of a time domain signal f yielding a 

multidimensional spectrum F can be written (Bracewell 2000): 

 ( ) ( ) 2 ,iF f e dπ−= ∫ xXX x x  (1.1) 

where x is a multidimensional vector of time domain coordinates and X is a 

multidimensional vector of frequency domain coordinates.  This equation assumes 

continuous sampling—an infinite number of samples—distributed uniformly.  For any 

physically realizable case, however, only a finite number of discrete samples will be 

available, and the resulting lack of information leads to phenomena such as aliasing and 

truncation.  The sampling pattern controls the form that the truncation and aliasing will 

take in the final spectrum, according to a convolution relationship (for a full quantitative 

analysis, see Chapter 6).  The data can be sampled on any pattern and still serve as input 

for the FT, provided that the data points are weighted appropriately to correct for any 

nonuniformity in the sampling (i.e. accounting for the differential dx of Equation 1.1), 

but naturally some patterns may have more favorable aliasing and truncation behavior 

than others. 

While sampling on a complete Cartesian grid is not required by the FT, it is 

required by the fast Fourier transform (FFT), an algorithm that is orders of magnitude 

faster than a direct evaluation of Equation 1.1.  In other fields that use the FT, this factor 
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alone has often been decisive in discussions of alternative sampling approaches (e.g., 

Thompson and Bracewell 1974).  Putting aside computation time, Cartesian sampling is 

straightforward and has favorable aliasing and truncation behavior.  There would be little 

reason to consider alternatives were it not for the exponential growth rate in the number 

of sampling points required as the dimensionality is increased. 

For NMR, the first efforts at reducing the sampling requirement by changing the 

sampling pattern involved sampling on an incomplete Cartesian grid, where many of the 

grid points are omitted (Barna and Laue 1987; Barna et al. 1987; Schmieder et al. 1994; 

Orekhov, Ibraghimov, and Billeter 2001; Rovnyak et al. 2004a).  Unfortunately, the FT 

of an incomplete grid has unfavorable aliasing behavior—introducing significant artifacts 

into the spectrum—but such data can be processed successfully using more recent 

computational methods, to give spectra with reasonable artifact levels.  Both MaxEnt and 

multidimensional decomposition have been applied successfully to incomplete sampling 

(Barna and Laue 1987; Barna et al. 1987; Schmieder et al. 1994; Hoch and Stern 1996; 

Rovnyak et al. 2004a) (Orekhov, Ibraghimov, and Billeter 2001, 2003).  In one 

particularly important recent example, a 4-D NOESY spectrum was recorded at high 

resolution on the 82 kDa malate synthase G using an incomplete grid sampling, with only 

25% of the grid points measured, processed using MDD (Tugarinov et al. 2005a).  Most 

applications of incomplete Cartesian sampling have selected the points to include or omit 

based on a random selection, with a probability matched to the expected signal envelope.  

Thus, if the signal is expected to decay exponentially, as is most common for NMR, the 

selection protocol would be more likely to include points closer to the origin than those at 
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large evolution times.  The computational methods impose additional requirements on the 

point selection, such as the requirement in MDD that at least one point from each vector 

in each direction be included (Luan et al. 2005). 

Recently, Zhukov and colleagues have begun using purely random sampling in 

NMR (Kazimierczuk, Kozminski, and Zhukov 2006; Kazimierczuk et al. 2006).  In this 

case, the distribution is also weighted according to the signal envelope, but the points are 

not required to fall on a grid.  The current implementations of MaxEnt and MDD require 

sampling on grids, and until further development of processing algorithms has been 

completed, it will be difficult to compare the results of the random approach to those of 

the incomplete grid methods.  Zhukov and colleagues have instead processed the data 

using the FT, yielding spectra that show all expected peaks, accompanied by low-level 

artifacts that have the appearance of random noise. 

Our own work has focused on radial sampling, which measures the time domain 

along radial spokes.  The term “radial sampling” was introduced into NMR by Kupče and 

Freeman (2005), but both the method and the term have a history in other fields, such as 

medical imaging and tomography.  Data sampled along radial spokes can be processed by 

the FT, as we describe in Chapter 6, an idea introduced to NMR nearly simultaneous by 

us (Coggins and Zhou 2006a) and Marion (Marion 2006).  The form of the transform 

becomes clear if one changes Equation 1.1 to polar coordinates, leading most importantly 

to a change in the differential dx to account for the uneven distribution of sampling 

points.  The consequences of the radial sampling pattern on the resulting spectrum can be 

derived analytically, as given in Chapter 6.  Using FT theory, one can then go on to 
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develop new sampling patterns that have a greater efficiency than radial sampling 

(Chapter 7). 

However, as is often the case in science, the story of the introduction of radial 

sampling is somewhat more complicated than a story of a new sampling method serving 

as input to the familiar FT.  In fact, radial sampling was introduced in two very different 

contexts, neither of which conceived of its data acquisition process as recording a 

multidimensional sampling of the time domain analogous to conventional sampling, and 

neither of which intended for the data to be processed by a multidimensional FT.  One 

form in which radial sampling was introduced was the reduced dimensionality (RD) 

approach (Bodenhausen and Ernst 1981, 1982; Szyperski et al. 1993a, 1993b; Simorre et 

al. 1994; Brutscher et al. 1995; Szyperski et al. 1995; Szyperski et al. 1998; Ding and 

Gronenborn 2002; Szyperski et al. 2002; Bersch et al. 2003; Kozminski and Zhukov 

2003), which took an additional significant step forward with the introduction of G-

matrix FT (GFT) NMR  (Kim and Szyperski 2003; Atreya and Szyperski 2004; Kim and 

Szyperski 2004).  The other form was projection-reconstruction NMR (PR-NMR), which 

became the basis for the work described herein (Kupče and Freeman 2003d, 2003e; 

Coggins, Venters, and Zhou 2004; Kupce and Freeman 2004; Kupče and Freeman 2004c, 

2004b; Coggins, Venters, and Zhou 2005; Jiang, Coggins, and Zhou 2005; Kupče and 

Freeman 2005; Venters et al. 2005; Coggins and Zhou 2006b).  Radial sampling is 

connected to the concept of projections through the FT’s projection-slice theorem, which 

provides that the FT of a slice through the time domain yields a projection in the 

frequency domain at the same angle as the slice (Bracewell 1956; Nagayama et al. 1978; 
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Bracewell 2000; Kupče and Freeman 2003e).  PR-NMR began with thinking about the 

measurement of projections at different angles, by taking radial slices through the data, 

and using nonlinear reconstruction approaches to calculate the spectrum (Kupče and 

Freeman 2003e).   

We begin here by returning to the introduction of PR-NMR as a projection-based 

method, describing our contributions to its development (Chapters 2-5), as well as the 

fundamental connections to approaches such as GFT and RD and variants of PR-NMR.  

We then continue with our recognition of the process as a multidimensional sampling and 

of one particular PR-NMR technique as a multidimensional FT (Chapter 6), leading 

ultimately to the development of an entirely new sampling approach (Chapter 7).  These 

methods are particularly attuned to improving the efficiency of data collection within the 

sensitivity-limited regime; a concern for achieving maximal sensitivity will recur 

throughout our discussion of new methods, and the procedures we introduce will not 

necessarily be directed towards obtaining a spectrum instantaneously, but rather towards 

making the best use of the measurement time that is needed anyway due to sensitivity 

constraints. 
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1.5.  Notation 

 

Throughout this dissertation, lower-case variables represent functions and 

coordinates in the NMR time domain, while upper-case letters represent the same for the 

NMR frequency domain.  We denote a Fourier transform pair using a double-headed 

arrow: 

 ( ) ( ).f x F X⇔  (1.2) 

The asterisk * indicates convolution, as defined by Bracewell (2000).   

δ(u) is the Dirac delta function or its discrete equivalent, as applicable.  In two 

dimensions, we write δ2-D(x, y) to indicate the 2-D Dirac delta or its dicrete equivalent.  

We also follow Bracewell in using δ 2-D of a single variable to designate a delta function 

dependent only on the one variable, that is, a line impulse.  For example, δ 2-D(x) 

describes an infinitely sharp impulse along the y-axis.  The direction of an impulse δ 2-

D(u) is always normal to the direction described by u.  Note also that δ 2-D(x, y) = δ 2-D(x)δ 

2-D(y). 

III(u) is the pulse train function, which is an infinite 1-D string of delta functions, 

positioned at integer values of u.   

The function Π(x) is the rectangular cutoff: 

 ( )
1 1 2
1 2 1 2
0 1 2.

x
x x

x

 <
Π ≡ =
 >

 (1.3) 
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Its Fourier transform is the sinc function, defined to be ( )sin u uπ π .   

The notation u indicates the ceiling function, which rounds the real value u to 

the next higher integer. 

In discussions of delta functions and other functions that do not have conventional 

integrals, the generalized function interpretation of an integral in the limit is assumed 

(Bracewell 2000; Beerends et al. 2003).
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2.  PROJECTION-RECONSTRUCTION NMR 
 

 

In 2003, Eriks Kupče and Ray Freeman first proposed the idea that a 

multidimensional NMR spectrum could be reconstructed from a limited number of plane 

projections.  Here, we explain the original concept of PR-NMR and the details of PR data 

collection, and examine connections to other methods such as reduced dimensionality and 

GFT, as well as other protocols for using projection data.  Detailed questions about 

reconstruction methods will be left for examination in later chapters.  As a demonstration 

of the basic approach, we show the reconstruction of a 5-D NMR spectrum at high 

resolution from projection data measured in only 99 minutes.1 

 

2.1.  Acquiring Projections and the Projection-Slice Theorem 

 

The conventional approach to measuring NMR data involves sampling on a 

Cartesian grid, as shown in Figure 2 for two indirect dimensions.  To obtain a projection 

of an NMR spectrum, one starts instead by measuring a slice through the time domain, 

                                                 

1 Portions of this chapter were first described in Brian E. Coggins, Ronald A. Venters and Pei Zhou. 2004. Generalized 
reconstruction of n-D NMR spectra from multiple projections:  Application to the 5-D HCACCONH spectrum of 
Protein G B1 domain. J. Am. Chem. Soc. 126: 1000-1001.  Figure 12 and Figure 13 are reproduced in their entirety 
from that article with permission from the publisher.  These figures © Copyright 2004, American Chemical Society. 
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Figure 2:  Conventional NMR Acquisition for Two Indirect Dimensions 

 

 

Figure 3:  Acquisition of a Slice Through a Time Domain Having Two Indirect 
Dimensions  
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as illustrated in Figure 3 for two indirect dimensions (Kupče and Freeman 2003e).  In the 

slice experiment, all indirect evolution times are incremented simultaneously, such that 

the points trace out a radial spoke through the time domain.  For the 2-D example, the t1 

and t2 evolution times of successive FIDs differ by ∆t1 and ∆t2, respectively, and these 

two increment sizes define the slice angle α: 

 1

2

tan t
t

α ∆
=

∆
 (2.1) 

The projection-slice theorem of the Fourier transform (sometimes called the 

central section theorem) states that the FT of a slice through the time domain yields a 

projection of the spectrum with the same orientation as the time domain slice (Bracewell 

1956; Nagayama et al. 1978; Rowland 1979; Kak and Slaney 1999; Bracewell 2000).  

This can be stated more formally as: 

 ( ) ( ) ,f r F Rα α⇔  (2.2) 

where fα is defined as the radial slice at angle α: 

 ( ) ( )cos , sin ,f r f r rα α α≡  (2.3)  

and Fα is defined as the projection at angle α : 

 ( ) ( )cos sin , sin cos .F R F R S R S dSα α α α α
∞

−∞
≡ − +∫  (2.4) 

Equation 2.4 shows that a projection is an integration of the function F, such that the 

projection has a value at some point A(R) equal to the integration of F along a line 

perpendicular to the projection and passing through A (see Figure 4). 
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Figure 4:  The Projection Operation 

 

Returning to the more familiar language of NMR spectroscopy, for the example in 

Figure 3, the relationship between the measured slice and the result after the FT can be 

described by: 

 ( ) ( )tilt tilt ,s t Sα α ω⇔  (2.5) 

where sα is the time domain radial spoke at angle α, Sα is the projection at angle α, and 

where we introduce coordinates ttilt and ωtilt describing the position along the tilted 

observation and projection dimensions, respectively.  A schematic interpretation of this 

relationship is shown in Figure 5, where the arrows in the frequency domain show the 

lines of integration. 
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Figure 5:  The Fourier Projection-Slice Theorem, Illustrated for Two Indirect 
Dimensions 

 

 

Figure 6:  The Projection-Slice Theorem, Accounting for the Direct Dimension 
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It is important to remember that in all NMR experiments conducted according 

to the standard paradigm of FT-NMR, each of the points shown in Figure 2, Figure 3 and 

Figure 5 is actually a complete 1-D data acquisition measuring an FID, and the slices that 

are measured in projection experiments are actually 2-D slices yielding 2-D projections.  

This is shown more explicitly in Figure 6. 

Figure 7 and Figure 8 provide a further illustration of the relationship between 

projections and the full spectrum.  Three experimentally measured projections at three  

 

 

 

Figure 7:  Relationship Between Projections and Spectrum for the 3-D HNCO of GB1 
(angled view) 
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Figure 8:  Relationship Between Projections and Spectrum for the 3-D HNCO of GB1 
(top view) 

 

different projection angles are shown oriented with respect to the full spectrum.  The 

example spectrum is the 3-D HNCO spectrum of Protein G’s B1 domain, as 

reconstructed from a set of projections at 10° increments using the lower-value method 

described below. 

 

 

 

 



 

32 

2.2.  Hypercomplex vs. Complex Data 

 

Each point in a multidimensional NMR dataset is customarily measured as a 

hypercomplex value, meaning that the point does not have a single real component and a 

single imaginary component, but rather a whole set of components that are products of 

the real and imaginary components from the different dimensions (Ernst, Bodenhausen, 

and Wokaun 1987; Hoch and Stern 1996).  For example, for two dimensions, each data 

point will contain four components: 

  

( )
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 (2.6) 

(For clarity, we will here omit consideration of the directly observed dimension, which is 

processed independently of the indirect dimensions.  Thus for our discussion of Equation 

2.6, we will assume that the two dimensions involved are indirect dimensions.)  Some 

NMR spectroscopists might be surprised to realize that the standard form of the FT – 

even the multidimensional FT – is written not for hypercomplex but rather for complex 

data.  This becomes apparent if we expand Equation 1.1 into its complex components: 

 ( ) ( ) ( ) ( ) ( ) ( )cos 2 sin 2r i r iF i F f i f i dπ π   + = + − + −   ∫X X x x xX xX x  (2.7) 

Despite allowing for an arbitrary number of dimensions, Equation 2.7 is only aware of 

two complex components.  The question of how hypercomplex data are to used with 
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complex transforms is an old and complicated one in NMR, which must be revisited here 

due to the change in the kind of the data that is being collected. 

As a starting point, it may be helpful to consider a 2-D NMR signal and its 

manifestation in the complex and hypercomplex realms.  In a 2-D experiment, each 

observed 2-D signal is the product of two independent 1-D oscillatory signals originating 

from two physically independent source entities, one contributing to each axis.  These 

two signals could be written as phasors: 

 

( )
( )

1 1

2 2

1 1

2 2 ,

i t

i t

t e

t e

ω

ω

φ

φ

=

=    (2.8) 

whose complex product would be a single 2-D wave: 

 ( ) ( ) ( ) ( )1 1 2 2
2-D 1 2 1 1 2 2, ,i t tt t t t e ω ωφ φ φ += =  (2.9) 

which would have a constant magnitude throughout the time domain, and a phase that 

varies as a function of the two evolution times: 

 ( )2-D 1 1 2 2arg .t tφ ω ω= +  (2.10) 

Although spectroscopists are accustomed to speaking of real and imaginary components, 

these components may obscure the physical process that is at issue, which is the process 

of a single wave oscillating as a function of two different time variables.  In the absence 

of relaxation, the state of that wave at any point in time can be described completely 

either by a single phase number, or by the two complex components.  This situation is a 

kind of phase modulation and is directly suited to the type of FT described in Equations 

1.1 and 2.7.   
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However, it is rare for one to obtain a phase-modulated signal in multidimensional 

NMR, on account of the fact that it is only possible in certain situations to prepare a 

magnetization state corresponding to the complex product of the two signals.  Instead, 

most pulse sequence techniques transfer just the real or just the imaginary component of 

the signal, leading to amplitude modulation.  In the 2-D case, one can obtain the four 

different amplitude-modulated measurements given in Equation 2.6.  Instead of the 

multidimensional FT given in Equation 1.1/2.7, the standard procedure in NMR today is 

to compute separate 1-D transforms for each dimension, holding all other dimensions 

constant, which can be done with amplitude-modulated data without any additional 

processing, a procedure first introduced by States et al. (States, Haberkorn, and Ruben 

1982) 

Returning to the context of projections, the projection-slice theorem calls for 

computing the 1-D FT of a radial spoke to yield a projection.  States’ procedure is not 

possible in this case, and instead, the amplitude-modulated observations must be 

converted to phase modulation of the following form: 

 ( ) ( ) ( )
tilt tilt

, tilt tilt 1 tilt 2 tilt

cos sin

cos sin

.it it

t t t

e e
α

α α

φ φ α φ α=

=
 (2.11) 

The method for achieving this becomes apparent when the complex product of Equation 

2.9 is expanded into its complex components: 

 

( ) ( )
[ ][ ]

( )

1 1 2 2
1 1 2 2

1 1 1 1 2 2 2 2

1 1 2 2 1 1 2 2

1 1 2 2 1 1 2 2

cos sin cos sin
cos cos sin sin

cos sin sin cos .

i t i tt t e e

t i t t i t
t t t t

i t t t t

ω ωφ φ

ω ω ω ω

ω ω ω ω
ω ω ω ω

=

= + +

= −

+ +

 (2.12) 
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We see that phase modulation and amplitude modulation are closely related, and that 

phase-modulated data suitable for the transform can be obtained through a linear 

combination of the amplitude-modulated data: 

 
( ) ( )

( )
( ) ( )

1 1 2 2 1 1 2 2 1 1 2 2

1 1 2 2 1 1 2 2

1 4 2 3

cos cos sin sin

cos sin sin cos

.

t t t t t t

i t t t t

I I i I I

φ φ ω ω ω ω

ω ω ω ω

= −

+ +

= − + +

 (2.13) 

Now consider a slice taken at an angle –α.   The t1 evolution time would become 

increasingly more negative as ttilt, the distance from the origin, increases.2  From the 

perspective of ttilt, the procession direction of the f1 signal would appear to be reversed: 

 

( ) ( ) ( )

[ ][ ]
tilt tilt

, tilt tilt 1 tilt 2 tilt

cos sin

1 1 1 1 2 2 2 2

cos sin

cos sin cos sin ,

it it

t t t

e e
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α
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ω ω ω ω

−

−

= −

=

= − +

 (2.14) 

which would expand as: 

 

( ) [ ][ ]

( )
( ) ( )

, tilt tilt 1 1 1 1 2 2 2 2
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= +

+ −
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 (2.15) 

Thus in addition to the projection at angle α, the amplitude-modulated data can also yield 

a second projection at the angle –α, by computing a different linear combination of the 

observations. 

                                                 

2 One could object that negative NMR evolution times cannot be observed physically, and this is true, as NMR 
evolution is a causal process.  However, the FT is not strictly concerned with the physical process, but rather the 
behavior of the signals relative to the origin of the transform.  For nondecaying signals, it is possible to move the 
(notational) origin and carry out (notationally) negative evolution within the physically observable evolution window.  
In this case, however, we are not moving the origin, but rather imagining a mirror-image duplication of the observable 
data into an unobservable region of the time domain. 
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These relationships extend directly to higher-dimensional cases, where for d 

dimensions one can obtain 2d-1 projections from the 2d
 hypercomplex components.  This 

procedure has often been called the separation of intermodulated projections in the PR 

literature (Kupče and Freeman 2003e, 2004b; Coggins and Zhou 2006b). 

 

2.3.  Introduction of PR-NMR by Kupče and Freeman 

 

The idea of acquiring projections of an NMR spectrum and using them as input 

for the reconstruction of the full spectrum was first presented by Kupče and Freeman in 

2003 (Kupče and Freeman 2003e).  Although the technique for obtaining projections by 

measuring slices was well documented in the early literature of the field (Nagayama et al. 

1978; Bodenhausen and Ernst 1981, 1982; Ernst, Bodenhausen, and Wokaun 1987), the 

idea of reconstructing the full spectrum was novel.  Kupče and Freeman offered an 

intuitive proposal for a reconstruction method based on the unique nature of NMR 

spectra, which are often comprised of a small number of sharp peaks, much unlike the 

continuous densities seen in other tomographic problems.  One can imagine doing such a 

reconstruction by hand:  A set of orthogonal projections with either t1 or t2 set to zero can 

be used first to establish a “peak lattice,” with potential peaks located at the intersections 

of vectors extended from the projected peak positions.  Degenerate peaks are then 

resolved by the examining tilted projections, noting the correspondance between each 

potential peak in the lattice and each observed peak in the projections. 
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The manual procedure envisioned above suggests a simple numerical algorithm, 

which they named the lower-value (LV) method.  For each projection, a space 

corresponding to the full spectrum is created, and the values observed on the projection 

are extended back along the lines of integration to fill the spectrum (this procedure is 

known as backprojection).  These spaces are then compared on a point-by-point basis, 

and for each point, the lowest value from the different spaces is taken.  Returning to the 

example of an experiment with two indirect dimensions, we can translate their verbal 

description of this algorithm into a mathematical formalism as follows.  If the operation 

of backprojecting a space Tα from each projection Sα is written: 

 ( ) ( )1 2 1 2, cos sin ,T Sα αω ω ω α ω α= +  (2.16) 

then the LV reconstruction according to the Kupče and Freeman proposal would be: 

 ( ) ( )1 2 1 2, min , .S Tαα
ω ω ω ω=  (2.17) 

Kupče and Freeman initially demonstrated projection-reconstruction by 

reconstructing the 3-D HNCO spectrum of ubiquitin from two orthogonal projections 

taken along the axes3 and from one tilted projection at an angle of 30° (Kupče and 

Freeman 2003e).  They went on to apply this technique to several 3-D and 4-D sequential 

assignment experiments on small- to medium-sized proteins (Kupče and Freeman 2003e, 

2003d, 2004a, 2004b). 

 

                                                 

3 In the remainder of the document, projections taken along the axes of the experiment will be called “orthogonal 
projections,” as has become standard in projection-reconstruction NMR.  Those taken at any other angle will be called 
“tilted projections.” 
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2.4.  Generalization of PR to Arbitrary Dimensionality 

 

The description of projection data acquisition above showed the connection 

between the evolution increments ∆t1 and ∆t2 and the projection angle α.  While these 

relationships are straightforward when there are only two dimensions at issue, the 

extension of these concepts to arbitrary dimensionality was not immediately clear at the 

initial introduction of the method.   

We generalized these concepts by turning to direction cosines.  In a 2-D case, 

instead of using a single angle α to specify the direction, we use two angles α and β, the 

first giving the angle between the projection vector and the t1 axis, and the second giving 

the angle between the projection vector and the t2 axis.  Additional dimensions can be 

accomodated by writing additional angles relating the projection vector to the additional 

axes.  The full set of angles will be written here as a vector α: 

 ( ), ,... .α β=α  (2.18) 

The direction cosines result from taking the cosine of each element of the vector.  For 

notational convience we will define the application of cosine to a vector to be an 

application of cosine to each element, allowing us to obtain the direction cosines as: 

 ( )cos cos ,cos ,... .α β≡α  (2.19) 

Note that for an n-dimensional vector of angles α, with each vector element indexed as 

αi: 
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 2

1

cos 1.
n

i
i

α
=

=∑  (2.20) 

The direction cosines can be used to obtain the proper increment times, given a 

set of projection angles and the desired spectral width of the projection swtilt: 

 tiltcos .i it swα∆ =  (2.21) 

To avoid aliasing of signals in the tilted projections, we proposed that the swtilt 

must be set to a larger value than the spectral width on any one dimension.  In order to 

maximize the resolution of each projection, the spectral width can be adjusted 

individually based on the projection angles as follows: 

 tilt
1

cos
n

i i
i

sw sw α
=

= ∑  (2.22) 

Changing the spectral width of each projection naturally leads to the sampling points 

being spaced at different ∆ttilt values in the time domain depending on the projection 

angle.  The effects of this resolution optimization on the geometry of data collection in 

the time and frequency domains are illustrated in Figure 9. 

The use of direction cosines also allows us to write generalized equations for 

lower-value reconstruction of spectra with arbitrary dimensionality.  The key geometric 

problem is finding where each point in the spectrum projects onto each projection, which 

turns out to be expressible as a simple rotation of the coordinate system.  In 2-D, this 

could be written as: 

 tilt 1 2cos sin ,ω ω α ω α= +  (2.23) 
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Figure 9:  Geometry of Time Domain Sampling Points and Frequency Domain 
Spectral Widths for Optimum Projection Resolution 

 

where ωtilt is the point of projection onto a projection of angle α for the location in the 

spectrum S(ω1, ω2).  Generalized to an arbitrary number of dimensions, this becomes: 

 tilt
1

cos

cos ,

n

i i
i

ω ω α
=

=

= ⋅

∑
ω α

 (2.24) 

where we introduce the inner product notation as a convenient way of writing the rotation 

operation. 

One can now extend the LV formalism given above to arbitrary dimensionality.  

The operation of backprojecting an independent space from each projection is formally 

expressed as: 

 ( ) ( )cos ,T S= ⋅α αω ω α  (2.25) 
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and the reconstruction itself becomes: 

 ( ) ( )min .S T= αα
ω ω  (2.26) 

This formalism immediately makes clear a point that was not universally apparent from 

Kupče and Freeman’s verbal description of the algorithm:  The intermediate step of 

buildling the Tα spaces is completely unnecessary, because the formalism shows that this 

operation is equivalent to looking up for each ω point the value at the corresponding 

point of projection.  However, the direct lookup of values on the projections is far more 

efficient computationally than building and storing the intermediate Tα entities.  Thus we 

obtain the revised reconstruction formula: 

 ( ) ( )min cos .S S= ⋅αα
ω ω α  (2.27) 

 

2.5.  Selection of Projection Angles 

 

Without a priori information about the spectrum, the most sensible choice of N 

projection angles is the one that distributes the projection vectors most evenly, as this 

maximizes the uniqueness of the information provided by each projection.  In 2-D, 

distributing the projections evenly is trivial:  They should be spaced at an angular interval 

of (π/2)/(N – 1).  However, the situation is far more complicated for three or more 

dimensions.  The problem is analogous to that of distributing points evenly on the surface 
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of a sphere or hypersphere, and perhaps surprisingly, there is no general solution to this 

problem.   

A common approach is to find an empirical solution by simulating a system of 

Coulombic charges distributed on the (hyper)sphere.  These charges are distributed 

randomly at first, and one then simulates the evolution of the system over time, as the 

charges repel each other and eventually reach an equilibrium.  We modified the algorithm 

described in Erber and Hockney (1991), taking into account the unique circumstances of 

the PR-NMR problem, including the need to account for each slice generating a set of 

symmetrical slices as various combinations of negative projection angles.  The procedure 

is as follows: 

1. Set k to 0.002 / N.  The constant 0.002 was determined empirically. 

2. Distribute N points randomly on the surface of the n-D sphere. 

3. Calculate the force vector experienced by each point using Coulomb’s 

Law.  The force acting on a point i from a point j, assuming that each has 

an identical charge, is given by: 

 2

1 ˆ ,j i j ir→ →∝F r  (2.28) 

where r is the distance between the points and ˆ j i→r  is the unit vector from 

point j to point i, and where we omit the proportionality constant, which is 

not needed for this non-physical situation.  Since the unit vector 

ˆ j i j i j i→ → →=r r r  and since r = j i→r , the force can be written: 
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 3 ,i j
j i

i j

→

−
=

−

r r
F

r r
 (2.29) 

and one obtains the following equation for computing the net force on 

point i: 

 3 , .i j
i

j i j

i j
−

= ≠
−

∑
r r

F
r r

 (2.30) 

Equation 2.30 is evaluated for each of the N points, while the index of 

summation j includes all N points, as well as their symmetry-related 

duplicates, corresponding to the projections at negative projection angles 

that would be generated in the experiment. 

4. Calculate an updated position for each of the N points as: 

 eff

eff

,i i
i

i i

k
k

+′ ←
+

r Fr
r F

 (2.31) 

where keff is: 
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=

 < ×

= 



∑
 (2.32) 

After evaluating Equation 2.31, the point will most likely have left the 

sphere.  It should be projected back onto the surface of the sphere before 

continuing. 

5. The total change in all point positions is calculated as: 
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 pos , ,
1 1

.
N n

i j i j
i j

r r
= =

′∆ = −∑∑  (2.33) 

6. If ∆pos > 0.001, return to step 3. 

If orthogonal projections are to be considered as part of this calculation, they can 

be included among the N points, with the special restriction that they do not move, but 

that they do contribute force for the repulsion of other points. 

An example of a distribution prepared using this algorithm, in this case for 100 

projections in a 3-D space, is given in Figure 10. 

 

 

Figure 10:  Even Distribution of 100 Projections in a 3-D Angle Space by a Coulombic 
Repulsion Algorithm 
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2.6.  Other Variants on Projection NMR 

 

Projection-reconstruction is not the only approach introduced in recent years that 

makes use of projection data (samples taken along radial spokes, with each spoke 

transformed independently to yield projections).  Some of these methods explicitly treat 

the spectra obtained in this manner as projections, but use them for a purpose other than 

reconstruction of the full spectrum; other methods have adopted a very different 

interpretation, in terms of signal splitting. 

Before discussing more recent approaches, however, it is important to note that 

the projection-slice theorem has been known and used in NMR from the first introduction 

of multidimensional spectroscopy (Nagayama et al. 1978; Bodenhausen and Ernst 1981, 

1982).  Orthogonal projections have always been a fundamental part of NMR practice, 

used for testing experiments as well as for specific purposes such as obtaining certain 

multiple-quantum or filtered spectra.  A tilted data collection procedure was used in 

homonuclear J-spectroscopy to decouple homonuclear interactions.  The first usage that 

genuinely involved the simultaneous sampling of two dimensions along a radial spoke 

with the goal of reducing the dimensionality of the experiment was the “accordion” 

approach of Bodenhausen and Ernst, which used an indirect chemical shift as one 

dimension, and the mixing time of a NOESY experiment as the second (Bodenhausen 

and Ernst 1981, 1982).  In this case, the evolution with respect to the mixing time did not 

affect the peak positions in the resulting projection, but did affect the lineshape, encoding 

information about the dynamics of the system in the lineshape of each peak.  Although 



 

46 

the higher dimensional space in accordion spectroscopy was very different from a 

multidimensional spectrum, and the resulting spectrum was not normally interpreted in 

terms of projection geometry, nevertheless the data collection procedure was indeed 

explained as the measurement of a projection from a higher dimensional time domain.  

The accordion principle was subsequently applied for several other purposes, such as the 

measurement of diffusion rates and coupling constants. 

The reduced dimensionality (RD) experiments were the first experiments that 

sampled two or more indirect chemical shifts simultaneously (Bodenhausen and Ernst 

1981, 1982; Szyperski et al. 1993a, 1993b; Simorre et al. 1994; Brutscher et al. 1995; 

Szyperski et al. 1995; Szyperski et al. 1998; Ding and Gronenborn 2002; Szyperski et al. 

2002; Bersch et al. 2003; Kozminski and Zhukov 2003).  These experiments increment 

the evolution times such that a radial slice through the diagonal of the evolution space is 

measured.  Only cosine modulation is used for the second of the indirect dimensions, and 

upon transformation one obtains a spectrum with each peak split into two.  Assuming 

proper scaling of the axes, each doublet is centered on that spin system’s chemical shift in 

the first dimension, and the two component peaks are separated by the spin system’s 

chemical shift in the second dimension.  The splitting behavior can be interpreted 

geometrically as the overlay of the +α and –α projections; it can also be analyzed in 

terms of the modulation theorem of the FT, which states that modulating a signal by a 

second signal with respect to the same time variable causes the transform of the first 

signal to be split.  Thus given the transforms of the two signals: 
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( )

( ) ( )

1
1

2 2 2cos ,

i te

t

ω δ ω ω

ω δ ω ω δ ω ω

⇔ −

⇔ − + +
 (2.34) 

the transform of the product would be: 

 ( ) ( )1
2 1 2 1 2

1 1cos
2 2

i te tω ω δ ω ω ω δ ω ω ω⇔ − − + + −  (2.35) 

This is illustrated in Figure 11, parts a-c.  Because the slice is always taken along the 

diagonal of the time domain, the projected positions of the peaks are symmetric about the 

ω1 position, making the analysis of the projection spectrum straightforward.  The two 

chemical shifts can simply be read off the projection. 

 

 

Figure 11:  Peak Splitting in Reduced Dimensionality NMR 
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In 2003, several groups almost simultaneously reported an important advance:  If 

the diagonal slice of the RD experiment is recorded in full quadrature, one can compute 

linear combinations of the hypercomplex components in order to select only a single peak 

from each multiplet (Bersch et al. 2003; Kim and Szyperski 2003; Kozminski and 

Zhukov 2003; Brutscher 2004).  Since sine modulation produces antiphase splitting while 

cosine modulation produces in-phase splitting, adding a cosine-modulated spectrum to a 

sine-modulated spectrum cancels one of the two peaks and reinforces the other.  This is 

apparent from Figure 11c,e:  Superimposing these two transforms cancels the low 

frequency peak and therefore selects for the high frequency one.  By inverting the sign of 

the sine-modulated spectrum before addition, one instead selects for the low frequency 

peak.   

When one goes beyond a single projected dimension, the multiplet patterns 

become more complicated, and if more than one peak is present within a strip of the 

spectrum, the difficulty of resolving the multiplet components can become severe.  The 

ability to select for only a single multiplet component from each spin system greatly 

simplifies the analysis of projected peak positions.  Kim and Szyperski introduced a 

formalism that allows one to compute the proper linear combinations in the time domain, 

and for any arbitrary dimensionality, which they termed the G-matrix (Kim and 

Szyperski 2003).  The G-matrix FT (GFT) method is therefore a kind of RD 

spectroscopy, typically for experiments with four or more total dimensions, where the G-

matrix linear combinations are used in the time domain to produce “basic spectra,” each 

containing only a single component from each multiplet. 
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At this point one might recall Section 2.2, describing the conversion of 

hypercomplex to complex data via a series of linear combinations of the time domain 

data.  In fact, the GFT procedure for selecting multiplet elements through time domain 

linear combinations of hypercomplex components is identical to the procedure used in 

PR-NMR to prepare phase-modulated projections at positive and negative angles.  Thus 

GFT, like PR-NMR, measures projections of a higher dimensional spectrum.  The 

differences are (1) that PR goes on to reconstruct a full spectrum from those projections 

and (2) PR contemplates measuring tilted projections at a variety of projection angles to 

obtain different information about the spectrum, rather than measuring a single projection 

along the diagonal of the time domain.  GFT spectral analysis can be difficult if there are 

many peaks, as one must successfully match all of the multiplet elements that originate 

from the same spin system, possibly with overlap occuring at the same time.  Later, when 

we introduce more sophisticated methods of reconstruction than the LV algorithm, we 

will see that PR also can have a significant sensitivity advantage over GFT. 

Several groups have introduced approaches that combine the GFT practice of 

examining peak positions directly on the projections with the PR practice of measuring 

projections at a variety of angles.  The EVOCOUP (Malmodin and Billeter 2005c) and 

APSY (Hiller et al. 2005) algorithms accept a set of projections and attempts to automate 

the GFT analysis, delivering to the user a peaklist with the complete higher dimensional 

resonance frequencies.  Such automated algorithms can have difficulties under exactly 

the same situations that can make the manual interpretation of GFT data difficult, 

although preliminary data suggests that the sophisticated algorithms used in APSY give it 
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a certain robustness to the difficulties of the problem.  An interesting variant on this 

approach is HIFI, which runs on the spectrometer and selects the number of projections 

to collect and their projection angles in real time, based on a Bayesian probability model 

for higher dimensional peak positions (Eghbalnia et al. 2005).  After creating an initial 

model of possible peak positions for the spectrum, HIFI selects the projection angle that 

should yield the best discrimination between real peaks and false peaks in the model.  It 

continues to collect additional projections in different directions until it has developed a 

particular degree of certainty in its statistical model of the spectrum, at which point it 

generates a peaklist from all those positions in the model that are deemed to be peaks 

with high probability. 

While these variants on projection spectroscopy are all useful in at least some 

cases, calculating the full reconstruction with an advanced algorithm gives a substantial 

sensitivity advantage (by the methods in Chapter 3) and can give the spectroscopist 

access not only to chemical shifts, but also quantitatively accurate peak intensities and 

lineshapes.  Depending on the complexity on the the projections, full reconstruction by an 

appropriate algorithm can be significantly more robust than analysis on the projections 

themselves.  Additionally, reconstruction permits the spectroscopist to analyze and 

interpret the data using established, conventional procedures. 
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2.7.  Demonstration for 5-D Spectroscopy 

 

As a demonstration of the potential of the projection-reconstruction approach, we 

determined the 5-D HACACONH spectrum of a small protein from a set of 2-D 

projections.  In the now standard notation of the field, this would be described as a (5,2)-

D experiment, where “(u, v)-D” indicates an experiment of u-D dimensions reconstructed 

from v-D projections.  A 2 mM sample of the 56 residue B1 domain of Protein G (GB1) 

with uniform 13C/15N isotope labeling was used.  Four 2-D orthogonal projections (Hα-

HN, Cα-HN, CO-HN, N-HN) were measured in four separate experiments, as well as one 

tilted slice through the diagonal of the 5-D time domain and an additional tilted slice at a 

45° angle between the N and CO axes, in 99 minutes of measurement time.  The spectral 

widths and numbers of indirect sampling points for the projections were: for HN-Hα, 

2200 Hz, 20 points; for HN-Cα, 3400 Hz, 16 points; for HN-CO, 2000 Hz, 32 points; for 

HN-N, 2100 Hz, 32 points; for the diagonal, 4980 Hz, 17 points.  On the direct 

dimension, 512 complex points and a 4000 Hz spectral width were used.   

Following separation of intermodulated projections (conversion of hypercomplex 

to complex data) and Fourier transformation, the tilted slice on the 5-D diagonal yielded 

eight projections, while the tilted slice in the HN-CO plane yielded two projections.  To 

facilitate easier analysis and reduce the reconstruction calculation time, we reconstructed 

a 3-D HNCO spectrum using the N-HN, CO-HN and ±45° N-CO projections via the LV 

method described above.  This spectrum contained the expected 51 peaks in their 

expected positions.  From the HN, N and CO coordinates of the 51 peaks in this 



 

52 

spectrum, we selected particular Ha-Ca planes in the full 5-D spectrum to be 

reconstructed, corresponding to the expected positions of the 51 peaks in the 5-D 

spectrum (Figure 12).  Out of these 51 planes, 50 contained only the expected peak at its 

expected position, while one plane contained the expected peak as well as an artifact.  To 

remove the one artifact peak, an additional tilted projection was collected at a 30° 

projection angle from Ca and a 60° angle from N (i.e., involving simultaneous evolution 

of only two dimensions); when this was included in the reconstruction, the one artifact 

peak was removed.   

Portions of the reconstructed spectra are shown in Figure 13. 

While this demonstration illustrates that the PR approach is capable of achieving  

 

 

Figure 12:  Reconstruction of 2-D Planes from the 5-D Experiment, on the Basis of 
Peak Positions in the 3-D HNCO Reconstruction 
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Figure 13:  Selected Planes from the 5-D HACACONH Experiment 

 

extraordinary feats (here, a reduction of measurement time by five orders of magnitude), 

it is important to note that cases where these kinds of time savings would be possible are 

limited.  GB1 is a very small protein yielding very clean and simple spectra, and the 

sample concentration is such that the problem is purely sampling-limited.  As we move 

on to the more difficult problems of NMR, involving large proteins with complex spectra 

and very limited sensitivity, we will find that such extraordinary time reductions are not 

possible.  In those cases, the benefits of PR will manifest themselves not in 99 minute 

data collection, but rather in substantially improved resolution over a measurement time 

of two to four days. 
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3.  NONLINEAR RECONSTRUCTION OF SPECTRA 
FROM PROJECTIONS FOR SEQUENTIAL 

ASSIGNMENT EXPERIMENTS 
 

 

In the previous chapter, we described the lower-value (LV) approach to 

reconstructing NMR spectra from projections, introduced by Kupče and Freeman.  This 

method worked reasonably well for the initial demonstrations of the projection-

reconstruction approach, but has many limitations.  In this chapter and the next, we 

introduce two algorithms for the reconstruction of spectra from projections.  Here, we 

examine the shortcomings of the lower-value algorithm, and we introduce a derivative of 

that method that works from a very small number of projections to generate 

reconstructions with improved sensitivity.  This method is well-suited for sequential 

assignment purposes where there are relatively few peaks, and quantitative intensities and 

lineshapes are unimportant.1 

 

 

 

                                                 

1 Portions of this chapter were first described in Ronald A. Venters, Brian E. Coggins, Doug Kojetin, John Cavanagh 
and Pei Zhou.  2005.  (4,2)D projection-reconstruction experiments for protein backbone assignment:  Application to 
human carbonic anhydrase II and cabindin D28K.  J. Am. Chem. Soc. 127: 8785-8795.  Figure 15, Figure 17 and Figure 
18 are reproduced in their entirety from that article with permission from the publisher.  These figures © Copyright 
2004, American Chemical Society. 
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3.1.  Hybrid Backprojection/Lower-Value Reconstruction 

 

The lower-value (LV) approach to spectral reconstruction (described above in 

Sections 2.3 and 2.4) is simple and straightforward, and proved effective in a 

demonstration on the 3-D HNCO and 5-D HACACONH spectra of GB1 (Section 2.7), as 

well as in demonstrations by Kupče and Freeman (Kupče and Freeman 2003e, 2003d, 

2004a, 2004b).  However, the LV algorithm has a number of significant limitations.  Of 

particular concern in discussions of application to large proteins is its severely limited 

sensitivity:  Because the algorithm assigns to each point in the spectrum the smallest of 

the values found among the projections, it is necessary that each projection have 

sufficient signal accumulation for all signals to be distinguished above the noise at the 

desired SNR of the final spectrum.  There is no signal accumulation across the set of 

projections, but rather only within a single projection.  Thus we find that LV can only be 

applied to applications which are almost purely sampling-limited (in this respect, LV 

shares the same restraint as the projection spectroscopy approaches that do not involve 

reconstruction, e.g. GFT or APSY); low sensitivity experiments, samples with low 

concentrations and large proteins with severe relaxation problems cannot benefit from 

LV approaches. 

In an effort to overcome this limitation, Kupče and Freeman proposed a method 

that allows signal accumulation across the full set of projections, theoretically achieving 

the same senstivity as a conventional experiment collected over the same measurement 
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time (Kupče and Freeman 2004c).  This method determines the value of each point by 

adding the contributions from the projections: 

 ( ) ( )cos ,S S= ⋅∑ α
α

ω ω α  (3.1) 

as expressed using the notation introduced in the preceding chapter.  If a single projection 

is used in Eq. 3.1, the result is equivalent to backprojecting the projection across the 

reconstruction space.  For two indirect dimensions, each peak would form a ridge at an 

angle perpendicular to the projection direction; in higher dimensional spaces, one obtains 

planes or cubes that are normal to the projection vector.  The original conception of LV 

called for backprojecting each projection in an independent reconstruction space, and 

them comparing those reconstructions; Eq. 3.1 is equivalent to preparing such spaces, and 

then adding them together2.  Since the resulting final reconstruction is the superposition 

of the backprojections of each of the projections, the method is given the name 

backprojection (BP).  The method produces spectra containing backprojection ridges for 

each peak from each projection, which cross and reinforce at the locations of the peaks. 

While BP allows one to maximize the SNR for the measurement time by 

accumulating signal from the full dataset, the resulting spectrum suffers from the 

presence of the backprojection ridges.  Of perhaps greater concern is the presence of false 

peaks where backprojection ridges inadvertently cross.  When only a small number of 

projections are used, these artifacts can be quite problematic (Figure 14).  Increasing the  

                                                 

2 Of course, as with LV, it is not necessary to calculate the independent spaces for each projection; one instead works 
directly with the values on the projections, using the coordinate rotation ω · cos α to look up the appropriate value from 
each projection. 
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Figure 14:  Comparison of LV and BP Reconstructions of the 3-D HNCO of GB1 from 
Four Projections 

BP 

LV 
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number of projections, however, leads to a severe broadening of the peaks, as the ridges 

begin to interact farther and farther from the location of the peak. 

In order to achieve improved sensitivity without introducing artifacts, we 

designed an algorithm that combines BP and LV, the hybrid backprojection/lower-value 

(HBLV) algorithm.  We will describe the method in terms of hypothetical intermediate 

reconstructions, although the actual calculation can be performed without intermediates.  

Given N projections and a “bin size” k, one can list: 

 
( )

! ,
! !N k

NC
k N k

=
−

 (3.2) 

different ways of combining the N projections into bins of size k.  For each bin, one could 

compute a BP reconstruction.  Each of these reconstructions would contain all of the 

peaks, as well as a set of artifacts that would depend on which projections were included 

in the bin.  Importantly, none of the bin reconstructions would contain exactly the same 

artifacts as any of the others, and any given artifact that would be seen in full BP will be 

missing from at least one of the bins.  At this point, one computes the final reconstruction 

using an LV comparison across the bins.  Because the peaks appear in all of the bins, they 

likewise appear in the final reconstruction.  A particular artifact, however, will not appear 

in all of the bins, and is therefore eliminated.  The full procedure can be represented 

formally as: 

 ( ) ( )
1

min cos ,
N k

i

kC

i j A

S S
=

∈

 
= ⋅ 

 
∑ αω ω α  (3.3) 
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Figure 15:  HBLV Algorithm, Illustrated for Four Projections and k=2 Bins 

 

where bin Ai out of NCk total bins contains k members.  This algorithm is illustrated 

graphically for an example of four projections and a bin size k = 2 in Figure 15. 

The HBLV algorithm is a compromise between LV and BP, and the relative 

balance between the LV character and the BP character is controlled by the bin size k.  

By increasing k, one can increase the sensitivity of the final spectrum, since a larger 

number of projections will be used for the formation of each bin; however, this comes at 

the expense of decreasing the number of independent bins used in the LV comparison, 

making it more likely that an artifact will be present.  The minimum k is ultimately 

governed by the sensitivity requirements of the experiment:  One must set k high enough  
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Figure 16:  Comparison of LV, BP and HBLV Reconstructions for a Plane from the 3-D 
HNCO of GB1 

 

that all peaks are above the noise in each of the bins, and with the desired SNR, in order 

to see all peaks in the final spectrum.  The full, theoretical signal accumulation for the 

experiment is never attained with HBLV, as that would require setting k = N and having 

only one bin, i.e. to obtain full sensitivity one must perform true BP, and accept artifacts.  

The artifact elimination is only possible at the expense of some of the experiment’s 

sensitivity, and k must be calibrated based on the desired balance between the two 

competiting objectives in any particular circumstance. 

A graphical comparison of the three reconstruction methods is given in Figure 16, 

where a single slice is shown from the (3,2)-D HNCO spectrum of GB1.  In all three 

cases, the two orthogonal and the two tilted projections at ±45° were used for four 

projections total; a bin size of two was used for the HBLV.  Above the plots, the behavior 

of the algorithm on each of the four projections is shown schematically for each case.  In 

the plots, the relative intensities have been normalized, allowing the signal accumulation 

to be compared.  LV shows peak intensities that are proportional to the intensities on any 
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individual projection.  BP shows a fourfold increase in peak intensity, at the expense of 

including backprojection ridges and a number of false peaks.  The HBLV algorithm 

achieves a compromise between the two:  It shows no artifacts, and has a two-fold 

sensitivity gain over LV. 

 

3.2.  Apparent Sensitivity in LV and HBLV Reconstructions 

 

The reconstruction algorithm determines the form of the noise as well as the form 

of the signal, and it is important to account for the consequences of the algorithm on the 

apparent SNR in the final spectrum.  The apparent noise level will include both the white 

noise of the experiment, its level having been adjusted by the reconstruction algorithm, as 

well as any reconstruction artifacts such as backprojection ridges.  The apparent SNR 

may or may not be reflective of the true signal-to-noise discrimination in the experiment, 

depending on the algorithm. 

The LV algorithm is not capable of achieving any net improvement in sensitivity 

over what is found on the individual projections, but LV reconstructions may appear to 

have significantly improved SNR due to a significant reduction in the apparent noise 

level of the final spectrum.  This apparent noise decrease is the consequence of the lower-

value comparison as applied to random noise:  Because the LV algorithm always selects 

the weakest of the observed projection noise values for each point in the reconstruction, 

the final noise level appears much lower.  This phenomenon has also been observed for 
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lower-value comparisons used in the symmetrization of homonuclear experiments.  If one 

assumes that the noise values are uniformly distributed between –a and a, centered on 

zero, one can estimate that the noise distribution following LV would be statistically 

distributed between –a/N and a/N, yielding an N-fold apparent improvement in SNR.  

However, the ability of the algorithm to detect peaks is still governed by the original 

noise level on the projections, with the result that those peaks already above this 

threshold experience an apparent N-fold SNR gain, while those peaks below the threshold 

are lost. 

Backprojection involves true signal accumulation, and one would expect the SNR 

of a BP reconstruction to increase by a factor of N1/2 over that of an individual projection.  

However, note that the presence of ridge artifacts can substantially influence the final 

apparent noise.  The exact relationship between N and apparent SNR is complicated and 

is dominated by different terms depending on the range of N and the SNR of the 

individual projections; this relationship is still being elucidated and will be the subject for 

a future publication. 

The HBLV algorithm begins with BP over bins of k projections, increasing the 

signal level by k-fold for all peaks, including those buried in the noise, and increasing the 

white noise by k1/2, leading to an SNR improvement on each bin of k1/2.  The artifact 

levels in each bin need not be considered as a factor in the apparent noise, as the artifacts 

will be eliminated by the LV comparison.  The subsequent LV process does not affect the 

signal level, but it does decrease the apparent white noise level by 1/NCk-fold.  The net 

effect of the process is to achieve a true signal accumulation of k1/2 which appears as a 
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SNR improvement of k1/2/NCk.  For a given k, the true senstivity of HBLV compares to 

that of BP or a conventional experiment of the same duration as k1/2/N1/2. 

Our experience has shown that random noise fluctuations can lead to “noise 

spikes” in HBLV reconstructions, where the noise values for a specific point are such that 

the sum is disproportionately large in each of the BP bins, leading to a very large final 

value after the LV comparison.  These spikes stand out above the vastly lower 

background of neighboring points and appear to be peaks.  To avoid dangerous 

misinterpretations, we introduce a modification to the algorithm that leads to a noise level 

that genuinely reflects the senstivity of the experiment, and which is on par with the spike 

level such that the spikes are no longer a concern.  In this modification, an expected noise 

level is calculated for the reconstruction as k1/2η, where η is the average noise level on 

the input projections.  By the LV principle, one can identify a given reconstruction point 

as containing only noise as long as any one bin contains a value under the expected noise 

level.  Thus the modification is to stop the comparison of bins as soon as a bin is 

encountered with an identifiable noise value, a value less than the threshold; that noise 

value is then assigned to the reconstruction point in question.  By accepting noise values 

at random, instead of the weakest noise value at each point, the noise in the 

reconstruction assumes the same distribution as the noise in the bins, and the false 

decrease in noise level from the LV comparison is eliminated.  Any potential noise spikes 

no longer stand out due to the presence of realistic noise in the neighboring points.  This 

modification to the algorithm has an added benefit of substantially reducing the 
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computational burden, as it removes the need to examine all bins for most of the points in 

the spectrum. 

 

3.3.  The Number of Projections Required for LV and HBLV 
Reconstructions 

 

Sensitivity is not the only potential problem with LV and HBLV reconstructions:  

It is possible in some circumstances for a reconstruction to contain false peaks resulting 

from ambiguity in the projection data.  Consider a projection vector, a vector 

perpendicular to a projection and passing through the position of the real peak in the 

spectrum.  In LV, any point in the spectrum where one projection vector from each 

projection intersect will generate a peak; there will always be such a point for each real 

peak, but it is possible to have additional points where this condition is met, and such 

points will generate false peaks.   

As an example, the left side of Figure 17 shows a 2-D spectrum with three real 

peaks (black points) and three projections (deep black bars).  The projection vectors 

(dashed and solid black lines) intersect at the positions of the real peaks; there is also one 

other position a (red point) where one vector from each projection (solid black lines) 

intersect, which would have a false peak.  Point a is the one point in the spectrum that is  
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Figure 17:  Ambiguity in LV Reconstructions 

 

masked by a real peak for each direction of view, and the projections do not contain 

sufficient information to determine whether or not there is a peak at this position3. 

In the example, the solution to the ambiguity (right side of Figure 17) is simply to 

add one additional projection from any direction (e.g. the blue projection), providing the 

needed information to determine that there is no peak at point a.  This new projection will 

contain a noise value for the projection vector that passes through the point of ambiguity 

(blue line), and that noise value will be selected by the LV algorithm to eliminate the 

false peak at the position. 

This example suggests a more general rule:  For 2-D cases, it is not possible to 

have a point of ambiguity as long as there is at least one more projection than the number 

of peaks in the spectrum, giving the following condition to prevent false peaks:   

                                                 

3 Because the values on the projections are integrals along the projection vectors, the projections do contain information 
about point a in the example, and given a suitable calculation procedure it would be possible to determine whether or 
not there is a peak at the point of ambiguity, as well as the intensity of that peak, from the three projections.  However, 
the LV and HBLV algorithms are unable to make this determination using their lower-value comparisons. 
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 1,N p≥ +  (3.4) 

where p is the number of peaks.  This arises because, in the worst possible case for N = p 

projections, with none of the peaks colinear, every projection vector for the point of 

ambiguity would pass through a different peak, and there would be no possible way to 

add an additional projection that would pass through a peak, and adding one additional 

projection in any direction would be guaranteed to resolve the ambiguity. 

For the HBLV algorithm, we can apply the same analysis.  Returning to the 

example in Figure 17, with three peaks and three projections, if the bin size k is two, there 

will be three bins. For any single bin, it can be seen that the backprojection ridges for two 

of the peaks will pass through the point in question, and thus all three bins will contain a 

false peak at this position.  An LV comparison of these three bins will then retain a false 

peak at this position.  Adding a single additional projection will not resolve the 

ambiguity, despite the fact that an additional projection will not contribute a 

backprojection ridge passing through this point.  Rather, each possible bin will pair the 

new projection with an existing projection, and there will still be one backprojection 

ridge passing through the point, in every bin.  In order to resolve the ambiguity, we must 

add k (in this case, two) additional projections.  There will then be one bin containing 

only the new projections, and for this bin, there will be no backprojection ridges passing 

through the point, and hence, there will be no false peak.  The requirement to prevent 

artifacts with HBLV is then: 

 .N p k≥ +  (3.5) 
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These theorems can be extended to spaces of arbitrary dimensionality.  The 

analysis becomes more complicated, as rather than projection lines, we must consider the 

intersections of projection planes or projection cubes, when the projections have two or 

three fewer dimensions than the final reconstruction matrix, respectively.  The general 

expression for such cases is: 

 ( ) ,N p n d k≥ − +  (3.6) 

where n is the dimensionality of the reconstruction and d is the dimensionality of the 

projections, and where the projection directions must satisfy the requirement that if any 

subset of n – 1 projections forms a basis set for a subspace of n – 1 dimensions, that 

subspace may not contain any of the other projections. 

All of these expressions about the number of projections needed to guarantee that 

no false peaks occur are derived under the assumption of infinitely sharp peaks.  In real 

situations, finite peak widths and partial peak overlap can add further complication.  At 

the same time, these expressions describe the worst possible cases for the arrangements 

of peaks and the choices of projection directions, and in the vast majority of cases they 

substantially overestimate the number of projections needed.  For all of these reasons, 

they should be taken as guidelines rather than exact answers.  It is also important to 

remember that the number of peaks p refers to the number of peaks within the 

reconstruction space, which is not equivalent to the number of peaks in the full spectrum.  

The direct dimension actually divides the (n + 1)-D spectrum into independent n-D 

reconstructions, and the value of p should be set to the largest number of peaks found at 
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any one position on the direct dimension.  For sequential assignment experiments this 

will typically be a small number, even for very large proteins. 

 

3.4.  Application of HBLV Reconstruction to Sequential 
Assignment 

 

To demonstrate the capabilities of HBLV, we applied it to the reconstruction of 4-

D sequential assignment spectra from the 29 kDa, 260 residue human carbonic anhydrase 

II (HCA).  This protein is large by the standards of NMR, and its sequential assignments 

are difficult to determine using 3-D spectroscopy.  A 0.95 mM sample was used, labeled 

with 2H/13C/15N except at Ile, Leu and Val methyls, which were protonated.  All data 

were collected at 25°C using Varian 600 or 800 MHz spectrometers equipped with triple-

resonance cryoprobes with Z axis gradients.  We collected intra-TROSY-HNCACB (68 

hours), TROSY-HN(CO)CACB (33 hours), TROSY-HNCACB (33 hours), TROSY-

HNCACO (66 hours), TROSY-HNCOi-1CAi (33 hours) and TROSY-HNCOCA (33 

hours) experiments using pulse sequences recently adapted for PR data collection, in each 

case recording eight slices through the time domain at the angles given in Table 2, with  
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Table 2:  Projections for 4-D Sequential Assignment 

Projection Angle to F1 (deg.) Angle to F2 (deg.) Angle to N (deg.) 
HN-N 90.0 90.0 0.0 
HN-F1 0.0 90.0 90.0 
HN-F2 90.0 0.0 90.0 
Tilted 1 15.5 75.0 86.0 
Tilted 2 33.7 61.3 73.9 
Tilted 3 54.7 54.7 54.7 
Tilted 4 73.9 61.3 33.7 
Tilted 5 86.0 75.0 15.5 

 

 

64 increments on the tiled axis in each slice.  Reconstructions were calculated as matrices 

of 64 × 64 × 128 × 738 points using the HBLV algorithm with k = 8, as implemented in 

the software described in Chapter 5. 

The reconstructed spectra were examined in detail.  No artifactural peaks were 

found.  Ninety-four percent of the previously determined CA, CB and CO assignments 

could be confirmed in the new spectra, with a few resonances near the zinc binding site 

missing in the PR data due to line broadening.  At the same time, the 4-D data allowed 6 

new CA/CB pairs and 35 new CO resonances to be assigned, which were obscured by 

peak overlap in the 3-D experiments used for the original assignments. 

Example planes from the experiments for a set of resonances with nearly identical 

HN and N chemical shifts are shown in Figure 18.  In panel (a), the TROSY spectrum is 

shown, with the region containing the overlapping peaks for residues K80, A152 and 

E233 enlarged in panel (b).  Panels (c)-(h) show the remaining two dimensions taken at 

the HN and N coordinates for the center of the K80/A152/E233 peak cluster.  The high 
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resolution is visibly apparent in the very sharp peaks.  There are no unexpected false 

peaks.  The S151 to A152 connectivities are traced between the experiments. 

This demonstration illustrates the utility of the PR approach with HBLV 

reconstruction for sequential assignment, even in large proteins with significant 

sensitivity limitations.  Although the conventional 3-D spectroscopy was sensitivity-

limited, PR data collection in a slightly shorter measurement time allowed the spectra to 

be determined with four dimensions and at much higher resolution.  One would predict 

the HBLV procedure to attain 59% of the sensitivity of a conventional experiment of 

equivalent length (k1/2/N1/2 for k = 8 and N = 23 following separation of intermodulated 

projections), which provided adequate.  The high resolution and extra dimension made a 

practical difference in allowing assignments to be made that were previously not 

possible. 
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Figure 18:  4-D Sequential Assignment Data for HCA II Using HBLV Reconstruction 
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4.  A LINEAR ALGORITHM ALLOWING 
QUANTITATIVE RECONSTRUCTION FROM 

PROJECTIONS FOR NOESY SPECTROSCOPY 
 

 

The LV and HBLV reconstruction procedures described above are well-suited for 

sequential assignment experiments, which have a relatively small number of peaks, the 

number of which can often be predicted a priori, which have no need for quantitative 

peak intensities or lineshapes, and which typically have relatively good sensitivity.  

However, they are unsuited for NOESY, which can have a large and unpredictable 

number of peaks, many of them very weak, and which absolutely requires quantitative 

information in order to be usable for determining distance restraints.  While increasing 

the number of projections can eliminate concerns about LV and HBLV generating false 

peaks, and for HBLV a larger number of projections can be used to increase the 

sensitivity, these two methods are still unsuited for NOESY as they are incapable of 

determining accurate peakshapes and intensities.  Yet NOESY is a very important 

potential application for new and more efficient data collection methods, as it is with 

NOESY that problems of spectral crowding and assignment ambiguity are most severe, 

and it is with NOESY that potentially the greatest benefit would be seen of increasing the 

dimensionality and resolution.1 

                                                 

1 Portions of this chapter were first described in Brian E. Coggins, Ronald A. Venters and Pei Zhou. 2005. Filtered 
backprojection for the reconstruction of a high-resolution (4,2)D CH3-NH NOESY spectrum on a 29 kDa protein.  J.  
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As we will demonstrate, it turns out that the third of the three approaches 

described above, the backprojection method, can be a suitable approach, if it is modified 

in a particular way, and if a large number of projections are used.  The resulting filtered 

backprojection (FBP) algorithm is able to determine quantitative spectra with good 

sensitivity.  To derive the FBP approach, we turn to fundamental mathematics.  We then 

demonstrate the application of this method to NOESY on a 29 kDa protein. 

 

4.1.  The Radon Transform and Its Inversion 

 

A mathematical basis for projection-reconstruction was first proposed in 1917 by 

Johann Radon (1917), who described an integral transform that computes projections of a 

function, as well as the analytical inversion of that transform.  For the purpose of 

simplicity and illustration, we will describe the results for 2-D reconstructions from 1-D 

projections at first, and then extend this to arbitrary dimensionality.  The projection 

operation for a 2-D spectrum S(X, Y) is given by the integral transform: 

 ( ) ( ) ( ), , cos sin , sin cos ,P R S X Y S R S R S dSθ θ θ θ θ
∞

−∞
= ≡ − +∫R  (4.1) 

which has been named the “Radon Transform” (the operator R).  This equation was given 

above with slightly different notation as Equation 2.4, illustrated with Figure 4.  It is 

                                                                                                                                                 

Am. Chem. Soc. 127: 11562-11563.  Figure 21 and Figure 22 are reproduced in their entirety from that article with 
permission from the publisher.  These figures © Copyright 2004, American Chemical Society.  Figure 19 is reproduced 
with permission from Brian E. Coggins and Pei Zhou. 2006. PR-CALC: A program for the reconstruction of NMR 
spectra from projections. J. Biomol. NMR 34: 179-195.  Copyright © 2006 Springer. 
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important to note that this equation describes a transform that is capable of mapping a 

continuous function S into a new continuous function P.  Note that the transform, as 

defined here, involves a change from rectangular to polar coordinates. 

Radon showed that this transform can be inverted analytically according to the 

following equation (here expressed using Rowland’s concise operator notation (Rowland 

1979)): 

 1 1 ,
2

S P P
π

− −
= =R BHD  (4.2) 

where D is the partial differentiation operator: 

 ( ), ,gg r
r

θ ∂
=

∂
D  (4.3) 

with respect to r, H is the Hilbert transform operator: 

 ( ) ( ),1( , ) , ,
g u

g r g r du
r u

θ
θ θ

π
−′ = =

−∫H  (4.4) 

describing a 1-D Hilbert transform of each projection with respect to r, and B is the 2-D 

backprojection operator: 

 ( ) ( )
0

, ( , ) cos sin , .g x y g r g x y d
π

θ θ θ θ θ′ = = +∫B  (4.5) 

The initial operations, a differentiation and a Hilbert transform, are the filtering part, 

which is then followed by exactly the same backprojection as described in Chapter 3.  

However, by comparison to Equation 3.1, note that the backprojection operation in 

Equation 4.5 is written as a continuous operation on a continuous input function.  This 

operation assumes that all possible directions have been sampled and that the sampling 

density is uniform.  It also assumes that we take polar coordinates as having both positive 
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and negative radial coordiantes, i.e. the radial variable’s range is –r to r and the angular 

variable’s range is 0 to π. 

The filter portion of Radon’s inversion formula can be expressed in a much more 

easily understood manner by taking advantage of an equivalent that has long been known 

(Rowland 1979; Kak and Slaney 1999): 

 1 11 ,
2

S P P r P
π

− −−
= = =R BHD BF F  (4.6) 

where F is the Fourier transform with respect to the radial dimension and F-1 is its inverse 

(here, we understand operators as binding from right to left, such that Equation 4.6 

consists of (1) taking the inverse Fourier transform of P, (2) multiplying the resulting 

function by the function |r|, (3) computing the Fourier transform and then (4) 

backprojecting).  The pair of FTs temporarily returns the projection data to the time 

domain so that it can be apodized using the window function |r|.  The effect of this 

apodization is to alter the lineshape of each peak on the projection according to the 

apodization function c(r) = 2 sinc 2r - sinc2 r, which is the Fourier transform of a linear 

window function with limited time domain duration (Bracewell 2000): 

 1 .r P P c− = ∗F F  (4.7) 

The window function and its effect on projection lineshape are illustrated in Figure 19, 

which shows (a) a Lorentzian signal, (b) its lineshape after processing according to 

Equation 4.7 and (c) its lineshape after processing for 3-D PR. 

The consequence of this change in lineshape for the subsequent backprojection 

step is that, if there are a sufficient projections, the negative troughs beside each  
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Figure 19:  Effects of FBP Filter Functions on Projection Lineshapes 

 

backprojection ridge cancel out the positive intensity of the neighboring ridges, giving a 

flat baseline.  These effects are illustrated in Figure 20 for (a) a small number of 

projections (N = 16) and (c) a large number of projections (N = 128), compared to 

backprojection without filtering for (b) a small number (N = 16) and (d) a large number 

of projections(N = 128).  From (a) and (c), we see that the interactions between 

neighboring ridges in FBP generate a flat baseline that is free of artifacts, with no effect 

on the peak shape, whereas the interactions in BP begin to broaden the peak shape 

substantially.  With sufficient projections, we see in (c) that FBP produces an artifact-free 

spectrum, whereas BP generates substantially broader peaks as well as a universal 

elevation of the baseline.  Modifying the lineshape on the projection thus leads to the 

correct lineshape in the reconstruction, as well as an artifact-free baseline.  Although it is 

obvious from Figure 20 that one needs more projections to have a clear baseline than in 

HBLV, the FBP procedure gives a much more usable result. 
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Figure 20:  Simulations of FBP and BP for Different Numbers of Projections 

 

However, it is important to appreciate that FBP does not merely give a cleaner 

spectrum:  It gives a quantitative spectrum.  This is so because FBP is the analytical 

inverse of the projection operation. 
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For an arbitrary number of reconstruction dimensions, the only important change 

is the shape of the filter function, which becomes r2 for three dimensions, and more 

generally |rn-1| for n dimensions.  The 3-D case, r2, and its effect on the projection 

lineshape are shown in Figure 19.  In the notation used elsewhere in this dissertation, the 

generic n-D process could be written as: 

 

( ) ( )

( )

1

2 1 2 ,

n

irR n irR

S R r S R

S R e dR r e drπ π

−

∞ ∞ ′ − −

−∞ −∞

′ =

 ′=   ∫ ∫

-1
α α

α

F F

 (4.8) 

to perform the filtering operation, where we introduce a coordinate R´ to serve as the 

variable of integration for the inner transform, and: 

 ( ) ( )cos ,S S ′= ⋅∑ α
α

ω ω α  (4.9) 

for the reconstruction. 

 

 

4.2.  Demonstration for 4-D NOESY 

 

4.2.1.  Methyl/Amide NOESY 

 

As a demonstration of FBP reconstruction, we have reconstructed the 4-D 

methyl/amide 13C/15N NOESY spectrum of the 29 kDa human carbonic anhydrase II 

(HCA) from 2-D projections.  A 0.94 mM sample of the protein, uniformly labeled with 
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2H/13C/15N except at the methyl groups of Ile, Leu and Val, which were protonated, was 

used.  Based on empirical simulations, it was determined that 100 projections would be 

an adequate amount to produce an acceptably clear baseline.  Taking the direct dimension 

out of consideration, the reconstruction is a 3-D problem, and therefore the method in 

Section 2.5 was used to distribute the projection directions evenly within the +x +y +z 

quadrant of the reconstruction space.  The data were collected on a Varian INOVA 800 

MHz spectrometer with gradient-equipped cryoprobe, using a 4-D 13/15N-separated 

NOESY pulse sequence adapted for PR.  The mixing time was 200 ms and 48 complex 

points were recorded in the tilted dimension.  The total measurement time for four 

transients per FID was 88 hours.  During data processing, linear prediction was used in 

each tilted axis to extend the axis to 64 points, before zero-filling to 128 points.  The 

software described in Chapter 5 was used to reconstruct at a resolution of 128 points in 

each indirect dimension.  Because the reconstruction space has three dimensions, the r2 

quadratic filter (see Figure 19, panel c) was applied in the time domain to the real and 

imaginary components of the tilted axis. 

As a control, a conventional 3-D (H)C-NH 13C/15N-separated methyl/amide 

NOESY experiment was recorded in 44 hours, or one half of the measurement time as the 

PR experiment, on the same Varian 800 MHz spectrometer.  Accounting for the expected 

50% loss of signal in the 4-D PR pulse sequence due to discarding magnetization at the 

extra quadrature detection step, the 3-D experiment is expected to have the same 

sensitivity as the 4-D experiment.  To ensure identical resolution, the 3-D experiment was 

measured with 48 complex points in each indirect dimension, which was extended to 64 
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points by linear prediction, and to 128 points by zero-filling, during processing prior to a 

conventional 3-D FT. 

Figure 21 compares representative planes from the two experiments for two 

residues, S50 and C205.  These residues were chosen due to their complicated and 

closely clustered peak patterns, large dynamic range, very weak peaks and peaks that 

overlap in the 3-D spectrum.  For all panels, the crosspeaks are:  I, V78 Hγ2; II, V49 Hγ2; 

III, V49 Hγ1; IV, V78 Hγ1; V, L79 Hδ1; VI, L44 Hδ1→A257 HN, from an adjacent 

plane; VII, L79 Hδ2; VIII, V206 Hγ2; IX, L203 Hδ2; X, V206 Hγ1; XI, L140 Hδ1.   

 

   

 

Figure 21:  Representative Data from the 4-D Methyl/Amide NOESY Experiment on 
HCA 
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Panels (a) and (e) show strips from the 3-D control experiment, while panels (b) and (f) 

show contour plots of the corresponding planes from the 4-D PR experiment.  The 

stacked plots of the PR experiment in panels (c) and (g) show that the reconstruction is 

free of artifacts.  Panels (d) (h) compare the integrated peak volumes in the 3-D 

conventional and 4-D PR experiments. 

This comparison shows that all crosspeaks were reproduced correctly and 

quantitatively, with roughly equal volumes upon integration and with roughly equal 

sensitivity.  The PR and control experiments show the same resolution, although the PR 

experiment has an extra dimension.  The addition of the extra dimension allows peaks 

that overlap in the 3-D spectrum to be resolved. 

As an additional control, we compared the results from the 4-D experiment to 

those of a previously collected, conventional, low-resolution 4-D experiment.  This 

control was measured in 10 days on a Varian INOVA 800 MHz spectrometer with room 

temperature triple-axis gradient-equipped probe, using the same sample but with a mixing 

time of 180 ms instead of 200 ms.  Fifty complex points were used for the HM axis, and 

16 complex points each for the CM and N dimensions.  Because this experiment was 

recorded with slightly different parameters it is not a precise check for peak intensities, 

but it does provide confirmation of 4-D peak positions, as well as a way to compare the 

resolutions obtainable by conventional and PR methods.   

Figure 22 compares the HM-CM planes from the PR and conventional 

experiments as well as strips from the 3-D experiments for the same two examples as in 

Figure 21:  S50 and C205.  All peaks are present and in the same positions.  The PR  
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Figure 22:  Comparison of PR and Conventional 4-D Methyl/Amide NOESY Spectra 
for HCA 

 

experiment has a substantially better resolution despite requiring only 36% of the 

measurement time of the conventional 4-D experiment. 
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4.2.2.  Methyl/Methyl NOESY 

 

The same protocol used in the previous section for methyl/amide NOESY was 

applied to methyl/methyl 13C/13C NOESY.  The data collection, including measurement 

of a 3-D conventional control, was identical except for the pulse sequence.  Results for a 

selected plane are shown in the middle panel of Figure 23.  Note that all peaks are 

present, but that these peaks are accompanied by a number of artifacts.  A thorough 

examination of the reconstruction has revealed that these artifacts follow a pattern 

corresponding to the 4-D equivalent of the residual, incompletely cancelled 

backprojection ridges seen in Figure 20.  The artifacts appear only for the diagonal peaks, 

duplicated for, and centered on the position of, each diagonal peak. 

 

 

 

Figure 23:  A Representative Plane from the Methyl/Methyl NOESY Experiment, with 
and without Diagonal Peak Suppression 
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To attempt to correct for these artifacts, we recorded a set of 100 projections 

using the same protocol that was employed for the original data collection, but instead 

without a mixing time.  These projections should contain only the diagonal peaks.  We 

added these projections into the FBP reconstruction process, applying a scaling factor 

such that their diagonal peaks would roughly match those in the original data, but with 

opposite sign.  The result is shown in the right panel of Figure 23:  The diagonal as well 

as all of its artifacts have been eliminated, the negatively scaled diagonal-only data 

cancelling out the diagonal peaks and artifacts in the positive original data.  Only a small 

residual diagonal peak is still present due to the diagonals being slightly stronger in the 

experiment without the mixing time.  All crosspeaks are visible and assignable, and are 

reproduced quantitatively. 

This result shows that 100 projections is not sufficient to ensure complete 

cancellation of backprojection ridges and artifacts, but that the ridges are so small relative 

to the peak heights that they do not appear above the noise for the crosspeaks in either the 

methyl/amide or the methyl/methyl experiment.  However, the methyl/methyl experiment 

has diagonal peaks which are many times stronger than any of the crosspeaks, and the 

backprojection ridges from these diagonals are strong enough to be seen and to interfere 

with spectral interpretation.  The artifacts can be effectively eliminated through a strategy 

of diagonal subtraction. 
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4.3.  Summary 

  

The FBP method is derived from the analytical expressions relating projections to 

their source functions and reconstructions, and as such is expected to yield quantitative 

reconstructions provided that a sufficient number of projections are used.  FBP involves a 

filtering step, where the data are apodized by a special window function originating from 

the theory, followed by a backprojection step to form the reconstruction.   

We demonstrated that the FBP method does indeed generate quantitative 

reconstructions by applying it to the 4-D methyl/amide NOESY spectrum of a 29 kDa 

protein.  The method performed well on this challenging application, reproducing NOE 

crosspeaks at high resolution, with sensitivity, lineshapes and relative peak volumes 

roughly equivalent to a carefully prepared 3-D control, and with peak positions matching 

those of a 4-D control.  The PR experiment required 88 hours, which is only 5% of what 

would be required to collect a 4-D experiment conventionally at the same resolution.  

However, a more reasonable assessment of time savings might be to compare to the 

conventional 4-D control, which required 10 days and which represents the practical limit 

for NMR data collection.  Our 4-D experiment used only 36% as much time as the 

conventional 4-D, yet achieved a much higher resolution.  This is a direct illustration of 

the concept that PR can be of great value even to sensitivity-limited applications, where it 

may not reduce the measurement time by orders of magnitude due to both sensitivity and 

artifact-prevention requirements, but where it will surely increase the information content 

of the data, facilitating much more useful spectra. 
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Unfortunately, FBP is not perfect, as our demonstration with 13C/13C 

methyl/methyl NOESY showed.  While the peaks themselves will always be reproduced 

accurately, if the number of projections is not sufficient the cancellation of 

backprojection ridges and troughs will not be complete, and the residual artifacts can 

interfere with the spectrum.  This was not a concern in the methyl/amide experiment 

because the signals were not strong enough for any artifacts to appear above the noise.  

However, the methyl/methyl experiment produces a strong diagonal peak, which 

generates a strong set of backprojection ridges, which lead to a strong set of residual 

artifacts with intensities comparable to the (very weak) crosspeaks.  These artifacts could 

be removed by subtracting out a dataset measuring only diagonal peaks, but clearly this 

artifact problem is a limitation in the method. 

We did not extensively examine the theoretical underpinnings of FBP here, 

instead accepting the details of the method as described in the mathematical and 

tomographic literature.  In Chapter 6 we will explore FBP in much greater detail, 

revealing the reasons for the filtering operation and for the peak broadening of BP, and 

providing quantitative guidance regarding the number of projections needed to prevent 

artifacts and the nature of the artifacts when they appear.  First, however, we will 

introduce the software we have developed for computing reconstructions.
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5.  PR-CALC:  A PROGRAM FOR THE 
RECONSTRUCTION OF NMR SPECTRA FROM 

PROJECTIONS 
 

 

At the heart of the PR-NMR process is the reconstruction of spectra from the 

projection data.  We describe here the program PR-CALC, a complete package for PR-

NMR reconstruction.  PR-CALC implements the reconstruction algorithms described in the 

previous chapters, and has been carefully optimized to obtain maximal accuracy and 

performance.  The program can reconstruct full spectra of any size or dimensionality, but 

it can also reconstruct arbitrary subsets of spectra as desired, an advantage that can lead 

to considerable savings in processor time and storage space.  PR-CALC was designed to 

integrate well with common NMR processing and analysis software, and it has a simple, 

straightforward user interface, making the reconstruction process seamless and automatic.  

Because it works with data in standard file formats, the program can be used for data 

measured on any type of spectrometer.  It is written in standard C++ and should run on 

any computing platform; it is designed to take advantage of multiprocessor systems and 

64-bit memory addressing if available, and will be extended in the future to support 

cluster computing environments, but it also functions well on ordinary hardware.  As it 

was used for many of the published demonstrations of PR, including all of the examples 

given above, it has been thoroughly tested.  In addition, PR-CALC was built so that it could 

be integrated directly with other software, providing “behind-the-scenes” data processing 
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services, and many functions are available as a library for further software development.  

The PR-CALC program, coupled with standard processing and analysis software, permits 

the straightforward, routine use of the projection-reconstruction technique in 

biomolecular NMR.1  

 

5.1.  Software Organization and Implementation 

 

5.1.1.  Program Architecture 

 

General Organization.  PR-CALC was implemented in ISO standard C++, with a 

modular, hierarchal structure (Figure 24a).  This organization separates the different 

functions of the program into layers, which are implemented as independent software 

modules, making it easy to extend the program, and to reuse portions for other purposes.  

C++ object hierarchies are employed extensively to give the program a logical, intuitive 

organization.  Functions for accessing and storing NMR data are managed within the 

lowest level, which provides an abstract representation of NMR data, hiding all details of 

storage and file formats from higher levels of the software.  Support is provided for the 

NMRPipe (Delaglio et al. 1995), NMRView (Johnson and Blevins 1994), XEASY  

                                                 

1 Reprinted with modifications, by permission of the publisher, from Brian E. Coggins and Pei Zhou. 2006. PR-CALC: 
A program for the reconstruction of NMR spectra from projections. J. Biomol. NMR 34: 179-195.  Copyright © 2006 
Springer. 
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Figure 24:  Software Organization 

 

(Bartels et al. 1995) and UCSF/Sparky (Goddard and Kneller) data formats, as well as 

raw binary and text files, and the program is set up so that support for other file formats 

can be added easily.  The reconstruction algorithms have been implemented in the middle 

layer of the program.  A C++ object hierarchy provides representations for PR-NMR 

experiments, and the associated projections and reconstructions, as well as functions for 

executing calculations, and for managing and distributing reconstruction jobs.  The 

reconstruction algorithm implementations, including the lower-value (LV) (Kupče and 
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Freeman 2003e; Coggins, Venters, and Zhou 2004), backprojection (BP) (Kupče and 

Freeman 2004c), hybrid backprojection/lower-value (HBLV) (Venters et al. 2005) and 

filtered backprojection (FBP) (Coggins, Venters, and Zhou 2005) algorithms, have been 

optimized extensively to achieve maximal calculation speed, as well as accuracy.  The 

highest layer of the program manages the user interface, as well as the interface for 

interacting with other software.  The program is operated by the user from a text shell 

using command-line switches, or by other programs using commands passed over pipes. 

NMRData Library for Data Access.  All functions relating to the storage of NMR 

data have been isolated into an independent library, called NMRData, which constitutes 

the lowest layer of the software.  This library provides a unified interface to all data via 

C++ object polymorphism: a single, common base class specifies the interface, but more 

complicated derived classes are used to provide support for the individual file formats 

(Figure 24b/c).  Software that uses the library can manipulate the data, regardless of the 

file format or storage location, via a generic pointer or reference to a base class, and the 

software automatically substitutes the appropriate code for the particular case (Figure 

24c, top).  The library is designed to function with datasets that are too large to contain in 

memory, using a paging/caching mechanism, as well as smaller datasets and also 

temporary datasets.  The library interface was built to have natural C++ container and 

object semantics (Figure 24b).  Reference and value objects are provided for working 

with hypercomplex data points of arbitrary dimensionality; Standard Template Library 

(STL)-compatible iterators are provided for applying standardized algorithms to data; 

subsetting objects are provided for accessing portions of data; and standard operators 



 

91 

have been extended to support simple, logical operations on the data.  The NMRData 

library is designed for easy reuse in any NMR application, not just PR-NMR 

reconstruction. 

PR Library Organization.  The software representations of PR-NMR experiments 

and their projections and reconstructions, the program code for computing 

reconstructions from projections, and the tools for tracking and administering multiple 

reconstruction jobs are organized into a PR library.  This library interacts with, and is 

built from, the NMRData library, which handles all data access on its behalf.  Experiment 

objects are used to represent complete PR-NMR experiments, containing members that 

track the associated projection data, and that can compute reconstructions from that data.  

Projection objects are derived using multiple-inheritance from both a generic projection 

base class, as well as from the NMRData library objects (Figure 24c).  This mechanism 

allows a projection object to be two things at once:  It has an identity as a projection, 

including a relationship to the larger experiment and an interface for accessing that 

relationship; in addition, it is an NMR spectrum, and therefore shares the common 

interface used by the NMRData library for accessing data as well as managing 

referencing and spectral parameters.  The same mechanism is used for reconstructions, 

which are derived by multiple-inheritance from a generic reconstruction base class, as 

well as NMRData classes for data management (Figure 24c).  The library also provides a 

Job class, which stores an individual reconstruction request, and a Scheduler class, which 

coordinates the execution of reconstruction jobs using available processing resources. 
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Within this framework, the tasks that must be performed by software using the 

library to reconstruct a spectrum, and that are performed internally within PR-CALC, are 

straightforward.  An Experiment object is created, which automatically loads its 

projections according to a description of the experiment and projection data given in an 

external ASCII text “control file” (see below).  An empty Reconstruction object is 

created, and appropriate parameters defining the desired reconstruction are used to 

configure the object.  A Job object is then created to specify how the task should be 

executed, and this is passed to the Scheduler.  The Job object will track the progress of 

the calculation.  After calculation is complete, the Reconstruction can be accessed in 

software like any other spectrum, using the common data interface. 

Figure 24c shows the object hierarchy supporting multiple data file types, as well 

as projection and reconstruction interfaces, in the NMRData and PR libraries.  Only a 

subset of the full library object hierarchy, pertaining directly to file type support, is 

shown.  Classes in black are base classes defining interfaces, while classes in medium 

gray are the actual objects that are instantiated when the library is used; black arrows 

show inheritance.  Pointers to the black base class types are used by client code; the 

derived types are generated within the library according to the C++ “factory” pattern.  

The complex multiple inheritance graph in the PR library allows the derived objects to 

support multiple interfaces. 
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5.1.2.  Implementation of Reconstruction Algorithms 

 

Input Data.  PR-CALC accepts processed, frequency domain projection data, in 

any of the standard file formats named above, as input.  Each projection is essentially an 

independent, lower-dimensional spectrum, and should be processed using standard 

processing approaches, as described in detail below.  Projections may have any size and 

dimensionality, and there are no limits on the number of projections that may be used.  

The projections are permitted to have different dimensionalities, sizes and resolutions.  

For a successful reconstruction, however, the signal intensities should be consistent 

across the different projections.  A scaling option can be used to rescale individual 

projections, when the signal levels vary. 

General Framework for Reconstruction.  Within the PR library, a common 

framework is employed for computing reconstructions using any of the supported 

algorithms, since the algorithms are all structured similarly, although the exact operations 

applied to the projection data differ between them.  The following equation can be 

written to summarize the common process: 

 ( ) ( )min cos ,
N

S S= ⋅αα
ω ω α  (5.1) 

where X represents the operations used for a particular algorithm, N is the number of 

projections, and the notation otherwise follows that introduced in Chapter 2.  This 

equation considers only the indirect dimensions that participate in the projection-

reconstruction process, but naturally, there would be an additional, directly-observed 
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dimension for both S and Sα, and there may also be one or more indirect dimensions that 

are collected conventionally.   

Equation 5.1 shows that each point in the reconstruction—denoted by S, a 

function of multiple Cartesian coordinates—can be determined independently of all other 

points in the reconstruction, through a set of operations performed on values from each 

projection.  For a given reconstruction point in S, one value is read from each projection 

at the projection coordinate r, computed from the coordinates of the reconstruction point 

as well as the angles of the projection (i.e., via ω · cos α) (Coggins, Venters, and Zhou 

2004).  Geometrically, this location is the intersection of the projection with a vector 

normal to the projection and passing through the point in S, a location which is termed 

the point of projection below.  This geometry is shown in Figure 25 and Figure 26a.   

Note that Equation 5.1 treats each projection as if it were a continuous function of  

 

 

Figure 25:  Comparison of Interpolation and Averaging for Determining Projection 
Values for Reconstruction 
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r.  In reality, the projection values are known only for discrete positions of r, which will 

rarely coincide with the calculated points of projection; we must therefore use an 

interpolating scheme, working from the known values.  Thus the common operations 

needed for reconstruction are: 

FOR EACH RECONSTRUCTION POINT: 

1. FOR EACH PROJECTION: 

a. DETERMINE THE LOCATION OF THE POINT OF PROJECTION 

b. INTERPOLATE A VALUE AT THAT POINT FROM KNOWN NEIGHBORING 

VALUES 

2. APPLY ALGORITHM-SPECIFIC OPERATIONS TO VALUES FROM ALL 

PROJECTIONS 

The interpolating method used in PR-CALC—an averaging algorithm—is described below.  

Although Equation 5.1 was written with the projection data as a function of a single tilted 

coordinate r, this was done only for clarity in the discussion.  There is no reason that 

projections cannot have multiple tilted axes, as in the recent G2FT experiments (Atreya, 

Eletsky, and Szyperski 2005).  The implementation used in PR-CALC imposes no 

limitations on the number of tilted axes. 

Fundamentally, the reconstruction is executed as a loop over all points in the 

reconstruction, carrying out the above steps for each point.  However, because of the 

number of iterations required, which can easily exceed 109 for 4-D spectra, it is essential 

that as many tasks as possible be removed from the inner loop.  Memory allocations and 

other setup tasks are done prior to starting the loop, and all parameters needed for 
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reconstruction are precalculated and reused throughout.  Points of projection are 

determined by (1) precalculating the location of the point of projection onto each 

projection for the first point in the reconstruction, as well as (2) precalculating generic 

offsets for the next points in the reconstruction in each dimension.  Thus, the inner loop 

can track the “current” points of projection by applying the offsets for each iteration, a 

simple vector addition rather than a complicated trigonometric computation.  Note that 

the directly-observed dimension, as well as any indirect dimensions that were sampled 

conventionally, are treated identically to tilted dimensions in these procedures.  The 

application of the averaging algorithm in these dimensions makes it possible to 

reconstruct at different resolutions in these dimensions than were used in the data 

collection. 

Because each point in the reconstruction can be calculated independently, it is not 

necessary to calculate the entire spectrum in order to obtain a subset.  PR-CALC can 

therefore be configured to calculate slices or small regions of experiments, as well as full 

experiments.  The main calculation loop is configured automatically based upon the 

parameters of the reconstruction request.  

Averaging of Projection Point Values.  Because the projection data are sampled 

at discrete positions, and because these positions generally do not coincide with 

projection vectors from reconstruction grid points, it is necessary to employ an 

interpolating method when accessing projection values.  Although the nearest-neighbor 

and linear interpolation methods are the most obvious possibilities, our experience has 

shown them to be insufficient for effective PR-NMR reconstruction.  Especially  
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Figure 26:  Illustration of the Averaging Algorithm 

 

problematic are cases where the resolution of the reconstruction is significantly less than 

that of the projections: In this scenario, either of those methods can easily miss a peak 

that falls between sampling points (Figure 25). 

Instead of an interpolation algorithm, we have employed an algorithm that 

averages the values from multiple sampling points on the projection.  When 

reconstructing at low resolution relative to the projections, the averaging algorithm has 

the effect of smoothly downsampling the projections, preserving peak volume but 

decreasing resolution.  The reconstruction will thus contain all peaks, broadened as if 

collected by conventional methods at low resolution.  When reconstructing at the same 

resolution as the projections, this averaging algorithm behaves as a simple interpolation 

method.    Note that in almost all cases, the digital resolutions of the various projections 

in an experiment will be different, since the spectral widths are adjusted to prevent 

aliasing on the projections.  The averaging algorithm handles this situation automatically.  

The variation in digital resolution has not produced any noticeable negative effect on the 
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reconstruction results to date, but the exact consequences, especially for quantitative FBP 

reconstructions, are under further investigation. 

Before the reconstruction begins, the size of the averaging window is determined 

for each dimension of each projection.  The averaging window is effectively the linear 

distance/area/volume (depending upon the dimensionality) of the projection that will be 

averaged to determine a projection value.  When the reconstruction points are spaced 

equally in all dimensions, the averaging window size is set to the distance between 

reconstruction points on the reconstruction axes (Figure 26a).  The situation is more 

complicated when the spacing of reconstruction points varies between dimensions.  In 

this case, the empirically most successful solution is to determine the averaging window 

size for an individual projection as the linear combination of reconstruction point 

spacings in the reconstruction dimensions, weighted by the projection angles: 

 
1

cos ,
n

i i

i i

sww
size

α
=

= ∑  (5.2) 

where w is the window size in Hz, n is the number of reconstruction dimensions, swi is 

the spectral width of reconstruction axis i in Hz, αi is the angle between the projection 

axis and axis i and sizei is the number of points on reconstruction axis i. 

The averaging algorithm itself functions as follows.  Each point on the projection 

is treated as having a rectangular “cell” extending in each direction to half the distance 

between points.  A sum is accumulated as the algorithm progresses: 

1. CALCULATE THE LOCATION OF THE POINT OF PROJECTION 
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2. OVERLAY THE AVERAGING WINDOW, CENTERED ON THE POINT OF 

PROJECTION 

3. DETERMINE WHICH SAMPLING POINTS OF THE PROJECTION ARE INSIDE THE 

WINDOW 

4. FOR EACH POINT INSIDE THE WINDOW, AS WELL AS THE NEXT NEIGHBORING 

POINTS IMMEDIATELY OUTSIDE: 

a. DETERMINE A WEIGHTING FACTOR BASED UPON THE PORTION OF 

EACH POINT’S CELL INSIDE THE WINDOW 

b. ADD THE PRODUCT OF THE VALUE AT THE SAMPLING POINT AND THE 

WEIGHTING FACTOR TO AN ACCUMULATING SUM 

5. DIVIDE THE ACCUMULATED SUM FOR ALL POINTS BY THE 

LENGTH/AREA/VOLUME OF THE WINDOW 

This is illustrated in Figure 26a for 1-D projections, and in Figure 26b for 2-D 

projections.  In Figure 26a, the black reconstruction grid spot is being calculated.  The 

averaging window size is determined based upon the spacing of reconstruction grid 

points.  Each projection point is considered to have a “cell” surrounding it, as marked.  

The projection value is determined by averaging the values for all sampling points whose 

cells overlap with the averaging window (black sampling points).  The relative 

contributions from each cell are determined by their overlap integrals with the averaging 

window (hatched), i.e. the hatched portion of the cell divided by the cell size gives the 

weighting factor.  In Figure 26b, the point of projection is marked as a large “X”, and the 

averaging window as a heavy box surrounding it.  The dashed lines show the projection 
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cells.  Projection points in dark black contribute to the calculation of the projection value.  

The contribution of a single projection cell to the value is determined by the overlap 

integral; the weighting factor is calculated as the fraction of the cell’s area that overlaps 

with the window.  The overlap region is shown (hatched) for one cell; the weighting 

factor for this cell is therefore the area of the hatched region divided by the total area of 

the cell.   

The effect of the algorithm is to average all the points on the projection that lie 

inside the averaging window, with a fractional weighting for points that are only partly 

inside the window.  When applied in a situation of equal or higher resolution in the 

reconstruction than in the projection, the averaging window will be smaller than the 

projection cells, causing it to function as an interpolation algorithm.  Depending upon the 

specific circumstances, this interpolation can have nearest-neighbor or linear 

characteristics (Figure 26c). 

Implementation of Lower-Value Reconstruction.  The LV reconstruction 

procedure is quite straightforward (Kupče and Freeman 2003e; Coggins, Venters, and 

Zhou 2004).  It can be written as: 

 ( ) ( ) ( )sgn cos min cos ,
N

S S S = ⋅ ⋅ α αα
ω ω α ω α  (5.3) 

where sgn(x) is the sign or signum function: 

 
1, 0

sgn 0, 0
1, 0.

x
x x

x

− <
= =
 >

 (5.4) 
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Thus the projection value with absolute value closest to zero is assigned to the 

reconstruction point.  Although the absolute value is used for the comparison, the actual 

value assigned has the original sign. 

Implementation of Backprojection Reconstruction.  The BP reconstruction 

procedure differs only slightly from LV (Kupče and Freeman 2004c): 

 ( ) ( )1 cos ,
N

S S
N

= ⋅∑ α
α

ω ω α  (5.5) 

where N is the number of projections.  The values from the projections are summed, and 

normalized by the number of projections. 

Implementation of the Hybrid Backprojection/Lower-Value Algorithm.  HBLV 

uses a backprojection step, in which BP results are computed for different combinations 

of projections, followed by a lower-value comparison between these BP results (Venters 

et al. 2005).  In the original formulation of the method, all possible combinations of k 

projections, where k is specified by the user, are tested.  This can be written as: 

 ( ) ( ) ( )
1

sgn cos min cos ,
N k

i i

k kC

iA A
S S S

=
∈ ∈

   
= ⋅ ⋅   

   
∑ ∑α α
α α

ω ω α ω α  (5.6) 

In this equation, there are nCk possible combinations of projections.  Each possible 

combination is denoted as Ai.  The k projections belonging to Ai (i.e., Sα ∈ Ai) are 

summed, and the absolute values of the results for each combination are then compared, 

taking the lowest value.  In practice, the sums are computed sequentially, and the 

software tracks the running lowest-value, rather than computing and storing sums for all 

combinations before a comparison. 
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As described in the original publication of the HBLV algorithm and in Chapter 3 

above, a modification can be made to this procedure that can both (1) make the noise 

level easier to interpret and (2) reduce the computation time significantly (Venters et al. 

2005).  If ( )cos
i

k

A
S

∈
⋅∑ αα

ω α for any combination Ai is below the noise level, the final 

reconstruction value also must be below the noise level.  The noise level in the 

reconstruction can be estimated theoretically as ηk1/2, where η is the average noise level 

on the projections.  The modification is thus to compare each summation 

( )cos
i

k

A
S

∈
⋅∑ αα

ω α  to the predicted noise level, and to stop computing summations if a 

combination is seen that is at or below the estimated noise level.  By default, PR-CALC 

will estimate the noise level on each projection, compute the average, and execute the 

modified procedure.  However, the user may provide a value for η, which would then be 

used to determine ηk1/2 for the comparison, or may disable this feature entirely, in which 

case all combinations are computed and tested.  Examples of reconstructions with and 

without this feature are given in the Results section. 

Implementation of Filtered Backprojection.  The FBP reconstruction procedure 

is identical to BP (Equation 5), except that the projections must first be filtered (Coggins, 

Venters, and Zhou 2005).  The filtering operation modifies the lineshape of the peak and 

is equivalent to the application of a specific window function in the time domain (see the 

discussion in Chapter 4 as well as Figure 19).  For each data vector of each tilted 

projection dimension, PR-CALC transforms the data into the time domain, applies the 

filter, and transforms back into the frequency domain.  The Fourier transforms are carried 
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out via the well-established FFTPACK library developed at the National Center for 

Atmospheric Research, using real-to-Hermitian-complex routines (Swarztrauber 1982).  

The filter function is applied independently to both the real and the imaginary 

components. 

By default, PR-CALC applies the theoretically most accurate filter function for the 

number of coevolved indirect dimensions (Radon 1917; Bracewell and Riddle 1967; 

Rowland 1979; Shepp 1980; Deans 1983; Kak and Slaney 1999; Coggins, Venters, and 

Zhou 2005).  For (u, v)-D experiments, with only a single tilted projection axis, this 

would be: 

 ( ) ,u vw t t −=  (5.7) 

where the coordinate t is the time domain coordinate.  Thus for (3,2)-D and (4,3)-D 

experiments, w(t) = t, and for (4,2)-D experiments, w(t) = t2.  The (3,2)-D and (4,2)-D 

time domain functions, and their effects on peak lineshape, are shown in Figure 19.  The 

justification for Equation 5.7 arises from the basic principles of FBP.  The specific 

purpose of the filter function is to correct for oversampling of the time domain close to 

the origin in the radial sampling procedure.  In a 2-D space sampled radially, the density 

of sampling points decreases inversely with the distance from the origin (1/t), which must 

be corrected by reweighting the intensities of points using the function t.  Adding a 

dimension causes the sampling density to decrease according to 1/t2 instead of 1/t, and 

the exponent of the filtering function must therefore be increased.  Equation 5.7 arises by 

extension of this principle to higher dimensional spaces. 
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Output Data.  The final spectra produced by PR-CALC are stored in the user’s 

choice of any of the file formats listed above.  Reconstructions automatically include 

referencing information calculated according to the information given in the control file. 

 

5.1.3.  Software Interfaces, Utilities and Compilation Requirements 

   

User Interface.  The program uses a simple command-line interface.  

Reconstruction requests are provided by options entered on the command-line, or 

alternatively as text files with multiple reconstruction commands, which are executed as a 

batch.  The batch mechanism is an efficient way to compute a number of reconstructions 

from the same input data, as the overhead of loading projection data—and for FBP, 

filtering the data—need be done only once.  A progress report display is provided, 

showing the status of running and queued calculations, and allowing calculations to be 

stopped in place and restarted later.   

Pipe-based Interface.  A pipe-based interface is also provided, so that PR-CALC 

can be run in the background from other programs, as a data-processing server.  

Reconstruction commands are passed via a pipe, and pr-calc provides status notifications 

in return. 

Parallel Computing.  PR-CALC currently provides support for parallel computing 

on symmetric multiprocessing (SMP) systems.  Reconstruction requests, received either 

from the command-line options, a text command file for batch reconstruction, or via a 
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pipe, are queued and distributed among available processors automatically.  To facilitate 

this feature, PR-CALC must be compiled with the Boost C++ threading library.  Future 

plans call for extending PR-CALC to support parallel processing on multinode clusters. 

PRSP.  The utility program PRSP is included with PR-CALC.  PRSP acts on Varian 

spectrometer data to separate intermodulated projections.  The program is run from the 

command-line, with the user supplying the dimensionality of the data; all other required 

parameters are read from the file header.  PRSP reads a single unseparated projection data 

file and produces a set of independent projection files in Varian format, which are 

suitable for direct input into NMRPipe for processing.  The details of intermodulated 

projections in PR-NMR are described in Chapter 2 above as well as in the literature (Kim 

and Szyperski 2003; Kupče and Freeman 2003e; Freeman and Kupče 2004).  An example 

of PRSP’s expectations and generated results for (3,2)-D data is given in the Results 

section below. 

Compiling/System Requirements.  PR-CALC can be compiled on any system with 

an ISO standard C++ compiler and all ISO standard C++ libraries present.  In addition, a 

FORTRAN compiler is required in order to compile the fftpack library, which is used for 

Fourier transforms.  The gcc/g++/g77 compiler system, available on most platforms, is 

entirely sufficient to build the package.  If the Boost C++ libraries are available, pr-calc 

can be compiled with support for threading.  The program has been tested extensively on 

recent versions of Linux, Microsoft Windows and Apple Mac OS X.  pr-calc compiles 

and runs without problem on 64-bit systems, and will take advantage of 64-bit 

capabilities, when applicable. 
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Availability.  The full PR-CALC package, including source code, documentation 

and example data, is available online from 

<http://zhoulab.biochem.duke.edu/software/pr-calc/>.  In addition, distributions with 

precompiled binaries for some platforms are available. 

 

5.2.  Using the Software 

 

5.2.1.  Collecting and Preparing Input Data 

 

Approach to Collecting and Processing PR-NMR Data.  Our software for PR-

NMR data processing is designed to integrate directly into the conventional data 

processing and analysis pipeline (Hoch and Stern 1996), so that PR-NMR can be used 

with an approach only slightly different from the traditional one (Figure 27). 

Data collection involves pulse sequences essentially identical to their 

conventional counterparts (i.e. magnetization transfer steps, and the means of achieving 

them, are identical), except that PR-NMR sequences must be modified to increment 

evolution times simultaneously in order to achieve a tilted projection (Kupče and 

Freeman 2003e; Coggins, Venters, and Zhou 2004; Freeman and Kupče 2004; Kupče and 

Freeman 2004b, 2004a).  In addition, minor modifications may be needed to ensure that 

all indirect dimensions have identical phase corrections, and to ensure that no distortions 

occur for specific tilt 
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Figure 27:  Steps in Processing Conventional and PR Data 

 

angles, as described by Venters et al. (2005), and the spectral widths of the projections 

must be adjusted as described previously to ensure that signals do not become aliased 

(Coggins, Venters, and Zhou 2004).  Typically, a given PR-NMR pulse sequence is run a 

number of times with different angle parameters, producing a collection of lower-

dimensional time domain data files, each containing a projection at unique angles. 

From the spectrometer to the final reconstructed spectrum requires only a few 

processing steps, described in detail below.  Intermodulated projections must be 

separated first.  The individual projections are then processed using standard NMR 

software and procedures, to give frequency domain projection data.  These data are then 

the input for pr-calc, which produces a final spectrum suitable for analysis.  The only new 

software components required are PR-CALC and a tool to separate intermodulated 
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projections; the included PRSP tool (PR/Separate Projections) meets the latter need for 

Varian spectrometer data. 

Separating Intermodulated Projections.  The issue of hypercomplex vs. complex 

data and resulting separation of intermodulated projections was discussed in detail in 

Section 2.2 as well as in several publications (Kim and Szyperski 2003; Kupče and 

Freeman 2003e; Freeman and Kupče 2004).  For a tilted axis formed by coevolving d 

dimensions, with quadrature detection in all d dimensions, one obtains 2d-1 projections at 

different combinations of positive and negative angles for each projection experiment. 

The first step of PR-NMR data processing is to separate these intermodulated 

projections.  For data recorded on Varian spectrometers, the PRSP tool included in this 

package can carry out this process automatically.  It separates projections based upon the 

dimensionality, decoding gradient-based sensitivity-enhancement first if necessary (Kay, 

Keifer, and Saarinen 1992).  The FIDs in projections are expected to have a specific 

organization, and the resulting separated files are labeled according to the signs of the 

angles.  For example, for a (3,2)-D experiment, PRSP expects the following FIDs, in the 

order given: 

 

( )( )
( )( )
( )( )
( )( )

1 1 2 2

1 1 2 2

1 1 2 2

1 1 2 2

FID 1:  cos cos

FID 2:  cos sin

FID 3:  sin cos

FID 4:  sin sin .

t t

t t

t t

t t

ω ω

ω ω

ω ω

ω ω

 (6.8) 

Assuming that a projection were collected at angles α1 to axis 1 and α2 to axis 2, 

and that the original data file were named fid, PRSP would produce two files, fid_++ and 
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fid_–+, containing the projections with angles (+α1, +α2) and (–α1, +α2), respectively, 

according to the following linear combinations of the starting FIDs: 

 

( )
( )
( )
( )

1 1 2 2

1 1 2 2

1 1 2 2

1 1 2 2

cos FID 1  FID 4
Projection 

sin FID 2  FID 3

cos FID 1  FID 4
Projection 

sin FID 2  FID 3.

t t
t t

t t
t t

ω ω
ω ω

ω ω
ω ω

 + = −+ +  + = +
 − + = +− +  − + = −

 (6.9) 

Full details on PRSP requirements for data organization are given in its manual. 

Processing Projection Data.  Once intermodulated projections are separated, the 

independent projections can be processed using standard NMR data processing tools and 

techniques, like any other lower-dimensional spectra (Hoch and Stern 1996).  At a 

minimum, this must include apodization, Fourier transformation and phase correction.  

Linear prediction, and other procedures such as solvent artifact suppression, may be used 

if desired.  Ideally, each of the projections is processed identically; this can be done 

conveniently with the aid of shell scripts.     

 

5.2.2.  Configuring and Executing Reconstruction Calculations 

 

Control Files.  Before the spectrum can be reconstructed, a text “control file” 

must first be created, describing the experiment and the projection data.  The control file 

has two sections, the first defining the experiment and its parameters, and the second 

listing the available projection data.  An example control file, for a (4,2)-D methyl/amide 

NOESY experiment, is shown in Figure 28.   
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Scaling of Projection Intensities.  At this point, it is important to ensure that the 

signal levels on the different projections are consistent.  The scale option in the control 

file can be used to rescale individual projections to a common level if needed.  The 

proper scaling factors can be calculated a priori based upon the pulse sequence, the 

number of transients used to collect the projections, and knowledge of the processing 

pipeline. 

As an example of how scaling corrections can be determined, consider a typical 

(4,2)-D HNCACB experiment.  In order to achieve equal sensitivity on the different 

projections, we collect different numbers of transients for the HN-N orthogonal 

projection, the HN-CA and HN-CB orthogonals, and the tilted projections, at a ratio of 

1:2:4 transients for the three categories, respectively.  For simplicity in the discussion 

below, we will assume that the numbers of transients collected are 1, 2 and 4, 

respectively, although naturally in practice these numbers must be multiplied by the 

minimum phase cycle size for the pulse sequence.  If we define the signal recorded per 

transient for the HN-N projection as s, and the corresponding noise level as n, the signal 

and noise levels for the orthogonal projections are calculated as follows, for the HN-N: 

 

HN-N Orthogonal Signal Noise SNR
Initial value per transient /

Sensitivity-enhancement processing 2 2

Final level 2 2 2 /

  

s n s n

s n s n

× ×  
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and the others: 

 

HN-CA and HN-CB Orthogonals Signal Noise SNR
Initial value per transient /

2 transients collected per FID 2 2

Final level 2 2 2 /

s n s n

s n s n

× ×
 

Thus the orthogonal projections have matching signal and noise levels after 

processing the HN-N projection for gradient sensitivity-enhancement.  The tilted 

projections are different in that they begin with four-fold less signal per transient than the 

orthogonals.  This is due to the signal modulation in the additional two dimensions, 

which splits the peak intensity into four signals at different projected positions.  The 

subsequent separation of intermodulated projections isolates each of the multiplet 

components on an independent plane, at the same time that it restores the sensitivity 

through the additional and subtraction of FIDs.  The full analysis is given below: 

 

Tilted Signal Noise SNR
Initial value per transient / 4 / 4
4 transients collected per FID 4 2

Sensitivity-enhancement processing 2 2
Separation of intermodulated projections 4 2

Final level 8 4 2 2 /

s n s n

s n s n

× ×

× ×
× ×

 

The final absolute levels for the tilted projections are four-fold higher than for the 

orthogonal projections, although they share the same SNR.  Thus a scale = 4.0 value is 

needed in the control file for each of the three orthogonal projections, to bring the 

absolute levels up to match those on the tilted projections.  Although the specific purpose 
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of this correction is to make signal levels consistent, note that as a consequence of the 

identical SNR, the noise level also becomes consistent. 

Calculating Reconstructions.  Calculating reconstructions in PR-CALC is 

straightforward, once the control file has been constructed.  A reconstruction is 

accomplished with a single command, such as: 

pr-calc –in control.txt –out spectrum.nv –lv 

which instructs the program to load the experiment described in control.txt, compute a 

reconstruction of the full spectrum at the resolution specified in the control file, and to 

write the full spectrum to an NMRView file entitled spectrum.nv.  The resulting 

spectrum is ready for analysis using NMR spectrum analysis programs.  This 

reconstruction would use the LV algorithm, on account of the –lv option.  To use HBLV 

with k = 8 would require: 

pr-calc –in control.txt –out spectrum.nv –hblv 8 

The algorithm is selected using the –lv, –bp, –hblv and –fbp options. 

To set the digital resolution of the reconstruction, the –size option is used, or the 

values in the control file are adjusted.  An example of the former would be: 

pr-calc –in control.txt –out spectrum.nv –size 64x64x64x512 

which would produce a spectrum with 64 x 64 x 64 x 512 point digital resolution.  The 

resolution may be set as desired, noting the caveats below, with PR-CALC downsampling 

or interpolating the projection data as needed using the averaging algorithm.  Choosing a 

low reconstruction resolution will naturally reduce the quality of the reconstruction:  All 

peaks will broaden, those that are close together will merge, positions will become 

inaccurate due to the low resolution sampling grid, and some peaks may broaden so much 
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as to be lost to the noise.  Depending upon the reconstruction algorithm, lowering the 

resolution may have other important consequences.  For example, in a low resolution 

FBP reconstruction, the cancellation of ridges and troughs may not occur correctly, 

resulting in an increased apparent noise level.  The best quality reconstructions are 

obtained if the reconstruction is carried out at a resolution equal to the resolution of the 

projection data.   

Figure 29 provides a demonstration of these phenomena, showing the FBP 

reconstruction of the HM/CM plane at the HN and N coordinates for residue S50 

(HN=8.38 ppm, N=122.55 ppm), from the (4,2)-D methyl/amide NOESY spectrum of  

 

 

Figure 29:  Resolution and Downsampling in FBP Reconstructions 
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human carbonic anhydrase II described previously (Coggins, Venters, and Zhou 2005), at 

different resolutions.  In panel (a), at 16 x 16 point digital resolution, crosspeaks I and III 

are resolved, but broadened; the lack of resolution makes it impossible to resolve the 

remaining crosspeaks individually.  The apparent noise level is high, reflecting lack of 

proper ridge and trough cancellation in the FBP process at low resolution.  Increasing the 

resolution to 32 x 32 points (panel b) allows all crosspeaks except VII, which is 

broadened into the noise, to be resolved individually.  Peak widths are broader than the 

projection linewidths.  The apparent noise level is lower than at 16 x 16 point resolution, 

but still above the natural noise level. With 64 x 64 point digital resolution (panel c), all 

peaks are resolved at the linewidths measured on the projections, and the apparent noise 

level matches the experimental noise level.  Finally, for 128 x 128 point digital resolution 

(panel d), the crosspeak linewidth is identical to the 64 x 64 point reconstruction (i.e. in 

both cases, reconstruction linewidths match projection linewidths), but peak shapes are of 

higher quality, due to finer digital sampling.  The extra resolution also improves the 

accuracy of peak positions. 

By default, PR-CALC will reconstruct the entire spectrum, but specific subsets of a 

spectrum can also be requested.  As shown in Figure 30 for a 3-D example, the –slice 

option is used to obtain a lower-dimensional section out of the experiment (panel a), 

while the –region option produces a result with the same dimensionality as the 

experiment, but containing only a portion of it.   In panel (b), a region is shown with 

reduced width in all three dimensions, while in (c) a region with full width in two 

dimensions, and a reduced width in the third dimension, is shown.  Note that the slice and  
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Figure 30:  Options for Reconstructing Slices and Subsets of Spectra 

 

region mechanisms can be combined (using the three options –slice, –center and – 

region).  In the example of panel (d), a 2-D reconstruction is produced, containing a 

region out of a slice. 

A batch processing mode is also available, in which multiple reconstructions can 

be requested from the same projection data (i.e. covering different regions, or using 

different algorithms), while only requiring the data to be opened once.  For this feature, a 

text file is prepared listing the desired reconstructions in a syntax that is essentially 

identical to the command-line syntax.  This “command file” is invoked with –cmd: 
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pr-calc –in control.txt –cmd command.txt 

HBLV Noise Option.  The HBLV implementation provides the choice of 

comparing all possible combinations of k projections, or stopping when a combination is 

found that sums to a value below a noise floor (Venters et al. 2005).  The latter option is 

recommended, and is the program default; the –noise option overrides.  An example 

comparing reconstructions with both choices, for the reconstruction of the CA/CB plane 

for residue K126 (HN=7.965 ppm, N=124.569 ppm) from the (4,2)-D HNCACB of 

human carbonic anhydrase II described in Chapter 3 and published previously (Venters et 

al. 2005), using HBLV with k = 12, is shown in Figure 31.  The default setting leads to a 

noise level that more accurately reflects the true sensitivity of the experiment, and avoids 

the production of “spikes” that may be misinterpreted as peaks. 

 

5.2.3.  Performance Considerations 

 

Running Time Bounds.  The processing time needed by PR-CALC scales with the 

number of data points to reconstruct, and the number of projections, according to their 

product: 

 ( ), ,T N TNτ =  (5.10) 

where τ is the computation time, T is the total number of data points in the reconstruction, 

N is the number of projections, and O(x) indicates that the form of the asymptotic upper 

bound running time is x.  Although every effort has been made to optimize the calculation 
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Figure 31:  The HBLV Noise Level 

 

steps of the inner loop, the aggregate time can become quite large for large T and N (e.g. 

a (4,2)-D FBP reconstruction can easily have T = 109 and N = 102, yielding 1011 iterations 

of the PR-CALC inner loop, which translates into several days of processing time on a 2.4 

GHz Intel Xeon CPU).  Distributing this burden among multiple processors introduces a 

slight overhead, but for many reconstructions this is insignificant compared to the actual 

calculation time.  Naturally, the strategy of calculating only subsets from a large 

spectrum can reduce the calculation burden by many orders of magnitude, as computing a 

slice from a spectrum often requires no more than a few seconds with modern computers, 

and regions can be calculated on the order of minutes. 

The exception to Equation 5.10 is the HBLV algorithm.  If the noise floor is 

disabled, the processing time scales as: 
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 (6.11) 

Needless to say, because of the factorials, for certain values of n and k, this time 

requirement can become prohibitively large.  Besides having a large time requirement, 

this method also requires a large amount of system memory in order to track which 

projections are combined for each reconstruction bin.  Because of these limitations, as a 

general rule, HBLV calculations for N > 30 are not possible.  When the noise floor 

modification is active, the time requirement is reduced by orders of magnitude, but the 

exact reduction depends upon the data and therefore cannot be predicted a priori.  

Despite the acceleration provided by the noise floor procedure, the maximal number of 

projections N will likely remain in the thirties, because of the explosive rate of growth of 

NCk at those values and its consequences for calculation time and required memory. 

Strategy for Large Datasets.  Although Equations 5.10 and 5.11 may suggest 

significant limitations on the kinds of data that could be evaluated routinely by PR-NMR, 

we have found that with an appropriate choice of strategy, the calculation burdens 

become quite manageable.  First, as a general rule with large datasets, and certainly 

before starting any large calculation, we highly recommend choosing a handful of 

expected crosspeaks as test cases for optimizing the reconstruction parameters.  For 

sequential assignment data collected according to the methodology in Venters et al. 

(2005), one should experiment with different values of the HBLV parameter k, to 

determine the optimum reconstruction settings. 
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For large (4,2)-D or (5,2)-D datasets, once the reconstruction parameters have 

been determined we recommend reconstructing individual slices or regions for each 

residue.  The batch reconstruction feature allows this to be carried out quickly.  The result 

is a set of small spectra for individual residues, each produced at high resolution.  The 

reconstruction parameters may be optimized for each individual slice or region, as 

needed.  An alternative is to reconstruct the full spectrum, which is often feasible, 

although several days of calculation time may be needed.  This option may also require 

reducing the resolution significantly below what the data would support, because of 

either the calculation time or the file size (note that most current computing hardware 

restricts file sizes to less than 2 or 4 GB, directly limiting the reconstruction resolution).  

Note also that it is not possible, when calculating a single large spectrum, to optimize the 

reconstruction parameters for different regions of the spectrum. 

Calculation Time Examples and Practical Advice.  The practical consequences 

of computational complexity can best be appreciated by considering some commonplace 

examples.  We shall discuss potential approaches and results for three typical PR-NMR 

experiments: a (3,2)-D HNCO, a (4,2)-D HNCACB and a (4,2)-D methyl/amide-

NOESY.  In these discussions, we shall concern ourselves primarily with the practical 

reconstruction calculation issues for each dataset, rather than the relative merits of 

different data collection approaches or reconstruction algorithms.  The scenarios that we 

have considered, with respect to the algorithms to use for different numbers of 

projections, are based on the discussions of the algorithms in the literature.  All 

computation times are for a single Intel Xeon 2.5 GHz processor with 1 GB of memory.  
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Timings were measured to one second precision; for the longer calculations marked with 

a footnote in Table 3, the full calculation was not timed, but rather the calculation time 

was extrapolated based on the progress of the calculation over 10 minutes.  A “startup 

time,” consisting of the overhead time needed for loading data, creating output files, 

filtering projections and initializing HBLV reconstruction parameters, was measured 

separately from the “calculation time,” the time needed to evaluate Equation 5.1 for each 

reconstruction point.  For HBLV reconstructions, the default noise floor option—with the 

noise floor enabled—was used.  The measured timings are given in Table 3. 

The results show that the 3-D HNCO dataset can be reconstructed quickly by 

almost any of the methods described in the literature, at any desired resolution, in as little 

as one or as many as seven minutes.  However, it should be noted that HBLV 

reconstruction for 36 projections was not possible due to insufficient memory to track the 

reconstruction bins, but could be completed in 10 minutes with 18 projections, which 

highlights the combinatorial difficulties that can arise with HBLV, in this case because of 

memory requirements rather than time requirements.  Nevertheless, these results confirm 

that for a typical 3-D spectrum such as HNCO, reconstruction of the full spectrum is 

straightforward, and requires minimal time and storage space. 

As a second example, we consider the (4,2)-D PR-NMR reconstruction of the 

TROSY-HNCACB spectrum of human carbonic anhydrase (HCA) II.  The collection of 

the projection data for this experiment was described in Chapter 3 and was published 

previously (Venters et al. 2005).  Because reconstruction time and disk storage 

requirements can be a serious issue for high resolution 4-D datasets, we have considered  
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Table 3:  Examples of Calculation Times 

Type Total Digital  Algorithm TN File Size Startup Calc. Total Calc.
 Proj. Resolution  

(data 
points/axis) 

 (note a) (MB) Timeb 

(h:min:s)
Timec 

(h:min:s) 
Time 

(h:min:s)
Time/

TN 
(µs)

(3,2)-D HNCO of Protein G, B1 Domain 
Full 6 32 x 32 x 420d LV 2.6 x 106 1.77 0:00:10 0:00:51 0:01:01 20
Full 6 32 x 32 x 420 HBLV k=2 2.6 x 106 1.77 0:00:25 0:01:00 0:01:25 23
Full 6 64 x 64 x 420 LV 1.0 x 107 7.08 0:00:20 0:02:15 0:02:35 13
Full 6 64 x 64 x 420 HBLV k=2 1.0 x 107 7.08 0:00:34 0:02:28 0:03:02 14
Full 6 128 x 128 x 420 LV 4.1 x 107 28.31 0:00:56 0:05:41 0:06:37 8
Full 6 128 x 128 x 420 HBLV k=2 4.1 x 107 28.31 0:01:14 0:06:47 0:08:01 10
Full 18 64 x 64 x 420 BP 3.1 x 107 7.08 0:00:36 0:05:45 0:06:21 11
Full 18 64 x 64 x 420 HBLV k=6 3.1 x 107 7.08 0:01:22 0:10:20 0:11:42 20
Full 36 64 x 64 x 420 BP 6.2 x 107 7.08 0:00:57 0:10:19 0:11:16 10
Full 36 64 x 64 x 420 FBP 6.2 x 107 7.08 0:00:55 0:11:21 0:12:16 11

(4,2)-D TROSY-HNCACB of Human Carbonic Anhydrase II 
2-D Slicee 23 64 x 64f LV 9.4 x 104 0.02 0:00:24 0:00:01 0:00:25 11
2-D Slice 23 64 x 64 BP 9.4 x 104 0.02 0:00:24 0:00:01 0:00:25 11
2-D Slice 23 64 x 64 HBLV k=8 9.4 x 104 0.02 0:01:22 0:00:22 0:01:44 234
4-D Reg.g 23 64 x 64 x 5 x 5h LV 2.4 x 106 1.05 0:00:24 0:00:21 0:00:45 9
4-D Reg. 23 64 x 64 x 5 x 5 BP 2.4 x 106 1.05 0:00:21 0:00:19 0:00:40 8
4-D Reg. 23 64 x 64 x 5 x 5 HBLV k=8 2.4 x 106 1.05 0:01:19 0:09:27 0:10:46 241
Full 23 64 x 64 x 128 x 

738 
LV 8.9 x 109 1560.28 0:02:43 17:10:00i 17:12:43 7

Full 23 64 x 64 x 128 x 
738 

BP 8.9 x 109 1560.28 0:02:41 17:10:00i 17:12:41 7

(4,2)-D Methyl/Amide NOESY of Human Carbonic Anhydrase II 
2-D Slicej 391 64 x 64k FBP 1.6 x 106 0.02 0:01:50 0:00:09 0:01:59 6
2-D Slice 391 128 x 128 FBP 6.4 x 106 0.07 0:01:50 0:00:29 0:02:19 5
4-D Reg.l 391 64 x 64 x 5 x 5m FBP 4.0 x 107 1.05 0:01:53 0:03:43 0:05:36 6
4-D Reg. 391 128 x 128 x 5 x 5FBP 1.6 x 108 4.20 0:01:53 0:13:52 0:15:45 5
Full 391 64 x 64 x 64 x 

403 
FBP 4.1 x 1010 427.82 0:03:08 64:06:00i 64:09:08 6

Full 391 128 x 128 x 128 
x 403 

FBP 3.3 x 1011 3422.55 0:06:31 416:40:00i 416:46:31 5

 

aThe number of reconstruction data points (N) times the number of projections (n), as in Equations 5.10 and 5.11. 
bThe time from the program’s start until it begins evaluation of Equation 5.1; includes creation of the output file, 

loading input data, filtering projections (when applicable) and initializing reconstruction algorithm parameters.  All 
times were measured on a single 2.4 GHz Intel Xeon processor with 1 GB memory, running Microsoft Windows XP. 
PR-CALC was compiled with the Microsoft Visual Studio 8.0 Optimizing C++ Compiler with full optimization, and 
the Microsoft Visual Studio 8.0 C++ Standard Library was used. 

cThe time needed for the evaluation of Equation 5.1 for all reconstruction points, also including overhead tasks that 
occur during this evaluation, such as the paging of data to and from disk. 

dFor all HNCO reconstructions, corresponds to the N, CO and HN dimensions, respectively. 
eFor all 2-D slice reconstructions of the HNCACB, computed for residue K126, at HN=7.965 ppm and N=124.569 

ppm. 
fFor all 2-D slice reconstructions of the HNCACB, corresponds to the CA and CB dimensions. 



 

123 

gFor all 4-D region reconstructions of the HNCACB, computed for residue K126, centered at HN=7.965 ppm and 
N=124.569 ppm. 

hFor all 4-D reconstructions of the HNCACB, corresponds to the CA, CB, N and HN dimensions, respectively. 
iThis approximate value was extrapolated based on the progress of the calculation after 10 minutes of calculation time.
jFor all 2-D slice reconstructions of the methyl/amide NOESY, computed for residue S50, at HN=8.376 ppm and 

N=122.553 ppm. 
kFor all 2-D slice reconstructions of the methyl/amide NOESY, corresponds to the HM and CM dimensions. 
lFor all 4-D region reconstructions of the methyl/amide NOESY, computed for residue S50, at HN=8.376 ppm and 

N=122.553 ppm. 
mFor all 4-D reconstructions of the methyl/amide NOESY, corresponds to the HM, CM, N and HN dimensions, 

respectively. 
 

 

both the strategy of calculating selected planes and regions as well as that of calculating 

the full spectrum.  The former is quite rapid, requiring only seconds to calculate a plane.  

In fact, if the batch mode is used, individual planes can be calculated for all 265 residues 

in the protein, by LV or BP, in less than 5 minutes, and the total disk space needed to 

store the planes of interest would be less than 5 MB (with the batch or pipe modes, the 

“startup time” is only needed at the beginning of the first calculation; subsequent planes 

require only the “calculation time”).  Naturally, the time requirements for 4-D regions 

scale approximately linearly with the increased number of planes.  In all of these cases of 

slices and regions, it would be quite reasonable to increase the reconstruction resolution 

beyond the example given here.  Reconstructing the full spectrum by LV or BP is 

feasible, although at 17 hours, it certainly is not instantaneous.  Note that more than 1.5 

GB of disk space is needed to store the full reconstruction. 

As one would expect, HBLV requires considerably more calculation time.  For 

this example, there are potentially 490,314 bins to be evaluated for each data point, 

although the noise floor cutoff significantly reduces the actual number examined for 

many points.  Slices and regions can be determined with HBLV in a reasonable amount 
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of time.  We did not attempt to measure the time of a full HBLV reconstruction under 

controlled conditions, although such calculations were completed previously and required 

4-7 days of computer time, depending upon the resolution in the direct dimension.   

Finally, we present results for the (4,2)-D methyl/amide NOESY spectrum of 

HCA II, which we described in Chapter 4, and which we have published previously 

(Coggins, Venters, and Zhou 2005).  For the quantitative reconstruction of NOESY 

spectra, we measure a large number of projections (100 experiments, which yields 391 

projections after application of prsp), and reconstruct using FBP.  As with the HNCACB 

experiment, it is straightforward to reconstruct slices and regions at medium or high 

resolution, but calculating the entire spectrum requires several days at medium resolution, 

and would be unfeasible at high resolution without a multiprocessing or cluster system.  

With an eight node cluster, the calculation would require two days.  On more modest 

computers, the best option for this experiment is to reconstruct a plane for each of the 265 

residues, which could be completed, even at high resolution, in just two hours. 

One can see from these examples that 3-D reconstructions are quick and 

straightforward, and that (4,2)-D spectra can be approached easily through the strategy of 

computing selected planes and regions, although reconstructing complete 4-D matrices 

places some demands on computer hardware.  It is interesting to note that the cost per 

reconstruction point per projection is in fact constant, as suggested by Equation 5.10, and 

that the cost on this particular CPU comes to approximately 10 µs.  The HBLV results for 

the TROSY-HNCACB spectrum are naturally the exception.  The continued 

advancement of computer technology, including the increasingly widespread availability 
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of high performance cluster systems, should progressively reduce the computational 

limitations of this method. 

 

5.2.4.  Interaction with Other Software 

 

PR-CALC is designed to facilitate operation as a background service provider to 

other software.  A special interface is activated using the –cmdpipe switch; in this mode, 

PR-CALC responds to formatted commands passed over a pipe from other software, with 

status updates returned over standard output.  Reconstruction commands are dispatched 

via background threads. 

This interface should prove particularly useful for connecting pr-calc to spectrum 

analysis software that supports scripting.  Custom, graphical interfaces could be built 

within analysis programs, making use of PR-CALC in pipe mode, allowing the automatic 

reconstruction of planes of interest from larger experiments, with simple controls for 

adjusting reconstruction parameters.  Preliminary efforts to develop these capabilities for 

NMRView have proven successful and of great use in practice (D. Kojetin and J. 

Cavanagh, personal communication). 

In addition, all of PR-CALC’s capabilities are organized into C++ libraries, which 

could easily be used as components in the development of NMR software in C++.  The 

library interfaces are described in detail in the program documentation, source code is 

provided, and licenses for library redistribution are available upon request. 
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5.3.  Summary 

 

Recent developments with projection-reconstruction NMR have shown it to be a 

method with broad applicability to problems in biomolecular NMR, allowing the 

collection of higher-dimensional experiments at very high resolution, with high quality, 

in no more time than would be needed to record lower-dimensional spectra 

conventionally.  However, the widespread adoption of PR-NMR would not be possible 

without the availability of appropriate software for computing reconstructions from 

projections.  We have described a complete program for PR-NMR reconstruction, PR-

CALC, that meets this need.  This program integrates directly into the conventional 

procedures used for processing and analyzing NMR data, such that processing PR-NMR 

data requires only a small amount of additional effort beyond that needed to process 

conventionally-recorded data.  It has been used successfully in many of the PR-NMR 

studies published to date, and has been shown to produce accurate spectra.  PR-CALC has 

been optimized to achieve excellent performance, and to take advantage of the full 

capabilities of the available computing hardware.  PR-CALC should meet the needs of 

anyone interested in applying PR-NMR to biological experiments, opening the door for 

the widespread utilization of this exciting new method. 
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6.  POLAR FOURIER TRANSFORMS OF RADIALLY 
SAMPLED NMR DATA 

 

 

In the preceding chapters, we have introduced and demonstrated the 

reconstruction of NMR spectra from projections.  To obtain projections, the NMR time 

domain is sampled radially, and each radial spoke is processed independently by a 1-D 

FT with respect to the radial dimension.  The projections then serve as input to a 

reconstruction process, which can be one of the nonlinear methods described in Chapters 

2 and 3, or the linear, quantitative filtered backprojection (FBP) method described in 

Chapter 4.1 

An interesting question is whether radially-sampled NMR data could be processed 

directly with a multidimensional Fourier transform (FT), yielding a quantitative higher-

dimensional spectrum determined according to the familiar properties of the FT.  Noting 

that the sampling procedure used in the projection spectroscopy method is essentially a 

sampling in polar coordinates, we turned to forms of the discrete FT that operate in a 

polar domain, which we refer to collectively as the polar FT (PFT).  Here, we evaluate 

the unique properties of the polar FT, and consider in detail its application to radially-

sampled NMR data.  We derive analytical expressions governing the spectra obtained for 

discrete NMR data, providing a theoretical understanding of the numerical and 

                                                 

1 Reprinted with modifications, by permission of the publisher, from Brian E. Coggins and Pei Zhou. 2006. Polar 
Fourier transforms of radially sampled NMR data. J. Magn. Reson. 182: 84-95.  Copyright © 2006 Elsevier. 
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experimental results reported previously for the radial case.  An important result is the 

determination that it is possible to obtain spectra that are virtually identical to those 

generated by discrete FTs of data sampled on Cartesian grids.  We further discuss the 

intimate connection between polar Fourier transforms and the FBP reconstruction 

method, which will shed great light on the properties and behavior of FBP. 

  

6.1.  Polar Fourier Transforms 

 

6.1.1.  Continuous Radial Polar Transforms 

 

The starting point for our discussions will be the conventional Cartesian Fourier 

transform of a continuous 2-D complex-valued function f(x, y): 

 ( ) ( ) ( )2, , .i xX yYF X Y f x y e dx dyπ∞ ∞ − +

−∞ −∞
= ∫ ∫  (6.1) 

One approach to calculating a spectrum would be to evaluate this equation directly for the 

known sampling points, with the rest of the domain implicitly assumed to be zero 

(Kazimierczuk, Kozminski, and Zhukov 2006).  This could be used for radial data.  

However, it is reasonable to ask whether changing Equation 6.1 to polar coordinates 

would give additional insight into the situation.  Substituting 2 2r x y= + and θ = arctan 

y/x, and changing the differentials dx dy to r dr dθ, Equation 6.1 becomes the continuous 
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transform of a radially-sampled function (Gilbert 1972b; Thompson and Bracewell 

1974): 

 ( ) ( ) ( )2 2 cos cos

0 0
, , ,ir X YF X Y f r e r dr d

π π θ θθ θ
∞ − += ∫ ∫  (6.2) 

where 0 ≤ θ < 2π and 0 ≤ r < ∞. 

The primary difference between Equation 6.2 and Equation 6.1 is the factor r in 

the change of differentials, which corrects for the unequal area density of sampling points 

in the radial pattern.  Without this correction, each infinitesimal area element defined by 

dr dθ would be given uniform weighting, even though the sizes of these elements are not 

uniform over the whole plane.  This has more general implications for FT processing of 

data sampled on non-Cartesian patterns, which we will discuss in detail below. 

The fact that we represent F in Cartesian coordinates in Equation 6.2, despite 

changing f to polar coordinates, is worthy of comment.  Although it is possible to 

calculate F in a polar space, it is important to recognize that the Fourier transform always 

produces equal information about F for all points in the X/Y plane, regardless of the 

coordinate system of the input function f.  We conclude that the evenly-distributed 

Cartesian grid is better suited than a polar grid for reporting the transform results. 

As written in Equation 6.2, the transform is evaluated first with respect to r, and 

secondly with respect to θ.  We shall refer to this form of the polar FT as a radial 

transform.  This equation fits naturally with the interpretation of the 2-D FT kernel as a 

superposition of 1-D cosine and sine waves in all directions (Bracewell 1995; Bracewell 

2000); here, each spoke of f(r, θ) at fixed θ contributes the weighting coefficients for the  



 

130 

 

Figure 32:  Synthesis in the Radial Form of the Polar FT 

 

cosine and sine waves in direction θ used in the synthesis of F.  This is illustrated in 

Figure 32, where the amplitude of a single wave (panel b, blue) in F is determined by the 

value of a corresponding point in f (blue point in a), with the frequency determined by the 

distance of the point from the origin.  Since the specific position along a kernel wave in 

direction θ for a point F(X, Y) can be located with a frequency domain radial coordinate 

R’ = X cos θ + Y cos θ, we can write: 

 ( ) ( )
2 2

0 0
, , ,irRF X Y f r e r dr d

π πθ θ
∞ ′−= ∫ ∫  (6.3) 

showing that the innermost integration is essentially a 1-D FT with respect to r.  Letting 

Fr represent the data following this integration, we find that Fr is entirely in the frequency 

domain, and that the kernel has been evaluated completely.  All that remains is a simple 

integration of Fr along θ.  This is in contrast to the standard Cartesian approach of 

separating the kernel into x and y components, where following transformation over one 

variable, the kernel component for the other variable still remains. 
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Figure 33:  Synthesis in the Azimuthal Form of the Polar FT 

 

6.1.2.  Continuous Azimuthal Polar Transforms 

 

It is also possible to compute transforms in which the harmonic kernel 

components vary as θ (Cochran, Crick, and Vand 1952; Waser 1955; Klug, Crick, and 

Wyckoff 1958; Thompson and Bracewell 1974), and the innermost integration is a 1-D 

FT with respect to θ.  We shall refer to these transforms as azimuthal.  The intention in 

the azimuthal transform is to fit each ring of f(r, θ) (for example, the orange one in Figure 

33a) with waves that travel about circular rings of various radii r, with n periods per ring 

(for example, the one plotted in Figure 33b).  Naturally, n will be limited to integers.  

Equation 6.3 can be rearranged so that the innermost integration is over θ: 
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( ) ( ) ( )

( ) ( )

( ) ( )

2 2 cos sin

0 0
2 2 cos cos sin sin

0 0
2 2 cos

0 0

, ,

,

, ,

ir X Y

ir R R

irR

F X Y f r e r d dr

f r e r d dr

f r e r d dr

π π θ θ

π π θ θ

π π θ

θ θ

θ θ

θ θ

∞ − +

∞ − Θ + Θ

∞ − −Θ

=

=

=

∫ ∫
∫ ∫
∫ ∫

 (6.4) 

where we introduce 2 2R X Y= +  and Θ = arctan Y/X.  Using the following relation 

(Waser 1955): 

 ( )cos ,iu n in
n

n
e i J u eφ φ

∞

=−∞

= ∑  (6.5) 

where Jn is the Bessel function of order n, taking u = 2πrR and φ = θ – Θ, we derive: 

 ( ) ( ) ( ) ( )2

0 0
, , 2 .inn

n
n

F X Y f r i J rR e r d dr
π θθ π θ

∞∞ Θ−

=−∞

= ∑∫ ∫  (6.6) 

This equation can be rearranged as: 

 ( ) ( ) ( )
2

0 0
, , 2 .in n in

n
n

F X Y f r e d i J rR e r dr
π θθ θ π

∞∞ − Θ

=−∞

 =   ∑∫ ∫  (6.7) 

The integral in brackets is a 1-D Fourier transform with respect to θ.  This 

transform over θ explicitly analyzes f into harmonic components of θ, indexed by their 

integer angular frequencies n, measuring the degree of fit between each component (for 

example, the one plotted in Figure 33b) and each ring of data (for example, the orange 

one in Figure 33a).  The amplitudes of the harmonic components in this transform 

provide weighting coefficients for the components used in the final synthesis of F, which 

vary with Θ as sinusoids and with R as Bessel functions of various orders.  An example 

of one of these components is plotted in Figure 33c. 
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The azimuthal and radial transforms are equivalent methods for calculating the 

continuous polar 2-D Fourier transform.  For practical NMR signal processing, it is 

advantageous to adopt the radial transform, as it can be evaluated as a 1-D transform with 

respect to r followed by an integration, while the azimuthal involves a 1-D transform 

with respect to θ followed by the summation of a series of Bessel function terms.  

Additionally, the radial transform can be conveniently extended to hyperdimensional 

spaces, simply by changing the weighting factor r and integrating over the additional 

angles.  However, extending the azimuthal transforms to higher-dimensional functions 

requires introducing spherical or even higher-dimensional polar harmonics.  

Nevertheless, we find the azimuthal transform to be a useful analytical tool for predicting 

the consequences of limited sampling in the azimuthal coordinate for 2-D functions. 

 

6.1.3.  Hypercomplex and Complex Data and NMR Lineshapes 

 

In Chapter 2, we noted that the multidimensional NMR time domain is normally 

observed as hypercomplex, amplitude-modulated data rather than complex, phase-

modulated data, i.e. letting fx(x) and fy(y) represent the signals arising from the evolution 

of nuclei in x and y, respectively, four hypercomplex observations are made: 

 

( ) ( ) ( )
( ) ( ) ( )
( ) ( ) ( )
( ) ( ) ( )

1

2

3

4

, Re cos Re sin

, Re cos Im sin

, Im cos Re sin

, Im cos Im sin ,

x y

x y

x y

x y

I r f r f r

I r f r f r

I r f r f r

I r f r f r

θ θ θ

θ θ θ

θ θ θ

θ θ θ

  =    
  =    
  =    
  =    

 (6.8) 
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When sampled on a Cartesian pattern, this kind of data can be processed by means of 

States’ procedure, where each dimension is transformed separately.  However, in any 

other case, including the polar multidimensional FTs introduced in this chapter as well as 

the preparation of projection data in Chapter 2, it is necessary to convert the data to 

complex values prior to computing the transform, using the linear combination: 

 

( ) ( ) ( )(
( ) ( ) )
( ) ( )(
( ) ( ) )

( ) ( )1 4 2 3

1, Re cos Re sin
2
Im cos Im sin

Re cos Im sin
2

Im cos Re sin

1 .
2 2

x y

x y

x y

x y

f r f r f r

f r f r

i f r f r

f r f r

iI I I I

θ θ θ

θ θ

θ θ

θ θ

  = −   

   +   

   +   

     

= − + +

 (6.9) 

Because NMR signals are causal, observations are available only for positive evolution 

times, and Equation 6.9 allows us to populate only the +x +y quadrant of f(r, θ).  

However, recall that the second linear combination introduced in Chapter 2 produces data 

that is equivalent to reversing the direction of precession in the x dimension with respect 

to r.  Thus this second combination provides a method for populating the –x +y quadrant 

of f(r, θ), and we can write: 
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( ) ( ) ( )(
( ) ( ) )
( ) ( )(
( ) ( ) )

( ) ( )1 4 2 3

1, Re cos Re sin
2
Im cos Im sin

Re cos Im sin
2

Im cos Re sin

1 .
2 2

x y

x y

x y

x y

f r f r f r

f r f r

i f r f r

f r f r

iI I I I

π θ θ θ

θ θ

θ θ

θ θ

  − = +   

   +   

   −   

     

= + + −

 (6.10) 

In order to obtain an absorptive lineshape with a complex-valued 

multidimensional FT, such as either of the polar forms given above, it is necessary that 

data from both the +x +y and the –x +y quadrants be available.  This becomes clear when 

one considers that the transform for the +x +y alone is a superposition of dispersive and 

absorptive components (Ernst, Bodenhausen, and Wokaun 1987): 

 ( ) [ ]( ) [ ]( )Re , Re Re Im Im ,x y x y x yF X Y f f f f+ +     = ℑ − ℑ       (6.11) 

where ℑ is the Fourier transform operator.  This equation describes a mixed-phase or 

“phase-twist” lineshape, which is not desirable in NMR. 

Since ( ) ( )g u G U− ⇔ , the transform of the reflected –x +y data alone also has a 

phase-twist shape, but with the signs of the phase-twist lobes reversed: 

 ( ) [ ]( ) [ ]( )Re , Re Re Im Im .x y x y x yF X Y f f f f− +     = ℑ + ℑ       (6.12) 

By combining the original data (Equation 6.9) and the reflected data (Equation 6.10) and 

computing the FT, the dispersive components cancel, and a purely absorptive lineshape is 

obtained. 
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6.1.4.  Evaluation as a Fast Fourier Transform with Respect to r 

 

The discrete transform could be calculated at this point by direct evaluation of 

Equation 6.2/6.3, but it is computationally more efficient to calculate the inner integral as 

a 1-D FFT with respect to r.  The limits of Equation 6.3 are first changed: 

 ( ) ( ) 2

0
, , ,irRF X Y f r e r dr d

π πθ θ
∞ ′−

−∞
= ∫ ∫  (6.13) 

so that each radial spoke includes negative r evolution times, corresponding to the –y half 

of the plane, supplied in practice by two-fold zero filling along each radial vector.  After 

computing the FFT for spokes in directions 0 ≤ θ ≤ π, one has an intermediate dataset Fr, 

sampled for discrete positions of the R’ coordinate.  The final summation over θ requires 

interpolation to a Cartesian grid, carried out here as previously described for PR purposes 

(Coggins and Zhou 2006b).  The proper resolution for the discrete X/Y grid is determined 

by the maximum evolution time rmax. 

 

6.2.  Point Responses for Radial Sampling 

 

6.2.1.  Point Response Functions 

 

Having defined the forms of the polar transform, we now consider the behavior of 

this transform for discrete data.  Linear response theory, which was used extensively in 
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the development of pulsed NMR, provides a powerful framework for understanding the 

consequences of any discrete sampling method (Ernst, Bodenhausen, and Wokaun 1987; 

Bracewell 2000; Beerends et al. 2003).  We are interested in characterizing how the 

spectrum produced by a transform of discrete radially-sampled data differs from the true 

spectrum of the continuous signal. 

Discrete sampling methods can be treated as linear systems that operate on a 

theoretically continuous input to yield the actual, observed output (Gilbert 1972b; 

Thompson and Bracewell 1974; Bracewell 2000): 

 ( ) ( ), , ,F X Y F X YΨ  = Ψ    (6.14) 

where Ψ represents the action of the sampling filter to generate the output spectrum FΨ 

from a signal with true spectrum F.  The result of Ψ can be determined for any input if 

we know the characteristic point response of Ψ: 

 ( ) ( )2-D, , ,H X Y X YδΨ  = Ψ    (6.15) 

which is the response to an input that is an infinitely sharp point signal (Thompson and 

Bracewell 1974; Ernst, Bodenhausen, and Wokaun 1987; Bracewell 2000; Beerends et al. 

2003).  The point response is often called the “point-spread function,” because it 

describes how the process Ψ spreads the infinitely sharp point into a finite image.  The 

foundation of response theory is that if the impulse response is known, the output of the 

system can be calculated for any arbitrary input (Ernst, Bodenhausen, and Wokaun 1987; 

Bracewell 2000; Beerends et al. 2003): 

 ( ) ( ) ( ), , , .F X Y F X Y H X YΨ Ψ= ∗  (6.16) 
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While our goal is to understand the effects of the sampling process on the final 

result in the frequency domain, the actual sampling for NMR happens in the time domain.  

The sampling process is equivalent to multiplying the continuous signal by a sampling 

function s(r, θ), which is one for any value that is sampled, and zero otherwise, and then 

taking the (continuous) Fourier transform: 

 ( ) ( ) ( ) 2

0
, , , .irRF X Y f r s r e r dr d

π πθ θ θ
∞ ′−

−∞
 Ψ ≡  ∫ ∫  (6.17) 

The point response HΨ is then: 

 

( ) ( )

( )
( )

2-D

2

0

, ,

,

, ,

irR

H X Y X Y

s r e r dr d

S X Y

π π

δ

θ θ

Ψ

∞ ′−

−∞

 = Ψ  

=

=

∫ ∫  (6.18) 

where we have used the Fourier transform pair ( )2-D , 1X Yδ ⇔ .  Thus the point response 

function HΨ is nothing more than the transform S(X, Y) of the sampling function s, 

indicating that it is in fact the sampling pattern that directly determines the manner and 

extent of variation from the true spectrum. 

 

6.2.2.  Point Response Functions for Discrete Sampling in Azimuth 

 

We now consider the effects of discrete radial sampling, by defining a suitable s 

and computing its FT.  The most salient characteristic of the NMR sampling pattern as 

practiced to date is limited sampling in θ.  This characteristic has permitted the enormous 

time savings over conventional sampling, and it is the consequences of this limited 
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sampling that are most important for assessing the results of Fourier transforming this 

data into a spectrum.  By comparison, the sampling in r is on par with conventional 

approaches, and its discreteness should have much less impact on the result. 

Given these facts, it is thus interesting to consider a sampling function sN which is 

discrete in θ, but continuous in r.  This function can be defined in Cartesian and polar 

coordinates as: 

 
( ) ( )

( ) ( )

2-D
1

2-D
1

, sin cos

, cos sin sin cos ,

N

N i i
i
N

N i i
i

s x y x y

s r r r

δ ϕ ϕ

θ δ θ ϕ θ ϕ

=

=

= +

= +

∑

∑
 (6.19) 

where N radial spokes are measured for directions from 0 to π (i.e. following processing 

into complex data for both quadrants), the azimuth value for a given spoke i denoted as 

ϕi.  It is assumed that the spokes are distributed evenly in θ.  The radial PFT of this 

sampling function is then: 

 ( ) ( ) 2
2-D

1

, cos sin sin cos .
N

irR
N i i

i

S X Y r r e r drπδ θ ϕ θ ϕ
∞ ′−

−∞
=

= +∑∫  (6.20) 

It is convenient to represent this transform as the summation of an intermediate result: 

 ( ) ( ),
1

, , ,
N

N N r
i

S X Y S R θ
=

′= ∑  (6.21) 

where SN,r can be written, using the convolution theorem and the FT pair 

( ) ( )2-D 2-Dx Yδ δ⇔  (Bracewell 2000), as: 

( ) 2
, 2-D, cos sin sin cos .

2 2
irR

N r i iS R R R r e drππ πθ δ θ ϕ θ ϕ
∞ ′−

−∞

    ′ ′ ′= + + + ∗    
    

∫  (6.22) 
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Figure 34:  Point Response Functions for Radial Sampling 

 

However, the transformation of the weighting function |r| at the end of Equation 6.22 

poses a problem, as it does not converge.  To resolve this, Equation 6.22 must be 

modified to impose a cutoff on r of rmax, beyond which r = 0 (Bracewell and Riddle 1967; 

Gilbert 1972b; Thompson and Bracewell 1974).  Using the rectangular cutoff Π, the 

latter integral then becomes: 

 2 2
max max max max

max

2 sinc 2 sinc ,
2

irRr r e dr r r R r r R
r

π∞ ′−

−∞

 
′ ′Π = − 

 
∫  (6.23) 

and the frequency domain intermediate result follows: 

( ) ( )2
, 2-D max max max max, cos sin sin cos 2 sinc 2 sinc .

2 2N r i iS R R R r r R r r Rπ πθ δ θ ϕ θ ϕ    ′ ′ ′ ′ ′= + + + ∗ −    
    

 (6.24) 

A numerical simulation of the point response for N = 25 is plotted in Figure 34a.  

The point response that we have derived is the superposition of a contribution for each 
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radial spoke.  A radial spoke in direction θi contributes a set of ridges in the direction θi + 

π/2, with the overall shape defined by Equation 6.23.  As one might expect, increasing 

the cutoff rmax, representing an increase in the radial resolution, leads to a sharpening of 

the contribution in each sampled direction; in the limit of infinite r, the point response 

becomes the superposition of line impulses normal to the time domain sampling 

directions.  The final pattern could be described in a simplified way as an “aster” or 

“star” pattern with N spokes, but this does not take into account many details of the 

response, including the disappearance of the spokes, and their replacement by symmetric 

ripples, for R coordinates below a cutoff. 

It is perhaps more informative to consider an alternative formulation of the point 

response.  Instead of treating s as the sum of N continuous spokes cut off at rmax, we can 

consider s to be the integration for radii up to rmax of rings with radius r’ each sampled N 

times over the range of 0 to π: 

 ( ) ( ) ( )max

0
, .

r

Ns r r r N drθ δ θ π′ ′= − ΙΙΙ∫  (6.25) 

The cutoff at rmax is required for the same reason as the rectangular cutoff in Equation 

6.23, so that integration of the weighting factor r in a polar FT will converge.  The 

azimuthal FT of this function is then calculated by first taking a 1-D transform with 

respect to θ for a given radius r (Figure 33) (Waser 1955): 

 ( ) ( ) ( )
2

, 0
, / 2 .in

NS r n N e d n N
π θ

θ θ π θ−= ΙΙΙ = ΙΙΙ∫  (6.26) 

The transform III(n/2N) indicates that the 2N delta functions per ring of the sampling 

function can be synthesized from a series of waves around the ring, with frequencies that 
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are integer multiples of the fundamental frequency 2N.  This can then be substituted into 

Equation 6.7 to give: 

 ( ) ( )max

0
, 2 , 0, 2 , 4 ...

r n in
N n

n
S X Y i J rR e r dr n N Nπ

∞
Θ

=−∞

= = ± ±∑∫  (6.27) 

where the effect of the sampling function III(n/2N) in Equation 6.26 is to select the orders 

of n that contribute to SN (Cochran, Crick, and Vand 1952; Waser 1955; Klug, Crick, and 

Wyckoff 1958; Gilbert 1972b).  This result is identical to Equation 6.24, although in a 

very different form, and is plotted in Figure 34a. 

In this second form, the point response is seen as the superposition of Bessel 

functions of different orders.  The J0 term can be integrated separately to give: 

 ( ) ( )max max
0 1 max0

2 2 .
2

r rr J rR dr J r R
R

π π
π

=∫  (6.28) 

This term is circularly symmetric, and produces the ripples that spread away from the 

central peak (Figure 34b).  This pattern is identical to the famous Airy diffraction pattern 

encountered routinely in optics (Bracewell 1995). As rmax is increased, the ripples 

become smaller and more closely spaced, and the central peak narrows.  In the limit of 

sampling rmax to infinity, the integral of the J0 term becomes the delta function δ2-D(0, 0), 

and the central ripples vanish. 

The other terms of the series vary with respect to R as Bessel functions of higher 

orders, and with respect to Θ as sinusoidal functions.  These terms generate the spoke 

pattern seen in the point response for R beyond a cutoff (Figure 34c).  All of these terms 

have frequencies about the ring that are integer multiples of the fundamental frequency 

2N, arising from having 2N points about each ring in the time domain.  Because a Bessel 
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function Jn(u) has a value very close to zero for u < n, each term Jn likewise is very close 

to zero for 2πrR < n (Waser 1955; Klug, Crick, and Wyckoff 1958; Gilbert 1972b).  We 

can thus infer that: 

 ( )max

max0
2

2 0, .
r n in

n
n N

i J rR e r dr R N rπ π
∞

Θ

=±

≈ <∑∫  (6.29) 

This explains why the spoke pattern in the point response is only present for R 

above a cutoff radius: that cutoff is N/πrmax, which defines the distance from the origin at 

which the lowest-order Bessel functions of the spoke response, J2N and J-2N, become 

active.  Increasing the radial resolution cutoff rmax moves this cutoff closer to the origin; 

increasing the number of sampling points N moves it farther from the origin.  The 

dependence on N defines the azimuthal analog of resolution. 

 

6.2.3.  The Point Response Function for Discrete Sampling in Both Coordinates 

 

The derivation of the point response SN intentionally ignored the discreteness of r 

for the sake of clarity, but this can easily be introduced.  The form of Equation 6.24 

changes slightly: 

 
( )

( )
, ,discrete

2
max max max max

, cos sin sin cos
2 2

2 sinc 2 sinc .

N r i i
R RS R
r r

r r R r r R

π πθ θ ϕ θ ϕ
′ ′    ′ = ΙΙΙ + + +    ∆ ∆    

′ ′∗ −

 (6.30) 

Rather than a single ridge, the point response for each direction is now a series of ridges 

in the same direction θi + π/2, replicated at the regular spacing 1/∆r.  Assuming that the 
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radial spectral width is set correctly, these replications will occur beyond the limits of the 

spectrum, and will not affect the observed result.  This equation shows that the discrete 

polar FT is actually periodic in both r and θ; however, in general this does not lead to the 

regular periodicity in X and Y found with the Cartesian DFT.  Note that it is therefore not 

possible to fold peaks intentionally in a PFT spectrum, since intentional aliasing is 

facilitated by the periodicity of the Cartesian point response. 

In order to avoid intrusion of the radial signal replications into the spectrum, we 

adjust ∆r for each spoke, as described previously (Coggins, Venters, and Zhou 2004).  In 

this case, the correct values of r must be used in reweighting the sampling points on each 

spoke; it is also necessary to scale the FFT output for each spoke after the transform over 

r, according to the similarity theorm of the FT, since the FFT does not take into account 

the different point spacings on the spokes.  Additionally, note that for the same number of 

points on each spoke, the maximum evolution times will be different in different 

directions, which should theoretically lead to a truncation of the signals in the diagonal 

directions.  In practice, the truncation effects are of a very low level, and appear beneath 

the noise in experimental spectra. 

 

6.3.  Demonstrations:  Simulations and Experiments 

 

To demonstrate the application of the polar Fourier transform to NMR, we present 

both the results of numerical simulation, and experimental data.  We first compare  
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Figure 35:  Simulations of Cartesian and Polar Fourier Transforms 

 

simulation results (Figure 35) for a zero-frequency Lorentzian peak of 128 Hz linewidth 

in a spectrum of 2000 Hz width on each axis, sampled and processed using (a) Cartesian 

sampling with 64 complex points per axis and the conventional DFT, (b) radial sampling 

with 64 complex points in r and N = 128 samples in θ, followed by a radial PFT, and (c) 

radial sampling with 64 complex points in r and N = 32 samples in θ.  The latter would 

correspond to 64 and 16 observed radial spokes, respectively, prior to reflection of the 

data into the second quadrant.  The conventional and N = 128 radially-sampled spectra 

are essentially identical and show no artifacts.  The N = 32 radially-sampled spectrum is 

undersampled in θ, and contains the spoke pattern of the higher-order Bessel function 

series found in the radial sampling point response.  Because the signal reaches zero 

before the end of each radial FID, the J1 ripple artifacts, which arise from truncation in r, 

are not generated. 

These simulation results are consistent with experimental data from a 3-D HNCO 

spectrum on the 19 kDa OTU protein (Figure 37).  NMR data were collected on a Varian 
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INOVA 600 MHz spectrometer, equipped with a triple-resonance probe with Z-axis 

gradients.  A 3 mM 13C/15N/2H-labeled sample of OTU, in 25 mM sodium phosphate 

buffer, with 100 mM KCl 2 mM DTT and 5% D2O, was used, and experiments were 

conducted at 25°C.  The spectral width was 1900 Hz on each indirect axis, and 8000 Hz 

for the directly-observed proton axis.  A TROSY-HNCO pulse sequence was used for 

both experiments, modified appropriately to support radial sampling.  The conventional 

experiment recorded 52 complex points for each indirect axis, in 26 hours.  In the 

radially-sampled experiment, 48 radial spokes were measured at equal azimuthal 

increments of 1.91°, with 52 complex points in the radial dimension, in 24 hours.  The 

spectral widths of the radial spokes were adjusted to prevent aliasing as described in 

Chapter 2 and as published previously (Coggins, Venters, and Zhou 2004).    Data were 

initially processed in NMRPipe (Delaglio et al. 1995).  All data were apodized by cosine 

functions in the N and CO dimensions.  Conventional spectra were zero-filled to twice 

the initial length; radial spokes were processed as described above. 

In Figure 37, two N/CO planes are shown, one containing a single peak (top 

panel), and the other containing six (bottom panel).  Four spectra are compared, (1) the 

standard Cartesian-sampled spectrum from the 52 x 52 measured time domain sampling 

points (red traces), (2) the radial FT result for the 48 measured radial spokes (N = 96 after 

reflection), each with 52 points (green traces), (3) a conventional spectrum from a 25 x 

25 sampling point reduced dataset, prepared by truncating the 52 x 52 measured points 

(purple traces) and (4) the radial FT spectrum for a 12 spoke (N = 24 after reflection) 

reduced dataset prepared from the 48 recorded spokes by selecting every fourth spoke 
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Figure 36:  Sampling Patterns for the OTU HNCO Experiment 

 

(blue traces).  For clarity, the positions of the sampling points in the time domain for each 

dataset have been plotted in Figure 36.  Theoretically, the coverage of only half the time 

domain area should lead to truncation of signals in the diagonal directions of the 

spectrum; however, in practice the resulting truncation artifacts are beneath the noise  
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Figure 37:  Comparison of Cartesian and Radial Sampling for Experimental Data 
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level and are not observed, in part due to the apodization of the signals, which brings 

them close to zero for the top right half of the time domain.  Broadening of peaks in the 

diagonal directions is unlikely for the same reason, and in practice can not be detected.  

These spectra compare Cartesian and radial results for two roughly equal numbers of 

sampling points, (1) and (2) having 2704 and 2496 points, respectively, and (3) and (4) 

having 625 and 624 points, respectively.  The right side of the figure features N and CO 

1-D cross-sections through some of the peaks [(b) and (d)]. 

As with the simulation, the conventional 52 x 52 point and 48 radial spoke results 

are essentially identical.  The results with limited sampling show the consequences of the 

sampling pattern: The 625 point Cartesian spectrum has broadened peaks, while the 

peaks in the 12 radial spoke (N = 24) spectrum remain sharp, at the expense of picking up 

the J48 Bessel spoke artifact pattern that is characteristic of undersampling in θ.  This 

spoke pattern is of a low level by comparison to the peaks, but is still quite significant.  

The sensitivity in both ~625 point spectra is reduced from that of the ~2500 point cases 

due to the decreased signal averaging. 

The experimental and simulation results confirm the accuracy of the theoretical 

predictions.  We were able to reproduce the Cartesian results within the measurement 

error, using radial sampling and polar transforms.  In addition, in cases of undersampling, 

both simulation and experiment reproduced the higher-order Bessel function point 

response, as an artifact pattern corrupting the baseline away from the peaks. 
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6.4.  Discussion 

 

6.4.1.  Corrections for the Area Density of Sampling Points 

 

The theoretical treatment of the polar FT leads to a more general conclusion about 

FT processing of data sampled on non-Cartesian patterns.  The proper conversion of the 

continuous FT (Equation 6.1) to a general discrete equation for an arbitrary sampling 

pattern is: 

 ( ) ( ) ( )2
DFT , , ,i ii x X y Y

i i i
i

F X Y f x y e Aπ− += ∆∑  (6.31) 

where a sampling point i at a position (xi, yi) has a weight ∆Ai, reflecting the area it 

occupies in the x/y plane.  In constrast with Kazimierczuk et al. (2006), ∆Ai may only be 

ignored for Cartesian sampling; in a general case it must be determined, ideally 

analytically, but if necessary by empirical methods such as the Voronoi diagram 

(Bourgeois et al. 2001). 

In the radial case, the proper weighting can be obtained analytically as ∆Ai = ri ∆r 

∆θ, which simplifies to ri as long as ∆r and ∆θ are uniform (and in fact, when we vary ∆r 

to prevent aliasing, as described above, an additional correction must be made for the 

unequal ∆r for different spokes).  It has been shown for the FT processing of radially-

sampled imaging data that computing the transform without this weighting factor leads to 
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a convolution between the true image (here, spectrum) and the function 1/R (Gilbert 

1972b): 

 ( ) ( )uncorrected
1, , ,F X Y F X Y
R

= ∗  (6.32) 

which results in a severe broadening of all peaks, due to the overemphasis of low 

frequency components in the synthesis of Funcorrected.  For other unevenly-distributed 

sampling patterns, like the recently proposed spiral approach (Kazimierczuk, Kozminski, 

and Zhukov 2006), it will be important to determine the appropriate weighting factors to 

produce accurate peak lineshapes. 

 

6.4.2.  Lineshapes, Artifacts and Time Savings 

 

Much of the recent interest in radial sampling has been driven by the prospect of 

obtaining spectra in less measurement time than would be necessary with conventional 

methods.  There has been some concern, however, about the accuracy of spectra 

reconstructed from radial projections. 

The results of this study confirm analytically that it is possible to obtain a 

quantitatively accurate spectrum from radially-sampled data, if those data are processed 

using a PFT, and if the degree of sampling is sufficient.  Such spectra are equivalent to 

those obtained conventionally, within the error caused by noise and limited precision in 

the calculations.  Because the method is an FT, the effects of relaxation and apodization 

on lineshapes is the same as with conventional data collection.  Sensitivity is proportional 
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to the  number of measurements, since the same signal-averaging rules apply as in any 

FT.  Two opposed factors influence the observed sensitivity: the increased sampling near 

the origin should increase signal levels over Cartesian sampling with the same number of 

data points, at least for decaying signals; however, the reweighting of the data points in 

the polar transform equation would counteract this.  The consequences for the noise level 

and the resulting signal-to-noise ratio are not entirely clear, and are an area for further 

study. 

We have also shown that it is possible to calculate a spectrum from a small 

number of radial samples, at the expense of baseline artifacts following spoke patterns.  

The observed spectrum is a convolution between the true spectrum and the point response 

of the sampling process, with the consequence that the artifact pattern is replicated for 

each peak in the spectrum, centered on the peak, and scaled according to the size and 

shape of the peak.  With radial sampling, at a given resolution, there is a tradeoff between 

artifacts and measurement time, as dictated by Equation 6.29.  While the artifacts may be 

problematic for experiments with a large dynamic range—such as NOESY experiments 

with diagonal peaks—in cases where time is of the essence, accurate peak shapes are 

important, and a limited amount of artifacts are acceptable, a significant savings in time 

may be realized by reducing the sampling in θ, without leading to a loss of resolution.  

However, in the extreme of a very small number of radial spokes, the artifacts will begin 

to overlap with the peaks, resulting in peak distortion. 
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6.4.3.  Connections to Projection Reconstruction and FBP 

 

Consider the 1-D FT of a radial spoke in f in a given direction θ: 

 ( ) ( ) 2, , ,irR
pF R f r e drπθ θ

∞ −

−∞
= ∫  (6.33) 

for 0 ≤ θ < π and –∞ < r < ∞.  According to the projection-slice theorem of the Fourier 

transform, described in Chapter 2, Fp(R, θ) is the projection of F at angle θ, that is, the 

integration of F along lines at angle θ + π/2: 

 ( ) ( ), cos sin , sin cos .pF R F R S R S dSθ θ θ θ θ
∞

−∞
= − +∫  (6.34) 

Many of the current efforts to determine NMR spectra from radially-sampled data—

including the bulk of this dissertation—have focused on the idea of inverting Equation 

6.34, to obtain F from Fp.  A variety of methods have been described for carrying out this 

inversion for NMR data (Kupče and Freeman 2003e; Coggins, Venters, and Zhou 2004; 

Kupče and Freeman 2004c; Coggins, Venters, and Zhou 2005; Kupče and Freeman 2005; 

Malmodin and Billeter 2005b; Venters et al. 2005), and even more methods have been 

described in the literature of other scientific fields (Radon 1917; Bracewell 1956; Klug, 

Crick, and Wyckoff 1958; Bracewell and Riddle 1967; DeRosier and Klug 1968; 

Crowther, DeRosier, and Klug 1970; Gilbert 1972a; Gilbert 1972b; Thompson and 

Bracewell 1974; Rowland 1979; Deans 1983; Kak and Slaney 1999). 

The filtered backprojection (FBP) method introduced in Chapter 4 is the 

analytical inversion of Eq. 6.33, and can be represented as: 
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 ( ) ( ) ( )2 cos cos2

0
, , .ir X YirR

PF X Y F R e dR e r dr d
π π θ θπθ θ

∞ ∞ − +′

−∞ −∞

 ′ ′=   ∫ ∫ ∫  (6.35) 

This method involves (1) inverse transformation of Fp, (2) filtering by a filter function |r|, 

(3) forward transformation to give a “modified projection” or “filtered projection,” and 

(4) integration over θ, which is termed “backprojection.”  Eq. 6.35 bears a striking 

similarity to the radial form of the polar FT.  In fact, after the transformation of Fp to f, 

the two methods are identical.  We see that the intermediate result Fr defined for the 

radial FT is the same as the “filtered projections” of FBP, and that the final integration 

over θ in Equation 6.3 is the same operation as “backprojection.”  The FBP process can 

be summarized as: 

 
-1 ; 1-D FT1-D FT backprojection ,r

p rF f F F→ → →  (6.36) 

which we now see is the same as: 

 
-11-D FT radial PFT .pF f F→ →  (6.37) 

This result highlights the strong connections between Fourier transforms and the 

various phenomena of projections.  When the physically observed data are Fp, as in 

imaging applications, the net process that must be performed is the reconstruction of F 

from projections.  Accurate reconstructions can be calculated by first transforming into 

the time domain, and then computing a polar Fourier synthesis.  Normally a radial 

synthesis is employed, and the net process is called FBP, although the azimuthal 

transform of Eq. 6.7 could also be used, as with DeRosier and Klug’s determination of 

the structure of bacteriophage T4 from electron micrographs (DeRosier and Klug 1968). 
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In NMR, the physically observed data are f, not Fp, and the process to obtain F 

from radially-sampled f need not be anything more than a polar Fourier transform: 

 radial PFTf F→  (6.38) 

Performing FBP on NMR data implicitly includes calculating a radial PFT, following a 

detour to generate projection data Fp: 

 
-11-D FT 1-D FT radial PFT .pf F f F→ → →  (6.39) 

The conclusions of this chapter regarding artifacts in polar FTs are directly transferable to 

FBP reconstructions, providing a formal description for the backprojection ridges, 

explaining the origin of the FBP filter function (it is simply the corrective factor adjusting 

the differential dx dy when the coordinate system of the FT is changed from Cartesian to 

polar coordinates), and providing quantitative formulas for predicting the artifacts that 

would be present under any particular FBP arrangement. 

The connection between FBP and the PFT also elucidates the origin of the peak 

broadening in backprojection reconstruction:  As described in Section 6.4.1, and as 

detailed in Equation 6.32, calculating an FT for radially sampled data without including 

the area density correction leads to broadening of all peaks according to a convolution 

with 1/R.  BP is, in fact, simply the computation of the polar FT without including this 

corrective factor, and the result is a broadening of peaks exactly as described in Equation 

6.32.  
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6.4.4.  Hyperdimensional Polar Fourier Transforms 

 

The radial form of the polar FT described here for 2-D can easily be extended to n 

dimensions, by using the appropriate change of differentials to convert from the n-

dimensional Cartesian space to the n-dimensional polar space.  This would typically 

require a weighting function of rn-1 multiplied by a function accounting for the azimuthal 

distribution about the hypersphere.  As in the 2-D case, the kernel is evaluated during the 

innermost integration over r, with the remaining operations being a simple summation of 

values over the azimuthal space. 

 

6.5.  Summary 

 

Radially-sampled data can be processed by a specifically polar FT to yield 

quantitative spectra; we have presented a comprehensive theoretical treatment of the 

process and results, which correctly predicts the behavior of the polar transform for 

discretely sampled data.  The polar FT equations point to the need for a corrective factor 

when applying DFT calculations to unequally-distributed sampling patterns, to account 

for the uneven area density of the sampling.  The theory shows that the discrete PFT 

gives nearly identical results to the conventional FT, provided that sufficient samples are 

available in θ.  When θ is undersampled, as a method for reducing measurement time, the 

resulting spectrum shows the correct peaks with the correct sizes and shapes, but with the 
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baseline corrupted by a spoke pattern.  These theoretical results have been confirmed by 

simulations and experiment.   

In Chapter 4 we introduced the FBP method, which was derived from projection 

theory.  Here, we find that the FBP method is in fact a version of the polar FT; the two 

differ only with respect to formal definitions.  We can now apply FT analysis to 

reconstruction problems, to predict the consequences of the sampling (for PR, the number 

of projections) on the resulting spectrum.  We also now have comprehensive explanations 

for some of the phenomena of FBP and BP.  However, the direct Fourier transformation 

of radially sampled data, and the powerful analytical capabilities offered by point 

response functions, open the door to explore entirely new possibilities.  In particular, one 

can begin to formulate sampling patterns other than radial sampling, which might have 

advantageous properties.  Direct transformation of data from radial and perhaps other 

sampling patterns offers great potential for NMR.
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7.  SAMPLING OF THE NMR TIME DOMAIN 
ALONG CONCENTRIC RINGS 

 

 

In the previous chapter, we considered the question of whether the 

multidimensional Fourier transform could be used to process radially-sampled data 

(Coggins and Zhou 2006a).  The FT has the advantage of being a linear transform with 

well-known properties, producing quantitative spectra.  We found that the FT could be 

rewritten in polar coordinates, allowing the direct transformation of the radial data to 

yield a spectrum.  One can derive analytically that such a spectrum will reproduce peak 

positions and shapes correctly, but with corruption of the baseline by a high-order Bessel 

function in cases of limited sampling. 

It is a well-known fact that the observed artifact pattern in a spectrum produced 

by Fourier transformation is the direct consequence of the sampling pattern (Bracewell 

and Thompson 1973; Thompson and Bracewell 1974; Schmieder et al. 1994), suggesting 

that the artifacts could be manipulated by rearranging the sampling points.  Here, we 

consider sampling along concentric rings.  Radial sampling is a special case of concentric 

ring sampling (CRS), with the same number of points on each ring; a logical 

generalization would vary the number of points on each ring, and/or their relative 

orientation. 

We show that the theoretical approach we developed previously for the radial case 

extends naturally to generalized sampling on rings.  Using this theory, we propose 
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linearly-increasing CRS (LCRS) and randomized LCRS (RLCRS) patterns that yield 

significant reductions in the number and sizes of artifacts over the radial method, for the 

same numbers of sampling points.  While radial sampling has been utilized in a number 

of other fields, both as the input for the Fourier transform (for example in (Klug, Crick, 

and Wyckoff 1958; DeRosier and Klug 1968; Gilbert 1972b; Myridis and Chamzas 1998) 

among others) and also as the input for full interpolation of the time domain (Stark 1979), 

we are not aware of any prior study of the generalized sampling (LCRS/RLCRS) we have 

proposed here.  Additionally, unlike radial sampling, these new patterns have equal 

sensitivity to Cartesian sampling for the same measurement time.  These theoretical 

predictions are illustrated by numerical simulation and by experiment. 1 

 

7.1.  Theory 

 

7.1.1.  Point Responses and Sampling Artifacts 

 

Any spectrum calculated from discrete data will be, at best, an approximation of 

the “true spectrum” of the continuous NMR signal, and the problem for designing and 

evaluating sampling patterns is to assess the extent and manner of the approximation.  In 

                                                 

1 Reprinted with modifications, by permission of the publisher, from Brian E. Coggins and Pei Zhou. 2007. Sampling 
of the NMR time domain along concentric rings. J. Magn. Reson. 184: 207-221.  Copyright © 2007 Elsevier. 
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different terms, we are interested in predicting how Fdiscrete, the FT of the sampled data 

fdiscrete, would differ from the true (continuous, ideal) spectrum F. 

To address this, we note that the sampling process is equivalent to multiplying the 

continuous signal by a function that is one at any measured position, and zero otherwise.  

Letting f and s represent the 2-D continuous time domain signal and the sampling 

function, respectively, the measured data can be expressed as: 

 ( ) ( ) ( )discrete , , , .f x y s x y f x y=  (7.1) 

The convolution theorem of the FT indicates that the multiplication of two functions in 

the time domain is equivalent to convolving their frequency domain transforms 

(Bracewell 2000).  Thus the frequency domain spectrum Fdiscrete calculated from the 

discrete data fdiscrete is given by the convolution: 

 ( ) ( ) ( )discrete , , , .F X Y S X Y F X Y= ∗  (7.2) 

Convolution modifies the lineshape of each peak in F, such that it becomes a 

cross between the original lineshape and the shape of S.  At the same time, if S has 

features that extend significantly beyond the origin, these will appear as artifacts 

surrounding each peak in Fdiscrete.  The effect of changing the sampling pattern s is 

ultimately to change the lineshape of each peak and the pattern of artifacts surrounding 

each peak. In the terminology of linear response theory, S is the point response function 

of the process, describing the response of the method for an infinitely-sharp point signal 

(Ernst, Bodenhausen, and Wokaun 1987).  The characteristic S can be determined for any 

sampling pattern s, either analytically, or by a numerical evaluation in which the FT is 

computed for a dataset containing the value 1 for the real component of each sampling 
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position (Thompson and Bracewell 1974).  The concept of the point response was used in 

the development of FT-NMR (Ernst, Bodenhausen, and Wokaun 1987).  The connection 

between sampling and artifacts was also discussed during the development of nonuniform 

sampling methods for NMR (Schmieder et al. 1994), and has been reviewed in (Sarty 

2003). 

When considering point responses for NMR sampling patterns, it is important that 

the responses be evaluated over regions that are significantly larger than the intended 

spectral width w of the experiment, because different parts of the point response can be 

“shifted into view” depending upon peak positions.  This geometry is illustrated in Figure 

38, showing that S must be evaluated for a region that is at least 2w wide on each axis, 

since the portion of the point response that could appear in a spectrum is the region of 

interest (ROI) of size 2w × 2w (middle box).  Circularly-symmetric artifacts in the point 

response must have a radius of at least 21/2w to avoid the ROI.  In this paper, we plot 

point responses in a window (outer box) that is 2(21/2)w on each axis.  The size of the 

ROI is determined by the fact that, while for a peak in the center of the spectrum at X/Y 

coordinates (0, 0) (panel a), only the center (shaded portion) of the ROI would be 

observed, for peaks elsewhere in the spectrum, such as the corner (-w/2, -w/2) as shown 

in panel (b), the full point response is shifted so that it remains centered on the peak, and 

other parts of the ROI (shaded) become visible.   

In the discussion below, we will describe the features of point responses relative 

to the generic spectral width w, where the “active region” of the point response always 

has a radius of 21/2w and a size of 2w × 2w.  We likewise measure time domain  
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Figure 38:  Geometry of Point Responses and Spectra, and Guide to the Scaling of 
Diagrams in This Chapter 

 

coordinates as multiples of the dwell time between rings ∆r, which will be determined 

below with respect to w. 

 

7.1.2.  The Fourier Transform of a Single Ring of Sampling Points 

 

The sampling patterns considered here all consist of concentric rings of sampling 

points.  Such patterns can be described as sums of individual rings of points of different 

radii.  Because of the linearity of the FT, the point response can be calculated by 

transforming each ring independently, and adding together the transforms. 

Thus the essential building block for analyzing concentric ring sampling patterns is the 

Fourier transform of a single ring of equally-spaced sampling points  
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Figure 39:  The Fourier Transform of a Single Ring of Points 
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(Cochran, Crick, and Vand 1952; Waser 1955; Klug, Crick, and Wyckoff 1958; Coggins 

and Zhou 2006a): 

 ( ) ( )
0, , 0 0, 2 2 , 0, 2 , 4 ...,n in

N r n
n

X Y N i J r R e r n N Nφ
φ π

∞
Θ+

=−∞

Ρ = = ± ±∑  (7.3) 

where r0 is the radius of the ring in the time domain, 2N is the number of sampling points, 

φ is the phase of the ring relative to the x axis, Jn is the Bessel function of order n, R = (X2 

+ Y2)1/2 and Θ = arctan Y/X.  This can be derived by computing the FT in polar 

coordinates, with respect to azimuth, of the function describing a ring of points: 

 ( ) ( )( ) ( )
0, , 0, ,N r r r r N Nφρ θ δ π θ π φ= − ΙΙΙ +  (7.4) 

as was shown previously (Waser 1955; Klug, Crick, and Wyckoff 1958; Coggins and 

Zhou 2006a).  Note the normalization factor 2N in Equation 7.3, which assumes 

importance here. 

The FT of a ring of points is thus the superposition of a series of functions that vary 
with radius as Bessel functions, and with azimuth as sinusoids.  Two examples of 

such transforms are shown in  

Figure 39.  Regardless of the number of points, the series will always include a 

zero-order term J0(2πr0R), which is circularly symmetric and gives rise to a “ripple 

pattern” centered on the origin of the transform.  The other terms of the series have orders 

that are multiples of the number of sampling points.  Because a Bessel function Jn(u) is 

approximately zero for u < n, a term of order n is approximately zero up to the distance 

n/πr0 from the origin.  The term rises rapidly from nothing to a peak at approximately 

n/πr0, and then oscillates at increasing distances from the origin.  Thus for the whole 
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series, only the J0 term is active at the origin, and as the distance from the origin 

increases, additional higher-order terms progressively begin to contribute.   

In  

Figure 39, (a) shows two rings of 72 sampling points (N = 36) and phase 0, one 

with a radius of 9∆r, and the other 14∆r, measured in multiples of the dwell time ∆r.  

Panel (b) shows schematically the positions in the frequency domain at which the first of 

the higher-order Bessel terms (J72) begin for the two rings, relative to the region of 

interest and the plotted transform size.  Note that the ring of smaller radius in the time 

domain generates the higher-order terms of larger radii.  Panels (c) and (d) show the FTs 

of the r0 = 9∆r and r0 = 14∆r rings, respectively.  Note the J0 “ripple” pattern starting 

from the center, with the J72 term beginning at the edge in (c), and at about 2/3 of w in 

(d). 

 

7.1.3.  Concentric Ring Sampling 

 

We define Concentric Ring Sampling (CRS) as a method wherein the time 

domain is sampled on rings spaced at an equal time increment ∆r.  A sampling function 

for CRS can be constructed as a summation of m rings, with the number of sampling 

points on each ring j denoted as 2Nj and the phase of each ring as φ j: 

 ( ) ( )CRS , ,
1

, , .
j j j

m

N r
j

s r rφθ ρ θ
=

= ∑  (7.5) 



 

166 

The point response (using a polar FT) follows from Equation 7.3: 
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 (7.6) 

where the index nj of the inner summation goes as 0, ±2Nj, ±4Nj,... for each ring. 

An issue that arises in the processing of radially-sampled data by FT is the need to 

account for the unequal area density of the sampling pattern, which is accomplished in 

the radial case by the polar FT’s factor rj (Bracewell and Riddle 1967; Coggins, Venters, 

and Zhou 2005; Coggins and Zhou 2006a)  However, when the number of points on each 

ring is allowed to vary, this is no longer a valid correction.  Problems arise specifically 

from the factor 2Nj in Equation 7.6, which for radial sampling is constant over all j and 

may be ignored, but which can vary in the general CRS case.  Thus the proper area 

density correction for CRS becomes rj / Nj, giving a new, corrected point response: 

 ( ) ( )CRS
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j
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7.1.4.  Data Processing 

 

Obtaining a spectrum from CRS data requires an initial processing step before the 

FT to convert from hypercomplex to complex data, as described above and previously  

(See Chapter 6 as well as Kim and Szyperski 2003; Kozminski and Zhukov 2003; Kupče 



 

167 

and Freeman 2003e; See Chapter 6 as well as Coggins and Zhou 2006a; Kazimierczuk, 

Kozminski, and Zhukov 2006).  Once the complex-valued data are available, there are 

two options for computing the FT.  One is the azimuthal form of the polar FT, which we 

recently described (Coggins and Zhou 2006a), involving (1) a 1-D FT of each ring, with 

respect to θ, followed by (2) the summation of a series of terms that vary as Bessel 

functions with respect to R and as sinusoids with respect to Θ, weighted according to the 

Fourier coefficients of the 1-D transform.  Alternatively, one could employ the traditional 

2-D point-by-point discrete FT, as recently suggested by Kazimierczuk and colleagues 

(Kazimierczuk, Kozminski, and Zhukov 2006), adding a weighting factor as we 

previously noted (See Chapter 6 and Coggins and Zhou 2006a): 

 ( ) ( ) ( )2, , ,j ji x X y Y
j j j

j
F X Y f x y e Aπ− += ∆∑  (7.8) 

where the summation is over all of the available sampling points, each point j having a 

position (xj, yj) and a weight ∆Aj that is determined by the distribution of the sampling 

points.  For CRS, this transform would be computed as: 

 ( ) ( ) ( ), ,2 cos cos
CRS CRS ,

1 1
, , ,

j
j j k j k

Nm
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where a point j, k has a radial coordinate rj, an azimuthal coordinate θj,k and a weighting 

factor ∆Aj,k = rj/Nj.   Equation 7.9 was employed to compute the transforms in this study. 
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7.1.5.  Response From the Zero-Order Terms 

 

If the J0 terms of the corrected point response are separated out, one can analyze 

several features that are common to all CRS patterns.  Each ring at a different radius rj 

contributes a J0 term with a different radial frequency of oscillation, which combine to 

form the series: 

 ( )0
1

2 .
m

j j
j

J r R rπ
=

∑  (7.10) 

This summation is of vital importance, as in essence it is responsible for the ability to 

obtain a valid spectrum for this type of sampling.  It was studied extensively by 

Bracewell and Thompson (Bracewell and Thompson 1973), who found that it can be 

expanded as: 

 ( ) ( ) ( )max
0 1 max

1 1
2 2 ,

2

m

j j k
j k

rJ r R r J r R p R
R

π π
π

∞

= =

= +∑ ∑  (7.11) 

where the first term on the right hand side (hereafter the “main term”) generates the peak, 

while the higher order terms pk lead to replications of the peak as ringlobes at distance 

increments of 1/∆r from the peak.  This is illustrated in Figure 40a, where we plot 

Equation 7.10 for m = 32, after convolution with a Gaussian signal to remove truncation 

artifacts; the peak and the first two ringlobes are shown. 
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Figure 40:  Ringlobes from Radial Periodicity 

 

The ringlobe of order k is given by: 

 ( ) ( ) ( )
0

cos cos ,kp R R k r R k r d
π

ξ φ ξ φ φ = − ∆ + + ∆ ∫  (7.12) 

where: 

 ( ) ( ) ( )2
max max max max2 sinc 2 sinc ,u r r u r r uξ = −  (7.13) 

(Bracewell and Thompson 1973). The ringlobes are the consequence of the discrete 

sampling in r:  As always with the FT, discrete sampling leads to periodicity, and peak 

replications appear with a spacing that is the inverse of the dwell time.  Because of the 

geometry, that periodicity takes on the form of ringlobes, rather than the direct replication 

of the peak seen in Cartesian sampling. 

The ringlobes are generated by the interaction of the J0 terms from different rings, 

at different radial frequencies, which interfere constructively at intervals of 1/∆r.  Figure 
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40b shows a cross section through the plot of Figure 40a, illustrating the positioning and 

shape of the ringlobes.  Bracewell and Thompson (Bracewell and Thompson 1973) 

showed that the ringlobes of different orders differ only by a scaling factor, the height of 

ringlobe k being proportional to k-1/2.  The shape of each ringlobe after the integration of 

Equation 7.12 was found to be closely approximated (for R in the vicinity of k/∆r) by the 

unusual expression: 

 ( ) ( ) [ ]1/ 2max
0 max2 sinc 2 ,rS R m r R mk

Rπ
≅ −  (7.14) 

where sinc(1/2) represents the half-order differentiation of sinc, which is equivalent to 

multiplying by a window function of (2πr)1/2 in the time domain to change the lineshape, 

and then shifting the phase by –45° in the frequency domain (Figure 40b).  Because of 

the theorem that f(a) * g = f * g(a), we can conclude that the shape of each ringlobe reflects 

the shape of the original peak following apodization and a –45° phase shift, possibly with 

added sinc wiggles for truncated signals.  The phase shift leads to a negative “skirt” on 

the inner side of each ringlobe, and also to a slight negative slope on the baseline inside 

of the ringlobe.  These features are all apparent in Figure 40, where the original peak is 

Gaussian. 

Thus if we are to avoid the intrusion of ringlobes into a CRS spectrum, we must 

set the spacing between sampling rings ∆r to no more than 1/(21/2w), thereby putting the 

first ringlobe at 1/∆r = 21/2w, at the edge of the R = 21/2w region of interest of the point 

response.  Assuming this condition is met, one can guarantee that the zero-order terms of 

Equation 7.7 will lead to a correct and artifact-free spectrum, differing from a 
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conventional spectrum only in the baseline’s slight negative slope.  This is a radial analog 

to the aliasing phenomenon in Cartesian sampling, where the spacing of points 1/∆x must 

be less than 1/w to prevent the intrusion of artifact peaks. 

 

7.1.6.  Response From the Higher-Order Terms 

 

We have seen that each ring of a CRS pattern contributes a J0 term, and that the J0 

terms from the different rings combine to generate the peak.  As described above in 

Section 7.1.2, each ring also generates a series of higher-order terms, of the form 

Jn(2πr0R)einΘ.  These terms are purely artifactural, and ideally would be excluded from 

the active area of the point response completely. 

Because of the fact that each term is approximately zero for R < n/πr0, avoiding 

these artifacts is possible, depending upon the distribution of sampling points on the 

rings.  Since the artifacts caused by ring j become active at a cutoff radius Rj = Nj/πrj, the 

overall pattern is free from artifacts within a “clear zone” of radius Rcz = min Rj.  If Rcz ≥ 

21/2w, there will be no artifacts within the spectrum. 

Radial sampling is a specific case of CRS, and the artifacts for radially-sampled data 

processed by the FT follow this behavior.  In radial sampling Nj is the same for all rings.  

While the artifacts from the innermost rings have a very large Rj—and do not appear 

within the active region of the point response—the artifacts from each successive ring 

have progressively lower Rj, eventually intruding on the active area of the point  



 

172 

Table 4:  Parameters of CRS Sampling Patterns 

All distances are relative to the spectral width w.  A dwell time of ∆r = 1/(21/2w) is assumed.  The LCRS and RLCRS methods and the 
parameter α are defined in the text in Section 2.8.  For each sampling pattern, Nj indicates the number of sampling points for ring j, 
which is determined according to the sampling method, while Rj indicates the corresponding artifact-free radius of the point response 
for that ring.  The total number of points for each sampling pattern T = Σ (Nj/2 + 1).  The artifact-free radius for the point response of 
the full sampling pattern is Rcz = min Rj. 

 Radial Sampling LCRS α = π/2 LCRS α = 1.111 RLCRS α = 1.000 RLCRS α = 0.200 

j Nj Rj Nj Rj Nj Rj Nj Rj Nj Rj 

1 36 16.21w 4 1.80 w 4 1.80 w 2 0.90 w 2 0.90 w 
2 36 8.10 w 8 1.80 w 6 1.35 w 4 0.90 w 2 0.45 w 
3 36 5.40 w 10 1.50 w 8 1.20 w 6 0.90 w 2 0.30 w 
4 36 4.05 w 14 1.58 w 10 1.13 w 8 0.90 w 2 0.23 w 
5 36 3.24 w 16 1.44 w 12 1.08 w 10 0.90 w 2 0.18 w 
6 36 2.70 w 20 1.50 w 14 1.05 w 12 0.90 w 4 0.30 w 
7 36 2.32 w 22 1.41 w 16 1.03 w 14 0.90 w 4 0.26 w 
8 36 2.03 w 26 1.46 w 18 1.01 w 16 0.90 w 4 0.23 w 
9 36 1.80 w 30 1.50 w 20 1.00 w 18 0.90 w 4 0.20 w 
10 36 1.62 w 32 1.44 w 24 1.08 w 20 0.90 w 4 0.18 w 
11 36 1.47 w 36 1.47 w 26 1.06 w 22 0.90 w 6 0.25 w 
12 36 1.35 w 38 1.43 w 28 1.05 w 24 0.90 w 6 0.23 w 
13 36 1.25 w 42 1.45 w 30 1.04 w 26 0.90 w 6 0.21 w 
14 36 1.16 w 44 1.41 w 32 1.03 w 28 0.90 w 6 0.19 w 
15 36 1.08 w 48 1.44 w 34 1.02 w 30 0.90 w 6 0.18 w 
16 36 1.01 w 52 1.46 w 36 1.01 w 32 0.90 w 8 0.23 w 
17 36 0.95 w 54 1.43 w 38 1.01 w 34 0.90 w 8 0.21 w 
18 36 0.90 w 58 1.45 w 40 1.00 w 36 0.90 w 8 0.20 w 
19 36 0.85 w 60 1.42 w 44 1.04 w 38 0.90 w 8 0.19 w 
20 36 0.81 w 64 1.44 w 46 1.04 w 40 0.90 w 8 0.18 w 
21 36 0.77 w 66 1.41 w 48 1.03 w 42 0.90 w 10 0.21 w 
22 36 0.74 w 70 1.43 w 50 1.02 w 44 0.90 w 10 0.20 w 
23 36 0.70 w 74 1.45 w 52 1.02 w 46 0.90 w 10 0.20 w 
24 36 0.68 w 76 1.43 w 54 1.01 w 48 0.90 w 10 0.19 w 
25 36 0.65 w 80 1.44 w 56 1.01 w 50 0.90 w 10 0.18 w 
26 36 0.62 w 82 1.42 w 58 1.00 w 52 0.90 w 12 0.21 w 
27 36 0.60 w 86 1.43 w 60 1.00 w 54 0.90 w 12 0.20 w 
28 36 0.58 w 88 1.41 w 64 1.03 w 56 0.90 w 12 0.19 w 
29 36 0.56 w 92 1.43 w 66 1.02 w 58 0.90 w 12 0.19 w 
30 36 0.54 w 96 1.44 w 68 1.02 w 60 0.90 w 12 0.18 w 
31 36 0.52 w 98 1.42 w 70 1.02 w 62 0.90 w 14 0.20 w 
32 36 0.51 w 102 1.43 w 72 1.01 w 64 0.90 w 14 0.20 w 

Rcz   0.51 w  1.41 w  1.00 w  0.90 w  0.18 w 
T 608  844  602  528  119 

 

response (see Table 4 for an explicit example).  The observed clear zone is governed by 

Rm, the cutoff for the last ring, and has a size: 

 cz,radial radial max radial2 ,R N r N w mπ π= =  (7.15) 
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assuming that ∆r = 1/(21/2w), which comes to 0.51w for Nradial = 36 spokes and m = 32 

rings (this sampling pattern is plotted in Figure 41a, and the point response in Figure 

42a).  Increasing the number of spokes leads to a corresponding increase in Rcz, until the 

artifacts are eventually pushed outside of the spectrum. 

Beyond Rcz, the higher-order terms are sinuisoidally dependent on azimuth, which 

becomes important for determining the nature of the artifacts.  Again taking the radial 

case as an example, for R > Rcz,radial the artifacts are sinusoidal with respect to Θ, with 

2Nradial cycles around the circle.  Because each ring has the same Nj = Nradial and the same 

relative phase φ j = 0, the artifacts from the different rings have the same azimuthal 

frequencies and phases, and form the familiar set of ridge artifacts (Coggins and Zhou 

2006a). 

 

7.1.7.  Optimization of the Distribution to Minimize Artifacts 

 

The portion of the spectrum affected by artifacts can be reduced by distributing 

the sampling points to maximize Rcz.  For a given number of sampling points, the 

maximum Rcz is achieved by setting Nj such that all Rj are approximately equal.  To 

obtain Rcz equal to a given target size Rtarget most efficiently, the distribution should be 

designed to give nearly equal Rj = Rtarget for all rings. 

Letting Rtarget be the desired size of the clear zone, the distribution with equal Rj 

for all rings is achieved with the equation: 
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 target2 2 ,j jN R rπ =    (7.16) 

where we require Nj/2, the number of physically observed sampling points prior to 

reflection into the –x +y quadrant, to be an integer (the ceiling brackets round the 

enclosed quantity up to the next integer).  This distribution has the property that the 

number of points on each ring grows as a linear function of the ring number, which 

becomes clear when Equation 7.16 is rewritten as: 

 target target, .
2 2 2 2 2

jN R j R
j

w w
π π

α α
   

= = ≡     
   

 (7.17) 

We designate sampling patterns derived from Equations 7.16]/7.17 linearly-increasing 

concentric ring sampling (LCRS). 

The total number of physically-observed sampling points needed for LCRS for a 

given α parameter is: 

 
1

,
m

j

T jα α
=

=   ∑  (7.18) 

which is approximated to within αm points by removing the ceiling brackets: 

 ( )
1

1 1 .
2

m

j
T j m mα α α

=

≈ = +∑  (7.19) 

Obtaining Rtarget = 21/2w, which is the minimum that would guarantee that an 

artifact term cannot become active within a spectrum, requires that α = π/2.  The 

sampling pattern for this case with m = 32 rings is plotted in Figure 41b, and the Nj and Rj 

values are given in Table 1.  Note from Table 1 that the rings all have Rj ≈ 21/2w as  
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Figure 41:  CRS Sampling Patterns 
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intended.  The point response is plotted in Figure 42b; the first ringlobe is visible as a 

ring around the outside of the pattern, and otherwise only the peak and the truncation 

artifacts of the main term are observed.  However, α = π/2 LCRS requires a fairly large 

number of sampling points (844 in the case of m = 32 rings), representing only a small 

savings over the conventional sampling, and it would be desirable to find approaches 

requiring fewer sampling points.  While smaller values of α would potentially lead to the 

intrusion of artifacts in the spectrum, whether this is problematic would depend on the 

nature of those artifacts. 

 

7.1.8.  The Form of the Artifacts in LCRS, Outside the Clear Zone 

 

In a case of LCRS with Rcz < 21/2w, the form of the observed artifacts becomes an 

important consideration.  For distributions with Rj = Rcz, one expects the artifacts to peak 

at approximately the same radial coordinate Rcz.  This would lead to a ringlobe of 

artifactural intensity at Rcz, were it not for the additional modulation of each artifact term 

with respect to Θ, by the factor einΘ.  For α = 1.0, and assuming that each ring is 

measured with the same phase φj = 0, the result at Rcz is not a ringlobe but rather a 

truncated 1-D Fourier series with respect to Θ: 

 ( ) ( )1.0 cz
1

, cos 4 sin 4 ,
m

n
S R n i nα =

=

′ Θ ≈ Θ + Θ∑  (7.19) 
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Figure 42:  Point Responses for CRS Sampling Patterns 

 

which is written as an approximation since the radial dependencies of the Jn(2πrjR) 

functions are not exactly the same for all orders of Jn.  Because the waves generated by 

the different rings of sampling points have different angular frequencies, they interfere 

destructively for most values of Θ, but reinforce at intervals of ∆Θ = π/2, with only small 

truncation wiggles in between.  The constraint that Nj/2 be an integer causes the angular 

frequencies of the individual rings to be multiples of 4, leading to the periodicity in Θ of 
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2π divided by 4.  The resulting artifact peaks somewhat resemble aliasing artifacts in 

Cartesian sampling regimes, although with distorted peak shapes. 

Provided that all rings have the same phase φj = 0, the result for other values of α: 

 ( ) ( )1.0 cz
1

, cos 4 sin 4 ,
m

n
S R n i nα α α≠

=

′ Θ ≈ Θ + Θ      ∑  (7.20) 

is very similar.  By the definition of LCRS, the number of sampling points per ring is 

always an integer multiple of four, and the point response will thus always have the four 

strong axial artifact peaks at intervals of π/2, as for α = 1.0.   The effect of α ≠ 1.0 on the 

response is primarily to change the shapes of the wiggles between the artifact points 

slightly, and in some cases to introduce additional small artifacts close to the axes. 

The fact that the only significant artifacts in LCRS spectra are found on the axes 

suggests that one could obtain an almost perfect spectrum using a distribution with Rtarget 

= w, which would require α = 21/2π/4 ≈ 1.111.  The point response for this pattern is 

shown in Figure 42c, while the point distribution is given in Table 4 and plotted in Figure 

41c.  Table 4 shows that the artifacts can be expected to start at the radius Rcz = w.  The 

∆Θ = π/2 periodicity leads to artifact peaks along the axes at R = Rcz that are ~28% of the 

true peak height.  Two additional artifact peaks are found next to each axial artifact, at 

~5% of peak height.  For other Θ, however, the artifacts are <1% of the peak height up to 

the start of the first J0 ringlobe at R = 1/∆r.  All significant artifacts are found along and 

close to the axes, and therefore outside the 2w × 2w region of interest.  This distribution 

could be considered the most efficient artifact-free LCRS pattern possible. 
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Using the LCRS approach with even fewer sampling points (α < 21/2π/4) requires 

accepting artifacts of one form or another, but those artifacts can be made more tolerable 

by changing the approach slightly.  The distribution described above concentrates the 

majority of the artifacts along the axes, which is generally only acceptable if those 

concentrated artifacts can be kept beyond the edge of the region of interest.  However, 

when the sampling is insufficient to achieve Rcz > w, instead of concentrating the artifacts 

along the axes, it is advantageous to distribute them as evenly as possible in Θ, giving 

them the smallest impact on the resulting spectrum.  This can be accomplished by 

randomizing the phases φj of the sampling rings, in a phase-randomized LCRS (RLCRS).  

Note that this phase parameter does not refer to the phase of the signals but rather the 

relative orientations of the sampling rings.  The resulting artifacts begin sharply at Rcz and 

are nearly evenly distributed about Θ, fluctuating in a manner similar to random noise.  

When randomizing the phases it is necessary to apply an additional correction to the 

point-by-point weighting in the DFT calculation (Equation 7.9), to account for the fact 

that the points closest to the axes do not have the same uniform 1/Nj area density as the 

other points. 

An example of RLCRS with randomized phases is shown in Figure 42d, for α = 

1.00.  The artifacts range up to 10% of the peak height (comparable to radial sampling), 

but have an appearance that is quasi-random.  This figure points to one minor 

consequence of the method that should be noted:  Randomizing the phase disturbs the 

symmetry of the sampling pattern following reflection into the –x +y plane, leading to 

minor baseline disruption within the clear zone, albeit at < 1% of peak height.  While 
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distortion of the peak shape from this change is theoretically possible, we have not been 

able to detect it, suggesting that the distortion is less than the calculation precision.  The 

α = 1 sampling pattern is plotted in Figure 41d, and the relevant parameters are given in 

Table 4. 

The much more extreme case of α = 0.2, which involves a 80% reduction in 

measurement time over the artifact-free LCRS case, has also been included in Table 4, 

Figure 41 and Figure 42.  In this case, the artifacts have assumed the appearance of 

random noise distributed throughout the plane at a level of ~10% of peak height. 

 

7.1.9.  Sensitivity Considerations 

 

The weighting factors used to correct for unequal area density in the sampling 

pattern can have an effect on the sensitivity of the resulting spectrum. To quantitate these 

effects, we apply the principles of signal averaging while assuming a non-decaying signal 

and a standard Gaussian noise distribution, to reduce the complexity of the analysis.  It 

should be noted that we refer here to the true noise level, i.e. the noise that would be 

observed in the clear zone of the spectrum.  With very low α, or for many cases of radial 

sampling, the apparent noise would be larger due to the presence of artifacts.  For general 

CRS, the signal and noise levels for ring j (σj and ηj, respectively) would be: 

 0 0, ,j j j jN Nσ σ η η= =  (7.22) 
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where σ0 and η0 are the signal level and the standard deviation of the noise distribution, 

respectively, for a single sampling point.  The signal level σ of the spectrum is not 

dependent on the sampling pattern, due to the normalization by 1/Nj: 
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m m
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j
j jj
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while the standard deviation of the noise η does depend on the distribution of sampling 

points among the rings: 

 
2 2

2
0

1 1
.

m m
j j

j
j jj j

r r
N N

η η η
= =

 
= =  

 
∑ ∑  (7.24) 

To facilitate the comparison of results from different sampling patterns, it will be 

helpful to define a relative sensitivity measure ν: 

 ( )
( )0 0

,
2T

σ η
ν

σ η
=  (7.25) 

which is the ratio of the signal-to-noise for an experimental sampling pattern to that of 

the Cartesian sampling pattern with the same number of sampling points.  Note that in 

this discussion we always count the number of data points and assess the sensitivity per 

point σ 0/η 0 after conversion from hypercomplex to complex data (necessitating the 

factor of 2 in the denominator of Equation 7.25, since T is defined in Equation 7.18 as the 

number of points before reflection). 

First, we consider the result for radial sampling.  In this case, the noise would be: 
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leading to a signal to noise ratio of: 
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and a relative sensitivity of: 
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The relative sensitivity for the same time thus comes to 87.3% for m = 32 rings, and 

approaches a value of 31/2/2 ≈ 86.6% in the limit of large m.  This ~13% sensitivity loss 

for radial sampling is a consequence of the reweighting of the sampling points in the FT 

by the function rj, which corrects for the uneven distribution of the points in the time 

domain.  Interestingly, this sensitivity loss is not affected by the number of radial spokes 

Nradial. 

The LCRS case gives somewhat different results.  Approximating the number of 

points on each ring 2α j as 2α j, one obtains a noise level of: 
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The signal to noise ratio is thus: 
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and the sensitivity relative to Cartesian sampling is: 
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Thus we find that LCRS has identical sensitivity to Cartesian sampling in all cases, for 

the same measurement time. 

 

7.1.10.  Numerical Methods 

 

In the preceding sections, point responses and simulated spectra were calculated 

from the analytical equations using custom C++ programs.  For the phase-randomized 

RLCRS method, the phase of each ring φ j was set to a number between 0 and π/2 chosen 

at random and with uniform probability via the Boost MT19937 pseudo-random number 

generator and the Boost uniform variate generator (Boost Random Number Library, 

Boost C++ Libraries, Release 1.32, http://www.boost.org/libs/random).  FTs of simulated 

time domain data were computed using Equation 7.9.  All data points on a ring received 

the same weight rj/Nj, except for phase-randomized RLCRS patterns, in which the 

weights of the two points on each ring closest to the x and y axes were adjusted 
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depending on the phase of the ring, in proportion to the relative area of the plane 

attributable to each point. 

 

7.2.  Experimental 

 

7.2.1.  Data Collection and Processing 

 

To demonstrate the LCRS approach, we collected 3-D HNCO spectra from the B1 

domain of protein G (GB1) using the α = π/2, α = 1.111, α = 1.000 and α = 0.200 LCRS 

patterns described above, which we compare to radial sampling for a similar number of 

sampling points, and to conventional Cartesian sampling at the same resolution (however, 

see the Discussion section regarding resolution).  The spectral width was w = 2000 Hz for 

both the N and the CO axes, requiring that the spacing between rings ∆r be 1/(21/2w) = 

1/(21/2 × 2000) ≈ 2900 Hz.  The CRS spectra were collected with m = 32 rings of points.  

The distributions of sampling points in the LCRS patterns are given in Table 4 and Figure 

41; they required 844, 602, 528 and 119 points, respectively.  The Cartesian and radial 

controls used 1024 and 608 points, respectively. 

NMR data were collected on a Varian INOVA 600 MHz spectrometer equipped 

with a triple-resonance cryoprobe with Z-axis gradients.  A 2 mM sample of GB1, 

uniformly-labeled with 13C and 15N, was used, and all experiments were recorded at 

25°C.  The spectral width w was 2000 Hz and the dwell time ∆r = 0.345 ms.  CRS 
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experiments were collected with four transients per FID, for total measurement times:  

radial, 3.67 hrs.; LCRS α = π/2, 5.08 hrs.; LCRS α = 1.111, 3.63 hrs.; RLCRS α = 1.0, 

3.18 hrs; RLCRS α = 0.2, 0.64 hrs.  Data were initially processed using PRSP (COGGINS 

AND ZHOU 2006B) and NMRPipe (Delaglio et al. 1995).  The final 3-D HNCO spectra 

were computed by a custom C++ program implementing Equation 7.9, which is available 

upon request.  Data were apodized using cosine functions in the N and CO dimensions 

before transformation.  Cartesian data were collected with 32 complex points on each 

indirect axis and the same dwell time of 0.345 ms, for a total time of 6.17 hrs. for the 

same number of transients as in the CRS cases, and were processed using NMRPipe. 

 

7.2.2.  Experimental Results 

 

The LCRS spectra correctly reproduce all peaks in the conventional spectrum, and 

with the same resolution.  Figure 43 shows stacked plots of a representative plane from 

this spectrum, as reproduced by each of these methods.  The α = π/2 spectrum is 

indistinguishable from the conventional.  Importantly, however, the α = 1.111 is also 

nearly identical to the conventional result, despite having α < π/2.  By comparison, a 

radially sampled experiment with projections at 5° increments (Nradial = 36 measured 

spokes, after reflection), collected in the same measurement time as the α = 1.111  
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Figure 43:  Experimental Results for CRS Sampling Patterns 
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spectrum, shows substantial artifacts covering a large portion of the plane (starting at a 

distance of 0.51w = 1020 Hz from each peak). 

Reducing the number of sampling points for m = 32 rings below 602 points (i.e. α 

< 1.111) requires introducing the RLCRS method described above.  The result for α = 1.0 

shows artifacts that reach as much as 10% of peak height, but which do not begin until a 

distance of 0.90w = 1800 Hz.  They are therefore observed only for peaks that are near 

the edges of the spectrum, and when they are observed, they are found only towards the 

corners, occupying a much smaller part of the spectrum than in  radial sampling.  

Additionally, because of the phase randomization, their form appears like random noise, 

rather than the ridge shapes found in the radial spectra.  The large size of the artifact-free 

zone around each peak substantially reduces the chance of the artifacts from any one peak 

interfering with the shapes of other peaks, as would be the case for radial sampling.  The 

α = 0.2 result also shows artifacts at 10% of peak height, but in this case covering almost 

the entire plane, and appearing as random noise.  The resolution of the peak is the same 

as in the cases with more sampling points, however.  For comparison, in Figure 6g the 

Cartesian data were truncated to have the same number of sampling points as in the 

RLCRS α = 0.2 experiment, showing how one can reduce the measurement time in 

LCRS/RLCRS while preserving resolution (at the expense of low-level artifacts), while 

reducing the measurement time for Cartesian sampling requires a severe loss of 

resolution. 

 



 

188 

7.3.  Discussion 

 

7.3.1.  Dwell Time and Resolution 

 

Because CRS methods produce ringlobe artifacts at radial intervals of 1/∆r, it is 

necessary to set ∆r = 1/(21/2w), rather than the usual 1/w of Cartesian sampling.  This 

reduces the potential efficiency of the method, since the resolution achieved for a given 

number of rings m is 1/m∆r = 21/2w/m instead of w/m.  We have previously enhanced the 

efficiency of radial sampling by adjusting ∆r depending on the azimuth θ, according to 

the equation: 

 
( )

1 ,
cos sin

r
wθ θ θ

∆ =
+

 (7.32) 

(assuming here a square spectrum; see Chapter 2).  This equation maximizes the 

resolution in each direction, making it possible to obtain spectra of very high resolution 

on the orthogonal axes without the intrusion of ringlobe artifacts.  While we did not apply 

that technique here, to simplify the theoretical analysis, it should nonetheless be feasible 

to apply this in practice for any CRS method, including LCRS.  This would allow one to 

obtain a spectrum at a higher resolution than is here achieved.  Our previous work 

suggests that any distortion caused by applying Equation 7.32 would be minor (Coggins, 

Venters, and Zhou 2005; Coggins and Zhou 2006b); a full quantitative analysis is in 

progress, along with an analysis of cases with unequal spectral widths on the two axes. 
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7.3.2.  Comparison of Sampling Methods 

 

Comparing the two CRS approaches described here, LCRS and radial sampling, is 

somewhat complicated due to the number of variables involved and their complex 

interdependencies.  It is particularly challenging to address the relative efficiencies of the 

methods, in terms of the results achieved for a given measurement time.  However, the 

analysis becomes tractable if one fixes a “target value” for at least one parameter, and 

evaluates the relative performance of the two methods when optimized to achieve the 

target.  We will consider two such cases here:  In the first, we seek to achieve a fixed 

resolution, while in the second, we seek to achieve an artifact-free spectrum.  For the 

latter, it is also meaningful to make a comparison with Cartesian sampling.. 

Comparison of LCRS and Radial Sampling for a Fixed Target Resolution.  The 

choice of the number of rings m directly controls the final resolution of the experiment, 

which is equal to the inverse of the maximum evolution time 1/rmax = 1/m∆r = 21/2w/m, 

assuming a square spectrum.  Note that the resolution in CRS is the same in all directions, 

since the maximum evolution time is the same in all directions. For the analysis below, 

given a specific target value of m, we vary the number of sampling points T, a direct 

surrogate of the measurement time, and evaluate the effects on artifacts and sensitivity. 
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The first parameter to consider is the size of the artifact-free radius Rcz, measured 

relative to the spectral width w.  With m fixed, the number of points for LCRS is adjusted 

by varying α.  Using the approximation in Equation 7.19, we find that Rcz is: 

 
( )cz,LCRS

4 2 .
1

wTR
m mπ

=
+

 (7.33) 

In the case of radial sampling, when m is fixed, the number of measurement points is 

determined by the choice of the number of radial spokes Nradial/2.  The form of the artifact 

free radius with respect to T turns out to be surprisingly similar to that of LCRS, the 

difference being a factor of two: 

 cz,rad 2

2 2 .wTR
mπ

=  (7.34) 

These curves are plotted in Figure 44a, assuming m = 32.  In terms of the artifact-free 

radius of the spectrum, LCRS is two-fold more efficient than radial sampling. 

Additional insight into the spectral quality can be gained by examining the 

deviation of the spectrum from the true spectrum as a function of the number of sampling 

points.  Figure 44b-d plot the largest deviation, number of points with a deviation >1%, 

and the RMS deviation for the whole spectrum, respectively, as functions of T.  These 

empirical assessments of artifacts were determined by subtracting the normalized 

simulated point responses with different parameters from a reference point response of 

LCRS α = π/2, which shows only the J1 truncation artifacts, to yield a difference 

spectrum.  The relevant statistics were then computed from this difference spectrum. 
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Figure 44:  Comparison of LCRS with Radial Sampling at a Fixed Resolution 

 

The size of the largest artifact shows the expected sharp drop for LCRS at α = 

1.111, as the large axial artifacts are pushed beyond the edge of the spectrum (with a tail, 

however, due to the somewhat long tails of these axial artifact peaks).  The other two 

measures, however, best illustrate the advantages of LCRS, showing a significantly 

smaller RMS deviation, and far fewer points with >1% deviation.  The phase 

randomization approach avoids large artifacts for α < 1.111, but for α > 1.111 LCRS has 

lower artifacts than RLCRS.  We can therefore conclude from Figure 44a-d that (1) 

artifact-free spectra can be obtained with far fewer points in LCRS than with radial 
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sampling, and (2) when artifacts are observed in LCRS, they occupy proportionately less 

area of the spectrum, and are smaller, than for radial sampling in the same measurement 

time. 

LCRS is also superior to radial sampling in terms of sensitivity when seeking a 

fixed resolution.  The signal-to-noise ratios of the two methods are: 
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for radial sampling.  These curves are plotted in Figure 7e for m = 32.  LCRS has the 

same sensitivity as Cartesian sampling, for any choice of measurement time.  By  

 

 

Figure 45:  Comparison of LCRS with Radial and Cartesian Sampling, When 
Configured to Obtain an Artifact-Free Spectrum 
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comparison, radial sampling trails Cartesian sampling and LCRS in sensitivity by ~13%. 

Comparison of LCRS, Radial Sampling and Cartesian Sampling for an 

Artifact-Free Spectrum.  We now compare the results when T is varied, and the other 

parameters are adjusted to obtain an “artifact-free” spectrum.  We will here consider an 

LCRS spectrum with Rcz = w (α = 1.111) to be effectively free of artifacts >1% of peak 

height, while for radial sampling we require that Rcz = 21/2w, since radial artifacts are 

equally strong for all Θ.  Thus in the LCRS case, we constrain α and adjust m, with T 

following according to Equation 7.19: 

 1 8 1 1 .
2

Tm
α

 
= + −  

 
 (7.36) 

For radial sampling, m and Nradial are adjusted simultaneously to maintain the fixed ratio 

Nradial = πm, according to the relationships: 

 radial
2 , 2 .Tm N Tπ
π

= =  (7.37) 

If the resolution 1/rmax = 1/m∆r is plotted as a function of T, one obtains the 

curves in Figure 45a.  Here, we also include a Cartesian curve based on a resolution along 

each axis of w/T1/2, assuming a square spectrum of width w, a dwell time on each axis of 

∆r = 1/w and T1/2 × T1/2 sampling points.  Even without the use of Equation 7.32, we find 

that the resolution of LCRS when seeking an artifact-free spectrum tracks with that of 

conventional sampling:  The same maximum evolution time on each axis, and therefore 

the same resolution, is achieved for the same overall number of points.  By comparison, 
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radial sampling requires a larger number of sampling points than either LCRS or 

Cartesian sampling to obtain an artifact-free spectrum at the same resolution. 

In terms of sensitivity under these conditions, once again we find that LCRS is 

superior to radial sampling, and on par with Cartesian.  Using Equations 7.37 and 7.38, 

we derive the signal-to-noise per sampling point for LCRS with α fixed to be: 

 
LCRS
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η

=  (7.39) 

which is the same as for Cartesian sampling, while for radial sampling under these 

constraints it is: 
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These curves are plotted in Figure 45b. 

 

7.3.3.  Extension to Higher Dimensionality 

 

The LCRS method should extend readily to higher-dimensionality spectra.  

Instead of rings, one would have concentric shells or spheres of sampling points.  As with 

radial sampling, one expects the benefits of LCRS to be greater for higher-dimensional 

cases than for 3-D. 
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7.3.4.  Comparison to Other Sparse Sampling Methods 

 

In this study, we have not attempted to compare LCRS with other forms of sparse 

sampling, such as the exponentially-weighted random sampling methods.  While our 

approach has been to design a sampling pattern that would place its artifacts outside the 

field of view whenever possible, in the extreme case of RLCRS with very small α the 

methods share in common the effect of spreading the artifacts as evenly as possible over 

the plane, in a form that resembles random noise.  In the exponential sampling approach, 

nonlinear processing methods are typically used to reduce this artifact level substantially; 

the literature suggests that with FT processing the artifact levels for the two sampling 

approaches would be similar (Schmieder et al. 1994).  It would be worthwhile in the 

future to develop a formulation of maximum entropy reconstruction for polar coordinates, 

which might significantly reduce the artifact levels, and which would also permit a direct 

comparison of the two sampling approaches to be made.  A comparison to other 

approaches suggests that the CRS methods could be further optimized to improve 

resolution and sensitivity by taking into account the signal envelope (Rovnyak et al. 

2004b). 

On a related note, a study by Kazimierczuk et al. presenting results for FT 

processing of randomly distributed sampling points was very recently published 

(Kazimierczuk et al. 2006).  It would be interesting to compare all of these methods in the 

future. 
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7.4.  Summary 

 

We have described a generalization of radial sampling that we call concentric ring 

sampling (CRS), and have presented a comprehensive analytical treatment of the results, 

including spectral quality and sensitivity.  CRS methods reproduce peaks quantitatively, 

although possibly with artifacts, depending on the number of points used.  The new 

LCRS method introduced here can produce an artifact-free spectrum with equal 

measurement time and sensitivity to Cartesian sampling.  Further, in cases of reduced 

measurement time where artifacts are present, the phase-randomized RLCRS result will 

have fewer and smaller artifacts than radial sampling for the same number of sampling 

points.  Additionally, the sensitivity of LCRS and RLCRS is better than that of radial 

sampling.  We expect the approach employed here to serve as the basis for developing 

sampling methods of even greater efficiency in the future. 
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8.  CONCLUSIONS AND FUTURE DIRECTIONS 
 

 

We have described a number of new methods for NMR data collection and 

processing, along with practical implementations, which together have the potential to 

make NMR studies possible on many systems that have been inaccessible to the 

conventional approaches.  As with so many of the recent efforts to development new 

NMR approaches, the methods introduced herein represent an attempt to improve the 

efficiency of the data collection process by reducing the number of sampling points that 

must be measured from the time domain to determine a spectrum at any given 

dimensionality and resolution.  Unlike many other projects, the focus of our effort has 

been the development of approaches that would be suitable for sensitivity-limited 

applications, especially large proteins.  One expects that experiments on these systems 

will require a certain minimum measurement time simply to permit adequate signal 

accumulation to detect the peaks, and for this reason we are not generally concerned with 

attempting to obtain “instantaneous” spectra.  The need for longer experiments gives us 

the freedom to explore methods that do require a certain minimum sampling of the time 

domain in order to function at all, but which are able to produce far more information for 

that measurement time than the conventional approach. 

When the data are sampled on radial spokes, we have outlined two different 

paradigms for how the data can be used:  (1) as the source for projections, which can then 



 

198 

be used for reconstruction, and (2) collectively, as a form of data in polar coordinates that 

can be processed by a polar FT.  These two concepts have their intersection in the filtered 

backprojection (FBP) reconstruction method, which turns out to be a polar FT in 

disguise.  The projection approach is helpful in many cases, and one should not devalue 

the utility, for certain applications, of the lower-value (LV) and hybrid 

backprojection/lower-value (HBLV) nonlinear reconstruction methods introduced here.  

Moreover, it is quite possible that the last word on reconstruction from projections has 

not yet been given; in particular, NMR data presents a very unique tomographic problem, 

and it seems likely that it would be amenable to specialized treatments that could extract 

large amounts of information from the projections.  By contrast, the strengths and 

weaknesses of the FT are well known:  It works very well, but it cannot work magic.  The 

beauty of using the FT is the absolute predictability of its results—as Chapter 6 shows, 

one can analytically derive every aspect of the FT’s behavior for any sampling pattern—

making it possible to obtain quantitatively accurate spectra, as would be needed for 

NOESY.  The shortcoming of using the FT is that it requires a very large number of 

projections to prevent artifacts, as we showed analytically, and as became apparent in one 

particular example in Chapter 4.  However, the paradigm of non-Cartesian datasets and 

FT processing opens the door for developing entirely new forms of sampling, such as the 

concentric ring sampling introduced in Chapter 8, which may have better artifact 

behavior and thus greater efficiency than radial sampling.  Both paradigms offer 

encouraging pathways for further innovation. 
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In practical terms, for sequential assignment, it seems likely that radial sampling 

followed by the HBLV reconstruction approach introduced in Chapter 3 will be the 

routine choice, at least for the near future.  This algorithm can produce high resolution, 

artifact-free spectra with very accurate peak positions from only a small number of 

projections, and has been designed to provide the sensitivity needed in many practical 

systems.  Sequential assignment spectra tend to a have a relatively small number of 

strong, sharp signals, and as such they are well suited for an algorithm incorporating a 

lower-value element.  For most other applications, the use of radial or LCRS sampling 

followed by a Fourier transform seems to be best, offering high resolution and excellent 

sensitivity and generating quantitative spectra with predicatable artifact behavior.  We 

find the artifacts to be such that they are only really problematic in cases of extreme 

dynamic range, where one may be forced to adopt a strategy such as subtraction or 

suppresion of diagonal peaks. 

The approach of radial sampling followed by either HBLV or FBP was 

demonstrated on a 29 kDa protein, human carbonic anhydrase II, showing how these 

methods can be of practical benefit on large proteins with severe sensitivity constraints.  

With only eight radial slices measured in 33 hours, an acquisition time that is only 

slightly greater than the sensitivity requirement for detecting the weaker interresidue 

peaks, we were able to reconstruct the key 4-D experiments for sequential assignment.  

These experiments facilitated nearly complete assignments, including allowing the 

assignment of a number of resonances that could not be assigned from 3-D data.  On the 

NOESY side, we were able to measure a methyl/amide dataset using 100 radial slices in 
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88 hours, which is equivalent to the amount of time spent collecting a conventional 3-D 

spectrum.  FBP reconstruction from these data produced a quantitatively accurate 4-D 

spectrum at very high resolution.  With a suitable technique for suppressing diagonals, a 

methyl/methyl experiment was equally successful.  These NOESY experiments offered 

resolutions that simply are not possible with conventional measurement, and they were 

even able to do so while achieving a reduction in measurement time from the typical 

conventional 4-D experiment. 

At this point, everything that is needed for applying projection-reconstruction to 

practical problems is available, including the methodology for collecting projections 

(Chapter 2), algorithms for reconstruction (Chapters 3 and 4), and a complete software 

package implementing those algorithms and integrating cleanly into the standard 

protocols for NMR data collection and analysis (Chapter 5).  The new approaches to 

concentric ring sampling are not quite as far along—they still need to be extended beyond 

3-D spectroscopy, and efficient software for data processing still needs to be prepared, 

before they will be of great value.  However, we expect these further developments to be 

completed in the near future. 

We have only just begun to explore the possibilities for novel sampling patterns, 

and it will be important to continue research on that front.  There are a number of 

possible directions one could take, including further study of possibilities from the 

analytical equations as well as turning to the literature on sampling.  An interesting idea 

would be to attempt to apply a numerical optimization protocol, where the sampling 

pattern would be optimized iteratively while monitoring the effect on the point response.  
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It is not clear how the deterministic and semi-deterministic approaches we have 

introduced will ultimately compare to the purely random sampling being developed in 

other groups, but it will be important to evaluate the strengths and weaknesses of those 

other approaches.  Furthermore, we have not even begun to consider the possibilities for 

more than four dimensions. 

In terms of data processing, one can identify a number of areas for further 

development.  As new sampling patterns show increasing promise, there will be a 

pressing need for a practical software package for FT calculations on non-Cartesian data, 

and such a package will require careful development and extensive optimization in order 

to be functional, given the length of these calculations.  It may well be worth turning to 

the imaging literature for insight into how this processing can best be performed.   

Looking beyond these considerations of implementation, there is much room for 

further development of new algorithms and for attempts to draw algorithms from other 

areas of science.  We have not begun to exhaust the possibilities in the literature for 

reconstruction from projections, and it would also likely be worthwhile to consider 

whether entirely new methods could be designed, taking into account the unique nature of 

NMR data.  With respect to the Fourier transform, given our comprehensive analytical 

understanding of the artifacts in polar FTs of both radial and CRS data, it is interesting to 

consider whether these artifacts might be eliminated in the processing protocol.  In 

particular, it seems that this problem might be resolved by an inverse problem method 

like MaxEnt, which would take into account either the analytical or empirical point 
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response and attempt to reconstruct what the spectrum would be in the absence of the 

artifacts. 

However the future development of the methodology plays out, the ability to 

obtain spectra at higher resolutions and with more dimensions than ever before, and 

without any significant sacrifice in sensitivity, should make studies of structure and 

dynamics on a number of large proteins and protein complexes possible.  It is our firm 

hope that these new methods will prove to be valuable practical tools, which might 

enable the exploration of new problems heretofore inaccessible to biomolecular NMR.   

 

 

  



 

203 

REFERENCES 
 

 

Armstrong, G. S., K. E. Cano, V. A. Mandelshtam, A. J. Shaka, and B. Bendiak. 2004. 
Rapid 3-D NMR Using the Filter Diagonalization Method:  Application to 
Oligosaccharides Derivatized with 13C-labeled Acetyl Groups. J. Magn. Reson. 
170: 156-163. 

Atreya, H. S., A. Eletsky, and T. Szyperski. 2005. Resonance Assignments of Proteins 
with High Shift Degeneracy Based on 5D Spectral Information Encoded in G2FT 
NMR Experiments. J. Am. Chem. Soc. 127: 4554-4555. 

Atreya, H. S. and T. Szyperski. 2004. G-matrix Fourier Transform NMR Spectroscopy 
for Complete Protein Resonance Assignment. Proc. Natl. Acad. Sci. U. S. A. 101: 
9642-9647. 

________. 2005. Rapid NMR Data Collection. Methods Enzymol. 394: 78-108. 

Aue, W. P., E. Bartholdi, and R. R. Ernst. 1976. J. Chem. Phys. 64: 2229. 

Barna, J. C. J. and E. D. Laue. 1987. Conventional and Exponential Sampling for 2D 
NMR Experiments with Application to a 2D NMR Spectrum of a Protein. J. 
Magn. Reson. 75: 384-389. 

Barna, J. C. J., E. D. Laue, M. R. Mayger, J. Skilling, and S. J. P. Worrall. 1987. 
Exponential Sampling, an Alternative Method for Sampling in Two-Dimensional 
NMR Experiments. J. Magn. Reson. 73: 69-77. 

Bartels, C., T.-H. Xia, M. Billeter, P. Güntert, and K. Wüthrich. 1995. The Program 
XEASY for Computer-supported NMR Spectral Analysis of Biological 
Macromolecules. J. Biomol. NMR 5: 1-10. 

Beerends, R. J., H. G. ter Morsche, J. C. van den Berg, and E. M. van de Vrie. 2003. 
Fourier and Laplace Transforms. Cambridge: Cambridge University Press. 

Bersch, B., E. Rossy, J. Coves, and B. Brutscher. 2003. Optimized Set of Two-
Dimensional Experiments for Fast Sequential Assignment, Secondary Structure 
Determination, and Backbone Fold Validation of 13C/15N-Labelled Proteins. J. 
Biomol. NMR 27: 57-67. 



 

204 

Bodenhausen, G. and R. R. Ernst. 1981. The Accordion Experiment, a Simple Approach 
to Three-Dimensional Spectroscopy. J. Magn. Reson. 45: 367-373. 

________. 1982. Direct Determination of Rate Constants of Slow Dynamic Processes by 
Two-Dimensional "Accordion" Spectroscopy in Nuclear Magnetic Resonance. J. 
Am. Chem. Soc. 104: 1304-1309. 

Bourgeois, M., F. T. A. W. Wajer, D. Dvan Ormondt, and D. Graveron-Demilly. 2001. 
Reconstruction of MRI Images from Non-Uniform Sampling and Its Application 
to Intrascan Motion Correction in Functional MRI. In Modern Sampling Theory:  
Mathematics and Applications, ed. John Benedetto and Paulo J.S.G. Ferreira. 
Boston: Birkhäuser. 

Bracewell, R. N. 1956. Strip Integration in Radio Astronomy. Aust. J. Phys. 9: 198-217. 

________. 1995. Two-Dimensional Imaging. Englewood Cliffs, NJ: Prentice-Hall. 

________. 2000. The Fourier Transform and Its Applications. Boston: McGraw-Hill. 

Bracewell, R. N. and A. C. Riddle. 1967. Inversion of Fan-Beam Scans in Radio 
Astronomy. Astrophys. J. 150: 427-434. 

Bracewell, R. N. and A. R. Thompson. 1973. The Main Beam and Ringlobes of an East-
West Rotation-Synthesis Array. Astrophys. J. 182: 77-94. 

Brown, M. A. and R. C. Semelka. 2003. MRI: Basic Principles and Applications. 
Hoboken, NJ: Wiley-Liss. 

Brutscher, B. 2004. Combined Frequency- and Time-domain NMR Spectroscopy:  
Application to Fast Protein Resonance Assignment. J. Biomol. NMR 29: 57-64. 

Brutscher, B., N. Morelle, F. Cordier, and D. Marion. 1995. Determination of an Initial 
Set of NOE-derived Distance Constraints for the Structure Determination of 
15N/13C-Labelled Proteins. J. Magn. Reson. B109: 338-342. 

Cavanagh, J., W. J. Fairbrother, A. G. Palmer, III, and N. J. Skelton. 1996. Protein NMR 
Spectroscopy: Principles and Practice. San Diego: Academic Press. 

Chen, J., A. A. de Angelis, V. A. Mandelshtam, and A. J. Shaka. 2003. Progress on the 
Two-Dimensional Filter Diagonalization Method:  An Efficient Doubling Scheme 
for Two-Dimensional Constant-Time NMR. J. Magn. Reson. 146: 363-368. 

Chen, J., D. Nietlispach, A. J. Shaka, and V. A. Mandelshtam. 2004. Ultra-high 
Resolution 3-D NMR Spectra from Limited-size Data Sets. J. Magn. Reson. 169: 
215-224. 



 

205 

Cochran, W., F. H. C. Crick, and V. Vand. 1952. The Structure of Synthetic 
Polypeptides.  I.  The Transform of Atoms on a Helix. Acta Cryst. 5: 581. 

Coggins, B. E., R. A. Venters, and P. Zhou. 2004. Generalized Reconstruction of n-D 
NMR Spectra from Multiple Projections: Application to the 5-D HACACONH 
Spectrum of Protein G B1 Domain. J. Am. Chem. Soc. 126, no. 4: 1000-1001. 

________. 2005. Filtered Backprojection for the Reconstruction of a High-Resolution 
(4,2)D CH3-NH NOESY Spectrum on a 29 kDa Protein. J. Am. Chem. Soc. 127: 
11562-11563. 

Coggins, B. E. and P. Zhou. 2006a. Polar Fourier transforms of radially sampled NMR 
data. J. Magn. Reson. 182: 84-95. 

________. 2006b. PR-CALC:  A Program for the Reconstruction of NMR Spectra from 
Projections. J. Biomol. NMR 34: 179-195. 

________. 2007. Sampling of the NMR Time Domain Along Concentric Rings. J. Magn. 
Reson. 184: 207-221. 

Crowther, R. A., D. J. DeRosier, and A. Klug. 1970. The Reconstruction of a Three-
Dimensional Structure from Projections and its Application to Electron 
Microscopy. Proc. R. Soc. London, A 317, no. 1530: 319-340. 

Deans, S. R. 1983. The Radon Transform and Some of Its Applications. New York: John 
Wiley & Sons. 

Delaglio, F., S. Grzesiek, G. W. Vuister, G. Zhu, J. Pfeifer, and A. Bax. 1995. NMRPipe: 
A Multidimensional Spectral Processing System Based on UNIX Pipes. J. 
Biomol. NMR 6: 277-293. 

DeRosier, D. J. and A. Klug. 1968. Reconstruction of Three Dimensional Structures from 
Electron Micrographs. Nature 217: 130-134. 

Diercks, T., M. Daniels, and R. Kaptein. 2005. Extended flip-back schemes for sensitivity 
enhancement in multidimensional HSQC-type out-and-back experiments. J. 
Biomol. NMR 33: 243-259. 

Ding, K. and A. M. Gronenborn. 2002. Novel 2D Triple-Resonance NMR Experiments 
for Sequential Resonance Assignments of Proteins. J. Magn. Reson. 156: 262-
268. 

Eghbalnia, H. R., A. Bahrami, M. Tonelli, K. Hallenga, and J. L. Markley. 2005. High-
resolution Iterative Frequency Identification for NMR as a General Strategy for 
Multidimensional Data Collection. J. Am. Chem. Soc. 127: 12528-12536. 



 

206 

Erber, T. and G. M. Hockney. 1991. Equilibrium configurations of N equal charges on a 
sphere. J. Phys. A: Math. Gen. 24: L1369-L1377. 

Ernst, R. R., G. Bodenhausen, and A. Wokaun. 1987. Principles of Nuclear Magnetic 
Resonance in One and Two Dimensions. Oxford: Clarendon Press. 

Freeman, R. and H. D. W. Hill. 1971. J. Magn. Reson. 4, no. 366-383. 

Freeman, R. and E. Kupče. 2003. New Methods for Fast Multidimensional NMR. J. 
Biomol. NMR 27: 101-113. 

________. 2004. Distant Echoes of the Accordion: Reduced Dimensionality, GFT-NMR, 
and Projection-Reconstruction of Multidimensional Spectra. Concept. Magnetic. 
Res. 23A: 63-75. 

Frydman, L., A. Lupulescu, and T. Scherf. 2002. The Acquisition of Multidimensional 
NMR Spectra Within a Single Scan. Proc. Natl. Acad. Sci. U. S. A. 99: 15859-
15862. 

________. 2003. Principles and Features of Single-Scan Two-Dimensional NMR 
Spectroscopy. J. Am. Chem. Soc. 125: 9204-9217. 

Gal, M., P. Schanda, H. van Melckebeke, and B. Brutscher. 2006. UltraSOFAST HMQC 
NMR and the repetitive acquisition of 2D protein spectra at Hz rates. J. Am. 
Chem. Soc. 129: 1372-1377. 

Gilbert, P. 1972a. Iterative Methods for the Three-Dimensional Reconstruction of an 
Object from Projections. J. Theor. Biol. 36: 105-117. 

Gilbert, P. F. C. 1972b. The Reconstruction of a Three-Dimensional Structure from 
Projections and Its Application to Electron Microscopy.  II. Direct Methods. Proc. 
R. Soc. London, B 182: 89-102. 

Goddard, T. D. and D. G. Kneller. SPARKY 3. University of California, San Fransisco. 

Goto, N. K., K. H. Gardner, G. A. Mueller, R. C. Willis, and L. E. Kay. 1999. A Robust 
and Cost-Effective Method for the Production of Val, Leu, Ile (δ1) Methyl-
protonated 15N-, 13C-, 2H-labeled Proteins. J. Biomol. NMR 13, no. 4: 369-74. 

Goto, N. K. and L. E. Kay. 2000. New Developments in Isotope Labeling Strategies for 
Protein Solution NMR Spectroscopy. Curr. Opin. Struct. Biol. 10: 585-592. 

Gutmanas, A., P. Jarvoll, V. Y. Orekhov, and M. Billeter. 2002. Three-way 
Decomposition of a Complete 3D 15N-NOESY-HSQC. J. Biomol. NMR 24: 191-
201. 



 

207 

Hiller, S., F. Fiorito, K. Wüthrich, and G. Wider. 2005. Automated Projection 
Spectroscopy. Proc. Natl. Acad. Sci. U. S. A. 102: 10876-10881. 

Hoch, J. C. and A. S. Stern. 1996. NMR Data Processing. New York: Wiley-Liss. 

________. 2001. Maximum Entropy Reconstruction, Spectrum Analysis and 
Deconvolution in Multidimensional Nuclear Magnetic Resonance. Methods 
Enzymol. 338: 159-178. 

Hu, H., A. A. de Angelis, V. A. Mandelshtam, and A. J. Shaka. 2000. The 
Multidimensional Filter Diagonalization Method. J. Magn. Reson. 144: 357-366. 

Jeener, J. 1971. AMPERE International Summer School II. Basko Polje, Yugoslavia. 

Jiang, L., B. E. Coggins, and P. Zhou. 2005. Rapid Assignment of Protein Sidechain 
Resonances Using Projection-Reconstruction of 4D HC(CCO)NH and intra-
HC(C)NH Experiments. J. Magn. Reson. 175: 170-176. 

Johnson, B. A. and R. A. Blevins. 1994. NMRView: A Computer Program for the 
Visualization and Analysis of NMR Data. J. Biomol. NMR 4: 603-614. 

Kak, A. C. and M. Slaney. 1999. Principles of Computerized Tomographic Imaging. New 
York: IEEE Press. 

Kay, L. E., P. Keifer, and T. Saarinen. 1992. Pure Absorption Gradient Enhanced 
Heteronuclear Single Quantum Coherence Spectroscopy with Improved 
Sensitivity. J. Am. Chem. Soc. 114: 10663-10665. 

Kazimierczuk, K., W. Kozminski, and I. Zhukov. 2006. Two-dimensional Fourier 
Transform of Arbitrarily Sampled NMR Data Sets. J. Magn. Reson. 179: 323-328. 

Kazimierczuk, K., A. Zawadzka, W. Kozminski, and I. Zhukov. 2006. Random sampling 
of evolution time space and Fourier transform processing. J. Biomol. NMR 36: 
157-168. 

Kim, S. and T. Szyperski. 2003. GFT NMR, a New Approach To Rapidly Obtain Precise 
High-dimensional NMR Spectral Information. J. Am. Chem. Soc. 125: 1385-1393. 

________. 2004. GFT NMR Experiments for Polypeptide Backbone and 13Cβ Chemical 
Shift Assignment. J. Biomol. NMR 28: 117-130. 

Klug, A., F. H. C. Crick, and H. W. Wyckoff. 1958. Diffraction by Helical Structures. 
Acta Cryst. 11: 199. 



 

208 

Korzhneva, D. M., I. V. Ibraghimov, M. Billeter, and V. Y. Orekhov. 2001. MUNIN: 
Application of Three-Way Decomposition to the Analysis of Heteronuclear NMR 
Relaxation Data. J. Biomol. NMR 21: 263-268. 

Kozminski, W. and I. Zhukov. 2003. Multiple Quadrature Detection in Reduced 
Dimensionality Experiments. J. Biomol. NMR 26: 157-166. 

Kupce, E. and R. Freeman. 2004. Fast Reconstruction of Four-Dimensional NMR Spectra 
from Plane Projections. Journal of Biomolecular NMR 28: 391-395. 

Kupče, E. and R. Freeman. 2003a. Fast Multi-dimensional Hadamard Spectroscopy. J. 
Magn. Reson. 163: 56-63. 

________. 2003b. Fast Multi-dimensional NMR of Proteins. J. Biomol. NMR 25: 349-
354. 

________. 2003c. Frequency-domain Hadamard Spectroscopy. J. Magn. Reson. 162: 
300-310. 

________. 2003d. Projection-Reconstruction of Three-Dimensional NMR Spectra. J. Am. 
Chem. Soc. 125, no. 46: 13958-13959. 

________. 2003e. Reconstruction of the three-dimensional NMR spectrum of a protein 
from a set of plane projections. J. Biomol. NMR 27: 383-387. 

________. 2003f. Two-dimensional Hadamard Spectroscopy. J. Magn. Reson. 162: 300-
310. 

________. 2004a. Fast Reconstruction of Four-Dimensional NMR Spectra from Plane 
Projections. J. Biomol. NMR 28, no. 4: 391-395. 

________. 2004b. Projection-Reconstruction Technique for Speeding Up 
Multidimensional NMR Spectroscopy. J. Am. Chem. Soc. 126: 6429-6440. 

________. 2004c. The Radon Transform:  A New Scheme for Fast Multidimensional 
NMR. Concept. Magnetic. Res. 22A: 4-11. 

________. 2005. Fast Multidimensional NMR: Radial Sampling of Evolution Space. J. 
Magn. Reson. 173: 317-321. 

Kupče, E., T. Nishida, and R. Freeman. 2003. Hadamard NMR Spectroscopy. Progress 
in NMR Spectroscopy 42: 95-122. 

Liu, G., Y. Shen, H. S. Atreya, D. Parish, Y. Shao, D. K. Sukumaran, R. Xiao, A. Yee, A. 
Lemak, A. Bhattacharya, T. A. Acton, C. H. Arrowsmith, G. Montelione, and T. 



 

209 

Szyperski. 2005. NMR data collection and analysis protocol for high-throughput 
protein structure determination. Proc. Natl. Acad. Sci. U. S. A. 102: 10487-10492. 

Luan, T., V. Jaravine, A. Yee, C. H. Arrowsmith, and V. Y. Orekhov. 2005. Optimization 
of resolution and sensitivity of 4D NOESY using multi-dimensional 
decomposition. J. Biomol. NMR 33: 1-14. 

Malmodin, D. and M. Billeter. 2005a. High-throughput Analysis of Protein NMR 
Spectra. Prog. Nucl. Magn. Reson. Spectrosc. 46: 109-129. 

________. 2005b. Multiway Decomposition of NMR Spectra with Coupled Evolution 
Periods. J. Am. Chem. Soc. 127: 13486-13487. 

________. 2005c. Signal Identification in NMR Spectra with Coupled Evolution Periods. 
J. Magn. Reson. 176: 47-53. 

Mandelshtam, V. A. 2000. The Multidimensional Filter Diagonalization Method. J. 
Magn. Reson. 144: 343-356. 

________. 2001. FDM:  The Filter Diagonalization Method for Data Processing in NMR 
Experiments. Progress in NMR Spectroscopy 38: 159-196. 

Marion, D. 2006. Processing of ND NMR spectra sampled in polar coordinates: a simple 
Fourier transform instead of a reconstruction. J. Biomol. NMR 36: 45-54. 

Mishkovsky, M. and L. Frydman. 2005. Interlaced Fourier Transformation of Ultrafast 
2D NMR Data. J. Magn. Reson. 173: 344-350. 

Montelione, G., D. Zheng, Y. Huang, K. Gunsalus, and T. Szyperski. 2000. Protein NMR 
in structural genomics. Nat. Struct. Biol. 7 supplement: 982-985. 

Mueller, G. A., W. Y. Choy, D. Yang, J. D. Forman-Kay, R. A. Venters, and L. E. Kay. 
2000. Global Folds of Proteins with Low Densities of NOEs Using Residual 
Dipolar Couplings:  Application to the 370-Residue Maltodextrin-Binding 
Protein. J. Mol. Biol. 300: 197-212. 

Myridis, N. E. and C. Chamzas. 1998. Sampling on Concentric Circles. IEEE Trans. 
Med. Imag. 17: 294-299. 

Nagayama, K., P. Bachmann, K. Wüthrich, and R. R. Ernst. 1978. The Use of Cross-
Sections and of Projections in Two-dimensional NMR Spectroscopy. J. Magn. 
Reson. 31: 133-148. 

Orekhov, V. Y., I. V. Ibraghimov, and M. Billeter. 2001. MUNIN:  A New Approach to 
Multi-Dimensional NMR Spectra Interpretation. J. Biomol. NMR 20: 49-60. 



 

210 

________. 2003. Optimizing Resolution in Multidimensional NMR by Three-Way 
Decomposition. J. Biomol. NMR 27: 165-173. 

Pervushin, K., B. Vogeli, and A. Eletsky. 2002. Longitudinal (1)H relaxation 
optimization in TROSY NMR spectroscopy. J. Am. Chem. Soc. 124: 12898-
12902. 

Radon, J. 1917. Uber die Bestimmung von Funktionen durch ihre Integralwerte längs 
gewisser Mannigsfaltigkeiten. Berichte über die Verhandlungen der königlich 
Sächsischen Gesellschaft der Wissenschaften zu Leipzig, Mathematisch-Physische 
Klasse 69: 262-277. 

Rovnyak, D., D. P. Frueh, M. Sastry, Z. Y. Sun, A. S. Stern, J. C. Hoch, and G. Wagner. 
2004a. Accelerated Acquisition of High Resolution Triple-Resonance Spectra 
Using Non-Uniform Sampling and Maximum Entropy Reconstruction. J. Magn. 
Reson. 170: 15-21. 

Rovnyak, D., J. C. Hoch, A. S. Stern, and G. Wagner. 2004b. Resolution and Senstivity 
of High Field Nuclear Magnetic Resonance Spectroscopy. J. Biomol. NMR 30: 1-
10. 

Rowland, S. W. 1979. Computer Implementation of Image Reconstruction Formulas. In 
Image Reconstruction from Projections, ed. G.T. Herman. Berlin: Springer-
Verlag. 

Sarty, G. E. 2003. The Relationship Between the Nyquist Criterion and the Point Spread 
Function. Concept. Magnetic. Res. 17B: 17-24. 

Schanda, P. and B. Brutscher. 2006. Hadamard frequency-encoded SOFAST-HMQC for 
ultrafast two-dimensional protein NMR. J. Magn. Reson. 178: 334-339. 

Schanda, P., E. Kupče, and B. Brutscher. 2005. SOFAST-HMQC experiments for 
recording two-dimensional heteronuclear correlation spectra of proteins within a 
few seconds. J. Biomol. NMR 33: 199-211. 

Schanda, P., H. van Melckebeke, and B. Brutscher. 2006. Speeding up three-dimensional 
protein NMR experiments to a few minutes. J. Am. Chem. Soc. 128: 9042-9043. 

Schmieder, P., A. S. Stern, G. Wagner, and J. C. Hoch. 1994. Improved Resolution in 
Triple-Resonance Spectra by Nonlinear Sampling in the Constant-Time Domain. 
J. Biomol. NMR 4: 483-490. 

________. 1997. Quantification of Maximum-Entropy Spectrum Reconstructions. J. 
Magn. Reson. 125: 332-339. 



 

211 

Shapira, B. and L. Frydman. 2003. Arrayed Acquisition of 2-D Exchange NMR Spectra 
Within a Single Scan Experiment. J. Magn. Reson. 165: 320-324. 

Shapira, B., A. Karton, D. Aronzon, and L. Frydman. 2004a. Real-time 2-D NMR 
Identification of Analytes Undergoing Continuous Chromatographic Separation. 
J. Am. Chem. Soc. 126: 1262-1265. 

Shapira, B., A. Lupulescu, Y. Shrot, and L. Frydman. 2004b. Line Shape Considerations 
in Ultrafast 2-D NMR. J. Magn. Reson. 166: 152-163. 

Shapira, B., E. Morris, K. A. Muszkat, and L. Frydman. 2004c. Sub-second 2D NMR 
Spectroscopy at Sub-Millimolar Concentrations. J. Am. Chem. Soc. 126: 11756-
11757. 

Shepp, L. A. 1980. Computerized Tomography and Nuclear Magnetic Resonance. 
Journal of Computer Assisted Tomography 4: 94-107. 

Shrot, Y. and L. Frydman. 2003. Ghost-peak Suppression in Ultrafast Two-Dimensional 
NMR Spectroscopy. J. Magn. Reson. 164: 351-357. 

________. 2004. Spatially-Resolved Multidimensional NMR Spectroscopy within a 
Single Scan. J. Magn. Reson. 167: 42-48. 

________. 2005. Spatially Encoded NMR and the Acquisition of 2D Magnetic 
Resonance Images within a Single Scan. J. Magn. Reson. 172: 179-190. 

Shrot, Y., B. Shapira, and L. Frydman. 2004. Ultrafast 2D NMR Spectroscopy Using a 
Continuous Spatial Encoding of the Spin Interactions. J. Magn. Reson. 171: 163-
170. 

Simorre, J. P., B. Brutscher, M. S. Caffrey, and D. Marion. 1994. Assignment of NMR 
Spectra of Proteins Using Triple-resonance Two-dimensional Experiments. J. 
Biomol. NMR 4: 325-334. 

Stark, H. 1979. Sampling theorems in polar coordinates. J. Opt. Soc. Am. 69: 1519-1525. 

States, D. J., R. A. Haberkorn, and D. J. Ruben. 1982. J. Magn. Reson. 48: 286. 

Swarztrauber, P. N. 1982. Vectorizing the FFTs. In Parellel Computations, ed. G. 
Rodrigue: Academic Press. 

Szyperski, T., B. Banecki, D. Braun, and R. W. Glaser. 1998. J. Biomol. NMR 11: 387-
405. 



 

212 

Szyperski, T., D. Braun, C. Bartels, and K. Wuthrich. 1995. J. Magn. Reson. B108: 197-
203. 

Szyperski, T., G. Wider, J. H. Bushweller, and K. Wuthrich. 1993a. 3D 13C-15N-
Heteronuclear Two-Spin Coherence Spectroscopy for Polypeptide Backbone 
Assignments in 13C-15N-Double-Labeled Proteins. J. Biomol. NMR 3: 127-132. 

________. 1993b. Reduced Dimensionality in Triple-Resonance NMR Experiments. J. 
Am. Chem. Soc. 115: 9307-9308. 

Szyperski, T., D. C. Yeh, D. K. Sukumaran, H. N. B. Moseley, and G. T. Montelione. 
2002. Reduced-dimensionality NMR Spectroscopy for High-throughput Protein 
Resonance Assignment. Proc. Natl. Acad. Sci. U. S. A. 99, no. 12: 8009-14. 

Thompson, A. R. and R. N. Bracewell. 1974. Interpolation and Fourier Transformation of 
Fringe Visibilities. Astron. J. 79: 11-24. 

Tugarinov, V., W. Y. Choy, V. Y. Orekhov, and L. E. Kay. 2005a. Solution NMR-
Derived Global Fold of a Monomeric 82-kDa Enzyme. Proc. Natl. Acad. Sci. U. 
S. A. 102: 622-627. 

Tugarinov, V., P. M. Hwang, and L. E. Kay. 2004. Nuclear Magnetic Resonance 
Spectroscopy of High-Molecular-Weight Proteins. Annu. Rev. Biochem. 73: 107-
146. 

Tugarinov, V., P. M. Hwang, J. E. Ollerenshaw, and L. E. Kay. 2003. Cross-correlated 
Relaxation Enhanced 1H-13C NMR Spectroscopy of Methyl Groups in Very 
High Molecular Weight Proteins and Protein Complexes. J. Am. Chem. Soc. 125: 
10420-10428. 

Tugarinov, V. and L. E. Kay. 2003a. Ile, Leu, and Val Methyl Assignments of the 723-
Residue Malate Synthase G Using a New Labeling Strategy and Novel NMR 
Methods. J. Am. Chem. Soc. 125: 13868-13878. 

________. 2003b. Quantitative NMR Studies of High Molecular Weight Proteins: 
Application to Domain Orientation and Ligand Binding in the 723 Residue 
Enzyme Malate Synthase G. J. Mol. Biol. 327: 1121-1133. 

________. 2004. Quantitative 13C and 2H NMR relaxation studies of the 723-residue 
enzyme malate synthase G reveal a dynamic binding interface. Biochemistry 44: 
15970-15977. 

Tugarinov, V., L. E. Kay, I. V. Ibraghimov, and V. Y. Orekhov. 2005b. High-Resolution 
Four-Dimensional 1H-13C NOE Spectroscopy Using Methyl-TROSY, Sparse Data 



 

213 

Acquisition, and Multidimensional Decomposition. J. Am. Chem. Soc. 127: 2767-
2775. 

Tugarinov, V., D. R. Muhandiram, A. Ayed, and L. E. Kay. 2002. Four-dimensional 
NMR Spectroscopy of a 723-Residue Protein:  Chemical Shift Assignments and 
Secondary Structure of Malate Synthase G. J. Am. Chem. Soc. 124: 10025-10035. 

Tugarinov, V., J. E. Ollerenshaw, and L. E. Kay. 2005. Probing side-chain dynamics in 
high molecular weight proteins by deuterium NMR spin relaxation:  an 
application to an 82-kDa enzyme. J. Am. Chem. Soc. 127: 8214-8225. 

Venters, R. A., B. E. Coggins, D. Kojetin, J. Cavanagh, and P. Zhou. 2005. (4,2)D 
Projection-Reconstruction Experiments for Protein Backbone Assignment:  
Application to Human Carbonic Anhydrase II and Calbindin D28K. J. Am. Chem. 
Soc. 127: 8785-8795. 

Venters, R. A., R. Thompson, and J. Cavanagh. 2002. Current Approaches for the Study 
of Large Proteins by NMR. J. Mol. Struct. 602: 275-292. 

Waser, J. 1955. Fourier Transforms and Scattering Intensities of Tubular Objects. Acta 
Cryst. 8: 142. 

Wüthrich, K. 1986. NMR of Proteins and Nucleic Acids. New York: John Wiley and 
Sons. 

________. 1998. The Second Decade - Into the Third Millenium. Nat. Struct. Biol. 5: 
492-495. 

________. 2001. The way to NMR structures of proteins. Nat. Struct. Biol. 8: 923-925. 

________. 2003. NMR studies of structure and function of biological macromolecules 
(Nobel Lecture). J. Biomol. NMR 27: 13-39. 

 



 

214 

BIOGRAPHY 
 

 

Brian E. Coggins was born in Fort Myers, Florida on June 5, 1981.  After 

graduating from Leesburg High School in Leesburg, Florida in 1999, he came to Duke 

University, where he began studies in the Trinity College of Arts and Sciences.  In 2003 

he was awarded a Bachelor of Science degree, cum laude, in Chemistry, with 

concentration in Biochemistry.  Additionally, he earned minors in History and in German 

Language and Literature, and was awarded Graduation with Distinction by the Chemistry 

Department for his research with Pei Zhou and Christian R. H. Raetz.  At the time of 

graduation, he was awarded a National Science Foundation Graduate Research 

Fellowship as well as a James B. Duke Fellowship and membership in the University 

Scholars for graduate study at Duke.   

In the fall of 2003, Brian entered Duke’s graduate program in Structural Biology 

and Biophysics.  He affiliated with Pei Zhou’s lab and the Biochemistry Department and 

began research into new methods for NMR data collection.  Since that time he has 

published eight journal articles and has been awarded two travel stipends to the 

Experimental NMR Conference, one scholarship to the Keystone Symposium, and 

awards from two Southeastern Magnetic Resonance Conferences.  He has presented his 

work publically at numerous conferences and forums, including a plenary lecture at the 

2004 Experimental NMR Conference, and his software is used worldwide in more than 

90 research groups in academia and industry.   



 

215 

A complete listing of his publications follows: 

 

11. Brian E. Coggins and Pei Zhou.  2007.  Sampling of the NMR Time Domain Along Concentric 
Rings.  J. Magn. Reson. 184, 207-221. 

 
10. Brian E. Coggins and Pei Zhou.  2006.  Polar Fourier Transforms of Radially-Sampled NMR Data.  

J. Magn. Reson., 182, 84-95. 
 
9. Brian E. Coggins and Pei Zhou.  2006.  PR-CALC:  A Program for the Reconstruction of NMR Spectra 

from Projections.  J. Biomol. NMR, 34, 179-195. 
 
8. Brian E. Coggins, Ronald A. Venters and Pei Zhou.  2005.  Filtered Backprojection for the 

Reconstruction of a High-Resolution (4,2)D CH3-NH NOESY Spectrum on a 29 kDa Protein.  J. Am. 
Chem. Soc., 127, 11562-11563. 

 
7. Ling Jiang, Brian E. Coggins and Pei Zhou.  2005.  Rapid Assignment of Protein Sidechain 

Resonances Using Projection-Reconstruction of 4D HC(CCO)NH and intra-HC(C)NH Experiments.  
J. Magn. Reson., 175, 170-176. 

 
6. Ronald A. Venters, Brian E. Coggins, Doug Kojetin, John Cavanagh and Pei Zhou.  2005.  (4,2)D 

Projection-Reconstruction Experiments for Protein Backbone Assignment:  Application to Human 
Carbonic Anhydrase II and Calbindin D28K.  J. Am. Chem. Soc., 127, 8785-8795. 

 
5. Brian E. Coggins*, Amanda L. McClerren*, Ling Jiang, Xuechen Li, Johannes Rudolph, Ole 

Hindsgaul, Christian R.H. Raetz and Pei Zhou.  2005.  Refined Solution Structure of the LpxC/TU-
514 Complex and pKa Analysis of an Active Site Histidine:  Insights into Mechanism and Inhibitor 
Design.  Biochemistry, 44, 1114-1126. 

 
4. Brian E. Coggins, Ronald A. Venters and Pei Zhou.  2004.  Generalized Reconstruction of n-D NMR 

Spectra from Multiple Projections:  Application to the 5-D HACACONH Spectrum of Protein G B1 
Domain.  J. Am. Chem. Soc., 126, 1000-1001). 

 
3. Brian E. Coggins, Xuechen Li, Amanda L. McClerren, Ole Hindsgaul, Christian R. H. Raetz and Pei 

Zhou.  2003.  Structure of the LpxC Deacetylase with a Bound Substrate-Analog Inhibitor.  Nat. 
Struct. Biol., 10, 645-651. 

 
2. Brian E. Coggins, Xuechen Li, Ole Hindsgaul, Christian R. H. Raetz and Pei Zhou.  2004.  

“Assignment of the 1H, 13C and 15N Resonances of the LpxC Deacetylase from Aquifex aeolicus in 
Complex with the Substrate-Analog Inhibitor TU-514.  J. Biomol. NMR, 28, 201-202. 

 
1. Brian E. Coggins and Pei Zhou.  2003.  PACES:  Protein Sequential Assignment by Computer-

Assisted Exhaustive Search.  J. Biomol. NMR, 26, 93-111. 
 

*Authors indicated with asterisks contributed equally. 


