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Abstract

In this work, I develop computational and visual tools for analyzing and manipulating

the backbone of macromolecules, and I demonstrate that these tools support building

better structures than currently done. These visualization and analysis tools belong

to an “Intelligence Amplification” (IA) tradition (rather than complete Artificial

Intelligence (AI) automation), empowering users to improve structures.

Proteins and nucleic acids are among the most important molecules in biology,

mediating the majority of biochemical processes that comprise a living organism.

Therefore, these macromolecules are important targets, both for basic research to

improve understanding of how life works, and for medical research as possible drug

targets.

The function of these macromolecules is largely determined by their 3D struc-

ture. Although these macromolecules are chemically fairly simple, made up of linear

sequences of a few possible subunits, they physically fold into complex, compact

structures. Overall, structural biology aims to determine the general relationship

between sequence and structure of these macromolecules, through determination of

the positions of the atoms within individual macromolecules.

Because it is currently impossible to directly see the position of atoms in a

molecule, all structural determination techniques, including X-ray crystallography,

NMR, and homology modeling, result in an interpreted model of a structure. Nearly

all of these models contain mistakes, in which atoms are fit in incorrect or impossible
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positions. These mistakes, especially at a functionally-important location in a struc-

ture, can mislead both basic and medical research, making it critical for structural

biologists to build the highest quality models possible.

This document details how my dissertation work enables the building of better

macromolecular structure models. This work follows an iterative development cycle,

where visual analysis of models spurs development of better tools, which in turn

improves the analysis. First, I describe how my analysis of protein loops from X-ray

crystal structures reveals that the traditional definition of loop endpoints is too re-

strictive. Second, I create a protein backbone analysis and modeling tool, using a

new peptide-centric division system. I show how this tool makes it easier to study

protein loops, and also how it improves an algorithm for calculating core protein

models from NMR residual dipolar coupling (RDC) data. Third, I describe how 3D

visualization of RDCs in their structural context improves understanding of RDCs

and validates NMR models in a novel way. Fourth, I describe how local quality

analysis can diagnose problems in homology models. Fifth, I demonstrate that local

quality analysis can be successfully used in conjunction with model rebuilding soft-

ware to correct errors in low resolution structures. The various tools and software

packages I created during the course of my work are freely available and have already

made a positive impact on structures being generated by the community.
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Introduction

In this work, I develop computational and visual tools for analyzing and manipu-

lating the backbone of macromolecules, and I demonstrate that these tools support

building better structures than currently done. These visualization and analysis tools

belong to an IA “Intelligence Amplification” tradition (rather than complete AI au-

tomation), empowering users to improve structures. In order to give context for my

work, this chapter presents a general background on the field of structural biology

as well as an introduction to the kinds of errors within macromolecular structures,

before summarizing my main results.

Proteins and nucleic acids are some of the most essential machinery of life. Func-

tionally, these macromolecules mediate the majority of biochemical processes that

comprise a living organism. Therefore, these macromolecules are important targets,

both for basic research to improve understanding of how life functions, and for med-

ical research, as possible drug targets.

The function of macromolecules is largely determined by their 3-dimensional (3D)

structures, which are amazingly complex and highly specific. This leads to one of the

most important questions in all of biology: how does a sequence of a macromolecule

determine its structure? Because the sequence encodes the 3D structure (given its

biological context) [7], which in turn determines function, attempting to predict

structure solely from sequence has been the subject of research for decades.

Despite progress, this question remains unanswered in general; in the meantime,
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the field of structural biology seeks to answer this question essentially one macro-

molecule at a time. Structural biologists endeavor to bring these macromolecules out

of their sub-microscopic world into a realm where we can see their structures and

can start to make sense of them. Structural biology encompasses the experimental

elucidation or theoretical calculation of the 3D positions of the atoms within these

structures. In order to do this, structural biologists use a diverse set of techniques,

including X-ray crystallography, NMR spectroscopy, and homology modeling. All

three techniques have been remarkably successful at solving structures. However, I

point out one key fact that makes my work important—because it is currently impos-

sible to directly see the position of atoms in a molecule, all structural determination

techniques result in an interpreted model of a structure.

An early, and perhaps the most significant, discovery in the field of structural

biology was the determination of the double helix structure of DNA by Franklin,

Watson, and Crick in 1953 [65, 182, 179]. Of course, there was a large amount

of prior work that went into the development of X-ray diffraction techniques that

enabled Franklin to collect the now famous image of the helical nature of DNA,

but as with many such breakthroughs, it is that final result that is lauded. Indeed,

this discovery was recently highlighted in a poll in BMJ (originally British Medical

Journal) as one of the most important medical milestones since 1840, listed among

breakthroughs such as antibiotics, anesthesia, and germ theory [67].

Since that spectacular discovery, the field of macromolecular structural biology

has blossomed; X-ray crystallography led the way with the first crystal structure of

a protein, sperm whale myoglobin, in the late 1950s [95], and many other crystal

structures followed. Atomic resolution structures from NMR methods started being

calculated in the 1980s, with a major breakthrough being the solution structure

of the proteinase inhibitor IIA from bull seminal plasma [184], which had no prior

crystal structure. Today, there are nearly 60000 crystal structures and over 8500

2



NMR ensembles deposited in the PDB. Protein structures comprise the vast majority

of these depositions, with nucleic acids or protein / nucleic acid complexes only

comprising ˜14% of the total.

With this explosion of available experimental structures, it has become feasible

to use an alternative technique of producing structures from sequences: homology

modeling. Homology modeling leverages the fact that similar sequences have sim-

ilar structures [27, 35]. Homology modeling programs commonly start by finding

and combining one or more sequences of known structure that are similar to the

target sequence. Then they use a variety of methods, typically involving energy

minimization, to complete a structure, at atomic-level detail. These programs are

tested biannually in the CASP experiments, and in the very best cases, can result in

structures whose quality is as high as those obtained by experimental techniques.

However, as mentioned, these techniques all produce models of a structure. Un-

fortunately, these models often contain errors: atoms placed into energetically unfa-

vorable, or even impossible positions. Common local errors include: steric clashes,

where two or more non-bonding atoms are fit so their van der Waals radii overlap;

poor bond geometry, where the atomic bond lengths and angles are significantly

different than what we expect from chemistry; Ramachandran outliers, where the

modeled backbone φ and ψ dihedral angles indicate an unfavorable conformation;

poor sidechain rotamers, where the sidechain χ dihedral angles are unfavorable; and

RNA suite conformer outliers, where the backbone dihedral angles of an RNA suite

are incorrect. Larger scale errors include sequence register shifts, where entire sec-

tions of structures are shifted by one or more residues, and underpacking, where

elements of a structure are too far from each other, causing unfavorable cavities or

weak hydrogen bonds.

In addition, there have been cases of grossly incorrect structures published, and

even a few deliberately falsified structures. A recent example of the former was a
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set of five ABC transporter structures which, due to a problematic custom script

for processing the data, led to an inverted map which would only be fit properly

by amino acids which had incorrect handedness [86]. Somehow structures with the

proper handedness were built, refined, and published using these inverted maps.

Astoundingly, the problems in these structures went unnoticed for several years, in

spite of the 5 peer-reviewed publications that went with the structures. A recent and

shocking case of the latter, deliberate fraud, came to light originally in 2007 [85]; 11

crystal structures, which had been published in 10 articles spanning a period of 7

years, upon closer examination were shown to have been falsified [26]. This led to

a 2 year investigation and eventual recommendation by the University of Alabama

at Birmingham to retract the crystal structures from the PDB. Grossly incorrect

structures, either deliberate or accidental, can drastically mislead research based on

them.

In X-ray crystallography, errors arise primarily due to limitations with data and

subjectivity in interpreting the data during model building [97]. The data from X-ray

diffraction experiments can be limited by a whole host of factors, such as imperfect

crystals and poor diffraction. Due to these limitations, generally the electron den-

sity maps calculated from X-ray experiments are not high-resolution enough to show

exact atomic positions; instead, they show an envelope which must be interpreted

by software or crystallographers. A further complication is that the electron density

generally is not equally well determined across an entire structure. The core sec-

ondary structure elements usually show up strongly and can be easily identified, but

loop regions generally have poorer electron density and are harder to interpret and

build correctly. NMR experiments have similar problems with the data and with

subjectivity, in this case less during structure determination, but during processing

of the data that will drive the structure calculation. Indeed, the complexities of

peak picking and resonance assignment are two of the biggest hurdles that need to
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be crossed for full automation of protein structure determination by NMR [70, 183].

Also, NMR ensembles generally have a further difficulty in attaining adequate sam-

pling of possible conformations to ensure finding the right one(s), especially in loop

regions. As for homology modeling, since no experimental data is available, the

models generated are at the mercy of the quality of the sampling methodology and

energy minimization functions used (which are clearly not perfect yet, since the pro-

tein folding problem remains unsolved). These models more often than not have

much worse errors than in experimental models [94].

Given the imperfect nature of the data and techniques, it is unsurprising that

very nearly all structures deposited in the PDB have some errors. Errors within

structures have been noted as early as the early 90s [84, 122], but even to this day,

models with fixable errors are being deposited in the PDB. These errors, especially at

a functionally-important location in a structure, can mislead both basic and medical

research. Clearly, better structural validation tools are needed, to help structural

biologists find and correct local and larger-scale errors, and to help end users evaluate

model suitability for specific structure-based analyses.

The Richardsons’ lab has been a major contributor of validation methodologies

and tools [114, 51, 8], particularly the method of all-atom contact analysis, which

uses explicit hydrogen atoms [188]. Our validation work is built on a long history

of being at the forefront of structural biology, including the following highlights:

one of the first crystal structures solved, of staphylococcal nuclease [10, 9]; one

of the most influential and detailed reviews of the anatomy of protein structures

[141]; the development of the now iconic ribbon schematic diagrams of proteins

[141, 139]; de novo design of a protein sequence which approximately folds into the

designed structure [74]; and one of the original computational visualization methods

for macromolecules [137]. In my work I build on the experience of our lab to develop

better computational tools for visualizing, analyzing, and validating protein and
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RNA backbone, in X-ray, NMR, and homology modeling structures. This work

generally follows an iterative development cycle, where visual analysis of structures

spurs development of better tools, which in turn improves the analysis.

For much of my work, I focus on studying protein backbone, particularly the

regions of protein that bridge the secondary structure elements, the so-called loop

regions. These regions, characterized in general by the lack of a repeating confor-

mation, have been described as “a mini protein folding problem” [62], indicative of

how difficult it is to model them accurately. Because the loops of proteins are of-

ten located on the surface or at active sites, modeling them correctly is extremely

important in order to be able to accurately determine function. While I have not

solved this mini protein folding problem, the tools I created and present in this doc-

ument help in studying how these loops behave, as well as help to model them more

accurately.

In Chapter 1, I give a brief overview of the validation methodologies used in

the Richardson lab, and show how these methodologies were crucial to my creating

improved libraries for use in loop building in Resolve [158], within the PHENIX

crystallography package [1, 2]. I also demonstrate the power of using a visually-

based analysis of protein loops by illustrating several key observations about specific

classes of loops related by structure and/or homology, such as cis-Pro containing

loops, immunoglobulin loops, and β-hairpin loops of specific lengths. These analyses

reveal that the traditional definition of loop endpoints by secondary structure is too

restrictive.

Then, in Chapter 2, I detail how the observations made in the related loops led di-

rectly to the creation of a new protein backbone fragment modeling software package,

called JiffiLoop. JiffiLoop differentiates itself from other loop modeling software

in two ways: by use of a new peptide-centric 7-parameter system for describing the

endpoints of a protein fragment, and by use of a fragment library comprised of only
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high quality regions of proteins. I show how JiffiLoop makes it easier to study

specific classes of protein loops from Chapter 1. I also present the results of a test of

JiffiLoop as a method for completing core protein models computed from a sparse

amount of NMR data, from the software package RDC-EXACT. I show how use of

JiffiLoop in combination with a visual analysis reveals a number of problems with

the ends of the secondary structure elements computed by RDC-EXACT, and how

these revelations have improved the core structures computed by RDC-EXACT.

During the course of the JiffiLoop/RDC-EXACT test, the RDC RMSD was the

key criterion used to determine which fragments best fit the residual dipolar coupling

(RDC) data. This criterion is the RMSD between observed and calculated RDC

values across the entire fragment. Oddly, often visually excellent conformational

matches gave poor RDC RMSDs. Furthermore, examination of residue-by-residue

differences between the observed and calculated RDCs revealed that even in the best

fragments, large differences were concentrated at only one or two residues. In order

to explain these odd results, I create a software tool for graphically viewing RDC

data in interactive 3D, called RDCvis, presented in Chapter 3. I demonstrate that

the RDCvis tool provides better understanding of the 3D behavior of RDCs than

obtainable from the usual numerical analyses. RDCvis allows users to visualize RDC

data directly in their structural context on NMR ensembles of models, and I show

how this capability explains some previously mysterious modeling errors in NMR

structures solved with RDCs. I demonstrate how RDCvis visually and analytically

validates the fit of NMR ensembles to RDC data in a way which has never been

previously done.

In Chapter 4, I show that local structural quality analysis, originally developed

for experimental models, can also be applied to diagnosing problems in homology

models. I show how JiffiLoop, along with other local quality analysis methods,

can be used to diagnose loop modeling problems in homology models. I also show
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how reducing the sensitivity of our methods can help visually illuminate the most

problematic areas of models.

In Chapter 5, I show that visual analysis of local quality can be used in conjunc-

tion with modeling software to correct errors in low resolution structures, using the E.

coli 70S ribosome structure as a demanding test case. I describe a series of errors in

the ribosomal proteins, which are currently difficult to fix using automated methods,

and show how using visual quality analysis tools to guide the process makes it easier

to repair the errors manually. I also present new tools for visualizing suite conformer

errors in RNA; to help with correcting these errors, I present a new RnaRota-

tor tool I created, the only currently available hand-fitting tool incorporating local

quality analysis methods specifically for RNA.

Finally, in Chapter 6, I detail how the local quality analysis methods and many

of my new tools are incorporated into KiNG and MolProbity, giving the com-

munity easy access to my work. I show that MolProbity has already begun to

improve the quality of structures being generated. This demonstrates how the tools

and methods created and presented in this work are helping scientists obtain more

accurate structures, thus contributing to the next structural breakthrough.
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1

Analysis and classification of protein loops

1.1 Introduction

There has been a large body of research on the building and understanding of protein

loops. Despite all the work that has been done, loops are still not well understood.

In this chapter, I present my work on analyzing protein loops. First, I give a gen-

eral background on loops. Then, I give an overview and some historical aspects of

the methods I use to visually evaluate and classify loops. These methods include

local quality validation tools developed previously in the Richardsons’ lab, and new

tools I developed. Next, I show how these methods were crucial to my creating im-

proved libraries for use in loop building in the automated building software Resolve

[158]. Finally, I also demonstrate the power of using a visually-based analysis of

protein loops by illustrating several key observations I made about specific families

of loops related by structure and/or homology, such as cis-Pro containing loops, im-

munoglobulin loops, and β-hairpin loops of specific lengths, as well as document my

initial attempts at a more general loop classification. One key observation I describe

is how specific families of loops show conformational prohibition; they are restricted
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in the conformations they occupy. I also describe how my analyses reveal that the

traditional definition of loop endpoints by secondary structure is too restrictive.

1.1.1 Protein loops

Loops are usually defined as the regions of proteins that bridge between secondary

structure elements (α helices and β strands). Generally, loops comprise around 30%

of all the residues in proteins, and they can vary wildly in length, from 1 residue all the

way to more than 20 residues. Loops are generally located on the surface of proteins,

and they also orient sidechains into a greater variety of relative conformations than

do secondary structures. They are therefore important in recognition, binding, and

active sites, making loops vital in biological systems [161].

There are numerous examples of loops with important functional roles. The

binding of immunoglobulins to antigens is determined by six loops, within the hy-

pervariable regions. These hypervariable regions are all located at one end of the

β sandwich structure at the distal end of the fragment antigen-binding arm [6].

In periplasmic binding proteins, the binding sites are comprised primarily of β-α

loops, with a significant portion of the protein-ligand interactions being formed by

sidechains from the loop regions [134]. In acid proteases, such as in HIV protease,

the two flap loops make most of the specific substrate-binding interactions, while the

two catalytic aspartates are on a pair of relatively unusual ψ loops that skip one in-

tervening strand in a β-sheet [156]. These examples, along with others, demonstrate

the critical role loops play in determining protein function.

There have been a number of studies on classifying loop conformations. The

earliest such studies were done on four-residue β turns, also known as tight turns

[168, 107, 39, 141]. Around the same time, the much less common three-residue

chain reversals, called γ-turns, were also described [119, 126]. Later, in the 1980s, a

number of labs studied specific classes of short loops, such as a study of antiparallel
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β hairpins [153]. That study also identified the first clear conformational prohibition:

the conflict between β-ribbon and tight turn handedness that restricts 2-residue β-

hairpins to type I′ or II′ turns and not the more common type I or II. Also in the

1980s, omega loops, where the endpoints of the loops are close together, forming a

shape like an omega (Ω), were studied [106]. Later, more general loop classifications

were done, which separately considered loops which connected different secondary

structure elements, and also restricted the loop classification to certain types of

structural motifs [54]. More recently, cis-pro touch turns have been classified [169].

There have also been a number of studies on classifying loops in specific families

of proteins. The best known of these studies was done on immunoglobulin hypervari-

able regions. In the original work on these regions, Chothia and Lesk [36] defined

a set of canonical structures for the backbone conformation of loops within those

regions. They and others have continued to study immunoglobulin structures, and

determined that the conformation of five of the six hypervariable regions typically

matches one of the canonical structures. Four classes of canonical structures of the

hypervariable region L1 are shown color-coded in Figure 1.1. The specificity and

affinity of immunoglobulins to antigens is largely determined by the canonical struc-

tures present in the hypervariable regions and the identity and positioning of the

amino acids in those regions [5].

These earlier studies, while ground-breaking, are limited in a number of ways.

Many of these studies only considered small numbers of protein structures due to

the lack of available structures and the limitations in computational capabilities.

Also, these studies generally did not use local quality filtering to ensure the loops

did not contain errors.

More recently, with more structures and increased availability of computational

power, a number of automated loop structure classifications have been completed.

In one example done in 1996, Kwasigroch et al. [101] used computational analysis to
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Figure 1.1: Superpositions of several kappa immunoglobulin light chain ribbon
structures, rendered using Raster3D [120]. Inset shows a close-up of four classes of
canonical immunoglobulin hypervariable region loop L1 conformations. The differ-
ent classes of loops are shown in blue, yellow, red, and green, with the rest of the
backbone in purple.

define a global taxonomy of loops of lengths from three to eight amino acids. They

computed a detailed analysis of their loop clusters, including distributions of amino

acids in the loops and backbone dihedral angle preferences for specific positions in the

loops. In another example done in 1997, Oliva et al. [128] developed a computational

method for identifying clusters of protein loop conformations, dependent on the

geometry of the surrounding secondary structures, the Ramachandran patterns of

the backbone residues, and the sequence. This method was expanded in 2004 by

Espadaler et al. [59] to further automate the clustering, include larger loops, and

publish online their entire loop classification database, called ArchDB. Later, in 2009,

Hermoso et al. further expanded ArchDB to include several separate classification

sets, including a set of loops from enzymes and a set of loops from kinases, and a
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web interface for querying the database [76].

Unfortunately, these automated classifications also have limitations. Both the

classifications by Kwasigroach and the original work by Oliva were hampered by the

limited set of protein structures available in the late 90s. Also, none of these studies

applied any local quality filters (such as B-factors or steric clashes) to any of their

datasets, resulting in examples in some defined loop clusters with modeling errors. In

general, automated classification methods tend to seek completely global definitions

of loops, so they miss the insights gained when studying specific examples, such as

loops from related protein families.

1.1.2 Loop structure determination

Since the loops studied in this project all come from experimental methods, it is

important to understand how loops are built. Unfortunately, due to the fact that

loops are usually located on the surface of proteins, they are not as restrained as the

core, and can result in weak experimental data in those areas. In NMR structures,

loops are typically built using a simulated annealing method, guided by geometrical

terms and experimental restraints in that region; fairly often the sampling is not

adequate to find models free of bad steric clashes and Ramachandran outliers. In

X-ray crystallography, loops are often still built by hand, one residue at a time.

While this method can be quite effective and accurate with good electron density,

in areas where the electron density is poor, hand-fitting becomes tedious, error-

prone, and very subjective. As an aid to hand-fitting, several programs such as the

crystallography program O [89] and DeepView (formerly SWISS-PdbViewer) [68],

have built-in loop libraries. Historically, though, little to no quality filtering was

performed for these loop libraries; an example from a PDB file included in the O

loop libraries is shown in Figure 1.2. In this example there are two consecutive

Ramachandran outliers in the loop, along with steric clashes and sidechain rotamer
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outliers; O could incorporate this poor quality loop into a model.

Figure 1.2: A multi-criterion kinemage view of a poor quality loop in the O loop
library, shown in KiNG and rendered by Raster3D [120], from PDB 1nxb [163].
Sidechain rotamer outliers are shown in gold, Ramachandran outliers with green
bars, steric clashes with magenta spikes, and hydrogen bonds with green balls.

More recently, automated crystallographic modeling programs, both for generally

building complete models, and for specifically building loops, have been developed.

General building programs include ARP/wARP [130, 123], which interprets electron

density using a free-atom approach, and Resolve [159, 158], which interprets elec-

tron density to build secondary structure before fitting loops. These programs are

generally successful at fitting loops when the electron density is good, but otherwise

often fail. Programs for specifically fitting loops, such as Xpleo [166] and Loopy [90],

can fit loops even into regions of poor electron density, but also build loops includ-

ing local quality errors. My improvements to automated loop fitting in Resolve, are

documented in section 1.3.1 and in Chapter 2.

14



1.2 Methods

As mentioned in the introduction, models of macromolecular structures almost al-

ways have local errors, such as steric clashes, Ramachandran outliers, Cβ deviations,

poor sidechain rotamers, and bond geometry outliers. Model quality is a key aspect

of the work done in the Richardsons’ lab; we aim to use and build models that contain

the least number of errors possible. The Richardsons’ lab has developed methods

and tools for detecting and visually highlighting these errors in models, and I will

describe how we use these methods to help reduce errors.

As a first step to reduce errors, we filter structures by the traditional global

quality measures, such as crystallographic resolution (as has been done in other

labs). However, what sets our lab apart from others is that we also apply local quality

measures to filter or remove parts of models with local errors. This involves filtering

models using the following five measures, previously developed in the Richardsons’

lab: 1) steric clashes, calculated using an all-atom contact analysis [189, 188]; 2)

high crystallographic B-factors, 3) Ramachandran φ, ψ backbone dihedral angle

outliers [113]; 4) poor sidechain rotamers [114]; and 5) Cβ deviation outliers [113].

Additionally, I helped create a new method for analyzing backbone bond lengths

and angles, enabling bond length and angle outliers to also be used as a new local

quality measure. These measures are used throughout this dissertation, but for this

chapter, using these tools to validate loops before use in my structural classification

studies is important to eliminate decoy conformations.

1.2.1 Structural quality analysis methods

For visualizing local errors in models, our lab uses the kinemage, which is a flexible

and easily accessible file format that was developed in our lab for general purpose

visualization [137]. Kinemage format representations of the local errors and macro-
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molecular models can be generated from individual programs, or all together in a

multi-criterion kinemage by our web validation server MolProbity. We have two

different programs, Mage and KiNG, for visualizing kinemages. See Chapter 6 for

more details on KiNG and MolProbity. I have contributed numerous tools and

additions to the capabilities of KiNG, described throughout this document.

The first quality measure, steric clashes, are calculated using an all-atom contact

analysis method. This method calculates steric clashes, along with hydrogen bonds

and van der Waals contacts, between pairs of non-bonded atoms. This calculation

generally requires two steps: first, addition of hydrogens to a model, and second,

calculation of the interatomic contacts in the model.

The first step, addition of hydrogens, is handled in our lab by the C++ program

Reduce [189]. This step is necessary because historically, hydrogens are not in-

cluded in crystal structures of macromolecules and even if present have seldom been

completely optimized. Reduce adds hydrogen atoms in positions that optimize lo-

cal H-bond networks, applying 180◦ flips of Asn/Gln/His groups if needed. Methyl

groups are placed in a staggered conformation, and only the first layer of interactions

with explicit water molecules is considered.

The second step, calculation of atomic contacts, is done by the C program Probe

[188], using a hard-sphere approximation of atomic surfaces at the van der Waals

radii. As shown in Figure 1.3, each point on an atom’s surface that is within 0.5 Å

of non-covalent contact with another atom’s surface produces a color-coded dot (for

visualizing) or a numerical term for calculation of a probe score. Overlaps of greater

than 0.4 Å which are not hydrogen bonds are considered errors within the model

on at least one side of that contact. Large steric overlaps, or clashes, are physical

impossible, so it is important for my work to exclude parts of models that contain

such clashes. In kinemage format, clashes are shown with yellow and magenta spikes,

hydrogen bonds with pale green dots, and van der Waals contacts with blue, green
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and yellow dots.

Figure 1.3: Illustration of the all-atom contact analysis method. Left panel demon-
strates the method of all-atom contacts, showing the 0.25 Å radius probe used to
determine contacts, as well as the atomic surfaces with gray dots. Right panel shows
the normal view of all-atom contacts, only showing clashes, hydrogen bonds, and van
der Waals contacts. Protein structure is shown with ball and stick representation,
clashes with yellow and magenta spikes, hydrogen bonds with pale green dots, van
der Waals contacts with blue, green and yellow dots.

The second local quality measure, the crystallographic B-factor, is a measure of

how spread out an atom’s electron density is, an indication of the overall uncertainty

in the assigned position of that atom in the model. We filter our data prior to use by

excluding atoms with B-factors above an absolute cutoff; this allows us to eliminate

the most poorly determined parts of structures. Importantly, conformational cluster-

ing not evident in the raw data often appears after high-B examples are removed; for

example, the χ angles in sidechains are seen to cluster into specific combinations. In

a different context, the backbone of RNA was also found to be rotameric; it only oc-

cupies specific combinations of dihedral angles [125]. Again, crucial to this discovery

was B-factor filtering. B values are always higher at low resolution and are somewhat

dependent on exact refinement methodology, but within high-resolution datasets, it
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is practical to use an absolute cutoff on B-factor. For example, the Ramachandran

plot abruptly becomes noisy between B = 30 and B = 35 [113], which is therefore a

suitable cutoff for backbone B.

B-factor filtering is a critical part of my work, particularly in my JiffiLoop

loop fitting software, detailed in Chapter 2. By eliminating protein loops containing

atoms with high B-factors, we eliminate much of the poorer quality data. This is

essential for studying loops, because although many loops are compact and well-

ordered, many others are highly solvent-exposed and have the highest B’s and the

most errors of any protein backbone.

The third local quality measure, outliers in backbone Ramachandran φ,ψ dihedral

angles, indicate modeling problems in the protein backbone. In 1963, Ramachandran

showed that protein residues are restricted to specific combinations of φ,ψ values,

which can be plotted in two dimensions on what is now called a Ramachandran plot

[135]. In 1992, Procheck was developed for validation of protein structures [122, 102];

its Ramachandran plots have been the standard in the field but have never been

updated and are seriously inaccurate in some regions. Our lab’s re-analysis of the

Ramachandran plot used high-resolution data and B-factor filtering, generating a

dramatic improvement of signal to noise as seen in Figure 1.4 [113]. In kinemage

format, a Ramachandran outlier on a residue is visually flagged using two thick green

lines connecting the Cα of that residue to the midpoint of the two adjacent peptides.

For a general classification of protein loops or for loop libraries, examples with

Ramachandran outliers should be omitted because the presence of Ramachandran

outliers generally indicate a problem in the model. However, less extreme Ramachan-

dran outliers have been found to be possible (such as at active sites) with additional

balancing factors, such as hydrogen bonding, to compensate for the energy penalty

of a Ramachandran outlier. This means that for more specific studies of loops, indi-

vidual loops with such less extreme Ramachandran outliers should be examined to
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verify that the loops are high quality.

Figure 1.4: Illustration of the general amino acid Ramachandran plot, with data
points and favored and allowed contours plotted.

The fourth local quality measure, poor sidechain rotamers, indicate problems in

the sidechain χ angles. Prior to work done in the Richardsons’ lab [114], sidechain

rotamer libraries failed to filter their reference data by per-residue B-factor or by in-

ternal hydrogen clashes, so that all of them included some false rotamers with physi-

cally impossible steric clashes and/or unfavorable eclipsed torsion angles. Therefore,

the Richardsons’ lab constructed a new rotamer library from high-resolution data,

filtered by steric clashes, no atoms with B > 40, and no flipped amides. This library

covers 95% of the high-quality sidechains with 153 total rotamers that contain no

artifacts [114]. Note that because a small fraction (< 1%) of sidechains truly are

non-rotameric, held in otherwise unfavorable conformations by multiple H-bonds or

strong packing constraints, loops with sidechain rotamer outliers may need to be
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flagged for further study rather than simply discarded. In kinemage format, poor

sidechain rotamers are shown with gold colored sidechain atoms.

The fifth local quality measure, Cβ deviations, indicate the angle distortion

around the Cα, and often reveal that the modeled backbone and sidechain are in-

compatible. These Cβ deviation are calculated by measuring the distance between

the modeled Cβ and an ideal Cβ position calculated from the backbone, described

in [113]. In MolProbity, Cβ deviation outliers are visually flagged using magenta

balls, with the radius of the ball set to the distance between the modeled Cβ position

and the idealized Cβ position, centered on that idealized Cβ.

The last local quality measure, bond angles and bond lengths outliers, indicate

problems with atomic geometry. Bond length outliers occur where bonding atoms are

fit too close or too far apart, while bond angle outliers occur where the angle between

three consecutively bonded atoms is too small or too large. These problems occur

even in high-resolution structure, tending to appear in termini and loop regions, but

in general are common, particularly in places of a model with fitting problems.

Prior to my work, the lab had no methods for evaluating bond angles or bond

lengths. In keeping with the Richardsons’ lab tradition of visualizing outliers in their

structural context, I prototyped a visualization for showing errors in basic protein

bond geometry, specifically bond lengths, angles, and peptide planarity. For bond

lengths and angles, these visualizations are drawn if the measured value is > 4 σ of

an updated version of Engh and Huber [58] reference values. For peptide planarity,

visualizations are drawn if the measured peptide dihedral angle is between -170◦ and

170◦.

The first version of these visualizations I created are shown in Figure 1.5. Blue

and red balls indicate bond lengths which are too long or too short, respectively.

Pink lines indicate bond angles which are too large or too small. A pair of green

lines is used to indicate peptide planarity problems. For bad bond lengths, the ball
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indicator is centered at one end of the bond at an ideal bond length position, with the

radius of the ball set as the difference between the modeled and ideal bond length.

For bad bond angles, the line is drawn at the ideal bond angle. Finally, for the

peptide dihedral indicator, one line is drawn from Cα−1 to N0, and one from C−1 to

Cα0; these lines have the advantage of indicating the two planes of the dihedral when

all mainchain atoms are shown, as well as giving distinct ‘X’ shapes for cis-peptides.

Figure 1.5: Prototypes of protein bond geometry visual flags, shown on a poor
density loop of PDB 1gsm. Blue or red balls are used to show bond lengths which
are too long or too short, respectively, pink bars to show bad bond angles, and green
bars to show unusual peptide planarity, including cis-peptides.

This functionality for analyzing bond geometry was originally located in a stan-

dalone Java package which I called ‘geometer’, but this was eventually superseded

by the development of Dangle, a more generic package for making measurements

in structures, written by Ian Davis. Daniel Keedy also updated the visuals for the

bond lengths and angles, using springs for bond lengths, and variable width fans

of lines for the angles (see Chapter 6). The geometer package is still included with

in our subversion library for historical purposes, but Dangle is the official tool for
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obtaining these visual flags. Dangle has the advantage of being compatible with

nucleic acid structures, so that the geometry validation visuals can also be created

for those structures.
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1.3 Results

1.3.1 Improving loop building in Resolve

In collaboration with Tom Terwilliger, I used these local quality analysis methods

to improve one of the protein loop building methods in the automated model build-

ing software package, Resolve. Resolve includes two libraries of 3-residue protein

fragments for building loops from both the N-terminal and C-terminal ends of a

gap. The two libraries were originally constructed by extracting all 3-residue protein

fragments from a set of protein structures, superimposing on either the N-terminal

or C-terminal ends of the fragments, and removing duplicate fragments below an

RMSD cutoff. The only quality filtering used was resolution and R factors, which

are global measures of quality. Although this method of library construction maxi-

mizes the coverage of space by these libraries, it also means that all local errors in the

structures are included. Indeed, visual analysis of these fragment libraries revealed a

large number of fragments with incorrectly modeled geometry, shown in Figure 1.6.

Loops built by Resolve could incorporate these bad fragments and start with definite

mistakes.

By using our quality analysis methods, I, with the help of Bryan Arendall, was

able to build new versions of these libraries for Resolve, using our Top500 set of

structures. This set of 500 non-redundant PDB structures passed five quality fil-

ters: resolution 1.8 Å or better; clashscore (for atoms with a B-factor < 40) lower

than 22/1000 atoms; fewer than 10/1000 atoms with mainchain bond angles > 5

standard deviations from ideal geometry [57]; no unusual amino acids with main-

chain substitutions; and no free-atom refinements, with wildtype proteins preferred.

Bryan Arendall constructed a source file containing all possible three-residue frag-

ments from the Top500, removing fragments with backbone bond length and angle

> 4 σ outliers, Cβ deviation outliers, Rama outliers, and backbone high B factors
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Figure 1.6: Closeup view of the superposed ends points of the two original loop-
building libraries in Resolve. A large number of fragments have incorrectly modeled
geometry, which Molikin draws with extra bonds, resulting in odd triangles in the
image.

> 30. I wrote a Java command line tool, accessible in cmdline.jar as “LibraryFil-

terer”, to take the source file and construct new versions of the Resolve library. This

involved superimposing each fragment either on the N-terminal end or C-terminal

(depending on which library was being constructed), and removing fragments with a

backbone RMSD lower than a set cutoff. Two different pairs of libraries were created

for testing in Resolve, one with a cutoff of 0.25 (̃ twice the size of the originals) and

one with 0.3025 (similar in size).

Close up images of the largest versions of the new libraries are shown in Figure 1.7.

In spite of being nearly twice as large as the original versions, these versions are

noticeably cleaner than the originals. These libraries were successfully incorporated

into Resolve and tested by Tom Terwilliger, using the superquick build option in

Resolve on a set of 51 AutoSol maps included in PHENIX. He found that in general,

the new versions of the libraries perform as well as the original set, and slightly

better for some criteria, specifically with a higher total number of sidechains built,
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and a slightly higher mean correlation coefficient, indicating a better match to the

electron density map. Overall these results show the advantage of removing the

poor-geometry fragments from the library.

Figure 1.7: Closeup view of the superposition points in the two large Top500-
derived fragment libraries in Resolve. Note that the libraries are significantly cleaner
than the original libraries, with no fragments containing incorrectly modeled geom-
etry.

1.3.2 Initial analyses of protein loops

My initial study of protein loops used visual analysis to examine and classify specific

families of loops related by structure and/or homology. This analysis was done

using the existing functionality already in the Richardsons’ lab tools. Since none of

these tools had features for creating and analyzing large numbers of protein loops,

conversion of protein PDB files into kinemages of loops had to be done by hand.

For every loop we wanted to look at, the PDB files were opened in a text editor,

everything that was not part of a desired loop was deleted, then kinemages were

made of the loop. Following this procedure for each loop was tedious and inflexible.

Clearly, it would have to be streamlined and scripted in order for it to be feasible to

compare the larger numbers of loops needed for study.
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Loops containing cis-proline are special class of loops I studied initially in an

intra-lab collaboration with Lizbeth Videau. The main goals of this study were to

determine what changes (in sequence or length) are required to substitute for a loop

containing a cis-proline and to determine whether a single site mutation for a cis-

proline is conservative. Initially, sets of loops from related protein families containing

at least one cis-proline at high resolution (<2.0 Å) were examined, including acid

proteases, serine proteases, Fe/Mn superoxide dismutases, and ribonucleases.

One subset of these cis-Pro loops on β-hairpins has 4 residues with a very similar

backbone conformation (4 examples in acid proteases, 4 in ribonucleases). Studying

the loops from related structures reveals a limited set of other conformations that

can substitute for this cis-Pro loop. As an example, loops from related acid protease

structures are shown in Figure 1.8. First, there are six examples of the 4 residue

cis-Pro loop, shown in pink. Second, there are two loops (shown in blue) of the same

length as the cis-Pro loop, but using only trans residues; however, they have two

positions requiring Gly and the backbone conformation of these alternative loops

is very different than the original cis-Pro loops. Third, a more frequent all-trans

replacement option (shown in green) involves a shorter 2-residue tight turn, also

with required glycines. Finally, the only other substitutions we found used a much

longer, 12-residue loop (not shown).

Another example of a cis-Pro loop with limited substitution options is in the

Fe/Mn superoxide dismutases, shown in Figure 1.9. This example shows four loops,

two of which are cis-Pro loops, shown in pink. A third loop contains a trans proline,

and as expected for such a dramatic dihedral change, in order to bridge the same gap

this loop adopts a different conformation and adds a residue. The last loop does not

have a proline, and also loses a residue, resulting in a distinct conformation. Also,

in these structures, instead of using a traditional loop definition, a bridge between

two secondary structure elements, I was able to use a conserved leucine to define the
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Figure 1.8: Cis-proline substitutions in acid protease crystal structures, rendered
using Raster3D [120]. Left panel shows superposition of several ribbon diagrams of
acid protease crystal structures. Right panel shows a close-up of the loop region, with
the different conformations of loops shown in multiple colors. The loops containing
a cis-proline are shown in pink. Note the distinct conformations of each type of loop.

N-terminal starting point of the loop. This was the first indication that things other

than secondary structure can be used to define the ends of loops. This concept led

directly into the development of JiffiLoop, and is discussed in Chapter 2.

These and other examples suggest that a single-site mutation for a cis-proline is

not conservative. Substitution in nature of another amino acid for a cis-proline is

usually accompanied by a change in length and/or conformation, so that a simple

laboratory one-to-one substitution mutation will nearly always either retain the cis-

peptide in a strained form or else cause large and unpredictable conformational

changes in order to accommodate trans peptides.
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Figure 1.9: Cis-proline substitutions in Fe/Mn superoxide dismutase crystal struc-
tures, rendered using Raster3D [120]. Left panel shows superposition of several rib-
bon diagrams of Fe/Mn superoxide dismutase crystal structures. Right panel shows
a close-up of the loop region, with the different conformations of loops shown in
multiple colors. The loops containing a cis-proline are shown in pink. Only proline
sidechains are shown.

28



1.3.3 Tool development

The cis-proline results were informative but the work was cumbersome: a significant

amount of time was spent to extract and compare the loops from numerous individual

PDB files. By speeding up this process, we can more easily use our visual kinemage

analysis methods to examine the larger number of loops needed for a more confident

general classification.

The process of converting protein PDB files into loop kinemages was accelerated

by the creation of new, more automatic and specific tools, which make it possible

to quickly compile visualizations of a large set of protein loops and compare them.

Tools I wrote specifically for dealing with loops include an “Extract Loop Tool”

which allows the input of one or more residue ranges and deletes everything outside

the range(s) from a kinemage or a set of kinemages and a “Loop Docking Tool”

which can dock loops using the surrounding residues or using the loop itself. Other

tools which I wrote that are not directly related to loop analysis but which have

been useful include the following: a “Recolor Kins” tool which allows recoloring of

single residues, ranges of residues, or types of residues; and a “Fudge Kins” tool for

adjusting bond lengths, angles, and dihedrals. All of these tools are written in Java

and incorporated into KiNG using its plugin system.

For my work to try to develop a general classification of loops, I used these tools

to generate superimposed loop kinemages so I could visually compare the loops.

First, I extracted the secondary structure assignments of the proteins from the PDB

header information. I tabulated these assignments by residue in an Excel spreadsheet,

along with other information, such as Ramachandran angles and B-factors. I created

an Excel macro, written in Visual Basic for Applications, to quickly find loops of

a particular length and classification and compile information about each loop in a

comma-delimited text file. Using the information in this text file, I used the “Extract
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Loop Tool” to automatically open corresponding kinemages generated from PDB

files, delete everything except the loop and a specified length of secondary structure

surrounding the loop, and save a new kinemage only containing the loop. Once I

had generated these loop kinemages, I sorted them by the maximum B-factor of the

atoms in those loops. Finally, I used the “Loop Docking Tool” to superimpose these

loop kinemages.

1.3.4 General classification of loops

Since the conformation of loops seems to be strongly influenced by the flanking

secondary structure [101], I initially classified our loops by the secondary structure

they connect, which gave four types of loops: α-α, α-β, β-α, and β-β. This initial

work on general loop classification used the proteins in our Top500 database [113].

For each of these 500 proteins, I compiled the secondary structure classification (done

using DSSP), backbone dihedral angles, and B-factors of each residue into an Excel

file. This allowed me to use built-in functionality in Excel to perform analyses on

the proteins, such as analyzing the percentage of residues in loops in each structure

and the categories of loops in each structure.

The results of the analysis on the percentage of residues in loops per structure

in the Top500 are shown in Figure 1.10. There is a wide range of loop content

for the Top500, going all the way from one structure with 0% loops (an engineered

three-helix coiled-coil structure) to one structure with 100% loops (an E. coli toxin

structure). The average of the percentage of loops falls right around 30-35%.

I also analyzed the frequency of loop length for each of the different categories.

The most common type of loop is the two-residue tight-turn between β strands.

Overall, the most common type of loops are β-β loops, followed by the β-α and

α-β types, which occur at about the same frequency, followed by α-α loops. The

results of the analysis on β-α loops are shown in Figure 1.11. Rather surprisingly,
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Figure 1.10: Histogram of the number of structures in the Top500 with given
percentages of residues in loops. X-axis bin labels indicate the inclusive upper bound
on percentage in each bin. The average of percentage of residues in loops in the
Top500 falls around 30%.

the most common β-α loops are zero-length, meaning the β changes directly into

an α helix. As the loop length increases, the number of occurrences of that length

of loop generally decreases, all the way up to loops longer than 20 residues. This

analysis was used to choose the first test cases of loops.

I decided to examine β-α loops of four residues in length (4-length) first to de-

termine if I could visually cluster the loops. β-α loops were chosen because of their

importance in periplasmic binding proteins and TIM barrel enzymes. 4-length loops

were chosen, because there are a substantial number of examples of this type of loop

in the Top500, and because they have a manageable number of parameters.

Following the procedure detailed earlier, the 123 β-α 4-length loops were ex-

tracted from kinemage files of the Top500. The loops were sorted by the maximum

B-factor, which ranged from 7.8 to 65.1, and were superimposed on the first 8 residues

of the α helix. From visual inspection of these superpositions, it became clear that

grouping loops of a particular class and length is too general; even using only cases
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Figure 1.11: Number of β-α loops by length in Top500. Zero-length loops are the
most common type.

with maximum B-factor under 20 (Figure 1.12) produces too diverse a set of loops to

exhibit identifiable conformational clusters. However, at the opposite extreme, very

tightly defined sets of short loops always show only a few discrete conformations.

One such extreme example is shown in Figure 1.13; zero-length cis-Pro β-α loops in

the anthranilate synthase and related enzyme family cluster very tightly.

Another issue that I discovered while visualizing the superposition was that there

were examples of loops which appeared to be incorrectly classified as β-α length four

loops. I had originally used the start of the helix as the main point to superimpose

because the N-caps [140] that begin α-helices are generally much more reproducible

in their positioning than other secondary structure ends. However, I still found

several examples, where the start of the helix as reported by DSSP, turned out to

be in the middle of a helix. These situations occurred when the beginning of the

helix was slightly non-ideal, such as in a more tightly wound 310 helix or a slightly

unwound π-helix. These non-ideal helix beginnings weakened the hydrogen bonding

in the first turn just enough to shift the secondary structure assignment and change
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Figure 1.12: β-α length four loops from the Top500, superimposed on the helix.
Using DSSP secondary structure definitions, the end of the β strand is shown in
green, and the start of the α helix is shown in red. It is clear that this method of
grouping loops is too general to obtain identifiable clusters of loops.

the loop length. At the beginning of the loop, the ends of the β-strands were even

more diversely defined, with the end residue of the strands, as reported by DSSP,

fit in a variety of conformations, and some ambiguity in which residue was truly

the end of the β strand. This demonstration of the problems of automated systems

for defining endpoints of secondary structure became one of the main driving forces

for the development of my secondary structure-independent system for fitting loops,

JiffiLoop, which is described in more detail in Chapter 2.
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Figure 1.13: Cis-Pro loops in the anthranilate synthase family. The cis-Pro is
shown in pink, with the rest of the backbone in black. The loops have very tight
similarity to each other.
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1.3.5 Classification of loops from a specific family of proteins

I gained further support for developing a secondary structure-independent system

for defining loop endpoints during one of my initial studies, revisiting the canoni-

cal immunoglobulin loops to see if the conformations identified in 1997 [5] are still

distinct in newer higher resolution immunoglobulin structures. Figure 1.14 shows in

the left panel the original canonical L1 loops from 1997, and in the right panel the

originals combined with the loops from newer kappa light chain structures (up to

2004). As shown, all the new structures match one of the four known conformations,

indicating the canonical conformations are still distinct.

Figure 1.14: Canonical kappa light chain immunoglobulin L1 loops, as defined in
[5]. Left panel shows examples of the original structures, while the right panel adds
examples from newer kappa immunoglobulin structures. Two different loop endpoint
definitions are shown with purple arrows, one traditional definition limited to using
secondary structure endpoints, and a second potential definition of a loop which is
more flexible, in this case only including the part of L1 which differs.

I made two key observations in these immunoglobulin structures that lead directly

into the development of JiffiLoop. First, looking at the conformations of the four

classes of canonical loops, it is clear that all four conformations have the first four

peptides of the loop in common, before branching into different conformations and
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lengths. This observation further supports the idea that loop endpoints could be

defined independently of secondary structure. Second, as shown in Figure 1.15, if we

superimpose all of the kappa L1 canonical structure class 4 examples, we can see that

the β strands that the loops bridge fan out. This means that a loop classification

system that naively defines axes along the secondary structure elements could fail to

identify that all these loops are the same conformation.

Figure 1.15: Canonical kappa light chain immunoglobulin L1 class 4 loops super-
imposed, side view. Note how the β strands that surround the loops fan out, even
though the loops themselves align very closely.
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1.3.6 Beta ‘hairpin’ loops

A more recent study, performed primarily by Lizbeth Videau was done on a slightly

more generally defined set of loops, specifically 4, 5, 6, and 7 residue loops bridging

adjacent antiparallel β strands in very high resolution (<1.0 Å) structures. One of

the main goals of this study was to determine whether any of these classes of loops

were more rare than others, and whether they exhibited any preference in sequence.

To do this, Lizbeth first used MolProbity to create multi-criterion kinemages

of a set of 172 very high resolution crystal structures. This set was selected by

searching the PDB for all 0.1 Å to 1.0 Å protein structures with data deposited

and excluding 95% sequence-homologous models. Then, using the multi-criterion

kinemages and KiNG, she manually identified, extracted, and superimposed all 4,

5, 6, and 7 residue loops above either a wide pair or narrow pair of hydrogen bonds

in adjacent anti-parallel β strands. In total, 227 of these types of loops were found.

A few examples of the 5-length loops above a narrow pair are shown in Figure 1.16.

There were some striking differences in the populations of each type of these β-β

loops. Only 1/4 of these loops were above a narrow pair. The numbers of loops

for each size and type are shown in Table 1.1. There were roughly equal numbers

of narrow and wide pair loops for both length 4 and 7 loops. In the length 5 and

6 loops, there were much lower numbers of loops above narrow, particularly in the

length 5 loops, where the number of above narrow loops was only 7% of the total.

The relative occurrence of prolines vs cis-prolines in the different classes of loops

that suggest different requirements are needed to bridge narrow pairs versus wide

pairs. In the 4-member loops, none of the loops above wide pairs contain prolines,

while the loops above the narrow pairs contain 6 prolines, 5 of which are cis-prolines.

In the 5-member loops, the loops above wide pairs only contain 12 prolines, while

the loops above narrow pairs have 7 prolines, 4 of which are cis-prolines. Similar
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Figure 1.16: Three examples of 5-length loops above a narrow pair of hydrogen
bonds in antiparallel β strands. Backbone is shown in white, hydrogens in grey, cis-
prolines are shown in orange, trans-prolines in purple, and the narrow pair hydrogen
bonds with green dots. Two of the loops shown contain a near cis-pro touch turn

trends appear in the 6 and 7 member loops, with the loops above the narrow pair

containing proportionally more prolines (cis and trans) than the loops above the wide

pair. These results, combined with the relative rarity of the loops, indicate that it

is more difficult to bridge a narrow pair, especially with only 5 residues. In over

half of the 5-length narrow pair loops, cis-prolines are used, suggesting that some

conformational strain is needed to bridge the narrow pair with only 5 residues.
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Table 1.1: Numbers of hairpin loops manually found above narrow versus wide hy-
drogen bond pairs for β strands. Percentages relative to each loop length are given.
Note the striking difference in the numbers above narrow versus wide for loop size 5
and 6.

Loop size Number above narrow Number above wide
4 17 (47%) 19 (53%)
5 7 (7%) 99 (93%)
6 11 (20%) 44 (80%)
7 18 (60%) 12 (40%)
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1.4 Conclusions

In this chapter, I have demonstrated the power of the Richardsons lab’s quality

analysis methods through the creation of improved loop fitting libraries for use in

Resolve. I also demonstrated how a visual analysis method of related loop structures

revealed that the traditional definition of loop endpoints by secondary structure

is too restrictive; using a local measure to define ends of loops would be better.

The revelations made about loops endpoints lead directly to the creation of a new

protein backbone fragment modeling software package, called JiffiLoop, presented

in Chapter 2.
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2

JiffiLoop: a parameter system and tool for
defining and fitting protein fragments

2.1 Introduction

In this chapter, I detail how the observations made in the related loops lead directly

to the creation of a new protein backbone fragment modeling software package, called

JiffiLoop. First, I discuss the difficulties of defining loops endpoints by secondary

structure, and describe how these difficulties, in combination with the observations

made in the related loops in Chapter 1, leads to creation of a new peptide-centric

7-parameter system for describing the local endpoints of protein fragments. Then, I

describe some of developmental history of JiffiLoop, including how I use this system

to create a fragment library comprised of only high quality regions of proteins and

the JiffiLoop software. Next, I show how JiffiLoop makes it easier to study

specific classes of protein loops from Chapter 1. Finally, I present the results of a

test of JiffiLoop as a method for completing core protein models computed from a

sparse amount of nuclear magnetic resonance (NMR) data, from the software package

RDC-EXACT [174, 175]. I show how use of JiffiLoop in combination with a visual
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analysis reveals a number of problems with the ends of the secondary structure

elements computed by RDC-EXACT, and how these revelations have improved RDC-

EXACT.

2.1.1 Difficulties with assigning secondary structure

Protein loops are traditionally described by their length and the types of secondary

structure they connect, which requires a precise definition of the residues at which the

secondary structure ends and loop begins. Inconsistently defined secondary structure

(and therefore loop endpoints) emerged as a major obstacle in the work presented in

Chapter 1 when trying to define and superimpose the β-α loop structures from the

Top500. As I discussed, even the beginning of the helices, the N-caps, which are rela-

tively easy to determine by hand, are not always consistently identified by the DSSP

assignment. The ends of β-strands are even more difficult to define automatically,

because their conformation often changes gradually rather than abruptly.

The conceptual task of assigning residues within a model to secondary structure

seems simple, but in practice turns out to be fairly subjective and method-dependent,

illustrated by the surprising number of different methods that have been developed

for assigning secondary structure. Even by the early 90s, it was recognized that a

significant discrepancy existed among the different methods of assigning secondary

structure. In a comparison of some of the earliest methods, DSSP [92], DEFINE

[136], and P-CURVE [154], Colloc’h et al. found that these methods assigned only

63% of residues to the same state [42]. Later, a similar study additionally compar-

ing newer methods found that various methods assigned 20% of the same residues

to different states [64]. An even more recent article [164] cited 21 different meth-

ods of assigning secondary structure, roughly separated into 7 different categories

for assigning secondary structure. These categories include using hydrogen bonding

patterns (e.g. DSSP [92]), intramolecular residue distances (e.g. DEFINE [136]),
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dihedral angles, geometrical definitions (e.g. PALSSE [115]), and various combina-

tions. DSSP is the most widely used, and is used by the PDB to determine the

secondary-structure records of PDB file headers.

Figure 2.1: A comparison of secondary structure assignments from three different
methods. Ribbon diagrams of the human oncogene MTCP-1 crystal structure (PDB:
1a1x [66]) are shown, drawn from the assigned secondary structure from (a) DSSP,
(b) PALSSE, and (C) DEFINE. For this protein, there are no instances where all
three methods agree on the assignment of the secondary-structure endpoints.

Figure 2.1, adapted from [64], illustrates how different methods of assigning sec-

ondary structures disagree, especially at the endpoints of loops, where reproducible

assignments are needed the most [42, 164]. The helix, shown in red, has been assigned

different lengths, ranging from 3 residues long in the DSSP assignment to 7 residues

long in the PALSSE assignment. The differences in the assignment of β strands

are even more extreme, particularly in the long loop, where DEFINE assigned a 17-

residue long β strand, compared to 6 and 10 residues long in DSSP and PALSSE,

respectively. These differences result in the β-α loop (and the other loops) having

different start and end points in each of the assignments. Clearly, the method used

to assign secondary structure potentially has a large effect on the lengths of loops

defined.
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2.2 Parameter System

Due to the observations made in Chapter 1 where loop classification schemes which

use entire secondary structure axes in order to define loop conformations can poten-

tially misclassify loops, and due to the absence of a consistently reliable secondary

structure assignment method, I created a method for describing loops which was in-

dependent of the conformation of the surrounding secondary structure. Because this

method is independent of secondary structure and the traditional loop definition, I

will refer to the segments of proteins described by this method as fragments.

There are previous approaches which developed similar solutions, using more local

measures, for modeling loops. They will be discussed in Chapter 4, but one particular

approach with very similar overall concepts to my system was detailed by Michalsky

[121]. In this study, they created a parameter system for describing a fragment by

using the Cα and C atoms of the stem residue prior to the fragment and the Cα

and N atoms of the stem residue after the fragment. They then constructed a loop

database, called LIP, by calculating the parameters for every possible fragment from

length 1-15 from all of the crystal structures then available in the PDB with <3.5

Å resolution. While their method was successful at modeling loops, as measured in

CASP5, no local quality measures were used to filter their library, meaning that their

library contains loops with significant errors. Also, using only the two closest atoms

to the fragments to define the parameter system means that the parameters will be

extremely sensitive to those atoms, which could be problematic if those atoms are

modeled incorrectly.

JiffiLoop addresses these issues: 1) inconsistent methods of assigning secondary

structure, 2) loops libraries containing examples with errors, and 3) parameteriza-

tion systems with endpoints which are not locally or too locally defined. Instead

of defining loop endpoints by secondary structure assignment, JiffiLoop uses a
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peptide-centric seven parameter system I developed for describing the conformation

of the endpoint peptides of a protein fragment. This parameterization system com-

pletely describes the orientational relationship between the two end peptides of the

fragments. Section 2.2.1 describes the parameter system, while section 2.2.2 describes

how I used this parameter system in conjunction with our local quality measures to

create several high-quality fragment libraries for use in model completion.

2.2.1 Description of the JiffiLoop parameters

This section describes the seven JiffiLoop parameters. JiffiLoop describes pro-

tein fragments using peptide (Cα to Cα) units, instead of the more traditional

residues. For a fragment which consists of n peptides, I designate the residue con-

taining the first Cα as residue 1, making the last Cα residue n+1. I include residues

0 and n+ 2 (keeping with our numbering scheme) in the fragment, in order to com-

plete the endpoint peptides. I use the oxygens of the two endpoint peptides as the

way to determine the plane of the peptides, since they have the longest level-arm

and are seen well up to about 2.5 Å. Thus, only the Cαs and oxygen atoms of the

two endpoint peptides are used for calculating the JiffiLoop parameters.

The JiffiLoop parameters, shown on an example fragment in Figure 2.2, consist

of the length of the fragment (number of peptides) and 6 endpoint peptide orientation

parameters: one distance and five angles, two pseudo-bond angles and three dihedral

angles. The atoms used to define the endpoint peptide parameters are listed in

Table 2.1. Figure 2.3 shows the planes which determine the three dihedrals.
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Figure 2.2: Illustration of the JiffiLoop parameters for describing the relative
orientation of two peptides, rendered from KiNG and Raster3D [120]. The fragment
is shown in pink, the seven parameters (n, d, θ0, θn+1, Ω0, Ωd, and Ωn+1) and an
outlining frame in purple, and the rest of the protein backbone in grey. The frag-
ment shown in this example consists of residues 14-19 from PDB 1pl4, a manganese
superoxide dismutase [73].

Table 2.1: JiffiLoop endpoint peptide parameters defining atoms

Parameter Type Defining atoms
d distance Cα1, Cαn+1

θ0 pseudo-bond angle Cα0, Cα1, Cαn+1

θn+1 pseudo-bond angle Cα1, Cαn+1, Cαn+2

Ω0 dihedral angle O0, Cα0, Cα1, Cαn+1

Ωd dihedral angle Cα0, Cα1, Cαn+1, Cαn+2

Ωn+1 dihedral angle Cα1, Cαn+1, Cαn+2, On+1
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Figure 2.3: Illustrations of the three dihedrals of the JiffiLoop parameter system,
rendered from KiNG and Raster3D [120]. In each panel, the two planes which
determine the pseudo-dihedral angles are shown in green and yellow. See Figure 2.2
for all parameters.
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2.2.2 Protein fragment libraries

I used the JiffiLoop parameters to create several different iterations of libraries

of protein fragment endpoint parameters. All of these libraries were calculated in

a similar fashion: for each library, a set of X-ray protein structures was selected.

For each protein in the selected set, the JiffiLoop parameters for every possible

fragment, for lengths of 1 to 15 peptides, were calculated and stored, with varying

levels of quality filtering to remove poor quality fragments.

These libraries were generated using a custom Java command-line tool (acces-

sible as the “fraglibcreator” function in our collection of Java command-line tools

cmdline.jar). Having this code available makes it easy to generate new versions

of the parameter libraries as newer high quality structures become available. This

tool takes as input a range of fragment lengths, a directory of PDB-format files,

and a filename output prefix. As output, this tool generates a series of flat text

files (named with the filename prefix); each file contains the parameter data for one

of the fragment lengths desired. Also included with the parameter data for each

fragment is the maximum mainchain B-factor of the fragment, to allow for easy

filtering by B-factor. Other than filtering by B-factor, initial versions of the tool

did very little quality filtering, resulting in libraries which had fragments with gaps

and other geometrical errors. Later revisions included better filtering to remove frag-

ments with alternate conformations, gaps, or insertion codes. Most recently, with the

availability of residue-level validation information, stored in our MySQL database,

“fraglibcreator” is able to remove fragments that contain errors: specifically steric

clashes, Ramachandran outliers, Cβ deviations, or bond geometry issues, resulting

in libraries containing only high quality fragments.

Originally, searching for fragments in these libraries of parameters required load-

ing and parsing the flat text files generated by “fraglibcreator”. The advantage to this
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method was that internet access was not required to search the data. However, since

this required reading every line of data (numbering in the millions), converting the

text to numbers, and comparing the parameters, using this system was extremely

slow. This issue led me to switch to a remote-access MySQL database, currently

stored on the lab server ‘quality’, for maintaining and searching all the parameter

data. This means that searching the data is dependent on internet access; however,

searches for matching fragments run much more quickly. Each set of parameter data

corresponding to a given fragment length is stored in a separate table for faster

searching.

The first version of the JiffiLoop software, called FragmentFiller, used a library

of˜10 million protein fragments. This library was generated from a set of source PDB

files selected using the PDB website advanced search, including files with resolution

≤2.0 Å deposited between 2000-05-01 and 2006-03-10, removing structures with

similar sequences at 90% identity, resulting in 3608 structures. This version was

used for the initial tests done on completing NMR core structures from the Donald

lab (Section 2.3).

The current version of the JiffiLoop software uses a fragment library gener-

ated from the Top5200 set of protein structures from our lab. This version of the

library has ˜17 million fragments. The Top5200 set of structures was created to be

a larger and updated dataset to replace the Top500. This set was picked by tak-

ing the 70% sequence-homology cluster list from the PDB from April 5, 2007. For

each chain from each structure, the average of the resolution and the MolProbity

score was calculated. The chains from each cluster with the best averages (<2.0)

were compiled to make the Top5200. I also created two other versions of this library

with removing fragments by local quality; removing fragments with Rama outliers,

Cβ deviations>0.25 Å, or bond length/angle outliers gives a library of ˜15 million

fragments. A second version, adding clash filtering, results in a library of ˜5 million
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fragments. One caution on using the clash filtered version is that it is overly con-

servative; because the clashes were not limited to intra-fragment clashes, fragments

that clash with the rest of the structure but were otherwise high-quality, have been

removed from the library.

2.2.3 JiffiLoop: protein fragment filling software

To use the libraries of fragment data for model completion, I wrote a Java-based

software package, named JIFFiLoop (Java-Implemented Fragment FIlling Loop soft-

ware), to search these libraries and provide candidate fragments that can fill gaps

in protein structures. JiffiLoop requires as input a PDB-format file containing a

query protein structure, which is automatically searched for <15 residue gaps for

filling. It can also be run in ‘simulation’ mode, where it is given residue ranges to

treat as gaps and then fill. JiffiLoop also requires as input a directory or gzip file

containing the source PDBs from which the fragment parameters were calculated,

because the libraries of parameter data do not include the atomic coordinates of the

fragments themselves. A help list of flags and their actions is accessible by running

JiffiLoop with ‘-h’.

When running JiffiLoop, it first obtains parameter matches for the gaps in

a structure. In order to do this, for every gap found or specified in a given input

protein structure, JiffiLoop uses as reference the two peptides immediately on both

sides of the gap. So, for example, if a gap is simulated for residues 5-10, JiffiLoop

will calculate the JiffiLoop parameters for the peptides made up by residues 4 to

5 and 10 to 11. Then, JiffiLoop searches the table with the matching fragment

length (e.g. 5 peptides for 5-10) in the MySQL database for fragments with matches,

using a range around the JiffiLoop parameters calculated for that gap. By default,

for the distance parameter, JiffiLoop uses ± 1 Å, and for the angle parameters,

± 25◦. Determining the proper range for the dihedral parameters is complicated
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by the fact that the dihedrals wrap from -180◦ to 180◦, but JiffiLoop takes that

into account when calculating the range. An option is included in JiffiLoop to use

tighter ranges, defined as ± 0.5 Å for the distance, ± 15◦ for the pseudo-bond angles,

and ± 10◦ for the dihedral angles. The desired ranges are formatted into a MySQL

‘select’ command, which is sent to our database through a MySQL Connector Java

library provided by the MySQL developers. The ‘select’ command obtains from the

database the PDB ID, chain ID, and starting residue number for each fragment that

has parameters which fall within the ranges.

Once the matching parameter fragment information has been retrieved from the

database, JiffiLoop then extracts each fragment’s atomic coordinates, including the

surrounding peptides, from the source library of PDB files. By default, the sidechains

of the fragment are removed and the identity of each residue is changed to Ala, except

for Gly and Pro, and the residues are renumbered to match the input structure.

Then, the fragment is superimposed on the gap in the input structure, using one

of two different methods (see below). The resulting superimposed PDB coordinates

are output as a multi-model PDB file; JiffiLoop also outputs a kinemage with the

fragments superimposed on the input PDB.

Shown in Figure 2.4 are sample kinemages for the two different methods of super-

imposing in JiffiLoop. The default method is to use a least-squares fit on the four

Cα atoms of the endpoint peptides. The other method performs a simple three-point

docking on the N-terminal endpoint peptide. The former method gives the overall

best fit of the fragment to the gap, while the latter results in the gap being completely

closed on one end, on the Cα closer to the gap of the first endpoint peptide. The

default superposition, on both ends of the gap, is recommended when working with

other building programs (e.g. Coot) which have methods to anneal the breaks. The

N-terminal superposition was requested during our collaboration with the Donald

lab (see Section 2.3), because they are working on methods to computationally close
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Figure 2.4: Kinemage views of the two different methods of superimposing in Jif-
fiLoop. Left panel shows the fragments superimposed using the two endpoint pep-
tides, while the right shows the fragments superimposed using a three-point docking
on the N-terminal peptide. Only 100 matching fragments are shown in both images,
as per default settings.

the loop, and having one end already closed by JiffiLoop makes this process easier.

This final step, extracting PDB coordinates, is by far the slowest step in the

JiffiLoop process, since JiffiLoop has to read in the entire PDB corresponding

to each fragment. By default, to keep JiffiLoop from running for too long, only the

first 100 fragments returned by MySQL are output, but the command line version

of JiffiLoop has a flag to change the number of returned fragments.

JiffiLoop has a number of useful capabilities. Primarily, it can provide candi-

date fragments either for fitting or for rebuilding. I show in the next section how

it is a powerful tool for assisting in loop classification studies. It can also be used

to model and study proposed insertion or deletion mutations, because JiffiLoop

includes an option for specifying a larger or smaller fragment length. Finally, it can

also be used to diagnose errors within structures, as shown in section 2.3.
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2.2.4 Using JiffiLoop with beta ‘hairpin’ loops

I used JiffiLoop as an alternative method to confirm the β-β narrow pair versus

wide pair loops results shown in Chapter 1, where several classes of loops were rarer

and more conformationally restricted. Because JiffiLoop draws from a larger set of

structures, and automatically finds loops with similar local endpoints, this method

more rapidly provides larger numbers of similar loops than in the smaller manual

study, thereby providing an easy way to improve the statistics. To do this, I obtained

individual examples of each class of loop (4, 5, 6, and 7 length loops, above wide

or narrow pair hydrogen bonds) and I used JiffiLoop to simulate a gap between

the peptides containing the outermost hydrogen bond between the β strands. Note

that this means that maintaining the hydrogen bond pairs is not guaranteed by this

procedure. JiffiLoop was run with the library of fragments from the Top5200

dataset, using the tighter parameter range.

In several cases tried, including 5-length wide pair and 4-length narrow pair, even

with a tighter parameter range, JiffiLoop returned hundreds of new loops. In a

few cases the JiffiLoop results formed tight clusters around a single conformation,

but more often it returned a diverse set of conformations. Most interestingly, for all

of the seven 5-length narrow pair examples JiffiLoop only returned a small number

of fragments, ranging from 3 to 13 examples each, further indication of the difficulty

in forming this type of loop. Also, visual examination of these results revealed that

even with the small number of examples provided, some conformational clustering

was evident, typically with a conserved Pro or Gly in a specific position, such as

shown in Figure 2.5.

These results show that JiffiLoop can be successfully used as a tool to study

loop conformations. The numbers and conformations of fragments returned by Jif-

fiLoop for a given set of loop endpoints can indicate how difficult it is to bridge
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Figure 2.5: Examples of 5-length loops which fit into two conformations above a
narrow pair of hydrogen bonds in antiparallel β strands, obtained using JiffiLoop.
Backbone is shown in white, hydrogens in grey, glycines in greentint, cis-prolines
are shown in orange, trans-prolines in purple, JiffiLoop input structure in blue,
and the narrow pair hydrogen bonds with green dots. Most of the loops found by
JiffiLoop fall within one of two conformations, one with a conserved glycine, the
other with a conserved cis-proline.

those endpoints.
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2.3 Loop fitting for RDC-EXACT protein core models

Shortly after FragmentFiller (the first prototype of JiffiLoop) was created, we were

approached by Chittu Tripathy and Bruce Donald about starting a collaboration

utilizing the capabilities of my software. Previously, Lincong Wang in the Donald

lab had developed a method, named RDC-EXACT, for solving the core of NMR

structures using a sparse amount of RDC and NOE experimental data [174, 175].

The structures produced by RDC-EXACT were comprised of the core helix and β

strands, which required a separate method to produce loop regions. They wanted to

test the JiffiLoop system to see if it could provide loop conformations that closely

recapitulated the experimental RDC data. Fragments from previously-determined

structures to fit RDCs have been successfully used to build protein models [52, 99],

so combining RDC-EXACT and JiffiLoop should indicate the quality the confor-

mational sampling of the JiffiLoop fragment libraries. I show in this section that

the JiffiLoop fragment libraries contain sufficient sampling to complete short (<6)

residue gaps. I also show how the JiffiLoop parameters are sensitive to the modeled

endpoints of a gap, and this sensitivity revealed problems with the RDC-EXACT

method, which were corrected.

2.3.1 Methods

As the first proof of principle, we tested JiffiLoop to see if it could recapitulate

the loops from known structures. The two test structures chosen for this purpose

were ubiquitin and the ubiquitin-binding zinc finger domain of the human DNA Y-

polymerase (pol) η. Chittu Tripathy did all the core structure calculation and the

fragment-to-RDC correlation calculation and plotting, while I did the JiffiLoop

fragment searches. We worked together to analyze the data.

For each of the two structures, an RDC-EXACT core protein structure was calcu-
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lated, using some NOE experimental data and two types of RDCs, N-H and Cα-Hα,

all collected at Duke University [196], with the exception of the RDC data for ubiq-

uitin, which was downloaded from the PDB [45]. See Chapter 3 for more details

about RDCs. Details on the ubiquitin experiments are given in section 2.3.2, while

details on pol η experiments are in section 2.3.3, but briefly, for each core structure,

JiffiLoop, using the first version of the fragment library and the wider parameter

ranges, was used to obtain fragments with parameters close to the gaps in the struc-

tures. Several control experiments were also run using JiffiLoop to fill simulated

gaps in reference traditionally-determined structures. JiffiLoop was also used in a

number of other experiments, using a range of different endpoints.

To determine which fragments best fit the data, a root mean square deviation

(RMSD) between back-calculated and experimental RDCs is calculated for each frag-

ment. An RDC RMSD is calculated according to equation 2.1:

RMSDrdc =

√√√√ 1

m

m∑
i=1

(rcalc
rdc,i − rrdc,i)2 (2.1)

where m is the number of residues in the fragment, rcalc
rdc is the back-calculated RDC,

and rrdc is the corresponding experimental RDC. For our work, the fragments that

best fit the experimental data are the fragments with the lowest scores of both the

N-H and Cα-Hα RDC RMSDs. Note that my work in Chapter 3 on visualizing

RDCs will show that RDC RMSD values are not the optimal criteria for assessing

fit to data.

To analyze the match of the JiffiLoop fragments to the RDC data, Chittu

Tripathy created charts plotting Cα-Hα versus N-H RDC RMSD for each fragment.

I used KiNG to visually compare the conformations of the fragments to the known

conformations of the loops.
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2.3.2 Fitting loops in ubiquitin

Ubiquitin makes a good test subject because the protein is well-behaved and well-

characterized by NMR, with possibly the most complete experimental data and theo-

retical analyses available for any NMR structure [45, 38, 109]. In this section, I focus

on the results of filling one particular gap, 8-11, in the RDC-EXACT core structure,

and I show how JiffiLoop reveals that one of the endpoint peptides of this gap is

modeled incorrectly by RDC-EXACT. I also show how JiffiLoop makes it easy to

avoid problematic endpoint modeling by using endpoints deeper in the core parts of

models.

Figure 2.6: Ribbon illustration of the core structure of ubiquitin, calculated by
RDC-EXACT, with end residues labeled. A crystal structure (PDB: 1ubq [170])
and an NMR ensemble (PDB: 1d3z [45]) are shown on the right. Raster3D was used
to render the diagrams [120].

The core structure calculated by RDC-EXACT is shown in Figure 2.6. The

calculated structure has a 5-strand β-sheet on top of a single α-helix, similar to the

experimentally derived structures. As shown, these 6 protein sections give five gaps
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for JiffiLoop to fill. JiffiLoop does found fragment matches for each gap. The

numbers of fragments found per gap, as well as the JiffiLoop parameters for the

gap endpoints, are shown in Table 2.2. The studies presented here focus on the

8-11 β-β gap, because it was of modest size, with the largest number of candidate

fragments.

Table 2.2: The endpoint peptide parameters and the number of fragments found by
JiffiLoop for each gap in the RDC-EXACT calculated ubiquitin core structure.

Gap # of frags Dist (d) θ0 θn+1 Ω0 Ωd Ωn+1

8-11 119 6.685 57.760 112.867 -5.013 27.125 4.173
18-24 9 15.070 50.359 32.843 -151.564 -83.585 140.519
35-41 19 13.003 64.063 130.642 115.524 -17.170 145.969
46-48 72 4.419 73.720 125.737 24.849 8.971 -24.937
51-65 8 18.702 18.134 61.234 -90.902 82.355 100.601

A close-up view of the fragments found by JiffiLoop in the 8-11 gap is shown in

Figure 2.7. Also shown as a reference is the 1ubq crystal structure. As can be seen

in the figure, there are several distinct classes of fragments, unfortunately with the

major cluster of fragments curving down away from the reference structure. However,

a few fragments visually seem close to the reference structure.

Unsurprisingly, given the poor visual match of the fragment conformations to the

reference structure, RDC RMSD analysis of the fragments revealed that a majority of

the initial set of fragments for the gap 8-11 in the RDC-EXACT ubiquitin structure

did not match the experimental data closely. As shown in Figure 2.8, the fragments

have a wide range of both Cα−Hα and N-H RDC RMSDs. Individually, a few

fragments have good agreement with either Cα−Hα RDCs (< 2.5 Hz) or N-H RDCs

(< 1.5 Hz), but considered together, none of the fragments fit the data as well as the

NMR models or even the crystal structure.

Since JiffiLoop did not find any fragments that matched the RDC data closely,

I ran a control to test whether it could find matching fragments at all; using the 1ubq
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Figure 2.7: Close-up view of the fragments found by JiffiLoop for the 8-11 gap
in the RDC-EXACT ubiquitin core structure. Core structure is shown in blue, 1ubq
crystal structure in green, and JiffiLoop fragments in transparent gray.

crystal structure, I simulated a gap from residues 8-11. The results in visual form

are shown in Figure 2.9. For this gap, JiffiLoop found 2835 matching fragments,

roughly 20 times the number of matches from with the RDC-EXACT structure.

Also, as we can see in the figure, nearly all the fragments found by JiffiLoop have

a very similar conformation to the reference structure.

As expected from the visual analysis, RDC RMSD analysis for this control set of

fragments revealed that overall they matched the RDC data more closely than those

obtained from the RDC-EXACT model. The RDC RMSD results are plotted in

Figure 2.10, and as can be seen, many of the fragments match both the Cα−Hα and

N-H RDC RMSDs more closely (lower left corner) than the experimental structures.

There are 13 fragments that very ideally match the data, with N-H and Cα−Hα
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RDC RMSD values less than 0.8 Hz and 1.5 Hz, respectively. There are 157 loops

that fairly accurately match the data, with CH and N-H RDC RMSDs less than 2.5

Hz and 1.5 Hz, respectively.

In order to try to explain the discrepancy between the control and experimental

results, I visually examined the endpoint peptides in the structures more closely

in KiNG, shown in Figure 2.11. In the computed structure, the carbonyl oxygen

of residue 7 is fit in an idealized β-structure position; that is, it is pointed nearly

directly at the N-H on residue 11 on the opposing strand. In contrast, the peptide

carbonyl of residue 7 on the crystal structure and in the NMR models is turned away

from the ideal β position, so it points out toward solvent. Indeed, in the crystal

structure, the carbonyl forms a hydrogen bond with a water molecule. In the NMR

models, the carbonyl still forms a hydrogen bond with the opposing N-H, but at a

much shallower angle (̃ 111◦ versus ˜170◦). This carbonyl shift mainly changes one

of the JiffiLoop parameters, Ω0. As shown in Table 2.3, Ω0 in the computed model

differs from the experimental structures by ˜45◦, quite a large difference.

Table 2.3: Comparison of JiffiLoop parameters of RDC-EXACT computed and
experimental structures, gap 8-11. 1ubq is the crystal structure, 1d3z the NMR
ensemble. The values shown for 1d3z are for model 1. The main difference is in Ω0,
highlighted in the table.

Structure Dist (d) θ0 θn+1 Ω0 Ωd Ωn+1

RDC-EXACT 6.685 57.760 112.867 -5.013 27.125 4.173
1ubq 8-11 7.357 47.947 104.208 -49.451 32.242 -13.121

1d3z (m1) 8-11 7.366 40.829 114.314 -51.093 33.035 -6.031
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Figure 2.8: Chart of Cα−Hα RDC RMSD vs N-H RDC RMSD for JiffiLoop-
proposed fragments for RDC-EXACT ubiquitin core structure, gap 8-11. Fragment
points are shown with blue plus symbols, 1ubq crystal structure with a red triangle,
and 1d3z NMR structures shown with green circles. There are individual fragments
that have good agreement to either the N-H RDCs or Cα−Hα RDCs, but when
considered together none of the fragments fit the data as well as the crystal structure
or the NMR models.
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Figure 2.9: Close-up view of the fragments found by JiffiLoop for a simulated
8-11 gap in the 1ubq crystal structure. Crystal structure is shown in blue, and Jif-
fiLoop fragments in transparent gray. Visually, the vast majority of the fragments
cluster around the crystal structure, adopting a similar conformation.
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Figure 2.10: Chart of Cα−Hα RDC RMSD vs N-H RDC RMSD for JiffiLoop-
proposed fragments in ubiquitin crystal structure, treating residues 8-11 as a gap.
Fragment points are shown with blue plus symbols, 1ubq crystal structure with a
red triangle, and 1d3z NMR structures shown with green circles. A fair number of
fragments match both the Cα−Hα and N-H RDC RMSDs.
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Figure 2.11: View of the difference in carbonyl position of residue 7 in RDC-
EXACT computed and crystal structures of ubiquitin. Crystal structure is shown
in green, RDC-EXACT model in blue. The peptide in the computed model is fit in
a more ideal β position, while in the crystal structure the carbonyl is turned away
from ideal.
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Since the main difference between the 8-11 gap parameters for the computed

structure and the experimental structures was in Ω0, I tried a new experiment where

I simply rotated the peptide (along with the rest of the β strand) containing the

carbonyl so that the parameter Ω0 for this gap matched that of the crystal structure.

When I ran JiffiLoop on this modified structure, not only did JiffiLoop find

more fragments (̃ 2300, Figure 2.12) than with the original calculated structure, but

I obtained fragments which more closely matched the conformation in the crystal

structure. This result indicates that the JiffiLoop system is extremely sensitive to

the exact configuration of the endpoint peptides. This also indicates that for certain

endpoint peptides, there are limited possibilities of conformations for bridging them.

Figure 2.12: Close-up view of the fragments found by JiffiLoop for the 8-11 gap
in the RDC-EXACT ubiquitin core structure, after twisting the 2-7 β strand. Core
structure is shown in blue, 1ubq crystal structure in green, and original JiffiLoop
fragments in transparent gray. Note that the rest of the 2-7 β strand no longer
matches up with the crystal structure, but that is simply an artifact of how I rotated
the peptide.
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There are several important conclusions to draw from this result. First, Jif-

fiLoop is useful as a diagnostic tool; if a given set of endpoints doesn’t give good

results, it is possible that the endpoints are modeled in a rare relative orientation or

incorrectly. Certainly, the simplest case of this would be if the endpoints are simply

too far apart for the number of residues being modeled. Next, it would be possible

for JiffiLoop to suggest improvements for endpoint modeling if JiffiLoop could

automatically scan around the input parameters to see if there are any nearby major

clusters. Finally, I demonstrated that RDC-EXACT is too generous with its mod-

eled secondary structure; a later rewrite of RDC-EXACT [196] resolves this issue

(see section 2.4).

As we saw, a shift of 45◦ in a single dihedral was the difference between finding

the correct conformation and a set of varied possibilities. While this was certainly an

interesting result, in a real situation with a novel structure, we may not know that

the peptides need to be adjusted to obtain more accurate results. In this situation, it

is easy to use JiffiLoop to reach further into the core structure, using (presumably)

more accurately determined parts of the structure as the endpoints.

In order to try that strategy with our test structure, I ran JiffiLoop simulating

a gap for residues 7-12 on the RDC-EXACT ubiquitin structure. The resulting set

of fragments is shown in Figure 2.13. Using this longer gap, JiffiLoop was able to

find a set of 747 fragments. There was a wider variety of fragment conformations

found, compared to using 8-11 of the crystal structure, but many of the fragments

visually match the experimental conformation.

Analysis of the lengthened 7-12 JiffiLoop fragments by RDC RMSD revealed

that they matched the RDC data more closely than the original 8-11 JiffiLoop set.

Figure 2.14 shows the chart plotting Cα−Hα RDC RMSD versus N-H RDC RMSD

for the 7-12 fragments. None of the fragments match as well as the JiffiLoop

fragments found with the crystal structure, but there are still several fragments with
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Figure 2.13: Close-up view of the fragments found by JiffiLoop for the length-
ened 7-12 gap in the RDC-EXACT ubiquitin core structure. Core structure is shown
in blue and JiffiLoop fragments in transparent gray. A fairly diverse range of
conformations was found by JiffiLoop, but visually, a significant number of the
fragments have a similar conformations as the reference structure.

RDC RMSDs comparable to the NMR structures. This result shows that using

JiffiLoop to move deeper into the core of structures to find alternate fragment

models is a viable solution, at least for relatively short fragments.
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Figure 2.14: Chart of Cα−Hα RDC RMSD vs N-H RDC RMSD for JiffiLoop-
proposed fragments for RDC-EXACT ubiquitin core structure, treating residues 7-12
as a gap. Fragment points are shown with blue plus symbols, 1ubq crystal structure
with a red triangle, and 1d3z NMR structures shown with green circles.
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2.3.3 Fitting loops in pol η

We also ran JiffiLoop on an RDC-EXACT core structure of the ubiquitin-binding

zinc finger domain of the human DNA Y-polymerase (pol) η. The core structure and

the NMR ensemble (PDB: 2i5o) [25] are shown in Figure 2.15. The core structure is

comprised of two β strands and a single helix, leaving two gaps, a β hairpin at 13-17

and a β-α at 22-24, for JiffiLoop to fill. In this section, I show how JiffiLoop

successfully fills the 13-17 gap. For the 22-24 gap, JiffiLoop diagnoses a fitting

problem with the RDC-EXACT model, similar to the problem found at the 8-11 gap

in ubiquitin. Finally, I show how given the correct endpoints, JiffiLoop would find

the correct conformation for 22-24.

Figure 2.15: Ribbon illustration of the core structure of pol η, calculated by RDC-
EXACT, with end residues labeled. An NMR ensemble (PDB: 2i5o [25]) is shown
on the right. Raster3D was used to render the diagrams [120].

The JiffiLoop parameters and the number of fragments found for the two gaps

are shown in Table 2.4. For 13-17, JiffiLoop found over 500 fragments, but found

none for 22-24. The result for 22-24 was somewhat surprising, given that JiffiLoop
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generally finds more fragments with shorter loops.

Table 2.4: The number of fragments, and endpoint parameters, found by JiffiLoop
per gap in the RDC-EXACT calculated pol η core structure.

Gap # of frags Dist (d) θ0 θn+1 Ω0 Ωd Ωn+1

13-17 525 8.034 42.997 96.735 -16.019 29.690 -1.424
22-24 0 9.454 24.620 92.530 -84.104 -121.624 155.815
20-24 144 7.031 59.616 124.395 -67.686 -119.743 118.928
20-25 268 9.706 70.130 65.553 -85.087 -85.017 144.559

RDC-EXACT pol η core structure 22-24

Closer examination of 22-24 revealed that the two ends were modeled too far away

from each other. As shown in Figure 2.16, it is physically impossible for a single

residue to connect the two ends. The gap from the Cα of residue 22 to the N of 24

spans more than 8 Å, compared to the i to i+ 1 Cα-Cα distance of 3.8 Å.

Figure 2.16: Close-up view of β-α gap 22-24 in RDC-EXACT core structure of pol
η. Backbone is colored by N-to-C terminal colors. The gap, going from the Cα of
residue 22 to the N of 24, spans more than 8 Å, compared to a usual Cα-Cα distance
of 3.8 Å. Furthermore, the ends are not pointing towards each other.
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In order to test whether this issue could be addressed within JiffiLoop by mov-

ing the gap endpoints closer into the core of the structure, I ran a test simulating

a gap for 20-24 in the RDC-EXACT computed model. Figure 2.17 shows the frag-

ments found by JiffiLoop for this simulation. A fair number of the fragments do

seem to have the same conformation as the reference loop in the experimental model;

however, on analysis of the RDC RMSDs of the fragments, none of them match the

RDC data well (data not shown).

Figure 2.17: Close-up view of the fragments found by JiffiLoop for the length-
ened 20-24 gap in the RDC-EXACT pol η core structure. Core structure is shown
in green, blue, and yellow, 2i5o NMR model one shown in pink, and JiffiLoop
fragments in transparent gray. Although the JiffiLoop fragments seem to have
conformations similar to the reference structure, none match the RDC data well.

To test whether the conformation of peptide 24 in the RDC-EXACT computed

structure might be throwing off the JiffiLoop analysis, I tried JiffiLoop again,

this time simulating a gap from 20-25. As seen in Figure 2.18, there is more variety

of fragments in this set compared to the set from 20-24, but there also seem to be

more fragments that match the conformation of the reference model. RDC RMSD
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analysis of this set of fragments revealed that they matched the RDC data better

than the set for 20-24, but still not nearly as well as the experimental models.

Figure 2.18: Close-up view of the fragments found by JiffiLoop for the length-
ened 20-25 gap in the RDC-EXACT pol η core structure. Colors are identical to
those in Figure 2.17. Although the JiffiLoop fragments seem to have conforma-
tions similar to the reference structure, none match the RDC data well.

To determine whether JiffiLoop could find the proper conformation using the

correct endpoints for this gap, I ran a control experiment using the fifteen PDB 2i5o

NMR experimental models, simulating gaps for residues 20-25. The JiffiLoop pa-

rameters for that gap in both the RDC-EXACT and the experimental models are

shown in Table 2.5. All of the JiffiLoop sets of fragments from the 2i5o models

had more fragments than the JiffiLoop set from the RDC-EXACT structure; in-

terestingly, a wide range of numbers of JiffiLoop fragments were obtained with the

different 2i5o models. Several of the parameter values for the NMR models differ

significantly from the RDC-EXACT model; particularly, the θ0 and θn+1 parameters

vary by more than 4 standard deviations, and the Ωn+1 varies by just over 3 standard

deviations. For a future study, it would be interesting to study this region of the
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JiffiLoop parameter space to see why relatively small changes in the parameters

lead to the wide range of numbers of fragments found.

Table 2.5: The number of fragments, and endpoint parameters, found by JiffiLoop
for a simulated gap for 20-25 in the RDC-EXACT calculated pol η core structure
and in the 2i5o NMR models. The average and standard deviation for the NMR
models’ parameters are also shown.

Structure # of frags Dist (d) θ0 θn+1 Ω0 Ωd Ωn+1

RDC-EXACT 268 9.706 70.130 65.553 -85.087 -85.017 144.559
2i5o 1 449 9.978 84.386 82.092 -80.652 -77.244 136.603
2i5o 2 461 9.96 80.958 82.594 -77.571 -76.079 137.493
2i5o 3 421 10.06 83.412 84.086 -81.034 -78.41 135.226
2i5o 4 369 10.118 85.45 85.891 -84.233 -74.956 129.801
2i5o 5 386 10.182 82.49 83.564 -77.956 -76.623 134.49
2i5o 6 433 10.123 81.849 81.798 -86.606 -76.248 136.47
2i5o 7 566 9.921 83.37 82.498 -89.384 -73.773 138.543
2i5o 8 494 9.986 82.614 82.529 -81.268 -79.932 139.726
2i5o 9 558 9.845 81.626 84.333 -80.319 -81.262 136.847
2i5o 10 429 10.137 82.018 83.033 -81.831 -77.389 137.136
2i5o 11 404 10.094 84.827 80.332 -82.148 -74.745 132.697
2i5o 12 736 9.804 80.352 82.289 -88.859 -77.061 138.306
2i5o 13 666 9.744 77.348 85.17 -90.55 -88.161 137.036
2i5o 14 911 9.751 78.63 83.445 -86.82 -83.983 138.878
2i5o 15 352 10.055 78.697 82.061 -82.475 -88.055 135.874
Average 509 9.984 81.868 83.048 -83.447 -78.928 136.342
Std Dev 156 0.144 2.356 1.412 4.098 4.551 2.540

Since running JiffiLoop on model 14 residues 20-25 resulted in the most frag-

ments, I selected that set for further analysis. Visualizing the fragments for that

set, shown in Figure 2.19, reveals a cluster of fragments that align closely with the

experimental NMR conformation. However, looking more closely, there is also a sec-

ond very distinct conformation. RDC RMSD analysis also supports this observation,

with two clusters of points, one cluster close to the RDC RMSDs of the reference

structures, and another cluster further away, with worse correlation to the RDCs.

For this set of fragments, Chittu also noted the fragments that had glycines and

73



prolines in the same position as the protein sequence; revealingly, these fragments

all fall in the cluster of fragments that have similar RDC RMSDs to the reference

structures.

Figure 2.19: Close-up view of the fragments found by JiffiLoop for a simulated
20-25 gap in the 2i5o NMR model 14 of pol η. 2i5o NMR model 14 shown in green
and yellow, and JiffiLoop fragments in transparent gray.

As before with the ubiquitin structure, it seems that given the “correct” set

of endpoints, JiffiLoop was able to find the correct conformation for 20-25. It

seems clear that the problems JiffiLoop was having with completing the RDC-

EXACT structure can be attributed to some fitting issues at the ends of the secondary

structure elements for that particular gap, in the pol η case modeling them too far

away from each other. This issue was fixed in the recent rewrite of RDC-EXACT

[196] by the addition of a maximum distance restraint for a given length gap.
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RDC-EXACT pol η core structure 13-17

The fragments found by JiffiLoop for the β-hairpin gap 13-17 are shown in Fig-

ure 2.20. The JiffiLoop fragments sample a variety of conformations, but there is

one major conformation of fragments clearly visible. Gratifyingly, this conformation

corresponds to the one modeled in the deposited NMR structure.

Figure 2.20: Close-up view of the fragments found by JiffiLoop for the 13-17
gap in the RDC-EXACT pol η core structure. Core structure is shown in green and
blue, 2i5o NMR model 1 shown in yellow, and JiffiLoop fragments in transparent
gray. The majority of the JiffiLoop fragments have a similar conformation to the
reference 2i5o model.

The RDC RMSDs of the fragments fit into 13-17 of the RDC-EXACT pol η

structure are shown in Figure 2.21. As shown, only a few of the fragments have a

Cα−Hα RDC RMSD as good as the reference NMR structures, but several of the

fragments do have a higher match on N-H RDC RMSD.

75



Figure 2.21: Chart of Cα−Hα RDC RMSD vs N-H RDC RMSD for JiffiLoop
fragments for gap residues 13-17, in RDC-EXACT pol η core structure. Fragment
points are shown with blue plus symbols and 2i5o NMR structures shown with green
circles. A few of the fragments have a reasonable match to the RDC data.
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2.3.4 Individual RDC differences

As we saw in several examples, the JiffiLoop fragments would often visually appear

to be the same conformation as an experimental structure, but would not match the

RDC data as well. In order to see if we could learn why this was happening, we asked

Chittu to send us data plotting the RDC differences residue by residue. The results

were puzzling, leading me directly to develop RDCvis, as detailed in Chapter 3.

For this work, we considered the simulated 7-12 gap in the ubiquitin structure.

Chittu generated the data and graphs showing the individual RDC difference for

each residue for the 1d3z NMR models, the 1ubq crystal structure, and several of

the best (by RDC RMSD) fragments from JiffiLoop. A few of these fragments are

shown in Figure 2.22, with their RDC RMSDs in Table 2.6. Although we can see

that the conformations of the fragments appear very similar to the reference NMR

model, the RDC RMSDs are surprisingly large and vary quite a bit, particularly the

Cα−Hα RDC RMSD, ranging from 1.034 Hz in JiffiLoop model 44 to 2.704 Hz in

JiffiLoop model 501.

Table 2.6: The Cα−Hα and N-H RDC RMSDs (in Hertz) for some of the best
JiffiLoop fragments for RDC-EXACT ubiquitin core structure gap 7-12.

JiffiLoop # Cα−Hα RDC RMSD N-H RDC RMSD
44 1.0336 1.9659
501 2.7041 2.0231
517 1.7557 1.7337

Studying the residue-by-residue RDC differences between the back-calculated

RDC and the experimental RDC for the best fragments uncovered some puzzling

results. The graphs in Figures 2.23, 2.24, and 2.25, frequently show a large deviation

in the RDCs in only one or two residues of the fragment, instead of the error being

more evenly distributed. This is most striking in the Cα−Hα RDCs of residue 10

and in the N-H RDCs of residue 7 of fragments 44 and 517. Chittu analyzed the 1d3z
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Figure 2.22: Kinemage view of three of the best JiffiLoop fragments for RDC-
EXACT ubiquitin core structure, treating residues 7-12 as a gap. JiffiLoop frag-
ment 44 is shown in green, fragment 501 is shown in purple, fragment 517 is shown
in orange, and a reference model from 1D3Z is shown in pink. The ubiquitin protein
sequence for this region is indicated.

models in the same way and found a similar result, with one or two of the residues

having a large deviation from the experimental RDCs (data not shown). Solving this

puzzle, through an improved understanding of RDCs, is the focus of Chapter 3.
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Figure 2.23: Graphs of individual residue RDC differences for ubiquitin 7-12 Jif-
fiLoop fragment 44. Left panels show the back-calculated and experimental RDC
values per residue, for both Cα−Hα and N-H RDCs. Right panels show the differ-
ences between the calculated and experimental values.
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Figure 2.24: Graphs of individual residue RDC differences for ubiquitin 7-12 Jif-
fiLoop fragment 501. Left panels show the back-calculated and experimental RDC
values per residue, for both Cα−Hα and N-H RDCs. Right panels show the differ-
ences between the calculated and experimental values.
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Figure 2.25: Graphs of individual residue RDC differences for ubiquitin 7-12 Jif-
fiLoop fragment 517. Left panels show the back-calculated and experimental RDC
values per residue, for both Cα−Hα and N-H RDCs. Right panels show the differ-
ences between the calculated and experimental values.
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2.4 Discussion

I have shown JiffiLoop can accurately fill missing loops up to five residues long

without needing a sophisticated loop modeling algorithm. Its capabilities make it

easy to test multiple endpoints as possibilities for loop modeling, particularly where

users are unsure about the way ends of secondary structure are fit. JiffiLoop has

been incorporated into the MolProbity validation webserver to allow users to fill

or simulate gaps in submitted structures. Also, a slight variation of the JiffiLoop

parameters was recently used by Tom Terwilliger in Resolve in PHENIX to index

a set of clustered loop libraries constructed as an alternative way of building loops.

Using the JiffiLoop parameters, the probability of the clusters of loops for a given

gap can be calculated, allowing only the most probable loops to be used.

The results presented in the loop fitting section of this chapter demonstrated a

number of issues with RDC-EXACT. First, as shown in the ubiquitin example, a

strict adherence to ideal β led to difficulties in finding a suitable fragment for that

particular example. Second, in the pol η example, one gap was constructed in such

a way that it was impossible for any conformation of fragment to physically connect

the ends. Gratifyingly, these two issues were corrected in the latest version of RDC-

EXACT, published as a part of RDC-PANDA [196]. The first issue was caused by a

bug where RDC-EXACT modeled an extra residue beyond what was supported by

the RDC data on the end of a secondary structure element. This extra residue was

modeled in an idealized secondary structure position, as we had seen in the ubiquitin

model. The second issue was caused by a lack of a distance check on the ends of the

secondary structure elements, also as we had suspected.

One aspect of JiffiLoop that could use improvement is the parameter ranges

used for searching for matching fragments. When originally selected, I just selected

some ranges that seemed to find a reasonable number and variety of candidate frag-
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ments; I did very little testing or optimization of the ranges. A detailed clustering

analysis of the data in the fragment libraries would potentially provide better ranges

for these searches. Although I did some initial work clustering the parameter data us-

ing the high-dimensional plotting capabilities in KiNG (see Chapter 6), these results

were inconclusive, primarily due to the sheer number of fragments in the libraries.

Filtering based on the conformations of the fragments might help with a clustering

analysis, but as currently formatted this would be difficult to do on the parameter

library. Optimal ranges might vary with resolution of the query structure or with

B-factors of the reference peptides or with the fragment length. Alternatively, I can

envision a parameter density-dependent method, where the density of parameters

around a search range could influence how wide a range is used; for example, there

may be no need to search as wide a range around the parameters corresponding to

a helix.

Another aspect of JiffiLoop that could use improvement is the fitting of longer

loops. Chittu and I have done some initial work developing an extension to the Jif-

fiLoop parameters to fit longer loops in an iterative fashion, similar to the Resolve

[158] method for building loops from three residue fragment libraries. Since this

JiffiLoop extension was not well tested, I detail this work in Appendix A.

One area which JiffiLoop can potentially illuminate is the dynamics of a loop

which fills a given gap. As I have shown, the number and conformations of the

fragments returned by JiffiLoop are dependent on the local conformation of the

endpoint peptides. Therefore, JiffiLoop can be used to give a rough estimate of

the possible loop flexibility corresponding to a given pair of endpoints.

This work raises a number of questions about how RDCs behave. For many of

the examples, even for fragments that visually appear to have the same conformation

as the reference structure, they still showed poor agreement to the data, as indicated

by RDC RMSDs. Closer examination of the individual residue-by-residue RDC dif-

83



ferences revealed a tendency for the deviations to be located primarily in a small

number of the residues. What about the RDCs causes these results? Is there some-

thing inherent in the behavior of RDCs, the modeling software, or both? Addressing

these questions is the driving force for the work presented in Chapter 3.

2.5 Conclusions

In this chapter, I have detailed the creation of JiffiLoop, a new protein backbone

fragment modeling software package. I showed how JiffiLoop can successfully

complete core protein models computed from a sparse amount of NMR data. I have

also shown how use of JiffiLoop in combination with a visual analysis revealed a

number of problems with the ends of the secondary structure elements computed by

RDC-EXACT, and how these revelations directly improved RDC-EXACT.

There are still many opportunities for future studies along the lines of the work

presented in this chapter. Obviously, the results presented could be strengthened

by more examples, with both small and long gaps, to test JiffiLoop as a model

completion tool. Also, the fragments provided by JiffiLoop by design closely match

the endpoint peptides of the gaps, but rarely exactly close the gaps. JiffiLoop can

close one end of the gap, but modifying it to close the other end while maintaining

good contacts and model quality will require a significant investment of time and

algorithmic knowledge. Chittu has been making progress in this area. Lastly, using

JiffiLoop to help solve a novel structure would obviously be a tremendous proof of

its capabilities.
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3

Improving NMR structure determination via
visualization of RDCs

3.1 Introduction

This chapter describes how I use 3D visualization of residual dipolar coupling (RDC)

data in their structural context to improve understanding of RDCs and validate nu-

clear magnetic resonance (NMR) models in a novel way. First, I give a brief back-

ground of NMR and RDCs. Then, I describe the underlying equations used to visu-

alize RDC data and developmental history of RDCvis. I demonstrate that RDCvis

provides better understanding of the 3D behavior of RDCs than obtainable from the

usual numerical analyses. I also describe my implementation of a co-centering tool

which allows local comparison of NMR ensembles of models. Additionally, I show

how using RDCvis to visualize RDC data directly in their structural context on

NMR ensembles, in combination with co-centering, explains some previously myste-

rious modeling errors in NMR structures solved with RDCs. Finally, I demonstrate

how RDCvis visually and analytically validates the fit of NMR ensembles to RDC

data in a way which has never been previously done, using a test set of models of
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the cytochrome c maturation enzyme E (CcmE) heme chaperone protein.

3.1.1 Background on NMR and RDCs

NMR is one of the most common techniques for determining atomic resolution struc-

tures of macromolecules. As of 2010, more than 8500 structures in the PDB have

been solved by NMR, a testament to the capabilities and growing usage of NMR.

Solving a structure using NMR typically involves several different experiments to

obtain restraints between atoms (such as distance and dihedral angle restraints) to

use to calculate models. The most commonly used and important of these restraints

are NOE distance restraints from the NOESY experiment, which utilizes the Nuclear

Overhauser Effect to determine which atoms are close in proximity (<5 Å) [191].

Similarly to NOEs, the majority of NMR restraints used in an NMR structure

calculation are on a local scale. Having only local data during a structure calculation

can make it difficult to correctly align more distant parts of a model, such as two

domains of a multi-domain protein. Residual Dipolar Couplings (RDCs) provide a

solution to this difficulty, by giving a way to relate the orientations of internuclear

vectors in a molecule regardless of their distance in space.

Dipolar couplings arise from the direct interaction of two magnetic dipoles, such

as two atomic nuclei with spin equal to 1/2. The advantage of a dipolar coupling

measurement is that it depends only on the distance, identity, and orientation of the

two nuclei being measured [111]. Because the identity and distance of the two atoms

in a bond is essentially fixed, dipolar couplings can therefore give information about

the orientation of bonds relative to each other, regardless of how far apart those

bonds are. The orientation dependence means that in normal, isotropic solutions,

where the molecules can freely rotate, dipolar couplings average out to zero over the

timescale of the NMR measurement [15]. In order to measure dipolar couplings, the

molecules must be partially aligned (such as by addition of liquid crystalline media
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to the solutions). For a long time, only a high degree of ordering was possible, which

resulted in dipolar coupling measurements in the kHz range; this gives spectra which

are difficult to interpret and are only suitable for use in small compounds [162, 160].

However, the development of media for inducing a small degree of alignment, such

as dilute liquid crystalline media [162], strained acrylamide gels [165], or filamentous

bacteriophage [71], allows the dipolar couplings to be scaled down (hence the name

residual dipolar coupling) to the tens of Hz range, which allows them to be used for

macromolecules. Although an RDC measurement represents a small fraction of a

total dipolar coupling, RDCs can still be measured accurately [15].

In order to obtain measurements of RDCs, generally two experiments have to

be done: one in an isotropic, unaligning medium to obtain scalar J-coupling mea-

surements, and one experiment with an aforementioned partially aligning medium

to obtain a combination of the J-coupling and RDC measurements [160]. A large

number of experiments have been developed for measuring RDCs, which, for the

particular types of RDCs considered in this work can be divided up into two general

categories [133]: intensity-based, where RDCs are determined from the intensity of

peaks, and frequency-based, where RDCs are measured based on shifts in frequency

of peaks. A complete description of the various methods is beyond the scope of this

document; for more detail see a review by Prestegard et al. in 2000 [133].

As an example of measuring RDCs from a frequency-based experiment, a series

of simulated spectra demonstrating the calculation of RDCs is shown in Figure 3.1.

Shown are 15N Heteronuclear Single Quantum Coherence (HSQC) spectra, which

are two-dimensional spectra where each peak normally represents one 1H-15N atom

pair, as seen in the left panel. The right panel shows two superimposed spectra, one

spectrum undecoupled, which shows splitting effects from J-coupling, in blue circles,

and another spectrum when an aligning medium is introduced, in black diamonds.

The RDC measurement is equal to the difference in the splitting in the undecoupled
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spectrum and the partially aligned, undecoupled spectrum. This allows for very

precise measurements of the RDC values, reported as a single, scalar value in units

of Hz.

Figure 3.1: A set of simulated HSQC spectra demonstrating one way RDCs can
be measured. Peaks are shown with blue circles (normal and undecoupled) or black
diamonds (with aligning media). Based on an image from [181].

The most commonly measured RDCs are 1H-15N and 1H-13C, but others can be

measured, including 13C-13C or 13C-15N, or even non-bonding atoms [15]. Since non-

bonding atoms can have RDCs measured, the more correct terminology for referring

to the vector between the two atoms is ‘internuclear vector’, but since the RDC data

presented in this document are either 1H-15N or 1H-13C, I will use the phrase ‘bond

vector’ interchangeably with ‘internuclear vector’.

RDCs have been visualized previously in two-dimensions [180], but never in the

context of a structure. A likely reason that RDCs have never been visualized in

a structural context comes from an important distinction between the information

provided by X-ray crystallography and NMR. An X-ray crystallography experiment

ultimately provides a view of electron density of a structure in a well-defined 3D
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coordinate space, which allows the positions of atoms to be determined, but means

that atom identities must be inferred. In contrast, NMR experiments provide the

specific identities of atoms involved in an interaction, but give no direct information

on the positions of those atoms. This distinction leads to a different process for using

X-ray versus NMR data to solve a structure. Since crystallography provides data in

a real-world coordinate space, it is natural to use visualizations of electron density

to guide structural biologists during structure determination. In contrast, for NMR,

even a small molecule can generate hundreds of restraints that need to be satisfied,

which would be nearly impossible for a human to satisfy manually. As a result,

most NMR structural refinement programs are highly automated, performing all the

calculations and minimizations of the structures with very little human interaction,

with no way to visualize data directly on structures.

By making visualizations of NMR data in their structural context more accessible,

we give users an important tool to validate NMR models. Previously, Ian Davis

in collaboration with Brian Coggins had developed a tool for KiNG to visualize

NOE data directly in structures, NOEDisplay [34]. My work continues this line

of providing tools for visually validating NMR structures, with the development of

a method, RDCvis, for visualizing RDCs in interactive 3D and in their structural

context.

3.2 RDC visualizations

As shown in Chapter 2, during the fitting of loops for RDC-EXACT models using

JiffiLoop, we discovered some puzzling results when we studied the residue-by-

residue RDC differences between the back-calculated RDC and the experimental

RDC for the best JiffiLoop fragments. Frequently, only one or two residues of a

fragment had large differences, instead of a more even distribution across all residues.

Determining why these large differences existed only in a few residues was the initial
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driving force for developing RDCvis; I wanted to learn more about the behavior of

RDCs by visualizing RDC data in KiNG.

The difficulty with visualizing RDC data lies with the fact that each RDC mea-

surement is a single, precise scalar value. Encoded within that single value is orienta-

tion information for a bond vector, relative to the external magnetic field. However,

each particular RDC does not uniquely specify that bond vector orientation; it spec-

ifies only a pair of symmetrical, ellipse-like quartic curves on which that bond vector

lies. These curves were visualized in two-dimensions in 2002 by Wedemeyer et al.

[180], giving an overall impression of the shape of RDCs, but I found the plots confus-

ing to look at, and since they were drawn independently of structural representations,

they could not provide any detailed insight into how a specific RDC corresponds to

a specific bond vector.

3.2.1 Underlying calculations

In order to get a better feel for how the curves behave, I initially created an ‘Rdc-

PlayPlugin’ in KiNG to quickly visualize a set of RDC curves, in fully interactive

and rotatable 3D. This plugin allowed me to interact with the RDC curves and gain

a general understanding of their behavior, but because the curves were drawn in-

dependently of structures, they could not illustrate specific examples of RDC data.

The natural extension of RdcPlayPlugin was to draw pairs of RDC curves di-

rectly on their corresponding bond vectors in NMR models, therefore showing the

experimental data simultaneously with the models they had helped generate. The

code to do this calculation and drawing became RDCvis.

I had based the initial version of the RdcPlayPlugin on the method presented

by Wedemeyer in 2002 [180]; however, since their method cannot draw the complete

range of curves (possibly due to typographical mistakes in the equations in the arti-

cle), while writing RDCvis, I switched to using a method taught to me by Anthony
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Yan, at the time in the Donald lab. RDCvis draws RDC curves by using singular

value decomposition (SVD) [112] to calculate a Saupe alignment matrix [146] from

the RDCs. The method will be described in this section.

The basic equation for an RDC r between two spin 1/2 nuclei can be expressed

in the following form:

r = Dmax

〈
3 cos2 θ − 1

2

〉
(3.1)

where Dmax is the maximal possible dipolar coupling value, which is related to the

gyromagnetic ratios and the distance between the two atoms [112], and θ is the angle

between the internuclear vector and the external magnetic field. This equation can

be converted to the following quadratic form:

r = Dmaxv
TSv (3.2)

where v and vT represent the internuclear vector and its transpose, and S is the

Saupe matrix, a 3 x 3 matrix with five degrees of freedom, whose elements describe

the direction and asymmetry of the partial molecular orientation in the experimental

system [192]. RDCvis uses this form of the RDC equation to draw RDC curves by

taking an input set of experimental RDC values and an input PDB file to generate a

series of linear equations that can be solved using SVD to give the best-fit elements

of the Saupe matrix. Because this calculation is dependent on a set of bond vectors

from a PDB file, changes in a model can change the curves that are drawn.

Expanded into matrix form, equation 3.2 becomes the following:

r = Dmax

[
x y z

]  a b c
b d e
c e −a− d

 x
y
z

 (3.3)

By multiplying the matrices and solving for the individual elements of the Saupe
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matrix, we end up with the following equation:

r = [ (x2 − z2) 2xy 2xz (y2 − z2) 2yz ]


a
b
c
d
e

 (3.4)

In order to solve for the five elements (a b c d e) of the Saupe matrix shown

in equation 3.4, a minimum of five RDC measurements are required. Substituting

a set of RDC measurements, and the corresponding internuclear bond vectors into

equation 3.4 gives a system of linear equations.


r1
r2
...
rn

 =


(x2

1 − z2
1) 2x1y1 2x1z1 (y2

1 − z2
1) 2y1z1

(x2
2 − z2

2) 2x2y2 2x2z2 (y2
2 − z2

2) 2y2z2
...

...
...

...
...

(x2
n − z2

n) 2xnyn 2xnzn (y2
n − z2

n) 2ynzn



a
b
c
d
e

 (3.5)

In order to calculate the best fit values for the Saupe matrix, we use SVD to

calculate the pseudo-inverse of the 5 × n internuclear vector matrix in equation 3.5

[112], and then multiply the pseudo-inverse to both sides. Briefly, the pseudo-inverse

A+ of matrix A can be defined as A+ = V Σ+U∗ where U , Σ, and V come from

the singular value decomposition of matrix A, defined as A = UΣV ∗. In order to

calculate the pseudoinverse of Σ, which is a diagonal matrix, we take the reciprocal

of each non-zero element, leaving any zeros, and then transpose the matrix. Due to

difficulties with machine precision, RDCvis uses a cutoff of 1 × 10−8, below which

an element of Σ is just set to zero. RDCvis uses the Java JAMA package, which

includes built-in functions for SVD and all the various matrix manipulations needed.

Using the same conventions as in [192], RDCvis uses a coordinate frame where

the eigenvector with the largest eigenvalue of the Saupe matrix is set as the Z-axis,

the smallest eigenvalue as the Y-axis, and the last eigenvector as the X-axis. RDCvis

also converts the coordinate frame to a right-handed one, if necessary.

92



Once the Saupe matrix has been determined, it can then be plugged into equation

3.2 to determine the quartic equation of the RDC curves for each internuclear vector.

These curves arise from the intersection of a hyperboloid conic surface (calculated

from the RDC value and the above equation) with the sphere of all the possible

orientations of an internuclear vector (see Figure 3.7). To draw a specific pair of

RDC curves from the Saupe matrix for a given RDC value, RDCvis calculates a two

dimensional ellipse, and then projects that ellipse onto a sphere. To do this, RDCvis

compares the RDC value with the eigenvalues of the diagonalized Saupe matrix.

There are several cases that need to be handled separately, illustrated in Figure 3.2,

which shows two pairs of curves corresponding to two RDCs in the different cases. If

the RDC value is between the smallest eigenvalue (Y-axis) and the middle eigenvalue

(X-axis), then the 2D ellipse will be in the YZ plane, and projected in the positive

and negative X directions, shown in magenta. If the RDC value is between the

middle eigenvalue and the largest eigenvalue, then the ellipse is in the XY plane,

and projected in the positive and negative Z directions, shown in blue. If the RDC

value equals the middle eigenvalue, then the RDC curves are at the inflection point,

forming a pair of great circles bisecting the sphere (not shown in Figure 3.2, but can

be seen in top right panel of Figure 3.7). In this case, either plane could be used for

drawing the curves; RDCvis uses the XY plane to draw these curves. Because the

Saupe matrix is derived from a least-squares fit method, occasionally an experimental

RDC value will fall outside of the range defined by the eigenvalues. In this situation,

RDCvis will not draw any curves for that value.

Once the pair of curves for a given RDC value have been calculated, they are

centered on the heavy atom (for a hydrogen-heavy atom RDC), or the first atom

of a heavy atom-heavy atom pair. The paired curves represent the loci of possible

orientations of the vector (and thus possible positions for the H) that are compatible

with its experimentally-measured RDC value. Therefore, if a modeled hydrogen is
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Figure 3.2: Illustration of projections of ellipses used by RDCvis to draw RDC
curves. Two pairs of curves are shown, corresponding to the two possible projection
axes for drawing RDC curves. The blue curves show projection along the Z-axis,
while the magenta curves show projection along the X-axis.

pointing directly at an RDC curve, then it matches the RDC data exactly.

3.3 RDCvis

3.3.1 Implementation and usage

One of my goals while writing RDCvis was to make using it as accessible as pos-

sible. To this end, I implemented two main modes for creating RDC kinemages

from RDCvis: a command-line mode and a graphical mode that integrates with

KiNG. The command-line mode is slightly more powerful, since it can be scripted

to automatically analyze a set of files, but the graphical interface is easier to use,

since it automatically prompts for the various inputs needed for RDCvis. The

command-line mode also includes a text output option, which can output the nu-

merical differences between the back-calculated RDCs from the input models and

the experimental values, as well as the minimum coordinate space distance of the

end of the bond vector to the pair of RDC curves. The way the minimum distance is

calculated is not exact, since RDCvis uses the drawn kinemage points in the curves

to calculate the minimum distance, but it is a pretty close approximation.
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RDCvis uses two different schemes for coloring the pairs of RDC curves; one

based on the back-calculated and experimental RDC value difference, and one based

on the minimum coordinate space distance. For the coloring by RDC difference, RD-

Cvis uses the kinemage point coloring: within one standard deviation (as reported

in the data file, or 1 Hz if none reported) for ‘green’, within two times the standard

deviation for ‘orange’, and all larger as ‘hotpink’. For coloring by coordinate space

distance, RDCvis uses kinemage list coloring: within 0.1 Å for ‘green’, within 0.5 Å

for ‘orange’, and all larger as ‘hotpink’. The use of different coloring schemes allows

users to switch easily between the two color schemes (with the ‘l’ key) to see where

discrepancies between the RDC space and coordinate space differences occur.

There are several other options in RDCvis. One is the ability to draw error

curves, at two times the standard deviation, around the main pair of RDC curves.

Also, a surface representation of the underlying hyperboloid surfaces can be drawn,

such as shown in Figure 3.7. In addition, users have the option to choose whether to

draw the curves using the entire ensemble of models to calculate one global Saupe

matrix, or whether to calculate a separate Saupe matrix for each model. Most of

the examples shown in this chapter calculate one global Saupe matrix for the entire

ensemble.

3.3.2 Input format

The lack of standards for NMR data files was a significant issue that arose while

creating RDCvis. Unfortunately, unlike in crystallography, which essentially only

has one basic type of data (structure factors), there are many different types of

possible experiments that can go into obtaining a structure using NMR methods,

and new methods are constantly being developed, with different laboratories using

different techniques [20], leading to a data file format that is constantly changing.

Furthermore, there are numerous software packages for analyzing NMR data, and
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they often use different file formats [183].

Since I was unaware of the incompatible file formats at the time I wrote RDCvis,

it only supports the XPLOR format. An example of the format, showing two RDC

measurements, is shown in Figure 3.3, taken from PDB 1q2n. RDCvis parses the

‘assign’ text blocks, determining the residue number (1 and 2, in the example) and

atom names of the RDC (‘HA’ and ‘CA’) from the last two ‘resid’ fields. The two

numbers after the five resid fields are the experimental RDC value and standard

deviation of the measurement, respectively. Unfortunately, the standard deviation

field often does not seem to be used for experimentally-measured standard deviations;

in many files we studied, the standard deviation was entered as ‘1.000’ or even ‘0.000’.

Another issue with using NMR data files with PDB files is that they do not always

follow PDB format definitions. The prime example of this issue is the hydrogen on

the backbone nitrogen; instead of the PDB standard of “ H ”, in NMR data files it is

often named “HN”. Also, generally NMR files have no regard for the spaces around

atom names; since the location of spaces in the atom fields of PDB files is important,

this caused some problems. Ultimately, RDCvis tries to correct for any of these

issues, but unfortunately there is always potential for unknown formatting issues to

cause RDCvis to fail on new files.

Until more rigorous file format standards are adopted by the community, the

file format incompatibility will remain as a significant impediment to broader use

of RDCvis. Fortunately, there has been work towards interoperability in the field,

such as by the Collaborative Computing Project for NMR (CCPN), who have de-

veloped a data model for storing all information about NMR experiments, as well

as file converters [173, 63]. Adoption of this model, or a similar system, particularly

by public sites such as the PDB, would not only allow RDCvis to become more

powerful, but would also help scientists and end-users when analyzing or validating

NMR models.
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Figure 3.3: An ideal example of the RDC file format read by RDCvis, from 1q2n.

3.4 Insights about RDC behavior independent of structural models

With the updated RDC drawing code in RDCvis, I returned to RdcPlayPlugin

and converted it to use the RDCvis code for drawing ranges of RDC curves. This

new version of the plugin has a slider to adjust the rhombicity of the Saupe matrix

[112], which can change on-the-fly the directional asymmetry of the RDC curves

drawn by the plugin. This allows visualization of the entire range of possible shapes

of RDC curves. Examples of RDCs drawn at three different rhombicity values are

shown in Figures 3.4, 3.5, and 3.6. In each of these figures, each identically colored

pair of curves around an axis corresponds to the possible vector positions for a given

RDC value. The curves are drawn with a 2 Hz spacing. The gray curves indicate the

less accurate regions near the crossing point, where the RDC values go from below

the middle eigenvalue to above it, most dramatically shown in Figure 3.6.
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Figure 3.4: Multiple views of the range of RDC curves, drawn at the minimum
rhombicity, near zero, using RdcPlayPlugin. The first three panels are labeled
with the axes of the plane parallel to the view. The last panel shows a diagonal view
of the curves. Curves are drawn with a 2 Hz spacing. The curves at this rhombicity
are very close to circular.
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Figure 3.5: Multiple views of the range of RDC curves, drawn at a rhombicity of
0.233 using RdcPlayPlugin. The first three panels are labeled with the axes of
the plane parallel to the view. The last panel shows a diagonal view of the curves.
Curves are drawn with a 2 Hz spacing. The curves at this rhombicity have different
shapes depending on whether their RDC value falls below (‘taco’ shape) or above
(‘pringle’ shape) the middle Saupe matrix eigenvalue.
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Figure 3.6: Multiple views of the range of RDC curves, drawn at the maximum
rhombicity, near two-thirds, using RdcPlayPlugin. The first three panels are
labeled with the axes of the plane parallel to the view. The last panel shows a
diagonal view of the curves. Curves are drawn with a 2 Hz spacing. The curves
at this rhombicity are similarly shaped below and above the middle Saupe matrix
eigenvalue.
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Using RdcPlayPlugin to display RDC curves, especially in interactive 3D,

gives a more understandable visual representation of the variety of curve shapes

than those shown by Wedemeyer in [180]. At rhombicity close to zero, shown in

Figure 3.4, the RDC curves are very nearly flat circles arranged around the Z-axis.

This corresponds to the case where the two smallest eigenvalues of the Saupe matrix

are identical. At the opposite extreme, shown in Figure 3.6, close to the maximum

rhombicity of 2/3, the sphere is divided into 4 almost identical sections. Two of

the sections contain curves encircling the Z-axis, while the other two sections of

curves encircle the X-axis. This corresponds to the case where the middle eigenvalue

is zero, so the largest (Z-axis) and smallest (X-axis) eigenvalues, have the same

magnitude. Finally, Figure 3.5 shows the curves corresponding to an intermediate

rhombicity value of 0.233. These curves show the shapes we have typically seen so

far in biological molecules, where the curves around the X-axis form a ‘taco’ shape,

while the curves around the Z-axis form a ‘pringle’ shape.

Building on work by Bart Bartkowiak, who used Matlab to show the underlying

hyperboloid surfaces of the RDCs during a rotation in the Richardson’s lab, I added

the ability for RDCvis to visualize those surfaces using a dot surface representa-

tion in KiNG. These visualizations show what gives the RDC curves their shape.

Figure 3.7 shows several examples of the hyperboloid surfaces, calculated with a

rhombicity of 0.233. Each panel shows the RDC curves and hyperboloid surfaces

for a single RDC value, in increasing order. The images show where the surfaces

transfer from being a hyperboloid of one sheet (panels 1-4) to a hyperboloid of two

sheets (panel 6).

Finding the best method of visualizing the hyperboloid surfaces was a particularly

interesting endeavor. I tried several different ways of calculating the coordinates

for the dots (actually 0.1 Å radius balls) of the surfaces, including linearly and

radially calculating X and Y coordinates. While usable, generating visuals with
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Figure 3.7: Examples of RDC curves, showing the underlying hyperboloid inter-
secting with the sphere of possible internuclear bond vectors. The hyperboloids are
shown with blue balls, the bond vector sphere in transparent yellow, and the RDC
curves in green. This image was rendered using the Raster3D exporting tool in
KiNG and the ‘render’ command in Raster3D [120].

these methods resulted in surfaces which were too regular; viewers’ eyes tended

to focus on the patterns in the surface instead of seeing the overall behavior of

the surface. In order to address this issue, I used the radially-calculated X and Y

coordinates for each dot, but applied a small, radius-dependent random shake factor

before projecting into the Z dimension. This results in visualizations which show

the surfaces with less of a distracting pattern. (Interestingly, this surface generation

method was influenced by work by Brian Coggins on different methods of sampling

the NMR time domain [40].)

An immediate observation which the illustrations of the possible RDC curves
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show is that RDC space and coordinate space are not linearly related. That is, a

change of one Hz for an RDC can lead to a variable change in coordinate space. The

largest differences between the two occur when a bond vector points toward one of

the poles corresponding to an eigenvector of the Saupe matrix. Obviously, this can

have a significant effect when calculating RDC RMSD values, since a given change

in RDC does not mean a constant change in angle on the model. In these situations,

the difference between the back-calculated RDC and the experimental RDC would

be smaller than if the bond vector was pointed toward the areas where the curves

are more evenly (and more closely) spaced. Ideally, when calculating RDC RMSDs,

the positioning of the bond vectors would be taken into account in order to get a

better sense of the agreement of the model to the data.

A consequence of calculating the Saupe matrix from a best-fit to the experimental

data is that different total ranges of the experimental RDCs change the range of RDC

curves that can be drawn. This means that the maximum and minimum RDC values

that can be drawn are related to the range of RDC values in the experimental data.

For RDCs that have a smaller range of measurements, a difference in Hz translates to

a larger change in coordinate space, as compared to RDCs with a larger overall range.

Therefore, with a smaller range of RDCs, a refinement program would have to allow

a smaller deviation from the experimental RDC value in order for the bond vectors to

maintain a particular distance from their RDC curves. Similarly, when calculating

RDC RMSDs, the overall range of the experimental data should be considered in

order to give a sense of what value constitutes a reasonable fit to the data. Since

the range of RDCs can be adjusted experimentally by changing the degree of partial

alignment of the solution, it is important for NMR spectroscopists to be careful not

to reduce the dipolar couplings too much.
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3.5 Co-centering

3.5.1 Description and initial development

While visualizing RDC curves is powerful on its own, to be truly useful as a valida-

tion tool RDC curves need to be visualized in their structural context. However, this

is complicated by the fact that generally, NMR structures are deposited as ensem-

bles of models. These models, which best-satisfy the NMR data and are the most

energetically favorable, are calculated independently of each other. This means that

these models do not necessarily superimpose well, because NMR does not define a

global envelope for the models to fit into. Furthermore, generally the loop regions

and termini of proteins give less data, meaning these regions often are modeled in

wildly different conformations. These reasons mean it is difficult to visually distin-

guish each individual model while studying NMR ensembles locally. One method to

address this difficulty is, of course, to reduce the number of models being studied at

one time. This can help a user distinguish individual models; however, if the point of

focus from model to model shifts around even a small amount, it can still be difficult

to compare models to each other. Another method would be to superimpose the

models more locally prior to studying the local regions. However, with RDC visual-

izations, this method cannot be used, since the RDC curves are globally aligned to

the alignment matrix, so any rotational changes in the models would invalidate the

curves as drawn.

Our solution for studying local behavior of NMR ensembles is a conceptually

simple method—the co-center. This method was originally developed by Jeremy

Block and Jane Richardson through their work with NMR ensembles in the Duke

immersive Virtual Environment (DiVE) [23]. By translating (with no rotation) all

models onto a single point, co-centering allows comparison of the local behavior of

all the models at once, while not affecting the RDC curve alignment. This func-
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tion was implemented in the DiVE with a simple action for activating the co-center

translations. These translations are not permanent, so users can quickly move from

one point to the next, co-centering as they go and studying the local agreement of

each area quickly.

Figure 3.8: An illustration of co-centering for the NMR ensemble of ubiquitin
(pdbID: 1d3z [45]), on the nitrogen of Glu 51. On the left side of the figure, before co-
centering, zooming into a local area of an NMR ensemble quickly becomes confusing.
The right side shows the ensemble after co-centering, in which it is much easier to
determine the similarities and differences between the models.

With the usefulness of this method proven in the DiVE, I wanted to bring co-

centering into a more accessible system. I implemented co-centering as an indepen-

dent tool in KiNG, making the action of co-centering very easy, with one mouse-

click to perform a co-center. In its most basic mode, the KiNG version operates on

kinemages in exactly the same manner as the DiVE version. By default, kinemages of

NMR ensembles have one model per kinemage group. Using these kinemage groups

as the separate units that are translated, the co-centering tool in KiNG uses the

point ID of the selected point to find the co-center point in all the groups, calculates

a translation transformation for each group, and then applies that transformation all

the points in the group. This has the benefit of moving all of the validation visual

indicators as well, if they are also contained within the kinemage group. Figure 3.8
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shows an example of an NMR ensemble before and after co-centering in KiNG.

3.5.2 Improvements to co-centering

Having the co-centering tool in a more accessible form in KiNG allowed me to

test and implement a number of other improvements to the functionality of the

co-centering.

While studying a structure, users often want to go through a structure one residue

at a time. Manually finding the next residue to co-center on is certainly possible,

particularly in tightly restrained regions of the structure, where all models of an

ensemble closely resemble each other. However, it is somewhat tedious, even in

those regions; furthermore, in areas with a variety of conformations, it can be very

difficult to find the next residue to co-center on. Also, for saving kinemage views

of co-centered areas, users have to be consistent about co-centering on a particular

model; otherwise, the saved view may not correspond to the co-centering.

In order to address these issues, I added a “Jump” feature to the co-centering

tool. This function allows users to easily co-center and recenter the view to the

next or previous residue in the ensemble. The GUI contains a pull-down box to let

users to select from any of the main protein backbone heavy atom types (N, Cα,

C, or O) or for nucleic acids (P) as the atom to co-center on, as well as buttons for

jumping, either directly or transitioning smoothly, to the new view. Users can also

use a keyboard shortcut, “j” or “J”, to go forward or back.

Another improvement I developed in collaboration with the Richardsons was to

make co-centering more general. Co-centering, in its basic form, uses the point ID

as the object to choose the objects to co-center on. This restricts the co-centering to

models with exactly the same residues, sequence number, and chain IDs. Our solution

for making co-centering more generic involved adding an independent marker to the

point IDs of points. Essentially, this is accomplished by adding a number enclosed
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within parentheses to the beginning of the point ID. By adding these paren markers

to the corresponding points in a set of models, users can then use co-centering to

study the local variation between the models, without the points needing to have

the exact same residue names, numbers, or atom names. Also, the jump feature

can be set to only jump to paren markers, which is particularly useful for live demo

presentations involving co-centering for highlighting specific points of interest. This

improvement is particularly powerful for allowing related structures that don’t have

the exact same sequence to be co-centered, enabling study of the local aspects of the

models..

Figure 3.9: The GUI of the co-center tool in KiNG, shown on 1q2n, co-centered
on Cα of residue 18.

The KiNG GUI for the co-center tool is shown in Figure 3.9. The three text boxes
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at the top of the window are used by the jump function to indicate the previous,

current, and next residue (or paren marker) to jump to. There is a selection box for

selecting which atom to jump to, as well as buttons to control the jumping. Below

those controls, a button for resetting to the original starting coordinates is provided,

as well as some control options for co-centering on residue number or paren markers,

or smoothly sliding the view to the next co-center point.

3.6 Application of RDCvis and Co-centering

3.6.1 Z domain of Staphylococcal protein A

Although I originally developed RDCvis primarily as a learning tool, we soon re-

alized it could be a powerful structural validation tool. The first indication that

RDCvis could diagnose problem areas in structures came when we revisited a study

done by Jeremy Block [23] on an NMR ensemble of the Z-domain of Staphylococcal

protein A (SpA), solved using RDCs and NOEs [198] (PDB: 1q2n).

Including RDC data during the structure determination of SpA improved model-

to-data agreement and other quality criteria [81, 50] for the backbone compared

with the earlier structures (PDB IDs: 1spz and 2spz). But the helix 2-3 loop in 1q2n

shows two quite different conformations in nearly equal numbers for residues 37-39,

with no restraint violations. We wanted to understand how both conformations can

fit the RDC data, and if possible, decide whether one of the conformation clusters

was wrong or whether the two clusters together represented a valid ensemble.

Figure 3.10 shows this loop region of the Z-domain of SpA ensemble backbone

in KiNG co-centered on the Cα atom of Pro 38, with the CαHα RDC curves on

each model. The two clusters of different loop conformations are colored pink and

green. Because residue 38 is a proline it has no NH, and the 37 and 39 CαHα

RDCs were not observed, a level of data incompleteness not uncommon in loops.

The ensemble sampling identified unique conformational clusters for residues 36 and

108



Figure 3.10: Views of the different models of Z-domain of SpA loop 37-39, co-
centered on the Cα of Pro 38. The left and middle panels show the two different
conformations of the loop. The right panel shows all the models co-centered on Pro
38. The modeled CαHα bond vectors for each conformation point to opposite RDC
curves.

40, anchoring the loop ends at the C-cap and N-cap of the two helices it joins. The

largest conformational difference is at Pro 38, and it can be seen in Figure 3.10

that the CαHα bond vectors point in nearly opposite directions for the two model

clusters and that their CαHα atoms lie on opposite limbs of the RDC target curves.

Each individual model of the two conformational clusters was built with a target

of matching the CαHα atom position to some point on the two-limbed RDC curve.

However, the overall ensemble of vectors for this CαHα bond would not produce

the measured RDC value if they actually had such a diverse mix of orientations.

Therefore, this coincidence of good matches on both limbs of the RDC curve must

be a modeling artifact, and one of the clusters is presumably incorrect. This is a

clear example of overfitting to the RDC data.

Other local NMR data in the 37-39 loop is relatively sparse and has already been

taken into account in the structure-solution process, but we can obtain an inde-

pendent assessment of the clusters from the MolProbity structure validation site.

Figure 3.11 shows the multi-criterion MolProbity kinemage [50] for this region of

the 1q2n ensemble, with Ramachandran outliers marked in bright green, sidechain
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rotamer outliers in gold, all-atom steric clashes as clusters of hot pink spikes, and

hydrogen bonds (H-bonds) as lenses of pale green dots. The conformational cluster

of models 2, 3, 7, and 8 has many clashes and rotamer outliers and no H-bonds,

while the six models in the other conformational cluster have no clashes, are nearly

free of outliers and make several H-bonds. The conclusion, therefore, is that only the

6-model cluster represents a valid conformation for this loop and the Pro 38 CαHα

vector should match the upper branch of the RDC target curve in Figure 3.10.

Figure 3.11: Multi-criterion kinemage of the 37-39 loop from Z-domain of SpA.
Each panel shows the models of one of the two different conformations. The models
on the left all contain Ramachandran outliers, shown with green bars, as well as
magenta steric clashes around residue 38. In the right models, residue 38 is in a
much more realistic conformation, with both the Ramachandran outlier and steric
clash fixed. In this loop, the RDC data cannot determine the correct conformation,
but MolProbity quality criteria can.

110



3.6.2 Other examples from the PDB

In order to see whether this issue was isolated to this particular structure, or more

widespread, Bart Bartkowiak, while rotating in our lab and in conjunction with

myself and Jeremy Block, used RDCvis to analyze a number of NMR ensembles

from the North East Structural Genomics (NESG) which had been solved including

RDC data. He used RDCvis and MolProbity to analyze ten NMR ensembles

which had RDC data in the proper format, from the PDB.

RDC fitting problems of some sort were found in many of the files analyzed. Most

of the examples we found had the bond vectors pointed in several different positions,

with a range of different backbone conformations, rather than two sets of discrete

conformations like those we found in 1q2n. One example where most of the models

fit into two conformations was found in NMR ensembles of the CPH domain from

Cul7 (PDB: 2jng), an essential protein for mouse development [93]. The models for

this example are shown in Figure 3.12. There are two major conformations fit for

this loop, as well as a couple of other outliers (not shown).

The individual models fit into the two major conformations are shown in Fig-

ure 3.13. One of the conformations has all the bond vectors pointed towards the

right side curve (right panel). The other conformation has all the bond vectors

pointed towards the left side RDC curve (left panel), which causes a Ramachandran

outlier on Glu 36. This also disrupts the hydrogen bonding for the two residues

before this tight turn. Clearly, the conformation with the bond vectors pointing

towards the right-hand curve is the correct conformation; this conformation has no

Ramachandran outlier and is fit closer to a traditional tight turn conformation.

Based on these examples, as well as the 1q2n example, the RDC overfitting

problems we have found are not isolated cases, but indicative of a more widespread,

systematic issue.
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Figure 3.12: N-H RDCs in the CPH domain from Cul7, co-centered on Glu 36,
showing two distinct backbone conformations. Backbone atoms are shown in slightly
transparent gray, hydrogen atoms in dark gray, and RDC curves in green and orange.
The N-H bond vectors for each conformation point towards opposite RDC curves.

3.6.3 Heme chaperone CcmE

One method which is used to address the range of possible bond vector positions

for a single RDC measurement is to measure additional RDCs, in different aligning

media. In theory, molecules should align differently in a different medium, which

would help to resolve much of the ambiguity for fitting to the RDC data. However,

I will show that this is not necessarily true for all cases, and how RDCvis and our

validation tools can diagnose fitting problems that occur even with multiple RDCs.

In order to test whether RDCvis could analyze structures with multiple RDCs,

as well as to further analyze the overfitting problem, Jeremy Block and I started a

collaboration with the Montelione lab at Rutgers. Jim Aramini in the Montelione
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Figure 3.13: N-H RDCs in the CPH domain from Cul7, co-centered on Glu 36,
separating the incorrect (left) and good (right) conformations. Backbone atoms are
shown in slightly transparent gray, hydrogen atoms in dark gray, hydrogen bonds
with green dots, and RDC curves in green and orange. The incorrectly-fit conforma-
tions all have a Ramachandran outlier, as well as somewhat disrupting the hydrogen
bonding for this tight turn. The correct conformations do not have Ramachandran
outliers, as well as being fit as tight turns.

lab had originally solved the structure of the oligonucleotide/oligosaccharide binding

(OB) fold domain of the cytochrome c maturation E (CcmE) heme chaperone, as

described in [22], using NOEs, dihedral angle restraints, and N-H RDCs collected

in a solution of polyethylene glycol (PEG)/hexanol [144]. Later, Jim collected N-

H RDC data in a compressed polyacrylamide gel medium [165]. They wanted to

collaborate with us in order to take advantage of our validation experience, as well

as the capabilities of RDCvis, to evaluate the quality of models solved with each of

the two different RDC data sets or with both RDCs simultaneously. For this work,

3 different ensembles of CcmE were studied: one solved with RDCs from PEG, one

with RDCs from gel, and one solved using both sets of RDCs simultaneously. All of
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the visualization and analysis of the RDCs and ensembles in this section was done

jointly by myself and Jeremy Block.

The superimposed ribbon diagrams of all three CcmE ensembles are shown in

Figure 3.14. Overall, the ensembles all show the same general fold, a 6-stranded β-

barrel. The core β strands of all three ensembles match well with each other, while

the loops and especially the termini vary to a greater degree, as is fairly typical for

NMR ensembles.

Figure 3.14: Superimposed ribbon diagrams of three sets (60 total models) of NMR
ensemble structure of CcmE. Ribbons are colored with N-to-C terminal blue-to-red
coloring. The core β strands all align very closely, but the loops and termini adopt
a range of conformations.

In order to gain a sense of the overall quality of the structure, I ran the three

ensembles through MolProbity. I made multi-model multi-criterion kinemages

[50] in order to visualize problem areas. Also, I split the files into separate models
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and ran them through the oneline-analysis (see Chapter 6) in order to obtain overall

quality statistics for each model. Those statistics are summarized in Figures 3.15 and

3.16. Each set of three bars shows the average and standard deviation calculated for

each particular quality score for PEG, gel, and both ensemble sets, respectively. Cβ

deviations and bond geometry outliers are not shown, since none of the structures had

any of those outliers. Indeed, overall, the structures are quite high quality, generally

scoring in the high 70th percentile for clashscore, with small numbers of rotamer and

Ramachandran outliers. The only major area which could be significantly improved

is the percent Ramachandran favored; in general, >98% Ramachandran favored is

recommended (meaning <2% Ramachandran allowed). Somewhat interestingly, the

global scores for the ensembles do not show a statistically significant difference from

each other. However, as discussed throughout this document, global scores don’t tell

the whole story; studying the local behavior within each of the models is the best

way to truly discern model quality.

In keeping with this method of localized study of structures, we used RDCvis

and the co-centering function in KiNG to analyze the fit of the three ensembles of

CcmE structures to their corresponding RDC data. We analyzed residue-by-residue

the fit of the ensemble of N-H bond vectors to the RDC curves, making note of any

interesting conformations or fits to the curves. I also used the text output feature of

RDCvis to provide statistics on residue-by-residue back-calculated RDCs and the

minimum distance of the NH atom from the RDC curves. For all the figures of RDC

curves on the ensembles in this section, the curves do not line up exactly on each

other because RDCvis draws the curves at a radius of the length of the modeled N-H

bond vector, which vary slightly from model to model. This has the side benefit of

enabling visualization of the multiple colors of RDC curves in the figures.
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Figure 3.15: Averages of MolProbity statistics for the CcmE NMR ensembles
calculated with different RDCs. Blue (left) bar corresponds to the ensemble calcu-
lated with PEG RDCs. Red (middle) bar corresponds to the ensemble calculated
with gel RDCs. Green (right) bar corresponds to the ensemble calculated with both
RDCs. Only statistics where lower is better are shown. One standard deviation
error bars are also shown. Overall the ensembles are all quite high quality, with the
exception of Ramachandran allowed, which is somewhat higher than recommended.

Analysis of CcmE ensemble solved with PEG RDCs

Our analysis started with the ensemble solved using RDCs measured in PEG. RD-

Cvis was used to calculate an overall Saupe matrix for the twenty model ensemble.

RDCvis used this matrix to draw the experimental RDC curves, as well as calcu-

late match-to-data statistics. The curve sphere representative of the Saupe matrix

is shown with one Hz separation in Figure 3.17. The matrix for this ensemble has

a fairly high rhombicity, as evidenced by the higher eccentricity of both divisions of
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Figure 3.16: Averages of MolProbity statistics for the CcmE NMR ensembles
calculated with different RDCs. Blue (left) bar corresponds to the ensemble calcu-
lated with PEG RDCs. Red (middle) bar corresponds to the ensemble calculated
with gel RDCs. Green (right) bar corresponds to the ensemble calculated with both
RDCs. Percentage statistics are shown (higher is better). One standard deviation
error bars are also shown. The two %rank scores are percentile statistics relative to
an all-PDB sample. Overall the ensembles are all quite high quality.

the ellipses underlying the curve shapes. Also, a wide range of Hz space is covered

by the curve sphere, ranging from -27.36 Hz to 20.64 Hz. Overall statistics for the

fit of the N-H bond vectors to the experimental RDCs (RDCobs) by back-calculated

RDCs (RDCcalc) and real-space distance is summarized in Table 3.1. Overall, the

ensembles fit the RDC data quite well, with an average |RDCcalc−RDCobs| (∆RDC)

of only 1.2797 Hz, and an average minimum distance of N-H bond vector to RDC

curve of 0.0512 Å. However, studying the individual outliers reveals some interesting

examples of RDC fitting problems.
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Figure 3.17: RDC curve sphere for CcmE-PEG ensemble, centered on Phe 56,
model 1. The curves are drawn with a separation of one Hz, colored in red, orange,
and green, based on ∆RDC from the modeled N-H bond vector. Backbone and
hydrogens are drawn with black and gray, respectively. The Saupe matrix for this
ensemble has a fairly high rhombicity.

First, Figure 3.18 shows an example of an ideal fitting of RDC data. This partic-

ular residue, Thr 58 in a β sheet, was one of the best scoring on minimum distance,

with a model average minimum distance of only 0.029 Å. The bond vectors all form

a nice tight cluster, as well as nice hydrogen bonding to a backbone carbonyl. Also,

they all point nearly directly at one of the RDC curves. Note that in spite of the

very tight fit, there are still three models in which the ∆RDC is greater than 2 Hz,

leading to a few orange RDC curves. These three models have a minimum distance

of 0.07 Å, 0.07 Å, and 0.05 Å, respectively, which are still extremely close to the

other vectors and the RDC curves. The direction of the bond vectors in this situa-
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Table 3.1: Overall RDC fit statistics for CcmE-PEG ensemble, calculated for all
residues with RDC curves, all models.

Measurement Average Standard Deviation
∆RDC 1.280 Hz 0.353 Hz

Minimum Distance 0.051 Å 0.018 Å

tion corresponds to the region of the RDC sphere which has the smallest difference

in Hz space, indicating that a more generous RDC error range should be used for

this residue.

Figure 3.18: N-H RDC curves for Thr 58 in CcmE PEG ensemble, co-centered
on N; one of the best RDC-fit examples. Backbone atoms are shown in transparent
gray, hydrogen atoms in dark gray, hydrogen bonds with pale green dots, and RDC
curves in green and orange.

Figure 3.19 shows another example of the problem we saw in 1q2n, where the

bond vectors have been fit to different RDC curves, one to the lower curve and the

rest to the upper one. In the example, all of the bond vectors match the RDC curves

quite closely; the furthest hydrogen is only 0.07 Å away from its corresponding curve.

In terms of agreement of calculated RDC to the RDC data, though, five of the models
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are more than 2 Hz away, shown by the orange curves. Similarly to residue 58, all of

the modeled bond vectors point toward the region of the RDC sphere which have the

smallest difference in Hz space, resulting in the ∆RDCs calculation being larger, in

spite of the vectors all pointing very closely to the curves. Also, the lone model that

points its NH down to the lower curve has a Ramachandran outlier on Asp 68. This

model should be fit more similarly to the other models. Also note that the bond

vectors which point upwards fan out along the curve, to nearly a difference of 60◦. It

is impossible for a single residue or peptide shift to accommodate this degree of NH

shift; indeed, Asp 68 is at the start of a loop region, which is modeled in a range of

conformations only because there are no other RDCs in the loop to help pin it down.

Figure 3.19: N-H RDC curves for Asp 68 in CcmE PEG ensemble, co-centered
on N; one model points to the opposite RDC curve. Backbone atoms are shown in
transparent gray, hydrogen atoms in dark gray, hydrogen bonds with pale green dots,
and RDC curves in green and orange.
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Figure 3.20 shows the residue with the single largest deviation in the ∆RDC

calculations. Model 9 has the bond vector for N-H of Ala 112 modeled higher (labeled

in the figure) than the other models, resulting in a ∆RDC deviation of 5.63 Hz, and

a minimum distance of 0.22 Å. Since this set of bond vectors (and particularly the

one from model 9) points somewhat towards the region of the RDC sphere space

with the greatest Å distance between RDC curves, the bond vectors are allowed to

deviate by a greater distance in Å.

Figure 3.20: N-H RDC curves for Ala 112 in CcmE PEG ensemble, co-centered on
N; example with the single largest deviation by ∆RDC. Backbone atoms are shown
in transparent gray, hydrogen atoms in dark gray, hydrogen bonds with pale green
dots, and RDC curves in green and orange.

Figure 3.21 shows one of the overall worst fit residues, Val 53, with an average

minimum distance of 0.10 Å and an average ∆RDC deviation of 2.20 Hz. This

set of bond vectors all point closely towards the region of RDC sphere space near

the crossover value, where a small distance in Hz represents a large difference in Å.

Indeed, the RDC curves are close to forming the great circles that intersect at the

middle eigenvector (Y-axis). Since the curves are only 0.14 Å apart at the closest
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approach, this means that the vectors for this residue could possibly match both

curves and still be correct. In this particular example, there are several bond vectors

fit pointing away (up and to the right in the figure) from the crossover point; these

bond vectors are closer in Å to the curves than the other bonds vectors pointing

more to the center, but they are further away in Hz space.

Figure 3.21: N-H RDC curves for Val 53 in CcmE PEG ensemble, co-centered on
N; overall one of the poorest fit residues. These N-H vectors point to the least well
determined region on the RDC sphere. Backbone atoms are shown in transparent
gray, hydrogen atoms in dark gray, hydrogen bonds with pale green dots, and RDC
curves in green and orange.
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Analysis of CcmE ensemble solved with gel RDCs

For the ensemble solved using RDCs measured in gel, RDCvis was used to calculate

an overall Saupe matrix for the twenty model ensemble. RDCvis used this matrix

to draw the experimental RDC curves, as well as calculate match-to-data statistics.

The curve sphere representative of the Saupe matrix is shown with one Hz separation

in Figure 3.22. The matrix calculated for this ensemble has a lower rhombicity than

the one calculated for the PEG structure, resulting in a majority of the curves on the

curve sphere being close to circular. Also, the matrix covers less Hz space, shown by

the lower number of curves drawn; the curves range from -7.05 Hz to 13.95 Hz, less

than half the range of the PEG ensemble. The consequences of this lower range will

be discussed in some of the examples shown below.

Overall statistics for the fit of the N-H bond vectors to the experimental RDCs by

back-calculated RDCs and minimum real-space distance is summarized in Table 3.2.

Overall, the gel ensemble fits the RDC data worse than the PEG ensemble, with a

slightly higher ∆RDC average, and a minimum distance average more than twice as

high. The standard deviations for the two measurements are also higher, indicating

a much larger spread in the data. This is a somewhat surprising result, given that

the MolProbity validation criteria for the two ensembles are so similar.

Table 3.2: Overall RDC fit statistics for CcmE-gel structure, calculated for all
residues with RDC curves, all models.

Measurement Average Standard Deviation
∆RDC 1.396 Hz 0.571 Hz

Minimum Distance 0.133 Å 0.134 Å

Studying specific local examples from the gel ensemble confirmed the worse RDC

fitting, as well as revealed some potential explanations for why it is worse. Figure 3.23

shows a prime example of where the lower range of RDCs causes a potential problem.
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Figure 3.22: RDC curve sphere for CcmE-gel ensemble, centered on Ile 107, model
1. The curves are drawn with a separation of one Hz, colored in red, orange, and
green, based on ∆RDC from the modeled N-H bond vector. Backbone and hydrogens
are drawn with black and gray, respectively. This curve sphere has a lower total RDC
range and a lower rhombicity than for PEG (Figure 3.17).

In this example, the experimental RDC is very close to the minimum, resulting in

RDC curves which are very small. The bond vectors are all pointed well away from

the curves, with the furthest one being 0.8 Å away from the nearest curve! In spite of

this large distance, all of the vectors are still within 2 Hz of the experimental value.

This is caused by the low rhombicity of the matrix and the small range of RDC

values, which results in a large band around the equator of the sphere all within 2

Hz distance of the experimental (minimum) value, illustrated by the green curves

in Figure 3.22. Fortunately, residue 107 is in the core of the protein, with other

information to help pin the conformation down. For this residue, the RDCs are not
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contributing much information.

Figure 3.23: N-H RDC curves for Ile 107 in CcmE gel ensemble, co-centered on N.
All of the bond vectors point well away from the RDC curves, but make a hydrogen
bond. Backbone is shown in gray, hydrogens in dark gray, hydrogen bonds with pale
green dots, and RDC curves in green.

Figure 3.24 shows residue Thr 86, which has the worst individual fit by ∆RDC

in the gel ensemble. Two conformations have been modeled around this residue,

causing three of the N-H bond vectors to point towards the upper curve, while the

others point to the lower curve. Similar to the example in the PEG ensemble, this

residue is at the end of a loop which only has one other RDC measurement, allowing

for two conformations. Since the curves for Thr 86 are in the region of the RDC

sphere with minimal distance between consecutive curves, even though the bond

vectors are closer in Å to the curves than in residue 107, the match to the RDC

data is much worse in this residue. Model 13 has a ∆RDC value of 5.26 Hz, which

is (comparatively) only 0.28 Å away from its curve.
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Figure 3.24: N-H RDC curves for Thr 86 in CcmE gel ensemble, co-centered on
N. Two different backbone conformations have been fit for this residue. Backbone
atoms are shown in transparent gray, hydrogen atoms in dark gray, and RDC curves
in green, orange, and pink.
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Analysis of CcmE ensemble solved with both PEG and gel RDCs

As shown, solving structures using a single set of RDC data cannot eliminate all am-

biguous conformations; we found several instances of backbones modeled in multiple

conformations which all matched the RDC data. In theory, adding extra data from

a second set of RDC data should help alleviate this issue. As I will show, the second

set of RDC data in the CcmE structure did not improve the ensemble as much as

had been hypothesized; possible explanations for this result will be discussed.

In order to analyze the ensemble solved with both RDCs, each set of RDC data

was fed into RDCvis separately, along with the corresponding ensembles. RDCvis

was used to generate RDC curves for both sets, and also used to calculate the statis-

tics for how well the modeled bond vectors matched each set of data. The overall

statistics are shown in Table 3.3. In general, the ensemble solved using both RDCs

matches each set of data about as well as the individually solved ensembles did. The

averages for the two-RDC ensemble are all somewhat better, but the difference is

not statistically significant.

Table 3.3: Overall RDC fit statistics for CcmE PEG+gel structure, calculated for
all residues with RDC curves, all models.

Measurement Average Standard Deviation
∆RDC PEG 1.171 Hz 0.348 Hz

Minimum Distance PEG 0.051 Å 0.021 Å
∆RDC gel 1.211 Hz 0.601 Hz

Minimum Distance gel 0.112 Å 0.132 Å

An example of an ideal situation in a 2-medium RDC fitting ensemble is shown

in Figure 3.25. The RDC curves touch only at 2 tangent points, rather than the

expected 4 intersections, resulting in a small range of possible bond vectors which

could satisfy both curves. Indeed, the majority of the modeled bond vectors point

almost directly at an intersection point, and show a nice hydrogen bond.
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Figure 3.25: N-H RDC curves for Thr 122 in CcmE PEG+gel ensemble, co-
centered on N. This residue has an ideal 2-RDC fitting. Backbone is shown in
dark gray, hydrogens in gray, hydrogen bonds with pale green dots, and RDC curves
in green and orange.

Unfortunately, not all residues in CcmE displayed such an ideal fitting of the

2 RDCs. One such problematic example is shown in Figure 3.26. For Asp 97, the

RDC curves do not intersect at all. Here, the fitting program seems to have generally

favored matching the smaller PEG curves sandwiched between the larger gel curves,

with 17 of the 20 models hydrogens fit more than 2 Hz away from the gel curves.

Also, although the vectors are much closer to the PEG curves, 5 of them also are

more than 2 Hz away from the PEG curves.

Another example of a non-ideal situation is shown in Figure 3.27. Here, we

have the opposite problem of the Asp 97 example shown previously; instead of not

intersecting, the RDC curves for this example lie almost exactly on top of each other.

All of the models for this residue point their bond vectors towards both curves, but

since the curves overlap, the bond vectors are able to fan out around the curve, with

several bond vectors even being fit almost 180◦ away from other ones! This results in
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Figure 3.26: N-H RDC curves for Asp 97 in CcmE PEG+gel ensemble, co-centered
on N. The RDC curves in this example do not intersect, and the modeled bonds
vectors all favor the smaller PEG curves. Backbone is shown in transparent gray,
hydrogens in dark gray, hydrogen bonds with pale green dots, and RDC curves in
green and orange.

several models adopting a different loop conformation in this region, in spite of good

RDC data coverage in this area, as well as several models having Rama outliers.

Another residue with a Ramachandran outlier is shown in Figure 3.28. In this

example, on Gly 109, the curves form distinct intersection points. However, as with

the earlier example on Asp 97, the fitting program seems to have fit the majority of

the bond vectors such that they point towards the PEG curves, directly in between

the two gel curves. This results in 19 of 20 of the models having a ∆RDC difference

of more than 2 Hz, shown by the orange curves in the left panel. In the other model

(right panel), the hydrogen is within 2 Hz of both the PEG and gel curves, indicating

the best match to data, but it also is the only model with a Ramachandran outlier

at this residue.

An interesting case of two RDCs being unable to resolve ambiguous fitting is
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Figure 3.27: N-H RDC curves for Gly 63 in CcmE PEG+gel ensemble, co-centered
on N. The RDC curves in this example lie almost exactly on top of each other,
allowing the modeled bond vectors to fan out. Backbone is shown in transparent
gray, hydrogens in dark gray, hydrogen bonds with pale green dots, and RDC curves
in green and orange.

shown in the final example, in Figure 3.29. In this example, the RDC curves line

up too well with each other. In the ensemble solved using both RDCs, the majority

of the bond vectors point downward, right at an intersection point. However, two

of the bond vectors are fit pointing at the upper curves, away from the rest of the

ensemble, with a significantly different backbone conformation. When we examine

the ensembles from the RDCs individually, we see that both ensembles have all

their backbone modeled in the same conformation, with the bond vectors pointing

downward (except for one outlier in the gel structure). Somehow, in the ensemble

solved with both RDCs, more of the models were fit in a different conformation, with

bond vectors pointing to a different RDC curve.

We expanded our study of CcmE to other structure solving packages as well.

The ensembles presented in this chapter were calculated using CYANA [69] and re-
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Figure 3.28: N-H RDC curves for Gly 109 in CcmE PEG+gel ensemble, co-centered
on N. The RDC curves in this example intersect, but most of the models only match
one of the curves (left panel). The only model to match both curves contains a
Ramachandran outlier (right panel). Backbone is in transparent gray, hydrogens in
gray, Rama outlier with green bars, and RDC curves in green and orange.

fined in CNS [29], by Jim Aramini. In order to determine how different structure

determination packages behave with RDCs, Theresa Ramelot at Miami University

used a different package, Xplor-NIH [150], to refine the CYANA-calculated ensem-

bles. Then, using RDCvis and MolProbity to analyze the ensembles, Jeremy

Block found that although there are individual differences in the ensembles gener-

ated by the different packages, overall neither ensemble was significantly better than

the other [22].

As I have shown in this section, in addition to further demonstrating the RDC

fitting problem, RDCvis can be used to show multiple RDCs on an ensemble of

structures. In this example, two RDCs were not sufficient to resolve all the RDC

fitting issues, and in one case even made the ensembles more rather than less differ-

ent. This lack of improvement suggests that RDCvis plus a MolProbity-based

comparison of suspect pairs of alternate conformations, done during refinement, can
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Figure 3.29: Comparison of all three CcmE ensembles, co-centered on N of Ala 61.
The ensemble solved with both RDCs has tighter bundles of bond vectors, but also
has more models fit into a different conformation. Backbone is shown in transparent
gray, hydrogens in dark gray, hydrogen bonds with pale green dots, and RDC curves
in green and orange.

still contribute to structure quality even when there is more than one set of RDC

measurements. It will be important to continue our analysis of the methods used

in solving the CcmE structures and see if we can find further explanations for some

of the results discussed. For example, some of the Rama outliers might have been

caused by poor restraints. Also, further investigations of the ensembles from differ-

ent NMR structure determination packages would be useful. Finally, it would be

interesting to study other example structures, especially those with different types of

RDCs, or those with different alignment matrices, to see what combination of factors

is able to resolve the modeling problems.
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3.7 Discussion

As I have shown, RDCvis is a very powerful tool for analyzing and validating lo-

cal regions of structures solved using RDCs. In combination with the co-centering

function, I have created an easy to use method for quickly scanning through a struc-

ture and finding areas of misfit or overfit RDCs. Using RDCvis to validate NMR

structures that have used RDC data is critical; as I have shown, just because the

model matches the RDC data doesn’t mean that the model is correct. Conversly,

just because the model doesn’t match the RDC data doesn’t mean that it is incor-

rect. Indeed, a fairly recent study showed that even if RDCs are randomly assigned

to the backbone vectors, good agreement with the RDCs can still be obtained [15].

Independent quality analysis, such as done by MolProbity, is crucial.

It also seems that NMR refinement programs give too much weight to fitting

RDCs tightly. This likely causes the bond vectors to flip from one curve to another,

and the fanning of bond vectors along a curve. One potential solution might be

to use a local real-space distance measurement, like the one I use in RDCvis, for

determining when a bond vector matches an RDC measurement.

From our analysis, we can devise a set of general rules that should be followed

(particularly in the core regions) when fitting or validating RDC data. Firstly, for

most cases, all the bond vectors should align with one curve or the other, instead

of flipping between the two. Secondly, the bond vectors should cluster around a

single point on the curves, instead of fanning out along the curve. Violations of

these rules are easily diagnosed visually with RDCvis and co-centering in KiNG.

One next step to take in the development of RDCvis is to create an automatic way

to diagnose violations of these rules. This could be then used as a first-pass quick

method for flagging problematic areas, or incorporated into MolProbity to help

with diagnosis of NMR ensembles.
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From the results discussed in this chapter, I believe I have answered the question

raised in Chapter 2 about why there were large discrepancies in the RDC match to

data. I showed several examples in this chapter demonstrating fits where models

which were very close in distance were far in Hz space, and vice versa. Also, the

RdcPlayPlugin showed the nonlinearity of the RDC to coordinate space map-

ping. These factors in combination are the likely explanation of the RDC fitting

problems with the fragments; since RDCs are so sensitive, small deviations in the

conformations of the fragments can lead to large deviations from the RDCs.

There are a few improvements to RDCvis that would help make it more pow-

erful. First, as mentioned, adding support for additional file formats besides the

XPLOR format would be extremely helpful. Second, for Cα-Hα RDCs on glycine

residues, RDCvis currently does not draw any curves, since glycines have two Hα

atoms, making it tricky to properly include these bond vectors in the Saupe matrix

calculation. Fortunately, Chittu Tripathy in the Donald lab has recently developed

a solution for dealing with glycines, and incorporating his method into RDCvis

would resolve this special case. Next, analogous to real-space correlation coefficients

for crystal structures, I can envision creating a global score incorporating real-space

information for judging how well a structure matches its RDCs. This score would be

based on the real-space distances of modeled bond vectors and their RDC curves, or,

possibly be a “best of both worlds” score, combining real-space distances and RDC

RMSDs. Finally, it should be possible to incorporate RDCvis into the modeling

manager tools in KiNG, particularly the Backrub tool (Chapter 6), and make the

RDC curves update in real time as changes are made in a structure. This would

allow us to use backrub motions to improve local fits to the RDC curves, as well as

allow us to see directly what effects local changes to a structure have on the RDC

curves.

The results presented in this chapter raise important concerns and questions
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about how best to use RDCs during a structure refinement. First, it is necessary

to consider the range of the RDC data collected. Second, knowing where on the

RDC curve sphere a given measurement falls is important; a variable error model,

dependent on where the experimental vector would fall, would probably perform

better. Third, even using two RDCs collected in two media seems to be not enough

to resolve all ambiguities. In one example shown, the use of two RDCs made the

fitting worse than with only one set. Finally, in areas with little other supporting

data, such as loop regions, it is best to be cautious with the RDC fitting, restricting

the conformations to a single curve.

Another NMR measurement which may benefit from a visual validation tool like

RDCvis are residual chemical shift anisotropy (RCSA) measurements. RCSAs are

similar to RDCs in that they require isotropic and partially aligned samples. They

have been useful in structure determination [15, 110, 190], and a collaboration to

create a method to visualize RCSAs in their structural context would presumably be

as valuable as RDCvis.

3.8 Conclusions

While I have raised a number of concerns with using RDCs, it is important to

remember that RDCs are still a very valuable method for gaining information about

a molecular structure on a more global scale. The use of RDCs should be encouraged

further, but in conjunction with RDCvis to help ensure that they are used properly.

Working to make RDCvis more widely accessible to the NMR community will help

with this. Ultimately, use of RDCvis, along with KiNG and MolProbity, can

improve the quality of NMR structures.
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4

Analyzing local quality of homology models

4.1 Introduction

In this chapter, I show that local structural quality analysis, originally developed

for experimental methods, can also be applied to diagnosing problems in homology

models. I show how JiffiLoop, along with other local quality analysis methods, can

be used to diagnose loop modeling problems in homology models. I also show how

reducing the sensitivity of our quality analysis methods can help visually illuminate

the most problematic areas of homology models.

4.1.1 Homology modeling

Experimental methods such as X-ray crystallography and NMR give reliable and

high-resolution structures, but are not feasible for all proteins, even with high-

throughput structural genomics. For the majority of sequences which have no struc-

ture, a crucial way to obtain structural information is through homology modeling.

Homology modeling takes advantage of the fact that proteins with sufficient sequence

similarity will have structural similarity. This fact has been used to hand-model re-

lated structures for almost as long as crystal structures have been available [27], with
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more generalized automated programs being developed later. There are many dif-

ferent homology modeling programs [24, 145, 143], but they typically carry out the

following four steps [117]: 1) Identifying a related or potentially similar protein to

use as a template; 2) Aligning the target sequence onto the structure of the template;

3) Building a model for the target based on the structure of the template and the

alignment; and 4) Evaluating the model. Typically, these steps are repeated to build

up an ensemble of models, and the most likely model is chosen. When used prop-

erly, homology modeling can provide models for amino acid sequences with unknown

structures in an insightful and powerful manner.

However, homology modeling is far from perfect. The accuracy of the model

for the target depends highly on the alignment. When the percentage of sequence

identity decreases, alignment becomes more difficult, resulting in a larger number

of alignment errors and thus model errors. Where there are gaps in the template

sequence, homology modeling programs are forced to model new residues for the

insertion, and it is at these gaps where homology modeling programs can go especially

wrong. Insertions are often modeled protruding out from the middle of secondary

structure, instead of maintaining the secondary structure and shifting the insertion

into the loop regions, as would typically happen in an actual structure [14, 11].

However, even when insertions are in loop regions, homology modeling can make

mistakes. Figure 4.1 shows an extreme case, in which a homology model has an

insertion (in red) built lassoing around a different strand of the protein, creating

an overhand knot. Needless to say, real proteins are not able to form such tight

knots. Errors only slightly less serious than this are widespread throughout homology

models.

However, enormous progress in the field of homology modeling has been made

in recent years, with much credit due to the objective, double-blind assessments

of the biennial CASP (Critical Assessment of protein Structure Prediction) experi-
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Figure 4.1: A homology model with an incorrectly modelled loop insertion. The
insertion, shown in red, encompasses a different strand of the protein, creating an
overhand knot.

ments [100]. The structure of these experiments consists of three steps: the primary

sequence of “soon to be solved” structures is collected from the experimental com-

munity and made available to the prediction community; prediction teams deposit

models of the structures; and the models are compared with experiment using nu-

merical evaluation techniques and human assessment [124].

Perhaps the most well-known homology modeling program is Rosetta [143,

48]. Briefly, Rosetta builds homology models by using two stages to search the

protein energy landscape [30] for the most energetically-favorable models. The first

stage locates a large number of local energy minima by constructing models with

reduced atomic detail from 3 and 9 residue fragments from the PDB. The second stage

starts with the local minima, adds atomic detail, uses an all-atom energy function

to minimize the models, and returns the lowest energy models. Rosetta has been

extraordinarily successful, especially in the CASP experiments; most recently for

CASP8, Rosetta ranked as the best group when considering both match-to-target

and overall quality of model, averaged over all models [94]. A central component
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of Rosetta’s successes is the fact that their energy function is all-atom (including

hydrogens), which has enabled Rosetta to be used for predicting protein-protein

interfaces and designing new proteins [48]; this further reinforces our lab’s view that

addition of hydrogens to structures before use is vital.

In CASP8, even for difficult targets some individual predictions were very ac-

curate, and for relatively easy targets many groups submitted good models. The

Richardsons’ lab had the honor and distinction of being chosen to serve as assessors

for CASP8; as assessors, we had the task of evaluating the 55,000 models submit-

ted for CASP8 template-based modeling (TBM). Our task was made easier by the

existence of a relatively automated system for assessing the overall success of TBM

predictions [46], which primarily uses the highly tuned and well accepted GDT-TS

Z-score for judging based on Cα superposition [195]. This system gave us freedom

to explore new ways of adding information and value to the CASP TBM process.

Specifically, since that primary GDT assessment uses only the Cα atoms, we de-

veloped a set of full-model measures that take into consideration the other 90% of

the protein, which provides essentially all of the biologically relevant interactions.

Because the ultimate goal of homology modeling should be to model all atoms of

structures, our efforts in CASP8 primarily addressed whether or not it was time

to evaluate full-model details, and also to expand on the diversity and specificity

of the assessment measures within the TBM category. Many of the tools I helped

develop, especially MolProbity and KiNG, were instrumental in evaluating the

CASP models, but since I was not involved in the entire evaluation process itself, I

will not discuss that work in this document. For more details on that aspect of the

lab’s work, I refer to our publication in [94]. My work in CASP8 mainly focused on

file formatting issues and studying of specific examples of loop insertions in predictor

models.

This chapter discusses how my work helps diagnose and improve homology mod-
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els. In this chapter, I first show some initial work I did applying our quality analysis

methods to diagnosing homology models from a specific homology modeling software

package, Modeller. I also describe smoothed, comprehensive Ramachandran plots

I created originally for Modeller, and discuss how these plots should improve the

behavior of modeling and refinement programs. Then, shifting focus to my work in

CASP8, I first discuss how my efforts correcting file format errors was critical for

proper evaluation of CASP8. Next, I show specific examples of models from CASP8

where using JiffiLoop and MolProbity tools could have helped homology model-

ing programs build better loops and prevented insertion of impossible conformations

in the models. Finally, I show how our work in CASP8 gave us an insight to reduce

the sensitivity of our all-atom contact analysis, which helps visually illuminate the

most problematic areas of models.

4.1.2 Loop modeling methods

Correctly modeling of loops for homology models is crucial for obtaining accurate

and useful models; because of this, numerous methods for modeling loops have been

developed. These methods generally fall into one of two categories: database search

methods and ab initio methods. Additionally, some methods combine these two

[118, 167].

Methods for ab initio prediction of loop structures generally use a scoring function

to guide a conformational search [62]. These methods started being developed in the

1980s, at first for modeling loops in immunoglobulins [61]. One of the more promising

recent ab initio loop prediction methods was done by Jacobson et al. in 2004 [83]

which applied an all-atom force field with continuum electrostatics to protein loop

prediction. Their algorithm for predicting loops follows four steps: 1) Construct a set

of loops one residue at a time, filtering out many unsuitable trials; 2) Use clustering

to pick a set of candidate loops; 3) Optimize sidechains on the candidate loops; and

140



4) Apply an all-atom force field to energy minimization of the loops, in a hierarchical,

iterative protocol designed for optimal sampling. They studied previously compiled

loop databases, reporting RMSD of their predictions from test loop structures to

evaluate the accuracy of their algorithm. This method was later updated by Sellers

et al. in 2008 [152] to include rotamer optimization of the sidechains surrounding a

loop, which improved the modeling of loops in situations similar to what would be

encountered during homology modeling, where the surroundings of a loop would be

inexact. It is interesting to note that the success of this method was dependent on 1)

considering all atoms, including hydrogens, and 2) eliminating test loops with high

backbone B-factors. In general, these prediction methods complement my project,

since these methods are still far from solving the general case of homology modeling;

we believe there is much that can be learned and significant practical advances that

can be gained from a detailed analysis of high-quality protein loops.

Database search methods generally extract loops or fragments from a structure

database, similar to JiffiLoop. These methods have been applied since the 1980s,

such as by Jones and Thirup [88], Cohen et al. [41] and Chothia et al. [37], with many

of the first studies focusing on replacement of loops in related families of structures.

More broadly applicable methods for replacing loops were developed later, such as

the LIP system described in Chapter 2. This system was later expanded to include

loops from membrane proteins (LIMP) and made available via a web server called

SuperLooper by Hildebrand et al. in 2009 [78]. Another more recent method by

Lee et al. in 2010 [103] builds loops by combining multiple seven-residue fragments

with similar sequences into one composite loop, with analytic loop closure. They

successfully modeled loops ranging in length from 4 to 12 residues, but like most

loop studies, their only measure of success was RMSD, which does not give any

indication about the local quality of a loop.
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4.2 Improving Modeller

We collaborated with the Sali lab to try to help improve their automated homology

modeling program, Modeller [145, 60], in two different ways: 1) applying our

methods of quality analysis to analyzing models generated by Modeller and 2)

creating Ramachandran plots with data not just in the allowed regions, but also in

the forbidden areas.

4.2.1 Local quality analysis of Modeller models

First, we applied our techniques of visualizing and analyzing quality of structures to

some example models generated by Modeller. The results are plotted in Figures

4.2 and 4.3, which, for clashscore and Ramachandran outliers, shows an imperfect but

strong correlation that as the RMSD between the target and the template increases,

the number of errors and outliers also increases. Interestingly, when rotamer and Cβ

outliers are plotted verses RMSD, there is no correlation. This result indicates that

the number of sidechain errors is more a function of methodology than of the match

of the predicted model to the target. However, the fact that our two more demanding

quality scores correspond with RMSD indicates that these two methods could be a

potentially useful addition to judging overall quality of their models. Our analyses of

their models also uncovered a number of unexpected issues, including local regions

with especially bad clashes, underpacked models, and specific difficulties with loop

insertions, which were inappropriately placed within secondary structures, or which

lassoed other strands of backbone, such as shown in Figure 4.1.
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Figure 4.2: Clashscore and Ramachandran outliers vs RMSD of test models from
Modeller. There is a positive correlation between RMSD and both clashscore and
number of Rama outliers.

Figure 4.3: Rotamer and Cβ Outliers vs RMSD of test models from Modeller.
Overall, there appears to be no correlation between RMSD and rotamer outliers or
Cβ deviatons.
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4.2.2 Development of comprehensive Ramachandran plots

Second, I attempted to help Modeller by creating improved Ramachandran plots

for incorporation into its modeling algorithm. Traditionally, Ramachandran plots in-

clude information only in the allowed regions, and are essentially flat in the forbidden

regions. This makes it difficult to incorporate Ramachandran plots into modeling

algorithms or refinement target functions, because residues with φ and ψ angles in

the forbidden regions would not be able to be pushed out of those regions. My solu-

tion was to develop smoothed and differentiable plots which contain information for

the entire 2D Ramachandran plot, which combine the Richardsons’ lab empirically-

derived traditional Ramachandran plots with a forbidden region plot generated from

steric clashes.

It was shown by Ramachandran in 1963 that the forbidden regions of the Ra-

machandran plot are due mainly to steric clashes [135]. To generate information

for these regions, I used our all-atom contact software, Probe, which can automat-

ically calculate clashscores using an built-in bond rotation ‘autobondrot’ function

[187, 186]. I created idealized small dipeptides representing the different classes of

amino acids (general, Gly, and pre-Pro) and used the autobondrot function to gener-

ate a clashscore surface on a 2◦ grid for the entire Ramachandran plot. Unfortunatly,

a clashscore surface for proline couldn’t be calculated with the autobondrot function,

due to an inability to automatically rotate the proline ring.

Because these clashscore surfaces contain information only in the forbidden re-

gions of the Ramachandran plot, they complement our empirical Ramachandran

plots almost perfectly. However, at the edges of the non-zero regions of the plots,

the plots did not line up, mainly because at the edge of a forbidden region, clashes

can be alleviated by opening up bond angles, particular the τ angle (N-Cα-C). To

adjust for this and provide a smooth transition between the calculated and empirical
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plots, I tested several different τ angles in the dipeptides, eventually deciding on a

4◦widening of the the τ angle to get the best combination.

For combining the two plots, I created a tool in KiNG, the AutoBondRot-

DataTool. This tool can read in the various file-formats used by the different plots

and generate kinemage representations of the data, as well as scaling, combining,

and smoothing the plots. Scaling the empirical plots was done so the scale of the

empirical ‘peaks’ matched the scale of the clashscore ‘valleys’. The combination of

the plots was calculated by summing, for every φ-ψ value, the corresponding em-

pirical value and the clashscore. The smoothing was done with a simple localized

averaging function, where each points’ value was averaged with all the points exactly

± 6◦ away from the point in φ or ψ (for a total of 5 points averaged).

Combined plots have been made for each of the general, Gly, and pre-Pro cases.

Figure 4.4 shows two different views of the general case plot. These functions al-

low software to determine which direction in Ramachandran space a residue in the

forbidden region would have to move to reach an allowed region.

These plots were submitted to be incorporated into Modeller, but they chose

to use an analytic function instead. Later, a similar system inspired by mine was

incorporated into Coot to allow a Ramachandran restraint to be used in the geom-

etry target functions in refinement. This system uses a much simpler method for

generating data for the forbidden regions, where the negative regions are determined

by replacing the values with linearly increasingly negative values the further they are

from the nearest nonzero value [56]. Just recently, our collaborators on the PHENIX

crystallography software package [2] decided to incorporate this kind of Ramachan-

dran restraint as an optional target for refinement. The plots in their present form

are currently being added to PHENIX as a proof-of-concept, and I am planning to

create updated versions of the plots using more recent data. The increased sample

size of this new data should allow us to further divide the plots up into different
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Figure 4.4: Comprehensive, smoothed Ramachandran plot for the general case.
Left side shows the traditional top down view, with the allowed regions in green and
bad regions in orange, with contours from the empirical data shown in blue and sky.
Right side shows a view from the front and slightly to the right, showing the peaks
(good regions) and valleys (disallowed).

categories of amino acids.

4.3 CASP8 Results

This section highlights my contributions to the CASP8 evaluation. In the descrip-

tions that follow, 3-digit target codes are distinguished from 3-digit group identi-

fiers because the targets are written starting with “T0” (ranging from T0387 to

T0514 for CASP8). Groups are referred to by their brief names, except when mak-

ing up part of a model number (e.g., 387 1 is model 1 from group 387). Name,

identifying number, and participants for prediction groups can be found at http:

//www.predictioncenter.org/casp8/, as can definitions, statistics, and results for

CASP8.
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4.3.1 Model file pre-processing

CASP8 TBM assessment involved evaluating over 55,000 whole-target predictions

and over 77,000 target domain predictions (250-550 models per target), which high-

lighted the importance of file management, clean formatting, and interpretable con-

tent. It was discovered early in our work that a surprisingly high percentage of the

prediction files did not adhere to the PDB format [17], even though CASP model

files require only a very simple and limited subset of the format, with some checks

done at submission. The most common problems involved spacing, column align-

ment, or atom names, but there were also a few global issues such as concatenated

models, empty files, and even a set of files with the text “NAN” in place of all coordi-

nates. General-purpose software, including our structural evaluation tools, must deal

correctly with the full complexity of the PDB format and thus cannot be designed

for tolerance of these errors in the simpler all-protein mode of CASP. Therefore,

most format irregularities produce incorrect or skipped calculations, and the most

inventive ones occasionally cause crashes.

To address the reparable issues, I created a Python script to “preprocess” and

correct most of the formatting and typographical errors. Among the errors it can

address are non-standard header tags, new (version 3.x) vs. old (version 2.3) PDB for-

mat, nonstandard hydrogen names, incorrect significant digits in numerical columns,

and incorrectly justified columns, specifically the atom name, residue number, co-

ordinate, occupancy, and B-factor fields. It will also blank out any columns which

are expected to be blank for CASP, specifically the insertion code and alternate

conformation fields. The preprocessing script requires Reduce (to trim potentially

misnamed hydrogens) and the Remediator script for converting old PDB 2.3 for-

mat files to 3.0 format, both available from http://kinemage.biochem.duke.edu.

Unfortunately, due to the number and variety of model files, some formatting
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errors slipped past the preprocessing. One example discovered only later was a set of

models with interacting errors both in column spacing and in chain-ID entries placed

into the field normally containing the insertion code; these produced incorrect results

even from the LGA program [195], which is admirably tolerant and needs only to

interpret Cα records.

Beyond format are issues of incorrect or misleading content, which are nearly

impossible to stipulate in advance and were usually discovered either by accident

or by aberrant results from the assessment software. A few of the many cases in

CASP8 TBM models were Cβs on glycines, multiple atoms with identical coordi-

nates, and sidechain centroids left in as “CEN” atoms that Probe misinterpreted

as badly clashing carbon atoms. Usually, either format or content problems result in

falsely poor scores, which should concern the predictor but did not bother us as as-

sessor except for distortions in the overall statistics. However, sometimes the errors

produce falsely good scores (the simplest example is low clashscores from missing

or incomplete sidechains), making their diagnosis and removal a serious concern to

everyone involved in CASP.

4.3.2 Loop insertion analysis

As mentioned, one of the classic difficulties in template-based modeling is dealing

with regions of inserted sequence relative to any available template. Methods for

modeling insertions have become much more powerful in recent years, especially

the flexible treatment of information from many partial templates. That otherwise

salutary fact made a systematic analysis of this problem too complex for the time

scale of this assessment. However, several individual examples were studied.

A very large insertion (>50 residues) usually amounts to template free modeling

of a new domain, such as the free modeling domain 2 of T0416 [16]. Insertion or

deletion of only one or two residues within a helix or strand is presumably best
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treated by comparing relevant short fragments such as strands with β-bulges, with

attention to hydrophobicity patterns and to location of key sequence changes such

as Gly, Pro, and local sidechain-mainchain H-bonds. Anecdotally, it seems there is

still room for improvement, with the greatly stretched β-strand of Figure 4.5 as one

example. In this example, trying to span what should be 7 residues with only 6

produces a string of bond length outliers at 10σ or more, marked as stretched red

springs. This response to avoiding prediction of the specific deletion location keeps

all Cα differences under 4 Å (therefore scoring decently by GDT-TS Z-score), but

gets the alternation of sidechain direction wrong for half the residues on average.

This is not an entirely unreasonable strategy, but would not be part of an optimal

predicted model, and is obviously incorrect when considering all atoms.

Figure 4.5: An over-extended β-strand, with main-chain bond-length outliers up
to 40σ, marked as stretched-out red springs. T0487-D1, PDB code: 3dlb, argonaute
complex [177]

At a larger scale, the most obvious insertion modeling problems come from an

intermediate number (̃ 3-20) of extra residues, which nearly always means insertion

of a new loop or lengthening an existing one. The problem of modeling new loops

has two distinct parts: first is the alignment problem of figuring out where in the

sequence the extra residues will choose to pop out away from the template structure,

and second is the modeling of new structure for the part that loops out. Evolu-

149



tionary comparisons have taught us that the structural changes from insertions are

almost always localized and that they seldom occur within secondary structure [75].

Therefore, the alignment needs to compromise between the optimal sequence align-

ment and the structural need to shift the extra piece of structure toward loops on

the surface.

As an example, target T0438 contains an insertion (residues 254-266) relative to

both sequence and structure of 2g39 (Figure 4.6), a good template declared as the

parent for 9 distinct models from 7 different server groups. Sequence alignment is

somewhat ambiguous across a stretch of over 30 template residues, and the 9 models

place the insertion in 5 different locations: ∆0, ∆-4, ∆+2, ∆+4, and ∆+10. Fig-

ure 4.7 shows the T0438 loop insertion (green) and the 9 different models (magenta).

Three models insert the loop in exactly the right place: one from AcompMod (002 1)

and two different pairs of identical models (each pair has all coordinates the same:

220 2 = 351 2 and 220 4 = 351 4) from related Falcon servers. However, none get

the loop conformation quite right.

During prediction, by definition no match-to-target measures are available, but

model-only measures could be used. To test this, the above 9 models were run

through MolProbity and local density of validation outliers was examined around

the new loops. To increase signal-to-noise, the cutoff for serious clashes was increased

from 0.4 to 0.5 Å overlap (see Figure 4.10). Nearly all models have a steric clash

at the loop base, between the backbone of the two residues flanking the loop; those

therefore do not distinguish between correct and incorrect placement, but show that

the ends of insertions are usually kept a bit too close together. The three correctly

placed loops, and one offset but entirely solvent-exposed insertion, have only 1 to

3 other outliers (backbone clashes, Ramachandran outliers, bad sidechain rotamers,

bond-length and bond-angle outliers, or large Cβ deviations) and are not notably

different from the rest of the model. However, the other 5 incorrectly placed insertions
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Figure 4.6: Ribbon diagrams illustrating the location of a loop insertion 254-266
in target T0438 versus template 2g39. Ribbons are colored with N-to-C coloring,
with the insertion shown in magenta.

have between 16 and 28 other outliers and can easily be spotted as among the one

or two worst local regions in their models. Figure 4.8 contrasts two examples: one

shows few outliers for a correctly placed loop, while the other shows many outliers

for an incorrectly placed one. For this target, at least, it would clearly be possible

during the prediction process to use local model-validation measures to distinguish

between plausible and clearly incorrect predicted loop insertions.

Occasionally, regions where targets do not match the templates are not due to

problems with the templates, but errors in the targets. With the traditional Cα-

centric scoring, errors in the targets do not affect the results as much, but with

our use of full-model measures, this issue becomes more critical. MolProbity and

KiNG were crucial for diagnosing problems in the targets; one such example is shown

in Figure 4.9. In this example, from target T0493, residue 96 was unmodeled, but

residues 95 and 97 were modeled ˜7 Å apart, which is impossible for a single residue

to bridge. I used JiffiLoop to search the nearby residues to find plausible starting
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Figure 4.7: Loop insertions (magenta) for the 9 distinct server models (backbone in
brown) that declared the template 2G39 (blue), as compared to the actual insertion
in T0438 (green) relative to 2G39. Only a few servers modeled the loop in the correct
location, and none model it exactly right.

points. Using peptide 94-95 and 97-98 gave a set of 74 possible loops, of which 8

were close to the electron density. One of the best-fitting fragments is shown.

Unfortunately, for CASP8, we were not involved early enough to be able to correct

the targets properly. Ideally, the targets would have been validated and corrected

before being sent to the Prediction Center. Since the goal of CASP should be to

encourage accurate modeling of all atoms, having high quality targets is crucial to

ensure accurate scoring of predictions.

4.4 Conclusions

Ultimately, the goal of CASP is to encourage the generation of fully detailed and

“protein-like” models that can be used productively by experimental biologists. Grat-

ifyingly, a relatively large number of prediction groups are found to score well on the

measures we created for CASP8, including the demanding new measures of full-model

detail. This indicates that CASP is ready to move to a more thorough evaluation

process, which should in turn encourage further advances in the field. However, not
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Figure 4.8: Multi-kin views of a correctly and incorrectly aligned insertion for
T0438. Left panel shows correctly aligned insertion for model 002 1 with few ge-
ometry problems. Right panel shows incorrectly aligned insertion with significant
geometry problems. Red spikes are ≤ 0.5 Å steric clashes, green kinks are Ra-
machandran outliers, gold sidechains are rotamer outliers, pink balls indicate Cβ
deviations, blue and red springs are too-short and too-long bond lengths, and blue
and red fans are too-tight and too-wide bond angles.

all of the targets were modeled as well as others, and many prediction groups had

significant errors, including geometrical measures, steric clashes, and problems with

insertions. As shown here, MolProbity, KiNG, and JiffiLoop can all play a role

in evaluating and guiding corrections, leading to better models.

The lessons and methods we learned and used in CASP extend beyond homology

modeling. First, the preprocessing script was critical to our being able to properly

evaluate the CASP models, but it can also be used to diagnose file format problems

in MolProbity. One of the most common reasons MolProbity fails to work on

a PDB file is because of file formatting issues, often similar to the problems I found

in the CASP files. While these can sometimes be attributed to customized PDB

files or homology modeling programs, other times improperly formatted files can

come from even well-vetted crystallography programs. The preprocessing script, as

well as the other quality measures we used in CASP8, were collated into a software

package which we dubbed BACPAC (Beyond Alpha Carbon Protein Assessment

for CASP), which is available on http://kinemage.biochem.duke.edu. I highly
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Figure 4.9: Loop region of T0493 modeled incorrectly. The backbone of T0493 is
shown in pink. In this region of poor electron density, one residue is missing, leaving
a gap of ˜7 Å, impossible for any one residue to bridge. JiffiLoop was used to
search for plausible connection points, and several suitable loops were found, one of
which is shown in green.

recommend that any programmers of software packages which produce PDB files use

the preprocessor to at least correct formatting issues, if not the programs themselves.

We also realized that the insight we gained from reducing the clash cutoff from

0.4 to 0.5 Å could be applied to other poor quality structures as well, such as low

resolution models from crystallography. Indeed, in the past our methods have seemed

too sensitive for looking at very poor quality structures; the multi-criterion kinemages

for these structures are overwhelming visually, with color, lines, and balls obscuring

details, such as shown in Figure 4.10. Reducing the clash threshold helps a great

deal with reducing the visual clutter, and focusing attention on the parts that would
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Figure 4.10: Multi-criterion kinemages of T0438 with 0.4 Å (left) vs 0.5 Å (right)
steric clashes. Signal-to-noise is dramatically improved at 0.5 Å, showing the problem
area more clearly.

benefit most from fixing. This especially helps in evaluating low resolution structures,

which the lab has recently started to analyze more systematically. One example

of a low resolution structure of an extremely important biological molecule is the

ribosome; my work on diagnosing and correcting the E. coli ribosome structure is

presented in Chapter 5.
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5

Rebuilding the E. coli 70S ribosome crystal
structure

5.1 Introduction

In this chapter, I show that visual analysis of local quality can be used in conjunction

with modeling software to correct errors in low resolution structures, using the E.

coli 70S ribosome structure as a demanding test case. I describe a series of errors in

the ribosomal proteins, which are currently difficult to fix using automated methods,

and show how using visual quality analysis tools to guide the process makes it easier

to fix the errors manually. I also present a new tool for visualizing suite conformer

errors in RNA; to help with correcting these errors, I present a new RnaRotator

tool, the only currently available hand-fitting tool incorporating local quality analysis

methods specifically for RNA.

5.1.1 Frontiers in structural biology

Two of the most exciting and challenging frontiers in structural biology today are

low resolution modeling and RNA structures. A significant amount of effort has

been put into making the process of crystallographic data analysis through model
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building and refinement easier, faster, and more automatic. For high to medium-

high (<2 Å) resolution data, these techniques actually work quite successfully [2].

However, building models into low (>3 Å) resolution data is still challenging. We

plan to apply the experience we have with analysis of higher resolution structures

to improving low resolution structure solution techniques. Specifically, our tools and

techniques, which are very good at diagnosing local errors within models, should

still be useful at pinpointing problem areas within low resolution models. More

importantly than just finding errors, though, is that by expanding our toolset, we

should be able to correct errors, even if the data is ambiguous.

Structures of large macromolecular complexes are a particularly important avenue

towards our understanding of biological processes. However, the inherent properties

of large complexes, including size, complexity, and mobility, also make it difficult to

determine their structure. NMR studies are currently generally limited to molecules

of <50 kDa [31] (̃ 450 protein residues), making NMR unsuitable for solving struc-

tures of large complexes and leaving crystallography as the main method for obtain-

ing atomic level detail about these important structures.

5.1.2 Ribosomes

Of these complexes, the ribosome is perhaps one of the most important macromolec-

ular machines in all of life as we know it. It is one of the main constituents of

the so-called “central dogma” of molecular biology [47], which describes the flow

of information through life. Essentially, information transfers from DNA to RNA

(transcription) and RNA to protein (translation). Granted, there are special cases of

information transfer, such as from RNA to DNA (e.g. reverse transcription [157, 12]

used by retroviruses to replicate), or even from RNA to RNA (e.g. RNA-dependent

RNA polymerases, for virus replication and RNA-triggered gene silencing [4]) but

the crucial statement of the central dogma, that information does not transfer from
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proteins back to nucleic acids, still holds. The ribosome is responsible for the second

step of this process, translation, wherein the information encoded in a messenger

RNA (mRNA) molecule is translated into a protein sequence. The core of the ribo-

some molecule is primarily comprised of ribosomal RNA. This rRNA is responsible

for catalyzing the formation of the peptide bond between the growing peptide chain

and the incoming amino acid, as well as assisting in the larger scale interactions and

motions that happen during translocation [32, 127].

Structurally, prokaryotic ribosomes are comprised of a small 30S (where S refers

to svedberg units) and a large 50S subunit. Together, these subunits form the intact

70S ribosome, which has a mass of ˜2520 kDa. Both subunits contain RNA and

protein molecules, with the large subunit comprised of two RNA chains (5S and

23S) and 34 proteins, and the small subunit comprised of one RNA chain (16S) and

21 proteins. In total, RNA comprises about 2/3 of the prokaryotic ribosome by mass

[171].

5.1.3 Towards atomic resolution structures of ribosomes

Obviously, given its central role in biology, structural biologists have been attempt-

ing to obtain an atomic structure of the ribosome for decades. At first, since it was

unknown whether such a large molecule would even form crystals, the initial struc-

tural studies of the ribosome focused on crystallizing ribosomal subunits alone. The

first breakthrough, obtaining crystals of the large ribosomal subunit from Bacillus

stearothermophilus, occurred in 1980 [194]. Crystals which gave diffraction data were

obtained later that decade [193, 116], gradually improving in resolution, all the way

to 3.0 Å [172]. This work proved that well-diffracting crystals of ribosomes could be

obtained.

Solving the phase problem for ribosomes and calculation of electron density maps

occurred in the late 90s, starting with a 9 Å structure of the 50S subunit from
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Haloarcula marismortui, in which protein and RNA could not be distinguished, but

regions of RNA double helix could be seen. Higher resolution structures from a

variety of organisms were elucidated over the next several years, culminating in

2000 with several atomic resolution subunit structures (3.3 Å [148] and 3.0 [185] Å

structures of the 30S from T. thermophilus, and 2.4 Å 50S from H. marismortui

[13]). The importance of this groundbreaking work was particularly recognized in

2009, when the Nobel Prize in chemistry was awarded to Ramakrishnan, Steitz, and

Yonath for their contributions to these areas. Indeed, the story of the determination

of the atomic structure of the ribosome is a powerful demonstration of the information

structural biology can provide; the ribosome structures definitively proved that the

ribosome is a ribozyme, where peptide bond formation is catalyzed by RNA [127].

5.1.4 E. coli 70S ribosome

In 2005, the E. coli ribosome became the first 70S ribosome structure to be solved

at atomic resolution, 3.5 Å [149]. A ribbon representation of the overall structure is

shown in Figure 5.1, with the approximate location of the three transfer RNA (tRNA)

sites labeled. The proteins are illustrated with black outlines to slightly differentiate

them. The majority of the protein mass is on the surface of the ribosome, with some

projections into the RNA structure for stabilizing and orienting the complex [32].

In 2009, using new crystal forms, the structure was solved to 3.2 Å, capturing

the structure in a few intermediate states of ratcheting [197]. Then, using a different

inhibitor, the Cate lab obtained data down to 3.011 Å (albeit not very complete at

the highest resolutions), which was provided to us to see how we could improve the

quality of the structure. This structure has proved to be an excellent and challenging

test bed for evaluating and improving our methods. Since it contains both RNA and

proteins, it has allowed us to test all aspects of our structure quality analysis methods

and correction techniques, and has given us new insights into how to improve our
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Figure 5.1: An overview of the 3.2 Å E. coli 70S ribosome crystal structure, shown
as a ribbon representation. The proteins are drawn with black outlines, and the 3
tRNA sites are labeled as A (acceptor), P (peptide) and E (exit).

methods.

Presented in this chapter is my work on diagnosing and fixing mistakes in this E.

coli ribosome structure. First, I describe the substantial corrections which I made in

the large subunit proteins. Later, I discuss my attempts to fix the RNA, which led

me to create of a new visualization of RNA backbone suite outliers, as well a new

interactive RNA backbone fitting tool for locally fixing problems with an RNA suite.

5.2 Methods

The E. coli 70S ribosome structure was run through an initial round of refinement

using PHENIX [2]. For the analysis and correction work, due to the large size of the

structure, using the whole file for analysis and rebuilding was prohibitively slow, so
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we decided to split the file into smaller sections. Note that there are two copies of the

ribosome present in this structure, one of which is better-determined; all the work

presented in this chapter was done on this better-determined copy, corresponding

approximately to files 3i1m and 3i1n in the PDB. From this better-determined copy,

we extracted each 50S subunit protein into its own separate PDB file, and then used

MolProbity [50, 33] to evaluate the quality of each protein.

For this initial round of corrections, I focused on fixing problems with the protein

backbone; using KiNG [34] and multi-criterion kinemages [50], I systematically eval-

uated residue-by-residue the backbone of the 3367 residues in every protein in the

50S subunit, checking for fixable errors. Many of the errors I found were localized to

a single residue or peptide, with the electron density alone unable to show the proper

atomic positions. In these areas, our experience on how protein structures behave

helped guide the corrections. Other errors were clearly due to cases of misfitting, for

example sidechains fitting incorrectly outside of clear density, or backbone mistracing

with extra residues forced outside of density. Problems with sidechains were fixed if

there was clear evidence of a misfitting, or if a sidechain was non-rotameric without

supporting evidence. Backbone mistracings were generally rebuilt completely from

scratch, and for some of the more difficult areas spanning more than a few residues,

JiffiLoop was used to provide candidate backbone refits. A few proteins (L9, L11,

and L27) were not corrected: L27 because it had so many problems that I decided

to return to that structure in a later round of corrections and take advantage of

(hopefully) improved density; L9 and L11 because these proteins were in regions

of extremely poor electron density. We were informed later that L9 and L11 were

disordered in the crystal, but had been modeled in as placeholders.

These errors I found were rebuilt by hand using the extensive set of modeling

tools in Coot [55]. Coot tools for real-space refinement and geometry regularization

on selected sections of a structure were especially useful to correct problem areas
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while balancing maintenance of good electron density correlation and bond geometry.

Other particularly useful tools included the autofit sidechain rotamer tool and the

peptide rotation tool. Tools that were useful, but not needed as commonly, included

the ability to add residues one at a time, dropping in ideal helices, rigid body fit, and

merging and renumbering of residues. Finally, the ability of Coot to interface with

Probe and Reduce to provide real-time updatable contact dots was invaluable.

Once I finished hand-correcting as many errors as I could, I reintegrated the

corrected files with the other original chains into one file, and ran another round of

refinement. For this first round of post-correction refinement, the only changes made

were in the large subunit proteins.

5.3 Results

In this section, I first outline the effect of my corrections on the overall quality

statistics of the large subunit proteins. Then, I describe the different classes of

errors that I found and corrected.

5.3.1 Overall quality statistics before and after corrections of the large subunit pro-
teins

The starting large subunit proteins overall did not score well on the various Mol-

Probity criteria. With the exception of bond lengths, the structure does not attain

the goals given by MolProbity for a high-quality structure. While this can be ex-

plained partly by the resolution of the data and the large size of the overall structure,

it is unfortunate that such an important structure has so many errors. However, the

fact that the Cate lab wanted us to correct the structure is extremely commendable,

and the poor quality of the structure provides a excellent challenge for our methods.

Overall, I was able to fix quite a number of the problem areas in the proteins.

Table 5.1 summarizes the MolProbity statistics for the original and the corrected
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large subunit proteins. As can be seen, all of the MolProbity quality statistics

show improvement, with the exception of the Cβ deviations and a slight increase

in bad bond angles. The increase in Cβ deviations is not too surprising, since my

corrections focused primarily on the mainchain atoms, and also since it was extremely

easy to introduce Cβ deviations while adjusting the models in Coot.

Table 5.1: Before and after hand-correction MolProbity statistics of the E. coli
large subunit proteins.

Validation criteria Original Corrected
Clashscore, all atoms 60.47 50.38

Poor rotamers 20.78% 13.64%
Ramachandran outliers 9.31% 4.90%
Ramachandran favored 76.25% 82.11%
Cβ deviations >0.25 Å 19 60
MolProbity score 4.04 3.75

Residues with bad bonds 0.00% 0.00%
Residues with bad angles 1.16% 1.75%

For the other quality measures, though, our methods improved the structure

considerably. Considering raw numbers for Ramachandran outliers, the starting

version of the large subunit proteins had 308 Ramachandran outliers, whereas the

corrected version had 162; I fixed almost half of the outliers. Numbers of rotamer

outliers decreased from 565 to 371. Particularly noteworthy is that even though

fixing clashes was not a focus of my corrections, clashscore improved by ˜10 points.

These improvements are reflected in the improvement in MolProbity score (lower

is better).

Further breaking down the comparison of before and after correction, the changes

in each MolProbity quality statistic for each protein rebuilt are shown in Fig-

ures 5.2, 5.3, and 5.4. Proteins L9, L11, and L27 were omitted from the charts since

no manual rebuilds were made in those proteins (see Section 5.2). In each chart, each

vertical strip contains the before (red triangles) and after (blue circles) score for a
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given protein. Also shown on the rightmost strip of each chart is the average of the

before and after scores. The strips are sorted by the after-correction score. Focusing

on the Ramachandran and rotamer charts, it is clear that for most of the proteins

outliers decreased, often by quite a lot. Satisfyingly, clashscore also decreased in most

of the proteins, even though eliminating clashes was not a main goal of my rebuilds.

These improvements naturally improve the MolProbity score (lower is better) of

most of the proteins, in one case (L13) by nearly a whole point. Unfortunately, both

the number of Cβ deviations > 0.25 Å and the number of residues with bad bond

angles increased in most of the proteins.

Importantly, in spite of all the changes I made to the structure, global refinement

quality measures were not negatively impacted, and in some cases improved slightly.

The R and Rfree values remained essentially the same; while R increased slightly,

Rfree showed a small improvement. The insensitivity of the R-factors to the changes

is not surprising in such a huge structure. Using phenix.get cc mtz pdb [2] to cal-

culate correlation coefficients (indicating how well the model matches the electron

density) gave a local correlation of 0.86 for the original version of the proteins, while

the corrected version improved slightly to 0.87.

Visual analysis of the quality measures also confirmed the results from the overall

statistics. One of the regions which showed the most dramatic improvement is shown

in Figure 5.5. The original structure, shown in the left panel, there were numerous

clusters of large steric clashes, Ramachandran outliers, poor rotamer indicators, and

bad bond angles. The corrected structure, shown in the right panel, many of the

largest clashes have disappeared, as well as most of the Ramachandran outliers.

5.3.2 Errors in protein secondary structure

One of the most common yet simplest-to-fix errors we found was flipped-over peptides

within secondary structure elements. Most of these backwards peptide errors were

164



Figure 5.2: A pair of charts showing the Ramachandran outlier and poor rotamer
analyses of the original and corrected versions of the 50S ribosomal proteins. Each
vertical strip in every chart corresponds to one protein, with the last strip showing
the average score of all the proteins. The original version score is plotted with red
triangles; the rebuilt and refined version is plotted with blue circles. For the majority
of the proteins, the numbers of both Ramachandran outliers and poor rotamers
decreased.
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Figure 5.3: A pair of charts showing the clashscore and MolProbity analyses of
the original and corrected versions of the 50S ribosomal proteins. Each vertical strip
in every chart corresponds to one protein, with the last strip showing the average
score of all the proteins. The original version score is plotted with red triangles;
the rebuilt and refined version is plotted with blue circles. For the majority of the
proteins, the scores were improved (lower is better).
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Figure 5.4: A pair of charts showing the Cβ deviations and bad bond angles
analyses of the original and corrected versions of the 50S ribosomal proteins. Each
vertical strip in every chart corresponds to one protein, with the last strip showing
the average score of all the proteins. The original version score is plotted with red
triangles; the rebuilt and refined version is plotted with blue circles. The majority
of the proteins scored worse with these quality measures.
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Figure 5.5: Multi-criterion kinemages of original (left) and rebuilt and refined
(right) versions of the E. coli L13 and L20 ribosomal proteins. The backbone is
shown with a Cα trace. Steric clashes are shown with clusters of pink spikes, Rama
outliers with green bars, poor rotamers in gold, Cβ deviations with magenta balls,
and bond angle outliers with red and blue fans. The number of clashes and Rama
outliers has been very significantly reduced in the rebuilt version.

fixed using only a small number of tools in Coot. For the simplest cases, doing a 180

degree peptide flip, followed by geometry minimization and real-space refinement on

a few surrounding residues, restored proper secondary structure. In some of the more

severely affected cases, the sidechain had to be manually adjusted before geometry

minimization and real-space refinement would work properly. This type of error was

common in β strands, but surprisingly occurred even in helices.

In helices, this kind of error results in the carbonyl of the flipped peptide being
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fit opposite to the direction of the rest of the carbonyls in the helix, disrupting

hydrogen bonding and forming steric clashes. This causes the refinement software

to stretch the helix to try to relieve the clashes. I found and rebuilt seventeen

helical regions containing backwards peptides on ten different large subunit proteins.

Two examples, with the improved post-refinement versions, are shown in Figure 5.6.

In the protein L22, the peptides for residues 13-14 and 18-19 were fit opposite of

the direction of the helix, resulting in Ramachandran outliers, steric clashes, and a

bond angle being too tight. The corrected model flips the two backwards peptides,

improving the hydrogen bonding; admittedly the hydrogen bonding is still not quite

ideal yet, indicating more improvements could be made in this region. Satisfyingly,

though, the fixed peptides alleviate the Ramachandran and bond angle outliers, and

eliminate the majority of the steric clashes.

In addition to the flipped peptide errors in the helices, I found and corrected

eighty instances of flipped peptide errors in β strands (see Table A.2 for a complete

list). In these errors, the normal alternating pattern of the carbonyls would be

disrupted by the peptide flip, causing up to five carbonyls in a β strand to point

in the same direction. This often forced a sidechain to be placed in a physically

impossible location, with the Cβ pushed directly into the adjacent strand, instead of

having sidechains alternating on each side of the β sheet. Most of these errors had

at least one Ramachandran outlier, and often had two consecutive Ramachandran

outliers.

One striking example of a flipped peptide error in a β strand in the L19 protein is

shown in Figure 5.7. Here, one of the peptides of the strand had been fit backwards,

resulting in two consecutive Ramachandran outliers. This caused the Cβ of Arg 50 to

be placed in between two β strands, which obviously resulted in severe steric clashes,

as well as a Cβ deviation. Examination of the difference electron density revealed

a significant amount of positive density adjoining the β strand where the arginine
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Figure 5.6: Before (left panel) and after refitting and refinement (right panel)
of incorrectly fit peptides 13-14 and 18-19 in a helix in the E. coli L22 ribosomal
protein. Steric clashes are shown in pink, Rama outliers in green, hydrogen bonds in
pale green, and a bad backbone bond angle in blue. Flipping the incorrect peptides
results in improved contacts and geometry.

sidechain would normally be fit in a more ideal β conformation. In the corrected

version, shown in Figure 5.8, the Rama outliers, the Cβ deviations and many of the

clashes have been fixed. The sidechain was also repositioned to fill the difference

density, resulting in improved 2mFo-dFc density for the sidechain. Correcting the

sidechain also restored an interaction between the arginine sidechain and an adjacent

RNA backbone.

Another set of examples of the β strand flip errors is shown in Figure 5.9. This

example, from the L3 protein, shows a section of β sheet containing several Ra-

machandran outliers, a result of several peptides being flipped the wrong direction.
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Figure 5.7: A top view and side view of incorrectly fit Arg 50 in the L19 ribosomal
protein. Steric clashes are shown with pink spikes, Cβ deviation errors shown with
magenta balls, Rama outliers with green lines, and hydrogen bonds shown with green
dot lenses. 2mFo-dFc electon density is shown contoured at 2.9 σ in grey, positive
difference density is also shown in the right panel. The peptide of the arginine has
been flipped backwards, resulting in three consecutive carbonyls being pointed in the
same direction. The sidechain has been fit pointing in the wrong direction from the
sheet.

The corrected version has fixed many of the Rama outliers, and has significantly

improved hydrogen bonding between the strands.
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Figure 5.8: A top and side view of the rebuilt and refined Arg 50 in the E. coli L19
ribosomal protein. Steric clashes are shown with pink spikes and hydrogen bonds
shown with green dot lenses. 2mFo-dFc electron density is shown contoured at 2.9 σ
in grey, positive difference density is also shown in the right panel. The Rama outliers
and Cβ deviations have been fixed in this version. Also, the difference density has
been filled, leading to the recalculated 2mFo-dFc electron density for the sidechain
showing significant improvement.
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Figure 5.9: The original (left) and the manually rebuilt and refined version (right)
of a section of β sheet in the large ribosomal subunit protein L3, residues 201-206,
104-112, and 170-176. Steric clashes are shown as sets of pink spikes, Rama outliers
are shown with green bars, Cβ deviations are shown as pink balls, and hydrogen
bonds are shown with pale green pillows. In the corrected version, many of the
Rama outliers have been fixed, leading to improved hydrogen bonding and fewer
steric clashes.
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5.3.3 Errors in protein loops

Given the number of errors discovered in the secondary structure of the proteins

of the large subunit, it was to be expected that the loops would also have fitting

mistakes. Indeed, we uncovered a number of loops that were clearly misfit, but only

those that had reasonable evidence for better fits were rebuilt.

Overall, eleven loops were refit and improved, spanning 56 residues on seven of

the large subunit proteins. The loops ranged in size from 3 to 7 residues long. One

example of a poorly fit loop from L24 is shown in Figure 5.10. In this region, the elec-

tron density is not well-connected. In the original fit, the backbone of residues 87-88

are fit outside of a large peak of density; both of these residues are Ramachandran

outliers. This causes the loop to adopt an unusual conformation, with no interior hy-

drogen bonds. In the corrected version, this loop has been refit in a more traditional

tight turn conformation [141]. The fixed version has eliminated the Ramachandran

outliers, has a better fit to the density, and has added a new narrow pair of hydrogen

bonds. Other examples of β hairpins that were refit include residues 71-75 in the

L14 protein, and residues 27-30 in the L6 protein.
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Figure 5.10: The original (left) and the manually rebuilt and refined version (right)
of a section of β hairpin in the large ribosomal subunit protein L24, residues 84-90.
In this loop region, the electron density is not very well-defined. In the original
version, the backbone has been fit with a pair of Rama outliers (green), which are
fit outside of the density. The corrected version has eliminated the Rama outliers,
with a better fit to density as well as forming a new narrow pair of hydrogen bonds.
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5.3.4 Larger scale errors

An even more significant class of errors I discovered involved areas where it seemed

that the chain tracing of the protein backbone was incorrect, leading to the backbone

being out of register. These register errors, where sections of proteins are shifted by

one (or more) residues, are particularly important to fix. In β strands, shifting by

one residue will cause the sidechains to be flipped onto the opposite side of the sheet,

completely changing their contacts. In helices, shifting by one residue will cause

that part of the helix to present different sidechains, which would cause different

interpretations of the protein or RNA contacts for that area.

These errors were much more difficult to definitively identify during rebuilding;

the general criteria I used to select areas to try to repair included indicators such

as geometry and Ramachandran outliers, steric clashes, and fit to electron density.

Fixing these errors also required a more intensive, larger scale backbone remodeling,

spanning multiple residues. Again, this process was made easier with several useful

tools in Coot, including the ability to drop in ideal helices, mutate residue ranges,

and renumber residues.

Five regions with this type of incorrect chain tracing error were diagnosed and

corrected. These regions spanned a total of 45 residues, encompassing a range of

different types of protein structure, and were all incorrectly shifted by one residue.

Two of the chain tracing errors, on L3 residues 85-93 and L6 residues 29-39, were

mainly along extended β strands. One of the errors was located on a non-regular

region of L13, residues 40-46. Finally, the other two incorrect tracings included helix

regions; in L20, residues 85-97 shifted by one residue along a strand and down a

helix, while in L23, residues 15-29 shifted residues primarily down a helix.

There were two main useful features for diagnosing and correcting these chain

tracing errors. The first was residue backbones being fit out of density, often resulting
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in Ramachandran outliers. The second diagnostic feature was aromatic residues; in

several examples there was a characteristically bent, large flat density region perfect

for an aromatic ring close to the aromatic residue, but not filled by the residue.

Several of the examples listed above showed both of these diagnostic problems.

The L3 example is shown in Figure 5.11. This figure shows the original and the

rebuilt and refined version of an extended section of L3. In the original, the valine

at the top of the figure has been fit partially outside of the density, pulling all the

residues below it to shift up by one residue. This caused a glutamate to be fit into

density with a characteristically aromatic shape, with a phenylalanine fit one residue

further along the chain. Fitting the Val back into density allows the Phe to move

down a step and fit naturally into the aromatic density. The extra residue eventually

was fit earlier in the strand (bottom of the figure) into some lower density.

The two most dramatic examples of register-shift errors are shown in Figure 5.12.

It turned out that the chain tracing errors in L13 and L20 are at the interface between

the two proteins and the errors interact with each other; one probably caused the

other. Tyr 44 from L13 had been fit into sidechain density actually belonging to Arg

63 on L20. This caused the Arg 63 sidechain to be fit in the electron density of an

adjacent helix backbone of residue 96. To try to compensate, the helix backbone in

that turn had been forced away from the arginine sidechain, resulting in that part of

the helix being compressed, and causing a large cluster of steric clashes. The helix

compression also shifted approximately 10 residues back one position, up the helix,

and along a β strand to Ser 86, shown in Figure 5.13. The extra residue got placed

at the end of another helix, ending up with poor fit to density, three Ramachandran

outliers in a row, and steric clashes.
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Figure 5.11: The original (left) and the manually rebuilt and refined version (right)
of an extended section of the large ribosomal subunit protein L3, residues 85-94. In
the original version, the Val (top) has been fit outside of the density, resulting in a
Rama outlier. The Phe is also outside of density, with a Glu fit into the Phe density.
In the corrected version, the Val backbone has been fit back into the density, allowing
a more natural fit of the Phe into its density.
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Figure 5.12: The original (top) and the manually rebuilt and refined version (bot-
tom) of the interface between the L13 and L20 ribosomal proteins, with electron
density. Tyr 44 from L13 is fit into density extending from a helix on L20, pushing
Arg 63 of L20 into some density of a helix backbone, and causing a number of large
steric clashes, shown in magenta. The rebuilt version has the Tyr and Arg fit into
more appropriate locations.
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Figure 5.13: The original (top) and the manually rebuilt and refined version (bot-
tom) of the β shift of residues 86-96 in L20 caused by the compressed helix shown
in Figure 5.12 (clashes from Arg 63 of L13 are shown in bottom right corner of top
figure). Consecutive pairs of sidechains are shown in different colors to show how
their positions have shifted in the fixed version.
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The fixed version has the sidechain of Arg 63 properly fit into its own density,

allowing the formerly dented helix to be fit much more ideally. This change re-

quired the residues in the preceding β strand to all shift up one position in sequence.

However, in this case, this change produces better contacts in the model; several

hydrophobic sidechains are now pointed down towards the core of the protein, as

well as having several hydrophilic sidechains pointed outward. This also allows an

asparagine residue to form a N-cap on the helix. Most importantly, the register shift

doesn’t eliminate any of the modeled contacts between the protein and RNA; the Arg

and Lys sidechains that were shifted in the fixed version are still in close proximity

to the nearby RNA backbone.

5.4 RNA tool development

With all these corrections successfully made in the protein, I also wanted to correct

problems in the RNA. Unlike protein, which has essentially 2 variable backbone

dihedral angles (φ and ψ) RNA has 6 backbone angles. This makes the backbone

of RNA harder to fit during the modeling process. Conversely, the “sidechains”

for RNA are easier to fit, since they are large, flat aromatic groups, and show up

generally well in electron density. Figure 5.14 shows the consequence of this, with

good contacts formed between the bases, and poor overall contacts in the backbone.

Our lab has developed a number of tools for specifically evaluating the quality of

RNA structures, including indicators for problems in the puckers of the ribose sugar

in the RNA backbone, a set of RNA backbone conformers (defined using a sugar-to-

sugar (‘suite’) division of RNA backbone) [125, 142], and analysis of the backbone

bond lengths and angles [33]. These RNA diagnosis tools are described in Chapter 6;

they are a central component of MolProbity.

MolProbity analysis of the RNA of the 5S and 23S RNA components of the

large subunit revealed significant fitting problems, as shown in Figure 5.15. Mol-
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Figure 5.14: The left panel shows a dinucleotide unit of RNA, showing different
methods of organizing the backbone dihedral angles, including the ‘suite’ method
used by our lab. The heminucleotide division for the naming scheme is also shown.
The right pair of panels show contact dots between the bases and in the backbone.
The bases have good green and blue contacts, while the backbone has a number of
impossible red and yellow steric overlaps. Adapted from [125].

Probity found ˜13% residues which likely have the wrong sugar pucker modeled,

as well as ˜26% backbone suites with unknown conformers. A large portion of the

residues also contain at least one bad bond angle. However, we later discovered that

PHENIX had a number of bugs in RNA refinement that probably caused much of

the bond angle problems; we are working closely with the rest of the PHENIX devel-

opment team to fix issues such as relative weighting terms and treatment of modified

bases.

Figure 5.15: MolProbity summary table for the initial E. coli large subunit RNA
model.
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5.4.1 RNA backbone conformer outlier visualization

To aid in the visual diagnosis of problems specifically in RNA backbone, the Richard-

sons’ lab had previously developed flags to highlight suspect ribose sugar puckers.

However, we had not developed a way to show on the 3D structure where there were

unknown backbone conformers. In order to aid in the visual quality analysis of RNA

structures, I created a tool in KiNG to generate visualizations of RNA backbone con-

former outliers. This tool takes as input a report file from the Suitename program,

which contains the conformer assignment of each suite in an RNA structure, as well

as the PDB file. It will then generate visual flags on any suites which are conformer

outliers (named as “!!”). Note that while most of the flags indicate actual model

errors, some are just unusual conformations, since statistics for these conformers is

still incomplete.

Because the RNA conformers are defined using the backbone dihedral angles of

RNA, analogous to the Ramachandran dihedrals in proteins, I decided to make the

conformer outlier visualizations similar to our Rama outlier indicators. I use two

thicker green bars, drawn from the two C1′ atoms to the phosphorus atom of the

suite, such as shown in Figure 5.16. This tool allows users to quickly visually search

through a structure in KiNG and easily see where there are problems with the

backbone dihedral angles in RNA. Once this tool has been more thoroughly tested,

I will make a standalone version and incorporate it into MolProbity.

Armed with this new visualization tool, as well as the rest of our existing tools, I

attempted to use Coot to begin fixing the RNA fitting problems revealed by Mol-

Probity in the E. coli ribosome structure. Unfortunately, unlike the protein refit-

ting tools, which are extremely powerful and relatively straightforward to use, the

tools for working with RNA in Coot are not as fully developed. This is not too

surprising, given the fact that most of the RNA validation criteria are relatively re-
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Figure 5.16: Example of an RNA suite conformer outlier visual indicator, shown
with green bars, in KiNG. The incorrectly-fit backbone dihedral angles cause several
backbone-backbone steric clashes, shown in pink.

cent developments, and given the more flexible nature of the RNA backbone. For

example, to fix some of the conformer outliers, only a few dihedral angles needed

changes; but this needed to be done in a concerted way so as not to disrupt the

structure further away from the rotations. I could not determine how to accomplish

these concerted changes in Coot.

For some of backbone outliers which only need to have a few dihedral angles

changed, we have previously developed a tool, RNABC [176], created by Xueyi Wang

and Jack Snoeyink in collaboration with us. RNABC relies on the positions of the

phophorus atoms, as well as the base positions, as guidepoints; it rebuilds the rest of

the backbone atoms based on these positions, using near-ideal geometry and our set of

conformers. RNABC has successfully fixed a substantial fraction of the problems in a
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variety of somewhat higher-resolution RNAs including the 50S ribosome, and should

be helpful for fixing problems in the E. coli ribosome structure as well. However, I

discovered several locations in the E. coli ribosome structure where I was uncertain

whether the RNA phosphates and base positions were fit in correctly; RNABC is

unable to help in these situations.

5.4.2 RnaRotator

In order to add to our ability to fix RNA structures, I created a new RNA backbone

rotation tool for KiNG, named RnaRotator. This tool allows users to select a suite

in a structure and rotate the backbone dihedral angles of that suite. A screenshot of

the user interface of the tool in KiNG is shown in Figure 5.17. RnaRotator was

built using the model manager framework in KiNG as its foundation; this gives the

tool access to all the preexisting abilities to modify and write PDB files, as well as

real-time updatable probe dots while refitting. The model manager provides users

with a “molten” model, shown with thicker orange bonds, which are the residues

currently being adjusted, while maintaining the original model as a “frozen” model.

Dials are provided to control the dihedral rotations of all of the backbone dihedral

angles (7 of the suite, plus 2 from the previous suite), as well as the χ angles of the

bases. In order to aid proper selection of dihedrals, a list of the currently-known

RNA backbone conformers is provided, allowing users to quickly step through the

possible conformers and evaluate their fit.

RnaRotator also allows users to select which atoms of the suite to superim-

pose on. Since this tool allows users to adjust the backbone dihedrals, it is very

easy to cause breaks or odd geometry in the backbone between the suite and its two

immediate residues. In order to help users keep the modifications from getting too

far from the original conformation, I included a method for selection of atoms to

superimpose. By default, it superimposes on the central phosphate of the suite. The
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Figure 5.17: A screen-capture of the graphical user interface of the RNA rotator
tool in KiNG, rebuilding residues 5 and 6 in a DNA-RNA hybrid crystal structure
[43]. The temporary mobile group is shown in orange and peach, with live-updated
interactive probe contact dots both in the suite and between the original, frozen
model, shown in blue and yellow. Dials, with allowed angles shown in blue, are pro-
vided for rotating the individual dihedrals of the suite. A conformer list is provided to
allow users to switch between conformers quickly. Also, list boxes for choosing atoms
to superimpose the mobile group on the frozen group are provided. The Suitename
score for the active suite is also shown below the list of conformers

selection allows users to pick atoms, and the tool will on-the-fly adjust the superpo-

sition of the molten model on the frozen model. This superposition adjustment is

also updated when the dihedral angles are adjusted, giving users immediate feedback

on the effects of a given rotation.

RnaRotator includes two different features to further aid in the assignment

of proper RNA conformers. First, all of the angle dials have the individual allowed

ranges for each dihedral illustrated directly on the dial. This gives users a quick guide

to what angles are generally allowed for each dihedral. Second, the RnaRotator
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interfaces with the Suitename software. The Suitename program takes as input

a set of backbone dihedrals and returns the closest suite, or ‘!!’ if the dihedrals

are outside of the known conformer ranges, plus an evaluation called “suiteness”

that measures closeness to the central angle values for the suite. This report from

Suitename is updated in real-time as the angles are being adjusted, telling users

immediately whether a given change corresponds to a known RNA conformer.

Obviously RnaRotator can be used to manually rebuild suites which can be

fixed in RNABC, but this new tool is generally intended for areas of RNA that are

roughly fit into the right place, only needing some adjustments to the phosphate

or base positions. However, since RnaRotator modifies two residues at a time,

it is possible to use it to completely rebuild sections of RNA, analogous to manual

building of protein loops one residue at a time. Since the tool idealizes the whole

suite whenever a new set of pucker states is picked, chain breaks can be fixed, even

if the new chain is going in a completely different direction.

Figure 5.18: Before and after RnaRotator fix in the 50S H. marismortui ri-
bosome structure, shown in KiNG. Left panel shows the suite outlier, bad sugar
pucker, and a steric clash in this suite. Right panel shows the fixed version, where
all of these errors have been resolved.
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RnaRotator has been successfully used by Swati Jain in our lab to fix errors in

a different ribosome structure, the 2.4 Å resolution 50S from Haloarcula marismortui

[21]. One example is shown in Figure 5.18, where before the fix, suite 2648-2649 is a

conformer outlier, has a large steric clash, and has a bad sugar pucker. After the fix,

all of these errors have been resolved. This demonstrates that RnaRotator can be

successfully used to rebuild RNA backbone. I have attempted to use RnaRotator

to initially fix some small errors within the E. coli ribosome structure, but after

refinement most of my changes were undone. This is likely due to a combination of

the aforementioned PHENIX RNA refinement issues, the low resolution of the data,

and the small changes made in the dihedral angles; more research will need to be

done to determine how to address this issue.

5.5 Discussion

The combination of Coot and KiNG was very powerful for scanning through the

proteins of the E. coli ribosome structure. However, one major issue that impeded

rebuilding was the lack of real-time updatable quality visualizations (besides clashes)

in Coot. It was surprisingly easy to introduce geometrical problems or even new

Ramachandran outliers, particularly when density was poor and the real-space re-

finement tried too hard to match the density. The large increase in Cβ deviations

after rebuilding was a result of this lack of feedback on errors introduced. The ability

to have real-time updatable feedback on Ramachandran outliers, rotamer outliers,

and Cβ deviations would help the rebuilding process immensely.

Another difficulty in rebuilding the protein secondary structure was areas where

there are suspected secondary structure interrupts [141]. There were several areas

where the electron density and hydrogen bonding seemed to support building in an

interrupt. Two examples of likely interrupts in the ribosome are shown in Figure 5.19.

A library of possible secondary structure interrupts would make the process of refit-
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ting these regions much easier; Christopher Williams in our lab is in the process of

creating such a library.

Figure 5.19: Two probable locations of secondary structure interrupts in the E.
coli 50S proteins. The left panel, from the L5 protein, residues 2-14, shows a bulge
and resulting kink in an alpha helix. The right panel, from the L33 protein, residues
7-12, 31-36, and 47-52, shows a likely β bulge.

Given the large numbers of peptide flip errors in the secondary structure of the E.

coli proteins, having an automatic way of diagnosing these problems would be helpful.

Christopher Williams has recently created a parameter system for determining how

ideally α or β a given piece of protein is; this system does seem to be able to detect

these peptide flip errors. This development will allow us to a) see how prevalent

these types of errors actually are and b) develop an automatic way of fixing these

problems.

Turning to RNA, the RnaRotator tool provides a powerful method of correct-

ing RNA backbone suite outliers. There are a number of potential features that

would make RnaRotator even more powerful. Obviously, a real space refinement
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method for fitting atoms to electron density would greatly expand KiNG’s rebuilding

capabilities, but it seems unlikely that this will get added without significant demand

and effort. If a method for generating new residues was added, then RnaRotator

could even be used for building from scratch, instead of having to rely on an existing

model. The key for this method would be the ability to specify residue type of the

added residue. Also, a feature for adding a section of idealized helix would be useful.

5.6 Conclusions

In summary, our methods of local quality analysis have been successfully used in

analyzing and correcting errors in a critically important structure in biology, the E.

coli 70S ribosome. I have shown that our knowledge about how proteins behave can

be successfully applied to diagnosing and correcting protein backbone problems in

low-resolution structures, ultimately improving the quality of the structures. On the

RNA end, I have created a new tool for visualizing RNA suite conformer outliers di-

rectly on structural models. I have also created a powerful new tool, RnaRotator,

for fixing suite conformer and geometry errors, which has been successfully used to

fix errors in a higher-resolution ribosome structure, and I look forward to further

testing it on the low resolution structures.

While the work I presented in this chapter prove it is possible to apply our

knowledge of structures to improve the ribosome, in a larger context, we should

start testing our methods for improving other low resolution structures. I anticipate

that we will discover other examples of systematic errors, particularly in nucleic acids,

which will help us create new methods for diagnosis and correction. Ultimately, using

our tools and methods lead to higher quality models, even at low resolution.
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6

Software for validation and correction of
macromolecular structures

6.1 Introduction

In this chapter, I detail how the local quality analysis methods and many of my

new tools are incorporated into KiNG and MolProbity, giving the community

easy access to my work. I describe some developmental history and usage details of

both KiNG and MolProbity. I show that MolProbity has already begun to

improve the quality of structures being generated. This demonstrates how the tools

and methods created and presented in this dissertation are helping scientists obtain

more accurate structures.

6.1.1 Intelligence amplification tools

With the increase in readily-available computing power, there has been a large push

towards artificial intelligence, making tasks faster, easier, and more automated.

While there is definitely a use for such improvements, leaning too much towards

automation is dangerous. By automating everything, we make it easier to (for ex-

ample) solve crystal structures, but also remove too much user understanding of the
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underlying principles (as well as knowing potential pitfalls). A central tenet of the

Richardsons’ lab (and my work) is intelligence amplification, instead of artificial in-

telligence. Our belief in intelligence amplification is perhaps best embodied by this

quote from Fred Brooks: “a machine and a mind can beat a mind-imitating machine

working by itself” [91]. In general, we try to make our software tools such that they

help users make educated choices, instead of making choices for them. When we do

make automated tools, we make sure to only fix problems we are absolutely confident

should be fixed.

An important aspect of the work that I have done in the Richardsons’ laboratory

is the software and tools I have developed. This chapter focuses on describing two

of the most broadly applicable software packages I helped create, KiNG and Mol-

Probity. These two packages are very accessible yet powerful structural biology

tools, and nearly all the software I developed has at least some interaction with either

KiNG or MolProbity. Some of the particularly interesting or powerful features

of both tools will be described, as well as the impact KiNG and MolProbity have

had on the field of structural biology.

KiNG is a versatile and powerful Java-based software package that uses kinemage

interactive 3D graphics for visualizing and analyzing not just structures of biological

molecules, but also other types of scientific information. The features of KiNG make

it particularly suitable for use as a research tool, as well as a graphics production,

presentation, and education tool. KiNG is freely available from http://kinemage.

biochem.duke.edu for use on all major operating systems and on the web.

MolProbity is a structure-validation web service that provides broad-spectrum

solidly based evaluation of model quality at both the global and local levels for both

proteins and nucleic acids. It relies heavily on the power and sensitivity provided

by optimized hydrogen placement and all-atom contact analysis, complemented by

updated versions of covalent-geometry and torsion-angle criteria. As mentioned in
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the introduction, local errors that can affect biological interpretation are widespread

in macromolecular structures; MolProbity is our main contribution to helping

solve this problem. MolProbity is freely available for use and download at http:

//molprobity.biochem.duke.edu.

6.2 KiNG

In the field of structural biology, where researchers seek to gain an understanding

of the structure and function of biological macromolecules, it is important to have

access to visualization programs which are fast, flexible, and customizable. Good vi-

sualizations give researchers a more intuitive feel for how molecules behave. However,

it is also important for such programs to be able to show other types of information

simultaneously with the structural representation, such as 3D annotations of errors

in the models or important interaction sites.

KiNG (Kinemage, Next Generation) is a Java-based, modular, easily extensi-

ble scientific visualization tool used primarily for macromolecular visualization. Like

other general purpose molecular viewers such as PyMOL, SwissPdbViewer, Chimera,

RasMol, and JMol [53, 68, 132, 147, 87], KiNG allows for real-time, interactive 3D

rotation, translation, cropping, and zooming, which are critical for proper sensation

of depth and for perceiving spatial relationships accurately. However, KiNG sepa-

rates itself from these other programs in a number of significant ways, specifically in

its molecule-agnostic kinemage graphics format, the quality of its color palette and

depth cueing, and in the tools and features it offers.

KiNG builds on the three decades of successful molecular graphics experience

embodied in the original protein ribbon drawings [141] and in the first kinemage

graphics program, Mage [137]. Mage was designed as a tool for molecular il-

lustration (with the selectivity and artistry that connotes) for journal articles and

classroom settings. However, we found that Mage quickly became an integral part
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of the lab’s research program due to its tremendous flexibility. Re-implementing the

core kinemage functionality from the ground up in KiNG has enabled a similar-

looking but modern user interface, a cleaner internal data structure, and greater

maintainability and extensibility. Not surprisingly, KiNG has also become a central

component of the lab’s work.

Originally developed by Ian Davis as a way of learning about the mathemat-

ics involved in interactive 3D graphics, KiNG grew into a fully-featured alternative

to Mage. Instead of superseding Mage, KiNG and Mage currently coexist as

separate development paths. In fact, having two different kinemage viewers in ac-

tive development has encouraged improvements in both programs. For example,

the high-dimensional visualization capabilities (see Results) were actually, at first,

independently added to both KiNG and Mage for different purposes. Then, by

collaborating and combining the strengths of each separate implementation, we were

able to develop functionality that was ultimately more general-purpose and more

powerful.

KiNG and Mage’s flexibility comes from separating the molecular details (e.g.

PDB file) from the graphical representation (kinemage) [137]. This strategy allows

traditional macromolecular structural data (models, ribbons, electron density, NMR

data) to co-exist naturally with secondary “annotations” of that data (e.g. helix axes,

local validation outliers, interface contact dots); it also permits wholly non-molecular

visualizations using the same tool.

The kinemage format is extensively documented and numerous examples are

available from http://kinemage.biochem.duke.edu (see also Methods). Kinemage

format is plain text, designed to be both easy to edit by hand and also easily gener-

ated by programs.

When kinemage format alone is not flexible enough, KiNG itself can be modi-

fied. Although the graphics engine could be re-used in a totally new program, more
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often new capabilities are added with plug-in modules that are written in Java and

dynamically loaded at run time. The protein rebuilding and molecular illustration

capabilities described in this chapter were developed as plug-ins, while the facilities

for high-dimensional analysis required modification of the core program. New mod-

ules can be written quickly and easily to extend functionality, giving KiNG very

open-ended potential. As mentioned, Ian Davis was the original creator of KiNG,

who implemented the core aspects of KiNG and Molikin. The majority of my im-

provements to the features of KiNG have come in the form of the plug-ins and tools.

I have contributed at least 27 separate tools or plug-ins to KiNG, not including

changes and bug fixes to the core code.

6.2.1 Materials and Methods

Kinemage format

A kinemage is a plain-text file containing both metadata (title, author, data source,

and potentially extensive explanatory text) and a set of hierarchically grouped dis-

play lists of primitives such as lines, dots, balls, triangles, and labels; this structure

is closely mirrored by a hierarchy of objects within KiNG’s source code. Briefly,

kinemages generally contain two types of lines: keyword lines, and point lines. Key-

word lines begin with keywords, which start with the “@” symbol define all metadata

info (e.g. @text, @dimensions) and the groups, lists, and other kinemage properties

(e.g. @kinemage, @group, @master). Point lines, in their simplest form, contain

numbers, separated by whitespace. KiNG will keep track of the number of coor-

dinates it has encountered, making each set of three coordinates a new point (or

n coordinates when the list property “dimension= n” is used). This feature al-

lows users to enter data into KiNG and see what it looks like very quickly. Co-

ordinates can also be preceded by point identifier information in curly braces ({}),

which is displayed in the graphics window when the point is left-clicked on. All
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the keywords as well as the different types of points have a wide variety of op-

tions, which are documented in the “format-kinemage.pdf” document available at

http://kinemage.biochem.duke.edu.

In addition to all the documented kinemage features supported by KiNG, when

KiNG encounters a keyword it does not recognize, it will enter a note in the Error

log (accessed through the Help menu). This mainly occurs in some of the older hand-

created teaching kinemages, which contain lesser-known features that are only rec-

ognized in Mage. Conversely, Mage does not support some of the newer kinemage

features, which are supported in KiNG.

Internal Palette

Like Mage, KiNG’s internal color palette consists of a set of 25 named colors. The

colors are depth-cued appropriately, depending on whether they are being viewed on

a black or white background. KiNG includes an “Internal palette” kinemage (Help

menu -> Built-in kinemages) which allows users to see the standard colors, along

with the depth-cueing. When the named colors don’t provide enough options, KiNG

supports a new kinemage keyword (@hsvcolor) in the hue-saturation-value system,

allowing users to define custom colors, which are also depth-cued appropriately.

Implementation

KiNG is implemented in Java, using features added in Java 1.5. The graphical user

interface is implemented using the Java Swing and AWT libraries. The KiNG engine

handles the viewing calculations, but it has the option of using the Java Bindings for

OpenGL (JOGL) for improved graphics rendering. Using JOGL is not a requirement

for running KiNG, however, so that users with just the basic Java installation, as

well as web applet users, can still successfully use KiNG.
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Molikin

Molikin is a system in KiNG for converting macromolecular structures from PDB

or mmCIF files into our kinemage format (see 6.2.2 for more info). Molikin is also

implemented in Java, using features in Java 1.5. Molikin enjoys a highly modular

design: just 5% of the code interfaces with KiNG, and 95% focuses on making

kinemages. This made it easy to create a version of Molikin that stands alone

from the KiNG plugin version, using a command-line interface. This also allows

scriptable control of Molikin, especially powerful for generating a large number

of visualizations. Molikin has a number of different options for generating “raw

materials”; these take the form of (ball and) stick renderings, space-filling models,

and ribbon drawings. Other options include mainchain vs. sidechains; protein vs.

nucleic acids vs. water; which models, chains, and residues to include, etc. These

options are accessible in the plugin GUI shown when Molikin is accessed in KiNG.

Tools description

Almost all the built-in tools in KiNG are accessible from the Tools menu, either

directly or from a number of submenus: ‘Kin editing’, ‘Structural biology’, and

‘Specialty’. Users can adjust the layout of the Tools menu, even creating new sub-

menus or removing tools, by using the “Customize tools menu...” option. The

Edit/draw/delete tool is in the main menu, as well as options for showing coordinates

and measuring angles and dihedrals. The ‘Kin editing’ submenu includes other useful

tools for editing kinemages; some of my particularly powerful contributions to this

menu include the co-centering tool [23], a docking tool which uses connectivity in the

kinemage hierachy to determine what points to move, a kinemage coordinate editor

which allows users to change the distance, angle, or dihedrals between points, and

a macromolecular structure-aware residue coloring tool. The ‘Structural biology’

submenu contains all the macromolecular rebuilding tools; my RNA rotator tool
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described in Chapter 5 resides there. The ‘Specialty’ submenu mainly contains tools

which are unsuited for general users, being either highly specific to our own research,

or in beta test; currently, RDCvis and RDCPlay (Chapter 3) reside in this menu.

Numerous people have contributed plug-ins and tools to KiNG, both inside and

outside our lab. Notable contributions include an NOEDisplay plugin by Brian

Coggins in the Zhou lab, a multi-list editor by Daniel Keedy, new editing tools by

Christopher Williams, and recently, a function by Annchen Knodt to change the

colors on one side of a ribbon of secondary structure for easier viewing of aspects of

molecules (e.g. inside versus outside of helices or beta barrels).

Developers can create either a Plugin, which adds new menu items or dialogs,

or a Tool, which can also alter the effects of mouse actions. Multiple Plugins can

run at the same time, but only one Tool can be active at a time. Creating a new

tool or plugin is straightforward; developers interested in developing new KiNG

functionality only have to subclass either Plugin or BasicTool, add new functionality

with Java methods, create a configuration file listing the new tool(s) and/or plugin(s),

and package it in a Java JAR file. After adding the new JAR package to the Java

classpath or the “plugins” directory in KiNG, KiNG will load the tools and plugins

from the JAR file; tools and plugins are discovered and loaded dynamically when

KiNG is run, so users don’t have to change any code within KiNG itself to use new

tools. A more thorough explanation of how to create tools or plugins is included in

the “hacking-king.pdf” document in the KiNG download, and a sample set of simple

plugins (with source code) is available on the KiNG software webpage.

Several of the tools I developed make use of a solution to a problem I tackled dur-

ing my rotation in the lab, specifically, determining the connectivity of vector points

in kinemages. This was originally used to find separate peaks of electron density, for

use in identifying potential positions of phosphorus atoms in RNA structures. How-

ever, one can imagine a myriad of uses for this sort of functionality, and I adapted
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that code for several of the tools I wrote.

The ConnectivityFinder class that I wrote for determining what vector points are

connected to each other uses a breadth-first search algorithm from Cormen et al. [44].

This algorithm relies on the use of an adjacency-list, which is essentially a mapping

of each point to a list containing every point connected by a single edge to that point.

Since kinemage vector lists have a point-to-point mapping for every vector that is

to be drawn in an image, I construct an adjacency-list for a kinemage by scanning

through the vector lists and recording which points are connected by a single edge to

each other. I store the adjacency-list using a hash table (for increased retrieval speed).

ConnectivityFinder can then use this adjacency-list to systematically discover all the

points connected either directly or indirectly to an input point.

One tool which makes use of ConnectivityFinder is the “Dock by pick range” tool

I created to address several frustrations with the original docking tools in KiNG. For

those original docking tools in KiNG, users have to pick points for docking individu-

ally. While this works well for superimposing small structures, it is tedious to select

a large number of points for superpositions. Also, these two tools use a relatively

non-intuitive system for users to indicate which points to actually move during the

superposition. Users must turn on everything they want to move, while turning off

everything else. Although powerful, this system makes it easy to accidentally leave

out parts of a structure and thus not move them with the rest of the structure.

My version of the docking tool makes use of the ConnectivityFinder class in two

ways to address both these issues. First, for selecting reference points for superpo-

sitions, users can pick two points on a single structure, and the tool will use the

connectivity of the structure to automatically select all the points connecting be-

tween the two picked points to use for the superposition. Second, for determining

which points to move during the superposition, the tool moves all points that are

connected to the picked points, regardless of display state. This tool makes it much
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easier to superimpose over large sections of molecules, without accidentally leaving

atoms behind.

6.2.2 Results and Discussion

KiNG is freely available to all users, multi-platform, and open source. In addition to

having an extensive outside user base, KiNG has gradually become one of the most

important research tools within our laboratory. Due to its modular nature, it has

become a test bed for a variety of new tools and visualization techniques, enabling

the discovery of many new research results. Several of these tools, techniques, and

results are described here.

Conventional use

A key goal in the development of KiNG (and originally, in Mage) was to make basic

navigation and user interaction as simple and intuitive as possible. To that end, in

KiNG, most of the basic navigation tasks can be controlled by the mouse. Rotations,

zooming, and clipping are all controlled with click-and-drag mouse actions. Clicking

on a point displays associated information about the point in the graphics window.

Clicking on two successive points displays the distance between them, an essential

tool in structural biology visualization for determining interatomic distances and

possible interactions. Different aspects of the kinemage display hierarchy can be

turned on or off on-the-fly using the check boxes located along the side of the main

graphics window. The main menus enable access to more advanced features of KiNG.

For instance, important views can be saved and returned to instantly. More advanced

measuring tools can be activated for measuring angles and dihedrals. There is a whole

suite of tools for editing kinemages directly in KiNG, such as for changing colors of

points or lines, deleting objects, editing coordinates, or adding additional graphical

elements. Some of the more noteworthy tools and features of KiNG are described
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in more detail below.

Applet mode

KiNG includes an applet mode which allows it to be run through web browsers,

without users having to download KiNG separately. This functionality has been

critical in MolProbity [50, 33], for display of errors within macromolecular struc-

tures. Feedback from MolProbity users has helped greatly to ensure that KiNG

keeps functioning smoothly for multiple subjects and viewing styles. Also, the ap-

plet feature has allowed KiNG to be used directly on the website of the Protein

Data Bank (PDB) [19] repository of structures. Previously, separate kinemages had

to be generated for use with KiNG on the PDB website. This led to significant

maintenance difficulties, since whenever PDB files were updated, the kinemage files

would also have to be updated. I resolved this issue for the latest version of KiNG

on the PDB website, as it can now use our macromolecular kinemage generation

software Molikin (see below) directly, to generate kinemages on-the-fly when a

user wants to display a structure. We tested KiNG against the entire PDB (as of

March, 2009) and it successfully generated a valid kinemage for every file. Also,

KiNG truncates input files if it determines it does not have enough memory allo-

cated, which allows the typically memory-limited KiNG applet to still successfully

generate some kind of visualization, even for the largest structures. A tutorial pack-

age (kingInBrowser.zip) on using KiNG as an applet is available for download from

http://kinemage.biochem.duke.edu/software/king.php.

Protein backbone rebuilding

Although kinemages have been used to display everything from the flight paths

of Russian MIGs to the social networks in an Antarctic research station, we use

them primarily for viewing biological macromolecular structures. Also, we often
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want to modify the starting structure – for instance, rebuilding to make it fit the

experimental data better (e.g. electron density, which can be displayed from most

map file formats). Although many tools exist for rebuilding protein structures [89,

55], we found KiNG to be an excellent platform for testing out some new ideas we

recently developed about protein backbone.

Fitting backbone is difficult because the region of interest is generally constrained

at both ends by the rest of the chain, and any local change may also disrupt per-

fectly good regions nearby. However, Ian Davis in our lab documented the “backrub”

motion, a very local pattern of non-disruptive conformational change in protein back-

bone that frequently occurs as alternate conformations in native protein structures

[49]. Simulating backrub motions as a rebuilding tool has proven very successful for

correcting the kinds of backbone distortion introduced by fitting a sidechain back-

wards into the density, which is a common mistake. Until recently, KiNG was the

only software package that offered backrub motions to correct these kinds of mis-

takes; last year that capability was also added into Coot [56] for use during automatic

fitting of rotamers. The use of KiNG for backrub modeling, and interactive display

of all-atom contacts and sidechain rotamer quality, was essential to our lab’s success-

ful collaborative improvement in accuracy for 29 high-throughput crystal structures

by the SouthEast Structural Genomics Consortium [8].

Figure 6.1 shows the backrub fitting tool in action in the KiNG graphical user

interface. Although the core of KiNG knows nothing about molecules, the back-

rub plug-in reads PDB or mmCIF files and correlates the atom positions with the

kinemage graphics. It updates the graphics as the model is being refit, and then

writes a new model file at the end. Because the kinemage format acts as a graph-

ics lingua franca for communicating to the user, KiNG can incorporate additional

feedback from external programs into the rebuilding process (in nearly real time).

For instance, if hydrogens have been added to a structure, our program Probe
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[188, 187] can provide extremely helpful live updates on all-atom steric contacts

and collisions in the proposed model as backrub fitting is being performed. A tu-

torial for using the backrub fitting tool, along with Probe, is available at http:

//kinemage.biochem.duke.edu/teaching/workshop/MolProbity/king.html.

Figure 6.1: An image of the KiNG graphical user interface, showing the Backrub
tool being used to reconstruct an alternate conformation of a lysine residue in a
protein structure (PDB:1us0) [80]. Contact dots from Probe are shown (as dots
and small spikes). The electron density is shown in gray wire-mesh, the original
model in white and cyan, and the active model in orange. Pop-up windows for
controlling aspects of the backrub motion, the electron density, and the contact dots
are also visible.

High-dimensional data

For several recent projects, we have found ourselves needing to plot data points in

high-dimensional spaces. One example is the 7 JiffiLoop parameters to completely
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define the spatial relationship between the ends of a protein fragament (Chapter 2).

Another is clustering the conformations of RNA, where (coincidentally) 7 dihedral

angles define the backbone conformation between two bases (Chapter 5). For the

RNA analysis, we originally used different sets of 3 angles to make many different

3-D plots. However, points that cluster in one plot do not necessarily cluster in the

others, and correlating points from one plot to another is tedious and error-prone.

To facilitate this type of high-dimensional “info vis” use of kinemages, we added

two new features both to KiNG and Mage. The first is support for high-dimensional

points: rather than just XYZ, each point may have an arbitrary number of coordi-

nates associated with it. KiNG then provides tools for quickly switching among

different 3-D projections of the data. (That is, three of the coordinates are mapped

to XYZ and the rest are temporarily ignored.) By assigning a distinctive color to an

apparent cluster of points in one projection and then switching to another projection,

it becomes relatively easier to disambiguate the true 7-D clusters. In the RNA case,

it allowed us to resolve several distinct conformations that we had previously lumped

together. The second new high-dimensional feature in KiNG and Mage is plotting

data points in parallel coordinates [82]. Rather than the orthogonal arrangement

of Cartesian coordinate axes, parallel coordinate displays place all of the coordinate

axes side by side and parallel to one another. As such, data points become polylines

that pass through the appropriate values on each axis. In theory this allows for

simultaneous viewing of an unlimited number of dimensions, although even a mod-

erate number of data points can produce a visual clutter of criss-crossing lines that

is hard to decipher.

Figure 6.2 shows an example of the power of using high-dimensional plotting

combined with parallel coordinates, with three different representations of related ro-

tamer data, all shown in KiNG. Recently, using a much larger data set, we have been

updating our previous protein sidechain rotamer libraries [114]. The conformation of
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the sidechain of arginine is defined by four dihedral (χ) angles. In Figure 6.2, only

the data points with χ1 close to 180◦ are shown. In the traditional three-dimensional

view of the data points, clusters of points are evident, but in the parallel coordinate

view, the clustering of the points (as polylines) becomes even more obvious. Using

KiNG’s button panel control, each proposed individual cluster can be examined in-

dividually in the parallel coordinate representation, to ensure that no split in any

dimension is overlooked. When transparency is enabled on the data (compare Figure

6.2D to 6.2C), all of the major clusters can be seen even in a complex background.
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Figure 6.2: Figures illustrating different types of representations in KiNG of the
same data: all 21 rotamers of Arg with χ1 trans. Panel A shows stick representations
of different arginine rotamers with their backbone atoms superimposed. Backbone
is colored in white, with the different sidechain rotamers in different colors. Balls
are used to indicate nitrogen and oxygen backbone atoms. Panel B shows a 3D
plot of the χ2 through χ4 dihedral angles of the arginine rotamers shown in A, with
identical coloring. The data points are represented by balls. Contours were drawn
using kin3Dcont [186]. Panel C and D show the parallel coordinate representation of
χ1 through χ4 of the arginine rotamers, where each polyline spanning the four axes
represents one data point, D with transparency increased.
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The projections and parallel coordinates have complementary strengths and are

most effective when used together. The 3-D projections are better for initial selec-

tion, coloring, and clustering of data, but the parallel-coordinate display provides an

important check that putative clusters really stay together in all dimensions. KiNG

switches between the two modes with a single keystroke, and markers and point

colors are shared between the two, making it easy to move back and forth while

working. These capabilities of KiNG were central to the collaborative work that

produced the RNA Ontology Consortium’s nomenclature and conformer library for

RNA backbone [142].

Molecular illustration

In our teaching, we ask students to choose a protein or protein family and use

kinemages to illustrate its important structural or functional features [138]. Creating

kinemages leads to a deeper understanding than merely examining a 3-D display, just

as writing about a subject requires more knowledge than reading. Of course, making

kinemage models from macromolecular coordinates is also a basic requirement for

our research. Thus any tool for converting PDB or mmCIF files to kinemages must

be both easy to use and very flexible – properties often at odds with each other.

Our solution, called Molikin (see Methods), solves this problem by offering

two modes of operation: a “quick kin” mode for rapidly generating commonly used

types of visualizations of macromolecular structures, and an advanced mode which

provides more control of the visualizations which are produced, down to a residue

level of control if desired. Molikin is included as a plugin with the KiNG download,

accessible under the “Import” option in the File menu. This allows users to read

PDB files directly into KiNG and view a kinemage display almost instantly.

As mentioned previously, the kinemage format itself provides a great deal of flex-

ibility. In addition to all the built-in kinemage editing and drawing tools in KiNG,
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the hand-editable nature of the format allows users to easily write enhancements

to kinemages. These features mean that KiNG and the kinemage format are par-

ticularly well-suited for students creating educational projects in our classes; they

can start their project with only a few decisions, and gradually refine their ideas

over time without starting over. Also, researchers can use KiNG and kinemages to

quickly prototype new types of visualizations. For example, we have various mod-

ules and programs that produce kinemages of electron density for crystallography,

NOE (Nuclear Overhauser Effect) or RDC (Residual Dipolar Coupling) restraints for

NMR (see Chapter 3), and all-atom steric contacts [187]. These kinemages are all

combined seamlessly in KiNG, so there is no need to re-implement these algorithms

in one monolithic molecular graphics program.

KiNG is able to export high-resolution 2D views in a number of widely supported

picture formats, including JPEG, PNG, and PDF, as well as by direct screen capture,

such as shown in the ribbon diagram in Figure 6.3. It can also export files for use

with the rendering software Raster3d [120] or POV-Ray [131] for generating higher

quality images. It also has a movie-maker function which makes it easy for users to

create movies for use in presentations. Naturally, KiNG itself can be used during

a presentation, for a live demonstration to enable even better 3D perception by the

audience.
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Figure 6.3: An example of ribbon graphics in KiNG. Screen captured 2D image of
a ribbon diagram of staphylococcal alpha-hemolysin, a heptameric transmembrane
pore (PDB: 7ahl) [155], viewed down the pore.
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6.3 MolProbity

6.3.1 Summary of MolProbity Flow and User Interactions

The usual interaction with MolProbity [33, 50] is through the internet at http:

//molprobity.biochem.duke.edu, or as a main menu item on our general lab web

site at http://kinemage.biochem.duke.edu. For bulk users, it is also possible

to set up your own local MolProbity server or to use the individual programs

in command-line mode. Tutorial exercises for the whole process of diagnosing and

fixing errors can be found on the kinemage site under Teaching/MolProbity.

A typical MolProbity session starts with user upload of a coordinate file of

their own or fetching one from the PDB or NDB databases [19, 18] in new or old

PDB format or in mmCIF format. After checking the thumbnail image and listed

characteristics of the input file and editing or reloading if needed, hydrogen atoms

are added and optimized, with automated correction of Asn/Gln/His 180◦ flips if

needed [189].

The user then chooses which validation analyses to run and what reports and

output files to generate. The MolProbity interface adjusts the defaults and options

presented, and even page flow, depending on user choices and on properties of the file

being worked on. These adjustments make MolProbity simple for novice users,

while at the same time allowing advanced users to have great control over their

runs. The core “glue” that generates the HMTL code controlling the main user

interface and programmatic interactions of MolProbity is implemented in the

PHP programming language. Underlying the PHP core, the majority of the analysis

tasks in MolProbity are performed by individual programs written in a range

of languages, including C, C++, Java, and Perl. It uses Reduce and Probe for

all-atom contact analysis, Ramalyze, Rotalyze, Dangle, Silk and Suitename

for other criteria, and KiNG for 3D visualization of the structure and its validation
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markers directly in the browser. Figure 6.4 shows a key to MolProbity’s graphical

markers for validation outliers. More details are provided below on the specific

analyses MolProbity can perform. The validation results are reported in the form

of summaries, charts, 2D and 3D graphics, and output files for download.

Figure 6.4: An outlier legend, showing each symbol used in a MolProbity multi-
criterion kinemage, and illustrating the relationship of the three types of all-atom
contact to the atomic van der Waals surfaces (spheres of small gray dots). The sym-
bols for favorable H-bonds and van der Waals contacts are included for completeness,
as well as the hotpink spikes of a clash outlier. A Cβ deviation ≥0.25 Å is shown as
a magenta ball centered on the ideal Cβ position and tangent to the modeled one.
Bad rotamers are shown as gold sidechains, and Ramachandran outliers as heavy
green lines to the midpoints of the two peptides. Bond-angle outliers are indicated
by a fan of lines from the ideal to the modeled bond (red if wide, blue if narrow).
Bond-length outliers are indicated as stretched (red) or compressed (blue) springs.
A suspicious ribose pucker is diagnosed by the perpendicular distance from the 3′

(following) phosphate to the line of the glycosidic C1′-N1/9 bond, and is flagged by
a representation of that construction (in magenta if too short as here, purple if too
long).
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MolProbity was written originally by Ian Davis; the core functionality and

incorporation of much of the Richardsons’ lab software (Reduce, Probe, Prekin,

Mage, KiNG) was done by him. After he graduated, maintenance of MolPro-

bity became a collaborative effort, with help particularly from Bryan Arendall, Jeff

Headd, Bob Immormino, Gary Kapral, Daniel Keedy, and Laura Murray. My con-

tributions to this effort include helping convert MolProbity to using PDB 3.0

format, incorporation of bond geometry outliers, addition of JiffiLoop, as well as

maintenance and bug fixes.
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The crucial final step in the MolProbity process is for the crystallographer

to download the result files and work off-line to correct as many of the diagnosed

problems as feasible. Rebuilding with consideration of the validation outliers, the

electron density, and the surrounding model is usually done either in Coot [55] or

in KiNG [34]. At resolutions of about 2.5 Å or better, it is possible to correct the

great majority of outliers [8], with an order-of-magnitude improvement in the various

MolProbity scores and some improvement in geometry, map quality, R-factor,

and Rfree. An example is shown in Figure 6.5, with before-and-after multi-criterion

kinemages.

Figure 6.5: Two multi-criterion validation kinemages illustrating the successful
outcome of an overall process of MolProbity diagnosis and structure improvement.
At left, the original 1lpl Cap-Gly structure [108] shows three major clusters of clash,
rotamer, and Ramachandran problems plus a few isolated outliers. At right, the
corrected 1tov structure [8] has essentially no outliers, a 4% lower Rfree, a bound
sulfate, and an additional turn of helix at the N-terminus.

6.3.2 Validation Analyses

Addition of hydrogens

The presence of hydrogen atoms (both non-polar and polar) is a critical prerequisite

for all-atom contact analysis. Although refinement using hydrogens is becoming
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more common, especially in PHENIX [2], most crystal structures are still deposited

without H atoms. Once a PDB structure file has been uploaded, MolProbity

detects whether the file contains a suitable number of hydrogens; if not, then the

“Add hydrogens” option is presented to users first. MolProbity uses the software

Reduce [189] to add and optimize hydrogen positions in both protein and nucleic

acid structures, including ligands, but does not add explicit hydrogens to waters.

OH, SH, and NH3 groups (but not methyls) are rotationally optimized and His

protonation is chosen, within each local H-bond network including interactions with

the first shell of explicit waters.

A common problem is that the sidechain ends of Asn, Gln, and His are eas-

ily fit 180◦ backwards, since usually the electron density alone cannot distinguish

the correct choice of orientation. Reduce can automatically diagnose and correct

these types of systematic errors, by considering all-atom steric overlaps as well as H-

bonding within each local network. Automatic correction of NQH flips is the default

option in MolProbity during addition of hydrogens. MolProbity presents each

potential flip correction to the user in kinemage view, so they have the option of

inspecting the before and after effects of each flip and approving (or rejecting) each

correction. Figure 6.6 shows an example of a simple Gln flip that is unquestionably

correct but could not have been decided on the basis of H-bonding alone. Other

examples can be much more complex, with rotatable OH positions, large H-bond

networks, and multiple competing interactions evaluated exhaustively.

Users can also choose to add hydrogens without NQH flips, which is useful in

evaluating the atomic coordinates as they were deposited, but which rejects the

easiest and most robustly correct improvement that can be made in a crystallographic

model [189, 77]. If flips are done, the user needs to download and use the corrected

PDB file (either with or without the H atoms) in order to benefit.
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Figure 6.6: The simple “flip” correction of a Gln sidechain amide in the 2dq4 Thr
3-dehydrogenase (Riken Structural Genomics, 2006, unpublished), a better-than-
average 2.5 Å structure. Both orientations make an H-bond to the crystallographic
water, but the original has a serious internal clash of the NH2 group with its own
Cβ hydrogen.

All-atom contact analysis

Once hydrogens have been added to (or detected in) a structure, then the complete

“Analyze all-atom contacts and geometry” option is enabled. A main feature of this

option is the all-atom contact analysis, which is performed by the program Probe

[188]. Probe operates by, in effect, rolling a 0.5 Å diameter ball around the van

der Waals surfaces of atoms to measure the amount of overlap between pairs of non-

bonded atoms. When non donor-acceptor atoms overlap by more than 0.4 Å Probe

denotes the contact as a serious clash, which is included in the reported clashscore

and is shown in kinemage format as a cluster of hotpink spikes in the overlap region

(Fig. 6.4). Such large overlaps cannot occur in the actual molecule, but mean that at

least one of the two atoms is modeled incorrectly. MolProbity allows users to select

any combination of clashes, hydrogen bonds, and van der Waals contacts to calculate

and display on the structure. By default, all three are enabled for structures that

are not excessively large; for large structures, van der Waals contacts are deselected.
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The “clashscore” is the number of serious clashes per 1000 atoms. It is reported in

the MolProbity summary (top of Figure 6.7), with a red/yellow/green color-coding

for absolute quality. The structure’s percentile rank for clashscore value within the

relevant resolution range is also given. In the detailed, sortable “multi-chart” (an

extract is shown below the summary in Fig. 6.7), the worst clash ≥0.4 Å is listed for

each residue and highlighted in pink.
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Figure 6.7: A MolProbity results summary and sortable multi-criterion chart,
for the 1N78 Glu tRNA/synthetase complex at 2.1 Å resolution [151]. The summary
gives numerical values, goals, and relative percentiles for clashscore, torsion-angle,
and geometry criteria for both protein and nucleic acid components, with traffic-light
color-coding for good and bad values. Below the summary is a short extract from
the detailed chart with values and specifics for each criterion on each residue. Notice
that outliers (highlighted) tend to cluster.
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Torsion angle combinations: Updated Ramachandran and rotamer analyses

Also included in the “Analyze all-atom contacts and geometry” option is the evalu-

ation of where residues fall in the multi-dimensional distributions of Ramachandran

backbone φ, ψ angles and the sidechain rotamer χ angles. The reference distributions

are currently from 100,000 residues in 500 files, quality-filtered at both the file and

the residue level. The Ramachandran plots are separated for Gly, Pro, and pre-Pro

residue types; the general plot has only 1 in 2000 residues outside the “allowed” con-

tour, for the same probability as a 3.5σ outlier in a normal distribution. The three

specific plots can be robustly contoured only down to excluding 1 in 500 residues

(about 3σ) in the current reference data, but will soon be updated. By “robust” we

mean that the contour does not shift with further improvement in resolution or B,

or with different subselections of the data. When values plateau in this way, we can

define clear absolute goals for the measure, such as 98% for Ramachandran favored,

<0.2% for Ramachandran outliers, <1% for poor rotamers, and 0 for Cβ deviation

outliers; other goal levels given in the summary are more arbitrary.

However, Ramachandran outliers are of course not rare in general; they increase

as a function of resolution [8] and especially of B-factor [113]. Figure 6.8a shows

the points for an above-average 2.5 Å structure plotted on the smoothed contours of

the reference distribution for favored (enclosing 98% of the good data) and allowed

(enclosing 99.95% of the good data). The four Ramachandran plots are presented in

kinemage and PDF form, scores are given in the multi-criterion chart (Figure 6.7),

and outliers are flagged in green on the multi-criterion kinemage (Figures 6.4 and

6.5).

Multi-dimensional rotamer distributions for the individual sidechain types are

currently contoured only down to excluding 1% of the high-quality data. Arg ro-

tamers for χ2–χ4 are shown in Figure 6.2 with data and contours, showing that
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Figure 6.8: The general-case Ramachandran kinemage and the Cβ deviation
kinemage for file 2dq4. In a) the φ, ψ values for each residue are plotted on a
background of the smoothed contours from high-quality data (see text). Over 98%
lie inside the inner “favored” 98% contour, but there are 7 outliers outside the outer
99.95% contour. Gly, Pro, and pre-Pro residues are on separate plots (not shown).
In b), the Cβ deviation kinemage shows each residue’s Cβ position relative to an
ideal Cβ and its 3 bond vectors (gray lines). Circles mark the deviation distances,
with the yellow circle at the 0.25 Å cut-off for outliers. Most of the distribution is
good, but an adjacent Leu and Trp in each chain (labeled) are part of an outlier
cluster and probably reflect distortions caused by a local fitting problem.

even at the 1% level the contours merge for χ4 [All such distributions used in Mol-

Probity will be periodically updated to take advantage of the expanding reference

data.] These are updates of the “penultimate rotamer library” [114], although cer-

tainly not yet ultimate. Above the 1% level, sets of χ values are assigned to named

rotamers; below 1% they are designated as poor rotamers, not outliers, since they

are disfavored but quite possible if stabilized by tight packing or a couple of good

H-bonds. However, there is no justification for fitting poor rotamers on the protein

surface with no interactions to hold them in an unfavorable conformation.

Some bad rotamers result from systematic errors due to fitting branched sidechains

(TVILR) backwards into ambiguous density. The two major systematic errors for

Leu are described in Lovell et al. [114] and are given zero rotamer-quality scores in

219



MolProbity; other cases are discussed in 6.3.3. Poor rotamers are scored in the

multi-criterion chart and are represented by gold sidechains in the multi-criterion

kinemages (Fig. 6.5 and 6.5). The MolProbity summary (top of Fig. 6.7) re-

ports the percentage of residues with poor rotamers, Ramachandran outliers, and

Ramachandran favored conformations.

Covalent-geometry analyses

MolProbity now evaluates backbone bond-length and bond-angle outliers. Mean

overall deviations in geometrical parameters (as reported by refinement programs and

in PDB file headers) are a measure of correct procedures and weights in refinement,

but not of structural accuracy. Local geometry outliers ≥ 4σ, however, are most often

the indirect result of local misfitting and are thus very useful diagnostics, especially

for bond angles. [Note that some such problems occur even at very high resolution,

either at the ends of alternate conformations or in under-restrained regions with high

B-factor.] A major recent addition to MolProbity is the ability to assess ideality of

covalent backbone geometry for protein and RNA with the Java program DANGLE

(Dihedral ANGLE), which is also available for standalone command-line use from

the software section at http://kinemage.biochem.duke.edu. New, more intuitive

visualizations for backbone bond length and angle deviations have been developed,

for display on the 3D structure. For bond lengths, a ‘spring’ is drawn along the

bond axis and scaled such that the ideal distance is equivalent to 6 turns and 4σ

deviation corresponds to one turn of stretching or compaction (Fig. 6.4). For bond

angles, bold lines are drawn to represent the ideal angle and a fan of increasingly

thin lines fades out across the model vs. ideal angle difference to highlight the extent

of the deviation (Fig. 6.4). In each case, model values greater (or less) than the

corresponding ideal value by at least 4σ are displayed in red (or blue), and are listed

on the multi-criterion chart. Protein backbone parameters were derived from Engh
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and Huber [58] and nucleic acid backbone parameters from Parkinson et al. [129].

The Cα is where local problems with backbone or sidechain fitting must be recon-

ciled. This effects the bond angles or improper dihedrals that define the Cβ position,

but can be manifested in almost any combination of those individual parameters.

Therefore MolProbity evaluates the resulting overall distortion of the Cβ position

from ideality, called the Cβ deviation [113]. Residues with a Cβ deviation >0.25 Å

are flagged in the chart and shown in the kinemage as a magenta ball centered on the

ideal position (calculated from the backbone coordinates and allowing for changes in

τ angle) and tangent to the modeled position (Fig. 6.4). We have found that values

>0.25 Å are very often correlated with some form of local misfitting. Figure 6.8b

shows a separate plot produced for all the Cβ deviation values in a structure, shown

relative to the ideal Cβ position. The Leu and Trp Cβ outliers in each chain form

a tight turn with a suspicious peptide orientation and eight other outliers, and so

must represent some form of misfitting.

Nucleic acid analyses

Nucleic acids are treatable equivalently to proteins for all-atom contacts and clash-

score, and for bond-length and bond-angle analyses, as long as the correct parameter

sets are used. Both DNA and RNA show more non-uniform distribution of local

problems than do proteins, with the bases and phosphates well located and the rest

of the sugar-phosphate backbone very prone to errors [188, 125], since it has many

torsion variables and rather indistinct electron density at moderate resolutions. All-

atom contacts are very helpful in diagnosing backbone misfitting, especially for RNA

structures, which are rapidly gaining biological interest and structural attention.

In addition, MolProbity now includes diagnosis of suspect ribose puckers and

torsion-angle analysis of preferred RNA backbone conformers. We have found that

the dominant C3′-endo and C2′-endo sugar puckers are highly correlated to the per-
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pendicular distance between the C1′-N1/9 glycosidic bond vector and the following

(3′) phosphate: >2.9 Å for C3′-endo and <2.9 Å for C2′-endo. MolProbity checks

this distance against the modeled sugar pucker, as well as outliers in individual ε or

δ values. All such outliers are listed in the multi-chart, and ribose pucker outliers

are flagged in the kinemage (Fig. 6.4). An example is shown in Figure 6.9, where

what should have been a C2′-endo pucker (by the short perpendicular) was fit as

an intermediate, unfavorable pucker close to the more common, default C3′-endo

pucker, producing geometry and ε outliers as well.

Figure 6.9: Closeup of a ribose pucker outlier in the multi-criterion kinemage for
1n78, with backbone and bases turned on. C 574 has a short phosphate-to-glycosidic-
bond perpendicular (magenta line and cross), but was fit with an intermediate pucker
near C3′-endo. The bad pucker torques the connected groups strongly, probably
causing the bond-angle outliers (red) and steric clashes (hotpink spikes). Note that
C 574 is in the binding interface between RNA (white backbone) and enzyme (yellow
backbone) close to the active site.

Our high-dimensional analysis of the combinations of backbone torsion angles

within an RNA “suite” (the unit from sugar and sugar) has shown that there are
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distinct “rotameric” backbone conformers [125]. Working with the RNA Ontology

Consortium [105], we defined a community-consensus 2-character nomenclature and

an initial set of 54 favorable RNA backbone conformers [142]. David Richardson

wrote the Suitename program to identify either the named conformer or an outlier

for each suite in an RNA structure. These conformers and their “suiteness” quality

score are listed in the MolProbity multi-chart.

The overall MolProbity score

In response to user demand, the “MolProbity score” provides a single number that

represents the central MolProbity protein quality statistics. It is a log-weighted

combination of the clashscore, percent Ramachandran not favored, and percent bad

sidechain rotamers, giving one number that reflects the crystallographic resolution

at which those values would be expected. Therefore, a structure with a numerically

lower MolProbity score than its actual crystallographic resolution is, quality-wise,

better than the average structure at that resolution. There is some distortion in the

fit at very high or very low resolutions; for those ranges it is preferable to judge

by the resolution-specific percentile score, also reported in the summary. Percentile

scores are currently given for clashscore and for MolProbity score, relative to the

cohort of PDB structures within 0.25 Å of the file’s resolution.

6.3.3 Correction of Outliers

Manual rebuilding

Except for the Asn/Gln/His flip corrections, MolProbity does not yet directly

include the ability to correct the errors it finds in structures; it relies on users having

access to standalone, local software for rebuilding and refinement. The standalone

version of KiNG has some rebuilding tools for modeling sidechains and making small,

local “backrub” adjustments to structures, with the help of electron density display,
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interactive contact dots, and rotamer evaluation [49, 34]. Figure 6.10 illustrates such

a correction process in KiNG, rebuilding a backward-fit leucine with a clash and a

bad rotamer (one of the cases of a systematic error), resulting in an ideal-geometry

sidechain with an excellent rotamer and well-packed all-atom contacts. The top view

(right panel) shows that the original and rebuilt sidechains fit the terminal methyls

into the same rather ambiguous density, but move the Cα substantially. More recent

versions of this DNA polymerase structure (e.g. 2hhv at 1.55 Å) [178] all use the new

conformation. Manual rebuilding is facilitated by the fact that all-atom clashes are

inherently directional, as are bond-angle distortions, while a good library of rotamer

choices helps the user test all the alternatives.

Figure 6.10: Rebuilding of a backward-fit Leu sidechain in KiNG off-line, in the
1xwl DNA polymerase at 1.7 Å resolution [96]. The original (left) fits the density
fairly well, but is a rotamer outlier with a clash. One of the two best Leu rotamers
also fits the density well, with good all-atom packing. The top view (right) shows
the 180◦ relationship of the two conformations.

For more extensive refitting, a fully featured crystallographic rebuilding program

such as Coot [55] is needed. MolProbity generates “to-do” scripts that can be

read into Coot, bringing up a button list, where each entry will zoom to a problem

area. In combination with Coot’s ability to use Reduce and Probe interactively to

generate all-atom contact dots, these features make it easier to address the problems

diagnosed by MolProbity. Any rebuilding that moves atoms must, of course,
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then undergo further crystallographic refinement. Our own lab tested the combined

cycle of MolProbity, rebuilding, and refinement on about 30 protein structures

as part of the SouthEast Collaboratory for Structural Genomics [8], finding that

its early application led to a smoother structure solution process and demonstrably

better final structures. In addition to backward-fit sidechains, commonly corrected

problems included peptide flips, switched backbone and sidechain near chain ends,

“waters” that were really ions, noise peaks, or unfit alternate conformations, and

occasionally a shift in sequence register. Many other crystallographic groups have

since adopted these methods.

Automated corrections

For correcting RNA suite outliers, we have collaboratively developed the independent

program RNABC [176], which does an automated search for more suitable backbone

conformations of an RNA suite diagnosed with a bad ribose pucker or serious clashes.

It leaves the more accurately determined bases and P atoms fixed in place, and

does a pruned but systematic search through the other parameters, outputting all

acceptable alternatives found within user-set tolerance limits.

Recently Jeff Headd developed and tested the Autofix program for automated

correction of diagnosed backward-fit Thr, Val, Leu, and Arg sidechains [72]. In

contrast to Asn/Gln/His flips, which simply exchange atoms and do not change

agreement to the data, these more complex sidechains require real-space refinement

to determine the proper correction, and crystallographic re-refinement after the ap-

proximate 180◦ flips have been made. The original version used Coot to do rotamer

selection and real-space refinement for the proposed corrections, with MolProbity

diagnosis before and after. Results were checked by re-refinement. Run on a sample

of 945 PDB files, Autofix accepted corrections for over 40% of diagnosed bad Thr,

Val, and Leu and 15% of bad Arg, with a total of 3679 corrected sidechains. This
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methodology was later incorporated into PHENIX as part of a more comprehen-

sive automatic rotamer fitting function. We are currently exploring the possibility

of incorporating this function into MolProbity, which will require some serious

rewriting in order to interface efficiently with PHENIX. The most important of our

requirements for Autofix is that it do no harm; we are willing to miss some of the

possible corrections in order to ensure that those we accept are essentially always

true improvements. Autofix should provide MolProbity users with an easy and

reliable way of making an initial set of meaningful improvements to their protein

structures. Thr and Arg, in particular, make H-bonds that are often important at

active sites or binding interfaces, and since they are asymmetrical, those interactions

change drastically if the sidechain is fit backwards. Such improvements were seen

often in the test set.

6.3.4 Other MolProbity utility functions

Interface Analysis

PROBE can also be used to calculate the all-atom contacts at interfaces, e.g. between

two chains of a structure, or between a protein and a ligand. Access to this feature

is provided in MolProbity by the “Visualize interface contacts” analysis option,

after hydrogens have been added. The user is required to choose the chains and/or

the molecular types for which to calculate the contacts (e.g. protein vs. protein,

or protein vs. hets or RNA), from an HTML GUI table. This functionality creates

both a kinemage with the resulting all-atom contacts displayed on the model, and

also a text list of the atom pairs in contact.

Protein loop fitting

MolProbity includes the Java software JiffiLoop (described in Chapter 2) for

providing potential protein fragment conformations that can fit within a gap in a
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protein structure. MolProbity runs JiffiLoop to search this library for candidate

fragments to fill gaps within a structure. Alternatively, users can enter beginning

and ending residue numbers, and MolProbity will search for fragments which can

fit between those two residues. Because this process can be fairly time-intensive,

JiffiLoop is not listed under “Suggested Tools” and is currently only accessible

under “All Tools” or at the Site map. Also, due to the size of this package, it must

be added separately to the installation for a standalone MolProbity server.

Kinemage construction and viewing

MolProbity provides scripts (under the “Make simple kinemages” option) for con-

structing a number of commonly used kinemage 3D interactive visualization options

such as ribbons and various types of stick figures. This functionality is useful for

quick browsing of a structure or for initial creation of an illustration or presentation.

The file input page can also accept upload of pre-existing kinemage files, for direct

on-line viewing within the built-in kinemage viewer, KiNG; this enables anyone to

view kinemages without having to install any standalone software.

Other file types and functions

MolProbity uses a built-in PDB “het dictionary” for the information needed to

add hydrogens to small-molecule ligands. The user can construct and read in a cus-

tom dictionary if their file contains novel ligands. There is also provision for either

uploading or fetching an electron density map from the Electron Density Server [98]

in any of several formats, to view on-line in KiNG along with the model and val-

idation results. To investigate functional sites that span across asymmetric units,

one can fetch a biological unit file from the PDB. In the file editing feature, the user

can specify whether multiple “models” are alternatives (as in an NMR ensemble)

or have been pressed into service for the extra chains in the biological unit. Some
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X-ray structures are now treated as ensembles. For such cases, and for NMR en-

sembles, MolProbity internally splits the models and analyzes them separately,

but constructs an outlier summary strip-chart and a multi-model, multi-criterion

validation kinemage with both the models and their features under on-off button

control. File editing also allows deletion of chains either before or after hydrogen

placement, specifying the resolution of the structure if not given in the file header,

or removing unwanted hydrogens. These tools make it easier and faster to analyze

particular parts of a structure using MolProbity, and they help maintain com-

patibility with other, older software. These options are always available as separate

utility functions, independent of validation or hydrogen content.

PDB format interconversion

The release of the remediated PDB version 3.0 format in August, 2007 included a

number of significant changes, particularly to hydrogen atom names and to nucleic

acid residue and atom names. In order to maintain compatibility with the PDB,

we converted the entire MolProbity core to use the new format by default. This

included updating Reduce, Probe, KiNG, and Prekin. However, we realized

that users might need to analyze files that were still in the older 2.3 PDB format. In

order to maintain backwards compatibility, Jeff Headd and Bob Immormino created

a Remediator script (available as a standalone Perl or Python script) that can

interconvert between the old and the new PDB formats. Whenever a file is input,

MolProbity will scan for the presence of old format atom names, and if it detects

any, then it will run the Remediator script to automatically convert the input

file to the new format. Then, after analysis there is an option available to run

Remediator and downgrade the output file back into the old 2.3 format if needed.

This allows use of the MolProbity analysis tools, even along with older software

that hasn’t been updated to use the new format.
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6.3.5 Discussion

Global versus local, absolute versus comparative

There are three quite different purposes served by structure validation: a gatekeeper

function on quality for reviewers or organizations, an aid to crystallographers for

getting the most model accuracy from their data, and a guide to end users for

choosing appropriate structures and confidence levels for the conclusions they want

to draw.

Validation criteria also come in distinct flavors. Those based on the diffraction

data are generally global with respect to the model: for instance resolution (still the

most valuable single-factor estimate of model accuracy) and Rfree [28]. On the data

side, there are also gatekeeper checks for unusual problems, such as twinning or gross

data incompleteness. RMSD or rms-Z of deviations from geometrical target values

are global, but they only evaluate procedural aspects of refinement and have little

to do with model accuracy. Most other validation criteria are inherently local (at

the residue or even atom level), including B-factor, real-space measures such as rsr-Z

[98], and model-only measures such as the various MolProbity criteria described

here. Any local measure becomes global when expressed in some normalized form

across the entire structure, such as an average, a distribution match, or a percent

occurrence of outliers.

Strictly local measures are usually not resolution dependent, but their globally

defined versions often are. For some purposes, the desirable form of measure is a

comparison (usually a percentile rank) with the cohort of PDB structures at similar

resolution. MolProbity currently provides resolution-group percentiles for clash-

score and for MolProbity score, and will probably expand that to other criteria.

Reviewer/gatekeepers are primarily interested in global, relative measures such

as resolution-dependent percentiles, and to some extent in absolute, local flags for

229



judging the support behind specific claims. Crystallographers need global, relative

measures to judge how well they made use of their data, but it is the local measures,

especially specific outliers, that are crucial to helping them achieve a more accurate

structure and avoid making any dubious claims in poor local regions (such as an

invisible inhibitor). End users need absolute global measures to choose between

structures, and absolute local measures to judge the reliability of the particular

features they find of interest.

Because of the importance of improving and evaluating the accuracy of individual

details of biological importance, both in each structure and in the database as a

whole, we have chosen in MolProbity to emphasize calculation and user-friendly

display of local indicators. We have also tried to minimize “false alarms”, so that a

flagged outlier is almost always worth a close look.

Impact on database quality

Since MolProbity was first made available in late 2002, serious user work sessions

(doing some operation on an input coordinate file) have multiplied by a large factor

each year, with a cumulative total now approaching 100,000, by thousands of distinct

users. In addition, many companies and structural genomics centers run their own

MolProbity servers internally, and some aspects are incorporated into other soft-

ware or meta-servers. 80% of MolProbity input files are uploaded, presumably by

working structural biologists, and the rest are fetched from databases, presumably

by end users. Those end-users also include students, since MolProbity is increas-

ingly being used for instructional exercises in biochemistry classes from high school

to graduate level.

MolProbity’s unique feature is clash analysis from all-atom contacts, which

provides sensitive new evaluation independent of refinement targets. Not surpris-

ingly, average clashscore remained constant (either globally or by resolution) up
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through 2002, since there was then no feasible way of targeting or even measuring

all-atom clashes. The percentage of incorrect Asn/Gln/His flips also remained level

or rose slightly prior to 2003, in spite of the availability of an H-bond-based system in

What-If [79], and even while refinement methods, automation, and Ramachandran

and rotamer quality all improved.

To evaluate the contribution MolProbity has made to crystallographic model

quality in general, we have therefore plotted clashscore and Asn/Gln/His flips as a

function of time (Fig. 6.11), with separate linear fits before and after the end of 2002.

Gratifyingly, in both cases there is a clear trend of improvement since 2003. Median

values also improve very steadily over that period. Anecdotal evidence indicates that

this trend is mainly due to thorough adoption of MolProbity-based methods by

a small but growing fraction of crystallographers, and there is therefore still much

scope for further improvement in the future.
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Figure 6.11: MolProbity-relevant quality criteria as a function of time, for all
structures in the PDB at a middle range of resolution, separately fitted before and
after introduction of the web site. Top: All-atom clashscore (see section 6.3.2);
bottom: percent Asn/Gln/His flips (see section 6.3.2). Both cases show a trend of
improvement since 2003.
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6.3.6 MolProbity availability

MolProbity is freely available for download from http://molprobity.biochem.

duke.edu, for use as a local server. This option requires either Linux or MacOSX,

along with PHP and Apache. Instructions for installing MolProbity locally are

included with the download. Having a local install allows users to access the Mol-

Probity analysis tools without internet access, as well as allowing companies with

privacy/confidentiality concerns to use MolProbity. However, one of the most sig-

nificant advantages to having a local installation of MolProbity is running on the

command line. This provides access to the major analysis tools in MolProbity,

without having to use the web interface. Also, several scripts are included which

allow users to run MolProbity analysis on a whole set of files rather than just

one at a time—especially needed for structural bioinformatics or other large scale-

studies. Some of the more useful command-line scripts include the following: scripts

for adding hydrogens, with or without flips, a script for obtaining overall scores for a

set of files, and a script for calculating a residue-by-residue analysis of each structure.

For users of the PHENIX crystallography system [1, 2], a number of the main

MolProbity quality analysis tools have been incorporated directly into PHENIX,

accessible through command-line tools or in the PHENIX GUI, including the follow-

ing: Reduce, Probe, Ramalyze, Rotalyze, CBetaDev, Clashscore, Suit-

ename, and RNA Validate. Many of these tools were incorporated into a single

command-line script, phenix.model vs data, for quickly calculating a report includ-

ing various quality criteria for a model [3]. Very recently, KiNG and multi-criterion

validation visualizations have been incorporated into PHENIX. All of our validation

methods are automatically run at the end of each refinement macrocycle, giving users

immediate feedback on the local quality of their structures. All of the individual pro-

grams called by MolProbity are also available, multi-platform and open source,
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from the software section at http://kinemage.biochem.duke.edu.

6.4 Conclusions

The growing importance of MolProbity is especially evident in the recommenda-

tions by the wwPDB Validation Task Force (VTF) committees, which have recom-

mended that a fair number of our quality criteria be incorporated into the upcoming

improvements to how the PDB handles structure validation. Figure 6.12 shows a

plot proposed by the crystallography VTF as a way of looking at a single image and

being able to determine quickly three things: 1) how a given structure scores on

various quality criteria (numbers), 2) how it compares to other structures at similar

resolution (ovals), and 3) how it compares to the entire PDB (connected bars). This

example shows a structure which is worse on most criteria than other structures at

similar resolution, but is better than most of the structures in the PDB. Several of

the metrics shown will likely be the versions provided by MolProbity.

Figure 6.12: A proposed crystallography VTF structure validation percentile plot
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Both KiNG and MolProbity have evolved beyond their original purposes into

very powerful and generally useful tools for visualization, analysis, and correction of

macromolecular structures. KiNG is a powerful and flexible scientific visualization

software package which has evolved into more than just a visualizer; it is an important

research tool which, due to its existing capabilities and ability to be extended, will

continue to shed new light on macromolecular structures. MolProbity’s popularity

and increasing usage have already had a dramatic effect on the quality of structures

being deposited, and we will keep pushing for this trend to continue, especially

through our efforts with PHENIX and the VTF recommendations.
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7

Conclusions and Future Directions

7.1 Conclusions

Throughout this document, I have detailed how my dissertation work enables the

building of better macromolecular structures. As I have described, my most impor-

tant contributions to the field of structural biology are the tools and methodologies

I have created. For protein loop/fragment analysis and fitting, I have created Jif-

fiLoop, a tool not only for modeling of loops, but also for classification of loops

and for diagnosis of modeling errors. I have shown how JiffiLoop can be used

for diagnosis and rebuilding of fragments in models from various sources, including

models from X-ray crystallography, NMR core models, and homology models. For

NMR data analysis, I have used our experience with visualization of validation indi-

cators as a guide to develop RDCvis, which has illuminated a number of mysteries

of how RDCs behave. I also showed how RDCvis is a powerful method for vali-

dation of NMR model agreement to RDC data. For working with RNA models, I

created RnaRotator for easier refitting of RNA backbone. Finally, I have con-

tributed greatly to the features and capabilities of two of the lab’s central software
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packages, KiNG and MolProbity, as well as incorporated much of our quality

analysis methods into the PHENIX crystallography package. Taken together, my

work provides several powerful and easy-to-use methods for structural biologists to

validate and improve the structures they create and use.

In the Richardsons’ lab, we believe strongly in looking at your structures. This

point of the importance of looking at structures was perhaps best illuminated by the

wildly diverse models we evaluated for CASP8 [94]; because we looked at many of

the models, it was often immediately obvious to us which models were clearly wrong

(e.g. chains stretched out with all sidechains exposed to solvent). If their creators

had simply taken 30 seconds to look at the models, they could easily have eliminated

the most egregiously-incorrect models, improving their ranking.

This concept of looking at your structures goes hand-in-hand with a central theme

of the lab and all of the tools I have developed—the theme of intelligence amplifi-

cation. Instead of making decisions for users, my tools make it easier for users to

make educated judgments about their structures. RDCvis and MolProbity have

multiple methods for interfacing with the programs, as well as different options for

presenting validation information about structures. JiffiLoop includes multiple

options for obtaining fragments, and it outputs several different formats all with

specific information about where the source loops came from (seldom true of such

libraries, unfortunately). KiNG has been made even more user-friendly, with many

of my enhancements making it easier to use KiNG to view and analyze structures.

Gratifyingly, the visualization and validation work developed in the Richardsons’

lab has recently gained more recognition in the field. This is clearly evident in

the recommendations by the VTF committees to the wwPDB, with several of our

methods strongly suggested for inclusion. It is important to remember that these

recommendations not be taken as final; when we develop new and improved ways of

validating structures, such as happened with my tools, there needs to be a way of
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updating and adding to the methods selected by the PDB.

7.2 Future Directions

Loop modeling, for all the work I and others have done, remains a very difficult

problem. I believe that we can still learn much from a careful analysis of specific

classes of loops, and I would like to continue this work, armed with all of the ex-

perience and tools I have amassed. A particularly interesting line, which I briefly

mentioned, would be to continue the analysis of loops above narrow pairs or wide

pairs of hydrogen bonds, particularly with the help of JiffiLoop.

I can envision a number of ways to improve JiffiLoop. First is a performance

issue: the current method of using JiffiLoop, while powerful, is unwieldy in terms

of speed and storage; one way to address this would be to trim or cluster the library

of fragments (such as by filtering out all ideal α helices). However, this has to be done

carefully to not remove the rarer conformations, which, as I showed in Chapter 2,

are interesting to analyze. Second, a detailed analysis of the JiffiLoop parameter

space could reveal a way of clustering the parameters. This could also be used to

filter the fragment libraries, but more importantly, I believe it would illuminate facts

about the underlying protein structures. Third, expanding the fragment libraries so

they contain sequence information, especially Gly and Pro, would be useful searching

for or clustering fragments based on key residues. Finally, it should be possible to

use the JiffiLoop system to create a more formal diagnosis tool for evaluating the

endpoints of gaps within structures; this could potentially be achieved by comparing

the numbers of fragments obtained by using multiple different endpoints near a

gap. This would especially help diagnose problems with insertions and deletions in

homology models.

RDCvis, while currently extremely powerful, needs a few improvements to help

speed its adoption into the field. Chief among those is the file format issue, which
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we may not be able to truly fix until the community as a whole makes some diffi-

cult decisions on file format standardization. Once the file format issue is resolved,

making RDCvis more accessible to the community would help significantly, such as

by incorporating it into MolProbity, or directly into NMR refinement packages.

Finally, we should conduct further analysis and discussions with the community to

determine the proper use of RDC data during refinement.

While I have made significant improvements in the E. coli ribosome structure,

it is still not as high quality as we would like. Obviously, I aim to continue fixing

errors in the proteins and RNA in the E. coli ribosome structure, but we also need

to start analyzing and correcting other low resolution structures. This will allow us

to further explore how our methods can be improved for analyzing low resolution

structures. As a start, for protein structures, we should develop an automatic way

of diagnosing and correcting the peptide flip errors I found. For RNA, we should

develop RnaRotator further by encouraging its use by the community, which in

turn should help suggest improvements to the RnaRotator interface and features.

Ultimately, I would like to see the RnaRotator tool incorporated into other more

powerful fitting tools, like Coot.

Because MolProbity is the best known interface for our lab’s software, incorpo-

ration of more of my tools and methods into it would help give better public access to

my work. This will require some significant rewriting of MolProbity, particularly

for better interpretation of NMR data types. Plans for this rewrite are already in

the works, including improved heavy atom-hydrogen bond lengths more consistent

with refinement packages, updates to all of our quality measures, and updates to

software and infrastructure to be able to handle the recommendations of the VTF

committees.

One desire common to all scientists is to create a lasting legacy in their field of

study; it is my hope that the tools I have created will continue to grow and be applied
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to improving the quality of macromolecular structures. One of the ultimate goals of

the Richardsons’ lab is to “put ourselves out of business”; if one day our validation

methods are no longer needed (i.e. all structures solved are high quality), then we

will have succeeded. I feel confident that my tools will help in achieving that goal.
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Appendix A

Supplemental Information

This chapter details supplemental information from three different areas of my work.

This includes some preliminary work I did in collaboration with Chittu Tripathy on

extending the JiffiLoop parameters to fitting of longer loops, a full listing of the

peptide flip errors I corrected in the E. coli ribosome, and a description of a plugin

for controlling KiNG with a Wii remote.

A.1 Fitting longer loops using JiffiLoop

As mentioned in Chapter 2, JiffiLoop was successful at finding fragments with the

correct conformation for relatively short gaps, but had difficulty for the longer gaps

(Table 2.2) in the RDC-EXACT core ubiquitin structure. In order to address this

problem for the NMR case, Chittu and I collaborated to develop a system to use

JiffiLoop to fit longer gaps. Similar to method used in Resolve [158], with loop

building libraries (Chapter 1), we devised an extension to the JiffiLoop parameters

so that it would be able to provide relatively small fragments which only match one

end or the other, removing the dependency of JiffiLoop on having two separate
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endpoint peptides. The drawback of not have two endpoint peptides is that the

fragments would extend in all directions, and would need extra filtering in order to

narrow down the search. To address this, we use RDCs to filter the fragments for

the best matches, and then I would run JiffiLoop on the ends of those matches to

continue growing the chain. This iterative process would continue until the loop was

closed. Our preliminary tests of this process are detailed here.

A.1.1 Extended JiffiLoop parameters

The extended JiffiLoop parameters, shown on an example fragment in Figure A.1,

consist of six angles, two pseudo-bond angles and four dihedral angles. Three angles

determine the relative orientation of the ‘starting pair’ (sp) of peptides, and three

determine the ‘ending pair’ (ep). The atoms used to define these parameters are

listed in Table A.1. Figures A.2 and A.3 shows the planes which determine the

dihedrals. In addition to the original four residues used to calculate the JiffiLoop

parameters, these extended parameters are calculated using an additional residue on

either side of the fragment.

Table A.1: Extended JiffiLoop endpoint peptide parameters defining atoms

Parameter Type Defining atoms
θsp pseudo-bond angle Cα0, Cα1, Cα2

Ωsp0 dihedral angle O0, Cα0, Cα1, Cα2

Ωsp1 dihedral angle Cα0, Cα1, Cα2, O1

θep pseudo-bond angle Cαn, Cαn+1, Cαn+2

Ωep0 dihedral angle COn, Cαn, Cαn+1, Cαn+2.
Ωep1 dihedral angle Cαn, Cαn+1, Cαn+2, On+1
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Figure A.1: Diagram of extended parameters for JiffiLoop for fitting from a
single end. The original JiffiLoop frame is also shown, with the arrow highlighting
the JiffiLoop endpoints of the fragment in purple outlines as a reference. The six
extra parameters are labeled with purple, and the important atoms for calculating
the parameters are shown in black.
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Figure A.2: Illustrations of the planes for the dihedrals for the starting pair of
peptides for the extended JiffiLoop system, rendered from KiNG.

Figure A.3: Illustrations of the planes for the dihedrals for the ending pair of
peptides for the extended JiffiLoop system, rendered from KiNG.
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In order to use this extended JiffiLoop parameter set, my software had to

be updated. First, the fraglibcreator tool was updated to generate fragment

libraries including this extended parameter set. All of the libraries generated from the

Top5200 include these parameters for each fragment. Second, JiffiLoop was also

updated to use these parameters, accessible with a ‘-stems’ flag. When JiffiLoop

is run with this flag, it calculates the angles for the two pairs of endpoint peptides

of a gap, and returns fragments with similar angles (± 5◦) to the corresponding pair

of peptides. So for the N-terminal end of a gap, JiffiLoop returns fragments for

which the ‘starting pair’ parameter matches, and similarly, ‘ending pair’ parameters

for the C-terminal end. The length of fragment to be returned by this mode is set

with the ‘-nomatchsize’ flag.

A.1.2 Using JiffiLoop to complete long loops

As a test example to test whether our approach would work in an ideal situation,

Chittu and I decided to try to recapitulate the conformation of a part of the 51-65

loop in the NMR 1d3z ubiquitin structure. Preliminary studies showed that model

8 of 1d3z yielded the most JiffiLoop fragments in this region, so we used model 8

as our test model.

For our experiment, I globally superimposed model 8 of 1d3z on the RDC-EXACT

core structure. I used JiffiLoop to simulate a gap from residues 54 to 65 and had it

return fragments of length 2, 3, and 4 that had similar starting pair parameters to the

two peptides spanning residues 52-53 and 53-54. As an example, Figure A.4 shows all

of the length 3 fragments; as expected, the fragments point in all different directions.

As an interesting aside, there do appear to be directions which are prohibited in this

set.

Once the fragments were obtained, RDC RMSD was used to filter them. As an

example, Figure A.5 shows the chart plotting CαHα RDC RMSD versus NH RDC
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Figure A.4: View of all length 3 fragments found by JiffiLoop using N-terminal
endpoint peptides in 1d3z NMR ubiquitin model, simulating a gap between 54-65.
NMR reference structure (model 8) is shown in green and JiffiLoop fragments in
transparent gray. Fragments found by JiffiLoop point in all directions, as expected.

RMSD for each length 3 fragment. Although the majority of the fragments have

high RDC RMSD, and therefore poor agreement to the data, gratifyingly, for each

set, there are at least a few examples which match the data (lower left corner) fairly

reasonably. Figure A.6 shows the conformations of the two best RDC RMSD scoring

fragments of length 3, and they appear to be fairly close to the reference NMR

model. This indicates that JiffiLoop could potentially successfully be used to fit

longer loops piecemeal, given a way to filter the fragments, whether it be electron

density, or RDCs, for example.
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Figure A.5: Chart plotting CαHα RDC RMSD vs NH RDC RMSD, for JiffiLoop
N-terminal endpoint fragments, length 3, for NMR ubiquitin model, simulating gap
54-65. JiffiLoop fragment data is plotted using blue crosses. The fragments have
a wide range of RDC RMSDs.
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Figure A.6: View of two JiffiLoop N-terminal endpoint length 3 fragments which
match RDCs most ideally in NMR ubiquitin model, simulating gap 54-65. Jif-
fiLoop fragments are shown in blue, reference NMR model 8 shown in green.
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Unfortunately, around the time of this work I was pulled in a different, more

compelling direction (namely RDCvis), so this promising initial result was not fol-

lowed up. Obviously, further testing is needed to see if complete long loops can

be successfully modeled using this method. With all my additional experience with

working with RDCs, we should be able to streamline some of the filtering steps to

make testing of this method easier.

A.2 Corrected beta peptide flips in E. coli ribosome

As detailed in Chapter 5, I diagnosed and corrected a total of 80 sets of incor-

rectly modeled β peptide flips in the large subunit of the E. coli ribosome structure.

Table A.2 lists all of the corrected sets of β peptide flips. The majority of these

examples have the characteristic three carbonyls pointed in the same direction, and

at least one Ramachandran outlier. The examples with more than three carbonyls

in a row are italicized, and examples with 5 carbonyls in a row are in bold. Since

these residue ranges were compiled by hand, they may be approximate. Two sets

of residue numbers are given, one corresponding to the actual residue numbers for

the proteins, as deposited in the PDB, and one corresponding to the working residue

numbers, as in our working model. They differ because our working model had all

the proteins of the large subunit in one chain, so each protein had to have a different

set of numbers.
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Table A.2: Table of corrected β flips in E. coli ribosome structure

Protein Residue numbers Working res numbers
L2 35-38 56-60 62-65 76-78 93-

95 103-106 109-111 139-142
35-38 56-60 62-65 76-78 93-
95 103-106 109-111 139-142

L3 9-12 52-55 105-110 143-
146 168-171 171-174 174-176
189-193

309-312 352-355 405-410
443-446 468-471 471-474
474-476 489-493

L4 9-14 41-44 44-47 68-71 94-97
146-149 152-154 187-189

609-614 641-644 644-647
668-671 694-697 746-749
752-754 787-789

L5 36-40 126-129 936-940 1026-1029
L6 6-10 14-17 43-46 82-86 92-95

96-98 111-114 167-170
1106-1110 1114-1117 1143-
1146 1182-1186 1192-1195
1196-1198 1211-1214 1267-
1170

L13 12-15 72-75 110-112 123-126 1512-1515 1572-1575 1610-
1612 1623-1626

L14 1-4 5-7 45-47 48-51 2001-2004 2005-2007 2045-
2047 2048-2051

L15 18-20 64-67 2218-2220 2264-2267
L16 12-15 34-37 58-61 71-74 133-

136
2412-2415 2434-2437 2458-
2461 2471-2474 2533-2536

L17 100-103 2700-2703
L19 19-21 24-26 49-52 61-64 80-

82 85-87
3219-3221 3224-3226 3249-
3252 3261-3264 3280-3282
3285-3287

L20 3-6 3403-3406
L21 90-92 97-99 99-102 3690-3692 3697-3699 3699-

3702
L22 2-4 95-97 4002-4004 4095-4097
L23 53-57 82-87 4253-4257 4282-4287
L24 80-84 100-102 4380-4384 4400-4402
L25 68-72 7068-7072
L27 32-35 66-69 75-79 5031-5034 5065-5068 5074-

5078
L28 15-18 32-35 75-77 5415-5418 5432-5435 5475-

5477
L30 2-4 7-9 5302-5304 5307-5309
L32 33-36 5533-5536
L35 20-23 5820-5823
L36 3-6 6-9 14-17 5903-5906 5906-5909 5914-

5917
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A.3 Controlling KiNG with a Wii controller

This section briefly details some preliminary tests I did with controlling KiNG using

a Nintendo Wii controller.

One lesson we learned from the development of KinImmerse [23] was that using

the 6 degrees-of-freedom wand for manipulation of structures was extremely powerful.

To try to emulate this feature in KiNG, I had prototyped using the mouse to do

rotation/translation of a structure for docking and superposition. Unfortunately, this

system proved to be very non-intuitive to use. Also, bringing the wand system out

of the DiVE into the realm of desktop computers would be prohibitively expensive.

Around this time, several videos by Johnny Chung Lee become available demon-

strating the power of the Wii remote controller (Wiimote) for applications other than

gaming. Using the Wiimote and some inexpensive extra hardware (mainly infrared

LEDs), he has created a interactive white board, and an extraordinarily powerful

head tracking system [104]. Since the Wiimote is readily available and fairly inex-

pensive, I decided to try to see if I could rig a system for controlling KiNG with the

Wiimote.

Considering its retail price, the Wiimote comes with an astounding number of

features. First, it has an infrared camera at the top of the controller which can keep

track of 4 separate infrared points, used by Johnny Lee for the interactive white

board and the head tracking. Next, it has a 3-axis linear accelerometer. Finally, and

most importantly for my purposes, it uses Bluetooth communication, meaning that

it is fairly easy to connect a Wiimote to a computer with a Bluetooth adaptor.

In short, I was able to successfully connect a Wiimote to KiNG and use it to

control some aspects of KiNG. This code, a plugin called moteking2, resides in

the sample plugins directory in Javadev in our subversion repository. [moteking,

also in sample plugins, was a first attempt using different libraries.] This plugin re-
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quires two publicly-available Java packages: WiiRemoteJ (currently at http://www.

world-of-cha0s.hostrocket.com/WiiRemoteJ/) for interfacing with the Wiimote,

and bluecove to communicate with Bluetooth, (http://bluecove.org). When ev-

erything is hooked up and working properly, a user can tilt the Wiimote and control

the direction and speed of rotation of the view in KiNG.

Unfortunately, there were a number of technical difficulties which prevented me

from expanding on this capability. First, the Wiimote seems to communicate only

with certain Bluetooth adaptors. The types of adaptors the Wiimote can successfully

communicate with are available online, but at the time I could only get the moteking2

plugin to work on Apple computers. Second, the Java code for interfacing with the

Wiimote and Bluetooth seemed to only work intermittently; for some reason when

I tried incorporating button presses or information from the infrared camera, things

would generally slow down or stop working altogether. Hopefully with new versions

of the libraries this will be fixed.

I can envision a number of expansions to this capability for KiNG to interact

with Wiimotes, which at first glance might seem gimmicky, but in reality could

provide a much improved user interface. First, it should be possible to incorporate

head tracking, so as a person moved his head around, the perspective of objects in

KiNG would change as one would expect in a 3D environment. Second, with the

release of the Wii Motion Plus, an extension to the Wiimote which allows 6 degrees-

of-freedom tracking, it should be possible to incorporate a more natural system for

moving structures. With two Wiimotes, it would even be possible to have both head

tracking and molecular manipulation at the same time.
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