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Abstract

In this thesis, we develop some Bayesian sparse learning methods for high dimen-

sional data analysis. There are two important topics that are related to the idea

of sparse learning – variable selection and factor analysis. We start with Bayesian

variable selection problem in regression models. One challenge in Bayesian variable

selection is to search the huge model space adequately, while identifying high poste-

rior probability regions. In the past decades, the main focus has been on the use of

Markov chain Monte Carlo (MCMC) algorithms for these purposes. In the first part

of this thesis, instead of using MCMC, we propose a new computational approach

based on sequential Monte Carlo (SMC), which we refer to as particle stochastic

search (PSS). We illustrate PSS through applications to linear regression and probit

models.

Besides the Bayesian stochastic search algorithms, there is a rich literature on

shrinkage and variable selection methods for high dimensional regression and clas-

sification with vector-valued parameters, such as lasso (Tibshirani, 1996) and the

relevance vector machine (Tipping, 2001). Comparing with the Bayesian stochastic

search algorithms, these methods does not account for model uncertainty but are

more computationally efficient. In the second part of this thesis, we generalize this

type of ideas to matrix valued parameters and focus on developing efficient variable

selection method for multivariate regression. We propose a Bayesian shrinkage model

(BSM) and an efficient algorithm for learning the associated parameters .
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In the third part of this thesis, we focus on the topic of factor analysis which has

been widely used in unsupervised learnings. One central problem in factor analysis

is related to the determination of the number of latent factors. We propose some

Bayesian model selection criteria for selecting the number of latent factors based on

a graphical factor model. As it is illustrated in Chapter 4, our proposed method

achieves good performance in correctly selecting the number of factors in several

different settings. As for application, we implement the graphical factor model for

several different purposes, such as covariance matrix estimation, latent factor regres-

sion and classification.
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1

Introduction

1.1 Motivation

With the increasing collection of vast quantities of data, it has become routine to

encounter high dimensional data sets in a rich variety of applications ranging from

genomics to marketing. For instance, one interest in genomics studies is to study the

relationship between the occurrence of a certain cancer with the measurements on a

large number p of genes. In general, a complicated model including many insignificant

variables may result in less predictive power, and it may often be difficult to interpret

the results, hence, it is desirable to have an accurate predictive model with a sparse

representation. The most common strategy in sparse learning for these regression

models is variable selection.

Due to the nature of intrinsic Bayesian penalty, Bayesian methods have been

widely used for variable selection in high dimensional cases. When p is moderate to

large, there is substantial uncertainty in variable selection, and Bayesian methods

have their advantages in allowing for this uncertainty in conducting predictions and

inferences about the important predictors. Bayesian model averaging can also be used

(Raftery et al., 1998) to obtain more realistic predictive intervals and potentially
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lowered mean square predictive error. To implement Bayesian variable selection,

one major difficulty is to obtain the posterior probabilities of the models. Many

papers have been focusing on developing efficient stochastic search algorithm based

on Markov Chain Monte Carlo (MCMC) method to explore the posterior space. Most

of the MCMC-based methods have their potential problems related to the stickiness

of the Markov chains. In order to obtain an alternative to the MCMC-based methods

for Bayesian variable selection, in Chapter 2 of this thesis, we proposed a novel

computational approach oriented in Sequential Monte Carlo method.

Along with the Bayesian variable selection literature, there is another rich liter-

ature that does not look at the uncertainty part but focus on sparse point estimate

methods, such as lasso (Tibshirani, 1996), the relevance vector machine (Tipping,

2001) and the elastic net (Zou and Hastie, 2005). In general. these sparse point

estimation approaches are more computationally efficient than the Bayesian stochas-

tic search algorithms and also do a good job in simultaneously selecting predictors

and estimating the coefficients. This type of methods has been referred as penal-

ized marginal likelihood methods by frequentists, while from a Bayesian perspective,

they can be unified by the global-local scale mixtures of normals framework with

each of them corresponding to different specification of priors for the parameters in

the modeling. In Chapter 3 of this thesis, we generalized this global local mixture of

normals framework to multivariate regression and introduced a Bayesian shrinkage

machine (BSM) for doing simultaneously variable selection across all the response

types under the multivariate regression setting.

Besides its advantages in supervised learning, sparse representation has also been

widely used in providing easy interpretable models for unsupervised learning, such as

dependence inference in both microarray-based gene expression studies and the study

of microeconomic behavior in economics. One common idea is to introduce a small

number of latent factors to model the variation in a high-dimensional variable. For

2



example, in economics application, asset returns are often modeled as functions of a

small set of latent factors. And as in gene expression profiling, these latent factors can

be interpreted as levels of “meta-genes” regulating a pathway. One problem in factor

analysis is the specification of the number of factors. In Chapter 4 of this thesis,

we developed a Bayesian model selection procedure via a graphical factor model to

estimate the number of latent factors from the observed data . As applications,

latent factor model has been widely used for covariance matrix estimation and linear

regression. In Chapter 5, we have applied our proposed graphical factor model to

a variety of applications ranging from the estimation of covariance matrix, linear

regression to classification.

In the following section, we introduce primary details about Bayesian variable

selection, penalized marginal likelihood method and latent factors analysis with brief

reviews of some literature in their fields.

1.2 Literature Review

1.2.1 Bayesian Variable Selection

Consider the general normal linear regression model

yn � θ0 � xnθ � εn (1.1)

where yn denote response variable(s) and xn � pxn1, . . . , xnpq1 denote a p� 1 vector

of candidate predictors for subject n, for n � 1, . . . , N . Without loss of generality,

assume that the observations are independent given the predictors and both yn xn

are standardized so that°N
n�1 xni
N

� 0,

°N
n�1 x

2
ni

N � 1
� 1,

°N
n�1 yn
N

� 0,

°N
n�1 y

2
n

N � 1
� 1 (1.2)

To define a Bayesian approach for variable selection, we consider the variable selection

problem as a model selection problem with each model Mγ being represented by

3



a vector of binary variables γi where γi=1 indicates predictor i is included in the

model. Let πpγq denote the prior probability of model γ. Updating this prior with

information in the data y1:N=tyiuNi�1 with X1:N=txiuNi�1, one obtains

πpγ |y1:N ,X1:Nq � πpγqLpy1:N ;γ,X1:Nq°
γ�PΓ πpγ�qLpy1:N ;γ�,X1:Nq (1.3)

with Lpy1:N ;γ,X1:Nq �
³
Lpy1:N ; θγ ,X1:Nqdπpθγq the marginal likelihood under

model γ, and Lpy1:N ; θγ ,X1:Nq the likelihood of y1:N conditional on the predic-

tors X1:N under (1.1). Expression (1.3) describes the posterior probabilities for each

of the candidate models, with these posterior probabilities providing weights to be

used in model averaging or a means by which to conduct Bayesian variable selection.

In particular, if the goal is to select a single “best” model, then there are two

approaches that are typically used. The first approach is that of 0-1 loss function

in which a loss of 1 is accrued if an incorrect model is selected and it is assumed

that the true model is one of those in the list Γ, then the model with lowest Bayes

risk corresponds to the highest posterior probability model. Examining expression

(1.3), the posterior probability of model γ is proportional to the prior probability

multiplied by the marginal likelihood under that model. Due to the intrinsic Bayesian

penalty for model dimension (Jefferys and Berger, 1992), the posterior distribution

will tend to favor a parsimonious model. However, there are two major problems

that arise in selecting the highest posterior probability model when 2p is large. First,

the number of models that need to be visited in calculating the denominator in (1.3)

rapidly becomes prohibitively large as p increases, and hence it becomes difficult to

accurately estimate πpγqLpy1:N ;γ�,X1:Nq. Second, even if an exact estimate could

be obtained, no model will dominate in large model spaces, and it tends to be the

case that many models have similar posterior probabilities to the best model.

To address these problems, it has become common to instead select predictors

4



based on thresholding of the marginal inclusion probabilities (MIPs), defined as

ζj � P pγj � 1 | y1:N ,X1:Nq �
¸
γ :γj�1

πpγ | y1:N ,X1:Nq (1.4)

for the jth predictor, j=1, . . . , p. The MIPs provide a weight of evidence that a given

predictor should be included adjusting for uncertainty in the other predictors in the

model, and hence provide a useful basis for inferences. Barbieri and Berger (2004)

showed that for a sequence of nested models, the optimal predictive model under

quadratic loss often corresponds to the median probability model, which includes all

predictors having MIPs above 0.5. Because it is often not feasible to visit more than

a small fraction of the models in Γ in estimating the MIPs, it is important to develop

algorithms that efficiently find regions of Γ containing high posterior probability

models, with such models also tending to have high marginal likelihoods unless the

prior is overly informative.

George and McCulloch (1993) proposed a stochastic search variable selection

(SSVS) algorithm for normal linear regression using Gibbs sampling to search Γ for

high posterior probability models. Their approach relies on a mixture of a low and

high variance normal prior centered at zero for each of the regression coefficients,

with the low variance component corresponding to a predictor being effectively ex-

cluded due to the coefficient being close to zero. However, in many applications,

this approach is subject to very slow mixing of the Gibbs sampler and hence poor

computational efficiency (George and McCulloch, 1997). As reviewed in George

and McCulloch (1997), alternative methods are proposed to improve the perfor-

mance of SSVS by Geweke (1996); Carlin and Chib (1995); Green (1995). As noted

in Liu et al. (1994), an effective strategy for improving efficiency of MCMC al-

gorithms is marginalization. The more efficient available SSVS algorithm (to our

knowledge) relies on marginalizing out the regression coefficients in updating the

variable inclusion indicators (George and McCulloch, 1997). In particular, this al-
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gorithm iteratively samples the variable inclusion indicator for the jth predictor, γj,

from its Bernoulli full conditional posterior distribution given the other predictors

in the model, γp�jq � tγl : l � j, l � 1, . . . , pu, for j � 1, . . . , p. However, it still

suffers the poor mixing problem when the covariates are highly correlated. Other

advanced Bayesian stochastic search algorithm include adaptive MCMC (Nott and

Kohn, 2005), Swendsen-Wang algorithm (Nott and Green, 2004), Bayesian adaptive

sampling algorithm (Clyde et al., 2010) and etc.

1.2.2 Penalized Optimization Methods

Unlike Bayesian variable selection approach where they treat the variable selection

problem as a model selection problem. Another group of literature start with taking

the variable selection as an estimation problem. Consider the coefficient estimation

in Model (1.1), letting θ̂, the ordinary least square (OLS) estimate is defined by

θ̂ � arg min

#
Ņ

n�1

pyn � xnθq2
+
. (1.5)

When p is moderate to large in normal linear regression model (1.1), OLS estimate

often has poor prediction performance in the large p and small n setting and it lacks

of ability to provide a sparse representation of the model. To solve these problems,

some literature started with proposing penalized least square methods to improve

OLS, where the estimator θ̂ is chosen to minimize

lpθq �
Ņ

n�1

pyn � xnθq2 � ψpθq (1.6)

for some regularization penalty ψp�q. Choosing ψp�q as the L2 norm of the euclidean

space <p�1 for the coefficients θ, Hoerl and Kennard (2000) proposed ridge regres-

sion which achieves better performance than OLS through a bias-variance trade-off.

However, due to the smoothness of the L2 norm, it always keeps all the predictors in

6



the model still resulting in lack of ability of producing parsimonious model. In order

to obtain continuous shrinkage and automatic variable selection simultaneously, Tib-

shirani (1996) first introduced the L1 penalty (ψpθq � λ
°p
i�1 |θi|) on the regression

and proposed the technique least absolute shrinkage and selection operator (lasso).

Efron et al. (2004) introduced a new model selection algorithm which provides a

highly-efficient method for calculating all possible lasso estimates for a given prob-

lem. As it is shown in Donoho and Elad (2002); Donoho and Huo (2002), this L1

penalty approach is able to discover the right sparse representation of the model

under a certain set of conditions.

Although lasso has many successful accomplishments as an automatic variable

selection procedure, it does have some limitations and it often fails in the multi-

collinearity cases. For example, in the case where the covariates are highly corre-

lated, lasso tends to select only one variable out of the correlated variables without

caring about which one is slected. Aiming at fixing some potential problems of lasso,

Zou and Hastie (2005) proposed the Elastic Net method where they instead chose a

mixture of L1 and L2 penalties as ψpθq in (1.6). This novel mixed penalty preserves

the good properties of lasso and has its own advantages in doing group selection in

multicollinearity cases.

Despite of the short coming of L1 penalty but motivated by its promising feature,

a rich literature has appeared to discuss use of L1 penalty into various modelings.

A straightforward extension lies on the application in multivariate regression. In

multivariate regression, one has matrix-valued coefficient matrix as the parameter,

with rows corresponding to responses and columns to covariates. In order to induce

sparsity in this matrix, Peng et al. (2009) proposed a penalized marginal likelihood

method that relies on a mixture of L1 and L2 penalties on the rows of the matrix.

Obozinski et al. (2011) did a detailed investigation of the use of block L1{L2 penalty

for the coefficient matrix. Rather than imposing the penalties on the elements in the

7



matrix directly, Yuan and Lin (2006) proposed a method called factor estimation and

selection where they instead impose the penalty on the eigenvalues of the coefficient

matrix.

Not limited to the application to linear regression models, the L1 penalty has also

been applied to graphical models to achieve desirable sparsity and interpretability

in the dependence learning. Meinshausen and Buhlmann (2006) proposed a neigh-

borhood selection scheme with lasso for consistently estimating sparse conditional

independence structure among multivariate normal variables. And Friedman et al.

(2008) developed a efficient computation algorithm for estimating sparse graphs by

applying lasso penalty to inverse covariance matrix. As for another example, Witten

and Tibshirani (2009) propose a covariance-regularized regression and classification

method based on a general Lp penalty.

For all the methods listed here, despite of which specific model they are con-

sidering, they are all sharing the common idea of utilizing some additional con-

strains/penalty on the model space. For a Bayesian perspective, this can be inter-

preted as the specification of prior distribution over the parameter space

πpθq9 expt�1

2
ψpθqu. (1.7)

For instance, lasso can be considered as placing a double exponential prior over the

coefficients θ, and it can be unified by the framework of global-local scale mixtures

of normals (Polson and Scott, 2010) for regression models:

pyn | θq � N px1nθ, σ2q

pθi | τ 2, φiq � N p0, τ 2φiq

φi � πpφiq

pτ 2, σ2q � πpτ 2, σ2q (1.8)

where φi is a local variance component specific to each of the covariate i while τ 2
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controls the global variance. With different choices of the local variance distribution

πpφq, this global-local scale mixture of normals (1.8) comprises a subset of existing

works including

1. The relevance vector machine (Tipping, 2001) : πpφiq is chosen as a inverse

gamma distribution.

2. Lasso/Bayesian Lasso, see Tibshirani (1996); Park and Casella (2008); Hans

(2009): with πpφiq being an exponential mixing density.

3. Normal/exponential-gamma, see (Griffin and Brown, 2005): with πpφiq follow-

ing a exponential mixing density with the a second level gamma prior on the

exponential rate parameter. Hence, one has πpφiq � p1� φiq�pc�1q.

4. Normal/gamma and normal/inverse-Gaussian, see (Caron and Doucet, 2008;

Griffin and Brown, 2010): characterized πpφiq by gamma and inverse-Gaussian

mixing densities respectively.

5. Horseshoe prior, see (Carvalho et al., 2009): πpφiq has an inverted-beta distri-

bution IBp1
2
, 1

2
q.

Properties of this global-local scale mixtures of normals framework, such as tail

robustness and predictive efficiency, have been studied in Polson and Scott (2010).

1.2.3 Latent Factor Model

As it has been mentioned in the previous section, another common strategy for

sparse learning in high dimensional cases is factor analysis. Define zn as a p dimen-

sional continuous variable that has been centered by subtracting the mean following

standard practice. The usual latent factor model is often parameterized as

zn � Ληn � εn, εn � Np0,Σq, n � 1, . . . , N, (1.9)
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where Λ is a pp � 1q � k factor loadings matrix with k ! p � 1, ηn � Nkp0, Ikq
are the latent factors and Σ = diagpσ2

1, . . . , σ
2
p�1q is the covariance matrix for the

idiosyncratic error εn. The elements of zn are conditionally independent given the

latent factors ηn but marginally dependent with covariance matrix Ω = ΛΛ1 �Σ.

The ideas of sparse learning for the latent factor models come from two aspects:

1. controlling the dimensionality of the p� k loadings matrix Λ such that k ! p,

2. introducing zero elements into the loadings matrix Λ.

By controlling the dimensionality of the loadings matrix Λ, one can obtain a global

dimension reduction effect. For certain circumstances, such as the gene expression

profiling, under the belief that each of variables (genes) in zn only depends on a

small fraction of the latent factors, it is reasonable to impose sparsity in the loadings

matrix, so that there are very many elements of the tall, thin matrix Λ that are

equal to zero. Hence, we can introduce local sparsity into the modeling. Assume

the locations of these zero elements are unknown and the number of columns of

Λ having at least one non-zero element is also unknown, it leads to a massive-

dimensional model selection problem. Some papers are focusing on stochastic search

algorithms that can be used to attempt to rapidly identify high posterior probability

models using MCMC or population MC algorithms (West, 2003; Lucas et al., 2006;

Carvalho et al., 2008; Ghosh and Dunson, 2009). In most of these sparse factor

learning methods, they often assume the crucial parameter - the number of latent

factors – as fixed and focusing on sparse learning algorithms for learning the sparsity

in the loadings matrix. The determination of the number of latent factors based

on a variety of model selection criteria have been considered in some papers, such

as Minka (2001); Bai and Ng (2002); Onatski (2005). In order to avoid conducting

formal Bayesian model selection by instead utilizing shrinkage priors that can result

in a lower rank representation for the factor loadings, Bhattacharya and Dunson
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(2010) proposed an novel sparse infinite factor model which can automatically select

the number of factors needed. There are also some other papers that focus on using

nonparameteric approaches for inferring the number of latent factors, for example,

in Chen et al. (2010).

As an important application, latent factor model has been widely used in covari-

ance matrix estimation. In the high dimensional analysis community, along with the

general variable selection problem for Model (1.1), estimation of high-dimensional

covariance matrices is another common focus in applications ranging from inference

on gene networks to optimization of portfolio allocations in econometrics. When the

dimension p is very high, it is well known that the typical empirical covariance ma-

trix estimate can have very poor performance (Johnstone, 2001). A rich variety of

methods have been proposed that use regularization and shrinkage of the covariance

matrix to stabilize estimation, reduce mean square error and obtain a sparse estimate

that allows zeros off-diagonal elements or zeros in parameters within a decomposi-

tion of the matrix. Furrera and Bengtsson (2007) consider a tapering approach where

they shrink some of the off-diagonal elements to zero in the sample covariance matrix.

Wu and Pourahmadi (2003) propose a banding procedure on the Cholesky decompo-

sition, while Bickel and Levina (2008) carefully consider the consistency of tapering

and banding estimators. Other articles focus on imposing an L1-type penalty either

directly on the entries of the covariance matrix or to coefficients in a decomposition.

Witten and Tibshirani (2009) propose a covariance-regularized regression and classi-

fication method based on a general Lp penalty. Compared with those methods, latent

factor model provides a low rank approximation of a large scale covariance matrix

and it is related to a set of articles, including Zou et al. (2006), Shen and Huang

(2008), Witten et al. (2009) and Johnstone and Lu (2009), which mainly focused on

its mathematical analogue - sparse principal component analysis.

By joint modeling zi=pyi,x1iq1 in Model (1.9), factor model can be applied for
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linear regression problems as well. Defining a partition of the covariance matrix as

Ω �
�

Ωyy Ωyx

Ωxy Ωxx




for the latent factor regression model (5.5), we have Epyi | xiq = x1iβ while β =

Ω�1
xxΩxy. Based on multivariate normal theory, the entries of Ω�1

xx that are equal to

zero correspond to pairs of variables that are conditionally independent, given all

of the other features in the data. Non-zero entries of Ω�1
xx correspond to non-zero

partial correlations. This feature gives an alternative to perform regularization of

least squares regression by shrinking the matrix Ω�1
xx . Witten and Tibshirani (2009)

proposed a general approach to shrinkage of the inverse covariance matrix Ω�1
xx . This

is also conceptually related to the approach of Bhattacharya and Dunson (2010)

where they utilized shrinkage priors that can result in a lower rank representation

for the factor loadings hence the matrix Ω�1
xx . Good prediction performances provided

by those works support the idea of using latent factor model to perform dimensional

reduction in high dimension regression setting.

1.3 Dissertation Outline

In this thesis, we consider several sparse learning algorithms for high dimensional

data analysis that are related to the topics that we reviewed before.

In Chapter 2, we focus on Bayesian stochastic search algorithm for variable selec-

tion in regression models. As it is mentioned in Section (1.2.2), one challenge is to

search the huge model space adequately, while identifying high posterior probability

regions. In the past decades, the main focus has been on the use of Markov chain

Monte Carlo (MCMC) algorithms for these purposes, such as the SSVS algorithm

introduced in Section (1.2.2). In that Chapter, we propose a new computational

approach based on sequential Monte Carlo (SMC), which we refer to as particle
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stochastic search (PSS). We illustrate PSS through applications to linear regression

and probit models.

As it is shown in Section (1.2.1), there is a rich literature on penalized marginal

likelihood methods for high-dimensional regression and classification with vector-

valued parameters, with the relevance vector machine (RVM) providing one widely-

used example. In multivariate regression, one instead has matrix-valued parameters,

with rows corresponding to responses and columns to covariates. In incorporating

sparsity and shrinkage for such matrices, it is appealing to maintain the matrix

structure, allowing dependence in shrinkage within rows and columns. To address

this, in Chapter 3, we propose a scale mixture of matrix normal priors to induce a

Bayesian shrinkage machine (BSM) for multivariate regression. A fast algorithm is

developed for efficient learning, and BSM is shown to yield excellent performance in

both simulated examples and a real application.

In Chapter 4, we introduce the graphical factor model associated some model cri-

teria for the determination of the latent factors for the observed data. Efficient com-

putational algorithm has been developed for the parameter learning in this model. As

for applications, in Chapter 5, we illustrate the performance of the proposed methods

through both simulation studies and real examples in various settings, ranging from

covariance matrix estimation, linear regression to classification.
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2

Bayesian Variable Selection via Particle Stochastic
Search

In this chapter, we propose a sequential Monte Carlo (SMC) approach for obtaining

a sampling-based approximation to the posterior distribution of γ, providing an al-

ternative to SSVS and other MCMC-based methods. Although SMC is commonly

used for dynamic models, the application to static models was initially proposed by

Chopin (2002), with Del Moral et al. (2006) providing a general methodology. How-

ever, there has been limited work on the use of SMC for model selection. Chopin

(2007) used SMC for model choice in hidden Markov models. Toni et al. (2009)

proposed an approximate Bayesian computation method for model selection in dy-

namical systems using SMC. Zhang et al. (2007) proposed an SMC-type sequential

optimization approach for variable selection, though their approach does not accom-

modate uncertainty in the selection process.

Our proposed particle stochastic search (PSS) algorithm relies on introducing

a sequence of particle approximations to the partial posterior distributions tπpγ |
y1:n,X1:nquNn�1, with the particles sequentially updated through rejuvenating and

reweighing operations as subjects are added to the data set. By adding data sequen-
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tially, we initially allow faster exploration of the model space, as the partial posteriors

will be effectively annealed relative to the eventual target. In addition, the algorithm

can take advantage of distributed computing on a cluster for more rapid computa-

tion. In the sequel, we provide details on the PSS approach and compare it to MCMC

algorithms in linear and Probit regression.

2.1 Particle Stochastic Search

Due to the dimensionality problem mentioned above, we focus primarily on obtaining

accurate estimates of the MIPs, though the proposed algorithm can also be used to

identify high posterior probability models, as we illustrate in Section 2.2.

2.1.1 Sequential Monte Carlo for Variable Selection

Sequential Monte Carlo (SMC) relies on a discrete approximation to the posterior

distribution

πpγ | y1:n,X1:nq � gpγ; tγnm, wnmuMm�1q �
M̧

m�1

wnmδγnmpγq, (2.1)

where tγnmuMm�1 is a collection of particles, δγ denotes a degenerate distribution with

all its mass at γ, and wnm is the probability on particle γnm.

Assuming the marginal likelihood πpγ | y1:n�1,X1:n�1q is available. Based on the

theory of importance sampling (e.g Liu, 2001, Ch.2), given a particle approximation

gpγ; tγn�1
m , wn�1

m uMm�1q to the partial posterior distribution πpγ | y1:n�1,X1:n�1q, one

can obtain a particle approximation gpγ; tγnm, wnmuMm�1q to the partial posterior distri-

bution πpγ | y1:n,X1:nq by propagating the particles γnm � γn�1
m and using modified

weights

wnm � πpγnm | y1:n,X1:nq
πpγn�1

m | y1:n�1,X1:n�1qw
n�1
m , m � 1, . . . ,M. (2.2)
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One can start by drawing γ0
m � πpγq, m � 1, . . . ,M , choosing equal weights

tw0
m � 1{MuMm�1 to obtain the initial approximation, and then apply (2.2) re-

cursively to obtain a particle approximation (2.1) for the posterior distribution

πpγ | y1:N ,x1:Nq. However, this sequential weight-updating step has the problem

that after several iterations, fewer and fewer particles maintain significant weights.

To address this degeneracy problem, a common strategy is to remove particles with

very low weights by weighted resampling from tγn�1
m uMm�1. Unfortunately, resampling

does not introduce new particles, so this approach leads to few particles having very

high weight.

Let Kpγ� | γq denote a transition kernel with invariant probability distribution

πpγ | y1:n,X1:nq,

πpγ� | y1:n,X1:nq �
»
Kpγ� | γqπpγ | y1:n,X1:nqdγ. (2.3)

Given an initial particle approximation gpγ; tγm, wmuMm�1q, one can use the modified

approximation
°M
m�1wmKpγ�m | γmq. To draw samples from this approximated

distribution, one can first draw a set of indicators tImuMm�1 indicating which γm

should be used for the generation of γ�m, and then sample γ�m from Kpγ�m | γImq.
The first stage is effectively resampling and the second step allows the generation of

fresh particles (Pitt and Shephard, 1999; MacEachern et al., 1999; Carvalho et al.,

2010), We consider the following choices of the transition kernel Kpγ� | γq:

1. Metropolis Hasting kernel:

(a) Generate a candidate γ� from probability distribution qpγ�;γq.

(b) Accept the candidate γ� with probability

αpγ,γ�q � min

"
1,
qpγ;γ�q
qpγ�;γq

Lpy1:n;γ�,X1:nqπpγ�q
Lpy1:n;γ,X1:nqπpγq

*
. (2.4)
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2. Gibbs sampling transition kernel: Let γpjq = pγ1, . . . , γj�1, γj�1, . . . , γpq, and

τ=pτ1, . . . , τpq denote some permutation of t1, 2, . . . , pu. Then for j = τ1, τ2,

. . ., τp:

pγj | γpjqq � Bernoullipp̂jq (2.5)

with

p̂j � πpγpjq, γj � 1 | y1:n,X1:nq
πpγpjq, γj � 0 | y1:n,X1:nq � πpγpjq, γj � 1 | y1:n,X1:nq .

In order to introduce more fresh particles which have less dependence with the

previous particles, we can use strategies commonly used for improving the conver-

gence of MCMC. For example, one can use a blocked Gibbs sampling transition

kernel. In the following algorithm, the Metropolis Hastings kernel is applied within

a particle iteratively p times.

In choosing between transition kernels, a useful measure of the efficiency is the

effective sample size (ESS), defined as

ESSpNq � N

1� varpwq , (2.6)

with varpwq the variance of the importance weights with respect to the proposal dis-

tribution. The ESS(N) provides an estimate of the number of independent samples

from the target probability measure, which would provide the same estimation pre-

cision as the particle approximation. It is common to only resample when ESS(N)

becomes low.

We propose an alternative PSS algorithm 1 as listed. Del Moral et al. (2006)

proposed alternatives to sequential adding of observations. For simplicity and to

facilitate extensions, we do not consider such approaches here.
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Algorithm 1 Particle Stochastic Search algorithm for normal linear regression

Input: Normalized data set: txn, ynuNn�1.
1: Initialization: Start with sampling the particles tγ0

muMm�1 from the prior distri-
bution πpγq.

2: for nÐ 1 to N do
3: add the nth observation pyn,xnq and cycle through
4: Reweighting: update the weights of the particles:

wnm9Lpyn;γnm,xnqπpγnq � wn�1
m (2.7)

and set γnm=γn�1
m for m=1, . . . ,M .

5: Calculate the ESS(M) (2.6) based on the updated weights.
6: if ESS  M{2 then
7: (Resample) Resample tγnmuMm�1 with replacement using weights twnmuMm�1

using an efficient sampling strategy. Reset the weights twnmuMm�1 to twnm �
1{MuMm�1.

8: (Rejuvenation) For any m, replace γnm with a sample from Knpγ,γnmq where
Knp� | γq defines a transition kernel with invariant probability distribution
πpγ | y1:n,X1:nq.

9: end if
10: end for

2.1.2 Generalization to Latent Variable Models

For the normal linear regression model, the marginal likelihood is available in closed

form when πpθγq is chosen as a multivariate normal-gamma prior. However, for

generalized linear models, the marginal likelihood is typically analytically intractable.

Albert and Chib (1993) and Holmes and Held (2006) demonstrated auxiliary variable

approaches for binary regression models. In this section, we describe the modification

of the auxiliary variable approach to our PSS algorithm.

To begin, consider a probit regression model

yi � BernoullipΦpηiqq, ηi � xiβ, β � πpβq, (2.8)

with Φp�q the cumulative distribution function of a standard normal random variable.

A well known augmented formulation for Model (2.8) is

yi �
"

1 zi ¡ 0
0 otherwise

, zi � x
1

iβ � εi, εi � Np0, 1q, β � πpβq. (2.9)
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The advantage of (2.9) is that, for Gaussian πpβq, we can obtain the marginal

likelihood conditionally on the latent variables z but marginalizing out β. Thus, we

can extend our PSS algorithm to probit regression models by including the model

index γ and the latent variables z within the particles.

Theorem 1. (Liu (2001)) Let π0px, yq and π1px, yq be two probability densities,

where the support of π0 is a subset of the support of π1. Then,

varπ1

"
π0px, yq
π1px, yq

*
¥ varπ0

"
π0pxq
π1pxq

*
, (2.10)

where π1pxq=
³
π1px, yqdy and π0pxq=

³
π0px, yqdy are marginal densities.

Based on Theorem 1, we should obtain better performance of the PSS method

by avoid putting in the regression parameters specific to each model within the par-

ticles and instead marginalizing out these parameters. Marginalization is a common

technique for reducing autocorrelation in MCMC algorithms; for example, refer to

Holmes and Held (2006) in the setting of SSVS using data augmentation in binary

response models.

Let Knpz�1:n,γ
� | z1:n,γq denote a transition kernel with invariant distribution

πpz1:n,γ | y1:n,X1:nq which can be factorized as

Knpz�1:n,γ
� | z1:n,γq � Kγ

npγ�, | z�1:n,γqKz
npz�1:n | z1:n,γq. (2.11)

We consider the following choice of Knpγ�, z�1:n | z1:n,γq

1. Gibbs sampling kernel:

Kz
npz�1:n | z1:n,γq � ppz�1 | z2:n,γ,y1:n,X1:nq

n¹
i�2

ppz�i | z�1:pi�1q, zpi�1q:n,γ,y1:n,X1:nq.(2.12)

For probit regression models with a Gaussian prior, we can directly sample from

ppz�i | z�1:pi�1q, zpi�1q:n,γ,y1:n,X1:nq which is a truncated normal distribution.
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2. Gibbs sampling or Metropolis Hasting kernels for Kγ
npγ� | z�1:n,γq as in Section

2.1.1.

Algorithm 2 Particle Stochastic Search algorithm for Probit regression

Input: Normalized data set: txn, ynuNn�1.
1: Initialization: Start with sampling the particles tγ0

muMm�1 from the prior distri-
bution πpγq.

2: for nÐ 1 to N do
3: add the nth observation pyn,xnq and cycle through
4: Reweighting: update the weights of the particles:

wnm9Lpyn; zn�1
1:n�1,m,γ

n�1
m ,xnq � wn�1

m (2.13)

and set pzn1:n�1,m,γ
n
mq=pzn�1

1:n�1,m,γ
n�1
m q for m=1, . . . ,M .

5: Propagating: Sample the next latent variable zn for each particle m:

pznn,m | zn1:n�1,m,γ
n
m, yn,xnq � ppzn | zn1:n�1,m,γ

n
m, yn,xnq (2.14)

with the particle system updated to tzn1:n,m,γ
n
m, w

n
muMm�1.

6: Calculate the ESS(M) (2.6) based on the updated weights.
7: if ESS  M{2 then
8: (Resample) Resample tzn1:n�1,m,γ

n
m, w

n
muMm�1 with replacement using weights

twnmu based on an efficient sampling strategy. Reset the weights twnmuMm�1

to twnm � 1{MuMm�1.
9: (Rejuvenation) For any m, replace pzn1:n,m,γ

n
mq with a sample from a tran-

sition kernel with the invariant distribution πpz1:n,γ | y1:n,X1:nq.
10: end if
11: end for

Compared with MCMC, PSS has the advantage of avoiding mixing problems, such

as a tendency to remain for long intervals within a local region of the model space

Γ. However, the tradeoff in SMC algorithms such as PSS is the risk of degeneracy

and the potential need to use enormous numbers of particles to obtain an accurate

approximation. It is straightforward to extend PSS beyond linear regression and

probit models to other models in which marginal likelihoods are available analytically

after augmentation. For example, the nonparametric mixture regression models of

Chung and Dunson (2009) fall in this class.
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2.1.3 Prior Specification and Extensions

The PSS algorithms described above assume that the marginal likelihood Lpy1:N ;γ,

X1:Nq can be obtained in closed form, which places some constraints on the priors that

can be considered. For example, in normal linear regression, we have assumed that

a multivariate normal-gamma joint prior is placed on the regression coefficients and

residual precision. This is a standard choice in the literature. SSVS algorithms that

rely on marginalizing out the model parameters also require a closed form marginal

likelihood, so have similar restrictions on the prior. For both PSS and SSVS, the class

of priors and models that can be considered can be expanded by using approximations

to the marginal likelihood, such as Laplace.

There are some disadvantages of the multivariate normal-gamma prior, such as

lightness of the tails leading to lack of robustness. A number of alternative priors

have been proposed, which place hyper-priors on one or more parameters in the

multivariate normal-gamma prior. One example is the mixture of g-priors considered

in Liang et al. (2008). In MCMC-based SSVS algorithms, it is straightforward to

include hyper-priors on parameters that are common to the different models, and then

update these parameters in separate steps from the model index updating steps. In

PSS, we can similarly allow richer classes of priors by including the hyper-parameters

ψ common to the different models directly in the particles along with the model index

γ. The algorithm would remain essentially the same as described above, but in the

rejuvenation step we would need to apply an invariant transition kernel for the joint

posterior of pγ, ψq. For example, we could use a Gibbs transition kernel.

2.1.4 Bayesian Inference from the Particles

As described in Section 1, there are a variety of approaches available for selecting

predictors based on posterior model probabilities, with our emphasis here being on

the median probability model that selects those predictors having marginal inclu-
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sion probabilities (MIPs) greater than 0.5. However, in many applications it is not

necessary to formally select predictors and may be more useful to present a ranked

list of the predictors having the highest MIPs along with their MIPs. As the MIPs

provide a weight of evidence that a variable should be included as a predictor, such

a summary provides more information than simply a list of selected predictors.

After obtaining a particle approximation gpγ; tγNm, wNm � 1uMm�1q to the complete

posterior distribution πpγ | y1:N ,X1:Nq over the model space using PSS, the MIP for

the jth predictor can be estimated as

ζ̂j � 1

M

M̧

m�1

1pγNm,j � 1q. (2.15)

After selecting a model based on thresholding of the estimated MIPs, the posterior

distribution of the coefficients and residual variance in the selected model can be

obtained easily.

2.2 Examples

2.2.1 Normal Linear model

We illustrate PSS and compare results to SSVS using simulated examples with the

first example taken from George and McCulloch (1997). To calculate the marginal

likelihood Lpy1:N ;γ,X1:Nq in both methods, we use a simple multivariate normal-

gamma prior distribution for θγ , which includes both the regression coefficients βγ

and the residual precision σ�2 in the linear regression case,

pβγ | σ2,γq � Np0, σ2Iγq, pσ2 | γq � IGppγ{2, pγλγ{2q,

with λγ=s2
LS equal to the classical least square estimate of σ2 based on the full model

as an empirical Bayes approach to set the scale (George and McCulloch, 1997). In

addition, we assumed that the elements of γ are iid Bernoulli(0.5) in order to assign

equal prior probability to inclusion or exclusion of each predictor.
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Algorithms that efficiently discover models with high log-marginal likelihoods

will also tend to find models with high posterior probabilities, because the posterior

probability is proportional to the prior probability times the marginal likelihood.

Hence, we record the log marginal likelihoods of the models visited by PSS and

SSVS as one measure of performance, while also estimating MIPs for each of the

predictors and the median probability model. Ideally, the MIPs would be close to

one for predictors that should be included and close to zero for predictors that should

be excluded. However, when important predictors are highly correlated, the MIPs

for these predictors will tend to be substantially less than one and may even be less

than 0.5. Bayesian variable selection automatically attempts to find a parsimonious

model that has good predictive performance, and from this perspective it is often

optimal to select one of a correlated set of predictors. The outcomes from all the

simulations below are standardized to have mean 0 and unit variance.

Example 1

Generate Z1, Z2, . . ., Z15, Z from N100p0, Iq, and set the covariate Xi to sat-

isfy Xi=Zi+2Z for i=1,3,5,8,9,10,12,13,14,15 with X2=X1+0.15Z1, X4=X3+0.15Z4,

X6=X5+0.15Z6, X7=X8+X9-X10+0.15Z7 andX11=X14+X15-X12-X13+0.15Z11. The

regression coefficients are β= (1.5, 0, 1.5, 0, 1.5, 0, 1.5, 1.5, 0, 0, 1.5, 1.5, 1.5, 0, 0)
1
.

The final observation variables are drawn from yi � Npx1

iβ, σ
2q with σ2=2.5. Under

this construction, there is a strong multicollinearity among the predictors and the

correlations between Xi and Xi�1 are as high as 0.998.

We start with this simple example in order to test the performance of PSS in a case

in which the true posterior model probabilities and marginal inclusion probabilities

(MIPs) can be calculated precisely. As there are 215 � 32, 768 models in Γ in this

case, it is feasible to calculate the marginal likelihood for every model in the list. For

a short run, we set the initial number of particles for PSS to be M=1000. However,
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our hope is that we can still obtain reasonably accurate estimates of the MIPs and

identify many of the top posterior probability models based on a modest number of

particles. SSVS also typically relies on many fewer samples than there are models in

Γ. Matching implementation time approximately, we ran SSVS for 5000 iterations.

We obtained 50 simulation replicates in order to judge performance across many

data sets. For each simulation, both PSS and SSVS found the true highest posterior

probability model. Since the true MIPs can be obtained in this case, we can calculate

root mean square errors (RMSE) of the estimated MIPs and other summaries of

performance. Let pγEpαq � t1pζj ¡ αq, j � 1, . . . , pu denote the model selected by

including predictors having exact MIPs larger than a threshold of α. To assess the

relative performance of PSS and SSVS at efficiently approximating exact Bayesian

variable selection, we use the following two summaries

Ippαq �
°p
j�1 1pζj ¡ αq1pζ̂j ¡ αq°p

j�1 1pζj ¡ αq , Eppαq �
°p
j�1 1pζj   αq1pζ̂j   αq°p

j�1 1pζj   αq

with ζj and ζ̂j the true and estimated MIPs for predictor j, respectively. Here, Ip(α)

denotes the proportion of predictors in model pγEpαq that are appropriately included

in the model selected using the estimated MIPs, while Ep(α) denotes the proportion

of predictors not in model pγEpαq that are appropriately excluded. Table 2.1 shows

summaries of the RMSE of the estimated MIPs, the means of the Ip and Ep with the

standard deviations in the parentheses for both PSS and SSVS. Both PSS and SSVS

have excellent performance in terms of accurately approximating Bayesian variable

selection based on thresholding of the exact MIPs.

By adding 85 predictors X16:100 with zero coefficients, we extended p from 15

to 100 and reapplied PSS and SSVS. In this case the number of models in Γ is

too large to calculate the marginal likelihood for all models, so the highest posterior

probability model and MIPs cannot be calculated exactly. Hence, we instead compare
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Table 2.1: RMSE of the estimated MIPs, Inclusion percentage and Exclusion per-
centage based on 50 simulation replicates: PSS with Gibbs kernel (PSSG) and PSS
with MH kernel (PSSMH), SSVS with Gibbs (SSVSG) and SSVS with MH kernel
(SSVSMH)

PSSG PSSMH SSVSG SSVSMH
RMSE 0.0112 0.0110 0.0106 0.0110

Ip
α=0.25 0.9987(0.0094) 0.9915(0.0274) 0.9997(0.0014) 0.9902(0.0285)
α=0.50 0.9945(0.0218) 0.9950(0.0304) 0.9938(0.0312) 0.9943(0.0344)
α=0.75 0.9748(0.0928) 0.9893(0.0545) 0.9731(0.0785) 0.9865(0.0576)

Ep
α=0.25 0.9700(0.1859) 0.9720(0.1476) 0.9600(0.1979) 0.9800(0.1414)
α=0.50 0.9945(0.0218) 0.9950(0.0304) 0.9938(0.0312) 0.9943(0.0344)
α=0.75 0.9848(0.0355) 0.9798(0.0388) 0.9809(0.0387) 0.9781(0.0430)

Table 2.2: Summaries of the log-marginal likelihoods for the top models in the linear
regression case: PSS with Gibbs kernel (PSSG), PSS with MH kernel (PSSMH),
SSVS with Gibbs (SSVSG) and SSVS with MH kernel (SSVSMH).

Median 75% 95% Maximum
PSSG -281.4936 -280.8975 -280.5607 -280.5072
PSSMH -281.4626 -280.8909 -280.5721 -280.5072
SSVSG -281.5759 -280.9630 -280.6783 -280.6013
SSVSMH -281.5197 -280.9188 -280.6127 -280.5607

the relative performance of PSS and SSVS in identifying high log-marginal likelihood

models, in estimating MIPs that are high for predictors that should be in the model

and in estimating a median probability model that is close to the true model. Table

2.2 gives the median, 75th percentile, 95th percentile and maximum for the log-

marginal likelihoods found in those methods. In this high dimensional case, PSS with

10, 000 particles finds slightly higher posterior probability regions than 20, 000 SSVS

samplers. Table 2.3 shows the indexes of the predictors in the estimated models

based on different thresholdings. The model selected is sensitive to the choice of

the thresholding α, with α � 0.5 often an optimal choice in terms of predictive

performance (Barbieri and Berger, 2004).
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Table 2.3: The models selected based on different thresholds on the estimated
marginal inclusion probabilities for the linear regression case: PSS with Gibbs kernel
(PSSG), PSS with MH kernel (PSSMH), SSVS with Gibbs (SSVSG) and SSVS with
MH kernel (SSVSMH).

α=0.45
PSSG 2, 3, 5, 6, 7, 9, 14, 15 SSVSG 1, 2, 3, 5, 7, 9, 12, 13, 14, 15

PSSMH 2, 3, 5, 6, 7, 9, 14, 15 SSVSMH 2, 3, 5, 7, 9, 13, 14, 15

α=0.50
PSSG 2, 3, 5, 7, 9, 14, 15 SSVSG 2, 3, 5, 7, 9, 13, 14, 15

PSSMH 2, 3, 5, 7, 9, 14, 15 SSVSMH 2, 3, 5, 7, 9, 14, 15

α=0.55
PSSG 3, 5, 7, 9, 14, 15 SSVSG 3, 7, 14, 15

PSSMH 3, 7, 9, 14, 15 SSVSMH 3, 7, 9, 14, 15

2.2.2 Probit Regression Model

We also apply PSS to the following probit regression model with details listed in the

Appendix. The prior distribution we used for βγ | γ is Npbγ ,vγq with bγ = 0 and

vγ=Ipγ�pγ in examples.

Example 2

Choose the covariate matrix Xppq=p1, Xq with X the same as the covariate matrix

in the normal linear regression example with 100 predictors. The response variables

are drawn from model (2.8) with ηi=xppq
1

iβ
ppq, zi � Npηi, 1q, yi � 1pzi ¥ 0q and βppq

= p1.5, βq with β also being taken from p=100 normal linear regression example.

As the marginal likelihood for the probit model is not available analytically, we

instead use the complete data marginal likelihood here, which is available for the

simulation as we have generated z. In this example, we compare our PSS algorithm

with MCMC. As is illustrated in Table 2.4, PSS with 10,000 particles found slightly

higher posterior regions than 20,000 MCMC iterations. The models selected based

on different thresholds α on the MIPs are listed in Table 2.5. If the model selected

is (1, 2, 3), it corresponds to ηi=β0 � β1X1 � β2X2 � β3X3 in (2.8).
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Table 2.4: Summaries of the log complete data marginal likelihood for the top models
selected in the probit case: PSS with Gibbs kernel (PSSG), PSS with MH kernel
(PSSMH), MCMC with Gibbs (MCMCG) and MCMC with MH kernel (MCMCMH).

Median 75% 95% Maximum
PSSG -129.8118 -121.9266 -111.6871 -105.0315
PSSMH -129.7112 -122.3866 -112.4855 -105.0191
MCMCG -131.5902 -124.8271 -115.2204 -105.0118
MCMCMH -131.4937 -125.0411 -115.8446 -105.0548

Table 2.5: The models selected based on different thresholds α on the MIPs in the
probit case: PSS with Gibbs kernel (PSSG), PSS with MH kernel (PSSMH), MCMC
with Gibbs (MCMCG) and MCMC with MH kernel (MCMCMH).

α=0.45
PSSG 1, 3, 4, 7, 9, 14, 15 MCMCG 1, 2, 3, 4, 7, 9, 10, 14, 15

PSSMH 1, 3, 4, 7, 9, 10, 14, 15 MCMCMH 1, 2, 3, 4, 5, 7, 9, 10, 14, 15

α=0.50
PSSG 3, 4, 7, 9, 14, 15 MCMCG 2, 3, 4, 7, 9, 14, 15

PSSMH 3, 4, 7, 9, 14, 15 MCMCMH 1, 3, 4, 7, 9, 14, 15

α=0.55
PSSG 3, 4, 9, 15 MCMCG 3, 4, 9, 14, 15

PSSMH 3, 4, 9, 15 MCMCMH 3, 4, 9, 15

2.3 Conclusion

This chapter has proposed an SMC algorithm for Bayesian variable selection. Our

goal in using SMC was to obtain an alternative to MCMC-based SSVS, which may

have advantages in certain cases. First, the proposed PSS algorithm has an automatic

annealing feature that results from the sequential addition of subjects. This anneal-

ing leads to more rapid exploration of the model space initially and then a more

concentrated search as subjects are added. Although annealing is also commonly

used within MCMC algorithms to limit problems with stickiness when the posterior

is multimodal, the performance of such algorithms tends to be quite sensitive to dif-

ficult to choose tuning parameters, such as temperature ladders. PSS incorporates

an implicit temperature sequence through making the target more concentrated as

subjects are added, so avoids the need to choose tuning parameters.
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A second beneficial feature of PSS is that the approach can take advantage of par-

allel computing environments to simultaneously explore many regions of the model

space starting with widely-dispersed particles sampled from the prior. This tends

to limit the chance of getting stuck for long intervals in a local region of the model

space, and makes it more likely to discover promising regions. Unlike simply im-

plementing SSVS in parallel, PSS automatically communicates across the particles

and will discard particles in unpromising low probability regions. Our simulation in

the p � 100 case provided some initial evidence that PSS has better performance in

finding the top models in large predictor spaces, though more extensive simulations

and theoretical studies are needed.

This chapter is meant as an initial description of a promising new class of algo-

rithms for a very challenging and important problem. Certainly, the challenges of

attempting posterior computation in a model space with 2p elements when p is large

should not be underestimated. PSS is by no means a perfect alternative to SSVS in

that accurate approximation of the posterior of the model index γ when p is large

would seem to necessitate using an enormous number of particles, which may not

be computationally feasible. However, MCMC faces a similar problem in requiring

an infeasible number of samples. Hence, it is important to keep in mind that these

algorithms are designed to search for good models and not to accurately approximate

the posterior for large p. Our hope is that the current PSS algorithm will provide a

competitive alternative to SSVS that does better in certain applications, while stim-

ulating additional work in this area. In particular, we suspect that more efficient

transition kernels can potentially be chosen to improve performance of PSS.
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3

Graphical matrix shrinkage priors with applications
to multivariate regression

There is a rich literature on shrinkage and variable selection methods for high-

dimensional regression and classification with vector-valued parameters, with the

relevance vector machine (RVM) providing one widely-used method. In multivariate

regression, one instead has matrix-valued parameters, with rows corresponding to

responses and columns to covariates. In inducing sparsity in such matrices, it is

appealing to maintain the matrix structure, allowing dependence in shrinkage within

rows and columns. To address this, in this chapter, we propose a scale mixture of

matrix normal priors to induce a Bayesian shrinkage model (BSM) for multivariate

regression. A fast algorithm is developed for efficient learning of the parameters, and

our BSM is shown to yield good performance in both simulated examples and a real

application.
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3.1 Introduction

In multivariate regression, one is faced with the problem of estimating a p� q coeffi-

cient matrix Θ, with the rows corresponding to different covariates, and the columns

corresponding to different responses. As an example, consider a multivariate regres-

sion

yn � θ0 �Θ1xn � εn, εn � Np0,Σq (3.1)

for n=1, . . . , N where for each subject n, yn is an q � 1 vector containing q re-

sponses and xn is a p � 1 vector corresponding to p different covariates. With-

out loss of generality, we assume both the responses and predictors are normalized

prior to the analysis. Hence we have θ0=0. In this model (3.1), we define Y =

py1, . . . ,yNq1=pỹ1, . . . , ỹqq as the N � q observation matrix with jth column ỹj con-

taining all N observations of the jth response, and X=px1, . . . ,xNq1=px̃1, . . . , x̃pq
as the N � p covariate matrix. Expression (3.1) can also accommodate multivariate

nonparametric regression with the elements of xn corresponding to kernels or other

dictionary elements evaluated at the observed covariate values.

One major challenge of estimating Θ (P <p�q) in Model (3.1) arises when the num-

ber of responses p and/or the number of predictors q is large relative to the number

of subjects N , so that dimensionality reduction becomes necessary. An increasingly

vast literature focuses on methods for obtaining sparse solutions in large p small

N problems for univariate regression, including L1-penalized regression (Tibshirani,

1996) and a rich variety of alternative penalties (from a frequentist perspective) and

priors (from a Bayesian perspective). In multivariate regression, it remains to de-

velop priors that appropriately borrow informations across responses in shrinking

regression coefficients.

There is a literature on shrinkage priors for multivariate regression. Bakker and

Heskes (2003) suggests using Gaussian mixtures for the row vectors of Θ, induc-
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ing clustering among the responses. To bypass selection of the number of mixture

components, Xue et al. (2007) used a Dirichlet process prior. To allow borrowing of

information across the columns of Θ in learning related nonlinear regression func-

tions, Yu et al. (2005) and Lawrence and Platt (2004) proposed a multi-task Gaussian

process prior. To facilitate computation and incorporation of sparsity, Ji et al. (2009)

proposed a multi-task relevance vector machine (MT-RVM), which includes common

prior precisions for each row of Θ to borrow information across columns in learning

an appropriate degree of shrinkage for the row, while allowing zeroing of entire rows.

Instead of explicitly specifying a hierarchical prior, Obozinski et al. (2008) and Peng

et al. (2009) approximate Θ by solving a regularization problem, Argyriou et al.

(2008) propose a non-convex regularizer to control sparsity across the columns, and

Yuan et al. (2007) introduce a dimension reduction formulation of Θ. An alternative

is to use latent variable models to induce dependence among responses (Zhang et al.,

2008) or to allow responses to vary in their relevance (Fang et al., 2008).

Most of these approaches seek to borrow information across different responses

by incorporating some dependence in the column vectors or response-specific func-

tions without exploiting the matrix structure. Our contribution is to propose simple

and computationally efficient methods of learning parameters Θ and its structured

sparsity that accommodates dependence within rows and columns. In particular, we

would ideally simultaneously allow borrowing of strength across columns in learning

the global importance of a covariate x̃i, while also borrowing information across rows

in learning the signal strength for a particular response ỹj and the dependence struc-

ture among the responses. With this thought in mind, one may consider a matrix

normal prior for Θ, with row and column covariance matrix. However, matrix nor-

mal distributions have light tails and may result in over-shrinking the signal, while

also not favoring sparsity. We propose to adapt the matrix normal to a class of

scale mixtures of graphical matrix normals, with a special case correspond to a novel
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specification we refer as the Bayesian Shrinkage Machine (BSM).

3.2 Bayesian shrinkage learning

3.2.1 Motivation

Multivariate linear regression has been well-studied in the current literature as men-

tioned in the introduction. Our focus here lies in

1. addressing high dimensionality in both the responses and the predictors,

2. identifying master predictors which is significant for at least one response type,

3. learning the dependence structure among the responses.

It is typically expected that some of the p candidate predictors will not be important

in predicting any of the q responses when taking into account the other predictors.

We propose a matrix-variate shrinkage prior that has the impact of excluding such

predictors from all response models simultaneously by zeroing out rows of Θ. In

shrinking the coefficients towards zero aggressively for certain elements of Θ, one

runs the risk of over-shrinking the signal corresponding to elements of Θ that are

not close to zero. Our prior is carefully designed to limit this problem, while also

taking into account the dependence structure among the responses.

3.2.2 General framework

Define MNpM ,Σc,Σrq as a matrix normal distribution with mean M P <p�q and

column and row covariance matrices Σc P <p�p and Σr P <q�q respectively. Consider

the following prior

pΘ | Φ,Ψq � MNp0,Φ,Ψq (3.2)

for the coefficient matrix Θ in Model (3.1) with Φ � pφijq P <p�p and Ψ � pψijq
P <q�q denoting column and row covariance matrices. Under Prior (3.2), we have
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the rows θis and column θ̃js of Θ follow

1. θi � Np0,Σr
i q marginally with Σr

i=φiiΨ for i � 1, . . . , p,

2. θ̃j � Np0,Σc
iq marginally with Σc

j=ψjjΦ for j � 1, . . . , q.

Here, ψjj denotes the jth diagonal element of Ψ, while φii denotes the ith diagonal

element of Φ. The φii is interpretable as a hypervariance specific to covariate i that

measures the overall importance (signal strength) of that covariate; small values of φii

imply strong shrinkage of elements of the ith row of Θ towards zero. In the limiting

case as φii Ñ 0, the ith row vector of Θ will converge in distribution to a vector

with all zeros.This limiting case corresponds to the ith covariate being excluded in

the regression models for all the responses. Hence, simultaneous variable selection

across responses is accommodated. For simplicity and tractability of computation,

we assume column covariance Φ is diagonal, so that we have Φ = diag(φ1, . . . , φp).

By placing hyperprior distributions on Φ, we allow the data to inform about the

signal strength for each covariate automatically. This learning can be accomplished

by letting

pptφiupi�1q �
p¹
i�1

πpφiq (3.3)

where πpφiq is carefully chosen in a manner to be described below..

It remains to specify a structure for the row covariance matrix Ψ controlling

prior dependence in the coefficients for the different responses. Potentially, we could

be very flexible in choosing Ψ to allow the dependence structure to be unknown

through choosing an inverse-Wishart prior or even a Bayesian graphical modeling

approach that allows an unknown conditional independence relationship among the

responses. However, one of our motivations is accommodating cases with large num-

bers of responses relative to the sample size, and in such cases the data may only
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weakly inform about Ψ. To simply the structure and improve identifiability, one can

potentially assume Ψ is diagonal, with the diagonal elements providing information

about how predictive the various outcomes are. However, such a structure would fail

to encode any information about dependence in the multiple responses, and hence

fails to satisfy one of our main goals. As a natural alternative, we propose to assume

that the row covariance Ψ is identical to the residual covariance Σ, so that Ψ � Σ,

with Σ then providing a single covariance matrix characterizing dependence among

the responses. If responses j and j
1

are highly correlated, then this will be realized

through high correlation in the jth and j
1
th columns of Θ and in the jth and j

1
th ob-

served responses for each subject. In order to introduce a sparse representation in the

modeling of the correlation structure among the response to improve the prediction

performance Breiman and Friedman (1997), we define a graphical structure over Σ,

here we define a Bayesian graphical model for Σ, which also leads to a heavy-tailed

residual distribution and matrix shrinkage prior upon marginalization. For a non

singular, positive-definite covariance matrix Σ, a undirected graph G can be applied

to represent strict conditional independence structures over the variates t1, 2, . . . , qu.
Wang (2010) developed a sparse seemingly unrelated regression model where they

introduced sparsity in precision matrix by graphical model. Details about graphical

models can be found in Dawid and Lauritzen (1993), Carvalho et al. (2007) and

Wang and West (2009).

Define G = pS, Cq as a decomposable graph on variates t1, 2, . . . , qu with c P C �
tciuTi�1 being the cliques and s P S � tsiuTi�1 being the separators. Conditionally on

graph G, we assume a hyper-inverse Wishart prior for Σ:

Σ � HIWGpd,Bq. (3.4)
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with degree of freedom d and location matrix B. Following Dawid and Lauritzen

(1993), the density function for Σ is

ppΣ | d,Bq �
±

cPC ppΣc | b, Bpq±
sPS ppΣs | b, Bsq (3.5)

where each component ppΣg | b, Bgq (g P G) is an inverse Wishart density

ppΣg | b, Bgq9|Σg|�
b�2|s|

2 exp

"
�1

2
trpΣ�1

g Bgq
*

(3.6)

and Bg is the positive-definite symmetric diagonal block of B corresponding to Σg.

In practice, one either elicits the decomposable graph G using prior information

about the relationship among the responses or considers G as unknown. In the

latter case, one can estimate a single G using some frequentist methods, such as the

graphical lasso (Friedman et al., 2008), or one can fully account for uncertainty in G

by using a Bayesian approach that places a prior over the space of graphical models

and attempts to search the space for high probability models (Scott and Carvalho

(2008) provide a recent reference). In this chapter, our model has been built on the

assumption that a reasonable decomposable graph G for the data set is given.

To summarize, given a decomposable graph G, we have

pyn | Θ,xnq � NpΘ1xn,Σq

pΘ | Σ,Φq � MNp0,Φ,Σq

Φ �
p¹
i�1

πpφiq

Σ � HIWGpd,Bq. (3.7)

3.2.3 Model Properties

Proposition 2. Suppose Θ follows Model (3.7), the marginal prior distribution for

Θ is a mixture of hyper-matrix-t-distribution HTGpd; 0,B,Φq with the density func-
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tion given by

ppΘ | d,Bq9
» ±

cPC ppΘc | Bc,Φq±
sPS ppΘs | Bs,ΦqdΦ (3.8)

where Θg(g P G) is arranged as a p�|g| column block matrix of Θ. The marginal data

distribution ppΘg | d,B,Φq for each Θg follows the matrix t distribution (Dickey,

1967)

ppΘg | d,Bq � π�
p|g|
2

Γ|g|pd�p�|g|�1
2

q
Γ|g|pd�|g|�1

2
q
|Φ|� |g|

2 |Bg|�
p
2 |Bg �Θ1

gΦ
�1Θg|�

d�p�|g|�1
2

Proof: See Appendix B.

Updating the prior distribution with the likelihood for the data, we allow data-

based learning of which covariates are important across responses.

Proposition 3. Suppose Θ follows Model (3.7) given sample matrices pX,Y q, the

marginal posterior distribution for Θ is a mixture of hyper-matrix t-distribution:

pΘ |X,Y q �
»

HTGtd; pX 1X �Φ�1q�1X 1Y ,B,X 1X �ΦuπpΦqdΦ. (3.9)

The marginal posterior mean of Θ is

EpΘ |X,Y q � EΦ

�
tΦ�ΦX 1pI �

p̧

i�1

φix̃ix̃
1
iq�1XΦuX 1Y

�
. (3.10)

Proof: See Appendix B.

From (3.10), setting φi � 0 leads to collapsing to a lower rank representation to

the posterior mean of the coefficient matrix Θ, with the elements in the ith row set

equal to zero. Hence, variable selection for the predictors can potentially be defined

based on the values of the φis, with φi � 0 implying that the ith predictor has

minimal impact on any of the response variables.
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Seeking for simplicity, we focus on a particular choice for the prior distribution

over the diagonal elements in the row covariance φi:

Φ � A�1 � diagpα�1
1 , . . . , α�1

p q and αi � Gapa, bq (3.11)

where the gamma distribution Gapa, bq is parameterized to have mean a{b and vari-

ance a{b2. If we let aφ=bφ=ν{2, as the degrees of freedom ν Ñ 0, we obtain a

distribution with a large spike at zero and extremely heavy tails, inducing strong

shrinkage to zero of small coefficients but essentially no shrinkage of the larger co-

efficients corresponding to the signal. MT-RVM of Ji et al. (2009) is essentially a

special case of our model to constrain all the αis to be identical and hence it has the

limitation in not allowing variability in signal strength across responses. In addition,

they do not allow residual dependence in multiple responses or include a graphical

modeling structure to encode flexible relationships among the responses; the implicit

assumption is zero residual dependence but strong dependence in shrinkage across

all the responses. In the following context, we refer to our model (3.7) associated

with Prior (3.11) as Bayesian Shrinkage Machine (BSM).

3.3 Learning of the parameters

3.3.1 Gibbs sampling method

An appealing aspect of the proposed model (3.7) associated with prior (3.11) is that

posterior computation can proceed via a Gibbs sampling algorithm that alternates

between simple and efficient steps for sampling from standard distributions. Ap-

pendix D lists the steps for the Gibbs Sampler. This same algorithm can also be

applied in the multivariate nonlinear or kernel regression case in which x contains

values of dictionary elements evaluated at the feature values instead of the features

themselves. In addition, it is straightforward to accommodate cases in which the

different response variables are not observed for the same subjects, and to allow clas-
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sification problems in which the response variables are categorical through the use

of data augmentation.

In order to obtain good convergence in Gibbs sampler, we recommend to choose

αi � Gapa, bq (3.12)

with a=b being very small but strictly positive values (a=b=10�4). Once the samples

for the parameters αis are obtained, we can apply thresholding methods to select the

major predictors.

3.3.2 Fast learning algortihm

As a fast alternative to Gibbs sampling for full posterior computation, we propose

an algorithm for maximum a posteriori estimation of pΣ,Aq. Due to the fact that

the joint estimation of both A and Σ might impede the efficiency of the algorithm

and cause potential problems such as non-identifiability, we integrate Σ out first and

focus on estimating tαiupi�1. In this algorithm, we do not have the problem that is

related to the convergence of a Markov chain as in the Gibbs sampler but instead

we are seeking for the posterior modes for the estimates. As a default choice for the

hyperparameters, we will assume the uniform scale priors over αis with a=b=0.

A fast learning algorithm can be applied to obtain a maximum a posterior esti-

mate of Φ though maximizing the logarithm of the following marginal likelihood

LpY ,X | Aq � �q
2

log|M | �
¸
cPC

d�N � |c| � 1

2
log|Bc � Y 1

cM
�1Y c|

�
¸
sPS

d�N � |s| � 1

2
log|Bs � Y 1

sM
�1Y s| (3.13)

with Y g (g P G) being the N�|g| matrix only containing the response types included

in the component g and M=I �XA�1X 1.
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Rewrite M as

M � I �XA�1X 1 �M�i � α�1
i x̃ix̃

1
i (3.14)

with M�i= I � °p
k�1,k�i α

�1
k x̃kx̃

1
k. Based on the Matrix determinant lemma and

Binomial inverse theorem, we have

|M | � |M�i||1� α�1
i x̃

1
iM

�1
�i x̃

1
i|

and

M�1 �M�1
�i �

M�1
�i x̃ix̃

1
iM

�1
�i

αi � x̃1iM�1
�i x̃i

.

Let α�i include all the αis expect αi. For any i P t1, 2, . . . , pu and g P G, define

pti,Γi,g,Qi,gq as

ti � x̃1iM�1
�i x̃i, Γi,g � Y 1

gM
�1
�iY g �Bg, Qi,g � Y 1

gM
�1
�i x̃ix̃

1
iM

�1
�iY g,

the logarithm of the marginal likelihood can be rewritten as

Lptαiupi�1q � Lpα�iq �
¸
cPC

d�N � |c| � 1

2
log|I � 1

αi � ti
Γ�1
i,cQi,c|

�
¸
sPS

d�N � |s| � 1

2
log|I � 1

αi � ti
Γ�1
i,sQi,s| �

q

2
log|1� α�1

i ti|

where

Lpα�iq � �q
2

log|M�1
�i | �

¸
cPC

d�N � |c| � 1

2
log|Γi,c|

�
¸
sPS

d�N � |s| � 1

2
log|Γi,s|

Proposition 4. For any i P t1, 2, . . . , pu and g P G, one has
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1. Γ�1
i,gQi,g is positive definite,

2. ti � trpΓ�1
i,gQi,gq ¡ 0.

Proof: See Appendix B.

Based on proposition 4, let tδpgqk,i uqk�1 denote the eigenvalues of a q � q matrix

Γ�1
i,gQi,g. |ti � δ

pgq
k,i |= ti � δ

pgq
k,i is positive for all k. By differentiating Lpαq with

respect to αi and set it to zero,

BLpαq
Bαi � �1

2

�
q

αi
� qpd�N � q � 2q

αi � ti
�
¸
cPC

|c|̧

j�1

d�N � |c| � 1

αi � ti � δj,c

�
¸
sPS

|s|̧

j�1

d�N � |s| � 1

αi � ti � δj,s

�
(3.15)

The corresponding solutions to (3.15) are relatively complicated.

Assume αi ! ti. Let d̂=
°
sPS |s|pd �N � |s| � 1q �°

cPC |c|pd �N � |c| � 1q, we

have the first derivative

BLpαq
Bαi � �1

2

#
q

αi
� d̂

αi
�
¸
cPC

|c|̧

j�1

d�N � |c| � 1

ti � δj,c
�
¸
sPS

|s|̧

j�1

d�N � |s| � 1

ti � δj,s

+

� 0 (3.16)

with an approximating solution

αi �
"

q
∆
, if ∆ ¡ 0

8, otherwise
(3.17)

where

∆ �
#¸
cPC

|c|̧

j�1

d�N � |c| � 1

ti � δj,c
�
¸
sPS

|s|̧

j�1

d�N � |s| � 1

ti � δj,s
� d̂

ti

+
. (3.18)
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Due to the approximation we made in (3.16), we are not seeking for the exact maxi-

mum estimator for αi. However, since we have the second derivative of Lpαq satisfies

B2Lpαq
B2αi

� �1

2

q

α2
i

  0, (3.19)

even though we will not obtain the exact maximum based on (3.17) - (3.19) due to

the approximation (3.16), but we do increase the marginal likelihood monotonically

at each iteration.

According to the previous discussion, αi � 8 implies that the ith covariate is

not important and hence should be excluded from the model, while αi   8 (φi ¡ 0)

implies the ith covariate should be considered to be included in the model. This

property of αi can be used to determine an adding/deleting procedure within the

whole maximization algorithm. After a covariate has been excluded or included in

the model, the structure of the regression model is changed and it is necessary to

update the associated statistics ttiupi�1 and tΓi,g,Qi,guiPt1,2,...,pu,gPG. Define tΓi,Qiupi�1

as

Γi � Y 1M�1
�iY �B and Qi � Y 1M�1

�i x̃ix̃
1
iM

�1
�iY , (3.20)

it is clear that tΓi,g,Qi,gugPG are diagonal block matrices of Γi,Qi corresponding to

the graph component g. Hence, we can just focus on updating tΓi,Qiu instead.

Since tti,Γi,Qiupi�1 satisfy

$''''&''''%
ti � t̃i

αi� t̃i

Qi �
�

αi

αi� t̃i


2

Q̃i

Γi � Γ̃� 1

αi� t̃i
Q̃i

(3.21)
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where $'''&'''%
t̃i � x̃1iM�1x̃i

Q̃
1{2

i � x̃1iM�1Y 1

Q̃i � Y 1M�1x̃ix̃
1
iM

�1Y

Γ̃ � Y 1M�1Y �B
(3.22)

with M�1 = pI � XA�1X 1q�1=I � XΛX 1, Λ = pA � X 1Xq�1. We prefer to

maintain and update the t t̃i, Q̃1{2

i , Q̃i, upi�1, Γ̃,Λ other than tti,Γi,Qiupi�1 due to

their simplicities. Details about the update formulae are listed in the Appendix C.

A detailed outline of our algorithm is as shown in Algorithm 3. Once given the

maximum a posteriori estimator Â for A, based on Expression (3.10), we have the

estimation of Θ as

Θ̂ � ptΦ�ΦX 1pI �
p̧

i�1

α̂�1
i x̃ix̃

1
iq�1XΦuX 1Y q. (3.23)

Choice of the decomposable graph G

As it is mentioned in the previous context, the decomposable graph G can be obtained

using either available prior information or through some graph estimation algorithm.

Some default choices can also be considered when there practical difficulties have been

involved in estimating the graph. In the case where the dimension q is small, full

graph

G � pC,Sq, C � p1, 2, . . . , pq, S � r s (3.24)

can also be considered. As the dimension increases, it is necessary to incorporate

sparsity into the model, the fully independent graph

G � pC,Sq, C � tiupi�1, S � r s (3.25)
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Algorithm 3 A fast learning algorithm

Input: Standarized data set: (X,Y ). Hyper-parameters: (B, m). Convergence
criteria: the increment of the log-marginal likelihood   ε

Output: I,Θ
1: Set the initial values for all the αis and an initial I

2: Compute the Λ, along with the initial values of t t̃i, Q̃1{2

i , Q̃iupi�1, Γ̃ and their
corresponding tti,Qi,Γiupi�1.

3: Update the αis for each of the covariates.
4: Within all the αis that are greater than 0, select one candidate covariate i� that

will lead to the maximum increment of the log-marginal likelihood. I Ð rI, i�s
5: Update t t̃i, Q̃1{2

i , Q̃iupi�1 and Γ̃ following A.1.
6: repeat
7: ∆pliq Ð �8 for all i.
8: for iÐ 1 to p do
9: if i P I then

10: si Ð αi t̃i
αi� t̃i

, Qi �
�

αi

αi� t̃i


2

Q̃i, Γi � Γ̃ � 1

αi� t̃i
Q̃i, δ Ð eigpΓ�1

i Qiq,

α̃i Ð q
∆

with ∆ �
!°

cPC
°|c|
j�1

d�N�|c|�1
ti�δj,c

�°
sPS

°|s|
j�1

d�N�|s|�1
ti�δj,s

� d̂
ti

)
.

11: if α̃i ¡ 0 then
12: ∆pliq Ð lpα̃iq � lpαiq. cpiq Ð 3.
13: else
14: ∆pliq Ð �lpαiq, cpiq Ð 2
15: end if
16: else
17: ti Ð t̃i, Qi � Q̃i, Γi � Γ̃, δ Ð eigpΓ�1

i Qiq, α̃i Ð q
∆

with ∆ �!°
cPC

°|c|
j�1

d�N�|c|�1
ti�δj,c

�°
sPS

°|s|
j�1

d�N�|s|�1
ti�δj,s

� d̂
ti

)
.

18: if α̃i ¡ 0 then
19: ∆pliq Ð lpα̃iq. cpiq Ð 1.
20: end if
21: end if
22: end for
23: Find the i� that maximize ∆pliq.
24: Update t t̃i, Q̃1{2

i , Q̃iupi�1, Γ̃ and Λ following A.cpi�q in Appendix C.
25: If cpi�q � 1, I Ð rI, i�s, else, if cpi�q � 2, exclude i� from I.
26: until Converge

becomes one possible choice for us to maximize the potential sparsity we can obtain

through the graph. we refer this graph G (3.25) as single graph in the following

context. As it is shown in the following simulation studies, an accurate estimation

of the graph G can certainly help improve the variable selection performance of our

method in terms of preventing type one errors while those default choices of graphs

can still achieve reasonable performances.
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3.4 Applications

In this section, we focus on applying our Bayesian Shrinkage Machine (BSM) as-

sociated with the fast learning algorithm for the learning of parameters to a set of

simulation studies.

3.4.1 Simulation Examples

Let ntr and nte be the sample size for training and testing data respectively. Given

pp, qq, a set of N(=ntr�nte) p�1 covariates are generated from a multivariate normal

distribution with zero mean and covariance matrix Σ0 where Σ0pi1, i2q=0.5|i1�i2|.

Define the coefficient matrix Θ as Θ � pθijq=paijcijq with cij being uniformly drawn

from r�5,�1sYr1, 5s, whereA=paijq is a p�q 0-1 adjacency matrix that specifies the

topology of the network between predictors and responses: Api, jq = 1 implies that

the predictor xi influences the response yj. In the examples, the networks (adjacency

matrices A) are generated with 5 master predictors with each influencing s1% to s2%

of responses with ps1, s2q controlling the percentage of effected response types by the

major predictors. To test the robustness of the methods, we considered the following

four setting for simulating the error matrix E:

1. Normal Independent Error (NI): For each observation n, the noise error εn is

generated from a normal distribution as in Model (3.1) with Σ diagonal with

the elements drawn independently from a gamma distribution with mean 10

and variance 10.

2. t-distribution Error (Tν): residuals εnj are generated from t distributions with

5 degrees of freedom .

3. Graphical Matrix Normal Error (GMN): The rows of the error matrix E are

drawn independently from a multivariate normal distribution Np0,ΣEq, while
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ΣE is generated from a hyper-inverse Wishart distribution HIWGpd;Bq with

d � 1, B � I and a pairwise partial graph

G � pC,Sq, C � tpi, i� 1qup�1
i�1 , S � tiup�1

i�2 . (3.26)

4. Full Graphical Matrix Normal Error (FGMN): The error matrix E is generated

in the same manner as in GMN but the graph G is chosen as the full graph

We applied the following methods to the simulated data:

1. (BSMs): Bayesian shrinkage machine with the graph G being chosen as in

(3.25).

2. (BSMf): BSM with the full graph G being chosen as in (3.24).

3. (BSMp): BSM with the pairwise partial graph G as in (3.26).

4. (multi-lasso): A multi-lasso algorithm where one performs q separate lasso

regressions with each of them having its own tuning parameter.

5. (remMap): A novel method proposed by Peng et al. (2009) where they applied

a mixture of L1 and L2 penalty functions on the regression coefficients.

In the following examples, we choose d � 1 and B � I as the default values for the

hyper parameters in our BSM methods, while 10 fold cross-validation has been used

to choose the tuning parameters in multi-lasso and remMap methods.

To evaluate the fitting and prediction performance of each of the methods, we

calculate both the model estimation error and prediction error defined as follows for

each simulated data set:

1. Given the true coefficient matrix Θ and the estimated coefficient matrix B̂,

the model error is defined as

MEpΘ, Θ̂q � trtpΘ� Θ̂q1Σ̂xpΘ� Θ̂qu. (3.27)
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where Σ̂x=X
1X{pntr � pq with X being the ntr � p training matrix.

2. Given the testing data set Y te P <nt�q and the estimation Ŷ
te

= Θ̂
1
X te for

the testing set, the prediction performance has been measured in terms of the

following error:

Error � 1

p� nte
trtpY te � Ŷ teq1pY te � Ŷ tequ. (3.28)

False positive rate (FPR) and false negative rate (FNR) have been used to measure

the variable selection performance: let γ � pγ1, . . . , γpq denote the model selected by

the methods with γi � 1 denoting the ith predictor being including in the model, we

define

FPR �
°p
i�1 1pγi � 0q1pγ̂i � 0q°p

i�1 1pγi � 0q and FNR �
°p
i�1 1pγi � 0q1pγ̂i � 0q°p

i�1 1pγi � 0q .

Table 3.1 and 3.2 listed the false positive and false negative rates for all the simu-

lated examples. Our BSM methods have very good performances in both preventing

type 1 (one) and 2 (two) errors regardless of the choices of the graphs, while a closer

graph to the true graph did certainly help in improving the general performance.

Compared with remMap which also has very good variable selection performance in

terms of lower median false positive/negative rates, the BSM methods have more

consistently good performance, as is evidenced by the relatively low standard devi-

sions over the replicates.

Table 3.3 reports the model errors (3.27) for all the simulation examples. Our

BSM methods outperform both multi-lasso and remMap. In the case where the

dimensionality pp, qq is greater or equal to the number of observations, BSM with

single graph has relatively better performances than the BSM with full graph among

all the simulation examples except the one where the full graph is the true one. This is
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Table 3.1: Median false positive rates with their associated standard deviations Based
50 Replicates in Simulation Examples (results from our BSM methods are highlighted
in gray)

p(=q) s1 s2 BSMs BSMf BSMt multi-lasso remMap

NI

25 0.1 0.2 0.00(0.00) 0.05(0.06) 0.00(0.00) 0.90(0.09) 0.00(0.10)
50 0.1 0.2 0.00(0.00) 0.22(0.07) 0.00(0.00) 0.91(0.05) 0.00(0.00)
100 0.1 0.2 0.00(0.00) 0.26(0.03) 0.00(0.00) 0.96(0.02) 0.00(0.00)

Tν

25 0.1 0.2 0.00(0.00) 0.10(0.06) 0.00(0.00) 0.90(0.12) 0.00(0.13)
50 0.1 0.2 0.00(0.00) 0.35(0.05) 0.00(0.00) 0.91(0.05) 0.00(0.00)
100 0.1 0.2 0.00(0.00) 0.30(0.04) 0.00(0.00) 0.97(0.03) 0.00(0.00)

GMN

25 0.1 0.2 0.00(0.02) 0.05(0.03) 0.00(0.01) 0.80(0.15) 0.00(0.07)
50 0.1 0.2 0.00(0.00) 0.13(0.05) 0.00(0.00) 0.86(0.08) 0.00(0.00)
100 0.1 0.2 0.00(0.00) 0.18(0.05) 0.00(0.00) 0.95(0.05) 0.00(0.00)

FGMN

25 0.1 0.2 0.00(0.06) 0.00(0.00) 0.00(0.03) 0.70(0.17) 0.00(0.08)
50 0.1 0.2 0.02(0.03) 0.00(0.00) 0.01(0.02) 0.61(0.16) 0.00(0.04)
100 0.1 0.2 0.01(0.02) 0.00(0.00) 0.01(0.01) 0.63(0.18) 0.00(0.01)

NI

25 0.5 0.6 0.00(0.00) 0.00(0.01) 0.00(0.00) 0.95(0.11) 0.05(0.10)
50 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 1.00(0.04) 0.00(0.09)
100 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 1.00(0.21) 0.00(0.03)

Tν

25 0.5 0.6 0.00(0.00) 0.00(0.02) 0.00(0.00) 1.00(0.03) 0.00(0.11)
50 0.5 0.6 0.00(0.00) 0.00(0.01) 0.00(0.00) 1.00(0.01) 0.11(0.10)
100 0.5 0.6 0.00(0.00) 0.00(0.01) 0.00(0.00) 1.00(0.02) 0.00(0.00)

GMN

25 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.90(0.10) 0.00(0.11)
50 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.97(0.07) 0.00(0.06)
100 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 1.00(0.05) 0.00(0.00)

FGMN

25 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.77(0.70) 0.00(0.11)
50 0.5 0.6 0.00(0.02) 0.00(0.00) 0.00(0.00) 0.80(0.61) 0.00(0.06)
100 0.5 0.6 0.00(0.01) 0.00(0.00) 0.00(0.00) 0.78(0.63) 0.00(0.03)

consistent with our expectation given the difficulty of estimating a large unstructured

covariance matrix under an inverse-Wishart prior, and also explains the relatively

poor predictive performance by the full graph BSM shown in some cases in Table

3.4. However, from Tables 3.4 and 3.5 it is clear that the BSM methods provide

significantly better predictive performance in most cases relative to remMap and

multi-lasso.

Another observation from the simulation results is that for a fixed pair pp, qq, our

BSM methods have better prediction performance than multi-lasso when the pro-

portion of responses impacted by the predictors is high. Since our major focus is on
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Table 3.2: Median false negative rates with their associated standard deviations
based 50 replicates in simulation examples (results from our BSM methods are high-
lighted in gray)

p(=q) s1 s2 BSMs BSMf BSMt multi-lasso remMap

NI

25 0.1 0.2 0.00(0.05) 0.00(0.00) 0.00(0.03) 0.00(0.00) 0.00(0.03)
50 0.1 0.2 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)
100 0.1 0.2 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)

Tν

25 0.1 0.2 0.00(0.03) 0.00(0.00) 0.20(0.21) 0.00(0.00) 0.00(0.03)
50 0.1 0.2 0.00(0.00) 0.00(0.00) 0.00(0.18) 0.00(0.00) 0.00(0.00)
100 0.1 0.2 0.00(0.00) 0.00(0.00) 0.00(0.16) 0.00(0.00) 0.00(0.00)

GMN

25 0.1 0.2 0.00(0.02) 0.00(0.00) 0.20(0.21) 0.00(0.00) 0.00(0.00)
50 0.1 0.2 0.00(0.02) 0.00(0.00) 0.00(0.16) 0.00(0.00) 0.00(0.00)
100 0.1 0.2 0.00(0.00) 0.00(0.00) 0.00(0.16) 0.00(0.00) 0.00(0.00)

FGMN

25 0.1 0.2 0.00(0.07) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)
50 0.1 0.2 0.00(0.04) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)
100 0.1 0.2 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)

NI

25 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)
50 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)
100 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)

Tν

25 0.5 0.6 0.00(0.00) 0.00(0.00) 0.20(0.20) 0.00(0.00) 0.00(0.00)
50 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.17) 0.00(0.00) 0.00(0.00)
100 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.15) 0.00(0.00) 0.00(0.00)

GMN

25 0.5 0.5 0.00(0.00) 0.00(0.00) 0.20(0.18) 0.00(0.00) 0.00(0.00)
50 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.17) 0.00(0.00) 0.00(0.00)
100 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.17) 0.00(0.00) 0.00(0.00)

FGMN

25 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)
50 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)
100 0.5 0.6 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00) 0.00(0.00)

selecting major predictors but not exploring the details predictor-response network,

as expected, we observe relatively poor predictive performance for the BSM methods

in the case in which the proportion of response variables that depend on the avail-

able predictors is low. We discuss possible modifications in the Discussion section.

In conclusion, our BSM methods provide outstanding performances in both variable

selection and prediction.
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Table 3.3: Median model errors with their associated standard deviations based 50
replicates in simulation examples (results from our BSM methods are highlighted in
gray)

p(=q) s1 s2 BSMs BSMf BSMt multi-lasso remMap

NI

25 0.1 0.2 5.04(1.09) 4.96(1.07) 4.99(1.09) 5.40(1.13) 6.76(1.34)
50 0.1 0.2 4.83(0.92) 4.87(0.90) 4.82(0.92) 5.42(0.99) 6.52(1.13)
100 0.1 0.2 4.76(0.80) 4.92(0.77) 4.75(0.80) 5.38(0.87) 6.26(1.02)

Tν

25 0.1 0.2 4.66(1.08) 4.57(1.05) 4.64(1.07) 5.08(1.12) 6.06(1.35)
50 0.1 0.2 4.61(0.89) 4.71(0.87) 4.60(0.89) 5.17(0.96) 6.18(1.10)
100 0.1 0.2 4.64(0.55) 4.84(0.52) 4.62(0.54) 5.25(0.61) 6.15(0.67)

GMN

25 0.1 0.2 4.86(1.10) 4.77(1.08) 4.83(1.09) 5.27(1.17) 6.48(1.24)
50 0.1 0.2 4.82(0.79) 4.81(0.77) 4.79(0.78) 5.35(0.86) 6.37(0.97)
100 0.1 0.2 4.70(0.72) 4.86(0.70) 4.67(0.72) 5.29(0.77) 6.17(0.91)

FGMN

25 0.1 0.2 4.61(0.95) 4.39(0.96) 4.52(0.96) 4.94(1.03) 6.29(1.30)
50 0.1 0.2 4.62(0.82) 4.44(0.78) 4.55(0.79) 5.02(0.84) 6.03(0.89)
100 0.1 0.2 4.79(0.69) 4.67(0.66) 4.76(0.67) 5.40(0.74) 6.24(0.84)

NI

25 0.5 0.6 19.3(3.13) 18.9(3.09) 19.2(3.11) 19.6(3.10) 22.1(3.72)
50 0.5 0.6 19.0(2.38) 18.7(2.35) 18.9(2.36) 19.7(2.36) 22.8(2.72)
100 0.5 0.6 19.2(2.25) 18.9(2.23) 19.2(2.24) 19.7(2.27) 22.7(2.34)

Tν

25 0.5 0.6 19.8(5.17) 19.5(5.10) 19.7(5.12) 20.1(5.13) 22.9(6.02)
50 0.5 0.6 18.6(3.12) 18.2(3.08) 18.5(3.11) 18.9(3.11) 21.9(3.57)
100 0.5 0.6 19.3(2.52) 18.9(2.49) 19.1(2.51) 19.6(2.49) 22.5(2.80)

GMN

25 0.5 0.5 19.1(3.95) 18.8(3.90) 19.0(3.93) 19.4(3.95) 22.5(4.52)
50 0.5 0.6 19.9(3.30) 19.6(3.27) 19.8(3.29) 20.5(3.35) 23.4(3.70)
100 0.5 0.6 19.4(2.99) 19.1(2.96) 19.3(2.97) 19.8(3.05) 22.9(3.29)

FGMN

25 0.5 0.6 20.6(3.87) 20.3(3.82) 20.5(3.83) 20.9(3.85) 23.9(4.26)
50 0.5 0.6 19.8(2.82) 19.3(2.79) 19.6(2.81) 20.1(2.80) 23.0(3.23)
100 0.5 0.6 19.9(2.35) 19.5(2.32) 19.8(2.34) 20.5(2.41) 23.6(2.65)

3.4.2 Real application

We applied our method (BSM) for a real data set that is related to a breast cancer

study mentioned in Peng et al. (2009). In the dataset, there are 172 tumor sam-

ples that have been analyzed using cDNA expression microarray and CGH array

experiments as described in Sørlie et al. (2001),Sørlie et al. (2003),Zhao et al. (2004),

Kapp et al. (2006), Langerod et al. (2007), Bergamaschi et al. (2006) and Bergam-

aschi et al. (2008). We focus on the after preprocessing data described in Peng et

al. (2009), which consist of a 172 � 384 DNA copy number matrix and a 172 � 654
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Table 3.4: Median Prediction Errors over 50 replicates in Simulation Examples (Part
1) (results from our BSM methods are highlighted in gray)

p(=q) s1 s2 BSMs BSMf BSMt multi-lasso remMap

NI

25 0.1 0.2 0.5554 0.5840 0.5559 0.5447 0.7088
(0.1077) (0.1205) (0.1082) (0.1040) (0.1070)

50 0.1 0.2 0.6069 0.7589 0.6075 0.6056 0.7345
(0.0714) (0.1340) (0.0715) (0.0698) (0.0748)

100 0.1 0.2 0.5683 1.0517 0.5689 0.5797 0.6862
(0.0551) (0.1640) (0.0552) (0.0489) (0.0648)

Tν

25 0.1 0.2 0.6229 0.6598 0.6227 0.6245 0.7361
(0.1108) (0.1218) (0.1111) (0.1101) (0.1101)

50 0.1 0.2 0.6507 0.8810 0.6514 0.6433 0.7928
(0.0952) (0.1426) (0.0952) (0.0900) (0.0978)

100 0.1 0.2 0.6778 1.3447 0.6780 0.6998 0.7942
(0.0635) (0.2065) (0.0636) (0.0563) (0.0630)

GMN

25 0.1 0.2 0.5958 0.6113 0.5983 0.5993 0.7223
(0.1037) (0.1122) (0.1034) (0.0964) (0.1072)

50 0.1 0.2 0.6205 0.7142 0.6215 0.6182 0.7431
(0.0686) (0.1012) (0.0668) (0.0628) (0.0586)

100 0.1 0.2 0.6238 0.9928 0.6249 0.6289 0.7274
(0.0568) (0.1631) (0.0571) (0.0496) (0.0613)

FGMN

25 0.1 0.2 0.5883 0.5871 0.5884 0.5782 0.7223
(0.1592) (0.1515) (0.1491) (0.1459) (0.1490)

50 0.1 0.2 0.6187 0.6112 0.6245 0.5888 0.7305
(0.1774) (0.1426) (0.1643) (0.1322) (0.1279)

100 0.1 0.2 0.6549 0.6325 0.6544 0.6163 0.7463
(0.1736) (0.1318) (0.1507) (0.1389) (0.1302)

RNA expression level matrix. The 384 copy number values obtained for each of the

172 samples correspond to a set of copy number alteration intervals (CNAI) based

on CGH array output. The RNA expression levels correspond to 654 breast cancer

related genes measured on the 172 tumor samples. By treating the RNA expression

levels as the responses and the DNA copy numbers as the predictors, we can use a

multivariate linear regression model to learn the dependence structure between RNA

levels and DNA copy numbers. The missing values in the expression data have been

filled using the median values based on the observed data. And the data set has

been standardized to have mean 0 and standard deviation 1.
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Table 3.5: Median Prediction Errors over 50 replicates in Simulation Examples (Part
2) (results from our BSM methods are highlighted in gray)

p(=q) s1 s2 BSMs BSMf BSMt multi-lasso remMap

NI

25 0.5 0.6 0.0765 0.0727 0.0744 0.0879 0.2525
(0.0247) (0.0248) (0.0248) (0.0279) (0.0993)

50 0.5 0.6 0.0821 0.0794 0.0805 0.1008 0.3207
(0.0255) (0.0256) (0.0255) (0.0339) (0.0760)

100 0.5 0.6 0.0899 0.0877 0.0888 0.1171 0.3241
(0.0175) (0.0175) (0.0175) (0.0226) (0.0725)

Tν

25 0.5 0.6 0.1093 0.1034 0.1059 0.1193 0.3436
(0.0321) (0.0323) (0.0321) (0.0371) (0.0999)

50 0.5 0.6 0.1204 0.1214 0.1192 0.1448 0.3733
(0.0275) (0.0285) (0.0274) (0.0351) (0.0845)

100 0.5 0.6 0.1225 0.1214 0.1211 0.1527 0.3394
(0.0208) (0.0224) (0.0208) (0.0304) (0.0610)

GMN

25 0.5 0.5 0.1028 0.0975 0.0994 0.1113 0.2938
(0.0648) (0.0644) (0.0646) (0.0758) (0.1347)

50 0.5 0.6 0.1087 0.1048 0.1067 0.1342 0.3567
(0.0441) (0.0447) (0.0443) (0.0531) (0.0832)

100 0.5 0.6 0.1250 0.1246 0.1246 0.1671 0.3504
(0.0360) (0.0359) (0.0359) (0.0508) (0.0762)

FGMN

25 0.5 0.6 0.0955 0.0905 0.0937 0.1062 0.2794
(0.0549) (0.0548) (0.0548) (0.0619) (0.1161)

50 0.5 0.6 0.0878 0.0842 0.0857 0.1005 0.3407
(0.0829) (0.0814) (0.0828) (0.0953) (0.1302)

100 0.5 0.6 0.1094 0.1072 0.1085 0.1426 0.3505
(0.1411) (0.1280) (0.1407) (0.1598) (0.1602)

We regress the RNA expression level on the set of predictors that includes the

copy number of 384 CNAIs. We apply our BSM method to study the major predictors

that effect the RNA expression levels. Assuming that dependence among the RNA

expression are mainly contributed by the significant CNAIs, we use single graph 3.25

for our BSM method. Table 3.6 listed the annotations of the CNAIs chosen by BSM.

Since each of CNAIs does influence its own RNA expression levels (cis-regulator).

As it is shown in Table 3.6, our BSM with single graph did successfully detect

parts of the CNAIs (as highlighted in gray) that do exist cis-regulator with the 654

given RNA expressions. Based on the results, we also found out some CNAIs which
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should be considered as existing potential trans-regulator relation with those 654

RNA expressions. To access prediction performance of our method, we divided this

Table 3.6: Annotations of the CNAIs found by BRSM conditional on the signal graph

No Cytoband begin.nuc.iter3 end.nuc.iter3 size.iter3

1 1p36.11-1p35.2 27317929 31011404 41
2 4p16.3-4p16.1 991861 9449045 61
3 4q31.23-4q35.2 151535497 191244046 133
4 5q22.1-5q23.3 110126046 130756783 83
5 8q12.1-8q24.3 56600221 142275587 334
6 11q21-11q25 94343808 133754694 247
7 12q13.13-12q13.2 50925472 53257905 52
8 15q11.2-15q11.2 18786757 19949603 6
9 16p13.3-16p11.2 37048 32796294 331
10 16q11.2-16q24.3 45167337 88613639 320
11 17q12-17q12 31424350 31562438 5
12 17q12-17q12 34944071 35154416 9
13 17q21.2-17q21.31 36933959 38215675 35
14 17q25.3-17q25.3 76816671 78649094 42
15 19p13.3-19p13.3 598809 3755021 73
16 23p22.33-23p11.3 2725527 46830187 125

real data set into a testing set with 100 samples and a training set with 72 samples.

We applied BSMs, BSMp, multilasso and remMap without prior information about

the cis-regulations. For remMap, a 10 fold cross-validation has been applied to select

the tuning parameters in remMap. As it has been shown in Table 3.7, both BSMs

and BSMp have better prediction performances compared with remMap.

Table 3.7: Prediction performances from remMap and BSM

BSM remMap multilasso
prediction error 0.8752 0.9958 0.9629
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3.5 Conclusion

We propose the shrinkage graphical matrix normal model (3.7) for multivariate re-

gression. One obvious advantage of our model is that it preserves the matrix structure

by considering both row and column covariance structures. In this chapter, we pro-

posed a fast learning algorithm for learning the parameters. Our model has its major

focus on selecting major predictors, while modifications can always be included in

our model to provide more details learning of the response-predictor network as it

will be discussed in Chapter 6.
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4

Determination of the number of latent factors via
graphical factor model

In this chapter, we propose some Bayesian criteria for selecting the number of latent

factors via a graphical factor model. As it is shown in the simulated examples, our

methods have good performance in terms of detecting the true number of latent

factors.

4.1 Introduction

As it has been discussed in Chapter 1, factor models have been widely used in a

variety of applications ranging from microarray studies to economics. and the sparse

learning idea comes in though controlling the number of latent factor and/or intro-

ducing zero elements in the loadings. The choice of the number of factors k is a

crucial part of the specification of the model. Misspecification of k can lead to unre-

liable model inferences (Hahn et al., 2010). There is a frequentist literature focused

on asymptotic model selection behavior of certain information criteria. For example,

under a sequential limit asymptotic condition, Connor and Korajczyk (1993) devel-
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oped a test procedure for k in asset returns. Assuming p,N Ñ 8 with
?
p{N Ñ 8,

Stock and Watson (1998) proposed a modified BIC for determination of an optimal

k for forecasting single series. Under the framework of large N or/and large p, Bai

and Ng (2002) did a comprehensive study of the convergence rate for certain factor

estimates and developed some selection criteria that have consistent behavior for

estimating k.

As a related alternative to factor analysis, principal component analysis (PCA)

has been widely used for dimension reduction. Tipping and Bishop (1999) showed

that PCA corresponds to maximum likelihood estimation of a latent factor model

under a specific parameterization for the loadings matrix Λ. Minka (2001) extended

this probabilistic PCA work and showed how to use Bayesian model selection for

determination of the number of latent factors k. Based on a slightly different version

of probabilistic PCA, Rajan and Rayner (1997) proposed two different methods for

the model selection. Bishop (1999) proposed an iterative algorithm based on an

automatic relevance determination framework for directly estimating k. In order

to avoid the computational cost associated with formal Bayesian model selection,

Bhattacharya and Dunson (2010) proposed a novel shrinkage prior for the loadings

matrix in an infinite factor model, with the loadings for higher indexed factors shrunk

more strongly.

In this chapter, our focus is on more computationally efficient methods for se-

lection of the number of factors. We first introduce a carefully structured graphical

factor model and then propose some model selection criteria based on Bayesian model

selection for the determination of k. For notational and modeling simplicity, in what

follows we assume that the data have been normalized prior to analysis indepen-

dently.
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4.2 Bayesian Factor Models

4.2.1 Factor Model and Motivation

Considering a p�N matrix Z, the singular value decomposition yields

Z � ULV 1, (4.1)

where U is a p � p unitary matrix, L is a p �N diagonal matrix with nonnegative

real numbers on the diagonal, and V is an N � N unitary matrix. Based on the

Eckart-Young theorem (Johnson, 1963), one commonly used rank k approximation

for Z is

Z �
ķ

i�1

liuiv
1
i (4.2)

with l1, . . . , lk the first k largest nonnegative diagonal elements in matrix L, and

ui and vi are column vectors in U and V , respectively. Vector ui and vi can be

calculated by maximizing the Frobenius norm of the matrix Z subject to rank(Z)

� k.

Consider the singular value decomposition for the loadings matrix Λ:

Λ � ULV 1

, with UU 1 � I, V V 1 � I. (4.3)

Based on (4.3), Model (1.9) can be reparameterized as:

zn � ULθn � εn, εn � Np0,Σq, (4.4)

with θn = V 1ηn which still satisfies θ �Np0, Ikq. Expression (4.4) can be interpreted

as a probabilistic representation for (4.2). Under Model (4.4), the induced covariance

of zn obtained in marginalizing out latent factors θn is Ω = UL2U 1+Σ where U P
<p�k (k ! p).
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Define k=rankpΛq as the number of latent factors given a loading matrix Λ. In

Model (4.4), we have the loading matrix

Λ � UL �

�����
l1u11 l2u12 . . . lpb1p

l1u21 l2u22 . . . lpu2p
...

...
...

...
l1up1 l2up2 . . . lpupp

����. (4.5)

Due to the orthogonality of the matrix U , the number of latent factors k can be

controlled directly through the number of nonzero elements in L.

By constraining all the residual variances to be equal in (4.4), Tipping and Bishop

(1999) proposed probabilistic principal component analysis relying on the fact that

the Frobenius norm of the matrix Z is equivalent to the log joint marginal likelihood

under this constraint. By using only one penalty, such an approach does not take

into account differences in scale across the different measurements, which lead to

differences in scale in the elements of ui,vi. To remove scale differences, the dif-

ferent variables can be normalized. However, after normalization the assumption of

constant residual variances seems unreasonable. Such an assumption requires the

proportion of the total variance explained by shared dependence on other variables

to be the same for all p variables. In this chapter, we focus on a more general latent

factor model (1.9) without any constraint on the diagonal residual covariance matrix

Σ = diag(σ2
1, . . . , σ

2
p).

4.2.2 Generalized Singular Value Decomposition

Let <� denote the set of all positive real numbers, <p�p the set of all p � p real

matrices, Θp�p � <p�p the subset of diagonal matrices with non-negative elements,

and Θ�
p�p � Θp�p the further subset with strictly positive diagonal elements.

Consider a new parameterization for the latent factor model

zn � Σ1{2ULθn � εn, εn � Np0,Σq, (4.6)
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where U is a p � p orthogonal matrix that satisfies U 1U � I. This model was first

considered by Yoshida and West (2010) and referred to as a graphical factor model.

Different parameterization of the loadings matrix Λ in the factor model corresponds

to different decomposition for the covariance matrix of zn. For example, in the

probabilistic principal components analysis (Tipping and Bishop, 1999), assuming

Λ=UL, we obtain the eigenvalue decomposition for the covariance matrix

Ω � UpLL1 � σ2IqU 1 (4.7)

subject to the constraint that the smallest p�°p
i�1pli � 0q eigenvalues are the same.

More commonly in factor analysis, one assumes a lower triangular Λ as in Geweke

and Zhou (1996), leading to the modified Cholesky decomposition

Ω � ΛΛ1 �Σ (4.8)

with Σ diagonal.

Definition 1. Given any positive semidefinite symmetric matrix Ω P <p�p and a

symmetric matrix M , the generalized singular value decomposition (GSVD) for Ω is

obtained by finding a matrix U � pu1, . . . ,upq P <p�p and a diagonal matrix ∆ such

that

Ω � U∆U 1 and U 1MU � I. (4.9)

Under Model (4.6), we have the induced covariance matrix Ω as

Ω � Σ1{2pUL2U 1 � IqΣ1{2, (4.10)

which provides a generalized singular value decomposition (4.9) of the covariance Ω

with respect to the symmetric matrix M=Σ and ∆ = L2 � I.
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Lemma 5. For any positive definite symmetric matrix Ω P <p�p, there exists pL,U ,Σq
such that

Ω � Σ1{2pUL2U 1 � IqΣ11{2. (4.11)

where U is a p � p orthogonal matrix and L and Σ are both positive semidefinite

diagonal matrices.

Proof: See Appendix E.

According to Lemma (5), this decomposition (4.10) exists for any positive definite

symmetric matrix, hence, we can use it for any high dimensional variable under the

normality assumption. As has been pointed out in Yoshida and West (2010), the

graphical factor model provides a consistent parameterization framework for both

the covariance and precision matrices:

Ω � Σ1{2pUL2U 1 � IqΣ11{2, Ω�1 � Σ�1{2pI �UDU 1qΣ1�1{2, (4.12)

where D = diag(d1, . . . , dp) with di = l2i {p1 � l2i q. Sparsity for this graphical factor

model can be introduced through

1. controlling the dimensional reduction rankpΣ1{2ULq ! p,

2. introducing zero estimates in the loadings.

Theorem 6. Consider a positive definite symmetric matrix Ω P <p�p with a sym-

metric diagonal matrix Σ P Θ�
p�p. Defining k=rank(Ω-Σ), there exists a nonsingular

matrix U such that

Ω � U∆U 1, and U 1Σ�1U � I, (4.13)

where ∆=diag(δ1, . . . , δp) with δi ¡ 1 for i=1, 2, . . . , k and δi=1 for i=k � 1, . . . , p.
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Proof: See Appendix E.

Based on Theorem 6, for graphical factor model (4.6), we have

rankpΛq � rankpΩ�Σq � rankpΣ1{2UL2U 1Σ1{2q �
p̧

i�1

pl2i � 0q, (4.14)

which allows one to determine the number of latent factors through L as in (4.4).

By controlling the number of non-zero elements in L, we can achieve different di-

mensional reduction effects. Different from the probabilistic principal component

analysis where they directly consider the eigenvalue decomposition of the covariance

matrix for z, in the graphical factor model, we start with rescaling the matrix Z

through the idiosyncratic error variance matrix and then consider the eigenvalue

decomposition of the rescaled covariance matrix Σ�1{2ΩΣ�1{2. By doing this, we

expect our graphical factor model (4.6) to provide more distinguishable structure

among the eigenvalues than model (4.4) leading to improved ability to choose the

number of latent factors.

Due to the consistent parameterizations for both Ω and Ω�1 in (4.12), it is clear

that the degrees of freedom in the covariance matrix and its corresponding precision

matrix are both controlled by the parameter L. Here, we focus on the determination

of k by model selection. For any specified k, we have the parameterU and L in Model

(4.6) on some constrained spaces as defined in the following section. By evaluating

a particular score for each k, we can use the general model selection procedure to

search for the best k. In this following context, we derive some selection criteria

based on Bayesian model selection.
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4.3 Bayesian model selection for the number of latent factors

Consider a set of models M � tmi : k � iumintp,Nu
i�1 . We start by calculating the

posterior model probabilities

ppmi | Zq9ppmiq
»
ppZ | L2,U ,ΣqppL2,U ,Σ | miqdL2dUdΣ. (4.15)

and rely on Bayesian model selection to select the best model m̂k

m̂i � arg maxm̂iPM tppmi | Zqu . (4.16)

For the graphical factor model (4.6), we have

ppZ | L2,U ,Σq9|Σ|�N
2

k¹
i�1

�
1

l2i � 1


N
2

exp

�
1

2
tr
!
SΣ�1{2pI �UDU 1q.Σ1�1{2

)�
(4.17)

In this section, we start with defining the prior distributions for pL2,U ,Σq given a

specified model mi tpk � iqu and then we will discuss several criteria derived from

(4.15) for the selection of the number of latent factors.

4.3.1 Prior Specification

Given model mi having k � i latent factors, L2 (L) is constrained to have only k

nonzero positive elements. Due to the form of the graphical factor model, we can

remove p�k columns of the orthogonal matrix U corresponding to the zero elements

in L2. The resulting U will be constrained to a reduced orthogonal space.

Definition 2. Let Opp, kq denote a compact Riemann space with elements U satis-

fying

U 1U � I and U P <p�k, (4.18)

where <p�k denotes the set of all p�k real matrices. If p=k, then Opp, kq is a Stiefel

manifold corresponding to an orthogonal group of p� k orthogonal matrices (Downs,

1972).
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Following this definition, we have U P Opp, kq. Denote µpdUq [U P Opp, kq] a

Haar measure of unit mass on Opp, kq. Downs (1972) defines the von Mises-Fisher

matrix distribution as

dF pUq �
"
cpI,F q exp ptrFU 1qµpdUq, U P Opp, kq
0 otherwise,

(4.19)

where cpI,F q is a normalizing constant and F is either a null or full rank p � p

matrix. For simplicity, we choose a uniform distribution over U by setting F= 0 in

(4.19)

U � UniftOpp, kqu (4.20)

with a normalizing constant

»
U POpp,kq

µpdBq � 1

2k

k¹
j�1

Γt1

2
pp� j � 1quπ�pp�i�1q{2.

For positive diagonal elements σ2
i s in Σ, we assign

σ2
i � Ga�1paσ, bσq (4.21)

for i=1, . . . , p. Here, Ga�1paσ, bσq is a distribution with pdf

ppxq � baσσ
Γpaσqp1{xq

aσ�1e�bσ{x1px ¡ 0q. (4.22)

Because the data are standardized prior to analysis, we choose aσ=bσ = 1 as a default

choice for the prior distribution over σ2
i s.

For each nonzero l2i (i � 1, 2, . . . , k) in L2, we let

ppl2i q9
1

pl2i � 1q2 1pl2i ¥ 0q. (4.23)

To summarize, given each model mk, we have

U � UniftOpp, kqu, ppl2i q9
1

pl2i � 1q2 1pl2i ¥ 0q, σ2
i � Ga�1p1, 1q (4.24)

for i=1, 2, . . . , p.
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4.3.2 Bayesian model selection crtieria

We propose two methods for approximating (4.15).

Method 1 (Laplace Approximation): Start with approximating the integral in (4.15)

using Laplace’s method (Kass and Raftery, 1995):

ppmi | Zq9ppmiqppZ | L̂2
, Û , Σ̂qppL̂2

, Û , Σ̂ | miqp2πq
m�k�p

2 |H|� 1
2 (4.25)

where m � ppp� 1q � pp� kqpp� k� 1q{2, pL̂2
, Û , Σ̂q are the maximum a posteriori

estimators such that

pL̂2
, Û , Σ̂q � arg maxL2

,U ,Σ

 
ppZ | L2,U ,ΣqppL2,U ,Σ | miq

(
(4.26)

and H is the Hessian matrix of logtppZ | L2,U ,ΣqppL2,U ,Σ | miqu with respect

to pL2,U ,Σq. The marginal likelihood incorporates an intrinsic penalty for model

complexity, and hence it is unnecessary to explicitly assign higher prior probability

to smaller models. For simplicity we choose a uniform prior over the model spaceM

ppmiq91 (4.27)

under this situation. Based on this method, we will have a model selection criterion

SFAl as

SFAlpkq � logtppZ | L̂2
, Û , Σ̂qu � logtppL̂2

, Û , Σ̂ | miqu � klogp2q

� logtcpI,0qu � m� k � p

2
logp2πq � 1

2

#
ķ

i�1

logpN
3

2δ2
i

q
+

� 1

2

�
p̧

i�1

ķ

j�i�1

tlogp 1

l̂2i � 1
� 1

l̂2j � 1
q � logpδi � δjqu

�

� 1

2
logp|pN � 2aσ � 5qΣ̂� pS � 2bσIq � pÛD̂Û 1q b S|q (4.28)

where δis are the eigenvalues of matrix Σ̂
�1{2

SΣ̂
�1{2

. Details about the calculations

related to this Laplace approximation can be found in Appendix F.
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Method 2: Rather than using Laplace’s method to approximate the integration,

another simpler way is to use the maximum of the marginal likelihood for model

selection, as in Rajan and Rayner (1997) where we have»
ppZ | L2,U ,ΣqppL2,U ,Σ | miqdL2dUdΣ � ppZ | L̂2

, Û , Σ̂q (4.29)

with pL̂2
, Û , Σ̂q as defined in (4.26). However, since a larger number of latent fac-

tors would capture more variation, the marginal likelihood tends to favor a larger k.

With loss of the Bayesian penalty as in Method 1, an additional penalty gpN, pq is

recommended to adjust the overfitting property of the estimated marginal likelihood

(4.29). As it is mentioned in Chamberlain and Rothschild (1983), the determined

number of significant latent factors by marginal likelihood increase with the dimen-

sionality p even when the number of true latent factors is fixed. We include both

the dimensionality p and the sample size N into the penalty function to discourage

overfitting in the large p or/and large N settings. Hence, we choose

g1pN, pq � �maxpp,Nq. (4.30)

and

g2pN, pq � �pp�Nq (4.31)

as two potential choices and we have the associated adjusted selecting criteria as

SFAa1pkq � logtppZ | L̂2
, Û , Σ̂qu � k �maxpp,Nq (4.32)

and

SFAa2pkq � logtppZ | L̂2
, Û , Σ̂qu � k � pp�Nq. (4.33)

To perform model selection, given the upper bound for the number of latent

factors kmax, we have

k̂ � arg max0¤k¤kmaxcriterionpp,N, k,Zq (4.34)
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where criterionpp,N, k,Zq is chosen as one of (4.28), (4.32) and (4.33).

4.4 Parameter Learning in Graphical Factor Models

As it is shown in the previous section, in order to evaluate the model selection criteria

(4.28), (4.32) and (4.33), one key step is to calculate the maximum a posteriori

estimates for pL2,U ,Σq as in (4.26). In this section, we propose a optimization

algorithm for calculating the MAP estimators pL̂2
,U ,Σq for the graphical factor

model given a.fixed number of latent factors. Given the number of latent factors k,

the complete-data log-likelihood of Model (4.6) plus the log of the prior distributions

can be written as

L � �N � 2aσ � 2

2
log|Σ| � N

2
log|ULL1U 1 � I| � 1

2
trp2bσΣ�1q

� 1

2
trtpULL1U 1 � Iq�1Σ�1{2SΣ�1{2u � 2logpLL1 � Iq (4.35)

where S is the sample covariance matrix S =
°N
n�1 znz

1
n. Due to the orthogonality

of U , (4.36) can be re-expressed as

L � �N � 2aσ � 2

2
log|Σ| � N � 4

2
log|ULL1U 1 � I| � 1

2
trp2bσΣ�1q

� 1

2
trtpULL1U 1 � Iq�1Σ�1{2SΣ�1{2u. (4.36)

Under the prior distribution described in the previous section, the maximum a

posteriori estimators for pL2,U ,Σq can be solved by the maximizing (4.36) with

respect to pL2,U | Σq and pΣ | L2,Uq iteratively:

Maximization over L2 and U given Σ: Due to orthogonality constrain of U ,

the direct maximization over pL2,Uq is a little complicated. However, it turns out

that the maximization of (4.36) is equivalent to a eigenvalue decomposition problem

as it is shown in the following Lemma.

65



Algorithm 4 Parameter learning algorithm for the graphical factor model

Input: Normalized data set: Z. Parameters: paσ, bσ, kq. Initial values: (L2
o, U o,

Σo).
Output: L, U , Σ

1: repeat
2: Maximize the expected log full conditional distribution ppU ,L2 | Σ,Zq with

respect to pU ,L2q under the constrain U 1U � I and L P Θ�
k�k.

3: Maximize the expected log full conditional distribution ppΣ | L,U ,Zq with
respect to Σ.

4: until Converge

Lemma 7. Define Ŝ=Σ�1{2SΣ�1{2. Consider the constrained maximization problem

pÛ , L̂2q � arg maxU ,L

�
�N � 4

2
log|ULL1U 1 � I| � 1

2
trtpULL1U 1 � Iq�1Ŝu

�

with subject to U 1U � I and L P Θ�
p�p. Suppose the eigenvalue decomposition of Ŝ

= U�diagpδ1, . . . , δpqU 1
� with δ1 ¥ δ2 ¥ . . . ¥ δp. Then,

Û � pu1,�, . . . ,uk,�q and L̂ � diagpl̂1, . . . , l̂kq (4.37)

where ui,� is the ith column of U� and

l̂2i � maxt0, δi
N � 4

� 1u. (4.38)

Proof: See in Appendix E.

As it implies, the computation complexity in this step would mainly depend on

the eigenvalue value decomposition of the matrix Σ�1{2SΣ�1{2. Since we will only

use the k largest eigenvalues and their corresponding eigenvector, the computation

complexity for this single step is Oppk2q.
Maximization over Σ given L2 and U : The log full conditional posterior ppΣ |
L,U ,Zq under Prior (4.21) can be expressed as

� N � 2aσ � 2

2
log|Σ| � 1

2
trtpS � 2bσIqΣ�1u � 1

2
trpΣ�1{2SΣ�1{2UDU 1q. (4.39)
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Consider a one-to-one and onto mapping from σ2
i P <� to σ�1

i P <�. Differentiating

(4.39) with respect to Σ�1{2=diag(σ�1
1 , . . . , σ�1

p ) and setting it to zero, we have

pN � 2aσ � 2qdiagpΣ1{2q � diagtpS � 2bσIqΣ�1{2u � diagpUDU 1Σ�1{2Sq � 0 (4.40)

Due to the nonlinearity of (4.40) in Σ�1{2, its corresponding solution is relatively

complicated. Here, we use the same reduced implicit equation as in Yoshida and West

(2010) to performance an iterative solution to (4.40) and it leads to an approximated

solution for (4.40) as

diagpΣ̂q � 1

N � 2aσ � 2
diag

#
S � 2bσI �Σ1{2

o p
ķ

i�1

l2i
l2i � 1

uiu
1
iqΣ�1{2

o S

+
. (4.41)

with Σo being the estimated value of Σ from the previous iteration.

4.5 Simulation Studies

In this section, we compare our criteria (4.28), (4.32) and (4.33) for model selection

with the following competitors:

1. The ICp1, ICp2 and ICp3 estimators in Bai and Ng (2002):

ICp1pkq � logtV pk, F̂ kqu � kpp�N

pN
qlogp NP

N � p
q (4.42)

ICp2pkq � logtV pk, F̂ kqu � kpp�N

pN
qlogpC2

Npq (4.43)

ICp3pkq � logtV pk, F̂ kqu � k
logpC2

Npq
C2
Np

(4.44)

where V pk, F̂ kq is the average residual variance given k factors and C2
Np =

mintp,Nu. See more details about how to calculate V pk, F̂ kq in Bai and Ng

(2002).
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2. The Bayesian model selection criterion Minka derived by Minka (2001) based

on the probabilistic PCA model in Tipping and Bishop (1999).

In high dimensional cases, To assess the robustness of these criteria, we test the

performance of our criteria for model selection by using a set of simulated examples.

For all the simulated examples, We sample the data point tznuNn�1 from:

zn � Np0,ΛΛ1 �Σq. (4.45)

where Σ=diag(σ2
1, . . . , σ

2
p).

Example 1: We choose the loading Λ in (4.45) as

Λ1 �
�

0 �4 0 �8 �4 �6 1 �1 4 0
1 0 0 �1 0 1 0 1 0 1



. (4.46)

and the idiosyncratic variance σ2
i =0.2 for all i=1, 2, . . . , 10. Different values of the

samples size N has been chosen for this example. This example has been discussed

in Hahn et al. (2010) to illustrate the difficulty of correctly estimating the number

of latent factors when the smaller model is too close to the true model.

Example 2: In this example, each element λij in the loading matrix Λ P <p�5 is

generated independently from a standard normal distribution Np0, 1q with k � 5

as the number of true latent factors. The idiosyncratic variances σ2
i are sampled

independently from a gamma distribution with mean 5 and standard derivation 5.

In this example, three difficult choices of the dimensionality p have been considered,

i.e. p � 50, p � 100 and p � 500 while the fixed value for sample size N � 50 has

been used. Under this setting, we have the signal to noise ratios (SNR) around 50%

which got slightly decreased as p being increased.

Example 3: In this example, we assume a sparse representation (many zeros) in

the loading matrix Λ. The first row of Λ is assumed to be all zeros with two ran-

domly selected locations set to 1 and �1 while each element λij in the other rows
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of loading matrix Λ is generated independently from a normal distribution with

mean 0 and variance 4. For each column, one randomly chooses m elements to

set to zero, while m is also chosen linearly between p � 2k and p � pk � 1q. The

diagonal elements in Σ are generated independently from Ga�1p1, 4q. This sam-

pling procedure also provides relatively sparse representation of the resulting co-

variance matrix ΛΛ1 � Σ that implies a certain independent structures variables

in z. Following this procedure, we consider three combinations of pp, k,Nq where

pp, k,Nq P tp100, 5, 200q, p500, 10, 200q, p1000, 15, 200qu.
Table 4.1 listed the percentage of times the estimators correctly found the true

k over 50 replicates for each of the examples and Table 4.2 provides the averages of

k̂. As we can see that all of our criteria did good job in all the examples, while the

criteria ICp1-ICp3 and Minka all tend to over estimate the number of latent factors in

Example 1. As for ICp1-ICp3, they are intended for large p and/or large N setting, as

it has been also shown in the original paper Bai and Ng (2002), they tend to fail for

small dimensionality cases. In the case when the significant principal components

are very close to each other and the marginal likelihood exhibits a smooth trendy as

the number of latent factors increases. It becomes more difficult to tell where one

should put the threshold in order to determine the number of latent factors. Hence,

Minka and ICp1-ICp3 tends to overestimate the number of latent factors in order the

capture as much potential variations in the data as possible.

Figure 4.5 provides the values of the estimators SFAa1, SFAa2 and SFAl for each

k in some selected cases of the three examples. As it is shown, SFAa2 exhibits the

strongest shrinkage properties among the three while ICa1 and SFAl share a similar

shrinkage pattern.
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Table 4.1: The percentage of times each criterion correctly find true k over 50 repli-
cations. (our results are highlighted in Gray)

p n k kmax SFAa1 SFAa2 SFAl ICp1 ICp2 ICp3 BICppca

Ex 1
10 50 2 9 0.96 0.82 0.90 0.00 0.00 0.00 0.00
10 100 2 9 1.00 1.00 0.98 0.00 0.00 0.00 0.00
10 500 2 9 1.00 1.00 1.00 0.00 0.00 0.00 0.00

Ex 2
50 50 5 10 1.00 0.20 0.98 0.72 0.20 0.20 0.98
100 50 5 10 1.00 1.00 1.00 0.96 0.86 0.86 1.00
500 50 5 10 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Ex 3
100 200 5 10 0.90 0.78 0.96 0.20 0.22 0.22 0.32
500 200 10 15 1.00 1.00 1.00 0.28 0.30 0.30 1.00
1000 200 15 20 1.00 1.00 0.98 0.24 0.24 0.24 1.00

Table 4.2: The average of k̂ each criterion obtained over 50 replications (our results
are highlighted in Gray)

p n k kmax SFAa1 SFAa2 SFAl ICp1 ICp2 ICp3 BICppca

Ex 1

10 50 2 9 1.96 1.82 2.10 9.00 9.00 9.00 6.56
(0.19) (0.38) (0.30) (0.00) (0.00) (0.00) (0.86)

10 100 2 9 2.00 2.00 2.04 9.00 9.00 9.00 7.72
(0.00) (0.00) (0.28) (0.00) (0.00) (0.00) (1.06)

10 500 2 9 2.00 2.00 2.00 9.00 9.00 9.00 8.74
(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.44)

Ex 2

50 50 5 10 5.00 3.96 4.98 4.70 3.38 3.38 5.02
(0.00) (0.75) (0.14) (0.50) (1.12) (1.12) (0.14)

100 50 5 10 5.00 5.00 5.00 4.96 4.86 4.86 5.00
(0.00) (0.00) (0.00) (0.20) (0.35) (0.35) (0.00)

500 50 5 10 5.00 5.00 5.00 5.00 5.00 5.00 5.00
(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Ex 3

100 200 5 10 4.90 4.78 4.96 8.26 7.98 7.98 6.8
(0.30) (0.41) (0.19) (1.96) (1.98) (1.98) (1.84)

500 200 10 15 10.0 10.0 10.0 12.7 12.6 12.6 10.0
(0.00) (0.00) (0.00) (2.14) (2.15) (2.15) (0.00)

1000 200 15 20 15.0 15.0 14.9 17.2 16.9 16.9 15.0
(0.00) (0.00) (0.14) (2.17) (2.21) (2.21) (0.00)
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SFAa1 SFAa2 SFAl

Figure 4.1: The values of the estimators for each given k. The first row: the first
case in Example 1 where pp,N, kq=p10, 50, 2q. The second row: the first case in
Example 2where pp,N, kq=p50, 50, 5q. The thrid row: the first case in Example 3
where pp,N, kq=p100, 200, 5q.

4.6 Discussion

In this chapter, we propose some criteria for the selection of number of latent factors

via a graphical factor model. As it is shown in the simulated examples, our criteria

outperform its competitors and show excellent performance in discovering the true

number of latent factors. Instead of relying on the principal component analysis of

the sample covariance to search for the optimal solutions, we use the graphical factor

model which is related to concert of the general singular value decomposition. By
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first rescaling the covariance matrix through the idiosyncratic variance matrix Σ,

the graphical factor model managed to provide us a clearer view of the principal

variation structure and hence obtains a more accurate estimator for k. Once an

accurate estimate for k is given, one can then try to introduce local sparsity in

the loadings. Some details about how to introduce zero estimates in the loadings

matrix can be found in Yoshida and West (2010), where they focused on learning the

local sparse representation of the covariance matrices by introducing sparsity into

the orthogonal matrix U and proposed a computation algorithm based on annealed

entropy for parameter learning.
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5

Applications of the graphical factor model

In this chapter, we apply the graphical factor model for the covariance matrix esti-

mation, linear regression and classification. Both simulated examples and real data

application have been used to demonstrate the performance of our model.

5.1 Covariance matrix estimation

One straightforward application of the latent factor model is the estimation of the

covariance matrix for the observation data Z. Under the graphical factor model

(4.6), we have the estimated covariance matrix as

Ω̂ � Σ̂
1{2pÛL̂Û 1 � IqΣ̂1{2

(5.1)

with pÛ , L̂2
, Σ̂q being the maximum a posteriori point estimation for the parameters.

As it is shown in the previous chapter, our proposed criteria did a excellent

job in terms of selecting the number of latent factors. In this section, given the

estimated number of latent factors from the model selection step, we evaluate the

accuracy of the parameter learning algorithm for graphical factor model in terms of

estimating the covariance matrices. In this section, we evaluated the performance
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of our method for covariance matrix estimation using simulated data generated in a

manner as described in Chapter 4. We compared our method Algorithm 4 with the

corresponding parameter learning algorithms that have been used in Minka (2001)

and Bai and Ng (2002).

Definition 3. For any positive semidefinite symmetric matrix Ω P <p�p, given the

eigenvalue decomposition for Ω

Ω � Udiagpδ1, . . . , δpqU 1. (5.2)

We have the matrix square of Ω defined as

Ω1{2 � Udiagpδ1{2
1 , . . . , δ1{2qU 1. (5.3)

To evaluate the fitting performance of each of the methods, we calculate a de-

rived metric on the space of covariance matrices from Frechet distance (Dowson and

Landau, 1982):

Df pΩ̂,Ω0q � trtΩ� Ω̂� 2pΩΩ̂q1{2u. (5.4)

Table 5.1 listed the medians of Frechet distance (5.4) between the true covari-

ance matrix and the estimated ones obtained from those methods. Our graphical

factor model methods outperforms the other two competitors in both Example 2 and

Example 3 when the dimensionality p is moderate. In Example 1, the probabilistic

principle component analysis seems to be the best one in the lowest dimension case.

Combining the results we had in the previous chapter, the probabilistic principle

component analysis associated with Minka for the model selection tends to overesti-

mate the number of latent factors, so, it might have over-fitted the data in this lower

dimensional case.
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Table 5.1: Simulation study: the medians of the Frechet distances measuring the
performances of the methods below in the covariance matrix estimation over 50
replications (our results are highlighted in Gray)

p n SFAa1 SFAa2 SFAl ICp1 ICp2 ICp3 BICppca

Ex 1

10 50 0.259 0.277 0.263 6.1814 6.1814 6.1814 0.189
(0.228) (0.408) (0.144) (0.632) (0.632) (0.632) (0.126)

10 100 0.114 0.114 0.115 6.156 6.156 6.156 0.092
(0.060) (0.060) (0.061) (0.424) (0.424) (0.424) (0.058)

10 500 0.0186 0.0186 0.0186 6.188 6.188 6.188 0.015
(0.010) (0.010) (0.010) (0.182) (0.182) (0.182) (0.010)

Ex 2

50 50 3.331 4.150 3.350 8.410 8.969 8.969 4.122
(0.421) (1.349) (0.417) (1.160) (1.323) (1.323) (0.476)

100 50 7.050 7.050 7.050 23.90 23.90 23.90 8.608
(1.002) (1.002) (1.002) (2.030) (2.030) (2.030) (0.977)

500 50 35.77 35.77 35.77 181.9 181.9 181.9 45.13
(4.331) (4.331) (4.331) (10.10) (10.10) (10.10) (4.142)

Ex 3

100 200 1.969 1.980 1.969 49.33 49.33 49.33 10.25
(0.180) (0.278) (0.155) (17.49) (18.56) (18.56) (1.284)

500 200 20.81 20.81 20.81 402.5 405.8 405.8 55.67
(0.436) (0.436) (0.436) (198.1) (199.1) (199.1) (1.860)

1000 200 62.71 62.71 62.71 1052.6 1100.5 1100.5 139.8
(0.834) (0.834) (0.834) (327.3) (328.2) (328.2) (2.911)

5.2 Latent factor regression

Another application of latent factor model is to use it for linear regression where

we can joint modeling the response and predictors together. Consider the following

linear regression model

yi � x1iβ � εi, for i � 1, . . . , n (5.5)

where xi’s are p dimensional predictors and yi’s are the response. By joint modeling

zi=pyi,x1iq1 in Model 1.9 and defining a partition of the covariance matrix as

Ω �
�

Ωyy Ωyx

Ωxy Ωxx



for the latent factor regression model (5.5), we have Epyi | xiq = x1iβ while β =

Ω�1
xxΩyx.
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5.2.1 Simulated Example

In this subsection, we use the same simulated procedure as Example 3 in Section 4.5

of Chapter 4 and consider z1 as the response type and the remaining zp�1q as the

predictors x. For each simulated data set, we generate 200 samples in the training

set and 100 in the test set. We compared prediction performances from the following

methods:

1. (SFA) our graphical factor model method associated with the model selection

criteria (4.28), (4.32) and (4.33),

2. (PPCA) the probabilistic principal component model with Minka in Minka

(2001),

3. (SIF) sparse infinite factor model method in Bhattacharya and Dunson (2010),

4. (Lasso) lasso method in (Tibshirani, 1996),

5. (EN) elastic net method in (Zou and Hastie, 2005),

6. (Scout) scout(2,�) method in (Witten and Tibshirani, 2009).

For each simulation, cross-validation has been used to choose the tuning parameters

for lasso, elastic net and scout(2,�). To achieve better prediction performance for

SFA and PPCA, Bayesian model averaging method has been used

β̂ �
kmax̧

i�1

π̂iβ̂piq (5.6)

where β̂i is the estimated coefficient given k number of latent factors and

π̂i � exptSFAa1piqu°kmax
k1�1 exptSFAa1pk1qu

(5.7)
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Given the set of the training samples tyn,xnuntrn�1 and the estimated coefficient β̂,

the following mean square loss has been used for the estimated prediction samples:

lpy, ŷq � 1

ntr

ntŗ

n�1

pyn � ŷnq2 (5.8)

where ŷn = x1nβ̂.

Table 5.2 provides the predictive performances of those methods. Among these

simulation examples, SFA provides improvements over PPCA, Lasso and EN, while

it works similarly compared with both PPCA and Scout.

Table 5.2: Simulation study: predictive performance for normal linear regression
model

(p,k,n) SFAa1 SFAa2 SFAa2 PPCA SIF lasso EN Scout

100, 5, 200
0.154 0.154 0.153 0.212 0.151 0.216 0.203 0.159

(0.196) (0.196) (0.196) (0.191) (0.191) (0.213) (0.226) (0.218)

500, 10, 200
0.176 0.176 0.176 0.245 0.171 0.201 0.197 0.169

(0.226) (0.226) (0.226) (0.2039) (0.203) (0.270) (0.296) (0.229)

1000, 15, 200
0.164 0.164 0.164 0.225 0.177 0.192 0.184 0.160

(0.233) (0.233) (0.233) (0.2094) (0.209) (0.271) (0.295) (0.220)

5.2.2 Real Example

In this section, we apply all the methods to a real data set that is listed in the R

packages pls (Mevik and Wehrens, 2007):

1. gasoline data set: containing 60 gasoline samples with octane numbers and 401

NIR spectra measurements. (45 training samples and 15 testing samples),

Table (5.3) listed the prediction errors for all these methods. Our graphical fact

model outperformed all the competitors for the gasolinedata set.
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Table 5.3: Real Data Examples: predictive performance for normal linear regression
model

SFAa1 SFAa2 SFAl PPCA SIF lasso EN Scout
gasoline 0.0205 0.0205 0.0205 0.0379 0.0330 0.0377 0.0499 0.0346

5.3 Classification

The graphical factor model can also be extended in a straightforward manner for

classification. Consider a M -classes classification problem

z �
M̧

m�1

πmNpµm,Ωq, (5.9)

Let tznuNn�1 be independent observations from Model (5.9). Given the class index

Cpnq=m (mPt1, 2, . . . ,Muq for each observation zn, consider the following model

zn � µCpnq �Σ1{2ULηn � εn, εn � Np0,Σq (5.10)

with µCpnq � Np0, Iq. Based on the information of the class indexes, we have the

posterior estimation for πms as π̂m � nk
N

. Conditional on the observations tznuNn�1

and their associated class indexes tCpnquNn�1, the marginal likelihood of (5.10) can

be written as

L � �N � 2aσ � 2

2
log|Σ| � N � 4

2
log|ULL1U 1 � I| � 1

2
trp2bσΣ�1q � 1

2
trp

M̧

m�1

µmµ
1
mq

� 1

2
trrpULL1U 1 � Iq�1Σ�1{2t

Ņ

n�1

pzn � µCpnqqpzn � µCpnqquΣ�1{2s (5.11)

By adding an extra step for estimating of the class mean µms associated with some

other modifications, the iterative parameter learning algorithm 4 can be modified for

purpose of classification.
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Algorithm 5 Parameter learning algorithm for the graphical factor model in the
classification problem

Input: Normalized data set: Z. Observation class indexes: tCpnquNn�1. Parameters:
paσ, bσ, kq. Initial values: (L2

o, U o, Σo, tµm,ouMm�1).
Output: L, U , Σ, tµm, πmu

1: πm Ð nm
N

with nm � °
n:Cpnq�m 1

2: repeat
3: Maximize the expected log full conditional distribution pptµmuMm�1 |

U ,L,Σ,Zq with respect to tµmuMm�1.
4: Maximize the expected log full conditional distribution ppU ,L |

tµmuMm�1,Σ,Zq with respect to pU ,Lq under the constrain U 1U � I and
L P Θ�

k�k.
5: Maximize the expected log full conditional distribution ppΣ |

L,U , tµmuMm�1,Zq with respect to Σ.
6: until Converge

Maximization over µms given Σ, U , L2, πms: Based on the property of multi-

variate normal distributions, given Σ, U and L2, we have the maximization of (5.11)

achieve at

µ̂m � pnmΩ� Iq�1ẑpmq (5.12)

where

ẑpmq � 1

nm

¸
n:Cpnq�m

yn, nm �
¸

n:Cpnq�m

1, Ω � Σ1{2pULL1U 1 � IqΣ1{2.

Maximization over U and L2 given Σ, µks: Following the exact same method

used in the proof of Lemma 7, we obtain a similar result for the maximization of

5.11 over U and L given Σ, µms. Define

S̃ � Σ�1{2
Ņ

n�1

pzn � µCpnqqpzn � µCpnqq1Σ�1{2, (5.13)

suppose the eigenvalue decomposition of S̃ = U�diagpδ1, . . . , δpqU 1
� with δ1 ¥ δ2 ¥

. . . ¥ δp. Then,

Û � pu1,�, . . . ,uk,�q and L̂
2 � diagpl̂21, . . . , l̂2kq (5.14)

79



where ui,� is the ith column of U� and

l̂2i � maxt0, δi
N � 4

� 1u. (5.15)

Maximization over Σs given U , L2, µms: Also following the method used in the

parameter learning algorithm 4, we have an iterative approximate solution of Σ as

diagpΣ̂q � 1

N � 2aσ � 2
diag

#
Ŝ � 2bσI �Σ1{2

o p
ķ

i�1

l2i
l2i � 1

uiu
1
iqΣ�1{2

o Ŝ

+

with Σo being the estimated value of Σ from previous iteration and

Ŝ �
Ņ

n�1

pzn � µCpnqqpzn � µCpnqq1. (5.16)

Let Ω̂ be the estimated covariance matrix, for any test data zN�1, the posterior

probability of zN�1 being classified into Class m satisfies

ptCpN � 1q � mu9NpzN�1 | µ̂m, Ω̂qπ̂m. (5.17)

5.3.1 Real data application

The Ramaswamy microarray data set is used here to illustrate the method. This

16063 � 198 data set contains measurements on 16063 genes for 198 samples. The

198 samples contain two subsets: a training set of 144 samples and a test data set

of 54 samples. More details on the data can be found in Zhu and Hastie (2004) and

Guo et al. (2007).

To analyze this data set, first of all, a subset of genes having the highest F-

statistics (Tusher et al., 2001) were selected. Witten and Tibshirani (2009) did

a comprehensive comparison using 7 different methods on this subset: Scout(2,�)
(Witten and Tibshirani, 2009), nearest shrunken centroids (Tibshirani et al., 2002,

2003), L2-penalized multiclass logistic regression (Zhu and Hastie, 2004), support
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vector machine with one-versus-all classification (Ramaswamy et al., 2002), regular-

ized discriminant analysis (Guo et al., 2007), random forest (Breiman, 2001) and

k-nearest neighbours . Scout(2, �) has the best performance among all those meth-

ods. Hence, we just applied Scout(2, �) and our SFA on the same 4000 preselected

genes. Cross-validation was performed to choose the tuning parameters for Scout(2,

�). As is shown in Table 5.4, our SFA method and Scout(2,�) obtained similar perfor-

mances. Based on the results we obtained, SFA also estimated that dependence in

the 4000 genes could be characterized using 14 latent factors, which is a substantial

reduction.

Table 5.4: Missclassification errors for two methods: Scout(2,�) and SFA. The data
have been used after a cube root transformation and the samples were standardized.

Method Test error (within 54 samples) Number of latent factors
Scout(2, �) 7 -
SFA 7 14

5.4 Conclusion

In this chapter, we applied the graphical factor model for covariance matrix es-

timations, linear regression and classification. Fitting our graphical factor model

associated with the model selection criteria in the previous chapter, we obtain rea-

sonable performance in terms of both covariance matrix estimation and classification

examples. This method also gives us reasonable good result in some linear regression

model where the response type depend more on the important principle components

of the predictors.
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6

Concluding Remarks and Future Direction

In this thesis, we considered several Bayesian sparse learning methods for the context

of both variable selection and factor analysis. The main contribution of this thesis is

in the development of some novel methodologies for doing Bayesian variable selection

and dimension reduction in high dimensional settings. These methods have been

applied to simulated examples and some real applications. As it is shown, they all

exhibit comparable results to the state-of-art methods in the related fields. The

works in this thesis also motivated some other interesting topics in the field of sparse

learning.

6.1 Future direction in response-predictor network learning

In Chapter 3, we mainly focused on the problem of selecting major predictors in the

multivariate regression settings and proposed a robust shrinkage graphical matrix

normal model for that problem. Modifications can always be included in our model

to provide more details in the response-predictor network learning. For example,

consider an alternative representation of the row covariance matrix Ψ for Θ to Φ � Σ
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as

Ψ �WΣW (6.1)

with W=diag(ω
1{2
1 , . . . , ω

1{2
q ). We have ωj as a hyper-variance specific to response

j measuring the signal strength, with small values of ωj corresponding to a low

signal strength and hence a high degree of shrinkage of the coefficients for response j

towards zero. In this limiting case as ωjj Ñ 0, the resulting matrix Θ can effectively

be collapsed to a lower dimensional matrix having the jth column excluded, implying

that none of the covariates are relevant in predicting the response j. By using (6.1),

we are able to achieve the properties of a more detailed learning of the response-

predictor network (by W ).

A similar idea to the global-local shrinkage prior in Polson and Scott (2010) can

also be applied here to introduce local sparsity into the estimated coefficient matrix:

Θ � pθijq � pτ�1
ij θ

�
ijq, Θ� � pθ�ijq | Σ,Φ � MNp0,Φ,Σq (6.2)

In Model (6.2), each of the coefficients θij has its own variance τij for learning its local

sparsity besides their corresponding row variance φi. Compared with our model (3.7),

Models (6.1) and (6.2) have their advantages of providing more detailed sparsity

structure for Θ, while it will require more computational effort.

In our method, we condition on the fact that a decomposable graph G is given.

In practice, it is necessary to incorporate uncertainty in the graphs and it leads to

our another potential focus in the future.

6.2 Future direction in group selection

As it is discussed in this thesis, penalized marginal likelihood estimators have been

widely used as a successful technique for doing variable selection. However, some
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state-of-art penalized marginal likelihood estimators, such as lasso, have their dis-

advantages in dealing with highly correlated variables as we have discussed before.

In order to solve this general problem, Zou and Hastie (2005) proposed the elastic

net method using a mixture of L1 and L2 penalty. Latent factor regression can be

considered as another potential solution for this problem. Besides these idea, there

are some other works that have focused on using clustering method for dealing with

highly correlated predictors. For example, Hastie et al. (2001) proposed a method

that first performs a hierarchical clustering on the predictor and then regress the re-

sponse on a new set of the averaged predictors of each cluster. In order to obtain an

automatic clustering effect, Bondell and Reich (2008) proposed a penalized marginal

likelihood method with a novel penalty

ψpθq � �λr
p̧

i�1

|βi| � c
¸
j k

maxt|βj|, |βk|us. (6.3)

By the inclusion of the L1 penalty in (6.4), it introduces sparseness in the resulting

estimated coefficients θ, while the L8 norm is used here to encourage the equality

in the coefficients hence introduces a clustering effect in the estimator.

By checking (6.4) carefully, we can see that this penalty can be rewritten as

ψpθq � �λr
p̧

i�1

|βi| � c
¸
j k

t|θj � θk|
2

� |θj � θk|
2

us. (6.4)

Motivated by the fact that L1 penalty of θ can be parameterized as a mixture of

normal distribution, we can consider (6.4) as the mixture of multivariate normal

density.

Define Σ0 = diag(σ2
10, . . . , σ

2
p0), Σ1 = diag(σ2

11, . . . , σ
2
p1) and Σ2 = diag(σ2

12, . . . , σ
2
p2).

Let

ppθ | Σ1,Σ2q9 exp

�
�1

2
tθ1pΣ�1

0 �A1Σ�1
1 A�B1Σ�1

2 Bqu
�

(6.5)
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where

1. A is a ppp�1q
2

�p matrix with its pi�1qp�pj�1qth row being all zeros except its

ith element being 1 and jth being �1 for i � 1, . . . , p� 1 and j � i� 1, . . . , p.

2. B is a ppp�1q
2

� p matrix with with its pi � 1qp � pj � 1qth row being all zeros

except its ith and jth elements being 1s for i � 1, . . . , p�1 and j � i�1, . . . , p.

Suppose the elements σ2
iα (i � 1, . . . , p and α P t0, 1, 2u) follow a exponential distri-

bution:

σ2
i0 �

λ2

2
expt�λ

2σ2
i0

2
u and σ2

iα �
λ2c2

8
expt�λ

2c2σ2
iα

8
u (6.6)

for α P t1, 2u, we have the marginal distribution of θ follows

ppθq9 exp

#
�λr

p̧

i�1

|βi| � c
¸
j k

t|θj � θk|
2

� |θj � θk|
2

us
+
. (6.7)

If we follow the idea of the global-local shrinkage in Polson and Scott (2010), a class

of prior distributions can be used as the potential choices of σ2
iαs. We can allow more

flexible clustering and shrinkage effects in the modeling.

6.3 Future direction in functional data analysis

In Chapter 4, we considered a graphical factor model for factor analysis. Different

from the regular factor analysis which is highly associated with principle component

analysis, we showed the interesting relationship between our graphical factor model

with the generalized singular value decomposition. Note that in the graphical factor

model, one has

zn � Σ1{2ULηn � εn, εn � Np0,Σq (6.8)
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for n � 1, . . . , N . Consider Σ as pre-specified, Model (6.8) can be interpreted as the

regular factor model but on a transformed space tẑnuNn�1 where ẑn � Σ�1{2zn:

ẑn � ULηn � εn, εn � Np0, Iq. (6.9)

As it is shown in the studies in Chapter 4, this graphical factor model results in a

better performance than the regular factor model (probabilistic principal component

analysis). By this rescaling step, the graphical factor model manages to provide a

clearer structure among the dataset.

This related idea has been used in other models. Zhu et al. (2011) considered

a novel robust functional mixed models (R-FMM) for performing robust functional

regression. Previous to the modeling, they applied a certain discrete wavelet transfor-

mation to the observations which transforms the observation functions into a wavelet

space. Based on some whitening property of the wavelet transform, independence

assumptions have been made on the corresponding parameters and the following ro-

bust functional mixed modeling is based on this transformed wavelet space. It is

clear that the misspecification of the wavelet transformation can lead to severe prob-

lems in the fitting. A potential problem here is related to how to choose the wavelet

transformation that can optimize the fitting performances of the model. Consider

the general function mixed model

Y �XB �ZU �E (6.10)

where Y is a N�T matrix with each row of it corresponding to a vector of functional

response measured at a set of positions 1, 2, . . . , T andB is a p�T fixed effect matrix

and its element Bit � biptq represents the partial effect of covariate i on the function

at position t, U is a m � T random effect matrix and its element Zit � ziptq is a

random effect function. E is the N � T error matrix. Define W as an orthonormal

wavelet transformation matrix and Σ is a diagonal matrix, we can consider the
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following model

Y �XB�W �ZU�W �E�. (6.11)

with

U� � MNp0, I,Σq, E� � MNp0, I, Iq, (6.12)

and W being constrained in a orthonormal wavelet transformation space. A prior

distribution forB� can be borrowed from Zhu et al. (2011). By using this parameter-

ization, we try to search for the optimal wavelet transformation for the observations

and we can expect certain improvement in the fitting.
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Appendix A

Implementation details for the probit model in
Chapter 2

PSS implementation details for the probit model under the prior β � Npb,vq. Define

Bγ ,n � Vγ ,npv�1
γ bγ �X

1

1:n,γz1:nq, Vγ ,n � pv�1 �X
1

1:n,γX1:n,γq�1,

1. Reweighting: After marginalizing out the latent variable for the new observa-

tions, the weight (2.13) satisfies

wnm 9 r1pyn � 1qt1� Φp0 | µ̂n, σ̂2qu � 1pyn � 0qΦp0 | µ̂n, σ̂2qswn�1
m

with

µ̂nm � x
1

γn�1
m ,nVγn�1

m ,npv�1
γn�1
m

bγn�1
m

�X
1

1:n,γn�1
m

zn�1
1:n,mq,

pσ̂2qnm � x
1

γn�1
m ,nVγn�1

m
xγn�1

m ,n � 1.

2. Propagating: Sample the latent variable zn for the observation yn from a trun-

cated normal distribution, (2.14) satisfies :

pznn,m | zn1:n�1,m,γ, y1:n,X1:nqNAnpzn; µ̂, σ̂2q,
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with An = p�8, 0s for yn=0 and An = p0,�8q for yn=1, where NApµ, σ2q is

the Npµ, σ2q distribution truncated to A.

3. Rejuvenating:

(a) To sample from (2.12), cycle though i=1,. . .,n:

pzni,m | znpiq,m,γnm,y1:n,X1:n, q9
"
Np0,�8qpmi, viq, yi � 1
Np�8,0spmi, viq, yi � 0

,

with

mi � xi,γnmBγnm,n � wipzi � xiBγnm,nq, vi � 1� wi, wi � hi{p1� hiq

and hi is the ith diagonal element of H = X1:n,γnmVγnm,nX
1

1:n,γnm , zpiq =

pz1, . . . , zi�1, zi�1, . . . , zNq

(b) To sample Kγ
npγ�, | z�1:n,γq, we can use the Gibbs sampling kernel or the

Metropolis Hasting kernel mentioned in Section 2.1.1.
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Appendix B

Proofs of theorems in Chapter 3

Proof of Proposition 2: Under Model (3.7), the full marginal distribution for Θ

satisfies

ppΘ | d,Bq �
»
ppΘ | Σ,ΦqppΣqπpΦqdΣdΦ

9
» ±

cPC |Σc|� p
2 expr�1

2
trtΣ�1

c Θ1
cΦ

�1Θcus±
sPS |Σs|� p

2 expr�1
2
trtΣ�1

s Θ1
sΦ

�1Θsus
ppΣqdΣdΦ

9
»
|Φ|� q

2

±
cPC |Bc �Θ1

cΦ
�1Θc|� d�p�|c|�1

2±
sPS |Bs �Θ1

sΦ
�1Θs|� d�p�|s|�1

2

dΦ

(B.1)

Since we have q =
°
sPS |s| �

°
cPC |c|,

ppΘ | d,Bq 9
» ±

cPC |Φ|�
|c|
2 |Bc �Θ1

cΦ
�1Θc|� d�p�|c|�1

2±
sPS |Φ|�

|s|
2 |Bs �Θ1

sΦ
�1Θs|� d�p�|s|�1

2

dΦ (B.2)

which follows the hyper-matrix t distribution.

Proof of Proposition 3: Given the column and row covariance matrices Φ and Σ,
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the posterior distribution for Θ satisfies

pΘ | Φ,Σ,X,Y q � MNpΘ̂, Φ̂, Σ̂q (B.3)

with

Θ̂ � pX 1X �Φ�1q�1X 1Y , Φ̂ � pX 1X �Φ�1q�1, Σ̂ � Σ. (B.4)

By marginalizing out the column covariance matrix Σ, the marginal posterior distri-

bution for Θ satisfies

ppΘ |X,Y q 9
» ±

cPC MNpΘc | Θ̂c,Σc, Φ̂q±
sPS MNpΘs | Θ̂s,Σs, Φ̂q

ppΣqdΣdΦ

(B.5)

which follows the hyper-matrix t distribution HTGpd; Θ̂,B, Φ̂q.
The expected value for Θ is

EpΘ |X,Y q � E pEtΘ |X,Y ,Φuq

�
» » »

ΘppΘ |X,Y ,Φ,ΣqppΣqπpΦqdΘdΦdΣ

�
» »

Θ̂ppΣqπpΦqdΣdΦ

� EΦ

�
tΦ�ΦX 1pI �

p̧

i�1

φix̃ix̃
1
iq�1XΦuX 1Y

�
. (B.6)

Proof of Proposition 4: Note that

ti � x̃1iM�1
�i x̃i and Γ�1

i,gQi,g � pY 1
gM

�1
�iY g �Bgq�1Y 1

gM
�1
�i x̃ix̃

1
iM

�1
�iY g. (B.7)

1. Since we have pY 1
gM

�1
�iY g�Bgq�1 is positive definite and so is Y 1

gM
�1
�i x̃ix̃

1
iM

�1
�iY g,

Γ�1
i,gQi,g is also positive definite.

2. We have

x̃1iM
�1
�i x̃i � trpΓ�1

i,gQi,gq � x̃1ipM�1
�i �M�1

�iY gpY 1
gM

�1
�iY g �Bgq�1Y 1

gM
�1
�i qx̃i

� x̃1ipM�i � Y 1
cBcY cq�1x̃i

¡ 0 (B.8)
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Appendix C

Additional details for the fast learning algorithm in
Chapter 3

Let t t̃i,new, Q̃1{2
i,new, Q̃i,newupi�1, Γ̃new and Λnew denote the updated values, X only contains

the covariates that are currently included in the model. At each iteration, if

A.1 we decide to include a new covariate i� with its corresponding αi�,new:

Λnew �
�

Λ�Λi�i�ΛX 1x̃i�x̃
1
i�XΛ �Λi�i�ΛX 1x̃�i

�Λi�i�ΛX 1x̃i� Λi�i�




with Λi�i�=pαi�,� � t̃i�q�1.

t̃i,new � t̃i �Λi�i�px̃1iM�1x̃i�q2

Q̃
1{2
i,new � Q̃

1{2
i �Λi�i�x̃

1
iM

�1x̃Q̃
1{2
i�

Q̃i,new � pQ̃1{2
i,newq1Q̃

1{2
k,new

for i=1, . . . , p and

Γ̃new � Γ̃�Λi�i�Q̃i�
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with M�1=I �XΛX 1.

A.2 we decide to exclude a covariate i� with αi�,new � 8:

Λnew � Λ�Λi�i�Λi�Λ1
i� (C.1)

with Λi�i� and Λi� being the i�th diagonal element and the i�th column of Λ

respectively. Following (16), exclude the i� th row and column from Λnew.

t̃i,new � t̃i � 1
Λi�i�

pΛ1
i�X

1x̃iq2

Q̃
1{2
i,new � Q̃

1{2
i � 1

Λi�i�
px̃1i�XΛi�qpx̃1i�X 1Y q

Q̃i,new � pQ̃1{2
i,newq1pQ̃

1{2
i,newq

for i=1, . . . p and

Γ̃new � Γ̃� 1
Λi�i�

Y 1Xx̃i�x̃
1
i�X

1Y

A.3 we decide to update a existing covariate i� by replacing its previous αi� with αi�,new:

Λnew � Λ� γi�Λi�Λ1
i� (C.2)

with γi�=tΛi�i� � pαi�,new � αi�q�1u�1.

t̃i,new � t̃i � γi�pΛ1
i�X

1x̃iq2

Q̃
1{2
i,new � Q̃

1{2
i � γi�px̃1i�XΛi�qpx̃1i�X 1Y q

Q̃i,new � pQ̃1{2
i,newq1pQ̃

1{2
i,newq

for i=1, . . . p and

Γ̃new � Γ̃� γi�Y
1Xx̃i�x̃

1
i�X

1Y .
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Appendix D

Gibbs sampler for the Bayesian Shrinkage Machine
in Chapter 3

A straightforward Gibbs sampler for our model (3.7) with Prior (3.11) can be implemented

by cycling the samplers through the following steps:

Step 1: Sample the p� q coefficient matrix Θ from a matrix normal distribution with mean

matrix M̂ and column and row covariance matrix pΣ̂c, Σ̂rq:

M̂ � pX 1X �Aq�1X 1Y , Σ̂c � pX 1X �Aq�1, Σ̂r � Σ.

Step 2: Sample the covariance matrix Σpitq from a hyper-inverse wishart distribution HIWGpm̂, B̂q
with

m̂ � m� p�N, B̂ � B � pY �XΘq1pY �XΘq �Θ1AΘ,

Step 3: For each i P t1, 2, . . . , pu, sample the diagonal element αis in A from a gamma

distribution Gamma(âi, b̂i) with

âi � a� q

2
, b̂i � b� 1

2

q̧

i�1

θ1iΣ
�1θi,

where θi is the ith row of the coefficient matrix Θ.
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Appendix E

Proofs of theorems in Chapter 4

In this appendix we prove the following claims, theorems and lemmas in Chapter 4:

Proof of Lemma 5: Because Ω̃ is definite and symmetric, from the eigenvalue decomposi-

tion, there exist orthogonal matrix Ũ0 P Opp, pq and a positive diagonal matrix L0 P Θ�
p�p

such that Ω̃ = U0L0U
1
0 where the diagonal of L0 contains the eigenvalues of Ω and U0

includes all the corresponding eigenvectors. Let lmin be the minimum eigenvalue of Ω̃, and

L be a diagonal matrix with its diagonal elements tljupj�1 satisfying

lj �
d
l0j � lmin
lmin

, for j � 1, . . . , p.

Defining Σ̃ =
?
lminI and Ũ = U0, Ω̃ can be reparameterized as

Ω̃ � U0L0U
1
0 � Σ̃

1{2
ŨpL̃L̃1 � IqŨ 1

Σ̃
11{2

.

Obviously, we have Σ̃PΘ�
p�p, ŨPOpp, pq and L̃PΘp�p.

Proof of Theorem 6: Let k=rank(Ω-Σ) ¤ p. Consider the cholesky decompositions of

Ω-Σ and Σ

Ω�Σ �K 1
1K1 and Σ � Σ1{2Σ1{2 (E.1)
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with K1 being a k � p upper triangular matrix with strictly positive diagonal entries and

Σ1{2 being a diagonal matrix with positive entries. Since k ¤ p, Based on Van Loan (1976),

there exist orthogonal matrix W P Opp, pq and V P Opp, pq, and p� p nonsingular matrix

Q so that

W1

�
K1

0



Q � Ψα � diagpα1, α2, . . . , αpq

and

V 1Σ1{2Q � Ψβ � diagpβ1, β2, . . . , βpq

where 1 ¥ α1 ¥ . . . ¥ αp ¡ 0 � αk�1 � . . . � αp, 0   β1 ¤ . . . ¤ βk   1 � βk�1 � . . . � βp

and α2
j � β2

j � 1 for 1, . . . , k. Hence, we have

Ω�Σ � pK 1
1,0q

�
K1

0



� Q�11

�
Ψα,�Ψ1

α,� 0
0 0



Q�1 (E.2)

with Ψα,� = diag(α1, . . . , αk) and

Σ � Q�11ΨβΨ1
βQ

�1. (E.3)

For i=1, . . . , p,

pΩ�Σqqi � α2
i

β2
i

Σqi, hence, Ωqi � 1
β2
i

Σqi � δiΣqi (E.4)

with δ1 ¥ . . . ¥ δk ¡ 1 � δk�1 � . . . � δp. Let U 1=Σ1{2Q, we have

Ω � U 1∆U and U 1Σ�1U � I. (E.5)

Proof of Lemma 7:. Let Λ = UL, we have the complete-data log-likelihood (4.36)

rewritten as

L � �N � 2aσ � 2
2

log|Σ| � N � 4
2

log|Λ�Λ1
� � I| �

1
2

trtpΛΛ1 � Iq�1Σ�1{2SΣ�1{2u.(E.6)
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Consider the maximization of log-likelihood in terms of Λ. It is clear that the maximum

of E.6 over Λ is not unique but subject to an arbitrary rotation

Λ̂ � ULV 1 (E.7)

where V is an arbitrary k � k orthogonal matrix. Based on E.7, we can start with maxi-

mizing (E.6) with respect to Λ P <p�k first

Λ̂ � arg maxΛP<p�k

"
�N � 4

2
log|ΛΛ1 � I| � 1

2
trtpΛΛ1 � Iq�1Σ�1{2SΣ�1{2u

*
(E.8)

and then obtain the values for U and L by considering the singular value decomposition

of Λ̂.

Consider the differential of (E.6) with respect to Λ

BL
BΛ � Φ�1ŜΦ�1Λ� pN � 4qΦ�1Λ (E.9)

where Φ = ΛΛ1 � I and Ŝ = Σ�1{2SΣ�1{2. Setting (E.9) to zero, we have

ŜΦ�1Λ � pN � 4qΛ. (E.10)

Assuming Λ � 0, consider the singular value decomposition of Λ as in (E.7), (E.10) can

be expressed as

ŜUL � pN � 4qUpLL1 � IqL. (E.11)

Hence, for each pui, liq,

1. If l2i � 0, we have

Ŝui � pN � 4qpl2i � 1qui (E.12)

which implies ui is one of the eigenvector of the matrix Ŝ=Σ�1{2SΣ�1{2 with pN �
4qpl2i � 1q being the corresponding eigenvalue,

2. If l2i � 0, ui can be any vector.
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If we define tδ�i upi�1 and tui,�upi�1 as the eigenvalues of Ŝ, the potential solution of pU ,Lq
satisfies for each i=1, . . . , k,

L̂
2 � diagpl̂21, . . . , l̂2kq with l̂2i � maxt0, δi

N � 4
� 1u (E.13)

with δi P tδ�i upi�1 and the ith column ûi of Û being the corresponding eigenvector ui,�. To

seek for the optimal subset of tδiupi�1 that maximize the marginal likelihood, we substitute

the potential solutions of pL2,Uq into (4.36) to give

L � constant� N � 4
2

k
1¸

i�1

logpl̂2i � 1q � 1
2

k
1¸

i�1

l̂2i
l̂2i � 1

δi

� constant� N � 4
2

k
1¸

i�1

logpδiq � 1
2

k
1¸

i�1

δi � 1
2
k
1pN � 4q � N � 4

2
logpN � 4q

where k
1

is the number of nonzeros in tl̂iuki�1 (δi ¡ N � 4). By considering the differentials

of E.14, we have

BL
Bδi �

1
2
p1� N � 4

δi
q ¡ 0 and

B2L
Bδi � �N � 4

2
1
δ2
i

  0, (E.14)

hence, the maximization of the log-likelihood achieves where tδiuk
1

i�1 are the k
1

largest

eigenvalues of Ŝ.

To summarize, we have the solution pL̂2
, Ûq to the maximization of (4.36) over L and

U as

l̂2i � maxt0, δi
N � 4

� 1u (E.15)

with the δi being the ith largest eigenvalue of Σ�1{2SΣ�1{2 and the ith column of U being

the corresponding eigenvector.
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Appendix F

Details of the derivation of the model selection
criterion in Chapter 4

In this appendix, we discuss the details about how to evaluate the Hessian matrix in

(4.25). For simplicity in the derivatives with respect to Σ, we first change the variables

from pL2,U ,Σq to pL2,Z,Σ�1{2q where Z is described as below. We have the Jacobian

function JpΣ Ñ Σ�1{2q = |Σ|� 3
2 Consider

logpLq � logtppZ | L2,U ,ΣqppL2,U ,Σ | miqu

� �N � 2aσ � 5
2

log|Σ| � N � 4
2

ķ

i�1

logpl2i � 1q

� 1
2

trtpS � 2bσIqΣ�1u � 1
2

trpUDU 1Σ�1{2SΣ�1{2q (F.1)

with S = ZZ 1 and D as defined before.

In the graphical factor model, we have U be constrained in the orthogonal space Opp, kq
with its associated dimensionality pk � kpk � 1q{2. The orthogonal space can be parame-

terized using Euler vector coordinates (Minka, 2001)

U � Ud exp pZq
�
Ik
0

�
(F.2)
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where Ud is a fixed orthogonal matrix in Opp, pq and Z=pzijq satisfies

zii � 0, zij � �zji (F.3)

for any i, j from 1, 2, . . . , p. There are ppp�1q�pp�kqpp�k�1q{2 free parameters needed

to be considered in the estimation. Based on (F.1), given Σ, we have

logpLq � constant� 1
2

trpD̂U 1Σ̂
�1{2

SΣ̂
�1{2

Uq. (F.4)

Based on Lemma 7, the maximum value of (F.4) achieves when the columns ui of U are

the first k top eigenvectors u�,i of Σ̂
�1{2

SΣ̂
�1{2

and the diagonal elements of L are the

corresponding eigenvalues. Since (F.4) would stay the same if we permute the rows of U ,

(F.4) has 2k maxima with all of them being identical. Hence, we need to multiply (4.15)

for the integral over U . Consider the transformation from U to Z as in (F.2). Let Ud be

the eigenvalues of Σ̂
�1{2

SΣ̂
�1{2

U 1
d∆Ud � Σ̂

�1{2
SΣ̂

�1{2
. (F.5)

with their associated eigenvalues δi sharing the same permutation as tl̂2i uki�1. We have the

first and second differential of (F.1) as

BlogpLq |Z�0� trpD̂U 1Σ̂
�1{2

SΣ̂
�1{2BUq � 0 (F.6)

and

B2logpLq |Z�0 � trp
�
Ik
0

�
D̂
�
Ik 0

� BZ 1∆BZq

� trpBZ 1

�
Ik
0

�
D̂
�
Ik 0

�
∆BZq

� trrtpBZqΦ�ΦBZu∆BZs (F.7)

where Φ is a p� p diagonal matrix

Φ �
�
D̂ 0
0 0



. (F.8)
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Hence, we have

B2logpLq �
p̧

i�1

ķ

j�i�1

p 1

l̂2i � 1
� 1

l̂2j � 1
qpδi � δjqBz2

ij . (F.9)

and the block Hessian matrix HZ satisfies

|HZ | �
p¹
i�1

k¹
j�i�1

p 1

l̂2i � 1
� 1

l̂2j � 1
qpδi � δjq (F.10)

Now, consider the second derivative of L with respect to L2:

BlogpLq
Bl2i

� �N � 4
2

1
l2i � 1

� 1
2

1
p1� l2i q2

δi (F.11)

B2logpLq
B2l2i

� N � 4
2

1
pl2i � 1q2 �

1
p1� l2i q3

δi (F.12)

B2logpLq
Bl2i Bl2j

� 0 (F.13)

hence we have

B2logpLq
B2l2i

|l2i�l̂2i� �pN � 4q3
2δ2
i

. (F.14)

Given pL2,Uq. Define βi as the ith diagonal element in S�2bσI. Differentiating (F.1)

with respect to Σ�1{2, we have

BlogpLq
Bσ�1

i

� pN � 2aσ � 5q 1
σ�1
i

� βiσ
�1
i � λiσ

�1
i (F.15)

with λi being the ith diagonal elements of ÛD̂Û
1
Σ�1{2S. Hence, we have the block Hessian

matrix |HΣ| satisfies

HΣ � �pN � 2aσ � 5qΣ� pS � 2bσIq � pÛD̂Û 1q d S. (F.16)

Note that the cross derivatives among L2, U and Σ are all zero,

|H| � |HZ ||HL2 ||HΣ| (F.17)
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with |HZ | as in (F.10), |HL2 | =
±k
i�1

N3

2δ2i
and |HΣ| being the determinate of (F.16). To

summarize, we have the logarithm of (4.25) being formulated as

logpppmi | Zqq � logtppZ | L̂2
, Û , Σ̂qu � logtppL̂2

, Û , Σ̂ | miqu

� m� k � p

2
logp2πq � 1

2
logt|H|u. (F.18)
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