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Abstract

There is broad consensus among academic and industrial researchers in computer architecture

that hardware faults, both transient and permanent, will become significantly more frequent as

CMOS feature sizes continue to shrink. Circuit-level techniques alone are insufficient to overcome

this problem, and therefore system designers have begun to add fault tolerance features to proces-

sor micro-architectures and memory systems. Many of the techniques used today were developed

in a time when fault coverage was the primary optimization target; hardware, power, and perfor-

mance costs were only secondary concerns. These priorities do not accurately reflect the needs of

today’s commodity systems, which are very sensitive to manufacturing and performance costs and

can trade-off some amount of fault coverage to reduce these costs.

In my dissertation work I have developed novel error detection techniques with significantly

lower area and performance costs than those traditionally used in high availability designs. These

savings were made possible by a guiding principle of verifying high-level system tasks rather than

checking correct operation of specific low-level components. This high-level, end-to-end approach

to error-detection has distinct advantages over checking low-level components in terms of applica-

bility to a wide range of systems, coverage of complex component interactions, and implementa-

tion cost. The major challenge in developing end-to-end checkers is to find high-level tasks that

are both relevant and verifiable at runtime. I approached this problem by decomposing system-

level tasks into sub-tasks that are more easily verifiable and, when combined, are sufficient to

ensure correctness of a high-level task. Such a decomposition is a step back from a full end-to-end

design and requires additional assumptions about the underlying system, but I found the resulting

cost and complexity benefits to outweigh the loss in flexibility that comes with them.
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I have applied the ideas of task decomposition and high-level checking to processor cores,

memory systems, and the I/O system, in order to develop low-cost checkers for each of these sub-

systems. The checking mechanisms resulting from this work are highly effective in detecting

errors and incur lower hardware and performance cost than mechanisms with comparable error

coverage proposed in the past.
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1. Introduction

As a society we have relied on computer systems to perform critical tasks in our infra-

structure and to process important information for several decades. In the past the need for guaran-

teed correct execution was limited to few application areas and a small number of large 

organizations. Today every business - from the Fortune 500 to small merchants - is dependent on 

computer infrastructur; medical equipment and medical information are fully computerized; criti-

cal car components such as engine management, steering, and breaking are computer controlled. 

Even individuals rely on computers for important tasks such as tax filings, stock management, and 

other financial affairs. In short, the use of computers to store and manipulate critical information 

has become ubiquitous and this trend is likely to continue in the near future as handheld computing 

further rises in popularity. During the time this quick-paced spread of computer technology has 

taken place transistor sizes and prices have seen a tremendous drop. The upsides of this develop-

ment are increased clock frequencies and processor complexities that allow unprecedented com-

puting power per dollar. The downside of shrinking transistor counts and increasing system 

complexity is that without counter-measures the probability of hardware errors, both transient and 

permanent, increases with every process shrink. In the past this problem was successfully 

addressed by improving low-level process properties to keep error probabilities steady. For 

upcoming chip generations both industrial and academic researchers predict that these mecha-

nisms will no longer be able to prevent an increase in fault rates and that architectural fault toler-

ance mechanisms will be necessary to maintain the current fault levels.

The consequence of these two trends - the widespread use of computers for manipulating 

sensitive information and the unavoidable increase in hardware error rates - is a need for architec-
1



tural fault tolerance mechanisms that are cheap enough, fast enough, and power-efficient enough to 

be included in chips targeted at the mass market.

1.1 Aspects of Fault Tolerance

Tolerating hardware faults requires a number of different problems to be solved. All of 

these problems and their solutions fall into the broad field of fault tolerance research. To under-

stand the goals and contributions of my work within this field, it is helpful to broadly split fault tol-

erance into four sub-fields.

Error Detection. The first step in tolerating an error is to determine that an execution was erro-

neous. To provide this capability for general-purpose processors an error detection mechanism 

must be constantly active to monitor on-going program execution. Because error detection is con-

stantly active it incurs a constant overhead even during fault-free execution.

Error Diagnosis. Once an error has been detected the system can begin to determine the type of 

error and its cause. By nature diagnosis mostly impacts system performance after an error has been 

detected and, because errors are not typically a performance case, diagnosis latency is not typically 

a major concern, which makes software solutions very attractive. 

Reconfiguration. After successful diagnosis the system must take measures to ensure that the 

same error will not be triggered repeatedly by reusing the same faulty resource. Most commonly 

this is achieved by having redundant copies of certain units, such that faulty units can be disabled 

and replaced with one of the copies. Redundant copies can either be added purely for fault toler-

ance (sparing) or can be used to improve performance in fault-free processors.

Recovery. To resume execution after detecting and handling an error, the system must remove all 

traces of the error in its state and restart execution. A popular solution to this problem is check-
2



point recovery; in this approach the entire system state is periodically stored in a checkpoint and 

whenever an error is detected the system state is restored to a checkpoint taken before the error 

occurred. Checkpointing can be implemented in hardware or software without excessive area or 

performance overhead [65, 54].

1.2 Thesis Focus

In my work I focus exclusively on error detection. I selected detection over other aspects 

for a number of reasons: Successful detection of an error is a pre-condition for successful diagno-

sis, reconfiguration, and recovery, such that the quality of the error detection mechanism puts an 

upper bound on the quality of the system’s overall fault tolerance. In systems with many available 

cores, both reconfiguration and diagnosis can be tremendously simplified by addressing them at 

the core granularity. This coarse granularity is not a major issue, because it affects only faulty sys-

tems and the potential benefits of smaller granularity are negligible for small numbers of faults. 

Similarly checkpoint recovery can often be provided in software, if long checkpointing intervals 

are acceptable. The only comparable short-cut for error detection is to group cores into pairs, in 

which both core execute the same code and compare their results. This approach is known as Dual 

Modular Redundancy (DMR) and is both simple to implement and effective in detecting errors, 

but it incurs a tremendous opportunity cost (50% performance reduction) even in fault-free sys-

tems. Considering all these factors I found low-cost error detection to be the most challenging and 

most important problem in providing fault tolerance for commodity systems.

1.3 Hardware Errors

The hardware errors I am trying to detect in my work fall into four broad categories; per-

manent error due to manufacturing defects, permanent hardware errors due to wear-out, intermit-
3



tent errors, and transient errors. Error rates are expected to rise in all four categories, albeit for 

different reasons. 

As transistors become smaller manufacturing them becomes more difficult, because even 

small variations in the manufacturing process can render transistors non-functional. Pre-shipment 

testing is a well studied problem, but becomes more difficult as the complexity of chips keeps 

increasing. Manufacturing defects are not a focus of my work but on-chip error detection mecha-

nisms can serve as a valuable tool to improve or speed-up chip testing.

The reduced size of transistors and wires also makes them more sensitive to wear-out in 

the field, which can lead to permanent faults in the circuitry. Wear-out is caused by different 

mechanisms such as electromigration, stress-migration, time-dependent dielectric breakdown, or 

thermal cycling [66]. Transient errors are caused by external radiation sources that introduce or 

remove charges from the circuits at runtime. These types of errors used to be limited to RAM 

structures, but are expected to become a severe problem for logic circuitry in the coming process 

generations [1]. The most likely cause for intermittent errors are logic paths that temporarily do not 

meet timing requirements because of temperature variations. Because of an increase of process 

variation and circuit degradation over time, circuit path timings become more difficult to predict 

and it is likely that intermittent errors are going to become more frequent when trying to maximize 

clock freqnency.

Because of the different specific properties of these error types, many error detection 

mechanisms work only within a specific category. For example, temporal redundancy (i.e., execut-

ing code portions multiple times and comparing results) is an effective way to detect transient 

faults, but difficult to apply to permanent faults because they can cause all results to be equally 

wrong. My work is based on an end-to-end approach [60] to error detection, which verifies cor-

rectness of high level invariants rather than individual components and separates checkers from 
4



execution units. One major advantage of end-to-end techniques is that they are generally oblivious 

to the nature of the underlying faults and, thus, they are able to detect errors in all four categories 

using a single unified mechanism1.

1.4 Design Bugs

Design bugs are sometimes also categorized as hardware errors, because they cause hard-

ware components to behave incorrectly. Like other hardware errors, design bugs have become an 

increasing concern recently, because increasing chip complexity makes it more difficult to fully 

validate design. However, unlike the errors described above, design bugs are not caused by physi-

cal phenomena in the field or imperfections in the manufacturing process but rather by chip 

designers before the chip is manufactured. Consequently, design bugs do not appear at random in 

some population of chips but affect all chips based on the faulty design. Design bugs cannot be 

detected using techniques based on homogeneous replication (e.g., DMR), because the design bug 

will affect both replicas in the same way. Techniques for verifying high-level correctness proper-

ties, such as the ones proposed in this thesis, have the ability to detect errors caused by design bugs  

at runtime, but evaluating coverage for design bugs is notoriously difficult because there is no real-

istic way of injecting them. Furthermore, there are more straightforward verification and valida-

tion methods specifically targetted at finding design design bugs. Therefore, I will not explicitly 

discuss or evaluate the ability of my proposed mechanisms to uncover design bugs.

1. The duration of an intermittent error has no fundamental impact on coverage in an end-to-end 
scheme, i.e., no duration will make it undetectable; duration only affects detection probablities 
due to changing likelikoods of aliasing. Therefore I will follow the common convention of not 
evaluating intermittent error coverage explicitly. Instead, I will assume that “short” intermittents 
behave like transient errors and “long” intermittents behave like permanent errors.
5



1.5 Goals and Contributions

Hardware error detection, like any other topic in computer architecture, is a matter of 

trade-offs. Methods to provide full error detection, such as Dual Modular Redundancy (DMR), 

have been known for decades, but they come at a high hardware and power cost. On the other hand 

some opportunistic methods, such as instruction reuse [24] and anomaly detection [55,19], can 

provide error protection for very low cost but are limited in the amount of coverage they provide. 

The goal of my work was to develop mechanisms that can provide near-complete error coverage at 

a cost that is significantly lower than that of methods currently in use. A secondary goal was to 

keep these mechanisms as generic as possible rather than tying them to specific system models and 

implementations.

The basic approach to achieve these goals is high-level online checking. Rather than 

checking individual components, I aimed at ensuring correctness of high-level tasks. As long as 

these tasks are performed correctly, it is irrelevant for correct execution if the underlying compo-

nents used to implement them are working faultlessly. The difficulty in this approach is to define 

tasks that are checkable at runtime. To simplify this problem, I often used a decomposition of tasks 

into sub-tasks, which are easier to check and can still ensure correctness of the higher level task. 

Checkers for such sub-tasks can either verify the task as a whole or break it down further into even 

smaller tasks, hence creating a hierarchy of checkers. The first level decomposition I used in my 

work is a very natural one, which separates the system into processor cores, the memory system, 

and I/O. Starting out with this decomposition, I have developed checkers for all three sub-systems. 

When combined, these mechanisms can be used to construct a near-fully self-checking system-on-

chip (SoC), which is comparable in cost and performance to a similar chip without error detection. 

My contributions can be summarized as follows:
6



• I have developed Argus, a flexible error detection framework for processor cores, which 
can be applied to all Von Neumann cores independent of their micro-architecture. 
Argus-1, my implementation of the Argus framework for simple in-order cores, demonstrates 
that application of the Argus framework reduces the area and performance cost of error detec-
tion for simple cores compared to prior work. Furthermore, Argus-1’s dataflow checker is the 
first mechanism to check correct dataflow within a processor core and can detect all errors in 
dataflow related logic (up to 30-50% of core area in complex processors) when used as a 
stand-alone checker.

• I have developed “Dynamic Verification of Memory Consistency” (DVMC), a frame-
work for checking memory consistency, which can be applied to a wide range of multi-
core and multiprocessor systems that provide shared memory using cache coherence. 
My implementation of DVMC represents the first implementable mechanism to fully check 
memory consistency at runtime. Token Coherence Signature Checking (TCSC), DVMC’s 
cache coherence checker, dramatically reduces the bandwidth and hardware cost of detecting 
hardware errors in the coherence protocol compared to prior techniques.

• I have developed “I/O Transaction Auditing” (IOTA), a generic light-weight checking 
mechanism for I/O devices.
IOTA demonstrates that a combination of OS support and a small hardware widget can detect 
hardware errors, as well as certain driver bugs and security breaches, for a large class of mass 
storage and communication peripherals.

1.6 Outline

This thesis contains the results of my work in hardware error detection in five chapters. I 

introduce the problem area and motivate my work in Chapter 1. Discussion of my three major 

checking mechanisms is split into three chapters; Chapter 2 describes Argus; Chapter 3 describes 

Dynamic Verification of Memory Consistency (DVMC); and Chapter 4 describes I/O Transaction 

Auditing (IOTA). Finally, in Chapter 5 I conclude. In the three chapters describing error detection 

mechanisms I first introduce the specifics of the problem domain and then discuss my generic 

solution approach. For Argus and DVMC this approach includes a decomposition of end-to-end 

verification of the system component into sub-tasks. After describing the general approach, I dis-

cuss an implementation of the solution in the context of a more specific system. This discussion 

includes a detailed description of checkers for different sub-tasks. I then evaluate my proposed 

solution based on this implementation according to three metrics: the solution’s error detection 
7



capabilities, its impact on runtime performance, and the hardware cost of the necessary checkers. 

After this evaluation, I compare my solution to related work and close the chapter with a summary. 

For both Argus and DVMC, which are based on decomposing error detection into subtasks, I pro-

vide formal proofs of the decomposition’s correctness in the appendices.
8



2. Processor Core Checking

The processor core is the central component of any computer system and making cores 

tolerant to faults is crucial in developing dependable systems. This chapter describes a low-cost 

method for detecting transient, intermittent, and permanent faults in processor cores at runtime. I 

discuss a general approach, called Argus, to detecting errors based on decomposing a program 

execution into multiple subtasks, which I then use to build a fully self-checking processor core 

named “Argus-1”. The core is evaluated in terms of the area and performance overhead imposed 

by adding error detection logic and the error detection capability the added logic provides.

2.1 Introduction

Out of all components of a computer system, processors tend to be the most complex and 

are typically manufactured in the latest CMOS process, which makes them highly susceptible to 

hardware faults. As a consequence manufacturers have begun to protect on-chip RAM structures, 

such as registers and caches, with error detecting codes and researchers have developed effective 

low-cost methods for checking out-of-order cores [5, 71, 6, 59, 57, 46]. My work in the area of 

processor core error detection focuses on relatively simple cores, rather than speculative out-of-

order cores. Simple cores are becoming more attractive due to their low power consumption, par-

ticularly for multi-core chips, embedded applications, and applications for which throughput is 

more important than latency. For example, the UltraSPARC T1 (Niagara) chip [32] contains 8 

simple cores, the Cray MTA [11] consists of simple multi-threaded cores, and the Silicon Packet 

Processor in CISCO’s CRS-1 router [16] has 188 Tensilica Xtensa single-issue, in-order cores. For 

many applications of simple cores, reliability is important but it must not cost much in terms of 

hardware and power.
9



Core error detection can be achieved by simply replicating each core (dual modular redun-

dancy), but this option is extremely expensive. Even if providing the required number of transis-

tors is technologically feasible, DMR incurs a large opportunity cost and approximately doubles 

core power consumption. Other detection schemes, such as DIVA [5, 71] and redundant multi-

threading [59, 57, 46], exist, but all of them are either incomplete or expensive, in terms of area or 

performance, for simple cores.

My goal is to provide a low-cost, low-power mechanism for comprehensively detecting 

transient, intermittent, and permanent errors in a simple microprocessor core. After detecting an 

error, the core can recover to a pre-fault state using a checkpoint recovery mechanism [65]. Instead 

of low-level checking of each core component, Argus uses run-time checking (dynamic verifica-

tion) of the following four invariants that guarantee the core is operating correctly:

• Control Flow: An error-free core must continue to make forward progress through the control 
flow graph specified in the program binary.

• Computation: An error-free core must correctly perform computations (additions, shifts, 
etc.).

• Dataflow: An error-free core must preserve the dataflow graph specified in the program 
binary.

• Memory: An error-free core must interact correctly with the memory system, and the mem-
ory system must not be corrupted. 

Argus checks these four invariants by integrating existing mechanisms for runtime control 

flow checking [18, 31, 70] and computation checking [61, 49, 50, 47] with newly developed tech-

niques for dataflow checking and memory checking. I have proved that checking these four invari-

ants is sufficient for detecting all possible single errors in an idealized core that has no I/O, 

exceptions, or interrupt handling. 

To evaluate its hardware cost and error coverage, I have incorporated Argus error detec-

tion into the OpenRISC 1200 (OR1200) core [35] in Verilog. Area overheads are based on a syn-
10



thesized and laid-out design. My results show that this implementation, called Argus-1, adds less 

than 17% to the core area (and less than 11% to the total chip area, including caches) and increases 

runtime by 3.2-3.9% on average. The implementations of Argus-1’s four checkers do not detect all 

possible errors, due to cost constraints, but they still detect over 98% of all unmasked injected 

errors.

In the remainder of the chapter, I first present an overview of Argus (Section 2.2) and 

Argus-1 implementation (Section 2.3). The following sections describe the control flow checker 

(Section 2.4), dataflow checker (Section 2.5), computation checkers (Section 2.6), and memory 

checker (Section 2.7) in more detail. In Section 2.8 I discuss the methodology used in the experi-

mental evaluation of Argus-1. The results of the evaluation are described in Section 2.9 (error cov-

erage), Section 2.10 (area overhead), and Section 2.11 (performance overhead). In Section 2.12, I 

compare Argus to related work, and I summarize in Section 2.13. Appendix A contains a proof of 

Argus’s completeness and a proof of the equivalence of Argus-1’s checkers and ideal checkers.

2.2 Argus Overview

The key insight exploited by Argus is that, at a high level, von Neumann processor cores 

perform only four basic activities: choosing the sequence of instructions to execute, performing 

the computation specified by each instruction, passing the result of each instruction to its data-

dependent instructions, and interacting with memory. Appendix A.1 shows formally that by 

checking that these activities are performed correctly, Argus can detect all possible core errors, 

except errors in the parts of the core that handle I/O, exceptions, and interrupts. This set of activi-

ties is quite similar to the set of activities checked by DIVA [6], but Argus’s approach to checking 

them is fundamentally different.
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Despite using multiple targeted checking mechanisms, I consider Argus to be a high-level 

error detection scheme, because these four activities are not specific to any particular micro-archi-

tecture, design, or implementation; they are present in any von Neumann processor. Strictly speak-

ing, memory access is not a fundamental task but a form of dataflow. I chose to consider memory 

separately, because it differs significantly from dataflow between registers in ways that would 

make it difficult to implement a combined checker for register and memory dataflow. 

In the remainder of this section, I discuss the requirements of the four invariant checkers. 

Formal definitions of the invariants are given in Appendix A.1.

Control Flow Checking. A control flow checker [18, 31, 70] periodically verifies that the runtime 

execution path is valid with respect to the static control flow graph (CFG) of the program binary. If 

the static and dynamic CFGs conflict, an error has been detected. In the context of Argus I also 

consider liveness to be a part of control flow correctness. 

When used in isolation, a control flow checker detects errors in fetch logic, branch desti-

nation computation, and PC update logic. However, without dataflow and computation checking, a 

control flow checker cannot detect when an error causes the core to choose the wrong one of two 

possible data-dependent branch destinations. Argus’s control flow checker interacts with the other 

checkers to detect these error scenarios. 

Dataflow Checking. A dataflow checker ensures that the static dataflow graph (DFG) of the pro-

gram binary matches the dataflow graph reconstructed at runtime and that the values traversing the 

DFG are not corrupted. Unlike Argus’s other checkers, dataflow checkers are not discussed in 

prior literature. To the best of my knowledge, my work on Dynamic Dataflow Verification 

(DDFV) [44] is the first proposal of a dedicated checker for correct dataflow in a processor. Data-

flow checking is useful not only in the context of Argus. In isolation, a dataflow checker detects 
12



errors in many activities, including: fetch, decode, register rename, register read/write, and instruc-

tion scheduling (ROB, reservation stations, etc.). 

Computation Checking. A computation checker detects errors in functional units. Checker imple-

mentations vary between units. Some checkers require a fully replicated functional unit, but many 

utilize knowledge about the initial result to simplify the redundant computation. Sellers et al.’s 

book [61] provides an excellent survey of existing checkers for adders, multipliers, dividers, bit-

wise logic units, etc. 

Memory Checking. A minimal memory checker must be able to detect data corruption in the mem-

ory system as well as errors that cause the wrong data word to be accessed. In more complex mem-

ory systems that support multiple outstanding requests and potentially multiple cores, faults can 

also manifest themselves as incorrect orderings of memory accesses. This type of error is not fur-

ther considered in Argus-1, because there are only a few unlikely scenarios for ordering errors in 

simple cores. Error detection for complex memory systems, in which ordering becomes an impor-

tant issue, will be discussed in Chapter 3.

2.3 Argus-1 Implementation

In this section, I describe an implementation of Argus, called Argus-1, that illustrates the 

engineering trade-offs between checker costs and error coverage. Although perfect checkers can 

be designed, their costs are not always worth their additional error coverage, as compared to near-

perfect checkers. In Appendix A.2, I prove that Argus-1 detects the same errors as an ideal Argus 

implementation, except for false negatives due to finite-sized checksums and memory ordering 

errors. 
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To obtain realistic information about the costs and complexity associated with implement-

ing Argus-1, I have built Argus-1 in Verilog and incorporated it into the OR1200 processor core 

[35]. The OR1200 processor core is a 32-bit scalar (1-wide), in-order RISC core with a 4-stage 

pipeline and 32 general purpose registers. It has an instruction cache and data cache, which are 

assumed to both be 8KB in size throughout this work. I study both direct-mapped and 2-way asso-

ciative caches, with LRU replacement for the 2-way. The data cache is write-back, write-allocate, 

and it blocks on misses. The OR1200 core has an integer ALU, a non-pipelined integer multiplier/

divider, and a load/store unit, but no floating point hardware. There is a single branch delay slot 

and no branch penalty, so no branch prediction is necessary. This core represents the low-end of 

Figure 1: Summary of Argus-1 Implementation
Dark boxes represent hardware added for Argus-1. The hashed boxes represent parity bits. 
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the simple cores that are expected to be used, perhaps in conjunction with a small number of super-

scalar cores, in multi-core chips.

Figure 1 illustrates how Argus-1 is integrated into the OR1200 core, and I will discuss 

each of the Argus-1 additions in the rest of this section. Note that the sizes of the structures in the 

figure are not to scale; Argus-1 hardware comprises less than 17% of the core area (and less than 

11% of the total chip area), as shown in Section 2.10. 

2.4 Control Flow Checking

Argus-1’s control flow checker is similar to prior work in control flow checking [18, 31, 

70] and closely integrated with the dataflow checker described in Section 2.5. In this section, I will 

present the basic mechanism used for checking control flow (Section 2.4.1), describe how control 

flow checking information is embedded into the program binary (Section 2.4.2), discuss special 

considerations necessary for indirect branches (Section 2.4.3), and finally describe liveness check-

ing (Section 2.4.4).

2.4.1 Basic Mechanism

Argus-1’s control flow checker distinguishes between a basic block’s internal control flow 

and control transfers between basic block. The former simply requires that all instructions in the 

basic block are being executed in the same order as they are stored in the program binary. One way 

to check internal control flow is to compute a checksum over instructions fetched from a given 

block. In Argus-1 the same functionality is implicitly provided by the dataflow checker, because 

correct dataflow necessitates correct execution of the basic block. Inter-block control flow is more 

difficult to check, because it is not known at compile time.
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My basic approach to checking inter-block control flow is to identify legal successor 

blocks, i.e., the blocks that can possibly be executed after a given block, at compile time and to 

embed this information into the program. At runtime the checker determines for each executed 

basic block, if it is among the legal successors of the block executed before it. In order to easily 

identify successors, Argus-1 first assigns each block a content-dependent identifier. One option for 

such an identifier is the checksum used to check intra-block control-flow or, in Argus-1’s case, the 

signature representing dataflow in the basic block. Because this signature is used in both dataflow 

and control-flow checking, I refer to it as Data- and Control Flow Signature (DCS). Section 2.5.1 

describes in detail how the DCS is computed from the instructions in the basic block.

Argus-1 uses the DCS for both control flow checking and dataflow checking by embed-

ding into each basic block the DCS of each of its legal successor blocks. At runtime, the control 

flow checker decides, based on information received from the computation checker, which of the 

legal successors will be executed next and passes the corresponding DCS to the dataflow checker. 

If, due to an error, the wrong successor or any other illegal block is executed next, the DCS com-

puted by the dataflow checker will not match the DCS anticipated by the control flow checker and, 

barring aliasing, an error will be detected.

Figure 2 illustrates how Argus-1 embeds the DCS (in a Signature instruction, which is a 

NOP) for basic blocks with one or two successors. A basic block that ends with a conditional 

branch (e.g., BB1) contains the DCS of both its branch target (BB3) and its fall-through block 

(BB2). At runtime, during execution of BB1, the control flow checker will choose one of the two 

DCSs based on the direction the branch takes. For a block with a single successor (e.g., BB2 or 

BB3), only a single DCS is embedded. 
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2.4.2 Signature Embedding

The easiest way to embed signatures into the program is by adding special instructions that 

contain the signatures as an immediate value. However, these signature instructions cause perfor-

mance degradation because they increase cache pressure and consume processor cycles. To reduce 

these effects, the Argus-1 compiler minimizes the number of embedded Signature instructions by 

storing DCS bits in unused instruction bits, which are common in fixed-size RISC instruction for-

mats. Figure 3 shows how signatures are embedded into arithmetic and comparison operations.in 

BB1: add r1, r2, r3

sub r4, r1, r2

Signature {BB2,BB3}

beq BB3

BB2: load r6, 0(r4)

mul r7, r6, r6

Signature {BB4}

jmp BB4

BB3: or r8, r6, r9

Signature {BB4}

BB4: and r10, r8, r6

...

Figure 2: DCS Embedding
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the OpenRISC ISA. Actual Signature instructions (NOPs) are embedded only in basic blocks with 

insufficient unused bits.

The DCSs are added to basic blocks in three distinct phases as part of program compila-

tion and linking. In the first phase, empty Signature instructions are added to basic blocks with 

insufficient unused bits to embed the DCSs. In the second phase, the DCSs of all blocks are com-

puted (as described in Section 2.5.1). In the third phase, the legal successor blocks are determined 

and the DCSs are written into the binary. In Argus-1 this process is part of the modified GCC tool-

chain. Instead, it could also be performed by a static binary rewriter or dynamic compilation. 

Argus-1 does not support execution of unprotected code, i.e., code that does not contain signa-

tures, but necessary modifications would be minor.

2.4.3 Indirect Branches

Indirect branches complicate control flow checking, because of the difficulty in determin-

ing the legal successor blocks. Indirect branches are usually the result of switch statements, func-

tion pointers, or function returns. To minimize cost, Argus-1 expects the DCS to be stored in the 5 

BB1: ori r3, r0, 145

ori r4, r0, 32

Signature {BB2, BB3}

jal BB3

BB2: mul r14, r10, r12

sub r10, r14, r7

Signature {BB4}

j   BB4

...

BB3: l.add r14, r3, r4

l.div r10, r14, r4

l.jr  r9

...

Jump-and-Link instruction writes
address and signature of BB2
into link register r9

Caller block BB1 contains
signatures for call target BB3
and return block BB2

Block ending in indirect branch
contains no signatures

Indirect branch extracts
signature of successor block
from target register

Target block of indirect branch
is signed with successor like
any other block

Figure 4: Function Call Signature Example
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most significant bits of the register containing the branch target address. This solution is sub-opti-

mal in that it reduces the range of addressable targets, but it is necessary to minimize Argus-1’s 

cost. For switch statements and function pointers, the target DCSs are embedded into all entries in 

the jump table and function address constants in the binary. The DCS for a function return is pro-

vided by writing it into the link register when the function is called. To facilitate this, basic blocks 

that end in a function call contain two DCSs, although they have only one legal successor: one for 

the first block in the called function and one for the block specified in the link register (link DCS). 

This behaviour is illustrated in Figure 4. Note that, becase the DCS is stored in the link register, it 

is automatically saved and restored during nested function calls along with the link address.

2.4.4 Checking Liveness

Argus considers the core making forward progress a part of correct control flow. There are 

many techniques for checking liveness, including simple watchdog units [38]. Argus-1’s watchdog 

has a 6-bit counter. At every clock cycle, the counter is reset if the pipeline is not stalled, and it is 

incremented when the pipeline is stalled. When the counter saturates (i.e., after 63 consecutive 

stall cycles), the watchdog indicates an error. To bound the time between control flow checks, 

Argus also requires a fixed limit on the size of basic blocks. Even a low limit of 32 instructions per 

basic block will have low impact on performance, because large basic blocks are rare.

2.5 Dataflow Checker

Checking dataflow in Argus-1 has two components, which I refer to as correct dataflow 

shape and correct dataflow values. The former component ensures that all operations obtain their 

inputs from correct sources, which can be abstractly viewed as the dataflow graph observed during 

execution having the same shape as the dataflow graph specified in the program. The latter compo-
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nent simply checks that the data values themselves are communicated correctly, which can be eas-

ily enforced using error detecting codes. Ensuring correct routing of operands is more complicated 

and has not been addressed in prior literature. The basic idea behind Argus-1’s dataflow checking 

mechanism is to periodically compare the static dataflow graph in the program binary to the actual 

dataflow in the processor during execution. 

This section describes solutions to three problems encountered by an implementation of 

this idea: how to efficiently represent a dataflow graph such that it can be easily compared 

(Section 2.5.1 and Section 2.5.2), how this representation can be statically computed and attached 

to the program (Section 2.5.3), and finally how to compute the representation by observing data-

flow between instructions dynamically executed by the processor (Section 2.5.4). In Section 2.5.5 

I will describe the dataflow value checking in more detail and Section 2.5.6 describes how Argus-

1’s fundamentally block-based mechanism handles interrupts and exceptions in the middle of 

basic blocks.

2.5.1 Dataflow Graph Representation

Dataflow graphs are a commonly used representation of producer-consumer relationships. 

In the case of computer programs the vertices of a graph represent instructions and the directed 

edges connect an instruction that produces a value to all instructions that consume that value. The 

basic idea behind DDFV is to compare the dataflow graph encoded in the program binary 

(intended producer-consumer relationships) to the dataflow during program execution (actual pro-

ducer-consumer relationships). To do this DDFV must generate a simple representation of the 

dataflow graph at both runtime and compile time, such that the two graphs can be easily compared.
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The full dataflow graph (DFG) of a pro-

gram is not known at compile time, 

because it depends on dynamically 

computed branches. To still be able to 

compare the entire program execution 

to a dataflow graph statically embedded 

in the program binary, Argus-1’s data-

flow checker (DDFV) partitions the 

program into blocks of code that have statically known dataflow graphs, such as the simple exam-

ple in Figure 5. After each block completes, DDFV verifies that the dataflow graph was executed 

correctly and moves on to verify the next block. 

The dataflow graph for a block of code has two types of vertices that do not represent 

instructions. Sources represent the state at the beginning of the block (no incoming edges) and 

sinks represent the state at the end of the block (no outgoing edges). One source and one sink exist 

for every register. Two special sinks exist for the PC and memory. The sink for the PC is required 

because otherwise an error in a branch or jump (e.g., “bnez r1, target” being decoded as “bnez 

r3, target”) would have no impact on the dataflow graph and would thus be undetectable. The 

sink for memory is required to capture the effects of stores. The output edges of all stores in a 

block flow into this memory sink. There is only a single sink for all of memory because it is infea-

sible to maintain a separate sink for every possible location in memory and dataflow in memory 

cannot be statically determined. Because of this simplification, DDFV will only ensure that store 

values reach memory correctly, but not that subsequent loads to that address will read the value 

written by the most recent store. In Argus-1 the correctness of dataflow through memory is 

ensured by the memory checker (Section 2.7).

r1
r2
r3
r4
r5

add

beq

mul

r1
r2
r3
r4
r5
pc

Figure 5: Partitioned DFG

add r1, r2, r3
mult r4, r1, r3
beq r5, r1, PC+9
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When a block is executed, data values flow along the edges from the sources to the sinks. 

Every value flowing out of a vertex has a unique history of vertices involved in its creation. I refer 

to the set of histories flowing into a vertex as the input history of the vertex, and I refer to the his-

tory of values flowing out of a vertex as the vertex’s output history. A vertex’s output history is 

defined recursively as a combination of the histories of the inputs to that vertex and information 

about the vertex (instruction type, immediates, etc.). The size of a vertex’s input or output history 

depends on the length of the dependency path and is unbounded, which complicates storage and 

computation. To overcome this problem, DDFV uses a fixed-size checksum of the vertex’s his-

tory, called the state history signature (SHS), instead of the full history. A checksum over the input 

histories of all sink vertices (i.e., histories of values flowing into sinks) represents the block’s full 

dataflow graph and is used as the DCS as defined in Section 2.4.1. 

The functions that compute the output SHS of each vertex differ slightly for each vertex 

type, as discussed in Section 2.5.2. The output history for each source is a constant, referred to as 

the initial history, that is unique to the source. When choosing the actual hash functions for com-

puting the DCS and the SHSs, the designer must ensure that they are simple to implement in hard-

ware and that they minimize the probability of aliasing (i.e., two different dataflow histories 

mapping to the same signature). However, with finite-sized signatures, there is always a non-zero 

probability of aliasing and thus false negatives (undetected errors). Therefore, DDFV can detect all 

errors within its coverage area, but only with a certain probability dependent on the number of bits 

in the signatures. 

2.5.2 Signature Computation Details

The dataflow graph representation described in the previous section is based on computing 

histories for all registers, PC, and memory. I now describe in detail how histories are computed.
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Instruction Output SHSs. The way the SHS of an instruction output, SHSinst, is computed depends 

on the type of instruction. In general, SHSinst is computed as a hash of the SHSs of the instruc-

tion’s inputs, the immediate operand (if any), and an identifier of the operation performed.

SHSinst = hashhist(SHSin1, SHSin2, ..., SHSinN, op)

Sink SHSs. There are three types of sinks: registers, PC, and memory. The SHS of a sink refers to 

the sink’s input history, unlike the SHS of an instruction (which refers to an output history). 

The SHS of a register sink, SHSreg, is simply the SHS of the last instruction output to 

write that register. 

The SHS of the PC sink, SHSpc, is updated after every branch instruction. In this work, 

there is only one branch per dataflow graph but, in general, the PC sink history can be determined 

by multiple input histories (if the DCS is computed over multiple basic blocks). In the case of mul-

tiple branches, DDFV uses a combining function, combpc, to summarize them.

SHSpc,new = combpc(SHSpc,old, SHSinst,branch)

The history for the memory sink, SHSmem, is computed using a combining function, 

combmem, that summarizes all of the store output histories. SHSmem is seeded with a constant ini-

tial value at the beginning of each block, and it is updated whenever a new store commits. SHSmem 

covers the entire memory and can verify dataflow from registers to memory, but it cannot verify 

that stored data reaches future loads correctly.

SHSmem,new = combmem(SHSmem,old, SHSinst,store)

DCS. The DCS is computed by hashing together all of the sink SHSs with XOR. To avoid two 

identical incorrect histories cancelling each other out and to detect register sinks with swapped his-

tories (despite using the commutative XOR function), Argus-1 first hash each SHSreg using a func-
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tion that depends on the register number. This hash function is a hard-wired bit-permutation 

function. 

DCS = hashreg(1,SHSreg1) ⊕ ... ⊕ hashreg(N,SHSregN) ⊕ SHSmem ⊕ SHSpc

Figure 6 illustrates an example of DDFV detecting an error in the same basic block as 

shown in Figure 5. For clarity, the system is simplified in several ways. It has only 5 registers, the 

DCS and SHSs are 4-bits long, and hash functions and initial values for the DCS and SHSs are 

simplistic.

2.5.3 Embedding and Extracting of Static DCSs

Before a program is executed, code blocks with static dataflow graphs must be identified 

in order to compute the DCS for each such block and store the DCSs in a way that makes it easy to 

locate and retrieve them at runtime. This step becomes part of the compilation process for pro-

System: 5 architectural registers, 4-bit DCS, 4-bit SHS. 
Initial values: SHSreg#i = i, SHSmem = 0, SHSpc= 0, DCS = 0 
Hashes: hashreg(SHSreg#i, i)=SHSreg#i;

hashhist(SHSin1,SHSin2,op)=1*SHSin1⊕2*SHSin2⊕id(op);
combpc(SHSpc,SHSbranch)=SHSpc+SHSbranch

Operation ids:id(add)=5, id(mult)=6, id(beq)=7

Figure 6: Example of DDFV Detecting an Error
Mult reads r2 instead of r1 due to a transient fault.

add r1, r2, r3SHSr1 = 1*2 ⊕ 2*3 ⊕ 5 = 1
mult r4, r1, r3SHSr4 = 1*1 ⊕ 2*3 ⊕ 6 = 1
beq r5, r1, PC+9SHSbranch = 1*1 ⊕ 9 ⊕ 7 = 15
SHSpc = combpc(SHSpc,init,SHSbranch) = 0+15 = 15
DCS = hashreg(SHSr1,1) ⊕ ... ⊕ hashreg(SHSr5,5) 

⊕ SHSmem ⊕ SHSpc
= 1 ⊕ 2 ⊕ 3 ⊕ 1 ⊕ 5 ⊕ 0 ⊕ 15 = 11

Correct Execution
add r1, r2, r3SHSr1 = 1*2 ⊕ 2*3 ⊕ 5 = 1
mult r4, r2, r3SHSr4 = 1*2 ⊕ 2*3 ⊕ 6 = 2
beq r5, r1, PC+9SHSbranch = 1*1 ⊕ 9 ⊕ 7 = 15
SHSpc = combpc(SHSpc,init,SHSbranch) = 0+15 = 15
DCS = hashreg(SHSr1,1) ⊕ ... ⊕ hashreg(SHSr5,5) 

⊕ SHSmem ⊕ SHSDCSpc
= 1 ⊕ 2 ⊕ 3 ⊕ 2 ⊕ 5 ⊕ 0 ⊕ 15 = 8

Incorrect Execution

Not Equal
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grams running on processors with dataflow checking. It can be performed by the compiler backend 

or the JIT compiler in dynamically compiling virtual machines. 

In a stand-alone solution (DDFV [44]), each DCS would simply be embedded into the 

basic block it represents and the dataflow checker would extract them from there as the block exe-

cutes. The Argus-1 dataflow checker does not extract signatures at runtime directly. Instead, the 

signatures are provided by the control flow checker and embedding of the signature is part of pre-

processing for control flow checking as described in detail in Section 2.4.1. Independent of how 

static signatures are provided to the dataflow checker, they will be used in the same way. After the 

last instruction of a basic block commits, the current dynamic dataflow signature will be compared 

to the static signature for the committed block. A mismatch between the two signatures indicates a 

dataflow error.

2.5.4 Dynamic Dataflow Signature Computation

As the processor is executing, it must track the histories of values produced by the instruc-

tions (i.e., vertex input and output histories in the dataflow graph) so it can compute the DCS for 

comparison with the signatures contained in the static binary.

SHS computation. The SHSs propagate through the processor along with the values produced 

by instructions. To implement this in hardware Argus-1 adds a SHS field to every register and to 

every bus and latch in the operand bypass network. Single instances of SHSmem and SHSpc regis-

ters, which are updated during the commit stage, are also added to the core. 

Keeping the SHSs in the register file, instead of a separate structures, avoids the need for 

extra decoders and allow DDFV to detect errors in the wordline decoders of the register file 

(because an error will cause the wrong history to be read). Hardware necessary for maintaining the 
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SHSs includes additional SRAM cells, bitlines, and sense-amps, but no new read or write ports, 

because SHSs and data values in a register are always accessed together.

Histories are processed analogously to the data values to which they belong. Input operand 

histories are either read along with the data value during the register file access or received over 

the bypass network before execution. An instruction’s new output history is computed during the 

execute stage using the equations from Section 2.5.1, and it is sent out on the bypass network 

along with the instruction output. Finally, when an ALU or load instruction commits, it updates its 

destination’s SHS in the register file along with the corresponding register value. Treating the his-

tory and data value as a unit makes an error in operand routing (e.g., incorrect register access or 

bypassing) change the SHS of the instruction(s) consuming the operand and be detected. Stores 

and branches have no target SHS entries in the register file to overwrite; instead, they use the 

combmem and combpc functions to update SHSmem or SHSpc.

DCS computation. At the end of every basic block, the DCS must be computed from the SHS-

mem and SHSpc registers and all the SHSreg values in the register file. In Argus-1 the SHSregs (160 

bits total) are organized as one wide register, such that all SHSregs can be read or reset to initial 

values in parallel. The DCS computation is performed by first running the SHSs through a hard-

wired bit permutation and then sending them through an XOR tree that computes the final 5-bit 

DCS. The SHS bits are permuted to make the DCS not only dependent on the set of SHSs in the 

register file, but also on the assignment of SHSs to registers.

Resetting SHSs. After each basic block, the DCS and all SHSs are reset to their initial values 

because they now represent source vertices in the dataflow graph. Resetting SHSmem, SHSpc, and 

the DCS is straightforward, because they are updated in program order at instruction commit. 

Resetting the SHSreg values to their initial values is more challenging because an instruction read-
26



ing the output SHSreg can belong to either the same basic block as the producer or a subsequent 

basic block. This is not a problem for SHSs residing in the register file, which are physically reset 

at the end of a basic block, but it can cause problems for SHSs transmitted on the bypass network. 

Argus-1 solves this problem by recognizing when an instruction bypasses values from a prior basic 

block and adding additional logic to replace the bypassed SHS with the initial SHS value for the 

bypassed register.

Argus-1 signatures and hashes. In Argus-1, all signatures (SHSs and DCS) are 5 bits wide. 

The 5-bit signature size is the smallest that allows a unique initial value for each of the OR1200’s 

32 registers, and it is also a convenient size for purposes of embedding the DCS in the binary. As 

described in Section 2.4.2, Argus-1 uses otherwise unused instruction bits to embed signatures into 

the program binary. In the OpenRISC ISA many instructions have 5 or 10 easily accessible unused 

bits, which allows embedding for easy embedding of one or two 5-bit signatures. History updates 

are computed using CRC5 as a hash function. The bit permutations for DCS computation are gen-

erated randomly at design time and hardcoded in the processor’s Verilog model.

2.5.5 Data Value Checking

As discussed earlier, the DCS only serves to verify the correct shape of the dataflow 

graph. To fully check correct dataflow, DDFV must further detect errors in data values flowing 

between vertices in the graph (i.e., instructions). For this purpose, each SHS is accompanied by a 

checksum (parity bit) of the data value for the corresponding operand. The checksum is stored and 

transmitted alongside the SHS in the register file, bypass paths, and pipeline latches. Whenever an 

operation generates a new data value, the data checksum for the operation’s inputs are checked and 

a checksum for the output is computed.
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2.5.6 Exceptions and Interrupts

Exceptions and interrupts violate the assumption that the dataflow graph between when a 

core enters execution of a basic block and when it exits is statically known. There are at least two 

solutions for adapting DDFV to handle exceptions and interrupts. First, one could simply not  

check the signature of a block whenever the execution of that block is interrupted. If exceptions 

and interrupts are sufficiently rare, the impact on error detection coverage will be small. Second, 

one could make DDFV state visible to the operating system, such that it can be saved and restored 

along with other program state. The state that needs to be saved is small (~200-400 bits depending 

on the configuration). Argus-1 currently does not support exceptions and interrupts. My plan for 

future implementation is to add hardware support for this second option but fall back to the first 

option for DDFV-oblivious operating systems.

2.6 Computation Checker

Unlike Argus-1’s other checkers the computation checker is not a single monolithic mech-

anism. Instead, the computation checker consists of several functional unit (FU) sub-checkers that 

are targeted at the different operations the processor can perform. 

A key detail in implementing computation checkers is to ensure that both the computation 

is performed correctly and the correct operation is performed. Argus achieves this by combining 

the computation and dataflow checkers as illustrated in Figure 7. For each FU, there is a sub-

checker and a SHS computation unit. The opcode, from which the operation ID is derived, is dis-

tributed in a way that makes it impossible for a single fault to cause the same incorrect opcode to 

be delivered to both the FU and sub-checker while the correct opcode is delivered to the SHS com-

putation unit.
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 In the remainder of the section, I describe the sub-checker for each FU in Argus-1.

2.6.1 Simple ALU Sub-Checker

The primary component in an ALU is the carry look-ahead adder, and there have been 

many prior schemes for detecting errors in these adders. My research group has previously devel-

oped a low-cost adder sub-checker [76], which has about the same delay as a carry-lookahead 

adder and roughly the same area as a ripple-carry adder. In Argus-1, I enhance the adder sub-

checker such that it can also check the bitwise logical operations. The enhanced sub-checker emu-

lates the logical operations by multiplexing the appropriate inputs. For example, a full adder acts 

as an XOR when all its carry-ins are tied to 0.

2.6.2 Shift/Sign-Extension Sub-Checker

Argus-1 checks the ALU’s shift and sign-extension units using a single unit that performs 

a right-shift followed by a sign-extension (RSSE). To check a right-shift of A, the RSSE replays 

the shift (and sign-extension, if it was an arithmetic shift) and compares to the ALU’s result. To 

check a left-shift of A, the RSSE shifts the ALU’s result back to the right and then compares to A 

(while masking out those bits that had been left-shifted off the end of the word). The RSSE checks 

sign-extension instructions by shifting the input operand by zero-bits and recomputing the output 
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Update

Functional Unit
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error?

operand1
operand2
opcode result

opcode

SHSresult
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Figure 7: Functional Unit with Error 
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using the checker’s sign extender. The described RSSE organization has the distinctive advantage 

of being able to also check the alignment and sign-extension of sub-word loads and stores. 

2.6.3 Multiplier/Divider Sub-Checker

Multiplication is checked using a well-known modulo arithmetic approach [61]. Assume 

the two inputs are A and B, and the modulus is M. The sub-checker verifies that [(A mod M)*(B 

mod M)] mod M = Product mod M. For small M, the sub-checker multiplier is much smaller than 

the original multiplier. To facilitate efficient modulo computation in hardware, I choose M to be a 

Mersenne number (25-1=31) [15].

Argus-1 checks division with the same hardware as multiplication by switching the check-

ers inputs. Note that, if A/B=Quotient+Remainder/B, then B*Quotient=A-Remainder. Thus, mod-

ulo arithmetic can be used to check that [(B mod M)*(Quotient mod M)] mod M= [(A mod M)-

(Remainder mod M)] mod M. To check division and multiplication with the same logic requires 

32-bit

A B

addmult

compare
Pr

od
uc

t

Re
m

ai
nd

er

Q
uo

tie
nt

inv

Error?

Figure 8: Multiplier/Divider Sub-Checker

32-bit

hi
gh

lo
w

modMmodM

5-bit datapath

multiplier divider

modM modMmodM modM
30



muxes for choosing the inputs to the modulo units and logic to negate the remainder. The com-

bined sub-checker is shown in Figure 8. 

Modulo checkers have a small probability of aliasing, in which a faulty computation is 

undetected. This probability can be made arbitrarily small by increasing M, at the cost of a larger 

multiplier in the sub-checker.

2.7 Memory Checker

A simple processor cores’s memory system is composed of the core’s load-store unit, 

caches, and main memory. Argus-1 detects address computation errors using an adder checker like 

the one described in Section 2.6. Argus-1 also detects errors in data re-alignment in byte and half-

word (16-bit) loads and stores using the RSSE sub-checker. In the OR1200 core, the ALU and the 

load-store unit are not used simultaneously, so there is no contention for the ALU checker.

To detect data corruption, Argus-1 adds parity to each word in the data cache and memory 

(assuming ECC is not already present). Argus-1 does not add parity to the instruction cache, 

because errors in instructions will cause incorrect control flow and/or dataflow, which will be 

detected during the DCS comparison. 

Argus-1 also protects against errors that cause a load or store to access the wrong word 

despite providing a correct address. To detect these errors, Argus-1 embeds the physical address 

along with the data in the caches and memory. If the core wants to store value D to address A, it 

actually stores the value DA = D XOR A (into address A). Parity is computed over D and stored 

along with the data. When the core loads from address A, it takes the value obtained from memory, 

DA’, and XORs it with A to obtain D’. In the error-free case, D’ will equal D (the value that the 
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core wanted to store to address A). If a single-bit error occurs in either the address or data, then D’ 

will not equal D and their parities will differ, indicating an error.1

Argus-1 cannot detect errors that cause cache accesses to be silently not performed. These 

errors are equivalent to memory ordering violations, in that they cause loads to get values from the 

wrong stores. In the OR1200 core, there are two concrete scenarios for such errors: an access that 

misses in a cache even though it should have hit and a store issued to the cache that does not per-

form the actual write. The former error scenario can be addressed using redundant tag comparisons 

and parity on the tags. The latter error scenario could be detected by following each store with a 

load to the same address. I decided against this option due to power consumption and performance 

considerations. 

2.8 Evaluation Methodology

The goals of the evaluation are to confirm Argus-1’s error detection capabilities 

(Section 2.9), and to determine its area and performance overheads (Sections 2.10 and 2.11). To 

obtain all this information I used a number of different tools. To obtain area estimates, layout and 

floorplan for the core - both with and without Argus-1 logic - were created using standard CAD 

tools: Synopsys Design Compiler and Cadence Silicon Ensemble. The synthesized core does not 

include debugging hardware or TLBs. The CAD tools use the publicly available VTVT 0.25μm 

standard cell library [67]. To determine total chip area overhead, rather than just core area over-

head, I used Cacti 3.0 [30] to calculate the area of the caches. 

1.The I/O controller removes the embedded address from the data sent to I/O devices. Partial stores can use the same
techniques used in other systems with per-word EDC, usually read-modify-write.
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For performance analysis I used the OR1200 simulator and the MediaBench benchmark 

suite [36]. The memory configuration uses latencies typical for an embedded system; the data and 

instruction cache are each 8KB, hits take 1 cycle, and misses take 20 cycles. 

Finally, I performed error injection experiments to empirically test Argus-1’s error detec-

tion coverage. The experiments were performed while the core was running a “stress-test” 

microbenchmark that involves a broad range of registers and instruction types. It would have been 

difficult to test Argus-1 using benchmark code, because many benchmarks have frequently exe-

cuted inner loops that use only a handful of registers and a small subset of the instruction set. I 

injected single transient and permanent bit-inversion errors in all portions of the microprocessor 

core, including the features added for Argus-1. For coverage experiments, bit flips were injected 

into 5,000 gate outputs, which were randomly selected out of the roughly 40,000 total gates. I did 

not inject errors in the caches, but I did inject errors in the core’s interface to memory. 

To increase the number of non-masked transients, I used a simple approach to emulate 

transients: when the testing harness activates a transient error, it waits until either it affects the 

OR1200’s architectural state or until a fixed amount of time has elapsed (in which case the error is 

considered to be masked). Unlike true transient errors, these emulated transients can be active for 

up to 4 execution cycles, which is the time it takes to propagate erroneous state from the first pipe-

line stage to the last stage where it becomes visible to the testing harness.

Permanent errors can also be “masked” in our testing environment, because some perma-

nent errors will only become visible under very specific circumstances. In many cases the test pro-

gram never reaches a state that triggers the permanent error. In the results, a permanent error is 

considered masked if the error has no impact before the fixed amount of time elapses. 
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2.9 Error Detection Capabilities

An Argus implementation with perfect checkers can detect all possible single-error sce-

narios (and many multiple-error scenarios) in the non-exceptional part of the core. However, due 

to physical constraints, the Argus-1 implementation has sacrificed some small amount of error 

coverage. Argus-1 cannot detect the following errors: 

• Some memory access errors (see Section 2.7)

• Errors that are hidden by DCS aliasing 

• Errors that are hidden by aliasing in the modulo-based multiplication/division sub-checker

• Errors in unprotected areas: Argus-1 only covers the portion of the core associated with user-
level sequential program execution.

• Some multiple-error scenarios: Argus-1 cannot detect when one error causes the core to exe-
cute incorrectly and another error in the corresponding checker logic prevents detection. 

Error injection experiments were performed as described in Section 2.8. For each experi-

ment, I classified its result along two axes. First, was the error detected? Second, was the error 

masked? The errors that I want most to avoid are unmasked, undetected errors, which represent 

silent data corruptions. Table 1 shows the results of these experiments.

Table 1: Error Injection Results
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2.9.1 Unmasked Errors

Most importantly, silent data corruptions are extremely rare compared to detected errors. 

Of the unmasked transient and permanent errors, Argus-1 detects 98.0% and 98.8%, respectively. 

Examining these few undetected errors in detail, I noticed that the majority of them are in gates 

that affect multiple bits in the datapath; these errors flip an even number of bits and are thus unde-

tectable using parity. Some other undetected errors are due to aliasing in the multiplier modulo 

checker and DCS.

I examined which parts of Argus-1 were responsible for detecting each error. The compu-

tation checkers were responsible for 45% of detected errors. The next largest contributor to error 

coverage was parity (on operands, registers, and load values), which caught 36% of detected 

errors. The DCS comparison caught 16%, and the watchdog caught 3%. These results confirm that 

a composition of all checkers is necessary in order to achieve good coverage.

2.9.2 Masked Errors

Before discussing the results, it should be noted that the results for masked transient errors 

and masked permanent errors are identical, because of the way they are injected (i.e., the testing 

harness activates a transient until it shows up or until the experiment ends, in which case it is 

equivalent to a masked permanent error). A large fraction of injected errors are masked, which is 

not surprising [72]. All errors in Argus-1 hardware are masked, because they have no impact on 

the OR1200 core’s execution. One other class of masked errors is the set of errors that impact only 

the most significant 32 bits of the multiplier’s 64-bit result. These bits are accessed only by the 

multiply-accumulate instruction, which is not used by any of the benchmarks. Therefore, I did not 

include it in the “stress-test” microbenchmark. 
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Of the masked errors, Argus-1 detects 38.3%. A detected masked error (DME) leads to a 

recovery, which is unnecessary for a transient error; however, detecting permanent errors is impor-

tant, so that one can potentially take action to address them. Many of these DMEs are caused by 

faulty checker hardware. Errors in Argus-1’s checkers are very likely to be detected but they never 

influence program execution, hence causing DMEs. DMEs only affect performance, and it is pref-

erable to incur some DMEs than silent data corruptions. To confirm that Argus-1 never incurs 

“false positives” (i.e., detects errors when no physical fault is present), I also performed experi-

ments in which I injected no errors. Argus-1 never reported an error in these experiments.

2.9.3 Error Detection Latency

Argus-1 detects most errors soon after they occur. Errors that affect control flow are either 

detected at the end of the current or subsequent basic block, depending on whether the error affects 

intra-block or inter-block control flow, respectively. Errors in computation (ALU, multiplier/

divider) and computational part of memory accesses (alignment, address computation) are 

detected in the cycle after the erroneous computation. Errors in dataflow are detected at the end of 

a basic block. The only type of errors that can incur long detection latencies are data errors in 

memory or the register file. These errors will not become visible until the erroneous data value is 

accessed and its parity checked. This leads to an arbitrary long error detection latency, which is 

common to all EDC based schemes. Detection latency can be bounded by using cache and DRAM 

scrubbing, but will still be much higher than Argus-1’s detection latencies for other errors. Most 

negative consequences of the long detection latencies can be circumvented by using error correct-

ing codes (ECC) instead of simple error detecting codes (EDC).
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2.10 Area Overhead

A primary motivation for Argus is to use less area than existing schemes, such as core rep-

lication and DIVA. In particular, I wanted to devise a scheme that used a small fraction of the area 

of even a simple core. The Verilog implementation of Argus-1 gives a realistic view of the costs 

for different checkers and the total cost of adding comprehensive error detection. 

Most of Argus-1’s area is used for dataflow and control flow checking. This area overhead 

consists of: widening all datapaths and registers to accommodate one parity bit and 5 SHS bits per 

datum; CRC logic and an XOR tree to compute updated SHSs and the final DCS; and logic to 

extract the static DCS from the code. The various computation checkers are the second major area 

contributor. The remainder of Argus-1’s area is for control logic, the watchdog timer, etc. 

Area overhead results are shown Table 2. The unmodified OR1200 core uses 6.59mm2 of 

area (2.565mm by 2.565mm), and the core with Argus-1 uses 16.6% more area. To estimate over-

head for the entire chip, area estimates must also consider the 8KB data- and instruction caches. 

Argus-1’s data cache adds area for parity, but recall from Section 2.7 that Argus-1 does not need to 

Table 2: Area Overhead. Areas in mm2.
OR1200 With Argus-1 Overhead

core 6.58 7.67 16.6%
I-cache: 1-way

2-way
2.14
2.42

2.14
2.42 0%

D-cache: 1-way
2-way

2.14
2.42

2.24
2.54

4.9%
5.1%

total: 1-way
2-way

10.86
11.42

12.05
2.63

10.9%
10.6%
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add parity to the instruction cache. When comparing Argus-1 to an unmodified OR1200 chip (with 

no error detection on the core or caches), then Argus-1 consumes only 10-11% more area. 

2.11 Performance Overhead

Argus-1’s error detection hardware does not cause any pipeline stalls or delay instruction 

retirement, because Argus-1 is designed to invoke backward error recovery [65] once an error is 

detected. The CAD tools also showed no increase in any critical paths due to Argus-1 logic, which 

indicates that there are no changes in clock cycle time. Hence, Argus-1’s only potential impact on 

core performance is due to having Signature instructions embedded in the instruction stream when 

insufficient unused bits are available to store the DCSs. Signature instructions consume instruction 

cache space as well as fetch and decode bandwidth. 

Figure 9 shows the increase in the number of static instructions, i.e. code size increase, for 

benchmarks compiled with Argus signatures relative to the baseline benchmarks. In Figure 10, I 

plot the dynamic instruction count overhead. On average, the static overhead is 7%, whereas 

dynamic overhead is 3.5%. Dynamic instruction count overhead is generally lower than static 

instruction count overhead, because the frequently executed inner loops of the benchmarks contain 

mostly arithmetic and logic operations with sufficient unused bits to embed DCSs. Initialization 

code as well as function prologues and epilogues—which consist mostly of loads, stores, and oper-
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ations involving immediates—have few unused bits and therefore require the embedding of Signa-

ture instructions to store DCSs, but are executed less frequently than the inner loop bodies.

Argus-1’s performance impact for a direct-mapped and 2-way instruction cache, respec-

tively, is shown in Figure 11 and Figure 12. On average, the runtime overheads are 3.9% and 

3.2%. Argus-1’s performance impact has two components: the cost of processing more dynamic 

instructions and an increased code footprint. The first component of the overhead depends linearly 

on the increase in the number of dynamic instructions, but runtime overhead from executing addi-

tional instructions is generally lower than the dynamic instruction count overhead itself, because 
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Figure 10: Dynamic Instruction Overhead
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all added Signature instructions (NOPs) execute in 1 cycle whereas an average instruction takes 

1.1-1.7 cycles. 

Argus-1’s second performance component, due to the increased code footprint, is far less 

predictable and highly benchmark specific. The increased code footprint can increase instruction 

cache capacity misses, but the relationship is not linear. As a secondary effect, the insertion of Sig-

nature instructions also causes a re-alignment of basic blocks, which can randomly reduce or 

increase the number of conflict misses. The average effect of this re-alignment will be zero, but it 

can have tremendous impact on individual benchmarks, including speed-ups on several bench-

marks with Argus-1 and a direct-mapped cache (e.g., RASTA in Figure 11). The 2-way set-asso-

Figure 12: Runtime Overhead (2-way cache)

Figure 11: Runtime Overhead (1-way cache)
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ciative cache is less sensitive to re-alignments than the direct- mapped cache, which explains the 

lower variation in runtime overhead in Figure 12. 

2.12 Related Work

There is a long history of research in error detection. Because I have already discussed 

checkers for control flow, dataflow, and computation, I do not mention them again in this section.

Redundant cores. Replicating a core provides a conceptually simple mechanism for detecting 

errors. This approach is, in terms of hardware and power, prohibitively expensive for commodity 

hardware.

DIVA. DIVA [5, 71, 6] checks similar invariants as Argus, but its approach is quite different. 

DIVA uses k simple checker cores to detect errors in a k-wide superscalar processor. DIVA is an 

excellent, low-cost design option for protecting large cores with simple decode logic. For example, 

a DIVA checker is only 6% of an Alpha 21264 core [71]. However, for simple, small cores, there 

is little opportunity to make the checker cores smaller than the cores they are checking, such that 

DIVA becomes almost indistinguishable from using redundant cores. 

Redundant multithreading (RMT). There are many varieties of redundant multithreading schemes 

[59, 57, 46], but they all share the goal of using otherwise idle thread contexts to provide redun-

dancy in SMT cores. RMT has three significant costs: the performance loss due to thread conten-

tion (estimated at 30% [46]), the opportunity cost of using threads for redundant computation 

instead of useful work, and the energy consumed by the redundant threads. RMT also has the 

implicit cost of requiring an SMT core and cannot detect permanent errors in non-replicated units.

BulletProof. The BulletProof pipeline [62] uses built-in self-test to detect and diagnose (isolate) 

89% of permanent faults, but it cannot detect transient errors. BulletProof increases the area of a 4-
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wide VLIW core (excluding caches) by 9.6%. This overhead is likely to be greater for a single-

wide core because BIST tables and other checker hardware singletons cannot be amortized over 

multiple instances of the units they check. BulletProof has the advantage of lower performance 

impact, no required software changes, fewer possibilities for false negatives due to aliasing, and 

more precise diagnosis. Argus’s main advantages are its ability to detect transient errors and lower 

detection latency.

Commercial Examples. There are fault-tolerant commercial microprocessors that both detect and 

correct core errors, and I discuss two representative examples. The LEON-FT microprocessor [20] 

and the IBM S/390 G5 microprocessor [63] use error codes for large storage structures. The 

LEON-FT uses triple modular redundancy (TMR) for each flip-flop, and has a total area overhead 

of roughly 100% [20]. The S/390 G5 microprocessor completely replicates large portions of the 

core, including the I-unit (fetch and decode) and E-unit (execution and register file), which adds 

considerable overhead. 

Software redundancy. Software replication of instructions can be used to detect transient hardware 

errors [48, 58] at the cost of a 50% slowdown for an out-of-order processor [58] and high energy 

consumption. The performance loss for a simple in-order core would be roughly 100%, due to the 

lack of idle slots in which to execute redundant instructions. 

Error detecting/correcting codes. Error codes are excellent at detecting errors in storage and mes-

sages. Certain codes can also check computations. However, error codes are not applicable to gen-

eral logic.
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2.13 Summary

The goal of the research presented in this chapter was to develop low-cost error detection 

for simple processor cores. Simple cores are expected to remain popular for many embedded 

applications as well as for multicore chips, and it is important to detect errors in these cores. I 

believe that Argus provides a viable, efficient solution to this problem. The key to Argus’s effi-

ciency is that it checks invariants instead of components. Invariant checking also makes it is easier 

for us to formally reason about Argus’s error coverage capability. 

The Argus-1 implementation shows the potential of the Argus approach. Its area and per-

formance costs are quite low, particularly when compared to previous schemes for detecting errors 

in simple cores. 
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3. Memory Checking

In multicore processors the memory system can rival or even exceed the processor cores in 

size and complexity. The RAMs that actually hold memory values are only one component of the 

total memory system, which is comprised of various buffers, controllers, and interconnects spread 

across the chip (as illustrated in Figure 13). In this chapter, I will describe a mechanism to detect 

errors in all these components by ensuring correct high level operation of the memory system.

3.1 Introduction

Uni-core checkers, such as Argus, presented in the previous chapter, or DIVA, typically 

encompass some mechanism to verify correctness of memory accesses. These mechanisms mostly 

rely on redundant address computations and memory accesses as well as error correcting codes on 

Figure 13: Multicore Chip Memory System Overview
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storage elements, such as caches and memories, and are sufficient for uni-core systems. However, 

they cannot ensure end-to-end [60] correctness in multicore and multiprocessor memory systems, 

because they only define correctness from a single core’s point of view. End-to-end correctness of 

a multiprocessor memory system is a global property, defined by the architecture’s memory con-

sistency model. Based on this insight, I have developed a general framework for designing 

dynamic verification hardware for a wide range of memory consistency models, including most of 

the models which are currently commercially implemented.

In this chapter, I first present background on the types of systems and consistency models 

targeted by the framework (Section 3.2). Section 3.3 contains a description of the framework 

along with three checking mechanisms it requires to be added to the multicore system. The mech-

anisms are discussed in more detail in Sections 3.4, 3.5, and 3.6. Based on these general mecha-

nisms I describe a DVMC implementation along with several crucial implementation details in 

Section 3.7. Section 3.8 describes how simulation of my DVMC implementation was used along 

with formal analysis to determine the benefits and various costs incurred by memory system error 

detection. The results of this analysis are split into error detection capabilities (Section 3.9), per-

formance overhead (Section 3.10), bandwidth overhead (Section 3.11), and hardware costs 

(Section 3.12). Based on these results I will compare my work on memory error detection to prior 

work in Section 3.13 and summarize in Section 3.14.

3.2 Background

My work in memory system error detection is focused on dynamic verification of shared 

memory multiprocessing machines, including chip multiprocessors and traditional multiprocessor 

systems. For brevity, I will use the term processor to refer to a physical processor or a core within 

a multicore processor. I now describe the program execution model and consistency models.
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3.2.1 Program Execution Model

A simple model of program execution is that a single thread of instructions is sequentially 

executed in program order. Modern microprocessors maintain the illusion of sequential execution, 

although they actually process instructions in parallel and out of program order. To capture this 

behavior and the added complexity of multi-threaded execution, one must be precise when refer-

ring to the different steps necessary to process a memory operation (an instruction that reads or 

writes memory). A memory operation executes when its results (e.g., load value in destination reg-

ister) become visible to instructions executed on the same processor. A memory operation commits 

when the state changes are finalized and can no longer be undone. In the instant at which the state 

changes become visible to other processors, a memory operation performs. A more formal defini-

tion of performing a memory operation can be found in Gharachorloo et al. [22]. 

3.2.2 Memory Consistency Models

An architecture’s memory consistency model [3] specifies the interface between the 

shared memory system and the software. It specifies the allowable software-visible interleavings 

of the memory operations (loads, stores, and synchronization operations) that are performed by the 

multiple threads. For example, SC specifies that there exists a total order of memory operations 

that maintains the program orders of all threads [34]. Other consistency models are less restrictive 

than SC, and they differ in how they permit memory operations to be reordered between program 

order and the order in which the operations perform. These reorderings are only observed by other 

processors, but not by the processor executing them due to the in-order program execution model.

Throughout this chapter I will specify a consistency model as an ordering table, similar to 

Hill et al. [28]. Columns and rows are labeled with the memory operation types supported by the 
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system, such as load, store, and synchronization operations (e.g., memory barriers). When a table 

entry contains the value true, the operation type OPx in the entry’s row label has a performance 

ordering constraint with respect to the operation type in the entry’s column label OPy. If an order-

ing constraint exists between two operation types, OPx and OPy, then all operations of type OPx 

that appear before any operation Y of type OPy in program order must also perform before Y. 

Table 3 shows an ordering table for processor consis-

tency (PC). In PC, an ordering requirement exists between a 

load and all stores that follow it in program order. That is, 

any load X that appears before any store Y in the program 

order also has to perform before Y. However, no ordering 

requirement exists between a store and subsequent loads. Thus, even if store Y appears before load 

X in program order, X can still perform before Y.

A truth table is not sufficient to express all conceivable memory consistency models, but a 

truth table can be constructed for most commercially implemented consistency models.

3.3 Dynamic Verification Framework

Based on the definitions in Section 3.2 I devised a framework that breaks the verification 

process into three invariants that correspond to the three steps necessary for processing a memory 

operation (shown in Figure 14). First, memory operations are read from the instruction stream in 

program order (<p) and executed by the processor. At this point, operations impact microarchitec-

tural state but not committed architectural state. Second, operations access the (highest level) 

cache in a possibly different order, which I call cache order (<c). Consistency models that permit 

reordering of cache accesses enable hardware optimizations such as write buffers. Some time after 

Table 3: Processor 
Consistency

Load Store
Load true true
Store false true

1st
2nd
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accessing the cache, operations perform and become visible in the globally shared memory. This 

occurs when the affected data is written back to memory or accessed by another processor. At the 

global memory, cache orders from all processors are combined into one global memory order 

(<m).

Each of the three steps described above introduces different error hazards, which can be 

dealt with efficiently at the time an operation takes the respective step. The basic idea of the pre-

sented framework is to dynamically verify an invariant for every step to guarantee it is done cor-

rectly and thus verify that the processing of the operation as a whole is error-free. The three 

invariants (Uniprocessor Ordering, Allowable Reordering, and Cache Coherence) described below 

are sufficient to guarantee memory consistency as defined below (Definition derived from Ghara-

chorloo et. al [22]). I will outline a proof that these three invariants ensure memory consistency in 

Section 3.7 and provide the full proof in Appendix B.

Definition 1: An execution is consistent with respect to a consistency model with a given ordering

table if there exists a global order <m such that

• for X and Y of type OPx and OPy, it is true that if X <p Y and there exists an ordering con-
straint between OPx and OPy, then X <m Y, and

Caches

Global Memory

Write Buffer

<p

<c

<m

Figure 14: Operation Orderings in the System
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• a load Y receives the value from the most recent of all stores that precede Y in either the global
order <m or the program order <p.

Uniprocessor Ordering. On a single-threaded system, a program expects that the value returned 

by a load equals the value of the most recent store in program order to the same memory location. 

In a multiprocessor system, obeying Uniprocessor Ordering means that every processor should 

behave like a uniprocessor system unless a shared memory location is accessed by another proces-

sor. 

Allowable Reordering. To improve performance, microprocessors often do not perform memory 

operations in program order. The consistency model specifies which reorderings between program 

order and global order are legal. For example, SPARC’s Total Store Order allows a load to be per-

formed before a store to a different address that precedes it in program order, while this reordering 

would violate SC. In the DVMC framework, legal reorderings are specified in the ordering table.

Cache Coherence. A memory system is coherent if all processors observe the same history of val-

ues for a given memory location. DVMC further requires that the system observes the Single-

Writer/Multiple-Reader (SWMR) property. This requirement is stronger than coherence, but virtu-

ally all coherence protocols use SWMR to ensure coherence. Relaxed consistency models do not 

strictly require coherence, but all shared-memory systems of which I am aware (including those 

made by Intel, Sun, IBM, AMD, and HP) are based on a coherent memory system independent of 

the consistency models that they implement. I do not consider systems without coherent memory 

in my thesis.

A system that dynamically verifies all three invariants in the DVMC framework obeys the 

consistency model specified in the ordering table, regardless of the mechanisms used to verify 

each invariant. The formal proof that DVMC’s three invariants ensure consistency can be found in 

Appendix B, but to give a general idea of its structure I provide a sketch of the argument here.
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A key observation for understanding DVMC is that in a system with the SWMR property 

(i.e., virtually all current cache coherent systems) a memory operation performs globally as soon 

as it accesses the highest level of the local cache hierarchy. Therefore the global ordering of opera-

tions from a given processor is identical to the cache access order at that processor. Thus, the con-

sistency model ordering requirement in Definition 1 can be dynamically verified by checking that 

reorderings between program order and cache access order are valid and that the SWMR property 

was not violated. The former is ensured by the Allowable Reordering invariant, while the latter is 

guaranteed by the Cache Coherence invariant.

To check that the data propagation requirement of Definition 1 is satisfied, it must be 

determined if the value for a given load matches that of the most recent eligible store. The SWMR 

property, which guarantees that the value currently in a cache was written by the most recent glo-

bally performed store to that address under the assumption of correct value propagation, can be 

leveraged for this purpose. The Cache Coherence invariant ensures that the SWMR property holds 

and also guarantees that the data in the cache matches that written by the store. Finally, the Unipro-

cessor Ordering invariant ensures that a load will receive the correct value when it is preceded in 

program order by a store that accesses the same address and performs after the load.

DVMC is a conservative approach in that the checked conditions are sufficient but not nec-

essary for memory consistency. Thus, it is possible for an error to cause a violation of DVMC’s 

invariants while the system still obeys its consistency model. General consistency verification 

without the possibility of false positives is NP-hard [23] and therefore not feasible at runtime. 

DVMC’s goal is to detect transient errors, from which a system can recover using backward error 

recoverry (BER) [65, 54]. DVMC can also detect design and permanent errors, but for these errors 

forward progress cannot be guaranteed. Errors in the checker hardware added by DVMC can lead 
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to performance penalties due to unnecessary recoveries after false positives, but do not compro-

mise correctness.

3.4 Uniprocessor Ordering Checker

Uniprocessor Ordering is closely related to Argus’s Memory Checker in a uni-processor 

system. Argus-1’s simple checker is sufficient to ensure uniprocessor ordering in an in-order pro-

cessor, because it eliminates errors in address computations and data transfers and the ordering 

requirement itself is trivially satisfied when all operations execute sequentially in program order. 

In out-of-order cores, Uniprocessor Ordering can be dynamically verified by comparing all load 

results obtained during the original out-of-order execution to the load results obtained during a 

subsequent sequential execution of the same program [21, 9, 5]. Because instructions commit in 

program order, results of sequential execution can be obtained by replaying all memory operations 

immediately before they commit. In DVMC replay of memory accesses occurs during the verifica-

tion stage, which I add to the pipeline before the retirement stage. 

During replay, stores are still speculative and thus must not modify architectural state. 

Instead they write to a dedicated verification cache (VC). Replayed loads first access the VC and, 

on a miss, access the highest level of the cache hierarchy (bypassing the write buffer). The load 

value from the original execution resides in a separate structure, but could also reside in the regis-

ter file. In case of a mismatch between the replayed load value and the original load value, a Uni-

processor Ordering violation is signalled. Such a violation can be resolved by a simple pipeline 

flush, because all operations are still speculative prior to verification. Multiple operations can be 

replayed in parallel, independent of register dependencies, as long as they do not access the same 

address.
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In consistency models that require loads to be ordered (i.e., loads appear to have executed 

only after all older loads have performed), the system speculatively reorders loads and detects 

load-order mis-speculation by tracking writes to speculatively loaded addresses. This mechanism 

allows stores from other processors to change any load value until the load passes the verification 

stage, and thus loads are considered to perform only after passing verification. To prevent stalls in 

the verification stage, the VC must be big enough to hold all stores that have been verified but not 

yet performed.

In a model that allows loads to be reordered, such as RMO, no speculation occurs and the 

value of a load cannot be affected by any store after it passes the execution stage. Therefore a load 

is considered to perform after the execution stage in these models, and replay strictly serves the 

purpose of verifying Uniprocessor Ordering. Since load ordering does not have to be enforced, 

load values can reside in the VC after execution and be used during replay as long as they are cor-

rectly updated by local stores. This optimization, which has been used in dynamic verification of 

single-threaded execution [13], prevents cache misses during verification and reduces the pressure 

on the L1 cache. 

3.5 Allowable Reordering Checker

DVMC verifies Allowable Reordering by checking all reorderings between program order 

and cache access order (described in Section 3.3) against the restrictions defined by the ordering 

table. The position in program order is obtained by labeling every instruction X with a sequence 

number, seqX, that is stored in the ROB during decode. Since operations are decoded in program 

order, seqX equals X’s rank in program order. The rank in perform order is implicitly known, 

because Allowable Reordering is verified when an operation performs. The Allowable Reordering 

checker uses the sequence numbers to find reorderings and check them against the ordering table. 
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For this purpose, the checker maintains a counter register for every operation type OPx (e.g., load 

or store) in the ordering table. This counter, max{OPx}, contains the greatest sequence number of 

an operation of type OPx that has already performed. When operation X of type OPx performs, the 

checker verifies that seqX > max{OPy} for all operation types OPy that have an ordering relation 

OPx<cOPy according to the ordering table. If all checks pass, the checker updates max{OPx}. Oth-

erwise an error has been detected.

It is crucial for the checker that all committed operations perform eventually. The checker 

can detect lost operations by checking outstanding operations of all operation types OPx, with an 

ordering requirement OPx<cOPy, when an operation Y of type OPy performs. If an operation of 

type OPx older than Y is still outstanding, it was lost and an error is detected. To detect such lost 

operations the reordering checker checks outstanding operations before Membar instructions by 

comparing counters of committed and performed memory accesses. Long error detection latencies 

can be avoided by periodically injecting artificial Membars. Membar injection does not affect cor-

rectness and has negligible performance impact since injections are infrequent (about one per 100k 

cycles). 

3.6 Cache Coherence Checker

Cache Coherence checking is the most complex component of DVMC due to its inher-

ently distributed nature. To simplify this task I have restricted DVMC to coherence mechanisms 

enforcing a single-writer/multiple-reader principle, which is known to be sufficient for coherence. 

This restriction excludes update protocols, but it allows all the variants of the common MOSI pro-

tocols to be checked. In this section, I will first describe a baseline mechanism based on a previ-

ously published paper on static verification [53] in Section 3.6.1. The remainder of the section 
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describes a more efficient mechanism based on ideas from Token Coherence [41], which employs 

a counting scheme to ensure coherence rather than the discrete states in traditional snooping and 

directory protocols. The use of a countable quantity allows us to express coherence states in terms 

of a simple mathematical equation and naturally leads to a formula for a coherence state signature. 

I first introduce the basic concept in Section 3.6.2 and then develop a simple per-block state signa-

ture (Section 3.6.3), which I extend to encompass all blocks of memory in Section 3.6.4. Lastly, I 

show how to use a nearly identical signature to check data propagation (Section 3.6.6) and how to 

apply my Token Coherence-based checker to other coherence protocols (Section 3.6.7).

3.6.1 Baseline Coherence Checker

I started DVMC with a simple, yet flexible, coherence checker based on static verification 

work by Plakal et al. [53]. The Cache Coherence checker, called DVCC, is constructed around the 

notion of an epoch. An epoch for block b is a time interval during which a processor has permis-

sion to read (Read-Only epoch) or read and write (Read-Write epoch) block b. The time base for 

epochs can be physical or logical as long as it guarantees causality. Three rules for determining 

coherence violations were introduced and formally proven to guarantee coherence by Plakal et al.: 

(1) reads and writes are only performed during appropriate epochs, (2) Read-Write epochs do not 

overlap other epochs temporally, and (3) the data value of a block at the beginning of every epoch 

equals the data value at the end of the most recent Read-Write epoch. These invariants ensure the 

SWMR principle required by DVMC.

Like the invariants, the checking mechanism is straightforward. For every epoch at a pro-

cessor, DVCC sends an inform message containing epoch start and end times as well as block 

value checksums to one of the history verifiers co-located with each memory controller. Each his-

tory verifier uses the inform messages to check for coherence violations on its assigned blocks.
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The implementation of this Cache Coherence checker requires a Cache Epoch Table 

(CET) at each cache to hold epoch start times and types for each block and a Memory Epoch Table 

(MET) at each memory controller to keep track of the epoch histories. Each verifier also uses a pri-

ority queue to sort incoming informs by timestamp before processing.

I applied this checking algorithm to both a snooping and directory MOESI protocol with-

out great difficulty. The mechanism has good error detection properties and can guarantee no 

errors are undetected (false negatives), except in multiple-error scenarios where some errors affect 

the checker itself. There is a small probability of false positives due to a finite-sized priority queue 

used to sort informs at the verifier. My experiments indicate that such false positives are very infre-

quent.

Despite being easily implementable and effective in detecting errors, the feasibility of 

using this mechanism in a commodity systems is limited by its rather high interconnect bandwidth 

overhead of about 20-30%. To overcome this hurdle I have developed a more bandwidth-efficient 

signature-based algorithm. I presented the simple algorithm, because it is conceptually easy to 

understand and it is the foundation for my proof of DVMC correctness. However, the remainder of 

this chapter, including all experimental results, are based solely on my more complex mechanism.

3.6.2 Token Coherence Signature Checking

Based on my experience with developing the simple DVCC checker, I found the major 

cost of coherence checking to be the exchange of information regarding reader/writer status of the 

participants in the coherence protocol. Using ideas from Token Coherence [41] I found that this 

information can be summarized in a fixed length signature, which dramatically reduces both hard-

ware costs and bandwidth overhead. Due to its conceptual similarity to Token Coherence the 

resulting coherence checking mechanism is called Token Coherence Signature Checking (TCSC). 
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The abstract idea of TCSC is to compute two signatures at every node (i.e., every memory 

controller and cache controller) for each cache block. One signature represents the history of cache 

coherence states, and the other represents the history of data values. Every node periodically sends 

its signatures to a verifier that can then determine if at any point in time any block was in conflict-

ing coherence states or if data did not propagate correctly. 

3.6.3 Coherence State Signature for Single Block

Token Coherence (TC) [41] is a low latency cache coherence protocol for unordered inter-

connects. Like traditional snooping and directory protocols, TC enforces the single-writer/multi-

ple-reader property. However, instead of block states and transition rules, TC uses the following 

four invariants to coordinate cache accesses:

(1)  At all times, each block has T tokens in the system, one of which is the owner token.

(2)  A processor can write a block if it holds all T tokens for that block. 

(3)  A processor can read a block if it holds at least one token for that block. 

(4)  If a coherence message contains the owner token it must contain data.

These invariants have been formally proven to guarantee coherence in the fault-free sce-

nario [7], and their simplicity makes them attractive for online checking. Each cache controller can 

locally check Invariants 2 and 3 by performing a redundant token check for every load and store. 

Nodes can also locally check Invariant 4 when receiving coherence messages. However, nodes 

cannot independently check Invariant 1, because it describes a global property of the system.

Rather than checking Invariant 1 directly, it is equivalent and more efficient to check 

changes in the token counts (for both owner and non-owner tokens) rather than the absolute num-

ber of tokens held. In all further discussion, I use T to represent either the number of owner tokens 
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per block (T=TO=1) or the number of non-owner tokens per block (T=TN), and I replace Invariant 

1 with three sub-invariants:

(1a) Initially, there are T tokens for block B in the system.

(1b) A node can never hold less than 0 or more than T tokens for block B.

(1c) If a node sends (receives) Nt tokens for block B at time t, then another node must receive
(send) the same number of tokens Nt for block B at the same time t.

Invariant 1c assumes instantaneous transfers of tokens between nodes, although in practice 

tokens spend non-zero time in transit. To satisfy the invariant despite these latencies, I consider the 

receiving node to possess the tokens during the entire transmission. To accurately account for the 

transmission time in its token history, the receiver must know when the tokens were sent. For this 

purpose, nodes timestamp each token-carrying outgoing message with the time t of sending.

When I mention tokens being sent at a given “time”, I am referring to the logical time at 

which this event occurs. For purposes of TCSC, logical time can be any time base that respects 

causality and one additional constraint: it allows a node to send or receive only a single message 

per logical time step. I will discuss the details of how the system maintains logical time in 

Section 3.7.2.

The original Invariant 1 can now be checked by ensuring the three Invariants 1a, 1b, and 

1c. Invariant 1a can easily be checked because initially all tokens are owned by the memory con-

trollers. Each node can locally check Invariant 1b. For checking Invariant 1c, each node computes 

two token count signatures for B to record exchanges of owner tokens, TCStoken,owner(B), and non-

owner tokens, TCStoken,non(B), during the checking interval I. For brevity, in the remainder of the 

chapter, I use TCStoken(B) to refer to both signatures. For each arrival/departure of tokens for block 

B, the node updates TCStoken(B) to reflect the number of tokens (Nt) that arrived/departed at time t, 
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where t is the time at which the tokens were sent (for both arrivals and departures) and Nt is posi-

tive for arrivals and negative for departures, according to the following equation:

Periodically, every node sends these two token signatures (for owner and non-owner 

tokens) to a central verifier. If the verifier determines that the signatures for both owner and non-

owner tokens sum to zero, then the number of tokens for B in the system must be constant for any 

time t included in the signature. To ensure that B’s state was updated correctly, a node does not 

obtain Nt directly from the message, but instead computes it by comparing the number of tokens 

held before and after processing the message.

As presented thus far, there are two challenges in implementing this scheme: coordination 

of signature collection and signature growth. Collecting signatures from all nodes is easiest to 

coordinate by transmitting signatures at regular intervals. However, because token receivers use 

the timestamps on incoming messages to update their signatures, a node must not send its signa-

ture to the verifier until it has received all messages sent to it before the collection time. For this 

purpose, there is a grace period after each collection time during which the nodes wait for in-flight 

messages to arrive. During the grace period, token events that occur after the collection time are 

recorded in a secondary signature, because they must not affect the signature that will be sent dur-

ing collection. Once the original signature is sent to the verifier, the new collection time is deter-

mined and the secondary signature becomes the new primary. This scheme is guaranteed to be 

correct only if no message lingers in the interconnect longer than the grace period. Thus, the grace 

period specifies a fixed time limit for message delivery, and false positives (detections of “errors” 

that did not occur) can occur if delivery takes too long. This is not a major issue for two reasons. 

First, checking intervals are expected to be orders of magnitude larger than the average delivery 

TCStoken B( ) Nt T 1+( )t⋅
t I∈
∑=
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time, and the grace periods can be as long as the checking interval or longer if multiple secondary 

signatures are used. Second, a severe delay in message delivery can legitimately be considered a 

fault. Any checking scheme that does not limit the maximum message delivery time will also be 

unable to detect dropped messages, because dropping a message is equivalent to an arbitrarily long 

delay.

The second implementation challenge is that storage required for the sum computed in 

TCStoken(B) grows by log2(T+1) bits at every token transfer and quickly becomes very large. 

Because no lossless compression scheme can guarantee a smaller signature or bound the growth to 

a fixed size, TCSC uses hashing to map the original unbounded signature to a smaller, fixed size 

set of numbers. To be able to check signatures by summing them, the hash of a sum of two signa-

tures must be easy to compute from the sum of the signature’s hashes. Fortunately a simple mod-

ulo computation suffices:

With this modification the signature size is now constant, but multiple distinct token histo-

ries can potentially result in the same signature and lead to false negatives (undetected errors). 

However, with a sufficiently large n, the probability of false negatives can be made arbitrarily 

small.

3.6.4 Coherence State Signature for All Blocks

Even with a constant signature size, maintaining and verifying one signature for every 

cache block is prohibitively expensive. Low-cost verification requires a constant-size, per-node 

signature that covers all blocks. The easiest way to obtain a single signature is to sum up the token 

signatures for all blocks (i.e., TCStoken = ΣBTCStoken(B)), but such a signature would not detect 

tokens being accounted to an incorrect block address. Instead, TCSC takes advantage of the fact 

TCStoken B( ) Nt T 1+( )t⋅
t I∈
∑ mod n=
59



that the logical time base TCSC uses allows only a single message to be sent or received per node 

per logical time step, and the Nt tokens sent or received by a node at time t therefore all belong to 

the same block. Thus, a single signature can be used for multiple blocks, if TCSC checks that the 

signature refers to tokens for the same block for any time t. This is done by computing separate 

signatures for block addresses (TCSaddr,owner and TCSaddr,non) similar to the token signatures, 

except the token counts (Nt) are replaced with block addresses (At), and both TO and TN are 

replaced with the highest address in the address space, max{A}. If, due to a fault, received tokens 

are attributed to a different address than the address for which they were sent, the address signa-

tures will not sum to zero and a coherence error will be detected.

To provide error detection guarantees (see Section 3.9), TCSC requires that max{A} be 

smaller than n, which could be a problem for systems with very short checksums (small n) and 

large address spaces. In these systems, a hash of the address can be substituted for At, and max{A} 

can then be replaced with the maximum hash value. However, today’s CPUs typically use fewer 

than 64 bits for physical addresses and thus a modest 64-bit checksum will be sufficient to avoid 

address hashing. 

3.6.5 Data Propagation Signature

Up to this point, all of my cache coherence error detection efforts focused on checking 

coherence states, but to truly check coherence a mechanism must also check data propagation. To 

clarify, I extend Invariants 2 and 3.

(2)  A processor can write a block if it holds all T tokens for that block. Between receiving the Tth

token and the first write to the block, it must contain data identical to the data after the last
write by the previous owner.

(3)  A processor can read a block if it holds at least one token and holds data identical to the data
at the block’s current owner.
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These revisions to Invariants 2 and 3 demand that all readers observe the same data values 

and that modifications made by a writer are passed on to all future readers, i.e., data is stored and 

propagated correctly. TCSC requires EDC on caches and memories to detect corruption during 

storage. TCSC checks data propagation by computing a data signature, TCSdata, that is identical to 

the signatures developed in Sections 3.6.3-3.6.4, except that Nt or At is replaced with the CRC 

checksum of the transmitted data (Dt), and T or max{A} is replaced by the maximum CRC value 

(65535 in my implementation). 

3.6.6 TCSC Summary and Example of Operation

TCSC maintains 5 signatures at every node, as shown in Figure 15. Two pairs of signa-

tures—token count and address—are used to detect violations of the Single-Writer/Multiple-

Reader property and another signature is used to ensure correct data propagation. The former sig-

natures come in pairs to handle the two types of tokens (owner and non-owner) introduced in the 

TC invariants. Periodic checking of the sums of these signatures allows the verifier to detect viola-

tions of any of the TC rules. As I will mathematically show in Section 3.9, TCSC can detect any 

single error and a large class of multiple error scenarios.

state

token
count

address

TCStoken,owner =[ΣNt (To+1)t] mod n

TCStoken,non =[ΣNt (TN+1)t] mod n

TCSaddr,owner =[ΣAt (max{A}+1)t] mod n

TCSaddr,non =[ΣAt (max{A}+1)t] mod n

TCSdata=[ΣDt(max{CRC}+1)t] mod n

Figure 15: Summary of TCSC signatures. 

data
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I provide an illustrative example of a simple error scenario in Figure 16. It shows how 

TCSC can detect when tokens arrive for a different address than that for which they were sent, 

which violates Invariant 1c.

3.6.7 Mapping MOSI to Token Coherence

Token Coherence is elegant and might become popular in the future, but it is not yet used 

in commercial systems. Almost all current systems use some variant of invalidation-based snoop-

ing or directory coherence protocols. In these protocols, a block can be in one of 4 distinct states: 

Modified, Owned, Shared or Invalid. A snooping or directory protocol can be expressed in terms 

of tokens, if all MOSI states are viewed as named token counts and state transitions are re-inter-

preted as token transfers. This re-interpretation lets us express the original protocol as a TC proto-

col without adding redundant state. I do not consider the Exclusive state in this work, because it 

had little impact on the performance of the simulated coherence protocols. Support for the E-state 

in TC requires a dirty flag in addition to the token count as well as some modification to the TC 

invariants [40] that do not affect the basic operation of TCSC.

P1 P2 P3

receive 1 token
for addr 6 at t=2

receive 1 token
for addr 3 at t=5

send 1 token
for addr 6 at t=2
send 1 token
for addr 2 at t=5

TCStoken,non = 1x52 + 1x55 - 1x52 - 1x55 = 0 --> OK
TCSaddr,non = 6x92 + 3x95 - 6x92 - 2x95 = 95 --> error

P1 P2 P3

Figure 16: Example TCSC Operation. 

The error is highlighted in bold. Only non-owner tokens are transferred, TN=4 and max{A}=8.
TCSdata, TCStoken, owner, and TCSaddr, owner omitted for clarity
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Table 4 shows the token values assigned to each state at both the cache and memory con-

trollers. Any state transition will change the token value of a block at a given node, and this change 

must be offset by another change in the opposite direction occurring at the same time. The implicit 

tokens consumed and produced by state transitions are used to compute the signatures in the same 

way as tokens exchanged in TC. As with TC, I use a logical time base, and tokens can be tempo-

rarily in-flight in the interconnect.

The implicit tokens represented by the MOSI states are no different from the ones main-

tained explicitly in Token Coherence. Thus, if the invariants are observed, the system is guaranteed 

to be coherent. Invariants 2 and 3 are obeyed if no reads are performed in the Invalid state and 

writes are limited to the Modified state. Cache controllers can locally check these two invariants by 

redundantly checking cache states during accesses. Invariant 4 can be checked by using the data 

signature described in Section 3.6.5 to ensure that no node enters an owner state without receiving 

data from the previous owner. Invariant 1 is checked by computing the token values of each transi-

tion and recording them in the TCS. Violations of Invariant 1 caused by corruption of state infor-

mation are detected using EDC on states and tags.

Although the basic mapping of MOSI to TC is simple and does not require additional 

resources, there are three intricacies that complicate this approach. First, most MOSI protocols 

Table 4: Cache and Memory States

Cache Memory
Non-Owner 

Tokens
Owner 
Tokens

Non-Owner 
Tokens

Owner 
Tokens

M TN 1 0 0

O 0 1 TN-#Sharers 0

S 1 0 TN-#Sharers 1

I 0 0 TN 1
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allow caches to silently evict Shared (read-only) blocks. TC does not support silent evictions, 

because Invariant 1 requires tracking all tokens at all times. Therefore, in TC, a cache that evicts a 

Shared block must transfer its implicit token(s) to the home node via a Put-Shared (PUTS) cache 

coherence request. Because TCSC verifies MOSI protocols by mapping them to TC, it also 

requires explicit PUTS messages for evicted blocks. These additional requests are the primary 

source of TCSC traffic overhead. 

Second, in the Shared and Owned states, the number of tokens held by the memory con-

troller is determined by the number of sharers for that block. This information is not available in 

snooping systems and thus must be added to implement TCSC in snooping systems. Directory sys-

tems that can remember only a limited number of sharers before falling back to broadcast also 

need an additional field to store the number of sharers. The storage overhead in directory systems 

is much smaller, because the address tags are already present and only log2(#nodes) bits must be 

added.

Third, besides the four stable MOSI-states, high-performance coherence implementations 

allow a (possibly large) number of transient states to handle split transactions and other optimiza-

tions. Each of these states must also be assigned a token value and be treated like any stable state 

with regard to signature computations. I do not present these mappings, because they are highly 

implementation-specific and the optimized protocol implementations contain close to 40 transient 

states. However, the token values of most transient states can be trivially derived from stable states. 

For example, after a Get-Shared request is sent for an Invalid (no tokens) block in a directory pro-

tocol, that block will be in a transient state until a response from the directory arrives. The tran-

sient state also represents zero tokens.
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3.7 Implementation of DVMC

DVMC’s three invariants and checker mechanisms for them have been described in the 

previous section. In this section I first present an overview of how they are integrated into one par-

ticular system (a SPARC SMP) in Section 3.7.1. The implementations of Uni-processor Ordering 

and Allowable Reordering checkers are conceptually straightforward, but an implementation of 

TCSC - my Coherence checker - requires attention to a number of details. I describe the imple-

mentation of logical time (Section 3.7.2), the addition of PUTS requests to an existing coherence 

protocol (Section 3.7.3), and the implementations of signature computation (Section 3.7.4) and 

signature verification (Section 3.7.5). 

3.7.1 Baseline Implementation

 I added DVMC to a simulator of an aggressive out-of-order implementation of the 

SPARC v9 architecture [73]. I started with a baseline system that supports only sequential consis-

tency but obtains high performance through load-order speculation and prefetching for both loads 
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Figure 17: Simplified Pipeline for DVMC. 
Single node shown. Several structures (memory, caches, ...) omitted for clarity.

VC

Write

LD
 re

pl
ay

ST replay

LD
 perform

ed

ST perform
ed

Buffer

Cache
Controller

Check
Ordering Table

LD

Local
Check

State
change

Memory
Controller

Central
Verifier In

te
rc

on
ne

ct
io

n
N

et
w

or
k

Base System

Uniprocessor
Ordering 

Allowable
Reordering

Coherence
Checker

Checker

Checker
65



and stores. I then implemented the optimizations described in Table 8 to take advantage of the 

relaxed consistency models.

SPARC v9 poses a special challenge for consistency verification, because it allows runt-

ime switching between three different consistency models: Total Store Order (TSO), Partial Store 

Order (PSO), and Relaxed Memory Order (RMO). TSO is a variant of Processor Consistency, a 

common class of consistency models that includes Intel IA-32 (x86). PSO is a SPARC-specific 

consistency model that relaxes TSO by allowing reorderings between stores. RMO is a variant of 

Weak Consistency that is similar to the consistency models for PowerPC and Alpha. DVMC 

Table 5: Total Store Order

Load Store
Load true true
Store false true

Table 6: Partial Store Order

Load Store Stbar
Load true true false
Store false false true
Stbar false true false

1st
2nd

Table 7: Relaxed Memory Order

Load Store Membar
Load false false #LS | #LL
Store false false #SL | #SS

Membar #LL | #SL #LS | #SS false

1st
2nd

1st
2nd

#LL: Load-Load Ordering, #LS: Load-Store Ordering
#SL: Store-Load Ordering, #SS: Store-Store Ordering

Note: Stbar provides Store-Store ordering 
and is equivalent to Membar #SS

Table 8: Implemented Optimizations
Model Optimization Effect
TSO In-Order Write Buffer Moves store cache misses off the critical path
PSO Out-of-Order Write Buffer Optimized store issue policy to reduce write 

buffer stalls and coherence traffic
RMO Out-of-Order Load Execution Eliminate pipeline squashes caused by load-

order mis-speculation
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enables switching between models by using three ordering tables (Table 5-Table 7). Atomic read-

modify-write operations (e.g., swap) must satisfy ordering requirements for both store and load. 

SPARC v9 also features a flexible memory barrier instruction (Membar) that allows exact specifi-

cation of operation order in a 4-bit mask. The bitmask contains one bit for load-load (LL), load-

store (LS), store-load (SL), and store-store (SS) ordering. To incorporate such membars, Table 7’s 

entries in the Membar rows and columns contain masks instead of boolean values. A boolean 

value is obtained from the mask by computing the logical AND between the mask in the instruction 

and the mask in the table. If the result is non-zero, ordering is required. To support these 

SPARCv9 idiosyncrasies the implementation of an Allowable Reordering checker for SPARCv9 

requires small additions beyond the basic checker described in Section 3.5: dynamic switching of 

ordering tables to check different consistency models and dynamic computation of Membar order-

ing requirements from a bitmask stored in the ordering table.

3.7.2 Implementing Logical Time

Both the basic coherence checker and TCSC require a discrete time base to order epochs 

respectively histories of token transfers and data transfers. For this purpose logical time, which is a 

time base that is both causal and locally monotonically increasing in physical time, is used in my 

DVMC implementation. Similar to Lamport’s original logical time base [33], all nodes maintain a 

local clock counter and timestamp all outgoing messages that contain data or transfer access per-

missions. Clocks are updated according to two rules. First, upon sending or receiving a message, 

increase the clock by one. Second, if a message is received with a timestamp greater than the local 

time, set the clock to the message timestamp plus one and consider the message to be received at 

the updated time. The cost of implementing this time base is the addition of a short (16-bit) times-

tamp to the message header. TCSC already requires this field in the header for accounting of 
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tokens and therefore providing logical time has no extra cost. TCSC does not timestamp request 

messages but only token-carrying messages, because the coherence invariants address only how or 

when tokens move between nodes, not how or when those movements were initiated. Thus, the 

time of requests is irrelevant for checking the invariants.

For systems with snooping coherence, I use an optimized logical time scheme in which 

every node increments its logical time whenever it observes a broadcast coherence request. Token 

transfers between nodes happen instantaneously, because the sender of a broadcast request and all 

destinations see the request at the same logical time. This effect makes message timestamps 

unnecessary, leading to reduced overhead.

3.7.3 Optimizing Shared Writebacks

TCSC disallows silent evictions of cache blocks. Thus, evictions of Shared blocks—which 

are generally silent for snooping and directory protocols—now require PUTS transactions that 

increase interconnect traffic and controller occupancy. However, this overhead can be minimized 

by piggy-backing each PUTS onto a subsequent coherence request to the same home node. A 

PUTS of block A is issued only when block A is evicted from the cache, which occurs only after a 

miss to another block, B, that maps to the same cache set. Thus, the PUTS of A is immediately fol-

lowed by a Get-Shared (GETS) or Get-Exclusive (GETX) coherence request for B. Both the PUTS 

and GET (either GETS or GETX) pertain to the same cache set and thus have a large number of 

common address bits. Hence, the PUTS can be piggy-backed onto the GET in systems in which (a) 

all bits used to select the block’s home node are also used to select the cache set, or (b) all requests 

are broadcast. Most CPUs use the least significant bits (above the block offset bits) for set selec-

tion. Using bits above the set selection bits for home node selection is only necessary for large 

numbers of nodes or very coarse interleaving of addresses mapping to different nodes, both of 
68



which are uncommon. For example, in an 8-node system with a 2MB 4-way cache, any interleav-

ing of 64KB or finer will allow piggy-backing. With piggy-backing, the PUTS does not require a 

separate message header and needs to hold only the address bits not among the common bits. In 

the simulated system, this reduces the cost of a PUTS from 8 bytes (4 header+4 address) to 3 bytes 

(address-8 shared bits) added to the GET.

TCSC can further reduce the bandwidth used by PUTS messages by piggy-backing an 

implicit PUTS onto the GET request. Instead of sending the address of the block that was evicted, 

the cache controller sends the cache way of the evicted block and let the directory determine the 

address. To make this optimization work, the memory controller must remember, for each sharer 

of a block, in which cache way the block resides. The cache controller, which typically knows the 

way in which a block will reside before a GET request, augments each GET request with the target 

cache way using log2(#ways) bits per request. Upon reception of a GET request, the memory con-

troller can use the set bits of the full requested address and the cache way to determine which 

block (if any) was held in that location at the requestor’s cache and generate an implicit writeback. 

The cost for the reduced traffic overhead is the additional memory controller storage for remem-

bering cache way information.

3.7.4 Implementing Signature Computation

Signatures are computed in separate TCS units, as shown in Figure 18, to minimize the 

impact on the normal operation of the cache and directory controllers. The TCS unit computes sig-

natures based on the logical times and coherence states it receives from the network interface and 

coherence controller (for either cache or memory), respectively. With the exception of infrequent 

transmissions of the computed signature to the verifier, there is no feedback from the TCS unit into 
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the rest of the system. Thus, as long as signature computation throughput exceeds the arrival rate 

of coherence messages, TCS computation does not affect message processing latency or through-

put. 

The memory controller’s TCS unit can also be designed to process PUTS messages (in 

both snooping and directory systems) in order to reduce contention for the memory controller 

itself. For snooping systems and directory systems that do not maintain full sharer bitmasks (e.g., 

sparse directories), my TCSC implementation has already added a table for tracking the number of 

sharers of each block. The added table is accessed only by the TCS unit, so the TCS unit can pro-

cess PUTS messages without interfering with the memory controller. For directories that do main-

tain full sharer bitmasks (and thus know the sharer counts without added tables), it is generally 

preferable to just process the PUTS messages at the memory controller. Full directories do not 

scale and are used only in small systems, in which the extra PUTS contention for the memory con-

trollers is not likely to be a problem. 
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3.7.5 Implementing Signature Verification

The signature verifier is a centralized component and could be a potential bottleneck. In 

small systems, this is not an issue, because signature collections are infrequent and do not cause 

large amounts of traffic. In large systems, multiple verifiers, interleaved by address range or time 

interval, can be used to avoid contention for the network links near a central verifier. To further 

increase scalability, signatures can be aggregated for groups of nodes by adding the signatures 

locally and sending their sum to the verifier. Aggregation can also be done hierarchically to scale 

to extremely large systems.

The duration of the verification interval in TCSC is not resource-constrained because all 

storage requirements and computation times are constant. Verification intervals must be shorter 

than the recovery period of the checkpoint mechanism used, but can otherwise be chosen freely. In 

general, short verification intervals will slightly increase bandwidth consumption due to more fre-

quent signature collections and shorten the grace period for delayed messages. Long verification 

intervals increase the probability of multiple error scenarios.

3.8 Evaluation Methodology

After designing the basic framework and developing a sample implementation I evaluated 

DVMC using four different metrics: its error detection capability, performance overhead, system 

interconnect bandwidth overhead, and hardware cost. This evaluation uses a combination of sim-

ple formal analysis to obtain upper bounds on certain overheads and guaranteed error detection 

probabilities and experimental evaluation using simulation. 

All experiments were performed using Simics [37] full-system simulation of 8-node mul-

tiprocessors. I configured the cycle-accurate TFSim processor simulator [42] as shown in Table 9, 
71



and I adapted it to support timing simulation for the SPARC v9 consistency models TSO, PSO, 

and RMO, as well as SC. The systems were configured with a MOSI directory coherence protocol, 

a MOSI snooping coherence protocol, or a Token Coherence Protocol. Memory system configura-

tion parameters are shown in Table 11. Timing information was computed using a customized ver-

sion of the Multifacet GEMS simulator [39]. 

Because DVMC primarily targets high-availability commercial servers, I chose the Wis-

consin Commercial Workload Suite [4] as benchmarks for my experiments. These workloads are 

described briefly in Table 10 and in more detail by Alameldeen et al. [4]. Although SPARC v9 is a 

Table 9: Processor Parameters
Pipeline Stages fetch, decode, dis-

patch, execute, retire
Pipeline Width 4
Branch Predictor YAGS
Scheduling 
Window

64 entries

Reorder Buffer 128 entries
Physical Registers 224 integer, 192 FP
Write Buffer 24 entries

Table 10: Multi-processor Workloads

Name Description
32-bit 
code

apache 2 Static web server 5.7%
oltp TPCC-like workload using 

IBM DB2
38.9%

jbb SPECjbb 2000 - 3-tier java 
system

<0.01%

slashcode Dynamic website using 
apache, perl and mysql

21.7%

barnes barnes-hut from SPLASH2 
benchmark suite

<0.01%

Table 11: Memory System Parameters

System 8-node SMP with Token Coherence, Snooping and Directory
Network Topology Torus for Token and Directory; Broadcast tree for Snooping
Network Link BW 2.5GB/s
Cache 32KB, 4-way L1 I/D; 2MB, 4-way L2 Unified
Memory 2GB
Token Signature 64bit signature (T=#CPUs, n=264)

16bit timestamp, 20000 logical timestep verification interval
Message Size 8B Control Messages; 

72B Data Messages (8B Header+64B Payload)
72



64-bit architecture, portions of code in the benchmark suite were written for the 32-bit SPARC v8 

instruction set. All 32-bit SPARC code is written for TSO and therefore a system configured for 

PSO or RMO must switch to TSO while executing 32-bit code. Table 10 shows the average frac-

tion of 32-bit memory operations executed for each benchmark during the experiments. 

To handle the runtime variability inherent in multithreaded workloads, I run each simula-

tion twenty times with small pseudo-random perturbations. My experimental results show mean 

result values as well as error bars that correspond to 95% confidence intervals.

3.9 Analysis of Error Detection Capabilities

I have formally shown that under the assumption of perfect checkers, DVMC will detect 

all violations of the consistency model and, hence, all errors in the memory system. Both the Uni-

processor Ordering checker, which uses full replay, and Allowable Reordering checker, which 

checks every single access for correct ordering, are non-probabilistic and will detect all violations 

of their respective invariants if the checker itself operates correctly. The Coherence Checker, how-

ever, uses signature hashing to obtain a constant size signature and is thus susceptible to aliasing, 

i.e., two distinct token histories mapping to the same signature. Aliasing can cause false negatives 

(undetected errors), but I will show that this probability can be minimized by choosing the signa-

ture constants n and T appropriately. The same arguments apply for the address and data signa-

tures, if T is replaced with max{A} or max{CRC}, so I just focus here on the token signatures. 

In this section I will analyze the error coverage provided by TCSC in detail and describe 

error injection experiments performed to validate the error detection capabilities of DVMC empir-

ically. 
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3.9.1 Analysis of Single Error Detection in TCSC

Because hardware errors in microprocessors are very infrequent, I now make the common 

assumption of single error scenarios, i.e., only a single error occurs within a checking interval. For 

single errors, one can eliminate the possibility of false negatives by careful selection of n and T. 

I discuss the only four single error scenarios possible in TCSC: a transaction with incor-

rect token count, incorrect time, incorrect address, or incorrect data. All low-level single errors 

manifest themselves as one of these scenarios. Because errors in the address or data are detected 

using the same equation as errors in token transfers, I discuss only two scenarios in detail: incor-

rect token count and incorrect time.

For the first scenario, assume that an error causes a node at time t to record the arrival or 

departure of Nt’ tokens when Nt tokens were actually transferred, thus violating Invariant 1. In a 

single error scenario, only the summands for time t,  and , differ between the 

computed signature and the signature for the error-free scenario. Thus, a false negative occurs only 

if . One can rewrite this as  or 

: . A simple divisibility argument shows that this will never be the case 

if T and n are chosen such that T+1 and n are coprime. The right side of the equation is obviously 

divisible by n; therefore the left side must also be divisible by n to satisfy the equation. Because 

(T+1) and n are coprime, no factors of (T+1)t and n cancel out and therefore  must be 

divisible by n. Because , this is possible only if . Because no more than T 

tokens can be transferred per time step, . Therefore, if T and n are chosen such that 

 and , then TCSC will detect any single incorrect token count. The same 

Nt T 1+( )t⋅ N′t T 1+( )t⋅

Nt T 1+( )t mod n⋅ N′t T 1+( )t mod n⋅= N′t Nt–( ) T 1+( )t mod n⋅ 0=

k∃ N′t Nt–( ) T 1+( )t k n⋅( )=⋅

N′t Nt–( )

N′t Nt–( ) 0≠ N′t Nt– n≥

N′t Nt– T≤

T n< GCD T 1 n,+( ) 1=
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argument can also be used to show that TCSC can detect any burst of incorrect token counts up to 

a length of  time steps. 

The second single error scenario is the shift of a token transfer supposed to occur at time t 

to a different time t’. A false negative can occur only if the terms for the correct and incorrect 

transfer are equal: . Because 0<Nt<n, this equation simplifies 

to . By setting c=(T+1) and e=t-t’, the equation becomes . The 

smallest such e is called the multiplicative order of c modulo n. The multiplicative order of (T+1) 

mod n therefore determines the smallest value of (t-t’) that can lead to a false negative, i.e., the 

maximum time shift that is guaranteed to be detected. If n is chosen such that the multiplicative 

order of (T+1) mod n is larger than the checking intervals, TCSC detects any single delayed trans-

fer.

In my experiments I used n=264, T=#processors, max{A}=240, and max{CRC}=216. All 

constants are powers of two. Thus, n is coprime to T+1 (for T>1), max{A}+1, and max{CRC}+1. I 

also checked that the multiplicative orders of T+1, max{A}+1, and max{CRC}+1 modulo n are 

larger than 216-1, the maximum t representable by the 16-bit timestamps used, for all processor 

configurations.

3.9.2 Analysis of Multiple Error Detection in TCSC

When multiple errors occur during a checking interval, there is a non-zero probability that 

TCSC will not detect them. For any given multiple error scenario (e.g., two corrupted messages), 

detectability depends on the exact history of token transactions during the checking interval. The 

exact probability of false negatives depends on the error distribution in the system, but for a large 

number of uniformly distributed incorrect token transactions it converges to n-1.

nlog
T 1+( )log

-------------------------

Nt T 1+( )t mod n⋅ Nt T 1+( )t ′ mod n⋅=

T 1+( )t t ′– mod n 1= ce mod n 1=
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3.9.3 Experimental Validation

In addition to the correctness proof and the formal analysis of TCSC’s error coverage, I 

tested the error detection capabilities of DVMC by injecting errors into all components related to 

the memory system: the load/store queue (LSQ), write buffer, caches, interconnect switches and 

links, and memory and cache controllers. The injected errors included data and address bit flips; 

dropped, reordered, mis-routed, and duplicated messages; and reorderings and incorrect forward-

ing in the LSQ and write buffer. For each test, an error time, error type, and error location were 

chosen at random for injection into a running benchmark. After injecting the error, the simulation 

continued until the error was detected. Since errors become non-recoverable once the last check-

point taken before the error expires, I also checked that a valid checkpoint was still available at the 

time of detection. I conducted these experiments for all four supported consistency models with 

directory, snooping, and token coherence systems. DVMC detected all injected errors well within 

the SafetyNet recovery time frame of about 100k processor cycles.  

3.10 Performance Overhead

Besides error detection capability, error-free performance is the most important metric for 

an error detection mechanism. To determine DVMC performance, I ran each of the benchmarks 

described in Section 3.8 for a fixed number of transactions and compared the runtime on an unpro-

tected system and a system implementing DVMC with different consistency models. I considered 

barnes to be a single transaction, and I ran it to completion.
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3.10.1 Baseline System

Before looking at DVMC overhead, I compare the performance of unprotected systems 

(no DVMC) with different memory consistency models. The “Base” numbers in Figure 19, 

Figure 20, and Figure 21 show the relative runtimes, normalized to SC. The addition of a write 

buffer in the TSO system improves performance for almost all benchmarks. PSO and RMO do not 

show significant performance benefits and can even lead to performance degradation, although 

they allow additional optimizations that are not legal for TSO. In my experiments, the oldest store 

first strategy implicitly used by TSO performs well compared to more complicated policies. Non-

speculative reordering of loads also turns out to be of little value, because load-order mis-specula-

tion is exceedingly rare, affecting less than 0.1% of loads. Whereas the benefits from optimiza-

tions are limited, relaxed consistency models need to obey memory barriers which, even when 

implemented efficiently, can make performance worse than TSO.

Although most benchmarks show the expected benefits of a write buffer and the expected 

overhead incurred by verification, some of the slash results are counter-intuitive. Highly contended 

locks make slash sensitive to changes in write access timing, as indicated by high variance in run 

time, and it benefits from reduced contention caused by additional stalls present in SC [56].

3.10.2 DVMC Performance Overhead

DVMC can potentially degrade performance in several ways. The Uniprocessor Ordering 

checker requires an additional pipeline stage, thus extending the time during which instructions are 

in-flight and increasing the occupancy of the ROB and the physical registers. Load replay 

increases the demand on the cache and can cause additional cache misses. Coherence verification 
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Figure 19: Workload Runtimes for Directory Coherence

Figure 20: Workload Runtimes for Snooping Coherence

Figure 21: Workload Runtimes for Token Coherence
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can degrade system performance due to interconnect bandwidth usage for inform messages. Safe-

tyNet, the BER mechanism used during the tests, also causes additional interconnect traffic. Only 

the Allowable Reordering checker does not have any influence on program execution, since it 

operates off the critical path.

First I examine the total impact of all these factors. I run the benchmarks on an unpro-

tected baseline system and a system implementing full DVMC. The benchmarks are run for all 

four supported consistency models and both the directory and snooping coherence systems. 

Figure 19, Figure 20, and Figure 21 show the running times of all benchmarks normalized to an 

unprotected system implementing SC for different coherence mechanisms. Despite the numerous 

performance hazards described, I observed no slowdown exceeding 9%. The worst slowdowns 

occur with a directory protocol, which has the longest memory access latencies and thus incurs the 

highest penalty on additional cache misses during replay and is most sensitive to the effective 

reduction in the size of the instruction window caused by the verification stage. Nevertheless, the 

mean runtime overhead for all benchmarks with the directory protocol is limited to 2%. No bench-

mark and consistency model shows an overhead above 5% for the token and snooping coherence 

protocols. For each of these protocols the mean runtime overhead with DVMC is about 1%. 

Figure 22: Runtimes for Different 
Verification Mechanisms

Figure 23: Cache Misses during Replay
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Because the performance overheads are greater with the directory system and similar for 

TSO, PSO, and RMO, the rest of this section focuses on a directory-based system with TSO.

To study the impact of the different DVMC components, I run the same experiments with 

an unprotected baseline system, a system with only uniprocessor ordering verification (DVUO), a 

system that only verifies cache coherence (TCSC), and full DVMC (DVTSO). The results of these 

experiments for a system implementing TSO and directory coherence are shown in Figure 22. 

These experiments show again that DVMC-related slowdown is statistically insignificant for most 

benchmarks. Only apache shows significant slowdown for checked systems over the baseline. 

Both TCSC and DVUO cause a slowdown of about 4% when used in isolation. Interestingly, but 

not unexpected, the slowdowns are not additive. A full DVMC-protected system that combines 

both checkers is 6% slower than the baseline system. Across all benchmarks Uniprocessor Order-

ing Verification causes slightly higher slowdown then coherence checking, albeit this difference is 

very small.

The timing experiments show few statistically significant, i.e. exceeding the 95%-confi-

dence interval, slowdowns incurred by the Coherence Checker. This result is not surprising, 

because signature computation is off the critical path for both cache and directory controllers and 

does therefore not impact processing latency or through-put for coherence messages. I will show 

in the next section that the added interconnection network bandwidth consumption is too small too 

severely affect benchmark runtimes.

Figure 23 shows the number of L1 cache misses during replay normalized to the number 

of L1 cache misses during regular execution. Replay misses are rare, because the time between a 

load’s execution and verification is typically small. Most replay cache misses occur when a proces-

sor unsuccessfully tries to acquire a lock and returns to the spin loop. Thus, the miss has little 

impact on actual performance.
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3.11 Interconnect Bandwidth Overhead

Interconnect bandwidth overhead is mentioned in Section 3.10 as one of the factors that 

could negatively impact performance and I have shown that it’s impact on performance as being 

minor. Nevertheless, interconnect bandwidth consumption remains one of the primary concerns I 

have encountered when presenting this work. Most of these concerns are about an increase in 

interconnect power consumption, additional buffering necessary due to higher utilization, and the 

impact of DVMC on performance during high-load phases rather than average performance over-

head. To address these concerns, I have analyzed interconnect bandwidth independently of its per-

formance impact both experimentally and analytically.

DVMC can increase interconnection network utilization in two ways: the Cache Coher-

ence checker consumes bandwidth for additional shared writebacks and to communicate with the 

centralized checkers, and load replays can initiate additional coherence transactions. To determine 

the relative importance of these to effects, I have compared the bandwidth consumption of an 

unprotected system (base), a system with only Uniprocessor Ordering checking (DVUO), a system 

with only Coherence checking (TCSC), and full DVMC. The results for a directory protocol and 

TSO are show in Figure 24. The experiment shows clearly that TCSC is the dominant contributor 

to DVMC’s bandwidth overhead. Load replay only causes statistically significant overhead for 

one of the benchmarks (apache) and even in that benchmark it does not come near TCSC’s over-

head. Due to these findings I will focus further analysis on TCSC’s impact on interconnect band-

width consumption. For this purpose, I first present a theoretical analysis of TCSC’s worst-case 

bandwidth overheads and then compare them to detailed experimental results.
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3.11.1 Worst-Case Analysis

TCSC has a bounded worst-case overhead per coherence transaction that depends on the 

coherence protocol. A coherence transaction comprises all of the messages required to obtain 

access to a block and dispose of it later. The minimum costs for obtaining access consist of a GET 

request and the transfer of the data itself. The cost of disposing a block can include a PUT request 

or the cost of the Invalidate request received by the sharer and the following acknowledgment. All 

computations assume the same 64-byte blocks and 8-byte headers used in my simulations. 

Token Coherence. TCSC’s overhead is caused by the 2-byte timestamp on every token-carrying 

message (Data, PUT, and Ack). Every coherence transaction involves exactly two token-carrying 

messages—one to receive the tokens and one to give them away—for a total of 4 bytes. The worst 

case overhead is therefore 4/(size of smallest transaction). A minimum transaction requires a GET 

request, data transfer, and PUTS request, totalling 8+72+8=88 bytes in a system without TCSC. 

Thus, the worst case overhead is 4/88 (4.54%).

Snooping. No timestamps are added to the messages and all bandwidth overhead is caused by 

PUTS messages. The worst case is a PUTS in every transaction, and the worst-case overhead is 

Figure 24: Interconnect Traffic Overhead by Checker
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(size of PUTS)/(size of minimum transaction). Determining the size of a transaction is problematic 

because it involves broadcast requests and therefore depends on the network topology. Because 

PUTS requests are not broadcast and therefore not affected by topology, a physically shared bus 

with “free” broadcasts maximizes TCSC’s snooping overhead and will be used as basis for this 

computation. A minimum transaction consists of a GET request and the data message, requiring a 

total of 80 bytes to be transferred in a system without TCSC. A single PUTS requires an 8-byte 

message and causes a worst-case overhead of 8/80 or 10%. Piggy-backing of PUTS requests 

decreases the worst-case overhead to 5%.

Directory. Directory protocols require both additional PUTS messages and timestamps on several 

messages. Consequently they have a worst-case overhead of 12/80 or about 15%, which is larger 

than the worst case for snooping or TC. Piggy-backing of PUTS requests decreases worst-case 

overhead to 10%.

TCSC requires additional bandwidth to transmit signatures from the different nodes to the 

signature verifier. This happens so infrequently that the additional traffic is negligible compared to 

the overheads described above. Because both of the logical time bases increment time based on 

message transmissions, a fixed minimum number of messages and bytes is guaranteed to be trans-

mitted between signature collections. My simulated 8-processor systems (TC, snooping, and 

directory) have a worst case 0.072% overhead for signature collection. 

3.11.2 Experimental Evaluation

To empirically evaluate TCSC’s bandwidth requirements in more detail, I again used the 

experimental setup described in Section 3.8. All results are for the TSO consistency model and 

show the bandwidth overhead of a system with TCSC over the unprotected, baseline protocol 
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(Overhead=BWTCSC/BWbase-1.0). I present results for three systems: TC with the TokenB perfor-

mance protocol [41], snooping, and directory. 

TCSC’s total bandwidth overhead is the product of the number of transactions and the per-

transaction overhead. However, TCSC does not directly impact the number of coherence transac-

tions - as confirmed by Figure 25, which shows that TCSC has no statistically significant impact 

on the number of coherence transactions - and the standard deviation of this product is larger than 

the expected TCSC overhead, which would make the overhead difficult to quantify accurately. 

Therefore, I use the more stable overhead-per-transaction metric for all bandwidth overhead fig-

ures.

The per-transaction bandwidth overheads shown in Figure 26 are significantly lower than 

the worst-case numbers derived in Section 3.11.1. TC is closest to its worst case, with an average 

of about 2.5%, but it also has the most consistent amount of additional traffic and very low over-

head in absolute terms. Snooping stays far below its worst case overhead and overall generates the 

least amount of additional traffic, with values ranging from about 1% to just over 2%. This indi-

Figure 26: TCSC Traffic Overhead 
per Coherence Transaction

Figure 25: Total Number of 
Coherence Transactions with TCSC
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cates that most blocks in the unprotected system are not evicted silently, but either require write-

backs or are invalidated by requests from other caches. As expected, directory incurs the highest 

overhead, but it does not come close to its worst case. Overhead for directory ranges from 5% to 

7%, indicating that the kind of minimal length transactions used to compute worst-case overhead 

are infrequent. 

Figure 27 shows the impact of L2 cache size on TCSC’s per-transaction bandwidth over-

head. As expected, the overheads for snooping and directory decrease with larger caches, because 

PUTS requests are less frequent due to fewer capacity misses. For TC, where PUTS requests are 

also necessary without TCSC, there is still a slight downward trend, because the relative number of 

high-overhead GETS-PUTS transactions compared to other transactions is reduced. 

Figure 28 shows TCSC’s ability to scale to systems with varying numbers of processors. 

For snooping and TC, the relative TCSC per-transaction overhead drops when more processors are 

added to the system, because both of these protocols use broadcast requests that cause overall 

transaction costs to rise whereas the per-transaction cost for TCSC remains constant. This effect is 

not present in directory, which has similar overhead for all configurations. Although the scalability 

Figure 27: TCSC Overhead vs. L2 
Cache Size

Figure 28: TCSC Overhead vs. Number 
of CPUs
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experiments were limited to 16-processor systems by the simulation environment, these results 

along with the worst-case analysis indicate that TCSC can scale to larger systems.

Finally I assess the message processing overhead at the memory controllers due to PUTS 

messages. Figure 29 shows the request throughput at the memory controllers (normalized to 

Unprotected) for snooping and directory. TC is not shown because PUTS messages already exist 

in the base protocol. In my simulated system, even the maximum overhead of 30% did not have 

severe impact on system performance (see Section 3.10), because the controller throughput was 

sufficient to handle the increased load without adding latency. If the overhead causes controller 

throughput to become a limiting factor, PUTS processing can be off-loaded onto the TCS unit as 

discussed in Section 3.7.4.

3.12 Hardware Cost

The hardware costs of DVMC are determined by the storage structures and logic compo-

nents required to implement the three checkers, but not the BER mechanism, which is orthogonal. 

Information on the implementation cost of SafetyNet [65], ReVive [54] and other BER schemes 

Figure 29: PUTS Overhead at Memory 
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can be found in the literature. The Uniprocessor Ordering checker is the most complex checker, 

since it requires the addition of the VC and a new stage in the processor pipeline. These changes 

are non-trivial, but all required logic components are simple and storage structures are small (32-

256 byte). The Allowable Reordering checker is the simplest and smallest checker. It requires a 

LSQ-sized FIFO, a set of sequence number registers, sequence numbers in the write buffer, the 

ordering tables, and comparators for the checker logic. 

The detailed cost of the Cache Coherence checker depends on the implemented scheme. 

Both checkers require ECC on all main memory DRAMs and cache SRAMs. The basic DVCC 

scheme does not require complex logic, but it incurs considerable storage costs. In the experimen-

tal system CET entries are 34 bits, leading to a total CET size of about 70 KB per node. The MET 

requires 102 KB per memory controller, with an entry size of 48 bits, but it is not latency sensitive 

and can be built out of cheap, long-latency DRAMs. The MET contains entries for blocks that are 

currently present in at least one processor cache. Entries for blocks only present at memory are 

constructed from the current logical time and memory value upon a cache request. Beyond the 

MET hardware, memory controllers also require a sorting queue to bring Inform messages into the 

right order before processing.

TCSC’s storage requirements are much more modest. The amount of storage required for 

the 5-part signature depends on the choice of n. Practical values for n will be in the range of 232 to 

2128, thus requiring a total of 20 to 80 bytes of storage for each cache controller and memory con-

troller. This storage requirement is independent of the cache and memory size.

The computation of the signatures may appear complex because it involves both exponen-

tiation and modulo computation with large numbers. However, careful selection of n and T (and 

max{A} and max{CRC}) enables simple hardware implementations. Within the constraints dis-
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cussed in Section 3.9, one can freely choose the constant n and the number of tokens per block (as 

long as the number of tokens per block is greater than or equal to the maximum number of shar-

ers). Therefore, the constant TN is only required to be greater than or equal to the number of possi-

ble sharers. Thus, TCSC can use cheap bit manipulations (bit-shift for exponentiation or bit-wise 

AND for modulus) for one of the two computations by picking either (T+1) or n to be a power of 

two. Because the two constants must be coprime, one cannot pick both of them to be powers of 

two. If n is not a power of two, it can be chosen to be a Mersenne or similar number that allows 

efficient modulo computations [15]. If n is a Mersenne number, signature updates require a total of 

just one variable shift and two additions. If (T+1) is not a power of two, TCSC exploits that t is 

monotonically increasing and the (T+1)t term can be computed using the result from the previous 

timestep by a simple multiplication. If T is a power of two, a multiplication by T+1 requires only a 

constant shift and an addition. Thus, a signature update requires a constant shift, one multiplica-

tion, and two additions. Signature verification is done using additions and a comparison against 

zero, neither of which require complex circuitry.

For snooping protocols and directory protocols that do not maintain full sharer bitmasks, 

the largest cost is storage space for tracking the number of sharers for each block at the memory 

controller. In most memory controllers, TCSC requires only log2(T+1) additional bits per entry in 

the block state table. Some snooping protocols determine state using wired-OR lines and do not 

maintain any state table. In these cases, TCSC requires a new lookup table purely for storing 

sharer counts for each cached block at the memory controller. Alternatively, the sharer count can 

be maintained by the cache owning the block. This approach adds complexity, because nodes must 

keep track of the current block owner or broadcast PUTS requests. Systems with full directories or 

TC already maintain sharer information and do not require additional storage.
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3.13 Related Work

DVMC is the first implementable hardware mechanism to fully verify memory consis-

tency at runtime. Other authors have looked memory consistency verification in different contexts. 

Cain et al. [8] describe an algorithm to verify sequential consistency, but do not provide an imple-

mentation. Certain aspects of the proposed scheme, in particular the need for a vector clock per 

memory location, suggest that an efficient implementation of the algorithm in hardware is infeasi-

ble due to high resource requirements. Hangal et al. [26] describe a software mechanism, called 

TSOtool, intended to validate correct implementations of the Total Store Order consistency model. 

The tool is not intended to be run in a production environment and unsuitable for hardware error 

detection.

Other authors have previously developed implementable checkers for cache coherence, 

one of the subcomponents of DVMC. Sorin et al. [64] dynamically verify invariants in snooping 

systems using signatures computed locally and checked periodically at a centralized checker simi-

lar to TCSC. These invariants are necessary but not sufficient for coherence. The scheme requires 

bandwidth for checksum exchanges (<1% overhead) and uses a checksum that is simpler to com-

pute than TCSC. The low overhead is achieved by exploiting properties of snooping protocols, 

which prevents the mechanism from being applied to other types of protocols, and by sacrificing 

error coverage. Whereas TCSC can detect errors of any kind with high probability and will detect 

every single error, Sorin et al.’s scheme is unable to detect certain kinds of errors (e.g., errors 

caused by operations that are performed correctly but at the wrong time or in the wrong order) and 

there is no guarantee that even single errors will be detected.

Cantin et al. [10] dynamically verify coherence by replaying transitions between stable 

states on redundant checker circuits after a transaction completes. This scheme is also limited to 
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snooping protocols and it requires replication of the cache line state information. Thus, the storage 

requirement is linearly dependent on the cache size, rather than fixed as for TCSC. They add a 

dedicated snooping bus for verification and do not give bandwidth overhead numbers. To compare 

it to TCSC, I measured the bandwidth required to replay all requests necessary for full error cover-

age in the simulated system used for TCSC evaluation. Request replay causes about 20% overhead 

on average; this is twice the TCSC worst-case overhead and nearly 10 times the observed TCSC 

overhead for snooping. Unlike TCSC, the verification traffic is broadcast, which limits scalability, 

and verification of payload data is not addressed.

3.14 Summary

This chapter presents a framework that can dynamically verify a wide range of consis-

tency models and comprehensively detect memory system errors. This verification framework is 

modular, because it checks three independent invariants that together are sufficient to guarantee 

memory consistency. The modular design makes it possible to replace any of my proposed check-

ing mechanisms with a different scheme to adapt to a specific system’s design. For example, the 

TCSC coherence checker can be replaced by the design proposed by Cantin et al. [10]. Although I 

used conventional multiprocessor systems as example implementations, the framework is in no 

way limited to these types of architectures. The simplicity of the proposed mechanisms suggests 

that they can be implemented with small modifications to existing multiprocessor and multicore 

systems. Although simulation of a DVMC implementation shows some decrease in performance, I 

expect the negative impact to be outweighed by the benefit of an end-to-end scheme for detecting 

memory system errors.
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4. I/O System Checking

In the previous two chapters I have discussed methods for detecting errors in processor 

cores and memory systems. These components are the focus of most fault tolerance research in 

computer architecture, whereas I/O often receives little attention. However, all computer systems 

need a way of communicating with the outside world and are thus dependent on some sort of I/O 

system. Developing fully generic error detection for I/O is infeasible due to the wide range of dif-

ferent I/O devices, but I will, in this chapter, describe a method for verifying correct operation of a 

broad class of I/O devices. Unlike the verification mechanisms for cores and memory, which focus 

purely on hardware, the I/O checking mechanism verifies both hardware and software components 

and, just like processors and memories, it becomes more susceptible to faults as transistors shrink 

and system complexity increases. On the hardware side, the I/O system consists of the actual 

devices (disks, network cards) and the interconnect (e.g., PCI, AGP, ISA, HyperTransport) that 

enables communication between the devices, processor, and memory. On the software side, there 

are the device drivers that provide the interface between the OS and the devices.

In the remainder of this chapter, I first introduce the specific problem in I/O error detec-

tion I am trying to address. I then describe and evaluate my proposed solution. In Section 4.2 I 

describe the error model that I am considering. Then, I present the basic concept for the error 

detection mechanism in Section 4.3, and I evaluate it in Section 4.4. I discuss related work in 

Section 4.5, before summarizing in Section 4.6. 

4.1 Introduction

The I/O system is susceptible to three causes of erroneous behavior. First, like cores and 

memory systems, I/O hardware can suffer from physical faults, both transient and permanent. Sec-
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ond, the I/O system is susceptible to erroneous behavior due to device driver bugs, which represent 

a significant fraction of all OS bugs [14]. Third, I/O may behave erroneously due to security 

breaches, particularly in downloaded device drivers. A widely publicized recent breach in an 

Apple MacBook was possible when a downloaded third-party driver was used for its wireless net-

working card [74]. This breach was not preventable by use of a personal firewall, because it tar-

geted the driver software which runs at a lower level than the firewall. These three issues—faults, 

bugs, and breaches—all lead to undependable system behavior. 

As in previous chapters, my goal in this chapter is solely to detect erroneous I/O behavior. 

Once an error is detected, the system can then take action to diagnose and remedy the situation. If 

a permanent device fault is diagnosed, the system could alert the user or system administrator to 

the need to replace this device. If a driver bug is diagnosed, the bug can be reported and the driver 

can be restarted (which is often sufficient). If a security breach is diagnosed, the system can shut-

down the driver under suspicion and alert the user. 

The error detection mechanism presented in this chapter is called I/O Transaction Auditing 

(IOTA) and uses end-to-end checking [60] of I/O transactions. Within this chapter I use the term 

transaction to refer to a high-level, semantically atomic I/O operation. A transaction represents the 

basic I/O operation for higher level operating system services such as the file system or network 

stack. A transaction can consist of numerous low-level I/O operations, such as reading or writing 

memory-mapped device registers. For example, sending an Ethernet packet is a transaction that 

consists of multiple exchanges between the Ethernet device driver and Ethernet device. 

In a IOTA-protected system, the OS creates a signature of the I/O transactions it expects to 

occur (and in what order it expects them to occur, if ordering is required). IOTA’s auditing hard-

ware—which could be located at an I/O device (e.g., SCSI device) or I/O controller (e.g., the SCSI 

controller for multiple SCSI devices)—computes a signature of the transactions it actually per-
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forms. By comparing these signatures, IOTA can discover many types of erroneous behavior 

between the OS and the auditors. Moreover, IOTA can detect many errors that are not detectable 

by simpler mechanisms such as error detecting codes (which are signatures over only the transmit-

ted data) or higher-level mechanisms (e.g., timeout on a dropped network packet). For example, 

IOTA can detect if a device ties up the Ethernet bus by repeatedly transmitting the same packet due 

to an error or if a malicious driver tries to send data to an attacker.

4.2 Error Model

Throughout this chapter I consider errors due to three underlying causes: physical faults, 

driver bugs, and driver security breaches. These are all errors that occur between the OS and 

IOTA’s hardware auditors, which makes detection of many of them possible. Nevertheless all three 

error types are quite different and I will discuss each error category in the remainder of this sec-

tion.

4.2.1  Physical Faults

Physical faults can occur in two portions of the I/O system: the devices and the intercon-

nect between the processor and the devices. Due to physical faults, a variety of errors can occur. 

• Incorrect Actions: A device performs the wrong action, such as sending a network packet to
the wrong destination. 

• Out-of-order Actions: A device performs actions in an incorrect order. For example, the OS
specified that the disk controller should complete the DMA before sending an interrupt. 

• Missing/Duplicated Actions: For example, the network device simply does not send a packet. 

• Wrong Status: A device’s status is incorrect. This error is subsumed by the previously listed
errors, because the incorrect status will either not be noticed (e.g., it is overwritten with cor-
rect status before the status is used to make a decision) or because the incorrect status will
lead to one of the above listed errors. 
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• Deadlock/Hanging: The device stops doing anything.

The fault model used is a single stuck-at fault that is either transient or permanent. I 

assume that only one fault occurs at a time and that faults are equally likely to occur in any hard-

ware component (logic gate or storage cell). This assumption does not imply that all errors are 

equally likely. For example, a network device that is mostly just a block of storage for packet data 

would be most susceptible to faults in this storage. However, it is possible that most faults in this 

storage lead to the same error (e.g., sending a packet with corrupted data).

4.2.2  Driver Bugs

Device driver bugs are very common [14] and can be expected to remain a problem in the 

future for a variety of reasons. Most notably, there exists a vast number of drivers, each of which 

has to manage a complicated interface between the OS and the device. The device driver has to 

split a semantically atomic operation, such as writing a block to disk, into a sequence of requests to 

the device. While doing this, it must also obey device idiosyncrasies (such as timing constraints) 

and handling asynchronous events (such as interrupts). This requires sophisticated synchronization 

and complex logic for infrequent special cases (error handling), which makes thorough testing dif-

ficult. A recent report from Coverity showed that 53% of detected bugs in the Linux kernel were in 

device drivers [17]. 

When a driver bug is excited, it manifests itself as an erroneous behavior similar to a phys-

ical faults. However, the space of possible driver bugs is much larger than for physical faults and 

it’s infeasible to construct a complete error model.
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4.2.3  Security Breaches

Drivers are a natural weak point in the trusted operating system environment. Even though 

their access to memory can be restricted in the same way as for regular applications, drivers by 

necessity have access to the devices they are controlling and to user data transferred between the 

device and the system. This position can be exploited to maliciously leak sensitive data. Unlike 

other trusted components, such as the OS kernel and hardware components, drivers are provided 

by a variety of sources and are frequently updated. The often low code quality that manifests itself 

in numerous bugs also makes drivers suspects for possible intrusions. All these factors combine to 

put drivers in a unique position to compromise security.

The damage that a driver can cause depends on the device. Drivers for communication 

devices like network cards can analyze data transferred over the Internet by the user, such as e-

mail, and communicate the collected information to an outside party. Encryption alone is insuffi-

cient to counteract malicious drivers, because the driver has full control over incoming and outgo-

ing data and can thus execute man-in-the-middle attacks. Mass storage drivers (SCSI, IDE, etc.) do 

not have the same ability to communicate data to an outside party, but they can help an attacker cir-

cumvent the operating system file permissions in order to read or manipulate confidential data.

4.3 I/O Transaction Auditing (IOTA)

In this section, I present IOTA’s system model, give an overview of how IOTA fits into the 

remainder of the system, discuss my particular implementation, and explain IOTA’s costs and lim-

itations. 
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4.3.1  System Model and Key Insight

IOTA views I/O devices as complex functional units that perform a series of self-contained 

input and output transactions. The device will perform a transaction either as a result of commands 

issued by the processor or due to outside events, e.g., incoming messages. Once a transaction com-

pletes, the device notifies the CPU via an interrupt or polling and makes the results accessible to 

the processor. 

4.3.2  Key Insight

When viewed at a high level, many I/O devices are quite simple and merely convert data 

from one representation into another without adding additional information. An Ethernet control-

ler, for example, simply transforms a packet stored in memory into a format that is suitable for 

transmission on a the shared Ethernet bus. Despite the simplicity of the performed tasks such 

Figure 30. I/O Transaction Auditing Hardware and Software Schematic
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devices can be quite complex. This complexity arises due to two reasons. First, there are inefficien-

cies in the communication interfaces between devices, processors, and memories. Second, there is 

the necessity of serializing a number of asynchronous requests in order to access a shared medium. 

The former forces the device to split a single transaction into multiple separate requests and obtain 

data through various interfaces, which all have specific restrictions such as alignment and timing. 

The latter necessitates a copious amount of buffering and arbitration. 

IOTA’s auditing hardware does not need to deal with serialization, because it simply 

observes the already serialized device output. It also avoids communication inefficiencies by using 

signatures to represent transactions, which allows a transaction to be represented with a single data 

word that can be atomically transmitted to the processor. Furthermore, in many cases, the same 

auditing module can be used to monitor input and output transactions, whereas these two functions 

are often performed by separate modules on actual devices. Such an auditor module acts as a 

receiver for both inputs and outputs. For inputs, it redundantly receives the incoming transmission, 

and for output it acts as a local receiver that can tell if the output was transmitted correctly.

4.3.3  IOTA Design and Operation

An overview of IOTA’s integration into both the hardware and software stack is illustrated 

in Figure 30. For each I/O transaction, the OS computes a signature of the operation it expects the 

device to perform (outgoing transaction) or that it observed the device perform (incoming transac-

tion). The auditor at the device computes a signature of the transactions that the device completes. 

The OS can query the auditor to obtain the device’s signature and compare it to its own signature 

for a given transaction. If the signatures differ, an error has been detected. This simple scheme can 

detect a wide range of erroneous behaviors, due to a wide range of underlying causes. As 

described thus far, the erroneous I/O would still occur, but it would be detected immediately after-
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wards. Immediate detection simplifies diagnosis, as compared to noticing a problem long after it 

occurred. It also enables the system to avoid any further erroneous I/O until the system regains 

confidence in the device and driver (e.g., through testing). If a system cannot afford even a single 

erroneous I/O transaction, the auditor can be used as a gate that only allows I/O to be performed 

once the OS sends a matching signature. Naturally, adding such a gate will increase the latency of 

I/O operations, but it does not necessarily require the entire operation to be buffered in the IOTA 

gate. In many cases, I/O operations can be cancelled during execution. For example, an IOTA gate 

in an Ethernet controller could defer frame transmissions by only a couple of bytes and, upon 

detecting a missing or incorrect signature from the OS, cancel the operation by aborting the trans-

mission. The resulting transmission will be discarded by all recipients. Even though a malicious 

attacker could still use the partial transmission, the attacker would now have to be located in the 

same Ethernet segment, because an incorrect frame would not be forwarded.

4.3.4  Security Features

When discussing IOTA’s security benefits, I always assume that the operating system 

restricts the privileges of drivers just as it would for other applications. Device drivers with full 

kernel access rights have many simpler opportunities for causing harm, instead of the rather 

sophisticated exploits IOTA is trying to prevent. Even in such a system, IOTA as described thus far 

could be easily circumvented by two different techniques. 

Circumvention Technique #1. If the interface for reading signatures from the auditor is con-

trolled by the driver, like the rest of the device’s interface, an untrustworthy driver could simply 

intercept requests from the OS, compute the expected device signature, and provide this seemingly 

correct signature to the OS on demand. Meanwhile, the driver could perform whatever activities it 

wanted, and IOTA’s simple scheme would be unaware of this situation. To detect these types of 
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security breaches, I have added a direct interface between the OS and the device that circumvents 

the driver and allows the OS to directly read the device’s IOTA signature from a memory-mapped 

device register. The driver is kept from accessing this interface using standard page protection 

mechanisms. This interface is fundamentally necessary to avoid having an untrustworthy driver 

provide a facade of correct behavior. Because the interface is so simple, it can be easily standard-

ized and does not require a driver for every device manufacturer. Such a standardized hardware 

interface is similar to old hardware standards (VGA, serial ports) or low-level standards such as 

PCI Plug&Play. If the OS interacts with this interface via a separate IOTA-driver, then it must be 

ensured that the IOTA driver cannot conspire with the device driver to leak data without being 

detected by IOTA.

Circumvention Technique #2. Another approach the driver can take to avoid detection is to con-

struct a transaction that is different from the transaction initiated by the OS, yet has the same sig-

nature. The difficulty of this approach heavily depends on the algorithm used to compute 

transaction signatures. For example, if IOTA used CRC16 for computing signatures, then it would 

be fairly simple for a compromised driver to manipulate transactions in a way that would still lead 

to correct signatures despite altered content. Consider the situation in which the OS initiates the 

sending of an Ethernet frame, and assume that this transaction, T, has a signature CRC16(T). The 

compromised driver wishes to send T’, and it computes CRC16(T’). Based on the difference 

between CRC16(T) and CRC16(T’), the driver can construct T’’, which is identical to T’ except 

for the least-significant two bytes. Thus the driver can, by initially padding T’, send T’’ that is 

equivalent to T’ and has the same signature as T. This unfortunate situation results from the math-

ematics of CRC, and it can be overcome by using a cryptographically secure hashing function, 

such as SHA1 or MD5. Unfortunately, secure hash functions are compute-intensive and would bog 

down the CPU when the OS is computing signatures. 
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Instead, a better option is to have the IOTA auditor encrypt T” (what it receives from the 

driver) with a simple function, such as adding T” and the output of a pseudo-random number gen-

erator, L. The auditor sends CRC16(T”+L) and L to the OS over the dedicated channel. The OS 

uses L to compute CRC16(T+L), and then compares this to CRC16(T”+L) to detect discrepancies. 

The driver cannot easily construct T” to avoid detection. The use of a simplistic encryption func-

tion is appropriate in this scenario, because the driver has no opportunity to observe the generated 

ciphertext in order to break the cipher. Furthermore, the encryption key changes with every trans-

action and the driver will be removed after its first failed attempt to circumvent the detection 

mechanism.

4.3.5  Implementation Details

My sample implementation of IOTA, illustrated in Figure 31, is based on an open-source 

Ethernet controller obtained from OpenCores.org [35]. The Ethernet controller is connected to an 

OpenRISC 1200 [35] CPU and memory through a wishbone interface. The Ethernet chip is config-

ured and controlled via memory-mapped I/O, and it accesses packet data through direct memory 

accesses. I have implemented the hardware support for checking the Ethernet device in Verilog. 

The I/O auditor modules are located at the interface between the Ethernet controller and the physi-

cal interface module that transforms the binary controller output into a format suitable for trans-

mission on an Ethernet cable. The auditors for receiving and sending are identical and work 

independently of one another. In a typical Ethernet installation a single auditor could be time-

shared between sending and receiving, because incoming and outgoing frames use the same bus 

and thus only one data transfer can be active at a time. However, the OpenCores Ethernet control-

ler supports a full-duplex mode in which the controller can transmit and receive data at the same 
100



time. I use two auditors in order to support this feature, because I do not want IOTA to limit device 

capabilities. 

The implementation used in the experiments computes a signature that is based on a 16-bit 

cyclic redundancy check (CRC) that summarizes the type of transmission (send/receive), frame 

headers, frame payload, and relevant configuration parameters set at the time of the transmission. 

The signature could easily be widened to 32-bits or more, but I found the error detection capabili-

ties of a 16-bit signature to be sufficient for the targeted purposes.

I leave the application of IOTA to other devices for future work, but the fundamental struc-

ture of all implementation will be similar across different devices.

Figure 31. IOTA Implementation for an Ethernet Controller
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4.3.6  Limitations

While IOTA was designed as a generic mechanism for detecting a wide range of incorrect 

I/O behavior, it is unable to provide a full solution for I/O checking due to several limitations. 

IOTA’s primary limitation is that its system model is not entirely general and there are some 

classes of devices not suitable for IOTA. In particular, devices that maintain large amounts of state 

and do complex computation on their own—such as graphics (e.g., NVIDIA GeForce [45]), TCP, 

and physics accelerators (e.g., ParallAX [75])—are difficult to fit into the IOTA model. For exam-

ple, a transaction for a graphics accelerator might consist of drawing a polygon. Computing a true 

end-to-end signature of this transaction at the OS would involve drawing the polygon, so IOTA 

would require full redundancy. The primary targets in developing IOTA were simple mass storage 

and communication devices, like disk controllers and network cards. These types of controllers are 

present in all desktop and server machines, and they exist in some form in most special-purpose 

and embedded systems. Furthermore, failures in these devices are likely to corrupt user data or 

leak sensitive information to the outside world.

Even for devices that are contained in IOTA’s system model, IOTA cannot detect all possi-

ble errors in I/O behavior. There are three primary reasons why IOTA is not a perfect error detec-

tion mechanism:

• IOTA uses fixed-size (16-bit) signatures with a non-zero probability of aliasing. That is, the
signature of the erroneous behavior just so happens to equal the signature of the expected
correct behavior. 

• The space of possible errors caused by security breaches and driver bugs is unbounded. It’s
infeasible to anticipate all possible errors and without formal analysis I cannot rule out that
some errors might escape IOTA. In particular, a security breach is likely to try to escape
detection.
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• In some I/O interface architectures, it is possible for a device to stop the system by not releas-
ing the I/O bus. In this case, the OS cannot successfully query the device’s auditing unit and,
thus, IOTA provides no benefit. This is not typically a problem in packet-based systems such
as HyperTransport or PCI Express. 

4.4 Evaluation

The primary goal of this evaluation is to demonstrate that IOTA detects erroneous behav-

ior in the I/O system and to determine the costs of implementing IOTA. I will first discuss IOTA’s 

ability to detect physical errors (Section 4.4.1) as well as driver bugs and security breaches 

(Section 4.4.2).

Because this increase in dependability is not free, I also evaluate the overheads that IOTA 

introduces, in terms of three types of costs. 

CPU time. The OS must compute its signature for each I/O transaction. I empirically determine 

the impact of this cost on system performance in Section 4.4.3.

I/O bandwidth. Extra I/O bandwidth is consumed when the OS queries a device for its signature 

and when the device responds with its signature. However, signatures are small and comprise a 

miniscule fraction of I/O bandwidth as shown in Section 4.4.4. 

Hardware to compute signatures at devices. A very small amount of hardware must be added to 

the devices so that they can compute and maintain their signatures (Section 4.4.5). 

4.4.1  Detecting Errors due to Hardware Faults

For all error injection experiments I simulate the Ethernet chip along with the I/O auditing 

modules at the gate level. The OR1200 CPU is simulated at the level of functional Verilog. The 

experiments are run in a Verilog testing harness that sends Ethernet frames to the simulated system 

and monitors outgoing frames on the Ethernet bus. The CPU executes a simple test routine that 

emulates the behavior of a system forwarding a packet. It first initializes the Ethernet controller 
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and puts it into receive mode. Once the frame sent by the test harness is received, the interrupt han-

dler reads the IOTA signature of the receive-transaction from the auditor and begins sending the 

same packet out. Once this transmission is complete, the interrupt handler reads the IOTA signa-

ture for the send-transaction from the auditor and notifies the testing harness that the frame for-

warding has completed. 

I use a test program, rather than an actual OS and driver, to speed up the experiments, 

which are slowed by the need for performing gate-level simulation. In the gate-level experiments 

the 1KB SRAM used for storing buffer descriptors is treated as a black box, because I did not have 

a RAM generation tool available. Synthesizing the SRAM using flip-flops would have biased the 

test and over-emphasized errors in the buffer descriptors. Faults were injected by randomly select-

ing and disabling 1000 out of about 20000 total gates.

The goal of my error injection test was two-fold. I first wanted to know how single-gate 

hardware faults affect the high-level operation of an Ethernet controller. Secondly, I was interested 

Table 12: Error Injection Results

Percentage Observed Behavior
42.3 Test completed successfully without observed error
18.7 Transmitted data contained errors
15.1 Received data contained errors
9.7 Controller did not recognize incoming transmission
7.3 Test completed successfully, but faulty IOTA hardware reported an 

error
2.2 Both transmitted and received data contained errors
2.2 Transmitted frame was incomplete
1.3 Controller did not transmit frame, but reported completion of trans-

mission
0.9 Controller stalled Wishbone Bus
0.3 Controller stalled Ethernet bus by transmitting garbage
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in how many of the faults were correctly reported by IOTA. The results are summarized in 

Table 12. The first surprising observation in my error injection test was that a large number of the 

injected errors (over 40%) did not have any impact on the outcome of the test. I traced these errors 

back to three different causes: (a) management logic not necessary to send or receive packets, (b) 

unused buffers due to over-provisioning, and (c) logic for handling exceptional conditions and 

configurations not triggered by the simple test program. The MII (media independent interface) 

management module is not directly involved in performing send or receive operations and is thus 

not checked by IOTA. Buffering capacity is generally designed to meet near-worst-case demands. 

It is difficult to create such conditions in a simple short test. Finally, the test configures the Ether-

net controller for the common case of unicast packet transmission and reception on a shared bus, 

which disables logic associated with flow control used in full-duplex mode, multicast address 

hashing, etc. Furthermore, it is infeasible to even trigger all state machine transitions possible dur-

ing unicast transmission, because many of them are necessary to handle exceptional conditions, 

such as a retry or error during a memory access on the wishbone interface. 

Among errors that affect the test outcome, data errors are by far the most frequent. This is 

not surprising, because most of the device’s logic is expended on data buffering, data transfer and 

arbitration. Another frequent error scenario is the device not executing an operation, by either 

completely or partially failing to send a frame or by missing an incoming frame. Fortunately, the 

worst kinds of errors, which cause the controller to stall either the Ethernet bus or the system, i.e., 

Wishbone, bus are very infrequent. IOTA successfully detected all true error cases, except those 

that prevented the CPU from querying IOTA by stalling the system bus, without any false nega-

tives. However, IOTA caused a number of false positives in cases where an error was injected into 

the auditing hardware itself. The percentage of errors causing false positives is overemphasized by 
105



this test by not injecting errors into the buffer descriptor RAM, which makes up a significant por-

tion of the Ethernet controller.

4.4.2  Detecting Errors due to Device Driver Bugs and Security 

Breaches

Both device driver bugs and security holes are design flaws and thus more difficult to 

quantify than permanent and transient hardware faults. For a given component, the set of possible 

gate failures is large but both computable and bounded; in contrast, the set of possible design flaws 

is fundamentally unbounded. Common techniques to simulate driver bugs, like injecting bit errors 

into code or modifying instructions, are inappropriate for causing the kind of faulty behavior IOTA 

is most useful for. Trivial driver bugs are likely to cause page access violations or faulty behavior 

at the driver/OS interface, which can be found using software techniques. Subtle logic bugs and 

synchronization problems, which can cause incorrect command sequences to be sent to the device, 

can stay hidden from the OS, but are detectable using IOTA. These types of failures are difficult to 

produce in an automated, realistic manner. Security breaches are even more difficult to model, 

because they require both a software weakness and a malicious attacker willing to exploit it. 

Therefore I do not currently have quantitative injection results for these types of errors. 

Security breaches are most likely to attempt to leak information and will thus appear as 

data errors to IOTA. Hardware error results show that data errors can reliably detected by IOTA. 

Driver bugs can exhibit more varied behavior, but the overall error categories are similar to hard-

ware faults, although they will be distributed differently. The fact that IOTA reliably detected all 

kinds of errors in the hardware test indicates that it will perform well in detecting driver bugs too. 

Nevertheless, future work is required in this area to establish IOTA’s effectiveness.
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4.4.3  Performance Overhead

IOTA could potentially degrade performance due to the time required for the OS to update 

its signature. To determine this performance overhead, I implemented the software side of IOTA as 

a load-able kernel module for Linux 2.6.16. The module computes the signature for every incom-

ing and outgoing Ethernet frame. In a IOTA-protected system the module would also load the sig-

nature from the IOTA hardware to perform the comparison. Due to the lack of actual IOTA 

hardware, my current implementation omits this step. Signature computation in software is orders 

of magnitude slower than the single omitted I/O access, therefore I believe that my performance 

simulations are still accurate. In order to measure performance I ran netperf [29] on a Dell Power-

Edge server with a 1.4Ghz Intel Pentium 3, 1GB RAM, and an Intel 82544EI Gigabit Ethernet 

Controller using Linux’s e1000 driver module. 

In Table 13, I summarize the experimental results of measuring a single TCP connection 

at maximum speed with netperf. In this test, I am interested in the relationship between throughput 

and CPU load rather than the absolute throughput1, which is affected by external factors such as 

1.The asymmetry in reception vs. transmission throughput is an artifact of differently configured machines at the two
endpoints. It is not specific to IOTA.

Table 13: IOTA Software Performance

Direction Config
Throughput 
MBit/s

CPU load
percent

CPU service time
μs/KByte

Se
nd

Base 293 20.8 5.8
IOTA 272 43.6 13.1
IOTA/Accel 293 26.6 7.4

R
ec

ei
ve

Base 713 90.0 10.3
IOTA 423 73.7 14.2
IOTA/Accel 652 90.0 11.3
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the current network load on the cluster the test was run on. I compare the base configuration (with-

out IOTA) to both a basic IOTA implementation that computes the signatures entirely in software 

and a hypothetical implementation that uses a specialized checksum (CRC) update instruction 

with a throughput of 1 word per cycle. The accelerator is emulated by computing a simpler check-

sum (XOR) that can be computed at the assumed throughput of the accelerator.

The results show that, when not provided hardware acceleration, the IOTA software can 

have a significant detrimental effect on performance in worst-case scenarios, but will have little 

impact in most cases. Signature computation requires about 4-7 μs of CPU time per KByte trans-

mitted or received. Consequently, throughput would become CPU bound at about 600 MBit/s, 

whereas the base system can receive data at up to 800MBit/s before becoming CPU limited and 

send at the full line speed of 1GBit/s. These results indicate that a pure software IOTA implemen-

tation would not be suitable for routers or high-performance server that can process requests at 

near full line speed. However, it has been shown that even static web servers only reach a fraction 

of the theoretical throughput (~100MBit/s) and that the throughput of dynamic web servers is 

closer to 10MBit/s [52]. Hence, IOTA overhead could still have some impact on static server per-

formance, but would be entirely negligible for dynamic web servers and similar computation 

bound services. The transmission rates of typical desktop and laptop computers are significantly 

lower than what Gigabit Ethernet provides. In theory, wireless networks (IEEE802.11g) reach up 

to 55MBit/s and ADSL (ITU G.992.5) up to 24MBit/s; in practice, most consumers have much 

slower network connections. At these rates, CPU utilization by the network stack, even with soft-

ware IOTA, would be below 10% even in the unlikely event of fully utilizing the theoretical band-

width limit.

Hardware-accelerated IOTA reduces the overhead of signature computation to about 1 μs/

KByte. This would make IOTA-implementations feasible even for systems that require very high 
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network throughput and for handheld and embedded systems with less processing power. The nec-

essary hardware additions are simple and require few additional transistors. Instructions to acceler-

ate CRC computation have been added to specialized processors, such as the Intel IXP network 

processor [2], in the past.

4.4.4  I/O Bandwidth Overhead

IOTA uses some additional I/O bandwidth to communicate signatures between the OS and 

the devices. To compute the resulting overhead, I must first determine the baseline bandwidth cost 

of an I/O transaction. The total non-IOTA bandwidth consumed by an I/O transaction is the sum of 

all commands and data sent to and from the device. The exact number of commands will depend 

on the device and configuration used. When configured to use interrupts to signal operation com-

pletion, the OpenCores Ethernet controller used in my Verilog implementation requires three 

writes, one read, plus frame payload to perform a send and three writes, two reads, plus payload to 

receive a frame. IOTA adds one read access to the necessary sequence of accesses. Assuming the 

smallest Ethernet packet size of 64 bytes (16 word-sized memory accesses) and ignoring overhead 

from bus protocol headers, IOTA’s bandwidth overhead is 1/(3+1+16)=5% for sending and 1/

(3+2+16)=4.7% for receiving. This bandwidth overhead would significantly decrease for larger 

frames. For larger frame sizes, which are necessary to fully utilize network bandwidth, IOTA’s 

bandwidth overhead drops to well below 1%.

4.4.5  Hardware Cost

The hardware necessary for IOTA consists of the modules to compute the transaction sig-

natures themselves and the hardware to implement IOTA’s interface to the CPU. The CPU inter-

face typically requires a FIFO to buffer signatures of completed operations and the logic to 
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distinguish IOTA accesses from accesses to the regular device interface. The auditor is highly 

dvice dependent, but will always require a state machine to recognize transactions being per-

formed and checksum logic (e.g. CRC) to compute the signature. Both of these components can be 

expected to be small. 

In my implementation of an IOTA-enabled Ethernet controller, IOTA logic makes up 

about 5% of the number of cells occupied by the synthesized Ethernet controller without SRAM. 

IOTA requires no additions or changes to the on-chip SRAM, which contributes a sizeable portion 

of the total controller area, therefore the overall area increase due IOTA will be smaller than the 

5% increase in the number of logic cells. 

4.5 Related Work

I divide related work into three categories: I/O error detection, tolerating I/O faults and 

bugs after they have been detected, and end-to-end checkers for other parts of the system. 

4.5.1  Detection of Erroneous I/O Behavior

The most closely related work is Saltzer et al.’s [60] classic paper on end-to-end checking 

in system design. They observe that end-to-end checking is a powerful technique for comprehen-

sive detection of errors, and it is preferable to cobbling together multiple localized error detectors. 

My work builds on this paper by developing an end-to-end checker for the I/O system.

One extremely common mechanism for detecting I/O errors is the use of error detecting 

codes (EDC) and error correcting codes (ECC) on links, messages, and storage. IOTA is more 

comprehensive than EDC/ECC, because EDC/ECC only detects errors in a given link or piece of 

storage; EDC/ECC cannot detect when, for example, a fault or bug causes a correct piece of data is 
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sent to the wrong device or written to an incorrect location. ECC, unlike IOTA, can correct some 

errors (not just detect them), but ECC is still limited to just links, messages, and storage. 

A more sophisticated and flexible framework for detecting I/O errors is I/O shepherding 

[25]. I/O shepherding, which is geared towards file system reliability, provides the file system 

developer with a mechanism for detecting and handling errors. The developer can construct vari-

ous policies for the shepherd. The shepherd sits between the file system and the disks, unlike IOTA 

which is more of an end-to-end approach; IOTA can thus detect additional types of erroneous 

behavior. 

4.5.2  Tolerating Permanent I/O Faults and Bugs

In addition to detecting errors in I/O, there has been work in tolerating permanent hard-

ware faults and driver bugs. RAID [51] is a classic approach for tolerating disk failures. Main-

frames and servers generally tolerate I/O faults by providing redundant devices and multiple paths 

to each I/O device [12]. IOTA is complementary to these redundancy schemes. IOTA detects errors 

that, if due to permanent faults, can be tolerated with redundant hardware.

Swift et al. [68] tolerate driver bugs using shadow drivers. Other work—such as Nooks 

[69] and Minix [27]—tolerates driver bugs by isolating driver code such that it cannot bring down 

the kernel when it crashes. After a driver crash, a simple restart of the driver is often sufficient for 

recovery. Prior work on detecting driver failure is focused on detecting software-visible incorrect 

driver behavior, such as memory protection faults, deadlocks, and crashes. They cannot detect 

faults that cause the driver to respond correctly to OS requests, while it sends incorrect commands 

to the hardware. IOTA is complementary to these approaches, because it can detect cases where 

the driver sends incorrect commands to the hardware. These cases are invisible to software-based 

checkers.
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4.5.3  Checkers for Cores and Memory

Checkers have been developed for portions of the computer system other than I/O. Exam-

ples include the checkers discussed in the prior chapter of this thesis. However, these checkers 

often treat I/O as a special case to avoid the output commit problem and do not provide protection 

from I/O-related errors. 

One processor checking mechanism that is closely related to IOTA is DIVA [5]. DIVA is 

conceptually similar to IOTA in that it exploits the observation that the high-level functionality of 

a processor core is simple; the complexity is added to extract more performance. DIVA adds a 

simple checker core to verify the results of a complex out-of-order processor. The simple checker 

core does not slow down the complex core, because it leverages the complex core as a perfect 

branch and value predictor as well as a cache prefetcher. IOTA similarly uses the device controller 

to do all the buffering, arbitration, etc., necessary to serialize and order the executed I/O requests, 

which can easily be checked against the I/O requests initially issued by the operating system. 

IOTA partially overlaps with memory checkers, such as DVMC (Chapter 3) or those 

developed by Cantin et al. [10], because both approaches can detect errors in the system intercon-

nect. However, they are mostly complementary, as both DVMC and Cantin et al.’s checker do not 

include accesses to non-cacheable memory, which are targeted by IOTA. On the other hand IOTA 

detects errors only in those regions of cacheable memory that are used as buffers to communicate 

data between the CPU and I/O devices, whereas memory system checkers fully cover cacheable 

memory. 
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4.6 Summary

Generic error detection is an inherently hard problem due to the large variety of available 

devices and the vast differences in the services they provide and the way these devices interface 

with the host system. IOTA is a first attempt at providing a general, low-cost, and end-to-end 

mechanism to ensure that the actions of an I/O device match the original intent of the OS. The end-

to-end approach taken by IOTA enables it to detect multiple dependability problems (hardware 

faults, driver bugs, and security breaches) in a number of both hardware (device, I/O controller, I/

O bus) and software (driver) components. IOTA does not make existing protection techniques 

obsolete, but instead efficiently closes holes left by these mechanisms. For example, IOTA will be 

of little use to protect against driver security problems, if the drivers execute with full kernel priv-

ileges and have full access to the entire space. However, in a system that already uses sandboxed 

drivers, IOTA can close the remaining security hole, which exists because the drivers have full and 

unchecked control of their respective devices. This hole cannot be closed by software techniques 

alone.

IOTA is a very light-weight technique; it requires small amounts of additional hardware 

and only minor changes to existing operating systems. A side effect of this light-weight design is a 

restricted system model, which limits the range of devices that can be fitted with IOTA. However, 

I do believe that IOTA is flexible enough to fit two of the most common and important classes of I/

O devices: mass storage and network communication. IOTA causes a non-trivial increase in CPU 

utilization, but I have shown that this problem is limited to high-performance networking and can 

be alleviated using minor extensions to the CPU instruction set. Nevertheless, CPU utilization is a 

problem that warrants further investigation, especially when trying to apply IOTA to high-end 

storage and networking solutions.
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5. Conclusions

In the beginning of my thesis I set out to develop methods for comprehensively detecting 

errors in commodity computer systems. The mechanisms I describe in Chapter 2, Chapter 3, and 

Chapter 4 come close to achieving this goal in that they cover all aspects of a system and their area 

cost and performance impact are non-prohibitive. However, each of the mechanisms has some 

remaining coverage holes, thus limiting comprehensiveness, and certain assumptions I made about 

the system model restrict the generality of the developed solutions. I will briefly discuss both of 

these aspects to put them into context and finally outline my view of the role the developed meth-

ods can play in future systems.

5.1 Error Coverage Limitations

The coverage holes in the mechanisms described have different causes. Only one of the 

holes is fundamental: comprehensive, generic error detection for I/O devices is infeasible due to 

the large number of possible devices. The functionality of these devices is far too varied to fit them 

into a simple model that an error checker could use to determine correct operation. Though it is 

possible to extend an IOTA-like approach to cover a larger class of devices, it will never encom-

pass all possible peripherals.

Other coverage holes in my mechanisms are not fundamental, but were introduced to sim-

plify the system model I was working with. Most notably, these are the exclusion of interrupt and 

exception logic from the Argus core and the lack of address translation in both Argus-1’s memory 

checker and DVMC. Adding these features will complicate the system model, but is unlikely to 

pose fundamentally new challenges. Therefore, I believe that the work presented in this thesis can 
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be used as a foundation for a completely self-checking system-on-chip with moderate amounts of 

additional research.

5.2 Applicability Restrictions

Throughout my work on this thesis I have attempted to keep all developed mechanisms as 

general as possible to make them applicable to a wide range of systems. However, in a number of 

cases I made assumptions about the underlying systems in order to make the simplify the verifica-

tion of certain tasks. When forced to make such simplifying assumptions, I aimed at drawing them 

as broadly as possible and tried to fit them to the system models that are currently in use or are pro-

jected to be popular in the near future. Nevertheless, some of these assumptions might severely 

restrict the applicability of these techniques in the future.

One general assumption concerns the target application area for my error detection mech-

anisms. The reduction in cost that I was aiming for often was only possible through the use of 

probabilistic techniques, e.g., the signatures used in dataflow checking (Section 2.5) and coher-

ence checking (Section 3.6). Systems that require extreme levels of reliability cannot afford even 

the small probability of false positives introduced by these probabilistic techniques and are there-

fore outside the scope of this work.

In my opinion, the most severe and bothersome assumption I had to make was the limita-

tion of memory consistency checking to systems that implement shared memory and enforce cache 

coherence using a single-writer/multiple-reader protocol. Whereas this model has been very popu-

lar in small to medium-scale multi-processor systems and the current generation of multicore 

chips, it remains to be seen if it will prevail in future many-core chips, which are projected to con-

tain hundreds or thousands of individual cores. While bothersome, the restriction to single-writer/

multiple-reader systems was also the one restriction that allowed the most drastic simplification, 
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because it allowed me to reduce the problem of consistency checking, which is fundamentally NP-

hard, to a problem that is easily solvable in polynomial time. I believe that it will be possible to 

weaken the assumption to address a broader range of systems while still maintaining DVMC’s low 

area and performance overheads.

The processor model assumed in Chapter 2 is limited to von Neumann style machines. 

This excludes some exotic processor designs, such as pure dataflow machines, but it does cover a 

wide range of architectures beyond the simple in-order processors discussed explicitly. Supersca-

lar out-of-order cores, vector processors, and VLIW machines all fit into the Argus model and 

would require only an adjustment of the checking mechanisms developed for Argus-1.

There is another assumption I have made throughout my work, which is never explicitly 

stated and more difficult to define. This assumption is that future hardware error rates will be 

within a certain, yet unknown, range. If future error rates are very low this work will simply not 

become relevant, because systems will be dependable enough even without error detection mecha-

nisms. If, on the other hand, error rates are so high that errors become a performance case, solu-

tions with much lower detection latency will be necessary. The exact bounds for this range of error 

rates will differ between applications, but it is easy to see that the range is quite large. If we conser-

vatively assume that errors become performance critical if an error appears once per minute and 

that errors become irrelevant if an error appears only once per week, the range already spans four 

orders of magnitude. Hence, I am confident that the methods developed would be useful to systems 

in the near future.

5.3 Impact

There is little doubt that fault tolerance mechanisms will gain importance in the coming 

years and the first signs of this trend can be seen in products released today. ECC on DRAM has 
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been commonplace for many years and error detecting codes in on-chip caches are a common fea-

ture in modern processor designs. Processors targeted at the server market, such as IBM’s Power6, 

go beyond that and feature parity protection for much of the chip-internal state. Nevertheless, the 

future of high-level hardware error detection techniques is still unclear. Industry tends to favor 

time-tested solutions with high benefit to cost ratio, such as error detecting codes or self-checking 

functional units. More revolutionary methods are typically considered only after the possibilities 

of these piece-wise approaches have been exhausted. High-level hardware methods are also in 

direct competition with software-based fault-tolerance techniques. Even though these methods 

typically cannot match the coverage and performance characteristics of hardware mechanisms, 

they have the advantage of being easier to deploy and offer the benefit of being able to detect soft-

ware bugs, which are a much more likely cause for system failures than hardware errors today.

Given the uncertain outlook for widespread adoption of high-level hardware error detec-

tion techniques in the near future, the value of such research might appear questionable. However, 

many new ideas are first implemented in niche markets before they spread into mainstream prod-

uct, a development that I consider likely for the kind of techniques I have developed. Finally, the 

true value of this research does not lie within the mechanisms developed, but rather in the explora-

tion of new ideas and a better understanding of the fundamental problems involved. Even if true 

end-to-end error detection in hardware is not going to surface anytime soon, I am confident that 

fault tolerance features in future processor generations will be heavily influenced by the insights 

gained by academic research in this field.
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Appendix A: Argus Proofs

This appendix provides formal arguments for the correctness of the Argus approach to 

processor checking defined in Chapter 2. The argument is split into two parts; the first part 

(Appendix A.1) formally defines the Argus’s four basic checkers (Section 2.2) and then shows that 

they are sufficient to ensure correct program execution. The second part (Appendix A.2) shows 

that the checkers used in the Argus-1 proof of concept implementation are equivalent to ideal 

checkers under certain limiting assumption.

Appendix A.1: Proof of Argus Completeness

We consider program execution on an abstract von Neumann machine with a finite set of 

registers R and memory locations M, no I/O, and no interrupts or exceptions. This machine exe-

cutes a program, which is a sequence of instructions. The machine’s ISA maps each instruction to 

a specification that defines an n-tuple of input addresses, an n-tuple of output addresses, and one 

function f for each output. Immediate values are part of the function definitions. The abstract 

machine executes one instruction per timestep.

Note 1 For simplicity, we look at the program as the linear sequence of instructions after all data-

dependent branches have been resolved. In reality this sequence is not known a priori, but we can 

use it to construct the equally abstract correct execution. Any physical checker or processor must 

determine the correct sequence using state information and the program code before extracting 

instruction specifications from it.

We represent program execution with a graph that describes the machine state and exe-

cuted instruction at each timestep. It has the following vertices:
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• A state vertex st for each timestep t for each register and memory location. Rt and Mt are the 
sets of register and memory vertices at timestep t. The processor state Pt is the union of Rt and 
Mt.

• A subgraph per instruction that has vertices for each input and each output of the instruction 
(It,n,Ot,n).

Each vertex vt in the graph is annotated with a value V(vt) and an address A(vt). V(vt) rep-

resents the data stored in the corresponding location or instruction input or output at timestep t. 

The address of a storage location is a constant that is unique to the location. The addresses of 

instruction inputs and outputs are part of the instruction specification. Register input and output 

addresses are specified as constants. Addresses of memory inputs and outputs are functions of reg-

ister input values.

Given an initial assignment of values to vertices at t=0 (initial state) and a program, we 

can construct the unique value assignments for a correct execution. Because there is no I/O, inter-

rupts or exceptions, all values depend only on initial state and the program. The value assignments 

for timesteps t>0 are derived by iterating over timesteps using the following algorithm.

For every timestep t we first select the tth instruction in the program sequence and deter-

mine its specification. Based on the specification, we add the following edges to represent data 

propagation (data propagation edges) from timestep t to t+1:

• An edge to each instruction register input It,n from the state vertex st with the same address in 
Pt

• An edge from each instruction register output Ot,n to the state vertex with the same address in 
Pt+1

• An identity edge between each vertex in Pt and the vertex with the same address in Pt+1if the 
vertex in Pt+1 is not connected to an instruction output. These edges represent unmodified 
state.
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Values are then assigned based on the edges; each instruction input is assigned the value 

of the vertex st to which it is connected, each instruction output Ot,n is assigned ft,n(V(It)), and all 

vertices in Pt+1 are assigned the value of the vertices to which they are connected. Then memory 

addresses are computed using the input and output address functions. Edges for memory inputs 

and outputs are added in the same way as edges for registers, and values are propagated to and 

from memory vertices.

This algorithm uniquely defines value assignments for all vertices in the graph. Using the 

value assignments and data propagation edges, we can now define the conditions monitored by the 

checkers. 

Control Flow Checker (CFC). The tth instruction is executed (i.e., the machine is live) and its 

specification is identical to the specification of the tth instruction in the program sequence accord-

ing to the ISA.

Data Flow Checker (DFC). Dataflow checking is split into two separate conditions; one to 

ensure that the edges are correct (i.e., dataflow graph has the correct shape) and one to ensure that 

values are propagated correctly across these edges.

Shape (DFCS). For all instructions, each register input is connected to a vertex in Rt and each reg-

ister output is connected to a vertex in Rt+1. There is an edge to each vertex in Rt+1 that is not con-

nected to an instruction output; this edge’s other end is a vertex in Rt. For any data propagation 

edge, the addresses of the two register vertices it connects are identical.

Value (DFCV). Any two vertices connected by a data propagation edge are assigned the same 

value.
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Memory Flow Checker (MFC). MFC checks all the same conditions as DFC, except that they 

apply to memory rather than registers. MFCS further checks that memory address functions are 

evaluated correctly.

Computation Checker (CC). The value assigned to the nth output of the tth instruction is equal to 

ft,n(V(It)).

Proof: Every execution that meets all checker conditions assigns the same state values as 

the correct execution. 

We prove this by induction.

Base case ( ): For purpose of the proof, we assume that the initial state (value assignments at 

t=0) is checked using an external checksum mechanism (e.g., a checksum over all the initialized 

program data and register values that can be compared to the program binary). In practice this 

requirement is satisfied by having initial EDC values for each register and memory location. 

Induction step ( ): Assume that all values at timestep t match the correct execution. CFC 

ensures that the specification of the tth instruction matches the instruction specification in the pro-

gram and thus the correct execution. DFCS ensures that the instruction register inputs are con-

nected to the vertices with the same addresses in Pt and that the register outputs are connected to 

the vertices with the same addresses in Pt+1. As addresses are unique and specifications identical, 

the resulting edges must be the same as those in the correct execution. Because the values at time t 

are identical to the correct execution and the instruction inputs are connected to the same vertices 

in both executions, DFCV ensures that the values of the input vertices are also the same. MFCS 

ensures that, given identical register input values, the memory input and output addresses are also 

identical in both executions. Based on these addresses, MFCS and MFCV ensure that memory 

input values are identical in both executions in the same way DFCS and DFCV do for register input 

t 0=

t t 1+→
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values. As a consequence of all input values being identical, CC ensures that the values of all out-

put vertices are identical to the correct execution.

We can now show that the value of each vertex in the execution at t+1 is the same as the 

value in the correct execution. Each vertex is either connected to an instruction output or not:

Case 1: Vertex connected to instruction output. We showed above that both the value of each 

output and all edges are the same in both executions. Thus, the vertex must be connected to an out-

put in both executions and, because of DFCV and MFCV, its value must match the output’s value. 

Because the output has the same value in both executions, the vertices must also have the same 

value.

Case 2: Vertex not connected to instruction output. Because the vertex is not connected to an 

instruction, there is an implicit edge to the vertex with the same address in Pt, and because edges 

are the same in both executions, this is also the case in the correct execution. By the induction 

assumption, the vertex has the same value in both executions at timestep t and therefore (by DFCV 

or MFCV) must also have the same value in both executions at timestep t+1.

Thus, in both cases every vertex has the same value in both executions at timestep t+1.

End of Proof

Note 2 In a real implementation of a processor, each timestep corresponds to committing an 

instruction. Pt is the architected state before committing the tth instruction. As long as all checkers 

ensure the conditions for updates of architected state described above, it does not matter if they do 

not detect incorrect microarchitectural state (buffers, latches, etc.). Any non-masked error in non-

architectural state will appear as a violation of these conditions for architected state.
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Definition: Block-based checking.  In a block-based execution, register and memory vertices 

exist only for timesteps that mark the end of a block of instructions. Block-based execution can 

trivially be derived from regular execution by removing all intermediate register and memory ver-

tices and connecting their inputs transitively to the next instruction input or state vertex on a block 

boundary. The major differences between these block-based executions and regular executions are 

that there are now multiple instructions between state vertices and instruction inputs can be 

directly connected to instruction outputs. For these edges, the requirements for equal addresses and 

data of connected vertices still apply, but we further require that an input can only be connected to 

the output with the highest timestep t out of all outputs with the same address and timesteps 

smaller than the input’s timestep. This requirement must be added to the conditions for DFCS and 

MFCS.

With these modifications, we use the same inductive proof as before to show that the val-

ues assigned to all state vertices at the end of each block are the same for the correct execution and 

an execution that meets all checker conditions. CFC, DFCS, and MFCS still ensure that instruction 

specifications and input/output edges for the block are correct. In case 1, we still argue that the 

final instruction output must be correct because all inputs must be correct by recursively applying 

the argument to inputs connected to other instruction outputs. The argument in case 2 is 

unchanged. 

Appendix A.2: Proof of Argus-1

Proof: Argus checkers, except MFCS, check all conditions of ideal checkers in block-

based execution (under the assumption of error-free checking mechanisms and aliasing-free 

checksums/signatures):
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CFC. The watchdog component of CFC ensures that only a finite amount of time passes 

between executed instructions. CFC further enforces a finite bound on the number of instructions 

in a block. Thus, each block is reached and executed within finite time.

Within each block, CFC uses a signature (DCS) that describes the sequence of instruction 

specifications in that block. If any of the instruction specifications within the block do not match 

the program, the computed DCS will differ from the DCS that the program specifies for that block. 

This discrepancy will cause an error to be detected, if CFC selected the correct block DCS from 

the program (recall Note 1).

Before executing each new block, CFC selects the DCS based on the current processor 

state. The state before executing the first instruction of a basic block is known to be error-free (oth-

erwise the error would have been detected and the execution terminated). Thus, the error-free 

checker uses error-free state to decide on the next DCS to use, which must hence be the correct 

one.

DFCV. Value checking is performed by assigning a checksum (EDC) to each vertex (i.e., storage 

location). These checksums are part of the checker mechanism and therefore presumed to be error-

free. If a data propagation edge exists between two vertices, their EDCs must be identical (as EDC 

propagation is error-free). Thus, if the values of the vertices do not match, an error will be raised, 

because the (equal) EDCs cannot match the (unequal) values.

DFCS. Dataflow checking assigns an SHS to each vertex and a DCS, which contains the SHSs for 

all registers, to each block. Ideal SHSs uniquely describe the subgraph derived from recursively 

following all incoming data propagation edges to the register and state vertices at the beginning of 

the block. The DCS therefore describes all data propagation edges in the block. The static DCS 

embedded in the program describes the subgraph in the correct execution. In the correct execution, 
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all conditions of DFCS are satisfied by construction. All DFCS conditions describe edge properties 

or address assignments. Addresses are static for state vertices and checked by CFC for instructions 

and thus known to be error-free. Thus, to violate any of the conditions, at least one edge in the 

block must differ from the correct execution. But if any one edge differs from the corresponding 

edge in the correct execution, then the computed DCS, which fully describes all edges, must also 

differ from the DCS embedded in the binary and an error will be detected.

Like CFC, DFCS is dependent on picking the correct signatures. In Argus-1, this is 

assured by CFC, which chooses the signatures for both DFCS and itself.

MFCV. Same as DFCV.

MFCS. MFCS directly checks address computation and annotates each vertex with its address (by 

embedding it into the value/checksum) and will therefore detect address errors in the same way as 

data errors. However, it cannot detect absence of edges.

CC. Argus-1’s computation checkers differ slightly from each other, but in principle they all 

perform a redundant (and presumed error-free) computation of each output from the input values 

and compare it to the corresponding observed output. If the observed output does not match the 

correct function value, it will also differ from the redundantly computed output and an error will 

be detected.

End of Proof
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Appendix B: DVMC Proofs

We now prove that dynamic verification schemes that use our framework verify memory 

consistency. The proof shows that the three verification mechanisms presented in Section 3.3 ver-

ify their respective invariants (Appendix B.1:) and together ensure memory consistency (Appen-

dix B.2:). To simplify the discussions, we assume that memory is only accessed at the word 

granularity.

The following proofs rely on a property called Cache Correctness, which states that after a 

store to word w in a cache, word w in the cache contains the stored value until it is overwritten. 

This assumption is necessary to make any statements about the contents of a cache after a 

sequence of stores. It can be dynamically verified using standard techniques such as error correct-

ing codes (ECC). 

Definition 1: A cache is correct, if after a store X to word w is executed by a cache, every subse-

quent load of word w executed by the cache returns the value specified by X, until another store to

w is executed.

Cache Correctness is assumed for all storage structures, including all levels of caches, the 

VC, CET, MET, and main memory.

Appendix B.1: Checkers Satisfy Invariants

This section contains proofs that all of the three checkers verify their respective invariants.

Uniprocessor Ordering Checker Correctness. This property is guaranteed by Dynamic 

Verification of Uniprocessor Ordering in Section 3.4. For the proof we replace the intuitive 

description given previously with a formal definition.
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Definition 2: A system obeys Uniprocessor Ordering if any LD Y receives the value of the most

recent ST X to the same word w in program order (X <p Y), unless a ST from another processor

performs after X performs but before Y performs.

Proof 1: For the proof we consider two cases.

In the first case, there exists at least one store to w that precedes LD Y in program order, 

but is performed after LD Y. Let ST X be the most recent of these stores in program order. 

Because ST X allocates an entry for w in the VC when it commits, and this entry can only be freed 

when X performs, there must be an entry for w in the VC at the time Y performs. By Cache Cor-

rectness, this entry contains the value of the last committed store to w. Since stores commit in pro-

gram order, this is also the most recent store to w in program order, which is X. There can be no 

store on another processor that performs after X but before Y, as Y performs before X. Thus, Y 

receives the value of the most recent store in program order, X.

In the second case, all stores to w that precede Y in program order also performed before 

Y performs. This implies that the VC contains no entry for w and the replayed load value has to be 

obtained from the cache. If the value in the cache is from a store executed by the same processor p 

that executes Y, then by Cache Correctness it must be the value of the last store X that wrote to the 

cache. As the cache is written when a store performs, X is the last store to w performed before Y. 

When X performed, the corresponding entry in the VC must have been freed, since there are no 

uncommitted stores to w. During deallocation, Uniprocessor Ordering Verification ensures that the 

value written to the cache by X is equal to the value contained in the VC entry for w, which is the 

value of the most recent store in program order. Since they have to be identical, X is the most 

recent store in program order. If Y receives a value from a store Z performed on a different proces-

sor, then that Z must have overwritten the value written to the cache by X. By definition of per-

formed, Z must have performed after X.
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In both cases, the load receives a value from either the most recent store X to w in proces-

sor p’s program order or a store from a different processor performed after X performs.

Allowable Reordering Checker Correctness. Allowable Reordering correctness is directly 

verified as described in Section 3.5. Again we first give a formal definition of Allowable Reorder-

ing.

Definition 3: A reordering of performed operations is allowable, if for any two operations X and

Y, where X is of type OPx and Y is of type OPy, it is true that if the consistency model requires an

ordering constraint between OPx and OPy and X<pY then X performs before Y.

Proof 2: Assume the above statement is not true and Y performs before X, although X<pY and an

ordering constraint exists between OPx and OPy. 

Since X<pY and sequence numbers are assigned in program order, then seqX < seqY. 

When Y performs, the reorder checker will set max{OPy} to seqY. At the time X performs, seqX 

< seqY <= max{OPy}. This will make the reorder checker signal an error, since it expects seqX > 

max{OPy} for all OPx with an ordering constraint OPx<OPy. Therefore, if the above statement is 

not true, an error will be signalled. If the program executes without error, the statement has to be 

true.

Cache Coherence Checker Correctness. Cache coherence can be proven using the three 

rules defined in Section 3.6. These rules can be dynamically enforced as described in the same sec-

tion. The proof uses a definition of Cache Coherence from Gharachorloo et al. [9].

Definition 4: A system is coherent if all stores to the same word w are serialized in some order and

are performed in that order with respect to any processor.

Proof 3: For the proof of correctness we first construct a total order of operations and then show

that this order is observed by all processors.
128



First, label all operations accessing word w with <logical time, processor ID, perform 

sequence number>, where logical time is the begin time of the epoch in which the operation per-

forms, processor ID is the ID of the processor performing the operation, and the perform sequence 

number is the rank of the operation in the <c order. These labels are unique, since no operations 

executed on the same processor share the same sequence number. Labels can be constructed for all 

operations, since every operation has to perform within an epoch (rule 1) and processor ID and 

sequence numbers trivially exist for all operations.

The serialization of stores to w required in the definition is obtained by sorting operations 

by their labels. We refer to this order as the coherence order for w. To show that all processors 

observe the stores to perform in that order, consider any two stores X and Y to the same word.

If X and Y share the same logical time, then they must also share the same processor ID, 

since by Rule 1 stores can only perform in Read-Write epochs and Read-Write epochs do not over-

lap (Rule 2). The CPU executing the stores observes them performing in program order, which is 

verified by the Uniprocessor Ordering checker. Any other processor can only observe the stores in 

a later epoch, since a load must be contained in an epoch (Rule 1), which can not overlap the epoch 

during which the store is performed (Rule 2). The data observed by the processor performing the 

load is the data in the cache at the end of the Read-Write epoch containing the stores (Rule 3). By 

Cache Correctness, the cache contains the value of the later store performed, which is also the later 

store in program order. Since X and Y share the logical timestamp and processor ID, they appear 

in the coherence order in program order. As all processors observe the operations in this order, 

operations perform in coherence order with respect to all processors.

If X and Y have different logical time labels, then all processors necessarily observe the 

same order, since the stores are contained in different epochs and epochs are globally ordered. As 

the logical timestamps are different, they determine the order in which X and Y appear in coher-
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ence order. All processors observe the operation with the smaller logical timestamp to perform 

first, thus the operations perform in coherence order with respect to all processors.

Appendix B.2: Invariants Satisfy Memory Consistency

A system which dynamically verifies all three invariants will obey the consistency model 

specified in the ordering table. This is true independent of the mechanism used to verify each char-

acteristic. Thus it is possible to replace any number of the proposed mechanisms with others that 

might be more appropriate for a given system.

Definition 5: An execution is consistent with respect to a consistency model with a given ordering

table if there exists a global order <m such that

• for X and Y of type OPx and OPy, it is true that if X <p Y and there exists an ordering con-

straint between OPx and OPy, then X <m Y and

• a load Y receives the value from the most recent of all stores that precede Y in either the global 

order <m or the program order <p.

As with coherence, we will prove consistency by first constructing an order <m and by 

then showing that it has the required properties. To construct the global order, operations are 

labeled with <logical time, processor ID, perform sequence number>. The perform sequence 

number is the rank of the operation in the sequence of all operations performed by a given proces-

sor. The labels are unique and a label can be constructed for every operation.

We use Allowable Reordering Correctness (Section ) to show the first property. All X and 

Y with X <p Y must be performed by the same processor, otherwise there is no <p relation between 

them. From reordering correctness we know that X performs before Y and therefore X has a lower 

perform sequence number then Y. As X performs before Y, it must also have a lower or equal log-
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ical time so as to not violate causality. As the processor IDs for both operations are equal, all com-

ponents of the label of X are less than or equal to the respective components of Y’s label, which 

implies X<mY.

To obtain the value returned from load Y, we consider two cases. First, if there exists a 

store that precedes Y in program order, but not in perform order, then both Y and the store must be 

from the same processor, otherwise there is no <p relation between them. By Uniprocessor Order-

ing Correctness (Section ), Y receives the value from the most recent such store X. Since Y per-

forms before X, no store from another processor can perform after X but before Y. Therefore X is 

the most recent of stores preceding Y in either <m or <p. Second, if no store exists that precedes Y 

in program order but not in perform order, then only stores that perform before Y have to be con-

sidered. The order of this sequence of stores is the same as the serialized sequence of stores to w 

used to show Cache Coherence Correctness. Coherence verification (Section ) ensures that all 

processors observe these stores to perform in the same order. Thus for any processor, Y receives 

the value of the most recent of these stores in coherence order for w. This is also the most recent 

store to w in <m, because both orders use identical labels and all stores to w are contained in both 

<m and the coherence order for w.

Thus for both cases Y receives the value of the most recent store that precedes Y in either 

<m or <p.
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