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Abstract

Most high-throughput biological data are inherently heterogeneous, providing information

at the various levels at which organisms integrate inputs to arrive at an observable pheno-

type. Approaches are needed to not only analyze such heterogeneous data, but also model

their complex experimental observation procedures.

We first present a graphical model approach for learning dynamic cell cycle regula-

tory networks. Our algorithm combines evidence from gene expression data through a

likelihood term and protein-DNA binding data through an informative structure prior.

We next demonstrate how analysis of cell cycle measurements from a synchronized

population of cells are obstructed by synchrony loss. We introduce a probabilistic model,

CLOCCS, capable of characterizing multiple sources of asynchrony in synchronized cell

populations. Using CLOCCS, we formulate a convex optimization deconvolution procedure

that recovers single cell estimates from observed population-level measurements. Our al-

gorithm offers a solution for monitoring individual cells rather than a population of cells

losing synchrony over time. Using our deconvolution algorithm, we provide a global high

resolution view of cell cycle gene expression in budding yeast, beginning from the cell

cycle of an initial cell, to right across the newly created mother and daughter cell.

Understanding any cellular process is incomplete without knowledge of the activity of

proteins and protein complexes. We introduce PROCTOR, a statistical approach capable of

learning the hidden interaction topology of protein complexes from direct protein-protein

interaction data and indirect co-complexed protein interaction data. Using PROCTOR, we

provide a global view of the physical interactome in budding yeast.

We conclude by demonstrating how our algorithms, utilizing information from hetero-

geneous biological data, can provide a dynamic view of regulatory control in the budding

yeast cell cycle.
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outperforms methods that transform AP-MS assays using a spoke or clique
model. The inset figure shows precision and recall values for publicly
available Y2H and AP-MS datasets. The numbers in square brackets are
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6.5 On the left, we show how the precision-recall curve moves as we remove
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portance score thresholds; interactions involving two unimportant domains
are given zero probability. On the right, we show how the precision-recall
curve moves as we remove interactions that do not occur between two im-
portant domains, for varying importance score thresholds; interactions not
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6.6 a) Predicted complex topology of the Arp2/3 complex (PDBid: 1k8k).
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6.7 Hierarchical clustering of the DDI and PPI matrices predicted by PROCTOR

reveals how proteins interact via their domains to form protein complexes.
Domain families cluster together, as seen with the RNA polymerase and
Arp2/3 domain families. Proteins cluster according to the complexes in
which they participate, as seen with the RNA polymerases I, II, and III
and the ARp2/3 complex. The RNA polymerases RNAPI, RNAPII, and
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includes general transcription factors like Tfg1, Tfg2, and Taf14 required
for accurate transcription initiation by RNAPII (Hampsey, 1998). Arc35,
Arc18, Arc19, Arc15, and Arc40 have all been identified as members of
the Arp2/3 complex (Boldogh et al., 2001; Goode and Rodal, 2001). Arp5
and Arp8 have been identified as members of the INO80 complex (Shen
et al., 2003) and these proteins cluster with the IES1-6 (INO Eighty Sub-
unit) proteins. Rvb1 and Rvb2 have also been shown to recruit Arp5 to
assemble INO80 (Jonsson et al., 2004). Similarly, proteins belonging to
the DASH complex cluster together as well as a group of proteins involved
in beta glucan synthesis and transcriptional activation. . . . . . . . . . . 162

6.8 Complex topologies of known complexes identified by MIPS (Mewes et al.,
2002) using literature text mining. Each complex is color coded using a
common GO-SLIM term. Observe that not all complexes have topologies
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7.1 A partial regulatory network of the cell cycle containing a total of 55 genes
and 16 transcription factors learned using PROCTOR, deconvolved gene ex-
pression data, and ChIP-chip data. Protein-DNA interactions are depicted
as solid, directed blue edges, and protein-protein interactions are depicted
as solid, undirected green edges. In all, the network has 58 protein-DNA
interactions and 94 protein-protein interactions. Each gene is ordered us-
ing the peak expression time of its corresponding deconvolved estimate.
The time axis (vertical axis) is not drawn to scale to avoid clutter. . . . . 170

xxiv



7.2 A partial regulatory network of the cell cycle containing a total of 29 genes
and 14 transcription factors learned using PROCTOR, deconvolved gene ex-
pression data, and ChIP-chip data. This figure is drawn using a subset of
the genes in Figure 7.1. Protein-DNA interactions are depicted as solid,
directed blue edges, and protein-protein interactions are depicted as solid,
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and 15 transcription factors learned using PROCTOR, deconvolved gene ex-
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thank my fianceé Shipra. She has always been my rock of support, especially at those mo-

ments of pure frustration that only a doctoral student can experience. Without her comfort

during my periods of doctoral depression, I may have taken an alternative and easier route.

She has always been there for me, offering her encouragement and support. Her presence

has had a calming effect on me, an attribute especially required for the hyperactive and

excitable person that I am.

xxxii



Chapter 1

Introduction

The 20th century saw tremendous progress for human beings and human society as a

whole. From theoretical foundations, like the general theory of relativity and quantum

physics, to technological inventions, like the integrated circuit, modern day computers, and

the internet. These inventions and discoveries have had, directly or indirectly, a tremendous

impact on modern day society. One of the many path breaking events of the last century

happened on February 28th, 1953, when two young scientists James Watson and Francis

Crick announced “We have found the secret of life” (Watson and Crick, 1953). They had

discovered the double helix structure of DNA (deoxyribonucleic acid). From those begin-

nings, molecular biology has come a long way, culminating in the sequencing of the human

genome at the advent of the 21st century (Lander et al., 2001; Venter et al., 2001). Many

think this century will be one of tremendous change in biology and medicine — one of the

few frontiers we know very little about. Hopefully, we will improve our understanding of

how all living organisms function. This knowledge will obviously play a crucial role in

human health but could also have a transformative effect on 21st century human society,

the same way computing technology had a transformative effect on 20th century society.

Advances in studying molecular biology have been aided in large part by tremendous tech-

nological advances in studying the fundamental unit of life –cells– permitting biologists to

experimentally monitor the various actors in a cell, from genes to gene products like RNA

(ribonucleic acid) and protein. Historically, genes and gene products had been studied

in isolation as opposed to in the larger context of their relationship with other genes and

gene products. Over the last decade, however, technological advances have allowed for a

dramatic shift in this approach. Numerous high-throughput methods have been developed
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enabling researchers to measure various biomolecular phenomena on a genome-wide scale.

The flood of high-throughput technologies has not only permitted observing cells using a

more global systems approach but has also resulted in an explosion of diverse biological

data. As a result, we have seen the rapid development of many kinds of ‘omics’, from

genomics to transcriptomics to proteomics. The advent of all the ‘omic’ approaches has

introduced two new paradigms in biology (Hocquette, 2005). First, genome wide high-

throughput data have provided scientists a global systems view of biology, requiring a

more multi-disciplinary approach to analysis with expert inputs from biologists, chemists,

engineers, statisticians, and computer scientists. Second, a direct consequence of the rapid

generation of huge quantities of data has been the need to analyze this data using a more

holistic approach. This has led to the development of functional genomics, where the

central objective is to understand the functioning of complex biological processes and the

roles of various actors in a cell. This objective has been the driving force behind the work

presented in this dissertation.

In this chapter, we will first provide some brief biological background required for un-

derstanding this work. We will also provide an abstraction to understand the biology we

study. Finally, we shall end with a description on the philosophy behind our approach to

comprehend how complex biological systems function.

1.1 A Primer On How Biological Systems Function

All biological organisms are made of cells, the fundamental unit of life. The nuclei of all

cells contain a large DNA molecule consisting of two strands that wrap around each other

resembling a twisted ladder – the double helix. Genes are regions of DNA that control

discrete hereditary characteristics, and hence, the DNA molecule is the carrier of genetic

information for making living organisms. Alternatively, a gene defined as a nucleotide

sequence in a DNA molecule that act as a functional unit for producing an RNA molecule
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which in turn acts as a functional unit for encoding one or more proteins. Proteins are large

macromolecules made up of one or more chains of amino acids. The process of protein

synthesis from DNA involves the following two steps:

1. Transcription: The process by which the enzyme RNA polymerase ‘expresses’ a

gene, copying the strand of DNA encompassing the gene into a complementary RNA

sequence, the messenger RNA (mRNA). A gene may be transcribed into other types

of RNA molecules, however, for the purpose of this dissertation the terms transcrip-

tion and gene expression always refer to production of an mRNA molecule.

2. Translation: The process by which a macromolecular machine, the ribosome, syn-

thesizes amino acid from the sequence of nucleotides in an mRNA molecule to form

a protein. The shape of a newly synthesized protein is determined by its amino acid

sequence.

The two steps, transcription and translation, embody the central dogma of molecular bi-

ology that information flows from DNA through RNA to protein. Thus, the genome of a

cell contains in its genetic DNA information to make many thousands of different RNA

molecules and in turn protein molecules.

A cell typically expresses only a fraction of its genes. The expression of different sets

of genes is responsible for the distinct cell types in multicellular organisms. Even within

the same cell, we see changes in the pattern of genes expressed in response to changes in

environmental conditions. There may be many steps in expressing a gene, such as tran-

scriptional control, RNA processing control, RNA transport control, translational control,

mRNA degradation control, and protein activity control. However, for most genes, regula-

tion is largely determined by the initiation of RNA transcription. The transcription of each

gene is controlled by a regulatory region of DNA, the promoter region, near the site where

transcription begins. Gene regulatory proteins recognize specific short sequences of DNA

3



along the promoter region called motifs and bind to them, thereby determining which of the

thousands of genes in a cell will be transcribed. In eucaryotes, the process of transcription

initiation involves the assembly of numerous regulatory proteins called transcription fac-

tors that bind to different sets of motifs organized in a series of regulatory modules strung

along the promoter region. In doing so, transcription factors control the activation (positive

control) or repression (negative control) of gene expression.

Although transcription factors may control the transcription rate individually, most act as

part of a protein complex composed of several proteins. Protein complexes are assembled

by the interaction of their constituent proteins with each other. The most common way

for proteins to interact is by the precise matching of one rigid protein surface with the

protein surface of another protein. Such surface-surface interactions are extremely specific,

allowing one protein to select a specific partner from thousands of possible proteins in

a cell. To understand how these interactions are facilitated, we need to understand the

structure of a protein. Although protein structure is largely determined by the folding of its

polypeptide chain to form a unique three-dimensional structure, several structural patterns

called β sheets or α helices recur repeatedly in parts of these macromolecules. The basic

structural unit of a protein is a domain, largely composed of a set of such β sheets or

α helices. As there are a limited number of ways in which these β sheets or α helices

can be combined, certain combinations of these elements, called proteins motifs, occur

repeatedly in the core of many proteins. These basic structural units of protein domains

or protein motifs are responsible for facilitating protein-protein interactions with a high

degree of specificity, resulting in the formation of protein complexes.

The assembly and binding of gene regulatory proteins and/or complexes of these regulatory

proteins upstream of a gene facilitate the regulation of transcription of that gene, eventually

resulting in the translation of mRNA to a corresponding protein, as shown in Figure 1.1.

Although transcription, and hence transcription factors, play an important role in control-

4



Figure 1.1: Transcription is regulated by the assembly and binding of transcription factors
and their complexes upstream of a gene resulting in production of mRNA by a process
called transcription (left) which in turn is converted to protein by a process called transla-
tion (right). In the figure proteins A, B, C, D, E, and F are transcription factors regulation
gene G. Transcription factors A, B, C, and D form a protein complex.

ling gene expression, they are by no means the only regulators involved in controlling the

diverse functions performed by a cell. Even before transcription can occur, the structure of

the DNA molecule itself needs to be regulated to permit specific regions in the DNA to be

accessible to transcription factors for binding. All this additional work is required because

the DNA molecule is densely packed and bound to chromatin material consisting of an

equal mass of proteins called histones, forming a repeating array of DNA-protein particles

called nucleosomes. Even after transcription has occurred, there exist mechanisms known

to regulate the editing and transport of the mRNA molecule to the ribosome, thereby con-

trolling whether or not the mRNA will be translated into its protein product. In addition,

the amount of particular mRNA in a cell is not only regulated by its creation (transcription)

but also by its degradation. Finally, we could have additional layers of regulation after the

protein is translated via post-translational modifications that alter the structure of the pro-

tein and determine its activity. Thus, there are many steps in the path leading from DNA

to protein, and in principle, all of them can be regulated. However, these mechanisms are

beyond the scope of this dissertation and the interested reader can refer to textbooks on

molecular biology for further details (Alberts et al., 2002).
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Figure 1.2: Domains represent the building blocks of proteins.
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Figure 1.3: Proteins can be represented as sets of domains.

The focus of this dissertation is on the important role of transcriptional control in gene

regulation, right from understanding how transcription factors are assembled into protein

complexes to understanding how the binding of these regulators upstream of genes initiate

transcription. In many cases, gene regulatory proteins are themselves regulated by other

regulatory proteins. In this way, complex biological processes and functions are controlled

by a cascade of regulatory events. Together, these regulatory events form a complex reg-

ulatory pathway involving transcription factors that control the activation or repression of

target genes, which themselves may act as regulatory proteins for other sets of target genes.

These signaling pathways control almost every aspect of cell life, including cell cycle pro-

gression, cell differentiation, cell-cell communication, cell development, and the response

of organisms to their environment (Alberts et al., 2002). Our understanding of how biolog-

ical systems function can be dramatically improved if we understand how regulatory path-

ways work, which in turn requires a thorough understanding of how genes are regulated.

Our focus is on improving this understanding within the somewhat limited framework of

transcriptional control in gene regulation. We now provide an abstract modular view of

regulation from the perspective of this dissertation.
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Figure 1.4: Some proteins can be inactive as is the case with P2.

1.1.1 An abstract model for gene regulation

We now describe a regulation unit— a simplified model for gene regulation that focuses

solely on the actors involved in transcriptional control. The regulation unit is assumed to

operate in some arbitrary organism O. A regulation unit consists of entities representing

genes and gene products, as well as the interactions between these entities. Entities can be

of two types: fundamental or composite. A composite entity is constructed from a group

of fundamental entities.

We now define the entities that are present in a regulation unit. The fundamental entity,

domain, models the building block of all proteins. The definition of a domain can vary

depending on the situation as well as the field of study (Ponting and Russell, 2002). For

our purposes, we treat a domain as that part of the protein surface that facilitates a specific

interaction with other proteins or possibly DNA motifs. A protein’s domain can interact

with domains of other proteins having complementary shape. This is analogous to the way

a key fits into a lock to form a cohesive unit. We assume O has a fixed set of such domains.

In reality, as proteins across different organisms may be related through evolution, the

domains of related proteins share a large degree of sequence and functional similarity.

Thus, the set of domains across closely related species share a large degree of overlap.

Domains for O are shown in Figure 1.2. The fundamental entity, protein, is defined as

a collection of a set of domains. The proteins for O are shown in Figure 1.3. Every

protein Pi has associated with it a corresponding fundamental entity, gene Gi. Genes

are well-defined regulatory regions on O′s DNA sequence. Regions upstream of these

regulatory regions are called promoter regions. The fundamental entity motif represents a
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Figure 1.5: Proteins can be activated/inactivated by a protein-protein interaction signal:
Protein activation/inactivation interaction. Protein P1 interacts with inactive protein P2

via a domain-domain interaction between domains D3 and D6 resulting in active protein
P2.
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Figure 1.6: Complexes are formed by one or more proteins interacting with each other via
their respective domains: Complex formation interaction. Complex C23 is formed by the
domain-domain interactions between domain D3 of protein P2 with domains D4 and D5
of protein P3.

well-defined fixed site on a promoter region that is a small sequence of DNA recognized

and bound to by gene regulatory proteins, thereby controlling gene regulation. Every gene

Gi on being regulated gets transcribed to produce the corresponding mRNA, which in turn

gets translated to produce a corresponding protein Pi. Proteins may be active or inactive

as shown in Figure 1.4. We finally define our only composite entity, a protein complex, as

a collection of a set of proteins.

Having described the entities in our system, we can now define a fixed set of interac-

tions that can occur between these entities. All such interactions involve at least one

protein. Proteins always interact via one or more of their domains. A protein-protein

activation/inactivation interaction involves an interaction between an active protein Pi and

an inactive or active protein Pj , resulting in protein Pj becoming active or inactive, re-

spectively, as shown in Figure 1.5. The next interaction we define is a complex formation

interaction which involves the interaction of one or more proteins via their respective do-

mains to form a complex, as shown in Figure 1.6. Note, both protein-protein and complex

formation interactions by definition require the existence of domain-domain interactions.

The final interaction we define is a protein-DNA binding interaction which involves the

binding of proteins or complexes via their domains to the motifs on the promoter region of
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Figure 1.7: Proteins and complexes can bind in the promoter region of a gene: Pro-
tein-DNA binding interaction. Complex C23 binds upstream of gene G5 at locations repre-
sented by motifs GTTC and AATGA. Similarly protein P4 binds upstream of gene G5 at
locations represented by motifs GGTT and AG.

���������
���������

���������
���������

���������
���������

���������
���������
�����������������������������������

�����������������������������������

������������������
��������������	�	�	�	�		�	�	�	�	

�
�
�

�
�
�


������������������������������

������������������������������
������������

������������������������������
��������������
����������������������������
��������������

������������������������������

������������������������������
GTTC AATGA GGTT AG ������

���

������
���

������������������������������

������������������������������

�������������������������
�������������������������

�������������������������
���������
������

�����������������������������������
�����������������������������������

�������������������������
 � �  � �  � �  � �  � � 

!�!�!!�!�!!�!�!!�!�!!�!�!
"�"�""�"�""�"�""�"�""�"�"

#�##�##�#
#�##�#
$�$$�$$�$
$�$$�$

%�%�%�%%�%�%�%%�%�%�%%�%�%�%%�%�%�%
&�&�&�&&�&�&�&&�&�&�&&�&�&�&&�&�&�&
'�''�''�'
'�''�'
(�((�((�(
(�((�(

)�)�)�))�)�)�))�)�)�))�)�)�))�)�)�)
*�*�**�*�**�*�**�*�**�*�*

+�++�++�+
+�++�+
,�,,�,,�,
,�,,�,

-�-�--�-�--�-�--�-�--�-�-
.�.�..�.�..�.�..�.�..�.�.

/�/�//�/�//�/�//�/�//�/�/
0�0�00�0�00�0�00�0�00�0�0

1�11�11�1
1�11�1
2�22�22�2
2�22�2
3�3�33�3�33�3�33�3�33�3�3
4�4�44�4�44�4�44�4�44�4�4
5�5�5�55�5�5�5
6�6�6�66�6�6�67�7�7�77�7�7�7
8�8�8�88�8�8�8

9�99�99�9
9�99�9
:�::�::�:
:�::�:
;�;�;;�;�;;�;�;;�;�;;�;�;
<�<�<<�<�<<�<�<<�<�<<�<�<

=�=�=�==�=�=�=
>�>�>�>>�>�>�>?�?�?�??�?�?�?
@�@�@�@@�@�@�@

P4C23

P5

G5

P1 P2(inactive) P2(active) P1 C23P2 P3

O,Ec

Figure 1.8: A regulation unit for the regulation of gene G5 under some context Ec and for
an organism O. This regulation process results in the production of protein P5.

a gene, as shown in Figure 1.7.

The entities (domains, proteins, complexes, motifs, and genes) along with the interactions

(domain-domain, protein-protein, complex formation, and protein-DNA binding) together

form a unit. This unit represents a simplified view of the control exercised in regulating

any gene Gi, thereby leading to the formation of the corresponding protein Pi. We finally

note that every regulation unit is defined under some context Ec. Context refers to the

environmental conditions under which a gene is regulated. As we can define environmental

conditions at different levels of granularity, contexts are not precise but user-defined. For
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example for a dynamic process like the mitotic cell cycle we could define a regulation unit

for a gene Gi under the broader context of the entire cell cycle or under the specific context

of one phase of the cell cycle. Similarly we could define a regulation unit for the same gene

Gi under the broader context of all environmental stress conditions or under the specific

context of heat shock. An example of a regulation unit is shown in Figure 1.8. Regulation

units of control exist for most genes including regulatory proteins. In this way, a series

of regulation units form a complex regulatory network responsible for controlling most

cellular functions.

1.2 Observing And Experimentally Measuring Regulatory
Signals

The study of regulatory pathways and gene regulation has historically been painstakingly

slow — one gene or gene product was studied at a time, in isolation. Given the num-

ber of possible cell types, as well as the different environmental conditions cells operate

in, the task of understanding complex regulatory pathways seemed infeasible. The so-

lution to this problem arrived with rapid changes in technology, enabling experiments to

be carried out on a more global scale. In large part, this was heralded by the ability to

easily sequence the genomes of many organisms. With the sequencing of genomes for

many different organisms came near-comprehensive catalogs of genes and their regulatory

regions. This in turn has precipitated the development of numerous new technologies al-

lowing for more global approaches to study gene regulation, and a better understanding

of how signaling components function within regulatory pathways. We briefly provide

an overview of some of the genomic and proteomic approaches for measuring regulatory

events globally. This overview is by no means meant to be comprehensive. For a broader

overview on the plethora of available high-throughput biological data, see the following

review (Zhu et al., 2002). We note that many measurement technologies have been de-
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Figure 1.9: Some of the steps involved in carrying out a two sample cDNA hybridiza-
tion experiment on a microarray to detect global gene expression levels under a particular
environmental condition.

veloped for probing different attributes of the cell at a genome-wide scale, most of which

can be useful for the study of gene regulation. Here, we only cover those technologies

used throughout this dissertation and provide references offering further details about them

when required. Although high-throughput technologies have been developed for a number

of different organisms, most of the data used in this dissertation are for the model organism

S. cerevisiae (commonly referred to as budding yeast) and so we only provide references

on high-throughput studies for budding yeast.

1.2.1 Global measurements of gene expression

By far, the most pervasive and popular technology is the use of DNA arrays to analyze

global gene expression (Zhu et al., 2002). These arrays are based on the principle of

DNA hybridization, the process by which a DNA strand binds to its unique complemen-

tary strand with a high degree of specificity. A set of known sequence probes are fixed on

the surface of a chip to form the array and then allowed to interact with a set of fluores-

cently tagged target sequences. After hybridization, the fluorescently lit spots on the array

indicate the identity of the targets, while the intensity of the fluorescence signal correlates

with the quantity of each target. Array technologies are able to analyze all transcripts si-

multaneously, thus providing a detailed molecular phenotype and genome-scale view of
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gene expression, as shown in Figure 1.9.

There are several types of array technologies, from the more ’in-house’ built microarrays

using complementary DNA (cDNA) strands to the commercially manufactured oligonu-

cleotide arrays like those of Affymetrix (Lockhart et al., 1996). The different array tech-

nologies differ not only in what is printed on the chips but also in the protocols employed in

using them. An important distinction between most oligonucleotide arrays (Lockhart et al.,

1996; Wodicka et al., 1997) and microarrays (DeRisi et al., 1998, 1997) is the method used

to report the observed measurements. For a a variety of technological reasons (Hartemink,

2001), most microarrays use a two-sample measurement approach where two samples,

each labeled with a different fluorophor, are bound to the array at the same time. In this

setting, only relative intensities between the two samples are meaningful, and so the mea-

surements reported are usually a ratio of the observed measurements of the two samples.

On the other hand, oligonucleotide arrays, like those of Affymetrix, are able to use a single

sample, and hence, reported measurements are absolute levels of expression. The use of

two samples usually leads to noisier measurements as cross-talk can occur between the two

samples but at the same time can be more cost effective as we do not need to perform two

separate single sample hybridization experiments to compare global expression across two

conditions.

One common aspect with all expression array technologies are the statistical challenges

involved in extracting information from the raw array measurements. A number of algo-

rithms have been developed to handle many of these issues, ranging from subtraction of

background noise to normalization of the data, which is especially important when com-

paring information across multiple array experiments (Li and Wong, 2001; Hubbell et al.,

2002; Irizarry et al., 2003). The resultant quantitative estimate of expression level for a

particular gene in an array experiment is hence a statistic related to the true expression

level of that gene under the conditions in which the experiment was conducted.
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Figure 1.10: Wet-lab workflow for a ChIP-chip experiment to detect protein-DNA inter-
actions (courtesy Thomas Hentrich).

Different experimental setups are used to compare global expression profiles, each giving

different information and requiring specific analysis procedures. In a genetic perturba-

tion experiment, expression is compared between a knock-out strain and its wild-type,

while in an environmental perturbation experiment, expression is monitored after applying

an environmental trigger (for example, growth under stress conditions). Static experi-

ments measure gene expression after the cell has adapted to its new environment, while

dynamic experiments profile the changes in expression level during cellular adaptation.

Global gene expression profiles have been collected under various perturbations, like mu-

tations (Hughes et al., 2000) or heat shock (Gasch et al., 2000), as well as to monitor

dynamic expression changes, like across the cell cycle (Spellman et al., 1998). Measure-

ments are usually reported as a matrix that associates an expression level with each gene

(row) and each array experiment (column).
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1.2.2 Global measurements of protein-DNA interactions

Recently, technologies have been developed that allow the comprehensive identification

of the targets of transcription factors. Data generated by these technologies are broadly

referred to as transcription factor binding location data. The most common of these tech-

nologies is the Chromatin ImmunoPrecipitation chip (ChIP-chip) experiment (Ren et al.,

2000; Lee et al., 2002; Harbison et al., 2004). In this experiment, proteins are cross-linked

with the DNA site it binds to in vivo. Cells are lysed and the DNA is sheared, result-

ing in double-stranded chunks of DNA fragments. The resulting solution will contain the

protein-DNA complexes that were crosslinked. These complexes consisting of the tran-

scription factor along with its associated DNA are immunoprecipitated using an antibody

specific to the protein of interest. The bound DNA fragments are then reverse cross-linked,

amplified, and fluorescently labeled with a tag. The DNA fragments are then hybridized

to an array containing all the regulatory regions of the entire genome. In this way, we

can identify all the protein-DNA interactions (bound targets for a particular protein) in a

single experiment, thereby providing a global view of how a particular protein regulates a

target set of genes, as shown in Figure 1.10. Although the ChIP-chip technology allows

the determination of the entire spectrum of in vivo DNA binding sites for any given pro-

tein, experiments are usually carried out on transcription factors as they are the proteins

responsible for regulating gene expression.

The analysis and information extraction process from the raw array measurements often

remains the most challenging part for ChIP-chip experiments. As is the case with expres-

sion arrays, difficulties arise at a number of places, ranging from the initial chip read-out

to suitable methods to subtract background noise and finally to appropriate algorithms that

normalize the data. To achieve a sufficient degree of confidence in the reported measure-

ments, most experiments are usually repeated at least three times, and a statistical nor-

malization procedure is then used to provide a confidence estimate of the corresponding

14



Figure 1.11: An Yeast two-hybrid (Y2H) experiment (left) detects a direct physical pro-
tein-protein interaction when a bait protein fixed with a DNA-binding domain (BD) and a
prey protein fixed with an activation domain (AD) interact to cause activation of a reporter
gene. On the other hand, an affinity purification-mass spectrometry (AP-MS) experiment
(right) detects a set of prey proteins that co-complex with a given bait protein.

protein-DNA interaction (Ren et al., 2000). A p-value is used to represent the estimated

confidence of the corresponding protein-DNA interaction.

1.2.3 Global measurements of protein-protein interactions

Over the last few decades, researchers discovered that the DNA-binding domain (BD) and

the transcription activation domain (AD) of many proteins are functionally and physically

separable. The BD is known to localize proteins to specific DNA sequences within the

genome, whereas the AD contacts the transcription machinery to activate gene transcrip-

tion. It has been shown that transcriptional activation can only occur if the two domains

are physically linked to one another. These discoveries have been the inspiration behind

the development of a whole range of technologies developed to detect protein-protein in-

teractions. We briefly discuss one variation called the yeast two-hybrid system (for further

details on variations to this approach see the following review (Causier, 2004)). To detect

an interaction between two proteins, one protein (called the bait) is fused to a DNA-binding

domain, and the other protein (called the prey) is fused to a transcription activation domain.
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This construction implies that the BD and AD are physically linked to one another if and

only if the bait and prey protein physically interact with each other, reconstituting a func-

tional transcription factor. By construction, the BD of this transcription factor binds to an

upstream specific activation sequence of some reporter gene whose transcription is then

activated due to the presence of an AD. Thus, evidence of transcription of some reporter

gene provides positive evidence of a physical interaction between the bait and prey protein,

as shown in Figure 1.11.

One of the most powerful aspects of the yeast two-hybrid system (Y2H) is the ability to

screen prey-expression libraries for proteins that interact with a particular bait protein.

Such libraries have the potential to detect protein-protein interactions on a global scale

providing us with a systematic view of an organism’s proteome. Recently, systematic two-

hybrid systems have been undertaken to analyze protein-protein interactions at a global

level in the yeast S. cerevisiae (Uetz et al., 2000; Ito et al., 2001). Measurements of global

yeast two-hybrid screens are reported as lists of binary interactions indicating whether the

bait and prey proteins physically interact with each other.

1.2.4 Global measurements of complex formation interactions

Over the last few years, approaches have been developed for analyzing protein complexes

in yeast (Gavin et al., 2002; Ho et al., 2002; Krogan et al., 2004). All these approaches usu-

ally involve two steps – an affinity purification (AP) step followed by a mass spectrometry

(MS) step, and so this method is commonly called affinity purification-mass spectrometry

(AP-MS). The AP-MS approach requires preparations of naturally occuring pure com-

plexes. To obtain pure complexes, bait proteins are generated carrying a particular affinity

tag, the most commonly used tag being the tandem affinity purification (TAP) tag. The

tagged proteins (baits) are then expressed in yeast and allowed to form naturally occuring

physiological complexes. The complexes can then be affinity purified once or multiple
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times using the appropriate tag. The complex components are then resolved using gel elec-

trophoresis. Finally, the resolved proteins are excised from the gel and can be identified

using some MS method, like Matrix assisted laser desorption/ionization-time of flight mass

spectrometry (MALDI-TOF MS) or liquid chromatography-mass spectrometry (LC-MS).

For a more detailed discussion on the collection of AP-MS data, the various affinity tags

used, and the variety of mass spectrometry approaches for identifying peptides, see the

following review (Bauer, 2003).

In 2006, two separate studies tagged over 2000 yeast proteins (Gavin et al., 2006; Krogan

et al., 2006), providing a detailed view of how complexes are formed by the interactions of

their constituent proteins. Measurements of AP-MS assays are reported as lists of proteins,

just as in Y2H assays: the big difference here is that instead of lists of binary interactions

between a single prey and a single bait, we get lists of prey proteins associated with a single

bait protein, all of which somehow co-complex together, as shown in Figure 1.11.

1.3 The Philosophy Behind Our Approach

Even within our simple abstraction of gene regulation largely dominated by transcriptional

control, understanding and observing how genes are regulated is a difficult task. From the

assembly of complexes to the binding of transcription factors or their complexes upstream

of a gene to the expression of a gene to produce mRNA, this simplified model of gene

regulation involves a number of distinctive steps.

As we have seen, experimental observations can be conducted on a global scale at all the

different steps of regulation. When we measure the expression of a gene, we are measuring

changes in regulation of that gene in performing complex coordinated tasks and/or adapting

to changes in the environment. When using expression arrays we usually know the pertur-

bations or environmental conditions responsible for changes in measured expression, and

hence, can deduce what genes are involved in adapting to these changes. However, we
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do not know what signaling events are responsible for these changes. In such cases, data

like ChIP-chip data could be quite useful and provide evidence about the possible regula-

tors for a set of expressed genes. Like gene expression data, ChIP-chip data are condition

dependent: some interactions between a regulator and its target genes only occur in very

specific conditions. However, as it requires a separate set of microarray experiments per

tested regulator and per tested condition, such data are tedious to generate. So invariably

we do not have a separate ChIP-chip compendium available for each condition and for each

transcription factor. Similarly, although expression array technologies have proved to be

very powerful in analyzing protein function and pathways, gene function is manifested by

the activity of its protein product. Therefore, analysis of proteins will be more informative

for dissecting protein function and pathways. Here, we could use proteomic data like Y2H

assays and AP-MS assays to understand how transcription factors are assembled upstream

of a gene to control its rate of transcription. Once again, such information is condition spe-

cific, and we usually do not have this information with large scale proteomic assays. Thus,

to improve our understanding of gene regulation, we need to not only measure the various

steps of regulation but also effectively combine information from the large heterogeneous

measurements generated.

All the technologies we have talked about are capable of producing large amounts of data,

usually on a genome-wide scale. Although such high-dimensional data permit global anal-

yses, they have a number of limitations. High-throughput experiments are expensive and

financial constraints limit the number of samples we can collect or the number of repeated

experiments that can be performed. Furthermore, due to biological variation and the multi-

step protocols used by most of these technologies, the data are inherently noisy. Expression

array experiments are known to fluctuate significantly, even between repeated experiments.

ChIP-chip experiments suffer from similar problems. Proteomic assays are even worse and

are known to have extremely high false negative rates, almost 85% for Y2H assays and 50%
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for AP-MS assays (Edwards et al., 2002; von Mering et al., 2002).

The size and heterogeneous nature of biological data require the use of computational and

statistical approaches to analyze the data. Traditional approaches at data analysis have fol-

lowed a more procedural approach, analyzing information from one source of data to the

next. Such procedural approaches are totally decoupled from one step to the next and hence

do not lead to optimal results. More importantly, mistakes in one step percolate to the next

step, and so we need to be conservative with results from such analyses. Despite their

shortcomings, procedural approaches are still the most commonly used method in analyz-

ing biological data. Procedural methods work best when we are interested in just finding an

extremely small subset of possible solutions and are not interested in a more global analy-

sis of the biological system as a whole. Hence, there exists a compelling reason to take the

systemic view of biology into account and integrate evidence from available heterogeneous

data, in a manner analogous to the true nature of the underlying biological process (Reif

et al., 2004). Such analyses will still be prone to error, but, if performed carefully, will

reduce error and provide a more global systems view of the underlying biological process.

Ideally, systemic approaches should be able to simultaneously utilize information from all

available heterogeneous biological data, be capable of analyzing data genome-wide or pro-

teome wide, and finally, be able to understand how the data was generated to account for

measurement variation.

One class of systemic approaches can be categorized as model-based approaches. Here,

a statistical model of the underlying biological process that generates the observed data

is constructed, and inferences are made based on this model. Unlike the procedural ap-

proach, model-based approaches can provide optimal solutions within the framework of

their assumptions, are able to simultaneously incorporate information from different types

of data, and provide a more global analysis of the underlying biological process. An impor-

tant property of the model-based approach is its ability to handle uncertainty in a principled
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way which is useful when dealing with the stochastic nature of biological measurements.

Of special mention here are the graphical model based approaches developed for diverse

biological data (Hartemink, 2001; Pe’er, 2003; Segal, 2004). We follow the philosophy

of these approaches when we show how to integrate dynamic expression data with static

ChIP-chip data in a single unified framework (Bernard and Hartemink, 2005). However, al-

though these model-based approaches are able to simultaneously utilize information from

all available heterogeneous biological data and are capable of analyzing data genome-wide

or proteome wide, they ignore how the data was generated and hence, do not model or

incorrectly model measurement variation. Our remaining approaches realize the need to

understand and model how the biological data were measured and generated. Then only

can we model a framework for the underlying biological process. Traditional machine

learning techniques are too general to accurately model heterogeneous biological data and

as a result do not provide sufficient feedback to researchers about the properties of the

underlying system. In contrast, we show that interpretable learning algorithms that specif-

ically model the underlying procedure generating the biological data yield more accurate

predictions and provide better insight into biological systems. By developing models that

understand how the data were generated and measured, by modeling the heterogeneous na-

ture of the data, and finally by providing a unified statistical model learned from the data,

we show we can dramatically improve our understanding of the biological system being

studied.

1.4 Research Contributions

The main contribution of this dissertation is in providing a detailed view of the mechanisms

involved in regulating transcription for the model organism S. cerevisiae. A significant por-

tion of the dissertation focuses on understanding transcriptional dynamics in the budding

yeast cell cycle. Throughout this dissertation, we use the word yeast to refer to the budding
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yeast S. cerevisiae, unless explicitly specified.

We begin by presenting a method for jointly learning dynamic models of cell cycle tran-

scriptional regulatory networks from gene expression data and transcription factor binding

location data. Models are automatically learned using dynamic Bayesian network infer-

ence algorithms; joint learning is accomplished by incorporating evidence from gene ex-

pression data through the likelihood, and from transcription factor binding location data

through the prior. We develop a new informative structure prior with two advantages.

First, the prior incorporates evidence from location data probabilistically, allowing it to be

weighed against evidence from expression data. Second, the prior takes on a factorable

form that is computationally efficient when learning dynamic regulatory networks. We

demonstrate that this joint learning algorithm can recover dynamic regulatory networks

from both types of data, that are more accurate than those recovered from each type of data

in isolation.

We then show how the major source of error when collecting mRNA expression data for

the cell cycle is due to measuring a synchronized population of cells that lose synchrony

over time. As a result, the observed expression data are a convolution of cells distributed

throughout the cell cycle. Since time-series measurements are collected from synchronized

populations, we need to first model synchrony loss in such populations before we develop

statistical models to learn from the observed data. Towards this goal, we introduce a prob-

abilistic, fully parametric, branching process model, CLOCCS (Characterizing Loss of Cell

Cycle Synchrony), describing how distributions of cell populations arise due to synchrony

loss. Using a cell cycle marker (such as budding index) as the measured parameter, we

model multiple sources of synchrony loss, including initial asynchrony, synchrony loss

due to cells progressing through the cell cycle at variable rates, and synchrony loss due to

asymmetric cell division.

Using the CLOCCS population model, we develop a deconvolution algorithm that recovers
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single cell estimates from observed population-level measurements. Our algorithm pro-

vides a method for monitoring individual cells rather than monitoring a population of cells

that lose synchrony over time. In doing so, we explicitly model four distinct cell cycle

intervals: an interval representing recovery from synchronization, an interval representing

daughter-specific early G1 unique to a daughter cell created after cell division, an interval

representing the cell cycle common to both mother and daughter cells, and an attachment

interval where mother and daughter cells are attached to each other as they transition out

of mitosis and into the next cell cycle. We use wavelet basis regularization in order to learn

smooth single cell estimates. We can improve the robustness of our algorithm by learning

estimates jointly from multiple replicates of the same experiment. The objective function

we optimize in our model is convex so it has a unique global optimum. The algorithm is

extremely general and can be potentially used to recover single cell estimates during the

cell cycle for a variety of data, like budding index, mRNA expression, protein expression,

and nucleosome occupancy measurements. The resulting deconvolution provides a high-

resolution single cell view of the cell cycle, with mother cell, daughter cell, and recovery-

specific intervals all resolved separately. The modeling of four distinct intervals enables us

to understand when a gene is expressed. For example, mRNA expression could be stress

related and not cell cycle related, or more importantly, a gene could be expressed only in

a newly produced daughter cell. Such information is not available from the observed time

series experiments. This provides a systematic global view of cell cycle mRNA expression

from the initial cell to right across the newly created mother and daughter cells.

Although a high-resolution view of transcription can tremendously aid our understanding

of the cell cycle, gene function is manifested by the activity of its protein product, and so

we finally wrap our study on gene regulation by providing an analysis of proteins. We de-

velop PROCTOR, (PROtein Complex TOpology Reconstruction), an algorithm for inferring

the internal interaction topology of protein complexes from both direct protein interaction
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data (like yeast two-hybrid) and indirect protein co-complex data (like affinity purification-

mass spectrometry). We do not require that any rigid transformations be performed on the

observed data; instead our statistical model automatically learns the hidden interaction

topology of each AP-MS purification. Our algorithm is also able to infer the unobserved

domain-domain interactions that facilitate the protein-protein interactions. PROCTOR elu-

cidates the architecture of protein complexes by predicting how proteins interact with each

other within an AP-MS purification, recovering known complexes and suggesting new

ones. In doing so, PROCTOR provides us with a global view of how proteins interact with

each other via their domains to form macromolecular complexes.

Overall, this dissertation provides a global view of how transcription factors in particu-

lar are assembled to form protein complexes and how these transcription factors or their

corresponding complexes bind upstream of genes, thereby regulating the rate of mRNA

expression. By providing a high resolution view of how transcription occurs in the cell

cycle, we are able to provide a more precise view of how regulatory control is exercised

during the cell cycle via a complex regulatory network responsible for producing a newly

created mother and daughter cell on cell division.

1.5 Roadmap For The Dissertation

In Chapter 2, we provide details about our algorithm that jointly learns dynamic models of

cell cycle transcriptional regulatory networks from gene expression data and transcription

factor binding location data. The work presented in this chapter is based on work presented

here (Bernard and Hartemink, 2005).

Chapter 3 provides an introduction to the cell cycle in yeast. This chapter provides the

necessary details to understand the problems associated with collecting cell cycle mRNA

expression measurements. This chapter also provides the necessary background for under-

standing the CLOCCS population model and the deconvolution algorithm for analyzing cell
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cycle measurements from synchronized populations. The statistical models and analyses

developed for measurements from synchronized cell populations is joint work with David

Orlando.

Chapter 4 introduces the CLOCCS population model for modeling synchrony loss in syn-

chronized cell populations along with details about learning parameters for the model from

budding index measurements in yeast. We provide the mathematical details behind the

population model along with an inference algorithm to learn parameters from budding in-

dex measurements in yeast. This chapter is based on work presented here (Orlando et al.,

2007).

Chapter 5 introduces the deconvolution algorithm for recovering single cell estimates from

population-level cell cycle measurements. We describe different possible models for cells

in the synchronized population depending on the nature of the population-level measure-

ments. We demonstrate how we can obtain high resolution deconvolved views of budding

index population-level measurements as well as mRNA expression population-level mea-

surements of the cell cycle. This chapter is partially based on work presented here (Bernard

et al., 2007a).

Chapter 6 provides details about PROCTOR, an algorithm that can reconstruct the topol-

ogy of protein complexes from both direct protein interaction data and indirect protein

co-complexed data. We show how PROCTOR provides a better view of protein-protein in-

teractions and domain-domain interactions in yeast as compared to current approaches. In

addition, we show how traditional methods of transforming co-complexed data result in

introducing further artifacts in the observed data making it even more difficult to reason

about the yeast interactome. This chapter is based on work presented here (Bernard et al.,

2007b) and is joint work with David Vaughn.

In Chapter 7, we revisit the problem dicussed in Chapter 2 on discovering cell cycle tran-

scriptional regulatory networks. We show how a high resolution view of gene expression,
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along with transcription factor binding data and protein-protein interaction data, can pro-

vide a more precise view of transcriptional control in the yeast cell cycle.

Finally, in Chapter 8, we conclude with a discussion on the limitations of our current

approaches, offer possible directions worthy of further exploration, and examine future

challenges in understanding complex dynamic biological systems.
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Chapter 2

On Past And Present Regulatory Networks

In Chapter 1, we discussed how gene regulation is achieved through the assembly and bind-

ing of transcription factors upstream of regulated genes to initiate transcription. Many of

these transcription factors are themselves regulated in a similar manner to form a complex

regulatory network of transcriptional control. Discovering such networks of transcriptional

regulation is an important problem in molecular biology as it enables researchers to un-

derstand how biological systems function. Progress toward this goal of regulatory network

discovery has been accelerated by the advent of numerous technologies for collecting high-

throughput data, some of which have been discussed in Chapter 1. Data collected using

different technologies are inherently heterogeneous and have different noise characteris-

tics, thereby providing different perspectives on the underlying process being observed.

Jointly analyzing such data in a single framework would enable a consensus perspective

to emerge that would otherwise not be possible by analyzing each data on its own. In ad-

dition, joint analysis is likely to produce more accurate results since noise characteristics

and biases of the various technologies should be largely independent.

In this chapter, we present a framework for jointly learning dynamic models of transcrip-

tional regulatory networks from both time series gene expression data and transcription

factor binding location data. We use transcription factor binding location data generated

using ChIP-chip data and from here on these two terms refer to the same kind of data. We

only require the expression data to be measured over a dynamic biological process like the

cell cycle. We learn dynamic models using the framework of dynamic Bayesian networks

with a modified scoring metric to incorporate the evidence from the transcription factor

binding location data.
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We begin our discussion by motivating the problem along with information about related

approaches at solving similar problems. We provide an overview of Bayesian networks

and their extension to dynamic domains using dynamic Bayesian networks (DBNs). We

then provide details on our modeling framework to extend structure learning in DBNs so

that we can use both expression and location data. Finally, we demonstrate the efficacy of

our approach on both simulated and experimental data for the budding yeast cell cycle.

2.1 Computational Approaches To Regulatory Network
Discovery

Most early research on automatic learning of transcriptional regulatory networks used only

gene expression data (Hartemink et al., 2001; Friedman et al., 2000). Due to financial con-

straints, the number of available samples of gene expression data is almost always limited.

Recent simulation studies suggest that regulatory networks learned from gene expression

data alone can be considerably obscured by the recovery of spurious interactions when the

number of observations is small (Husmeier, 2003; Yu et al., 2004), although a few methods

have been developed to address this problem (Yu et al., 2004). Joint learning from multi-

ple types of data can alleviate this problem by increasing the effective sample size of the

observed data.

Joint learning in the context of transcriptional regulation has primarily developed around

two somewhat related approaches. In one approach, various types of data are used to

identify sets of genes that interact together in the cell (pathways), share common roles

(processes), or are regulated in concert (modules) (Segal et al., 2003b; Bar-Joseph et al.,

2003). In the other approach, various types of data are used to supplement gene expres-

sion data when learning regulatory network models directly. This latter approach was

applied in the context of supplemental data describing transcription factor binding loca-

tion (Hartemink et al., 2002). More recently, a similar method that applies in the context
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of supplemental data describing interactions that are restricted to be binary and symmetric

was proposed (Imoto et al., 2003), such as the presence or absence of a protein-protein

interaction (Nariai et al., 2004).

The previous work on the use of supplemental transcription factor binding location data had

two significant limitations that we overcome here (Hartemink et al., 2002) . First, because

Bayesian networks must be directed acyclic graphs, the resultant models were previously

incapable of representing feedback and other dynamic processes. In contrast, here we use

a dynamic Bayesian network (DBN) framework to learn regulatory network models from

time series data. DBNs are a class of Bayesian network models that permit cyclic structures

like regulatory feedback loops (a common feature in most regulatory networks); DBNs

have been advocated for use in a biological context (Murphy and Mian, 1999), and have

been used before to analyze time series data in contexts from transcription in E. coli (Ong

et al., 2002) to brain electrophysiology in songbirds (Smith et al., 2005).

Second, because computational efficiency is a serious concern, the location data were pre-

viously treated as infallible: models that failed to include an edge where the location data

suggested one should be, were eliminated from consideration a priori. In formal terms, the

prior probability for such networks was forced to zero. While this enabled computation-

ally efficient search, it is inconsistent with the notion that genomic data are generally quite

noisy. In contrast, here we present a new informative prior over network structures that

is capable of incorporating the location data using a smooth probabilistic model: location

data provides evidence as to whether a regulatory relationship exists, and now the more

significant the location data (lower the p-value), the more likely the edge is to be included.

As a consequence, this prior is subtler and more robust; nevertheless, it is designed to be

factorable in the context of a DBN, enabling computationally efficient local search. In fact,

we can learn a DBN model using the new structure prior in the same amount of time as

before. Moreover, unlike previous work (Imoto et al., 2003), our prior is suited to handle
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the kinds of asymmetric interactions that exist between regulators and their targets.

2.2 Bayesian Networks

A Bayesian network (Pearl, 1988; Lauritzen, 1996; Jensen, 1996) encodes a probability

distribution over a set of random variables X = {X1, . . . , XN}. The encoding of this

probability distribution consists of two components: a network structure S and a set of

parameters Θ. The network structure S describes the nature of the dependencies between

the random variables in the form of a directed acyclic graph; the vertices of the graph

represent the random variables in X and the directed edges represent the dependencies

between those variables. Thus, at a qualitative level a Bayesian network is able to represent

relationships of dependence and conditional independence between the variables of the

graph. In particular, each variable Xi is assumed to be independent of its non-descendants

given its set of parents, denoted Pa(Xi). Under such a Markov assumption, the joint

probability distribution can be written:

P(x) =
N∏

i=1

P(xi | pa(Xi)) (2.1)

where lowercase variables denote values of the corresponding uppercase random variables.

The set of parameters Θ describes the quantitative nature of the dependencies between the

random variables by characterizing a family of joint probability distributions that are con-

sistent with the independence assertions embedded in the graph (the individual probability

distributions in the product of Equation 2.1).

Variables in a Bayesian network can be either discrete or continuous. For example, these

variables can be used to represent mRNA concentrations, protein concentrations or conclu-

sions such as diagnosis or prognosis. For the remainder of this chapter, we only consider

the use of discrete variables. Each variable is thus in one of a set of states, and the number
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Figure 2.1: Simplified schematic of a first-order Markov DBN model of the cell cycle. On
the left, variables X1 through X4 are shown both at time t and t + 1; variable φ represents
the cell cycle phase; dashed edges are stipulated to be present whereas solid edges are
recovered by the learning algorithm. On the right, a compact representation of the same
DBN model in which the cycle between X4, X3, and X2 is apparent.

of states used to model a variable represents a tradeoff between a number of factors such as

precision and computational complexity. In our modeling framework, the variables model

measurements of continuous mRNA expression. In this case, the continuous data need to

be appropriately discretized and numerous algorithms have been developed for this pur-

pose (for a more detailed discussion on discretizing continuous levels of reported gene

expression see (Hartemink, 2001)).

2.2.1 Dynamic Bayesian networks

A dynamic Bayesian network (Friedman et al., 1998; Murphy, 2002) extends the notion

of a Bayesian network to model the stochastic evolution of a set of random variables

over time. The structure of a DBN thus describes the qualitative nature of the depen-

dencies that exist between variables in a temporal process. We use Xi[t] to denote the

random variable Xi at time t and the set X[t] is defined analogously. The evolution of

the temporal process is assumed to occur over discrete time points indexed by the vari-

able t ∈ {1, . . . , T}. Under such an assumption, we now have T × N interacting random

variables where previously we had N . To simplify the situation, we make two further

assumptions. First, we assume that each variable can only depend on variables that tempo-

rally precede it. This fairly innocuous assumption allows us to model natural phenomena

like feedback loops, but still guarantee that the underlying graph will be acyclic. Second,
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we assume that the process is a stationary first-order Markov process, which means that

P(X[t] |X[t− 1], . . . ,X[1], t) = P(X[t] |X[t− 1]). This assumption is somewhat less

innocuous, and we discuss relaxations later. Given these two assumptions, the resultant

joint probability distribution can be written:

P(x[1], . . . ,x[T ]) =
N∏

i=1

[
P(xi[1])

T∏
t=2

P(xi[t] | pa(Xi[t]))

]
(2.2)

where we note that the first-order Markov assumption means the variables in the set Pa(Xi[t])

are a subset of X[t − 1]. The underlying acyclic graph with T × N vertices can now be

compactly represented by a graph with N vertices that is permitted to have cycles (see

Figure 2.1 for an example).

2.2.2 Learning the structure of a dynamic Bayesian network

We are usually never given the structure of a dynamic Bayesian network, instead we are

given some observation data (in our case mRNA expression data) and we would like to

determine the most probable model (in our case a genetic regulatory network) given the

observation data. Given a training set D of instances of X we are interested in learning the

most probable graph S that best explains the data D. This is usually done by introducing

a scoring metric that evaluates how a graph S explains the data in D. Learning a Bayesian

network then reduces to the problem of searching for a graph that yields a high score

given the training set D. The Bayesian scoring metric is usually derived from the posterior

distribution over S. For further details see the following review (Heckerman, 1998). In

this work we have used the BDe (Bayesian Dirichlet equivalent) metric.

The goal when learning the structure of a dynamic Bayesian network is to identify the

network structure S that is most probable given some observed data D; in the context of a

DBN, the data D typically consists of the T observations of the N variables. The notion of
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the most probable network structure is made formal by the Bayesian scoring metric (BSM),

which is simply the log posterior probability of S given D: (Heckerman, 1998)

BSM(S : D) = logP(S|D) = logP(D|S) + logP(S) + c (2.3)

where the constant c is the same for all structures and can be safely ignored. logP(S) is

the log prior distribution of S while logP(D|S) is the log likelihood of the observed data

given S. In a fully Bayesian treatment, the calculation of the log likelihood, logP(D|S)

involves marginalizing over the distribution of possible parameters Θ.

P(D|S) =

∫
· · ·
∫
Θ

P(D, Θ|S) dΘ

=

∫
· · ·
∫
Θ

P(D|Θ, S)P(Θ|S) dΘ (2.4)

Equation 2.4 is analytically tractable when the variables in the network are discrete (Heck-

erman et al., 1995; Heckerman, 1998), as we assume here. In this case, the prior distribu-

tion over the parameters is assumed to be Dirichlet.

Θ ≡ (θij1, . . . , θijri
) ∼ Dirichlet(αij1, . . . , αijri

) ∀i, j (2.5)

logP(D|S) =
T×N∑
i=1

qi∑
j=1

(
log

Γ(αij)

Γ(αij + nij)
+

ri∑
k=1

log
Γ(αijk + nijk)

Γ(αijk)

)
(2.6)

In Equations 2.5 and 2.6, we use the index i for the T ×N variables in the DBN. We index

the qi parent configurations of variable i using the variable j, and we index the ri states

of variable i using the variable k. θijk designates the probability of observing variable i

in state k given parent configuration j. nijk are the number of occurrences in the data D

of variable i in state k given parent configuration j, αijk are the Dirichlet parameters, and
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nij =
∑ri

k=1 nijk and αij =
∑ri

k=1 αijk.

Thus, the factorable nature of the expression in Equation 2.2 as a product over the variables

leads to a resultant closed-form expression for the log marginal likelihood that is written as

a sum of terms where each term corresponds to one variable as in Equation 2.6 (Cooper and

Herskovits, 1992; Heckerman, 1998). As a result a local change to the network structure—

adding or deleting a single edge—affects only one term in this sum. Hence, computing the

metric for a series of network structures that differ by only a single edge is computationally

very efficient.

The most common choice for the log prior over structures, logP(S), is to assume that

it is uninformative: every structure is equally likely; in this case, the prior can be safely

ignored since it is the same for all structures. In the rare instance where an informative

prior is chosen, it is typically hand-constructed by domain experts (Heckerman, 1998). In

the next section, we develop a new approach for constructing an informative prior over

regulatory network structures automatically from location data.

Methods for learning the structure of DBNs using a scoring metric usually involve search

methods that seek to maximize the scoring function. Since the discovery of the highest

scoring model under a Bayesian scoring metric for a given set of data is known to be NP-

hard (Chickering et al., 1994; Chickering, 1996), a number of different heuristic search

strategies are employed. These search strategies search through the large space of net-

works by performing local changes like the addition or deletion or reversing of an edge

of the current network. The decomposable nature of Equation 2.6 makes such a search

strategy computationally very efficient. In the case of a DBN, we need not worry about

edge reversal as we cannot go backward in time. In this work, we have used a simulated

annealing search algorithm (Metropolis et al., 1953), wherein a random local operation is

implemented if it increases the score, but is also implemented with a small probability if

it does not. This probability is gradually decreased over time as the search progresses and
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enables the algorithm to escape from local minima.

2.3 Informative Structure Priors

Transcription factor binding location data provides (noisy) evidence as to the existence of

a regulatory relationship between a transcription factor and genes in the genome. This

evidence is reported as a p-value, and the probability of an edge being present in the true

regulatory network is inversely related to this p-value: the smaller the p-value, the more

likely the edge is to exist in the true structure. A more precise formulation of this relation-

ship is provided below.

2.3.1 Probability of an edge being present

We first need to derive a function to map p-values to corresponding probabilities of edges

being present in structure S. Let us define the p-value for the location data corresponding

to edge Ei in terms of a random variable Pi defined on the interval [0, 1]. In this interval,

Pi has been previously assumed to be exponentially distributed (Segal et al., 2002) if the

edge Ei is present in S, and uniformly distributed if the edge Ei is absent from S (by the

definition of a p-value). Formally, we have Pλ(Pi = p | Ei ∈ S) = λe−λp/(1 − e−λ),

where λ is the parameter controlling the scale of the truncated exponential distribution,

and P(Pi = p | Ei /∈ S) = 1.

Let us use β to denote P(Ei ∈ S), the probability that edge Ei is present before observing

the corresponding p-value. Using Bayes rule, we can show that the probability that edge

Ei is present after observing the corresponding p-value is:

Pλ(Ei ∈ S | Pi = p) =
Pλ(Pi = p | Ei ∈ S)β

Pλ(Pi = p | Ei ∈ S)β + P(Pi = p | Ei /∈ S)(1− β)

=
λe−λpβ

λe−λpβ + (1− e−λ)(1− β)
(2.7)
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As the parameter λ increases, the mass of this distribution Pλ(Ei ∈ S | Pi = p) becomes

more concentrated at smaller values of Pi; conversely, as λ decreases, the distribution

spreads out and flattens. The role of the parameter λ can be more clearly understood by

considering the value p∗ obtained by solving the equation Pλ(Ei ∈ S |Pi = p∗) = Pλ(Ei /∈

S | Pi = p∗), which yields:

p∗ =
−1

λ
log

[
(1− e−λ)(1− β)

λβ

]
(2.8)

For any fixed value of λ, an edge Ei is more likely to be present than absent if the corre-

sponding p-value is below this critical value p∗ (and vice versa). As we increase the value

of λ, the value of p∗ decreases and we become more stringent about how low a p-value

must be before we consider it as prior evidence for edge presence. Conversely, as λ de-

creases, p∗ increases and we become less stringent; indeed, in the limit as λ → 0, we

can show that Pλ(Ei ∈ S | Pi = p) → β independent of p, revealing that if we have no

confidence in the location data, the probability that edge Ei is present is the same value

β both before and after seeing the corresponding p-value, as expected. Thus, λ acts as a

tunable parameter indicating the degree of confidence in the evidence provided by the lo-

cation data; this allows us to model our belief about the noise level inherent in the location

data and correspondingly, the amount of weight its evidence should be given.

2.3.2 Bayesian marginalization over parameter λ

One approach to suitably weighing the evidence of the location data would be to somehow

select a single value for λ, either by guessing or by some other heuristic like finding the

value of λ that corresponds to a certain “magic” value for p∗ like 0.001. Instead, we adopt

a more robust Bayesian approach that avoids the selection of a single value and instead

marginalizes over λ. For convenience, we assume that λ is uniformly distributed over the
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interval [λL, λH ] and then integrate λ out of Equation 2.7 to yield:

P(Ei ∈ S | Pi = p) =

∫
P(Ei ∈ S | Pi = p)P(λ) dλ

=
1

λH − λL

∫ λH

λL

λe−λpβ

λe−λpβ + (1− e−λ)(1− β)
dλ

(2.9)

Although Equation 2.9 cannot be solved analytically, it can be solved numerically for fixed

Pi = p. Since we have a finite set of p-values for a given set of location data, we precom-

pute this integral for each p-value and store the results in a table for later use. The com-

putational overhead associated with marginalizing over λ is thus constant. The net effect

of marginalization is an edge probability distribution that is a smoother function of the re-

ported p-values than without marginalization. This leads to an edge probability distribution

that tapers more gradually than would have been the case without using marginalization as

depicted in Figure 2.2 (this distribution has thicker tails than the exponential distribution).

2.3.3 Prior probability of a structure

We express the complete log prior probability over structures using the following edge-

wise decomposition:

logP(S) =
∑
Ej∈S

logP(Ej ∈ S | Pj = p) +
∑
Ek /∈S

logP(Ek /∈ S | Pk = p))

(2.10)

where the term corresponding to the normalizing constant has been dropped since it is the

same for all structures. By scoring structures with an informative prior as in Equation 2.10,

we are factoring our search over all possible network structures to reflect the evidence

provided by the location data. Analogous to the likelihood calculations, the calculations
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Figure 2.2: The effect of Bayesian marginalization leads to a thicker tailed distribution
(solid line) for the informative prior. In the absence of marginalization, a fixed value
would need to be selected a priori as shown for two sample values of p∗ (dashed lines). An
uninformative prior (β = 0.5) does not utilize information from the location data (dashed
and dotted line).

of the prior under this formulation are computationally efficient: a local change to the

network structure affects only one term in this sum. As a result, we need not recompute

the entire prior with each local change.

Note that in the absence of location data pertaining to a particular edge, we simply use

the probability P(Ei ∈ S) ≡ β for that edge. Our informative prior is thus a natural

generalization of traditional priors: in the absence of any location data whatsoever, the

prior probability of a network structure is exponential in the number of edges in the graph,

with edges favored if we choose β > 0.5 and edges penalized if we choose β < 0.5. In the

special case where β = 0.5, the prior over structures is uniform.
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2.4 Learning Dynamic Models Of The Cell Cycle

We now examine the utility of our modeling framework in learning regulatory networks of

the cell cycle. In our discussion above, we assumed that the stochastic process regulating

the expression of genes is stationary. This poses a bit of a problem in the case of the cell

cycle since the cell cycle is broadly divided into four phases G1, S, G2, and M, and it is

quite possible that a different genetic regulatory network operates during each phase of the

cell cycle. To overcome this problem, we employ an additional variable φ that can be used

by the model to explain how each variable’s regulators depend on the cell cycle phase. The

phase variable φ is multinomial and has as many states as there are phases in the cell cycle,

allowing us to model a different stationary process within each phase. If we can label each

of the measured time points with the appropriate phase, the inference problem reduces to

learning network structure with complete data. We prefer this option to the alternative of

learning a hidden phase variable because in our context, the quantity of expression data that

is available is quite limited; besides, the state of φ changes smoothly and predictably so

labeling each time point with the appropriate phase is fairly straightforward. A simplified

schematic of such a DBN model of the cell cycle is depicted in Figure 2.1.

We tested our learning algorithm on both experimental and simulated cell cycle data. The

experimental gene expression data are discretized into three states using interval discretiza-

tion (Yu et al., 2004); the simulated data are discretized into two states because the gen-

erating model is Boolean. The discretized data in each case are used to compute the log

likelihood component of the BSM. The log prior component is computed from the location

data p-values using Equation 2.9 and Equation 2.10. The parameter λ is marginalized over

a wide range of values, setting λL = 1 to avoid problems near zero (λL = 1 corresponds

to p∗ = 0.459) and λH = 10000 to avoid problems near infinity (λH = 10000 corresponds

to p∗ = 0.001). The effective value of p∗ after marginalization is approximately 0.002

(note this is not the same as using an exponential distribution that has p∗ = 0.002 because
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marginalization leads to a distribution with heavier tails). We set β = 0.5 so that edges for

which we have no location data are equally likely to be present or absent in the graph; as

a consequence, without location data, edge presence in the graph depends on expression

data alone. We use simulated annealing as a heuristic search method to identify network

structures with high scores. The output of our DBN inference algorithm is the network

structure with the highest BSM score among all those visited by the heuristic search during

its execution.

2.4.1 Results using simulated data

We use simulated data from a synthetic cell cycle model to evaluate the accuracy of our

algorithm and determine the relative utility of different quantities of available gene ex-

pression data. The synthetic cell cycle is quite complex involving 100 genes operating in

three phases of the cycle. A completely different regulatory network operates in each

of the three phases of the cycle. This synthetic cell cycle consists of synthetic cell cycle

transcription factors with/without location data, non cell cycle transcription factors with

location data, activated/repressed genes as well as genes not involved at all in the cell cycle

process. In all the network has 54 true positives and 9846 true negatives that can be learned.

Scalability of learning a DBN with uninformative priors has been previously examined (Yu

et al., 2004) and so we do not examine issues of scale as the computationally efficient prior

ensures our method is no different from regular DBN learning.

Generating synthetic expression data

The simulated gene expression data is generated using the (stochastic) Boolean Glass gene

model (Edwards and Glass, 2000). In the Boolean Glass gene model (Edwards and Glass,

2000), gene expression values are governed by the following equation

Gt
i = Gt−1

i + rate1 ∗ (−Gt−1
i ) + rate2 ∗ [Fi(parents(Gt

i)\Gt−1
i )] + ε (2.11)

39



where Gt
i and Gt−1

i are the expression values of gene Gi at times t and t − 1 respectively,

0 < rate1, rate2 ≤ 1 and ε is an error term drawn from a normal distribution, Fi is a

Boolean function defined over the parents of gene Gi at time t. All genes were initialized by

sampling from a normal N (0, 0.5) distribution, with the exception of transcription factors

active in the first phase. These were given higher initial expression values by sampling from

a normal N (3, 0.5) distribution. After initialization, all variables were updated according

to the Boolean Glass gene equations corresponding to the first phase for 30 time points.

Then the update equations were changed to reflect the structure of the second phase, and

another 30 time points were generated. The update equations changed once more for the

third phase, and another 30 time points were generated. So each simulated cell cycle had a

total of 90 time points in 3 phases, during each of which a different set of update equations

prevailed. This process was repeated to generate more expression data as needed; we

experimented with various amounts of data, from 1 to 15 cell cycles worth.

Generating synthetic location data

To generate synthetic location data, we need to generate synthetic p-values for the subset of

genes that are transcription factors in the model. For the edges from each of the transcrip-

tion factors that do not exist in the simulated regulatory network (i.e., the non-targets of

each transcription factor), we generate p-values from a uniform distribution U [0, 1], since

this is the definition of a p-value. For edges that exist (i.e., the targets of each transcription

factor), we use an exponential distribution with scale parameter λ over the interval [0, 1].

The greater the value of λ, the more reliable is the location data generated in the sense that

the p-values for true edges are more likely be close to zero. In our experiments we chose

λ ∈ {1, 10, 20, 100}, resulting in 4 complete location data sets and for ease of understand-

ing we named these sets extremely noisy location data, moderately noisy location data, fair

location data, and excellent location data respectively.
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Figure 2.3: Total number of errors while learning a synthetic cell cycle network using
(noisy simulated) expression and location data, separately and with both types of data
together. The graph shows the effect of increasing the number of cell cycles worth of
expression data, both with and without location data. The dashed horizontal line represents
learning using location data alone.

Experimental validation

We repeatedly conduct the following three experiments: score network structures with ex-

pression data alone, ignoring the log prior component logP(S) ; score network structures

with location data alone, using the prior component of the score and ignoring the log like-

lihood component logP(D|S) ; and score network structures with both expression and

location data. Each of our experiments is conducted on five independently-generated syn-

thetic data sets and results are averaged over those five data sets. Figure 2.3 summarizes

the results. The vertical axis measures the total number of errors: the sum of false posi-

tives and false negatives in the learned network; the total number of errors relative to the

synthetic network can range from 0 to 10000. As expected, the total number of errors drop
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Figure 2.4: Total number of errors while learning a synthetic cell cycle network using
(noisy simulated) expression and location data together. The graph shows the effect of
using location data having different noise characteristics.

sharply as the amount of available expression data increases. Together, the curves show

that our joint learning algorithm consistently reduces the total number of false positives and

false negatives learned when compared to the error rate obtained using either expression

or location data alone. Also observe that the availability of location data means that we

require typically only half as much expression data to achieve the same error rate as would

be achieved with expression data in isolation, suggesting that the availability of location

can be used to compensate for small quantities of expression data. Figure 2.4 compares

the effect of learning the network structure when using location data having different noise

characteristics. Finally in Figure 2.5 we show that by varying the prior probability β we

can control the sensitivity and specificity of the learned network structure.
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Figure 2.5: The graph shows how varying β effects the sensitivity and specificity of the
learned network structure

2.4.2 Results using experimental data from budding yeast

We next apply our joint learning algorithm to uncover networks describing the regulation

of transcription during the cell cycle in budding yeast. We use publicly available cell

cycle gene expression data (Spellman et al., 1998) and transcription factor binding location

data (Lee et al., 2002). The gene expression data consist of 69 time points collected over

8 cell cycles. Since these belong to different phases, the resultant number of time points

in each phase is quite small. As a consequence, we choose to use only three states for the

phase variable, by splitting the phase G2 in half and lumping the halves with the adjacent

phases. Thus, the three states of our phase variable correspond roughly to G1, S+G2, and

G2+M where G1, S, G2, and M are the four phases of the cell cycle. To generate a phase

label for each time point, we select characteristic genes known to be regulated during

specific cell cycle regulatory regions namely M/G1, G1, S, S/G2 and G2/M (Spellman

et al., 1998). Guided by the expression of these characteristic genes, we can assign a

phase label to each time point. This is done separately for each of the four synchronization
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Table 2.1: Phase label assignments

Synchronization Protocol Timepoints and their corresponding phase labels
alpha G1 : alpha7, alpha14, alpha21, alpha70, alpha77, alpha84

S+G2 : alpha28, alpha35, alpha42, alpha 49, alpha84,
alpha91
G2+M : alpha0, alpha56, alpha63, alpha105, alpha112,
alpha115

cdc15 G1 : cdc15 30, cdc15 50, cdc15 130, cdc15 140,
cdc15 150, cdc15 230, cdc15 270
S+G2 : cdc15 70, cdc15 80, cdc15 160, cdc15 170,
cdc15 180, cdc15 190, cdc15 200, cdc15 290
G2+M : cdc15 10, cdc15 90, cdc15 100, cdc15 110,
cdc15 120, cdc15 210, cdc15 220, cdc15 230, cdc15 240

cdc28 G1 : cdc28 10, cdc28 20, cdc28 100, cdc28 110, cdc28 120
S+G2 : cdc28 30, cdc28 40, cdc28 50, cdc28 60,
cdc28 130, cdc28 140
G2+M : cdc28 0, cdc28 70, cdc28 80, cdc28 90,
cdc28 150, cdc28 160

elu G1 : elu30, elu60, elu90, elu120
S+G2 : elu150, elu180, elu210, elu240, elu270
G2+M : elu0, elu300, elu330, elu360, elu390

protocols in the dataset (alpha, cdc15, cdc28, and elu). Table 2.1 shows the phase label

assignments for each synchronization protocol.

We select a set of 25 genes, of which 10 are known transcription factors for which we

have available location data. One of the important cell cycle transcription factors with

location data missing from this set is Fkh2; we are not able to use it in our analysis because

expression data is missing for many of the time points. The remaining 15 genes in our set

are selected on the basis of their known regulation by one or more of these 10 transcription

factors. We apply our DBN inference algorithm on this set of 25 variables. Table 2.3

shows the list of cell cycle transcription factors used. These transcription factors have

location data available for them. Table 2.4 shows the list of regulated genes used for our
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experimental analysis.

Just as with the simulated data, we learn network structures using expression data alone,

using location data alone, and jointly from both expression and location data. In the latter

case, we evaluate both our old prior (Hartemink et al., 2002), as before with a hard cutoff

of p = 0.001, and our new informative prior. Before we ran our method on the data for the

25 selected genes we carried out the following two steps — a) precompute the marginal-

ization integral for the p-values of the selected location data and b) discretize the selected

expression data into three states using interval discretization. We then identified network

structures with high scores using simulated annealing as our heuristic search method.

As an evaluation criterion (which is more difficult in this context than in the synthetic net-

work context), we create a “gold standard” network consisting of the set of edges that are

known to exist from one of the 10 transcription factors with both expression and location

data to any one of the other 24 genes in our set; we do not count edges from the other

15 genes when comparing with our gold standard since it would be difficult to determine

whether recovered edges are true or false positives, and whether omitted edges are true

or false negatives. The gold standard comes from a compiled list of evidence in the liter-

ature and from the Saccharomyces Genome Database (http://www.yeastgenome.org), but

we have tried to ensure that it depends on neither the specific expression data nor the spe-

cific location data used in these experiments. Note also that the gold standard is likely not

the true underlying regulatory network, but rather is the best we can do given the current

understanding of the yeast cell cycle (a bronze standard?). With these caveats in place,

Table 2.2 shows the total number of positives and negatives that are true and false for the

networks found in the four experiments, with respect to the gold standard network. We

see that the location data by itself does noticeably better than the expression data, suggest-

ing that this particular set of location data is quite insightful and/or that this particular set

of expression data is quite limited in its quantity and quality. Despite the relatively poor

45



Table 2.2: Comparison of the highest scoring networks found in four different experiments
with the gold standard network. As discussed in the text, the gold standard contains edges
from only the 10 variables for which both location and expression data is available.

Experiment TP TN FP FN
Expression data only 7 181 20 32
Location data only 25 184 17 14
Expression and location data (old prior) 23 187 19 11
Expression and location data (new prior) 28 189 12 11

performance of the expression data when considered in isolation, when we use our new in-

formative prior to include evidence from the expression data along with the location data,

the number of false positives and the number of false negatives are both reduced; in con-

trast, the old prior reduces the number of false negatives and increases the number of true

negatives, but also increases the number of false positives and reduces the number of true

positives. In contrast, the new prior uniformly outperforms all the other three methods.

From Table 2.2, we see that combining expression and location data with our new informa-

tive prior results in three fewer false negatives as compared to location data alone. These

three are the binding of Fkh1 to Ace2 (p-value= 0.0058), Swi4 to Cln2 (p-value= 0.005),

and Ace2 to Sic1 (p-value= 0.0095). These edges are detected because while the evidence

of the location data in isolation is just below the threshold for inclusion, during the joint

learning it is reinforced with evidence from expression data. Among the supposed false

positives, we observe that both location and expression data provide evidence for the regu-

lation of cyclin Pcl2 by the transcription factor Swi6 although there is no known evidence

of this interaction in the literature. Another interesting case is the regulation of transcrip-

tion factor Fkh1 by the transcription factor Mbp1: although this interaction is detected by

expression data alone, it is not detected when both location and expression data are used

because the corresponding p-value of 0.93 is so high that the quantity of expression data is

insufficient to overcome the location data evidence against inclusion of the edge.
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Table 2.3: List of cell cycle transcription factors with location data

Transcription Factor GO Biological Process Term
Ace2 M/G1-specific transcription in mitotic cell cycle

Ash1 Pseudohyphal growth, regulation of transcription,
mating-type specific

Fkh1 chromatin silencing at silent mating-type cassette,
pseudohyphal growth , regulation of cell cycle

Mbp1 DNA replication , regulation of cell cycle

Mcm1 DNA replication initiation ,
regulation of transcription from Pol II promoter

Ndd1 G2/M-specific transcription in mitotic cell cycle

Stb1 G1/S transition of mitotic cell cycle

Swi4 G1/S transition of mitotic cell cycle,
cell cycle, transcription

Swi5 M/G1-specific transcription in mitotic cell cycle

Swi6 G1/S-specific transcription in mitotic cell cycle,
meiosis, transcription

Figure 2.6 shows part of the regulatory network recovered using our complete joint learning

algorithm. To keep the learned structure as uncluttered as possible we have shown a partial

network. The partial network consists of the 10 transcription factors with location and

expression data, along with 7 of the other 15 genes selected at random. The transcription

factors are arranged according to the phase of the cell cycle in which they are maximally

expressed. The figure shows that the important cell cycle transcription factors regulate each

other in a cyclic fashion as has previously been observed (Lee et al., 2002). The figure also

shows that our model sometimes detects interactions between genes whose expression is

correlated (e.g., Cts1, Egt2, and Sic1). Although these genes are not known to exhibit

direct regulatory relationships, they are related in the sense that they are co-regulated by

Ace2 and Swi5.
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Table 2.4: List of regulated genes not encoding for transcription factors and hence, without
location data

Gene GO Biological Process
Alg7 N-linked glycosylation

Cdc20 cyclin catabolism,
mitotic metaphase/anaphase transition, mitotic sister chromatid segregation,
mitotic spindle elongation, ubiquitin-dependent protein catabolism

Cdc21 DNA-dependent DNA replication, dTMP biosynthesis

Cdc5 DNA-dependent DNA replication, protein amino acid phosphorylation

Cdc6 pre-replicative complex formation and maintenance

Clb2 G2/M transition of mitotic cell cycle ,
regulation of cyclin dependent protein kinase activity

Clb5 G1/S and G2/M transition of mitotic cell cycle, premeiotic DNA synthesis,
regulation of cyclin dependent protein kinase activity

Cln1 regulation of cyclin dependent protein kinase activity

Cln2 re-entry into mitotic cell cycle after pheromone arrest,
regulation of cyclin dependent protein kinase activity

Cts1 cytokinesis, completion of separation

Egt2 cytokinesis

Far1 cell cycle arrest, signal transduction during conjugation with cellular fusion

Hta1 chromatin assembly or disassembly

Pcl2 cell cycle

Sic1 G1/S transition of mitotic cell cycle,
regulation of cyclin dependent protein kinase activity

2.5 Conclusion

We have demonstrated the benefits of recovering dynamic models of transcriptional regu-

latory networks by jointly learning from both gene expression data and transcription factor

binding location data. Our method uses a new, factorable informative prior over network

structures to incorporate location data into the learning process. Because location data pro-

vides direct evidence regarding the presence of an edge in a regulatory network, it fits well

into the framework of our informative prior, and DBNs more generally. With this joint
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Figure 2.6: Partial regulatory network recovered using cell cycle expression data (Spell-
man et al., 1998) and ChIP-chip data (Lee et al., 2002). Shaded elliptical nodes are tran-
scription factors for which location data is available. Unshaded circular nodes are genes
for which no location data is available. Solid edges represent interactions that have been
independently verified in the literature. Dashed edges represent interactions that have not
been verified; either the edge is incorrect or the evidence from the literature is inconclusive.
Observe the cyclic regulation of transcription factors across phases of the cell cycle.

learning framework in place, we show that supplementing expression data with location

data is useful both in increasing the accuracy of recovered networks, and in reducing the

quantity of expression data needed to achieve an accuracy comparable to that of expres-

sion data alone. Since expression data is fairly expensive to generate, it is promising that

the relative utility of the data can be further enhanced by combining it with other types of

data. Different sources of data will have different noise characteristics and so may be able

to reduce the overall error present in the learned network structure. We expect such joint

learning techniques will become increasingly relevant in computational biology, especially

as data of greater quality and diversity become available.

Joint learning of transcriptional regulation using expression and location data does not
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provide any information about the regulatory role of proteins and protein complexes. Our

results demonstrate that even in a restricted setting many genes have a set of common

regulators suggesting the existence of protein complexes. Protein-protein interaction data

could prove useful here as a third source of information to indicate what co-expressed

regulators can be merged into protein complexes.

From a computational perspective, our method should scale well to networks of hundreds

of interacting variables, as we have demonstrated here and elsewhere (Smith et al., 2002).

The primary limitation is not computational but statistical, and not so much with respect

to the number of variables but with respect to the number of parents for each variable. As

this number increases, larger and larger quantities of data are needed to learn an accurate

DBN model (Yu et al., 2004). On a related note, while nothing precludes us computation-

ally from modeling a higher-order Markov process, we are constrained statistically by the

limited quantity of available time-series expression data.

Note that although the directions of edges in our graphs are unambiguously oriented, they

still need not necessarily imply causality since we cannot account for complex cellular

interactions that have not been measured. This leads to known problems due to the pres-

ence of latent variables where we might encounter spurious interactions between correlated

variables. Spurious interactions are also the result of the poor quality of the cell cycle ex-

pression data. As a result in our results using experimental data, the information from the

location data tended to dominate that from the expression data. The limited number of

samples and the poor quality of available cell cycle expression data is one of the major

obstacles in understanding cell cycle regulatory control for each and every computational

approach. Another obstacle we faced was the need to use a phase variable to allow for

different regulatory behaviors during different cell cycle phases. This further reduced the

number of samples of expression data which were already quite limited. A better under-

standing of cell cycle behavior during different phases in budding yeast could suggest pos-
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sible directions for improvement and enable us to leverage as much information as possible

from available cell cycle expression data.

51



Chapter 3

On Budding Yeast And The Cell Cycle

In Chapter 2, we developed a joint learning algorithm to learn regulatory networks of the

cell cycle of budding yeast from cell cycle expression data and transcription factor binding

location data. Although our results demonstrated that learning jointly from multiple types

of data is better than learning from data in isolation, we also realized there were a lot

of problems associated with analyzing cell cycle expression data. The data was extremely

noisy and limited even for expression array data. The problem of different cell cycle phases

implied that a gene could have different regulatory behaviors at different points in time in

the cell cycle. We realized that to develop better algorithms to learn cell cycle regulatory

behavior, we needed a better understanding of the cell cycle and the procedures involved

in collecting mRNA expression data over the cell cycle.

In this chapter, we provide an overview of our current knowledge about the cell cycle as

well as cell cycle control, with a specific emphasis on the cell cycle in S. cerevisiae or

budding yeast. We provide a brief history of how some regulators of the cell cycle were

discovered and how these discoveries have shaped our understanding of the regulatory

mechanisms of the cell cycle. Finally, we end with a discussion on why study of the cell

cycle is important for our understanding of regulatory control as a whole.

3.1 An Overview Of The Cell Cycle

Cells reproduce by duplicating their contents and then dividing into two. The process of

cell division is the fundamental means by which all living things are propagated. Although

the duration of the cell cycle as well as many specific cell cycle details may differ from

one cell type to the next, the basic requirements of cell division remain the same. The goal
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Figure 3.1: Schematic of the budding yeast mitotic cell cycle, which is subdivided into
the G1, S, G2, and M phases as is the case for most cells. DNA replication occurs during
S phase at the beginning of which the bud is formed. At the end of M the cell divides
asymmetrically into a larger mother and a smaller daughter cell.

of any cell division cycle is to produce a pair of genetically identical cells. To achieve

this, DNA needs to be perfectly replicated, and then the replicated chromosomes must be

segregated into two cells. Finally, the cells need to divide, producing a newly created cell,

the daughter cell, along with the original cell we began with, the mother cell.

3.1.1 Phases of the cell cycle

Traditionally, the cell cycle has been divided into several distinct phases of which the

most dramatic is mitosis (M phase), the process of nuclear division, leading up to the

moment of cell division itself (Alberts et al., 2002). At the end of mitosis, the cytoplasmic

contents are divided by a process called cytokinesis, resulting in two new cells, both of

which can now proceed through their respective cell cycles. In between two M phases,

DNA in the nucleus needs to be replicated. Replication of nuclear DNA usually occurs

within a certain limited period between two M phases (Howard and Pelc, 1953), the S

phase of the cell cycle (S is for synthesis). The interval between the completion of mitosis

and the beginning of DNA synthesis is called the G1 phase (G is for gap), and the interval

between the end of DNA synthesis and the beginning of mitosis is called the G2 phase.
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G1 and G2 phases provide additional time for cell growth. During G1, the cell monitors

its environment and its own size, and when the time is right, takes a decisive step that

commits it to DNA replication and completion of a division cycle. The G2 phase provides

a safety gap, allowing the cell to ensure that DNA replication is complete before it plunges

into mitosis. These control mechanisms operate both to regulate the onset of each phase

and to avoid improper transitions between phases. G1, S, G2, and M form the traditional

subdivisions of a standard cell cycle, as shown in Figure 3.1.

3.2 Budding Yeast And The Cell Cycle

S. cerevisiae (budding yeast) is a unicellular fungus, a eucaryotic organism that is ideal

for genetic studies of eucaryotic cell biology because yeast cells reproduce rapidly, and

they have a small genome size. Although there are many types of yeast, throughout this

discussion whenever we refer to yeast we refer to the organism S. cerevisiae.

Like the vast majority of cells, yeast has to grow before it divides. Like all cells, the yeast

cell cycle also includes two growth interludes G1 and G2 — G1 between the end of M

phase and the onset of DNA synthesis in S phase and G2 between the end of DNA synthesis

and the onset of M phase. These growth interludes are required because it takes a cell

longer to double its mass than it does to replicate its DNA and segregate its chromosomes.

The two gap phases G1 and G2 allow for controls that couple the length of the cell cycle

to the cell’s growth rate (Nurse, 1975).

To maintain a constant average cell size, the length of the cell cycle must exactly match the

time it takes a cell to double its size. If the cycle time is shorter than the time required to

double its size, the cells will get smaller in each generation; conversely, if the cycle time

is longer than the size-doubling time, the cells will get bigger in each generation. Thus

the length of the cell cycle is adjustable because a cell’s growth rate is at the mercy of the

environment, varying according to the supply of nutrients and other factors. On a daily
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basis, cells encounter chemicals and ultraviolet rays that damage their DNA and can lead

to their death. In order to survive, cells need to be protected from such constant attacks. To

protect themselves in this dangerous world, cells have developed an elaborate checkpoint

scheme giving them time to repair damage and coordinate growth (Weinert and Hartwell,

1988). To achieve this coordination, the cell cycle has specific size checkpoints where the

control system halts and waits until the cell has reached a critical size (Hartwell and Unger,

1977; Johnston et al., 1977; Slater et al., 1977; Lord and Wheals, 1980, 1981; Woldringh

et al., 1993). These checkpoints occur both in G1, allowing the system to halt before it

triggers a new round of DNA replication, and in G2, allowing the system to halt before it

triggers mitosis. In S. cerevisiae, the G1 checkpoint, called Start, is the most important

size checkpoint, and a cell that is large enough to pass this checkpoint will generally pass

the G2 checkpoint. Thus, for budding yeast, as for most animal cells, the G1 checkpoint

is the point of no return beyond which the cell will complete its cycle even if conditions

change.

Unlike other animal and plant cells, yeast cells keep their nuclear envelope intact through-

out mitosis. A mitotic spindle forms inside the nucleus, and after chromosome segregation

has been completed, the nucleus pinches in half. Budding yeasts divide by forming a bud

as shown in Figure 3.1. The bud is initiated at the start of S, grows steadily, and finally

separates from its mother after mitosis to form the newly created daughter cell. Thus, the

start of budding serves as a marker for the start of S phase and hence the initiation of DNA

replication. The size of the bud provides an indication of how far beyond that point the

cell has progressed around the cell cycle. After cell division, the resulting daughter cells

are usually smaller than mother cells and hence cell division in budding yeast is usually

asymmetric (Hartwell and Unger, 1977; Lord and Wheals, 1980; Woldringh et al., 1993;

Bean et al., 2006). Mechanisms that are not yet fully understood are thought to delay the

daughter cells in early G1 until they achieve the required critical size (see the following
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review (Jorgensen and Tyers, 2004)).

Thus, the cell cycle involves a complex set of events from replication to division, and the

progression of these events are controlled by a series of checkpoints to ensure a successful

cell division cycle. Researchers have worked for many decades to understand some of the

mechanisms that regulate these cell cycle events. We now briefly explore our understanding

of how the cell cycle, specifically the budding yeast cell cycle, is regulated.

3.3 Cell Cycle Control

The cell cycle control system is a periodic biochemical device constructed from a set of

interacting proteins that induce and coordinate essential downstream processes responsi-

ble for duplicating and dividing the cell’s contents. By downstream we mean they occupy

a subordinate position in the hierarchy of cell cycle control. The cell cycle checkpoints

regulate this control system, usually through the use of feedback signals conveying infor-

mation about downstream processes. This enables cells to delay cell cycle progression to

the next set of downstream activities if a preceding set of downstream activities has not

been completed.

3.3.1 Cyclin dependent cell cycle control

Our knowledge of the cell cycle control system began by the identification of genes and

hence proteins through mutations that make the cell halt at a specific point in the cell cycle

or allow it to proceed past a checkpoint and divide at an abnormally small size (Hartwell

et al., 1974). This led to the identification of a set of cell division cycle or cdc genes that

function at specific time points in the cell cycle. One of these cdc genes, Cdc28, was shown

to be necessary for a budding yeast cell to pass the Start checkpoint (Hartwell, 1971).

Subsequently it was shown that cell cycle control depends on two key families of proteins.

Cyclin dependent protein kinases (Cdk) are one family and cyclins are the other. The Cdks
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Figure 3.2: Budding yeast cyclins activate a single cyclin-dependent kinase (Cdc28). The
G1-phase cyclins (Cln1, Cln2 and Cln3) promote bud emergence, spindle pole body du-
plication (not shown) and activation of the B-type cyclins. The S-phase cyclins (Clb5,
Clb6) advance DNA replication (shaded nucleus), and the M-phase cyclins (Clb1, Clb2,
Clb3 and Clb4) promote spindle formation and the initiation of mitosis. Mitotic cyclins
inhibit mitotic exit and cell division. Following cytokinesis, a mother and daughter cell are
generated (Bloom and Cross, 2007).

induce downstream processes by phosphorylating selected proteins, while the cyclins bind

to Cdk molecules and control their ability to phosphorylate appropriate target proteins.

The cyclic assembly, activation and disassembly of cyclin-Cdk complexes are the pivotal

events driving the cell cycle. There are two main classes of cyclins: mitotic cyclins, which

bind to Cdk molecules during G2 and are required for entry into M, and G1 cyclins, which

bind to Cdk molecules during G1 and are required for entry into S phase. In budding yeast,

the G1 function of Cdc28 requires a set of three G1 cyclins, Cln1-3, having overlapping

functions as shown in Figure 3.2; while a partially redundant family of six cyclins, Clb1-

6, governs entry into S phase (primarily Clb5,6) and mitosis (Clb1-4) (Nasymth, 1996).

The Cdk regulatory mechanisms have been found to generate rapid, persistent changes in

Cdk activity, using positive feedback mechanisms that accelerate changes in activity once

a critical threshold is reached (see the following reviews for further details (Morgan, 1997;

Murray, 2004)).
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Figure 3.3: Transcriptional control during the yeast cell cycle. Transcription factors are
denoted by ovals, cell cycle regulatory proteins are denoted by circles, and transcriptional
repressors are denoted by squares. Dashed lines represent gene expression and solid lines
represent direct regulatory interactions. Gray areas indicate intervals of transcription factor
activity (Wittenberg and Reed, 2005).

Thus, the cell cycle can be viewed simplistically as the product of a program of abrupt

Cdk activations and inactivations as shown in Figure 3.2. Changes in Cdk activity are

known to be interlinked; changes in activity of one cyclin-Cdk complex not only triggers

cell cycle events but also initiates the activity of the next cyclin-Cdk complex in the series.

In this way, it is assumed that a programmed sequence of interdependent Cdk oscillations

generates the cell cycle clock that times cell cycle events.

3.3.2 Cell cycle transcriptional control

Analysis of transcription led to the discovery that some genes are expressed in specific

cell cycle phases. This began with the discovery that histone mRNA levels peak during

DNA replication in budding yeast (Hereford et al., 1981). The advent of high-throughput

microarrays led to the discovery that almost 10− 20% of the cell cycle is transcriptionally

regulated (Spellman et al., 1998; Pramila et al., 2006). This regulated transcription is
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accomplished by transcription factors (TFs) that are transcribed in a series of consecutive

interdependent waves. ChIP-chip experiments, studying the upstream regions where TFs

bind, have revealed that the TFs themselves are regulated by other TFs to form a cyclic

series, in much the same way cyclin-Cdk complexes are regulated (Simon et al., 2001; Lee

et al., 2002; Harbison et al., 2004). Thus, not only is it clear that cell cycle regulation of

transcription is a common phenomenon but also that the key regulators of the cell cycle are

themselves transcriptionally regulated.

The first set of G1 specific regulators identified were Swi4, Swi6, and Mbp1. Swi4 and

Swi6 form the SBF factor (SCB Binding Factor, where SCB is a known motif) known to

regulate late G1 transcripts while Swi6 and Mbp1 form the MBF factor (MCB Binding

Factor, where MCB is a known motif) known to control the transcripts during the G1/S

transition. Similarly, transcription of genes during the G2/M transition are regulated by a

set of TFs including Fkh1, Fkh2, and Ndd1. The transcription factors Swi5 and Ace2 ex-

pressed during the G2/M transition have been shown to control the transcription of genes

during the M/G1 transition. Some of the cell cycle TFs identified serve to regulate the next

series of cell cycle TFs, while others serve as feedback regulators to extend, amplify, or in-

hibit another wave of transcription as shown in Figure 3.3. The result is a continuous wave

of transcription wherein one wave can effect the timing, composition, and/or persistence

of an adjacent wave (for further details see the following reviews (Breeden, 2003; Bähler,

2005)).

The continuous wave of transcription during the cell cycle helps in the timely delivery

of products throughout the cycle and hence is likely to influence both the fidelity and

efficiency of cell division. With any repetitive process like cell division, the fidelity and

efficiency of the process is just as important as the execution of the process itself. This

suggests that the study of cell cycle transcriptional control will play an important role in

our understanding of the process of cell division.
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3.4 Why Yeast And The Cell Cycle?

Since budding yeast serves as a tractable organism for studying eucaryotic cell biology,

study of the cell cycle has been largely focused on this organism. Conservation studies

have highlighted the importance of how our knowledge of cell cycle control in budding

yeast can help us understand cell cycle control in other organisms. Mutation studies have

shown that the Cdc28 gene in budding yeast is homologous to the Cdc2 gene in fission

yeast S. pombe (Beach et al., 1982). More importantly, it has been shown that it is possible

to clone a human homologue of Cdc2 (Lee and Nurse, 1987), suggesting that common

elements of cell cycle control most probably exist in all eucaryotic cells. In addition, a

few studies have shown how cell-cycle regulation is carefully tuned and coordinated with

other simultaneous events, such as cell-fate determination and morphogenesis (Edgar and

O’Farrell, 1989, 1990).

Thus, understanding the mechanisms that affect cell cycle control is of great importance

to eucaryotic cell biology as a whole. Despite the progress of the last few decades, little

is understood of the intricacies of cell cycle control. Significant effort has been focused

on dissecting the regulation of transcription during the G1/S transition when DNA is repli-

cated. However, transcriptional control during the entry into mitosis (G2/M transition)

and the exit from mitosis (M/G1 transition) is less well understood. It has been assumed

that cyclin/Cdk oscillatory control is primarily responsible for controlling timing of cell

cycle events. However, it has been shown that clb1,2,3,4,5,6 mutant cells in budding yeast

cyclically trigger G1 events, including the activation of G1-specific transcription and bud

emergence (Haase and Reed, 1999). So it is also entirely possible that even in the absence

of extrinsic control by cyclin/CDK complexes, the temporal program of transcription is

solely controlled by sequential waves of transcription factor expression. Hence, many

questions about how the cell cycle is regulated to achieve a properly timed cell division

cycle are still left unanswered.
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3.5 Conclusion

The cell cycle is one of the most fundamental processes in life. Studies on the cell cycle

have shown that cell cycle control is achieved by a complex combination of regulatory

and signaling events. This complexity along with the oscillatory dynamics involved have

made the cell cycle an area heavily examined by both experimental and computational

researchers. The budding yeast cell cycle has served as an excellent starting point for

studying the cell cycle, both for its tractability and also because of the wealth of biological

data available for this model organism.

When learning cell cycle regulatory networks in Chapter 2, we largely ignored the varied

complexity in regulatory control, especially as cells transitioned from one phase to the

next. We also did not investigate how checkpoints could be used to divide the cell cycle

into discrete regions of control. However, the major obstacle we faced was not our limited

knowledge of the underlying cell cycle biology but the poor quality of the cell cycle mRNA

expression data. Our discussion in this chapter on the cell cycle has not provided us with

an understanding of the problems associated with collecting mRNA expression data over

the cell cycle. A better understanding of the difficulties involved in collecting cell cycle

expression data could help us develop insight into the problems associated with such data,

which in turn could enable the development of more sophisticated algorithms for learning

cell cycle regulatory networks.
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Chapter 4

On Populations Of Mother And Daughter Cells

In Chapter 3, we saw how the cell cycle is fundamental to life itself, and for this reason,

many decades of research have been dedicated to understanding how the cell division cycle

is controlled. We also saw that transcriptional control plays an important role in the cell

cycle. Hence, gene expression data measured over the cell cycle can be a useful source

of information in understanding transcriptional regulation during the cell cycle. However,

we saw in Chapter 2 that current computational approaches at understanding cell cycle

regulation have been severely hindered by not only the limited number of samples and

time points available but also by the poor quality of the expression data itself.

In this chapter, we provide a detailed analysis on the difficulties involved in measuring

time-series cell cycle data. Once again our discussion focuses on studying and measuring

the cell cycle in budding yeast. We show how some properties of the cell cycle in general,

and of budding yeast in particular, play a crucial role in our ability to measure high quality

time-series cell cycle data. We then introduce a probabilistic model to characterize the

loss in quality of measured time-series data over the cell cycle. Finally, we show how our

model helps us understand the key contributors of quality loss in cell cycle data, thereby

potentially suggesting new approaches that could overcome the current problems faced by

researchers analyzing cell cycle data in general, and gene expression data in particular.

4.1 Acquiring Global Cell Cycle Measurements Is Diffi-
cult

In Chapter 1, we explained how measuring mRNA expression globally using expression

arrays poses numerous challenges in extracting quantitative measurements from the raw
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array observations. Some of these challenges include dealing with noise, selecting ap-

propriate normalization algorithms for the data, and deciding on the number of replicates.

Collecting time-series measurements of the cell cycle presents researchers with a number

of additional challenges along with these common problems faced while monitoring static

data. Researchers now have to worry about the sampling rate they use for collecting the

time-series experiments. Due to insufficient knowledge about the dynamics of the biolog-

ical system as well as financial and experimental constraints, sampling rates are usually

inadequate. Even in the presence of an adequate sampling rate, researchers face even more

challenging obstacles in understanding cell cycle dynamics.

4.1.1 Cell cycle measurements are acquired from a population of cells

To fully understand the mechanisms that regulate cell division, it would be ideal if quanti-

tative measurements of a dynamic process could be made on a single cell as it progresses

through the cell cycle. Accurate quantitative measurements (such as transcript or protein

abundance) often require the collection of material from many cells. Therefore, large ini-

tial populations of cells are often synchronized at some point in the cell and subsequently

released from synchrony. The characteristics of the synchronous population of cells can

then be measured over time as it progresses through the cell cycle. Note that synchroniza-

tion is only needed when collecting time-series measurements as we need to ensure that

the population of cells behave similarly from one timepoint to the next, thereby adding an

additional layer of complexity in measuring cell cycle expression data.

As discussed in Chapter 3, the experimental tractability of the budding yeast S. cerevisiae

has made it a model system for examining cell cycle dynamics. A variety of methods

has been established for synchronizing a yeast cell population at various points in the cell

cycle, and the cell cycle position of individual yeast cells can be readily determined by

monitoring landmark events (Hartwell, 1971; Gordon and Elliott, 1977; Johnston et al.,
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Figure 4.1: Budding index measurements (solid gray line) of a synchronized cell popula-
tion show damped oscillations, an evidence of synchrony loss. Under perfect synchrony,
all cells should start budding (100% budded) at the beginning of S and all should complete
budding (0% budded) at the end of M (dashed green line).

1977; Shedden and Cooper, 2002).

4.1.2 Synchronized cell populations lose synchrony over time

Unfortunately, synchronization is an imprecise art: Initial populations are never completely

synchronous. They tend to lose synchrony over time, and their temporal progression rarely

matches from experiment to experiment (Shedden and Cooper, 2002; Whitfield et al.,

2002). As a result, quantitative time-series measurements of a synchronized population of

cells do not accurately represent the characteristics of a single cell as it progresses through

the cell cycle. Instead, these measurements are convolutions of individual cells in the pop-

ulation. We motivate this problem of synchrony loss in synchronized cell populations with

an example in budding yeast,

Bud emergence in S. cerevisiae, a distinct morphological landmark that correlates with the

transition from G1 into S, can be monitored by light microscopy. Cells remain budded

until the completion of mitosis and cytokinesis, when cells re-enter G1. Thus, the passage

of cells from G1 (unbudded) into S (budded) or from M (budded) into G1 (unbudded)
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can be measured by plotting the percentage of budded cells in a population—the budding

index—as a function of time. Representative data from a typical experiment in which bud

presence was monitored in a synchronized population of wild-type yeast cells are shown in

Figure 4.1. In this experiment, a population of cells synchronized in early G1 was collected

by centrifugal elutriation, a size-selection method for extracting small, unbudded cells from

an asynchronous population (Gordon and Elliott, 1977). Early G1 cells were incubated in

a growth medium and then cell samples were drawn and scored for the presence of buds

at 8-minute intervals. As is common in G1-synchrony experiments, cells begin to bud

only after a significant lag (∼ 80 minutes in this experiment). This extended unbudded

period is likely to reflect two conditions. First, elutriation preferentially selects the smallest

cells from the asynchronous population (early G1), and so DNA replication (S phase) is

delayed until they reach a critical size as discussed in Chapter 3. Second, cells collected by

elutriation need time to recover from the effects of the elutriation procedure itself. During

the procedure, cells are subjected to changes in growth medium and osmolarity, as well as

temperature shifts. Each of these treatments likely perturbs cell cycle progression (Rowley

et al., 1993; Belli et al., 2001) and probably contributes to the delay observed early in

the time course (we call this interval Gr for recovery gap from now on). After about 140

minutes, the percentage of budded cells declined, indicating that cells were completing

mitosis and cytokinesis. However, the budding index never returned to 0%, suggesting that

some cells in the population had begun to bud again in the second cycle before others had

completed cytokinesis. Cell counts at each time point indicated that nearly all of the cells

completed cell division, and thus it is unlikely that the curve reflects a subpopulation of

cells that never underwent cell division. At about 175 minutes, the percentage of budded

cells began to rise again, indicating that the bulk of the cells in the population were entering

the budded phase of their second cycle.

As cells remain budded until the completion of mitosis and cytokinesis, budding index
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Figure 4.2: mRNA expression measurements (solid gray line) of a synchronized cell pop-
ulation show damped oscillations as compared to the corresponding hypothetical mRNA
expression of a single cell (dashed green line), an evidence of synchrony loss in the popu-
lation.

measurements under perfect synchrony should ideally have discrete transitions from G1

to S and from M to G1 as shown in Figure 4.1. Instead, the damped oscillations we ob-

serve are an indication of synchrony loss in the synchronized cell population. Similarly,

damped oscillations due to synchrony loss can be observed for more continuous time-

series measurements like mRNA expression as shown in Figure 4.2. Hence, synchrony

loss contributes to the loss in quality of time-series measurements from synchronized cell

populations.

4.1.3 Synchrony loss is a combination of multiple factors

Multiple sources of synchrony loss ultimately contribute to population asynchrony. The

slope of the budding index curve during its initial rise in Figure 4.1 indicates the population

was already not perfectly synchronous. As depicted in the figure, perfectly synchronous

cells would be expected to transition from 0 to 100% budded instantaneously; instead the

population took approximately 60 minutes to become fully budded. These observations

suggest that either the initial population was not fully synchronous or the population had
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already lost synchrony during transit through G1 or both. Thus, the imperfect nature of the

synchronization treatment used (initial synchrony), and the progression of cells through the

cell cycle at different rates, both contribute to synchrony loss in a synchronized population.

In Figure 4.1, the slope of the budding curve as the cells entered the budded phase of the

second cycle is significantly lower than it is on the first cycle, indicating that the population

had lost considerable synchrony between these two points. One factor contributing to this

additional loss could be the asymmetric nature of cell division in budding yeast discussed in

Chapter 3, resulting in daughter cells being delayed in early G1 until they achieve a critical

size (Hartwell and Unger, 1977; Lord and Wheals, 1980; Woldringh et al., 1993; Bean

et al., 2006). Thus, there are multiple possible sources of synchrony loss in a synchronized

cell population.

4.2 CLOCCS: A Model For Characterizing Synchrony Loss
In Synchronized Populations

If we could understand how the different sources of synchrony loss contribute to asyn-

chrony in the synchronized population, we could resolve cell cycle positions of individual

cells in the population. By estimating the distribution of the population of cells over time

we could possibly remedy the problem of loss in quality of time-series cell cycle mea-

surements. Although some information about population distributions can be learned by

examining measurements like budding index, the resolution of these methods are limited.

For example, budding index can only tell us the fraction of cells in G1. Ideally, we would

like to estimate the distribution of cells in the population at a much higher resolution.

Several mathematical models have been proposed to estimate distributions in synchronized

populations of yeast cells. Most can be divided into two classes: cell-ensemble models

and population balance equation models (see the following reviews (Arino, 1995; Henson,

2003; Sidoli et al., 2004)). The power of cell-ensemble models is their ability to describe
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processes within a single cell in great detail. However, determination of cell cycle state is

dependent on a large array of measurements that are difficult to collect at every time point

in each experiment. Population balance equation models describe cells with respect to their

position in a population and are therefore well-suited for population-level measurements.

Unfortunately, these models are partial-integro-differential equations, which are very dif-

ficult to solve except under special conditions (Liou et al., 1997). Further, their solution is

conditioned on a set of process parameters dependent on environmental conditions, making

inference and evaluation difficult (Sidoli et al., 2004). Multi-type branching process con-

structions have also been used to model cell cycle population dynamics, focusing on the

effects of cell division (Alexandersson, 2001). These models were developed to study the

asymptotic behavior of cycling populations and are not well suited for experiments aimed

at investigating short-term population behavior (on the order of 1-2 cell cycles). Models

have also been proposed for learning cell cycle distributions to deconvolve population-

level measurements of cell cycle transcription (Bar-Joseph et al., 2004; Qiu et al., 2006;

Rowicka et al., 2007). These models make the incorrect assumption that synchrony loss

is entirely due to cells in the population progressing through the cell cycle with variable

rates.

In this section, we present CLOCCS (Characterizing Loss of Cell Cycle Synchrony), a

probabilistic model for determining cell cycle distributions of synchronized cell popula-

tions over time. Our model explicitly incorporates reproduction within the population via

a branching process construction, and thereby accounts for synchrony loss resulting from

asymmetric cell division. In addition, we model initial asynchrony due to the imperfect

nature of the synchronization procedure as well as variability in the rates at which differ-

ent cells progress through their cell cycle. The model is fully parametric and can be ex-

pressed in closed-form. This closed-form, parametric formulation allows for full Bayesian

inference, point and interval estimates of model parameters, and summaries of their joint
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Figure 4.3: Linear representation of the cell cycle in CLOCCS: (A) The initial synchronized
population of cells, cohort {0, 0}, begins its cell cycle in the Gr region (far left). The
population then progresses through the different phases of the cell cycle (labeled boxes).
Both the unbudded region of the cell cycle (unshaded), and the budded region (shaded blue)
are marked. (B) As the population divides at the M/G1 transition, cohort {0, 0} continues
to the next cell cycle, but as individual cells divide, a new cohort {1, 1} branches off and
appears as a truncated normal at the start of Gd. We denote the length of the cell cycle
by λ, and the length of Gd by δ. (C) Over time, both the initial population, cohort {0, 0},
and the new daughter cohort {1, 1} will divide, producing two new daughter cell cohorts.
Cohort {1, 2} arises from the second round of division of cohort {0, 0}, and cohort {2, 2}
arises from the first round of division of cohort {1, 1}.

posterior distribution.

4.2.1 A framework for identifying cells in a population

Our modeling framework uses a linear representation of the cell cycle instead of the more

common circular illustration. A linear representation permits modeling of events that occur

only once in the lifetime of each cell, such as stress-related effects due to the arrest-and-

release nature of the synchronization treatment or daughter specific delay in early G1.

After release from synchrony, the ‘initial’ cells in a synchronized population (cells in the

population that have not yet undergone a round of cell division) progress through a recovery

interval (Gr). All cells then progress through the common mitotic cell cycle consisting of

G1, S, G2, and M. Cells start budding as they transition from G1 to S and completion of

cell division results in two cells, a mother cell and a daughter cell. As cell division in

budding yeast is usually asymmetric, mother cells are often already above the critical size

threshold and progress more rapidly through G1, whereas daughter cells are delayed in
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early G1 until they achieve the critical size threshold. Hence, daughter cells go through an

additional daughter specific growth interval (called Gd from now on), before they progress

through the common cell cycle like the mother cells. This linear representation depicting

cells progressing through possibly different events in their lifetime is shown in Figure 4.3.

We denote the length of the common cell cycle (G1,S,G2/M) by λ and the length of the

daughter specific interval (Gd) by δ. Thus, the length of a daughter cell cycle is λ + δ.

The length of Gd (δ) is assumed to be constant, although evidence from single cell studies

suggests otherwise (Hartwell and Unger, 1977; Woldringh et al., 1993; Bean et al., 2006).

Over time, cell divisions give rise to distinct populations of mother and daughter cells that

each progress through the cell cycle with different kinetics. To keep track of these cells, the

population is modeled as a mixture of the original synchronized population (initial cells)

and subpopulations (cohorts of mother and daughter cells) that arise from cell division.

Each cohort is indexed by a latent integer valued variable g, indicating which generation

this cohort belongs to. The variable g, when multiplied by the length of Gd (δ), captures

generation-dependent asynchrony arising from the daughter-specific delay. However, each

cell can undergo multiple rounds of reproduction (multiple cell division cycles), and new

members can be born having the same generational cohort g at different rounds of repro-

duction. To resolve this ambiguity, each cohort is indexed by another latent integer valued

variable r, indicating the round of reproduction when this cohort was created. The vari-

able r, when multiplied by the cell cycle period λ, ensures that different cohorts of the

same generation g are correctly positioned in the linear representation. Each cohort can

now be identified by a bivariate index {g, r}, which uniquely positions a cell on the lin-

ear representation of the cell cycle. For example, as shown in Figure 4.3, when the initial

population ({0, 0}) divides at the end of the first mitosis, a new cohort of daughter cells

({1, 1}), branches off and appears at the beginning of Gd, while the cohort of mother cells

continues through the common cell cycle ({0, 0}). As time progresses, both the new pop-
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ulation {1, 1} and the original mother population {0, 0} undergo cell division to produce

two new daughter populations; ({0, 0} gives rise to {1, 2}, and {1, 1} gives rise to {2, 2}).

4.2.2 A parametric model for cell cycle position

We explicitly model three sources of synchrony loss in the synchronized cell population.

1. Variability in the initial population: As we cannot measure landmark events in early

G1, we have no direct evidence of variability in the initial population. However,

variability in the size distribution of early G1 cells has been reported (Johnston et al.,

1977; Woldringh et al., 1993) and could easily account for variance in the starting

population. We assume the positions of cells in the initial population (P0) can be

represented by a normal distribution with unknown mean, capturing the length of

time required for recovery from arrest, and unknown variance, capturing the initial

variability: N(−µ0, σ
2
0). The negative sign helps indicate that cells begin from a

position that is not part of the cell cycle, but a position related to the time required to

recover from the synchronization treatment.

2. Variability in the velocity of individual cells as they move through the cycle: The

model assumes that each cell progresses through each phase of the cell cycle at a

constant velocity (V ) chosen from a normal distribution N(1, σ2
v) with unknown

variance.

3. Variability related to asymmetric cell division: The arrival of new cohorts to the

population is modeled as a branching process (Figure 4.3 and 4.4) allowing the dis-

tribution of the entire population to be represented as the sum of distributions of the

unique cohort populations.
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The position of any initial cell of the population (cohort indices {0, 0}) at time t (Pt) is

assumed to be a function of its initial position (P0) and its velocity (V ).

Pt = P0 + V t

Similarly, the position of any cohort of the population (cohort indices {g, r}) at time t (Pt)

is assumed to be a function of its initial position (P0), its velocity (V ), and a cohort-specific

fixed effect.

Pt = P0 + V t− λr − δg (4.1)

By our construction P0 ∼ N(−µ0, σ
2
0) and V ∼ N(1, σ2

v). Cohort indices g and r are

respectively multiplied by δ and λ to ensure a cell’s correct placement on the linear repre-

sentation of the cell cycle. Hence, from Equation 4.1 and using the properties of the normal

distribution, we have Pt ∼ N(−µ0 + t− rλ− gδ, σ2
0 + t2σ2

v)

4.2.3 The distribution of cells in a synchronized population

We denote the model’s parameters by Θ, where

Θ =



µ0 Length of recovery phase, Gr
σ2

0 Variance in recovery length
σ2

v Variance in lifeline velocities
λ Length of a normal cell cycle
δ Length of daughter specific phase, Gd

Equation 4.1 assumes that a newly created daughter cohort can start at a position less than

−δ, which is clearly not possible since on creation of a daughter cohort it starts its cell cycle

at a point offset by δ. Thus, all cohorts other than the initial cells ({0, 0}), are truncated at

a particular point as shown in Figure 4.3. We accordingly modify Equation 4.1 to follow a
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truncated normal distribution. Specifically,

Pr(Pt|Θ, g, r, t) =


φ

(
Pt−(−µ0+t)√

σ2
0+t2σ2

v

)
g = 0, r = 0

I{Pt≥−δ}

φ

 
Pt−(−µ0+t−rλ−gδ)√

σ2
0+t2σ2

v

!
√

σ2
0+t2σ2

v

 
1−Φ

 
−δ−(−µ0+t−rλ−gδ)√

σ2
0+t2σ2

v

!! else,
(4.2)

where φ(·) denotes the standard normal density function, where Φ(·) denotes the standard

normal cumulative distribution function, and where I{A} denotes the indicator function for

the event A which evaluates to 1 if A is true and 0 if it is false.

The distribution of a cell’s position at a given point in time, Pr(Pt|Θ, t), is obtained by

marginalizing the joint distribution of position and cohort given time over cohort. In par-

ticular, we write

Pr(Pt|Θ, t) =
∑

G

∑
R

Pr(Pt|Θ, R, G, t)Pr(G|Θ, R, t)Pr(R|Θ, t). (4.3)

Taken together, Pr(G|Θ, R, t) and Pr(R|Θ, t) specify the probability mass function of the

cohorts as a function of time, t. These expressions explicitly model the increase in popu-

lation size as mother and daughter cohorts are produced after each round of cell division.

4.2.4 Determining the increase in population size over time

At position Pt = λ for the {0, 0} cohort, the size of the cohort population {1, 1} is given by

Z(0, 1) and can be calculated by using the corresponding cumulative distribution function

for the density function in Equation 4.2; where for notational convenience we have defined

Z(g, r) ≡

(
1− Φ

(
−(−µ0 + t− rλ− gδ)√

σ2
0 + t2σ2

v

))

Similarly, at position Pt = λ for the {1, 1} cohort, the size of the cohort population {2, 2}
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Figure 4.4: The branching process modeled by CLOCCS showing how distinct cohort pop-
ulations arise after a cell division. The cohorts {0, 0}, {1, 1}, {1, 2}, and {2, 2} are as-
signed a unique color. Below each cohort we have marked, with the corresponding color,
the cell division cell cycle positions (Pt). The dashed gray lines indicate the parent cohort
population for a newly created daughter cohort population. The population size calcula-
tions for the cohorts {1, 1}, {1, 2}, {2, 2}, and {2, 3} are also shown in gray. Observe how
the normalization constants cancel out allowing a closed-form solution for the population
sizes.

is given by Z(0,1) × Z(1,2)
Z(0,1)

= Z(1,2) as shown in Figure 4.4. Observe that the normalization

constant cancels as we move from one generation to the next as shown for the cohort {2, 3}

in Figure 4.4. This property enables us to calculate a closed-form solution for increase in

population size over time.

Let M(g, r, t) denote the size of cohort {g, r} at time t relative to the size of the {0, 0}

cohort.

M(g, r, t) =



1 g = 0, r = 0

0 g = 0, r > 0

0 g ≥ 1, r < g(
1− Φ

(
µ0−t+rλ+(g−1)δ√

σ2
0+t2σ2

v

))(
r−1
g−1

)
g ≥ 1, r ≥ g

(4.4)

Let Q(r, t) denote the size of all cohorts with reproductive instance r at time t relative to
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the size of the {0, 0} cohort.

Q(r, t) =
r−1∑
y=0

((
1− Φ

(µ0 − t + rλ + yδ√
σ2

0 + t2σ2
v

))(r − 1

y

))
(4.5)

Finally, let Q(t) denote the total size of the population at time t relative to size of {0, 0}

cohort.

Q(t) =
R∑

r=0

Q(r, t).

Hence,

Pr(G|Θ, R, t) =
M(G, R, t)

Q(R, t)

and

Pr(R|Θ, t) =
Q(R, t)

Q(T )
.

4.2.5 Model inference using budding index measurements

In S. cerevisiae, budding is determined by a cell’s position. The fraction of budded cells in

the population at any given time is equal to the fraction of cells in S, G2, and M phases.

This fraction can be easily calculated in our modeling framework from the distribution

of cells at any given point in time. Let β denote the fraction of time through the cell

cycle, λ, at which budding begins. Buds disappear at the end of the cell cycle when cells

divide. In Figure 4.3, bud emergence coincides with the onset of S-phase at the points

λβ, λ(β + 1), λ(β + 2), etc., and buds disappear after cells complete cytokinesis at points

λ, 2λ, 3λ, etc.

Let B(t, β, Θ, g, r) denote the expected fraction of cohort {g, r} that is budded at time t.
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For cohort {g = 0, r = 0},

B(t, β, Θ, g, r) =
C∑

c=0

[
Φ
(δ · (c + 1)− (−µ0 + t)√

σ2
0 + t2 · σ2

v

)
− Φ

(δ · (c + β)− (−µ0 + t)√
σ2

0 + t2 · σ2
v

)]
;

otherwise,

B(t, β, Θ, g, r) =
C∑

c=0

Φ
(

δ·(c+1)−(−µ0+t−r·λ−g·δ)√
σ2
0+t2·σ2

v

)
− Φ

(
δ·(c+β)−(−µ0+t−r·λ−g·δ)√

σ2
0+t2·σ2

v

)
(1− Φ

(
−δ−(−µ0+t−r·λ−g·δ)√

σ2
0+t2·σ2

v

)
)

·M(g, r, t)

The sums over cell cycle, c, account for the fact that a given cohort could be distributed

across multiple cell cycles and therefore have budded members in discontinuous regions.

We account for this by summing the fraction of the cohort in the budded region for a

preselected large number of cell cycles say C.

The expected fraction of cells budded at time t is

B(t, β, Θ) =

G∑
g=0

R∑
r=g

B(t, β, Θ, g, r)

Q(t)

We assume a Bernoulli sampling model for the budding measurements made at each time

period and, further, assume that measurements are independent from time period to time

period with success probability B(t, β, Θ). Let Xit = 1 if the ith sampled cell at time t

is budded and 0 if it is not and let nt denote the total number of cells sampled at time t.

Hence the sampling model for X , the vector of Xit’s, is

Pr(X|Θ, β) =
T∏

t=1

B(t, β, Θ)

∑
i

Xit

× (1−B(t, β, Θ))

nt −
∑

i

Xit

(4.6)
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4.3 Fitting The CLOCCS Model In Budding Yeast

We employed a Markov Chain Monte Carlo (MCMC) algorithm for posterior inference of

Equation 4.6, updating individual parameters via a systematic scan random walk Metropo-

lis sampling scheme (Gilks et al., 1995). All parameters, except µ0, were constrained to

be positive, reflecting their biological interpretation. We placed a beta(4, 16) prior on β

to reflect the prior belief that β is between 5% and 35% with probability 0.95, and in no

case larger than 1. We placed an inverse gamma(12,1) prior on σv to reflect the belief

that it is centered around 0.09, which is consistent with a previously reported value (Bar-

Joseph et al., 2004). An exponential prior with scale parameter 40, was placed on δ to

avoid explaining too much asynchrony with this parameter, especially in cases where the

time-courses were not long and the effects due to reproduction had not had time to affect

the system. We also constrained δ to be no larger than the estimate for the cell cycle time

(λ).

Point estimates of the model parameters were calculated as sample averages, and interval

estimates were calculated as ranging from the 2.5th to 97.5th percentile of the parameter’s

samples. The chain was run for a burn-in period followed by 250, 000 subsequent iter-

ations. The chain showed quick convergence and good mixing by visual inspection. In

addition, we employed a battery of convergence diagnostics implemented in the R pack-

age CODA to evaluate the convergence of the model’s parameters. All chains passed the

Raftery and Lewis diagnostic (Raftery and Lewis, 1996), the Heidelberger and Welch (Hei-

delberger and Welch, 1983) stationary tests, and the Geweke (Geweke, 1992) diagnostic

with each diagnostic’s parameters set to their CODA default values. While these results are

consistent with convergence of the algorithm and indicate that the sample is informative

for the kind of posterior summaries that interest us, they do not guarantee that the sample

is representative of the posterior distribution. However, we assumed it was and thereafter

based inference on the sample.
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Figure 4.5: Model Fits for Multiple Experiments: Observed budding index curves (black
lines) for cells synchronized by elutriation (A,B) or α-factor (C,D) and then incubated at
30◦C. Experiments synchronized by α-factor and incubated at 21◦C are shown in E and F.
One hundred random realizations from the Markov chain used to fit each experiment were
used as parameterizations for the model, and the resulting predicted budding curves are
shown (green lines). The width of the band created by the Markov chains is indicative of
the effect of uncertainty in the model parameters. The mean model parameterizations from
the Markov chains for each of the experiments are shown in Table 4.1.

4.3.1 Parameter estimates for different synchronization protocols

Parameters were estimated for multiple independent synchrony experiments using both

elutriation and α-factor synchrony protocols (Figure 4.5). Budding index curves for each

of the experiments are shown, and overlaid on those curves are the predictions from models

parameterized by one hundred realizations of the Markov chain. The predictions reflect the

degree of posterior uncertainty in the budding curve and can be interpreted as forming a

confidence band for the curve based on the uncertainty in the parameters.

Estimates of posterior means of the parameters as well as the 2.5th and 97.5th percentiles

for each parameter in multiple experiments are detailed in Table 4.1. The best-fit values for
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each of the parameters are remarkably similar for experiments performed under the same

conditions. Notably, little change is observed in the variance in velocity of cells as they

progress through the cycle (σv), even across experiments performed under significantly

different conditions. The small values observed for σv suggest that once cells enter the

cycle, they progress at very similar rates and that much of the observed loss of synchrony

is not explained by this factor alone.

Significant differences are observed for some parameters when experimental conditions

are changed. As expected, the length of the cell cycle λ is elongated when α-factor syn-

chrony experiments are run at lower temperatures (see Table 4.1, 30◦C vs. 21◦C). We

also observed that the values for µ0 are significantly larger in elutriated populations than

in α-factor synchronized cells (Table 4.1). The value of µ0 reflects the amount of addi-

tional time required for the initial cells to complete their first cycle, over and above the

normal λ. Unlike cells synchronized by α-factor, elutriated populations were released into

a growth medium containing 1M sorbitol resulting in exposure to osmotic shock. In this

case, pathways that transiently delay cell cycle progression in response to osmotic stresses

are expected to increase µ0 (Belli et al., 2001).

The increase in estimated values of δ in elutriated populations (Table 1) suggests that the

daughter-specific delay in G1 (Gd) is significantly longer than it is in populations syn-

chronized with α-factor. This observation could be explained by distinct differences in the

synchrony procedures. The elutriation process preferentially collects small daughter cells,

but α-factor-treated cells continue to increase in size during the arrest. Thus, upon release,

small elutriated cells delay entry into the cell cycle until they reach the critical size thresh-

old, while large α-factor-arrested cells are already above the minimum budding size and

enter the cell cycle rapidly. Additionally, large mother cells resulting from α-factor arrest

have been shown to produce large daughter cells (Johnston et al., 1977). Consequently,

large cells in the {0, 0} cohort are likely to produce large buds that become large daughters
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Table 4.1: Model Estimates for Multiple Experiments: Each column corresponds to a
different experiment, synchronized by either centrifugal elutriation or α-factor arrest and
grown at either 30◦C or 21◦C. The observed budding curves, as well as the model pre-
dictions for each experiment, are shown in Figure 4.5. Each cell contains the mean value
for that row’s parameter, given 250, 000 iterations of the Markov chain used to fit the col-
umn’s experiment. Below each mean is the 95% confidence range for the corresponding
parameter in that experiment.

Elutriation α-Factor
30◦C 30◦C 21◦C

A B C D E F

µ0 95.8 85.1 20.3 18.7 38.1 37.7
(92.7, 98.6) (80.7, 88.3) (14.2, 24.5) (14.7, 23.1) (31.8, 45.9) (33.2, 43.4)

λ 77.1 73.4 62.9 63.6 121.5 124.0
(72.8, 81.7) (68.5, 80.2) (58.3, 69.6) (58.7, 67.8) (111, 128.9) (116.9, 129.4)

δ 41.4 42.3 13.6 7.8 13.1 6.9
(36.2, 46.1) (35.3, 47.4) (1.5, 21.3) (0.4, 16.6) (0.6, 29.2) (0.3, 18.5)

σ0 15.3 13.0 12.1 8.4 9.2 17.6
(14, 16.6) (10.3, 14.7) (11, 13.2) (7.4, 9.4) (8.2, 10.3) (16.1, 19)

σv 0.06 0.07 0.08 0.09 0.09 0.07
(0.04, 0.08) (0.05, 0.11) (0.05, 0.11) (0.06, 0.1) (0.06, 0.1) (0.05, 0.1)

β 0.14 0.16 0.28 0.27 0.15 0.16
(0.12, 0.17) (0.13, 0.2) (0.23, 0.34) (0.22, 0.31) (0.1, 0.19) (0.12, 0.19)

in the {1, 1} cohort, and these large daughters are likely to experience a shorter delay in

Gd than are the small daughters produced from elutriation synchronized cells.

4.3.2 Relative contributions of different sources of asynchrony

Since the values for variance in velocity (σ2
v) are relatively small, our parameter estimates

suggest that initial asynchrony (σ2
0) and asynchrony related to daughter-specific delays in

G1 (δ) are likely to be the most significant contributors to population asynchrony. This

prediction is in agreement with single cell studies demonstrating that the variance in the

cell cycle time of mothers is relatively small with respect to the variance observed between

the cell cycle periods of mother and daughter cells (Hartwell and Unger, 1977; Lord and
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Wheals, 1980; Woldringh et al., 1993; Bean et al., 2006).

These findings highlight the importance of including synchrony loss due to asymmetric

cell division in mathematical models, a factor that has been ignored in previous work (Bar-

Joseph et al., 2004; Qiu et al., 2006; Rowicka et al., 2007). The increased complexity of

our model, especially the inclusion of explicit reproduction dynamics, allows us to capture

the underlying process much better than is possible with a single source asynchrony model.

4.3.3 Biological significance of model parameters

The parameters for the model were chosen to capture sources of asynchrony stemming

from well-established biological processes. All of the parameters are mathematically iden-

tifiable, and the estimates are consistent from experiment to experiment under the same

conditions. In the case of experiments run at two different temperatures, the model cor-

rectly accommodates the slower growth rate of cells at lower temperatures by extending

the cell cycle time λ (Table 4.1). Parameter estimates suggest that a daughter cell cycle

is almost 50% longer than a mother cell cycle (δ/λ, Table 4.1). This finding is in agree-

ment with previous time-lapse studies on individual cells demonstrating that a daughter

cell cycle is approximately 40-50% longer than a mother cell cycle (Hartwell and Unger,

1977).

Values for δ are significantly lower for populations synchronized by α-factor, but as dis-

cussed above, these lower values likely reflect the very large cell size of the initial popu-

lation. The initial assumption that δ is constant is probably not entirely accurate for pop-

ulations synchronized by α-factor; it is likely that as these populations undergo multiple

cell divisions and return to normal cell sizes (Johnston et al., 1977), the values for δ will

eventually increase to those observed for elutriated cells.

Thus, estimated parameter values appear to match expectations based on previous experi-

mental observations, providing support for the ability of the model to describe the behavior
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of cells in a population. However, because the parameters may also capture unrecognized

sources of asynchrony, the precise biological significance of their values should be inter-

preted with caution.

4.4 Conclusion

In this chapter, we have shown how collecting time-series data over the cell cycle involves

measuring a synchronized population of cells that loses synchrony over time. Synchrony

loss is one of the fundamental reasons why measurements of the cell cycle suffer from

poor quality, thereby hindering most downstream analyses of such data. There are multiple

sources of synchrony loss in a cell population, and any method analyzing cell cycle data

would need to understand and model these sources of synchrony loss.

We introduced a probabilistic model, CLOCCS, that is able to model the three main sources

of synchrony loss in synchronized cell populations. CLOCCS models loss in synchrony

due to the imperfect nature of the arrest-and-release synchronization treatment, due to the

variable rates at which cells progress through their respective cell cycles, and finally, due

to asymmetric cell division, which results in mother cells that continue through to the next

cell cycle and daughter cells that are delayed until they reach a critical size threshold.

Our modeling framework is fully parametric and can be expressed in closed form. Such

a formulation permits full Bayesian inference along with point and interval estimates of

model parameters. We demonstrated the effectiveness of our model in learning parameters

for budding yeast using budding index measurements. Our results suggest that contrary to

what is commonly assumed, asymmetric cell division and not variance in cell velocity is

the most significant contributor of synchrony loss in synchronized populations of budding

yeast.

Using the CLOCCS modeling framework we can learn the distribution of a synchronized

population of cells at any given point in time. Population distribution estimates at such
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a high resolution could help us model the convolution effects of any population-level cell

cycle measurement. In doing so, we could potentially attempt to recover observations of

the population under perfect synchrony. Such a recovery procedure could provide single

cell views of any measurement of the cell cycle, thereby rectifying the major obstacle faced

by researchers attempting to analyze cell cycle data like gene expression measurements.
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Chapter 5

On High Resolution Measurements Of The Cell
Cycle

Monitoring and measuring any biological process is usually difficult. We have seen in

Chapter 4 how synchrony loss in synchronized cell populations exacerbates this difficulty

when measuring the cell cycle. Measurements taken of a synchronized cell population dur-

ing the cell cycle are convolutions of individual cells in the population because perfect cell

synchrony is neither attainable at synchronization nor maintainable after release. Towards

understanding synchrony loss we introduced CLOCCS in the last chapter, a framework ca-

pable of modeling multiple sources of synchrony loss in synchronized cell populations.

CLOCCS is a fully parametric probabilistic model capable of estimating distributions of

the position of cells in a cell cycle at any given point in time. In this chapter, we show

how we can use CLOCCS’ position distributions to develop a framework to estimate single

cell views of population-level measurements of the cell cycle. We present a deconvolution

algorithm capable of recovering single cell views representing measurements that would

have been obtained from a population in the absence of synchrony loss. In addition, the

algorithm is designed to recover a higher resolution view of the cell cycle as compared to

the population-level view that was measured.

The deconvolution algorithm explicitly models four distinct cell cycle intervals: an inter-

val representing recovery from synchronization (Gr), an interval representing daughter-

specific early G1 unique to a daughter cell created after cell division (Gd), an interval

representing the cell cycle common to both mother and daughter cells (G1, S, G2/M), and

an attachment interval where mother and daughter cells are attached to each other as they

transition out of mitosis and into the next cell cycle (A). The resulting deconvolution pro-
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vides a high resolution single cell view of the cell cycle, with mother cell, daughter cell,

and recovery-specific intervals all resolved separately. The algorithm is extremely general

and can be used to estimate single cell views of the cell cycle for a variety of yime-series

cell cycle measurements. In this chapter we mainly focus our analysis on deconvolving

mRNA expression data for budding yeast. As we have noted in previous chapters, the poor

quality of cell cycle expression data is a major obstacle for sophisticated computational

analyses of cell cycle regulation. Hence, recovering high resolution cell cycle expression

data would be extremely beneficial to cell cycle researchers. The continuous nature of

mRNA expression poses additional challenges that need not be handled when deconvolv-

ing data like budding index measurements. Focusing on deconvolving mRNA expression

data permits the presentation of a more general deconvolution framework that would oth-

erwise not be required.

5.1 Gene Expression Has Distinct Intervals During A Cell’s
Lifetime

The CLOCCS model used a linear representation of the cell cycle to permit modeling of

events that occur only once in the lifetime of a cell. Similarly, a deconvolution algorithm

for gene expression needs to model the distinct transcriptional events a cell in a synchro-

nized population undergoes while progressing through its cell cycle.

The different arrest methods used to synchronize populations of cells cause many genes

that are not involved in the cell cycle to react in response to the arrest-and-release syn-

chronization treatments. Hence, after release from synchrony, the ‘initial’ cells in a syn-

chronized population (cells in the population that have not yet undergone a round of cell

division) progress through a recovery interval (Gr). Genes expressed in Gr are not cell

cycle regulated but are stress response genes reacting to the synchronization protocol used.

All cells then progress through a common mitotic cell cycle interval (C) encompassing
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the four cell cycle phases G1, S, G2, and M. Cells start budding as they transition from

G1 to S, and on completion of cell division produce two cells – a mother and a daughter

cell. In budding yeast, cell division is asymmetric, and the resulting daughter cells are

usually smaller than the mother cells. Mother cells are often already above the critical size

threshold and continue their progression through the next cell cycle interval (C). However,

as daughter cells are below the critical size threshold, they are delayed in early G1 and

go through an additional daughter specific interval (Gd), before they progress through the

next cell cycle interval (C).

So far, our deconvolution framework for gene expression data has not deviated from the

distinct intervals modeled by CLOCCS. We now need to consider an additional interval that

plays a unique role when deconvolving gene expression data. The transition from M to

G1 in mother cells or from M to Gd in daughter cells is never instantly followed by the

creation of two new cells. Often, mother and daughter remain attached to each other even

after completion of mitosis with mother and daughter cells potentially operating different

transcriptional programs (we call this interval A for attached mother and daughter cell).

The interval A serves as an interval of uncertainty, where cells transition from M to G1

in the mother cell or from M to Gd in the daughter cell, making it difficult to distinguish

between mother and daughter cells. Here, either both mother and daughter behave as a

single cell having a common transcriptional program or mother and daughter behave inde-

pendently, potentially having different transcriptional programs even though they have not

separated from each other. In this case, from the perspective of discrete cell feature mea-

surements like budding index, the cell is still budded. Hence, as the CLOCCS model was fit

using budding index measurements, we did not have to worry about the attachment inter-

val (A). However, when deconvolving gene expression data, we do need to account for the

possibility that mother and daughter cells may operate different transcriptional programs

before having fully separated from each other.
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Figure 5.1: The deconvolution model for cells progressing through the cell cycle in a syn-
chronized population. The initial cells (before undergoing a round of cell division) first
need to recover from the stress caused by the arrest-and-release synchronization treatment
(interval Gr). The cells then progress through a common mitotic cell cycle (interval C)
encompassing G1, S, and G2/M. Cells then may remain attached to each other even after
completion of mitosis with mother and daughter cells potentially operating separate tran-
scriptional programs (interval A). Finally, newly created mother cells once again progress
through C, while newly created daughter cells go through a daughter specific growth period
(interval Gd).

Figure 5.1 depicts the distinct cell cycle intervals modeled when deconvolving gene ex-

pression data.

5.1.1 Synchrony loss in global cell cycle expression measurements

As discussed in Chapter 4, cell cycle measurements from synchronized populations suffer

synchrony loss over time and cell cycle gene expression data are no exception, as was

shown in Figure 4.2. All the factors contributing to synchrony loss in synchronized cell

populations complicate the analysis of time-series gene expression measurements over the

cell cycle. Synchrony loss makes it especially hard to detect genes regulated at later stages

in the cell cycle when the observations are too damped and cannot be distinguished from

measurement noise. In addition, on releasing a synchronized cell population from arrest,

many genes respond to the arrest-and-release treatment. As a result, it is hard to distinguish

between changes in genes regulated during the cell cycle and changes that are only the
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result of the synchronization treatment itself. Even more importantly, as the observed time-

series measurements do not accurately represent the true underlying profile of a single

cell, we are unable to observe timing events precisely. Precise understanding of timing

events across the cell cycle is important in understanding the finely timed events associated

with cell division (Breeden, 2003). Lack of precise timing complicates most downstream

analyses of transcription factors, transcriptional control, and genetic regulatory networks

as a whole (Hartemink et al., 2001; Pe’er et al., 2001; Segal et al., 2003a; Bernard and

Hartemink, 2005).

5.2 A Deconvolution Algorithm For A High Resolution
Single Cell View Of The Cell Cycle

If we knew the distribution of the synchronized cell population over time as cells progress

through the cell cycle, we could then potentially attempt to deconvolve cell cycle population-

level measurements to obtain an estimate of the true underlying profile of a single cell. De-

convolution would not only yield a precisely timed high resolution single cell view of the

observed population-level measurements but also enable detection of late cell cycle regu-

latory effects previously undetectable due to synchrony loss. Ideally, such a deconvolution

procedure should be able to account for the the main factors of synchrony loss, includ-

ing initial asynchrony due to the arrest-and-release treatment, progression of cells through

the cell cycle at variable rates, and more importantly, the effects of individual mother and

daughter cells having variable cell cycle lengths.

In an attempt to rectify the problems associated with cell cycle measurements, a few re-

searchers have developed approaches to obtain higher resolution estimates of the cell cy-

cle, particularly focusing on cell cycle gene expression measurements in budding yeast.

A computational method was developed to identify genes regulated at later stages in the

cell cycle and those regulated as a result of the synchronization treatment by integrating
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information from static and dynamic cell cycle data (Simon et al., 2005). However, this

approach does not address the problem of recovering a high resolution deconvolved single

cell profile. Deconvolution approaches have been developed not on the basis of an under-

lying continuous population dynamic model but relying instead on discrete predictions of

population distributions at each time point (Lu et al., 2003; Niemistö et al., 2004). Recent

work has focused on developing models for learning cell population distributions in order

to deconvolve population-level cell cycle transcription measurements (Bar-Joseph et al.,

2004; Qiu et al., 2006; Rowicka et al., 2007). The model of Qiu and colleagues is based

solely on the transcriptional dynamics of established cell-cycle-regulated genes. Like Qiu

and colleagues, Rowicka and colleagues also used the expression of established cell cycle

regulated genes to learn the underlying population distributions. The use of expression

data instead of an independent measurement like budding index data to learn the under-

lying population distributions introduces additional bias when estimating a deconvolved

expression profile. Like CLOCCS, the model of Bar-Joseph and colleagues relies on bud-

ding index measurements to learn the population distributions. In addition, the approach

of Rowicka and colleagues suffers from multiple local minima, making it hard to deter-

mine robust deconvolved estimates. Above all, these models assume that synchrony loss is

only due to cells in the population progressing through the cell cycle with variable rates.

None of these models captures the more important asynchrony effects that may result from

asymmetric cell division during the time course as well as the initial asynchrony due to the

synchronization treatment. Our results in the last chapter indicate asymmetric cell division

in budding yeast is a significant contributor of asynchrony in cell populations, and hence,

any deconvolution algorithm ignoring important sources of asynchrony in cell populations

will be severely limited.

Here, we show how the CLOCCS characterization of multiple sources of synchrony loss en-

ables deconvolution of observed population-level cell cycle measurements by the explicit
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modeling of the four distinct cell cycle intervals shown in Figure 5.1. We model a recovery

interval (Gr) for initial stress related processes, a common cell cycle interval (C) common

to both mother and daughter cells and encompassing G1, S, G2/M, an attached mother and

daughter cell interval (A), where mother and daughter cell may be attached to each other

even after completion of mitosis as they transition from M to G1 or M to Gd respectively,

and finally a daughter specific interval (Gd) for processes specific to the newly created

daughter cell. Deconvolution is achieved using a convex optimization algorithm along

with wavelet basis regularization to smooth the resultant single cell estimates. The objec-

tive function we optimize in our model is convex so it has a unique global optimum. An

important feature of our algorithm is the ability to learn deconvolved data simultaneously

from multiple replicates of coarsely sampled time-series measurements, thereby providing

a more robust deconvolved estimate. Our framework enables a deconvolved resolution of

population-level measurements at an extremely fine scale almost every minute. The algo-

rithm is quite general and can be used to estimate single cell measurements during the cell

cycle for a variety of time-series data like budding index, mRNA expression, protein ex-

pression, and nucleosome occupany measurements. By explicitly modeling 4 separate cell

cycle intervals, the deconvolved estimates provide a high resolution spatially decomposed

single cell view of measurements that would have been observed in the absence of any

synchrony loss. For example, mRNA expression could be stress related and not cell cycle

related, or more importantly, a gene could be expressed only in a newly produced daughter

cell. Such information is not available from observed mRNA expression time-series mea-

surements. Thus, we can provide a systematic high resolution global view of cell cycle

time-series measurements beginning from the initial cell to right across the newly created

mother and daughter cells.
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Figure 5.2: The lengths of the different intervals in the deconvolution model with separate
recovery and daughter specific intervals, as well as with an attachment interval. The mean
lengths of each interval are labeled using the CLOCCS population estimates µ0, δ, and λ.
Gr is the recovery interval, C is the common cell cycle interval, A is the attachment interval
and Gd is the daughter specific interval. Note that although for computational convenience
A is shown as a daughter specific interval, in reality, A models the transition from M to
G1 or M to Gd in mother and daughter cells respectively, and hence may potentially have
mother or daughter specific transcriptional programs. This deconvolution model is required
when deconvolving population-level mRNA expression measurements.

5.2.1 Model for cells in a synchronized population

A synchronized cell population consists of 3 types of cells – initial, mother and daughter

cells. Initial cells are those cells that have not yet undergone a round of cell division

after the synchronized population has been released from arrest. Due to the arrest-and-

release synchronization treatment, initial cells first go through a recovery interval Gr, then

progress through the common cell cycle interval C, and finally go through an attachment

interval A. After cell separation, an initial cell results in two cells – the mother and the

daughter cell. Mother cells immediately progress through the common cell cycle interval

C. On the other hand, daughter cells first progress through a daughter specific interval Gd

before progressing through the common cell cycle interval C.

We can now examine the relationship between the four cell cycle intervals in the decon-

volution model and the parametric estimates of CLOCCS: µ0, λ, and δ. In the absence of
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Figure 5.3: The lengths of the different intervals in the deconvolution model with separate
recovery and daughter specific intervals, but without an attachment interval. The mean
lengths of each interval are labeled using the CLOCCS population estimates µ0, δ, and λ.
Gr is the recovery interval, C is the common cell cycle interval, and Gd is the daughter spe-
cific interval. This deconvolution model is required when deconvolving population-level
budding index measurements.

the attachment interval, the length of Gr is µ0, the length of C is λ, and the length of Gd is

δ. Since CLOCCS uses a morphological marker like budding index to estimate parameters,

CLOCCS only observes the point when mother and daughter cells separate and not when

the interval C ends and interval A begins. If the length of the attachment interval A is α,

then the actual length of the recovery interval Gr needs to be reduced by α. By reducing the

length of Gr, we ensure that the length of C and hence, the length between two successive

budding events, remains λ, as shown in Figure 5.2. Finally, for estimating the single cell

deconvolved profile from observed population-level time-series measurements, we simply

consider A followed by Gd as part of a daughter specific interval. Note that this is just a

modeling convenience since we cannot distinguish between mother and daughter in A. In

reality, the attachment interval A may include both mother and daughter specific effects as

cells transition from M to G1 or M to Gd, respectively.

The cell cycle deconvolution model discussed above is quite general. We can reduce the

complexity of the model if we take into account the properties of the observed population-

level cell cycle time-series measurements. For example, the generic deconvolution model

discussed above is ideally suited for deconvolving mRNA time-series expression measure-
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Figure 5.4: The lengths of the different intervals in the deconvolution model with over-
lapping recovery and daughter specific intervals and without an attachment interval. The
mean lengths of each interval are labeled using the CLOCCS population estimates µ0, δ, and
λ. Gr is the recovery interval, C is the common cell cycle interval, and Gd is the daugh-
ter specific interval. This deconvolution model is the simplest possible model for cells in
a synchronized population and can only be used if we know that all cells in the popula-
tion are newly created daughters that go through recovery followed by daughter specific
growth.

ments. On the other hand, if we want to deconvolve budding index measurements, we do

not have to worry about the attachment interval A where mother and daughter cells may

have two separate transcriptional programs. Instead, we can do away with the attachment

interval, resulting in a simpler deconvolution model as shown in Figure 5.3. Similarly, if

we knew that all initial cells in the synchronized population were daughter cells, we could

combine the recovery interval Gr with the daughter specific interval Gd, resulting in an

even simpler model as shown in Figure 5.4.

5.2.2 Constructing a convolution kernel using CLOCCS and the de-
convolution model

Using the parametric estimates of CLOCCS, we can calculate what fraction of cells in a

population is in a given cell cycle interval at any point in time. These fractional estimates

act as a discretized representation of the continuous positional distribution of cells in the

synchronized population at that point in time. We are not restricted to selecting the four

intervals Gr, C, A, and Gd modeled by the deconvolution algorithm; instead we could

calculate fractional estimates for smaller sub-intervals within the four cell cycle intervals.
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Similarly, fractional estimates can be calculated for the population at different points in

time. The fractional population estimates derived using CLOCCS enable us to construct

a convolution kernel H . The columns of H = [HGrHCHAHGd] represent a sub-interval

along either Gr, C, A, or Gd, and each row represents a given point in time.

Having constructed the convolution kernel H , we can now characterize a measurement of

the cell population at any given time t. Let f be the single cell high resolution deconvolved

profile of g, the observed population-level time-series measurements of a synchronized

population. The observation g is obtained by convolving f with the convolution kernel H

(g = H ∗f ). The length of the column vector f (and hence the number of columns in H) is

flexible and equal to the number of sub-intervals used when constructing H . Naturally the

resolution of the deconvolved profile f depends on the number of sub-intervals used while

constructing H . Like H , f = [fGrfCfAfGd] can also be broken into the same four distinct

intervals Gr, C, A, and Gd. On the other hand, the length of the column vector g (and hence

the number of rows in H) is fixed and equal to the number of time-series measurements

taken of the synchronized cell population.

5.2.3 Recovering a high resolution deconvolved estimate from population-
level cell cycle measurements

The number of rows of H (the number of population-level time-series measurements) is

usually less than the number of columns of H (the number of sub-intervals modeled in f ).

In this case, the problem of estimating f is ill-posed. To avoid overfitting and to ensure a

smooth estimate for f , we use wavelet basis regularization (Hansen, 1997; Jansen, 2001).

Regularization using a wavelet basis helps reduce noise when the estimated signal is known

to have spatially localized features like singularities or edges, which is the case in our

framework as initial, mother and daughter cells have variable cell cycle lengths. Unlike

fixed-bandwidth methods, wavelets permit a spatially varying decomposition that adapt to
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the amount of local oscillation of the observed data (Donoho and Johnstone, 1994).

The objective function we need to optimize for the deconvolution model in Figure 5.2 is

min
f

‖Hf − g‖2
2 + γ(‖W1[fGrfC ]‖1

1 + ‖W2[fAfGdfC ]‖1
1) s.t. f ≥ 0 (5.1)

We use the notation ‖·‖1 and ‖·‖2 for the l1 and l2 norms, respectively. γ is a regularization

control parameter. W1, W2 and W3 are orthonormal wavelet basis matrices. Equation 5.1

is a constrained convex optimization problem and hence has a unique global optimum.

The single cell deconvolved profile f can be easily recovered using standard interior point

methods to solve the constrained convex optimization problem (Boyd and Vandenberghe,

2004). The use of an l1 norm for the regularization term results in fewer non-zero residual

terms as well as more larger residuals than would be the case with an l2 norm; thereby

achieving robust deconvolved estimates less sensitive to outliers in the observed data (Boyd

and Vandenberghe, 2004).

The regularization constraint ‖W1[fGrfC ]‖1
1 enforces transitions from Gr to C are smooth

as this is the path followed by an initial cell (Figure 5.2). Similarly, the regularization

constraint ‖W2[fAfGdfC ]‖1
1 enforces transitions from A to Gd to C are smooth as this is the

path followed by a daughter cell (Figure 5.2). Note that although the second regularization

constraint is for a daughter cell, it also includes mother specific effects that may occur

during the attachment interval A. Both the regularization constraints also enforce a smooth

C (the path followed by a mother cell) (Figure 5.2). We deliberately do not enforce smooth

transitions from C to A (or alternatively from the end of C to the beginning of the next C)

because this would imply that cell division results in symmetric distribution of the observed

measurement (expressed mRNA for example) between the mother and daughter cell.

Similarly, the objective function we need to optimize for the deconvolution model in Fig-
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ure 5.3 is

min
f

‖Hf − g‖2
2 + γ(‖W3[fGrfC ]‖1

1 + ‖W4[fGdfC ]‖1
1) s.t. f ≥ 0 (5.2)

and the objective function we need to optimize for the deconvolution model in Figure 5.4

is

min
f

‖Hf − g‖2
2 + γ(‖W5[fGrfGdfC ]‖1

1) s.t. f ≥ 0 (5.3)

5.2.4 Joint learning from multiple replicates

Many a time, population level time-series experiments are collected in replicate. In such

cases, we would like a principled method for learning a single cell high resolution decon-

volved profile jointly from these multiple replicates. We now show how equation 5.1 can

be easily extended to learn deconvolved profiles from multiple replicates. Equations 5.2

and 5.3 can be similarly extended to learn deconvolved profiles from multiple replicates.

CLOCCS population estimates could be quite different across different experimental con-

ditions, especially if different synchronization protocols are used. Consider the case when

we have two replicates. We can construct two convolution kernels H1 and H2 for the two

replicates using their respective CLOCCS parametric estimates. We only need to ensure we

use the same resolution (number of sub-intervals) for both H1 and H2. In this way, the

same column in H1 and H2 represents a fractional population estimate for the same sub-

interval of the cell cycle under the two experimental conditions. We now construct a new

joint convolution kernel HJ , such that HT
J = [HT

1 HT
2 ] where T is the transpose operator.

Similarly, we can construct a new joint population-level time-series measurement gJ , such

that gT
J = [gT

1 gT
2 ] where g1 and g2 are the observed population-level time-series measure-

ments for the first and second replicate, respectively. Although we have two replicates,

we still need to learn a single common high resolution deconvolved profile f , and so the
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objective function we need to optimize for the deconvolution model in Figure 5.2 is

min
f

‖HJf − gJ‖2
2 + γ(‖W1[fGrfC ]‖1

1 + ‖W2[fAfGdfC ]‖1
1) s.t. f ≥ 0 (5.4)

Equation 5.4 provides a simple and general framework for estimating f from multiple

replicates jointly. More importantly, joint learning provides a more robust estimate of the

deconvolved profile f by transparently utilizing information from multiple replicates.

5.2.5 Selecting a regularization parameter

Closed form solutions exist for selecting a regularization parameter in objective functions

where only an l2 norm is used. The common methods used for selecting γ are the L-

curve (Hansen, 1992) and generalized cross validation (GCV) (Golub et al., 1979). How-

ever, it is difficult to compute a closed form solution when an l1 norm is used, as is the case

in equations 5.1, 5.2, 5.3, and 5.4. Instead we determine a region of maximum curvature

on the L-curve using a dominant point detection algorithm (Teh and Chin, 1989). We then

select the optimal regularization parameter γ from the region of maximum curvature using

the GCV method (Golub et al., 1979).

5.2.6 Choices specific to the properties of population-level measure-
ments

The properties of the population-level measurements affect what deconvolution model is

used (Figures 5.2, 5.3, and 5.4). For example, when deconvolving budding index measure-

ments, we do not need to worry about the attachment interval A, and so we used the model

in Figure 5.3. On the other hand, when deconvolving mRNA expression measurements,

it is critical to include the attachment interval A, and so we used the model in Figure 5.2.

Although most initial cells behave like daughter cells when an elutriation based synchrony

protocol is used, we find that the model in Figure 5.4 fared poorly as compared to the
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model in Figure 5.2 when learning deconvolved mRNA expression profiles. However, it is

entirely possible that for some other population-level measurements this may not be true.

In this case, it would be beneficial to use the simpler model in Figure 5.4 as it would result

in more robust deconvolved estimates.

The properties of the population-level measurements also affect the type of wavelet basis

used in equations 5.1, 5.2, 5.3, and 5.4. For example, when deconvolving budding index

measurements we use the Haar wavelet basis since we know the underlying deconvolved

profile has discrete transitions. Similarly, when deconvolving mRNA expression measure-

ments, we use the Daubechies wavelet basis since we know the underlying deconvolved

profile is continuous. Wavelet basis regularization indirectly affects the resolution of the

deconvolved estimate. In equations 5.1, 5.2, 5.3, and 5.4, the matrices W1, W2, W3, W4,

and W5 are all square and have a size that is always a power of 2. If we use equation 5.1,

then we are forced to select a resolution where [fGr], [fC ], and [fAfGd] all have the same

resolution which is some power of 2. Similarly, if we use equation 5.3, then we are forced

to select a resolution where [fGrfCfGd] is also some power of 2. As a result, the resulting

deconvolved profile need not have the same equispaced resolution for all four cell cycle

intervals Gr, C, A, and Gd.

Finally, we may also need to consider the noise properties of the population-level measure-

ments. For example, mRNA expression measurements collected using Affymetrix arrays

should be deconvolved in log space to ensure that multiplicative error, common with ex-

pression arrays, is additive.

5.3 Deconvolution Of Population-Level Cell Cycle Mea-
surements In Budding Yeast

We now demonstrate the efficacy of our approach at recovering single cell views of population-

level cell cycle measurements. Our analysis will focus on cell cycle population-level bud-
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Table 5.1: CLOCCS point estimates and length of attachment interval (α) for two biologi-
cal replicates synchronized by centrifugal elutriation. The experiments are labeled A and
B respectively, with the date when the experiments were conducted indicated in brack-
ets. Budding index data were collected every 8 minutes for a total of 32 timepoints for
each experiment. Gene expression data were collected every 16 minutes for a total of 15
timepoints for each experiment.

Elutriation
A (08-15-05) B (11-13-05)

µ0 95.83 100.4

σ0 15.34 20.79

σv 0.057 0.052

λ 76.99 84.82

δ 41.62 35.44

β 0.14 0.17

α 20.00 26.00

ding index and gene expression measurements for budding yeast.

5.3.1 Deconvolving budding index measurements

We deconvolved S. cerevisiae budding index measurements sampled at an 8 minute inter-

val from a population of cells synchronized using elutriation (Orlando et al., 2008). The

corresponding CLOCCS fits are shown in Table 5.1. In all, data were collected at 32 time-

points for a course of over 2 cell cycles. Budding is initiated as a cell transitions from G1

to S, and the cell remains budded until the end of M. In the absence of synchrony loss, all

cells in a synchronized population should start and complete budding simultaneously. Fig-

ure 5.5 shows how our algorithm recovers, near perfectly, the true discrete transitions that

should have been observed had the synchronized population not suffered from synchrony

loss.
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Figure 5.5: The solid gray line shows the effect synchrony loss has on observed popu-
lation-level budding index measurements. Under perfect synchrony, all cells should start
budding (100% budded) at the beginning of S and all should complete budding (0% bud-
ded) at the end of M (dashed green line). On applying the deconvolution algorithm to the
observed budding index measurements, we can recover near perfectly the true single cell
budding index profile as shown by the solid red line.

5.3.2 Deconvolving gene expression measurements

Deconvolution of budding index measurements is not an independent test of the effective-

ness of the deconvolution algorithm because the CLOCCS model is fit using the very same

budding index data. For the same population of cells synchronized using elutriation and

for which we collected budding index measurements, we also collected cell cycle mRNA

expression data sampled at a 16 minute interval. In all, data were collected at 15 time-

points over a course of over 2 cell cycles, and the hybridization was done on Affymetrix

arrays. Data were collected for both biological replicates (Table 5.1), resulting in a total

of 30 timepoints. Deconvolution of these gene expression measurements is a much better

independent test of the effectiveness of our approach. In addition, unlike budding index

data, the underlying single cell view does not have a few discrete transitions but is con-

tinuous, adding to the complexity of the deconvolution model. We used the joint learning
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deconvolution method to recover robust high resolution single cell deconvolved estimates

of mRNA expression during the cell cycle.

Calibrating the length of the attachment interval

We need to determine the length of the attachment interval in order to deconvolve mRNA

expression measurements. Unfortunately, estimating the length of the attachment interval

is extremely difficult for we do not fully understand the mechanisms that lead to the for-

mation of a mother and daughter cell after cell division. Instead, we use known daughter

specific experimental biomarkers to manually calibrate α, the length of the attachment in-

terval. The genes DSE1, DSE2, DSE3, and DSE4 (Daughter Specific Expression 1, 2, 3,

and 4) are known to have daughter specific genetic programs and are specifically expressed

in the daughter cell during the transition from M to the next cell cycle (Colman-Lerner

et al., 2001). These four genes were used as experimental biomarkers to calibrate α. We

gradually increased α until the entire deconvolved expression profile for all four genes was

in A. The resultant values of α for the two wild-type replicates (Orlando et al., 2008) were

20 and 26 respectively. Although such an approach is quite conservative and may lead to

larger values for α, this procedure ensured that we did not encounter errors when learning

deconvolved estimates of early G1 genes that turn on at the beginning of the C interval.

Estimating error in the resolution of deconvolved profiles

We can measure the achieved resolution of the deconvolved estimates from two different

types of analyses. The first provides a more global measure of the resolution achieved

by our deconvolution algorithm, while the second provides a more local measure for a

particular deconvolved estimate.

To measure what resolution we could achieve in deconvolving mRNA expression measure-

ments, we generated a known deconvolved profile and time shifted versions of this profile.
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Figure 5.6: Error analysis estimating the robustness of the peak of known deconvolved
profiles. The figure shows how increase in variance of the added noise reduces the resolu-
tion of the recovered deconvolved profile. For most cell cycle regulated genes the timing
resolution is between 1.6 − 4.5 minutes, while this resolution reduces to 4.5 − 7.7 min-
utes for genes expressed during the transition from M to G1 or M to Gd (the end of the C
interval and beginning of the A interval).

Using the convolution kernel, we can then generate population-level observation measure-

ments from this set of known deconvolved profiles. We then added noise (drawn from a

Gaussian distribution with zero mean) to the generated population-level measurements, de-

convolved these noisy population-level measurements, and examined how close the peak of

a predicted deconvolved profile was to the peak of its corresponding known deconvolved

profile. The difference between the estimated and known peak of a deconvolved profile

provides a measure of the resolution achieved by the deconvolution algorithm. Figure 5.6

depicts how the resolution achieved changes as we increased the variance of the added

noise. The resolution achieved when the added noise is at the level of the population-level

expression measurement varied from 1.6 − 7.7 minutes. The estimated resolution was

within a 1.6 − 4.5 minute interval for most genes, while the error in timing increased to

4.5− 7.7 minutes for genes expressed during the transition from M to G1 or M to Gd (the

end of the C interval and beginning of the A interval).

We can also provide a more local measure of the resolution achieved for a particular decon-
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Figure 5.7: Different parametrizations, obtained using one hundred random realizations
from the CLOCCS Markov chain used to fit each experiment, help reflect the degree of
uncertainty in the deconvolved profile. Observe that this uncertainty is more for genes
expressed during the transition from M to to G1 or M to Gd (the end of the C interval and
beginning of the A interval) as is the case with SIC1 (right panel). On the other hand, the
amount of uncertainty is limited for other cell cycle genes as shown with the S expressed
transcript FKH1 (left panel).

volved profile. Rather than use the single point estimate provided by CLOCCS (Table 5.1),

we can generate a set of deconvolved profiles by using estimates from different param-

eterizations of the CLOCCS model. Different parameterizations were obtained using 100

random realizations from the CLOCCS Markov chain used to fit each experiment. The re-

sults of the deconvolution algorithm, using these different parameterizations, reflect the

degree of uncertainty in the deconvolved estimate based on the uncertainty in the CLOCCS

parameters, as shown in Figure 5.7.

The need for uneven sampling rates of population-level time-series measurements

We observed that robustness in the timing of deconvolved profiles was lowest during the

transition from M to G1 or M to Gd in mother and daughter cells (from the end of the

C interval to the beginning of the A interval), reflecting our uncertainty in the transition

from M to G1 and from M to Gd in mother and daughter cells, respectively. As shown in

Figure 5.7, the confidence interval for FKH1, a gene expressed during S phase, is extremely
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Figure 5.8: The budding index measurements (solid gray lines) for the two biological
replicates A and B. Green circles indicate the times when budding index measurements
were collected, while red squares indicate the times when gene expression measurements
were collected. The fuzzy gray bar marks the interval where cells are transitioning from M
to G1 in mothers or M to Gd in daughters. Our algorithm models this interval as the attach-
ment interval A. Our results indicate that the interval A is the region of highest uncertainty
and hence, any additional samples in this region would be the most informative. The black
stars indicate those times that would be the most informative for collecting additional gene
expression data.

robust as compared to the confidence interval for SIC1, a gene expressed as cells transition

from M to G1 or M to Gd. This suggests that, when collecting time-series cell cycle

measurements, contrary to what would be expected, it would be beneficial to use a finer

sampling rate at later stages of the cell cycle even though synchrony loss is higher.

In the case of our two biological replicates, budding index data were sampled every 8 min-

utes, while gene expression data were sampled every 16 minutes. Financial constraints

were the primary reason why samples were taken every 16 minutes and not every 8 min-

utes for conducting the expression array experiments. Under these constraints, a common

question asked is which interleaving timepoint would be the most informative for collect-

ing additional expression data. As we have shown, the most informative points would be

over the attachment interval A (region of highest uncertainty), or in terms of the parameter

estimates, over the interval [µ0 +λ−α, µ0 +λ]. The corresponding points having the most

information for the two biological replicates studied are shown in Figure 5.8.
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Joint learning results in robust deconvolved estimates

Figure 5.9 shows representative deconvolved profiles for genes whose peak expression are

in G1, S, G2/M, and Gd. Figures 5.10 and 5.11 show representative deconvolved profiles

for genes expressed in Gr and A respectively. The beginning of S marker was determined

using the CLOCCS estimated parameter β, while the length of S was arbitrarily fixed as

20% of the cell cycle length λ (Orlando et al., 2007). All deconvolved profiles could then

be assigned to either one of the intervals – Gr, G1, S, G2/M, A, or Gd.

The simultaneous learning of a single high resolution deconvolved profile from multiple

replicates of population-level measurements makes the deconvolution algorithm more ro-

bust to measurement noise. Figure 5.12 shows the observed population-level measure-

ments from two replicates for the genes ASH1 and BNI1, along with their correspond-

ing deconvolved profiles. During telophase, ASH1 mRNA is anchored to the bud tip by

Bni1 (Bleach and Bloom, 2001). The deconvolved estimates for ASH1 and BNI1 suggest

that both peak at roughly the same time, with BNI1 turning on transcription just before

ASH1 supporting this known relationship between Bni1 and ASH1 mRNA. This relation-

ship is very difficult to determine from the observed population-level measurements. The

joint learning method is able to correct for measurement noise by utilizing information

from both replicates and hence provide a more robust deconvolved estimate.

105



Figure 5.9: Deconvolved mRNA expression profiles for 4 genes whose peak expression
are in different phases of the cell cycle. Swi4, a transcriptional activator regulating late G1
specific transcription, is a G1 expressed transcript. Fkh1, a transcription factor regulating
genes during G2/M, is an S expressed transcript. Clb2 is a B-type cyclin required to acti-
vate Cdc28p to promote transition from G2 to M. Finally, Dip5, a dicarboxylic amino acid
permease, is predicted by the deconvolution algorithm as required for daughter specific
growth (Gd). Each of the 4 panels shows the observed population-level measurements in
replicate (top of each panel), followed by the resulting single cell high resolution profiles
obtained after deconvolution. Single cell deconvolved profiles are shown for the initial cell
as well as the resulting mother and daughter cells created after the initial cell undergoes a
cell division. Since the common cell cycle interval C is the same for the initial, mother,
and daughter cells, this interval is depicted thrice in each panel, once each for the initial,
mother, and daughter cells. In addition, the recovery interval Gr is depicted for an initial
cell, the daughter specific interval Gd is depicted for a daughter cell, and the attachment
interval A is depicted along with the daughter cell although it may include both mother or
daughter specific transcriptional programs. Observe how synchrony loss makes it hard to
detect differentially expressed genes at later stages in the cell cycle, a problem the decon-
volved estimates are able to address.
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Figure 5.10: Deconvolved mRNA expression profile of Hsp12, a plasma membrane lo-
calized protein induced by heat shock, oxidative stress and osmostress, and an example
of a Gr expressed transcript. The observed population-level measurements in replicate are
shown at the top, followed by the resulting single cell high resolution profile obtained after
deconvolution. Single cell deconvolved profiles are shown for the initial cell as well as the
resulting mother and daughter cells created after the initial cell undergoes a cell division.
Since the common cell cycle interval C is the same for the initial, mother, and daughter
cells, this interval is depicted thrice, once each for the initial, mother, and daughter cells.
In addition, the recovery interval Gr is depicted for an initial cell, the daughter specific
interval Gd is depicted for a daughter cell, and the attachment interval A is depicted along
with the daughter cell although it may include both mother or daughter specific transcrip-
tional programs.
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5.3.3 Identifying cell cycle regulated genes

The three available studies (Spellman et al., 1998; Pramila et al., 2006; Orlando et al.,

2008) that identified cell cycle transcriptionally regulated genes have shown a lower over-

lap than would be expected. We suspect this result is the combined effect of the following

two main factors, in addition to measurement noise: a) Synchrony loss makes it difficult

to distinguish genes expressed late in the cell cycle (usually in the A and Gd intervals)

from measurement noise, resulting in a higher false negative rate and b) the methods for

identifying cell cycle genes use a scoring scheme that combines both changes in amplitude

with some Fourier based score to identify periodicity (Spellman et al., 1998; Pramila et al.,

2006; Orlando et al., 2008; de Lichtenberg et al., 2005). Since these methods do not model

stress related effects of the synchronization treatment, they end up selecting many genes

expressed in the Gr interval, resulting in a higher false positive rate (the three studies did

not use identical synchronization protocols).

Our deconvolution algorithm models synchrony loss in a synchronized population and pro-

vides a single cell view of transcription for 4 cell cycle intervals Gr, C, A, and Gd. Identi-

fying cell cycle transcriptionally regulated genes is now easier for we only need to consider

genes that have significant changes in amplitude in the cell cycle intervals C, A, and Gd.

Deconvolved estimates were recovered using our joint learning method on gene expres-

sion data collected for two biological replicates. Three rounds of deconvolution were run

per gene. The only difference between each round was the region of maximum curvature

used to select the optimal regularization parameter. We then used a simple Peak-to-Trough

Ratio (PTR) scoring metric to identify genes that showed significant changes during the

cell cycle. To avoid outliers, we used the ratio of the 90th percentile with the 10th per-

centile of a deconvolved estimate (in intervals C, A, and Gd) as its PTR score. A gene was

identified as cell cycle regulated if and only if its PTR score exceeded the given threshold

in all three rounds of deconvolution and its deconvoled cell cycle PTR score was greater
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than its corresponding population-level PTR score. We constructed two sets of cell cycle

transcriptionally regulated genes – a high confidence set of 1208 genes with PTR≥ 2.5 and

a lower confidence set of 2004 genes with PTR≥ 2.

The number of cell cycle transcriptionally regulated genes

55 − 63% and 66 − 71% of genes from the high and low confidence sets, respectively,

have been identified as cell cycle regulated in previous studies (Spellman et al., 1998;

Pramila et al., 2006; Orlando et al., 2008). The additional genes identified as cell cycle

regulated were distributed quite evenly across the G1, S, G2/M, A, and Gd regions. For

these additional genes, the mean PTR for the observed population-level measurements was

almost half the mean PTR for their corresponding cell cycle deconvolved profiles. We

suspect that a majority of these additional genes were previously difficult to identify as cell

cycle regulated genes due to synchrony loss in the synchronized cell population.

Our deconvolved analysis of cell cycle transcriptionally regulated genes suggests that the

number of such genes are much more than previously believed. The problem of synchrony

loss compounded with measurement noise has made it difficult to arrive at an accurate

estimate of the number of cell cycle genes. We hope our high resolution single cell decon-

volved profiles will serve as a first step towards a more accurate estimate of the number of

cell cycle genes.

Previous studies may have identified stress response genes as cell cycle regulated genes

Genes identified as cell cycle regulated by any of the three previous studies (Spellman et al.,

1998; Pramila et al., 2006; Orlando et al., 2008) and not identified as cell cycle regulated in

our lower confidence set had a mean PTR of 2.68 for the observed population-level mea-

surements and a corresponding mean PTR of 2.31 for their cell cycle deconvolved profiles.

A lower PTR for a cell cycle deconvolved profile (intervals C, A, and Gd) as compared
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to the observed population measurements suggests that these genes have responded to the

synchronization treatment (Gr expressed genes). In fact, for genes identified as cell cycle

regulated by all three studies and not identified in our lower confidence set, this difference

is even more stark, with a mean PTR of 5.63 for the observed population-level measure-

ments and a corresponding mean PTR of 3.73 for their cell cycle deconvolved profiles.

This suggest that a core set of genes identified as cell cycle regulated in all three studies

may actually be stress response genes responding to the arrest-and-release synchronization

treatment.

5.3.4 A global high resolution view of cell cycle gene expression

For all subsequent analyses, we use the high confidence set of 1208 genes. Figure 5.13

provides a global high resolution view of single cell mRNA expression across a cell cycle.

We see two continuous waves of transcription along with two blocks of transcription at

the beginning of G1 and in A as cells transition from M to G1 or M to Gd in mothers and

daughters, respectively. The two waves of transcription are clearly interrupted by the G2

phase. The figure clearly shows how deconvolution can provide a more precisely timed

picture of transcription across the cell cycle.

Observed expression measurements have reduced amplitude

Deconvolved single cell estimates do not suffer from the problem of synchrony loss associ-

ated with population-level measurements from a synchronized cell population. Figure 5.14,

depicting the distribution of PTR ratios for all genes as compared to their corresponding

population-level measurements, clearly demonstrates that at times, synchrony loss can lead

to an order of magnitude decrease in the amplitude of the observed population-level mea-

surements. In fact for genes in the high confidence set, the average increase in the PTR

ratios of the deconvolved estimates when compared to their corresponding population-level
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measurements are 2.6 and 11.1 for genes expressed in the common cell cycle interval (G1,

S, G2/M) and the mother/daughter specific intervals (A, Gd), respectively. This shows how

synchrony loss in population-level measurements can potentially prevent us from identi-

fying differentially expressed cell cycle genes, especially those expressed late in the cell

cycle. In Figure 5.9, observe how overall amplitude of expression for the deconvolved

profiles increases when moving from G1 to S to G2/M to Gd in comparison to their corre-

sponding population-level measurements.

Timing of cell cycle regulated complexes

We also examined the timing of 3 well-studied cell cycle complexes – the DASH complex,

the spindle pole body (SPB) complex and the kinetochore complex (Figure 5.15). The

transcription timing for individual components of these complexes seems to suggest that

transcription of components are initiated on an as needed basis, possibly related to the order

of assembly of individual components within the complex. The elapsed time between when

the first component peaks in expression to when the last component peaks in expression is

19, 26, and 37 minutes for the DASH, SPB and kinetochore complexes, respectively.

5.3.5 Assigning cell cycle regulated genes to cell cycle phases

To assign genes to discrete phases, we selected the point where a deconvolved profile

reached 70% of its maximum peak value as the point to use for assigning a gene to one

of the discrete intervals G1, S, G2/M, A, or Gd. For the high confidence set of 1208

genes, 636 (52.7%) genes were assigned to G1, 139 (11.5%) genes were assigned to S, 124

(10.2%) genes were assigned to G2/M, 263 (21.8%) genes were assigned to A (i.e. M/G1

or M/Gd), and 46 (3.8%) genes were assigned to Gd.

However, just assigning genes to discrete phases is not adequate for understanding the

regulatory role of a gene. We need to not only consider when a gene attains its peak
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rate of transcription but also when transcription is initiated. For example, in Figure 5.16,

for both SWI6 and MBP1 (components of the MBF complex) transcription peaks at the

G1/S border, with MBP1 peaking after SWI6. On the other hand, SWI4 transcription peaks

at the beginning of G1, during which time SWI6 transcription has already been initiated

(Figure 5.16). Swi6 and Swi4 are components of the SBF complex known to be active

during G1. Similarly, although CLN2 peaks in G1, transcription is initiated earlier in late

Gd, and CLN2 is one of the first genes to be expressed as cells enter G1 (Figure 5.16).

The G2/M transcription factors Ace2 and Swi5 have a number of common targets, but

their deconvolved profiles show that ACE2 transcription is initiated and peaks before SWI5

(Figure 5.16).

The discovery that some genes are expressed in specific cell cycle phases began with the

discovery that histone mRNA levels peak during DNA replication in budding yeast (Here-

ford et al., 1981). Our deconvolved estimates suggest that all histone genes except HTZ1

have a second peak in Gd (Figure 5.17). We observe a similar behavior with deconvolved

mRNA expression estimates from data collected using spotted microarrays and an alpha

synchronization protocol (Pramila et al., 2006) (Figure 5.18). This expression dataset, al-

though of lower quality than the Affymetrix data we have used throughout this discussion,

offers an independent source of evidence for a secondary role for the histone genes. Al-

though HTZ1 does have a second peak in one deconvolved estimate and not in the other,

our analysis suggests that HTZ1 may play a role different from the other histone genes as

both our high resolution deconvolved estimates show a slight difference in transcription

timing between Htz1 and the other histone genes. Thus, some genes have more than one

transcription burst per cell cycle. Hence, the simplistic view of assigning genes to phases

in which they peak is no longer sufficient when analyzing the high resolution single cell

deconvolved view of cell cycle transcription. Similarly, we see CDC6 has two distinct

peaks, one in G1 and the other in A as cells transition from M to G1 or M to Gd (Fig-
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ure 5.16). This result supports our current knowledge that CDC6 is normally transcribed

at the end of mitosis, but also has a second burst of transcription during G1 in cells that

have a prolonged G1 phase (Piatti et al., 1995). A number of genes (CLN3 and MCM1, for

example) show similar two peak behavior, one in G1 and the other in A, and this can also

be seen in Figure 5.13. We suspect that such behavior could also be related to regulatory

control mechanisms responsible for the M/G1 transition in mother cells.

5.3.6 Mother and daughter specific transcriptional programs

The ability of our algorithm to model asymmetric cell division provides a set of candidate

genes that have mother or daughter specific transcriptional programs. The genes expressed

in Gd have daughter specific transcriptional programs whereas the genes expressed in A

may have mother or daughter specific programs. The heatmap in Figure 5.13 suggests that

the region in A could be sub-divided into two regions A1 and A2 corresponding to a block

of transcriptional events (starting from the end of G2/M upto the beginning of the A inter-

val) followed by a wave of transcriptional events (upto the end of the A interval). For both

these regions along with the region Gd, we searched for significant GO process and func-

tion terms. The only significant GO process term identified for region A1 was retrogade

transport. Some significant GO process terms identified for region A2 were proteolysis,

cytokinesis, completion of cell separation, and protein catabolic process. Finally, some

significant GO process terms identified for region Gd were lipid metabolic process, agglu-

tination during conjugation with cellular fusion, and heterophilic cell adhesion. The GO

term analysis suggests that the interval A2 is responsible for the mechanisms controlling

cell separation.

Previous work has shown that some daughter-specific expression is due to Cbk1/Mob2-

dependent activation and localization of the Ace2 transcription factor to the daughter nu-

cleus (Colman-Lerner et al., 2001). This study has identified a set of Cbk1 and Ace2
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dependent targets. All of these targets have been identified as cell cycle regulated in our

high confidence set and are expressed in the A2 interval as shown in Figure 5.19. The

high resolution deconvolved profiles provide a finely timed view of some of the events

leading to cell separation, beginning with expression of ASH1 and AMN1, followed by

EGT2 and DSE4, immediately in turn followed by PRY3 and SCW11, and finally ending

in the transcription of CTS1, the gene encoding chitinase, at the beginning of Gd. In Fig-

ure 5.19, it is impossible to distinguish between the observed population-level expression

of AMN1,EGT2, DSE4, PRY3, SCW11 and CTS1. However, AMN1 must be expressed

before most of these other genes because Amn1 has been shown to be part of a daughter

specific switch that helps cells exit from mitotic exit and reset the cell cycle (Wang et al.,

2003). The deconvolved profile for AMN1 clearly shows that this gene is transcribed be-

fore EGT2, DSE4, PRY3, SCW11 and CTS1. Figure 5.19, thus, provides a clear example

of the advantages of obtaining a high resolution view of cell cycle gene expression.

5.4 Conclusion

We have demonstrated how our deconvolution algorithm along with CLOCCS can account

for the many factors of synchrony loss in a synchronized cell population, thereby providing

a high resolution single cell view of population-level cell cycle measurements. The recov-

ered deconvolved profiles provide not only a finely timed resolution of the population-level

cell cycle measurements but also a spatial resolution of these measurements with mother

cell, daughter cell, and recovery-specific regimes for the initial cell all resolved separately.

This ability to model asymmetric cell division, an important source of synchrony loss when

monitoring synchronized cell populations over the cell cycle, is an important feature of the

deconvolution algorithm and has been previously ignored. The algorithm not only explic-

itly models a daughter specific interval Gd but also a recovery interval Gr to handle stress

responses due to the synchronization treatment. The algorithm is easily generalized to
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learn from multiple replicates, leading to more robust deconvolved estimates. Since the

algorithm optimizes a convex objective function, it has a unique global optimum, and the

optimal deconvolved estimate is easily computed in a few minutes on standard machines.

Previous methods for deconvolution have suffered from the lack of modeling the main fac-

tors of synchrony loss, leading to noisy deconvolved estimates. For example, Rowicka and

colleagues’ method leads to many peaks in the deconvolved data, forcing them to analyze

only the major peaks of the deconvolved profiles. On the other hand, our deconvolved

profiles are more robust, allowing clear visualization and demarcation of when genes are

expressed as depicted in the timing of the histone genes (Figure 5.17). Although our re-

sults are more robust due to the improved quality of the cell cycle measurements used

(Affymetrix arrays and an elutriation synchronization protocol (Orlando et al., 2008)), we

see similar robustness when deconvolving mRNA expression measurements using spotted

microarrays and an alpha synchronization protocol (Pramila et al., 2006) (Figure 5.18).

However, the current algorithm does not provide an easy framework for learning a sin-

gle deconvolved estimate jointly from different measurement technologies like Affymetrix

arrays and spotted microarrays. Different measurement technologies, along with the cor-

responding normalization procedures used, lead to population-level measurements at dif-

ferent scales making it hard to jointly learn a single deconvolved estimate.

Although we have demonstrated the efficacy of this algorithm in deconvolving budding

index and mRNA expression population-level measurements, the algorithm is extremely

general and can be used to deconvolve other population-level measurements, such as nu-

cleosome occupancy measurements of the cell cycle (Hogan et al., 2006), global mRNA

expression profiles using different synchronization protocols (Pramila et al., 2006; Spell-

man et al., 1998) or protein expression profiles obtained by western blots. All the algorithm

needs as input are measurements of some morphological landmark, like budding index to

calculate CLOCCS’ parametric estimates. As a result, the algorithm could also be used to
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deconvolve cell cycle population-level measurements in organisms other than S. cerevisiae.

For example, CLOCCS estimates were computed for S. pombe (Orlando et al., 2007) using

septation index data, and these estimates could be used to recover high resolution single

cell deconvolved mRNA expression profiles from available population-level mRNA cell

cycle measurements (Rustici et al., 2004).

The precise timing of cell cycle gene expression provided by the deconvolution algorithm

enables us to distinguish the finely timed events controlling the cell cycle. Rather than

analyzing the cell cycle from the perspective of discrete cell cycle phases, we can now look

at cell cycle control in finer detail for each of these phases. The addition of information

from other independent cell cycle measurements could also help position and resolve cell

cycle events, like the end of S or the end of M. For example, the use of flow cytometry data

measuring DNA content could be a useful source for providing an independent estimate of

the beginning and end of S. A global high resolution view of cell cycle expression is just

a first step in understanding the various mechanisms that control cell division. The single

cell views of mRNA expression do not necessarily imply that protein levels follow similar

behaviors. A deconvolved view of protein levels in a single cell will provide a clearer

understanding of cell cycle dynamics along with a view of how mRNA and proteins are

degraded in the cell.
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Figure 5.11: Deconvolved mRNA expression profile of Sic1, a Cdk inhibitor and a moth-
er-daughter expressed gene driving the transition from telophase to G1 (Toyn et al., 1997),
and an example of an A expressed transcript. The observed population-level measurements
in replicate are shown at the top followed by the resulting single cell high resolution pro-
file obtained after deconvolution. Single cell deconvolved profiles are shown for the initial
cell as well as the resulting mother and daughter cells created after the initial cell under-
goes a cell division. Since the common cell cycle interval C is the same for the initial,
mother, and daughter cells, this interval is depicted thrice, once each for the initial, mother,
and daughter cells. In addition, the recovery interval Gr is depicted for an initial cell, the
daughter specific interval Gd is depicted for a daughter cell, and the attachment interval A
is depicted along with the daughter cell although it may include both mother or daughter
specific transcriptional programs.
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Figure 5.12: Deconvolved estimates (top panel) for BNI1 and ASH1, clearly show that
transcription of both are initiated roughly one after the other respectively, supporting the
known hypothesis that ASH1 mRNA is anchored to the bud tip by Bni1. Observe how
difficult it is to reach the same conclusion when looking at the two replicates of popula-
tion-level measurements (middle and bottom panels). This shows how joint learning from
multiple replicates can improve the robustness of the estimated deconvolved profile.
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Figure 5.13: Heatmap of the 1208 cell cycle transcriptionally regulated genes in the high
confidence set with PTR ≥ 2.5. The deconvolution clearly provides a more precisely
timed picture of transcription across the cell cycle. Observe how the G2 phase interrupts
two waves of continuous transcription through the cell cycle.
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Figure 5.14: PTRs for the deconvolved estimates compared with their corresponding pop-
ulation-level measurements, indicate that at times, synchrony loss could lead to an order of
magnitude change in measured amplitude of expression. PTRs for deconvolved estimates
are only calculated across the cell cycle (intervals C, A, and Gd). Genes, having a much
lower PTR for their deconvolved estimates as compared to their corresponding popula-
tion-level measurements (bottom right), are most probably stress response (Gr expressed)
genes.
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Figure 5.15: Heatmaps showing transcription timing for components of the cell cycle
regulated complexes DASH (top panel), spindle pole body SPB (middle panel) and kineto-
chore (bottom panel). The timing of transcription for individual components, even for the
smallest complex (DASH), suggests that transcription is initiated on an as needed basis.
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Figure 5.16: Deconvolved profiles for some common cell cycle transcriptionally regulated
genes (top panel) along with the two replicates of population-level measurements (mid-
dle and bottom panels). Observe the difference in timing between the SBF components
(Swi4 and Swi6) and the MBF components (Swi6 and Mbp1). The difference in peak tim-
ing between SWI4 and SWI6 shows how examination of peak level of transcription is not
sufficient for more complex analyses.
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Figure 5.17: Deconvolved profiles for the histone genes (top panel) show two distinct
peaks, one at the start of S and the other in Gd. HTZ1 is the only histone gene that is ex-
pressed later in S and does not have a second peak in Gd. The corresponding two replicates
of population-level measurements are also shown (middle and bottom panels).
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Figure 5.18: Deconvolved profiles for the histone genes (top panel) show two distinct
peaks, one at the start of S and the other in Gd. The deconvolved profiles for the top panel
were derived from cell cycle data measured using Affymetrix arrays and an elutriation
synchronization protocol (Orlando et al., 2008). Deconvolved profiles for the histones
derived independently from cell cycle data measured using spotted microarrays and an
alpha synchronization protocol (Pramila et al., 2006) lead to similar results although at a
lower resolution (bottom panel).

124



Figure 5.19: Deconvolved profiles for previously identified (Colman-Lerner et al., 2001)
Cbk1 and Ace2 targets (top panel) along with the two replicates of population-level mea-
surements (middle and bottom panels). These high resolution deconvolved profiles provide
a finely timed view of some of the events leading to cell separation, beginning with expres-
sion of ASH1 and AMN1, followed by EGT2 and DSE4, immediately in turn followed
by PRY3 and SCW11, and finally ending in the transcription of CTS1, the gene encoding
chitinase, at the beginning of Gd.
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Chapter 6

On Domains, Proteins, And Complexes

Proteins (and not genes nor mRNA) are the molecules responsible for all cellular activities.

Hence, knowledge of proteins is critical for the understanding of biology. In the preceding

chapters, we have primarily focused on the analysis of mRNA expression data. Our results

in these chapters have alluded to the need for examining, more directly, the regulatory role

played by proteins. Gene function is primarily manifested by the activity of its protein

product and even a perfect understanding of mRNA dynamics does not provide a definitive

view of protein dynamics. As we noted in Chapter 5, a high resolution single cell view

of mRNA expression by no means enlightens us about the corresponding protein and in

turn, gene function. Unfortunately, proteins, mainly due to their secondary and tertiary

structure, are less amenable to high-throughput techniques compared to DNA and RNA.

Furthermore, unlike for nucleic acids, no obvious amplification procedures are available

for proteins (Hocquette, 2005). Thus, understanding protein dynamics on a global scale

is hard and for now, we will have to make do with inferences from mRNA expression

dynamics and small scale protein profiling experiments like western blots.

Similarly, in Chapter 2, we noticed many genes have a common set of regulators sug-

gesting the existence of protein complexes. Protein complexes are assembled and held

together by the direct interactions of their constituent proteins. In Chapter 1, our abstract

model for gene regulation outlined how direct interactions between pairs of proteins oc-

cur when some domain of one protein comes into sufficiently close proximity with some

domain of another such that the domains mediate an interaction between the two proteins.

Although this modular interaction can be mediated by domains, motifs, or other features

of the surface of a protein, for simplicity we used the term ‘domain’ to refer to these me-
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diators interchangeably. Improving our understanding of how proteins interact via their

domains can help elucidate the architecture of protein complexes (Aloy et al., 2004; Aloy

and Russell, 2006).

The structure of a macromolecular protein complex can be characterized at increasing lev-

els of refinement: 1) identify its constituent proteins, 2) reveal its topology in terms of

which proteins are directly interacting with which others, 3) determine the domain-domain

interactions that mediate the direct protein-protein interactions, and 4) specify the complete

3D atomic structure. While the fourth has become easier for individual proteins, in the case

of protein complexes, technical difficulties have posed significant obstacles to accomplish-

ing this task (Aloy et al., 2004). Approaches are therefore needed at all these levels to help

elucidate the architecture of complexes and how their individual subunits interact with each

other (Aloy and Russell, 2006). Recently, high-throughput proteomic assays have been

developed and a few of these assays are capable of directly revealing information at the

first level, namely identify a complexes constituent proteins. In this chapter, we present a

statistical method for taking the same high-throughput proteomic data and leveraging it in-

telligently to elucidate the architecture of protein complexes at the second and third levels.

We develop a statistical approach that integrates information from two commonly available

types of high-throughput proteomic assays. One type of assay provides information about

direct interactions between proteins whereas the other type of assay provides information

about proteins that co-complex with one another. Our approach takes into account the un-

derlying semantics of these two different types of proteomic assays and then automatically

learns how proteins interact via their interfaces to form protein complexes. In addition,

we can compute how conserved protein interfaces (domains) mediate interactions between

proteins. Our results provide a proteome-wide probabilistic assessment of how proteins

and domains interact, and serves as a useful starting point for other computational methods

that reason about proteomic data or integrate it with other kinds of biological data.
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6.1 High-Throughput Proteomic Assays For Protein-Protein
And Complex Formation Interactions

To understand how proteins interact to form protein complexes we need measurements

that provide information about how proteins interact. In Chapter 1, we showed how high-

throughput proteomic assays to detect protein-protein and complex formation interactions

have become more prevalent, especially for budding yeast. We now provide an overview

of what these different proteomic assays reveal about domain-domain interactions (DDIs),

protein-protein interactions (PPIs), and protein complexes.

6.1.1 Y2H and AP-MS assays have different semantics

As detailed in Chapter 1, high-throughput PPI assays fall into two main categories: 1) yeast

two-hybrid (Y2H) assays, and 2) affinity purification-mass spectrometry (AP-MS) assays.

Y2H assays use a gene reporter construct to screen for direct PPIs, providing a list of

protein pairs that are presumed to have interacted directly (Figure 6.1). AP-MS assays, on

the other hand, provide a list of ‘prey’ proteins that are identified by mass spectrometry

to have co-complexed with a given ‘bait’ protein during an affinity purification process.

A prey protein in an AP-MS purification is a ‘true positive’ if it actually co-complexes

with the bait protein in vivo. Although each true positive prey must somehow co-complex

with the bait, 1) not all true positive preys must co-complex with one another (the bait

may participate in multiple complexes), and 2) not all true positive preys must interact

directly with the bait (many interactions may be indirect, via other intermediating proteins).

However, we do not know which preys are true positives; nor do we know which true

positive preys interact directly with the bait; nor do we know, in the case of true positive

preys that interact only indirectly with the bait, which other preys intervene. As a result, a

single purification may be explained by many possible PPI topologies (Figure 6.1).

In summary, Y2H and AP-MS assays have critically different semantics in terms of the
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kind of evidence they provide about PPIs: whereas Y2H assays provide direct evidence of

PPIs, AP-MS assays only provide indirect evidence of PPIs. Observe that both Y2H and

AP-MS assays do not provide any information about the DDIs responsible for mediating

the PPIs.

6.1.2 Spoke and clique models for AP-MS assays

The most common approach at resolving the semantic difference between Y2H and AP-

MS assays involves transforming the list of co-complexed proteins in an AP-MS assay into

a list of direct protein interactions using either a ‘spoke’ or ‘clique’ (sometimes called a

‘matrix’) model. In the spoke model, a PPI is assumed to occur only between the bait and

each prey protein. In the clique model, a PPI is assumed to occur between each pair of

proteins (bait or prey). A clique model results in a zero false negative rate for PPIs within

a complex at the expense of a very high false positive rate. On the other hand, a spoke

model lowers the false positive rate for PPIs at the expense of a higher false negative rate

(Figure 6.1).

6.1.3 Y2H and AP-MS assays are extremely noisy

While Y2H and AP-MS assays differ importantly in terms of their semantics, they are

similar in one distressing respect. For a range of published Y2H datasets and AP-MS

datasets transformed by a spoke or clique model, error rates have been estimated to be

significant: many true PPIs are not reported (70–98%) and many reported PPIs are not

true (46–90%) (Edwards and Glass, 2000; von Mering et al., 2002). These error rates are

extremely high even when compared with other high-throughput biological measurements

that are often quite noisy.
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6.2 Towards An Improved View Of The Budding Yeast
Proteome

Since high-throughput PPI assays are extremely noisy, researchers have focused on im-

proving our knowledge of PPIs by developing a variety of different computational meth-

ods. Most methods are primarily focused on the budding yeast proteome, simply because

of the wealth of available biological (especially proteomic) data for this organism.

One group of methods attempts to reduce noise in the data by incorporating multiple

sources of additional information such as gene co-expression, Gene Ontology (GO) anno-

tations, protein co-localization, or interacting homologues of other species. These methods

have used a variety of computational techniques, from Bayesian networks (Jansen et al.,

2003), to probabilistic decision trees (Zhang et al., 2004), to kernel methods (Ben-Hur and

Noble, 2005; Martin et al., 2005; Gomez et al., 2003).

A second group of methods tries to improve the situation by adopting a more mecha-

nistic structural perspective, modeling PPIs in terms of the DDIs that could mediate in-

teractions between proteins’ constituent domains. Here, the intuition is to leverage the

over-representation of specific DDIs among observed PPIs to more accurately predict both

DDIs and PPIs. Such an approach was first outlined by Sprinzak and Margalit (Sprinzak

and Margalit, 2001). Deng and colleagues presented a probabilistic formulation in which

an iterative EM algorithm was used to (locally) maximize a likelihood function (Deng et al.,

2002). Wang and colleagues extended this maximum likelihood formulation by incorpo-

rating the notion of ‘active’ interacting motifs (Wang et al., 2004), and further improved

this formulation with the addition of sequence data (Wang et al., 2007). Other approaches

have explored Markov chain Monte Carlo methods (Gomez and Rzhetsky, 2002) as well

as the use of protein structure information (Nye et al., 2005, 2006).

A third group of methods has arisen to examine the orthogonal problem of using AP-

MS data to predict not direct PPIs but rather the proteins that comprise macromolecular
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complexes, the first level of refinement in the task of characterizing the architecture of

these complexes (Scholtens et al., 2005; Chu et al., 2006).

A fourth group of methods assigns confidence values to pairs of proteins appearing in AP-

MS assays based on the basic assumption that repeated observation of the same pair of

proteins in multiple purifications increases our confidence that the two proteins themselves

interact (Gavin et al., 2006; Krogan et al., 2006; Collins et al., 2007).

However, none of these methods described above has attempted to resolve the difference

in semantics between Y2H and AP-MS assays. Indeed, most methods that make use of

data from AP-MS assays at all transform the list of prey proteins from a purification into

a list of pairwise interactions using either the ‘spoke’ or ‘clique’ model. This problem is

sometimes exacerbated by protein interaction databases like BIND (Bader et al., 2001),

DIP (Xenarios et al., 2002), MIPS (Mewes et al., 2002), and BioGRID (Stark et al., 2006)

that compile high-throughput interaction data for the community. Since PPIs are their

raison d’être, their schema’s for storing data and the queries they support for retrieving

data often assume that the data consists of pairwise interactions. As such, when faced with

AP-MS data, they often store and then provide this data already transformed using either

a spoke or clique model. Such transformed pairwise interactions are usually tagged to

indicate they represent information from AP-MS assays, but these tags are ignored and the

pairwise interactions are treated as is. As a result, the problematic assumptions of these

transformations are often already ‘baked in’ to any downstream analysis that uses AP-MS

data retrieved from these databases. Any analysis of AP-MS assays that uses a spoke or

clique model will not only perform badly at predicting DDIs (because the stipulated PPIs

are incorrect), but will also be incapable of estimating the topology of protein complexes

(because the topology is assumed in advance).
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6.3 PROCTOR: Reconstructing The Topology Of Protein
Complexes

If the topology of PPIs explaining an AP-MS purification could be ascertained more ac-

curately, then more accurate DDI estimates could be obtained as well. Of course, we do

not know which preys in an AP-MS assay are true positives; nor do we know which true

positive preys interact directly with the bait; nor do we know, in the case of true positive

preys that interact only indirectly with the bait, which other preys intervene. Another way

of saying this is that although many possible ‘explanations’ of an AP-MS purification are

possible (as shown in Figure 6.1), we are not sure which explanation is true. If we knew

which explanation was true, we could use this information across many AP-MS purifi-

cations to robustly estimate both the DDIs that mediate all the observed PPIs, as well as

the internal topology of protein complexes in vivo. Thus, rather than using spoke or clique

models, a more sensible way to approach this problem is to estimate the probability of each

possible explanation of the data. If this is done, a model selection perspective can be em-

ployed to choose the most likely explanation of the data, or alternatively, a more Bayesian

model averaging perspective can be employed to marginalize over possible explanations of

the data.

Here, we introduce a new statistical learning approach, PROCTOR (PROtein Complex TOpology

Reconstruction), to elucidate the architecture of protein complexes, enabling effective use

of the information available from both Y2H and AP-MS assays for reasoning about both

DDIs and PPIs. We demonstrate how to compute the probability of each possible expla-

nation of an AP-MS purification. We adopt a model averaging perspective to marginalize

over possible explanations of the data in computing estimates for PPIs, and for the DDIs

that mediate them. Our method provides a framework for estimating the underlying topol-

ogy of a protein complex and thus understanding how constituent proteins interact with

each other to form complexes. In addition, PROCTOR serves as a tool for predicting the
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DDIs that mediate PPIs. Thus, PROCTOR can serve as a useful source of probabilistic PPI

and DDI assignment scores for further downstream computational analyses that make use

of protein interaction data.

In what follows, we first formulate the estimation problem for PPIs, DDIs, and unknown

internal topologies, and then present a sampling algorithm for approximating the solution.

6.3.1 Model for a protein-protein interaction

Let θmn be the probability of domains m and n interacting and let Θ = {θmn} represent

the set of all DDI probabilities. Likewise, let wij denote the probability of proteins i and

j interacting. Since we assume that a direct interaction between two proteins i and j is

mediated by at least one interaction between some domain of i and some domain of j, we

can use a ‘noisy-or’ formulation to write:

wij = 1−
∏
m,n

(1− θmn)

where m and n index over the constituent domains of proteins i and j, respectively.

Define the false positive rate φp as the probability of observing a prey protein in an AP-

MS purification even though that prey does not actually co-complex with the bait in vivo;

define the false negative rate φn conversely: the probability of not observing a prey protein

that actually co-complexes with the bait in vivo. Of course, complexes are dynamic and

might exist only under certain conditions, so the concept ‘actually co-complexes with’ is

ambiguous, but this subtlety is generally ignored in the literature—nor is the data available

for addressing it—so we proceed to ignore it as well. We allow different AP-MS datasets

to have different error rates, but assume within a single dataset that the false positive rate

φp is the same for all purifications, and also that the false negative rate φn is the same for

all purifications.
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6.3.2 Model for an AP-MS purification

Denote the set of observed proteins in a single AP-MS purification as O (i.e., the bait

protein plus all prey proteins). Consider the simplest (non-trivial) case, wherein bait i is

purified with only a single prey j. In this case, only two explanations are possible—either

the two proteins interact via one of their domains to form a two-protein complex or the

proteins do not interact and the observed prey is a false positive. Given the DDI values Θ

and the appropriate error rates, the complete probability of the observation is:

Pr(O|Θ, φn, φp) = (1− φn)w
ij + φp(1− wij) (6.1)

Now consider the case when an AP-MS purification contains more than two proteins. We

first make the simplifying assumption that any complex topology for an AP-MS purifica-

tion can only be a tree c that spans over the complete graph induced over a subset Ic of

the proteins O. We require that the bait protein always be in Ic. The remaining proteins

O − Ic are then treated as false positives of the AP-MS purification. The set of proteins

Ic represent the true positives of the AP-MS purification and the edges EIc that span over

these true positives define an underlying topology for the complex(es) represented by this

purification. We permit self-edges to be considered for proteins in Ic (true positives). For

those concerned that self-edges violate the definition of a tree simply imagine that every

protein is duplicated and a self-edge connects a protein i to its duplicate protein. We call

the tree c, consisting of interaction edges EIc that span over Ic and the remaining false

positive proteins O − Ic, a ‘complex topology tree’. Biologically, such a tree represents

the underlying interaction backbone for the set of complexes represented by this AP-MS

purification. Note that throughout we use the terminology ‘complex topology tree’ but

strictly speaking this represents the topology of multiple complexes represented by this
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purification. The probability of any complex topology tree c is given by:

Pr(c) =
[
(1− φn)

|Ic|−1(φp)
|O−Ic|

]  ∏
eij∈EIc

wij

 ∏
eij /∈EIc

(1− wij)

 (6.2)

This has three terms—the first term models the true and false positives represented by

the tree, the second term models the interactions spanned by the tree, and the final term

ensures that this is the probability of c and only c (and not graphs for which c is a sub-

graph). The probability of observing an AP-MS purification is the sum of the probabilities

of all possible complex topology trees c ∈ C:

Pr(O|Θ, φn, φp) =
∑
c∈C

Pr(c) (6.3)

6.3.3 Incorporating negative information into the observation model

The model for observing an AP-MS purification in (6.3) ignores the possibility of false

negative complexes or false negative errors due to mass spectrometry. It also fails to rec-

ognize that proteins which do not participate in a complex with a bait provide negative

evidence for DDIs. Let O be the set of proteins that are neither the bait nor observed as

prey proteins in some purification. Modeling false negative complexes would require an

expression for the probability of O analogous to that in (6.3), but this is not practical since

the size of O is many orders of magnitude larger than that of O. Instead, we only incorpo-

rate negative evidence for pairs of proteins in the set O ×O. This results in the following

negative observation model:

Pr(O|Θ, φn, φp) =
∏
i∈O

(1− φp)
∏
j∈O

(1− wij) + φn

∑
j∈O

wij
∏
k∈O
k 6=j

(1− wik)

 (6.4)
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For each protein i ∈ O, the first term in the product models the possibility of i being a

true negative (and thus not interacting with any of the proteins in O), while the second

term models the possibility of i being a false negative (in this case, we make a further

simplification by assuming i interacts with only one protein j ∈ O).

6.3.4 Model for a Y2H assay

In the preceding section, we developed a model for explaining an AP-MS purification. We

note this is easily extended to incorporate data from Y2H assays: we simply treat every

observed Y2H interaction as a two-protein complex whose probability of interaction is thus

given by (6.1). For Y2H datasets, we do not need to worry about incorporating negative

evidence as every unobserved interaction O is treated as a negative.

6.3.5 Joint model for Y2H and AP-MS data

Suppose we have K Y2H datasets Yk and L AP-MS datasets Al. Let us denote all the

Y2H datasets by Y = {Yk.O, Yk.O, Yk.φp, Yk.φn}K
k=1 and all the AP-MS datasets by

A = {{Al.O, Al.O}, Al.φp, Al.φn}L
l=1. In the definition of A, we have used set notation

(curly brackets) around the first two elements to remind the reader that each AP-MS dataset

consists of a (large) set of purifications. We can now construct a full joint probability model

of all these assays as shown:

Pr(Y ,A|Θ, Φ) =
K∏

k=1

(∏
Pr(Yk.O|Θ, Φ)

∏
(1− Pr(Yk.O|Θ, Φ))

)

×
L∏

l=1

(∏
Pr(Al.O|Θ, Φ) Pr(Al.O|Θ, Φ)

)
(6.5)

The first term represents the Y2H model and is fully specified by (6.1). Here, the in-

ner product terms are over all PPIs observed and unobserved in the Y2H dataset Yk, re-
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spectively. The second term represents the AP-MS model and is fully specified by (6.3)

and (6.4). Here, the inner product is over all the purifications of the AP-MS dataset Al.

We point out that in the absence of AP-MS information, this model is equivalent to a pre-

viously published method (Deng et al., 2002). The assumption of independence is strictly

not correct but has been introduced to avoid the complicated dependency structure arising

with AP-MS data.

6.3.6 Data independence assumption for Y2H datasets

We need not assume that binary PPIs across multiple Y2H datasets are independent. This

independence assumption can be relaxed for Y2H data and leads to a more efficient algo-

rithm. In this case, we can rewrite the equation derived for modeling Y2H data as follows:

Pr(Y|Θ, Φ) =
∏
i,j

Pr(Y .Oij|Θ, Φ)

If we let Tij be a random variable indicating the truth that proteins i and j interact via

their constituent domains, then Pr(Tij = 1) = wij . Given this truth we can assume that
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observed binary PPIs are independent. This results in:

Pr(Y|Θ, Φ) =
∏
i,j

[
Pr(Tij = 1)

∏
k

Pr(Yk.Oij|Tij = 1, Θ, Φ)Yk.Oij

(1− Pr(Yk.Oij|Tij = 1, Θ, Φ))1−Yk.Oij

+ Pr(Tij = 0)
∏

k

Pr(Yk.Oij|Tij = 0, Θ, Φ)Yk.Oij

(1− Pr(Yk.Oij|Tij = 0, Θ, Φ))1−Yk.Oij
]

=
∏
i,j

[
wij
∏

k

(1− φn)
Yk.Oijφ

1−Yk.Oij
n

+(1− wij)
∏

k

φ
Yk.Oij
p (1− φp)

1−Yk.Oij

]
(6.6)

Equation 6.6 is a more accurate method for modeling Y2H datasets as compared to a sim-

ilar method previously published (Deng et al., 2002). The resulting algorithm is also more

efficient for multiple Y2H assays as it requires the use of a single latent variable Dij
mn for

every protein i and j interacting via domains m and n respectively. Without this depen-

dency structure, we need to use a different latent variable for each Y2H dataset. In practice,

we observed that using (6.6) consistently outperformed the previous method (Deng et al.,

2002) but the improvement was very marginal. Extending the above methodology to AP-

MS datasets is extremely hard since relaxing the independence assumption in these datasets

imposes a complicated dependency structure on all the variables.

6.4 Inference Using A Monte Carlo Expectation Maximiza-
tion Algorithm

We generalize a previous EM algorithm (Deng et al., 2002) to incorporate our AP-MS

observation model. We assume the error rates Φ are given, so we only need to estimate the
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DDI probabilities Θ. This is not a serious problem in practice, as estimates of error rates

for a number of Y2H and AP-MS datasets have been published (Edwards and Glass, 2000;

von Mering et al., 2002; D’haeseleer and Church, 2004; Gilchrist et al., 2004).

6.4.1 Generating a sample of spanning trees

Exact computation of (6.3) requires the enumeration of all possible spanning trees in

a complete graph which is O(|O||O|−2) (Lyons and Peres, 2008). This is clearly not

tractable. Instead, we approximate (6.3) using a Monte Carlo approach by generating

random trees from the uniform distribution and then calculate (6.3) using these trees. This

can be implemented efficiently by performing a simple random walk over a complete graph

with vertex set O (Broder, 1989; Wilson, 1996; Lyons and Peres, 2008). Thus, develop-

ment of an efficient sampling algorithm requires that complex topologies only be trees.

This is why we have made the simplifying assumption that the space of possible complex

topologies can only be trees. Note that this assumption is not unduly restrictive as a com-

plex topology that is a graph can be represented as a combination of a set of trees. To

model false positives, we randomly select a set of vertices from O as false positives and

then use the simple random walk on the remaining set of vertices. When selecting a set

of false positive vertices, we experimented with both an informative distribution for false

positives (probabilty of a false positive is equal to φp) as well as an uninformative distri-

bution (probabilty of a false positive is equal to 0.5). We did not notice any significant

difference in either of these strategies. Care has to be taken that the selected set of trees

are unique. This can be done efficiently by maintaining a hashtable indexed by a hash

function dependent on the structure of the tree. The number of trees (samples) generated

for an AP-MS purification is initially selected as a function of Al.O to reflect the fact that

the number of possible trees is a function of the size of the purification. This number is

then uniformly increased at each iteration of the EM algorithm to increase the accuracy of
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the approximation over time.

6.4.2 Expectation and maximization steps

We now outline the extensions needed to the EM algorithm (Deng et al., 2002). The E-step

requires the calculation of the binomial sufficient statistics for the binary latent variables

Dij
mn representing the presence of an interaction between domains m and n in proteins i

and j. For an AP-MS purification, we need to consider two cases.

a. When (i, j) ∈ O × O, the E-step calculations are shown below, where I{eij∈EIc} is

an indicator variable which returns 1 if the edge eij is in the edge set EIc of tree c

and 0 otherwise.

E(Dij
mn|Θ(t−1), Φ) =

θ
(t−1)
mn Pr(O|Dij

mn, Θ
(t−1), Φ)

Pr(O|Θ(t−1), Φ)
(6.7)

Pr(O|Dij
mn, Θ

(t−1), Φ) =
∑
c∈C

Pr(c)I{eij∈EIc}

wij

b. When (i, j) ∈ O ×O, the E-step calculations are shown below.

E(Dij
mn|Θ(t−1), Φ) =

θ
(t−1)
mn Pr(O|Dij

mn, Θ
(t−1), Φ)

Pr(O|Θ(t−1), Φ)
(6.8)

Pr(O|Dij
mn, Θ

(t−1), Φ) = φn

∏
k∈O
k 6=j

(1− wik)

If the total number of possible interactions between domains m and n across all Y2H

and AP-MS datasets is Tmn, then the M-step involves a simple recursive formula for θmn,

where the summation is over all pairs of proteins i and j that contain domains m and n,

respectively.

θ(t)
mn =

1

Tmn

∑
E(Dij

mn|Θ(t−1), Φ) (6.9)
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6.4.3 Time and space complexity

We now briefly examine the time and space requirements for each iteration of the EM al-

gorithm. Let P be the size of the proteome, D be the total number of unique domains

across all proteins, S be the maximum number of samples (trees) generated for a partic-

ular EM iteration, R be the total number of AP-MS purifications (this is the sum total of

all purifications across the L AP-MS datasets), H be the size of the AP-MS purification

with the maximum number of prey proteins, and T be the maximum number of protein-

protein pairs with the same domain-domain combination (terms summed over in (6.9)).

Y2H and AP-MS datasets require O(KP + RH) space (we assume that the number of

observed protein-protein interactions in any Y2H assay is orders of magnitude less than

the total number of possible interactions). Each EM iteration involves maintaining O(P 2)

and O(D2) matrices for updating the sufficient statistics. Selecting a unique set of trees

generated from the simple random walk requires O(SH) space. Thus, the total space us-

age at each EM iteration is O(KP + RH + P 2 + D2 + SH). In practice, H is usually

orders of magnitude smaller than P and D. For the rare AP-MS purifications with many

prey proteins, we can set an upper bound on the value of SH without adversely affecting

the algorithm. Updating the sufficient statistics requires O(P 2 + D2T ) time. Generating

a sample of random trees requires O(SH2) time (checking whether a tree is unique can

be made O(1) with a good hash function, the simple random walk requires O(H log H),

and computing the cost of a tree requires O(H2)). Thus, the time of each EM iteration is

bounded by O(P 2 + D2T + RH + SH2). In practice, T is not prohibitively large. Hence,

both time and space requirements are dominated by the number of samples S used in each

iteration, the size of the proteome P , and the number of unique domains D.
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6.4.4 Recovering the topology of a protein complex

Our Monte Carlo EM algorithm provides estimates for the DDI probabilities Θ. Given Θ,

there are a three different methods we can use to reconstruct the topolgy of a protein com-

plex. In all three cases, we recover topologies from the corresponding AP-MS purification.

Hence, such topologies may represent the topology of more than one complex since a bait

protein can participate in more than one complex.

Most probable spanning tree topology

If we assume the topology is a tree, we can determine the most probable such tree using

standard minimum spanning tree (MST) algorithms over the complete graph of an AP-MS

purification with vertex set O. The MST is essentially a maximum likelihood estimate

of the complex topology, restricted to a tree. One might also wish to determine the most

probable DDIs that mediate the PPIs in the graph. In this case, one could construct an

annotated graph over the set of proteinsO: instead of having a single edge between proteins

i and j, the annotated graph would have as many edges as the number of possible DDIs

between i and j. A natural extension to this would be to then determine a complex topology

for the proteins in O such that edges selected for the spanning tree never re-use any of a

protein’s domains. We call this the Domain Re-use Constraint problem and now show that

this is NP-Hard.

Theorem 1. Computing the minimum spanning tree (MST) for an annotated PROCTOR

graph G, where a spanning tree is considered valid if and only if edges on the tree do not

re-use domains is NP-hard.

We perform a reduction from the traveling-salesman problem (TSP) in which we are given

a weighted graph G(V, E, W ) where the weights W over the edge set E are to be inter-

preted as costs of traversing those edges, respectively. We wish to find a salesman tour
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of cost at most Q. We now create an annotated PROCTOR graph G′(V ′, E ′, W ′) where

V ′ = V . Each node v′ ∈ V ′ has two domains v′1 and v′2. We draw an edge between

domains v′i and u′i if and only if (u, v) ∈ E and we let w′(u′i, v
′
i) = w(u, v). We now

make G′ complete by adding all other edges (x′i, y
′
j) ∀x′i, y′j; i 6= j, x′ 6= y′ with weight

w′(x′i, y
′
j) = Q + 1. Since we only double the number of domain nodes and edges this

transformation takes polynomial time. As every node in G′ has only two domains, a MST

with Domain Re-use Constraint for G′ has every node with degree two (except the two leaf

nodes). Such a tree will represent a minimum tour in G. Thus there exists a solution to

TSP if and only if the cost of the MST of G′ is at most Q. �

We note that the Domain Re-use Constraint makes the MST problem in a PROCTOR graph

similar to the degree-bounded minimum spanning tree problem with nonuniform degree

bounds (nBMST) which is known to be NP-hard (each node i in a spanning tree for the

PROCTOR graph G has degree at most the number of domains in the corresponding protein).

Model averaged topology

Using a maximum likelihood estimate as described above would prevent us from noticing

if a different tree were nearly equally probable. We can overcome this by using Bayesian

model averaging to recover a model averaged topology. We use our sampling algorithm to

generate a huge number of random trees and then computing marginal probability estimates

for all the edges of the graph. Using this Bayesian model averaging approach, we are not

restricted to complex topology trees but can determine complex topology graphs (i.e., with

cycles).

Fixed topology using a cutoff

We are often interested in analyzing the entire interactome learned by the algorithm. In

this case, we could select a suitable probability cutoff as evidence of a PPI or a DDI. We
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can then use the fixed set of PPIs and DDIs obtained using this cutoff to generate topology

graphs for an AP-MS purification.

6.5 A Complete Budding Yeast Interactome

We evaluated PROCTOR using proteomic interaction data for budding yeast, Using avail-

able Y2H and AP-MS assays, including two landmark AP-MS assays (Gavin et al., 2006;

Krogan et al., 2006), we determined PPIs, DDIs, and topologies for macromolecular com-

plexes covering nearly all of the S. cerevisiae proteome.

6.5.1 Experimental setup for budding yeast proteomic interaction data

Y2H and AP-MS assays in budding yeast

We estimated the probabilities of DDIs and PPIs in S. cerevisiae using data from three Y2H

datasets (Uetz et al., 2000; Ito et al., 2001) and six AP-MS datasets (Gavin et al., 2002; Ho

et al., 2002; Krogan et al., 2004; Gavin et al., 2006; Krogan et al., 2006). We obtained a

total of 6,864 purifications from AP-MS data published in five different manuscripts. One

manuscript described a high-throughput mass spectrometric protein complex identification

(HMS-PCI) assay with 552 purifications (Ho et al., 2002). The other four manuscripts

described tandem affinity purification (TAP) assays with 589 purifications (Gavin et al.,

2002), 294 purifications (Krogan et al., 2004), 1,993 purifications (Gavin et al., 2006), and

3,436 purifications (Krogan et al., 2006), respectively. The data in the latter manuscript was

subdivided into two datasets of 1,998 and 1,438 purifications because of the two different

mass spectrometry methods used for protein identification (MALDI-TOF and LC-MS).

The average size of the number of prey proteins across all 6,864 AP-MS purifications was

13, with a maximum size of 332.

We also obtained a total of 5,582 binary interactions from Y2H data published in two

different manuscripts. The first manuscript described two Y2H screens, one where all
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transformants were allowed to mate with each other (6,000 × 6,000) and another where

all transformants were allowed to mate with only 192 (6,000 × 192) (Uetz et al., 2000).

Ideally, we would treat the interactions from these two screens as separate datasets, but

the identities of the 192 transformants used in the second screen were not recorded (Peter

Uetz, personal communication) so we pooled the data into one dataset containing 1,033

interactions. The second manuscript described one high-throughput Y2H screen (6,000

× 6,000) producing a total of 4,549 interactions, 841 of which were detected more than

three times and labeled as ‘core’ interactions (Ito et al., 2001). We treated the core and

non-core interaction sets as separate datasets to reflect the difference in the confidence of

their observations.

All the data taken together represent 5,925 yeast proteins, covering essentially the entire

yeast proteome.

Protein-domain information

We used protein-domain information from two different sources—Pfam (Bateman et al.,

2004) and InterPro (Mulder et al., 2005)—and evaluated all our results with each of these

sources independently. The average number of domains per protein was two for both Pfam

and InterPro, with the maximum number of domains in a protein being 30 and 18, re-

spectively. Our observed results were virtually indistinguishable whether we used protein-

domain information from Pfam or InterPro, so we only show results using Pfam. The

choice of Pfam offers the benefit of later being able to define a gold standard for DDIs

using iPfam (Finn et al., 2005).

Estimates of false positive and false negative error rates

Current estimates suggest only 15,000–100,000 PPIs occur out of a total possible 18 mil-

lion possible PPIs in yeast. The average consensus is around 30,000 (Jansen et al., 2003),
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Table 6.1: False positive and false negative error rate estimates for Y2H datasets.

Binary Assays φp φn

Ito Non-Core 2.4E-4 0.98
Ito Core 3.3E-5 0.99
Uetz 4.1E-5 0.98

which we will use as a best guess. Let Iij be a binary variable indicating the truth about

whether an interaction occurs between proteins i and j. The probability an interaction

takes place between two random proteins i and j is Pr(Iij = 1) = 30,000
18,000,000

≈ 0.0017,

so Pr(Iij = 0) ≈ 0.9983. Let Oij be a binary variable indicating whether an interaction

was observed in a particular experiment, between proteins i and j. For direct interaction

assays like Y2H, the false negative rate is defined as φn = Pr(Oij = 0|Iij = 1), and the

false positive rate is defined as φp = Pr(Oij = 1|Iij = 0). We used previously published

precision estimates ρ for direct interaction assays (D’haeseleer and Church, 2004), where

ρ = Pr(Iij = 1|Oij = 1). The number of observed interactions in each assay allows us

to calculate Pr(Oij = 1). We can then use Bayes rule to estimate false positive and false

negative rates for all the Y2H datasets. The error estimates so calculated and used as input

to PROCTOR are shown in Table 6.1.

The false positive and false negative error rates, as defined above, for AP-MS datasets

have previously been determined (Gilchrist et al., 2004). Unfortunately, these are only

available for the Ho (Ho et al., 2002) and Gavin’02 (Gavin et al., 2002) datasets. For

the more recent AP-MS datasets of Krogan’04 (Krogan et al., 2004), Gavin’06 (Gavin

et al., 2006), and Krogan’06 (Krogan et al., 2006), we chose to use the same error rates as

that for Gavin’02 (Gavin et al., 2002) since the experiments were conducted using similar

experimental protocols. The error estimates used are shown in Table 6.2.

We did not observe any significant differences in performance when we varied the error

rate estimates slightly, as has been observed by others as well (Deng et al., 2002).
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Table 6.2: False positive and false negative error rate estimates for AP-MS datasets.

AP-MS assays φp φn

Ho 1.30E-3 0.54
Gavin’02,’06 1.07E-3 0.35
Krogan’04 1.07E-3 0.35
Krogan’06 LC/MS,MALDI-TOF 1.07E-3 0.35

Algorithmic performance

Although the space and time complexity of our learning algorithm increases as the number

of samples increase with each EM iteration, in practice the algorithm converged rapidly

within 25–30 iterations, with each iteration taking an average of 30 minutes on a machine

with 4GB RAM. Convergence was assessed as change in log likelihood being less than

0.01%. We experimented with random initializations for θmn but consistently observed the

best results by initializing θmn to a constant less than 0.01.

Test sets for DDIs and PPIs

We used structural information from 3DID (Stein et al., 2005) and iPfam (Finn et al., 2005)

to define positive DDIs for our evaluation set. As suggested previously (Nye et al., 2006),

we pruned out those DDIs having no evidence in the training data because none of the

algorithms will be able to do better than random for these, leaving us with a total of 1,501

positive DDIs for evaluation. We selected 40 times as many negative DDIs by randomly

sampling from DDIs not in our positive set.

We obtained positive PPIs for our evaluation set from the small scale experiments con-

tained in DIP (Xenarios et al., 2002). We again pruned out PPIs having no evidence in

the training data, leaving us with a total of 3,144 positive PPIs for evaluation. We se-

lected 40 times as many negative PPIs by randomly sampling from PPIs not in our positive

set. As an alternative negative evaluation set, we also obtained the localization of 1,119
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proteins (Drawid and Gerstein, 2000) and randomly sampled from pairs of proteins with

different localizations. These two negative evaluation sets showed no discernible differ-

ence, so we only present results without taking localization into account.

In addition, we evaluated PROCTOR using positive PPIs from other databases like BIND (Bader

et al., 2001), MIPS (Mewes et al., 2002), and BioGRID (Stark et al., 2006). These positive

PPIs were mostly derived from small scale Y2H experiments and hence, served as a noisier

test set than that described above. Our results were no different with these test sets and so

we only present results using the test set derived from DIP.

6.5.2 PROCTOR improves the accuracy of predicted DDIs and PPIs

Recent work comparing protein interaction confidence assignment schemes (Suthram et al.,

2006) observed that the method of Deng and colleagues (Deng et al., 2002) yields the best

overall performance. This algorithm also serves as an excellent reference for comparison

against our method as both use domain-domain interaction information. Hence, we com-

pared the accuracy of PROCTOR’s DDI and PPI estimates with the following three other

algorithms: 1) The previously published algorithm by Deng and colleagues (Deng et al.,

2002) using Y2H assays only (called Y2H-ONLY), 2) the same algorithm as 1 but adding

AP-MS assays transformed using a spoke model (called SPOKE), and 3) the same algo-

rithm as 1 but adding AP-MS assays transformed using a clique model (called CLIQUE)..

We use precision-recall curves to display our results (Figure 6.2) as they are more infor-

mative than ROC curves when using highly skewed evaluation sets (Davis and Goadrich,

2006) (the number of non-DDIs and non-PPIs are much more than the number of DDIs and

PPIs; e.g., the ratio of non-PPIs to PPIs in the S. cerevisiae proteome is estimated to exceed

1,200). Using PROCTOR, the area under the precision-recall curve increases by 222–447%

when estimating DDIs and by 21–169% when estimating PPIs.

As an alternative test criterion, we also compared PROCTOR’s ability to predict PPIs with

148



Table 6.3: Precision and recall estimates for direct interaction datasets.

Direct Interaction Dataset Precision Recall
Ito Non-Core 0.14 0.03
Ito Core 0.44 0.02
Uetz 0.44 0.03
Gavin’02 Clique 0.30 0.11
Gavin’02 Spoke 0.38 0.06
Ho Clique 0.11 0.06
Ho Spoke 0.20 0.04
Krogan’04 Clique 0.41 0.03
Krogan’04 Spoke 0.50 0.02
Gavin’06 Clique 0.26 0.17
Gavin’06 Spoke 0.21 0.12
Krogan’06 LC/MS Clique 0.02 0.23
Krogan’06 LC/MS Spoke 0.08 0.12
Krogan’06 MALDI-TOF Clique 0.08 0.13
Krogan’06 MALDI-TOF Spoke 0.15 0.09

the purification enrichment score method (Collins et al., 2007) (the best available method

capable of predicting direct protein interactions from high-throughput AP-MS data only).

PROCTOR shows an overall 22% improvement in the area under the PPI precision-recall

curve as compared to the purification enrichment score method (Figure 6.3).

6.5.3 Spoke and clique models are a major source of error in AP-MS
assays

Using a published method for simultaneously estimating the error rates of two datasets

given a gold standard set of known interactions (D’haeseleer and Church, 2004), we esti-

mated more precisely the precision and recall for direct interaction datasets like those of

Y2H (or AP-MS transformed using spoke or clique models). By comparing two indepen-

dent datasets to a gold standard, the error rates are more trustworthy than those obtained by
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Table 6.4: Purification size statistics for AP-MS datasets

AP-MS assays Mean purification size Standard deviation
Ho 8.0598 9.0735
Gavin’02 6.8095 7.0781
Krogan’04 6.7891 5.4167
Gavin’06 10.3273 10.7183
Krogan’06 MALDI-TOF 14.0973 14.6923
Krogan’06 LC/MS 24.6538 30.4246

comparing each dataset to the gold standard by itself. To further increase our confidence

in the accuracy of these values, we paired each dataset with several others, ran the method

for each pair, and averaged all the results. The precision and recall estimates for individual

datasets so calculated are shown in Table 6.3. In Figure 6.2(inset) we have shown the pre-

cision and recall estimates computed in Table 6.3. The Ito core set has almost three times

greater precision than the Ito non-core set, with only a slight loss in recall. This is expected

since the core set contains fewer but higher confidence PPIs observed multiple times (Ito

et al., 2001). Surprisingly, the AP-MS datasets cluster together according to publication

author irrespective of whether a spoke or clique model is used. In general, the spoke model

fares slightly better than the clique model, consistent with previous observations (Bader

and Hogue, 2002), but this improvement is not dramatic enough for the spoke results to

cluster separately from the clique results. The Ho dataset is expected to have lower pre-

cision and recall than the other AP-MS datasets because only a single affinity purification

step was used (this dataset used high-throughput mass spectrometric protein complex iden-

tification (HMS-PCI), while the others used tandem affinity purification (TAP)).

We also computed the mean purification size for each AP-MS dataset as the mean number

of prey proteins that co-complexed with a given bait. The purification size distribution for

each of these AP-MS datasets can be fit nicely with an exponential distribution. Table 6.4

shows the mean purification size for each AP-MS dataset along with the corresponding

150



standard deviation. The mean values are also displayed in the inset of Figure 6.2(inset,

square brackets). Datasets having smaller mean purification size generally have greater

precision (while the Gavin’02 and Krogan’04 datasets hardly differ in their mean purifica-

tion size, the Gavin’02 dataset has a higher standard deviation (7.08) than that of the Kro-

gan’04 dataset (5.42); see Table 6.4). As the size of a purification increases, the amount

of error introduced by spoke and clique models also increases. As a result, datasets with

a higher mean purification size will have lower precision. Hence, we believe the variation

in precision and recall observed between the six individual AP-MS datasets is primarily

due to noise introduced not by the different experimental procedures used, but by the use

of spoke and clique models. The figure also makes apparent that combining information

across datasets yields dramatic improvements in precision and recall over any one dataset

by itself.

6.5.4 DDI and PPI networks predicted by PROCTOR

PROCTOR learns complete (symmetric) DDI and PPI matrices where each entry represents

the probability of an interaction. To analyze a single DDI and PPI network as well as the

topologies of protein complexes we selected an appropriate probability cutoff. All DDIs

and PPIs with a probability greater than 0.01 were selected for inclusion. This threshold

corresponded to a precision of 89.71% and a recall of 28.45% for the DDI network, and a

precision of 90.12% and a recall of 32.19% for the PPI network. This resulted in 20,460

DDIs and 19,611 PPIs. From here on, we use the DDI and PPI networks selected using

this probability cutoff to analyze the budding yeast interactome. Using the same proba-

bility cutoff of 0.01, spoke models predicted 377,347 DDIs and 419,734 PPIs, whereas

clique models predicted 4,979,431 DDIs and 3,118,943 PPIs. These additional and mostly

erroneous PPIs predicted using spoke or clique models result in a PPI network that is sig-

nificantly incorrect.
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6.5.5 DDI and PPI networks have similar non-scale-free degree dis-
tributions

The degree distributions of DDI and PPI networks are nearly identical (Figure 6.4). They

do not appear to be scale-free, but are instead similar to distributions that have been ob-

served in more recent studies on the properties of biological networks (Khanin and Wit,

2006; Przulj, 2007; Collins et al., 2007). These results suggest that both DDI and PPI net-

works have relatively fewer nodes that participate in a very large or a very small number

of interactions than would be predicted by a scale-free topology.

6.5.6 Domains are not all created equal

We used PROCTOR’s DDI estimates to assess the ‘interaction importance’ of each domain,

defined as the probability of participation in at least one DDI.

interaction importance score for domain m = 1−
∏
n

(
1− θ̂mn

)

where n indexes over all columns of the DDI matrix for a particular domain m and θ̂mn is

the learned probability of domain n interacting with domain m. This score gives a measure

of whether a domain interacts with at least one other domain (including possibly itself). All

domains with a score greater than 0.9 are labeled ‘extremely important’ while all domains

with a score less than 0.1 are labeled ‘extremely unimportant’.

Using these stringent thresholds for interaction importance, we identified 112 domains as

extremely important and 1,743 domains as extremely unimportant, from a total of 9,880

Pfam-A and Pfam-B domains. In contrast, spoke and clique models identify almost all

domains as extremely important (8,965 for spoke and 9,385 for clique), which is not quite

plausible since 80% of the area under the precision-recall curve is retained when using only

the most important 43% of the domains, suggesting that not all domains are likely to be
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important in mediating PPIs (Figure 6.5). Indeed, a consequence of identifying a majority

of domains as important is predicting enormously more PPIs (spoke models predict about

21 times more PPIs than PROCTOR does, while clique models predict about 159 times more

PPIs than PROCTOR does).

6.5.7 PROCTOR reveals how proteins interact via their domains to
form protein complexes

We examined PROCTOR’s ability to reconstruct the topology of protein complexes in an

AP-MS purification. To do this, we selected a purification containing proteins involved in

the well-studied Arp2/3 complex, a highly conserved actin nucleation center required for

the motility and integrity of actin patches. We compared the known crystal structure of the

Arp2/3 complex in PDB (Berman et al., 2000) (PDBid: 1k8k) with the topology predicted

by PROCTOR (Figure 6.6). Observe that the topology of this complex cannot be accurately

characterized using a spoke or clique model. In addition to reconstructing protein complex

topologies, PROCTOR also provides an estimate of the DDIs that mediate the PPIs in these

topologies, but this has been left out of the figure to reduce clutter.

Average linkage hierarchical clustering of PROCTOR’s DDI and PPI matrices helps reveal

topologies of new protein complexes globally and also reveals the inter-relationship be-

tween macromolecular complexes. The clustering analysis results in clusters of related

domains and proteins along the diagonal of the DDI and PPI matrices, respectively (Fig-

ure 6.6). In the case of the Arp2/3 complex, the domain families of the Arp2/3 complex

subunits (p34-Arc, p21-Arc, p20-Arc, and p16-Arc) cluster together while the proteins

constituting the Arp2/3 complex cluster near the proteins constituting the related INO80

complex, a chromatin remodeling complex that contains actin and several actin-related

proteins (Figure 6.6). Similar results are observed with the well-studied RNA polymerase

and DASH complexes (Figure 6.7).
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6.5.8 PROCTOR reveals the topology of protein complexes

Understanding how individual proteins interact with each other within a complex is help-

ful in deciphering the architecture of protein complexes. We use PROCTOR to reveal the

topology of known complexes that have been identified by MIPS using literature text min-

ing (Mewes et al., 2002) (Figure 6.8). When we say known complexes, we mean com-

plexes whose individual component proteins have been independently verified. However,

the topology of these complexes are still unknown and PROCTOR can provide a clearer

understanding of how individual proteins interact to form complexes. Observe that these

learned topologies are not always a spoke or clique.

6.6 Conclusion

We have demonstrated the efficacy of PROCTOR in learning direct PPIs, the DDIs that me-

diate them, and the topologies of protein complexes. This is achieved by careful modeling

of the different semantics of Y2H and AP-MS assays, effectively combining direct pro-

tein interaction evidence with protein co-complex evidence. We have shown that if the

distinct semantics of AP-MS data are ignored, algorithm performance degenerates rapidly.

Our implementation also permits different assays within each category to be modeled with

different error rates: e.g., TAP vs. HMS-PCI protocols in the case of AP-MS, or core vs.

non-core datasets in the case of Y2H.

Unlike PROCTOR, simple transformations of AP-MS assays using spoke and clique models

result in erroneous estimates since they incorrectly specify the underlying topology of an

AP-MS assay a priori. Such fixed topologies enforce the existence of many more DDIs

and PPIs than are needed to explain the observed data: spoke and clique models predict

one to two orders of magnitude more DDIs and PPIs than PROCTOR does. In addition, such

fixed topologies make it difficult to model self-interacting domains and proteins, but PROC-

TOR handles these naturally by learning self-interactions through shared domain-domain
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interactions. In fact, PROCTOR’s DDI and PPI estimates reveal a strong bias towards self-

interacting domains (40%) and proteins (57%) in the DDI and PPI network, consistent with

what has been observed previously (Orlowski et al., 2007).

Using available Y2H and AP-MS assays, including two landmark AP-MS assays (Gavin

et al., 2006; Krogan et al., 2006), we have determined topologies for macromolecular com-

plexes covering nearly all of the S. cerevisiae proteome (5,925 proteins). In doing so,

PROCTOR provides a description of the physical interactome of budding yeast, revealing

how proteins—mediated by interactions between their domains—are assembled into pro-

tein complexes. PROCTOR’s estimate of the S. cerevisiae interactome is more comprehen-

sive than any previous estimate, covering essentially all of the yeast proteome. Previously

reported results (Deng et al., 2002; Wang et al., 2004; Nye et al., 2006) cover no more than

42% of the proteome; a very recently published analysis covers only 75% (Wang et al.,

2007). Although PROCTOR only utilizes high-throughput proteomic assays, our results are

more accurate than methods (Deng et al., 2002) previously shown to yield the best overall

accuracy (Suthram et al., 2006). Hence, PROCTOR’s probabilistic assignment scores for

PPIs and DDIs could improve performance for all manner of downstream computational

analyses that utilize such interaction data in their analyses.

Reconstructing the topology of protein complexes represents an important milestone in un-

derstanding the architecture of protein complexes. A number of challenges remain and we

outline two important ones here. The first is the determination of ‘optimal’ domain labels

for a protein. PROCTOR’s use of domain definitions from databases like Pfam or InterPro

may not be optimal for this particular problem since interactions between proteins can be

mediated by domains, motifs, or other features of the protein surface. Domains defined by

Pfam or InterPro are typically identified by looking for conserved regions using multiple

sequence alignment algorithms. These domain definitions can lead to inaccurate represen-

tations of complex topologies, especially when insufficiently refined. For example, some-

155



times Pfam assigns a single common domain to all the proteins belonging to a particular

complex (such as the proteasome). In such cases, a clique model is effectively enforced

on PROCTOR by Pfam, resulting in an overly densely connected topology. Determination

of domain definitions that are optimal for this problem would dramatically improve our

ability to reconstruct protein complex topologies, but remains a daunting task. A second

challenge is the determination of a protein’s oligomerization state within a complex. Pro-

tein complexes are often assembled from multiple copies of individual constituent proteins.

Currently, it is difficult to model a protein’s oligomerization state within a complex due to

the absence of stoichiometric information from most AP-MS assays. If these assays are

in the future able to provide stoichiometric information, PROCTOR could incorporate it to

further elucidate protein complex topologies.

Finally, preceding chapters have focused on understanding dynamical and condition-specific

(cell cycle) behavior of gene expression in budding yeast. Similarly, complexes are also dy-

namic and might exist only under certain conditions. However, collecting proteomic data

under different dynamic conditions is extremely difficult, especially on a large scale. Thus,

our understanding of protein complexes and the interactome of budding yeast using current

high-throughput interaction data is still quite limited. Hence, the path to understanding dy-

namical condition-specific regulatory control will continue to be a long journey requiring

both experimental advances in technology, and genomic as well as proteomic approaches

capable of integrating information from these technologies.
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Figure 6.1: a) A Y2H assay has only two possible topologies for explaining it: either the
two proteins B and P1 directly interact or they do not. b) An AP-MS assay with bait B
and two prey proteins P1 and P2 has many possible topologies, some of which are shown.
Scenario 1: the bait forms two complexes, one with P1 and another with P2. Scenarios
2, 3, 4, and 5: different topologies in which the bait forms a single complex with both
P1 and P2. Scenario 6: an example of a false positive (P2). Scenario 7: With multiple
copies of proteins, more complicated complex topologies are possible. In the absence of
stoichiometric information, it is very difficult to recover such a topology. c) The effect
of using spoke and clique topologies in the simple case of a bait with three prey proteins.
The clique model has no false negatives at the expense of many false positives. The spoke
model has fewer false positives at the expense of a few false negatives. As the size of
an AP-MS purification increases, the errors introduced by spoke and clique models also
increase.

157



Figure 6.2: Precision-recall curves for predicting DDIs and PPIs show that PROCTOR out-
performs methods that transform AP-MS assays using a spoke or clique model. The inset
figure shows precision and recall values for publicly available Y2H and AP-MS datasets.
The numbers in square brackets are the mean purification sizes of the AP-MS datasets.
Observe these are negatively correlated with precision, indicating that spoke and clique
models are major sources of error for AP-MS data.
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Figure 6.3: Precision-recall curve for predicting PPIs shows that PROCTOR outperforms
existing methods for assessing direct protein interactions from AP-MS data.

Figure 6.4: The two log-log plots show that the degree distributions of the DDI and PPI
networks are nearly identical. Lines represent the best linear fit to the data in each log-log
plot, respectively. The lines reveal that the distributions do not appear to be scale-free,
but are instead similar to distributions that have been observed in more recent studies on
the properties of biological networks (Khanin and Wit, 2006; Przulj, 2007; Collins et al.,
2007).
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Figure 6.5: On the left, we show how the precision-recall curve moves as we remove
interactions that occur between two unimportant domains, for varying importance score
thresholds; interactions involving two unimportant domains are given zero probability. On
the right, we show how the precision-recall curve moves as we remove interactions that
do not occur between two important domains, for varying importance score thresholds;
interactions not involving two important domains are given zero probability. Observe that
in each case, the number of domains used drops more rapidly than the loss in area under
the precision-recall curve; for example, the right figure shows that 0.35/0.44=80% of the
area under the precision-recall curve is retained when using only interactions among the
most important 4203/9880=43% of the domains.
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Figure 6.6: a) Predicted complex topology of the Arp2/3 complex (PDBid: 1k8k).
Dashed red edges indicate PPIs wrongly labeled as interactions. Dotted black edges in-
dicate PPIs wrongly labeled as non-interactions. All solid green edges are correct. b) An
in-depth view of the clustering analysis for the Arp2/3 complex. The first matrix shows
how domain families of the Arp2/3 complex subunits cluster together, while the second
matrix shows how proteins constituting actin related complexes Arp2/3 and INO80 cluster
together.
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Figure 6.7: Hierarchical clustering of the DDI and PPI matrices predicted by PROCTOR
reveals how proteins interact via their domains to form protein complexes. Domain fam-
ilies cluster together, as seen with the RNA polymerase and Arp2/3 domain families.
Proteins cluster according to the complexes in which they participate, as seen with the
RNA polymerases I, II, and III and the ARp2/3 complex. The RNA polymerases RNAPI,
RNAPII, and RNAPIII are multisubunit complexes that are comprised of a few small sub-
units common to all three enzymes as well as independent subunits (Archambault and
Friesen, 1993). The common subunits cluster together and include the proteins Rpb10,
Rpb5, Rpb8, Rpo26, Rpc19, and Rpb11. These are followed by clusters corresponding to
the independent subunits belonging to the three RNA polymerase enzymes. The last clus-
ter also includes general transcription factors like Tfg1, Tfg2, and Taf14 required for ac-
curate transcription initiation by RNAPII (Hampsey, 1998). Arc35, Arc18, Arc19, Arc15,
and Arc40 have all been identified as members of the Arp2/3 complex (Boldogh et al.,
2001; Goode and Rodal, 2001). Arp5 and Arp8 have been identified as members of the
INO80 complex (Shen et al., 2003) and these proteins cluster with the IES1-6 (INO Eighty
Subunit) proteins. Rvb1 and Rvb2 have also been shown to recruit Arp5 to assemble
INO80 (Jonsson et al., 2004). Similarly, proteins belonging to the DASH complex cluster
together as well as a group of proteins involved in beta glucan synthesis and transcriptional
activation.
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Figure 6.8: Complex topologies of known complexes identified by MIPS (Mewes et al.,
2002) using literature text mining. Each complex is color coded using a common GO-S-
LIM term. Observe that not all complexes have topologies like a spoke or clique model.
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Chapter 7

On Future Regulatory Networks

We began our journey in Chapter 2 by examining how we can effectively integrate infor-

mation from heterogeneous biological data. We developed a statistical model capable of

learning dynamic regulatory networks of the cell cycle from expression and transcription

factor binding location data. However, we realized that to truly improve our understand-

ing of gene regulation, we needed to understand the underlying biology, in our case cell

cycle control in budding yeast. In a brief overview of our current knowledge of the cell cy-

cle in Chapter 3, we saw how cell cycle control includes many complex regulatory events

involving both cyclin dependent kinases and transcription factors. While in Chapter 4,

we saw how synchrony loss in cell cycle populations hinders our ability to accurately ob-

serve time-series cell cycle measurements like gene expression. In an attempt to address

problems in measuring cell cycle events, we developed CLOCCS, a framework for charac-

terizing synchrony loss in synchronized cell populations. Using CLOCCS, we developed a

deconvolution algorithm in Chapter 5 capable of recovering high resolution estimates of

the cell cycle, thereby permitting a view of the cell cycle under perfect synchrony.

Although our deconvolution algorithm provides a high resolution view of cell cycle gene

expression, to fully understand regulation during the cell cycle, we need to understand

how proteins operate. In addition, our results in Chapter 2 indicate that many genes are

regulated by a common set of transcription factors, suggesting the presence of protein

complexes. Towards understanding the role of proteins and protein complexes in a cell,

we developed PROCTOR in Chapter 6, an algorithm that provides a global view of how

proteins interact via their domains to form protein complexes.

Our high resolution view of cell cycle gene expression, our view of protein-protein interac-
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tions and protein complexes, and evidence of protein-DNA interactions from transcription

factor binding data could provide us with a finely timed view of regulatory control in the

cell cycle. In this chapter, we provide a more precise view of regulation during the cell

cycle.

7.1 Cell Cycle Regulation Revisited

We selected a set of well-studied transcription factors (TFs) in order to understand some of

the signaling events that control cell cycle progression. We then used PROCTOR to select

additional proteins that directly interact with the set of initially selected TFs. Additional

proteins identified were only included in our analysis if they had a PTR score > 1.75 for

their corresponding deconvolved cell cycle estimates. This selection procedure left us with

a total of 55 cell cycle regulated genes. We also used ChIP-chip data (Lee et al., 2002;

Harbison et al., 2004) to provide evidence of TFs binding upstream of our set of 55 genes

(p-value≤ 0.001). This simple procedural approach resulted in a subset of important regu-

lators of the cell cycle along with their corresponding protein-protein, complex formation,

and protein-DNA interactions. We then graphically plotted the selected regulators and sig-

naling events linearly as progress was made through the cell cycle. We ensured that genes

in this graphical illustration were ordered according to their time of peak mRNA expression

as determined by our deconvolution algorithm.

Figure 7.1 depicts important cell cycle control events as progress is made through the

cell cycle. We have also provided a smaller, less cluttered version of the figure to allow

for easy viewing of interaction details (Figure 7.2). Observe how transcription factors

control each other, either through activation or repression, resulting in a continuous wave

of gene expression as we saw in Chapter 5. Also observe how protein-protein interactions

(mostly between cyclins) are tied together with protein-DNA interactions (mostly between

transcription factors) to form a regulatory network capable of oscillating from one G1 to
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the next.

Regulatory networks generated in this manner could suggest interesting avenues for further

investigation. For example, the Ribonuclease H2 subunit RNH202 is regulated by Yhp1

and also interacts with both forkhead proteins Fkh1 and Fkh2. Both forkhead proteins also

regulate YHP1, forming a feedback loop of protein-DNA and protein-protein interactions.

Both forkhead proteins in conjunction with Mcm1 and Ndd1 are known to be involved

in the formation of the ternary complex, Swi five factor (SFF), required for regulating a

program of mitotic transcription (Kumar et al., 2000; Bähler, 2005). SFF has not been

fully categorized at the molecular level. Figure 7.2 suggests that the Ribonuclease H2

subunit RNH202 may have a functional role related to both forkhead proteins.

As another example, SBF and MBF are sequence-specific transcription factors that activate

gene expression during the G1/S transition of the cell cycle in yeast. SBF is a heterodimer

of Swi4 and Swi6, MBF is a heterodimer of Mbp1 and Swi6, and both are known to

provide mechanisms for independent regulation of distinct molecular processes that nor-

mally occur in synchrony during the cell cycle (Iyer et al., 2001). Figure 7.2 confirms

the molecular interactions known to exist between Swi4, Swi6 and Mbp1. However, we

notice dramatic differences in timing of peak mRNA expression between these 3 genes.

For SWI4, transcription peaks in early G1, whereas for SWI6 and MBP1, transcription is

initiated in early G1 and peaks after the G1/S transition. However, Swi4 interacts with

the Pho85 cyclin Pcl7, which peaks in late S, suggesting that Swi4 protein level may not

follow its corresponding mRNA level. We see similar behavior with the MADS-box tran-

scription factors Mcm1 and Rlm1, both having peak transcription in G1. However, from

our discussion above, we know that Mcm1 plays a role in mechanisms that regulate entry

into M-phase (Bähler, 2005).
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7.1.1 Control during cell division and daughter specific growth

Our regulatory network of the cell cycle focused mainly on the role played by transcription

factors. We now examine the mechanisms involved in cell division and daughter specific

growth. For this purpose, we not only selected a set of common transcription factors but

also selected signaling proteins like Cbk1, Mob2, Myo4, She2, She3, and She4, known

to play a role in determination of cell-fate for mother and daughter cells (Colman-Lerner

et al., 2001). Following a selection procedure similar to that discussed above, we ended up

with a total of 63 genes. The corresponding regulatory network is shown in Figure 7.3. We

have also provided a smaller, less cluttered version of the figure focusing on the attachment

interval (A) to allow for easy viewing of interaction details (Figure 7.4).

In budding yeast, localization of the Ace2 transcription factor to the daughter nucleus

along with Cbk1 and Mob2 help precipitate daughter specific genetic programs (Colman-

Lerner et al., 2001). Ash1 is also responsible for controlling daughter specific genetic

programs. ASH1 mRNA is translocated via actin and myosin to the tip of the daughter

cell (Beach and Bloom, 2001). A number of proteins, including Myo4, She2, and She3

are responsible for the proper localization of ASH1 mRNA (Takizawa and Vale, 2000).

Figure 7.4 clearly shows some of the protein signaling events responsible for daughter

specific control, including protein interactions between Myo4, She2, She3, and She4, as

well as a separate set of signaling events between Cbk1, Mob1, Mob2, Snf7 and Yvh1.

The figure clearly demonstrates why focusing only on transcriptional control provides an

incomplete picture of cell cycle control. We also see that transcriptional control during

M/G1 in mother cells or M/Gd in daughter cells includes protein-DNA interactions not

only from G2/M transcription factors but also transcription factors known to be active

earlier in the cell cycle. For example, DSE1 expression is controlled by Mbp1, Fkh1,

Fkh2, and Ace2, whereas the chitinase gene CTS1 is controlled by Ace2, Swi5 and Fkh2.

As expected, the G2/M transcription factors Ace2 and Swi5 have a common set of targets,
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like Pry3 and Egt2 in Figure 7.4. However, they are also known to have distinct and

separate cell cycle control programs. Ace2, as we already have discussed, is localized

to the daughter cell, whereas Swi5 is retained in mothers, and along with She1-She5, is

responsible for activation of HO expression (Jansen et al., 1996). An interesting candidate

gene of unknown function worth investigating further is SHE10 because this gene may be

related to the distinct roles performed by Swi5 and Ace2. In Figure 7.4, SHE10 expression

depends on the transcription factors Ace2 and Abf1, but not much else is known about this

gene.

Figure 7.3 depicts some of the regulatory elements involved in daughter specific growth.

The genes AGA1, PRY2, PSA1, and YDR115W are SBF and MBF targets. LAC1 and PRC1

are Abf1 targets. Not all genes in Gd are regulated by early G1 transcription factors. MMF1

is a Swi5 target, while FUS1 is a Tec1 target. Both Mmf1 and Ydr115w are mitochondrial

proteins required for mitchondrial genome maintenance and respiratory growth.

In Figure 7.3, Tec1 is responsible for the regulation of SHO1 and HIM1. Not much is

known about Him1. However, Sho1 is a known transmembrane osmosensor required for

activation of the Cdc42 and MAP kinase-dependent growth pathways (Cullen et al., 2004).

In Figure 7.1, Sho1 interacts with the S-phase cyclins and so may play a deeper role in cell

cycle control.

7.2 Conclusion

In this chapter, we have developed a simple procedural approach to regulatory network

analysis using CLOCCS, PROCTOR, ChIP-chip data, and deconvolved gene expression es-

timates. Although analyzing regulatory networks using expression, protein-DNA, and

protein-protein interaction information can provide useful insight, our knowledge is still

quite incomplete. We still do not have any information about protein dynamics during the

cell cycle. As we saw in this chapter, without observing protein levels as progress is made
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through the cell cycle, we cannot understand the range of a transcription factor’s influence

on the cell cycle. Despite our many assumptions, we have shown how our simple proce-

dural approach could help provide us with interesting hypotheses for further investigation,

and thereby help elucidate cell cycle control in budding yeast.
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Figure 7.1: A partial regulatory network of the cell cycle containing a total of 55 genes
and 16 transcription factors learned using PROCTOR, deconvolved gene expression data,
and ChIP-chip data. Protein-DNA interactions are depicted as solid, directed blue edges,
and protein-protein interactions are depicted as solid, undirected green edges. In all, the
network has 58 protein-DNA interactions and 94 protein-protein interactions. Each gene
is ordered using the peak expression time of its corresponding deconvolved estimate. The
time axis (vertical axis) is not drawn to scale to avoid clutter.
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Figure 7.2: A partial regulatory network of the cell cycle containing a total of 29 genes
and 14 transcription factors learned using PROCTOR, deconvolved gene expression data,
and ChIP-chip data. This figure is drawn using a subset of the genes in Figure 7.1. Pro-
tein-DNA interactions are depicted as solid, directed blue edges, and protein-protein in-
teractions are depicted as solid, undirected green edges. In all, the network has 42 pro-
tein-DNA interactions and 49 protein-protein interactions. Each gene is ordered using the
peak expression time of its corresponding deconvolved estimate. The time axis (vertical
axis) is not drawn to scale to avoid clutter.
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Figure 7.3: A partial regulatory network of the cell cycle containing a total of 63 genes
and 15 transcription factors learned using PROCTOR, deconvolved gene expression data,
and ChIP-chip data. This figure largely focuses on genes active during the intervals A and
Gd. Protein-DNA interactions are depicted as solid, directed blue edges, and protein-pro-
tein interactions are depicted as solid, undirected green edges. In all, the network has 81
protein-DNA interactions and 36 protein-protein interactions. Each gene is ordered using
the peak expression time of its corresponding deconvolved estimate. The time axis (vertical
axis) is not drawn to scale to avoid clutter.
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Figure 7.4: A partial regulatory network of the cell cycle containing a total of 50 genes
and 11 transcription factors learned using PROCTOR, deconvolved gene expression data,
and ChIP-chip data. This figure largely focuses on genes active during the transition from
M to G1 in mothers and M to Gd in daughters. This figure is drawn using a subset of the
genes in Figure 7.3. Protein-DNA interactions are depicted as solid, directed blue edges,
and protein-protein interactions are depicted as solid, undirected green edges. In all, the
network has 38 protein-DNA interactions and 36 protein-protein interactions. Each gene
is ordered using the peak expression time of its corresponding deconvolved estimate. The
time axis (vertical axis) is not drawn to scale to avoid clutter.
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Chapter 8

A Vision For The Future

We began this dissertation with the ambitious goal of understanding how genes are reg-

ulated. Unsurprisingly, the road towards our goal has been neither simple nor complete.

We not only needed to understand the biological mechanisms involved in regulatory con-

trol but also the experimental procedures used for generating biological data. We have

demonstrated how analysis and integration of heterogeneous high-throughput biological

data can help us understand gene regulation. Our work has resulted in a more precise view

of regulatory control in the budding yeast cell cycle. Gene regulation, however, is a com-

plex process involving both genes and gene products as well as interactions between these

products, together controlling how biological systems perform the myriad functions that

help them sustain their very existence. Hence, like all research, a lot remains to be done

in improving our understanding of gene regulation, especially during the cell cycle. In this

chapter, we conclude with possible directions for future research, focusing both from the

perspective of the analytical researcher modeling heterogeneous biological data, as well as

the experimental biologist examining regulation during the cell cycle.

8.1 Research Directions For The Computer Scientist

Throughout this dissertation, we have applied a more model-based approach to analyze

heterogeneous biological data. In the previous chapter, we also followed a more procedu-

ral approach to focus on particular regions of interest in our analysis of cell cycle control.

Model-based approaches are better at dealing with the huge volumes of high-dimensional

heterogeneous data prevalent in biology. However, we are also often interested in more

focused analyses, like investigating the role of a particular transcription factor or a set of
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proteins. In such cases, procedural approaches can provide better insight because they

allow for easy analysis of smaller regions of interest. The approach used, whether model-

based or procedural, is not the defining goal for any researcher analyzing biological data.

The researcher’s primary goal is to provide hypotheses for how biological systems func-

tion. Eventually, these hypotheses need to be experimentally validated and hopefully will

then lead to a better understanding of how living organisms function. In this dissertation,

we have focused on developing algorithms to improve our understanding of the cell cycle

in budding yeast. We now discuss the limitations of our current approaches and suggest

possible avenues for further research. In this section, we focus on algorithmic approaches

to analyze biological data, while in the next section we suggest experimental approaches

that could help answer important questions on the budding yeast cell cycle.

8.1.1 A better understanding of cell cycle position in synchronized
populations

The CLOCCS model for characterizing synchrony loss in synchronized cell populations uti-

lizes a morphological marker for a discrete cell cycle event. Parameter learning was done

using budding index measurements. Unfortunately, not all cells bud, and so the CLOCCS

model does not generalize easily to higher order eucaryotic cells. The most pervasive mea-

surement of cell cycle events in higher order eucaryotic cells is the use of flow cytometry

to measure DNA content. Flow cytometry measurements of DNA content provide a con-

tinuous measure of the amount of DNA (from 1 to 2 copies) in a cell over time. Hence,

these measurements can serve as a useful source of information for determining cell cy-

cle position distributions. Unlike budding index measurements, DNA content measured

using flow cytometry will not only provide an estimate of when S phase starts but also

when S phase ends. Since DNA content measured using flow cytometry is a continuous

measurement, the amount of data measured over the cell cycle has a higher dimensionality
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than that of budding index measurements. As a result, the inference procedure will be far

more complex and suitable algorithms will need to be developed for efficient and scalable

learning.

8.1.2 A better temporal and spatial resolution of cell cycle measure-
ments

The biggest limitation of our deconvolution framework is the inability of the model to de-

termine the length of the attachment interval automatically. Recall that the attachment in-

terval (A) models the uncertainty in our ability to distinguish between mother and daughter

cells as they transition from M to G1 or M to Gd, respectively. Rather than use an exper-

imental biomarker to determine a conservative estimate for α, the length of A, we could

possibly determine α using genome-wide mRNA expression measurements. However, any

model for the attachment interval would have to precisely define when mother and daughter

cells have started distinct transcriptional programs, an event that is currently very hard to

characterize. Another obstacle in determining α could be the assumption that δ, the length

of Gd, is constant. The CLOCCS parametric model made this assumption as a modeling

convenience. However, evidence from single cell studies suggests that the length of Gd

may be variable (Hartwell and Unger, 1977; Woldringh et al., 1993; Bean et al., 2006). A

possible direction for further research would be to investigate how to relax the parametric

assumptions in the CLOCCS modeling framework and how to handle parameter uncertainty

directly within the deconvolution algorithm.

The constrained convex optimization algorithm for deconvolving population-level mea-

surements could potentially be improved by utilizing shrinkage methods to learn even

more robust deconvolved estimates (Donoho and Johnstone, 1994). Universal threshold-

ing parameters have been developed for a large class of penalty functions in order to effi-

ciently solve penalized least square problems (Antoniadis and Fan, 2001). Many of these
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techniques could easily be adapted in our deconvolution framework to obtain more robust

deconvolved estimates of population-level measurements. Another area for minor investi-

gation is the use of an l2 instead of an l1 norm for the wavelet basis regularization term in

our objective function. The use of an l1 norm for the regularization term results in fewer

non-zero residual terms as well as more larger residuals than would be the case with an l2

norm, thereby achieving robust deconvolved estimates less sensitive to outliers in the ob-

served data (Boyd and Vandenberghe, 2004). However, an l2 norm allows for closed form

solutions for the optimal regularization parameter γ (Golub et al., 1979; Hansen, 1992),

thereby leading to a computationally more efficient solution for deconvolved estimates. If

the population-level measurements like gene expression data are by and large insensitive

to the use of either an l1 or l2 norm, we could easily switch to an l2 norm and calculate an

optimal regularization parameter.

In Chapter 5, we discussed three alternative models for mother and daughter cells as they

progress through their cell cycles. We can also consider further variations to these three

models depending on the nature of the population-level measurements. For example, we

assumed that both mother and daughter cells have at least some part of G1 that is com-

mon to both. This may not be necessarily true; instead, we could assume both mother

and daughter have totally distinct G1 phases. However, in this case, when collecting

population-level measurements, we would need sufficient samples of the second cell cy-

cle (the first cell cycle after the initial cell undergoes division). Otherwise, distinguishing

between mother and daughter G1 is extremely difficult, and the resultant spatially decon-

volved estimate for mother and daughter cell will no longer be identifiable. We face a

similar problem to a lesser extent when modeling an attachment interval, which is why

we suggested an uneven sampling rate when collecting population-level measurements (in

Chapter 5 we pointed out that a finer sampling rate during the attachment interval would

be better for recovering high resolution deconvolved estimates). Sometimes, the first and
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second cell cycle for all cells may be entirely different. This could happen when collecting

population-level cell cycle measurements of mutant cells instead of wild-type cells. For

example, a recent study has collected cell cycle gene expression measurements of budding

yeast cells disrupted for all S-phase and mitotic cyclins (Orlando et al., 2008). Gene ex-

pression data were collected for over 1.5 cell cycles, and mutant cell behavior was different

from one cycle to the next. In this case, our deconvolution framework would need to model

separate cell cycles for initial, mother, and daughter cells. However, in such a framework,

overcoming identifiability is extremely difficult, and recovering statistically robust decon-

volved estimates would require multiple replicates of population-level measurements.

Finally, we would like to point out that although deconvolved estimates show an increased

change in amplitude from the observed population-level measurements, the amount of in-

crease in amplitude depends on a number of factors besides synchrony loss. The selection

of the regularization parameter may affect the amount of amplitude change in the decon-

volved estimate. However, more importantly, the deconvolved estimate could depend on

the normalization procedure used for the population-level measurements. Recall that nor-

malization of expression data is especially important when comparing information across

multiple array experiments (Li and Wong, 2001; Hubbell et al., 2002; Irizarry et al., 2003).

Thus, the resultant quantitative estimate of expression level for a particular gene in an array

experiment is a statistic related to the true expression level of that gene, under the condi-

tions in which the experiment was conducted. Hence, although the deconvolved estimate

represents a quantitative measure of mRNA expression in a single cell, this quantitative

measure is a statistic related to the true amount of mRNA expression in a single cell and

depends on the normalization procedure used. If both CLOCCS and the deconvolution al-

gorithm could be tied with a normalization procedure, then we may be able to improve our

estimate of the true mRNA expression level of a single cell as it progresses through its cell

cycle.
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8.1.3 A better view of the physical interactome

Our model, PROCTOR, for reconstructing the topology of protein complexes was largely

limited not by the heterogeneous nature of protein interaction data, but by the limitations

of the domain databases for budding yeast proteins. PROCTOR’s use of domain definitions

from databases like Pfam or InterPro may not always be optimal because interactions be-

tween proteins can be mediated by domains, motifs, or other features of the protein surface.

Domains defined by Pfam or InterPro are typically identified by looking for conserved re-

gions using multiple sequence alignment algorithms. These insufficiently refined domain

definitions can result in inaccurate representations of complex topologies. For example,

consider the 20S proteasome complex: Pfam labels all the proteins that participate in this

complex with a single common domain named ‘proteasome’. If all proteins belonging to

a complex share a single common domain, then a clique model is indirectly enforced on

PROCTOR, resulting in a densely connected topology. In reality, within the proteasome

complex, protein interactions are mediated by a number of different chains of the ‘protea-

some’ domain to form a cylindrical structure where each protein appears twice (Bochtler

et al., 1999). Ideally, these distinct protein chains would be labeled as distinct domains,

enabling PROCTOR to learn a more accurate representation of the topology. With a better

representation of a protein’s domains, PROCTOR will be able to reconstruct better repre-

sentations of complex topology. An ideal algorithm would be able to learn optimal domain

labels automatically using sequence data and then learn the domain-domain interactions

that mediate the protein-protein interactions. Such a model would have the added advan-

tage of not depending on hard cutoffs for selecting domains, a constraint indirectly imposed

by utilzation of domain databases like Pfam or InterPro.

The order in which individual components of a macromolecular complex are assembled is

another area worthy of further investigation. In Chapter 5, we demonstrated that individual

components of cell cycle complexes are not necessarily co-expressed but are expressed
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on an as needed basis. It would be interesting to examine whether most complexes are

similarly assembled, just in time as needed. We could begin by focusing on PROCTOR’s

complex topologies along with our high resolution deconvolved view of the cell cycle to

obtain a dynamic picture of the budding yeast interactome. Currently, such a dynamic

picture is unavailable because protein interaction assays available for budding yeast are

not condition specific and hence, do not have any information about dynamics of complex

assembly. This also implies that these experimental assays would not have been able to

purify complexes only available at a particular point in time of the cell cycle (for example,

the spindle pole body complex). Despite this lack of condition specific information for

protein interaction assays, a simple procedural approach, comparing deconvolved cell cycle

expression estimates with PROCTOR’s complex topologies, may provide an informative

dynamic view of the budding yeast interactome.

8.1.4 A better view of cell cycle control

The algorithms we have developed in this dissertation have provided a cleaner view of

both mRNA expression and the interactome in budding yeast. These less noisy and high

resolution views of budding yeast will be useful in discovering regulation units controlling

the cell cycle. In Chapter 7, we described a simple procedural method to understand cell

cycle control in budding yeast. We showed that by combining the results of our research

from heterogeneous biological data, we could develop an improved view of regulatory

control in the cell cycle. As we have seen in Figures 7.1 and 7.4, cell cycle regulation

units are not distinct operating units but have a reasonable amount of inter-connectivity,

probably due to the presence of redundant signaling pathways. Redundancy helps achieve

robustness in the functioning of the cell cycle. We now explore possible directions that

could lead to even more fruitful results in our quest to understand cell cycle control.

We begin with a discussion on recently developed model-based approaches that could
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prove useful in further elucidating cell cycle control in budding yeast. One of the earliest

model-based approaches developed was module networks (Segal, 2004). Unfortunately,

this method suffers from a weak optimization procedure, and as a result, solutions are usu-

ally from a high dimensional space having many local minima. Recently, the machine

learning community has seen a spurt of activity in non-parametric Bayesian approaches,

some of which might prove useful in understanding cell cycle control. Of particular interest

is the literature developed for modeling topics and sub-topics of documents using hierar-

chical Dirichlet processes (Blei et al., 2004). These approaches have also been adapted to

handle dynamic changes in documents like web pages, and this could possibly be extended

to the cell cycle (Blei and Lafferty, 2006). Such approaches could help in the analysis of

the large volume of heterogeneous biological data and suggest functional sets of regulation

units that could then be analyzed by conventional procedural methods. Another related ap-

proach using mixed-membership block models for detecting latent expression themes may

also prove useful in identifying functional sets of regulation units (Airoldi et al., 2007).

Most of the approaches referenced here at the simplest possible level behave like unsu-

pervised algorithms for detecting a hierarchy of ‘clusters’ of related genes. A very recent

approach has attempted to take this further by learning relationships between the hierarchy

of clusters (Welling et al., 2007). Such an approach, if extended to the cell cycle, could be

extremely useful in understanding relationships between multiple regulatory units of cell

cycle control.

The methods discussed above suffer from a drawback that we have overcome: they ig-

nore the complexity involved in generating heterogeneous biological data. Our methods

have explicitly modeled this complexity and hence, our results, when combined with these

approaches, may provide useful insight into the functioning of the cell cycle. A related

method, entitled physical network models (Yeang and Jaakkola, 2003), is another excel-

lent attempt at modeling biological complexity occurring in protein-DNA interactions and
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gene knockout experiments. Extensions to this approach using our results may also prove

useful in elucidating cell cycle control.

Data generated using mutant cells will become more and more prevalent, especially in

budding yeast. A recent study has collected cell cycle gene expression measurements of

budding yeast cells disrupted for all S-phase and mitotic cyclins (Orlando et al., 2008).

Recent studies have also examined the effects of single and double gene knockouts, as

well as single and double gene over-expression, on budding yeast cells (Tong et al., 2004;

Davierwala et al., 2005; Sopko et al., 2006). A few modeling approaches to handle inter-

vention data have been developed (Pe’er, 2003; Eaton and Murphy, 2007). Model-based

approaches for intervention data along with high resolution deconvolved cell cycle views

of mutant cells could also help in elucidating cell cycle control. The use of data from

experiments on mutated budding yeast cells could potentially help reduce the number of

hypotheses generated by model-based approaches.

As we have demonstrated in Chapter 7, procedural approaches are still useful for more

focused analyses. We could enhance the regulatory networks in Figures 7.1 and 7.4 by

supplementing the analysis with evidence of transcription factor binding sites. In addi-

tion, we could also use gene knockout/over-expression information to prune the regulatory

network. Addition of more experimental data helps reduce the number of hypotheses we

generate and hence, offers a smaller and higher confidence set of hypotheses for experi-

mental validation.

8.1.5 A better estimate of the number of cell cycle regulated genes

As we pointed out, the non-parametric Bayesian approaches discussed above ignore the

complexity of heterogeneous biological data within the modeling framework. Ignoring the

complexity of heterogeneous data can be crucial, especially when trying to recover regula-

tory units of control. However, such partitioning algorithms could be useful in performing
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a simpler task: identifying the number of cell cycle regulated genes. So far, all methods

attempting to identify cell cycle regulated genes have only used gene expression data. In-

tegrating information from transcription factor binding location data, protein-protein inter-

action data, and other types of data may help reduce our current uncertainty in the number

of cell cycle regulated genes. If we can develop a simple distance metric to integrate in-

formation from a variety of biological data, then we could include this metric in learning

related partitions (clusters/sub-clusters) of the data. We could then develop a method to

select partitions that represent functional sets of cell cycle regulated genes.

8.1.6 A better understanding of the cell cycle clock

For a long time, it had been assumed that cyclin/Cdk oscillatory control maintains the cell

cycle clock responsible for timing of cell cycle events. However, it has been shown that

clb1,2,3,4,5,6 mutant cells in budding yeast cyclically trigger G1 events, including the ac-

tivation of G1-specific transcription and bud emergence (Haase and Reed, 1999). A recent

study has shown that a significant fraction of cell cycle regulated genes were transcribed on

schedule in clb1,2,3,4,5,6 mutant cells (Orlando et al., 2008). Thus, it is possible that even

in the absence of extrinsic control by cyclin/CDK complexes, the temporal transcription

program is solely controlled by sequential waves of transcription factor expression. Our

previous assumptions of cyclin/Cdk oscillatory control may have been the result of our

inability to observe cellular processes on a global scale. Global system level analyses of

regulatory networks may now be able to decipher the oscillatory behavior of the cell cycle

in a manner that was never possible before. For example, in Figures 7.1 and 7.2, we saw

how protein-protein interactions (mostly between cyclins) are coupled with protein-DNA

interactions (mostly between transcription factors) to form a regulatory network capable

of oscillating from one G1 to the next. Figure 7.2 raises an interesting question: Does

the spindle pole body component Spc29 play an additional role in cyclin control? Further
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analysis of questions posed by cell cycle regulatory network analysis could help answer

many questions about the functioning of the cell cycle clock.

8.2 Research Directions For The Biologist

Our work in this dissertation has also led to interesting questions that require further ex-

perimental validation. In this section, we discuss two promising areas for experimental

research that would be extremely useful in understanding cell cycle control.

8.2.1 A better collection of condition specific data

In Chapter 1, we noted how expression arrays are one of the few prevalent technologies

for which we have condition dependent information. For example, in the case of the cell

cycle we were able to monitor gene expression of the cell cycle over time. Most activities

in biology are condition dependent as cells react to changes in their environment. Unfortu-

nately, information about protein-DNA interactions from ChIP-chip data or protein-protein

interactions from yeast two-hybrid (Y2H) and affinity purification-mass spectrometry (AP-

MS) assays is usually not condition dependent. For budding yeast, the ChIP-chip, Y2H,

and AP-MS data we have used have been collected under normal growth conditions and

using an unsynchronized cell population. Hence, when we combined this static informa-

tion with dynamic information from gene expression data in Figures 7.1 and 7.4, we were

taking a leap of faith in assuming the static edges were active at a given point in time in

the cell cycle. More importantly, static data is more likely to miss out on interactions that

occur under specific environmental conditions. We also observed that many interactions in

Figures 7.1 and 7.4 were over longer time scales, suggesting that mRNA levels and protein

levels for those genes may not be identical. To verify this hypothesis would require infor-

mation about protein dynamics during the cell cycle. To resolve and further elucidate our

knowledge of the cell cycle, we suggest some cell cycle specific experiments, a wish list
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of sorts, that could be extremely useful:

1. Additional expression array experiments for both wild-type and mutant cells (Or-

lando et al., 2008) sampled over the attachment interval as shown in Chapter 5.

These additional samples of expression data will help in determining more robust

deconvolved estimates of cell cycle gene expression.

2. Dynamic time-series ChIP-chip data for a selected subset of transcription factors

in Figures 7.1 and 7.4 collected from a synchronized cell population. Such an ex-

periment will permit monitoring protein-DNA interactions in cells as they progress

through their cell cycles.

3. Protein dynamics for a selected subset of proteins in Figures 7.1 and 7.4. Protein

levels can be monitored on a small-scale using Western blots. Such data need to

be collected from a synchronized cell population as was done with gene expression

data (Orlando et al., 2008).

4. Y2H and AP-MS assays, collected from a synchronized population of cells at a par-

ticular point in time of the cell cycle, may provide additional information that may

have been missed in condition independent experiments. For example, complexes

assembled only during the end of mitosis may never be purified by experiments col-

lected on an unsynchronized population of cells. Unfortunately, performing such

dynamic experiments is difficult and quite expensive, at least for now.

8.2.2 A better view of mother and daughter specific transcriptional
control

In Chapter 4, we saw how asymmetric cell division is an important factor in synchrony

loss in synchronized cell populations. In Chapter 5, we saw how mother and daughter cells

having variable length cell cycles can make it difficult to deconvolve gene expression data.
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Our attempts to distinguish between mother and daughter specific transcriptional programs

have raised many interesting questions, some of which warrant further investigation.

Our deconvolved estimates from cell populations synchronized using elutriation and alpha-

factor arrest have both suggested that almost all histone genes may have a small daughter

specific transcriptional program. Imaging technologies that can monitor mRNA levels

spatially and dynamically may help ascertain this hypothesis.

A more difficult hypothesis, worthy of investigation, is the role played by the G2/M tran-

scription factors Swi5 and Ace2. As we noted in Chapter 7, Ace2 protein is localized in

the daughter cell, whereas Swi5 protein remains in the mother cell. Both Swi5 and Ace2

are known to have separate regulatory roles in mother and daughter cells. In addition, our

deconvolved estimates suggest that Swi5 and Ace2 are not co-expressed. The She genes,

SHE2 and SHE10, are expressed during the interval between when SWI5 and ACE2 are

expressed. Ace2 is known to bind upstream of SHE10, as seen in Figure 7.4, while She2

is responsible first, for the transport of ASH1 mRNA to daughter cells (Beach and Bloom,

2001), and later on, for the expression of HO in mother cells with the help of Swi5 (Jansen

et al., 1996). Hence, an obvious question worth asking is: does the timing difference be-

tween expression of ACE2 and SWI5 have any functional significance? Currently, answer-

ing this question with only evidence from mRNA cell cycle expression is quite difficult.

We do not know if Ace2 and Swi5 protein levels behave in a similar manner. Therefore,

further experimental validation is required to examine whether the difference in timing be-

tween ACE2 and SWI5 is responsible for controlling some of the finely tuned events of cell

separation.

8.3 Conclusion

Throughout this dissertation, we have attempted to understand how genes are regulated.

Our work has been primarily focused on understanding regulatory dynamics in the cell
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cycle of budding yeast. We have demonstrated how the flood of heterogeneous biological

data needs to be utilized efficiently and carefully. Utilizing heterogeneous data without

taking into account the complexities involved in generating the data is not only unhelpful in

providing biological insight but also leads to erroneous results. By carefully modeling the

semantics and complexities of heterogeneous biological data, we have hopefully provided

a cleaner platform to study cell cycle control in budding yeast. Although we have focused

on the model organism S. cerevisiae, our approach is not limited to budding yeast as a

significant amount of our work can be easily generalized to other organisms.

Gene regulation, as we saw in Chapter 1, can include many regulatory steps in the pathway

from DNA to RNA to protein. Understanding regulation necessarily requires measuring

the various steps of regulation. As a result, the heterogeneous nature of biological data can

never be avoided. Instead, we can safely assume that the coming decades will see even

more heterogeneous biological data. As we have shown throughout this dissertation, we

can improve our understanding of gene regulation by utilizing the information present in

heterogeneous data. We hope readers of this dissertation leave with the following impor-

tant message: embrace the complexities involved in generating biological data rather than

ignoring them.

In this chapter, we have outlined directions for future research. However, we have ignored

discussing numerous technologies constantly being developed. Advances in imaging tech-

nologies have permitted observations of changes in whole cells over time. Sequencing

whole genomes is no longer prohibitively expensive, and utilizing conserved sequence in-

formation can reinforce our current hypotheses. In the coming decades, we shall see even

more advances in technologies, enabling observations of many diverse biological processes

responsible for maintaining the very existence of life. The approaches we use to tackle such

large volumes of data will obviously change and adapt. As our knowledge improves, so

will our technologies and algorithms. This eventually is the goal of scientific research.
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However, we believe aspiring researchers will be often reminded, just like we were, of

two fundamental axioms best summarized in two quotes by the Austrian philosopher, Karl

Popper:

“No matter how many instances of white swans we may have observed, this

does not justify the conclusion that all swans are white” (The logic of scientific

discovery, 1934).

“Whenever a theory appears to you as the only possible one, take this as a

sign that you have neither understood the theory nor the problem which it was

intended to solve” (Objective knowledge: An evolutionary approach, 1972).

Throughout this dissertation, we were often reminded of the beautiful complexity of bi-

ology and how a researcher analyzing biological data must never take any assumption for

granted. We hope our contributions and suggestions for future research will offer the sci-

entific community a better vision for future research on understanding complex biological

systems.
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