
Modeling Basketball Games as Alternating Renewal-Reward Processes and

Predicting Match Outcomes

A thesis submitted to the Department of Mathematics for honors

Conrad De Peuter

April 22, 2013

Duke University, Durham NC



Abstract

We fit an Alternating Renewal-Reward Process model to basketball games and use the models to

predict the outcomes of 1209 games in the 2012-2013 National Basketball Association (NBA) season.

Using data collected from NBC play-by-play pages we fit various models for each team’s renewal

process (time of possession) and reward process (points per possession). Using these estimated

distributions we simulate the outcome of each of the 1209 games. We introduce four seperate

models to predict these games. To evaulate our models we compared their predictions with that of

other commonly used methods such as team record, Pythagorean Win Percentage, and Bookmaker

odds. The research suggests that an Alternating Renewal-Reward Process is an appropriate fit to

a basketball game.



1 Introduction

Possession based statistics have been a cornerstone of most advanced statistical analysis of the

National Basketball Association (NBA) in the past decade. Although possessions are not an o�cial

NBA statistic, their use is considered essential in advanced statistical analysis. A possession starts

when a team gains control of the ball, and ends when the team loses control of the ball [9]. It is

important to distinguish between possessions and plays. A play is an individual action to score,

and a possession can have multiple plays. For example, a period in which a team shoots and misses,

gets an o↵ensive rebound, then shoots and scores has two plays; however, it is only one possession

since the opposing team never gained control of the ball. In every basketball game the number of

possessions for each team will be approximately equal (the largest di↵erence you can have in a non-

overtime game is two). As a result, possessions provide a good way to measure and compare each

teams o↵ensive and defensive strengths. Since each team will get approximately the same number

of possessions as their opponent, the winning team will be the one who is more e�cient with its

possessions. In the past, per-minute statistics for teams were considered the best way to normalize,

but since these statistics favor teams that play at a high pace, their importance has diminished since

possessions were formally defined. Points per possession (PPP), and opponent points per possession

(oPPP) have become the most popular metrics for measuring team and player skill. Possessions

are not a new concept in basketball. Dean Smith (University of North Carolina coach 1961-1997)

and other famous Hall of Fame coaches were known for their use of the possession methodology

long before the idea of possessions ever entered statistics [9]. In this paper we introduce three

models, all based on the idea of a Alternating Renewal-Reward Process. The first two models use

categorical distributions to model the rewards, and Weibull distributions to model the arrival times.

The third model uses a concept called ”The Four Factors”, introduced by Dean Oliver in 2004 [9],

to model its arrival and reward distributions. Since their introduction, ”The Four Factors” have

been the backbone of advanced statistical analysis in basketball. The factors are as follows, in order

of importance:

• Shooting percentage
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• Turnover percentage

• O↵ensive Rebounding Percentage

• Free throw attempts

Prior research has shown the four factors are strongly correlated to winning percentage [7] [8] .

These four factors apply to both the o↵ense and defense. The o↵ense wants to do this things well,

while the defense wants to prevent the o↵ense from doing them well. In our Four Factor model, we

look to build a simulation which empasizes the importance of these factors.

Our fourth model attempts to use a transition matrix to model state-switching and rewards.

The model has nine transition states, and attempts to model how the reward for a possession using

information on how the team gained possession of the ball.

2 Past Research

Markov models have been a very popular choice for modeling sports due to the state-like nature

of sports matches. There have been several attempts to model basketball games as di↵erent types

of Markov chains. Shirley [6] did a pilot study on building a transition matrix, calculating the

stationary distribution, and multiplying the results by the expected number of transitions per

game. However, with a small data set (roughly 1000 possessions) and an extremely large transition

matrix (40x40) there was not enough data to fit the model.

Kvam and Sokol [5] used a Markov model with one state for each team and a hypothetical

voter choosing who they think is more likely to win the game at incrementing time steps. They

attempted to predict the winner of 378 NCAA games between the 1999-2000 and 2004-2005 seasons.

This model did not break down each game to the possession-by-possession level, but it did perform

better than all major college basketball rankings of the time, and it performed at a similar level to

Las Vegas betting spreads.

Gabel and Redner [3] modeled basketball scoring as a random walk, and presented strong

evidence that time between shots is exponentially distributed and thus memoryless, a necessary
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condition for our model to satisfy the Markov property.

Strumbelj and Vracar [7] built a possession-based Markov model motivated by Shirleys work

to predict the outcome of 957 matches in the 2007-2008 season and 947 matches in the 2008-2009

season. Their best model correctly predicted the outcome of 68.72% of games, which was less than

the bookmaker odds mark of 70.42%, but better than other respected prediction methods such as

the basketball-modified ELO rating system (68.24%). A good level of prediction accuracy for NBA

games is considered to be in the mid to high 60s,which is what we will aim for in our models.

3 Data Collection

Individual possession databases are not generally available to the public. Statistics that are nor-

malized by possessions are widely available, to properly fit our models we required a full database

of individual possessions. To collect the data, we wrote a script, using Selenium Webdriver, to run

through NBC.com play-by-play pages, identify individual possessions and insert the relevant data

into a database. We collected data for roughly 180,000 possessions from 972 games in the 2012-2013

NBA season. NBC.com only has detailed play-by-play pages for the 2012-2013 season, so we were

constrained to this data for our model. There are other websites with play-by-play data available,

but most did not provide enough detail for us to accurately determine an individual possession.

The one website that had enough detail in their play by plays was ESPN.com, but after observing

the data acquired from these pages, it became clear that there is something incorrect with the time

of possession data these pages produced. As a result we were constrained to only this season’s

data, and we had to make a decision on what data to use to make the models and which games to

predict. Instead of using data from the first x games of the season to model the next n� x games,

where n is the full season, we decided to build models using data from all the games, and predict

the results of all of these games using these models.

In Figure 1 you can see a sample of seven entries in an NBC.com play-by-play page. While each

line gives an individual action in the game, there is no explicit indicator of an individual possession.

To identify individual possessions we relied on the observation that there are only four ways to end
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Figure 1: A sample of an NBC NBA play-by-play page. There are 4 individual possessions in this
segment.

a possession:

• Turnover

• Made shot

• Missed shot + Defensive rebound

• End of quarter

With this observation we were able to identify individual possessions and their associated statis-

tics. For every possession we calculated the start time, end time, points scored, o↵ensive rebounds,

the action which started the possession, the action which ended the possession, whether there was a

turnover, assist or steal, and the distance of any made or missed shots taken during the possession.

The data was put into a SQL database and the game stats we collected were compared with the

games actual box score data for assists, turnovers, o↵ensive rebounds, points, steals to ensure con-

sistency. Unfortunately, time of possession is not a stat included in NBA box scores, but because

the values of the other stats were consistent we were confident time of possession was collected

properly as well. To ensure this we compared our time of possession statistics with popular NBA

pace statistics and observed that our data was consistent with the league trends; fast teams such as

the Houston Rockets’s histogram of time of possession was shifted closer to the origin than slower

teams such as the Brooklyn Nets [4].
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4 Description of the Model

Definition 1 (Renewal-Reward Process) Let S
i

be a sequence of positive independent identi-

cally distributed random variables (IID) such that

E[S
i

] < 1,

We refer to S
i

as the i’th holding time. If we define, for n > 0

J
n

=
nX

i=1

S
i

,

Each J
n

is the n’th jump time, and the intervals

[J
n

, J
n+1]

are ”renewal intervals”.

The random process given by

X
t

=
1X

n=1

I{Jnt} = sup {n : J
n

 t }

where I is the indicator function, is the number of jumps by time t, and is called a renewal

process.

Let

W1,W2, . . .

be a sequence of IID random variables satisfying

E |W
i

| < 1.

5



Then the random variable

Y
t

=
XtX

i=1

W
i

is a renewal-reward process.

Definition 2 (Alternating Renewal-Reward Process) If we let S
i

be be I.I.D. random vari-

ables with distribution F, and let U
i

be I.I.D. random variables with distribution G. An alternating

renewal process spends an amount of time S
i

in state 1, an amount of time U
i

in state 2, then

repeats the cycle again.

If we associate a reward function V
i

and W
i

and jump processes X
t

and Y
t

to each of the states,

analogous to the functions in the previous definition, then the random variables

J
n

:=
nX

i=1

S
i

+
n�1X

i=1

U
i

,

K
n

:=
nX

i=1

(S
i

+ U
i

),

X
t

:= sup{n : J
n

 t},

Y
t

:= sup{n : K
n

 t},

A
t

:=
XtX

i=1

V
i

,

H
t

:=
YtX

i=1

W
i

.

are an Alternating Renewal Process. [2]

We would like to model a basketball game as an Alternating Renewal-Reward process, with A
t

representing the away team’s score and H
t

representing the home team’s score. The individual S
i

’s

and U
i

’s represent the time of possession for the i’th home and away possessions, respectively. The

individual V
i

and W
i

’s represent the points scored on the i’th home and away possessions.

Using Dean Oliver’s definition, where possessions strictly alternate between teams a basketball
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game satisfies the condition of alternating between states. Each quarter is an individual renewal-

reward process.

After fitting the distributions of S
i

and V
i

as well as U
i

and W
i

, we will simulate basketball

games using the modeled distributions. We assume that S
i

and U
i

are independent of V
i

and W
i

respectively for all i. We will utilize multiple reward and time distributions and see which ones

produce the most accurate results.

5 Fitting the Models

5.1 Simple Categorical Model

The first model we investigated was our Simple Categorical model. We fit a Weibull distribution

for time of possession, and a categorical distribution for the scoring.

Definition 3 (Categorical Distribution) Let R be a random variable. If we let R take on values

in the set S = {0, ..., k} with associated probabilities

P (R = s
i

) = p
i

where

p
i

2 {p
o

, ..., p
k

}

then we say R has the categorical distribution.

The categorial distribution seems to be an appropriate fit for a team’s points-per-possession.

We set k = 3 , assuming that any possession will end in 0, 1, 2, or 3 points. There are possessions

that end with more than three points, but the frequency of these possessions is so small, we can

ignore them without significantly a↵ecting the results.

The home team is known to have a considerable advantage in many sports. To account for this

we decided to make separate distributions for each team’s home and away matches. This method

was used in Strumbelj and Vracar’s model, and we felt it was a more desirable option than other
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Figure 2: Time of Possession Histogram for the Nets (slowest team in the league), Rockets (fastest),
and Celtics (average)

model’s methods such as subtracting a constant from the home score. This method uses the data

to fit the variability in home vs away di↵erences for individual teams.

To generate values for the individual p
i

’s we observed how many possessions for each team ended

in 0, 1, 2, or 3 points, and used those percentages as the values for the p
i

’s.

Table 1 gives the mean points per possession for each team’s home and away distributions. Note

that all teams, except the Hornets, Grizzlies, Timberwolves, and Suns, score more at home vs away.

Also, the di↵erences in the teams’ home and away performance doesn’t di↵er by some constant for

all teams. Some score roughly the same amount regardless of location while others struggle greatly

away from home. One such team is the Wizards, whose terrible away performance is well below the

second worst team. This di↵erence in home/away ability is noticable in their home/away records

(22-19 at home vs 7-34 away).

Figure 2 shows a histogram of the time of possession for 3 teams, the Nets, Rockets, and Celtics.

According to John Hollinger’s pace statistics on ESPN.com, the Nets are the slowest team in the

league, the Rockets are the fastest, and the Celtics are around the average [4]. This is evident in

the histograms as the Rockets clearly run their possessions quickly, while the Nets take more time.

Table 2 shows the mean time of possession for each team in the league. All teams have a mean
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Table 1: Home and away Mean Points per Possession values for each team’s home and away
categorical distribution, sorted in descending order by the home values

Home Away
Team PPP PPP
Heat 1.141485 1.069867
Thunder 1.131679 1.063528
Rockets 1.118787 1.054679
Clippers 1.118714 1.055051
Knicks 1.109718 1.047243
Spurs 1.095569 1.061472
Kings 1.090046 0.989947
Nuggets 1.079903 1.054985
Jazz 1.078496 1.0198264
Lakers 1.075457 1.045602
Nets 1.073367 1.022941
Mavericks 1.071027 1.009542
Trail Blazers 1.066689 1.023054
Pacers 1.055736 0.995275
Hawks 1.054382 1.007891
Raptors 1.051208 1.038474
Warriors 1.049486 1.038054
Cavaliers 1.045312 1.03341
Hornets 1.039426 1.044457
Bucks 1.035547 1.00791
76ers 1.031052 0.988888
Magic 1.027367 0.988747
Pistons 1.027046 0.996324
Celtics 1.023113 1.003536
Grizzlies 1.021598 1.03365
Wizards 1.020038 0.921841
Bobcats 1.004408 0.976266
Timberwolves 1.000694 1.005797
Bulls 0.998539 1.013933
Suns 0.988161 1.000308
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Table 2: Mean Time of Possession for all NBA teams

Team Mean TOP (seconds)
Rockets 14.29307
Nuggets 14.628685
Mavericks 14.68654
Warriors 14.840438
Thunder 14.887561
Bucks 14.94176
Lakers 14.97815
Celtics 15.232164
Spurs 15.291754
Kings 15.30336
Wizards 15.350794
Hawks 15.432117
Suns 15.556445
76ers 15.729448
Clippers 15.771074
Cavaliers 15.776175
Heat 15.819744
Bobcats 15.861221
Magic 15.917317
Timberwolves 15.961102
Trail Blazers 16.048418
Pistons 16.053457
Knicks 16.203756
Jazz 16.348488
Pacers 16.372744
Raptors 16.401957
Hornets 16.6463
Grizzlies 16.823395
Bulls 16.857721
Nets 16.966278
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somewhere in the range of 15 seconds. This is consistent with Gabel and Redner’s research, which

showed that the probability of a score reaches a maximum around 16 seconds after the previous score

[3]. Considering the NBA’s 24 second shot clock (a team has 24 seconds after gaining possession

to attempt a shot that hits the rim or scores, or else they lose the ball), this data makes sense. If

teams attempt to get a shot at around 8-10 seconds and are unsuccessful, then they have enough

time left for another chance.

To model time of possession we first tried to fit the data to a gamma distribution because of

the gamma’s popularity in fitting arrival times. To fit the models we used the software package R.

The ”fitdistr(data, distribution)” function in the MASS package takes as input a data vector and

a distribution type, and returns the maximum-likelihood estimation (MLE) of the distribution’s

parameters. For example, if ”heat” is a vector containing the time of possession for each of the

Heat’s possessions this season, fitdistr(heat, ”gamma”) returns the MLE shape and rate parameters

for the gamma distribution. We decided not to use separate distributions for each team’s home

and away time of possession. While scoring clearly varies for each team, we observed no noticeable

di↵erence in teams’ time of possession at home vs. away.

Figure 3 shows the MLE Gamma distribution for the Wizards superimposed over the Wizards

time of possession histogram. It is clear from the image that although the Gamma fit mimics the

tail of the distribution, the curve rises too sharply and peaks too early. This was the case for all

teams in the league, and we believe there is a basketball phenomenon that explains this. When a

team gains possession, there is an immediate decision to make: do they try to get down the court

as fast as possible and try to score before the defense can get set up (called a fast break), or do

they take their time to set up an o↵ensive play? If they take their time, they will most likely run a

pre-designed play to get a quality shot. These pre-designed plays take time to evolve, so if a team

decides not to fast break, the chances are they will not get a shot within a few seconds of getting up

the court. This phenomenon explains the ”lull” in each team’s histogram around the 6-12 second

mark. If a team’s possession makes it past 6 seconds long, the defense has had time to recover and

set up, so the o↵ense will run a play that takes some time in order to get a quality shot. This

posed a bigger problem for some team’s data than others. Although it is left-shifted, the Wizards
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Figure 3: The Wizards MLE gamma distribution fit over their time of possession Histogram. The
fitted curve peaks too early and would lead to shorter predicted possessions if used in a model.

Gamma fit is still somewhat reasonable. Teams with much more evident fast break ”lulls”, such as

the Grizzlies, made for much worse fits (see Figure 4). Due to the gamma’s sharp rise, we realized

it would be a somewhat unsuitable fit. We could not find an appropriate reward to account for

the ”lull” so we changed our focus to finding a distribution which didn’t rise so quickly. Our next

attempt was to fit time of possession with a Weibull distribution.

Definition 4 (Weibull Distribution) Let X be a random variable. If X has the density function

f(x;�, k) =

8
>><

>>:

k

�

�
x

�

�
k�1

e�(x/�)k x � 0,

0 x < 0,

where k > 0 is the ”shape” parameter and � > 0 is the ”scale” parameter, we say X has the
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Figure 4: The Grizzlies MLE Gamma distribution fit over their time of possession Histogram. The
large fast break lull makes for a very poor fit.

”Weibull distribution”.

The Weibull can take on many di↵erent shapes, which makes it very popular for modeling.

Again, the R fitdistr() function was used to find the MLE fit for each team’s Weibull distribution.

Figure 5 shows the Wizards’ Weibull MLE fit superimposed over their time of possession his-

togram. The fit doesn’t quite capture the fast break lull, but it does reach it’s peak closer to the

actual peak. Also, the tail of the distribution fits the data very well. Figure 6 shows the quantile-

quantile (QQ) plots for both the Gamma and Weibull. From the figure you can see the Gamma

distribution starts to lose accuracy around the 20 second mark, while the Weibull is fairly accurate

until about 35-40 seconds. Teams have very few possessions past 40 seconds, so this shouldn’t

significantly a↵ect our results.

The Weibull seems to be an appropriate fit. Keep in mind that we keep the reward distributions

independent from time, and they are what will separate good teams from bad ones. The main

purpose of the time distributions is to accurately model the number of possessions in a game, so

some inaccuracy in the time is more tolerable than errors in the reward distributions.

Game simulation was done in R. Individual games were simulated using functions which took

as inputs a time distribution for the home and away teams, and a scoring distribution for the home
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Figure 5: The Wizards MLE Weibull distribution fit over their time of possession Histogram. While
it still peaks before the data, the problem is not nearly as severe as with the Gamma
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Figure 6: Wizards Gamma and Weibull QQ plots. The Gamma deviates around 20 seconds, while
the Weibull stays a good fit until around the 35 second mark, which few possessions last to.

and away teams. The function simulates 4 quarters, alternating possession between team until 717

seconds had passed. We chose 717 because an NBA quarter lasts 720 seconds, and we assumed that

if a team gets the ball with 3 or less seconds on the clock, they would not have enough time for a

valuable possession. Each game was simulated 1000 times, and the teams’ score, possessions, and

time of possession were averaged from these 1000 games. If the final averaged score di↵erence was

less that 1.5 points, the games were simulated another 50000 times to ensure accuracy.

5.2 Categorical Model with Defense

One major shortcoming of the simple categorical model is that it does not account for defense. While

more discussion of the results will come later, teams that play good defense but don’t have strong

o↵enses, such as the Pacers, did not perform well in the model. Also, teams with high-powered

o↵enses who don’t play much defense, like the Rockets, won far more games than in reality. We

realized the need to take into account each team’s defensive ability in order to improve accuracy.

Do do this we added another wrinkle to the reward functions. In addition to each team’s

o↵ensive categorical distribution, we fit a categorical distribution for each team’s opponent’s points
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per possession oPPP). So for each team, if we let D
g

be a random variable representing team g’s

defensive categorical distribution, then P (D
g

= p) = d
g,p

is the probability that team g gives

up p points in a possession where p 2 {0, 1, 2, 3}. We observed that there was no significant

di↵erence between points allowed at home vs. away, so we did not have separate home and away

defensive distributions for each team. Table 3 gives the mean points allowed per possession for

each team in the NBA. For each team’s reward function, we averaged the values of their o↵ense

and the opposing defense at each points. If we let O
g

be the random variable representing team g’s

o↵ensive categorical distribution, analogous to the definition of D
g

above, then the points scored

in each possession for team a in a game against team h can be modeled by the random variable

S
a

⇠ P (S
a

= p) = oa,p+dh,p

2 .

We used the Weibull time distributions from the simple categorical model. The function

simGameMultinomialD() was used to simulate the individual games. The simulation was also

done in the same manner as the original categorical model: 1000 simulations for each game, and

another 50000 if the score was too close to determine a winner after the first 1000.

5.3 Four Factors Model

Our final model is based o↵ Dean Oliver’s concept of ”The Four Factors” defined earlier. Recall the

factors are shooting well, no turnovers, getting o↵ensive rebounds, and getting to the free throw line.

We attempt to quantify these factors for each team, both o↵ensively and defensively, and use these

values as input to a game simulation. The model is still based o↵ an Alternating Renewal-Reward

Process and breaks the game down to the individual possession level.

On each possession we first calculate the time of possession; using a method we will describe.

We then simulate a random variable representing the probability the team turns it over. Next we

simulate a random variable representing the probability the team gets to the free throw line. If they

get to the free throw line we simulate two Bernoulli trials of free throws with p=team free throw

percentage. If they do not turn it over and do not get to the free throw line then they attempt a

shot. If they make the shot they get however many points the shot was for and the possession is

over. If they miss the shot then they get an opportunity at an o↵ensive rebound, and if they get
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Table 3: Mean oPPP for each team in the NBA

Team oPPP
Pacers 0.972369
Grizzlies 0.990571
Spurs 0.998557
Thunder 0.999516
Celtics 1.002191
Bulls 1.004925
Wizards 1.008342
Clippers 1.008837
Hawks 1.022797
Bucks 1.029537
Mavericks 1.030521
Heat 1.031289
Timberwolves 1.037058
Knicks 1.037777
Nuggets 1.042874
Nets 1.044955
Warriors 1.045236
Sixers 1.045605
Lakers 1.047596
Jazz 1.053913
Raptors 1.056693
Rockets 1.057913
Pistons 1.062519
Suns 1.063011
Blazers 1.063249
Cavaliers 1.075134
Magic 1.075696
Hornets 1.088232
Kings 1.096247
Bobcats 1.09752
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this rebound they get another play within the possession. If they do not get the rebound then the

possession is over.

To calculate the probability of a turnover we take the average of the percentage of possessions

the o↵ensive team turns the ball over, and the percentage of possessions the defensive team forces

a turnover. To calculate the probability the team gets to the free throw line we simply used the

percentage of possessions they get to the free throw line, excluding the possessions where there was

a turnover. We observed that the defensive team does not make a significant di↵erence in how often

a team gets to the free throw line, so the defensive team did not factor into this calculation. For

the reward distribution we again decided to use a categorical distribution using both o↵ensive and

defensive distributions, but we could not use the same values as the previous model since we have

already filtered out the cases of turnovers and free throws, and possessions with o↵ensive rebounds.

Instead of calculating the points scored on every possession, we need the distribution of points

scored on an individual shot attempt. Although our data does not record every single shot taken,

we can filter out possessions which have o↵ensive rebounds, turnovers, or free throw attempts. This

will give us the distribution of points scored on possessions where there is only one shot, and should

provide a random sample of the number of points scored on individual shots. We used the same

filtering to calculate the defense’s categorical distribution.

Because of the possibility of o↵ensive rebounds and extended possessions, calculating time of

possession was a more complicated question for this model. We decided to calculate time of play

instead of time of possession. To do this we filtered out by possessions where there was an o↵ensive

rebound, and fit this data with a Weibull. At the start of every possession we subtracted a random

variable representing the time of play from the game clock, and every time the team got an o↵ensive

rebound we subtracted (time of play - 5) from the game clock. We chose 5 because this is roughly

the amount of time it takes to get down the court, and if a team gets an o↵ensive rebound they are

already on the right side of the court.

To calculate the probability of an o↵ensive rebound, we had to determine the probability of a

team getting the o↵ensive rebound on each shot. To do this we could not use per game or even

per possession statistics since there can be multiple shots in each possession. We decided to use a
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statistic popular in the advanced statistics community called Rebound Rate.

Definition 5 (Rebound Rate (RR) and O↵ensive Rebound Rate (ORR)) Rebound Rate

is the percentage of missed shots that a team rebounds.

Rebound Rate =
Rebounds ⇤ Team Minutes

Player minutes(Team Rebounds + Opponent Rebounds)

O↵ensive Rebound Rate =
O↵ensive Rebounds * Team Minutes

Player minutes(Team O↵ensive Rebounds + Opponent Defensive Rebounds)

Using the o↵ensive team’s o↵ensive rebound rate, and the defensive team’s defensive rebound

rate, taken from John Hollinger’s advanced statistics page on ESPN.com [4], we calculated the

probability of an o↵ensive rebound as follows:

P (OffensiveRebound) =
ORR

off

ORR
off

+DRR
def

.

If a team collected an o↵ensive rebound additional time is subtracted o↵ the clock and the team

gets another opportunity to turn the ball over, get to the free throw line, or score. Games were

simulated in the same manner as the previous models, with an initial simulation of 1500 games and

an extra 50,000 if necessary.

5.4 Transition Matrix Model

Our final model attempted to use a Markov transition matrix to model the reward scoring. The

state space consisted ways to gain/end a possession. Turnovers and steals were split into seperate

states; there are are also seperate states for made shots of two or three points, and possessions with

one, two or three made free throws. In the database of possessions, each possession recorded the way

in which it started, and how it ended. Filtering by teams, the individual transition matricies were

calculated by binning possessions into their appropriate entries in the matrix, and then normalizing.
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Table 4: States for the transition matrix

D-Reb Basket: 2pt Basket: 3pt Turn Steal Ft: 1 Ft: 2 Ft: 3 End Qtr
D-Reb
Basket
Turn
Steal
Free Throws
End Qtr

There rows for made shots of two and three points, and free throws for one, two, or three points

have been combined which leads to a 6x9 Transition Matrix, which you can see in Table 4.

The model uses the Weibull time distributions from the first two models. At each state swtich,

the model checks what happened in the previous state swtich, and uses the appropriate row in

the matrix as a categorical distribution for what happens in that state swtich. For example, if

the previous possession ended with a defensive rebound, then the first row of the o↵ensive team’s

transition matrix is used to calculate how that possession ends up. Again there are seperate

matricies for each team’s home and away games, and a each team also inputs a defensive matrix

which is averaged with the opposing team’s o↵ensive matrix to model the transitions. Simulations

were done in the same manner as the previous models, with an initial simulation of 1500 games and

an extra 50,000 if necessary.

6 Model Limitations

There are a few limitations to the model we would like to discuss. We have assumed throughout

that the reward and time of possession functions are independent, but this may not necessarily be

the case. If a team runs a quick possession then they are much likely to score a two pointer than a

three; the idea of a quick possession is to get to the other end of the court before the defense sets

up properly to get an easy basket. Two point baskets outnumber three’s 10:1 for possessions under

seven seconds, but only 4:1 in general.

We also assume the scoring distributions don’t change regardless of what quarter it is and

where teams are within the quarter, but research has shown this may not be the case [7]. One of
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the reasons this isn’t the case is that teams may use endgame strategies at the end of quarters,

especially the fourth quarter where losing teams often foul frequently to quickly regain control of

the ball. The lack of modeling for endgame strategies is another limitation. If a team is down 3

points with one possession left, then in the model they are no more likely to shoot a three pointer,

which is surely not the case.

The model does not make in-season adjustments. A game between the Wizards and Raptors

where the Wizards are the home team will have the same resulting prediction regardless of whether

either team is playing well or poorly at that point in the season, and regardless of where in the

season you are. Due to the length of the NBA season, teams often go through hot and cold streaks.

While these streaks certaintly a↵ect a teams real win percentage, they are not taken into account

in the model.

7 Data Analysis

7.1 Other methods of prediction

To test our models’ ability to predict, we compared their success rate against a few other prediction

methods. The first method is just assuming the home team wins. This method is very simple and

does not take much available information into account, so we will treat it as a lower bound for a

reasonable model’s accuracy. The second method picks the team with the higher win % at the time

of the game. The third method uses a formula called Pythagorean Win % to predict the winner.

Pythagorean Win % was first developed by Bill James to measure how well a team plays over a

given stretch of games.

Definition 6 (Pythagorean Win %)

Pythagorean Win % =
Points Scored14

Points Scored14 + Points Against14

The formula attempts to take into account margin of victory when determining a team’s

strength. Research has put the optimal exponent at around 14 [1]. Our third method of pre-
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Table 5: Results for each predictor method and model

Prediction Method Win % Games Correct Games Incorrect
Vegas Odds 0.693 836 370
Transition Matrix 0.691 835 374
Categorical w/D 0.691 835 374
95% CI Vegas .680
Four Factor* 0.672 813 396
Pythag 0.663 801 408
Simple Categorical 0.651 787 422
Team Record 0.639 773 436
Home Win 0.611 739 470

diction chose the team with the higher Pythagorean Win % at the time of the game.

The fourth prediction method is the Las Vegas spread at the time of the game, obtained from

the website vegasinsider.com. Vegas odds are probabilistic forecasts based on betting trends. Game

spreads move until the start of the event based on how people are betting. The goal of bookmakers

is to set the point spread to ensure that roughly the same amount of money is bet on either side.

Vegas odds are considered to be the best probabilistic forcast for the outcome of sporting events

[7].

7.2 Model Performance

Table 5 shows the results of each predictor method and model. The Categorical with Defense

model and the Transition Matrix model performed extremely well. The one sided 95% Confidence

interval for H0: Model X is not worse than Vegas odds as a predictor method, has a lower bound at

.680. The two well performing models fall well within this range. This is strong evidence that the

Alternating Renewal-Reward process is a suitable model for a basketball match. As an additional

comparison, Strumbelj and Vracar’s markov model had a prediction percentage of .6872. The Four

Factor model also did decently, but did not make it inside the confidence interval. The Simple

Categorical Model did not do as well, but it outperformed the team record predictor, which is a

reasonable measure of team strength.

Because the Categorical with Defense model was one of the strongest, we will give a closer

investigation into its performance. Figure 7 shows the each team’s actual win percentages plotted
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Figure 7: Actual win % vs predicted. The solid line is the line of best fit through the data and the
dotted line is the function y = x.
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Table 6: Actual win% vs. Categoricalw/D win%, sorted in order of the predictor’s quality

Team Win % C w/D Win % Di↵erence
Hawks 0.56060606 0.56060606 0
Nets 0.57575756 0.56060606 0.0151515
Jazz 0.5 0.4848485 0.0151515
Bulls 0.53846157 0.52307695 0.01538462
Bucks 0.50769234 0.4923077 0.01538464
Raptors 0.4 0.43076923 -0.03076923
76ers 0.3846154 0.33846155 0.04615385
Mavericks 0.47692308 0.52307695 -0.04615387
Celtics 0.5625 0.609375 -0.046875
Lakers 0.53731346 0.5970149 -0.05970144
Nuggets 0.70149255 0.64179105 0.0597015
Trail Blazers 0.45454547 0.37878788 0.07575759
Cavaliers 0.3181818 0.22727273 0.09090907
Heat 0.796875 0.890625 -0.09375
Warriors 0.5588235 0.45588234 0.10294116
Kings 0.36363637 0.25757575 0.10606062
Rockets 0.52307695 0.63076925 -0.1076923
Timberwolves 0.34375 0.234375 0.109375
Magic 0.25373134 0.13432837 0.11940297
Pistons 0.3382353 0.20588236 0.13235294
Grizzlies 0.6923077 0.83076924 -0.13846154
Wizards 0.35384616 0.4923077 -0.13846154
Spurs 0.75384617 0.9076923 -0.15384613
Knicks 0.59375 0.75 -0.15625
Hornets 0.3283582 0.1641791 0.1641791
Thunder 0.74626863 0.92537314 -0.17910451
Bobcats 0.21212122 0.015151516 0.196969704
Clippers 0.67164177 0.880597 -0.20895523
Pacers 0.6212121 0.8333333 -0.2121212
Suns 0.3432836 0.05970149 0.28358211
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with their predicted win percentages in the model, and Table 6 gives the numerical values. The

model seems to predict good teams to win more games than they actually do, and bad teams to

do worse than reality. Similar results were observed in Strumbelj and Vracar’s model and are not

unexpected. Consider a good team such as the Thunder, who are near the top of the league in both

away and home points per possession, as well as points allowed per possession. After thousands of

simulations, it is very di�cult for the Thunder to come out a loser vs. any team; they were only

predicted to lose 5 games out of 67, for a 92.5 win %. Losing a game in reality, however, is much

easier. The Thunder only have one game(roughly 200 possessions) to prove their superiority, and

although they usually do, it is not at the same rate as the model predicts. The best regular season

win percentage in NBA history was posted by the 1995-96 Chicago Bulls at 87.8% (72-10). This

team would have needed to win 4 more games to beat out the Thunder’s predicted win percentage.

The converse is true for poor teams. The Bobcats are near the bottom of the league in home

and away PPP, as well as the worst in oPPP. Through thousands of simulations and hundreds

of thousands of possessions, the Bobcats model found winning a game to be very di�cult, their

expected record was 1-65. While the Bobcats are a very bad team, they manage to have a good

game more often than once in every 66 games. Consequently, the teams in the middle of the

standings were the ones who were modeled most accurately. Note that this trend also existed in

the Transition Matrix Model.

8 Per Possession Team Rankings

Possession-based statistics give us a good way to evaluate teams on a equal ground. Since a team

gets roughly the same amount of possessions as their opponent, the team who is most e�cient with

their possessions, both o↵ensively and defensively, is the better team. This brings up the question

of who is the best team in the league, i.e. who outscores their opponent the most on a per possession

basis? According to the data it is the Thunder, but a fairly significant amount. The worst team in

the league, also by a fairly significant amount, is the Bobcats. Data for every team can be seen in

Table 7.
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Table 7: Points Over Opponent per possession for every team in the NBA

Team Points over Opponent
Thunder 0.0980875
Spurs 0.0799635
Clippers 0.0780455
Heat 0.074387
Pacers 0.0531365
Knicks 0.0407035
Grizzlies 0.037053
Rockets 0.02882
Nuggets 0.02457
Lakers 0.0129335
Celtics 0.0111335
Mavericks 0.0097635
Hawks 0.0083395
Nets 0.003199
Bulls 0.001311
Warriors -0.001466
Jazz -0.0047518
Bucks -0.0078085
Raptors -0.011852
Trail Blazers -0.0183775
Timberwolves -0.0338125
76ers -0.035635
Cavaliers -0.035773
Wizards -0.0374025
Hornets -0.0462905
Pistons -0.050834
Kings -0.0562505
Magic -0.067639
Suns -0.0687765
Bobcats -0.107183
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9 Conclusions

Our Alternating Renewal-Reward Process models were able to perform well compared to other

respected prediction methods. The Categorical with Defensive model and Transition Matrix model

almost out predicted Vegas forecasts. Breaking the game down to a possession-by-possession level

certainly helped us examine the game in basketball terms, which could only help prediction accuracy.

We believe more work can be done to improve these models, such as adding endgame simulations

for close games and adjusting the model for team hot/cold streaks. Also, there has recently been

major improvements in filtering player data by which teammates are on the court. With this

data it would be possible to model teams as 5 player lineups, and compound the individual player

distributions to make a team distribution. Using these models it would be possible to find out

who are the underrated and overrated players in the league, and what player combinations are best

for each team. This information would be invaluable to coaches looking to maximize their team’s

performace. The model that has the most potential in our opinion is the Transition Matrix model.

This model provides insighits into the actual style of play of teams, and has the potential to mimic

specfic style of play interactions between teams. An more detailed state space could improve the

model’s predictive ability. The Alternating Renewal-Reward Process model should not be exclusive

to basketball. In any sport where only the team with the ball can score the model should make an

appropriate fit.
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