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Abstract

In recent decades, financial market data has become available with increasingly high-

er frequency and higher dimension. This rapidly growing amount of financial data

has created many research opportunities and challenges. In this dissertation, I ad-

dress several important issues in the areas of asset pricing, financial econometrics,

and computational statistics using large-scale financial data techniques. In terms

of asset pricing (Chapter 2), I investigate the relationship between the cross-section

of expected stock returns and the associated market risks. In terms of financial e-

conometrics (Chapter 3), I uncover the sources of extreme dependence risks between

assets. In terms of computational statistics (Chapter 4), I design novel algorithms

for efficiently estimating large-scale covariance matrices.

In Chapter 2, using a large novel high-frequency dataset, I investigate how in-

dividual stock returns respond to two different market changes: continuous and

discontinuous (jump) movements. I also explore whether the different systematic

risks associated with those two distinct movements are priced in the cross-section of

expected stock returns. I show that the cross-section of expected stock returns re-

flects a risk premium for the systematic discontinuous risk but not for the systematic

continuous risk. An investment strategy that goes long stocks in the highest discon-

tinuous beta decile and shorts stocks in the lowest discontinuous beta decile produces

average excess returns of 17% per annum. I estimate the risk premium for the sys-

tematic discontinuous risk is approximately 3% per annum after controlling for the
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usual firm characteristic variables including size, book-to-market ratio, momentum,

idiosyncratic volatility, coskewness, cokurtosis, realized-skewness, realized-kurtosis,

maximum daily return, and illiquidity.

In Chapter 3, co-authored with Professor Tim Bollerslev and Professor Viktor

Todorov, we provide a new framework for estimating the systematic and idiosyn-

cratic jump tail risks in the financial asset prices. Our estimates are based on in-fill

asymptotics for directly identifying the jumps, together with Extreme Value Theory

(EVT) approximations and methods-of-moments for assessing the tail decay param-

eters and the tail dependencies. On implementing the aforementioned procedures

with a panel of intraday prices for a large cross-section of individual stocks and the

S&P 500 market portfolio, we find that the distributions of the systematic and id-

iosyncratic jumps are both generally heavy-tailed and close to symmetric. We also

show that the jump tail dependencies deduced from the high-frequency data togeth-

er with the day-to-day variation in the diffusive volatility account for the “extreme”

joint dependencies observed at the daily level.

When it comes to estimating large covariance matrices, a major challenge is the

number of observations is often only comparable or even smaller than the number

of parameters. Therefore, in Chapter 4, co-authored with Professor Hao Wang, we

induce sparsity via graphical models in order to produce stable and robust covariance

matrix estimates. We propose a new algorithm for Bayesian model determination

in Gaussian graphical models under G-Wishart prior distributions. We first review

recent developments in sampling from G-Wishart distributions for given graphs, with

a particular interest in the efficiency of the block Gibbs samplers and other competing

methods. We generalize the maximum clique block Gibbs samplers to a class of

flexible block Gibbs samplers and prove its convergence. This class of block Gibbs

samplers substantially outperforms its competitors along a variety of dimensions. We

next develop the theory and computational details of a novel Markov chain Monte
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Carlo sampling scheme for Gaussian graphical model determination. Our method

relies on the partial analytic structure of the G-Wishart distributions integrated

with the exchange algorithm. Unlike existing methods, the new method requires

neither proposal tuning nor evaluation of normalizing constants of the G-Wishart

distributions.
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1

Introduction

1.1 Motivation

Over the last few decades, the amount of financial market data has exploded along

multiple dimensions. Trading frequency and volume have dramatically increased.

During the period of 1993–2010, the average daily trading volume of the historical

S&P 500 components increased from 302,026 to 5,683,923 shares per day per stock,

and the average daily number of trades increased from 177 to 20,197 trades per day

per stock (see Table A.2). The cross-section of financial instruments is also vastly

expanding in general. Take the exchange-traded fund (ETF) industry for example.

Between 1995 and 2011, the total number of ETFs has increased from 2 to 1,166

(Collins et al., 2012). Such massive amount of financial market data of higher-

frequency and higher-dimension poses challenging opportunities on how to unlock

real and hidden phenomena in the data1.

This dissertation responds to the pressing challenges as well as the enormous op-

1 Beyond the field of financial economics, massive amount of data are nowadays being generated
in almost all fields. It is bringing a revolution in science and technology. The term “Big Data” has
become a hot topic across many disciplines. In March 2012, The White House launched a national
“Big Data Initiative” that commits an investment of more than $200 million to big data research
projects from six Federal departments and agencies.
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portunities that arise from large-scale financial data. I develop theory, methods, and

empirical analysis that use massive amounts of financial data to better address several

financial and economic questions. In the field of asset pricing, I use a large cross-

sectional high-frequency dataset to measure individual assets’ sensitivity towards the

aggregate market continuous and jump movements, captured by the continuous and

discontinuous betas respectively, and then I study the pricing ability of these two

beta measures. In the field of financial econometrics, I uncover the sources of ex-

treme dependence risk between assets using high-frequency financial econometrics

and extreme value techniques. In the field of computational statistics, I design novel

algorithms for efficiently estimating large-scale covariance matrices through Bayesian

statistics tools. My research sheds light on investment decision making, extreme risk

management and mutual fund performance evaluation.

1.2 Outline

In Chapter 2, entitled “Continuous Beta, Discontinuous Beta, and the Cross-Section

of Expected Stock Returns”, I investigate how the continuous and discontinuous

market movements are priced in the cross-section of expected stock returns. There is

considerable evidence that the market has two distinct types of movements: continu-

ous and discontinuous. If the systematic risks corresponding to these two movements

are different, then investors should have different preferences to different systematic

risks. My results confirm this hypothesis. The discontinuous beta has strong pre-

dictive power in the cross-section of monthly stock returns. Portfolio-level analyses

and firm-level cross-sectional regressions indicate a positive and significant relation-

ship between the discontinuous beta and the future returns on individual stocks. An

investment strategy that goes long stocks in the highest discontinuous beta decile

and shorts stocks in the lowest discontinuous beta decile produces average returns

of 17% per annum. These results are robust when controlling for other variables. In
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contrast, the predictive power of the continuous beta is not significant.

Chapter 3, entitled “Jump Tails, Extreme Dependencies, and the Distribution

of Stock Returns”, is co-authored with Professor Tim Bollerslev and Professor Vik-

tor Todorov. Tail risk plays a prominent role in investment and risk management.

To understand and protect against tail risk, investors must be able to identify its

sources and to accurately measure its magnitudes. In this chapter, we provide a

novel framework for better understanding tail risks using high-frequency data. We

first disentangle jump tail risks from volatility, and further divide the jump tail risks

into systematic and idiosyncratic risks. There are two theoretical contributions. The

first is the in-fill asymptotics for directly identifying the jumps. The second is the

extreme value theory and the method of moments for assessing the tail decay and tail

dependency parameters. We then discover that the distributions of the systematic

and idiosyncratic jumps are both generally heavy-tailed and close to symmetric. We

also find that the systematic jumps not only have significantly higher dependencies

than raw returns, but also contribute substantially to daily tail dependencies. These

new results can potentially change the way tail risks are modeled and used today.

Chapter 4, entitled “Efficient Gaussian Graphical Model Determination under

G-Wishart Prior Distributions”, is co-authored with Professor Hao Wang. Many

economic and financial models require the estimation of large covariance matrices.

For example, the modern portfolio theory relies heavily on the covariance matrix of

asset returns. A major challenge in estimation of covariance matrices is that the

number of observations is often only comparable or even smaller than the number of

parameters, the so-called “large p, small n” problem. To respond to this challenge,

one technique, which perhaps gains the most attention nowadays, is to induce sparsity

via graphical models. In this chapter, we solve the key computational obstacle to

Bayesian graphical models. We theoretically prove the convergence of the proposed

Markov chain Monte Carlo (MCMC) algorithm, and empirically show that it gives

3



a 10- to 1000-fold improvement over existing methods in terms of efficiency. We also

show the economic significance of our sparsity modeling strategy by applying it to

the evaluation of mutual fund performance.
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2

Continuous Beta, Discontinuous Beta, and the
Cross-Section of Expected Stock Returns

2.1 Introduction

An asset’s betas, which are covariation measures of the asset with respect to multiple

sources of risks, are widely considered to be measures of the systematic risks of that

asset. Betas have played an important role in investment and portfolio management,

especially for explaining the cross-section of expected stock returns. The expected

stock return is usually characterized by the widely used linear discrete-time factor

model. Under this framework, only systematic risks, or betas, should be priced or

carry a risk premium. Specifically, consider a one-factor setup: ri “ αi`βir0`εi, i “

1, ..., N , where ri and r0 denote the returns on the ith asset and the aggregate market

portfolio respectively, and the idiosyncratic risk εi is assumed to be uncorrelated with

r0. The absence of arbitrage implies that:

Epriq “ rf ` βiγ0, (2.1)

where rf and γ0 denote the risk free rate and the premium for bearing market sys-

tematic risk. (2.1) implies the variation in the cross-section of expected returns is

5



solely driven by the variation in the betas. However, there is a wide debate on the

relationship between betas and the cross-section of expected returns: early works

by Fama et al. (1969) and Blume (1970) find that betas explain the cross-sectional

expected returns well, while a number of later formal empirical tests raise questions

about the explanatory power of betas (Roll, 1977; Basu, 1977, 1983; Stattman, 1983;

Banz, 1981; Rosenberg et al., 1985; Bhandari, 1988; Fama and French, 1992).

The aforementioned studies all rely on lower-frequency data, such as monthly da-

ta, to estimate the betas. A very recent study uses daily-frequency data to estimate

betas; the conclusions of that study suggest that there might indeed be a relationship

between betas and the cross-section of expected stock returns. The study, Bali et al.

(2012), estimates betas dynamically at the daily frequency, and finds that the dy-

namic conditional betas based on the dynamic conditional correlation (DCC) model

of Engle (2002) are effective in explaining the cross-section of daily stock returns.

Their results suggest that the ability to estimate betas using higher-frequency da-

ta may significantly impact the conclusions of empirically evaluating the predictive

power of betas in the cross-section of expected returns.

In this chapter, I investigate the significance of the continuous beta and the

discontinuous beta in predicting cross-sectional stock returns. To the best of my

knowledge, this is the first study to do that. Specifically, I test the following linear

model:

Epriq “ αi ` β
c
i γ

c
0 ` β

d
i γ

d
0 , (2.2)

where βci and βdi represent the systematic risks associated with the market continuous

and discontinuous movements, and γc0 and γd0 are the premiums for bearing these

two systematic risks. This proposed two-beta model hypothesizes that the market

rewards erratic price movements differently than smooth price variations, and thus

the risk premiums for the two different types of price variation might be different.
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To perform my empirical study, I first create a large, novel, high-frequency dataset

in terms of both the number of stocks and the time span. Specifically, I cleaned

second-by-second price records based on the Trade and Quote (TAQ) database for

all stocks that are constituents of the S&P500 index over 1993-2010. This results in

a total of 985 distinct stocks and 4,535 trading days. Using this large sample of high-

frequency data, I conduct an extensive analysis to evaluate the risk premiums of the

continuous betas and the discontinuous betas. I compute both the continuous betas

and the discontinuous betas using high-frequency data from the preceding 12-month

window, and then study their predictive power for cross-sectional returns.

I first find that the discontinuous betas have larger magnitudes than the contin-

uous betas. This is consistent with the findings in Todorov and Bollerslev (2010),

where they use 40 stocks with a five-year time span.1 I then study the one-month

ahead predictive power of these different types of betas. When sorted by the stan-

dard beta (i.e., the beta in CAPM), the long-short equal-weighted decile portfolio

produces an average monthly excess return of 0.95%, with a Newey-West robust t-

statistic of 1.23. When sorted by the continuous beta, the resulting decile portfolio

returns have a High-Low monthly excess return difference of 1.04% with a robust

t-statistic of 1.40. In contrast, when sorted by the discontinuous beta, the long-short

equal-weighted decile portfolio produces an average monthly excess return of 1.47%,

with a robust t-statistic of 2.06.

I then show that the risk premium associated with the discontinuous beta is sta-

tistically significant after controlling for common explanatory variables by conduct-

ing the double-sorts and the Fama-MacBeth regressions. The explanatory variables

I consider include size, book-to-market ratio, momentum, idiosyncratic volatility,

coskewness, cokurtosis, realized skewness, realized kurtosis, maximum daily return,

1 However, they only study the magnitudes of the continuous betas and the discontinuous betas,
not the risk premiums associated with these two betas.
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and illiquidity. The results from both the double-sorts and the Fama-MacBeth re-

gressions suggest that the market jump risk is priced, and the jump risk premium

is about 3% per annum after controlling for all other variables. In contrast, the risk

premium associated with the continuous beta is not significant.

To further verify that my results are not affected by the choice of samples, and

perhaps more importantly, by microstructure noise, I conduct a series of robustness

tests. The baseline sampling frequency for estimating betas is 75 minutes, but I

consider alternative frequencies from 5 to 180 minutes. In addition, I use different

frequencies for different stocks based on their liquidity levels. I also replicate the

analysis by varying the portfolio holding period from 1 to 12 months. Throughout

these analyses, the evidence to support the predictive power of the discontinuous beta

is strong and consistent, while there is no evidence to support that of the standard

beta and the continuous beta.

The intuition of my empirical results is as follows. Investors might care less

about small market movements than large ones. If an asset co-varies strongly with

market discontinuities, it is an unattractive asset to hold, since it tends to have a

very low payoff when the market goes down sharply. Thus, investors may command

a premium for holding such assets.

My study is related to, but fundamentally different from, a number of empirical

works that examine how jump risks explain cross-sectional stock returns. Jiang and

Yao (2012) show that the size premium, the liquidity premium, and to some extent

the value premium are realized in the cross-sectional differences in jump returns

rather than in continuous returns. Yan (2011) shows that expected stock returns are

negatively related to the average jump size of the stock price. Cremers et al. (2012)

show that aggregated jump volatility risks are useful in explaining cross-sectional

expected returns. My study differs from these works in two important ways. First, I

focus on a different aspect of jumps, namely the systematic jump risk that is measured
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by the exposure to the market return jumps. To the best of my knowledge, there

are no previous works that consider the sensitivity of stock returns to the market

jumps. Second, I use high-frequency data to directly identify jumps and to estimate

risk loadings, while previous studies use either daily data or option data to identify

and/or measure jumps.

The remainder of the chapter is organized as follows. Section 2.2 briefly reviews

the econometric theory underlying the estimation of the different betas. Section

2.3 describes the data and the variables used in the study. Section 2.4 presents

evidence of cross-sectional predictability in the context of univariate portfolio sorts.

Section 2.5 provides results from double-sort to control for other variables, and from

firm-level cross-sectional regressions for estimating the risk premiums. Section 2.6

examines the interaction between idiosyncratic volatility and discontinuous betas.

Section 2.7 presents a variety of robustness tests. Section 2.8 concludes.

2.2 Estimating different beta measures

In this section, I briefly review the econometrics of the three types of betas used in

my analysis: the continuous beta, the discontinuous beta, and the standard beta.

2.2.1 Continuous beta and discontinuous beta

I estimate the continuous beta and the discontinuous beta based on a continuous-

time model. Consider some fixed time-interval r0, T s. Suppose the log-price process

for the aggregate market index, p0,t, and the log-price process for the ith stock, pi,t,

follow the general processes:

dp0,t “ α0,tdt` σ0,tdW0,t ` dJ0,t,

dpi,t “ αi,tdt` β
c
iσ0,tdW0,t ` β

d
i dJ0,t ` σi,tdWi,t ` dJi,t, i “ 1, . . . , N, (2.3)
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where W0 and Wi denote standard Brownian motions with independent elements,

J0 and Ji denote pure jump Lévy processes with increments Jj,t ´ Jj,s “ Σsăτďtκj,τ ,

j “ 0, 1, ..., N , and κj,τ denotes the jump size for asset j at time τ . The two terms

involving W0 and J0 in equation (2.3) represent the continuous movement and the

discontinuous movement of the market price, respectively. The two betas, βci and βdi ,

measure stock i’s sensitivities to these two types of market movements. Aggregating

the individual stock processes to a lower frequency, say to the monthly level, yields

a simple linear model for monthly stock returns:

ri,t “ αi ` β
c
i r
c
0,t ` β

d
i r

d
0,t ` εi,t, i “ 1, ..., N, (2.4)

where ri,t is the monthly return on stock i, αi is its drift term, and rc0,t and rd0,t are

the continuous and the discontinuous parts of the market monthly return, respec-

tively. The idiosyncratic term εi,t also consists of a continuous and a discontinuous

component. Clearly, when βci,t “ βdi,t, this framework collapses back to the classic,

standard one-factor model, which relates the stock return ri,t to the monthly market

return r0,t “ rc0,t ` r
d
0,t.

Suppose that prices are available for the interval p0, T s. Todorov and Bollerslev

(2010) show that βci and βdi can be theoretically identified and expressed as follows:

βci “
rpci , p

c
0sp0,T s

rpc0, p
c
0sp0,T s

, (2.5)

βdi “ signt
ÿ

sďT

signt∆pi,s∆p0,su|∆pi,s∆p0,s|
2
u ˆ

˜

ř

sďT |∆pi,s∆p0,s|
2

ř

sďT |∆p0,s|
4

¸1{2

,(2.6)

where rpcj, p
c
0sp0,T s is the quadratic covariation between the continuous parts of pj and

p0 over r0, T s for j P t0, iu, and ∆pj,s “ pj,s´pj,s´, with pj,s´ denoting the limit from

the left. In reality, however, only discrete prices are observed. Over the time interval

r0, T s, suppose that stock prices are observed at discrete time grids sδ with δ “ 1{n,

10



where n is the number of observations per one time unit, and s “ 1, . . . , nT . Let

∆pi,s “ pi, s
n
´ pi, s´1

n
be the observed log return for asset i over the period r s´1

n
, s
n
s.

The continuous beta βci and the discontinuous beta βdi can then be consistently

estimated using the observed discrete returns t∆pi,su. Given the fact that most of

the overnight returns can be treated as discontinuous movements, but there is only

one overnight return per day during the non-trading hours, I further estimate βdi

using only intraday high-frequency returns and overnight returns, and denote them

as βd,oci and βd,coi , where oc and co respectively indicate using returns within the open-

to-close period and within the close-to-open period. These estimators are provided

as follows.

Over the time interval r0, T s, suppose that stock prices are observed at discrete

time grids sδ with δ “ 1{n, where n is the number of observations per one time unit,

and s “ 1, . . . , nT . Let ∆pi,s “ pi, s
n
´ pi, s´1

n
be the observed, log return for asset i

over the period r s´1
n
, s
n
s. The continuous and discontinuous betas, βci and βdi can be

consistently estimated by the following estimators (Todorov and Bollerslev, 2010):

xβci “

řnT
s“1

”

p∆pi,s `∆p0,sq
21t|∆pi,s`∆p0,s|ďαi`0,sn´0.49u

ı

řnT
s“1p2∆p0,sq

21t|2∆p0,s|ďα2ˆ0,sn´0.49u

´

řnT
s“1

”

p∆pi,s ´∆p0,sq
21t|∆pi,s´∆p0,s|ďαi´0,sn´0.49u

ı

řnT
s“1p2∆p0,sq

21t|2∆p0,s|ďα2ˆ0,sn´0.49u

,

xβdi “ signt
nT
ÿ

s“1

signt∆pi,s∆p0,sup∆pi,s∆p0,sq
2u

ˆ

˜

|
řnT
s“1 signt∆pi,s∆p0,sup∆pi,s∆p0,sq

2|
řnT
s“1p∆p0,sq

4

¸1{2

,

where the α1s in the truncation of the individual components are chosen to filter out the

jumps for the specified return processes, e.g. αi˘0,s are chosen for the return processes
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{∆pi ˘ ∆p0}, and α2ˆ0 is chosen for the return process {2∆p0}. For any general return

process {∆p}, the associated truncation level αs is defined as:2

αs “ τ
b

RVrs{ns ^BVrs{ns ˆ TODs´ri{nsn, s “ 1, ..., nT,

where RVt and BVt are the realized variation and bipower variation on day t, and TOD

is the Time-of-Day volatility pattern.3 The realized variation and bipower variation are

defined by

RVt`1 “

tn`n
ÿ

s“tn`1

|∆ps|
2, BVt`1 “

π

2

tn`n
ÿ

s“tn`2

|∆ps´1||∆ps|.

Under weak regularity conditions and n Ñ 8, see e.g. Andersen et al. (2003a) and

Barndorff-Nielsen and Shephard (2004, 2006),

RVt`1
P
ÝÑ

ż t`1

t
σ2
sds`

ÿ

tăsďt`1

κ2
s, BVt`1

P
ÝÑ

ż t`1

t
σ2
sds.

Note that the Bipower Variation consistently estimates only the part of the total variation

due to continuous prices moves, or the so-called daily integrated variance. And the Time-

of-Day (TOD) volatility pattern is estimated by:4

TODl “
n
řT
t“1 |∆plt |

21t|∆plt | ď τ
?
RVt ^BVt n

´0.49u
řnT
s“1 |∆ps|

21p|∆ps| ď τ
a

RVrs{ns ^BVrs{ns n´0.49q
,

l “ 1, ..., n, lt “ pt´ 1qn` l.

βd estimated using open-to-close high-frequency returns is further denoted as βd,oc, and

that estimated using close-to-open overnight returns is denoted as βd,co.

2 Todorov and Bollerslev (2010) set αs “ τ
a

BVrs{ns. Here I follow Bollerslev et al. (2013) to
define αs, which incorporates the Time-of-Day volatility pattern and thus more precisely filters out
jumps.

3 The intraday diurnal patterns in the volatility; see, e.g., Andersen and Bollerslev (1997).

4 Note that the asymptotic limit of BVt is always below that of RVt. The trimming BVt ^RVt is
merely a finite-sample adjustment.
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2.2.2 Standard beta

I estimate the standard beta βs from the CAPM model:

ri,t ´ rf,t “ αi ` β
s
i pr0,t ´ rf,tq ` εi,t, t “ 1, . . . , T, (2.7)

where ri,t is the return on stock i on day t, r0,t is the market return on day t, and rf,t is

the risk-free rate on day t. The estimator of βsi is computed as:

xβsi “

řT
t“1pri,t ´ rf,tqpr0,t ´ rf,tq

řT
t“1pr0,t ´ rf,tq2

. (2.8)

2.3 Data and variables

2.3.1 Data

The stock sample in my analysis includes all stocks that are constituents of the S&P500

index over 1993-2010. There are a total of 985 stocks and 4,535 trading days in the sample.

All the high-frequency observations of these stocks are aggregated from a second-by-

second dataset, which contains data on volume, number of trades, and volume-weighted

average price for every second between 9:30 am and 4:00 pm in one trading day. For

each variable and each stock in the sample, there are 23,401 observations per day. The

Trade and Quote (TAQ) database provides all the necessary information for creating this

dataset. The cleaning procedure of this dataset involves two main steps: removing and

assigning.5 First, I remove entries that satisfy at least one of the following criteria: (i) a

time stamp outside the exchange open window, 9:30 am–4:00 pm; (ii) price less than or

equal to zero; (iii) size less than or equal to zero; (iv) corrected trades (i.e., trades with

Correction Indicator, CORR, other than 0, 1 or 2); and (v) abnormal sale condition (i.e.,

trades whose Sale Condition, COND, has a letter code other than ‘@’, ‘*’, ‘E’, ‘F’, ‘@E’,

‘@F’, ‘*E’ and ‘*F’). Then, I assign a single value to each variable for each second within

9:30 am–4:00 pm as follows. If one or multiple transactions have occurred in that second,

I calculate the sum of volumes, the sum of trades and the volume-weighted average price

within that second. If no transaction has occurred in that second, I enter zero for volume

and trades. But for the volume-weighted average price, I use the entry from the nearest

5 The cleaning rules are based on Barndorff-Nielsen et al. (2009).
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previous second (forward-filtering). If no transaction has occurred before that second, I

use the entry from the nearest subsequent second (backward-filtering). The removing step

avoids serious errors in the sample, such as recording errors of prices and sizes. It also

deletes data points which TAQ flags as a problem. The assigning step ensures that every

second has only one entry for volume, number of trades and price.

In particular, Barndorff-Nielsen et al. (2009) retain only entries originating from a single

exchange. In my cleaning rules, I incorporate information from all twelve exchanges.6 This

is based on my analysis of the trading volume distribution across exchanges.7 I calculate

the stocks’ annual trading volume at different exchanges, and find that in general, each of

these exchanges has a high volume of trades for most of the stocks in my sample.8

The appendix of this chapter summarizes the trading information of the high-frequency

data cleaned from TAQ. For the sample size, there are on average 738 stocks in my sample

for each year. The number of stocks declines from 788 to 608 from 1994 to 2010, reflecting

the fact that some historical S&P 500 constituents are delisted. The daily trading volume

and the daily number of trades generally increase over time (from 302,026 to 5,683,923,

and from 177 to 20,197, respectively). In contrast, the average trade size (i.e., number of

shares per trade) declines in the same period (from 1,724 to 202). Finally, although I have

focused on the historical S&P 500 constituents, their market values are approximately 74%

of the total market capitalization of the entire stock universe in the CRSP database.

For all low-frequency observations, I use several additional databases. The Center for

Research in Securities Prices (CRSP) database provides daily and monthly stock returns,

number of shares outstanding, and daily and monthly trading volumes. I adjust the stock

returns for delisting to avoid survivorship bias.9 I also use the stock distribution informa-

tion from CRSP data to adjust the overnight return computed from the high-frequency

6 The current names of these exchanges are: AMEX, Boston, NSX, NASD ADF & TRF, Philadel-
phia, Chicago, Arca, ISE, CBOE, BATS, NYSE and NASD.

7 The exchange codes in TAQ data and the corresponding names of each exchange from different
versions of TAQ’s User Guides are listed in the appendix.

8 As an example, I plot the annual trading volume of IBM across the 12 exchanges in the appendix.

9 When a stock is delisted, I use the delisting return as its return after its last trading day or
month. In my sample, all delisting returns are available from CRSP.
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price from the TAQ.10 The Compustat database provides accounting data such as book

values. Professor Kenneth R. French’s data library provides daily and monthly Fama-

French-Carhart four factor variables (Fama and French, 1993; Carhart, 1997).

2.3.2 Computing standard beta, continuous beta, and discontinuous beta

The standard beta, βs, is constructed as follows. At the end of each month t, I use the

previous one-year (month t´ 11 to t) daily returns of ri,t, r0,t and rf,t to estimate firm i’s

βs. The choice of a one-year window size is motivated by the need to balance the number

of observations and the time-varying nature of the market risk exposures. A much shorter

window may not have enough observations to produce reliable estimates; a much longer

window may ignore the dynamic nature of βs. The annual horizon moving window has

been used in a number of empirical studies including Ang et al. (2006a) and Fama and

French (2006).

I compute the continuous beta, βc, for each month t using the cleaned, high-frequency

price data from month t´11 to month t, sampled at every 75-minute interval between 9:45

am and 4:00 pm.11 This choice of sampling frequency is standard for studies of beta or cor-

relation, but is lower than frequencies used for studies of volatility. In the univariate case,

five-minute sampling is common in estimating realized volatility (Andersen et al., 2001;

Barndorff-Nielsen and Shephard, 2007), realized skewness and realized kurtosis (Amaya

et al., 2011; Grad, 2011). In the bivariate case, sampling around a 25-minute frequency is

often adopted for estimating co-movement measures such as realized betas (Todorov and

Bollerslev, 2010; Patton and Verardo, 2012), and realized covariances (Sheppard, 2006;

Bollerslev et al., 2008). Although higher-frequencies keep more observations, they gener-

ally introduce a severe downward bias in βc in my sample. A possible explanation is that

my stock sample is relatively large and consists of many stocks that are traded much less

frequently than the market portfolio, while earlier studies often focus on a smaller number

of stocks that are most actively traded. By using the 75-minute frequency, I reduce the

10 The TAQ data only contains the raw price without consideration of the price difference before
and after distribution. I use the variable “Cumulative Factor to Adjust Price (CFACPR)” from
CRSP to adjust the high-frequency overnight returns after a distribution.

11 The start of the trade day is 9:30 am. To handle stocks that begin to trade slightly later than
9:30 am, the first observation is taken at 9:45 am (Patton and Verardo, 2012).
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bias due to the market microstructure noise at the cost of reducing the number of observa-

tions. Nevertheless, fewer observations per day may be a less severe problem than higher

bias in my analysis because I use past 12-month data, which ensures enough observations

for estimating βc. To study the effect of the sampling frequency on the accuracy of be-

ta estimates, I perform the robustness check on the cross-sectional predictability of betas

computed from four other different frequencies: 5 minutes, 25 minutes, 125 minutes, 180

minutes, and one mixed frequency strategy. These results are presented and discussed in

Section 2.7.1.

As mentioned in Section 2.2.1, I separately estimate the discontinuous beta using the

intraday returns alone and the overnight returns alone, and denote the two measures as

βd,oc and βd,co, respectively. For βd,oc, I explore numerous sampling frequencies and find

that, unlike βc, the value of βd,oc is generally robust to the choice of sampling frequency

and exhibits little bias in the higher sampling frequency. On the other hand, there is a

substantial difference between βd,oc and βd,co.

Panel A in Figure 2.1 depicts the probability densities of the unconditional distributions

of the four betas across firms and months. I apply kernel density estimation to the sample

in order to smooth the curves. All of the densities appear to be right-skewed. There

are also noticeable distributional differences among these betas. The discontinuous betas,

especially βd,co, tend to be larger and more skewed than the standard and the continuous

betas. The distributions of the continuous beta and the standard beta are close to each

other, while the continuous beta has a slightly lower mean and less variability than the

standard beta.

Panel B in Figure 2.1 shows the average autocorrelogram of each beta across firms.

The 95% confidence bands around zero are also drawn. As can be seen, betas are serially

correlated. This can be largely attributed to the fact that each subsequent beta uses 11

overlapping months that are also used by the previous beta; however, overlapping does not

explain all the autocorrelations because autocorrelations remain significant even after 11

lags. Furthermore, there are significant differences among the dynamic structures of these

betas. The autocorrelations die out at around lag 22 and 24 for the standard beta and

the continuous beta, and at around 15 for the two discontinuous betas. The standard and

the continuous betas are significantly more persistent than the two discontinuous betas.
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This is consistent with evidence in the literature demonstrating that the jump volatility

component is much less persistent than the continuous volatility component (Anderson

et al., 2007). The continuous beta is slightly more persistent than the standard beta, while

the two discontinuous betas appear to have the same level of persistence.

2.3.3 Computing other explanatory variables

Previous studies show that cross-sectional returns can be explained by a number of variables

including firm size, book-to-market ratio, momentum, idiosyncratic volatility, coskewness,

cokurtosis, realized skewness, realized kurtosis, maximum daily return, and illiquidity.12

These explanatory variables are constructed according to the literature and detailed below:

• Size (ME): Following Fama and French (1993), a firm’s size is measured at the end

of each June by its market value of equity – the product of closing price and the

number of shares outstanding (in million dollars). The market equity is updated

yearly and is used to explain returns of the following 12 months. I perform a natural

logarithm transformation of market equity to reduce skewness.

• Book-to-market ratio (BM): Following Fama and French (1992), the book-to-market

ratio in June of year t is computed as the ratio of the book value of common equity

in fiscal year t´ 1 to the market value of equity (size) in December of year t´ 1.13

BM for fiscal year t is used to explain the returns for the months from July of year

t` 1 to June of year t` 2. The time gap between BM and returns ensures that the

information on BM is available to the public prior to the returns.

• Momentum (MOM): Following Jegadeesh and Titman (1993), the momentum vari-

able at the end of month t is the compound gross return from month t´ 7 to t´ 1

12 See Fama and French (1992) for the effects of size and book-to-market ratio, Jegadeesh and
Titman (1993) for the effects of momentum, Ang et al. (2006b), Ang et al. (2009) and Fu (2009)
for the effects of idiosyncratic volatility, Harvey and Siddique (2000) and Ang et al. (2006a) for the
effects of coskewness, Dittmar (2002) and Ang et al. (2006a) for the effects of cokurtosis, Amaya
et al. (2011) for the effects of realized skewness, realized kurtosis, and Amihud and Mendelson
(1986), Brennan and Subrahmanyam (1996) and Amihud (2002) for the effects of illiquidity.

13 Book common equity is defined as the book value of stockholders’ equity, plus balance-sheet
deferred taxes and investment tax credit (if available), minus the book value of preferred stock for
fiscal year t´ 1.
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(i.e., skipping the short-term reversal month t).14

• Idiosyncratic volatility (IVOL): Following Ang et al. (2006b), a firm’s idiosyncratic

volatility at the end of month t is computed as the standard deviation of the residuals

from the regression using all daily returns in month t:

ri,d ´ rf,d “ αi ` βipr0,d ´ rf,dq ` γiSMBd ` φiHMLd ` εi,d, (2.9)

where SMBd and HMLd are the daily size and book-to-market factors of Fama and

French (1993).

• Coskewness (CSK): Following Harvey and Siddique (2000) and Ang et al. (2006a),

the coskewness of stock i at the end of month t is estimated using all daily returns

in month t:

{CSKi,t “

1
N

ř

dpri,d ´ r̄iqpr0,d ´ r̄0q
2

b

1
N

ř

dpri,d ´ r̄iq
2p 1
N

ř

dpr0,d ´ r̄0q
2q

, (2.10)

where N is the number of trading days in month t, ri,d and r0,d are the daily returns

of stock i and the market portfolio on day d respectively, and r̄i and r̄0 are the

average of the daily returns in month t.

• Cokurtosis (CKT): Following Ang et al. (2006a),

cokurtosis of stock i at the end of month t is estimated using daily returns in month

t:

{CKTi,t “

1
N

ř

dpri,d ´ r̄iqpr0,d ´ r̄0q
3

b

1
N

ř

dpri,d ´ r̄iq
2p 1
N

ř

dpr0,d ´ r̄0q
2q3{2

, (2.11)

where N is the number of trading days in month t, ri,d and r0,d are the daily returns

on day d of stock i and the market portfolio respectively, and r̄i and r̄0 are the

average daily returns in month t.

14 Jegadeesh (1990) shows that monthly returns on individual stocks exhibit significantly negative
first-order serial correlation.
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• Realized skewness (RSK): The realized skewness is a new variable constructed from

high-frequency data to explain the cross-sectional returns (Amaya et al., 2011). The

RSK for stock i at day d is computed as

RSKi,d “

?
L
řL
l“1 r

3
i,d,l

p
řL
l“1 r

2
i,d,lq

3{2
, (2.12)

where ri,d,l is the lth intraday log return at day d for stock i, and L is the number

of intraday returns. I follow Amaya et al. (2011) and use five-minute returns so that

L “ 75 for the intraday period from 9:45 am to 4:00 pm. The RSK for stock i at the

end of month t is computed as the average of daily RSK in that month.

• Realized kurtosis (RKT): The realized kurtosis also comes from Amaya et al. (2011).

The daily RKT for stock i at day d is computed as

RKTi,d “
L
řL
l“1 r

4
i,d,l

p
řL
l“1 r

2
i,d,lq

2
, (2.13)

where ri,d,l is the lth intraday log return at day d for stock i, and L is the number

of intraday returns. Similar to RSK, the frequency is chosen to be five minutes so

that there are L “ 75 intraday returns for the period from 9:45 am to 4:30 pm. The

RKT for stock i at the end of month t is computed as the average of daily RKT in

that month.

• Maximum daily return (MAX): Following Bali et al. (2009), MAX of month t is

defined as its maximum daily return of that month.

• Illiquidity (ILLIQ): following Amihud (2002), illiquidity of stock i at the end of

month t is measured as the average daily ratio of the absolute stock return to the

dollar trading volume of that month:

ILLIQi,t “
1

N

ÿ

d

ˆ

|ri,d|

volumei,d ˆ pricei,d

˙

, (2.14)

where N is the number of trading days in month t, ri,d is the daily return, volumei,d is

the daily trading volume, and pricei,d is the daily price. I further transform illiquidity

by its natural logarithm to reduce skewness.
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2.4 Univariate portfolio sort

2.4.1 Returns of portfolios sorted by betas

First, I investigate the simple, cross-sectional relationship between average stock returns

and different betas. At the end of month t, I compute beta measures for each stock using

data from month t ´ 11 through month t. Sorting on a specific beta, I then form 10

portfolios with an equal number of stocks across portfolios and equal weights on stocks

within portfolios. I hold these 10 equal-weighted portfolios for one month (i.e., through

month t ` 1) and record their monthly excess returns as the portfolio returns. The first

portfolio formation period is from January 1993 to December 1993, and the last is from

December 2009 to November 2010.

Table 2.1 reports the time-series average of monthly excess returns of these decile

portfolios formed from different beta measures. For βs, Panel A shows that the low (high)

decile portfolio has an average monthly excess return of 0.74% (1.69%), and that the High-

Low spread is 0.95% per month with a robust t-statistic of 1.23. In general, the excess

return appears to be increasing as βs increases; however, there are segments (e.g., segment

5–6 and segment 7–8) where the return drops when βs increases. I also consider the risk-

adjusted excess return as measured by the Fama-French-Carhart alpha (denoted by FFC4

alpha hereafter). I compute the FFC4 alpha as follows. For each decile portfolio and the

High-Low portfolio, I run a time-series regression of monthly portfolio returns on Fama-

French-Carhart four factors, and use the estimated intercept as the corresponding FFC4

alpha – see the last column in Panel A. The High-Low portfolio has a FFC4 alpha of 0.68%

per month with a t-statistic of 1.50.

As βc moves from low to high, Panel B shows that the average monthly raw return

increases from 0.69% to 1.73% with a spread of 1.04% and a t-statistic of 1.40. Meanwhile,

the FFC4 alpha also increases from 0.25% to 1.07% with a spread of 0.82% and a t-statistic

of 1.82. These spreads and t-statistics are slightly larger in magnitude than those of βs;

however, the magnitude of the t-statistics and the few segments (e.g., segment 2–3) between

which the return declines suggest that a positive relationship between stock returns and

βc is inconclusive.

For βd,oc, Panel C shows that the spreads of returns and FFC4 alphas are, respectively,
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1.28% and 0.93% with corresponding t-statistics of 1.60 and 2.16. These spreads and t-

statistics have larger magnitudes than those of βc. They indicate a statistically significant

difference between stock returns in low and high decile portfolios, although there remain a

few segments (e.g., segment 3–4 in return, and segment 2–3–4 in FFC4 alpha) where the

return declines.

For βd,co, Panel D shows that the raw return increases from 0.63% to 2.10% with a

spread of 1.47% and a t-statistic of 2.06, and that the FFC4 alpha increases from 0.23%

to 1.40% with a spread of 1.17% and a t-statistic of 2.81. Furthermore, the raw return

strictly and monotonically increases from decile 1 to decile 10; the risk-adjusted return also

has a general increasing pattern, with segment 1–2 as the only exception. These results

clearly indicate that there is a positive relationship between stock returns and βd,co, and

that this relationship cannot be explained by the common risk factors of market, size,

book-to-market, and momentum captured in the Fama-French-Carhart four factors.

2.4.2 Returns of portfolios sorted by relative betas

In the previous section, I have shown that sorting discontinuous betas, especially βd,co,

produces a more statistically significantly return difference between low and high decile

portfolios than sorting standard betas or continuous betas. These results may be explained

by the better predictive power of discontinuous betas over other betas. Nevertheless,

considering that stocks in the high βd,oc or βd,co decile also have high βs, as shown in

Panel C and D of Table 2.1, we cannot rule out the possibility that agents dislike high

discontinuous betas simply because they dislike high βs. To disentangle the effect of the

discontinuous betas from βs, I examine the relationship between stock returns and the

relative betas, which is the difference between beta measures and βs. For example, the

relative βd,co is defined as βd,co ´ βs. It measures the sensitivity to the overnight market

discontinuous movement in excess of the market beta βs, and provides a way to study

the impact of βd,co after controlling for βs. The relative βc and the relative βd,oc can be

computed in a similar manner. Closely related relative beta measures have been used by

Ang et al. (2006a) to study the downside beta, and by Bali et al. (2012) to study the

dynamic conditional beta .

The last three panels of Table 2.1 summarize the results from sorting relative betas. In

21



Panel E, I sort stocks by βc´βs. This produces a return spread of´1.23% between high and

low decile portfolios. The Newey-West t-statistic is -3.23, indicating a significantly negative

relationship between stock returns and βc´ βs. Adjusting the returns by risk factors does

not change the pattern. The result is not surprising when I inspect the change in βc and

βs from low to high deciles. The spread of βc is only 0.01, whereas the spread of βs is

-0.83. Thus, the positive spread of βc´βs between high and low decile portfolios is almost

exclusively driven by the negative spread in βs, which generates a negative relationship

between stock returns and βc ´ βs.

Panel F shows that the return spread is 0.22%, with a t-statistic of 0.64 in the portfolios

sorted by relative βd,oc, defined as βd,oc ´ βs. There is no significant difference in returns

between high and low relative βd,oc portfolios. The FFC4 alpha also indicates the insignif-

icance. In light of the results in the beta columns, these findings are not unexpected. The

High-Low spread of βd,oc is -0.58, which is higher in magnitude than the spread -0.22 of

βs. This suggests that the positive difference of βd,oc´ βs between high and low βd,oc´ βs

portfolios is mainly driven by the negative high and low spread in βs. The negative sign of

the High-Low spread of βd,oc also suggests that sorting relative βd,oc fails to create enough

positive spread in βd,oc in order to disentangle the effect of βd,oc from that of βs.

Finally, Panel G shows that the return spread between high and low relative βd,co decile

portfolios is 0.83% with a significant Newey-West robust t-statistic of 2.15. The FFC4 alpha

has a High-Low difference of 0.77% with a t-statistic of 1.92. The spread is -0.24 in βs

and 2.11 in βd,co. Therefore, unlike relative βc or relative βd,oc, relative βd,co does create

a significant positive spread in βd,co after controlling for the spread of βs. Sorting relative

βd,co shows the positive return spread is attributed to the positive difference in βd,co, and

not to βs.

In summary, I observe statistical evidence that high discontinuous beta stocks earn

higher returns than low discontinuous beta stocks. This pattern is stronger when discon-

tinuous beta is measured by βd,co than when it is measured by βd,oc. The pattern of high

returns for high βd,co portfolios is neither explained by the four risk factors of Fama-French-

Carhart, nor by the market beta. The pattern of high returns for high βd,oc portfolios is

also not explained by Fama-French-Carhart four factors, but cannot be distinguished from
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the effect of βs when using the relative beta approach.

2.4.3 Simple bivariate relationship between betas and firm characteristics

In this section, I investigate the bivariate relationship between different betas and various

firm characteristics. I first perform two types of exploratory data analysis. The first is

Pearson’s correlation matrix. For each month, I compute the firm-level, cross-sectional

Pearson’s correlation matrix of all variables, and then average them across all months.

This approach summarizes the linear relationship. The second is a single-sort approach.

At the end of each month t, I sort stocks by their betas, form 10 equal-sized portfolios

by ranking these betas, and then compute the time-series average of the average values of

various characteristics for the stocks within each decile. This is essentially a nonparametric

approach, and shows the bivariate relationship at portfolio levels.

Table 2.2 displays the time-series mean of the simple correlation matrix of these vari-

ables. I focus my discussion on entries involving betas. All beta measures are positively

and highly correlated (with values ranging from 0.60 to 0.88). βs is correlated with βc, βd,oc

and βd,co with correlation coefficients of 0.88, 0.76 and 0.63, respectively. Thus, among

continuous beta and discontinuous betas, βd,co is least correlated with βs, which indicates

that βd,co contains the largest amount of unique information relative to the standard beta.

Compared to βs and βc, the two discontinuous betas appear to be substantially more neg-

atively related to size, but substantially more positively related to idiosyncratic volatility

and illiquidity. Furthermore, consistent with the literature, returns are negatively correlat-

ed with size, coskewness, and realized skewness, and positively correlated with momentum

and realized kurtosis.

Table 2.3 reports the results from the single-sorting approach. Strong positive rela-

tionships exist among the four beta measures. Panel C and Panel D concern discontinuous

betas βd,oc and βd,co. Stocks with high discontinuous betas tend to have lower size, low-

er BM, higher momentum, higher idiosyncratic volatility, lower realized skewness, lower

realized kurtosis, and higher maximum daily returns.

Interestingly, the relationship between illiquidity and discontinuous betas seems to be

the opposite of the relationship between illiquidity and standard betas. As discontinuous

betas increase, illiquidity increases from 0.11 to 1.05 in βd,oc portfolios, and from 0.09 to
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0.85 in βd,co portfolios. This increasing pattern is strictly monotonic in βd,co. In contrast,

the spread of illiquidity between high and low βs or βc decile portfolios is negative. Bali

et al. (2012) and Fu (2009) also report a negative relationship between βs and illiquidity

in their exploratory data analysis on bivariate relations.

2.5 Controlling for other explanatory variables

I have shown that stocks with high βd,co have high returns, and that this is not driven by

standard betas. But this positive relationship may be explained by βd,co being a proxy

for other known explanatory variables that predict cross-sectional stock returns. I next

examine the predictive power of βd,co after controlling for these explanatory variables. To

do so, I conduct two types of exercises: portfolio-level double-sorts and firm-level Fama-

MacBeth regressions.

2.5.1 Portfolio-level double-sorting analysis

The first exercise is the double-sorting method. For each explanatory variable and each

month, I sort all stocks into five quintiles based on that control variable. Then, within

each quintile, I sort stocks into five quintiles based on βd,co. Finally, I average the five βd,co

portfolios across the five control variable portfolios to produce βd,co portfolios that have

large cross-portfolio variations in βd,co but little variation in the control variable. Thus,

these βd,co portfolios control for the differences in the explanatory variables. I repeat the

same procedure for the other three betas: βs, βd and βd,oc.

Panels A–D in Table 2.4 respectively display these double-sorting results for βs, βc,

βd,oc, and βd,co. First, I focus on Panel D for βd,co. Overall, after controlling for each

explanatory variable, higher βd,co remains associated with higher portfolio returns with

no exceptions. The spreads of returns between high and low quintiles range from 0.68%

(MOM) to 1.21% (RKT) per month; the spreads of FFC4 alphas range from 0.35% (MOM)

to 0.91% (RKT) per month. These alpha differences are economically significant, as they

translate into a range of 0.35% ˆ 12 “ 4.2% to 0.91% ˆ 12 “ 14.52% return per annum.

Their t-statistics indicate that they are in general statistically significant at 0.05 level,

with the exception of MOM, where, despite the βd,co effect remaining monotonic, the
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significance level is lower (with t-statistic of 1.64). Next, I compare the results across βs,

βd, βd,oc and βd,co by examining the results within a fixed control variable column in Table

2.4. After controlling for some firm characteristic variable, the beta rankings, measured by

their performances in producing large High-Low portfolio return differences, are generally

in the order: βd,co, βd,oc, βs and βc. This suggests that βd,co has the most noticeable

predictability, followed by βd,oc, βs, and lastly, by βc.

Although Table 2.4 convincingly shows that, after controlling for an explanatory vari-

able, βd,co predicts future returns, it does not show whether βd,co has different effects at

different levels of a control variable. Instead of averaging across the control variable quin-

tiles, I now examine each explanatory variable quintile to study the interaction between

the explanatory variable and βd,co. Table 2.5 shows the results of the double-sort at the

quintile level. Rows represent explanatory variable quintile levels and columns labeled 1 to

5 represent βd,co levels. In general, Table 2.5 shows that the effect of βd,co varies in both

magnitude and statistical significance at different levels of a control variable, indicating

that the effect is robust to different control variables at different degrees. First, the posi-

tive relationship between βd,co and future stock returns is robust to book-to-market (BM),

realized skewness (RSK), realized kurtosis (RKT) and maximum daily return (MAX), since

the High-Low βd,co portfolio return difference is statistically significantly at almost every

quintile level of these control variables. For BM and RSK, the effect of βd,co on returns

seems to be flat across all levels of these two explanatory variables. For RKT and MAX,

the effect of βd,co is most pronounced when the control variable is high. Second, the effect

of βd,co is mostly robust to coskewness (CSK) and illiquidity (ILLIQ), since it is significant

at three out of five levels of these control variables. The High-Low difference is larger and

more significant at lower levels of CSK, or at higher levels of ILLIQ. Lastly, the effect

βd,co is only significant at one or two levels of size (ME), momentum (MOM), idiosyncratic

volatility (IVOL), and cokurtosis (CKT). The High-Low βd,co portfolio return difference

tends to be significant when ME is low, MOM is high, IVOL is high, or CKT is low.
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2.5.2 Firm-level cross-sectional regression analysis

In the previous analysis, I perform the double-sorting method to investigate the relation-

ship between βd,co and future stock returns after controlling for one explanatory variable.

The double-sorting approach is at the portfolio level and imposes no model assumption.

However, it can only control one variable at a time, and also ignores a substantial amount

of information when aggregating firm-level data into portfolios. In this section, I study the

effects of βd,co after simultaneously controlling for multiple explanatory variables based on

the firm-level data, using the cross-sectional regression approach proposed by Fama and

MacBeth (1973).

I perform the Fama-MacBeth regression as follows. For each month t, I fit a full or a

nested version of one of the following cross-sectional regressions across firms available at

that month:

ri,t`1 “ γs0,t ` γ
s
β,tβ

s
i,t `

p
ÿ

j“1

γsj,tZj,i,t ` ε
s
i,t, (2.15)

ri,t`1 “ γ0,t ` γ
c
β,tβ

c
i,t ` γ

d
β,tβ

d
i,t `

p
ÿ

j“1

γj,tZj,i,t ` εi,t, (2.16)

i “ 1, 2, . . . , Nt,

where ri,t`1 is the realized excess return of firm i at month t` 1, βsi,t, β
c
i,t, and βdi,t are the

standard beta, the continuous beta, and the discontinuous beta (i.e., βd,co or βd,oc) of firm

i at month t, Zj,i,t is the jth explanatory variable of firm i at month t, γsj,t or γj,t is the

corresponding regression coefficient, and Nt is the number of firms in month t. After fitting

T “ 204 cross-sectional regressions for either (2.15) or (2.16), I estimate the risk premium

associated with a beta measure or an explanatory variable as the time-series mean of the

T monthly estimates of the slopes, namely

γ̂kβ “
1

T

T
ÿ

t“1

γ̂kβ,t, γ̂sj “
1

T

T
ÿ

t“1

γ̂sj,t, γ̂j “
1

T

T
ÿ

t“1

γ̂j,t, (2.17)

k “ s, c, d, j “ 1, . . . , p,

and the standard error using the robust Newey-West procedure. The robust t-statistic is

the average slope divided by its robust standard error. I also Winsorize all the independent
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variables at the 0.5% and 99.5% levels within each month to reduce the effect of possible

extreme values.15

Table 2.6 reports the results from this regression analysis. Panel A in Table 2.6 shows

the slopes of the univariate regression on either one of the betas or one of the explanatory

variables. The standard beta, the continuous beta and the discontinuous beta all have

significant and positive coefficients. Among them, βc has the largest coefficient while βd,co

has the smallest coefficient, which is expected because βc has the smallest magnitude and

variation, while βd,co has the largest ones (see Table 2.1). Among the explanatory variables,

ME, CSK, RSK, RKT, and ILLIQ have significant effects. The positive slopes of RKT and

ILLIQ are consistent with the findings in Amaya et al. (2011) and Amihud (2002); the

negative slopes of ME, CSK, RSK are consistent with the findings in Fama and French

(1992), Harvey and Siddique (2000), and Amaya et al. (2011).

Panel B in Table 2.6 displays the results of the multivariate regressions. Regression I

shows that the standard beta, βs, is no longer significant when controlling for all explana-

tory variables. This is consistent with prior empirical studies that find no support for the

CAPM. In Regressions II – X, I examine the effect of the continuous and discontinuous beta

pair pβc, βd,ocq after controlling for other explanatory variables. I observe that the effect of

the discontinuous beta, βd,oc , continues to be significant, while the effect of the continuous

beta is absorbed by other variables. When all explanatory variables are controlled simul-

taneously in Regression X, the coefficient of βd,oc is 0.46% with a robust t-statistic of 1.90.

The coefficient of βc is 0.03 with an insignificant robust t-statistic of 0.08. In Regressions

XI – XIX, I use βd,co as the measure of the discontinuous beta to investigate the effect of

pβc, βd,coq after controlling for other explanatory variables. The message is the same as in

Regressions II – X: the discontinuous beta remains significant, while the continuous beta

is not. In the presence of all controlling variables, Regression XIX shows that βd,co has an

estimated risk premium of 0.28% per month with a robust t-statistic of 2.06. Note that the

average cross-sectional standard deviation of βd,co is about 1.20. A two standard deviation

15 Take size (ME) as an example. For each month, all ME values that exceed (or lie below) the
99.5% (or 0.5%) quantile of all firms’ ME at that month are replaced by the 99.5% (or 0.5%)
quantile. Winsorization has been performed before the regression analysis in a number of cross-
sectional studies to reduce the effect of possible outliers (Ang et al., 2006a; Fu, 2009).
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move across stocks from low βd,co to high βd,co can produce an economically significant

expected return of about 2 ˆ 1.20 ˆ 0.28% ˆ 12 “ 8.1% per annum, holding everything

else constant. Comparing Regressions XI – XIX with Regressions II – X, I see that βd,co is

slightly more significant than βd,oc in terms of the magnitude of their t-statistics. This is

consistent with the comparison between them in the single-sorting and the double-sorting

analyses in Sections 2.4 and 2.5.1.

2.6 Idiosyncratic volatility and discontinuous betas

My analysis in Table 2.2 suggests that idiosyncratic volatility and discontinuous betas are

highly correlated (with a correlation of 0.53). It is thus plausible that idiosyncratic volatility

is largely not “idiosyncratic” in nature, but rather a noisy proxy for the systematic risk

represented by discontinuous betas. I am interested in investigating if the discontinuous

beta provides a new perspective on the relationship between idiosyncratic volatility and

expected returns. Theoretically, under-diversified investors demand a positive risk premium

for bearing idiosyncratic risk (Levy, 1978; Merton, 1987). Although several empirical

works find evidence that portfolios with higher idiosyncratic volatility have higher average

returns (Tinic and West, 1986; Malkiel and Xu, 2006), Ang et al. (2006a) find that stocks

with higher idiosyncratic volatility have lower average returns in the next month. Since

then, there has been an increasing amount of effort in understanding and explaining the

relationship between idiosyncratic volatility and stock returns (Bali and Cakici, 2008; Fu,

2009; Jiang et al., 2009; Ang et al., 2009; Boyer et al., 2010; Huang et al., 2011).

To study whether discontinuous beta explains idiosyncratic volatility, I test the signifi-

cance of the cross-sectional relationship between idiosyncratic volatility and future returns

after controlling for betas. I consider two measures of idiosyncratic volatility. The first is

IVOL, which is used as a control variable in Section 2.5 and defined in Section 2.3.3. IVOL

has been used in a number of works (Ang et al., 2006b; Bali and Cakici, 2008; Jiang et al.,

2009; Ang et al., 2009; Boyer et al., 2010; Huang et al., 2011; Doran et al., 2012). The sec-

ond measure aims to address a common concern about IVOL, which is, the previous month

realized IVOL is not a good predictor of future idiosyncratic volatility. Instead, it is the

conditional expected idiosyncratic volatility, denoted by E(IVOL), that is actually related
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to future returns. A number of methods have been proposed to estimate the conditional

idiosyncratic volatility (Spiegel and Wang, 2006; Fu, 2009; Brockman and Schutte, 2009;

Chua et al., 2010; Eiling, 2013). I use a simple month-by-month cross-sectional regres-

sion model to estimate E(IVOL). At the end of month t, I fit the following cross-sectional

regression:

IVOLi,t “ θ0 `

q
ÿ

l“1

θlIVOLi,t´l ` εi,t, i “ 1, . . . , n, (2.18)

where θl’s, l “ 0, . . . , q, are the regression coefficients and IVOLi,t´l’s are the lagged realized

idiosyncratic volatilities estimated in (2.9). After obtaining estimates θ̂l for θl, I estimate

the expected IVOL for stock i at time t ` 1 as EtpIVOLi,t`1q “ θ̂0 `
řq
l“1 θ̂lIVOLi,t`1´l.

I report results with q “ 3 for a parsimonious model.16 The time-series average estimates

of θ1, θ2 and θ3 are 0.32, 0.24, and 0.29 respectively; the 10-lag robust Newey-West t-

statistics are all above 20.17 The average out-of-sample cross-sectional correlation between

the realized IVOLt`1 and the prediction EtpIVOLt`1q is 0.65, and that between IVOLt`1

and IVOLt is 0.57. This suggests that EtpIVOLt`1q is a better proxy for IVOLt`1 than

IVOLt.

I first conduct a single-sorting approach to study the relationship between IVOL (or

E(IVOL)) and the future returns in my dataset. At the end of each month t, I sort IVOL

(or E(IVOL)) to form five portfolios with an equal number of stocks. I then hold the

equal-weighted portfolio returns for the next month (month t` 1). The two rows labeled

“Single-Sort” in Table 2.7 report the average monthly returns of these quintile portfolios

formed by sorting IVOL or by sorting E(IVOL). For IVOL, there is a positive relationship

between IVOL and future returns. The High-Low quintile return difference is 1.03% per

month with a robust t-statistic of 1.99; the risk-adjusted return difference is 0.79 with a

robust t-statistic of 3.02. This pattern is different from the idiosyncratic volatility puzzle

uncovered by Ang et al. (2006b), where high IVOL stocks are found to earn low returns. A

partial explanation of the discrepancy between our results and that of Ang et al. (2006b) is

16 As q increases from 1 to 3, the adjusted-R2 rises steeply to attain the value of 0.45, then further
increases are very modest.

17 IVOL is persistent but typically dies out after 5 lags; I use lag 10 for robustness.
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the difference of the data. The idiosyncratic volatility puzzle is argued to be mainly driven

by small firms (Fu, 2009), firms that are dominated by retail investors (Han and Kumar,

2011), or by lottery-like firms (Bali et al., 2009). My sample consists of relatively large

firms that are historical S&P 500 components, and likely excludes those firms that drive

the idiosyncratic volatility puzzle. When sorted by E(IVOL), the portfolios again show

an increasing pattern. Furthermore, both the raw and the risk-adjusted High-Low return

differences are larger in magnitude than those from IVOL. This pattern is consistent with

Fu (2009).

To disentangle the true effect of the idiosyncratic volatility, I then study the relationship

between the idiosyncratic volatility and future returns after controlling for the betas. I

modify the double-sorting approach as described in Section 2.5.1 by first sorting betas and

then the idiosyncratic volatility. Specifically, I first form quintile portfolios by ranking

firms’ betas, and then within each quintile, I sort firms into quintile portfolios based on

their IVOL (or E(IVOL)). For each quintile level of IVOL (or E(IVOL)), I average equal-

weighted portfolio returns of that level across the five beta quintiles. Thus the five IVOL

(or E(IVOL)) portfolios have large variation in IVOL (or E(IVOL)) but little in betas, so

they show the effect of IVOL (or E(IVOL)) on returns after controlling for betas.

The rows with “average” in the second entries in Table 2.7 show the average portfolio

returns across five beta portfolios. The monthly unadjusted return differences between high

IVOL and low IVOL quintiles are 0.66%, 0.78%, 0.40% and 0.27% after controlling for βs,

βc, βd,oc and βd,co, respectively. These magnitudes represent approximately 36%, 24%, 61%

and 74% reductions in the High-Low difference of 1.03% of the single-sort. The monthly

risk-adjusted return differences also reflect this pattern of reduction in the High-Low return

differences; the percentages in reductions from the single-sorting return difference of 0.79%

are 35%, 20%, 61%, and 80%. When compared with each other, the two discontinuous

beta measures produce the greatest reductions of 61% and 74% in the High-Low return

difference. The corresponding robust t-statistics also substantially drop from 2.22 when

controlling for βs to a degree that is insignificant at the 0.05 level when controlling for

βd,oc or βd,co. The pattern is similar in the relationship between returns and E(IVOL).

The return differences between high and low E(IVOL) quintiles are 0.87%, 0.98%, 0.56%
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and 0.48% after controlling for βs, βc, βd,oc and βd,co, respectively. They represent about

24%, 14%, 51%, 56% reductions in the return difference of 1.14% from the single-sort by

E(IVOL). The positive relationship between returns and E(IVOL) is reduced by more than

one-half after controlling for the discontinuous betas βd,oc and βd,co, in terms of both the

magnitude of the return difference and the statistical significance. Overall, these results

indicate that the discontinuous betas explain a substantially higher portion of the effect

of IVOL (or E(IVOL)) than the standard beta and the continuous beta. The so-called

idiosyncratic volatility effect is a proxy of firms’ systematic discontinuous risk.

I also examine the interaction of the idiosyncratic volatility effect with the discontinuous

beta by looking at the effect of IVOL (or E(IVOL)) at different βd,co levels. I display results

from the previous double-sorting exercise for each of the βd,co quintiles in Table 2.7. The

idiosyncratic volatility effect is most pronounced among high βd,co stocks, which implies

that investors have a low idiosyncratic volatility preference only among high βd,co stocks.

Quintiles 4 and 5 have the largest and the most significant 5´1 differences in excess returns,

at 0.69% and 0.97% per month for IVOL, and at 0.77% and 1.28% per month for E(IVOL).

The t-statistics of these differences are all above 1.7. In contrast, the return differences for

βd,co quintiles 1 through 3 are significantly smaller in magnitude and insignificant at 0.05

level.

To further verify that discontinuous betas explain the idiosyncratic effect, I study the

cross-sectional relationship between idiosyncratic volatility and future returns at the firm

level using Fama-MacBeth regressions. Table 2.8 reports estimates of the regression coeffi-

cients and the corresponding t-statistics. When used alone, both IVOL and E(IVOL) show

positive predictive power for future returns. The univariate slope coefficients are 0.21 and

0.48 with t-statistics of 1.29 and 1.78 for IVOL and for E(IVOL). These numbers suggest a

weakly significant relationship between idiosyncratic volatility and stock returns. When I

add βs to the regression, the coefficients on IVOL and E(IVOL) decrease to 0.13 and 0.35

with t-statistics of 1.09 and 1.78. When I instead add βd,oc to the univariate regression,

the slopes of IVOL and of E(IVOL) drop to 0.07 and 0.21 with t-statistics of 0.61 and 1.07.

A similar amount of decrease can be observed when βd,co is added to the two univariate

regressions on IVOL and E(IVOL). These dramatic drops in slope coefficients of IVOL and
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of E(IVOL) after adding βd,oc or βd,co confirm the general lesson from the double-sorting

methods: idiosyncratic volatility proxies for a great proportion of the discontinuous beta.

2.7 Robustness check

2.7.1 Different frequency betas

The robustness check of the results with respect to frequency choice involves two main

aspects. First, I investigate how the values of new beta measures change as the frequency

changes. Second, I evaluate how the cross-sectional results change as the frequency changes.

To compare the beta values at different frequencies, I compute βc and βd,oc using

the intraday returns at five different sampling frequencies: 5 minutes, 25 minutes, 75

minutes, 125 minutes, and 180 minutes (there are 75, 15, 5, 3, and 2 observations per day

under these five frequencies, respectively). These choices cover a wide range of frequencies

from high (5 minutes) to low (180 minutes) that have been used in the literature for

computing realized measures (Sheppard, 2006). In addition, the choice of frequency might

impact different stocks differently because stocks with high trading activities might have

less nonsynchronous trading problems than stocks with low trading activities. Sampling

at a high frequency for all stocks might cause severe downward bias for small stocks; fixing

at a low frequency results in fewer intraday observations and might produce less accurate

estimates. To circumvent this problem, I adopt a mixed-frequency strategy that applies

different frequencies to different stocks. In particular, at the end of each month t, I sort

stocks into quintiles according to their ILLIQ, and use the ith highest frequency for stocks

in the ith quintile. In other words, the lowest ILLIQ stocks use 5-minute frequency, and

the highest ILLIQ stocks use 180-minute frequency.

Panel A and B in Figure 2.2 plot the mean value at each frequency of βc and of βd,oc.

The mean values from the mixed frequency are also shown as a flat line in both panels. In

panel A, the mean value of βs is also shown as a reference. βc computed from 5-minute

returns is substantially biased towards zero when compared to βs, differing on average by

about 0.35. At 75 minutes, the average βc appears to have flattened at around the level

of 0.93, however this is still lower than that of βs. The difference between βc and βs can

be explained by the fact that they are two different measures: βs contains the information

of the stock’s sensitivity to both the market continuous and discontinuous movements, so
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it tends to be larger than βc. The mixed frequency strategy does not seem to alleviate

the bias problem, as the average mixed-frequency βc is 0.88, still significantly below the

low-frequency βc.

The results in panel B are interesting. Unlike βc, the average βd,oc does not change much

across frequencies. The smallest average value of βd,oc is 1.35, achieved at the sampling

frequency of 5 minutes, and the greatest is 1.37, at 75 minutes. The mixed frequency βd,oc

has an average of 1.35. There is little evidence of a sampling frequency induced bias in the

estimation of βd,oc. When compared with βd,co, βd,oc is substantially smaller (the average

of βd,co is about 1.57). The difference between βd,oc and βd,co shows that the overnight

discontinuous movement and the intraday discontinuous movement appear to have different

effects on stock returns.

With the above understanding of the beta measures, I next investigate whether a

different frequency significantly changes my previous cross-sectional results. I perform

two exercises. First, I fix the discontinuous beta to be the overnight discontinuous beta

βd,co, and then vary the sampling frequency for the continuous beta βc. I perform the

cross-sectional regression analysis for the βc’s computed at different frequencies. Panel A

of Table 2.9 presents the results from the full model regression. For every frequency βc,

βd,co has a risk premium of about 3% per annum. The robust t-statistic is in the range

of 1.67 and 2.25, indicating that the premium is at least weakly significant at 0.05 level.

None of the βc’s has significant predictability of future returns. At the highest-frequency

of five-minute, the βc coefficient is negative but insignificant.

Second, I fix the continuous beta to be the 75-minute βc, as this is the frequency when

βc starts to level off. I use βd,oc as my discontinuous beta and vary its sampling frequency.

I repeat the full model, cross-sectional regression analysis in Section 2.5. Panel B of

Table 2.9 displays the regressions coefficients and their t-statistics. When all explanatory

variables are included in the regression, the βd,oc coefficients are generally significant at all

frequencies except for the highest 5 minute frequency where the t-statistic is 1.47. On the

other hand, the βc coefficient remains statistically insignificant at any frequency of βd,oc,

as its t-statistic is always less than 0.5 in magnitude. Overall, there is evidence that the

future return is related to βd,oc and this relationship is robust to the sampling frequency
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used to computed βd,oc.

2.7.2 Different beta formation periods and prediction horizons

I first examine the robustness of the results to the choice of historical periods for computing

my beta measures. All previous results are based on betas computed using the historical 12-

month returns. In this robustness test, instead of 12 months, I use betas computed from the

historical 6-month data. Panel I in Table 2.10 reports the full model regression coefficients

for using betas based on the previous 6-month data to predict one-month ahead returns.

The t-statistics there suggest that both discontinuous betas are statistically significant

while the continuous betas are not. I also compute the standard beta from data in the

same period. Its full model regression coefficient has a t-statistic less than 1.2, suggesting

that it does not explain future returns after controlling for explanatory variables (results

upon request).

I next examine the persistence of the predictability of βd,co in future stock returns. I

consider holding periods longer than one month and repeat the firm-level cross-sectional

regression analysis in Section 2.5.2 with the modification that the one-month ahead return

ri,t`1 in equation (2.15) and (2.16) is replaced by the multiple-month ahead return ri,t`1:t`h.

I compute ri,t`1:t`h as the cumulative excess return of stock i for the period of month t`1

through month t` h, namely,

ri,t`1:t`h “

t`h
ź

l“t`1

p1` r̃i,lq ´
t`h
ź

l“t`1

p1` rrf,lq, (2.19)

where r̃i,l is the raw monthly return of stock i at month l and rrf,l is the monthly risk-

free rate at month l. I conduct this analysis for three different holding periods: three

months, six months and 12 months (i.e., h “ 3, 6 and 12). Consequently, the last cross-

sectional regressions (2.15) and (2.16) use predictors computed at the end of September,

June, and January, in the year 2010. Because there are overlapping returns, the returns

are autocorrelated for holding-periods longer than one month. To adjust for this, I use the

Newey-West procedure with h´ 1 lags.

Panels II–IV in Table 2.10 report the regression results for using the historical 12-

month data to predict the future 3, 6 and 12 month cumulative returns, respectively. All
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of the discontinuous beta coefficients are statistically significant at the 0.05 level for every

prediction horizon. I focus on the discussion of βd,co because the results for βd,oc are very

similar. When all of the explanatory variables are included, the three βd,co regression

coefficients that correspond to three different horizons suggest that the risk premiums

of βd,co are about 0.81% ˆ 4 “ 3.24%, 1.66% ˆ 2 “ 3.32% and 3.26% ˆ 1 “ 3.26% per

annum, respectively. These values confirm that the risk premium of βd,co is about 3%

per annum. Nevertheless, the robust t-statistic of the coefficient of βd,co declines from the

three-month period (t-statistic = 3.11) to the 12-month period (t-statistic = 1.78). The

pattern suggests that the persistence of βd,co is low. To verify this, I conduct additional

experiments for predicting the future 6 and 12 month returns but excluding the first three

month returns. That is, I use ri,t`4:t`6 and ri,t`4:t`12 as new future returns. Here I only

report the coefficients of βd,co under the full model. The coefficients are 0.4% with a t-

statistic of 1.2 for ri,t`4:t`6, and 1.32% with a t-statistic of 0.96 for ri,t`4:t`12. Thus, the

predictability of βd,co in future returns mainly resides in the first three months. For the

explanatory variables, only ME remains significant in the full model for all of the three

horizons.

In summary, the robustness tests show that the positive relationship between discon-

tinuous betas and future returns is robust to the choice of beta formation period and

predicting horizon, and the relationship is most significant for 3-month holding period

returns.

2.8 Conclusions

I investigate a simple but intuitive two-beta model that relates a stock’s return to two

types of systematic risk exposures as measured by two types of betas: the continuous beta

and the discontinuous beta. A stock’s continuous beta captures the stock’s sensitivity to a

market diffusive movement and its discontinuous beta captures its sensitivity to a market

jump movement. Asset pricing theory suggests that systematic risks are priced, but these

two systematic risks can be priced differently. That is, the discontinuous beta may have a

different price of risk than the continuous beta.

Empirically, I find that stocks have considerably higher discontinuous betas than con-
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tinuous betas, and that higher discontinuous betas earn higher future returns. I use a large

original high-frequency dataset to examine the relationship between returns and betas. I

present evidence that there is a positive relationship between future stock returns and the

discontinuous beta but no relationship between future stock returns and the continuous

beta. The effect of the discontinuous beta on stock returns is not explained away by usual

explanatory variables. After controlling for ten explanatory variables, I estimate the risk

premium for the discontinuous beta to be about 3% per annum. I also make efforts to

explain the effect of idiosyncratic volatility from the discontinuous beta perspective. I find

that the discontinuous beta explains away the majority of the idiosyncratic volatility effect.
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(A) (B)

Figure 2.1: Density and autocorrelogram of betas

.
Panel A displays the unconditional density functions of the four betas. The densities are produced
by applying the kernel density estimation to the sample of betas across firms and months. Panel B
displays the average autocorrelogram of each beta across firms. The 95% confidence bands around
zero are also drawn (dashed lines).

(A) (B)

Figure 2.2: Signature plots for betas

.
Panel A plots the mean value of βc (solid line) across stocks and across months computed at different
sampling frequencies, which are labeled in minutes in the x-axis. For comparison, the mean value
of βs (dash dotted line) and the mixed frequency βc (dashed line) are also shown. Panel B plots
the mean value of βd,oc (solid line) across stocks and across months computed at different sampling
frequencies, which are labeled in minutes in the x-axis. For comparison, the value of the close-to-
open discontinuous beta, βd,co, (dash dotted line) and the mixed frequency βd,oc (dashed line) are
also shown.
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Table 2.1: Stock returns sorted by realized betas
Panel A: Stocks Sorted by βs

Decile βs βc βd,oc βd,co Return FFC4 alpha

1 (Low) 0.34 0.43 1.01 1.13 0.74 0.31
2 0.55 0.58 1.03 1.11 0.77 0.32
3 0.67 0.65 1.08 1.17 0.84 0.32
4 0.78 0.72 1.13 1.22 0.86 0.29
5 0.88 0.78 1.18 1.31 1.01 0.38
6 0.98 0.85 1.25 1.40 0.99 0.35
7 1.10 0.94 1.35 1.52 1.23 0.61
8 1.26 1.07 1.49 1.73 1.22 0.50
9 1.53 1.28 1.76 2.08 1.48 0.77

10 (High) 2.13 1.80 2.33 2.70 1.69 0.99
High-Low 1.79 1.37 1.32 1.57 0.95 0.68

(1.23) (1.50)

Panel B: Stocks Sorted by βc

Decile βs βc βd,oc βd,co Return FFC4 alpha

1 (Low) 0.49 0.35 0.99 1.15 0.69 0.25
2 0.64 0.53 0.99 1.12 0.91 0.42
3 0.74 0.63 1.06 1.19 0.77 0.27
4 0.82 0.71 1.12 1.26 0.77 0.25
5 0.90 0.79 1.19 1.32 0.90 0.27
6 1.00 0.87 1.28 1.44 1.03 0.41
7 1.10 0.98 1.38 1.57 1.19 0.53
8 1.26 1.12 1.54 1.77 1.20 0.51
9 1.53 1.36 1.84 2.08 1.30 0.58

10 (High) 2.06 1.94 2.45 2.81 1.73 1.07
High-Low 1.57 1.59 1.46 1.66 1.04 0.82

(1.40) (1.82)

Panel C: Stocks Sorted by βd,oc

Decile βs βc βd,oc βd,co Return FFC4 alpha

1 (Low) 0.51 0.47 0.72 0.86 0.66 0.28
2 0.68 0.60 0.88 1.00 0.77 0.30
3 0.77 0.69 0.99 1.12 0.78 0.27
4 0.85 0.74 1.08 1.22 0.74 0.18
5 0.93 0.82 1.17 1.33 0.94 0.35
6 1.00 0.88 1.27 1.47 1.01 0.41
7 1.11 0.96 1.41 1.62 1.03 0.36
8 1.26 1.10 1.60 1.82 1.32 0.65
9 1.54 1.33 1.90 2.16 1.40 0.66

10 (High) 1.93 1.69 2.83 3.11 1.94 1.20
High-Low 1.41 1.23 2.11 2.25 1.28 0.93

(1.60) (2.16)

Panel D: Stocks Sorted by βd,co

Decile βs βc βd,oc βd,co Return FFC4 alpha

1 (Low) 0.57 0.53 0.83 0.68 0.63 0.23
2 0.70 0.64 0.98 0.87 0.65 0.19
3 0.79 0.71 1.05 1.01 0.74 0.23
4 0.87 0.77 1.13 1.14 0.80 0.25
5 0.93 0.82 1.21 1.27 0.87 0.29
6 1.02 0.89 1.30 1.42 0.99 0.34
7 1.13 0.98 1.42 1.60 1.09 0.41
8 1.27 1.10 1.57 1.84 1.20 0.51
9 1.54 1.33 1.86 2.23 1.49 0.78

10 (High) 1.76 1.50 2.48 3.66 2.10 1.40
High-Low 1.19 0.97 1.65 2.98 1.47 1.17

(2.06) (2.81)

Panel E: Stocks Sorted by βc ´ βs

Decile βs βc βd,oc βd,co Return FFC4 alpha

1 (Low) 1.69 1.09 1.90 2.36 2.08 1.31
2 1.31 0.97 1.47 1.73 1.23 0.56
3 1.18 0.93 1.36 1.57 1.21 0.60
4 1.08 0.89 1.29 1.46 0.98 0.39
5 0.99 0.86 1.23 1.37 1.01 0.43
6 0.94 0.86 1.22 1.34 0.90 0.31
7 0.88 0.85 1.20 1.31 0.75 0.25
8 0.83 0.85 1.20 1.31 0.82 0.30
9 0.79 0.89 1.25 1.33 0.61 0.08

10 (High) 0.86 1.10 1.70 1.92 0.85 0.27
High-Low -0.83 0.01 -0.20 -0.43 -1.23 -1.04

(-3.23) (-3.44)

Panel F: Stocks Sorted by βd,oc ´ βs

Decile βs βc βd,oc βd,co Return FFC4 alpha

1 (Low) 1.57 1.44 1.20 1.40 1.32 0.69
2 1.25 1.17 1.00 1.25 1.26 0.70
3 1.11 1.05 0.92 1.20 1.05 0.51
4 1.03 0.98 0.88 1.19 0.97 0.42
5 0.97 0.94 0.86 1.19 0.95 0.37
6 0.93 0.91 0.85 1.22 0.94 0.42
7 0.90 0.89 0.84 1.26 0.87 0.27
8 0.88 0.89 0.85 1.34 0.76 0.13
9 0.92 0.93 0.90 1.51 0.91 0.29

10 (High) 1.00 1.05 0.98 2.26 1.54 0.86
High-Low -0.58 -0.39 -0.22 0.86 0.22 0.16

(0.64) (0.46)

Panel G: Stocks Sorted by βd,co ´ βs

Decile βs βc βd,oc βd,co Return FFC4 alpha

1 (Low) 1.40 1.15 1.46 1.20 0.96 0.33
2 1.10 0.92 1.24 1.12 0.95 0.36
3 1.01 0.87 1.21 1.15 1.04 0.46
4 0.98 0.86 1.21 1.21 0.85 0.25
5 0.96 0.85 1.22 1.27 0.77 0.17
6 0.94 0.85 1.24 1.35 0.95 0.38
7 0.96 0.87 1.29 1.48 0.83 0.22
8 0.99 0.90 1.37 1.65 1.02 0.48
9 1.08 0.98 1.52 1.97 1.41 0.86

10 (High) 1.15 1.03 2.06 3.31 1.78 1.10
High-Low -0.24 -0.12 0.60 2.11 0.83 0.77

(2.15) (1.92)
This table reports the equal-weighted average returns and betas of stocks sorted by realized betas. At the end of each month, stocks
are sorted into deciles based on betas computed from the previous 12-month high frequency returns. Each equal-weighted portfolio
is held for one month. The column labeled “Return” reports the average one-month ahead excess returns of each portfolio. The
column labeled “FFC4 alpha” reports the corresponding Fama-French-Carhart four-factor alpha of each portfolio. The row labeled
“High-Low” reports the difference of returns between portfolio 10 and portfolio 1. The Newey-West robust t-statistics are reported in
parentheses. The sample period is from January 1993 to December 2010. The first portfolio formation month is December 1993, and

the last is November 2010. Panel A displays the results sorted by βs, Panel B by βc, Panel C by βd,oc, Panel D by βd,co, Panel E

by βc ´ βs, Panel F by βd,oc ´ βs, and Panel G by βd,co ´ βs.38



Table 2.2: Correlation matrix of all variables

βs βc βd,oc βd,co RET ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

βs 1.00 0.88 0.76 0.63 0.02 -0.12 -0.15 0.05 0.46 0.04 0.38 -0.03 -0.07 0.47 0.03
βc 0.88 1.00 0.77 0.60 0.01 -0.02 -0.17 0.05 0.43 0.07 0.26 -0.03 -0.15 0.43 -0.04
βoc,d 0.76 0.77 1.00 0.74 0.02 -0.27 -0.11 0.05 0.58 0.01 0.06 -0.05 -0.02 0.53 0.19
βco,d 0.63 0.60 0.74 1.00 0.02 -0.22 -0.11 0.03 0.53 0.01 -0.01 -0.04 -0.02 0.48 0.15
RET 0.02 0.01 0.02 0.02 1.00 -0.04 0.00 0.03 0.01 -0.02 -0.01 -0.01 0.01 0.01 0.00
ME -0.12 -0.02 -0.27 -0.22 -0.04 1.00 -0.15 -0.06 -0.34 0.04 0.30 0.00 -0.40 -0.28 -0.44
BM -0.15 -0.17 -0.11 -0.11 0.00 -0.15 1.00 0.00 -0.08 -0.06 -0.07 0.01 0.05 -0.07 0.07
MOM 0.05 0.05 0.05 0.03 0.03 -0.06 0.00 1.00 -0.04 -0.07 0.02 -0.03 0.05 -0.04 -0.10
IVOL 0.46 0.43 0.58 0.53 0.01 -0.34 -0.08 -0.04 1.00 0.00 -0.22 -0.04 0.11 0.81 0.26
CSK 0.04 0.07 0.01 0.01 -0.02 0.04 -0.06 -0.07 0.00 1.00 -0.03 0.02 -0.05 0.03 0.00
CKT 0.38 0.26 0.06 -0.01 -0.01 0.30 -0.07 0.02 -0.22 -0.03 1.00 0.00 -0.16 -0.11 -0.18
RSK -0.03 -0.03 -0.05 -0.04 -0.01 0.00 0.01 -0.03 -0.04 0.02 0.00 1.00 0.04 0.04 -0.04
RKT -0.07 -0.15 -0.02 -0.02 0.01 -0.40 0.05 0.05 0.11 -0.05 -0.16 0.04 1.00 0.07 0.27
MAX 0.47 0.43 0.53 0.48 0.01 -0.28 -0.07 -0.04 0.81 0.03 -0.11 0.04 0.07 1.00 0.20
ILLIQ 0.03 -0.04 0.19 0.15 0.00 -0.44 0.07 -0.10 0.26 0.00 -0.18 -0.04 0.27 0.20 1.00

This table displays time-series averages of monthly cross-sectional correlations between all variables used in the cross-
sectional regressions. The sample consists of all stocks that are constituents of the S&P500 index over 1993-2010.
There are a total of 985 stocks and 4,535 trading days in the sample. RET denotes the one-month ahead excess
return. βs denotes the standard beta. βc denotes the continuous beta. βd,oc denotes the open-to-close discontinuous
beta. βd,co denotes the close-to-open discontinuous beta. ME denotes the logarithm of the market capitalization
of firms. BM denotes the ratio of the book value of common equity to the market value of equity. MOM is the
compound gross return from month t ´ 7 to t ´ 1. IVOL is a firm’s idiosyncratic volatility at the end of month t.
CSK is the coskewness variable. CKT is the cokurtosis variable. RSK is the realized skewness computed from the
high-frequency data. RKT is the realized kurtosis computed from the high-frequency data. MAX represents the
maximum daily raw return of that month. ILLIQ represents the logarithm of the average daily ratio of the absolute
stock return to the dollar trading volume of that month.
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Table 2.3: Portfolio characteristics sorted by betas

RET βs βc βd,oc βd,co ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

Panel A: Stocks Sorted by βs

1 (Low) 0.74 0.34 0.43 1.12 1.13 8.39 0.56 6.47 1.35 -0.09 1.27 0.03 5.24 3.45 3.37
2 0.77 0.55 0.58 1.09 1.11 8.57 0.56 6.01 1.38 -0.10 1.74 0.03 5.38 3.62 1.14
3 0.84 0.67 0.65 1.11 1.17 8.55 0.56 6.51 1.44 -0.10 1.96 0.04 5.42 3.90 0.63
4 0.86 0.78 0.72 1.13 1.22 8.57 0.51 6.54 1.51 -0.10 2.12 0.03 5.41 4.16 0.45
5 1.01 0.88 0.78 1.17 1.31 8.57 0.49 7.33 1.56 -0.10 2.25 0.03 5.38 4.39 0.51
6 0.99 0.98 0.85 1.23 1.40 8.58 0.45 8.00 1.63 -0.10 2.36 0.03 5.39 4.65 0.48
7 1.23 1.10 0.94 1.32 1.52 8.60 0.49 8.36 1.73 -0.09 2.44 0.02 5.30 5.02 0.51
8 1.22 1.26 1.07 1.45 1.73 8.63 0.51 9.24 1.92 -0.09 2.52 0.02 5.21 5.64 0.85
9 1.48 1.53 1.28 1.72 2.08 8.58 0.39 10.98 2.23 -0.10 2.53 0.02 5.12 6.63 0.47
10 (High) 1.69 2.13 1.80 2.26 2.70 8.28 0.47 14.73 2.91 -0.08 2.50 0.02 5.07 8.93 0.58

Panel B: Stocks Sorted by βc

1 (Low) 0.69 0.49 0.35 1.07 1.15 8.42 0.55 6.56 1.39 -0.10 1.56 0.03 5.58 3.64 0.64
2 0.91 0.64 0.53 0.99 1.12 8.65 0.52 6.72 1.39 -0.11 1.90 0.03 5.50 3.72 0.19
3 0.77 0.74 0.63 1.05 1.19 8.70 0.52 6.70 1.45 -0.11 2.06 0.03 5.43 3.99 0.20
4 0.77 0.82 0.71 1.11 1.26 8.75 0.47 6.39 1.49 -0.10 2.18 0.03 5.36 4.14 0.16
5 0.90 0.90 0.79 1.17 1.32 8.77 0.42 6.86 1.55 -0.10 2.26 0.03 5.33 4.38 0.17
6 1.03 1.00 0.87 1.26 1.44 8.77 0.47 7.88 1.63 -0.09 2.35 0.03 5.29 4.68 0.18
7 1.19 1.10 0.98 1.35 1.57 8.83 0.49 8.26 1.74 -0.10 2.40 0.03 5.18 5.01 0.17
8 1.20 1.26 1.12 1.51 1.77 8.89 0.49 9.17 1.91 -0.10 2.49 0.02 5.08 5.56 0.19
9 1.30 1.53 1.36 1.80 2.08 8.78 0.44 10.77 2.20 -0.09 2.49 0.02 5.00 6.53 0.31
10 (High) 1.73 2.06 1.94 2.47 2.81 8.48 0.38 14.81 2.87 -0.06 2.39 0.02 4.88 8.75 0.23

Panel C: Stocks Sorted by βd,oc

1 (Low) 0.71 0.54 0.47 0.72 0.86 8.91 0.58 6.92 1.06 -0.10 1.85 0.04 5.51 2.85 0.11
2 0.75 0.69 0.61 0.87 1.01 8.97 0.50 7.02 1.24 -0.10 2.07 0.03 5.40 3.43 0.08
3 0.79 0.78 0.69 0.97 1.12 8.92 0.50 6.86 1.34 -0.10 2.19 0.03 5.34 3.75 0.18
4 0.67 0.85 0.75 1.05 1.22 8.90 0.48 6.51 1.43 -0.10 2.25 0.04 5.29 4.04 0.13
5 0.98 0.93 0.82 1.14 1.33 8.88 0.49 6.70 1.54 -0.10 2.27 0.03 5.21 4.37 0.10
6 0.80 1.00 0.88 1.24 1.46 8.84 0.49 6.68 1.66 -0.10 2.29 0.03 5.22 4.70 0.12
7 1.18 1.11 0.96 1.37 1.64 8.71 0.49 7.60 1.80 -0.09 2.32 0.03 5.20 5.16 0.16
8 1.23 1.26 1.10 1.56 1.82 8.64 0.49 9.24 2.03 -0.09 2.31 0.02 5.12 5.85 0.20
9 1.38 1.54 1.35 1.86 2.17 8.43 0.45 10.58 2.39 -0.09 2.34 0.01 5.06 6.99 0.26
10 (High) 2.02 1.87 1.64 3.02 3.07 7.84 0.28 16.12 3.15 -0.08 2.20 0.02 5.25 9.33 1.05

Panel D: Stocks Sorted by βd,co

1 (Low) 0.63 0.57 0.53 0.82 0.68 8.96 0.58 6.59 1.04 -0.10 1.99 0.04 5.40 2.82 0.09
2 0.65 0.70 0.64 0.96 0.87 8.93 0.52 6.14 1.24 -0.10 2.12 0.04 5.36 3.40 0.10
3 0.74 0.79 0.71 1.04 1.01 8.94 0.50 6.56 1.36 -0.10 2.20 0.04 5.31 3.76 0.11
4 0.80 0.87 0.77 1.12 1.14 8.88 0.50 7.07 1.45 -0.10 2.27 0.03 5.28 4.09 0.12
5 0.87 0.93 0.82 1.19 1.27 8.84 0.49 6.92 1.55 -0.09 2.26 0.03 5.25 4.40 0.13
6 0.99 1.02 0.89 1.28 1.42 8.77 0.49 7.46 1.67 -0.10 2.28 0.03 5.26 4.76 0.16
7 1.09 1.13 0.98 1.39 1.60 8.72 0.48 8.04 1.82 -0.09 2.31 0.02 5.19 5.21 0.17
8 1.20 1.27 1.10 1.55 1.84 8.59 0.48 9.41 2.03 -0.10 2.32 0.02 5.17 5.90 0.21
9 1.49 1.54 1.33 1.84 2.23 8.40 0.48 11.44 2.42 -0.08 2.26 0.02 5.10 7.12 0.45
10 (High) 2.10 1.76 1.50 2.62 3.66 8.00 0.22 14.63 3.07 -0.09 2.08 0.02 5.27 9.06 0.85

This table displays time-series averages of equal-weighted characteristics of stocks sorted by four beta measures. The
sample consists of all stocks that are constituents of the S&P500 index over 1993-2010. There are a total of 985
stocks and 4,535 trading days in the sample. RET denotes the one-month ahead excess return. βs denotes the
standard beta. βc denotes the continuous beta. βd,oc denotes the open-to-close discontinuous beta. βd,oc denotes
the close-to-open discontinuous beta. ME denotes the logarithm of the market capitalization of firms. BM denotes
the ratio of the book value of common equity to the market value of equity. MOM is the compound gross return from
month t´ 7 to t´ 1. IVOL is a firm’s idiosyncratic volatility at the end of month t. CSK is the coskewness variable.
CKT is the cokurtosis variable. RSK is the realized skewness computed from the high-frequency data. RKT is the
realized kurtosis computed from the high-frequency data. MAX represents the maximum daily raw return of that
month. ILLIQ represents the logarithm of the average daily ratio of the absolute stock return to the dollar trading
volume of that month. Panel A displays the results sorted by βs, Panel B by βc, Panel C by βd,oc, and Panel D by
βd,co.
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Table 2.4: Average returns of bivariate portfolios sorted by explanatory variable and
beta

ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

Panel A: Stocks Double-Sorted by Control Variable and βs

1 (Low) 0.74 0.72 0.91 0.89 0.85 0.72 0.69 0.59 0.87 0.78
2 0.93 0.88 0.96 1.02 0.82 0.81 0.81 0.86 0.93 0.90
3 0.95 1.00 1.09 1.04 0.96 1.00 0.98 0.95 0.93 0.95
4 1.20 1.18 1.21 1.19 1.20 1.14 1.32 1.23 1.22 1.20
5 (High) 1.61 1.58 1.25 1.30 1.61 1.75 1.50 1.67 1.48 1.58
High-Low 0.87 0.86 0.34 0.41 0.76 1.03 0.81 1.08 0.61 0.79

(1.54) (1.64) (0.76) (1.01) (1.43) (1.91) (1.36) (1.84) (1.58) (1.50)
FFC4-alpha 0.63 0.57 0.03 0.22 0.46 0.70 0.52 0.77 0.42 0.58

(2.01) (1.87) (0.11) (0.84) (1.50) (2.34) (1.56) (2.30) (1.72) (1.95)
Panel B: Stocks Double-Sorted by Control Variable and βc

1 (Low) 0.76 0.74 0.93 0.88 0.81 0.80 0.77 0.75 0.90 0.81
2 0.90 0.86 0.96 0.96 0.88 0.81 0.87 0.87 0.87 0.81
3 0.90 0.98 0.93 1.02 0.93 0.95 0.94 0.88 1.00 0.97
4 1.10 1.14 1.18 1.11 1.06 1.06 1.19 1.19 1.04 1.11
5 (High) 1.57 1.45 1.23 1.30 1.59 1.65 1.49 1.60 1.46 1.54
High-Low 0.81 0.71 0.29 0.42 0.78 0.85 0.72 0.85 0.55 0.73

(1.46) (1.42) (0.68) (1.08) (1.50) (1.67) (1.27) (1.51) (1.47) (1.35)
FFC4-alpha 0.60 0.42 0.03 0.25 0.51 0.55 0.49 0.57 0.37 0.54

(1.75) (1.35) (0.09) (0.90) (1.55) (1.72) (1.45) (1.66) (1.50) (1.69)
Panel C: Stocks Double-Sorted by Control Variable and βd,oc

1 (Low) 0.74 0.70 0.86 0.82 0.73 0.71 0.74 0.70 0.74 0.77
2 0.88 0.76 0.87 0.79 0.81 0.85 0.78 0.78 0.74 0.83
3 0.96 0.92 0.98 1.12 0.96 0.88 0.90 0.92 1.06 0.91
4 1.19 1.17 1.15 1.17 1.07 1.11 1.18 1.12 1.26 1.14
5 (High) 1.47 1.62 1.37 1.33 1.68 1.70 1.66 1.75 1.46 1.60
High-Low 0.73 0.92 0.51 0.50 0.95 0.99 0.92 1.05 0.72 0.83

(1.32) (1.70) (1.16) (1.36) (1.79) (1.87) (1.58) (1.84) (1.90) (1.53)
FFC4-alpha 0.51 0.60 0.17 0.28 0.65 0.66 0.61 0.73 0.48 0.60

(1.70) (2.10) (0.69) (1.21) (2.29) (2.33) (1.95) (2.43) (2.12) (2.03)
Panel D: Stocks Double-Sorted by Control Variable and βd,co

1 (Low) 0.69 0.64 0.76 0.72 0.62 0.63 0.63 0.64 0.66 0.69
2 0.78 0.74 0.81 0.93 0.83 0.82 0.81 0.79 0.86 0.82
3 0.95 0.90 1.03 0.99 0.91 0.95 0.93 0.87 0.99 0.94
4 1.18 1.13 1.15 1.20 1.18 1.15 1.12 1.12 1.20 1.06
5 (High) 1.63 1.75 1.44 1.40 1.70 1.70 1.75 1.85 1.53 1.73
High-Low 0.94 1.10 0.68 0.68 1.07 1.07 1.12 1.21 0.86 1.05

(1.83) (2.20) (1.64) (1.99) (2.09) (2.13) (2.00) (2.24) (2.46) (2.03)
FFC4-alpha 0.76 0.83 0.35 0.50 0.80 0.78 0.85 0.91 0.66 0.87

(2.57) (2.96) (1.40) (2.24) (2.68) (2.74) (2.81) (3.04) (3.01) (2.94)

For each month, all stocks in the sample are first sorted into five quintiles based on one control variable. Then,
within each quintile, stocks are further sorted into five quintiles according to their betas, estimated from the previous
12-month data. Finally, the five beta portfolios are averaged across the five control variable portfolios to produce beta
portfolios that have large cross-portfolio variation in the beta but little variation in the control variable. Thus, these
beta portfolios control for the differences in the explanatory variables. The control variables are listed as follows.
ME denotes the logarithm of the market capitalization of firms. BM denotes the ratio of the book value of common
equity to the market value of equity. MOM is the compound gross return from month t´ 7 to t´ 1. IVOL is a firm’s
idiosyncratic volatility at the end of month t. CSK is the coskewness variable. CKT is the cokurtosis variable. RSK
is the realized skewness computed from the high-frequency data. RKT is the realized kurtosis computed from the
high-frequency data. MAX represents the maximum daily raw return of that month. ILLIQ represents the logarithm
of the average daily ratio of the absolute stock return to the dollar trading volume of that month. In each panel, the
first five rows report time-series averages of monthly excess returns of five beta quintile portfolios. The row labeled
“High-Low” reports the difference of returns between portfolio 5 and portfolio 1. The row labeled “FFC4 alpha”
reports the average Fama-French-Carhart four-factor alphas. The rows labeled “t-statistic” report the Newey-West
robust t-statistic in parentheses.
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Table 2.5: Returns of bivariate portfolios sorted by explanatory variable and βd,co

1 (Low) 2 3 4 5 (High) High-Low t-stat FFC4-alpha t-stat

1 (Low) 0.94 1.17 1.66 2.02 3.73 2.79 (4.11) 2.52 (4.82)
2 0.89 0.81 1.07 1.48 2.02 1.13 (1.90) 0.85 (1.95)

ME 3 0.65 0.79 0.82 1.12 1.13 0.48 (0.81) 0.36 (1.03)
4 0.59 0.56 0.50 0.87 0.72 0.13 (0.24) 0.02 (0.07)
5 (High) 0.38 0.57 0.71 0.41 0.57 0.18 (0.38) 0.08 (0.26)
1 (Low) 0.69 0.72 0.88 1.09 2.03 1.35 (1.83) 1.15 (2.63)
2 0.53 0.74 0.98 1.35 1.49 0.96 (1.71) 0.77 (2.15)

BM 3 0.57 0.75 0.73 1.22 1.88 1.32 (2.89) 0.99 (3.15)
4 0.76 0.77 0.92 0.87 1.50 0.73 (1.54) 0.53 (1.57)
5 (High) 0.68 0.70 0.99 1.13 1.83 1.15 (1.94) 0.70 (1.55)
1 (Low) 0.99 0.77 0.64 1.25 1.53 0.54 (0.74) 0.37 (0.62)
2 0.97 0.87 1.25 0.97 0.86 -0.12 (-0.27) -0.35 (-1.17)

MOM 3 0.60 0.77 0.96 1.05 1.15 0.55 (1.49) 0.21 (0.78)
4 0.55 0.66 0.67 0.68 1.15 0.60 (1.58) 0.27 (0.98)
5 (High) 0.67 1.00 1.64 1.83 2.51 1.84 (3.12) 1.25 (3.09)
1 (Low) 0.63 0.69 0.71 0.83 0.95 0.31 (1.20) 0.10 (0.45)
2 0.69 0.56 0.76 0.99 1.12 0.44 (1.69) 0.24 (1.09)

IVOL 3 0.59 0.97 0.87 0.89 1.07 0.48 (1.38) 0.22 (0.84)
4 0.55 0.88 1.15 1.27 1.58 1.03 (2.24) 0.87 (2.59)
5 (High) 1.12 1.53 1.47 2.03 2.27 1.14 (1.55) 1.06 (1.74)
1 (Low) 0.56 0.87 1.10 1.59 2.00 1.44 (2.49) 0.87 (2.04)
2 0.68 0.77 0.87 1.33 1.99 1.31 (2.37) 0.92 (2.22)

CSK 3 0.78 0.93 1.24 1.29 1.96 1.18 (2.08) 0.92 (2.32)
4 0.63 0.95 0.94 0.90 1.33 0.70 (1.18) 0.58 (1.52)
5 (High) 0.47 0.62 0.42 0.78 1.20 0.73 (1.21) 0.72 (1.90)
1 (Low) 0.47 0.97 1.34 1.45 2.13 1.66 (2.58) 1.17 (2.40)
2 0.70 0.83 0.96 1.33 2.38 1.68 (2.97) 1.33 (3.44)

CKT 3 0.71 0.75 0.89 1.30 1.56 0.85 (1.49) 0.58 (1.41)
4 0.69 0.67 0.88 0.76 1.48 0.79 (1.38) 0.56 (1.54)
5 (High) 0.60 0.86 0.70 0.92 0.97 0.36 (0.64) 0.26 (0.75)
1 (Low) 0.74 1.03 1.22 1.30 2.10 1.37 (2.13) 1.03 (2.57)
2 0.93 0.88 1.00 1.28 1.79 0.86 (1.35) 0.66 (1.61)

RSK 3 0.55 0.79 0.98 1.08 1.62 1.08 (1.71) 0.86 (2.29)
4 0.57 0.62 0.72 0.88 1.69 1.13 (1.89) 0.85 (2.32)
5 (High) 0.38 0.74 0.73 1.07 1.54 1.16 (2.11) 0.85 (2.17)
1 (Low) 0.61 0.79 0.64 0.70 0.88 0.27 (0.40) 0.10 (0.22)
2 0.62 0.73 1.00 1.09 1.75 1.13 (1.72) 0.85 (2.04)

RKT 3 0.53 0.71 0.74 1.18 1.71 1.17 (2.17) 0.94 (2.72)
4 0.60 0.78 0.81 1.24 2.18 1.58 (3.01) 1.21 (3.19)
5 (High) 0.82 0.92 1.14 1.39 2.70 1.89 (3.06) 1.44 (3.10)
1 (Low) 0.67 0.78 0.60 0.97 1.33 0.66 (2.45) 0.44 (1.90)
2 0.70 0.69 0.82 0.85 1.26 0.57 (1.91) 0.34 (1.35)

MAX 3 0.53 0.74 1.10 0.95 1.36 0.83 (2.48) 0.63 (2.17)
4 0.60 0.90 1.22 1.28 1.71 1.12 (2.38) 0.91 (2.68)
5 (High) 0.84 1.18 1.21 1.96 1.97 1.14 (1.50) 1.01 (1.71)
1 (Low) 0.52 0.49 0.61 0.66 0.65 0.13 (0.21) -0.09 (-0.27)
2 0.51 0.54 0.69 1.09 1.37 0.87 (1.57) 0.67 (1.92)

ILLIQ 3 0.62 0.72 0.80 0.92 1.51 0.89 (1.62) 0.74 (1.98)
4 0.95 1.11 1.04 1.14 2.03 1.07 (2.17) 0.97 (2.75)
5 (High) 0.83 1.22 1.59 1.48 3.10 2.27 (3.40) 2.05 (4.31)

For each month, all stocks in the sample are first sorted into five quintiles based on one control variable. Then,
within each quintile, stocks are further sorted into five quintiles according to their βd,oc, estimated from the previous
12-month high-frequency data. The control variables are listed as follows. ME denotes the logarithm of the market
capitalization of firms. BM denotes the ratio of the book value of common equity to the market value of equity. MOM
is the compound gross return from month t´ 7 to t´ 1. IVOL is a firm’s idiosyncratic volatility at the end of month
t. CSK is the coskewness variable. CKT is the cokurtosis variable. RSK is the realized skewness computed from
the high-frequency data. RKT is the realized kurtosis computed from the high-frequency data. MAX represents the
maximum daily raw return of that month. ILLIQ represents the logarithm of the average daily ratio of the absolute
stock return to the dollar trading volume of that month.
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Table 2.6: Fama-MacBeth regressions: predicting one-month ahead return
Panel A: Univariate Fama-MacBeth regressions

βs βc βd,oc βd,co ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

0.86 0.95 0.82 0.58 -0.37 -0.20 0.01 0.23 -1.56 -0.25 -0.63 0.15 0.06 0.22
(1.94) (1.91) (1.99) (2.14) (-4.08) (-0.79) (0.92) (1.36) (-1.83) (-1.43) (-1.91) (1.94) (1.28) (2.37)

Panel B: Multivariate Fama-MacBeth regressions

Regression βs βc βd,oc βd,co ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

I 0.53 -0.52 -0.21 0.00 -0.04 0.45 -0.23 -0.52 -0.05 0.00 -0.20
(1.33) (-4.47) (-1.51) (0.50) (-0.32) (0.79) (-1.42) (-2.06) (-1.14) (-0.09) (-1.88)

II 0.14 0.45 -0.31 -0.19 0.00
(0.34) (1.60) (4.18) (1.19) (0.46)

III 0.16 0.42 -0.31 -0.19 0.00 -0.03
(0.41) (1.74) (4.57) (1.25) (0.66) (0.33)

IV 0.14 0.47 -0.32 -0.21 0.00 -0.36
(0.35) (1.70) (4.26) (1.33) (0.44) (0.68)

V 0.14 0.45 -0.31 -0.19 0.00 0.01
(0.33) (1.62) (4.57) (1.28) (0.50) (0.06)

VI 0.16 0.45 -0.32 -0.20 0.00 -0.48
(0.39) (1.60) (4.23) (1.27) (0.46) (1.73)

VII 0.09 0.45 -0.34 -0.22 0.00 -0.07
(0.21) (1.64) (4.45) (1.41) (0.50) (1.49)

VIII 0.17 0.48 -0.31 -0.20 0.00 -0.01
(0.41) (1.82) (4.43) (1.27) (0.47) -0.59

IX 0.04 0.47 -0.44 -0.17 0.00 -0.15
(0.09) (1.66) (3.36) (1.15) (0.31) -1.31

X 0.03 0.46 -0.52 -0.23 0.00 -0.05 0.57 -0.01 -0.52 -0.06 0.00 -0.21
(0.08) (1.90) (4.31) (1.59) (0.37) (0.44) (1.01) (0.09) (2.03) (1.44) (0.01) -1.91

XI 0.17 0.31 -0.32 -0.15 0.00
(0.45) (1.86) (4.17) (1.00) (0.52)

XII 0.23 0.31 -0.32 -0.17 0.00 -0.03
(0.63) (2.12) (4.82) (1.13) (0.72) (0.36)

XIII 0.22 0.29 -0.33 -0.18 0.00 -0.49
(0.57) (1.80) (4.35) (1.16) (0.49) (0.94)

XIV 0.19 0.29 -0.32 -0.16 0.00 0.00
(0.48) (1.88) (4.61) (1.08) (0.55) 0.00

XV 0.19 0.30 -0.32 -0.16 0.00 -0.52
(0.51) (1.84) (4.23) (1.06) (0.51) (1.87)

XVI 0.16 0.29 -0.35 -0.18 0.00 -0.05
(0.41) (1.79) (4.39) (1.22) (0.56) (1.04)

XVII 0.22 0.33 -0.32 -0.17 0.00 -0.01
(0.62) (2.10) (4.51) (1.13) (0.54) (0.65)

XVIII 0.11 0.29 -0.45 -0.15 0.00 -0.15
(0.30) (1.82) (3.49) (0.98) (0.40) (1.33)

XIX 0.15 0.28 -0.54 -0.21 0.00 -0.05 0.43 0.01 -0.54 -0.04 0.00 -0.21
(0.41) (2.06) (4.48) (1.43) (0.44) (0.42) (0.77) (0.08) (2.14) (0.96) (0.09) (1.95)

This table reports the estimated regression coefficients and t-statistics (in parentheses) of Fama-MacBeth cross-
sectional regressions for monthly stock returns. The sample consists of all stocks that are constituents of the S&P500
index over 1993-2010. The following variables are considered. βs denotes the standard beta. βc denotes the
continuous beta. βd,oc denotes the open-to-close discontinuous beta. βd,co denotes the close-to-open discontinuous
beta. ME denotes the logarithm of the market capitalization of firms. BM denotes the ratio of the book value of
common equity to the market value of equity. MOM is the compound gross return from month t´7 to t´1. IVOL is a
firm’s idiosyncratic volatility at the end of month t. CSK is the coskewness variable. CKT is the cokurtosis variable.
RSK is the realized skewness computed from the high-frequency data. RKT is the realized kurtosis computed from
the high-frequency data. MAX represents the maximum daily raw return of that month. ILLIQ represents the
logarithm of the average daily ratio of the absolute stock return to the dollar trading volume of that month. The
first row reports results from univariate regressions, where only one variable is used. The second through last rows
are multivariate regressions, where more than one variable is used.
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Table 2.7: Returns of bivariate portfolios sorted by idiosyncratic volatility after
controlling for beta

1 (Low) 2 3 4 5 (High) High-Low t-stat FFC4-alpha t-stat

Panel A: Stocks Double-Sorted by beta and then IVOL

Single-Sorted by IVOL 0.78 0.83 0.91 1.13 1.81 1.03 (1.99) 0.79 (3.02)

βs average 0.85 0.89 0.98 1.14 1.51 0.66 (2.22) 0.51 (2.63)
βc average 0.77 0.88 0.91 1.06 1.55 0.78 (2.40) 0.63 (3.18)
βd,oc average 0.90 0.90 0.99 1.10 1.29 0.40 (1.49) 0.31 (1.63)
βd,co average 0.86 0.97 1.01 1.19 1.13 0.27 (1.00) 0.16 (0.90)

1 (Low) 0.67 0.51 0.74 0.68 0.54 -0.13 (-0.64) -0.23 (-1.13)
2 0.69 0.70 0.78 0.86 0.70 0.01 (0.04) -0.05 (-0.23)

βd,co 3 1.08 0.98 0.81 0.91 0.91 -0.17 (-0.66) -0.33 (-1.51)
4 0.83 1.05 0.86 1.38 1.53 0.69 (1.73) 0.61 (2.17)
5 (High) 1.02 1.63 1.86 2.12 2.00 0.97 (1.48) 0.78 (1.53)

Panel B: Stocks Double-Sorted by beta and then E(IVOL)

Single-Sorted by E(IVOL) 0.73 0.73 0.98 1.19 1.86 1.14 (1.99) 0.87 (3.12)

βs average 0.85 0.85 0.89 1.11 1.72 0.87 (2.59) 0.67 (3.28)
βc average 0.73 0.86 0.89 1.04 1.70 0.98 (2.77) 0.80 (3.86)
βd,oc average 0.83 0.87 0.98 1.14 1.39 0.56 (1.93) 0.45 (2.23)
βd,co average 0.87 0.96 0.94 1.11 1.35 0.48 (1.55) 0.34 (1.76)

1 (Low) 0.68 0.64 0.50 0.69 0.66 -0.02 (-0.09) -0.12 (-0.55)
2 0.69 0.66 0.75 0.71 0.93 0.23 (0.92) 0.14 (0.64)

βd,co 3 0.99 0.88 0.82 0.95 1.10 0.11 (0.35) -0.09 (-0.36)
4 0.82 0.99 0.96 1.24 1.60 0.77 (1.75) 0.64 (2.01)
5 (High) 1.17 1.66 1.67 1.97 2.45 1.28 (1.86) 1.10 (2.07)

This table reports double-sorted, equal-weighted quintile portfolio returns based on previous month idiosyncratic
volatility (IVOL) or expected idiosyncratic volatility (E(IVOL)) after controlling for different beta measures: standard
beta βs, continuous beta βc, open-to-close discontinuous beta βd,oc, and close-to-open discontinuous beta βd,co. For
each month, all stocks in the sample are first sorted into five quintiles based on one beta measure. Then, within
each quintile, stocks are further sorted into five quintiles according to either IVOL (Panel A) or E(IVOL) (Panel
B). Finally, the five idiosyncratic volatility portfolios are averaged over each of the five beta portfolios. Hence they
control for beta by having large cross-portfolio variation in idiosyncratic volatility but little variation in beta. In
either Panel A or B, the first row labeled “Single-Sorted” reports the average monthly returns of these quintile
portfolios formed by single-sorting IVOL or E(IVOL); the four rows labeled “average” reports average returns for
idiosyncratic volatility quintile portfolios after controlling for one of the four beta measures respectively; the next
five rows report returns for five idiosyncratic volatility portfolios within each of the five βd,co portfolios. The column
labeled “High-Low” reports the difference of returns between portfolio 5 and portfolio 1. The column labeled “FFC4
alpha” reports the average Fama-French-Carhart four-factor alphas. The columns labeled “t-stat” report the Newey-
West robust t-statistic in parentheses. The sample period is from January 1993 to December 2010. The first portfolio
formation month is December 1993, and the last is November 2010. Panel A displays the results double-sorted by
beta and then IVOL, Panel B by beta and then E(IVOL).
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Table 2.8: Fama-MacBeth regressions with beta and idiosyncratic volatility

βs βc βd,oc βd,co ME BM MOM IVOL E(IVOL) CSK CKT RSK RKT MAX ILLIQ

0.21
(1.26)

0.63 0.13
(1.71) (1.09)

0.63 0.07
(1.85) (0.61)

0.46 0.07
(2.19) (0.58)

0.02 0.46 -0.53 -0.25 0.00 -0.06 0.59 -0.01 -0.50 -0.07 0.00 -0.21
(0.05) (1.88) (-4.33) (-1.81) (0.42) (-0.50) (1.05) (-0.10) (-1.96) (-1.63) (-0.09) (-1.88)
0.09 0.31 -0.54 -0.24 0.00 -0.06 0.46 0.01 -0.53 -0.05 0.00 -0.20

(0.23) (1.88) (-4.50) (-1.69) (0.48) (-0.50) (0.81) (0.08) (-2.09) (-1.25) (-0.03) (-1.89)

0.48
(1.78)

0.48 0.35
(1.38) (1.78)

0.56 0.21
(1.75) (1.07)

0.37 0.26
(1.93) (1.25)

-0.06 0.49 -0.51 -0.23 0.00 0.06 0.58 -0.03 -0.52 -0.06 -0.02 -0.20
(-0.14) (2.01) (-4.26) (-1.67) (0.32) (0.37) (1.03) (-0.21) (-2.06) (-1.37) (-1.04) (-1.83)
0.03 0.31 -0.52 -0.22 0.00 0.07 0.44 0.01 -0.54 -0.05 -0.02 -0.19

(0.09) (1.85) (-4.47) (-1.60) (0.41) (0.42) (0.78) (0.10) (-2.15) (-1.07) (-0.90) (-1.82)

This table reports the estimated regression coefficients and t-statistics (in parentheses) of Fama-MacBeth cross-
sectional regressions with beta and idiosyncratic volatility. The sample consists of all stocks that are constituents
of the S&P500 index over 1993-2010. The following variables are considered. βs denotes the standard beta. βc

denotes the continuous beta. βd,oc denotes the open-to-close discontinuous beta. βd,co denotes the close-to-open
discontinuous beta. ME denotes the logarithm of the market capitalization of firms. BM denotes the ratio of the
book value of common equity to the market value of equity. MOM is the compound gross return from month t´ 7
to t´ 1. IVOL is a firm’s idiosyncratic volatility at the end of month t. E(IVOL) is a firm’s expected idiosyncratic
volatility estimated from model (2.18). CSK is the coskewness variable. CKT is the cokurtosis variable. RSK is
the realized skewness computed from the high-frequency data. RKT is the realized kurtosis computed from the
high-frequency data. MAX represents the maximum daily raw return of that month. ILLIQ represents the logarithm
of the average daily ratio of the absolute stock return to the dollar trading volume of that month.
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Table 2.9: Full model Fama-MacBeth regressions with different betas
Panel A: Full model Fama-MacBeth regressions with different βc

Frequency βc βd,co ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

5 min
-0.27 0.34 -0.57 -0.24 0.00 -0.02 0.47 0.09 -0.50 -0.05 0.00 -0.27

(-0.67) (2.25) (-4.33) (-1.64) (0.49) (-0.17) (0.84) (0.70) (-1.95) (-1.00) (-0.14) (-2.29)

25 min
0.03 0.30 -0.57 -0.24 0.00 -0.03 0.41 0.07 -0.53 -0.04 0.00 -0.23

(0.09) (2.07) (-4.51) (-1.63) (0.50) (-0.22) (0.75) (0.54) (-2.08) (-0.83) (-0.09) (-2.09)

75 min
0.15 0.28 -0.54 -0.21 0.00 -0.05 0.43 0.01 -0.54 -0.04 0.00 -0.21

(0.41) (2.06) (-4.48) (-1.43) (0.44) (-0.42) (0.77) (0.08) (-2.14) (-0.96) (0.09) (-1.95)

125 min
0.25 0.23 -0.53 -0.22 0.00 -0.04 0.51 -0.03 -0.54 -0.03 -0.01 -0.20

(0.79) (1.67) (-4.29) (-1.56) (0.53) (-0.37) (0.91) (-0.24) (-2.10) (-0.74) (-0.18) (-1.79)

180 min
0.15 0.26 -0.54 -0.21 0.00 -0.03 0.46 -0.02 -0.56 -0.04 0.00 -0.23

(0.46) (1.89) (-4.41) (-1.50) (0.45) (-0.29) (0.83) (-0.13) (-2.18) (-0.86) (-0.10) (-2.02)

mix
0.19 0.25 -0.47 -0.21 0.00 -0.03 0.45 0.02 -0.56 -0.04 -0.01 -0.20

(0.58) (1.82) (-3.92) (-1.44) (0.51) (-0.28) (0.81) (0.16) (-2.20) (-0.83) (-0.18) (-1.77)

Panel B: Full model Fama-MacBeth regressions with different βd,oc

Frequency βc βd,oc ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

5 min
0.16 0.37 -0.55 -0.26 0.00 -0.03 0.45 0.00 -0.53 -0.06 0.00 -0.22

(0.40) (1.41) (-4.45) (-1.80) (0.38) (-0.29) (0.79) (0.00) (-2.11) (-1.26) (0.06) (-2.00)

25 min
0.11 0.36 -0.54 -0.24 0.00 -0.03 0.48 0.00 -0.52 -0.06 0.00 -0.21

(0.28) (1.71) (-4.42) (-1.67) (0.40) (-0.30) (0.85) (-0.03) (-2.06) (-1.38) (0.03) (-1.92)

75 min
0.03 0.46 -0.52 -0.23 0.00 -0.05 0.57 -0.01 -0.52 -0.06 0.00 -0.21

(0.08) (1.90) (-4.31) (-1.59) (0.37) (-0.44) (1.01) (-0.09) (-2.03) (-1.44) (0.01) (-1.91)

125 min
0.01 0.48 -0.52 -0.24 0.00 -0.06 0.55 -0.03 -0.53 -0.06 0.00 -0.21

(0.02) (1.92) (-4.29) (-1.67) (0.38) (-0.49) (0.98) (-0.24) (-2.07) (-1.44) (0.07) (-1.86)

180 min
0.02 0.48 -0.52 -0.23 0.00 -0.06 0.58 -0.04 -0.57 -0.06 0.00 -0.21

(0.05) (1.89) (-4.30) (-1.61) (0.33) (-0.55) (1.02) (-0.32) (-2.21) (-1.34) (0.16) (-1.92)

mix
0.07 0.47 -0.52 -0.23 0.00 -0.04 0.58 -0.03 -0.53 -0.06 0.00 -0.22

(0.17) (2.00) (-4.26) (-1.60) (0.40) (-0.37) (1.01) (-0.24) (-2.11) (-1.36) (0.06) (-1.98)

This table reports the estimated regression coefficients under full model and their t-statistics (in parentheses) of Fama-
MacBeth cross-sectional regressions with different betas. The sample consists of all stocks that are constituents of
the S&P500 index over 1993-2010. The following variables are considered. βc denotes the continuous beta. βd,oc

denotes the open-to-close discontinuous beta. βd,co denotes the close-to-open discontinuous beta. ME denotes the
logarithm of the market capitalization of firms. BM denotes as the ratio of the book value of common equity to the
market value of equity. MOM is the compound gross return from month t´ 7 to t´ 1. IVOL is a firm’s idiosyncratic
volatility at the end of month t. CSK is the coskewness variable. CKT is the cokurtosis variable. RSK is the realized
skewness computed from the high-frequency data. RKT is the realized kurtosis computed from the high-frequency
data. MAX represents the maximum daily raw return of that month. ILLIQ represents the logarithm of the average
daily ratio of the absolute stock return to the dollar trading volume of the that month. For each row in Panel A, βc is
computed using a different sampling frequency. The column labeled “Frequency” represents the sampling frequency
used for βc. For each row in Panel B, βd,oc is computed using a different sampling frequency. The column labeled
“Frequency” represents the sampling frequency used for βd,oc.
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Table 2.10: Fama-MacBeth regressions: predicting different holding period returns
with betas computed from different lengths of historical data

Panel L H βc βd,oc βd,co ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

I 6 1 0.04 0.43 -0.56 -0.24 0.00 -0.02 0.67 0.01 -0.52 -0.05 0.00 -0.23
(0.11) (2.15) (-4.55) (-1.70) (0.47) (-0.20) (1.18) (0.07) (-2.02) (-1.21) (0.11) (-2.07)
0.15 0.24 -0.57 -0.23 0.00 -0.02 0.60 0.02 -0.49 -0.04 0.00 -0.23

(0.47) (1.94) (-4.61) (-1.61) (0.56) (-0.18) (1.06) (0.13) (-1.91) (-0.93) (0.17) (-2.08)

II 12 3 -0.48 1.84 -1.15 -0.48 0.02 0.04 1.86 -0.16 -0.88 -0.22 0.03 -0.21
(-0.41) (3.03) (-3.55) (-1.42) (1.19) (0.19) (1.41) (-0.53) (-1.67) (-1.89) (0.52) (-0.64)
0.25 0.81 -1.19 -0.47 0.02 0.10 1.45 -0.11 -0.95 -0.18 0.03 -0.16

(-0.25) (3.11) (-3.62) (-1.40) (1.34) (0.44) (1.09) (-0.38) (-1.80) (-1.70) (0.64) (-0.49)

III 12 6 -0.43 3.05 -1.95 -0.90 0.04 0.15 3.77 -0.51 -1.17 -0.37 0.13 0.02
(-0.17) (2.52) (-2.35) (-1.20) (1.39) (0.33) (1.61) (-0.85) (-1.10) (-1.94) (1.37) (0.02)
0.38 1.66 -2.05 -0.83 0.05 0.27 3.17 -0.41 -1.24 -0.33 0.13 0.05

(0.16) (2.42) (-2.50) (-1.11) (1.51) (0.62) (1.36) (-0.70) (-1.18) (-1.81) (1.40) (0.06)

IV 12 12 4.77 5.11 -5.19 -2.14 0.06 0.74 4.34 -1.00 -1.38 -0.55 0.30 -0.42
(0.76) (2.06) (-2.23) (-1.32) (1.01) (0.91) (0.83) (-0.61) (-0.63) (-1.29) (1.45) (-0.23)
5.85 3.26 -5.35 -1.94 0.07 0.88 3.84 -0.99 -1.42 -0.51 0.29 -0.40

(0.98) (1.78) (-2.35) (-1.25) (1.12) (1.14) (0.73) (-0.63) (-0.64) (-1.19) (1.48) (-0.22)

This table reports the estimated regression coefficients and t-statistics (in parentheses) of full model Fama-MacBeth
cross-sectional regressions for predicting the next H-month cumulative returns using betas computed from the pre-
vious L-month high-frequency returns. The sample consists of all stocks that are constituents of the S&P500 index
over 1993-2010. The following variables are considered. βc denotes the continuous beta. βd,oc denotes the open-
to-close discontinuous beta. βd,co denotes the close-to-open discontinuous beta. ME denotes the logarithm of the
market capitalization of firms. BM denotes the ratio of the book value of common equity to the market value of
equity. MOM is the compound gross return from month t ´ 7 to t ´ 1. IVOL is a firm’s idiosyncratic volatility at
the end of month t. CSK is the coskewness variable. CKT is the cokurtosis variable. RSK is the realized skewness
computed from the high-frequency data. RKT is the realized kurtosis computed from the high-frequency data. MAX
represents the maximum daily raw return of that month. ILLIQ represents the logarithm of the average daily ratio
of the absolute stock return to the dollar trading volume of the that month.
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3

Jump Tails, Extreme Dependencies, and the
Distribution of Stock Returns

3.1 Introduction

Tail events and non-normal distributions are ubiquitous in finance. The earliest compre-

hensive empirical evidence for fat-tailed marginal return distributions dates back more than

half a century to the influential work of Mandelbrot (1963) and Fama (1965). It is now well

recognized that the fat-tailed unconditional return distributions first documented in these,

and numerous subsequent, studies may result from time-varying volatility and/or jumps in

the underlying stochastic process governing the asset price dynamics. Intuitively, periods

of high-volatility can result in seemingly “extreme” price changes, even though the returns

are drawn from a normal distribution with light tails, but one with an unusually large vari-

ance; see e.g., Bollerslev (1987), Mikosch and Starica (2000), and the empirical analyses

in Kearns and Pagan (1997) and Wagner and Marsh (2005) pertaining to the estimation

of tail parameters in the presence of GARCH effects. On the other hand, the aggregation

of multiple jump events over a fixed time interval will similarly result in fat-tailed asset

return distributions, even for a pure Lévy-type jump processes with no dynamic depen-

dencies; see, e.g., Carr et al. (2002). As such, while fundamentally different, these two
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separate mechanisms will both manifest themselves in the form of apparent “tail” events

and leptokurtic marginal return distributions.1

These same general issues carry over to a multivariate context and questions related

to “extreme” dependencies across assets. In particular, it is well documented that the

correlations between equity returns, both domestically and internationally, tend to be

higher during sharp market declines than during “normal” periods;2 see e.g., Longin and

Solnik (2001) and Ang and Chen (2002). Similarly, Starica (1999) documents much stronger

dependencies for large currency moves compared to “normal-sized” changes, while Jondeau

(2010) based on an explicit parametric model reports much stronger tail dependence on

the downside for several different equity portfolios.

In parallel to the marginal effects discussed above, it is generally unclear whether

these increased dependencies in the tails are coming from commonalities in time-varying

volatilities across assets and/or common jumps. Poon et al. (2004), for instance, report

that “devolatilizing” the daily returns for a set of international stock markets significantly

reduces the joint tail dependence, while Bae et al. (2003) find that time-varying volatility

and GARCH effects can not fully explain the counts of coincident “extreme” daily price

moves observed across international equity markets. More closely related to the present

chapter, recent studies by Bollerslev et al. (2008), Jacod and Todorov (2009), and Gobbi

and Mancini (2009), based on high-frequency data and nonparametric methods, have all

argued for the presence of common jump arrivals across different assets, thus possibly

inducing stronger dependencies in the “extreme.”

In light of these observations, one of the goals of the present chapter is to separate jumps

from volatility to more directly assess the “extreme” dependencies inherent in the jump

tails. Motivated by the basic idea from asset pricing finance that only non-diversifiable

systematic jump risks should be compensated, we further dissect the jumps into their

1 Importantly, these different mechanisms also have very different pricing implications and risk
premia dynamics, as recently explored by Bollerslev and Todorov (2011b).

2 The use of simple linear correlations as a measure of dependence for “extreme” observations has
been called into question by Embrechts et al. (2002), among others.
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systematic and idiosyncratic components. This decomposition in turn allows us to compare

and contrast the behavior of the two different jump tails and how they impact the return

distributions.3 Our estimation methodology is based on the idea that even though jumps

and time-varying volatility may have similar implications for the distribution of the returns

over coarser sampling frequencies, the two features manifest themselves very differently in

high-frequency returns. Intuitively, treating the volatility as locally constant over short

time horizons, it is possible to perfectly separate jumps from the price moves associated

with the slower temporally varying volatility through the use of increasingly finer sampled

observations. Empirically, this allows us to focus directly on the high-frequency “filtered”

jumps. Relying on the insight from Bollerslev and Todorov (2011a) that regardless of any

temporal variation in the jump intensity, the jump compensator for the “large” jumps

behaves like a probability measure, we non-parametrically estimate the decay parameters

for the univariate jump tails using a variant of the Peaks-Over-Threshold (POT) method.4

Going one step further, we characterize the extreme joint behavior of the “filtered” jump

tails through non-parametric estimates of Pickands (1981) dependence function as well as

the residual tail dependence coefficient of Ledford and Tawn (1996, 1997). The Pickands

dependence function succinctly characterizes the dependence of the limiting bivariate ex-

treme value distribution. When the latter has independent marginals, the residual tail

dependence coefficient further discriminates among the dependencies that disappear in the

limit.5 We implement several different estimators for the Pickands dependence function

and the residual tail dependence coefficient. Together with the estimated decay parame-

ters for each of the underlying univariate extreme distributions, these summary measures

3 In a related context, Barigozzi et al. (2010) have recently explored a factor structure for disen-
tangling the total realized variation for a large panel of stocks into a single systematic component
and remaining idiosyncratic components, while Todorov and Bollerslev (2010) propose a framework
for the estimation of separate continuous and jump CAPM betas.

4 The POT method for characterizing extremes dates back to Fisher and Tippett (1928). It has
been formalized more recently by Balkema and de Haan (1974) and Pickands (1975); for general
textbook discussions see also Embrechts et al. (2001) and Jondeau et al. (2007).

5 In technical terms, the Pickands dependence function captures asymptotic tail dependence, while
the residual tail dependence coefficient captures pre-asymptotic tail dependence.

50



effectively describe the key features of the bivariate joint tail behavior.6

Our actual empirical analysis is based on high-frequency observations for fifty large

capitalization stocks and the S&P 500 aggregate market portfolio spanning the period from

1997 through 2010. We find that the number of “filtered” idiosyncratic jumps exceeds the

number of systematic jumps for all of the stocks in the sample, and typically by quite a large

margin. Nonetheless, the hypothesis of fully diversifiable individual jump risk is clearly

not supported by the data, thus pointing to more complicated dependence structures in

the tails than hitherto entertained in most of the existing asset pricing literature.7

Even though the assumption of “light” Gaussian jump tails can not necessarily be

rejected for many of the individual estimates, the combined evidence for all of the stocks

clearly supports the hypothesis of heavy jump tails. Our estimates for the individual jump

tail decay parameters also suggest that the tails associated with the systematic jumps are

slightly fatter than those for the idiosyncratic jumps, albeit not uniformly so. Somewhat

surprisingly, we also find that the right tail decay parameters for both types of jumps in

quite a few cases exceed those for the left tail.

Our estimates of various dependence measures reveal a strong degree of tail dependence

between the market-wide jumps and the systematic jumps in the individual stocks. This

therefore calls into question the assumption of normally distributed jumps previously used

in the asset and derivatives pricing literature.

Further, comparing our high-frequency based estimation results with those obtained

from daily returns, we find that the latter indicate much weaker tail dependencies. In-

tuitively, while the estimates based on the daily returns represent the tail dependence

attributable to both systematic jumps and common volatility factors, both of which may

6 For a general textbook discussion of the relevant concepts, see, e.g., Coles (2001) and Beirlant
et al. (2004). Existing applications of these ideas have primarily been restricted to climatology and
insurance. Steinkohl et al. (2010), for instance, have recently employed this approach to characterize
the asymptotic dependence for high-frequency wind speeds across separate geographical locations.

7 The mere existence of market-wide jumps, of course, refutes the hypothesis of fully diversifiable
jump risk as in Merton (1976). The estimates reported in, e.g., Eraker et al. (2003), also suggest
large risk premia for systematic jump risk.
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naturally be expected to be associated with positive dependence, the idiosyncratic jumps

when aggregated over time will tend to weaken the dependence. In contrast, by focusing

directly on the high-frequency “filtered” systematic and idiosyncratic jumps, we are able

to much more accurately assess the true extreme jump tail dependencies, and assess how

the different effects impart the dependencies in the lower-frequency daily returns.

The rest of the chapter is organized as follows. Section 3.2 introduces the formal set-

up and assumptions. Section 3.3 outlines the statistical methodology and econometric

procedures, beginning in Section 3.3.1 with the way in which we disentangle jumps from

continuous prices moves, followed by a discussion of our univariate tail estimation proce-

dures in Section 3.3.2, and the framework that we rely on for assessing the joint jump tail

dependencies in Section 3.3.3. Section 3.4 presents the results from an extensive Monte

Carlo simulation study designed to assess the properties of the different estimators in an

empirically realistic setting. Section 3.5 summarizes our main empirical results, starting

in Section 3.5.1 with a brief description of the data, followed by our findings pertaining

to the individual jump tails in Section 3.5.2, and the bivariate jump tail dependencies in

Section 3.5.3. Section 3.6 concludes.

3.2 Formal setup and assumptions

We will work with a total of M ` 1 financial asset prices. The individual assets will

be enumerated 1, ...,M , while the aggregate market portfolio will be indexed by 0.8 The

dynamics for the log-price for the j’th asset is assumed to follow the generic semimartingale

process,

dp
pjq
t “ α

pjq
t dt` σ

pjq
t dW

pjq
t `

ż

R
xµpjqpdt, dxq, j “ 0, ...,M, (3.1)

where α
pjq
t and σ

pjq
t are locally bounded processes, W

pjq
t denote possibly correlated Brown-

ian motions, and µpjqpds, dxq are integer-valued random measures that capture the jumps

8 The M individual assets do not comprise the full market, so that p
p0q
t isn’t simply given by a

weighted average of the p
pjq
t j “ 1, ...,M prices.
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in p
pjq
t over time dt and size dx.9

Our main focus centers on the behavior of the jumps in the individual assets; i.e., the

µpjqpds, dxq measures for j “ 1, ...,M . We will further categorize these jumps as being

either systematic or idiosyncratic depending upon their association with the market-wide

jumps, or µp0qpds, dxq. As we show below, as long as the systematic market factor is

assumed to be directly observable, such a decomposition can easily be formally justified

and implemented empirically.10

To more rigorously set out our procedures, let

T pjq
r0,T s “

!

s P r0, T s : ∆ppjqs ‰ 0
)

, j “ 0, ...,M,

where ∆p
pjq
s ” p

pjq
s ´ p

pjq
s´, denotes the set of jump times for asset j. The T pjq

r0,T s sets may in

theory be infinite, but countable, as the jump processes may be infinitely active.11 Note

that in a standard one-factor market model T p0q
r0,T s Ă T

pjq
r0,T s, although this need not be the

case in general.

Further denote with µpj,0qpds, dxq the jump measure for asset j for the jumps that occur

at the same time as the market-wide jumps; i.e., at times restricted to the intersection of

T pjq
r0,T s and T p0q

r0,T s. Similarly, let µpj,jqpds, dxq denote the jump measure for the asset j jumps

that occur at times restricted to the set T pjq
r0,T sz

!

T p0q
r0,T s X T

pjq
r0,T s

)

. Then by definition

µpjqpds, dxq ” µpj,0qpds, dxq ` µpj,jqpds, dxq, j “ 1, ...,M.

In parallel, denote with µp0,jqpds, dxq the jump measure for the aggregate market jumps

that arrive at the same time as the jumps in asset j; i.e., the counting measure for the

9 Equation (3.1) implicitly assumes that the jumps are of finite variation. This assumption only
restricts the behavior of the very small jumps, and has no practical implications for our subsequent

analysis of the jump tails. We also implicitly assume that α
pjq
t and σ

pjq
t both satisfy sufficient

integrability conditions.

10 The current analysis could also quite easily be extended to situations with more than one
observable systematic risk factor, including e.g., the popular Fama-French portfolios.

11 This has no practical implication for our statistical analysis, however, as we focus on the “large”
jumps, of which there are always a finite number in a finite sample.

53



systematic jumps restricted to the subset T p0q
r0,T s X T

pjq
r0,T s.

In addition, denote the compensators, or jump intensities, for µpj,0qpds, dxq,

µpj,jqpds, dxq and µp0,jqpds, dxq by dtb ν
pj,0q
t pdxq, dtb ν

pj,jq
t pdxq and dtb ν

p0,jq
t pdxq, respec-

tively, where ν
pj,0q
t pdxq, ν

pj,jq
t pdxq and ν

p0,jq
t pdxq are some nonnegative measures satisfying

the condition

ż

R
px2 ^ 1qν

pj,0q
t pdxq `

ż

R
px2 ^ 1qν

pj,jq
t pdxq `

ż

R
px2 ^ 1qν

p0,jq
t pdxq ă 8,

for any t ą 0. The main goal of the chapter in essence amounts to characterizing the tail

properties of ν
pj,0q
t pxq, ν

pj,jq
t pxq and ν

p0,jq
t pxq.

Rather than doing so directly, for theoretical reasons explained in Bollerslev and Todor-

ov (2011a), we will do so for their images under the following mappings

ψ`pxq “

"

ex ´ 1, x ě 0
0, x ă 0

ψ´pxq “

"

0, x ě 0
e´x ´ 1, x ă 0

. (3.2)

This in effect transforms the logarithmic jumps ∆ps into Ps´Ps´
Ps´

, or functions thereof, akin

to switching from discrete-time logarithmic returns to arithmetic returns. In practice, of

course, for the actually observed jumps, the difference between ∆ps and Ps´Ps´
Ps´

is very

small.

For the implementation of our estimation strategy, we will further assume that the

jump compensators ν
pj,0q
t pxq and ν

pj,jq
t pxq satisfy

νtpdxq
pj,dq “ pϕ

`pj,dq
t 1txą0u ` ϕ

´pj,dq
t 1txă0uqν

pj,dqpdxq, j “ 1, ...,M, d “ 0, j,

νtpdxq
p0,jq “ pϕ

`pj,0q
t 1txą0u ` ϕ

´pj,0q
t 1txă0uqν

p0,jqpdxq, j “ 1, ...,M,

(3.3)

where ϕ
˘pj,0q
t and ϕ

˘pj,jq
t are nonnegative-valued stochastic processes with càdlàg paths.12

The separability of the jump compensators into time and jump size in equation (3.3) is

12 Note that equation (3.3) implicitly assumes that the temporal variation in the jump intensities for

asset j and the market portfolio constrained to the set T p0q
r0,T sX T

pjq
r0,T s are the same. This restriction

is unavoidable for the class of time-changed Lévy processes.
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trivially satisfied for almost all of the parametric jump models hitherto analyzed in the

literature, including the popular affine jump-diffusion class of models advocated by, e.g.,

Duffie et al. (2000).

Next, denote the tail jump intensities by ν
˘pj,dq
ψ pxq “

ş

ψ˘puqěx ν
˘pj,dqpduq, for x P R`.

We will then assume that for some (and hence any) x ą 0 and u ą 0, the ratio13

ν
˘pj,dq
ψ pu` xq

ν
˘pj,dq
ψ pxq

, (3.4)

is in the domain of attraction of an extreme value distribution and satisfies a second-order

condition as in, e.g., Smith (1987).14 Recall, see, e.g., Theorem 1.2.5 of de Haan and

Ferreira (2006), that a distribution function F is defined to be in the domain of attraction

of an extreme value distribution if and only if for some positive valued function f ,

lim
uÒx˚

1´ F pu` xfpuqq

1´ F puq
“ p1` ξxq´1{ξ, (3.5)

where 1`ξx ą 0, and x˚ denotes the endpoint of the distribution; i.e., x˚ “ suptx : F pxq ă

1u. The case ξ ą 0 corresponds to heavy-tailed distributions, ξ “ 0 defines light tails with

infinite end points (e.g., the normal), while ξ ă 0 corresponds to short-tailed distributions

with finite end points (e.g. the uniform). In the empirically most relevant heavy-tailed case,

the extreme value approximation amounts to assuming that ν
˘pj,dq
ψ pxq are regularly varying

at infinity functions; i.e., ν
˘pj,dq
ψ pxq “ x´β

˘pj,dq
L˘pj,dqpxq, where β˘pj,dq ą 0 corresponds to

1{ξ in (3.5), and L˘pj,dqpxq are slowly varying at infinity functions.

To facilitate the discussion of our assumptions needed for the systematic jump tail

dependencies, we will let ν
pjq
systpxq for x P R2zp0, 0q denote a measure with marginals

13 Note that although the jump intensity ν
˘pj,dq
ψ pxq is not a distribution function, the ratio is.

14 The condition effectively restricts the deviations from the power law tail behavior. It is well-
known that second order terms in the tails can generate finite sample biases in the estimation of tail
parameters. Our estimation procedure, as explained in more detail in Section 3.3 below, is based on
the Peaks-Over-Threshold method, which as shown in Smith (1987), Section 4, is location-invariant
and generally less biased than the popular Hill estimator. Methods for reducing the bias of the Hill
estimator have been discussed in, e.g., Baek and Pipiras (2010), and some of the references therein.
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ν
pjq
systprx ˆ p´8,`8qsq “ νpj,0qpxq and ν

pjq
systprp´8,`8q ˆ xsq “ νp0,jqpxq for x P R, re-

spectively. This measure controls the time-invariant part of the jump compensator of the

jumps in asset j and the market constraint to the common set T p0q
r0,T sX T

pjq
r0,T s. Generalizing

the univariate tail measures to a vector rx1, x2s P R2
`zp0, 0q, we denote the corresponding

jump tail intensity by ν
˘pjq
syst,ψprx1, x2sq “

ş

ψ˘pu1qěx1 Y ψ˘pu2qěx2
ν
˘pjq
syst pdru1, u2sq.

15

We will then assume that for some (and hence any) x P R2zp0, 0q and u P R2
`, the ratio

ν
˘pjq
syst,ψpu` xq

ν
˘pjq
syst,ψpxq

, (3.6)

is in the domain of attraction of a mutlivariate extreme value distribution and satisfies

certain second order conditions as in, e.g., Einmahl et al. (1997). Recall, see, e.g., Theo-

rem 6.2.1 of de Haan and Ferreira (2006), that a bivariate distribution function F , with

marginals Fi in the domain of attraction of expp´p1` ξixq
´1{ξiq for i “ 1, 2, is defined to

be in the domain of attraction of a multivariate extreme value distribution G if and only

if for every x, y ą 0,

lim
uÑ8

1´ F pU1pu ¨ xq, U2pu ¨ yqq

1´ F pU1puq, U2puqq
“

ż π{2

0

ˆ

1^ tanpθq

x
_

1^ cotpθq

y

˙

Φpdθq

N

logGp0, 0q,

(3.7)

where Uip¨q for i “ 1, 2 denote the inverse of the functions x Ñ 1{p1 ´ Fipxqq that s-

tandardize the marginals to belong to the domain of attraction of expp´1{xq, and the

distribution function Φp¨q is concentrated on r0, π{2s and satisfies the terminal condition

şπ{2
0 p1^ tanpθqqΦpdθq “

şπ{2
0 p1^ cotpθqqΦpdθq “ 1. Following Einmahl et al. (1997), Φp¨q is

commonly referred to as the spectral, or angular, measure of the extreme value distribu-

tion. It accounts for the tail dependence between the two components and together with

the extreme value distributions for the marginals completely characterizes the bivariate

extreme value distribution.

15 Formally, this definition only pertains to the quadrants of R2 for which the signs of the jumps
coincide. It would be trivial, albeit notationally more cumbersome, to extend the analysis to jumps
of opposite signs. However, those cases are practically irrelevant.
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Rather than directly estimating and interpreting the angular extreme value measure,

empirically it is more convenient to characterize the tail dependencies through Pickands

(1981) dependence function. This function is formally defined from Φp¨q as

Apuq “

ż π{2

0
pp1´ uqp1^ tanpθqq _ up1^ cotpθqqqΦpdθq, u P r0, 1s. (3.8)

The function Apuq is convex and restricted to lie in the unit triangle; i.e., u _ p1 ´ uq ď

Apuq ď 1, with endpoints Ap0q “ Ap1q “ 1. The lower bound of the triangle u _ p1 ´ uq

corresponds to perfect dependence, while the upper bound of unity is obtained for asymp-

totically independent variables; see, e.g., the discussion in Coles (2001) and Beirlant et al.

(2004). In particular, as first pointed out by Sibuya (1960), a bivariate normal distribution

with correlation less than unity has asymptotically independent tails and implies Apuq “ 1

for all u P r0, 1s.

Going one step further, the overall degree of asymptotic dependence may be conve-

niently summarized in terms of the single extreme tail-dependence coefficient,

χ “ lim
uÑ1´

P pF1pxq ą u|F2pyq ą uq , (3.9)

originally proposed by Sibuya (1960); see also the more recent discussion in Coles et al.

(1999). Intuitively, this measure gives the probability of observing an “extreme” observa-

tion in one of the series given that the other series is also “extreme.” For two asymptotically

independent series with Apuq ” 1 it follows that χ “ 0. More generally, it is possible to

show that χ “ 2
`

1´Ap1
2q
˘

, so that the extreme tail-dependence coefficient is directly

related to the value of Pickands dependence function at one-half.

The above characterization of the tail dependence via the limiting multivariate extreme-

value distribution does not discriminate between distributions with asymptotically inde-

pendent tails and χ “ 0. Yet, in practice it might be interesting to further differentiate the

dependencies depending upon the rate at which they disappear in the tails. To this end,
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we calculate the additional statistic proposed by Ledford and Tawn (1996, 1997),

lim
uÑ8

P pX ą U1puxq, Y ą U2puxqq

P pX ą U1puq, Y ą U2puqq
“ x´1{η, x ą 0, η P p0, 1s. (3.10)

We will refer to η as the residual tail dependence coefficient. A value of η “ 1 is associated

with asymptotic dependence (i.e., a bivariate distribution with χ ‰ 0), while η ă 1 implies

asymptotic independence (i.e., a bivariate distribution with χ “ 0). Specifically, for a

bivariate normal distribution χ “ 0, while η “ p1 ` ρq{2 where ρ denotes the standard

correlation coefficient. More generally, taken together the χ and η coefficients succinctly

summarizes the characteristics of the dependencies in the tails.16

Before we discuss the actual inference procedures that we rely on in quantifying the

different theoretical measures outlined above, it is important to stress that all of these

pertain to “large” jumps and corresponding “extreme” dependencies. We have essentially

nothing to say about the dependencies inherent in the “smaller” jumps related to the

pathwise properties of the process and the degree of jump activity. An empirical study of

these features would be interesting, but it would also necessitate the use of entirely different

statistical techniques from the ones that we discuss next.

3.3 Jump tail estimation from High-Frequency data

We will assume the availability of equidistant price observations for each of the M+1

assets over the discrete time grid 0, 1
n ,

2
n , ..., T , where n P N and T P N. We will denote the

log-price increments over the corresponding discrete time-intervals r i´1
n , in s by ∆n

i p
pjq “

p
pjq
i
n

´p
pjq
i´1
n

. Our estimation procedures will rely on both increasing sampling frequency and

time span; i.e., nÑ 8 and T Ñ 8. Intuitively, we will use in-fill asymptotics, or nÑ 8,

to non-parametrically separate jumps from continuous price moves, and more conventional

16 Note that our analysis relates explicitly to the cross-sectional dependence inherent in the sys-
tematic jumps, as opposed to the temporal dependencies in the returns. In fact, the Pickands
dependence function is not necessarily the most informative measure for characterizing dependen-
cies over different points in time; see e.g., the discussion in Hill (884, 2011).
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long-span asymptotics, or T Ñ 8, and Extreme Value Theory (EVT) for our inference

about the jump tails. We begin with a discussion of the former.

3.3.1 Separating jumps from volatility

In our separation of the price increments into jumps and continuous price moves we take

into account both the strongly persistent day-to-day variation and the intraday diurnal

patterns in the volatility; see, e.g, Andersen and Bollerslev (1997). In order to do so, for

each day, t “ 1, ..., T , and each asset, j “ 0, 1, ...,M , in the sample, we first compute the

Realized Variation (RV) and Bipower Variation (BV), defined by

RV
pjq
t “

tn`n
ÿ

i“tn`1

|∆n
i p
pjq|2, BV

pjq
t “

π

2

tn`n
ÿ

i“tn`2

|∆n
i p
pjq||∆n

i´1p
pjq|, (3.1)

respectively. Under weak regularity conditions and nÑ8, see e.g., Andersen et al. (2003a)

and Barndorff-Nielsen and Shephard (2004, 2006),

RV
pjq
t

P
ÝÑ

ż t`1

t
pσpjqs q

2ds`

ż t`1

t

ż

R
x2µpjqpds, dxq, BV

pjq
t

P
ÝÑ

ż t`1

t
pσpjqs q

2ds. (3.2)

Note that the Bipower Variation consistently estimates only the part of the total variation

due to continuous prices moves, or the so-called daily integrated variance.

Based on these daily realized variation measures, we subsequently estimate the Time-

of-Day (TOD) volatility pattern for each of the stocks and the aggregate market by,17

TOD
pjq
i “

n
řT
t“1 |∆

n
it
p|21

ˆ

|∆n
it
ppjq| ď τ

b

BV
pjq
t ^RV

pjq
t n´$

˙

řnT
s“1 |∆

n
s p|

21
´

|∆n
s p
pjq| ď τ

b

BV
pjq
rs{ns ^RV

pjq
rs{nsn

´$
¯ , it “ pt´ 1qn` i, (3.3)

where i “ 1, ..., n, τ ą 0 and $ P p0, 0.5q are both constants, and 1p¨q denotes the indicator

function. The truncation of the price increments implied by τ and $ in the definition of

TOD
pjq
i effectively removes the jumps. Hence TOD

pjq
i measures the ratio of the diffusive

17 Note, the asymptotic limit of BV
pjq
t is always below that ofRV

pjq
t . The trimming BV

pjq
ri{ns^RV

pjq
ri{ns

is merely a finite-sample adjustment.
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variation over different parts of the day relative to its average value for the day. In the

empirical analysis reported below we set τ “ 2.5 and $ “ 0.49 (the Monte Carlo simulation

evidence reported in Section 3.4 further corroborates our choice of these truncation levels).

Intuitively, this means that we classify as jumps all of the high-frequency price increments

that are beyond two-and-a-half standard deviations of a local estimator of the correspond-

ing stochastic volatility. The resulting TOD
pjq
i ’s generally exhibit the well-known U-shaped

pattern as a function of i over the trading day.18

Relying on a similar approach, we estimate the Continuous Variation over the whole

day using a modification of the truncated variation measure originally proposed by Mancini

(2009),

CV
pjq
t “

tn`n
ÿ

i“tn`1

|∆n
i p
pjq|21

´

|∆n
i p
pjq| ď α

pjq
i n´$

¯

. (3.4)

Consistency and asymptotic normality of this estimator for nÑ8 and appropriate choice

of truncation level follow from Mancini (2009) and Jacod (2008). The truncation level α
pjq
i

that we actually use in separating the “realized” jumps from the continuous price moves is

chosen adaptively based on our preliminary estimates of the stochastic volatility over the

day together with the within-day volatility pattern. Specifically,

α
pjq
i “ τ

c

pBV
pjq
ri{ns ^RV

pjq
ri{nsq ˚ TOD

pjq
i´ri{nsn, i “ 1, ..., nT, (3.5)

with τ and $ set to the same values as discussed above. We rely on the difference between

the continuous and previously defined realized variation measures,

JV
pjq
t “ RV

pjq
t ´ CV

pjq
t

P
ÝÑ

ż t`1

t

ż

R
x2µpjqpds, dxq, (3.6)

for consistently estimating the total variation attributable to jumps.

18 Further details concerning our TOD
pjq
i estimates are available upon request. This same approach

has also recently been used by Bollerslev and Todorov (2011b), who do provide a plot of the

estimated TOD
p0q
i for the aggregate market.
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We also use the identical truncation approach to directly identify the sets of high-

frequency jump increments for each of the assets,

pT pjq
r0,T s “

!

i P r0, nT s : |∆n
i p
pjq| ě α

pjq
i n´$

)

, j “ 0, 1, ...,M. (3.7)

Similarly, we define the sets of systematic and idiosyncratic jump times by,

pT pj,0q
r0,T s “

pT pjq
r0,T s X

pT p0q
r0,T s,

pT pj,jq
r0,T s “

pT pjq
r0,T sz

!

pT pjq
r0,T s X

pT p0q
r0,T s

)

, j “ 1, ...,M. (3.8)

Armed with these high-frequency based estimates for the times and actual “realized”

jumps, we next show how to use these in our estimation of the jump tail characteristics.

We begin with the univariate jump tails.

3.3.2 Univariate jump tails

To keep the notation simple, we will focus on the right tail and the systematic jumps.

Our estimation of the parameters for the negative and/or idiosyncratic jumps proceed

analogous.

The general assumptions about the jump tails set out in Section 3.2 imply that

1´
ν
`pj,0q
ψ pu` xq

ν
`pj,0q
ψ pxq

appr
„

#

1´
`

1` ξ`pj,0qu{η`pj,0q
˘´1{ξ`pj,0q

, ξ`pj,0q ‰ 0,

e´u{η
`pj,0q

, ξ`pj,0q “ 0,
(3.9)

where u ą 0, x ą 0 is some “large” value, and η`pj,0q ą 0;19 for additional discussion of the

approximating Generalized Pareto distribution, see, e.g., Embrechts et al. (2001). Now,

denote the (re-scaled) scores associated with the log-likelihood function of the Generalized

Pareto distribution by,

φ`1 pu, ξ
`pj,0q, η`pj,0qq “

1

η`pj,0q

¨

˝1´
´

1` ξ`pj,0q
¯

˜

1`
ξ`pj,0qu

η`pj,0q

¸´1
˛

‚,

φ`2 pu, ξ
`pj,0q, η`pj,0qq “ log

˜

1`
ξ`pj,0qu

η`pj,0q

¸

´

´

1` ξ`pj,0q
¯

$

&

%

1´

˜

1`
ξ`pj,0qu

η`pj,0q

¸´1
,

.

-

,

(3.10)

19 Note that with fat tails and β`pj,0q ą 0, as discussed in Section 3.2, η`pj,0q ” x
β`pj,0q

and

ξ`pj,0q ” 1
β`pj,0q

.
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where i “ 1, 2 refer to the derivatives with respect to η`pj,0q and ξ`pj,0q, respectively. Then,

for truncation level tr
pj,0q
T increasing to infinity with T Ñ8,

ż t

0

ż

R
φ`i pψ

`pxq ´ tr
pj,0q
T , ξ`pj,0q, η`pj,0qq1

´

ψ`pxq ě tr
pj,0q
T

¯

µpj,0qpds, dxq, i “ 1, 2,

behave approximately as martingales. Combined with our previously discussed procedures

for directly “filtering” the “large” jumps from the high-frequency data, this in turn allows

for the construction of a standard method-of-moments type estimators for the jump tail

parameters.

In particular, following Bollerslev and Todorov (2011a) the simple-to-implement mo-

ment conditions defined from the two martingales above and the jump sets defined in

equation (3.8),

ÿ

iP pT pj,0q
r0,T s

¨

˝

φ`1 pψ
`p∆n

i p
pjqq ´ tr

pj,0q
T , ξ`pj,0q, η`pj,0qq1

´

ψ`p∆n
i p
pjqq ě tr

pj,0q
T _ ψ`pα

pjq
i n´$q

¯

φ`2 pψ
`p∆n

i p
pjqq ´ tr

pj,0q
T , ξ`pj,0q, η`pj,0qq1

´

ψ`p∆n
i p
pjqq ě tr

pj,0q
T _ ψ`pα

pjq
i n´$q

¯

˛

‚,

(3.11)

should both be arbitrarily close to zero asymptotically under the joint fill-in and long-span

asympotics. Moreover, the precision of the resulting estimator for ξ`pj,0q, determined by

the asymptotic limiting variance of the moment conditions, may be conveniently expressed

as,

yVar
´

pξ`pj,0q
¯

“
1

M
`pj,0q
T

´

1` pξ`pj,0q
¯2
, (3.12)

where

M
`pj,0q
T “

ÿ

iP pT pj,0q
r0,T s

1
´

ψ`p∆n
i p
pjqq ě tr

pj,0q
T _ ψ`pα

pjq
i n´$q

¯

, (3.13)

denotes the actual number of jumps used in the estimation.

In order to actually implement these estimating equations, we obviously need to specify

the truncation level tr
pj,0q
T for each of the assets, j “ 0, 1, ...,M . This choice must balance
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the two opposing effects associated with the use of more jumps in the estimation generally

resulting in smaller sampling error, versus the use of more, and hence smaller, jumps

resulting in poorer approximation by the EVT distribution in equation (3.9). In the main

empirical result reported on below, we set tr
`pj,0q
T so that M

`pj,0q
T {T “ 0.02, corresponding

to jumps of that size or larger occurring 5´ 6 times per year.20

Our calculations for the jumps in pp0q that belong to the set pT pj,0q
r0,T s proceed in exactly

the same fashion. Note, that in the following it is always the case that M
`pj,0q
T “M

`p0,jq
T .

We next turn to a discussion of our multivariate estimation procedures and the empirical

strategies that we use for assessing the “extreme” jump tail dependencies.

3.3.3 Jump tail dependencies

We will focus our discussion on the estimation of the tail dependencies between the jumps

in the aggregate market and the systematic jumps in the individual stocks; i.e., the jumps in

pp0q and ppjq that arrive at the same time corresponding to the set T p0q
r0,T sXT

pjq
r0,T s. However,

the same basic estimation techniques may be applied to other bivariate series, and we do

so for other pairs of returns and jump tails in the empirical section.

Following the discussion in Section 3.2, our main estimate for χ is derived from an

estimate of Pickands dependence function, Ap¨q. More specifically, we follow the approach

of Einmahl et al. (1997) by first estimating the underlying spectral measure; see also

Steinkohl et al. (2010). For i P pT pj,0q
r0,T s , denote

20 This choice, of course, directly dictates the accuracy of the estimator for ξ`pj,0q according to
the expression in equation (3.12). As noted below, we also experimented with the use of other
truncation levels in the empirical analysis, resulting in qualitatively very similar point estimates.
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pXi,1 “

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

M
`pj,0q
T

«

1`
pξ`pj,0q

pη`pj,0q
pψ`p∆n

i p
pjqq ´ tr

pj,0q
T q

ff1{pξ`pj,0q

1
tψ`p∆n

i p
pjqqětr

pj,0q
T u

`

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

M
`pj,0q
T piq

1
tψ`p∆n

i p
pjqqătr

pj,0q
T u

,

pXi,2 “

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

M
`p0,jq
T

«

1`
pξ`p0,jq

pη`p0,jq
pψ`p∆n

i p
p0qq ´ tr

p0,jq
T q

ff1{pξ`p0,jq

1
tψ`p∆n

i p
p0qqětr

p0,jq
T u

`

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

M
`p0,jq
T piq

1
tψ`p∆n

i p
p0qqătr

p0,jq
T u

,

(3.14)

where
ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ
refers to the number of elements in the set pT pj,0q

r0,T s , M
`pj,0q
T piq refers to the

number of elements k in the set pT pj,0q
r0,T s for which ψ`p∆n

kp
pjqq ą ψ`p∆n

i p
pjqq with M

`p0,jq
T piq

defined in an analogous way from the jumps ∆n
kp
p0q. Let

pRi “ pXi,1 ` pXi,2, (3.15)

denote the sum of the two marginals. An initial estimator for Pickands dependence function

is then naturally obtained by,

pA`pj,0qpuq “
2

M
`pj,0q
T

ÿ

iP pT pj,0q
r0,T s

1

ˆ

pRi ą pRˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ
´M

`pj,0q
T ,

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

˙ max
!

p1´ uq pXi,1, u pXi,2

)

pRi
,

where u P r0, 1s, pR
i,

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

denotes the i-th order statistics.

Following Beirlant et al. (2004), Section 9.4.1, we further modify this initial estimator,

rA`pj,0qpuq “ max
!

u, 1´ u, pA`pj,0qpuq ` 1´ p1´ uq pA`pj,0qp0q ´ u pA`pj,0qp1q
)

, u P r0, 1s.

(3.16)

so that it always stays within its lower asymptotic bound of maxp1´ u, uq and the upper

bound of unity. Using the relationship discussed in Section 3.2, our primary estimate for
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the extreme tail-dependence coefficient is simply obtained by evaluating this function at

one-half,

pχj,0 “ 2p1´ rAj,0p1{2qq. (3.17)

Turning next to the estimation of η. This can easily be accomplished by appealing to

the regular variation result in (3.10) in conjunction with a Hill-type estimator (see, e.g.,

Ledford and Tawn (1996) and Draisma et al. (2004) for a discussion of the relevant ideas),

pη`pj,0q “
1

M
`pj,0q
T

M
`pj,0q
T ´1
ÿ

i“0

log

¨

˝

Tˇ
ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ
´M

`pj,0q
T ,

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

Tˇ
ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ
´i,

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

˛

‚, (3.18)

where T
i,

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

denotes the i-th order statistics of Ti, which in turn is defined for every

i P pT pj,0q
r0,T s as

Ti “

ˇ

ˇ

ˇ

pT pj,0q
r0,T s

ˇ

ˇ

ˇ

M
`pj,0q
T piq _M

`p0,jq
T piq

. (3.19)

The two nonparametric estimators for χ and η in equations (3.17) and (3.18), respectively,

serve as our main statistics for characterizing the tail dependencies in the empirical analysis.

However, in effort to further verify the robustness of our conclusions, we also implemented

a few alternative estimators and additional summary type statistics.

In particular, following Davis and Mikosch (2009), the χ coefficient may alternatively

be estimated from the so-called extremogram,

pχj,0E “

ř

iP pT pj,0q
r0,T s

1
´

ψ`p∆n
i p
p0qq ě tr

p0,jq
T , ψ`p∆n

i p
pjqq ě tr

pj,0q
T

¯

M
`pj,0q
T

. (3.20)

The extreme tail-dependence coefficient may also be estimated by semiparametric tech-

niques under the assumption of a logistic dependence structure for Pickands dependence

function,

A
p0,jq
θ puq “

´

u1{θ ` p1´ uq1{θ
¯θ
, θ P p0, 1s,
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where total dependence corresponds to the limiting case θ Ñ 0, while independence is

obtained for θ “ 1.21 We denote the resulting estimate for χ, by

pχj,0l “ 2p1´ pAj,0θ p1{2qq. (3.21)

Lastly, we also calculate Kendall’s tau τk and Spearman’s rho ρs coefficients for the

systematic jump pairs for which each of the individual elements are above the tr
pj,0q
T and

tr
p0,jq
T thresholds, respectively. These two coefficients are, of course, quite widely used in

the literature as “distribution-free” dependence measures.

This completes our discussion of the different estimation procedures. Before turning to

our discussion of the actual empirical findings based on high-frequency intraday data for a

large cross-section of individual stocks, we first summarize the results from a Monte Carlo

simulation study designed to assess the reliability of the different estimators and the choice

of truncation levels.

3.4 Monte Carlo

The estimators discussed in the previous section are based on Extreme Value Theory (EVT)

approximations, along with in-fill asymptotics, or n Ñ 8, to non-parametrically identify

the jumps, and long-span asymptotics, or T Ñ8, for estimating the jump tail dependence

parameters. In practice, of course, we do not have access to continuous price records over

an infinitely long sample, and it is instructive to consider how the estimators perform in a

controlled simulation setting that more closely mimics that of the actual data.

The bivariate model that we use in our simulations of the theoretical market prices p
p0q
t ,

and the prices for the individual stock p
p1q
t , is based on the affine jump-diffusion model used

21 This is a semiparametric estimator, in the sense that it avoids parametric assumptions about
the marginals. Our actual implementation is based on censored maximum likelihood techniques
following Ledford and Tawn (1996), and we refer to that paper for additional details.
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extensively in the empirical asset pricing literature,

p
p0q
t ´ p

p0q
0 “

ż t

0

a

VsdW
p0q
s `

ÿ

sďNt

Zp0qs ,

p
p1q
t ´ p

p1q
0 “

ż t

0

a

VsdW
p1q
s `

ÿ

sďNt

Zp1qs ,

Vt ´ V0 “ 0.0128

ż t

0
p3´ Vsqds` 0.0954

ż t

0

a

VsdBs,

(3.22)

where W
p0q
t , W

p1q
t are Brownian motions with CorrpW

p0q
1 ,W

p1q
1 q “ 0.4,22 both independent

from the Brownian motion Bt, while conditional on

tVtutě0, Nt „ Poisson
´

λ
6

şt
0 Vsds` 0.5p1´ λqt

¯

. The persistence of the square-root volatil-

ity process and the volatility-of-volatility parameter are both taken directly from Eraker

et al. (2003), with the mean parameter adjusted to reflect the median diffusive volatility

of the individual stocks in our empirical application. As for the conditionally Poisson dis-

tributed jumps, we fix λ at 0 or 1 resulting in constant and time-varying jump intensities,

respectively, both of which imply an average unconditional intensity corresponding to a

jump every other day. The distribution of the jump sizes, pZ
p0q
s , Z

p1q
s q, s “ 1, 2, ..., are

assumed to be i.i.d. with CDF,

Gpx0, x1q “ CθpF px0q, F px1qq, (3.23)

where F p¨q refers to the CDF of a truncated at 0.2 zero-mean normal variable with standard

deviation equal to 0.91,23 and the Gumbel-Hougard (logistic) copula,

Cθpu0, u1q “ exp

ˆ

´

”

p´logu0q
1{θ ` p´logu1q

1{θ
ıθ
˙

, u0, u1 P r0, 1s, (3.24)

directly links jumps. As such, the extreme dependence between the systematic jumps

22 This correlation closely matches the average correlation between the jump-adjusted five-minute
returns of the individual stocks and the aggregate market in our panel data.

23 These parameters imply an expected squared jump size equal to 1.0, which again closely matches
that of the actual data analyzed below. This jump specification is also similar to the one previously
used by Jacod and Todorov (2009).
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is simply controlled by the value of θ, with θ “ 1 corresponding to independence, and

complete dependence arising for θ Ñ 0.

All of our results are based on a total of 1,000 replications, with each of the replications

consisting of 252ˆ 10 “days”, or 10 “years”, of simulated data. We record the prices at 77

equidistant times within each “day”, corresponding to a 5-minute sampling frequency, as

employed in our actual empirical analysis.

We also allow for market microstructure noise in some of the simulations, by assuming

that at observation times i “ 0, 1
n ,

2
n , ..., T , instead of observing p

p0q
i and p

p1q
i , we actually

observe their “contaminated” counterparts

p
p0q˚
i “ p

p0q
i ` ε

p0q
i , p

p1q˚
i “ p

p1q
i ` ε

p1q
i , (3.25)

where pε
p0q
i , ε

p1q
i q is i.i.d. bivariate normally distributed with correlation 0.5, and variances

equal to 3`0.5
4ˆ76ˆp1´0.1q . This implies that the noise accounts for 10% of the total return

variation at the 5-minute sampling frequency, which is generally in line with the numbers

reported in the extensive empirical study of Hansen and Lunde (2006).

The results of the Monte Carlo study are summarized in Table 3.1 in the form of

the median and interquartile range across the 1,000 replications. The first three columns

pertain to the infeasible case where we directly observe pZ
p0q
s , Z

p1q
s q, s “ 1, 2, ..., and thus do

not need to first “filter” the jumps from the discretely observed high-frequency returns. The

first column gives the results for the extreme tail dependence parameter equal to χ “ 0.50.

This is close to the median estimated value for the systematic jumps in the actual data.

Columns 2 and 3 give the results for χ “ 0.25 and χ “ 0.75, respectively. For the cases of

high and medium tail dependence, the estimators for χ are all approximately unbiased and

reasonably precisely determined. The case of low dependence contains a small upward bias.

This holds true regardless of the estimator used for inferring the extreme tail dependence

parameter. Comparing the estimator pχ in equation (3.17) based on Pickands dependence

function with the one based on the extremogram pχE in equation (3.20), the two estimators

are generally close, with the former being marginally more precise. The semiparametric
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estimator pχl based on the known logistic tail dependence function and censored maximum

likelihood, not surprisingly, tend to result in the smallest biases overall.

Turning to the residual tail dependence coefficient, all of the cases reported in the table

formally imply η “ 1. The estimates of η in the first three columns are indeed close to 1,

albeit somewhat downward-biased, with the bias naturally being the most severe in column

two for χ “ 0.25. All in all, however, the pair of estimates for χ and η generally provide

good and reliable diagnostic for gauging the tail dependence inherent the true systematic

jumps.

The last two panels in the table report the results for Kendall’s tau pτk and Spearman’s

rho pρs. The true population values of these commonly used statistics are not known in

the present setting, and as such it is more difficult to formally judge the results from the

simulations. Nonetheless, it is comforting that the ranking of the median values of the

estimates across the three different scenarios are in concert with the degree of extreme

dependence implied by the values of χ. At the same time, however, the variation in the

estimates for τk and ρs within each of the different scenarios is obviously much greater

than the variation in the estimates for χ.

We turn next to a brief discussion of the empirically more realistic cases in columns

4´ 8, where we first need to “filter” the jumps from the high-frequency data. For ease of

comparisons, we fix the logistic copula parameter such that χ “ 0.5 in all of the cases.24

Columns 4-6 compare the effect on the estimation from the use of different truncation

levels in equation (3.5) equal to τ “ 2.5, 2.0, 3.0, respectively. As seen from the table,

there is generally very little difference in the estimates across the three different truncation

levels. Intuitively, the actual estimates of the different tail parameters are only based on

the relatively large sized jumps, while the tuning parameter τ mostly affects the inference

about the smaller sized jumps. Indeed, comparing the feasible setups in columns 4´6 with

the infeasible scenario in the first column, it is clear that the “filtering” of the jumps does

24 As already noted, this is close to median estimate for χ for the systematic jumps in the empirical
analysis discussed in the next section.
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not materially affect the estimation of the tail dependence measures. The only noticeable

difference being the estimates for the residual tail dependence coefficient η, for which the

downward bias does increase somewhat relative to its theoretical value of unity.

The results in column 7 for λ “ 1, and jumps with time-varying jump intensity, are

almost identical to the ones with constant jump intensity, or λ “ 0, reported in column

4. Intuitively, since our estimates of the tail dependence are based directly on the jumps

instead of first aggregating the jumps over time, any temporal dependencies in the jump

arrivals should not affect the estimates.

Lastly, we report in column 8 the results based on the “contaminated” p
p0q˚
i and p

p1q˚
i

prices. The differences between column 4 and 8 are again negligible. Our estimates for the

tail dependence measures are all based on the “large” jumps, and the presence of market

microstructure “noise” does not materially affect our ability to separate the “large” jumps

from the diffusive price moves and the smaller sized jumps.

Taken as a whole, the results in Table 3.1 confirm that the different estimators for χ all

perform well and give rise to similar conclusions. In the empirical results discussed next

we therefore only report detailed findings for pχ based on Pickands dependence function

coupled with shorter summaries for the other statistics, leaving detailed results for all of

the different estimators to Table 3.8 - Table 3.17.

3.5 Empirical results

3.5.1 Data

Our high-frequency data for the individual stocks was obtained from Price-data. It consists

of 5-minute transaction prices for the fifty largest capitalization stocks included in the S&P

100 index with continuous price records from mid 1997 until the end of 2010.25 The price

records cover the trading hours from 9:35 EST to 16:00 EST, for a total of 76 intraday

return observations per day. Our proxy for the aggregate market portfolio is based on

25 The actual start date and number of complete trading days available for each of the stocks in
the sample differ slightly, ranging from a low of 3,330 to a high of 3,413, with a medium of 3,410
days.
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comparable 5-minute data for the S&P 500 futures index obtained from Tick Data Inc.

Table 3.2 provides key summary statistics for each of the stocks included in the sample

as well as the S&P 500 futures index (SPFU). Not surprisingly, the average continuous

variation (CV) for all of the individual stocks far exceeds that of the market. Similarly,

the variation attributable to jumps (JV) is also numerically much larger for each of the

individual stocks than it is for the market. In terms of the total variation, the share due to

jumps ranges from a low of 19.6% to a high of 29.2%, with a median value across all fifty

stocks of 21.5%. In contrast, the corresponding number for the aggregate market index

equals 16.1%, so that jump risk appears to be relatively more important at the individual

stock level.

The last two columns in the table, which report the total number of systematic and

idiosyncratic jumps detected for each of the stocks, further corroborates this idea. For

almost all of the stocks the total number of jumps exceed the number of market-wide

jumps for the S&P 500. These numbers also suggest very high overall jump intensities

ranging from slightly more than one jump per day to about one jump every other day.26

The finding that the individual stocks contain more jumps than the market is consistent

with the hypothesis of diversifiable individual jump risk originally put forth by Merton

(1976). Of course, the mere existence of jumps at the market level refutes the conjecture

that jump risk is entirely firm specific.

Further to this effect, the number of so-called systematic jumps, or jumps in the indi-

vidual stocks that occur at the same time the market jumps, are clearly non-trivial. Still,

it is obviously not the case that when a “large” market jump occurs, it automatically

triggers “large” jumps in all of the individual stocks. As such, a simple linear one factor

market model appears too simplistic to describe the relation between the individual and

market-wide jumps, and in turn the joint dependencies in the jump tails.

In order to more clearly visualize the different types of jump sets, we plot in Figure 3.1

26 With infinitely activity jumps, the total number of “significant” jumps will naturally be ex-
pected to increase to infinity for ever increasing sampling frequency, and these numbers need to be
interpreted accordingly.
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the 5-minute logarithmic prices for three separate days for IBM, as a representative stock,

and the S&P 500 market portfolio. For ease of comparison, we normalize the logarithmic

price at the beginning of the day to zero across all of the panels. The top panel shows

the intraday prices on October 29, 2002, a day where the aggregate market jumped but

IBM did not. The jump in the market obviously occurred at 10:00EST, and is readily

associated with a disappointing reading of the Consumer Confidence Index released at

that exact time.27 The middle panel shows the prices on January 3, 2001, a day with a

systematic jump in IBM. The timing of the systematic jumps is again readily associated

with the surprise cut in the Federal Funds Rate announced at 13:10EST on that day. The

final third panel shows February 26, 2008, when the board of directors for IBM announced

at 11:00EST that they had authorized $15 billion in additional funds for stock repurchases,

resulting in an idiosyncratic jump in IBM, but no discernable discontinuities in the within-

day prices for the aggregate market.

We continue next with a discussion of our estimation results pertaining to the idiosyn-

cratic and systematic jump tail distributions.

3.5.2 Marginal jump tails

Our estimation results for the scalar tail decay parameter ξ for each of the marginal jump

tail distributions are reported in Table 3.3. The relevant truncation levels for the different

tails are determined by the equivalent of 0.02 times the daily sample sizes, along with

τ “ 2.5 in equation (3.3). Corresponding asymptotic standard errors for each of the

individual estimates are immediately available from the formula in equation (3.12).

Looking first at the results for the S&P 500 market portfolio, both of the jump tails are

heavy with the right tail decaying at a slower rate than the left, or pξ`p0,0q ą pξ´p0,0q ą 0.

This is consistent with the empirical evidence reported in Bollerslev and Todorov (2011a),

and directly refutes the popular compound Poisson jump model with normally distributed

27 Andersen et al. (2003b) and Anderson et al. (2007), among many others, have previously stud-
ied the relationship between regularly scheduled macroeconomic news announcements and jumps
and/or large price movements in asset prices.

72



jump sizes that have been used extensively in the existing literature.

Turning to the results for the systematic jumps in the individual stocks, most of the

point estimates for ξ are positive, again indicating heavy-tailed jump distributions. In

parallel to the results for the market, for several of the stocks the estimate for the right tail

appears larger than the left.28 Of course, given the relatively low number of observations

invariably available for the estimation of the jump tails, many of the estimates are not

significantly different from zero when judged by their individual standard errors of approx-

imately M´1{2 « 0.121 under the null hypothesis of light tails. Taken as a whole, however,

the cross-sectional evidence clearly suggests that the systematic jumps are heavy-tailed.29

At the same time, the dispersion in the estimates again suggests that the relationship be-

tween the individual and market-wide jumps is not well described by a simple one factor

market model, which would imply identical systematic jump tail decay parameters across

all of the stocks.

The estimates for the idiosyncratic jump tails are reported in the last two columns of

the table. Almost all of the point estimates are again positive, and for many of the stocks

are bellow those for the systematic jump tails. Also, in parallel to the systematic jump

tails, the tail decay parameters for the right tails in quite a few cases dominate those for

the left, indicative of greater upside potential than downside firm-specific risks.

Meanwhile, as previously noted, given the relatively short time span and limited number

of “tail” observations underlying the estimation, all of the point estimates are admittedly

somewhat imprecise.30 To check the robustness of the results, we therefore redid the

28 Related empirical evidence for overall larger right tails in half-hourly raw returns for various
sector indexes has recently been reported by Straetmans et al. (2008).

29 Related to this, Kelly (2012) has recently explored ways in which to increase the efficiency of tail
index estimation by pooling the estimates across different stocks. His estimates, however, are based
on coarser daily frequency returns and not the jump tails per se, and do not explicitly differentiate
between the systematic and idiosyncratic parts of the tails.

30 Thirteen-and-a-half years might, of course, not seem like a short time span, but it leaves us with
only 60-70 observations. As discussed above, this choice of truncation is essentially dictated by a
usual bias-variance tradeoff, with the use of lower truncation levels resulting in more observations
and everything else equal more accurate estimates on the one hand, but potentially larger deviations
from the asymptotic approximations and therefore larger biases on the other.
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estimation for the idiosyncratic jump tails based on a truncation level equivalent to a total

of 200 jump tail observations, implying a smaller asymptotic standard error under the null

of ξ “ 0 approximately equal to M´1{2 « 0.071. The resulting estimates are generally

fairly close to the ones based on the larger truncation level, with medium estimates of

0.177 and 0.212 for the right and left tail decay parameters, respectively, compared to the

values of 0.187 and 0.214 reported in the table.31

To more directly illustrate the estimation results, we plot in Figure 3.2 the relevant jump

tail estimation for IBM together with the actually observed “moderate” to “large” sized

jumps. To facilitate the visual comparisons, the tails are plotted on a double logarithmic

scale.32 As is evident from the figure, the overall magnitude of the idiosyncratic jump tails

in the bottom two panels dominate the systematic ones depicted in the top two panels.

At the same time, the corresponding estimates for ξ are all quite similar, except for the

right systematic jump tail shown in the top right panel, which appears to decay at a

somewhat slower rate. The generally excellent fits afforded by the estimated solid lines

for the actually observed jump tails, also directly underscore the accuracy of the marginal

EVT approximation underlying our estimation procedures.33

31 Further details concerning these robustness checks are available upon request. We also exper-
imented with the use of lower truncation levels for the estimation of the systematic jump tails.
However, the total number of systematic jumps for each of the stocks defined by the set in (3.8)
and the relatively high threshold level in (3.5) naturally limit the total number of systematic jumps,
as reported in Table 3.2. As such, the jumps identified as systematic are truly “large” in a join-
t sense, and the jumps actually used in the estimation much “deeper” in the tails than a naive
comparison of their number relative to the total number of systematic jumps would suggest.

32 The flat lines for the actually observed jumps at ´8.14 « logp1{3, 413q correspond to the occur-
rence of one jump of that particular size in the sample. Similarly, for the other apparent lines at
logpj{3, 413q for integer j.

33 Importantly, the new procedures would also allow us to meaningfully extrapolate the behavior
of the jump tails and corresponding “extreme” jump quantiles to levels which would be impossible
to accurately estimate with standard parametric approaches and lower-frequency, say daily, data;
for further discussion along these lines see Bollerslev and Todorov (2011a).
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3.5.3 Systematic jump tail dependencies

High-Frequency dependencies

Before we discuss the general set of estimation results pertaining to all of the fifty stocks,

it is instructive to again consider the jump tail dependencies that we are after by looking

at IBM as a representative stock. To this end, we plot in Figure 3.3 the pairs of realized

positive and negative systematic jumps for IBM and the S&P 500 market portfolio. The

figure clearly reveals a strong positive association between the systematic jumps in the

stock and the jumps in the market index. Visual inspection also suggests that for IBM this

association might be slightly stronger for the negative than the positive jumps, albeit not

overwhelmingly so.34

Of course, we are primarily interested in the “extreme” tail dependencies, and the

probability/intensity of observing a “large” jump in one of the individual stocks given that

the market jumped by a “large” amount. As discussed above, this probability follows di-

rectly from Pickands dependence function. Our estimates of that function for the negative

(solid line) and positive (dashed line) systematic IBM and market-wide jumps are plotted

in Figure 3.4. Both of the estimated curves are far below unity, as would be implied by

independent tails, and much closer to the lower bound of perfect dependence as indicated

by the triangle. Moreover, while simple visual inspection of the aforementioned scatter plot

in Figure 3.3 seemingly points to somewhat stronger dependencies for the negative jump

tails, the non-parametrically estimated “extreme” dependence functions are fairly close

throughout most of the support. The corresponding estimates for the tail-dependence co-

efficients obtained by evaluating the functions at one-half together with the formula for χ

in equation (3.17) equal 0.625 and 0.655 for the right and left tails, respectively. Hence,

counter to the naive impression from Figure 3.3 and many stories in the popular finan-

cial press about various “doomsday scenarios,” our formal high-frequency based estimates

actually suggest very similar asymptotic tail dependencies during sharp market rallies, or

34 The simple linear correlations for the jump pairs depicted in the two panels equal 0.856 and
0.746 for the negative and positive jumps, respectively.
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positive jumps, and periods of steep market declines, or negative jumps.35

To further help gauge the magnitude of the estimated dependencies, we also include

in Figure 3.4 estimates of Pickands dependence function based on the raw high-frequency

5-minute returns. These functions are systematically higher, and the resulting tail depen-

dencies lower, than the ones based on the systematic jump tails. Intuitively, the dependence

in the raw returns manifests several features in the underlying latent bivariate semimartin-

gale process that describes the joint dynamics of the two price series. On the one hand, the

presence of common, or systematic, jumps tends to produce strong tail dependencies, as

directly evidenced by the previously discussed estimates. On the other hand, the presence

of idiosyncratic jumps tends to weaken the tail dependencies. Similarly, pure diffusive price

moves formally imply asymptotic independence. At the same time, however, the presence

of time-varying stochastic volatility will tend to generate tail dependence through periods

of high volatility. As further discussed below, the joint influence of all of these separate

effects in turn combine to account for the weaker tail dependencies observed with the raw

high-frequency returns.

These specific results for IBM carry over to the rest of the stocks in the sample. In

particular, turning to Table 3.4, the first two columns in the table show the estimated

asymptotic tail dependencies for the raw 5-minute returns for each of the fifty stocks.

These estimates are generally fairly low. The results also closely mirror those obtained by

restricting the sample to only those 5-minute returns that are classified as jumps, or the

set pT pjq
r0,T s. By contrast, the estimated dependence coefficients for the systematic jump tails,

or the returns in the set pT pj,0q
r0,T s “

pT pjq
r0,T s X

pT p0q
r0,T s, are all very high ranging from 0.455 to

0.662. The estimates are also surprisingly close to symmetric for most of the stocks, and

if anything slightly larger for the right tails.

35 This, of course, also contrasts with many of the estimates reported in the existing empirical
finance literature based on daily, or coarser frequency, data and standard correlation based measures,
or parametric GARCH type models allowing for time-varying dynamic correlations, which typically
point to stronger dependencies on the downside; see, e.g., Engle (2009) and the many references
therein. We will try to reconcile these differences below by directly attributing the tail dependencies
in daily returns to systematic jumps and commonalities in volatilities.

76



These conclusions based on pχ are further corroborated by the summary results reported

in Table 3.5 for the alternative statistics discussed in Section 3.3.3.36 As seen from the

table, the estimates for the extreme tail-dependence coefficient χ using the extremogram

and the semiparametric setting based on a logistic copula for the tail dependence lead to

essentially the same results as the ones reported in Table 3.4. For instance, the median

values of pχ`E and pχ´E for the systematic jump tails equal 0.603 and 0.574, respectively,

compared to 0.574 and 0.547 for pχ` and pχ´ in Table 3.4.

The estimates for the coefficient of residual tail dependence η are all reasonably close

to 1, as formally implied by χ ą 0, with the downward biases relative to unity comparable

to those documented in the Monte Carlo simulation study. Although more difficult to

interpret from a formal theoretical perspective, Kendall’s tau pτk and Spearman’s rho pρs

also both achieve their largest average values for the systematic jump tails. This again is

in concert with the results from the simulations.

All in all, these results clearly support the notion that most of the “extreme” joint

dependencies reside in the systematic jump tails. Building on this idea, we next show how

to identify and isolate the effect of common time-varying stochastic volatility as another

separate source of tail dependence in lower-frequency daily returns.

Daily dependencies

We continue to rely on the high-frequency data for explicitly “filtering” out the jumps in

the daily returns and variation measures. In particular, for each asset, j “ 0, 1, ...,M , and

day, t “ 1, ..., T , in the sample, the part of the daily returns associated with continuous

price moves are naturally estimated by the sum of the intraday high-frequency returns that

are not classified as jumps,

z
pjq
t “

tn
ÿ

i“pt´1qn`1

«

ˆ

∆n
i p
pjq

∆n
i p
p0q

˙

1

˜

|∆n
i p
pjq| ď α

pjq
i n´$

|∆n
i p
p0q| ď α

p0q
i n´$

¸ff

. (3.26)

36 To conserve space, we only report the median and interquartile range of the estimates obtained
across all of the fifty stocks. Detailed estimates for each of the individual stocks are given in a
supplementary Appendix available upon request.
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Under the assumption of finite variation jumps and weak additional regularity conditions, it

follows readily from the expression for the general semimartingale process in equation (3.1)

that for nÑ8,

z
pjq
t

P
ÝÑ

˜

şt
t´1 α

pjq
s ds`

şt
t´1 σ

pjq
s dW

pjq
s ds

şt
t´1 α

p0q
s ds`

şt
t´1 σ

p0q
s dW

p0q
s ds

¸

. (3.27)

The first integrals on the right-hand-side associated with the drifts in the individual stock

and aggregate market prices are both negligible, and will not affect the estimated daily tail

dependencies. Further, assuming the diffusive volatilities to be constant and the Brownian

motions not perfectly correlated, the terms associated with the second integrals would be

jointly normally distributed and hence result in asymptotically independent tails. Conse-

quently, any tail dependence between the two components in z
pjq
t is directly attributable

to time-varying stochastic volatility.

Going one step further, it is possible to non-parametrically “remove” the effect of the

stochastic volatility by standardizing z
pjq
t with an estimator of its quadratic variation.

Specifically, let

rz
pjq
t “

$

&

%

tn
ÿ

i“pt´1qn`1

«

ˆ

p∆n
i p
pjqq2 ∆n

i p
pjq∆n
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p0q
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,

.

-

´1{2

ˆz
pjq
t ,

where the estimator for the daily quadratic variation is based on a multivariate ver-

sion of the truncated Continuous Variation measure defined in equation (3.4).37 Then, in

analogy to the results discussed above, it follows that for nÑ8,

rz
pjq
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P
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xp
pjq
s , p

pjq
s y
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(3.28)

where xp
pjq
s , p

p0q
s y

c
pt´1,ts refers to the continuous part of the quadratic covariation between

ppjq and pp0q over the pt´ 1, ts daily time interval. As before, the impact of the drift terms

37 Note, this estimator is guaranteed to be positive semi-definite by construction.
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may be ignored, so that the non-parametrically “devolatilized” pairs of returns rz
pjq
t should

be approximately bivariate standard normally distributed.38

Motivated by these ideas, the right panel in Figure 3.4 plots Pickands dependence

functions for each of the bivariate IBM series z
pIBMq
t and rz

pIBMq
t . Our estimates are based

on exactly the same estimation procedures and truncation levels as the ones described

for the jump tails in Sections 3.3.2 and 3.3.3. Per the discussion above, we would expect

the left and right tail functions corresponding to rz
pIBMq
t to be close to unity. The two

curves in the figure confirm this, thus indirectly underscoring the accuracy of our empirical

approximations, and the minimal influence imparted by the finite-sample measurement

errors and “leverage effect.”

Further elaborating on these results, the wedge between the estimated dependence func-

tions for z
pIBMq
t and rz

pIBMq
t directly reveals the effect of the diffusive stochastic volatility

on the overall tail dependence. As seen from the figure, this wedge is obviously non-trivial,

and shows that time-varying volatility is indeed responsible for some of the asymptotic

tail dependence between the daily individual stock returns and the return on the aggre-

gate market portfolio. The figure also points to slightly stronger, albeit not by much, tail

dependencies in the positive (dashed line) than the negative (solid line) jump-adjusted “de-

volatilized” returns. This slight difference and reversal vis-a-vis the results for the raw daily

returns may in part be attributed to the within-day “leverage effect.” Meanwhile, com-

paring the two panels in Figure 3.4 and the magnitudes therein, the systematic jump tails

are clearly associated with much stronger “extreme” dependencies than the ones induced

by the more slowly moving daily diffusive volatility.

To further corroborate these specific results for IBM, we report in Table 3.6 the esti-

38 The approximation comes from the need to estimate the quadratic variation and a possible
“leverage effect,” or negative correlation between the within-day stochastic volatility and price
innovations. The latter should have only minimal effect, and if anything, result in slightly stronger
negative tail dependencies. A related univariate standardization approach has been proposed by
Andersen et al. (2007), and further explored empirically by Andersen et al. (2010), who confirm
that the jump-adjusted “devolatilized” returns for a sample of individual stocks are approximately
univariate standard normally distributed.
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mated tail dependence coefficients χ for the raw daily returns, the jump-adjusted returns

z
pjq
t , and the jump-adjusted “devolatilized” returns rz

pjq
t , for each of the fifty stocks in the

sample. For comparison purposes, we also include the results where we ignore the tempo-

ral variation in the continuous covariation and only standardize the jump-adjusted returns

by their respective univariate continuous variation measures; i.e., the series obtained by

restricting the off-diagonal elements in the matrix in equation (3.28) to be zero.39

Looking first at the results for the raw daily returns, the estimated tail-dependence

coefficients are generally quite close across all of the fifty stocks, with median values of

0.317 and 0.336 for the positive and negative tails, respectively. These numbers are, of

course, somewhat larger than the median dependencies estimated with the raw 5-minute

returns, but they are still dwarfed by the estimates for the systematic jump tails. Removing

all of the “large” jumps from the daily returns reduces slightly the average dependence-

coefficient estimates. This is consistent with the aforemention dependence coefficients for

the high-frequency “filtered” jumps reported in Table 3.4, which are slightly higher than

those for the raw 5-minute returns. The results for the univariate “devolatilized” returns

reported in the next pair of columns, confirm that some of the extreme tail dependence

may indeed be ascribed to time-varying volatility. For most of the stocks, the univariate

standardization reduces pχ´ and pχ` by more than a third relative to the estimates for

the jump-adjusted returns z
pjq
t .40 Meanwhile, standardizing the jump-adjusted returns

by the full realized continuous covariation matrix to explicitly account for the temporal

variation in the diffusive covariance risk as well, effectively eliminates all of the remaining

dependencies, and results in asymptotically independent tails.

The results for the alternative tail dependence coefficients summarized in Table 3.7

again corroborate the more detailed results for all of the individual stocks and pξ discussed

39 As previously noted, Andersen et al. (2010) have recently argue that a closely related univariate
standardization scheme results in approximate univariate standard normal distributions empirically.

40 This is also consistent with the earlier empirical evidence in Poon et al. (2004), who report that
standardizing daily international equity index returns by simple univariate parametric GARCH
models tends to reduce the estimated tail dependencies.
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above. In particular, the median values of pξl and pξE for the jump-adjusted bivariate

“devolatilized” returns are all close to zero, as are the median values for pτk and pρs. As

noted above, the residual tail dependence coefficient for a bivariate normal distribution

with correlation ρ “ 0 equals η “ p1 ` ρq{2. Hence, the values of pη close to 0.5 in the

last two columns provide further evidence that the standardized returns are indeed i.i.d.

bivariate normal distributed. These results also indirectly suggest that any within-day

dynamic “leverage effects” must be fairly small.

Taken as whole, the empirical results reported in Tables 3.6 and 3.7 show how the new

high-frequency based procedures developed here allow us to “dissect” the generic semi-

martingale representation in equation (3.1), and effectively assess the role of the different

components in generating tail dependencies.

3.6 Conclusion

We propose a new set of statistical procedures for dissecting the jumps in individual asset

returns into idiosyncratic and systematic components, and for estimating the joint distri-

butional features of the corresponding jump tails. Our estimation techniques are based on

in-fill and long-span asymptotics, together with extreme value type approximations. On

applying the estimation methods with a large panel of high-frequency data for fifty individ-

ual stocks and the S&P 500 market portfolio, we find that the idiosyncratic and systematic

jumps are both generally heavy tailed. We also find strong evidence for asymptotic tail

dependence between the individual stocks and the market index, with most of it directly

attributable to the systematic jump tails, and strong dependencies between the sizes of the

simultaneously occurring jumps. Further building on the same techniques, we document

non-trivial joint tail dependencies in longer horizon daily returns, and show how that de-

pendence may be ascribed to the high-frequency systematic jumps and commonalities in

the interdaily temporally varying stochastic volatility.

As such, our empirical findings highlight the importance of the new estimation frame-

work for better understanding and more accurately modeling tail and systemic risk events,
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like the ones experienced during the recent financial crises. The estimation techniques de-

veloped here could also be usefully applied with high-frequency data from different countries

in the study of “extreme” international market linkages and contagion-type effects. We

leave further empirical investigations along these lines for future work.
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Figure 3.1: IBM and market-wide jumps

.
Note: The figure shows the 5-minute logarithmic prices for IBM and the S&P 500 futures index
for October 29, 2002 (top panel), January 3, 2001 (middle panel), and February 26, 2008 (bottom
panel). The logarithmic prices are normalized to zero at the beginning of each day.
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Figure 3.2: IBM jump tails

.
Note: The figure shows the estimated (solid line) and actually observed (stars) systematic (top two
panels) and idiosyncratic (bottom two panels) negative (left two panels) and positive (right two
panels) jump tails for IBM. The tails are plotted on a double logarithmic scale. All of the jumps
are extracted from 5-minute returns spanning 1997 through 2010.
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Figure 3.3: IBM systematic jumps

.
Note: The figure shows the scatter of systematic negative (top panel) and positive (bottom panel)
jumps in IBM and the S&P 500 market portfolio. The jumps are extracted from 5-minute returns
spanning 1997 through 2010.
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Figure 3.4: Pickands dependence functions for High-Frequency and daily IBM
returns

.
Note: The figure shows estimates of Pickands dependence function for IBM and the S&P 500
market portfolio. The left panel is based on 5-minute returns (top two curves) and the systematic
jump tails (bottom two curves). The right panel is based on daily returns (bottom two curves) and

the jump-adjusted “devolatilized” daily returns (top two curves) denoted by rz
pjq
t in the main text.

The dashed (solid) lines correspond to the positive (negative) tails. The jumps are extracted from
5-minute returns and the sample spans the period from 1997 through 2010.
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Table 3.1: Monte carlo simulations
Design

1 2 3 4 5 6 7 8
pχ

true value 0.500 0.250 0.750 0.500 0.500 0.500 0.500 0.500
25th quantile 0.481 0.266 0.724 0.477 0.467 0.489 0.478 0.482
50th quantile 0.518 0.295 0.753 0.511 0.499 0.524 0.509 0.514
75th quantile 0.549 0.328 0.775 0.545 0.535 0.556 0.542 0.544

pχl
true value 0.500 0.250 0.750 0.500 0.500 0.500 0.500 0.500
25th quantile 0.443 0.215 0.704 0.424 0.428 0.420 0.416 0.400
50th quantile 0.493 0.261 0.748 0.476 0.479 0.478 0.467 0.467
75th quantile 0.537 0.318 0.774 0.517 0.519 0.521 0.513 0.511

pχE
true value 0.500 0.250 0.750 0.500 0.500 0.500 0.500 0.500
25th quantile 0.480 0.240 0.720 0.480 0.460 0.500 0.480 0.480
50th quantile 0.520 0.280 0.760 0.500 0.500 0.520 0.520 0.520
75th quantile 0.560 0.320 0.780 0.560 0.540 0.560 0.560 0.560

pη
true value 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
25th quantile 0.890 0.789 0.926 0.828 0.839 0.812 0.820 0.790
50th quantile 0.948 0.853 0.968 0.884 0.895 0.868 0.873 0.844
75th quantile 1.002 0.920 1.007 0.939 0.954 0.923 0.924 0.896

pτk
true value - - - - - - - -
25th quantile 0.298 0.158 0.504 0.259 0.257 0.255 0.243 0.234
50th quantile 0.352 0.225 0.556 0.321 0.319 0.318 0.307 0.300
75th quantile 0.406 0.284 0.606 0.381 0.380 0.381 0.376 0.362

pρs
true value - - - - - - - -
25th quantile 0.378 0.189 0.645 0.335 0.333 0.337 0.321 0.316
50th quantile 0.451 0.289 0.713 0.422 0.420 0.421 0.405 0.404
75th quantile 0.528 0.380 0.765 0.499 0.496 0.502 0.497 0.487

Note: The table reports the results from the Monte Carlo simulation study detailed in Sec-
tion 3.4 based on a total of 1,000 replications. All of the estimates are for the positive system-
atic jump tails. The eight different designs are defined as follows: 1: λ “ 0, χ “ 0.50, true
jumps; 2: λ “ 0, χ “ 0.25, true jumps; 3: λ “ 0, χ “ 0.75, true jumps; 4: λ “ 0, χ “ 0.50,
τ “ 2.5; 5: λ “ 0, χ “ 0.50, τ “ 2.0; 6: λ “ 0, χ “ 0.50, τ “ 3.0; 7: λ “ 1, χ “ 0.50, τ “ 2.5;

8: λ “ 0, χ “ 0.5, τ “ 2.5, and p
pjq˚
i , j “ 0, 1.
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Table 3.2: Summary statistics
CV JV Jump Counts

Ticker Mean st.dev. Mean st.dev. Systematic Idiosyncratic
AAPL 6.070 6.948 1.688 3.986 560 4941

GE 2.859 5.368 0.702 2.776 1002 4063
WMT 2.311 2.861 0.634 2.179 765 4309
IBM 2.082 2.819 0.508 1.687 768 3953
PG 1.624 2.278 0.452 1.660 703 4362
T 2.805 3.887 0.753 1.660 605 4895

JNJ 1.358 1.950 0.385 1.101 720 4874
JPM 4.123 8.821 1.029 3.064 787 4354
WFC 3.825 9.655 0.996 3.355 833 4566
ORCL 5.563 7.366 1.284 2.510 653 4488

KO 1.637 2.101 0.418 0.827 773 4720
PFE 2.243 2.609 0.609 1.409 673 4371

C 5.951 21.04 1.538 6.532 744 4110
BAC 4.659 14.13 1.151 4.442 799 4358
INTC 4.210 5.121 0.743 1.681 666 3613
SLB 4.050 5.671 0.851 1.436 445 4352

CSCO 4.565 6.224 0.895 2.312 667 3902
MRK 2.053 2.795 0.676 2.874 652 4701
PEP 1.913 2.393 0.520 1.493 595 4788
HPQ 3.600 4.528 1.073 2.508 681 4777
MCD 2.148 2.924 0.591 1.088 586 4928

AMZN 10.50 16.22 2.926 5.744 483 4886
QCOM 6.698 10.27 1.618 3.205 572 4302
OXY 3.483 5.983 0.879 1.599 511 5167
UTX 2.224 3.266 0.652 1.852 758 4923

F 5.166 17.40 1.800 6.495 534 5794
MMM 1.809 2.583 0.509 1.501 802 4693

CMCSA 4.338 5.469 1.792 2.606 651 8082
CAT 3.079 4.539 0.799 1.337 678 4843
HD 3.075 4.105 0.819 2.083 722 4606

FCX 5.741 9.484 2.047 3.098 400 8128
AMGN 3.281 4.284 0.901 1.632 595 4924

MO 2.088 2.558 0.763 2.873 526 5030
BA 2.685 3.387 0.713 1.428 622 4648

CVS 2.662 3.849 0.996 2.939 546 6227
EMC 5.931 7.489 1.409 3.196 567 4520
DD 2.711 3.552 0.669 1.520 729 4475

BMY 2.331 2.928 0.794 2.402 652 5225
HON 2.801 4.095 0.919 2.396 743 5430
NKE 2.554 3.152 0.936 1.910 503 5508
MDT 2.060 2.920 0.788 2.204 567 5541
UNH 2.880 4.257 1.044 2.294 441 5634
DOW 3.021 4.321 0.911 2.757 677 5189

CL 1.811 2.369 0.574 1.191 620 5344
TXN 5.460 6.196 1.261 2.498 609 4146
BK 4.260 12.20 1.287 5.521 825 5036

HAL 5.746 9.138 1.467 3.103 383 4759
WAG 2.590 3.027 0.812 1.829 617 5193
LOW 3.409 4.157 1.032 2.110 629 4921
SO 2.000 2.474 0.500 1.161 555 5259

min 1.358 1.950 0.385 0.827 383 3613
max 10.50 21.04 2.926 6.532 1002 8128
25th 2.229 2.921 0.671 1.608 567 4397
50th 2.950 4.207 0.865 2.249 652 4816
75th 4.318 6.767 1.131 2.923 727 5184

SPFU 1.050 2.022 0.201 0.765 4625

Note: The sample period for the fifty stocks range from mid 1997 through December 2010, for a
minimum of 3,330 to a maximum of 3,413 daily observations.
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Table 3.3: Jump tail decay parameters
Systematic Idiosyncratic

Ticker pξ` pξ´ pξ` pξ´

AAPL 0.137 0.335 0.503 0.002
GE 0.361 0.242 0.167 0.335

WMT -0.042 0.119 0.395 0.273
IBM 0.646 0.411 0.282 0.306
PG 0.180 0.205 0.340 0.243
T 0.400 0.248 0.020 0.264

JNJ -0.034 0.396 0.597 0.225
JPM 0.163 0.386 0.124 0.241
WFC 0.306 0.217 -0.159 0.074
ORCL 0.212 0.264 -0.092 -0.179

KO 0.180 0.208 0.317 0.342
PFE 0.094 0.316 0.153 0.221

C 0.481 0.371 -0.036 -0.002
BAC 0.887 0.389 0.112 0.259
INTC 0.443 0.185 0.330 0.109
SLB 0.111 0.253 0.132 0.217

CSCO 0.327 0.353 0.148 0.137
MRK 0.248 0.428 0.241 0.516
PEP 0.077 0.619 0.171 0.416
HPQ 0.335 0.097 0.047 -0.009
MCD 0.247 0.112 0.116 0.211

AMZN 0.176 -0.122 -0.137 0.204
QCOM 0.120 -0.128 0.121 -0.052
OXY 0.126 0.239 0.158 0.395
UTX 0.045 0.435 0.462 0.202

F 0.310 0.435 0.293 0.457
MMM 0.312 0.173 0.466 -0.043

CMCSA -0.030 0.022 0.067 0.109
CAT 0.210 -0.097 0.051 0.106
HD 0.266 0.259 0.216 0.251

FCX 0.259 -0.026 0.190 0.151
AMGN 0.178 0.047 -0.098 0.083

MO 0.402 0.295 0.185 0.242
BA 0.132 0.391 0.221 0.220

CVS 0.268 0.337 0.246 0.365
EMC 0.218 0.213 0.205 -0.260
DD -0.048 0.331 0.065 -0.021

BMY -0.040 0.372 -0.003 0.549
HON 0.323 0.188 0.295 0.204
NKE 0.021 0.215 0.397 0.104
MDT 0.065 0.194 0.169 0.448
UNH 0.360 0.559 -0.004 0.073
DOW 0.402 0.252 0.301 0.227

CL 0.103 0.227 0.281 0.283
TXN 0.320 0.168 0.259 0.036
BK 0.281 0.131 0.427 0.254

HAL 0.007 0.042 0.434 0.143
WAG 0.435 0.265 0.504 0.200
LOW 0.279 0.321 0.053 0.098
SO 0.323 0.237 0.333 0.493

min -0.048 -0.128 -0.159 -0.260
max 0.887 0.619 0.597 0.549
25th 0.113 0.176 0.078 0.100
50th 0.232 0.245 0.187 0.214
75th 0.323 0.349 0.313 0.270

SPFU 0.364 0.207

Note: The estimated jump tail decay parameters are based
on M = 0.02*T jump observations extracted from 5-minute
returns spanning 1997 through 2010.
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Table 3.4: High-Frequency tail-dependence coefficients
5-min Returns All Jumps Systematic Jumps

Ticker pχ` pχ´ pχ` pχ´ pχ` pχ´

AAPL 0.114 0.118 0.137 0.145 0.497 0.509
GE 0.274 0.157 0.333 0.212 0.616 0.610

WMT 0.178 0.132 0.254 0.216 0.514 0.563
IBM 0.204 0.247 0.236 0.296 0.625 0.655
PG 0.224 0.124 0.241 0.169 0.552 0.544
T 0.196 0.120 0.216 0.210 0.620 0.583

JNJ 0.235 0.143 0.276 0.173 0.548 0.528
JPM 0.246 0.123 0.344 0.248 0.634 0.576
WFC 0.177 0.097 0.257 0.166 0.555 0.501
ORCL 0.110 0.083 0.143 0.143 0.504 0.455

KO 0.218 0.187 0.239 0.275 0.594 0.592
PFE 0.211 0.144 0.287 0.167 0.590 0.525

C 0.154 0.103 0.245 0.178 0.641 0.506
BAC 0.197 0.105 0.318 0.206 0.563 0.530
INTC 0.211 0.148 0.243 0.206 0.563 0.498
SLB 0.326 0.210 0.304 0.178 0.602 0.549

CSCO 0.207 0.146 0.247 0.209 0.579 0.507
MRK 0.205 0.171 0.226 0.196 0.662 0.577
PEP 0.190 0.126 0.216 0.174 0.585 0.571
HPQ 0.131 0.070 0.199 0.113 0.547 0.550
MCD 0.189 0.093 0.185 0.124 0.554 0.579

AMZN 0.067 0.023 0.082 0.070 0.511 0.470
QCOM 0.081 0.072 0.138 0.114 0.544 0.491
OXY 0.323 0.191 0.279 0.192 0.626 0.518
UTX 0.237 0.148 0.268 0.190 0.607 0.578

F 0.092 0.092 0.117 0.141 0.585 0.574
MMM 0.249 0.150 0.249 0.176 0.559 0.512

CMCSA 0.145 0.086 0.198 0.096 0.477 0.543
CAT 0.224 0.187 0.200 0.235 0.657 0.598
HD 0.248 0.111 0.314 0.202 0.586 0.594

FCX 0.159 0.109 0.165 0.114 0.502 0.506
AMGN 0.139 0.068 0.174 0.072 0.544 0.465

MO 0.119 0.075 0.152 0.103 0.552 0.528
BA 0.254 0.161 0.248 0.224 0.582 0.654

CVS 0.159 0.099 0.186 0.145 0.578 0.580
EMC 0.145 0.067 0.150 0.173 0.493 0.487
DD 0.245 0.158 0.253 0.219 0.625 0.606

BMY 0.131 0.112 0.183 0.123 0.552 0.563
HON 0.212 0.136 0.248 0.175 0.628 0.566
NKE 0.112 0.065 0.099 0.083 0.591 0.612
MDT 0.087 0.057 0.090 0.100 0.523 0.544
UNH 0.190 0.103 0.188 0.119 0.608 0.536
DOW 0.130 0.090 0.151 0.147 0.563 0.512

CL 0.144 0.083 0.175 0.129 0.530 0.524
TXN 0.121 0.072 0.188 0.140 0.564 0.499
BK 0.255 0.116 0.290 0.235 0.650 0.612

HAL 0.148 0.103 0.163 0.123 0.551 0.587
WAG 0.237 0.133 0.255 0.119 0.570 0.526
LOW 0.201 0.167 0.256 0.213 0.600 0.623
SO 0.232 0.142 0.217 0.145 0.581 0.570

min 0.067 0.023 0.082 0.070 0.477 0.455
max 0.326 0.247 0.344 0.296 0.662 0.655
25th 0.140 0.091 0.174 0.123 0.548 0.512
50th 0.193 0.117 0.222 0.171 0.574 0.547
75th 0.230 0.147 0.255 0.206 0.606 0.580

Note: The estimated tail-dependence coefficients for each of the stocks with the S&P
500 market portfolio reported in the three pairs of columns are based on: all of the
5-minute returns; all of the jumps; and the systematic jumps only. The jumps are
extracted from the 5-minute returns spanning 1997 through 2010.
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Table 3.5: Alternative High-Frequency tail dependence coef-
ficients

5-min Returns All Jumps Systematic Jumps

+ - + - + -
pχl

25th quantile 0.134 0.062 0.149 0.109 0.500 0.471
50th quantile 0.196 0.092 0.120 0.143 0.539 0.517
75th quantile 0.236 0.123 0.248 0.190 0.581 0.565

pχE
25th quantile 0.132 0.061 0.151 0.119 0.559 0.544
50th quantile 0.194 0.088 0.199 0.147 0.603 0.574
75th quantile 0.241 0.118 0.250 0.191 0.633 0.618

pη
25th quantile 0.871 0.756 0.888 0.802 0.787 0.788
50th quantile 0.914 0.816 0.936 0.888 0.829 0.833
75th quantile 0.964 0.893 1.004 0.960 0.875 0.884

pτk
25th quantile 0.111 0.054 0.133 0.107 0.259 0.241
50th quantile 0.166 0.118 0.184 0.168 0.312 0.297
75th quantile 0.239 0.178 0.236 0.202 0.364 0.372

pρs
25th quantile 0.102 0.080 0.129 0.118 0.348 0.308
50th quantile 0.172 0.160 0.213 0.213 0.408 0.396
75th quantile 0.273 0.232 0.282 0.276 0.489 0.491

Note: The table reports the median and interquartile range for the different
estimators obtained across all of the fifty stocks in the sample based on: the
5-minute returns; all of the jumps; and the systematic jumps only, as further
detailed in the note to Table 3.4.

91



Table 3.6: Daily tail-dependence coefficients
Daily Returns Jump Adj. Returns Univariate De-vol. Multivariate De-vol.

Ticker pχ` pχ´ pχ` pχ´ pχ` pχ´ pχ` pχ´

AAPL 0.190 0.237 0.225 0.226 0.161 0.198 0.090 0.065
GE 0.441 0.516 0.355 0.429 0.232 0.202 0.058 0.061

WMT 0.321 0.235 0.214 0.252 0.140 0.136 0.047 0.040
IBM 0.361 0.399 0.348 0.325 0.207 0.160 0.096 0.054
PG 0.320 0.269 0.241 0.209 0.231 0.118 0.087 0.035
T 0.333 0.344 0.249 0.270 0.157 0.207 0.067 0.093

JNJ 0.296 0.344 0.249 0.302 0.109 0.177 0.051 0.063
JPM 0.473 0.398 0.363 0.290 0.196 0.216 0.075 0.063
WFC 0.397 0.343 0.310 0.336 0.167 0.190 0.062 0.076
ORCL 0.262 0.239 0.263 0.213 0.166 0.112 0.083 0.032

KO 0.296 0.306 0.255 0.299 0.164 0.126 0.073 0.047
PFE 0.271 0.386 0.249 0.327 0.172 0.169 0.061 0.054

C 0.415 0.367 0.314 0.357 0.189 0.236 0.065 0.091
BAC 0.368 0.401 0.279 0.329 0.177 0.206 0.073 0.045
INTC 0.372 0.324 0.314 0.282 0.230 0.216 0.069 0.050
SLB 0.291 0.424 0.231 0.343 0.152 0.126 0.074 0.041

CSCO 0.341 0.295 0.287 0.235 0.186 0.178 0.082 0.043
MRK 0.314 0.436 0.275 0.344 0.144 0.154 0.042 0.042
PEP 0.328 0.264 0.253 0.254 0.110 0.129 0.049 0.057
HPQ 0.312 0.305 0.279 0.245 0.145 0.124 0.063 0.050
MCD 0.228 0.312 0.253 0.209 0.168 0.135 0.068 0.065

AMZN 0.212 0.230 0.188 0.193 0.138 0.182 0.058 0.085
QCOM 0.218 0.242 0.225 0.202 0.162 0.167 0.067 0.056
OXY 0.354 0.407 0.193 0.339 0.118 0.131 0.048 0.063
UTX 0.436 0.373 0.343 0.278 0.160 0.195 0.069 0.065

F 0.321 0.286 0.250 0.314 0.161 0.180 0.088 0.064
MMM 0.383 0.355 0.292 0.405 0.193 0.200 0.047 0.060

CMCSA 0.280 0.335 0.228 0.318 0.147 0.162 0.075 0.074
CAT 0.398 0.363 0.257 0.345 0.190 0.207 0.089 0.045
HD 0.420 0.384 0.328 0.383 0.179 0.187 0.079 0.067

FCX 0.287 0.378 0.207 0.345 0.116 0.148 0.059 0.060
AMGN 0.276 0.303 0.195 0.259 0.124 0.167 0.052 0.052

MO 0.197 0.206 0.167 0.164 0.098 0.157 0.044 0.040
BA 0.375 0.373 0.327 0.288 0.146 0.162 0.068 0.067

CVS 0.272 0.230 0.209 0.217 0.132 0.189 0.057 0.085
EMC 0.282 0.261 0.231 0.245 0.122 0.187 0.042 0.036
DD 0.399 0.398 0.374 0.364 0.189 0.148 0.071 0.084

BMY 0.304 0.337 0.298 0.296 0.145 0.175 0.077 0.058
HON 0.426 0.379 0.314 0.373 0.154 0.199 0.050 0.076
NKE 0.292 0.291 0.227 0.216 0.147 0.187 0.058 0.050
MDT 0.253 0.248 0.241 0.252 0.148 0.178 0.083 0.075
UNH 0.246 0.273 0.210 0.255 0.125 0.119 0.076 0.058
DOW 0.303 0.337 0.292 0.322 0.224 0.189 0.081 0.053

CL 0.253 0.255 0.206 0.221 0.162 0.100 0.077 0.043
TXN 0.284 0.278 0.243 0.222 0.179 0.147 0.087 0.059
BK 0.436 0.411 0.401 0.366 0.135 0.246 0.045 0.106

HAL 0.334 0.350 0.232 0.374 0.115 0.153 0.055 0.051
WAG 0.346 0.253 0.229 0.223 0.075 0.156 0.039 0.069
LOW 0.382 0.356 0.287 0.376 0.157 0.190 0.068 0.071
SO 0.246 0.187 0.225 0.167 0.128 0.143 0.058 0.043

min 0.190 0.187 0.167 0.164 0.075 0.100 0.039 0.032
max 0.473 0.516 0.401 0.429 0.232 0.246 0.096 0.106
25th 0.277 0.265 0.227 0.228 0.136 0.147 0.055 0.047
50th 0.317 0.336 0.251 0.289 0.157 0.172 0.068 0.059
75th 0.374 0.377 0.296 0.342 0.179 0.190 0.076 0.067

Note: The estimated tail-dependence coefficients for each of the stocks with the S&P 500 market portfolio reported
in the four pairs of columns are based on: the raw daily returns; the daily returns with the jumps removed denoted

by z
pjq
t in the main text; the jump-adjusted z

pjq
t “devolatilized” by the scalar continuous variation measures; and z

pjq
t

“devolatilized” by the multivariate continuous covariation measure denoted by rz
pjq
t in the main text. The sample

spans the period from 1997 through 2010.
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Table 3.7: Alternative daily tail dependence coefficients
Daily Returns Jump Adj. Returns Univariate De-vol. Multivariate De-vol.

+ - + - + - + -
pχl

25th quantile 0.250 0.244 0.190 0.205 0.071 0.081 0.001 0.001
50th quantile 0.306 0.309 0.230 0.267 0.087 0.100 0.001 0.001
75th quantile 0.370 0.367 0.299 0.332 0.122 0.132 0.020 0.004

pχE
25th quantile 0.265 0.265 0.206 0.227 0.088 0.103 0.015 0.015
50th quantile 0.309 0.324 0.250 0.279 0.112 0.132 0.029 0.015
75th quantile 0.379 0.382 0.301 0.342 0.147 0.165 0.044 0.029

pη
25th quantile 0.833 0.813 0.800 0.771 0.580 0.594 0.466 0.436
50th quantile 0.898 0.918 0.874 0.885 0.631 0.652 0.504 0.459
75th quantile 0.960 0.974 0.930 0.986 0.677 0.693 0.536 0.498

pτk
25th quantile 0.180 0.227 0.152 0.193 -0.017 0.010 -0.096 -0.068
50th quantile 0.248 0.302 0.222 0.272 0.048 0.058 -0.045 -0.026
75th quantile 0.315 0.333 0.270 0.324 0.118 0.099 0.042 0.044

pρs
25th quantile 0.226 0.291 0.194 0.232 -0.034 0.014 -0.137 -0.109
50th quantile 0.294 0.378 0.300 0.330 0.060 0.090 -0.072 -0.049
75th quantile 0.391 0.443 0.361 0.422 0.159 0.146 0.046 0.080

Note: The table reports the median and interquartile range for the different estimators obtained across all
of the fifty stocks in the sample based on: the raw daily returns; the daily returns with the jumps removed;
the jump-adjusted univariate “devolatilized” returns; and the jump-adjusted multivariate “devolatilized”
returns, as further detailed in the note to Table 3.6.
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Table 3.8: High-Frequency logistic tail-dependence coefficients
5-min Returns All Jumps Systematic Jumps

Ticker pχ`l pχ´l pχ`l pχ´l pχ`l pχ´l
AAPL 0.130 0.122 0.111 0.147 0.384 0.453

GE 0.267 0.121 0.307 0.198 0.607 0.608
WMT 0.214 0.137 0.212 0.218 0.454 0.549
IBM 0.185 0.219 0.212 0.313 0.608 0.647
PG 0.235 0.094 0.264 0.135 0.536 0.517
T 0.218 0.093 0.194 0.199 0.568 0.487

JNJ 0.201 0.123 0.238 0.191 0.499 0.472
JPM 0.223 0.104 0.317 0.224 0.660 0.578
WFC 0.153 0.059 0.193 0.097 0.587 0.502
ORCL 0.090 0.047 0.127 0.098 0.457 0.440

KO 0.180 0.142 0.244 0.263 0.564 0.579
PFE 0.206 0.149 0.254 0.185 0.590 0.464

C 0.150 0.073 0.219 0.149 0.607 0.479
BAC 0.188 0.089 0.293 0.196 0.535 0.498
INTC 0.222 0.134 0.265 0.171 0.528 0.471
SLB 0.311 0.208 0.334 0.182 0.572 0.519

CSCO 0.194 0.107 0.233 0.156 0.539 0.448
MRK 0.204 0.091 0.173 0.156 0.640 0.591
PEP 0.203 0.109 0.200 0.148 0.572 0.527
HPQ 0.121 0.059 0.186 0.054 0.520 0.517
MCD 0.179 0.076 0.173 0.142 0.538 0.543

AMZN 0.045 0.001 0.053 0.049 0.447 0.420
QCOM 0.062 0.060 0.099 0.083 0.502 0.470
OXY 0.329 0.137 0.307 0.216 0.581 0.486
UTX 0.232 0.093 0.215 0.131 0.547 0.599

F 0.103 0.059 0.098 0.111 0.556 0.528
MMM 0.240 0.117 0.236 0.167 0.471 0.498

CMCSA 0.103 0.060 0.141 0.099 0.455 0.517
CAT 0.278 0.133 0.193 0.266 0.649 0.569
HD 0.246 0.092 0.297 0.158 0.589 0.587

FCX 0.237 0.074 0.171 0.128 0.431 0.438
AMGN 0.122 0.045 0.131 0.053 0.450 0.425

MO 0.115 0.046 0.109 0.070 0.489 0.458
BA 0.247 0.142 0.249 0.223 0.561 0.643

CVS 0.136 0.109 0.162 0.133 0.547 0.488
EMC 0.133 0.046 0.115 0.124 0.462 0.438
DD 0.257 0.137 0.229 0.175 0.579 0.592

BMY 0.130 0.090 0.167 0.113 0.534 0.553
HON 0.254 0.091 0.255 0.142 0.590 0.552
NKE 0.151 0.063 0.163 0.088 0.573 0.592
MDT 0.074 0.015 0.096 0.026 0.459 0.540
UNH 0.198 0.078 0.212 0.118 0.542 0.428
DOW 0.118 0.076 0.128 0.142 0.500 0.505

CL 0.151 0.062 0.145 0.088 0.518 0.494
TXN 0.139 0.045 0.164 0.109 0.528 0.422
BK 0.244 0.088 0.263 0.208 0.603 0.591

HAL 0.147 0.101 0.142 0.098 0.482 0.518
WAG 0.238 0.126 0.237 0.121 0.515 0.478
LOW 0.255 0.143 0.269 0.197 0.588 0.588
SO 0.235 0.106 0.200 0.144 0.523 0.525

min 0.045 0.001 0.053 0.026 0.384 0.420
max 0.329 0.219 0.334 0.313 0.660 0.647
25th 0.134 0.062 0.149 0.109 0.499 0.471
50th 0.196 0.092 0.200 0.143 0.539 0.517
75th 0.236 0.123 0.248 0.190 0.581 0.565

Note: The estimated logistic tail-dependence coefficients for each of the stocks with
the S&P 500 market portfolio reported in the three pairs of columns are based on: all
of the 5-minute returns; all of the jumps; and the systematic jumps only. The jumps
are extracted from the 5-minute returns spanning 1997 through 2010.
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Table 3.9: High-Frequency extremogram tail-dependence co-
efficients

5-min Returns All Jumps Systematic Jumps

Ticker χ̂`E χ̂´E χ̂`E χ̂´E χ̂`E χ̂´E
AAPL 0.132 0.118 0.118 0.162 0.441 0.515

GE 0.265 0.118 0.324 0.206 0.647 0.632
WMT 0.235 0.132 0.221 0.221 0.500 0.603
IBM 0.176 0.206 0.206 0.309 0.632 0.676
PG 0.250 0.088 0.265 0.132 0.574 0.574
T 0.221 0.088 0.191 0.206 0.603 0.500

JNJ 0.206 0.118 0.250 0.191 0.559 0.515
JPM 0.221 0.103 0.338 0.250 0.750 0.603
WFC 0.147 0.059 0.191 0.103 0.647 0.574
ORCL 0.088 0.044 0.132 0.103 0.529 0.544

KO 0.176 0.147 0.250 0.265 0.603 0.603
PFE 0.221 0.147 0.279 0.191 0.662 0.500

C 0.147 0.088 0.221 0.162 0.647 0.544
BAC 0.191 0.088 0.309 0.221 0.588 0.544
INTC 0.221 0.132 0.265 0.191 0.588 0.544
SLB 0.309 0.206 0.338 0.176 0.647 0.574

CSCO 0.191 0.103 0.235 0.162 0.574 0.485
MRK 0.206 0.088 0.191 0.176 0.706 0.647
PEP 0.206 0.103 0.206 0.147 0.603 0.574
HPQ 0.118 0.059 0.191 0.059 0.603 0.574
MCD 0.176 0.074 0.191 0.147 0.618 0.574

AMZN 0.045 0.000 0.061 0.061 0.515 0.545
QCOM 0.061 0.061 0.106 0.106 0.591 0.561
OXY 0.348 0.136 0.303 0.227 0.621 0.530
UTX 0.250 0.088 0.235 0.132 0.603 0.662

F 0.103 0.059 0.103 0.118 0.603 0.618
MMM 0.235 0.118 0.250 0.176 0.485 0.559

CMCSA 0.103 0.059 0.147 0.118 0.529 0.603
CAT 0.279 0.132 0.191 0.279 0.691 0.618
HD 0.265 0.088 0.324 0.162 0.632 0.662

FCX 0.242 0.076 0.167 0.136 0.515 0.545
AMGN 0.118 0.044 0.132 0.059 0.500 0.515

MO 0.118 0.044 0.118 0.074 0.559 0.544
BA 0.250 0.132 0.250 0.235 0.618 0.676

CVS 0.132 0.103 0.176 0.132 0.632 0.515
EMC 0.132 0.044 0.118 0.132 0.559 0.500
DD 0.265 0.132 0.235 0.176 0.618 0.618

BMY 0.132 0.088 0.176 0.132 0.618 0.618
HON 0.250 0.088 0.250 0.162 0.632 0.603
NKE 0.167 0.061 0.167 0.091 0.652 0.621
MDT 0.088 0.015 0.103 0.029 0.500 0.632
UNH 0.197 0.076 0.212 0.121 0.576 0.515
DOW 0.118 0.074 0.132 0.147 0.559 0.559

CL 0.147 0.059 0.147 0.103 0.603 0.559
TXN 0.132 0.044 0.162 0.132 0.603 0.500
BK 0.250 0.088 0.265 0.221 0.632 0.647

HAL 0.147 0.103 0.147 0.103 0.588 0.618
WAG 0.227 0.136 0.242 0.121 0.561 0.530
LOW 0.258 0.136 0.273 0.197 0.621 0.606
SO 0.221 0.103 0.191 0.147 0.559 0.559

min 0.045 0.000 0.061 0.029 0.441 0.485
max 0.348 0.206 0.338 0.309 0.750 0.676
25th 0.132 0.061 0.151 0.119 0.559 0.544
50th 0.194 0.088 0.199 0.147 0.603 0.574
75th 0.241 0.118 0.250 0.191 0.632 0.618

Note: The estimated extremogram tail-dependence coefficients for each of the s-
tocks with the S&P 500 market portfolio reported in the three pairs of columns
are based on: all of the 5-minute returns; all of the jumps; and the systematic
jumps only. The jumps are extracted from the 5-minute returns spanning 1997
through 2010.
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Table 3.10: High-frequency residual tail dependence coefficients
5-min Returns All Jumps Systematic Jumps

Ticker pη` pη´ pη` pη´ pη` pη´

AAPL 0.788 1.044 0.779 0.912 0.735 0.758
GE 0.939 0.708 0.885 0.716 0.897 0.974

WMT 0.838 0.924 0.868 0.955 0.771 0.853
IBM 0.908 0.968 1.081 1.152 0.858 0.944
PG 0.965 0.787 1.037 0.897 0.894 0.813
T 0.962 0.800 1.043 0.984 0.908 0.830

JNJ 0.905 0.950 0.912 1.005 0.794 0.828
JPM 0.942 0.840 0.999 0.911 0.873 0.864
WFC 0.909 0.734 0.844 0.659 0.867 0.799
ORCL 0.815 0.788 0.741 0.768 0.776 0.697

KO 0.798 0.957 0.990 0.978 0.935 0.926
PFE 0.927 0.837 0.949 0.905 0.797 0.804

C 0.881 0.754 0.898 0.708 0.896 0.752
BAC 0.903 0.859 0.918 0.816 0.872 0.803
INTC 1.014 0.899 0.961 0.853 0.830 0.782
SLB 1.149 0.993 1.296 1.147 0.838 0.842

CSCO 1.030 0.764 0.913 0.967 0.812 0.799
MRK 0.798 0.721 0.899 0.832 0.883 0.913
PEP 0.965 0.972 0.975 0.942 0.865 0.858
HPQ 0.829 0.755 0.907 0.675 0.779 0.918
MCD 0.940 0.841 0.988 0.819 0.772 0.925

AMZN 0.798 0.735 0.670 0.750 0.744 0.687
QCOM 0.702 0.746 0.787 0.688 0.755 0.762
OXY 1.087 0.820 1.265 1.053 0.896 0.824
UTX 0.944 0.749 1.047 0.806 0.825 0.807

F 0.798 0.737 0.803 0.764 0.861 0.803
MMM 0.968 0.819 0.940 0.811 0.860 0.839

CMCSA 0.895 0.894 0.960 0.821 0.712 0.845
CAT 0.945 0.825 0.901 1.140 0.954 0.852
HD 0.911 0.750 0.931 0.856 0.920 0.834

FCX 1.032 0.793 1.164 1.032 0.737 0.731
AMGN 0.893 0.730 0.910 0.722 0.792 0.729

MO 0.858 0.777 0.889 0.851 0.786 0.769
BA 0.942 0.919 1.035 1.109 0.829 0.979

CVS 0.917 0.889 1.061 0.954 0.765 0.878
EMC 0.830 0.773 0.831 0.764 0.764 0.775
DD 0.891 0.871 0.987 0.968 0.894 0.861

BMY 0.874 0.952 0.812 0.898 0.789 0.835
HON 0.995 0.824 0.972 0.852 0.875 0.936
NKE 0.871 0.778 0.888 0.717 0.807 0.897
MDT 0.892 0.772 0.876 0.771 0.823 0.767
UNH 1.000 0.759 1.274 0.974 0.881 0.787
DOW 0.822 0.812 0.782 0.894 0.820 0.831

CL 0.943 0.779 0.990 0.909 0.837 0.863
TXN 0.918 0.855 0.893 0.800 0.792 0.759
BK 0.937 0.704 0.931 0.883 0.890 0.901

HAL 0.871 0.735 0.953 0.854 0.643 0.886
WAG 1.135 0.842 1.172 0.934 0.802 0.789
LOW 1.017 0.940 1.005 0.962 0.872 0.910
SO 1.114 0.974 1.064 0.907 0.849 0.900

min 0.702 0.704 0.670 0.659 0.643 0.687
max 1.149 1.044 1.296 1.152 0.954 0.979
25th 0.871 0.756 0.888 0.802 0.787 0.788
50th 0.914 0.816 0.936 0.888 0.829 0.832
75th 0.964 0.893 1.004 0.960 0.874 0.884

Note: The estimated residual tail dependence coefficients for each of the stocks with the S&P
500 market portfolio reported in the three pairs of columns are based on: all of the 5-minute
returns; all of the jumps; and the systematic jumps only. The jumps are extracted from the
5-minute returns spanning 1997 through 2010.
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Table 3.11: High-Frequency kendall’s tau coefficients
5-min Returns All Jumps Systematic Jumps

Ticker pτ`k pτ´k pτ`k pτ´k pτ`k pτ´k
AAPL 0.083 0.256 0.111 0.160 0.171 0.219

GE 0.274 0.184 0.251 0.133 0.442 0.432
WMT 0.125 0.183 0.215 0.213 0.138 0.236
IBM 0.230 0.183 0.267 0.322 0.394 0.418
PG 0.295 0.162 0.234 0.129 0.306 0.251
T 0.245 0.006 0.255 0.198 0.323 0.281

JNJ 0.170 0.110 0.131 0.270 0.255 0.259
JPM 0.148 0.086 0.241 0.168 0.359 0.428
WFC 0.076 0.173 0.025 0.046 0.375 0.255
ORCL 0.092 0.047 0.198 0.232 0.273 0.173

KO 0.120 0.164 0.139 0.292 0.311 0.317
PFE 0.162 0.160 0.227 0.245 0.313 0.358

C 0.240 0.179 0.300 0.004 0.419 0.241
BAC 0.108 0.269 0.167 0.192 0.352 0.217
INTC 0.248 0.081 0.236 0.218 0.275 0.231
SLB 0.215 0.093 0.268 0.188 0.359 0.475

CSCO 0.182 0.038 0.291 0.160 0.228 0.286
MRK 0.156 0.037 0.183 0.201 0.389 0.370
PEP 0.075 0.111 0.176 0.169 0.379 0.272
HPQ 0.043 0.089 0.290 0.104 0.284 0.348
MCD 0.186 0.155 0.154 0.060 0.330 0.335

AMZN 0.094 -0.028 0.027 0.085 0.193 0.089
QCOM -0.014 -0.030 0.083 0.064 0.258 0.173
OXY 0.304 0.038 0.325 0.127 0.421 0.269
UTX 0.125 -0.061 0.133 0.121 0.304 0.392

F 0.127 0.095 0.008 0.076 0.416 0.287
MMM 0.371 0.134 0.187 0.107 0.306 0.302

CMCSA 0.147 0.162 0.132 0.172 0.172 0.241
CAT 0.238 0.219 0.185 0.202 0.460 0.412
HD 0.182 0.072 0.126 0.085 0.358 0.318

FCX 0.240 0.000 0.187 0.184 0.268 0.247
AMGN 0.223 0.155 0.157 0.032 0.205 -0.011

MO 0.249 0.158 0.169 0.236 0.321 0.286
BA 0.212 0.213 0.233 0.107 0.337 0.521

CVS 0.145 0.139 0.118 0.126 0.218 0.313
EMC 0.076 0.022 0.036 0.010 0.204 0.180
DD 0.227 0.117 0.277 0.169 0.416 0.379

BMY 0.050 0.187 0.140 0.204 0.319 0.291
HON 0.314 0.196 0.191 0.196 0.366 0.373
NKE 0.213 0.058 0.097 0.039 0.181 0.448
MDT 0.097 0.054 0.169 0.174 0.263 0.127
UNH 0.138 -0.016 0.272 0.190 0.275 0.201
DOW 0.148 0.052 0.212 0.168 0.281 0.368

CL 0.141 0.077 0.136 0.128 0.321 0.316
TXN 0.088 0.245 0.155 0.242 0.244 0.101
BK 0.270 0.139 0.194 0.217 0.464 0.387

HAL 0.010 0.054 0.014 0.158 0.271 0.322
WAG 0.222 0.285 0.359 0.263 0.243 0.339
LOW 0.304 0.202 0.207 0.152 0.476 0.406
SO 0.307 0.119 0.164 0.062 0.348 0.385

min -0.014 -0.061 0.008 0.004 0.138 -0.011
max 0.371 0.285 0.359 0.322 0.476 0.521
25th 0.111 0.054 0.133 0.107 0.259 0.241
50th 0.166 0.118 0.184 0.168 0.312 0.297
75th 0.239 0.178 0.236 0.202 0.364 0.372

Note: The estimated Kendall’s tau coefficients for each of the stocks with the S&P
500 market portfolio reported in the three pairs of columns are based on: all of the
5-minute returns; all of the jumps; and the systematic jumps only. The jumps are
extracted from the 5-minute returns spanning 1997 through 2010.
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Table 3.12: High-frequency spearman’s rho coefficients
5-min Returns All Jumps Systematic Jumps

Ticker pρ`s pρ´s pρ`s pρ´s pρ`s pρ´s
AAPL 0.067 0.354 0.123 0.191 0.256 0.292

GE 0.354 0.199 0.293 0.173 0.594 0.518
WMT 0.161 0.209 0.309 0.281 0.174 0.295
IBM 0.274 0.234 0.346 0.406 0.499 0.525
PG 0.375 0.238 0.249 0.159 0.397 0.371
T 0.265 -0.035 0.259 0.319 0.381 0.315

JNJ 0.182 0.122 0.156 0.345 0.362 0.340
JPM 0.143 0.158 0.240 0.213 0.484 0.576
WFC 0.022 0.224 0.005 0.055 0.530 0.340
ORCL 0.088 0.068 0.286 0.351 0.357 0.239

KO 0.144 0.206 0.175 0.355 0.403 0.419
PFE 0.122 0.174 0.270 0.309 0.435 0.459

C 0.321 0.265 0.364 -0.021 0.545 0.298
BAC 0.157 0.367 0.208 0.237 0.490 0.237
INTC 0.332 0.119 0.312 0.312 0.358 0.305
SLB 0.226 0.104 0.342 0.208 0.487 0.629

CSCO 0.098 0.020 0.313 0.219 0.282 0.384
MRK 0.209 0.079 0.231 0.310 0.520 0.499
PEP 0.048 0.087 0.229 0.225 0.497 0.341
HPQ 0.024 0.042 0.396 0.099 0.417 0.447
MCD 0.194 0.213 0.174 0.036 0.428 0.427

AMZN 0.093 -0.057 -0.035 0.118 0.264 0.132
QCOM -0.132 -0.104 0.113 0.062 0.353 0.241
OXY 0.412 0.053 0.428 0.120 0.512 0.317
UTX 0.116 -0.076 0.182 0.187 0.363 0.563

F 0.193 0.162 -0.037 0.097 0.572 0.402
MMM 0.474 0.204 0.211 0.103 0.380 0.414

CMCSA 0.152 0.249 0.101 0.228 0.269 0.320
CAT 0.268 0.354 0.210 0.271 0.597 0.571
HD 0.208 0.108 0.102 0.128 0.462 0.454

FCX 0.268 0.056 0.243 0.251 0.380 0.338
AMGN 0.232 0.219 0.162 0.013 0.275 -0.045

MO 0.280 0.165 0.148 0.339 0.446 0.343
BA 0.268 0.316 0.271 0.109 0.441 0.688

CVS 0.211 0.194 0.074 0.120 0.340 0.380
EMC 0.089 0.003 -0.042 -0.020 0.316 0.236
DD 0.296 0.165 0.429 0.214 0.535 0.516

BMY 0.096 0.272 0.163 0.223 0.435 0.389
HON 0.349 0.281 0.154 0.240 0.459 0.456
NKE 0.150 0.103 0.002 0.036 0.257 0.575
MDT 0.114 0.110 0.223 0.266 0.347 0.159
UNH 0.147 -0.083 0.412 0.277 0.318 0.270
DOW 0.112 0.060 0.237 0.212 0.370 0.501

CL 0.071 0.085 0.091 0.130 0.413 0.413
TXN 0.032 0.342 0.187 0.322 0.333 0.159
BK 0.385 0.155 0.215 0.260 0.658 0.462

HAL -0.011 0.134 0.000 0.166 0.363 0.441
WAG 0.151 0.336 0.350 0.336 0.315 0.465
LOW 0.390 0.245 0.259 0.163 0.633 0.562
SO 0.329 0.086 0.118 0.065 0.466 0.513

min -0.132 -0.104 -0.042 -0.021 0.174 -0.045
max 0.474 0.367 0.429 0.406 0.658 0.688
25th 0.102 0.080 0.129 0.118 0.348 0.308
50th 0.172 0.160 0.213 0.212 0.408 0.395
75th 0.273 0.232 0.282 0.276 0.489 0.491

Note: The estimated Spearman’s rho coefficients for each of the stocks with the S&P
500 market portfolio reported in the three pairs of columns are based on: all of the
5-minute returns; all of the jumps; and the systematic jumps only. The jumps are
extracted from the 5-minute returns spanning 1997 through 2010.
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Table 3.13: Daily logistic tail-dependence coefficients
Daily Returns Jump Adj. Returns Univariate De-vol. Multivariate De-vol.

Ticker pχ`l pχ´l pχ`l pχ´l pχ`l pχ´l pχ`l pχ´l
AAPL 0.149 0.161 0.170 0.246 0.109 0.150 0.031 0.000

GE 0.477 0.555 0.303 0.425 0.193 0.101 0.037 0.001
WMT 0.288 0.162 0.175 0.203 0.073 0.033 0.001 0.001
IBM 0.338 0.436 0.303 0.318 0.178 0.063 0.033 0.000
PG 0.303 0.228 0.240 0.171 0.178 0.034 0.023 0.000
T 0.309 0.337 0.223 0.243 0.077 0.138 0.001 0.045

JNJ 0.227 0.325 0.160 0.270 0.072 0.100 0.000 0.001
JPM 0.425 0.385 0.365 0.315 0.154 0.150 0.025 0.001
WFC 0.374 0.281 0.301 0.266 0.111 0.153 0.060 0.001
ORCL 0.263 0.266 0.209 0.189 0.100 0.034 0.060 0.001

KO 0.272 0.308 0.240 0.276 0.085 0.045 0.001 0.000
PFE 0.228 0.306 0.209 0.260 0.120 0.100 0.001 0.000

C 0.394 0.321 0.336 0.348 0.156 0.163 0.001 0.018
BAC 0.385 0.377 0.280 0.286 0.071 0.117 0.001 0.001
INTC 0.392 0.333 0.307 0.236 0.100 0.093 0.001 0.001
SLB 0.318 0.370 0.207 0.332 0.127 0.044 0.019 0.001

CSCO 0.387 0.289 0.257 0.241 0.158 0.164 0.020 0.001
MRK 0.330 0.383 0.271 0.322 0.015 0.065 0.001 0.001
PEP 0.254 0.243 0.182 0.241 0.072 0.084 0.003 0.013
HPQ 0.319 0.273 0.236 0.200 0.082 0.039 0.001 0.001
MCD 0.252 0.278 0.199 0.196 0.077 0.088 0.001 0.001

AMZN 0.118 0.151 0.110 0.203 0.064 0.130 0.001 0.005
QCOM 0.175 0.210 0.137 0.177 0.090 0.100 0.008 0.001
OXY 0.322 0.425 0.234 0.354 0.065 0.080 0.001 0.001
UTX 0.409 0.338 0.325 0.222 0.100 0.105 0.006 0.023

F 0.319 0.266 0.184 0.287 0.064 0.098 0.010 0.014
MMM 0.353 0.384 0.273 0.381 0.112 0.117 0.007 0.001

CMCSA 0.318 0.327 0.187 0.304 0.075 0.078 0.013 0.001
CAT 0.358 0.369 0.283 0.333 0.100 0.162 0.028 0.001
HD 0.419 0.390 0.306 0.383 0.137 0.133 0.001 0.000

FCX 0.204 0.354 0.224 0.387 0.077 0.085 0.001 0.012
AMGN 0.321 0.247 0.133 0.267 0.087 0.085 0.000 0.012

MO 0.172 0.179 0.121 0.100 0.011 0.091 0.001 0.001
BA 0.344 0.361 0.357 0.235 0.054 0.115 0.001 0.005

CVS 0.242 0.210 0.182 0.228 0.051 0.115 0.001 0.016
EMC 0.293 0.231 0.203 0.161 0.040 0.146 0.001 0.001
DD 0.376 0.353 0.411 0.348 0.128 0.100 0.009 0.000

BMY 0.242 0.306 0.239 0.304 0.123 0.117 0.000 0.001
HON 0.384 0.384 0.293 0.341 0.086 0.153 0.001 0.000
NKE 0.250 0.228 0.221 0.183 0.059 0.107 0.011 0.000
MDT 0.246 0.263 0.231 0.277 0.081 0.102 0.000 0.001
UNH 0.256 0.260 0.222 0.169 0.139 0.050 0.041 0.020
DOW 0.249 0.333 0.358 0.363 0.196 0.136 0.020 0.001

CL 0.227 0.185 0.214 0.212 0.104 0.081 0.031 0.000
TXN 0.255 0.241 0.169 0.201 0.123 0.081 0.001 0.001
BK 0.404 0.422 0.393 0.332 0.069 0.194 0.001 0.013

HAL 0.282 0.381 0.179 0.374 0.052 0.097 0.000 0.000
WAG 0.290 0.310 0.229 0.244 0.016 0.120 0.000 0.000
LOW 0.384 0.358 0.303 0.343 0.100 0.140 0.060 0.006
SO 0.280 0.098 0.201 0.096 0.073 0.044 0.004 0.001

min 0.118 0.098 0.110 0.096 0.011 0.033 0.000 0.000
max 0.477 0.555 0.411 0.425 0.196 0.194 0.060 0.045
25th 0.250 0.244 0.190 0.205 0.071 0.081 0.001 0.001
50th 0.306 0.309 0.230 0.267 0.087 0.100 0.001 0.001
75th 0.370 0.367 0.299 0.332 0.122 0.132 0.020 0.004

Note: The estimated logistic tail-dependence coefficients for each of the stocks with the S&P 500 market portfo-
lio reported in the four pairs of columns are based on: the raw daily returns; the daily returns with the jumps

removed denoted by z
pjq
t in the main text; the jump-adjusted z

pjq
t “devolatilized” by the scalar continuous varia-

tion measures; and z
pjq
t “devolatilized” by the multivariate continuous covariation measure denoted by rz

pjq
t in the

main text. The sample spans the period from 1997 through 2010.
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Table 3.14: Daily extremogram tail-dependence coefficients
Daily Returns Jump Adj. Returns Univariate De-vol. Multivariate De-vol.

Ticker χ̂`E χ̂´E χ̂`E χ̂´E χ̂`E χ̂´E χ̂`E χ̂´E
AAPL 0.162 0.176 0.191 0.265 0.118 0.206 0.044 0.029

GE 0.515 0.588 0.294 0.441 0.221 0.118 0.059 0.029
WMT 0.279 0.162 0.206 0.206 0.103 0.059 0.000 0.015
IBM 0.353 0.456 0.294 0.324 0.191 0.088 0.059 0.015
PG 0.309 0.235 0.250 0.176 0.191 0.059 0.044 0.000
T 0.324 0.368 0.250 0.250 0.103 0.162 0.029 0.074

JNJ 0.235 0.324 0.206 0.279 0.088 0.118 0.015 0.029
JPM 0.441 0.412 0.368 0.338 0.162 0.176 0.044 0.015
WFC 0.412 0.294 0.324 0.279 0.132 0.176 0.029 0.044
ORCL 0.279 0.294 0.250 0.206 0.147 0.074 0.015 0.000

KO 0.265 0.324 0.235 0.294 0.103 0.088 0.029 0.000
PFE 0.235 0.309 0.235 0.250 0.147 0.132 0.000 0.015

C 0.426 0.324 0.368 0.353 0.176 0.191 0.015 0.044
BAC 0.426 0.382 0.309 0.294 0.088 0.132 0.015 0.000
INTC 0.426 0.382 0.324 0.250 0.206 0.132 0.015 0.000
SLB 0.324 0.338 0.221 0.338 0.147 0.088 0.044 0.000

CSCO 0.426 0.309 0.294 0.265 0.176 0.191 0.044 0.000
MRK 0.338 0.397 0.294 0.353 0.029 0.088 0.015 0.015
PEP 0.265 0.265 0.191 0.250 0.088 0.103 0.029 0.015
HPQ 0.338 0.324 0.265 0.221 0.101 0.059 0.000 0.000
MCD 0.265 0.294 0.206 0.206 0.118 0.103 0.029 0.029

AMZN 0.152 0.197 0.136 0.224 0.091 0.167 0.015 0.030
QCOM 0.197 0.227 0.152 0.194 0.106 0.136 0.030 0.015
OXY 0.318 0.424 0.258 0.343 0.091 0.106 0.015 0.015
UTX 0.412 0.338 0.338 0.235 0.132 0.118 0.015 0.044

F 0.368 0.250 0.191 0.279 0.074 0.118 0.044 0.044
MMM 0.382 0.382 0.294 0.382 0.147 0.162 0.015 0.015

CMCSA 0.279 0.338 0.191 0.324 0.088 0.103 0.029 0.029
CAT 0.353 0.397 0.294 0.353 0.118 0.191 0.059 0.015
HD 0.441 0.412 0.324 0.397 0.162 0.176 0.029 0.015

FCX 0.212 0.348 0.227 0.373 0.091 0.106 0.015 0.030
AMGN 0.353 0.265 0.147 0.279 0.103 0.103 0.014 0.029

MO 0.191 0.206 0.132 0.118 0.029 0.118 0.015 0.015
BA 0.338 0.382 0.353 0.250 0.059 0.132 0.044 0.029

CVS 0.250 0.221 0.191 0.265 0.074 0.132 0.015 0.044
EMC 0.309 0.250 0.235 0.191 0.059 0.176 0.015 0.000
DD 0.368 0.353 0.397 0.368 0.147 0.132 0.029 0.029

BMY 0.265 0.324 0.265 0.324 0.147 0.162 0.000 0.029
HON 0.412 0.397 0.309 0.382 0.118 0.191 0.015 0.000
NKE 0.258 0.242 0.227 0.194 0.076 0.136 0.015 0.015
MDT 0.250 0.294 0.250 0.294 0.103 0.132 0.029 0.000
UNH 0.258 0.288 0.227 0.164 0.152 0.061 0.061 0.045
DOW 0.279 0.338 0.382 0.368 0.221 0.176 0.044 0.029

CL 0.235 0.206 0.221 0.235 0.118 0.103 0.059 0.015
TXN 0.279 0.265 0.191 0.221 0.147 0.103 0.044 0.015
BK 0.426 0.426 0.412 0.324 0.088 0.221 0.015 0.044

HAL 0.309 0.382 0.191 0.368 0.074 0.118 0.015 0.015
WAG 0.273 0.318 0.242 0.269 0.030 0.152 0.015 0.030
LOW 0.394 0.364 0.303 0.364 0.121 0.167 0.030 0.030
SO 0.294 0.118 0.206 0.103 0.088 0.074 0.029 0.015

min 0.152 0.118 0.132 0.103 0.029 0.059 0.000 0.000
max 0.515 0.588 0.412 0.441 0.221 0.221 0.061 0.074
25th 0.265 0.265 0.206 0.227 0.088 0.103 0.015 0.015
50th 0.309 0.324 0.250 0.279 0.112 0.132 0.029 0.015
75th 0.379 0.382 0.301 0.342 0.147 0.165 0.044 0.029

Note: The estimated extremogram tail-dependence coefficients for each of the stocks with the S&P 500
market portfolio reported in the four pairs of columns are based on: the raw daily returns; the daily returns

with the jumps removed denoted by z
pjq
t in the main text; the jump-adjusted z

pjq
t “devolatilized” by the

scalar continuous variation measures; and z
pjq
t “devolatilized” by the multivariate continuous covariation

measure denoted by rz
pjq
t in the main text. The sample spans the period from 1997 through 2010.
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Table 3.15: Daily residual tail dependence coefficients
Daily Returns Jump Adj. Returns Univariate De-vol. Multivariate De-vol.

Ticker pη` pη´ pη` pη´ pη` pη´ pη` pη´

AAPL 0.694 0.700 0.855 0.863 0.712 0.701 0.580 0.465
GE 0.797 0.988 0.888 1.045 0.779 0.652 0.547 0.473

WMT 0.964 0.742 0.704 0.784 0.556 0.522 0.473 0.448
IBM 0.850 0.975 0.908 0.857 0.742 0.581 0.578 0.361
PG 0.976 0.894 0.906 0.864 0.799 0.622 0.624 0.420
T 1.055 0.926 0.810 0.873 0.619 0.792 0.453 0.619

JNJ 0.896 1.055 0.783 0.922 0.598 0.702 0.505 0.527
JPM 0.839 0.933 0.946 0.777 0.776 0.598 0.568 0.469
WFC 0.831 0.795 0.810 0.768 0.612 0.662 0.449 0.468
ORCL 0.754 0.764 0.770 0.709 0.681 0.569 0.565 0.392

KO 1.006 0.903 0.923 0.945 0.655 0.558 0.583 0.381
PFE 0.845 1.010 0.836 1.029 0.643 0.541 0.498 0.403

C 0.850 0.874 0.816 0.919 0.632 0.698 0.486 0.437
BAC 0.771 0.953 0.797 0.848 0.580 0.593 0.441 0.432
INTC 0.814 0.769 0.802 0.765 0.761 0.706 0.526 0.441
SLB 1.012 1.080 0.917 1.053 0.681 0.533 0.564 0.445

CSCO 0.810 0.836 0.759 0.767 0.657 0.632 0.482 0.426
MRK 0.986 1.050 0.945 0.989 0.576 0.660 0.478 0.420
PEP 0.987 0.902 0.908 0.988 0.593 0.623 0.505 0.455
HPQ 0.915 0.729 0.799 0.769 0.598 0.520 0.500 0.373
MCD 0.900 0.984 0.897 0.830 0.589 0.660 0.482 0.470

AMZN 0.644 0.705 0.669 0.743 0.557 0.689 0.417 0.562
QCOM 0.590 0.741 0.683 0.693 0.632 0.686 0.501 0.412
OXY 1.090 1.135 0.895 1.104 0.589 0.619 0.509 0.441
UTX 0.986 0.928 0.960 0.754 0.577 0.671 0.464 0.552

F 0.907 0.964 0.898 0.996 0.574 0.758 0.513 0.575
MMM 0.946 0.947 0.821 1.031 0.654 0.603 0.493 0.460

CMCSA 0.773 0.914 0.836 0.946 0.710 0.644 0.536 0.456
CAT 0.947 0.912 0.951 1.031 0.581 0.690 0.521 0.454
HD 0.928 0.951 0.980 0.940 0.636 0.647 0.488 0.498

FCX 0.929 1.039 0.905 1.188 0.631 0.659 0.555 0.436
AMGN 0.894 0.810 0.768 0.862 0.634 0.693 0.462 0.505

MO 0.755 0.796 0.722 0.643 0.464 0.693 0.413 0.490
BA 1.054 0.966 1.091 0.906 0.633 0.645 0.502 0.466

CVS 0.856 0.820 0.821 0.922 0.555 0.758 0.517 0.555
EMC 0.840 0.735 0.752 0.700 0.538 0.638 0.438 0.442
DD 1.021 0.986 1.058 1.027 0.591 0.707 0.423 0.498

BMY 0.816 0.934 0.944 0.969 0.728 0.710 0.572 0.525
HON 0.943 0.922 0.911 0.915 0.570 0.692 0.415 0.457
NKE 0.948 0.860 0.846 0.704 0.580 0.767 0.494 0.512
MDT 0.915 0.889 0.868 0.836 0.631 0.592 0.510 0.486
UNH 0.894 1.024 0.999 0.931 0.767 0.573 0.617 0.387
DOW 0.890 0.969 0.967 0.982 0.749 0.671 0.511 0.481

CL 0.904 0.850 0.879 0.880 0.694 0.676 0.633 0.513
TXN 0.676 0.752 0.675 0.722 0.624 0.589 0.520 0.450
BK 0.894 1.012 0.955 0.879 0.532 0.750 0.412 0.564

HAL 0.966 1.052 0.781 1.078 0.563 0.591 0.436 0.458
WAG 1.064 0.899 0.869 0.889 0.569 0.633 0.408 0.511
LOW 0.949 0.966 0.978 1.107 0.667 0.651 0.534 0.485
SO 0.870 0.650 0.933 0.669 0.659 0.505 0.523 0.431

min 0.590 0.650 0.669 0.643 0.464 0.505 0.408 0.361
max 1.090 1.135 1.091 1.188 0.799 0.792 0.633 0.619
25th 0.833 0.813 0.800 0.771 0.580 0.594 0.466 0.436
50th 0.898 0.918 0.874 0.885 0.631 0.652 0.503 0.459
75th 0.960 0.974 0.930 0.986 0.677 0.693 0.536 0.498

Note: The estimated residual tail dependence coefficients for each of the stocks with the S&P 500 market portfolio
reported in the four pairs of columns are based on: the raw daily returns; the daily returns with the jumps re-

moved denoted by z
pjq
t in the main text; the jump-adjusted z

pjq
t “devolatilized” by the scalar continuous variation

measures; and z
pjq
t “devolatilized” by the multivariate continuous covariation measure denoted by rz

pjq
t in the main

text. The sample spans the period from 1997 through 2010.
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Table 3.16: Daily kendall’s tau coefficients
Daily Returns Jump Adj. Returns Univariate De-vol. Multivariate De-vol.

Ticker pτ`k pτ´k pτ`k pτ´k pτ`k pτ´k pτ`k pτ´k
AAPL 0.110 0.084 0.228 0.248 0.047 0.099 -0.051 0.040

GE 0.277 0.328 0.185 0.331 0.055 -0.004 0.117 -0.130
WMT 0.303 0.152 0.091 0.084 0.013 0.105 -0.162 0.087
IBM 0.199 0.310 0.261 0.299 0.124 0.054 0.140 -0.207
PG 0.283 0.291 0.151 0.204 0.139 0.063 0.067 -0.056
T 0.390 0.222 0.158 0.292 0.119 0.113 -0.117 -0.014

JNJ 0.300 0.300 0.135 0.342 -0.059 0.038 0.123 -0.106
JPM 0.288 0.306 0.241 0.310 0.064 0.098 0.086 0.061
WFC 0.159 0.185 0.207 0.189 0.124 0.026 -0.040 -0.040
ORCL 0.172 0.141 0.197 0.085 0.136 0.036 -0.046 -0.013

KO 0.319 0.329 0.349 0.290 0.118 0.081 0.166 -0.074
PFE 0.133 0.343 0.196 0.308 -0.026 -0.032 -0.042 -0.050

C 0.330 0.257 0.259 0.381 -0.009 0.105 -0.045 0.067
BAC 0.183 0.273 -0.034 0.076 -0.042 0.075 -0.092 -0.060
INTC 0.186 0.280 0.143 0.095 0.157 0.020 0.045 -0.104
SLB 0.249 0.404 0.304 0.214 0.135 0.010 0.106 -0.047

CSCO 0.174 0.244 0.061 0.153 0.052 0.039 -0.007 -0.047
MRK 0.394 0.437 0.286 0.335 0.065 -0.083 0.062 -0.196
PEP 0.149 0.318 0.248 0.373 0.011 0.085 -0.146 -0.115
HPQ 0.198 0.132 0.055 0.000 -0.064 -0.072 -0.114 -0.061
MCD 0.292 0.356 0.303 0.186 0.069 0.053 -0.042 -0.119

AMZN 0.122 0.122 0.193 0.323 0.025 0.197 -0.026 0.130
QCOM 0.029 0.031 -0.018 -0.017 -0.019 -0.023 -0.112 -0.015
OXY 0.258 0.391 0.285 0.378 0.127 0.066 0.034 -0.122
UTX 0.422 0.304 0.334 0.187 -0.012 0.096 -0.074 0.007

F 0.271 0.357 0.176 0.303 -0.056 0.064 -0.054 0.089
MMM 0.310 0.287 0.251 0.336 -0.100 -0.084 -0.072 -0.125

CMCSA 0.098 0.263 0.107 0.255 0.054 0.003 -0.097 -0.013
CAT 0.286 0.361 0.250 0.295 -0.130 0.168 -0.107 -0.045
HD 0.363 0.313 0.289 0.324 0.154 0.071 0.122 0.054

FCX 0.236 0.327 0.197 0.450 0.202 0.173 0.081 0.064
AMGN 0.262 0.248 0.133 0.332 -0.027 0.111 -0.074 0.073

MO 0.215 0.308 0.007 -0.024 -0.126 0.167 -0.136 0.002
BA 0.332 0.361 0.306 0.258 0.162 0.040 0.032 -0.055

CVS 0.207 0.335 0.186 0.310 0.010 0.237 -0.039 0.121
EMC 0.196 0.042 0.007 0.025 -0.103 -0.010 -0.074 -0.135
DD 0.338 0.207 0.344 0.428 0.112 0.064 -0.129 0.004

BMY 0.097 0.318 0.248 0.354 0.004 0.106 -0.071 0.135
HON 0.362 0.375 0.273 0.274 -0.046 0.012 -0.050 -0.050
NKE 0.246 0.207 0.256 0.264 -0.007 0.058 -0.118 0.022
MDT 0.212 0.269 0.239 0.207 0.067 0.008 -0.085 0.046
UNH 0.355 0.306 0.309 0.248 0.134 0.035 0.108 -0.070
DOW 0.133 0.318 0.396 0.271 0.246 0.033 0.066 0.090

CL 0.190 0.215 0.219 0.249 0.090 0.064 -0.008 0.040
TXN 0.169 0.133 0.047 0.227 -0.057 0.058 0.014 -0.094
BK 0.384 0.339 0.309 0.295 0.011 0.110 -0.137 0.090

HAL 0.179 0.422 0.154 0.385 0.048 -0.031 -0.153 -0.059
WAG 0.339 0.345 0.225 0.230 0.041 0.205 -0.100 0.023
LOW 0.317 0.247 0.244 0.286 0.083 -0.004 0.010 -0.036
SO 0.213 0.243 0.183 0.136 -0.009 -0.051 -0.068 -0.002

min 0.029 0.031 -0.034 -0.024 -0.130 -0.084 -0.162 -0.207
max 0.422 0.437 0.396 0.450 0.246 0.237 0.166 0.135
25th 0.180 0.227 0.152 0.193 -0.017 0.010 -0.096 -0.068
50th 0.248 0.302 0.222 0.272 0.048 0.058 -0.045 -0.026
75th 0.315 0.333 0.270 0.323 0.118 0.099 0.042 0.044

Note: The estimated Kendall’s tau coefficients for each of the stocks with the S&P 500 market portfolio reported
in the four pairs of columns are based on: the raw daily returns; the daily returns with the jumps removed denot-

ed by z
pjq
t in the main text; the jump-adjusted z

pjq
t “devolatilized” by the scalar continuous variation measures;

and z
pjq
t “devolatilized” by the multivariate continuous covariation measure denoted by rz

pjq
t in the main text. The

sample spans the period from 1997 through 2010.
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Table 3.17: Daily spearman’s rho coefficients
Daily Returns Jump Adj. Returns Univariate De-vol. Multivariate De-vol.

Ticker pρ`s pρ´s pρ`s pρ´s pρ`s pρ´s pρ`s pρ´s
AAPL 0.099 0.101 0.312 0.330 0.027 0.140 -0.084 0.051

GE 0.352 0.375 0.206 0.387 0.087 -0.007 0.162 -0.187
WMT 0.386 0.207 0.080 0.102 0.032 0.147 -0.256 0.105
IBM 0.199 0.319 0.341 0.388 0.161 0.113 0.205 -0.288
PG 0.329 0.380 0.158 0.232 0.167 0.090 0.085 -0.054
T 0.483 0.302 0.212 0.422 0.161 0.200 -0.144 -0.015

JNJ 0.392 0.380 0.210 0.463 -0.057 0.060 0.198 -0.145
JPM 0.400 0.445 0.298 0.468 0.070 0.130 0.129 0.081
WFC 0.204 0.271 0.309 0.255 0.190 0.033 -0.054 -0.079
ORCL 0.210 0.189 0.275 0.085 0.201 0.066 -0.059 -0.050

KO 0.389 0.436 0.431 0.329 0.217 0.108 0.255 -0.114
PFE 0.124 0.402 0.250 0.372 -0.038 -0.036 -0.076 -0.082

C 0.440 0.371 0.302 0.507 -0.014 0.142 -0.054 0.086
BAC 0.315 0.347 -0.026 0.061 -0.061 0.128 -0.140 -0.032
INTC 0.225 0.402 0.167 0.104 0.228 0.029 0.048 -0.164
SLB 0.300 0.534 0.400 0.234 0.186 -0.004 0.124 -0.098

CSCO 0.235 0.338 0.094 0.221 0.093 0.050 0.005 -0.099
MRK 0.534 0.563 0.361 0.420 0.144 -0.133 0.072 -0.280
PEP 0.151 0.399 0.301 0.485 -0.007 0.100 -0.226 -0.158
HPQ 0.284 0.197 0.033 -0.073 -0.074 -0.132 -0.164 -0.112
MCD 0.355 0.459 0.438 0.226 0.107 0.096 -0.066 -0.167

AMZN 0.175 0.158 0.295 0.493 0.018 0.290 -0.017 0.178
QCOM 0.052 0.026 -0.057 -0.009 -0.016 -0.027 -0.123 -0.057
OXY 0.288 0.468 0.421 0.468 0.153 0.075 0.038 -0.203
UTX 0.534 0.347 0.467 0.221 -0.038 0.150 -0.087 -0.012

F 0.397 0.474 0.242 0.334 -0.120 0.150 -0.085 0.124
MMM 0.355 0.332 0.369 0.430 -0.136 -0.096 -0.114 -0.170

CMCSA 0.117 0.320 0.129 0.340 0.083 0.025 -0.092 0.003
CAT 0.384 0.510 0.326 0.310 -0.194 0.250 -0.155 -0.065
HD 0.497 0.405 0.372 0.427 0.203 0.119 0.148 0.096

FCX 0.287 0.423 0.204 0.531 0.273 0.230 0.131 0.101
AMGN 0.303 0.395 0.190 0.449 -0.037 0.141 -0.124 0.119

MO 0.285 0.369 -0.025 -0.077 -0.178 0.210 -0.195 -0.025
BA 0.424 0.459 0.374 0.297 0.245 0.077 0.032 -0.074

CVS 0.229 0.458 0.211 0.365 -0.019 0.322 -0.079 0.193
EMC 0.215 0.019 -0.024 0.009 -0.189 -0.016 -0.160 -0.214
DD 0.383 0.252 0.409 0.567 0.133 0.103 -0.149 0.011

BMY 0.075 0.393 0.359 0.460 0.005 0.222 -0.068 0.223
HON 0.441 0.506 0.362 0.330 -0.066 0.024 -0.085 -0.048
NKE 0.273 0.281 0.319 0.374 -0.003 0.156 -0.187 0.042
MDT 0.242 0.351 0.323 0.245 0.078 0.011 -0.128 0.088
UNH 0.453 0.440 0.362 0.274 0.173 0.028 0.162 -0.101
DOW 0.225 0.385 0.546 0.275 0.380 0.011 0.101 0.124

CL 0.235 0.288 0.250 0.315 0.130 0.090 -0.042 0.078
TXN 0.256 0.178 0.093 0.326 -0.076 0.082 0.010 -0.116
BK 0.509 0.493 0.389 0.360 0.010 0.147 -0.204 0.097

HAL 0.256 0.505 0.189 0.402 0.049 -0.054 -0.221 -0.065
WAG 0.384 0.449 0.301 0.305 0.086 0.300 -0.148 0.076
LOW 0.453 0.288 0.312 0.354 0.124 -0.023 0.019 -0.067
SO 0.244 0.305 0.229 0.125 -0.022 -0.088 -0.121 0.014

min 0.052 0.019 -0.057 -0.077 -0.194 -0.133 -0.256 -0.288
max 0.534 0.563 0.546 0.567 0.380 0.322 0.255 0.223
25th 0.226 0.291 0.194 0.232 -0.033 0.014 -0.137 -0.109
50th 0.294 0.377 0.300 0.330 0.059 0.090 -0.072 -0.049
75th 0.391 0.443 0.361 0.422 0.159 0.146 0.046 0.080

Note: The estimated Spearman’s rho coefficients for each of the stocks with the S&P 500 market portfolio reported
in the four pairs of columns are based on: the raw daily returns; the daily returns with the jumps removed denot-

ed by z
pjq
t in the main text; the jump-adjusted z

pjq
t “devolatilized” by the scalar continuous variation measures;

and z
pjq
t “devolatilized” by the multivariate continuous covariation measure denoted by rz

pjq
t in the main text. The

sample spans the period from 1997 through 2010.

103



4

Efficient Gaussian Graphical Model Determination
under G-Wishart Prior Distributions

4.1 Introduction

The purpose of this chapter is to introduce a new algorithm for improving the efficiency of

existing methods for Bayesian Gaussian graphical model determination under G-Wishart

priors. Let y “ pyp1q, yp2q, . . . , yppqq1 be a p-dimensional random vector having a multivariate

normal distribution Np0,Σq with mean zero and covariance matrix Σ. Let Ω “ pωijqpˆp “

Σ´1 be the inverse of the covariance matrix. Let G “ pV,Eq be an undirected graph,

where V is a non-empty set of vertices and E is a set of undirected edges. We apply G to Ω

to represent strict conditional independencies. Specifically, each vertex i P V corresponds

to ypiq, and each edge pi, jq P E corresponds to ωij ‰ 0; ypiq and ypjq are conditionally

independent if and only if ωij “ 0, or equivalently, pi, jq R E. The G-Wishart distribution

(Roverato, 2002; Atay-Kayis and Massam, 2005) is the conjugate prior for Ω when Ω is

constrained by the graph G. A zero constrained random matrix Ω has the G-Wishart

distribution WGpb,Dq if its density is

ppΩ | Gq “ IGpb,Dq
´1|Ω|pb´2q{2 expt´

1

2
trpDΩqu1tΩPM`pGqu, (4.1)
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where b ą 2 is the degree of freedom parameter, D is a symmetric positive definite matrix,

IGpb,Dq is the normalizing constant, namely,

IGpb,Dq “

ż

|Ω|pb´2q{2 expt´
1

2
trpDΩqu1tΩPM`pGqudΩ,

and M`pGq is the cone of symmetric positive definite matrices with off-diagonal entries

ωij “ 0 whenever pi, jq R E. For arbitrary graphs, the explicit formula for computing

IGpb,Dq is given in equation (4.10). The G-Wishart distribution is used extensively for

analyzing covariance structures in models of increasing dimension and complexity in biology

(Jones et al., 2005), finance (Carvalho and West, 2007; Wang et al., 2011), economics (Wang

and West, 2009), epidemiology (Dobra et al., 2011) and other areas.

Conditional on a specific graph G and an observed dataset Y “ py1, ¨ ¨ ¨ , ynq of sample

size n, the posterior distribution of Ω is then

ppΩ | Y,Gq “ IGpb` n,D ` Sq
´1|Ω|pb`n´2q{2 expr´

1

2
trtpD ` SqΩus1tΩPM`pGqu, (4.2)

where S “ Y Y 1. To estimate Ω or any function of it, we need to sample from the G-Wishart

distribution for any given graphs. For decomposable graphs, Carvalho et al. (2007) pro-

posed a direct and efficient method based on the perfect ordering of the cliques. For

arbitrary graphs, Piccioni (2000) developed distributional theory for the block Gibbs sam-

pler using Bayesian iterative proportional scaling. Implementation of this theory has been

focused on a way that requires maximum clique decomposition and large matrix inversion

(Lenkoski and Dobra, 2011; Mitsakakis et al., 2010), leading to the conclusion that the

Bayesian iterative proportional scaling is not good for large problems because enumerating

all cliques is NP-hard and inverting large matrix is computationally expensive. Motivated

by these limitations, several other methods (Wang and Carvalho, 2010; Mitsakakis et al.,

2010; Dobra et al., 2011) took a different approach that used theoretical innovations for

non-decomposable graphical models developed in Atay-Kayis and Massam (2005). Howev-

er, one key computational bottleneck of these methods is the matrix completion step for
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every update of Ω. The matrix completion is conducted iteratively with time complexity

Opp2q for completing one non-free element. With increasingly large problems, each update

becomes increasingly burdensome. In Section 4.2.4, we revisit the block Gibbs sampler

from a different yet more straightforward perspective that relies on the theory of a non-

ordinary Gibbs sampler. We show that the class of block Gibbs samplers is indeed very

broad. It not only includes the previously proposed approach based on maximum cliques

as a special case, but also motivates a simple implementation that uses individual edges as

components in the Gibbs sampler to avoid maximum clique enumeration. Through sim-

ulation experiments, we illustrate the flexibility and efficiency of the class of block Gibbs

samplers as compared with existing methods.

When G is unknown, most of the methods for determining graphical structures operate

directly on the graphical model space by treating Ω as a nuisance parameter and computing

the marginal likelihood function over graphs (e.g. (Jones et al., 2005; Scott and Carvalho,

2008; Lenkoski and Dobra, 2011)). Specifically, the marginal likelihood function for any

graph G is computed by integrating out Ω with respect to its prior (4.1),

ppY | Gq “

ż

ppY | Ω, GqppΩ | Gq “ p2πq´np{2
IGpb` n,D ` Sq

IGpb,Dq
. (4.3)

The ability to focus on the graph G alone allows for the development of various search

algorithms to visit high probability region of graph space. Markov chain Monte Carlo

(MCMC) methods are often outperformed by other stochastic search approaches (Jones

et al., 2005; Scott and Carvalho, 2008; Lenkoski and Dobra, 2011). The primary challenge

in these approaches based on the marginal likelihood function is that computing IGpb,Dq

and IGpb` n,D ` Sq for non-decomposable graphs requires approximation. Two popular

approximations are the Monte Carlo integration of Atay-Kayis and Massam (2005) and

the Laplace approximation of Lenkoski and Dobra (2011). Neither approximation has

theoretical results for the variance estimation, though they were empirically proven to be

successful in guiding the graphical model search when carefully implemented (e.g. (Jones
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et al., 2005), (Lenkoski and Dobra, 2011)).

Alternatively, there are a number of carefully designed MCMC methods for sampling

over the joint space of graphs and precision matrices (Giudici and Green, 1999; Dobra et al.,

2011). A salient feature of these joint space methods is that they do not need posterior

normalizing constants whose approximation tends to be more numerically unstable than

prior normalizing constants. However, all existing joint space samplers require the tuning

of proposals for both across- and within-graph moves. Moreover, they do not remove the

need for evaluating prior normalizing constants.

We argue that there are important situations where avoiding the approximation of ppY |

Gq is preferred. First, when the size of the prime component is not restricted to be small

or when the graphical decomposition is not conducted, the accuracy of the approximation

methods can be hard to access even empirically; see one example in Section 4.6. Second,

graphical models are often embedded within a larger and more complicated class of models

such as those developments in the seemingly unrelated regression (SUR) models (Wang,

2010), the conditionally autoregressive (CAR) models (Dobra et al., 2011), the mixture

models (Rodriguez et al., 2011) and the copula models (Dobra and Lenkoski, 2011). In

these models, ppY | Gq is typically unavailable in closed form even given the normalizing

constant IG. MCMC is routinely used for posterior computation, in which, the step of

normalizing constant approximation often takes a substantial part of the run-time. Hence,

a sampling method without evaluating IG can facilitate efficient posterior computation. In

Section 4.5, we introduce one such method. Two key features make our algorithm efficient.

The first feature is that we use the partial analytic structure (Godsill, 2001) of G-Wishart

distributions to automatically choose proposals for the reversible jump algorithm, yielding

essentially Gibbs steps for both across- and within-graph moves. The other feature is that

we use an exchange algorithm (Murray et al., 2006; Liang, 2010) to remove the need for

evaluating prior normalizing constants in a carefully designed MCMC sampling scheme.

Through simulation experiments, we illustrate the accuracy of the proposed algorithm,

as well as highlighting its scalability to large graphs. Through a real-world example, we
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further illustrate that the algorithm can be embedded in a larger MCMC sampler for fitting

broader classes of multivariate models.

4.2 Sampling from the G-Wishart distribution on given graphs

4.2.1 Accept-Reject algorithm

Wang and Carvalho (2010) proposed an accept-reject algorithm for sampling from the

G-Wishart distribution (4.1). Write D´1 “ T 1T and Ω “ Φ1Φ as Cholesky decompo-

sitions and define Ψ “ ΦT´1. Following the nomenclature of Atay-Kayis and Massam

(2005), the free elements of Φ are those φij such that pi, jq P E or i “ j. We let

ΨV “ rψ2
11, ¨ ¨ ¨ , ψ

2
pp, tψijupi,jqPE,iăjs. From Theorem 1 and equation (38) of Atay-Kayis

and Massam (2005), these free elements have density defined by

ppΨVq 9

p
ź

i“1

pψ2
iiq
pb`νiq{2´1 expt´

1

2

ÿ

1ďiďjďp

ψ2
iju, (4.4)

where νi “ |tj : j ą i, pi, jq P Eu|, and the non-free elements tψrs : pr, sq R E, r ă su are

uniquely defined functions of the free elements, namely:

ψrs “
s´1
ÿ

j“r

p´ψrjtăjssq ´
r´1
ÿ

i“1

ˆ

ψir `
řr´1
j“i ψijtăjrs

ψrr

˙ˆ

ψis `
s´1
ÿ

j“i

ψijtăjss

˙

, (4.5)

with tăijs “ tij{tjj . Following the notation in Dobra et al. (2011), we rewrite (4.4) as

ppΨVq 9 fpΨVqhpΨVq (4.6)

where

logfpΨVq “ ´
1

2

ÿ

pi,jqRE,iăj

ψ2
ij

is a function of the non-free elements of Ψ which is uniquely determined by ΨV according

to (4.5) and hpΨVq is the density of the product of mutually independent chi-square and

standard normal distributions. Based on the expression (4.6), Wang and Carvalho (2010)
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suggested the following rejection sampling algorithm (Robert and Casella, 2010):

1. Sample ΨV following Step 1 and 2 in Section 4.3 of Atay-Kayis and Massam (2005),

and u „ Ur0, 1s.

2. Check whether u ă fpΨVq. If this holds, accept ΨV as a sample from (4.4); if not, reject

the value of ΨV and repeat the sampling step.

3. Construct a sample of Ω following Step 3 and 4 in Section 4.3 of Atay-Kayis and Massam

(2005).

Clearly, the acceptance rate depends on the triple pb,D,Gq. Dobra et al. (2011) showed

that the acceptance rate can be as low as 10´8 for some pb,D,Gq.

4.2.2 Independent Metropolis-Hastings algorithm

Mitsakakis et al. (2010) proposed an independent Metropolis-Hastings algorithm for sam-

pling from the G-Wishart distribution based on the density (4.6). Their method generates

a candidate pΨ˚qV from hpΨVq, then instead of accepting it by probability ftpΨ˚qVu as

in Wang and Carvalho (2010), they correct the sample using a Metropolis-Hastings step.

This results in the following modification in Steps 2 above:

2. Check whether u ă minrftpΨ˚qVu{fpΨVq, 1s. If this holds, accept pΨ˚qV as a sample

from (4.4); if not, retain current ΨV .

Although, this method improves the acceptance rate over Wang and Carvalho (2010) con-

siderably, it still suffers from the same problem of not accepting new samples frequently

when graphs are large (Dobra et al., 2011).

4.2.3 Random walk Metropolis-Hastings algorithm

The methods of Wang and Carvalho (2010) and Mitsakakis et al. (2010) both involve

changes of all free elements ΨV in a single step. Furthermore, this change of ΨV does not

depend on its current value. As a result, this may cause slow mixing and low acceptance
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rate. Dobra et al. (2011) proposed a random walk Metropolis-Hastings algorithm (RW)

that perturbs only one element in ΨV in a single step by drawing a random value from a

normal distribution with a mean equal to its current value and a pre-specified variance. The

random walk algorithm improves the efficiency over the methods of Wang and Carvalho

(2010) and Mitsakakis et al. (2010) significantly. Nevertheless, the three methods in Section

(4.2.1)-(4.2.3) or any other methods that use the matrix completion (4.5) can be inefficient

for large problems. To see this, note that the completion step (4.5) can only be conducted

iteratively. To complete ψrs, it involves calculating terms such as
řr´1
i“1

řr´1
j“i ψijtăjrs and

řr´1
i“1

řs´1
j“i ψijtăjss at an estimated time complexity Oprsq. Although the exact computing

time depends on pr, sq, in general, it requires Opp2q calculations for completing a typical

non-free element ψrs with 1 ď r ă s ď p. For a graph with the number of missing edges in

the order of p2, the matrix completion requires a time complexity Opp4q for one update,

which makes these methods unacceptably slow in large graphs as shown in Section 4.2.5.

4.2.4 Block Gibbs sampler

Piccioni (2000) presented a theoretical framework that allows the construction of a block

Gibbs sampler for sampling from the natural conjugate prior for regular exponential fam-

ilies. When applied to graphical models, the block Gibbs sampler corresponds to the

Bayesian iterative proportional scaling. Suppose tC1, . . . , CKu is the set of maximum

cliques of an arbitrary graph G “ pV,Eq. The Bayesian iterative proportional scaling

method can be summarized as follows:

Bayesian iterative proportional scaling (Piccioni, 2000). Given the current

value Ω PM`pGq and a set of maximum cliques tC1, . . . , CKu, for each j “ 1, ¨ ¨ ¨ ,K:

1. Sample A „W pb,DCj q.

2. Set ΩCj ,Cj “ A` ΩCj ,V zCj pΩV zCj ,V zCj q
´1ΩV zCj ,Cj .

Lenkoski and Dobra (2011) and Mitsakakis et al. (2010) implemented this method using
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the output of maximum clique enumeration algorithms. They pointed out the Bayesian

iterative proportional scaling has two limitations: It requires maximum clique enumera-

tion which is NP-hard and lacks good algorithms; and it involves a series of large matrix

inversions in Step 2 for small cliques which is computationally expensive. Although it is

unclear whether the maximum condition is necessary in applying the general results of

Piccioni (2000) to G-Wishart distributions, we are able to provide and justify a class of

block Gibbs samplers directly from a Gibbs theory.

We first review a non-ordinary but theoretically valid Gibbs sampler. Suppose θ is

a random vector that can be partitioned into p subvectors, θ “ pθ1, . . . , θpq, and ppθq

is the target distribution. Consider a collection of index sets I “ tI1, . . . , IKu, where

Ik Ď t1, . . . , pu for k “ 1, . . . ,K such that YKk“1Ik “ t1, . . . , pu. Let θIk denote the subset

of elements in θ corresponding to the index set θIk . Step k of a Gibbs sampler then

generates from

θIk „ ppθIk | θzθIkq.

Note that the elements of tθIk : Ik P Iu may not be disjoint; thus some components of θ

may be updated in multiple steps. This is not an ordinary Gibbs sampler which updates

each component of θ only once in one sweep. In our notation, an ordinary Gibbs sampler

means I is a partition of t1, . . . , pu. However, updating elements of θ multiple times in

one sweep does not cause any theoretical problem – moving components in a step of a

Gibbs sampler from being conditioned on to being sampled neither changes the invariant

distribution of the chain nor destroys the compatibility of the conditional distributions. In

fact, this technique can improve the convergence property of the Gibbs sampler (van Dyk

and Park, 2008).

The above discussion shows that a non-ordinary Gibbs sampler has its target distri-

bution as the stationary distribution. The following proposition is useful in proving that

a Gibbs sampler is irreducible and aperiodic and hence will converge to its stationary

distribution.

111



Proposition 1. (See, for example, Proposition 5 of (Piccioni, 2000)) Let ppθq be the target

distribution. Suppose θ can be partitioned into p subvectors, θ “ pθ1, . . . , θpq. Consider the

collection of index sets I “ tI1, . . . , IKu, where Ik Ď t1, . . . , pu for k “ 1, . . . ,K such

that YKk“1Ik “ t1, . . . , pu. For the Gibbs sampler that simulates each component from

ppθIk | θzθIkq, if the marginal density

ppθzθIkq “

ż

ppθzθIk , θIkqdθIk ,

is bounded in θzθIk for each k “ 1 . . . ,K, then it is irreducible and aperiodic.

Using the above general formulation of a Gibbs sampler, we can design a class of Gibbs

samplers for simulating from G-Wishart distributions and prove its convergence. We start

with the construction of the Gibbs samplers that have the stationary distribution (4.1).

Let ΩV “ rω2
11, ¨ ¨ ¨ , ω

2
pp, tωijupi,jqPE,iăjs be the set of the free elements of Ω. Consider a

sequence of index sets I “ tI1, . . . , IKu, where Ik Ď V “ t1, . . . , pu for k “ 1, . . . ,K

such that: (i) the subset Ik is complete, and (ii) YIkPIΩIk,Ik “ ΩV where ΩIk,Ik is a

submatrix of Ω corresponding to Ik. The two conditions for the construction of I are

important. Condition (i) ensures that updating ΩIk,Ik can be carried out with the Wishart

distribution, and condition (ii) ensures that all free elements in Ω can be updated. The

Gibbs sampler then cycles through the collection of submatrices tΩIk,Ik : Ik P Iu, drawing

each submatrix ΩIk,Ik from its conditional distribution given all the other components in

Ω:

ppΩIk,Ik | ΩzΩIk,Ikq, (4.7)

where ΩzΩIk,Ik represents all the components of Ω except for ΩIk,Ik .

For any complete subset Ik of V , simulating ΩIk,Ik from (4.7) can be carried out as

follows. Lemma 1 of Roverato (2002) shows that

ΩIk,Ik ´ ΩIk,V zIkpΩV zIk,V zIkq
´1ΩV zIk,Ik | ΩzΩIk,Ik „Wpb,DIk,Ikq. (4.8)

Thus, we can first generate a Wishart random matrix A „ Wpb,DIk,Ikq and then set
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ΩIk,Ik “ A ` ΩIk,V zIkpΩV zIk,V zIkq
´1ΩV zIk,Ik . Note that we use a different notation for a

Wishart distribution with density (4.1) than Roverato (2002). We write Wpb,Dq while

Roverato (2002) used Wpb` p´ 1, D´1q.

We next examine the convergence property the above Gibbs samplers by considering

the bound of its marginal distributions in order to apply Proposition 1.

Proposition 2. Suppose Ω „ WGpb,Dq and Ik Ď V is a complete subset. Then the

marginal density

ppΩzΩIk,Ikq

is bounded in ΩzΩIk,Ik .

Proof. From (4.8), we have

ppΩzΩIk,Ikq “

ż

IGpb,Dq
´1|Ω|

b´2
2 expt´

1

2
trpDΩqudΩIk,Ik

“
Ipb,DIk,Ikq

IGpb,Dq
|ΩV zIk,V zIk |

b´2
2 exp

„

´
1

2
tr
 

DV zIk,V zIkΩV zIk,V zIk

` 2ΩIk,V zIkDV zIk,Ik `DIk,IkΩIk,V zIkpΩV zIk,V zIkq
´1ΩV zIk,Ik

(



. (4.9)

Let

X “ ΩV zIk,V zIk , Y “ ΩV zIk,IkD
1
2
Ik,Ik , A “ DV zIk,V zIk , B “ DV zIk,IkD

´ 1
2

Ik,Ik ,

and notice that Ipb,DIk,Ikq and IGpb,Dq are two constants not involving ΩzΩIk,Ik . Then,

to show that (4.9) is bounded, it will suffice to show that

fpX,Y q “ |X|
b´2

2 expt´
1

2
trpAX ` 2Y 1B ` Y 1X´1Y qu,

is bounded in pX,Y q. Taking the derivative of fpX,Y q with respect to Y and then solving

the first order condition that BfpX,Y q{BY “ 0, we obtain Y “ ´XB and

fpX,Y q ď fpX,´XBq “ |X|
b´2

2 exp

„

´
1

2
tr
 

pA´BB1qX
(



.
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Note that A ´ BB1 “ DV zIk,V zIk ´DV zIk,IkD
´1
Ik,IkDIk,V zIk is positive definite since D is

positive definite. Thus, fpX,´XBq is the density kernel of a G-Wishart distribution:

X „WGV zIk
pb, A´BB1q,

whose density function is bounded by the property of G-Wishart distributions.

Coupled with Proposition 1, Proposition 2 shows that the class of block Gibbs samplers

is indeed irreducible and aperiodic. With this elaboration, we may summarize the class of

block Gibbs samplers as follows:

Block Gibbs sampler. Construct a sequence of index sets I “ tI1, . . . , IKu, where

Ik Ď V “ t1, . . . , pu for k “ 1, . . . ,K such that: (i) the subset Ik is complete, and (ii)

YIkPIΩIk,Ik “ ΩV . Given the current value Ω PM`pGq, for i “ 1, . . . ,K:

1. Sample A „Wpb,DIk,Ikq.

2. Set ΩIk,Ik “ A` ΩIk,V zIkpΩV zIk,V zIkq
´1ΩV zIk,Ik .

For an arbitrary graph G, the choice of the collection of the index sets I may not be

unique. For example, consider a 3-node complete graph with V “ t1, 2, 3u and E “

tp1, 2q, p1, 3q, p2, 3qu. Then two collections tp1, 2, 3qu and tp1, 2q, p1, 3q, p2, 3qu can both be

used as I. However, different choices of I lead to different configurations of the Gibbs

sampler and hence different efficiency. In the 3-node complete graph example, the choice

I “ tp1, 2, 3qu leads to a 1-step sampler that directly generates Ω from a Wishart distribu-

tion, while the choice I “ tp1, 2q, p1, 3q, p2, 3qu implies a 3-step Gibbs sampler. Intuitively,

to choose I, one would like K (the number of complete subsets) to be small and |Ik| (the

dimension of the complete subset) to be large in order to reduce the number of steps of

the Gibbs sampler as well as the correlation between ΩIk,Ik ’s. The extreme case where I

is a collection of the maximum cliques of G offers one such choice. This corresponds to

the algorithm implemented by Lenkoski and Dobra (2011), which requires an algorithm for

maximum clique decomposition.
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In the other extreme, one can choose I to be the edge set E and the isolated node set

I, that is, I “ E Y I, and we might call it edgewise block Gibbs sampler. This choice

of I “ E Y I does not require any clique decomposition and can be directly read from

the graph. Our simulation studies show that the edgewise block Gibbs sampler is easy to

implement and converges rapidly for sparse graphs. In cases where p is large, we obtain

a fast updating scheme that avoids inverting a pp ´ 2q ˆ pp ´ 2q matrix at Step 2 of the

above algorithm as follows. For any e “ pi, jq P E, we aim to fast compute Ω´1
ee . Note that

Ω´1
V ze,V ze “ ΣV ze,V ze ´ΣV ze,eΣ

´1
ee Σe,V ze and Σee is only 2ˆ 2. To rapidly compute Ω´1

V ze,V ze

using Σ, we only have to show that we can fast update Σ after Ω is updated at Step 2.

Suppose pΩ,Σq is the present value and Ωee,new is a new value drawn by Step 2 in the

block Gibbs sampler for edge e given pΩ,Σq. To update Ω, we do

Ωnew “ Ω´ U∆U 1,

where ∆ “ pΩee ´Ωee,newq and U is a pˆ 2 matrix with the identity matrix in rows i and

j and zeros in the remaining entries. To update Σ, we apply the identity

pΩ´ U∆U 1q´1 “ Ω´1 ` Ω´1Up∆´1 ´ U 1Ω´1Uq´1U 1Ω´1,

and update Σ as follows

Σnew “ pΩ´ U∆´1U 1q´1 “ Σ` Σ¨ep∆
´1 ´ Σeeq

´1Σe¨.

All matrix inversions in the edgewise block Gibbs sampler are inversions of 2ˆ 2 matrices

only which can be done very efficiently.

The two extreme block Gibbs samplers of using maximum cliques or edges illustrate a

tradeoff between the efficiency and the ease of implementation. In practice, a more useful

choice of I is, perhaps, a mix of large complete components and edges. For example,

starting from I “ E Y I, one can merge any number of Ik such that the union of those

Ik forms a complete component to improve the efficiency over the edgewise samplers. The

two general conditions for the construction of I makes the implementation of our block
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Gibbs sampler indeed flexible. Finally, we emphasize that the G-Wishart distribution

is unimodal for any G. This important property ensures that the block Gibbs samplers

typically converge rapidly and give reliable estimates.

4.2.5 Simulated experiments comparing samplers

To illustrate the computational aspects of the block Gibbs samplers, we compare both the

edgewise and the maximum clique block Gibbs samplers with the random walk Metropolis-

Hastings algorithm (RW) of Dobra et al. (2011), where RW is shown to be dominating other

methods. We consider three types of graphs:

1. A sparse circle graph. The edge set is E “ tpi, i ` 1q : 1 ď i ď p ´ 1u Y p1, pq. The

G-Wishart parameters are b “ 103 and D “ Ip ` 100A´1 where Aii “ 1 for i P V ,

Aij “ 0.5 for |i´ j| “ 1, A1p “ Ap1 “ 0.4, and Aij “ 0 for pi, jq R E.

2. A random graph. The edge set E is randomly generated from independent Bernoulli

distributions with probability 0.3. The G-Wishart parameters are b “ 103 and D “

I ` 100J´1 where J “ B ` δIp and Bij “ 0.5 if pi, jq P E. B has zeros on the diagonal,

and δ is chosen so that the condition number of J is p. Here the condition number is

defined as maxpλq{minpλq where λ is the eigenvalues of the matrix J .

3. A two-clique graph. The graph has two maximum cliques: C1 “ t1, . . . , p{2 ` 2u and

C2 “ tp{2 ´ 2, . . . , pu. The G-Wishart parameters are b “ 103 and D “ I ` 100J´1

where J “ B ` δIp and Bij “ 0.5 if pi, jq P E. B has zeros on the diagonal, and δ is

chosen so that the condition number of J is p.

The sparse circle graph was used in Dobra et al. (2011) under a set of different values of p

for p ď 20. For the RW approach, let σm be the standard deviation of the normal proposal.

Several initial runs under different combinations of pσm, pq P t0.1, 0.5, 1, 2, 3u ˆ t10, 20, 30u

suggested that σm “ 2 gives the best mixing results for all cases. Hence we used σm “ 2 in

this simulation study. When updating one free element of ΨV , we completed only the non-

free elements coming after the free element which we perturbed using (4.5). One iteration

116



entails updating all free elements ΨV once. For the maximum clique Gibbs samplers, we

used the algorithm of Bron and Kerbosch (1973) to produce all maximum cliques. For the

two block Gibbs samplers, one iteration entails updating all components in the set I once.

We saved 5000 iterations after discarding 2000 burn-in iterations for all three samplers.

To measure efficiency, we recorded the total CPU run time and the lag of iterations required

to obtain samples that could be practically treated as independent, measured as

Lij “ argminktρijpkq ă 2{
?
M,k ě 1u, i “ j or pi, jq P E,

where ρijpkq is the autocorrelation at lag k for ωij and M is the total number of saved

iterations. We also calculated the effective sample size:

ESSij “M{t1` 2
8
ÿ

k“1

ρijpkqu, i “ j or pi, jq P E

where we cut off the sum at lag pLij ´ 1q to reduce noise from higher order lags (Kass

et al., 1998).

Finally, we computed the percent error

PEij “
|σ̂ij ´ Epσijq|

Epσijq
ˆ 100%, i “ j or pi, jq P E,

where Epσijq is the theoretical expectation available in closed form (Corollary 2 of (Rover-

ato, 2002))

Epσijq “ Dij{pb´ 2q i “ j or pi, jq P E,

and σ̂ij is the posterior mean estimates of Epσijq. We used Epσijq not Epωijq because only

Epσijq is analytically available for non-decomposable graphs. To summarize these different

Lij , ESSij and PEij for different entries, we used their corresponding medians.

The results based on 10 repetitions are given in Table 4.1. We report the mean among

the 10 runs. The standard deviations around the mean are less than 5% for CPU, L and

ESS, and less than 40% for PE. The programs are written in Matlab and run on a quad-

117



cpu 3.33GHz desktop running CentOS 5.0 unix. The last two rows in Table 4.1 record the

relative ESS of the two Gibbs samplers over RW after standardizing for the CPU run time.

As expected, the maximum clique block Gibbs sampler performs best in all scenarios in

terms of computing time and mixing. For the circle and the random graphs, the edgewise

sampler dominates RW in every dimension. Depending on p and G, the edgewise sampler

gives a 5- to 150-fold reduction in run-time and around a 2- to 5-fold improvement in

the effective sample size, and producing substantially smaller percentage errors. For the

two clique graph, the edgewise sampler mixes less well than the RW sampler; however,

it is significantly faster and overall more efficient as measured by relative ESS for large

problems. In summary, the RW sampler does not scale well as the block Gibbs samplers

as the dimension p grows. The maximum clique sampler is the most efficient sampler for

G-Wishart distributions given the availability of maximum cliques. The edgewise sampler

has excellent performances for sparse graphs and is easy to use.

Table 4.1: Summary of performance measures

Circle Random Two-clique
p=10 p=20 p=30 p=10 p=20 p=30 p=10 p=20 p=30

CPU
RW 82 1549 8496 92 2521 19080 183 650 5980

Edgewise 16 35 56 18 93 210 62 215 467
MaxC 16 35 56 14 52 129 3 4 4

ESS
RW 854 964 1003 1098 1002 1026 1241 1109 1113

Edgewise 5000 5000 5000 5000 2782 2618 1360 1083 890
MaxC 5000 5000 5000 5000 4529 4625 5000 5000 5000

Lag
RW 11 11 11 9 10 9 9 9 9

Edgewise 1 1 1 1 4 4 11 15 19
MaxC 1 1 1 1 2 2 1 1 1

PE
RW 0.27 0.29 0.29 0.31 0.53 0.68 0.6 0.8 1.5

Edgewise 0.17 0.17 0.17 0.17 0.26 0.34 0.6 0.8 1.5
MaxC 0.17 0.17 0.17 0.17 0.25 0.33 0.5 0.8 1.4

Relative RW 1 1 1 1 1 1 1 1 1
ESS Edgewise 28 228 720 23 75 233 0.35 3 10

MaxC 28 228 720 28 218 675 28 841 6317

Measures in Section 4.2.5 for different graph and size combinations, comparing the random walk Metropolis-Hastings
(RW) algorithm, the edgewise block Gibbs algorithm (Edgewise), and the maximum clique block Gibbs sampler
(MaxC) for sampling from the G-Wishart distribution.
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4.3 Existing methods for normalizing constant approximation

4.3.1 Monte Carlo integration

Atay-Kayis and Massam (2005) developed a Monte Carlo method to approximate the

normalizing constant of the G-Wishart distribution based the decomposition described in

Section 4.2.1. For a G-Wishart distribution WGpb,Dq, its normalizing constant can be

expressed as

IGpb,Dq “

" p
ź

i“1

2
b`νi

2 p2πq
νi
2 Γp

b` νi
2

qT
b`hi´1

2
ii

*

EΨ

 

fpΨVq
(

(4.10)

where νi is the number of neighbors of node i subsequent to it in the ordering of vertices,

hi is the total number of neighbors of node i plus 1, and fpΨVq is defined in (4.6). Because

the distribution of ΨV can be easily sampled from, it is straightforward to estimate the

expectation part of (4.10) by Monte Carlo.

The Monte Carlo integration can be computationally expensive when the non-complete

prime component is large or when it is used without graph decomposition. This is because

it relies on the matrix completion (4.5) to evaluate the function fpΨVq. Moreover, the

variance of the Monte Carlo estimator depends on the data, the graph and the order of

nodes, making it difficult to evaluate (Jones et al., 2005).

4.3.2 Laplace approximation

Lenkoski and Dobra (2011) proposed a Laplace approximation to IGpb,Dq, namely,

{IGpb,Dq “ exp
 

lpΩ̂q
(

p2πq|V|{2|HpΩ̂q|´1{2, (4.11)

where

l “
b´ 2

2
log|Ω| ´

1

2
trpDΩq,

Ω̂ is the mode of WGpb,Dq, and H is the Hessian matrix associated with l.

Theoretical evaluation of the Laplace approximation in Gaussian graphical models has
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yet to be investigated, though Lenkoski and Dobra (2011) empirically demonstrated its

potential to facilitate computation in problems where cliques are restricted to be small,

e.g. p ď 5. Intuitively, the accuracy of the Laplace approximation depends on the degree

to which the density of ΩV resembles a multivariate normal distribution. By comparing the

margins of Ω to a normal distribution, Lenkoski and Dobra (2011) empirically showed that

the closeness increases as d increases. Hence, they suggested to use the computationally

fast but less accurate Laplace approximation for the posterior normalizing constant and

the computationally expensive but more accurate Monte Carlo integration for the prior

normalizing constant.

4.4 Existing reversible jump samplers for graphical model determi-
nation

The normalizing constant approximation methods in Section 4.3 allow us to marginalize

over Ω and work directly on the graphical model space. However, these approximations may

be numerically unstable especially for posterior normalizing constants. Alternatively, there

are several special samplers that can explore the joint space of graphs and precision matrices

without integrating out Ω. Giudici and Green (1999) proposed a reversible jump sampler

for jointly simulating pG,Ωq for decomposable graphs. For both across- and within-graph

moves, they update one entry in Σ at a time by proposing from an independent normal

distribution with mean zero and the variance appropriately tuned. These types of moves

require the check of the positive definite constraint of Ω for each update. Dobra et al.

(2011) designed another reversible jump sampler based on the re-parameterization pG,Ψq

where Ψ “ ΦT´1 with Φ and T the Cholesky decompositions of Ω and pD ` Y 1Y q´1

respectively. This sampler ensures the positive definitiveness of Ω automatically; however,

it requires the computationally intensive matrix completion and the tuning of proposals for

both across- and within-graph moves. Furthermore, both Giudici and Green (1999) and

Dobra et al. (2011) still require the evaluation of prior normalizing constants.

In the following section, we improve the efficiency of the reversible jump sampler by
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first eliminating the need of proposal tuning and pilot run, and then eliminating the need

for evaluating prior normalizing constants.

4.5 Proposed algorithms for graphical model determination

4.5.1 Eliminating proposal tuning

We first present a new algorithm that requires neither the matrix completion nor the pro-

posal tuning for both across- and within-graph moves. The central idea of our sampler is to

make use of the partial analytic structure (PAS) of G-Wishart distributions for stochastic

model selection. We briefly summarize the main feature of a reversible jump algorithm that

uses the partial analytic structure (Godsill, 2001). Suppose there are K candidate models

tMku
K
k“1, each of which is associated with a likelihood as ppy | θk,Mkq that depends upon a

set of unknown parameter θk. Consider a move from the current model Mk to a new model

Mk1 . Suppose there exists a subvector pθk1qU of the parameter θk1 for a new model Mk1 such

that ptpθk1qU | pθk1q´U ,Mk1 , yu is available in closed form, and in the current model Mk,

there exists an equivalent subset of parameters pθkq´U with the same dimension as pθk1q´U .

The PAS reversible jump algorithm uses a proposal distribution that sets pθk1q´U “ pθkq´U ,

draws Mk1 „ qpMk1 | Mkq and pθk1qU „ ptpθk1qU | pθk1q´U ,Mk1 , yu. The reverse move then

sets pθkq´U “ pθk1q´U , draws Mk „ qpMk | Mk1q and pθkqU „ ptpθkqU | pθkq´U ,Mk, yu. In

summary, the PAS algorithm proceeds as follows:

PAS algorithm (Godsill, 2001). Given the current state pMk, θkq:

1. Update Mk. Note that this move also involves making changes of pθkqU .

(a) Propose a new model Mk1 from the proposal distribution qpMk1 |Mkq; set pθk1q´U “

pθkq´U .

(b) Accept the proposed model Mk1 with probability:

α “ min

„

1,
ptMk1 | pθk1q´U , yuqpMk |Mk1q

ptMk | pθkq´U , yuqpMk1 |Mkq



, (4.12)
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where ptMk1 | pθk1q´U , yu “
ş

ptMk1 , pθk1qU | pθk1q´U , yudpθk1qU .

(c) If Mk1 is accepted, generate pθk1qU „ ptpθk1qU | pθk1q´U ,Mk1 , yu. Otherwise, generate

pθkqU „ ptpθkqU | pθkq´U ,Mk, yu.

2. Update θk.

(a) Update the parameters θk1 if Mk1 is accepted using standard MCMC steps. Other-

wise, update the parameters θk using standard MCMC steps.

We now detail the PAS algorithm for sampling pG,Ωq from the full posterior distribution

ppΩ, G | Y q9I´1
G pb,Dq|Ω|

n`b´2
2 expr´

1

2
trtpS `DqΩusppGq1ΩPM`pGq. (4.13)

Consider two graphs G “ pV,Eq and G1 “ pV,E1q that differ by one edge pi, jq only. With

no loss of generality, suppose edge pi, jq P E and E1 “ Ezpi, jq. In the notation of PAS

algorithm, we set Mk “ G,Mk1 “ G1, pθk1q´U “ pθkq´U “ Ωzpωij , ωjjq, pθkqU “ tωjj , ωiju

and pθk1qU “ ωjj to make use of the analytical structure of ppωjj | Ωzpωij , ωjjq, G
1q and

ppωij , ωjj | Ωzpωij , ωjjq, Gq. From (4.12), the acceptance probability for a move G to G1

from a proposal qpG1 | Gq is then

αpGÑ G1q “ min

„

1,
ptG1 | Ωzpωij , ωjjq, Y uqpG | G

1q

ptG | Ωzpωij , ωjjq, Y uqpG1 | Gq



, (4.14)

where the conditional posterior odds against the edge pi, jq is given by:

ptG1 | Ωzpωij , ωjjq, Y u

ptG | Ωzpωij , ωjjq, Y u
“

ptY,Ωzpωij , ωjjq | G
1uppG1q

ptY,Ωzpωij , ωjjq | GuppGq
. (4.15)

Clearly, the conditional posterior odds requires the evaluation of ptY,Ωzpωij , ωjjq | G
1u and

ptY,Ωzpωij , ωjjq | Gu. Below we describe two methods for analytically computing these

quantities.
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Method (I) for computing (4.15) For the first numerator term, since ωij “ 0

under G1, it is defined as

ptY,Ωzpωij , ωjjq | G
1u “

ż

ωjj

ptY | Ω, G1uppΩ | G1qdωjj . (4.16)

Note that, from (4.8), the full conditional posterior for ωjj is

ωjj ´ c | pΩzωjj , Y q „Wpb` n,Djj ` Sjjq, (4.17)

where c “ Ωj,V zjpΩV zj,V zjq
´1ΩV zj,j . Let Ω0 “ Ω except for an entry 0 in the positions pi, jq

and pj, iq , and an entry c in the position pj, jq. Then (4.16) can be analytically evaluated

as

ptY,Ωzpωij , ωjjq | G
1u “ p2πq´

np
2
Ipb` n,Djj ` Sjjq

IG1pb,Dq
|Ω0
V zj,V zj |

n`b´2
2

ˆ expr´
1

2
trtpS `DqΩ0us. (4.18)

Where Ipb,Dq is the normalizing constant of a scalar G-Wishart distribution WGpb,Dq

with p “ 1. For the first denominator term, since ωij ‰ 0 under G, it is defined as

ptY,Ωzpωij , ωjjq | Gu “

ż

pωij ,ωjjq
ptY | Ω, GuppΩ | G1qdωijdωjj . (4.19)

To evaluate (4.19), we need the full conditional distribution of pωij , ωjjq. Let e “ pi, jq

and write Ωee|V ze “ Ωee ´ Ωe,V zepΩV ze,V zeq
´1ΩV ze,e. From (4.8), the conditional posterior

of pωii, ωij , ωjjq is

Ωee|V ze | pΩzΩee, Y q „Wpb` n,Dee ` Seeq.

Further conditioned on ωii, the full conditional distribution of pωij , ωjjq can then be ob-

tained by applying the standard Wishart theory in the following Proposition 3 to the

Wishart matrix Ωee|V ze.

Proposition 3. Suppose a 2ˆ2 random matrix A follows a Wishart distribution Wph,Bq
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with density

ppAq “ Iph,Bq´1|A|
h´2

2 expt´
1

2
trpBAqu.

Write

A “

ˆ

a11 a12

a21 a22

˙

, B “

ˆ

B11 B12

B21 B22

˙

.

Then,

(i) a12 | a11 „ Np´B´1
22 B12a11, B

´1
22 a11q and a22 ´ a

´1
11 a

2
12 | a11, a12 „Wph,B22q.

(ii) ppa12, a22 | a11q “ tJph,B, a11qu
´1|A|

h´2
2 expt´1

2trpBAqu, where

Jph,B, a11q “

ż

|A|
h´2

2 expt´
1

2
trpBAquda12da22

“ p2πB´1
22 q

1
2a

h´1
2

11 Iph,B22q expt´
1

2
pB11 ´B

´1
22 B

2
12qa11u.

Let Ω1 be equal to Ω except for entries of Ωe,V zepΩV ze,V zeq
´1ΩV ze,e in the positions

corresponding to e. Applying Proposition 3 by letting A “ Ωee|V ze, h “ b ` n and B “

Dee ` See allows us to evaluate the density (4.19) analytically:

ptY,Ωzpωij , ωjjq | Gu “ p2πq
´
np
2
Jpb` n,Dee ` See, a11q

IGpb,Dq
|Ω1
V ze,V ze|

n`b´2
2

ˆ expr´
1

2
trtpS `DqΩ1us, (4.20)

where a11 is the first element of A “ Ωee|V ze.

We plug-in (4.18) and (4.20) to (4.14) to provide the acceptance rate for a move from

G to G1:

αpGÑ G1q “ min

"

1,
ppG1qqpG | G1qIGpb,Dq

ppGqqpG1 | GqIG1pb,Dq
Hpe,Ωq

*

, (4.21)
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where

Hpe,Ωq “
Ipb` n,Djj ` Sjjq

Jpb` n,Dee ` See, a11q

ˆ

|Ω0
V zj,V zj |

|Ω1
V ze,V ze|

˙
n`b´2

2

expr´
1

2
trtpS `DqpΩ0 ´ Ω1qus,

can be analytically evaluated.

Method (II) for computing (4.15): The second method to evaluate

ptY,Ωzpωij , ωjjq | G
1u and ptY,Ωzpωij , ωjjq | Gu is based on the Cholesky decomposition.

The following Theorem provides details of the exact distributions in (4.15).

Theorem 4. Without loss of generality, suppose i “ p ´ 1 and j “ p. Otherwise, per-

mute the variable indices such that i “ p ´ 1 and j “ p. Let Ω “ Φ1Φ be the Cholesky

decomposition of Ω where the matrix Φ “ pφijq is upper triangular. Then

(i) Conditional on Ωzpωij , ωjjq, there is a bijection between pωij , ωjjq and pφp´1,p, φ
2
ppq:

ωjj “ a` φ2
p´1,p ` φ

2
pp, ωij “ c` bφp´1,p (4.22)

where a, b and c do not depend on pωij , ωjjq or pφp´1,p, φppq and are given by:

a “

p´2
ÿ

k“1

φ2
k,p, b “ φp´1,p´1, c “

p´2
ÿ

k“1

φk,p´1φk,p.

(ii) Given G, the conditional prior and posterior of pφp´1,p, φ
2
ppq are given by:

ppφp´1,p, φ
2
pp | Ωzpωij , ωjjq, Gq “ Gapφ2

pp |
b

2
,
Djj

2
qNpφp´1,p | µ0, D

´1
jj q,

and

ppφp´1,p, φ
2
pp | Ωzpωij , ωjjq, G, Y q “ Gapφ2

pp |
b` n

2
,
Djj ` Sjj

2
q

ˆNpφp´1,p | µ1, pDjj ` Sjjq
´1q, (4.23)

respectively, where µ0 “ ´φp´1,p´1DijD
´1
jj and µ1 “ ´φp´1,p´1pDij ` SijqpDjj `
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Sjjq
´1.

(iii) Given G1, the conditional prior and posterior are given by

ppφ2
pp | Ωzωjj , G

1q “ Gapφ2
pp |

b

2
,
Djj

2
q, φp´1,p “

´
řp´2
k“1 φk,p´1φk,p
φp´1,p´1

,

and

ppφ2
pp | Ωzωjj , G

1, Y q “ Gapφ2
pp |

b` n

2
,
Djj ` Sjj

2
q, (4.24)

φp´1,p “
´
řp´2
k“1 φk,p´1φk,p
φp´1,p´1

, (4.25)

respectively.

(iv) The conditional Bayes factor in favor of G versus G1 is

BF ”
ppY | Ωzpωij , ωjjq, Gq

ppY | Ωzωjj , G1q
“
p

Djj
Djj`Sjj

q1{2 expt
Djj`Sjj

2 µ2
1 ´

Djj
2 µ2

0u

expt
Sjj
2 φ2

p´1,p ´ Sijφp´1,p´1φp´1,pu
, (4.26)

where φp´1,p is calculated by (4.25).

Proof of Theorem 4. Part (i) directly follows from the property of Choleksy decomposition.

Consider the conditional prior in Part (ii). From (4.1),

ppωij , ωjj | Ωzpωij , ωjjq, Gq9|Ω|
pb´2q{2 expt´Dijωij ´Djjωjj{2u.

Make a change of variable pωij , ωjjq Ñ pφp´1,p, φ
2
ppq using the map (4.22). Then the

Jacobian is a constant not involving pφp´1,p, φ
2
ppq and so

ppφp´1,p, φ
2
pp | Ωzpωij , ωjjq, Gq

9 pφ2
ppq

pb´2q{2 expt´Dijφp´1,p´1φp´1,p ´Djjpφ
2
p´1,p ` φ

2
ppq{2u

“ Gapφ2
pp | b{2, Djj{2qNpφp´1,p | µ0, D

´1
jj q, (4.27)

where µ0 “ ´φp´1,p´1DijD
´1
jj . The conditional posterior follows from multiplying the
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likelihood and the conditional prior.

Consider part (iii). Given G1 and so ωij “ 0. (4.25) follows from letting ωij “ 0 in

(4.22). The prior and posterior of φpp is straightforward.

Consider part (iv). The conditional Bayes factor in favor of G versus G1 is defined as

follows

BF ”
ppY | Ωzpωij , ωjjq, γij “ 1q

ppY | Ωzωjj , γij “ 0q
(4.28)

where, by Bayes’ theorem,

ppY | Ωzpωij , ωjjq, γij “ 1q “
ppY | Ωqppφp´1,p, φ

2
pp | Ωzpωij , ωjjq, Gq

ppφp´1,p, φ2
pp | Ωzpωij , ωjjq, G, Y q

,

ppY | Ωzpωij , ωjjq, γij “ 0q “
ppY | Ωqppφ2

pp | Ωzpωij , ωjjq, G
1q

ppφ2
pp | Ωzpωij , ωjjq, G1, Y q

.

Notice that

ppY | Ωq “ C´1pφ2
pq
n{2 expt´Sijφp´1,p´1φp´1,p ´ Sjjpφ

2
p´1,p ` φ

2
ppq{2u, (4.29)

where C is a term not depending on pφp´1,p, φppq. The result follows from plugging-in the

priors and posteriors in Part (ii)-(iii) and the density of (4.29) to (4.28).

Method (I) and (II) evaluate (4.15) from differen perspectives, but can be shown to be

mathematical equivalent. Using Method (I) as an example, we can summarize the PAS

sampler for graphical model determination as follows:

Algorithm 1. Given the current state pG,Ωq:

1. Update G. Note that this move also involves making changes of pωij , ωjjq.

(a) Propose a new graph G1 “ pV,E1q differing only one edge from G “ pV,Eq from the

proposal distribution qpG1 | Gq. Without loss of generality, assume edge e “ pi, jq P

E and E1 “ Eze.
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(b) Accept G1 with probability α in (4.21).

(c) If G1 is accepted, set ωij “ 0, update the parameters ωjj from (4.17). If G1 is

rejected, update the parameters pωij , ωjjq from its full conditional distribution using

Proposition 2 (i). Specifically, in the notation of Proposition 2, let A “ paijq “

Ωee|V ze, h “ b ` n and B “ pBijq “ Dee ` See. In addition, let F “ pfijq “

Ωe,V zepΩV ze,V zeq
´1ΩV ze,e, then pωij , ωjjq is generated as follows:

(i) Generate u | a11 „ Np´B´1
22 B12a11, B

´1
22 a11q and v | a11 „Wph,B22q.

(ii) Set ωij “ u` f12 and ωjj “ v ` a´1
11 u

2 ` f22.

2. Update Ω conditional on the most recent G using the block Gibbs sampler in Section

4.2.4.

In Step 1(a) of Algorithm 1, instead of randomly picking up an edge and then correcting

it by a Metropolis-Hastings step, we can often scan through all pi, jq for i ă j according

to various deterministic or random schedules and update edge pi, jq as a Bernoulli random

variable with the following conditional posterior odds

ptG1 | Y,Ωzpωij , ωjjqu

ptG | Y,Ωzpωij , ωjjqu
“
ppG1qIGpb,DqHpe,Ωq

ppGqIG1pb,Dq
,

which lead to a Gibbs sampler with the acceptance rate (4.21) uniformly equal to 1.

The main benefit of the above PAS algorithm is that the acceptance rate (4.21), with

pωij , ωjjq integrated out, eliminates the need of across-graph proposal tuning. The new

algorithm also uses the block Gibbs sampler for simulating from G-Wishart distributions

at given graphs, eliminating the need of matrix completion and within-graph proposal

tuning. However, it still requires the prior normalizing constant approximation.

4.5.2 Eliminating evaluation of prior normalizing constants

This section aims to circumvent the remaining computational bottleneck arising from the

intractable prior normalizing constants in Algorithm 1. Our main tool is the double
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Metropolis-Hastings algorithm (Liang, 2010), which is an extension of the exchange algo-

rithm (Murray et al., 2006) for simulating from distributions with intractable normalizing

constants.

We start with a brief review of the exchange algorithm proposed by Murray et al.

(2006). Suppose data y are generated from the density ppy | θq “ Zpθq´1fpy | θq where θ

is the parameter and Zpθq “
ş

fpy | θqdy is the normalizing constant that depends on θ

and is not analytically available. Suppose the prior for θ is ppθq. A standard Metropolis-

Hastings (M-H) algorithm simulates from the posterior of θ: ppθ | yq9ppθqfpy | θq{Zpθq by

proposing θ1 from a proposal qpθ1 | θq and then accepting it with probability

α “ min

"

1,
ppθ1qfpy | θ1qZpθqqpθ | θ1q
ppθqfpy | θqZpθ1qqpθ1 | θq

*

,

which depends on the ratio of two intractable normalizing constants. The exchange algo-

rithm removes the need to evaluate Z by considering an augmented distribution

ppθ, θ1, x | yq “ ppθq
fpy | θq

Zpθq
qpθ1 | θ, yq

fpx | θ1q

Zpθ1q
,

where qpθ1 | θ, yq is an arbitrary distribution and x is an auxiliary variable. Marginally, the

original distribution ppθ | yq is maintained . The exchange algorithm samples pθ, θ1, xq from

the augmented distribution using a standard Metropolis-Hastings sampler. Operationally,

The exchange algorithm (Murray et al., 2006). Given the current state pθ, θ1, xq:

1. Update pθ1, xq using a block Gibbs step.

(a) Generate pθ1, xq „ qpθ1 | θ, yqfpx | θ1q by first drawing θ1 „ qpθ1 | θ, yq and then

drawing an auxiliary variable x „ fpx | θ1q using an exact sampler.

2. Update θ using a Metropolis step.

(a) Propose θ1 by exchanging θ and θ1. Note that this is a symmetric proposal.
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(b) Accept θ1 with probability

α “ min

"

1,
ppθ1qfpy | θ1qfpx | θqqpθ | θ1, yq

ppθqfpy | θqfpx | θ1qqpθ1 | θ, yq

*

.

Comparing the acceptance rate of the exchange algorithm with that of the traditional

M-H algorithm, we see that the exchange algorithm replaces the intractable normalizing

constant ratio with an estimate from a single sample at each parameter setting:

Zpθq{Zpθ1q « fpx | θq{fpx | θ1q, x „ ppx | θ1q, (4.30)

which provides some insight about why the exchange algorithm works. The use of the

auxiliary variable x removes Zpθq from the joint distribution; however it requires an exact

sampler for ppx | θ1q, which is not practical in many applications. Liang (2010) proposed a

double Metropolis-Hastings algorithms to avoid the need of exact samplers. Their approach

generates x from ppx | θ1q using a product of Metropolis-Hastings updates starting at y:

P
pmq
θ1 px | yq “ Kθ1py Ñ y1q . . .Kθ1pym´1 Ñ xq,

where Kp¨ Ñ ¨q is the M-H transition kernel of ppx | θ1q. They derived the following exten-

sion of the exchange algorithm that does not require an exact sampler for x „ ppx | θ1q:

Double M-H algorithm (Liang, 2010). Given the current state pθ, θ1, xq

1. Update pθ1, xq

(a) Generate θ1 „ qpθ1 | θ, yq and then x „ P
pmq
θ1 px | yq where P

pmq
θ1 px | yq is a sequence

of M-H kernels of the target distribution ppx | θ1q initialized at y.

2. Same as Step 2 in the exchange algorithm.

Since two types of Metropolis-Hastings moves are performed for updating θ: One for gen-

erating the auxiliary variable x in Step 1(a) and the other for accepting θ in Step 2. The

algorithm is called a double Metropolis-Hastings algorithm by Liang (2010). When x is

130



generated exactly from fpx | θ1q by an exact sampler, the double Metropolis-Hastings re-

duces to the exchange algorithm. When x is generated approximately by M-H methods,

the double Metropolis-Hastings can be viewed as an approximated exchange algorithm. In

such cases, caution must be made about the convergence of the double M-H algorithm.

Since the relationship of (4.30) suggests that we use one sample of x to provide the infor-

mation about the global normalizing constant Zpθq, this sample must be generated in a

way that considers the entire space fpx | θq. An auxiliary variable x generated by an exact

sampler considers the entire space of fpx | θq; however, an auxiliary variable x generated

by a Markov chain will be biased towards a local mode near the starting point with only

a few M-H steps. Choosing the M-H kernel Kp¨ Ñ ¨q for a MCMC to rapidly explore the

global auxiliary variable space without being trapped by local modes is the key. We refer to

Chapter 5 of Murray (2007) for a discussion about using MCMC to generate the auxiliary

variable x. Now, we extend the PAS algorithm in Section 4.5.1 by applying the double

M-H algorithm to remove the need of prior normalizing constants. In the notation of the

double M-H algorithm, let θ “ G and y “ Ω and consider the augmented joint distribution

ptΩ, G,G1,Ω1 | Y u “ ppΩ, G | Y qqpG1 | Ω, G, Y qppΩ1 | G1q,

where ppΩ, G | Y q is the original target distribution (4.13), qpG1 | Ω, G, Y q is any distri-

bution that proposes a graph G1 that differs by one edge pi, jq from G with pi, jq P E

and pi, jq R E1, and ppΩ1 | G1q is the density function of Ω1 „ WG1pb,Dq. Marginally, the

original posterior (4.13) is unaffected. We consider the following move types.

(1) Update pG1,Ω1q.

(2) Update G. Note that this also involves updating pωij , ωjjq.

(3) Update Ω.

Move (1) generates G1 directly from qpG1 | Ω, G, Y q and Ω1 from ppΩ1 | G1q using a sequence

of M-H steps starting from the current Ω. Notice that ωij ‰ 0 and ω1ij “ 0. Thus, starting
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at Ωzpωij , ωjjq, we first update pωij , ωjjq from their conditional prior distributions under

G1 and then use m steps of the block Gibbs sampler to generate the auxiliary Ω1. Hence

the product of M-H updates P
pmq
G1 pΩ

1 | Ωq consists of m steps of the block Gibbs sampler

applied to WG1pb,Dq. Thanks to the unimodal property of the G-Wishart distribution,

the Gibbs kernels will properly consider the entire auxiliary data space Ω1 „ WG1pb,Dq

without being biased towards a local mode near the starting point. As for the choice of m,

Liang (2010) suggested only a small m (e.g. m “ 1) is needed for obtaining a good sample

of x „ ppx | θ1q. In the examples analyzed in this chapter, we found that one iteration of

a block Gibbs sampler is sufficient to provide good mixing results.

For Move (2), this is essentially a PAS step that proposes G by swapping G and G1,

with pωij , ωjjq and pω1ij , ω
1
jjq integrated out. The acceptance rate is then

α “ min

„

1,
ptG1 | Y,Ωzpωij , ωjjquqpG | Ω, G1, Y q

ptG | Y,Ωzpωij , ωjjquqpG1 | Ω, G, Y q
ˆ
ptΩ1zpω1ij , ω

1
jjq | Gu

ptΩ1zpω1ij , ω
1
jjq | G

1u



,

where the first part is exactly equal to the original acceptance rate (4.14) which is expressed

in (4.21) as

ptG1 | Y,Ωzpωij , ωjjquqpG | Ω, G1, Y q

ptG | Y,Ωzpωij , ωjjquqpG1 | Ω, G, Y q
“
ppG1qqpG | Ω, G1, Y qIGpb,Dq

ppGqqpG1 | Ω, G, Y qIG1pb,Dq
Hpe,Ωq,

and the second part ptΩ1zpω1ij , ω
1
jjq | Gu{ptΩ

1zpω1ij , ω
1
jjq | G

1u can be evaluated by making

use of the full conditional distributions of pω1ij , ω
1
jjq under G1 and G respectively. Let Ω10 “

Ω1 except for an entry 0 in the positions pi, jq and pj, iq and an entry Ω1j,V zjpΩ
1
V zj,V zjq

´1Ω1V zj,j

in the position pj, jq; let Ω11 “ Ω1 except for Ω1e,V zepΩ
1
V ze,V zeq

´1Ω1V ze,e in the positions cor-

responding to the edge e “ pi, jq. It is apparent to show the following:

ptΩ1zpω1ij , ω
1
jjq | G

1u “
fpΩ1zpω1ij , ω

1
jjq | G

1q

IG1pb,Dq
,

ptΩ1zpω1ij , ω
1
jjq | Gu “

fpΩ1zpω1ij , ω
1
jjq | Gq

IGpb,Dq
,
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where fpΩ1zpω1ij , ω
1
jjq | G

1q and fpΩ1zpω1ij , ω
1
jjq | Gq are analytically evaluated as

fpΩ1zpω1ij , ω
1
jjq | G

1q “ Ipb,Djjq|Ω
10
V zj,V zj |

b´2
2 expt´

1

2
trpDΩ10qu,

and

fpΩ1zpω1ij , ω
1
jjq | Gq “ Jpb,Dee, a11q|Ω

11
V ze,V ze|

b´2
2 expt´

1

2
trpDΩ11qu.

Collecting all terms together, we have the acceptance rate of a move from G to G1 as

αpGÑ G1q “ min

"

1,
ppG1qqpG | Ω, Y,G1qfpΩ1zpω1ij , ω

1
jjq | Gq

ppGqqpG1 | Ω, Y,GqfpΩ1zpω1ij , ω
1
jjq | G

1q
Hpe,Ωq

*

, (4.31)

where all terms are analytically available. Comparing the acceptance rate (4.31) of the

double M-H algorithm to the acceptance rate (4.21) of the original PAS sampler, we see

that the double M-H algorithm replaces the intractable prior normalizing constant with

the unbiased estimate based on a single sample from the prior:

IGpb,Dq

IG1pb,Dq
«
fpΩ1zpω1ij , ω

1
jjq | Gq

fpΩ1zpω1ij , ω
1
jjq | G

1q
.

This gives an interpretation on why the double M-H algorithm works.

Finally, Move (3) generates Ω conditional on the graph from Move (2) using the block

Gibbs sampler. We may summarize the algorithm as follows:

Algorithm 2. Given the current state tG,Ω, G1,Ω1zpω1ij , ω
1
jjqu:

1. Update tG1,Ω1zpω1ij , ω
1
jjqu

(a) Propose a new graph G1 differing only one edge from G from the proposal distri-

bution qpG1 | Ω, G, Y q. Without loss of generality, assume that edge pi, jq P G and

pi, jq R G1.

(b) Generate the auxiliary variable Ω1zpω1ij , ω
1
jjq „ P

pmq
G1 tΩ

1zpω1ij , ω
1
jjq | Ωzpωij , ωjjqu

using the block Gibbs sampler with initial value Ωzpωij , ωjjq.
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2. Update G

(a) Exchange G and G1.

(b) Accept G1 with probability (4.31).

(c) According to whether G1 is accepted or not, update pωij , ωjjq from their conditional

distributions as in Step 1(c) in Algorithm 1.

3. Update Ω conditional on the most recent G using the block Gibbs sampler.

In step 1(a), we can also systematically scan through all pi, jq for i ă j and update edge

pi, jq using a Bernoulli proposal with the following odds

qpG1 | Ω, Y q

qpG | Ω, Y q
“
ppG1qHpe,Ωq

ppGq
,

which simplifies the acceptance rate (4.31) as

α “ min

"

1,
fpΩ1zpω1ij , ω

1
jjq | Gq

fpΩ1zpω1ij , ω
1
jjq | G

1q

*

.

4.6 Simulation experiment

4.6.1 A 6 node example

To investigate the accuracy of Algorithm 2, we consider a case with p “ 6, yielding a

graphical model space of size 32768, which is small enough to be enumerated, yet large

enough to be interesting and to have a significant proportion of non-decomposable graphs

that are about 45% of all graphs. We let S “ Y Y 1 “ nA´1 where n “ 18 and

A “

¨

˚

˚

˚

˚

˚

˝

1 0.5 0 0 0 0.4
1 0.5 0 0 0

1 0.5 0 0
1 0.5 0

1 0.5
1

˛

‹

‹

‹

‹

‹

‚

.
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This choice of pS, nq represents 18 samples of Y from Np0, A´1q. We placed the G-Wishart

prior WGp3, I6q on Ω and the uniform prior ppGq91 on G.

We calculated the theoretical posterior edge inclusion probabilities, denoted by ppijq1ďiăjďp |

Y , and the theoretical posterior expectations of Σ and Ω, denoted by EpΣ | Y q and

EpΩ | Y q respectively as follows. For each G P G where G is the space of all 32768 graphs,

we calculated its posterior probability as

ppG | Y q “
ppGqIGpb` n,D ` Sq{IGpb,Dq

ř

GPGtppGqIGpb` n,D ` Sq{IGpb,Dqu
, (4.32)

using the Monte Carlo integration of Section 4.3.1 for IG when G is non-decomposable

and the closed-form of IG when G is decomposable. We then calculated the theoretical

posterior edge inclusion probabilities as

pij | Y “
ÿ

G“pV,EqPG
1tpi,jqPEu ppG | Y q 1 ď i ă j ď p,

and the theoretical posterior expectations of Σ and Ω as

EpΣ | Y q “
ÿ

GPG
EpΣ | Y,Gq ppG | Y q,

EpΩ | Y q “
ÿ

GPG
EpΩ | Y,Gq ppG | Y q, (4.33)

respectively. In (4.33), EpΣ | Y,Gq and EpΩ | Y,Gq are analytically available only for de-

composable graphs (Rajaratnam et al., 2008). For non-decomposable graphs, we estimated

EpΣ | Y,Gq and EpΩ | Y,Gq based on their corresponding posterior sample means calcu-

lated from the output of the Gibbs sampler of Section 4.2.4. We shall report the Monte

Carlo sample sizes we used: In (4.32), sample sizes 1000 and 50000 were used for the prior

and the posterior normalizing constants, respectively; in (4.33), a MCMC sample of 10000

iterations after an initial 5000 runs as burn-in was used. These sample sizes allow the

Monte Carlo estimation to be performed for each of the non-decomposable graphs and also
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yield an agreement of about 2 decimal places for almost all elements in ppijq | Y,EpΣ | Y q

and EpΩ | Y q when we repeated the entire process two more times. The final results of the

theoretical posterior edge inclusion probabilities and the theoretical posterior expectations

of Σ and Ω are:

ppijq1ďiăjďp | Y “

¨

˚

˚

˚

˚

˚

˝

1 0.969 0.106 0.085 0.113 0.850
1 0.980 0.098 0.081 0.115

1 0.982 0.098 0.086
1 0.980 0.106

1 0.970
1

˛

‹

‹

‹

‹

‹

‚

,

EpΣ | Y q “

¨

˚

˚

˚

˚

˚

˝

5.211 ´4.953 4.746 ´4.544 4.338 ´4.131
6.461 ´5.897 5.378 ´4.863 4.345

7.072 ´6.204 5.372 ´4.547
7.074 ´5.890 4.748

6.452 ´4.951
5.214

˛

‹

‹

‹

‹

‹

‚

,

and

EpΩ | Y q “

¨

˚

˚

˚

˚

˚

˝

1.139 0.569 ´0.011 0.006 ´0.013 0.403
1.175 0.574 ´0.008 0.005 ´0.014

1.176 0.574 ´0.008 0.006
1.175 0.573 ´0.011

1.175 0.569
1.138

˛

‹

‹

‹

‹

‹

‚

.

Now, we compare the results obtained from Algorithm 2 to the above theoretical values.

We applied Algorithm 2 with a systematic scan for 60000 sweeps and discarded the first

10000 as burn-in. Each sweep entails updating all possible edges and all elements in Ω once.

Two chains were run: One starting at the identity matrix for Ω and one at the sample

precision matrix. The results were essentially the same for both chains. The posterior

mean estimates of (pij), Σ and Ω are

pp̂ijq “

¨

˚

˚

˚

˚

˚

˝

1 0.969 0.106 0.087 0.116 0.854
1 0.983 0.096 0.083 0.113

1 0.980 0.103 0.087
1 0.978 0.110

1 0.963
1

˛

‹

‹

‹

‹

‹

‚

,
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Σ̂ “

¨

˚

˚

˚

˚

˚

˝

5.217 ´4.952 4.749 ´4.545 4.339 ´4.135
6.452 ´5.896 5.373 ´4.858 4.343

7.074 ´6.198 5.367 ´4.544
7.065 ´5.880 4.739

6.443 ´4.936
5.211

˛

‹

‹

‹

‹

‹

‚

,

and

Ω̂ “

¨

˚

˚

˚

˚

˚

˝

1.139 0.570 ´0.010 0.006 ´0.014 0.404
1.179 0.575 ´0.008 0.006 ´0.014

1.174 0.571 ´0.009 0.006
1.174 0.572 ´0.013

1.173 0.564
1.135

˛

‹

‹

‹

‹

‹

‚

.

Comparing these MCMC estimates with the theoretical values computed above, we see

that Algorithm 2 is able to produce accurate estimates. As for the computing time, under

Matlab implementation, Algorithms 2 took about 15 minutes to complete 60000 sweeps,

while the Monte Carlo integration method took about 16 hours to evaluate all 32768 graphs.

4.6.2 A 100 node circle graph example

The second example is more challenging as it has a large non-complete prime components

of size 100. We simulated a sample of size n “ 150 from the model Np0, A´1q where A is

defined in Section 4.2.5. The prior parameters were b “ 3, D “ I100 and independent edge

inclusion probabilities 2{pp ´ 1q. We ran the systematic scan version of Algorithm 2 for

30000 sweeps while discarding the first 30000 warm-up iterations. Two chains were run:

One starting at the identity matrix and one at the sample covariance matrix. The results

from these two runs were similar. The median effective sample size of the free elements

of Ω corresponding to the posterior mean graph was 30000 for a sample of size 30000.

The posterior mean graph which includes only edges having posterior inclusion probability

exceeding 0.5 is the true underlying circle graph. The highest probability excluded edge

has probability 0.08 while the lowest probability included edge has probability 1.

As for comparison, we used the Monte Carlo integration of Section 4.3.1 to approximate

the marginal likelihood of the true underlying graph. Under a C++ implementation, it

took about 2 minutes to calculate the prior normalizing constant using 1000 Monte Carlos
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iterations. For the posterior normalizing constant, the computing time is about the same.

However, the algorithm seems to underflow in a standard implementation. That is, the

true value of the function fpΨVq tends to be smaller than the computer’s smallest positive

floating point number. Figure 4.1 displays the boxplot of values of the function logfpΨVq

evaluated at M “ 1000 samples of ΨV adjusted by an offset:

logfpΨV
i q ´ offset, i “ 1, . . . ,M

where offset “ maxtlogfpΨV
i q : i “ 1, . . . ,Mu. The majority of these values are less than

-2000, while the smallest positive floating point number in double precision is about -709

in a natural logarithm scale. Recall that logIG is estimated by,

{logIG “ offset` logp
M
ÿ

i“1

exptlogfpΨV
i q ´ offsetuq ´ logM,

so the summation is taken over zeros most of the time. This example illustrates that the

Monte Carlo integration may require a high precision arithmetic library so that it can

precisely give results of exponential functions of ´104 „ ´103 or so. To our knowledge,

current software for Gaussian graphical models has yet supported this level of precision.

Even if the underflow problem is addressed, the computation time can be unacceptable

when we increase the number of Monte Carlo sample size until the variance falls below

a fixed level. For example, using the default sample size 1.5p3 suggested by Jones et al.

(2005) will cost 1.5ˆ 1003 ˆ 2{1000 “ 3ˆ 103 minutes to evaluate this graph. Without a

good estimate of the normalizing constant, we were unable to evaluate the accuracy of the

Laplace approximation. However, note that the accuracy largely depends on the similarity

between WGpb ` n,D ` Sq and the normal distribution. Using the edgewise sampler, we

simulated 10000 samples from WGpb`n,D`Sq under the true graph. Figure 4.2 illustrates

the Q-Q plots for two univariate margins of ΩV . These margins are clearly different from

the normal distribution.
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Figure 4.1: Box plot showing the distribution of plogfpΨVq ´ offsetq in the 100
node cycle graph example.

Figure 4.2: Q-Q plots comparing the marginal distributions of two entries of Ω „
WGpb`n,D`Sq with the normal distribution in the 100 node cycle graph example.

4.7 Mutual fund performance evaluation

In this section, we illustrate the extension of Gaussian graphical models to a class of sparse

seemingly unrelated regression models. We show that how graphs can be useful in modeling

real problems and how Algorithm 2 can be used as a key component of a larger sampling

scheme.

The historical performance of a mutual fund can be summarized by estimating its alpha.

This term is defined as the intercept in a regression of the excess return of the fund on the

excess return of one or more passive benchmarks. This is usually estimated by applying
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an ordinary least square analysis (OLS) to the regression

y0,t “ α0 ` x
1
tβ0 ` e0,t, t “ 1 : T

where y0,t is the fund return at time t, xt is a k ˆ 1 vector of benchmark returns at time

t, and α0 is the fund alpha. The choice of benchmarks is often guided by a pricing model,

such as the capital asset pricing model (CAPM) (Sharpe, 1964) and the Fama-French three

factor model (Fama and French, 1993). The work of Pástor and Stambaugh (2002) has

explored the role of nonbenchmark passive assets in estimating a fund’s alpha using a

seemingly unrelated regression (SUR) model. Suppose there are p nonbenchmark passive

returns y1:p,t besides the k benchmark returns xt. Further suppose returns on passive assets

including benchmark or nonbenchmark assets are constructed for the period from 1 to T

and a mutual fund only has a history from t0 to T where t0 ě 1. Then the SUR model

used to estimate the mutual fund α0 is written as

y0,t “ α0 ` x
1
tβ0 ` e0,t, t “ 1 : T,

yi,t “ αi ` x
1
tβi ` ei,t, i “ 1 : p; t “ 1 : T, (4.34)

where y0,t “ y‹0,t is missing for t ă t0 and the error vector e0:p,t is distributed as Np0,Σq.

The basic idea is that a more precise estimate of α0 is provided through a more precise

estimate of α1:p when e0,t is correlated with the e1:p,t. Note that many mutual funds have

relatively short histories as compared with passive assets. Given the more accurate estimate

of α1:p computed from a longer sample period, the α0 estimated from SUR is more precise

than the α0 estimated solely based on OLS.

Some interesting questions arise in evaluating mutual fund performance using SUR of

(4.34). First, as is observed by Pástor and Stambaugh (2002), the assumption of pricing

power of benchmark assets on nonbenchmark assets, i.e. αi “ 0 or not for i “ 1 : p, is

critical in estimating a fund’s alpha in a SUR model. The second question concerns the

strictness of the SUR model assumption, that is, returns are assumed to be contempora-
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neously correlated with all nonbenchmark returns given the benchmark returns. For some

managed funds, perhaps only the errors from a subset of nonbenchmark assets are relevant

in explaining returns of the fund. Including too many correlated nonbenchmark assets to

estimate alpha will mean a potentially high misspecification risk.

Motivated by these practically important considerations, we consider the following

sparse seemingly unrelated regression (SSUR) models that extend SUR to address the two

questions above. We use the hierarchical mixture prior for each of α0:p:

αi „ p1´ ziqNp0, ν
2
i,0q ` ziNp0, ν

2
i,1q,

where zi “ 0 or 1 according to whether the benchmark assets have the pricing power or

not respectively and νi0 and νi1 are set to be small and large respectively (George and

McCulloch, 1997). We next apply the Gaussian graphical model to the residual covari-

ance matrix Σ to naturally model the contemporaneous dependence among mutual fund

and nonbenchmark returns. Algorithm 2 developed in Section 4.5 will then extend to

include components to sample pα0:p, z0:p, β0:pq and y‹0,1:t0´1 at each iteration, using the ef-

ficient stochastic search variable selection (SSVS) procedure and conventional imputation

approach.

To evaluate the efficacy of the model, we applied it to a collection of 15 actively managed

Vanguard mutual funds, using monthly returns through December 2008 available from

the Center for Research in Security Prices (CRSP) mutual fund database. The set of

benchmark and nonbenchmark assets consists of eleven portfolios constructed passively.

Monthly returns on these passive assets are available from January 1927 through December

2008. The sample period for any given mutual fund is a much shorter subset of this overall

period. We specify the benchmark series as the excess market returns (MKT), and so

the alpha is exclusively defined with respect to just MKT. The first two of nonbenchmark

passive portfolios are the Fama-French factors, which are the payoffs on long-short spreads

constructed by sorting stocks according to the market capitalization and the book-to-

market ratio. The third, fourth and fifth nonbenchmark series are the momentum, short
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term and long term reversal factors respectively. The remaining five nonbenchmark assets

are the value-weighted returns for five industrial portfolios.

We choose νi,0 “ 0.025 and νi,1 “ 0.5 for monthly αi. This choice of hyperparameters

is in line with the view that a yearly return of 0.025 ˆ 2 ˆ 12 “ 0.6% in excess of the

compensation for the risk borne may possibly be ignored and the maximum plausible yearly

return for αi is about 0.5ˆ 2ˆ 12 “ 12%. We assume a uniform prior for zi. We compare

three methods for estimating α0: OLS, SUR and SSUR. Table 4.2 reports the estimated

α0, the standard error and the posterior probability of the event tz0 “ 1u within each fund

based on the three methods for the period since a fund’s inception. The SSUR estimates are

nontrivially different from their OLS and SUR counterparts. In particular, the α0’s tend

towards zeros under SSUR. This is not surprising since SSUR assumes a positive probability

for small values of α0. One important issue in fund performance evaluation is whether the

managed fund adds value beyond the standard passive benchmarks. We address this issue

by computing the estimated probability of the event tz0 “ 1u in the last column. Only

a few funds have the estimated probability exceeding 0.5. This suggests that most of

the 15 mutual funds do not generate excess returns beyond the passive benchmark assets.

Furthermore, the SUR standard errors are generally smaller than their OLS counterparts.

This observation is compatible with that in Pástor and Stambaugh (2002). With few

exceptions, SSUR seems to reduce the standard error even more than SUR. Recall that

the standard error of the SSUR estimates takes into account of structure uncertainty. The

reduced standard errors seem to suggest that there is a great deal of sparsity within SUR

and that identifying this sparsity can help provide more precise estimates of α0’s. Finally,

we note that the estimated graphs representing a fund’s contemporaneously dependencies

on nonbenchmark assets seem to reflect a funds portfolio composition. For example, the

fund Explorer seeks small US companies with growth potential and has top two holdings

on the information technology and health care sectors as of May, 2008. The error of this

fund is related to the error of nonbenchmark assets representing market capitalization, and

high technology, and health care.
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Table 4.2: Summary of the estimated monthly α for three different models: OLS,
SUR and SSUR

OLS SUR SSUR
Fund name α̂ s.e.pα̂q α̂ s.e.pα̂q α̂ s.e.pα̂q P pα ‰ 0q
Cap Opp 0.34 0.26 0.43 0.13 0.45 0.15 0.98
Dividend Growth 0.05 0.18 0.05 0.08 0.01 0.04 0.11
Equity-Income 0.14 0.12 0.16 0.08 0.04 0.07 0.25
Explorer -0.05 0.14 0.07 0.15 0.02 0.06 0.17
Growth& Income 0.02 0.06 0.08 0.10 0.01 0.05 0.13
Growth Equity -0.20 0.16 -0.14 0.12 -0.03 0.08 0.23
Mid Cap Growth 0.55 0.38 0.47 0.16 0.51 0.16 0.99
Morgan Growth 0.04 0.07 0.14 0.12 0.05 0.09 0.28
PRIMECAP 0.23 0.12 0.33 0.11 0.30 0.14 0.90
Selected Value 0.09 0.28 0.10 0.11 0.03 0.07 0.19
Strategic Equity 0.14 0.17 0.19 0.11 0.09 0.12 0.42
US Growth 0.31 0.26 0.39 0.20 0.24 0.19 0.62
US Value 0.31 0.17 0.33 0.09 0.31 0.13 0.92
Windsor 0.14 0.09 0.19 0.12 0.10 0.12 0.47
Windsor II 0.13 0.12 0.14 0.10 0.03 0.07 0.22

For OLS and SUR, point estimates and standard errors are reported. For SSUR, posterior mean, standard deviation
and probability of α ‰ 0 are reported.

4.8 Discussion

We have described a sampling algorithm for Bayesian model determination in Gaussian

graphical models. Our method has three ingredients: A block Gibbs sampler for within-

graph moves, a reversible jump sampler using partial analytic structure for across-graph

moves, and an exchange algorithm for avoiding the evaluation of prior normalizing con-

stants.

For the covariance selection problem, a possible disadvantage of not approximating

the marginal likelihood is that this does not allow for more flexible search algorithms for

rapid traversal of the graph space. However, the subsequence of graphs from the auxiliary

chain we developed will in many cases have the property that high probability graphs will

appear more quickly than low ones, providing useful guidelines for setting Monte Carlo

sample size or starting graphs using the more computationally intensive methods based on

the normalizing constant approximation.

For problems where graphical models are only components of larger models, search

algorithm does not apply and MCMC is routinely used for posterior computation with

graphs either restricted to be decomposable or determined by approximating normalizing

constants conditional on other parameters. The approximation step often costs substantial
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computational burden. Our method then has an advantage of being able to be easily

embedded within a large MCMC algorithm to accelerate posterior computation.
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Appendix A

Appendix to Chapter 2

Table A.1: Exchanges from TAQ’s user guides
Exchange in

User Guide 1993 Guide 1999 Guide 2005 Guide 2006 Guide 2007 Guide 2008 Guide

A AMEX AMEX AMEX AMEX AMEX AMEX

B Boston Boston Boston Boston Boston Boston

C Cincinnati Cincinnati Cincinnati Cincinnati NSX NSX

D NASD ADF NASD ADF & TRF NASD ADF & TRF NASD ADF & TRF

X Philadelphia Philadelphia Philadelphia Philadelphia Philadelphia Philadelphia

M Midwest Chicago Chicago Chicago Chicago Chicago

P Pacific Pacific Pacific Pacific Arca Arca

I ISE ISE

W CBOE CBOE CBOE CBOE CBOE CBOE

Z BATS

N NYSE NYSE NYSE NYSE NYSE NYSE

T NASD NASD NASD

T/Q NASD NASD NASD

This table summarizes the exchanges documented in TAQ’s User Guides. The column labeled “Exchange in User
Guide” reports the exchange indicators appearing in the User Guides. The colume labeled ”Year Guide” reports the
exchange each indicator stands for according to the User Guide updated in that year. Note that Cincinnati and NSX
are two different names for the same exchange. Similar logic applies to (Midwest, Chicago) and (Pacific, Arca).
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Table A.2: Descriptive statistics of the high-frequency data

Year No. of Stocks No. of Trading Days No. of Daily Volume No. of Daily Trades Trade Size Market Share

1993 788 253 302026 177 1724 0.750

1994 798 252 332874 184 1829 0.736

1995 813 252 409784 238 1812 0.740

1996 817 254 497046 295 1779 0.740

1997 819 253 657429 436 1646 0.762

1998 815 252 865239 623 1570 0.783

1999 798 252 1150729 1018 1432 0.802

2000 773 252 1782325 1808 1433 0.774

2001 745 248 2299365 2321 1156 0.798

2002 734 252 2643229 2709 931 0.783

2003 718 252 2372538 3057 744 0.761

2004 715 252 2359569 3513 629 0.743

2005 710 252 2523439 4379 542 0.725

2006 701 251 2978389 6418 406 0.708

2007 675 251 3658516 12449 254 0.696

2008 644 253 5683968 24962 196 0.691

2009 620 252 6595370 24811 200 0.688

2010 608 252 5683923 20197 202 0.665

This table summarizes the high-frequency data cleaned from the TAQ database. The stock sample includes stocks
that are constituents of the S&P500 index over 1993-2010. There are a total of 985 stocks and 4,535 trading days
in the sample. For each year in 1993–2010, the table reports: the average number of stocks traded in that year, the
average number of trading days per year, the average daily trading volume across stock and across year, the average
number of daily trades across stock and across year, the average number of shares per trade across stock and across
year, and the average market share of the stocks in the sample relative to the total market capitalization.
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Table A.3: Returns of bivariate portfolios sorted by explanatory variable and βd,oc

Frequency RET ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

5 min
High-Low 0.55 0.83 0.43 0.33 0.83 0.87 0.85 0.90 0.53 0.68

(1.09) (1.66) (1.05) (0.99) (1.66) (1.78) (1.55) (1.72) (1.55) (1.35)

25 min
High-Low 0.70 0.90 0.57 0.56 1.01 0.96 0.94 1.02 0.74 0.77

(1.30) (1.72) (1.33) (1.57) (1.92) (1.84) (1.62) (1.82) (2.04) (1.44)

75 min
High-Low 0.73 0.92 0.51 0.50 0.95 0.99 0.92 1.05 0.72 0.83

(1.32) (1.70) (1.16) (1.36) (1.79) (1.87) (1.58) (1.84) (1.90) (1.53)

125 min
High-Low 0.77 0.97 0.57 0.59 0.98 1.08 0.99 1.09 0.76 0.85

(1.36) (1.80) (1.27) (1.55) (1.81) (2.03) (1.67) (1.90) (1.94) (1.55)

180 min
High-Low 0.73 0.90 0.46 0.54 0.95 0.97 0.94 0.97 0.77 0.84

(1.32) (1.64) (1.02) (1.40) (1.77) (1.79) (1.58) (1.66) (1.99) (1.54)

mix
High-Low 0.70 0.93 0.50 0.54 0.97 0.97 0.90 1.01 0.74 0.83

(1.33) (1.80) (1.21) (1.60) (1.93) (1.93) (1.64) (1.87) (2.14) (1.55)

For each month, all stocks in the sample are first sorted into five quintiles based on one control variable. Then, within
each quintile, stocks are further sorted into five quintiles according to their βd,oc computed using intraday returns
sampled at different frequencies. Finally, the five βd,oc portfolios are averaged over each of the five control variable
portfolios to produce βd,oc portfolios that have large cross-portfolio variation in βd,oc but little variation in the
control variable. Thus, the βd,oc portfolios control for the differences in the explanatory variables. In each row, βd,oc

is computed using returns sampled at different frequencies. The column labeled “Frequency” represents the sampling
frequency. The control variables are listed as follows. ME denotes the logarithm of the market capitalization of firms.
BM denotes as the ratio of book value of common equity to the market value of equity. MOM is the compound
gross return from month t ´ 7 to t ´ 1. IVOL is a firm’s idiosyncratic volatility at the end of month t. CSK is the
coskewness variable. CKT is the cokurtosis variable. RSK is the realized skewness computed from the high-frequency
data. RKT is the realized kurtosis computed from the high-frequency data. MAX represents the maximum daily
raw return of that month. ILLIQ represents the logarithm of the average daily ratio of the absolute stock return to
the dollar trading volume of the that month. The row labeled “High-Low” reports the difference of returns between
portfolio 5 and portfolio 1. The Newey-West robust t-statistics are reported in parentheses. The sample period
is from January 1993 to December 2010. The first portfolio formation month is December 1993, and the last is
November 2010.
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Table A.4: Fama-MacBeth regressions: predicting cumulative returns over the next
three months

Panel A: Univariate Fama-MacBeth regressions

βs βc βco,d ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

2.71 2.95 1.92 -1.23 -0.26 0.03 0.95 -4.90 -1.08 -1.07 0.55 0.27 0.83
(2.12) (2.06) (2.49) (-4.73) (-0.32) (1.25) (2.19) (-2.43) (-2.25) (-1.48) (2.34) (2.18) (2.68)

Panel B: Multivariate Fama-MacBeth regressions

βs βc βco,d ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

1.40 -1.12 -0.44 0.02 0.12 1.55 -0.75 -0.83 -0.22 0.02 -0.09
(1.18) (-3.67) (-1.35) (1.58) (0.51) (1.13) (-1.82) (-1.62) (-2.02) (0.43) (-0.28)

1.35 1.32 -1.10
(1.13) (2.85) (-4.69)
0.72 1.80 0.46

(0.66) (3.44) (1.04)
-0.06 1.55 0.02

(-0.06) (3.47) (0.90)
0.61 1.23 0.59

(0.57) (3.71) (2.09)
0.74 1.72 -3.04

(0.66) (3.32) (-1.88)
1.28 1.53 -0.81

(1.06) (3.34) (-2.19)
0.76 1.79 -0.99

(0.68) (3.35) (-1.65)
1.14 1.63 0.55

(0.99) (3.38) (2.69)
0.45 1.43 0.16

(0.42) (3.50) (2.25)
1.32 1.27 0.84

(1.21) (3.08) (3.44)
0.72 1.80

(0.65) (3.33)
0.50 1.12 -1.07 -0.26 0.01

(0.46) (3.11) (-4.86) (-0.66) (0.77)
0.52 0.91 -0.99 -0.30 0.02 0.21

(0.50) (3.34) (-5.19) (-0.80) (1.06) (1.00)
0.52 1.10 -1.08 -0.35 0.01 -0.72

(0.46) (3.12) (-5.03) (-0.90) (0.79) (-0.60)
0.62 1.06 -1.06 -0.35 0.01 -0.09

(0.53) (3.13) (-5.34) (-0.92) (0.79) (-0.35)
0.55 1.10 -1.07 -0.26 0.01 -0.98

(0.50) (3.12) (-4.90) (-0.68) (0.77) (-1.57)
0.48 1.09 -1.13 -0.32 0.01 -0.09

(0.44) (3.19) (-5.05) (-0.85) (0.79) (-0.77)
0.44 1.03 -1.03 -0.29 0.02 0.05

(0.41) (3.29) (-4.97) (-0.77) (0.92) (0.99)
0.48 0.99 -1.01 -0.32 0.02 0.02

(0.48) (3.12) (-2.81) (-0.88) (1.21) (0.06)
0.25 0.81 -1.19 -0.47 0.02 0.10 1.45 -0.11 -0.95 -0.18 0.03 -0.16

(0.25) (3.11) (-3.62) (-1.40) (1.34) (0.44) (1.09) (-0.38) (-1.80) (-1.70) (0.64) (-0.49)

This table reports the estimated regression coefficients and t-statistics (in parentheses) of Fama-MacBeth cross-
sectional regressions for predicting cumulative returns over the next three months. The sample consists of all stocks
that are constituents of the S&P500 index over 1993-2010. The following independent variables are considered. βs

denotes the standard beta. βc denotes the continuous beta. βd,oc denotes the open-to-close discontinuous beta. βd,co

denotes the close-to-open discontinuous beta. ME denotes the logarithm of the market capitalization of firms. BM
denotes the ratio of book value of common equity to the market value of equity. MOM is the compound gross return
from month t ´ 7 to t ´ 1. IVOL is a firm’s idiosyncratic volatility at the end of month t. CSK is the coskewness
variable. CKT is the cokurtosis variable. RSK is the realized skewness computed from the high-frequency data.
RKT is the realized kurtosis computed from the high-frequency data. MAX represents the maximum daily raw
return of that month. ILLIQ represents the logarithm of the average daily ratio of the absolute stock return to the
dollar trading volume of the that month. The first row reports the results from univariate regressions, where only
one variable is used. The second through last rows are multivariate regressions, where more than one variable is
used.
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Table A.5: Fama-MacBeth regressions: predicting cumulative returns over the next
six months

Panel A: Univariate Fama-MacBeth regressions

βs βc βco,d ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

5.82 6.42 4.21 -2.62 -0.22 0.05 2.40 -9.10 -2.74 -1.78 1.28 0.69 1.80
(2.02) (1.98) (2.27) (-4.68) (-0.12) (0.98) (2.57) (-2.25) (-2.88) (-1.21) (2.02) (2.51) (2.47)

Panel B: Multivariate Fama-MacBeth regressions

βs βc βco,d ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

2.32 -1.95 -0.84 0.05 0.40 3.56 -1.30 -1.02 -0.42 0.10 0.15
(0.87) (-2.46) (-1.17) (1.65) (0.85) (1.46) (-1.47) (-0.98) (-2.23) (1.05) (0.17)

2.69 3.13 -2.38
(0.99) (2.29) (-4.47)
1.27 4.13 1.30

(0.53) (2.78) (1.30)
-0.48 3.42 0.04

(-0.19) (2.96) (0.80)
0.75 2.69 1.63

(0.30) (2.78) (2.67)
1.19 4.09 -5.92

(0.47) (2.75) (-1.91)
2.55 3.62 -1.96

(0.91) (2.67) (-2.30)
1.26 4.20 -1.44

(0.51) (2.73) (-1.29)
2.31 3.69 1.30

(0.92) (2.78) (2.54)
0.21 3.17 0.46

(0.08) (2.74) (3.19)
2.54 3.02 1.85

(1.05) (2.57) (3.20)
1.21 4.21

(0.49) (2.72)
0.89 2.39 -2.28 -0.28 0.03

(0.33) (2.51) (-4.61) (-0.31) (0.72)
0.72 1.80 -2.07 -0.42 0.04 0.74

(0.27) (2.42) (-4.76) (-0.51) (1.04) (1.83)
0.83 2.41 -2.27 -0.45 0.03 -0.83

(0.30) (2.57) (-4.71) (-0.50) (0.72) (-0.44)
1.29 2.25 -2.20 -0.50 0.03 -0.48

(0.44) (2.46) (-4.99) (-0.56) (0.72) (-0.83)
0.95 2.36 -2.29 -0.31 0.03 -1.47

(0.35) (2.52) (-4.67) (-0.35) (0.70) (-1.11)
0.94 2.25 -2.37 -0.47 0.03 -0.05

(0.36) (2.54) (-4.76) (-0.54) (0.77) (-0.19)
0.38 2.05 -2.13 -0.36 0.04 0.22

(0.14) (2.48) (-4.61) (-0.43) (0.92) (2.41)
0.91 2.11 -1.89 -0.51 0.04 0.29

(0.39) (2.54) (-2.07) (-0.65) (1.33) (0.33)
0.38 1.66 -2.05 -0.83 0.05 0.27 3.17 -0.41 -1.24 -0.33 0.13 0.05

(0.16) (2.42) (-2.50) (-1.11) (1.51) (0.62) (1.36) (-0.70) (-1.18) (-1.81) (1.40) (0.06)

This table reports the estimated regression coefficients and t-statistics (in parentheses) of Fama-MacBeth cross-
sectional regressions for predicting cumulative returns over the next six months. The sample consists of all stocks
that are constituents of the S&P500 index over 1993-2010. The following variables are considered. βs denotes the
standard beta. βc denotes the continuous beta. βd,oc denotes the open-to-close discontinuous beta. βd,co denotes
the close-to-open discontinuous beta. ME denotes the logarithm of the market capitalization of firms. BM denotes
the ratio of book value of common equity to the market value of equity. MOM is the compound gross return from
month t´ 7 to t´ 1. IVOL is a firm’s idiosyncratic volatility at the end of month t. CSK is the coskewness variable.
CKT is the cokurtosis variable. RSK is the realized skewness computed from the high-frequency data. RKT is the
realized kurtosis computed from the high-frequency data. MAX represents the maximum daily raw return of that
month. ILLIQ represents the logarithm of the average daily ratio of the absolute stock return to the dollar trading
volume of the that month. The first row reports the results from univariate regressions, where only one variable is
used. The second through last rows are multivariate regressions, where more than one variable is used.
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Table A.6: Fama-MacBeth regressions: predicting cumulative returns over the next
12 months

Panel A: Univariate Fama-MacBeth regressions

βs βc βco,d ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

13.60 15.90 9.66 -6.06 -1.31 0.06 6.59 -14.65 -5.49 -2.79 2.75 1.90 3.92
(1.97) (1.89) (2.13) (-4.44) (-0.29) (0.64) (2.87) (-1.96) (-2.52) (-1.07) (1.94) (2.66) (2.57)

Panel B: Multivariate Fama-MacBeth regressions

βs βc βco,d ME BM MOM IVOL CSK CKT RSK RKT MAX ILLIQ

7.20 -5.33 -2.22 0.07 1.31 3.71 -2.35 -1.37 -0.82 0.26 -0.64
(1.12) (-2.33) (-1.35) (1.17) (1.68) (0.69) (-1.29) (-0.62) (-1.75) (1.37) (-0.30)

9.11 6.33 -5.61
(1.21) (2.40) (-3.76)
5.02 8.98 3.21

(0.80) (2.74) (1.60)
2.06 8.08 0.05

(0.35) (2.74) (0.63)
3.40 5.66 4.17

(0.55) (2.44) (3.00)
5.00 8.97 -10.96

(0.78) (2.73) (-1.68)
8.12 7.95 -4.35

(1.13) (2.59) (-2.15)
4.66 9.29 -1.40

(0.75) (2.78) (-0.70)
7.60 7.95 3.07

(1.17) (2.72) (2.49)
2.30 6.75 1.15

(0.37) (2.63) (3.46)
8.75 6.47 4.31

(1.33) (2.42) (3.29)
4.58 9.29

(0.73) (2.76)
6.62 5.14 -5.53 -0.70 0.05

(0.95) (2.39) (-3.73) (-0.40) (0.53)
5.97 3.76 -5.04 -0.99 0.07 1.94

(0.89) (1.99) (-3.79) (-0.61) (0.85) (2.21)
6.82 5.11 -5.50 -1.05 0.05 -2.24

(0.96) (2.39) (-3.76) (-0.62) (0.53) (-0.47)
8.09 4.70 -5.24 -1.25 0.05 -1.51

(1.08) (2.22) (-4.03) (-0.70) (0.53) (-1.02)
6.72 5.10 -5.55 -0.73 0.04 -1.83

(0.97) (2.39) (-3.75) (-0.42) (0.51) (-0.72)
6.86 4.77 -5.65 -1.09 0.05 0.05

(1.02) (2.36) (-3.84) (-0.66) (0.59) (0.07)
5.34 4.28 -5.16 -0.76 0.06 0.57

(0.79) (2.24) (-3.69) (-0.46) (0.73) (2.85)
6.12 4.61 -5.35 -1.26 0.06 -0.12

(1.03) (2.25) (-2.03) (-0.80) (0.95) (-0.06)
5.85 3.26 -5.35 -1.94 0.07 0.88 3.84 -0.99 -1.42 -0.51 0.29 -0.40

(0.98) (1.78) (-2.35) (-1.25) (1.12) (1.14) (0.73) (-0.63) (-0.64) (-1.19) (1.48) (-0.22)

This table reports the estimated regression coefficients and t-statistics (in parentheses) of Fama-MacBeth cross-
sectional regressions for predicting cumulative returns over the next 12 months. The sample consists of all stocks
that are constituents of the S&P500 index over 1993-2010. The following variables are considered. βs denotes the
standard beta. βc denotes the continuous beta. βd,oc denotes the open-to-close discontinuous beta. βd,co denotes
the close-to-open discontinuous beta. ME denotes the logarithm of the market capitalization of firms. BM denotes
the ratio of book value of common equity to the market value of equity. MOM is the compound gross return from
month t´ 7 to t´ 1. IVOL is a firm’s idiosyncratic volatility at the end of month t. CSK is the coskewness variable.
CKT is the cokurtosis variable. RSK is the realized skewness computed from the high-frequency data. RKT is the
realized kurtosis computed from the high-frequency data. MAX represents the maximum daily raw return of that
month. ILLIQ represents the logarithm of the average daily ratio of the absolute stock return to the dollar trading
volume of the that month. The first row reports results from univariate regressions, where only one variable is used.
The second through last rows are multivariate regressions, where more than one variable is used.
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Figure A.1: Annual trading volume of IBM stock for different exchanges

.
Each subplot in this Figure displays the annual trading volume of IBM stocks across years for one
exchange. The title of each subplot corresponds to an exchange indicator from the first column of
Table A.1. Except zero volume at exchange A (AMEX), IBM stocks are actively traded across the
other eleven exchanges between year 1993 and 2010.
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