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Abstract

Evolution by natural selection can occur at multiple biological scales. This is partic-

ularly the case for host-pathogen systems, where selection occurs both within each

infected host as well as through transmission between hosts. Despite there being

established mathematical models for understanding evolution at a single biological

scale, fewer tractable models exist for multiscale evolutionary dynamics. Here I

present mathematical approaches using tools from probability and stochastic pro-

cesses as well as dynamical systems to handle multiscale evolutionary systems. The

first problem I address concerns the antigenic evolution of influenza. Using a com-

bination of ordinary differential equations and inhomogeneous Poisson processes, I

study how immune selection pressures at the within-host level impact population-

level evolutionary dynamics. The second problem involves the more general question

of evolutionary dynamics when selection occurs antagonistically at two biological

scales. In addition to host-pathogen systems, such situations arise naturally in the

evolution of traits such as the production of a public good and the use of a com-

mon resource. I introduce a model for this general phenomenon that is intuitively

visualized as a a stochastic ball-and-urn system and can be used to systematically

obtain general properties of antagonistic multiscale evolution. Lastly, this ball-and-

urn framework is in itself an interesting mathematical object which can studied as

either a measure-valued process or an interacting particle system. In this mathemat-

ical context, I show that under different scalings, the measure-valued process can
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have either a propagation of chaos or Fleming-Viot limit.
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1

Introduction

This thesis comprises three problems in which probabilistic methods are used to un-

derstand processes in evolutionary biology. The common biological theme in all three

problems is that natural selection occurs at multiple scales. This theme is illustrated

in the context of host-pathogen systems in Fig. 1. In the evolution of infectious

pathogens, competition and selection occur at both the host level, through transmis-

sion dynamics, as well as within hosts at the cellular level, whereby pathogen particles

must compete for cells and evade host immunity. Similar multiscale structures are

manifest across biological scales and taxa. Although multiscale mathematical models

are typically more complex to analyze, models which do not consider both scales may

miss important behaviors. This thesis introduces several mathematical formulations

which aim to capture the multiscale nature of a biological problem while remaining

amenable to some convenient mathematical analysis.

Chapter 2 focuses on the antigenic drift of influenza virus. Antigenic drift is the

process by which the antibody binding sites on a virus evolve to evade detection by

pre-existing immunity in the host. The flu vaccine is updated yearly to address this

issue. Viral mutation events which lead to the evasion of antibody recognition are
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Figure 1.1: Infected individuals (colored large circles) “compete” for susceptible
hosts (open circles). Within each infected host, different pathogen types (colored
small circles) compete for dominance.

called immune escape mutants. Empirical studies suggest that the prior immunity of

a host plays a role in whether a host transmits the same strain it was infected with

or a mutant strain. Yet models for the antigenic drift of influenza often do not take

into account a host’s immune status when calculating the emergence of an immune

escape mutant. The work in this chapter is based on work published during my

doctoral research (Luo et al., 2012) in which my co-authors and I introduce a within-

host model of viral dynamics and mutation and use it to understand the possible

mechanisms underlying immune escape. We then scale this process up to the host

level and obtain an alternative hypothesis for the temporal patterns of antigenic drift

in influenza.

Chapter 3 considers a general multiscale system, specifically where selection acts

antagonistically at different scales. While host-pathogen systems are also an impor-

tant example for this topic, my aim here is to investigate the common characteristics

among all systems exhibiting antagonistic selection in order to derive general rules

of thumb. I take a nested Moran model as a natural and minimal model which also

leads to a visually intuitive ball-and-urn characterization of the process. From this,

I systematically obtain general properties of antagonistic multilevel selection that

depend minimally on parameterizations. This work is currently under submission.
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Finally, Chapter 4 studies the mathematical object introduced in Chapter 3. By

viewing the ball-and-urn process as a measure-valued process, a limit that was ob-

tained heuristically in Chapter 3 can be established rigorously. Furthermore, under

a different scaling, the ball-and-urn process converges to a Fleming-Viot process.

Heretofore, Fleming-Viot processes have typically been used to understand evolu-

tionary dynamics at a single scale. Overall, this chapter demonstrates that the

process introduced to address an important biological question in Chapter 3 is an in-

teresting mathematical object in its own right. The work in this chapter is currently

in preparation with Jonathan Mattingly for submission to an applied probability

journal.
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2

Multiscale Evolutionary Dynamics of Antigenic
Drift

Many important infectious diseases of humans as well as non-human animals are

caused by pathogens exhibiting antigenic variation. Some, such as malaria and

dengue, consist of antigenically distinct, co-circulating strains that persist in a pop-

ulation over time. In others, antigenic variants appear de novo, resulting in the

turnover of viral lineages or the accumulation of viral diversity. This de novo produc-

tion of antigenic variants, termed antigenic drift, is observed especially in acute, semi-

immunizing infectious pathogens such as influenza viruses, coronaviruses, norovirus,

and foot and mouth disease virus (FMDV). Understanding these patterns of viral

antigenic variation has been a major topic of theoretical interest, and has led to a

well-established understanding, at the population level, of the role of host immunity

in selecting for antigenic strains (Andreasen et al., 1997; Gog and Grenfell, 2002; Fer-

guson et al., 2003; Koelle et al., 2006, e.g.). However, the role of host immune status,

defined as a host’s prior immunity to an infecting strain, acquired either through vac-

cination or natural infection, at the within-host level, in generating antigenic variants

is still not well understood, despite experimental evidence clearly indicating that it
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is an important factor (Archetti and Horsfall, 1950; Gerber et al., 1955, 1956; Hamre

et al., 1958; Borrego et al., 1993; Hensley et al., 2009).

Given that antigenic immune escape is beneficial at both the within-host and

between-host scales, one might presume that explicitly considering within-host evo-

lutionary dynamics may not provide additional insight into the population-level pat-

terns of antigenic drift. In a theoretical study (Luo et al., 2012), I find, on the

contrary, that considering evolutionary dynamics at both scales not only identifies

key mechanisms underlying intrahost immune escape, but also, when this relation-

ship between immune status and within-host immune escape is scaled up to the

population level, leads to temporal patterns of antigenic evolution that are qualita-

tively consistent with that observed for influenza A antigenic variants in humans but

which arise from a mechanism different from that hypothesized in previous studies

(Wiley et al., 1981; Wilson and Cox, 1990; Koelle et al., 2006, 2010).

2.1 Empirical evidence and previous theoretical treatments

Support for the importance of host immune status in driving within-host antigenic

change comes from multiple passage experiments. In one experiment, influenza

strains Puerto Rico 8 (PR8) and 965 were passaged through chick embryos in ei-

ther the absence or presence of partially immunizing antisera (Fig. 2.1a)(Archetti

and Horsfall, 1950). The strain passaged in the presence of antisera evolved to be

antigenically distinct from the original strain, whereas the strain passaged in the

absence of antisera did not. In a similar series of experiments, PR8 was passaged

through either nonvaccinated or homologously vaccinated mice (Gerber et al., 1955,

1956; Hamre et al., 1958). The conclusions were consistent with the earlier findings

in chick embryos: strains passaged serially through vaccinated mice demonstrated

immune escape, whereas no such escape was detected in serial passages through naive

mice (Fig. 2.1b). A recent study revisiting these experiments reported similar results

5
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Figure 2.1: Evidence for the relationship between immune status and immune es-
cape. (a) Influenza strains PR8 and 965 were passaged through chick embryos in
the presence and absence of partially neutralizing antisera. Titers are shown for
hemagglutination inhibition (HI) assays between wildtype antisera and: the strain
passaged in the presence of antisera (black), the strain passaged in the absence of
antisera (light grey), and the wildtype strain (dark grey). Data are from (Archetti
and Horsfall, 1950). (b) Similar experiment to (a) but with PR8 passaged instead
through either homologously vaccinated or non-vaccinated mice. HI titers were con-
sistent across antisera generated from mouse, hamster, and ferret. Wildtype antisera
were challenged with the strain passaged through vaccinated mice (black), the strain
passaged through non-vaccinated mice (light grey), and the wildtype strain (dark
grey). Data are from (Gerber et al., 1955). (c), left None of the three passages of
PR8 through nonvaccinated mice resulted in antigenic change whereas three out of
three passages through vaccinated mice resulted in the emergence of new antigenic
variants (Hensley et al., 2009). (b), right No passages of FMDV through cells in the
absence of antibodies led to antigenically significant amino acid changes whereas all
passages through cells in the presence of antibodies led to antigenically significant
amino acid substitutions (Borrego et al., 1993).

(Fig. 2.1c, left panel)(Hensley et al., 2009). Similar observations have also been

made in FMDV (Borrego et al., 1993): passages through mammalian BHK-21 cells

in the presence of antibodies led to antigenically significant amino acid substitutions

whereas passages through cells in the absence of antibodies did not (Fig. 2.1c, right

panel).

These experiments indicate that host immune status prior to challenge plays a role

in the production of immune escape variants, and that this may be a general phe-

nomenon across antigenically variable viruses. However, the specific physiological
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and immunological processes underlying this relationship are still not well under-

stood. A major theoretical contribution towards its understanding was developed

by Grenfell and colleagues (Grenfell et al., 2004), wherein the authors hypothesized

a hump-shaped curve relating the strength of host immunity to the rate of immune

escape. The increasing portion of this curve is consistent with data from the pas-

sage experiments reviewed above. The decreasing portion is not directly observed,

possibly because hosts with strong immunity may be asymptomatic and because the

occurrence of immune escape in a strongly immune host would be rare and unlikely

to be captured in an experimental setting. The authors used a population genet-

ics model to demonstrate that the hump-shaped curve is the result of two opposing

effects of host immunity. At higher levels of host immunity, selection pressure for

immune escape increases, thus increasing the fixation rate of escape mutations. How-

ever, at higher levels of host immunity, viral abundance also decreases, lowering the

overall number of mutants that arise.

2.2 A minimal mechanistic within-host model for immune escape

We introduce an alternative model of intrahost viral dynamics to that of Grenfell

and colleagues which captures key physiological and immunological processes during

infection. Our goal is to first, understand the possible mechanisms through which

host immune status affects immune escape, and second, derive a general relationship

between host immune status and the production of escape variants. The model we

use builds on existing intrahost models for influenza and similar acutely infecting

diseases (Larson et al., 1976; Bocharov and Romanyukha, 1994; Nowak and May,

2001; Beauchemin et al., 2005; Baccam et al., 2006; Hancioglu et al., 2007; Handel

et al., 2007, 2010; Saenz et al., 2010; Volkov et al., 2010) by including within-host

viral antigenic evolution and cross-immunity between variants.

We assume an infection is seeded by a single antigenic viral strain and is initially

7



driven by the interaction of target cells and free viral particles of the infecting –

henceforth also referred to as the resident – strain. These initial dynamics are given

by:

Ċ = −βCVr (2.1)

V̇r = γCVr − δrVr − µVr (2.2)

with initial conditions

Vr(0) = V0 C(0) = C0

where C is the target cell population and Vr is the viral load of the resident strain.

β is the rate constant for depletion of target cells by viral particles, γ is the growth

rate of viral particles, and µ is the per virion mutation rate for antigenically novel

variants. While we will refer to C as the target cell population for most of this paper,

it can be interpreted more generally, a point we will return to in the discussion.

Host immune status is captured indirectly through the parameter δr, the neu-

tralization rate of resident viral particles. For hosts naive to the resident strain, δr

reflects only the effects of innate immunity and a background rate of viral clearance.

For hosts with some level of immunity to the resident strain, either through vaccina-

tion or a previous infection with a cross-protective strain, δr includes the additional

effect of the adaptive immune response on viral neutralization. When δr > γC0, the

viral population decreases exponentially upon infection and we take these values of

δr to correspond to strong host immune status towards the resident strain.

To reflect the stochastic nature of the mutation process, we simulate this model

stochastically using a midpoint tau-leap algorithm (Anderson et al., 2011). We model

only mutations that affect antigenic properties of the virus. These antigenic mutants,

which arise at rate µ per virion, compete with the resident and other mutant strains

for target cells. We incorporate a mutant strain, denoted by Vm1
, by adding a

depletion term to C and by including a new equation for the dynamics of the new

8



strain. For example, after the first mutation:

Ċ = −βCVr − βCVm1
(2.3)

V̇r = γCVr − δrVr − µVr (2.4)

˙Vm1
= γCVm1

− δm1
Vm1
− µVm1

(2.5)

Vm1
(t∗) = 1, and Vm1

(t) = 0 for all t < t∗

where t∗ is the time the mutation occurs and δm1
is the neutralization rate of virions

of type m1. We assume, unless otherwise stated, that antigenic mutants completely

escape prior immunity so that the rate, δm, for all mutants, reflects the innate immune

response and a background rate of viral clearance. This assumption will be weakened

later. The dynamics continue in this way, with the potential emergence of Vm2
, Vm3

and so on, until the infection has been cleared.

We remark that host immune status to a particular strain is modelled by a con-

stant clearance rate, for example, δr, δm1
, etc. This assumption that host immunity

is constant for the duration of infection is based on observations that antibodies pro-

duced in response to naive infections are usually not detected until viremia load has

peaked and are therefore unlikely to impact intrahost dynamics (Mann et al., 1968;

Iwasaki and Nozima, 1977; Bocharov and Romanyukha, 1994). We also assume, in

line with other models, that target cell replenishment is negligible for the duration of

infection (Bocharov and Romanyukha, 1994; Beauchemin et al., 2005; Baccam et al.,

2006; Handel et al., 2010).

Parameterized to capture influenza A viral load dynamics observed in volun-

teer studies (Fig. 2.2a) (Baccam et al., 2006; Richman et al., 1976; Carrat et al.,

2008), this intrahost model yields dynamics that differ qualitatively between naive

and immune hosts (Fig. 2.2 b and c) in a manner consistent with results from pas-

sage experiments. It suggests that immune escape is not often observed in naive

hosts because, in the absence of an adaptive immune response, the resident infection

9



rapidly depletes target cells, leaving mutant strains insufficient resources to grow

(Fig. 2.2b). Only the mutants that arise early in the infection have sufficient target

cells for growth, but even these must compete with the more established resident

strain for resources, thereby limiting their viral load. Instead, immune escape may

occur more frequently in immune or partially immune hosts because the resident

viral population is cleared rapidly, leaving ample target cells to support an infection

by a mutant variant, should one arise (Fig. 2.2c).

In contrast, these dynamics are not observed in a model with a dynamically

changing adaptive immune response but without target cell limitation:

Ḃr = aVr V̇r = (b− d)Vr − eBrVr − µVr (2.6)

˙Bmi
= aVmi

˙Vmi
= (b− d)Vmi

− eBmi
Vmi
− µVmi

(2.7)

where Br is the B cell population corresponding to the resident variant and Bmi
is

the B cell population for mutant variant i. b is the replication rate of the virus, d

is the background rate of viral clearance, and e is the viral clearance rate due to B

cells. These equations assume that each B cell population grows linearly with its

corresponding viral population. Immune status is reflected in the initial population

of B cells corresponding to the resident variant with Br(0) = 0 in naive hosts. We

assume no cross-immunity: Bmi
(0) = 0 in all hosts for all mutants, although this

assumption can be relaxed without changing the conclusions described in the next

paragraph.

This model, like the model given by equations 2.3-2.5, can also capture the viral

load dynamics of a single strain infection and does so with fewer assumptions about

specific intrahost mechanisms (Fig. 2.2 d and e). We may therefore expect it to

be sufficient for modeling immune escape dynamics. However, because there is no

mechanism in this model that prevents mutant viral loads from reaching high levels,

immune escape will occur more frequently in naive hosts than in immune hosts. This

10
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Figure 2.2: Intrahost data and simulated intrahost dynamics. (a) Viral load dy-
namics in naive infected humans from volunteer experiments. Viral titer units are
TCID50/ml reproduced from (Baccam et al., 2006; Richman et al., 1976; Carrat et al.,
2008). For (b) – (e), solid blue line is resident viral load, enlarged in inset for (c) and
(e), and dashed lines are mutant viral loads. (b) and (c) show stochastic simulations
of the intrahost model with target cell limitation given by equations 2.3-2.5. Black
solid line denotes the target cell population. δr = 3 per day for the naive case and
δr = 9 per day for the immune case. The mutant strain is assumed to be a complete
escape variant: δm = 3 per day. C0 = 4 × 108 target cells (same as in Baccam et al.
(2006), in the range given in Bocharov and Romanyukha (1994)), clearance rate in
a naive host is 3 per day (same as in Baccam et al. (2006) and Handel et al. (2007),
same order of magnitude as in Bocharov and Romanyukha (1994) and Beauchemin
et al. (2005)). Parameter values β and γ were chosen to qualitatively match data
in (a). (d) and (e) show simulations for a model where there is no target cell lim-
itation but antibody response plays a dynamic role (equations 2.6 -2.7): Initial B
cell population is 2 × 108 for immune hosts. d is 3 per day. a, b, e were chosen to
qualitatively match data in (a). In all simulations, initial resident viral load is 105

virions (intermediate between Handel et al. (2007) and Bocharov and Romanyukha
(1994)), µ = 10−6 per day, and mutant strains have initial population of 1. Simu-
lations implemented using the midpoint tau-leap algorithm (Anderson et al., 2011).
In (d), only the first three mutations are shown.
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holds even in the presence of cross-immunity, because any cross protection that sup-

presses mutant growth in naive hosts will also suppress mutants in hosts with prior

immunity. This suggests that to be consistent with empirical observations of immune

escape, a minimal intrahost model requires a mechanism other than a dynamic anti-

body response. Given that a target cell population is necessary for viral replication

and has frequently been incorporated in previous intrahost models (Larson et al.,

1976; Bocharov and Romanyukha, 1994; Nowak and May, 2001; Beauchemin et al.,

2005; Baccam et al., 2006; Hancioglu et al., 2007; Handel et al., 2007, 2010; Saenz

et al., 2010; Volkov et al., 2010) and given that its inclusion in the model described

by equations 2.3-2.5 leads to intrahost escape dynamics consistent with passage ex-

periments, it seems the most natural and parsimonious choice for this additional

mechanism (but see §2.4).

Having established that a model which includes target cell limitation is minimal

and consistent with empirical data, we use equations 2.1 and 2.2 to generalize the

results from Fig. 2.2 b and c and derive an explicit expression relating immune escape

to host immune status. Central to our derivation is the calculation of the cumulative

viral load, that is, the area under the viral load curve, which we call the ‘final size’

of a strain (§2.5). In Fig. 2.3a we plot this for two initial target cell populations over

a range of values for host immune status levels to the resident strain, δr. We use this

final size calculation to approximate the probability that a mutation, which survives

stochastic extinction, occurs (Fig. 2.3b) and the expected final size of a mutant strain

(Fig. 2.3c).

Defining immune escape to be the occurrence of an antigenic mutant followed by

the growth of the mutant to a sufficient final size, Fig. 2.3b illustrates how the former

is related to host immune status and Fig. 2.3, the latter. Thus, the product of the

two curves yields the overall relationship between immune status and the generation

of immune escape variants (Fig. 2.3d). This relationship exhibits a trade-off between
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Figure 2.3: The relationship between immune status and immune escape and fac-
tors contributing to this relationship. (a) Final size of resident infection as a function
of immune response, with two values of initial target cell populations c0 = 4×108 and
3 × 108. Inset shows plot on a log scale. (b) The probability that a mutant, which
avoids stochastic extinction, occurs. Simulation results (dashed lines) are plotted
along with the analytical values corresponding to them (solid lines). See Appendix
A for why we use the calculation for mutants which did not die out in the first day
(darker solid lines) as a analytical proxy to compare with simulations. (c) Final
size of a mutant. Inset shows left-most section of plot on a log scale. Vertical bars
show one standard deviation away from simulation mean. (d) Product of first two
curves, with simulation mean mutation final size. For (b)-(d), escape is assumed to
be complete (no cross-protection) and colors correspond to mutation rates: µ = 10−6

(blue), µ = 10−7 (green), µ = 10−8 per day (orange). (e) Same quantity as in (d)
but with incomplete escape as reflected in increasing values of δm, the host immune
status towards the mutant. For (b)-(e), dashed lines are simulation results based on
1000 runs of a midpoint tau-leap algorithm (Anderson et al., 2011) and solid lines
are analytical formulae.
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the probability of generating a mutant variant and the cumulative viral load that it

can reach. Hosts with weak prior immunity (low δr) against the resident infection

are more likely to generate a mutant variant due to higher viral abundance, but have

fewer target cells available for this new variant to increase to transmissible levels. On

the other hand, hosts with strong prior immunity (high δr) restrict viral abundance

and thus the chance of generating a mutant variant, even though sufficient target cells

are available for a mutant strain to reach levels that would allow for transmission.

Hosts with an intermediate level of prior immunity are more likely than hosts with

strong prior immunity to generate a mutant variant and also more likely than hosts

with weak prior immunity to have the target cells available for a new variant to

increase to transmissible levels. These hosts are therefore the main producers of

antigenically novel variants.

This overall pattern is robust to decreased levels of immune escape as seen by

increasing host immune status towards the mutant strain, δm (Fig.2.3e). In other

words, as long as there is some level of escape associated with mutations (δm < δr),

intermediately immune hosts will generate mutations more frequently than both

naive and strongly immune hosts.

2.3 Scaling the within-host results to the population level

Most theoretical studies of immune escape to date do not differentiate between hosts

with respect to their ability to produce escape variants based on their immune status.

In standard epidemiological models, mutations are assumed to arise from infected

hosts at equal rates, regardless of immune status (Gog and Grenfell, 2002; Ferguson

et al., 2003; Koelle et al., 2006, 2010). Consistent with the population genetics

model of Grenfell and colleagues (Grenfell et al., 2004), our analysis indicates that

new antigenic variants instead arise preferentially from infected individuals with an

intermediate level of immunity to the circulating strain.
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This raises the interesting question of whether considering host populations which

are heterogeneous in their production of immune escape variants would yield predic-

tions about the evolutionary processes of a pathogen that are different from existing

population level models. Here, we incorporate our within-host results qualitatively

into a simple population level model to investigate this question, specifically with

regard to the temporal patterns of antigenic evolution. We assume there is one anti-

genic variant in the population to which all hosts are initially naive and calculate the

time until an escape variant emerges to replace the initial variant in the host popu-

lation. We take this antigenic variant to be a family of genetically different strains

which are antigenically very similar. We assume, in line with passage experiments,

that hosts can be reinfected with the same antigenic variant, and that each infection

increases the immune status of the host. As illustrated schematically in Fig. 2.4a,

hosts evolve independently of one another: each susceptible host becomes infected at

a constant force of infection rate λ, and each infected host recovers to be susceptible

at constant recovery rate ν. A priori, immune escape is possible for every infected

host. However, to incorporate the hump-shaped relationship between immune status

and immune escape (Fig. 2.4d), we assume that the rate of immune escape is zero in

hosts that are infected for the first time and in hosts that have been infected more

than twice (Fig. 2.4b).

With this model, we calculate the distribution of antigenic emergence times for

a single individual and for the population (§2.6). Both distributions are shown in

Fig. 2.4c, where the persistence time of a variant is equivalent to the time until

emergence of a new escape variant. We note the distributions are not exponential,

which implies that the rate of antigenic emergence is time inhomogeneous. New

variants are unlikely to emerge early as most of the population is naive. Over time,

as more hosts become intermediately immune (recovered from the first infection),

the probability that a new antigenic variant arises will increase. However, once the
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Figure 2.4: A phylodynamic model of antigenic evolution. (a) Markov chain model
for a single host. S denotes the uninfected state, I denotes the infected state. Sub-
scripts denote number of previous infections with the circulating antigenic variant.
λ is rate of becoming infected (the force of infection), ν is rate of recovery, and ρi
the rate of immune escape which is dependent on the number of previous infections,
i. (b) To reflect the nonlinearity between immune status and immune escape, we
take ρ1 and ρ3 to be zero and ρ2 to be positive. (c) Probability density for antigenic
emergence at the level of the individual (solid line, right axis) and at the population
level (dashed line, left axis). The density for the individual case has a positive mass
at infinity (not shown, see §2.6). Parameter values are λ = 0.001 per day, ν = 0.1 per
day, ρ2 = 0.0001 per day. We assume a population of one million hosts and that at
the population level, there is a 0.1% probability that an antigenic variant, once gen-
erated, is successfully transmitted through the population. (d) Empirically derived
distribution of variant persistence times for influenza A/H3N2 (Koelle et al., 2009).

majority of the population becomes strongly immune (recovered from the second

infection), this probability decreases. This distribution of variant persistent times is

consistent with influenza A/H3N2 antigenic variant data (Fig. 2.4d)(Koelle et al.,

2009).
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2.4 Discussion

Numerous passage experiments have demonstrated that host prior immunity affects

the probability that intrahost antigenic immune escape occurs (Fig. 2.1). Here we

use an intrahost model to investigate the mechanisms underlying this phenomenon

and to derive a general relationship between the prior immunity of a host to a

pathogen and the probability of immune escape. We then consider the consequences

of incorporating such a relationship on the temporal patterns of antigenic evolution

through a population level model. Although both models are simplifications, they

are useful because they are mathematically tractable, provide insight into the key

mechanisms involved in observed phenomena, and generate specific predictions which

could be evaluated with further research.

Limitations of the intrahost model

We have suggested here that target cell limitation is a natural and parsimonious

choice for the mechanism through which immune pressure acts to produce escape

variants. However, it is still unclear whether infections die out due to the exhaustion

of susceptible cells in the manner described in equations 2.1 and 2.2 (Saenz et al.,

2010). It is likely, though, that viral access to susceptible cells can be limited, for

example, because interferons trigger antiviral responses in target cells neighbouring

the infection (Saenz et al., 2010; Howat et al., 2006; Sanders et al., 2011), or because

the infection is spatially constrained (Beauchemin et al., 2005). While these processes

are biologically distinct from target cell depletion, they are functionally similar with

respect to their role in intrahost dynamics and immune escape. Specifically, they

limit the size of the total viral population, regardless of the number of antigenic

variants present in the infection. In this regard, even though the variable C encodes

the population of target cells, it may be interpreted more broadly as a functionally
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equivalent mechanism without changing the main conclusions of Fig. 2.3a-e.

Another simplification we have made is to combine the effects of a multitude of

adaptive immune system processes into the parameter δr, which controls the clearance

rate of the resident strain. This phenomenological treatment succinctly captures the

essential contribution that prior immunity makes to intrahost dynamics: increased

clearance, and thus lower final size, of the resident infection. It is this essential

characteristic that leads to the curves derived in Fig. 2.3. To the extent that more

biologically accurate models also capture this characteristic, they should confirm the

conclusions from the model presented here.

Simple by design, our intrahost model gives a clear conceptual description of

the intrahost processes that lead to immune escape. If one were interested in a

more detailed characterization or in investigating a specific mechanism of within-host

dynamics, it is straightforward to add these explicitly to the model. Such models

can provide quantitatively more precise predictions of intrahost dynamics, though

we expect the main findings from our analysis to also hold in these cases.

Predictions for intrahost escape dynamics

Our analysis demonstrates that the nonlinear relationship between immune status

and immune escape arises from the confluence of two processes: target cell limita-

tion, or a functional equivalent, and a differential antibody response dependent on

host immune status (Fig. 2.3d). The successful emergence of an escape variant de-

pends not only on the likelihood of a mutation occurring, which is negatively related

to the immune status of the host, but also on the availability of resources for the

escape variant, which is positively related to the immune status of the host. While

this general idea has been demonstrated by Grenfell and coauthors (Grenfell et al.,

2004) and supported by Volkov and colleagues (Volkov et al., 2010), our dynami-

cal systems approach provides a mechanistic understanding of this phenomenon and
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specific testable predictions that can further our understanding of intrahost immune

escape. We also remark that Volkov et al’s model may not be directly comparable

to ours as their parameter for immune response represents the strength of antibody

binding rather than the level of prior immunity to an infection.

As a specific example, consider the timing of mutation events, which is expected

to be important in our model. Due to the limited population of target cells available

for virions to infect, a mutation that arises early will have access to more target cells

and thus have a greater chance of escape (Fig. 2.3a) than one which arises later.

This effect is greatest in intermediately immune hosts. To test the importance of

timing, one could challenge a host with a mutant strain t hours after challenge with

a wildtype strain. For intermediately immune hosts, we expect a lower t to lead to a

greater chance of immune escape, due to the selective advantage of the mutant and

the increased availability of target cells. For naive hosts, the probability of escape is

not expected to increase with lower t, except in the case where t is very small. This

is because a mutant strain has no selective advantage in a naive host; unless it is

introduced shortly after the initial challenge with the wildtype strain, it is unlikely to

outcompete the the equally fit and more established wildtype population. For fully

immune hosts, we expect escape to occur regardless of t because the availability of

target cells decreases only slightly over the time course of infection with the wildtype.

Other predictions of our model include low within-host antigenic diversity and

the binary nature of immune escape. That is, given a population of partially immune

infected hosts, we predict one group will have little or no mutant viral load, while

the other group will produce a mutant variant with a high viral load sufficient for

transmission. This is alternative to a scenario where the mutant viral loads in an in-

fected population are distributed, for example, as a normal distribution. Evaluating

these predictions requires experiments where the antigenic composition of viral load

is compared between hosts with varying levels of immune status. Past passage ex-
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periments provide some data, but these have concerned only naive or homologously

vaccinated hosts (Archetti and Horsfall, 1950; Gerber et al., 1955, 1956; Hamre et al.,

1958; Borrego et al., 1993; Hensley et al., 2009). Experiments where naive, interme-

diately immune, and strongly immune hosts are challenged with a wildtype strain

and the antigenic composition of their viral load is compared, for example, three days

post infection, could be used to test our predictions concerning intrahost antigenic

diversity and the binary nature of intrahost immune escape.

Limitations of the population level model

Our work extends previous treatments of the relationship between immune status

and immune response by scaling up within-host level results to the population level.

Although our assumption that a host may be reinfected with the same antigenic

variant is in line with the methods used in passage experiments, in natural settings, it

is more likely that hosts are infected with an antigenically similar strain to which they

have partial immunity. We expect that the inferred temporal patterns of antigenic

evolution under this latter scenario will be qualitatively similar to the results we

present here. However, a proper theoretical investigation will require a multistrain

model, possibly incorporating epidemic dynamics. This is a mathematically and

computationally more intensive task, which is beyond the goals of this study.

Implications for vaccination policy

As a first step, the simple population level model used here already provides an al-

ternative explanation for the temporal pattern of antigenic emergence observed in

influenza A/H3N2. The prevailing explanation for the non-exponential distribution

of variant persistence times is that multiple mutations have to accumulate across

several epitopes for significant antigenic change to occur (Wiley et al., 1981; Wilson

and Cox, 1990; Koelle et al., 2006, 2010). Here we reproduce the observed temporal
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patterns of antigenic emergence solely from the dynamics of immunity accumulation

in the host population. These two explanations, while not mutually exclusive, make

different predictions. In particular, if herd immunity accumulation is the main driver

of antigenic evolution, vaccination policies could affect the rate at which antigenic

variants originate. If vaccination leads to strong immunity, then the rate at which

antigenic variants emerge would decrease significantly, as there would be fewer in-

fected individuals, and vaccinated individuals would not be sources of new antigenic

variants. However, if vaccination only partially immunizes individuals, as is often

the case for influenza, and provided the force of infection is constant, the rate at

which new antigenic variants emerge would increase. This idea that vaccination

could change the rate of antigenic evolution of influenza is also implied by a study

by Hensley and coauthors (Hensley et al., 2009), where, under a different hypothe-

sis for the origination of antigenic escape mutants, they suggest that increasing the

pediatric vaccination rate might decrease the rate at which new antigenic variants

emerge. Their study and ours indicate that the impact vaccination may have on the

antigenic evolution of influenza should be a major consideration in disease control.

In summary, the work presented here demonstrates that the inclusion of host

immune status can qualitatively and quantitatively change the dynamics of viral

antigenic evolution in theoretical disease models at both intrahost and interhost

levels. It also highlights the need for further studies to understand how host immu-

nity affects the within-host generation of immune escape variants and how, at the

population level, this aggregate herd immunity impacts the origination of new anti-

genic strains. At the intrahost level, experiments which collect data on the antigenic

properties of viral load for multiple levels of immune status could test the immuno-

logical and physiological processes that lead to immune escape hypothesized here.

At the population level, data on vaccination policies and the antigenic evolution of

pathogens such as influenza could be analyzed and closely monitored for patterns
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and correlations. The insights gained from these studies may lead to a better under-

standing of the evolution of antigenically varying pathogens as well as strategies to

more effectively control them.

2.5 Final size calculations

We first calculate the final size of a resident infection. Consider a single strain

infection without mutation. Its dynamics are given by:

Ċ = −βCV (2.8)

V̇ = γCV − δV (2.9)

with initial conditions

V (0) = V0 C(0) = C0.

(We have dropped the subscript r for clarity). The equilibrium value of V in this

system is V = 0, all viral particles die out, independent of initial conditions. The

equilibrium value of C, C∞, depends on the initial conditions and the host’s immune

status, δ. Different antibody responses, reflected in the value of δ, lead to different

numbers of target cells remaining. In particular, for an immune individual, we take

δ > γC0, which corresponds to an initially decreasing viral population. Thus many

more target cells will remain for this value of δ than for lower values of δ. Since target

cell replenishment occurs on a longer time scale, we are assuming in our calculations

that C reaches its equilibrium value in the above system before replenishment begins.

From equation (2.8) we have

Ċ

C
= −βV (2.10)

The left side of the equation is a perfect derivative, so let A :=
∫∞

0 V (t) dt be the area

under the viral load curve (ie. the final size of infection) and integrate both sides
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from 0 to ∞ to get

A =
1

β
log

(
C0

C∞

)
or C∞ = C0e

−βA,

where C∞ = limt→∞C(t). Next, we use equation (2.9):

V̇ = γCV − δV

= −γ
β

dC

dt
+
δ

β

d

dt
logC

where we have used equation (2.8) to substitute for V . Again, we integrate from 0

to ∞ and use the fact that V (t)→ 0 as t→∞:

−V0 = −γ
β

(C∞ − C0) +
δ

β
[log(C∞)− log(C0)] (2.11)

0 =
γ

β
C0 −

γ

β
C0e

−βA − δA+ V0. (2.12)

The last line follows from the fact that A = − 1
β log C∞

C0
. To solve this for A, let

ξ = −β
δ

(
γ

β
C0 − δA+ V0) = −γ

δ
C0 + βA− β

δ
V0.

Plugging into equation (2.12) and after some algebra, we get

ξ = W0

(
−γ
δ
C0e

− β
δ
V0− γδC0

)
where W0(x) is the upper branch of the Lambert W , or Product Log, function. It

satisfies z = W0(z)eW0(z) with the restriction W0(z) > −1. Plugging this back into our

definition for ξ and solving for A, we get:

A =
1

β

[
W0

(
−γ
δ
C0e

− β
δ
V0− γδC0

)
+
β

δ
V0 +

γ

δ
C0

]
.

It will be useful later to treat A as a function of initial infection dose, initial target

cell population, and host immune status. Hence we write A = A(v0, c0, δ) where the

lower case v0 and c0 represent the initial viral load and target cell population as
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variables. In Fig. 2.3a we plot A, the final size, for two initial target cell populations,

over a range of host immune status, δ. The other parameter values are: V0 = 105

virions, C0 = 4 × 108 cells, β = 102, γ = 2 × 10−8. A sharp drop (Fig. 2.3a inset)

in the final size of a viral infection occurs at the host immunity level for which the

resident viral load dynamics shift from initially growing (e.g. Fig. 2.2b) to decaying

(e.g. Fig. 2.2c).

Assuming mutations do not significantly interfere with the dynamics of the res-

ident strain, the number of mutations expected to occur during the course of the

resident strain infection is given by µA(V0, C0, δr), where δr is the immune status of

the host towards the resident infection. We adjust this to only include mutations

that do not die out stochastically by a Poisson thinning (Durrett, 1999). The rate

for such mutations, which we call R(δr, δm) (we have dropped the extra index on δm1

for clarity), is given by:

R(δr, δm) = µ

∫ ∞
0

V (t)P[mutation with δm at t survives|δr] dt.

The initial dynamics of a mutant at t∗ can be approximated by a birth-death process

with birth rate γC(t∗) and death rate δm, where the dynamics of C(t) are given by

equation 2.1. Here, as with most pathogens, the mutation rate is orders of magnitude

less than the birth and death rates, so we ignore mutation events in this calculation.

Our birth-death chain approximation of the initial dynamics of a mutant population

implies P[mutation with δm at t survives|δr] is 0 if δm > γC(t∗) (death rate > birth

rate) and is 1− δm
γC(t∗) if δm < γC(t∗) (birth rate < death rate).

Since C(t) is decreasing in time, if δm < γC∞, then δm < γC(t) for all t and

R(δr, δm) ≈ µ
∫ ∞

0
V (t)

(
1− δm

γC(t)

)
dt
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To evaluate this integral, we again use equation 2.8 and substitute in V = Ċ
−βC :

R(δr, δm) ≈ µ
∫ ∞

0

˙C(t)

−βC(t)

(
1− δm

γC(t)

)
dt

=
µ

β

{
δm
γ

∫ ∞
0

˙C(t)

C(t)2
dt−

∫ ∞
0

˙C(t)

C(t)
dt

}

=
µ

β

{
log

C0

C∞
− δm

γ

(
1

C∞
− 1

C0

)}

for δm < γC∞. The last line follows from the fact that the integrands are perfect

derivatives in t. C0 and C∞ correspond to the target cell population dynamics given

by the system (2.8) and (2.9). C∞ will depend on the host’s immune status to the

resident strain; reflected in the value of δr:

C∞ = C0e
−βA(V0,C0,δr),

so

R(δr, δm) ≈ µ
{
A(V0, C0, δr)−

δm
βγC0

(
eβA(V0,C0,δr) − 1

)}
.

If δm > γC∞, then we need only integrate up to the time τ when δm = γCτ (because

all mutations that occur after that will stochastically die out):

R(δr, δm) =

∫ τ

0
µ

˙C(t)

−βC(t)

(
1− δm

γC(t)

)
dt

=
µ

β

{
−δm
γ

(
1

C(τ)
− 1

C0

)
− log

C(τ)

C0

}

=
µ

β

{
log

γC0

δm
+

δm
γC0

− 1

}

Thus, mutations that do not stochastically die out occur at a Poisson rate

R(δr, δm) =

 µ
[
A(V0, C0, δr)− δm

βγC0

(
eβA(V0,C0,δr) − 1

)]
if γC0e

−βA(V0,C0,δr) > δm

µ
β

[
log γC0

δm
+ δm

γC0
− 1
]

if γC0e
−βA(V0,C0,δr) ≤ δm
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which is well defined since A is monotonically decreasing in δr. The probability that

at least one such mutation occurs is thus 1− e−R(δr,δm) and is shown in Fig. 2.3b.

The expected final size of a mutant infection can be calculated if we assume

that the final size formula for the resident strain also applies approximately to the

mutant strain, but with initial viral load v0 = 1 and c0 = C(t) where t is the time of

the mutation:

E[Fm] =

∫ ∞
0

A(1, C(t), δm)P[Mt|M ] dt (2.13)

where Fm is the final size of a mutant, Mt is the event that a mutation occurs at

time t, and M is the event that a mutation ever occurs. However, this is a difficult

integral to evaluate since we do not have a closed form expression for C(t). Instead,

E[Fm] ≈ A(1, C∞, δm), (2.14)

where we have essentially assumed that C(t) is constant at C∞ = C0e
−βA(V0,C0,δr),

gives qualitatively the same result (justification below) with much less computation.

As illustrated in Fig. 2.3c, this is a reasonable assumption that preserves the

qualitative relationship between immune status and a mutant strain’s final size. At

high values of δr, the resident infection is rapidly cleared, and C∞ is thus close to C0.

At intermediate values of δr, C∞ will not be as close to C0, however, the relative error

from our approximation is still minor and does not change the overall relationship.

At low δr values, corresponding to naive or nearly naive hosts, C(t) can take values

over a wide range. However, in this range of δr, any mutant strain faces strong

competition from the established resident strain. Our assumption that a mutant

strain has access to all available target cells is thus too generous. The effective

number of target cells available to the mutant strain is much lower than the target

cells available at the time of mutation and C∞ is a reasonable approximation.

We note that, in simulations, when a host’s immune status is low, a positive

correlation exists between mutation rate and final size (Fig. 2.3c inset). This is
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because with a higher mutation rate, the first mutation is expected to occur earlier

during the resident infection. At low immune levels, where target cells are depleted

rapidly, a mutation that occurs early reaches a higher viral load than one that occurs

later.

To obtain the overall relationship between immune status and immune escape

(Fig. 2.3d), we multiply the probability of a mutation by the expected final size of a

mutation.

2.6 Population-level Markov chain calculations

The states and transition rates of our Markov chain model are illustrated in Fig. 2.4a

and denoted in the figure legend. Let τ be the first time a new antigenic variant is

produced at the individual level. Let fTx denote the density function of Tx, an

exponential random variable with rate parameter x. That is, fTx(t) = xe−xt. Then

fτ =
ρ

ρ+ ν
fTλ+Tν+Tλ+Tν+ρ (2.15)

where ρ here is the same as ρ2 in Fig. 4. Tν+ρ is the time to leave state I2. Tλ +

Tν + Tλ + Tν+ρ is the time for a host to go from state S0 to either state ‘Escape’ or

S2. Thus we multiply the expression by the probability our hosts ends up in state

‘Escape’ rather than state S2: ρ
ρ+ν . We assume these exponential random variables

are independent so the density of their sum is given by convolutions:

fτ =
ρ

ρ+ ν

(
fTν+ρ ∗ (fTλ ∗ (fTν ∗ fTλ))

)
=
λ2νρ

λ− ν

{
e−νt − e−(ν+ρ)t

ρ(λ− ν)
− e−λt − e−(ν+ρ)t

(λ− ν)(ν + ρ− λ)
− te−λt

ν + ρ− λ
+
e−λt − e−(ν+ρ)t

(ν + ρ− λ)2

}

where ∗ denotes convolution. In this Markov chain model, there is always a chance

that a host does not produce a new antigenic variant. This event corresponds to a

mass of ν
ρ+λ at infinity for fτ which is not shown in Fig. 2.4c.
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To extend this result to the population level, we assume there is a fixed population

of size N of hosts, and that individuals produce new antigenic variants independently.

We also assume that for each new antigenic variant that is produced, it is transmitted

through the population with probability u. Thus, the emergence time of an antigenic

variant that avoids stochastic extinction has the same distribution as the minimum

of N independently and identically distributed random variables with density ufτ

(Koelle et al., 2011):

Nufτ (t)(1− uFτ (t))N−1 (2.16)

where Fτ (t) is the cumulative density function of fτ (t). This is shown in Fig. 2.4c

(solid line).

28



3

Antagonistic Multiscale Evolutionary Dynamics

Whereas antigenic immune escape is favored both at the within-host and between-

host levels of selection, for other pathogen traits, selective forces may act antag-

onistically. For example, a fast-replicating virus may outcompete a slower strain

within the same host, however, if rapid viral replication incapacitates the host, this

fast-replicating virus may not be transmitted as frequently as its slower counterpart.

In this chapter, I shift focus to the arguably more interesting case of antagonistic

multiscale evolution. More commonly called antagonistic multilevel selection, this

phenomenon occurs in a variety of contexts (Table 3.1). Indeed, the growing field

of multilevel selection theory aims to understand biological systems in the frame-

work of selection acting, particularly antagonistically, at multiple hierarchical levels

(Okasha, 2006; Wilson and Wilson, 2007; Kerr, 2009). While the motivating example

above arises from host-pathogen systems, the focus in this chapter, based on recently

submitted work, will be on deriving ‘rules of thumb’ which hold under general con-

ditions, and therefore are applicable, in a qualitative sense, to the broad range of

examples in Table 3.1.

In addition to rapid replication in viruses, the production of a beneficial public
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Table 3.1: Empirical examples of antagonistic multilevel systems

Impact on fitness at

Trait Lower level Higher level System

pathogen
replication
rate

↑ increased
intrahost
competitive
advantage

fewer transmissions
due to host mortal-
ity/morbidity

myxo-rabbit (Levin and
Pimentel, 1981), bacteria-
plasmid (Paulsson, 2002),
bacteria-phage (Kerr et al.,
2006)

fewer transmissions
due to early detec-
tion and clearance
by immune system

HPV (Orlando et al., 2012)

public
goods
production

X outcompeted
by non-
producers

higher overall popu-
lation growth

bacteria (Chuang et al., 2009,
2010; Griffin et al., 2004),
yeast (Gore et al., 2009)

more transmissions
due to successful
infection (host-
pathogen systems)

bacteria-phage (Turner and
Chao, 1999), bacteria-mouse
(Rumbaugh et al., 2009), var-
ious pathogens (Bonhoeffer
and Nowak, 1994)

multi-
cellularity

X vulnerability to
exploitation

increased access to
resources/overall
survival

biofilms (Rainey and Rainey,
2003), fruiting bodies (Velicer
et al., 2000) , cancer (Merlo
et al., 2006)

plant leaf
size

↑ greater individ-
ual resource ac-
quisition

less resource for
plants in same
stand

jewelweed (Stevens et al.,
1995), Arabdopsis (Weinig
et al., 2007)

male mat-
ing re-
straint

↑ lower number
of successful
matings

higher overall re-
productive fitness
of females in group

Amazon molly (Kokko and
Heubel, 2011), water strider
(Eldakar et al., 2009, 2010)

transmission
life stage
production

↑ less intra-
host asexual
replication

higher transmission
success

malaria (Pollitt et al., 2011)

↑ denotes an increase of a continuous trait. Xdenotes the presence of a discrete trait.

good (Turner and Chao, 1999; Rumbaugh et al., 2009), such as an extracellular

protein that impairs the host’s immune response (Bonhoeffer and Nowak, 1994), is

another pathogen trait that undergoes antagonistic selection. The production of

the protein facilitates a successful infection, increasing the chance of transmission

to a new host. However, within each host, producer pathogens are at a competitive
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disadvantage against non-producer pathogens, because the latter benefit from the

protein without paying the cost of producing it. A similar situation arises in the

production of public goods in bacteria (Griffin et al., 2004; Chuang et al., 2009,

2010) and yeast (Gore et al., 2009), where producer individuals help increase overall

population growth, but can be locally outcompeted by free-loading non-producers.

Antagonistic multilevel selection is also posited to act on plant leaf size, where plants

with larger leaves acquire more resources, but to the detriment of plants in the same

stand (Stevens et al., 1995; Weinig et al., 2007). Similarly, water strider males that

practice an aggressive mating strategy increase their number of successful matings

relative to a more restrained strategy, but are disadvantageous in a larger context

because fewer females reside in communities with more aggressive males (Eldakar

et al., 2009, 2010).

Given this range of examples, theoretical treatments of antagonistic multilevel se-

lection are frequently tailored to specific traits or systems, such as pathogen trait evo-

lution (Levin and Pimentel, 1981; Levin and Bull, 1994; Bonhoeffer and Nowak, 1994;

Paulsson, 2002; Day and Proulx, 2004) and the evolution of cooperation (Kimura,

1983; Traulsen and Nowak, 2006; Simon et al., 2012). Common to all these examples

however, is a conflict between what is advantageous at the local scale and what is

advantageous at a larger scale. This common underlying feature motivates a uni-

fying framework to capture fundamental properties of these systems. The aim of

this framework is to understand multilevel selection in generality, rather than in the

context of a particular biological system.

3.1 A ball-and-urn framework for multilevel selection

Following Okasha (Okasha, 2006), I use particle to refer to the entity at the lowest

level of selection (e.g. virus, individual, plant) and collective to refer to a collection

of particles (e.g. virions infecting a host, a group of individuals, plants in a stand).
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Figure 3.1: Schematic of the ball-and-urn system and its limits. (a) A population
of m = 3 collectives, each with n = 3 particles of either type C (blue) either type
P (yellow). (b) A type P (yellow) particle replicates in collective 3 and a type C
(blue) particle is chosen uniformly at random from collective 3 to die. (c) Collective
1 replicates and produces collective 2′. Collective 2 is chosen uniformly at random
to die. (d) The states in (a)-(c) mapped onto the ball-and-urn framework. Left :
Collective 2 has no type C (blue) particles and this is represented by ball 2 in urn
0. Similarly, collective 3 is represented by ball 3 in urn 2 and collective 1 by ball 1
in urn 3. Middle: The number of blue particles in collective 3 decreases from two
to one, therefore ball 3 moves to urn 1. Right : A collective with zero C particles
dies, while a collective with three C particles is born. Therefore ball 2 leaves urn 0
and appears in urn 3 as ball 2′. (e) Left : µm,nt is the Markov process that describes
the microscopic ball-and-urn process. Middle: As the number of balls (m) increases
to infinity, µm,nt → µnt , where µnt is described by a system of ordinary differential
equations, each equation describing the number of balls in each urn. Right : As the
number of urns (n) increases to infinity, and with a rescaling of the state space to
[0, 1], µnt → µt where µt is described by equation (3.1). Details in §3.7.

Particles can be one of two types: those, such as a fast-replicating/low-transmission

virus, which are selectively advantageous at the particle level (type P) and those, such

as a slow-replicating/high-transmission virus, which are selectively advantageous at

the collective level (type C). In this framework, there is a fixed number (n) of particles

in each collective and a fixed number (m) of collectives in the population (Fig. 3.1a).

Replication and selection occur concurrently at the particle and collective level
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according to the Moran process (Durrett, 2008) as follows. Type P particles replicate

at rate 1 + s and type C particles at rate 1. When a particle gives birth, another

particle in the same collective is selected uniformly at random to die, maintaining

the number of particles in the collective at n (Fig. 3.1b). To reflect the antagonism

at the higher level of selection, collectives replicate at a rate which increases with

the number of type C particles they contain. For simplicity, this rate is w(1 + r kn),

where k
n is the fraction of particles in the collective that are type C, r is the selection

coefficient at the collective level, and w is the ratio of the rate of collective-level

events to the rate of particle-level events. As with the particle level, the population

of collectives is maintained at m by selecting a collective uniformly at random to die

whenever a collective replicates (Fig. 3.1c). The offspring of collectives are assumed

to be identical to their parent.

In contrast to models which assume discrete time steps (Rice, 2004; Okasha,

2006), this continuous time stochastic process handles both particle- and collective-

level events in parallel, where the generation times of the two levels need not be

synchronized. w = a means that, on average, a collective replicates a times for every

time all of its n constituent particles replicate, where a is not necessarily a whole

number. Another advantage of the formulation is that the parameters w, s, and r

correspond to quantities readily measured in empirical multilevel systems (Table 3.2).

The parameters s and r are also readily reformulated to correspond to a public goods

game, where particle-level fitness is frequency-dependent. In this case, the selection

coefficient at the particle level is a function of the fraction ( kn) of type C (producer)

particles in a collective. Both s and r will also be related to the benefits and costs

associated with public goods production (§3.8).

The assumption that collectives replicate and that offspring of collectives are

identical to the parent is a natural first-order approximation which holds for many

of the above examples. In host-pathogen systems, if an offspring infection is seeded
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by a random sample of pathogens in the parent host (e.g. through transmission or cell

division), then the initial pathogen composition in the offspring host will, on average,

be the same as in the parent host. This similarity increases with sample size by the

Central Limit Theorem (Durrett, 2010). The same applies to systems, such as stands

of plants, in which new collectives are created from propagules of existing collectives

(Stevens et al., 1995; Weinig et al., 2007). Collective-level replication can also ac-

count for higher level selection in multilevel systems where collective units do not

replicate per se. In microbial systems where populations are not serially diluted, sub-

populations with a higher proportion of producers of public goods grow faster than

those with less, even though non-producers always outcompete producers in direct

competition (Turner and Chao, 1999; Chuang et al., 2009). This is phenomenologi-

cally captured in our framework, where collectives with a higher fraction of producers

(type C) have a faster replication rate, thereby increasing the representation of that

producer/non-producer ratio in the overall population.

The above multilevel system is equivalent to a ball-and-urn process (Fig. 3.1d).

Instead of considering each collective as a subpopulation of particles, a ball is placed

in urn k for each collective containing k type C particles. This conveniently translates

events at two different scales, particle-level and collective-level, into two ways of

moving a ball at the same scale.

Animations of the dynamics of this stochastic ball-and-urn process depict indi-

vidual balls moving between urns in a seemingly random manner with the overall

collection of balls displaying a slight tendency to the left or right ends of the row of

urns. To separate the underlying behavior of the system from the stochastic noise,

I use two approaches. In one approach, I run multiple stochastic simulations for a

given combination of parameters and study the averages of quantities of interest as

I change one parameter at a time. However, due to the large parameter space, gen-

eral properties of the process are difficult to ascertain with this method. I therefore
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Table 3.2: Empirical examples where parameters can be measured

Parameter Empirical measurement System

s – relative growth rates of two types
competing in a mixed culture

model microbial systems (Kerr
et al., 2006; Turner and Chao, 1999;
Chuang et al., 2009; Gore et al.,
2009; Rainey and Rainey, 2003;
Velicer et al., 2000)

– relative growth rates of two types
during coinfection in-vivo

host-pathogen (Rumbaugh et al.,
2009)

– relative number of successful mat-
ings per male

water strider (Eldakar et al., 2009,
2010)

r – relative growth rates of two types
growing separately in pure culture
(the fitness of a pure type C collec-
tive is 1 + r)

model microbial systems (Bouma
and Lenski, 1988; Chuang et al.,
2009; Kerr et al., 2006; Turner and
Chao, 1999; Velicer et al., 2000)

– number of females in a subpopu-
lation

water strider (Eldakar et al., 2009,
2010)

w – duration of time between dilutions
of cultures divided by duration of
microbe generation

model microbial systems (Griffin
et al., 2004; Kerr et al., 2006; Gore
et al., 2009; Brockhurst et al., 2007;
Ratcliff et al., 2012)

– equals one when a subpopulation
‘replicates’ after each individual in
the subpopulation has produced an
offspring

e.g. water strider (Eldakar et al.,
2009, 2010)

supplement this simulation method with second, more analytical, approach which is

based on the idea that the macroscopic behavior of a ‘cloud’ of points, each moving

stochastically, can be captured by deterministic processes when the number of points

(collectives, m) is very large (Champagnat et al., 2006).

3.2 A single parameter in the large system limit

In the limit m → ∞, the ball-and-urn process simplifies to a histogram changing in

time as described by a system of ordinary differential equations (ODEs; Fig. 3.1e;

§3.7.4). Taking the limit n → ∞ (in addition to m → ∞) results in the following
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differential equation (Fig. 3.1e; §3.7.5):

∂
∂tµt(x) = ∂

∂x [x(1− x)µt(x)] + λµt(x)

[
x−

∫ 1

0
yµt(y) dy

]
(3.1)

where

λ =
wr

s
(3.2)

For a fixed time t and x ∈ [0, 1], µt(x) is the density of collectives whose frequency

of C types is x at time t. The first term on the right of equation (3.1) represents

the continuous flow under particle-level selection for particle-advantageous types.

The second term represents the counteracting force of collective-level selection that

allows collectives with more C types to replicate faster. The balance of these two

forces depends on only one parameter: λ. In the case where collectives are initially

uniformly distributed across all type C frequencies, pure P collectives will dominate

when λ < 2, whereas a coexistence of P and C types occurs for λ > 2 (§3.7.5).

3.3 Relative replication rates matter

The form of λ in (3.2) highlights the role of w, the relative rate of collective events

to particle events: doubling or halving w is equivalent to doubling or halving r, the

collective-level selection coefficient. Returning to the virus example, suppose there

are two host-virus systems which are exactly the same except that the time to trans-

mission to a new host is shorter in the first system than the second system. Then,

under the above framework, the virus is expected to evolve to be more transmissible

in the first system, i.e. where transmission events occur more frequently, than in

the second system. Stochastic simulations support this relationship between w and

collective-level selection (Fig. 3.2a). However, unlike with r and 1
s , a higher value of

w does not increase the type C fixation probability (Fig. 3.3). The role of w indi-

cated by the formula for λ is also consistent with a study of multicellularity in yeast
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Figure 3.2: General properties of ball-and-urn system. (a) The time to fixation
(Tfix) of C types (red circles) decreases as the relative rate of collective replication to
particle replication (w) is increased. (b) Upper panel : in the absence of mutation, a
population that is initially uniformly distributed over [0, 1] in a system with λ = 3 will
evolve to be dominated by C types. Lower panel : with a moderate level of mutation
(vs = 0.01), the same system will evolve to have a majority of P types. Solid white
lines denote the overall fraction of C particles in the population over time. (c) Long-
term fraction of C particles in total population with n finite (n = 50) over range
of parameter values. White dashed line is the threshold for dominance by C types
when n is infinite (λ > 2; supplementary text section 1.5). Heat map generated using
numerical solutions of approximating system of ODEs run to time t = 50. (d) The
fixation probability of C types (red circles) increases with the number of collectives
(m), asymptoting to the corresponding value for the system of ODEs (i.e. m = ∞).
In (a) & (d), each point is the mean of 1,000 replicate simulations starting from the
uniform distribution on {0, 1

n , . . . , 1} with parameter values (unless otherwise stated)
n = 49, m = 50, r = 0.2, s = 0.2, w = 1, v = 0.

(Ratcliff et al., 2012). In this study, yeast were cultured in tubes and yeast clusters

that had settled to the bottom of tubes were transferred to seed the next generation.

When the researchers shortened the time they waited for the yeast to settle, i.e. in-

creased w, they observed an increase in the trait favored by collective-level selection:

cluster size achieved before propagule detachment increased.
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Figure 3.3: Despite the similar roles played by r, 1
s , and w implied by λ in the

limiting equation (3.2), the fixation probability of C types (red circles) for stochastic
simulations increases in r and 1

s , but not w. Each point is the mean of 1,000 replicate
simulations starting from the uniform distribution on {0, 1

n , . . . , 1} with parameter
values, unless otherwise specified, n = 49, m = 50, r = 0.2, s = 0.2, w = 1.

3.4 Mutation benefits the particle-advantageous type

To investigate the role of mutation on multilevel selection, I also derive a differential

equation for a case where each particle mutates at a constant rate v to the opposite

type (equation (3.20), §3.7.6). Numerical solutions of this differential equation show

P types dominating in parameter regimes for which, in the absence of mutation, C

types would otherwise dominate (Fig. 3.2b, Fig. 3.4a). This is supported by stochas-

tic simulations which show the type C fixation probability decreasing in the mutation

rate v (Fig. 3.5). To see why this is the case, consider a pure P collective. Any type

C particle that arises from a mutation in this collective will be quickly driven to ex-

tinction by particle-level selection. Meanwhile, the collective-level advantage gained

through this mutation is minor and unlikely to counteract this loss. On the other

hand, consider a pure C collective. Any type P particle that arises from a mutation

in this collective will be favored by particle-level selection to dominate the collective.

Meanwhile, the decrease in the collective-level advantage from this mutation is minor

and unlikely to eliminate the collective. These results show that mutation should be

low to promote selection at higher levels. This has previously been suggested for the

evolution of unselfish pathogens (Bonhoeffer and Nowak, 1994).
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Figure 3.4: Mutation selection balance. (a) Long term fraction of C types for
varying the relative selection strength between the two levels, λ = wr

s , and the rescaled
mutation rate, η = v

s . (b) Long term fraction of C types for varying the cost-benefit
ratio, c

b , and the rescaled mutation rate, η̃ (w, α, β are all 1). Numerical solutions
run to time t = 10.

Figure 3.5: The fixation probability of C types (red circles) decreases in the muta-
tion rate v. Each point is the mean of 1,000 replicate simulations starting from the
uniform distribution on {0, 1

n , . . . , 1} with parameter values m = 50, n = 49, r = 0.2,
s = 0.2, w = 1.

3.5 Population size matters

Although the limiting differential equation (3.1) is a succinct description of selection

occurring at two levels, it is important to understand the consequences of the limits

n→∞ and m→∞ that were taken to obtain it. When the number of particles per

collective n is finite, C types dominate over a wider range of parameters compared

to when n is infinite (Fig. 3.2c, Fig. 3.6 illustrates a similar result for a public goods
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Figure 3.6: Long-term fraction of C particles in total population with n finite
(n = 50) over range of values for w and c. White dashed line is the threshold for
dominance by C types (cooperators) when n is infinite (λ̃ > 2). Heat map generated
using numerical solutions to equations (3.26) run for time t = 50. α, β = 1. See §3.8

game). This is because n, the number of particles per collective, determines the

amount of particle-level stochasticity (i.e. genetic drift) in the multilevel system.

If there are a small number of particles per collective, then type C particles can

dominate a collective after a few chance replacements of type P particles with type

C particles. In the extreme case where the number of particles per collective n is two,

I find that type C particles almost always win (§3.7.4). In other words, particle-level

selection is weaker when there are fewer particles per collective, a result supported by

stochastic simulations (Fig. 3.7). An analogous argument applies to the number of

collectives m. When there are a small number of collectives, genetic drift – this time

at the collective level – allows collectives with more type P particles to outnumber

collectives with more type C particles. Collective-level selection is therefore weaker

when there are fewer collectives (Fig.3.2d).

These findings generalize a result obtained from a theoretical model of bacteria-

plasmid associations, where intercellular (collective-level) selection was found to dom-

inate in large bacterial populations (large m) while intracellular (particle-level) se-

lection was found to dominate in small bacterial populations (small m) (Paulsson,
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Figure 3.7: The fixation probability of C types (red circles) decreases with the
number of particles in each collective (n). Each point is the mean of 1,000 replicate
simulations starting from the uniform distribution on {0, 1

n , . . . , 1} with parameter
values m = 50, r = 0.2, s = 0.2, w = 1, v = 0.

2002). They also extend a result obtained for a public goods game which found that

cooperation will evolve if m is large or n is small (Traulsen and Nowak, 2006).

3.6 Multilevel selection and inclusive fitness

Along with multilevel selection theory, inclusive fitness theory, the idea that an in-

dividual’s fitness includes both direct reproductive fitness and the indirect fitness

derived from benefitting related individuals (West et al., 2007), has also been ap-

plied to examples in Table 3.1. Whether evolution proceeds via multilevel selection

or via selection on inclusive fitness continues to be debated (West et al., 2007; Wil-

son and Wilson, 2007; Kerr, 2009; Okasha, 2010; Nowak et al., 2010; Abbot et al.,

2011). The ball-and-urn process described here is conceptually simple and synthe-

sizes many ideas and predictions related to selection at multiple levels which have

previously been expressed through verbal and system-specific mathematical models.

With parameters that are quantifiable in many empirical settings, this framework

may also be illuminating in systems where parameters for inclusive fitness theory are

difficult to verify (Chuang et al., 2010; Waibel et al., 2011) or for which a multilevel

perspective is more natural (Kerr, 2009). As such, this framework should move the
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debate forward by providing empiricists with a general quantitative formalism for

multilevel selection.

3.7 Mathematical formulation and heuristic derivation of mean-field
behavior

3.7.1 Mathematical description

The formulation I use is a nested Moran process (Durrett, 2008) with two phenotypes

for the particle-level Moran process and n + 1 phenotypes for the collective-level

Moran process. Consider a population of m collectives, each containing n particles:

• type P particles replicate at rate 1 + s, s ≥ 0, and type C particles at rate 1

• the number of particles in each collective is kept constant at n by selecting

a particle from the collective uniformly at random to die whenever a particle

replicates in that collective

• collectives replicate at a rate linear in the proportion ( kn) of particles they

contain that are type C,

w(1 + r kn)

where w > 0 controls the rate of collective replication relative to particle repli-

cation and r ≥ 0

• the total number of collectives is kept constant at m by selecting a collective

uniformly at random to die whenever a collective replicates

The above can be represented as the vector-valued stochastic process

Xt = (X1
t , . . . , X

m
t )

where Xj
t denotes the fraction of type C particles in collective j at time t, Xj

t ∈

{0, 1
n , . . . , 1}. For example, in Fig. 3.1a, group 1 has three out of three C types, group
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2 has zero out of three C types, and group 3 has two out of three C types, which

corresponds to Xt = (1, 0, 2
3).

The reformulation of this stochastic process as a ball and urn system (Fig. 3.1d

main text) is obtained by considering the empirical distribution function

µm,nt (·) = 1
m

m∑
j=1

δXj
t
(·) (3.3)

where δx(y) = 1 if x = y and 0 otherwise. In other words, µm,nt counts the number

of collectives that contain a given frequency of type C particles and divides it by m.

E.g. µm,nt ( 1
n) is the fraction of collectives which have 1

n particles that are type C. I will

refer to a collective as being class i
n if it contains i

n type C particles. Continuing the

earlier example, Xt = (1, 0, 2
3) corresponds to µm,n(0) = 1

3 , µm,nt (1
3) = 0, µm,nt (2

3) = 1
3 ,

and µm,nt (1) = 1
3 .

µm,nt is a stochastic process and, because its realizations are probability measures,

m∑
k=1

µn,mt ( kn) = 1,

it is a probability measure-valued process.

To lead up to the mathematical description of the dynamics of this process, fix

i ∈ {0, . . . , n}. µn,mt ( in) will decrease by 1
m if one of the following events occur:

1. In a collective of class i
n , a type P particle replicates and a type C particle is

chosen to die (a ball in urn i moves one urn to the left). There are mµm,nt ( in)

such collectives. In each of these, n− i type P particles replicate at rate 1 + s.

A type C particle will be chosen to die with probability i
n .

2. In a collective of class i
n , a type C particle replicates and a type P particle is

chosen to die (a ball in urn i moves one urn to the right). There are mµm,nt ( in)

such collectives. In each of these, i type C particles replicate at rate 1. A type

P particle will be chosen to die with probability 1− i
n .
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3. A collective of class j
n replicates and a collective of class i

n (i 6= j) is chosen to

die (a ball in urn i moves to urn j). There are mµm,nt ( jn) collectives of class j
n

each replicating at rate w(1 + r jn). A class i
n collective will be chosen to die

with probability µm,nt ( in).

Similarly, µn,mt ( in) will increase by 1
m if one of the following events occur:

4. In a collective of class i+1
n , a type P particle replicates and a type C particle is

chosen to die.

5. In a collective of class i−1
n , a type C particle replicates and a type P particle is

chosen to die.

6. A collective of class i
n replicates and a collective of class j

n (i 6= j) is chosen to

die.

Thus, the transition rates of the process µm,nt are given by R = R1 + wR2, where

R1

(
u, u+ 1

m(ej − ei)
)

=


mu( in)(n− i)(1 + s) in if j = i− 1, i < n

mu( in)i
(
1− i

n

)
if j = i+ 1, i > 0

0 otherwise

describes particle-level events, and

R2

(
u, u+ 1

m(ej − ei)
)

=

 mu( in)u( jn)(1 + r jn) i 6= j

0 otherwise

describes collective level events. ei is the vector of length n+ 1 with a one in the ith

position and zeros elsewhere and the term ej − ei corresponds to a ball moving from

urn i to urn j.
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3.7.2 Stochastic implementation

These rules by themselves can be used to stochastically simulate the process using

an exact method (i.e. one that mimics the mathematical description precisely). Note

that the microscopic system without mutation and with w > 0 has two absorbing

states: all type P particles (µm,n(0) = 1) or all type C particles (µm,n(1) = 1). I

programmed this process in C++ using the following exact stochastic simulation

algorithm (Gillespie, 2007):

• Input: m, n, r, s, w, u = µm,n0 (initial distribution of balls)

• Initialize time: T = 0.

• While u(0) < 1 or u(1) < 1 (while fixation has not occurred):

1. Calculate rate that balls leave each urn:

Li =

 mu( in)(n− i) in(2 + s) +mu( in)
∑

j 6=imu( jn)(1 + r jn) 0 < i < n

( in)
∑

j 6=imu( jn)(1 + r jn) i = 0, n

2. Draw τ ∼ Poisson(λ) where λ =
∑n

i=0 L(i) to determine the time to the

next event.

3. Draw a number, I1, randomly from {0, 1, . . . , n} where the probability of

drawing i is Li∑n
j=0

Lj
. I1 is the urn that a ball will be leaving from

4. Draw a number, I2, from {0, 1, . . . , n} where the probability of drawing i

is Gi∑n
j=0Gj

, given by

Gi =


(n− I1)(1 + s) I1n + u( I1−1

n )(1 + r I1−1
n ) if i = I1 − 1, I1 < n

I1(1− I1
n ) + u( I1+1

n )(1 + r I1+1
n ) if i = I1 + 1, I1 > 0

u( in)(1 + r in) if |i− I1| > 1
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Gi is the rate that a ball, initially in urn I1, goes to urn i. I2 is the urn

that the ball drawn from I1 will be going to

5. Update u and T :

u( I1n ) = u( I1n )− 1
m

u( I2n ) = u( I2n ) + 1
m

T = T + τ

Repeated iterations of this algorithm were used to generate Fig. 3.2a, 2d (main text)

and Fig. 3.3, 3.5,& 3.7.

3.7.3 Taking the limit m→∞

To derive the differential equations that approximate this system, I compute the

infinitesimal mean and variance for this process in a manner akin to diffusion ap-

proximations for processes in one dimension (Karlin and Taylor, 1981; Durrett, 2008).

To calculate the infinitesimal mean of µm,nt for 0 < i < n, note that:

E[µm,nt+∆t(
i
n)− µm,nt ( in)]

=− 1
mP{µm,nt ( in) decreases by 1

m}+ 1
mP{µm,nt ( in) increases by 1

m}

=− 1
m

{
mµm,nt ( in)i

(
1− i

n

)
(2 + s) + wmµm,nt ( in)

∑
j 6=i

µm,nt ( jn)(1 + r jn)
}

∆t

+ 1
m

{
mµm,nt ( i+1

n ) (n− (i+ 1)) (1 + s)( i+1
n ) +mµm,nt ( i−1

n )(i− 1)
(
1− i−1

n

)
(3.4)

+ wmµm,nt ( in)(1 + r in)(1− µm,nt ( in))
}

∆t+ o(∆t)

where each term in (3.4) corresponds (in order) to the events 1–6 described in §3.7.1

(the first two events have been combined in the first term). Above, I have used

the fact that the probability of an event occurring in a small time interval, ∆t, is

equal to the rate that the event occurs multiplied by ∆t. The o(∆t) term represents
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compound events (more than one event occurring in the interval ∆t), which have

lower probability of occurring and can be ignored in the limit as ∆t→ 0. Thus, after

rearranging some terms,

lim
∆t→0

1
∆tE[µm,nt+∆t(

i
n)− µm,nt ( in)]

= 1
nD2

(
µm,nt ( in) in(1− i

n)
)

+ sD+
1

(
µm,nt ( in) in(1− i

n)
)

(3.5)

+ wrµm,nt ( in)

 i
n −

n∑
j=0

µm,nt ( jn) jn


where

D+
1 (f( jn)) =

f( j+1
n )− f( jn)

1/n
j < n

is a first-order difference quotient and

D2(f( jn)) =
f( j+1

n )− 2f( jn) + f( j−1
n )

1/n2
0 < j < n

is the second-order difference quotient. Similarly, for i = 0:

lim
∆t→0

1
∆tE[µm,nt+∆t(0)− µm,nt (0)]

=µm,nt ( 1
n)
(
1− 1

n

)
(1 + s)− wrµm,nt (0)

n∑
j=0

µm,nt ( jn) jn (3.6)

and for i = n:

lim
∆t→0

1
∆tE[µm,nt+∆t(1)− µm,nt (1)]

=µm,nt (n−1
n )(1− 1

n) + wrµm,nt (1)

1−
n∑
j=0

µm,nt ( jn) jn

 (3.7)
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Next, the infinitesimal variance (0 < i < n):

E[µm,nt+∆t(
i
n)− µm,nt ( in)]2

= + 1
m2

[
P{µm,nt ( in) decreases by 1

m}+ P{µm,nt ( in) increases by 1
m}
]

= 1
m2

{
mµm,nt ( in) in

(
1− i

n

)
(2 + s) + wmµm,nt ( in)

∑
j 6=i

µm,nt ( jn)(1 + r jn)

+mµm,nt ( i+1
n )( i+1

n )
(
1− i+1

n

)
(1 + s) +mµm,nt ( i−1

n )( i−1
n )
(
1− i−1

n

)
+ wmµm,nt ( in)(1 + r in)(1− µm,nt ( in))

}
∆t+ o(∆t)

Notice that there is an extra factor of 1
m after dividing through by m2 (this will also

hold for i = 0, n), thus:

lim
m→∞,∆t→0

1
∆tE[µm,nt+∆t(

i
n)− µm,nt ( in)]2 = 0 for i = 0, . . . , n (3.8)

Remark: Unlike standard diffusion approximations for the Moran and Wright-

Fisher models (Durrett, 2008; Karlin and Taylor, 1981), I did not rescale the selection

coefficients s and r.

3.7.4 ODE approximation

Since infinitesimal variance is zero, the process µm,nt behaves like its mean, E[µm,nt ]

when m → ∞. Informally, µnt = limm→∞ µ
m,n
t = limm→∞ E[µm,nt ]. Use this to rewrite

the left-hand side of (3.5):

d

dt
µnt ( in) = 1

nD2

(
µnt ( in) in(1− i

n)
)

+ sD+
1

(
µnt ( in) in(1− i

n)
)

+ wrµnt ( in)

 i
n −

n∑
j=0

µnt ( jn) jn


(3.9)
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To see that this gives a system of differential equations, it is convenient to set µi(t) =

µnt ( in). This system is then given by:

d

dt
µ0(t) = µ1(t)(1− 1

n)(1 + s) + wrµ0(t)

− n∑
j=0

µj(t)
j
n


d

dt
µi(t) = 1

nD2

(
µi(t)

i
n(1− i

n)
)

+ sD+
1

(
µi(t)

i
n(1− i

n)
)

+ wrµi(t)

 i
n −

n∑
j=0

µj(t)
j
n


(3.10)

d

dt
µn(t) = µn(t)(n− 1) 1

n + wrµn(t)

1−
n∑
j=0

µj(t)
j
n


where the middle equation applies to 0 < i < n. This system has (n+1) equations and

depends on two parameters, s and wr. I solve this system numerically using ode45

in Matlab to generate Fig. 3.2c. I also analytically study the linearized system for

n = 2. The coefficient matrix in this case is

A =


−wr(1

2µ1 + µ2) 1
2 [(1 + s)− wrµ0] −wrµ0

0 −1
2(2 + s) + wr(1

2 − µ2 − µ1) −wrµ1

0 1
2(1− wrµ2) wr(1− 1

2µ1 − 2µ2)


For the state where all collectives contain only P particles (µ = (1, 0, 0)), the

eigenvalues are 0, wr, and 1
2(wr − (2 + s)). Therefore, as long as wr > 0 (there is

selection at the collective level) this state is locally unstable.

For the state where all collectives contain only C particles (µ = (0, 0, 1)), the

eigenvalues of this matrix are −wr (repeated) and −1
2(2 + s + wr) which are both

negative if wr > 0. Therefore, this state is locally stable.
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3.7.5 Integro-partial differential equation approximation

Next, I take the limit n → ∞. Under this limit, 1
nD2 → 0 and D+

1 → ∂
∂x (where

x ∈ [0, 1]), and µt is defined as µt(x) = limn→∞ µ
n
t ( in). Equation (3.9) then becomes:

∂
∂tµt(x) = s ∂∂x (µt(x)x(1− x)) + wrµt(x)

[
x−

∫ 1

0
µt(y)y dy

]
(3.11)

where x has replaced i
n and I have assumed that µt is a density so that

∑n
j=0 µ

n
t ( jn) jn →∫ 1

0 µt(y)ydy as n → ∞. This system can be nondimensionalized by dividing through

by s and rescaling time. Rewrite µt(x) = µ(t, x) to conform with conventional PDE

notation to obtain:

∂
∂tµ(t, x) = ∂

∂x (µ(t, x)x(1− x)) + λµ(t, x)

[
x−

∫ 1

0
µ(t, y)y dy

]
(3.12)

where λ = wr
s . It can be solved numerically using a finite difference method. Analyt-

ically, I can also obtain a closed-form solution for an initial condition that is uniform.

I use this solution to derive conditions for when collective-level selection dominates.

As shown below, if λ < 2, there is a delta mass at x = 0 (particle-level selection

dominates), and if λ ≥ 2, there will be no delta mass at x = 0, with the density at

x = 1 increasing linearly with λ (collective-level selection dominates).

To solve this equation, set h(t) =
∫ 1

0 µ(t, y)y dy and use the method of character-

istics (eg Pinchover and Rubinstein, 2005) to obtain a solution in terms of h(t):

µ(t, x) = µ0

(
xet

1+x(et−1)

)
et−λ

∫ t
0
h(z)dz

[
1 + x(et − 1)

](λ−2)

where µ0(x) = µ(0, x) is the initial state of the system. Assuming that the system is

initially at uniform distribution (µ0 ≡ 1 on [0, 1]), then the solution simplifies to

µ(t, x) = et−λ
∫ t
0
h(z)dz

[
1 + x(et − 1)

](λ−2)
(3.13)

To find h(t), use the fact that µ is a probability density (it has total mass of 1):

1 = et−λ
∫ t
0
h(z)dz

∫ 1

0

[
1 + x(et − 1)

](λ−2)
dx (3.14)
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There are then two cases to consider, λ 6= 1 and λ = 1.

Case λ 6= 1. The integral on the right hand side of (3.14) can be calculated explicitly,

yielding

1 = et−λ
∫ t
0
h(z)dz et(λ−1) − 1

(et − 1)(λ− 1)

⇒ et−λ
∫ t
0
h(z)dz =

(et − 1)(λ− 1)

et(λ−1) − 1
(3.15)

Plugging (3.15) into (3.13):

µ(t, x) =
(et − 1)(λ− 1)

et(λ−1) − 1

[
1 + x(et − 1)

](λ−2)
(3.16)

I use this closed-form expression for µ(t, x) to plot Fig. 3.2b (upper panel) and Fig. 3.9

(upper panel).

To investigate the dependence of long-term behavior on λ, consider the limits as

t→∞ at the endpoints. The density at x = 0 has steady-state:

µ(t, 0) =
(et − 1)(λ− 1)

et(λ−1) − 1
→


0 if λ > 2

1 if λ = 2

∞ if λ < 2

and the density at x = 1 has steady-state:

µ(t, 1) =
(et − 1)(λ− 1)

et(λ−1) − 1
et(λ−2) =

(et(λ−1) − et(λ−2))(λ− 1)

et(λ−1) − 1
→

 λ− 1 if λ > 1

0 if λ < 1

Note: By L’Hopital’s rule, µ(t, x)→ 0 as t→∞ if λ < 1 for any x 6= 0.

Case λ = 1.

1 = et−
∫ t
0
h(z)dz t

et − 1

⇒ et−
∫ t
0
h(z)dz =

et − 1

t
(3.17)
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Plugging (3.17) into (3.13):

µ(t, x) =
et − 1

t

[
1 + x(et − 1)

]−1
(3.18)

Doing the same analysis at the endpoints x = 0 and x = 1, I obtain

µ(t, 0) =
et − 1

t
→∞

µ(t, 1) =
1− e−t

t
→ 0

which is consistent with the results for λ 6= 1.

These results indicate that when λ < 2, there is a positive Dirac delta mass at

x = 0, i.e. a (possibly large) positive fraction of pure P collectives (e.g. Fig. 3.9).

When λ ≥ 2, the steady-state distribution consists of collectives which comprise a

mixture of types C and P (e.g. Fig. 3.2b (upper panel)), with the density of pure C

collectives linear in λ. This dependence of long-term population composition on λ

appears to hold under different smooth initial conditions (Fig. 3.8).

3.7.6 Incorporating mutation

Thus far, I have assumed that there is no mutation. To incorporate mutation, I

proceed as above but assume that each particle mutates at a constant rate v ≥ 0 to

the opposite type. Analytical results can no longer be obtained, but the stochastic

process can still be simulated and the approximating differential equations studied

numerically. With mutation, in addition to the previous particle-level moves, µm,nt ( in)

can also change via a particle mutating from P to C (at rate iv per collective in class

i
n), and from C to P (at rate (n− i)v per collective in class i

n). Three addition terms
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Figure 3.8: Long-term behavior appears to be independent of initial conditions.
Lower panels reproduced from no-mutation cases in Figure 1b and Figure S6 for
comparison.

are therefore appended to the infinitesimal mean in (3.5):

lim
∆t→0

1
∆tE[µm,nt+∆t(

i
n)− µm,nt ( in)]

= 1
nD2

(
µm,nt ( in) in(1− i

n)
)

+ sD+
1

(
µm,nt ( in) in(1− i

n)
)

+ wrµm,nt ( in)

 i
n −

n∑
j=0

µm,nt ( jn) jn


+ µm,nt ( i+1

n )(i+ 1)v + µm,nt ( i−1
n )(n− (i− 1))v − µm,nt ( in)(iv + (n− i)v)

= 1
nD2

(
µm,nt ( in) in(1− i

n)
)

+ sD+
1

(
µm,nt ( in) in(1− i

n)
)

+ wrµm,nt ( in)

 i
n −

n∑
j=0

µm,nt ( jn) jn


+ v

[
D−1 (µm,nt ( i+1

n ) i+1
n )−D−1 (µm,nt ( in)(1− i

n))
]

where, analogous to the definition of D+
1 (f( jn)),

D−1 (f( jn)) =
f( jn)− f( j−1

n )

1/n
j > 0

53



The infinitesimal variance will again be 0 as m→∞. The resulting system of ODEs

is thus:

d

dt
µ0(t) = µ1(t)(1− 1

n)(1 + s) + wrµ0(t)

− n∑
j=0

µj(t)
j
n

+ v(µ1(t)− nµ0(t))

d

dt
µi(t) = 1

nDii

(
µi(t)

i
n(1− i

n)
)

+ sD+
j

(
µi(t)

i
n(1− i

n)
)

(3.19)

+ wrµi(t)

 i
n −

n∑
j=0

µj(t)
j
n

+ v
[
D−1 (µi+1(t) i+1

n )−D−1 (µi(t)(1− i
n))
]

d

dt
µn(t) = µn(t)(n− 1) 1

n + wrµn(t)

1−
n∑
j=0

µj(t)
j
n

+ v(µn−1(t)− nµn(t))

where the middle equation applies to 0 < i < n and again I have set µi(t) = µnt ( in) =

limm→∞ µ
m,n
t . The limiting nondimensional integro-partial differential equation is

∂
∂tµ(t, x) = ∂

∂x (µ(t, x)x (1− x)) + η ∂
∂x (µ(t, x)(2x− 1)) (3.20)

+ λµ(t, x)

[
x−

∫ 1

0
µ(t, y)y dy

]

where η = v
s , λ = wr

s as before, and the second term comes from the fact that

D−1
(
f( i+1

n ) i+1
n

)
−D−1

(
f( in)(1− i

n)
)

= D−1
(
f( i+1

n ) i+1
n

)
+D−1

(
f( in) in

)
−D−1

(
f( in)

)
→ 2 ∂

∂x(f(x)x)− ∂
∂x(f(x)) as n→∞

This integro-partial differential equation, solved numerically using a finite difference

method, is used to generate Fig. 3.2b (lower panel) and Fig. 3.9 (lower panel). Mu-

tation does not seem to change the ultimate outcome in a system that is already

favorable to type P particles (Fig. 3.9). The general impact of mutation (η) on the

long-term fraction of C types in the population for different values of selection force

(λ) is illustrated in Fig. 3.4a.
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Figure 3.9: In systems where P types already dominate in the absence of mutation
(upper panel), mutation does not change the ultimate outcome (lower panel). λ = 0.9

for both panels. In the lower panel, η = v
s = 0.01.

3.8 Extension to a public goods game

Multilevel selection is often studied in the context of cooperative behavior. A par-

ticularly popular model for cooperation is a public goods game. The key difference

between the general model considered heretofore in this chapter and a public goods

game is the density-dependence of individual-level fitness.

3.8.1 Mathematical description

In a public goods game, ‘cooperators’ manufacture a public (shared) good which

conveys overall benefit b but costs c to produce. ‘Defectors’ do not produce public

goods and therefore receive benefit without incurring a cost. In a group of size n

with i cooperators, the average payoff to a cooperator is

PC(i) =
bi

n
− c

and the average payoff to a defector is

PD(i) =
bi

n
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This payoff is assumed to be related to the reproductive fitness of an individual.

Here, I outline two ways of doing this. The first is to assume that only the absolute

difference in payoff matters for relative reproductive success. In this case, cooperators

are at a constant disadvantage of c to defectors: s ∝ c. The basic model (§3.7.1) with

fitnesses 1 and 1 + s fits this scenario. The second, which is used by Traulsen and

Nowak (Traulsen and Nowak, 2006) is to assume that reproductive success is linear

in payoff:

SC(i) = 1 + α

(
bi

n
− c
)

SD(i) = 1 + α
bi

n

where S stands for reproductive success and α is some constant which is small enough

so that SC is nonnegative and therefore makes sense as a reproductive fitness. With-

out loss of generality, and to reduce the number of parameters, I factor out the b and

absorb it into the α term, giving

SC(i) = 1 + α

(
i

n
− c

b

)
(3.21)

SD(i) = 1 + α
i

n
(3.22)

Then 0 < SC < 1 + α(1 − c
b) and 1 < SD < 1 + α. To reflect a public goods game,

the basic framework (§3.7.1) is modified by assuming that replication is frequency-

dependent and occurs at rate SC(i) for cooperators and SD(i) for defectors.

At the collective level, I assume that collectives replicate at a rate proportional

to the average payoff per particle: 1 + β(b − c) in , where β is some constant. Again,

I absorb the factor b into the constant β to get 1 + β(1 − c
b)

i
n . This is the same as

the basic framework in §3.7, but with r = β(1− c
b). Note that α and β measure the

extent to which payoffs affect reproduction rates.

To keep notation consistent with the previous section, I will henceforth refer to
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cooperators as C types and to defectors as P types. Let νm,nt denote the public goods

game version of the ball-and-urn process. w remains as defined in §3.7. The same

type of events as in §3.7.1 will change νm,nt . The only difference now is that the

rates for particle level events are frequency-dependent and the parameter names are

different (differences from previous model are boxed). νm,nt ( in) will decrease by 1
m if

one of the following events occur:

1. In a collective of class i
n , a type P particle replicates and a type C particle is

chosen to die (a ball in urn i moves to the left). There are mνm,nt ( in) such collec-

tives. In each of these, n− i type P particles replicate at rate SD(i) = 1 + α i
n .

A type C particle will be chosen to die with probability i
n .

2. In a collective of class i
n , a type C particle replicates and a type P particle is cho-

sen to die (a ball in urn i moves to the right). There are mνm,nt ( in) such collec-

tives. In each of these, i type C particles replicate at rate SC(i) = 1 + α
(
i
n −

c
b

)
.

A type P particle will be chosen to die with probability 1− i
n .

3. A collective of class j
n replicates and a collective of class i

n (i 6= j) is chosen to

die (a ball in urn i moves to urn j). There are mνm,nt ( jn) collectives of class j
n

each replicating at rate w(1 + β(1− c
b)
j
n) . A class i

n collective will be chosen

to die with probability νm,nt ( in).

The events for a decrease of 1
m are analogous. Again, these verbal descriptions

can be summarized mathematically with the transition rates of this process, Q =

Q1 + wQ2, where

Q1

(
v, v + 1

m(ej − ei)
)

=


mv( in)(n− i)(1 + α i

n) in if j = i− 1, i < n

mv( in)i(1 + α( in −
c
b))
(
1− i

n

)
if j = i+ 1, i > 0

0 otherwise
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describes particle-level events, and

Q2

(
v, v + 1

m(ej − ei)
)

=

 mv( in)u( jn)(1 + β(1− c
b)
j
n) i 6= j

0 otherwise

describes collective level events.

3.8.2 Stochastic implementation

This process can be stochastically simulated in exactly the same way as with the

basic framework (§3.7.2) but with the rates modified to reflect frequency-dependent

particle-level fitness and with r = β(1− c
b).

3.8.3 Taking m→∞

In the public goods game, the infinitesimal mean for 0 < i < n is:

E[νm,nt+∆t(
i
n)− νm,nt ( in)]

=− 1
m

{
mνm,nt ( in)i

(
1− i

n

)
(2 + 2α i

n − α
c
b) + wmνm,nt ( in)

∑
j 6=i

νm,nt ( jn)(1 + β(1− c
b)
j
n)
}

∆t

+ 1
m

{
mνm,nt ( i+1

n ) (n− (i+ 1)) (1 + α i
n)( i+1

n )

+mνm,nt ( i−1
n )(i− 1)(1 + α( i−1

n −
c
b))
(
1− i−1

n

)
+ wmνm,nt ( in)(1 + β(1− c

b)
i
n)(1− νm,nt ( in))

}
∆t+ o(∆t)

Thus,

lim
∆t→0

1
∆tE[νm,nt+∆t(

i
n)− νm,nt ( in)]

= 1
nD2

(
νm,nt ( in)

[
i
n

(
1− i

n

)
(1 + α i

n)
])

+ α cbD
−
1

(
νm,nt ( in) in(1− i

n)
)

+ wβ(1− c
b)ν

m,n
t ( in)

 i
n −

n∑
j=0

νm,nt ( jn) jn

 (3.23)
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For i = 0:

lim
∆t→0

1
∆tE[νm,nt+∆t(0)− νm,nt (0)]

=νm,nt ( 1
n)
(
1− 1

n

)
(1 + α 1

n)− wβ(1− c
b)ν

m,n
t (0)

n∑
j=0

νm,nt ( jn) jn (3.24)

and for i = n:

lim
∆t→0

1
∆tE[νm,nt+∆t(1)− νm,nt (1)]

= νm,nt (n−1
n )(1− 1

n)(1 + αn−1
n − α

c
b) + wβ(1− c

b)ν
m,n
t (1)

1−
n∑
j=0

νm,nt ( jn) jn

 (3.25)

The infinitesimal variance is calculated analogously and again converges to 0 in the

limit m→∞.

3.8.4 ODE approximation

The infinitesimal mean calculations give the following ODE approximation (based

on equations (3.23), (3.24), and (3.25)):

d

dt
ν0(t) =ν1(t)

(
1− 1

n

)
(1 + α 1

n)− wβ(1− c
b)ν0(t)

n∑
j=0

νj(t)
j
n

d

dt
νi(t) = 1

nD2

(
νi(t)

[
i
n

(
1− i

n

)
(1 + α i

n)
])

+ α cbD
−
1

(
νi(t)

i
n(1− i

n)
)

(3.26)

+ wβ(1− c
b)νi(t)

 i
n −

n∑
j=0

νj(t)
j
n


d

dt
νn(t) =νn−1(t)(1− 1

n)(1 + αn−1
n − α

c
b) + wβ(1− c

b)ν1(t)

1−
n∑
j=0

νj(t)
j
n


This system of differential equations was numerically solved using ode45 in Matlab

and used to generate Fig. 3.6.
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3.8.5 PDE approximation

As n→∞, (3.26) approaches the PDE

∂
∂tν (t, x) = α cb

∂
∂x (ν (t, x)x (1− x)) + wβ(1− c

b)ν(t, x)

[
x−

∫ 1

0
ν(t, y)y dy

]

which, non-dimensionalized, is:

∂
∂tν (t, x) = ∂

∂x (ν (t, x)x (1− x)) + λ̃ν(t, x)

[
x−

∫ 1

0
ν(t, y)y dy

]
(3.27)

where λ̃ = wβ(1−c/b)
αc/b . This is exactly the same integro-partial differential equation

in §3.7.5, but with λ̃ instead of λ. Applying the earlier result here, a low cost of

production relative to benefit ( cb small), faster collective-level events (w large), and

stronger collective- to particle-level selection (βα large) all increase λ̃ and therefore

enhance collective-level selection. On the other hand, a relatively higher cost of

production, slower collective-level events, and stronger particle- to collective-level

selection all decrease λ̃ and therefore enhance particle-level selection.
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3.8.6 Incorporating Mutation

I incorporate mutation in the public goods game in exactly the same way as in §3.7.6.

The ODEs are:

d

dt
ν0(t) =ν1(t)

(
1− 1

n

)
(1 + α 1

n)− wβ(1− c
b)µt(0)

n∑
j=0

νj(t)
j
n + v(ν1(t)− nν0(t))

d

dt
νi(t) = 1

nD2

(
νi(t)

[
i
n

(
1− i

n

)
(1 + α i

n)
])

+ α cbD
−
1

(
νi(t)

i
n(1− i

n)
)

(3.28)

+ wβ(1− c
b)νi(t)

 i
n −

n∑
j=0

νj(t)
j
n


+ v[D−1 (νi+1(t) i+1

n )−D−1 (νi(t)(1− i
n)]

d

dt
νn(t) =νn−1(t)(1− 1

n)(1 + n−1
n − α

c
b) + w(1− c

b)νn(t)

1−
n∑
j=0

νj(t)
j
n


+ v(νn−1(t)− nνn(t))

The integro-partial differential equation is:

∂
∂t (ν (t, x)) = ∂

∂x (ν (t, x)x (1− x)) + η̃ ∂
∂x (ν(t, x)(2x− 1)) (3.29)

+ λ̃ν(t, x)

[
x−

∫ 1

0
ν(t, y)y dy

]

where η̃ = v
αc/b and λ̃ is as before. The impact of mutation (η) on the long-term

fraction of C types in the population for different cost-benefit ratios ( cb) is illustrated

in Fig. 3.4b.
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4

Multiscale evolution as a measure-valued process

The ball-and-urn process introduced in the previous chapter, in addition to being

a general model for multilevel selection, is also an interesting mathematical object

to study. In this chapter, I rigorously characterize the ball-and-urn process and

prove that it converges weakly, in the large system limit, to either the deterministic

system obtained heuristically in the previous chapter or a Fleming-Viot measure-

valued process, depending on how parameters in the model scale with the system

size.

The mathematical ideas used in this chapter draw from two originally disparate

topics of probability theory. The first topic, propagation of chaos, is motivated by

physics, where stochastic interacting systems of physical particles are studied by

considering their behavior in the large system limit (Sznitman, 1991). Consider a

cloud of particles where each particle may interact directly with other particles or

through the empirical measure of the positions and velocities of the particles. Prop-

agation of chaos refers to the phenomenon where, in the large system limit, one can

consider each particle in the cloud to be independently following a deterministically

evolving distribution function, assuming the particles are initially independently and
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identically distributed.

The second topic is Fleming-Viot processes, which lies within the broader field

of superproceses, stochastic processes on infinite dimensional state spaces. Applica-

tions of these well-studied processes include the evolution (in time) of populations

wherein each individual’s ‘type’ is a continuous variable. For example, type can be

a spatial location (Fournier and Méléard, 2004) or a phenotype (Fleming and Viot,

1979). These superprocesses were originally constructed as the infinite-type limit of

distributions of populations taking on finite numbers of types (Ohta and Kimura,

1973), but have since been studied as measure-valued stochastic processes in their

own right, with Etheridge (2000) and Dawson (2010) providing reviews of the topic.

Fournier and Méléard (2004) demonstrated how these two topics are connected

by deriving both a propagation of chaos result and a superprocess limit for a spatial

ecological model. However, despite the expansive literature on measure-valued pro-

cess models for ecology and population genetics, the specific case of a nested Moran

model as introduced in Chapter 3 has yet to be investigated.

4.1 Mathematical description of nested Moran model

For the reader’s convenience, I briefly review here the model introduced in the pre-

vious chapter. Recall that particle refers to the entity at the lowest level of selection

and collective to a collection of particles. There are two types of particles: Type P

particles are selectively advantageous at the particle level and type C particles are

selectively advantageous at the collective level. In the framework, there is a fixed

number (n) of particles in each collective and a fixed number (m) of collectives in

the population.

Replication and selection occur concurrently at both the particle and collective

levels according to the Moran process (Durrett, 2008). Type P particles replicate

at rate 1 + s and type C particles at rate 1. When a particle gives birth, another
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particle in the same collective is selected uniformly at random to die. To reflect

the antagonism at the higher level of selection, collectives replicate at a rate which

increases with the number of type C particles they contain. For simplicity, this rate

is w(1 + r kn), where k
n is the fraction of particles in the collective that are type C,

r is the selection coefficient at the collective level, and w is the ratio of the rate of

collective-level events to the rate of particle-level events. As with the particle level,

the population of collectives is maintained at m by selecting a collective uniformly

at random to die whenever a collective replicates. The offspring of collectives are

assumed to be identical to their parent.

Let Xi
t be the fraction of particles in collective i at time t that are type C,

Xi
t ∈ {0, 1

n , . . . , 1}. Then

µm,nt :=
1

m

m∑
i=1

δXi
t

is the empirical distribution at time t for m collectives and n particles per collective.

δx(y) = 1 if y = x and 0 otherwise.

Let P(E) be the space of probability measures on E. For fixed T > 0, µm,nt ∈

D([0, T ],P([0, 1])), càdlàg processes from [0, T ] to P([0, 1]), is a probability measure-

valued process on [0, 1] with generator

(Lm,nφ)(v) =
∑
i,j

R(v, v + 1
m(δ j

n
− δ i

n
))[φ(v + 1

m(δ j
n
− δ i

n
))− φ(v)] (4.1)

for φ ∈ Cb(P(En)) and v ∈ P(En). R = R1 + wR2, where

R1

(
v, v + 1

m(δ j
n
− δ i

n
)
)

=


mv( in)i

(
1− i

n

)
(1 + s) if j = i− 1, i < n

mv( in)i
(
1− i

n

)
if j = i+ 1, i > 0

0 otherwise

represents the particle-level events and

R2

(
v, v + 1

m(δ j
n
− δ i

n
)
)

= mv( in)v( jn)(1 + r jn)
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represents collective-level events. Here, w > 0, s, r ≥ 0.

As mentioned in the previous chapter, µm,nt can be visualized as a cloud of balls

moving on {0, 1
n , . . . , 1}. Whereas the particles in interacting particle systems from

classical physics move according to physical laws, the particles in our system move

according to the Moran model with selection. More precisely, the balls in our system

undergo two types of moves. The first, corresponding to particle-level events, are

independent random walks with a rate of i(1 − i
n)(1 + s) to the left and i(1 − i

n) to

the right, where i is the current position of the ball. The second, corresponding to

collective-level events, are jumps to occupied sites which occur at rates dependent

on the position of the other balls in the system and are biased towards the left.

While there is a clear directional drift for both these types of moves, there is also

stochasticity. When the drift portion of these moves dominates the stochasticity in

the large system limit, the measure-valued process converges to the solution of a

deterministic differential equation (Theorem 1). When the drift does not dominate,

the measure-valued process converges to the solution of a martingale problem with

non-zero quadratic variation (Theorem 2).

4.2 Main results: large system limits

Throughout, 〈ψ, µ〉 =
∫ t

0 ψdµ. m,n → ∞ refers to a sequence {(mk, nk)}k such that

for any N , there is an n0 such that if k ≥ n0, mk, nk ≥ N .

Theorem 1. Suppose each ball in the ball-and-urn process is initially independently

and identically distributed according to measure µ0. Then, as m,n → ∞, µm,nt →

µt weakly in D([0, T ],P([0, 1])), where µt solves the differential equation whose weak

formulation is

d
dt 〈ψ, µt〉 = −

〈
sx(1− x) d

dxψ, µt
〉

+ wr [〈xψ, µt〉 − 〈ψ, µt〉 〈x, µt〉] (4.2)

for ψ ∈ C1([0, 1]) with initial condition 〈ψ, µ0〉.
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As a propagation of chaos result, Theorem 1 implies that in the large system limit,

each ball in this ball-and-urn system on [0, 1] moves independently according to a

distribution that is deterministic in time. If µ0 is a density, we may use the strong

form of equation (4.2) to describe the evolutionary dynamics of the large system limit

of the ball-and-urn process, and this was implicitly the case in the previous chapter.

Theorem 2. Suppose n
m → α, w = O(1), s = σ

n , r = ρ
m , and we speed up time by a

factor of n. Suppose each ball in the ball-and-urn process is initially independently

and identically distributed according to measure ν0. Then, as m,n→∞, the rescaled

process converges weakly, νm,nt → νt, where νt satisfies the following martingale prob-

lem:

Nt(ψ) = 〈ψ, νt〉 − 〈ψ, ν0〉 −
∫ t

0
〈Aψ, νz〉 dz (4.3)

− αwρ
∫ t

0

{∫ 1

0

∫ 1

0
ψ(x)V (z, νz, y)Q(νz; dx, dy)

}
dz

is a martingale with conditional quadratic variation

〈N(ψ)〉t = 2αw

∫ t

0

[∫ 1

0

∫ 1

0
ψ(x)ψ(y)Q(ντ ; dx, dy)

]
dτ (4.4)

where

Aψ(x) = x(1− x)
[
d2

dx2ψ(x)− σ d
dxψ(x)

]
(4.5)

V (t, ν, x) = x (4.6)

Q(ν; dx, dy) = ν(dx)(δx(dy)− ν(dy)) (4.7)

and ψ ∈ C2([0, 1]).

We call this a Fleming-Viot limit because the form of the conditional quadratic

variation is the same as the classic Fleming-Viot process (Fleming and Viot, 1979).

The scalings in this second theorem have clear parallels with the scalings used to
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obtain the classic Wright-Fisher diffusion in one dimension (Karlin and Taylor, 1981).

It is no surprise, therefore, that the adjoint of the Wright-Fisher diffusion operator

appears as A and the measure Q is the functional analog of the binomial sampling

term seen in the Wright-Fisher diffusion.

4.3 Components of proofs

The proofs of both these theorems follow a standard procedure (Fournier and Méléard,

2004; Champagnat et al., 2006). To show the weak convergence of a sequence of

stochastic processes, one needs tightness of the family of probability measures asso-

ciated with the processes and uniqueness of their limit. For the tightness of {µm,nt }m,n

on D([0, T ],P([0, 1])), it is sufficient, by a previous result (Theorem 11, Appendix B)

to show that {〈ψ, µm,nt 〉} is tight on D([0, T ],R) for ψ in a countable dense subset,

which is closed under addition, of continuous, positive functions with compact sup-

port. For uniqueness, I show that any subsequential limit of the sequence satisfies

either a integro-partial differential equation (for Theorem 1) or martingale problem

(for Theorem 2) and that the differential equation and martingale problem have

unique solutions.

4.3.1 Semimartingale formulation

In checking the tightness conditions and uniqueness that follow, it will be useful to

characterize 〈ψ, µm,nt 〉 as a semimartingale. Below, D+
x ψ is the first order difference

quotient, taken from the right, of ψ, D−x ψ is the first order difference quotient, taken

from the left, of ψ, and Dxxψ is the second order difference quotient.

Lemma 3. For ψ ∈ C2([0, 1]) and µm,nt with generator Lm,n in (4.1),

〈ψ, µm,nt 〉 − 〈ψ, µm,n0 〉 = Am,nt (ψ) +Mm,n
t (ψ) (4.8)
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where Am,nt (ψ) is a process of finite variation, Am,nt (ψ) =
∫ t

0 a
m,n
z (ψ)dz:

am,nt (ψ) =
∑
i

µm,nt ( in) in(1− i
n)
[

1
nDxxψ( in)− sD−x ψ( in)

]
(4.9)

+ wr

∑
j

µm,nt ( jn) jnψ( jn)−
∑
i

µm,nt ( in)ψ( in)
∑
j

µm,nt ( jn) jn


and Mm,n

t (ψ) is a càdlàg martingale with (conditional) quadratic variation

〈Mm,n(ψ)〉t = 1
m

∫ t

0

{
1
n

∑
i

µm,nz ( in) in(1− i
n)
[(
D+
x ψ( in)

)2
+ (1 + s)

(
D−x ψ( in)

)2]

+w
∑
i,j

µm,nz ( in)µm,nz ( jn)(1 + r jn)(ψ( in)− ψ( jn))2

 dz (4.10)

Proof. By Dynkin’s formula (Theorem 13, Appendix B),

φ(µm,nt )− φ(µm,n0 )−
∫ t

0
(Lm,nφ)(µm,ns )ds

where φ ∈ dom(Lm,n), is a càdlàg martingale. In particular, this is true for

φ(µm,nt ) = F (〈ψ, µm,nt 〉)

where ψ ∈ C2([0, 1]) and F : R→ R. Setting F (x) = x and plugging this φ into (4.1):

(Lm,n 〈ψ, ·〉)(v) =
∑
i

v( in) in(1− i
n)
[

1
nDxxψ( in)− sD−x ψ( in)

]

+ wr

∑
j

v( jn) jnψ( jn)−
∑
i

v( in)ψ( in)
∑
j

v( jn) jn


Thus,

〈ψ, µm,nt 〉 − 〈ψ, µm,n0 〉 −
∫ t

0
am,nz (ψ)dz = Mm,n

t (ψ) (4.11)

where Mm,n
t (ψ) is some martingale and am,nt (ψ) = (Lm,n 〈ψ, ·〉)(µm,nt ). At(ψ) is a pro-

cess of finite variation because for a given ψ, am,nt (ψ) is uniformly bounded in t.
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Next, setting F (x) = x2 and plugging this φ into (4.1):

(Lm,n 〈ψ, ·〉2)(v) =2 〈ψ, v〉 am,nt (ψ) + 1
mn

∑
i

v( in) in(1− i
n)
[(
D+
x ψ( in)

)2
+ (1 + s)

(
D−x ψ( in)

)2]
+ w

m

∑
i,j

v( in)v( jn)(1 + r jn)(ψ( in)− ψ( jn))2

Thus,

〈ψ, µm,nt 〉2 − 〈ψ, µm,n0 〉2 −
∫ t

0
cm,nz (ψ)dz = martingale (4.12)

where cm,nt (ψ) = (Lm,n 〈ψ, ·〉2)(µm,nt ).

Alternatively, take Yt = 〈ψ, µm,nt 〉 and apply Ito’s formula (Theorem 14, Appendix

B) to Y 2
t to obtain

〈ψ, µm,nt 〉2 − 〈ψ, µm,n0 〉2 =2

∫ t

0
〈ψ, µz〉 am,nz (ψ)dz + [Mm,n(ψ)]t + martingale (4.13)

where [Mm,n(ψ)]t is the quadratic variation process of Mm,n
t . Since 〈Mm,n(ψ)〉t is the

compensator of [Mm,n(ψ)]t,

[Mm,n(ψ)]t − 〈Mm,n(ψ)〉t

is a martingale. By definition, 〈Mm,n(ψ)〉t is a predictable process of finite variation

(Definitions 15 and 16, Appendix B). Thus,

〈ψ, µm,nt 〉2 − 〈ψ, µm,n0 〉2 − 2

∫ t

0
〈ψ, µm,nz 〉 am,nz (ψ)dz − 〈Mm,n(ψ)〉t = martingale (4.14)

Equations (4.12) and (4.14) are two expressions for 〈ψ, µm,nt 〉2−〈ψ, µm,n0 〉2. The third

term on the left-hand side of (4.12) is continuous in time (and therefore predictable)

and the third and fourth terms on the left-hand side of (4.14) are also predictable.

Thus, by the Doob-Meyer inequality (Theorem 17, Appendix B), the martingale in

(4.14) is the same as the martingale in (4.12) . Equating these martingale parts one

obtains:

2

∫ t

0
〈ψ, µm,nz 〉 am,nz (ψ)dz + 〈Mm,n(ψ)〉t =

∫ t

0
cm,nz (ψ)dz (4.15)
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Substituting in the expressions for am,nz and cm,nz then gives the explicit expression

for the conditional quadratic variation in the statement of the lemma.

One can see from this lemma how the two large system limits arise. The de-

terministic limit results from the quadratic variation disappearing as m → ∞. The

Fleming-Viot limit results from a rescaling which leaves the quadratic variation pos-

itive in the limit m→∞.

4.3.2 Tightness

Tightness implies relative compactness, which implies the existence of a limit. Billings-

ley (1999) provides necessary and sufficient conditions for the tightness of a process

in D([0, T ],R).

For x ∈ D([0, T ],R+) and S ⊂ [0, T ], let

wx(S) = sup
s,t∈S

|x(s)− x(t)|

Definition 4. For x ∈ D([0, T ],R+) and δ > 0, define the modulus of continuity,

w′x(δ) to be

w′x(δ) = inf
{ti}

max
1≤i≤v

wx[ti−1, ti)

where the infimum is taken over all partitions 0 = t0 < t1 < . . . < tv = T with

mini |ti − ti−1| > δ

Theorem 5. (from Billingsley (1999)) A sequence of probability measures {Pn} on

D([0, T ],R+) is tight if and only if

(i) for all η > 0, there exists a such that

Pn

(
x : sup

t
|x(t)| ≥ a

)
≤ η for n ≥ 1

(ii) for all ε > 0 and η > 0, there exists δ, 0 < δ < 1, and n0 such that

Pn(x : w′x(δ) ≥ ε) ≤ η for all n > n0
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The second condition states that over an interval of size δ, the process x does

not change too much. In the case of a pure jump process, it is therefore sufficient to

show that the jump size and rate of jumps are bounded.

Remark: In the case of 〈ψ, µm,nt 〉, which is associated with a doubly-indexed sequence

of measures Pm,n, I apply this tightness condition to the singly-indexed sequence PIk

where Ik = (mk, nk) is such that, for any N , there is an n0 such that if k ≥ n0,

mk, nk ≥ N .

Lemma 6. The process 〈ψ, µm,nt 〉 in Theorem 1 is tight.

Proof. Will will establish conditions (i) and (ii) of Theorem 5 to show tightness.

First, note that since µm,nt is a probability measure, we have

| 〈ψ, µm,nt 〉 | ≤ ‖ψ‖∞

for all t, m, and n. Thus, (i) holds.

For (ii), use Markov’s inequality to write the condition in terms of the expected

value of w′(δ) := w′〈ψ,µm,nt 〉(δ):

Pm,n(w′(δ) ≥ ε) ≤ 1
εEm,n(w′(δ)) (4.16)

〈ψ, µm,nt 〉 is a pure jump process with two types of jumps: nearest-neighbor, and

occupied-site jumps. Nearest-neighbor jumps occur at rate∑
i

mµm,nt ( in)i(1− i
n)(2 + s) ≤ mn

4 (2 + s)

and have magnitude

| 〈ψ, µm,nt 〉 −
〈
ψ, µm,nt−

〉
| =

∣∣∣∣〈ψ, µm,nt− + 1
m

(
δ i±1
n
− δ i

n

)〉
−
〈
ψ, µm,nt−

〉∣∣∣∣
≤ 1

mn max
i
|D−x ψ( in)|

Occupied-site jumps occur at rate∑
i,j

mµm,nt ( in)µm,nt ( jn)(1 + r jn) ≤ m(1 + r)
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and have magnitude

| 〈ψ, µm,nt 〉 −
〈
ψ, µm,nt−

〉
| =

∣∣∣∣〈ψ, µm,nt− + 1
m

(
δ j
n

− δ i
n

)〉
−
〈
ψ, µm,nt−

〉∣∣∣∣
≤ 2

m‖ψ‖∞

Putting this together,

Em,n(w′(δ)) ≤ Em,n[number of nearest-neighbor jumps in time δ] · 1
mn max

i
|D−x ψ( in)|

+ Em,n[number of occupied-site jumps in time δ] · 2 1
m‖ψ‖∞

≤ mn
4 (2 + s)δ 1

mn max
i
|D−x ψ( in)|+m(1 + r)δ 2

m‖ψ‖∞

=
{

2+s
4 max

i
|D−x ψ( in)|+ 2(1 + r)‖ψ‖∞

}
δ

Assuming ψ ∈ C1([0, 1]), the expression in curly brackets is uniformly bounded by

Cψ, a constant that depends only on ψ. Plugging the above into (4.16) we get that

for δ < εη
Cψ

,

Pm,n(w′(δ) ≥ ε) ≤ η

for all m and n. Thus, both (i) and (ii) of Theorem 5 are satisfied and 〈ψ, µm,nt 〉 is

tight.

The above elementary proof for tightness in the case of Theorem 1 does not easily

carry over for the case of Theorem 2. In the latter case time is sped up by a factor

of n and as a result, the rate at which jumps occur increases linearly with n. Thus,

for a fixed δ, we cannot easily bound the net change of the process. I will instead

use the semimartingale formulation of the process 〈ψ, µm,nt 〉 and show tightness of the

martingale part with a different tightness condition by Aldous (1978):

Theorem 7. (as stated in Etheridge (2000)) Let {Y (n)
· }n≥1 be a sequence of real-

valued processes with càdlàg paths. Suppose that the following conditions are satisfied:
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1. For each fixed t,
{
Y

(n)
t

}
is tight

2. Given a sequence of stopping times τn, bounded by T , for each ε > 0, there

exists a δ > 0 and n0 such that

sup
n≥n0

sup
θ∈[0,δ]

Pn

[∣∣∣Y (n)(τn + θ)− Y (n)(τn)
∣∣∣ > ε

]
≤ ε (4.17)

Then the sequence {Y (n)
· }n≥1 is tight.

Before proving tightness, we first need to rescale the parameters to correspond

with Theorem 2. Substituting in the rescaled parameter values, we get

Am,nt (ψ) =

∫ t

0

1
n

∑
i

µnz ( in) in(1− i
n)
[
Dxxψ( in)− σD−x ψ( in)

]

+ 1
n
n
mwρ

∑
j

µnz ( jn) jnψ( jn)−
∑
i

µnz ( in)ψ( in)
∑
j

µnz ( jn) jn

 dz

and

〈Mm,n(ψ)〉t =

∫ t

0

1
m2

∑
i

µnz ( in) in(1− i
n)
[(
D+
x ψ( in)

)2
+ (1 + σ

n)
(
D−x ψ( in)

)2]
+ w

m

∑
i,j

µnz ( in)µnt ( jn)(1 + ρ
m
j
n)(ψ( in)− ψ( jn))2dz

Let Em,nt (ψ) =
∫ t

0 e
m,n
z (ψ)dz and Nm,n

t denote the drift and martingale parts of νm,nt ,

the process sped up by a factor of n. Then

Em,nt (ψ) =

∫ t

0

∑
i

νm,nz ( in) in(1− i
n)
[
Dxxψ( in)− σD−x ψ( in)

]
(4.18)

+ wρ nm

∑
j

νnz ( jn) jnψ( jn)−
∑
i

νnz ( in)ψ( in)
∑
j

νnz ( jn) jn

 dz

73



and

〈Nm,n(ψ)〉t =

∫ t

0

{
n
m2

∑
i

νm,nz ( in) in(1− i
n)
[(
D+
x ψ( in)

)2
+ (1 + σ

n)
(
D−x ψ( in)

)2]
(4.19)

+ w n
m

∑
i,j

νm,nz ( in)νm,nt ( jn)(1 + ρ
m
j
n)(ψ( in)− ψ( jn))2

 dz

Lemma 8. The rescaled process 〈ψ, νm,nt 〉 in Theorem 2 is tight.

Proof. Since 〈ψ, νm,nt 〉 = Em,nt (ψ) +Nm,n
t (ψ), it suffices, by Lemma 18 (Appendix B),

to show tightness of Em,n(ψ) and Nm,n(ψ) separately.

To show the tightness of the finite variation term Em,nt (ψ), I will use Billingsley’s

condition (Theorem 5).

|em,nt (ψ)| ≤ 1
4

∑
i

νm,nz ( in)
[∣∣Dxxψ( in)

∣∣+ σ
∣∣D−x ψ( in)

∣∣]

+ wρ nm

∑
j

νnz ( jn) jn |ψ( jn)|+
∑
i

νnz ( in)|ψ( in)|
∑
j

νnz ( jn) jn


For a given γ > 0, we can choose n and m sufficiently large such that n

m ∈ (α−γ, α+γ),

|Dxxψ( in)| ≤ ‖ψ′′‖∞ + γ, and |D−x ψ( in)| ≤ ‖ψ′‖∞ + γ. We thus obtain

|em,nt (ψ)| ≤ 1
4

[
‖ψ′′‖∞ + γ + σ(‖ψ′‖∞ + γ)

]
+ 2wρ(α+ γ)‖ψ‖∞

There are only a finite number of m and n for which this condition is not satisfied.

Taking the maximum of the right-hand side of the above equation with the value of

|em,nt (ψ)| for such m and n, we obtain that for all m and n,

|em,nt (ψ)| ≤ Gψ

and

sup
t∈[0,T ]

|Em,nt (ψ)| ≤ GψT
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where Gψ is a constant that depends on ψ. Part (i) of Theorem 5 is satisfied because

Em,nt (ψ) is bounded uniformly in t, m, and n. Part (ii) of Theorem 5 is satisfied

because |Em,nt+δ − E
m,n
t | ≤ δGψ for all t, m, and n and therefore we can always choose

δ to be sufficiently small so that |Em,nt+δ − E
m,n
t | ≤ ε for some prescribed ε.

The tightness of Nm,n
t will be established using Aldous’ tightness condition (The-

orem 7). First, note that by equation (4.19),

〈Nm,n
t (ψ)〉t ≤ Jψt

for ψ ∈ C2([0, 1]), where Jψ is a constant that depends on ψ. Thus for fixed t,

Pm,n(|Nm,n
t (ψ)| > a) ≤ 1

aEm,n|N
m,n
t (ψ)|

≤ 1
a

(
Em,n[Nm,n

t (ψ)]2
)1/2

= 1
a (Em,n〈Nm,n

t (ψ)〉t)1/2

≤
√
Jψt

a

Given ε > 0, choose a >
√
Jψt

ε and we have that Nm,n
t (ψ) is tight for each t.

Next, let τ be a stopping time, bounded by T , and let ε > 0. For θ > 0,

Pm,n(|Nm,n
τ+θ (ψ)−Nm,n

τ (ψ)| ≥ ε) ≤ 1
εEm,n|N

m,n
τ+θ (ψ)−Nm,n

τ (ψ)|

Now (suppressing subscripts on expected value for clarity),

E|Nm,n
τ+θ (ψ)−Nm,n

τ (ψ)| ≤
[
E(Nm,n

τ+θ (ψ)−Nm,n
τ (ψ))2

]1/2
=
[
E(Nm,n

τ+θ (ψ)2 −Nm,n
τ (ψ)2 + 2Nm,n

τ (ψ)(Nm,n
τ (ψ)−Nm,n

τ+θ (ψ))
]1/2

= [E(〈Nm,n(ψ)〉τ+θ − 〈Nm,n(ψ)〉τ )]1/2

≤
√
Jψθ

Hence,

Pm,n(|Nm,n
τ+θ (ψ)−Nm,n

τ (ψ)| ≥ ε) ≤ 1
ε

√
Jψθ

By taking θ < ε4√
Jψ

, we have part (ii) of Theorem 7.
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4.3.3 Uniqueness

Lemma 9. The integro-partial differential equation (4.2) in Theorem 1 has a unique

solution.

Proof. Suppose µt satisfies (4.2). Fix t ≥ 0 and let ψt(x) = ψ(x, t). Then by the chain

rule and the differential equation satisfied by 〈ψ, µt〉,

d
dt 〈ψt, µt〉 = d

dz 〈ψz, µt〉
∣∣
z=t

+ d
dz 〈ψt, µz〉

∣∣
z=t

=
〈
∂
∂tψt, µt

〉
−
〈
sx(1− x)∂ψt∂x , µt

〉
+ wr [〈xψt, µt〉 − 〈ψt, µt〉 〈x, µt〉]

〈ψt, µt〉 = 〈ψ0, µ0〉+

∫ t

0

〈
∂
∂zψz(x) +Gψz(x), µz

〉
dz (4.20)

+ wr

∫ t

0
〈xψz, µz〉 − 〈ψz, µz〉 〈x, µz〉 dz

where Gψ = −sx(1 − x) ∂
∂xψ. Let Pt be the semigroup operator associated with the

infinitesimal generator G. In fact, using the method of characteristics one can obtain

an exact closed-form expression for Pt:

Ptψ0 = ψ0

(
xe−st

1−x+xe−st

)
(4.21)

Now, take some test function f ∈ C1([0, 1]) and set ψ(z, x) = Pt−zf(x). Plugging

this into (4.20), we have

〈P0f, µt〉 = 〈Ptf, µ0〉+

∫ t

0

〈
∂
∂zPt−zf(x) +GPt−zf(x), µz

〉
dz

+

∫ t

0
wr [〈xPt−zf, µz〉 − 〈Pt−zf, µz〉 〈x, µz〉] dz

〈f, µt〉 = 〈Ptf, µ0〉+

∫ t

0
wr [〈xPt−zf, µz〉 − 〈Pt−zf, µz〉 〈x, µz〉] dz (4.22)

since ∂
∂zPt−zf = −GPt−zf by definition of Pt. Thus, any µt that satisfies (4.2) also

satisfies (4.22). We show that (4.22) has a unique solution, which in turn implies

that (4.2) has a unique solution.
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Suppose µt and νt both satisfy (4.22), with µ0 = ν0. Let t ≥ 0.

‖µt − νt‖TV = sup
‖f‖∞≤1

〈f, µt〉 − 〈f, νt〉

= sup
‖f‖∞≤1

∫ t

0
wr 〈xPt−zf, µz − νz〉 (4.23)

+ wr [〈x, µz〉 〈Pt−zf, µz〉 − 〈x, νz〉 〈Pt−zf, νz〉] dz

We can bound the first term in the integrand by

wr| 〈xPt−zf, µz − νz〉 | ≤ wr‖f‖∞‖µz − νz‖TV

because ‖xPt−zf‖∞ ≤ ‖Pt−zf‖∞ ≤ ‖f‖∞, where the first inequality follows from

x ∈ [0, 1] and the second from (4.21). For the second term in the integrand of (4.23),

add and subtract 〈x, νz〉 〈Pt−zf, µz〉:

wr
∣∣∣ 〈x, µz〉 〈Pt−zf, µz〉 − 〈x, νz〉 〈Pt−zf, νz〉 ∣∣∣

=wr
∣∣∣ 〈x, µz − νz〉 〈Pt−zf, µz〉+ 〈x, νz〉 〈Pt−zf, µz − νz〉

∣∣∣
≤wr (‖Pt−zf‖∞‖µz − νz‖TV + ‖µz − νz‖TV )

≤wr(‖f‖∞ + 1)‖µz − νz‖TV

again, the inequalities follow from x ∈ [0, 1], ‖Ptf‖∞ ≤ ‖f‖∞ and also that µz and νz

are probability measures. Substituting this back into (4.23),

‖µt − νt‖TV ≤
∫ t

0
3wr‖µz − νz‖TV dz

By Gronwall’s inequality (Theorem 19, Appendix B), ‖µt − νt‖TV = 0, so we have

uniqueness.

Lemma 10. The martingale problem (4.3) and (4.4) has a unique solution.

Proof. By Dawson’s Girsanov transform (Proposition 21, Appendix B), it suffices to

check that

sup
t,µ,x
|V (t, µ, x)| ≤ V0 (a constant) (4.24)
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In our case, V (t, µ, x) = x and since x ∈ [0, 1], the condition is satisfied and the

martingale problem has a unique solution.

4.4 Proof of Theorems

Proof. (of Theorem 1) The uniqueness of the limit is given by Lemma 9 and the

tightness of the process by Lemma 6. It remains to show that {〈ψ, µm,nt 〉}m,n converges

to the solution of (4.2).

Since tightness implies relative compactness, there exists a subsequence of µm,nt

that converges to a limit, call it µt. Then 〈ψ, µm,nt 〉 → 〈ψ, µt〉 and 〈ψ, µm,n0 〉 → 〈ψ, µ0〉.

In addition,

Am,nt (ψ) =

∫ t

0

{∑
i

µm,nz ( in) in(1− i
n)
[

1
nDxxψ( in)− sD−x ψ( in)

]

+ wr

∑
j

µm,nz ( jn) jnψ( jn)−
∑
i

µm,nz ( in)ψ( in)
∑
j

µm,nz ( jn) jn

 dz

→
∫ t

0

{〈
−x(1− x)sdψdx , µz

〉
+ wr [〈xψ(x), µz〉 − 〈ψ(x), µz〉 〈x, µz〉]

}
dz

=: At(ψ)

and Mm,n
t → 0 as shown above. Therefore, taking m → ∞ on both sides of the

equation, we get

〈ψ, µt〉 − 〈ψ, µ0〉 = At(ψ)

or,

d
dt 〈ψ, µt〉 =

〈
−x(1− x)sdψdx , µt

〉
+ wr [〈xψ(x), µt〉 − 〈ψ(x), µt〉 〈x, µt〉] (4.25)

Proof. (of Theorem 2) The uniqueness of the limit is given by Lemma 10 and the

tightness of the process by Lemma 8. To see that the limit is the martingale problem

78



in the statement of the theorem, note that for a fixed t,

Em,nt (ψ)→
∫ t

0

∫ 1

0
x(1− x)[ ∂

2

∂x2ψ(x)− σ ∂
∂sψ(x)]νz(dx)

wρα

{∫ 1

0
xψ(x)νz(dx)−

∫ 1

0
ψ(x)νz(dx)

∫ 1

0
xνz(dx)

}
dz

as n,m→∞ and

〈Nm,n(ψ)〉t →
∫ t

0
wα

∫ 1

0

∫ 1

0
(ψ(x)− ψ(y))2νz(dx)νz(dy)dz

Finally, notice that∫ 1

0

∫ 1

0
(ψ(x)− ψ(y))2νz(dx)νz(dy)

=2

∫ 1

0

∫ 1

0
ψ(x)2νz(dx)νz(dy)− 2

∫ 1

0

∫ 1

0
ψ(x)ψ(y)νz(dx)νz(dy)

=2

∫ 1

0

∫ 1

0
ψ(x)ψ(y)νz(dx)[δx(dy)− νz(dy)]

and ∫ 1

0
xψ(x)νz(dx)−

∫ 1

0
ψ(x)νz(dx)

∫ 1

0
xνz(dx)

=

∫ 1

0

∫ 1

0
ψ(x)yνz(dx)[δx(dy)− νz(dx))]

satisfying the form of the martingale problem in the theorem.
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Appendix A

Note on calculation for survival of mutation in
Chapter 2

Our simulation results in Fig. 2.3b are based on the porportion of infections for which

mutations lasted for at least one day due to the difficulties distinguishing an infection

that does not survive stochastic extinction from one which does survive stochastic

extinction but has a small final size. To show that our analysis is still valid, we use

the same method as we did in calculating the probability that a mutation avoids

stochastic extinction (see §2.5) to derive that probability that a mutation survives

for at least one day.

For a mutant arising at time t∗ with host immune response δm, the probability

the mutant population does not die out in the first day is

γC(t)

γC(t) + δm
.

Thus, performing a Poisson thinning Durrett (1999), the expected number of muta-

80



tions that do not die out in the first day is given by

µ

∫ ∞
0

V (t)
γC(t)

γC(t) + δm
dt

=
µ

β
log

(
γC∞ + δm
γC0 + δm

)

where we have used equation (2.10) from §2.5 to substitute for V (t) inside the integral.

The resulting integrand is then a perfect derivative in t. The associated probability

is then

1− e
µ

β
log
(
γC∞+δm
γC0+δm

)
= 1−

{
γC∞ + δm
γC0 + δm

}µ

β

= 1−
{
γC0e

−βA(V0,C0,δr) + δm
γC0 + δm

}µ

β

and is plotted as the dark lines in Fig. 3B.
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Appendix B

Supporting Results for Chapter 4

For completeness, the definitions and results applied in Chapter 4 are presented here.

Proofs are omitted where references to the source of a proof are available.

The first theorem allows us to conclude the tightness of the measure-valued pro-

cess µm,nt by proving the tightness of the càdlàg processes 〈ψ, µm,nt 〉.

Theorem 11. (Theorem 14.26 in Kallenberg (1997)). Let X1, X2, . . . be random

elements in D([0, T ],M(S)), where M(S) is the space of measures on S, a locally

compact, separable, complete, Hausdorff space. Then {Xn}n is tight iff {〈Xn, f〉}n is

tight in D([0, T ],R+) for every f ∈ C+
K(S) (continuous positive functions with compact

support on S).

This result follows from the following theorem:

Theorem 12. (Theorem A2.4 in Kallenberg (1997)). For any locally compact, sep-

arable, complete Hausdorff space S there exists some countable set F ⊂ C+
K(S) such

that a set A ⊂ D([0, T ],M(S)) is relatively compact iff Af = {xf : x ∈ A} is relatively

compact in D([0, T ],R+) for every f ∈ F .
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Remark: The statement of Theorem 12 could read ‘for any countably dense subset

F ⊂ C+
K(S)’ instead of ‘there exists . . . ’ because in the proof, the set F is chosen

arbitrarily. Therefore, Theorem 11 can be reworded to end with ‘for every f ∈ F , a

countable dense subset of C+
K(S) which is closed under addition’ and the same proof

would work.

Next, Dynkin’s formula allows us to use a semimartingale formulation for the

process 〈ψ, µm,nt 〉.

Lemma 13. Dynkin’s formula (Kallenberg, 1997, p.328). The processes

Mf
t = f(Xt)− f(X0)−

∫ t

0
Af(Xs)ds

for t ≥ 0, f ∈ dom(A), where A is the generator of Xt and Xt is a Markov process,

are martingales under any initial distribution ν for X.

Finding the expression for the quadratic variation of the semimartingale requires

the use of Itô’s formula:

Theorem 14. Itô’s formula (Protter, 2004, p.78)). Let X be a semimartingale

and let f be a C2 real function. Then f(X) is again a semimartingale, and the

following formula holds:

f(Xt)− f(X0) =

∫ t

0+
f ′(Xs−)dXs +

1

2

∫ t

0+
f ′′(Xs−)d[X,X]cs

+
∑

0<s≤t
{f(Xs)− f(Xs−)− f ′(Xs−)∆Xs}

where ∆X = Xs −Xs−.

Remark: Note that the extra terms in the formula do not appear in the derivations

in the main text. To see why, first write the formula with the non-continuous version
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of the quadratic variation:

f(Xt)− f(X0) =

∫ t

0+
f ′(Xs−)dXs +

1

2

∫ t

0+
f ′′(Xs−)d[X,X]s

+
∑

0<s≤t
{f(Xs)− f(Xs−)− f ′(Xs−)∆Xs −

1

2
f ′′(Xs−)(∆Xs)

2}

Now substitute in f(x) = x2:

X2
t −X2

0 =

∫ t

0+
2Xs−dXs +

∫ t

0+
d[X,X]s

+
∑

0<s≤t
{X2

s −X2
s− − 2Xs−∆Xs − (∆Xs)

2}

and the terms in the second line exactly cancel each other out.

The next two definitions and theorem provide justification for the step where the

martingale parts of 〈ψ, µm,nt 〉2, calculated separately, are equated.

Definition 15. (As defined on p. 118 in Protter (2004)) Let A be a finite variation

process with A0 = 0, with locally integrable total variation. The unique finite variation

predictable process Ã such that A−Ã is a local martingale is called the compensator

of A.

Definition 16. (As defined on p. 122 in Protter (2004)) Let X be a semimartingale

such that its quadratic variation process [X,X] is locally integrable. Then the con-

ditional quadratic variation of X, denoted 〈X,X〉 = (〈X,X〉t)t≥0 exists and it is

defined to be the compensator of [X,X]. That is, 〈X,X〉 = [̃X,X].

Theorem 17. Doob-Meyer decomposition (Protter, 2004, p.103). Let X be a

semimartingale. If X has a decomposition Xt = X0+Mt+At with M a local martingale

and A a predictably measurable finite variation process, M0 = A0 = 0, then such a

decomposition is unique.
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This next lemma is used in the proof of tightness for the process in Theorem 2.

It allows us to show tightness of a semimartingale by proving tightness of its finite

variation and martingale parts.

Lemma 18. (Sum of two tight processes is tight) Suppose An and Mn are both

tight processes in D([0, T ],R). Then Xn = An +Mn is also tight in D([0, T ],R).

Proof. Let ε, η > 0. Since An and Mn are tight, they satisfy the conditions in Theo-

rem 5. Specifically, there exist a, δ, and n0 such that

Pn(sup
t
|An(t)| > a) ≤ η

2 (B.1)

Pn(sup
t
|Mn(t)| > a) ≤ η

2 (B.2)

for all n ≥ 1, and

Pn(w′An ≥
ε
2) ≤ η

2 (B.3)

Pn(w′Mn
≥ ε

2) ≤ η
2 (B.4)

for all n ≥ n0.

To see that Xn satisfies (i) of Theorem 5, note that by the triangle inequality

sup
t
|An(t) +Mn(t)| ≤ sup

t
|An(t)|+ sup

t
|Mn(t)|

Thus (we suppress the subscript on the probability for clarity),

P (sup
t
|An(t) +Mn(t)| ≤ 2a)

≥ P (sup
t
|An(t)|+ sup

t
|Mn(t)| ≤ 2a)

≥ P (sup
t
|An(t)| ≤ a AND sup

t
|Mn(t)| ≤ a)

= P (sup
t
|An(t)| ≤ a) + P (sup

t
|Mn(t)| ≤ a)− P (sup

t
|An(t)| ≤ a OR sup

t
|Mn(t)|leqa)

≥ 2(1− η/2)− 1 = 1− η
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The first inequality follows from the preceding observation about the triangle in-

equality, the third from the inclusion/exclusion principle, and the forth from the fact

that all probabilities are ≤ 1.

Proceeding similarly, we note that

|Xn(t)−Xn(s)| ≤ |An(t)−An(s)|+ |Mn(t)−Mn(s)|

and hence

w′Xn(δ) ≤ w′An(δ) + w′Mn
(δ)

By an argument similar to that used to establish (i), we obtain

P (w′Xn(δ) < ε) ≥ 1− η

Gronwall’s inequality is used to prove the uniqueness of solutions to the deter-

ministic limit (4.2).

Theorem 19. Gronwall’s inequality. Let v(t) be a non-negative function such

that

v(t) ≤ C +A

∫ t

0
v(s)ds

for 0 ≤ t ≤ T and some constants C, A. Then

v(t) ≤ C exp(At)

In particular, if C = 0, v(t) = t for all t ∈ [0, T ].
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Proof. Note that

v(t)

C +A
∫ t

0 v(s)ds
≤ 1

d

dt
log

(
C +A

∫ t

0
v(s)ds

)
≤ A

log

(
C +A

∫ t

0
v(s)ds

)
− log(C) ≤ At

C +A

∫ t

0
v(s)ds ≤ C exp(At)

By assumption, the left hand side is greater than or equal to v(t).

The next three results are established theorems on the uniqueness of martingale

problems associated with Fleming-Viot processes. We first need to define the mar-

tingale problem MP(A,Q,V ). Let dom(A) be a measure-determining linear subspace

of Cb([0, 1]) containing constants and A a linear mapping from dom(A) → Cb([0, 1]),

Q : P([0, 1]) → P([0, 1] × [0, 1]) be a continuous function with Q(µ,B,B) ≤ Kµ(B),

K <∞, B ∈ B([0, 1]), and V : [0,∞)× P([0, 1])× [0, 1]→ R be a measurable function.

A probability measure Pµ on C([0,∞),P([0, 1])) solves the martingale problem

MP(A,Q,V ) with initial condition µ if

Pµ(X0 = µ) = 1

and for each ψ ∈ dom(A),

MV
t (ψ) = 〈ψ,Xt〉 − 〈ψ,X0〉 −

∫ t

0
〈Aψ,Xs〉 ds

−
∫ t

0

∫ 1

0

∫ 1

0
ψ(x)V (s,Xs, y)Q(Xs; dx, dy)ds

is a Pµ-martingale with increasing process

〈MV (ψ)〉t =

∫ t

0

∫ 1

0

∫ 1

0
ψ(x)ψ(y)Q(Xs; dx, dy)ds
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Theorem 20. Existence and Uniqueness of solutions to MP(A,Q,V ) (Dawson,

2010). Assume that Pµ is the unique solution of the martingale problem MP(A,Q,0)

and that Pµ-almost surely∫ t

0

∫ 1

0

∫ 1

0
V (s,Xs, x)V (s,Xs, y)Q(Xs; dx, dy)ds <∞,∀t > 0 (B.5)

Let

ZVt := exp

{∫ t

0

∫ 1

0
V (s,Xs, y)M0(ds, dy) (B.6)

− 1

2

∫ t

0

∫ 1

0

∫ 1

0
V (s,Xs, x)V (s,Xs, y)Q(Xs; dx, dy)ds

}

A. (Existence) Assume that (B.5) holds Pµ-almost surely. Then Sµ := ZVt Pµ is a

solution to the (A,Q, V ) local martingale problem.

B. (Uniqueness) If Sµ is any solution of the martingale problem MP(A,Q,V ) such

that (B.5) holds Sµ-almost surely, then

dSµ
dPµ

∣∣∣
Ft

= ZVt

and therefore there is only one such solution

Proposition 21. Alternative existence/uniqueness condition (Dawson, 2010).

If sup |V (s, µ, x)| ≤ V0(constant), then ZVt is a martingale under Pµ and Sµ := ZVt Pµ

is the unique law that satisfies MP(A,Q,V ).

Remark. The statement of Dawson’s Girsanov theorem assumes that Pµ is the

unique solution of MP(A,Q,0). The next two results establish existence/uniqueness for

MP(A,Q,0).

Consider the Fleming-Viot process without selection, i.e with V = 0 and with

a type-independent mutation operator where the mutation source is given by ξ ∈
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P([0, 1]). Let {Xt; t ≥ 0} on C([0,∞),P([0, 1])) (continuous-in-time stochastic pro-

cesses). Consider the following Martingale Problem:

Pµ(X0 = µ) = 1

Mt(φ) := 〈ψ,Xt〉 − 〈ψ,X0〉 −
∫ t

0
c 〈ψ, ξ −Xz〉 dz (B.7)

is a L2-Ft martingale for all ψ with increasing process

〈M(ψ)〉t =

∫ t

0

(〈
ψ2, Xz

〉
− 〈ψ,Xz〉2

)
dz (B.8)

Theorem 22. Existence/Uniqueness for type-independent mutation oper-

ator martingale problem (Dawson, 2010, p.93). There exists a unique solution,

Pµ, to the martingale problem (B.7) and (B.8).

The Fleming-Viot process described by (B.7) and (B.8) has a specific form for the

mutation operator A = ξ−Xt. To extend the result to general linear A, Dawson uses

technique called the dual representation. Let A be a linear operator on dom(A) ⊂

C([0, 1]) such that the closure of A generates a Feller semigroup {St : t ≥ 0} on

C([0, 1]). A probability measure Pµ on C([0,∞),P([0, 1]) is said to be a solution of

the neutral Fleming-Viot martingale problem MP(A,Q,0) with initial condition µ if

Pµ(X0 = µ) = 1 (B.9)

and for each ψ ∈ C+
b ([0, 1]) ∩ dom(A)

M0
t (ψ) = 〈ψ,Xt〉 − 〈ψ,X0〉 −

∫ t

0
〈Aψ,Xz〉 dz (B.10)

is a martingale with covariance

〈
M0(dx),M0(dy)

〉
t

=

∫ t

0
Q(Xz; dx, dy)dz (B.11)

Q(µ; dx, dy) = µ(dx) [δx(dy)− µ(dy)] (B.12)
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Theorem 23. Existence/Uniqueness for general linear mutation operator

martingale problem (Dawson, 2010, p.97). There exists a unique solution to the

neutral Fleming-Viot martingale problem.
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