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Abstract 

 The use of positron emission tomography (PET) in radiation therapy has 

continued to grow, especially since the development of combined computed tomography 

(CT) and PET imaging system in the early 1990s. Today, the biggest use of PET-CT is 

in oncology, where a glucose analog radiotracer is rapidly incorporated into the 

metabolic pathways of a variety of cancers. Images representing the in-vivo distribution 

of this radiotracer are used for the staging, delineation and assessment of treatment 

response of patients undergoing chemotherapy or radiation therapy. While PET offers 

the ability to provide functional information, the imaging quality of PET is adversely 

affected by its lower spatial resolution. It also has unfavorable image noise 

characteristics due to radiation dose concerns and patient compliance. These factors 

result in PET images having less detail and lower signal-to-noise (SNR) properties 

compared to images produced by CT. This complicates the use of PET within many 

areas of radiation oncology, but particularly the delineation of targets for radiation 

therapy and the assessment of patient response to therapy. The development of 

segmentation methods that can provide accurate object identification in PET images 

under a variety of imaging conditions has been a goal of the imaging community for 

years. The goal of this thesis are to: (1) investigate the effect of filtering on segmentation 

methods; (2) investigate whether combining individual segmentation methods can 

improve segmentation accuracy; (3) investigate whether the consensus volumes can be 

useful in aiding physicians of different experience in defining gross tumor volumes (GTV) 

for head-and-neck cancer patients; and (4) to investigate whether consensus volumes 

can be useful in assessing early treatment response in head-and-neck cancer patients. 
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For this dissertation work, standard spherical objects of volumes ranging from 

1.15 cc to 37 cc and two irregularly shaped objects of volume 16 cc and 32 cc formed by 

deforming high density plastic bottles were placed in a standardized image quality 

phantom and imaged at two contrasts (4:1 or 8:1 for spheres, and 4.5:1 and 9:1 for 

irregular) and three scan durations (1, 2 and 5 minutes). For the work carried out into the 

comparison of images filters, Gaussian and bilateral filters matched to produce similar 

image signal to noise (SNR) in background regions were applied to raw unfiltered 

images. Objects were segmented using thresholding at 40% of the maximum intensity 

within a region-of-interest (ROI), an adaptive thresholding method which accounts for the 

signal of the object as well as background, k-means clustering, and a seeded region-

growing method adapted from the literature. Quality of the segmentations was assessed 

using the Dice Similarity Coefficient (DSC) and symmetric mean absolute surface 

distance (SMASD). Further, models describing how DSC varies with object size, 

contrast, scan duration, filter choice and segmentation method were fitted using 

generalized estimating equations (GEEs) and standard regression for comparison. 

GEEs accounted for the bounded, correlated and heteroscedastic nature of the DSC 

metric. Our analysis revealed that object size had the largest effect on DSC for spheres, 

followed by contrast and scan duration. In addition, compared to filtering images with a 5 

mm full-width at half maximum (FWHM) Gaussian filter, a 7 mm bilateral filter with 

moderate pre-smoothing (3 mm Gaussian (G3B7)) produced significant improvements in 

3 out of the 4 segmentation methods for spheres. For the irregular objects, time had the 

biggest effect on DSC values, followed by contrast.  
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For the study of applying consensus methods to PET segmentation, an additional 

gradient based method was included into the collection individual segmentation methods 

used for the filtering study. Objects in images acquired for 5 minute scan durations were 

filtered with a 5 mm FWHM Gaussian before being segmented by all individual methods. 

Two approaches of creating a volume reflecting the agreement between the individual 

methods were investigated. First, a simple majority voting scheme (MJV), where 

individual voxels segmented by three or more of the individual methods are included in 

the consensus volume, and second, the Simultaneous Truth and Performance Level 

Estimation (STAPLE) method which is a maximum likelihood methodology previously 

presented in the literature but never applied to PET segmentation. Improvements in 

accuracy to match or exceed the best performing individual method were observed, and 

importantly, both consensus methods provided robustness against poorly performing 

individual methods. In fact, the distributions of DSC and SMASD values for the MJV and 

STAPLE closely match the distribution that would result if the best individual method 

result were selected for all objects (the best individual method varies by objects). Given 

that the best individual method is dependent on object type, size, contrast, and image 

noise and the best individual method is not able to be known before segmentation, 

consensus methods offer a marked improvement over the current standard of using just 

one of the individual segmentation methods used in this dissertation.  

To explore the potential application of consensus volumes to radiation therapy, 

the MJV consensus method was used to produce GTVs in a population of head and 

neck cancer patients. This GTV and one created using simple 40% thresholding were 

then available to be used as a guidance volume for an attending head and neck 
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radiation oncologist and a resident who had completed their head and neck rotation. The 

task for each physician was to manually delineate GTVs using the CT and PET images. 

Each patient was contoured three times by each physician– without guidance and with 

guidance using either the MJV consensus volume or 40% thresholding. Differences in 

GTV volumes between physicians were not significant, nor were differences between the 

GTV volumes regardless of the guidance volume available to the physicians. However, 

on average, 15-20% of the provided guidance volume lay outside the final physician-

defined contour. 

In the final study, the MJV and STAPLE consensus volumes were used to extract 

maximum, peak and mean SUV measurements in two baseline PET scans and one PET 

scan taken during patients’ prescribed radiation therapy treatments. Mean SUV values 

derived from consensus volumes showed smaller variability compared to maximum SUV 

values. Baseline and intratreatment variability was assessed using a Bland-Altman 

analysis which showed that baseline variability in SUV was lower than intratreatment 

changes in SUV. 

The techniques developed and reported in this thesis demonstrate how filter 

choice affects segmentation accuracy, how the use of GEEs more appropriately account 

for the properties of a common segmentation quality metric, and how consensus 

volumes not only provide an accuracy on par with the single best performing individual 

method in a given activity distribution, but also exhibit a robustness against variable 

performance of individual segmentation methods that make up the consensus volume. 

These properties make the use of consensus volumes appealing for a variety of tasks in 

radiation oncology.  
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I. Background and Purpose 

The purpose of this chapter is to provide the reader with an introduction to 

several areas that are relevant to an understanding of the work contained in this 

dissertation. Specifically, the chapter covers the following areas: (1) the technology used 

in positron emission tomography; (2) the approaches to image filtering used in PET 

imaging; (3) the detailing of previous efforts in PET segmentation and (4), a brief 

overview of the potential applications of PET in radiation therapy. To this end, the 

principles of how images are formed in PET, how the use of different image filters can 

affect the ability to delineate objects in images, and the process of evaluating the quality 

of segmentations are detailed. Further, the current and future directions of how PET 

segmentations have been, or could be incorporated into the treatment planning and 

treatment response process are outlined. 

I.A. Image formation in PET imaging 

Positron Emission Tomography (PET) imaging relies on positron (  ) emission. 

In the positron emission process, the decay of a proton-rich nucleus results in a    

particle, a neutrino ( ), and kinetic energy which is carried away by the    and  .  

  
 
 →     

 
   

    

The    subsequently interacts with matter, losing its kinetic energy via 

ionizations and excitations until it interacts with an electron (  ). Here, it undergoes 

annihilation and creates two, 511-keV photons emitted approximately 180º apart (Bethe, 

1935; Yarwood, 1973).  

     →     
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These photons are subsequently detected by a ring of high-density crystals that 

produce a measurable signal by converting the photons into light which is measured by 

photomultiplier tubes optically coupled to the crystals. In early PET scanners, the 

crystals were sodium iodide (NaI) but improvements in crystal design and materials have 

produced crystal materials such as bismuth germinate (BGO) and lutetium 

oxyorthosilicate (LSO) which offer improved energy resolution, higher stopping power 

and faster decay of the light produced by a scintillation event when the 511-keV photons 

interacts within the crystal material. 

Because the photons travel at the speed of light, the pairs of photons produced 

by a positron decay event and the subsequent annihilation event can be determined 

using coincidence counting. This is when two detectors record two photons hitting them 

within a certain period of time. In this case, the two detectors form a line-of-response 

(LOR) which represents the occurrence of an annihilation event somewhere between the 

two detectors Figure I-1(a). The number of counts recorded along each LOR is 

proportional to the activity concentration along the LOR. Therefore, by recording the 

counts over multiple lines-of-response, the location of positron decay events within the 

body can be determined. 
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Figure I-1. Lines-of-response formed by two detectors recording a valid coincidence 

event originating from a positron decay event within the patient’s body (a). Also shown 

are scatter events (b) and random events (c) that can lead to the recording of a “valid” 

LOR, resulting in image noise. 

In addition to recording two true coincident photons that represent a positron 

decay event, two other processes can lead to a LOR being recorded. The first, shown in 

Figure I-1(b) is a scatter event where one of the two coincidence photons changes angle 

after a Compton interaction. The energy of the scattered photon may not have been 

reduced enough for the energy discrimination window to reject it. The third is a random 

event where two positron decays occur at different locations in the body and one 

annihilation photon from each event is detected within the timing window. Both of these 

events lead to undesirable image noise as they produce a “valid” LOR but do not 

represent true annihilation events.  
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The system records counts along each LOR as a function of detector angle and 

distance from the center of the field of view (FOV), known as a sinogram. In the absence 

of noise from the scatter and random events, and electrical noise from the 

photomultiplier tubes and circuitry, the sinogram could be reconstructed into an image 

using analytical techniques such as the inverse radon transform. However, as Figure I-2 

shows, noise from scatter and random events can have a large impact on how closely 

the reconstructed image represents the object being imaged. Given that the number of 

counts in a PET sinogram is far fewer compared to a CT sinogram, the impact of noise is 

even greater. Therefore, more complex reconstruction techniques are required in order 

to produce useable images.  
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Figure I-2. (a) Input image being acquired. (b) Sinogram formed by the Radon transform 

of the image in (a). (c) Sinogram corrupted with a small amount of Poisson noise via 

scaling of the sinogram values and subsequent reconstruction showing fluctuations in 

image values relative to the original image. (d) Sinogram corrupted with a larger amount 

of Poisson noise which displays an even greater impact on reconstructed image. 

The most well-known reconstruction technique is filtered back-projection (FBP). 

FBP involves the convolution of each projection with a filter (e.g. ramp, Shepp-Logan, 

Metz). Given that image noise is a high frequency phenomenon, these filters act to 

reduce the higher frequency components in sinogram space. An apodization window 

may also be applied in order to prevent higher frequencies (i.e. noise) in the image being 

amplified. It is most common that the FBP operation is actually carried out in Fourier 
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space via the Fourier transform of both the image and filter, multiplying the two together, 

before using the inverse Fourier transform to produce the image. More recently, iterative 

methods are used. An iterative method begins with an estimate of the final image, 

compares this estimate with the image that would be formed based on the observed 

projection data, and repeats this process until convergence between the observed and 

estimated image is achieved. This process is known as expectation maximization (EM) 

with each iteration consisting of a comparison step and a projection step (Shepp and 

Vardi, 1982). It generally requires a large number of iterations for complete 

convergence, and so is computationally expensive. One major improvement in efficiency 

is achieved through Ordered Subset Expectation Maximization (OSEM). Instead of using 

all of the projections to form an estimate of the image in a single iteration, OSEM uses 

subsets of projection angles in order to update the image estimate, resulting in an order 

of magnitude speed increase over standard EM reconstruction (Hudson and Larkin, 

1994).  

The choices for the number of iterations and subsets must balance the desire for 

greater contrast recovery and spatial resolution with the increase in image noise that can 

result (Barrett et al., 1994; Wilson et al., 1994). As a result, iterative algorithms are 

usually not run until convergence. Instead, the algorithm is terminated prematurely or 

post-reconstruction filtering is applied to improve the signal-to-noise ratio (SNR) of the 

images with the better option dependent on the method used to assess background 

noise (Turkington et al., 2007). With the availability of fast computers and dedicated 

hardware, most commercial PET-CT systems use iterative reconstruction methods 

based on OSEM.  
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Iterative reconstruction methods also allow for the inclusion of a system model of 

the PET system, physics and incorporating other reconstructions options such as 

maximum a-posteriori (MAP). MAP incorporates a penalty term that enforces 

smoothness in relatively uniform regions thereby reducing noise and improving the 

visual quality of the image but it adds complexity by having to appropriately choose the 

penalty parameter.  

I.B. Filtering for PET images  

One main reason for filtering an image is to improve the SNR. Improving the 

image SNR can result in improving the visibility of objects contained within the image, 

particularly lesions. Given that PET images are inherently nosier than those produced by 

CT, and the iterative algorithms begin to amplify noise at higher numbers of iterations, 

post-reconstruction smoothing is an important part of the image processing process. The 

choice of filter that is applied to an image may have a profound impact on the 

segmentation of objects within the image. With traditional smoothing filters, there is a 

trade-off between preserving the high frequency components in the image, (i.e. fine 

details such as smaller objects and edges) and decreasing the image noise. Using filters 

with a large smoothing neighborhood decreases noise but detail is lost. With too little 

smoothing, detail is retained but image noise is preserved, hampering object detection 

and image segmentation efforts. 

I.B.1. Unilateral (Gaussian) filtering 

The most common filter applied in PET is a moving average filter (MAF). A 

moving average filter is a smoothing filter with a unilateral Gaussian kernel. The general 

form of a Gaussian smoothing kernel is: 
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Where,  (        ) represents the weighting factor for the voxel located at 

position, (     ), relative to location (        ).   
    

  and   
  represent the width of the 

kernel in each of 3 spatial dimensions. For the case of isotropic smoothing, i.e. constant 

σ, the kernel simplifies to: 
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 Eq. I-2 

For a one-dimensional case, the kernel takes the form of a normalized Gaussian-

curve. 

 

Figure I-3. Example Gaussian kernels for smoothing filters using FWHMs of 2 and 5 

pixels.  

The result of applying a MAF is that an individual voxel’s intensity value is 

replaced by a weighted average of values within some user-specified neighborhood of 

the voxel. In one dimension this can be written as: 
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   ( )  ∑  ( )   ( )

   

 Eq. I-3 

Because the Gaussian kernel is linear, the filtering operation can also be written 

as a convolution operation. In other words, the filtered imaged is equal to the result of 

convolving the original, unfiltered image with the Gaussian kernel. 

                       Eq. I-4 

Given that MAFs use a unilateral Gaussian kernel to compute the weighted 

average, the degree of smoothing is dependent on the width of the Gaussian kernel and 

of the size of the neighborhood the kernel operates on at any one time. In practice, 

kernel dimensions are limited to approximately ±3σ because the magnitude of the kernel 

is close to zero this far from the kernel center. 

The fact that the Gaussian filter is a linear and separable function means, that for 

a three-dimensional filtering operation, it can be separated into three, one-dimensional 

filters which can be applied to the image independently, increasing the efficiency of the 

filtering operation. Filtering via convolution can also be accomplished via a Fourier 

transformation of the image and filter. In this case, the filtering is accomplished by 

multiplying the two Fourier transforms together for increases in speed.  

I.B.2. Bilateral filtering 

The bilateral filter (BF) introduced by Tomasi and Manduchi (Tomasi and 

Manduchi, 1998) provides both the smoothing characteristics of traditional unilateral 

Gaussian filters and the preservation of object edges. It does so by two components: a 

traditional smoothing kernel that acts within the spatial domain to give the weighted 

average of intensity values in a voxel’s local neighborhood, and an intensity kernel that 
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determines which neighborhood voxels are included in the averaging process. The 

filtered value of a voxel located at position, x, with intensity I(x) is given by: 
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Where    and    are the spatial and range (intensity) kernel widths, respectively, 

N(x) is a specified neighborhood of voxel x, and C is a normalization constant. 
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 Eq. I-6 

The effect of the two kernels is seen in Figure I-4. The test object is simply a 

square of intensity equal to 100 in a background of intensity equal to 10. Before filtering, 

the image was corrupted with Poisson noise. When the difference in pixel intensities is 

small relative to the size of the range kernel width,   , the term in the exponential of the 

range kernel approaches zero, and so the range kernel becomes relatively constant. 

This results in the bilateral filter acting simply like a standard Gaussian filter. This is seen 

in Figure I-4 for when     . When differences in neighboring pixel intensities are large 

relative to the size of the range kernel width,     then the term in the exponential of the 

range kernel is relatively large and the corresponding kernel weight for the neighboring 

pixel approaches zero. Therefore, regardless of how wide the domain kernel width is, the 

range kernel simply remaps the pixel value of the current voxel without averaging them 

across a wider neighborhood. For moderate values of both the domain and range kernel 

widths, we achieve a smoothing effect in areas of relatively constant intensity while 

simultaneously maintaining the edges of the objects.  
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Figure I-4. Example of a bilateral filter with spatial kernel widths of 0.1, 1 and 10, and 

range (intensity) kernel widths of 0.01, 0.1 and 1, applied to test image of a square with 

intensity equal to 1, surrounding by a background of intensity 0.01. 

I.C. PET image segmentation  

Image segmentation is the process of separating an image into one or more 

regions that represent distinct objects or features within the image. The process typically 
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makes an image easier to visualize, interpret, or to extract information that can be used 

for decision making. Segmentation of metabolically active regions of tumors is an active 

area of research (Ciernik et al., 2003; Nestle et al., 2005; Ford et al., 2009; Zaidi and El 

Naqa, 2010) and the American Association of Physicists in Medicine (AAPM) Task 

Group Report 211 is currently developing recommendations and guidelines for 

evaluating segmentation accuracy in a clinically relevant fashion (Hatt et al., draft) 

However, the low spatial resolution and noise characteristics of PET images complicate 

the segmentation process. 

I.C.1. A brief survey of segmentation methods 

Many segmentation approaches have been studied to date. The simplest include 

thresholding techniques where pixels with more than 40- 50% of the maximum pixel 

intensity in a region-of-interest (ROI) are included in the image (Erdi et al., 1997; 

Schinagl et al., 2007). While simple and fast, they fail to accurately segment small 

lesions and struggle with low contrast (Ford et al., 2006). Thresholding images based on 

specific uptake values (SUV) has also been proposed but SUV is influenced by time 

from injection to imaging, patient size, plasma glucose levels and the partial volume 

effect (Keyes, 1995). Methods that rely on calibration curves iteratively derived from 

signal to background measurements can increase the segmentation accuracy but are 

scanner specific (Erdi et al., 1997; Jentzen et al., 2007).  Clustering approaches such as 

k-means or fuzzy C-means have also been implemented in segmenting nuclear 

medicine images (Boudraa et al., 1996). K-means based methods segment PET images 

into two regions (lesion and background) by initially choosing a cluster center and then 

iterating to minimize the within-cluster sum-of-squares. This approach tends to be 

sensitive to the initial choice of cluster center selection and noise in the image. Fuzzy C-
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mean algorithms replace the hard decision of K-means by allowing voxels to belong to 

multiple clusters via a membership matrix and similarity criteria, e.g. minimizing the 

Euclidian distance between each element and the cluster mean. However, they are 

typically initialized with greater numbers of clusters than there are truly present which 

are later merged. Thus, the accuracy of the segmentation can be affected by the choice 

of merging criteria. Seeded region growing methods rely on the initial selection of a seed 

voxel(s) and searching neighboring voxels (Adams and Bischof, 1994). Neighboring 

voxels that satisfy some acceptance criteria are added to the region and the region 

continues to grow until some termination condition is met. One advantage of region 

growing includes the flexible acceptance conditions that can be adopted. Finally, other 

methods such as Bayesian and Markov chain segmentation or gradient and clustering-

type approaches have shown promising results (Geets et al., 2007; Hatt et al., 2007; 

Hatt et al., 2009; Yang and Grigsby, 2012). 

Importantly, the radiation therapy community recognizes the need for accurate 

PET segmentation. To this end the American Association of Physicists in Medicine 

(AAPM) formed a task group (TG-211) titled “Classification, advantages and limitations 

of the auto-segmentation approaches for PET”. Their upcoming report expected at the 

end of 2013 will present a comprehensive survey of the segmentation methods that have 

been applied in the research and clinical realms. It will also outline a three step 

acceptance and commissioning process envisioned to occur before any potential PET 

auto-segmentation (PAS) method is introduced into clinical use. The process first 

validates the accuracy of the PAS in segmenting simple objects of homogeneous activity 

within standard phantoms, progressing to more complex irregular physical and 

computational phantoms with non-homogeneous uptakes with final validation done on 
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patient images which have a ground truth created from pathology or the consensus 

among several experienced physicians (Hatt et al., draft).  

I.C.2. Assessment of segmentation quality 

There are many metrics that have been proposed in the literature for evaluating 

the accuracy of an individual segmentation method. Almost all rely on having access to a 

ground truth volume in which segmentations may be compared. Generally, quality 

metrics can be classified as volume-based, overlap-based, or distance-based. Volume-

based measures provide a raw measurement of the physical difference (i.e. cubic 

centimeters) in volume between the ground truth and segmented volume. While they 

provide a measure of whether a segmentation output is smaller or larger than the ground 

truth, no information about the spatial extent of the segmentation is possible. Overlap-

based metrics are numerous but generally represent the actual or average amount of 

overlap between the segmentation relative to the ground truth. Examples of this include 

the Jaccard Index (Jaccard, 1908), the classification error (Hatt et al., 2009), and the 

Dice Similarity Coefficient (DSC) (Dice, 1945). The DSC represents the average overlap 

between two volumes, A and B, and is of particularly common use in the literature. It is 

defined as: 

      
   

     
 Eq. I-7 
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Figure I-5. The Dice similarity coefficient as a function of volume overlap  

 

As Figure I-5 shows, the DSC ranges in value from a minimum of zero (indicating no 

agreement between volumes), up to a maximum of 1 (indicating completely perfect 

agreement between volumes), with DSC values greater than 0.7 indicative of a relatively 

good segmentation (Zijdenbos et al., 1994; Zou et al., 2004).  

A disadvantage of the DSC is that it heavily dependent on the volumes of the 

object being compared. Large volume differences in the segmentation and ground truth 

manifest themselves as smaller DSC values due to the intersection term in the 

numerator of the DSC. Additionally, it is more likely that large DSC values result when 

comparing two larger volumes versus two smaller volumes simply due to the larger 

number of voxels available when computing voxel-to-voxel agreement. In addition to 

these effects, the DSC changes depending on whether the segmentation under-
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estimates or over-estimates the ground truth. Figure I-6 shows the behavior of the DSC 

assuming both the segmentation and ground truth are represented by spherical objects. 

The DSC is plotted as a function of the ratio of the radius of the segmented sphere 

compared to the ground truth sphere. When the radiuses of the spheres are equal, then 

the volumes of the spheres are equal, resulting in perfect agreement, i.e. a DSC equal to 

1. However, the behavior of the DSC differs depending on whether the segmented 

sphere is smaller or larger than the ground truth. For example, when               

    . Vice versa, when                 .  This shows that the fall off in DSC is 

faster once the segmented object exceeds the radius of the ground truth. This is not 

unexpected because the volume of a sphere increases in proportion to the cube of the 

radius. 

 

Figure I-6. DSC as a function of the ratio of segmented sphere radius to the ground truth 

sphere radius. 
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While the theoretical behavior of the DSC when segmented volumes under-

estimate or over-estimate the ground truth is interesting, these small under or over-

estimations can also impact patient management in a clinical environment. In the context 

of designing treatment plans, minor mistakes in defining the boundary of the GTV may 

not impact clinical outcomes. This is because margins are typically applied to expand the 

GTV into the CTV to account for subclinical disease, with additional expansions used to 

account for tumor motion (the internal target volume, or ITV) and setup errors (the 

planning target volume, or PTV). However, these expansions can be of limited use in 

situations where the GTV abuts a critical structure such as the spinal cord. Here, under-

estimating the GTV could lead to local recurrence, and overestimation could lead to 

irreversible damage to the organ at risk. Using GTVs to assess treatment response also 

can suffer from inaccurate delineation of the GTV. Cases where the GTV misses areas 

of radiotracer uptake or includes too much background can bias baseline readings of 

measures such as SUV. Therefore, accurate definition of the GTV is critical for a variety 

of purposes. 

Distance-based metrics involve a measure of how close the surface of a 

segmentation lies relative to the ground truth. One common metric is the Hausdorff 

distance (HD): 

  (   )     
   

{   
   

{ (   )}} Eq. I-8 

The HD is computed as follows: For a point in volume A,   , compute the 

distance between    and the set of points comprising volume B. Take the minimum of 

this collection of points and save. Repeat for points            until all points in A have 

a minimum distance to B associated with them. Then take the maximum of this set. 
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Therefore, the HD is the furthest distance that any point of A is from some point in B. In 

practice the distance h(B,A) is also calculated and the mean of h(A,B) and h(B,A) used 

because the function is not symmetric. The downside of the HD is that is only provides a 

measure of the distance between two surfaces based on two points. Another distance 

metric that provides a more global measure of the distance between two surfaces is the 

symmetric mean absolute surface distance (SMASD). This is defined as: 
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)  Eq. I-9 

where    and    are the number of surface voxels on the first and second volumes, 

respectively and   
   is the distance from the closest voxel on B for the     surface voxel 

on A and similarly,   
   is the closest voxel on A for the     surface voxel on B (Yang and 

Grigsby, 2012). SMASD ranges from [0,+∞]. For many voxels, the closest distance 

between a voxel on surface A to a voxel on surface B will be equal to the closest 

distance between a voxel on surface B to a voxel on surface A. However, as Figure I-7 

shows, this is not necessarily the case. Importantly, unlike the HD, SMASD is less 

affected by outlier points as it computes an average distance using all points on a 

surface, rather than the maximum of a set of minimum distances. This results in a metric 

that gives a more complete picture of distance between two surfaces. 
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Figure I-7. Graphical representation of the symmetric mean average surface distance. 

I.D. Consensus methods 

During the 1990’s there was a shift in the pattern recognition community away 

from trying to find the single best classifier, and towards working at finding the best set of 

classifiers and then the best method of combination (Ho et al., 1994; Ross et al., 2006). 

The advantages of such an approach were that classification errors were shown to 

decrease, particularly when individual classifiers are different (Ali and Pazzani, 1995). 

Improvements in overall accuracy have been seen in the fields of character recognition 

(Xu et al., 1992), in biometrics with fingerprints (Marcialis and Roli, 2004) and in facial 

recognition (Lu et al., 2003).  

Consider the process of taking some input pattern  , and classify it into one of   

possible classes (           ) based on the decisions of   different classifiers. Let    

be the feature vector (derived from the input pattern  ) and presented to     classifier. In 

A    

B

   

       

i

j
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general, each of the possible classes,   , can be modeled by a probability density 

function  (     ) and a prior probability of occurrence  (  ). That is, the probability of 

observing the feature vector (i.e. the series of decisions made by the   raters), given the 

    class and the overall probability of class  . For example, in a binary decision 

scheme,    and   , might represent the classes of background and tumor, respectively, 

and    and    might corresponding to segmenting the image   by thresholding at 40% of 

the maximum and k-means clustering, respectively. 

Any classifier combination scheme acts to maximize the posteriori probability via 

Bayes rule: 

  (          )  
 (          ) (  )

∑  ( 
             ) (  )

 Eq. I-10 

In 1998, Kittler provided a theoretical framework for simplifying the computation 

of the posterior probability which resulted in five strategies for combining classifiers: The 

product, sum, min, max and median rules (Kittler et al., 1998). All of these rely on the 

independence of the raters. In addition to these rules, there have been and continue to 

be a vast variety of classifier combination schemes proposed in the literature, many of 

which many require a training dataset to be useful. Examples of these methods include 

the K-nearest neighbors (kNN) and support vector machines (SVM). As such, proposed 

classifier combination methods that do not require training have remained popular. 

I.D.1. Majority Vote 

The most common approach for combining classifiers is majority voting where 

the input sample is assigned the level to which the majority of classifiers agree (Ross et 

al., 2006). The sum rule (Kittler et al., 1998) was shown to always outperform the 

majority vote when the classifiers were independent, had the same probability of a 
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correct decision, and the distribution of estimation errors were Gaussian. However, 

further work showed that when the estimation errors had heavy tails, or there were a 

small number of experts, the majority vote was seen to outperform the sum rule. In fact, 

on a sample database of images, voice and speech patterns used to test biometric 

identification performance of the two rules varied depending on the number of observers. 

For a small number of experts (N=2), combining the classifiers with the sum rule was 

best. As the number of experts increases, majority vote is better than sum, but, for N>5, 

the sum rule once again outperformed majority vote. It was also noted in this work that 

the accuracy of each of the individual classifiers was unequal (Kittler and Alkoot, 2003). 

The performance of the majority vote rule was further investigated when Lam and Suen 

showed that when the assumption that all classifiers have the same probability of a 

correct decision is relaxed, in addition to accuracy being affected by the number of 

observers, the performance of simple majority vote combination was found to vary 

depending on whether the number of classifiers was even or odd (Lam and Suen, 1997). 

However, convincing evidence of the usefulness of majority vote combinations was seen 

when weak classifiers (those that correctly classify an input with accuracy slightly better 

than random guessing) were combined using simple majority voting. Here, 

improvements in accuracy to levels comparable to well-trained neural networks were 

observed (Ji and Ma, 1997). 

The improvement in accuracy given by a simple majority vote combination can 

be represented by the Corcordcet Jury Theory (CJT) Eq. I-11: 

      ∑ (
 
 
)

 

  [  ]  ⁄

  (   )    Eq. I-11 
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Where L is the number of classifiers and p is the probability of making a correct decision. 

With the assumption that p is constant for all classifiers, CJT states that: 

1. If      , then     →        

2. If      , then     →        

3. If      , then     →          

Even without the assumption of constant p, it has been shown that the above 

result is valid so long as the distribution of individual classifier accuracy is symmetrical 

about the mean (Shapley and Grofman, 1984). Simple majority vote combination can 

also be extended by weighting the decision of each individual classifier by a factor 

representing the level of confidence in each classifier.  

I.D.2. Simultaneous Truth and Performance Level Estimation 

The Simultaneous Truth and Performance Level Estimation (STAPLE) algorithm 

is an expectation-maximization algorithm that considers a collection of segmentations as 

inputs, and computes a probabilistic estimate of the underlying true segmentation 

(Warfield et al., 2004). STAPLE has been applied to estimating the performance of 

raters in contouring of prostate cancer (Zou et al., 2004), segmentation of brain 

structures (Weisenfeld and Warfield, 2009) and for improving the delineation of blood 

vessels for neurological and other surgical purposes (Jomier et al., 2005). The complete 

data in this task would consist of the collection of each rater’s segmentation and the true 

segmentation. Access to this would enable a maximum-likelihood calculation to be 

performed to estimate each rater’s performance characteristics. However, given the 

underlying true segmentation is not known, the collection of segmentations form an 
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incomplete data set meaning we must turn to methods of estimating and maximizing the 

complete log-likelihood.  

The algorithm is formulated by considering an image of N voxels, each of which 

has been classified by R segmentation methods or observers. Further, assume each 

segmentation method or observer is characterized by a sensitivity and specificity which 

are ordered as column vectors,   (            )
  and   (            )

  and joined 

into the matrix  

    (     )
            Eq. I-12 

Therefore, the complete set of unknown performance parameters for R 

segmentation methods or observers is given by: 

   [         ] Eq. I-13 

Next, let D be an     matrix describing the binary decisions made by each 

segmentation at each voxel of the image and T be an indicator of the N elements 

corresponding to the hidden true binary segmentation. If we then let  (     ) be the 

probability mass function of the random vector corresponding to the complete data, then 

the log likelihood of the complete data can be written as: 

     { }     (     ) Eq. I-14 

The expectation maximization algorithm starts with an initial guess of the 

performance of each rater and produces an estimate of the hidden true segmentation. It 

then uses this new estimate of the true segmentation to update the estimate the 

performance of the raters, repeating the process until convergence. STAPLE also has 

the ability to account for unordered multi-category labels (e.g. multiple structures 

segmented in the same image) and can account for the spatial correlations of 

segmented objects. It has also been modified by other groups so that raters do not have 
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to contribute an entire dataset (Landman et al., 2010) which provides a robustness 

against staff turnover or human errors when segmenting large databases. Further details 

of the EM algorithm are outside the scope of this work but are available in the literature 

(Warfield et al., 2004).  

I.E. PET and radiation therapy 

The clinical use of positron emission tomography PET was first proposed in the 

early 1950s (Wrenn et al., 1951; Brownell and Sweet, 1953). In the 1970’s the first 

transaxial images of patients were produced (Ter-Pogossian et al., 1975). The 

development of the combined PET/CT scanner in the late 1990’s (Beyer et al., 2000) led 

to an explosion in the use of PET in the clinical realm. Both anatomical and functional 

information could be easily overlaid to provide the location and magnitude of in-vivo 

metabolic information. A comprehensive overview of the field in 2001 (Gambhir et al., 

2001) shows that the use of PET has widespread uses in disease management and 

possess high sensitivity (84%–87%) and specificity (88%–93%). Further, the use of PET 

has been shown to result in a change of disease management, e.g. changing the cancer 

stage or treatment intent from curative to palliative, 36.5% of the time (Hillner et al., 

2008). 

In addition to changing the disease management, PET may play an important 

role in several other areas of radiation therapy. First, identification of tissue that 

possesses increased metabolic activity can lead to inclusion of disease in the treatment 

volume. The exclusion of such regions of tissue might have led to local recurrence and 

ultimately treatment failure. Regions of increased uptake may also be used to guide 

radiation fields in order to boost radiation doses and/or spare healthy tissue with the goal 

of improved local control with less normal tissue complications (Austin-Seymour et al., 
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1995; Ling et al., 2000; Black et al., 2004).  Second, by identifying a region of increased 

metabolic activity before treatment begins, the change in image intensities tracked 

throughout treatment may provide an indication of how responsive a patient is to 

chemotherapy or radiotherapy. In fact, many studies have already shown that the use of 

PET provided better correlation with survival duration than CT for lung cancer (Mac 

Manus et al., 2003). To date, the most common determination of treatment effectiveness 

is via volumetric measurements, with a decrease in tumor diameter of 30% being 

indicative of treatment response (Therasse et al., 2000). Issues surrounding the use of 

volumetric measures to characterize treatment response were outlined in a recent report 

outlining the use of PET for evaluating solid tumor treatment response (Wahl et al., 

2009). For example, tumor sizes may remain constant while standardized uptake values 

(SUV) decrease, and enhancement in SUV values due to various disease processes 

could be missed using a purely volumetric approach. As the authors of the report noted, 

SUVmax was seen to be the most common metric of evaluating tumor response (Wahl et 

al., 2009). However, SUVmax strongly depends on the statistical quality of the images, 

and size of the maximum voxel. Monitoring changes in a population of a patient’s SUV 

values during or following radiation therapy could offer a more complete characterization 

of treatment efficacy (Schreibmann et al., 2013; Abe et al., 1990). Having access to 

robust and reliable volumes to extract these values would prove useful in this context. 

I.F. Dissertation objectives and organization 

PET imaging has become ubiquitous within radiation oncology. The goal of this 

dissertation is to show that applying recently developed image filtering methods and 

leveraging the consensus between image segmentation algorithms has advantages over 

current uses of PET within the radiation therapy paradigm. This dissertation document is 
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organized as follows. Chapter 2: The effect of filtering on PET segmentation algorithms 

investigates how the accuracy of four image segmentation methods is affected by the 

choice of image filter. Images of a standard nuclear medicine phantom with spherical 

and irregular inserts are processed using both a unilateral Gaussian moving average 

filter and a recently developed edge-preserving filter suitable for PET imaging (Lee et al., 

2008a), before being segmented. Chapter 3: Consensus methods for PET 

segmentation, investigates how the combination of individual PET segmentation 

methods can improve the accuracy and robustness of the final segmentation via either a 

simple majority vote methodology or an expectation maximization procedure. Chapter 4: 

Consensus volumes as guidance for defining radiation therapy gross tumor volumes 

investigates whether the consensus volumes can aid the creation of FDG-avid gross-

tumor volumes from patient PET scans. Chapter 5: Consensus volumes for assessing 

treatment response in radiation therapy looks at how consensus volumes can be applied 

to PET images taken from patients before, during and after their treatment in order to 

predict which patients might be considered responding to therapy. Chapter 6: Summary 

provides summarizing remarks.  
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II. The effect of filtering on PET segmentation 
algorithms 

II.A. Introduction and purpose 

As described in Chapter I.B there are a variety of filters that can be applied to 

PET images. However, few studies exist that compare traditional Gaussian filters to 

bilateral filtering (BF) to PET images. Hofheinz et. al. compared a unilateral Gaussian 

filter to a BF finding that the BF allowed greater recovery of the maximum SUV in 

spherical volumes while preserving image spatial resolution. Importantly, a two-fold 

increase in signal-to-noise was achieved with a 5% decrease in spatial resolution while 

for the same increase in SNR, applying a moving average (Gaussian) filter resulted in a 

50% reduction in resolution (Hofheinz et al., 2011). The use of a BF for PET image 

segmentation was first seen in the work of Geets et al (Geets et al., 2007) where it was 

used as a precursor step in their gradient-based segmentation method. They achieved 

more accurate segmentations with their method compared to an adaptive thresholding 

method. However, because it was not the focus of their study, no comparison in 

segmentation accuracy between bilaterally filtered images and unilateral Gaussian 

filtered images was performed.  Finally, Cheebsumon et al (Cheebsumon et al., 2011)  

looked at a variety of segmentation methods and compared segmentation accuracy in 

terms of volume bias between unilateral and bilateral filtered images. They concluded 

that the use of a bilateral filter did improve segmentation accuracy for some methods but 

was highly dependent on the imaging parameters. However, using volume to compare 

accuracy does not take into account any spatial overlap information – a vital 

characteristic when comparing segmentation performance.  
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The purpose of this study is to investigate the effect of applying both traditional 

Gaussian smoothing filters and bilateral filters developed for PET segmentation, and the 

resulting effect on a variety of segmentation algorithms. The proposed method involves 

the application of a bilateral filter developed specifically for PET images and compares 

the performance against a traditional Gaussian smoothing filter. Also detailed in this 

work is the use of generalized estimating equations (GEEs) to model a commonly used 

segmentation quality metric. The majority of the content in this chapter has been 

accepted for publication in the journal Physics and Medicine in Biology. The journal’s 

assignment of copyright agreement states that the author has the right to include the 

article (all or part) in a research thesis of dissertation (Article 3.2.2 – Author Rights).  

II.B. Methods 

II.B.1. Phantom geometry, objects and radioactivity concentrations 

The National Electronic Manufacturers Association (NEMA) image quality 

phantom was used to acquire images of five spherical volumes ranging from 1.3-3.7 cm 

diameter (1.1 cc to 26.5 cc). A total of 225 Mega-Becquerels (MBq) of FDG was used in 

order to fill both the spherical objects and the background. Each volume was filled with 

FDG and 5% concentration of the Gastrographin contrast agent, allowing the inner 

surface of each volume to be contoured on a high resolution CT scan (1 mm axial slices 

using a grid size of 512 x 512 for 0.975 mm x 0.975 mm pixel size). The phantom filling 

procedure resulted in two signal-to-background (S/B) contrasts (4:1 and 8:1) both with a 

background activity concentration of approximately 5.7 MBq/ml to mimic that previously 

observed in head-and-neck patients (Yamamoto et al., 2007). A Siemens Biograph mCT 

PET/CT scanner (Siemens Medical Solutions, Malvern, PA, USA) was used to acquire 
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list mode-data and produce images representing 1, 2 and 5 minute scan durations which 

were reconstructed using grid sizes of 128 x 128 (4.2 mm x 4.2 mm pixel size, 5 mm 

slice thickness) and 256 x 256 (2.1 mm x 2.1 mm pixel size, 2 mm slice thickness). 

Reconstruction was performed using Ordered Subsets Expectation Maximization 

(OSEM) algorithm with 4 iterations and 21 subsets and time-of-flight (TOF) information.  

The above experiment was repeated with the spherical inserts replaced with two 

irregularly shaped high-density polyethylene (HDPE) plastic containers. The irregular 

shaped volumes were created by deforming the containers in a hot water bath. The 

plastic vessels were glued to long plastic rods mounted on a Styrofoam™ base, which 

was positioned within the phantom (Figure II-1). The volumes of the vessels were 

determined to be 16 cc and 32cc using volume displacement and confirmed using the 

high-resolution CT. The procedure used to fill the spherical volumes described above 

was repeated, this time with 185 MBq of FDG of total activity. The filling procedure 

resulted in average S/B ratios of 9:1 and 4.5:1 at background activity concentrations of 

approximately 5.7 MBq/ml, as before. Images were reconstructed on the same 256 x 

256 grid size as was used for the spherical inserts, using OSEM (4 iterations, 21 

subsets) and TOF. 
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Figure II-1 (a) The two irregular HDPE plastic volumes mounted on polystyrene base 

prior to inserting into NEMA IQ phantom. (b) In place within the NEMA Image Quality 

Phantom. 

II.B.2. Image post-processing, filtering and segmentation  

The high-resolution CT datasets of the phantom acquisitions were imported into 

the Velocity image registration software (Velocity Medical Solutions, Atlanta, GA). The 

inner surfaces of the volumes were contoured and a larger 3D spherical ROI was also 

created to encompass each volume and confine where the segmentation methods 

operated. The high-resolution CT contours were down-sampled to match the resolution 

of the PET images. This was done because each segmentation method works on the 

PET images directly, making for a fairer comparison. After image acquisition, we noticed 

incomplete-filling of the 28 mm (11.5 cc) sphere. For this sphere the ground truth was 

defined as the volume of contrast-enhanced fluid visible on the high-resolution CT rather 

than the complete internal surface of the sphere. The incomplete filling of the 28 mm 

sphere should not cause any issues with our analysis because its measured volume (11 

cc) was still close to the theoretical value (11.5 cc) and distinctly different from the next 

smallest and next largest objects which had volumes of 3.6 cc and 26.5 cc, respectively. 

(a) (b)



 

31 

Post-reconstruction filtering of the images were performed using a Gaussian filter 

with 5 mm FWHM (G5) commonly employed in the literature (Meyer et al., 2006; Day et 

al., 2009; Hatt et al., 2011) and 2 iterations of the bilateral filter of Lee et al with a 7 mm 

FWHM spatial kernel and adaptive intensity kernel based on the Fisz transform (B7) 

(Lee et al., 2008a). The 7 mm FWHM spatial kernel of the bilateral filter was chosen 

based on the method presented by Hofheinz et al (Hofheinz et al., 2011) where filter 

FWHM is chosen to produce SNR values in background regions comparable to the 5 

mm unilateral Gaussian. In more detail, for each image volume (4:1/8:1 contrast, 1/2/5 

minute scan duration, and 128 and 256 image sizes), filtered with the 5 mm Gaussian 

filter, two spherical ROIs of radius 2 cm were placed in background regions of the 

phantom away from the spherical inserts. The mean and standard deviations of image 

intensities within these the two ROIs were measured and used to compute the mean 

SNR for that image volume: 

     
 

 
 Eq. II-1 

The same spherical ROIs were then used to compute the mean SNR for filtering 

the same images with a BF of spatial FWHMs of 5, 6, 7, 8 and 9 mm. The FWHM of the 

BF that produces the smallest absolute difference in SNR values between it and the 5 

mm FWHM Gaussian filter was chosen. In selecting the FWHM of the BF that matches 

the SNR of the 5 mm Gaussian-filtered images, we remove the confounding factor of 

whether any improvement in segmentation accuracy is due to the BF reducing SNR to a 

larger degree than the Gaussian. Therefore, by matching filters via equating SNR, 

differences in segmentation should be more closely related to the edge-preservation 

aspect of the filter.  
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Both the Gaussian and BF methods were then repeated on images pre-filtered 

with a 3 mm FWHM Gaussian filter. The point of the pre-filtering was to reduce the 

effects of noise spikes observed in several of the 1 minute images. These two filter 

combinations are subsequently referred to as G3G5 and G3B7, respectively. A similar 

pre-smoothing approach was used by Hofheinz et al  but with a 4 mm FWHM Gaussian 

filter (Hofheinz et al., 2011).  

Four segmentation methods were used to segment each object: 40% of the 

maximum voxel intensity within the ROI (40%) (Erdi et al., 1997); the adaptive threshold 

method described in Tylski et al (Tylski et al., 2010) (ADP); the standard k-means 

algorithm implemented in MATLAB® (The Mathworks, Inc., Natick, MA) to partition the 

image into tumor and background (KM); and a seeded region-growing method modified 

from the work of Li et al (Li et al., 2008) (SRG). In particular, the ADP method is based 

on the equation: 

                 Eq. II-2 

Where      is the threshold calculated using the mean intensity of voxels with 

values greater than 70% of the maximum voxel value and the mean background 

intensity, calculated using voxels in the larger ROI with intensities less than 70% of the 

maximum.   was set to 0.25 as was done by the authors (Tylski et al., 2010). 

II.B.3. Modifications to a seeded region growing method 

In standard region growing algorithms, the segmentation procedure starts with 

one or more seed points (e.g. the voxel with the maximum intensity) and the process 

continues with a sequential search of neighboring voxels to see whether they pass some 

user-specified acceptance criteria. Voxels passing the acceptance criteria are 
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subsequently added to the seed point (Adams and Bischof, 1994). The process 

terminates when no other voxels can be added to the grown region. Examples of an 

acceptance criteria is if a neighboring voxel has an intensity greater than 40% of the 

seed point, then it is added to the region. This example would produce segmentations 

similar to 40% thresholding but due to the connectivity constraint inherent with region 

growing methods, it is less susceptible to over segmentation far from the seed point. In 

the work of Li et al. (Li et al., 2008), the region growing is initialized with a seed point set 

as the voxel with maximum intensity within a roughly defined ROI. The acceptance 

criteria is subsequently changed according to the mean of the current grown region and 

a threshold, T.  

     (     )        ( ) Eq. II-3 

The region growing process continues with the region mean updated with each 

new voxel added to the current grown region, until no voxels are able to be added, with 

the process being restarted with a new threshold until the threshold has ranged from 

100% to 0%.  At a particular threshold, the volume of the grown region is seen to 

dramatically increase which represents the point at which the region begins to grown into 

the background. Importantly, the threshold at which the volume explosion occurs is 

independent of the initial ROI. As shown by Li et al, this is different from other 

acceptance criterion which employs a fixed threshold and do not update the region 

mean. 

Modifications to the Li et al algorithm were inspired by the observation that once 

the region growing terminated, the current region was larger than the known ground truth 

volume by a large amount. To account for this, Li et al employed a dual-front contouring 

method in order to refine the boundary. Differently, we implement a sorting step within 
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the region growing algorithm itself. Our hypothesis was based on the fact that the 

dramatic change in region volume begins once the current region begins to accept 

voxels belonging to the background, and that this is due to the region mean dropping 

rapidly. Therefore, if we can limit the decrease in the region mean until the region truly 

reaches background voxels, there will be an even more dramatic increase in volume. 

Further, the threshold when this happens will pick out a region that comprises more of 

the high intensity voxels and less background. The sorting step works by first searching 

the immediate neighborhood for voxels that would normally be accepted in a sequential 

fashion due to the current acceptance criteria. It then temporarily attaches these 

potential neighboring voxels with those of the current grown region, sorts all of the 

intensities in descending order, and removes only the voxels that do not pass the 

acceptance criteria. Effectively, this means that the region mean is updated once per 

iteration instead of continuously every time a voxel is added to the region. This action 

prevents the region mean decreasing prematurely. Once the SRG method has finished, 

the region that existed prior to the jump in volume is selected as the starting volume for 

further refinement. In Li et al., the authors used a method of dual-front contouring which 

propagates two curves. The first curve moves outward from the center of the grown 

volume with the second moving inwards. The point where the two curves meet satisfies 

a minimum energy function with the final boundary lying within the initial segmentation 

formed by the SRG method.  

In place of the dual-front contouring method, a simpler approach to volume 

refinement was undertaken where after the initial SRG volume has been created we 

remove all of the outermost voxels, effectively shrinking the region isotropically. This was 

done because the initial volumes from our region growing algorithms were smaller than 
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those produced by Li’s SRG algorithm. We also observed that our volumes were on 

average 1-2 pixels larger than the known ground truth, meaning the large changes in 

volume that can result from the dual contouring approach aren’t required. 

II.B.4. Statistical analysis of a segmentation quality metric 

The Dice Similarity Coefficient (DSC) outlined in Chapter I.C.2, was specified as the 

outcome variable. However, DSC is bounded on the interval [   ], rather than 

continuous on the interval (-    ), is typically skewed (non-symmetric) and suffers 

from heteroscedasticity (Jaeger, 2008; Smithson and Verkuilen, 2006; Paolino, 2001; 

Cribari-Neto and Zeileis, 2010). Also, in this study we applied different filters to the same 

original image volume and then applied the four segmentations methods to these filtered 

images. Repeated use of the same original image introduces correlations in the 

calculated DSC values. The fact that DSC is bounded, heteroscedastic and correlated 

mean that several of the assumptions of simple analysis of variance (ANOVA) methods 

and related ordinary least squares regression are violated. As such, the use of these 

methods to analyze DSC values is questionable. For example, failure to properly 

account for correlation can lead to underestimating the standard errors of model 

parameters, Additionally, accounting for correlation can increase the precision of 

estimates relating to the effects of variables which are repeated within each original 

scanned image (Hu et al., 1998), which for this study is the effect of filter and 

segmentation method. Both the under and overestimating of standard errors have 

serious implications for accurately determining whether various experimental variables 

have a significant effect on DSC. 
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To begin, our model selection was chosen to include the following explanatory variables 

common to all models a priori - scan duration, contrast, filter, segmentation method and 

an interaction term of filtersegmentation method. The spheres had additional first order 

explanatory variables of diameter and image grid size (with values of 128 or 256), while 

for the irregular objects volume was included as an explanatory variable rather than 

diameter and no image size term was included as all images were 256 x 256. The 

interaction term was chosen because the focus of this investigation was the effect of 

filter on the accuracy of various segmentation methods. Further, limiting the model to 

one interaction balances model interpretability with predictive ability and limits over-

fitting.  

Several models were investigated in this work because we wanted to compare some 

other general approaches used to analyze DSC values in the literature. Specifically, we 

wished to show that the use of these methods can result in different conclusions being 

drawn about the effect that various experimental factors have on DSC values. For this, 

we compared regression methods with and without an initial transformation of DSC 

values. Further, for each model we also either treat every DSC value as being 

independent or account for the fact that groups of DSC values are correlate due to 

originating from the same raw image.  

To begin, we focus on fitting our model to DSC values acquired from the irregular 

shapes. The first model fitting procedure assumed that samples were drawn from an 

underlying normal distribution. An identity link function was used and correlation was not 

accounted for (model NI). In this sense, this model is equivalent to using ordinary least 

squares regression on the measured DSC values directly. The second model also 

assumed a normal distribution but used a logit link function to transform the mean of the 
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bounded DSC data to an unbounded and continuous scale (model NL). In this sense, 

this model represents using a transformation previously used to allow the use of 

traditional ANOVA or regression methods (Zou et al., 2004). Correlation was also not 

accounted for in these NI and NL models. The parameter estimates, standard errors and 

significance of the NI and NL models were found. The introduction of correlation was 

then incorporated into the two models (NIcorr and NLcorr, respectively) and the new 

estimates, standard errors and significance were computed. In another model, we use a 

variance function from the binomial distribution which allowed for heteroscedasticity, and 

a logit link function to transform the mean of the bounded data to an unbounded and 

continuous scale. This model assumed that observations were still independent (model 

BL). Finally, to complete the family of models under investigation correlation was 

accounted for in model BL (model BLcorr). This final model (BLcorr) represents the 

approach that can deal with the three properties of the DSC that violate the three main 

assumptions of ordinary least-squares regression.  

All of the above models were fit to data from the irregular objects, using generalized 

estimating equations (GEE) with an exchangeable correlation structure and estimated 

standard errors using a robust sandwich estimator to ensure validity (Zeger and Liang, 

1986) (PROC GENMOD, SAS 9.3, SAS Inc., Cary, NC). The NI and BLcorr models were 

then also applied to data acquired from the spherical objects for a further comparison. 

Ultimately, this investigation was done to provide evidence that the GEE approach is 

superior at accounting for the properties unique to DSC compared to standard 

regression approaches previously applied in the literature. 
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II.C. Results 

II.C.1. Modifications to the SRG algorithm 

 

Figure II-2. Behavior of the current grown region as a function of threshold for current 

region intensity mean (a) and current region volume (b). 

The results of the applying the region growing process to an image of the largest 

sphere acquired with a 5 minute scan duration, with both 4:1 and 8:1 sphere-to-

background activity ratios and filtered with a 5 mm Gaussian FWHM smoothing filter is 

shown in Figure II-2(a) For the modified region growing procedure, the region mean is 

observed to be higher than the original one of Li et al, which agree with our expectations 

of adding the sorting step into the algorithm. The impact of this is shown in Figure II-2(b) 

where for both the 4:1 and 8:1 contrast the identified threshold is lower and the volume 

of the segmented object is also less. In fact, for the 4:1 object, the volume is 39.7 cc for 

the modified SRG method compared to 45.4 cc for the Li method. For the 8:1 contrast, 

the volume is 55.6 cc compared to 81.0 cc for the Li method. The noticeably higher 

volume for the 8:1 objects is due to an inherent weighting factor that all grown regions 
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possess. In more detail, for the same object background intensity, higher contrast 

objects have higher image intensities. The higher intensities naturally resist the decrease 

in region mean once background voxels begin to get added to the region. This weighting 

delays the dramatic increase in volume once background voxels begin to be accepted to 

the region. 

 

Figure II-3. Modification of the SRG algorithm of Li et al to include a sorting step and the 

result of the removal of the outer shell of voxels. 

Figure II-3 shows the result of the sorting step and removal of the outer shell for 

the 37 mm diameter sphere, imaged for 5 minutes at 4:1 contrast (Figure II-3a) and 8:1 

contrast (Figure II-3b). For both contrasts the overestimation of the boundary is obvious, 

with the Li et al algorithm showing a greater error at the boundary. Removal of the outer 

shell improves the results, especially for the 4:1 sphere. However, for the 8:1 Contrast 

sphere, the overestimation is still apparent, even with the trimming step. 

The resulting DSC and SMASD values for the two methods are shown in Figure 

II-4. The values indicate that implementing a sorting step results in either a match of, or 

SRG-Li SRG-Mod SRG-Li-Trimmed SRG-Mod-Trimmed

SRG-Li SRG-Mod SRG-Li-Trimmed SRG-Mod-Trimmed

a)

b)
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improvement in the mean for DSC and SMASD for both 128x128 and 256x256 image 

sizes. This is likely because our modifications generally result in smaller volumes once 

the region growing process has terminated. For both algorithms, a decrease in DSC is 

seen when the trimming step is performed on the 128x128 images but improvement 

noted for 256x256 image sizes. 

 

Figure II-4. Results for the modification of the SRG method of Li et al and impct of the 

trimming step where the outmost voxels are removed after the SRG process has 

terminated. Both the DSC (a) and SMASD (b) are shown for reconstructed images on 2 

grid sizes (128x128 and 256x256). 

The behavior in DSC can be explained by the trimming step having a 

disproportionally large effect when voxel sizes are large, relative to the size of the 

objects being segmented. In fact, for the smallest 13 mm diameter spheres, the trimming 

step sometimes completely removed the object. The trimming step reduces (i.e. 

improves) the SMASD values, but the change is less than a pixel size. It is likely that 

most of this effect is due to improvement in the larger spheres offsetting the increase in 

SMASD expected when the smallest spheres are trimmed. Due to these results, in 

128

SRG-Li SRG-Modified

256 128

SRG-Li SRG-Modified

256a) b)
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subsequent applications of the SRG algorithm we only implement the trimming step 

when segmenting objects present within the larger, 256x256 grid size. Any segmentation 

for objects on a 128x128 grid size remains unmodified from the initial region growing 

procedure. 

II.C.2. SNR matching experiment 

Table II-1 shows the mean SNR values in two spherical ROIs placed in each 

image volume filtered with a Gaussian filter with 5 mm FWHM and bilateral filters with 

the spatial kernel FWHM set to equal 5, 6, 7 and 8 mm. Both 128x128 and 256x256 

images were used We see that the BF with 7 mm FWHM produces the lowest percent 

difference in SNR values for the 256 image and is very close to matching the SNR 

percent difference of the B6 filter for 128 image matrix sizes.  

Table II-1 Mean SNR values derived using 2 spherical ROIs placed in background for 
images filtered using G5 filter and bilateral filters of spatial FWHM of 5, 6, 7, and 8 mm. 
Shown in brackets are each bilateral filters percent difference relative to the SNR value 
of the G5 filter. 

 
FILTER SNR 

IMG SIZE G5 B5 B6 B7 B8 

128 7.77 5.91 (24.2%) 7.19 (8.3%) 8.51 (10.2%) 10.30 (35.2%) 

      256 6.58 4.43 (32.6%) 5.45 (20.8%) 6.56 (2.1%) 7.78 (21.6%) 

 

Given that the B7 filter produces the smallest percent difference for the 256 

image matrix size and almost produces the same overall percent difference for the 128 

image matrix size as the B6 filter, the use of a the 7mm BF was chosen for all images. 

Using the 6 mm BF for 128 images, and the B7 filter for 256 images would introduce a 

confounding factor in filter effect when we try to compare the effect of image size on 

segmentation accuracy. Therefore, a BF with a 7 mm FWHM should provide sufficient 

similarity in SNR values for both 128 and 256 images compared to the 5 mm FWHM 
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Gaussian filter and prevent any confounding effect on the results when comparing 

results between image sizes that could arise if the chosen BF produced large differences 

in SNR. 

II.C.3. Effect of filter on segmentation accuracy 

Figure II-5 shows two representative results from the segmentation of the 22 mm 

diameter sphere imaged for 5 minutes and segmented with the ADP method (Figure 

II-5(a)) and the segmentation of the 16 cc irregular volume imaged for 2 minutes and 

segmented with the SRG method (Figure II-5 (b)). ADP was chosen to display due to its 

good performance and SRG chosen to highlight the larger influence the filter appears to 

have on the method (SRG). For the ADP method, all filters display good agreement with 

the ground truth apart from the B7 filter which appears to underestimate the volume. For 

the irregular volume, the B7 filter underestimates the volume in a similar fashion to the 

spherical object of Figure II-5(a), the G3G5 filter overestimates the volume with the G5 

and G3B7 filters giving similar contours.  
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Figure II-5. Ground truth and example segmentations as a function of filter for (a) 22 mm 

diameter sphere, 5 minute scan duration, 4:1 contrast and segmented using the adaptive 

threshold (ADP) method. (b) 16 cc irregular shape, 2 minute scan duration, 8:1 contrast 

and segmented using the seeded region growing (SRG) method. 

Figure II-6 shows the mean DSC values averaged over all variables except the 

ones displayed on the x-axis. Figure II-6(a) displays that all methods have mean DSCs 

approximately equal to or above 0.70 and therefore are producing acceptable 

segmentations across all of the explanatory variables on average. Figure II-6(b) shows 

the mean DSC as a function of filters with all mean DSC again being very close to or 

exceeding a mean DSC of 0.70. All filters show similar results apart from the B7 filter 

which has lower DSC values compared to the other 3 filters on average. Similarly, Figure 

II-6(c) and Figure II-6(d) show the SMASD values as functions of segmentation method 

and applied filter, respectively. All SMASD values are below 2 mm on average. Large 

variances in SMASD with the SRG method and also the B7 filter are noted. These larger 

variances are due to no segmentations being produced in some cases, particularly for 

the smallest volumes in images acquired for the 1 minute scan durations. This effect can 

GROUND TRUTH SEGMENTATION

G5 B7 G3G5 G3B7

a)

b)

NONE G5 B7 G3G5 G3B7

NONE G5 B7 G3G5 G3B7

a)

b)
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be attributed to the short scan duration because for shorter scans it becomes more likely 

that noise spikes in the image are preserved by the B7 filter and then selected as seed 

points. For the SRG method seeded with very large starting values, the acceptance 

threshold is large enough to prevent any voxels from being added until it is reduced to a 

value where all voxels (tumor and background included) get added to the region in an 

“all-or-nothing” effect. A similar phenomenon can be extended to explain the larger 

variances seen for the 40% segmentation method. 

 

Figure II-6. Mean DSC values as a function of segmentation method (a) and filter (b). 

Mean SMASD values as a function of segmentation method (c) and filter (d). Mean DSC 

and SMASD values are averaged over all variables except the ones displayed on the x-

axis. 

SPHERES        

IRREGULAR

40%     ADP      KM      SRG G5        B7      G3G5   G3B7

40%     ADP      KM      SRG G5       B7      G3G5   G3B7

a) b)

c) d)
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Figure II-7 shows the impact that noise has on the segmentation accuracy in 

terms of DSC (Figure II-7(a)) and SMASD (Figure II-7(b)) values when they are 

averaged over all shapes, volumes, contrasts and segmentation methods. Compared to 

the other filters, DSC and SMASD values for the B7 filter are much worse for the 1 and 2 

minute scan durations. The pre-filter step (G3B7) results in an increase in DSC and 

decrease in SMASD to values comparable to, or exceeding those, of the other filters for 

these scan durations. In contrast, the 5 minute scan durations do not show the same 

effect for the B7 filter due to the already lower noise levels. However, for the 5 minute 

scan duration, the mean SMASD for the G3B7 filter (0.84 mm) is in fact 20% lower than 

that of the G5 (1.06 mm) indicating the large improvement the edge preservation offers 

for this scan duration. 

 

Figure II-7. (a) DSC and (b) SMASD values by scan duration showing the effect of noise 

and the improvement by pre-smoothing with a 3 mm Gaussian filter (scan duration times 

in minutes are noted at the top of the figures). DSC and SMASD values are averaged 

over all object shapes, volumes, contrasts and segmentation methods. 

Finally, Table II-2 shows the mean measured DSC values as a combined 

function of filter and segmentation method, averaged over all object sizes, contrasts and 

scan durations. Image size was included in the averaging process for the spherical 

objects. In other words, Table II-2 shows the performance (in terms of DSC) resulting 

a) b)
1 2 5 1 2 5
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from each combination of filter and segmentation method over all of the explanatory 

variables used in this study. We see that the highest mean DSC for the spheres is 

acquired with the combination of G3B7 filter and ADP segmentation method 

(DSC=0.853±0.084), with second and third highest DSC values acquired with the ADP 

method used in conjunction with the G5 and G3G5 filters, respectively.  The irregular 

shapes were also observed to have relatively high mean DSCs, for most combinations of 

filter and segmentation method. Specifically, the mean observed DSC values for the use 

of the ADP and KM segmentation methods in conjunction with the G5, G3G5 and G3B7 

filters were all greater than 0.87, indicating excellent, and relatively consistent 

performance for these filters and segmentation methods.  
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Table II-2. Mean observed DSC values for the spherical and irregular objects as a 

function of applied filter and segmentation method. Values are averaged over all object 

sizes, scan durations, object contrasts and image size (for spheres). Values in 

parentheses are the standard deviations of each observed mean. 

Parameter 
Combination 

SPHERES IRREGULAR 

B7 ADP 0.778 (0.168) 0.703 (0.218) 

B7 KM 0.793 (0.208) 0.862 (0.025) 

B7 SRG 0.661 (0.278) 0.679 (0.307) 

B7 40% 0.692 (0.262) 0.494 (0.312) 

G3B7 ADP 0.853 (0.084) 0.873 (0.011) 

G3B7 KM 0.791 (0.230) 0.870 (0.010) 

G3B7 SRG 0.725 (0.113) 0.728 (0.061) 

G3B7 40% 0.735 (0.269) 0.867 (0.020) 

G3G5 ADP 0.844 (0.089) 0.873 (0.025) 

G3G5 KM 0.803 (0.213) 0.878 (0.018) 

G3G5 SRG 0.755 (0.134) 0.805 (0.027) 

G3G5 40% 0.771 (0.233) 0.856 (0.044) 

G5 ADP 0.849 (0.090) 0.878 (0.012) 

G5 KM 0.786 (0.240) 0.876 (0.012) 

G5 SRG 0.734 (0.115) 0.763 (0.055) 

G5 40% 0.746 (0.260) 0.875 (0.016) 

 

II.C.4. Model selection 

The observed and estimated DSC values of models fitted using GEEs to the 

irregular volume data are shown in Figure II-8.  
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Figure II-8. DSC values for the irregular shapes that were observed (a) and output by the 

models fit using GEEs (b-f). GEE assumptions were for an underlying normal distribution 

and identity link function (model NI (b) & NIcorr (c)); normal distribution and logit link 

function (model NL (d) & NLcorr (e)) and a binomial distribution and logit link function 

(model BL (f) & BLcorr (g)).  

There are several important features present in the estimated DSC values of 

Figure II-8. First, the observed DSC values are clearly not normally distributed. Figure 

II-8(b,c) show estimated DSC values from the NI and NIcorr model fits, respectively. In 

these models there are no out-of-range values predicted but there is no restriction to 

prevent this so this is not guaranteed when OLS is applied to other datasets. This 
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distribution of estimated DSC values also appears truncated below approximately 0.45 

compared to the observed distribution. Second, in Figure II-8(d,e), the estimated DSC 

values from the model NL and NLcorr also do not produce out-of-range values but the 

NLcorr distribution is dramatically left-skewed. In particular, there is a large 

overestimation of DSC values falling into the highest histogram bin of 0.0975-1.0. Figure 

II-8(f,g) shows that the distributions of estimated DSC for the BL and BLcorr models 

reflect the tail of the distribution closer but underestimate the spike in DSC values in the 

range of 0.8-0.85. A truncation of the lowest estimated DSC values similar to the models 

of Figure II-8(a) and (b) is also seen.  

The amount of correlation between DSC values was estimated to be 0.163, 

0.686 and 0.209 for the model NIcorr, NLcorr, and BLcorr, respectively. Given that the 

correlation between the DSC values is as high as 0.686 depending on model choice, it 

should be obvious that correlation can become an important factor in considering model 

choice.  

It may be possible to achieve estimated DSC distributions that more closely 

reflect the observed DSC distributions by including more explanatory variables. 

However, the focus of this study was to specifically study the relationship between filter 

and segmentation method on DSC and increasing the number of terms in the model 

would complicate interpretations of the parameter estimates. The inclusion of correlation 

in the models should not overtly change the output distributions from each model 

because the DSC estimates are based on the parameter estimates which are unbiased, 

even in the presence of mis-specifying how the data is correlated (Liang and Zeger, 

1986; Zeger and Liang, 1986).  
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Where the inclusion of correlation does have an impact is in the estimates for the 

standard errors of each parameter estimate. All of the parameter estimates, standard 

errors and p-values were calculated for all of the models in Figure II-8 both for spherical 

data and irregular shapes. For conciseness here, only those parameters which showed 

differences in significance between the BLcorr and NI models are presented in Table 

II-3. This is to provide further evidence that choosing a GEE approach, which can 

account for the specific properties of the DSC, is superior to using an ordinary least-

squares regression (OLS) approach. The parameter estimates, standard errors and p-

values that these comparisons were taken from, as well as for all of the models 

presented in Figure II-8 are available in Appendix A.  

For the tables of Appendix A and in the examples shown in Table II-3, the 

standard errors for the GEE fitting are higher than those produced by OLS for the first 

order effects such as sphere diameter, or irregular object volume, object contrast and 

scan duration. This is because treating every DSC value as independent in the OLS 

approach, artificially inflates our precision in the effect estimates, reducing the 

magnitude of the standard errors. However, the opposite occurs for the second order 

interaction term of filter and segmentation method, i.e. the standard errors for GEE fitting 

is larger than those produced by OLS. This is because in the GEE approach, the 

standard errors based on the variation within groups of DSC values originating from the 

same raw image, versus in the OLS approach where DSC values are pooled together 

and so more precise estimates of the standard errors for each group of DSC values can 

be made. The behavior of the standard errors for the first order and the interaction 

terms, respectively are consistent with expectations between the two models due to the 

assumptions inherent to each (Hu et al., 1998).  



 

51 

Importantly, Table II-3 shows that there are differences in whether a given 

experimental parameter is determined to have a significant effect on DSC values. This 

occurred in both spherical and irregular objects.  

Table II-3. Parameter estimate, standard errors and p-values for the first and second 

order experimental variables that disagreed on parameter significance between model 

BLcorr and NI. 

    GEE   OLS 

Parameter Level Estimate 
Std 

Error 
p-value   Estimate 

Std 
Error 

p-value 

SPHERES 
 

   

 

   

DIAMETER 28 -0.043 0.093 0.6469 

 

-0.017 0.007 0.0159 

FILTERxSEG 
40% 

G3G5 
0.006 0.006 <.0001 

 

-0.01 0.013 0.4056 

   
   

 

   

IRREGULAR 
 

   

 

   

FILTERxSEG KM G3G5 -0.044 0.013 0.0005 
 

-0.005 0.022 0.821 

  
40% 

G3G5 
-0.069 0.008 <.0001   -0.008 0.022 0.721 

 

Specifically, our model fit with OLS determined that the DSC was significantly 

reduced for 28 mm spheres compared to the 37 mm spheres, whereas our model fit 

using GEEs did not find the same significant decrease. This and the other examples 

shown in Table II-3 resulted in all subsequently analyses of DSC values being carried 

out using the GEE approach outlined for model BLcorr. 
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II.C.5. DSC analysis 

 

Figure II-9. Rescaled observed DSC values used as model input and subsequent 

estimated DSC values for the BLcorr model for the spheres (top) and irregular volumes 

(bottom). 

Figure II-9 shows histograms of observed rescaled DSC values and the 

estimated DSC values from the BLcorr model fit to each dataset. The model generally 

does a good job of representing the distribution of the observed DSC values for both 

spheres and irregular shapes. 

The parameter estimates and their standard errors for the first-order-only effects 

for the spheres and irregular objects are presented in Table II-4 and Table II-5, 
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respectively. They represent the expected change in the linear predictor (LP) (i.e. the 

logit of the DSC) for each level of the parameters, relative to the overall reference level 

(indicated by the diameter, image size, contrast, scan time, volume denoted as 

“REFERENCE”). The value of the LP at the reference level is represented by the 

intercept.  

Table II-4. Logit model parameter estimates, standard errors and p-values for the first-

order only effects† for the spherical objects  

  

Model BLcorr  

DIST: BINOMIAL                

LINK: LOGIT    

 CORRELATED (CS) 

Parameter   Estimate 
Standard 

Error 
Pr> |Z| 

Intercept 
 

2.450 0.088 <.0001 

DIAMETER 13 -1.625 0.107 <.0001 

DIAMETER 17 -0.769 0.086 <.0001 

DIAMETER 22 -0.447 0.075 <.0001 

DIAMETER 28 -0.043 0.093 0.6469 

DIAMETER 37 REFERENCE 

CONTRAST 4 -0.693 0.064 <.0001 

CONTRAST 8 REFERENCE 

IMG_SIZE 128 -0.073 0.030 0.0130 

IMG_SIZE 256 REFERENCE 

TIME 1 -0.586 0.080 <.0001 

TIME 2 -0.323 0.070 <.0001 

TIME 5 REFERENCE 

† Estimates for filter and segmentation levels and their interaction are not shown. See 

Table 3. 
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Table II-5. Logit model parameter estimates, standard errors and p-values for the first-

order only effects† for the irregular objects 

  

Model BLcorr 

 DIST: BINOMIAL                

LINK: LOGIT     

CORRELATED (CS) 

Parameter   Estimate 
Standard 

Error 
Pr> |Z| 

Intercept 
 

2.433 0.125 <.0001 

VOLUME 16 0.143 0.089 0.108 

VOLUME 32 REFERENCE 

CONTRAST 4.5 -0.306 0.090 0.001 

CONTRAST 9 REFERENCE 

TIME 1 -0.742 0.117 <.0001 

TIME 2 -0.371 0.104 0.000 

TIME 5 REFERENCE 

† Estimates for filter and segmentation levels and their interaction are not shown. See 

Table 4. 

For example, given the intercept in Table II-4 we see that the estimated 

logit(DSC) for the largest spherical object (37 mm diameter), with contrast of 8:1, imaged 

for 5 minutes and then filtered with the G5 filter and segmented using 40% thresholding 

on a grid size of 256x256 is equal to 2.450 (i.e. DSC=0.92). The other estimates 

represent increments to the LP relative to 2.450 and therefore can be used to estimate 

the mean DSC value for any combination of explanatory variables via the formula: 

     
   

     
 

(4) 

 

Using another example to illustrate this, the estimated logit(DSC) for a 22 mm 

sphere imaged for 2 minutes at 4:1 contrast with 256x256 grid size, also using G5 filter 

and 40% thresholding would be  

        (   )        (      )  (      )  (      )        
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Transforming back to the DSC scale, this translates to an estimated mean DSC 

value of 0.73. 

Overall, we observe a trend towards smaller LP values, and therefore smaller 

DSC values, with decreasing object sizes, lower contrasts, and shorter scan durations 

(i.e. higher noise levels). In addition, the estimated working correlation from the model fit 

using GEE is 0.137 and 0.209 for the spheres and irregular objects, respectively, which 

indicates that correlation is indeed present between DSC values from the same raw 

image and is important to account for in the modeling method.  

Table II-6 shows the estimates for the expected increment in the LP due to the 

combination of filter and segmentation method relative to using 40% thresholding on 

images filtered using the G5 filter. In other words, it shows how much the particular filter 

and segmentation method increase or decrease the logit(DSC) relative to the reference 

level. For example, for spheres and using ADP segmentation with the G3B7 filter gives 

an increase in the LP of 0.673, which corresponds to an estimated mean DSC on the 

logit scale at the reference level of diameter, contrast, time and image size shown in 

Table II-6 of: 

        (   )                     

With the transformation back to the DSC scale indicating that this filter and 

segmentation combination results in an improvement in DSC from 0.92 to 0.96. 
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Table II-6. Estimates, standard errors and p-values for the effects of filter and 
segmentation method for the spherical and irregular objects. All estimates represent the 
increment to the linear predictor relative to 40% thresholding on images filtered with filter 
G5 (REFERENCE). Positive and significant improvements relative to the reference are 
highlighted in bold. 

   SPHERES  IRREGULAR 

Parameter 
Combination 

Estimate Standard 
Error 

Pr > 
ChiSq 

  Estimate Standard 
Error 

Pr > 
ChiSq 

B7 ADP 0.201 0.090 0.026 

 

-1.062 0.112 <.0001 

B7 KM 0.293 0.060 <.0001 

 

-0.057 0.056 0.304 

B7 SRG -0.456 0.094 <.0001 

 

-1.178 0.172 <.0001 

B7 40% -0.296 0.070 <.0001 

 

-1.980 0.137 <.0001 

G3B7 ADP 0.673 0.090 <.0001 

 

0.044 0.055 0.431 

G3B7 KM 0.362 0.066 <.0001 

 

0.090 0.057 0.115 

G3B7 SRG 0.052 0.095 0.582 

 

-0.485 0.069 <.0001 

G3B7 40% 0.151 0.024 <.0001 

 

-0.102 0.053 0.052 

G3G5 ADP 0.753 0.101 <.0001 

 

-0.015 0.017 0.358 

G3G5 KM 0.286 0.065 <.0001 

 

-0.044 0.013 0.001 

G3G5 SRG -0.119 0.122 0.330 

 

-0.965 0.054 <.0001 

G3G5 40% -0.060 0.006 <.0001 

 

-0.069 0.008 <.0001 

G5 ADP 0.716 0.094 <.0001 

 

0.024 0.016 0.141 

G5 KM 0.249 0.058 <.0001 

 

0.014 0.013 0.268 

G5 SRG -0.065 0.115 0.570 

 

-0.777 0.053 <.0001 

G5 40% REFERENCE   REFERENCE 

 

It is seen that for the spheres, several combinations of filter and segmentation 

method improve the logit(DSC). The ADP segmentation method is seen to consistently 

improve the logit(DSC) for all filters, with the biggest, and significant improvement seen 

for the G3G5 filter (∆logit(DSC)=0.753, p<0.0001), followed closely by G5 

(∆logit(DSC)=0.716, p<0.0001) and G3B7 (∆logit(DSC)=0.673, p<0.0001). However, this 

does not carry over to the irregular shapes, where instead the largest, but not significant 

improvements are seen for the ADP and KM segmentation methods with the G3B7 filter 

(ADP ∆logit(DSC)=0.044, p=0.431; KM ∆logit(DSC)=0.090 p=0.115).  
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The results in Table II-6 generally reflect the trends observed in Table II-2. 

Specifically, in Table II-2, the combination of ADP and G3B7 had higher DSC values on 

average compared to all other combinations, including the 40% thresholding, G5 filter 

combination used as the reference level in Table II-6. Further, no significant 

improvements in the linear predictor (i.e. DSC) for the irregular shapes were seen in 

Table II-6, which was also evident in Table II-2. For this situation, consistently high DSC 

values were observed across nearly all filter and segmentation combinations, with the 

exception of the 40%, KM and SRG methods used in conjunction with the B7 filter. We 

note that whereas the values in Table II-2 represent the average DSC across all 

explanatory variables, the values in Table II-6, represent the expected increment in the 

linear predictor, holding all other model parameters constant.  

In a related point, accounting for the correlation in DSC measurements should 

not significantly alter the DSC estimates from the model as it is primarily a correction to 

the standard errors. Differences in the apparent rankings of filter and segmentation 

method between the observed (Table II-2) and the estimated (Table II-6) DSC values 

are difficult to assess directly because the confidence intervals of the observed means 

are largely overlapping and the small differences observed in mean DSC could be due to 

random error. The large confidence intervals observed are likely due to the excess 

variation produced by averaging over the explanatory variables of object size, contrast, 

scan duration, and in the case of the spheres, image size.  In contrast, the values in 

Table II-6 are increments to the linear predictor due to filter and segmentation method 

when the object sizes, contrasts, scan durations and image size (for spheres) are held 

constant. This also reinforces the advantages of the modeling approach presented in 

this study because it allows us to elucidate how DSC values differ with filter and 
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segmentation method after accounting for these other characteristics, particularly when 

differences in DSC across filter and segmentation methods appear subtle. 

To provide a more complete description of the variability in DSC estimates, we 

examine best-case and worst-case imaging scenarios and plot the estimated DSC as a 

function of filter and segmentation method. In this way we provide an indication of DSC 

in the most extreme imaging situations used in this study, with the remaining estimated 

DSC values expected to lie somewhere in between. In Figure II-10, the “best-case” 

situation is the imaging of a 37 mm sphere (or 32 cc volume), at 8:1 (or 9:1) contrast, 

and for a scan duration of 5 minutes on a 256x256 image size. The “worst-case” is for 

imaging a 13 mm sphere (or 16 cc volume) at 4:1 (or 4.5:1) contrast, for a scan duration 

of 1 minute on a 128x128 image size. Error bars represent the 95% confidence interval 

for each estimate.  
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Figure II-10. Best and worst case estimations of DSC as a function of applied image filter 

(a) and segmentation method (b) for spherical objects. For the irregular objects, 

estimations of DSC are shown for a best case scenario (top panel) and worst case 

scenario (bottom panel) as functions of applied image filter (c) and segmentation method 

(d). Best case involves the largest object size (37 mm sphere or 32 cc irregular objects), 

highest contrast (8:1 for spheres, 9:1 for irregular) and 5 (best case) or 1 minute (worst 

case) scan duration. For spherical objects, the best case also involved the 256 image 

size and the worst case involved the 128 image size. 

Figure II-10(a) and Figure II-10(b) show, that for the spheres, there is a notable 

decrease in estimated DSC values moving from what could be considered an easy 

segmentation task to a more challenging case for all segmentation methods and filters. 

We also note that in Figure II-10(a), the estimated DSC values using the B7 filter are 

lower than the others for almost all segmentation methods. 
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Similarly, Figure II-10(b) indicates that SRG and 40% thresholding generally 

have lower estimated DSC values relative to ADP and KM for the spheres. For irregular 

shapes, the decrease in estimated DSC going from the best-case to worst-case is not as 

apparent due to the higher contrast and larger objects sizes relative to the spheres. 

Thus, they are plotted separately. Again, the line corresponding to the B7 filter is lower 

across segmentation methods with the lowest estimated DSC values arising for the B7 

filter and 40% thresholding combination (Figure II-10(c) and Figure II-10(d)). These, and 

other observations, reflect many of the same relationships regarding the effect that filter 

and segmentation method have on DSC as was seen in Figure II-6.  

II.D. Discussion 

The choice of filter can produce large variations in segmentation accuracy 

depending on the segmentation method. The G5 filter appears to provide a good tradeoff 

between smoothing and edge preservation for images across all scan durations. For 

higher noise images, the use of only the B7 filter produced volumes with lower DSC and 

higher SMASD values. This was attributed to the filter preserving noise spikes as edges 

which then prevent accurate segmentations. However, the use of a Gaussian filter with 

small FWHM to pre-smooth improved the accuracy of the bilateral filter in high noise 

situations to match or exceed that of the G5. In fact, for images acquired using 5 minute 

scan duration, the G3B7 filter produced noticeably higher DSC and lower SMASD values 

compared to the G5 and G3G5. This is evidence that the edge preservation of the 

bilateral filter can in fact, improve the segmentation accuracy for scans of moderate to 

low noise levels. These results were also reflected in our model estimates of DSC as 

functions of applied image filter and segmentation method. In fact, the G3B7 filter was 

the only combination that significantly improved the linear predictor for 3 out of 4 
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segmentation methods for the spheres and the only filter along with the G5 that offered 

any improvement, albeit not significant, in segmentation accuracy for the irregular 

shapes for the ADP and KM segmentation methods.  

Previous work has demonstrated that the choice for number of iterations and 

subsets do not have a marked effect on segmentations (Matheoud et al., 2011) and so 

we feel that, together with the wide range of image acquisition parameters, our results 

are representative of what one would expect on different scanners/iterative 

reconstruction algorithms. 

One point is that these images were acquired with objects in hot background with 

cold walls. The suitability of using such phantoms for evaluating segmentation 

algorithms has been previously addressed in the literature (Hofheinz et al., 2010; 

Shepherd, 2012; van den Hoff and Hofheinz, 2012). Indeed, phantoms that used wax to 

construct non-walled spheres showed increased apparent activity (Turkington et al., 

2001) and higher recovery coefficients (Bazanez-Borgert et al., 2008) compared with 

glass-walled fillable spheres of the same size. Our results confirm that segmentation 

accuracy is affected by the contrast of the glass sphere objects, with low contrast objects 

showing the worst performance. The reduction in segmentation accuracy with contrast is 

a confounding factor. However, as a comparison study, comparing changes in 

segmentation accuracy as functions of filter and segmentation technique within the same 

contrast is valid. Regardless of this issue, many groups working on PET segmentation 

methods still rely on the use of these glass-walled objects in standard phantoms. Efforts 

towards developing a phantom suitable for the benchmarking of segmentation 

algorithms are ongoing and will prove invaluable once they become available to the 

research community (Shepherd et al., 2012).  
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The G3B7 filter led to significant improvements in DSC values in 3 out of 4 

segmentation methods applied to spherical objects. It also led to improvement, albeit 

non-significant, in DSC for the irregular objects in 2 out of 4 segmentation methods. The 

relationships between DSC and the combination of filter segmentation method 

conclusions are generally well-supported by the observed data in that the best 

segmentation method was ADP. Differences in the apparent rankings between the 

observed and model estimated DSC values as functions of filter and segmentation 

method are difficult to compare, because the observed DSC values are averaged over 

all the object sizes, contrasts, scan durations, and in the case of the spheres, image 

size, and as a result, have larger confidence intervals around the mean value, whereas 

model results are adjusted for these additional explanatory variables. 

In nuclear medicine segmentation or filtering studies it is common to image a 

phantom or patient and produce multiple segmentations from the same image. Filtering 

the same image with different filters is also common. Such examples introduce 

correlations into the metrics derived from such images and as our results show, these 

correlations are present and could affect conclusions drawn about parameter 

significance. We have shown that the use of GEEs to fit models describing the change in 

expected DSC with commonly used experimental factors can be performed. Our 

approach accounts for the bounded, heteroscedastic and correlated nature of DSC. In 

many cases it may not be necessary to use a GEE approach to fit models that deal with 

proportional data. For independent, uncorrelated data, when model analysis confirms 

that the model generates normally distributed residuals with homogenous variance, then 

standard ordinary least-square regression or ANOVA would be suitable. In simpler 

experiments with fewer explanatory variables and when only the significance of 
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explanatory variables is of concern, non-parametric methods such as the Wilcoxon Rank 

Sum or Signed Rank test may be appropriate. While these non-parametric methods 

have fewer assumptions they do not easily provide estimates of the magnitude of a 

parameter’s influence. Further, there are still differences in statistical power dependent 

on sample size and the shape of the underlying distribution that require consideration 

(Kitchen, 2009). 

Ultimately, many of the parametric and non-parametric statistical analysis 

approaches still assume the absence of correlation and such a situation is rare in 

nuclear medicine segmentation studies. The approach presented in this paper 

specifically deals with both the issue of correlation and the particular relationship 

between mean and variance that occurs with proportional data which underlies the 

heteroscedasticity. Given that both the Dice Similarity Coefficient and Jaccard Index are 

proportional metrics frequently used in the literature to evaluate segmentation accuracy, 

we believe modeling of this data using the GEE framework described here provides a 

more valid approach.  

II.E. Conclusions 

DSC and SMASD values were calculated from four image segmentation methods 

applied to PET images of a variety of objects imaged under several conditions. Our 

results support that a Gaussian filter with 5 mm FWHM or a 7 mm FWHM bilateral filter 

with 3 mm Gaussian filter pre-smoothing step provides the best performance measured 

in terms of DSC and SMASD. Fitting quasi-likelihood regression models for DSC with 

generalized estimating equations appropriately deals with several factors that would 

violate assumptions of standard regression techniques. Correlation between DSC values 
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drawn from the same image is an important factor to be incorporated into the analysis of 

similar nuclear medicine studies. 
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III. Consensus methods for PET segmentation 

III.A. Introduction and Purpose 

Segmentation of metabolically active regions of tumors for radiation therapy 

treatment planning on functional images, either for refining the tumor margins or for dose 

escalation studies is an active area of research.(Ciernik et al., 2003; Ford et al., 2009; 

Zaidi and El Naqa, 2010; Nestle et al., 2005) Accurate and reproducible delineation of 

the tumor volume has several benefits: (1) The potential to reduce local failure in 

radiotherapy caused by geographic misses; (2) a reduction in intra- and inter-observer 

variation; and (3) accurate and reproducible treatment response evaluation. However, 

the low spatial resolution and noise characteristics of PET images complicate the 

segmentation process. 

Many segmentation approaches have been studied to date. The simplest include 

thresholding techniques where pixels with more than 40- 50% of the maximum pixel 

intensity in a region-of-interest (ROI) are included in the image (Schinagl et al., 2007; 

Erdi et al., 1997). While simple and fast, they fail to accurately segment small lesions 

and struggle with low contrast (Ford et al., 2006). Thresholding images based on specific 

uptake values (SUV) has also been proposed but SUV is influenced by the time from 

injection to imaging, patient size, plasma glucose levels and the partial volume effect 

(Keyes, 1995). Methods that rely on calibration curves iteratively derived from signal to 

background measurements can increase the segmentation accuracy but are scanner 

specific (Jentzen et al., 2007; Erdi et al., 1997). Clustering approaches such as k-means 

or fuzzy C-means have also been implemented in segmenting nuclear medicine images 

(Boudraa et al., 1996). K-means based methods segment PET images into two regions 

(lesion and background) by initially choosing a cluster center and then iterating to 
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minimize the within-cluster sum-of-squares. This approach tends to be sensitive to the 

initial choice of cluster center selection and noise in the image. Fuzzy C-mean 

algorithms replace the hard decision of K-means by allowing voxels to belong to multiple 

clusters via a membership matrix and similarity criteria, e.g. minimizing the Euclidian 

distance between each element and the cluster mean. However, they are typically 

initialized with greater numbers of clusters than are required which are subseuqently 

merged. Thus, the accuracy of the segmentation can be affected by the choice of 

merging criteria. Seeded region growing methods rely on the initial selection of a seed 

voxel(s) and searching neighboring voxels (Adams and Bischof, 1994). Neighboring 

voxels that satisfy some acceptance criteria are added to the region and the region 

continues to grow until some termination condition is met. One advantage of region 

growing includes the flexible acceptance conditions that can be adopted. However, such 

methods tend to be slow compared to thresholding techniques. Finally, other methods 

such as Bayesian and Markov chain segmentation or gradient and clustering-type 

approaches have shown promising results (Hatt et al., 2009; Hatt et al., 2007; Geets et 

al., 2007; Yang and Grigsby, 2012). 

To date, image segmentation research efforts have attempted to create a single 

method that performs well over a wide variety of lesion sizes, contrasts and image noise 

levels. This challenging goal has yet to be achieved. However, combining several 

independent methods, based on consensus methods used in other fields (Artaechevarria 

et al., 2009; Kimura and Shridhar, 1991; Kittler and Alkoot, 2003; Lam and Suen, 1997; 

Østergaard and Larsen, 1998) may improve the delineation of lesions on PET images. 

Not only would improvements in segmentation accuracy and robustness aid target 

delineation for radiation therapy, they may offer improvements in determining treatment 
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response. To date, the most common determination of treatment response is via 

volumetric measurements (Therasse et al., 2000). However, changes in a patient’s SUV 

values during or following radiation therapy could offer a more complete characterization 

of treatment efficacy (Larson et al., 1999; Nahmias et al., 2007; Wahl et al., 2009; 

Schreibmann et al., 2013). This application is of interest because tumor sizes may 

remain constant while SUV values decrease. In addition to this effect, necrosis or other 

enhancement in SUV values could be missed using a purely volumetric approach (Wahl 

et al., 2009).  

The aim of this study is to investigate two methods of how individual 

segmentation methods can be combined in order to increase object segmentation 

accuracy and improve the robustness to the variable performance of individual 

segmentation methods (i.e., individual segmentation methods that perform well in some 

situations but not others). Some of the content in this chapter has been published in the 

journal Medical Physics. The journal has granted permission to use the work contained 

in the publication to be included in this thesis. 

III.B. Methods 

III.B.1. Image acquisition and processing 

The same image volume data that was acquired in the preceding chapter was 

used for this study. To recap, this involved acquiring 30 minutes of list mode data of the 

NEMA image quality phantom containing two contrast levels (4:1 and 8:1). To provide 

images that more closely resemble those acquired clinically, the dimensionality of the 

dataset was reduced by removing the 1 and 2 minute scan durations. In addition to using 

TOF information, the Siemens Biograph mCT PET-CT (Siemens Medical Solutions, 
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Malvern, PA, USA) unit possesses an additional reconstruction option which accounts 

for differences in the scanner point spread function (PSF) throughout the FOV of the 

PET scanner. Known as TrueX™ or ultra-HD PET™, utilization of TrueX has been 

shown to increase the resolution and recovery coefficient, especially for smaller lesions 

(Anderson et al., 2008; Lee et al., 2010; Knausl et al., 2012). However, its performance 

appears to be highly dependent on the choice of number of iterations and subsets used 

for the ordered subsets expectation-maximization (OS-EM) algorithm and has shown 

overestimation of the actual activity for lesions greater than 11 mm (Neuwirth et al., 

2011). We produced images of the spherical objects with both the TrueX™ 

reconstruction disabled (OS-EM) and enabled (OS-EM+TrueX™). Activity profiles for the 

smallest and largest spheres were extracted as well as the value of the maximum voxel 

intensity contained within the ROI that surrounded each spherical object and was 

previously used to contain the region where the segmentation algorithms could operate. 

The ratio of maximum intensities for OSEM and OSEM+TrueX™ reconstruction was 

used to quantify the effect that the TrueX™ reconstruction option has on image 

intensities. DSC and SMASD values were also calculated and compared. 

III.B.2. Segmentation methods 

The independent individual segmentation methods used in this study are: 40% 

thresholding (40%), adaptive thresholding (ADP), k-means clustering (KM), and the 

seeded region growing (SRG) method with modifications from the previous chapter. 

Images were post-processed with a 5 mm Gaussian smoothing filter before applying 

these segmentation methods. In addition, a gradient based segmentation method with 

watershed transformation and clustering was also used (Geets et al., 2007) (WSC). This 

gradient based method requires the use of a bilateral filter. Based on the SNR matching 
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experiment of the previous chapter, 2 iterations of a BF with 7 mm FWHM spatial kernel, 

was used for the filtering because the 5 minute scan duration reduces the observed 

preservation of noise spikes seen in the 1 and 2 minute scan durations and at 5 minutes, 

the difference between the B7 and G3B7 was extremely small. The WSC method also 

involves a deconvolution step where the effect of the PET scanner’s PSF is removed 

from the images. As the authors note, the scanner PSF is difficult to measure and varies 

throughout the FOV. For their (and our) purposes, the FWHM of the scanner PSF was 

assumed to be constant throughout the FOV and was set to 6 mm. 30 iterations of this 

Landweber deblurring algorithm was used, identical to their paper (Geets et al., 2007).  

After each volume has been segmented from the images, the consensus 

between the volumes are found using two combination methods – one utilizing a majority 

voting concept (MJV) and another previously used in MRI imaging studies and other 

computer vision problems (Warfield et al., 2004) (STAPLE). These consensus methods 

were performed on the non-TrueX™ images for generalizability to other scanners that 

may not utilize PSF-based reconstruction. 

III.B.3. Statistical analysis 

The DSC and SMASD were computed for each segmentation. DSC and SMASD 

were then stratified on whether TrueX™ image reconstruction was used or not. Because 

each object was segmented twice in every image - with and without TrueX™ - DSC and 

SMASD values for each object are effectively paired. Therefore, the Wilcoxon signed-

rank test was used to compare the effect of TrueX on DSC and SMASD with significant 

differences determined at the p<0.05 level.  

Results for the DSC and SMASD metrics were pooled according to the object 

type (spherical and irregular). Due to non-normality and heteroscedasticity, the non-
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parametric Wilcoxon signed-rank test was used to determine if DSC and SMASD were 

significantly different between the MJV and STAPLE consensus volumes across all 

object sizes, contrasts and scan durations. The Wilcoxon rank-sum test was used to test 

whether differences in image size were significant using DSC and SMASD values from 

the spherical volumes. All statistical tests were carried out using JMP (Version 10.0, 

SAS Institute Inc., Cary, NC). 

III.C. Results 

III.C.1. OSEM with point-spread-function (TrueX) based correction 

The effect of turning on the TrueX™ reconstruction option is shown in Figure 

III-1. Figure III-1(a) represents the OSEM reconstruction and Figure III-1(b) indicating the 

OSEM+TrueXTM reconstruction. The effect is subtle but the smallest sphere acquired in 

the experiment appears more clearly visible and the borders of the other spheres are 

better defined. In addition, Figure III-1(c) and (d) shows that the measured activity 

concentration profile for the two ROIs for the 13 mm and 37 mm sphere, respectively. 

Here, we see that the use of the TrueX™ reconstruction option results in a measured 

increased in the activity concentration profile for the smallest sphere, with no such 

increases seen for the largest sphere.  

Figure III-2 shows the effect of the TrueX™ reconstruction option in terms of the 

ratio of maximum image intensity measured in the ROI surrounding the spherical objects 

as a function of sphere size. The TrueX™ option increases the maximum image intensity 

by approximately 33.0%(±9.7%) for the smallest (13 mm diameter) sphere and 

7.4%(±3.4%) for the largest (37 mm) sphere. This behavior is consistent with results 

presented by other researchers (Anderson et al., 2008; Knausl et al., 2012). The large 
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differences in the measured activity concentration profiles suggests that deriving 

quantitative values, for example SUV, from images requires a careful characterization of 

the effect the TrueX™ reconstruction has on image intensities before implementation.  

 

Figure III-1. Cross section of an image from the NEMA image quality phantom 

representing spheres acquired at 4:1 contrast, using a 5 minute scan duration and 

reconstructed with 4 iterations and 21 subsets. A 5 mm FWHM Gaussian filter has also 

been applied. (a) Images are reconstructed without the TrueX™ option enabled. (b) 

Same image now with TrueX™ turned on. Horizontal activity concentration profiles (with 

and without TrueX) are shown for the 13 mm sphere (c) and 37 mm sphere (d). 



 

72 

 
Figure III-2. The ratio of the maximum voxel intensity measured within the ROI 

surrounding the spherical object for images reconstructed using OSEM or OSEM+TrueX 

displayed as a function of object size. Error bars represent 1 standard deviation from the 

mean. 

 

 
Figure III-3. Comparison between OSEM and TrueX(TM) indicating segmentation 

accuracy measured using (a) DSC and (b) SMASD. Values are averaged over all object 

sizes, contrasts, scan durations and image sizes.  
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Figure III-3 shows the differences between OSEM and TrueX™ in terms of the 

DSC and SMASD values when averaged over all object sizes, contrasts, scan durations 

and image sizes. We see that in general, the use of TrueX™ does in fact increase DSC 

and lower SMASD values indicating improved segmentation accuracy with the 

reconstruction option. 

Table II-1 shows the results of the paired analysis and subsequent Wilcoxon 

signed-rank test. It shows that TrueX™ increases the maximum pixel intensity by an 

average of approximately 17%, increases DSC by an average of 5.5% and lowers 

SMASD by 36.5%. Differences between the maximum pixel intensity, DSC and SMASD 

were significant (p<0.0001). 

 

Table III-1. Mean DSC and SMASD values across paired objects stratified by use of 

TrueX™ reconstruction option. 

 OSEM TrueX™ 
Mean 

Difference 
p-value 

I
max

 28452 33212 4760 <0.0001 

DSC 0.830 0.878 0.047 <0.0001 

SMASD [mm] 0.903 0.573 0.330 <0.0001 

 

III.C.2. Consensus volumes  

Figure III-4 shows both the individual segmentation methods, together with the 

MJV and STAPLE consensus volumes for a small (13 mm diameter), low-contrast (4:1), 

sphere (2A) and the 16 cc, high-contrast (8:1), irregular shape (2B). The ground truth 

volumes defined using the high-resolution CT are also shown and have been down 

sampled to match the grid size. All contours are overlaid on images filtered with the 5 

mm FWHM Gaussian filter for display purposes only. The adaptive thresholding (ADP), 

k-means (KM), seeded region growing (SRG) and gradient-based watershed (WSC) 
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methods all produce plausible segmentations of the sphere, while the 40% thresholding 

method results in numerous false positive regions outside of the known object. For the 

high-contrast irregular object, all segmentation methods provide volumes that closely 

resemble the contour generated from the hi-resolution CT. The exception is the SRG 

method which noticeably over-estimates the object edge compared to the CT contour. 

This phenomenon was recognized in the high contrast cases analysis in the previous 

chapter. Importantly, both majority vote (MJV) and STAPLE segmentations appear 

robust to the false positives generated the 40%, and over-estimation of the edges by 

other methods.  

 

Figure III-4. Mask overlay for the small (13 mm diameter), low-contrast (4:1), sphere (a) 

and the 16 cc, high-contrast (8:1), irregular shape (b) 
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Figure III-5 shows the overall performance of the independent segmentation 

methods, and the two consensus methods in terms of their DSC (Figure III-5(a)) and 

SMASD (Figure III-5(b)). For both spherical and irregular shapes, all methods either 

exceed or are close to a mean DSC of 0.7 which indicates good quality segmentations. 

In addition, all mean SMASD values are either below or close to below the 2 mm pixel 

size of the highest resolution images indicating they are achieving sub-pixel accuracy on 

average. Figure III-5 also shows that both MJV and STAPLE display greatly improved 

DSC and SMASD values compared to the worst performing methods and are close to 

the best performing methods in all cases. 

 

Figure III-5. (a) Performance metrics of Dice Similarity Coefficient (DSC) and (b) 

symmetric-mean-absolute-surface-distance (SMASD) for both the individual and 

consensus segmentations for both spheres and irregular shapes 

The median and inter-quartile range for DSC of the spherical objects were 0.866 

[0.807, 0.924] (with mean and standard deviation of 0.860±0.083) for MJV contours and 

0.886 [0.819, 0.927] (with mean and standard deviation 0.872±0.068) for the STAPLE 

contours. However, the minimum DSC values for the spheres were 0.594 for MJV 
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compared to 0.718 for STAPLE. While the difference was small, STAPLE had 

significantly higher DSC values compared to MJV (p<0.0001). For the irregular shapes, 

the median and inter-quartile ranges were 0.875 [0.870, 0.889] (with mean and standard 

deviation of 0.875±0.015) for MJV and 0.871 [0.868, 0.889] (with mean and standard 

deviation 0.872±0.016) for STAPLE. The minimum DSC was 0.842 for MJV and 0.843 

for STAPLE. Again, while differences were small, MJV had significantly higher DSC 

values compared to STAPLE (p<0.0001).  

The median and inter-quartile range for SMASD of the spherical objects were 

0.520 mm  [0.434 mm, 0.658 mm] (with mean and standard deviation of 

0.629±0.305mm) for MJV and 0.503 mm [0.426 mm, 0.686 mm] (with mean and 

standard deviation of 0.571±0.209mm)  for STAPLE. Here STAPLE had significantly 

smaller SMASD values compared to MJV (p=0.0101). For the irregular shapes the 

median and inter-quartile ranges were 0.708 [0.692, 0.763] (with mean and standard 

deviation of 0.748±0.117mm) for MJV and 0.718 [0.693, 0.762] (with mean and standard 

deviation of 0.767±0.129mm) for STAPLE. SMASD values for MJV were now 

significantly smaller than STAPLE (p=0.0027). 

The achievable segmentation accuracy can be affected by the reconstructed 

voxel size. We grouped the DSC and SMASD values corresponding to the spheres 

according to the reconstructed grid size. For MJV, mean and standard deviations of DSC 

for the 128x128 and 256x256 grid sizes were 0.847±0.080 and 0.873±0.085, 

respectively. This difference though not significant was close to approaching significance 

(p=0.0519). For STAPLE, mean DSC values were 0.871±0.065 and 0.874±0.071 for 

128x128 and 256x256, respectively. This difference was also not significant (p=0.5672). 

For MJV, mean values for SMASD were 0.723±0.287mm and 0.534±0.295mm between 
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the 128x128 and 256x256 grid sizes, respectively. This difference was significant 

(p<0.0001). Finally, the mean SMASDs for STAPLE were 0.621±0.228mm and 

0.522±0.176mm which was also significant (p=0.0164). Interesting, the mean DSC and 

SMASD values both indicate that for the 128x128 grid size STAPLE offers better 

performance compared to MJV but at the 256x256 grid size, both offer equally good 

performance. 

Given that both MJV and STAPLE display much better performance compared to 

the worst performing method and comparable performance relative to the best 

performing method, an obvious question is why not use the best performing method all 

the time? The answer is that in the absence of a ground truth we simply do not know a 

priori which method will be the best. Different techniques perform favorably under 

different circumstances and if a given voxel is segmented by the majority of techniques, 

the likelihood of it being a false positive decreases. One way of investigating whether or 

one individual method was the best-performing individual method all the time is to rank 

the DSC and SMASD values for the five methods when they are presented different 

circumstances. Therefore, if one individual method was observed to consistently outrank 

the others, then using a consensus approach may not offer any improvement over using 

this “best” method as indicated by our results.  

To do this the DSC and SMASD values were grouped according to different 

contrast and object sizes for the spheres and irregular shapes, separately. The 

independent segmentation methods were ranked according to highest DSC and lowest 

SMASD. The number of times each method was ranked first in a comparison was 

recorded and this number was normalized by the total number of comparisons made 

(this was equal to 120 given the number of objects, contrasts, image sizes and 
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repetitions of each situation). The distribution of method rankings is shown in Figure 

III-6.  

 

Figure III-6. The proportion of #1 rankings when DSC and SMASD values are compared 

across all object shapes, sizes, object contrast, scan durations and image size. 

Here we see that while the WSC method does not receive a top ranking, the best 

method in any given comparison changes. Therefore, no one method is consistently 

better performing than another. Also present in this analysis was the observation that in 

several cases there was a tie for the top ranked method. Two individual methods tied for 

highest DSC in 10/120 comparisons, and three tied for the highest DSC in 4/120 

comparisons. For SMASD, two individual methods were tied for lowest SMASD in 9/120 

comparisons, and three methods tied for lowest SMASD in 4/120 comparisons. 

To further explore and emphasize why using a consensus method is a good 

option, we created a new distribution consisting of the highest DSC values from the five 

independent methods. In other words, this is the distribution of DSC values you would 

observe for all object sizes and contrasts if you knew a priori which method was going to 

40%    ADP     KM      SRG    WSC

DSC        

SMASD
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be best out of the five before applying it. The distributions of DSC values from the 

individual methods, MJV, STAPLE and the best individual method for all object 

segmentations were fit using the maximum-likelihood procedure mle in MATLAB™ 

assuming an underlying beta distribution. The same procedure was done for SMASD 

values but assuming a log-normal distribution. The resulting probability density functions 

are shown in Figure III-7.  
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Figure III-7. Probability density functions for the distributions of DSC (a) and SMASD (b) 

values for the MJV, STAPLE and best individual segmentation methods. SMASD 

distributions for ADP and BEST are closely overlapping. 
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The result of overlaying the PDFs is shown in Figure III-7. Also shown on the 

figures are the means of the distributions calculated using the respective likelihood 

functions. The mean DSC for the new distribution formed by picking the best individual 

method was 0.885, compared to 0.862 for MJV (with mean difference = 0.023), 0.872 for 

STAPLE (with mean difference = 0.013), and 0.692 for WSC (with mean difference = 

0.193), respectively. ADP and KM appear to be the best individual methods and in fact 

gets closest to the distribution of the best independent method indicating that it was 

more consistently ranked higher than other individual methods. This is consistent with 

the observations in Figure III-6. 

The mean SMASD for the best distribution (i.e. lowest SMASD values) was 0.539 

compared to 0.649 for MJV (mean difference = 0.109 mm), 0.604 mm for STAPLE 

(mean difference = 0.065 mm), and 1.969 mm for WSC (mean difference = 1.429 mm). 

The mean differences are below the size of even the smallest pixel used in this study. 

Further, the mean differences in the SMASD values between both the MJV and STAPLE 

consensus volumes and the best independent method are all close to zero. Again, ADP 

and KM are the better performing individual methods. We also note that like DSC, the 

main differences between PDFs are is in the tails of the distributions. ADP and MJV 

have heavier tails indicating slightly worse performance compared to STAPLE. Both 

DSC and SMASD figures indicate that both MJV and STAPLE provide performance 

close to that of picking the best method for every situation in this study. However, with 

Figure III-6 showing that in this study there was no “best” method for every 

circumstance, the use of a consensus method is the best possible choice.  
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III.D. Discussion 

The work presented here outlines the performance of two consensus methods 

which combine a collection of individual segmentation methods used in segmenting 

objects from PET images under a variety of object sizes, shapes, contrasts and image 

noise levels. In addition to helping define radiation therapy targets, the use of consensus 

volumes potentially provides a more robust approach to quantifying treatment response. 

Issues surrounding the use of volumetric measures to characterize treatment response 

were outlined in a recent report outlining the use of PET for evaluating solid tumor 

treatment response. Also in this report were observations of how SUV measures may 

provide more relevant information for this task. In fact, SUVmax was seen to be the most 

common metric of evaluating tumor response. However, as the authors noted, SUVmax 

strongly depends on the statistical quality of the images, and size of the maximum voxel. 

To mitigate some of these issues, the report proposed the use of metrics such as 

SUVpeak or SUVmean but cautioned that there were no standard definitions for SUVpeak, 

and that mean SUV was sensitive to the size and shape of the ROI used to calculate it 

(Wahl et al., 2009).  Approaches using volumes to derive SUV values correlated with 

treatment outcomes have been explored (Larson et al., 1999; Schreibmann et al., 2013) 

and it is in this context that a consensus approach may provide researchers and 

clinicians a more comprehensive picture of SUV values within a tumor region.  

The background activity was set to equal that observed in head-and-neck 

patients. However, it is important to note that consensus volumes may have use for 

defining volumes in other body regions, such as the liver, lung, brain, and pelvis. They 

may also be useful in defining volumes from other nuclear medicine modalities such as 

SPECT. This is because individual segmentation methods specific to a given modality 
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may be used to form consensus volumes. In fact, all the other methods used in this work 

simply rely on raw image intensities. Therefore, they may be directly applied (or applied 

with appropriate modifications) to other sites imaged using PET or SPECT images, with 

the potential to provide a robustness reflecting that observed in our work. 

Importantly, both MJV and STAPLE were consistently the top-performing 

methods for both spherical and irregularly shaped objects. This was indicated by their 

DSC and SMASD values being better or comparable to those of the best individual 

segmentation method. Further, both MJV and STAPLE offer better results than the worst 

performing individual method. This is an especially important observation that supports 

the use of either the MJV or STAPLE consensus methodology when we are presented 

with a previously unseen activity distribution and do not know a priori which method will 

provide superior segmentation accuracy. The fact that the ranking of an individual 

segmentation method changes depending on the situation and that both MJV and 

STAPLE were shown to provide essentially equal performance compared to using the 

best performing individual segmentation method in every case, is compelling evidence 

that combining multiple segmentation methods is superior in providing robustness 

against false positives from one individual method. This is especially true with the 

limitless variety of activity distributions among patient populations for which no ground 

truth is known.  

Consensus methods also offer some mitigation of the individual segmentation 

method weaknesses. For example, the 40% and SRG methods suffer from image noise 

because if the maximum value represents a noise spike, rather than a true maximum 

intensity, then all voxels being added to the volume are being compared relative to noise 

and will likely result in smaller than correct volumes. Absolute thresholding can also 
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struggle to accurately segment smaller objects and tumor boundaries due to the blurring 

from the partial volume effect (Ford et al., 2009). ADP provides some level of protection 

against the effects of noise by using both the maximum value and the background 

intensity. The traditional KM algorithm implemented in this work could have difficulty with 

noisy images due to it grouping image intensities without regard to the physical distance 

between voxels. Extensions to the fuzzy C-means clustering algorithm that does account 

for distances between objects of similar intensity are available and have been used in 

PET (Belhassen and Zaidi, 2010). Finally, the gradient based method does require both 

a filtering and deblurring step with the filtering being carried out using a bilateral filter to 

preserve edges. Without sufficient filtering, noise in the image can be amplified by this 

deblurring step and subsequently incorrectly included as tumor. The noise levels in 

images acquired for this work were not sufficiently high for this to occur, however. The 

deblurring step also requires knowledge of the point spread function of the PET scanner 

that images were acquired on. Importantly, even though neither the SRG or WSC 

segmentation methods were the top ranked methods, they did not detrimentally affect 

either the MJV or STAPLE consensus methods. 

 In fact, accuracy is guaranteed to improve in a MJV approach if the individual 

methods have accuracies greater than 0.5 themselves (Kuncheva, 2004). For example, 

if individual segmentation methods all have accuracies of 0.6, then combining 3 of them 

leads to an accuracy improvement to 0.6480 (8%), 5 of them to 0.6826 (13.2%) and 

combining 9 leads to an accuracy improvement of 0.7334 (22.2%). With individual 

accuracies of 0.9, the improvement is to 0.9720 (8%), 0.9914 (10%), and 0.9991 (11%) 

with 3, 5 and 9 methods, respectively (Kuncheva, 2004). The flattening of percent 

improvement implies that combining fewer individual methods may provide good 
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improvement in accuracy, but only if the accuracy of these methods is sufficiently high. 

With our segmentation methods having accuracies lying between these ranges, 5 

methods provide a tradeoff in accuracy improvement and ease of implementation. 

While the MJV and STAPLE were shown to be significantly different based on 

their DSC and SMASD values, the actual small differences in their median values is 

probably not convincing enough to sway the decision of which consensus method is 

better (especially since STAPLE was significantly better for spherical volumes while MJV 

was significantly better for irregular shapes). MJV is also simple, intuitive and while other 

combination strategies such as the sum rule, or neural network approaches may also be 

employed, majority vote combination has been shown to provide performance on par 

with these methods and importantly, requires no training dataset (Lam and Suen, 1997). 

However, MJV is not robust to voxels that are systematically mislabeled by a collection 

of segmentation methods or raters prior to combination (Warfield et al., 2004). In other 

words, if an individual methods or raters consistently assign an incorrect label to a given 

voxel or collection of voxels, then those voxels are less likely to be included in the final 

volume with a MJV approach. However, STAPLE has the capability to identify and 

correct mislabeling by raters via the initialization of the sensitivity and specificity 

parameters. For example, if an expert rater is initialized with high values of sensitivity 

and specificity, and non-expert raters whose labeling errors are correlated, are assigned 

initial sensitivity and specificity values lower than that of the expert, then the consensus 

segmentation will converge towards the segmentation of the expert. However, when 

expert and non-expert raters are all assigned sensitivity and specificity that are close to 

each other, then the consensus segmentation will still converge towards the non-expert 

segmentation, much like in majority vote. Therefore, care needs to be taken when 



 

86 

specifying the initialization parameters for each individual rater or segmentation method. 

With only two labels and relatively simple activity distributions, this limitation of MJV was 

less concerning for our study. However, with radiation therapy treatment planning 

utilizing boost volumes and even dose-painting which can utilize multiple levels of FDG 

uptake to prescribe the dose, any mislabeling of the boost sub-volume(s) by individual 

segmentation methods can bias the final consensus volume. In other words, if one 

method does not provide a correct label to a voxel or region, then the number of raters in 

consensus is lower than what it should be, effectively meaning that there is no 

contribution from that method, or the contribution from the method actually hurts the 

accuracy and robustness of the consensus volume. 

A further point relevant to radiation therapy treatment planning is the issue of 

voxel size. We found that DSC values between grid sizes of 128x128 and 256x256 were 

not significantly different between MJV or STAPLE. However, SMASD values indicated 

that the average surface-to-surface difference was significantly smaller for the 256x256 

grid size compared to the 128x128 grid size for both consensus methods. This implies 

that: (1) SMASD is a more sensitive metric to changes in voxel size compared to DSC, 

and (2); given that the median SMASD is significantly lower for the higher resolution 

images, segmentation of target volumes using 256x256 images or images with smaller 

pixel sizes could lead to more accurate targets for treatment planning purposes. 

The use of the TrueX™ reconstruction option led to significantly improved DSC 

and SMASD values. However, along with other researchers, it has been shown that the 

use of TrueX™ can significantly change the voxel activity concentration. For our 

purposes where the focus is on segmentation this may not be as important as tasks that 

require quantitative analysis of pixel intensities such as treatment response.  
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All objects in this study had homogeneous activity levels. Realistically, patient 

tumors are more likely to possess heterogeneous FDG uptake. How the combination 

methods perform when applied to more realistic tumors or actual patient data is an 

interesting question but lies outside the scope of this study. The lack of a ground truth 

with patient data complicates the calculation of the accuracy of segmented volumes but 

it is not infeasible that up to a point, consensus volumes could mitigate certain individual 

methods that do not adequately deal with the presence of necrosis or hypoxia, for 

example. This is especially important with the large variety of activity distributions in a 

patient population.  In order to test this, simulation studies can be undertaken. However, 

they are restricted in not being able to fully model the biological effect and physical PET 

system. Another, potentially more useful study may be to recruit expert observers to 

produce a collection of segmentations which are subsequently combined into a ground 

truth using STAPLE. While labor-intensive, a pseudo ground truth could be generated for 

accuracy assessment over a more realistic collection of tumor sizes, shapes and 

scanner and image acquisition characteristics. Importantly, efforts are currently 

underway towards the development of benchmark phantoms and assessment of 

segmentation quality for oncology applications which should prove invaluable in future 

segmentation research (Shepherd et al., 2012; Hatt et al., draft).  

In the next chapter, consensus volumes will be applied to patient data, to 

investigate whether consensus volumes can be used as an initial GTV for oncologists 

during treatment planning. This application potentially offers reductions in inter-observer 

variation between physicians and improvements in clinical workflow. Consensus 

volumes will also be used to investigate applications in the assessment of treatment 

response for using SUV values in a population of head-and-neck cancer patients. 
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III.E. Conclusions 

The TrueX reconstruction option was found to increases the maximum image 

intensity value in spheres by between 7% for the largest 37 mm diameter sphere and up 

to 33% for the smallest 13 mm diameter sphere. DSC values were not significantly 

different between grid sizes of 128x128 and 256x256 for either the MJV or STAPLE 

consensus methods. However, SMASD values indicated that the average surface-to-

surface difference was significantly smaller for the 256x256 grid size compared to the 

128x128 grid size for both consensus methods. Distributions of consensus methods 

were shown to improve the accuracy of the final segmentation to the level close to that 

expected to be seen if the a priori knowledge of which segmentation method was best 

for a given activity distribution was known. Given that this knowledge isn’t available, 

consensus methods offer an effective and robust tool for PET segmentation.  
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IV. Consensus volumes to aide gross tumor volume 
definition in radiation therapy 

IV.A. Introduction and Purpose 

The purpose of this section is to investigate the potential of applying consensus 

volumes to aid the delineation of GTV volumes for radiation therapy. Previous work done 

in this area include using SPECT and PET-avid volumes to provide a basis for planning 

radiation therapy, either by: (1) identifying a GTV affected by motion (Aristophanous et 

al., 2012); (2) providing a volume prescribed to receive a boost dose (Black et al., 2004; 

Schwartz et al., 2005; Lee et al., 2008b); (3) avoid functional tissue (McGuire et al., 

2006); (4) adapt radiation therapy during treatment (Feng et al., 2009; Yan, 2010); or (5) 

altering the plan completely (Ciernik et al., 2003) . Some of the approaches that use PET 

in radiation oncology treatment planning are detailed outlined in Das and Ten Haken 

(Das and Ten Haken, 2011). 

Typically, GTV creation is typically carried out on higher resolution CT scans. 

Image registration allows two separately-acquired image sets (i.e. CT and PET images) 

to be superimposed. This provides physicians with a method of identifying regions of 

anatomy showing increases in metabolic activity, which can potentially prompt 

physicians to include these areas of increased uptake in the GTV. Ideally, any automatic 

or semi-automatic GTV defining algorithm should produce volumes comparable to those 

defined by an experienced human observer. Such a goal is complicated by the fact that 

most semi-automatic or automatic image segmentation algorithms only operate on the 

images acquired from one modality. Because of this, errors in registering two image 

volumes together will manifest themselves when attempting to map volumes defined in 

one coordinate system into the other coordinate system. This is an important 
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consideration given that physicians almost exclusively contour GTVs on the CT images, 

whereas PET segmentation methods rely on the PET images. 

One specific study where PET was used in conjunction with human observers to 

produce a final GTV found that using FDG-PET images improved the inter-observer 

consistency in lung cancer (Ashamalla et al., 2005; van Baardwijk et al., 2007). 

However, another study showed that when GTVs contoured using CT images only are 

compared to GTVs defined using co-registered PET-CT data, the differences between 

the GTVs were not correlated with pathology in non-small cell lung cancer (Faria et al., 

2008). The conflicting conclusions of the two studies indicate that the true benefit of the 

use of PET in radiation therapy GTV definition in non-small cell lung cancer is not 

completely clear. In other cancer sites, compared to using only CT, the use of FDG-PET 

resulted in smaller GTVs and improved concordance among 5 observers for rectal 

cancer (Buijsen et al., 2012), smaller GTV and CTVs for anal cancer (Krengli et al., 

2010) and smaller GTV for 11/17 patients and improved concordance between two 

observers for head-and-neck cancers (Ashamalla et al., 2007). No inter-observer 

improvement was observed for residual gynecological cancers with the use of FDG-PET 

(Vees et al., 2012). With the exception of the studies by Ashamalla et al (Ashamalla et 

al., 2005; Ashamalla et al., 2007), what the above studies have not done is shown how 

intra- and inter-observer variation is affected by not only having access to the FDG-PET 

images but also to guidance volumes created from the PET images. 

This chapter consists of three main studies. In the first study, we investigated the 

intra-observer variation. This was accomplished in two parts. In the first part, an 

experienced observer was asked to repeatedly contour patients with no guidance. We 

also investigated how closely the MJV and STAPLE consensus volumes for these 
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patients compared to those defined by the same operator. In the second part, we looked 

at the intra-observer variation of two physicians that differed by experience level. GTV 

contours created using three different guidance methods were compared within the 

same physician. In the second study, we study the inter-observer variation between 

different physicians. This study also consisted of two parts. In the first part, GTV 

contours are directly compared between physicians. In the second, GTV contours are 

again compared, but as a function of guidance method to determine which guidance 

volume reduced the inter-observer variation by the largest amount. This aspect of the 

study should allow us to determine which guidance method results in the biggest 

reduction in inter-observer variability. This study may also provide evidence that the 

provision of a guidance volume can allow a less experienced physician to create target 

volumes on par with those produced by more experienced physicians. In the third and 

final part of this study, we investigated the magnitude of differences in GTV contours 

between the two physicians and quantified where they occur. In this study, areas where 

physicians “missed” high uptake regions (according to the guidance volume) were 

calculated. This was to find the location, and size of the disagreements between the 

physician-defined contours and the guidance volumes. Parts of this chapter were 

presented as a poster at the 2012 American Society for Radiation Oncology (ASTRO) 

Annual Conference, held in Boston, Massachusetts. 

IV.B. Methods 

IV.B.1. Functional Imaging of Tumor Tissue (FITT) trial 

The complex disease patterns present in head and neck cancer (HNC) mean that 

information from multiple sources is required to generate an optimal treatment plan. 
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These sources include physician evaluation, CT imaging and pathology to determine the 

disease stage and tumor size. Other imaging modalities such as conventional MRI and 

FDG-PET are being increasingly used to further refine treatment staging and volume 

definition. In addition to this, these modalities may also prove useful in quantifying 

treatment response once radiation treatments are initiated. Correlating early changes in 

tumor and normal tissue could lead to the identification and selection of patients who 

would benefit from changes in treatment strategy, with the goal of ultimately improving 

patient outcomes. The purpose of the FITT study (Institutional Review Board Protocol 

Number 00014784, Approval Date 6/18/2009) was to investigate the utility of FDG-PET, 

diffusion weighted MRI (DW-MRI), and dynamic contrast enhanced MRI (DCE-MRI) for 

interrogating normal and tumor tissue response before and during radiation therapy with 

concurrent chemotherapy. For the purposes of this study, the first pretreatment FDG-

PET images were extracted, post-processed and segmented to allow for direct 

comparisons in the definition of target volumes for radiation therapy. 

IV.B.2. Image acquisition 

The FITT trial was approved by the Duke Institutional Review Board and each patient 

enrolled in the FITT trial underwent informed consent prior to treatment. The study 

design is shown in Table IV-1. 
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Table IV-1. FITT study protocol. Shown are the imaging and clinical assessment. 

Additional tests not related to our study such as pregnancy and creatine tests not shown. 

  

Pre-study Baseline 
Repeat 

Baseline 
End of 1 
week RT 

Follow up 
(3,6,12 
months) 

Informed Consent X         

History and PE X         

PET – diagnostic        

PET – (research)        

DCE-MRI (research) 
DW-MRI (research) 

       

Clinical Assessment     X 

 

Images from 19 patients with HNC were acquired using one of three PET-CT 

systems: The Siemens Biograph mCT PET-CT scanner (Siemens Medical Solutions, 

Malvern, PA, USA) located at the Duke University Radiation Oncology Department; the 

General Electric (GE) Discovery STE (DSTE) or the GE Discovery 690 (D690) located in 

the PET Center of the Department of Radiology at Duke University Hospital. The time of 

each PET scan was scheduled so that an uptake time of approximately 90 minutes after 

injection was achieved for all scans for all patients. CT images acquired as part of the 

scanning protocol were used for image fusion and generation of the attenuation map for 

attenuation correction. Patients were instructed to fast for at least 4 hours before 

BASELINE PET
(PET1)

REPEAT BASELINE
(PET2)

1 WEEK TX.
(PET3)

TX. START
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intravenous administration of FDG (5.18 MBq per kilogram of body weight, with a 

minimum of 370 and maximum of 740 MBq). After the uptake phase, a non-enhanced 

CT image acquisition from the mid-cranium to the thoracic inlet was performed with 

breath-hold at end tidal volume with uptake phase and PET settings match to those used 

for the diagnostic PET. After the CT, a dedicated PET emission scanning of the head 

and neck with an 8-minute acquisition of one bed position was performed. Patients were 

scanned with their thermoplastic head and neck mask fitted and a flat couch top to mimic 

the couch geometry used for radiation therapy.  

IV.C. Intra-observer variation 

IV.C.1.a) Intra-observer variation for a single physician 

Images for 5 patients imaged using the Siemens Biograph mCT were selected 

from the total of 19 patients who participated in this study. This was because these 

patients had the raw list mode data still available. This list mode data is required for 

producing unfiltered image volumes allowing us to choose filters that are different from 

the 7 mm Gaussian filter used in the FITT protocol. 

Initial images were reconstructed using 4 iterations and 21 subsets with TOF 

reconstruction enabled and no post-reconstruction smoothing applied. After 

reconstruction, all PET images were registered into the coordinate system of the CT 

planning image volumes and resampled to exactly match the CT slice coordinates. After 

resampling, PET image volumes were reduced to a 256 x 256 matrix sizes using 

nearest-neighbor interpolation to allow for more efficient segmentations and limited 

adjustment of image intensities  

Each of the 5 patients were filtered with a 5 mm FWHM Gaussian and copied 

into two different anonymized sets (i.e., the two anonymized sets belonging to the same 
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patient were given different names). These duplicated patient images were presented to 

an experienced radiation oncologist attending (AT) in a randomized fashion, ensuring at 

least a month between presentations of the same patient image to minimize learning 

bias. For each image, the assigned task for this study was to contour the PET-avid 

region of patient images confined within a region of interest, defined as the volume 

prescribed to receive 70 Gy (PTV70) plus a 5 mm expansion. 

After the contouring task had been completed, the two separately defined GTV 

contours corresponding to the same patient were consolidated. The DSC and SMASD 

values between both GTVs were calculated. In addition, DSC and SMASD were 

calculated between each of the two physician contours and the MJV and STAPLE 

consensus volumes that were computed for these patients. As there are only 5 subjects 

available and there is no ground truth, volume data, DSC and SMASD values were used 

as descriptive statistics as an indication of the consistency between volumes. 

IV.C.1.b) Intra-observer variation as function of guidance volume 

Images corresponding to the first pretreatment PET-CT scan (PET 1) for all 19 

patients who participated in this study were included. 9 patients had their PET scan 

acquired on the GE Discovery STE, 7 on the Siemens Biograph mCT, and 3 on the GE 

Discovery 690. Initial images were reconstructed according to the FITT protocol 

available in each respective PET-CT scanner. For the Biograph mCT, the same 4 

iterations and 21 subsets used for producing images for the intra-observer investigation 

study were applied. TOF information was included in the image reconstruction. For the 

GE DSTE system, 4 iterations and 20 subsets were used for reconstruction. For the GE 

D690 system, 4 iterations and 24 subsets were used. No TOF information was used for 

reconstructions carried out on either GE system. For all scanners a 7 mm FWHM 
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Gaussian filter was used for post-reconstruction smoothing as specified in the FITT 

protocol. After reconstruction, all PET images were registered into the coordinate system 

of the CT treatment planning image volumes (CTPLAN) and resampled to exactly match 

the CT slice coordinates, pixel size and image size (512 x 512). After resampling, PET 

image volumes were down sampled to 256 x 256 matrix sizes to allow for more efficient 

segmentations. Images from each patient were segmented using 40% thresholding 

(40%), adaptive thresholding (ADP), k-means clustering (KM), the modified seeded 

region-growing (SRG) and the watershed gradient based method (WSC). MJV 

consensus volumes were then created by combining the volumes produced by the 

individual segmentation methods through the majority vote approach. While there was 

no bilateral filter or deconvolution step applied for the WSC method in this study, a later 

investigation revealed that this only introduced minor differences in the MJV 

segmentation (i.e. a few pixels for each consensus volume). This is also supported by 

our results in Chapter III where it was shown that MJV volumes are not usually sensitive 

to changes originating from single segmentation methods.  

Both the MJV consensus volume and the 40% thresholding volumes were 

converted into the coordinate system of the PET volumes, saved in the Digital Imaging 

and Communications in Medicine (DICOM) Radiotherapy Structure (RTSTRUCT) format 

and then imported into the Eclipse Treatment Planning Software (Varian Medical 

Systems, Palo Alto, CA, USA). These contours, along with the original planning target 

volume (PTV) prescribed to receive 70 Gy (PTV70) and contours corresponding to 

organs at risk (OAR) were available for viewing and modification in the Contouring 

Module of the Eclipse Treatment Planning Software. While the MJV is hypothesized to 

be the guidance volume that will provide the biggest reduction in inter-observer variation, 
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the inclusion of the 40% thresholding volume allows us to answer the question as to 

whether the provision of any volume results in an improvement in GTV consistency 

between physicians. 

Two physicians, a radiation oncologist attending (AT) specializing in HNC and a 

resident (RS), who had completed their HNC clinical rotation, were recruited for this 

study. For every image volume, both physicians were asked to create a GTV contour in 

a region within the PTV70 contour. Both the CT and PET image volumes were available 

to the physicians, as is the case when contouring is performed clinically. Physicians 

were blinded to the staging, lab reports and additional functional imaging acquired as 

part of the FITT trial. Patients were presented in an anonymized fashion and each 

presentation of a patient either had no guidance contour available, the MJV consensus 

volume or the 40% thresholding volume available for guidance. The process is outlined 

in Figure IV-1. 
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Figure IV-1. GTV intra-observer and inter-observer study design. Physicans contour the 

GTV on duplicated patient image sets where a guidance volume (40% or MJV) is 

available for guidance. Resulting GTVs are compared as a function of physician and 

guidance volume that was available to the physician during contouring. 

Ultimately, the study design resulted in each patient having 3 GTVs defined per 

physician (one GTV per guidance method) for 6 GTVs per patient, 57 GTVs per 

physician, for a total of 114 GTV volumes created as part of this study. At the completion 

of the physician contouring task, all GTV contours were exported, their volume 

measured and grouped according to the patient, physician and guidance method used to 

create the GTV.  

To begin this part of the study, we first calculated the DSC and SMASD between 

each physician GTV contour defined without guidance (GTV_0) and the 40% and MJV 

AT

RS

40%

MJV

19 Patients

GTV_40%

GTV_40%

GTV_0

GTV_0

GTV_MJV

GTV_MJV

No guidance

Comparisons

1. Intra-observer 

2. Inter-observer variation

3. Variation with guidance volume 

vs.

AT RS

vs.

vs.

GTV_0

GTV_40%

GTV_MJV

vs. vs.

vs.vs.

Resulting GTVsPhysicians Patient images

AT

RS



 

99 

guidance volumes that were computed for each patient. This was similar to computing 

the DSC and SMASD between the MJV and STAPLE consensus volumes and the two 

repeated GTV contours of the same physician in the previous section. For the intra-

observer aspect of this study, we took the GTVs and blocked them according to the 

physician. Pairs of GTVs that were defined by the same physician were then compared 

sequentially using a Bland-Altman analysis and Wilcoxon signed-rank tests. 

IV.C.2. Inter-observer variation  

IV.C.2.a) Inter-observer variation and physician experience level 

In the first study of inter-observer variation, physician-defined GTV volumes were 

blocked on physician and guidance volume which resulted in matched pairs of GTV 

volumes defined on the same patient, created using the same guidance method, but by 

different physicians. Because GTV volumes are paired the Wilcoxon signed-rank test 

used to test the null hypothesis that GTV volumes are equal between physicians. In 

addition, we calculated the DSC and SMASD values for both the 40% and MJV 

guidance volumes using the GTV defined by the physicians (AT,RS) when no guidance 

volume was available (GTV_0) as the reference volume. This was to find which 

guidance volume (40% or MJV) provided the closest match to the physician defined 

contours. DSC and SMASD results for each guidance volume were grouped according 

to the physician experience level. The Wilcoxon signed-rank test was used to test the 

null hypothesis that DSC values were equal between the guidance volumes. The 

Wilcoxon signed-rank test was also used to test whether SMASD values were equal 

between guidance volumes. Finally, a Bland-Altman analysis was used to show how 

inter-observer variability changed as a function of physician experience level. For all 
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tests, significance was determined by there being a less than 5% chance of observing a 

test statistic at least as extreme as the one actually observed (i.e. p<0.05). 

IV.C.2.b) Inter-observer variation and guidance volume choice 

A second question of interest was whether physician-defined GTVs differ 

depending on the availability and type of guidance volume. The null hypothesis for the 

grouped GTV volume data was that GTVs defined by a particular physician are 

equivalent regardless of the choice of guidance volume. The null hypothesis was tested 

using Friedman Chi-squared test, the non-parametric equivalent to a one-way ANOVA 

with repeated measures. This analysis was performed using the SAS software (Version 

9.2, SAS Institute Inc., Cary, NC, USA.). In this part of the study we also used Bland-

Altman analysis to find patients who did have significantly different GTVs volumes 

depending on which guidance method was used.  

IV.C.3. Quantification of high uptake “misses” 

Finally, there are situations in which a proportion of the physician defined GTV 

may not completely encompass the guidance volumes. The objective of this aspect of 

the study was to measure how much of the actual guidance volume is missed depending 

on whether or not a guidance volume was provided. To do so, we first measure the 

amount of guidance volume (both 40% and MJV) that lies outside of the GTVs created 

by the physicians when no guidance volume was available (GTV_0) and compare this to 

the amount of guidance volume (again, both 40% and MJV) that lies outside of the GTVs 

created by the physician with guidance (GTV_40% and GTV_MJV). An example of the 

procedure is shown in Figure IV-2. 
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Figure IV-2. An example of GTV miss where the guidance volume has segmented an 

area of increased FDG uptake that was not been included in the physician defined GTV. 

In the first case, the missed volume is based on the amount of guidance volume lying 

outside of the physician GTV defined without guidance (a). In the second case, the 

missed volume is based on the amount of guidance volume laying outside of the 

physician GTV defined when either the 40% or MJV guidance volumes was available. 

The hypothesis associated with this aspect of the study was that the amount of 

guidance volume missed is reduced when guidance volumes become available to the 

physicians. The amount of missed volume for each patient contour is calculated via Eq. 

IV-1. 

       
                

            
 Eq. IV-1 

In this way, VMISS represents the proportion of guidance volume lying outside of 

the physician-defined GTV and this value is normalized to the volume of the original 

guidance volume. The reason for normalizing in this way is that there can be large 

variations among physician-defined GTV volumes corresponding to the same patient. 

Normalizing to a common volume reduces the confounding effect that would result were 

a) b)GTV(no guidance)

VMISS 1

GTV(40% or MJV guidance)

40% or MJV 40% or MJV

VMISS 2
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we to normalize to each physician GTV that was defined in the presence of the guidance 

volume or not.  If the physician GTV completely encompasses the guidance volume then 

VMISS has a value of 0, otherwise it depends on the size of the missed volume. The 

Wilcoxon signed-rank test was used to test the null hypothesis that the proportion of 

guidance volume included in the final physician-defined GTV did not change when the 

guidance volume was available. In other words, is there a significant change in the 

amount of guidance volume missed between when the guidance volume is available 

compared to when it is not? 

IV.D. Results 

IV.D.1. Intra-observer variation 

IV.D.1.a) Intra-observer variation for a single physician 

The two GTVs defined by AT and the MJV and STAPLE consensus volumes for 

patient 2 are shown in Figure IV-3. For this patient, both the MJV and STAPLE volumes 

are smaller, as seen on the coronal image Figure IV-3(B). The figure shows that the 

larger volumes produced In this case and generally seen in others is mostly due to the 

physician including nodal disease which was not picked up by either of the consensus 

segmentation method due to their low PET uptake. 
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Figure IV-3. Repeated GTV definition by AT and consensus volumes in the axial (A), 

coronal (B) and sagittal (C) imaging planes for patient 2.  

The two GTVs defined by the physician and the MJV and STAPLE consensus 

volumes for patient 3 are shown in Figure IV-4. This patient suffered from a large and 

diffuse extent of disease. In this region of highest uptake, the consensus volumes are 

larger than the GTV volumes. However, as was also seen in in the axial plane Figure 

IV-3(A), there is also nodal disease that the neither guidance volume is able to segment. 

GTV 1

GTV 2

MJV

STAPLE

A B

C
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Figure IV-4. Repeated GTV definition by AT and consensus volumes for in the axial (A), 

coronal (B) and sagittal (C) imaging planes for patient 3.  

 

These two patient cases reflect the trends observed in the remaining three 

patients. Specifically, the consensus volumes are smaller than those defined by the 

physician due to the physician including much more nodal disease than the consensus 

methods. Also noted is that the intra-observer variation, while relatively small, still 

appears to be a larger effect than the difference between the two consensus volumes. 

For each of the five patients that were repeatedly contoured by AT, the recorded 

volumes are shown in Table IV-2. Also shown for GTV1 and GTV2 are the differences in 

the GTV volumes normalized to the mean of the two volumes and the MJV and STAPLE 

volumes for comparison. The repeated definition of the GTV lead to similar volumes for 

GTV 1

GTV 2

MJV

STAPLE

A B

C
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all patients except for patient 3 who displayed nearly a 60% difference in volume. As 

was noted in Figure IV-4, this patient had only low intensity uptake with diffuse nodal 

disease and represented a particularly challenging segmentation task. Also shown in 

Table IV-2 are that the mean of both consensus volumes are similar and smaller in size 

than the physician defined contours.  

Table IV-2. Volume data for the 5 patients selected for repeated contouring by the 

experienced physician. 

  

VOLUME [cc] 

    GTV 1 GTV 2 % diff MJV STAPLE 

p
a
ti
e
n
t 

1 23.03 25.44 9.96 15.34 17.99 

2 72.10 69.90 3.09 30.42 29.89 

3 29.18 53.75 59.25 35.29 39.10 

4 21.72 18.79 14.46 10.11 9.78 

5 34.34 31.97 7.14 17.22 17.36 

   

DSC and SMASD values were calculated with the two GTV contours defined by 

AT. In addition, the DSC and SMASD values were calculated between each individual 

GTVs defined by AT and the 40% and MJV and STAPLE consensus volumes. The 

results are shown in Table IV-3. In particular, when comparing the two physician-defined 

GTVs, DSC is relatively high and SMASD values are correspondingly small. Specifically, 

except for patient 3, all DSC values are above 0.85 and the SMASD values of 0.66 mm 

represent differences in surface-to-surface distances less than one pixel on average. 

The agreement between the two consensus volumes is also high with DSC values 

greater than 0.91 for the five patients. This indicates that there are only minor 

differences between the MJV and STAPLE volumes for these patients. DSC and 

SMASD values when physician contours are compared to the consensus volumes are 
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lower and this can be attributed to the physician contours generally being larger than 

either of the automatic segmentation methods. 

Table IV-3. DSC values for the overlap between combinations of human observer and 

semi-automatic consensus methods. 

  
DSC 

    GTV1:GTV2 GTV1:MJV GTV2:MJV GTV1:STAPLE GTV2:STAPLE MJV:STAPLE 

p
a
ti
e
n
t 

1 0.85 0.72 0.69 0.75 0.72 0.91 

2 0.90 0.58 0.60 0.57 0.59 0.99 

3 0.52 0.48 0.24 0.46 0.24 0.94 

4 0.86 0.63 0.66 0.62 0.64 0.98 

5 0.89 0.67 0.69 0.67 0.69 0.98 

 

Table IV-4. SMASD values for the overlap between combinations of human observer 

and semi-automatic consensus methods. 

  
SMASD [mm] 

    GTV1:GTV2 GTV1:MJV GTV2:MJV GTV1:STAPLE GTV2:STAPLE MJV:STAPLE 

p
a
ti
e
n
t 

1 0.66 2.60 2.84 2.49 2.73 0.40 

2 0.63 3.81 3.70 3.97 3.87 0.06 

3 3.39 9.50 16.07 9.75 16.18 0.36 

4 0.62 3.56 3.21 3.95 3.61 0.08 

5 0.65 7.22 6.89 7.22 6.91 0.10 

 

IV.D.1.b) Intra-observer variation as function of guidance volume 

An example of the two physician contours, as well as the 40% and MJV volumes 

that would be available to the physicians in the later part of this study, are shown in 

Figure IV-5 for patient 15. It shows that there is a high degree of overlap between the 

two physician contours, as well as a high degree of overlap between the two guidance 

volumes. There is a large region of low-to-no uptake contoured by the physicians that 

the 40% and MJV volumes cannot segment. 
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Figure IV-5. 40%, MJV guidance volumes and GTV_RS and GTV_AT defined for patient 

15.  

In the previous section, we calculated the DSC and SMASD values between the 

MJV and STAPLE consensus volumes and each of the repeated two contours of the 

GTV contour. We consistently saw that the physician’s GTVs were larger than the 

guidance volumes, mainly due to the inclusion of low-uptake nodal disease. This study 

was repeated in that the volumes of the guidance and physician-defined contours were 

extracted for comparison and the DSC and SMASD were calculated between the 40% 

and MJV contours and the single physician-defined contour for all 19 patients. This will 

tell us which guidance volume produces segmentations that are closet to those defined 

by two physicians of different experience levels.  

Figure IV-6 shows the mean GTV volumes as a function of the guidance method 

and experience level. It shows that the guidance volumes are all much smaller than the 

physician-defined GTVs. It also shows that the physician-defined GTV volumes for the 

19 patients are similar across all guidance methods and experience levels. Differences 

in GTV volume as a function of guidance volume were not significant (Friedman Chi-

squared test; p=0.6180).  

40%

GTV_RS

MJV

GTV_AT

AXIAL CORONAL SAGITTAL
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Figure IV-6. GTV volumes for the 19 patients who had their baseline PET scan image 

contoured by two observers. Bar height represents the mean GTV volume for the 19 

patients contoured with no guidance (GTV_0), the availability of the 40% thresholding 

(GTV_40%) or MJV consensus volume (GTV_MJV). Error bars represent one standard 

deviation from the mean. Also shown for comparison is the mean volumes for the 40% 

thresholding and MJV consensus volumes for guidance. 

 The above results tells us that when we average over all of the patients in this 

study, the availability of guidance volumes does not appear to significantly alter the size 

of the final GTV across all patients or physicians. In other words, the final GTV volumes 

defined with the availability of a 40% or MJV consensus volume are not significantly 

different than those defined without, for both physicians. Further, the GTV volumes are 

on average the same between physicians.  
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 We next looked at which guidance volumes were closest to the physician-

defined contours without guidance (i.e. GTV_0).  

Table IV-5. DSC and SMASD values for the guidance volume compared to the 

physician-defined contours created without guidance (i.e. GTV_0) 

 ONCOLOGIST 40%:GTV_0 MJV:GTV_0 

DSC RS 0.500 ± 0.101 0.567 ± 0.082 

 AT* 0.496 ± 0.128 0.563 ± 0.114 

 COMBINED 0.498 ± 0.113 0.565 ± 0.098 

SMASD [mm] RS 4.875 ± 2.897 4.407 ± 2.776 

 AT* 5.381 ± 4.736 4.866 ± 4.496 

 COMBINED 5.121 ± 3.854 3.668 ± 3.668 

*AT volumes adjusted by removal of an outlier for one patient (17). See Table IV-6 for details. 

 Table IV-5 shows that, on average, the MJV guidance volumes are closer to 

the physician-defined contours. In fact, the table shows that MJV volumes are 

approximately 13% higher than those of the 40% guidance volumes. The table also 

shows that the mean SMASD values between the GTV_0 and guidance volumes are 

approximately 30% smaller for MJV guidance volumes versus 40% thresholding (i.e. the 

distances between the two surfaces is smaller). Given the standard deviations of the 

measured DSC and SMASD values, confidence intervals will be almost completely non-

overlapping for the DSC, indicating that the MJV guidance volume is significantly closer 

in agreement to the physician-defined GTV than the 40% guidance volume. However, 

the confidence intervals for SMASD will be almost completely overlapping meaning the 

reduction in the mean SMASD seen between the MJV guidance volume and GTV_0 is 

less likely to be significantly different compared with SMASD between the 40% guidance 

volume and GTV_0. This result is likely due to the large variation in the calculated 
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SMASD due to the variety of lesion sizes in the patient population. The SMASD appears 

to be more reflective of this variety than the DSC. These differences, including the 

overlap in distributions of DSC and SMASD are presented in Figure IV-7. 

 

Figure IV-7. DSC and SMASD values comparing the 40% and MJV guidance volumes to 

the physician-defined GTV without guidance (GTV_0). Box plots indicate the median and 

1st and 3rd quartiles. Outliers represent points that lie 1.5x the inter-quartile range above 

and below the 1st and 3rd quartiles. 

Next, we compared each physician’s GTV defined without guidance (i.e. GTV_0) 

with the GTV_40% and GTV_MJV volumes defined for all 19 patients. In other words, 

this measures how much variation exists in GTV contours defined by the same 

physician, but with different volumes used for guidance. The DSC and SMASD values 

from this analysis are shown in Table IV-6. The rows for each segmentation quality 

metric are broken down into physician (AT, RS) as well as the DSC and SMASD that 

occurs when both physicians’ contours are pooled (COMBINED).  
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Table IV-6. DSC and SMASD calculated for the 40% and MJV guidance volumes using 
each respective physician’s GTV defined without the use of a guidance volume. Errors 
represent 1 standard deviation around the mean DSC or SMASD. 
 ONCOLOGIST GTV_40%:GTV_0 GTV_MJV:GTV_0 

DSC RS 0.773 ± 0.089 0.787 ± 0.062 

 AT* 0.818 ± 0.052 0.825 ± 0.053 

 COMBINED 0.795 ± 0.076 0.805 ± 0.060 

SMASD [mm] RS 1.800 ± 1.555 1.817 ± 1.605 

 AT* 1.907 ± 1.634 1.889 ± 2.011 

 COMBINED 1.852 ± 1.572 1.852 ± 1.789 

*AT volumes adjusted by removal of an outlier for one patient (17). Original mean values presented in text. 

Table IV-6 show there are small but non-significant increases in DSC when using 

MJV guidance (compared to 40% guidance): ∆DSC=0.013, 95% confidence interval (CI) 

[-0.024, 0.051], p=0.9300. For physician AT the same trend is observed: ∆DSC=0.006, 

95% CI [-0.008, 0.021], p=0.4239. In other words, the GTV defined with the MJV 

guidance contour have a better agreement with the GTV’s defined without guidance, for 

both physicians. However, when DSC and SMASD were compared averaging over both 

physicians, differences in DSC between GTV_40% and GTV_MJV were not significant 

(p=0.5631), nor were they for SMASD (p=0.4184). 

Of note was one patient’s GTV_0 (patient 17) defined by AT which showed 

original DSC values of 0.135 and 0.245 for between the GTV_0 volume and GTV_40% 

and GTV_MJV, respectively. On further investigation it was seen that a large volume of 

high uptake region was not included in this GTV_0, yet had been included in the 

GTV_40% and GTV_MJV contours for AT. This high-uptake region was also present in 

all of RS contours for this patient. Therefore, this particular patient had their contour (or 

lack thereof) treated as an outlier and was excluded from analysis. Without excluding 

this patient, the mean DSC and SMASD values for GTVs defined by AT were 0.782 ± 
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0.165 and 3.535 mm ± 7.272 mm between GTV_0 and GTV_40% and 0.795±0.138 and 

2.705±4.057mm between GTV_0 and GTV_MJV volume, respectively. For individual 

physicians, their DSC values between the GTVs shown in Table IV-6 are lower than 

those in Table IV-3 and this could be down to the 5 patients repeatedly contoured by AT 

being a less challenging subset of the 19 patients used for the inter-observer study. This 

part of the study shows that while MJV volumes are closer on average to the physician 

contours we do not have enough evidence to say that that MJV volumes are a closer 

match to the physician-defined contours than the 40% volumes. 

Figure IV-8 shows a Bland-Altman plot of all of the GTV volumes recorded as 

part of this study grouped by guidance method and physician experience. Effectively 

each panel shows the intra-observer variability for a physician as function of the 

provided guidance volumes. Again, GTV_40% and GTV_MJV are the physician-guided 

contours, with GTV_0 representing the physician contour defined without a guidance 

volume 
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Figure IV-8. Bland-Altman plot of all patients and GTV volumes in the inter-observer 

dataset. Patients 5, 11 and 17 are highlighted on the top right plot as being potential 

outliers for each physician. 

The limits of agreement of the Bland-Altman plots of Figure IV-8 as a function of 

physician and guidance volume are shown in Table IV-7. Again, these limits of 

agreement represent the 95% CI generated assuming that GTV volumes are paired as a 

function of guidance volume. Of note, in Figure IV-8 is that each physician was observed 

to have at least one patient that could be considered an outlier and the effect of 

removing this patient (patrient 5 for RS, patient 17 for AT) is seen in the second row for 

each physician. 

Table IV-7. The width of the limits of agreement for each of the Bland-Altman plots of 

Figure IV-8. All values in the table are in cubic centimeters (cc). Each physician was 

observed to have at least one patient that could be considered an outlier and the effect 

of removing this patient (patient 5 for RS, patient 17 for AT) is seen in the second row for 

each physician. 

GTV_40% vs. GTV_0 GTV_MJV vs. GTV_0 GTV_MJV vs. GTV_40%

Patient 5

RS

AT

Patient 17

Patient 5

Patient 17

Patient 11
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GTV_40%-GTV_0 GTV_MJV-GTV_0 GTV_MJV-GTV_40% 

RS  (w/p5) 4.59 4.20 5.80 

       (w/o p5) 4.08 4.15 4.41 

AT  (w/p17) 4.84 5.08 4.3 

       (w/op17) 4.51 3.94 4.53 

 

RMS differences for the two oncologists and three guidance methods are shown 

in Table IV-8.  

Table IV-8. RMS differences for the Bland-Altman plots of Figure IV-8, with and without 

the outlier patient for each physician included in the calculation. All RMS differences 

have units of cubic centimeters (cc) 

  GTV_0-GTV_40% GTV_0-GTV_MJV GTV_40%- GTV_MJV 

RS  (w/ p5) 4.69 4.24 5.90 
(w/o p5) 4.19 4.07 4.61 

AT  (w/ p17) 5.13 5.14 4.51 

(w/o p17) 4.57  4.02 4.56 

 

Both the limit of agreement and RMS differences reflect the same trends. For 

physician RS, the smallest overall difference in GTVs is seen between the GTVs defined 

without guidance and the GTVs defined using the MJV consensus volume as guidance. 

The largest variation in GTV volumes is actually between both GTVs defined when both 

the 40% and MJV guidance volumes were available. This implies that one of the 

guidance volumes is influencing the physician contour. The value of 5.80 cc for the limit 

of agreement and 5.9 cc for the RMS difference for physician RS was found to be due to 

the differences in GTV_40% and GTV_MJV different for patient 5. We can see this in 

Figure IV-9. 
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Figure IV-9. 40% and MJV guidance volumes displayed on select axial, coronal and 

sagittal planes for patient 5. Also shown are the GTV_40% and GTV_MJV contoured by 

the resident. 

For this patient, GTV_MJV defined by RS has a volume of 53.0 cc and 

GTV_40% has a volume of 36.3 cc. In comparison, the GTV_0 has a volume of 46.4 cc, 

close to the volume of GTV_MJV. The 40% and MJV guidance volumes for this patient 

were 21.4 cc and 26.1 cc, respectively. Therefore, it appears that a 4.7 cc difference in 

the guidance volumes resulted in a 16.7 cc difference in the corresponding GTVs 

created using them. The three image planes shown in Figure IV-9 clearly show the much 

larger volume of the GTV_MJV but given the small difference in guidance volumes, it is 

unclear as to why the difference exists. For physician AT, intra-observer variation is 

relatively consistent.  

Overall, for both physicians, after removing the patients that produce the largest 

outlier differences, the trend is for relatively consistent GTV volumes with RMS 

differences less than 5 cc. This was confirmed when a one-way ANOVA was run on the 

differences for each physician. The distribution of differences were not significantly 

changed for either RS (p=0.8930) or AT (p=0.4581). In other words, we do not have 

sufficient evidence to say that the differences in GTV volumes between GTV_0 and 

GTV_40%, GTV_0 and GTV_MJV and GTV_40% and GTV_MJV are different, within 

either physician. 

AXIAL CORONAL SAGITTAL
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GTV_40%
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GTV_MJV
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IV.D.2. Inter-observer variation 

IV.D.2.a) Inter-observer variation and physician experience level 

Next, we assessed the inter-observer agreement between RS and AT. Figure 

IV-10 shows an example of the GTV contours from RS and AT on fused PET-CT images 

for patient 9 in the situation where no guidance contour was available. In this sense it 

represents the standard procedure for contouring GTVs for head and neck patients.  

 

Figure IV-10. Comparison of the inexperienced (RS) and experienced physician (AT) 

contours. From left to right contours are overlaid on select axial, coronal and sagittal 

planes for patient 9. 

Figure IV-10 provides an example of some of the typical observed differences in 

contours between the two physicians. Specifically for this patient, we see that in the 

chosen axial plane the contours for both physicians corresponding to the region of 

increased FDG uptake generally match well. However, in the axial image plane RS is 

including an area close to the pharynx which had a smaller FDG uptake associated with 

it. RS is also defining a larger GTV comprising of tissue that encompasses more of the 

patient pharynx wall in the sagittal image plane. These large variations in GTV defined 

on the same patient between physicians of different experience levels was one 

motivation for providing consensus volumes as they have the potential to prompt 

different physicians to include or exclude the same region of the tumor, resulting in more 

RS

AT

AXIAL CORONAL SAGITTAL
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consistent contours among groups of physicians. The Wilcoxon signed-rank test 

revealed that GTV volume differences between physicians were not significant 

(p=0.6575). 

IV.D.2.b) Inter-observer variation and guidance volume choice 

Pooling the GTV and grouping according to the guidance volume that was 

available for the creation of each GTV showed that for RS, the GTV_0 was the largest 

volume in (6/19) patients, GTV_40% was largest in (9/19) patients and GTV_MJV for 

(4/19) cases. For AT, the GTV_0 was the largest volume in (9/19) patients, GTV_40% 

was largest in (3/19) patients and GTV_MJV for (7/19) cases. It appears that the 

guidance volumes are not obviously influencing either RS or AT. To further elucidate the 

differences between the physicians, Figure IV-11 shows the Bland-Altman analysis used 

to find which patients, and for which method of GTV guidance show the biggest 

disagreement between physicians.  

 

Figure IV-11. Bland-Altman analysis for inter-observer agreement between physicians 

RS and AT as a function of guidance volume. Plots from left to right show Bland-Altman 

plots for GTV_0, GTV_40% and GTV_MJV. Highlighted are two individual patients which 

display large disagreements between the physicians for the same guidance volumes. 

In Figure IV-11, we take note of two patients (patients 8 and 17). For patient 8, 

the GTV_0 for RS is smaller than GTV_0 for AT, and for patient 17, the GTV contour 

GTV_0 GTV_MJVGTV_40%

Patient 8

Patient 17

Patient 8
Patient 8

Patient 17

Patient 17
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defined by RS is larger than the GTV contour defined by AT. Both of these contours lay 

far outside the limits of agreement defined as the 95% confidence interval around the 

mean difference. It is important to note that the confidence intervals (CI) are generated 

assuming that the volumes defined by each physician are paired. CI generated 

assuming independence would be larger. Patient 17 corresponds to the patient where 

AT did not contour a large area of increased uptake in the case where no guidance was 

available. This particular patient was previously treated as an outlier when analyzing 

values in Table IV-6. As we follow this patient, when the 40% guidance contour is 

provided, the difference between AT and RS decreases, and this decrease continues 

further in the situation where the MJV guidance volume was available to both physicians. 

For patient 8, we see that the agreement between physicians improves by approximately 

the same amount for both the 40% and MJV guidance volumes.  

To see the overall improvement in consistency, the limits of agreement (i.e. the 

width of the 95% confidence interval for AT-RS) for the three methods were found to be 

found to be 7.75 cc for GTV_0, 4.61 cc for GTV_40; and 5.87 cc for GTV_MJV. This 

shows that over all of the patients included in the study, the 40% guidance volume 

appears to reduce the variability between the two physicians the most. In addition, the 

root mean squared (RMS) difference between the two physician GTV volumes was 

calculated for each of the three guidance methods. RMS differences were found to be 

7.9 cc, 4.7 cc and 6.0 cc for GTV_0, GTV_40% and GTV_MJV, respectively. If we 

remove the outlier volume for patient 17 as was done above, then the RMS However, as 

shown in Figure IV-12, the differences between the physicians as a function of guidance 

volume were not significant based on a one-way ANOVA (p=0.2575).  
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Figure IV-12. ANOVA analysis of the differences in physician GTV volumes (in cc) as a 

function of the guidance method used to create them. Marker in “NONE” that is identified 

as a “x” corresponds to patient 17 and was excluded from analysis. 

This further confirms that there is no significant difference in GTV defined by the 

two physicians, regardless of whether: (1) a guidance volume is provided and (2), what 

particular guidance volume is used. In other words, in this study population, the provision 

of either a 40% or MJV consensus volume as guidance does not appear to significantly 

alter the reproducibility between physicians.  

IV.D.2.c) Additional case study 

Finally, in the undertaking of this part of the study, we observed another case 

(patient 11) where there was a large difference in the GTV volumes defined by RS. This 

particular patient was highlighted on Figure IV-8. For this patient, the 40% thresholding 

NONE 40% MJV
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and MJV consensus volumes that were available for physician guidance are shown in 

Figure IV-13. 

 

Figure IV-13. The 40% thresholding and the MJV consensus guidance volumes for 

patient 11 that were available to both physicians (RS and AT) for the creation of 

GTV_40% and GTV_MJV contours, respectively.  

Here we see generally good agreement between the two guidance contours that 

were used for this patient (DSC = 0.904; SMASD = 0.296 mm). We do see that in the 

axial plane, the MJV consensus volume does include a small region of increased uptake 

between the two larger segmented volumes but it is small compared to the other 

volumes. Figure IV-14 shows the difference in final GTV with and without the guidance 

volumes available. 
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Figure IV-14. Intra-observer variation for RS (left column) and AT (right column). Each 

physician GTV was defined either with the 40% or MJV guidance volume for this patient 

or defined without guidance. 

For physician AT, differences between GTV volumes are relatively small. 

However, for RS, the GTV_MJV is greatly increased in size relative to the GTV_0 and 

GTV_40. Figure IV-13 did show that there was a small region of increased uptake and it 
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is hypothesized that the MJV consensus volume prompted RS to include a much larger 

region of tissue in the GTV or this particular patient.  

IV.D.3. Guidance volumes and GTV misses 

 The final aspect of this study was to see if the physician-defined GTVs are 

missing any of the guidance volumes, and if so, where these misses occur. Figure IV-15 

shows GTV volumes for patient 1 defined with and without the MJV consensus volumes. 

For physician RS there is a gap between two areas of increased uptake in the primary 

tumor and right cervical lymph node. With the MJV guidance volume, this gap is closed 

forming one continuous region. The gap closure is not seen in the GTV_0 or GTV_MJV 

for physician AT. Almost identical patterns of miss were seen for this patient with when 

the 40% guidance volume was provided and so for conciseness, the GTV_40% is not 

shown. 
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Figure IV-15. The change in physician-defined GTV when the MJV consensus volume 

was provided for both physicians. Shown is the area of largest disagreement between 

the GTV_0 (red) and GTV_MJV (blue) contours which is indicated with the yellow arrow.  
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Figure IV-16. Amount of the provided MJV guidance volume that lay outside (i.e. was 

missed by) each physician GTV_0 (i.e. without guidance) and GTV_MJV (i.e. the GTV 

defined when the MJV guidance contour was available). 
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The amount of MJV consensus volume that lies outside of GTV_0 and GTV_MJV 

are shown in Figure IV-16. This figure reflects the difference in contours seen in Figure 

IV-15. We see that the largest region of the MJV guidance contour lying outside each 

physicians GTV contour is in the identified “gap” between the regions of increased FDG 

uptake. In Figure IV-15 we saw that for the resident, the original disagreement in the gap 

between the MJV guidance volume and GTV_0 is removed via the increased size of the 

GTV_MJV. This change is reflected in the reduction in the blue contour in the same 

region which shows that the GTV_MJV defined by the resident does now encompass the 

region of the gap, and which was not previously filled by the resident’s GTV_0.  The 

attending physician does not show the same change - the original GTV_0 and 

GTV_MJV are similar, particularly in the gap region. The remaining differences between 

the guidance and GTVs are mostly found at the margins. These differences at the 

margins are likely attributable to differences introduced when registering the PET images 

into the coordinate system of the treatment planning CT. The registration is based on 

aligning the CT image volume taken just prior to the PET acquisition. Patient motion that 

occurs between the end of the CT scan and prior to, and during the PET imaging is not 

accounted for. While the patients are fitted with thermoplastic masks to limit this, minor 

motion can still occur. Also, the registration is designed to produce a good quality 

alignment for the primary tumor volume. Distant lymph nodes may not be registered 

exactly due to anatomy deformations. Other sources of differences include that the 

physicians are able to make use of the anatomy provided by the high resolution CT 

whereas the segmentation methods are blinded to this information and rely solely on the 

image intensities of the PET images. 
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Finally, Figure IV-17 shows the change in the amount of guidance volume that is 

missed by each physician’s GTVs as a function of the guidance volume averaged over 

all of the patients in this study. Columns labeled as GTV_0 reflect how much of the 

specified guidance volume is missed by each physicians GTV_0. High values here 

would indicate that physicians are not taking into account the functional information (not 

the guidance contours) present in the image when defining their GTVs. Columns labeled 

GTV_40% or GTV_MJV indicate how much of either the 40% or MJV guidance contour 

are being missed by the respective physician’s GTV_40% or GTV_MJV contours. If any 

of these columns are smaller with respect to the GTV_0 column for that physician and 

guidance volume, then the physician-defined contour now encompasses more of the 

provided guidance volume.  

 

Figure IV-17. Mean percentages of the 40% or MJV guidance volumes that are missed 

by the physician-defined contours across 19 patients. Missed volumes based on 

calculation in Eq. IV-1. Error bars represent the range of missed percentage of guidance 

volumes. 
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For the resident physician, Figure IV-17 indicates the amount of the 40% 

guidance volume that is missed remains approximately equal for both GTVs. In other 

words, the GTV for RS does not appear to change regardless of whether the 40% 

guidance volume is available or not. There is an increase in the amount of the MJV 

guidance volume that is included in the final GTV when it is made available. Similarly, 

more of both the 40% and MJV guidance volumes are included in the AT GTVs when 

they are available. No decrease in the percentage of guidance volume that was missed 

was significant for either guidance volume (Wilcoxon signed-rank; V(40%) missed by 

GTV_0 versus V(40%) missed by GTV_40%, p=0.9038; V(MJV) missed by GTV_0 

versus V(MJV) missed by GTV_MJV, p=0.1931).  

IV.E. Discussion 

In this chapter we showed that intra-observer variation for an experienced 

physician is small with DSC values higher than 0.85 and SMASD values smaller than 

0.66 mm for 4/5 patients. The one patient with poor DSC and SMASD suffered from 

diffuse nodal disease, with low uptake, and presented a particularly difficult 

segmentation task for the physician. Both MJV and STAPLE consensus volumes 

showed good agreement with each other but were consistently smaller than physician 

defined contours. This was mainly due to the inclusion of nodal disease by the physician 

and was the main factor in the lower DSC and higher SMASD values when comparing 

the MJV and STAPLE contours to the physician-defined GTVs. 

While the guidance volumes were consistency smaller than the physician-defined 

GTVs, the MJV guidance volumes provided the closest match to the physician-defined 

GTVs where no guidance was used (i.e. GTV_0). However, final physician-defined GTV 

volumes were not significantly different even when controlling for physician experience 
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level. This means that the provision of guidance volume does not appear to alter 

physician decisions when averaging over all of the patients included in this study. Even 

so, large differences in final GTV volumes were seen for individual patients and so the 

lack of statistical significance should not be interpreted as there being no value in the 

use of guidance volumes. In fact, as seen with patient 11, a consensus volume may 

have prompted physician RS to include a much larger volume in the GTV. Also, both 

guidance volumes did improve the inter-observer variability, with 40% guidance volumes 

providing greater improvement than the MJV consensus volume in terms of RMS 

differences, but ultimately differences in variability were not significant. For assessing 

inter-observer variation with guidance volume, the Bland-Altman analysis also revealed 

that guidance volume choice did reduce the variability of manually drawn GTVs for both 

the resident and attending physicians. However, these differences were also not 

significant. 

While the decreases in missed guidance volumes were found to not be 

significant, the fact remains that both the resident and attending physicians appear to not 

include approximately 15-20% of the provided guidance volumes in their final GTVs. 

This 15%-20% is likely due to errors in registration, particularly for regions of anatomy 

far from the site of the primary tumor. These registration errors will result in 

disagreements between the guidance volumes (defined on the PET image volumes) and 

the physician-defined contours (defined on the CT image volumes). Disagreements may 

also represent inflammation or other non-cancerous anatomy recognized to not be part 

of the GTV by a human observer, but not able to be discriminated against by the 

automatic segmentation algorithms. However, part or all of the misses may also be true 

misses of tumor which may be the origin of local failure for patients. With the subsequent 
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CTV and PTV expansions it is less likely that these misses would actually result in local 

failure. However, in certain situations, for example, when the GTV abuts a critical 

structure such as the parotids, spinal cord, or brainstem, then CTV and PTV expansion 

may not be sufficient to fully encompass the true tumor extent. It is in these situations 

that accurate GTV delineation is critical. One potential solution would be to merge the 

physician-defined GTV with the guidance volumes. In this way we not only benefit by 

being able to segment the low-to-no uptake nodal disease that were generally included 

in the GTVs by the physicians and which the automated methods do not pick up, but we 

also include areas of high uptake that physicians were seen to miss. In this approach, 

the physician defined GTV could be used as the basis for the region of interest that the 

automated methods work in, using the image intensities from the PET images to refine 

the tumor margin. A feedback system could be implemented to ensure the GTV 

refinement does not produce final GTVs that encroach into critical structures. 

Alternatively, if the refined GTV does in fact encroach into a critical structure, due to say, 

infiltrative disease processes, then an alert system could be put in place. For example, if 

the refined GTV overlaps with a certain percentage of a critical structure then this might 

be valuable to use as a constraint for IMRT optimization. Another point is that GTVs are 

commonly used to assess changes in a patient’s mean SUV as a surrogate measure of 

treatment response. If the physician-defined GTV does not include areas of high uptake 

then the mean SUV could be biased towards lower values. These lower values may 

result in incorrect assessments of patient response to treatment. In this next chapter we 

will investigate whether consensus segmentation volumes can play a role in quantifying 

treatment response. 
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IV.F. Conclusions 

Intra-observer variation was small for 4/5 patients. The remaining patient showed 

diffuse, low-uptake nodal disease which had poor repeatability. The MJV and STAPLE 

guidance volumes showed excellent agreement with each other. Differences between 

the physician-defined GTV and the consensus volumes was mainly due to the physician 

contours including low-uptake nodal disease that the consensus volumes are simply not 

able to segment due to them acting on the image intensities. 

For the inter-observer study the MJV consensus volume was shown to have 

higher DSC and lower SMASD than the 40% guidance volume when using each 

physician GTV_0 as the reference volume. However, differences between the 40% and 

MJV guidance volumes were not significant. Decreased variability in final GTV between 

physicians were observed with the provision of guidance volumes but differences overall 

patients was not significant. No obvious or significant decrease in variability was 

observed when the GTV volumes resulting from using 40% guidance volumes were 

compared to differences in GTV volumes defined when the MJV guidance volume was 

used.  

GTV misses by the physicians with approximately 15-20% of both the 40% and 

MJV guidance volumes remaining outside of the physician-defined GTV. This can have 

implications for both treatment failure due to insufficient definition of the GTV, and also 

treatment response studies that extract metrics from GTVs defined by physicians. 
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V. Consensus volumes for assessing treatment 
response in radiation therapy 

V.A. Introduction and Purpose 

Currently, the assessment of treatment response in radiation therapy is carried 

out under the guidelines given in the Response Evaluation Criteria In Solid Tumors 

(RECIST) report. RECIST is a set of published rules that define when cancer patients 

respond, stay stable or worsen after therapy. RECIST 1.0 was published in 2000 

(Therasse et al., 2000) and was updated to version 1.1 in 2009 (Eisenhauer et al., 

2009). Specifically, RECIST 1.1 deals with both target and non-target (non-

measureable) lesions. However, for target (measureable) lesions it is required that the 

tumor is at least 10 mm in diameter via CT scan or 20 mm diameter by chest X-ray. The 

longest diameter in the plane of measurement is the outcome variable. For a patient to 

be considered having a complete response to treatment, the tumor must disappear. A 

tumor that undergoes a greater than 20% increase in the shortest diameter is considered 

to be progressive disease, i.e. treatment failure. Inclusion of PET in assessing treatment 

response is mentioned in RECIST 1.1 but focuses exclusively on the evaluation of 

progressive disease. For example, if a patient has an initially negative PET at baseline 

but a positive PET after treatment, or a positive PET scan occurs at a new site and is 

confirmed on CT, then it is considered progressive disease (Eisenhauer et al., 2009).  

A later report titled “From RECIST to PERCIST: Evolving Considerations for PET 

response criteria in solid tumors” analyzed approximately 3000 references looking at the 

role PET could play in assessing treatment response as well as its limitations (Wahl et 

al., 2009). As the authors noted, despite effective treatment, changes in solid tumor 

sizes may be negligible, meaning that RECIST recommendations of assessing treatment 
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response via diameter measurements is limited in accuracy. PET was shown to be an 

effective tool in the assessment of treatment response, offering higher sensitivity to 

changes than simple diameter measurements. In particular, the report detailed the use 

of standardized uptake values (SUV) across multiple PET scans of the same patient. 

Ultimately, the PERCIST recommendations include the assessing of normal tissue 

uptake via a 3-cm –diameter region of interest in the liver, consistent PET image 

acquisition and processing protocols, using the average SUV over a small, fixed 1 cm3 

volume centered in the most metabolically active regions (peak SUV), and using lean-

body-mass SUV values. Treatment response was also defined as a decrease of greater 

than 30% in peak SUV lean body mass (Wahl et al., 2009).  

To date, most studies that assess treatment response using repeated PET 

imaging on the same patient have used the maximum SUV, peak SUV, mean SUV 

within an ROI or all three to quantify SUV changes in patients. However, SUVmax is 

sensitive to image noise within the ROI (Boellaard et al., 2004) and is less reproducible 

in scans of the same patient taken within a few days (Krak et al., 2005; Nahmias and 

Wahl, 2008). Further, there can be substantial variations in SUVpeak values depending on 

the choice of ROI used in the calculation (Vanderhoek et al., 2012). Other factors such 

as body size, and biological and reconstruction parameters can also impact SUV values 

(Keyes, 1995; Adams et al., 2010). Further, the studies that do use SUV values mostly 

focused on assessing treatment response after a patient had completed their prescribed 

course of radiation therapy. Many wait for several months after the final radiation fraction 

was delivered before rescanning in order for non-malignant processes such as 

inflammation to subside (Andrade et al., 2006). The assessment of early response to 

therapy is a potentially more valuable clinical assessment endpoint because identifying 
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non-responding patients provides the opportunity to adapt the patient management. This 

could be done by either changing the chemotherapy drug administered concurrently, by 

adapting the radiation therapy plan to deliver higher radiation doses to those regions that 

show the least response to therapy, or both. Only recently has the issue of determining if 

PET can provide quantitation indicative of early responses to chemotherapy or radiation 

therapy been studied. 

In one study, the use of 3-Deoxy-3-18F-Fluorothymidine (FLT) PET was used to 

assess the response of malignant gliomas by using PET images acquired at baseline, 2 

weeks and 6 weeks after the start of treatment. The investigators in this study used a 

change of 25% in the mean SUV values contained with a 16 pixel spherical ROI 

centered on the pixel possessing the maximum SUV value. Absolute SUV values at 

baseline, 2 weeks and 6 weeks were not significantly associated with overall survival 

(OS). However, the differences in SUV at both 2 weeks and 6 weeks were significant 

predictors of overall survival. Most patients actually showed small decreases in their 

SUV values from baseline to 2 weeks. However, the stronger predictor of overall survival 

was in the differences in SUV for responders and non-responders at 6 weeks. 

Specifically, decreases of 46% and increases of 20% in SUV were seen for responders 

and non-responders, respectively. 

Another study acquired two pretreatment PET scans (baseline) and one PET 

scan acquired between 1 and 2 weeks after beginning treatment for patients with head 

and neck squamous cell carcinoma (HNSCC) (Hoang et al., 2013). The variability of the 

maximum SUV, and mean SUV for voxels included in a manually drawn ROI between 

the two baselines and also between baseline and during treatment was assessed using 

a Bland-Altman analysis. The study found no significant difference in the percent SUV 
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changes between the two baseline scans and the percent changes between baseline 

and intra-treatment scans. These patients were participants in the FITT data introduced 

in Chapter IV. This particular study relied on the manual definition of ROIs and image 

registration methods to transform the volumes on to the additional image sets of the 

same patient. While it was outside the scope of the study, no investigation into how the 

distributions of SUV values within these ROIs change with treatment was performed 

which could reveal more information about early treatment response. 

In another study, changes in SUV were quantified using an image segmentation 

method that works on an entire volume of SUV differences. These differences were 

found using a database of head and neck (HNC) patients who had PET images acquired 

at baseline (prior to therapy) and those acquired either during or shortly after therapy 

had been completed (Schreibmann et al., 2013). Specifically, their method clusters the 

differences between a baseline and post-treatment PET images that have been 

registered into a common coordinate system via deformable image registration. Their 

results showed high sensitivity to subtle changes in enhancement between the two 

image sets but did not correlate the changes to patient outcomes. 

Finally, a large study followed 77 HNC patients who had a baseline PET scan 

before radiation therapy (Schinagl et al., 2011). Metabolically active regions on the PET 

images were identified by thresholding at SUV=2.5 (SUV2.5), thresholding at 40% 

(SUV40%) and 50% (SUV50%) of the maximum SUV within the tumor, an adaptive method 

accounting for the intensities of the tumor and background (SUVSBR) and visual 

delineation by two experienced radiation oncologists working in consensus (PETVIS). 

These contours were used to produce a metric called “integrated SUV” which was 

defined as the product of the PET-based volume and mean SUV within each volume. 



 

135 

The integrated SUV was then used tested as being potential predictors of local control, 

regional recurrence-free survival (RRFS), distant metastasis-free survival (DMFS), 

disease-free survival (DFS) and overall survival (OS). PETVIS was the only volume-based 

method able to predict LC. PETVIS and the GTVs defined using only the CT were able to 

predict DMFS, DFS and OS in these sub-sites. Integrated SUVs were associated with 

LC, DMFS, DFS and OS, while mean and maximum SUV were not. 

The goal of this chapter is to consolidate some of the ideas of the previous 

studies, using a longitudinal dataset consisting of two baseline PET scans, and one 

within treatment PET, to investigate whether changes in SUV derived from our 

consensus volumes developed in the prior chapters could provide a method of 

assessing early treatment response. The first part of this study investigates how the 

choice of rigid or deformable image registration technique affects the size of the 

consensus volumes that were used to extract SUV values. The second part of this 

chapter uses consensus segmentation to extract SUV values from patients within our 

database. Changes in SUV between repeated baseline scans and between baseline and 

within treatment will be analyzed to find the magnitude of baseline change, to see if early 

treatment response can be assessed using patients from an existing study. 

V.B. Methods 

V.B.1. Patient selection 

A subset of 12 patients enrolled in the FITT trial at Duke was selected for 

retrospective analysis. Six patients had all three PET scans acquired on the General 

Electric Discovery STE PET-CT scanner (DSTE) located in the PET Center of the 

Department of Radiology at Duke University. The remaining six patients had all three of 
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their PET scans undertaken on the Siemens Biograph mCT PET-CT scanner (mCT) 

located in the Department of Radiation Oncology at Duke University. Patients were 

administered the FDG and immobilized in thermoplastic head masks in accordance with 

the FITT protocol. 

V.B.2. Image processing, registration and segmentation 

For patients who had images acquired via the DSTE system, all images were 

reconstructed using 4 iterations and 20 subsets, with no TOF information. For patients 

who had images acquired using the Siemens system, image sets were reconstructed 

using 4 iterations and 21 subsets, with TOF information. Because each patient’s image 

sets were acquired on the same scanner and that the reconstruction parameters for 

each scanner remained the same for all three image sets, any variations in individual 

SUV values due to different scanners or reconstruction parameters are not an issue. 

Images were exported from the scanner with no post-reconstruction smoothing. 

The procedure for registering each PET-CT image volume with the CT used for 

treatment planning (CTPLAN) is shown in Figure V-1. 
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Figure V-1. Procedure for registering each acquired PET-CT image dataset with the CT 

used for treatment planning (CTPLAN).   ⃗⃗⃗⃗ ,   ⃗⃗ ⃗⃗   and   ⃗⃗ ⃗⃗  represent image registrations 

using a combination of rigid and deformable methods while   ⃗⃗ ⃗⃗  is a pure rigid registration. 

  ⃖⃗ ⃗⃗⃗ and   ⃖⃗ ⃗⃗⃗ are the reverse registrations required to transform objects from the CTPLAN 

coordinate system into the original coordinate system of CT3/PET3. Consensus volumes 

are formed on the baseline PET image volume and copied to all PET images acquired in 

the study with maximum, peak and mean SUV values calculated from them. 

The PET image volumes from the two baseline scans were registered into the 

coordinate system of the planning CT (CTPLAN) using either rigid or rigid+deformable 

image registration techniques within the VelocityAI software (Version 2.8.1, Velocity 

Medical Solutions Atlanta, GA). In more detail, and referring to Figure V-1, CTPLAN is 

set as the primary image volume. Then, the translations and rotations, together with 

deformations required to match the CT from the PET-CT imaging session to the 
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CTPLAN are saved (             ). These registrations are then used to register the 

PET image volumes from the PET-CT imaging session into the CTPLAN coordinate 

system. The assumption here is that there is no patient motion between the CT and the 

PET image acquisitions for each PET-CT imaging session. This is not unreasonable, 

particularly because the patients are imaged with their thermoplastic masks attached to 

the PET-CT imaging couch which limits voluntary and involuntary motion as much as 

possible. For any motion not able to be accounted by a rigid motion, the deformable 

image registration can aid in minimizing the remaining differences. For deformable 

image registration, VelocityAI uses an approach based on basis splines (b-splines). In 

particular, we implemented the two-pass approach whereby the registration occurs in 

two steps. In the first, a coarse set of grid control points are used to modify the b-spline 

curves and in the second, a finer grid of control points is used to refine the curves to 

provide a closer anatomical match.  

Once all image datasets were registered, a new PET image volume was formed 

by computing the mean image intensity for every voxel within the two registered baseline 

PET volumes (PET1 and PET2). This was now referred to as the average (or mean) 

baseline PET. The average baseline PET image volumes were filtered with a 7 mm 

FWHM Gaussian filter (according to the FITT protocol) and segmented with the 40% 

thresholding, ADP method, KM clustering and SRG techniques. For the WSC 

segmentation technique, images were filtered with two iterations of a 10 mm FWHM 

bilateral filter as this filter width closely matched the SNR of the 7 mm FWHM Gaussian-

filtered images in 2 background regions of interests. A further 6 mm deconvolution step 

was performed before segmentation. The five individual volumes were combined using 

the MJV and STAPLE consensus methods. All of these masks therefore were created 
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on the baseline PET and exist within the coordinate system of the treatment planning 

CT. All individual and consensus volumes were saved for the extraction of image SUV 

values. 

An alternative way of defining the consensus volumes would have been to create 

the segmentations on the first baseline PET (PET1) and then use the registrations to 

deform this baseline volume into the other coordinate frames. This was the approach 

taken in the study of Hong et al (Hoang et al., 2013). However, any errors at the initial 

delineation of the GTV will be translated throughout the remaining measurements of 

SUV. For example, as we saw in Chapter IV, there were cases where 15-20% of the 

guidance volumes were not included in the physician defined GTV. This omission of a 

region of increased uptake will then lower the measured SUV values on the first PET 

relative to what they would be if this region were included. Further, the error of any 

“missed volume” will be propagated when we deform this volume on to additional 

anatomy. By first registering PET1 and PET2 into a common coordinate system before 

we define a GTV, and assuming that errors in registration are normally distributed, this 

process effectively blurs image intensities in proportion to the registration errors. 

Registration errors will then manifest themselves in a way that it appears that additional 

image smoothing has been performed. Because of this, volumes defined on our mean 

baseline image will likely be larger than those that would otherwise be defined on a 

single PET but they will account for the registration errors from both the PET1 and PET2 

baseline PET image sets. In this way, the consensus volumes are less likely to possess 

errors from missing an area of increased FDG uptake on a single baseline PET scan by 

a manual contour. 
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V.B.3. Rigid versus deformable registration 

To assess the effect of registration technique on image values, the third PET 

image volume was registered into the coordinate system of the planning CT using either 

a pure rigid registration or a combined rigid and deformable registration. In the latter 

case, the initial rigid registration was used as the starting point for the deformable 

registration step. Consensus volumes that were defined on the average baseline PET in 

the CTPLAN coordinate system were transformed back into the original frame of 

reference of the third PET-CT image set (the intra-treatment PET) via the registrations 

   and   . This was to investigate the magnitude of volume change that occurs using 

the deformable image registration method compared to the rigid deformation.  

To quantify the difference between in volumes between those that were rigidly 

transformed compared to those that underwent deformable registration, we use the total 

volume of disagreement defined as: 

    
                             

         
 Eq. V-1 

This equation can be represented pictorially as seen in Figure V-2.
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Figure V-2. Pictorial representation of the volume disagreement between the registered 

and the deformable volume, relative to the original volume defined at baseline. The sum 

of the volume difference between the rigid or deformable transformed volumes in the 

coordinate system in which they were originally imaged is normalized to the volume of 

the object at baseline. 

The volume of disagreement could also be written as  

    
                             

         
 Eq. V-2 

Both equations therefore, provide a method of determining the overall difference 

in volumes between the rigid and deformable methods to transform a volume from one 

coordinate system to another. 

V.B.4. SUV extraction 

Based on the results of our investigation into volume changes described in the 

previous section, each of the three image sets for all patients were registered into the 

CTPLAN coordinate system using the rigid+deformable image registration method. Once 

in the CTPLAN coordinate system, images were converted into SUV body-weight 

images (SUVbw) via the following equation: 
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Eq. V-3 

The administered activity was corrected so that it represents the amount of 

radioactivity within the patient at the time of the scan. The amount of decay was 

corrected by using the injection time and acquisition time parameters extracted from the 

DICOM header. In addition to body weight, other measures for the normalizing the 

image intensities to patient size have been proposed, particularly the lean body mass 
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(Sugawara et al., 1999). However, all of these show substantial variation when 

compared to measurements using dual-energy X-ray absorptiometry (DEXA), 

considered to be the gold standard of measuring lean body mass. In fact, in a study of 

153 women, only one method of computing the lean body mean was shown not to be 

statistically different from DEXA measurements (Erselcan et al., 2002).  
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) Eq. V-4 

Given that our dataset consists entirely of males, it is unclear whether Eq. V-4 is 

still valid. Further, the fact that this study looks at relative changes in SUVbw in the same 

patient, and that each patient’s weight does not change appreciably over the course of 

the three scans mean that any variations in SUV due to body size is limited. Therefore, 

for the remainder of the chapter, the use of SUV will refer specifically to SUVbw. 

Prior to the extraction of SUV values, all three individual image sets were filtered 

with the 7 mm FWHM Gaussian filter. The average baseline PET image sets were 

filtered with the same 7 mm FWHM Gaussian filter after creating it from the mean of the 

two baseline scans. The MJV and STAPLE consensus volumes defined on the average 

baseline PET were used to extract the maximum, peak and mean SUV from the three 

PET image volumes. In addition, the maximum, peak and mean SUV values were also 

extracted from the average baseline scan. SUV values were grouped by patient, 

scanner, and the type of ROI used to compute the mean SUV. A Bland-Altman analysis 

was performed, similar to that done in (Hoang et al., 2013), in order to analyze the 

variability in the two baseline scans (PET1 and PET2) and between the mean baseline 

scan and the intra-treatment PET (PET3). The Bland-Altman analysis plots the 

difference between the baseline SUV values against their average. In doing so it 
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provides a concise measure of the repeatability of SUV measurements for each patient 

and also allows us to visualize if there is bias in the differences (e.g. do differences 

become larger or smaller as the average value of SUV between baseline PET 

acquisitions increases or decreases?). Referring to Figure V-3, SUV values were 

compared between the two baseline scans to investigate whether baseline changes in 

SUV were significant (i.e. SUV1 vs. SUV2). In addition, SUV values between the mean 

baseline image and the intratreatment PET were compared for differences (i.e.    ̅̅ ̅̅ ̅̅
   vs. 

SUV3). All comparisons were performed using the Wilcoxon signed-rank test with p-

values lower than 0.05 indicating significant differences. 

 

Figure V-3. Comparisons used in the hypothesis testing of SUV values between 

baseline, between treatment and of the changes in SUV between baseline and 

intratreatment PET. 

Ideally we would like to find whether an individual patient’s intra-treatment SUV is 

different from baseline. In fact, the PERCIST criteria recommends that a decrease of 

PET1 PET2

SUV1 SUV2

∆     

     SUV3

PET3

∆     
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30% or more in peak SUV is required for a patient to be considered responding to 

therapy (Wahl et al., 2009). Because the limits of agreement that are found between the 

baseline scans only represent a single trial, running another experiment with a different 

12 patients would likely generate different limits of agreement for baseline variation. 

Therefore, we need to produce a confidence interval for the mean difference expected in 

baseline for a population of patients. Changes in SUV between baseline and intra-

treatment can then be run on new patients, or the existing patients’ intra-treatment SUV 

changes, so that patients who have SUV changes greater than the expected baseline 

variation can be identified. To do this, the repeatability coefficient (RC) presented by 

Bland and Altman (Bland and Altman, 1986) was used. The RC is defined for a 

population as the standard deviation (SD) of the baseline change (i.e. the difference in 

SUV values between PET1 and PET2) multiplied by 1.96. Such an approach was used 

in the previous works of Frings et al (Frings et al., 2010) and Hoang et al (Hoang et al., 

2013). However, the Bland and Altman paper also specifically states that the standard 

errors used when computing the precision of the limits of agreement follow the Student’s 

t-distribution with n-1 degrees of freedom. Therefore, instead of a constant 1.96 which is 

valid for the normal distribution, the precision in the limit of agreement (i.e. the RC) must 

be calculated based on the number of subjects for which a repeated baseline scan are 

available. Thus, for our study, the RC was calculated using the standard deviation of the 

percent differences in mean SUV at baseline extracted for the MJV and STAPLE 

consensus volumes, the peak SUV and maximum SUV, in conjunction with the formula 

shown in Eq. V-5. 
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  ( )   (             ))           

  ( )                  

Eq. V-5 

Of course, this framework relies on the assumption that the change in SUV is 

normally distribution. For 12 patients it is unclear whether this assumption is entirely 

valid. This is why statistical tests for changes in SUV are performed with the non-

parametric Wilcoxon signed-rank test. Finally, as an exploratory aspect of the work we 

extracted the histograms of SUV values contained within two patients, that had both 

received 10 Gy of radiation. The first patient appeared to be showing early response to 

treatment with the other not appearing to have such a response. In addition, histograms 

of all 12 patients at baseline and intra-treatment were analyzed by extracting the mean, 

variance, skew and kurtosis (i.e. the 1st-4th moments) to investigate whether these 

histogram features were associated with the known patient response to treatment. 

V.C. Results 

V.C.1. Volume change with registration technique 

For the 12 patients, each had a MJV and STAPLE consensus volume defined on 

the average baseline image. The disagreement between the volumes that result from the 

rigid vs. rigid+deformable registrations, when transformed into the coordinate system of 

PET3 is shown in Figure V-4. 
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Figure V-4. Magnitude of disagreement that occur when baseline volumes 

corresponding to individual patients are registered into a different system using rigid and 

deformable techniques. 

The average disagreement across all patients was 37% and 39% for MJV and 

STAPLE consensus volumes respectively. These surprisingly high numbers indicate that 

there are large differences between the resulting volumes when rigid and deformable 

image registration techniques are used to map volumes between coordinate systems. To 

see where the differences are occurring we look at two cases; the patient that showed 

the smallest disagreement (patient 3), and the patient with the largest disagreement 

volume (patient 12). Figures for patient 3 and patient 12 are shown in Figure V-5 and 

Figure V-6, respectively. 

1 2    3 4 5 6 7 8 9  10  11  12
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Figure V-5. Volumes of the difference in registration method used to transform the 

baseline MJV consensus volume into the coordinate system of PET3. The above image 

corresponds to patient 3, which showed the smallest volume of disagreement between 

the two registration methods. 

Figure V-5 shows the small differences in the volumes that result when we use 

either a rigid or a deformable registration to transform the MJV contour defined in the 

coordinate system of the treatment planning system for this patient and transform it into 

the coordinate system of PET3. The differences occur mostly at the margins which 

indicate that for this patient, the tumor and surrounding anatomy were stable between 

imaging sessions.  

BASELINE MJV
REGISTRATIONS

DIFFERENCEDEFORMRIGID
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Figure V-6. Volumes of the difference in registration method used to transform the 

baseline STAPLE consensus volume into the coordinate system of PET3. The above 

image corresponds to patient 12, which showed the largest volume of disagreement 

between the two registration methods. 

Figure V-6 reflects the much larger differences in the volumes resulting from the 

rigid or deformable registrations now for the STAPLE contour being transformed from 

baseline to the coordinate system of PET3. Differences occur throughout the volume 

with a particularly large discrepancy in the inferior aspect of the original STAPLE contour 

and at the margins. The magnitude of disagreement that occurs between the rigid and 

deformable registration methods for this particular patient is large and appears to be 

BASELINE MJV
REGISTRATIONS

DIFFERENCEDEFORMRIGID
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attributable to a translation (and possibly) scaling error due to the constant shift from the 

baseline MJV contour. On closer inspection, patient 12 was observed to have the mouth 

open in one CT scan, while in the other it was closed. This was actually due to the 

mouth guard not being present for this patient. Even without this patient, it is clear that 

there are still large differences between transforming volumes with a rigid or deformable 

approach. Further, these differences may introduce large errors in the assessment of 

SUV values While there is no ground truth available for us to assess the accuracy of 

either registration approach there is evidence in the literature that deformable 

approaches provide greater accuracy (Lin et al., 2010; Liu et al., 2011). Because of this, 

intra-treatment SUV changes will be extracted from PET3 images that were registered 

into the coordinate system of the treatment planning CT using a deformable image 

registration approach. 

Further, to see if the volume differences did introduce differences into the SUV 

values extracted from the consensus volumes, the mean SUV values were extracted 

using both the MJV and STAPLE consensus volumes and were grouped by registration 

method. The result was that mean SUV was found to have higher values for deformable 

registration than rigid and the differences were significant for both the MJV consensus 

volume (∆SUV=0.26, Wilcoxon signed-rank, p=0.0068), and the STAPLE consensus 

volume (∆SUV=0.24, Wilcoxon signed-rank, p=0.0068). Differences in peak SUV were 

also significant (∆SUV=0.12, Wilcoxon signed-rank, p=0.0425), but differences in 

maximum SUV were not (∆SUV=0.10, Wilcoxon signed-rank, p=0.0654). 

V.C.2. Baseline and intratreatment SUV variability 

Figure V-7 shows the Bland-Altman plots for the repeatability analysis of the 

baseline PET scans.  
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Figure V-7. Baseline variability in SUV values measured using the MJV (a) and STAPLE 

(b) consensus volumes. SUVpeak (c) and SUVmax (c) are also shown for comparison.  

The mean SUV derived from the MJV (a) and STAPLE (b) consensus volumes 

are shown as well as the peak SUVpeak (c) and SUVmax (d) values derived from the same 

volumes. Variability in the mean SUV measured between two baseline scans is 

generally low with the MJV, STAPLE, SUVpeak and SUVmax having differences of +0.55, 

+0.53, +0.57 and +0.87, respectively. The limits of agreement (i.e. width of the 95% 

confidence interval) for the observed SUV values for the four methods were 2.12, 2.09, 

a) b)

c) d)

Mean SUV (MJV) Mean SUV (STAPLE)

Patient 5

Patient 11

Patient 5
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2.21 and 3.23. Figure 1 presented in Hoang et al, showed that the limits of agreement at 

baseline for nodal disease were similar to our widths but the widths for the primary tumor 

baseline repeatability shown in their Figure 1 were approximately ±5 implying our 

assessment of the baseline is more robust. These larger limits of agreement are also a 

potential reason as to why they did not find any significant differences between baseline 

changes in SUV compared to intra-treatment SUV. Importantly, even with the two 

patients showing large baseline changes (patients 5 and 11 indicated on Figure V-7) 

none of the four metrics had confidence intervals that did not encompass zero, implying 

that there is no difference between SUV values measured at baseline. The Wilcoxon 

signed-rank test was used to formally test whether differences in baseline SUV values 

were different from zero which confirmed that there was no difference in SUV values 

between the baseline scans (Table V-1).  

Table V-1 shows the average absolute changes and percentage changes in the 

SUV values extracted from the consensus volumes between both the two separate 

baseline PET images, and also between the baseline image (formed by taking the mean 

of the two individual baseline PET images) and the intra-treatment PET (i.e. 

mean(PET1,PET2) & PET3). Small SUV changes (∆SUV=0.98-1.17) between the 

baseline scans are seen with the highest difference observed for the SUVmax values 

(∆SUV=1.70±2.03). Table V-1 also shows that the intra-treatment changes in SUV are 

approximately twice that of the baseline changes in SUV and the difference between 

baseline and intra-treatment SUVs were significant (Wilcoxon signed-rank test, p<0.05).  
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Table V-1. Mean absolute and percentage changes in SUV for the baseline PETs and 

the baseline and intratreatment PET for the 12 patients in this study. P-value refers to 

the significance testing comparing SUV changes observed between baseline and 

intratreatment to SUV changes observed between the two baseline PETs using the 

Wilcoxon signed-rank test. Values in parentheses are the standard deviation of the SUV 

changes over all 19 patients. 

BASELINE ΔSUV %ΔSUV p-value 

SUVmean(MJV) 0.99(1.43) 10.8(12.0) 0.8501 

SUVmean(STAPLE) 0.98(1.40) 10.8(11.8) 0.9097 

SUVpeak 1.17(1.37) 12.2(11.1) 0.5693 

SUVmax 1.70(2.03) 10.5(8.9) 0.6221 

    

INTRA-TREATMENT ΔSUV %ΔSUV p-value 

SUVmean(MJV) -1.87(1.27) -24.9(16.4) 0.0001 

SUVmean(STAPLE) -1.81(1.26) -24.5(16.7) 0.0015 

SUVpeak -1.40(1.57) -15.4(18.4) 0.0269 

SUVmax -2.09(2.87) -14.1(19.0) 0.0122 

 

Table V-2 shows the repeatability coefficient (RC) calculated between the 

%ΔSUV for the baseline scans. The results imply that changes in %SUV between the 

baseline and intratreatment PET will need to be greater than approximately 20-25% in 

order to be suggestive of changes in SUV being due to treatment rather than the 

inherent variation in SUV within the patient population. Table V-2 also shows the 

intraclass correlation coefficients (ICC) for the SUV values measured between PET1 and 

PET2 and also between the mean baseline PET image volume and the intratreatment 

PET (PET3). The ICC reinforces that there is good agreement between the baseline 

SUV values, with less agreement between the baseline and intra-treatment SUV values, 

which is consistent with the SUV changes presented in Table V-1. 

 

 



 

153 

Table V-2. RC (%) and ICC for SUV values derived from the two baseline PET scans 

and also between the baseline image, formed by the mean of PET1 and PET2, and the 

intratreatment PET3. The baseline RC values are based on using all 12 patients with 

values in parentheses indicating what the RC values would be with the removal of 

patients 5 & 11, seen to be potential outliers in   

 
Baseline ICC ICC 

  %RC PET1 vs. PET2 PETBL vs. PET3 

SUVmean(MJV) 26.5(7.5) 0.77 (0.40-0.93) 0.64 (-0.09-0.91) 

SUVmean(STAPLE) 25.9(7.5) 0.79 (0.43-0.93) 0.66 (-0.09-0.91) 

SUVpeak 24.3(11.0) 0.85 (0.57-0.95) 0.80 (0.22-0.94) 

SUVmax 19.6(7.7) 0.81 (0.49-0.94) 0.63 (0.10-0.88) 

 

The percent changes in SUV between the average baseline image set and the 

intra-treatment PET are shown in Figure V-8. Also overlaid are the RC(%) for the MJV 

(26.5%) and SUVmax (19.6%). The RC(%) for STAPLE were 25.9% and 24.3% for 

SUVpeak and are not shown for clarity, but will obviously lay between the RCs for SUVmax 

and MJV. The RC being smallest for SUVmax is interesting because the variability in 

baseline SUVmax was found to be the largest from the Bland-Altman analysis of Figure 

V-7. However, this apparent contradiction is explainable by the fact that the variation in 

baseline SUV was measured using absolute values of the differences, whereas the RC 

is determined by the percent difference from baseline. Because the absolute values of 

the SUVmax are larger than those of the mean SUV, creating the percent difference via 

normalizing to the mean SUV value at baseline causes the RC for SUVmax to be smaller 

than the RC of the mean and peak SUV. 
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Figure V-8. Percent SUV change between average baseline image set and intra-

treatment PET for all patients. Also shown is the repeatability coefficient to allow each 

patient’s intra-treatment change to be compared to the inherent baseline variation in 

SUV. 

Figure V-8 shows that 5/12 patients had SUV changes greater than the lower 

limit of all the RC values determined from the mean, peak and maximum SUV values at 

baseline. There were 6/12 patients (patients 4, 5, 6), had a change in their mean SUV 

greater than the RC determined by changes in mean SUV from the MJV volume at 

baseline and also changes in mean SUV greater than the RC determined by the mean 

SUV of the STAPLE volume at baseline. 4/12 patients had changes in their peak SUV 

outside that of the RC determined by the baseline change in peak SUV. 5/15 patients 

had a change in their maximum SUV greater than the RC determined by the maximum 

SUV. The most interesting case is patient 1, where the change in mean SUV extracted 

from the MJV and STAPLE consensus volumes showed a decrease in SUV greater than 

the RC but showed an increase in the maximum SUV which also lay outside of the RC 

determined by SUVmax. In other words, completely opposite conclusions would be drawn 

about whether this patient was responding to treatment. The origin of this is likely due to 

the SUVmax representing noise rather than the patient having an abnormally high uptake. 
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This again reinforces the danger of relying on SUVmax for treatment response. Related to 

this is that in the Hoang et al study, only 1/17 patients was seen to have a %SUV 

change greater than the RC which may imply that the use of a MJV or STAPLE 

consensus volume may be a more robust measure of treatment response because out 

of the 12 patients we had in this study 10 were considered responders at the end of the 

study. Relatedly, according to the PERCIST criteria of a greater than 30% decrease in 

peak SUV, only 3/12 patients (4, 5 and 6) would be considered responders. 

Figure V-9 shows the PET images for the baseline and intratreatment PET 

images as well as the histograms derived from the image intensities within each 

indicated volume for patient 6. The SRG segmentation method, absolute thresholding at 

a SUV value of 2.5 g/ml, and the STAPLE consensus volume are shown for comparison. 

For patient 6, these three contours are similar in size and shape. This similarity is 

reflected in the histogram values. Importantly, the histograms all show a shift towards 

lower SUV values after this patient had received 10 Gy of radiation (1 week). In fact, 

patient 6 had no evidence of disease (NED) 12 months after therapy completion and so 

these shifts in SUV distributions could be indicative of early treatment response.  
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Figure V-9. Comparison of segmentation contours and the histogram of SUV values 

contained within each segmented volume for patient 6 at baseline (BL) and intra-

treatment (TX) as indicated to the left of the patient images. 

Figure V-10 shows the PET images for the baseline and intratreatment PET 

images as well as the histograms derived from the image intensities within each 

indicated volume for patient 11. The SUV thresholding and STAPLE consensus volumes 

are similar in size and shape, which, like patient 6 in Figure V-9, is reflected in the 

histograms for these two segmentation methods. However, the distribution of SUV 

values for the SRG segmentation method is heavily skewed towards lower SUV values 

and is due to the SRG contour incorporating many more background voxels. Recall that 

the SRG method was affected by the contrast of the object, in that high contrast objects 

result in the current region having a larger resistance to the addition of lower intensity 
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voxels. This particular tumor has a much higher uptake (i.e. high SUV values) than the 

tumor of patient 6, which prevents the mean intensity of the current grown region from 

decreasing fast enough to halt the region-growing process. As a result, the region-

growing process grows further into the background before termination. The shift in 

histogram values for the three segmentation methods is smaller than those seen for 

patient 6. This patient had also received 10 Gy of radiation and had NED at 12 months 

and so a more detailed analysis of these histograms is likely before patients can be 

classified as responders or non-responders. 

 

Figure V-10. Comparison of segmentation contours and the histogram of SUV values 

contained within each segmented volume for patient 11 at baseline (BL) and intra-

treatment (TX) as indicated to the left of the patient images.  
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The results of the histogram analysis run on the SUV values extracted from the STAPLE 

consensus volumes for each patient are shown in Figure V-11.  

 

Figure V-11. Moments of the histograms of SUV values taken at baseline (BL) and 

intratreatment (TX) for 12 patients. Two known non-responders with residual lymph node 

disease are indicated as red and blue. Lines on figure connect the mean moment at 

baseline and intra-treatment. 

The two non-responders had pathologically confirmed residual lymph node 

disease. However, there is no moment that shows an obvious differentiation of these two 

patients compared to the 10 patients considered to be responders to treatment. 

However, incorporating this information into a broader model could improve diagnostic 

capability but with only 12 patients, only 2 of whom were non-responders, there is simply 
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not enough information where a logistic or other regression model would converge. 

However, with a larger patient database, this would be an interesting future direction for 

the use of consensus volumes in assessing treatment response.  

V.D. Discussion 

This study has shown that the choice of deformable image registration method 

can result in large differences in the volumes of objects defined in one coordinate 

system but mapped into another. With rigid registration, distances between points are 

preserved, which also results in the preservation of object volumes. While this is useful 

for the transformation of rigid objects into different coordinate systems, the structures 

within the body undergo deformations due to organ filling, respiration, or disease-

induced tissue changes. These types of motion cannot be accounted for using the 

simple translations, rotations and scaling used in rigid registration. Anatomical changes 

due to patient weight loss, inflammation and inherent shape differences (i.e. shrinkage) 

of the tumor are further sources of differences that can cause additional differences in 

volumes transformed using rigid or deformable methods. These differences could have a 

marked effect on the SUV values extracted both from manually defined or consensus 

volumes, respectively. Even at time points early in the HNC patients used for this study, 

where there is limited internal anatomy motion, and treatment induced changes are 

expected to be minor, we found there was still an average of 40% differences in the 

rigidly transformed volume compared to the deformable transformed volumes. 

Therefore, deformable image registration methods are recommended to account for 

anatomical changes.  

Related to the issue of the choice of using rigid or deformable techniques, is how 

to extract baseline parameters from two image volumes that exist in two different 
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coordinate systems. We took the approach of first creating a baseline image by taking 

the arithmetic mean of the two baseline scans and creating the consensus volumes on 

this image. This differed from the approach of Hoang et al (Hoang et al., 2013), where 

they used a manually delineated contour on the first baseline PET and used deformable 

image registration to transform this contour on to each of the other PET volumes. The 

method of first defining the mean baseline image has the advantage that it incorporates 

the individual registrations into the baseline image. Volumes defined on it can then be 

applied to both baseline image sets directly, reducing the bias that could result if the 

manually defined volume on a single baseline PET missed a region of increased uptake 

and was used to assess SUV values in the second baseline image set. The 

disadvantage of forming an average baseline image is that it has a similar effect on the 

image intensities as would occur if additional post reconstruction smoothing was applied 

to each of the baseline images separately. Therefore, characterizing how much 

smoothing is introduced by using the arithmetic mean and altering the amount of post-

reconstruction smoothing would be required before direct comparison of absolute 

maximum SUV and mean SUV values measured at baseline could be performed 

between studies that use a single manually defined ROI on one baseline image set. 

The mean SUV is a more robust metric to outlier voxels that display high values 

of SUV due to noise or inherent biological variation present within the same ROI. This 

was seen for patient 1 in Figure V-8 where treatment responses determined by the 

maximum and mean SUV completely differed from each other. However, the mean SUV 

is heavily dependent on the size of the ROI and this was seen for the SRG volume of 

patient 11 in Figure V-10 where the SRG volume extended into a large region of 

background voxels. These types of differences between mean SUV measured using 
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different ROIs is further support for the use of consensus volumes. This is because they 

are robust to individual segmentation methods that fail to provide a high-quality 

segmentation for a given activity distribution. This is further supported by the fact that 

both the MJV and STAPLE consensus volumes appear to be a viable alternative to 

manual delineation when looking at the conformity of each volume to the high uptake 

region of the patient images. 

Incorporating additional information for determining the treatment response was 

investigated through extracting higher order statistics of the histograms. Known 

treatment outcomes of the 12 patients in this study did not appear to be associated with 

the higher order histogram features. However, this and other approaches have only just 

recently been explored in the literature. For example, acquiring a baseline PET scan 

then incorporating a variety of parameters derived from the patient data was used to 

predict future changes in FDG uptake without treatment (Bagci et al., 2013). Another 

study used baseline FLT-PET images to predict treatment response for chemotherapy 

(Willaime et al., 2013). A similar approach would be interesting to apply in predicting 

treatment response for radiation therapy using FDG-PET but will require a large study 

population and additional resources beyond the scope of this study. 

V.E. Conclusions 

The choice of using a rigid or a rigid+deformable image registration was found to 

introduce large differences in volumes (average 40% difference) when transforming the 

consensus volumes from one the planning CT coordinate system to the coordinate 

system the PET-CT scan was originally acquired in. Mean and peak SUV values derived 

from these volumes were significantly different between the two registration methods 
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and maximum SUV was nearly significant. A rigid+deformable image registration 

approach is recommended.  

Consensus volumes were applied to extract SUV measurements from repeated 

image sets from the same patients. Maximum SUV was found to have the largest 

variability between two baseline PET image sets. It also had the largest variability 

between a baseline image set created by taking the arithmetic mean of the two individual 

baseline image sets and the intra-treatment PET (PET3). Mean SUV derived from the 

STAPLE consensus volume was found to produce the smallest variation between the 

baseline scans and peak SUV was found to have the smallest variation between 

baseline and intratreatment. Higher order histogram statistics did not appear to be 

associated with patient outcome. 
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VI. Summary 

18-Fluro-deoxy-glucose (FDG) positron emission tomography (PET) has the 

ability to image cells that show increased uptake in their glucose metabolism. Increased 

glucose metabolism is a characteristic of many cancerous cells with higher levels of 

glucose metabolism being potentially associated with the aggressiveness of the cancer. 

The identification and delineation of cancerous cells with increased glucose metabolism 

has been applied in many ways, including the design of radiation therapy targets as well 

as extracting metrics that may be useful for assessing treatment response for 

chemotherapy and radiation therapy. However, the images produced by clinical PET 

systems suffer from lower spatial resolution and higher noise compared to imaging 

modalities such as computed tomography (CT) or magnetic resonance imaging (MRI). 

These limitations affect the accuracy with which targets can be created by human 

observers, and also the reliability of metrics derived from PET images. 

This dissertation had four goals: First, to investigate how image segmentation 

was affected by the choice of image filter used to improve the signal-to-noise ratio of 

images. The second goal was to investigate how the combination of multiple individual 

segmentation methods into volumes that reflect the consensus between them can 

improve segmentation performance in terms of accuracy and robustness. The third goal 

was to investigate whether the consensus volumes provided an advantage to reducing 

the intra and inter-observer variability between physicians that had different experience 

levels. Finally, in the fourth goal, the consensus volumes were applied to assess 

treatment response in a population of head and neck squamous cell carcinoma 

(HNSCC) patients.  
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In Chapter 2, traditional Gaussian smoothing filters and a newer class of bilateral 

filters were applied to images containing a variety of object sizes, of different contrasts, 

and varying image noise levels. A selection of image segmentation methods were 

applied to produce volume of the objects contained within the images. Segmentation 

accuracy was quantified using metrics commonly used in the literature, including the 

Dice Similarity Coefficient (DSC) and symmetric mean absolute surface distance 

(SMASD). Further in Chapter 2, we proposed the use of generalized estimating 

equations (GEEs) to fit models describing segmentation accuracy in terms of object size, 

contrast, image noise level and filter and segmentation method. GEEs provide several 

advantages over traditional model fitting techniques such as ordinary least-squares 

regression. Overall, bilateral filters offered significant improvements in segmentation 

accuracy with the best performance observed for the 7 mm FWHM bilateral filter with 

small 3 mm FWHM Gaussian pre-smoothing step (filter G3B7) for spherical objects. 

Improvement with the G3B7 filter was seen in the irregular shapes but these were not 

significant. GEEs showed excellent modeling capabilities of the DSC metric in terms of 

being able to account for the bounded nature of the metric as well as the correlation that 

is present due to the experimental design. 

In Chapter 3, two methods of combining five individual segmentation methods 

were investigated: simple majority voting, where if an individual voxel is segmented by 

three or more individual methods it is included in the final volume; and the Simultaneous 

Truth and Performance Level Estimation (STAPLE) which utilizes maximum likelihood 

methods and initial estimates of segmentation sensitivity and specificity to find an 

estimate of the underlying “true” segmentation. We found that both consensus 

approaches resulted in accuracies on the order of the best performing individual method 
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but, more importantly, were robust against individual segmentation methods that 

performed poorly in certain activity distributions. 

In Chapter 4 consensus volumes were used to aid observers of different 

experience levels to delineate the target volumes. Specifically, a group of 19 patients 

with CT and PET scans available had the gross tumor volume (GTV) contoured by two 

physicians (an attending physician specializing in head-and-neck cancer and a resident 

who had completed their head-and-neck clinical rotation) with either the MJV or 40% 

thresholding of the maximum voxel contours available for guidance, or without any 

guidance volumes. The contouring task was completed using the PET and treatment 

planning CT images. This study found that individual patients did show large changes in 

their GTV depending on guidance. However, this was not a systematic change because 

the provision of a guidance volume did not significantly alter the final volumes of the 

GTV when averaging over all of the patients in the study. Importantly, physician defined 

contours did not include 15-20% of the guidance volume on average. Given that these 

guidance volumes represent regions of increased FDG uptake, it may be that these 

misses could have important consequences for treatment outcome. A hybrid of joining 

the physician defined GTV with the consensus guidance volume may offer a method of 

mitigating these misses. 

Finally, Chapter 5 investigated the use of consensus volumes to assess the 

treatment response in a collection of 12 patients who had undergone two baseline PET 

scans and a third after 1-2 weeks of radiation therapy. The maximum, peak and mean 

SUV values were extracted from both the MJV and STAPLE consensus volumes. Mean 

SUV values were found to offer lower variability between the two baseline scans than 

the maximum SUV, in line with other researchers’ findings. Unfortunately, the small 
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patient population prevented us from investigating whether there was any relationship 

between treatment response and the cumulative radiation dose received by each patient 

at the time of the third PET acquisition. However, being able to predict which patients will 

respond to therapy at the earliest stage is an exciting area of research. Consensus 

segmentation methods should be able to contribute to this area of research, as well as 

other areas in radiation therapy in the future. 

  



 

167 

 
Appendix A: Estimates and standard errors for alternative 

models of DSC 

This appendix contains the parameter estimates, standard errors and p-values 

for the alternative model assumptions described in Chapter II.B.4. Table A-1 and Table 

A-2 are formed from the assumptions of underlying normal distribution and using an 

identity link function. This is effectively equal to running an ordinary least-squares (OLS) 

regression analysis on the acquired DSC values directly. We see that by between 

assuming the data are independent or correlated result in estimates that are all equal in 

both magnitude and direction. This is because OLS regression is equivalent to a 

maximum-likelihood estimator and when possible, PROC GENMOOD uses maximum 

likelihood to fit the model. For correlated data, there is no closed form of the maximum 

likelihood and PROC GENMOD uses quasi-likelihood methods. The details of this are 

beyond the scope of this dissertation but may be found in the literature (Liang and 

Zeger, 1986; Zeger and Liang, 1986) . 
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Table A-1. Estimates, standard errors and p-values for the first-order effects for the 

irregular objects modeled using assumptions of an underlying normal distribution and 

identity link function. 

  

DIST: NORMAL            

LINK: IDENTITY    

INDEPENDENT 
 

DIST: NORMAL            

LINK: IDENTITY    

CORRELATED 

PARAMETER VALUE Estimate SE 
p-

value  
Estimate SE 

p-

value 

Intercept 
 

0.930 0.017 <.0001 
 

0.930 0.013 <.0001 

VOLUME 16 0.013 0.008 0.095 
 

0.013 0.011 0.251 

 
32 REFERENCE 

CONTRAST 4 -0.040 0.008 <.0001 
 

-0.040 0.011 0.000 

 
8 REFERENCE 

TIME 1 -0.087 0.009 <.0001 
 

-0.087 0.015 <.0001 

 
2 -0.036 0.009 0.000 

 
-0.036 0.011 0.001 

 
5 REFERENCE 
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Table A-2. Estimates, standard errors and p-values for the effects of filter and 

segmentation method for the IRREGULAR objects for model assuming underlying 

normal distribution and identity link function. All estimates represent the increment to the 

linear predictor relative to 40% thresholding on images filtered with filter G5 

(REFERENCE). Estimates that differ in direction between models are highlighted in bold. 

  

DIST: NORMAL              

LINK: IDENTITY    

INDEPENDENT 
 

DIST: NORMAL                

LINK: IDENTITIY  

CORRELATED 

FILTER x 

METHOD 
Estimate SE 

p-

value  
Estimate SE 

p-

value 

B7 ADP -0.172 0.022 <.0001 
 

-0.172 0.024 <.0001 

B7 KM -0.013 0.022 0.541 
 

-0.013 0.006 0.035 

B7 SRG -0.196 0.022 <.0001 
 

-0.196 0.037 <.0001 

B7 40% -0.381 0.022 <.0001 
 

-0.381 0.036 <.0001 

G3B7 ADP -0.002 0.022 0.924 
 

-0.002 0.006 0.747 

G3B7 KM 0.003 0.022 0.894 
 

0.003 0.007 0.659 

G3B7 SRG -0.070 0.022 0.001 
 

-0.070 0.009 <.0001 

G3B7 40% -0.019 0.022 0.393 
 

-0.019 0.006 0.003 

G3G5 ADP -0.002 0.022 0.938 
 

-0.002 0.002 0.352 

G3G5 KM -0.005 0.022 0.821 
 

-0.005 0.001 0.000 

G3G5 SRG -0.147 0.022 <.0001 
 

-0.147 0.009 <.0001 

G3G5 40% -0.008 0.022 0.721 
 

-0.008 0.001 <.0001 

G5 ADP 0.003 0.022 0.903 
 

0.003 0.002 0.140 

G5 KM 0.002 0.022 0.944 
 

0.002 0.001 0.267 

G5 SRG -0.112 0.022 <.0001 
 

-0.112 0.008 <.0001 

G5 40% REFERENCE 
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 Table A-3 and Table A-4 are formed from the assumptions of underlying 

normal distribution and using a logit link function. This is effectively equal to running an 

ordinary least-squares (OLS) regression analysis on the acquired DSC values after they 

have undergone a logit transform.  

 

Table A-3. Estimates, standard errors and p-values for the first-order effects for the 

irregular objects modeled using assumptions of an underlying normal distribution and 

logit link function.  

  

DIST: NORMAL            

LINK: LOGIT    

INDEPENDENT 
 

DIST: NORMAL           

LINK: LOGIT    

CORRELATED 

PARAMETER VALUE Estimate SE 
p-

value  
Estimate SE 

p-

value 

Intercept 
 

2.759 0.161 <.0001 
 

5.316 0.414 <.0001 

VOLUME 16 0.170 0.048 0.000 
 

0.672 0.240 0.005 

 
32 REFERENCE 

CONTRAST 4 -0.418 0.051 <.0001 
 

-1.300 0.230 <.0001 

 
8 REFERENCE 

TIME 1 -0.944 0.073 <.0001 
 

-3.301 0.314 <.0001 

 
2 -0.530 0.075 <.0001 

 
-2.202 0.305 <.0001 

 
5 REFERENCE 
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Table A-4. Estimates, standard errors and p-values for the effects of filter and 

segmentation method for the IRREGULAR objects for model assuming underlying 

normal distribution and logit link function. All estimates represent the increment to the 

linear predictor relative to 40% thresholding on images filtered with filter G5 

(REFERENCE). Estimates that differ in direction between models are highlighted in bold. 

  

DIST: NORMAL              

LINK: LOGIT    

INDEPENDENT 
 

DIST: NORMAL                

LINK: LOGIT    

CORRELATED 

FILTER x 

METHOD 
Estimate SE 

p-

value  
Estimate SE 

p-

value 

B7 ADP -1.303 0.155 <.0001 
 

-1.122 0.201 <.0001 

B7 KM -0.158 0.187 0.399 
 

1.656 0.418 <.0001 

B7 SRG -1.396 0.154 <.0001 
 

-1.220 0.336 0.000 

B7 40% -2.161 0.152 <.0001 
 

-2.506 0.225 <.0001 

G3B7 ADP -0.058 0.193 0.763 
 

1.889 0.516 0.000 

G3B7 KM 0.005 0.197 0.982 
 

2.314 0.741 0.002 

G3B7 SRG -0.539 0.171 0.002 
 

0.993 0.260 0.000 

G3B7 40% -0.242 0.182 0.184 
 

1.156 0.309 0.000 

G3G5 ADP -0.008 0.197 0.967 
 

0.002 0.013 0.910 

G3G5 KM -0.048 0.194 0.806 
 

-0.047 0.010 <.0001 

G3G5 SRG -0.978 0.161 <.0001 
 

-0.795 0.065 <.0001 

G3G5 40% -0.074 0.192 0.702 
 

-0.063 0.010 <.0001 

G5 ADP 0.026 0.199 0.896 
 

0.017 0.014 0.215 

G5 KM 0.010 0.198 0.960 
 

-0.005 0.010 0.641 

G5 SRG -0.769 0.165 <.0001 
 

-0.583 0.054 <.0001 

G5 40% REFERENCE 
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Table A-5 and Table A-6 are formed from the assumptions of underlying binomial 

distribution and using a logit link function. Note that the values in the columns presenting 

values that account for correlation are equal to those of model BLcorr and are also 

presented in Chapter II.C.5. 

 

Table A-5. Estimates, standard errors and p-values for the first-order effects for the 

irregular objects modeled using assumptions of an underlying binomial distribution and 

logit link function. 

  

DIST: BINOMIAL            

LINK: LOGIT    

INDEPENDENT 
 

DIST: BINOMIAL           

LINK: LOGIT    

CORRELATED 

PARAMETER VALUE Estimate SE 
p-

value  
Estimate SE 

p-

value 

Intercept 
 

2.363 0.104 <.0001  2.433 0.125 <.0001 

VOLUME 16 0.089 0.041 0.0300  0.143 0.089 0.1082 

 
32 REFERENCE 

CONTRAST 4 -0.280 0.041 <.0001  -0.306 0.090 0.0007 

 
8 REFERENCE 

TIME 1 -0.600 0.051 <.0001  -0.742 0.117 <.0001 

 
2 -0.275 0.052 <.0001  -0.371 0.104 0.0004 

 
5 REFERENCE 
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Table A-6. Estimates, standard errors and p-values for the effects of filter and 

segmentation method for the IRREGULAR objects for model assuming underlying 

binomial distribution and logit link function. All estimates represent the increment to the 

linear predictor relative to 40% thresholding on images filtered with filter G5 

(REFERENCE). Estimates that differ in direction between models are highlighted in bold. 

  

DIST: BINOMIAL              
LINK: LOGIT    

INDEPENDENT 
 

DIST: BINOMIAL                
LINK: LOGIT    

CORRELATED 

FILTER x 
METHOD 

Estimate SE 
p-

value  
Estimate SE 

p-
value 

B7 ADP -1.098 0.116 <.0001 
 

-1.062 0.112 <.0001 

B7 KM -0.117 0.130 0.3695 
 

-0.057 0.056 0.3039 

B7 SRG -1.212 0.115 <.0001 
 

-1.178 0.172 <.0001 

B7 40% -2.000 0.113 <.0001 
 

-1.980 0.137 <.0001 

G3B7 ADP -0.019 0.133 0.8872 
 

0.044 0.055 0.4313 

G3B7 KM 0.027 0.134 0.8407 
 

0.090 0.057 0.1149 

G3B7 SRG -0.534 0.123 <.0001 
 

-0.485 0.069 <.0001 

G3B7 40% -0.161 0.129 0.2141 
 

-0.102 0.053 0.0515 

G3G5 ADP -0.016 0.133 0.9066 
 

-0.015 0.017 0.3576 

G3G5 KM -0.044 0.132 0.737 
 

-0.044 0.013 0.0005 

G3G5 SRG -0.972 0.117 <.0001 
 

-0.965 0.054 <.0001 

G3G5 40% -0.070 0.131 0.5967 
 

-0.069 0.008 <.0001 

G5 ADP 0.024 0.134 0.855 
 

0.024 0.016 0.1411 

G5 KM 0.014 0.133 0.916 
 

0.014 0.013 0.2679 

G5 SRG -0.783 0.119 <.0001 
 

-0.777 0.053 <.0001 

G5 40% REFERENCE 
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Table A-1 through Table A-6 show a decrease in the precision of first order 

effects, but an increase in the precision of estimates relating to the filter and 

segmentation explanatory variables. This is in line with our expectations of behavior of 

the standard errors which result when correlation in the DSC values from repeated 

filtering and segmentation is accounted for (Hu et al., 1998). 

Finally, Table A-7 and Table A-8 show how the different modeling approachs 

result in differences in significance for experimental factors for both the spherical and 

irregular objects, respectively.  

Table A-7 Estimates, standard errors and p-values for the first-order effects for the 

SPHERICAL objects models fit using the assumptions of (1) OLS, i.e. normal 

distribution, identity link function and independent observations (2) GEE underlying 

binomial distribution and logit link function with correlated observations. 

  

DIST: NORMAL            

LINK: IDENTITY    

INDEPENDENT 
 

DIST: BINOMIAL           

LINK: LOGIT    

CORRELATED 

PARAMETER VALUE Estimate SE 
p-

value  
Estimate SE 

p-

value 

Intercept 
 

0.9549 0.0108 <.0001  2.450 0.088 <.0001 

DIAMETER 13 -0.3003 0.007 <.0001  -1.625 0.107 <.0001 

 
17 -0.1219 0.007 <.0001  -0.769 0.086 <.0001 

 
22 -0.0703 0.007 <.0001  -0.447 0.075 <.0001 

 
28 -0.0168 0.007 0.0159  -0.043 0.093 0.6469 

 
37 REFERENCE 

IMG SIZE 128 -0.0116 0.0044 0.0089  -0.073 0.030 0.0130 

 256 REFERENCE 

CONTRAST 4 -0.1139 0.0044 <.0001  -0.693 0.064 <.0001 

 8 REFERENCE 

TIME 1 -0.0883 0.0054 <.0001  -0.586 0.080 <.0001 

 2 -0.0454 0.0054 <.0001  -0.323 0.070 <.0001 

 5 REFERENCE 
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Table A-8. Estimates, standard errors and p-values for the effects of filter and 

segmentation method for the SPHERICAL objects models fit using the assumptions of 

(1) OLS, i.e. normal distribution, identity link function and independent observations; and 

(2) GEEs with underlying binomial distribution and logit link function with correlated 

observations. All estimates represent the increment to the linear predictor relative to 

40% thresholding on images filtered with filter G5 (REFERENCE). Estimates that differ 

in direction between models are highlighted in bold. 

  

DIST: NORMAL              
LINK: INDENTITY    
INDEPENDENT 

 

DIST: BINOMIAL                
LINK: LOGIT    

CORRELATED 

FILTER x 
METHOD 

Estimate SE 
p-

value 
  Estimate SE 

p-
value 

B7 ADP 0.033 0.013 0.0087 
 

0.201 0.090 0.0262 

B7 KM 0.047 0.013 0.0002 

 

0.293 0.060 <.0001 

B7 SRG -0.085 0.013 <.0001 

 

-0.456 0.094 <.0001 

B7 40% -0.054 0.013 <.0001 

 

-0.296 0.070 <.0001 

G3B7 ADP 0.098 0.013 <.0001 

 

0.673 0.090 <.0001 

G3B7 KM 0.057 0.013 <.0001 

 

0.362 0.066 <.0001 

G3B7 SRG 0.009 0.013 0.4793 

 

0.052 0.095 0.5822 

G3B7 40% 0.025 0.013 0.0461 

 

0.151 0.024 <.0001 

G3G5 ADP 0.107 0.013 <.0001 

 

0.753 0.101 <.0001 

G3G5 KM 0.046 0.013 0.0003 

 

0.286 0.065 <.0001 

G3G5 SRG -0.021 0.013 0.0965 

 

-0.119 0.122 0.3304 

G3G5 40% -0.010 0.013 0.4056 

 

-0.060 0.006 <.0001 

G5 ADP 0.103 0.013 <.0001 

 

0.716 0.094 <.0001 

G5 KM 0.040 0.013 0.0013 

 

0.249 0.058 <.0001 

G5 SRG -0.011 0.013 0.3663 

 

-0.065 0.115 0.57 

G5 40% REFERENCE 
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