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Abstract

Managers constantly make decisions that depend, at least in part, on what they be-

lieve their competitors (or customers, or employees) will do in response. These judg-

ments are susceptible to error. Indeed, behavioral research suggests a widespread

bias towards underestimating others. To explore the ramifications of such an in-

tuitively irrational bias, we provide a theoretical model that compares the long-run

effects of consistent underestimation bias with those of consistent overestimation bias

across different competitive contexts relevant to marketing managers. In the first set

of analyses, we derive analytic equations to calculate the relative expected payoffs

associated with conditions of overestimation bias, underestimation bias, and no bias

and discern trends as a function of environmental features including game complexity

and player skill levels. In the second set of analyses, we derive equations for the rela-

tive effort costs associated with each of the three bias conditions as a function of the

relevant game and player parameters. We then combine the results of the expected

payoffs and effort costs to determine the relative net expected payoffs associated with

each bias condition as a function of game and player parameters. In the third set

of analyses, we relax many of the assumptions present in the first analysis and test

the relationships of interest across additional contexts including cumulative payoffs,

opponent arrogance, risk attitudes, and power imbalances. The results across all

analyses are summarized by fourteen propositions which show that, when effort is

at all costly, underestimation will provide the best net expected payoff when games
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are above some critical level of complexity and/or when opponents have above some

critical minimum level of skill. The range of underestimations advantage compared

to overestimation can be increased in contexts with high first mover advantage, when

payoffs are cumulative over time, and when the opponent exhibits arrogance. The

results provide theoretical support for the ecological rationality of underestimation

bias by showing it to be advantageous under many conditions, particularly in com-

parison to overestimation bias. The results also provide managers with prescriptive

insights regarding when any opponent skill estimation error is more vs. less harmful,

and when managers may fare better in the long run if they don’t spend too much

time trying to think through the competition’s eyes.
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1

Introduction

When managers are bounded in their rationality (i.e., have limited and costly capac-

ity for processing information) and engage in competitive games with other bound-

edly rational players (e.g., other managers, customers, or employees), they must

form beliefs about the skill levels of their opponents in order to optimize their own

strategy. Although these managers may try to form beliefs that are as accurate as

possible, there will of course be some error. If error is unbiased, then we would expect

managers to err too high (i.e., to overestimate their opponent’s skill) with the same

frequency that they err too low (i.e., underestimate their opponent’s skill). However,

empirical analyses of such beliefs show that error is not unbiased, but rather, that

people tend to systematically underestimate the skill of others relative to themselves

(e.g., see Goldfarb and Xiao 2011; Larwood and Whittaker 1977; Svenson 1981).

This bias towards underestimating the skill of others is often considered to be a

detrimental behavioral irrationality, with adages such as “never underestimate the

competition” pervasive in the popular management literature. However, in a world

where managers do have different skill levels and cannot avoid error in estimating

the competition’s skill level altogether (e.g., see Goldfarb and Xiao 2011; Goldfarb
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and Yang 2009), then a consistent bias in one direction may provide a net advantage

if overestimation and underestimation errors have systematically different impacts

on the outcomes of games played. The goal of this dissertation is to explore, from a

theoretical perspective, the implications of opponent skill estimation error and bias

therein when applied consistently in different game contexts that can be character-

ized by abstract and generalizable game and player features. This general approach

allows us to explore two broad questions. First, in what competitive marketing en-

vironments is opponent skill estimation error most detrimental to payoff, and when

is it more tolerable? Answers to this question should provide prescriptive advice to

managers regarding when it is more vs. less critical to eliminate such error (or to

encourage it on the part of the competition). Second, we look for systematic dif-

ferences between how opponent overestimation and opponent underestimation affect

expected payoffs in different competitive environments when there is a cost associ-

ated with thinking or information retrieval (see, for example, Shugan 1980). In this

way, we can provide managers with advice regarding when a behavioral bias towards

underestimation may be advantageous in the long run, despite stylized wisdom to

the contrary, and also provide theoretical support for the ecological rationality of

observed overconfidence bias.

To do this, we first develop an extensible model framework that can be used

as a theoretical laboratory (see Moorthy 1993) for exploring bounded rationality in

dynamic games. We focus on two-player zero-sum perfect-information alternating-

move games. All such games can be reduced in extensive form to game trees defined

by a particular shape and pattern of payoffs. To create meaningful sets of such trees,

we parameterize game trees according the three variables: length (L), which defines

the number of periods in the game; complexity (c), which defines the number of

actions available to players at each decision set; and correlation (ρ), which defines a

meaningful relationship between payoffs over time. For any L, c, and ρ, an infinite
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set of trees can be created using a random variable to populate payoffs in such a

way that fulfills the parameter definitions while capturing the inherent variety in

competitive circumstances managers are likely to encounter over their career. In this

way, we can analyze the effects of over and underestimation biases when applied

consistently over many novel game encounters – in other word’s, how a manager’s

consistent bias in estimating new opponents’ skill levels will likely impact his overall

payoffs when applied over many novel games, with many novel competitors. Because

of the generalizes nature of the model, we can explore these comparisons as a function

of general features of the games the manager plays (e.g., how long or how complex

the games are), without over-fitting to any particular idiosyncratic game structure.

Drawing upon cognitive hierarchy literature (e.g., Camerer et al. 2004), we define

k1 and k2 as the foresight horizons (skill levels) of Player 1 (P1) and Player 2 (P2).

Similarly, we define b12 and b21 as P1’s belief about k2 and vice versa. We define

three bias conditions (B P tAccurate, Over, Underu) in which the stronger player

(arbitrarily defined at P1) accurately estimates the weaker player’s skill, or slightly

over or underestimates it. We show the weaker player’s bias will be inconsequential

to the game and thus is not analyzed (see Lemmas 1 and 2 in Section 3.4).

For any defined k1, k2, and B , the final payoff achieved in any specific game is

deterministic, and can be found through a backward induction algorithm that takes

into account the players’ skill limitations and beliefs. The expected outcome over an

entire game set (i.e., all possible games defined by a particular length L, complexity

c, and payoff pattern ρ) can be found analytically by applying a similar modified

backward induction algorithm on the payoff distributions themselves, or estimated

numerically using Monte Carlo methods. Thus, we can find the expected outcomes

under each bias condition for any game set as a function of L, c, k1, and k2. We

use this to determine OUd (Over-Under difference) to highlight the difference in the

expected outcomes for overestimation and underestimation for a given game and
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player set. In doing so, we can uncover trends in how opponent skill estimation

error affects game outcomes as a function of environment and player features, and

similarly in how the relative performance of giving the competition too much versus

too little little credit changes with such features.

Under this model framework, we perform three main sets of analyses. In the

first, we consider any effort associated with the players’ decisions to be costless (or

negligible). Under this assumption, we analytically explore the raw performance

of each of the three bias conditions overall, and as a function of opponent skill

and game complexity when payoff correlation is restricted to zero. In the second

set of analyses, we allow for the effort players exert when executing a decision to

be costly (see Shugan 1980). We derive an equation to compute an unscaled but

monotonic measure of decision cost as a function of the bias condition and game

and player parameters. We combine this with the raw expectations derived in the

first analysis to determine the net expected outcome (expected outcome minus effort

cost) for each bias condition under any parameter set. In the third set of analyses,

we use combination of analytic and numeric techniques to extend the analyses over a

wider range contexts, including positive payoff correlation values, cumulative payoff

objectives, risk aversion, power imbalance, and opponent arrogance. Together, these

three sets of analyses result in four lemmas, fourteen propositions, and four corollaries

that provide insights as to when error in estimating opponent skill is more vs. less

detrimental overall; when, if there must be error, underestimation is more likely

provide more beneficial returns than overestimation; and when underestimation is

more likely to be beneficial even compared to accurate estimation.

The rest of this dissertation is organized as follows. We note that some of the

content in this dissertation may also appear in a working paper entitled “The Ad-

vantages of Underestimating the Competition” (Cutler and Staelin 2013). Chapter 2

provides background on the key concepts this dissertation builds upon, and provides
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a detailed review of extant literature with explanations for how this work builds upon

and contributes to it. Chapter 3 develops the model framework. Chapters 5, 6, and

7 describe the analysis and results for costless and costly effort, respectively. Finally,

Chapter 8 summarizes the findings, discusses their implications and limitations, and

provides suggestions for future research.
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2

Background

The work in this dissertation is inherently interdisciplinary, drawing heavily from

psychology, economics and, to an extent, computer science. This chapter provides

definitions and conceptual foundations for the key interdisciplinary concepts concepts

this work is built upon. It discusses the history of bounded rationality and cognitive

bias research, describing different schools of thought, and emphasizing how these

concepts have been used in extant marketing models, particularly in the domain of

competitive strategy. In doing so, it presents the motivations for the research at

hand, and clarifies how we will be using key terms throughout the paper.

Section 2.1 includes a history of how bounded rationality considerations have

evolved in the literature, focusing in particular on two elements critical to this dis-

sertation: constrained reasoning and costly effort. Section 2.2 includes conceptual

foundations for cognitive bias from a bounded rationality perspective, and provides a

review of the literature on overconfidence bias, which motivates many of the primary

research questions in this dissertation. Throughout both sections, we discuss relevant

approaches that have been used for modeling games in the marketing literature and

describe how the work in this dissertation both builds off or and breaks away from
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the extant literature.

2.1 Bounded Rationality

The term bounded rationality was first coined by the interdisciplinary social scientist

and Nobel laureate Herbert Simon in his seminal 1957 collection, Models of Man:

The alternative approach employed in these papers is based on what
I shall call the principle of bounded rationality: The capacity of the
human mind for formulating and solving complex problems is very small
compared with the size of the problems whose solution is required for
objectively rational behavior in the real world, or even for a reasonable
approximation to such objective rationality. (Simon, 1957)

Although Simon is often credited with being the founder of the concept itself, his

work builds on that of a growing number of scientists asking, as he puts it, “How do

human beings reason when the conditions for rationality postulated by the model of

neoclassical economics are not met?” (Simon 1989, p. 377). The term evolved from

a century of related insights referred to inconsistently throughout the literature as

finite intelligence, finite rationality, incomplete rationality, limited intelligence, lim-

ited rationality, procedural rationality, and restricted rationality (see Klaes and Sent

2005). The institutionalization of one dominant term bounded rationality created a

common language for researchers interested in such problems, propelling collabora-

tion and discover.

Simon’s influence inspired cross-disciplinary interest around a broad and far-

reaching question, and numerous research streams blossomed on the topic throughout

the social sciences. The term “bounded rationality has exploded in popularity in the

academic literature over the last fifty years; between 1957 and 1995 alone, there were

six hundred twenty-six occurrences of the term in articles included in the JSTOR

(jstor.org) database (Klaes and Sent 2005). This academic momentum is aligned with
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widespread popular interest in the concept as books such as Dan Ariely’s Predictably

Irrational (2008) and Richard Thaler’s Nudge (2008) top best-seller lists.

Researchers from psychology, economics, computer science, business, neuroscience,

political science, and even anthropology have explored the question popularized by

Simon from a variety of angles. Varying across and within fields, concepts such as

constrained optimization, heuristics, biases, levels of thinking, and strategy types

have become closely associated and even interchangeable with the term bounded

rationality. However, inasmuch as the dominance of the singular term is an asset

to collaborative discourse, so too can it hinder communication as divergent research

streams across the array of fields applies the concept to develop their own, and often

conflicting, traditions and semantic norms.

One historian notes, “That an increasing number of literatures began to use

[bounded rationality ] in ways not only incongruent with the initial motivation of Si-

mon when he crafted it, but also exhibiting significant cross-sectional divergence in

interpretation. As we write, ’bounded rationality’ is being employed with numerous

different shades of meaning, and there is little indication of any convergence toward

a dominant interpretation” (Klaes and Sent 2005). As there is no centralized field

around bounded rationality, researchers exploring related ideas and methods are dis-

persed across a large variety of disciplines – as are their findings, methodologies,

conceptual frameworks. Even though many of these discoveries are highly gener-

alizable and could, collectively, form a foundation for knowledge and tools to be

leveraged across fields, the divergence of different streams in how they approach and

define core concepts can hinder attempts at collaboration. Simon himself was keenly

aware of the need for precision and consistency in terminology; as he wrote, “Like

Humpty Dumpty, we will insist that a word means what we want it to mean. But if

our aim is to construct a body of science, and if we already have in view the general

range of phenomena to be explained, our decisions may be willful, but they must
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not be arbitrary” (Simon 1957). Maintaining the precision Simon noted is essential

for scientific theory building, and the trans-disciplinary appeal of many of the core

concepts relating to bounded rationality creates an increased onus for precision when

communicating research advances on the topic. Thus, the primary goal of the follow-

ing sections is to provide conceptual clarity in delineating key ideas and terminologies

related to bounded rationality that are foundational to this dissertation.

In Simon’s tradition, bounded rationality refers to reasoning when “the conditions

for rationality postulated by neoclassical economics are are not met,” (Simon 1978,

p. 352). Thus, to dissect the elements of bounded rationality properly, it is necessary

to understand the core elements from which it breaks away —the assumptions of full

rationality traditionally used in economic models.

The foundations of economic rationality comprise several streams of assumptions,

including those about the nature of preferences themselves as well as the ability

to maximize expected outcomes in terms of those preferences (see Arrow 1990).

Though different assumptions are invoked in different works and researchers vary

in the assumptions they include in their working definitions of rationality, some

foundational tenets hold. First, actors have well-defined preferences; that is, their

preferences for all possible outcomes exhibit completeness (the ability to be weakly

ranked) and transitivity. Second, actors can perfectly and costlessly compute the

strategies that maximize their expected outcomes according to their preferences.

Implicit in this assumption is the notion that all decision makers possess unlimited,

foolproof, and effortless cognitive capabilities. Though some dynamic models may

include such ideas as search costs associated with acquiring information that will

reduce uncertainty about actions and outcomes1, the ability to optimize the strategy

itself (i.e., to determine how much information is optimal to collect) is still assumed

1 Such search costs are predominantly only modeled when an actual physical search takes place,
such as consumers traveling from store to store to research prices (e.g. Ellison and Wolitzky 2009).
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to be unlimited and costless.

When these assumptions are relaxed, we are left with agents who may not have

well-behaved preferences, and who may not be able to optimize their strategies within

a given context. The selection of new, alternative assumptions about behavior,

however, is not always clear. The term bounded rationality itself does not imply

a specific full working set of assumptions; rather, it merely indicates deviance from

economic traditions of rationality. It asks a question, and does not, without further

elaboration, provide an answer. Simon clearly maintains the distinction between

definition and theory, as decades after his seminal 1957 work, he reflected, “You

have to realize about the bounded rationality terminology that I began to use this

as a label for the things that economists needed to pay attention to and were not.

It was never intended as a theory in any sense,” (Augier 1999).

This is an important point to note, as communication can be hindered when the

general term for a set of questions becomes too closely linked—or in some fields,

even synonymous—with specific theories that attempt to provide answers. Because

bounded rationality is not itself a theory, but rather, a set of considerations of differ-

ences between observed real-world behavior and traditional economic assumptions,

if should, and has given rise to an ongoing evolution of theories surrounding how

real people do and should make decisions. However, the term itself is often con-

flated with theory, and the usage of the term by researchers has varied extensively.

It is for this reason that we find it important to clarify our usage of the term and

its related concepts in this chapter. In the following sections, I will discuss a se-

lection of research streams and theories that have developed in response to interest

in bounded rationality. Although bounded rationality research has included explo-

rations around relaxing many traditional assumptions, the assumptions of unlimited

and effortless cognitive processing are of particular interest to the research questions

posed in this dissertation. The next sections include discussions of the motivations
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and implications of relaxing these two assumptions and allowing for limited capacity

for complexity and costly effort.

2.1.1 Limited Capacity for Complexity

As early as the 19th century (e.g. Walker 1894), researchers began to formally note

how “limited intelligence would affect models of decision making. It is well accepted

that human beings (and even the most powerful computers) are limited in terms of

the amount of information they can logically process. The board game chess is an

excellent example of such a limitation. Although solving the game is theoretically

trivial through backward induction, the game-tree complexity of 10123 far exceeds the

processing capacity of the best computers, let alone that of humans. Many psychol-

ogy studies have verified limitations in working memory capacity. Among the most

recognized studies is George Miller’s Magical Number Seven (Miller 1956), which

showed that most adults can retain only about seven pieces of new information in

their working memory at one time. Subsequent research has shown that the amount

of simultaneously accessible information can be increased by “chunking smaller in-

formation pieces into larger, unified chunks. With the maximum retrieval capping

at around eighty digits for extremely high performers (Cowan 2001), it is safe to

assume that no one has the capacity to act consciously as a rational economic agent

in any but the simplest of scenarios (even the simple child’s game Tic-tac-toe has a

game-tree complexity of 105). Some have postulated an “as if” justification for ra-

tional economic decision making: just as people can catch a ball without consciously

solving its mathematical trajectory, so people may arrive at rationally optimal eco-

nomic decisions without taking on the mathematical optimization. However, enough

empirical research has shown that people deviate from optimal behaviors to indicate

that this is not a compelling analogy. Psychologists across the board agree on two

things: working memory capacity is highly limited, and it is heterogeneous in the
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population. That is, different people have different capacities for complexity (Engle

et al. 1999).

When applied to the context of games, the traditional economic assumptions of

full rationality lead to the related assumption of mutual consistency: because all

players have unlimited and perfect reasoning, players’ beliefs about other players’

reasoning abilities are accurate (see Ho et al. 2006). Thus, players can perfectly

anticipate their opponents’ optimal strategies given the information available (that is,

if there is private or imperfect information, it is at least known that there is private or

imperfect information and accounted for by parties that are not privy to it.) Indeed,

the concept of Nash equilibrium, which is foundational to modern game theory,

is defined as the set of strategies on the part of all players that preserves mutual

consistency—the “set of all pairs of opposing good strategies” (Nash 1951, p.286).

Such equilibria are, of course, more believable when all players can compute all

outcomes. In situations in which players are heterogeneously bounded in capability,

a player’s chosen strategy is not defined by such traditional definitions of equilibrium

but rather depends on his or her own cognitive constraints, as well as beliefs about

the opponent’s constraints.

B. Douglas Bernheim (1984) introduced the term rationalizability to describe

players who “rationally” select strategies that are best responses to their beliefs

about the other players, allowing for the fact that these beliefs might not be correct.

In his words, “When an agent reaches a decision in ignorance of the strategies adopted

by other players, rationality consists of making a choice which is justifiable by an

internally consistent system of beliefs, rather than one which is optimal, post hoc” (p.

1007). Bernheim’s work grew out of a small research stream beginning with Ellsberg

(1956) “and a much larger oral tradition which argues that Nash behavior is neither

a necessary consequence of rationality, nor a reasonable empirical proposition” (p.

1007). This argument, of course, is an example of the evolution of terms in this
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domain and the often inconsistent traditions surrounding the breadth of assumptions

that constitute the term rationality, and whether we label it rationality (taking

into account limitations) or bounded rationality, the underlying idea is the same.

As we develop the model frameworks in this dissertation, we will be drawing from

Bernheim’s tradition of rationalizable strategies.

In addition to challenging the traditional notions of equilibrium, the double prob-

lem of a player’s own constraints as well as his or her uncertainty concerning an

opponent’s skill creates a need for additional analysis when understanding the effect

of limited skill in games, compared to individual decision making. A well-known

example illustrating the need to account for both player skill and opponent uncer-

tainty in games is Keynes’ beauty contest game (Keynes 1936). In this game, players

simultaneously submit a number less than one hundred, with the goal of submitting

the number that is closest to two-thirds the average number submitted. The Nash

equilibrium strategy set in this game is for all players to submit zero, but rarely are

such strategies played empirically; typical submissions average around twenty-five

(e.g., Camerer et al. 2004). One explanation of this violation is that players, limited

by capability or motivation, do not accurately compute the equilibrium strategy.

Another explanation is that players do not expect that their opponents will compute

the equilibrium strategy and are rationally playing best responses to their beliefs that

everyone else is less sophisticated. This example illustrates how opponent skill un-

certainty must be accounted for in addition to player’s own levels when interpreting,

predicting, and prescribing behavior in games by players heterogeneous abilities.

Though such cues as education or past achievements may help managers narrow

the range when sizing up an opponent’s skill (see, for example, Goldfarb and Xiao

2011), there may still be uncertainty when attempting to pinpoint the skill precisely.

Although this could, in theory, be considered a special case of private information,

its nature is substantially different enough from traditional private information con-
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siderations to warrant its own label and analysis, and to be of central concern to

this dissertation. This added dimension of uncertainty can add a great deal of com-

plication to strategy optimization because it can become necessary when optimizing

strategies to account for beliefs-about-beliefs, beliefs-about-beliefs-about-beliefs, and

so on. In other words, a player does not not need simply to form a belief about his or

her opponent’s skill: the player also needs a belief about what the opponent believes

about him or her, and so on. If there are many possible skill levels and a high degree

of uncertainty about where players fall in the spectrum, then these “higher order”

belief sets become unmanageably large quite quickly.

Economist John C. Harsanyi was among the first and most famous to address

this problem, which, as he states, is that these games give rise, or at least appear to

give rise, to an infinite regress in reciprocal expectations on the part of the players,

(Harsanyi 1967). He developed a general framework for approaching such problems,

in which each player has a type (represented by the symbol theta) that defines his

depth of reasoning and set of higher order beliefs. As explained by Lawrence Moss,

an agent A’s type involves (or induces) beliefs about the types of the other agents,

their types involve beliefs about A’s type, etc. So the notion of a type is already

circular, (2009).

More recently, behavioral and quantitative researchers have developed a stream of

hierarchical “level-k” models that account for constrained skill and opponent uncer-

tainty (and the resulting higher order beliefs) in competitive games. Level-k models

have appeared in the decision-making literature since Stahl II and Wilson (1995)

introduced the concept as a way of explaining observed non-equilibrium behavior in

canonical economics games. These models define a strategy hierarchy for each game

they are applied to, such that a level-k strategy is a best response to some combi-

nation of strategies between 0 and k � 1, where the lowest level, k0, is defined by a

fully nonstrategic rule (for example, by choosing randomly among all options). A
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player’s skill is identified by his or her “level of thinking, and players always play as

though everyone else is less sophisticated than themselves. Players are assumed to be

either heterogeneous in their beliefs about other players, always choosing the optimal

strategy k for their beliefs (e.g., Ho and Su 2010), or heterogeneous in personal skill,

always choosing a belief structure about other players as a homogeneous function

of their own skill (e.g., Camerer et al. 2004). These models have provided a better

fit for empirical outcomes of numerous canonical marketing games than equilibrium

predictions that assume full information (e.g., Stahl II and Wilson 1995, Camerer

et al. 2004, Costa-Gomes and Crawford 2006).

We follow in the general spirit of these models, but break from their traditions

in several ways. First, most well-known “level of thinking” models have focused

on static games and define skill in terms of the number of iterations involved in

reasoning. In a dynamic game, however, the concept of foresight horizon—how many

periods a player considers when formulating a strategy—is a more useful measure

of skill. Computer scientists have long used foresight horizon to create artificially

intelligent gaming opponents in dynamic games, where, in general, a larger foresight

horizon provides a stronger competitive advantage in dynamic games (see Hsu 2002).

Behavioral research has shown that managers and consumers engage in a similar

process of limited-horizon reasoning when engaging in dynamic strategic behavior

(e.g., Che et al. 2007; Camerer and Johnson 2004; Johnson et al. 2002). Rather than

performing full backward induction over the entire game, players look forward a

certain number of periods and optimize only over that window, as though the game

truncated at that selected future point. Moreover, players vary in the number of

future periods they can think through. We build off these behavioral and computer

science foundations and use foresight horizon as our measure of skill as we analyze

dynamic games.

Second, we allow for constrained independence between a player’s skill and his
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beliefs about his opponent’s skill. In extant level-k models, a players beliefs about his

opponents are entirely defined by his own level of thinking. There is no accounting

for possible independent variations of the two. This is an important distinction to

address because “How skilled do I think my opponent is? is, in fact, an entirely differ-

ent question from “How skilled am I?” Though of course, the ability to differentiate

actions based on variations in beliefs about the answer to the first question will likely

be bounded by the answer to the second question. The answers are likely to vary

from situation to situation, and the ability of a player to assess the first question is

a different skill from that used in assessing the second question.

Decision scientist Williemen Kets showed novelty in introducing a model that

accounts for bounds on both measures independently. She approached her analysis

from the perspective of Harsanyi types:

But while the logic of the Harsanyi framework requires that a player’s
reasoning about other players’ beliefs continues indefinitely, limited cog-
nitive resources generally force it to stop at some finite order. And, even if
a player can reason about others’ beliefs at (sufficiently) high orders, she
may be uncertain whether other players can do so, whether other players
believe that their opponents can do so, and so on. That is, player’s depth
of reasoning can be bounded, and there is higher-order uncertainty about
player’s reasoning abilities. (Kets 2011, p. 2)

Much of Ket’s emphasis is on her methodology, but she is also able to show that

her framework allows rational explanations for cooperative behavior and Pareto-

improved equilibria in some common games. Such findings echo the ideas of Pa-

padimitriou and Yannakakis (1994) introduced in Section 2.1.2. This dissertation

follows this direction of independence between player skill and opponent skill estima-

tion, brings it into the domain of dynamic marketing games and builds a level-k-type

framework that allows different types of errors in opponent estimation on the part

of an individual player with a somewhat constant skill level.
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2.1.2 Costly Effort

In addition to being limited, computation is also costly. Research on bounded ra-

tionality must account for the fact that decision makers may experience disutility

from the act of information processing itself (see Shugan 1980). Costly calculation

is conceptually distinct from parameters such as discount factors and search costs,

which are commonly included in classic economic models. Discount factors account

for the diminishing utility of reward over time while search costs account for the time

and effort needed to gather more information. Both of these parameters could be

fed into a full optimization model bounded only by limitations on capacity for com-

plexity and fallibility. To account for the costliness of calculation, a new parameter

must be introduced that accounts for the time it takes to process information and

for the disutility of the processing.

One approach to accounting for limited capacity of complexity is simply to define

the upper limits on computational ability and optimize strategy within those limits.

This approach becomes difficult to define precisely because complexity occurs along

numerous dimensions and the allocation of resources to these dimensions is an opti-

mization problem itself. For example, when faced with a decision tree that is both

wide and long, should a boundedly rational player who cannot perform an exhaustive

search opt for a broad but shallow investigation of the options or a deep investiga-

tion of a subset? Though some researchers have attempted to answer this question

prescriptively (e.g., Payne et al. 1995 and Gabaix and Laibson 2000), the answer

is generally “it depends.” Many researchers have posited that, while optimization

under constraints can be an interesting exercise and perhaps provide benchmarks for

performance, it is not an approach that captures the realities of boundedly rational

decision making. As the Nobel laureate economist Reinhard Selton puts it, Trying

to optimize in such situations is like trying to build a computer that must be used
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in order to determine its own designan attempt doomed to fail. The activity of

optimizing cannot optimize its own procedure (Selten 2001, p. 17).

Many computer scientists, who have long faced the obstacles of bounded rational-

ity and costly computation in executing decisions and game strategies, have ventured

into the realm of economics, using skills from artificial intelligence, combinatorics,

and complexity theory to obtain new insights into the field. The study of bounded

rationality is especially alluring to those with computational backgrounds. As com-

puter scientists Christos Papadimitriou and Mihalis Yannakakis write, “Obviously,

bounded rationality is an invitation for applying the concepts and techniques of

complexity theory to economics and game theory” (1994, p. 726). These researchers

investigate, for example, whether cooperation can be rationally obtained in games

economists believed to have grim equilibria if extremely complex strategies are ruled

out. As they write:

Economic theory sometimes predicts that rational agents will reason and
behave in complex and devious ways in order to extract a little more
payoff, destroying the system in the process. Such behaviors are ruled
out if one assumes that agents do not invest inordinate amounts of com-
putational resources and reasoning power to achieve small payoffs. . .
. Perhaps in a more realistic setting, in which the players can employ
strategies that are in some sense simple, collaborative behavior is not
ruled out. The question is this: What are appropriate notions of com-
plexity of strategies, such that, by ruling out strategies of very high com-
plexity, collaborative behavior emerges? (Papadimitriou and Yannakakis
1994, p. 726)

Of course, economic models also assume that everything relevant to the decision

outcomes being modeled is accounted for in the model. As models grow to account for

real-life variables, so do the potential calculation tolls on fully rational optimizations.

When developing his seminal Bayesian decision theory, Savage (1954) distinguished

between “small world” problems, such as the lottery, in which players have perfect

information about all possible outcomes and their associated probabilities, and “large
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world” problems, such as triaging emergency room patients, decisions that must

be made quickly and with highly limited information. In a small world, formal

optimization procedures can be used to compute the rational solution to a problem.

However, Savage believed that such optimization models could not be applied to how

people make decisions in the large world because “the task implied in making such a

decision is not even remotely resembled by human possibility” (Savage, 1954, p.16).

Selton proposes that “deciding how to decide” is unsolvable for boundedly rational

agents and that the implication is bounded rationality logically requires a level of

automaticity. To decide whether making a calculation is worth the effort, the decision

maker must make a pre-calculation, and so on. Some researchers have advocated the

use of heuristics as a means of overcoming this problem of possible infinite recursion,

with its certain loss of efficiency. Heuristics are simple decision rules that people can

apply automatically when faced with a decision. Ideally, they are cognitively “fast

and frugal” (Goldstien and Gigerenzer, 2002) and provide a systematic advantage, if

not optimization, for boundedly rational decision makers making numerous decisions

in complex environments (see Kahneman et al. 1982, Gigerenzer and Selten 2001,

Rubinstein 1998 for overviews).

The study of heuristics has become a subfield in its own right and, to many, is

inseparable from the study of bounded rationality. The idea that simple heuristics

can provide a net benefit over rational optimization when time and effort are costly

is intuitive and is often referred to in the literature as effort-accuracy tradeoff. More

surprising to some is that, in many cases, simple heuristics can provide gross pay-

off improvements over more complex analyses, even without including effort costs.

Gigerenzer writes, The classical view has been that heuristic decisions imply greater

errors than do ’rational’ decisions as defined by logic or statistical models. However,

for many decisions, the assumptions of rational models are not met, and it is an

empirical rather than an a priori issue how well cognitive heuristics function in an
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uncertain world, (Gigerenzer and Gaissmaier 2011, p. 451). He provides support

for heuristics as prescriptive strategies beyond even effort tradeoffs as ignoring part

of the information can lead to more accurate judgments than weighting and adding

all information, for instance for low predictability and small samples (Gigerenzer

and Gaissmaier 2011, p. 451). For example, a plethora of less is more findings in-

dicate that decisions requiring predictions amid uncertainty are statistically more

accurate when less information is analyzed than when more is. Cardiologist Lee

Goldman showed that heart attack victims were more accurately identified in emer-

gency rooms when only three pieces of information were considered as opposed to

a more extensive list. Not only did additional information hinder accuracy, but it

also ironically increased confidence (see Gladwell 2005). Another research project

showed that a simple one-good-reason heuristic performed better than the state-

of-the-art Pareto/NBD model in predicting whether a prior airline customer would

make another purchase in a given time frame (Wubben and Wangenheim 2008).

Simply pulling out participants who had made a purchase in some immediate prior

time frame predicted future purchase behavior better than the statistician-sanctioned

negative binomial distribution model that used prior data to estimate dropout rate

parameters (Schmittlein and Peterson 1994).

Marketing researcher Jacob Jacoby refers to this general phenomenon as informa-

tion overload and provides an excellent review of relevant literature (Jacoby 1984).

Of course, these problems are of a different nature than the closed-system theoretical

problems that can be precisely defined and mathematically optimized, and to say

heuristics outperform logic is an over extension. The predictions in the above stud-

ies were made by inferring causal relationships from past observations. The problem

is statistical, not theoretical, because it is not just the solution, given probability

distributions, that is being computed, but the probability distributions themselves

must be estimated. In fact, the complex statistical analyses used as benchmarks for
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simple heuristics are really just heuristics themselves, albeit far more complex. An

appropriate conclusion is not that heuristics outperform normative procedures but

that simple, easy heuristics can outperform far more sophisticated ones under certain

conditions. Although optimal strategies can be computed in well-defined theoreti-

cal problems, in these real situations, we are limited to comparisons: “Better, not

best—because in large worlds the optimal strategy is unknown,” (Gigerenzer and

Gaissmaier 2011, p. 456). The “large world” is of course the one in which the vast

majority of decisions are made; thus, the gross prescriptive benefits of simplicity

outside the small world of closed-form solutions are worthy of attention.

Researchers have formally tested the real-world use and performance of a variety

of specific simplification heuristics.One heuristic is the satisficing heuristic, described

by Simon in his original essays on bounded rationality. This heuristic, which has

been the recent subject of attention due to Barry Schwartz’s best-selling book The

Paradox of Choice (2004), presents a simplified search-and-selection algorithm and

is contrasted with a more normative approach called maximization. When selecting

among numerous options, a maximizer will examine every option and then calculate

the best match for his or her preferences (e.g., examining every single brand of peanut

butter thoroughly before making a selection.) A satisficer, on the other hand, sets

a minimum quality bar and then selects the first option that meets that bar (e.g.,

selecting the first brand of peanut butter if it costs less than three dollars and has no

hydrogenated oils, without even looking at the other brands). Schwartz showed that,

while maximizers tend to make objectively more desirable purchases, satisficers are

happier. This finding has been widely interpreted to suggest that the psychological

costs of maximizing every decision outweigh the benefits gained and that a simple

heuristic might provide a net advantage.

The rules of thumb used to simplify decision making fall into the realm of both

descriptive and prescriptive research. In descriptive studies, the rules are validated
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behaviorally and presented as observed coping mechanisms for limited cognition:

Capacity limitations prevent us from acting rationally and force us to rely on heuris-

tics, which are considered a source of judgmental errors” (Gigerenzer and Gaissmaier

2011, p. 457). Prescriptive studies tend to tout heuristics as rational optimizations

of effort and accuracy tradeoffs: “Not every decision is important enough to warrant

spending the time to find the best course of action. . . . Here, relying on heuristics

can be rational in the sense that costs of effort are higher than the gain in accuracy

(Gigerenzer and Gaissmaier 2011, p. 457).

The goal of this dissertation is to explore the large-world implications of un-

derestimation bias to see how it compares to overestimation bias or no bias when

applied consistently over an infinite space of possible games. Thus, instead of using

individual strategy games with specific payoff arrangements, which are considered

small-world tools, we look across infinite sets of extensive form game trees, in which

the payoffs within all individual games are generated from a customizable probability

distribution. In doing so, we aim to obtain generalizable findings that generally hold

across a wide range of situations as opposed to those that are optimized for a specific

idiosyncratic game structure or set of outcomes.

Though we are unaware of other research in games aimed at predicting expected

outcomes over large sets of games rather than solving for specific game scenarios,

our approach is similar to some individual decision theory work, such as that by

Gabaix and Laibson (2000), who considered the space of extensive-form decision trees

and compared average outcomes for different strategy heuristics for an individual

decision maker when time is costly. Johnson and Payne (1985) and Payne et al.

(1996) performed a similar analysis on normal form decisions. In all these studies, it

was concluded that simplifying heuristics can perform better than rote optimization

when there are some elements of bounded rationality. Each study used a Monte Carlo

simulation to approximate the outcomes of different heuristic strategies when applied
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over the infinite set of payoff arrangements. We build on similar conceptual and

methodological foundations, but add the complexity of a second strategic player and

provide an analysis that allows strategy heuristics to be compared mathematically

without reliance on specific parameter and cost function values.

2.2 Overconfidence bias

Traditional economic models assume that decision makers accurately perceive the

information available to them, noting that, if uncertainty exists, they accurately

perceive the uncertainty. This concept is called perception rationality. Specifically,

“The standard model in economics is that consumers behave as if information is

processed to form perceptions and beliefs using strict Bayesian statistical principles,”

(McFadden 1999). They also assume that the decision makers are perfect calculators,

able to manipulate the information without any error. Behavioral research, of course,

has shown that neither of these assumptions holds robustly in the real world. There

are many well-known illusions that predictably fool the senses into false perceptions.

Muller-Lyer (1889), Deutsch et al. (2005)), and Deutsch (1974)) provide examples of

famous such visual and auditory illusions.

It is not just the physical senses that can be fooled; the mind is also subject

to predictable computational errors. No one would argue that people can reliably

perform computations without error; if that were the case, test scores would be

perfect, and computing devices would not be a billion dollar industry. However,

people are not always random in their error — they are, in many cases, prone to

predictable thought traps. For example, a wealth of research shows people in general

to be notoriously bad at accurately judging probabilities. A well-tested example is

the Monty Hall problem, based on the television show Let’s Make a Deal. In this

game, players must choose one of three doors, and can keep what it behind the door

they choose. There is a valuable prize behind one, and nothing of value behind the
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other two. After the player makes an initial choice, the host opens one of the two

unselected doors to reveal no prize. He then asks the player if he wants to stick with

his original choice or switch to the other unopened door. Players tend to stick with

their original choices, generally believing the probability of the prize being behind

either of the unopened doors to be equal, even though it is actually twice as likely to

win the prize by switching than by staying (see Krauss and Wang 2003). A wide array

of other cognitive biases are described in the literature (see Kahneman et al. 1982

and Fine 2008 for overviews). Not only are such errors in judgment pervasive, but

they also are resistant to correction. As with many visual illusions, an explanation

and even a proof of the error does not change perception. Amos Tversky wrote:

Our research shows that the axioms of rational choice are often violated
consistently by sophisticated as well as naive respondents, and that the
violations are often large and highly persistent. In fact, some observed
biases, such as the gamblers fallacy and the regression fallacy, are rem-
iniscent of perceptual illusions. In both cases, ones original erroneous
response does not lose its appeal even after one has learned the correct
answer. (Tversky 1977)

Many Monty Hall problem participants, for example, have trouble believing they

would be better off switching even after the reasoning is carefully worked out for

them. When a version of this problem appeared in the magazine Parade, approx-

imately 10,000 readers, including nearly 1,000 with PhDs, wrote to the magazine

claiming the published solution (to switch) was wrong (Tierney 1991). The New

York Times has even implemented a simulation of the game on its website to miti-

gate resistance by allowing skeptics to try out their strategies for themselves.

One explanation for the prevalence of deep-rooted nonconscious predictable per-

ceptual and cognitive biases are that they evolved by providing an overall advantage

in decision making when navigating complex environment under cognitive capacity

constraints. Faced with an overload of information, the brain may simply be using

heuristics, rather than optimization, to perceive and process selectively. Under such
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an interpretation, cognitive biases can be interpreted as a (partial) solution to mak-

ing decisions under bounded rationality, rather than being themselves the cause of

bounded rationality (i.e., that people would make perfect decisions if only it weren’t

for these pesky biases). These perspectives are not mutually exclusive; for exam-

ple, biases that evolved because they provided advantage historically may not be

consistently or presently beneficial. Either way, the phenomenon of cognitive bias

is intrinsically linked to the study of bounded rationality. However, the conceptual

distinction between biases (and more generally, heuristics) as a solution to vs. cause

or bounded rationality is important to clarify during this discourse.

Of particular interest to this paper is overconfidence bias. In general, overcon-

fidence can refer to many different types of judgments. One can be overconfident

about the accuracy or reliability of one’s judgments, about the actual values of pri-

vate information (such as a competitor’s resources), about one’s absolute skill or

performance, or about the relative skill of the competition. This dissertation will

focus on the last.

Numerous studies indicate that people generally consider themselves more skilled

than they actually are compared to other people or, alternatively, generally under-

estimate others relative to themselves. For instance, numerous studies dating as far

back as 1973 have confirmed and reaffirmed that far more than half of drivers believe

they possess above-average driving skill (e.g. Svenson 1981). This biased assessment

of skill has been robust through diverse contexts, including Larwood and Whittaker’s

(1977) study that found that management students and corporate presidents “held

a self serving bias of their own competence [compared to others] which led to overly

optimistic and risky planning for the future. In addition, Goldfarb and Xiao (2011)’s

study showed managers in the telephone industry exhibited overconfidence by un-

derestimating the competition’s foresight in market entry decisions.

As seen in the quotation from Larwood and Whittaker, this observed underesti-
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mation bias is generally considered to have negative consequences, and the authors

either directly or implicitly warn about the perils of such overconfidence. However,

the true consequences of such biases are not actually tested in any of these studies,

as noted by many of the authors. Thus, the question of whether opponent underes-

timation actually hurts players remains a motivation for this dissertation.

2.3 Complex Sequential Games

Much of economic game theory focuses on simultaneous games, games in which all

players make choices at the same time or, at least, without knowledge of other play-

ers’ choices. Examples of such games include the prisoner’s dilemma (see Hamburger

1973), the beauty pageant game (see Camerer et al. 2004), Cournot duopoly games

(see Friedman 1968), and matching pennies (see Holt et al. 2003). These games are

said to have imperfect information in that the consequences of a particular play are

not predictable with certainty because they are contingent upon the choices made

simultaneously by the other players. Economists have focused on such games because

of the extensibility to business scenarios (firms often having to make decisions with-

out knowing what competitors are deciding) and the analytical tractability. Though

less common, there are also examples of sequential games found in the economics

literature. In these games, players alternate turns and make decisions with perfect

knowledge of the immediate results of their plays (or the expected results, taking

into account possible incomplete information from nature). This paradigm also has

real-world credibility; firms can make decisions about market entry, pricing, and

promotions in asynchronous cycles, with full information about what competitors

have already chosen. In the marketing literature, sequential games include Stackel-

berg’s duopoly model (von Stackelberg 1934) and the centipede game (see Ho and

Su 2010). The fully rational outcome of such games (i.e., the subgame perfect Nash

equilibrium) can be determined by backwards induction.
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The dynamic games studied by economists are generally short and simple or

are repeated iterations of the same decision or static game, such as the prisoner’s

dilemma. Because of their simplicity (due to brevity or repetitiveness), these games

can be depicted and solved using elegant game-theoretic notation and analysis. How-

ever, when the dynamism in games comes not from repetition of the same decision

but from facing new and unique conditions in each period, the complexity of the

game can quickly preclude simple solutions. This property is apparent, for example,

in the familiar board games that exemplify the sequential genre. Popular games such

as chess, checkers, and go have been extensively studied by mathematics, computer

scientists, and psychologists (see Demaine 2001) but have remained outside the realm

of economics and marketing. One possible reason for this omission is skepticism that

such games have generalizable strategic applications to the business world. It could

be argued, however, that an increase in complexity and time span of games used in

research is a useful—and perhaps necessary—step toward greater external validity.

Indeed, the popular business press has shown a growing interest in relating board

game strategies, most commonly chess, to business practice. In 2005, the Harvard

Business Review published an interview with World Chess Champion Garry Kas-

parov. Entitled ”Strategic Intensity” (2005), the article explored the relevance of

chess strategy for corporate CEOs. Two years later, Kasparov published his own

book, entitled How Life Imitates Chess: Making the Right Moves, from the Board to

the Boardroom (2007). There is now a plethora of similar titles lining shelves and

making the best seller lists, including Bob Rice’s Three Moves Ahead: What Chess

can Teach You About Business (2008) and Bruce Pandolfini’s Every Move Must Have

a Purpose: Strategies from Chess for Business and Life (2003). This surge of pop-

ular interest by the business community leads to a natural consideration of possible

benefits of including complex sequential games in marketing research.

However, another likely reason economic research on such games has been es-
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chewed is the computational infeasibility of rationally solving more complicated con-

texts. Though backwards induction is a straightforward process, sequential games

are subject to the curse of dimensionality; as the complexity of the game increases,

the number of possible states in the tree increases exponentially. The largest com-

puters in the world are still unable to complete the backwards induction to solve the

game of chess, and it is well known that even when computers can rationally solve

a game, human players may not always have that capacity. Actual human players

are limited and fallible in their information processing. However, when bounded

rationality is taken into account, the goal is no longer to solve the game” but to

solve the game as played by players with processing constraints.” Thus, not only

may boundedly rational decision models more accurately describe actual behavior,

but they also provide a means for solving previously unsolvable games. The curse

of dimensionality precludes calculation of classically rational behavior in all but the

simplest of cases of branching sequential games, but bounded rationality can be mod-

eled in even the most complex of games because it removes the link between game

complexity and decision complexity.

Although modeling boundedly rational players in complex branching sequential

games can algorithmically allow for navigating a decision tree to solve for the out-

come, the solution may not always be solvable using traditional analytic techniques.

In such cases, computational methods can be obvious tools for optimizing strategies

amid constraints, as programmers have a long history of working against limitations

in memory and processing power to optimize game strategies, search algorithms,

and information processing. In using computational approaches based on sound the-

ory and rigorous implementation, economists are not limited to domains that can

be solved analytically and can gain insight into a greater variety of highly com-

plex systems that may have great relevance to marketing managers. Colin Camerer

describes both the benefit and weakness of the computational approach: Computa-
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tional economists interested in very complex systems, liberated by computing power

from the shackles (and discipline?) of analytical tractability, posit many types of

limitedly-rational agents and study how their simple behavior leads to emergence of

something more complex and possibly lifelike (1998).

Although economists generally prefer analytic proofs to computational results,

there are some cases in which computational methods are necessary to solve prob-

lems. A prime example is the set of NP-complete problems. These problems are

known to be computationally intractable; though the correct solution can be verified

once found, it cannot be initially derived through logic and probability. However,

artificial intelligence researchers have developed heuristics that can find and then

verify the solution. Similarly, optimization and estimation algorithms that require

trial-and-error tuning are highly prevalent in the biological and other sciences. These

computational methods can, of course, be used to find or estimate best solutions to

economic problems that are too complex to be solved analytically. There is a syn-

ergy between computational approaches and bounded rationality. Thus, many types

of games—especially complex dynamic games—have historically been eschewed by

economists because of the computational infeasibility of rationally solving such com-

plicated contexts.

This dissertation exploits the synergy between bounded rationality and complex

sequential games to provide an analysis of game contexts that are potentially of

great interest to marketing managers but have not received much attention in the

extant literature. To do this, we must break from traditional marketing game theory

approaches along numerous dimensions in order to gain insight into the novel research

questions posed. This will require us to build a new methodological framework upon

which to conduct our analyses. This model framework is described in detail in the

next chapter.

29



3

Model Framework

3.1 Overview

Many researchers have taken experimental and empirical approaches to validate the

existence of cognitive constraints and estimation error in the population (e.g, see

Costa-Gomes and Crawford 2006; Hutchinson and Meyer 1994; Stahl II and Wilson

1995). The literature suggests that managers as well as consumers exhibit truncated

reasoning and limited foresight (e.g., Che et al. 2007; Ho and Su 2010; Johnson et al.

2002) and tend to exhibit overconfidence bias by thinking their opponents to be less

skilled than they actually are (e.g., Camerer and Lovallo 1999; Goldfarb and Xiao

2011; Larwood and Whittaker 1977). We build upon this empirical literature but

take a different approach. Rather than again empirically validating the existence of

such skill constraints and estimation errors, we take the existence of such limitations

to be self-evident (at least in a portion of the population). Consequently, we focus on

understanding, from a theoretical perspective, the implications of such limitations

in large sets of strategic environments that have characteristics marketing managers

are likely to encounter repeatedly over their careers. This is in concert with our

goal of being able to provide prescriptive insights to help managers with inherent
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skill constraints better manage their estimation error in different environments.We

take this analytic approach since it allows us to construct a “theoretical laboratory”

(see Moorthy 1993) where we can manipulate behavior and environments far more

precisely than in a standard behavioral laboratory or field setting, and thus more

cleanly isolate the causal relationships between a player’s information processing

constraints, his bias regarding his competitor’s skill, and firm outcomes over a wide

range of settings relevant to marketing managers.

This leads us to develop a methodology for analyzing strategic games between

such boundedly rational managers who exhibit limited foresight and are subject to

competitor skill estimation bias. We then use our methodology to analytically discern

the implications of this bias when forming beliefs about an opponent’s skill level in

different competitive contexts.

In the next sections, we define the scope and structure of the games we consider,

define our operationalization of skill and bias, and lay out how we solve for expected

outcomes over large sets of games.

3.2 Game Structure

We start by defining a highly generalizable game structure that captures the critical

features of strategic competitive interactions faced routinely by marketing managers

in a variety of settings. We do this by first noting that when navigating complex

long-term competitive relationships, managers are often faced with decisions that

not only have immediate payoff ramifications, but also affect the choices (and as-

sociated payoffs) that will be available in the future. For example, a firm may be

deciding between releasing a newly developed product into the market at a low price

to encourage trial, or at high price in order to obtain surplus from enthusiastic early

adopters. There are immediate profits to be gained from the decision (in terms of

profits generated from initial sales) but these different moves may also have longer-
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term strategic consequences, based in part on the actions taken by the firm’s major

competitor. For example, this competitor might be developing a competing prod-

uct, and after observing how the first firm priced its product, the competitor will

decide whether to release its product at a regular or a substantially discounted price.

When this happens, not only might there be an immediate shift in profits for both

firms, but also there may be a set of now relevant counter-responses the first firm

might take in terms of adjusting prices or promotions or investing in new develop-

ment efforts. If the first firm is myopic, then it will release its product at whatever

price initially maximizes sales, without considering what the competition will do in

response. If the firm is more sophisticated, it will consider possible competitive re-

sponses, its own counter-response, and so on, and make its initial decision with those

downstream implications in mind. Of course, there is a limit on how far out even

the most sophisticated manager can think, especially when the competitive horizon

is long or complex.

We use a branching tree structure to represent such real world strategic decision

situations where firms repeatedly make moves and counter moves. Thus, the players

alternate making decisions over time, and each node in the tree has a payoff associated

with it (which represents the value of the state of affairs at that moment in time, e.g.

current market share or profits). For simplicity, we assume that there are only two

firms (hereafter referred to as players), that the game is finite, and that payoffs are

constant-sum and bounded between zero and one (which corresponds nicely, but not

restrictively, to market share). By convention, Player 1 (P1) and Player 2 (P2) moves

second. Because the scope is limited to constant-sum games, only one payoff value is

needed at each node. This value represents P1’s payoff, where P1 seeks to maximize

the payoff, and P2 seeks to minimize it (i.e., P2 seeks to maximize one minus the

payoff). Figure 3.1 provides an example of what such a game looks like. Note that it

is basically an extensive form version of a traditional two-player finite dynamic game
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of complete and perfect information, with the addition of payoff values associated

with non-terminal states. Since the concept of non-terminal payoffs differs from the

standard dynamic game of complete and perfect information, we discuss these payoffs

in more detail in Section 3.5 and in Appendix A.1. The interested reader may want

to read Appendix A.1 now if he or she feels uncomfortable with this concept.

Figure 3.1: Abstract Game Tree

Each game begins at period zero with a set of branches stemming from an initial

node. These branches represent the actions available to P1 at the start of the game

(for example, different prices a marketing manager could choose for a new product

launch). Each branch leads to a new state (node). Each of these states has its own

interim payoff associated with it, which represents the state of affairs at that moment

in time (e.g. market share, profits, etc.) if the state is realized when the game is

played (Section 3.5 will explain this in more detail). Each of these period one states

has its own set of branches, representing the actions that would be available to P2 if

that state were realized. These branches each lead to their own states, with their own

associated payoffs, and so on, until the final period is reached. As we are interested

in looking at a variety of different games that might be encountered by players in the

real world, we abstract away the labels of the actions that would typically define the

branches in any particular game, thus reducing each game to a pattern of branches
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and payoffs, as seen in Figure 3.1.

This structure has appeal for many reasons. Dynamic games allow the outcomes

to vary depending on the prior moves. The finite foresight horizon can be used as a

precise measure of skill, capturing varying degrees of myopia that managers exhibit

within the long-term competitive landscapes. The finite nature also well reflects

situations where players are competing over a set term (for example, sales over a

holiday season, performance bonuses over a fiscal year) or when players make several

sequential moves that lead to a long-term stabilization of market shares. Many

competitive business situations are inherently constant sum (for example, employees

competing over a fixed bonus pool, firms competing for market share in an inelastic

market). Even if the games are not constant sum they can be re-framed as such if

the payoffs are normalized to reflect relative competitive advantage, and this allows

us to use a single value to represent the payoff at each state.

3.3 Player Skill

We note that in a traditional finite dynamic game where all the players are fully

rational and all have full information, only the terminal nodes need to be notated

with an associated a payoff. These payoffs represent the value achieved by navigating

over time through all the states that lead to that terminal node (i.e., they could be

the sum total of profits collected over a series of periods throughout the game, or

a single outcome, such as an election result, arrived at as a result of a particular

path of actions taken). The optimal strategy for each player is determined through

backward induction from these terminal nodes, resulting in the subgame perfect

Nash Equilibrium of the game. In real life, however, players are not presented with a

completed game tree, and must assess the current situation and then “think forward“

about how their actions at the current moment in time will affect the state of the

world, what the competitor’s response might be, what should be their own counter-
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response to each of the possible competitor responses, and so on. Indeed, behavioral

research has shown that managers and consumers engage in a process of limited-

horizon reasoning when engaging in dynamic strategic behavior (e.g., Che et al.

2007; Camerer and Johnson 2004; Johnson et al. 2002). Rather than performing

full backward induction over the whole game, players look forward a certain number

of periods, and optimize only over that window, as if the game truncated there.

Moreover, the players vary in the number of future periods they can think though.

These observations imply that since the player may not be able to think all the

way through to the final state in a game, he must use information other than terminal

node payoffs to inform his early actions. We note that after each action taken in a

game, there is an immediately observable state of the world that may provide some

information towards the ultimate goal. For example, if the goal of the game is to

maximize profits at the end of the year, there are observable quarterly profits along

the way. If the goal is to win an election in two years, there are observable voter

opinion polls at intervals along the way. Although traditional game theory paradigms

that model fully rational players can ignore such interim information (by including

the full path value in the terminal node payoffs), we can not, since we are modeling

boundedly rational players. Consequently we preserve such values at each state in

our game trees and refer to these values as interim payoffs.

This results in a game tree structure with payoff values associated with each state

in the game. It is still true that only the terminal payoffs are realized at the end of

the game, but players use the interim payoffs to guide decision making when they

do not have the capacity to think through the game to completion. We note that

such a structure is exceedingly common when designing artificially intelligent players

in computer science, a field that is inherently concerned with bounded rationality

(see Hsu et al. 1990;Russell and Norvig 2003 ), but is rare in the marketing and

management literature. However, we feel it is necessary to capture the real-world
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decision making processes firms (and managers within firms) have exhibited experi-

mentally. We note that, depending on the context, these interim payoffs may signal

their downstream terminal payoffs with varying degrees of accuracy, ranging from

complete noise to a perfect signal. We discuss this in more detail in the next sec-

tion, when we introduce parameters to map this general game structure to different

competitive environments.

In line with extant level of thinking models, we use the parameter ki to represent

player i’s skill, and specifically define ki as foresight horizon: the number of peri-

ods out into the future this player can think through, including the present period.

Whenever Pi is faced with a decision, he effectively creates a truncated subgame that

starts at the current period and extends ki periods into the future. He proceeds to

base his current period decision on optimizing his outcome in period t� ki� 1 (note

that Pi optimizes for period t� ki � 1, rather than period t� ki, as we have defined

ki to include the current period). This type of strategic behavior can be considered a

decision heuristic that players engage in (in lieu of performing an optimization) as a

means of approaching a decision whose complexity far exceeds the player’s cognitive

capacity. Alternatively, it can be considered a rationalizeable strategy where players

mistakenly believe either that the game ends in period t�ki�1, or that all all periods

that occur after period t�ki�1 are fully predictable by their immediately preceding

payoffs. For the purposes at hand, we do not need to distinguish between whether

the behavior is driven by a heuristic approach or a rationalizeable optimization to

constraint-based beliefs, as the behavior implications are identical.

Of course, when players can have different foresight horizons, and their foresight

horizons affect their decisions, a player must form a belief about his opponent’s skill

level. Moreover, he will act upon a best response to what he believes his opponent

will do, within the constraints of his own truncated tree. For example, if P1 has a

skill level of three, he will, in the first period, attempt to make a decision that will
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lead to maximizing his interim payoff in period 3, given what he anticipates P2 will

decide in the second period. This second period decision will depend on P2’s level

of thinking, and thus P1’s optimal strategy may be different if P2 is a one-level vs.

a two-level thinker (see Appendix A.2 for an example). We define parameter bij as

player i’s belief about kj. A player with skill ki and belief bij will effectively create a

subgame each time he is faced with a decision that extends from the current state to

period t� ki � 1, and implement the rationalizeable strategy that optimizes payoffs

in period t� ki � 1 based on his belief (whether correct or not) that kj � bij.

Note that all beliefs bij that are ¥ ki � 1 map to the same decision algorithm

for Pi. This is because a player constrained by his own foresight horizon cannot

anticipate what his opponent would do outside that window, even if he believes his

opponent to be looking out farther. In other words, the maximum effective belief

a player can have about his opponent is that his opponent is exactly one level less

skilled than he himself is. For example, if he is limited to a foresight horizon of four,

he cannot distinguish anticipated behaviors between an opponent he believes to be

three, four, five, six, or more levels – his best response to them all is the same, and

corresponds to full backward induction over the subgame that extends the length of

his own foresight horizon. Thus, so long at as the more limited skill player knows his

opponent has a greater skill level than he does (or, more precisely, not less than one

level less), fine-tuning his estimate of his opponent’s skill will not change his behavior.

On the other hand, for the set of bij such that bij   ki � 1, Pi’s strategy may in fact

be different for different values of bij (as shown in more detail in Appendix A.2).

For simplicity, we define P1 to always be the more skilled player, such that

k1 ¡ k2. Though this may seem to confound greater skill with first mover advantage,

we will see later in the analysis that this is not an issue. Furthermore, we do not

consider cases in which Pi’s beliefs about Pj’s beliefs about Pi (i.e., Pi’s belief about

bji) or other such higher-order beliefs vary enough to change the decision algorithm
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described above. For example, if Pi has belief bij � 3, then the optimal backward

induction process Pi uses over the subgames of length bij (to determine what Pj will

choose at a given decision set) would change if Pi believed that Pj believed that Pi

was a level 1 thinker vs. a level 2 thinker (note, however, that as per the above

reasoning, all beliefs of this nature that are ¥ 2 map to the same full backward

induction over the subgame–so only when bij ¥ 3 could these higher order beliefs

affect decision processes). For simplicity, we do not consider variation in such higher

order beliefs, and assume that, for any opponent skill belief bij, Pi performs a full

backward induction when hypothetically selecting moves from Pj’s perspective. We

do this because there is limited room for such variation within shorter foresight

horizons and experimental work suggests that people generally have quite limited

levels of thinking (see, for example, Camerer et al. 2004 and Stahl II and Wilson

1995).

We also assume for simplicity that each player holds a single value for bij and

applies it with certainty (i.e. instead of specifying a distribution of possible opponent

beliefs, or updating beliefs over time). This assumption is in line with behavioral

work that finds individuals show overconfidence about their judgments (e.g., Hoffrage

2004), and is further justified by the limited room for learning within the scope of

the model. Our analysis focuses on shorter games in which there is limited (if any)

opportunity for learning, especially since misestimation of an opponent’s skill does

not necessarily lead to an error in choice prediction for a given period. In any case,

empirical findings show that people are slow to update existing beliefs and that when

they do, they overweight prior beliefs (e.g., Boulding et al. 1999, Camerer and Lovallo

1999). Furthermore, the first move, which must occur before any learning is possible,

has the most influence on the game, especially when subsequent outcomes are related

to prior outcomes. Thus we believe our assumed model captures the general belief

conditions found in many sequential games.
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We also note that we use foresight horizon as our singular measure of player

skill. There are, of course, many dimensions to skill when playing games in real life.

For example, players may differ on their ability to accurately assess interim payoff

signals or to correctly apply backward induction. This is the case in computer science,

where programmers use evaluation functions (ways of assessing the value of interim

payoffs) along with foresight horizons to increase the skill of artificially intelligent

game opponents (see Russell and Norvig 2003). For parsimony in our manipulation,

we create a level playing field on all dimensions except foresight horizon. This follows

in the tradition of many analytic and level-k models, and allows a clean manipulation

of skill levels. However, the model can be extended in future research to account for

other such dimensions of skill.

3.4 Bias Conditions

Currently many firms invest heavily in competitive analysis, and proverbial advice

such as “never underestimate the competition” abounds in the popular business

literature. Yet, little has been done to formally test this stylized wisdom from a

cost-benefit perspective. This area of exploration is particularly interesting since

behavioral research suggests that people exhibit a widespread bias towards overcon-

fidence (e.g., Svenson 1981, Hoorens 1993, Goldfarb and Xiao 2011), one dimension

of which is underestimating the skill of others relative to oneself. Consequently, we

explore this issue by comparing the payoff ramifications where players having accu-

rate beliefs about an opponent’s skill with situations where a player over or under

estimates the opponent’s skill. We create three bias conditions Bi P tA,U,Ou that a

player i can assume. We define the accurate (Bi � A) condition as having bij � kj,

to model a condition of no bias ( i.e.,Pi accurately estimates Pj’s skill level). We next

define an underestimation (Bi � U) condition corresponding to a player exhibiting

an overconfidence bias. Most extant research research suggests that in the real world,
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Ebij   kj – in other words, people on average believe their opponents to be less skilled

than they actually are. When Bi � U , we assume for parsimony that bij � kj � 1,

indicating that Pi believes Pj to be exactly one level less skilled than he actually

is. Similarly, we define an overestimation (Bi � O) condition, where bij � kj � 1.

Thus, Pi believes Pj to be exactly one level more skilled than he actually is. We

limit our attention to misestimation conditions being off by only one skill level from

accurate, since our goal is to model a consistent small bias in judgment, rather than

wild swings in error. One implication of using these three conditions in our model is

that the minimum value we can meaningfully assign to k2 is 2, as P1 must be able

to underestimate k2 by one level, and k2 ¤ 0 is undefined. Similarly, since P1 must

also be able to overestimate k2 by one level, k2 must be less than k1�1, and thus the

minimum value we can effectively set for k1 is 4. Thus, we limit our analysis to cases

where 2 ¤ k2   k1� 1   4, since only within these parameter bounds will there be a

meaningful distinction between the bias conditions. However, relaxing these bounds

will not invalidate our results.

A priori, it would seem that we should allow each player’s skill level and bias

condition to vary independently, and then derive expected payoffs for each of the

nine possible combinations of player biases. However, this is not necessary given

our assumption that k1 ¡ k2, which implies that b21 ¥ k2 � 1 for all three bias

conditions. In words, P2’s belief about P1’s foresight horizon extends beyond his

own foresight horizon in all three analyzed conditions. Thus, whether b21 � A, O,

or U has no effect on P2’s decision process, since P2 cannot access the information

that would allow him to act differently for those different beliefs. Conceptually, the

weaker player, because he is constrained by his own limits on reasoning and cannot

think past his own level of sophistication is forced to “effectively” underestimate the

stronger player in all the conditions we analyze. It is only when the more skilled

player has biased beliefs that the game outcome is potentially changed. In this case
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the more skilled player has the opportunity (capacity) to think further out than his

opponent and this foresight can result in changes in his decision process. This leads

to the following lemma.

Lemma 1. The weaker player’s bias condition has no effect on game outcome.

This lemma allows us to focus on the implications of bias solely from P1’s per-

spective. Consequently we drop the subscript i on B, as it is implied that B � B1

and all results we derive will hold for all three beliefs P2 might have.

This also means that, since P2’s bias doesn’t affect his own behavior, P1’s aware-

ness of P2’s bias does not change P1’s behavior. Moreover P2’s awareness of P1’s

bias will not change P2’s behavior. To see this, note that when P2 is looking hypo-

thetically through P1’s eyes over his truncated subgames, trying to anticipate what

P1 will do, he only has k2�1 periods to work with—which leaves only k2�2 periods

in which he can anticipate what P1 thinks about P2. In other words, all of P2’s

beliefs about what P1 believes about P2 that are ¥ k2� 2 map to the same decision

process and the same outcome. In bias conditions U , A, and O, respectively, P1

believes k2 to be k2�1, k2, and k2�1. All of these values are ¥ k2�2, and thus even

if P2 is aware of P1’s bias, it does not change his behavior, due to the limitations of

his own cognitive constraints. So long as P2 is the weaker player, P2 will perform an

exhaustive backward induction over the full subgame created by his own foresight

horizon each time he makes a decision. This is the “best he can do” regardless of

potential small variation in P1’s belief about P2.

Lemma 2. Players’ awareness of the other’s bias condition does not affect the out-

come of the game.

Note that Lemmas 1 and 2 hold in our model because we are looking as small

errors in opponent estimation, or slight biases. If we explored conditions in which
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players underestimate each others’ skill to large degrees (specifically, with an under-

estimation bias that is ¡ 1 � k1 � k2) then player decisions would potentially be

affected by this larger bias. Thus, throughout the paper, when we derive an outcome

under a bias condition B, we mean that not only is P1 under bias condition B, but

also, P2 is under any of the three defined bias conditions, and either player has any

belief (within the three defined bias conditions) about the other player’s bias.

3.5 Game Parametrization

Given our goal of looking at a variety of different games that might be encountered

by players in the real world, we abstract away the labels of the actions that define the

circumstances of any particular game, reducing each game to a pattern of branches

and payoffs (this is similar in method to the generalized decision structures used by

Gabaix and Laibson (2000), Johnson and Payne (1985), and Payne et al. (1996)). Of

course, real world games vary in the patterns they create: one game will have one

arrangement of payoffs (based on its set of actions) and another game will have quite

a different set of payoffs. We create sets of games that include all possible games

a player could encounter that fit certain useful pattern definitions. By showing the

effects of bias conditions over entire game sets, we attempt to model the overall effects

of such biased beliefs applied consistently over many situations with many different

opponents. We use three parameters control the relevant properties of the game set:

length, complexity, and payoff correlation. The length parameter (L) corresponds to

the number of periods in the game, and the complexity parameter (c) corresponds

to the number of actions available at each node. For simplicity, we restrict L to

even integers, so that both players have an equal number of moves, and c can be any

integer¥ 2.

The payoff correlation parameter pρq is used to define the relationship between

early payoffs and their downstream consequences (for a more detailed explanation
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of these interim payoffs, see Appendix A). We begin by allowing the initial period

payoffs to be drawn randomly from the uniform distribution Up0, 1q to capture the

inherent variation of possible circumstances. Though we use the uniform distribution

for convenience, the initial seed distribution can easily be altered within the context

of the model, and we will explore the impact of different distributions in Chapter 7.

The value of subsequent nodes are determined such that vt � ρvt�1�p1� ρqεt where

vt is the value associated with a node at period t, vt�1 is the value of the preceding

node on the same path (parent node), εt is a draw from Up0, 1q, and 0 ¤ ρ ¤ 1. In

our initial model, we assume that ρ is constant over all states. When ρ is constant,

as we assume throughout our initial analyses, it models a situation in which tangible

payoffs are not actually collected at interim states in the game, but where the interim

payoff are used only as imperfect signals of final-period games. Such examples include

politicians seeking to maximize votes at an election, using opinion polls along the

way as signals of current vote share; employees seeking to maximize their share of a

fixed yearly bonus pool, using quarterly progress reports as interim signals of relative

ranking; or Othello players using evaluations of intermediate board states to guide

progress towards maximum terminal board coverage. The constant ρ captures the

strength of the signal (e.g., how well an opinion poll predicts election results), and

can also be interpreted as the strength of first mover advantage in a given setting.

Later, in Section 7.2, we will introduce an additional state-dependent parameter,

ρt, and discuss how we use it to extend our analyses to situations in which players

collect some portion of their full payoff at each stage of the game. Until then, we

assume for simplicity that players only collect terminal payoffs and that games have

a single constant correlation value ρ.

We assume that players do not alter their decision rules based on the value of

ρ. We make this assumption partly because ρ is difficult to observe precisely, espe-

cially under constrained reasoning, and partly because knowledge of ρ would only
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potentially change players’ decision rules if players were endogenously concerned with

minimizing effort cost. We also assume that players do not account for any effort

costs (which will be described in more detail in the Chapter 6) when making de-

cisions. We do this in order to overcome a general problem with optimization in

bounded rationality paradigms when decision effort is at all costly. In such situa-

tions, the act of cost-aware decision optimization becomes impossible, as the decision

of how to decide how to decide (and so forth) becomes an infinite regress where each

such higher order decision exacts its own cost (e.g., see Gigerenzer and Selten 2001).

We circumvent this regress problem by having players within our model apply the

same decision rules (based on their own skill and their beliefs about their opponent’s

skill) to each decision they encounter, without considering effort cost. Then, we com-

pute comparative effort costs post-hoc, to show the relative long-term advantages of

different heuristics applied by decision makers automatically (e.g., see Stahl 1993).

The full parametrization of possible strategic interactions between two players

creates an infinite set of trees with shape determined by L and c and payoff patterns

determined by ρ. We will use this parametrization to show how environmental fea-

tures such as complexity affect the relative performances of different types of player

bias, independent from the specific payoff structures of any individual game.

3.6 Marketing Example

Before providing more detail on our analyses on the general impact of over or under-

estimating one’s opponent over large classes of games, we briefly relate our abstract

model to a real world situation. There is no shortage of real-word scenarios that

fit the structure of our model, as acknowledged by management consulting giant

McKinsey:

This ability to look forward and reason backward is enormously valuable
to strategic-decision makers. When a company builds a new chemical
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plant or paper mill, its profitability will often turn on whether or not
competitors add capacity as well. Similarly, the success of new marketing
or pricing strategies depends on whether competitors replicate them. In
oligopoly markets, it is hard to identify a strategic decision that isn’t
influenced by the retaliatory countermoves it sets off. The best business
strategists must be skilled at predicting future rounds of competitive
conduct. (Courtney, 1997)

Any situation in which two players are making sequential competitive decisions over

time, and when actions can be observed by all once they are performed, can be

translated into a game tree that fits this framework. An example common in man-

agerial contexts is a rational firm (P1) with full foresight could be playing against

an irrational consumer base (P2) with limited foresight, and needs to decide what

policies (e.g. behavior tracking/loyalty programs, dynamic pricing schemes, contract

designs) are optimal to implement given its beliefs about how forward-thinking the

consumers are. Let’s say the firm is considering incurring an initial cost to implement

a behavior tracking program (through a loyalty card or online account). There is an

initial benefit to the consumers to join the program, but ultimately, the firm hopes

to use the individual-level information it gathers to adjust prices and promotions to

extract additional surplus from the consumer. If the consumers are forward looking,

they may either avoid the program, or randomize their behavior just enough to ex-

tract benefit from the program without providing useful information to the firm. In

this case, the firm would do better to avoid implementing the program in the first

period. But if the consumers are really myopic, and would join the program because

of its initial benefits, without thought to downstream consequences, then the firm

that overestimates these consumers will lose out on the potential surplus (and of

course, there is likely a competitive firm that will take it for itself). Other relevant

examples include a manager designing incentive structures for employees; two firms

competing for long-term market dominance by making decisions over time pertain-

ing to research investments, new market entry, pricing and advertising strategies; an
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investor predicting how the market will move in response to a series of events; a sales

tournament; and even strategic board games such as chess or checkers.

Although our goal is to test “large world” Savage (1954) strategies, rather than

a specific game, it may be helpful to have a stylized example to illustrate how a

specific real-world example might fit the game structure. In 1996 both Kodak and

Fuji were competing in the US market. Kodak was the market leader with almost

70% market share, but Fuji was challenging this leadership with a lower priced,

but same quality film. In late 1996 Kodak negotiated an exclusive agreement with

Costco, resulting in Costco dropping Fuji entirely. As a result, Kodak’s market share

initially increased, and Fuji was left with a surplus of film. However, this surplus

provided immediate incentive for Fuji to slash its prices to other retailers in order to

increase sales and decrease their inventory levels. These lower prices attracted new

(and formerly Kodak-loyal) customers to try Fuji film and many realized the quality

was equivalent. Consequently, Fuji’s market share began to increase, even with the

loss of sales to Costco. To retaliate, Kodak responded with a substantial decrease in

its own price—but was never able to reclaim the strength of its lead, as there was no

similar learning element that changed customers’ beliefs about the relative quality

levels. Once this learning became stable the market shares remained stable, even

as both companies drifted their prices back towards pre-price war levels. Fuji had

seemingly permanently stolen a chunk of Kodak’s U.S. market share when it slashed

its prices (see Finnerty 2000, Gans 2005). One researcher, reflecting on these moves

and counter moves, said, “Had Kodak considered what Fuji’s reaction might have

been or what the ultimate outcome of this game would be, Kodak may have looked

at the deal with Costco in a very different light,” (Gans 2005). It’s possible that

Kodak’s market share loss was, as Gans suggests, in part due to a lack of foresight

on Kodak’s part. However, an alternative explanation could be that Kodak did

think through downstream consequences, but simply miscalculated what Fuji would
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do—perhaps even by giving them too much credit, rather than too little.

We illustrate these possibilities in Figure 3.2, which represents one possible exten-

sive form game tree that captures this dynamic competition between Kodak and Fuji

where the payoffs at each state act as a measure of Kodak’s competitive advantage

(e.g., share of market profits).

Figure 3.2: Sample Kodak-Fuji Game

In this depiction, slashing prices in the second period causes a short term loss

to Fuji if Kodak does not sign the Costco agreement, as sales are already in equi-

librium and there are not enough additional consumers who will purchase the film

immediately based on the price cut to make up for the reduced margin (though as

new customers do respond to the price cut, Fuji’s reputation grows, and, over time,

the price cut will prove profitable, as shown by the payoffs in period 3). However, if

Kodak does sigh the Costco agreement, then Fuji’s immediate market share plum-

mets, and it is left with excess inventory. As an attempt to mitigate losses, slashing

prices in this case to rid excess inventory that wasn’t selling anyway is immediately
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advantageous — and still maintains the longer term rewards manifest in the third pe-

riod. Using this representation, the fully rational subgame perfect Nash equilibrium

(SPNE) is, in fact, for events to transpire as they did. Moreover, if Fuji could think

ahead two periods, it would know that price slashing would be ultimately advanta-

geous regardless of what Kodak did in the first period, as Fuji has the asymmetric

advantage of permanently overcoming a poor reputation by reaching out to new cus-

tomers. However, if Fuji were myopic, and only considered the immediate returns of

a price slash (as one might infer from the fact that Fuji had not previously instigated

such a price cut), then it would only take the action of slashing prices if Kodak signs

the Costco agreement and it becomes saddled with surplus inventory. If Kodak knew

Fuji was so myopic, then it would have been better off maintaining the status quo,

and not signing with Costco. If that were the case, Kodak did itself a disservice by

overestimating its competitor.

When observing real world business cases such as the Kodak-Fuji case, we can

only hypothesize about the foresight of each player, and even then, it is difficult to

disentangle error caused by limited foresight from error caused by opponent mis-

estimation. However, although we cannot observe the thought process directly for

any specific case, we can infer from behavioral research that opponent misestimation

does occur, due in part to the player’s cognitive limitations. It is this observation

and the possible magnitude of possible consequences that leads us to explore the

theoretical consequences of over and under estimation. The theoretical laboratory

approach allows us to precisely manipulate behaviors and environments in a way we

are unable to do empirically, allowing us to isolate cause-and-effect relationships and

gain understanding about the building blocks of more complex strategic behaviors.

In the next chapter, we describe how we use the model framework to analyze the

overall relative performances of the three types of bias over large sets of games and

player types.
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4

Methods

Figure 4.1 illustrates the overall structure of the theoretical experiments we will

perform.

Figure 4.1: Model Framework

In line with Moorthy’s (1993) description of theoretical models in marketing,

our methods resemble those of a behavioral experiment. Expected outcomes and

efforts costs (which combine into net expected outcomes) are analogous to dependent

variables, and we will build models to predict these values as a function of the

analogously independent context variables (P1’s skill, P2’s skill, game complexity,

game length, and game correlation) and treatment conditions of Accurate, Over, and

Under estimation bias. Rather than manipulating human behavior in a laboratory
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and measuring the dependent variables of interest, we use the model framework

described in the previous chapter to mathematically manipulate the independent

variables and then compute the dependent values analytically, where possible, or

numerically if analytic solutions are too difficult to obtain.

In Analysis 1, described in Chapter 5, we focus on analytically deriving the ex-

pected outcomes associated with each bias condition as a function of the game and

player parameters, adhering to a strict set of assumptions that allow analytic equa-

tions. These analyses produce a set of propositions concerning the overall expected

outcomes of the three bias conditions when effort costs are negligible that hold under

these initially restrictive assumptions.

In Analysis 2, described in Chapter 6, we focus on analytically computing the

effort costs associated with each bias condition as a function of the game and player

parameters and computing relative net expected outcomes. These analyses produce

a set of propositions concerning the relative effort costs associated with the three bias

conditions. We then combine these propositions with those from the first analysis

to develop a set of propositions that provide insight into the relative net expected

outcomes associated with the three bias conditions when effort is at all costly.

In Analysis 3, described in Chapter 7, we use a combination of analytic and

numeric methods test the robustness of the results from Analysis 1 over a more

relaxed set of assumptions, and to introduce new contexts that have interesting

implications relating to the research question at hand. These analyses result in an

additional series of propositions relating to the relative expected outcomes of the

three bias conditions when effort costs are negligible. A set of corollaries describe

implications of these propositions on the insights relating to net expected outcomes

derived in the Analysis 2.
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5

Analysis 1: Expected Outcomes

5.1 Deriving Expected Outcome Equations

We start by noting that for any specific game tree, the unique outcome of the game

is entirely predictable given k1, k2, and bias condition B. This is true even though,

unlike full rationality models, the players themselves may not accurately predict

final outcomes while in early periods, and may make mistakes (when foresight is

incomplete or there is estimation error) that lead the game into a state they did not

anticipate. However, the outcome that will be arrived at is deterministic from an

outside perspective, i.e., by someone who can see the entire game tree and knows k1,

k2, and B, and can apply the appropriate decision algorithms from the perspective

of each player to arrive at the final outcome. Also, since the outcome for any single

game is of little generalizable value, we focus on computing the expected values for

the outcomes over infinite sets of possible game trees that make up game sets defined

by specific values of L, c, and ρ with player skills defined by k1 and k2 and belief

structure B. We use the notation EpBq as a shorthand for the expected outcome

under bias condition B P tO,A,Uu for a fixed parameter set.
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To do this, we first restrict our analysis to cases where ρ � 0. Although few

real world business games likely map to such independent payoff structures, this

restriction allows us to derive analytic equations for EpBq as a function of k1, k2,

and c. We use these equations for our initial analysis, and then later (in Analysis 3)

use numeric estimation techniques to extend relevant insights to contexts in which

ρ ¡ 0. To aid in the derivation of theses outcome distribution equations, we first

define two adjusted parameters to simplify the intuition.

5.1.1 Adjusted Parameters

When ρ � 0, all period payoffs are independent, and thus a player can only be

effectively strategic once he can see through to the final period (i.e., has full foresight).

Thus, determining the first round at which each player has full foresight is important

for calculating outcome distributions. Because the game is sequential, a single period

increase in foresight horizon does not always result in increased strategic ability. If

k1 is even, then a unit increase will provide P1 with full foresight one period earlier

(since we are considering only games with an even number of periods). But if k1 is

odd, the same increase will not change the period in which P1 has full foresight, and

therefore the increase will have no strategic effect (when ρt � 0). As we have defined

P1 as the more skilled player, the choices made by both players are effectively random

until P1 has full foresight. This implies that the strategic game effectively begins

when this full foresight is obtained and the choices made prior to that period have no

effect on the expected outcome, though, of course, they affect the specific outcome

of any particular game. Thus, when ρ � 0 and y is any positive integer, games

where k1 � 2y (i.e., is even) are strategically equivalent to games where k1 � 2y� 1.

Consequently, we only look at even increments of k1. We also assume that L ¥ k1,

and do not need to consider L in our equations, as increases in L beyond k1 have no

impact on expected outcome when ρ � 0.
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Since P2’s strategic choices always occur within the window of k1, we consider

both even and odd increments of k2. The parity of k2 will have important implications

when comparing bias conditions. Since many of the outcome distribution equations

will depend on the period at which P2 also has full foresight, we map k1 and k2 to

two adjusted parameters, N , and K, which are defined in terms of rounds rather

than periods where a round is the play of P1 followed by P2. These adjusted

parameters simplify the notation of the outcome distribution equations and make

their derivations more intuitive. N represents the number of active rounds in which

both players can see through to the final period (the amount of skill both players

share), and K represents the number of rounds beyond that number in which P1 can

see through to the end (P1’s advantage). Specifically

Npk2q �

#
k2�1
2

if k2 is odd
k2
2

if k2 is even
(5.1)

Kpk1, Npk2qq �
k1
2
�Npk2q (5.2)

where k1 is assumed to be even.

5.1.2 Rounds of Perfect Play

We define a round as having perfect play if both players know that both players have

full foresight at that round. If an entire game consists of perfect play, then players

use backward induction as in standard fully rational game theory models. Players

assume that P2 will choose the minimum option in any decision set in the final

period. Players then assume that, in the preceding period, P1 will have chosen the

option in any decision set that led to the maximum of the different minimums in the

final period, and so on. Given our interest in the distribution of possible outcomes,

we backward induce outcome distributions over entire game sets (instead of a specific
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game instance) by iteratively applying a minimax operator on the distribution that

defines the final period payoffs (which, in our model with ρ � 0, is Up0, 1q, with c.d.f.

F pxq � x). Note that the equations can be generalized for any seed distribution F pxq

that is supported over 0 to 1.

To begin, recall that the general formula for the c.d.f. that represents the mini-

mum of c draws from some c.d.f. F pxq isGminpxq � 1�p1�F pxqqc. Similarly, the gen-

eral formula for the c.d.f. of the maximum of c draws from F pxq is Gmaxpxq � F pxqc.

By nesting the former inside the latter, we get Gminmaxpxq � p1 � p1 � F pxqqcqc,

which is the distribution of the maximum of c draws from the minimum of c draws

from F pxq.

Now, consider a game with uniformly distributed outcomes that is exactly one

round (two periods) long, and that has perfect play. Since the final period payoffs

are distributed by c.d.f. F pxq � x, the outcome of this game will have distribution

G1pxq � p1 � p1 � xqcqc, which accounts for the fact that P1’s best decision in the

first period of this two period game is to choose to move into the state that leads to

the second period decision set that has the maximum minimum payoff. For a game

with two rounds, both with perfect play, we would apply another minimax operation

around G1, to get the distribution of the maximum of c draws from the minimum of

c draws from G1. Thus, the outcome of a game with two rounds, both with perfect

play, is distributed by G2pxq � p1 � p1 � G1pxqq
cqc which for our game (with initial

payoff possibilities distributed uniformly) is p1� p1� p1� p1� xqcqcqcqc. In general,

for a game with n rounds that are all perfect play, the distribution of the outcome is

Gnpxq, as generated through the recursive equation below, where G0pxq is the c.d.f.

of the initial distribution of final period payoffs, supported over zero to one. For our

analysis, we use the uniform distribution, with G0pxq � x.

Gipxq � p1 � p1 �Gi�1pxqq
cqc (5.3)
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The outcomes of perfect play distribution1 given in Equation 5.3 allows us to

simplify our representation of game trees for the purposes of deriving the outcome

distribution for a given parameter set. Regardless of the decisions made in the first

round(s) of a game, once the first round of perfect play has been reached, the final

outcome is known to both players with complete certainty, and there will be no errors

or surprises. Thus, for the purpose of analysis, we can “collapse” the final perfect

play rounds into a reduced set of payoffs drawn from GN . The choices made by the

players during the first K rounds will determine which of these perfect play outcomes

gets reached. P2 can never “see” the perfect play outcomes until actually arriving

within the window of perfect play. P1’s advantage comes from using the initial K

rounds to try to direct the path of play towards the node in the first period of perfect

play that leads to the greatest outcome.

Note our model setup (in regards to the limits on k1 and k2 that restrict the value

range we consider to that in which there is differentiation between the bias conditions

being studied) ensures that there is always at least one round at the end of the game

that is perfect play, and at least one round at the beginning of the game that is not.

The number of rounds of perfect play is usually equal to N (the number of rounds

in which both players have full foresight) but is N � 1 when P1 underestimates P2

and k2 is odd. This is due to the fact that perfect play requires not just that both

players have full foresight in a round; P1 must also realize that P2 has full foresight.

5.1.3 Rounds of P1 Advantage

The adjusted parameter K indicates the number of rounds in which P1 has strategic

advantage over P2. Since P2 cannot see through to the end of the game in these

1 For those interested in learning more about this distribution, we note that when i � 1 (i.e., when
there is no recursion), then if the two c exponents are allowed to vary independently and rewritten
to a and b, then this “minmax” distribution is the inverse of what is known as the Kumarawamy
distribution. The distribution behaves similarly to the Beta distribution, and has many beneficial
qualities, such as a closed form distribution and density. See Mitnik (2008) for more information.
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periods, he cannot act strategically. So, while P2 reduces the possible final period

payoffs by fraction c�1
c

with each of his first K turns, the reduction is effectively

random. P1, however, has full foresight, and thus can still exert a maximizing

force. If P1 accurately estimates P2, then he perfectly anticipates each “effectively

random” choice P2 will make, and can use backward induction to maximize among

those options. If he misestimates P2, then the potential gain P1 could capture

through each of K rounds of advantage of foresight is only realized if the payoffs in

the game coincidentally happen to be such that P2 chooses the option P1 thinks he

will choose. Consequently, the potential gains of the first K rounds must be applied

stochastically and will depend on B as well as on the parity of k2.

5.1.4 Outcome Distributions by Bias Condition

Using the decision rules defined by player skill and beliefs, we build parametrized

equations for the distributions of the outcomes of each bias condition based on N ,

K, c, as well as the parity of k2. We use the notation FBppx; c,N,Kq to represent

the c.d.f. of outcome X for bias B with k2 of parity p, where p is even (e) or odd

(o).

In the case of accurate estimation, P1 perfectly maximizes the outcome of the

game given P2’s skill level. The final N rounds of the game are perfect play and

each of the c2K possible states leading to perfect play collapse to single payoffs drawn

from GN . For each round of advantage in K, P1 maximizes from c such draws. If

K � 1, the outcome distribution is GNpxq
c. If K � 2, the outcome distribution

is pGNpxq
cqc � GNpxq

c2 . More generally, for each increment of K, the previous

distribution gets raised to an additional power of c, and the parity of k2 is irrelevant.

FAepx; c,N,Kq � FAopx; c,N,Kq � GNpxq
cK (5.4)

To derive the outcome distributions for the misestimation conditions, we must distin-
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guish between estimation errors that cause P1 to misjudge the first round at which P2

has complete foresight, and those that don’t. We first consider the case in which P1

still correctly judges the first round in which P2 has full foresight. This occurs when

k2 is odd and P1 overestimates, as well as when k2 is even and P1 underestimates.

As in the case of accurate estimation, the final N rounds of the game can be

reduced to a single set of c2K “final” payoffs which are independent draws from GN .

However, P1’s ability to exert a maximizing influence during the first K rounds is

diluted when he misestimates P2. For any round k in K, there is only a 1
c

chance

that P2 will behave as P1 predicts—and if he doesn’t, any maximizing influence is

lost. Thus, all previous rounds have no strategic influence on the outcome, yielding

the following distribution of final payoff outcomes:

FOopx; c,N,Kq � FUepx; c,N,Kq �
1

c

K

GNpxq
cK �

c� 1

c

Ķ

k�1

1

c

K�k

GNpxq
cK�k

(5.5)

A more detailed derivation is provided in Appendix B. An important takeaway from

Equation 5.5 is that the outcome distribution for the overestimation condition when

k2 is odd is the same as that for the underestimation condition when k2 is even.

This is because the rounds of perfect play are the same in each case, and since the

interim payoffs do not provide information about the final payoffs, there is no average

difference during the initial K rounds between mistakenly thinking P2 is basing

decisions on slightly earlier vs. slightly later periods. In contrast, P1 overestimating

when k2 is even or underestimating when k2 is odd will cause him to misestimate the

round in which P2 begins to act strategically. These two error types have different

implications for the outcome distributions, and thus we have different equations for

each of these two conditions, one where FUopx; c,N,Kq is the distribution of outcome

for underestimation when k2 is odd, and one where FOepx; c,N,Kq is the distribution

of outcome for overestimation when k2 is even. These distribution equations are
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shown below, with derivations provided in Appendix B.

FUopx; c,N,Kq �

1 �

�
1 �

1

c

K

GN�1pxq
cK�1

�
c� 1

c

Ķ

k�1

1

c

K�k

GN�1pxq
cK�1�k

��
1 �GN�1pxq

�c�1

(5.6)

FOepx; c,N,Kq �
1

c

K�1
�
GN�1pxq

cK�1

�
c� 1

c
p1 �GNpxqq

» x
0

gc
K�1

N�1 pyq

1 �GNpyq
dy

�
�

c� 1

c

K�1̧

k�1

1

c

K�1�k
�
GN�1pxq

cK�1�k

�
c� 1

c
p1 �GNpxqq

» x
0

gc
K�1�k

N�1 pyq

1 �GNpyq
dy

�
(5.7)

These distribution equations can be used to calculate the expected outcome for

any given parameter set by taking one minus the integral of the appropriate distri-

bution equation.

5.2 Comparative Statics

The goal of this chapter’s analysis is to determine the relative performances of each

of the three defined bias conditions in different competitive contexts when the cost

associated with executing a strategy (see Section6 is negligible. To do this, we will

look for trends in the relationships among the expectations associated with each bias

condition that vary with the game and player parameters described in the model

framework.

There are two different ways of determining the rank order of expected values

for the three bias conditions as a function of the different parameters. First, using

Equations 5.4 - 5.7, we could look to see if there are generalizable results that hold for
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all possible parameter values. The second approach is to limit our attention to a set

of parameter values that bound the set of parameters found in the “real” world and

then numerically calculate the expected outcomes for each possible parameter set to

see if there are any generalizations or trends that hold for this limited parameter set.

Due to the mathematical complexity of the first approach and the fact that our goal

is to provide insights for realistic settings, we take the latter approach. Consequently,

we restrict parameter values such that 4 ¤ k1 ¤ 12, 2 ¤ c ¤ 15 , where the lower

limits are implied by the model and the upper limits are are justified by our general

premise of bounded rationality. As discussed in Chapter 3, it is also implied by

our model is that k2 is bounded by 2 ¤ k2   k1 � 1. Using these restrictions, we

have three hundred fifty unique parameter sets on which we numerically calculate

the expected outcome under each of the three bias conditions using our derived

analytic equations that assumeρ � 0. The values calculated for all parameter sets

are listed Appendix E. We use these values to explore how $\mathbb{E}(B)$ varies

with changes in a given parameter holding fixed the other parameters.

5.3 Relative Expected Outcomes

We first compare outcomes reached when there is no cost associated with executing

a decision strategy. If P1 can see through to the end of the game (i.e., k1 ¥ L)

then, for any specific game, the outcome reached by the A condition will always be

weakly greater than the outcomes reached by the O and U conditions (by definition

of backward induction), but the outcomes reached through O and U can be ranked in

any order. However, we find that for all of the 350 unique parameter sets that we test,

the expected outcome is always greatest when P1 accurately estimates his opponent’s

skill level, followed by when he overestimates, followed by when he underestimates.

This results in the following proposition.
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Proposition 1. EpAq ¡ EpOq ¡ EpUq for any fixed k1, k2, c.

This is not particularly surprising, and follows most conventional wisdom and

intuition. However, it does counter any stylized advice that encourages managers to

be intentionally overcautious and overestimate the competition instead of being ac-

curate. That is because underconfidence, in this context, does not improve the odds,

but, like overconfidence, is strictly detrimental on average. Perhaps of greater inter-

est coming from our analysis is that the weaker player’s outcome, while unaffected

by his own bias (per Lemma 1), is improved by the stronger player being biased in

either direction (though to a greater degree when he underestimates). This brings

us to Corollary 1.

Corollary 1. The weaker player can profit by encouraging bias on the part of his

competitor (especially overconfidence), but not through eliminating his own bias. The

stronger player can profit by eliminating his own bias (especially overconfidence), but

not through affecting his competitor’s.

This still leaves the question of whether the differences between the three belief

conditions varies depending on the level of game complexity and opponent skill levels.

Knowing how the magnitude of the disparities in expected outcomes among the bias

conditions varies across decision contexts should be useful for both firms. We explore

this question next.

5.4 Opponent Skill

We first investigate the net advantage of over versus under estimation as a function

of the players’ skill levels. We start by looking at the general effect of player skill

levels on expected outcomes across all bias conditions. As expected, an increase

in P1’s skill level (k1) always leads to an increase in expected outcome when other

parameters are held constant.
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Lemma 3. Ceteris Paribus, the more skilled P1 is, the higher his expected outcome;

EpBq increases with k1.

The results for increases in P2’s skill level are less straight forward in that they

are affected by the parity of k2. Thus when B= O or U , the expected outcome for

any two consecutive values of k2 is always greater when k2 is odd than when it is even,

even though over any otherwise fixed parameter set the overall trend is downward

sloping in k2. This creates a zig-zag effect when mapping expected outcome to k2 in

either misestimation strategy.

In general, this main effect of k2 parity on expected outcome is not of useful

interest in terms of managerial insights since P1 does not have access to this in-

formation and therefore cannot allow his strategy choice to depend on this parity.

Consequently we can reasonably assume that k2 is equally likely to be odd or even.

This allows us to average across consecutive even and odd values of k2 to create

single outcome distributions for each strategy. Since each value of Npk2q is defined

to map to both an even and an odd value of k2, we can achieve this goal by the

averaging the even and odd versions of the outcome distributions for U and O. This

parameterization, which is based solely on N , and not the parity of k2, allows us

to create a single outcome distribution equation for each misestimation strategy, as

shown in Equation 5.8.

FOpx; c,N,Kq �
1

2
pFOepx; c,N,Kq � FOopx; c,N,Kqq (5.8)

FUpx; c,N,Kq �
1

2
pFUepx; c,N,Kq � FUopx; c,N,Kqq

When using this parity-free measure of Npk2q to capture the joint skill level of the

players, we find, not surprisingly, that the expected outcome decreases with Npk2q.

This leads to the following Lemma:
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Lemma 4. Ceteris Paribus, P1’s expected outcome is reduced as P2 becomes more

skilled ; EpBq decreases with Npk2q

Though EpBq decreases with Npk2q for all bias conditions, the magnitude of the

change differs by condition. A is affected the most, then O, then U . This causes the

expected outcomes of the strategies to converge as opponent skill increases. Using

N as a parity-normalized proxy for k2, and K as a parity-normalized measure of the

difference in skill level between the players, we find the following two results, which

hold over all parameter sets tested. First, the differences in EpBq increase as the

disparity between with players’ skill levels grows. In other words, the differences in

EpBq increase as K increases, when c and either k1 or k2 are held constant (note

that we cannot hold both k1 and k2 constant while increasing K, see Equations 1

and 2). This leads us to Proposition 2.

Proposition 2. The expected outcomes of all bias conditions diverge as the difference

between the players’ skill levels increases holding the complexity of the game fixed.

Specifically, differences in EpBq increase with K for any fixed c and k1 (which implies

k2 is decreasing) or for for any fixed c and k2 (which implies k1 is increasing).

Second, the we find the differences in EpBq decrease as the opponent’s skill in-

creases, i.e., as N increases when both c and either k1 or K are held constant. This

leads us to Proposition 3.

Proposition 3. The expected outcomes of all bias conditions converge as the op-

ponent’s skill increases in absolute terms. Specifically, differences in EpBq decrease

with N for any fixed c and K (which implies that k1 is increasing) or for any fixed c

and k1 (which implies that K is decreasing).

Because the comparison of the O and U conditions is particularly interesting in

terms of showing potential advantages of bias towards underestimation when there
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is almost certainly going to be error in one direction or another, we define variable

OUd as a shorthand for EpOq � EpUq and explore this difference as a dependent

measure.

The expected outcomes EpOq and EpUq are generated from Equations 5.4 - 5.7.

Due to the length of those equations, we do not rewrite them out. However, because

FOopx; c,N,Kq � FUepx; c,N,Kq, we can eliminate those terms when calculating

OUd, simplifying the expression, as shown in Equation 5.9.

OUd � EpOq � EpUq (5.9)
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Figure 5.1 shows the average expected outcomes by strategy as a function of

Npk2q, and Figure 5.2 highlights average OUd. The plots present the average value

for each N over all calculated values of k1 and c, but the same shape holds for every

unique parameter set. Figures 5.3-5.4 show the average EpBq and the average OUd

by K. Note that in all four figures, the x-axis variables are actually discrete; In all

plots with discrete variables the trends have been interpolated for facility in viewing.

Propositions 2 and 3 show that both the skill differential between the players

(Proposition 2) as well as the opponent’s absolute skill level (Proposition 3) have

independent influences on the differences in EpBq. In our framework, we take the

point of view that a player’s own skill level is exogenous. Thus, from the perspective
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Figure 5.1: Mean EpBq by Npk2q Figure 5.2: Mean OUd by Npk2q

Figure 5.3: Mean EpBq by K Figure 5.4: Mean OUd by K

of a player with a particular fixed k1, increases in k2 (i.e., increases in the average

skill levels of the opponents he encounters) cause both a decrease in K (the number

of periods that only he has complete foresight) and an increase in N (the number

of periods that both players have complete foresight). The bottom line of these

two propositions is that increases in the P2’s skill level both in absolute terms and

relative terms decreases the differences in EpBq.

The intuition behind Proposition 2 is that as the players become more evenly

matched there are fewer periods over which the more skilled player can use his

advantage–and thus fewer periods in which estimation error can detract from the
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potential outcome. It is easy to see that when k2 increases to the point that it

exceeds k1, this same logic applies from P2’s perspective, as P2 is now the more

skilled player.

The intuition behind Proposition 3 rests on the observation that EpBq approaches

zero for all B as N Ñ 8, regardless of the size of K. This is because as N Ñ 8,

the rounds of perfect play approach infinite, the recursive minimax equation GN

that defines the set of options P1 can potentially exert a maximization force upon

during the initial K rounds of advantage converges to Dirac mass at the unique

solution to z � p1 � p1 � zqcqc. At this limit, all options resulting from infinite

perfect play will be the same (EpB; c,8, Kq � z, where z is a function of c alone)

regardless of the bias condition. In general, we see that as N increases, the variance

among the options drawn from GN decreases, resulting in less expected benefit from

maximization during the initial K periods, and thus less expected detriment from

error. Consequently, we see a convergence among the bias conditions. In other words,

as P2 becomes more skilled, P1 has less control over the outcome, regardless of bias

condition. The longer the horizon over which P2 has full foresight, the greater P2’s

ability to influence the outcome, which limits the range of possible outcomes available

to P1. As a result, there is less relative payoff decrease to P1 when he misestimates

his opponent’s ability.

These propositions have two implications of potential interest to the firm. First,

they suggest that the less sophisticated a player’s opponent is, the more the firm

stands to lose from making small errors in judging his exact skill level. In other

words, the firm may be better served by investing in careful analysis of a rookie

competitor than of a master competitor. Second, they suggest that the smarter a

player is himself, the more he potentially has to lose from such bias. This finding

may shed light on one aspect as to why smart managers can appear to under perform

relative to their talent or advantage (see, for example Finkelstein 2003).
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5.5 Complexity

We next compare the different expected outcomes associated with each of the three

hundred fifty unique parameter sets across different complexity levels. We find that,

with one minor exception, the expected differences in outcomes attained over the

three bias conditions decreases with increases with c. Figures 5.5 and 5.6 provide

illustrative plots of EpBq and OUd. The discrete plot points have been connected

for facility in viewing.

Figure 5.5: Mean EpBq by c Figure 5.6: Mean OUd by c

We formalize this insight with the following proposition.

Proposition 4. For c ¥ 3, the expected outcomes of all bias conditions converge as

game complexity increases. Moreover, this relationship also holds for c going from 2

to 3 for most values of N and K.

This proposition leads to the observation that an error in either direction is more

harmful in simple environments than in complex ones. Consequently, managers

with limited resources for fine-tuning their estimations would receive better returns

on preemptively investigating opponent skill levels in contexts where there are few

options at any given period, rather than a lot.
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To understand the intuition of this result, we begin by taking the limit of EpBq

as cÑ 8. Here we see that the expected outcome approaches zero in all conditions.

This makes sense; at infinite complexity, P2 will always choose the minimum of

infinite draws from Up0, 1q in the final period. Since there is no difference among

the final period decision sets, all bias conditions result in identical outcomes. Similar

results are obtained when the game is defined with P1 going last. Now all bias

conditions converge towards an expected outcome of one, but the differences among

the strategies still approach zero. The results from these two scenarios effectively

represent a last-mover advantage, or the control exerted at the end of the game.

When an environment is highly complex, players at the last stages will have more

options to choose from, and thus, greater opportunity to move the outcome in their

favor, thereby mitigating the effects of strategic moves (chosen wisely or poorly)

made earlier in the game. All else equal, the more options available to players in the

end game, the less earlier strategic errors (in either direction) matter.

With this last mover effect noted, we also see that c has multiple effects in each

of Equations 5.4-5.7. Increases in c increase the options available to P1 thereby

allowing him to take better strategic advantage of P2 during the first K rounds if he

correctly anticipates P2’s choices. At the same time, increases in c also decrease the

probability that P1 will correctly anticipate P2’s choices when B � O or U . Through

our numerically derived comparative statics results, it appears that unless c is very

small, the last mover effect that affects the distribution GNpxq dominates any effects

during the first K moves, and for c ¥ 3, c has a net negative impact on EpBq in all

conditions, and also causes the condition outcomes to converge. Thus, only in a few

instances when c is increasing from 2 to 3 do we find a divergence from the expected

outcomes across the three bias conditions.
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6

Analysis 2: Effort Costs

6.1 Deriving Effort Costs

Thus far we have ignored any costs associated with information acquisition or think-

ing (see Shugan 1980). Researchers including Gabaix and Laibson (2000), Johnson

and Payne (1985), and Payne et al. (1996) have explored the effectiveness of different

strategy heuristics applied to complex decisions made under different time pressures

and costs. We build upon this literature and extend the exploration to dynamic

competitive games, where we take into consideration not only the effects of different

biased beliefs on payoff ramifications (i.e., Propositions 1-4) but also the effort costs

associated with each bias condition.

We start by noting that there is no consensus among researchers on how to

precisely define such a cost function for decision making. Moreover, in real life these

costs are likely to be highly variable among persons and contexts. Consequently,

to maintain the greatest external validity, we refrain from defining any specific cost

function, and assume only that such effort cost increases linearly or convexly1 with

1 For the primary insights that relate to effort cost to hold, the only assumption that needs to be
made about the cost function is that it is strictly increasing with information processed. However,
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the amount of information processed, which we represent through the number of

game tree nodes a player generates when making a decision. This is consistent with

behavioral traditions that use elementary information processes as a measure of the

cost of cognitive effort and empirical work that supports the real-world validity of

a linear relationship between information and processing time (e.g., see Newell and

Simon 1972; Payne et al. 1995; Payne et al. 1996), as well as the work of modelers

(e.g., Ellison and Wolitzky 2009), who have treated subjective cost as a convex

function of information by drawing on the principle of decreasing returns to leisure.

We use CpBq as the cost of effort exerted by P1 under bias condition B for a set k1,

k2, and c. We assume CpBq is some increasing function of nodes examined during

the first move. We denote the number of nodes as Iex (for information examined).

To derive Iex as function of k1, b12, and c. We start by considering the simplest

case, where b12 � k1 � 1. Here, P1 examines every node in the tree up through

the k1th level. This corresponds to backward induction from level k1 and the total

number of nodes in this set (Itot) is given by adding up the number of nodes in each

period i from 1 to k1, where the number of nodes in each period i is ci.

Itotpk1, cq �
k1̧

i�1

ci (A2)

When b12   k1 � 1, P1 can trim branches off the tree without doing a full-depth

search. This is because P1 can assume P2 will not be looking all the way down each

tree. Thus, P1 doesn’t have to either, once he has determined what option P2 will

choose at a given node. The exact calculation of Iex is as follows:

Iexpk1, c, b12q � Itotpk1, cq �

pk1�1q{2¸
j�1

k1�j̧

m�j�b12

cm �
k1̧

i�1

ci �

pk1�1q{2¸
j�1

k1�j̧

m�j�b12

cm (6.1)

we maintain the stronger assumption of linearity or convexity as it is in line with prior literature
and empirical support, and strengthens the magnitude of the findings, even though it does not
change them qualitatively.
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where the sum over j represents the number of turns P2 has that fall within P1’s

foresight horizon and the summation over m represents the amount of the tree that

is pruned at each turn of P2, based on the distance between P2’s believed foresight

horizon at that round P1’s full foresight horizon. CpB; k1, c, k2q is defined by some

increasing function of Iexpk1, c, b12q, where b12 is defined by B and k2.

6.2 Relative Effort Costs

To show how effort costs relate to bias conditions, we first note that it clear from

Equation 6.1 that Iex is increasing with b12, since as b12 increases, there are fewer

terms to include in the final summation, creating a smaller negative term in the full

equation. In other words, the smaller b12 is, the greater the number of nodes that can

be disregarded, and thus the total number of nodes examined (Iex) increases as b12

increases, up to the limit of Itot. Next, we note that, holding the opponent’s skill level

fixed, b12 increases over bias conditions U to A to O (since b12 � k2� 1, k2, and k2�

1, respectively for those three conditions). Consequently, this difference in beliefs

implies that the number of nodes examined increases across bias conditions in that

order at well. Since cost is defined as some increasing function of Iex, we can directly

conclude that CpOq ¡ CpAq ¡ CpUq, leading to the following proposition.

Proposition 5. When a player’s own level of thinking is fixed, he expends the greatest

cost when overestimating his opponent, and the least cost when underestimating his

opponent: CpOq ¡ CpAq ¡ CpUq for any fixed k1, k2, and c.

6.3 Complexity and Opponent Skill

We next note that the number of possible states in a period increases with the period.

Consequently, the marginal increase in the number of nodes required to look ahead

one additional period (even through one’s opponent’s eyes) increases with the number
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of periods already being searched. Therefore, increases in k2 amplify the differences

in Iex across bias conditions. Similarly, since the marginal cost of looking ahead an

additional period increases with the number of options in each decision set, increases

in c also amplify these differences. As the cost functions are assumed to be increasing

linear or convex, these increasing differences in Iex translate to increasing differences

in effort cost for all cost functions. This leads us to Propositions 6-7, where more

formal proofs are provided in Appendix C.

Proposition 6. The cost difference between the bias conditions increases with k2 for

any fixed k1and c .

Proposition 7. The cost difference between the bias conditions increases with c for

any fixed k1and k2 .

6.4 Net Expected Outcomes

We define net expected outcome as the gross expected outcome (i.e., before effort

costs) under a given bias condition minus the per move cost of implementing the

decision rule. We use ENpBq, to refer to the net expected outcome for bias B over a

fixed game and skill set, where ENpBq � EpBq � CpBq.

From Propositions 1 and 5 we know that EpOq   EpAq and CpOq ¡ CpAq for

all game and player sets that fit the requirements of our model. From here one can

directly conclude that EpOq�CpOq   EpAq�CpAq. In words, overestimation always

has a lower expected net (as well as gross) return than accurate estimation, for any

otherwise fixed set of parameters. In fact, the difference between the net expected

outcomes is necessarily larger than the difference between gross expected outcomes,

i.e., not accounting for effort costs, and this is true for any cost function that is

monotonically increasing with information searched. This leads us to Proposition 8.
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Proposition 8. The expected net payoff for overestimation is always strictly less

than the expected net payoff of accurate estimation: ENpOq   ENpAq.

There is no such strict dominance with underestimation. From Propositions 1

and 5, we know EpUq   EpAq and CpUq   CpAq, from which we cannot determine a

general ordinality for EpUq � CpUq versus EpAq � CpAq. The difference in expected

net returns of under vs. accurate estimations will depend on the magnitudes of each

term, which are, in turn, determined by the specific parameters of a game and player

set as well as the specific cost functions used. It is not our goal in this paper to

propose specific cost functions. Still, it is possible to gain additional insights by

considering the relationship of the parameters c and k2 on the differences in ENpBq

between the two bias conditions.

Considering first the minimum values for k2 and c (where both equal 2), we note

that, depending on the cost function, ENpUq can take any of three positions: it can be

less than ENpOq, it can be greater than ENpOq but less than ENpAq, or greater than

ENpAq. However, as either k2 or c increases, the cost advantage of U increases while

its expectation disadvantage decreases relative to A and O, causing the strength of

ENpUq to continually increase relative to ENpOq and ENpAq. Regardless of where

ENpUq begins relative to ENpOq and ENpAq, there will be some critical value of both

k2 and c, above which ENpUq is greater than both other conditions.

If the cost function is steep enough (i.e. there is a high marginal cost of informa-

tion processed) then ENpUq will always be dominant, even at the minimum values of

k2 and c. But even if information processing has a low marginal cost, as long as the

cost is greater than zero, then U will first dominate O at some critical value of c or

k2, and then dominate A at some second critical value.

Figure 6.4 provides an illustrative plot of the relationships among the net expec-

tations of the three bias conditions as either k2 or c increases. The relative positions
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of the A and O curves are fixed and represented by solid lines. The three possible

relative positions of the U curves are represented by dashed lines. Note that although

the curves are arbitrarily depicted as linear in the illustration of relative position-

ing, and we cannot define the shape of each curve without specifying a specific cost

function.

Figure 6.1: Relative Net Expectations by Opponent Skill and Complexity (Con-
ceptual)

This brings us to Proposition 9.

Proposition 9. There exist some critical values for each of k2 and c, above which

underestimation yields the greatest net expected outcome.

Figure 6.4 presents a a plot of real values for net expected outcomes as a function

of complexity, using a sample set of parameter values. There are two trend lines

shown: Under - Accurate and Over - Accurate, showing the positive or negative ex-

cess net expected return for the Under and Over conditions, compared to an Accurate

control. The values are generated using k1 � 6, k2 � 4, and a linear cost function
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of C � 1
10,000

Iex, where Iex is the number of nodes searched. Note how, for these

parameter values, there is no discernible different in net expected outcomes among

the bias conditions at the minimal value of complexity. As complexity increases,

Under slowly gains a net advantage to Accurate, while Over rapidly increases in

disadvantage.

Figure 6.2: Deviance from Accurate Net Expected Payoffs by Complexity for a
Sample Parameter Set and Linear Cost Function

Proposition 9 is an important result in that it implies underestimation (overcon-

fidence) can be preferred to accurate estimation in complex settings and when the

opponent is highly skilled when there is a cost associated with the effort of infor-

mation acquisition and processing. Similarly, we see that, when the cost function is

linear or convex and non-negligible, the disadvantage of overestimation (undercon-

fidence) compared to accurate estimation increases with complexity and opponent

skill. This should be considered alongside the findings from the previous chapter,

where Propositions 2-4 showed that, when effort cost is negligible, opponent esti-

mation error of any kind is more detrimental in contexts of low complexity and low

opponents skill.
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We note for clarity that Proposition 9 assumes that the convergent behavior found

for the expected outcomes over k2 and c extends over the full infinite range of possible

parameter values, not just the subset upon which we performed our comparative

statics. Though we haven’t proven this mathematically, our investigation suggests it

is true by looking at trends, limits, and the intuition behind the results. If we do not

extrapolate the trend over the full parameter set, then we can revise Proposition 9

to state that as k2 and c increase, it becomes more likely that underestimation yields

the greatest net expected outcome.
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7

Analysis 3: Extended Contexts

In this chapter, we extend the analyses from the previous chapters by investigating

how the insights hold up (or are strengthened) over a wider range of contexts. We

first look to see if there exist conditions which increase or decrease the difference

between the expected payoffs of overestimation and underestimation without consid-

ering effort costs (i.e., extensions to Analysis 1) — and then we relate these findings

to Propositions 8 and 9 (i.e., the relative net performances of the bias conditions).

To do this, we explore the effects of three new contextual features: payoff correlation

(ρ), cumulative payoffs (ρt), and opponent arrogance (arr). These features corre-

spond to relaxing three assumptions held in Analysis 1: that early period payoffs (or

signals) do not help predict future payoffs, that only terminal payoffs are collected,

and that the weaker player (P2) knows that he is not more skilled than his opponent

(P1).

We next look at situations where underestimation outperforms overestimation

without considering effort costs. Although Proposition 1 states that EpOq ¡ EpUq,

we explore if we can change the settings (i.e., modify the assumptions the Proposition

is based on) such that the relative performances are reversed. To do this, we consider

76



two scenarios: jackpot-seeking preferences (i.e., maximizing the chance of very high

scores, rather than expected value), and asymmetric initial payoff distributions (i.e.,

a power imbalance between the players).

7.1 Payoff Correlation

Thus far, our expected outcome analysis has been restricted to contexts in which all

payoffs of the game are independent. We next relax this assumption and consider

contexts in which ρ ¡ 0, i.e., where past payoffs help predict future payoffs.

We start with the conjecture that ρ has the overall effect of converging the gross

expected outcomes of each bias condition towards one another. Consider the extreme

case where ρ � 1. Now, the final outcomes (and all interim payoffs) are all equivalent

to the corresponding payoffs available in the first period. P1 will always select the

maximum of c payoffs in the first period independent of bias condition and thus the

final outcome will have this same value. Consequently when ρ � 1, the expected

outcome for any game and skill set for all three strategies is defined exclusively by c,

and is the expectation of the maximum of c draws from the uniform distribution, or

EpMaxcpUp0, 1qqq � 1 �
³1
0
xc dx. In words, all three bias conditions have the same

expected outcome when ρ � 1 for any fixed values of k1, k2, and c.

For 0   ρ   1, we note that increasing ρ reduces the handicap of having less than

full foresight horizon by allowing earlier period payoffs to provide information about

their potential downstream outcomes. Thus, increases in ρ decrease P1’s advantage

over P2 during the K periods in which his opponent does not have full foresight.

Through this effect, increases in ρ should help the weaker player, i.e. P2, more

than the stronger player. This effectively reduces the amount of advantage P1 has

over P2, which, per Proposition 1, should lead to decreasing differences in EpBq.

Similarly, increasing ρ also reduces the negative effects of P1 misestimating P2’s skill

levels regardless of which bias condition P1 operates under. Taken together these
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observations lead us to conjecture that expected outcomes for both EpOq and EpUq

will converge toward the EpAq as ρ increases.

To verify this conjecture, rather than deriving new outcome distributions that

allow ρ ¡ 0 (which greatly complicates the equation derivation), we use numeric

estimation methods to show that ρ has the overall effect of converging the raw ex-

pected outcomes of each bias condition towards one another. We design and build a

Monte Carlo estimation program to approximate the expected outcomes for a range

of game and player parameters over a range of values of ρ, and use those values to

perform comparative statics and infer general relationships as we did in the previous

sections.

We use the Visual Basic environment in Microsoft Excel to build sample game

trees of a specified L, c, and ρ, where the payoffs in the first period (v1) are drawn

randomly from Up0, 1q using Excel’s random number generator, and each child node’s

payoff is equal to its parent node’s value plus error weighted by ρ, i.e. vt � ρvt�1 �

p1 � ρqεt, where εt is a draw from Up0, 1q (also generated by the random number

generator. The decision rules described in Section 3.3 are programmatically applied

to find the unique outcome for each generated game tree according to a specified k1,

k2, and B. Further details on the estimation program are provided in Appendix D.

We generate 2000 sample game trees at each value of ρ in 0.2 increments from

0 to 1 (i.e. ρ P t0, 0.2, 0.4, 0.6, 0.8, 1u)for each length in L P t4, 6, 8, 10u and with

complexity c � 2 . We use only even length game trees (as in earlier sections) to

avoid irrelevant main effects relating to which player moves last. This is similar to

the analytic parameter range used in Section 5, with greater restrictions placed on

L and c for purposes of computational performance. For each tree generated, we

record the outcome reached under each bias condition for each combination of player

skill parameters included in the bounds 4 ¤ k1 ¤ L and 2 ¤ k2   k1 � 1. Note that

we allow L ¡ k1 since, when ρ ¡ 0, P1’s decisions prior to full foresight have a net
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effect on the outcomes. However, as before, we use only even increments of k1. The

mean outcome over all trials of a unique parameter set is used to approximate the

expected outcome for that parameter set.

As expected, plots of the estimates indicate that the expected outcomes of each

of the three bias conditions converge as ρ increases. In examining plots over each

unique combination of L, k1, and k2, we find that OUd is greatest when ρ � 0 under

every unique parameter set tested, and that it decreases with ρ. We find the same

pattern for EpAq�EpUq as we do for OUd (EpOq�EpUq). Figures 7.1 and 7.2 show

estimates of expected outcomes and OUd by ρ averaged over all parameter values

tested. The discrete plot points have been connected for facility in viewing.

Figure 7.1: Mean EpBq by ρ Figure 7.2: Mean OUd by ρ

We further investigate how the general shapes for EpOq�EpUq and EpAq�EpUq

vary with increasing values of ρ as functions of L, k1, k2 by running regressions

with OUd (EpOq � EpUq ) and AUd (EpAq � EpUq) as the dependent variables and

L, k1, k2, ρ and the interactions of the first four variables with ρ as independent

variables. In all cases we observe a consistent decreasing effect of ρ on EpOq �EpUq

and EpAq � EpUq over all values of L, k1, and k2. The regression estimates and

standard errors for OUd are summarized in Table 7.1.
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Table 7.1: Regression Estimates for OUd

Parameter Estimate Std. Error tValue Pr¡ |t|
Intercept 0.00784 0.00178 4.40   .0001
k2 -0.00755 0.00025 -30.58   .0001
k1 0.00599 0.00024 24.63   .0001
L 0.00064 0.00025 2.61 0.009
ρ -0.00952 0.00294 -3.24 0.001
k2 � ρ 0.00702 0.00041 17.23   .0001
k1 � ρ -0.00598 0.00040 -14.89   .0001
L � ρ -0.00031 0.00041 -0.76 0.446

As expected from previous sections, there is a significant decreasing main effect

of k2 on OUd, and an increasing main effect of k1 on OUd. There is a negative

main effect of ρ on OUd. The decreasing effect of ρ on OUd increases with k1 and

decreases with k2. However, as k1 is always greater than k2 by at least 2 in this model

(otherwise overestimation is impossible) then ρ has a net decreasing effect over the

full parameter space. We also note that, as expected, when ρ � 1, the coefficients

for the ρ and the parameter interactions with ρ roughly cancel out the intercept and

main effect coefficients, showing that whenρ � 1, the estimate for OUd is zero, and

the other parameters have no effect. Based on these results we state the following:

Proposition 10. The gross disadvantages of underestimation compared to the other

conditions are greatest with ρ � 0 and decrease with ρ over the game and skill set

tested; OUd decreases with first mover advantage, as measured by ρ.

Although the gross disadvantages of underestimation compared to the other con-

ditions are greatest with ρ � 0, effort costs are unaffected by the presence of positive

correlation1. Thus, the insights found using the analytic equations that assume ρ � 0

can be considered a lower bound for situations managers are likely to encounter in

1 Although players could form beliefs about the correlation factor for a given game and use that
information to endogenously choose a search depth and effective beliefs about opponent skill, subject
to their own constraints, we do not model such behavior (the reasons are described in Section 3.5).
We encourage future researchers to explore alternate models.
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the real world. Proposition 9 shows that there are critical values for k2 and c, above

which underestimation yields the greatest expected outcome (compared to overes-

timation and accurate estimation) when ρ � 0. Proposition 10 implies that these

critical values become smaller as ρ increases, leading to even broader advantage of

underestimation. This leads us to Corollary 2.

Corollary 2. The range and/or magnitude of underestimation’s net expected out-

come advantage (as described in Proposition 9) increase with correlation ( i.e., first

mover advantage, signal strength) for any otherwise fixed set of game and player

parameters

Note that, due to computational performance constraints, we did not compute

estimates of EpBq over the range of complexities that were used in the analytic

analysis, where we tested each parameter set at each integer value of c in 2 ¤ c ¤ 15.

Thus, we did not explicitly capture potential interactions between complexity and

correlation. As described in Section 5.5, the effect of complexity on decreasing the

differences in expected outcomes across bias conditions is due in part to a “last-mover

advantage” factor, while the effect of correlation can be partly considered to be due

to a “first-mover advantage.” In both cases, the increasing parameter values serve to

decrease the variance of potential realized outcomes P1 can try to optimize among

during his K rounds of advantage, due to either P2’s influence or P1’s influence. In

the former, this is due to the increasing variance of options P2 will have to choose

from in the last period, regardless of what P1 does in earlier periods, which causes

P1’s overall score to go down; in the latter, this is due to the restricted variance

P2 will have to choose from in the final period as a result of payoff correlation with

P1’s first period choice, causing an increase in P2’s overall score. Furthermore, if we

consider the upper limit of both parameter values, c � 8 and ρ � 1, it is easy to see

that there is still no difference in outcomes among bias conditions, where the final
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period holds an infinite set of choices that all have a payoff equal to what P1 chose in

the first period. When ρ is equal to anything other than 1 and c � 8, then there is

still a full range from 0 to 1 of last period payoffs, and thus P2 will always choose 0,

and there is still no difference in outcomes among the bias conditions. When c   8,

then higher correlation will overall restrict the range of options P2 will have in the

final period, further decreasing the variance of possible realized outcomes. Thus, it

is doubtful that there is an interaction between the effects of c and ρ on OUd, but

it remains open to future research to definitively test this relationship.

7.2 Cumulative Payoffs

Thus far we have focused on games in which only terminal period payoffs are col-

lected, and interim payoffs are used only as signals of downstream profits (with the

strength of the signal indicated by ρ). In many marketing contexts, however, man-

agers will collect some incremental payoff at each period. For example, the firm

may have a goal to maximize profits over the fiscal year, and may collect quarterly

profits along the way, which contribute to the full path’s value. Such contexts in

which players collect interim payoffs at each period can be mapped mathematically

to games where only terminal payoffs are collected, using a state-dependent variable

ρt in conjunction with the constant ρ used to describe first-mover advantage, or the

strength of the interim payoff signals.

In Section 3.5, we indicate that, when modeling a game in which only terminal

period payoffs are actually collected, and the interim payoffs are used solely as signals

for these terminal payoffs, the interim payoffs in the initial period are generated by

random draws from the uniform distribution Up0, 1q and the values of subsequent

nodes are determined such that vt � ρvt�1�p1�ρqεt where vt is the value associated

with a node at period t, vt�1 is the value of the preceding node on the same path

(parent node), εt is a draw from Up0, 1q, and 0 ¤ ρ ¤ 1. Here, the constant ρ

82



acts as the strength of the signal interim payoffs provide about downstream payoffs

(which can also be interpreted as first mover advantage). If it is preferable to model

a game where players collect some payoff at each period, then we can use the same

general game structure and player decision rules, but modify the interpretation of

the value associated with each node to be the average per-period payoff collected

up through that point. We can still have a constant parameter ρ, which, in this

case, represents the degree to which the “rich get richer” over time (i.e., the degree

to which incremental per period collected payoffs correlate along a path). However,

now we build in a period-dependent ρt, which captures both the constant signal

strength ρ as well as the increasing of the signal strength over time driven by the

cumulative nature of the payoffs, by defining ρt �
t�1�ρ
t

. In other words, the interim

payoff values in this case can be thought of as a signal of final period payoffs (which

represent the average per-period payoffs over the course of the entire game) whose

strength increases each period.

To see this, first note that when vt represents the average per period payoff up

through period t, and, v̂t is the incremental payoff added at period t, we can write:

vt �
vt�1pt� 1q � v̂t

t
(7.1)

where the average per-period payoff up through the previous period (vt�1) is

multiplied by its weight of t � 1, then added to the incremental addition of the

current period (v̂t) and then the sum is divided by t to get the average per-period

profit. We still define the constant ρ to be the degree to which the rich get richer over

time. Specifically, we allow the current period’s incremental payoff to correlate with

the average per period payoff as of the previous period, such that v̂t � ρvt�1�p1�ρqεt.

Substituting this into Equation 7.2, we get:
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vt �
vt�1pt� 1q � ρvt�1 � p1 � ρqεt

t
(7.2)

From here, we can rearrange the terms:

vt �
t� 1 � ρ

t
vt�1 �

�
1 �

�
t� 1 � ρ

t




εt (7.3)

This is equivalent to saying that vt � ρtvt�1 � p1 � ρtqεt (our original equation

for node values, with an added period-dependence on ρ), where ρt �
t�1�ρ
t

. Here,

interim payoffs represent the average per period collected up through that period in

time, and where the incremental payoffs collected at each period are influenced by

a constant correlation factor ρ , which captures the degree to which “the rich get

richer“ over time, i.e., the degree to which high early interim payoffs increase the

likelihood of encountering high downstream payoffs, independent of their additivity

In this way, the correlation parameters ρ and ρt allow us to manipulate cumulative

vs. final-period only objectives, as well as the extend to which state values correlate

over time.

As cumulative payoffs can be captured through a linear combination of ρ values,

which, as we know from Proposition 10, decrease OUd, we can state the following:

Proposition 11. The gross disadvantages of underestimation compared to the other

conditions is weaker when payoffs are cumulative than when only final period payoffs

are realized for any otherwise fixed parameter set

This further implies Corollary 3.

Corollary 3. The range and/or magnitude of underestimation’s net expected out-

come advantage (as described in Proposition 9) increases when payoffs are cumulative

for any otherwise fixed set of game and player parameters .
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7.3 Opponent Arrogance

Although empirical analysis that aim to identify and classify heterogeneity in over-

confidence (and specifically, opponent skill underestimation) are rare, there has been

some recent work that suggests that those who are less skilled themselves may also

exhibit a greater degree of underestimating the competition (e.g., see Goldfarb and

Xiao 2011; Moore and Cain 2007). In this section, we explore the relaxation of the

assumption that P2 always realizes that he is the weaker player (i.e., that P1 is at

least as skilled as P2 is, and correspondingly always acts upon the effective belief

b21 � k2 � 12 ). In other words, we allows the weaker player to exhibit greater

overconfidence than previously explored in the analysis.

To explore this situation, we define one new condition, in which b21 � 1 (i.e., is

at its minimum value) to contrast the regular condition of b21 � k2 � 1 (i.e., is at its

maximum value). We do this rather than incrementally varying b21 from 1 all the

way to k2 � 1 as it allows us to compare the extreme values of b21 to gain insight

into the overall effect, while maintaining a manageable factorial. We refer to the

new condition as the “arrogant opponent” condition3, and use it to explore how the

overconfidence of the opponent affects the relative performances of the player’s own

three bias conditions. We do not adjust P1’s higher order beliefs; for this thought ex-

periment, we consider only the case where P1 is unaware of his opponent’s arrogance.

If we allow P1 to accurately anticipate his opponent’s arrogance in each of P1’s bias

conditions, it effectively acts as a net weakening of P2’s skill (adding more error

into his decisions) that is exploited perfectly. Thus, is it analogous to a reduction

in k2, which, as shown in Section 5.4, increases the difference in expected payoffs

2 In Section 3.3 we explained how b21 � k2� 1 is the maximum belief that P2 can act upon, given
his own reasoning limitations. Thus, all beliefs about k1 that are greater than or equal to k2 � 1
will result in the same behavior, i.e., the same effective belief.

3 There are many ways an opponent can be arrogant. This terminology is used for convenience
only, and is not meant to imply that the condition fully captures the trait of arrogance.
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among the bias conditions. However, when opponent arrogance is not accounted

for by P1, then the arrogance introduces additional error both in P2’s decisions, as

well as in P1’s. Thus the net effect of arrogance on overall score as well as on the

relative performance of the bias conditions may depend on the specific parameter

arrangements.

Using our Monte Carlo estimation program, we find and record the outcome for

2,000 unique game trees for each for unique parameter set included in the bounds

3   k2 � 1   k1 ¤ L ¤ 10 with c � 2 and ρ in .2 increments from 0 to 1, inclusive.

Note that this is the same parameter range used in Section 7.1, with the one change

that we do not consider k2 � 2 , as the arrogant and regular conditions would always

be the same in this case (with b21 � 1). For each game tree and parameter set,

we compute the outcome under each of the three bias conditions (Accurate, Over,

and Under), under each of the two opponent arrogance conditions (arr � 0 for

the regular condition and arr � 1 for the arrogant condition), for a total of six

outcomes for each tree and parameter set. Figure 7.3 highlights the overall effect of

opponent arrogance on OUd averaged over all parameter values, showing that the

difference between the expected outcomes produced by over and underestimation is

significantly reduced overall when the opponent is arrogant.

We next perform a linear regression using OUd as the dependent variable and

k1, k2, L, ρ, arr, and the interactions between each of the first four with arr as

the independent variables. Table 7.2 provides the parameter estimates and standard

errors. The first five rows in the table as the estimates associated with the regular

(non-arrogant) condition4. The last five are added to the first to obtain the estimated

for the arrogant condition.

As expected, we find a negative main effect on OUd from being in the arrogance

4 The estimates and errors vary slightly from those in Table 7.1 due to the small change in range
of parameter values to examine only the cases in which there can be a different outcome between
the arrogant and regular conditions (e.g., omitting k2 � 2)..
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Figure 7.3: Mean OUd by Opponent Arrogance Condition Over Full Parameter
Set

condition. The magnitude of this negative effect is increased by k1 and decreased

by k2. However, the net effect of increases in k1 and k2 will always be to increase

the magnitude of the negative effect, as our analysis assumes k1 ¡ k2� 1 (otherwise,

P1 would not be able to overestimate P2). The magnitude of the negative effect is

decreased by ρ. Although the model estimates are such that at very high values of

ρ, the total effect of arrogance on OUd could be positive, we can attribute that to

the imperfect fit of the linear model 5 . We know that at its limit, when ρ � 1, OUd

will always equal zero. An analysis of the means of OUd by arrogance condition by

ρ for each otherwise unique parameter set shows that as ρ increases there are strict

decreases not only the magnitude of the mean OUd in each condition, but also the

5

It is not our goal to model the shape of the effect precisely; we use the linear model to efficiently
summarize the direction trends, using plots to check curves for monotonicity. We believe the
direction of the trends in abstraction may provide interesting managerial insights, and that a
more precise model of the trends would belie the abstraction and over fit the specific parameters
we are using.
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Table 7.2: OUd Regressed on Opponent Arrogance and Game Parameters

Parameter Estimate Std. Error tValue Pr ¡ |t|
Intercept 0.033772267 0.00112825 29.93   .0001

L 0.000666703 0.00014242 4.68   .0001
k1 0.00356827 0.00013686 26.07   .0001
k2 -0.007742029 0.00012747 -60.74   .0001
ρ -0.03516263 0.00045504 -77.27   .0001
arr -0.004281585 0.00160188 -2.67 0.0075

L � arr -0.000247009 0.00020931 -1.18 0.238
k1 � arr -0.001195946 0.00020909 -5.72   .0001
k2 � arr 0.00180161 0.00019384 9.29   .0001
ρ � arr 0.008368365 0.00066864 12.52   .0001

difference between the mean OUds in each condition, until at ρ � 1 the OUd value

for each arrogance condition as well as the difference between them equal zero.Thus

we write Proposition 12 and Corollary 4.

Proposition 12. When P2 is highly arrogant (i.e., when b21 � 1, its minimum), the

difference between the expected outcomes achieved though over and underestimation

diminishes; OUd decreases with arr.

Corollary 4. The range and/or magnitude of underestimation’s net expected out-

come advantage (as described in Proposition 9) weakly increases when the opponent

exhibits arrogance for any otherwise fixed set of game and player parameters

Although we are considering only the extreme case of opponent arrogance, this

initial exploration provides some insights into the robustness of other results over

the relaxation of the assumption that the weaker player is aware that his opponent is

more skilled than he is. We encourage future researchers to continue the exploration

of alternative behaviors by the weaker player, including a more thorough exploration

of arrogance, as well as intentional misplays aimed at misdirecting Player 1’s beliefs

(see Section 8).
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7.4 Underestimation Advantages Without Effort Cost

Proposition 9 shows that underestimation can outperform overestimation (and even

accurate estimation) when there are effort costs. The other propositions provide in-

sights as to what contexts increase the chances that underestimation will have a net

advantage (e.g., high complexity, high opponent skill). In this section, we explore

ways in which underestimation may outperform overestimation even without effort

costs. We will explore situations beyond the assumptions used to formulate Proposi-

tion 1, and look for examples where underestimation can outperform overestimation

in gross expectation. We hope these examples of performance reversals will motivate

additional research on the advantages of underestimating the competition.

7.4.1 Jackpot Seeking

Thus far, the analyses performed have assumed risk neutrality, i.e., that the player’s

utility from payoff is a linear function of payoff. If we consider other risk attitudes,

we can find cases in which underestimation actually outperforms overestimation.

Proposition 1 shows that the expected outcome achieved through accurate estimation

is always greater than that achieved through either misestimation condition. When

P1 has full foresight (i.e., k1 ¥ L), then neither mis-estimation condition can ever

outperform the accurate condition for any game; by definition, accurate estimation

produces the best possible outcome given the game and player parameters. However,

when P1 is bounded in his own rationality (i.e., k1   L), then for any individual

game, the bias conditions can lead to outcomes ranked in any order. In other words,

there may be games in which overestimation and/or underestimation leads to a

better outcome than accurate estimation. In some cases, a manager may be more

concerned with maximizing the chances of outperforming accurate (i.e., reaching

for an unlikely high win) than in maximizing the risk-neutral expected value of the
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outcome. Situations include cases where a firm is likely to go out of business, and only

a very large win can save them; entrepreneurs entering a market where most entrants

will fail, but those who succeed will be wildly successful (e.g., Internet search); or

similarly, employees at large law firms or on the executive track who are willing to

endure extreme hours and low odds of promotion for the chance at the partnership

or CEO windfall. As a shorthand, we refer to such payoffs that exceed the accurate

estimation payoff as “jackpot” payoffs. If overestimation and underestimation have

different properties with regard to jackpot payoffs, then it may be of interest to

managers concerned with such outcomes.

Using out Monte Carlo estimation program, we find and record the outcome

under each bias condition for 2000 unique game trees for each for unique parameter

set included in the bounds 2   k2�1   k1   L ¤ 10 with c � 2 and ρ in .2 increments

from 0 to .8, inclusive. Note that this is a similar set of parameters to those used in

Section 7.1, but eliminating cases where L � k1 or ρ � 1, where neither misestimation

condition can ever outperform the accurate condition. Thus, we test a range of games

in which both players are bounded. For each unique parameter set, we record if the

outcome achieved through overestimation or underestimation is greater than that

achieved by accurate estimation. Figure7.4 shows that underestimation yields a

better outcome than accurate estimation more frequently than overestimation does.

To verify this difference, we run a logistic regression where Jackpot is a binary

dependent variable that equals one if the payoff for the set of parameters and the

bias condition at hand is greater than the accurate condition outcome for the same

set of parameters on the same game configuration, and zero otherwise. We regress

this on a categorical variable for bias condition (which equals Over or Under) as

well as k1, k2, L, ρ, and the interaction of those parameters with the condition. We

find a significant negative main effect for being in the Over condition, implying that

overestimation does not outperform accurate estimation as frequently as underesti-
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Figure 7.4: Jackpot Frequencies by Bias Condition

mation does. Table 7.3 lists the maximum likelihood estimates and standard errors

for each term in the model. In this table, the first five rows are the estimates (of

the natural log of the odds of the beating the accurate payoff) associated with the

Under condition. The estimates in the last five rows can be added to the estimates

in the first five rows to get the estimates associated with the Over condition.

Table 7.3: Jackpot (Log Odds) as Function of Over Condition (with Under as
Baseline) and Game Parameters

Parameter Log Odds Estimate Std. Error Wald Chi-Square Pr>ChiSq

Intercept -2.0983 0.0498 3612.8593 <.0001
k1 -0.1923 0.00546 1239.415 <.0001
k2 -0.0453 0.00621 53.303 <.0001
L 0.2982 0.006 2469.1026 <.0001
ρ -1.2696 0.0218 3385.1563 <.0001

Over -0.1172 0.0498 5.5376 .0186
k1 �Over 0.033 0.0.00546 36.4974 <.0001
k2 �Over -0.0298 0.00621 23.0649 <.0001
L �Over -0.00235 0.006 0.1531 .6956
ρ �Over -0.0842 0.0218 14.8977 <.0001
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Furthermore, an analysis of means suggests that when underestimation outper-

forms accurate estimation, it does so by a greater amount on average than over-

estimation does when it outperforms accurate. Table 7.4 shows the mean scores

achieved in each of the three bias conditions, segmented by cases where Over and

Under produce the uniquely best outcomes. When Over beats Accurate, the differ-

ence between the averages is approximately .109, but when Under beats Accurate,

the difference between the averages is approximately .11.

Table 7.4: Mean Payoffs by Bias Condition Separated by Winning Condition

Winning Condition N Obs Condition Mean Payoff Std Dev

Over 9833
A 0.4974878 0.1057242
O 0.6068669 0.1136903
U 0.4331244 0.1312275

Under 11462
A 0.499096 0.1065066
O 0.4687839 0.1061787
U 0.611005 0.1178996

To test the significance of this difference, we perform a linear regression where

the dependent variable, ADiff , is the difference between the winning score and

the accurate condition, and the categorical independent variable is the Winning

Condition. We restrict the model to only the winning conditions of O and U . We

find that, indeed, the O condition has a negative effect on ADiff (t � �9.10,

p   .0001).

Figures 7.5 and 7.6 provide a broader look at the data. Figure 7.5 depicts the

percentage of trials each combination of bias conditions yielded the highest score.

For example, the bar over the “AOU” combination represents the percentage of

trials where all three conditions yielded the same outcome. The percentage bar over

the “AU” combination represents the percentage of trials where Accurate and Under

led to the same outcome, which exceeded that of Over. The figure shows that, while

Under is more likely than Over to produce the singular best outcome (as was shown
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in Figure 7.4), Over is more likely than Under to yield the same winning payoff as

Accurate. Figure 7.6 shows the percentage of trials over which each bias condition

produced a top outcome, regardless of whether the result is also obtained through

another condition. We see here that Over produces the weakly highest payoff more

frequently than Under does, as it is less likely to deviate from Accurate. This is as

expected, given the strict ordinal ranking of the expected values by bias condition

stated in Proposition 1.

Figure 7.5: Highest Scoring Condi-
tion(s) (% of Trials)

Figure 7.6: Frequency With Which Each
Condition Produced the Highest Score, In-
cluding When Tied With Another Condi-
tion (% of Trials)

Thus, Under cannot be the best strategy (when effort is costless) when the goal

is to maximize the risk neutral chance of getting the highest score among the three

conditions. But, it is best in a more subtle situation, in which the Accurate payoff

is “not good enough” and the player wishes to maximize his chances of exceeding –

not meeting– that payoff. Figure 7.7 shows the estimated densities of the outcomes

of each bias condition across the parameter range tested.

Here, we see that underestimation can provide a greater chance at scoring a very

high payoff than overestimation can, even as overestimation has a greater expected

value for its payoffs. This leads us to write Proposition 13.
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Figure 7.7: Estimated Payoff Densities by Bias Condition

Proposition 13. When both players are bounded in their foresight (i.e., k1   L),

then underestimation results in an outcome that exceeds the outcome produced by

accurate estimation more frequently than overestimation does.

In summary, we find that underestimation beats accurate estimation both more

frequently and with greater magnitude than overestimation does, when both players

are bounded in their rationality. A manager with negligible effort costs who’s goal is

to maximize expected outcome would do well to be as accurate as possible, and to

err towards overestimation if there is unavoidable error. But for a manager whose

goal is to maximize the chance of getting a jackpot payoff (better than accurate),

then underestimation may be the best strategy. Though we do not expect that this

“sinking ship” mentality represents a large share or marketing decisions, it is an

interesting insight as to an example in which underestimation actually outperforms

overestimation, rather than simply seeing the difference between the two minimized.
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7.4.2 Distribution Asymmetry

We next explore the effects of using skewed initial payoff distributions rather than the

uniform distribution. As in the previous section, the goal of this section is to provide

an example of circumstances outside the scope of Proposition 1 in which underes-

timation has an advantage over overestimation, even without any costs associated

with effort.

Skewed distributions can be used to model different power and opportunity dy-

namics between players. When the possible payoffs that populate a game tree are

drawn uniformly from Up0, 1q, then the completely non-strategic expected outcome

of the game is 1
2
. That is to say, if both players choose actions entirely randomly at

each turn, with no purposeful payoff maximization (or minimization), then on av-

erage, then over many games, both players will receive about equal average payoffs

over the long haul. By acting strategically, however, players can exert influence over

this expected outcome in their favor (i.e., Lemmas 3 and 4). We have seen in pre-

vious sections that environmental factors such as last-mover advantage (complexity)

and first mover advantage (correlation) can shift extra power to one player or the

other (i.e., allowing them greater influence over the expected outcome for the same

level of foresight). Together, the players’ skill levels and the environmental features

of the game (c, ρ, L, and also who moves first and last) determine how far (and

in which direction) the situational expected outcome for a game deviates from the

a priori, non-strategic expected outcome of the game (i.e., the expectation of the

random variable used to initially populate possible payoff values).

We now consider games where the seed payoff distribution is itself skewed. Con-

sider Y � Fypyq � y4, 0   y   1. If the initial payoffs for a tree are draws from Fypyq,

then the a priori non-strategic expected payoff of the game is EY �
³1
0
p1�y4qdy � 4

5

(where Fypyq is the cumulative distribution function). The payoff distribution is
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negatively skewed, and bounded over 0 to 1. Thus, even if both players choose all

actions randomly, expected outcome of the game favors P1 (whose utility comes from

maximizing payoffs), with most possible payoffs being quite high. However, although

lower payoffs are less likely in this case, when they do appear, they have the potential

to shift the outcome of the game farther downwards from the a priori mean than

P1 has the potential to shift it upwards. In other words, the negatively skewed dis-

tribution implies that the non-strategic expectation of the game (i.e., the expected

average of all possible outcomes) favors P1, but that P2 has the potential to shift the

actual outcome from the non-strategic expectation in his favor to a greater degree

than P1 does. With an initial expectation of 4
5
, P1 can exceed this non-strategic

expectation by a maximum of 1
5
, while P2 can exceed it by a maximum of 4

5
. The

reverse would of course be true if we used a positively skewed distribution. If initial

payoffs are distributed by Fzpzq � z
1
4 , 0   z   1 , then the non-strategic expectation

is 1
5
, which favors P2, but leaves P1 a wider range to possibly deviate from this initial

imbalance.

These asymmetric distributions can abstractly capture some elements of power

imbalance between competitors. Consider, for example, a corporate software giant

and a fledgling start up both trying to capture more of the mobile market. Although

they are both competing for market share, the corporate giant has far more capi-

tal, reputation, partnerships, and experience— the cards are stacked in his favor,

regardless of which player moves first or which player is more skilled in foresight.

Most of the time, the the corporate giant is expected to maintain a strong market

share advantage. However, the small start-up’s agility (and other assets) may help

it produce that one killer app, which, although unlikely, can have a large effect on

market share, shifting the outcome from initial expectations by a great deal.

To see how such asymmetries affect the relative performance of the bias condi-

tions, we substitute a range of asymmetric distributions to define the seed distribution
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G0pxq from Equation 5.3, and then use the analytic equations derived in Section 5.1

which build upon this G0 distribution to determine the expected outcomes for each

bias condition over a range of parameter values: 2 ¤ k2   k1 � 1   k1 ¤ 10, c � 2.

Because we are using the analytic equations, ρ � 0. The range is truncated from

the range used in Section 5.2 due to the difficulty in computing integrals using these

altered seed distributions at high enough precision to allow meaningful comparisons

of differences at high levels of k1 and c (as OUd approaches zero in these ranges).

Specifically, we test both G0pxq � xy and G0pxq � x
1
y for y P t4, 6, 8, 10, 12u. We

define a new parameter, pow. 6, where pow � y when G0pxq � xyand pow � �y

when G0pxq � x
1
y . We also include our original expectation values, calculated using

G0pxq � x, and identify them by setting pow � 0. Thus we compute the expectations

for each bias condition under each unique parameter set in the range, for each value

of pow from �12 to 12 (in steps of 2), where the sign of pow shows the direction of

the asymmetry and the magnitude of pow shows the magnitude of the imbalance.

We find that when the distribution is positively skewed (i.e., pow   0), then, at

higher magnitudes of power imbalance, underestimation actually performs better, on

average, than overestimation, leading to negative values for OUd. Figure 7.8 shows

OUd by pow averaged over the full parameter range.

We replicate these results using our Monte Carlo estimation program, running

2000 trials for each parameter set tested. We find that for pow   �6, the mean

of OUd is significantly less than zero. Table 7.5 provides the means and standard

deviations for the negative values of pow.

These results are intriguing in that they show by example that under some con-

6

For convenience we refer to this parameter as pow for “power imbalance”, but it is of course only
one of many types of possible power imbalances between the players.
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Figure 7.8: Average OUd by Power Imbalance

Table 7.5: Mean OUd by (Negative) Power Imbalance

Pow N Mean Std. Dev
-12 32000 -0.0024106 0.0554102
-10 32000 -0.0019026 0.0652252
-8 32000 -0.0019244 0.0770592
-6 32000 0.000295666 0.0962093
-4 32000 0.0053092 0.1273384

ditions of power imbalance, underestimation can outperform overestimation in terms

of expected outcomes, even without effort costs. The direction and magnitude of the

imbalance that will cause such a reversal are dependent on a host of factors, including

which player moves last, as well as the game and player parameters explored in this

model. Though a comprehensive model of power imbalance is outside the scope of

this dissertation, these results offer the intriguing insight that underestimation can

be more beneficial than overestimation even without any effort cost when a power

imbalance is in play. This leads us to Proposition 14.

Proposition 14. Underestimation can outperform overestimation without effort costs
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when there is a power imbalance between the players.
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8

Discussion

8.1 Key Findings and Contributions

We believe the contributions of this paper are threefold. The first two are substan-

tive, the third is methodological. Thus, we provide deeper insights into why it might

be advantageous for managers to underestimate their opponent’s skill (i.e., exhibit an

overconfidence bias) and in the process provide support for the ecological rationality

for this widespread observed bias. We also provide a series of prescriptive insights

to managers on when it is most important to take the time and effort to accurately

determine extent to which their strategic opponent uses foresight in making deci-

sions, when the consequences of erring towards giving the opponent too much credit

are likely to be worse than the consequences of erring towards giving them too little

credit, and when it is more advantageous to focus on throwing off the opponent’s

beliefs versus correcting one’s own error. Finally, we lay out a methodological frame-

work that can be extended to many other strategic settings thereby greatly extending

the set of questions that can be answered while still reflecting the fact that managers

exhibit bounded rationality when navigating competitive landscapes. For example,

the model can be adapted to account for varying risk attitudes, incomplete informa-
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tion, multiple dimensions of skill (e.g., players could have varying abilities to assess

the “true” state values at any given period), non constant-sum outcomes, endoge-

nizing the players’ skill levels such that they may choose not to think through their

full capacity, or allowing players to intentionally mis-play in order to “throw off”

their opponent’s beliefs. In all such cases, our general framework can be extended to

explore (analytically or computationally) the payoff ramifications of different heuris-

tics and biases in a variety of competitive contexts, ultimately informing managers

a) of the strengths and weaknesses of different approaches to navigating competitive

landscapes that are cognitively too complicated to process fully, and b) how to better

allocate their limited attention resources.

Figure 8.1 provides an illustrative summary of the propositions generated through

the analyses. Our primary results show that, if effort is at all costly, then the expected

return under the bias of overestimating (i.e., underconfidence) is never optimal for

the player exhibiting it, while there are many situations in which the expected return

on underestimation is better than that of even accurate estimation. Specifically, as a)

decision environments get more complex (c); b) average opponents get more skilled

(k2); c) strategy implementation becomes more costly (C); d) future payoffs become

more predictable from past payoffs (ρ); or e) payoffs are collected cumulatively each

period (ρt) , then it becomes more and more likely that underestimation will produce

the best overall outcome for the more skilled player in the interaction. Furthermore,

our results show that, even if there is no or little cost associated with implementing a

decision strategy, then accurate opponent estimation provides the greatest advantage

in the situations when a) the situation is not very complex; b) their prior is that

their opponent’s skill level quite low relative to their own; or c) future payoffs are

relatively unpredictable. This suggests that, for example, the marketing manager of

a successful incumbent firm should invest more in researching (and planning around)

the skill level of a new entrant that is relatively inexperienced vs. one that appears
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to be more capable, as error in either direction is expected to be more harmful in the

former case. Thus, one consistent heuristic would be to aim to minimize error alto-

gether in simple environments (with weak opponents, low effort costs, low first-mover

advantage, etc.), and to err towards underestimation otherwise. Moreover, we show

that our insights are strengthened when payoffs are collected each period and when

the weaker player exhibits arrogance. We also provide examples of situations (e.g.,

jackpot seeking utility and power imbalances) in which underestimation can outper-

form overestimation, even when effort is not costly1. Though not depicted in the

diagram, we also show that in any given competitive interaction, the weaker player

is better served by trying to throw off his opponent’s beliefs (in either direction)

than by correcting (improving) his own beliefs about his more skilled opponent. We

believe our results are counter to much conventional wisdom and provide surprising

prescriptive insights regarding when overconfidence may prove beneficial.

Although these initial theoretical experiments begin to shed light on the relation-

ships of interest, they have several limitations, and thus should be considered as only

a start to understanding the greater relationships between skill constraints, opponent

estimation errors, and outcomes. For example, the models in this papers consider

only one dimension of skill (foresight horizon) and thus the results do not generalize

to estimating other dimensions of competitive capabilities, such as estimating the

interim payoffs (or resources of the competing firm). They assume that players want

to maximize their share of a constant-sum payoff such as market share, and thus do

not apply to “winner take all” scenarios. We believe future research can build off

this framework to address these and other limitations, thereby providing deeper and

broader insights to advise marketing managers in their real-world decisions.

Finally we believe our results provide a theoretical explanation for the ecologically

1 In our primary analysis, if effort is truly costless, then overestimation always outperforms un-
derestimation.
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rational existence of overconfidence bias among boundedly rational agents. Robust

behavioral research suggests that people consistently underestimate the skill of oth-

ers relative to their own (e.g., Hoorens 1993; Larwood and Whittaker 1977; Svenson

1981). This is often framed as a detrimental cognitive bias (e.g., Larwood and Whit-

taker 1977), with stylized wisdom suggesting that it would be more prudent to over,

rather than under-estimate competitors especially in important strategic settings.

However, as more research focuses on bounded rationality, more findings emerge

that support the idea that many of the behavioral biases that have traditionally

been labeled as irrational and considered detrimental, may actually be long-run ad-

vantageous to boundedly rational agents who have to navigate numerous complex

decision spaces that cannot be individually optimized (see Goldstien and Gigerenzer

2002; Stahl 1993). Our results clearly show that if there are costs associated with

thinking, overconfidence is advantageous compared to no bias in many cases. In this

way our results support the idea that overconfidence bias is observable in the popu-

lation because it may provide evolutionary advantage in facilitating quick judgments

amid complexity.

8.2 Limitations

We note several limitations inherent to this early work, and call them out as sug-

gestions for future elaboration. First, P2 does not “game” his strategies in this

analysis. For most of our analyses, we assume that he either knows that he is the

weaker player and estimates P1 the best he can within his own limitations, or oth-

erwise maximizes his estimation. In our Opponent Arrogance study, we relax that

assumption and test the opposite extreme, where P2 believes P1 is the lowest skill

possible. However, we do not explore intentional mistakes on the part of either player,

used as sacrificial moves with the goal of throwing off their opponent’s beliefs. This

is especially relevant for the weaker player, who, supported by Proposition 1, may
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believe his best chance at improving his own outcome is to encourage his opponent

to estimate his skill incorrectly. Future research streams may choose a more game

theoretic approach, in which each heterogeneously skilled player simultaneously op-

timizes estimation strategies amid uncertainty about each other’s skill level. Second,

we treat each player’s own skill level as exogenous. Given the cost of effort, it may

be advantageous for players not to think through their own full capacity. Third, we

treat each level of thinking as a measure of how many temporal periods a player can

hypothetically think through, without regard to the complexity of each decision set.

In reality, the complexity of the space is likely to affect a player’s capacity for fore-

sight, and “depth vs. breadth” trade-offs may be made to allocate limited memory.

We encourage future research streams to pursue these directions.

8.3 Concluding Remarks

The analysis completed thus far provides a first step at understanding the poten-

tial rationality behind the observed behavioral phenomenon of underestimation bias,

and in providing prescriptive insights for boundedly rational decision makers that

contradict conventional wisdom. When effort is at all costly—through either time

or propensity for error—extra effort spent “thinking through your opponent’s eyes”

can do more harm than good. These early findings support the plausibility that

a bias towards underestimating others evolved because its efficiency provides a net

advantage in the long run in many contexts, and specifies contexts in which dif-

ferent strategies are more advantageous to managers. Furthermore, the framework

presented provides a versatile and highly extensible way for researchers interested in

bounded rationality in games to explore a variety of interesting research questions.

The extensions that I propose will provide stronger and more customizable market-

ing relevance, ultimately providing managers with valuable insights they can use to

make better decisions in a variety of contexts.
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Appendix A

Explanations and Examples

A.1 Interim Payoffs

To account for limited capacity for complexity in dynamic games, it is necessary

to augment standard economic conventions of game notation, which developed to

suit assumptions of full foresight of all players. To aid in explanation, we start

with a simple, concrete example that should be familiar in form to economists, and

then show how both representation and analysis change when limited foresight is

introduced.

Let us consider a very simple example of a two player situation called for simplicity

the Investment Game. A share in an investment project costs $1. If both players

are invested, the project is worth $10. If only one player is invested, it is worth

nothing. A player that has bought into the investment can sell out for three-fifths

of the pre-sale value of the investment. At the end of the game, the current worth

of the project is divided among current owners. Players each begin with $1. Players

alternate actions, and there are only three rounds: Player 1 decided to invest or not,

Player 2 observes the decision and decides whether to invest or not, and then Player
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1 observes the decision and, if he already is invested, decides whether to sell out or

stay, and if he’s not already invested, decides whether to invest or not. The game

ends, and players are paid accordingly. The standard extensive form notation of this

game is shown in Figure A.1.

Figure A.1: Investment Game in Extensive Form

This game is trivially solved through backwards induction. Player 1 will not

invest in the first round, then both players will invest on their next turn, eliminating

the possibility of one player selling out on another player, and resulting in the Pareto

superior outcome E, with final payoffs (5,5). However, suppose that the players have

limited capacity for complexity, or more specifically, limited foresight. If Player 1

can’t “see through” to the end of the game, he cannot use backwards induction

to decide whether or not to invest in the first round. He can, however, perform a

modified backwards induction process, in which he assigns interim values to all nodes

in the game, and backwards inducts from as far out as he can see. Figure A.2 shows

the same game tree, with interim payoffs added at each node that reflect what the

payoff matrix would be if the game were to end at that node.

Using this extended notation, we can see how the path of play changes when there

is limited foresight. Consider the extreme case in which neither player anticipated

the future at all – each player can only see the immediate ramifications of the current
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Figure A.2: Investment Game in Extensive Form with Interim Values

decision being made, and thus always chooses the option with the highest immediate

personal payoff. Such extreme limitation precludes any type of investment ever being

made, and players end up at Outcome H, with final payoffs of only (1,1).

This example feels contrived because it is hard to imagine someone not considering

the immediate obvious response to an action. However, this simplistic example is easy

to depict, and it does not take much effort to see how the logic of the example extends

to more complex, and perhaps more realistic, scenarios. Consider, for example, the

familiar games tic tac toe vs. chess. Both are finite dynamic games of complete and

perfect information, and thus both are trivially solved in theory using backwards

induction. Tic tac toe is dramatically less complex than chess, and generally results

in the backwards induction solution of a draw when played by adults, as most adults

are able to anticipate the responses of their opponents to any move they might

make, as well as their own counter-responses, and so-forth. However, many children

are beaten in the game despite their best efforts, because their foresight is more

constrained and they are unable to anticipate the future consequences of their moves.

Analogously, adults are fallible with chess because in that more complex setting they

are unable to see the consequences of early moves through to the end of the game.

Though such interim valuations are not traditionally used in economic depictions
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of games, they are widespread in computer science. When computer scientists work

on game strategies, they are generally working on bounded rationality strategies,

whether they use that terminology or not. In developing such artificially intelligent

opponents in complex games such as chess, they are trying to play as best they can

given finite – or bounded – computational ability, that is generally far less than what

would be required to conclusively solve the game. Thus, it is fitting for economists

to borrow such techniques when approaching games from a perspective of limited

cognition. To see how such interim payoff values are standard use in this field,

consider the follow explanation from a computer scientist:

How long does this algorithm [computing the fully rational
“minmax” move for a game] take? For a simple game like
tic tac toe, not too long - it is certainly possible to search all
possible positions. For a game like Chess or Go however, the
running time is prohibitively expensive. In fact, to completely
search either of these games, we would first need to develop
interstellar travel, as by the time we finish analyzing a move
the sun will have gone nova and the earth will no longer exist.
Therefore, all real computer games will search, not to the end
of the game, but only a few moves ahead. Of course, now the
program must determine whether a certain board position is
‘good’ or ‘bad’ for a certainly player. This is often done using
an evaluation function. This function is the key to a strong
computer game; after all, it does little good to be able to look
ahead 20 moves, if, after we do, we decide that the position is
good for us, when in fact, it is terrible! (Lin, 2003)

The evaluation functions mentioned by Lin are used to generate what this dissertation

refers to as interim payoffs. These are in effect imperfect estimates of what payoff

the path will lead to, with the quality of the estimate being controlled in our model

by the parameter ρ. As an example, a naive evaluation function used for the game

checkers would be to simply take the ratio of the number of pieces of each color left

on the board. A more sophisticated evaluation function might factor in that some

positions are, such as corners, provide more value than others. It should be clear to
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see that when there are “collect as you go” awards, such as quarterly profits, that

the interim payoffs used by players to guide decision making can still represent an

imperfect estimate of the final total profits when the path is followed to completion,

but with a higher degree of quality (ρ) as a portion of the final sum has already been

collected.

Our theoretical model allows us to create a level playing field across in terms of

the quality of evaluations functions (with the quality controlled by the parameter

ρ) and focus our analysis on the effects of foresight horizon alone. Thus, the most

direct interpretation of ρ in this dissertation is that is reflects characteristics of the

environment (the inherent uncertainty or first-mover advantage) rather than player

skill in evaluation (though technically it could jointly be a description of player skill,

so long as both players are equally skilled along this dimension. However, it is a

reasonable next step to consider heterogeneity in skill along the evaluation function

dimension. See Korf (1989) for more on a theoretical foundation for this concept.

In our framework, heterogeneity in evaluation skill could be modeled by computing

the “true” value of a state based on fully rational solution to the subgame beginning

at each node, and allowing each player to see a separate value that is drawn from a

correlating distribution according to their own personal ρi (or ρit). Of course, many

confounds would need to be considered, such as the extent to which each player’s

true skill factors into the “true” interim state value, but it may be an interesting

endeavor for future research.

Although easiest to depict visually in dynamic games of complete and perfect

information, this concept easily extends to other varieties of economic games. Of

course, as computer scientists learned early on, the use of such interim valuations

becomes a source of additional variability. As the interim scores are only hypo-

thetical, not realized payoff, there can be multiple means of concocting such scores.

Consider the easy to visualize example of checkers. How should interim valuations be
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determined when one cannot backwards induct from the end of the game? A simple

strategy is to count the number of a player’s pieces on the board at any given stage.

But could another algorithm be more clever? Should kings count as two pieces, or

more? Should the pieces at different positions be weighted differently? Valuation

strategies can add complexity (perhaps at the expense of foresight horizon) but may

be worth it in terms of better predictive value. In any case, it adds to the complex-

ity of deciding how to decide, and to the variability between opponents. Though

confounded in more applied settings, these elements can be isolated in theoretical

analysis, and are in the model framework developed in this dissertation.

A.2 Tree Navigation

Figure 3.1 presents an example of one possible game tree with three periods (L � 3)

and two possible actions at each period (c � 2), where payoffs have been rounded

to two digits. As this is a constant sum game, there is only one value associated

with each state, and it represents P1’s payoff (e.g., market share), where P2’s payoff

is one minus P1’s payoff (or, alternatively, that P2 seeks to minimize P1’s payoff).

Note that in our analysis, the minimum value for L is 4 (to account for the fact that

the minimum value for k1 at which P1 can both overestimate and underestimate a

weaker P2 is 4). Also, L is always even, to avoid main effects relating to which player

makes the final decision in the game (which are unrelated to the research questions

at hand). For the sake of space and simplicity, we show a shorter game tree here, as

it is sufficient to illustrate the general principles at hand. To aid in explaining the

limited foresight backward induction process the players in our model use, we use

the terms “Left” and “Right” to indicate which branch a player takes from a given

state, where “Left” refers to the reader’s left.

There are two ways the payoffs depicted in this game tree can map to actual

payoffs. The first and most direct way is that only the payoffs listed in the third
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(and terminal) period represent payoffs that can actually be collected by players if

that state is reached. In this case, the interim payoffs in the first two periods are not

actually collected profits, but rather, are (imperfect) signals of downstream awards,

and are used solely to help players navigate to the most favorable terminal period

outcomes. A second way to map the depicted values to real payoffs is to have players

actually collect some payoff (profit) at each stage of the game. In this case, the

payoffs in each period represent the average per-period payoff collected up through

that period. So, in the example above, if P1 chose Left in the first period, he would

collect a payoff of .45. Then, if P2 also went left, the average payoff of both periods

would be .40, which indicates that the total payoff collected (by P1) at that point

would be .4 � 2 � .80, so the incremental gain in the second period was .35. If P1

then chose to go Left in the third period, the final average per-period payoff would

be .56, indicating a total payoff of .56 � 3 � 1.68 (and an incremental gain in the

third period of 1.68 � .80 � .88). The logic of how players navigate the game is the

same in both these cases (and, in fact, the second interpretation of payoffs as average

cumulative payoffs can still be interpreted as an unrealized imperfect signal of the

total cumulative payoffs associated with a full path of play). Thus, we will focus on

the former (and intuitively simpler) case as we discuss player navigation.

To see how players navigate the game tree differently depending on their skills

and beliefs, let us first consider an example where k1 � 3 (P1 has full foresight) and

k2 =1. In this case, P1 can’t underestimate k2, since k2 is already at its minimum

(this is why in our analysis we require k1 ¥ 4 k2 ¥ 2 and thus L, k1 ¥ 4 ), but we

can still show the difference in decision processes for the O and A bias conditions

and in doing so, illustrate the principles at hand for all three conditions.

If P1 accurately estimates k2: P1 looks to the second period (t � 2) and, in

both decision sets, assumes P2 will choose the action corresponding to the minimum

payoff available that period. On the Left, we have .40   .43, so P1 assumes P2 will
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chose .40 if P1 initially goes Left, which will leave P1 with a choice between .56 and

.43 in t � 3, where of course he will maximize, choosing .56. So, P1 expects to get

.56 if he initially goes Left. If he goes Right, then in the second period, he assumes

P2 will choose .41 (since .41   .66) which will leave P1 with a choice between .37

and .54 in the final period, and of course, P1 will choose .54. Thus, P1 believes that

going Right in the initial period will lead to an outcome of .54. Since .56 ¡ .54, P1

chooses to go Left in the initial period. Since he is accurately estimating P2, P2 plays

as he expects in the second period, and the final outcome is indeed .56. Also note

that P1 didn’t have to look at the final period options stemming from the second

period branches with the .43 or .66 payoffs, since P1 does not believe he could ever

arrive there, based on how he (correctly) anticipates P2 will make his choices.

If P1 overestimates k2: P1 believes k2 � 2, which happens to be the same as full

rationality for this short game, with P1 believing that both players have full foresight

during their initial turns. Because of this belief, P1 can ignore all the interim payoffs

and consider only the terminal payoffs, as in more traditional game theory paradigms.

P1 first looks all the way to the final period options on the left side of the tree. He

finds the maximum of both decision sets (.56 ¡ .43, and .53 ¡ .47). He anticipates

that P2 will, in the second period, choose the path that leads to the lesser of these

two maxima. So, he believes P2 will go Right in the second period, along the .43

path, leading to a final outcome of .53 if P1 initially goes Left. P1 repeats this

process for the right side of the tree. The maxima of the final period decision sets

are .54 ¡ .37 and .73 ¡ .57. P1 anticipates P2 choosing the second period option

that leads to the minimum of these maxima, which in this case means going Left

along the .41 path to arrive at .54. So, P1 anticipates a final outcome of .54 if he

goes Right in the first period. P1 will go Right, since .54 ¡ .53. Even though he

misestimated P2, he will still arrive at the anticipated final outcome of .54, since

in this case, it happens that the path leading to the minimum of the final period

113



maxima on the right side is also corresponds to the immediate minimum payoff in

the second period (this is very common when ρ is high, and/or there are cumulative

payoffs indicated through ρt). However, P1 lost surplus he could have gained by

going Left initially — he would have actually arrived at a final score of .56, rather

than the .53 he mistakenly figured he would get, since P2 would not, in turn, play

as strategically as P1 anticipated.
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Appendix B

Derivation of Expected Outcome Equations

B.1 Derivation of Equation 5.5

FOopx; c,N,Kq � FUepx; c,N,Kq �
1

c

K

GNpxq
cK �

c� 1

c

Ķ

k�1

1

c

K�k

GNpxq
cK�k

(5.5)

Consider the case where K � 1. Regardless of N , the game statistically reduces

to two periods (a single round), where the payoffs in the final period are drawn from

GN . Based on the definition of K, we know that in the first round, P1 can see through

to the end of the game, but P2 can’t. Moreover, P1 knows the final outcomes that

will result from each one of moves P2 can potentially make in the second period.

P2, however, cannot effectively “see” these GN outcomes that result from his second

period decisions. The payoffs P2 uses to make his decision in the second period are

unrelated to final outcomes (since ρt � 0), and thus, from a strategic point of view,

P2 effectively chooses randomly from among the c draws from GN that are linked to

his second period decision set. Note that P2 is not actually choosing randomly, but

rather is applying a decision rule that happens to have no net impact on outcome

when ρt � 0. Remember that in our model, players are unaware of the value of ρt
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and apply the same decision rule throughout (see Section 3.5).

In the A condition, P1 knew which option P2 would select, and thus could choose

the path in period one that would lead the decision set in period two which would

lead to the most favorable final outcome. When there is misestimation, however, P1

still thinks he knows what P2 will choose at each decision set, and thus still attempts

to maximize his outcome, but, when the second period is reached, there is a 1
c

chance

that P2 will follow (make the choice P1 expected he would), and a c�1
c

chance that he

will diverge (make a different choice). If P2 follows, then the outcome is the same as

in the Accurate condition, and is distributed by Gc
N . If he diverges, then he moves to

an outcome P1 never considered (as he had believed P2 would never let such a state

be realized) and it is distributed simply by GN . The overall outcome distribution in

this case where K � 1 is 1
c
GNpxq

c1 � c�1
c
GNpxq. Note that is doesn’t matter whether

the estimation error is Over or Under. Both error types are equally likely to lead to

divergent behavior, and the impact of divergent behavior is the same in both cases.

Now consider K ¡ 1. In each round k within K, P2 has a 1
c

chance of following,

and a c�1
c

chance of diverging. If P2 diverges, then P1’s advantage for that and all

preceding rounds is eliminated, as the game enters a state P1 had not considered

possible. Thus, to calculate the outcome distribution, we must, for each round k

in K , compute the probability that P2 will deviate in that round, but not in any

subsequent rounds, and multiply that probability by the distribution that would

result in that case.

The overall outcome distribution is given in Equation 5.5. The first term is the

probability of P2 following in all K rounds (1
c

K
) multiplied by what would be the

outcome distribution in that case (GNpxq
cK ). The second term computes the outcome

distribution if there is at least one deviation, and sums over the probabilities of the

last deviation being in each round k in K. The constant c�1
c

is the probability
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of deviating in a specific round k, and the 1
c

K�k
is the probability of following in

all subsequent rounds (based on each round k), multiplied by what would be the

outcome distribution in that case (GNpxq
cK�k

).

B.2 Derivation of Equation 5.6

FUopx; c,N,Kq �

1 �

�
1 �

1

c

K

GN�1pxq
cK�1

�
c� 1

c
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1

c
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��
1 �GN�1pxq

�c�1

(5.6)

If P1 believes that P2 will not see through to the final game period until one

round later than P2 actually does, then P1’s mental model of the reduced game will

have K � 1 rounds that then result in a set of payoffs drawn from GN�1.

Over each decision k inK�1 rounds of perceived advantage, P1 will be attempting

to maximize among potential GN�1 distributed payoffs. However, in the K � 1th

round, P2 will actually be choosing the minimum among theGN�1 distributed payoffs

in his decision set. Note, of course, that if P1 anticipated this, then he would have

chosen the maximum of the possible decision set minimums in the preceding round,

resulting in another level of minimaxing, which would of course result in GN .

So, in the K � 1th round, P2 will select the minimum from his decision set,

where the decision set comprises a single draw from some maximization of GN�1,

and c� 1 draws from an unaffected GN�1. The general equation for the distribution

of the minimum of a single draw from each of the distributions F1, F2, ... , Fn is

1�p1�F1qp1�F2q...p1�Fnq. Thus, the minimum of the set of one draw from GMax
N�1

and c�1 draws from GN�1 (where GMax
N�1 is GN�1 raised to some power to reflect some

degree of maximization) is 1�p1�GMax
N�1qp1�GN�1q

c�1. The degree of maximization

that will be afforded to GMax
N�1 depends, as in other cases, on which round in the first
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K rounds is the last round in which P2 deviates from P1’s expectation, and is found

through the same process as described earlier. The final distribution for the outcome

in this case is shown in Equation 5.6.

The second parenthetical grouping in the second term represents the c� 1 draws

from GN�1 that P2 will have to select among when finding the minimum of the deci-

sion set he is presented in period K � 1. The first parenthetical grouping represents

the single draw from a some maximized version of GN�1 that will also be present in

the decision set. The maximized version is determined by multiplying the probabili-

ties associated with final deviations made in rounds 1 through K, and their resulting

effects on the set of options available in the K�1th round that were originally drawn

from GN�1.

B.3 Derivation of Equation 5.7

FOepx; c,N,Kq �
1

c

K�1
�
GN�1pxq

cK�1

�
c� 1

c
p1 �GNpxqq

» x
0

gc
K�1

N�1 pyq

1 �GNpyq
dy

�
�

c� 1

c

K�1̧

k�1

1

c

K�1�k
�
GN�1pxq

cK�1�k

�
c� 1

c
p1 �GNpxqq

» x
0

gc
K�1�k

N�1 pyq

1 �GNpyq
dy

�
(5.7)

The final equation we must derive is the outcome distribution for overestimation

when k2 is even. In this case, the P2’s first round of full foresight is overestimated

by P1; P1 thinks that there is one more N -type round of perfect play, and one

less K-type round of personal advantage. He effectively carries out the minimax

procedure N � 1 times, believing the game reduces to a set of payoffs drawn from

GN�1 at the K � 1th round. However, when the K � 1th round is reached, P2

chooses randomly (effectively) rather than minimizing. There is a 1
c

chance P2 will

follow, which will lead to the outcome P1 expected, which will be distributed by some

function (depending on K) of GN�1pxq. There is a c�1
c

chance that P2 will deviate.
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Unlike the other conditions, however, the payoffs of the unanticipated options are not

independent from that of the anticipated option. The anticipated option is always the

minimum of the set (i.e. the minimum of c draws from GN). P1 selects the decision

set with the largest minimum (i.e. the maximum of c draws from the minimum of

c draws from GN , or, equivalently, a single draw from GN�1). The other options in

the decision set are, by definition, strictly greater than this amount. The outcome is

actually better if P2 deviates than if he follows.

When K � 1, there is no additional prior maximization performed on the an-

ticipated option (the single round of P1 advantage is absorbed by this additional

round of minimaxing). Where XOe is the random variable for the outcome in

this condition, and XN is the random variable distributed by GN , we see that

XOe �
1
c
XN�1 �

c�1
c
pXN |XN ¡ XN�1q. We can write this c.d.f. as

FOepx; c,N, 1q � GN�1pxq �
c� 1

c
p1 �GNpxqq

» x
0

gN�1pyq

1 �GNpyq
dy (A1)

When K ¡ 1, more advantage will be applied. If k is the number of periods

leading up to period K � 1 in which P2 (by chance) follows anticipated choices,

the resulting distribution would be GN�1pxq
ck � c�1

c
p1�GNpxqq

³x
0

gc
k

N�1pyq

1�GN pyq
dy, where

gc
k

N�1pyq is shorthand for the first derivative w.r.t. y of GN�1pxq
ck (not the derivative

of GN�1pyq subsequently raised to power ck).

The full distribution for XOe is generated by summing over all k � 1 to K�1 the

probability of round k being the last round of deviation, multiplied by the outcome

distribution that would result if that were the case. This gives us Equation 5.7.
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Appendix C

Effort Cost Proofs

C.1 Proof of Proposition 6

Proposition 6. The cost difference between the bias conditions increases with k2 for

any fixed k1, c.

To determine the effect of k2 on the amount by which CpOq ¡ CpAq ¡ CpUq, we

first find the partial derivative of the difference between Iexpk1, c, b21q and Iexpk1, c, b21�

1q with respect to b21. Though b12 is discrete variable, we treat it as continuous for

calculation purposes.

B

Bb21
pIexpk1, c, b21q � Iexpk1, c, b21 � 1q �

cb12Lnrcs � c
1
2
p�1�2b12�k1qLnrcs

pc� 1q2
�
c1�b12Lnrcs � c

1
2
p1�2b12�k1qLnrcs

pc� 1q2
�

c�
1
2
�b12

�
c

k1
2 � c

1
2

	
Lnrcs

c� 1
(A2)

This is clearly positive for k1 ¡ 1, which is always true in the model. This shows
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that the difference in amount of information required for O vs. U increases with b12,

and thus with k2. It follows that the cost difference also increases if cost is a linear

or convex increasing function of information processed.

C.2 Proof of Proposition 7

Proposition 7. The cost difference between the bias conditions increases with c for

any fixed k1, k2 .

To determine the effect of complexity on the amount by which CpOq ¡ CpAq ¡

CpUq, we first find the partial derivative of the difference between Iexpk1, c, b21q and

Iexpk1, c, b21 � 1q with respect to c. Though c is discrete, we treat it for calculation

purposes as continuous.

B

Bc
pIexpk1, c, b21q � Iexpk1, c, b21 � 1q �

c�
3
2
�b12

2pc� 1q2

�
2c

3
2 � 2b12pc� 1qpc

k1
2 � c

1
2 q � c

k1
2 ppk1 � 3q c� pk1 � 1qq

	
(A3)

As the leading term is positive, we can consider only the terms inside the paren-

theses to test the sign of the partial derivative. As the first two terms and c
k1
2 are

positive, we can reduce to pk1�3qc�pk1�1q to determine the sign. Over all allowed

parameter values (i.e. k1 ¥ 4 and c ¥ 2), this is positive in every case except where

k1 � 4 and c � 2, in which case the net value of all terms is still positive for all

allowable values of b12 (i.e. 1, 2, or 3). Thus the relative amount of information

required for over relative to underestimation increases as the game becomes more

complex. The difference in effort costs must also increase if cost is a linear or convex

increasing over information processed.
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Appendix D

Numeric Estimation Details

The numeric estimation of expected payoffs for parameter sets that do not have an

analytic solution defined is estimated using a Monte Carlo estimation program coded

in the Visual Basic for Applications environment in Microsoft Excel. The program

uses random number generation to create a user defined number of samples of game

trees that fit user defined game parameter values, and for each tree, finds and records

the outcome for a user-defined set of player skill and belief parameter values.

The dimensions of the decision trees are determined by user-defined values for L

and c. When ρ � 0, each node in the tree is populated using Excel’s built-in random

number generation, Randpq, which generates a floating point value between zero and

one. When ρ is not zero, the nodes in the first round (v1) are generated through

Randpq, and the subsequent nodes are generated to correlate with their parent nodes

according to ρ, such that vt � ρvt�1� p1� ρqRandpq, where the randomly generated

number takes the place of the error (εt) in the original function defined in the Model

Framework chapter.

The outcome for each generated board is determined by the player skills and
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beliefs, k1, k2, b12, and b21. These values are input by the simulation user along with

L, c, and ρ. Figure D.1 illustrates the algorithm used to mimic player logic and

determine game outcome.
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Figure D.1: Player Logic

The program also allows user input for the number of trials to be run (n), and
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the range of parameter values to be tested, e.g., c � t2, 3u, L � t4, 6, 8u, ρ �

t0, .1, .2, .3, .4, ...1u, k1 � t4 to Lu, k2 � t2 to k1 � 2u, b12 � tk2 � 1 to k2 � 1u,

and b21 � k2 � 1. The program will create n unique game trees for each unique

parameter set L, c, and ρ and determine the outcome for each game tree under

each player parameter set (k1, k2, b12, b21) using the algorithm depicted in Figure

D.1. The outcome for each trial is output to an Excel spreadsheet along with the

parameters used to obtain that outcome. As the goals of this dissertation center

around comparing three bias conditions, the program was set to output the three

corresponding values for b12 on the same line, resulting in one data line for three

trials (i.e., the outcome reached by the Accurate, Over, and Under bias conditions

for each generated game board and each user specified unique set of other player

parameter values. )

This program can be used directly to explore many research questions belong

those explored in this dissertation, such as trading off overall foresight horizon for

looking through the opponent’s eyes (e.g., trading off increments of k1 for increments

of b12). With a few minor modifications, the program can be used to explore a host

of other bounded rationality competitive strategy problems.
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Appendix E

Table of Expected Outcomes

The following table lists the rounded expected outcomes across the parameter ranges

tested using analytic or numeric integration methods on the distribution equations

defined in Section 5.1.4.

Table E.1: Expected Outcomes by Bias Condition

k1 k2 c EpOq EpAq EpUq
4 2 2 0.54211 0.59365 0.53016
4 2 3 0.49067 0.58086 0.47457
4 2 4 0.4402 0.55114 0.42444
4 2 5 0.39802 0.51997 0.38368
4 2 6 0.3633 0.49082 0.35051
4 2 7 0.33448 0.4644 0.3231
4 2 8 0.31024 0.44065 0.30009
4 2 9 0.28957 0.4193 0.28048
4 2 10 0.27175 0.40007 0.26355
4 2 11 0.2562 0.38267 0.24877
4 2 12 0.24239 0.36687 0.23575
4 2 13 0.23031 0.35245 0.22418
4 2 14 0.21948 0.33925 0.21382
4 2 15 0.20973 0.32711 0.20449
6 2 2 0.57745 0.70046 0.55686
6 2 3 0.51201 0.70476 0.48834
6 2 4 0.45362 0.68032 0.43251
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Table E.1: Expected Outcomes by Bias Condition

6 2 5 0.40701 0.65076 0.38891
6 2 6 0.36963 0.62143 0.35414
6 2 7 0.33913 0.59381 0.32575
6 2 8 0.31376 0.56827 0.30208
6 2 9 0.29231 0.54479 0.28203
6 2 10 0.27392 0.52322 0.26478
6 2 11 0.25797 0.5034 0.24977
6 2 12 0.24385 0.48514 0.23657
6 2 13 0.23152 0.46828 0.22487
6 2 14 0.2205 0.45267 0.2144
6 2 15 0.2106 0.43817 0.20498
6 3 2 0.48403 0.52902 0.41935
6 3 3 0.39883 0.45606 0.31019
6 3 4 0.33789 0.39306 0.25101
6 3 5 0.29448 0.34451 0.21493
6 3 6 0.26216 0.30689 0.19041
6 3 7 0.23712 0.27709 0.17241
6 3 8 0.21709 0.25296 0.15846
6 3 9 0.20064 0.23302 0.14722
6 3 10 0.18686 0.21627 0.13789
6 3 11 0.17512 0.20199 0.12999
6 3 12 0.16498 0.18966 0.12316
6 3 13 0.15612 0.17889 0.11719
6 3 14 0.1483 0.16941 0.11191
6 3 15 0.14133 0.16098 0.10719
6 4 2 0.49239 0.52902 0.48403
6 4 3 0.40745 0.45606 0.39883
6 4 4 0.34499 0.39306 0.33789
6 4 5 0.30018 0.34451 0.29448
6 4 6 0.26677 0.30689 0.26216
6 4 7 0.2409 0.27709 0.23712
6 4 8 0.22023 0.25296 0.21709
6 4 9 0.20329 0.23302 0.20064
6 4 10 0.18585 0.21627 0.18686
6 4 11 0.17708 0.20199 0.17512
6 4 12 0.16669 0.18966 0.16498
6 4 13 0.15753 0.17889 0.15612
6 4 14 0.14962 0.16941 0.1483
6 4 15 0.14251 0.16098 0.14133
8 2 2 0.59297 0.78347 0.56724
8 2 3 0.51818 0.79418 0.49165
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Table E.1: Expected Outcomes by Bias Condition

8 2 4 0.45656 0.77354 0.43397
8 2 5 0.40859 0.74668 0.38968
8 2 6 0.37057 0.71906 0.35459
8 2 7 0.33972 0.69233 0.32603
8 2 8 0.31415 0.66705 0.30228
8 2 9 0.29258 0.64337 0.28216
8 2 10 0.27412 0.62126 0.26488
8 2 11 0.25811 0.60065 0.24984
8 2 12 0.24396 0.58143 0.23663
8 2 13 0.2316 0.56348 0.22491
8 2 14 0.22057 0.5467 0.21443
8 2 15 0.21065 0.53097 0.20501
8 3 2 0.50336 0.60635 0.4237
8 3 3 0.40672 0.52706 0.31031
8 3 4 0.34166 0.45328 0.25102
8 3 5 0.29652 0.3954 0.21493
8 3 6 0.26337 0.35032 0.19041
8 3 7 0.23789 0.31464 0.17241
8 3 8 0.2176 0.28581 0.15846
8 3 9 0.201 0.26208 0.14722
8 3 10 0.18712 0.24222 0.13789
8 3 11 0.17532 0.22535 0.12999
8 3 12 0.16513 0.21085 0.12316
8 3 13 0.15623 0.19824 0.11719
8 3 14 0.14839 0.18718 0.11191
8 3 15 0.14141 0.17738 0.10719
8 4 2 0.51696 0.60635 0.50336
8 4 3 0.41865 0.52706 0.40672
8 4 4 0.35068 0.45328 0.34166
8 4 5 0.30341 0.3954 0.29652
8 4 6 0.26876 0.35032 0.26337
8 4 7 0.24221 0.31464 0.23789
8 4 8 0.22113 0.28581 0.2176
8 4 9 0.20394 0.26208 0.201
8 4 10 0.18666 0.24222 0.18712
8 4 11 0.1761 0.22535 0.17532
8 4 12 0.16586 0.21085 0.16513
8 4 13 0.15776 0.19824 0.15623
8 4 14 0.14981 0.18718 0.14839
8 4 15 0.14266 0.17738 0.14141
8 5 2 0.44962 0.48012 0.40454
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Table E.1: Expected Outcomes by Bias Condition

8 5 3 0.35825 0.38745 0.31051
8 5 4 0.30135 0.32448 0.26217
8 5 5 0.26294 0.28106 0.23152
8 5 6 0.23496 0.24939 0.20945
8 5 7 0.21345 0.22519 0.19237
8 5 8 0.19626 0.206 0.17854
8 5 9 0.18214 0.19035 0.16701
8 5 10 0.17027 0.1773 0.15718
8 5 11 0.16013 0.16621 0.14866
8 5 12 0.15133 0.15666 0.14119
8 5 13 0.14362 0.14833 0.13457
8 5 14 0.13678 0.14098 0.12865
8 5 15 0.13067 0.13444 0.12331
8 6 2 0.45537 0.48012 0.44962
8 6 3 0.36287 0.38745 0.35825
8 6 4 0.30457 0.32448 0.30135
8 6 5 0.2652 0.28106 0.26294
8 6 6 0.2366 0.24939 0.23496
8 6 7 0.20635 0.22519 0.21345
8 6 8 0.19721 0.206 0.19626
8 6 9 0.18288 0.19035 0.18214
8 6 10 0.16608 0.1773 0.17027
8 6 11 0.15655 0.16621 0.16013
8 6 12 0.15174 0.15666 0.15133
8 6 13 0.14396 0.14833 0.14362
8 6 14 0.13707 0.14098 0.13678
8 6 15 0.13092 0.13444 0.13067
10 2 2 0.59957 0.84514 0.57109
10 2 3 0.51994 0.85703 0.49243
10 2 4 0.4572 0.83979 0.43422
10 2 5 0.40887 0.81637 0.38979
10 2 6 0.37071 0.79157 0.35465
10 2 7 0.33979 0.76699 0.32606
10 2 8 0.31419 0.74326 0.30229
10 2 9 0.29261 0.72062 0.28217
10 2 10 0.27414 0.69916 0.26488
10 2 11 0.25812 0.67887 0.24985
10 2 12 0.24397 0.65972 0.23663
10 2 13 0.23161 0.64164 0.22491
10 2 14 0.22058 0.62457 0.21444
10 2 15 0.21065 0.60844 0.20501
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Table E.1: Expected Outcomes by Bias Condition

10 3 2 0.51147 0.67125 0.42462
10 3 3 0.40892 0.58649 0.31031
10 3 4 0.34246 0.50441 0.25102
10 3 5 0.29687 0.43902 0.21493
10 3 6 0.26354 0.38776 0.19041
10 3 7 0.23798 0.34709 0.17241
10 3 8 0.21765 0.31424 0.15846
10 3 9 0.20103 0.28723 0.14722
10 3 10 0.18714 0.26467 0.13789
10 3 11 0.17533 0.24556 0.12999
10 3 12 0.16514 0.22916 0.12316
10 3 13 0.15624 0.21494 0.11719
10 3 14 0.14839 0.20249 0.11191
10 3 15 0.14141 0.1915 0.10719
10 4 2 0.52796 0.67125 0.51147
10 4 3 0.42195 0.58649 0.40892
10 4 4 0.35194 0.50441 0.34246
10 4 5 0.30398 0.43902 0.29687
10 4 6 0.26905 0.38776 0.26354
10 4 7 0.24237 0.34709 0.23798
10 4 8 0.22123 0.31424 0.21765
10 4 9 0.20389 0.28723 0.20103
10 4 10 0.1867 0.26467 0.18714
10 4 11 0.17614 0.24556 0.17533
10 4 12 0.16588 0.22916 0.16514
10 4 13 0.15771 0.21494 0.15624
10 4 14 0.14982 0.20249 0.14839
10 4 15 0.14267 0.1915 0.14141
10 5 2 0.46278 0.53275 0.40761
10 5 3 0.36226 0.42357 0.31057
10 5 4 0.3029 0.34926 0.26217
10 5 5 0.26366 0.29892 0.23152
10 5 6 0.23533 0.26287 0.20945
10 5 7 0.21366 0.23573 0.19237
10 5 8 0.1964 0.21448 0.17854
10 5 9 0.18223 0.19734 0.16701
10 5 10 0.17033 0.18316 0.15718
10 5 11 0.16017 0.17122 0.14866
10 5 12 0.15136 0.16099 0.14119
10 5 13 0.14364 0.15211 0.13457
10 5 14 0.1368 0.14431 0.12865
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Table E.1: Expected Outcomes by Bias Condition

10 5 15 0.13068 0.13741 0.12331
10 6 2 0.47183 0.53275 0.46278
10 6 3 0.36852 0.42357 0.36226
10 6 4 0.30694 0.34926 0.3029
10 6 5 0.26577 0.29892 0.26366
10 6 6 0.23722 0.26287 0.23533
10 6 7 0.20692 0.23573 0.21366
10 6 8 0.19746 0.21448 0.1964
10 6 9 0.18303 0.19734 0.18223
10 6 10 0.16628 0.18316 0.17033
10 6 11 0.15669 0.17122 0.16017
10 6 12 0.15156 0.16099 0.15136
10 6 13 0.14401 0.15211 0.14364
10 6 14 0.13695 0.14431 0.1368
10 6 15 0.13081 0.13741 0.13068
10 7 2 0.42609 0.44631 0.39557
10 7 3 0.33802 0.35282 0.31309
10 7 4 0.28641 0.29621 0.26924
10 7 5 0.25173 0.25845 0.23966
10 7 6 0.22628 0.23109 0.21746
10 7 7 0.20653 0.21012 0.19986
10 7 8 0.19061 0.19337 0.18541
10 7 9 0.17742 0.17961 0.17327
10 7 10 0.16628 0.16804 0.16288
10 7 11 0.15669 0.15814 0.15387
10 7 12 0.14834 0.14956 0.14596
10 7 13 0.14099 0.14201 0.13895
10 7 14 0.13445 0.13533 0.13269
10 7 15 0.12858 0.12935 0.12705
10 8 2 0.42999 0.44631 0.42609
10 8 3 0.34046 0.35282 0.33802
10 8 4 0.28783 0.29621 0.28641
10 8 5 0.25243 0.25845 0.25173
10 8 6 0.22306 0.23109 0.22628
10 8 7 0.20422 0.21012 0.20653
10 8 8 0.19088 0.19337 0.19061
10 8 9 0.17762 0.17961 0.17742
10 8 10 0.16522 0.16804 0.16628
10 8 11 0.15583 0.15814 0.15669
10 8 12 0.14844 0.14956 0.14834
10 8 13 0.14106 0.14201 0.14099
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Table E.1: Expected Outcomes by Bias Condition

10 8 14 0.13451 0.13533 0.13445
10 8 15 0.12864 0.12935 0.12858
12 2 2 0.60233 0.88987 0.57249
12 2 3 0.52045 0.90081 0.49261
12 2 4 0.45734 0.8867 0.43427
12 2 5 0.40892 0.86691 0.38981
12 2 6 0.37073 0.84538 0.35465
12 2 7 0.3398 0.82354 0.32607
12 2 8 0.3142 0.80202 0.3023
12 2 9 0.29261 0.78114 0.28217
12 2 10 0.27414 0.76103 0.26489
12 2 11 0.25812 0.74177 0.24985
12 2 12 0.24397 0.72337 0.23663
12 2 13 0.23161 0.70581 0.22491
12 2 14 0.22058 0.68907 0.21444
12 2 15 0.21065 0.67312 0.20501
12 3 2 0.51485 0.72526 0.4248
12 3 3 0.40954 0.63703 0.31031
12 3 4 0.34263 0.54897 0.25102
12 3 5 0.29693 0.47764 0.21493
12 3 6 0.26357 0.42122 0.19041
12 3 7 0.238 0.37626 0.17241
12 3 8 0.21766 0.33987 0.15846
12 3 9 0.20104 0.30995 0.14722
12 3 10 0.18714 0.28497 0.13789
12 3 11 0.17533 0.26382 0.12999
12 3 12 0.16514 0.24571 0.12316
12 3 13 0.15624 0.23003 0.11719
12 3 14 0.14839 0.21632 0.11191
12 3 15 0.14141 0.20423 0.10719
12 4 2 0.53284 0.72526 0.51485
12 4 3 0.42293 0.63703 0.40954
12 4 4 0.35222 0.54897 0.34263
12 4 5 0.30408 0.47764 0.29693
12 4 6 0.26909 0.42122 0.26357
12 4 7 0.24238 0.37626 0.238
12 4 8 0.22124 0.33987 0.21766
12 4 9 0.2039 0.30995 0.20104
12 4 10 0.18671 0.28497 0.18714
12 4 11 0.17615 0.26382 0.17533
12 4 12 0.16589 0.24571 0.16514
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Table E.1: Expected Outcomes by Bias Condition

12 4 13 0.15771 0.23003 0.15624
12 4 14 0.14981 0.21632 0.14839
12 4 15 0.14267 0.20423 0.14141
12 5 2 0.46848 0.57837 0.40831
12 5 3 0.36341 0.45463 0.31057
12 5 4 0.30323 0.37048 0.26217
12 5 5 0.26378 0.31415 0.23152
12 5 6 0.23539 0.2743 0.20945
12 5 7 0.21369 0.24463 0.19237
12 5 8 0.19641 0.22163 0.17854
12 5 9 0.18223 0.20321 0.16701
12 5 10 0.17034 0.18808 0.15718
12 5 11 0.16017 0.1754 0.14866
12 5 12 0.15137 0.16459 0.14119
12 5 13 0.14364 0.15525 0.13457
12 5 14 0.1368 0.14708 0.12865
12 5 15 0.13069 0.13987 0.12331
12 6 2 0.47924 0.57837 0.46848
12 6 3 0.37019 0.45463 0.36341
12 6 4 0.30746 0.37048 0.30323
12 6 5 0.26609 0.31415 0.26378
12 6 6 0.23732 0.2743 0.23539
12 6 7 0.20711 0.24463 0.21369
12 6 8 0.19741 0.22163 0.19641
12 6 9 0.18304 0.20321 0.18223
12 6 10 0.16629 0.18808 0.17034
12 6 11 0.1567 0.1754 0.16017
12 6 12 0.15157 0.16459 0.15137
12 6 13 0.144 0.15525 0.14364
12 6 14 0.13697 0.14708 0.1368
12 6 15 0.13082 0.13987 0.13069
12 7 2 0.43479 0.4811 0.39763
12 7 3 0.34003 0.3709 0.31312
12 7 4 0.28706 0.30652 0.26924
12 7 5 0.25199 0.26494 0.23966
12 7 6 0.2264 0.2355 0.21746
12 7 7 0.20659 0.21327 0.19986
12 7 8 0.19064 0.19573 0.18541
12 7 9 0.17745 0.18143 0.17327
12 7 10 0.16629 0.16949 0.16288
12 7 11 0.1567 0.15932 0.15387
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Table E.1: Expected Outcomes by Bias Condition

12 7 12 0.14835 0.15053 0.14596
12 7 13 0.14099 0.14283 0.13895
12 7 14 0.13445 0.13602 0.13269
12 7 15 0.12859 0.12994 0.12705
12 8 2 0.44083 0.4811 0.43479
12 8 3 0.34309 0.3709 0.34003
12 8 4 0.28884 0.30652 0.28706
12 8 5 0.25288 0.26494 0.25199
12 8 6 0.22339 0.2355 0.2264
12 8 7 0.20441 0.21327 0.20659
12 8 8 0.19075 0.19573 0.19064
12 8 9 0.17752 0.18143 0.17745
12 8 10 0.16527 0.16949 0.16629
12 8 11 0.15587 0.15932 0.1567
12 8 12 0.14839 0.15053 0.14835
12 8 13 0.14105 0.14283 0.14099
12 8 14 0.13448 0.13602 0.13445
12 8 15 0.12861 0.12994 0.12859
12 9 2 0.41062 0.4239 0.39029
12 9 3 0.32796 0.33549 0.31509
12 9 4 0.28017 0.28436 0.27271
12 9 5 0.24761 0.25013 0.24301
12 9 6 0.22339 0.22502 0.22037
12 9 7 0.20441 0.20553 0.20232
12 9 8 0.189 0.1898 0.18749
12 9 9 0.17617 0.17676 0.17503
12 9 10 0.16527 0.16572 0.16439
12 9 11 0.15587 0.15622 0.15518
12 9 12 0.14766 0.14794 0.1471
12 9 13 0.14041 0.14064 0.13996
12 9 14 0.13395 0.13414 0.13358
12 9 15 0.12816 0.12832 0.12784
12 10 2 0.41323 0.4239 0.41062
12 10 3 0.32923 0.33549 0.32796
12 10 4 0.28079 0.28436 0.28017
12 10 5 0.24794 0.25013 0.24761
12 10 6 0.2223 0.22502 0.22339
12 10 7 0.2037 0.20553 0.20441
12 10 8 0.18908 0.1898 0.189
12 10 9 0.17622 0.17676 0.17617
12 10 10 0.165 0.16572 0.16527
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Table E.1: Expected Outcomes by Bias Condition

12 10 11 0.15566 0.15622 0.15587
12 10 12 0.14768 0.14794 0.14766
12 10 13 0.14042 0.14064 0.14041
12 10 14 0.13395 0.13414 0.13395
12 10 15 0.12817 0.12832 0.12816
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