
Appendix Two: Statistical Concepts and

Equations

This section is meant to make the methods in this paper more approachable
for the intended reader. I wouldn’t suggest anyone who feels she or he already
knows about these common statistical concepts to read it. Statistics textbooks
and Wikipedia articles aren’t written with my audience in mind, so I thought
this extra bit of explanation would be useful for someone trying to interpret
what is going on with this analysis.

I start with probability concepts of least-squares regression, then write some
of the equations I use. Anything I left out you can see in the code of appendix
three. I go through a similar process for survival analysis. References are
included in the line of the text, rather than as footnotes. My main references
for concepts in the least-squares analysis section come from Hayashi(2000) and
Rao (1973), and sometimes Amemiya (1985). I will reference specific concepts
in line with the text when I think the reader might want to look it up, or when
I reference a resource that is not one of those three. For survival analysis, my
two main references are Kleinbaum and Klein (2012) and Cleves et al. (2008).

Least Squares Analysis

Background

The generic model for least-squares regression is

Y = Xβ + ε (1)

where Y is a vector of n elements, X is a matrix with n rows and p columns, β
is a vector of coefficients with p elements, and ε is a vector of error terms with
n elements. n is the number of observations in the sample, in this case 24,980.
p is the number of types of characteristics in the model, including an intercept
term that equals 1 for all observations.

Another way to write that equation, without matrix notation, is

yi = β0 + xi1β1 + xi2β2 . . .+ εi (2)

That means yi, a retiree’s earnings, is the sum of a baseline value β0, plus a first
characteristic xi1, age for example, times a multiplying coefficient β1, and on
through all the remaining characteristics in the model, plus some random error
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ε. So if yi is earnings in retirement and age is x2, β2 is the effect that a change
in age has on earnings in retirement after controlling for other factors.

Equations (1) and (2) are what you would see if you were omniscient and
knew the true relationship between earnings in retirement and a person’s char-
acteristics. Instead, you guess at the values of β. The question for statistics is
how you know whether your guess about the value of β is a good one.

The estimate of β is calculated as

β̂ = (X ′X)−1X ′Y (3)

A preview: Limit Theorems and Laws of Large Numbers

Before launching into the conditions under which the estimated effects of β are
valid, it’s worth talking a little about what makes an estimate of β a good
estimate. The basic idea is that as the number of times something happens
becomes very big, the average or expected value of those things moves closer
and closer to the true average.

Here is an example: You have a fair six-sided die. Dice are not mysterious,
so you know the probability of rolling any particular number is one out of six.
You are omniscient when it comes to rolling dice. Imagine dice are mysterious
or you forgot that the probability of rolling a six on any given throw is one out
of six. You roll the die ten times, and 3 of those times you get a six - not very
close to the true probability of getting a six. But if you roll the die 100 times
or 1,000 times and divide the number of sixes you got by the number of rolls, it
will be very close to one out of six.

That example is toy-like, but it gives a sense of what are called the limit
theorems and the laws of large numbers. There are several forms of the laws
of large numbers, but I quickly go through the couple that matter most for
this paper. See Rao (1973), starting p 110, for details. Kolmogorov (1950,
republished 2013) is an older reference and a cheaper book, with a short overview
of these ideas on p 61.

Convergence in probability Least-squares analysis makes an estimate of
the values for β in equation (2) above. Again, β is the effect of a certain
characteristic, such as a person’s age, on y, which in this case is a measure of
earnings in retirement.

To distinguish the estimated effect from the true effect, the former is usually
written as β̂ and the true value as just β. β̂ is a good estimate if

lim
n→∞

Pr[|β̂ − β| > a] = 0 (4)

In words, the equation means our estimate β̂ is a good one if its value is so close
to the true value that the probability is zero the two are different by more than
some tiny positive number, represented as a. The lim figure on the left hand
side marks the limit, which means as your sample size, n, gets very big.
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Going back to the die-rolling example: Equation (4) means if you roll the
die a large number of times, say 100 times or more, and take the proportion of
sixes you rolled - β̂ in the equation above - then β̂ will be very close to the true
probability of rolling a six, which is β = 1/6. The more times you roll, n, the
closer your estimate of the true probability of rolling a six becomes. There is a
difference between convergence ‘in probability’ as shown above and convergence
‘almost surely,’ but that distinction doesn’t really matter for this example.

Convergence to a distribution Knowing the expected value of β̂ is good
enough to say it is an unbiased estimate of the true effect, but that doesn’t tell
you anything about how spread out the possible values of β are. For example,
you could estimate that on average a retiree’s earnings increase 50 dollars per
week for every increase of one year in the retiree’s age, so β̂ = 50. But what if
the probability distribution is not a bell curve but a fat blob? Then values of β̂
that are far from the center could be almost as likely to happen, and might be
zero or negative. If that were true, even though we had an unbiased estimate
of β we wouldn’t be able to say that there was a good chance retiree earnings
increase as age increases.

Equation (4) doesn’t have to be true for all things. The fundamental as-
sumptions of least-squares analysis below describe the conditions under which
equation (4) should hold true for our estimated effects β̂.

Fundamental Assumptions

I list the fundamental assumptions relevant for least-squares analysis in this
project and give my reasons for thinking those assumptions hold. I also try to
show why validating the assumptions should give us some confidence that the
method is explaining something about the true relationship between earnings
in retirement and a retiree’s characteristics. The content is based on Hayashi
(2000) and Rao (1973) in general, but I will reference specific points as I go
along.

Assumption One: Linear relationship Linear models assume a relation-
ship between the outcome of interest and explanatory variables that equations
(1) and (2) can describe. The model is more flexible than it looks because
the data can take any form. This assumption fails if the true relationship be-
tween earnings in retirement and retiree characteristic cannot be described as
one variable times some β value, plus another variable times some β value etc.

if Y can only take a limited number of values, such as a rating scale, the
linear regression model will not work well. But if Y in equation (3) can take on
any number of values, positive or negative, then there probably is some way to
describe it using a least-squares model. The question then is whether you have
picked the proper explanatory variables, something I evaluate with the RESET
test from Wooldridge (2006).

The test takes fitted values of Y , which I will write as Ŷ , using the original
model, and it creates new variables from Ŷ 2 and Ŷ 3. It then puts those two
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new variables back into the original model and runs it again. The model in the
RESET test becomes

yi = β0 + βy2 Ŷ 2 + βy3 Ŷ 3 + xi1β1 + xi2β2 . . .+ εi

Ŷ is just equation (1) without the error term, so Ŷ = Xβ. By squaring
and cubing Ŷ you are creating variables that represent the data in a non-linear
form. If the non-linear variables in the RESET test produce better results,
then a better model would be one that has explanatory variables in squared
or some other exponential form.1 Just because a model has exponents in it
doesn’t make it fail this first assumption. So long as you can write the true
relationship between yi and xi as something like equation (2) you can describe
a linear model.

Assumption Two: Random sample Hayashi (2000) calls this assumption
‘ergodic stationarity’, to make it applicable to time-series data. But the idea of
a random sample of a population is more approachable, and it is the only one I
need for this analysis. Although the dataset I use stretches over time, it is not a
time series because it does not have data about each person in each time period.
My dependent variable is a retiree’s average earnings in retirement, essentially a
wage rate, not his or her earnings in a particular year. Adjusting dollar figures
in different periods to 2013 dollars also allows me to treat the data as a cross
section, a slice of data from one chunk of time. An example of a time series
is the annual U.S. population growth from 1950 until today, or annual gross
state product in North Carolina. The number of people in 1950 will be strongly
related to the number of people in 1951, which in turn is strongly related to the
number of people in 1952, and so on.

The important point for this paper is that if I believe I have a random
sample from the population about which I am trying to make inferences, then
my analysis fulfills this criterion. Specifically, having a random sample means
the joint probability distribution of the dependent variables for retirees and their
characteristics are independently and identically distributed.(Hayashi 2000, p
110)

Here’s an example to show the difference between dependent and indepen-
dent events. Each roll of a die is an independent event. If you roll a six this
time, there is no reason to believe you are more or less likely to roll a six next
time. Any die roll has the same probability distribution. But if you were playing
Texas Hold’em poker, and three kings were face up, there would be a very small
chance the next card will be a king.

For this data: Let’s say wages of retirees who work in schools are higher
than wages for retirees who don’t. But once you know that retirees i and j
work in schools, their earnings follow some common probability distribution.
Asking person j what he or she earns tells you nothing more about what person

1‘Better results’ specifically means the RESET model has a statistically significant F-
statistic. See any statistics book or Wikipedia for a definition of the F-statistic.
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i earns, other than the fact that both of them are expected to earn more than
retirees who don’t work in schools.

It seems reasonable to expect that I have a random sample of the population
of retirees who return to work for employers within the systems from which they
retired. In fact, I have the population itself for a given time span.

Assumption Three: Predetermined explanatory variables Hayashi (2000)
uses the word ‘predetermined,’ others call it the orthogonality condition. An-
other way to think about this assumption would be to say that an individual’s
characteristics are not correlated with the model’s error term. The error term, ε
in equations (1) and (2) accounts for all factors affecting the dependent variable
that are not in the model.

You don’t ever have ε in your data, so you estimate it with a term I will write
as u. If your model draws a line of best fit through the data, ui is the distance
between the fitted line and the actual value of Y for a particular person.

Orthogonality specifically means,

E[εixi] = 0

In words: The expected value - which is what E means - of the error term and
the characteristics of the same person in the dataset is zero.

You could ‘get a sense of whether this assumption held by looking at a graph
of u with different characteristics in X. X is a matrix with all of the data. If it
has a distinguishable shape, such as a clear line or curve, it suggests u and X
are related and this assumption does not hold.

Assumption Four: Rank condition This assumption says E(xix
′
i) is non-

singular. E(xix
′
i) = 1

n

∑n
i=1 xix

′
i. Since xi is a p x 1 vector of person i’s

characteristics, xix
′
i is a p x p matrix of each of the elements of xi times each

of the elements of xi. If E(xix
′
i) is nonsingular, it just means that none of the

variables in the dataset is perfectly correlated. For example, if you have two
variables in which every time the first variable is one, the other is zero, then
they are perfectly correlated.

If a matrix is nonsingular, then it can be inverted. An inverted matrix is
sort-of like the inverse of a single number.

Assumption Five: (xiεi) is martingale difference sequence with a non-
singular second moment Hayashi(2000) describes this in more detail on p
110-112. I won’t go into it much, but the important point is that the matrix
E
[
(xiεi)(xiεi)

′] is nonsingular. In a time series, it means εi at a particular
time is uncorrelated with all xi at the same and previous time periods, and is
uncorrelated with ε from previous time periods.

If this assumption holds, it means β̂ converges to a normal probability dis-
tribution, a bell curve, as sample size n becomes very large. That property
allows you to make statements about whether your estimates β̂ are significantly
different from zero.
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Model Equations

In this analysis, the dependent variable is

log(earnings) = log(Y ) = Xβ̂ + u

X includes explanatory variables such as an indicator for whether a person was
a school employee, equal to one if true, and the weekly retirement benefit he or
she received. β̂ represents the list of coefficients in the tables of appendix one.
The hat on beta just marks it as the model’s estimate of the true value of β.

Least squares analysis calculates values of β̂ that make the sum of u2 as
small as possible.

β̂ = (X ′X)−1X ′log(Y )

Fitted values Fitted values of the dependent variable, log(Y ) are

̂log(Y ) = Xβ̂ (5)

and plain residuals are u = log(Y )− ̂log(Y ), the log of earnings calculated from
the data minus the model’s fitted value for the log of earnings.

I want to make inferences about earnings in retirement, which I will call Y ,
not its logarithm. So before calculating statistics about the effects of I have to

convert ̂log(Y ) to Ŷ .
Another way to write Ŷ is E[Y |X], the expected value of Y given retirees’

characteristics, X. Since

̂log(Y ) = E[log(Y )|X] = E[Xβ̂ + u]

then

exp ( ̂log(Y )) = Ŷ = E[exp (Xβ̂ + u)]

where exp(something) is shorthand for esomething, and e is the base of the
natural logarithm, roughly equal to 2.718.

Finding E[expXβ̂] comes from adding up the products of all the charac-

teristics and their coefficients - which is what Xβ̂ does, and put them in the
exponent of e. E[expu] is not zero, as it would be if the equation did not have a
logged dependent variable. If u has a normal distribution centered at zero with
constant variance of σ2, then E[expu] = exp(σ2/2) because of the properties of
the log-normal distribution. Wikipedia has a good web page on the log-normal
distribution, for those who are interested.

Based on the fact that the estimated mean of u in my sample was 0, and
that allowing for non-constant variance in u changed little about the estimates,
I used the following steps to calculate E[expu] and Ŷ .



7

σ2 =
1

n− p
u′u (6)

E[expu] = exp(σ2/2)

E[expXβ̂] = expXβ̂

⇒ Ŷ = E[Y ] = exp(σ2/2) expXβ̂

where n is the number of observations in the sample and p is the number
of explanatory variables in the model, including an intercept equal to one for
all observations. I used that equation to calculate the marginal effects and
elasticities I eventually reported.

Elasticities The definition of an elasticity is

Elasticityxpy =
∂Ŷ

∂xp

...
xp
...

Y
=
∂Ŷ /

...

Y

∂xp/
...
xp

where
...

Y is Ŷ at some point, such as the average. xp refers to one of the
characteristics among the explanatory variables, such as age or benefit amount.
∂Y
∂x is the partial derivative of Ŷ with respect to xp, meaning the amount the

fitted value Ŷ changes when xp changes one unit. The equation above shows
how the elasticity is the percent change in Y from a percent change in xp.

Since the dependent variable is logged in my model

∂Ŷ

∂xp
=

∂

∂xp
exp(σ2/2) exp (β̂0 + x1β̂1 + . . . xpβ̂p)

= β̂p exp(σ2/2) exp (β̂0 + x1β̂1 + . . . xpβ̂p)

= β̂pŶ (7)

You then would calculate the elasticity equation at a certain point for both
xp and Ŷ . For example, I use the mean values in most cases but sometimes use
the 25th or 75th percentiles. Benefit amount appears in more than one variable,
not only by itself but also as a variable multiplied by 0-1 indicators for whether
a retiree worked in a school, for example. In that case, you would add those
terms to equation (5), so that for a person who was a school employee

∂Ŷ

∂xb
= β̂bβ̂sb exp(σ2/2)

exp(β̂0 + (xsb = 1)β̂sb + . . . (xb = mean)β̂b)

= β̂bβ̂sbŶ

where b and sb mark estimators and variables for benefit and school*benefit.
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Constant and non-constant error variance Error variance, σ2, is impor-
tant in least-squares analysis because, given the assumptions above, it allows
you to come up with an estimate of whether β̂ is significantly different from
zero. That is a loose way to describe the concept, and you could get a correct
definition from any statistics book. DeGroot (1985), chapter 7.5 and Hayashi
(2000) chapter 1 are two examples of where you could look. A quick reference
is Wikipedia’s entry on ”Student’s t-test”.

The variance for β̂ under the assumptions above, as the sample size becomes
very large, is

V ar(β̂) = E[(X ′X)−1X ′V X(X ′X)−1]

= (X ′X/n)−1
1

n
X ′V X(X ′X/n)−1

= n(X ′X)−1
1

n
X ′V Xn(X ′X)−1

= n(X ′X)−1X ′V X(X ′X)−1 (8)

where X ′V X is the p x p matrix

X ′V X =

n∑
i=1

σ2
i xix

′
i

where the i subscripts mark a particular observation, and xi is a column
vector of characteristics for observation i. σ2

i has a subscript to show that it
can change depending on the observation, which means that it is not constant,
or not the same for all observations.

If the error variance is the same for all observations, σ2
i = σ2 for everyone

in the dataset. V then becomes

X ′V X = σ2X ′X = σ2
n∑

i=1

xix
′
i

and equation (7) is

V ar(β̂) = n(X ′X)−1X ′V X(X ′X)−1

= n(X ′X)−1σ2X ′X(X ′X)−1

= nσ2(X ′X)−1X ′X(X ′X)−1

= nσ2(X ′X)−1

since a matrix times its inverse is the same as dividing a number by itself,
giving 1. I use equation (5) for σ2 to calculate V ar(β̂).

The test statistic for whether β̂p is significantly different from zero is

tp =

√
n(β̂j − 0)√
V ar(β̂j)

=
(β̂j − 0)

1√
n

√
V ar(β̂j)

(9)
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Where V ar(β̂j) is the element in row j and column j of the matrix V ar(β̂)
(Hayashi 2000, p 117).

When variances are not constant then σ2 is different for all obser-
vations, and you cannot simplify equation (7) as I did above. Instead, the

standard measure of V ar(β̂) when error variances are not constant comes from
White(1980) and an earlier paper from Huber. White replaces σ2

i in equation
(6) with u2i , the model’s squared estimated error. That gives

rV ar(β̂) = n(X ′X)−1
( n∑

i=1

u2ixix
′
i

)
(X ′X)−1

which is how I calculated the ”robust” rV ar(β̂), where r just marks the

variance as robust. I then used rV ar(β̂) in equation (8) and compared those
results to those one I got from assuming constant error variances. None of the
significance levels changed in a meaningful way, so the significance levels for
results in appendix one use the constant error variance assumption, since those
are the ones R reports automatically.

Survival Analysis

Survival models describe the probabilities that the time until an event will be
a certain length, t. In this case, the event is when a person quits working as
a retiree, and the time t is the number of weeks of work in retirement. The
probability a person works t weeks before quitting is described by a likelihood
function. All of the survival models in this paper have the same basic likelihood
functions

L(ti|θi) =

n∏
i=1

S(ti|θi)1−Aif(ti|θi)Ai

S(ti0|θi)
(10)

where S(ti|θi)1−Ai is the survival function, which is the probability a person
works at least to time t without quitting, and where f(ti|θi)Ai is the probability
density function giving the probability a person worked until time t then quit,
which is marked by the return to work end time in the data.

S(ti0|θi) is the probability that a person lasted until the initial time in the
observation period. That initial time is just zero, in the case of these data, so
there is no chance a person could have stopped working in retirement before he
or she started. (Cleves et al. 2008, p 237)

I only give details about the density and survival functions for my final
model, the Weibull model, and the exponential model for the sake of comparison.
For details about the other models I tested, you could read either of my main
survival analysis references. Again, Wikipedia has plenty of good information,
as does the Stata survival analysis manual available for free online.
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Exponential Model This is the most basic of survival models. I would not
have expected the exponential distribution to be a good fit for this data for
conceptual reasons: A special property of the exponential distribution is that
the instantaneous probability of quitting work, the hazard rate, is constant.
That means a person is no more likely to stop working after 10 years of work in
retirement than after 10 days. Still, in the spirit of going from simple models
to slightly more complex ones, it was worth trying to see if I could rule it out
as a good fit. (Pitman 1997, p 297)

Model equations include

f(ti|θi) = θi exp(−θiti)

S(ti|θi) =

∫ ∞
ti

θi exp(−θisi)ds

=

∫ ∞
ti

exp(−u)du

where u = θis, and du = θids

= exp(−θiti) (11)

It has a likelihood function from equation (9) of

L(ti|θi) =

n∏
i=1

(
exp(−θiti)

)1−Ai
(
θi exp(−θiti)

)Ai

In a regression, θi = exp(x′iβ) and the likelihood becomes

L(ti|x′iβ) =

n∏
i=1

[
exp(−ti exp(x′iβ))

]1−Ai
[
x′iβ exp(−ti exp(x′iβ)

]Ai

where xi is a p x 1 vector of characteristics about a person number i, such
as whether he or she worked in a school, and β is a p x 1 vector of the effects of
those characteristics on survival probabilities and related functions. Statistical
software maximizes L(ti|x′iβ) by choosing values of β.

The idea is a little goofy to put in words, but here it is: Maximizing L(ti|x′iβ)
means finding the values of β that, based on the information we have about
person i, make the probability a person worked ti weeks before quitting as large
as possible. A model that fits the data perfectly would have β values that
perfectly predict ti, so that the probability L(ti|x′iβ) is one. In other words, if
you were omniscient and knew all of a person’s characteristics, and knew exactly
how those characteristics affected how long a person worked, you could predict
how long a person worked perfectly using xi and β.

Statistical software actually maximizes the log of L(ti|x′iβ), since multiplying
a bunch of probabilities together creates a tiny number difficult for software to
compute. I won’t write out the log-likelihood function for the exponential model
but will do that for my main model, the Weibull model.
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Weibull Model The Weibull model is more nuanced than the exponential
model because it allows the hazard function to change over time, according to
an extra parameter p. When p = 1, the Weibull and exponential models are
the same. It would allow for a model in which the probability of quitting work
is higher for a person who had been working 10 years than it is for a person
working 10 days. Weibull models are possibly the most common variety of
survival model, with broad applications. See McCool (2012).

Model equations include

f(ti|θip) = θipt
p−1
i exp(−θitpi )

S(ti|θip) =

∫ ∞
ti

θips
p−1 exp(−θisp)ds

=

∫ ∞
ti

exp(−u)du

where u = θis
p, and du = θips

p−1ds,

which is what you get from differentiating u with respect to s

= exp(−θitpi )

From (9), the likelihood function is

L(ti|θip) =

n∏
i=1

[
exp(−tpi θi)

]1−Ai
[
θipt

p−1
i exp(−θitpi )

]Ai

The log-likelihood function statistical software maximizes is

lnL(ti|θip) = ln

{ n∏
i=1

[exp (−tpi θi)]
1−Ai [θipt

p−1
i exp (−θitpi )]Ai

}

=

n∑
i=1

−(1−Ai)t
p
i θi +Ai ln[θipt

p−1
i exp (−θitpi )]

=

n∑
i=1

−(1−Ai)t
p
i θi +Ai ln[θipt

p−1
i ]−Aiθit

p
i

In a regression, θi = exp(−px′iβ) and the log likelihood becomes
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lnL(ti|x′iβp) =

n∑
i=1

−(1−Ai)t
p
i exp(−px′iβ) +Ai ln[exp(−px′iβ)ptp−1i ]

−Ai exp(−px′iβ)tpi

=

n∑
i=1

−tpi exp(−px′iβ) +Ait
p
i exp(−px′iβ)−Aipx

′
iβ

+Ai ln[ptp−1i ]−Ai exp(−px′iβ)tpi

=

n∑
i=1

Ai ln[ptp−1i ]− tpi exp(−px′iβ)−Aipx
′
iβ

Similar to the linear regression models: xi is a p x 1 vector of characteristics
for the ith observation including a constant equal to 1 for all observations, p is
the number of characteristics, x′i is the transpose of xi giving a 1 x p vector, and
β is a p x 1 vector of coefficients describing the effect of a retiree’s characteristics
on the length of time worked in retirement.

Kaplan-Meier Survival Estimates for Assumptions Tests The Kaplan-
Meier estimate gives probabilities of surviving past a particular time without
making any assumptions about the underlying functions of those probabilities.
It is often used to test model assumptions or to describe survival data in general.
The estimate’s original source is Kaplan and Meier (1958), and I used Cleves et
al. (2008), ch. 8.2, for reference.

Kaplan and Meier’s estimate for the probability of failure at a particular
time t, number of weeks in this project, is calculated as

S(t̂) =
∏

i|ti≤t

ni − di
ni

ni is the number of individuals in the data who were still working by time t
and who therefore could have stopped working at time t, and di is the number
of individuals who did stop working at time t. i|ti ≤ t means the equation
multiplies all failure times less than or equal to time t.

In words, a Kaplan-Meier estimate S(t̂) is the estimated probability of work-
ing past time t. It is only based on the observed lengths of time in work and
does not allow for a retiree’s characteristics to influence length of time in work
directly. It is useful, though, for evaluating assumptions of different models. By
graphing the Kaplan-Meier estimates for two groups of individuals, say school
employees and non-school employees, you can get a sense of whether the distri-
butional assumptions hold.

Weibull distribution assumptions For example, the way the Weibull dis-
tribution is constructed means it assumes ln[− lnS(t)] has a linear relationship
with the natural log of length of work in retirement, t. In this paper, ln[− lnS(t)]
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is the natural log of the negative natural log for the probability of working longer
than t weeks.

To show how Weibull distributions have that linear relationship, take the log
of the negative log of the Weibull survival probability from the section above.

S(ti|θip) = exp(−θitpi )

lnS(ti|θip) = ln
[

exp(−θitpi )
]

lnS(ti|θip) = −θitpi
ln
[
− lnS(ti|θip)

]
= ln θi + p ln ti

If the data’s survival probabilities are Weibull-distributed, a graph of ln[− lnS(t)]
on the y-axis and ln ti on the x-axis will be a straight line with slope p and in-
tercept ln θi. Since the Weibull distribution assumes the relationship between
ti and S(t) changes only as a result of a person’s characteristics θi, plotting the
equation above for two different groups should give parallel lines. That means
p ln ti is the same for both groups and only the intercept ln θi changes. You can
make this graph before running a model using the Kaplan-Meier estimates for
S(t) as shown above. See Kleinbaum and Klein (2012), ch. 7.

Since the Weibull model becomes an exponential model when p = 1, you can
use the same method to evaluate whether the exponential model’s assumptions
hold.

Graphs for most group comparisons in this data show the Weibull assump-
tions hold up well for retirees who worked longer than five months before quit-
ting. But the model assumptions don’t necessarily hold for retirees who worked
shorter lengths of time, nor do they hold for comparing school employees ex-
empt from earnings limits to retirees not in both of those categories. See the
academic brief for graphs.

The log-logistic model has a similar assumption, though it is based on pro-
portional odds of working past a certain time. See Kleinbaum and Klein (2012)
p 311 for details.

Accelerated Failure Time Reporting acceleration factors gives a useful and
intuitive understanding of how a person’s characteristics influence length of work
in retirement. Since I am not interested in predicting how long retirees work,
I do not need to calculate fitted values. I will use the symbol δ to denote
acceleration factors in this section.

An acceleration factor specifically gives

S(t0) = S(δt1)

which means the probability of working at least a given number of weeks
for individuals in one group, S(t0), equals the probability of working that many
weeks times the acceleration factor for another group of individuals. See Klein-
baum and Klein (2012), ch. 7.4.
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For example, I estimated an acceleration factor of roughly δ = 2.4 for retirees
working in schools. Let’s say the median time of work in retirement is 100 weeks.
Then the model estimates

S(100) = S(2.4 ∗ 100) = S(240)

which means retirees working in schools have the same estimated chance
of working 240 weeks as a retiree working elsewhere does of working only 100
weeks. In other words, being a school employee lengthens the amount of time a
person would be estimated to work.

Another way to write a model with an accelerated failure time is in terms of
the time variable t, derived from the definition of S(t) for a Weibull distribution.

S(ti|θip) = exp(−θitpi )

lnS(ti|θip) = −θitpi

− lnS(ti|θip)
1

θi
= tpi

−
[

lnS(ti|θip)
]1/p 1

θ
1/p
i

= ti

Since in the regression θi = exp(−px′iβ)

ti = −
[

lnS(ti|θip)
]1/p 1

exp(−px′iβ)1/p

= −
[

lnS(ti|θip)
]1/p

exp(px′iβ)1/p

= −
[

lnS(ti|θip)
]1/p

exp(x′iβ) (12)

Remember that xi includes an intercept, so another way to write exp(x′iβ)
without matrix notation is exp(β0 + x1β1 + . . . xpβp + ε).

So δ, the acceleration factor from a person’s characteristics on work time t,
is the ratio of equation 24 for a person with those characteristics to the same
equation for a person without those characteristics. The acceleration factor
reduces to the exponential of the coefficient estimate β times the level of the
variable related to that coefficient. See Kleinbaum and Klein (2012) p 308 or
Cleves et al. (2008) p 257.

Let’s take the school example again, where xs = 1 if a retiree worked in a
school and is zero otherwise.



15

δs =
−
[

lnS(ti|θip)
]1/p

exp(β0 + (xs = 1)βs + . . . xpβp + ε)

−
[

lnS(ti|θip)
]1/p

exp(β0 + (xs = 0)βs + . . . xpβp + ε)

=
−
[

lnS(ti|θip)
]1/p

exp(β0) exp((xs = 1)βs) . . . exp(xpβp) exp(ε)

−
[

lnS(ti|θip)
]1/p

exp(β0) exp((xs = 0)βs) . . . exp(xpβp) exp(ε)

=
−
[

lnS(ti|θip)
]1/p

exp((xs = 1)βs)

−
[

lnS(ti|θip)
]1/p

= exp((xs = 1)βs)

I did the same for all other reported acceleration factors.


