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Abstract

Proteins are essential components of cells and are crucial for catalyzing reactions,

signaling, recognition, motility, recycling, and structural stability. This diversity of

function suggests that nature is only scratching the surface of protein functional

space. Protein function is determined by structure, which in turn is determined

predominantly by amino acid sequence. Protein design aims to explore protein se-

quence and conformational space to design novel proteins with new or improved

function. The vast number of possible protein sequences makes exploring the space

a challenging problem.

Computational structure-based protein design (CSPD) allows for the rational de-

sign of proteins. Because of the large search space, CSPD methods must balance

search accuracy and modeling simplifications. We have developed algorithms that

allow for the accurate and efficient search of protein conformational space. Specifi-

cally, we focus on algorithms that maintain provability, account for protein flexibility,

and use ensemble-based rankings. We present several novel algorithms for incorpo-

rating improved flexibility into CSPD with continuous rotamers. We applied these

algorithms to two biomedically important design problems. We designed peptide

inhibitors of the cystic fibrosis agonist CAL that were able to restore function of the

vital cystic fibrosis protein CFTR. We also designed improved HIV antibodies and

nanobodies to combat HIV infections.
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1

Introduction

Proteins are essential components of cells and crucial for catalyzing reactions, sig-

naling, recognition, motility, recycling, and structural stability. The ability to design

proteins with novel or improved function would not only enable significant biomedi-

cal discoveries, but also revolutionize the ability to probe biochemical pathways and

further basic biochemical research. While the functional and structural diversity of

proteins is vast, nature only explores a small portion of the available protein sequence

space. Protein design algorithms search the remainder of protein space for molecules

with desirable structures and functions. The goals of protein design include creating

proteins with improved protein thermostability [1], novel enzymatic activity [2, 3],

novel binding targets [4, 5], and the creation of new protein-protein interactions

(PPIs) [6, 7, 8]. A particular attraction of protein design is that the choice of design

targets and goals are so numerous that the possible applications of protein design are

limited only by the methodology and researcher’s curiosity. Therefore, it is impor-

tant that protein design methods be as general as possible while preserving accuracy

so they can be applied to many different biological systems and design problems.

Depending on the available data for the design system, different techniques can be

1



employed to design a protein. When a desired function is already present in proteins

that exist naturally, it is possible to harness entire protein domains as building

blocks [9, 10] or graft sections of proteins onto a scaffold [11]. These techniques

can be very effective, but are limited to what exists naturally. In addition, when

combining 3D protein units together, it is often the case that the new “graft” protein

interface does not interact well with the “host” proteins, causing a loss of function, as

demonstrated by the difficulty of creating new non-ribosomal peptide synthetases by

domain swapping [12]. If a protein exists that exhibits at least some desired function,

directed evolution through either random mutagenesis or gene recombination can

greatly enrich the desired function [13]. Directed evolution uses a functional selection

scheme to mimic and accelerate the process of natural evolution. This technique has

proven successful for several designs of both enzymes and proteins [3, 14] in which

both an initial protein structure and rapid selection scheme for the desired function

were available. While it is possible to use directed evolution to design proteins with

novel function, the method is limited by the size of the mutational library that can be

created and tested in vitro, which is small in comparison with the available protein

sequence space.

In addition to these in vitro techniques, computational methods for protein design

exist. Computational methods expand the potential search space that is limited

by in vitro techniques, but rely on approximate energetic calculations that may

limit prediction accuracy. Because of each techniques’ strengths and weaknesses,

computational and in vitro protein design can often be used in concert to great

effect [3, 14]. Computational protein design can be divided into sequence-based and

structure-based design [11, 15]. Sequence-based design uses sequence alignments and

correlated mutation data to infer information about key protein residues and design

protein interactions that mimic natural interactions. This method requires data for

multiple variants of the target protein, which has become easier to gather with the

2



advent of new high-throughput sequencing techniques. Computational structure-

based protein design (CSPD) algorithms search over possible protein conformations

and rank structures and sequences based on a scoring function. Structure-based

computational design methods combine conformational search techniques and energy

functions to find optimal protein sequences for target folds and function. These

methods can only work when a protein structure is available, but have the unique

ability to rationally design novel function into a protein scaffold [2, 3].

1.1 Computational Structure-Based Protein Design

CSPD algorithms model a protein’s three-dimensional structure and predict muta-

tions to the native protein sequence that will have a desired effect on its biochemical

properties and function, such as improving the binding affinity of a protein for a

disease target. Predicting mutations that result in a desired protein structure and

enable novel function(s) or new biochemical properties presents four main protein de-

sign challenges. First, as the number of residue positions allowed to mutate increases,

the number of unique protein sequences, or the size of sequence space, increases ex-

ponentially. Second, mutating a protein sequence induces conformational changes to

the protein structure. The most stable, lowest-energy conformations of one sequence

can differ significantly from those of another sequence. A protein’s potential flexi-

bility occurs over many degrees of freedom. This results in an astronomically large

continuous space over which CSPD algorithms must search. Third, for each protein

sequence an ensemble of low-energy states exists, which contributes to protein-ligand

binding [16]. Each binding partner’s conformational ensemble must be considered to

compute the binding energy of the protein and ligand [17, 18]. Finally, energy func-

tions must be developed that can efficiently and accurately model protein structure

and function at the molecular level. The most accurate models would require com-

putationally expensive quantum mechanical simulations of the protein and solvent,
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which is intractable for CSPD problems.

1.1.1 Input Model

These challenges require CSPD programs to make approximations in their input

model. The input model defines (i) the initial protein structure, (ii) the sequence

space to which the protein can mutate, (iii) the allowed protein flexibility, and (iv)

the energy function to rank the generated conformations. The input model must be

carefully chosen to minimize the error that stems from its approximations, while at

the same time ensuring that the CSPD algorithm can efficiently search the protein

conformational space.

Input Structure

At the heart of any CSPD method is the reliance on accurate 3D protein structures.

Therefore, CSPD algorithms rely primarily on atomic resolution protein structures

obtained by X-ray crystallography or nuclear magnetic resonance (NMR) for input

structures. However, as computational methods to predict protein structure im-

prove [19, 20, 21, 22], it should become possible to use protein models as a starting

point for CSPD. In most protein design problems the choice of starting structure is

straightforward based on the design or therapeutic target. The template structure

used in designs for novel function or structure are much less restricted and the Pro-

tein Data Bank (PDB) can be searched for several starting structures that have key

properties (e.g. thermostability, structural compatibility with substrate, etc.) [23].

Rotamer Library

CSPD algorithms must search the three-dimensional conformation space of proteins

to accurately predict which amino acid mutations will confer the desired function.

Due to the large conformational space of proteins, CSPD methods often reduce side-

chain configuration space by using discrete conformations known as rotamers [24, 25,
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26, 27]. By observing side-chain conformations in high resolution protein databases,

it is clear that side chains preferentially populate small regions of χ-angle space.

Therefore, rotamer libraries can be created that represent the statistically dominant

regions of side-chain conformation space. As more high resolution structures become

available, rotamer libraries are further refined [28] and incorporate more parameters

into the library, such as backbone dependence [29].

Energy Function

All CSPD methods rely on an energy function, or scoring function, to evaluate and

rank the numerous protein conformations the computational search generates. The

ultimate goal of CSPD methods is to find the lowest energy structure for the given

target, so the accuracy of the energy function is crucial to a design’s success. Much

effort has been devoted to creating precise energy functions, the most accurate of

which rely on quantum mechanical (QM) calculations [30, 31]. However, a CSPD

energy function must be able to rapidly evaluate conformations which is currently

not possible with the QM methods. More rapid techniques have been developed that

can be classified as either physical potentials or knowledge-based potentials. Physical

potentials represent physical phenomena such as van der Waals (vdW) forces and

Coulombic electrostatics, and are trained to fit elementary chemical and quantum

mechanical experiments [32, 33, 34, 35]. Knowledge-based potentials are obtained by

data-mining known protein structures for common features [36, 37, 38, 39]. Creating

a knowledge-based potential has become something of an art and tries to capture

complex underlying phenomena with more simplistic evaluations. It is important

to continually improve the energy functions used in CSPD, and by testing CSPD

predictions it is possible to feed back experimental results to improve existing energy

functions.
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Flexibility

Proteins are dynamic molecules that do not exist as a single static structure. CSPD

methods must define the amount of side-chain and backbone flexibility allowed during

the search. The choice of rotamer library implicitly defines the amount of side-chain

motion that is allowed by the search. Improving the sampling level of rotamers

or allowing rotamer minimization during the search can increase how well a design

reflects actual protein side-chain motion. Backbone flexibility is often limited to a

single template backbone structure in CSPD, however, more methods are starting

to consider the effects of backbone motion [40, 41]. The size and thus difficulty of

a design search is directly related to the amount of flexibility allowed during the

search.

Each component of the input model is a potential source of error. For exam-

ple, if a perfect energy function for CSPD existed, it would still not be possible

to make accurate designs without an accurate input structure, rotamer library, and

flexibility definition. Therefore, it is important to continually improve the modeling

assumptions of each area as needed.

1.1.2 CSPD Methods

The computational protein design problem can be defined as: for a given input model

(as defined above), find the protein conformation that minimizes the energy function,

also known as the Global Minimum Energy Conformation (GMEC) [42, 43, 1, 44].

The size of the conformation search space grows quickly. Even when searching over a

relatively small rotamer library (152 rotamers [27]), redesigning 10 residue positions

in a protein results in approximately 1021 possible protein conformations and 1013

different sequences. For a very simplistic choice of input model, a fixed backbone

template with rigid rotamer side-chain placement, the protein design problem has

been shown to be NP-hard and NP-hard to approximate [45, 46]. Due to the diffi-
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cult nature of this problem, heuristic CSPD methods are popular [47, 48, 49, 50, 51].

By definition, heuristic methods try to explore the most relevant parts of protein

conformational space but have no guarantee that the optimal solution is found. Al-

ternatively, a few provable techniques exist that can guarantee that the optimal

solution with respect to the input model is found during the search.

Heuristic Techniques

Many heuristic algorithms have been developed that try to find a protein conforma-

tion that is or is very close to the GMEC. Self-consistent mean field theory has been

used to update a conformation matrix and effectively evaluate the probabilities of all

side-chain rotamers at once [47]. The method calculates the average potential that

all rotamers exert on all other rotamers and converges on probabilities for all side-

chain rotamers. Genetic algorithms have also been applied to determine the GMEC

through recombinations of low energy conformations [42, 52]. Monte Carlo (MC) and

simulated annealing techniques have been used to generate GMECs through random

stochastic searches, while trying to avoid local minima [53, 54, 48]. Another stochas-

tic search technique, FASTER, quickly finds a local minima of low order and then

improves the locally optimal conformation by systematically overcoming minima of

increasing order [51]. Belief propagation was also applied to the GMEC problem by

assuming that residues only interact locally in order to represent the design problem

as a probabilistic graphical model [49, 50].

Provable Algorithms

In addition to the many heuristic techniques developed for finding the GMEC, there

are also several provable algorithms that have been developed. Branch-and-bound

techniques formulate the design problem as a tree search and utilize pruning criteria

to reduce the size of the search [55, 56]. Hong et al. expand on the branch and

7



bound techniques utilizing maximum-a-posteriori (MAP) estimation to bound larger

subproblems and subsequently divide the subproblems until they can be solved by

more traditional methods [57]. Additional techniques use a graph representation

of the rotamer selection to develop integer linear programming (ILP) constraints

for the problem [58, 59]. Another approach uses a tree-decomposition of a residue

interaction graph in combination with dynamic programming to find the GMEC

[60]. Finally, the dead-end elimination (DEE) method uses energy pruning criteria

to provably remove rotamers from the search that cannot be part of the GMEC

[61]. Several pruning criteria for DEE have been developed to increase its pruning

potential, including Goldstein’s conditions [62], conformational splitting [63], pairs

elimination [64], and divide-and-conquer splitting (DACS) [65].

In general, the advantage of heuristic CSPD algorithms is their speed and ability

to handle large design systems in comparison with provable techniques. However,

depending on the desired accuracy of the design, these two qualities are often mis-

leading since heuristic techniques cannot guarantee to find the GMEC. Being able

to run a large design and give an answer is not equivalent to finding the optimal

answer. In addition, most heuristic CSPD methods are non-deterministic, so it is

nearly impossible to determine when the calculation has converged and should be

allowed to stop. It has been shown that even for modestly sized design problems,

heuristic algorithms fail to find the optimal solution in the time it takes a prov-

able algorithm to complete [66]. In some design cases it may be acceptable to not

find the GMEC, but rather find something that is “good enough”. However, since

CSPD input models contain approximations, introducing potential inaccuracies into

the design search with heuristic methods makes it impossible to properly improve

these input models using experimental data from design predictions. This will be

discussed further in Chapter 2.
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1.2 Outline of Dissertation

This dissertation presents novel algorithms for computational structure-based pro-

tein design. Several factors contribute to a successful computational protein design,

including an accurate input structure, accurate energy functions, a realistic repre-

sentation of protein flexibility and the ability to quickly search protein conformation

space. The algorithms presented here specifically focus on incorporating improved

flexibility into the design search, while maintaining the provability of the search.

The addition of flexibility into the design search complicates many aspects of the

CSPD design protocol. We present algorithms that address each of these difficul-

ties, resulting in an overall framework for efficient and accurate computational pro-

tein design. Finally, the new algorithms are applied to design biomedically-relevant

protein-protein interactions related to cystic fibrosis and HIV.

Chapter 2 describes the CSPD software suite, osprey, that we develop and use

for computational protein design. All of the novel algorithms presented in this disser-

tation have been implemented in osprey, which is released open source. Algorithms

incorporated in osprey are provable and focus on improved flexibility (side-chain

and backbone flexibility) and ensemble-based design. In Chapter 3, we describe

continuous rotamers and their use vs. rigid rotamers in CSPD. We present compu-

tational experiments comparing continuous rotamers designs to designs using several

different rigid rotamer libraries. These tests highlight the benefit of incorporating

improved flexibility during the design search. Finally, we present improvements in

native sequence recovery and discuss the pitfalls of using inaccurate CSPD modeling

to feedback into new designs or improve energy functions. In Chapter 4, we present

novel algorithms that improve the speed and efficiency of CSPD with continuous ro-

tamers. First, we present the iMinDEE algorithm, which significantly improves the

ability to prune continuous rotamers prior to the conformation enumeration step.
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By bounding the total potential minimization by rotamers at residue positions other

than the position considered for pruning, iMinDEE simplifies and significantly im-

proves the previous MinDEE pruning criteria. The iMinDEE algorithm was applied

to several protein-core design systems to clearly demonstrate its advantages. Next,

we present several improvements to the enumeration of conformations with A˚. We

explore several alternative A˚ heuristics which can quickly find low-energy protein

conformations by significantly reducing the number of A˚ nodes that must be created

during the search. These new heuristics are combined with A˚ reordering techniques

and tested on several CSPD systems to evaluate the benefits of each method. Finally,

three novel algorithms are presented to improve the pairwise energy bounds that are

used during a continuous rotamer-based CSPD. These novel methods can specifically

target and fix partial rotamer assignments that can mislead standard enumeration

strategies. In total, these algorithms provide a comprehensive strategy to conduct

efficient CSPDs with continuous rotamers.

In Chapters 5-7 we use our novel CSPD algorithms to design protein systems

important in cystic fibrosis and HIV. Chapter 5 describes our work designing pep-

tide inhibitors of the protein CAL (CFTR-associated ligand). The PDZ domain

of CAL binds the C-terminus of the protein CFTR (cystic fibrosis transmembrane

conductance regulator), which leads to the degradation of CFTR. Defects in CFTR

cause cystic fibrosis. This suggests that inhibiting CAL:CFTR binding could pre-

vent CFTR degradation and ultimately treat cystic fibrosis symptoms. First, we

developed and implemented a new algorithm in osprey to design protein-protein

interactions. We validated osprey against a peptide array that measured CAL

binding for many peptides. Next, we used osprey to prospectively design pep-

tide inhibitors of CAL using improved flexibility and ensemble-based design. The

top predicted peptides were synthesized and tested both in vitro and in cell. All

top-ranked peptides that were tested bound CAL better than any natural ligand,
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and the best peptide was able to restore CFTR activity in cell. In Chapter 6 we

present our work to improve the broadly neutralizing HIV antibody, VRC07. We

developed a CSPD protocol to use osprey to computationally predict mutations to

the VRC07:gp120 interface that could improve binding and ultimately improve HIV

neutralization. We created a novel visualization technique to visually inspect the

computational predictions and choose the best candidates. Predicted mutants were

experimentally tested by our collaborators and shown to improve neutralization for

several HIV strains. These mutations were used to guide the optimization of several

potent VRC07 antibody variants. In Chapter 7 we used osprey to “camelize” the

VH domain of VRC01 to create an HIV nanobody. First, VH sequence homology to

llama single chain antibodies was used to create a limited library of amino acids that

defined the sequence design space. Our collaborators expressed the top predicted

mutant nanobody and confirmed that it maintained binding and neutralization of

gp120.

Chapter 8 describes how to approach a new protein design problem and prepare

a biological system for computational design. In some respects, CSPD is an art that

requires the user/researcher to make several choices when defining the input model

for the computational design. Each choice represents a trade-off between accuracy of

the design and the speed of the algorithm. It is important to know how to define these

parameters such that the output of the design algorithm is biologically meaningful.

Chapter 8 tries to elucidate and explore some of these choices that must be made.

Chapter 9 includes concluding remarks and ideas for future work.

Several chapters are based on published work:

Chapter 2 is based on the following article:

Gainza P˚, Roberts KE˚, Georgiev I, Lilien RH, Keedy DA, Chen CY, Reza F,

Anderson AC, Richardson DC, Richardson JS, Donald BR. “OSPREY: protein
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design with ensembles, flexibility, and provable algorithms.” Meth. Enzymol.

523, 87-107 (2013). (˚contributed equally)

Chapter 3 is based on:

Gainza P˚, Roberts KE˚, Donald BR. “Protein Design Using Continuous

Rotamers” PLoS Comp. Bio. 8, e1002335 (2012). (˚contributed equally)

Chapter 4 contains work from:

Gainza P˚, Roberts KE˚, Donald BR. “Protein Design Using Continuous

Rotamers” PLoS Comp. Bio. 8, e1002335 (2012). (˚contributed equally)

Chapter 5 is adapted from:

Roberts, K. E., Cushing, P. R., Boisguerin, P., Madden, D. R. and Donald,

B. R. “Computational design of a PDZ domain peptide inhibitor that rescues

CFTR activity.” PLoS Comput. Biol. 8, e1002477 (2012).

Chapter 6 describes designs in the submitted article:

Rebecca S. Rudicell, Young Do Kwon, Sung-Youl Ko, Amar Pegu, Mark K.

Louder, Ivelin S. Georgiev, Xueling Wu, Jiang Zhu, Jeffrey C. Boyington,

Xuejun Chen, Wei Shi, Zhi-Yong Yang, Nicole A. Doria-Rose, Krisha McKee,

Sijy O’Dell, Stephen D. Schmidt, Gwo-Yu Chuang, Cinque Soto, Yongping

Yang, Baoshan Zhang, Tongqing Zhou, John-Paul Todd, Krissey E. Lloyd,

Joshua Eudailey, Kyle E. Roberts, Bruce R. Donald, Robert T. Bailer, Julie

Ledgerwood, Mark Connors, Richard A. Koup, Barney S. Graham, Martha

C. Nason, Barton F. Haynes, Srini S. Rao, Mario Roederer, Peter D. Kwong,

John R. Mascola, and Gary J. Nabel. ”Enhanced potency of a broadly neutral-

izing HIV-1 antibody in vitro improves protection against lentiviral infection

in vivo”. Submitted 2014.
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2

OSPREY

This chapter provides an overview of the design principles and algorithms used by the

osprey CSPD software suite. The description of osprey has been adapted from the

following published chapter which was a joint collaboration with Pablo Gainza, Ivelin

Georgiev, Ryan H. Lilien, Daniel A. Keedy, Cheng-Yu Chen, Faisal Reza, Amy C.

Anderson AC, David C. Richardson, Jane S. Richardson, and Bruce R. Donald:

Gainza P˚, Roberts KE˚, Georgiev I, Lilien RH, Keedy DA, Chen CY, Reza F,

Anderson AC, Richardson DC, Richardson JS, Donald BR. “OSPREY: protein

design with ensembles, flexibility, and provable algorithms.” Meth. Enzymol.

523, 87-107 (2013). (˚contributed equally)

CSPD programs model a protein’s three-dimensional structure and predict muta-

tions to the native protein sequence that will have a desired effect on its biochemical

properties and function. The vast size of protein conformation and sequence space

makes searching the entire space infeasible. CSPD algorithms must judiciously limit

the search space to only the most likely candidate structures, and use methods that

can quickly, but accurately evaluate the goodness of these protein conformations.
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The accuracy of a CSPD program largely depends on how it addresses these pro-

tein design challenges, which are reflected in the choice of the CSPD input model

and search technique. osprey (Open Source Protein Redesign for You) is a suite

of algorithms for CSPD that addresses these challenges through (1) realistic, yet

efficient, models of flexibility; (2) ensembles of low-energy conformations; and (3)

provable optimality with respect to the input model.

2.1 OSPREY Design Principles

2.1.1 Protein Flexibility

Proteins are dynamic and can exist in many different low-energy, near-native con-

formations at physiological conditions. The ability of a ligand to select or induce

protein conformations demonstrates the requirement of CSPD algorithms to accu-

rately model flexibility [67]. However, CSPD algorithms often must limit protein

flexibility during the design search in the interest of computational feasibility.

In conventional protein design the user must choose the conformational sampling

(discrete rotamers and discrete backbones), either implicitly (by selecting the fineness

of the rotamer library) or explicitly (number of Monte Carlo (MC) runs, numerous

parameters for simulated annealing (SA), etc.) Even in systematic search a (uni-

form) grid and its resolution must be chosen. Choosing proper sampling parameters

is always tricky, since protein energetics are sensitive to small changes in atom co-

ordinates. To improve upon the limitations of discrete rotamers, osprey allows

continuous minimization during the design search by using continuous rotamers. In

contrast to discrete rotamers, each continuous rotamer is a region in χ-angle space

that more accurately reflects the empirically-discovered side-chain clusters. We have

demonstrated the benefits of continuous rotamers vs. discrete rotamers on a large

number of protein core designs (Chap 3, [68]). Importantly, continuous rotamers

were able to find conformations that were both lower in energy and had different
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sequences than the conformations found using discrete rotamers.

While the large-scale study in [68] was conducted for side-chain flexibility, os-

prey can also be used to search over local backbone flexibility (specifically backrub

movements [69]) [70], or continuous global backbone flexibility [71]. Extrapolat-

ing from the benefits obtained by using continuous rotamers, similar benefits are

expected when using osprey’s flexible backbone models [2] instead of traditional

backbone flexibility models (which use only a fixed backbone or discrete backbone

conformers).

2.1.2 Ensemble-Based Design

In every area of structural biology and molecular biophysics, modeling thermo-

dynamic ensembles of structures (instead of single, frozen structures) has greatly

increased fidelity of calculated predictions, including binding, stability, and activ-

ity [72, 16, 73]. Traditional protein design methods, in contrast, often focus on

finding the single GMEC. However, this simplification assumes that enthalpy plays

a dominant role in binding and entropy can be ignored [74, 75]. A wealth of stud-

ies on binding dynamics show that conformational entropy plays a determining role

in binding, and that binding cannot be accurately calculated without accounting

for conformational entropy [72, 16, 76, 77, 18]. In fact, current NMR techniques can

measure relative populations of side-chain rotamers in folded proteins in solution [78].

osprey uses the K˚ algorithm [77, 18] to efficiently calculate protein ensembles

and approximate the association constant, KA, of a protein-ligand complex. K˚

considers ensembles of only the most probable low-energy conformations and discards

the majority of conformations that are rarely populated by the protein or ligand.

K˚’s ability to accurately rank protein sequences by weighting ensembles of low-

energy conformations relies heavily on osprey’s provable guarantees (Section 2.1.3).

Since osprey can guarantee that it finds all low-energy conformations for a protein
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sequence, the generated ensembles do not lack any critical conformations and can be

accurately ranked for each sequence. We found K* to be more accurate and reliable

than GMEC-based designs when applying osprey to biologically-relevant protein

design systems [2, 7].

2.1.3 Provable Guarantees

As discussed in Section 1.1, the protein design input model contains assumptions

that can lead to inaccuracies in the protein design predictions. Inevitably, in all

CSPD methods, these inaccuracies will translate into inaccuracies in the design pre-

dictions. Experimental validation of these predictions provides an opportunity to

identify problems with the input model so they can be corrected. Therefore, it is

crucial that inaccuracies in the design predictions are directly attributable to inac-

curacies in the input model. To ensure this, osprey uses provable and complete

algorithms that are guaranteed to find the globally optimal solution with respect to

the input model. If a heuristic design algorithm was used, the design predictions

would contain inaccuracies from both the input model and the sub-optimal confor-

mational search. In this case, it would be very difficult to deconvolve the effects of

each source of error on the measured experimental function.

Misattributing heuristic CSPD search inaccuracies as flaws in the input model

could have dire consequences when trying to improve protein energy models. If an

energy function is overfit to non-optimal predictions then the process of improving

the model will fail, and the additional experimental data will be misused to effec-

tively “break” a good model to overfit the putative outliers. Hence, with heuristic

design algorithms the operation of “tuning” the model to match the data is funda-

mentally unsound. On the other hand, with a provable algorithm, one “variable”

is removed from the experiment (the algorithm), and we know that any discrep-

ancies between the experimental results and the algorithm’s predictions must be
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solely due to inadequacies of the model. With provable algorithms it is substantially

more straightforward to improve the model given new experimental data, and these

improvements, or “tuning”, are sound.

2.2 Protein Design with osprey

osprey is composed of a suite of algorithms with mathematical guarantees that,

given an input model, searches for the GMEC and, optionally, a gap-free list of other

low-energy conformations. The output is used to generate rankings based either on

GMECs, or, in cases where optimizing the binding affinity is the objective, an ε-

approximation to the binding constant of a protein-ligand complex using ensembles

of structures (the K˚ algorithm). A provable ε-approximation algorithm guarantees

that the computed binding constant is mathematically accurate up to a user-specified

percentage error of ε, with respect to the input model. Here, I give an overview of

the osprey workflow and algorithms. Detailed explanations can be found in [17, 65,

71, 70, 77, 18, 68] and in the osprey user manual [79].

2.2.1 osprey Workflow

osprey’s algorithmic workflow is shown in Fig. 2.1. osprey takes as input a stan-

dard CSPD input model described in Section 1.1.1. The CSPD input model search

space is large, so osprey first reduces the size of the search space through a suite

of algorithms based on extensions and generalizations of the Dead-End Elimination

(DEE) algorithm [61]. These algorithms prune the rotamers that, even in the pres-

ence of continuous backbone or side-chain flexibility, would not be part of the GMEC

or one of the lowest-energy conformations [17, 65, 71, 77, 70, 68]. Once pruning is

complete (no more rotamers can be pruned), a branch-and-bound algorithm based

on A˚ [55, 77] traverses the remaining search space and outputs the GMEC and, if

desired, a gap-free list of low-energy conformations. For a protein complex design,
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the gap-free list of conformations from a single sequence can be Boltzmann-weighted

to approximate the complex’s partition function and combined with the unbound

partition functions to approximate the binding constant. Additionally, binding con-

stants for a desired ligand and an undesirable ligand can be used to find mutants that

are biased towards the desired ligand (positive/negative design). Once an osprey

design run has concluded, the results can be further optimized by using osprey

to find distal mutations that optimize the mutant residues introduced by the first

design [2].

Figure 2.1: Workflow of the osprey CSPD software suite. The rigid DEE,
minDEE, iMinDEE, BD, brDEE, and DEEPer algorithms model different types of
protein flexibility. Each algorithm has been implemented in osprey. The input
model includes a 3D structure of the protein to be redesigned, a definition of the
sequence space, the allowed protein flexibility (including the rotamer library), and a
pairwise energy function. Then, according to the type of flexibility allowed, osprey
runs a specific pruning algorithm followed by the A˚ search algorithm. The A˚ output
generates a ranking based on either the lowest-energy structure of each sequence,
or an ensemble of structures computed by the K˚ algorithm. The K˚ algorithm
computes a provably-good ε-approximation [77, 7] to the binding constant using a
small, low-energy subset of the conformational space available to the bound and
unbound complexes. To find sequences that have a high affinity for one ligand
(positive design) while having a low affinity for another (negative design), a ranking
is calculated by the ratio of K˚ scores. If desired, predicted mutants can be improved
by finding stability-bolstering positions and redesigning those residues.
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2.2.2 Protein Design Problem Definition

In CSPD, a protein conformation can be represented as a vector of n rotamers a “

pa1, a2, ..., anq, where n is the number of residue positions allowed to mutate during

the design search. The total energy for the conformation, a, is defined as

Epaq “ Etempl `

n
ÿ

i“0

Epaiq `
n
ÿ

i“0

n
ÿ

j“i`1

Epai, ajq, (2.1)

where Etempl is the template energy (i.e. the energy of the backbone atoms and side

chain residues that are not allowed to move or mutate), Epaiq is the internal energy of

rotamer ai plus the energy of ai with the template, and Epai, ajq is the pairwise energy

between rotamers ai and aj. The goal of CSPD is to find the rotamer vector with the

lowest energy, known as the GMEC: g “ arg min
a

Epaq. Therefore, the protein design

problem can be defined by a vector of n variables A “ pA1, A2, ..., Anq, where each

variable Ai is defined over the set allowed rotamers for residue position i, Qi. CSPD

algorithms must find the rotamer assignment for variables A1, ..., An that minimizes

the energy function.

2.2.3 DEE

osprey relies on several DEE-based algorithms to reduce the search space that

osprey must explore. DEE works by pruning rotamers that are guaranteed to not

be part of the GMEC for a given protein design. To prune a candidate rotamer, DEE

finds a competitor rotamer at the same residue position that can always provide a

lower energy than the candidate rotamer. The dead-end elimination criterion1 states

that for a rotamer r at position i, ir, if there is a rotamer it such that:

Epirq `
ÿ

j‰i

min
s
Epir, jsq ą Epitq `

ÿ

j‰i

max
s
Epit, jsq, (2.2)
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then ir is provably not part of the GMEC and can therefore be pruned. DEE prunes

rotamers in sequential iterations; the pruning of a rotamer at position i in one itera-

tion might enable the pruning of a rotamer at position j in the next iteration. Note

that the DEE criterion relies on pairwise energies and therefore requires the input

model to use a pairwise energy function. Crucially, this pruning can be done in order

Opn2q2q time, where n is the number of residue positions and q “ max
i
|Qi| is the

maximum number of rotamers per position. Therefore, DEE pruning is efficient and

can be conducted in much less time than it would take to enumerate conformations,

Opqnq.

Several improvements/extensions to the original DEE pruning criteria (Eq. 2.2)

have been developed [62, 64, 63]. osprey uses several DEE extensions to improve

its pruning capabilities, including Goldstein DEE [62], split flags [63], magic bullet

pruning [80], and a divide-and-conquer strategy called DACS [65]. In addition, DEE

uses pairs pruning, which can prune pairs of rotamers instead of single rotamers [64].

These extensions introduce pruning criteria with higher complexity and thus larger

time complexities. osprey applies each DEE pruning criterion in order of its time

complexity to ensure rotamers are pruned with the faster criteria before moving on

to a more expensive criteria.

2.2.4 A* Conformation Enumeration

In some design cases it is possible for DEE pruning to prune all but one conformation

from the search. In that case, no more work is needed to find the GMEC. However, in

1 For historical reasons we use the notation ir to denote a rotamer r at position i. This departs
from the more universal notation in the previous section that uses ai to denote the rotamer at
position i. The ir notation has the advantage of distinguishing two rotamers at the same position
(e.g. ir vs. it) and is very compact. Equation (2.1) can be rewritten using this historical notation as
the following: Epaq “ Etempl`

ř

i

Epirq`
ř

i

ř

jąi

Epir, jsq. Throughout this dissertation the variables

i, j, k will be used to denote mutable residue positions and r, t, s will be used to denote specific
rotamer identities.
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most cases, DEE prunes a very large percentage of the conformation space, but a non-

trivial number of conformations are still present in the search space. To enumerate

the remaining conformations, osprey uses a branch-and-bound algorithm based on

the A˚ algorithm [55, 77]. A˚ searches protein conformations by representing the

design problem as a tree search and traverses only the branches of the tree that

might lead to the lowest energy structure. Each level of the tree represents a residue

position in the protein that is being designed (Fig. 2.2). Each internal node in the

tree represents a partial rotamer assignment, where the number of assigned rotamers

is equal to the node’s depth in the tree. Therefore, every leaf node of the tree is a

complete rotamer assignment. Formally, each node, x, at depthm in the tree contains

a partial rotamer assignment p “ pp1, p2, ..., pmq where pm is the assigned rotamer

at the mth residue position. The remaining residue positions U “ tm ` 1, ..., nu do

not have an assigned rotamer. Every node, x is scored with an fpxq score, which is

the sum of the partially assigned conformation’s energy (gpxq) and a bound on the

remaining possible rotamer assignments for that node (hpxq):

fpxq “ gpxq ` hpxq (2.3)

gpxq “
m
ÿ

i“1

rEppiq `
m
ÿ

j“i`1

Eppi, pjqs (2.4)

hpxq “
n
ÿ

j“m`1

min
qjPQj

rEpqjq `
m
ÿ

i“1

Eppi, qjq `
n
ÿ

k“j`1

min
qkPQk

Epqj, qkqs (2.5)

The A˚ algorithm proceeds by iteratively expanding the node with the lowest f

score. To expand a node at depth m in the A˚ tree, a child node is created for each

rotamer r at residue positionm`1 with the partial rotamer assignment pp1, ..., pm, rq.

The A˚ algorithm continuously expands nodes until the lowest f score node is a leaf

node. This leaf node is guaranteed to be the GMEC. If desired, A˚ can continue to
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enumerate conformations in order of lowest energy which provides a gap-free list of

low-energy conformations.

Figure 2.2: A˚ Tree representation of protein conformation space. A)
Example of a small protein design where two residue positions can each mutate to
three different rotamers. B) The tree representation of the protein design problem
shown in panel A that A˚ uses to explore protein conformation space.

2.2.5 K*

For some protein design objectives, such as increasing the stability of a protein’s core

or resurfacing a protein, it is sometimes sufficient to find the GMEC. For other ob-

jectives, such as design for affinity and protein-ligand binding, an ensemble of confor-

mations for both the ligand and the protein must be modeled because binding could

potentially occur with several combinations of these conformations. Low-energy con-

formations are more likely to be occupied by proteins than higher-energy ones, with

just a small fraction of the conformation space being the most populated. Binding

affinity can therefore be approximated by considering only these low-energy confor-

mations and the favorable energetic contributions of the bound over the unbound

states.

osprey uses the K˚ algorithm [17, 77] to compute an approximation to the

binding constant (a K˚ score) with mathematical guarantees with respect to the

input model. To compute the score for a given protein-ligand complex candidate

sequence, K˚ uses the low-energy conformations generated from A˚ to compute
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a Boltzmann-weighted partition function. Partition functions are computed for

each protein complex binding partner using rotamer-based ensembles defined as

q
A
“

ř

aPA

expp´Ea{RT q, qB “
ř

bPB

expp´Eb{RT q, qAB
“

ř

abPAB

expp´Eab{RT q where

q
AB

is the partition function for protein A bound to ligand B, and q
A
and q

B
are the

partition functions for the unbound partners, A and B. The K˚ score is defined as

the ratio of partition functions: K˚ “
q
AB

q
A
q
B
, which is an approximation of the pro-

tein complex association constant, KA [77]. Candidate sequences are ranked based

on their K˚ scores, where sequences with higher K˚ scores are considered to have a

higher affinity for the target protein. K˚ can guarantee the accuracy of the K˚ score

to KA (with respect to the input model). The ε parameter is specified by the user as

the desired accuracy and all computed solutions are guaranteed to be ε-accurate. K˚

can compute these approximations efficiently because it uses A˚ to compute only the

reduced gap-free list of low-energy conformations that are most likely to be taken on

by the protein, the ligand, and the protein-ligand complex. Because A˚ enumerates

conformations in order of their low-energy bound, K˚ can calculate exactly when

each partition function is within an ε-factor of the exact solution and stop the com-

putation. Since the energy of each low-energy conformation is Boltzmann-weighted,

K˚ must only compute a small percentage of the total number of conformations [77].
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3

Continuous Rotamers

This chapter presents how continuous rotamers can be used to improve protein design.

The chapter has been adapted from the following published manuscript, which was a

joint collaboration with Pablo Gainza and Bruce R. Donald:

Gainza P˚, Roberts KE˚, Donald BR. “Protein Design Using Continuous

Rotamers” PLoS Comp. Bio. 8, e1002335 (2012). (˚contributed equally)

An essential feature of any protein design algorithm is the ability to accurately

model the flexibility that occurs in real proteins. Most protein design input models

limit the flexible space during the design search in the interest of computational

feasibility. A common protein design model assumes a fixed backbone and only

allows the side chains to move among a set of discrete rotamers. Rotamers are

determined using theoretical calculations and the empirical observation that the side

chains of amino acids in protein structures avoid most of the available conformational

space and appear frequently as clusters in χ-angle space [81] (Figure 3.1A). The rigid-

rotamer model represents each empirically-determined side-chain cluster as a single

discrete rotamer (usually the modal or mean value of the cluster’s distribution is
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chosen for the rotamer conformation (Figure 3.1B)). However, protein energetics are

sensitive to small changes in atom coordinates, so a single discrete conformation

cannot fully describe a continuous region of side-chain conformation space. On the

other hand, the continuous rotamer model allows each rotamer to represent a region

in χ-angle space in order to more accurately reflect the empirically-discovered side-

chain clusters (Figure 3.1C). Because both methods use different rotamer models,

they obtain different GMECs; we refer to the GMEC when using a rigid-rotamer

model, and the continuous rotamer model, respectively, as the rigidGMEC and the

minGMEC.

Many protein design algorithms focus on finding the rigidGMEC instead of the

minGMEC. These algorithms often try to account for this simplification by allow-

ing side-chain χ angles to rotate slightly after the rigid search to optimize energy

interactions, a process known as post hoc energy minimization. This is dangerous

because rigid rotamers will often score poorly during a search and be discarded, even

though they can potentially minimize to lower energies than the rigidGMEC. The

toy example in Figure 3.2 illustrates how rotamers that are part of a well-packed

structure would be discarded by a rigid-rotamer search. Even though a post hoc

energy minimization of the rigid-rotamer model in this example would result in a

low-energy structure, the pre-minimization energy would be so high that this con-

formation would not be considered for minimization. Thus, rigid-rotamer methods

often rank the minGMEC as a poor candidate structure.

Previous work has shown the benefit of continuously minimizing rotamers [82, 83].

For example, the method described in [83] extends post-hoc energy minimization by

allowing rotamers to change during the minimization step. First, a Monte Carlo,

rigid-rotamer based algorithm finds a low-energy structure. Next, one residue posi-

tion at a time, rotamers for that position are continuously minimized, and the lowest

energy rotamer is chosen. Thus, the method in [83] is (a) dependent on the rigid-
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Figure 3.1: Distribution of isoleucine in χ-angle space. Isoleucine has two
flexible dihedral angles (χ1 and χ2 angles). The occurrence of isoleucine conforma-
tions across a wide set of high-quality structures [27] is shown here. Panel A shows
the entire χ1 and χ2 angle space, while panels B, C, and D zoom in on the region
specific to one rotamer. A) The side chains of amino acids commonly appear almost
exclusively (blue dots in the plot) within specific regions of their flexible space. B)
In a rigid-rotamer model a single conformation (the red diamond) represents that en-
tire region. C) In a continuous-rotamer model, a voxel models the continuous region
that represents the rotamer. D) An expanded rotamer model samples additional
rigid rotamers near rotamers from the rigid-rotamer model.
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Figure 3.2: Toy example on the impact of rotamer minimization in protein
design and DEE pruning. A) Many protein design algorithms select a single,
discrete conformation to represent each rotamer. The discrete conformation speeds
up the computation, but it can result in steric clashes (shown in red). B) Small
changes in χ-angle space can have profound effects on the energies of interacting
rotamers, particularly in the packed core of a protein. The three hydrophobic residues
in this toy example can form a well-packed core through small changes in their χ
angles in this cartoon. A pruning algorithm like rigid DEE would erroneously prune
the clashing rotamers since it does not account for these small changes. C) If one
rotamer, ir, always results in conformations of higher energy than another, it, the
rotamer ir and all the conformations that contain ir can be pruned. The rigid DEE
algorithm [61] prunes rotamers and amino acids that are provably not part of the
rigid GMEC. D) When rotamers can minimize within their specified voxel, rotamers
and amino acids that seemed poor in a rigid model might minimize to lower energy
conformations than the rigid GMEC. The lowest-energy conformation in this scenario
is the minGMEC. The MinDEE algorithm [77] and iMinDEE algorithm can provably
prune rotamers in the presence of minimization.
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rotamer solution, (b) is dependent on the order residue positions are minimized, and

(c) does not explicitly allow concerted side-chain movements. In contrast, osprey

can completely replace the rigid-rotamer search with a conformation search using

continuous rotamers. This new design search is no longer over discrete side-chain

conformations. Instead, each side-chain rotamer is a continuous region of χ-angle

space. Therefore, our method is independent of the order in which rotamers are

minimized, and allows for coordinated side-chain movements. The use of continuous

rotamers guarantees that our protein design search, (a) can find the global minimum

energy sequence for continuously minimized side chains, and (b) never gets trapped

in local minima. Our results show the benefits of using continuous rotamers over

rigid-rotamer-based models.

In this chapter I present results that demonstrate the benefits of increasing flexi-

bility during the design search by using continuous rotamers instead of rigid rotamers.

For these designs we focus on the protein design method dead-end elimination (DEE)

because it provably finds the globally optimal solution according to the protein design

model. Although we focus on provable methods, our results are relevant to heuristic

CSPD methods (described in Section 1.1.2) as well because the optimal solution com-

puted by DEE provides a bound on the accuracy of all possible heuristic methods.

We can therefore precisely measure the limitations of any rigid-rotamer algorithm.

The original DEE algorithm (See Section 2.2.3; referred to as rigid DEE for the

remainder of this text) finds the GMEC with respect to the discrete rigid-rotamer

model by pruning rotamers that provably cannot be part of the rigidGMEC [61]. The

MinDEE algorithm [77, 18], an advancement of rigid DEE, addresses the problem of

finding the minGMEC by computing an upper and lower bound on the continuous

energies of each rotamer and each pairwise rotamer interaction. In addition to find-

ing lower bounds for each rotamer individually, MinDEE also finds energy bounds

for the possible change in energetics that might occur during minimization across the
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entire protein. The MinDEE pruning criterion prevents the algorithm from using a

rotamer it to prune a rotamer ir if it could potentially perturb the other minimiz-

ing side chains during its minimization to make it a higher energy rotamer than ir

(Figure 3.2).

In this work we show that when a protein design algorithm uses a continuous

rotamer model, the algorithm is able to find the minGMEC, which is often a much

lower energy sequence than the rigidGMEC. Specifically, we show that the MinDEE

algorithm is able to find lower energy sequences than those found by rigid DEE in

66 out of 69 proteins from the PDB. We also show that trying to find the minGMEC

by increasing the number of rotamers in the rigid-rotamer model (Figure 3.1D) is

often impractical, and still fails to find the minGMEC in most cases. Finally, we

used native sequence recovery, a commonly used metric to evaluate protein design

algorithms, to show that continuous rotamers result in more biologically accurate

protein redesigns. We tested how well the sequences of both the minGMEC and

the rigidGMEC recapitulated the native protein sequence and found that MinDEE

significantly improves native sequence recovery over rigidDEE.

3.1 MinDEE

The rigidDEE pruning criterion described Section 2.2.3 can be extended to provably

prune only rotamers that cannot minimize to the minGMEC. This new criterion,

MinDEE [77, 65], treats rotamers as a continuous range of conformations inside a

voxel V pirq over the space defined by movements up to θ degrees from the modal

value. MinDEE sets bounds for the energy of each voxel through a maximum energy,

E‘pirq, and a minimum energy, Eapirq, to be used for pruning. In the case of pairwise

energies, MinDEE sets bounds for the minimum and maximum interaction energies

between residues ir and js within the space V pirq ˆ V pjsq: Eapir, jsq and E‘pir, jsq

respectively. When energy minimization is not allowed, the energy of a fully-assigned
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rotamer vector a, Epaq, can be computed as a sum of independent, individual terms

(Eq. (2.1)). When energy minimization is allowed, however, the minimized energy

of a, E
T
paq, cannot be pairwise-decomposed, since the minimization of one rotamer

within its voxel might alter how the remaining rotamers minimize (i.e. a domino

effect). E
T
paq, however, can be bounded by the sums of maxima and minima [77],

Eapaq ă E
T
paq ă E‘paq:

E‘paq “ Etempl `
ÿ

i

E‘pirq `
ÿ

i

ÿ

jąi

E‘pir, jsq, (3.1)

Eapaq “ Etempl `
ÿ

i

Eapirq `
ÿ

i

ÿ

jąi

Eapir, jsq. (3.2)

In order to prune rotamers, possible perturbations that minimization may cause

in the rest of the system must be accounted for. MinDEE accounts for possible side-

chain rearrangements during minimization by including the maximum range terms:

Empirq “ E‘pirq´Eapirq, Empir, jsq “ E‘pir, jsq´Eapir, jsq. The MinDEE criterion

for pruning [77] is:

Eapirq `
ÿ

j‰i

min
s
Eapir, jsq ´

ÿ

j‰i

max
s
Empjsq

´
ÿ

j‰i

ÿ

k‰i,kąj

max
s,u

Empjs, kuq ą E‘pitq `
ÿ

j‰i

max
s
E‘pit, jsq. (3.3)

If Eq. (3.3) holds for rotamers ir and it, then rotamer ir is provably not part of the

minGMEC.

MinDEE/A*. MinDEE prunes rotamers that are provably not part of the minG-

MEC, and then the A˚ [55, 77] algorithm is used to enumerate rotamer conformations

in order of their lower energy bounds. During the A˚ search, each rotamer vector
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is minimized and the A˚ enumeration stops when the lower energy bound of the

enumerated conformation is higher than the lowest minimized energy.

3.2 Energy comparison between rigid DEE and MinDEE.

Both the rigidGMEC and the minGMEC were computed for 69 protein core re-

designs. As a post-processing step, the rigidGMEC conformation was energy min-

imized to make the comparison fair, since many programs that use rigid rotamers

minimize the rigidGMEC after rigid DEE. We will refer to the post hoc energy min-

imized rigidGMEC as the rigidMin. Figure 3.3 shows a comparison between the

energy of the minGMEC and the rigidMin, normalized to the energy of the rigidG-

MEC for 69 design runs. In 68 of the 69 design runs the minGMEC had a lower

energy than the rigidMin, with an average energy difference of 7.5 kcal{mol (stan-

dard deviation “ 5.7 kcal{mol) and a maximum energy difference of 24.2 kcal{mol.

In only one design case, antiviral lectin scytovirin from Scytonema varium (PDB

id: 2QSK), are the minGMEC and the rigidMin the same, with the same mini-

mized energy and the same sequence. Furthermore, in 66 of the 69 design runs the

minGMEC was different from the rigidGMEC. We evaluated the sequence distance,

the percentage of designed residues that differ in their amino acid type between the

rigidGMEC and the minGMEC, and found a sequence distance average of 31.1%

(standard deviation “ 15.7%). The maximum sequence distance was 64.3%. For two

design runs, Cytochrome C from Shewanella oneidensis (PDB id: 1M1Q) and NapB

from Haemophilus influenzae (PDB id: 1JNI), the minGMEC and the rigidGMEC

have the same sequence, but different rotamers and therefore different energies. Both

of these designs were small, only 4 redesigned residues for 1M1Q and 5 for 1JNI.

To further illustrate these results we present the results from a representative de-

sign run, the run for Ribonuclease from Streptomyces aureofaciens (PDB id: 1LNI).

The rigidGMEC (computed with DEE/A*) has an energy of ´240.3 kcal{mol, the

31



Figure 3.3: Rigid GMEC vs. minGMEC. A) Fraction of the redesigned
residues that had different amino acids (AA) between the rigid GMEC and the
minGMEC. In 66 out of the 69 cases the minGMEC and the rigid GMEC have dif-
ferent sequences. The three systems where the minGMEC has the same sequence
as the rigid GMEC are marked with a bold line at zero (2QSK, 1M1Q, and 1JNI).
B) Energy of the minGMEC vs. energy of the rigidMin (the post hoc minimization
of the rigid GMEC), relative to the energy of the rigid GMEC, which is set to zero
for each system. In 68 of 69 cases the energy of the minGMEC is lower than that
of the rigidMin. For 2QSK the rotamers of the rigid GMEC are the same as the
rotamers of the minGMEC, and, therefore, the energy of the rigidMin is the same as
the energy of the minGMEC. The energy of the minGMEC is shown in yellow+blue
bars, while the yellow color by itself shows the energy of the rigidMin. The results of
this figure are identical for iMinDEE and MinDEE since both algorithms provably
find the minGMEC.

rigidMin has an energy of ´247.1 kcal{mol, and the minGMEC (computed with

MinDEE/A*) has an energy of ´264.5 kcal{mol. Five amino acids differ between

the minGMEC and the rigidGMEC: the minGMEC has D33, Y52, R69, M70, and

F89; the rigidGMEC has N33, H52, N69, T70, and H89. If the rotamers from the

minGMEC are returned to their rigid, modal values, the energy of this conformation

is `337 kcal{mol, over 600 kcal{mol above the minGMEC. This illustrates how a

method that relies on rigid rotamers, followed by a post hoc minimization step, can

miss the minGMEC.

These results clearly show that if minimization is not included during the search,
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the true lowest-energy sequences are missed in almost every case and in many cases

the minGMEC has a much different sequence than the rigidGMEC. This also shows

that energetically favorable rotamers are pruned because of the inability of rigid

rotamers to make small spatial adjustments. More importantly, this means that wet

lab experiments based on rigid DEE results, even with post hoc energy minimization,

will not test the sequences that are predicted to be the best by the energy model.

3.3 MinDEE vs. an expanded rotamer library.

A seemingly simpler alternative to MinDEE is to increase the granularity of the

rotamer library and use the rigid DEE algorithm. In practice, however, this is difficult

because the precomputation of pairwise interactions, the rigid DEE pruning stages,

and the A* conformational search are computationally expensive for side chains with

3 or 4 degrees of freedom. For example, consider a rotamer library that is expanded

by adding all rotamers with dihedrals ˘5˝ and ˘10˝ from rotamers in the original

library. In such a library an arginine residue that originally had 34 rotamers would

increase to 34 ˆ 54 rotamers. In this scenario, a pairwise computation between two

arginine residues must consider 450 million pairs.

To overcome this rotamer explosion, some protein design protocols [84, 85] add

more rotamers by altering only the χ1 or χ1 and χ2 angles by ˘1 standard deviation

pσq. We tested this approach by building two expanded rotamer libraries from the

Richardson’s Penultimate Rotamer Library: RL1, a rotamer library where new ro-

tamers are added by varying each rotamer’s χ1 angle by ˘σ; and RL2, an extension

where rotamers are added by varying both χ1 and χ2 by ˘σ. We then compared the

rigidGMEC of the original rotamer library (denoted as RL0), RL1, and RL2 against

the minGMEC for each system. The energetic and sequence results for these rotamer

libraries are shown in Figure 3.4.

Figure 3.4 shows results for only 46 proteins, much less than the 69 shown in Fig-
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Figure 3.4: The minGMEC vs. rigid DEE with an expanded rotamer
library. Two expanded rotamer libraries were used, RL1 and RL2, and they were
compared against the standard rotamer library (RL0). A) Redesigns that failed for
rigid DEE using rotamer library RL2 because of the library’s large size. AA: The
number of mutable amino acids. B) Fraction of the amino acids that are different
between the minGMEC of MinDEE and, respectively: the rigid GMEC of RL0 (light
grey), the rigid GMEC of RL1 (grey), and the rigid GMEC of RL2 (dark grey). Those
designs where the sequence of the minGMEC and the sequence of the rigid GMEC
are the same are marked with a bold line at zero. C) Energy of the rigid GMEC of
RL0 (light grey + grey + dark grey) vs. the rigid GMEC of RL1 (grey + dark grey)
vs. the rigid GMEC of RL2 (dark grey), relative to the energy of the minGMEC,
which is set to zero for each system.
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ure 3.3, because rigid DEE with rotamer library RL2 failed for 23 of them. The results

for the 46 proteins that did finish for RL2 show that on average the RL0 rigidGMEC

is 15.17 kcal{mol higher in energy than the minGMEC; RL1 is 7.39 kcal{mol above

the minGMEC; and RL2 is 2.60 kcal{mol above the minGMEC. The amino acid se-

quences also vary between the expanded rotamer libraries and the minGMEC, with

an average difference of 28% for RL0, 18% for RL1 and 10% for RL2.

The remaining 23 systems ran out of memory on the rigid DEE runs with rotamer

library RL2, either in the DEE stages, or in the A* stage. This occurred because

the rotamer library RL2 is too large, even though our protein core redesigns are

restricted to at most 15 mutable residues. Two redesigns, 1L9L and 3G21, both with

15 redesigned residues, failed for both RL1 and RL2 rotamer libraries. The results

for the 21 systems that failed with rotamer library RL2 but completed with rotamer

library RL1 are shown in Figure 3.5.

3.3.1 Native sequence recovery using continuous rotamers.

There is evidence suggesting that the sequences of native proteins optimize the sta-

bility of their backbone structure [48]. Using this hypothesis, a common way to

evaluate protein design algorithms is to see how well the low-energy sequence found

by the algorithm compares with the native protein sequence. While it is most likely

true that some residues are optimized for function instead of stability [86], native

sequence recovery still remains a valuable tool to determine the biological relevance

of new protein design algorithms. Therefore, to analyze the benefits of continuous

rotamers for protein design, we compared the native sequence recovery of MinDEE

with that of rigid DEE.

For the native sequence recovery tests, we chose to design those proteins from our

initial test set of 69 proteins that had no co-factors or non-amino acid ligands inter-

acting with core residues. It is expected that side chains interacting with co-factors
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Figure 3.5: The minGMEC vs. rigid DEE with an expanded rotamer
library for the systems that failed with rigid DEE using rotamer library
RL2. These results compare the standard rotamer library (RL0) against an ex-
panded rotamer library, RL1. A) Fraction of the amino acids that are different be-
tween the minGMEC of MinDEE and, respectively: the rigid GMEC of RL0 (light
grey), and the rigid GMEC of RL1 (grey). B) Energy of the rigid GMEC of RL0
(light grey + grey) vs. the rigid GMEC of RL1 (grey), relative to the energy of the
minGMEC, which is set to zero for each system.
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or ligands are involved in binding and catalysis and are not necessarily optimized

for the unbound structure. Therefore, sequence recovery is not applicable to these

functional residues because their identity is determined by more than just apo en-

ergetic structural stability. Forty-three protein structures remained after removing

those with interacting co-factors and ligands, which resulted in a total of 527 residue

positions to be redesigned. We redesigned each protein system with both rigid DEE

and MinDEE, using the same energy parameters for both algorithms. We then com-

pared both the rigidGMEC computed by rigid DEE, and the minGMEC computed

by MinDEE, vs. the native sequence.

To better understand the sequence recovery results, we analyzed the percentage

and type of residue positions that were not recovered by each method. Over all

the designed sequences, rigid DEE failed to recover 29.22% of the designed native

residues, while MinDEE failed to recover 19.17%, a 1{3 reduction in non-recovered

residues. This improvement is highly important, but the results are more illustrative

if we specifically analyze the recovery of large residues and residues with more than

one flexible dihedral. If we consider all 13 amino acids with more than one flexible di-

hedral, rigid DEE failed to recover 37.82% while MinDEE failed to recover 22.54% of

native residues, a 2{5 reduction in non-recovered amino acid positions (Figure 3.6A).

If the bulkiest residues (those with a mass over 130 Da: Trp, Phe, Tyr, Arg, Met, and

His) are considered, rigid DEE failed to recover 54.44% while MinDEE only failed

to recover 28.89%, a one-half reduction in non-recovered residues. (Figure 3.6B). In

Table 3.1 we show a summary of recovered residue positions classified by each amino

acid type.

3.4 Conclusion

We show here and in previous work [77, 71, 70] that rotamers pruned by rigid DEE

can often energy minimize below the rigidGMEC. Specifically, in 68 of our test sys-
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Figure 3.6: Summary of native sequence recovery results. The recovery
of native amino acid sequence by rigid DEE (the rigid GMEC) and by iMinDEE
(the minGMEC) are shown. A) Summary of amino acid side chains that contain
more than one flexible dihedral angle (asp, lys, ile, trp, phe, gln, asn, leu, tyr, glu,
arg, met, and his) that were not recovered by the rigid GMEC (pie chart above)
and the minGMEC (pie chart below). For comparison, the recovered amino acids
with more than one flexible dihedral angle are shown in grey. Residues that were
not recovered are colored by their amino acid type. B) Percentage of residues not
recovered by the rigid GMEC (yellow) and the minGMEC (orange), categorized
by amino acid mass. The first group (All AA) shows the total percentage of non-
recovered residue positions of all amino acid types. The second group (100-130 Da)
shows the percentages of non-recovered residue positions of amino acid types with
a mass between 100 Da and 130 Da. The third group shows the percentages of
non-recovered residue positions of amino acid types with a mass over 130 Da.

tems (Figure 3.3), MinDEE finds different rotamers for the minGMEC than for the

rigidGMEC, as well as different amino acid sequences (in some cases differing in over

half of the amino acids) in 66 of the designed protein cores. This demonstrates the

importance of using continuous rotamers to find the true minimum energy confor-

mation given the input energy function.

Stable wild-type proteins have well-packed cores. Mutations that decrease core

packing can result in unstable or misfolded proteins [87, 88, 89]. This is important

for our designs because all of the residues that we selected are part of the protein core
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Table 3.1: Summary of native residue positions recovered by each method categorized
by amino acid type. a Total number of wild-type instances of each amino acid
type in the native sequences of the redesigned proteins. b Total number of residue
positions recovered in the rigid GMEC computed by rigid DEE. c Percentage of
residue positions recovered in the rigid GMEC computed by rigid DEE. d Total
number of residue positions recovered in the minGMEC computed by MinDEE. e
Percentage of residue positions recovered in the minGMEC computed by MinDEE.
Amino acid Wild-type rigidGMEC rigidGMEC minGMEC minGMEC

type counta recoveryb recoveryc recoveryd recoverye

ASP 7 6 85.71% 7 100.00%
LYS 2 2 100.00% 1 50.00%
ILE 77 52 67.53% 59 76.62%
TRP 12 6 50.00% 11 91.67%
GLY 34 33 97.06% 34 100.00%
PHE 37 15 40.54% 25 67.57%
GLN 4 3 75.00% 3 75.00%
SER 19 7 36.84% 13 68.42%
ASN 13 10 76.92% 9 69.23%
LEU 81 57 70.37% 69 85.19%
VAL 110 93 84.55% 91 82.73%
TYR 17 4 23.53% 8 47.06%
GLU 1 0 0.00% 1 100.00%
ARG 3 1 33.33% 2 66.67%
THR 21 9 42.86% 13 61.90%
ALA 68 60 88.24% 62 91.18%
MET 17 12 70.59% 14 82.35%
HIS 4 3 75.00% 4 100.00%
Total 527 373 70.78% 426 80.83%

and have low solvent accessibility (see Materials and Methods). In nearly all of our

designs the mutated side chains of the minGMEC have a larger volume than those

of the rigidGMEC (4.7% on average, as high as 13%). In an average example, 1ZZK

with 12 redesigned amino acids and a volume difference of 5.4%, the rigidGMEC and

the minGMEC differ in four amino acids: three residues are larger in the minGMEC

(M20, M47, I70 in the minGMEC vs. V20, T47, T70 in the rigidGMEC), and just

one residue is smaller (A73 in the minGMEC vs. S73 in the rigidGMEC). Rigid DEE

selects a sequence with much smaller amino acid side chains because it cannot find
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a low energy conformation for the minGMEC sequence. Since overpacking of the

minGMEC is unlikely because all of the minGMEC conformations have good vdW

potential energies, this increase in volume supports better packing of the minGMEC

with respect to the rigidGMEC. Therefore, we believe that modeling continuous

rotamers in protein design will reduce the misfolding and increase the stability of

predicted proteins.

To further evaluate the biological relevance of our results, we performed native

sequence recovery with rigid DEE and MinDEE. MinDEE obtained significant im-

provements over rigid DEE in sequence recovery. This shows the importance of

fully exploring the protein structural landscape to find the lowest energy structures

according to the energy function. Previously, sequence recovery has been used to

demonstrate the importance of incorporating desolvation penalties into a protein

design energy function [75]. These penalties are usually considered essential for pro-

tein design because they account for the hydrophobic effect, which drives protein

folding [90]. Interestingly, our results show that the increase in sequence recovery

obtained using continuous rotamers is comparable to the increase in sequence recov-

ery obtained by incorporating implicit solvation [75]. This implies that accurately

modeling continuous rotamers is as vital to computing accurate designs as incorpo-

rating sophisticated energy terms.

It is informative to categorize our sequence recovery results by amino acid mass:

(i) small-mass amino acids with a mass less than 100 Da (Val, Ala, Gly, and Ser);

(ii) medium-mass amino acids, with a mass between 100 Da and 130 Da (Asp, Lys,

Ile, Gln, Asn, Leu, Glu, Thr); and large-mass amino acids, with a mass over 130 Da

(Trp, Phe, Tyr, Arg, Met, His). Our results show that, in a rigid-rotamer model, the

large-mass residues are recovered significantly less frequently than the small-mass

residues. We show that rigid DEE recovered 83.55% of the small-mass residues, but

only 45.56% of the large-mass residues. By using a continuous rotamer model the
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difference in native sequence recovery of the large-mass residues vs. the small-mass

residues is much smaller. MinDEE recovered 86.54% of the small-mass amino acids

and 71.11% of the large-mass amino acids. This further demonstrates that continuous

rotamers are necessary to model large amino acids because they are sensitive to small

changes in χ angles.

One might think that increasing the size and resolution of the rotamer library

would allow rigid DEE to find the minGMEC. Although this is true in the limit, it

is impractical to systematically increase the size of the rotamer library because the

side chains of amino acids have many degrees of freedom. If flexibility is handled

through more sampling, the protein designer must determine on an ad hoc basis what

additional sampling should be done within the limits of computational feasibility to

allow an angle to deviate from ideal rotamer values. We show in this work that

increasing the rotamer library by diversifying the χ1, or χ1 and χ2 dihedrals still

fails to find sequences identical to the minGMEC and in many cases causes the

search to become intractable.

Previous work, the Backbone DEE (BD) [71] and Backrub DEE (BRDEE) [70]

algorithms, showed that osprey can provably incorporate backbone flexibility into

protein design, similar to how MinDEE incorporates side-chain flexibility. Therefore,

we can expect an analysis of continuous versus rigid backbone flexibility to yield

similar results to those presented here.

3.5 Relevance for non-DEE/A*-based protein design methods

In this work we show that incorporating continuous rotamers into protein design algo-

rithms can lead to substantially improved design predictions. We used the DEE/A*

framework to demonstrate these gains, but our results are applicable to any design

method that uses a similar protein design model. As defined in the Introduction, the

protein design model defines both the input to the algorithm (i.e. energy function

41



and rotamer library) and how the redesigned protein can move (i.e. rigid rotamers

or continuous rotamers). Imagine we use the same protein design model, but use

different algorithms. Because rigid DEE/A* is guaranteed to find the best sequence

according to the protein design model, any design method that uses rigid rotamers,

such as Faster [51], Monte Carlo [91], or simulated annealing [92], will never find

a lower energy sequence than the rigidGMEC found by DEE/A*. Therefore, the

energies of the conformations computed by DEE/A* will always be as low or lower

than those computed by non-DEE/A*-based methods using the same protein design

model. Hence, our DEE-based results provide a bound on the performance of the

other methods. Similarly, the iMinDEE/A* algorithms provide a bound on how well

any algorithm based on continuous rotamers can perform. By using these bounds,

we can precisely measure the consequences of using rigid rotamers to approximate

continuous rotamers and obtain general results that are applicable to all other algo-

rithms using either rigid or continuous rotamers. We can therefore guarantee that

the limitations of rigid rotamers are as important for other protein design methods

as they are for rigid DEE/A*.

The main consequence of using rigid rotamers in the design search is that the

search for side-chain conformations that result in low energy protein structures will

not be accurate. Our results show that improving the accuracy and realism of the

modeled protein flexibility can greatly improve the results of the design search. In our

work, we used a simple energy function in which every term can be related to physical

phenomena. We found that by switching from rigid to continuous rotamers we could

discover lower energy sequences and observe large gains in sequence recovery. This

demonstrates that if all sequences and structures are not adequately searched to find

the lowest energy ones, the most biologically-relevant results are missed. Unfortu-

nately, the importance of accurately searching for the true lowest energy structure

and sequence is sometimes overlooked and the inaccuracies are attributed instead
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to the energy function. Protein design energy functions are constantly improved

through careful crafting to better correlate designs with retrospective biological re-

sults. Many improvements to energy functions are made through the introduction

of complex statistical terms based on structural bioinformatics data and other ad-

ditional parameter [93, 38]. If the rigid-rotamer search inaccuracies are wrongly

attributed to imperfections in the energy function, the results will be used to in-

correctly modify the energy function. Therefore, to avoid over-fitting the energy

function, accurate flexibility (i.e. continuous rotamers) should be used during the

design process.

It is often assumed in the protein design field that even if the minGMEC and

the rigidGMEC are different, minimizing and reranking the top k results from a

rigid approach can lead to finding the minGMEC [94]. Several of our results suggest

that this is very likely to not be the case and the minGMEC would never even be

considered by any rigid-rotamer method. First, the enormous difference in sequence

and amino acid composition between the rigidGMEC and the minGMEC is striking:

in some cases the difference is over 60%. Second, the side chains of the amino

acids in the rigidGMEC tend to have a smaller volume than the side chains of the

minGMEC, suggesting that unavoidable clashes in a rigid-rotamer model would make

the rotamers of the minGMEC unable to sterically fit in a rigid-rotamer environment.

We analyzed the conformations of the minGMEC in all of our 69 designs and found

that if the continuous rotamers were replaced by their closest (i.e. in χ-angle space)

rigid-rotamer counterpart at each position, most of the designs would obtain high-

energy steric clashes (up to 1000 kcal/mol higher than the rigidGMEC). Even when

the rigid-rotamer library was expanded, the new library could not capture the low-

energy sequences of the continuous rotamers. Thus, contrary to conventional wisdom,

rigid rotamers are always a severely limited approximation to continuous rotamers.
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3.6 Methods

3.6.1 Protein Test Sets.

Crystal structures of protein chains with a maximum percentage sequence identity

of 10% and a maximum resolution of 1.3 Å were chosen using the PISCES protein

culling server [95]. In addition, the protein chains were restricted to have a maximum

length of 100 residues. The protein crystal structures were gathered from the PDB

and further curated by adding hydrogens [96] and removing waters and ions. Residues

with missing side chains were either removed entirely or the missing atoms were added

using the King software package [97]. In total, 69 protein structures were selected

for the test set.

3.6.2 Design Runs.

For each protein in the test set, a redesign to find low energy sequences for the

initial backbone (a mutation search) was conducted. Each mutation search was

designed so that approximately 12-15 core residues of the protein would be mutable.

Core residues were chosen by finding all residues with a side-chain relative solvent

accessible surface area (SASA) less than either 5%, 10%, or 20%. SASA values were

determined with the program NACCESS [98]. If a protein had less than 12 residues

with ď 20% SASA, only these residues were allowed to mutate. Each mutable residue

was allowed to take on its wild-type identity and several other amino acid types. The

mutant amino acid types were determined by finding the 5-7 most likely amino acid

type substitutions based on the BLOSUM62 matrix [99]. The AMBER [34] energy

function and the Richardson’s Penultimate Rotamer Library [27] were used as input

to the algorithm. Each design run consisted of three steps: (1) A pairwise energy

matrix precomputation between all pairs of side chains [77], and a minimum energy

bound matrix precomputation for MinDEE [77]; (2) Several rounds of DEE/MinDEE
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pruning to reduce the search space; and (3) An A˚ conformational search [55, 77] of

the remaining space. Each design was run in an Intel Xeon machine with at least 4

GB of dedicated RAM and at least 2.50 Ghz of processor speed.

3.6.3 Energy function.

To evaluate molecular energetics we used an energy function very similar to the

energy function used for the previously described, empirically successful protein de-

signs [2, 100, 101]. The energy function is composed of the following energy terms:

(1) attractive-repulsive van der Waals forces, and Coulombic electrostatics with a

distance-dependent dielectric from the AMBER energy function [34]; (2) implicit

solvation terms from the Lazardis Karplus EEF1 solvation model to account for the

hydrophobic effect [90]; and (3) entropic penalties [102, 18] and reference energies [85]

to account for entropy and energetics of the unfolded protein state. The total energy

for a protein structure was calculated by computing a linear combination of all the

energy terms, using weightings for the terms as described below.

The weighting of each energy term is important for accurate results and most

successful protein designs perform some training of the energy parameters [48, 38,

100]. We trained our energy function by performing protein core redesigns on 9

structures from the PDB database that were not in the set of 69 structures used in this

study. The structures for the training set (PDB ids: 1fus, 1ifc, 1lkk, 1plc, 1poa, 1rro,

1whi, 2rhe, and 2trx) were selected from the Richardson’s Top 100 database of high-

quality curated protein structures [103]. All of them were reprotonated according to

the PDB v3 [96] standard and energy minimized with Sander [34]. Residues with

less than 20% SASA were selected to mutate; the low-SASA residues were split into

groups of 10-15 highly-interacting residues each.

Training was performed by redesigning each group of low-SASA residues with

rigid DEE/A˚ and allowing each amino acid to be mutated to the same 5-7 amino
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acids allowed in the design runs, which were based on the BLOSUM62 matrix [99]. In

addition, each wild-type rotamer was added to the rotamer library. Each redesign was

first run using 21 different coarse parameter combinations of solvation and dielectric

constant defined by a 7 ˆ 3 grid with solvation“ p0.0, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8q and

dielectric constant“ p4, 6, 10q. The optimal value found for solvation was 0.5 and

for the dielectric constant was 4. We then set solvation to 0.5 and dielectric to 4

and performed a local minimization by scaling atom radii. Scaling down the radii of

atoms decreases the effect of the repulsive term in the van der Waals energy term.

We used scales “ p0.92, 0.93, 0.94, 0.95, 0.96, 0.97, 0.98, 0.99q. The optimal atom radii

scaling factor was determined to be 0.94.

3.6.4 Native Sequence Recovery.

Each of the 69 protein systems used in our runs was manually analyzed for ligands

or co-factors that appeared close to core residues. Structures with ligands or co-

factors in close contact to the mutable design residues were not considered because

functional residues tend to be optimized for functionality and not to stabilize the

monomeric structure [86]. Forty-three protein structures remained after removing

those with interacting ligands or co-factors. Each mutation search was set up so that

approximately 12-15 core residues of the protein would be mutable. Core residues

were chosen by finding all residues with a side-chain relative solvent accessible surface

area (SASA) less than either 5%, 10%, or 20%. SASA values were determined with

the program NACCESS [98]. If a protein had less than 12 residues withď 20% SASA,

only these residues were allowed to mutate. Each mutable residue was allowed to

take on its wild-type identity and 5-7 other amino acid types. The mutant amino acid

types were determined by finding the 5-7 most likely amino acid type substitutions

based on the BLOSUM62 matrix [99]. The native rotamers were not included in the

native sequence recovery experiments. Native sequence recovery was then performed
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on the 43 proteins with PDB ids: 1lni, 1ok0, 1psr, 1t8k, 1u2h, 1usm, 1wxc, 1zzk,

2cov, 2fhz, 2hs1, 2r2z, 3d3b, 3dnj, 1l9l, 1r6j, 1u07, 1ucs, 1vbw, 1y6x, 2hin, 2j8b,

2p5k, 2wj5, 3g21, 3hfo, 3jtz, 1aho, 1f94, 1oai, 1vfy, 2b97, 2cc6, 2cg7, 2dsx, 2fma,

2gom, 2hba, 2hlr, 2ic6, 3g36, 3i2z, and 1i27.
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4

Novel Algorithms for CSPD with Continuous
Rotamers

This chapter presents work on developing novel algorithms to improve the efficiency

and speed of using continuous rotamers in protein design. Section 4.1 is adapted

from the following manuscript, which was a joint collaboration with Pablo Gainza,

and Bruce R. Donald. The remaining sections present unpublished work.

Gainza P˚, Roberts KE˚, Donald BR. “Protein Design Using Continuous

Rotamers” PLoS Comp. Bio. 8, e1002335 (2012). (˚contributed equally)

DEE with rigid rotamers is an efficient method for protein design [61, 1, 68].

However, as shown in Chapter 3, the discrete rotamer approximation is a brittle

oversimplification of protein flexibility, which leads to the design search missing low-

energy protein conformations and sequences predicted by the input model energy

function. It is important to remember that side-chains cluster in regions of χ-angle

space, so continuous rotamers better reflect these regions and more accurately search

realistic side-chain conformations. While continuous rotamers are able to find the

actual low-energy conformations, the introduction of continuous minimization to the
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design search increases the size of the protein conformational search space. This

increases the computational complexity of the design search, which comes at the

cost of an increase in the time required to design a given protein system.

Continuous rotamers effectively add an infinite number of protein conformations

to the protein design search. To handle this, MinDEE computes an upper and

lower bound on the energies that a rotamer or a pair of rotamers can achieve when

minimizing within their respective voxels. MinDEE maintains its provable guarantees

by pruning rotamers and enumerating conformations based on these energy bounds,

in contrast to rigidDEE, which prunes rotamers and enumerates conformations based

on actual energies.

Even though MinDEE is a powerful technique that prunes the design confor-

mational space by orders of magnitude, the range of allowed rotamer minimization

requires MinDEE to account for overoptimistic rotamer energy bounds. CSPD with

continuous minimization introduces three specific challenges into the osprey work-

flow compared to rigid rotamer design. First, MinDEE pruning is significantly re-

duced compared to rigidDEE because MinDEE must consider all possible rotamer

minimization patterns, which is an overestimation of the actual minimization that is

possible. Second, even if rotamer pruning was 100% effective, rotamer minimization

makes many more rotamers feasible than in rigid rotamer design. Therefore, A˚ must

consider many more rotamer conformations compared to rigidDEE and expand many

internal nodes before actually generating a full rotamer assignment. Third, when us-

ing continuous rotamers, A˚ enumerates conformations in order of their lowest-energy

bound. To find the lowest energy conformation, A˚ must enumerate conformations

until the current lower-energy bound is greater than the best energy found so far.

Therefore, the number of conformations that must be enumerated is dependent on

how tight the pairwise rotamer bounds are. In this chapter I present novel algorithms

and extensions for CSPD with continuous rotamers that specifically address each of
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these inefficiencies caused by searching a continuous space.

4.1 Greedy Estimation of Minimization (GEM)

The MinDEE algorithm is guaranteed to find the GMEC when searching over con-

tinuous rotamers, which we call the minGMEC. To efficiently prune and search over

continuous-rotamer conformations, the MinDEE algorithm computes lower and up-

per bounds on the pairwise energies of continuous rotamers (Eapir, jsq and E‘pir, jsq,

as defined above). In practice, however, these maximum and minimum bounds can

be very loose. This results in a large gap between the maximum and minimum terms,

which consequently makes the Em terms in the MinDEE pruning criterion (Eq. 5)

very large. For example, a pair of neighboring tryptophan rotamers might have a

maximum energy within a voxel of 1010 kcal{mol, but these can minimize and form

favorable stacking with an energy of ´10 kcal{mol. These large Em terms make it

difficult to prune rotamers, resulting in much less pruning than rigid DEE.

In this section we present a new criterion and algorithm, iMinDEE, which can

prune rotamers much more efficiently than MinDEE and is still guaranteed to find

the minGMEC. iMinDEE obtains improved pruning by removing the need to define

maximum bounds on continuous-rotamer energies, which eliminates the large Em

terms from the pruning criterion. The Em terms from the MinDEE criteria (Eqn.

(3.3)) were needed to account for all possible side-chain rearrangements that could

occur during protein minimization. Instead of accounting for all potential side-chain

rearrangements, iMinDEE greedily estimates how much minimization can actually

occur.

We refer to the overall technique that iMinDEE uses to prune rotamers as Greedy

Estimation of Minimization (GEM). The basis behind GEM is to greedily assume

that protein minimization occurs independently for each rotamer pair. Rotamers

are initially pruned based on this assumption, and the A* algorithm finds the best
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conformation in the remaining (unpruned) conformational search space. After this

first run, we can check whether the assumption was wrong and if the minGMEC

was pruned. Remarkably, if the minGMEC was pruned, we can provably refine our

initial assumption to obtain a new pruning criterion that is guaranteed to recover

the minGMEC, and the algorithm will run at most one more time.

4.1.1 Interval MinDEE.

We propose an improved algorithm for continuous-rotamer pruning called Interval

MinDEE (iMinDEE), which eliminates the need for defining maximum bounds on

the energy terms of rotamers. Instead, iMinDEE uses an interval term, I, that

accurately bounds the minimization that can occur within the protein. This allows

for much tighter energy bounds than the MinDEE method and therefore much more

pruning.

To account for side-chain minimization, the iMinDEE algorithm computes lower

bounds on the internal and pairwise energies of continuous rotamers. Each contin-

uous rotamer represents a continuous set of side-chain conformations (i.e., a set of

χ angles) that can be interpreted as a voxel in χ angle space. Consider a pair of

continuous rotamers, ir and js. The pairwise energy Epir, jsq of ir and js varies as ir

and js each take on conformations defined by the parameter space of their voxel. To

bound these pairwise energies, iMinDEE calculates the lowest-energy conformation

for a rotamer pair when no other side chains are present. Unfortunately, once addi-

tional residues are added to the protein, and the entire conformation is minimized,

it is no longer guaranteed that a single rotamer pair will maintain its lower bound

conformation. Thus, during the design search when calculating the energy of a full

protein conformation, the actual energy of a rotamer pair will always be higher than

the precomputed low-energy bound. The interval term, I, in the iMinDEE pruning

criteria accounts for this energy difference for all rotamer pairs.
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We now define the interval term. Let a be any valid rotamer assignment. Let

Eapaq be the low-energy bound of rotamer assignment a and let ET paq be the total

minimized energy of a. Let ` be the rotamer assignment with the lowest energy bound

and let g be the rotamer assignment of the minGMEC. By definition, Eap`q ď Eapaq

and ET pgq ď ET paq. We define the interval I as:

I ě E
T
pgq ´ Eap`q. (4.1)

We now define the iMinDEE criterion:

Eapirq `
ÿ

j‰i

min
s
Eapir, jsq ą Eapitq `

ÿ

j‰i

max
s
Eapit, jsq ` I. (4.2)

Eapirq is the lower bound on the energy of rotamer ir, and Eapir, jsq is the lower

bound on the pairwise energy of rotamers ir and it, as defined in the MinDEE section

above. If Eq. (4.2) holds, then ir is provably not part of the minGMEC.

Proposition 1. When Eq. (4.2) holds, rotamer ir can be provably pruned from the

search space because it cannot be part of the minimized global minimum energy con-

formation (minGMEC).

Proof. Let g be the rotamer vector that minimizes into the minGMEC and E
T
pgq be

the energy of the minGMEC. Let a “ gigÑit be the rotamer vector g where rotamer

ig is replaced with it. Let Edpir|aq be the internal energy of ir when rotamer vector

a is minimized and let Edpir, js|aq be the pairwise energy of ir and js when a is

minimized. Also, let ` be the rotamer vector with the lowest minimum bound. Note,

` and g are most likely not the same rotamer vector. By definition we know that

Eapaq ě Eap`q.

Adding E
T
pgq to both sides gives:

Eapaq ` ET
pgq ě E

T
pgq ` Eap`q.
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Moving Eap`q to the left side and using the definition, I ě E
T
pgq ´ Eap`q:

Eapaq ` I ě E
T
pgq.

Expanding Eapaq and ET
pgq:

Eapitq `
ÿ

j‰i

Eapit, jgq `
ÿ

j‰i

Eapjgq `
ÿ

j‰i

ÿ

k‰i

Eapjg, kgq ` I

ě Edpig|gq `
ÿ

j‰i

Edpig, jg|gq

`
ÿ

j‰i

Edpjg|gq `
ÿ

j‰i

ÿ

k‰i

Edpjg, kg|gq. (4.3)

We can use the fact that
ÿ

j‰i

Edpjg|gq ě
ÿ

j‰i

Eapjgq,

ÿ

j‰i

ÿ

k‰i

Edpjg, kg|gq ě
ÿ

j‰i

ÿ

k‰i

Eapjg, kgq

and substitute these two equations into Eq. (4.3) which simplifies to:

Eapitq `
ÿ

j‰i

Eapit, jgq ` I ě Edpig|gq `
ÿ

j‰i

Edpig, jg|gq.

We can further relax this inequality by using Edpig|gq ě Eapigq and
ÿ

j‰i

Edpig, jg|gq ě

ÿ

j‰i

min
s
Eapig, jsq and substitute into the above inequality:

Eapitq `
ÿ

j‰i

Eapit, jgq ` I ě Eapigq `
ÿ

j‰i

min
s
Eapig, jsq.

Since we will not know g during the computational search, and since
ÿ

j‰i

max
s
Eapit, jsq ě

ÿ

j‰i

Eapit, jgq, we again relax the inequality:

Eapitq `
ÿ

j‰i

max
s
Eapit, jsq ` I ě Eapigq `

ÿ

j‰i

min
s
Eapig, jsq. (4.4)
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Now, if there exists a rotamer ir that meets the criterion of Eq. (4.2) we can substi-

tute the left hand terms of Eq. (4.2) into Eq. (4.4):

Eapirq `
ÿ

j‰i

min
s
Eapir, jsq ą Eapigq `

ÿ

j‰i

min
s
Eapig, jsq.

Thus, if the pruning condition holds, rotamer ir cannot be ig, so ir can be pruned

from the rotamer search.

The smaller the value of I, the greater the pruning by iMinDEE. However, de-

termining the optimal value of I would require computing the optimal rotamer as-

signment g, so finding the optimal I is as hard as solving the problem of finding the

minGMEC. Instead, we find an approximation for the optimal value of I as outlined

below.

4.1.2 Greedy estimation of a good approximation for I.

In this section we detail the GEM technique to find a valid approximation for the

optimal value of I. The algorithm is sound, must only be repeated at most once, and

guarantees that iMinDEE finds the minGMEC. First, we choose an initial approx-

imation for I, called I0 (in our implementation we found setting I0 “ 0.5 kcal{mol

worked well). Next, we prune the rotamer library using the iMinDEE criterion

(Eq. (4.2)) substituting I0 for I. After pruning, we use A* to enumerate protein con-

formations in order of their lower energy bound and compute the minimized energy

of the enumerated conformations. Let g1 be the lowest energy conformation found

during the enumeration. Since I0 was only an initial guess for I, it is possible that

the optimal value of I is greater than I0. If that is the case, then g1 ‰ g, where g

is the minGMEC that we are trying to find. To check the validity of I0 we define a

second approximation to I called I1:

I1 “ E
T
pg1q ´ Eap`q. (4.5)
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Using the proposition below, we can determine whether I0 was a valid approximation

for I. If it was not, then I1 is guaranteed to be a valid approximation for I. Finally,

we can repeat the pruning and A* steps using I1 instead of I0, and are guaranteed

to find the minGMEC during this A* search.

Proposition 2. If I0 ě I1 then g1 “ g and the search can stop; otherwise the search

must be repeated once using I1 “ E
T
pg1q ´ Eap`q to find the minGMEC.

Proof. First consider if I0 ě I1. Then using the definitions of I1 and ET
pg1q ě E

T
pgq:

I0 ě E
T
pg1q ´ Eap`q ě E

T
pgq ´ Eap`q.

I0 satisfies Eq. (4.1), which means that the pruning criterion is valid and g1 “ g.

Now consider if I0 ă I1. In this case the pruning criterion used was not correct so

the design can be rerun using I1 instead of I0. By definition we know that I1 ě

E
T
pgq ´ Eap`q so as in the first case the pruning criterion is valid and g1 “ g.

Figure 4.1 illustrates how the entire algorithm works. The algorithm repeats at

most once and is guaranteed to find the minGMEC. Even though iMinDEE must go

through two phases of pruning and A* enumeration, this is a constant factor increase

in runtime, and in practice iMinDEE is still much faster than MinDEE. By removing

the maximum energy bounds (E‘pirq and E‘pir, jsq in Eq. (3.3)) from the MinDEE

criterion, the iMinDEE criterion is able to prune significantly more than MinDEE

(See Figure 4.2).

4.1.3 iMinDEE Methods

Protein design runs were done using rigid DEE, MinDEE, and iMinDEE. All three

algorithms performed an initial steric filter to prune rotamers that could not mini-

mize away from a clash with the template. Implementations of Goldstein DEE [62],

Goldstein Pairs, and Split Flags [63] were used for all three algorithms, while Bounds
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Figure 4.1: iMinDEE algorithm illustration. The A˚ branch-and-bound algo-
rithm completely searches the conformation space and enumerates conformations in
order of their low-energy bound. Because the search is complete, a large conforma-
tional search space can be computationally infeasible for A˚. Therefore, a pre-A˚
pruning of the conformational search space with the MinDEE algorithm or iMinDEE
algorithm can make the A˚ search feasible. A) The entire MinDEE conformation
space in the order that the A˚ algorithm would enumerate the conformations. A˚
enumerates conformations until it can prove the minGMEC (denoted as G) has been
found, but unpruned high energy conformations slow down the search. The first
conformation enumerated by A˚, corresponding to the conformation with the lowest
energy bound, is denoted L, and the lower bound on its energy is EapLq. The minG-
MEC, G, is marked by a green dot and its energy is ET pGq. B) Instead of MinDEE,
we can use iMinDEE to prune conformations with energy bounds that are higher
than the lowest energy bound by more than the initial I0 value. We then select the
lowest minimized energy found so far (i.e. as opposed to lowest energy bound) and
use that to compute the I1 value. The conformation with the lowest minimized en-
ergy is denoted G1 with a blue dot and its energy is ET pG1q. C) The iMinDEE search
is repeated if I1 ą I0. Since ET pG1q ě ET pGq, I1 meets the condition of Eq. (4.1),
and the search will not need to be repeated again. By setting I “ I1, we can use the
iMinDEE criterion (Eq. (4.2)) to prune rotamers, and the iMinDEE algorithm will
provably find the minGMEC.

Pruning [104, 77] was used for rigid DEE and MinBounds Pruning for MinDEE and

iMinDEE [77]. iMinDEE was run with an initial interval value I0 “ 0.5 kcal{mol for

all the mutation searches. I1 was chosen based on the minimum difference between

the lowest-energy bound and the lowest minimized energy found in the first run.

4.1.4 Analysis of iMinDEE

iMinDEE is mathematically guaranteed to compute the same result as the original

MinDEE, but can do so much more efficiently. To show the benefit of our approach,
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we implemented iMinDEE and applied it to the 69 protein core redesigns from Chap-

ter 3. We show that iMinDEE significantly reduces the conformation search space

compared to the original MinDEE criterion. In many cases iMinDEE is nearly as

efficient as rigid DEE, while still guaranteeing to compute the minGMEC. Finally,

we analyze the meaning and impact of the interval term, I, in the iMinDEE criterion.

4.1.5 Comparison between rigid DEE, MinDEE, and iMinDEE pruning.

The protein design runs analyzed with rigid DEE and MinDEE in the previous

section were conducted using the iMinDEE criterion. Figure 4.2 shows a comparison

between the percentage of rotamers pruned by rigid DEE, iMinDEE and MinDEE.

In all cases pruning is significantly higher for iMinDEE compared to MinDEE, and in

some cases iMinDEE pruning is as efficient, or nearly as efficient, as rigid DEE. We

again select the mid-ranking (in terms of iMinDEE pruning) Ribonuclease (1LNI)

design run to look at the results in more detail. The Ribonuclease structure has 15

residues with a SASA of less than 5% that were selected as mutable. This results in

a search space of 1.1 ˆ 1023 conformations. The MinDEE algorithm prunes 40% of

all rotamers, which reduces the number of conformations to 7.7ˆ 1019. In contrast,

iMinDEE prunes 83% of all rotamers and reduces the search space to 1.4 ˆ 1010.

Rigid DEE prunes 93% of all rotamers and reduces the search space to 1.6 ˆ 104.

This means that the remaining search space that is input into A* is 5.5 billion times

smaller when iMinDEE is used than when MinDEE is used.

Rigid DEE is not directly comparable with MinDEE/iMinDEE because, as Fig-

ure 3.3 shows, it almost always finds a different (and worse) answer than MinDEE.

We think, however, that a comparison of pruning is necessary since rigid DEE is

the standard in the field, and potential adopters of iMinDEE might feel reluctant

to migrate if it results in considerable performance penalties. Results of the prun-

ing comparison show that in most cases iMinDEE prunes with close to the same
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Figure 4.2: Comparison of rotamer pruning with rigid DEE, MinDEE and
iMinDEE. For each tested protein, this chart shows what percentage of rotamers
were pruned by each criterion. In all cases pruning with rigid DEE pruned at least
as much as iMinDEE, and pruning with iMinDEE was significantly better than
MinDEE.

efficiency as rigid DEE while maintaining the guarantees of MinDEE.

4.1.6 Analysis of the interval term.

The interval term I in the iMinDEE pruning criteria accounts for potential side-chain

rearrangements that can occur when one rotamer is changed to another rotamer.

Since the optimal value of I cannot be computed efficiently, the iMinDEE algorithm

uses the computed value I1 (Eq. (4.5)) during the final round of pruning. When we

determine that a design system has a high I1 value, by definition this means that

the difference between the rotamer pair bounds and the actual minimized energy of

the protein system is large. Thus, the I value is intrinsic to each design system, and

is a good indication of whether the system can be tractably designed or not.

Figure 4.3 shows the relationship between I1 and pruning power of iMinDEE for

our protein design test set. Clearly, as the value of I1 decreases iMinDEE can prune

more rotamers. Ten I1 outlier systems that had pruning levels at or below 50% are

labeled in Figure 4.3 (PDB ids: 1X6I, 3FIL, 1UCR, 3I2Z, 1T8K, 2BWF, 1R6J, 1CC8,

1XMK, and 2CS7). Since the pruning for these I1 outliers was low, our iMinDEE/A*
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implementation was unable to compute the minGMEC for four of these runs (1X6I,

1XMK, 1CC8, and 2CS7). Because we were not able to compute the minGMEC for

these four runs, they are not included in Figures 3.3, 3.4, and 3.5. These four runs

also ran out of memory in the rigid DEE/A* runs with rotamer library RL2, and

the runs for 1X6I and 2CS7 ran out of memory with rotamer library RL1.

Figure 4.3: Pruning vs I1 value. Most systems have small I1 values. Some
outliers have larger I1 values, and in consequence, iMinDEE loses pruning efficiency
in these systems.

A close examination of all 10 I1 outlier structures showed a common pattern: in

the absence of neighboring rotamers, rotamer pairs would minimize into conforma-

tions that were incompatible with other rotamers when all rotamers were minimized

together. Interestingly, eight of these structures have trouble spots where a single

rotamer is responsible for most of the gap between the energy lower bound and min-

imized energy. To analyze this graphically (Figure 4.4) we chose the most outlying

design run, which was of the S. pneumoniae PhtA histidine triad domain (PDB

id: 2CS7). This structure has one trouble spot involving Arg44 and its pairwise

interactions with residues Trp3, Tyr11, and Met40. Arg44 clashes with each of its

neighbors in its rigid-rotamer conformation, but each pairwise clash can be solved
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through minimization. When all rotamers are present, however, solving the clash

with one pair results in Arg44 moving to clash with another rotamer. The result is

that iMinDEE will enumerate all the conformations that contain the four mutants,

because they have a good lower bound, but none of them can result in a good global

conformation because the Arg44 clashes with all of its neighbors when they are all

present. This suggests that using a higher-order bounds computation might be able

to resolve this particular case.

Figure 4.4: iMinDEE predicts residues Trp3 (rotamer 3), Tyr11 (rotamer
1), Met40 (rotamer 8), and Arg44 (rotamer 15) in the structure of the
PhtA histidine triad domain (PDB ID: 2CS7) to achieve a low-energy con-
formation. iMinDEE precomputes low-energy bounds between all pairs of possible
rotamers in structure 2CS7. This figure illustrates the lower bound between the pairs
A)Met40 and Arg44, B) Trp3 and Arg44, and C) Tyr11 and Arg44. Favorable vdW
contacts are shown in green and blue dots, and a small steric overlap is shown in red
in pane (C). All of these pairs have favorable, low energies and iMinDEE predicts all
conformations containing the 4 rotamers shown in this chart to be among the lowest
energy structures. (D) When all four are placed in the same conformation, however,
the result is a biophysically impossible steric clash, shown by red and purple dots.

When we ran rigid DEE with rotamer library RL2 (Section 3.3), the design

runs for all of the 10 I1 outlier systems (1X6I, 3FIL, 1UCR, 3I2Z, 1T8K, 2BWF,

1R6J, 1CC8, 1XMK, and 2CS7) failed to complete because they ran out of memory.

In addition to the 10 I1 outliers, rigid DEE/A* with RL2 could not compute the

rigid GMEC in 17 other cases (Figure 3.4A) and these systems often have high I1

60



values. Therefore, rigid DEE with an expanded rotamer library is both unable to

reach the energy of the minGMEC (Figure 3.4), and unable to perform better than

iMinDEE even in cases where iMinDEE has little pruning. Since iMinDEE was able

to compute the minGMEC for the 23 systems that failed with rigid DEE/A* and

RL2 (Figure 3.4A), this further emphasizes the benefit of iMinDEE over expanded

rotamer techniques.

4.1.7 iMinDEE Conclusions

With the introduction of iMinDEE we show that continuous rotamers can effi-

ciently be searched to find the minGMEC. Our pruning results (Figure 4.2) show

that iMinDEE always prunes significantly more rotamers than MinDEE. This in-

crease in pruning greatly reduces the number of protein conformations that A* must

search through to find the minGMEC. Remarkably, iMinDEE often prunes close to

as many rotamers as rigid DEE. The comparison between iMinDEE/MinDEE and

rigid DEE pruning is somewhat complex to interpret because rigid DEE pruning is

often incorrect relative to the MinDEE criterion and the minGMEC is in most cases

pruned by rigid DEE. It could also be argued that MinDEE intrinsically should not

prune as much as rigid DEE, because its correctness criterion is more stringent (i.e.

minimization-aware). Nevertheless, we show that the pruning of MinDEE can be

greatly increased while still maintaining correctness. Both MinDEE and iMinDEE

have identical outputs, and both guarantee not to prune the minGMEC, and yet

iMinDEE prunes orders of magnitude more conformations in all cases.

Pruning with iMinDEE for each design system is greatly affected by the I1 value

for that system. The results in Figure 4.3 show that the performance of iMinDEE

can be improved by reducing the value of I1. I1 is defined as the difference between

ET pg
1q and Eap`q (Eq. (4.5)). Hence, I1 can potentially be reduced either by finding

a conformation g1 with a lower energy or by improving the lower bound on the energy
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of ` (see Figure 4.1). First, to find a low-energy conformation for g1, the I0 parameter

of the iMinDEE algorithm must be chosen with care. While a large I0 can lead to

very little pruning during the first iMinDEE pruning step, a very small I0 could

prevent a low-energy minimized conformation (i.e. a low energy conformation g1, see

Figure 4.1) from being found. This would cause g1 to have a high energy and make

I1 needlessly large. Second, improving the lower bound on the energy of ` requires

improving all of the rotamer energy bounds. The example in Figure 4.4 shows a case

where a poor lower bound on the energy of ` can arise because iMinDEE decomposes

the system into rotamer pairs and uses bounds on these pairs to compute the total

lower energy bound. One way to prevent this would be to compute lower bounds in

a four-wise manner (Arg44 would compute the lower bound with all combinations of

neighbors), but this would increase the complexity of the problem by forcing pqnq4

bounds computations, where q is the number of rotamers per residue, and n the

number of mutable residues. If a four-wise bounds computation solved this specific

case, there might be other cases where a higher-order, k-wise computation might

be necessary. However, k is most likely effectively bounded by a small constant.

Improving these bounds (Section 4.3) as well as choosing an optimal I0 for each

design system represents an interesting future research direction.

Our results suggest that the optimal value of I (Eq. (4.1)) measures the difficulty

of accurately designing a given protein system for any pairwise-energy based design

algorithm. First, we observed that larger I1 values resulted in less iMinDEE pruning

(Figure 4.3). We also found that rigid DEE with RL2 fails to complete the design

search for proteins where iMinDEE computed a large I1 value. These results suggest

that large I1-value systems represent difficult design problems for any pairwise-energy

based design algorithm. However, since the value computed for I1 is dependent on

the value of I0 chosen in the iMinDEE algorithm (as described above), it is likely that

the optimal value of I, which is approximated by I1, reflects the intrinsic difficulty
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of a design problem.

4.2 Improving the A* Search

iMinDEE is able to recover much of the pruning that was originally lost with MinDEE

when moving from rigid rotamer to continuous rotamer CSPD. While iMinDEE

pruning significantly reduces the number of conformations that A˚ must consider

during conformation enumeration, regardless of pruning power, minimization inher-

ently makes many more rotamers viable compared to a rigid design with the same

rotamer library. This fact is built into the I value of the iMinDEE pruning criteria

(Equation 4.2), but is also apparent by the ability of rotamers to minimize to much

lower energy values than in a rigid design. Therefore, improvements in osprey’s

A˚ conformational search must be improved to handle the increase in low-energy

rotamers for CSPD with continuous rotamers.

4.2.1 A* Reordering

The A˚ search technique used by osprey is based on [55] and described in Sec-

tion 2.2.4 and [77]. The A˚ algorithm was originally developed for motion planning

in robotics as a faster alternative to Dijkstra’s algorithm [105]. While protein de-

sign shares some similarities with this motion planning technique, there is a distinct

difference between the two problems. In motion planning, each edge in the tree

corresponds to a robot movement, and the output of the algorithm is the complete

path from tree root to leaf node, which corresponds to the planned robot motion.

However, in protein design, only the final leaf node (i.e. the full rotamer assignment)

is required as output, so the path that was taken to get to the leaf is discarded. In

other words, the order in which we assigned rotamers to residue positions in the A˚

tree does not matter for correctness and the path in the protein design A˚ tree does

not have any inherent meaning, as it does in motion planning.
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While the residue ordering within the A˚ tree does not affect the final output

conformation, it is certainly possible that the A˚ runtime can be affected by this

choice. Consider the example in Fig. 4.5. If the sequential residue ordering is used

for the A˚ search, all of the nodes at a depth of 2 must be enumerated. However,

when the ordering is switched, nodes at depth 2 must no longer be explored because

the depth 1 rotamers provide a clear choice for the best rotameric conformation.

Figure 4.5: Toy example of using residue position reordering to improve
the A˚ search. A) Toy design problem where two residue positions are each allowed
to mutate to three rotamers (represented by three different shapes). The intra-
rotamer energy for each rotamer at each position is shown in the table. B) Final A˚
tree expansion when position 1 is expanded first in the A˚ tree followed by position
2. In this case the entire A˚ tree must be enumerated before the GMEC can be
found. C) Final A˚ tree expansion when position 2 is expanded first in the A˚ tree
followed by position 1. In this case only one node from level 1 must be expanded to
find the GMEC.

osprey’s A˚ enumeration uses a sequential ordering of residues in the A˚ tree.

Specifically, depth m in the tree corresponds to the mth mutable residue in the

protein design problem. However, there is no specific reason why this would be

the optimal ordering of residue positions within the tree. To determine the effect of

residue position ordering on A˚ runtime, we tested two additional ordering protocols.

Residue positions were ordered in ascending or descending order based on the number

of rotamers allowed at each position.

Methods

In order to test the impact of A˚ tree ordering on computation speed, we conducted

several simple side-chain placement designs. Each design placed the side-chains onto
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the peptide ligand of a PDZ domain protein (see Chapter 5) as well as the PDZ

domain residues that interacted with the ligand. Sixteen PDZ domain proteins were

chosen for these designs. For a single PDZ domain, one side-chain placement run was

done for each possible single-residue mutation of the five most C-terminal peptide

ligand residues. Each mutable peptide residue was allowed to mutate to all amino

acids except proline and the two histidine protonation states were treated as sep-

arate amino acid types. Therefore, for each PDZ domain, 100 different side-chain

placement runs were done.

The following PDZ domain PDB structures were used for this study: 1D5G,

1KWA, 1L6O, 1N7T, 1QAV, 1TP5, 2AIN, 2FNE, 2H2B, 2HE2, 2HE4, 2I0I, 2I0L,

2IWP, 2IWQ, 2OPG. The structures were preprocessed as follows for use with os-

prey side-chain placement. A single copy of the PDZ domain bound to its peptide

ligand was isolated from each deposited structure. In the case of the structures

2H2B, 2HE4, and 2IW0, the crystal unit cell was built using Chimera [106]. All se-

lenomethionines in the protein structures were replaced by methionines and all other

non-protein residues and alternate atom positions were removed. Incomplete protein

residues in the structures were mutated to alanine, and then hydrogens were added

using the program Reduce [96]. Finally, the structures were minimized for 200 steps

with the Amber 9 software suite [35] using a nonbonded cutoff of 12 Å and a gen-

eralized Born solvent model. PDZ domain residues that interacted with the peptide

ligand were determined by calculating contact dots at the protein-peptide interface

using Probe [103]. A residue was deemed interacting if there was at least one con-

tact dot present from the interface interactions. All interacting residues and peptide

ligand residues were treated as flexible during the osprey side-chain placement.

The final input structure to osprey was an 8 Å shell of the complex that included

all residues within 8 Å of any flexible residue in the design. Continuous rotamers

were pruned using the iMinDEE pruning criteria and the allowed rotamers at each
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position were given as input to A˚. To score the protein conformations, the standard

osprey energy function with an additional hydrogen bonding term [38] was used

with a distance dependent dielectric and the following scaling terms: dielectric=8,

vdW=0.94, solvation=1, and hbond=0.55.

Results

Side-chain placement runs were done with osprey for sixteen PDZ domains bound to

peptide ligands. For each system, a separate side-chain placement run was conducted

for each single amino acid mutation to one of the five most C-terminal residues of the

peptide ligand. Every side-chain placement run was conducted with three different

A˚ tree residue orderings. First, the standard sequential residue ordering was used.

In addition, the residue positions were ordered in ascending and descending order

based on the number of rotamers allowed at each residue position after pruning. It

is important to note that there are a total of n! different residue orderings which

makes it infeasible to test all permutations of residue positions.

The two chosen orderings tested here are based on two separate hypotheses. First,

it is possible that by limiting the number of nodes in the fully expanded A˚ tree,

A˚ will inherently have to look at fewer nodes. The number of nodes in the full A˚

tree would be
ř

i“0

i
ś

j“0

|Qopjq|, where Qopjq is the set of rotamers allowed for the residue

position opjq and o is a function that defines what residue position is expanded at

tree level j. This function is minimized by ordering the residue positions in ascending

order by their number of allowed rotamers. Alternatively, since the traversal of the

A˚ tree depends highly on the energy bound of the unassigned conformation, it is

best to limit the potential error in this bound. By expanding the residue positions

with lots of rotamers early on in the A˚ tree, this quickly reduces the size of the

unassigned conformation space. Consider the A˚ enumeration of a design space that

66



has 20 residue positions and 30 rotamers at each position. In this example, 26 of the

positions have one rotamer that is clearly the best, and the remaining 4 positions

have similar energies such that all A˚ tree nodes for those levels must be expanded.

If you enumerate the 26 positions with one clear rotamer first, you will only have to

enumerate 837,956 nodes, but if you enumerate the 4 positions with similar energies

first, solving the search will require 21,897,930 nodes. This is a 26-fold increase in

the number of nodes that must be searched.

Side-chain placement with osprey was run using continuous rotamers and iMinDEE

pruning. Once rotamers were pruned, A˚ was used to enumerate the lowest energy

conformation from the remaining rotamers. Because we are interested in A˚ runtime,

all reported metrics pertain to the first full conformation output from A˚. Because

we are using continuous rotamers instead of discrete rotamers, the first enumerated

conformation will have the lowest bound, but will not necessarily be the GMEC. In

total, 3001 side-chain placement runs were performed, and in over 61% of the runs

the descending ordering of residue positions was fastest (34% for ascending and 3%

for sequential ordering). Overall, for all side-chain placements, A˚ was able to find

the optimal solution in less than 45 seconds with at least one of the three residue

orderings. However, the time to find the optimal solution varied dramatically for

some of the design predictions when using different residue orderings (Fig. 4.6A). In

one case, A˚ with descending ordering only needed to expand 249 nodes to find the

optimal solution in 145 ms, while the reverse ordering had to expand 3,348,183 nodes

and took 244,583 ms to complete. This is a 1687-fold speedup just by reordering the

residues in the A˚ tree. There are also cases where the ascending order is dominant.

For example, one side-chain placement completed in 55 ms and expanded 357 nodes

with the ascending order, while taking 138,513 ms and expanding 3,586,142 nodes

using the descending order (a 2518-fold speedup).
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Figure 4.6: Fold improvement in runtime and number of A˚ nodes for
different residue position orderings. A) Max fold improvement for the three
different A˚ residue position orderings (plotted on log scale). B) Max fold im-
provement in the number of A˚ nodes required to find the lowest energy-bounded
conformation. (plotted on log scale).

Discussion

By properly ordering how the A˚ tree expands partial conformations, a significant

increase in A˚ runtime can be achieved. The majority of the time (61%) it was

beneficial to order the residues in descending order, however this is not a universal

rule, and in some cases can lead to a significant loss in runtime (up to a 2518-fold loss

for the designs tested). All designs tested here were for side-chain placement runs,

and it is expected that these discrepancies will grow larger for more complex protein

designs. Therefore, it is important to develop a heuristic1 for ordering residues to

avoid sub-optimal orderings. One possibility is to run two A˚ searches in parallel,

one with each of the heuristics considered here, and stop the searches when one of

the two A˚ runs has found the answer. Alternatively, we can explore alternative

heuristics to more consistently order the A˚ residue positions in the correct order.

The two heuristics considered here rely on ordering residue positions based on the

number of allowed rotamers per position. Since the A˚ tree exploration is determined

by expanding nodes with the lowest f score, a more powerful heuristic would be one

that actually considers node f scores or at least partial conformation energetics.

1 It is important to clarify that the use of heuristic here is different from the meaning of heuristic
used in Chapter 1 to describe certain CSPD algorithms. In Chapter 1, the term heuristic is used in
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Consider the progression of the A˚ algorithm. Every child node contains a more

complete conformation than its parent, which results in fpchildq ě fpparentq be-

cause the hpxq score is guaranteed to be overoptimistic. The fpxq score continues to

increase until a leaf node of the A˚ tree is found. Therefore, an improved residue or-

dering heuristic would be to choose the next residue position based on which residue

position resulted in the largest fpxq scores at the next level. More specifically, it

would be desirable to choose residue position i to be expanded at depth m` 1 such

that the minimum fpxq score for all nodes at level m`1 is larger than with any other

choice of i. This heuristic effectively accelerates the A˚ search by getting the fpxq

scores of the partial conformations as close to the real fpxq scores as fast as possible.

Unfortunately, to evaluate this heuristic would require computing all fpxq scores for

all nodes at a given tree depth. The goal of A˚ is to avoid expanding the entire tree,

so this heuristic conflicts with any gains achieved by the A˚ search. Fortunately, this

heuristic can be combined with an A˚ extension developed by Pablo Gainza (Sec-

tion 4.2.2), where the depth of the tree does not determine the next residue position,

but each node can choose its next residue position as it is expanded. This approach

makes significant gains in efficiency and can solve problems that were impossible to

solve with the original A˚ implementation.

4.2.2 A* Heuristic Improvements

The heuristic to order residues in the A˚ tree developed above is founded on the idea

that we want to get to the largest f scores in the search as fast as possible. The f

score is defined fpxq “ gpxq` hpxq, where hpxq is a bound on the unassigned partial

contrast to provable to describe algorithms that do not guarantee to find the optimal solution with
respect to the input model. Here, heuristic is used to describe an educated guess about how to order
the residue positions in the A˚ tree. The use of a heuristic does not affect the provable guarantees
of the A˚ search, just how long it takes to reach those guarantees. Additionally, the A˚ f score is
also called a heuristic (see Section 4.2.2) because it heuristically bounds partial conformations and
is distinct from the ordering heuristic we are developing here.
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conformation at a given node. As defined in the original A˚ search (Equation 2.5),

hpxq is a very overoptimistic bound on the unassigned conformations energy. Con-

sider the last term in hpxq:
n
ř

k“j`1

min
qkPQk

Epqj, qkq. This term finds the rotamer qk with

the minimum pairwise energy with qj over the remaining unassigned residue posi-

tions. However, because we are calculating a pairwise bound, there is no requirement

that qk be the same rotamer for all j “ m`1, ..., n. This means different rotamers at

position k can contribute to hpxq, resulting in an infeasible conformation. Ultimately,

hpxq finds the local lowest pairwise energy for every unassigned residue pair and does

not consider that two rotamers can not be present at the same residue position in an

actual conformation. Below we present two different methods to improve the hpxq

score of the A˚ heuristic1.

Linear Programming-based Bounds

The protein design problem can be represented as a graph search problem [59]. In

this framework, the graph G is an undirected p-partite graph with node sets V1, ..., Vp

for each residue position, where Vi includes a node u for each rotamer ir at position i.

Each internal node is assigned a weight equal to the intra rotamer energy Epirq and

there is an edge between every interacting rotamer pair ir and js where the weight

of the edge is Epir, jsq. The GMEC is found by choosing a single node u per Vi that

minimizes the weight of the induced subgraph.

This graph problem can be formulated as an integer linear program (ILP) and

solved using standard techniques [107, 108]. The ILP is as follows [59]:

Minimize: E “
ÿ

xpirqEpirq `
ÿ

xpir, jsqEpir, jsq (4.6)

subject to
ř

rPi

xpirq “ 1 For all i
ř

sPj

xpir, jsq “ xpirq For all pir, jq pairs
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where xpirq, xpir, jsq P r0, 1s. When the decision variable xpirq or xpir, jsq is set

to 1, this corresponds to choosing rotamer ir or rotamer pair pir, jsq respectively.

The ILP problem is just as difficult to solve as the original protein design problem.

However, the integrality constraints on the decision variables xpirq and xpir, jsq can

be relaxed to continuous constraints 0 ď xpirq ď 1, 0 ď xpir, jsq ď 1. Now we

obtain a linear program (LP) that can be solved efficiently. When the solution to

the linear program is integral, we obtain exactly the GMEC and when the solution is

non-integral, the solution is a lower bound on the GMEC. Therefore, the LP solution

can be used as an A˚ heuristic. Importantly, the LP constraints enforce the fact that

a protein conformation can only have one rotamer present at each residue position,

an improvement over the current ospreyA˚ heuristic.

Bounds Using Local Consistency

An alternative lower bound A˚ heuristic can be found by formulating the protein

design problem as a weighted constraint satisfaction problem (WCSP) [109]. A

WCSP is defined as a tuple P “ pA,Q, Cq. A is a vector of n variables where each

variable Ai has a finite domain, Qi P Q. C is a set of local cost functions cs P C where

each cost function cs : As Ñ N Y t8u is defined over a subset of variables AS Ď A.

The WCSP formulation can be easily used to define the CSPD problem (originally

defined in Section 2.2.2). In fact, the definitions for A and Qi are the same for the

WCSP formulation and the CSPD problem definition in Section 2.2.2: variable Ai

corresponds to the ith mutable residue position, and its domain, Qi, consists of the

rotamers that can be placed at position i. Therefore, all that is left to convert the

CSPD problem into a WCSP is to appropriately define the cost functions. Remember

that the energy (cost) of a fully assigned conformation a is defined by Equation (2.1)

shown below:
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Epaq “ Etempl `

n
ÿ

i“0

Epaiq `
n
ÿ

i“0

n
ÿ

j“i`1

Epai, ajq.

The internal energy function Epaiq defines a set of WCSP unary cost functions,

tci : |As| “ 1u, and the pairwise energy function Epai, ajq defines a set of WCSP

binary cost functions, tcij : |As| “ 2u (Figure 4.7). Also, the template energy Etempl

corresponds to the WCSP zero-arity cost function, cH. Using these relationships, the

CSPD energy function can be converted to the corresponding WCSP cost functions,

which defines CSPD as a WCSP. However, in WCSPs the cost function can only take

on values in E “ NYt8u, so the CSPD energy function must be scaled to this range.

The minimum value for any cost function is K “ 0 and the max value is J “ 8.

Figure 4.7: Correspondence between CSPD energy function and CSPD
cost functions. Schematic showing the correspondence between the CSPD energy
function (shown above) with the WCSP cost functions (shown below). WCSP en-
forces local consistency with the functions ProjectUnary, Project, and Extend.
ProjectUnary transfers costs from the unary costs to the zero-arity costs. Project
moves costs from the pairwise costs to the unary costs, and Extend moves costs
in the opposite direction from the unary costs to the binary costs. Note that in
the CSPD energy function, Etempl only includes energies from non-mutable residues.
However, ProjectUnary can move costs from mutable residues onto the zero-arity
cost which makes the zero-arity cost contain energies from both mutable and non-
mutable residues.

WCSPs are often solved by a branch and bound tree search similar to A˚ [110].

At each node in the tree, local consistency is enforced on the current subproblem
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defined by the tree node. Local consistency conditions were first developed to solve

constraint satisfaction problems (CSPs) which are a special case of WCSPs where

each cost function is a boolean function, cs : As Ñ t0, 1u. In CSPs a complete variable

assignment is consistent if it satisfies all cost functions. By continually eliminating

variable assignments that are inconsistent with the cost functions, it is possible to

find a solution to the problem. Two types of local consistency are of particular

importance to WCSPs: node consistency, which enforces unary constraints (intra-

rotamer energies), and arc consistency, which enforces pairwise constraints (rotamer

pair energies). Node and arc consistency are defined as follows [110]:

• Node consistency. The assignment ir P Qi is node consistent if cH` ciprq ă J.

Variable i is node consistent if: 1) all values ir P Qi are node consistent and 2)

there exists a value ir P Qi such that ciprq “ K. The WCSP is node consistent

if each variable is node consistent.

• Arc consistency. An assignment of variable Ai, ir P Qi, is arc consistent with

respect to cij if 1) there is a value js P Qj such that cijpr, sq “ K and 2) ir

is node consistent. A variable Ai is arc consistent if all values ir P Qi are

arc consistent with respect to all binary cost functions defined over variable i:

cij for all Aj P A. The entire WCSP is arc consistent if every variable is arc

consistent.

A variable assignment ir that is not node or arc consistent can be removed from

the variable’s domain, Qi. Note that maintaining local consistency using these rules

does not change the problem, but rather reduces the problem search space. In

practice, node and arc consistency is enforced by moving costs from binary cost

functions to lower arity (unary or zero-arity) cost functions. As defined in [111],

there are three main ways to move costs within the WCSP: ProjectUnary, Project,
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and Extend (Figure 4.7). Figure 4.8 shows examples of applying each function to a

simple design problem consisting of two residue positions with two rotamers allowed

at each level. ProjectUnary moves costs from a unary cost function to the zero-arity

function (Figure 4.8A-B). In the example, the values at variable i have costs of 1

and 2. Therefore, we know that regardless of which rotamer we choose (ir or is), the

optimal cost must be at least 1. Therefore, we can subtract 1 from both unary costs

at position i and add 1 to cH. We can do the same analysis with variable B, which

results in adding an additional 1 to cH and subtracting 1 from the unary costs of jr

and js.

The Project function transfers pair costs to unary costs. Consider the rotamer

ir in Fig. 4.8B. The rotamer has two pair cost functions associated with it, repre-

sented as two edges from ir to jr and js. Similar to the analysis that was done for

ProjectUnary we can see that the edge costs are 1 and 4 for pir, jrq and pir, jsq,

respectively. Therefore, the cost of pairing ir with any value in j will be at least 1.

Therefore, we can transfer a cost of 1 from each edge going from ir to a rotamer at

position j, by subtracting 1 from the edges and adding 1 to the cost of ir. This is

written as Projectpi, r, j, 1q and the result of applying this function to the WCSP

in Fig. 4.8B is shown in Fig. 4.8C.

Finally, Extend does the opposite of Project and transfers unary costs back to

pair costs so that the pair costs can be efficiently consolidated on other unary costs.

Consider the transition from panels C to D in Fig. 4.8. In this example a cost of 1 is

being transferred from value js to its edges connecting it to variable i. This is done

by subtracting 1 from the cost of js and adding 1 to the cost of each edge from js to

variable i. Note that by transferring this cost from js, both edges from is now have

the same cost. Those costs can be consolidated to is using the Project function

shown in Fig. 4.8E. Through this process, both rotamers at variable i have non-zero

costs, so another application of ProjectUnary to variable i moves those costs from
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variable i to the zero-arity cost function.

The ProjectUnary, Project, and Extend functions can be applied iteratively to

a WCSP (see function FindFullSupports in [111]) to simplify the WCSP, while not

altering it solutions. As local consistency is enforced, the zero-arity cost function

continually increases when the ProjectUnary function transfers non-zero costs from

unary cost functions to cH. By definition, the zero-arity cost is guaranteed to be a

lower-bound on the cost of the best solution. In the protein design WCSP formulation

the costs are defined to be the intra- and pairwise rotamer energies, so cH is a lower-

bound on the GMEC. Therefore, we can use cH as an admissible A˚ heuristic.

Methods

A* Heuristics. At each node in the ospreyA˚ search, a heuristic fpxq score is com-

puted that provides a lower bound for the energy of all protein conformations allowed

for that node. Two new heuristics were implemented in osprey alongside the orig-

inal A˚ heuristic (Eq. 2.3). First, a linear programming-based A˚ heuristic (ASLP)

was implemented, which replaces the original A˚ fpxq score computation with a sin-

gle LP optimization. The linear program was defined as in Equation (4.6), except

that the decision variables for rotamers already assigned at the given node were

set to 1. A LP solver was implemented in osprey using the Gurobi optimization

suite application programming interface (Version 5.5) [107]. The second A˚ heuristic

(ASWCSP) uses the WCSP zero-arity cost computed by enforcing local consistency

on the A˚ node subproblem to bound the conformations allowed at the A˚ node.

For a residue position that is assigned rotamer ir within an A˚ node partial confor-

mation, the costs for all other rotamers at that position, tis : s ‰ ru, were set to

J in the WCSP for that node. Costs for the remaining rotamers were defined by

the computed energy matrix. A modified version of the WCSP solver Toulbar2 [112]

(Version 0.9.5) was integrated with osprey to find the zero-arity WCSP bound for
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Figure 4.8: Example of enforcing local consistency on a toy design prob-
lem. A) The protein design problem represented as a graph. The two mutable
residues (i,j) are represented as ovals. Each mutable position can take on two ro-
tamers represented as the blue and yellow squares. The intra-rotamer energies are
shown within the squares, and the pairwise energies are shown on the correspond-
ing edges. Each subsequent panel shows the effect of applying the listed function
to the WCSP graph in the previous panel. Costs shown in red are costs that were
modified by the listed function. Red dotted edges are edges with zero cost. These
edges are removed in later panels for visual clarity. B) Node consistency is enforced
by the ProjectUnary function. Here the unary rotamer costs have been moved to
the zero-arity cost function, cH. Consider the application of ProjectUnarypiq to the
design problem. Regardless of the choice of rotamer at position i, we know that the
minimum cost will be 1. Therefore, we can safely subtract 1 from the unary cost
of ir and is, and add 1 to the zero-arity cost. Similarly, the same operation can be
done for residue position j. C) The result of applying the function Projectpi, r, j, 1q
to the design problem in panel B. The Project function takes pairwise costs and
transfers them to unary costs. Consider the rotamer ir. Regardless of the rotamer
chosen at position j the minimum cost associated with any edge from ir to any ro-
tamer in j is 1. Therefore, we can subtract 1 from each edge from ir to residue j
and update the unary cost of ir by adding 1. D) The Extend function can by used
to consolidate unary costs onto pairwise costs in order enable later Project calls to
efficiently consolidate costs onto unary functions. Here the Extend function extends
1 energy unit from the unary rotamer cost of js to residue i. E) The Project func-
tion is applied to the design problem in panel D. F) Since the unary costs have been
updated for residue i, ProjectUnarypiq can be run to again move the unary costs to
the zero-arity function. The GMEC, tir, jru, can be found by choosing the rotamer
for each residue position with the minimum cost. Note that choosing the minimum
cost rotamers in panel A, tis, jru does not result in the GMEC. By moving higher
order costs (pairwise and unary costs) to lower order costs (unary and zero-arity
costs), the unary-valued costs better reflect which variable assignment is best, which
simplifies the original search problem. cH provides a relatively tight lower bound on
the optimal cost and in this case is actually equal to the GMEC energy.
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each A˚ node.

Dynamic A* Reordering. Dynamic A˚ reordering was tested in combination with the

ASLP and ASWCSP heuristics to improve A˚ conformation enumeration. Dynamic

A˚ reordering is a method to expand A˚ nodes such that conformations closest to the

GMEC are quickly targeted (originally developed for osprey by Pablo Gainza). The

overall idea is that A˚ nodes at a given depth m can choose which residue position

to expand next based on which residue position will move the search closest to the

GMEC. This removes the correspondence between the depth in the A˚ tree and the

residue position. A dynamic A˚ node contains a set of rotamers P that have been

assigned and a set of unassigned residue positions, U . There is no requirement that

the rotamers in P have sequential residue positions as there was in the definition

of the partial rotamer assignment p in Section 2.2.4. This means that the residue

positions in U are not required to be sequential either. Therefore, dynamic A˚ adds

a step to the traditional A˚ search where the next residue position to be expanded is

chosen from U . Different strategies can be used to choose the next residue position

for a given A˚ node. We have chosen to use the position that maximizes the f score

of all child nodes. Thus, the chosen residue position is the position i:

i “ arg max
iPU
rmin

r
fpP Y tiruqs (4.7)

A˚ enumeration continues as normal with each node choosing the residue position to

expand next instead of expanding residue positions in a predetermined order. The

original A˚ heuristics in Section 2.2.4 can be updated to reflect this change:

fpxq “ gpxq ` hpxq (4.8)

gpxq “
ÿ

piPP

rEppiq `
ÿ

pjPP,jąi

Eppi, pjqs (4.9)
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hpxq “
ÿ

jPU

min
qjPQj

rEpqjq `
ÿ

piPP

Eppi, qjq `
ÿ

kPU,kąj

min
qkPQk

Epqj, qkqs (4.10)

Dynamic A˚ reordering was tested with the original f score shown above and

with the LP and WCSP heuristics. Each of the new A˚ heuristics is more complex

than the original heuristic, so the computation time for a single node is higher than

that of the original heuristic. For efficiency, the determination of the next position

to expand was done using the original fpxq score, but when a node is inserted into

the A˚ tree the new heuristic was used.

Design Tests. Six difficult (high I1 value) design systems from [40] were chosen to

test the efficiency of the new A˚ heuristics (PDB id: 1CC8, 1I27, 1T8K, 1UCR, 2CS7,

2QCP). Core residues with ă 30% relative side-chain solvent accessible surface area

were chosen to mutate during the design search. Each mutable residue was allowed

to take on its wild-type identity and several other amino acid types. The mutant

amino acid types were determined by finding the 5-7 most likely amino acid type

substitutions based on the BLOSUM62 matrix [99]. Rigid rotamer osprey designs

were conducted using the AMBER [34] energy function with EEF1 solvation [90]

and the Richardson’s Penultimate rotamer library [27]. The following energy func-

tion weights were used: distDepDiel=true, dielectConst=6.0, solvation=0.50, and

vdwMult=0.95. To ensure that a sufficient number of rotamers were present for the

enumeration step, only Goldstein DEE pruning [62] was used. Each design was run

on a single processor and given 2 GB of RAM.

Antibody A* Search. The full interface design of the antibody structure VRC07 bound

to gp120 (see Chapter 6.2) with continuous rotamers was used to test the A˚ proto-

col. The gp120-VRC07 structure was preprocessed as described in Section 6.2. The

program Probe [103] was used to determine the gp120-VRC07 interface residues.

Residues were considered part of the interface if the residue contributed at least one
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probe dot to the interface interactions. Residues on gp120 were allowed to be flexible

while residues on VRC07 were allowed to mutate to any amino acid except proline. In

total there were 27 flexible residues and 24 mutable residues. The following weights

were used for the osprey energy function: distDepDiel=true, dielectConst=20, sol-

vation=0.76, and vdwMult=0.9. iMinDEE Goldstein, Split Flags (1 and 2 splits),

and magic bullet pairs pruning with I “ 0.0 was conducted before the A˚ conforma-

tion enumeration was used to find the conformation with the lowest energy bound.

Each design was run on a single processor and given 12 GB of RAM.

Results

The new A˚ enumeration heuristics were tested on six design systems from [40].

ASLP and ASWCSP were both used with and without dynamic A˚ reordering. For

every design system, the new heuristics significantly reduce both the run-time of the

A˚ enumeration and the number of A˚ nodes that must be explored and created

during the tree search (Fig 4.9). Out of the six designs, only one (PDB id: 1I27) was

able to complete with the original A˚ heuristic (the other five ran out of memory).

Yet, the two new heuristics were able to complete all of these designs. These dramatic

improvements are a direct result of the tightness of the new heuristic bounds over

the original A˚ heuristic. For example, in the design of the Atx1 metallochaperone

protein (PDB id: 1CC8), after 1000 A˚ nodes are inserted into the search tree the

lowest bounds are only 1.3 and 3.9 kcal/mol away from the GMEC energy with

ASLP and ASWCSP respectively. In contrast, the original A˚ heuristic is more than

66 kcal/mol away from the GMEC. Therefore, the original A˚ heuristic must search

through many more nodes because all of the nodes appear to contain lower-energy

conformations than they actually do.

The efficiency gains from the ASLP and ASWCSP heuristics can be further im-

proved by allowing each A˚ node to dynamically choose which residue position to
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Figure 4.9: A˚ Heuristic Results. A) The runtime for each design system using
the three A˚ heuristics (original A˚, linear programming-based, and WCSP-based).
Each heuristic was run with and without dynamic reordering. Designs that ran out
of memory are plotted at 24 hours (86,400 seconds). B) The total number of A˚
nodes that were created during the A˚ enumeration search. For the designs that ran
out of memory, the total number of nodes when the run stopped is plotted.

expand next. The dynamic A˚ reordering in combination with the original A˚ heuris-

tic is able to finish two of the five designs that are not able to finish with the original

heuristic alone. By allowing each node to choose the next residue position that is

expanded, the residue position that will increase the bound the most can be chosen

which dramatically shortens the search path. In some cases, the reordering can have

a dramatic effect on runtime. In the case of 2QCP, the ASWCSP heuristic with no

reordering is the slowest of the new heuristic methods, but by allowing A˚ reordering,

the computation time is reduced by a factor of 522 and becomes the fastest search

method. Overall, ASWCSP with reordering is the fastest enumeration method for

all six designs.

The six osprey designs tested above were rigid rotamer designs, but it is also im-

portant to explore how the new heuristics work on continuous rotamer designs. The

design of the VRC07-gp120 interface was used to test the new heuristics. iMinDEE

pruning was used to reduce the size of the search space before enumerating con-

formations with A˚. iMinDEE was able to prune 4694 out of the 4916 possible
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rotamers. This reduced the A˚ conformational search space from 3 ˆ 1074 to 1020.

While iMinDEE prunes close to 100% of the available conformations, A˚ must still

search through 1020 conformations to find the conformation with the lowest bound.

For this design the original ospreyA˚ implementation was unable to find the

optimal conformation within 21 hours of runtime. In contrast, the new ASLP with

reordering implementation was able to find the optimal solution in 33 seconds. The

new A˚/LP protocol was able to find the optimal solution after expanding only 57

nodes with a total of 324 nodes in the entire tree. The original protocol expanded

over 3,000,000 nodes and inserted over 20,000,000 nodes into the tree. Clearly, the

new heuristics are superior to the original A˚ heuristic. The goal of the new heuristic

was to generate nodes with fpxq scores as close to the optimal solution as fast as

possible. The fpxq score of the optimal conformation was -134.0 while the fpxq score

of the first node from the new A˚ heuristic was -134.6. In contrast, the original

heuristic generated an initial fpxq score of -167.6, over 33 kcal/mol away from the

optimal solution.

Discussion

By using A˚ in combination with an LP- or WCSP-based heuristic, large efficiency

gains were achieved in the A˚ tree search. The original A˚ heuristic produced bounds

that did not tightly bound the actual conformation energies, largely because the

original heuristic did not enforce that only one rotamer is allowed per residue position.

By enforcing this constraint, the ASLP and ASWCSP heuristics are able to find much

tighter bounds than the original heuristic. The improvement in bounds for ASLP

and ASWCSP comes at the cost of a longer computation time for each individual

bound calculation. For example, in the 1I27 design without A˚ reordering, on average

the original heuristic was able to calculate about 5540 nodes/second, while ASLP

and ASWCSP were much slower at 9 and 31 nodes/second respectively. While the
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new heuristics take longer to calculate than the original heuristic, this penalty is

outweighed by the significant decrease in nodes that must be expanded. In the same

1I27 example, the original heuristic required over 1,000,000 nodes while ASLP and

ASWCSP only required 291 and 613 nodes respectively.

All of the A˚ heuristics tested can be further improved through the use of dynamic

A˚ reordering. Similar to the use of the new heuristics, reordering the A˚ tree

requires additional computation compared to the original A˚ tree search, but this

additional computation time is outweighed by the reduction in total nodes that must

be visited during the A˚ search. For the 1I27 design using the original A˚ heuristic,

dynamic reordering reduced the average time per node from 5540 nodes/second to

807 nodes/second, but also reduced the total nodes in the tree from over 1,000,000 to

74,000. Dynamic A˚ specifically expands residue positions in an order that increases

the energy bounds as quickly as possible to reach the GMEC in as few nodes as

possible. These improvements now allow the A˚ conformation enumeration to handle

a much larger number of rotamers than was previously possible. This is particularly

important when using continuous rotamers, because allowing minimization during

the design search increases the number of favorable rotamers and reduces the overall

efficiency of DEE-based pruning (Section 4.1.5).

While the LP and WCSP-based heuristics both provide significant benefits over

the original A˚ heuristic, there are some important differences between them. First,

ASLP always requires fewer nodes in the A˚ tree than ASWCSP. This implies that

ASLP yields tighter bounds than ASWCSP, which is indeed the case. This is ex-

pected because the LP heuristic is a relaxation of the ILP protein design problem.

It is possible that for many of the A˚ nodes the LP heuristic actually finds an exact

integer solution to the subproblem, which is guaranteed to be the actual GMEC for

that subproblem. In contrast, the WCSP heuristic does not actually solve the sub-

problem, but rather enforces local consistency to increase the zero-arity cost function
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as high as possible. Since the ASLP heuristic takes longer on average to determine

the bound for a given node, presumably because it requires more work to find a

tighter bound, the ASWCSP heuristic is able to solve the problem faster than ASLP

when the two heuristics are required to expand a comparable number of A˚ nodes

(Fig. 4.9).

When the A˚ heuristic does not produce tight bounds, A˚ must look at many

partial conformations that it would be able to ignore if the bounds were tighter.

The tightest bounds are found by ASLP, the next tightest by ASWCSP, and finally

the loosest bounds come from the original A˚ heuristic. Therefore, ASLP always

requires the least number of A˚ nodes, followed by ASWCSP, and finally the original

A˚ heuristic requires the most A˚ nodes. Dynamic A˚ reordering allows the A˚

search to specifically enumerate residue positions such that the heuristic bounds will

increase as quickly as possible. Effectively, dynamic A˚ reordering allows the A˚

search to organize the tree such that many nodes in the tree can be skipped. But if

the subproblem is always solved exactly, the best node at a given level is always the

correct node, so there is no need for reordering. Therefore, dynamic A˚ reordering

should provide the most benefit to the heuristics with the loosest bounds. This is

confirmed in our design experiments. The fold-improvement in runtime due to using

dynamic A˚ reordering was always the highest for the original heuristic (average for

three finished runs: 67-fold improvement) and provided the least improvement when

combined with the ASLP heuristic (average 3-fold improvement).

Overall, ASWCSP with reordering dominates the other A˚ heuristic methods in

terms of runtime. It is interesting to explore why the WCSP-based heuristic is so

efficient. ASWCSP formulates each A˚ node subproblem as a WCSP and uses local

consistency to bound the subproblem. Local consistency is enforced through the

iterative application of the three subroutines: ProjectUnary, Project, and Extend.

Importantly, each of these subroutines is a local function that operates on two residue
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positions. This is in contrast to a method like DEE that must bound an entire con-

formation to prune a specific rotamer. Therefore, the local aspect of local consistency

allows enforcement to operate quickly and efficiently. Also, remember that the goal

of local consistency is to move rotamer costs from higher-order terms (pair and intra-

rotamer energies) to lower-order terms (intra-rotamer and template energies). This

transfer of costs makes the template and intra-rotamer energies much more infor-

mative during the search than they were in the original A˚ search. Essentially, by

reducing the pair term energies as much as possible, their contribution to the overall

energy is reduced, and it is more likely that the lowest-energy intra-rotamer energy

will actually give the lowest overall energy within the full protein conformation. This

can be observed in the example design problem shown in Figure 4.8. In the original

problem, if rotamers were chosen based on their intra-rotamer energies, the result-

ing conformation would be (is,jr), which is not the GMEC. But if the rotamers are

chosen in the same manner after local consistency has been enforced, the resulting

conformation would be (ir, js) which is the GMEC.

Here we have presented two A˚ heuristics that can be used for protein design

in combination with DEE/A˚ and iMinDEE/A˚ to find an in order list of confor-

mations based on either their energy (rigid rotamers), or energy-bounds (continuous

rotamers). While these heuristics are obviously not the only A˚ heuristics available

(for example, DEE could be performed at each A˚ node to reduce the sub-problem

search space), they demonstrate the trade-off between how accurate the heuristic is

and the computation time/complexity of the heuristic. It is important to consider

these metrics when deciding which heuristic to use or developing a new one.

4.3 Improving Pairwise Bounds

When using continuous rotamers for protein design, both DEE pruning and A˚ con-

formation enumeration rely on pairwise bounds instead of the actual energies of rigid
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rotamers. Continuous rotamers allow the CSPD algorithm to find much better con-

formations, however, this means that the conformations are enumerated in terms of

lowest energy bounds instead of lowest energies. To find the lowest energy conforma-

tion, A˚ must continually generate solutions until the lower bound of a conformation

is higher than the minimum energy of a previously enumerated conformation. The

number of conformations that must be enumerated depends on how closely the pair-

wise bounds reflect the actual minimized energies. For the designs from Section 4.1,

the number of required conformations sometimes exceeded 440,000 before the minG-

MEC was confirmed. The following section addresses the challenge of improving the

bounds computation to improve the overall runtime of the iMinDEE algorithm.

The tightness of the pairwise bounds is defined by the optimal I value (I “ Epgq´

Eap`q) in the iMinDEE pruning criteria. The larger this value, the more difficult

it is to prune rotamers and the more conformations that need to be enumerated by

A˚. Section 4.1.6 explores an example with a large I value. Because the bounds

are pairwise, when a bound Eapir, jsq is determined, side-chains at other mutable

residue positions are excluded from the calculation. This leads to three reasons

why the bounds may be overoptimistic. First, it is possible that when calculating

Eapir, jsq, ir minimizes to the dihedral angles pχ1, χ2, χ3, χ4q, but for Eapir, ktq, ir

minimizes to another dihedral position pχ11, χ12, χ13, χ14q. Therefore, when the partial

conformation (ir, js, kt) is chosen, it is impossible for ir to simultaneously optimize

its interaction to js and kt. Second, rotamers ir and js might both minimize to

similar Cartesian positions when their interaction with kt is optimized, but cannot

both occupy the same space when the partial rotamer assignment (ir, js, kt) is chosen.

Third, rotamers ir and js might minimize to an optimal position with each other,

but when another rotamer kt is added to the conformation, ir and js are disrupted

from their optimal pairwise position by steric interactions with kt.

In order to account for these complications with pairwise bounds, higher-order
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minimization must be taken into consideration. We present three different ways to

improve upon the pairwise bounds during a protein design search with continuous

rotamers. We first describe a straightforward method to incorporate higher-order

minimization into the A˚ heuristic. Then, we describe two methods that target and

improve specific pairwise-bounds during the design search.

4.3.1 Minimizing during A*

One straightforward way to reduce the number of conformations that must be enu-

merated by A˚ is to use actual energies to score A˚ nodes instead of pairwise bounds.

Specifically, gpxq for a given node can be calculated by minimizing all of the rotamers

in the partially assigned conformation of that node. This is a form of lazy evalua-

tion, where the actual minimized energy for a partial conformation is not calculated

until a node with that partial conformation is inserted into the A˚ tree. The full

minimization of a conformation (or partial conformation) is a relatively slow step for

CSPD, so adding a minimization step as a frequently called subroutine of a CSPD

algorithm can significantly increase the time it takes to complete a design. The

original osprey/A˚ search protocol often required the expansion of millions of A˚

nodes (or ran out of memory generating nodes before the search concluded; Sec-

tion 4.2.2), making minimization of partial conformations prohibitively expensive.

However, with the new ASLP and ASWCSP protocols, only hundreds or thousands

of nodes need to be expanded, which makes lazy minimization a viable option.

The new ASLP heuristic was modified to include minimization of the partially

assigned conformation for a given node (called minA˚). The gpxq score for a node

is now the fully minimized energy of the partially assigned conformation. The hpxq

score uses LP as in Section 4.2.2 to find a bound on the remaining unassigned con-

formation. To ensure no double counting of energies, the energies of the assigned

rotamers in the LP were set to 0 in the objective function. Since minimization is
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now done during the A˚ expansion, this new approach guarantees that the first con-

formation output by A˚ must be the lowest energy conformation instead of merely

the conformation with the lowest energy bound. MinA˚ can be used in combination

with iMinDEE to efficiently find the minGMEC.

4.3.2 Targeting Partial Conformations with the Worst Bounds

CSPD algorithms that use continuous rotamers are required to enumerate protein

conformations in order of their lower-energy bound instead of the conformations’

fully minimized energies. The number of conformations that must be enumerated

to guarantee an algorithm finds the minGMEC is directly related to how tightly

the pairwise energy bounds match the actual pairwise energies. Specifically, every

conformation that has a lower-energy bound less than the minGMEC energy (D “

ta : Eapaq ď ET pgqu) must be enumerated. It is impossible to predict exactly how

many conformations are in D, but the overall number is related to the energy gap

between the GMEC energy and the conformation with the lowest energy bound,

which is exactly I “ ET pgq ´Eap`q (Equation 4.1). If I is large for a protein design

system, a large number of conformations must be enumerated before the minGMEC

is found. Therefore, it is important to understand what characteristics of a CSPD

system cause large I values and to develop techniques that reduce the I value.

Since ET pgq is defined by the CSPD system and is constant during the design

search, the only way to improve I is to increase the value of Eap`q. The quantity

εp`q “ ET p`q ´ Eap`q, called the bound error, represents the discrepancy between

the actual energy and the pairwise energy bounds for conformation `. By increasing

Eap`q to more tightly bound ET p`q, the bound error is reduced and I is also improved.

When g ‰ `, we know that ET pgq ă ET p`q. If the energy bound of ` is increased

such that ET pgq ă Eap`q ď ET p`q, ` would be removed from D and would no longer

need to be enumerated by iMinDEE. After improving Eap`q, the I value for the
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CSPD system becomes I “ ET pgq ´ Eap`
1q, where `1 P Dzt`u is the conformation

in Dzt`u with the lowest-energy bound. Continually improving the lower bounds of

conformations in D will reduce I and reduce the number of conformations iMinDEE

must enumerate.

To improve the bound error for a given conformation, it is critical to understand

where the error comes from. Section 4.1.6 describes the ` conformation with a high

εp`q value from the large I value design system, 2CS7. In this conformation four

rotamers created a situation where all pairwise bounds looked favorable, but the full

conformation resulted in several clashes. To accurately quantify this error, the actual

rotamer energy contributions, E
T
pirq “ E

T
pirq `

ř

j‰i

0.5E
T
pir, jsq, were compared to

the rotamer energy bounds, Eapirq “ Eapirq `
ř

j‰i

0.5Eapir, jsq, to compute the per

rotamer error bounds εpirq “ E
T
pirq ´Eapirq. The rotamer error bounds from these

four problem rotamers accounted for 80% of εp`q. Therefore, improving the pairwise

bounds for these four rotamers would significantly reduce εp`q. Importantly, the

partial conformation consisting of these four rotamers is not only present in `, but

in
ś

iPU

|Qi| conformations, where |Qi| is the number of available rotamers at position

i, and U is the set of all mutable positions not in the four-tuple with poor bounds.

Since the bound is very optimistic, it is likely that many of these conformations are

in D for the 2CS7 design system. If we specifically corrected the bound for these

four rotamers, a combinatorial number of conformations would be removed from D

that would otherwise appear extremely favorable. We hypothesize that compared

to the number of partial rotamer conformations that exist in a CSPD problem, the

number with large overoptimistic bounds is small. If we are able to target only the

partial rotamer conformations with the worst bounds, we can quickly exclude those

conformations from the search and efficiently find the minGMEC.
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I present two potential algorithms for targeting rotamer conformations with the

worst (most overoptimistic) bounds during a continuous rotamer design. Both tech-

niques follow the same general scheme. First, iMinDEE is run as in [68]. When A˚

enumerates a conformation, the bound error for each rotamer, εpirq, is calculated.

Then, the bounds for the rotamers with the largest εpirq (i.e. the rotamers with the

worst bounds) are improved. The algorithms repeat this process until the minGMEC

is found. The first algorithm, called PartCR, improves the pairwise bounds by par-

titioning continuous rotamers. The second algorithm, HOT, improves the pairwise

bounds by calculating and storing bounds for higher-order partial conformations.

Partitioning Continuous Rotamers

As described above, one main reason that pairwise bounds can be overoptimistic is

that a single rotamer, ir, participates in many pairwise bounds and can minimize to

a different location within its voxel, V , for each pairwise bound. If rotamer ir was

forced to minimize within a new voxel V 1, which is fully contained within V , the

pairwise bounds with respect to the V 1 would always be higher than or equal to the

original bounds (i.e. Eapir, js|V 1q ě Eapir, js|V q for all js). Therefore, one way to

improve the bounds for a given rotamer is to decrease the voxel size it can minimize

within. However, the voxel size represents the allowed flexibility for the side-chain

during the protein design, so directly reducing the voxel size does not maintain

the flexibility defined by the input model. Alternatively, the same effect can be

achieved by partitioning a rotamer’s voxel into several smaller voxels, V1, V2, ..., Vn,

and creating a new partitioned rotamer, ir1 , ir2 , ..., irn , for each new voxel such that

the new voxels completely cover the space of original voxel V , V1YV2Y ...YVn “ V .

This partitioning comes at the cost of adding n new rotamers to the protein design

search so it is important to only partition rotamers where the difference between

the original bounds and the new bounds (Eapir, js|V q ´ min
k
Eapir, js|Vkq for all js)
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is large.

The rotamer partitioning search scheme shown in Figure 4.10A can be used with

iMinDEE to improve pairwise bounds during the design search. Once the conforma-

tion with the lowest bound, `, is found, the conformation enumeration is stopped

and the rotamers within ` that have the largest εpirq are identified. These rotamers

are split into partitioned rotamers (Fig. 4.10B) and new bounds for the partitioned

rotamers are calculated. Since the algorithm targets the rotamers with the worst

bounds, it is likely that the pairwise bounds will significantly increase, causing the

conformation with the lowest bound from the current enumeration `i to no longer

have the lowest bound in later enumerations steps: Eap`iq ď Eap`i`1q (Fig. 4.10C).

Since Eap`i´iq ď Eap`iq, we know that Ii ď Ii´1 and additional rotamers can po-

tentially be pruned with Ii. The algorithm continues by iteratively finding the next

conformation, `i`1, with the lowest bound, partitioning rotamers, and pruning with

the updated Ii`1 value until the minGMEC is found.

Bounding Higher Order Rotamer Tuples

When the lower bound for a given conformation is loose, this is usually due to a

subset of the rotamers in the conformation that have poor pairwise bounds. All con-

formations with this specific subset of rotamers will all appear to have a much lower

energy than they can actually minimize to. This makes it likely that all conforma-

tions with these rotamers will be enumerated based on their bound before rotamers

which have a more realistic bound will be found. By identifying these poorly bounded

rotamers during the conformation enumeration we can update their bound on-the-fly

and potentially avoid having to enumerate all of the conformations with the poorly

bounded rotamers. This is the core idea of the HOT approach to tighten bounds

during the protein design search.

When a conformation is enumerated from A˚ based on its lower bound and then
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Figure 4.10: Protein design scheme for partitioned continuous rotamers.
A) The overall scheme for using partitioned rotamers to improve CPSD with contin-
uous rotamers. First the standard iMinDEE protocol is used to prune rotamers and
find the conformation, `, with the lowest bound. Next, if the minGMEC hasn’t been
found, the rotamers with the worst bounds (i.e. the largest εpirq “ E

T
pirq ´Eapirq)

are partitioned into two or more partitioned rotamers. Then the I1 pruning value can
be updated and the remaining rotamers are pruned with the new value. Note that
when a rotamer is partitioned the pairwise bounds can increase, which increases the
Eap`q from the previous iteration. Therefore, re-pruning the rotamers has the ability
to both prune rotamers that weren’t originally pruned and also pruning partitioned
rotamers that were just created. The process of pruning rotamers, enumerating
conformations, and partitioning rotamers continues until we can guarantee that the
minGMEC has been found. B) Example of how a rotamer is partitioned. In this
example the rotamer r with two dihedrals is first partitioned along the χ2 dimension
to create two new rotamers r1 and r2. Next the partitioned rotamer r1 is further split
along the χ1 dimension to create the partitioned rotamers r1a and r1b. C) In the
original iMinDEE protocol, as conformations are enumerated the pairwise bounds
are never updated so Eap`q remain constant. However, during a partitioned rotamer
design the bounds are updated, which increases Eap`q during the run. Since the
iMinDEE I value is defined as I “ ET pg

1q ´Eap`q, the I value continuously shrinks
during the partitioned rotamer conformation enumeration allowing for additional
rotamers to be pruned during the run.

fully minimized, the bound error for each rotamer is defined by εpirq “ E
T
pirq ´

Eapirq. The original iMinDEE approach ignores these errors and continues to enu-

merate conformations based on the pairwise bounds. Instead, a bound for the three

rotamers with the largest ε values can be calculated by minimizing those three

rotamers together while ignoring the energy contributions from all other mutable

residues. This is the same as calculating pairwise bounds except that three rotamers

are present instead of two. This 3-wise bound will be tighter than the individual

pairwise bounds: Eapir, js, ktq ě Eapir, jsq `Eapir, ktq `Eapjs, ktq, which improves
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the bound for all the conformations in D that contain these three rotamers. The

enumeration step can be resumed and every partial conformation that contains ir,

js, and kt can use the 3-wise bound instead of the pairwise bounds. The search

can continue, alternating between enumerating conformations based on their lower

bound and computing higher-order bounds to ensure a quick path to the minGMEC.

If desired, higher-order bounds can be obtained by minimizing 4 or more rotamers

together. The HOT algorithm uses a heuristic to determine when to switch between

calculating higher-order bounds for a conformation and enumerating new conforma-

tions.

Note that this approach is distinct from and has advantages over the minA˚

approach. Most importantly, the minA˚ approach does not target the rotamer tuples

with the largest ε values. By identifying these “problem” rotamer combinations, the

HOT approach can avoid large portions of the conformation space that would appear

promising to the minA˚ approach until the actual conformation containing those

rotamers was encountered.

4.3.3 Methods

The 73 protein core designs from Chapter 3 were used to compare the iMinDEE

algorithm to the new minA˚, PartCR and HOT algorithms that are designed to

reduce the number of conformations enumerated when using continuous rotamers.

The energy function weights are the same as those used in Chapter 3. Each design

was run on a single processor and given 2GB of RAM.

The iMinDEE protocol is the same as described in [40]. minA˚ uses the same

protocol as iMinDEE with ASLP (Section 4.2.2) except that the gpxq score for a given

node is calculated by fully minimizing the partially assigned protein conformation.
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Algorithm 1 Partitioning Continuous Rotamers (PartCR) Algorithm
1: Ebest “ 8, I “ 8
2: while I ą ECUT do
3: Prune and remove rotamers using I
4: Find ` using WCSP framework
5: Ebest “ minpEbest, ET p`qq

6: I “ Ebest ´ Eap`q

7: L “ t`u

8: while EapLq ď Ebest do
9: Find the rotamer ir P ` with the largest bound error, ε
10: newRots = PartitionRotamer(ir)
11: Replace ir with newRots in Emat
12: Recalculate energies for newRots
13: L = newConfs(newRots,`)
14: end while
15: end while
16: Enumerate remaining conformations with ASWCSP until minGMEC is found

Partitioning Continuous Rotamers Algorithm

Algorithm 1 describes the PartCR algorithm used for the partitioning continuous

rotamers design runs. The PartCR algorithm takes as input ECUT, which defines

the energy cutoff where the algorithm switches from improving the energy bounds

by partitioning rotamers to enumerating conformations. In Line 4, ` is the con-

formation with the lowest bound (previously defined in Section 4.1.1). Ebest is the

energy of the best conformation found so far, ET p`q is the minimized energy of con-

formation `, and EapLq is the lower bound for all conformations in L. The function

PartitionRotamer takes as input a rotamer, ir, and returns a set of partitioned ro-

tamers that partition the voxel of ir. The function newConfs takes as input a parent

rotamer, ir, a set of partitioned rotamers, and the current set of conformations L

and returns a new set of conformations where the parent rotamer has been replaced

by each partitioned rotamer. Therefore, L is continually updated to reflect all the
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conformations created by partitioning the rotamer dihedral space.

Several improvements can be made to Algorithm 1 to make it run faster in prac-

tice. First, to reduce the number of rotamers the WCSP search at Line 4 must look

through, rotamers can be temporarily pruned immediately before the conformation

search using I “ 0 and then immediately unpruned once ` has been found. Next, an

additional criteria can be added to the loop at Line 8 to ensure that rotamers are not

split unnecessarily. Splitting a rotamer that already has a tight bound will likely just

add a rotamer and complicate the conformation search without any improvement in

bounds. Therefore, we can stop splitting rotamers when the majority of the bound

error has been addressed. In the implementation, rotamers were partitioned until

the split rotamers cumulatively accounted for more than 75% of the bound error or

if the bound error ET p`q´EapLq becomes less than 70% of the original bound error

ET p`q ´ Eap`q.

In the last step of the PartCR design protocol (Line 16), the ASWCSP heuristic

has been modified so that all partitioned rotamers that came from the same parent

rotamer are considered part of the same conformation. For example, if node x is

expanded at residue position i and there are six available rotamers, normally six

nodes will be added to the queue. However, if three of the six rotamers ir1 , ir2 , and

ir3 are partitioned rotamers that all came from the same parent rotamer, ir, all three

rotamers will be assigned to the same A˚ node, resulting in only four new nodes

added to the A˚ tree. Therefore, each leaf node will correspond to a parent rotamer

conformation, but several partitioned rotamers can be assigned to the conformation.

Once the leaf node is extracted from the A˚ tree, a quick WCSP search over the

allowed partitioned rotamers can find the actual rotamer assignment with the lowest

bound. osprey has been modified to use the WCSP solver Toulbar2 for the WCSP

searches [112].
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Algorithm 2 Higher-Order Terms Algorithm
1: Ebest “ 8, I “ 8
2: while True do
3: Prune rotamers using I
4: Find the conformation ` with the lowest energy bound
5: Ebest “ minpEbest, ET

p`qq

6: if I ă Ebest ´ Eap`q then
7: Exit Ź The minGMEC has been found
8: else if Eap`q ą Ebest then
9: I “ minpE

T
p`q ´ Eap`q, I ˚ 2q

10: end if
11: rots = Rotamers of ` in order of largest bound error, ε
12: s = {rots.pop()}
13: while Eap`|sq ă Eap`q ` I and Eap`|sq ă Ebest do
14: s “ sY trots.poppqu
15: Minimize the partial rotamer conformation s and add it to the list of

calculated higher-order bounds
16: Eap`|sq = newBound(`,ET psq)
17: end while
18: end while

Higher Order Terms Algorithm

Algorithm 2 describes how to improve poor energy bounds by incorporating higher-

order minimization of rotamer tuples into the design search. The function pop is

the standard function for a queue that removes and returns the first element in the

queue. The partial conformation s is the higher-order tuple that can be minimized

to provide a much tighter energy bound on the conformation `. Finally, the function

newBound recalculates the energy bound on the conformation ` given the energy of

the partial conformation s.

HOT with A*. The HOT Algorithm is very similar to the PartCR algorithm, but

calculates higher-order bounds rather than partitioning rotamers. These higher-order

bounds cannot be easily incorporated in the DEE pruning step because pruning only
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considers single and pairwise rotamer terms. However, the A˚ search considers partial

conformations of size 1 to n so the higher-order bounds can be used to inform the A˚

search. To incorporate the higher-order bound information into A˚ the gpxq score

was slightly modified:

gpxq “ max
TPT

rEpT q `
ÿ

piPP zT

Eppiq `
ÿ

piPP

ÿ

pjPP zT,jąi

Eppi, pjqs. (4.11)

Let H be all the higher-order rotamer tuples that have bounds calculated for them.

Then T Ď H is the set of all higher-order terms, T , such that all rotamers in T are

in P : T “ tT : T P H, T Ď P u. To limit the size of T , if there were two higher-order

rotamer tuples T1 and T2, where T1 Ă T2, only the larger tuple, T2 was used in the

gpxq calculation. Additionally, it is possible to have two tuples T1 Ă P and T2 Ă P

such that they don’t share any common residue positions. In this case, both T1 and

T2 can be used simultaneously to bound the partial conformation at the A˚ node.

HOT and ILP. In addition to the A˚ tree search, higher-order bounds can also be

used in the ILP CSPD formulation (Section 4.2.2; [59]). To modify the ILP to

include higher-order bounds, a new decision variable, xpT q can be added to the ILP

for every higher-order rotamer tuple, T P H. Corresponding constraints must be

added to require xpT q “ 1 if and only if all the rotamers in T are selected as part of

the GMEC:

r
ÿ

irPT

xpirqs ´ xpT q ď |T | ´ 1 (4.12)

xpT q ´ xpirq ď 0 For all ir P T.

The second set of constraints ensure that xpT q cannot be set to 1 if any of the

rotamers in T are not chosen.
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In this framework, when a conformation, a, is chosen that has a partial confor-

mation, T , with a higher-order bound, the decision variables for the intra-rotamer

and pairwise energies are still turned on. Thus, the cost, cpT q, associated with xpT q

should not be the actual energy bound that was calculated for the partial conforma-

tion T because that would cause the rotamer energies to be double counted. Instead,

cpT q should be the energy difference between the pairwise bound of conformation T

and the higher-order bound: EpT q´
ř

irPT

Epirq´
ř

irPT

ř

jsPT,jąi

Epir, jsq. However, this is

incomplete because there can be multiple partial conformations, T P H that all apply

to the same conformation, a (i.e. T Ă a). To prevent the double counting of energies

from multiple higher-order bounds, cpT q must be modified to include the costs from

all the other higher-order bounds that apply to a. Additionally, cpT q should never

be less than 0, because it is the cost associated with moving from pairwise terms to

higher-order terms. Using all of this information, we have that:

cpT q “ maxp0, EpT q ´
ÿ

T 1ĂT,T 1PH
cpT 1q ´

ÿ

irPT

Epirq ´
ÿ

irPT

ÿ

jsPT,jąi

Epir, jsqq (4.13)

Rotamer Combination Methods. In Step 14 of the HOT algorithm, rotamers are added

to the partial conformation s in order of their bound error, ε. This ordering was cho-

sen because rotamers with the largest bound error provide the greatest opportunity

for improving the bound. This approach assumes that the rotamers with large ε

values all affect each other during minimization, so if they are minimized together

the overall bound will be improved. This is a likely scenario because a large bound

error implies that two or more rotamers minimize to similar positions in 3D space,

and are prevented when all rotamers are minimized together. However, this is not

the only scenario that can result in a large ε value.

Consider two rotamers pir, jsq that minimize favorably with one another and

another rotamer kt whose bound error is zero (i.e. ET pktq “ Eapktq). If kt is located
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in between ir and js in the protein conformation, minimizing the partial conformation

pir, js, ktq would reveal that kt disrupts the favorable interactions between pir, jsq.

The disruption of the favorable pairwise minimization of pir, jsq means that both of

these rotamers would have relatively large bound errors. However, εpktq “ 0. If the

higher-order terms are created by adding rotamers in order of decreasing ε, kt will

be the last rotamer added to the higher-order term, but would have the most impact

on the bound error.

An amino acid generally interacts most strongly with the side-chains that are clos-

est to it in Cartesian space, implying that rotamer minimization is most impacted

by rotamers that are in the closest proximity. Therefore, an alternative approach

to adding rotamers to the higher-order term based on ε value is to add additional

rotamers based on their distance to the rotamer with the largest ε. This fixes the

problem described above, where the crucial rotamer kt was the last rotamer to be

included in the higher-order term. Adding rotamers by distance to the higher-order

term constructs partial conformations where each rotamer is likely to affect the mini-

mization of the others. Both the bound error and distance-based methods of creating

higher-order terms were tested and compared.

4.3.4 Results

The runtimes for the original iMinDEE algorithm and the novel algorithms that

attempt to improve loose pairwise rotamer bounds during the search were compared

(Figure 4.11). The iMinDEE algorithm was unable to complete the designs for 31

of the 73 design systems tested. Generally, the iMinDEE algorithm must enumerate

many conformations before it can identify the minGMEC (Figure 4.12). This requires

the A˚ tree to become large and can ultimately cause the design to require too much

memory. The most straightforward algorithm, minA˚, was able to complete 19 of

the 31 designs that iMinDEE was unable to complete. By minimizing within the A˚
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tree itself, it is guaranteed that the first conformation enumerated by the A˚ search

will be the minGMEC. Minimizing during the search allows minA˚ to avoid many

loosely bounded conformations that iMinDEE would have to enumerate, reducing

the overall size of the A˚ tree. However, minimizing partial conformations for the

minA˚ gpxq score takes longer per node than the traditional A˚ heuristic gpxq. For

the 31 systems that iMinDEE completed, the average time to process an A˚ node was

0.096 ms/node for iMinDEE compared to 725 ms/node, over a 7500-fold reduction

in speed. Because of this slowdown, for some design systems the overall compute

time for minA˚ was slower than iMinDEE.

Figure 4.11: Comparison of runtime for iMinDEE vs. algorithms that
improve pairwise bounds during the CSPD search. iMinDEE and five other
algorithms that improve the pairwise bounds during the CSPD search were run for
the 74 protein design systems from [40]. iMinDEE ran out of memory for 31 of the
74 systems. The only algorithm to find a solution to all protein design problems was
the PartCR algorithm. Designs that did not complete are plotted with a time of five
days.

The only algorithm that was able to successfully find the minGMEC for every

design system was the PartCR algorithm. By partitioning the search space into
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rotamers with reduced voxel sizes, the CSPD search is able to efficiently explore

the conformational space. The HOT/A˚ algorithm that created higher-order terms

based on rotamer bound error failed on 19 systems, while the HOT/ILP algorithm

that created tuples based on either bound error or distance only failed on 3 and 6

systems, respectively. Overall, all of the algorithms that specifically target partial

conformations with the worst bounds and improve those bounds were able to com-

plete more designs than iMinDEE. This demonstrates the efficiency with which these

algorithms search the conformation space. Additionally, all the algorithms were able

to significantly reduce the number of conformations that must be enumerated to

guarantee the minGMEC is found compared to iMinDEE (Figure 4.12).

Both the PartCR and HOT algorithms rely on the hypothesis that the number

of rotamer splits or higher-order terms required to find the minGMEC is much less

than the size of the system. This does appear to be true in the design systems tested

here. Consider the design system 2HIN, which has 11 mutable positions and 256

rotamers after iMinDEE pruning for a total of 2.7ˆ 1014 possible conformations. In

order to find the minGMEC, the PartCR algorithm had to split 34 rotamers while

the higher-order bounds approach had to calculate 77 higher-order bounds. This

demonstrates that only a fraction of the pairwise bounds in the design system must

be improved to generate full conformation bounds that are tight and can be used to

directly find the minGMEC.

4.3.5 Discussion

Continuous rotamers can be used with CSPD to accurately model the flexibility of a

side-chain rotamer within its rotameric well. Accounting for this flexibility during the

design search can be accomplished by bounding the continuous rotamer interactions

with single and pairwise energy bounds. Introduction of these bounds means that

conformations are enumerated based on pairwise bounds instead of actual energies. If
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Figure 4.12: Comparison of number of conformations the had to be enu-
merated for iMinDEE vs. algorithms that improve pairwise bounds during
the CSPD search. iMinDEE and five other algorithms that improve the pairwise
bounds during the CSPD search were run for the 74 protein design systems from [40].
By improving the pairwise bounds during the search, the number of conformations
that must be fully minimized before the minGMEC is found can be significantly
reduced.

the pairwise bounds are loose, a large number of conformations must be enumerated

before the minGMEC is guaranteed to be found. Here we have presented three

algorithms that specifically address the problem of loose pairwise bounds during the

CSPD search. All of the algorithms are able to complete more protein designs than

the original iMinDEE protocol.

The most promising technique that was able to solve every design problem was the

PartCR algorithm. It is likely that the PartCR algorithm was dominant because it

is the only technique that does not require the minimization of higher-order partial

conformations. When higher-order bounds are used, they can be enforced in the

conformation enumeration step, but cannot be used for DEE pruning. Also, they

can only be enforced in the A˚ tree when a partial conformation with the correct

rotamer tuple is assigned in an A˚ node. Therefore, partial conformations with fewer

101



rotamers will still need to be enumerated, which lengthens the enumeration step.
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5

Computational Design of PDZ Domain Peptide
Inhibitors

This chapter presents work on designing peptide inhibitors for the PDZ domain

containing protein CAL. Section 5.1 has been adapted from the following published

manuscript which was a joint collaboration with Patrick R. Cushing, Prisca Bois-

guerin, Dean R. Madden, and Bruce R. Donald. Section 5.2 is unpublished work.

Roberts, K. E., Cushing, P. R., Boisguerin, P., Madden, D. R. and Donald,

B. R. “Computational design of a PDZ domain peptide inhibitor that rescues

CFTR activity.” PLoS Comput. Biol. 8, e1002477 (2012).

5.1 Computational Design of a PDZ Domain Peptide Inhibitor that
Rescues CFTR Activity

5.1.1 Introduction

Protein-peptide interactions (PPIs) are vital for cell signaling, protein trafficking

and localization, gene expression, and many other biological functions. The PDZ

(PSD-95, discs large, zonula occludens-1) family of proteins form PPIs that play cru-

cial physiological roles, including synapse formation [113] and epithelial cell polarity
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and proliferation [114]. The common PDZ structural core generally binds a specific

sequence motif at the extreme C-terminus of its binding partner through β-sheet

interactions (Fig. 5.1A). Recently, key PPIs have been discovered linking the traf-

ficking of the cystic fibrosis transmembrane conductance regulator (CFTR) to PDZ

domain containing proteins [115] (Fig. 5.1B). Specifically, the PDZ domain of the

CFTR-associated ligand (CAL) binds CFTR, targeting it for lysosomal degradation

and reducing its half-life at the plasma membrane [116, 117].

Figure 5.1: A) Structural model of the CAL PDZ domain (green and blue) bound
to a CFTR C-terminus mimic (gray) used as input for computational designs (PDB
id: 2LOB). Residues shown in blue were modeled as flexible during the design search.
B) Model of the CFTR trafficking pathway with PDZ domain containing proteins
NHERF1 and CAL. CAL is associated with lysosomal degradation of CFTR, while
NHERF1 is associated with the insertion of CFTR into the cell membrane.

CFTR is an epithelial chloride channel that is mutated in cystic fibrosis (CF)

patients. The most common disease-associated mutation, ∆F508-CFTR, is a sin-

gle amino acid deletion that causes CFTR misfolding and endoplasmic reticulum-

associated (ER) degradation. There is now evidence that the ∆F508-CFTR loss of

function can be pharmacologically improved through the use of “correctors” [118] and

“potentiators” [119]. Correctors, such as corr-4a [118, 120], work by correcting the

folding defect of CFTR and preventing ER retention of CFTR. Potentiators combat
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mutant CFTR gating defects and increase the flow of ions through CFTR channels

present at the cellular membrane. Despite these interventions, the half-life of ∆F508-

CFTR in the membrane is still reduced compared to that of the wild-type protein

[121]. However, the CAL-mediated degradation of ∆F508-CFTR can be reduced by

RNA interference or by mutagenesis of the CAL PDZ domain, suggesting that a

competitive inhibitor of the CAL binding site could act as a CFTR “stabilizer” and

thus ameliorate CF symptoms [115, 122]. Since stabilizers address a different under-

lying CF defect than correctors and potentiators, combined application can achieve

additive rescue of ∆F508-CFTR activity [123].

Since PDZ domains have an inherent affinity for peptides, here we focus on the

use of protein design methods to rationally design a competitive peptide inhibitor

that could serve as a ∆F508-CFTR stabilizer. Indeed, the development of successful

peptide inhibitor design tools would provide a means to target a wide variety of PPIs

for both mechanistic and therapeutic applications. Several aspects of our new K˚

design algorithm for PPIs (described below) are well suited to the requirements of

this class of problems.

As with the establishedK˚ algorithm, most successful protein design studies have

focused on protein/small molecule systems, since predicting PPI binding is more chal-

lenging than small molecule binding, due to PPIs’ much larger, flexible, and energeti-

cally shallow binding surfaces. The methodologies that have been developed to study

protein-protein interactions and, more specifically, PDZ domain interactions, can be

divided into sequence-[124, 125] and structure-based [126, 127, 128, 129, 130, 131]

methods. Sequence-based methods require a large amount of sequence and binding

information for the protein family and do not provide direct structural information

on the modeled interaction. Among the previous structure-based alternatives, most

focus on finding the single GMEC conformation, although one study suggests that

designing to a set of different backbone conformations can improve recovery of PDZ
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domain binding motifs [126]. In addition, only the work of Altman et al. [128] utilizes

provable techniques, and none use both provable techniques and protein ensembles.

In comparison, the K˚ algorithm is more general, requiring only a starting template

structure and preserving structural information on the modeled interaction. It also

evaluates energy-weighted ensembles, employs provable guarantees for finding the

optimal sequence, and uses the minimization aware dead-end elimination (minDEE)

pruning criteria [77, 18] to permit continuous minimization of rotamers during the

search. As a result, K˚ complements existing approaches while addressing some of

their methodological limitations. Here we report the development of new extensions

to the K˚ algorithm, enabling the software to design novel PPIs.

Using this new tool, we designed high-affinity CAL PDZ inhibitors and validated

them in both biochemical and cell culture experiments. We present peptide array

data that shows CAL binds a specific sequence motif, but does not bind all sequences

within that motif. Therefore, it is important that the K˚ algorithm is able to dif-

ferentiate the affinities of peptides that share the motif, rather than just separating

motif from non-motif sequences. Overall, K˚ searched 2166 peptide inhibitor se-

quences within the CAL binding motif (approximately 1015 possible conformations)

and generated top-ranked peptides that had up to a 170-fold improvement in binding

to CAL compared to the wild-type CFTR sequence. The best binder was able to

rescue ∆F508-CFTR function in human cells.

5.1.2 Materials and Methods

K˚ Algorithm. The K˚ algorithm implemented in the osprey protein design soft-

ware suite computationally searches over peptide amino acid substitutions (muta-

tions) for a given protein-peptide complex and assigns each candidate sequence a

score, called a K˚ score [2, 77]. To compute the score for a given protein-peptide

complex candidate sequence, K˚ evaluates the low-energy conformations for the se-
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quence and uses them to compute a K˚ score using Boltzmann-weighted partition

functions (Section 2.2.5). Candidate sequences are ranked based on their K˚ score,

where sequences with a higher K˚ score are considered to have a higher affinity for

the target protein.

The energy minimization scheme that is used for both the energy lower bounds

computation and the minimization of a full conformation is similar to previous de-

scriptions [77]. The K˚ algorithm’s minimization protocol separates a protein’s de-

grees of freedom (DOF) into three categories: (1) backbone dihedrals (φ and ψ

angles) (2) side-chain dihedrals (up to four χ angles per side chain) and (3) rigid

body rotation and translation (R3 ˆ SOp3q). The minimization process holds the

backbone dihedrals fixed while allowing the side-chain dihedral and rigid body DOF

to minimize. The minimization over these DOF is performed using gradient descent.

To prevent rotamers from minimizing from one rotamer to another, each side-chain

dihedral was only allowed to move a maximum of 9˝ from its modal rotameric value.

Extension of K˚ to amino acid substitutions/flexibility on two protein strands. K˚ relies

on the mathematically provable guarantees of each of its steps (Fig. 2.1) to compute

an accurate K˚ score. If we were to use heuristic steps to find the low energy

conformations, it could not be guaranteed that all the low energy conformations are

found and we would lose the ability to calculate a provably-good ε-approximation

(where ε is user-defined) to each partition function for the design system. In this

context, a ε-approximation means p1 ´ εqK˚ ď K̃˚ ď 1
1´ε

K˚, where K̃˚ is the

computed K˚ score and K˚ is the true K˚ score. Because of the provable aspects

of K˚, if K˚ makes an errant prediction, we can be certain that it is due to an

inaccuracy in the input model and not a problem (such as inadequate optimization)

with our search algorithm. This makes it substantially easier to improve the model

based on experimental feedback, as we show when the energy function weights are
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trained.

Before applying K˚ to PPI designs, we first had to ensure that the mathematical

framework of K˚ could be extended to cover larger systems. For large designs such

as PPIs, the provable guarantees of K˚ no longer hold as they did for small design

systems. Specifically, the previous K˚ proofs [77] for intermutation pruning and

guaranteeing the accuracy of the K˚ score, relied on the assumption that the ligand

was small enough that a complete partition function could be computed, which is

generally true for enzyme active site designs but not for protein-peptide or protein-

protein designs. We now show that it is possible to improve the K˚ algorithm to

maintain these critical provable guarantees. As a result, systems where both binding

partners in the protein complex are flexible or mutable during the search can be

accurately studied using K˚.

Intermutation pruning uses computed partition functions to truncate the confor-

mation enumeration process for candidate sequences when they will provably fail to

achieve a K˚ score close to the best K˚ score. This pruning step significantly re-

duces the number of K˚ scores that must be fully computed and increases the speed

of the algorithm. To show that an intermutation pruning criterion [77] exists for PPI

design we seek a halting condition for the conformation enumeration such that we

know we have an ε-approximation to the bound partition function for a given protein

complex. Given that K˚
i ě γK˚

0 , where K˚
i is the K˚ score of the current sequence,

K˚
0 is the best score observed so far, and γ is a user-specified parameter defining

the number of top scoring sequences we want an ε-approximation for, there exists

an intermutation pruning criteria for PPI designs. In the following lemma, n is the

number of conformations in the search that remain to be computed, k is the number

of conformations that have been pruned from the search with DEE, E0 is the lower

energy bound on all pruned conformations, R is the universal gas constant, and T

is the temperature. The full partition function for the protein-protein complex, and
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unbound proteins are q
AB

, q
A
, and q

B
respectively, while q˚

AB
, q˚

A
, and q˚

B
denote the

current calculated value of the partition functions during the computational search.

Lemma 1. If the lower bound Et on the minimized energy of the pm ` 1qth confor-

mation returned by A˚ satisfies Et ě ´RT plnpγεK˚
0 q
˚

A
q˚
B
´ k expp´E0{RT qq ´ lnnq,

then the partition function computation can be halted, with q˚
AB

guaranteed to be an

ε-approximation to the true partition function, q
AB

, for a candidate sequence whose

score K˚
i satisfies K˚

i ě γK˚
0 .

Proof. Using the previous intramutation pruning methods [77], we can compute ε-

approximations for the partition functions of each protein. We have:

p1´ εqq
A
ď q˚

A
ď q

A

p1´ εqq
B
ď q˚

B
ď q

B
(5.1)

Given K˚
i ě γK˚

0 , which is by definition q
AB
piq

q
A
piqq

B
piq
ě γK˚

0 , (where i denotes that the

partition function is for the ith sequence) we have that:

q
AB
piq ě γK˚

0 qApiqqBpiq ě γK˚
0 q
˚

A
piqq

B
piq ě γK˚

0 q
˚

A
piqq˚

B
piq. (5.2)

Next, by definition q “ q˚`q1`p˚ where q1 is the partition function of the remaining

conformations and p˚ is the partition function of the pruned conformations, note that:

q1 ď n expp´Et{RT q (5.3)

p˚ ď k expp´E0{RT q (5.4)

If the following condition holds then the search can be stopped and we have an

ε-approximation to the partition function q
AB
piq:

n expp´Et{RT q ` k expp´E0{RT q ď εK˚
0 γq

˚

A
piqq˚

B
piq. (5.5)
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To show this use eqs. (5.3) and (5.4) to show that

q1 ` p˚ ď εK˚
0 γq

˚

A
piqq˚

B
piq (5.6)

and by eq. (5.2)

q1 ` p˚ ď εq
AB
piq (5.7)

which by the definition of q implies

q˚
AB
piq ě p1´ εqq

AB
piq. (5.8)

This shows that when designing multiple strands there exists an intermutation prun-

ing criterion that uses the stopping condition obtained from eq. (5.5):

Et ě ´RT plnpγεK
˚
0 q
˚

A
q˚
B
´ k expp´E0{RT qq ´ lnnq (5.9)

Thus, if the stopping criterion is met, q˚
AB

is an ε-approximation to q
AB

.

This lemma shows that even when designing for protein-protein interactions, there

exists a sequence pruning criterion during the K˚ search.

Now we show that we can obtain a provable guarantee on the accuracy of the K˚

score for each protein conformation. Since both partition functions are ε-approximations,

we no longer obtain an ε-approximation to the K˚ score but rather the following:

Lemma 2. When amino acid substitutions (or flexible residues) are allowed on both

strands in the computational design, the computed K˚ score is a σ-approximation to

the actual K˚ score, where σ “ εp2´ εq.

Proof. The full K˚ score is denoted as K˚ “
q
AB

q
A
q
B

and the computed K˚ score as

K̃˚ “
q˚
AB

q˚
A
q˚
B

. We can then bound K̃˚ as follows:

max
´

K̃˚
¯

“ max
ˆ

q˚
AB

q˚
A
q˚
B

˙

“
q
AB

p1´ εq2q
B
q
A

“
1

p1´ εq2
K˚

“
1

1´ rεp2´ εqs
K˚
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min
´

K̃˚
¯

“ min
ˆ

q˚
AB

q˚
A
q˚
B

˙

“
p1´ εqq

AB

q
B
q
A

“ p1´ εqK˚

Noting that p1´ εq ě 1´ rεp2´ εqs, K̃˚ is bounded by

p1´ εp2´ εqqK˚
ď K̃˚

ď
1

1´ εp2´ εq
K˚ (5.10)

Which shows that given ε-approximations for all of the partition functions, we have

a σ “ εp2´ εq approximation for the computed K˚ value.

Since neither of the protein complex partition functions are calculated fully, the

K˚ score approximation is a 2ε-approximation as opposed to the ε-approximation for

small molecule designs. This implies that we must compute better partition function

approximations than before to maintain the same level of K˚ score approximation.

Nevertheless, the fact that the K˚ score can still be provably approximated, confers

all the advantages of a provable algorithm as stated above.

Computational Designs with K˚. The previously-determined NMR structure of the

CAL PDZ domain bound to the C-terminus of CFTR (PDB ID: 2LOB) was used

to model the binding of CAL to CFTR. To prepare the protein complex for the

computational design, the initial complex structure was obtained by molecular dy-

namics refinement of the NMR structure as described previously [132]. Hydrogens

were added to the structure using Reduce [96]. The CFTR peptide in the NMR

structure was truncated to the six most C-terminal amino acids. An acetyl group

was modeled onto the N-terminus of the peptide using restrained molecular dynamics

and minimization in which the N-terminus of the peptide was allowed to move, while

the remainder of the protein complex was restrained using a harmonic potential [35].

An 8 Å shell around the peptide hexamer was used as the input structure to K˚.

The CFTR C-terminal residues, VQDTRL, were mutated to the following residues
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during the design search: P´5 to W, P´4 stayed fixed to Q, P´3 to all amino acids

except Pro, P´2 to T/S, P´1 to all amino acids except Pro, and P0 to I/L/V. In

addition, the Probe program [103] was used to determine the side-chains on CAL

that interact with the CFTR peptide mimic. The nine residues that interact with

the peptide, as well as the two most N-terminal residues on the peptide, were allowed

to be flexible during the design search (Fig. 5.1A). To explore the feasibility of our

new algorithms, unless otherwise noted, full partition functions were not computed

and a maximum of 103 conformations were allowed to contribute to each partition

function.

Rotamer values were taken from the Penultimate Rotamer Library modal values

[27]. The energy function used to evaluate protein conformations has been previously

described [2, 101]. The energy function, E “ vdW`Coul`EEF1, consists of a van

der Waals term, a Coulombic electrostatics term, and an EEF1 implicit solvation

term [90]. The EEF1 solvation term implicitly models water solvent during all of the

computational designs. All design runs used the Amber98 [133] forcefield terms except

for one prospective design run which used the Charmm19 [33] forcefield parameters.

Training of Energy Function Weights. To obtain accurate energetic predictions for

the CAL-CFTR system, scaling parameters for the van der Waals, electrostatics,

and solvation energy terms were determined. The best weights for each of these

terms were found by training with 16 previously-determined experimental Ki values

for the CAL-CFTR system [134]. A gradient descent method was used to determine

the optimal energy weights. The initial weights used for the search were vdW: 0.7,

dielectric: 20, solvation: 0.7. For each iteration of the search, one energy weight

parameter was varied and a K˚ score was computed for each sequence that had a

known experimentally-measured Ki. The Pearson correlation of K˚ score vs. 1{Ki

was calculated and the weights with the best correlation were used for the next
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iteration. Each parameter was varied 8 times and the amount it varied was reduced

on each iteration.

The best correlation found through the parameter search that maintains reason-

ableK˚ scores is shown in Fig. 5.2. The correlations over the entire parameter search

space range from 0.0 to 0.75, which highlights the importance of choosing the correct

weighting factors. The parameters chosen for the design runs are as follows: a van

der Waals scaling of 0.9, a dielectric constant of 20, and a solvation scaling of 0.76.

These parameters are reasonable and similar to parameters used in previous designs.

Since the peptide design occurs at the surface of the protein, this necessitates the

somewhat high dielectric constant.

Figure 5.2: Correlation between K˚ score and experimental K´1
i values

for CAL PDZ peptide inhibitors. Pearson Correlation of 0.75.

Peptide Array Comparison. K˚ was used to predict binding between the CAL PDZ

domain and the HumLib set of 6223 human protein C-termini. The binding of the

C-termini peptides to CAL was experimentally assessed using a peptide SPOT ar-

ray [134, 135]. Due to experimental restrictions, all cysteines in the HumLib peptide

set were replaced by serine in the peptide array. For consistency, all computational

predictions compared to the array modeled serines in the place of cysteines. A sum-

mary of the peptide array data is presented in Fig. 5.3. The K˚ algorithm was used
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to evaluate 4-mer structural models of 6223 peptide-array sequences to verify the

accuracy of the algorithm’s predictions. To compare the array data with the K˚ pre-

dictions, the quantitative array data, measured in biochemical light units (BLUs),

was converted into a binary yes/no CAL binding event. In other words, by using a

fixed cutoff value, each sequence from the array was classified as either a CAL binder

or non-binder. The cutoff value was chosen as three standard deviations away from

the average BLU value of the array. A receiver operating curve (ROC), which uses a

floating cutoff to compare array data to K˚ scores, was used to evaluate the ability

of K˚ to predict the array binding data.

After the K˚ predictions were calculated, the binding of C-termini peptides to

CAL was also experimentally assessed using an additional SPOT array. The pro-

file library array (ProLib; Fig. 5.4) was designed based on the following motif:

bbbbB´3B´2B´1B0 (B = permutation of a defined set of amino acids, b = mix-

ture of 17 amino acids, without C, M and W). The defined set of amino acids

were selected based on the HumLib results combined with substitutional analy-

ses [135] with B´3 = A/C/D/E/F/I/K/L/M/N/Q/R/S/T/V/W/Y, B´2 = S/T,

B´1 = A/C/D/E/F/I/K/L/M/N/Q/R/S/T/V/W/Y, B0 = I/L/V (total number of

peptides = 1734 + 22 internal control sequences). Incubation condition: 10 µg/ml

His-tagged CAL PDZ domain detected by anti-His (Sigma; 1:2600)/anti-mouse-HRP

(Calbiochem; 1:2000) antibody sandwich.

Prospective Computational Predictions. K˚ was used to search over all peptide se-

quences within the CAL PDZ domain sequence motif (excluding prolines) to find

new CAL peptide inhibitors. For computational efficiency the number of conforma-

tions enumerated by A* for each partition function was limited to 103 conformations.

Two sets of peptides (promising designs and poorly ranked designs) were chosen to

be experimentally validated.
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Figure 5.3: Summary of CAL peptide array. A) Summary statistics for pep-
tide array. Higher BLU (biochemical light unit) values indicate stronger protein
binding to a peptide. B) Distribution of the peptide BLU values from the peptide
array in units of standard deviation above the mean (σ). C) Normalized amino acid
frequencies for the top sequences that have a BLU value greater than 3 standard
deviations from the average, which were considered as the peptides that bound CAL
for the validation of K˚ predictions. The frequency of each amino acid type for each
residue position was normalized by the total number of occurrences of that amino
acid in the array at the given residue position.
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Figure 5.4: CAL binding data for ProLib spot array. We se-
lected the amino acid preferences of the last 4 C-terminal ligand residues
based on their frequency, deduced from the 6223-Humlib and the substitu-
tional analysis. For the CAL profile library of the type bbbbB´3B´2B´1B0, we
choose B´3 = A/C/D/E/F/I/K/L/M/N/Q/R/S/T/V/W/Y, B´2 = S/T, B´1 =
A/C/D/E/F/I/K/L/M/N/ Q/R/S/T/V/W/Y, B0 = I/L/V for position -3 through
0, respectively. Incubation condition: 10 µg/ml His-tagged CAL PDZ domain de-
tected by anti-His (Sigma; 1:2600)/anti-mouse-HRP (Calbiochem; 1:2000) antibody
sandwich.

In order to choose the most promising peptide inhibitors, a second K˚ design was

done where K˚ scores for the top 30 sequences were re-calculated with the number

of enumerated conformations per partition function increased to 105. Several top-

ranked sequences were chosen to be experimentally tested. First, the top seven

ranked sequences from the second run were chosen. In addition, two sequences that

greatly increased in ranking from the first to second run (rank 29 to 9, and rank 28
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to 11) were chosen as well. Finally, a K˚ run was conducted using Charmm forcefield

parameters instead of Amber parameters. Two sequences that scored high on both the

Amber and Charmm runs were chosen to be experimentally tested as well (Table 5.1).

Table 5.1: Experimental validation of top-ranked K˚ predictions.
Name Sequence K˚ Ranking Experimental

(out of 2166) Ki (µM):

kCAL01 Ac-WQVTRV 9 2.3˘ 0.2
kCAL02 Ac-WQFTRL 1; 7.6˘ 0.7
kCAL03 Ac-WQKTRL 2 9.0˘ 0.6
kCAL04 Ac-WQRTRL 5 10.8˘ 0.7
kCAL05 Ac-WQKTRI 4 12.0˘ 0.9
kCAL06 Ac-WQKTRV 1 16˘ 2
kCAL07 Ac-WQFTKL 2; 16˘ 1
kCAL08 Ac-WQRTRI 7 16˘ 2
kCAL09 Ac-WQLTKL 11 17˘ 1
kCAL10 Ac-WQKTKL 6 17.8˘ 0.8
kCAL11 Ac-WQRTRV 3 18˘ 1

: Ki values in green denote that the binding affinity was higher than the best previously
known hexamer (14˘ 1µM).

; Sequence rank obtained by ordering the quantity: RA`RC
2 , where RA is the sequence

rank from a design run using the Amber forcefield and RC is the sequence rank from a run
using the Charmm forcefield.

The poorly-ranked designs were chosen to minimize the sequence similarity among

the set of poorly-ranked peptides (Table 5.2). First, the worst-ranked peptide was

chosen and added to initialize the set of negative sequences. Next, sequences were

successively chosen from the worst 200 K˚ ranked sequences and added to the set in

order to maximize the amino acid sequence diversity with all the sequences already

in the set. The similarity between two sequences was determined using the PAM-

30 similarity matrix [136]. In total, 23 (11 top-ranked and 12 poorly-ranked) K˚-

computed peptide inhibitor sequences were experimentally tested.

Measuring Peptide Inhibitor Constants. The inhibitor dissociation constants of top-

and poorly-ranked peptide sequences from the K˚ CAL-CFTR design were ex-
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Table 5.2: Experimental validation of poorly-ranked K˚ predictions.
Name Sequence K˚ Ranking Experimental

(out of 2166) Ki (µM)
kCAL20 Ac-WQYTMI 1981 24˘ 4
kCAL21 Ac-WQYTDL 2082 32˘ 4
kCAL22 Ac-WQISWL 1973 37˘ 15
kCAL24 Ac-WQHTEV 1989 87˘ 7
kCAL23 Ac-WQMTDI 1969 90˘ 9
kCAL25 Ac-WQCSEI 2051 107˘ 9
kCAL26 Ac-WQESEL 2095 120˘ 20
kCAL27 Ac-WQDTWI 2158 400˘ 20
kCAL28 Ac-WQWSDV 2166 400˘ 200
kCAL29 Ac-WQDSCV 2011 1000˘ 200
kCAL30 Ac-WQGSDV 2075 2200˘ 300
kCAL31 Ac-WQDSGI 1992 ą 5000

perimentally determined. As a control, the best-known peptide hexamer was also

retested. The corresponding N-terminally acetylated peptides were purchased from

NEO BioScience (Cambridge, MA) and the Ki values for the peptides were detected

using fluorescence polarization (FP), using the method previously described in [134].

Briefly, the CAL PDZ domain was incubated in FP buffer (25 mM Tris-HCl pH

8.5, 150 mM NaCl; supplemented to a final concentration of 0.1 mg/mL bovine IgG

(Sigma) and 0.5 mM Thesit (Fluka)) with a labeled peptide of known binding affin-

ity. Each peptide inhibitor was serially diluted and the protein-peptide mixture was

added to each dilution. Finally, the amount of competitive inhibition was tracked

using residual fluorescence polarization at temperatures between 25-28˝C. Each Ki

value is reported as an average of three FP experiments conducted on separate days

along with the corresponding standard deviation.

Measuring Chloride Flux. Ussing chamber experiments were performed as described

previously [123]. Polarized monolayers of patient-derived bronchial epithelial cells,

CFBE-∆F cells (a generous gift of Dr. J.P. Clancy [137, 138]), were maintained
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in MEM with 2 mM l-glutamine, 10% fetal bovine serum, 50 units/mL penicillin,

50 µg/mL streptomycin, 2 µg/mL puromycin, 5 µg/mL plasmocin, and 2.5 µg/mL

amphotericin B. Cells were grown at 37˝C in 5% CO2. Twenty four hours before

treatment the cells were moved to MEM with only penicillin and streptomycin. Pep-

tides were dissolved in DMSO and diluted to 500 µM in PBS. Peptide solutions were

applied to cells following incubation with BioPORTER delivery reagent (Sigma). The

final DMSO concentration did not exceed 0.03%. Following a 3.5 hour incubation

with peptide, short circuit currents (ISC) were monitored in Ussing chambers. Fol-

lowing treatment with amiloride, forskolin, and genistein, ∆F508-CFTR chloride flux

was measured as the change in ISC when the CFTR-specific inhibitor, CFTRinh172

[139, 140], was applied to the cell monolayer. All measurements were performed at

37˝C.

5.1.3 Results

We applied the K˚ algorithm to the CAL-CFTR system to find a CAL PDZ pep-

tide inhibitor that acts as a biologically active stabilizer of ∆F508-CFTR. First, we

developed the ensemble-based computational structural design software K˚ to de-

sign PPIs. To validate the design methodology, the predictions of the K˚ algorithm

were compared with binding data of CAL binding human protein C-termini. The

validation showed K˚ was able to enrich for peptide inhibitors. We then used K˚

to prospectively find new peptide inhibitors of CAL. The top-scoring predicted se-

quences were experimentally validated and we determined that they all bind CAL

with µM affinity. Next, additional binding data for peptide sequences that match the

known CAL binding motif were collected and compared to the K˚ predictions. Fi-

nally, Ussing chamber experiments showed that the highest affinity designed peptide

significantly rescues ∆F508-CFTR in bronchial epithelial cells.
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Validation of the K* Algorithm

To validate the K˚ algorithm, we compared K˚ predictions for CAL peptide in-

hibitors against peptide array binding data. First, peptides from the 6223 peptide

HumLib library were tested for CAL binding using a SPOT array [134]. The array

was able to find over one hundred peptides that clearly bind the CAL PDZ domain

(Fig. 5.3). Second, K˚ predictions were made for all of the peptide sequences in

the HumLib library. Fig. 5.5A shows the resulting receiver operating curve (ROC)

when comparing the K˚ scores to the binding measurements (BLU values) of the

peptide array. The ROC has an area under the curve (AUC) of 0.84, which shows

that K˚ greatly enriches for peptides that bind CAL. Specifically, according to the

peptide array, out of the top 30 K˚ predicted sequences, 11 are expected to bind

CAL. Notably, this is a 20-fold increase over the number of binders that would be

expected to be found if the CAL binding peptides were distributed randomly within

the K˚ predictions.

Figure 5.5: Measurement of K˚ enrichment for CAL PDZ domain binding
sequences. The K˚ algorithm was able to enrich for peptide sequences that bind
the CAL PDZ domain. ROCs were calculated to compare K˚ predictions to A) the
entire HumLib peptide array data set (AUC = 0.84) and B) only sequences in the
HumLib array that matched the CAL binding motif (AUC = 0.71).

To investigate the success of the algorithm in more detail, we evaluated the im-

portance of the CAL binding motif in determining K˚ predictions. The amino acid

frequencies from the top binding peptides of the HumLib library (Fig. 5.3C) and
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natural binding partners of CAL [134] reveal that the canonical sequence motif of

CAL is X-S/T-X-L/V/I. As expected, among the full set of HumLib peptides, K˚

enriches for sequences that conform to this motif. This suggests that K˚ is able to

enrich for sequences that bind CAL.

Since the energy function was trained on peptide sequences that all matched the

CAL binding motif, it is important to determine whether K˚ allows false positives

at peptide positions 0 and -2. However, except for the HumLib array, no additional

CAL binding data exists for non-motif residues at positions 0 and -2. Therefore, to

do additional computational tests we must make the assumption that if a peptide

sequence matches the CAL motif it can bind CAL, and if it does not match the

motif it does not bind CAL. The HumLib data generally support this assumption,

although there are some peptide sequences that can bind CAL but do not match

the motif (10 out of 5867 sequences). A K˚ design search was conducted in which

positions 0 and -2 were mutated to all amino acids (except proline) while keeping

positions -1 and -3 fixed to arginine and valine respectively. The resulting ROC curve

(Fig. 5.6) has an AUC = 0.94, confirming the ability of K˚ to identify the known

CAL binding motif de novo. While K˚ also identified a few non-motif sequences

in each case, the HumLib suggests that CAL actually can bind to such sequences,

albeit less frequently (10 of 5867 sequences).

Of course, the identification of motif residues, while a necessary test of the al-

gorithm, does not by itself represent a major advance in affinity prediction. The

HumLib library shows that only 70 out of 261 sequences with the CAL binding

motif bind to CAL. A much more stringent test of the K˚ design algorithm is to

determine how well K˚ enriches for binders among sequences that match the known

CAL binding motif. As a first test, we recalculated the ROC curve considering only

peptides in the HumLib library that match the CAL sequence motif, and K˚ was

still able to significantly enrich for CAL peptide binders (AUC = 0.71; Fig. 5.5B).
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Figure 5.6: Recapitulation of the CAL motif at positions 0 and -2 of the
design peptide. A K˚ design search was conducted where positions 0 and -2 were
mutated to all amino acids (except Pro) while keeping positions -1 and -3 fixed to
arginine and valine respectively. The resulting ROC curve has an AUC = 0.94.

This search, together with the blind test of K˚ rankings in Section 5.1.3, provides a

true test that the success of K˚ in predicting HumLib binders is not merely due to

its identification of peptides conforming to the known sequence motif, but also to its

ability to distinguish high- and low-affinity binders among such peptides.

Prospective design of CAL peptide inhibitors

While SPOT arrays have proven to be a powerful tool for the identification of CAL

binding peptides, the highest affinity inhibitors identified to date are composed of

at least 10 amino acids. For hexamers, the highest published affinity is for iCAL35

(WQTSII; [135]). Since K˚ was able to successfully enrich for CAL binders found

in the HumLib library, we then used K˚ to prospectively find novel, shorter CAL

peptide inhibitors, searching over 2166 peptides containing motif-based combinations

of the C-terminal four residues. To facilitate accurate experimental binding-constant

measurements, each peptide was extended by a shared N-terminal addition of the

most frequent P´5 and P´4 residues among HumLib binders(WQ), yielding hexamer

sequences that exhibit a higher baseline affinity [134]. Both top- and bottom-ranked

sequences were chosen for experimental validation. The Ki value for each peptide

122



hexamer was determined using fluorescence polarization [134] (Table 5.1). We used

the same FP protocol to confirm the affinity of the acetylated iCAL35 reference

peptide for CAL (Ki “ 14˘ 1µM).

All of our top-ranked inhibitors are novel CAL ligands, for which neither pre-

dicted nor experimental affinities were previously available. Remarkably, all of the

top predicted peptides bind CAL with high affinity (Fig. 5.7A, Table 5.1). The

tightest binding predicted peptide (kCAL01, WQVTRV) had a Ki of 2.3 ˘ 0.2µM.

While this affinity is comparable to that of several other PDZ inhibitors [141, 142],

solution-state measurements show that the CAL PDZ domain exhibits systemati-

cally weak interactions with target C-termini: note that the Ki for the wild-type

CFTR sequence (TEEEVQDTRL) is 390 µM and the best known affinity natural

ligand (ANGLMQTSKL) for CAL is 21 µM [135]. Thus, our design algorithm suc-

cessfully identifies high affinity peptide inhibitors of the CAL PDZ domain, with

170-fold higher affinity than the interaction we were trying to inhibit and 9-fold

higher affinity than any comparable natural ligand. This peptide affinity advantage

may be important in physiological applications, since the native CAL:CFTR tar-

get interaction may involve additional sources of affinity outside the PDZ binding

pocket [116, 134], not available to a peptide inhibitor.

We also performed further analysis of the HumLib SPOT array used for K˚

validation. Selecting the most common amino acid at positions P0 to P´5 among

HumLib binders yields the sequence WQSTRL (HumLib01, Fig. 5.3C), which is

ranked in the top 50 K˚ predictions (out of 2166). This sequence is also the strongest

binder identified among the ProLib sequences (see below, and Fig. 5.4). However,

when we measured the CAL binding for HumLib01 using fluorescence polarization

(FP) it exhibited a Ki value of 13.5 ˘ 0.5µM, only a marginal improvement in

affinity compared to iCAL35 (14 ˘ 1µM). In comparison, five of the eleven top K˚

predicted sequences we measured with FP show an improvement in binding compared
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Figure 5.7: In vitro validation of K˚ predicted peptides. A) ∆G values for
top- and poorly-ranked K˚ predictions that were experimentally tested using fluo-
rescence polarization. Predictions plotted in green denote a binding affinity higher
than the best previously known hexamer (14 µM). Horizontal line represents average
∆G for plotted sequences. Sequence information and binding data can be found in
Tables 5.1 and 5.2. B) Ensemble of top 100 conformations for the peptide (kCAL01:
WQVTRV, orange sticks) with tightest binding to CAL (gray ribbon).

to both iCAL35 and HumLib01, and kCAL01 shows a six-fold improvement over both

iCAL35 and the HumLib01 sequence.

The best inhibitor found through previous FP and array screens involves a flu-

orescein group modification to a peptide decamer (F˚-iCAL36, F˚-ANSRWPTSII,

Kd “ 1.3 µM). kCAL01 rivals this binding affinity despite the computational search

library restriction to only allow amino acids and hexamer sequences. Critically, at

830 Da, kCAL01 has approximately twice the binding efficiency (ratio of inhibitor

potency, ∆G, to molecular mass) of F˚-iCAL36 and is much closer in size to typical

drugs. This makes kCAL01 a very promising inhibitor compared to F˚-iCAL36 and

other discovered inhibitors.

Furthermore, as suggested by our retrospective tests, the tight binding of our top-

ranked sequences was not merely a consequence of the underlying CAL-binding motif
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used to select candidate sequences for evaluation. To establish this, we selected a set

of poorly-ranked peptides to minimize sequence similarity and evaluated their CAL-

binding affinity experimentally. Almost all of the poorly-ranked sequences bound

CAL, consistent with their motifs (Fig. 5.7A). Reflecting the enrichment of CAL

binders in the pool, the two poorly-ranked peptides with the best affinities (Ki “

24 µM and 32 µM, respectively) were indeed close to the affinity of the weakest top-

ranked sequence (Ki “ 18 µM). However, all of the poorly ranked peptides bound

CAL more weakly than any of the top-ranked sequences (Table 5.1), and none of

them had improved affinity relative to prior biochemical efforts. This suggests that

K˚ can efficiently distinguish among motif-bearing peptides, allowing it to predict

sequences with CAL affinities unprecedented among hexamers.

Detailed analysis of the K˚ predictions suggests that the use of both ensemble-

weighting and minDEE approaches was important in the success of the algorithm.

The ensembles generated by K˚ do not have a dominant conformation, i.e., a confor-

mation with significantly lower energy than the others, which would thus dominate

in the partition function. For example, in the case of iCAL35 (WQTSII), K˚ found

75 conformations that were within 0.5 kcal/mol and 454 conformations that were

within 1 kcal/mol of the iCAL35 GMEC. In general, the ensemble conformations

are consistent with canonical PDZ:peptide interactions and with the conformation

of the CAL-bound CFTR peptide determined by NMR [132]. To determine the

importance of the ensemble-based K˚ rankings we compared the predictions to two

single-structure GMEC-based methods, minDEE [77], and rigid-rotamer DEE (rigid-

DEE) [104]. Both minDEE and rigidDEE were run with the same energy parameters

as the K˚ designs. However, since the single-structure designs only compute the en-

ergy of the bound state, reference energies [18] were included as in [85] to account

for the energy of the unbound state. The inclusion of reference energies for single-

structure designs have been deemed necessary by most protein designers to account
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for the unfolded/unbound state [143, 48, 85]. K˚ does not need reference energies

since it calculates a partition function for both the bound and unbound states of the

complex [2, 18]. Therefore, reference energies are included to make the comparison

between K˚ and the single-structure designs more fair. We compared the top 30 se-

quences from minDEE and rigidDEE and found they had no sequences in common.

This supports previous work where we have shown that in over 69 protein design

systems minDEE finds low energy sequences that rigidDEE discards by not allow-

ing minimization [77, 68]. In addition, when we compare the top 30 rigidDEE and

minDEE results to the top K˚ designs we find that they have only three and four

sequences in common, respectively. If we had used only GMEC-based approaches

instead of K˚, we would not have predicted most of the experimentally successful

sequences that K˚ found, including the best inhibitor kCAL01. In addition, the

overall sequence rankings show a very poor correlation between the minDEE and K˚

predictions; the same is true of the rigidDEE and K˚ predictions (R2 = 0.1 and 0.09

respectively).

Blind Test of K* Predictions within the CAL Binding Motif

The prospective peptide predictions demonstrate that K˚ can successfully find CAL

peptide inhibitors. Our solution-state binding tests provide robust information for

the best and worst K˚-predicted peptides, but give little information about the CAL

binding of the remaining peptides that match the CAL motif. To investigate this

experimentally, we designed a peptide library SPOT array (ProLib) based on the

HumLib motif combined with substitutional analyses [135]. The resulting sequences

closely match our prospective prediction set and the binding of these sequences to

CAL was assessed as described in the Materials and Methods section. Using a

similar analysis to that performed on the HumLib peptide array we compared the

K˚ predictions to the CAL binding observed with the ProLib array. We found an
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AUC = 0.88 (Fig. 5.8). Note that this AUC is much higher than the 0.71 found when

only looking at CAL motif sequences within the HumLib array. One explanation for

this improvement is that the experimental setup is closer to the design model used

by K˚. Specifically, the ProLib array uses a mixture of amino acids at P´4 to P´7 of

the peptides, while the HumLib array is composed of decamer peptides. Thus, the

ProLib data focuses on the identity of the last 4 C-terminal positions, which better

matches the sequence and structure search space of the K˚ designs. A complete

evaluation of the accuracy of K˚ affinity predictions would require the synthesis and

FP binding analysis of all 2166 sequences within the CAL binding motif. However,

taken together, the FP measurements for the designed peptides plus the ProLib blind

test suggest that K˚ is a powerful filter, efficiently selecting tight binders from a pool

of sequences with baseline affinity for the target.

Figure 5.8: Validation of K˚ predictions against ProLib peptide array. K˚

was used to predict binding between the CAL PDZ domain and the peptide array,
ProLib, which contained peptide sequences that match the CAL binding motif. The
ROC curve shown compares theK˚ predictions to the observed peptide array binding
data. AUC = 0.88.

Biological activity of the highest affinity designed peptide inhibitor

All of our top-predicted inhibitors successfully bound CAL, which suggests that

they should disrupt the degradation pathway of CFTR. The ability of kCAL01 to

restore ∆F508-CFTR function was assessed by measuring CFTR-mediated chloride

efflux in CF-patient derived bronchial cells expressing ∆F508-CFTR (CFBE-∆F)
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using an Ussing chamber apparatus [123]. As a control peptide, we used kCAL31

(WQDSGI), which was ranked as the weakest interactor byK˚ and for which no bind-

ing was detected experimentally (Table 5.2). Fig. 5.9 shows ∆F508-CFTR chloride

secretion across polarized monolayers treated with either kCAL31, the iCAL35 refer-

ence peptide, or kCAL01. Previous studies with fluorescently labeled peptides have

demonstrated delivery into CFBE-∆F cells using the BioPORTER reagent [123].

Significance of rescue was evaluated by comparing percentage improvement in chlo-

ride efflux to rescue from a well-established ”corrector” under identical conditions,

and by Student’s t-test (p-value). Compared to the non-binding control, the previ-

ously best hexamer, iCAL35, yields only a slight (non-significant) improvement in

chloride secretion (4%, p “ 0.16). In contrast, chloride secretion following treatment

with the designed inhibitor kCAL01 is significantly enhanced with respect to the

control peptide (12%, p “ 0.0049) and with respect to the reference (8%, p “ 0.037)

peptide. Indeed, the biological activity of kCAL01 is very similar to that observed

under similar conditions following treatment with either the best previously available

CAL inhibitor (F˚-iCAL36) or the first-generation corrector corr-4a [123, 118].

5.1.4 Discussion

The new K˚ algorithm we have developed for PPI interface design has enabled the

design of the first high-affinity hexapeptide CAL PDZ inhibitor with demonstrated

ability to rescue ∆F508-CFTR. By interfering with CAL-mediated degradation, our

best designed peptide, kCAL01, can act as a CFTR “stabilizer,” allowing ∆F508-

CFTR to recycle back into the membrane. Currently, the only well-studied ways to

rescue mutant CFTR function with drug-like molecules are through “potentiators”

and “correctors”, which do not address the problem that ∆F508-CFTR is rapidly

endocytosed and degraded at physiological temperatures [121]. Like other CAL

inhibitors, kCAL01 should work in conjunction with potentiators and correctors to

128



Figure 5.9: The top binding peptide is biologically active. The ∆F508-
CFTR specific chloride flux is shown for a control peptide (kCAL31; WQDSGI; no
CAL binding detected), the reference peptide (iCAL35; WQTSII), and the tightest
binding design peptide (kCAL01; WQVTRV). kCAL01 shows a 12% increase in
chloride efflux over the control peptide. p values shown are for pairwise comparisons
(n “ 12). Values shown are mean ˘ standard error of the mean (SEM). N.S.: not
significant, p “ 0.16.

create an additive effect [123].

kCAL01 was observed to increase ∆F508-CFTR activity by 12%. While this effect

is clearly statistically significant (p “ 0.0049), we also wished to assess its magnitude

relative to the effect of known rescue compounds. The performance of kCAL01 was

benchmarked using polarized human airway epithelial cells derived from a CF patient

(stably expressing ∆F508-CFTR; CFBE-∆F cells). In these cells, CFTR rescue is

more challenging than in heterologous cells, but the levels of rescue observed are more

likely to reflect the physiological situation. Since CFTR modulation is extremely
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sensitive to experimental conditions and particularly to the type of cells used [120,

144], we chose to compare the performance of kCAL01 against the corrector corr-4a.

There are two reasons for this choice for comparison: (a) corr-4a is a well-established

benchmark for CFTR correctors [145], and (b) directly comparable data are available

based on our previous studies [123]. Under identical experimental conditions, corr-4a

produces a 15% increase in ∆F508-CFTR levels in CFBE-∆F cells [123]. Thus, the

12% increase seen with the kCAL01 inhibitor peptide is similar to that produced by

a first-generation corrector. Since corr-4a and kCAL01 have orthogonal mechanisms

of action, this enables additive rescue as an attractive treatment option. Specifically,

in the long term, the therapeutic impact of CAL inhibitors is likely to be enhanced

by their ability to provide additive rescue with correctors, offering the prospect of

combination treatment [123].

To design kCAL01 we developed a novel, provable, ensemble-based protein design

algorithm for protein-peptide and protein-protein interactions. The validation of K˚

by comparing its predicted binding scores to CAL peptide-array data demonstrates

K˚’s strong ability to enrich for human protein sequences that bind CAL. While the

HumLib array showed that CAL binds a specific motif, it also shows (along with

the ProLib array) that CAL does not bind all sequences that match the motif. In

HumLib, 191 of 261 sequences that match the motif did not bind CAL. Moreover, all

of the peptides synthesized for this work (kCAL01-kCAL31) match the CAL motif,

but have a wide range of binding affinities. Therefore, K˚ needs to perform the

difficult task of differentiating the affinities of peptides that share the CAL motif,

rather than merely separating motif from non-motif sequences. The HumLib analysis,

FP analysis of top and poorly-ranked K˚ predictions, and the ProLib analysis all

show that K˚ is able to enrich for sequences within the CAL PDZ sequence motif

that have high-affinity interactions with CAL.

The experimental validation of top-rankedK˚ sequences confirms thatK˚ prospec-
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tively predicted novel high-affinity CAL peptide inhibitors. Compared to the in-

hibitory constant of the natural CFTR C-terminus, the designed sequences are much

stronger binders. Indeed, our approach found peptide sequences that bound more

tightly than iCAL35, the best previously known hexamer sequence. Interestingly,

even though iCAL35 binds to the CAL PDZ domain, it is unable to mediate sig-

nificant or substantial rescue of ∆F508-CFTR in CFBE-∆F cells (Fig. 5.9). The

designed inhibitor’s improvement in binding directly translates to increased ∆F508-

CFTR activity in CF-patient derived airway epithelial cells, demonstrating the value

of using our computational approach to design protein:peptide interactions.

Current therapeutics known to rescue CFTR function are small molecules gen-

erally discovered through high throughput library screens [145]. To find CFTR sta-

bilizers, we needed to discover inhibitors that could block the CAL-CFTR PPI.

Unfortunately, small molecules that inhibit PPIs are rare and the development of

such inhibitors has been very difficult due to the shallow, distributed nature of the

interfaces [146]. Therefore, we have focused on tools to design peptide inhibitors, de-

veloping and validating a new K˚ algorithm that has identified low molecular weight,

high-affinity sequences. While our previous work employed high-throughput peptide

arrays to screen for inhibitors [135], the computational design approach can easily

and accurately be expanded beyond the limits of peptide array synthesis, providing a

novel avenue for identifying CF therapeutic leads with improved affinity, specificity,

and proteolytic stability.

In this section we have focused on improving peptide inhibitor affinities, but

our success suggests that K˚ can also be used to improve peptide specificity and

proteolytic stability. For optimal biological efficacy, CAL inhibitors should avoid

off-target effects, including interactions with other CFTR trafficking proteins (Fig

5.1B), such as the NHERF family [115]. To achieve peptide specificity, K˚ could be

run to find peptides that did not bind well to these off-target interactors, a process
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known as negative design [18, 101]. The experimentally-tested poorly-ranked K˚

predictions all had a worse affinity for CAL than the top-predicted peptides (Tables

1 and 2). This suggests that K˚ has the capability to conduct negative design for the

CAL system. Also, we have shown the successful application ofK˚ negative design to

other biological systems [101]. Finally, since the efficacy of natural peptides is often

limited by proteolytic stability, it could be beneficial to extend the K˚ software to

incorporate non-natural amino acids, such as d-amino acids, into the design search

space. This will allow the design of compounds that inhibit CAL, but cannot be

degraded as readily as linear l-peptides.

The K˚ scoring function uses energy terms for electrostatics, van der Waals en-

ergy, and implicit solvation. K˚ also utilizes an approximation of conformational

entropy factors through its ensemble-based scoring [18, 77]. Analysis of these com-

ponents can potentially identify important interactions in the top peptide inhibitor

designs. Comparing the average energy contribution for the top 30 predictions to the

median for all designs we find that all components contribute favorably to the peptide

binding, with van der Waals giving the largest benefit (-11.2 kcal/mol), followed by

electrostatics (-10.9 kcal/mol), and finally solvation (-8.2 kcal/mol). However, even

within the top 30 predictions the dominant energetic component varies greatly (elec-

trostatics is dominant for 12 sequences, van der Waals for 6 sequences, and solvation

for 12 sequences).

Tidor and co-workers [85] have suggested that design predictions are best when

re-ranking structures using a purely electrostatic energy function. We addressed this

possibility by comparing the AUC obtained from a purely electrostatic function vs.

that obtained from our complete energy function. If we use only the electrostatic

term, the AUC was 0.61 (bound energy only) or 0.66 (bound minus unbound). Both

values are significantly lower than the 0.84 AUC value obtained with the full func-

tion. Thus, while electrostatic terms are important to the success of the algorithm,
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inclusion of a more complete energetic model improves the prediction. In fact, no

individual energy term outperforms the K˚ score when classifying the peptide array

data. Thus, K˚ predicts its successful designs by accurately incorporating all three

energy terms through ensemble-based scoring.

Many of the binding sequences identified by K˚ contain a positively charged

residue (R/K) at P´1. Similarly, in the HumLib array, about 26% of the sequences

that we consider to be binders contain a positively charged residue at P´1, and

in the ProLib array 53% of the binders contain an R/K at P´1. Based on our

previous NMR analysis [132], the P´1 arginine can form a salt-bridge with E309

on the periphery of the CAL binding site (Fig. 5.1A), an electrostatic contribution

that could theoretically dominate the ROC curve analysis. However, because 74%

of the top binding sequences in the HumLib array do not contain the P´1 R/K, the

strongK˚ AUC values suggest that it must also correctly predict these sequences. To

test this assertion more forcefully, we removed all of the sequences with a positively

charged residue at position -1 and then recalculated the ROC curve. This results in an

AUC of 0.82, almost identical to the value of 0.84 obtained with all sequences. Thus,

consistent with the significant contributions of each term in the energy function, the

ROC behavior of the algorithm is not dependent on the presence or absence of a

positively charged residue at P´1.

A small number of Ki values were used to train the new K˚ algorithm to prop-

erly scale energy terms for protein-peptide interactions, which can now be used for

additional protein-peptide interaction designs. Besides the training, the only system

specific data used was the input starting structure and CAL sequence motif. The

sequence motif was used as an optional filter to expedite the search, but should not

affect the ability of K˚ to find high-affinity inhibitors. As seen from the HumLib

peptide array comparison, K˚ yields a higher ROC AUC when considering the entire

array, which implies that K˚ is better at distinguishing CAL peptide inhibitors from
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the entire sequence space than from within only the known sequence motif. This

suggests K˚ will be able to find new high-affinity inhibitors if the search space is

expanded.

Beyond its utility in the design of enhanced CAL inhibitors, the K˚ algorithm

represents a general framework for analyzing PDZ domains and other protein-protein

interfaces. PDZ domains are among the most common interaction domains in the

human genome [147]. Using traditional biochemical approaches, the characterization

of the binding affinity of candidate partners, as well as the identification of high-

affinity reporters and inhibitors, often requires the individual synthesis of dozens of

peptides, many of which fail to interact robustly. As shown for CAL, K˚ offers a

facile mechanism to predict affinities and to design novel ligand sequences using only

an initial input structure. Furthermore, the proofs and algorithm presented here

provide a general approach for modeling peptide-mediated PPIs that regulate a wide

variety of critical physiological processes.

5.2 Designing D-Peptide Inhibitors of the CAL PDZ Domain

5.2.1 Introduction

Most drug discovery efforts in the last century have focused on generating efficacious

small molecule drugs. These efforts have led to many successes in the treatment of a

wide range of diseases. Despite the successes of small molecule drugs, the discovery of

new drugs has slowed [148]. This slowing is likely because 1) small molecules often

bind a number of off targets, which leads to toxicity, and 2) it is difficult to find

small molecules to inhibit protein-protein interactions, because of the flexibility and

shallow nature of PPIs [149]. Therefore, there has been a growing trend to develop

peptide and peptide-like drugs that offer several advantages, such as high potency,

high selectivity, and high chemical and biological diversity [150].

Our work in Section 5.1 and [7] developed a peptide inhibitor with the ability to
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rescue chloride efflux in cystic fibrosis patient-derived airway epithelial cells. Specifi-

cally, our inhibitor disrupts the CFTR:CAL protein-protein interaction and prevents

CFTR from being degraded. This suggests that our inhibitor has the potential to

alleviate CF symptoms. However, peptides do not conform to the well-established

characteristics that make good drug leads [151] and often make poor drugs. Some

general disadvantages of peptides as drugs include poor metabolic stability, poor

membrane permeability, and poor oral bioavailability [150]. Despite these disadvan-

tages, several effective peptide-based drugs are already on the market [150].

To create an effective drug based on our CAL inhibitor, kCAL01 [7], we must take

care to overcome the disadvantages of using peptides as drugs, especially the natural

peptides’ lack of proteolytic stability [148]. This can be addressed by converting a

natural peptide into a cyclic peptide, pseudo-peptide, and/or peptidomimetic, which

preserves the biological properties of the peptide while increasing the peptide’s sta-

bility [148]. In the case of our peptide inhibitor, as with all PDZ domain binding

peptides, there is a crucial interaction between the C-terminal peptide residue and

the CAL PDZ domain carboxylate-binding loop. Thus, when modifying the peptide

to avoid proteases, it is important to preserve the peptide C-terminus. Maintaining

C-terminal interactions precludes the use of N-C terminal cyclization as well as other

common modification strategies to improve the metabolic stability of the peptide.

For example, one common strategy to create a stable mimic of a natural peptide

is to create a retro-inverso peptide mimic [152, 153], a peptide composed of all d-

amino acids with the reverse sequence of the original peptide. d-amino acid peptides,

and specifically retro-inverso peptides, display increased proteolytic stability in com-

parison with natural peptides [154, 155, 156]. Retro-inverso peptides often retain

the biological activity of the template peptide [153], but the N- and C-termini are

swapped compared to the l-peptide. While the N- and C-termini can be chemically

modified to resemble the l-peptide [154], the backbone atoms remain offset relative
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to the l-peptide. In PDZ domain binding, this shift disrupts the backbone hydrogen

bonding patten (Fig. 5.10), eliminating a straightforward application of retro-inverso

peptides to our peptide inhibitor.

Figure 5.10: Comparison of l-peptide to retro-inverso peptide model. A)
Hydrogen bonding pattern of the peptide WPTSIL (blue) bound to CAL (green;
PDB ID: 4E35). Hydrogen bonds are shown using green contact dots [103]. B)
Model of retro-inverso peptide (with N-terminus modified to mimic the l-peptide
C-terminus; magenta) bound to CAL (green). Contact dots are shown for hydrogen
bonds (in green) and clashes (in red and yellow). C) Alignment of the l-peptide
backbone (blue) with the retro-inverso peptide (magenta).

To design d-peptide inhibitors that can specifically target the CAL PDZ domain,

we extended the osprey design software to allow d-amino acid mutations [40]. The

d-peptide inhibitors were designed to maintain the hydrogen bonding pattern of the

known CAL peptide inhibitors while improving proteolytic stability.

5.2.2 Methods

d-Peptide Designs

To obtain an initial input structure for the d-peptide design, we first had to find a

suitable backbone conformation for a d-peptide bound to CAL. d-amino acids have

a flipped Ramachandran plot compared to l-amino acids (Fig. 5.11; [157]), so it is

not appropriate to use the backbone conformation from an l-peptide:CAL crystal

structure (PDB id: 4E35) as the input structure [158]. Instead, we computationally

created an all alanine d-peptide with idealized d-amino acid β-strand backbone an-

gles (φ “ 120,ψ “ ´135). The d-alanine peptide was aligned to the native l-peptide.
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Because the peptides are mirror images of one another, the alignment used only the

O, N, C, and H backbone atoms for the 4 most C-terminal peptide residues.

Figure 5.11: Ramachandran plot of known d-amino acids from the PDB.
Phi and psi angles for 264 “real” d-amino acids plotted on A) the conventional Ra-
machandran plot and B) a flipped Ramachandran diagram. Reproduced from [157].

The structure of CAL with the aligned d-ala peptide was relaxed using 200 cy-

cles of conjugate gradient descent minimization using the Sander molecular dynamics

package with the FF99SB forcefield [159]. The minimized structure was used as the

input structure to a 1 ns molecular dynamics (MD) simulation with explicit solvent.

During the simulation CAL was restrained to the crystal structure protein coordi-

nates while the peptide was allowed to move freely. Each snapshot from the molecular

dynamics run was ranked based on the quality of peptide backbone hydrogen bond-

ing with CAL using the program Probe [103]. The top six structures were chosen as

input structures for the peptide design (Fig. 5.13).

A two-step protein design was conducted for each starting backbone structure.

First, a rigid GMEC expanded rotamer library design was done to find all sequences

with at least one conformation within 10 kcal/mol of the GMEC. Next, the low-

energy sequences from the first run were reevaluated using the iMinDEE/K˚ algo-

137



rithm.

The rigid GMEC d-peptide designs allowed the P0-P´5 peptide residues to mutate

to all {d}-amino acids except proline, while all residues with an atom within 4 Å of

the peptide were kept flexible. To identify low-energy sequences that should be

further evaluated by K˚, DEE pruning was conducted with an energy window so

that conformations within 10 kcal/mol of the GMEC were not pruned. Furthermore,

type-dependent DEE pruning was used to obtain greater pruning while ensuring

that all low-energy sequences remained in the search [160]. Type-dependent DEE

preserves all low-energy sequences by only pruning a rotamer if another rotamer of

the same amino-acid type can be shown to be provably better. By combining the

use of an energy pruning window with type-dependent DEE, we improve the pruning

over traditional type-dependent DEE and still guarantee that no sequences with a

conformation within 10 kcal/mol of the GMEC will be pruned.

The sequences found by the rigid GMEC filtering step were reevaluated using

the K˚ algorithm with continuous rotamers. To ensure that the minGMEC con-

formations for each sequence were quickly identified during the K˚ conformation

search, the K˚ algorithm was modified to use the HOT continuous rotamer method

(Section 4.3.2). The top K˚ sequences were further analyzed using MD to computa-

tionally validate the predicted binding modes.

Energy Function

The energy function consisted of a vdW, electrostatics, solvation, H-bond, entropy,

and reference energy term (Section 3.6.3;[68, 38]). In addition, the interactions be-

tween the peptide and CAL PDZ domain (inter-protein interactions) were allowed

to scale with respect to the intra-peptide and intra-PDZ domain interactions. The

CSPD energy function weights were chosen by searching over the parameter space

to find values that recapitulated the sequence of the known CAL l-peptide binding
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motif (X-S/T-X-I/L/V). Recapitulation of the motif was tested with rigid GMEC ex-

panded rotamer library designs that used the l-peptide:CAL crystal structure (PDB

id: 4E35) as the design input structure. The P0-P´3 peptide residues were allowed

to mutate to any amino acid except proline during the design, and all residues that

contained an atom within 4 Å of the peptide were kept flexible. Training runs were

considered valid if the GMEC from the run matched the sequence of the known CAL

PDZ binding motif. To determine a single set of energy weights, the weights from

each valid run were averaged.

Expanded Rotamer Library

For each input backbone conformation, a distinct system specific expanded rigid ro-

tamer library was used for the initial rigid rotamer designs. The expanded rotamer

library attempts to mimic a continuous rotamer design by choosing rotamer posi-

tions that match where continuous rotamers preferentially minimize to. To calculate

the expanded rotamer library, the continuous rotamer pairwise energy matrix was

computed using the Lovell rotamer library. The dihedral angles for each minimized

rotamer pair entry were recorded during the bounds computation. The dihedral an-

gles for each rotamer were clustered and a representative rotamer from each cluster

was added to the expanded rotamer library. Note that since the continuous rotamer

pairwise energy matrix was computed for the given input backbone conformation,

the resulting expanded rotamer library is specific for both the design system and the

energy function that was used to create the continuous rotamer energy matrix.

Enumerating Sequences with A*

The goal of each rigid expanded rotamer library design was to find the sequences

with the lowest energy conformations with respect to the input structure. Traditional

osprey does not directly enumerate sequences, but rather uses A˚ to enumerate con-
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formations in order of increasing energy. It is often the case that many conformations

from one sequence are enumerated before a new low-energy sequence is found. To

increase the efficiency of the search and reduce the size of the A˚ tree, a modified

version of A˚ was used to enumerate sequences directly. In the modified version of

A˚, nodes in the A˚ search tree represent partially assigned sequences instead of

partially assigned conformations. To calculate the A˚ heuristic for each node, it is

necessary to bound the lower energy for all possible conformations that match the

partially assigned sequence for the node. This was done by formulating the problem

at each node as a weighted constraint satisfaction problem (WCSP; Section 4.2.2;

[161, 110]). osprey was extended to use the WCSP solver Toulbar2 [112] for these

calculations.

5.2.3 Results

The crystal structure of CAL bound to the peptide l-RWPTSIL was used as the

starting structure for the inhibitor designs (PDB id: 4E35). It is important to

characterize the key interactions in the crystal structure between the peptide and

PDZ domain to see if analogous or substitute interactions can be found during the

d-peptide design. Figure 5.12 highlights the key interactions. Specifically, as with

most PDZ domains ligands, l-RWPTSIL binds to CAL by extending its β-sheet.

The hydrogen bonding from the β-sheet and carboxylate binding loop (Fig. 5.12B)

form the foundation for peptide binding. The hydrophobic pocket shown in panel C

and the hydrogen bond formation shown in panel D enforce the binding specificity

observed in the known CAL PDZ binding motif.

Because d-peptides have a mirrored Ramachandran plot, it is not appropriate to

start the d-peptide design using the l-peptide backbone from the crystal structure.

Therefore, an all alanine d-peptide was modeled into the peptide binding site. The

d-peptide was aligned to the l-peptide such that the known β-sheet and carboxy-
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Figure 5.12: Crystal structure contacts between l-RWPTSIL and the
CAL PDZ domain are shown using contact dots. (peptide: cyan, CAL: gray;
PDB id: 4E35). A) Overview of entire structure. The general beta-sheet hydrogen
bonding pattern between the peptide and PDZ domain is shown. B) PDZ domain
carboxylate binding loop, where the P0 backbone binds to the PDZ domain. C)
P0 leucine side-chain interacting with the hydrophobic pocket of CAL formed by
residues L15, I17, I19, V69, L72, and S73. D) Hydrogen bond between serine P´2

and H65. E) Hydrophobic interactions between tryptophan P´5 and residues T20,
H25, V27 and L30 of CAL.

late hydrogen bonding pattern was maintained. The d-peptide was relaxed with a

molecular dynamics run and six peptide backbones that optimized the backbone hy-

drogen bonding pattern were chosen as input for further design, denoted BB1-BB6

(Fig. 5.13).

A rigid GMEC design with an expanded rotamer library was conducted for each

backbone starting structure, followed by a continuous rotamer K˚ run to compute

a binding score for each top ranked sequence from the rigid GMEC design. A se-

quence logo summarizing the sequences found for each d-peptide backbone is shown

in Fig. 5.14. Each starting backbone conformation was held fixed during the design

to ensure the desired β-sheet hydrogen bonding pattern was maintained. We inves-

tigated whether the designed peptides were able to reproduce the other key PDZ
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Figure 5.13: The six starting backbones for d-peptide design. Six peptide
backbone starting structures were chosen from a molecular dynamics simulation of
CAL bound to a d-alanine peptide. The starting position for the MD run was
obtained by aligning the d-alanine peptide to the CAL crystal structure and then
minimizing the CAL PDZ domain with the aligned peptide. CAL is shown in green.

domain interactions observed in the wild-type crystal structure. When an l-peptide

is transformed into a d-peptide, the side-chains point in roughly the opposite direc-

tion from where they pointed in the l-peptide. Therefore, it is possible that the key

residue positions from the CAL motif shift by one to compensate for this change

in chirality. Indeed, as can be seen from the sequence logos, the hydrophobic P0

residue is shifted to the P´1 position, and the P´2 S/T is shifted to the P´3 position.

Further inspection of the structures of the top conformations shows that this trend

holds. Figure 5.15A shows that all P´1 designed amino acids (except tryptophan)

fill the hydrophobic pocket usually filled by the l-peptide P0 residue. Because the

tryptophan design does not fill the hydrophobic pocket, but rather sits on top of the

pocket, this design does not seem as promising as the others. Based on the sequence

logos (Fig. 5.14), it is possible to see that the amino acid chosen at the P´1 position

(which binds to the hydrophobic pocket of the CAL PDZ domain) is very sensitive

to the starting backbone conformation.

All the top sequences from the rigid GMEC designs were reevaluated using K˚
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Figure 5.14: Top-ranked d-peptides from the expanded rotamer library rigid
GMEC designs. Sequence logos representing the top 100 sequences for each starting
backbone conformation are shown. Logos were generated with [162].

Figure 5.15: Molecular interactions of the top-ranked d-peptide designs.
A) The P´1 position of the top designed peptide for each starting backbone aligned
to the crystal structure (violet). All amino acids at the P´1 position in the top
d-peptide designs occupy the same space as the P0 residue in the crystal structure,
except for the tryptophan from BB4. B) Three of the six top designs predict a serine
at the P´3 position which can hydrogen bond to H65 similarly to P´2 in the crystal
structure (PDB id: 4E35). C) None of the designs predict similar P´5 interactions
to the crystal structure, but rather find new interactions as demonstrated by the P´5

arginine hydrogen bonded to H65 in the PDZ domain.
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with continuous rotamers. Sequence logos from the top 100 sequences from each K˚

run are shown in Fig. 5.16. For the most part, the top sequences are relatively un-

changed between the two runs. The top sequence from all K˚ runs except BB5 was

furthered studied by molecular dynamics. The BB5 sequence was ommitted from

further study because the alanine at the P´1 position did not substantially fill the

known PDZ domain hydrophobic pocket. The lowest energy conformation predicted

by K˚ for each sequence was simulated with MD for 1 ns to analyze the stability of

the predicted d-peptide binding mode. For each MD run, the center of mass (COM)

distances for each peptide residue to the PDZ domain COM were computed (Fig-

ure 5.17). MD simulations for the crystal structure and d-alanine peptide show two

extremes of peptide binding. The crystal structure simulation shows very little fluc-

tuation in COM distance for all peptide residue positions, indicating a stable binding

mode for the peptide. On the other hand, the d-alanine peptide dissociates from the

PDZ domain after simulation for 800 ps. Based on this data and inspection of the

MD trajectory, the designs using BB3, BB4 and BB6 predict sequences that demon-

strate the most stable binding modes while the peptides from the designs using BB1

and BB2 exhibit much higher fluctuations. Additionally, the COM distances for P0

(Fig. 5.17 black line) and inspection of the final MD snapshots show that only the

peptide sequences from the BB3 and BB6 designs (QKSRMS and RRARLT) main-

tain binding to the PDZ carboxylate binding loop through the full MD simulation.

The BB1, BB2, and BB4 design sequences all have aromatic residues at the P´1

positions (phenylalanine, histidine, and tryptophan, respectively), suggesting that

when a bulky aromatic residue is placed at the P´1 position, the peptide is pushed

away from the carboxylate binding loop.

Further investigation of the MD trajectories suggest that the hydroxyl group from

S/T at the P0 position can “cap” the C-terminus of the peptide inhibitor and allow

the C-terminus to disassociate from the PDZ domain. To prevent this dissociation
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Figure 5.16: Top-ranked peptides for each continuous rotamer K˚ d-peptide de-
sign. K˚ with continuous rotamers was used to reevaluate all low-energy sequences
found by the initial rigid expanded rotamer library GMEC designs. Sequence logos
for the top 100K˚ sequences for each template backbone are shown. Logos generated
with [162].

we searched for other viable P0 residues and found that several designs had also

predicted a hydrophobic leucine at the P0 position. An MD trajectory was run to

test the effectiveness of a hydrophobic residue, specifically leucine, at the P0 position

and the trajectory confirmed that the C-terminal peptide residues remained much

more stable with this amino acid substitution.

Inspection of the peptide N-terminus in the MD trajectories showed that no key

interactions were holding the N-terminal residues in place. In the crystal structure

the N-terminal tryptophan is able to lay on the surface of the PDZ domain and

make several hydrophobic contacts. We attempted to recover these crystal contacts

by conducting two additional MD trajectories testing the addition of a tryptophan

and proline at either the P´7, P´6 positions (WPSRSRLL) or the P´6, P´5 positions

(WPRARLT). The MD trajectories showed that the new N-terminal tryptophan is

able to make hydrophobic contacts similar to the crystal structure when the trypto-

phan is placed at the P´7 position.
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Figure 5.17: Peptide-CAL fluctuations of top predicted d-peptide sequences. The
change in distance between the center of mass of each peptide residue and the PDZ
domain center of mass over a 1 ns MD trajectory is shown for each top-ranked
design peptide as well as the wild-type crystal structure and d-alanine peptide. The
reported distances were normalized so that they are relative to the distance in the
first MD snapshot.
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5.2.4 Discussion

Peptide-based drugs are increasing in popularity because of their ability to com-

bine the advantages from both small molecules and proteins [150, 163]. Because of

their larger size compared to small molecules, peptides have the ability to specif-

ically target PPIs and other large molecular surfaces that cannot be targeted by

small molecules. However, unstabilized l-peptides suffer from low bioavailability

and metabolic instability. These drawbacks can be mitigated by either peptide sta-

bilization with peptide “stapling” or peptide circularization [164], or conversion of

the l-peptide to a non-natural d-peptide (or peptidomimetic) with a similar confor-

mation [150].

Previously, we designed peptide inhibitors that disrupt binding of the CAL PDZ

domain to the C-terminus of CFTR (see Section 5.1.3). The peptide inhibitors

were modeled to mimic the CFTR C-terminus and bind CAL by forming a β-stand

with an existing β-sheet in the PDZ domain. Ideally, the peptide inhibitors could be

stabilized or converted to a d-peptide through standard methods, but the C-terminal

peptide interactions prevent the effectiveness of these methods. Therefore, instead of

converting our current peptide inhibitors, we developed a new computational protocol

to directly predict d-peptides that can bind the CAL PDZ domain.

Here we described the computational approach we developed to design d-peptide

inhibitors and used the method to design inhibitors for the CAL PDZ domain. First,

initial d-peptide backbone conformations were generated for input into the osprey

CSPD software suite for peptide design. The Ramachandran plot for d-amino acids

is the reflection of the traditional Ramachandran plot indicating that the d-peptide

φ,ψ angles needed to be mirrored. This change in backbone angles essentially flips the

orientation of the peptide side-chains 180˝, disrupting the original peptide binding

to the PDZ domain. To get a correct binding orientation for the initial peptide
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backbone an all d-alanine peptide was aligned with the original l-peptide in the

CAL crystal structure such that the side-chain orientation matched between the two

peptides. Then molecular dynamics was used to relax the d-alanine peptide and the

top backbones (based on β-stand H-bonding) were chosen for input into osprey.

Two rounds of design with osprey were used to identify potential d-peptide

sequences for each input backbone. Low-energy sequences were identified using an

expanded rotamer library GMEC design and then K˚ was used to compute a binding

score for each predicted sequence. A common trend seen in the resulting designs was

that the l-peptide CAL binding motif (X-S/T-X-V/I/L) was shifted by one residue

position for the d-peptides. This corresponds with the change in backbone dihedral

angles that essentially flips the orientation of every side chain. The PDZ domain-

peptide interaction for the top design of each input backbone was simulated using

molecular dynamics to confirm the stability of the predicted binding mode. The

MD simulations confirmed that the d-peptide predictions were able to recover all

the key interactions observed in the CAL crystal structure except for the N-terminal

hydrophobic contacts. The MD simulations also showed that hydrophilic residues at

the P0 peptide position were able to “cap” the peptide and help facilitate peptide

dissociation. This information was used to revise the designs, and the next round of

peptides were shown to be much more stable in the MD simulations. The designed d-

peptides are promising putative inhibitors of CAL-CFTR binding and are expected

to have favorable pharmacokinetic properties compared to the original l-peptide

inhibitors.
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6

Improving the Binding of a Highly Neutralizing
HIV Antibody

The work presented in this chapter is adapted from the following submitted article,

which is a collaboration with Rebecca S. Rudicell, Young Do Kwon, Sung-Youl Ko,

Amar Pegu, Mark K. Louder, Ivelin S. Georgiev, Xueling Wu, Jiang Zhu, Jeffrey C.

Boyington, Xuejun Chen, Wei Shi, Zhi-Yong Yang, Nicole A. Doria-Rose, Krisha

McKee, Sijy O’Dell, Stephen D. Schmidt, Gwo-Yu Chuang, Cinque Soto, Yongping

Yang, Baoshan Zhang, Tongqing Zhou, John-Paul Todd, Krissey E. Lloyd, Joshua

Eudailey, Bruce R. Donald, Robert T. Bailer, Julie Ledgerwood, Mark Connors,

Richard A. Koup, Barney S. Graham, Martha C. Nason, Barton F. Haynes, Srini

S. Rao, Mario Roederer, Peter D. Kwong, John R. Mascola, and Gary J. Nabel.

My contribution to the work was the continued development of the CSPD software

osprey and the design and implementation of the computational redesign of the

VRC07:gp120 interface for improved binding.

Rebecca S. Rudicell, Young Do Kwon, Sung-Youl Ko, Amar Pegu, Mark K.

Louder, Ivelin S. Georgiev, Xueling Wu, Jiang Zhu, Jeffrey C. Boyington,
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Xuejun Chen, Wei Shi, Zhi-Yong Yang, Nicole A. Doria-Rose, Krisha McKee,

Sijy O’Dell, Stephen D. Schmidt, Gwo-Yu Chuang, Cinque Soto, Yongping

Yang, Baoshan Zhang, Tongqing Zhou, John-Paul Todd, Krissey E. Lloyd,

Joshua Eudailey, Kyle E. Roberts, Bruce R. Donald, Robert T. Bailer, Julie

Ledgerwood, Mark Connors, Richard A. Koup, Barney S. Graham, Martha

C. Nason, Barton F. Haynes, Srini S. Rao, Mario Roederer, Peter D. Kwong,

John R. Mascola, and Gary J. Nabel. ”Enhanced potency of a broadly neutral-

izing HIV-1 antibody in vitro improves protection against lentiviral infection

in vivo”. Submitted 2014.

It is estimated that HIV-1 has infected more than 60 million people and has killed

more than 20 million. HIV-1 is an envelope (Env) virus that utilizes a trimeric viral

spike (composed of glycoproteins gp120 and gp41) to gain entry into host cells, a

process initiated by gp120 binding to the cellular receptor CD4. Since 2010 [165], a

large set of broadly neutralizing HIV antibodies (bNAbs), called VRC01-like anti-

bodies (VAbs), have been isolated from donor sera using probes based on resurfaced

and stabilized (RSC) gp120 monomers. Some of the antibodies have been defined

structurally in complex with gp120 and exhibit precise targeting of the gp120 CD4

binding site (CD4bs), making them excellent candidates for passive immunization

studies [165, 166]. While the VAbs are very promising, human dimeric antibodies

have certain drawbacks that can be overcome by using monomeric antibody deriva-

tives, called nanobodies.

In the next two chapters I will describe how osprey was used to create and

improve broadly neutralizing antibodies and nanobodies for HIV (Figure 6.1). Pre-

viously, osprey was used to design improved probes that can accurately distinguish

between broadly-neutralizing and weakly-neutralizing antibodies [167]. Using these

probes, improved bNAbs can be isolated from donor sera. First, I will describe how
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osprey can be used to redesign the interface of these bNAbs for improved breadth

and potency towards the development of a pan-neutralizing antibody. Next, I will

describe how we designed nanobodies based on the VRC01 heavy chain. The method

is general and can be applied to any newly discovered VAb. Our designed antibodies

and nanobodies are a step toward a powerful agent for passive immunization and

can play a role in disease prevention and prophylaxis.

Figure 6.1: General design scheme for improving VAbs and creating HIV
nanobodies from VAbs. Left) osprey can be used to improve the binding inter-
face between gp120 and VRC01. Right) Antibody variable heavy chain (VH) regions
are structurally similar to llama single chain antibodies. However, human VH regions
require a light chain counterpart to function. osprey can be used to resurface the
VRC01 heavy chain variable region to create a monomeric therapeutic nanobody.

6.1 Introduction

The HIV-1 viral spike is formed by three copies of the glycoprotein gp120 non-

covalently attached to three copies of the gp41 transmembrane glycoprotein. The

multiple steps of the HIV-1 entry pathway involve large conformational changes and

structural rearrangements. In the initial step, binding of gp120 to the CD4 receptor

induces a conformational change that exposes a hidden secondary site of co-receptor

binding. Atomic-level structures of gp120 in complex with CD4 and a number of

broadly-neutralizing and weakly-neutralizing antibodies targeting the CD4-binding

site (CD4bs) have identified the contact site of CD4 on the gp120 outer domain
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as a region of viral vulnerability. Unfortunately, many CD4bs antibodies binding

to monomeric gp120 have poor neutralization properties, likely due to structural

incompatibility of such antibodies with the native viral spike. Thus, precise targeting

of this site by antibodies is a necessary requirement for viral neutralization.

Recently, a family of HIV-1 bNAbs (VRC01, VRC02 and VRC03), named VAbs,

were isolated from human sera and defined structurally in complex with gp120 [165].

VAbs exhibit precise targeting of the gp120 CD4-binding site of vulnerability. The

most potent VAb from this family, VRC01, neutralizes „90% of circulating HIV-1

strains, of which „70% are neutralized with high potency, making it an excellent

candidate for passive immunization studies. Deep sequencing of peripheral blood

mononuclear cell (PBMC) cDNA from donor 45, the donor from whom VRC01 was

discovered, showed that a very large family of antibodies existed with variable HIV

neutralization efficacy [168]. Several antibodies were found with high sequence iden-

tity to VRC03, however none were found that were very similar to VRC01 or VRC02.

Additional 454 pyrosequencing of peripheral blood B cells of donor 45 using VH1-

gene family-specific primers again yielded mostly heavy chain transcripts that were

related to VRC03, but four sequences were found that were similar to VRC01 [169].

Two of these heavy chain sequences were identical and shared 90% nucleotide se-

quence identity with VRC01. The sequences differed with VRC01 at 15 amino acid

positions and contained a four amino acid insertion in the third complementary de-

termining region of the heavy chain (CDR H3) similar to the insertion found in the

antibody NIH45-46 [170]. Unfortunately, 454 pyrosequencing cannot identify the in

vivo light chain partner of this discovered sequence, but VRC01-like heavy chains can

function with light chains from many VRC01-class antibodies. Therefore, the new

heavy-chain sequence was paired with the VRC01 light chain and this new antibody,

named VRC07, was expressed and tested for neutralization.

The neutralization of VRC07 was assessed on a panel of 179 diverse HIV-1 Env -
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psudoviruses, which included 20 VRC01-resistant strains. VRC07 neutralized a

greater fraction of viruses than VRC01 or NIH45-46 at all tested concentrations.

Overall, VRC07 neutralized 93% of strains with an IC50 less than 50 µg/ml and

83% of strains with an IC50 less than 1 µg/ml and could neutralize eight of the

twenty VRC01-resistant strains. Therefore, VRC07 improves upon VRC01 neutral-

ization and is a good lead not only for passive immunization, but also creating a

pan-neutralizing antibody. In addition to the neutralization studies, a crystal struc-

ture of VRC07 in complex with gp120 was determined, which showed that VRC07

and VRC01 have a similar binding mode.

While VRC07 is a very potent antibody, to achieve a truly pan-neutralizing anti-

body its breadth and potency must be increased. When studying NIH45-46, Björk-

man and colleagues identified that the gp120 cavity normally bound by F43CD4 was

not filled in the gp120:NIH45-46 complex [170]. Visual inspection of the gp120:NIH45-

46 complex suggested that mutating the G54NIH45-46 residue to a hydrophobic residue

could fill the empty cavity and improve gp120 binding. G54WNIH45-46 was shown to

improve gp120 binding 3-fold and HIV-1 neutralization by 10-fold. The structure

and sequence of NIH45-46 is very similar to VRC07, and the F43CD4 gp120 cavity is

also empty in the VRC07:gp120 complex. Our collaborators have shown the homol-

ogous VRC07 mutant, G54WVRC07, can increase the potency of VRC07 [169]. This

demonstrates the potential for rational redesign of VRC07 to increase its potency.

While there are several different approaches to antibody optimization, we used

computational structure-based protein design to improve the binding of VAb VRC07

with gp120, a rational strategy that can also give insight into the mechanisms of

antibody neutralization. Such insight, and the approach in general, can be extended

to other antibodies and pathogens and should be universally applicable to antibody

redesign for pan-neutralization. A pan-neutralizing antibody has the potential to

evolve into a powerful agent for passive immunization, and can play a vital role in
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disease prevention and/or prophylaxis.

6.2 Methods

Preparation of VRC07 Structure

The VRC07 structure from our paper [169] was used as the starting structure for

the VRC07 interface design. First, all non-amino acid molecules were removed from

the structure, including all water molecules and N-acetyl glucosamines. Next, the

structure was relaxed using 200 cycles of conjugate gradient descent minimization

using the Sander molecular dynamics package with the AMBER FF98 forcefield and

Generalized Born solvation. Contact dots [103] were calculated for the VRC07:gp120

interface and any residue that contributed at least one dot was considered part of

the interface. An 8 Å shell around the interface residues was determined and used

as the input structure for the CSPD design.

Interface Designs

The twenty-four residues from VRC07 on the VRC07:gp120 interface were chosen as

mutable positions for the CSPD (Heavy chain: W47, W50,K52, R53, W54, G55, A56,

V57, S58, Y59, A60, R61, Q62, Q64, R71, R104, D105, Y106, Y107, W109; Light

chain: Y28, Y91, E96, F97; Figure 6.2A). Due to the large size of the VRC07:gp120

interface, the design was broken up into several sub-designs where each sub-design

focused on a specific VRC07 residue at the interface. Therefore, the sub-designs

scan along the interface and look for mutations that can improve binding. For each

sub-design, the iMinDEE and K˚ algorithms (Chapters 4 and 5) implemented in the

osprey CSPD software suite were used to predict mutations that increase VRC07

binding to gp120.

Each sub-design was set up as follows (Figure 6.2B). Given a specific interface

residue position i for the sub-design, residues with side-chain atoms within 4 Å of
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the side-chain atoms at position i were selected for design. The selected residues

from VRC07 were allowed to mutate to all amino acids except Met and Pro during

the sub-design. The selected gp120 residues were modeled as flexible, but were not

allowed to mutate. Next, an iMinDEE run was conducted to find the lowest energy

conformations for the sub-design. The resulting sequences were filtered by com-

paring the minimum conformational energy for each sequence against the minimum

wild-type sequence for the sub-design. K˚ scores were computed for each design

sequence predicted by iMinDEE to have a better (lower) energy than the wild-type

sequence. For consistency between sub-designs, the same input structure was used

for each iMinDEE and K˚ run. The input structure consisted of all residues in

the VRC07:gp120 complex within 8 Å of any residue located at the VRC07:gp120

interface.

Figure 6.2: Scheme for dividing the VRC07 interface designs into several
sub-designs. A) The VRC07:gp120 interface residues were identified for design of
the VRC07 interface. For each residue in the VRC07 interface (blue) a sub-design was
conducted to find mutations to improve VRC07:gp120 binding. B) The sub-design
for residue W47 (shown in purple and circled in panel A. VRC07 residues (green) were
allowed to mutate during the sub-design search, while the gp120 residues (magenta)
were modeled as flexible but were not allowed to mutate.

It is important to note that the K˚ score is a ratio of the bound protein complex

partition function to the unbound partition functions. Therefore, one way to obtain
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a good (very large) K˚ score is to destabilize the unbound binding partners by

making mutations that will cause a large energy penalty (i.e. solvation penalty) to

be resolved when the two protein binding partners are bound. One must be careful

that these mutations do not destabilize the unbound conformation to the point where

the unbound structure drastically changes its fold or no longer folds at all. Using

the iMinDEE design step to find sequences that yield bound VRC07:gp120 energies

lower (better) than the wild-type complex ensures that the subsequent K˚ runs only

produce promising design predictions and avoid this pitfall.

Analysis of Predictions

K˚ scores were computed for all low energy sequences found by iMinDEE that scored

better than the wild-type sequence. The lowest energy conformation from each high

ranking K˚ ensemble was further analyzed by manual inspection. The lowest energy

conformations from sequences that yielded unbound VRC07 energies lower than the

wild-type sequence, yet had K˚ scores higher than the wild-type sequence were also

considered. The interface interactions for each mutant structure were visualized us-

ing contact dots [103] in KiNG [97]. When analyzing design mutants it is important

to evaluate the new favorable molecular interactions that are introduced by the pre-

dicted mutations compared to the interactions that were present in the wild-type

structure and lost due to mutation. Contact dots were used to visualize the interac-

tions gained (present in the mutant and not present in the wild-type conformation)

and lost (present in the wild-type conformation but not present in the mutant). To

visualize these interactions, the VRC07:gp120 interface contact dots were calculated

for both the wild-type GMEC and the predicted design GMEC. The difference be-

tween these two contact dot sets was calculated by removing dots that were shared

between both sets. Dots were considered shared if they were less than 0.2 Å apart

in Cartesian space. After the difference between the two sets was calculated, the
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remaining dots from the mutant design interface were considered gained interactions

and the dots from the wild-type interface were considered lost.

Antibody Mutant Generation

Expression and purification of the top predicted mutant antibodies was done by our

collaborators at the VRC. Plasmids encoding the heavy and light chains of VRC07

and related variants were generated either by gene synthesis (Genscript, Piscataway,

NJ, or GeneImmune, Rockville, MD) or site directed mutagenesis (QuikChange II

XL Site-Directed Mutagenesis Kit or QuikChange Lightning Multi Site-Directed Mu-

tagenesis Kit, Agilent). All mAbs were expressed by transiently co-transfecting the

heavy and light chains into HEK 293F cells. Supernatants were harvested 5-6 days

later and IgG was purified with Protein A or Protein G affinity chromatography (GE

Healthcare).

HIV Neutralization

HIV Neutralization experiments were conducted by our collaborators at the VRC.

Neutralization was determined by measuring a single round infection of TZM-bl cells

(Hela cells engineered to express CD4 and CCR5) by HIV-1 Env-pseudoviruses as de-

scribed previously [171, 172]. HIV-1 Env-pseudoviruses were constructed previously

by co-transfection of 293T/17 cells with the desired HIV-1 env expression plasmid

and an env -deficient HIV-1 backbone plasmid. The resulting pseudoviruses are able

to infect TZM-bl cells and the viral Tat protein can induce expression of the luciferase

reporter gene. Infected TZM-bl cells are unable to create infectious viruses because

of a lack of the full HIV genome. Therefore, luciferase activity can be quantified by

luminescence and is directly proportional to the number of infected TZM-bl cells.

Neutralization was detected by loss of luminescence in the presence of antibody.
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6.3 Results

The CSPD software suite osprey was used to redesign the VRC07:gp120 interface

for improved binding. The full interface design was divided into several sub-design

runs, one for each VRC07 amino acid at the VRC07:gp120 interface. For each sub-

design, iMinDEE was used to find low-energy conformations that were then analyzed

by K˚ to find all sequences that were predicted to improve binding over the wild-

type sequence. In total, 19 of the 24 sub-designs found mutant VRC07 sequences

that K˚ predicted would bind to gp120 better than wild-type VRC07. After visual

inspection, the predicted mutations fall into three distinct categories based on how

clearly the visualized interactions support the K˚ predictions.

First, there are several top mutations that result in the clear gain of interac-

tions without much loss of any wild-type interactions. A56L was found in three

sub-designs. In each of these designs the A56L mutation gains van der Waals inter-

actions with gp120 residues T455gp120 and I371gp120 without any loss of interactions

to any other interface residues (Fig. 6.3A). The S58L mutation was found in two

sub-designs and gains interactions with D457gp120, S365gp120 and N280gp120 without

any loss of interactions with the surrounding interface residues (Fig. 6.3B). Finally,

the Q62F/L/H mutation was found in two sub-designs and in each case adds van der

Waals contacts with the N461gp120 at the VRC07:gp120 interface (Fig. 6.3C).

There are also several mutations that visually look promising but are not clearly

as beneficial as the previous set of mutations. The I30R prediction makes the VRC07

interface more hydrophilic, but adds several van der Waals interface contacts that can

compensate for likely increasing the stability of the unbound structure (Fig. 6.3D).

The mutation of E46 to tryptophan and to a lesser extent phenylalanine adds a

hydrophobic interaction with A460gp120. However, replacing the glutamic acid with

an aromatic residue could potentially make the interface too greasy (Fig. 6.3E). The
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Figure 6.3: VRC07:gp120 interface design predictions. osprey predicted
mutants for improving the VRC07(cyan):gp120(green) interface. Gained (green) and
lost (red) interface interactions are shown as contact dots. Note gained interactions
are not present in the crystal structure but are present in the predicted mutant
conformation. A) A56L, B) S58L, C) Q62F, D) I30R, E) E46W, F) Q64H, G)
R61F, H) D105F, I) N108V.
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Q64H/F/Y mutations either add new van der Waals interactions or a new putative

hydrogen bond to R469gp120 (Fig. 6.3F). While the wild-type glutamine can make a

partial H-bond, it does not seem to be oriented properly to form a strong interaction.

The R61F/L/W/Y predicted mutants add several new hydrophobic interactions,

however, the wild-type R61 is very well packed and the predicted mutants do not

fully replace the 561 packing, but rather leave a void at the interface where R61

was (Fig. 6.3G). There are also several designs that predict improved binding from

multiple simultaneous residue mutations. In these designs the interface packing is

clearly modified, but it is difficult to visually identify clear gains over the losses.

Finally, there are mutations predicted by osprey that when visualized show a clear

loss of interactions. In most of these mutations a hydrogen-bond is lost and the

gained interactions do not appear to compensate for the lost H-bond.

All of the top mutations and some of the visually promising mutations were tested

for improved HIV neutralization. Initially, the A56L and I30R mutations were tested

in combination with the potent VRC07 variant VRC07G54W for neutralization against

seven HIV-1 strains from four different HIV clades. The top prediction A56L was not

able to improve neutralization, but I30R successfully increased VRC07 neutralization

(Fig. 6.1). VRC07G54W/I30R was able to improve neutralization over VRC07G54W for

5 of the 7 HIV strains tested. Overall, I30R provided a 1.5 fold improvement in

neutralization compared to VRC07G54W.

While the VRC07G54W/I30R mutant was able to increase binding to gp120, our

collaborators observed that the VRC07G54W mutant interacted strongly with both

HEp2 cells and cardiolipin [169], which indicates the antibody is autoreactive [173].

To determine whether an alternative amino acid at position 54 could increase po-

tency without increasing autoreactivity, our collaborators performed a comprehensive

mutational analysis, testing all 20 amino acids at position 54. Nine of the VRC07

variants (G54A,F,H,K,L,M,R,W,Y) showed increased binding to the two HIV strains
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Table 6.1: VRC07 I30R neutralization data. VRC07 neutralization was tested
for the G54W and G54W/I30R mutants against seven strains of HIV. Both mutants
were able to neutralize all seven strains and did not neutralize the simian control.
The VRC07G54W/I30R mutant was able to increase neutralization for 5 of the 7 strains
and improved overall neutralization efficiency 1.5 fold.

Clade Strain VRC07 IC50

G54W G54W/I30R

A Q23.17.SG3 0.027 0.02
UG037.8.SG3 0.029 0.016

B 7165.18.SG3 1.08 1.19
AC10.29.SG3 0.190 0.085

C TV1.29.SG3 0.416 0.244
ZM53.12.SG3 0.168 0.083

D 57128.vrc15.SG3 0.803 0.894
non-HIV SIVmac251.30.SIV ą 50 ą 50

Geometric Mean 0.190 0.128
Fold Improvement 1 1.5

tested. Most of these substitutions also resulted in high levels of autoreactivity, but

the G54H mutation had minimal levels of autoreactivity. HIV neutralization by

VRC07G54H was tested for six HIV-1 strains and was able to improve neutralization

by 2.3 fold over wild-type VRC07 (Table 6.2). Four HIV-1 strains were the same

between the VRC07G54H and VRC07G54W/I30R neutralization tests. For these four

strains the fold improvement in neutralization for the G54H mutant was 1.7, while the

computationally predicted mutant, I30R, improved neutralization over VRC07G54W

by 1.8 fold. Therefore, the I30R mutant grants comparable gains in neutralization

to the highly potent G54H mutant.

Further investigation of the VRC07:gp120 interface by our collaborators revealed

that the N-terminal residues of the light chain of VRC07 were disordered and in close

proximity to the variable region 5 (V5) of gp120. This lack of crystal density suggests

that the VRC07 light chain N-terminus does not interact strongly with gp120 and can

potentially sterically clash with V5. Resistant HIV-1 strains might be able to evade

neutralization with VRC07 by extending the V5 loop to clash with the light chain N-

161



Table 6.2: VRC07 G54H neutralization data. VRC07G54H neutralization was
tested for six strains of HIV.

Clade Strain VRC07 IC50

G54 G54H

A Q23.17.SG3 0.036 0.016
UG037.8.SG3 0.025 0.025

B AC10.29.SG3 0.114 0.063
GH0692.42.SG3 0.728 0.483

C DU151.02.SG3 0.813 0.063
ZM53.12.SG3 0.217 0.11

Geometric Mean 0.154 0.066
Fold Improvement 1 2.3

terminus. To investigate this, antibody variants with modifications at the four most

N-terminal residues of the VRC07 light-chain were created. The variants included

combinations of amino acid deletions and substitutions to amino acids with smaller

side chains. Many of the constructs increased both potency and autoreactivity, but

a two amino acid deletion (E1 and I2) along with the V3S mutation (called ∆-Nt)

increased potency while maintaining no autoreactivity. The G54H and ∆-Nt VRC07

modifications can be combined, resulting in a new baseline antibody, VRC07G54H/∆Nt

that can be used for testing further VRC07 improvements.

The osprey-predicted VRC07 heavy chain mutants R61F, D105F, Q64H, E46W,

Q62H, N108V, Y107W/N108T, and the light chain mutant Y91F/E96H/F97W were

tested for neutralization. Each mutation was made to the promising VRC07G54H{∆Nt

variant and tested against eight HIV-1 strains from clades A-C (Figure 6.3). Six

of the eight predicted VRC07 variants tested were able to improve neutralization

over VRC07. The best mutant, Q64H, neutralized the HIV strains 7.5-fold bet-

ter than wild-type VRC07. While none of the mutants neutralized all the HIV

strains better than the optimized variant VRC07G54H{∆Nt, several of the predicted

mutants were able to improve neutralization of a subset of HIV-1 strains compared

to VRC07G54H{∆Nt. Out of the four predicted mutants that are able to maintain the
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Table 6.3: Neutralization of HIV-1 strains by predicted osprey
VRC07:gp120 interface mutants. VRC07 neutralization was tested for several
osprey predictions against eight HIV-1 strains. IC50 values in µg/ml are reported.
IC50 values listed as ą 50µg/ml were set to 100µg/ml for the geometric mean calcu-
lation.

Predicted Mutants Controls

Clade Strain
G54H
R61F
∆Nt

G54H
D105F
∆Nt

G54H
Q64H
∆Nt

G54H
E46W
∆Nt

G54H
Q62H
∆Nt

G54H
N108V
∆Nt

N35L
G54H

Y107W
N108T
∆Nt

G54H
Y91F
E96H
F97W
∆Nt

VRC07
G54H
∆Nt

VRC01
(WT)

VRC07
(WT)

A Q23.17.SG3 0.025 0.049 0.036 0.048 0.059 0.084 0.086 0.058 0.028 0.099 0.073
UG037.8.SG3 0.032 0.032 0.026 0.034 0.042 0.038 0.037 0.019 0.025 0.071 0.056

B AC10.29.SG3 0.043 0.107 0.052 0.105 0.181 0.135 0.161 0.311 0.099 0.765 0.495
JRFL.JB.SG3 0.007 0.009 0.006 0.008 0.010 0.011 0.014 0.003 0.004 0.025 0.007

C

DU151.02.SG3 0.152 0.101 0.055 0.078 0.095 ą50 ą50 4.730 0.056 3.97 2.51
ZM53.12.SG3 0.115 0.260 0.138 0.124 0.226 0.145 0.157 0.103 0.080 0.592 0.403

CAP210.E8.SG3 2.32 1.13 0.542 0.720 2.18 ą50 ą50 ą50 0.742 ą50 ą50
TV1.29.SG3 10.4 6.71 12.2 ą50 42.6 ą50 ą50 ą50 3.99 ą50 ą50
Median IC50 0.079 0.104 0.054 0.092 0.138 0.140 0.159 0.207 0.068 0.679 0.449

Geometric Mean 0.134 0.153 0.105 0.177 0.234 0.954 1.015 0.516 0.088 1.155 0.784

same breadth as the control, only Q64H improves the median IC50 value compared

to VRC07G54H{∆Nt, and none are able to improve upon the geometric mean. While

none of these computational predictions clearly improve upon the highly optimized

VRC07 variant, the predicted mutations provide similar neutralization profiles to

VRC07G54H{∆Nt. These mutations contribute to a library of permissive mutations

that can be searched when optimizing future antibody variants for important phar-

macokinetic parameters.

Additionally, mutations outside of the VRC07:gp120 interface were investigated

by our collaborators to improve binding. First, osprey was used to select and re-

design residues at the VRC07 light-heavy chain interface (A34, A43, L46, A55, and

A56) to stabilize the VRC07 complex. The wild-type VRC07 heavy chain was orig-

inally paired with the VRC01 light chain because the deep sequencing techniques

cannot identify which antibody chains pair with each other. Thus, it is possible

that the non-native interface could be improved through rational design. Next,

hydrophobic residues exposed on the VRC07 surface, but not participating in the

VRC07:gp120 interface, were redesigned using osprey to improve VRC07 solubil-

ity. Finally, since it is possible that not all VRC07 somatic mutations are necessary

for gp120 binding, a protocol to partially revert antibody residues to their germline
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was conducted [174]. The similarity of the amino acid type between wild-type and

germline combined with osprey scoring was used to identify the best candidates for

reversion [174]. Finding as many germ-line revertants as possible is advantageous

for vaccine design, because less affinity-matured antibodies are easier to elicit from

the immune system. Of these computationally predicted mutations, framework re-

versions in the heavy chain (I37V/T93A) and a combination of five mutations in the

light chain designed to increase solubility, named hpL02, were included in the lead

optimized candidates. In total, four optimized VRC07 variants were chosen for in

vivo studies based on the neutralization and autoreactivity data from the mutants

described above.

6.3.1 In Vivo Antibody Half-life and Protection in Non-humans

The four optimized VRC07 candidates were tested for autoreactivity [173] as well as

neutralization breadth and potency on a 179-strain HIV panel (Figure 6.4A). All four

antibodies demonstrated increased breadth and potency compared to VRC01 and

VRC07. These optimizations were able to increase overall breadth from 93% to 96%

and based on the geometric mean IC50 values, increased average potency 2.2-3.4 fold

compared to VRC07. Two of the four VRC07 mutants (VRC07-501 and VRC07-508)

displayed moderate autoreactivity. However, the most potent candidate (VRC07-

523), along with VRC07-544, had minimal autoreactivity. To better understand the

in vivo behavior of the optimized VRC07 variants, the serum half-life of VRC07 and

each variant was measured in Indian rhesus macaques.

Before testing the antibody serum-half life, a two amino acid mutation (M428L/N434,

referred to as LS) in the antibody Fc region was made. This mutation does not af-

fect antibody-antigen binding and is known to increase half-life through improving

antibody affinity for the neonatal Fc-receptor (FcRn) [175]. VRC07-LS improved

its half-life over wild-type VRC07 by 2.4-fold. The VRC07 variant half-lives were
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all in between the VRC07 (4.9 days) and VRC07-LS (11.6 days) half-lives with the

best half-life resulting from VRC07-532-LS (9.8 days). As expected, the two VRC07

variants with moderate autoreactivity (VRC07-501-LS and VRC07-508-LS) had a

shorter half-life than those with minimal autoreactivity (VRC-523-LS and VRC07-

544-LS).

Finally, the ability of VRC01-LS and VRC07-523-LS to protect rhesus macaques

from lentiviral challenge with SHIV BaLP4 was tested. In vitro tests showed that

VRC07-523-LS could neutralize SHIV BaLP4 at a 5.6-fold lower concentration than

VRC01. mAbs were administered intravenously and animals challenged with SHIV

five days later. At a dose of 0.2 mg/kg, VRC07-523-LS was able to protect 3 of the

4 animals tested, while a lower dose of 0.05 mg/kg was did not protect any of the 4

animals tested (Figure 6.4B). For VRC01-LS, the increased dose of 0.3 mg/kg was

able to protect 5 of 12 animals. The calculated EC50 value for VRC01-LS was 2.54

µg/ml and the VRC07-523-LS was 0.47 µg/ml, a five-fold improvement in required

plasma concentration to protect against infection.

6.4 Discussion

With the discovery of VRC01-like VAbs comes a renewed hope that an HIV-1 vaccine

that elicits these antibodies can be created. To create a vaccine with the highest

potency, it is important to find an antibody that is pan-neutralizing. Additionally,

there is growing evidence that highly potent mAbs can prevent infection and be

used for passive immunization themselves [176]. The efficacy of this new family

of antibodies heavily depends on its breadth, potency, and serum half-life. In this

chapter we sought to improve these qualities in the highly potent antibody, VRC07.

The VRC07 antibody was successfully improved through mutations identified by

a combination of visual analysis and computational modeling. Computational model-

ing with osprey was able to improve both the gp120:VRC07 and VRC07 light-heavy
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Figure 6.4: In vitro and in vivo validation of optimized VRC07 lead can-
didates. A) Four VRC07 lead candidates were tested for HIV neutralization on
a panel of 179 HIV strains. The fraction of viruses neutralized for any given IC50
value is shown. The four variants all demonstrate improved potency and breadth
compared to VRC01 and VRC07. B) Protection of rhesus macaques against SHIV
was measured for VRC01-LS and the optimized VRC07 variant VRC07-523-LS. The
macaques were administered either 0.2 mg/kg or 0.5 mg/kg of VRC07-523-LS (n “ 4
each) or 0.3mg/kg of VRC01-LS (n “ 12q and challenged with SHIV five days later.
Plasma mAb levels at time of SHIV challenge are shown. Plasma mAb levels of
animals that became infected are shown as closed symbols and those that were pro-
tected are graphed as open symbols. VRC07-523-LS clearly demonstrates improved
protection compared to VRC01-LS.

chain interface, improve VRC07 solubility and revert VRC07 closer to its germline

sequence. K˚ ranking of VRC07:gp120 interface mutants followed by visualization

of the gained and lost interactions for each design enabled the identification of mu-

tants with clearly predicted gained interface interactions over the wild-type VRC07.

The most promising gp120:VRC07 interface design, I30R, was able to improve HIV

neutralization by 1.5 fold compared to VRC07G54W. This is comparable to the 2.3

fold improvement achieved by the potent G54H mutation. When considering only

those HIV strains that were measured for both G54H and I30R, I30R demonstrates

better fold improvement. Other interface mutants improved neutralization for some

HIV-1 strains, but did not provide a clear improvement over the highly optimized

VRC07G54H{∆Nt Ab. The mutations that maintain neutralization provide a library

of amino acids that can be used to further optimize the Ab for beneficial pharma-
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cokinetic properties.

The wild-type VRC07 antibody contains 48 heavy chain amino acid mutations

from the germ-line gene, 8 amino acid insertions and 2 residue deletions, making

it a highly affinity-matured Ab. This high affinity maturation contributes to its

high neutralization breadth and potency, but also makes it a very difficult design

target for further improvement. With such a high rate of affinity maturation, it is

likely that most of the beneficial gp120:VRC07 interface mutations were discovered

during the maturation process. The relative gain in neutralization due to binding

the F43CD4 gp120 cavity in NIH45-46 compared to VRC07 demonstrates this design

difficulty. The G54W mutant in NIH45-46 was able to obtain approximately 10-fold

improvement in neutralization, while the homologous mutation in VRC07, G54H,

only obtained a 2.3-fold improvement. This shows that finding any mutation that

yields even modest improvements to VRC07 neutralization is an important and dif-

ficult task. In fact, all VRC07 structural optimizations tested and incorporated into

the final optimized variants provided modest gains over the wild-type antibody.

The fully optimized VRC07-523 was able to improve both its breadth and neu-

tralization potency over both VRC01 and VRC07. Importantly, VRC07-523 pro-

vided greater protection against infection in rhesus macaques than VRC01 at a

lower dosage level. Despite its clear in vitro optimizations, VRC07-523-LS still has

a reduced serum half-life compared to VRC07-LS. Therefore, it is important to con-

sider the effect mutations that improve in vitro neutralization will have on in vivo

pharmacokinetic properties. VRC07-523 represents a key step towards identifying a

pan-neutralizing HIV-1 antibody and is a promising lead for passive immunization

clinical trials.
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7

Design of a Humanized HIV Nanobody

The work presented in this chapter was done in collaboration with Bruce R. Donald,

Ivelin Georgiev, Lei Chen, Yongping Yang, and Peter D. Kwong. I designed and

carried out the computational resurfacing designs and our collaborators at the Vaccine

Research Center (VRC) at the NIH carried out the experimental validation.

Antibodies are a key component of the immune system and are used to identify

and neutralize foreign pathogens such as bacteria and viruses. It was long believed

that all antibodies shared a common structure. Specifically, the traditional antibody

is a heterodimer composed of two heavy chains and two light chains (Fig. 7.1A). Each

chain is made up of a variable region (VH and VL for the heavy and light chains,

respectively) and a constant region. Upon antigen binding, the variable regions

directly contact the antigen and determine the binding specificity of the antibody.

While most species, including humans, can only make these traditional antibod-

ies, members of the Camelidae family make antibodies with an alternative structure.

In addition to standard antibodies, camelids produce antibodies that are composed

of only a heavy chain, known as heavy chain antibodies or single-chain antibodies

(Fig 7.1B; [177]). Importantly, the antigen binding region of single-chain antibodies
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exists as a monomer (referred to as a VHH domain or nanobody). VHH domains

share many similarities in both sequence and structure to the VH domains of tra-

ditional two-chain antibodies. In contrast to VH domains, VHH domains are stable

and function as an individual monomer.

Figure 7.1: Comparison of conventional and single chain antibody struc-
ture. A conventional antibody is composed of two heavy chains and two light chains.
The antigen binding region is composed of VH and VL. A single chain antibody from
a camelid is composed of 2 heavy chains. The antigen binding region is a single
variable heavy chain domain, VHH (for heavy chain variable domain of a heavy
chain antibody). A nanobody is the monomeric form of the VHH domain. Adapted
from [178].

The small, monomeric nature of VHH domains makes them very attractive for

therapeutic purposes and gives them several advantages over traditional antibod-

ies [179]. First, due to their small size VHH domains can rapidly penetrate tissues

and bind to “hidden” antigenic sites that the heterodimer interface of traditional

antibodies cannot access. Second, VHH domains are highly soluble and stable, al-

lowing them to persist in environments where typical dimeric antigen binding regions

would denature. Third, VHH domains can be expressed in bacterial cells and easily

manipulated through standard molecular biology techniques. These properties make

nanobodies suitable for applications that require high protein stability such as im-

munoaffinity purification or biosensors. In addition, nanobodies have great potential

to act as therapeutics and have been applied to sleeping sickness, cancer, rheumatoid
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arthritis and neurodegenerative disorders.

Despite the many promising properties of nanobodies, finding or creating a non-

immunogenic nanobody specific for a given target is not straightforward. There

are two general approaches to create a targeted nanobody: “camelizing” a human

VH domain [180] or “humanizing” a camelid VHH domain [181]. The first approach

uses a human antibody with a desired antigen specificity as the starting point for

designing a nanobody. Since human antibody VH domains are generally not stable as

monomers, the design goal is to find the necessary mutations to convert the starting

human antibody into a stable and soluble monomer VH domain (“camelizing”). In the

second approach, a known camelid VHH domain is used as the starting point for the

nanobody design. Since the camelid VHH domain already exists as a monomer, the

goal of this design is to make the VHH domain as human as possible (“humanize”)

without destabilizing the molecule. This avoids any problems with the immune

system perceiving the designed nanobody as a foreign invader. Here I present a

method to use CSPD to computationally design a nanobody by “camelizing” the

broadly neutralizing HIV antibody VRC01.

7.1 Background

VH and VHH domains are both composed of three complementarity determining re-

gions (CDRs) and four framework regions (Fig. 7.2B). The three CDR loops contact

the antigen and are generally thought to determine most of the specificity of the

antibody for its antigen, while the framework regions determine the overall struc-

tural scaffold of the domain. The sequences of CDR loops are highly variable among

different VH and VHH domains while the framework regions are much more con-

served [182]. In VHH domains it is clear that the amino acid residues that determine

the standard VH β-pleated sheet fold are well conserved [183]. However, analysis

of amino acid sequences of nanobodies obtained from camelids show that VHH do-
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mains contain frequent substitutions in regions that are conserved in conventional

VH domains. These hallmark nanobody amino acids occur mainly in the second

framework region, called framework-2, which is located between CDR1 and CDR2

in the amino acid sequence (Fig. 7.2B). With respect to the structure, these sub-

stitutions occur at the VH and VL interface. When a VH domain lacks its light

chain partner, a hydrophobic patch is exposed where the light chain would normally

bind (Fig. 7.2C). Therefore, the nanobody characteristic residues are most likely es-

sential adaptations to avoid the association with a light chain partner and prevent

instability/aggregation in the absence of the partner.

Figure 7.2: Analysis of VRC01 structure. A) Crystal structure of VRC01
bound to gp120. B) Sequence and structure of the variable heavy domain (VH) of
VRC01. C) Surface of the VRC01 VH domain that normally interacts with the VL
antibody domain. Residues are colored red according to their degree of hydropho-
bicity.

7.2 Methods

7.2.1 Computational Resurfacing

The structure of VRC01 bound to gp120 (PDB id: 3NGB) was used as a starting

structure for the nanobody designs. The goal of the design is to excise the VH domain
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from the VRC01 structure and resurface the the domain so that it can function inde-

pendently of the VL and constant regions of the antibody. Since the VH:VL interface

is very hydrophobic, the design must resurface the residues on the VH domain that

become exposed when the VL domain and constant regions are removed. To deter-

mine the VH residues that are buried by VL, the SASA change for each residue when

VH is bound and not bound to VL and CH1 was calculated with NACCESS [98].

Residues that had a change in SASA were chosen to be resurfaced by the protein

design. Additionally, to prevent the alteration of the known VRC01:gp120 binding

mode, residues were removed from the candidate residue set if they contacted gp120.

After this filtering, 18 residues in the VRC01 VH domain remained for computation-

ally resurfacing (13, 14, 37, 39, 43, 44, 45, 47, 84, 91, 96, 100C, 100D, 101, 103, 104,

105, 112; Fig. 7.3A).

Figure 7.3: Setup of nanobody resurfacing design. A) Residues on VRC01
VH domain (green) that are exposed in the absence of CH1 (shown as circle) or VL
(magenta) that do not directly interact with gp120 (cyan). These residues were
chosen for computational resurfacing. B) Alignment of 15 llama VHH domains to
the VRC01 VH domain (CDRH3 loop not shown). All the llama antibodies have
the same characteristic fold as the VRC01 VH domain. C) Allowed amino acid type
mutations for each resurfaced VRC01 residue. These amino acid types were obtained
from the alignment shown in panel B.
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To determine the amino acids each mutable residue position was allowed to mu-

tate to, a library was created by aligning the VRC01 VH domain to llama VHH

domains. Fifteen llama antibodies were identified from the Summary of Antibody

Crystal Structures (SACS) database [184] and aligned to the VRC01 VH domain us-

ing a combination of sequence alignment and the structure alignment program DALI

(Fig. 7.3B; [185]). For each residue position, the allowed mutant amino acids were

set to all amino acids that had appeared at the homologous position in the llama

antibody alignment. The CDR3 loop was greatly variable between the antibody

structures, so satisfactory alignment for that section could not be obtained. There-

fore, the four resurfaced residues in the CDR3 loop were allowed to mutate to all

hydrophilic residues. Residues 43, 104, and 105 were conserved in almost all llama

VHH domains and are located on the edge of the VH:VL interface, so these residues

were removed from the design search.

To prepare the input structure for osprey, the light chain and heavy chain con-

stant regions were removed from the VRC01 structure so that only the VRC01 VH

region and gp120 remained. Next, the structure was relaxed using 200 cycles of con-

jugate gradient descent minimization using the Sander molecular dynamics package

with the AMBER FF98 forcefield and Generalized Born solvation. An 8 Å shell

around the mutable residue positions was created and given as input to the design

calculation. The residues to be resurfaced fell into two structurally distinct patches

(one patch interacts with the heavy chain constant region and the other with the

VL domain) so each patch was resurfaced with a separate design run. The iMinDEE

algorithm with DACS [65], implemented in the osprey CSPD software suite, was

used to allow side-chain minimization during the design search.
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7.2.2 Experimental Validation

Experimental validation of the designed nanobodies was conducted by our collabo-

rators at the VRC. Gene constructs for the predicted nanobody designs were syn-

thesized by GeneArt (Regensburg, Germany) with a His6 tag and cloned into a

mammalian CMV/R vector for expression. The expression protocol is similar to

that described previously for VRC01 [166, 165]. The plasmid was transfected into

293F cells and the supernatant was harvested 5 days after transfection. The hu-

manized VHH domains were purified with nickel affinity columns and expression was

verified by SDS-page.

Surface plasmon resonance (SPR) experiments were performed as described pre-

viously [166, 165, 186]. Briefly, the designed VHH binding kinetics experiments were

conducted on a Biocore 3000 or Biocore T-100 (GE Healthcare). Gp120 molecules

were immobilized onto a CM5 chip with standard amine coupling. Antibody was

then injected over the gp120 chip at a flow rate of 30 µl/min for 3 minutes and

allowed to dissociate for 5-10 minutes before regeneration with MgCl2.

Neutralization was determined by measuring a single round infection of TZM-bl

cells (Hela cells engineered to express CD4 and CCR5) by HIV-1 Env-pseudoviruses

as described previously [166, 165]. HIV-1 Env-pseudoviruses were constructed pre-

viously by co-transfection of 293T/17 cells with the desired HIV-1 env expression

plasmid and an env -deficient HIV-1 backbone plasmid. The resulting pseudoviruses

are able to infect TZM-bl cells and the viral Tat protein can induce expression of the

luciferase reporter gene. Infected TZM-bl cells are unable to create infectious viruses

because of a lack of the full HIV genome. Therefore, the luciferase activity can be

quantified by luminescence and is directly proportional to the number of infected

TZM-bl cells. Neutralization was detected by loss of luminescence in the presence

of antibody. Note, the neutralization measurements presented here for the designed
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nanobody are tested expression supernatant instead of purified antibody.

7.3 Results

Llama VHH domains are structurally very similar to the VH domain of human an-

tibodies (Fig. 7.3B). This implies that human VH domains can be “camelized” to

function as a monomer. We conducted computational designs to resurface the VH

domain of VRC01 so that it could function independent of its light chain partner

and heavy chain constant region (CH1). VH domain residues that become exposed

to solvent by the removal of the VL or CH1 domains and do not interact with gp120

were chosen for resurfacing. Several of these residues have been identified previously

as key conserved residues that are mutated in llama VHH domains [183, 181, 180].

The amino acid identities that each resurfaced residue position was allowed to

mutate to were based on observed amino acid types in llama VHH domains. A se-

quence and structural alignment of 15 llama VHH domains to the VRC01 VH domain

was performed to determine the corresponding amino acid types in VHH for each mu-

table position in the VRC01 VH domain. These alignments were used to create a

library of allowed mutations for the resurfacing design (Fig. 7.3C). The library of

allowed mutations significantly limits the number of allowed amino acid types, and

reduces the number of design sequences from 7 ˆ 1023 to 9 ˆ 107. This simplifies

the computational design and should limit the design to the most promising set of

sequences. In many cases, the suggested mutations are a change from hydrophobic

to hydrophilic amino acid type as would be expected when resurfacing a protein.

However, some positions involve the mutation of a hydrophilic residue (residues 33,

43, 44, and 105), which might have been overlooked if the VHH sequences were not

used to inform the design.

Using the VHH-based allowed amino acid types as input, the iMinDEE algorithm

in osprey was used to improve the stability and solubility of the VRC01 VH domain
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by resurfacing the 18 VRC01 residues that become exposed in the absence of the

VL and CH1 domains. The computational design yielded 96 promising low-energy

sequences. From these sequences, 10 were chosen for experimental validation. The

10 sequences were chosen to maximize sequence diversity among the sequences. The

top ranking sequence, VHH01, contained 12 mutations from the wild-type VRC01

VH and was unique from all template llama antibodies (Fig. 7.4).

Figure 7.4: Top ranked sequence of the computational nanobody design.
A) The twelve mutations for the top nanobody design predicted by osprey. B)
Crystal structure of the VRC01 VH domain (green) bound to gp120 (gray) with
the resurfaced residues that are mutated in the top design highlighted in orange.
C) Predicted conformation of the top nanobody design, VHH01 (green), bound to
gp120 (gray) with the residues mutated from wild type highlighted in magenta.

The top 10 designed nanobodies were expressed and their expression super-

natant was tested for neutralization against two HIV strains, HxB2.DG and UG024.2

(Fig. 7.5A). Out of the 10 sequences, VHH01 was the most promising design. VHH01

showed a dose-dependent neutralization profile and was able to reach neutralization

percentages on par with VRC01. Therefore, VHH01 was chosen for further analysis.

First, the nanobody was purified and its expression was compared against the native

llama VHH domain, J3 (Fig. 7.5B; [187]). While the expression level does not yet

reach the levels of a native VHH domain, the design was able to successfully produce
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a stable monomeric VRC01 VH domain. Next, VHH01 binding to gp120 was mea-

sured using SPR (Fig. 7.5C). Remarkably, VHH01 is able to retain binding to the

antigen of its parent full length antibody, VRC01. VHH01 is approximately 11 times

smaller than the VRC01 IgG, yet is able to maintain gp120 binding at a level only

„10 fold weaker than VRC01 and is even improved compared to the VRC01 relative,

VRC03. The loss in binding is largely due to the increase in koff compared to the

full length antibodies. This is likely due to an inherent difference in size between the

smaller VHH domain compared to the full length IgGs.

Figure 7.5: Experimental validation of the top VRC01 nanobody design,
VHH01. A) Percent neutralization of two HIV strains, HxB2.DG and UG021.16,
by VHH01 supernatant and purified VRC01. B) Western blot showing expression
of VHH01 compared to a native llama VHH domain. VHH appears at the expected
location on the gel and clearly expresses, although at levels lower than that of the
native VHH domain. C) Surface plasmon resonance (SPR) measurements of VHH01
binding to gp120 compared to VRC01, VRC02, and VRC03 binding to gp120 [165].

7.4 Discussion

The VRC01 family of antibodies [165, 166] are able to broadly and potently neutral-

ize HIV-1 and are attractive lead compounds for preventing HIV infection through

passive immunization. However, it is difficult to use full length human antibodies

directly for treatment because it is hard to express the antibodies on a large scale, the

heavy and light chain must be co-expressed, and the antibody is not stable over long
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periods of time. Here we show that CSPD can be used to convert the traditional,

dimeric antibody VRC01 into a monomeric nanobody that maintains binding to the

VRC01 antigen, gp120.

Nanobodies are modeled after the VHH domain of single chain camelid antibodies,

which can function as an individual domain. VHH domains have the same overall

fold as human antibody VH domains. However, there are several mutations at the

residues positions corresponding to the VH:VL interface that allow the VHH domain

to function in the absence of a light chain partner. To take advantage of both the high

potency of the VRC01 antibody and the benefits of nanobodies, we hypothesized that

these residues on the VRC01 VH domain could be resurfaced to allow the domain to

function as a nanobody.

We identified 18 VRC01 VH residues to be resurfaced. Using several template

llama VHH domains we created a library of allowed amino acid types at each mutable

position which restricted the design space to 9ˆ107 mutant sequences. This simplified

the resurfacing and limited the designs to known VHH substitutions. The VRC01 VH

domain residues were computationally resurfaced using the osprey CSPD software

suite. To better capture side-chain flexibility, side-chain minimization was allowed

during the search. The design yielded several promising mutations and 10 sequences

were chosen for experimental validation. The sequences were chosen to maximize the

sequence diversity of the predicted mutants to improve the chances that one of the

designs would demonstrate the desired monomeric functionality.

The top ranked VH mutant, VHH01, was the most promising prediction during

the initial neutralization screen of protein expression supernatant. Further charac-

terization showed that VHH01 was able to express as a monomer while maintaining

binding to VRC01’s original antigen, gp120. Purified VHH01 can now be tested for

neutralization against a panel of HIV-1 strains to determine how well the VRC01

neutralization breadth is maintained by VHH01. It is possible that the VRC01 VL
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domain confers resistance to some HIV-1 strains, which would enable VHH01 to ac-

tually increase its neutralization breadth compared to VRC01. Further design of the

VHH01:gp120 interface could also improve the potency of VHH01.

We have presented a method to “camelize” a human antibody VH domain us-

ing computational structure-based protein design. Importantly, the CSPD did not

change residues at the VH:antigen interface, suggesting that this approach is general

and can be applied to convert other antibodies into therapeutic or sensor nanobodies.
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8

Choices and Tradeoffs in Protein Design

The ultimate goal of protein design is to develop a method that can take a set of

functional specifications and design a protein that exhibits the desired functions with

little to no user-intervention. For example, given a binding target, the ideal protein

design algorithm should be able to de novo predict a protein sequence that can

specifically bind the provided target. The applications of these algorithms to both

medical therapeutics and basic cellular research would therefore only be limited by

a researcher’s creativeness.

However, protein design is far from a solved problem and requires a researcher

to make several choices about how the design system is modeled during the design

search. The large 3-dimensional protein conformation space that CSPD algorithms

must search over necessitates a reduction in the size of the design search space and

a simplification of the energy functions used for evaluating protein conformations.

These approximations introduce inaccuracies into the design search that the designer

must be aware of so they can identify when these inaccuracies cause a design search

to fail. Quickly identifying where the modeling has failed in a given design can guide

where research efforts should be focused to obtain much more accurate designs. Given
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the limited computational resources for each design problem, it is important to focus

on improving the modeling assumptions that cause the greatest inaccuracies. In this

chapter I will outline how to set up a protein design problem, specifically using the

osprey software suite, and analyze potential problems that might arise during a

design.

8.1 The Design Input Model

As described in Section 1.1, most CSPD algorithms take as input a starting pro-

tein conformation, a definition of the residues that are allowed to mutate and the

amino acids the residues are allowed to mutate to, a rotamer library that defines

the side-chain conformational search space, an energy function to rank the protein

conformations, and a definition of how the protein is allowed to move during the

search. Most of the design choices are made when defining the input model. Each

component of the input model is crucial to the success of the design and represents a

potential trade-off between the accuracy and computational simplicity of the design.

8.1.1 Finding and Preparing the Input Structure for Design.

For most protein designs, the input structure is defined by the biological system that

is going to be designed. Typically, the X-ray crystal or NMR structure related to

the system is chosen as the input structure1. However, there are cases where the

only requirements for the starting protein backbone conformation is that it take on

a precise shape. For these designs, a method such as geometric hashing can be used

to search the PDB for candidate backbone conformations that match the required

shape or fold [23].

1 Both protein crystal structures (Chapters 5-7) and NMR structures (Chapter 5) provide atomic
resolution starting points for CSPD programs. For clarity of writing, in the following paragraphs I
focus on curating protein crystal structures for input into CSPD programs. In general, when using
NMR structures for CSPD, a single representative structure is chosen from the NMR ensemble as
the input structure. Once this structure is chosen, it can be treated as a crystal structure from the
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Once a starting structure(s) is chosen for CSPD, it must be pre-processed to en-

sure it can be successfully used in a protein design. Most protein design software

requires a single, complete protein structure to function properly, but biological data

is often not that clean. It is important to understand that high-resolution protein

structures are models determined from biological data and are sometimes incomplete

or imperfect because of the inherent difficulty of solving a protein structure. There-

fore, the designer must convert the deposited protein structure into a usable form for

the CSPD algorithm. Common structural features that must be addressed include

atoms with fractional occupancy, missing atoms, non-native amino acids, non-protein

residues and unprotonated amino acids.

A protein does not exist as a single static structure, but as an ensemble of low-

energy states. Deposited crystal structures can sometimes capture this information

and assign fractional occupancies to atoms with multiple states. If the fractional

occupancy atoms are distant from the focal point of the design, the atom positions

with the highest occupancy can be used for the CSPD input structure. More care

should be taken if the atoms are near the mutable sites in the design. Multiple input

structures can be created to accurately represent the variability from the crystal

structure. On the other hand, the dynamic nature of proteins can cause a lack of

crystal density for certain atoms, which are not modeled in the protein structure. If

the designer determines that these residues are not critical to the design, the residues

with missing atoms can be deleted from the structure. If the residue is important

and going to be mutated during the protein design run, the residue can initially be

mutated to alanine and the design search will mutate the amino acid appropriately.

Alternatively, the critical missing residues can be re-refined using the available crystal

density.

point of view of the CSPD program. Additionally, backbone flexibility can be added to the CSPD
run by conducting a separate design for each NMR ensemble member.
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In crystallography, residues are sometimes mutated to non-natural amino acids to

facilitate anomalous diffraction. These residues should be mutated to their natural

amino acid counterpart, because the heavy atom version is not the natural amino

acid that should be simulated in the design computation. Protein structures often

have molecules present that are not standard amino acids or nucleic acids (i.e. water

molecules, ions, cofactors, and ligands). These molecules (HET atoms) should either

be removed from the protein structure, or, if they are important for the design, the

charges of the molecule should be computed and input into the CSPD algorithm. Fi-

nally, most deposited structures do not deposit coordinates for hydrogen atoms since

they can’t be resolved by the structure determination protocols, so the hydrogens

must be added to the structure (using a program like Probe [103]).

After this process, the input structure is complete and can be used for CSPD.

However, the quality of the structure should be validated before it is used in a

design. The quality of any design prediction depends heavily on the accuracy of the

input model. Programs that evaluate protein quality such as MolProbity [188] or

WHATIF [189] can reveal any problems with the protein structure. As the popularity

of these tools has grown, the apparent structural problems with deposited structures

have decreased, but this does not mean that problems have been eliminated. In cases

where there are key issues near the target design residues, it might be necessary

to re-refine the structure or relax the structure with molecular mechanics methods

before using the structure. CSPD forcefields are very sensitive to small changes in

protein structure. For example, the van der Waals (vdW) repulsive energy term

changes as a function of 1{r12, where r is the distance between two atoms. Thus,

protein structures should be minimized with respect to the CSPD energy function

to avoid any discrepancies between the structure determination and CSPD objective

functions. Curating and carefully fixing problems with an input structure will prevent

many common problems with a CSPD run and will improve the reliability of the
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resulting predictions.

8.1.2 Choosing a Rotamer Library

Protein conformational space is too large for CSPD algorithms to search exhaustively.

However, crystal structures show that low-energy protein conformations preferen-

tially occupy specific regions of conformational space. CSPD algorithms take advan-

tage of this by using rotamer libraries to restrict side-chains to only the most likely

positions in dihedral space. Much work has been done to create accurate rotamer

libraries that can be used for CSPD. Two popular rotamer libraries are the Penul-

timate rotamer library [27] and the Dunbrack rotamer library [29]. The Dunbrack

library is a backbone-dependent library, which means that rotamer probabilities for

a given side-chain’s position are dependent on the local φ, ψ angles of the backbone.

It is important to remember that these rotamer libraries represent regions of highly

populated dihedral space with a single, discrete point in dihedral space. To better

represent the highly populated regions, continuous rotamers can be used to increase

the allowed protein flexibility of the system compared to rigid rotamers. Chapter 3

clearly demonstrates the ability of CSPD with continuous rotamers to find lower-

energy, native-like sequences in comparison with discrete rotamer design techniques.

For the most accurate designs with respect to the input model, continuous rotamers

should be used for protein design.

While continuous rotamers better represent the highly populated dihedral spaces

of amino acids, the inclusion of minimization during the design search increases the

computational complexity of the design problem. For some large design problems, the

increased complexity makes using continuous rotamers during the search infeasible.

When this is the case, a discrete rotamer library can be used. To improve the

search coverage of a discrete rotamer library, each rotamer ir can be expanded into

multiple rotamers that locally cover the area around ir. One expansion technique is
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to generate rotamers that have χ1 and/or χ2 angles one standard deviation (based

on the original rotamers’ populated regions of χ space) away from the rotamers in

the original rotamer library [84, 85]. Alternatively, I have implemented a hybrid

approach within osprey that expands a rigid rotamer based on how each rotamer

preferentially minimizes within a protein design system (Section 5.2.2). First, a

continuous rotamer energy matrix is computed and each minimized rotamer dihedral

conformation is stored. The dihedral conformations for each rotamer are clustered,

and a representative rotamer from each cluster is chosen to be a rigid rotamer in the

expanded rotamer library. Therefore, a new rigid rotamer library can be generated

for a specific protein system based on where the original rotamers and rotamer pairs

minimize to.

For systems with a ligand, the allowed ligand conformations (ligand rotamers) will

also need to be determined. There is not as much data for ligand conformations as

there is for amino acids, so general rotamer libraries for ligands do not usually exist.

There are several approaches to generate the ligand rotamers. If the orientation of

the ligand is pre-determined because of a desired chemical or enzymatic reaction,

the ligand orientation can be fixed and no rotamers are necessary. When rotamers

are required, it is possible to search the PDB for all structures that contain the

target ligand. If there are an adequate number of structures, the ligands from all

the structures can be aligned and the ligand rotamers can be taken directly from

the known structures. Otherwise, the rotamers must be determined de novo. First,

the rotatable bonds in the ligand should be determined. Standard staggered alkane

steriochemistry can be used to define three angles for the dihedral of each bond.

If the standard steriochemistry does not apply for a given bond, the dihedral can

simply be sampled at uniform intervals or a CSPD energy function can be used to

find the lowest energy positions for each bond [190, 191].
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8.1.3 Choosing the Allowed Residue Positions

The complexity of a protein design increases with both the number of designed

residue positions and the allowed amino acid types at each position. Therefore,

these quantities should be limited if possible. Mutable residue positions are usually

chosen by proximity to the site that is being designed. Of course, leaving the template

fixed will restrict the possible placements of the mutable/flexible residues. Even if a

residue near the design site isn’t allowed to mutate, it should still be allowed to flex

(change to other rotamers of the same amino-acid type) to facilitate the mutation

of other residues. Balancing the number of flexible residues with the size of the

design must be determined with respect to the given system being designed. It is

also possible to choose positions outside of the design site that can be optimized to

improve the stability of the designed protein. In this case, residue positions can be

chosen using a measure of entropy or “designability” for each position [2].

The design search can also benefit by limiting the amino acid types each posi-

tion can mutate to. Residues can be limited by their position in the protein (core,

boundary, or surface) [1]. Positions can also be limited to amino acid types that are

similar to the wild-type amino acid. This type of restriction should be used with

caution as a change in amino acid type might lead to a gain of function. Finally,

the set of allowed amino acids can be limited through sequence homology to similar

proteins in different organisms. Therefore, the design can be guided toward muta-

tions that are known to be functional in other proteins. For example, in Chapter 7

sequence homology from a structural alignment of the VRC01 VH domain to llama

VHH domains was used to limit the allowed amino acid types.

8.1.4 Energy Function

Strict restrictions are often placed on CSPD energy functions because of the large

and complex conformation space that CSPD algorithms search over. Specifically, for
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most CSPD algorithms the energy functions are required to be pairwise (a linear

sum of terms that depend on at most two residues), which rules out the use of more

sophisticated n-wise solvation terms such as Generalized Born solvation. Therefore,

it is important to know if the current CSPD energy function being used is able to

capture the types of interactions that are important to the design system. For ex-

ample, some CSPD designs have found it necessary to add an H-bond term to the

standard molecular mechanics forcefields to better recover protein binding patterns

(Section 5.2;[1, 38]). Designs that require precise amino acid side-chain placements,

such as designs for enzymatic activity, can use a sophisticated energy function before

the design to define a given shape that the CSPD design needs to enforce [3]. Also,

since pairwise solvation terms use atom distances to approximate atom burial, com-

plicated protein shapes will likely need to be re-evaluated with a higher-order energy

function [94] or the pairwise solvation function will need to be altered to account for

this.

Reference Energies

Most CSPD algorithms that focus on finding the single structure GMEC are ulti-

mately trying to approximate a ∆G of either folding or binding. In each case, the

∆G is the difference between the free energy of the starting (reference) conforma-

tion(s) and final conformation(s), ∆G “ Gfinal´Greference. In the case of a design for

protein stability, the initial conformation is the unfolded protein, and in the case of

designing for protein binding, the reference conformation is the two unbound (apo)

binding partners. Unlike the K˚ algorithm (Section 2.2.5), GMEC-based CSPD al-

gorithms do not explicitly calculate the reference structure and must use an energy

term that implicitly accounts for the contribution of the reference structure to the

∆G. Most CSPD methods use an energy term known as the reference energy for this

purpose. The use of a reference energy term is unique to protein design and does
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not arise in other molecular mechanics forcefields because other methods that use

molecular mechanics forcefields do not mutate the protein during the search.

Intuitively, adding reference energies to an energy function removes the bias in-

troduced by intra-rotamer energies. Each amino acid has an inherent intra-rotamer

energy based on its atom composition and local conformation. Therefore, with all

other things being equal, protein design algorithms will always pick the amino acid

with the lowest intra-rotamer energy if reference energies are not used. In essence,

reference energies “level the playing field” by making all amino acids appear equally

viable in the absence of additional information.

The osprey reference energy is modeled after the reference energy used in [85],

which accounts for the energy of each amino acid in the unfolded or unbound state.

This method assumes that in the protein reference state the local protein backbone

geometry is maintained, but no amino acid side-chains interact with one another, such

as in an extended chain. Therefore, the reference energy for a given amino acid, a, at

residue position i is defined as the minimum intra-rotamer energy from all rotamers

of type a evaluated at position i. This reference energy term specifically focuses on

accounting for the unfolded state of the protein. However, other reference energies try

to combine more components into a single term. For example, the Rosetta reference

energy is calculated so that the reference energy causes designs to produce sequences

with amino acid frequencies similar to that of native proteins [48]. Therefore, this

reference energy tries to account for unfolded energies, entropic effects, and likely

the bioavailability of amino acids, among other factors. When so many factors are

included in the same energy term, it is important to be careful that the energy

function is not overfit.

The use of reference energies indicates that CSPD algorithms make two critical

assumptions about their design predictions. First, the designer assumes that any

mutations made to the protein structure do not affect the reference state of the
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protein. If the reference states are changed, or more drastically, the mutations cause

the protein not to fold, the subsequent ∆G calculations need to be based on different

reference states to be comparable. Second, the use of reference energies implies

that the protein design is concerned solely with predicting protein stability and/or

binding. When calculating a ∆G value, only the difference in free energy between

the starting and final state is considered. This neglects the absolute energies of these

conformations and other factors that contribute to a protein’s viability.

The use of reference energies in protein design can cause an interesting problem to

arise. Consider the case of mutating a hydrophilic surface residue, e.g. asparagine,

to a hydrophobic residue such as leucine. The solvation penalty for exposing a

leucine and the benefit of exposing asparagine are both included in the reference

energy (because the surface residue position is exposed to solvent in the reference

unfolded structure). When the reference energy is subtracted from the total energy

for each design, the difference in energy between the wild-type asparagine and mutant

leucine will be very close. Ranking a hydrophobic and hydrophilic residue on the

surface of the protein as a comparable mutation is counter to what is known about

native protein structures and the propensity of hydrophobic amino acids for solvent

exposure [192].

The ability of CSPD algorithms to favorably rank surface exposed hydrophobic

residues stems from the fact that CSPD algorithms focus solely on improving the

∆G of folding or binding. There is evidence that putting hydrophobic residues on

the surface of a protein can increase its stability (personal communication with Terry

Oas; [193]). However, native proteins do not often expose hydrophobic residues be-

cause native proteins must be optimized for more than just stability. Proteins are

also optimized for function, expression, folding kinetics, solubility, prevention of ag-

gregation, and avoidance of the cell’s degradation machinery, among other factors.

All of these areas can be significantly modulated by the incorporation of hydropho-
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bic residues on the protein surface. Therefore, to design native-like proteins, CSPD

algorithms must consider more than just protein stability when ranking protein struc-

tures.

In the above example, the problem of allowing hydrophobic residues at the protein

surface can be avoided by limiting the surface residues to only mutate to hydrophilic

residues during the design. However, this approach ignores the approximately 30%

of surface residues that are hydrophobic amino acids [192]. Another computational

design addressed this problem by adding a specific term that penalizes the formation

of hydrophobic patches on the surface of the protein [194]. To solve the problem

more generally, energy functions that describe other desired protein properties must

be identified. For example, the solubility of the protein design can be computed by

using a protein structure in vacuum as the reference structure, compared to a final

solvated structure. By using a pareto-optimal strategy to simultaneously optimize

both the protein solubility and stability the CSPD algorithm can make more accurate

design predictions.

8.1.5 Protein Flexibility

As mentioned earlier, CSPD energy functions can be very sensitive to small changes

in protein structure. Therefore, allowing the protein structure to minimize during

the CSPD search can be crucial to finding optimal structures. A crude approach to

address the need for flexibility is to reduce the vdW radii of atoms to mimic that

atoms will likely be able to shift to accommodate small clashes in the structure. This

approach sacrifices the ability to identify key vdW packing and does not accurately

consider protein motion. Alternatively, multiple protein backbones can be generated

for the input structure to try to cover a larger range of the protein’s motion. Finally,

osprey has been developed specifically with the intent to increase protein flexibility

during the design search and one or more of its flexibility-based algorithms [68, 70,
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195] can be used to account for protein flexibility during the design search.

8.2 Starting a Design

When beginning a design, it is advantageous to start off with a simple design of

the system to ensure that everything has been set up properly and the design will

complete. The easiest thing to do is to set up a rigid rotamer side-chain placement of

the input structure. Running this design will identify if anything is wrong with the

design input structure or input parameters. The input structure is almost always a

native protein, so the actual side-chain positions in the input structure have likely

been largely optimized by nature. Therefore, it is expected that the side-chain place-

ment should recover a structure very similar to the input structure. If this is not the

case or no GMEC is found at all, it is most likely that the input structure contains a

side-chain position that is not rotameric. Non-rotameric side-chains can sometimes

be found at important parts of the protein, so it is not necessarily a result of a

poor structure, but rather an important phenomenon. Doping the rotamer library

with the wild-type rotamers can often solve this problem. Alternatively, the designer

should investigate whether the designed GMEC is actually better or comparable to

the native input structure.

If recovery is still not satisfactory after adding wild-type rotamers, the designer

should investigate why the recovery fails at each residue position. Problems can

arise if the amino acid template bond angles are significantly different than the

native residue’s bond angles. To investigate this, it is useful to generate the protein

conformation with all wild-type rotamers. By comparing this structure with the input

structure it is possible to see any large deviations that result from using idealized

bond angle geometry. Visualizing the side-chain packing of the wild-type rotamer

structure using a tool such as Probe [103] will often reveal clashes that result from

the idealized bond angles. In this case, the designer should evaluate whether it is
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necessary to either allow the residue to flex at certain bond angles (using continuous

rotamers) or alter the amino acid template to better reflect the native bond angles.

Once the side-chain placement has been satisfactorily completed, a simplistic

GMEC-based native sequence recovery design can be run to evaluate the perfor-

mance of the energy function. As noted in Section 3.6.4, native sequence recovery

assumes native proteins are purely optimized for stability and ignores protein func-

tional constraints. However, using this technique can reveal if the design algorithm

is unable to recover key interactions in the native protein. For example, a designer

attempting a PDZ domain design similar to the CAL:CFTR design in Chapter 5

could test whether the known CAL PDZ domain binding motif X-S/T-X-V/I/L is

recovered. To understand why a specific interaction is not recovered by the energy

function, a new design can be done that forces the algorithm to choose the native

interaction. Comparing the structures from these two designs, and specifically the

individual energy components of the interaction energies from the key interaction in

question, will reveal why the native interaction is “missed” by the energy function.

If an energy function is unable to recapitulate key interactions in a protein, it

is unlikely that the subsequent design runs using the same energy function will be

predictive. In this case, the energy function weights will need to be retrained. If

experimental binding data is available, the data can be used to train the energy

function, as shown in Section 5.2.2. In some cases, the binding data is so extensive

that it can replace the molecular mechanics energy function entirely [6]. In the

absence of additional data, the energy function can be trained to recapitulate the

key interactions of the system (based on structural information and/or sequence

homology) or trained to recapitulate the native sequence of several template protein

systems.

These checks of the protein design system provide a quick way to ensure that

further designs will succeed and provide valuable predictions.
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8.3 Algorithmic Tradeoffs

The osprey CSPD design protocol can be divided into two steps: rotamer pruning

and conformation enumeration. In the first step, one or more dead-end elimina-

tion (DEE) pruning criteria are applied to the precomputed energy matrix to prune

rotamers or rotamer pairs that are provably not part of the GMEC. Next, the re-

maining rotamer conformations are searched (usually with a variant of A˚) and a

list of conformations is enumerated in order of increasing energy. It is clear that

the DEE pruning step reduces the amount of time needed to do the conformation

enumeration, but it is not obvious how long a given DEE pruning criterion will take

to prune the next rotamer. Because of this, DEE pruning criteria are heuristically

applied in order of their asymptotic worst-case runtimes. Every DEE pruning crite-

rion can enable a previous pruning criterion to prune additional rotamers. Naively,

pruning criteria can be run until no more rotamers or rotamer pairs can be pruned,

but as the criteria are iteratively applied, the difficulty to prune a rotamer increases

and fewer rotamers are pruned per pruning cycle. However, it is not necessary for

DEE to prune every single rotamer, because the conformation enumeration step can

often easily search through the remaining conformations to find the GMEC and

other low energy conformations. Therefore, DEE should only be run to the point

where the conformation enumeration step is able to find the low energy conforma-

tions quickly. Unfortunately, it is difficult and potentially intractable to know how

many rotamers must be pruned to make the conformation enumeration sufficiently

fast before the enumeration search itself is actually run. Therefore, it is important

to develop heuristics that identify when the protein design algorithm should switch

from pruning rotamers to enumerating conformations to ensure a quick solution to

the design problem.

When using continuous rotamers (iMinDEE), there is a conformation minimiza-
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tion step that follows the rotamer pruning and conformation enumeration. If the

minimization step becomes the bottleneck for a specific design calculation, then it

is not necessary to spend substantial amounts of time in the pruning stages in or-

der to reduce the enumeration time. For any given design system, any one of these

three steps can become the bottleneck for the computation. Thus, it is important for

the algorithm designer to continually improve each step and for the protein designer

to identify where the bottleneck is in a given design so that excessive time is not

spent in the wrong section of the algorithm. This becomes particularly important

for the design protocols that perform multiple rounds of pruning, enumeration, and

minimization, such as the continuously partitioned rotamer (PartCR) protocol (Sec-

tion 4.3.2). In Chapter 4, I present algorithms and improvements to each of the three

osprey CSPD design steps.

8.4 Improving the Efficiency of K*

We have shown that computational designs can be improved by ranking protein se-

quences using ensemble-based scores with theK˚ algorithm [2, 7]. For every sequence

that the K˚ algorithm ranks, K˚ must calculate an approximation to the bound and

unbound partition functions for that sequence. Therefore, the minimum runtime of

K˚ is linear with respect to the number of sequences in the design search space.

This is in contrast to the DEE pruning and A˚ enumeration algorithms in osprey,

which do not have to explicitly consider every sequence. In fact, the main purpose of

using the DEE pruning criteria is that it can prune rotamers across protein sequences

and combinatorially reduce the number of sequences that A˚ must consider without

actually enumerating all of the sequences itself. Clearly, the linear nature of K˚ is a

disadvantage, and a more combinatorial method similar to DEE would be desirable.

The K˚ score is a ranking that reports the relative weighting of the bound par-
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tition function to the unbound partition functions, K˚ “
q
AB

q
A
q
B
. This means that

the K˚ score does not give information about the absolute partition function values,

and in turn the actual protein conformation energies. Clearly, one way to obtain

a large (favorable) K˚ score is to keep q
AB

constant and reduce the values of q
A
and

q
B
. Biologically this means that the design algorithm is destabilizing the unbound

protein conformations. This runs the risk of designing protein monomers that cannot

fold, which invalidates the design and is obviously undesirable. By similar logic, it

is undesirable to predict protein sequences that significantly destabilize the bound

complex compared to the wild-type complex. Using this knowledge, K˚ can be mod-

ified such that its runtime is no longer linear with respect to the the number of design

sequences.

Since we do not want to design protein complexes where the unbound and bound

protein complex energies are significantly worse than the wild-type complex, we can

define an energy cutoff to filter K˚ design sequences that are undesirable. Let the

energy cutoff be Ecut “ EWT`EWin, where EWT is the GMEC energy of a side-chain

placement of the complex with wild-type rotamers and EWin is an energy window

that defines how far the predicted complexes are allowed to vary from the wild-type

complex. Using this cutoff, a DEE/A˚ run can be carried out to find all sequences

that have at least one conformation below Ecut. The A˚ method from Section 5.2.2

can be used to directly enumerate sequences in order of lowest energy instead of enu-

merating conformations. K˚ scores can be calculated for the enumerated sequences

and the non-enumerated sequences can be removed from the K˚ search because

they do not yield any favorable protein complexes. This process was used in the

CAL d-peptide inhibitor designs from Section 5.2 and can combinatorially reduce

the number of sequences in the design, freeing K˚ from its linear dependence on the

number of design sequences.
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While this technique can provide a combinatorial speedup in K˚, it would be

beneficial if K˚ could enumerate sequences in order of largest K˚ score, similar to the

DEE/A˚ framework. One possible approach is to create three separate DEE/A˚ runs,

one for protein A, one for protein B, and one for the protein complex AB, that execute

in parallel. As conformations are enumerated from each A˚ tree, the conformation

can be Boltzmann weighted and added to the corresponding partition function for

that sequence. Once the q
A
, q

B
, and q

AB
partition functions for a given sequence reach

the desired accuracy, the K˚ score for that sequence can be reported. K˚ scores can

continually be generated until a desired stopping point is reached. Alternatively, if

the energies/partition functions for the unbound structures are bounded, it should be

possible to use the K˚ score itself as the A˚ heuristic instead of the bound complex

energy to enumerate sequences with large K˚ scores directly.

8.5 Incorporating Backbone Minimization into Protein Design

One of the key challenges in protein design is the accurate modeling of protein flexi-

bility during the design search. The first strategy that many CSPD algorithms use to

simplify protein conformational space is to discretize the side-chain space into rigid

rotamers. However, rigid rotamers represent an average position of many side-chains

found in protein crystal structures and the averaged positions are not optimized for

a given protein structure. When rigid rotamers are placed on an actual protein back-

bone, the rotamers often have less than optimal positioning. Because CSPD energy

functions are very sensitive to small changes in atom coordinates, a slightly non-

optimal positioning of side-chains can lead to a very poor energy ranking. If these

non-optimal rigid rotamer placements are allowed to minimize during the search, the

side-chains can be optimally positioned and accurately ranked by the CSPD energy

function. Chapter 3 clearly demonstrates the improvements gained by allowing side-

chain minimization during the CSPD search. Therefore, the sensitivity of the CSPD
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energy function combined with rigid rotamers causes a protein design search to miss

favorable protein conformations and causes the design algorithm to be brittle. Even

if the CSPD algorithm used a “perfect” energy function, it is impossible to know a

priori which rigid rotamer will provide the optimal placement for a specific protein

backbone. This brittleness can only be overcome by using continuous rotamers.

Allowing the minimization of rotamers during the protein design search increases

the conformation space that the CSPD algorithm must search over and increases the

computational complexity of the search. Chapter 4 discusses the specific challenges

introduced by continuous rotamers and presents algorithms that address all of the

challenges.

As the field of protein design continues to advance and design more complex pro-

tein systems and target functions, the need for accurate modeling of protein backbone

movements has become apparent [195, 196]. Modeling backbone flexibility is inher-

ently more difficult than side-chain flexibility because side-chain minimization is local

and only affects the atoms in the side-chain. On the other hand, backbone flexibility

is inherently global, since a change in one φ or ψ angle can alter the majority of atom

coordinates in the protein. Most protein design algorithms that attempt to model

backbone flexibility generate multiple backbone starting structures and conduct a

separate design for each starting backbone. Multiple starting structures improve the

allowed backbone flexibility in comparison with using only a single structure, but the

pre-generated backbones cannot “react” or “adapt” to an amino acid change, which

leads to the same brittleness problem that arises when using rigid rotamers. More-

over, the pre-computed backbone conformations are generated with respect to the

wild-type sequence. With this model, there is no way the algorithm can anticipate

the a backbone move to accommodate the inclusion of a differently sized amino acid.

This can only be done by allowing backbone minimization during the CSPD search.

The BD algorithm [71] implemented in osprey incorporates flexibility during
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the protein design search by allowing the minimization of the protein φ, ψ angles

while limiting the global motion of the protein by restraining the absolute move-

ment of the protein Cα atoms. The resulting backbone movements from the BD

algorithm are fairly modest since local changes in backbone angles can cause large

global Cα movements which is restricted by the algorithm. Crystal structures of

protein mutants show that proteins can accommodate amino acid mutations with

minimal global changes to the protein backbone conformation. This requires CSPD

algorithms to use backbone moves that only affect a small part of the protein and

do not drastically change the entire structure with one dihedral move. Fortunately,

conserved local (or compensating) backbone motions have been identified in crystal

structures, specifically the backrub motion [69]. This local backbone motion has

been incorporated into osprey [70] to allow continuous backbone minimization dur-

ing the design search. The DEEPER algorithm [195] has added several more local

backbone motions to the osprey design suite.

The BD, BRDEE and DEEPER algorithms represent significant advances in the

modeling of backbone flexibility for protein design. The improvement of these al-

gorithms and identification of additional compensating backbone motions is crucial

for the progress of protein design. All of the improvements in Chapter 4 that were

applied to continuous rotamers can also be applied to and improve the backbone

minimization-based algorithms as well. While these algorithms allow for increased

backbone flexibility, there is still a need for improvement. Below I present a specific

example of a single amino acid mutation in the HIV antibody VRC07 that increases

antigen binding, but cannot be recovered using traditional protein design algorithms.

When Björkman and colleagues discovered the NIH45-46 HIV antibody [170],

they identified that the hydrophobic pocket on gp120 that was usually filled by F43

from CD4 was unoccupied when gp120 was bound to NIH45-46. Alignment of the

CD4 and NIH45-46 gp120 bound structures revealed that NIH45-46 G54 was located
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near the pocket bound by CD4 F43. Mutational analysis showed that a G54W

mutation in NIH45-46 was able to improve both gp120 binding and neutralization

of HIV-1 strains. Similar to NIH45-46, VRC07 residue G54 is located near the

F43 hydrophobic pocket and mutation to G54W improves gp120 binding. Using

computational techniques I tried to recover this mutation in VRC07 by redesigning

the structure of VRC07 G54L.

The structures of gp120:VRC07 G54L and gp120:VRC07 G54W are very similar

and align with an overall backbone root-mean-square deviation (RMSD) of 0.3 Å.

With such a low RMSD, these structures would likely be considered to have the

same backbone conformation for most analysis purposes. This similarity suggests

that the protein design algorithm should be able to recover the the tryptophan mu-

tant. However, in the G54W structure, the gp120 backbone interacting with the

tryptophan side-chain is slightly perturbed from the G54L structure to create room

for the tryptophan (Fig. 8.1A). Also, the difference in the Cα-Cβ bond vector at

residue 54 is very apparent because of the large lever arm of tryptophan (Fig. 8.1B).

These slight differences in local backbone structure can potentially create problems

for the sensitive energy functions used with CSPD.

osprey was used to investigate whether CSPD algorithms can recover the G54W

VRC07 mutant. The G54L VRC07 structure was used as input for all designs,

because the G54 VRC07 structure was unavailable. Similar to the designs presented

in Section 6.2, residues surrounding residue 54 were chosen to be flexible during the

design search (10 gp120 residues and 5 VRC07 residues). For each input backbone,

a side-chain placement was done and a design was conducted where residue 54 was

only allowed to mutate to tryptophan. Note that in the G54L crystal structure,

the leucine binds to the same hydrophobic pocket that G54W interacts with, so

presumably this is an easier problem than starting from the G54 structure.

First, iMinDEE was used to recover the G54W mutant. iMinDEE was able to
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recover the correct leucine rotamer at position 54, but was unable to recover the

tryptophan rotamer that matched the G54W crystal structure. Instead the algo-

rithm chose a rotamer flipped in the opposite direction of the actual binding mode

(Fig. 8.1C). Even with side-chain minimization, the correct crystal structure rotamer

could not alleviate its clashes with the gp120 backbone and had an energy over

1000 kcal/mol higher than the leucine rotamer. To improve the backbone flexibility

considered by the design search, several different sets of backbone structures were

generated and used as input to osprey. Backbones were generated using a Monte

Carlo backrub technique [197], Monte Carlo kinematic closure [198], the Concoord

method [199], and molecular dynamics [34]. For each backbone generation method

used, the GMEC tryptophan rotamer selected during the design did not match the

G54W crystal structure and was flipped similar to the rotamer found with iMinDEE

(Fig. 8.1D). While all of these methods can generate an ensemble of backbone struc-

tures, without explicitly modeling the tryptophan during the backbone generation,

the correct backbone conformation is missed. Lastly, the osprey backbone mini-

mization methods BD and BRDEE were used to recover the G54W mutant. These

methods have the ability to move the backbone in response to the tryptophan muta-

tion, but were unable to recover the correct tryptophan rotamer. Unfortunately, the

modest movements available to these algorithms could not recover the appropriate

tryptophan rotamer.

No CSPD method tested was able to recover the G54W mutation. However,

when the tryptophan rotamer from the G54W crystal structure was placed on the

G54L structure, a simplistic molecular dynamics run was able to find a low-energy

structure that closely matched the known G54W crystal structure. After only 2 ps

of simulation, the tryptophan rotamer relaxed to the position found in the VRC07

G54W structure. From the MD simulation it is clear that the tryptophan rotamer

must move past the backbone hydrogen of residue 427 in gp120. This hydrogen
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effectively blocks any recovery through local minimization techniques.

This example demonstrates the need for improved methods to include backbone

flexibility during a CSPD search. The G54L and G54W backbone conformations

are structurally very similar, but the slight deviations around residue position 54

cause design algorithms to miss the favorable G54W mutation. A simplistic MD

simulation was able to quickly recover the G54W mutation, which suggests a set

of local compensating backbone motions exist that allow the recovery of the G54W

mutant. However, CSPD algorithms search over far too many sequences, making it

intractable to run MD for every mutant sequence. Therefore, future work is needed to

classify additional local backbone movements that can be used in CSPD algorithms.

Since MD is able to search over local backbone movements without specifying

the movements in advance, perhaps a hybrid MD/CSPD model is possible. There

is no requirement that the bounds used by iMinDEE be generated through local

minimization techniques. Instead, the bounds could be calculated by restrained

MD runs so that relatively local backbone motions could be included in the CSPD

algorithm.

Figure 8.1: Attempt to recover VRC07 G54W using CSPD with backbone
minimization. A) Alignment of VRC07 G54L and VRC07 G54W with residue 54
shown in sticks. B) View of position 54 in VRC07 with the leucine in the G54L
structure mutated to tryptophan. C) GMEC rotamer conformations at residue 54
for G54L iMinDEE designs for tryptophan (green) and leucine (magenta) compared
to the wild-type crystal structures (cyan). D) GMEC tryptophan structure for each
CSPD backbone recovery method.
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Conclusions

The ability to successfully redesign a protein’s function or create new protein-protein

interactions from a single high-resolution structure holds vast potential. Computa-

tional structure-based protein design is a general technique to design proteins that

can be used to develop a wide range of novel therapeutics and new components for

basic scientific research. In this dissertation, I presented novel algorithmic advances

for computational structure-based protein design and used these new methods to re-

design several biomedically relevant protein systems. While CSPD design has much

potential, the vast conformational and functional space of protein structures makes

CSPD a very difficult problem. In contrast to many CSPD algorithms that use

heuristic methods to search over brittle, rigid conformations, our CSPD algorithms

use provable search techniques that allow the protein conformation to minimize dur-

ing the design. This enables our algorithms to guarantee that the optimal solution

is found given the input model and to find favorable conformations that would be

missed by a rigid approach. We focus on improving the efficiency of these algorithms

so they can be applied to a wide range of design problems. Specifically, we applied

these novel methods to design competitive peptide inhibitors of CAL:CFTR and

202



developed improved HIV antibodies and nanobodies.

The framework for all of the presented novel algorithms is the osprey protein

design software suite we develop (Chapter 2). Protein design with osprey con-

sists of two main steps. First, rotamer conformations guaranteed to not be part

of a low-energy conformation are pruned from the design search using DEE-based

pruning criteria. Second, the remaining conformations are enumerated in order of

lowest energy or lowest-energy bound. Optionally, the low-energy conformations

can be used to determine an ensemble-based approximation to the protein complex

binding constant. All of the algorithms in osprey are developed with a focus on

the following three design principles: 1) realistic, yet efficient, protein flexibility, 2)

ensemble-based scoring, and 3) provable optimality with respect to the input model.

These design principles ensure that osprey is able to accurately design biomedically

important targets. In addition to the the designs presented here, osprey has been

used to switch the specificity of the phenylalanine adenylation domain of a nonribo-

somal peptide synthetase [2], find small molecule inhibitors of a leukemia-associated

protein-protein interaction [146], design resistance mutations in the essential MRSA

enzyme DHFR [101], and help determine protein structures in combination with

sparse NMR data [200, 201].

Dynamics confers protein function and facilitates a protein’s interaction with its

cellular environment. This flexibility also allows proteins to accommodate amino

acid mutations, which is the basis for CSPD. The traditional CSPD single structure

input model does not adequately capture protein plasticity, so osprey uses contin-

uous rotamers to mimic protein relaxation. The MinDEE algorithm uses continuous

rotamers to incorporate side-chain minimization into the CSPD search, while main-

taining the guarantee that the optimal protein conformation will be found given the

input model. CSPD with continuous rotamers is able to find much lower-energy con-

formations than rigid-rotamer and expanded rigid-rotamer techniques (Chapter 3).
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The low-energy conformations found by MinDEE are distinct from rigid rotamer

GMECs and in many cases the rigid rotamer minGMEC conformation is pruned

from the rigid-rotamer search. We also demonstrated that the continuous rotamer

approach was able to improve recapitulation of wild-type protein structures over the

rigid approach.

While there are clear benefits to using CSPD with continuous rotamers, allow-

ing protein minimization during the CSPD search increases the protein conforma-

tional search space, which in turn increases the computational complexity of the

CSPD problem. Specifically, protein minimization during the CSPD search intro-

duces three key challenges. First, DEE pruning must account for protein movements

in response to protein mutations. Continuous rotamers introduce an infinite number

of discrete conformations to the search problem, so MinDEE uses pairwise energy

rotamer bounds to prune conformations. This leads to a decrease in rotamer prun-

ing power compared to rigid rotamer CSPD. Second, even if an algorithm could be

developed that perfectly pruned continuous rotamers, rotamer minimization allows

rigid rotamers to relax and ultimately yields a larger number of rotamers that par-

ticipate in low-energy protein conformations. This increases the number of rotamers

that the CSPD enumeration step must search through. Finally, there is no guarantee

that the pairwise low-energy bounds used to rank the continuous rotamer conforma-

tions closely reflect the energy of the fully minimized conformations. Loose pairwise

bounds require the CSPD algorithm to enumerate a substantial number of protein

conformations before the minGMEC can be found.

We have developed algorithms that address each challenge introduced by continu-

ous minimization so that the benefits of continuous rotamers can be realized without

sacrificing efficiency (Chapter 4). iMinDEE maintains all the desired guarantees pro-

vided by MinDEE, but is able to achieve a rotamer pruning power similar to rigid

rotamer CSPD. The iMinDEE algorithm improves pruning with continuous rotamers
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by greedily estimating and bounding the changes in energy a protein can achieve by

minimizing in response to a rotamer substitution. Several new A˚ heuristics were

created to improve the efficiency of the conformation enumeration. Combining the

new heuristics with dynamic A˚ significantly improved the conformation enumera-

tion step and reduced the number of A˚ nodes that the CSPD search had to visit by

several orders of magnitude. Finally, the minA˚, HOT and PartCR algorithms were

developed to improve the pairwise lower-energy bounds during the CSPD search.

The HOT and partitioned rotamer algorithms specifically target rotamer pairs with

loose bounds to quickly and efficiently reduce the bound error and the number of

conformations that must be enumerated to find the minGMEC. Combining all of

these algorithmic improvements together in osprey enables the CSPD software to

model large, difficult design systems accurately with continuous rotamers.

The algorithmic improvements presented here were all implemented in osprey

and tested on protein design systems with continuous side-chain minimization. os-

prey also has several algorithms that model backbone flexibility, including BD [71],

BRDEE [70], and DEEPER [195]. All of the novel continuous rotamer algorithms can

be applied to continuous backbone designs as well. DEEPER has already benefited

from the iMinDEE algorithm, but it will be important to incorporate the remain-

ing algorithms to further improve the efficiency of the continuous backbone designs.

I expect that similar gains in efficiency will be seen for the continuous backbone

designs as what was achieved with the continuous side-chain designs.

These novel protein design algorithms enabled us to design peptide inhibitors

of the CAL PDZ domain (Chapter 5). The CAL PDZ domain plays a key role

in degrading CFTR, the chloride membrane channel that when mutated can cause

cystic fibrosis. To find peptide inhibitors that reduce the degradation of CFTR

and restore CFTR activity, we developed an algorithm to redesign protein-protein

interactions and implemented it in osprey. The computational predictions achieved
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high accuracy: all of the top-predicted peptide inhibitors bound well to CAL. The

designed inhibitor with the highest affinity for CAL bound more efficiently than

the previous best peptide hexamer, and 170-fold more tightly than the CFTR C-

terminus. This peptide inhibitor was able to successfully rescue CFTR function in

CF patient-derived epithelial cells. This inhibitor specifically targets the underlying

molecular defects in CF and can be combined with existing CF therapeutics for

additive benefit.

Unfortunately, linear l-peptides are often not effective drugs because of their

low proteolytic stability. To develop a more drug-like inhibitor of the CAL PDZ do-

main we extended osprey to design d-peptide inhibitors that can escape proteolytic

degradation. A major difficulty of designing proteins or peptides with d-amino acids

is anticipating how the protein backbone will change in response to a d-amino acid

substitution. To meet this challenge, we designed all d-amino acid peptides using

several putative starting peptide backbones generated by molecular dynamics. The

designed d-peptides were predicted to bind CAL in a manner similar to our designed

l-peptide inhibitors. To increase the diversity of the compounds we can design in

the future, it will be important to develop new algorithms to handle l to d amino

acid substitutions and extend osprey to allow more non-natural amino acids during

the CSPD search.

CSPD has also been shown to be very important in HIV antibody discovery and

development. Probes designed by computational methods reinvigorated the field of

HIV vaccine design by isolating HIV antibodies that significantly improve neutral-

ization over previously discovered antibodies [165, 167]. We used osprey to improve

these highly neutralizing HIV antibodies (Chapter 6) and create novel HIV nanobod-

ies from human HIV antibodies (Chapter 7). The designed HIV antibodies showed

improved neutralization over the already highly optimized wild-type antibody. They

also protected against SHIV infection in rhesus macaques at a much lower titer
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than the highly neutralizing antibody VRC01. osprey designed an HIV nanobody

by resurfacing the VH domain of VRC01 using an amino acid library determined

from single-chain llama antibody scaffolds. The designed nanobody expressed as a

monomer and retained full length VRC01 levels of gp120 binding.

Computational protein design is a promising field with a very positive outlook.

The vast size and variability of protein sequence space suggests that there is untapped

potential in natural proteins, but an even larger conformation space makes searching

the design space daunting. Many advancements in protein modeling and compu-

tational algorithms have shown that CSPD can accurately model diverse biological

protein systems for a multitude of target functions. For the field to continue to grow,

our current models need to improve to handle larger design systems, increased pro-

tein flexibility, and a more diverse set of molecules as presented here. When using the

results of design experiments to train our current models, it is crucial that the CSPD

algorithms guarantee that the predicted solutions do not miss any low-energy pro-

tein conformations predicted by the model. By removing any error from the CSPD

algorithm, we ensure that all error in the search is due to the input model and it

can be accurately improved. Novel computational structure-based design algorithms

combined with these improved models will continue to expand our understand of

complex biological systems.
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Appendix A

Visualizing Protein Interactions with PyMOL

The goal of all computational structure-based protein design methods is to find low-

energy structures that maintain a desired backbone and/or side-chain conformation.

CSPD algorithms search over an astronomical number of conformations and identify

the most promising sequences and structures given the CSPD input model. While

CSPD algorithms have become very sophisticated, it is still common practice to

manually inspect the structure of the predicted designs. Experimental resources

are limited, so it is important to inspect the quality of the structure and identify

why the design is expected to work. Visualizing many structures can be a slow and

daunting task that can be eased by visual aids that identify favorable and unfavorable

molecular contacts within the protein.

The Richardson lab has developed a suite of tools for validating protein structure

that is made available through the MolProbity server [188]. A MolProbity tool of

particular interest for visualizing protein interactions is the Probe program, which

generates contact dots between protein residues that are close enough to interact

with one another [103]. The contact dots visually represent favorable van der Waals
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interactions, steric clashes, and hydrogen bonding. These visual aids are useful to

rapidly identify both favorable interactions and problems with the protein structure,

but are only natively available in a limited number of molecular visualization pro-

grams. To improve the access to Probe dot visualizations, I have developed a plugin

to visualize Probe dots within PyMOL, a widely-used molecular viewer [202].

A.1 Protein Interaction Viewer Plugin

The Protein Interaction Viewer (PIV) PyMOL plugin can carry out three main

functions. First, PIV provides easy access to tools that can either add or remove

hydrogens from a PDB structure that has been loaded into PyMOL (Figure A.1).

To properly calculate molecular interactions within a protein structure the protein

must be fully protonated. To accomplish this, PIV uses the program Reduce to add

hydrogens to the protein structure [96]. Second, PIV allows the user to create and

visualize contact dots for a single PyMOL selection or between two PyMOL selections

(Figure A.2). The dots are created as PyMOL CGO objects, one object for each type

of contact (i.e. small overlap, H-bond, bad overlap, and vdW interaction). The four

objects are all added to the same PyMOL group for convenience. Finally, PIV allows

the user to easily rotate any side chain within the protein (Figure A.3). While the

user is rotating a side-chain, they can enable contact dots between that side-chain

and the rest of the protein.
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Figure A.1: Protein Interaction Viewer (Edit Hydrogens). A) PIV user
interface for adding and removing hydrogens from a protein structure. The user
can select a PyMOL object from the selection box to remove or add hydrogens to
that object. When adding hydrogens, by default a new PyMOL object is created
containing the protonated protein structure. Instead of creating a new object, the
current object can be replaced if the user checks the Replace checkbox. B) An
antibody structure before and after hydrogens have been added using the PIV plugin.

Figure A.2: Protein Interaction Viewer (Display Contact Dots). A) PIV
user interface for creating and visualizing contact dots. Two PyMOL selections can
be chosen to create the contact dots between the two selections. If the user desires to
view dots within one selection, the Self checkbox can be enabled. The new contact
dot object can be named using the Dots Name textbox and additional parameters
can be passed to the Probe program with the Additional Parameters textbox. For
visual clarity, the size of the contacts can be changed using the Dot Size and Line
Size text boxes (see panel D). B) Probe dots generated by the PIV plugin for an
antibody-antigen interface. C) The contacts are created in PyMOL as four separate
CGO objects that are grouped for convenience. D) For visual clarity and making
figures with contacts, the contact size can be changed using the PIV plugin. The
dots size on the left and right is 0 and 5 respectively.

210



Figure A.3: Protein Interaction Viewer (Rotate Side Chains). A) PIV
user interface for rotating protein side chains. PIV displays the side-chain that is
currently selected and the dihedral angles of the side-chain. Standard rotamers can
be selected on the left and individual dihedral angles can be adjusted using the sliders
on the right. By checking the Show Dots checkbox, contact dots are shown between
the current side-chain and the rest of the protein. B) The arginine selected by the
PIV plugin with contact dots enabled.
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