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Abstract

Diffraction tomography is the attempt to estimate the scattering density of an object

from measurements of a scattered coherent field. This work moves to overcome many

of the constraints and limitations of the current state of the art. In general, these

constraints present themselves as physical and cost limitations. The limitations

“encode” the data, giving rise to the title of this dissertation. Implicit coding is the

encoding of the data by the acquisition system. For instance, coherent scatter is

bound to be sampled on specific arcs in the Fourier space of the scattering density.

Explicit coding is the choice of how the data is sampled within the implicit coding

limitations. The beam patterns of an antenna may be optimized to better detect

certain types of targets, or datasets may be subsampled if prior knowledge of the

scene is introduced in some way.

We investigate both of these types of data coding, introduce a method for sam-

pling a particular type of scene with high efficiency, and present strategies for over-

coming a specific type of implicit data encoding which is detrimental to “pure” image

estimation known as speckle. The final chapter of this dissertation incorporates both

implicit and explicit coding strategies, to demonstrate the importance of taking both

into account for a new paradigm in diffraction tomography known as frequency diver-

sity imaging. Frequency diversity imaging explicitly encodes coherent fields on the

illumination wavelength. Combining this paradigm with speckle estimation requires

a new way to evaluate the quality of explicit codes.
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1

Introduction

Diffraction tomography is the process of estimating an object from diffracted fields.

In general, instead of using a large array of detectors and optics to obtain an direct

image of an object, a single detector is scanned across a scene illuminated by a co-

herent source. The measurements are then either backpropagated, as was done origi-

nally in seismic imaging [1], or interpolated and reconstructed from their locations in

spatial-frequency space as was done by [2, 3]. The spatial-frequency interpretation of

sensed fields from diffracting sources leads to an important result. All scattered fields

are sensed along spherical shells in spatial-frequency. These shells place the implicit

coding structure from which sensing systems must be designed. They are a result of

the fundamental properties of wave propagation and a linear scattering assumption.

This dissertation attempts to solve fundamental problems with estimating objects

from diffraction tomography measurements. Namely, we attempt to solve optimal

sensor positioning and estimation procedures for reducing time and price cost func-

tions for generating an accurate estimate. Each of the chapters are meant to be

self-contained with the exception of Chap. 5 which can be best understood in con-

junction with Appendix B. Both Chap. 3 and 5 are supported by Appendix A. While

1



necessary to understand Chap. 3 and 5, the information contained in Appendix A

will be well-known to the advanced reader.

1.1 Background

Diffraction tomography was studied in depth by [2]. In that seminal work, the

authors described how a coherent field scatters from a scene illuminated by a plane

wave and detected by a coherent detector in either reflection or in transmission. In

order to give this dissertation context, and to present the problems addressed in a

tangible manner, we summarize the work of [2] here.

Diffraction tomography images scatter from coherent waves. Assuming monochro-

matic illumination ψoprq with wavevector k “ 2π{λ, the scattered signal under the

first Born approximation (single interaction linear scatter) is

ψspr
1, kq “

ż

fprqψopr, kqGpr ´ r
1
qdr. (1.1)

where G is the solution to the inhomogeneous wave equation

p∇2
` k2

oqGpr ´ r
1
q “ ´δpr ´ r1q. (1.2)

The simplest geometry for obtaining set of measurements about f from ψs is to

measure ψs from a plane wave (ψoprq “ exprik ¨rs) and with g sampling ψs point-by-

point (Fig. 1.1). Other geometries are useful too, but in this introductory chapter we

will address this illustrative special case to build off of the intuition it creates. For a

more general field interaction derivation, Appendix A may be referenced. In the plane

wave point measurement case, the measurement set g becomes gpr1, kq “ ψspr
1, kq,

and the information obtained about f from g can be seen clearly in the Fourier

space of the measurement. Taking the Fourier transform of g with respect to r1

allows application of the convolution theorem yielding

ĝpuq9f̂pu´ uoqĜpuq (1.3)

2



where ˆ̈ denotes Fourier transform and u is the angular spatial frequency vector

pux,y, uzq. (Proportionalities will be used to ignore normalization differences between

2D and 3D imaging scenarios.) Ĝpuq can be obtained by Fourier transforming both

sides of Eq. (1.2) yielding

Ĝpuq9
1

|u|2 ´ k2
o

. (1.4)

For the sake of simplicity of notation, we will work only in two dimensions tem-

porarily, and assume a single spacial frequency propagating in z incident on a line

of detectors located at z “ zd. This yields the following expression for the measured

field

gpx, zdq9

ż ż

f̂pux, uz ´ koq

u2
x ` u

2
z ´ k

2
o

exp ri puxx` uzzdqs duxduz. (1.5)

Integrating with respect to uz first, and around the poles at uz “ ˘
a

k2
o ´ u

2
x yields

gpx, zdq9

ż

f̂pux,
a

k2
o ´ u

2
x ´ koq

a

k2
o ´ u

2
x

exp
”

a

k2
o ´ u

2
xzd

ı

dux´ (1.6)

ż

f̂pux,´
a

k2
o ´ u

2
x ´ koq

´
a

k2
o ´ u

2
x

exp
”

a

k2
o ´ u

2
xzd

ı

dux.

One term has only positive traveling components and one term has only negative

traveling components which amounts to the forward and backward scattered waves. If

the line of detectors is on the source side, only the negative traveling term is detected.

If the object is between the detectors and source, only the forward traveling wave is

detected. In general, the back scatter is more commonly detected in radar [4], and in

optics [3], but occasionally the forward scattered wave is detected for phase objects

[5]. In both cases, the detected signal is a projection of the object that only contains

information about the objects scattering density along a circular arc in Fourier space

(Fig. 1.1). The length of the arc is determined by the effective numerical aperture

3
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exp[jkoz]
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(a) (b)
Figure 1.1: A simple diffraction tomography setup with a plane wave illumination
source and a line detector (a), and the corresponding sampled spatial frequencies
(b).

of the sensing system [6]. In other words, the maximum acceptance angle of the

detector determines the transverse resolution measured (Fig. 1.1). The curvature of

the projection also yields a small amount of axial resolution in most cases, though

in general for true axial resolution a diversity of wavelengths are used [3].

These resolution limits are what are overcome by Chap. 3-5. It is not desirable

to measure all of band-limited the signal, especially in scenarios where measuring in

parallel is difficult (i.e. bands where there are no detector arrays). We propose a

method for measuring within the sampling constraints that a point detector reflec-

tion sampling geometry provides, allowing for the full resolution to be maintained

if knowledge of the scene is introduced a priori. We also introduce a speckle mit-

igation algorithm. Even if the band-limited signal is measured completely, infinite

resolution cannot be obtained. Surface roughness and other wavelength order mo-

tion will introduce effective phase instabilities into the measurements that appear

as random processes even though they are truly deterministic [7]. The speckle mit-

igation algorithm we propose treats this as a generic data corruption, but it should

be understood that speckle is inherently an effect of the limited resolution shown

here. Finally, we also introduce an estimation procedure in the presence of speckle.
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Because the aliasing effects of the speckle make the scattering density behave like

a random process, the effective “object” can change with measurement. Most ap-

proaches to solving this problem in the past try to solve for the “true” (resolution

limited) scattering density directly using the speckle “statistics”. We use the “ran-

domness” in a different way to solve a compressed sensing problem [8]. This allows

for a more efficient computation of the “true” scattering density, and for estimation

of the signal from an underdetermined set of measurements. The following section

outlines the dissertation in greater detail, and summarizes the results and findings

of each chapter in light of the fundamental limitations presented in this section.

1.2 Dissertation Overview

The dissertation begins with a discussion of the completely different topic of coded

aperture spectroscopy. While the nature of Chap. 2 may seem irrelevant, the chapter

strongly correlates to the other chapters of this dissertation. The chapter investigates

coded aperture spectrometers in the presence of Poisson noise. In general coded

aperture spectrometers do not perform as well as slit spectrometers in the presence

of Poisson noise. We show that this is not always true if the signal to be estimated

is sparse in some domain. Furthermore, we generate a rule of thumb based off of

classification performance to determine whether or not a coded aperture spectrometer

is an appropriate choice for the sensing problem.

The connections to the following chapters are:

1. The spectra are estimated using a l1 regularized inverse that operates on a ma-

trix which has its singular value spectrum regularized. This type of estimation

is known as the Puffer transformation [9], and has been shown to improve over

vanilla l1 regularization. This type of estimation will be used again in Chap. 5.

2. The classifier used in Chap. 2 shares many properties with the adaptive sensing
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method of Chap. 3. The spectroscopy classifier [10] selects basis vectors and

labels by optimizing a precision criterion. This same method is used to optimize

mode selection in Chap. 3.

3. Poisson noise is a multiplicative noise source. Chap. 2 shows that matrices that

are assumed optimal based on additive Gaussian assumptions are not always

optimal in the case of other noise sources. This same observation is made in

Chap. 5.

Chap. 2 is largely representative of work published in [11], and figures and text are

reproduced with consideration given to the coauthors and with the consent of the

Optical Society (OSA). The author of this dissertation was the primary source of all

the work of Chap. 2, with the coauthors serving in an advisory role.

Chap. 3 discusses how to optimally scan a scene assuming a Gaussian beam

sensing mode. This type of mode naturally occurs when a horn antenna is coupled to

a focusing optical chain of lenses. While scanning an entire area may yield a complete

dataset from which images may be easily estimated, it is a time costly strategy. We

propose using a greedy mode selection algorithm to speed the acquisition process as in

[12] under the assumption that the number of strong scatterers in the scene is small.

In order to efficiently solve for the location of the scatterers, we use an approximation

to the sensing model to reduce oscillations in the objective function. We then test the

detection performance in simulation and in experiment, and discuss the extension of

this work to more general scanning cases. Chap. 3 is largely representative of work

published in [13], and figures and text are reproduced with consideration given to

the coauthors and with the consent of the Optical Society (OSA). The author of

this dissertation was the primary source of the work of Chap. 3, with help in data

collection and setup building from coauthors of [13] Martin Heimbeck and Jonathan

Richard. The other coauthors of [13] served in advisory roles.
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Chap. 4 connects the optimized sampling approaches introduced in Chap. 3 with

the estimation procedure necessary for ill-posed systems in Chap. 5. Even if scans

of the type of Chap. 3 are completed exhaustively, such that the mapping between

any scattering density and the measured field is unitary in some resolution limit, the

image may be severely corrupted by speckle. In this case only the simplest of targets

may be estimated “accurately”, a thought not lost on the authors in the design of

the experiment in Chap. 3. Luckily, the statistics of speckle data corruption are well-

known in the case of images sampled by a unitary transformation [7]. In Chap. 4 we

introduce a despeckling method based off a dictionary compression technique [14]. It

is well-known that there is a strong relationship between denoising and compression.

In some sense, the entire theory of compressed sensing plays off of that relationship

[15, 16]. The dictionary method groups training data using a graph, then computes

local singular value decompositions on the groups in a multiscale fashion. For well-

sampled and representative training sets this method is shown to achieve superior

despeckling performance. A method for extending this framework to general image

datasets is also presented. Even when the dictionary is suboptimal, the algorithm is

still able to despeckle comparably to the state-of-the-art. The methodology presented

here is a largely expanded upon update to the methodology presented in [17] with

large contributions from the coauthors as well. The author of this dissertation was

the primary researcher responsible for all aspects of Chap. 4, with methodology

development assistance from Kalyani Krishnamurthy and Mauro Maggioni. The

other coauthors of [17] served in advisory rolls.

Chap. 5 is in many senses a unifying chapter. While in the Chap. 4 we assumed

direct access to the scattered intensity from each point, in general that assumption

cannot be made. Instead of simply employing what amounts to a denoising algo-

rithm, a full estimation procedure must be used as in [18, 19]. Previous algorithms

relied on computationally expensive expectation-maximization techniques. A sens-
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ing model and estimation algorithm that allows for compressed sensing techniques to

be applied to diffuse estimation was demonstrated in [20]. The compressed sensing

method of [20] assumes a single speckle realization is sensed by the measurement set.

We present a sensing model and estimation technique for processing data that senses

multiple speckle realizations in one measurement set. This sensing model results in

different optimal measurement sets versus theories developed for classic sensing mod-

els. We present simulation and experimental results for a specific type of diffraction

tomographic acquisition system that allows for customized sensing fields and efficient

acquisition of data. This type of methodology was initially presented in [21], though

it has been greatly expanded upon here. The author of this dissertation was the

primary source of Chap. 5, with methodology development assistance from Kalyani

Krishnamurthy, and supporting simulation code provided by Guy Lipworth. The

other coauthors of [21] served in an advisory role.

In support of Chap. 3 and Chap. 5, Appendix A gives background on how

diffracted fields from generic source/detector configurations are detected. The for-

ward model result is used throughout the dissertation and amounts to the sensed

field being the product of the transmitted field pattern with the received field pat-

tern projected onto the scattering density function and integrated. This model is

used in Chap. 3 to derive Eq. (3.5), and in Chap. 5 to derive the sensing matrix used

in the simulations and in the experiment. The sensing matrix used in Chap. 5 is also

a result of how the illumination fields themselves are generated. The theory for how

fields are generated from a specific type of imager, the MetaImager, is presented in

Appendix B. The appendix materials are largely summarizing [22], and are shown in

a much condensed version here.

8



2

Coded Aperture Spectroscopy

2.1 Introduction

Coded aperture spectroscopy, [23], spectroscopy has been applied widely over the

past sixty years. By turning spectral estimation into a weighing design problem, a

large increase in throughput can be achieved. This problem, while seemingly very

different from diffraction tomography, is a classic example of understanding the im-

plicit coding of a system, and using explicit coding to increase performance. In

Fig. 2.1, we see a simple dispersive spectrometer with the input slit replaced with a

coded aperture. The implicit coding of the system is considered to be the physics

of broadband light propagation, and the optical train behind the entrance aperture

or slit. The explicit coding of the system is the coded aperture. Correct coding can

provide beneficial throughput gains while maintaining good measurement condition-

ing. When noise is independent of signal level, advantages of high-thoughput coded

aperture spectrometers are well-established. This example of explicit coding will be

used to introduce estimation strategies, introduce adaptive Bayesian strategies, and

introduce coding and estimation in the presence of non-additive Gaussian sources of
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Figure 2.1: A coded aperture spectrometer design. A slit spectrometer is com-
pletely equivalent if the mask is replaced by a slit. Image from http://www.disp.
duke.edu/~aaw14/Research.htm

data corruption. All these play a role in later chapters on diffraction tomography.

For instance, in Chap. 4 a non-Gaussian data corruption specific to coherent or

diffraction based imaging, speckle, is introduced. In Chap. 5 compressive estimation

strategies used in this chapter reappear, as well as some of the matrix analyses.

Optimal weighing designs (codes for coded aperture spectrometers) for estimat-

ing a spectrum in the presence of independent Gaussian noise were outlined in [24]

in 1979. We note that a counter theory to [24] has recently been proposed in [25],

although experimental results [26] and the simulation results of this chapter support

the established theory. Two dimensional arrays allowed for further improvement of

system design starting in the 1990s. Mende, et. al., [27] first used a two dimen-

sional array to claim both the throughput and multiplex advantage. The work of

[27] was improved through two dimensional aperture codes in [28], which allow for

better conditioning of the measurement. The two dimensional array also brought

up the question of multiplex imaging [29][30]. Other work in coded aperture spec-

troscopy has involved coding outside of the entrance aperture. Fateley, et. al., [31]

demonstrated a coded aperture spectrometer with encoding via a micro-mirror array.

Table 4.1 of [24] summarizes the motivation to multiplex spectra in the presence

10
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Figure 2.2: Singular values of the three measurement systems to be compared.
The slit code has a flat spectrum and is not multiplexed. The pseudo-random code
has a decaying spectrum and is multiplexed. The cyclic-s code has a flat spectrum
and is multiplexed. The code order of the systems is N “ 127.

of independent Gaussian noise and the motivation to measure spectra directly in the

presence of Poisson noise. While the multiplexed system mean squared error (Eq.

(2.7)), MSE, decreases by a factor of N{4, where N is the dimension of the code, for

independent Gaussian noise limited systems, the MSE increases by a factor of two,

regardless of the code dimension, for Poisson noise limited systems. These results,

however, apply only to the linear unbiased estimator, which was assumed to be the

Moore-Penrose pseudo-inverse. While the computing power in the 1970’s limited

the algorithms available to Harwit and Sloane, they noted “... there are also good

arguments in favor of a biased estimate...” This chapter studies Harwit and Sloane’s

suggestion using modern non-linear estimators. In using regularization techniques

based on a sparsity prior, certain solutions are favored over others. Regularization

allows for measurement energy to be focused into a subspace. The rest of the space

is filled in by the prior knowledge of the signal class. These biased estimators could

reveal codes previously determined to be suboptimal to outperform optimal codes

for the linear unbiased estimator.
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For the remainder of the chapter we compare three measurement systems. These

systems are a slit spectrometer based on the identity matrix, a coded aperture spec-

trometer based on a pseudo-random matrix with elements uniformly selected from

binary t0, 1u, and a coded aperture spectrometer based on the cyclic-s matrix. All

three systems are representative of singly encoded spectrometers, with binary ele-

ments, meaning these systems are achievable with a binary t0, 1u mask and a single

detector. The matrices are square and invertible in all cases before processing. (In

some cases we reduce the rank in regularization.) The singular value characteristics

of each of the spectrometers are shown in Fig. 2.2. The singular value decomposition

(SVD) is a factoring of the forward system matrix H such that

H “ USV H . (2.1)

This decomposition consists of a unitary matrices U and V , and a diagonal scaling

matrix S whose diagonal entries define the singular values of the system. This

decomposition is critically important for analysis of linear systems corrupted by

additive-white-Gaussian noise, because the characteristics of the singular values set

the variance bound on the linear unbiased estimator. We will define this bound in

the following section.

The spectrometers were chosen to demonstrate non-multiplexed (slit-encoded)

and multiplexed (high-throughput coded aperture) measurements, and ill-conditioned

(large ratio between largest and smallest singular values) and well-conditioned (small

ratio between largest and smallest singular values) measurements. The pseudo-

random and cyclic-s spectrometers are multiplexed, while the slit spectrometer is

not, and the slit and cyclic-s spectrometer are well-conditioned, while the pseudo-

random spectrometer is not. Using these spectrometers, first signal estimation per-

formance is compared over two spectral libraries of one-dimensional spectral signals

(Fig. 2.3). One library consists of synthetic data which is spikes in the canonical

12



400 600 800 1000 1200
0

50

100

150

200

Wavelength (nm)
P

ho
to

n 
C

ou
nt

 

 

Synthetic
Reflectance

Figure 2.3: A sample spectrum drawn from each of libraries demonstrating the
canonical sparsity of the sythetic data set, and the smooth variations of the re-
flectance data set.

basis. The other library is a library of reflectance data. The data is smoothly vary-

ing over a large wavelength range. These libraries both exhibit sparsity. The spike

data has literal sparsity in the canonical basis. The reflectance data has sparsity in a

total-variation pseudo-basis, which is equivalent to sparse large changes in gradient.

Sparsity can be exploited to denoise the estimate in the inversion process, and is the

focus of this chapter and is used again in Chap. 5. In Chap. 5, both types of spar-

sity are used again, with total-variation used to regularized surfaces, and canonical

sparsity used to regularize point sources. After estimation performance is analyzed,

classification performance is considered for sparsity regularized estimates. Samples

are drawn from two source distributions and a classifier is designed to determine

from which distribution each sample was drawn. The classifier used is an adaptive

Bayesian classifier, and is similar to the adaptive Bayesian mode selection process

used in Chap. 3.

13



2.2 Signal Estimation

2.2.1 Mathematical Framework

Coded aperture spectroscopy is a problem defined by a linear measurement model

[24]. The generalized linear measurement problem is stated as

g “Hf ` n (2.2)

where g is the measured data from object f , sensing matrix H and noise n. There

are two goals of linear measurement which are not mutually exclusive. The first

goal is to optimally select a measurement system which defines H and therefore the

mathematical properties of the system. The second goal is to select an estimator

given knowledge of H and the class of signals from which f is drawn. Selecting

an estimator independent of knowledge of f would be to select a linear unbiased

estimator. The results for the linear unbiased estimator are the results presented

in [24], and are uniquely determined by the condition number and throughput, the

amount of energy transferred, of the matrixH [32]. The variance bound for the linear

estimator can be determined if n is assumed to be a Gaussian random variable

n „ N p0, σ2
g `Hfq. (2.3)

This amounts to a Gaussian approximation of the photon noise with variance equal

to the mean signal value defined by Hf . Due to the easy transformation of Gaussian

random variables by linear operators [33], the variance bound for the linear estimation

case can be determined by looking at the eigen-structure of the covariance of the

estimate f̂ .

f̂ “H´1g (2.4)

“ f `H´1n (2.5)

H´1ñ „ N p0, pσ2
g `HfqV S

´2V H
q (2.6)
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Since H´1n has an eigen-structure with eigenvalues determined by the singular

values, we can see that the singular values, in conjunction with the mean signal value

define the variance bound for the estimator noise, i.e. the bound for the variance is

s´2
minpσ

2
g`Hfq. (s´2

min denotes the smallest singular value from the diagonal of S.) The

results of [24] show that this yields a factor of two increase in estimator variance for

the cyclic-s code versus the slit code if the photon noise dominates the measurement.

If the additive-white Gaussian noise dominates the measurement, the variance of the

estimate from the cyclic-s code is reduced by a factor proportional to the code order.

The minimum singular value of the pseudo-randomly encoded spectrometer is very

small, so this encoding suffers from high variance linear unbiased estimates regardless

of the dominant noise source. Because the estimator is unbiased, the variance is the

only contributor to the mean squared error

MSE “ p1{Nq
N
ÿ

i“1

pfi ´ f̂iq
2. (2.7)

This chapter is concerned with an estimator for a special class of signals from

which f may be drawn. This class, the class of sparse signals, has special properties

which allow for efficient denoising [15, 34]. Under the influence of additive-white

Gaussian noise this estimator, a maximum a posteriori (MAP) estimator, solves the

objective function

f̂ “ arg min
f̌
}g ´Hf̌}22 ` τ}ΨΨΨ

´1f̌}1 (2.8)

where f̂ is the estimate, τ is the weight of the sparsity inducing prior, classically

a Laplacian distribution, and ΨΨΨ is the inverse transform from the basis on which f

is sparse to the canonical basis. The l2 norm in the functional is from a Gaussian

negative log-likelihood function. The noise models observed in optics are most often

a Poisson noise model (photon noise only), or a mixed Poisson and Gaussian noise
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model (photon noise and readout noise). Clearly the more optimal negative log-

likelihood function in the presence of photon dominated noise would be the Poisson

negative log-likelihood function. An even better solution would be to use a minimum

mean squared error estimator (MMSE) for the distributions of interest. Since there is

no simple analytical form for the posterior distribution with the priors and penalties

we have chosen, computing a MMSE would be impractical, so we do not consider it.

For the Poisson only noise model the negative log-likelihood to be used in a more

optimal MAP estimator is

Lpg|f̌q “ 1THf̌ ´
N
ÿ

i“1

gi logpeT
i Hf̌q (2.9)

where ei is a canonical basis vector with the ith component is non-zero, and gi is the

ith component of the measurement [35]. However, the results from [35] from solving

for the MAP estimate with the optimal negative log-likelihood are not staggeringly

better than solving for the Gaussian MAP estimate, at most 7 percent error im-

provement was demonstrated in [35], and the algorithms require non-negativity of

the elements of the matrix H . While H contains only non-negative entries in any

singly encoded coded aperture spectrometer, the structure of the measurement ma-

trix, may make the system amenable to truncated-SVD reconstructions as described

in Chap. 8 of [36]. Truncated-SVD aids the reconstruction process by removing

the weakest singular vectors from the data and inversion process, which makes the

reconstruction more reliable by reducing the bound on the variance at the cost of

adding estimation bias by making the system underdetermined. The system ma-

trix of reduced dimensionality may have negative entries, and is therefore not usable

in the framework laid by [35]. When using truncated-SVD the objective function

becomes

f̂ “ arg min
f̌
}g̃ ´ H̃f̌}22 ` τ}ΨΨΨ

´1f̌}1 (2.10)
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where

g̃ “Wg (2.11)

H̃ “WH (2.12)

H “ USV T (2.13)

W “ S:nU
T
n . (2.14)

S:n denotes the pseudo-inverse of the n largest components of the diagonal matrix

S, and UT
n are the corresponding left singular vectors of the sensing matrix H . It

is important to note that truncating the singular values of the matrix makes the

inversion underdetermined, but not unsolvable. Because the signals we are trying to

estimate are sparse, they can be estimated on their full dimension using the theory

of compressive measurement [8].

2.2.2 Simulation Setup

To compare the performance of slit, pseudo-random, and cyclic-s aperture codes,

Monte Carlo simulations are performed on two sets of data: a canonically sparse

synthetic data set and a smoothly-varying real reflectance data set. A slit code

is simply represented by an identity matrix. The cyclic-s matix is derived from a

Hadamard matrix of dimension pn` 1q where n is the dimension of the spectrum to

be measured. The pseudo-random matrix is a matrix with half the entries equal to

one, and half the entries equal to zero uniformly distributed throughout the matrix.

The sparse data set consists of 9,10, or 11 randomly placed spikes of random heights

in a spectrum of 127 different wavelengths. The reflectance set is downloadable

from http://www.planetary.brown.edu/relab/. It is taken from a Bidirection Visible

Near Infrared Spectrometer and is downsampled to 5nm resolution on a 450-1080nm

window, which leads to a signal of 127 dimensions. The data is denoised before

simulated measurement by a total variation(TV) method [37], exploiting the smooth
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variations of reflectance spectra, so the reconstruction does not have to fit noisy data.

One hundred signals are drawn from each data set, measured using each system

matrix, and reconstructed by optimizing (2.10). The optimization is performed via

the algorithm presented in [34] for three different signal levels and using two dif-

ferent noise models. One noise model is the Poisson only noise model, for which

multiplexing is assumed suboptimal, and the other is a mixed noise model with both

Poisson noise and Gaussian noise. The Gaussian noise standard deviation is set to

be on the same order as the standard deviation of the Poisson noise generated by

slit spectrometer noise measurements, i.e. σg is σp of the mean spike value for the

synthetic set, and σg is σp of the mean signal value for the real data set. The reason

for setting the levels of the Gaussian standard deviation as such is that this situation

represents the transition point between a Poisson limited and Gaussian limited mea-

surement for the slit spectrometer. We are not concerned with the zero-level signal

locations in the canonically sparse signals, because they do not contribute to noise

in the Poisson limited slit spectrometer measurements. The smoothly-varying sig-

nals on the other hand are assumed to be approximately constant, and therefore the

transition between a Poisson limited and Gaussian limited measurement is assumed

to happen when the Gaussian noise standard deviation is set to the square root of

the mean value of the signal. For example, if the canonical data is being measured

with 1000 photons on average, then each spike generates 100 photons on average.

This generates a shot noise level of 10 photons for each peak, which is what the σg is

set to for the mixed noise measurements. On the other hand, if the reflectance data

is being measured, it is assumed to have uniform intensity throughout the spectrum.

Therefore, a signal level of 10000 photons generates about 80 photons per band so

the σg is set to 9 photons. The only difference in the estimation process is the de-

noising step is canonical l1, i.e. ΨΨΨ is the identity matrix, for the synthetic data, and

is a total variation penalty, i.e. ΨΨΨ´1 transforms f into a gradient pseudo-basis, for
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the reflectance data. In measuring the performance, each signal is first estimated

using the optimal regularization parameter τ , as determined by lowest MSE, from

(2.10) on a training set. This means that each signal is reconstructed for many τ

over a large range. (For the pseudo-random matrix the optimal truncation level is

selected as well.) After the performance is evaluated on the training data sets with

optimal parameters, a new random draw of one hundred signals from each data set

is performed generating a disjoint test set, and the process is repeated again using

only the most commonly used parameters for each measurement system, signal level,

noise type combination as determined by the results from the training set data. The

metric used for performance is MSE. The baseline for comparison is established by

using the linear unbiased estimator on the same data.

2.2.3 Simulation Results

The control experiment results are as predicted by [24] (Table 2.1). For the Poisson

noise model the MSE was a factor of two lower for the slit spectrometer versus the

cyclic-s spectrometer for nearly all input signal levels and for both data sets. The ill-

conditioned pseudo-random coded spectrometer performs orders of magnitude worse

than the well-conditioned systems. When a mixed noise model is employed, however,

the MSE deteriorates by a substantially greater amount for the slit spectrometer

than the cyclic-s spectrometer. For the synthetic data, the cyclic-s spectrometer

outperforms the slit spectrometer by a large margin, and for the real reflectance

data the cyclic-s spectrometer performs comparably well to the slit spectrometer.

Recall the Gaussian signal level was chosen to be on the same order as the Poisson

noise in the native signals. The multiplexed signals, however, have many, many more

photons per measurement. So while the additive noise ramps quickly for the slit

spectrometer, the multiplexed spectrometers effectively stay photon-limited. Clearly

as more and more Gaussian noise is added to the point where the noise model is
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Gaussian dominated the multiplexing advantage will be recognized to its full extent.

Table 2.1: Confirmation of the linear unbiased estimator results for the Poisson only
noise model, and demonstration of the multiplexing advantage for the mixed noise
model.

(a) Synthetic Data with Poisson Noise

system photons mse
Slit 100 0.907
Pseudo-
Rand.

100 2360

Cyclic-S 100 1.67
Slit 1000 12.5
Pseudo-
Rand.

1000 16100

Cyclic-S 1000 17.4
Slit 10000 92.4
Pseudo-
Rand.

10000 318000

Cyclic-S 10000 172

(b) Synthetic Data with Mixed Noise

system photons mse
Slit 100 11.7
Pseudo-
Rand.

100 2600

Cyclic-S 100 1.85
Slit 1000 122
Pseudo-
Rand.

1000 19000

Cyclic-S 1000 21.4
Slit 10000 1160
Pseudo-
Rand.

10000 422000

Cyclic-S 10000 200

(c) Reflectance Data with Poisson Noise

system photons mse
Slit 1000 7.38
Pseudo-
Rand.

1000 19100

Cyclic-S 1000 17.85
Slit 10000 86
Pseudo-
Rand.

10000 264000

Cyclic-S 10000 173
Slit 100000 869
Pseudo-
Rand.

100000 3040000

Cyclic-S 100000 1700

(d) Reflectance Data with Mixed Noise

system photons mse
Slit 1000 16.8
Pseudo-
Rand.

1000 15500

Cyclic-S 1000 17.6
Slit 10000 166
Pseudo-
Rand.

10000 280000

Cyclic-S 10000 176
Slit 100000 1580
Pseudo-
Rand.

100000 3.70E+06

Cyclic-S 100000 1740

The convex optimization simulations results are summarized in Table 2.2. Both

the training set, in which optimal parameters are selected to minimize the MSE,

and the test set, in which the most commonly used parameters from the test set

are exclusively employed, are considered in the convex optimization analysis and

represent two different measurement scenarios. The training parameter set represents

having each spectrum reconstructed by a skilled operator. This is common practice

and the results shown in [38] are of this form. The test set represents having the

system calibrated and only using the parameters set in calibration for a given signal
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level. This would allow for a more automated data acquisition process.

Table 2.2: Convex optimization reconstruction data showing the multiplexing advan-
tage when convex optimization is used. % singular values refers to the percentage
of singular values kept after performing truncated-SVD on the data. 1Three large
outliers removed with MSEs greater than two orders of magnitude than the rest
of the set. 2The high regularization parameter required for accurate reconstructions
on average caused approximately one third of the reconstructions to return a zero
vector. This is the MSE of the non-zero reconstruction set.

(a) Synthetic Data with Poisson Noise

system photons tau %sing.
vals

mse opt mse cv

Slit 100 0 100 0.907 0.813
Ps.-Rnd. 100 0.933 60 0.63 0.819
Cyclic-S 100 1.52 100 0.449 0.466
Slit 1000 0 100 12.4 12.1
Ps.-Rnd. 1000 4.64 70 7.45 9.22
Cyclic-S 1000 4.98 100 4.8 4.97
Slit 10000 0 100 92.2 90.1
Ps.-Rnd. 10000 14.1 60 72.1 113
Cyclic-S 10000 15.2 100 47.9 49.6

(b) Synthetic Data with Mixed Noise

system photons tau %sing.
vals

mse opt mse cv

Slit 100 4.33 100 3.73 3.66
Ps.-Rnd. 100 1.22 60 0.657 0.899
Cyclic-S 100 1.72 100 0.494 0.507
Slit 1000 13.4 100 40.6 38.6
Ps.-Rnd. 1000 2.55 70 8.86 14.4
Cyclic-S 1000 5.58 100 5.98 6.06
Slit 10000 42.6 100 383 391

Ps.-Rnd. 10000 6.56 50 82.3 1341

Cyclic-S 10000 17.3 100 55.6 57.4

(c) Reflectance Data with Poisson Noise

system photons tau %sing.
vals

mse opt mse cv

Slit 1000 20 100 0.857 1.22
Ps.-Rnd. 1000 8.71 30 0.671 1.2
Cyclic-S 1000 20.3 100 0.941 1.2
Slit 10000 31.9 100 21.2 28.5
Ps.-Rnd. 10000 22.2 40 23.2 32.5
Cyclic-S 10000 34.8 100 24.6 32
Slit 100000 60.5 100 382 437
Ps.-Rnd. 100000 67.2 50 478 616
Cyclic-S 100000 105 100 470 572

(d) Reflectance Data with Mixed Noise

system photons tau %sing.
vals

mse opt mse cv

Slit 1000 96.6 100 1.92 4.982

Ps.-Rnd. 1000 9.01 30 0.659 1.36
Cyclic-S 1000 24.2 100 0.957 1.38
Slit 10000 30.8 100 42.6 66.8
Ps.-Rnd. 10000 22.6 40 23.2 30.3
Cyclic-S 10000 48.3 100 23.1 26.8
Slit 100000 102 100 582 737
Ps.-Rnd. 100000 72 50 482 654
Cyclic-S 100000 102 100 496 610

The first result from the convex optimization simulations, that is perhaps of the

most importance, is the overall performance enhancement achieved through convex
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optimization. The non-linear processing allowed for efficient denoising for most mea-

surement schemes even with suboptimal parameter selection. The one exception

is the the slit spectrometer measuring canonically sparse data with a Poisson-only

noise model, for which the lack of multiplexing makes l1 minimization impractical.

Another main result is that in the presence of Poisson only noise the multiplexed

systems perform better relative to the slit spectrometer than the predictions of [24]

suggest. In some cases in this empirical study of two sparse signal classes the mul-

tiplexed systems even outperform the slit system in the presence of Poisson only

noise.

For the synthetic and canonically sparse data the multiplexed systems almost

always perform better than the slit system. The spikes are actually reconstructed

more accurately via multiplexed systems [36][27], and l1 denoising optimally removes

the noise on the zero components. Once Gaussian noise is added the effect become

even more pronounced. While the l1 denoising allows for the slit code to remove

noise from the zero components similarly to the multiplexed codes, the less accu-

rate matching of the peak intensities demonstrated in the spectroscopy discussions

in chapter 9 of [36] becomes more apparent. The one exception to this is on the

cross-validation data the pseudo-random spectrometer performance is unpredictable

relative to the slit spectrometer. Since the pseudo-random spectrometer reconstruc-

tions require two parameters, the effects of non-optimal parameter selection are more

strongly felt.

For the real reflectance data the multiplex and slit spectrometers perform nearly

the same under Poisson noise with two exceptions. When optimal parameters are

selected, the pseudo-random coded spectrometer outperforms the other two for 1000

photons. At the extremely low signal levels it is better to make a few measure-

ments well, than many measurements poorly, and the pseudo-random matrix focuses

its measurement energy into often as few as 30% of its singular vectors when the
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truncated-SVD approach is used. This effect is not realized for the synthetic data,

because on average many more measurements are needed to represent the synthetic

data accurately, necessitating some of the ill-conditioned singular vectors from the

pseudo-random system. The other extreme is also realized for high signal levels on

the reflectance data set. The slit spectrometer is able reconstruct weak features lost

in multiplexing noise which begin to affect the relative reconstruction performance

at high signal levels. The similar performance can be attributed to the similar co-

herence [39] of the sensing matrices with the TV pseudo-basis. If the TV basis is

considered to be the gradient basis, all the matrices have a worst case coherence

of about .95. Once again, when Gaussian noise is added the multiplexed systems

drastically outperform the slit spectrometer.

2.3 Signal Classification

2.3.1 Mathematical Framework

While estimation MSE gives an intuitive understanding of how well a signal can

be reconstructed, it evenly weights the reconstruction quality of all aspects of the

signal. Here we try to use classification to clarify what signal characteristics make

a signal more distinguishable by multiplexing or not multiplexing with a correlated

noise source. Many different classification strategies exist. We present one hypo-

thetical classification scenario for spectroscopy, and motivate the use of a common

classification technique.

Imagine a researcher has spectral data from two similar species normally dis-

tributed with means tµµµ1,µµµ2u and covariances tΣΣΣ1,ΣΣΣ2u. Unfortunately, the difference

in means may be small relative to the covariances of the samples and power of the

measured noise. This would make it difficult for an observer to tell from which dis-

tribution each sample was drawn from trying to distinguish reconstructed spectra

with the naked eye. For this reason a computational method of distinguishing the
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spectra, or classifying them, is employed. Any classifier needs a set of labeled, or

pre-classified data, off of which it will base future classifications. However, acquiring

the labels of the pre-classified data is expensive, else the researcher would exclusively

classify the data through those outside means. We sketch one such process of select-

ing labeled data. We then discuss how to use the labeled data to build an accurate

classifier. This is not intended to be a full discussion of the inner workings of clas-

sification, detailed discussions of the methods of this work can be found in [40][10],

but is instead intended to provide the reader with some background for interpreting

the simulation results in the following sections.

Batch classification as described in [40] and simplified in [10] is designed to prune

a labeled set of data for classification, the training set, in an optimal way from

the whole acquired data set in an optimized way. The classifier is specified by the

following: given a sample xi, drawn from data set X “ tx1...xNu, the corresponding

label ti is assigned by

ti “ φφφT pxiqw ` n (2.15)

φpxqφpxqφpxq “ r1 Kpx, b1q Kpx, b2q...Kpx, bnqs
T (2.16)

Kpx, biq “ expp´γ}x´ bi}
2
2q. (2.17)

(2.18)

The weights, w, weigh the importance of matching each basis function, bj. How

closely a vector xi matches a basis function bj is determined by the radial basis

function Kpxi, bjq.

Knowing how the classifier classifies, we can now choose how to best select the

basis functions and labels to find weights which in turn will yield reliable classification

values, t, for the remaining unlabeled data in X. A reliable classifier would minimize

the entropy of the posterior distribution of the weights ppw|tq, where the labels t

correspond to a small subset of the data which is labeled. Assuming a Gaussian
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distribution on the prior and posterior distribution of w with constant diagonal

covariance, minimizing the entropy of the posterior is equivalent to maximizing the

determinant precision matrix A

A9
N
ÿ

i“1

φφφpxiqφφφpxiq
T (2.19)

“ ΦΦΦΦΦΦT . (2.20)

Luckily, this precision matrix depends only on the set X being considered, and the

basis functions with which they are compared. This means we can first select the

basis functions assuming the precision matrix covers all xεX. Selecting a next basis

function can be done by a greedy process for reasons explained in [40]. The next

best basis function is one that satisfies

b “ arg max
b̌
tdetrqb̌q

T
b̌
´ qb̌ΦΦΦ

T
pΦΦΦΦΦΦT

q
´1ΦΦΦqT

b̌
su (2.21)

qb “ rKpx1, bq, ...KpxN , bqs (2.22)

[10]. This can be seen as adding a row to ΦΦΦ that best conditions the inverse of ΦΦΦΦΦΦT .

In selecting the basis functions we did not know what vectors would be labeled

and which would be classified without labels. Since the precision matrix was not a

function of the labels we assumed that all the data was labeled and proceeded with

selecting basis functions. Now we need to select data to label. Clearly it would make

sense to label the data selected as basis vectors, so we begin with the labeled set

XL “ tx
1
L...x

NL
L u equal to the set of basis vectors B. This yields a precision matrix

from the labeled set of data

ANL
L 9ΦΦΦLΦΦΦT

L ` λI (2.23)

where the diagonal loading is used to insure invertibility and ΦΦΦL corresponds to the

columns of ΦΦΦ representative of the labeled set XL. Given a starting set of labeled

data, the goal becomes to add more labeled data such that each additional data

25



vector increases the precision matrix by a maximal amount. Since ANL`1
L is created

by adding another column to ΦΦΦL, by the matrix determinant lemma the vector xNL`1
L

that maximizes the determinant of ANL`1
L is defined by

xNL`1
L “ arg max

x
t1` φφφpxqT pANL

L q
´1φφφpxqu, (2.24)

which can be shown through the matrix determinant lemma [41].

We have now taken two steps in building the classifier. The first is generating the

set of basis vectors, the second is generating the set of vectors to be labeled, now the

final step is to get the labels we have deemed necessary, and multiply them by the

least squares inverse of ΦΦΦT to find the weights. With the weights and basis set we can

accurately classify any of the remaining vectors in the class. The main advantage of

this method, is that none of the vectors need to labeled until the last step. In the

second step we obtain knowledge of each next best vector to be labeled, but we can

label the entire labeled set in one step right before we determine the weights. This

means that there is as limited of a cost burden as possible by building a training set.

2.3.2 Simulation Setup

The first step in the classification process is generating the set of signals to be classi-

fied X. The true spectra set, F , is generated by drawing 300 signals from each of the

multivariate Gaussian distributions defined in table 2.3. The table shows that each

of the signals has 9 peaks, and the two distributions similar means and covariances.

The 9 peaks occur at the same wavelengths in all spectra. Each spectrum is then

measured at a signal level of 100 photons, and is reconstructed using the framework

of Section 2.2 to generate a data set X of samples for classification. However, op-

posed to the spectra in Section 2.2, the exact sparsity of the signals to be input

into the estimator is known. For this reason a different optimization algorithm is

employed to solve (2.8), which removes the need for selection of an accurate regu-

larization parameter. Orthogonal matching pursuit (OMP) as described in [42], is
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Table 2.3: Means and variances of two distributions on which classification is to be
performed.

(a) Source Distribution 1

µ1 1.15 16.14 16.82 17.33 10.01 10.61 6.37 9.28 12.27
Σ1 0.0115 0.0345 0.0352 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000

0.0345 0.1614 0.1318 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
0.0352 0.1318 0.1682 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
0.0000 0.0000 0.0000 0.1733 0.1054 0.1085 0.0000 0.0000 0.0000
0.0000 0.0000 0.0000 0.1054 0.1001 0.0825 0.0000 0.0000 0.0000
0.0000 0.0000 0.0000 0.1085 0.0825 0.1061 0.0000 0.0000 0.0000
0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0637 0.0615 0.0707
0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0615 0.0928 0.0854
0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0707 0.0854 0.1227

(b) Source Distribution 2

µ2 1.04 14.55 15.16 18.22 10.53 11.16 6.70 9.76 12.90
Σ2 0.0104 0.0311 0.0317 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000

0.0311 0.1455 0.1188 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
0.0317 0.1188 0.1516 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
0.0000 0.0000 0.0000 0.1822 0.1108 0.1141 0.0000 0.0000 0.0000
0.0000 0.0000 0.0000 0.1108 0.1053 0.0867 0.0000 0.0000 0.0000
0.0000 0.0000 0.0000 0.1141 0.0867 0.1116 0.0000 0.0000 0.0000
0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0670 0.0647 0.0743
0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0647 0.0976 0.0898
0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0743 0.0898 0.1290

a greedy algorithm for sparse approximation, which is ideal for classification. Since

the species are known to have n characteristic peaks, the algorithm will reconstruct

an input signal such that the reconstruction has only the n peaks that best match

the data. The only regularization parameter required is the truncation level of the

ill-conditioned pseudo-random measurement matrix.

Following reconstruction classification results were generated for signals using

the framework of Section 2.3.1 with λ “ .001 and γ “ 25. The basis function

selection procedure was run to exhaustion (until more basis functions decreased the

determinant of A), and the label selection procedure was run until the change in

determinant was less than .1. The data set of reconstructed spectra was normalized

and centered, as is standard procedure in classification. The classifier was built
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Figure 2.4: A sample reconstruction via OMP showing the inaccurate placement
of the weakest peak by both the pseudo-random and cyclic-s matrix.

using signals reconstructed two times: once to the full support of the data, and

once without the weakest peak included. The reduction in reconstruction size for

classification was because OMP is not guaranteed to select weak peaks correctly in

the presence of noise as is demonstrated in Fig. 2.4 [39]. Finally, it is important to

note that in many cases it is more optimal to try to classify on the projection data

than the reconstructed data. That indeed may even be true in this case. We present

the results of classification on the reconstructed data, because we are trying to show

which projection matrices provide the best projections for l1 denoising.

2.3.3 Simulation Results

We use two metrics to determine the performance of the classifier. One metric is

the receiver operating characteristic (ROC). The ROC measures detection rate (PD)

versus false positive rate (PF ). A useful point on the ROC for measuring the quality

of a classifier is the point which intersects the PD “ 1 ´ PF line since it weights

detection and false alarm performance equally. Hence, we will use the value of PD

at this intersection as a metric. The second metric is the number of basis functions

and labels required to meet the stopping thresholds. If a data set is classified to high
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accuracy but takes many labels to do so its utility is limited.

The ROC results (Fig. 2.5) for 9 peak reconstructions show that the cyclic-s

spectrometer intersects the PD “ 1 ´ PF line with a 96% detection rate, the slit

spectrometer with a 93% detection rate, and the pseudo-random spectrometer at var-

ious lower rates depending on the truncation level. These results, however, could be

misleading. The cyclic-s spectrometer requires nearly twice the number of labels to

meet the stopping criteria in building the classifier. This is overcome when the weak-

est peak of the spectrum is removed from the reconstruction. As aforementioned,

the weakest peak cannot be reconstructed reliably by the multiplexing spectrometers.

Upon its removal, the cyclic-s and pseudo-random spectrometer ROCs all improve

slightly, but what is more important is that the number of labels required for clas-

sification with the multiplex spectrometers falls in line with the number of labels

required for classification for the slit spectrometer.

We desired to know what characteristics are best preserved by what systems and

the result is surprisingly simple and intuitive. The ability to classify on a given feature

is determined by the relative strength of that feature to the other features in the set.

If it is weak, it will likely be unrecoverable from the multiplexing noise, while if it

is strong it will be reconstructed more accurately by a well-conditioned multiplexing

system. This result is of course identical to that demonstrated in chapter 9 of [36],

but may be lost if only the MSE analysis is presented. It would be very easy to

conceive of a spectrum with many strong peaks and one weak peak on which lies the

most important information to identify the substance, and it would be just as easy

to conceive of a spectrum with the converse properties.

2.4 Conclusion

We have shown that under certain conditions, multiplex spectrometers can outper-

form non-multiplex spectrometers even when the primary data corruption is Poisson
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Figure 2.5: ROC for data reconstructed from signals of total photon level of 100
photons. The cyclic-s matrix generates the highest ROC curves, but requires more
labels to do so with a 9 peak reconstruction (see Table 2.4). The 8 peak reconstruc-
tion improves the quality of all of the multiplex ROCs, and allows for classification
with the same number of labels as the identity matrix. Random pt XX refers to what
fraction of singular values are kept when truncated-SVD is performed. Random full
refers to the performance of the pseudo-random matrix without truncated-SVD.

noise. When the signal is canonically sparse the peaks are more accurately recon-

structed by multiplex spectrometers, and the multiplexing noise is removed via l1

reconstruction techniques. When the signal is a smoothly varying TV sparse signal,

the strongest features tend to be close to the mean of the signal, and multiplexing

noise is difficult to remove. This promotes the theory supported by our classification

findings that if the features of interest in the signal are strong relative to the mean

of the signal, than multiplexing will lead to greater classification performance. If the

features of interest are weak, then multiplexing noise will make detection difficult.
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Table 2.4: Number of basis functions and total labels necessary to meet the stopping
criteria for each system’s data.

(a) 9 Peaks Reconstruction

set pure slit randpt4 randpt6 randpt8 randfull cyclic-s
num of bfs 9 13 37 24 47 25 33

num of labels 82 123 210 173 236 117 228

(b) 8 Peaks Reconstruction

set pure slit randpt4 randpt6 randpt8 randfull cyclic-s
num of bfs 6 12 16 15 23 31 14

num of labels 60 115 118 111 153 146 117
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3

Adaptive Scanning

3.1 Introduction

One of the greatest challenges facing the millimeter wave (MMW) and especially the

terahertz (THz) imaging communities is the restriction posed by the requirement to

use expensive point detectors. The benefit of using point detectors is that the added

cost of making them coherent is small. In general, detecting coherently at MMW

and THz frequencies is common for increased signal-to-noise ratio and to allow for

axial imaging without expensive and difficult to design axial scanning confocal quasi-

optics. This chapter intends to use an explicit coding scheme to scan a point detector

in an efficient manner. While the experiments focus on MMW wavelengths, there is

not any reason the methodology cannot be extended to coherent sensing problems

at other wavelengths.

The impressive scans of obscured objects frequently reported in the MMW and

THz literature are usually obtained through slow raster scanning of a source, object,

or detector, often taking hours or days to complete [43, 3, 44]. Although source

power and detector sensitivity are improving, the rate-limiting factor remains the
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desired signal-to-noise ratio (SNR) of the scattered signal coupled with the limited

mechanical scanning speed and/or the associated mechanical settling time before an

acquisition can begin. Despite mechanical scanning being often the only practical

strategy for obtaining an image of a complex scene with diverse spatial content, there

are many problems where the imager is only being used to find isolated or sparsely-

distributed scatterers in a visually opaque host. For example, one might wish to find

nails behind wallpaper or metallic plumbing behind sheetrock. For such problems,

it is impractical to raster scan large areas.

Since coherent sources are common in the MMW and THz imaging bands, syn-

thetic aperture imaging may be used to overcome the limitation of sensing with a

single, large, and expensive transceiver. The synthesized aperture can either use a di-

verging beam, as is typically done in synthetic aperture radar [44], or a quasi-optical

system with a converging beam, as is done in optical coherence tomography (OCT) to

increase penetration depth in scattering media [43, 3], but the formalism is equivalent

for both. The scanning time for synthetic aperture systems using classical processing

techniques [e.g. [43, 3, 44]] could be reduced if more powerful sources and more sen-

sitive detectors were used, but that would greatly increase system cost. However, if

the number of spatial samples could be reduced, it becomes more practical to use less

expensive sources and detectors, especially if rapid mechanical scanning and efficient

data processing are combined to reduce the time required to estimate a scene.

Compressive sensing (CS) consists of estimation of L signal values from N ă L

measurements. CS has been used to improve sampling efficiency and increase tem-

poral resolution in many imaging systems. In extremely sparse cases, optimal codes

can be developed to solve for scatterer information in a number of measurements

proportional to the log of the number of locations in the solution space [45]. Un-

fortunately, determining the optimal code for more than the simplest of systems

and with few scatterers becomes impractical. A mathematical construct known as
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the Restricted Isometry Property (RIP) rigorously allows compressive measurement

of high dimensional data on lower dimensional spaces [46], and also measures the

necessary information in a number of measurements proportional to the logpLq. By

this construct, CS terminology has become widely used in analysis of signals sparse

under l1 constraints [8, 47]. Previous demonstrations of compressive planar terahertz

imaging [48], 3D holographic and millimeter wave tomography [49, 50], and scanned

interferometric tomography [51] are particularly relevant to the l1 construct. Un-

fortunately, the sensing paradigms that provably obey RIP generally rely either on

random sensing modes [52], sensing modes that obey strict rules of incoherence [53],

or special mode sets such as tight frames and related matrix constructs [54, 55].

To make imaging as presented in [43] practical, we demonstrate here a compres-

sive sampling technique to locate sparse point scatters with fewer spatial samples.

Compressive scanning for visible wavelength synthetic aperture imaging has already

been presented in [51], but two aspects of that work are undesirable for MMW syn-

thetic aperture imaging of point targets. One is the usual OCT assumption that the

beam is in the confocal space, which makes imaging of point targets compressively

difficult due to the tightly confined lateral distribution of the beam. The other is the

use of a random sampling set. While this may be a good strategy for certain cases,

a random set of modes is not a highly optimized sampling strategy since the modes

are drawn from a set highly constrained by the measurement instrument physics.

Or, in the context of this dissertation, while a random sampling strategy is a reason-

able explicit code, it is not an optimized one. An optimized sampling strategy would

measure adaptively by taking into account the measurements already made to choose

the next measurement from the available set of modes dictated by the instrument

physics in an optimized way.

Here we report a method for scanning a synthetic aperture adaptively when the

scene complexity (i.e. number of point scatterers) is assumed to be known. We
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refer to this as a synthetic aperture radar experiment: the object is sampled using

a defocused beam, and coherent processing techniques estimate the true location

of the scatterer(s). Others have investigated adaptive post-processing [56] or an

adaptive set selection based on a random initialization [57], but this chapter discusses

how a fully-adaptive method may be applied to THz or MMW imaging. First the

measurement model is presented. The model is then taken as an input to the general

framework specified by [12, 10]. This method adaptively determines an optimized

code based previous measurement, since an a priori optimized code such as in [45]

cannot be generated, and RIP cannot be verified for this mode set. The measurement

model is then simplified to allow for easier implementation in the adaptive framework,

which requires efficient solving of a maximum a posteriori estimate. An optimized

sampling strategy for scanning large areas is later presented, and experimental results

are then discussed. The method is shown to be capable of resolving the scatterers in a

number of measurements less than the number of resolvable points in the embedding

space. The accurate results and the compressive nature are shown to be preserved

even when the number of scatterers is unknown. Finally, the extension of this work

to more complex targets is considered in light of the results and assumptions made.

3.2 Adaptive sensing

3.2.1 Method

Our goal is to locate a sparse array of scatterers as efficiently as possible using

a synthetic aperture system. The system contains a single transceiver capable of

sweeping frequency over a wide bandwidth, and is attached to a linear stage. The

transceiver produces a beam which is focused via a quasi-optical system into a sample,

creating a Gaussian beam. The most efficient sampling occurs when the object

is translated through a defocused portion of the beam as in inverse-SAR. For a

synthetic aperture system of this nature, a measurement includes both input (or
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system) parameters un such as system NA, wavenumber, etc., and object parameters

w such as scatterer position and scattering strength. The nth measurement is then

gpunq “Mpun;wq ` ηn (3.1)

where M is the measurement forward model which maps the input and object pa-

rameters to the dataset, and η “ tηnu
N
n“1 is a signal independent and identically

distributed (i.i.d.) white Gaussian noise source such that E rηns “ 0, E r|ηn|2s “ 1{β,

and E
“

ηnη
‹
m‰n

‰

“ 0, where E denotes expected value. The aforementioned Gaussian

beam optics, and first Born approximation scattering theory, allow for Mpun;wq to

be specified by M0

`

xn, kn, NA; tx1i, z
1
i, qiu

P
i“1

˘

defined by

M0

`

xn, kn, NA; tx1i, z
1
i, qiu

P
i“1

˘

“

P
ÿ

i“1

«

W0

W
exp

«

´
px1i ´ xnq

2

W 2
´ jkz1i ´ jk

px1i ´ xnq
2

2R
` j tan´1 z

1
i

zR

ffff2

qi (3.2)

where x is the lateral dimension scanned mechanically, z is the depth direction

scanned by frequency sweep, W0 is the beam waist in the z “ 0 plane, W0pkn,NAq “

2
knθ

, θ is the divergence angle of the beam, θpNAq “ sin´1 NA, zR is the Rayleigh

range, zRpkn,NAq “ kn
2W 2

0
, W is the beam waist for arbitrary z, W pz1iq “ W0

c

1`
´

z1i
zR

¯2

,

and R is the radius of curvature of the beam, Rpz1iq “ z1i

„

1`
´

zR
z1i

¯2


[3]. Therefore,

the forward model depends on three system parameters - lateral location xn of the

transceiver, wavenumber kn of the interrogating beam, numerical aperture NA of the

interrogating optics - and three object parameters wi consisting of the complex scat-

tering strength qi and the two dimensional location px1i, z
1
iq for each scatterer in the

field [3]. The square in the sum of Eq. (3.2) is from the fact that both the scene illu-

mination and effective receiver gain pattern are assumed to have the same Gaussian

beam mode. The measurement system used in this study is shown in Fig. 3.1, and is
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Figure 3.1: The system diagram. A transceiver generates a Gaussian beam trans-
mit and receive gain pattern focused by two lenses in a 4f configuration. A translation
stage then moves the target through the beam to generate multiple lateral measure-
ments.

discussed in detail in Sec. 3.3.1. For the purposes of this section all that is necessary

is knowledge of the analytical acquisition model M . In the case of extremely high

SNR and well-corrected lenses where sidelobes are strong relative to the background,

the model could be changed without loss of generality.

Given M , the goal is to measure adaptively until the scene (tx1i, z
1
i, qiu

P
i“1) can

be estimated reliably. To do so we adopt the methodology of adaptive estimation

similar to the adaptive classification procedures first specified by [12] and used for

mine detection via electrostatics by [10]. The methodology relies on the specified

measurement model and existing data to specify a current estimate and a next best

measurement location.

The collection of all N measurements defines the dataset DN “ tgpunqu
N
n“1 for

which the probability density function is defined as

ppDN |wq9 exp

«

´
β

2

N
ÿ

n“1

|M pun;wq ´ g punq|
2

ff

. (3.3)

To obtain an estimate ŵ for w, a maximum a posteriori (MAP) estimate is used.

Given the posterior distribution

p pw|DNq9p pDN |wq p0 pwq , (3.4)
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the estimate must be

ŵ “ arg min
w̃

β

2

N
ÿ

n“1

|gpunq ´Mpun; w̃q|2 ´ log p0pw̃q, (3.5)

where p0pwq is a prior distribution on the object. In general p0pwq may be any ap-

propriate distribution for the object. For practical reasons to be explained shortly,

the prior distribution is often chosen to be uniform or Gaussian with mean zero.

The experiments presented in this chapter are concerned with detection of extremely

sparse scatterers in two dimensions, lateral and depth, with the number of scatterers

P equal to 1 or 2. When P “ 1, the objective function is a measure of how well a sin-

gle point with lateral position x11, depth position z11, and complex scattering strength

q1 “ qr1`iqi1 match the data given the model M0, posing a 4-dimensional estimation

problem. For P “ 2 an 8 dimensional estimation problem must be solved, and for

arbitrary P , 4P parameters must be estimated. Now given a current estimate, the

adaptive method needs to decide where to measure next given the current estimate

and DN . To achieve this goal, two primary assumptions will be made. The first

assumption is that the posterior distribution defined by Eq. (3.4) is approximately

Gaussian about mean ŵ with inverse covariance matrix AN

p pw|DNq9 exp

„

´
1

2
pw ´ ŵqHANpw ´ ŵq



. (3.6)

Other assumptions could be made as the circumstances warrant, but the Gaussian

assumption is a likely distribution for most scenarios, and allows us to illustrate

the technique with a closed form solution. This is necessary because maximizing

the determinant of this precision matrix AN has information theoretic significance

[10]. The exact significance of the determinant of the precision matrix is beyond the

scope of this dissertation, but in simple terms it can be thought of as the aggregate

precision over all of the parameters to be estimated. Using the Gaussian assumption,
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the form for the precision matrix is trivially derived from Eq. (3.6) as

log p pw|DNq “ ´
1

2
pw ´ ŵqHAN pw ´ ŵq ` C (3.7)

AN “ ´∇w∇w log p pw|DNq , (3.8)

where C is an arbitrary constant. From Eq. (3.4), Eq. (3.8) becomes

AN “ ´∇w∇w plog pp pDN |wqq ` log pp0 pwqqq . (3.9)

Since Eq. (3.3) describes p pDN |wq, it could be substituted directly into Eq. (3.9)

yielding a final form for the precision matrix. However, for this application it is

necessary for the matrix to depend only on the current estimate of the object and

the locations of the measurements previously taken. This can be achieved by the

second necessary assumption that the model is linear about the estimate. Taylor

expanding M about ŵ

Mpun;wq «Mpun; ŵq ` pw ´ ŵqH∇wMpun;wq|ŵ (3.10)

v pun; ŵq “ ∇wM pun;wq |ŵ, (3.11)

where v pun; ŵq is the slope of the model about the estimate ŵ at location un.

Of course general models include non-linearities, but the response is most often

dominated by linear terms locally. Eq. (3.3) is then applied to Eq. (3.9) using the

new form for the model, and the precision matrix becomes

AN « β
N
ÿ

n“1

vpun; ŵqvpun; ŵqH ´∇w∇w log p0pwq (3.12)

which depends only on the current estimate ŵ and previous measurement locations

tunu
N
n“1. These properties, and the assumption that ŵ does not change drastically

from measurement to measurement, allow for the precision matrix from the next

measurement to be approximated as

AN`1 “ AN ` βvpuN`1; ŵqvpuN`1; ŵqH (3.13)
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before the next measurement is taken, assuming ∇w∇w log p0pwq is a constant or

zero as happens when p0pwq is uniform or Gaussian as specified earlier. An optimal

choice of uN`1 would maximize the determinant of the precision matrix AN`1 [10]

which is the solution to

uN`1 “ argmax
ûN`1

vpuN`1; ŵqHA´1
N vpuN`1; ŵq. (3.14)

The procedure is iterated until convergence in the change of the determinant of the

precision matrix is achieved.

3.2.2 Model approximations

The specified adaptation procedure will only be successful if an optimization routine

can find a reliable solution to Eq. 3.5. Fig. 3.2(a) shows a cut through the objective

function specified in Eq. (3.5) after 8 simulated adaptive measurements, with M

specified by M0 in Eq. (3.2) using a W-band system with a bandwidth of 75´110GHz

and NA of .28. The cut is the height of the objective function for varying estimates

of x11 and z11 while holding the estimate of qr1 and qi1 constant. The true location of

the scatterer is x11 “ 3 mm and z11 “ 4 cm. Ideally this function would be a smooth

bowl, allowing for a simple optimizer to use the gradient to find the minimum at

the true location. Unfortunately, this is not the case for the objective function with

M represented by M0 as the measurement model oscillates strongly because the

measurement is made far from baseband (i.e. k " 0).

This can be corrected if we make the common OCT assumption that the scatterers

are nondispersive, allowing us to demodulate the model and perform data matching

against a smoother function. Fig. 3.2(b) shows cuts through the objective function

for the same scenario as for Fig. 3.2(a) with M being specified not by M0, but by

xM
`

xn, kn, NA; tx1i, z
1
i, qiu

P
i“1

˘

“
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P
ÿ

i“1

«

W0

W
exp

«

´
px1i ´ xnq

2

W 2
´ jpk ´ kminqz

1
i ´ jk

px1i ´ xnq
2

2R
` j tan´1 z

1
i

zR

ffff2

qi

(3.15)

which demodulates the axial plane-wave component of the Gaussian beam by sub-

tracting kminz from the phase, where kmin is the wavenumber corresponding to the

lowest frequency sampled. Clearly this has greatly reduced axial oscillations in the

objective function.

However, there is another strongly contributing phase term in the Gaussian beam

equation: the transverse quadratic term in x. OCT usually works in the confocal

region of the beam and does not have this term. To demodulate both the axial

plane-wave and lateral quadratic terms of the Gaussian beam, kminz ` kminx
2 are

subtracted from the phase. Fig. 3.2(c) shows cuts through the objective function for

the same scenario as for Fig. 3.2(a) and (b) with M being specified not by M0, but

by

ĂM pxn, kn, NA;x1i, z
1
i, qiq “

P
ÿ

i“1

«

W0

W
exp

«

´
px1i ´ xnq

2

W 2
´ jpk ´ kminqz

1
i ´ jpk ´ kminq

px1i ´ xnq
2

2R
` j tan´1 z

1
i

zR

ffff2

qi.

(3.16)

This has further reduced the oscillations in the objective function and produces the

bowl-like shape desired for rapid convergence of an optimization routine.

Now that we have an objective function for the P “ 1 case, we need to verify

that our assumptions will hold for two scatterers, especially when they are close to

each other and the interference between them is strong. Consider a second scat-

terer at x12 “ 7 mm and z12 “ 4 cm, approximately one beam waist away from the

first scatterer still at x11 “ 3 mm and z11 “ 4 cm. Fig. 3.2(d) shows a cut through

the objective function with M0 as M in Eq. (3.5) after 12 simulated adaptive mea-
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surements. The cut plots the height of the objective function for varying x11 and

z11 while holding qr1, qi1, x12, z12, qr2, and qi2 constant. As in the P “ 1 case, the

objective function rapidly oscillates. Although substituting xM for M reduces these

oscillations as before (Fig. 3.2(e)), substituting ĂM for M (Fig. 3.2(f)) produces an

erroneous result: the minimum of the function shifts from 3 mm to 5 mm. While

this shift is less than a beam waist, lateral resolution is the most important criterion

for imaging at these relatively large wavelengths. Since M̃ provides the smoothest

objective and accurately locates the single scatterer, M is represented by M̃ for the

P “ 1 case. However, since the scatterers cannot be reliably located in simulation

for the P “ 2 case if M is represented by M̃ , M is instead represented by M̂ . In

general, the number of scatterers is not known. The model M̂ can be generalized to

many scatterers and should be used in most cases. The P “ 1 case is an important

special case to illustrate the maximum capability of adaptive sensing for SAR.

3.3 Experiment

3.3.1 Setup

The W-band transceiver shown in Fig. 3.1 consists of a 6x frequency multiplication

chain that upconverts a 12.50´18.33 GHz frequency sweep from an Agilent N5222A

vector network analyzer (VNA) to a 75 ´ 110 GHz output. A small portion of the

output signal is down-converted with a reference mixer and coupled into the VNAs

reference input for phase sensitive measurements. The detector portion consists

of another mixer which down-converts the received W-band signal for the VNAs

measurement input. This monostatic source-reference-detector setup is realized with

frequency extenders from Virginia Diodes model number VNAX TXRX WR10.

A focused source was generated by a two lens confocal imaging system. The

first lens collimated the 20 degree diverging beam from the W-band source, and the
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Figure 3.2: Cross sections of the three objective functions in Eq. (3.5) with the
model replaced with the model in Eq. (3.2) (plots (a) & (b)), the depth demodulated
model in Eq. (3.15) (plots (c) & (d)), and the fully-demodulated model in Eq. (3.16)
(plots (e) & (f)). The true location of the scatterer is indicated by the star. The left
column is for a single point scatterer in which the scattering density is held constant
and the two position variables of the objective function are varied. The right column
searches for the first of two point scatterers holding constant the scattering density
of the first scatterer and all parameters of the second scatterer. The true location of
the sought scatterer is x1 “ 3 mm and zi “ 4 cm for all scenarios. Note the reduced
oscillations in (b) and (c) relative to (a), and in (e) and (f) relative to (d), as well as
the inaccurate lateral location of the minimum in (f).
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second lens focused the beam in the vicinity of the object depth. Note that the

scatterer is placed near but not in the focal plane of this confocal configuration,

and the ideal location depends on considerations of the siganl-to-scatter ratio (i.e.

the ratio of returned signal power to background signal power, analogous to signal-

to-clutter ratio in radar). The scatterer is more detectable if placed closer to the

focal plane, but it is in the detector’s field-of-view for fewer lateral locations and

requires more measurements to locate. Conversely, placing the scatterer farther

from the focal plane reduces the received signal but permits it to be located in fewer

measurements. Clearly the NA of the interrogating beam plays a critical role in

system considerations: higher NA offers greater resolution throughout the imaging

volume and higher signal intensity at the focus, but the beam diverges more quickly

and the signal-to-scatter ratio becomes low for a shorter depth-of-field. Using the

data from the 10 lateral locations farthest to one side of the scatterrer to estimate

the background energy, the signal-to-scatter ratio for this scenario was estimated to

be 33dB for the main dataset used in this chapter. It is beyond the scope of this

work to consider how the performance of this algorithm depends on the SNR of the

system. For the purposes of comparing the advantage of the adaptive approach to a

simple raster scan, it is sufficient that both have the same peak SNR as determined

by this signal to background measurement.

For our experiments, operating characteristics similar to those in [43] were chosen.

Point scatterers in 2D space were either 1 or 2 wires suspended behind the focus.

These scatterers were placed several centimeters beyond the focus of a .28NA beam,

providing a cm-scale beam waist and a cm-scale depth-of-field while still retaining

enough detectable signal. The transmitter/optical system/receiver were held fixed,

and the wire scatterers were laterally scanned by a Newport translation stage with 1

mm resolution. At each location, the data collected consisted of the scattered signal

received in response to a complete 75´ 110 GHz frequency sweep.
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After setting up the system, three calibration tasks were performed. First, the

VNA output was calibrated so that reflection from the horn impedance mismatch

at the output of the frequency extender did not create large reflections and reduce

the dynamic range of the detector. All subsequent scans, calibration or otherwise

were taken with the calibrated VNA. Second, the data from a single, full, calibration

scan was rotated such that the focus of the beam was in the zero phase plane of the

data. Third, the amplitude of the calibration data was altered to match the spectrum

assumed by the model, and the gain correction. The amount of rotation and gain

correction were saved for later application to adaptively acquired data. The correct

rotation for the data was determined by performing the ISAM algorithm on the full

scan for various rotations until the tightest focus was achieved [43]. The amplitude

correction was performed by empirically ascertaining a function that matched the

amplitude of synthetically generated data for the same assumed system parameters.

In this case, the amplitude correction applied was the following gain correction:

g1pxn, kn,NA;x11, z
1
1, q

1
1q “ gpxn, kn,NA;x11, z

1
1, q

1
1qGpknq (3.17)

Gpknq “ exp

„

k2
max

k2
n



. (3.18)

While the correction was chosen empirically, it was shown to improve location

resolution for cases and reasons to be discussed next. It is important to note here,

however, that the gain correction did not and should not alter the phase of the

measurements. If phase corrections were required, then either the previous two

calibration steps were done incorrectly or the Gaussian beam assumption was wrong.

Furthermore, while these calibration steps required a full scan, they remained stable

throughout the majority of the acquisitions taken over the course of several days.

Therefore, the number of measurements stated below for a reliable estimate of the

target location do not include the calibration measurements.
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3.3.2 Simulated scans from real data: 1 and 2 points

To ascertain the feasibility of the adaptive formalism, we first synthetically performed

adaptive measurements on previously acquired complete datasets to ascertain how

few lateral measurements were required to estimate the scatterer’s position and with

what accuracy. The first dataset was of a single scatterer located at x11 “ 0mm

and z11 “ 4.8cm, and two scenarios were simulated. The first scenario adaptively

scanned to estimate the location of a scatterer somewhere within a wide window

(´2cm ă x11 ă 2cm and 3cm ă z11 ă 7cm). The second scenario used an optimal

hopping approach where the scanner would take large jumps until a single point

scatterer entered the field-of-view. This optimal hopping strategy could only locate

a point scatterer within the parallelogram-shaped region illustrated in Fig. 3.3. For

both scenarios, adaptation selected the next best lateral location to measure, and the

frequency sweep at that new location will be added to the data previously collected

to estimate the location and scattering strength of the target. (Only the lateral

dimension was sampled adaptively because frequency sweeping is much faster than

the time required to move the scanner.)

Fig. 3.4(a) shows a typical adaptive path taken through the data for the wide win-

dow case; the optimal hop case behaves similarly but is more tightly constrained. The

simulated scanner started (lateral measurement 1) by jumping in the negative direc-

tion away from the starting location by a large amount. Constrained not to repeat a

measurement, the scanner then reversed direction and jumped a larger distance in the

positive direction (lateral measurement 2), placing the object within the beam. Next

the scanner moved a smaller amount in the positive direction (lateral measurement

3) and kept the object in the beam. However, upon recognizing the received signal

was weaker, the scanner moved in the negative direction back to a location between

the first and second position (lateral measurement 4). Subsequent measurements
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Figure 3.3: The optimal hopping geometry showing the previously sampled region
(red), the oversampled region (blue), the newly interrogated region of interest (green),
and the region of possible interference for P “ 2(orange). Operating farther from
the focus yields more efficient sampling, but lower SNR.

placed the scanner closer to the lateral location of the object (lateral measurements

5-11) but contributed less information, and at some point the algorithm could have

stopped collecting data altogether. To see when convergence was reached and the

algorithm could have stopped, consider the precision matrix AN and the derivatives

of the AN with respect to lateral measurement shown in Fig. 3.4(b). For the first

few lateral measurements, the change in the determinant of AN was large, but with

each successive measurement, the change in det(AN) became smaller. After only

7 measurements the second derivative of det(AN) vs. iteration was approximately

zero, and little more information could be obtained about the scene. At this point,

a practical implementation of the algorithm would have stopped acquiring data. To

see what would happen if it did not stop, Fig. 3.4 indicates that eventually there are

no more locations to measure close to the scatterer, so the scanner begins to take

larger steps oscillating around the scatterer (lateral measurements 12-15).

To ascertain the advantage gained from adaptive sampling, consider the number

of simulated steps required for convergence for the optimal hopping and wide win-

dow cases with an object at a depth of 5 cm. In the optimal hopping window case,
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Figure 3.4: A typical measurement path for a simulated (a) and fully adaptive
acquisition (c), and the magnitude of the first and second derivative of the precision
matrix versus measurement for that path (b) and (d), respectively.

the scanner could be started from as far away as 9 mm laterally from the scatterer.

The scanner was started at each 1 mm increment in this range, and 10 trials were

performed at each starting location, constraining the estimate to the green region of

Fig. 3.3. In the wide window case, the scanner was started at each 2 mm increment

between -2 cm and +2 cm, and 10 trials were performed at each starting location.

Fig. 3.5(a) and (b) show the lateral estimates for all trials at all starting locations

after 8 lateral measurements for the optimal hopping and wide window cases, re-

spectively. The variation for different runs at the same starting position were caused

by the optimizer which provided slightly different solutions in each iteration of each

run, from which statistical inferences may be made. From the scatter plots it is clear
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that within 8 lateral measurements the estimate was confined to less than a ˘1 mm

lateral resolution for 84% of the runs for the wide window case and 87% of the runs

for the optimal hopping window. Considering all trials, adaptive sampling produces

an approximate 30% reduction in sampling for the optimal hopping window, given

that the leftmost corner of the green parallelogram in Fig. 3.3 is 9 mm to the left of

the beam center and the rightmost corner is 12 mm to the right of the beam center

for an approximately 21 mm field-of-view. Because the wide window is larger, adap-

tive sampling produces a much greater 60% reduction in sampling. We note that the

gain correction of Eq. (3.18) had little effect on the single scatterer results. With

no interfering scatterer present, accurate phase information was sufficient to locate

a single scatterer.

The fact that the ˘1 mm resolution could be achieved is of great significance.

The beam waist for the mean frequency sampled was 2.6 mm. This nearly factor of

three enhancement is a benefit of a recent insight in compressed sensing to move “off

of the grid” [58]. The non-linear model specified in Eq. (3.16) estimated the location

of the scatterer in continuous space, for which the resolution is determined by the

quality and number of measurements taken, not a sampling grid determined by the

linear unbiased estimation bounds of the space-bandwidth product [36].

Simulated experiments using real data were next run for both cases to locate two

point scatterers: scatterer 1 at x11 “ 0.6, z11 “ 6.9 cm and scatterer 2 at x12 “ 2.1,

z12 “ 3.8 cm. Because of its greater depth, the optimal hopping window would see

scatterer 1 first, and according to Fig. 3.3 the acceptable starting locations of the

scanner were from 12 mm to 3 mm to the left of scatterer 1 (i.e. -6 mm to +3

mm in the coordinates of the dataset). Again, the scanner was started at 1 mm

increments within this range and 10 trials were performed at each starting location.

For comparison, the wide window case searched a range 5.5 cm wide spanning the

range -1.5 to 4 cm in the coordinates of the dataset. Fig. 3.5 (c) and (d) show the
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Figure 3.5: The lateral estimates of a single point located at 0 mm from an optimal
hopping window(a) and wide window(b) after eight lateral measurements, and of the
weaker (greater distance from focus) of two point scatterers from an optimal hopping
window (c) after six lateral measurements and a wide window (d) after seven lateral
measurements.

lateral estimates for scatterer 1, which is deeper and scatters more weakly, for all trials

at all starting locations after 6 or 7 lateral measurements for the optimal hopping

or wide window cases, respectively. The optimal hopping window confines 93% of

the estimates for the weaker scatterer (scatterer 1) and 83% of the estimates for the

stronger scatterer (scatterer 2) to within 1 mm laterally after 6 measurements. This

represents a 74% reduction in lateral sampling for the optimal hopping window. The

wide window confined 84% of the estimates for scatterer 1 and all of the estimates

for scatterer 2 to within 1 mm laterally after 7 measurements. This slightly larger

window required one more measurement and therefore maintained the same lateral
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sampling reduction of 74%.

The gain correction in Eq. (3.18) was needed for good estimation accuracy of

the two point scatterers. If the amplitude of one scatterer could not be accurately

removed, some of the phase from it would be left in the data while estimating the

location of the other scatterer, thereby producing inaccurate results. While the loca-

tions of the scatterers are estimated concurrently, the data amplitude is dominated

by the stronger scatterer, so estimating its location is more important for minimizing

the objective function. In the wide window case, the locations of the two scatter-

ers were unconstrained within the volume. Without the gain correction, the weaker

scatterer was often estimated to be at the location of the stronger scatterer (2.1

cm laterally) due to this latent phase problem. This problem was greatly reduced

by gain correcting the data to match the model M0 more accurately. The optimal

hopping window case did not suffer as greatly from latent phase since the weaker

scatterer was detected first, and its lateral location therefore strongly constrained by

the geometry of Fig. 3.3. Nevertheless, its gain corrected estimates exhibited a lower

variance than the uncorrected estimates.

Since these simulated scans assumed that the number of scatterers and estima-

tion parameters was known exactly, a final simulated experiment was performed to

estimate the robustness of these cases for an over-specified or under-specified number

of scatterers. In both cases the algorithm succeeded in spite of the mis-specification.

As an example of the over-specified case, consider the previous single scatterer ex-

periments but allow the algorithm to scan adaptively through the data mistakenly

assuming there are P̃ “ 2 scatterers present. P̃ is the assumed number of scatter-

ers, not the actual number of scatterers P “ 1. Ten trials were performed for each

starting location, beginning with the scanner 2 cm to the left of the scatterer. Each

time, after 8 lateral measurements the scanner was able to find the true location of

the single scatterer. Although the algorithm tried to find a second scatterer, in 80%
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of the trials it estimated this nonexistent scatterer to be in the same location as the

first, albeit weaker by an average of 6 dB.

In a more important example of the over-specified case with P “ 1, we allowed

the algorithm to assume not one but P̃ “ 5 scatterers are present in the estimation

volume, then attempted to estimate their locations from a single scan. Here the

scanner was started at 4 mm increments within the same 4 cm window, with 1

trial per location. Ideally, the algorithm would find all five possible scatterers to be

located at the actual position of the one true scatterer, and over J “ 11 trials, 87%

of the five scatterers were in fact found within 1mm of the one true scatterer after

only eight lateral measurements. For points estimated to be in the correct lateral

location, the average estimated scattering energy |q̂i|
2 was 28dB larger than for the

erroneous scatterers. The energy weighted observation frequency, defined as

ξt “
J
ÿ

j“1

P̃
ÿ

i“1

rect
`

px̂1i,j ´ btq{bw
˘

|qi,j|
2, (3.19)

calculates how often and with how much energy a given lateral estimate is likely

to appear within the tth resolution bin of width bw located at bt. The resulting

histogram in Fig. 3.6 thus represents an average estimation over all trials when

P̃ “ 5 is assumed. The ability of adaptive sensing to estimate locations accurately

when the number of scatterers is over-specified leads us to an important insight: the

operator of a practical system should specify P̃ to be as large as is computationally

feasible to ensure no scatterers are missed (i.e. P ă P̃ ).

As an example of the under-specified case, consider the previous P “ 2 experi-

ment but let P̃ “ 1. Ten adaptive scanning trials were performed for each starting

location, each time starting the scanner 2 cm to the left of the weaker scatterer. After

8 measurements the weaker scatterer was always located to within 1.3 mm laterally.

The slight loss in resolution can be attributed to the interference from the other
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scatterer which is not correctly taken into account. Overall, the adaptive algorithm

can be considered robust, even when the number of points is mis-specified.

3.3.3 Fully adaptive scans

A final verification of the method was performed by adaptively driving the scanner

itself during acquisition. The goals were the same as in the simulated adaptation

case: to ascertain how many lateral scan measurements are required to locate a

single scatterer and to what accuracy its position may be found. To generate these

statistics, the scatterer was started at various locations within the fixed field. In

a scenario similar to the wide window case presented in Sec. 3.3.2, thirty adaptive

measurements were made for each starting position in a window laterally constrained

to be within 2 cm of the starting location and to a depth between 0 - 9 cm from the

focus. A typical adaptive path is shown in Fig. 3.4(c). Clearly the algorithm followed

a similar decision pattern to the simulated adaptation runs and quickly converged

on the lateral location of the scatterer. The convergence of det(AN) also followed

the same pattern as shown in Fig. 3.4(d), starting out large and becoming smaller

as the estimate converges to zero in approximately seven measurements.

After all the runs, the set of final lateral estimates xf were plotted against the as-
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Figure 3.7: The regression line specifying the true location of the target (a) and the
standard deviation from that line vs. iteration (b) for the fully adaptive experiment.

sociated relative initial starting locations xi, and a regression line was fit to ascertain

how close the algorithm came to the ground truth xf “ ´xi. (The coordinate system

of the stage is flipped relative to the coordinate system of the estimation code, hence

the negative slope.) The regression line shown in Fig. 3.7(a) reveals how close the

algorithm came to this ideal, especially given that the wire was offset a fraction of

a millimeter from the stage center x “ 0. Using fits like this for each iteration, the

rate of convergence and accuracy of the algorithm could be estimated by measuring

the standard deviation of the data from the regression line. This standard deviation,

shown in Fig. 3.7(b), shows that the algorithm converged after 7 lateral measure-

ments with a 1σ-error of „ ˘ 0.5mm. Again, it is quite significant that a resolution

of ă 1 mm was achieved using this “off of the grid” nonlinear model, just as it was

in the simulated experiments assuming the 2σ-error as the resolution. The number

of measurements required for a given resolution were thereby dramatically reduced:

if the linear unbiased estimator were able to achieve this resolution, it would require

approximately three times as many lateral measurements.
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3.4 Implications and assumptions

The results presented here were for specific cases, showing resolution enhancement

and reduction in the number of lateral measurements for synthetic aperture sensing.

Although it is difficult to generalize these findings, rules of thumb from compressed

sensing and the observations made here can at least provide some intuition. Com-

pressed sensing theory is largely based on RIP which states that all measurements

should give equal information about the scene (i.e. measure approximately the same

amount of energy). For this to be true, the measurements must be widely distributed

across the scene. In the optimal hopping window case this is indeed true. The farther

away the volume of interest is from the focus, the wider the green parallelogram of

Fig. 3.3 will be. This will allow for greater speedups in acquisition, but it comes at

the cost of reduced SNRs. In turn, the ability to super-resolve the points will be

degraded since small variations in the phase will be less distinguishable. Widening

the window of estimation also allows for more compressed estimation of the object

locations. However, in this case there is a finite probability of observing no energy,

so RIP is violated. Our work shows that with good SNR this is acceptable to some

extent; however, a system designer should be aware that expanding the window too

far could lead to bad estimates. Exactly how far is too far largely depends on SNR

and the number of points needed to be estimated simultaneously. Ascertaining the

dependencies on the variables for this more generic problem will be addressed in a

subsequent project.

It has been shown that incorrectly specifying the number of scatterers to be

located does not prevent the algorithm from correctly locating all the scatterers in

the field for the over-specified case or the specified number of scatterers in the under-

specified case. However, it would be preferable to select the number of scatterers to

be located adaptively. This is a well-known problem related to the relevance vector
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machine [59] which has been related to compressed sensing and adaptive sensing by

[60]. A disadvantage of this strategy is that the parameter space is as large as the

inherent dimension of the estimation space, thus requiring inversions of large matrices

in each step. Furthermore, the grid must once again be fixed for adaptive selection

of the scene sparsity, removing the ability to have the resolution of the estimate be

determined by the quality of the measurement system. Perhaps the resolution of the

grid could first be determined by an adaptive measurement scheme, such as the one

presented here, so that the grid can be accurately specified for the relevance vector

machine strategy.

The remaining assumptions are that the beam’s spatial distribution M(x,k) is

Gaussian and may be demodulated by referencing the wavevector to the minimum

frequency used (k Ñ k ´ kmin). The case of a non-Gaussian spatial profile is easily

addressed by changing M(x,k) to reflect the beam’s actual spatial profile, assuming

this is known accurately. In this case, the algorithm should still identify the correct

locations of the scatterer(s), even if the strongest signals occur when the scatterer

is not in the center of the beam. By contrast, the demodulation correction was not

made ab initio but in response to the quality of the convergence in the fits. It is likely

that different scenarios will require different versions of this demodulation, but the

approach used here will work for most non-dispersive scatterers since their behaviors

are similar at base band as at the operational frequencies. The correction of the

beam gain by Eq. (3.18) was in response to the experimental data recognizing that

phase may not be altered and appropriately compensating the amplitude to match

the antenna performance. Similar corrections may be required for other antenna

structures.

Perhaps the most challenging assumptions involve the scatterers themselves;

namely, that their scattering cross sections do not depend sensitively on angle, fre-

quency, or polarization, and that the embedding medium scatters much more weakly
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by comparison. By using vertically oriented, sub-wavelength diameter wires as scat-

terers in two dimensions (x and z) and performing one-dimensional lateral scans,

the dependence of scattering on angle and frequency in the measurement plane is re-

moved, as is the polarization dependence because the source polarization was aligned

with the wires. Generalizing our findings to the case of a three dimensional array

of sparse, oriented, non-spherical scatterers, we see that all three effects may vary

significantly as the aspect of the scatterer changes over the course of the two di-

mensional scan. These effects can be minimized by ensuring that the wavelength

is significantly larger than the size of the scatterers and that circular polarization

is used instead of linear. Such scatterers even more strongly demand a well condi-

tioned Gaussian beam to simplify the analysis. Nevertheless, this work has shown

that compressive sampling techniques are practical and may become increasingly in-

dispensable for MMW and THz imaging applications, especially when used to locate

or render scenes dominated by a few sparsely-arranged scatterers.
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4

Dictionary Despeckling

4.1 Introduction

Speckle is an inherent property of scattered coherent wavefronts. While most of the

data corruption in imaging systems arise from either random field and/or detector

fluctuations, speckle arises due to the roughness of objects of interest on scales of

optical wavelengths. Roughness causes coherent light to be scattered with different

phases and amplitudes within a resolvable detector (or estimation) pixel (or voxel).

Interference of the resulting random phasors at the detector causes fluctuations in the

measured field intensity giving rise to speckle. Due to the nature of speckle, making

better measurements by integrating longer or using better detectors does not improve

the signal-to-noise ratio and mitigate the problem. In the previous chapter, we

discussed an optimized sensing strategy for coherent imaging with a scanner. In that

case, measuring the field directly is not possible, and a joint estimation and denoising

problem must be solved. That problem will be solved in the next chapter for linear

sensing models. In this chapter we will assume a linear and unitary sensing operator.

This assumption holds in some imaging cases such as plane-to-plane holography [7]
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and synthetic aperture radar for mapping of the ground [61]. Many of the commonly

used speckle denoising methods either (a) exploit assumed spatial statistics of images

in conjuncture with the statistics of the noise to average in a local window in an

optimal sense, (b) exploit multiresolution analysis to perform smoothing in a data-

adaptive fashion, and/or (c) attempt to place a prior on the types of images that are

likely to be observed and balance match the data with the prior. Our method is in

some sense a balance between these methods. We exploit the speckle statistics and

the prior knowledge that images are piecewise smooth and can be well represented by

multiscale dictionaries to perform denoising. Experimental results using simulated

and real datasets demonstrate the effectiveness of our approach.

4.2 Background review

4.2.1 Despeckling Methods

Most of the classic denoising methods, from a simple mean filter to the more so-

phisticated Bayesian approaches, are built under a signal plus noise model where

the noise is assumed to be independent of the signal. The independence assumption

enables effective seperatation of the signal and the noise components by decompos-

ing the noisy data in an appropriate basis or dictionary that best represents the

signal of interest and thresholding the coefficients whose amplitudes are less than

the known or estimated noise variance. However, when the noise is multiplicative

(signal-dependent), as is the case with speckle (discussed in detail in Sec. 4.3), then

it is not straightforward to separate the two.

Existing literature attempts to mitigate the effects of speckle by using (a) data-

adaptive filters [62, 63, 64, 65], (b) wavelet-based approaches [66, 67, 68, 69, 70, 71, 72]

and (c) Bayesian methods [73, 74, 75]. Data-adaptive filters rely on their ability to

process sections or patches of the noisy image, use the local noise statistics to deter-

mine if the underlying intensity was homogenous or otherwise, and perform filtering
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accordingly. Working with a multiplicative noise model, Frost [62] developed a min-

imum mean squared error (MMSE) filter by assuming that the underlying intensity

was homogenous. In reality, since images often are composed of piecewise smooth

regions [62] applied the filter to patches of noisy data where the filter parameters

were adaptively chosen for patches containing different image regions. As a result,

the proposed approach was able to perform smoothing in homogenous regions while

preserving edges in the image. Other adaptive filters, such as the Lee filter [63]

and Kuan filter [64] have also been derived using local image statistics to perform

denoising.

Though the adaptive filters were designed to preserve inhomogenieties in the

underlying image, they only operate on patches of a fixed size and thus fail to exploit

the spatial correlations that exist beyond those fixed-size patches. As a result, these

methods are prone to overfitting in homogenous regions and possibly underfitting in

regions of discontinuities. Wavelet- and curvelet-based methods, on the other hand,

provide the flexibility to operate at different spatial scales. Most of these thresholding

methods transform the multiplicative noise model to an additive Gaussian noise

model by taking logarithm of the data and perform denoising by thresholding the

coefficients in the respective wavelet or curvelet domain [68, 66, 69, 70]. The key

difference in these methods stem from the way thresholds are chosen. For instance,

[66] sets the threshold to be proportional to the variance of the high pass filter

coefficients and [69] performs an adaptive sigmoid thresholding or soft thresholding of

wavelet coefficients. A combination of wavelet and curvelets are exploited to perform

speckle denoising in [68] where the wavelets are used to denoise the homogenous

regions and the curvelets are used to preserve the edges. Though these approaches

are simple to implement and offer spatial adaptivity, the log transformation distorts

the speckle statistics and the resulting log-transformed image is not additive Gaussian

[76]. Furthermore, the success of these wavelet-based approaches critically depend
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on the choice of the threshold and it is not clear how best to choose the thresholds

based on the speckle image statistics.

There exists other wavelet-based methods that avoid the intermediate

log-transformation step [67, 71, 69]. For example, [67] extends MMSE filtering to un-

decimated wavelet coefficients of the speckle image and exploits the redundancy and

the translation-invariance of undecimated wavelet transform to perform denoising.

Another work [69] suggests correction and Lee-filter enhancement of wavelet coeffi-

cients of speckle image to mitigate the effects of noise. A related work [71] performs

denoising by thresholding the wavelet coefficients of a Lee-filter enhanced speckle

image. A comparative study of the standard speckle filters discussed above with

wavelet-based filtering techniques presented in [77] demonstrates that the wavelet-

based methods better preserve edges and yield better performances compared to the

standard speckle filters when the signal-to-noise ratio is low.

Bayesian methods such as [73, 74, 78, 75] combine wavelet-based methods and

Bayesian MAP framework to perform denoising. Specifically, [73] analyzes the statis-

tics of the wavelet coefficients of log-transformed speckle images and models them

using heavy-tailed alpha-stable distributions. Using the assumed statistics of the

wavelet coefficients, [73] develops a MAP estimator to denoise the wavelet coeffi-

cients and recover the underlying image. A related work [74] exploits the Bayesian-

wavelet framework and implements a regularization based on Markov random fields.

Bhuiyan, et. al., in [75], model the wavelet coefficients of the log-transformed speckle

image using a Cauchy prior and develop Bayesian MMSE and MAP estimators to

estimate the wavelet coefficients and recover the underlying image. The work in [78]

applies an additional edge detection method to the speckle image and use the ob-

tained edge information in its Bayesian wavelet shrinkage method to better preserve

edges. The performances of these approaches are strongly dependent on the choice of

the prior placed on the wavelet coefficients of speckle images. The optimal choice of
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such priors with respect to the speckle statistics is not very clear. For an exhaustive

survey of speckle denoising methods we refer the readers to [79].

More recent speckle denoising approaches such as [80, 81] are based on the state-

of-art block-matching denoising algorithms (BM3D) [82] that exploit the similar-

ity among different patches within a given image to effectively perform denoising.

Specifically, the block-matching algorithms group similar patches in an image to-

gether using an appropriately chosen distance metric, decompose the 3d data block

in a sparsifying transform such as the wavelet transform, and denoise them together.

Such a grouping provides robustness to noise. Parrilli, et. al., in [80], developed a

different grouping strategy based on the statistics of the speckle and threshold the 3d

transformed coefficients using Wiener filter. This approach, called the SARBM3D, is

considered to be the state-of-the-art and is shown to perform very well in practice. A

follow up work [81] performs image segmentation prior to performing SARBM3D to

determine the regions of the image whether the underlying intensity is homogenous

and otherwise, and use that additional information to better perform thresholding.

In our work, we propose a denoising method that exhibits the adaptivity at fine

scales offered by the adaptive-filter based approaches and the spatial adaptivity at

multiple scales offered by the wavelet-based methods. In addition, we also exploit

the prior knowledge we gather from training data similar to the Bayesian meth-

ods. In summary, our denoising approach, in theory, unifies these three approaches

conventionally used in speckle denoising. We show, through simulation studies and

real experiments that our method performs comparably with other speckle denoising

methods such as the Frost filter and SARBM3D.

4.2.2 Multiscale Dictionary Learning

Dictionary-learning has gained a lot of interest in the recent past to represent ob-

jects of interest effectively using few dictionary elements. The motivation behind such
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methods is the fact that a dictionary built using a representative class of training ob-

jects can better represent objects of interest than conventional bases such as wavelet

or Fourier bases. A large body of work has been devoted to the construction of such

dictionaries and their utility in image denoising problems [83, 84, 85, 86, 87, 88].

Inspired by the success of dictionary-based methods in denoising, we attempt to

exploit such techniques to mitigate the effects of speckle.

Below we briefly discuss prior work, [14], on geometric, multiresolution analysis

that presents a principled way to build dictionaries from training samples. The work

in [14] assumes that high-dimensional data lie on an intrinsically low-dimensional

manifold. This then allows for the compression of noisy data onto the manifold,

removing the noise that shifts the measured data away from it.
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Figure 4.1: The centers cj,x’s are represented as lying onM while in fact they are only
close to M. The corresponding planes Vj,x are represented as tangent planes, albeit they
are only an approximation to them. Art by E. Monson.

The tools that they build upon are classical in multiscale geometric measure

theory [89, 90, 91], especially in its intersection with harmonic analysis. Let M be

a manifold which is the support of the data. The construction of dictionary consists

of three steps:

1. a multiscale geometric decomposition of M into a hierarchy of subsets, called

dyadic cubes Cjk, with j indexing scale (layer in the tree) and k indexing the
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set Γj;

2. a d-dimensional affine approximation in each dyadic cube, yielding a sequence

of approximating piecewise linear sets Mj;

3. a construction of low-dimensional affine difference operators that efficiently

encode the differences between Mj and Mj`1.

This construction in some sense parallels, in a geometric setting, that of classical

multiscale wavelet analysis [92], and therefore is called a geometric multiresolution

analysis.

The construction of such dyadic cubes is possible on spaces of homogeneous

type [93, 91]. The properties above imply that there is a natural tree structure

T associated to the family of dyadic cubes: for any j P Z and k P Γj, we let

childrenpj, kq “ tk1 P Γj`1 : Cj`1,k1 Ď Cj,ku. Note that Cjk is the disjoint union of its

children. For every x P M and j P Z let pj, xq be the unique kpxq P Γj such that

x P Cj,kpxq. For each Cj,k we define the mean cj,k :“ Erx|x P Cj,ks P RD and covj,k,

the covariance operator restricted to Cj,k:

covj,k “ Erpx´ cj,kqpx´ cj,kqT |x P Cj,ks , (4.1)

which is a DˆD matrix. Here, and in the following, points in RD are identified with

D-dimensional column vectors. Let the rank d Singular Value Decomposition (SVD)

[94] of covj,k be covj,k “ Φj,kΣj,kΦ
T
j,k, where Φj,k is an orthonormal Dˆd matrix and Σ

is a diagonal dˆdmatrix with eigenvalues λ1 ě ¨ ¨ ¨ ě λd ě 0. We let Vj,k :“ Vj,k`cj,k,

Vj,k “ spanrΦj,ks, so that Vj,k is the affine subspace of dimension d parallel to Vj,k

and passing through cj,k. It is an approximate tangent space to M at location cj,k

and scale j; and therefore provides the best d-dimensional planar approximation to

M in the least square sense: Vj,k “ argmin
Π an affine d´plane

ř

xPCj,k
||x ´ PΠpxq||

2, where

PΠ is the orthogonal projection onto the d-dimensional affine plane Π. tΦj,kukPΓj
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are the geometric analogue of a family of scaling functions at scale j. Let Pj,k

be the associated affine projection Pj,kpxq :“ PVj,k
pxq “ Φj,kΦ

˚
j,kpx ´ cj,kq ` cj,k, for

x P Cj,k. Then Pj,kpCj,kq is the projection of Cj,k onto the local linear approximation.

Therefore, Mj :“ tPj,kpCj,kqukPΓj
is a coarse approximation of M at scale j, the

geometric analogue to what the projection of a function onto a scaling function

subspace is in wavelet theory. If there are infinite samples, Mj ÑM as j goes to

infinity. With this philosophy, define PMj
pxq “ Pj,kpxq for x P Cj,k.

If we have “scaling function”, it would be natural to introduce wavelet encoding of

the difference needed to go fromMj toMj`1, for j ě 0, or “wavelet functions”. Fix

x P Cj,k and consider xj :“ PMj
pxq and xj`1 :“ PMj`1

pxq. The difference xj`1´xj is

a high-dimensional vector in RD, however it may be decomposed into a sum of vectors

in certain affine spaces Wj`1,x, that are shared across multiple points, in a multiscale

fashion. Bases Ψj`1,x for such subspaces may be constructed, and are called geometric

wavelets. An affine projection QMj`1
on such subspaces may also be defined, in such

a way that a two-scale relationship holds: PMj`1
pxq “ PMj

pxq `QMj`1
pxq.

This may be iterated across scales, and the above equations allow to efficiently

decompose each step along low dimensional subspaces, leading to efficient encoding

and algorithms. We have therefore constructed a multiscale family of projection

operators PMj
(one for each Cj,k) onto approximate tangent planes, and an associated

multiscale family of detail projection operators QMj`1
. We may think of the PMj

’s

as being attached to the nodes of T and the QMj`1
’s as being attached to the edges.

We say that the set of multiscale piecewise affine operators tPMj
u and tQMj`1

u

form a Geometric MultiResolution Analysis (GMRA). A fast transform, called Fast

Geometric Wavelet Transform (FGWT) mapping points to coefficients representing

Pj,k and Qj,k is available, together with an inverse.

In the proposed method we use the above construction to create a multiscale

dictionary from training samples since:
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(a) it lets us efficiently group and organize patches from training images in a hi-

erarchical, tree structure, where the subspaces at every level of the tree are

theoretically shown to approximate the training data with increasing accuracy

(b) the dictionary can accommodate the statistical properties of noise in a structured

fashion.

The rest of the chapter is arranged as follows. In Sec. 4.3, we discuss the speckle

statistics followed by a description of our denoising algorithm in Sec. 4.4. We evaluate

the performance of our algorithm relative to other competing methods on simulated

data and on real experimental data in in Sec. 4.5. We conclude with a discussion on

the pros and cons of the proposed approach and avenues for future work in Sec. 4.6.

4.3 Problem formulation

Speckle is an inherent property of any realistic coherent field measured by both coher-

ent and incoherent sensors. The seemingly random fluctuations in field intensity come

from the scattering off of a surface of height that varies largely and unpredictably on

the scale of the wavelength within a resolvable pixel size. One can intuitively see that

the phases of a large number of scatterers of different distances from the source may

interfere constructively or destructively. Through simple statistics, we can generate

a distribution of the resultant intensity of that interference pattern. The framework

shown here follows directly from [61, 7], and we provide a sketch of that work here.

We may assume that the scattered field from the pth point within a diffraction

limited spot in object space can be described by

Esc
p pr, θ, φ,Ωpq “

f

r
E0 expripkr ` Ωpqs (4.2)

where the scatterer is arbitrarily chosen to lie at the origin. The variable f is the

scattering density, pr, θ, φq are the usual spherical coordinates, and E0 is the ampli-

tude of the illuminating field which we assume to be uniform with wavenumber k.
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Ωp is a random variable distributed uniformly between r0, 2πs. The total scattered

field is the sum over all the independent random scatterers

Esc
“

Ns
ÿ

p“1

Esc
p “

K
?
Ns

Ns
ÿ

p“1

f exppiΩpq (4.3)

where Ns is the number of scatterers and K “
?
NsE0

r
exppikrq. The random variables

Ωp are independent of each other and represent the wavelength order differences in

the range allowing us to consider r to be deterministic in 4.2. Absorbing the constant

K in f , the real part and the imaginary part of Esc are the sums

Esc
R “

1
?
Ns

Ns
ÿ

p“1

f cos Ωp (4.4)

Esc
I “

1
?
Ns

Ns
ÿ

p“1

f sin Ωp. (4.5)

Using simple rules of independence we can see from inspection that the mean of both

sums is 0, the variance of both sums is f
2
, and the correlation between the sums is

zero (Ercos Ωps “ Ersin Ωps “ 0,Ercos2 Ωps “ Ersin2 Ωps “
1
2
,Ercos Ωp sin Ωps “ 0.)

Furthermore, since Ns is assumed to be large, the distribution of the sum can be

assumed to be Gaussian. The joint distribution of the two random variables is

therefore

ppEsc
R ,Esc

I q
paR, aIq “

1

2πσ2
exp

„

´
a2
R ` a

2
I

2σ2



(4.6)

where σ2 “ f{2. Since most detectors only detect the amplitude a “
a

a2
R ` a

2
I (or

more specifically the related intensity y “ a2) of the light, we are most interested

in that distribution. The related distribution to that of 4.6 using instead of the

variables aR and aI the related variables a and ψ “ arctan
´

aI
aR

¯

is

p|Esc|,argtEscupa, ψq “
a

2πσ2
exp

„

´
a2

2σ2



. (4.7)
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Integrating out the ψ dependence, which by inspection can be seen to be non-existent,

to marginalize the distribution we are left with a distribution of only what we mea-

sure, the amplitude of the light and it’s related intensity

p|Esc|paq “
a

σ2
exp

„

´
a2

2σ2



(4.8)

pY“|Esc|2pyq “
1

f
exp

„

´
y

f



. (4.9)

In this work, we are interested in estimating f from the measured intensity Y „

exppfq.

4.4 Speckle denoising

Our multiscale, dictionary-based denoising method exploits some of the key ideas

from the multiscale, partition-based denoising methods extensively used in signal

processing [95, 96, 97, 98, 99] and the dictionary-based methods used to encode and

compress high-dimensional datasets [14]. Multiscale, partition-based methods are

widely used in denoising because of their ability to preserve discontinuities in images

while smoothing out regions where the underlying intensity is homogenous. In this

work, we propose an estimator that finds an estimate from a class of candidate

estimates FM,N by minimizing a penalized log-likelihood function. Let r0, 1s2 be

the domain of f P RMˆN . The class of candidate estimates FM,N is obtained by

recursively partitioning the space r0, 1s2 in dyadic (powers of two) intervals and

fitting an estimate to each partition cell (patch) using a dictionary based denoising

framework discussed below. Given FM,N and y, we find an estimate according to

pf ” arg min
gPFM,N

t´ logPpy|gq ` τpenpgqu (4.10)

where logPpy|gq is the log-likelihood of observing y given that g was the under-

lying intensity, penpgq is the penalty term that is proportional to the number of
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patches in the partition corresponding to g and τ is an user-specified parameter that

balances the data-fidelity (i.e., log-likelihood) term and the penalization term. The

optimization problem in (4.10) enables us to find an estimate that is the best fit to

the observed data y, but also has the least complexity among the estimates in FM,N .

Let us now elaborate on the recursive dyadic partitions (RDP) defined on r0, 1s2, the

class of estimates FM,N and a practical approach to solve (4.10).

An RDP P (at its finest resolution) defined on r0, 1s2 is a disjoint union of dyadic

patches of the form rl2´m, pl ` 1q2´mq ˆ rl2´m, pl ` 1q2´mq where

m P t0, 1, . . . , log2 pmin pM,Nqqu is the scale parameter and l P t0, 1, . . . , 2m ´ 1u is

the translation parameter. The class of estimates FM,N is defined over a family of

RDPs where each RDP is a disjoint union of dyadic patches of different sidelengths

such that the sidelength of the smallest patch is 1{minpM,Nq. As an example, let

us consider an image of size 64 ˆ 64. An RDP corresponding to this image size

can be comprised of patches of sizes 1 ˆ 1, 2 ˆ 2, 4 ˆ 4, . . ., such that the smallest

patch is at the pixel resolution and the largest patch is of the size of the image. An

estimate g P FM,N is obtained by finding model fits to every patch in a RDP using

a dictionary-based framework, which we discuss below.

Let us suppose that we have access to a set of K “noise-free” training im-

ages txiu
K
i“1 where xi P RMˆN . In the dictionary building framework of Sec. 4.2

we formulated these high-dimensional training images as points in an intrinsically

low-dimensional manifold of dimension d ! MN and proposed a multiscale, data-

dependent dictionary structure to encode elements of the training set up to a desired

precision. Each level of the dictionary is obtained by clustering the training im-

ages using an “appropriate” clustering algorithm to two clusters and representing

the points in the cluster using the top few singular vectors. These singular vectors

form a low-dimensional subspace for the points in the cluster. The same procedure

is repeated at each level resulting in a sequence of low-dimensional subspaces at ev-
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ery level. The number of levels in the dictionary a function of the precision set by

the user. A survey of potential clustering algorithms to use is provided in [14]. A

new test image can then be effectively represented at the desired precision using the

dictionary elements.

In our work, we construct multiple, multiscale dictionaries on patches of different

sizes drawn at random from the training images. Let Ds, for a dyadic s ď minpM,Nq,

represent a multiscale dictionary constructed using patches of size sˆ s drawn from

the training images. The model fit to every patch of size s ˆ s in g P FM,N is

an image that is spanned by the columns of one of the low-dimensional subspaces

corresponding to a leaf node in Ds. A noisy patch ypsˆs from the speckle data y

is denoised by projecting it to a low-dimensional subspace in one of the nodes of

Ds that maximizes the log-likelihood of the data, assumed to be performed by the

projection of the leaf-node closest to the data in terms of the distance measured

by the speckle log-likelihood, and keeping the coefficients with amplitude greater

than the standard deviation of the noise for a given coefficient. If the noise source

were additive Gaussian, choosing which coefficients of the projection to keep would

be trivial. In the case of speckle, a multiplicative corruption, the variance of the

error is not constant across nodes, since the nodes have different means. In this

case, we need to estimate what the error will be for each coefficient at each node.

Furthermore, if the mean of the coefficients are shifted by the data corruption, a

simple affine projection will be insufficient. Fortunately, empirical results have shown

that the mean is not shifted as is shown in Fig. 4.2. Therefore, the variance for each

coefficient of each node is computed by computing the FGWT of the training set,

storing the wavelet coefficients, simulating a set of speckle corrupted image patches

from the training set, computing the FGWT of the speckle corrupted patches forcing

them through the same path on the tree as the clean data, and computing the mean

squared error between the clean coefficients and the speckle corrupted coefficients.
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Figure 4.2: Probability of observing a noisy wavelet coefficient versus a clean
wavelet coefficient at the root node (a) and leaf node (b) for the digits dictionary.

When y is projected onto the tree, only the wavelet coefficients with amplitude

greater than a constant times the square root of the empirically determined mean

squared error. The constant is determined empirically, but is alwaysOp1q. In general,

coefficients from scales closer to the root of the tree contain less detail, and therefore

exhibit higher amplitude relative to their variance. This can be seen by observing

the Likelihood for a coefficient at the root of the digits dictionary (Fig. 4.2) versus

a coefficient at a leaf node (Fig. 4.2 (b)). Clearly, the root node coefficient should

usually be kept while the leaf node coefficient should be set to zero since it contains

mostly noise.

The estimate pf is obtained by finding the best RDP pP that represents the data

and denoising every patch of data corresponding to pP using the dictionary-based

denoising approach. Specifically,

pP “ arg min
P

ÿ

psˆsPP

”

´ log
´

ypsˆs |
pfpsˆs

¯

` τ
ı

(4.11)

and pf “ fp pPq. The key advantage of the proposed method is its adaptability to

the noisy data and multiscale dictionaries. Since the optimization problem in (4.10)

favors estimates corresponding to RDPs with few patches, the algorithm adaptively

assigns bigger patches to regions where the underlying intensity is homogenous or
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textured and is well represented by the dictionaries and smaller patches to regions

where the underlying intensity changes significantly. Such an adaptivity enables

us to mitigate the problem of choosing a patch size that will lead to overfitting

or underfitting. Finally, to avoid artifacts of block processing, cycle-spinning is

performed. The cycle-spinning greatly increases performance, especially on high-

dimensional dictionaries where not all shifts and rotations of a given feature may be

captured by the training data.

4.5 Results

To evaluate the performance of the dictionary based denoising method we first train

a dictionary from the MNIST digits dataset. Since the digits are all scaled and

rotated to occupy the same region of a 28 by 28 pixel image, we did not use the

dyadic partitioning in this example. The dataset consists of 60000 8 bit images, with

0 background. To create a more realistic speckle scenario, we added background to

the image to create to different contrast levels of the image, 20dB representing a

high contrast scenario, and 5dB representing a low contrast scenario. 50000 images

were used for training the dictionary and for training the wavelet coefficient variance,

and 10000 images were used for evaluating the response. This process was repeated

shuffling the dataset 10 times. Results presented here are the average of those results.

The results are compared against the classic Frost filter, and the state of the art

SARBM3D.

The dictionary method outperforms both of the general methods for this idealized

case. For the high contrast case the dictionary method denoises the digits with an

average peak signal to noise ratio (PSNR “ 20 logp255.{
?

MSEq) of 16.8dB, the Frost

filter denoises them with an average PSNR of 15.8dB, and SARBM3D denoises them

with an average PSNR of 16.4dB as measured over the 100000 trials. The dictionary

method outperforms SARBM3D 67% of the time and the Frost filter 79% as measured
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on 10000 of the trials. For the low contrast case the dictionary method denoises the

digits with an average PSNR of 17.0dB, the Frost filter denoises them with an average

PSNR of 15.6dB, and SARBM3D denoises them with an average PSNR of 16.7dB.

The dictionary method outperforms SARBM3D 62% of the time and the Frost filter

90% as measured on 10000 of the trials. Example reconstructions are shown in

Fig. 4.3. The reason for the performance benefit of the dictionary method is that

there are not enough patches for the SARBM3D algorithm to have the necessary

redundancy for a high quality estimate, and the Frost filter has the usual problem

of not averaging homogeneous regions substantially. This leads to noisy estimates

by the SARBM3D and Frost algorithms of the digits for the high contrast data,

and unrecognizable estimates by the SARBM3D and Frost algorithms for the low

contrast data. The dictionary denoising algorithm, on the other hand, still creates

recognizable images even when the contrast is low. The images often have strange

lobes due to the artifacts of estimating on the highly compressed affine plane, but

yield recognizable digits in all cases.

The next simulation was for a more general case. A set of test images were

denoised using a general dictionary built from 8 by 8 and 16 by 16 patches extracted

at random from natural images found in the Berkeley Segmentation dataset. The 8

by 8 patches contain greater detail, preserving both edges and texture, relative to

the 16 by 16 patches which preserve the lower resolution structure with less noise.

The penalized estimation procedure of Eq. (4.11) allows for a smart combination

of these two estimates. A comparison of this method versus SARBM3D and Frost

despeckling methods is shown in Fig. 4.4. The SARBM3D and dictionary method

perform comparibly, with the SARBM3D algorithm having slightly better visual and

numerical results. The PSNR of the SARBM3D reconstruction is 22.1dB, while the

PSNR of the dictionary reconstruction is 21.8dB. The Frost filter once again produces

noisy results with a PSNR of 19.8dB.
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Figure 4.3: (a) The original digit test image. (b) A speckle realization generated
from a 20dB contrast ratio. (c) The dictionary reconstruction of (b) (PSNR=16.3).
(d) The SARBM3D reconstruction of (b) (PSNR=15.7). (e) The Frost filter re-
construction of (b) (PSNR=14.8). (f) A speckle realization generated from a 5dB
contrast ratio. (g) The dictionary reconstruction of (f) (PSNR=16.2). (h) The
SARBM3D reconstruction of (f) (PSNR=16.0). (i) The Frost filter reconstruction of
(f) (PSNR=14.9).
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To verify our simulation results, we use real speckle data taken from a 633nm He-

Ne laser illuminating an image printed from an HP Laserjet 4250n printer and imaged

onto an array of 7.4µm pixels (AVT Pike F-421) through an f-8 lens (Computar

M1614-MP2). Fig. 4.5(a) shows the reference image obtained using a white light

illumination and Fig. 4.5(b) shows the laser speckle image. The hope was to match

the speckle size to the pixel size as best as possible to generate fully developed

speckle realizations. While the speckle field was nearly matched, it is never possible

to match the grain size exactly. For this reason we need to be able to relax our model

to account for spatial averaging of the speckle field by the detector. [7] defines the

multilook speckle distribution as

p|Esc|2py;Lq “
LLyL´1 expp´Ly{fq

fLΓpLq
, (4.12)

where L is the number of “looks”, or average independent speckle realizations per

detector pixel. In our case, the best results were obtained with a number of looks

equal to 1.2. Results are visually similar to that of the simulation experiment, with

the dictionary reconstruction (Fig. 4.5(e)) being slightly inferior to the SARBM3D

reconstruction (Fig. 4.5(d)), and with much reduced noise relative to the Frost filter

reconstruction (Fig. 4.5(c)).

4.6 Conclusion

We presented a novel method to mitigate the effects of speckle by exploiting the

statistics of speckle and a multiscale, dictionary-based prior. A key advantage of our

method is that it can be extended to many problems where the noise models are

known since it is based on the log-likelihood of the data under the assumed noise

model. While our method was shown to yield results comparable to those of BM3D

and superior to the Frost filter in the general estimation case, and superior results

for an optimal dictionary sensing case, the following aspects of our algorithm need
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(a) (b)

(c) (d) (e)
Figure 4.4: Results obtained on simulated data: (a) White light image, (b) Laser
light image, Estimates obtained using (c) the Frost filter (PSNR=19.8dB), (d) SARBM3D
(PSNR=22.1dB), and (e) the proposed denoising approach (PSNR=21.8dB).

further exploration:

(1) The denoising parameters are currently chosen to yield low MSE in the case

of simulation experiments and yield visually appealing results in the case of

real experiments. While there is a rule of thumb to threshold the dictionary

coefficients, to make this method truly applicable to a wide variety of problems,

we need to derive these parameters, especially the spatial penalty, in a data-

adaptive fashion.

(2) The current dictionary construction uses an off-the-shelf graph cut method to

group training patches at multiple scales. While the similarity among patches

are determined using an Euclidean distance in these methods, improved perfor-

mance can be achieved by tailoring the distance metric in an application-specific

manner. For instance, when we build dictionaries using noiseless training im-

ages, Euclidean distance might be a good metric, but if we train our dictionary

using patches from the noisy data, then the distance metric should be chosen
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(a) (b)

(c) (d) (e)
Figure 4.5: Results obtained on real experimental data: (a) White light image, (b)
Laser light image, Estimates obtained using (c) the Frost filter, (d) SARBM3D, and (e)
the proposed denoising approach.

according to the noise model.
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5

Diffuse Estimation for Ill-Conditioned and Ill-Posed
Systems

5.1 Introduction

Classic despeckling methods make two assumptions about the measured field to allow

for denoising like techniques to be applied with an exponential likelihood function

as specified in the previous chapter. The first is that the imaging system is well-

conditioned and well-posed. The second is that each measurement samples a single

speckle realization of the underlying scattering density. With regards to the first

assumption, recall from Eq. (4.6) that the scattering density of the image is dis-

tributed as a complex normal random variable. The only way that the measurement

can be assumed to measure this random scattering density directly is if the measure-

ment matrix is well-posed and well-conditioned. Examples of imaging systems where

the well-posed and conditioned and single speckle realization assumptions hold are

plane-to-plane holography [6], narrow-band synthetic aperture radar imaging [100],

and narrow band OCT in the confocal region [3]. In these systems the coherent

backpropagation of the field measurements gives the following result. Assume mea-
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surements g “Hx (note the difference from g “Hf from Chapter 2.), then

x „ CN p0,Σxq (5.1)

g „ CN
`

0,HΣxH
:
˘

(5.2)

Σx “ diagpfq (5.3)

x̂ “H´1f (5.4)

x̂ „ CN
`

0,H´1HΣxH
:H´1:

˘

“ CN p0,Σxq (5.5)

y “ |x̂|2 „ exp pfq (5.6)

where ˆ̈ denotes estimate, H is a linear projection matrix from object scattering

density x to measurements g, and f is the mean energy scattering density we wish

to estimate. This notation states that the measured scattering density x does not

have the true scattering density f as its mean, but rather as a constant times its

variance. In this case, the statistics of y “ |x̂|2 are as discussed in the previous

chapter.

In general, however, coherent systems are not ideally conditioned, and may even

be ill-posed. This was addressed for three dimensional holography in [20], and was

inspired by work in radar [19, 101, 18]. An EM algorithm was developed in [101]

to estimate the covariance structure of range-doppler images. An EM algorithm for

multiple observations of a single speckle realization was developed in [19]. A similar

framework to formulate a compressed sensing problem was used in [20]. We will

present a summary of [20] here, as it serves as an inspiring work for the following

sections. In the case of compressive holography of diffuse objects, y is not a simple

estimate of the diagonal covariance specified by the underlying scattering density f .

x̂ “H:
pHH:

q
´1g (5.7)

y “ |x̂|2 (5.8)

A “H:
pHH:

q
´1 (5.9)
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yl “
M
ÿ

i“1

a:
pl,iqgi

M
ÿ

j“1

apl,jqg
:

j (5.10)

E ryls “
M
ÿ

i“1

M
ÿ

j“1

a:
pl,iqapl,jqE

”

gig
:

j

ı

(5.11)

“

M
ÿ

i“1

M
ÿ

j“1

a:
pl,iqapl,jqpHΣxH

:
qpi,jq (5.12)

“

M
ÿ

i“1

M
ÿ

j“1

a:
pl,iqapl,jq

N
ÿ

p“1

fphpi,pqh
:

pj,pq (5.13)

“

N
ÿ

p“1

fp

M
ÿ

i“1

a:
pl,iqhpi,pq

M
ÿ

j“1

apl,jqh
:

pj,pq (5.14)

“

N
ÿ

p“1

fp
ˇ

ˇ

@

aTpl,¨q,hp¨,pq
D
ˇ

ˇ

2
(5.15)

E rys “ Bf (5.16)

bpl,pq “
ˇ

ˇ

@

aTpl,¨q,hp¨,pq
D
ˇ

ˇ

2
(5.17)

The linear relationship between y and f allows for inversion and denoising techniques

to be applied. A special case of note for coherent systems is when the rows of H are

orthogonal. In this case, A “H:, therefore bpl,pq “
ˇ

ˇ

@

hp¨,lq,hp¨,pq
D
ˇ

ˇ

2
. This is precisely

the incoherent bandpass [36] of a diffraction-limited imaging system if the system

measures a hologram as in [20].

The rest of this chapter will address when the single speckle realization assump-

tion is broken, and the results will hold for when the measurements are ill-posed or

ill-conditioned as well. Multiple speckle realizations can be observed in many ways.

The following section will discuss the mechanism of multiple speckle realizations. An

algorithm for the special case of completely independent speckle realizations will be

presented. A general algorithm for correlated speckle realizations will follow. Dis-
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cussion of the unifying properties of the general algorithm with the special case of

fully-correlated speckle realizations, i.e. a single speckle realization, and the special

case of independent speckle realizations is included. Finally, simulated and experi-

mental results utilizing the MetaImager, an imager that uses a frequency dispersive

antenna as a source, are presented to demonstrate the efficacy of the algorithm.

5.2 Multiple Speckle Realizations

Multiple speckle realizations can be observed through many phenomena in nature.

They can arise from temporal decorrelation from the scene simply moving, alignment

errors causing the phase of the measurement matrix to not correspond accurately to

measurements over large bandwidths, and they can arise simply from large band-

widths themselves since the random phase of each component of the random phasor

sum from which the speckle realization as derived in the previous chapter will differ

when the frequency changes. The two cases considered in this chapter will be the

frequency dependency of speckle and temporal decorrelation. The alignment consid-

eration is definitely worth noting, however, and could provide for interesting future

work.

The temporal coherence can be decorrelated in two ways assuming measurements

are made sequentially. One is the deterministic motion of the object itself. If the

object moves deterministically with velocity great enough that it spans multiple

resolution bins within one set of measurements, then clearly the phase from the

measurements will not correspond. This is equivalent to motion blur in a parallel

incoherent acquisition system, but leads to worse corruptions as we will see in the

following sections. Temporal coherence can also be broken from stochastic motion,

leading to true speckle even if the object stays within a resolution bin over the

integration time. Taking the phase of the measurement of a single point scatterer at

time t to be φptq “ 2π
λ
rptq, if the range of the particle changes with mean amplitude
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equal to the wavelength then

pprptqq “
1

?
2πλ2

exp

„

´
prptq ´ roq

2

2λ2



(5.18)

ppφptqq “
1

?
8π3

exp

„

´
pφptq ´ φoq

2

8π2



. (5.19)

Since the standard deviation of the Gaussian phase distribution is equal to 2π the

phase distribution may be well-approximated as uniform. If the coherence time,

τc : E rφptqφpt´ τcqs ăă 2π, is much less than the coherent integration time Tint of a

single measurement, then this is truly a speckle measurement. In fact, this would be a

unique case where each measurement measures independent speckle realizations. As

long as τc is much less than the frame acquisition time Tframe then some independent

phase measurements will be experienced across the measurement set.

Decorrelation from illumination frequency dependent speckle is a complicated

topic. It is covered by a large portion of Chapter 5 and Appendix D of [7]. For the

purpose of this chapter the key result will simply be stated. Neglecting the angular

dependencies, the change in speckle correlation versus frequency depends solely on

the surface height standard deviation σh.

∆νc «
c

σh
(5.20)

In this section we have been slightly loose with the terminology of “speckle re-

alization” treating true speckle realizations and independent phase measurements

equivalently. The Gaussian model simply allows for easy propagation of the statis-

tics of the field, and has little detriment to the estimation of coherent scatterers [18].

In general, most observed fields that are not from static coherent scattering scenes

will obtain corruptions from a variety of these factors compounding their effects,

therefore picking the correct coherence time, bandwidth, or both tends to be done

empirically. As a rule of thumb however, as will be seen in the coming sections,

selecting a smaller amount of coherence is less detrimental to estimation results.
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5.3 Estimation From Independent Speckle Realizations

The most extreme case of multiple speckle realizations is when the realizations are

completely independent. We will use this special case to introduce the notation, and

to show that the general case includes both this special case and the special case

solved in the introduction to this chapter and in previous works. In the classic linear

measurement model used in Chapter 2 we measure g “Hf`n. The main source of

randomness is through a detector side corruption n if n is assumed to include both

Poisson and Gaussian corruptions, i.e. n “ npHfq. As in the introduction to this

chapter, where x replaced f as a random input to the linear system, here we will

introduce a set txku
M
k“1 of independent speckle realizations on which each row of H

acts. Therefore, each measurement is defined by

gk “ hpk,¨qxk. (5.21)

Furthermore, since we are assuming uncorrelated speckle realizations

E
”

xpk,bqx
:

pl,dq

ı

“ δk,lδb,dfb (5.22)

where the first index indexes speckle realization and the second index indexes scene

pixel. (We cannot use voxels in this case. More on that to follow.) This scenario can

be extended to a single matrix model as we are used to seeing linear measurements

with some variations. Specifically,

rx “

»

—

–

x1
...
xM

fi

ffi

fl

„ CN p0,Σ
rxq (5.23)

Σ
rx “ IKˆK bΣx (5.24)

Σx “ diag rf s (5.25)
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ĂH “

»

—

—

—

—

—

–

hp1,¨q 01ˆN 01ˆN ¨ ¨ ¨ 01ˆN

01ˆN hp2,¨q 01ˆN ¨ ¨ ¨ 01ˆN

01ˆN 01ˆN hp3,¨q ¨ ¨ ¨ 01ˆN
...

...
...

. . .
...

01ˆN 01ˆN 01ˆN ¨ ¨ ¨ hpM,¨q

fi

ffi

ffi

ffi

ffi

ffi

fl

(5.26)

g “ ĂHrx „ CN
´

0,ĂHΣ
rx
ĂH:

¯

. (5.27)

Intuitively, one could see that a good estimate of rx would yield a good estimate of

f since each Eb
“

|xk,b|
2
‰

“ fb. Therefore, 1{M
řM
k“1 |xk,b|

2
« fb. Unfortunately, the

linear model indicates that each realization xk only sees a rank-1 projection. This

yields a highly ill-posed estimation of rx, and therefore there are correlations between

the elements x̂k,b such that 1{M
řM
k“1 |x̂k,b|

2
ff fb. Using that knowledge, we look to

define a relationship between rx and f that allows for an accurate estimate of f in

expectation. Starting with our linear model for g we obtain a relationship by

r̂x “ ĂH:
´

ĂHĂH:
¯´1

g (5.28)

yl “
M
ÿ

k“1

ˇ

ˇ

ˇ
r̂xl`pk´1qN

ˇ

ˇ

ˇ

2

(5.29)

yl “
M
ÿ

k“1

˜

M
ÿ

i“1

rh:
pi,l`pk´1qNqgi

¸˜

M
ÿ

j“1

g:j
rhpj,l`pk´1qNq

¸

(5.30)

E ryls “
M
ÿ

i,j,k

rh:
pi,l`pk´1qNqE

”

gig
:

j

ı

rhpj,l`pk´1qNq (5.31)

E
”

gig
:

j

ı

“

´

ĂHΣ
rx
ĂH:

¯

pi,jq
(5.32)

´

ĂHΣ
rx
ĂH:

¯

pi,jq
“ δ

pi,jq

N
ÿ

p“1

h
pi,pqh

:

pj,pqfp (5.33)

E ryls “
N
ÿ

p“1

fp

K
ÿ

i“1

h:
pi,lqhpi,lqhpi,pqh

:

pi,pq (5.34)

E rys “ Bf (5.35)
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bpl,pq “
A

ˇ

ˇhp¨,lq
ˇ

ˇ

2
,
ˇ

ˇhp¨,pq
ˇ

ˇ

2
E

(5.36)

where the relationship depends on the square of the backpropagated field as expected.

A distinct benefit of this method is that the relationship between the underlying scat-

tering density f and y is linear. This allows for the same SVD truncated estimation

techniques as in Chapter 2. Using the same SVD analysis as in Chapter 2 we can

see something about how H should be designed to yield a good B. The matrix B

has elements that are inner products between the magnitude squared of columns of

H . This is a symmetric positive semidefinite matrix. In general, this matrix will be

best conditioned, have the flattest SVD curve, if the magnitude squared columns of

H are as orthogonal as possible. A magnitude squared orthogonal design metric is

contrary to the usual design metric that classic SVD analysis of H would dictate.

For example, a classically optimal matrix for measuring canonically sparse scenes

would be a Fourier transform matrix. The Fourier transform matrix, even when

rows are removed at random, maintains highly orthogonal columns. This makes the

SVD of H flat over the entirety of its rank. However, the columns of Fourier H are

completely differentiated by phase variation, such that
A

ˇ

ˇhp¨,lq
ˇ

ˇ

2
,
ˇ

ˇhp¨,pq
ˇ

ˇ

2
E

“ a@pl, pq

with a an arbitrary positive constant. This yields the worst possible B. Since

every element of B is equivalent, B is a rank-1 matrix that only captures the DC

component of the scene. While the transformation through the speckle model of

an ideally conditioned system to a rank-1 system may be counterintuitive at first,

the result can be made intuitive through understanding of what speckle does to a

measurement physically. Speckle destroys the phase information in a scene. In the

case of measuring a single speckle realization, the phase is at least self-consistent.

That is why the largely Fourier based measurements of holography [20] succeed.

In the case of measuring independent speckle realizations the measurements have

random phase and are no longer self-consistent. When many random phasors are
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added they have a mean value of zero, only allowing for the mean energy of the

signal to be estimated.

To contrast if each element of H is drawn i.i.d. from a Gaussian distribution,

then the SVD of H will be a rapidly decreasing function since the columns of H

are only orthogonal in expectation, but not in reality. However, there is a large

amplitude variation possible in every entry of every column. This generates some

independence of the magnitude squared of the columns. A comparison of the B’s

for a Fourier and random Gaussian H are shown in Fig. 5.1 (c) and (d). The

Gaussian B is nearly diagonal, making it invertible. A comparison of the SVDs

for these two matrices for a 1D simulated scene is shown in Fig. 5.2. Furthermore,

a comparison of imaging performance is shown in Fig. 5.3. A 75cm aperture is

assumed to give a resolution of 1deg at the center wavelength of 22.5GHz. Each

frequency indexes a single spatial mode to represent the different speckle realiztions

obtained from measuring at different frequencies. A SVD truncated l1 minimization

problem was solved for both measurement matrices for a sparse 1D scene using the

same algorithm as in Chapter 2. It is necessary to only solve transverse imaging

problems for this special case, since no coherent bandwidth is maintained in the

backpropagation procedure. Clearly the Fourier matrix fails at imaging the scene,

while the random Gaussian matrix is at least able to recover some of the support

from the highly difficult problem of recovering from sensing independent speckle

realizations. While implementing either of these two matrices in practice may be

prohibitively difficult, the results presented in this section have shown that designing

for column independence is not sufficient for estimating diffuse objects. The designer

should maximize elementwise magnitude squared independence of the columns.
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Figure 5.1: Comparison of two sensing matrices to show the change in ideal prop-
erties from ideal H to ideal B. (a) shows and optimal Fourier H , (b) shows a
suboptimal Gaussian random B, (c) shows an highly unideal resulting B from a
Fourier H , and (d) shows a more ideal B from a Gaussian random H .

5.4 Estimation From Correlated Speckle Realizations

The majority of the methods for observing multiple speckle realizations presented

in Section 5.2 produce some correlation structure between the measurements. For

the non-static case the correlation length is determined by the bandwidth of the

vibrations generating the random phase of the object. In the case of misalignment,

the angular discrepancy determines the bandwidth of self-consistency. In the case

of true speckle, arising from surface roughness, the bandwidth of self-consistency is
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Figure 5.2: SVD comparison for a FourierH , solid lines, and a random GaussianH
shown in Fig. 5.1, dashed lines. The amplitude variations of the random matrix lead
to better conditioning until the coherence level reaches 2.1GHz, one fifth of the total
bandwidth for this example. The special case of independent speckle realizations is
denoted as 0Corr in the legend.

determined by the standard deviation of the surface height. All of these correlations

can be introduced in the same manner into the measurement model, so for the rest

of this section we will neglect the true cause of the multiple speckle realizations and

only deal with the degree of correlation between measurements introduced.

In contrast with the previous section, the corresponding pixels between different

object realizations now exhibit a covariance structure such that

E
”

xCpk,jqx
:

Cpl,jq

ı

“ qpk,lqfj (5.37)

with qpk,lq having a maximum value of 1 at k “ l. The set of the combinations of

correlations for k and l can be expressed by the matrix Q. Correlation matrices have

a special property that they may be decomposed into a product of an upper and

lower triangular matrix by the Cholesky decomposition [102] such that

Q “ LLT (5.38)
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Figure 5.3: A comparison of imaging performance for a Fourier H and a Gaussian
random H shown in Fig. 5.1 for the independent speckle realization case (b) and
(c), and the case of .7GHz bandwidth of correlation between measured objects (d)
and (e). (f) shows a zoomed in region of (d) to show the peak broadening from the
more ill-conditioned Fourier estimation.
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where L is lower triangular.1 Utilizing this correlation structure, we can express the

object set for the physical model, rxC , in terms of a completely uncorrelated object

set as in the previous section, rxI , with

rxC “ rLrxI (5.39)

rL “ pLb Iq . (5.40)

This allows for the same stretched measurement matrix ĂH to be applied in conjunc-

tion with rL to create a linear measurement of an object from which we have the

same intuitive understanding of the relationship of its variance and the underlying

scattering density f

g “ ĂH rLrxI (5.41)

g „ CN
´

0,ĂH rLrL:ĂH:
¯

(5.42)

´

ĂH rLrL:ĂH:
¯

pi,lq
“ qpi,lqhpi,¨qΣxh

:

pl,¨q. (5.43)

The properties of L immediately allow the special cases of fully-correlated measure-

ments presented in [20] and the fully-uncorrelated case of the previous section to be

preserved. In the case of fully-correlated observations, lp1,¨q “ 1 and lpk‰1,¨q “ 0.

This leads to an rLp1:M,1:NqFC “ repmatrINˆN ,M, 1s, and a product

ĂH rLFC “

»

—

—

—

—

—

–

hp1,¨q 01ˆN 01ˆN ¨ ¨ ¨ 01ˆN

hp2,¨q 01ˆN 01ˆN ¨ ¨ ¨ 01ˆN

hp3,¨q 01ˆN 01ˆN ¨ ¨ ¨ 01ˆN
...

...
...

. . .
...

hpM,¨q 01ˆN 01ˆN ¨ ¨ ¨ 01ˆN

fi

ffi

ffi

ffi

ffi

ffi

fl

. (5.44)

This product only operates on one sub-object of rxI , so the other sub-objects can

be discarded and we are left with the problem g “ Hx from [20]. On the other

1 Strictly speaking, physical processes will have a correlation structure that is infinite in space,
time, etc. This makes describing them by a positive semidefinite correlation matrix impossible. To
overcome this we use an approximation of a truncated autocorrelation process as in [103].
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hand, if the measurements are completely uncorrelated, then L “ IMˆM and rLUC “

IMNˆMN , and ĂH rLUC “ ĂH yielding exactly the measurement form of the previous

section. Any other valid form of rL will leave a lower triangular-like structure

D:
“ ĂH rL “

»

—

—

—

—

—

–

lp1,1qhp1,¨q 01ˆN 01ˆN ¨ ¨ ¨ 01ˆN

lp2,1qhp2,¨q lp2,2qhp2,¨q 01ˆN ¨ ¨ ¨ 01ˆN

lp3,1qhp3,¨q lp3,2qhp3,¨q lp3,3qhp3,¨q ¨ ¨ ¨ 01ˆN
...

...
...

. . .
...

lpM,1qhpM,¨q lpM,2qhpM,¨q lpM,3qhpM,¨q ¨ ¨ ¨ lpM,MqhpM,¨q

fi

ffi

ffi

ffi

ffi

ffi

fl

. (5.45)

The estimation process for the general case follows the same steps as in the two

special cases. First, g is backpropagated using an operator based off of ĂH and

rL to obtain r̂x. Then a naive approximation of the scattering density is obtained

by taking the magnitude squared of the backpropagated measurement and summing

corresponding voxels. Finally, a linear relationship between the underlying scattering

density and the naive approximation is obtained. Mathematically, this procedure is

r̂xI “ rL:ĂH:
´

ĂH rLrL:ĂH:
¯´1

g (5.46)

“D
`

Q ˝HH:
˘´1

g (5.47)

“DTg (5.48)

yk “
M
ÿ

j“1

ˇ

ˇdpk`Npj´1q,¨qTg
ˇ

ˇ

2
(5.49)

“

M
ÿ

j“1

«

dpk`Npj´1q,¨q

«

M
ÿ

i“1

tp¨,iqgi

ff«

M
ÿ

l“1

g:l t
:

p¨,lq

ff

d:
pk`Npj´1q,¨q

ff

(5.50)

“

M
ÿ

i,j,l

dpk`Npj´1q,¨qtp¨,iqgig
:

l t
:

p¨,lqd
:

pk`Npj´1q,¨q (5.51)

E ryks “
M
ÿ

i,j,l

dpk`Npj´1q,¨qtp¨,iqE
”

gig
:

l

ı

t:
p¨,lqd

:

pk`Npj´1q,¨q (5.52)

“

M
ÿ

i,j,l

dpk`Npj´1q,¨qtp¨,iqqpi,lqhpi,¨qΣxh
:

pl,¨qt
:

p¨,lqd
:

pk`Npj´1q,¨q (5.53)
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“

M
ÿ

i,j,l

dpk`Npj´1q,¨qtp¨,iqqpi,lq

N
ÿ

p“1

hpi,pqh
:

pl,pqfpt
:

p¨,lqd
:

pk`Npj´1q,¨q (5.54)

“

N
ÿ

p

fp

M
ÿ

i,j,l

dpk`Npj´1q,¨qtp¨,iqqpi,lqhpi,pqh
:

pl,pqt
:

p¨,lqd
:

pk`Npj´1q,¨q (5.55)

“

N
ÿ

p“1

fpbpk,pq (5.56)

Erys “ Bf . (5.57)

This matrix B for the general case does not have as intuitive a form as the

special cases do. This makes it difficult to know when the designer should begin

designing for overall column independence and column intensity independence. Ob-

serving the SVDs for the same 1D imaging scenario as in the previous section for

varying row correlations, correlation in measurement frequency, can provide the nec-

essary information. Fig. 5.2 shows the change in SVD for different correlation levels

for the Gaussian random matrix and a Fourier sampling matrix. Not until 2.1GHz

of correlation bandwidth, one fifth of the total BW, is obtained does the optimal

conditioning of the Fourier H begin to outweigh the amplitude incoherence of the

Gaussian random matrix. An example imaging problem using the Fourier and Gaus-

sian random matrices is demonstrated in Fig. 5.3 (d), (e), and (f). Better imaging is

once again attained by the Gaussian random matrix since it is better able to obtain

the support of the object.

5.5 Diffuse Imaging with the MetaImager

The MetaImager [104, 22] is an imager that measures a sequential set of spatial

modes indexed by carrier frequency. This creates a single pixel-like compressive

modality. Since modes used to image cross-range are indexed on the carrier frequency,

range+cross-range imaging becomes inherently a compressive imaging problem. The
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details of how to simulate an antenna capable of imaging in this fashion are presented

in detail in [22]. For a basic overview, see Appendix B. In this section, we will discuss

simulation results for a 2D MetaImager imaging in 2D (cross-range+cross-range)

mode. We will also discuss experimental results for a 1D MetaImager imaging in 2D

(range+cross-range) mode.

The cause of multiple speckle realizations can be two fold in the MetaImager. The

first can be caused by the wide-bandwidth of illumination. As discussed in Section

5.2, wide-bandwidth can yield multiple random phasor sums for rough surfaces. The

second cause is object motion. As in [101], a moving object can cause random phases

to be aggregated over the course of a measurement. In the case of the MetaImager,

however, the sequential acquisition exacerbates this situation such that different

speckle realizations are observed for each measurement if the scene is non-static.

The first simulated scenario is for independent speckle realizations measured by

a 2D (cross-range+cross-range) MetaImager with modes distributed as randomly

as possible throughout the scene. As we have seen in the previous section, modes

with random amplitude are good for imaging multiple speckle realizations. The

measurements consist of 100 frequency steps and 5 different feeds to the antenna.

Based off of the antenna configuration (see Appendix B), feeding the antenna from

multiple locations yields different radiated modes. This creates 500 sensing modes.

The simulated aperture was 20cm by 20cm, creating an angular resolution of roughly

3deg at 27GHz. The scene was assumed to be contained in a field-of-view of +/-

24deg, creating a 16 by 16 grid over which the object was to be reconstructed.

Therefore, classically speaking this scene would be two times over sampled, and even

the most naive of reconstruction techniques would recover the object well.

The results of this imaging scenario are shown in Fig. 5.4 (b) and (c). Recon-

struction from modeling the measurements as g “ Hf and inverting fail to create

any focusing of the energy since each of the measurements are sensing their own
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random phase. In contrast, backpropagating the measurements and assuming the

model y “ Bf allows for focusing of the energy in the right location. The estimate

is still noisy since the solution assumes that y “ Erys, but is far superior to the

naive reconstruction.

The simulation was then extended to include finite correlations between the ob-

served objects. Since a static object was assumed, the correlations between ob-

servations at the same frequency for the multiple feeds were assumed to be unity.

This creates a tiling of the matrix Q. The results for a correlation bandwidth of

2GHz FWHM are shown in Fig. 5.4 (d), (e), and (f). (d) assumes the g “ Hf

observation model and again shows inferior performance to the y “ Bf model

shown in (e) and (f). The performance of the g “ Hf is much improved over

the completely independent case, however, since some of the measurements are now

phase consistent. The coherent estimation in (d) obtains a root mean squared error

(RMSE “
b

1{M
řM
m“1pf ´ f̂q

2) of 266. (e) reconstructs the scene assuming no co-

herence between the measurements as in (c), while (f) uses the general case partially

coherent model. (e) obtains an RMSE of 169, while (f) obtains a slightly improved

RMSE of 126.

Since the model for completely independent speckle realizations is much simpler

to compute it is tempting to want to use it all the time given its near equivalent

performance to the general partially coherent model estimation in the simulations.

This is a bit of a trap, however, if axial resolution is necessary for the imaging appli-

cation. The completely independent realization model computes y by propagating

each measurement independently and then takes the magnitude squared of the re-

sult. This throws away any coherent phase information. While the angular amplitude

variations in the field may be sufficient to recover a lateral scene, no coherent phase

will make axial imaging a highly ill-posed problem. That being said, the penalty for
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Figure 5.4: A comparison of simulated diffuse imaging using a 2D MetaImager. (b)
& (c) assume independent speckle realizations are measured by each measurement,
with (b) assuming model g “ Hf and (c) assuming y “ Bf . The incoherent B
based reconstruction is clearly superior. (d), (e), & (f) assume a rough surface that
allows for a 2GHz FWHM correlation between the measurements over the 18-27GHz
bandwidth. Here the coherent H based reconstruction allows for some focusing, but
is still far inferior to the incoherent methods. (e) reconstructs the scene assuming
no coherence between the measurements as in (c), while (f) uses the general case
partially coherent model. Both (e) and (f) greatly outperform (d), with (f) achieving
the best numerical performance (RMSE=266 for (d) vs. RMSE=169 for (e) vs.
RMSE=126 for (f)).
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over-estimating the amount of coherent bandwidth the interrogated scene can toler-

ate is clearly much greater than the penalty for underestimating, and the operator

should only build as much coherent bandwidth into the estimation procedure as is

necessary for the axial resolution required.

5.6 Diffuse Motion Experiment

An experimental data demonstration of diffuse estimation with the MetaImager was

completed by moving a point target through a scene with an acquisition time of

2.5fps. The target was moved by a simple pulley system via a string. Since the

target was not on a stable track, but rather on a string only fixed at its end points,

the target was free to move in all directions at any time as it was being pulled

through the scene. As the target bounces along the string, its subresolution changes

in position generate multiple random phases within the acquisition time. If enough

random phases are added the target becomes effectively diffuse. This diffusivity will

create estimation problems as shown throughout this section.

The experimental setup is shown in Fig. 5.5. The room is a home built anechoic

chamber with dimensions equal to 12ft wide by 12 ft long by 8 feet tall. The floor and

walls are padded with anechoic foam, and the ceiling is left open. A bandwidth of

18-27GHz was sampled 201 times with an aperture generating random modes. The

assumed field of view was ˘15deg with a resolution of 1deg. The range was taken

to be between 1 and 4m at a range resolution of 3cm. This creates a compressive

sampling scenario where the scene is undersampled by a factor of 17. The H and

B matrices for the experiment can be seen in Fig. 5.6(a) and (b). Results from

estimating a troublesome frame are shown in Fig. 5.6(c) and (d). The speckle has

caused the estimate from the coherent H model to be inaccurate. The same frame

estimated by the B model with an assumed coherence of ˘1GHz reconstructs a

single point at the true target location. The results become more staggering for a
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12ft

12ft

8ft

Figure 5.5: The chamber and pulley setup for the experiment. The chamber is
12ft by 12 ft by 8ft. The imager sits out of the page and radiates into the chamber.

suboptimally regularized solution to the l1 minimization problem. The result from

Fig. 5.6(c) has the regularization turned up to the point where only the strongest

point is selected in each reconstruction. Fig. 5.6(e) and (f) show the same frame

with regularization reduced by a factor of 4000. Accurate estimation with reduced

regularization is critical for estimating more densely populated scenes. With the

regularization reduced, the random nature of the phase corrupts the estimate from

the coherent model drastically. In comparison, even with reduced regularization the

incoherent model accurately estimates the true point location.

5.7 Conclusion

In this chapter we have investigated estimating second order statistics of the mea-

sured field to better estimate underlying scattering densities of objects from all kinds

of phase corruptions. A new design metric has been established for coherent sensing

matrices. The best matrices for imaging diffuse scenes which vary with measurement

are not those which contain the most orthogonal columns, but those which contain

the most amplitude orthogonal columns. Estimating diffuse scenes using second order
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Figure 5.6: A sampling of a movie reconstruction of a point source moving through
an anechoic chamber as in Fig. 5.5. (a) and (b) 1 depict 1 range bin’s H and B
respectively. The resulting image for one instance in time is shown in (c) and (d)
for optimal regularization of the H and B matrices respectively. The corresponding
reconstructions for a regularization parameter reduced by a factor of 4000 are shown
in (e) and (f). The true position of the target is denoted by a red arrow in (c)-(e).
The true postion was estimated by the trajectory of the point in subsequent frames
of the B estimated movie.
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statistics has been shown to be far superior for the MetaImager for both correlated

and uncorrelated speckle realizations in both simulation and experiment.
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Appendix A

First Born Approximation Scattering Model

In order to create optimized sensing geometries and processing schemes for imaging

of coherent fields, we must first define how measurements are structured in terms of

the most fundamental of parameters. The main chapters assume this as background

knowledge, but we present a brief discussion here for the reader that may be new to

the field of coherent sensing. Suppose we have a point source radiating out to the

surface of a network which matches the source to a field in some reference plane.

In radar this is often the face of a horn and in optics this is often the focal plane

of a lens [4, 3]. Both of these cases will henceforth be referred to as “antennas”.

The field in the reference plane is given by the antenna impulse response TTX . From

Helmholtz equation for a scalar field in free space, we can calculate the propagator

from a field on a boundary to any other point in a sourceless volume [105]. Using

this, we calculate the field at the scene, U0TXprq as

U0TXprq “

ż

S

TTXpr
1
q
B

Bz
Gpr, r1qdr1 (A.1)

Gpr, r1q “
exp pjk0|r ´ r

1|q

4π|r ´ r1|
(A.2)
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where k0 is the wavenumber of free space, r “ px, y, zq, and G is the solution for the

impulse response of free space for a source (the B

Bz
converts the source propagator to

a field propagator assuming z as the axis of propagation). In the plane of integration

we assume z “ 0 for simplicity without loss of generality. If we assume the scene is a

weak perturbation on the interrogating field, we may then derive a simple scattering

model if we assume the scattering density is a function of this perturbation. The

following is a brief summary of the scattering theory of [2]. From Helmholtz equation

∇2Uprq ` kprq2Uprq “ 0 (A.3)

kprq “ k0nprq (A.4)

∇2Uprq ` k2
0Uprq “ ´k

2
0

“

nprq2 ´ 1
‰

Uprq (A.5)

where we have modeled the field perturbation as a change in refractive index as a

function of space. Since the total field Uprq “ U0TXprq`Usprq, and the driving field

U0TXprq must obey the source free Helmholtz equation

∇2U0TXprq ` k
2
0U0TXprq “ 0 (A.6)

then substituting (A.6) into (A.5) and lumping the terms that multiply Uprq on

the right side of (A.5) into fprq, the scattering density we wish to estimate, the

Helmholtz equation for the the scattered field is

∇2Usprq ` k
2
0Usprq “ ´fprqUprq. (A.7)

Using the same Green’s function solution to the scalar Helmholtz equation as in

(A.2) we may write the full solution to (A.7) as

Usprq “

ż

V

Gpr, r1qfpr1qUpr1qdr1. (A.8)

If we assume the total field is weakly perturbed by the scatter field then the above

integral can be rewritten as

Usprq “

ż

V

Gpr, r1qfpr1qU0TXpr
1
qdr1. (A.9)
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and we have a good approximation of the field scattered back to the receiver in what

is known as the first Born approximation [2]. Assuming that the field propagates

into an antenna using the same transfer function that propagates the field out of an

antenna the measurement is

g “

ż

S

TRXprq

ż

V

Gpr, r1qfpr1q

ż

S

TTXpr
2
q
B

Bz1
Gpr1, r2qdr2dr1dr. (A.10)

While this expression is nearly exact, the only approximations being a scalar in-

terrogation field and the first Born approximation, it would be more satisfying to

further reduce the expression to a more easily manipulated form. If Gpr, r1q “

exprjk0p|r ´ r
1|qs{|r ´ r1| observation of the difference between the field propagator

B

Bz
G and the source propagator G yields the relation

B

Bz
Gpr, r1q “

z

|r ´ r1|

ˆ

jk0 ´
1

|r ´ r1|

˙

Gpr, r1q. (A.11)

As |r´r1| becomes large and if z´ ą |r´r1|, i.e. the field-of-view is kept small, the

expression can be greatly simplified to the following proportionality

g9

ż

V

U0TXprqU0RXprqfprqdr (A.12)

where we can change the proportionality into an equality if we change the units of f .

The set of linear measurements necessary to accurately estimate a dense image f can

be generated using a different impulse response TRX or TTX for each measurement

necessary to estimate f . The methods for generating different T , independent of

changing the antennas themselves, are either moving the antenna, or changing the

driving frequency. Both are generally used.
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Appendix B

MetaImager Field Patterns and Optimization

The MetaImager [22, 104] is a device that images a scene by use of patterned radi-

ating metamaterial elements on top of a guiding structure. This creates an antenna

that has a radiation pattern that varies with wavelength. The advantage of such

an imager is that it requires no moving parts and a single detector. The disad-

vantage is that since the range information that is usually encoded by wavelength

in coherent imaging schemes is also encoding cross-range, the system is definitively

underdetermined. Given the underdetermined nature of the measurement set, fully-

understanding what creates the measurements and how to optimize them becomes

paramount to quality imaging. In this appendix, we first explain the motivation for

the MetaImager, then we explain how fields are generated in a single scattering ap-

proximation, and finally we discuss a simple method for optimizing the measurement

set and provide initial results for an optimization of the presented type.
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B.1 Motivation

B.1.1 The Leaky-Wave Antenna

A leaky-wave antenna is an antenna that couples a guided mode out to free space

through mode matching of a fast guided wave to its free-space counterpart. An in

depth discussion of leaky wave antennas is discussed in [106], and summarized here.

If we assume the waveguide supports a fast-wave (εr ă 1), then if the antenna has a

slot cut in the waveguide, the wave will mode-match to free-space according to the

free-space dispersion relation and the conservation of transverse wavenumber.

kfsx pωq “ kwg0 pωq “
?
εrk

fs
0 pωq (B.1)

kfsz pωq “

c

´

kfs0 pωq
¯2

´

´

?
εrk

fs
0 pωq

¯2

(B.2)

θ “ tan´1

ˆ

kfsz pωq

kfsx pωq

˙

“ tan´1

¨

˚

˚

˝

c

´

kfs0 pωq
¯2

´

´

?
εrk

fs
0 pωq

¯2

?
εrk

fs
0

˛

‹

‹

‚

“ tan´1

ˆ

c

1´ εr
εr

˙

(B.3)

In the above we are assuming that the plane of interest is the px, zq plane, and the

antenna lies on the x-axis. The terms fs and wg refer to free-space and waveguide

respectively. θ is the angle from the x-axis to the direction of a main beam. If we take

the guiding structure to be a simple rectangular waveguide, the relative permittivity

can be taken to be [107]

εr “
´

kfs0

¯2

´

´π

a

¯2

(B.4)

where a the width of the waveguide. From the dispersion of the waveguide we can

clearly see that as kfs0 pωq tends to infinity εr tends to zero and the beam endfires.
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As kfs0 pωq tends to π{a εr tends to infinity and the beam fires at broadside. This

steered beam could be used for imaging, but the imager would suffer severe field

of view restrictions. First, half of the field of view is removed since the structure

does not support a backward propagating wave. Also, as kfs0 pωq grows, the waveg-

uide begins to support modes other than the dominant TE10 mode, and as kfs0 pωq

approaches π{a the waveguide approaches cutoff. To overcome these limitations, a

slow-wave supporting structure using microstrip lines instead of waveguides has been

introduced.

If we introduce a periodic boundary on the surface of a microstrip transmission

line, the Fourier expansion of the boundary yields supported waves of the type

kwgx npωq “ kwgx 0pωq `
2πn

p
(B.5)

where p is the period of the boundary and n is the order of the diffracted mode in the

transmission line. In order to have only one beam match to free-space the conditions

that ´kwgx 0pωq ď kwgx ´1pωq ď kwgx 0pωq@ wavelengths and ´kwgx 0pωq ě ´kwgx ´2pωq.

These conditions simply mean that the negative-first order diffracted wave must be

a fast wave, and all other orders must be slow waves such that there exists only one

diffracted beam. The beam then is diffracted according to the same conservation of

transverse wavenumber principle as in the fast wave continuous boundary case. This

method is limited as well, because the beam conditions are only met for very high

εr which must be greater than or equal to 9 [106]. Even then the beam is diffracted

across the entire space with only a fractional bandwidth of `
´

25% limiting the ranging

capabilities. We could allow more freedom by allowing for multiple diffracted orders,

but this would create an ill-conditioned convolution code. We would rather be able

to use the leaky-wave antenna in conjunction with a more arbitrary array-factor.
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B.1.2 Dipole Array Factors

Complex beam patterns can be created from combinations of simple antennas. The

simplest of antenna combinations would be the two dipole-antenna configuration as

defined in [106]. The two dipoles have radiation patterns proportional to

Epr, ri;ωq9
exp

“

´j ω
c
|r ´ ri|

‰

cos θi

|r ´ ri|
(B.6)

where ri is the location of the ith and θi is the angle to the field point from the source

dipole as measured from the axis perpendicular to the dipole axis. If the dipoles are

separated by a distance d perpendicular to their axes aligned in the same direction,

and have a phase separation η provided by unspecified means, then by simple first

order Taylor expansions [106] the solution for the antenna pattern is broken into two

parts. One is the antenna pattern of a dipole centerered at r “ 0, and the other is

the so called array factor, AF , which is calculated to be

AF “ 2 cos

„

1

2
cos θ ` η



. (B.7)

Not all array factors are as easily calculable as this, but the principle of treating

an array of closely separated dipoles as a single element is a key factor in antenna

design and is paramount in the design that we present in the following section. If

we would like to design more complicated beam patterns to create optimal scene

measurements, whether it be for estimation in a linear framework as in [24], in a

compressive framework as in [8], or for classification as in [10] we must change the

array factor in an optimized way.

B.2 The Metamaterial Antenna

B.2.1 A Model for the Fields

We would like to be able to have a customizable array factor by means similar to that

in the leaky-wave antenna: where instead of having to use complicated circuitry to
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adjust the amplitude and phase between elements in the array, we simply change the

frequency and the array changes. In the simplest of approximations we can think of

the leaky-wave antenna with a periodic boundary as an array with array factor only

determined from the phase due the separation of the slots. It would not be hard to

imagine a scenario where instead of patterning the transmission line with holes, the

transmission line was patterned with elements that changed the complex amplitude

of the radiated field from each position along the line. Furthermore, if those elements

were resonant, the array factor would drastically change with frequency.

The element we are looking for to provide the frequency dispersive radiation

along a transmission line is a complementary metamaterial [108, 109]. Specifically,

the complementary electric-inductor-capacitor (cELC) circuit is able to couple to the

magnetic field in the transmission line and radiate as a magnetic dipole. The mag-

netic dipole has a field amplitude dominated by the proportionality expp´jkpωqrq{r

just as the electric dipoles modeled in the previous section did [110]. Modeling the

field from each resonator as proportional to the complex amplitude of the complex

Lorentzian times the complex amplitude of the field at that resonators’ position, the

field from the antenna is given by the proportionality

Epr, φ; fq9
N
ÿ

n“1

»

–exp
”

´i
ω

c
ntxn

ı exp
”

´iω
c

a

pr cospφqq2 ` pxn ´ r sinpφqq2
ı

a

pr cospφqq2 ` pxn ´ r sinpφqq2
An

fi

fl

(B.8)

where nt is the index of the line, f is the frequency of the radiation, xn is the position

on the x-axis of the nth resonator, φ is the angle from antenna broadside, and An is

the amplitude of the complex Lorentzian of the nth resonator at the driving frequency.

Anpωq “ ´
Fω2

ω2 ´ ω2
0,n ` jωγn

(B.9)

F is the coupling coefficient of the resonator, ω0,n is its resonant frequency, and γn
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is its loss factor. The rest of this chapter assumes imaging will occur at one range

which lies in the far field so we ignore the 1{r dependence. To extend the idea

to a 2D aperture, the linear phase term in xn becomes a Hankel function in terms

of the distance from a feed point ρn where the feed point may be from any point

in the aperture [22]. Multiple feed points can be used to increase mode diversity,

since the exciting Hankel function will be different for different frequencies and feed

locations. Using equations (A.12) and (B.8), and assuming the same antenna is

used for transmission and reception, we can define the elements of the measurement

matrix

Hpq “ rEpr, φq;ωqqs
2. (B.10)

B.2.2 A Simple Optimization of the Measurement Matrix

As in Chapter 2, we would like a widely distributed code with a flat SVD to optimize

the measurement matrix for sparse approximation. To achieve this flatter spectrum

we might use a simple gradient descent to move toward an arrangement of dipoles

that is more ideal.

H “ USV T (B.11)

Hideal “ S1U

ˆ

S

S1

`

ˆ

diag

ˆ

κ

ˆ

1{2´ diag

ˆ

S

S1

˙˙˙˙˙

V T (B.12)

dH “Hideal ´H (B.13)

BH “ JBX (B.14)

BX “ pJTJ ` λIq´1JTBH (B.15)

X “ txnu is the set of resonator positions, κ is a parameter that sets the step size,

S1 is the first singular value, and J is the Jacobian matrix of partial derivatives of

H in terms of X. The mixed partials are defined by

Jmn “
BHm

Bxn
(B.16)
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BHm

Bxn
“
BHpq

Bxn
(B.17)

m “ sizepH, 1q ˚ pq ´ 1q ` p (B.18)

BHpq

Bxn
“ 2Epφ;ωp, rqAn...

ˆ

”

´j
ωp
c
nt exp

”

´j
ωp
c
ntxn

ı

exp
”

´j
ωp
c

a

pr cospφqq2 ` pxn ´ r sinpφqq2
ı

` ...

j
ωp
c

«

2pxn ´ r sinpφqq

2
a

pr cospφqq2 ` pxn ´ r sinpφqq2

ff

ˆ ...

exp
”

´j
ωp
c
ntxn

ı

exp
”

´j
ωp
c

a

pr cospφqq2 ` pxn ´ r sinpφqq2
ıı

. (B.19)

To improve the matrix, the optimization can be repeated until convergence is achieved.

Design restrictions enforce a minimum separation between elements, so after the last

estimation step the elements must be moved such that they obey that design con-

straint.

To observe the effectiveness of optimization on the model the method was per-

formed on a random configuration of resonator positions and resonant frequencies

for an operating frequency of 20 to 25 GHz and a minimum separation of 2.5 mm

on a substrate with index of refraction nt “ 2.2. The initial matrix, final matrix,

and plots of the SVDs for each iteration are shown in Fig. B.1. The spectra im-

prove with each iteration in a smooth fashion until the final iteration where the hard

threshold is performed to impose the minimum distance constraint. When this hap-

pens, the strongest singular values were weakened slightly, while the midband was

strengthened, gaining over the random initialization by approximately a factor of

two.
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Figure B.1: An initial MetaImager sensing matrix (a), a MetaImager sensing ma-
trix after shifting resonator postions for 30 iterations of gradient descent (b), and
the singular value decompositions of the two matrices (c).
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