The Beginnings of Expertise for Ballads

DAVID C. RUBIN
WANDA T. WALLACE
BARBARA C. HOUSTON

Duke University

To study the beginning stages of expertise, 14 students, who were inexperienced with ballads, heard and recalled a series of 5 ballads over the course of 5 weeks. Compared with their first recall of the first ballad, their first recall of the fifth ballad had one and a half times as many words, two times as many rhyming words, and three times as much line structure evident in the written recall protocols. Compared with novices, the 14 beginning experts more often filled in blank spaces in novel ballads with words of the correct number of syllables and more often chose the original stanza of a novel ballad that was paired with a changed version of the stanza. The beginning experts were also able to compose, in 20 min, ballads about two thirds as long as the 10-stanza ballads they learned. Thirty characteristics were identified in the set of the five learned ballads. The ballads composed by the beginning experts used over half of these. The beginning experts also explicitly stated about one quarter of these 30 characteristics, but there was no statistical relationship between the characteristics used and the characteristics stated. Memory expertise is viewed as a pervasive aspect of cognition in which people make use of a variety of regularities in the material to be learned.

In 1949, Harlow, reviewing this work on repeated choice tasks with monkeys and children, noted that

The variety of learning situations that play an important role in determining our basic personality characteristics and in changing some of us into thinking animals are repeated many times in similar form. The behavior of the human being is not to be understood in terms of the results of single learning situations but rather in terms of changes which are affected through multiple, though comparable, learning problems... This learning to learn transforms the organism from a creature that adapts to a changing environment by trial and error to one that adapts by seeming hypothesis and insight. (p. 51)

All reported effects are significant at the .05 level unless otherwise noted.

We wish to thank John Bransford, Arnold Glass, Keith Holyoak and Ian Hunter for their comments, the two professional singers, Margaret and Wayne Martin, and above all, the students for their help. Support was provided by NSF grants number BNS-8410124 and number BNS-9010174.

Correspondence and requests for reprints should be sent to David C. Rubin, Department of Experimental Psychology, Duke University, Durham, NC 27708-0086.
Research on human memory has concentrated on "the results of single learning situations," but not exclusively. The problem of memory expertise has had a small but long and continuous history in mainstream memory research. Ericsson (1985), for example, reviewed studies of highly skilled memory experts by Binet from 1884, Mueller from 1917, Bousfield and Barry from 1933, Luria from 1968, Hunt and Love from 1972, Chase and Simon from 1973, Hunter from 1977, and Ericsson and Polson from 1984. Other studies have been added to the literature since the Ericsson article was published (Holding, 1985; Intons-Peterson & Smyth, 1987; Noice, 1991, 1992; Thompson et al., 1991). Similarly, Neisser (1982) reprinted several articles on memory experts. In the last two decades the detailed investigation into possible mechanisms that allow expertise has expanded, including studies in which single subjects were trained to high levels of expertise (Chase & Ericsson, 1981; Ericsson & Harris, 1990; Staszewski, 1989). The basic assumptions and findings of this research effort that are relevant to this study follow.

Memory expertise is not a rare or aberrant phenomenon to be added to a museum of memory marvels, but a common, normal result of routine cognitive processes (e.g., James, 1890; Neisser, 1982). Everyone is a memory expert in many tasks and domains. We are in awe of memory expertise only when it occurs for unusual tasks and domains, ignoring the more common occurrences.

Memory expertise is limited to specific tasks, domains, and genres (e.g., Glaser & Chi, 1988). It is a specific set of skills, not a general ability to remember all materials or perform all memory tasks. For instance, Harlow's (1949) monkeys trained to be experts on novel choice tasks needed additional training to become experts on reversal-learning choice tasks. Although people vary in their general interests and abilities in ways that contribute to expertise (Ackerman, 1987; Hunter, 1990; Luria, 1968), the largest component of expertise is due to specific skills, not general faculties (see Singley & Anderson, 1989, for a history of the early psychological and philosophical debate on this general issue). A large digit span does not imply a large consonant span (Chase & Ericsson, 1981), and the ability to recall the location of pieces from a chess game (Chase & Simon, 1973) or cards from a bridge hand (Engle & Bukstel, 1978) does not imply a large digit span or even a good memory for randomly arranged chess pieces or playing cards.

Memory expertise in any domain requires a large body of knowledge, even though the knowledge need not always be explicitly statable or usable in tasks different from those usually performed (Smith, 1990). Moreover, the knowledge needs to be organized in a way that allows rapid use for the expert task. In particular, expertise involves the ability to grasp organized, domain-specific stimuli quickly. A chess expert can remember a chess board that has been exposed for only seconds (Chase & Simon, 1973). For the work that follows here, the speed needs to be sufficient to allow the use of structures in complex auditory stimuli presented in real time.
Using their knowledge, memory experts organize the stimuli presented to them to a greater extent and in different ways than novices. This is often summarized as experts find "meaningful" patterns whereas novices do not. But as will be shown here, meaningful must be taken to mean task-(Morris, Bransford, & Franks, 1977) and stimulus-appropriate (Rubin, 1985) rather than deep or semantic.

Memory expertise requires practice, but formal teaching is not needed. Motivated subjects can acquire the skills through trial and error attempts, much like Harlow's (1949) monkeys. This is important for the generality of the studies presented here, because in many domains, including most oral traditions, there is no formal training beyond such repetition (Rubin, 1988b).

Like Harlow (1949), we wanted to see how learning a set of related, but different, stimuli affected the learning of new stimuli. Oral tradition ballads were chosen as the domain to investigate for at least three reasons. First, novices can be selected based on criteria other than the desire to become expert ballad singers. People are often drawn to their domain of expertise by individual differences in ability or motivation (Hunter, 1990). Cross-sectional studies that compare existing experts to a sample of randomly assigned novices confound differences in ability and motivation between the two groups that existed prior to the development of expertise with what was learned while becoming an expert. In contrast, a longitudinal study in which subjects are selected without regard for ability or motivation can assess learning effects unconfounded by these factors. Because progress can be shown in a few trials, it is possible to use a group of subjects instead of just one individual as is common in most longitudinal studies of the development of expertise (Chase & Ericsson, 1981; Ericsson & Harris, 1990; Staszewski, 1989; for an exception, see Schoenfeld & Herrmann, 1982).

Second, ballads have been handed down for centuries with remarkable stability, and something is known about the causes of this stability (Wallace, 1991, 1992; Wallace & Rubin, 1988a, 1988b, 1991). In particular, ballads are a highly structured stimulus domain with many different characteristics that play individual and interacting roles in making ballads easy for those who are experts in the genre to learn and remember (Wallace & Rubin, 1991). The characteristics are valuable for encoding, retrieval, and informed guessing. The characteristics chunk and link words to lines and stanzas as well as linking stanzas to ballads as a whole. For instance, the rhythm provides a clue about how many syllables exist in a line, thereby letting the singer know when everything has been retrieved or when further search is necessary. End rhyme links the lines within a stanza. The music provides a marker for the beginning of the next stanza so that if one stanza is omitted or forgotten, the singer can skip to the beginning of the next stanza (Wallace, 1991, 1992). The story line provides an overall organization for the ballad. That is, there are many characteristics that have been specified and studied and that can operate simultaneously and in combination to produce a recall. In contrast,
most psychology experiments, including those where subjects learn more than one text (e.g., Thorndyke, 1977) concentrate on one form of organization, usually meaning.

Third, included among the characteristics of ballads are many that are of surface linguistic organization as opposed to meaning. It is common in the expertise literature to find that with increasing expertise there is less reliance on surface forms (Chi, Feltovich, & Glaser, 1981; Dee-Lucas & Larkin, 1988; Novick, 1988; Schoenfeld & Herrmann, 1982; Smith, 1990). In ballads, surface organization is important for memory, allowing a view based on surface versus deep or meaningful organization to be contrasted with one based on the regularities available (Rubin, Stolzfus, & Wall, 1991) or with transfer-appropriate processing (Morris et al., 1977). In particular, rhyme and rhythm are surface characteristics that can consistently aid chunking, cuing, and informed guessing in remembering ballads. Using these surface characteristics can be as task-appropriate for ballads as using an abstract theme. The literature on verbal memory distinguishes between linguistic surface and deep structures, whereas the literature on problem solving (Holyoak & Koh, 1987) distinguishes between surface (i.e., not causally relevant to a goal) and structural (i.e., causally relevant to a goal) similarity. The point being made here is that although rhyme and rhythm are surface in the linguistic sense of the word, they are not in the problem-solving sense.

METHOD

Subjects
Fourteen students took part in the expertise experiment. Thirteen students enrolled in introductory psychology courses served as control subjects for the cloze task to match the number of novice experts who finished that task. An additional 100 students served as control subjects for the choice task.

General Procedure
The data collected for this project were part of a laboratory course on expertise. During the 1st week of the course, a practice story was learned and a questionnaire on exposure to a sample of 29 ballads was completed to insure that none of the subjects knew any of the ballads to be learned or had expertise in ballad singing in general. The practice story was used to familiarize the subjects with the procedure and apparatus was "The son who tried to outwit his father" (Bartlett, 1932).

During each of the next 5 weeks of the course, one ballad was learned. For the next 2 weeks, an assortment of tasks assessed the subjects' knowledge of ballad structures. The subjects then analyzed, individually and as a group, the data they had produced.
Learning Sessions

Materials. Five traditional ballads were chosen from the Brown collection (White, 1952). The ballads followed by their number in the Brown, and in the Child (1882–1898) collections when applicable, are: Lord Thomas and Fair Annet (Brown 19M, Child 73), The Girl I Left Behind (Brown 145B), Earl Brand, now more commonly known as Sweet William and Fair Annet (Brown 3B, Child 7), The Lexington Murder (Brown 65A), and James Harris, now more commonly known as The House Carpenter (Brown 40A, Child 243). The ballads were chosen from the popular ballad set of Wallace and Rubin (1991) because they all had a similar story line. To provide ballads of approximately equal length, the 10 stanzas that best told the story were selected from each ballad. A few words of the original ballads were altered to change archaic or regional language. The ballads averaged 266 words each.

A master tape was made in a university recording studio by two professional singers who were familiar with the ballad tradition. The singers alternated reading the practice story so that subjects could become familiar with both voices. One singer performed the first and last ballads; the other performed the middle three ballads. From this master tape an experimental tape was made with the identical version of the sung ballad repeated five times with a 1-min rest interval between repetitions. Transcripts of the first and last ballads, as modified for this study, are listed in the Appendix.

Individual answer sheets were prepared for each learning session containing a subject number, date, and lined pages on which to record the recalls of that day's ballad and comments about the learning process.

Procedure. During the learning session for the practice story and for the five ballads, each subject heard a tape of the story or ballad once through headphones, recalled as much as possible in writing, heard the story or ballad repeated four more times, attempted a second recall, and then wrote any comments about "thoughts during the learning and recall." The procedure was described to the subjects who were instructed to recall the story or ballad as accurately as they could within a 15-min period, leaving blanks where they knew they had left out information. Subjects were asked to provide verbatim recall where possible. The singing of each ballad was between 3 and 4 min. The individual subject's recalls lasted between 3 and 10 min for the first recall of the ballad in each session and between 8 and 15 min for the second recall of the ballad. Thus, subjects were exposed to each ballad for about 18 min of singing, 3 min of rehearsal, and 18 min of recall. During the week following the learning sessions, a delayed recall was made of the ballads learned in the first and last sessions.

Half the subjects heard the ballads in the order listed in the Materials section, and the other half heard them in the reverse order. Thus, the ballad
learned in the first session by each half of the subjects was learned in the fifth (i.e., last) session by the other half of the subjects. Although the ballads learned in the intermediate sessions are as similar in structure and difficulty as we could find, direct quantitative comparisons among the intermediate and the first and last sessions are not possible.

Composition of a New Ballad
During the week following the last recalls, subjects were given two sheets of lined paper with the following typed instructions: “One way to test if you have learned the rules and structure of ballads is to have you generate a new one. Therefore, I would like you to try to make up a ballad that a critic would find difficult to pick out as yours if it were mixed among the set of five ballads you learned. Do not worry about overall length....” Twenty min were allowed for this task. Similar tasks have proved successful with traditional ballad singers (Wallace, 1991; Wallace & Rubin, 1988a) and with tests of undergraduates’ knowledge of other domains (Rubin & Kontis, 1983; Rubin et al., 1991). This task is a way of assessing subjects’ knowledge that excludes rote recall. To satisfy the request successfully, the subjects either had to modify one learned ballad using their knowledge of other ballads or combine aspects of more than one ballad in a way that produced a coherent whole, or apply generalized rules they had abstracted or in some other way go beyond the recall of one ballad.

Listing Rules
After a short break immediately following the composition task, subjects were given two additional sheets of lined paper with typed instructions: “Please record the rules, generalizations, or properties of the five ballads you learned.... Include comments on both the content and the structure.” Twenty min were allowed for this task. This task provides a comparison between the subjects’ conscious, explicit, “knowledge that” the learning ballads have certain properties and their “knowledge how” to compose a ballad, which was tested in the previous task.

The Cloze Procedure
The week following the generation and rule-listing tasks, the experimental subjects performed a cloze task and immediately after it a forced-choice task. Variants of three ballads, The House Carpenter (Brown 40A, Child 243), which was part of the learning set, Barbara Allen (Brown 27A, Child 84), and The Wreck of the Old '97 (Brown, 217A) (Wallace & Rubin, 1988b) were presented in stanza form, each on a separate sheet of paper. Starting with the third word, every fifth word was replaced with a blank of uniform length. The House Carpenter and Barbara Allen were each shortened to 10 stanzas. Seven of the 10 stanzas of The House Carpenter overlapped with the 10 used in the learning sessions.
One experimental subject was not present for this task, leaving 13 beginning experts. Data from 13 control subjects from introductory psychology courses were obtained. The two groups were matched on their preexperimental exposure to ballads as measured by a questionnaire. The cloze procedure was included to test whether the subjects' knowledge of ballads would let them choose words that would fit the constraints, thereby increasing their probability of guessing word choices.

The Choice Procedure
Ten ballads were selected from the same popular ballad set from which the learning ballads were drawn and each was reduced to 10 stanzas. Four of these ballads were among the five ballads of the learning set, two were of a similar theme but not among those in the learning set, and four were of different themes than the learning set. For each stanza in each ballad, 10 alternative versions were formed. Each alternative was intended to change only one feature of the ballad, but because we could not change just one factor without affecting others, and because only 14 expert subjects were available, we collapsed over the different changes in the analyses that follow. For each of the ten ballads, each change occurred once in each position from the first to the last stanza. The 10 changes were: (1) breaking the end rhyme scheme by substituting a synonym or inverting word order; (2) breaking the rhythm by substituting a synonym, or inverting word order; (3) breaking an alliteration by substituting a synonym; (4) negating the meaning of a line by introducing a no, not, or antonym; (5) selecting the same stanza from a different variant of the ballad that did not fit the style or poetics of the variant used; (6) introducing a vocabulary word that would not appear in a traditional ballad; (7) changing the four-line stanza structure to three or five lines by dropping or repeating a line; (8) replacing a line with an equal number of syllables of repeated tra la la's; (9) running the meaning of one line onto the next (enjambement) by breaking a line at a different place; and (10) reordering the lines.

Subjects were presented with 10 sheets of paper each containing a complete ballad in a column on the left and the same ballad in a column on the right. Half the original stanzas were on each side. The subject's task was to choose the "original" version of each stanza. In all, 100 counterbalanced orders were produced and 100 control subjects drawn from introductory psychology courses completed them. From these 100 orders, 14 were selected randomly for the expert subjects.

In the transmission of ballads in oral traditions, more than one variant of a ballad is often heard, and a singer must form a variant based on these different sources. If a variant is heard that, in part, does not fit the constraints of the genre, then the singer should know not to select or retain that part of the ballad. The choice task was intended to see if the subjects' ability to
Results

Learning Sessions: Recall. The recalls were scored in two ways, verbatim and gist. For the verbatim scoring, the number of words in a line of recall that exactly matched words in the same line of the stimulus ballad were counted. Misspellings were allowed, and continuous sections of the recall protocols were assigned to lines that provided the best fit to the original ballad.

A repeated-measures ANOVA compared the proportion of correct verbatim recall with learning session (first vs. last) and recall trial within learning session (first vs. second) as within factors. More words were recalled in the last learning session than in the first, $F(1, 13) = 10.06$, and more were recalled in the second recall trial of each learning session than in the first, $F(1, 13) = 279.74$. There was no interaction, $F(1, 13) = 2.68$, $p = .12$. Thus, as shown in the left panel of Figure 1, subjects could benefit from their learning experience and recall more after being presented with five ballads than after one.
Gist scoring was done by two paid judges, naive to the purposes of the experiment, who rated each line in the original ballad for the extent that it was recalled on a 5-point scale ranging from none of the meaning (1) through about half of the meaning (3) to essentially all of the meaning (5). To produce a scale with a minimum of 0.00 and a maximum of 1.00, 1.00 was subtracted from each rating, the ratings were summed over the 40 lines of each recall, and the sum was divided by the maximum possible sum of 160. The correlation of the two judges' scorings calculated over all 56 recall protocols (1 recall from each of the four conditions shown in the left panel of Figure 1 from each of the 14 subjects) was .99. The scores of the two judges were therefore averaged.

A repeated-measures ANOVA compared the proportion of gist recall, with learning session (first vs. last) and recall trial within learning session (first vs. second) as within factors. The gist scoring gave results similar to the verbatim scoring. More was recalled in the last learning session than the first, $F(1, 13) = 11.79$, and more was recalled in the second recall trial of each learning session than in the first, $F(1, 13) = 150.18$. The means for the first recall trial during the first and the last learning session were .30 and .50. The means for the second recall trial during the first and the last learning sessions were .89 and .95. There was a nearly significant interaction, $F(1, 13) = 3.76$, $p = .07$, which is caused by a ceiling effect, with second recall trial on both learning sessions being near perfect in terms of gist.

**Learning Sessions: Constraints.** Measures were made of the subjects' use of the most prominent aspects of ballad organization: rhyme and line structure. Rhyme, especially end rhyme, is the most noticeable of the sound-pattern repetitions used in English (e.g., Hyman & Rubin, 1990; Wallace & Rubin, 1991). Line structure provides the basis for the regular iambic rhythm of the ballads. These measures were selected not only because of their importance in ballads, but also because they occurred frequently enough to allow for stable observation, could be judged reliably, and could be the basis of indices that were independent of the amount-recalled measures.

The most common rhyme scheme of the ballads (Wallace & Rubin, 1991), and the one used in the sample of ballads used here, is ABCB. Therefore, the last words of lines 2 and 4 of each stanza that had a rhyme were examined, and the proportion of these words that were recalled either verbatim or with a change that preserved the rhyme was recorded for each recall protocol. The proportion of nonrhyming words recalled provided a comparison measure. Because 96% of the words in the ballads were nonrhyming words, this measure is nearly equivalent to the verbatim recall measure with the group means for both measures within 1% of each other. Thus, the left panel of Figure 1 serves as both an indication of the recall of all words and of all nonrhyming words.
A repeated-measures ANOVA was conducted for verbatim recall with learning session (first vs. last), recall trial within learning session (first vs. second), and rhyme level (rhyming and nonrhyming words) as within-subject factors. There were main effects of learning session, $F(1, 13) = 13.81$, recall trial, $F(1, 13) = 234.62$, and rhyme level, $F(1, 13) = 17.34$. The two-way interaction of learning session and recall trial is significant, $F(1, 13) = 8.73$. Finally, the three-way interaction of rhyme level, learning session, and recall trial within learning session is significant, $F(1, 13) = 5.09$.

As shown in the right panel of Figure 1, the proportion of rhyming words recalled on the first recall trial of learning Sessions 1 and 5 is .24 and .48, respectively. This compares with values of .25 and .38 for the nonrhyming words shown in the left panel. Thus, subjects are equally likely to recall a rhyming as a nonrhyming word after hearing the first ballad once, $F(1, 13) = 0.66$, $p = .43$, but are more likely to recall a rhyming word after hearing their fifth ballad once, $F(1, 13) = 5.87$. For the second recall trial of the first and last learning session rhyming words were recalled in .89 and .93 of the cases compared with .78 and .84 for the nonrhyming words. Thus, there is a general improvement in the second recall of rhyming and nonrhyming words across learning sessions with subjects failing to recall about twice as many nonrhyming as rhyming words. The large increase in the recall of rhyming words on the first recall trial of the last learning session leads to a significant interaction of learning session and recall trial within learning session for the rhyming words, $F(1, 13) = 13.16$, but not for the nonrhyming words, $F(1, 13) = 2.43$, $p = .14$.

The same two undergraduate judges who scored the gist recall rated the extent to which the subjects' recalls demonstrated line structure, independent of how much was recalled. The judgments were based on the spatial layout of the recalls of the orally presented material. Because the subjects heard but did not see the ballads, they could recall a ballad by writing it as one long paragraph, which would not demonstrate any appreciation of the line structure. Alternatively, they could recall it as either a uniform list of separate lines or in complete poetic form, both of which would demonstrate line structure. Each judge provided a proportion for line structure for each recall, reflecting the extent to which the recall demonstrated this constraint as it existed in the original ballads. The judges were reliable with their ratings of line structure correlating .88 over the 56 recall protocols scored. Their judgments were therefore averaged.

A repeated-measures ANOVA compared the line ratings with learning session (first vs. last) and recall trial within learning session (first vs. second) as within factors. There was more line structure in the last learning session than the first, $F(1, 13) = 22.19$, and more in the second recall trial of each learning session than in the first, $F(1, 13) = 58.36$. There was also an interaction, $F(1, 13) = 13.15$, as shown in Figure 2. For the most part, the subjects
did not demonstrate line structure after hearing their first ballad only once, but did demonstrate line structure after hearing their fifth ballad only once. The .8 proportion for the line measure on the second recall of both learning sessions is a ceiling effect. Two of the 14 subjects never demonstrated line structure in their recalls. If their scores were removed, the .8 proportions would be over .9 for the remaining subjects.

The analyses of the recall data demonstrate that subjects recalled more from the last than the first learning session, and that they became more sensitive with learning to the rhyme and line organization. For the second recall of the first learning session, the proportion of gist recall, the recall of rhyming words, and the recall of line structure are all around .8 to .9, leaving little room for improvement. Due to these ceiling effects, the effects of exposure to the ballads are greater on the first than the second recall in each learning session for these variables.

**Composition of a New Ballad and the Listing of Rules.** Thirteen of the 14 subjects could compose a ballad, with 1 subject leaving the page blank. The mean length of the 13 composed ballads was 179 words (range = 66-265, $SD = 59$). By comparison, the mean length of the five 10-stanza ballads learned was 266 words (range = 238-277, $SD = 25$).
A list of objective regularities was compiled from known characteristics of the popular ballads from which the five learning ballads were drawn (Wallace & Rubin, 1991) and from the particular five ballads used. In a few bases, these regularities were reworded or divided to allow for more reliable scoring of the composed ballads and explicit rules provided by the subjects. Two undergraduate judges scored the 13 subjects' composed ballads and the rules stated by these 13 subjects for the presence of each regularity. The few cases on which there was disagreement were resolved by a third judge. The regularities are listed in Table 1 with the percentage of the five learning ballads, subject-composed ballads, and rule lists that contained each regularity. The mean number of regularities listed was 18.1 (range = 11–23, SD = 4.0).

Three observations are worth noting. First, after learning five ballads, subjects could compose ballads that, on the average, implicitly followed 62% of the objective regularities outlined in Table 1, regularities that cover content, form, word choice, and poetics. Second, the same subjects could, on the average, explicitly state 27% of these rules. Third, the regularities observed in the composed ballads and the explicitly stated rules are not highly related. The correlation over the last two columns of Table 1 is minimal, \( r(28) = .09, p = .64 \). As another descriptive statistic to analyze the relation between following as opposed to stating regularities, chi-squared statistics were calculated for each subject individually for whether each of the 30 regularities listed in Table 1 was followed or not versus whether it was stated or not. The 13 chi-squared values ranged from 0.01 to 1.27 with a median of .16. This lack of relation occurred even though the explicitly stated rules were recorded immediately after the composed ballads. A similar lack of relation was found in different domains (Berry & D. Broadbent, 1984; D. Broadbent, FitzGerald, & M. Broadbent, 1986; Porter, 1991). If much of explicit attempts to recall information is guided by implicit processes (Nelson, Schreiber, & McEvoy, 1992), then it is likely that the same implicit processes will also guide the composition of a new ballad and may not be available for explicit comment.

The presence of a regularity in a newly composed ballad does not imply conscious, or even unconscious, use of a stored rule (cf., Mathews et al., 1989; Perruchet & Pacteau, 1990; Reber, 1989). The usage could be based on stored instances that are cued by common constraint satisfaction problems. Similarly, it is not clear whether the rules consciously stated by the subjects were known before they were requested or were formulated at the time of the request from stored exemplars (Hintzman, 1986).

It is difficult to decide what leads to a particular regularity being observed in the composed ballads. Consider the case of whether a line began with the word "and," which was included in Table 1. In speech (Schiffrin, 1987), in oral traditions (Bakker, 1990), and even in oral presentation of early manuscripts (Gerritsen, 1976), conjunctions are used much as the punctuation
<table>
<thead>
<tr>
<th>Description of the Regularities</th>
<th>Ballads Learned</th>
<th>Composed</th>
<th>Rule</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Content</strong></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>The main character or characters die</td>
<td>100</td>
<td>69</td>
<td>92</td>
</tr>
<tr>
<td>A woman (man) betrays a man (woman)</td>
<td>100</td>
<td>85</td>
<td>46</td>
</tr>
<tr>
<td>Explicit travel of main character(s)</td>
<td>100</td>
<td>85</td>
<td>15</td>
</tr>
<tr>
<td>Marriage proposed</td>
<td>100</td>
<td>54</td>
<td>15</td>
</tr>
<tr>
<td>Suffering, betrayal, or disobedience of loved one(s) besides the lovers</td>
<td>100</td>
<td>15</td>
<td>15</td>
</tr>
<tr>
<td>Greed or money a motive</td>
<td>60</td>
<td>54</td>
<td>8</td>
</tr>
<tr>
<td>Description of death, burial, blood, wounds</td>
<td>100</td>
<td>38</td>
<td>0</td>
</tr>
<tr>
<td>Implied preindustrial setting</td>
<td>80</td>
<td>46</td>
<td>30</td>
</tr>
<tr>
<td>A moral lesson is obvious</td>
<td>100</td>
<td>30</td>
<td>38</td>
</tr>
<tr>
<td>The heroine is defenseless against love</td>
<td>60</td>
<td>54</td>
<td>8</td>
</tr>
<tr>
<td><strong>Form</strong></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>No setting</td>
<td>100</td>
<td>100</td>
<td>0</td>
</tr>
<tr>
<td>First stanza sets up plot of story</td>
<td>100</td>
<td>77</td>
<td>30</td>
</tr>
<tr>
<td>For most stanzas, each stanza an event</td>
<td>100</td>
<td>38</td>
<td>23</td>
</tr>
<tr>
<td>Parallel structures, including question/answer</td>
<td>60</td>
<td>69</td>
<td>30</td>
</tr>
<tr>
<td>Central action is dramatic and fast paced</td>
<td>100</td>
<td>38</td>
<td>8</td>
</tr>
<tr>
<td>Action tied to 2 or 3 main characters</td>
<td>100</td>
<td>38</td>
<td>8</td>
</tr>
<tr>
<td>Dialogue present</td>
<td>100</td>
<td>92</td>
<td>54</td>
</tr>
<tr>
<td>Dialogue switches without warning</td>
<td>60</td>
<td>54</td>
<td>38</td>
</tr>
<tr>
<td>First-person singular for some lines</td>
<td>100</td>
<td>92</td>
<td>8</td>
</tr>
<tr>
<td>Old-fashioned syntax</td>
<td>100</td>
<td>38</td>
<td>15</td>
</tr>
<tr>
<td><strong>Word Choice</strong></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Most nouns concrete, not abstract</td>
<td>100</td>
<td>77</td>
<td>0</td>
</tr>
<tr>
<td>Words or phrases repeat</td>
<td>80</td>
<td>77</td>
<td>54</td>
</tr>
<tr>
<td>Archaic or uncommon words or usage</td>
<td>100</td>
<td>77</td>
<td>30</td>
</tr>
<tr>
<td>The word “and” begins at least one line</td>
<td>100</td>
<td>77</td>
<td>0</td>
</tr>
<tr>
<td>Very few words longer than 2 syllables</td>
<td>100</td>
<td>69</td>
<td>0</td>
</tr>
<tr>
<td><strong>Poetics</strong></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Four lines per stanza</td>
<td>100</td>
<td>85</td>
<td>69</td>
</tr>
<tr>
<td>Alliteration</td>
<td>100</td>
<td>85</td>
<td>0</td>
</tr>
<tr>
<td>Lines 1 &amp; 3 usually longer than lines 2 &amp; 4</td>
<td>100</td>
<td>46</td>
<td>38</td>
</tr>
<tr>
<td>Last words of lines 2 &amp; 4 usually rhyme</td>
<td>100</td>
<td>69</td>
<td>77</td>
</tr>
<tr>
<td>Consistent rhythm</td>
<td>100</td>
<td>36</td>
<td>62</td>
</tr>
</tbody>
</table>

marks of writing to indicate the start of a new idea. For the traditional ballad singer, the line-initial “and” also can help solve a complex constraint satisfaction problem. The meaning of a line of a ballad can often best be told by starting the line with a stressed syllable, but to follow the iambic pattern of the ballad, a set number of feet has to appear on the line and the first syllable
of the line has to be unstressed. A common traditional solution to this problem of maintaining the meaning, iambic meter, and proper number of feet in the line is to begin the line with the word "and," which does not change the meaning but adds an initial unstressed syllable. This solution is common, occurring 37 times in the 200 lines of the five learning ballads. That is, almost one fifth of the lines in the five learning ballads began with the word "and," though few of the English sentences that our highly literate subjects read in text or poetry begin this way.

Most of our subjects tried to maintain a consistent rhythm, though they often failed to do so. It is not clear whether the three quarters of the subjects who used a line-initial "and" did so to preserve rhythm or just to imitate without regard to the rhythm the line-initial "and," which occurred so commonly in the ballads they learned. However, after learning only five ballads, the subjects did begin their ballad lines with the word "and," and if they were to continue to learn ballads until they became true experts, they would have a behavior that they would come to use when it was rhythmically correct.

Thus, it is difficult to decide which is the best description of the subjects' behavior. As will be seen in the discussion, the question of the best theory or internal representation is even more of a problem. Examination of the composed ballads themselves, however, do rule out some classes of possible descriptions of composition.

In order to provide a concrete example of the composed ballads, Table 2 displays the ballad that incorporated the most number of rules from Table 1, and Table 3 (p. 450) displays the ballad that had the median number of rules. In Tables 2 and 3, all the words that appeared in any of the five learned ballads are underlined, and any sequences of two or more words that appeared in any of the five learned ballads are enclosed in square brackets. Most of the words used in the two composed ballads appeared in the learning set. This might be expected from any theoretical perspective or proposed mechanism. Many of the words are the common function words of English and most of the others are the common single-syllable words that express the contents listed for the five learned ballads in Table 1. In addition, the general constraint to keep words short and simple is being followed, as is the use of archaic or uncommon language. Thus, descriptions of composition based on constraint satisfaction, or on general rules, or on the copying of parts from one or more ballads, are consistent with the result.

An examination of the sequences of words is more informative. There are no long sequences and the short sequences that do exist are of common combinations of words that, for the most part, are not unique to ballads. There are 32 sequences of words in Tables 2 and 3, of which 29 are two-words long and 3 are three-words long. Eight of the two-word sequences contain the work the, the most common word in printed English, and another function word (and the, by the, but the, for the, of the, and to the). Sixteen of
Oh, wife come with me and travel the land
and we shall find our fortune
We'll search [for the] treasure that lays beneath
the rocks or 'neath the ruins
Why must we leave our little warm house
and travel about the land
[I have] all that I'll ever want
here within my hands.
I want to provide [for you] [and the] babe
everything you need
But how can a farmer give you enough
just planting down the seed?
So they left [to go] travel the land
[and he] found riches and gold
[Said he], "look upon what we have now,
[You'll never] go hungry or cold"
But he was turned [by the] riches and gold
he ever wanted more
[So he] left his wife and his [little babe]
and went searching for riches again (this line should rhyme with the 2nd one "more")
Each time he searched he found more gold
and bought himself rich lands
He became a lord over [all of the] folk
and ruled them with harsh hands.
(story: he finds gold not worth family—but too late to get them back)
(actually—should be more dialogue—either that or names used in lines)

Note: Individual words that appeared in the five learned ballads are underlined; sequences of words that appeared in the five learned ballads are in brackets.

the pairs contain at least one function word or pronoun and are not in any way peculiar to ballads. Four pairs may be more common to ballads than to other discourse (*the fair, the blood, innocent blood, and little babe*). All 3 three-word sequences could appear anywhere (*go along with, he came to, and out of town*). If the 2 subjects whose ballads are shown in Tables 2 and 3 were using one ballad, or even large segments of a few ballads, as a base from which alterations were being made, then longer sequences would be expected. Alternatively, if the subjects were beginning to compose by using the longer formulaic sequences of ballads (*e.g., (S)He rode and (s)he rode till (s)he came to . . .*), these sequences would be evident. Thus, at least for the two sample ballads selected, the subjects are not composing by cutting and pasting minor modifications of the five learned ballads.
TABLE 3

The Composed Ballad that Followed the Median number of Rules in Table 1

| Lord John rode into the town that day, a wife [he came to] seek | But none were found that pleased Lord John [till he] was there a week |
| (Her eyes) were blue her hair was golden and her smile was like the sun | Lord John [asked her] [to be] his bride and bear him many sons |
| (They went) [to the] town of Worcestershire where he found a Parson Brown | in less time than it takes to tell they were married and [out of town] |
| Lord Mark rode into the town that day, a wife he [came to] seek | But none were found that pleased Lord Mark [till he] was there a week |
| The maiden was fair and oh so calm, Lord Mark had found the one | (But the) maiden told him to his dismay, her husband was Lord John |
| Lord Mark [told her] of gold and jewels, his kingdom and his land | Which all could belong [to (the) fair] maiden [if she] would take his hand |
| The maiden would not [go along with] him, for she was very good | Lord Mark then took out his double edged sword and spilled her [innocent blood] |
| Lord John heard [of the] death of his wife, he heard it from a lark | He then took out his double edged sword to spill [the blood] of Lord Mark |
| (There would be one more four-line block describing Lord John's destruction of Lord Mark and his subsequent death over his loss of his wife.) |

Note: Individual words that appeared in the five learned ballads are underlined; sequences of words that appeared in the five learned ballads are in brackets.

Cloze Procedure. The percentages of words correctly guessed were tabulated for each of the three ballads. There was an overall advantage for the beginning experts versus the control subjects in the number of blanks filled with exactly the word that appeared in the original version (56% vs. 43%), $F(1, 24) = 22.46$, but this was due mainly to the difference in the one ballad that was learned earlier by the experts (71% vs. 44%, for the previously learned ballad); the differences between the beginning experts and the control subjects in the two ballads not seen earlier by the beginning experts were moderate (43% vs. 37% and 53% vs. 49% for the beginning experts vs. the controls, respectively). This leads to a main effect of ballad, $F(2, 48) = 7.59$, and an interaction of ballad with the expert-novice factor, $F(2, 48) = 18.85$. If the ballad learned earlier by the experts is excluded from the analysis, there is no longer an effect of expertise, $F(1, 24) = 2.82, p = .11$.

There is, however, clear evidence that the experts benefited from their experience. Because of the mechanical algorithm of leaving every fifth word blank beginning with the third, there were too few cases of rhyming or alliterating words left blank to analyze. Rhythm, however, exists as a constraint for all blanks. If a response is scored correct as long as it has the same number of syllables as the word that originally appeared in its place, experts do better
than novices for the ballad seen earlier (93% vs. 84%) as well as for the two ballads that were not seen earlier (88% vs. 83% and 82% vs. 77%). For all three ballads there is an effect of expertise, $F(1, 24) = 13.34$, and of ballad, $F(2, 48) = 4.70$, but not of the interaction, $F(2, 48) = 1.17, p = .32$; and the expertise advantage holds if just the two ballads not seen earlier by the experts are included in the analysis, $F(1, 24) = 5.98$, for expertise, $F(1, 24) = 7.74$, for ballads, and $F(1, 24) = 0.04, p = .84$ for the interaction.

**Choice Procedure.** Overall, the experts did better than the novices in choosing the original stanzas from the changed stanzas, $F(1, 112) = 18.67$. How well people chose the original stanzas differed among the ballads from the learning set, from similar themes, and from different themes, $F(2, 224) = 6.52$. Moreover, there was an interaction between the type of ballad and expertise, $F(2, 224) = 8.90$. As is shown in Figure 3, the novices did essentially the same on all three types of ballads, having had no training on any of them, whereas the experts varied as a function of familiarity with the sets. If each type of ballad is examined separately, there is a significant difference between experts and novices on ballads from the learning set, $F(1, 112) = 40.90$, and those of similar themes, $F(1, 112) = 9.37$, but not for ballads of different themes, $F(1, 112) = 2.80, p = .10$. 

![Figure 3. The proportion of original stanzas chosen correctly.](image)
Expertise in the choice task has implications for the way oral traditions are transmitted. If singers are able to select which of two variants is truer to the tradition, in the sense that it preserves more of the constraints of the tradition, then that variant can be transmitted. Through such selection, singers can correct aberrations that appear within the tradition and remove variants that do not preserve constraints.

**DISCUSSION**

Undergraduates were able to improve their ability to acquire new information within a genre over the course of learning five ballads. Compared with the first recall of the first ballad, the first recall of the fifth ballad contained about one and a half times as many of the original words. Moreover, the students gained information about the major constraints of the genre. The first recall of the fifth ballad contained about twice as many of the end rhymes as the first recall of the first ballad and contained about three times as much of the rated line structure. In a cloze task, the beginning experts filled in more blanks using the correct number of syllables than novices, and in a task requiring them to pick the better version of a stanza, they succeeded more often than novices. The beginning experts were also able to compose, in 20 min, ballads about two thirds as long as the ballads they learned, and the composed ballads used over half of the 30 constraints found in the set of the five ballads they learned. The beginning experts were also able to state explicitly about one quarter of these constraints, but there was no statistical relationship between the constraints used and the constraints stated. Thus, with a little training, students were able to begin mastering a genre. What are the implications of their accomplishments for our knowledge of cognitive science?

In learning to learn ballads, students made use of whatever organization was apparent to them, not restricting themselves to meaning (Bransford, Franks, Morris, & Stein, 1979). Expertise in their tasks, in contrast to the tasks given to many other experts, included the use of linguistic surface organization among its structural features and so there was an increase, instead of a decrease, in its use. Appropriate generalization of theories needs to consider the experimental situation (Petrinovich, 1989).

Morris et al. (1977) argued that surface information can be more important than meaning for some tasks, though “learning a list of inputs” (p. 531) usually relies on semantic information. Even in learning a list of inputs, however, subjects become sensitive to the surface organization that is present, if it is as clear as it is in ballads. It is important to stress the role of transfer-appropriate processing, as Morris et al. did, but the support the material offers for different kinds of processing also needs to be considered (Rubin, 1985). Here, students learned ballads that had both marked surface and deep char-
characteristics, and they used both in reading that material. But they also gave evidence of using both kinds of characteristics in the cloze, choice, generation, and explicit rule-stating tasks for which they had no specific training. The surface characteristics were appropriate in such a wide range of tasks because they were apparent, regular, structural, and important for the materials in the learning task. Such linguistic surface characteristics are important in a host of other oral traditions (e.g., Kelly & Rubin, 1988; Lord, 1960) and songs (Hyman & Rubin, 1990).

Of special interest is that subjects were able to benefit from many characteristics simultaneously. Multiple constraints play an important role in ballads. Each constraint can be an aid in encoding and cuing memories and in sophisticated guessing. Together, the constraints can greatly limit the alternatives in a nonlinear fashion. Consider the second line from a stanza of Lord Thomas and Fair Annet, one of the ballads used in the first and last learning sessions: “and it was sharp and small.” Small is hard to change because it rhymes with the last word of the fourth line of the stanza, wall, and is a near alliteration with sharp as well as the sword and side from the first line of the stanza, “and he had a sword by his side.” The word order is hard to change because of the end rhyme and because of the rhythmic pattern of three iambic feet in the second and fourth lines (i.e., weak strong, weak strong, weak strong, weak strong). Introducing a weapon is necessary to the story told by the ballad, and the form of the description parallels the description of “a little pen-knife” as “and it was keen as a dart” a stanza earlier. Thus, using the constraints together either as cues to recall or in sophisticated guessing greatly increases the chances of producing the word originally heard, or if not, at least a word that would not be easily distinguished by a listener familiar with the genre.

Similar effects can be obtained with more controlled materials taken from the language as a whole (Rubin & Wallace, 1989). There are many words that are building materials and many words that rhyme with deal, but only one word that is a building material rhyming with deal. Steel has a probability of being guessed of close to zero with the single cues and of one with the joint cues. This is because the dual constraints have two functions. The first, which has been studied extensively in the laboratory, is to cue memory. When each individual constraints cues only one valid response, then existing models of multiple cuing (Jones, 1976; see Morton, 1969, for an earlier alternative) accurately predict the effects of dual cues. When two individual constraints cue more valid responses separately than when combined into a dual cue, as in the steel example just given, no model based on the strengths of individual cues can work (Rubin & Wallace, 1989). This is because the results also depend on the second function of constraints, their ability to limit choices. This information theory function does not depend on the strengths of the individual constraints, but on the joint distribution of the individual constraints.
For the example used here, there is only one word that is a building material rhyming with deal, making two very weak cues into a very strong combined dual cue. In contrast to the steel example, there are several words that are animals rhyming with log (e.g., dog, hog, and frog) or emotions rhyming with add (e.g., mad, sad, glad), for which two moderate cues combine into a moderate combined dual cue. Thus, it is a property of the language that multiple constraints act in a powerful nonlinear fashion. Adding rhythm, alliteration, and more complex narrative structure as well as the other regularities of a genre, amplifies the constraint effects found in the less constrained language of which the ballad genre is a subset.

The findings presented here agree with what we know about real experts. There are no observational studies, but when Wallace (1987, personal communication) questioned expert traditional singers about their learning strategies, they reported a mixture of rote tactics and sensitivity to a variety of constraints. The mention of constraints included, for example, one singer who reported relying on the themes and motifs of ballads that had been acquired from having learned and heard many ballads. Another singer reported using rhyme as a memory aid. In addition, there were reports of reliance on the rhythm, music, and imagery of the ballad for both recall and for learning.

The clear memory task of recalling a ballad is a good place to examine the interplay of the memory metaphor versus the skill metaphor (Bransford, Franks, Nitsch, & McCarrell, 1977; Gibson, 1966; Kolers & Roediger, 1984; Rubin, 1988a; Skinner, 1974; Watkins, 1990). Psychologists have viewed human learning from two basic perspectives. The first and most studied, is being called the memory metaphor. In this metaphor, people are presented with material for a single exposure or two and later tested to see what they remember from "the results of a single learning situation." This memory metaphor comes closest to our everyday understanding of the word, memory—as a file or storage of information, or as a place in which units are placed to be retrieved later.

The second perspective can be called the skill metaphor. Here people are presented with varied but related material over many exposures and are tested to see how well they can use the knowledge gained from exposure to this material in a novel situation. The skill metaphor is closer to the metaphor that Lord (1960) postulated for oral traditions and that Bartlett (1932) and Harlow (1949) envisioned for all memory. It has had consistent and eloquent support outside mainstream cognition (e.g., Gibson, 1966; Skinner, 1974). The development of a model of memory as skill, however, has been extremely difficult (Rubin, 1988a), often resulting in either a long list of input-output relations or vague terms like tuning and resonance as a theory, until recent advances in parallel distributed processing. Studies of skilled memory, including this one, are a start at viewing memory as a skill within the general
framework of cognitive psychology. The process by which people become skilled at memory can be outlined in greater detail, demystifying terms like tuning.

Because the learning of ballads fits well with both metaphors, this article can examine the usefulness of both approaches at the descriptive behavioral level. The distinction between the two classes of models at the theoretical level of internal representation is, however, not possible. A model that stores multiple isolated traces can produce schema-like behavior (Hintzman, 1986). In fact, memory and skill models can usually mimic each other (Barsalou, 1990). The underlying metaphor does not result in predictions of different behavior and, to that extent, the best metaphor cannot be decided by empirical test (Watkins, 1990).

The argument for the indeterminacy of the internal representations should be examined briefly before showing how different classes of models can show improvements with learning. The simplest working-instance memory model to account for abstraction was proposed by Hintzman (1986). Each time a stimulus is processed, a separate trace consisting of an ordered set of 1, 0, or −1 values is put into memory, one value for each of a predetermined set of features. Memory is probed for recall with a single ordered set of feature values. The model takes the cube of the dot, or inner, product of the probe with each entry in memory as a measure of similarity. To calculate the recalled value, the measure of similarity for each entry in memory is multiplied by each of the entry’s feature values and the sum taken for all entries in memory. If the probe used to recall memory has known values for the first three features and zeros for all the rest of the features, the model will return an average value for all the entries in memory, weighted by how similar they were to the probe on the first three values. Thus, the model does no abstraction of any kind until a recall probe is given and then it reports the abstraction without storing it in memory.

Hintzman (1986) showed that this simple model can account in a quantitative fashion for many kinds of data, including prototype abstraction studies designed to provide evidence against instance models. The model also raises the following observation: Any instance model that stores all the data that an abstraction model would use must be powerful enough to mimic the abstraction model; it need only do at recall what the abstraction model would do at encoding.

In contrast to Hintzman’s (1986) model, which represents a memory storehouse of isolated instances, consider a generic abstraction model that stores no instances. Rather, each time a new stimulus is encountered, the abstracted representation is changed. Unlike Hintzman’s model, there is no way to point to the location or existence of a memory for any particular past stimulus. This model follows the skill metaphor. The model is changed or tuned with additional stimuli, but traces of the stimuli are not stored. One
would expect such a model to lose information at the benefit of using less long-term memory capacity, but in an article titled "On the indistinguishability of exemplar memory and abstraction in category representation," Barsalou (1990) demonstrated that although parallel distributed processing models do lose information, other forms of abstraction models that also fit the abstraction metaphor do not. Thus, with the exception of parallel distributed processing models, skill, or abstraction, models can be set to lose none of the information initially encoded. Memory, or instance, models can be set to lose information.

The argument being made here, and supported by Hintzman's (1986) simulations and by Barsalou's (1990) proofs, is that from human behavior alone, one cannot distinguish among classes of models, although particular models in the same or different classes can differ. This is because the members of the different classes of models can simulate each other. Thus, there is no way to ask if the beginning experts really operated by storing individual instances, retrieving them for the recall task, and modifying and combining them for the composition, choice, and other tasks. If an instance model is found to account for the data, then a skill, or abstraction, model could be made that assumes the beginning experts formed and operated from an abstracted skill that contained just enough details to perform the tasks. We can, however, briefly examine how generic examples of each of the two proposed classes of models would develop expertise and how this would relate to the existing data and literature.

Consider the state of an instance model after being exposed to only one ballad, assuming for the time that such a large unit can be considered as one entry in memory. When asked for recall and probed with part of the ballad or the context of "the ballad you just heard" there will be little else but the single ballad that will be returned. Extraneous, nonstructural material will be recalled because there will be no summing to return only the recurring features. Included in the extraneous material will be the many aspects of the context of learning that would not be present if the summation were over many different ballad-learning situations. In this way, subjects will be reminded of particular learning situations and of aspects of those situations that an expert might consider irrelevant. With more learning, more entries will be stored in memory and only those features that are common to all entries that are similar with respect to the probed features are added to memory, the summation over all of them will tend to cancel extraneous features, leaving the regularly occurring features. However, if
the probe contains enough material that is particular to only one entry, even for an expert, that entry can be returned with little contamination from other memories. The recall of past instances that are similar on details that may be extraneous is a common observation in many tasks and one that has advantages as Medin and Ross (1989, p. 191) noted: "Specificity may make access to an application of relevant knowledge easier, may permit graceful updating of knowledge, may protect the cognitive system from incorrect or inappropriate inferences, and may provide just the sort of context sensitivity that much of our knowledge should, in fact, have." Such remindings and cuings are not failings of expertise.

At the level of detail given, the same story could be told in nearly the same way for a skill, or abstraction, model that stored no instances. Initially, the abstraction would be set by only one instance, and only that instance would be recalled if enough context or other information were in the probe. As more instances were added, the abstraction would depend less on each instance and extraneous information would be lost unless there were enough cues in the probe to reinstate the activity present for one probe. Of course, for either model, a loss of information with time could be allowed in which case more recent instances would be better represented in memory and therefore could provide a better match to the probe and be easier to retrieve.

A major problem in applying a specific model from either class of models in a predictive fashion to the data collected in this article is that the subjects come to the study with prior knowledge of the language, its poetics, common themes, and all forms of general world knowledge. Thus, their storehouses of memories or sets of weights are set, for the most part, prior to the study. Examination of the rapidity with which the subjects learn to use the poetic and rhythmic devices in their recalls, and compose ballads that follow the rules listed in Table 1, suggests that there was considerable sensitivity to these devices before the experiment began. This is reinforced by the lack of long sequences of words copied from the five learned ballads in the two composed ballads analyzed in detail; such composition indicates considerable knowledge accumulated prior to the five learned ballads. This is not to minimize the achievements of the beginning experts. There are many different domains with many different kinds of constraints that could have been given to the subjects, and it is likely that they could have done well with any of them. Without detecting and using the small subset of actual constraints in the subgenre presented to them, their progress would not have been possible.

REFERENCES


**APPENDIX**

The 10-Verse Versions of the First and Last Presented Ballads

*Lord Thomas and Fair Eleanor*  
*(Lord Thomas & Fair Annet; Brown 19M, Child 73)*

'0 mother, 0 mother, come riddle to me,  
And riddle us both as one,  
And say shall I marry the fair Eleanor  
Or bring the brown girl home?"
'The brown girl she hath house and lands,  
Fair Eleanor she hath none.  
So I would advise you with all of my mind  
To bring the brown girl home.'

He rode and he rode till he came to the castle;  
He made the knocker to ring.  
There was none so ready as the fair Eleanor  
To rise and let him in.

'Bad news, bad news, Lord Thomas,' she cried,  
'Bad news do you bring to me.  
I thought to have been myself your bride  
And you bridegroom to me.'

'O mother, O mother, come riddle to me,  
And riddle us both as one,  
And say shall I go to Lord Thomas's wedding  
Or tarry alone at home?'

'There are many that are our friends, daughter,  
But thousands are our foes.  
So I would advise you with all of my mind  
To Lord Thomas's wedding don't go.'

She rode and she rode till she came to the hall;  
She made the knocker to ring.  
There was none so ready as Lord Thomas himself  
To rise and let her in.

The brown girl she had a little pen-knife,  
And it was keen as a dart;  
And between the short ribs and the long  
She pierced fair Eleanor's heart.

Lord Thomas he had a sword by his side,  
And it was sharp and small;  
And with it he cut off the brown girl's head  
And he flung it against the wall.

'Oh, dig my grave, oh, dig my grave,  
Oh dig it wide and deep.  
Bury fair Eleanor in my arms,  
The brown girl at my feet.'

*The House Carpenter*  
*(James Harris or The Daemon Lover;  
Brown 40A, Child 243)*

'Ve'll meet, we'll meet, my own true love,'  
'Ve'll meet, we'll meet,' he replied;  
'I'm just returnin' from the salt, salt sea  
And it's all for the love of thee.'
'If you will leave your house carpenter
And go along with me,
I'll take you where the grass grows green
On the banks of Sweet Willie.'

'If I will leave my house carpenter
And go along with thee,
Have you anything to maintain me upon
And keep me from slavery?'

'I have five ships on the ocean wide
A-sailin' for dry land,
A hundred and fifty bold seamen
For to be at your command.'

She picked up her sweet little babe
And kisses she gave it three,
Saying, 'Stay at home, my sweet little babe,
And keep your pappy company.'

She had not been on sea two months,
I'm sure it was not three,
Until she lamented in her true love's ship
And wept most bitterly.

'Are you a-weepin' for my silver or my gold,
Or either for my store?
Or are you a-weepin' for your house carpenter
That you'll never see no more?'

'I'm not a-weepin' for your silver or your gold
Or either for your store;
I'm just a-weepin' for my sweet little babe
That I never shall see no more.'

She had not been on the sea three months,
I'm sure it was not four,
Until there sprung a leak in her true love's ship
And sunk it to rise no more.

'A curse, a curse on all seamen,
A curse for evermore;
For you have robbed me of my house carpenter
That I never shall see any more.'