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Abstract

Computational protein design aims at identifying protein mutations and conforma-

tions with desired target properties (such as increased protein stability, switch of

substrate specificity, or novel function) from a vast combinatorial space of candidate

solutions. The development of algorithms to efficiently and accurately solve problems

in protein design has thus posed significant computational and modeling challenges.

Despite the inherent hardness of protein design, a number of computational tech-

niques have been previously developed and applied to a wide range of protein design

problems. In many cases, however, the available computational protein design tech-

niques are deficient both in computational power and modeling accuracy. Typical

simplifying modeling assumptions for computational protein design are the rigidity of

the protein backbone and the discretization of the protein side-chain conformations.

Here, we present the derivation, proofs of correctness and complexity, implemen-

tation, and application of novel algorithms for computational protein design that,

unlike previous approaches, have provably-accurate guarantees even when backbone

or continuous side-chain flexibility are incorporated into the model. We also describe

novel divide-and-conquer and dynamic programming algorithms for improved com-

putational efficiency that are shown to result in speed-ups of up to several orders of

magnitude as compared to previously-available techniques. Our novel algorithms are

further incorporated as part of K∗, a provably-accurate ensemble-based algorithm

for protein-ligand binding prediction and protein design. The application of our suite
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of protein design algorithms to a variety of problems, including enzyme redesign and

small-molecule inhibitor design, is described. Experimental validation, performed by

our collaborators, of a set of our computational predictions confirms the feasibility

and usefulness of our novel algorithms for computational protein design.
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1

Introduction

The design of proteins with modified or novel properties is not only motivated by

the potential applicability to a wide range of biomedical problems, but also by the

ability to uncover complex natural phenomena, thus satisfying a basic scientific cu-

riosity. The structural and functional diversity of the proteins found in nature is

enormous. Proteins are responsible for enzymatic catalysis, play a role in the im-

mune response, and act as transport systems, among a multitude of other functions

essential for living organisms. Nevertheless, the portion of protein sequence space

found in nature is minute compared to the space of all possible protein sequence

combinations. Exploring the combinatorial space of protein sequences can help engi-

neer proteins functionally different from the proteins found in nature. The demand

(by industries including pharmaceutical and biotechnology companies) for such novel

proteins is high and changes dynamically as new target protein properties are iden-

tified. Typical target properties include improved protein thermostability, improved

specificity toward the wildtype protein substrate, switched specificity toward a new

substrate, introduction of protein-protein binding specificity, novel enzymatic func-

tion, and resistance to target ligands. The applications of protein design range from
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the identification of more potent and diverse novel biocatalysts, to the engineering

of more robust proteins, to the prediction of novel drug targets.

Computational Protein Design

Wetlab experimental techniques, such as directed evolution [73, 21, 104, 37, 35], have

been the dominant choice for performing protein design since they supply the most

straightforward means for evaluating candidate protein sequences against the de-

sired target properties. However, a purely experimental approach to protein design

is limited by the size of the sequence space that can be explored [14, 57, 133]. As

an alternative, computational techniques for protein design can efficiently (and inex-

pensively) explore a large portion of the available sequence space, but are limited by

their inability to model actual protein dynamics and interactions with perfect accu-

racy. Even when computational techniques for protein design are used, experimental

validation must ultimately be performed to verify that the computationally-predicted

protein sequences indeed possess the desired target properties. Computational tech-

niques are thus typically used as a filter for protein design: they are applied to

efficiently search through the space of candidate sequences, predicting a significantly

smaller set of sequences to be subsequently validated experimentally [13, 57]. Cur-

rently, even if one of the top computational predictions selected for validation is

confirmed to work experimentally, this is considered a success. Intuitively, compu-

tational techniques with better prediction accuracies may require less experimental

effort and may result in the identification of a larger number of protein sequences

with desired properties. A major goal for computational protein design techniques is

therefore to model proteins and their properties as accurately as possible while still

being able to efficiently search through the vast space of candidate solutions.

Computational protein design techniques can be divided into two categories:

sequence-based and structure-based, dependent on whether structural information

2



for the protein is used as part of the scoring and ranking of the candidate protein

sequences. Sequence-based techniques include limited or no structural information

in the design process [115, 11, 107]. Although protein structures may sometimes be

used as part of the input to focus the sequence search to particular regions of the

protein, only sequence information (e.g., through sequence alignments) is used to

generate the computational predictions. In contrast, structure-based protein design

techniques explicitly incorporate protein structural information as part of the scoring

and ranking of the computational predictions [19, 92, 65, 75, 85].

It is known that, at a high level, the protein sequence determines the protein

structure, which in turn determines the protein function. Computational protein

design aims at exploring the inverse relationship, starting from a given protein func-

tion (or some target protein property) and identifying protein sequences that are

predicted to possess that function. Sequence-based techniques practically discard

the structural information and go directly from the given function to the sequence

predictions. Sequence-based techniques are thus most useful when structural infor-

mation for the proteins of interest is limited or not available. Proteins with solved

and published structures are excellent targets for structure-based protein design.

Input Model

To make the design process computationally feasible and due to an inability to model

real proteins and their interactions with a perfect accuracy, a number of simplifying

assumptions, termed the input model, are made in structure-based protein design.

The input model typically includes: a rigid protein backbone, a rotamer library of

discrete side-chain conformations [102, 89, 32], and a pairwise energy function for

scoring and ranking the computational predictions [51, 121]. In essence, given a

rigid protein backbone and a set of mutable residue positions in the protein, the goal

of structure-based protein design is to search through the combinatorial mutation

3



space by scoring rotamer-based conformations for the different mutations, in order

to identify protein mutants that have a pre-defined set of target properties. The

computational search is thus over both mutation and conformation space. Näıvely,

for n mutable residue positions and at most q rotamers per residue position, then

O(qn) possible rotamer-based conformations must be considered by the computa-

tional procedure. The modeling approximations for structure-based protein design

techniques, though far from being able to perfectly model proteins and their interac-

tions, appear sufficiently accurate in many cases. A number of successful applications

of structure-based protein design have resulted in proteins with desired improved or

novel properties: stability [91, 71], specificity [56, 87, 72, 82], binding affinity [86],

enzymatic function [116, 66, 109, 13], or even overall fold [75], are only a few of the

successful examples. We now briefly review each of the three typical components of

the input models for structure-based protein design techniques.

Protein Structures

Despite the significant increase in the number of deposited X-ray and NMR struc-

tures in recent years [4], structures for many proteins of interest are not available.

In cases where no structures are readily available, structure-based protein design

can still be applied on an input structure obtained from structure-prediction meth-

ods, such as protein threading [78, 129]. Unfortunately, protein design energy func-

tions can be extremely sensitive to even small differences in the protein structure:

small structural differences can result in significant changes in the computed en-

ergy scores [43, 2]. Structure-based protein design is thus mostly applicable when

high-resolution structures of the protein of interest are available. As a modeling im-

provement, different forms of protein backbone flexibility have also been incorporated

into the model [119, 54, 27, 75, 38, 132, 43].
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Rotamer Libraries

Ideally, protein side-chain conformations would be modeled by computational ap-

proaches as continuous. Unfortunately, using a model with continuous side-chains

is currently computationally infeasible. A very useful observation was made, how-

ever, that protein side-chains may be represented by a discrete set of amino acid-

specific preferred conformations, and that these preferences could be inferred from

statistical analysis of high-resolution structures [102, 89]. Although evaluating all

possible rotamer combinations for a given protein design problem is still a daunting

task, the discretization of the side-chain conformational space into rotamers makes

the mutation search amenable to computational tools. Rotamers are traditionally

based on χ-angle distributions and idealized side-chain geometries. As an alterna-

tive, conformer libraries that use geometries obtained directly from high-resolution

crystal structures have been proposed [113, 76]. Despite evidence that in some cases

conformer libraries more accurately model side-chain conformations [76], rotamer li-

braries are currently the preferred choice for protein design [66, 109, 13]. To further

improve the accuracy of the rotamer-based model, extended rotamer libraries [25]

and flexible rotamers [93, 47] have also been incorporated.

Energy Functions

The empirical molecular mechanics-based energy functions used in protein design

typically include standard molecular mechanics energy terms, such as van der Waals

(vdW), electrostatic, and dihedral, among other, energies [51, 121]. A typical con-

straint on these energy functions is the requirement to be pairwise-decomposable, al-

though more accurate energy functions are sometimes used as a post-processing step

to re-evaluate and re-rank the top-scoring predictions from the initial model [86].

Additionally, conformational entropy [82, 61] and pairwise-decomposable solvation

models [118, 79, 122] have also been proposed or incorporated as part of protein
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design energy functions. In some cases, the energy functions are augmented with

(non-pairwise) quantum mechanical calculations, especially for non-standard ligands

and transition states [2, 109]. As an alternative, simplified knowledge-based energy

functions have been applied to a variety of protein design problems [103]. However,

the currently-available energy functions for protein design will require significant

modifications and enhancements to become generally applicable.

Protein Design Algorithms

Unfortunately, in addition to the modeling challenges, structure-based protein design

further poses significant algorithmic obstacles. It has been shown that finding the

optimal solution, the Global Minimum Energy Conformation (GMEC), for a given

input model with a rigid backbone, a rotamer library, and a pairwise energy function,

is not only NP-hard [101], but also NP-hard to approximate [12]. As a result, heuris-

tic techniques such as Monte Carlo and Self-Consistent Mean Field, have become

popular in structure-based protein design [117, 27, 124, 67, 61]. The main reason for

the popularity of these heuristics lies in the fact that they can quickly compute a

solution that, though not guaranteed to be the GMEC, is in many cases considered

by the respective users to be accurate enough. Such heuristics, however, can make

significant errors with respect to the input model. In a study reported in [123], a

set of heuristic approaches (including Monte Carlo) generated significantly incorrect

solutions in some of the test cases.

As an alternative, Dead-End Elimination (DEE) [28, 50] is a provably-accurate

(with respect to the input model) deterministic algorithm that efficiently reduces

the mutation/conformation search space, while enjoying provable guarantees with

respect to the GMEC. DEE uses pairwise upper and lower bounds on the rotameric

energy interactions to efficiently prune rotamers that are provably not part of the

GMEC. Effectively, the DEE-based pruning stage reduces the base q of the enu-
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meration exponent, typically making the subsequent enumeration of the remaining

unpruned conformations computationally feasible. DEE has also been combined with

the A∗ search [110] to generate a gap-free list of all low-energy conformations within

a pre-specified energy window of the GMEC energy [80]. A detailed overview of DEE

is presented in Chapter 2. Other protein design algorithms have also been proposed

and applied [8, 69, 81, 128].

It has been shown that when compared to experimental data, some heuristic pre-

dictions may be of comparable quality to the predictions from a provably-accurate

algorithm [30]. This observation may seem to imply that, since heuristics are gener-

ally faster, the usefulness of provably-accurate algorithms may be limited. Heuristic

approaches, however, cannot decouple the inaccuracy of the model from the inaccu-

racy of the algorithm. Attempts to improve the model based on predictions from

heuristic approaches can therefore result in over-fitting. With a provably-accurate

algorithm, the discrepancy between predictions and experimental data can be exclu-

sively attributed to deficiencies in the model. Experimental feedback into the input

model can thus be more reliably incorporated when provably-accurate algorithms are

employed.

The structure-based protein design algorithms discussed so far, including DEE,

rank candidate protein sequences based on the energy of the single lowest-energy

conformation (from all possible conformations) identified for each sequence. We thus

refer to such algorithms as GMEC-based. Alternatively, ensemble-based algorithms,

such as the K∗ algorithm [82], can use ensembles of low-energy conformations for

scoring candidate protein sequences. Ensemble-based algorithms are motivated by

the idea that, in reality, proteins (or protein-ligand complexes) can assume multiple

low-energy states, rather than only the single lowest-energy state represented by the

GMEC [82]. The K∗ algorithm is a protein-ligand binding prediction algorithm for

protein design. For a given protein-ligand complex, K∗ computes partition func-
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tions over rotamer-based conformational ensembles, where the contribution of each

conformation to the partition function is weighted using Boltzmann probabilities.

The main idea that allows K∗ to efficiently search through the space of candidate

mutations and conformations is that, in general, only a small number of low-energy

conformations can contribute significantly to the partition function. The remaining

conformations can be discarded from the computation, while still keeping a provable

guarantee on the accuracy of the computed partition function. In K∗, the computed

partial partition functions are guaranteed to be within ε of the respective full parti-

tion functions (where all rotamer-based conformations are included). The ratio of the

partition functions for the bound complex and unbound protein and ligand is then

used to compute a provably-accurate ε-approximation to the binding constant for the

given protein-ligand complex. K∗ scores are computed for each candidate protein

sequence with the target ligand; sequences with higher K∗ scores are predicted to

have better specificity for the target ligand.

An Example Protein Design Problem

We now present an example of a typical protein design problem, and briefly describe

how a structure-based algorithm can be applied to solve this problem. Specifically,

in this example, our goal is to redesign the phenylalanine adenylation domain of

the non-ribosomal peptide synthetase enzyme Gramicidin S Synthetase A (GrsA-

PheA) for a non-cognate substrate, Arg. First, the crystal structure of GrsA-PheA

(which also contains the wildtype substrate and a cofactor) is obtained from PDB id

1amu [16]. Next, we select residues for mutation based on the specific target prop-

erties of interest. In our case, we are interested in improving the binding specificity

of the enzyme for the non-cognate substrate Leu, so our choice is to select seven

residues (Ala236, Trp239, Thr278, Ile299, Ala301, Ala322, and Ile330) that are part

of the enzyme active site. Although additional residues can be selected for mutation,
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Table 1.1: The total number of binitial rotamers and crotamers remaining after DEE
pruning are shown for each amutable residue position and the Arg substrate in the
GrsA-PheA protein design example.

Residuea 236 239 278 299 301 322 330 substrate

Init Rotb 45 149 149 149 5 45 45 34
Remaining Rotc 8 13 5 10 3 10 7 8

this would increase the computational requirements of the design. For each of the

mutable residue positions, we then select a set of allowed mutations (a sequence-space

filter). We will allow the seven residue positions to mutate to the following sets of

amino acids, or to keep their wildtype identity:

236: Gly Ala Val Leu Ile Tyr Phe Trp Met;

239: Gly Ala Val Leu Ile Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu;

278: Gly Ala Val Leu Ile Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu;

299: Gly Ala Val Leu Ile Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu;

301: Gly Ala Cys;

322: Gly Ala Val Leu Ile Tyr Phe Trp Met;

330: Gly Ala Val Leu Ile Tyr Phe Trp Met.

To model side-chain flexibility for each of the mutable positions, we will use the

Penultimate rotamer library modal values [89]. The resulting total number of ro-

tamers for each of the seven mutable positions are shown in Table 1.1. We thus have

a total of 5.12 × 1013 possible rotamer-based conformations for this redesign. We

note that the substrate is also subject to rotamer-based modeling. In this example,

the substrate is a natural amino acid, so the substrate rotamers are obtained di-

rectly from the Penultimate rotamer library. If the substrate is, e.g., a general small

molecule, then rotamers are typically obtained by sampling the rotatable bonds

of that molecule. The substrate is also included in the energy computation (e.g.,

Eq. 2.1) and energy minimization of the candidate conformations. For computa-
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tional efficiency, we will assume that the input protein backbone and the side-chain

dihedrals from the input rotamer library are rigid. Based on the input structure, the

rotamer library, and a pairwise energy function, our goal is then to identify mutations

to the wildtype enzyme that improve its specificity for the Arg substrate. We could

use heuristic approaches (such as Monte Carlo) to generate mutation predictions.

Such heuristic approaches typically only consider a small subset of the candidate

conformations and mutations in order to generate a low-energy conformation (and

the corresponding mutation sequence) that is, however, not guaranteed to be the

GMEC for the given input model. Thus, to maintain provably-accurate guarantees

with respect to the GMEC, our choice of a protein design algorithm is DEE/A∗ [80].

We first apply DEE to prune candidate rotamers for each mutable residue position

that are guaranteed not to be part of the GMEC. In some cases, DEE pruning will be

sufficient to identify the GMEC. In our (toy) example, however, the rotamer pruning

step reduces the number of remaining candidate conformations to 8.74 × 106. The

GMEC is one of these remaining conformations; to identify it, we use the A∗ search

algorithm which avoids the enumeration of all remaining conformations.

This example outlines the simplest possible setup for a protein design problem.

Significant additional computational challenges for protein design are posed when,

e.g.:

• Continuously-flexible rotamers or backbone flexibility are incorporated into the

input model;

• Lists of mutation sequences and low-energy conformations (rather than just

the GMEC) are desired;

• Partition functions over ensembles of low-energy conformations are computed;

• For protein-ligand binding prediction, explicit modeling of the bound vs. un-
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bound states is incorporated. When both the bound and unbound states are

modeled, the designs explicitly compute the preference of the given protein and

ligand to form a complex rather than to remain in their unbound form;

• Negative design vs. undesired protein properties and interactions (e.g., vs.

binding to the wildtype substrate) is incorporated explicitly. In many cases,

in addition to the target protein properties (the positive design states), the de-

sign goals also include undesired protein properties (the negative design states).

While in some cases the positive design computation can also serendipitously

lead to destabilization of the negative design states, in general the incorpora-

tion of explicit negative design may significantly improve the accuracy of the

computational predictions;

• The designs aim at improving the catalytic activity.

Ultimately, the computationally-predicted mutations must be validated by wetlab

experiments to determine whether, and to what extent, the desired target protein

properties are indeed obtained. The ability to efficiently and accurately generate

predictions is thus essential for protein design algorithms.

The simplified GrsA-PheA redesign example presented here outlines the general

characteristics of protein design problems. We will return to different variations of

this redesign problem throughout this dissertation. We have used the redesign of

GrsA-PheA as a computational benchmark for all of our novel algorithms presented

in Chapters 3–6. The story of the GrsA-PheA redesigns culminates with the ap-

plication of our suite of protein design algorithms to switch the enzyme’s substrate

specificity for a number of non-cognate substrates (Chapter 7), and the successful

experimental validation (performed by other members of the Donald Lab) of a set

of the computational predictions.

11



Outline of Dissertation

This dissertation presents the derivation, proofs of correctness and complexity, im-

plementation, and application of a number of novel provably-accurate algorithms for

computational protein design. Specifically, we present DEE-based algorithms that,

unlike previous algorithms, are provably-accurate for a model with continuously-

flexible rotamers [46, 47] or continuous [43] or discrete [44] backbone flexibility, with

applications both to GMEC- and ensemble-based protein design. We also describe

novel divide-and-conquer [45] and dynamic programming algorithms for improved

computational efficiency that are shown to result in speed-ups of up to several orders

of magnitude as compared to previously-available techniques. Finally, we present

the application of our novel algorithms to a variety of molecular design problems,

including enzyme redesign and small-molecule inhibitor design. In Chapter 2, we

review the basics of the DEE algorithm. In Chapter 3, we describe the MinDEE/A∗

GMEC-based and the Hybrid MinDEE-K∗ ensemble-based algorithms for protein

design. Both MinDEE/A∗ and Hybrid MinDEE-K∗ are based on the MinDEE ro-

tamer pruning criterion, which provably incorporates continuously-flexible rotamers

as part of the input model. We further describe computational experiments using

MinDEE/A∗ and Hybrid MinDEE-K∗ that confirm the feasibility and advantages

of these algorithms through direct comparison to other computational techniques

and to experimental data. In Chapter 4, we describe DACS, a provably-accurate

divide-and-conquer algorithm for protein design. In computational redesigns of a set

of proteins, DACS is shown to result in up to three orders of magnitude speedup as

compared to previously-available algorithms. In Chapter 5, we describe the BD algo-

rithm, a DEE-based algorithm that is provably-accurate with continuously-flexible

backbones. The feasibility and advantages of BD (and flexible-backbone models in

general) are shown through computational experiments. In Chapter 6, we describe
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Brdee, an algorithm for backrub-type backbone motions in protein design; unlike

BD, Brdee is defined over a finite set of discrete backbone conformations that have

a special biophysical significance. Computational validation of the Brdee algorithm

is also described. In Chapter 7, we describe a purely-computational approach that

combines the K∗ algorithm for identifying protein binding/active site mutations with

a Self-Consistent Mean Field (SCMF)/MinDEE approach for identifying mutations

anywhere in the protein for further improvement in binding/activity. We describe

the application of the SCMF/MinDEE and Hybrid MinDEE-K∗ algorithms to re-

design GrsA-PheA for several different target substrates. Experimental validation,

performed by Cheng-Yu Chen (a graduate student in the Donald Lab), of a set

of top-ranked computationally-predicted enzyme mutants showed a significant im-

provement in the specificity for the target substrates [13]. In Chapter 8, we describe

BWM, a novel branch decomposition-based dynamic programming algorithm for

protein design. The feasibility of BWM is also confirmed via computational experi-

ments. Finally, in Chapter 9, we describe the application of our suite of algorithms

to three different problems: the design of nanosensors for certain types of inositol

polyphosphates; the design of small-molecule inhibitors for LpxC, a zinc-dependent

enzyme and an antibiotic target; and the prediction of resistance mutations in di-

hydrofolate reductase (DHFR). Sets of the top-ranked computational predictions for

these three projects are currently being tested in the labs of our collaborators. Con-

cluding remarks and ideas for future work are presented in Chapter 10. All of the

algorithms described in this dissertation have been implemented in code as part of

the K∗ protein design suite.

The outline of this dissertation can also be presented with respect to our peer-

reviewed publications.

Chapter 3 is based on the following publication:

I. Georgiev, R. Lilien, and B. R. Donald. J. Comput. Chem., 29(10):1527–42, 2008.
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Chapter 4 is based on the following publication:

I. Georgiev, R. Lilien, and B. R. Donald. Bioinformatics, 22(14):e174–183, 2006.

Chapter 5 is based on the following publication:

I. Georgiev and B. R. Donald. Bioinformatics, 23(13):i185–94, 2007.

Chapter 6 is based on the following publication:

I. Georgiev, D. Keedy, J. S. Richardson, D. C. Richardson, and B. R. Donald. Bioinfor-

matics, 24(13):i196–204, 2008.

Chapter 7 is based on the following publication:

C. Chen∗, I. Georgiev∗, A. C. Anderson, and B. R. Donald. PNAS USA, 106(10):3764–

3769, 2009. ∗Contributed equally.

Finally, chapters 8 and 9 present unpublished material.
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2

Dead-End Elimination

The DEE algorithm [28] is related to virtually all algorithms presented in this dis-

sertation, and thus warrants a more detailed introduction. The DEE criterion [28]

uses rotameric energy interactions to identify and prune rotamers that are provably

not part of the GMEC. The total energy of a conformation can be written as

E
T

= Et′ +
∑
i

E(ir) +
∑
i

∑
j>i

E(ir, js). (2.1)

Here, Et′ is the fixed template energy of the system; ir represents rotamer identity

r at residue position i; E(ir) is the self-energy of ir (combining the intra-residue

and residue-to-template energies for ir); and E(ir, js) is the pairwise energy between

rotamers ir and js. In the original DEE criterion [28], a target rotamer ir could

be provably pruned if a competitor rotamer it is found, such that the best (lowest)

possible energy among conformations containing rotamer ir is worse (higher) than

the worst possible energy among conformations containing it. Hence, an alternative

rotamer that is energetically more favorable than ir exists for the entire conformation

15



space, so ir cannot be part of the GMEC and can thus be provably pruned. Formally,

the DEE condition for pruning rotamer ir is:

E(ir) +
∑
j 6=i

min
s
E(ir, js) > E(it) +

∑
j 6=i

max
s
E(it, js). (2.2)

All the pairwise and self-energy terms are precomputed and a lookup is performed

during the evaluation of the DEE condition. Eq. (2.2) is evaluated for each target

rotamer ir until either a superior competitor it is found and ir can be pruned, or there

are no unexamined competitors remaining, in which case ir would not be pruned. For

a protein with n residues and a maximum of q rotamers per residue, the complexity

of evaluating Eq. (2.2) for all target rotamers is O(q2n2).

The evaluation of Eq. (2.2) for all target rotamers represents a single DEE pruning

cycle. Since rotamers that are pruned in a given cycle are not used in the evaluation

of subsequent cycles, multiple repetitions of the DEE cycle can result in pruning

a larger number of rotamers. Several extensions and enhancements to the original

DEE criterion use more complex energy interactions and allow for additional pruning,

at the cost of some additional (though still polynomial) complexity [28, 77, 48, 49,

100, 88]. Algorithms that combine several of these extensions into the DEE cycle

significantly improve the pruning efficiency, thus increasing the size of the protein

design problems that can be tackled computationally [50, 100]. A number of other

DEE-based algorithms that further improve the computational efficiency [45, 70, 60]

or that specialize to particular types of protein design problems (e.g., multi-state

design [130]) have also been reported.

The DEE pruning cycle can be repeated until the identification of the GMEC or

until no more prunings are identified during a given cycle. Although DEE is a pow-

erful algorithm, it does not guarantee a unique solution: multiple unpruned confor-
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mations may remain after pruning with DEE is exhausted. If DEE does not produce

a unique conformation, the algorithm can report an unsuccessful design [50, 100].

As an alternative, the DEE pruning stage can be followed by an enumeration stage,

in which the remaining conformations are examined and the GMEC is identified.

In [80], A∗ branch-and-bound search [110] is used after pruning with DEE to ex-

pand a conformation tree, so that conformations are extracted in order of conforma-

tional energy; the first conformation that is returned by the A∗ search is the GMEC.

The need to generate all unpruned conformations is thus eliminated, resulting in a

combinatorial-factor reduction in the search space. However, since the enumeration

stage is still exponential in nature, an efficient DEE pruning cycle is essential for

making complex design problems computationally feasible.

The traditional DEE criteria [28, 50] are only provably-accurate for a model with

a rigid protein backbone and rigid rotamers. We will refer to the GMEC identified by

traditional DEE as the fixed-backbone rigid-rotamer GMEC, or rigid-GMEC. In the

following chapters, we describe how the DEE criteria can be extended to incorporate

flexible backbones or continuously-flexible side-chains.
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3

The MinDEE/A∗ and Hybrid MinDEE-K∗

Algorithms

This chapter has been adapted mainly from the following published manuscript which

is joint work with Ryan Lilien and Bruce Donald:

I. Georgiev, R. Lilien, and B. R. Donald. J. Comput. Chem., 29(10):1527–42, 2008.

Protein design algorithms typically use a model with a rigid protein backbone and

rigid rotamers. To improve the accuracy of the model, however, rotamers may be al-

lowed to energy-minimize from their initial conformation in order to adapt to changes

in the surrounding residues. We will refer to such rotamers as flexible rotamers. The

incorporation of flexible rotamers can partially alleviate the effect of discretizing

the continuous side-chain conformation space by exploring a larger portion of that

space. In previous approaches (e.g., see [68]), energy minimization was performed

after pruning and enumeration with traditional DEE/A∗. Unfortunately, the tradi-

tional DEE criteria described in Chapter 2 are no longer provably accurate when

flexible rotamers are allowed. The vanishing of the DEE provable guarantees can be

18



intuitively described as follows. Traditional DEE criteria base their rotamer pruning

decisions on the rigid backbone/rigid rotamer model, and rotamer minimization can

only be performed during the enumeration stage (i.e., after the pruning stage). As a

result, rotameric conformations that are pruned during the DEE pruning stage, may

actually minimize to lower energies than the lowest-energy conformation that has

passed the pruning stage. Traditional DEE criteria can therefore no longer guaran-

tee the identification of the GMEC when flexible rotamers are allowed. An algorithm

different from traditional DEE is thus necessary to guarantee the identification of the

GMEC for a model with a rigid backbone and flexible rotamers, the fixed-backbone

minGMEC. Such an algorithm, the energy-minimized DEE (MinDEE), for pruning

flexible rotamers that are provably not part of the fixed-backbone minGMEC, was

described by Ryan Lilien in his PhD thesis [83]. In [83], MinDEE, in combination

with an adapted version of the A∗ search [80], were further proposed as pruning and

enumeration filters for improving the computational efficiency of the K∗ ensemble-

based algorithm for protein design [82].

We have derived algorithmic improvements and enhancements not present in [83];

we have further implemented the MinDEE pruning algorithms along with our algo-

rithmic enhancements for protein design, and have performed a number of com-

putational experiments with these algorithms. In particular, here we describe the

design, proofs of correctness, implementation, and computational validation of two

MinDEE-based algorithms for protein design. Specifically, our contributions here are

as follows:

1. Design of MinDEE/A∗, an algorithm for the identification of the fixed-backbone

minGMEC. The correctness of MinDEE/A∗ is shown. MinDEE/A∗ was implemented

and validated through computational experiments;

2. Design of Hybrid MinDEE-K∗, an algorithm that combines MinDEE, A∗, and

the ensemble-based K∗ protein design algorithm. K∗ uses partition functions over
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rotamer-based conformational ensembles to compute an ε-approximation to the bind-

ing constant for a given protein-ligand complex. In [83], MinDEE and A∗ were

proposed as an improvement to the K∗ partition function approximation algorithm

of [82]. In that proposal, partition functions were efficiently computed by first apply-

ing MinDEE to significantly reduce the number of candidate rotamer-based confor-

mations, while A∗ was subsequently applied to only enumerate a very small subset of

the remaining unpruned conformations. The accuracy of the partition function com-

putation (vs. the full partition function where all rotamer-based conformations are

included) was computed by bounding the contribution of all conformations not-yet-

enumerated in the A∗ search, and comparing that bound to the computed partition

function. Each subsequent conformation enumerated by A∗ increased the value of

the computed partition function, while at the same time decreasing the value of the

bound on the not-yet-enumerated conformations. The specific contributions of this

chapter beyond the work presented in [83] are summarized as follows. To be provably-

accurate, the partition function computation algorithm should also take into account

the contribution of all conformations pruned during the MinDEE stage. We have

accordingly modified the partition function computation algorithm by incorporating

the bounds on the MinDEE-pruned conformations. This algorithm guarantees that

an ε-approximation to the full partition function will be computed. In some cases,

due to the magnitude of the bounds on the pruned conformations, an ε-approximation

may not be achieved by the end of the A∗ enumeration of the remaining unpruned

conformations. We have therefore derived a provably-accurate algorithm that can

guarantee an ε-approximation to the full partition function by repeating the partition

function computation at most once. We have further derived an inter-mutation prun-

ing algorithm for pruning across mutation sequences that modifies the inter-mutation

algorithm of [82] to make it provably-accurate in the new K∗ framework that uses

MinDEE and A∗. The Hybrid MinDEE-K∗ algorithm was also implemented and
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validated through computational experiments.

The remainder of this chapter has the following structure. First, we give an

overview of the MinDEE pruning criteria (Sec. 3.1). Next, we present the details

of the MinDEE/A∗ (Sec. 3.2) and the Hybrid MinDEE-K∗ algorithms (Sec. 3.3).

Secs. 3.4 and 3.5 present, respectively, the computational methods and computational

experiments with these two algorithms. MinDEE/A∗ is a GMEC-based algorithm

since it ranks the candidate mutation sequences based on the single lowest-energy

conformation for each sequence. In contrast, Hybrid MinDEE-K∗ is an ensemble-

based algorithm since mutation sequences are ranked based on ensembles of low-

energy conformations. It is thus interesting to compare the results of the two different

algorithms; sec. 3.5 presents such a comparison. Finally, in Secs. 3.6 and 3.7, we

discuss some limitations of the algorithms, ideas for future work, and conclusions.

3.1 MinDEE Overview

In contrast to traditional DEE, MinDEE guarantees that no rotamers belonging

to the fixed-backbone minGMEC, the conformation with the lowest energy among

all energy-minimized conformations, are pruned. Thus, in order to be provably-

correct, MinDEE (instead of traditional DEE) must be used for a design process

that incorporates energy minimization. The idea underlying MinDEE is analogous

to the traditional DEE approach: rotameric energy interactions are used to determine

which rotamers are provably not part of the fixed-backbone minGMEC and can be

pruned. In contrast to traditional DEE, however, since rotamers are allowed to

energy-minimize, lower and upper bounds on the self- and pairwise rotamer energies

must be used, instead of the rigid-energy terms E(ir) and E(ir, js) in Eq. (2.2). We

will now describe the initial MinDEE criterion, closely following [83].

Without energy minimization, a rotamer stays in the same rigid conformation,

independent of the rotamer identities for the remaining residues. In contrast, with
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energy minimization, a rotamer r at residue i may minimize from its initial conforma-

tion in order to accommodate a change from rotamer s to rotamer u at residue j. So

that one rotamer does not minimize into another, rotameric movement is constrained

to a voxel of conformation space. The voxel V(ir) for rotamer ir contains all confor-

mations of residue i within ±θ degrees around each rotamer dihedral. Similarly, the

voxel for the pair of rotamers ir and js is V(ir, js) = V(ir)×V(js). The self-energy of

a given rotamer can change as different conformations within the voxel are assumed.

We can thus define the maximum, minimum, and range of voxel self-energies:

E⊕(ir) = max
z∈V(ir)

E(z), E	(ir) = min
z∈V(ir)

E(z),

E�(ir) = E⊕(ir)− E	(ir) .

The maximum, minimum, and range of pairwise voxel energies are defined anal-

ogously. We now define the initial MinDEE criterion as:

E	(ir) +
∑
j 6=i

min
s
E	(ir, js)−

∑
j 6=i

max
s
E�(js)−

∑
j 6=i

∑
k 6=i,k>j

max
s,u

E�(js, ku) >

E⊕(it) +
∑
j 6=i

max
s
E⊕(it, js). (3.1)

If Eq. (3.1) holds, then there exists a competitor it whose worst possible confor-

mational energy is lower than the best possible conformational energy for the target

rotamer ir. Hence, ir cannot belong to the fixed-backbone minGMEC and can be

provably pruned (for a proof, see [45]). Eq. (3.1) for MinDEE is hence the analog

of Eq. (2.2) for traditional DEE. The most significant difference between traditional

DEE and MinDEE is the accounting for possible energy changes during minimiza-

tion, which are incorporated through the introduction of the terms
∑

j max
s
E�(js)

and
∑

j

∑
k max

s,u
E�(js, ku). Similarly to traditional DEE, the min and max self-
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and pairwise energy terms are precomputed and a lookup is performed during the

pruning stage. Note that the terms
∑

j max
s
E�(js) and

∑
j

∑
k max

s,u
E�(js, ku) can

also be precomputed, since they are a function only of residue i. Thus, the MinDEE

criterion (Eq. 3.1) can be computed as efficiently as the traditional DEE criterion

(Eq. 2.2).

Eq. (3.1) presents the initial MinDEE pruning criterion. As already discussed,

extensions to the initial traditional DEE criterion have resulted in improved com-

putational efficiency [28, 77, 48, 100]. Analogous MinDEE extensions for additional

pruning were derived and presented in [83]. We have implemented a number of

these MinDEE criteria and have incorporated them in the MinDEE/A∗ and Hybrid

MinDEE-K∗ algorithms, which are described in the following sections.

3.2 The MinDEE/A∗ Algorithm

The traditional DEE/A∗ algorithm [80] is used to enumerate a gap-free list of confor-

mations within an energy window Ew from the GMEC, where Ew is a user-specified

parameter. To achieve this, the traditional DEE criteria (e.g., Eq. 2.2) is modified to

guarantee that no conformations within Ew of the GMEC are pruned. In the tradi-

tional DEE/A∗ algorithm, traditional DEE is applied first to prune a large number

of the candidate mutation sequences and conformations. A∗ then enumerates the re-

maining unpruned conformations in order of increasing conformational energy, until

all conformations within Ew of the GMEC have been enumerated.

The traditional DEE/A∗ algorithm is only provably-accurate for a model with a

rigid backbone and rigid rotamers. To be able to derive an analogous algorithm for

a model with flexible rotamers, A∗ must be modified. Such modifications to A∗ were

presented in [83], such that when energy minimization is allowed, conformations are

enumerated in order of increasing lower bounds on their energies. Next, we briefly
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present the A∗ search algorithm for protein design with energy minimization, as

described in [83, 47]. A∗ expands a conformation enumeration tree, where each node

in the tree corresponds to a partially-assigned conformation. In a partially-assigned

conformation, only a subset of all flexible residue positions have been assigned a

specific rotamer identity, while the remaining flexible residue positions are unassigned

(see [47, Fig. 3]). Without loss of generality, we will assume that each flexible residue

position corresponds to a particular depth d in the tree, and there are a total of n

flexible residue positions. A∗ then uses the function f = g + h to score nodes and

determine the order of node expansion. Here,

g =
d∑
i=1

(E	(ir) +
d∑

j=i+1

E	(ir, js)) (3.2)

is a lower bound on the energetic cost of the path between the root of the tree and

the current node at depth d. Further,

h =
n∑

j=d+1

Ej, (3.3)

where

Ej = min
s

(
E	(js) +

d∑
i=1

E	(ir, js) +
n∑

k=j+1

min
u
E	(js, ku)

)
. (3.4)

Thus, h is a lower bound on the energetic cost of assigning rotamer identities to all

remaining flexible residue positions, given the assignments up to depth d. Whenever

the function h is a lower bound (as is the case with Eq. 3.3), the A∗ search is guar-

anteed to enumerate the candidate solutions in the correct order, starting with the

minimum. Here, A∗ enumerates conformations in order of increasing lower bounds
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on the conformational energies. The E	 terms are as defined for Eq. (3.1). The

function g represents a lower bound on the minimized energy of the assigned part

of the conformation (the sum of the self- and pairwise energies involving only the

assigned residue positions), whereas h represents a lower bound on the minimized

energy of the unassigned part of the conformation. At each step in the search, A∗ ex-

pands the node with the smallest f value. When the node with the smallest f value

is a leaf node, A∗ generates a fully-assigned conformation. Once a fully-assigned

conformation is generated by A∗, the tree expansion can continue and subsequent

fully-assigned conformations can also be generated.

The MinDEE criteria can also be modified to guarantee that no conformations

within Ew of the fixed-backbone minGMEC are pruned [83], e.g.:

E	(ir) +
∑
j 6=i

min
s
E	(ir, js)−

∑
j 6=i

max
s
E�(js)−

∑
j 6=i

∑
k 6=i,k>j

max
s,u

E�(js, ku)

−E⊕(it)−
∑
j 6=i

max
s
E⊕(it, js) > Ew . (3.5)

The MinDEE/A∗ algorithm for enumerating all conformations within Ew of the

fixed-backbone minGMEC then first applies the modified MinDEE criteria (e.g.,

Eq. 3.5) as part of the pruning stage and the modified A∗ search as part of the enu-

meration stage. First, MinDEE prunes the majority of the conformations by elimi-

nating rotamers that are provably not within Ew of the fixed-backbone minGMEC.

The remaining conformations are then generated in order of increasing lower bounds

on their minimized energies. The generated conformations are energy-minimized and

ranked in terms of increasing actual minimized energies. The single best conforma-

tion for each unique mutation sequence is then used to rank the mutation sequence

predictions.

The MinDEE/A∗ search must guarantee that upon completion all conformations
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within Ew of the fixed-backbone minGMEC are returned. Since in the A∗ algorithm

conformations are returned in order of increasing lower bounds on the minimized

energies, the fixed-backbone minGMEC may not be among the top conformations if

the lower bound on its energy does not rank high. We therefore derive the following

condition for halting the MinDEE/A∗ search. Let B(s) be the lower bound on the

energy of conformation s (see [47, Appendix C], which describes how lower energy

bounds are precomputed for all rotamer pairs) and let Em be the current minimum

energy among the minimized conformations returned so far in the A∗ search.

Proposition 1. The MinDEE/A∗ search can be halted once the lower bound B(c)

on the energy of the next conformation c returned by A∗, satisfies B(c) > Em +

Ew. The set of returned conformations is guaranteed to contain every conformation

whose energy is within Ew of the energy of the fixed-backbone minGMEC. Moreover,

at that point in the search, the conformation with energy Em is the fixed-backbone

minGMEC.

Proof. Let E(s) be the actual energy of a minimized conformation s. Let Y be the

set containing conformation c (the next conformation returned by A∗) and all con-

formations not yet returned. Since A∗ returns conformations in order of increasing

lower bounds on the energy, we know that E(s) ≥ B(s) ≥ B(c) for any conformation

s ∈ Y . Thus, if B(c) > Em +Ew holds, then E(s) > Em +Ew. Hence, no conforma-

tions in Y have energies within Ew of the energy of the fixed-backbone minGMEC,

proving that all conformations within Ew of the fixed-backbone minGMEC energy

have already been returned. Moreover, note that at that point in the search, the

conformation with energy Em is actually the fixed-backbone minGMEC.

�

Using both MinDEE and A∗ search together, our algorithm obtains a combinato-

rial pruning factor by eliminating the majority of the conformations, which makes the
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search for the fixed-backbone minGMEC computationally feasible. The MinDEE/A∗

algorithm incorporates energy minimization with provable guarantees, and is thus

more capable of returning conformations with lower energy states than traditional

DEE.

3.3 Hybrid MinDEE-K∗ Algorithm (Ensemble-Based Redesign)

We now present an extension and improvement to the original K∗ protein design

algorithm [82] by using a version of the MinDEE criterion plus A∗ branch-and-

bound search. The K∗ ensemble-based scoring function approximates the association

binding constant for a given protein-ligand complex with the following quotient:

K∗ =
q
PL

q
P
q
L

, where q
PL

, q
P

, and q
L

are the partition functions for the protein-ligand

complex, the free (unbound) protein, and the free ligand, respectively. For a given

protein design problem, partition functions and K∗ scores are efficiently computed for

all candidate mutation sequences with the target ligand; sequences are then ranked

in order of their computed K∗ scores (higher scores imply better binding). In this

section, we describe how our MinDEE pruning criterion and the A∗ search can be

exploited for the partition function and K∗ computation.

A partition function q over a set (ensemble) of conformations S is defined as

q =
∑

s∈S exp(−Es/RT ), where Es is the energy of conformation s, T is the tem-

perature in Kelvin, and R is the gas constant. In a naive K∗ implementation, each

partition function would be computed by a computationally-expensive energy min-

imization of all rotamer-based conformations. However, because the contribution

to the partition function of each conformation is exponential in its energy, only a

subset of the conformations significantly contribute to the partition function value.

By identifying and energy-minimizing only the significantly-contributing conforma-

tions, a provably-accurate ε-approximation algorithm substantially improved the al-
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gorithm’s efficiency [82]. In this section we illustrate how the newly-derived MinDEE

and A∗ algorithms (Sec. 3.2) can be used to generate and minimize only those confor-

mations that contribute significantly to the partition function, and hence, for which

energy minimization is required. The MinDEE criterion must be used in this algo-

rithm because the K∗ scoring function is based on energy-minimized conformations.

Since pruned conformations never have to be examined, the Hybrid MinDEE-K∗

algorithm provides a combinatorial improvement in runtime over the previously de-

scribed constant-factor ε-approximation algorithm [82] (where a lower-bound on each

conformation’s minimum energy was quickly examined to determine if full energy

minimization was required). A schematic of the K∗ partition function computation

algorithm is shown in Fig. 3.1.

3.3.1 Efficient Partition Function Computation Using A∗ Search

Here, we present an efficient algorithm for computing the q
PL

, q
P

, and q
L

parti-

tion functions used to compute a K∗ approximation score for a given mutation

sequence. Using the A∗ algorithm with MinDEE, we can generate the conforma-

tions of a rotamerically-based ensemble in order of increasing lower bounds on the

conformation’s minimized energy. We can efficiently compute the lower bound on

a conformation’s energy as a sum of precomputed pairwise minimum energy terms

(see [47, Appendix C]). As each conformation c is generated from the conformation

tree, we compare its lower bound B(c) on the conformational energy to a moving

stop-threshold and stop the A∗ search once B(c) becomes greater than the threshold.

The A∗ algorithm guarantees that all remaining conformations will have minimized

energies above the stop-threshold. We now prove that a partial partition function

q∗ computed using only those conformations with energies below (i.e., better than)

the stop-threshold will lie within a factor of ε of the true partition function q. Note

that, by definition, q ≥ q∗. Thus, q∗ is an ε-approximation to q, i.e., q∗ ≥ (1− ε)q.
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Figure 3.1: A schematic of the K∗ partition function computation. The
partition function computation exploits the idea that only a small subset (yellow) of
the candidate conformations (left) may contribute significantly to the partition func-
tion (right). The remaining conformations (green) can be pruned from consideration
since their contribution to the partition function is vanishingly small. The computed
partition function is guaranteed to be within ε of the full partition function (when
all conformations are included).

Since the application of the MinDEE criterion (Eq. 3.1) for each rotamer ir re-

quires that the corresponding minimum energy terms be accessed, we can easily

piggyback the computation of a lower bound Bir on the energy of all conformations

that contain a pruned rotamer ir:

Bir = Et′ + E	(ir) +
∑
j 6=i

min
s
E	(js) +

∑
j 6=i

min
s
E	(ir, js)

+
∑
j 6=i

∑
k 6=i,k>j

min
s,u

E	(js, ku). (3.6)

Let E0 be the minimum lower energy bound among all conformations containing
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at least one pruned rotamer, E0 = minir∈S Bir , where S is the set of pruned rotamers.

E0 can be precomputed during the MinDEE stage and prior to the A∗ search. Let p∗

be the partition function computed over the set P of pruned conformations, so that

p∗ ≤ k exp(−E0/RT ), where |P | = k. Also, let X be the set of conformations not

pruned by MinDEE and let q∗ be the partition function for the top m conformations

already returned by A∗; let q′ be the partition function for the n conformations

that have not yet been generated, all of which have energies above Et, so that q′ ≤

n exp(−Et/RT ); note that |X| = m+n. Finally, let ρ = ε
1−ε . We can then guarantee

an ε-approximation to the full partition function q using:

Proposition 2. If the lower bound B(c) on the minimized energy of the (m+1)st con-

formation returned by A∗ satisfies B(c) ≥ −RT (ln(q∗ρ− k exp(−E0/RT ))− lnn),

then the partition function computation can be halted, with q∗ guaranteed to be an

ε-approximation to the true partition function q, that is, q∗ ≥ (1− ε)q.

Proof. The full partition function q is computed using all conformations in both P

and X:

q = q∗ + q′ + p∗. (3.7)

Thus,

q ≤ q∗ + n exp(−Et/RT ) + k exp(−E0/RT ). (3.8)

Hence, if

q∗ ≥ (1− ε)(q∗ + n exp(−Et/RT ) + k exp(−E0/RT )), (3.9)

then q∗ ≥ (1− ε)q. Solving Eq. (3.9) for Et, we obtain the desired stop-threshold:

−RT (ln(q∗ρ− k exp(−E0/RT ))− lnn) ≤ Et. (3.10)

We can halt the search once a conformation’s energy lower bound becomes greater

than the stop-threshold (Eq. 3.10), since then q∗ is already an ε-approximation to q.
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The application of the MinDEE criterion gives a combinatorial-factor speedup by

caching the minimum lower energy bound for the set of all pruned conformations.

Since the conformations pruned by MinDEE can potentially contribute significantly

to the partition function, we bound their contribution, thus guaranteeing a provably-

accurate approximation to the full partition function. The conformation tree could,

in principle, be reduced by pruning an arbitrary subset of the rotamers, so long as a

guarantee on the accuracy is still maintained through a bound on the contribution

of the pruned conformations. However, in practice, the amount of pruning and the

resulting approximation accuracy depend on which rotamers are chosen for pruning.

Using MinDEE to determine the set of pruned rotamers guarantees that the pruned

conformations will have high lower energy bounds by requiring that no conformations

within Ew of the fixed-backbone minGMEC energy are pruned (Eq. 3.5), whereas

an arbitrary rotameric set could easily contain conformations with very good (i.e.,

low) energies. Proposition 2 turns pruning with MinDEE into a provable heuristic.

Note that: 1) the magnitude of p∗ is determined by the lower energy bounds of the

pruned conformations, and 2) the number of conformations that A∗ must extract

to guarantee a provably-accurate approximation to the partition function depends

on the magnitude of p∗. By using MinDEE pruning instead of an arbitrary set

of rotamers, we increase the pruning efficiency. Since conformations that contain

steric clashes do not contribute to the partition function for the given mutation

sequence, we can further reduce p∗ by including in P only the pruned conformations

whose lower energy bound does not contain a rotamer that always clashes sterically

(such a reduction in P , and hence, k, can be computed during the MinDEE phase,

since rotamers whose precomputed minimum-energy bounds indicate steric clashes,

necessarily imply that all conformations containing these rotamers are also steric
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Initialize: n ← Number of Rotameric Conformations; q∗ ← 0
while (n > 0)

c ← GetNextAStarConf()
if B(c) ≤ −RT (ln(q∗ρ− k exp(−E0/RT ))− lnn)

q∗ ← q∗ + exp (−ComputeMinEnergy(c)/RT )
n ← n− 1

else Return q∗

if q∗ρ < k exp(−E0/RT )
RepeatSearch(q∗, ρ, k, E0)

else Return q∗

Figure 3.2: Efficient Partition Function Computation with Energy Min-
imization Using the A* Search. q∗ is the running approximation to the par-
tition function. The function B(·) computes the energy lower bound for the given
conformation (see [47, Appendix C]). The function ComputeMinEnergy(·) returns a
conformation’s energy after energy minimization. The function GetNextAStarConf()
returns the next conformation from the A* search. The function RepeatSearch(·)
sets up and repeats the mutation search if an ε-approximation is not achieved after
the generation of all A∗ conformations; the search is repeated at most once. Upon
completion, q∗ represents an ε-approximation to the true partition function q, such
that q ≥ q∗ ≥ (1− ε)q.

clashes).

If at some point in the search, the stop-threshold condition has not been reached

and there are no remaining conformations for A∗ to extract (n = 0), then q′ = 0 by

definition, and q = q∗ + p∗. Hence, if q∗ρ ≥ k exp(−E0/RT ), then q∗ ≥ (1− ε)(q∗ +

k exp(−E0/RT )), so q∗ ≥ (1− ε)q is already an ε-approximation to q; otherwise, we

have

q∗ ≥ (1− δ)(q∗ + k exp(−E0/RT )), (3.11)

for some approximation accuracy δ > ε. Thus, the set of pruned rotamers must

be reduced to guarantee the desired approximation accuracy. To assure that an

ε-approximation is achieved when the search is repeated, a subset of the k pruned

conformations in P must be re-introduced into the computation. Let l be the number

of conformations from P (the set of pruned conformations) that are not to be pruned,

32



such that p∗ ≤ (k − l) exp(−E0/RT ). We will conservatively assume that the l

conformations do not contribute to q∗, although they no longer contribute to p∗

either. At the end of the second mutation search, we must have

q∗ ≥ (1− ε)(q∗ + (k − l) exp(−E0/RT )). (3.12)

Solving for l, we obtain the following condition, which guarantees the desired ε-

approximation accuracy:

l ≥ k − q∗ρ

exp(−E0/RT )
, (3.13)

where again ρ = ε
1−ε . Note that an ε-approximation may be achieved before all

conformations have been extracted; Eq. (3.13) guarantees such an accuracy when all

non-pruned conformations have been extracted by A∗. To guarantee that at least l

out of the k pruned conformations will be allowed during the repeated computation,

we can choose a subset Q of the rotamers pruned by MinDEE, such that not pruning

Q keeps at least l additional conformations.

In the algorithm for partition function computation described in this section,

conformation pruning is performed only within a mutation sequence (Fig. 3.2). Next,

we derive an improvement to this partition function algorithm that further improves

the efficiency of the partition function computation by allowing conformation pruning

across mutation sequences. This improved algorithm also yields a provably-accurate

partition function approximation.

3.3.2 Improved Partition Function Computation

We now describe an improvement to the algorithm of Sec. 3.3.1 for more efficient

partition function computation. In Sec. 3.3.1, provably-accurate K∗ scores are com-

puted for all mutation sequences. However, since we are only interested in mutation

sequences with high K∗ scores (i.e., sequences that are good binders), we need only

require that a provably-accurate score be computed only for the top fraction of the
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mutation sequences. To achieve this, we will allow conformational pruning across

mutation sequences. Hence, for clarity, we will refer to the partition function compu-

tation described in this section as inter-mutation, while the computation described

in Sec. 3.3.1 (where conformational pruning could be performed only within a se-

quence) will be referred to as intra-mutation. Below, we use the following idea

(cf. [82]). When using K∗ to perform a mutation search, we can bootstrap the prun-

ing condition for improved efficiency (by caching partition functions, we can exploit

K∗ bounds from other mutations in the same search). Our search algorithm has

the desirable property that provably-accurate ε-approximations are computed for

top-ranking mutations, while the bounds we can prove on the quickly-computed K∗

values for lower-ranked mutations do not enjoy the same degree of accuracy. This

idea is briefly formulated and then exploited below.

We first review some of the definitions from [82]. We let γ ∈ [0, 1] be a parameter

that defines the set of mutation sequences for which an ε-approximation is to be com-

puted. We require that an ε-approximation be guaranteed for a mutation sequence i

only when K∗i ≥ γK∗o , where K∗i is the score for sequence i and K∗o is the best score

observed so far in the search. When γ = 1.0, an ε-approximation is guaranteed only

for the best-scoring K∗ mutation sequence; γ = 0.0 computes an ε-approximation

for all K∗ mutation sequences. Let us assume that A∗ has already generated the

first m conformations and that there are n remaining conformations that have not

been generated yet. We use the definitions for q′, p∗, E0 , and k from Proposition 2

above. We assume that we have already computed q∗
P

, an ε-approximation to q
P

, us-

ing the intra-mutation filter only (Proposition 2), and now describe how to efficiently

compute q
PL

.

We define the score for the ith mutation sequence to be K∗i =
q
PL

q
P
q
L

, while K∗o =

oq
PL

oq
P

oq
L

. We let q∗
PL

be the partial partition function for the bound protein-ligand
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state, computed from the m already-generated conformations. We define K†o =
oq

PL
oq

P
.

Finally, let ψ = max
(
γεK†oq

∗
P
, q∗

PL
ρ
)

and ρ = ε
1−ε .

Proposition 3. If the lower bound B(c) on the minimized energy of the (m + 1)st

conformation returned by A∗ satisfies B(c) ≥ −RT (ln(ψ − k exp(−E0/RT ))− lnn),

then the partition function computation can be halted, with q∗
PL

guaranteed to be an

ε-approximation to the true partition function q
PL

for a mutation sequence whose

score K∗i satisfies K∗i ≥ γK∗o .

Proof. Since the ligand is invariant throughout the search, q
L

= oq
L
. Let us assume

that we have a sequence for which K∗i ≥ γK∗o holds. Thus,

q
PL

q
P
q

L

≥ γ
oq

PL

oq
P
oq

L

,

q
PL
≥ γK†oqP

≥ γK†oq
∗
P
. (3.14)

First, we note again that

q′ ≤ n exp(−Et/RT ); (3.15)

p∗ ≤ k exp(−E0/RT ). (3.16)

From the definition of q
PL

, we obtain

q
PL

= q∗
PL

+ q′ + p∗. (3.17)

Now, if

n exp(−Et/RT ) + k exp(−E0/RT ) ≤ εK†oγq
∗
P
, (3.18)

then by Eqs. (3.15) and (3.16) we have

q′ + p∗ ≤ εK†oγq
∗
P
, (3.19)

and by Eq. (3.14),

q′ + p∗ ≤ ε q
PL
, (3.20)
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and finally, by Eq. (3.17), we obtain

q∗
PL
≥ (1− ε)q

PL
, (3.21)

which is the definition of the partition function ε-approximation. Thus, if Eq.

(3.18) holds, then we will have an ε-approximation to the true partition function

q
PL

. Solving Eq. (3.18) for Et, we obtain the stop-threshold:

Et ≥ −RT
(
ln
(
γεK†oq

∗
P
− k exp(−E0/RT )

)
− lnn

)
. (3.22)

The first conformation that has an energy above the stop-threshold (Eq. 3.22)

halts the partition function computation, since we already have an ε-approximation.

Thus, combining Eq. (3.22) and the intra-mutation stop-threshold (Eq. 3.10), our

stopping condition for the computation of q
PL

becomes

B(c) > −RT (ln (ψ − k exp(−E0/RT ))− lnn) , (3.23)

where ψ = max (γεK†oq
∗
P
, q∗

PL
ρ) and B(·) is the lower bound on the minimized

energy of a conformation.

�

If the desired approximation accuracy is not achieved at the end of the mutation

search, after all conformations have been extracted by A∗, we can modify Eq. (3.13)

to incorporate the inter-mutation filter, obtaining the number of conformations l from

P (the set of pruned conformations) that must be allowed in the repeated search:

l ≥ k − ψ

exp(−E0/RT )
.

We have derived the stop-threshold that guarantees an ε-approximation to the

partition function when conformations are generated in order of increasing lower
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bounds on the conformation’s energy. This generalizes the inter-mutation proof

in [82] which is valid when the energy lower bounds for all of the conformations are

evaluated. This proof also improves on the inter-mutation filter presented in [47],

where the condition for the Et stop-threshold (Eq. 3.22 here) involved q
P

(the full

partition function for the free protein), rather than the computed partition function

ε-approximation q∗
P

. We should note that Eq. (3.23) was derived assuming K∗i ≥ γK∗o

holds, so we can guarantee an ε-approximation to q
PL

only for this case. When

K∗i < γK∗o , then we might not obtain an ε-approximation for the given mutation

sequence, but we do not require a provably-good approximation for such low-scoring

sequences.

Similarly to [82], we define K̃∗i =
q∗
PL

q∗
P
q
L

to be an ε-approximation to the full score

of a mutation sequence (the score if the full partition functions are used, instead of

the partial ones) when K̃∗i ∈
[
K∗i (1− ε), 1

1−εK
∗
i

]
. If K∗i ≥ γK∗o holds for a mutation

sequence i, then by Proposition 3, q
PL
> q∗

PL
≥ (1− ε)q

PL
. Also, since q

P
is already

computed using Proposition 2, q
P
> q∗

P
≥ (1− ε)q

P
. Since K∗i =

q
PL

q
P
q
L

, we have

[
K∗i (1− ε) ≤ K̃∗i ≤

1

1− ε
K∗i

]
. (3.24)

Thus, the algorithm guarantees that an ε-approximation to the full score is computed

when K∗i ≥ γK∗o .

3.3.3 Algorithm

We now have all the necessary tools for our ensemble-based Hybrid MinDEE-K∗

algorithm. The volume filter (see Sec. 3.4) in the original K∗ is applied first to

eliminate under- and over-packed mutation sequences. For each of the remaining un-

pruned sequences, the K∗ =
q
PL

q
P
q
L

scores are computed, using the partition function

algorithms of Sec. 3.3.1 and 3.3.2 to efficiently compute the q
PL

, q
P

, and q
L

parti-
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tion functions. The application of the MinDEE and A∗ algorithms in the partition

function computation improves on the mere constant-factor speedup provided by the

energy filter in the original K∗ algorithm [82]. By implementing a steric filter (see

Sec. 3.4), similar to the one in [82], as a part of the A∗ search, we prevent some

high-energy conformations (corresponding to steric clashes) from being enumerated

by A∗, gaining an additional combinatorial speedup. Only the conformations that

pass all of these filters are energy-minimized and used in the computation of the

partition function for the conformational ensemble. In contrast to the original K∗

algorithm [82] where, for a given mutation sequence, pruning was performed during

the (worst-case exponential) conformation enumeration, Hybrid MinDEE-K∗ uses

the polynomial-time MinDEE criterion before the enumeration occurs. Our Hybrid

MinDEE-K∗ algorithm efficiently prunes the majority of the mutation sequences

and conformations from more expensive evaluation, while still giving provable guar-

antees about the accuracy of its score predictions (Eq. 3.24). Finally, the unpruned

mutation sequences are ranked in order of their computed K∗ scores.

3.4 Methods

We applied our MinDEE/A∗ and Hybrid MinDEE-K∗ algorithms in a redesign mu-

tation search for switching the substrate specificity of the phenylalanine adenyla-

tion domain of the non-ribosomal peptide synthetase (NRPS) enzyme Gramicidin

Synthetase A (GrsA-PheA) from the wildtype substrate Phe toward a non-cognate

substrate, Leu.

Structural Model. Our structural model is the same as the one used in the original

K∗ [82]. In our experiments, the structural model consists of nine active site residues

(D235, A236, W239, T278, I299, A301, A322, I330, C331) of GrsA-PheA (PDB id:

1AMU) [16], a steric shell (30 residues with at least one atom within 8 Å from the sub-

strate), the amino acid substrate, and the AMP cofactor. The steric shell facilitates
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the computation of the energy between the active site residues and neighboring re-

gions of the protein (the residue-to-template energy) and constrains the movement of

the active site residues to only sterically-allowable conformations relative to the body

of the GrsA-PheA protein. All nine active site residues are modeled as flexible using

rotamers and are subject to energy minimization. The steric shell includes residues

186Y, 188I, 190T, 210L, 213F, 214F, 230A, 234F, 237S, 238V, 240E, 243M, 279L,

300T, 302G, 303S, 320I, 321N, 323Y, 324G, 325P, 326T, 327E, 328T, 329T, 332A,

333T, 334T, 515N, and 517K. In 1AMU [16], and also in [82], residues 235D and

517K make H-bonds to the amino acid backbone of the ligand, thereby stabilizing the

substrate in a productive orientation for catalysis. Flexible residues are represented

by rotamers from the Richardsons’ rotamer library [89]. The energy function con-

sists of the amber electrostatic, vdW, and dihedral energy terms [127, 18], and the

EEF1 pairwise solvation energy term [79]. A dielectric of 20 and a solvation energy

scaling factor of 0.05 was used for the computational experiments. Each rotameric-

based conformation is minimized using steepest-descent-based minimization (see [47,

Appendix C]).

Energy Precomputation for Lower Bounds, B(·). The MinDEE criterion

(Eq. 3.1) uses both min and max precomputed energy terms to determine which ro-

tamers are not part of the fixed-backbone minGMEC. There is no need to re-compute

the min and max energies every time Eq. (3.1) is evaluated. See [47, Appendix C]

for a detailed discussion.

Approximation Accuracy. We use an ε-value of 0.03, thus guaranteeing that the

computed partial partition functions will be not less than 97% of the corresponding

full partition functions. We use a value of 0.01 for γ, which requires that correct K∗

scores be computed for all mutation sequences whose score is at most two orders of

magnitude less than the best score.

Filters. Volume filter : Mutation sequences that are over- or under-packed by more
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than 30Å3 compared to the wildtype PheA are pruned; Steric filter : Conformations

in which a pair of atoms’ vdW radii overlap by more than 1.5Å prior to minimiza-

tion are pruned; Sequence-space filter : The active site residues are allowed to mutate

to the set (GAVLIFYWM) of hydrophobic amino acids; MinDEE : We use an im-

plementation of the MinDEE analog to the simple coupled Goldstein criterion ([48]

and [45]).

3.5 Results and Discussion

In this section, we compare the results of GMEC-based protein redesign without

(traditional DEE/A∗) and with (MinDEE/A∗) energy minimization. We also com-

pare the redesign results when energy minimization is used without (MinDEE/A∗)

and with (Hybrid MinDEE-K∗) conformational ensembles. We further compare our

ensemble-based redesign results both to our previous computational predictions of

protein designs and to biological activity assays of predicted protein mutants.

3.5.1 Comparison to Biological Activity Assays

Similarly to [82], we simulated the biological activity assays of L-Phe and L-Leu

against the wildtype PheA enzyme and the double mutant T278M/A301G [115]. In

[115], T278M/A301G was shown to have decreased specificity for Phe and increased

specificity for Leu, as compared to the wildtype enzyme. The computed Hybrid

MinDEE-K∗ scores qualitatively agreed with these results: the Hybrid MinDEE-K∗

score for wildtype with Phe was 17-fold higher than T278M/A301G with Phe; the Hy-

brid MinDEE-K∗ score for wildtype with Leu was 12-fold lower than T278M/A301G

with Leu.
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Table 3.1: Conformational Pruning with Hybrid MinDEE-K∗. The ini-
tial number of conformations for the GrsA-PheA 2-residue Leu mutation search is
shown with the number of conformations remaining after the application of volume,
MinDEE, steric, and energy (with A∗) pruning. The A∗ energy filter is based on the
ε-approximation algorithms in Secs. 3.3.1 and 3.3.2. The pruning factor represents
the ratio of the number of conformations present before and after the given prun-
ing stage. The pruning-% (in parentheses) represents the percentage of remaining
conformations eliminated by the given pruning stage.

Conf. Remaining Pruning Factor (%)
Initial 6.8× 108 -

Volume Filter 2.04× 108 3.33 (70.0)
MinDEE Filter 4.13× 106 49.43 (98.0)

Steric Filter 3.86× 106 1.07 (6.5)
A∗ Energy Filter 7.82× 104 49.41 (98.0)

3.5.2 Comparison to Traditional DEE

For comparison, the simple coupled Goldstein traditional DEE criterion [48] was used

in a redesign search for changing the specificity of the wildtype PheA enzyme from

Phe to Leu, using the experimental setup in Sec. 3.4. A comparison to the rotamer

assignments in the fixed-backbone minGMEC A236M/A322M (Sec. 3.5.4) revealed

that A301, the fixed-backbone minGMEC identity at residue position 301, was in fact

pruned by traditional DEE. We then energy-minimized A236M/A301G, the rigid-

GMEC obtained by traditional DEE/A∗ and determined that its energy was higher

(by approx. 6 kcal/mol) than the energy for the fixed-backbone minGMEC obtained

by MinDEE/A∗. Moreover, a total of 396 different conformations minimized to an

energy lower than the minimized rigid-GMEC energy (see Fig. 3.4). These results

confirm that traditional DEE is not provably-accurate with energy-minimization;

they also show that conformations pruned by traditional DEE may minimize to a

lower energy state than the rigid-GMEC.
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3.5.3 Hybrid MinDEE-K∗

The experimental setup for Leu redesign with Hybrid MinDEE-K∗ is as described in

Sec 3.4. The 2-point mutation search (in a k-point mutation search, at most k of the

n flexible residues are allowed to simultaneously mutate, while the remaining flexible

residues are allowed to change their side-chain conformations) took approximately 9

hours on a cluster of 24 processors. Only 30% of the mutation sequences passed the

volume filter, while MinDEE pruned 98% of the remaining conformations. The use

of the ε-approximation algorithms reduced the number of conformations that had to

be subsequently generated and energy-minimized by an additional factor of fifty (see

Table 3.1). A brute-force version of Hybrid MinDEE-K∗ that did not utilize any of

the filters, would take approximately 8,700 times longer (approx. 3,262 days) for the

same experimental setup for redesign.

To determine the per-sequence pruning efficiency of Hybrid MinDEE-K∗, we fur-

ther computed the fraction of fully-evaluated conformations (the number of confor-

mations that pass all of the Hybrid MinDEE-K∗ filters, divided by the total number

of conformations) separately for each sequence. Fig. 3.3 shows the fraction of fully-

evaluated conformations vs. the computed log K∗ scores for each of the unpruned

sequences, for the protein-ligand bound-state partition function computation. As

expected, the fraction of fully-evaluated conformations that contribute significantly

to the computation of the provably-accurate ε-approximation to the partition func-

tion is very small (less than 0.5%) for all sequences, confirming again the efficiency

of Hybrid MinDEE-K∗. However, there is no correlation between the magnitude of

the sequence scores and the fraction of fully-evaluated conformations.

The two top-scoring sequences are A301G/I330W and A301G/I330F for both

Hybrid MinDEE-K∗ and the original-K∗. Moreover, the other known successful

redesign T278M/A301G [115] is ranked 3rd by Hybrid MinDEE-K∗ (this sequence
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Figure 3.3: Fraction of fully-evaluated conformations for the Hybrid
MinDEE-K∗ bound-state ensembles (GrsA-PheA active site redesign).
For each of the unpruned mutation sequences, the log of the computed K∗ score
is shown vs. the fraction of fully-evaluated conformations used to compute an ε-
approximation to the partition function for the bound protein-ligand complex. The
fraction of fully-evaluated conformations for a given sequence is the ratio of the
number of conformations that pass all of the Hybrid MinDEE-K∗ pruning filters
(see Table 3.1) divided by the total number of conformations for that sequence.

was ranked 12th by the original-K∗ in [82]). Furthermore, all of the top 13 Hybrid

MinDEE-K∗ sequences contain the mutation A301G, which is found in all known

native Leu adenylation domains [11]. These results show that our algorithms can give

reasonable predictions for redesign. Further improvements to the Hybrid MinDEE-

K∗ algorithm were also incorporated and have resulted in predictions that were

experimentally verified to have the desired switch of specificity for a number of
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Figure 3.4: Energies of all conformations within 12.5 kcal/mol of the fixed-
backbone minGMEC energy. The energies (after minimization) of the fixed-
backbone minGMEC (red cross) and the traditional DEE GMEC (yellow circle) are
shown. The fixed-backbone minGMEC A236M/A322M is (by definition) the lowest–
energy conformation, while the traditional DEE GMEC is ranked 397th.

non-cognate substrates; these improvements and results are described in detail in

Chapter 7.

Comparison to Original-K*. An initial comparison to the original-K∗ results

showed only a small overlap between the top-ranking mutations for Hybrid MinDEE-

K∗ and the original-K∗[82]. To facilitate a fair comparison between the two algo-

rithms, we applied the same energy function (as described in Sec. 3.4, but without

solvation energies) and energy-minimization module (see [47, Appendix C]) for both

Hybrid MinDEE-K∗ and the original-K∗. This comparison revealed that both the
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mutation-sequence rankings and the scores for a given mutation sequence are very

similar for the two algorithms: the top 19 sequences are identical, while all of the top

40 sequences for Hybrid MinDEE-K∗ can be found in the top 40 sequences for K∗,

and vice versa; the trend is similar for the remaining sequences, as well. This fact

shows that, all other factors being equal, both algorithms converge to very similar

results, despite the different (but still provably-accurate) filters used. To compare

the efficiency of the two algorithms, we measured the number of fully-evaluated

conformations, since the full energy minimization of the conformations is the most

computationally-expensive part of both algorithms. The original-K∗ algorithm fully-

evaluated approximately 30% more conformations than Hybrid MinDEE-K∗. Thus,

Hybrid MinDEE-K∗ is much more efficient at obtaining the desired results.

3.5.4 MinDEE/A∗

We now discuss results from our GMEC-based experiments using MinDEE/A∗. To

redesign the wildtype PheA enzyme so that its substrate specificity is switched to-

wards Leu, we used the experimental setup described in Sec. 3.4. The MinDEE filter

on the bound protein:ligand complex pruned 206 out of the 421 possible rotamers for

the active site residues, reducing the number of conformations that were subsequently

supplied to A∗ by a factor of 2,330. We then extracted and minimized all confor-

mations over the 2-point mutation sequences using the A∗ search until the halting

condition defined in Proposition 1 was reached, for Ew = 12.5 kcal/mol. A total of

7261 conformations, representing 221 unique mutation sequences, had actual min-

imized energies within 12.5 kcal/mol of the fixed-backbone minGMEC energy (see

Fig. 3.4), which confirms that a mutation sequence can be found in multiple low-

energy states. The top-ranked MinDEE/A∗ mutation sequence is A236M/A322M;

the fixed-backbone minGMEC is obtained from this sequence. The entire redesign

process took approximately 4 days on a single processor (the MinDEE pruning stage
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Figure 3.5: All-atom RMSD (active site residues only) vs. energy for all
A236M/A322M conformations generated by MinDEE/A∗. A total of 337
conformations for the A236M/A322M sequence have energies within 12.5 kcal/mol
of the MinDEE/A∗ fixed-backbone minGMEC. The all-atom RMSD with the fixed-
backbone minGMEC (red cross) for each of these conformations is shown vs. the
corresponding computed conformational energy.

took less than a minute, and the remainder of the time was spent in the A∗ enumer-

ation stage), with more than 60000 extracted conformations before the search could

be provably halted. Thus, the provable accuracy of the results comes at the cost of

this computational overhead, since the number of extracted conformations is much

larger than the actual number of conformations within Ew of the fixed-backbone

minGMEC energy. Note, however, that a redesign effort without a MinDEE filter

and a provably-accurate halting condition would be computationally infeasible.
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Since a mutation sequence can be found in multiple low-energy states (see above),

it is interesting to determine how similar these states are. We therefore selected the

set of conformations generated by MinDEE/A∗ for the fixed-backbone minGMEC

sequence A236M/A322M for further analysis. For this sequence, Fig. 3.5 shows the

all-atom RMSD (active site residues only) for the fixed-backbone minGMEC with

each of the 337 conformations within 12.5 kcal/mol of the fixed-backbone minGMEC

energy. As Fig. 3.5 shows, the similarity of the structures varies significantly, with

75% of the structures clustered within the range 0.6− 1.1 RMSD (average of 0.83).

Although the correlation between the RMSD values and the conformational energies

is weak (R2 of 0.24), there is a general trend for conformations with a larger deviation

from the fixed-backbone minGMEC structure to also have higher energies.

As another measure of similarity between the low-energy conformations for the

A236M/A322M sequence, we computed the frequency for each observed rotamer

identity at each active site residue position (Fig. 3.6). As Fig. 3.6 shows, with the

exception of T278 and C331 which assume all allowed rotamers for the corresponding

amino acid types from the Richardsons’ rotamer library, all other residues preferen-

tially assume only a small subset of the possible rotamers (cf. [89]), thus indicating

some (though not high) rotamer diversity between the different structures. This ro-

tamer diversity, in combination with the rotameric energy minimization allowed in

our model, are the reasons for the structure variability observed in Fig. 3.5.

Only 2 of the top 40 MinDEE/A∗ mutation sequences can be found in the top

40 Hybrid MinDEE-K∗ sequences, and vice versa, indicating that ensemble-scoring

yields substantially different predictions from single-structure scoring using the fixed-

backbone minGMEC, where only the minimized bound state of a single conformation

is considered (see Fig. 3.7). Further improvements to the MinDEE/A∗ algorithm

(e.g., the incorporation of amino acid reference energies to limit the number of times

a particular amino acid type, such as Met, is selected within a given redesign, see
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Figure 3.6: Rotamer diversity for the A236M/A322M conformations gen-
erated by MinDEE/A∗. For each active site residue, the normalized frequency for
each observed rotamer (number of occurrences divided by the total number of struc-
tures) is shown: the highest-occurring rotamer is in blue, the second-highest is in
red, followed by yellow, green, and light blue. For clarity, A301 is not shown here
since Ala has only one rotamer.

Sec. 7.2.2) were also incorporated. This improved version of MinDEE/A∗ was applied

as part of a computational protocol for predicting mutations outside of the GrsA-

PheA active site; a set of predicted mutants showed significant improvements in the

target substrate specificity (see Chapter 7 for details).

3.6 Limitations and Extensions

The MinDEE criterion can efficiently prune a large number of the possible confor-

mations (see Table 3.1 and Sec. 3.5.4). However, because of the use of min and

max energy terms, the pruning efficiency of MinDEE cannot be as high as that of
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A B

Figure 3.7: Distribution of Mutations. The distribution of the mutation types
for the top 40 mutation sequences for (A) MinDEE/A∗ and (B) Hybrid MinDEE-
K∗ algorithms is shown as the fraction of each mutating type for each active site
residue. The types and frequencies for the mutations are quite different for the two
methods, which indicates that the difference in the information content for GMEC-
and ensemble-based algorithms can be substantial.

traditional DEE. This trade-off in efficiency results from the provable guarantees

that MinDEE can (while traditional DEE cannot) make when energy minimization

is employed. An increase of the pruning capabilities of MinDEE would require the

derivation and computation of tighter upper and lower energy bounds. Since (with

a rigid backbone) the conformational changes due to switching the identity of a sin-

gle rotamer should decrease in magnitude as the proximity to the modified rotamer

decreases, it may also be possible to increase the pruning factor by scaling the terms

in the MinDEE condition (Eq. 3.1), depending on the proximity of the residues

involved.

The goal of our ensemble-based Hybrid MinDEE-K∗ algorithm is to find mutation

sequences with better binding constants for the novel substrate than the wildtype

enzyme. An assessment of catalytic activity is not explicitly included in the algo-

rithm. In general, it would be interesting to generalize K∗ to stabilize the transition
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state. Since the transition state is not known structurally, K∗ maintains backbone

contacts of the substrate in proximity to the nucleotide cofactor. As was shown

in [116], the top K∗-predicted mutations in a GrsA-PheA redesign improved the

catalytic specificity (kcat/KM) as well.

A limitation of our model is the use of a rigid backbone. However, our algorithm

aims to simultaneously find the best mutations and to stabilize the side-chain place-

ments for the given backbone, rather than assuming the backbone will remain rigid.

All dead-end elimination algorithms, and the majority of structure-based protein de-

sign algorithms in general, use a model with a rigid backbone. The incorporation of

backbone flexibility, however, will likely improve the computational predictions, and

thus represents interesting future work.

3.7 Conclusions

When energy-minimization is required, the traditional DEE criterion makes no guar-

antees about pruning rotamers belonging to the fixed-backbone minGMEC. In con-

trast, a rotamer is only pruned by MinDEE if it is provably not part of the fixed-

backbone minGMEC. We showed experimentally that the fixed-backbone minGMEC

can minimize to lower energy states than the rigid-GMEC, confirming the feasibility

and significance of our novel MinDEE criterion. When used as a filter in ensemble-

based redesign, MinDEE efficiently reduced the conformational and sequence search

spaces, leading both to predictions consistent with previous redesign efforts and novel

sequences that are unknown in nature. Our Hybrid MinDEE-K∗ algorithm showed

a significant improvement in pruning efficiency, as compared to the original K∗ al-

gorithm. Redesign searches for two other substrates, Val and Tyr, have also been

performed, confirming the generality of our algorithms.

Protein design using traditional DEE uses neither ensembles nor rotamer min-

imization. In our experiments, we reported the relative benefits of incorporating
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ensembles and energy-minimization into a provable redesign algorithm. A major

challenge for protein redesign algorithms is the balance between the efficiency and

accuracy with which redesign is performed. While the ability to prune the majority

of mutation/conformation search space is extremely important, increasing the accu-

racy of the model is a prerequisite for successful redesign. It would be interesting

to implement finer rotamer sampling and more accurate (and hence more expensive)

energy functions, and remove bias in the rotamer library by factoring the Jacobian

into the partition function over torsion-angle space. MinDEE can also be general-

ized to incorporate backbone flexibility [43]. An accurate and efficient algorithm for

redesigning the enzymes that synthesize natural products should prove useful as a

technique for drug design.
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4

The DACS Algorithm

This chapter has been adapted from the following published manuscript which is

joint work with Ryan Lilien and Bruce Donald:

I. Georgiev, R. Lilien, and B. R. Donald. Bioinformatics, 22(14):e174–183, 2006.

In this chapter, we present novel provable enhancements both to traditional DEE

(Chapter 2) and MinDEE (Chapter 3), for improved pruning efficiency. When ap-

plied in protein design searches, our enhancements yield a speedup of up to a factor

of more than 1000. In particular, this chapter makes the following contributions:

1. DACS: a provably-accurate divide-and-conquer enhancement to traditional DEE.

DACS is shown to obtain improved pruning efficiency and much faster running times.

Due to its divide-and-conquer nature, DACS is especially beneficial in design prob-

lems where enumeration (Chapter 2) must be performed. The DACS algorithm is

also extended to incorporate energy minimization.

2. MinBounds: a novel provable pruning criterion that incorporates energy mini-

mization, generalizing the Bounds technique [50] for protein design without energy
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minimization. MinBounds prunes all rotamers ir for which the lower bound on the

energy of all conformations that contain ir is greater than a computed reference

energy.

3. A more efficient and powerful version of the MinDEE/A∗ algorithm (Sec. 3.2), in-

corporating MinBounds, DACS, and a number of MinDEE pruning criteria (Sec. 3.1).

The new MinDEE/A∗ algorithm is shown to lead to a significant improvement in

pruning efficiency;

4. Application of our novel algorithms in GMEC-based searches for redesigning plas-

tocyanin and the β1 domain of protein G, and for switching the substrate specificity

of GrsA-PheA.

4.1 Approach

4.1.1 DACS

By partitioning the conformational search space, the original conformational splitting

DEE (split-DEE) criterion [100] (see [45, Fig. 3g]) enhances the pruning efficiency of

traditional DEE. Fig. 4.1a shows a simple example of the power of conformational

splitting. In Fig. 4.1a, the simple Goldstein criterion ([48] and [45, Fig. 3c]) would not

prune rotamer ir, since it requires that there exist a competitor rotamer with better

conformational energies than ir for all conformations. In contrast, when split-DEE

is used, the conformational space can be divided into several partitions, such that

for each partition, there is some competitor that always has better conformational

energies than ir within that partition. In Fig. 4.1a, the dashed line divides the space

into two partitions, P1 and P2. With this division, the competitor rotamer iu always

outperforms ir in partition P1, while rotamer it is always better than ir in partition

P2. Thus, ir can now be pruned, since there is always a better alternative for residue

i, for any conformation. Hence, ir is provably not part of the rigid-GMEC. The

advantage of split-DEE is that no single competitor is required to outperform ir for
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Figure 4.1: Pruning with split-DEE and DACS. A point on the curve for
rotamer ir represents the energy of the corresponding conformation when residue
i has the specific rotamer identity r. (a) Whereas the simple Goldstein criterion
cannot prune ir, conformational splitting can prune ir by partitioning the confor-
mational space. The dashed line shows a splitting of the conformational space into
the two partitions P1 and P2. (b) Conformational splitting cannot prune rotamer
ir in partition P2, so ir must remain unpruned for the full conformational space. In
contrast, DACS leaves ir unpruned only for P2; the local GMECs for P1 and P2 are
computed and compared to obtain the overall GMEC. Note that the conformational
space is discrete; continuity is shown here only for illustration purposes.

every conformation; as long as there exists a (different) dominant competitor for each

partition, rotamer ir can be pruned. A simplified schematic of split-DEE is given

in Fig. 4.2a.

We now describe a modification of the split-DEE criterion that will allow for a

further increase in pruning efficiency. Fig. 4.1b shows a different energy landscape. In

this case, neither it nor iu outperform ir for all conformations in partition P2. Thus,

the original split-DEE criterion can no longer prune rotamer ir and the potentially

beneficial information that iu is always better than ir in partition P1 is discarded. In

general, it may be possible to prune ir in the majority of the partitions, but so long

as there exists a partition where no competitor is always better than ir, the original

split-DEE criterion must keep ir unpruned. To remedy this loss of information, we

relax the requirement that ir be outperformed in all partitions; instead, we use a
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Figure 4.2: Schematic of the (a) split-DEE, and (b) DACS algorithms.
In (a), the reduced set C ′ of conformations is obtained after split-DEE is applied to
the initial conformational set C. If |C ′| = 1, then split-DEE has output a unique
solution, the rigid-GMEC; otherwise, enumeration must be performed. In (b), the
initial set C is first partitioned. DEE pruning is performed for each partition and
the corresponding local rigid-GMEC is obtained. The lowest-energy conformation
among the local GMECs for all partitions is the overall rigid-GMEC.

provably-accurate divide-and-conquer approach.

As in the original split-DEE criterion, we divide the conformational space into

partitions. Within each partition, we apply DEE pruning to determine if there ex-

ists a competitor at residue i that always outperforms rotamer ir. We then identify

the local rigid-GMEC, restricted to the current partition, independently of the other

partitions. If DEE pruning does not produce a unique solution, enumeration of the

conformations in the current partition must be performed. The lowest-energy con-

55



formation among the local rigid-GMECs for all partitions is the overall rigid-GMEC

(the rigid-GMEC among all conformations, for all partitions). We call this new ap-

proach DACS (Divide-And-Conquer Splitting) (Fig. 4.2b). Note that in Fig. 4.1b,

rotamer ir is still unpruned in partition P2, so the enumeration stage for P2 must

consider conformations containing ir. However, in partition P1, rotamer ir can be

provably pruned and hence all conformations in P1 containing ir can be eliminated

from further consideration. With split-DEE, the conformations containing ir for

both partitions must still be enumerated. Hence, the general advantage of DACS

over split-DEE is the ability to prune an additional combinatorial subset of the con-

formational space by exploiting partition-specific prunings.

The DEE pruning stage in DACS can incorporate any combination of the avail-

able provably-accurate traditional DEE techniques (e.g., simple Goldstein and split-

DEE). The enumeration stage is implemented using A∗ search, which results in an

additional combinatorial-factor reduction in the search space (see Chapter 2).

Several approaches based on ideas related to conformational splitting have been

previously described. In [88], a generalized version of the split-DEE algorithm that

is capable of pruning rotamer clusters, and not just single rotamers, was derived

independently from [100]. A split flags technique was introduced in [50] that is

closely related to the approach in [88]. With split flags, if a target rotamer ir cannot

be pruned for all partitions, the partitions in which ir can be pruned are flagged

as dead-ending. These split flags effectively represent dead-ending rotamer pairs.1

Since the dead-ending pairs are not used in the evaluation of the DEE equations

(e.g., Eq. 2.2), more single dead-ending rotamers may be identified in the subsequent

DEE cycles.

Thus, both DACS and the split flags technique use pruning information that is

otherwise discarded by split-DEE. However, there is one major advantage of the

1 In a dead-ending rotamer pair (ir, js), either ir or js may be part of the GMEC, but not both.
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DACS algorithm over split flags, that can be attributed to the divide-and-conquer

paradigm. Since the cost of expanding the A∗ search tree depends combinatorially

on the number of rotamers for each residue position,2 a divide-and-conquer approach

(in which the number of rotamers for each partition is reduced) can be more efficient

than finding the global solution directly. Hence, for design problems in which the

enumeration stage cannot be avoided, DACS should be especially useful.

In [29], a divide-and-conquer algorithm for DEE pruning was described. In this

algorithm, a list of dead-ending rotamers is constructed for each part of the divided

conformational space; the intersection of all such lists gives the final list of pruned

rotamers. Hence, this algorithm suffers from the same drawback as split-DEE: since

a rotamer ir cannot be pruned unless it is identified as dead-ending in all parts of the

conformational space, potentially beneficial pruning information is often discarded.

The DACS algorithm benefits both from its divide-and-conquer nature and from

the use of partition-specific prunings; DACS thus presents advantages over the other

algorithms discussed in this section. The DACS algorithm is easily extended to

incorporate energy minimization; in order to only prune rotamers that are provably

not part of the fixed-backbone minGMEC, the traditional DEE pruning criteria in

the DEE cycle of DACS must be discarded and their MinDEE equivalents (see [45,

Fig. 3]) used instead.

Correctness

We now prove the correctness of the DACS algorithm. Let C be the initial set of

conformations and let q be the number of partitions Pi, 1 ≤ i ≤ q, into which C is

divided. Proposition 4 proves that DACS correctly identifies the local rigid-GMEC

for each partition. Proposition 5 shows that the overall GMEC is obtained as the

2 For a protein with n residues and at most q rotamers per residue, the worst-case cost of expanding
the A∗ conformation tree is O(qn).
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lowest-energy conformation among the local GMECs, thus completing the proof of

correctness for DACS.

Proposition 4. DACS identifies the local rigid-GMEC for each partition Pi.

Proof: Let Cj denote the set of conformations for a given partition Pj, for an arbi-

trary j. Since the DEE pruning stage in DACS incorporates only provably-accurate

traditional DEE techniques (see p. 55), the rigid-GMEC gj ∈ Cj is guaranteed not

to be pruned. The rigid-GMEC for Pj is then extracted using the A∗ search.

Proposition 5. Let gi be the local rigid-GMEC for partition Pi and let E(gi) be

the total conformational energy of gi. Then the overall rigid-GMEC is obtained as

argmingi
E(gi), for 1 ≤ i ≤ q.

Proof: We give a proof by contradiction. Let h ∈ C; h 6= gi, ∀i, be the overall rigid-

GMEC, so that E(h) < miniE(gi); that is, the overall rigid-GMEC h is not a local

rigid-GMEC. By definition, h can be in exactly one partition of C; let this partition

be Pj. It follows that E(h) < E(gj), so gj is not the local rigid-GMEC for partition

Pj. We thus have a contradiction. Hence, h must be a local GMEC; the lowest-energy

local GMEC, argmingi
E(gi), for 1 ≤ i ≤ q, is the overall rigid-GMEC.

Partitioning

For each rotamer ir, the original split-DEE [100] forms partitions by choosing one

or more of the protein residues as the splitting positions (residues).3 Ideally, for n

residues and s split positions, all
(
n−1
s

)
possible combinations would be examined,

until ir can be pruned for all partitions in some combination. For s > 2, however,

the increased algorithmic complexity suggests the use of a magic bullet approach to

splitting [49]. With this approach, a single combination (a magic bullet) of split

positions is chosen, based on a heuristic ranking criterion.

3 A splitting position (residue) divides the conformational space into partitions, such that each
rotamer at that residue forms a separate partition.
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In the original split-DEE, different rotamers can be pruned using different com-

binations of splitting residues, since the pruning information is combined before the

enumeration stage of the search for the rigid-GMEC. DACS uses partition-specific

pruning information, so the prunings for one partition are generally not valid for

a different partition (see Fig. 4.1b). If different rotamers are pruned using differ-

ent splitting residues, the divide-and-conquer-type approach can no longer be used.

Thus, the DACS partitions must be identical for all rotamers tested for pruning. To

partition the set of conformations, we therefore choose t split residues, 1 ≤ t ≤ n,

before applying the DACS criterion; we will henceforth refer to these split residues

as major split residues, in contrast with the original split-DEE splitting positions.

We use a magic-bullet-type approach for choosing the major split residues. As-

suming preliminary DEE pruning has been performed, we can rank residues in terms

of the corresponding p-ratio (the ratio of pruned rotamers to total number of ro-

tamers). The top t residues with the lowest p-ratio are chosen as the major split

positions. Intuitively, residues with a low p-ratio are less prone to pruning and

should thus minimize the cost of not being able to prune rotamers at the split po-

sitions.4 Note that the method for choosing the major split residues does not affect

the correctness of the algorithm, but may affect its pruning efficiency, so alternative

methods for choosing the major split positions can also be applied.

Complexity

For t major split residues and at most q rotamers per residue, DACS divides the

conformational space into O(qt) partitions. The cost of running the DEE cycle for

each partition is determined by the complexity of the DEE algorithms in the cycle.

As noted in Chapter 2, the cost of the initial DEE criterion [28] is O(q2n2). The

simple Goldstein criterion [48] has a complexity of O(q3n2). An implementation of

4 In each partition, there is only one rotamer for each major split residue.
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the original split-DEE [100] with s = 1 split positions has the same complexity as

simple Goldstein, assuming (q > n). The computation of split flags is done during

the split-DEE run at no additional complexity. Hence, for a DEE cycle in which

the most costly algorithm used is split-DEE, the general complexity of DACS is

O
(
q2+s+tn

(
n−1
s

))
, where O

(
q2+sn

(
n−1
s

))
is the cost of each split-DEE run. With

t = 1 (a single magic bullet split position) for major splitting and s = 1 split-DEE

in the inner loop, DACS runs in O(q4n2), which is less than the cost of s = 2 split-

DEE, O(q4n3). Note that since the computation of the results for each partition

is independent of the other partitions, DACS is easily parallelizable, which further

reduces the effective complexity of the algorithm.

4.1.2 MinBounds

We now present a provably-accurate pruning technique that is based on rotameric

minimum energy bounds. The technique, MinBounds, is analogous to the Bounds

approach of [50] for traditional DEE. In contrast to Bounds, however, MinBounds is

provably-correct with energy minimization. We define the lower bound Bir on the

minimized energy of all conformations containing rotamer ir as (see Eq. 3.6):

Bir = Et′ + E	(ir) +
∑
j 6=i

min
s
E	(js) +

∑
j 6=i

min
s
E	(ir, js)

+
∑
j 6=i

∑
k 6=i,k>j

min
s,u

E	(js, ku) . (4.1)

Thus, Bir is the best energy that a conformation can achieve after minimization if

residue i has the particular rotamer identity r. Now, let Ec be the minimized energy

of a given conformation and Eg be the energy of the fixed-backbone minGMEC, so

that Ec ≥ Eg. For a given rotamer ir, if Bir > Ec, then Bir > Eg, so ir cannot

belong to the fixed-backbone minGMEC and can thus be provably pruned.
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Table 4.1: Traditional DEE algorithms. The name of the algorithms (left)
is shown with the corresponding sequence of pruning criteria (right). Each of the
pruning criteria (as well as the full DEE cycle) is repeated until no further prunings
are obtained. For each target rotamer ir, full split-DEE attempts pruning for all
possible combinations of

(
n−1
s

)
split positions. The algorithms with DACS use t = 1

major split positions.

SD1f Bounds, simple Goldstein, full s = 1 split-DEE;
SD2f Bounds, simple Goldstein, full s = 1 split-DEE, full s = 2 split-DEE;
SF2f Bounds, simple Goldstein, full s = 1 split-DEE w/ split flags, full s = 2 split-DEE w/ split flags;

DACS-SD1f SD1f , followed by t = 1 DACS with a DEE stage incorporating the set of SD1f criteria;
DACS-SD2f SD2f , followed by t = 1 DACS with a DEE stage incorporating the set of SD2f criteria;
DACS-SF2f SF2f , followed by t = 1 DACS with a DEE stage incorporating the set of SF2f criteria.

In [50], multiple Monte Carlo searches are used throughout the design process,

in order to compute lower values for Ec (called the reference energy), so that more

rotamers could be pruned by the Bounds criterion. Alternatively, in order to reduce

the computational burden, MinBounds obtains Ec by energy-minimizing the wildtype

only.

The MinBounds approach is most beneficial if used in a combination with the

MinDEE pruning criteria (Sec. 3.1). Since the MinDEE conditions are conservative,

a rotamer ir cannot be pruned unless a better alternative is found, so some rotamers

with bad (high) lower energy bounds may not be pruned by MinDEE. Using Min-

Bounds with a good reference energy guarantees that rotamers with bad lower energy

bounds will be pruned, further reducing the conformational search space.

4.2 Algorithms

4.2.1 Traditional DEE

The performance advantage of DACS for protein design without energy minimization

is evaluated in comparison to the original split-DEE and split flags. The DEE prun-

ing stage of the benchmarking algorithms is presented in Table 4.1. DACS-SD1f ,

DACS-SD2f , and DACS-SF2f introduce an additional complexity factor of onlyO(q),

compared to, respectively, SD1f , SD2f , and SF2f (see Sec. 4.1.1, Complexity). For
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all algorithms, the pruning stage is followed by an A∗-search enumeration stage.

4.2.2 MinDEE

We now present an improvement of the MinDEE/A∗ algorithm (Sec. 3.2), incorpo-

rating the simple Goldstein and conformational splitting extensions to the MinDEE

criterion [45], MinBounds (Sec. 4.1.2), and DACS for MinDEE (Sec. 4.1.1). In ad-

dition, the MinDEE/A∗ algorithm is adapted to allow the use of the volume filter

applied in the ensemble-based searches of [82] and Sec. 3.3.3. The volume filter is

applied to the initial set of mutation sequences, pruning over- and under-packed

sequences, relative to the original sequence. For each of the remaining sequences,

the MinDEE analog of the DACS-SD1f algorithm (Sec. 4.2.1) is used to eliminate

the majority of the candidate conformations. A∗ search is then applied in the enu-

meration stage to extract the fixed-backbone minGMEC from the set of remaining

conformations. Similarly to the DACS algorithm, the lowest-energy conformation

among the rigid-GMECs for all mutation sequences is identified as the overall rigid-

GMEC. If conformations within Ew of the fixed-backbone minGMEC energy are to

be generated, the pruning criteria and the A∗ search can be modified accordingly

(Sec. 3.2). The application of the enhanced pruning conditions and the use of the

volume filter aim at improving the pruning capabilities and the computational effi-

ciency of the algorithm.

4.3 Methods

Structural Model. The NRPS enzyme GrsA-PheA (PDB id: 1AMU) [16] is used

both for the traditional DEE and MinDEE redesigns. Similarly to [82] and Sec. 3.4,

the residues modeled as flexible are the 9 active site residues (D235, A236, W239,

T278, I299, A301, A322, I330, C331). In addition, our structural model consists of

the steric shell (the 30 residues with at least one atom within 8 Å of a residue in
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the active site: 186Y, 188I, 190T, 210L, 213F, 214F, 230A, 234F, 237S, 238V, 240E,

243M, 279L, 300T, 302G, 303S, 320I, 321N, 323Y, 324G, 325P, 326T, 327E, 328T,

329T, 332A, 333T, 334T, 515N, and 517K), the amino acid substrate, and the AMP

cofactor. The 9 flexible residues are allowed to mutate to the set (GAVLIFYWM)

of hydrophobic amino acids. Traditional DEE experiments are also performed on

plastocyanin (PDB id: 2pcy) [40]. Based on [50], we model as flexible 18 residues

in the core of plastocyanin (5, 14, 21, 27, 29, 31, 37, 38, 39, 41, 72, 74, 80, 82,

84, 92, 96, 98), allowing them to mutate to the set (AVLIFYW) of hydrophobic

amino acids. Similarly to [50], redesign with traditional DEE was also performed

on 14 surface residues (4, 6, 8, 13, 15, 17, 42, 44, 46, 48, 49, 51, 53, 55) of the β1

domain of protein G (PDB id: 1pga) [39]. The 14 residues modeled as flexible are

allowed to mutate to the set (ANQSTDE); the remaining residues (except for the

N-terminus) are modeled as part of the steric shell. Further, similarly to [112], 1pga

redesign was performed on 12 core residues (3, 5, 7, 9, 20, 26, 30, 34, 39, 41, 52, 54),

allowed to mutate to (GAVLIFYWM). Rotamer Library. Side-chain flexibility

is modeled using the Richardsons’ rotamer library [89]. Energy Minimization.

Conformations are energy-minimized using steepest-descent-based minimization and

the amber energy function (electrostatic, vdW, and dihedral energy terms) [127, 18].

A voxel of θ = ±9◦ is allowed around each rotamer dihedral. Volume Filter.

(MinDEE/A∗ only) Over-/under-packed mutation sequences (by more than 30Å3)

relative to wildtype GrsA-PheA are pruned.

4.4 Results and Discussion

Traditional DEE. The results of applying the 6 different algorithms described

in Sec. 4.2.1 to GrsA-PheA are shown in Table 4.2, Case (a). With s = 1 split-

DEE (SD1f ), the redesign process took 46.1 minutes on a single processor, but the

introduction of DACS (DACS-SD1f ) decreased the execution time by a factor of 20.
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Table 4.2: Traditional DEE redesign for GrsA-PheA (a), plastocyanin (b),
and the β1 domain of protein G (surface) (c). The total number of conforma-
tions for cases (a), (b), and (c) is 4.78×1015, 2.06×1027, and 2.25×1022, respectively.
The Enum values show the number of remaining conformations after pruning with
the algorithm given in the corresponding column; these conformations must be con-
sidered by A∗ in the enumeration stage. Time shows the total running time (in
minutes) consumed by each algorithm for the identification of the rigid-GMEC. All
experiments were performed on a single processor. ∗Did not complete in 10, 000
minutes.

SD1f SD2f SF2f DACS-SD1f DACS-SD2f DACS-SF2f

(a) Enum 4.14× 108 2.67× 108 2.25× 108 1.04× 107 1.46× 107 3.87× 106

Time 46.1 34.3 25.0 2.34 3.36 2.12

(b) Enum 6.78× 1012 4.52× 1012 1.86× 1012 5.11× 1011 3.84× 1011 6.44× 1010

Time 2057.1 1192.8 207.4 769.1 534.4 55.6

(c) Enum 3.7× 1012 1.47× 1011 1.6× 1010 3.56× 109 2.97× 106 2.13× 108

Time ∗ ∗ 4540.2 171.3 6.5 154.1

For s = 2 split-DEE without and with split flags (SD2f and SF2f , respectively), the

application of DACS resulted in a speedup factor of approx. 10 and 12, respectively.

Thus, the minor additional complexity of the algorithms incorporating DACS (see

Sec. 4.2.1) is outweighed by a significant increase in computational efficiency over the

corresponding algorithms without DACS. Moreover, DACS performed better even

when compared to more costly algorithms: DACS-SD1f was a factor of 10 faster

than the SF2f algorithm.

A major factor for the speedup associated with the DACS algorithms is the

corresponding increase in pruning efficiency (Table 4.2). By using a divide-and-

conquer approach to partition the conformational space and identify partition-specific

prunings, DACS allows for additional elimination, after pruning with the original

split-DEE and split flags techniques is exhausted. Table 4.3 shows the DACS-SF2f

pruning results for all 16 partitions. As can be seen from Table 4.3, the remaining

conformations after the DEE stage of DACS differ widely for each partition, ranging

from less than 1, 000 (partition 8) to approx. 1.5 million (partition 16). This variation
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Table 4.3: Partition Pruning with DACS-SF2f for GrsA-PheA. The confor-
mational space was divided into 16 partitions by splitting at residue 322 (with a
p-ratio of 29/45 after the initial pruning with SF2f ). The Enum values show the
number of remaining conformations after pruning with DACS-SF2f , for each of the
16 partitions. Due to rounding, these values do not sum exactly to the corresponding
total number of conformations shown in Table 4.2.

1 2 3 4 5 6 7 8

Enum 5.8× 105 2.2× 105 1.8× 105 2.2× 105 7.3× 104 3.3× 104 3.1× 105 0.8× 103

9 10 11 12 13 14 15 16

Enum 1.1× 103 2.0× 104 5.3× 103 1.1× 104 2.8× 105 4.5× 105 4.4× 104 1.5× 106

shows that a different subset of rotamers can be pruned for each of the partitions,

confirming the significance of using the DACS partition-specific prunings.

The improved execution times of the DACS redesigns can further be explained

by the reduced cost of expanding the A∗ search trees for each partition, resulting

from the divide-and-conquer approach, as opposed to expanding the single A∗ tree

for the full conformational space. For example, for the SF2f algorithm, A∗ must

simultaneously consider all of the remaining 2.25 × 108 conformations, whereas the

largest partition for DACS-SF2f has only 1.5× 106 candidate conformations.

Table 4.2, Case (b), shows the plastocyanin redesign results for the six different

algorithms used. Similarly to GrsA-PheA, the DACS algorithms (columns 4 − 6)

outperform the corresponding split-DEE/split flags algorithms in columns 1− 3, re-

sulting in a speedup of up to a factor of 4. Unlike GrsA-PheA, however, the execution

time for SF2f was less than that for DACS-SD1f , although the total number of un-

pruned conformations for DACS-SD1f was smaller. We can thus conclude that the

overhead of expanding separate A∗ trees for each partition can be outweighed only

by a significant improvement in pruning efficiency. However, in all of the redesign

results presented in Table 4.2, the addition of the DACS algorithm (columns 4− 6)

shows the necessary substantial increase in pruning efficiency over the respective al-

gorithms (without DACS) in columns 1 − 3. Hence, we conclude that, in general,
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DACS should be used as an enhancement, and not a substitute, to the other available

DEE techniques.

The core redesign of the β1 domain of protein G was completed within 5 minutes

by all six algorithms (data not shown), which precludes a differential performance

comparison for this case. However, our conclusions so far are confirmed by the (more

difficult) surface redesigns of β1 of protein G (Table 4.2, Case c). When compared

to the algorithms without DACS, the respective DACS algorithms show a speedup

of up to three orders of magnitude. In fact, the SD1f and SD2f algorithms exceeded

the maximum allotted time of 10, 000 minutes, so the use of DACS for these redesigns

was essential. Moreover, similarly to Case (a), DACS-SD1f performed an order of

magnitude better than the more costly SF2f .

Note that SF2f in Case (c) ran 20 times slower than SF2f in Case (b), although

the number of unpruned conformations for Case (c) was two orders of magnitude

lower. This is a direct result of the expansion mechanism of A∗ and implies that,

in order to generate the best conformation, a larger portion of the A∗ conformation

tree had to be expanded for SF2f in Case (c) than in Case (b). Indeed, the A∗ tree

in Case (c) contained approx. 1.9×106 nodes at the time of completion, whereas the

Case (b) tree contained only 5× 105 nodes.

Also note the increased running time of DACS-SD2f as compared to DACS-SD1f

(Case a) and DACS-SF2f as compared to DACS-SD2f (Case c). This can be ex-

plained by the choice of an inefficient major splitting residue. To test this hypothesis,

we examined a different heuristic for choosing the major splitting positions, so that

preference is given to lower-numbered residues.5 With the new approach, a higher-

numbered residue ni+k is chosen as the major split position if its p-ratio is at least

a value of α lower than the p-ratio of the lower-numbered residue ni, 1 ≤ i ≤ n.

5 Lower-numbered residues are at lower depths of the A∗ conformation tree and are thus expanded
first.
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In our experiments, we used α = 0.15. The new splitting approach significantly

reduced the running times for most DACS redesigns (data not shown). DACS-SD2f

and DACS-SD1f in Case (a) ran in 2.15 and 2.04 minutes, respectively. The running

time of DACS-SD2f (Case c) remained unchanged, whereas that of DACS-SF2f was

reduced by a factor of 44 to a total of 3.5 minutes. We can thus conclude that more

sophisticated alternatives for choosing the major splitting positions should further

improve the computational efficiency.

The results in this section show the additional pruning power and computational

speedup of the DACS algorithm for traditional DEE design, compared to the original

split-DEE and split flags techniques, thus confirming the significance of this new

approach.

MinDEE/A∗. Results from a 2-point mutation redesign search with energy mini-

mization for switching the binding affinity of GrsA-PheA from Phe to Leu are shown

in Table 4.4. Our improved version of the MinDEE/A∗ algorithm6 (Sec. 4.2.2),

Table 4.4(a), is compared against the original MinDEE/A∗ algorithm7 (Sec. 3.2),

Table 4.4(b), which uses only the MinDEE analog of the simple Goldstein criterion.

In order to fairly evaluate the effects of using the novel pruning criteria presented

in this chapter, the original MinDEE/A∗ algorithm was also modified to incorporate

the volume filter described in Sec. 4.2.2. For our experiments, we used a value of 6.0

for Ew (Sec. 4.2.2). The redesigns were performed on a cluster of 36 processors.

Only 30% of the mutation sequences passed the volume filter. The application

of the MinDEE criteria in MAnew resulted in the elimination of (99.8%) of the re-

maining conformations, while the same algorithmic stage in MAsimple eliminated

only (97.6%). The number of remaining conformations that had to be considered

by A∗ in the enumeration stage was consequently an order of magnitude smaller

6 For convenience, we will henceforth refer to the this version as MAnew.
7 Henceforth referred to as MAsimple.
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for the MAnew algorithm. Thus, as desired, the incorporation of the novel pruning

techniques significantly enhanced the pruning capabilities of the MinDEE stage.

When considering the execution times, however, the speedup resulting from the

use of the MAnew algorithm was not significant. The reason that the increased prun-

ing efficiency did not lead to increased computational efficiency can be explained

by the role of the MinDEE stage in the MinDEE/A∗ algorithm. By pruning the

majority of the possible rotamers, MinDEE reduces the cost of expanding the A∗

search tree.8 Since the number of rotamers for a single mutation sequence is com-

paratively small, the overhead of expanding the A∗ tree is also smaller. Hence, for a

single sequence, the execution time will be dominated mostly by the conformational

energy minimization, and not by the tree expansion. Since an approximately equal

number of conformations are energy-minimized by both MAnew and MAsimple, the

similar execution times of both algorithms are not surprising. However, the fact that

the novel advanced pruning techniques resulted in a significant increase in pruning

efficiency, leads to the conclusion that the improved MinDEE/A∗ algorithm will be

especially useful in redesigns of larger systems9 with energy minimization where the

cost of managing the search tree dominates the computational effort.

4.5 Conclusion

In this chapter, we presented novel enhancements for increased pruning efficiency, ap-

plicable in protein design problems both with and without energy minimization. The

additional pruning power and the divide-and-conquer nature of the DACS algorithm

were shown to lead to a significant computational speedup over other conformational-

splitting-based algorithms, for the redesigns of GrsA-PheA, plastocyanin, and β1 of

8 As noted before (Sec. 4.1.1), this cost depends combinatorially on the number of rotamers for
each residue position.

9 For example, larger proteins, a larger number of flexible residues, or the simultaneous redesign
of multiple mutation sequences.
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Table 4.4: MinDEE/A∗ Redesign for GrsA-PheA using MAnew (a) and
MAsimple (b). The number of conformations remaining after the volume filter is
1.7 × 108. Pruned shows the number and percentage (in parentheses) of conforma-
tions pruned by the MinDEE stage of the corresponding algorithm; the number of
remaining unpruned conformations is shown in Remaining; Minimized represents the
number of conformations generated by A∗ and energy-minimized. Time/Seq. is the
average CPU time (in minutes) for the evaluation of a single mutation sequence.

(a) (b)

Pruned 1.697× 108 (99.8%) 1.66× 108 (97.6%)
Remaining 3.86× 105 4.0× 106

Minimized 9.3× 104 9.64× 104

Time/Seq. 16.11 16.66

protein G. Plastocyanin and protein G redesigns were also described in [100, 50], us-

ing conformational splitting techniques in a combination with other advanced pruning

criteria, such as dead-ending pairs. It would thus be interesting to incorporate such

advanced pruning techniques into the DACS algorithms, in order to facilitate the

faster design of larger systems. Moreover, since the choice of major splitting residues

was shown to impact the efficiency of the algorithm, a further improvement of DACS

could involve the derivation of a better approach for choosing the split positions. For

larger systems, the use of multiple major split positions should also prove beneficial.

Our improved MinDEE/A∗ algorithm incorporated the MinBounds technique,

the simple Goldstein and split-DEE extensions to MinDEE, and the MinDEE ver-

sion of DACS, resulting in a significant improvement in pruning efficiency over the

original MinDEE/A∗ algorithm. Similarly to traditional DEE, further improvements

to MinDEE/A∗ could include the incorporation of s = 2 split-DEE and the split-flags

techniques, as well as other advanced pruning criteria. As suggested by our results, in

order to benefit from the increased pruning efficiency, MinDEE/A∗ should be applied

to larger systems, where the cost of expanding the search tree in the enumeration

stage, rather than the energy minimization, will dominate the computation.
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The pruning techniques presented in this chapter add to the power of available

protein design algorithms and can be an important step towards the development of

algorithms for the efficient solution of increasingly more computationally-expensive

design problems. More efficient algorithms will also allow the use of improved models

(e.g., larger rotamer libraries, improved energy functions, and the incorporation of

backbone flexibility), thus increasing the accuracy of the design predictions.
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5

The BD Algorithm

This chapter has been adapted from the following published manuscript which is

joint work with Bruce Donald:

I. Georgiev and B. R. Donald. Bioinformatics, 23(13):i185–94, 2007.

Both the traditional DEE (Chapter 2) and MinDEE (Sec. 3.1) algorithms are

only provably-accurate for a model with a rigid protein backbone. In this chap-

ter, we derive a novel DEE pruning criterion, flexible-backbone DEE (BD), that is

provably-accurate with backbone flexibility, guaranteeing that no rotamers belong-

ing to the flexible-backbone rigid-rotamer GMEC are pruned. The flexible-backbone

rigid-rotamer GMEC refers to the lowest-energy conformation for a model with a

flexible backbone and rigid rotamers. Henceforth, we will refer to the traditional

DEE GMEC as the fixed-backbone rigid-rotamer GMEC; the MinDEE GMEC is

referred to as the fixed-backbone minGMEC.

Due to the greatly increased computational complexity when backbone flexibility

is incorporated into the protein model, many algorithms keep the backbone fixed
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and aim at optimizing the protein sequence and side-chain placement for the fixed

template. It has been shown, however, that backbone movements can be significant

for some systems [84], although in other studies backbone movements are deemed

to be less significant than side-chain flexibility [97]. In general, a fixed backbone

model biases the design predictions against sequences for which even small backbone

movements may result in significantly improved conformational energies [27]. Hence,

some sequences that are ranked low for a fixed-backbone model may become top-

ranked when a model with a flexible backbone is used.

Some models implicitly incorporate a notion of backbone flexibility by scaling the

atomic van der Waals (vdW) radii, thus allowing some overpacking [20, 88]. Several

efforts of explicitly incorporating different levels of backbone flexibility have also been

reported [119, 54, 27, 75, 38, 132]. [55, 54] used algebraic backbone parameterization

for coiled coils with exhaustive rotamer enumeration but without provable rotamer

pruning. Backbone parameterization is also used in [119] to generate a discrete set of

backbones; DEE is applied to each backbone in that set to determine the respective

optimal structure. In [27], a Monte Carlo/genetic algorithm is used to sample the

backbone dihedral space around an initial backbone structure and to optimize the

template, amino acid sequence, and side-chain placements. A successful design of a

novel protein fold is reported in [75]. The approach in that work alternates between

sequence optimization for a fixed backbone and backbone optimization for a fixed

sequence. The backbone structures are obtained through random sampling of the

backbone dihedrals (similarly to [27]) and through dihedral substitution using dihe-

dral values from the PDB. Although these approaches have been successfully applied

in practice, they can give no guarantees about the identification of the optimal so-

lution over the backbone/sequence search space. In [38], a promising new algorithm

that incorporates backbone flexibility by setting upper and lower bounds on pairs of

Cα −Cα distances and on the backbone dihedral angles is described. This approach
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Table 5.1: Flexibility in DEE Algorithms. A • sign shows that the corre-
sponding flexibility type (a rotamer library, side-chain dihedral minimization, or
backbone flexibility) is incorporated into the respective DEE algorithm (traditional
DEE, MinDEE, or BD).

Rotamer Side-chain Dihedral Backbone Optimal References
Library Minimization Flexibility Solution

traditional DEE • fixed-backbone rigid-rotamer GMEC [28]
MinDEE • • fixed-backbone minGMEC [47]

BD • • flexible-backbone rigid-rotamer GMEC this work

does not require explicit sampling of the (φ, ψ) space and guarantees the identifica-

tion of the optimal solution. However, the energy function used is quite simplified:

it is a function mainly of Cα −Cα distances and there is no explicit side-chain flexi-

bility incorporated into the model. Results in [75], however, showed that backbone

design without consideration of side-chain packing can lead to considerably higher

energy states of the designed structures. Moreover, a more accurate energy function

and the incorporation of explicit side-chain flexibility can significantly increase the

computational requirements of the design problems.

There is no previous algorithm for protein design with backbone flexibility ad-

mitting provable properties similar to traditional DEE’s for a fixed backbone. The

two most important characteristics of such an algorithm should be: (1) efficient elim-

ination of the majority of candidate sequences and conformations, and (2) provable

guarantees that the optimal solution, the flexible-backbone rigid-rotamer GMEC (the

lowest-energy conformation with rigid rotamers and when the backbone is allowed

to flex) will not be pruned during the elimination stage in (1). Although traditional

DEE efficiently eliminates the majority of candidate conformations, it does not fulfill

requirement (2), since this algorithm does not take into account possible changes in

the energy interactions due to conformational changes in the protein backbone. In

this chapter, we present BD, a novel DEE-based algorithm for backbone flexibility

with rigid rotamers that fulfills both of the requirements above. Interesting future
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work may involve the derivation of a provable DEE-based algorithm for backbone

flexibility with rotameric side-chain dihedral minimization – the marriage of MinDEE

and BD (see Table 5.1). The term rigid-rotamer GMEC is a retronym; virtually all

previous DEE algorithms use rigid rotamers and have provable guarantees only with

respect to the fixed-backbone rigid-rotamer GMEC (see Table 5.1).

In particular, we make the following contributions in this chapter:

1. BD: An efficient DEE-based criterion for provably pruning rotamers that can-

not be part of the flexible-backbone rigid-rotamer GMEC;

2. Similarly to the enhancements for traditional DEE and MinDEE, we present

algorithmic enhancements to the initial BD criterion for improved pruning

efficiency;

3. We combine BD and the newly-derived enhancements in a provably-accurate

algorithm for the identification of the flexible-backbone rigid-rotamer GMEC;

4. We apply our new algorithms in redesigns of the core of the β1 domain of

protein G (Gβ1) and of the adenylation domain of the non-ribosomal peptide

synthetase (NRPS) enzyme Gramicidin Synthetase A (GrsA-PheA). Gβ1 is

a small protein (56 residues) that is commonly used to test computational

protein design algorithms [100, 50]. GrsA, in concert with GrsB, makes the

natural antibiotic gramicidin S, so computational redesigns of GrsA can be an

important step towards novel drug discovery [116]. We compare the redesign

results from BD to those from traditional DEE and MinDEE for the same

proteins.
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5.1 Approach

A straightforward DEE-based approach for incorporating backbone flexibility with

rigid rotamers could involve the generation of a discrete set S of backbone conforma-

tions and running traditional DEE separately for each backbone. The fixed-backbone

rigid-rotamer GMEC gb for each backbone conformation b ∈ S can then be identi-

fied, and the lowest-energy conformation for all backbone conformations in S will

simply be argmin
b∈S

E(gb). Unfortunately, although such an approach will be provably-

accurate with respect to S, it can make no guarantees about the identification of

the flexible-backbone rigid-rotamer GMEC, unless the set S exhaustively covers the

space of possible backbone conformations. The generation of the backbones in S

would thus require fine sampling of the backbone dihedral angles of each residue

in the protein. Hence, the size of the set S will be exponential in the number n

of residues, thus making the naive approach computationally infeasible if provable

guarantees with respect to the flexible-backbone rigid-rotamer GMEC are needed.

Instead of sampling the backbone dihedral angles and explicitly generating a

discrete set S of backbones, we use both ranges of backbone angles and real-space

restraint volumes on backbone movement. This approach is similar both to [38] and

to the treatment of side-chains in [82]. Given a starting backbone conformation,

we place a restraining box around each residue in the protein, which limits the

displacement of that residue from its original pose: effectively, through kinematics,

the restraining box also limits the range in the movement of backbone dihedrals.

We now derive a novel DEE-based criterion that uses upper and lower bounds on

rotameric interaction energies, within the specified ranges of backbone angles, to

prune rotamers that are provably not part of the flexible-backbone rigid-rotamer

GMEC.
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5.1.1 Flexible-Backbone DEE (BD)

Let the total energy of a conformation be defined as in Eq. (2.1). Now, let ET (ir|Bc)

be the total energy of a conformation that has the rotamer identity r at residue

position i, for a given backbone Bc; let ET (g0) be the total energy of the flexible-

backbone rigid-rotamer GMEC g0 . Also, let Et′(Bc) be the template energy for

backbone Bc; let E(ir|Bc) be the self (intra-residue and residue-to-template) energy

for rotamer ir when backbone Bc is assumed, and let E(ir, js|Bc) be the pairwise

interaction energy between rotamers ir and js, again for backbone Bc. We will use

a subscript g for rotamers belonging to the flexible-backbone rigid-rotamer GMEC

(ig, jg, etc.), while Bg will be the backbone that gives the flexible-backbone rigid-

rotamer GMEC.

Now, consider two conformations: one is the flexible-backbone rigid-rotamer

GMEC, while the other differs from the first in two ways. First, the rotamer identity

at residue i is changed from g to t (all other rotamers are the same). Second, the

backbone conformation is changed from Bg to Bc. We then have:

ET (it|Bc) ≥ ET (g0). (5.1)

First, let us define the following notation: let V(ir) ⊂ R3 be a restraining box

around rotamer ir, such that all atoms of ir are confined to V(ir). Let C(ir) be the

set of conformations x of rotamer ir for which x(ir) ⊂ V(ir). Similarly, we define the

restraining volume V(t) and the set of backbone conformations C(t) for the protein

template t. C(y) is simply the configuration space region, such that x(y) ⊂ V(y),

for y ∈ {ir, t}. Then,
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Et′	 = min
Ba∈C(t)

Et′(Ba); Et′⊕ = max
Ba∈C(t)

Et′(Ba);

Et′� = Et′⊕ − Et′	 ,

Thus, Et′	 represents a lower bound on the template energy within the given back-

bone movement restraints. Similarly, Et′⊕ is an upper bound on the template energy

and Et′� is the interval of possible template energies.

We further define

E	(ir) = min
z∈C(ir),Ba∈C(t)

E(z|Ba);

E	(ir, js) = min
z1∈C(ir),z2∈C(js)

E(z1, z2) .

Here, E	(ir) represents a lower bound on the sum of: (1) the energy interactions

between the atoms of rotamer ir, and (2) the energy interactions between the atoms

of rotamer ir and the template atoms. Similarly, E	(ir, js) is a lower bound on

the pairwise energy between rotamers ir and js within the restraining boxes around

those two rotamers. The max terms E⊕(ir) and E⊕(ir, js) are defined analogously.

We then define the following interval terms:

E�(ir) = E⊕(ir)− E	(ir);

E�(ir, js) = E⊕(ir, js)− E	(ir, js) .

Now, using Eq. (2.1) and taking the terms involving residue i out of the summa-
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tions, we obtain:

ET (it|Bc) = Et′(Bc) + E(it|Bc) +
∑

j E(it, jg|Bc)

+
∑

j E(jg|Bc) +
∑

j

∑
k E(jg, kg|Bc); (5.2)

ET (g0) = Et′(Bg) + E(ig|Bg) +
∑

j E(ig, jg|Bg)

+
∑

j E(jg|Bg) +
∑

j

∑
k E(jg, kg|Bg), (5.3)

where j, k 6= i, k > j.

Substituting Eqs. (5.2) and (5.3) into Eq. (5.1), we have:

Et′(Bc) + E(it|Bc) +
∑

j E(it, jg|Bc)

+
∑

j E(jg|Bc) +
∑

j

∑
k E(jg, kg|Bc) ≥

Et′(Bg) + E(ig|Bg) +
∑

j E(ig, jg|Bg)

+
∑

j E(jg|Bg) +
∑

j

∑
k E(jg, kg|Bg), (5.4)

where j, k 6= i, k > j.

Using the definitions of the E	 and E⊕ terms, we transform Eq. (5.4) into:

Et′⊕ + E⊕(it) +
∑

j max
s
E⊕(it, js)

+
∑

j E⊕(jg) +
∑

j

∑
k E⊕(jg, kg)

≥ Et′	 + E	(ig) +
∑

j min
s
E	(ig, js)

+
∑

j E	(jg) +
∑

j

∑
k E	(jg, kg), (5.5)

where j, k 6= i, k > j. Here, the range for the terms max
s

and min
s

is over the set of

rotamers Rj for a given residue j.

Using the E� definitions from above into Eq. (5.5), we obtain:

E⊕(it) +
∑

j max
s
E⊕(it, js)

+Et′� +
∑

j E�(jg) +
∑

j

∑
k E�(jg, kg)

≥ E	(ig) +
∑

j min
s
E	(ig, js), (5.6)
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(a) E	(ir)− E⊕(it) +
∑
j 6=i

min
s
E	(ir, js)−

∑
j 6=i

max
s
E⊕(it, js)− E∆

> 0

(b) E	(ir)− E⊕(it) +
∑
j 6=i

min
s

(E	(ir, js)− E⊕(it, js))− E∆
> 0

(c) E	(ir)−
∑

x=1,T

CxE⊕(itx) +
∑
j 6=i

min
s

(
E	(ir, js)−

∑
x=1,T

CxE⊕(itx , js)

)
− E

∆
> 0

(d) E	([irjs])− E⊕([iujv]) +
∑
h6=i,j

min
t

(E	([irjs], ht)− E⊕([iujv], ht))− EΩ > 0

(e) E	(ir)− E⊕(it) +
∑

j 6=h6=i

(
min
s

(E	(ir, js)− E⊕(it, js))
)

+ (E	(ir, hv)− E⊕(it, hv))− E∆
> 0

Figure 5.1: Extensions to BD. aThe initial BD criterion (Eq. 5.7). bThe
fixed-backbone traditional DEE Goldstein analog [48] for BD. (c), (d), and (e)
are the generalizations to BD of the cgeneral and ddead-ending pairs Gold-
stein criteria [48], as well as econformational splitting [100]. Here, E

∆
=(

Et′� +
∑

j max
s
E�(js) +

∑
j

∑
k max

s,u
E�(js, ku)

)
, for j, k 6= i; k > j. Also, EΩ =(

Et′� +
∑

h max
t
E�(ht) +

∑
h

∑
k max

t,w
E�(ht, kw)

)
, where h, k 6= i, j; k > h. Fi-

nally, E♦([irjs]) = E♦(ir) + E♦(js) + E♦(ir, js) (i 6= j), E♦([irjs], ht) = E♦(ir, ht) +
E♦(js, ht) (i, j 6= h), where E♦ ∈ {E	, E⊕ }.

where j, k 6= i, k > j.

We then define the BD criterion for a given rotamer ir to be:

E	(ir) +
∑

j min
s
E	(ir, js)

−Et′� −
∑

j max
s
E�(js)−

∑
j

∑
k max

s,u
E�(js, ku)

> E⊕(it) +
∑

j max
s
E⊕(it, js), (5.7)

where j, k 6= i, k > j and max
s,u

is over the sets Rj and Rk for given residues j and k.

Proposition 6. When Eq. (5.7) holds, rotamer ir cannot be a part of the flexible-

backbone rigid-rotamer GMEC and can thus be pruned from consideration for residue

i.

Proof. We substitute the left-hand side of Eq. (5.7) for the first two terms in the
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left-hand side of Eq. (5.6) to obtain:

E	(ir) +
∑

j min
s
E	(ir, js)

−Et′� −
∑

j max
s
E�(js)−

∑
j

∑
k max

s,u
E�(js, ku)

+Et′� +
∑

j E�(jg) +
∑

j

∑
k E�(jg, kg)

> E	(ig) +
∑

j min
s
E	(ig, js), (5.8)

where j, k 6= i, k > j.

Since

E�(jg) ≤ max
s
E�(js); E�(jg, kg) ≤ max

s,u
E�(js, ku),

then Eq. (5.8) becomes:

E	(ir) +
∑

j min
s
E	(ir, js)

−Et′� −
∑

j max
s
E�(js)−

∑
j

∑
k max

s,u
E�(js, ku)

+Et′� +
∑

j max
s
E�(js) +

∑
j

∑
k max

s,u
E�(js, ku)

> E	(ig) +
∑

j min
s
E	(ig, js),

where j, k 6= i, k > j.

Simplifying, we obtain:

E	(ir) +
∑
j

min
s
E	(ir, js) > E	(ig) +

∑
j

min
s
E	(ig, js),

where j 6= i.

Thus, when Eq. (5.7) holds, then ir 6= ig, so rotamer ir can be provably pruned

from further consideration when Eq. (5.7) holds, since it cannot belong to the flexible-

backbone rigid-rotamer GMEC.
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For a given compact space of backbone conformations, Eq. (5.7) compares a lower

bound on the energy achievable when residue i has the specific rotamer identity r

against an upper bound on the energy achievable with a competing rotamer t for the

same residue. Similarly to the fixed-backbone DEE algorithms, Eq. (5.7) is repeated

for each residue, for each ir and against different competitors, in order to identify

as many dead-ending rotamers as possible. In contrast to both the fixed-backbone

traditional DEE and MinDEE criteria, BD takes into account possible changes in

the energy interactions due to backbone conformational changes. These changes are

represented by the E� terms in Eq. (5.7). The E� terms in Eq. (5.7) are a function

only of the residue numbers and can thus be precomputed, so computing Eq. (5.7)

has the same complexity as Eq. (2.2).

5.1.2 Extensions to BD

Analogously to the extensions for the fixed-backbone traditional DEE and MinDEE,

we derived (see Fig. 5.1) four extensions to the initial BD criterion (Eq. 5.7) for

improved pruning efficiency; like BD, all of these extensions are provably-accurate

with respect to the flexible-backbone rigid-rotamer GMEC.

5.2 Algorithm

The protein redesign algorithm for the identification of the flexible-backbone rigid-

rotamer GMEC consists of two stages: pruning and enumeration. In the pruning

stage, the BD analogs of the simple Goldstein (Fig. 5.1b), conformational splitting

(Fig. 5.1e), and Goldstein pairs (Fig. 5.1d) criteria, as well as the MinBounds crite-

rion and the DACS algorithm (Chapter 4) are used to provably prune the majority of

rotamer choices, thus reducing significantly the set of candidate conformations. The

remaining conformations are then extracted in order of increasing lower bounds (see
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Sec. 5.3) on their energies using the A∗ algorithm [80, 47]. The use of A∗ eliminates

the necessity to enumerate all remaining conformations. Since A∗ generates confor-

mations in order of increasing lower bounds on their energy, we are guaranteed to

have obtained the flexible-backbone rigid-rotamer GMEC once the lower bound on

the next conformation generated by A∗ is greater than the minimum conformational

energy computed in the search so far (see Proposition 1).

For a given structural model, energy function, and rotamer library, the BD

criterion and extensions (Fig. 5.1) guarantee that pruned rotamers are provably

not part of the flexible-backbone rigid-rotamer GMEC. These criteria are prov-

ably correct assuming the lower (E	) and upper (E⊕) energy bounds are com-

puted correctly. A lower bound E	(ir, js) for two rotamers ir and js is sound if

E	(ir, js) ≤ min
c∈Y

E(ir, js|c), where Y is the set of conformations for which: (1)

residue positions i and j assume the particular rotamer identities ir and js, respec-

tively, and (2) all conformations in Y are restrained by the dihedral-angle bounds

and V(·) real-space bounds. That is, E	(ir, js) is sound if its value is lower than

the minimum pairwise energy between rotamers ir and js observed in conforma-

tions in Y . The soundness of the other E	 terms is defined analogously. Sev-

eral global optimization techniques are available to compute these bounds [125, 9].

For more efficient lower-bound computation, we use an approximation to steepest-

descent minimization (Sec. 5.3). Empirically, we generally observe not only that

the computed lower bounds are sound, but also that they are overly conservative,

i.e., E	(ir, js)� min
c∈Y

E(ir, js|c). This observation can be explained by the fact that

the pairwise lower bounds are computed in the absence of some other side-chains

(see Sec. 5.3). The soundness of the upper bounds E⊕ is defined analogously to the

lower-bounds case. In particular, since soft steric overlap between atoms is allowed

(Sec. 5.3), it is unlikely that the energy between a pair of rotamers will increase from
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their initial energy upon conformation minimization. We thus compute E⊕(ir, js) as

the initial energy between ir and js; the other E⊕ terms are computed analogously

(Sec. 5.3).

5.3 Methods

A subset of the GrsA-PheA residues, consisting of 9 active site residues, a steric

shell, the substrate ligand, and the AMP cofactor, (PDB id: 1amu, [16]) was used

in our experiments. In general, the choice of flexible residues is a user-specified pa-

rameter. The choices that we made are designed to capture the important motions

of the enzyme active site. The active site residues are (D235, A236, W239, T278,

I299, A301, A322, I330, C331); these positions are allowed to either mutate to the

set GAVLIFYWM of hydrophobic amino acids or to keep their wildtype amino acid

identity. The side-chains for the active site residues are modeled using the Richard-

sons’ rotamer library [89]. The backbone (φ, ψ) dihedrals for these residues are also

allowed to change during conformation energy minimization. Backbone conforma-

tional changes are restrained by allowing a maximum displacement of 1.5 Å for each

Cα atom from its initial position in the PDB file and a maximum change of ±3◦

from the initial values for the flexible (φ, ψ) angles. The steric shell consists of 32

residues: the 30 residues with at least one atom within 8 Å of the ligand [82] and

residues 277 and 298 (which are included so that the (φ, ψ) dihedrals for active site

residues 278 and 299 can be properly defined). All residues in the steric shell have

fixed side-chains and can only move from their initial position due to changes in the

(φ, ψ) angles of the active site residues. The ligand is modeled using rotamers and

is allowed to rotate and translate.

Similarly to [112, 45], the 12 core residues (3, 5, 7, 9, 20, 26, 30, 34, 39, 41, 52, 54)

in Gβ1 (PDB id: 1pga) [39] are modeled as flexible using the same rotamer library

and backbone flexibility procedure as for GrsA. The set AVLIFYW of hydrophobic
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Table 5.2: Minimum Energy Conformations with Different Types of Min-
imization. After computing the rotamer sequences for the fixed-backbone rigid-
rotamer GMEC (F), fixed-backbone minGMEC (M), and flexible-backbone rigid-
rotamer GMEC (B) for the redesigns of (i) Gβ1 and (ii) GrsA-PheA, the energy for
each of these rotamer sequences was computed for three cases: cwith no minimiza-
tion (the energy of the initial structure), dafter side-chain dihedral minimization, or
eafter minimization with backbone flexibility. For each of the acomputed optima, the
corresponding bmutation sequences are also shown. The computed energies are in
kcal/mol. The energies of the fixed-backbone rigid-rotamer GMEC, fixed-backbone
minGMEC, and flexible-backbone rigid-rotamer GMEC, each of which is guaranteed
to be the respective minimum energy by the traditional DEE, MinDEE, and BD
algorithms, are starred (“∗”). fThe backbone RMSD (in Å) between the cinitial
structure and the ebackbone-minimized structure is shown in parentheses.

Optimum a Mutant b Rigid c Side-chain d Backbone e,f

F 7I/30L/39L/52W −204.98∗ −205.63 −214.58 (0.11)
i. M 7I/39L/52W/54L −198.63 −208.88∗ −209.35 (0.12)

B 30L/39L/52W† −202.33 −205.97 −215.47∗ (0.15)

F A236M/A301G −148.03∗ −154.59 −155.98 (0.14)
ii. M A236M/A322M −139.74 −160.28∗ −160.26 (0.16)

B A236M/A322M −139.74 −160.28 −160.26∗ (0.16)

amino acids, as well as the wildtype amino acid identity, is allowed at these core

positions. The remainder of the Gβ1 residues are modeled as part of the steric shell.

A lower bound on a conformational energy is computed as a sum of lower bounds

on pairwise energy interactions (see [47, Appendix C]). For a pair of rotamers ir and

js, a lower bound E	(ir, js) on the pairwise energy (Eq. 5.7) is computed by perform-

ing steepest-descent-based minimization of the (φ, ψ) backbone dihedrals subject to

the V(·) bounds in R3 (Sec. 5.1), and returns the minimum pairwise energy between

ir and js. So that ir and js will have less steric constraint during minimization for

the pairwise energy lower bound computation, all other flexible residues, except for

Pro and Gly, are set to Ala. The upper bound E⊕(ir, js) is computed as the pairwise

energy between ir and js for the initial backbone conformation. This bound is much

more conservative and is much faster to compute than the upper-bound algorithm
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in [47]. The energies involving the template are computed in a similar manner. The

same restraints on backbone movement (as described above) are used. The compu-

tation of the side-chain dihedral lower and upper bounds is described in [47].

A change in the φ angle for residue i rotates the whole structure between the

N-terminus and residue i accordingly. Similarly, a change in the ψ angle for residue

i rotates the structure between residue i and the C-terminus. Conformations are

energy-minimized using steepest-descent-based minimization. The energy function

consists of the Amber electrostatic and vdW terms [127, 18] and the EEF1 pairwise

solvation energy term [79]. A dielectric of 20 and a solvation-energy scaling factor

of 0.05 were used to make the computed energies predominantly dependent on vdW

terms. For the redesign with MinDEE, rotamer dihedrals are assumed to be near the

bottom of an energy well; dihedral energies are computed using the Amber dihedral

terms. Rotamers with a lower bound on the self-energy (intra-residue and residue-to-

template energies) greater than 20 kcal/mol are pruned due to incompatibility with

the template [25]. Conformations for which at least one pair of atoms has a steric

overlap of more than 1.5 Å before minimization are pruned from consideration. All

experiments were performed on a 18-processor cluster.

5.4 Results and Discussion

In this section we report the results from the application of our BD algorithm

(Sec. 5.2) to redesign the core of Gβ1 and to switch the substrate specificity of

GrsA towards a novel substrate, Leucine. We further compare the BD results to

traditional DEE and MinDEE.

5.4.1 Backbone Flexibility with traditional DEE

When backbone flexibility is incorporated into the design model, the traditional

DEE criteria can be used instead of the BD criteria derived in Sec. 5.1, although
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Figure 5.2: Backbone RMSD vs. Decrease in Energy. The decrease in energy
(in kcal/mol) resulting from backbone minimization of 30 conformations is plotted
against the backbone RMSD values between the corresponding non-minimized and
minimized structures.

in such a case the results are not provably-accurate. We now confirm via computa-

tional experiments that when traditional DEE is used with backbone flexibility, the

identification of the lowest-energy conformation, the flexible-backbone rigid-rotamer

GMEC, can no longer be guaranteed. For the Gβ1 redesign, we applied the BD

algorithm (Sec. 5.2) to generate the flexible-backbone rigid-rotamer GMEC. When

traditional DEE was used instead, the rotamer belonging to the flexible-backbone

rigid-rotamer GMEC at residue position 7, Leu rotamer 5 from the Richardsons’ ro-

tamer library (with χ angles−65◦ and 175◦), was pruned, in favor of an Ile rotamer for

the same residue. Thus, the flexible-backbone rigid-rotamer GMEC 30L/39L/52W

(Table 5.2†) is erroneously eliminated by traditional DEE during the pruning stage,

confirming that traditional DEE is not provably-accurate with backbone flexibility.

5.4.2 Results with BD

In contrast to traditional DEE, BD has provable guarantees with respect to the

flexible-backbone rigid-rotamer GMEC. The application of the BD-based pruning

algorithm (Sec. 5.2) efficiently reduced the number of conformations that had to

86



be subsequently considered in the A∗ enumeration stage by a factor of more than

107 (from the initial 8.39 × 1017) for the Gβ1 redesign and 105 (from the initial

4.78 × 1015) for GrsA. The generation of the Gβ1 flexible-backbone rigid-rotamer

GMEC 30L/39L/52W took approximately one week. The generation of the 2-point

mutation flexible-backbone rigid-rotamer GMEC A236M/A322M for GrsA required

more than 1.5 days (in a k-point mutation sequence, k residues are allowed to mutate

simultaneously; A∗ is easily modified to generate only up to k-point mutations).

In both cases, the DEE pruning stage took around a minute and the remainder

of the time was spent in the A∗ enumeration stage. In comparison, the running

time of traditional DEE for the identification of the fixed-backbone rigid-rotamer

GMEC was less than 1 minute for both Gβ1 and GrsA, while the generation of the

fixed-backbone minGMEC by MinDEE took approximately one day for Gβ1 and

5 hrs. for GrsA. Thus, although BD is capable of pruning a significant fraction of

the possible conformations, its provable guarantees come at the expense of reduced

pruning efficiency and considerably increased running time. In particular, there are

three factors that influence the speed of the BD algorithm. (1) The inclusion of the

E� terms in Eq. (5.7) reduces the pruning efficiency of BD compared to traditional

DEE, since fewer rotamers can be provably pruned. This significantly increases the

size of the input for the A∗ conformation enumeration stage. (2) Whereas with

traditional DEE the first conformation generated by A∗ is guaranteed to be the

fixed-backbone rigid-rotamer GMEC, BD requires that a set of conformations be

generated before the search can be provably halted (see Sec. 5.2). Since the provable

halting condition described in Sec. 5.2 depends on the computed lower bounds on

the conformational energies, so does the size of the set of generated conformations.

Currently, however, the computed lower energy bounds are too conservative (i.e., the

gap between the computed lower bound on a conformational energy and the actual

energy of the conformation can be considerable; data not shown). Consequently,
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the size of the set of generated conformations increases significantly, resulting in

an increased running time of the algorithm. This problem, although to a slightly

lesser extent, is also present in MinDEE (Sec. 3.5.4). Hence, an approach that uses

more constraint to compute the lower energy bounds would prove beneficial both

for BD and MinDEE designs. (3) The current implementation of the backbone

minimizer is much slower than side-chain dihedral minimization. Although this is

expected, a faster backbone minimization algorithm that does not sacrifice accuracy

can significantly speed up the computation of the designs.

The significance of BD lies in its ability to generate lower-energy conformations

than traditional DEE. As Table 5.2 shows for the GrsA redesign, even after perform-

ing backbone minimization, the energy of the fixed-backbone rigid-rotamer GMEC

is significantly higher (by more than 4 kcal/mol) than the energy of the flexible-

backbone rigid-rotamer GMEC. Thus, for models that incorporate backbone flexi-

bility, the BD criterion should be used instead of traditional DEE when accuracy is

preferred over speed.

Interestingly, for the GrsA redesign, the flexible-backbone rigid-rotamer GMEC

identified by BD and the fixed-backbone minGMEC identified by MinDEE are ob-

tained from the same sequence and initial rotamer identities (Table 5.2). From that

initial conformation, flexible-backbone minimization and side-chain dihedral mini-

mization resulted in virtually equal energies. In the Gβ1 redesign, differences of

almost 10 kcal/mol were observed between the energies resulting from side-chain

and backbone minimization (Table 5.2). Experiments on a set of surface residues of

Gβ1 (a description of this system can be found in Sec. 4.3) showed that in some cases

side-chain minimization can achieve lower energy levels than backbone minimization,

while in others backbone minimization performs better (data not shown). Hence, in

order to further improve the accuracy of the model, both minimization types could

be incorporated simultaneously.
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A somewhat surprising result (Table 5.2) is that even very small changes in the

backbone can result in a significant improvement in the conformational energy. Since

the ligand in the GrsA system is also allowed to rotate, translate, and flex, however, it

was not certain to what extent the energy improvement was due to protein backbone

movements. In order to determine whether small backbone perturbations can lead

to considerably lower energies, we generated and energy-minimized (using flexible-

backbone minimization) 1,000 conformations of our GrsA structural model without

a ligand. The relationship between the magnitude of the backbone movement and

the corresponding change in energy for the best 30 conformations (with lowest initial

energy) is shown in Fig. 5.2. This figure confirms that conformational energies indeed

can be very sensitive to backbone movements. Since the non-minimized structures

may contain some unoptimized interactions (e.g., some steric overlap between atoms),

large energy decreases after minimization (such as the ones seen in the top right-hand

corner of Fig. 5.2) are not unexpected.

Another important observation is that all conformations plotted in Fig. 5.2 have

backbone RMSDs from their respective initial structures less than 0.3 Å, even though

Cα atoms are allowed to move up to 1.5 Å (see Sec. 5.3). The goal of the BD algorithm

is not the design of novel backbone conformations, so significant backbone deviations

should not be expected. Instead, the essence of BD is to allow small modifications

to the backbone in order to adopt conformations that would otherwise score low

(or even be erroneously pruned, like the Gβ1 flexible-backbone rigid-rotamer GMEC

30L/39L/52W) by a fixed-backbone model.

5.5 Conclusion

In this chapter we presented BD, a novel provably-accurate DEE-based algorithm

for protein design with backbone flexibility. We also gave extensions to the initial

BD criterion for improved pruning efficiency. When applied in redesigns of core

89



residues of Gβ1 and the active site of the NRPS enzyme GrsA-PheA, BD significantly

reduced the set of candidate conformations for obtaining the flexible-backbone rigid-

rotamer GMEC. The provable guarantees of BD, however, come at the expense

of decreased pruning efficiency and increased running time compared to traditional

DEE. We showed experimentally that traditional DEE is indeed not provably-correct

with backbone flexibility, generating higher energy structures than BD. We can thus

conclude that when improved accuracy is required, BD must be used instead of

traditional DEE.

For a given structural model, energy function, and rotamer library, provably-

accurate algorithms such as traditional DEE (for a fixed-backbone) and BD (for a

flexible-backbone model), can guarantee the identification of the optimal solution

for that model. In contrast, heuristic techniques such as Monte Carlo and genetic

algorithms do not have such guarantees. It has been shown that when compared to

experimental data, some heuristic predictions may have comparable quality to the

predictions from a provably-accurate algorithm [30]. Heuristic approaches, however,

cannot decouple the inaccuracy of the model from the inaccuracy of the algorithm.

With a provably-accurate algorithm, the discrepancy between predictions and exper-

imental data can be exclusively attributed to deficiencies in the model. Experimen-

tal feedback for improving the model can thus be more reliably incorporated with

provably-accurate algorithms.

The goal of the backbone flexibility model discussed in this chapter is not to

identify novel backbone conformations that are significantly different from the initial

protein backbone. Rather, our model allows small movements of the backbone in

order to adapt for sequences and conformations that would otherwise be discarded by

a fixed-backbone model. By increasing the maximum backbone movement allowed

(Sec. 5.3), larger deviations from the initial backbone could be obtained. Increasing

the bounds on the backbone movement, however, will also increase the magnitude
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of the lower energy bounds and the interval terms in Eq. (5.7), which presents an

added challenge for pruning efficiency. Improving the approach for computing the

lower/upper energy bounds will thus be essential for enhancing the pruning and

computational efficiency of the algorithm.

Similarly to MinDEE, BD can be used as a pruning filter in K∗, the ensemble-

based protein design algorithm described in Sec. 3.3, with incorporated backbone

flexibility. This obtains a provably-good approximation algorithm for computing

partition functions over ensembles simultaneously containing side-chain, backbone,

and ligand flexibility. Moreover, since the backbone is allowed to flex, a negative

design procedure can also be incorporated into the model, so that the design goal

can not only improve a desired function but also impede certain functionality (e.g.,

to redesign GrsA so that the specificity towards Leu is improved, but the specificity

for other substrates is significantly reduced).

Since both side-chain dihedral minimization and backbone flexibility improve the

accuracy of the model, interesting future work could simultaneously use both mini-

mization mechanisms, while remaining provably-accurate with respect to the corre-

sponding optimal solution, the flexible-backbone minGMEC. The theoretical frame-

work for BD will still be valid for such an algorithm, since the E� terms in Eq. (5.7)

account for possible energy changes during minimization. However, the restraining

boxes for the computation of the lower and upper energy bounds must be modified to

incorporate possible rotamer movements when both minimization types are allowed.

The major challenge for such an algorithm would thus be the increased computational

requirements. However, the benefits of such a marriage could be substantial.
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6

The Brdee Algorithm

This chapter has been adapted from the following published manuscript which is joint

work with Daniel Keedy, Jane Richardson, David Richardson, and Bruce Donald:

I. Georgiev, D. Keedy, J. S. Richardson, D. C. Richardson, and B. R. Donald. Bioinfor-

matics, 24(13):i196–204, 2008.

6.1 Background and Summary of Contributions

The BD algorithm (Chapter 5) incorporates global protein backbone motions via

continuous families of backbone conformations. In this chapter, we present a pro-

tein design algorithm that incorporates local backbone flexibility using backrub-type

motions [24]. Based on stereochemical intuition, the existence of a subtle back-

bone motion coupled to rotamer jumps has long been suspected. Such a motion, the

“backrub,” was recently confirmed by closely examining the electron density for side-

chains modeled as alternates in very high-resolution crystal structures and inferring

that the backbone must have shifted between the two conformations to maintain
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Figure 6.1: A Backrub Schematic. The primary rotation axis Cαi−1
– Cαi+1

(red) is shown along with the two flanking rotation axes Cαi−1
– Cαi

and Cαi
– Cαi+1

(blue). Atom labels indicate the intermediate conformation (after the primary and
before the flanking rotations). The red and blue dots trace the paths followed by Cαi

and Oi−1/Oi during the primary and flanking rotations, respectively. For illustration
purposes, the rotation angles shown are larger than typically used in computational
experiments. Figure designed by Daniel Keedy [44].

reasonably ideal geometry [24]. It is conservatively estimated that 3% of all residues

undergo backrubs, with a large fraction occurring at the protein surface, most likely

reacting to bombardment from solvent molecules. In addition to modeling dynam-

ics, we show that backrubs can allow rotamer changes. Hence, by deduction, they

can accommodate mutations to amino acid types for which no rotamers fit in the

original backbone. Therefore, it is reasonable to assume that backrubs may play an

evolutionary role. Such an assumption is of course impossible to demonstrate from

single high-resolution structures and, due to coordinate error on the level of backrub

shifts, is also difficult to tease out by comparing otherwise identical-in-sequence point

mutant structures. However, one way to address the question is by investigating the

effects of backrubs in protein design, which is essentially a guided form of evolution

that contributes to our knowledge of the determinants of protein packing and folding.

If backrubs enable a provable algorithm to design proteins with low energies, we can

be confident that they may also contribute on an evolutionary timescale [24].
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An analytical description of this highly complex but local motion in backbone

dihedral space was found to be intractable, but the simple model implemented by

the Backrub tool [24] very closely approximates the low-energy plasticity thought

to actually occur in vivo. To a first approximation, a backrub can be represented

by lever-like fanning of the Cα-Cβ bond of a given side-chain, coupled to a small

rotation of two adjacent peptides, with no effect on the rest of the protein. A

backrub at residue i is defined by three rotation angles: θ1,3, θ1,2, and θ2,3. The

primary rotation θ1,3 around the (virtual) Cαi−1
– Cαi+1

axis rotates residue i and its

two flanking peptides as a rigid body (Fig. 6.1, red arrow). The two flanking rotations

θ1,2 and θ2,3 around the (virtual) Cαi−1
– Cαi

and Cαi
– Cαi+1

axes, respectively, can

then counter-rotate the individual peptides to (approximately) restore the initial

hydrogen-bonding positions of the backbone O and HN atoms and/or alleviate strain

in τ angles introduced by the primary rotation (Fig. 6.1, blue arrows). For a given

initial backbone conformation, the magnitude of the two flanking rotation angles θ1,2

and θ2,3 can thus be defined as a function of the magnitude of the primary rotation

angle θ1,3.

Backbone flexibility in BD is represented by global backbone motions: a change

in the backbone conformation of residue position i tends to propagate along the

rest of the chain (Sec. 5.3). In contrast, in this chapter, we evaluate the benefits of

allowing local backbone flexibility via backrubs. The local backrub motions and the

global BD motions represent very different types of flexibility, and should thus be

viewed as complementary, rather than competing, approaches for backbone flexibility

in protein design.

Via manual interactive model-building, the Backrub tool [24] allows a user

to choose the three rotation angles and apply the corresponding backrub motion.

However, no automated backrub procedure has been previously developed. In this

chapter, we present a straightforward approach that automates the backrub compu-
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tation (Sec. 6.2.2). We further apply this approach as part of a combinatorial search

algorithm for protein design (Sec. 6.3). The latter captures a theme in computational

protein design. Many modeling improvements, such as backrubs, can be suggested

for a single protein structure or sequence. A design algorithm must “lift” each such

model to a pairwise bounding and pruning mechanism. Such a mechanism is usually

a non-trivial exercise in algorithm design (viz. Secs. 6.2–6.4), and a prerequisite be-

fore the new model (in this chapter: backrubs) can be exploited in a combinatorial

search (e.g., DEE) across all allowed protein mutations and conformations.

We show that choosing the primary rotation angle θ1,3 can define the flanking

rotations θ1,2 and θ2,3 via kinematics and minimization, and is hence sufficient to

parameterize a backrub for a given residue, resulting in a 1 degree-of-freedom per-

residue design problem. Hence, defining a finite set of possible backbone confor-

mations by sampling the single θ1,3 parameter for each flexible residue, should not

be prone to severe undersampling. A simple approach could then apply traditional

DEE separately for each of the possible backbone conformations in the finite set.

However, this would require that all of the following stages be explicitly performed

separately for each backbone: pairwise energy precomputation (cf. Sec. 6.3), DEE

pruning, and conformation enumeration. As an alternative, we have derived a novel

DEE-based algorithm that can be simultaneously applied for a finite set of possible

backbone conformations (Sec. 6.2.1); with this new algorithm, the pairwise energy

precomputation, DEE pruning, and conformation enumeration stages must be per-

formed only once. This obtains a significant advantage in computational efficiency.

In particular, we make the following contributions: 1. Brdee: a DEE-based al-

gorithm for pruning rotamers that are provably not part of the GMEC for a finite

set of backbone conformations; 2. An automated procedure for the generation and

energy-based ranking of backrub motions; 3. A novel algorithm for protein design,

incorporating our automated backrub procedure and Brdee; 4. We first apply our
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algorithms to predict alternate conformations from crystal structures. Next, we ap-

ply them to redesign two proteins: (a) the adenylation domain of the non-ribosomal

peptide synthetase (NRPS) enzyme Gramicidin Synthetase A (GrsA-PheA) and (b)

the core of the β1 domain of protein G (Gβ1). Gβ1 is a small protein that is a

suitable benchmark for protein design algorithms (e.g., see Sec. 5.3). The redesign

of GrsA-PheA has potential significant biomedical application to the design of novel

antibiotics [116].

6.2 Approach

6.2.1 Backrub DEE (Brdee)

The BD algorithm (Chapter 5) is applicable for protein design problems where back-

bone conformations are represented by a bounded continuous family of solutions. In

this section, we first show how analogous ideas can be exploited to derive Brdee,

a provably-accurate pruning algorithm for problems where backbone conformations

are represented by a finite set of solutions. We then specialize Brdee for backrub

motions.

DEE for Finite Backbone Sets. First, we make the following definitions. We will

define the protein template t′ to include the protein backbone, as well as the side-

chains of all residues that are fixed and are not subject to rotamer-based modeling;

let Et′(Bc) be the template energy of the system for a given backbone Bc. Let

ir denote rotamer identity r at residue position i. Then, we define E(ir|Bc) and

E(ir, js|Bc) to be, respectively, the self-energy of ir (the sum of the intra-rotamer

and rotamer-to-template energies for ir) and the pairwise energy between rotamers

ir and js when backbone conformation Bc is assumed.

Now, let us have a subset Q of residues that are modeled as flexible. Let Y

be the discrete set of allowed backbone conformations Bc. Let Z(ir) be the set

of side-chain dihedral conformations for rotamer ir and let the Cartesian product
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S(ir) = Y ×Z(ir) be the set of possible conformations of rotamer ir and its associated

backbone. Here, we will assume the use of rigid rotamers (|Z(ir)| = 1), although

the following derivation holds for |Z(ir)| > 1 as well. The following lower and upper

bound definitions can now be made:

Et′	 = min
Ba∈Y

Et′(Ba); Et′⊕ = max
Ba∈Y

Et′(Ba); (6.1)

Et′� = Et′⊕ − Et′	 . (6.2)

Here, Et′	 represents a lower bound on the template energy for the given set of

allowed backbone conformations. Similarly, Et′⊕ is an upper bound on the template

energy, and Et′� represents the range of possible template energies.

We then define the following rotamer-based terms:

E	(ir) = min
z∈S(ir),Ba∈Y

E(z|Ba); (6.3)

E	(ir, js) = min
z1∈S(ir),z2∈S(js)

E(z1, z2). (6.4)

Here, E	(ir) represents a lower bound on the self-energy of rotamer ir for the given

set of allowed backbone conformations, while E	(ir, js) represents a lower bound

on the pairwise energy between rotamers ir and js. The respective upper bounds

(E⊕(ir) and E⊕(ir, js)) and ranges of possible energies (E�(ir) and E�(ir, js)) are

defined analogously.

The Brdee pruning criterion for a given rotamer ir is then defined to be:

E	(ir) +
∑

j min
s
E	(ir, js)

−Et′� −
∑

j max
s
E�(js)−

∑
j

∑
k max

s,u
E�(js, ku)

> E⊕(it) +
∑

j max
s
E⊕(it, js), (6.5)

where j, k 6= i, k > j and max
s,u

is over the rotamer sets Rj and Rk for given residues

j and k.
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When Eq. (6.5) holds, rotamer ir can be pruned from further consideration,

since it provably cannot belong to the GMEC for the allowed set Y of backbone

conformations. The proof of this claim is identical to the proof of Proposition 6.

The inclusion of the E�(·) terms in Eq. (6.5) accounts for possible energy changes

due to changes in the backbone conformation. Hence, unlike traditional DEE, by

appropriately manipulating lower and upper energy bounds, Eq. (6.5) simultaneously

takes into account all possible conformations from a given finite set of backbones.

Since the E�(·) terms can be precomputed, the cost of evaluating Eq. (6.5) is O(q2n2)

for n residue positions and at most q rotamers per position, equivalent to the cost of

the corresponding traditional DEE, MinDEE, and BD conditions.

It should be noted that the form of Eq. (6.5) is identical to the initial BD pruning

condition (Eq. 5.7). The major difference, however, is that in BD the E	(·), E⊕(·),

and E�(·) are defined over a bounded infinite and continuous voxel of backbone

conformation space; in Brdee, these terms are defined over a finite set of backbone

conformations. BD and Brdee are thus applicable to significantly different protein

design problems.

Specialization for Backrubs. Since our interest is in introducing backrubs into protein

design, we will now consider the case where the set Y is defined using backrubs. For

each residue i ∈ Q, let Yi be the set of allowed backbone conformations (resulting

from backrub motions) for residues i−1, i, and i+1. To avoid combinatorial blowup,

we will require that the backrub independence condition (BIC) holds. Let Ai be the

set of atoms that can change their position (3D coordinates) upon a backrub at

residue i ∈ Q; similarly, we define Aj. BIC then ensures that Ai ∩ Aj = ∅, i.e., that

there is no overlap between Ai and Aj, for all pairs i, j ∈ Q. Due to the local nature

of backrubs (Sec. 6.1), BIC only requires that no two residues that are adjacent in the

protein sequence will be simultaneously allowed to perform backrub motions. When

BIC holds, the set Y of possible backbone conformations can simply be defined as
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Y = F ×
∏

i∈Q Yi, where F is the fixed part of the protein template. Further, when

BIC holds, the set of possible conformations for rotamer ir will only depend on Yi

(and not on Yj, for all j 6= i ∈ Q), i.e., S(ir) = Yi × Z(ir). Finally, when Eq. (6.5)

holds, rotamer ir is provably not part of the GMEC when all possible backrubs in Yk

for all k ∈ Q are considered.

6.2.2 Automated Backrubs

The backrub motion is well-defined (Sec. 6.1). Currently, however, the magnitude of

the backrub primary and flanking rotations must be determined manually, through

visual inspection, using the Backrub tool [24]. However, the manual application

of backrub motions for each mutation/rotameric conformation in a protein design

combinatorial search is infeasible. Automating the computation of backrub motions

is therefore essential if these types of motions are to be used as part of a protein design

algorithm. Here, we present the following straightforward computational procedure

for fully-automated backrubs.

1. Given a residue position i to be backrubbed and a primary rotation angle,

determine the magnitude of the two flanking rotations. We use a simple geomet-

ric approach to determine the magnitude of the two flanking rotations for a given

primary rotation. We must compute the flanking rotations θ1,2 and θ2,3 (Sec. 6.1).

Let p(Oi−1) and p′(Oi−1) be the positions of the backbone O of residue i − 1 be-

fore and after the primary rotation, respectively. Let fi−1(α,p) be the position

of point p after a flanking rotation of α degrees for peptide i − 1. Then, let

αo = argminα |fi−1(α,p′(Oi−1))−p(Oi−1)| be the flanking rotation angle that moves

the backbone O of peptide i − 1 to the point closest to its original position. We

can then compute θ1,2 = ω αo, where 0 ≤ ω ≤ 1 is a scaling factor used to limit

the distortion in the respective τ angles (viz. Sec. 6.3). The rotation angle θ2,3 is

computed analogously.
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2. Given a set Q of residues for which backrubs will be applied and a set Ui of

primary (together with the corresponding flanking) rotations for each residue i in Q,

find the optimal backrub combination ji ∈ Ui, for each i. Here, a backrub combination

(j1, ..., jn) is a particular assignment of backrub rotation angles for each of the n

flexible residue positions. Backrub combinations are generated from the Cartesian

product of the sets Ui. A steric filter is applied during the backrub enumeration,

in order to prune a combinatorial number of backrub combinations from further

consideration (see Sec. 6.4). Backrub combinations that pass the steric filter are

evaluated and ranked using our energy function (Sec. 6.4). This step guarantees the

identification of the optimal backrub combination, given the input parameters and

energy function.

Hence, using as input only: (a) a set of residues for which backrubs will be applied

and (b) a set of primary rotation angles, backrub conformations can be generated

using the automated procedure described in this section. We therefore now have the

necessary tools to use backrubs in protein design.

6.3 Algorithm

We now present our novel protein design algorithm, incorporating the automated

backrub procedure described in Sec. 6.2.2 and Brdee (Sec. 6.2.1). The algorithm

consists of four main steps:

1. Backrub set generation. In this first step, the sets Yi of allowed backrubs at

each residue position i are generated using step 1 of Sec. 6.2.2. The input for this

step is the set Q of residue positions that are modeled as flexible using backrubs and

rotamers, and a set of allowed primary rotation angles. A steric filter (Sec. 6.4) is

applied to prune clashing backrub/residue position combinations. Since a backrub

at residue i introduces small changes into the τ angles (N-Cα-C′) for residues i− 1,

i, and i + 1 [24], a τ -angle filter (Sec. 6.4) further prunes backrubs that introduce
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large distortions in the τ angles of the affected residue positions.

2. Pairwise lower and upper energy bounds precomputation. Using the sets Yi

computed in step 1 above, compute the E	(·) and E⊕(·) terms (Sec. 6.2.1). Details

of the method for computing the lower and upper energy bounds can be found in

Sec. 6.4.

3. Brdee pruning. The precomputed E	(·) and E⊕(·) terms are applied to eval-

uate Eq. (6.5). Analogously to the extensions for traditional DEE and BD (Fig. 5.1),

we have also derived four extensions to Brdee for improved pruning: the simple, gen-

eral, and pairs Goldstein [48], and the conformational splitting [100] criteria. These

extensions are used in combination with the initial Brdee criterion (Eq. 6.5) and

the DACS algorithm (Chapter 4) in repeated rotamer pruning cycles until no further

pruning can be achieved. This pruning step aims at significantly reducing the num-

ber of unpruned rotamers that must be considered in the subsequent enumeration

stage.

4. Enumeration and Minimization. In the final step of the algorithm, using the

E	(·) terms, a version of A∗ search enumerates rotamer vectors (an assignment of a

particular rotamer identity for each flexible residue position) in order of increasing

lower bounds (Sec. 6.4) on their energy. For each of the generated rotamer vectors,

backrub minimization is then performed by applying the automated procedure from

step 2 of Sec. 6.2.2 to find the respective lowest-energy backrub combination. A steric

filter is applied to prune a combinatorial number of backrub/rotamer combinations

(Sec. 6.4). The enumeration is halted once the lower bound on the energy of the

next rotamer vector generated by A∗ exceeds the best conformation energy found in

the search. At that point, we are guaranteed (see Proposition 1) to have obtained

the GMEC for the given design problem and input model.
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6.4 Methods

Two different sets of experiments were performed to validate our algorithms: recov-

ery of alternate conformations from atomic-resolution crystal structures (Sec. 6.5.1)

and redesign of two proteins: the active site of GrsA-PheA and the core of Gβ1

(Sec. 6.5.2).

The structural model for GrsA-PheA (PDB id: 1amu; [16]) is as described in

Sec. 5.3. The residues modeled as flexible using backrubs and rotamers were seven

of the active site residues: A236, W239, T278, I299, A301, A322, I330. The allowed

amino acid types at each of these positions were GAVLIFYWM, as well as the wild-

type identity. The Penultimate rotamer library modal values [89] were used. The

ligand was also modeled using rotamers and was further allowed to rotate/translate.

Five primary backrub rotation angles were allowed for each of the flexible residues:

−8, −4, 0, 4, and 8 degrees, for a total of 5 backrubs per flexible residue. A 2-

point mutation search (in a k-point mutation search, any k flexible residues are

allowed to mutate simultaneously) was performed, to switch the GrsA-PheA speci-

ficity towards a non-cognate substrate, Leu. The structural model for Gβ1 is as

described in Sec. 5.3. The same set of five primary backrub angles was allowed for

each of the twelve residues (3, 5, 7, 9, 20, 26, 30, 34, 39, 41, 52, 54) in the core of

Gβ1 that were modeled as flexible using backrubs and rotamers. For the alternate

conformation experiments, four atomic-resolution structures were used: deamidated

bovine pancreatic ribonuclease (PDB id: 1dy5; [33]), Micrococcus lysodeikticus cata-

lase (1gwe; [96]), xylose isomerase (1muw; [34]), and extended-spectrum SHV-2 β-

lactamase (1n9b; [98]). Hetero atoms and water were not included. The allowed

primary rotation angles were from −10◦ to 10◦ at steps of 1◦, for a total of 21 back-

rubs per flexible residue.

The energy function consists of the Amber electrostatic and vdW terms [127, 18]
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and the EEF1 pairwise solvation energy term [79]. The following parameters were

used: a distance-dependent dielectric of 6.0, a solvation-energy scaling factor of 0.05,

and a vdW radii scaling factor of 0.95. A lower bound on the energy of a conformation

(used by the A∗ enumeration) is computed as a sum of lower bounds on pairwise

interactions (see [47, Appendix C]). The lower bound E	(ir, js) for a given rotamer

pair is computed as the minimum energy between ir and js of a sterically-allowed

conformation, over the set of backrub combinations for residues i and j. Similarly, the

upper bound E⊕(ir, js) is computed as the maximum energy of a sterically-allowed

conformation for the given set of backrubs. The energies involving the template are

computed analogously.

All of traditional DEE, BD, and Brdee are GMEC-based algorithms: typi-

cally, the goal is to identify only the single lowest-energy conformation. These al-

gorithms (e.g., Eq. 6.5) can be modified to guarantee the identification of all se-

quences/conformations within Ew from the respective GMEC energy (see Sec. 3.2).

In our alternate conformation experiments, Ew = 20 kcal/mol, except for 1n9b,

where Ew = 100 kcal/mol. In our redesign experiments, Ew = 5 kcal/mol for Brdee

and traditional DEE; BD used a cutoff of 5 kcal/mol relative to the best Brdee

conformational energy for the given redesign. Hence, the BD and traditional DEE

running times are longer than those reported in Chapter 5, where Ew = 0.

For the BD experiments, the restraining boxes around each residue in the protein

were defined using the following two bounding criteria: (a) a maximum Cα displace-

ment of 1.5 Å from the original PDB coordinates, and (b) a maximum change of

±3◦ (from the initial values in the PDB structure) for the (φ, ψ) angles of flexible

residues (Sec. 5.3).

A value of 0.7 was used for ω (Sec. 6.2.2), to limit distortion in the τ angles. In

the Backrub set generation step (Sec. 6.3), the τ -angle filter prunes backrubs causing

large distortions in the τ angles. For a backrub at residue i, the τ angles at residues
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i−1, i, and i+1 are checked. If all of these angles are within ±δ degrees from an ideal

value λ, the backrub is allowed; otherwise, if the post-backrub τ angles are closer to

λ than the initial τ angles, the backrub is allowed; otherwise, the backrub for the

given residue position is pruned. In all of the described experiments, λ = 111.0 and

δ = 5.5.

All conformations for which at least one pair of atoms has a steric overlap of

more than η Å are pruned. For the Backrub set generation step (Sec. 6.3), the

steric filter reduces the set of backrubs allowed at each flexible residue position;

here, steric checks are performed only against the fixed part of the molecule. For the

Pairwise lower and upper energy bounds precomputation step (Sec. 6.3), the steric

filter prunes backrub combinations for the given rotamers; here, steric checks also

include the side-chains of the given rotamers. For the Enumeration and Minimization

step (Sec. 6.3), the steric filter prunes entire subtrees of the conformation search tree

(cf. [82]). The alternate conformation experiments used η = 0.6. For the protein

redesign experiments, hydrogens were not used in steric checks; hence, a stricter

cutoff of η = 0.4 was used. Finally, for the Pairwise lower and upper energy bounds

precomputation, initial rotamer conformations (before backrub application) with a

steric overlap of more than 1.75 Å (alternate conformation experiments) and 1.5 Å

(redesign) were pruned. Rotamers with a self-energy lower bound and rotamer pairs

with a pairwise energy lower bound of more than 30 kcal/mol were also pruned.

6.5 Results and Discussion

6.5.1 Alternate Conformation Recovery

To confirm the feasibility of the Brdee algorithm, we performed alternate con-

formation recovery computational experiments for four high-resolution (≤ 0.9 Å)

crystal structures (Table 6.1). In each case, the selected residues (Table 6.1) had

two alternate conformations (A and B) in the crystal structure that are related by a
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Table 6.1: Alternate Conformation Results. The 1PDB id for each structure
is shown along with the 2residue for which alternate conformation recovery was per-
formed. 3A and B refer to the alternate conformations labeled as A and B in the
PDB files. The 4conformation predicted by the algorithm is similar to A (A-like),
to B (B-like), or to neither (a decoy); θ1,3 is the primary backrub angle (in degrees);
5the computed energy (in kcal/mol).

PDB1 Res2 Starting from A3 Starting from B3

Conf 4 θ1,3 E 5 Conf 4 θ1,3 E 5

1muw V168 A-like 0 -188.6 B-like +1 -186.0
B-like +10 -179.4 A-like -5 -185.8
decoy +9 -174.5 decoy 0 -172.9

1gwe D163 A-like 0 -280.1 A-like -1 -280.1
B-like +4 -270.8 B-like +3 -268.8

1n9b I47 A-like 0 -254.1 A-like 0 -226.8
B-like +10 -251.4 B-like -10 -222.6

1dy5 Mb29 B-like +1 -254.6 B-like +3 -254.6
A-like -2 -254.0 A-like -1 -253.4
decoy -2 -253.1 decoy -1 -252.8
decoy -3 -253.1 decoy -1 -252.4
decoy +10 -240.0

backrub-type motion [24]. Analysis (performed by Daniel Keedy) of the Brdee com-

putational experiments showed that, after proper remodeling to improve the model

geometry in one of the crystal structures (1n9b), A- and B-like conformations in

terms of rotamer and backrub direction and approximate magnitude were recovered

by Brdee in every case, whether starting from the A or B backbone and Cβ. More-

over, if generated at all, decoys (side-chain plus backbone conformations that are

not present in either of the two alternate conformations) always scored worse than

the crystallographically-observed conformations. We reported this analysis in [44,

Sec. 5.1].

6.5.2 Protein Redesign

Redesign of GrsA-PheA for Leu. For comparison, each of traditional DEE, Brdee,

and BD was applied in separate redesigns of GrsA-PheA (Table 6.2i). As Table 6.2i
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shows, the lowest conformation energy identified by Brdee is more than 1 kcal/mol

lower than the lowest conformation energy identified by traditional DEE. Moreover,

traditional DEE identified only 88 rotameric conformations (each conformation rep-

resents a unique rotamer vector), representing 7 unique sequences, with energies

within 5 kcal/mol from the lowest Brdee conformation energy. In contrast, Brdee

identified more than 600 conformations, representing 39 unique sequences, with en-

ergies within 5 kcal/mol from the lowest Brdee energy. This confirms that Brdee

is capable of generating a significantly larger number of low-energy sequences and

conformations, as compared to traditional DEE. It is interesting to note that the set

of low-energy conformations/sequences identified by BD (Table 6.2i) is much larger

than Brdee. This finding can be explained by the fact that backbone flexibility

in BD is represented by global motions, whereas backrubs represent much smaller-

scale local motions. Moreover, BD is defined over a continuous family of solutions,

whereas Brdee is defined over a discrete backbone set. Hence, since BD and Brdee

represent very different (and complementary) types of backbone motions, interest-

ing future work would involve the derivation of an algorithm for protein design that

simultaneously allows both types of backbone flexibility.

Furthermore, as Fig. 6.2 shows, the distribution and frequencies of the Leu-

binding mutations for each of the 7 GrsA-PheA mutatable residue positions is sig-

nificantly different for traditional DEE, Brdee, and BD. Specifically, by identifying

additional low-energy conformations and sequences, Brdee expanded the computa-

tionally-predicted sequence space for residues 239 and 301. While traditional DEE

predicted only a single amino acid type at each of these two residue positions, Brdee

identified 3 (for 239) and 6 (for 301) amino acid types. Thus, as expected, the in-

corporation of backrubs into the protein design algorithm leads to the identification

of lower-energy sequences and conformations that would have been ignored by a

rigid-backbone model.
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Table 6.2: DEE Comparison. For the i. GrsA-PheA and ii. Gβ1 redesigns,
the blowest conformation energy (in kcal/mol) identified by each of the three aDEE
algorithms (traditional DEE, Brdee, and BD) is shown along with the cnumber of
sequences and dnumber of conformations with energy better (lower) than −237.58
kcal/mol (GrsA-PheA) and −367.86 (Gβ1) (so that all sequences and conformations
within 5 kcal/mol from the corresponding lowest Brdee conformation energy are
included). †The BD experiments for Gβ1 were halted after not completing in more
than four weeks.

DEEa Best Energyb Sequencesc Confsd

traditional DEE −241.41 7 88
i. Brdee −242.58 39 605

BD −251.19 422 6805

traditional DEE −371.19 67 169
ii. Brdee −372.86 164 599

BD† −375.13 > 950 > 3500

As an adjunct to comparisons of sequence diversity, it can also be insightful to ex-

amine the conformational diversity. One example that illustrates the complementary

capabilities of the two algorithms with backbone flexibility is the sequence predicted

most often by Brdee, 236L/239L (represented by 74 low-energy conformations in

Brdee and 68 in BD). The rotamers identified at all flexible positions are similar

overall between BD and Brdee, but Brdee allows an additional rotamer for Ile299.

Analysis of the BD and Brdee structures (performed by Daniel Keedy and reported

in [44, Sec. 5.2.1]) suggested that Brdee can facilitate small-scale, anti-correlated

backbone motions, whereas the strength of BD is large-scale, correlated backbone

motions.

To quantify the effect of incorporating backrubs on the conformational energies,

we further analyzed the set of 605 low-energy conformations (Table 6.2i) returned by

Brdee. For this analysis only, the ligand was removed from the complex, since its

rotation/translation could also impact the conformational energies. The computed

energy decrease resulting from backrub minimization (step 4 from Sec. 6.3) varied
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Figure 6.2: Distribution of Mutations: GrsA-PheA redesign for the non-
cognate substrate Leu. The distribution of mutations for all conformations with
an energy within 5 kcal/mol from the lowest Brdee energy (Table 6.2i) is shown
for: traditional DEE (top), Brdee (middle), and BD (bottom).
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significantly between conformations, ranging from no effect to an improvement of

almost 80 kcal/mol (data not shown). However, in 462 of the 605 conformations

(76%), allowing backrubs resulted in a decrease of the conformational energy, and in

261 of these conformations, the decrease in energy was larger than 1 kcal/mol, thus

confirming the potential benefit of including backrubs in protein design.

For the GrsA-PheA redesign, the application of the steric and τ filters from step 1

of Sec. 6.3 reduced the possible backrub combinations by a factor of 20, to a total of

3, 888. The Brdee pruning stage reduced the number of possible rotameric confor-

mations from 1.99×1012 to 4.78×109. Including the pairwise energy precomputation,

the entire redesign took almost a day on a cluster of 10 processors. In contrast, tra-

ditional DEE (for a single rigid backbone) completed in approx. 45 minutes on 10

processors. Thus, the incorporation of backbone flexibility and the provable algo-

rithmic guarantees significantly reduce the computational efficiency of Brdee when

compared to traditional DEE for a single rigid backbone. However, as a simple

comparison, performing traditional DEE separately for each of the 3, 888 backbones

(assuming similar CPU times for each backbone), would require approx. 120 days on

the same number of processors. This implies Brdee is approximately two orders of

magnitude faster, although further benchmarks would be necessary to determine its

precise computational benefits.

Redesign of Gβ1. The results from the Gβ1 redesign (Table 6.2ii) show a similar

trend to the GrsA-PheA results. Brdee identified a significantly larger number of

low-energy sequences and conformations than traditional DEE; similarly, BD identi-

fied a larger number of low-energy sequences and conformations than Brdee. The

application of the steric and τ filters (step 1 of Sec. 6.3) reduced the possible back-

bone combinations by a factor of more than 3000. The Brdee pruning stage reduced

the number of possible rotameric conformations by a factor of more than 107. In-

cluding the pairwise energy precomputation, the Brdee redesign required two weeks
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on a cluster of 16 processors, as compared to approx. 3 hours for traditional DEE

for a single rigid backbone. However, without the pruning filters of our backrub

algorithm, a mutation search over backrub/rotamer space would be computationally

infeasible.

6.6 Conclusion

Here, we presented an algorithm for protein design that incorporates local backbone

flexibility via backrub motions. As confirmed by the redesigns of the GrsA-PheA

active site and the core of Gβ1, the additional flexibility provided by the backrub

algorithm allows the identification of a large number of low-energy sequences and

conformations that would have otherwise been ignored by a rigid-backbone model.

Such an expansion in the predicted sequence/conformation space for rational protein

design likely implies that backrubs may play an important evolutionary role as well;

further computational and experimental validation will be necessary to confirm this

hypothesis.

Brdee was also found to introduce only small τ changes that do not cause

significant strain in the τ angles [44]. Brdee only requires that the three most-

expensive steps of the design algorithm (see Sec. 6.1, p. 95) be performed once,

simultaneously for all backbones. Benchmark tests (Sec. 6.5.2) indicate that Brdee

obtains significant computational benefits, as compared to applying traditional DEE

separately for each backbone. However, further experiments on more proteins will

be necessary to determine the precise benefits of Brdee.

Backrubs represent local motions, whereas in the BD algorithm, backbone flex-

ibility is represented by global motions. Brdee and BD are thus complementary

in nature, so combining these two backbone flexibility approaches within a single

protein design algorithm presents interesting future work. The main challenge for

such an algorithm will be to overcome the combinatorial explosion resulting from
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the consideration of all possible backbone conformations. Preliminary evidence from

our alternate conformation recovery experiments suggests that Brdee may be sen-

sitive to the coarseness of the rotamer library [44]. Hence, expanding the accessible

side-chain conformation space by incorporating an extended rotamer library or by

allowing continuous flexible rotamers (Chapter 3) may prove important for further

improving the algorithm’s predictions. Using the tools introduced in this chapter,

both extensions are expected to similarly yield provable algorithms.
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7

Redesign of GrsA-PheA

This chapter has been adapted mainly from the following published manuscript which

is joint work with Cheng-Yu Chen, Amy Anderson, and Bruce Donald:

C. Chen, I. Georgiev, A. C. Anderson, and B. R. Donald. PNAS USA, 106(10):3764–3769,

2009.

Here we present a computational structure-based redesign of the 65 kDa pheny-

lalanine adenylation domain of the non-ribosomal peptide synthetase (NRPS) en-

zyme Gramicidin S Synthetase A (GrsA-PheA) for a set of non-cognate substrates

for which the wildtype enzyme has little or virtually no specificity. We further present

enhancements to the methodology for computational enzyme redesign for further im-

provements in the target substrate specificity. Experimental validation (performed

by Cheng-Yu Chen) of a set of top-ranked computationally-predicted enzyme mu-

tants shows significant improvement in the specificity for the target substrates, thus

confirming the feasibility of our algorithms for computational enzyme redesign. Our

results also suggest that structure-based protein design can identify active mutants
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different from those selected by evolution and from the predictions of other compu-

tational approaches.

NRPS enzymes are large multidomain protein complexes that work in an assembly-

line manner and whose products include many peptides of pharmacological interest

(including penicillin and vancomycin) [114]. GrsA, in concert with GrsB, makes

the decapeptide antibiotic gramicidin S [16]. The crystal structure of GrsA-PheA in

complex with the wildtype (WT) substrate Phe and the AMP cofactor, has been pre-

viously determined, thus making this domain a suitable target for structure-based

redesign. Alternative methods for the redesign of NRPS enzymes include domain

swapping/directed evolution [35] and various sequence-based methods [115, 11].

The results from redesigning NRPS enzymes can be divided into three categories:

(1) Switch the enzyme specificity from the WT substrate to the target substrate, so

that the redesigned enzyme prefers the target over the WT substrate; (2) Improve

(but not switch) the enzyme specificity for the target substrate (in the case where the

WT enzyme already has activity for the target substrate); and (3) Create activity

for the target substrate (in the case where the WT enzyme has no activity for the

target substrate). In previous work, we have reported structure-based redesigns of

the active site of GrsA-PheA that were experimentally confirmed to improve (but not

switch) substrate specificity for Tyr [116] (category (2) results). Those redesigns were

based on older versions of our K∗ algorithm [82]. Here we present the application

of improved versions of K∗ that incorporate several recently-described algorithmic

enhancements (Chapters 3– 5 and [47, 45, 43]) to redesign the active site of GrsA-

PheA in order to improve its specificity for a set of non-cognate substrates for which

the WT enzyme has little or virtually no specificity. Detailed kinetic experiments

(performed by Cheng-Yu Chen) for a set of the top-ranked computational predictions

confirm the desired improvement in specificity for five non-cognate substrates (Leu,

Arg, Glu, Lys, and Asp), with several of the Leu predictions falling into the category

113



(1) results, and the predictions for the other substrates falling into the category

(3) results [13]. The mutant with the highest activity for a non-cognate substrate

exhibited 1/6 of the wildtype enzyme/wildtype substrate activity, further confirming

the feasibility of our computational approach [13].

In this chapter, we present the details of the computational methodology and

computational experiments for the GrsA-PheA redesigns, and briefly discuss the re-

sults from the experimental validation of the computational predictions. The wetlab

experiments were performed by Cheng-Yu Chen; the details of the experimental pro-

tocol and results are described in our published manuscript [13]. A summary of

the computational redesign protocol is as follows. The K∗ algorithm (Sec. 3.3) was

applied to predict mutations to the active site of GrsA-PheA to switch the enzyme

specificity from the WT Phe toward the target non-cognate substrates Leu, Arg, Glu,

Lys, and Asp. For each of the redesign targets, sets of the top computational pre-

dictions were then visualized and selected for experimental validation. For the Leu

redesigns, additional (bolstering) mutations outside of the active site were further se-

lected using a novel computational protocol combining a Self-Consistent Mean Field

(SCMF) entropy-based method [124] with our MinDEE/A∗ algorithm (Sec. 3.2).

As with the active site mutations, sets of the computationally-predicted bolstering

mutations outside of the active site were visualized and selected for experimental

validation. First, we present the details of the combined SCMF and MinDEE/A∗

approach (Sec. 7.1). Next, we describe the details of the computational methods and

results for the GrsA-PheA redesigns (Sec. 7.2). Finally, Sec. 7.3 presents a discussion

of the computational results, as well as some ideas for future work.

7.1 Bolstering Mutation Prediction

The K∗ algorithm allows us to identify mutations within the active site of an enzyme.

The kinetics experiments [13, Results section] showed these K∗-predicted mutations
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yielded highly-active mutants for Leu. We then investigated if additional improve-

ment in the Leu specificity could be achieved by introducing additional mutations

outside of the active site. Previously, in other design protocols, this was done by

performing multiple rounds of directed evolution on the active site mutants [109].

As an alternative, we applied a purely computational approach for predicting muta-

tions outside of the enzyme active site. As a starting point for these computational

experiments, we selected the highest-activity K∗ mutant for Leu (T278L/A301G, see

Table 7.1 and [13, Table 1]). We then applied a Self-Consistent Mean Field (SCMF)

entropy-based method [124] combined with our MinDEE/A∗ algorithm (Sec. 3.2) to

predict mutations both close to and far away from the enzyme active site to obtain

further improvement in the target substrate specificity. The SCMF entropy-based

method heuristically selects residue positions, anywhere in the protein, that may be

tolerant to mutation. Mutations to these residue positions are then predicted using

the MinDEE/A∗ algorithm. We refer to these mutations as bolstering. The addi-

tion of the bolstering mutations aims at further stabilizing the mutant enzyme and

may counteract a possible destabilizing effect from the introduction of the active site

mutations.

Next, we present an overview of the Self-Consistent Mean Field (SCMF) entropy-

based method for estimating residue positions susceptible to beneficial mutations [124].

We then describe how our MinDEE/A∗ algorithm (Sec. 3.2) can be combined with

SCMF as part of a computational protocol for identifying mutations outside of the

enzyme active site for further improvement in the target substrate specificity.

7.1.1 Description of the SCMF Approach

In [124], a SCMF entropy-based method for estimating residue positions susceptible

to beneficial mutations was applied as a preprocessing step for focusing directed

evolution experiments. Using SCMF, the probabilities for different amino acid types
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and, consequently, the residue entropy at each position in a protein can be estimated.

For a given protein with n residue positions, the residue entropy Si for each residue

position i can be computed as:

Si = −
∑
a∈Ai

p(a|i) ln p(a|i), (7.1)

where Ai is the set of amino acid types allowed at residue position i, and p(a|i) is

the probability of having amino acid type a at residue position i. Here,

p(a|i) =
∑
r∈Ra

p(r|i), (7.2)

where Ra is the set of rotamers (as given by the rotamer library) for amino acid

type a and p(r|i) is the probability of having rotamer r for amino acid a at residue

position i. The probabilities p(r|i) are computed using SCMF [124].

Since high residue entropy implies the existence of multiple amino acid types with

reasonably high probabilities, this method was used as a means to identify residue

positions that are tolerant to mutations.

7.1.2 Outline of Protocol

We extended and modified the SCMF method to make it applicable as part of a

five-step protocol for determining mutations both close to and far away from the

enzyme active site. The steps of our protocol are as follows:

1. Apply the K∗ algorithm (Sec. 3.3) to compute active site mutations with the

desired target substrate specificity;

2. Experimentally test a set of top-ranked K∗ predictions;

3. A computationally-predicted active-site mutant that is experimentally-verified

to have a reasonably high specificity toward the target substrate is then selected

for further redesign;
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4. SCMF is applied to select residue positions anywhere in the protein (both close

to and far away from the active site) that are to be redesigned;

5. TheMinDEE/A∗ algorithm (Sec. 3.2) is applied to predict mutations to the set

of residue positions identified in step 4 for further improvement in the substrate

specificity.

The active site mutations (step 2) and bolstering mutations (step 5) are then

combined, and the resulting mutants are experimentally tested.

7.2 Methods and Results

7.2.1 Active Site Mutation Prediction

K∗ runs were performed for the following substrates: Arg, Glu, Leu, Lys, and Asp.

The crystal structure of GrsA-PheA (PDB id: 1amu [16]) was used in the compu-

tational redesigns. The seven active site residues 236, 239, 278, 299, 301, 322, and

330 were modeled using continuously-flexible rotamers and were allowed to mutate.

In addition, the AMP cofactor and a steric shell consisting of all residues within

8 Å from the ligand or within 3 Å from any of the seven active site residues were

included as part of the input structure. The ligand substrate was also modeled using

continuously-flexible rotamers and was allowed to rotate/translate. Rotamers were

obtained from the Penultimate rotamer library modal values [89]. The energy func-

tion consisted of the Amber electrostatic, vdW, and dihedral terms [18] and the

EEF1 pairwise implicit solvation energy term [79]. A distance-dependent dielectric

of 6 and a solvation-energy scaling factor of 0.8 were used. Conformations with an

initial steric overlap of more than 1.5 Å were pruned.

A 2-point mutation search was performed for each of the target substrates using

the Hybrid MinDEE-K∗ algorithm (Sec. 3.3). In a k-point mutation search, at most

k of the n flexible residues are allowed to simultaneously mutate, while the remaining
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flexible residues are allowed to change their side-chain conformations. Out of all pos-

sible 2-point mutations, the sequence-space and volume filters were applied to select

a set of mutants to be explicitly enumerated and evaluated by the partition function

computation algorithm. 4452 sequences and 4.71×108 rotameric conformations were

considered in our designs. For each of the redesign targets Leu, Arg, Glu, Lys, and

Asp, sets of the top computational predictions were then visualized and selected for

experimental validation. In all cases, the computational predictions selected to be

tested experimentally were in the top ten as ranked by the algorithm.

In addition to the WT identity for the seven residue positions allowed to mutate

(Ala236, Trp239, Thr278, Ile299, Ala301, Ala322, and Ile330), the following subsets

of amino acid types were allowed in the redesigns for the different substrates:

• Leu: the set (Gly Ala Val Leu Ile Tyr Phe Trp Met) was allowed for all seven

residue positions;

• Arg and Lys: 236 (Gly Ala Val Leu Ile Tyr Phe Trp Met), 239 (Gly Ala Val

Leu Ile Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu), 278 (Gly

Ala Val Leu Ile Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu), 299

(Gly Ala Val Leu Ile Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu),

301 (Gly Ala Cys), 322 (Gly Ala Val Leu Ile Tyr Phe Trp Met), 330 (Gly Ala

Val Leu Ile Tyr Phe Trp Met);

• Asp and Glu: 236 (Gly Ala Val Leu Ile Met), 239 (Gly Ala Val Leu Ile Met

Ser Thr His Asn Gln Lys Arg), 278 (Gly Ala Val Leu Ile Met Ser Thr His Asn

Gln Lys Arg), 299 (Gly Ala Val Leu Ile Met Ser Thr His Asn Gln Lys Arg),

301 (Gly Ala), 322 (Gly Ala Val Leu Ile Met Ser Thr His Asn Gln Lys Arg Asp

Glu), 330 (Gly Ala Val Leu Ile Met).

From the set of all sequence combinations resulting from the allowed sets of
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amino acids, only sequences with up to two mutations from the WT active site were

considered (note that the WT and all single-point mutations were also included).

The number of candidate sequences (with the total number of conformations shown

in parenthesis) after this stage were as follows:

• Leu: 1450 (6.44× 107)

• Arg: 2511 (5.06× 108)

• Glu: 1633 (1.72× 108)

• Lys: 2511 (4.05× 108)

• Asp: 1633 (1.14× 108)

For each target substrate, the volume filter was applied to further prune sequences

that were more than 30 Å3 (for Leu) or 40 Å3 (for all other substrates) from the WT

enzyme/WT substrate volume. The number of remaining sequences (with the total

number of conformations in parenthesis) that were enumerated and evaluated by K∗

were as follows:

• Leu: 505 (1.12× 107)

• Arg: 1259 (1.54× 108)

• Glu: 776 (8.44× 107)

• Lys: 1237 (1.53× 108)

• Asp: 675 (6.86× 107)

The ligand substrate was also modeled using continuously-flexible rotamers and

was allowed to rotate/translate (Sec. 9.2.1). A value of 0.03 was used for ε, in order
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Table 7.1: Top ten 2-point active site mutants predicted by K∗ for each of the five
target substrates (Leu, Arg, Glu, Lys, and Asp). Mutants experimentally verified by
Cheng-Yu Chen to have the desired improvement in substrate specificity are shown
in red; additional mutants tested experimentally are shown in blue. Detailed kinetic
parameters for all soluble red and blue mutants are given in [13].

Leu Arg Glu Lys Asp

1 278L/301G 278D/301G 239R/322R 278D/299D 239M/278R
2 278I/301G 299D/301G 278H/301G 278D/299E 278H/301G
3 299W/301G 278E/301G 239R/278H 278E/299D 278K/301G
4 299F/301G 278A/301G 322Q/301G 278D/301G 239K/278R
5 236M/301G 299E/301G 278K/301G 278E/299E 278K/330M
6 236L/301G 236G/278A 239K/278H 278D/299M 239R/278K
7 330F/301G 322G/301G 278N/322K 278D/299Q 239K/322K
8 278M/301G 278S/301G 278N/301G 278D/299W 239K/322R
9 322V/301G 299L/301G 278H/299K 278D/299F 236M/278K
10 278F/301G 236G/301G 278H/299R 278D/322G 278K/299M

to guarantee that the computed partition functions were at least 0.97 of the respec-

tive full partition functions (when all rotamer-based conformations are included).

The inter-mutation pruning filter (see Sec. 3.3.2) was used to guarantee that ε-

approximation scores were computed for all sequences whose score was within two

orders of magnitude from the best score for the given mutation search. The K∗ algo-

rithm distributes the computation of the K∗ approximation scores for the different

mutation sequences to a cluster of compute nodes, such that a single sequence is

distributed to a single processor. For the different substrates, the average time in

minutes required to compute the K∗ score for a single sequence (along with the max

time per sequence in parenthesis) was as follows: 3 (114) [Leu]; 10.9 (205) [Arg]; 9.6

(225.6) [Glu]; 10.8 (262.3) [Lys]; 8.3 (202.1) [Asp]. The top ten K∗ 2-point mutation

predictions for each of the target substrates are shown in Table 7.1.

Sets of the top computational predictions from Table 7.1 for each of the target

substrates were selected for experimental validation. Detailed kinetic experiments

(performed by Cheng-Yu Chen) confirmed the desired improvement in specificity for
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the target substrates, with several of the Leu predictions showing a switch of speci-

ficity from Phe to Leu (Fig. 7.1). While the WT enzyme has virtually no activity

for Arg, Glu, Lys, and Asp, the redesigns for these substrates successfully create

the desired activity [13]. The active site mutants experimentally verified to have

the desired improvement in substrate specificity were the following (see Table 7.1):

278L/301G, 278M/301G, 322V/301G (with Leu as substrate); 278D/301G (with

Arg as substrate); 278H/301G (with Glu as substrate); 278D/301G (with Lys as

substrate); and 278K/301G (with Asp as substrate) [13, Table 1]. Fig. 7.1 shows the

relative substrate specificities for the wildtype GrsA-PheA and the computationally-

predicted mutants with Phe and Leu as substrates; this figure is based on the ex-

perimental data measured by Cheng-Yu Chen [13]. The computationally-predicted

mutants resulted in an improvement in specificity for Leu of up to a factor of almost

twenty and a switch of specificity from Phe to Leu of up to a factor of more than 500

as compared to the wildtype enzyme [13]. The mutant with the highest activity for

a non-cognate substrate exhibited 1/6 of the wildtype enzyme/wildtype substrate

activity, further confirming the feasibility of our computational approach [13].

As an orthogonal check for the computational predictions with Leu as substrate,

additional K∗ runs that allowed flexible backbones were performed. These runs

applied the BD algorithm (Chapter 5) in the DEE pruning stage and continuous

backbone minimization in the A∗ enumeration stage, but were otherwise identical to

the K∗ continuously-flexible rotamer runs. The goal of these additional runs was to

determine whether the top Leu mutants predicted by the K∗ runs and selected for

experimental validation, would also be among the top predictions when the backbone

was allowed to flex. Indeed, 278L/301G was again ranked 1st, 278M/301G - 10th,

and 322V/301G - 4th. The fact that these three mutants were still within the top

ten predictions even when backbone flexibility was allowed, further increased the

confidence in the feasibility of our predictions.
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Figure 7.1: Relative substrate specificity (kcat/K
M

) for Phe (left) and Leu (right)
of wildtype GrsA-PheA and the computationally-predicted mutants. The specificity
of all enzymes for each of the two substrates are normalized relative to the enzyme
with the highest specificity for that substrate. Reproduced from [13].

7.2.2 Bolstering Mutation Prediction

For all non-Pro residues in the structure 1amu (residues with missing heavy atoms

in the crystal structure were removed from the input structure), the residue entropy

was computed using SCMF. Residue positions with too few neighboring (in space)

residues were removed from further consideration, since we did not have sufficient

confidence in the entropy estimates for residue positions with a small number of

residue interactions. Let xi be the number of neighboring residues (within a distance

cutoff d) for residue position i, and let X be the set of numbers xi for all residue

positions i. We then discarded all residues that had fewer neighboring residues than

the σth percentile threshold for the distribution of the elements in X. In all our

computational experiments, we used d = 5 Å (for any pair of rotamers for any two

residue positions) and σ = 75 (in effect, this mostly discards surface positions). For

computational efficiency, only in the SCMF computation, the same parameter d was
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Figure 7.2: K∗-predicted structure of the lowest-energy T278L/A301G conforma-
tion with Leu as substrate. Shown are the Leu substrate (CPK ball-and-stick and
gray space-filling representations), the AMP cofactor (green), the two active site mu-
tations 278L and 301G (orange sticks and CPK dots), and the other eight active site
residues, including the remaining five mutable residues (CPK sticks and dots); C331
is hidden behind D235.

used as a cutoff for residue energy interactions.

The remaining residue positions were then ranked in order of decreasing residue

entropy. The eight residue positions with the highest computed residue entropy

Si (45, 187, 207, 210, 238, 239, 277, and 447) were selected for the MinDEE/A∗

mutation search (Fig. 7.4, top). The lowest-energy rotamer conformation for the

highest-activity K∗ mutant for Leu (T278L/A301G, see [13, Table 1]) was used as

input to the MinDEE/A∗ redesign algorithm (Sec. 3.2). The MinDEE/A∗ input

structure included the residue positions in 1amu within 8 Å of the ligand or the

eight high-entropy positions identified in the entropy step. Residues 45, 187, 207,

210, 238, 277, and 447 were modeled using continuously-flexible rotamers and allowed

to mutate; residue 239 was modeled using continuously-flexible rotamers but was not

allowed to mutate, since it is part of the enzyme active site.
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Figure 7.3: K∗-predicted structure of the second lowest-energy T278D/A301G
conformation with Arg as substrate. Shown are the Arg substrate and the two active
site mutations 278D and 301G (CPK), the other active site residues (cyan), and the
AMP cofactor (gray). Interactions between the substrate side-chain with 278D (the
distance between Nη1 (Arg) and Oδ2 (278D) is 2.92 Å; the distance between Nη2

(Arg) and Oδ1 (278D) is 3.15 Å) and the substrate backbone with D235 and K517
are shown with dashed yellow lines. Viewing angle is chosen to show side-chain
interactions between Arg and 278D.

In the MinDEE/A∗ run, only the amino acid types with probabilities above a

certain cutoff threshold (as computed by SCMF) were allowed for each of the seven

mutable residue positions. We used the 75th percentile of the distribution of all amino

acid probabilities for all residue positions as the cutoff threshold. In addition to the

WT identity, the allowed amino acid types in the MinDEE/A∗ experiments were as

follows: 45 (Ala Leu Ile Phe Asn Gly), 187 (Ala Val Leu Ile Ser Thr Asp Glu Asn

Gly), 207 (Ala Leu Ile Ser Thr Asn Gly), 210 (Ala Leu Ile Phe Tyr Asn Gly), 238

(Ala Leu Ile Ser Thr Asn Gly), 277 (Ala Val Leu Ile Ser Thr Asn Gly), 447 (Ala

Val Leu Ile Ser Thr Asn Gly). For computational efficiency, we applied a heuristic

halting condition for the MinDEE/A∗ search, different from the provably-accurate

halting condition described in Proposition 1. Let bm be the computed lower bound
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Figure 7.4: (top) Residue entropy computed by the SCMF approach. The eight
positions selected for the MinDEE/A∗ mutation search are labeled and shown in
red. The positions discarded by the ‘neighboring residues’ filter are shown in green.
(bottom) The lowest-energy S447N conformation predicted by MinDEE/A∗. The
hydrogen bond between H344 and N447 (the distance between Nδ2 (Asn) and the
backbone carbonyl oxygen of His is 2.94 Å) is shown with a dashed yellow line. The
Leu ligand is shown in orange.
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Table 7.2: Top bolstering mutations from the 3-pt MinDEE/A∗ mutation search.
These mutations are in addition to the 2-point active site mutation 278L/301G

Rank Mutant

1 187L/238I/447L
2 187L/238I/447N
3 187L/238I/447I
4 187L/277L/447L
5 187L/238I/447A
6 187L/447L
7 187L/207L/447L
8 187L/277L/447N
9 187L/277L/447I
10 187L/447N
11 187I/238I/447L

on the conformational energy of the first rotameric conformation generated by A∗,

and let bc be the computed lower bound on the conformational energy of the current

rotameric conformation generated by A∗. The MinDEE/A∗ search was then halted

when bc > bm + λ; in our experiments, we used a value of 2.0 for λ.

Up to 3-point bolstering mutation search (in addition to the initial 2 active site

mutations) was performed for the mutable positions, and the top mutants were vi-

sualized and selected (Table 7.2). At that point, mutant proteins were created (by

Cheng-Yu Chen) using site-directed mutagenesis by adding to the active site dou-

ble mutant T278L/A301G 1-, 2-, and 3-point bolstering mutations comprising the

≤ 3-point MinDEE/A∗-predicted mutants. The lowest-energy S447N conformation

is shown in Fig. 7.4(bottom). Some modifications to the energy function were intro-

duced for the entropy and MinDEE/A∗ steps. A vdW radii scaling factor of 0.95 and

a solvation-energy scaling factor of 0.5 were used; hydrogens were not used in the

vdW energy computation. In addition, amino acid reference energies were computed

and used (similarly to [74]) to limit the number of times a particular amino acid type

is selected within a given redesign. A simpler version of our software that did not
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include various enhancements and modifications to the algorithm (as compared to

the K∗ experiments) was used for the SCMF and MinDEE/A∗ runs. The bolstering

mutation computation required approximately a week of computational time. As

Fig. 7.1 shows, the addition of the bolstering mutations resulted in up to two-fold

additional improvement in specificity for Leu as compared to the T278L/A301G ac-

tive site mutant, and in a switch of substrate specificity of up to more than 2,000-fold

as compared to the wildtype enzyme [13].

7.2.3 Structural Analysis

Structural comparison between the computationally-predicted mutant structures and

the WT can reveal insights into the reasons for the switch of specificity in the Leu

redesigns [13, Table 1]. We thus generated and visualized the structures in the K∗

bound-state ensemble for the T278L/A301G mutant. When overlayed with the WT

structure, all conformations of the Leu substrate found in the K∗ ensemble clash

sterically with the side-chain of Ala at position 301. The mutation A301G appears

to free up the space necessary to accommodate the Leu side-chain. In addition, the

mutation T278L fills up the enzyme pocket to partially compensate for the change

in the substrate size from the bulkier Phe to the smaller Leu. The lowest-energy

T278L/A301G structure with Leu as substrate is shown in Fig. 7.2.

To analyze the effect of the double mutation T278D/A301G on the enzyme speci-

ficity for Arg, we generated and visualized the five lowest-energy structures from the

K∗ ensemble for this double mutant, as well as the five lowest-energy structures

for the point mutations T278D and A301G. To facilitate the structural comparison,

we used MolProbity [23] (Table 7.3). The comparison between the structures for

A301G (which includes the WT Thr at position 278) and T278D/A301G suggests

that the addition of the T278D mutation allows the side-chain of the Arg substrate

to participate in stronger hydrogen bonding and/or electrostatics interactions with
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the charged carboxyl group of Asp at 278. The Arg substrate conformations in all

five T278D/A301G structures fill the space that is otherwise occupied by the Ala

side-chain at 301. In the T278D structures, the Arg atoms are pushed away from the

A301 side-chain mainly through changes in the Arg side-chain dihedrals. This mostly

alleviates the Arg-A301 steric clashes (although in some structures of the single-point

mutant these clashes are still significant), at the cost of introducing new significant

clashes with other residues in the active site. Similarly to the Leu redesigns, the

mutation A301G therefore appears to free up the space necessary to accommodate

the Arg substrate. The second lowest-energy T278D/A301G structure from the K∗

ensemble with Arg as substrate is shown in Fig. 7.3.
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7.2.4 Comparison to Other Methods and Evolution

It is interesting to compare our structure-based redesign predictions both to enzymes

selected by evolution and to the predictions from alternative redesign methods. With

this motivation in mind, we obtained the set of 1230 NRPS adenylation domains

of both known and unknown specificity and their sequence alignment from [107].

We then compared the active sites of our experimentally-validated mutants ([13,

Table 1]) to the active sites of the 1230 domains [107], and determined that although

the amino acid identities at mutated positions were found as constituents of longer

signature sequences, none of our exact mutant active sites could be found in that

domain set. This suggests that our structure-based method can successfully identify

mutant GrsA-PheA active sites (specific for given target substrates) that have not

been selected by natural evolution.

We further compared our experimentally-validated mutants predicted by our

structure-based approach ([13, Table 1]) to two sequence-based methods: the sup-

port vector machine (SVM) method of [107] and the phylogenetic method of [11] (Ta-

bles 7.4 and 7.5, respectively). The SVM predictor clusters sequences with similar

substrate specificities into composite specificities. Both large clusters (a larger num-

ber of specificities grouped together) and small clusters (fewer specificities grouped

together) were used by this method [107, Table 2]. The small-cluster predictor as-

signed a Phe-Trp specificity to all six mutants, and was thus unable to recognize

the switch in specificity (confirmed by our experimental results) for the Leu-specific

mutants. The large-cluster SVM predictor identified a composite specificity that

contains Leu (as well as 6 other substrates) for T278L/A301G and T278M/A301G,

and Asp for T278K/A301G, but failed to make a prediction about the other three

mutants.

When using the method by Challis et al. [11], the top prediction of that method
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Table 7.4: Predictions from the SVM-based method using the alarge clusters and
bsmall clusters methods [107, 106]. NP, no prediction; Abu, 2-amino-butyric acid;
Iva, isovaline; Aad, 2-amino-adipic acid.

Mutant Large Clustersa Small Clustersb

278L/301G gly-ala-val-leu-ile-abu-iva phe-trp
278M/301G gly-ala-val-leu-ile-abu-iva phe-trp
322V/301G NP phe-trp
278D/301G NP phe-trp
278H/301G NP phe-trp
278K/301G asp-asn-glu-gln-aad phe-trp

coincided with the measured target substrate specificity for three of the six mutants

(T278L/A301G, T278M/A301G, and T278H/A301G). For A322V/A301G, the top

prediction by this method was Phe, while a Leu domain ranked fifth in the prediction

list. For T278D/A301G, this method identified Trp as its top prediction, while two

Phe domains were ranked second and third, an Arg domain was ranked fourth in the

list, and Lys was not predicted at all. For T278K/A301G, the top prediction was

a Trp domain, while there was no Asp domain in the top forty predictions. Thus,

although the method by Challis et al. performed reasonably well for the given set of

mutations, our structure-based method was still able to predict substrate specificities

missed by this sequence-based method.

7.3 Discussion

Computational structure-based enzyme redesign is typically limited to mutations

within the active site of the enzyme [82]. Experimental results have shown that mu-

tating residues outside of the binding/active site can also improve the stability and/or

binding/activity of the enzyme [99, 94, 120]. In other redesign protocols (e.g., [109]),

the computational approach has been augmented with rounds of directed evolution

on the active site mutants for identification of such bolstering mutations. In our

protocol, we applied a purely-computational approach for the identification of bol-
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Table 7.5: Comparison of the active sites of our experimentally-validated mutants
using the phylogenetic method of Challis et al. [11, 10]. This method tries to predict
the specificity of an active site mutation by comparing its sequence to a database.
For each of the amutants, the top five matches are shown (ranked): the bprotein and
cmodule in the gene with the respective dactivated amino acid substrate.

Mutanta Proteinb Modulec Substrated

278L/301G Cyclosporine synthetase, CssA 3 Leu
Cyclosporine synthetase, CssA 10 Leu
Cyclosporine synthetase, CssA 2 Leu
Cyclosporine synthetase, CssA 8 Leu
Gramicidin synthetase A, GrsA 1 Phe

278M/301G Cyclosporine synthetase, CssA 3 Leu
Cyclosporine synthetase, CssA 10 Leu
Cyclosporine synthetase, CssA 2 Leu
Cyclosporine synthetase, CssA 8 Leu
Cyclosporine synthetase, CssA 4 Val

322V/301G Gramicidin synthetase A, GrsA 1 Phe
tyrocidine synthetase 1, TycA 1 Phe

CDA peptide synthetase I, Cda1 3 Trp
enniatin sythetase, Esyn1 2 Val

Microcistin synthetase B, McyC 1 Leu

278D/301G CDA peptide synthetase I, Cda1 3 Trp
Gramicidin synthetase A, GrsA 1 Phe
tyrocidine synthetase 1, TycA 1 Phe
Pyoverdin synthetase, PvdD 2 Arg

tyrocidine synthetase 3, TycC 2 Gln

278H/301G fengycin synthetase, FenA 2 Glu
Fengycin synthetase, Pps4 2 Glu
Fengycin synthetase, FenC 1 Glu
Fengycin synthetase, Pps1 1 Glu
Fengycin synthetase, FenE 1 Glu

278K/301G CDA peptide synthetase I, Cda1 3 Trp
Gramicidin synthetase A, GrsA 1 Phe
tyrocidine synthetase 1, TycA 1 Phe
tyrocidine synthetase 3, TycC 2 Gln
Cyclosporine synthetase, CssA 3 Leu
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stering mutations outside the active site. The addition of the predicted bolstering

mutations in the Leu redesigns had a significant impact on the substrate specificity

of the enzyme. Since residue 277 is adjacent to the active site mutation T278L, the

mutation I277L could directly affect the conformation of the enzyme active site, also

affecting the substrate specificity. Residues 187 and 447, however, are distal from

the ligand binding site and their impact is likely due to indirect and/or long-range

interactions. Interestingly, structural analysis of the lowest-energy S447N conforma-

tion predicted by the MinDEE/A∗ algorithm (Sec. 3.2) shows that the Asn side-chain

reaches across a solvent channel inside the protein, making a hydrogen bond with

the backbone carbonyl oxygen of H344 (Fig. 7.4). The precise effect of these distal

mutations remains unclear. To understand their roles in the protein function requires

further experiments, including X-ray and NMR structural studies.

Even when allowing only a small number of mutations to the enzyme active

site, our structure-based redesign algorithm predicted novel mutants of GrsA-PheA

(with improved target specificity) that are not yet found in nature and that were

not predicted by alternative redesign methods. Our structure-based approach aims

at identifying protein sequences that are predicted to have improved target sub-

strate specificity (we refer to this as positive design). In addition to positive design,

explicit negative design may be required, so that the design aims not only to im-

prove the specificity for the target substrates, but also to destabilize the protein

interactions with other substrates. In some cases, a serendipitous switch of speci-

ficity may be obtained without explicit negative design (e.g., our Leu mutants). In

general, however, the lack of a negative design procedure may only yield an improve-

ment in (but not a switch of) the target substrate specificity (e.g., our redesigns for

charged substrates). However, the systematic incorporation of negative design poses

both significant computational and additional modeling challenges (e.g., backbone

flexibility, see Chapters 5 and 6) for structure-based approaches. In contrast, the
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sequence-based redesign methods compared here can be easily and efficiently ap-

plied to predict the specificity of a given protein sequence for a variety of substrates.

It would be interesting to apply a hybrid approach that combines the strength of

structure-based approaches for performing positive design with the ability of meth-

ods like [11, 107] to explicitly generate negative designs for a given sequence. Such

an approach, combined with extensive experimental validation, could enhance our

understanding of the natural selection processes for NRPS adenylation domains, and

help further improve the accuracy of the in silico predictions.

Using our suite of structure-based protein design algorithms, we successfully re-

designed GrsA-PheA for a set of non-cognate substrates. A switch of substrate speci-

ficity from Phe toward Leu was observed for several of the computationally-predicted

mutants. Further redesigns for Arg, Glu, Lys, and Asp were also successful exper-

imentally, and accomplished the task of creating novel substrate activity (virtually

non-existent in WT GrsA-PheA), although the preferred substrate for all these mu-

tants was still Phe [13, Table 1]. The incorporation of an explicit negative design

procedure will be important for predicting active mutants that show the desired

switch of substrate specificities. However, for in vitro or biotechnology applications,

it would be possible to use the designed mutants for charged amino acid adenylation

by controlling the input substrates to exclude Phe. The K∗ algorithm specifically

aims at optimizing protein-substrate binding; see [13] for how this relates to catalysis.

More extensive investigation of the effect of bolstering mutations on the substrate

specificity of the redesigned enzymes, could be an important step toward a general

purely-computational algorithm for predicting enzymes with high activity by iden-

tifying mutations anywhere in the protein, both proximal and distal to the ligand

binding site.
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8

A Dynamic Programming Algorithm for Protein
Design

In this chapter, we present a novel dynamic programming protein design algorithm

that is based on branch decompositions of sparse residue interaction graphs. An

outline of the algorithm is as follows. First, the protein system to be redesigned is

transformed into a residue interaction graph (Sec. 8.1). Next, a branch decompo-

sition (Sec. 8.1.1) of the residue interaction graph is obtained. Finally, a dynamic

programming algorithm (Sec. 8.2) is applied on the computed branch decomposition

to identify the GMEC for the residue interaction graph. Computational experiments

with our novel algorithm confirm its feasibility (Sec. 8.3.2).

8.1 Background

Consider a protein with n flexible residue positions and at most q rotamers per

position. Let ir denote rotamer identity r at residue position i. Then let E(ir) be

the self-energy of rotamer ir (the intra-rotamer and rotamer-to-backbone energies)

and let E(ir, js) be the pairwise energy between rotamers ir and js; we can include
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the rotamer self-energies as part of the pairwise energies [52]. We then must minimize

the energy of the system over all possible rotamer combinations:

E =
∑
j>i

E(ir, js) (8.1)

Henceforth, we will refer to the pairwise energy between residues i and j as E(i, j),

with the implicit assumption that we know the particular rotamer assignments to

these residues.

Standard protein design algorithms (e.g., DEE and A∗, see Chapter 2) typically

assume that all pairs of flexible residue positions interact. This corresponds to an

undirected weighted complete graph Kn(VKn , EKn), where the vertex set VKn in-

cludes the n flexible residue positions in the protein (|VKn | = n), and the edge set

EKn represents all possible pairwise residue interactions (|EKn| =
(
n
2

)
). The edge

weight between vertices i and j is given by the interaction energy E(i, j) between

the corresponding residues.

Since the magnitude of the energy interaction between two residues is a function

of the distance between these two residues, we can define a sparse residue interaction

graph G(VG, EG) [8, 81, 128], in which an edge exists between residues i and j if the

following two conditions hold:

• dmin(i, j) ≤ δ, where dmin(i, j) = minr,s d(ir, js) is the closest that residues i and

j can be when all rotamer combinations for these two residues are considered;

δ is the distance cutoff parameter;

• Emax(i, j) ≥ α, where Emax(i, j) = maxr,s |E(ir, js)| is the maximum energy (in

absolute value) between residues i and j when all rotamer combinations for

these two residues are considered; α is the interaction energy cutoff parameter.

Setting δ = ∞ and α = 0 gives the original graph Kn. Otherwise, the residue
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Figure 8.1: An example interaction graph for a system with seven residues.

interaction graph G is sparse, with VG = VKn and EG ⊆ EKn . Eq. (8.1) can then be

expressed as:

EG =
∑

j>i, (i,j)∈EG

E(i, j) (8.2)

We must minimize Eq. (8.2) for all possible rotamer combinations for the given

set of interacting residue pairs. An example interaction graph is shown in Fig. 8.1.

Several graph-based algorithms have been developed to exploit the sparseness of

the residue interaction graph [8, 81, 128]. Here, we describe a novel algorithm that

uses a branch decomposition-based approach.
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8.1.1 Branch Decomposition and Branch-width

Let us have a graph G(VG, EG). Let T (VT , ET ) be a tree, such that there is a bijection

ν between EG and the leaves of T (every edge in EG corresponds to a leaf in T , and

vice versa), and such that the degree of every internal node of T is 3. We then define

(T, ν) to be a branch decomposition of G [108, 17, 58].

Let S = (EG1 , EG2) be a separation of G, such that EG1 and EG2 partition the edge

set EG into two non-overlapping sets. We define the following three vertex sets:

M(S) = {v ∈ VG | (∃x, (v, x) ∈ EG1) ∧ (∃y, (v, y) ∈ EG2)} (8.3)

L(S) = {v ∈ VG | (∃x, (v, x) ∈ EG1) ∧ (∀y, (v, y) /∈ EG2)} (8.4)

R(S) = {v ∈ VG | (∀x, (v, x) /∈ EG1) ∧ (∃y, (v, y) ∈ EG2)} (8.5)

Thus, the set M(S) contains all vertices of G that are incident on at least one

edge from both EG1 and EG2 ; L(S) contains all vertices that are incident on edges in

EG1 , but not in EG2 ; and R(S) contains all vertices that are incident on edges in EG2 ,

but not in EG1 .

If an edge e ∈ ET is deleted from the branch decomposition T , this disconnects T ,

and generates a separation Se for G. The width of the branch decomposition (T, ν)

is then defined as w(T,ν) = maxe |M(Se)|. The branch-width of G is then defined as:

w = min
(T,ν)∈T

w(T,ν), (8.6)

where T is the set of branch decompositions of G. A sample branch decomposition

for the graph in Fig. 8.1 is shown in Fig. 8.2.
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Figure 8.2: A branch decomposition of width 3 for the graph in Fig. 8.1. Each leaf
node in this branch decomposition corresponds to an edge in the residue interaction
graph G.

8.2 Branch Decomposition for Protein Design

Protein design algorithms based on tree decompositions and tree-width (which are

concepts related to branch decompositions and branch-width [58]) have been pre-

viously described [81, 128]. These algorithms exploit the sparseness of residue in-

teraction graphs to efficiently compute the corresponding GMEC. Here, we describe

a branch decomposition-based algorithm for protein design. When the underlying

graph has bounded branch-width or bounded tree-width, many NP-hard optimiza-

tion problems (such as protein design [101]) lend themselves to polynomial-time

dynamic programming algorithms [17, 31, 6]. Finding the optimal tree-width and

finding the optimal branch-width, however, are both NP-hard for general graphs [58].

For planar graphs, branch-width can be computed in polynomial time, whereas no

polynomial-time algorithm is known for tree-width for planar graphs [53].

We now describe our branch decomposition-based algorithm for protein design.

Suppose we are given a residue interaction graph G(VG, EG) and a corresponding

minimum branch decomposition (T ′, ν) with a branch-width w. We now describe a

dynamic programming branch decomposition-based algorithm (BWM) for minimiz-

ing Eq. (8.2), the energy of the system corresponding to graph G.

First, we will transform T ′ into a rooted tree using the simple procedure described
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Figure 8.3: A transformation of the branch decomposition in Fig. 8.2 into a rooted
tree with root r.

in [17]: select an arbitrary edge (a, b) ∈ ET ′ , delete this edge, and add two new vertices

r and s and three new edges (a, s), (s, b), and (r, s). The new tree T is now rooted at r,

preserving the separations from the original tree T ′: S(a,s)(T ) = S(s,b)(T ) = S(a,b)(T
′).

The main reason for performing this transformation to a rooted tree is the property

that S(s,r) = (EG, ∅), so the edge (s, r) separates all of the edges of the original graph

G into a single partition. Fig. 8.3 shows a transformation of the branch decomposition

in Fig. 8.2 to a rooted tree.

Since we have a rooted tree T , for each edge (a, b) ∈ ET , one of the two incident

vertices is a parent of the other vertex. Henceforth, we will refer to the parent of

a given node a ∈ T as p(a). If we delete a given edge (a, p(a)) ∈ ET , this divides

T into two disconnected subtrees T1 and T2, such that one of these subtrees (say,

T1) is rooted at a. Without loss of generality, we will assume that whenever we

consider a separation S(a,p(a)) of graph G, where (a, p(a)) ∈ ET , we take the vertex

set L(S(a,p(a))) (see Eq. 8.4) to include the vertices of G that are incident on at least

one edge e ∈ EG, such that e ∈ VT1 (where T1 is the a-rooted subtree of T ), but that

are not incident on any edge f ∈ EG, such that f ∈ VT2 . This defines L(S(a,p(a)))

to include the graph vertices that are found only in the subtree rooted at a. The

vertex sets R(S(a,b)) and M(S(a,b)) (see Eqs. 8.5 and 8.3, respectively) are defined
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accordingly.

An outline of our algorithm is as follows. Starting at the root r, we perform

a postorder traversal of T , such that, in particular, a node a ∈ VT is visited only

when all of the nodes in the subtree rooted at a have already been visited. At each

node a ∈ VT that is visited, our algorithm performs the enumeration and energy

computation procedure C(S(a,p(a))) (Sec. 8.2.1) based on the separation S(a,p(a)) of

the original graph G, induced by the edge between node a and its parent p(a) ∈ VT .

Since each node a is visited exactly once, the computation for C(S(a,p(a))) is performed

exactly once by the algorithm. The computation C(S(a,p(a))) at a given node a ∈ VT

uses results from the already-completed C(S(b,p(b))) for the nodes b ∈ VT that were

already visited by the algorithm. Details of the procedure C(S(a,p(a))) are given in

Sec. 8.2.1. Finally, when the tree traversal completes (the procedure returns to the

root r), the algorithm uses a backtracking procedure B(·) to compute the GMEC

and its corresponding energy; the details of B(·) are given in Sec. 8.2.2.

We will use the following lemmas:

Lemma 1. For each graph vertex v ∈ VG, there is exactly one tree edge (a, p(a)) ∈ ET ,

such that v ∈ L(S(a,p(a))) and v /∈ L(Se), ∀ e ∈ ETa, where Ta is the subtree of T

rooted at a ∈ VT .

Proof. From the definition of L(·) (Eq. 8.4 and discussion above), it follows that

L(S(s,r)) = VG, so there is at least one tree edge (x, p(x)) ∈ ET for some x ∈ VT , for

which v ∈ L(S(x,p(x))). If (x, p(x)) does not have the desired properties, then there

must be at least one other y 6= x ∈ VTx for which v ∈ L(S(y,p(y))). Since there is a

finite number of tree levels, we can recurse on Tx until we find a node z ∈ VTx for

which v ∈ L(S(z,p(z))) and v /∈ L(Se), ∀ e ∈ ETz (note that if z is a tree leaf with

v ∈ L(S(z,p(z))), then the second requirement follows trivially, since ETz = ∅). Thus,

we are guaranteed that at least one tree edge with the desired properties exists.
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Let us assume that there is more than one tree edge with the desired properties.

Let (a, p(a)) and (b, p(b)), a 6= b be two such edges. Let the separation S(a,p(a))

divide the tree into two subtrees T1 = Ta and T2. Since v ∈ L(S(a,p(a))), then by

the definition of L(·), v cannot be incident on any graph edges (which are also tree

leaves) f , such that {f ∈ EG | f ∈ VT2}. In other words, v can only be incident on

graph edges g which correspond to tree leaves in T1 = Ta. Thus, for v ∈ L(S(b,p(b))) to

hold, Tb must include a tree leaf t ∈ Ta. This requires that either b ∈ VTa or a ∈ VTb
.

However, b /∈ VTa , since otherwise the requirement that v /∈ L(Se), ∀ e ∈ ETa will not

hold; similarly a /∈ VTb
. This leads to a contradiction, so there can be at most one

tree edge with the desired properties.

�

Let σ : VG → ET be the function that maps each vertex in VG to the unique edge

in ET satisfying the conditions of Lemma 1. In essence, Lemma 1 shows that for a

given vertex v ∈ VG, σ(v) = (a, p(a)) partitions T into two subtrees T1 and T2, such

that: (1) the subtree T1 rooted at a is the smallest subtree that contains all graph

edges e ∈ EG that are incident on v, and (2) the subtree T2 contains no graph edge

e ∈ EG that is incident on v. Thus, all interactions of v in G are confined to the

given T1 defined by σ(v).

We now present the following lemma:

Lemma 2. For any tree edge e ∈ ET , we have |σ−1(e)| ≤ w, where w is the branch-

width of T , and σ−1(e) is the set of graph vertices for which σ(v) = e.

Proof. Let e = (a, p(a)) ∈ ET be an arbitrary edge in T . We will consider the two

possible cases: when a is a leaf node and when a is an internal node (a cannot be

the root r, since r does not have a parent node).
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1. Let a be a leaf node. Then |σ−1(e)| = |L(Se)| ≤ 2 (the tree leaf a corresponds

to an edge in G), which is a constant.

2. Let a be an internal node. Let c1(a) and c2(a) be the two children of a (by

definition, each internal node in T has degree three). We will now consider

the two separations S(c1(a),a) and S(c2(a),a) and their relationship to Se. Let

x ∈ σ−1(e) for some graph vertex x ∈ VG. By Lemma 1, x /∈ L(S(c1(a),a)) and

x /∈ L(S(c2(a),a)) (otherwise, we must have σ(x) 6= e, which is a contradiction).

If x ∈ R(S(c1(a),a)), then x must be either in L(S(c2(a),a)) (which we just showed

leads to a contradiction), or in Ta, where Ta is the subtree that is formed by

removing Ta from T and deleting the edge (a, p(a)). However, since σ(x) = e,

then x must not be incident on any edge in G that corresponds to a leaf in

Ta. This again leads to a contradiction, so x /∈ R(S(c1(a),a)), and analogously,

x /∈ R(S(c2(a),a)). Hence, for any x ∈ σ−1(e), both x ∈ M(S(c1(a),a)) and

x ∈ M(S(c2(a),a)) must be true. Since, by definition, M(·) ≤ w, we must

have |σ−1(e)| ≤ w.

�

For a given edge e = (a, p(a)) ∈ ET , Lemma 2 gives an upper bound on the

number of graph vertices v ∈ VG that have σ(v) = e. Note that |σ−1(e)| does not

include the number of graph vertices x ∈ L(Se) for which σ(x) = f 6= e, where

f ∈ ETa .

We are now ready to describe the details of the C(·) and B(·) procedures.

8.2.1 The C(·) Procedure

Let a state assignment in a set Y of residue positions refer to the assignment of a

particular state (rotamer) to each element (residue position) y ∈ Y . Let Φ = im σ
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be the set of edges e in T for which there exists at least one graph vertex v ∈ VG

such that σ(v) = e.

Let us assume we are currently visiting a tree node a ∈ VT . If a = s (where s

is the only node adjacent to the root r), then the algorithm calls the backtracking

procedure (Sec. 8.2.2) to compute the GMEC. Otherwise, let e = (a, p(a)) ∈ ET . If

e /∈ Φ, then C(Se) does not perform any computation, and the algorithm moves to

the next node in the traversal. We must now describe C(Se) for the case when e ∈ Φ.

If e ∈ Φ, then let me = |M(Se)| and le = |σ−1(e)|. Let q1, q2, ..., qme be the

number of states (rotamers) for each graph vertex in M(Se). Let Γe = M(Se)∪L(Se).

We then define

Ee =
∑

j>i; i,j∈Γe; (i,j)∈EG

E(i, j) (8.7)

to be the energy of the subgraph of G induced by the vertices in Γe and the edges in

EG ∩ Γ2
e.

An outline of the procedure C(Se) for an edge e ∈ Φ is as follows: For each state

assignment in M(Se), C(Se) minimizes Ee (Eq. 8.7) in two stages: (1) enumerate all

possible state assignments in σ−1(e), and (2) for a given state assignment in M(Se)∪

σ−1(e), use the backtracking procedure B(Se) (Sec. 8.2.2) to look-up the already-

computed optimal state assignment (optimal rotamer selection) for the vertices in

L(Se)−σ−1(e). For each state assignment in M(Se) (an me-dimensional vector),

the optimal state for each of the vertices in σ−1(e) is then stored. This gives a

q1 × q2 × ... × qme × le × 1 matrix Ae, which is stored and used in subsequent C(·)

procedure calls. The last dimension of Ae stores the energy for the corresponding

state assignments.

Proposition 7. For each e ∈ Φ, the matrix Ae can be computed in time O(n4q2w)

and space O(wqw), where w is the branch-width of T , n = |VG|, and q = maxj∈VG
qj.
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Proof. Since by definition, |M(Se)| ≤ w, and since le ≤ w (by Lemma 2), this

establishes the space complexity.

For a given state assignment in Γe, Ee can be computed in time O(n2), since |Γe| ≤

n. All possible state assignments for the vertices in M(Se)∪σ−1(e) can be computed

in time O(q2w). For a given state assignment to the vertices in M(Se)∪σ−1(e), B(Se)

finds the optimal state assignment for the vertices in L(Se)−σ−1(e) in time O(n2)

(see Proposition 10 in Sec. 8.2.2). This completes the proof.

�

Let the set of tree edges Φe = ETa ∩ Φ, where e = (a, p(a)) and Ta is the subtree

rooted at a. The correctness of the C(Se) procedure is established in the following

proposition:

Proposition 8. C(Se) minimizes Ee, where e = (a, p(a)) ∈ Φ.

Proof. Since all state assignments in M(Se) ∪ σ−1(e) are enumerated by C(Se), we

must only show that the corresponding optimal state for each x ∈ L(Se)−σ−1(e)

can be obtained from the matrices A(Φe); this is done in Proposition 9 below. Thus,

C(Se) minimizes Ee.

�

8.2.2 The B(·) Backtracking Procedure

Let us assume we are currently computing Ae for e = (a, p(a)) ∈ Φ. Let Φe be as

defined in Sec. 8.2.1. Let Fe = Φe−
⋃
h∈Φe

Φh be the set of all edges in Φe that do

not belong to a subtree rooted at a vertex incident on any other edge in Φe. We then

present the following two lemmas:

Lemma 3. If x ∈ L(Se)−σ−1(e), then x /∈M(Sfj
) for all fj ∈ Fe.
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Proof. Note that since x ∈ L(Se)−σ−1(e), then necessarily x ∈ L(Se). Let us pick

an arbitrary fj = (b, p(b)) ∈ Fe, b ∈ VTa . Let us assume that x ∈ M(Sfj
). By the

definition of M(·), x must be incident both on at least one graph edge in EG that

corresponds to a node in Tb, and on at least one graph edge in EG that corresponds to

a node in Tb, where Tb is the subtree of Ta obtained by deleting Tb and (b, p(b)) from

Ta. Thus, to have x ∈ L(Se)−σ−1(e), by the definition of L(·) and by Lemma 1,

there must exist some edge g ∈ ETa on the path between p(b) and a (or, equivalently,

between fj and e), such that σ(x) = g ∈ Φe. It follows that fj ∈ Φg, which is a

contradiction. Hence, our assumption must be incorrect, and we must have that

x /∈M(Sfj
).

�

Lemma 4. For any x ∈ L(Se)−σ−1(e), we must have x ∈ L(Sfj
) for some fj ∈ Fe.

Proof. Let us assume that for some x ∈ L(Se)−σ−1(e), we have x /∈ L(Sfj
), ∀fj ∈

Fe. Then, from the definition of Fe, from the fact that x /∈ σ−1(e), and by Lemma 1,

there must exist some edge g ∈ ETa , such that σ(x) = g ∈ Φe. Since g /∈ Fe, then

g ∈ Φfj
for some fj ∈ Fe (from the definition of Fe). However, from the definitions

of σ(x) and L(·), we must have x ∈ L(Sfj
). We thus have a contradiction, and this

completes the proof.

�

The following proposition and its proof give the details of the backtracking pro-

cedure B(Se) for a given edge e = (a, p(a)) ∈ Φ.

Proposition 9. For a given state assignment for the vertices in M(Se) ∪ σ−1(e),

B(Se) determines the optimal state for each vertex in L(Se)−σ−1(e).
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Proof. We will give a proof by construction. Let fi = e (for clarity of the description

of the recursive procedure below). We define B(Sfi
) recursively.

Let us consider a particular vertex x ∈ L(Sfi
)−σ−1(fi), and a particular edge

fk ∈ Ffi
. By Lemma 3, x /∈M(Sfk

). Thus, either x ∈ L(Sfk
) or x ∈ R(Sfk

).

1. If x ∈ R(Sfk
), then the state for x cannot be looked up from the entries in Afk

.

Then, from the definition of R(·), the state for x cannot be looked up from any

Agj
, gj ∈ Φfk

. We can thus ignore all gj ∈ Φfk
with respect to x. We set fk to

another edge in Ffi
and advance the procedure to this new fk. By Lemma 4,

there must be some fk ∈ Ffi
for which x ∈ L(Sfk

). Note that L(Sfk
) for the

given fk necessarily contains the optimal state for x.

2. If x ∈ L(Sfk
), then either x ∈ σ−1(fk), or x ∈ L(Sfk

)−σ−1(fk).

(a) If x ∈ L(Sfk
)−σ−1(fk), then by Lemma 1 and from the definitions of

L(Sfk
) and σ−1(fk), we must have x ∈ σ−1(gj) for some gj ∈ Φfk

. We

thus set fi = fk and execute B(Sfi
) for the new fi, since L(Sfi

) necessarily

contains the optimal state for x.

(b) If x ∈ σ−1(fk), then Afk
contains the optimal state for x for each state

assignment inM(Sfk
). From the definitions ofM(·), L(·), and Ffi

, we have

M(Sfk
) ⊆M(Sfi

)∪L(Sfi
). By Lemma 3, {L(Sfi

)−σ−1(fi)} ∩M(Sfk
) =

∅. So, M(Sfk
) ⊆ M(Sfi

) ∪ σ−1(fi). Thus, a given state assignment for

the vertices in M(Sfi
) ∪ σ−1(fi) gives a state assignment for the vertices

in M(Sfk
). For the given state assignment for the vertices in M(Sfk

),

we can then unambiguously look up the optimal value for x from Afk

(since Afk
stores the optimal state of each vertex in σ−1(fk) for a given

state assignment in M(Sfk
)). We must now only show that for the given

fk ∈ Ffi
, the state assignment for the vertices in M(Sfi

) ∪ σ−1(fi) is
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known.

This condition holds trivially in the beginning of the procedure, when

fi = e, since we are given a specific state assignment inM(Se)∪σ−1(e). Let

us be at some fi ∈ Fe. Then, as shown above, M(Sfi
) ⊆M(Se) ∪ σ−1(e),

so the state assignment in M(Sfi
) is known. To ensure that the state

assignment in σ−1(fi) is known, we will require that a recursive call in

point 2a above be executed only when the optimal states for all x ∈ σ−1(fi)

(point 2b) have been looked-up. Imposing this requirement for all depths

in the recursive procedure, we are guaranteed that for a given fk ∈ Ffi
,

the state assignment for the vertices in M(Sfi
) ∪ σ−1(fi) will be known.

This completes the construction.

Thus, by construction, B(Se) determines the optimal value for any given x ∈

L(Se)−σ−1(e).

�

Proposition 10. For a given e ∈ Φ, B(Se) can be computed in O(n2) time.

Proof. First, note that |L(Se)−σ−1(e)| ≤ n is the number of vertices for which

B(Se) must look up the optimal state. In the worst case, a given x ∈ L(Se)−σ−1(e)

must be checked against all fj ∈ Φe. Since by definition, |Φe| ≤ n, this gives a

O(n× n) = O(n2) running time for B(Se).

�

8.2.3 Algorithm

We now combine all our results so far to analyze BWM. A summary of the algorithm

is as follows: Start a post-order traversal of T from the root r. For each tree edge
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e ∈ Φ, use C(Se) and B(Se) to compute the matrix Ae. The final step of the algorithm

is the (additional) execution of C(S(s,r)) (see Sec. 8.2 for the definition of (s, r)).

Proposition 11. C(S(s,r)) computes the GMEC (and its corresponding energy) for

the system defined by the entire graph G.

Proof. Note that S(s,r) = (EG, ∅), so by definition, L(S(s,r)) = VG, M(S(s,r)) = ∅,

and R(S(s,r)) = ∅. We thus have M(S(s,r)) ∪ L(S(s,r)) = VG. Hence, minimizing

E(s,r) (Eq. 8.7) is equivalent to minimizing EG (Eq. 8.2). If σ−1(s, r) = ∅, then

C(S(s,r)) must simply use B(S(s,r)) to find the optimal state assignment for each vertex

v ∈ VG. Otherwise, by definition, C(S(s,r)) enumerates all possible state assignments

in σ−1(s, r) and uses B(S(s,r)) to find the optimal state assignment for the vertices

v /∈ σ−1(s, r). Hence, to minimize EG, C(S(s,r)) must only store the current optimal

state assignment in L(S(s,r)) during enumeration. Upon completion, this optimal

state assignment must be the GMEC. This completes the proof.

�

Proposition 12. For a given system with n residue positions, at most q rotamers

per residue position, and a pairwise energy function, the GMEC can be computed in

time O(βt + n5q2w) and space O(βs + nwqw), where βt and βs give the time/space

cost of finding a branch decomposition T for G, and w is the branch-width of T .

Proof. By Proposition 7, C(Se) requires O(n4q2w) time and O(wqw) space for each

e ∈ Φ (Φ is defined in Sec. 8.2.1). Since by Lemma 1, |Φ| ≤ n, this completes the

proof.

�

An intuitive (and informal) description of our algorithm is as follows. For each

edge e ∈ Φ in the branch decomposition tree, the C(Se) procedure minimizes the
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energy of the subgraph of the original graph G defined over the set of graph vertices

in L(Se) and M(Se) and the corresponding graph edges. Since some of the work has

already been done by the C(·) computation for edges in the subtree rooted at e, the B

procedure can be applied to efficiently look up the already-computed optimal states

(rotamers) for a subset of the vertices in L(Se). The C(Se) procedure then must only

enumerate all possible state combinations for the remaining vertices in L(Se) and

the vertices in M(Se). We have shown that this requires the enumeration of up to

O(q2w) state combinations for a given tree edge e. Thus, if the branch-width w is

small enough (in particular, if w � n/2), then we only must enumerate a very small

fraction of all possible O(qn) state combinations. When the tree traversal reaches the

root edge, the C(·) procedure necessarily minimizes the energy of the entire original

graph. The ability to bound the size of the set of enumerated state combinations is

essential.

As an alternative, enumeration of the state combinations is typically performed

using the A∗ search [80, 47]. A∗ expands an enumeration tree based on an energy

bounding criterion. When the GMEC is computed, the A∗ enumeration tree consists

of one fully-assigned conformation (the GMEC) and a large set of partially-assigned

conformations.1 In contrast to BWM, A∗ has no guarantees with respect to the

number of partially-assigned conformations that are enumerated and the size (the

fraction of assigned residues) of these partially-assigned conformations. The larger

the number and the size of the partially-assigned conformations, the more work A∗

had to do to generate the GMEC. This difference between A∗ and BWM points to

some protein design cases in which BWM may be especially beneficial. Unlike A∗,

the number and size of enumerated partial conformations by BWM (corresponding

to subgraphs of the original graph) are independent of the energy landscape. In some

1 In a partially-assigned conformation, only a subset of the residues in the graph have been assigned
a state (rotamer), whereas all remaining residues are unassigned.
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designs, conformation energies are clustered close to each other, which may require A∗

to perform a substantially larger expansion of the enumeration tree before generating

the GMEC. In general, it is interesting to compare BWM and A∗ empirically and

determine in which cases BWM is most beneficial. This is one of the goals of our

computational experiments described in the following section.

8.3 Application

We implemented and applied BWM for several different protein design problems.

To determine the benefits of BWM, its running times were compared against the

standard A∗ enumeration technique [80, 47]. Next, we describe the details of our

computational experiments, followed by a discussion of the computational results.

8.3.1 Methods

Computational experiments were performed for the following protein design prob-

lems:

• Active site redesign of GrsA-PheA. The crystal structure of the pheny-

lalanine adenylation domain of Gramicidin Synthetase A (GrsA-PheA) (PDB

id: 1amu [16]) was used. Seven residues (236, 239, 278, 299, 301, 322, and

330) in the active site of GrsA-PheA were modeled as flexible using rotamers

and allowed to keep their wildtype identity or mutate. The allowed mutations

were: 236: Gly Ala Val Leu Ile Tyr Phe Trp Met; 239: Gly Ala Val Leu Ile

Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu; 278: Gly Ala Val

Leu Ile Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu; 299: Gly

Ala Val Leu Ile Tyr Phe Trp Met Ser Thr His Asn Gln Lys Arg Asp Glu; 301:

Gly Ala Cys; 322: Gly Ala Val Leu Ile Tyr Phe Trp Met; 330: Gly Ala Val

Leu Ile Tyr Phe Trp Met. Additionally, a steric shell of all residues within 8 Å

from the ligand or 3 Å from the seven mutable residues was included as part of
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the input structure. The AMP co-factor was also included. The substrate was

modeled as flexible using rotamers and was allowed to rotate and translate.

The mutation search was performed with Arg (instead of the wildtype Phe) as

substrate.

• Core redesign of plastocyanin (PCY). Based on [100], 18 residues (5, 14,

21, 27, 29, 31, 37, 38, 39, 41, 72, 74, 80, 82, 84, 92, 96, and 98) in the core of

plastocyanin (PDB id: 2pcy [40]) were modeled as flexible using rotamers and

allowed to mutate. Each of the 18 mutable residues was allowed to keep its

wildtype identity or mutate to the set: Ala Val Leu Ile Phe Tyr Trp.

• Side-chain placement of the residues in the β1 domain of protein G

(Gβ1). All 60 non-Pro residues from PDB 1igd [26] were modeled as flexible

using rotamers but were not allowed to mutate (this is the side-chain placement

problem).

• Redesign of boundary residues of Gβ1. Based on [50], 15 boundary

residues (1, 11, 12, 16, 18, 23, 25, 27, 29, 33, 37, 43, 45, 50, and 56) from

PDB 1pga [39] were modeled as flexible using rotamers and allowed to keep

their wildtype identity or mutate. Each of the 15 mutable residues was allowed

to mutate to any of the natural amino acids, except for Pro, Gly, Cys, and

Met.

• Redesign of surface residues of Gβ1. Based on [100], 14 surface residues

(4, 6, 8, 13, 15, 17, 42, 44, 46, 48, 49, 51, 53, and 55) from PDB 1pga [39] were

modeled as flexible using rotamers and allowed to keep their wildtype identity

or mutate. Each of the 14 mutable residues was allowed to mutate to the set:

Ala Ser Thr Asp Asn His Glu Gln Lys Arg.
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• Redesign of boundary residues of the engrailed homeodomain (ENH).

Based on [112], 10 boundary residues (3, 10, 14, 19, 21, 25, 26, 30, 47, and 51)

from PDB 1enh [15] were modeled as flexible using rotamers and allowed to

keep their wildtype identity or mutate. Each of the 10 mutable residues was

allowed to mutate to any of the natural amino acids, except for Pro, Gly, Cys,

and Met.

• Side-chain placement of the residues of the human uracil-DNA gly-

cosylase (UNG). All 180 non-Pro, non-Ala, and non-Gly residues from PDB

1akz [95] were modeled as flexible using rotamers but were not allowed to

mutate.

The energy function consisted of the Amber vdW and electrostatic terms [18]

and the EEF1 pairwise implicit solvation model [79]. A distance-dependent dielectric

of 6 and a solvation energy scaling factor of 0.05 were used. The atomic vdW radii

were scaled by a factor of 0.95. Additionally, amino acid-specific reference energies

were computed using the lowest computed intra-rotamer energy for each amino acid

type among all flexible residue positions (similarly to [86]). Conformations with a

steric overlap of more than 1.5 Å were pruned, and their energies were not computed.

Hydrogens were not included in the vdW energy computation and in steric checks.

The modal values from the Penultimate rotamer library [89] were used. Conforma-

tions with a lower bound on their energy (Sec. 4.1.2) greater than 100 kcal/mol were

pruned. Rotamers with intra-rotamer plus rotamer-to-template energy greater than

30 kcal/mol and rotamer pairs with pairwise energy greater than 30 kcal/mol were

pruned.

In all experiments, initial DEE pruning was performed followed by either A∗

enumeration [80, 47] or the application of BWM. The DEE stage consisted of multiple

pruning cycles. In each cycle, a sequence of several DEE variants was applied: simple
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Goldstein singles [48], magic bullet pairs [49], bounding flags [50], split-DEE with

one splitting position [100], and bounds pruning [50]. Once none of these criteria

could identify new dead-ending single rotamers or rotamer pairs, the full Goldstein

pairs [48] and split-DEE with two splitting positions [100] criteria were applied. If

new dead-ending single rotamers or rotamer pairs were identified, the entire pruning

cycle was started again. DEE pruning was performed until no more single rotamers

or rotamer pairs could be identified as dead-ending. Magic bullet and full Goldstein

pairs were not performed for the redesigns of ENH and the surface of Gβ1. After

the DEE pruning stage, A∗ was applied in the first set of experiments to search

through the remaining unpruned conformations and generate the GMEC for each of

the protein design problems. In the second set of experiments, the BWM algorithm

was applied as an alternative to A∗ for the generation of the respective GMEC’s.

The BWM experiments consisted of three stages: residue interaction graph gen-

eration, branch decomposition of the residue interaction graph, and GMEC iden-

tification by BWM. Based on the distance cutoff parameter δ and the interaction

energy cutoff parameter α (Sec. 8.1), four different residue interaction graphs were

generated for each redesign:

• δ =∞ and α = 0: the complete interaction graph (an edge exists between each

pair of residues);

• δ = 8 and α = 0: edges exist only between residues that have rotamers within

8 Å of each other;

• δ = ∞ and α = 0.2: edges exist only between residues that have pairwise

rotameric energy interactions greater than 0.2 kcal/mol;

• δ = 8 and α = 0.2: edges exist only between residues that both have rotamers

within 8 Å of each other and have pairwise rotameric energy interactions greater
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Figure 8.4: Sequence of program execution steps for the A∗ (A) and BWM (B)
computational experiments.

than 0.2 kcal/mol.

For each residue interaction graph, a branch decomposition based on the heuristic

described in [17] with modifications based on [5] was performed. Given a branch

decomposition, the BWM algorithm was then applied to generate the GMEC for the

corresponding residue interaction graph.

8.3.2 Results

We now describe the results from our computational experiments. To test our new

algorithm, we compared the running times of the A∗ search with BWM on four

different residue interaction graphs (using different distance and interaction energy

cutoffs) for a set of protein design problems. In each case, DEE pruning was first

applied to provably reduce the set of candidate conformations until no further prun-

ing could be performed. The set of remaining unpruned conformations was then

either input into A∗ for enumeration of the GMEC or into our BWM algorithm for

identification of the GMEC for the respective residue interaction graphs. The details

of the computational setup are given in Sec. 8.3.1. The sequence of steps for the two

sets of computational experiments is shown in Fig. 8.4.

The DEE pruning stage (common to both the A∗ and BWM runs) required

between 0.1 (ENH) and 443.6 (Gβ1 boundary redesign) minutes on a single processor.

Table 8.1 summarizes the A∗ and BWM running times for the different problems.

Generally, when applied to the full residue interaction graph (the (∞, 0) column in

155



Table 8.1: For each of the aprotein design problems, the running times (in minutes)
of the bA∗ enumeration stage are shown along with the running times of the four
different cBWM runs (see Sec. 8.3.1). The numbers of unpruned drotameric confor-
mations remaining after the DEE pruning stage and used as input to the A∗ and
BWM runs are also shown. ¶computational experiment not performed; §run could
not complete due to matrix dimension overflow; ‡an improvement in the A∗ imple-
mentation reduces this run time to approx. three minutes; †did not complete in
10,000 minutes.

Systema A∗b
BWM(δ, α)c

Confsd
(∞, 0) (8, 0) (∞, 0.2) (8, 0.2)

Gβ1 side-chains 0.21 6.39 0.53 0.29 0.21 5.18× 104

ENH 0.07 0.11 0.06 0.07 0.05 3.73× 105

UNG 32.26‡ > 10000† 12.82 2.55 2.25 1.33× 106

GrsA-PheA 13.90 49.64 48.13 48.44 43.40 7.03× 108

PCY 4.09 § 49.56 3.29 3.03 2.34× 1010

Gβ1 boundary > 10000† ¶ ¶ ¶ 520.80 6.32× 1015

Gβ1 surface ¶ ¶ ¶ ¶ § 3.89× 1025

Table 8.1), BWM is significantly less efficient than A∗. This is expected since BWM

is designed to exploit the sparseness of the underlying graphs. From Table 8.1, we

can see that when sparse residue interaction graphs (the (8, 0), (∞, 0.2), and (8, 0.2)

columns) are used as input to BWM, the respective running times are generally

similar to the corresponding A∗ running times for the smaller-size problems (with up

to approx. 1010 unpruned conformations). For the mid-sized problem (the boundary

redesign of Gβ1), BWM completed in less than nine hours, whereas A∗ could not

generate a solution in 166 hours. For the largest-sized problem (the surface redesign

of Gβ1), BWM could not complete due to the inability to store the computed Ae

matrices (see Proposition 7).2 Based on these data, we can conjecture that BWM is

most powerful for mid-sized problems, where the A∗ enumeration cannot generate a

solution quickly.

2 Although this particular issue could be resolved with modifications to the current implementa-
tion, it will likely be transformed into an insufficient memory problem (e.g., see the discussion of
the Gβ1 surface redesign with the long-range energy interactions turned off).

156



An interesting observation is that in the GrsA-PheA redesigns, none of the BWM

runs performed well in comparison to A∗. This can be explained with the fact that

all of the residue interaction graphs in the GrsA-PheA BWM runs are full interaction

graphs (no edges are missing); i.e., none of these graphs are sparse. We can thus

conclude that BWM will likely not be as useful in active site redesign, where all

active site residues are close to, and interact with, each other. The other redesign

types (core, boundary, surface redesigns, and side-chain placement), however, could

benefit from BWM, assuming not all residues are closely interacting with each other.

In the case of the PCY core redesign, for example, only 75 of the 153 residue pairs

were considered as interacting in the (8, 0.2) residue interaction graph.

Using a distance cutoff for the residue interaction graphs is generally not as

powerful as the interaction energy cutoff. This is confirmed both by the running

times in Table 8.1, as well as the widths of the respective branch decompositions

shown in Table 8.2. This implies that there exist non-negligible long-range energy

interactions between residues that are far from each other in space. As a comparison,

we repeated the boundary and surface redesigns of Gβ1 with the long-range energies

turned off. This was done by setting the dielectric constant to 1011 and the solvation

scaling factor to zero (see Sec. 8.3.1). In effect, these modifications resulted in a

simple energy function that only included vdW interactions and amino acid reference

energies. For the surface redesign of Gβ1, although BWM with δ = 8 and α = 0.2

no longer resulted in a matrix dimension overflow, this run still could not complete

due to insufficient memory (run was performed with up to 35G of memory). For the

boundary redesign of Gβ1, A∗ required 38.4 minutes to complete, whereas BWM with

δ = 8 and α = 0.2 completed in 2.1 minutes. The number of unpruned conformations

after the DEE stage was 5.23× 1013. This again shows the power of BWM for mid-

sized problems. The significant reduction of running time for BWM (from 520 to 2

minutes) could be attributed, to an extent, to the significant decrease in the width
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Table 8.2: For each of the aprotein design problems, the width of the respective
branch decompositions are shown for the four different bBWM runs (see Sec. 8.3.1).
The numbers of flexible cresidue positions are also shown. ¶computational experi-
ment not performed; †did not complete in 10,000 minutes.

Systema BWM(δ, α)b
Posc

(∞, 0) (8, 0) (∞, 0.2) (8, 0.2)

Gβ1 side-chains 59 24 15 13 60
ENH 8 4 5 4 10
UNG † 48 32 26 180

GrsA-PheA 6 6 6 6 8
PCY 17 9 7 7 18

Gβ1 boundary ¶ ¶ ¶ 7 15
Gβ1 surface ¶ ¶ ¶ 8 14

of the branch decomposition (from 7 to 3). Additionally, the lower complexity of the

energy function [50] and the smaller number of unpruned conformations remaining

after the DEE stage, likely also contribute to the improved running times, both for

BWM and A∗.

BWM guarantees the identification of the GMEC for the input residue interaction

graph. However, since in sparse graphs some edges that correspond to non-zero

(though small) interactions may be deleted, the BWM GMEC for a sparse graph

may differ from the GMEC for the full residue interaction graph (identified both

by A∗ and BWM with δ = ∞ and α = 0). It is therefore interesting to determine

how often the A∗ GMEC and the BWM GMEC’s for the respective sparse graphs

are identical. Table 8.3 presents such a comparison. In nine of the sixteen runs the

BWM sparse-graph GMEC’s (columns (8, 0), (∞, 0.2), and (8, 0.2) in Table 8.3) were

identical to the corresponding A∗ GMEC. In the remaining seven BWM runs, the

energy difference between the generated GMEC’s and the corresponding A∗ GMEC

was at most 0.42 kcal/mol. Neglecting small-magnitude interactions between residues

can thus in some cases result in missing the GMEC when all residue interactions

are considered. Interestingly, three of the (8, 0) runs and only one of the (∞, 0.2)
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Table 8.3: For each of the aprotein design problems, the GMEC’s identified in the
four different bBWM runs (see Sec. 8.3.1) are compared to the A∗ GMEC (the A∗

GMEC is the GMEC for the full residue interaction graph). ‡The GMEC identified
by the respective BWM run is identical to the A∗ GMEC. If the two GMEC’s differ,
the rank of the BWM GMEC in the A∗ search is shown (with the energy difference
in kcal/mol from the A∗ GMEC, in parenthesis). ¶computational experiment not
performed; §did not complete, see Table 8.1; †did not complete in 10,000 minutes.
The single BWM run for the Gβ1 surface redesign did not complete (see Table 8.1),
and is thus not shown here.

Systema BWM(δ, α)b

(∞, 0) (8, 0) (∞, 0.2) (8, 0.2)

Gβ1 side-chains Y ‡ 7th (0.13) Y 7th (0.13)
ENH Y 4th (0.42) Y 4th (0.42)
UNG † 14th (0.11) 21th (0.13) 14th (0.11)

GrsA-PheA Y Y Y Y
PCY § Y Y Y

Gβ1 boundary ¶ ¶ ¶ Y

runs generated a GMEC different from the corresponding A∗ GMEC. Moreover, the

(∞, 0.2) runs were generally much faster than the corresponding (8, 0) runs, while the

combined (8, 0.2) runs showed little improvement in running times as compared to the

(∞, 0.2) runs (Table 8.1). This suggests that using only an interaction energy cutoff

parameter may be a better choice for determining the residue interaction graphs

than using only a distance cutoff parameter or using both parameters simultaneously.

Further experiments with varying values for the δ and α parameters will be necessary

to determine optimal values that balance the sparseness of the residue interaction

graphs and the ability to generate a GMEC identical to the GMEC for the full residue

interaction graph.

8.4 Conclusion

We presented BWM, a branch decomposition-based algorithm for protein design.

BWM exploits the sparseness of residue interaction graphs to provably compute the
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corresponding GMEC. BWM was used in a combination with DEE in redesigns of

several systems of varying type (e.g., active site, boundary, side-chain placement)

and size. When compared to the A∗ enumeration technique, BWM appears to be

most powerful for mid-sized problems (around 1015 conformations remaining after

the DEE pruning stage). Further computational experiments will be necessary to

determine the precise benefits of using BWM.

Currently, BWM is provably-accurate for a model with a rigid protein back-

bone and rigid rotamers. It would thus be interesting to extend BWM to handle

continuously-flexible rotamers (similarly to the MinDEE DEE-based algorithm, see

Chapter 3) or flexible backbones (similarly to the BD and Brdee DEE-based algo-

rithms, see Chapters 5 and 6). Moreover, BWM currently identifies the single lowest-

energy conformation, the GMEC, for a given residue interaction graph. The ability

to generate a gap-free list of all low-energy rotamer-based conformations within a

pre-specified energy window from the GMEC (similarly to A∗, see Sec. 3.2) will

therefore also be an interesting extension to BWM.

Based on the proven time complexity of BWM (see Proposition 12), this algorithm

will likely be useful when w � n
2
, since otherwise the bounds are no better than

enumerating all possible O(qn) rotamer combinations. Our experiments show that

the widths (w) of the branch decompositions for the residue interaction graphs can

depend significantly on the type of the energy function terms used. Energy functions

that do not emphasize long-range interactions (and hence can more easily generate

sparse graphs) are in wide use [8]. Further investigation of the trade-off between

the complexity of the energy function and the sparseness of the residue interaction

graphs (and, consequently, the effectiveness of BWM) will be necessary.

The space requirements of BWM are currently substantial. In several redesigns,

the BWM runs could not complete due to insufficient memory. In some redesigns,

the BWM runs required on the order of tens of GB of memory. Another important
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area for improvement of BWM is thus the space complexity of the algorithm.

For graphs of bounded (by a constant) branch-width, BWM runs in polynomial

time. Previous work has developed algorithms for protein design based on the concept

of tree-width [81, 128], which is related to branch-width. It is known that for any

graph, w ≤ τ + 1 ≤ b1.5wc, where w is the branch-width and τ is the tree-width

of the graph [53, 108]. The tree-width algorithm of [81] (and similarly of [128])

runs in time O(nqτ+1), or in terms of branch-width, O(nq1.5w+1). This might seem

to imply that the tree-width algorithms may be a better choice than BWM for

general graphs. However, in practice, branch-width algorithms appear to be better-

suited than tree-width for some problems [17, 36, 59]. Another possible advantage

of branch-width is the fact that for planar graphs, a O(n3) algorithm for finding the

optimal branch decomposition has been reported [53]. In contrast, no polynomial-

time decision algorithm is known for tree-width on planar graphs. Moreover, for

planar graphs, it has been shown that w ≤
√

4.5|VG| [36]. Hence, for planar graphs,

BWM runs in time O(n5q2
√

4.5n) (see Proposition 12). We note that a low-degree

polynomial algorithm for finding the tree-width of a residue interaction graph was

reported in [128]. If ρt is the time complexity of that algorithm, then the tree-width

protein design algorithm of [128] runs in time O(ρt +nqO(n2/3 logn)). Thus, for planar

graphs, our branch-width algorithm is still potentially advantageous over the tree-

width-based algorithms. Although none of the residue interaction graphs for the

cases presented in Table 8.1 were planar, the boundary redesign of Gβ1 with the

long-range energy interactions turned off (see Sec. 8.3.2) generated a planar residue

interaction graph. Further studies and a direct comparison on a large set of protein

design problems will be necessary to establish whether branch-width or tree-width

is a better choice for protein design. The computational experiments described here

confirm the potential utility of BWM and, in general, the application of branch
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decomposition techniques in computational protein design, outlining a promising

area of future research.
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9

Applications

In this chapter, we present the application of our suite of protein design algorithms

to a number of different problems for which wetlab experimental validation of the

computational predictions is also planned. The application of our suite of algorithms

to redesign the GrsA-PheA enzyme (along with a summary of the experimental val-

idation of a set of the computational predictions) was presented in Chapter 7. Here,

we present the application of our suite of protein design algorithms to three differ-

ent problems: the design of nanosensors for certain types of inositol polyphosphates

(Sec. 9.1); the design of small-molecule inhibitors for LpxC, a zinc-dependent enzyme

and an antibiotic target (Sec. 9.2); and the prediction of resistance mutations in di-

hydrofolate reductase (Sec. 9.3). Sets of the top-ranked computational predictions

for these three projects are currently being tested in the labs of our collaborators.
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9.1 Designing IP5 Sensors

We performed computational redesign of the human ADAR2 protein, an enzyme from

the ADAR family (adenosine deaminases that act on RNA), with the goal to design

sensors for certain types of inositol polyphosphates. ADAR2 requires an inositol

hexakisphosphate (IP6) as a cofactor for proper folding and function [90]. Inositol

polyphosphates (e.g., IP6) play an important role in cell signaling, among other

essential cell processes [131, 1]. The goal of this project, which is in collaboration with

the lab of Prof. John York (Howard Hughes Medical Institute, Duke Pharmacology

and Cancer Biology, and Duke Biochemistry), is to design biosensors for inositol

1,3,4,5,6-pentakisphosphate (IP5). Such biosensors should help shed light on the

role that IP5 plays as part of the cellular signaling mechanism.

To achieve this goal, using our K∗ algorithm (Sec. 3.3), we performed redesigns

to identify mutations of ADAR2 that selectively bind IP5, but not IP6. In essence,

to achieve preferential binding to IP5, such mutations should ideally displace the

2’-phosphate group of IP6, while mostly preserving the rest of the observed IP6

interactions. To achieve this, we incorporated explicit negative design into the com-

putational procedure. For each candidate mutation sequence, a K∗ score was com-

puted (separately) for the complex with IP5, and the complex with IP6. We also

performed redesigns in which some water molecules from the ADAR2/IP6 crystal

structure deemed to participate in important interactions were modeled explicitly.

In essence, the goal of these K∗ experiments was to identify mutation sequences with

high K∗ scores with IP5 and low K∗ scores with IP6.

9.1.1 Methods

The structure of the ADAR2/IP6 complex from PDB id 1zy7 [90] was used as input to

K∗. A visualization of the ADAR2 IP6 binding site can be found in [90, Fig. 3]. The
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following flexible residues, allowed mutations, IP5 bound conformation, and explicit

water molecules (with added hydrogens) were selected based on analysis performed

by Stuart Endo-Streeter (personal communication). Residues L404, Y408, K629,

L632, Y658, and D695 were modeled as flexible using rotamers and were allowed to

mutate or to keep their wildtype identity. The following mutations were allowed:

• Leu404: Met Phe Trp Tyr His Leu;

• Tyr408: Trp Arg Lys Met Gln Glu Tyr;

• Lys629: Phe Trp Tyr His Leu Lys;

• Leu632: Met Phe Trp Tyr Leu;

• Tyr658: Trp His Lys Arg Met Gln Leu Tyr;

• Asp695: Glu Asp.

The modal values from the Richardsons’ Penultimate rotamer library [89] were used.

Rotamer dihedrals were allowed to minimize within ±9◦ from their initial values.

Additionally, a steric shell of all residues within 8 Å from the six flexible residues

or the IP6 ligand was included as part of the input structure. In each K∗ redesign,

the ligand (either IP6 or IP5) was allowed to rotate and translate within the binding

site (see Sec. 9.2.1). For each of the two ligands, two different K∗ calculations were

performed: (1) without explicit waters, and (2) with two water molecules (water IDs

10 and 20 from 1zy7). Explicit hydrogens for the two water molecules were added

and manually oriented to optimize local interactions. The water molecules were kept

fixed in their input position/conformation.

The energy function consisted of the Amber vdW, electrostatic, and dihedral

energies [127, 18] and the EEF1 implicit pairwise solvation energy [79]. A distance-

dependent dielectric of 6 and a solvation energy scaling factor of 0.8 were used. All
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rotameric conformations with an initial steric overlap of more than 1.5 Å were pruned

from consideration, and their energies were not computed. Force field parameters

(partial charges) for the ligands were derived using Antechamber [126].

A total of four separate K∗ runs were performed: for IP6 with and without ex-

plicit waters, and for IP5 with and without explicit waters. For each of the four runs,

a 4-point mutation search was performed (in a k-point mutation search, any k of the

n flexible residues are allowed to mutate, while the remaining flexible residues are

allowed to change their side-chain conformation). A total of 7730 mutation sequences

were considered by K∗ for each of the four runs. For a given mutation sequence, a

K∗ score was computed as the ratio of the partition functions for the bound protein-

ligand complex and the free protein and free ligand. The MinDEE rotamer pruning

criterion (Sec. 3.3) was applied as a pre-processing step for each partition function

computation. Computed partition functions were guaranteed to be at least 97%

of the respective full partition functions (when all rotameric conformations are in-

cluded in the computation) by using a provably-accurate ε-approximation algorithm

(Sec. 3.3). Additionally, for computational efficiency, an inter-mutation pruning fil-

ter was used to guarantee that ε-approximations will be computed for all sequences

with scores that are within two orders of magnitude from the best score found in

the given mutation search; with the inter-mutation filter, no guarantees are made

regarding the accuracy of the scores for lower-scoring sequences.

9.1.2 Results

The four separate K∗ mutation searches each evaluated a total of 7730 mutants

(see Sec. 9.1.1), corresponding to a total of 7.5 × 109 rotameric conformations in

each search. K∗ distributes each mutant/ligand complex to a separate processor

for evaluation (if there are more protein-ligand complexes than processors, a queue

is formed and the distribution continues until there are no remaining complexes in
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the queue). In the IP5 search without explicit waters, the K∗ computation for a

mutant/ligand complex required an average of 50.4 minutes, with a maximum of

4348.3 minutes and a minimum of 0.5 minutes. In the IP5 search with explicit

waters, the K∗ computation for a mutant/ligand complex required an average of

42.5 minutes, with a maximum of 5492.2 minutes and a minimum of 0.5 minutes.

In the IP6 search without explicit waters, the K∗ computation for a mutant/ligand

complex required an average of 53.6 minutes, with a maximum of 4529.6 minutes

and a minimum of 0.5 minutes. In the IP6 search with explicit waters, the K∗

computation for a mutant/ligand complex required an average of 45.9 minutes, with

a maximum of 3950.6 minutes and a minimum of 0.5 minutes.

To predict ADAR2 mutants that preferentially bind IP5 over IP6, two separate

comparisons of the mutant K∗ scores with the two ligands were performed (based

on whether explicit water molecules were part of the input model, see Sec. 9.1.1).

For each of the two comparisons (with or without explicit water molecules), a Score

Ratio criterion was used to rank the mutant predictions. The Score Ratio for a given

mutant is defined as the ratio of the K∗ score for this mutant with IP5 and the K∗

score with IP6. The higher the Score Ratio value, the larger the gap between the K∗

scores for IP5 and IP6 for the given mutant. Our interest is therefore in identifying

mutants with high Score Ratio.

We will define as ∞ the Score Ratio for mutants that have a K∗ score of zero

for IP6. A K∗ score of zero could be a result of one of the following conditions:

(1) all rotameric conformations for the mutant are pruned by K∗; (2) the computed

partition function for the bound protein-ligand complex is significantly (more than

eight orders of magnitude) less than the product of the partition functions for the

free protein and the free ligand; or (3) the score for the given mutant is guaranteed

to be more than two orders of magnitude smaller than the best score found in the

mutation search, so the inter-mutation filter stops the score computation before an
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ε-approximation can be achieved (see Sec. 9.1.1). Although some mutants with high

scores for IP5 and low (but non-zero) scores for IP6 may also be of interest, we will

henceforth focus our analysis on the mutants with a Score Ratio of ∞, for the two

different sets of predictions:

Redesign without explicit water molecules

Out of the 7730 candidate mutation sequences (see Sec. 9.1.1), 714 mutants had a

Score Ratio of ∞. Ranking for these mutants was then performed using the K∗

scores with IP5. The mutants with higher IP5 scores were ranked higher, since they

are predicted to be better binders of IP5. The IP5 K∗ scores for all mutants with a

Score Ratio of∞ are shown in Fig. 9.1. As can be seen in Fig. 9.1, a large number of

mutants have similar IP5 scores clustered near the top-ranked mutant, with the top

60 mutants within an order of magnitude, and the top 120 mutants within approx-

imately two orders of magnitude, from the best score. Thus, in this redesign, the

K∗ algorithm identified a reasonably small pool of mutants predicted to have similar

specificity preference for IP5 over IP6. Analysis of the predicted mutations can help

identify residue positions and types of mutations that are especially prevalent within

the top predictions, and that may therefore be of special significance for the switch

of ligand specificity.

Fig. 9.2 shows the mutation types and frequencies for the top 60 mutants, as

ranked by the Score Ratio criterion. As Fig. 9.2 shows, residue D695 is never mu-

tated in the given set of mutants. Residues L404 and L632 are mutated approxi-

mately 50% of the time, while residue Y408 is mutated in approximately 3/4 of the

mutants. Most interestingly, the mutations K629Y and Y658R are found in all top

60 mutants, suggesting that these two mutations may play an important role in the

ligand selectivity of the enzymes. In fact, K629Y is found in 685 of the 714 mu-

tants with a Score Ratio of∞. Moreover, K∗ pruned all rotameric conformations for
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Figure 9.1: For the K∗ redesigns without explicit waters, shown are the IP5 K∗

scores (logarithmic scale) for the 714 mutants with a Score Ratio of ∞.

all mutants containing the K629Y mutation when computing the respective bound

protein-ligand partition functions with IP6. In contrast, K∗ was able to identify and

enumerate feasible rotameric conformations for the majority of the mutants with

the K629Y mutation when computing the respective free protein partition functions.

This implies that K629Y directly hinders binding to IP6.

Structural analysis of K∗-predicted structures can help us determine the precise

effect of the K629Y mutation on IP6 binding. We thus performed analysis of the

lowest-energy structure for the top-ranked mutant (according to the Score Ratio

criterion) from the K∗ ensemble with IP5 (Fig. 9.3). Fig. 9.3 shows the mutant

structure with IP6 modeled from PDB id 1zy7. This figure suggests that the effect of

the K629Y mutation on IP6 binding is most likely achieved through steric hindrance,

since significant steric clashes exist between the 2’-phosphate group of IP6 and the

Tyr ring (e.g., the distance between O32 of the 2’-phosphate and Cε1 of Tyr is 1.09 Å).

Since the 2’-phosphate group is missing in IP5, this makes the mutants involving the

K629Y mutation a feasible choice for experimental validation; the other mutations
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Figure 9.2: Frequency and types of mutations for the six flexible residue positions
(see Sec. 9.1.1) for the top 60 mutants as ranked by the Score Ratio criterion in the
K∗ redesign without explicit waters. The fraction of mutations (x-axis) shows how
often the given residue position (y-axis) is mutated from the wildtype in the given
set of mutants.

(Fig. 9.2) likely have a reinforcing and stabilizing effect, rather than direct steric

hindrance, on the ligand specificity.

Redesign with explicit water molecules

Out of the 7730 candidate mutation sequences (see Sec. 9.1.1), 762 mutants had a

Score Ratio of∞; we focus our further analysis on these mutants. Ranking for these

mutants was then performed with respect to the K∗ scores with IP5. Similarly to

the redesign without explicit waters, the scores for the top 60 mutants are within

an order of magnitude from the best score (Fig. 9.4). Unlike the redesign without

explicit waters, however, there is a significant decrease in the scores for the mutants

following the top 60 predictions, with the score for the mutant ranked 69th almost

five orders of magnitude lower than that of the top-ranked mutant. Thus, in the

redesign with explicit waters, the set of mutants with IP5 scores clustered around

that of the top-ranked mutant is significantly smaller, suggesting that the presence

of the explicit water molecules may play a discriminatory role in the prediction of
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Figure 9.3: Lowest-energy structure for L404M/K629Y/L632F/Y658R, the top-
ranked mutant according to the Score Ratio criterion, from the K∗ ensemble with
IP5 in the redesign without explicit waters. Shown are the six flexible residues
(sticks, with carbons in green, nitrogens in blue, oxygens in red, and sulfur in yellow).
The corresponding residues from the wildtype structure are shown as smaller sticks,
colored in yellow for Y629 and in gray for all other residues. The IP6 ligand (sticks,
with carbons in cyan, phosphorus in orange, and oxygen in red) was modeled from
PDB id 1zy7; the 2’-phosphate group is labeled. For clarity, hydrogens are not shown.

selective IP5 binders.

Fig. 9.5 shows the mutation types and frequencies for the top 60 mutants, as

ranked by the Score Ratio criterion. With the exception of residue 629, the distri-

butions of mutations for the other mutable residue positions for the top 60 mutants

are virtually identical in the redesigns with and without waters. In the redesign with

explicit waters, residue 629 is always mutated to Trp in the top 60 mutant predic-

tions. However, unlike K629Y which is predominant in the top-ranked mutants for

the redesign without explicit waters, the K629W mutation is only found in 72 of the

762 mutants with a Score Ratio of∞ in the redesign with explicit waters. Moreover,

171



Figure 9.4: For the K∗ redesigns with explicit waters, shown are the IP5 K∗ scores
(logarithmic scale) for the 762 mutants with a Score Ratio of ∞.

K∗ was able to identify and enumerate feasible rotameric conformations for all of

these 72 mutants in complex with IP6. This suggests that the effect of the K629W

mutation is likely not based on steric hindrance. Interestingly, none of the 762 mu-

tants with a Score Ratio of ∞ included the K629Y mutation. In fact, K∗ pruned

all rotameric conformations for all K629Y mutants both when computing the bound

protein-ligand partition functions and the free protein partition functions, implying

that significant steric clashes may exist between the Tyr conformations at residue

629 and the explicit water molecules. Structural analysis of K∗-predicted structures

can help us elucidate the precise effect of the K629W mutation and the reasons for

disfavoring the K629Y mutation in the redesign with explicit waters.

Fig. 9.6 shows the lowest-energy structure from the IP6 K∗ ensemble for the top-

ranked mutant in the redesign with explicit waters. For comparison, the two water

molecules part of the input model are also shown, as is the Tyr at position 629 mod-

eled from the structure in Fig. 9.3 (from the redesign without explicit waters). The

modeled conformation of Y629 is observed to clash sterically with one of the waters.
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Figure 9.5: Frequency and types of mutations for the six flexible residue positions
(see Sec. 9.1.1) for the top 60 mutants as ranked by the Score Ratio criterion in the
K∗ redesign with explicit waters. The fraction of mutations (x-axis) shows how often
the given residue position (y-axis) is mutated from the wildtype in the given set of
mutants.

In fact, the Y629 para-hydroxyl oxygen practically overlaps with the oxygen of water

ID 20: the distance between these two atoms is 0.72 Å. In contrast, the conformation

of W629 puts this residue further away from both the water molecule and the ligand,

partially alleviating the existing steric clashes. However, MolProbity [23] analysis

for the IP6 K∗ structure shown in Fig. 9.6 shows that some steric clashes still ex-

ist between W629 and both the ligand and the water molecule, as well as between

W629 and other protein residues. This suggests that although some K629W mutant

conformations pass the K∗ soft steric filter (see Sec. 9.1.1), the effect of the K629W

mutation on IP6 binding may nevertheless be due to steric hindrance.

9.1.3 Discussion

Here we presented a computational redesign of the ADAR2 enzyme to switch its

ligand-binding specificity to an inositol polyphosphate different from the wildtype

ligand. The structural differences between the wildtype ligand, IP6, and the target

ligand, IP5, were exploited to predict mutations to ADAR2 that have the desired
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Figure 9.6: Lowest-energy structure for L404M/K629W/L632M/Y658R, the top-
ranked mutant according to the Score Ratio criterion, from the K∗ ensemble with
IP6 in the redesign with explicit waters. Shown are the six flexible residues (sticks,
with carbons in green, nitrogens in blue, oxygens in red, and sulfur in yellow). The
IP6 ligand (sticks, with carbons in cyan, phosphorus in orange, and oxygen in red)
is also shown; the 2’-phosphate group is labeled. The two water molecules part of
the input model are shown as spheres, with oxygens in red and hydrogens in white.
The Tyr conformation at residue 629 is modeled from the structure in Fig. 9.3 and is
shown as yellow sticks. For clarity, hydrogens are not shown for the protein residues
and the ligand.

ligand specificity. A mutation search was performed for residues in proximity to

the 2’-phosphate group, which is present in IP6 but not in IP5. The K∗ algorithm,

which computes a provably-accurate approximation to the binding constant for a

given protein-ligand complex by computing partition functions over conformational

ensembles for both the bound complex and the free protein/free ligand, was applied

to rank the candidate mutants. Mutations with high K∗ scores for IP5 and low K∗

scores for IP6 were identified in two separate redesigns, with and without explicit

waters present in the input model.
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In the redesign without explicit waters, the K629Y mutation was observed in all

of the top-ranked mutants (according to the Score Ratio ranking criterion), likely

due to a steric hindrance effect on IP6 binding. Structural analysis, however, showed

that the Y629 para-hydroxyl oxygen clashes with one of the waters present in the

wildtype IP6 binding pocket. The feasibility of the K629Y-containing mutants will

thus depend on the ability of Tyr to displace the clashing water molecule. In the

redesign with explicit waters, an alternative to the K629Y mutation was identified.

The K629W mutation partially avoids clashes with the water molecule that otherwise

was observed to clash with Tyr at that residue position. The K629W mutants may

thus be able to adapt to the binding site without fully displacing the water molecule,

while still having a negative effect on IP6 binding.

The computational experiments described here incorporate explicit negative de-

sign as part of the computational procedure by identifying mutants that are pre-

dicted to preferentially bind the target ligand IP5 over the wildtype ligand IP6. The

incorporation of protein and ligand flexibility is essential for negative design (see

Sec. 9.3.3). Here, our computational model incorporated continuously-flexible ro-

tamers for the mutable protein residues, while the ligand was allowed to rotate and

translate within the binding site (Sec. 9.1.1). Incorporating protein backbone flexibil-

ity (Chapters 5 and 6) and internal flexibility for the ligand can further improve the

accuracy of the model. The K∗ inter-mutation filter (Sec. 9.1.1) gains computational

efficiency by removing the constraint of provably computing an ε-approximation for

low-scoring mutants. However, removing the ε-approximation constraint only re-

moves the guarantees on the accuracy of the scores for low-scoring mutants, but does

not necessarily imply that inaccurate scores are computed for low-scoring sequences.

In computational experiments for the negative design state (here, IP6), our inter-

est is in identifying low-scoring mutants, so it is important that all (and especially

low-scoring) mutants have accurate scores. It will therefore be interesting to deter-
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mine whether the application of the inter-mutation filter can, in practice, result in

the computation of significantly inaccurate scores for low-scoring sequences. In such

a case, it will be important to deactivate the inter-mutation filter in the negative

design experiments. In the K∗ computational experiments for predicting DHFR re-

sistance mutations (see Sec. 9.3), the negative design computation was performed

twice: with and without the inter-mutation filter. A comparison between the two

sets of results for low-scoring mutants showed that the scores for a given mutant

were generally (though not always) very similar. These results imply that, in most

cases, applying the inter-mutation filter in the negative design computation should

be reasonable. To determine the precise effect of the inter-mutation filter in the

IP6 computation, future work should include repeating the IP6 computation with

the inter-mutation filter deactivated. Important future extensions of the current

computational procedure may also involve algorithmic enhancements that provably

(though still efficiently) incorporate the inter-mutation filter as part of the negative

design computation. Since in the positive design computation for the target ligand,

we are only interested in high-scoring mutants, the inter-mutation filter can always

be applied in this computation.

In [66], it was found that the incorporation of an explicit water molecule as part

of the input model can significantly improve the quality of the design predictions. In

our designs, explicit water molecules were modeled as fixed in their crystal structure

position. Moreover, the added hydrogen atoms to the water molecules were also in

a fixed orientation that did not change throughout the computational experiments.

The current computational setup is thus most suitable for adding water molecules

that participate in important interactions close to the ligand-binding and mutation

sites, and that are likely to remain in their initial position/orientation. To com-

pensate (to some extent) for these limitations, we performed redesigns both with

and without explicit molecules. A comparison between the results from these re-
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designs shows that the inclusion of explicit water molecules can have a significant

impact on the mutant rankings. We note that the energy function we used already

includes an implicit solvation energy term, so some overlap between the computed

solvation energies and the energies involving the explicit water molecules might ex-

ist. Experimental validation of the top computational predictions from the redesigns

both with and without explicit water molecules, can help improve the modeling of

water molecules in protein design experiments. Further work on a more systematic

treatment of explicit water molecules may play an important role in improving the

accuracy of the design predictions.
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9.2 Design of LpxC Inhibitors

Work to design small molecule ligands to inhibit the biosynthesis of lipid A, an es-

sential molecule in the outer membrane of Gram-negative bacteria [105], was started

in collaboration with Prof. Pei Zhou (Duke Biochemistry). Specifically, we applied

K∗ to predict inhibitors for the zinc-dependent enzyme LpxC, which is an essen-

tial part of the biosynthetic pathway of lipid A [64, 105, 3]. LpxC catalyzes the

committed step in the lipid A reaction pathway, the deacetylation of UDP-3-O-(R-3-

hydroxymyristoyl)-N-acetylglucosamine (see [3, Fig. 1]). Several potent inhibitors of

LpxC have been previously designed, including CHIR-090, a low nanomolar inhibitor

for a number of LpxC orthologs [3] (see Fig. 9.7). Some LpxC orthologs (e.g., Rhizo-

bium leguminosarum), however, show resistance to CHIR-090. Our goal is therefore

to design LpxC inhibitors that are both more potent and active with a wide range

of LpxC orthologs.

As a first step, we applied the K∗ algorithm (Sec. 3.3) to predict the binding

specificity of variants of CHIR-090, obtained by replacing a threonyl group in the

inhibitor with both natural amino acids and derived compounds (Sec. 9.2.1). Several

of the resulting modified CHIR-090 compounds were predicted to have significantly

better K∗ scores than the original CHIR-090 for three different orthologs, indicat-

ing that such modifications to the CHIR-090 compound may result in better LpxC

inhibitors. We further applied K∗ to rank a set of more than sixty hydroxamate

and carboxylate candidate inhibitors obtained from an initial computational dock-

ing screen of the ZINC database [62] performed by Dr. Zhou’s lab (Sec. 9.2.2).

Hydroxamate-based compounds, such as CHIR-090, have been shown to be potent

inhibitors of LpxC due to their interactions with the catalytic zinc ion [63, 42, 3], and

are thus a reasonable choice for computational screening and chemical diversification.
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Figure 9.7: Scheme of the CHIR-090 compound.

9.2.1 Designing CHIR-090 Variants

Methods

Model 1 from the NMR ensemble of the Aquifex aeolicus LpxC/CHIR-090 complex

(PDB id: 2jt2 [3]) was used as input to our K∗ algorithm.1 Residues 58, 179,

180, 185, 226, 227, 230, and 253 were modeled as flexible using rotamers and were

allowed to mutate. The modal values from the Richardsons’ Penultimate rotamer

library [89] were used. Additionally, a steric shell consisting of all residues within 8 Å

of the CHIR-090 threonyl side-chain or within 5 Å of any of the eight flexible residues

was included as part of the input structure. The zinc ion from the NMR structure

was not modeled as part of the input structure. The K∗ algorithm in Sec. 3.3 is

a hybrid pipeline of MinDEE/A∗ and K∗; the MinDEE module allows continuous

minimization of rotamer χ-angles by up to a parameter θ; we chose θ = ±9◦.

Three mutation sequences, based on the residue identities at the eight flexible

residue positions for the three LpxC ortholog sequences from A. aeolicus, Escherichia

1 The structure used in the K∗ experiments here was obtained from the authors of [3] before the
official deposition into the PDB as id 2jt2.
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coli, and Pseudomonas aeruginosa, were input into K∗. The mutation sequences were

as follows:

• A. aeolicus: H58, T179, F180, E185, H226, K227, D230, and H253;

• E. coli: L58, T179, F180, D185, H226, K227, D230, and H253;

• P. aeruginosa: M58, T179, F180, D185, H226, K227, D230, and H253.

For each of the three mutation sequences, a K∗ score computation was performed for

the LpxC complex with each of 21 CHIR-090 variants. The 21 CHIR-090 variants

used in the computational experiments were the following:

• In 19 of the CHIR-090 variants, the CHIR-090 threonyl side-chain was replaced

by the side-chains of all natural amino acids other than Pro;

• In one CHIR-090 variant, the CHIR-090 threonyl side-chain was replaced by

β-amine (BNH). The BNH structure was obtained by replacing the hydroxyl

of Ser with an ammonia group;

• In one CHIR-090 variant, the CHIR-090 threonyl side-chain was replaced by

γ-amine (GNH). The GNH structure was obtained by replacing the Cδ, Cε, and

Nζ atoms (and all hydrogens bonded to them) of Lys with a single ammonia

group.

In all cases, the substrate (a CHIR-090 variant) was modeled as flexible using ro-

tamers and was allowed to rotate and translate (see below). Rotamers for the dif-

ferent CHIR-090 variants were defined using the rotamers from the Penultimate

library [89] corresponding to the side-chain replacing the threonyl CHIR-090 group;

BNH used the same rotamers as Ser, and GNH used the dihedral values for the first

two dihedrals in the Lys rotamers. Both for the flexible protein residues and for

the CHIR-090 variants, the rotamers were allowed to minimize within ±9◦ from the
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initial values for each dihedral, using a modified steepest-descent-based approach.

After each step of rotamer minimization, rigid-body substrate translation and ro-

tation were performed. At each step, rotation was performed around the substrate

torque vector (computed from the current energy function gradient). A decreasing

rotation angle υ was applied at each minimization step, starting at υ = 0.25◦ and de-

creasing by υ
k

degrees per step, where k is the number of minimization steps; k = 35

was used. Thus, if the torque vector is constant, the ligand can rotate up to 4.5◦.

The substrate translation allowed was up to 1.2 Å.

The energy function consisted of the Amber vdW, electrostatic, and dihedral en-

ergy terms [127, 18] and the EEF1 implicit pairwise solvation model [79]. A distance-

dependent dielectric constant of 6, a vdW radii scaling factor of 0.95, and a solvation

energy scaling factor of 0.8 were used. Antechamber [126] was used to compute

partial charges for the CHIR-090 variants, to be used as input force field parameters

for K∗. Rotameric conformations with an initial steric overlap more than 1.0 Å were

pruned and their energies were not computed; hydrogens were not included in these

steric checks (but were included in all K∗ energy calculations). For each mutation se-

quence plus CHIR-090 variant combination, a K∗ computation was performed. The

ratio of the partition functions for the bound protein-substrate complex and the free

protein and free ligand was used to compute a provably-accurate ε-approximation to

the binding constant for the given complex (Sec. 3.3). For each partition function

computation, the MinDEE pruning criteria were applied as a pre-processing step to

reduce the number of candidate rotameric conformations (Sec. 3.3). An ε value of

0.03 was used to guarantee that the computed partition functions are at least 97%

of the corresponding full partition functions (when all rotameric conformations are

included).
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Results

The threonyl group of CHIR-090 participates in hydrogen bonding and vdW interac-

tions with several residues from the A. aeolicus LpxC, and is located close to (but not

in) the UDP-binding pocket [3]. Since the UDP-binding pocket is present in all LpxC

orthologs, modifying CHIR-090 to occupy this binding pocket (and thus increasing

the inhibitor binding volume) may result in better LpxC inhibitors [3]. To test this

idea, we performed K∗ runs for three different LpxC orthologs (from A. aeolicus,

E. coli, and P. aeruginosa) where the threonyl group of CHIR-090 was substituted

with different side-chains. A total of 63 mutation sequence/CHIR-090 variant com-

binations, corresponding to 2.91 × 109 rotameric conformations, were considered in

the K∗ experiments. Each mutation sequence/CHIR-090 variant combination, rep-

resenting a single K∗ run, was distributed to and evaluated on a single processor.

The K∗ runs required an average of 302 minutes to complete, with a max of 1132

minutes (for the P. aeruginosa run with the Lys CHIR-090 variant), and a min of

40 minutes (for the E. coli run with the Gly CHIR-090 variant). The K∗ rankings

of the CHIR-090 variants for each of the orthologs are shown in Table 9.1.

The original CHIR-090 compound contains a threonyl group (Fig. 9.7) and there-

fore corresponds to the Thr lines in Table 9.1. Since we are interested in identifying

inhibitors that are more potent than CHIR-090 and that are active with all tested

orthologs, the set of CHIR-090 variants that are ranked better than Thr for all three

orthologs are thus a reasonable choice for further analysis. This set of CHIR-090

variants consists of the following seven replacements of the original threonyl group:

Glu, Asp, His, Tyr, Trp, GNH, and Phe. Especially interesting are the Glu and Asp

CHIR-090 variants whose scores for all three orthologs are approximately four orders

of magnitude better than the scores for the original CHIR-090. The Glu CHIR-090

variant is also the highest-ranked CHIR-090 variant when the average of the K∗
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Table 9.1: The aK∗ rankings for each of the eCHIR-090 variants and their fK∗ scores
are shown for the three orthologs: bA. aeolicus, cE. coli, and dP. aeruginosa. The
Thr lines, corresponding to the original CHIR-090 compound, are shown in boldface.

Rank
a A. aeolicusb E. colic P. aeruginosad

AAe Scoref AAe Scoref AAe Scoref

1 His 6.12E+28 Glu 6.65E+28 Glu 4.33E+28
2 Glu 5.69E+28 Asp 4.61E+28 Asp 3.30E+28
3 Asp 3.43E+28 His 7.83E+26 His 8.58E+26
4 Trp 1.18E+28 Tyr 4.40E+26 Tyr 2.27E+26
5 Tyr 1.46E+27 Trp 2.06E+26 Trp 1.35E+26
6 Phe 2.36E+26 GNH 6.32E+25 GNH 7.81E+25
7 Lys 1.48E+26 Phe 2.42E+25 Phe 2.86E+25
8 GNH 2.77E+25 Thr 5.84E+24 Arg 4.83E+24
9 Arg 1.69E+25 Asn 5.52E+24 Asn 4.44E+24
10 Asn 8.06E+24 Met 2.96E+24 Thr 3.26E+24
11 Thr 4.50E+24 Arg 2.21E+24 Ile 2.86E+24
12 Ile 3.76E+24 BNH 2.11E+24 Met 2.52E+24
13 Met 3.04E+24 Lys 1.97E+24 Lys 2.33E+24
14 Gln 1.62E+24 Ile 1.78E+24 BNH 1.22E+24
15 BNH 9.16E+23 Val 6.92E+23 Val 5.81E+23
16 Val 6.38E+23 Gln 2.43E+23 Gln 3.51E+23
17 Leu 1.03E+23 Leu 6.34E+22 Leu 6.60E+22
18 Cys 3.56E+22 Cys 3.23E+22 Cys 1.74E+22
19 Ser 7.52E+21 Ser 8.57E+21 Ser 4.67E+21
20 Ala 2.17E+21 Ala 2.44E+21 Ala 1.31E+21
21 Gly 9.73E+19 Gly 1.09E+20 Gly 5.89E+19

scores for the three orthologs is considered.

To gain a better understanding of the mechanism of action of the CHIR-090 vari-

ants, we performed structural analysis of the lowest-energy structures from the K∗

ensembles of the three orthologs with the Glu CHIR-090 variant. Fig. 9.8(A) shows

the structure of the wildtype LpxC/CHIR-090 complex. The hydroxyl oxygen of the

threonyl group of the original CHIR-090 compound has potential hydrogen bonding

interactions with K227 (the distance to K227 Nζ is 3.3 Å) and D230 (the distance to

D230 Oδ1 is 3.39 Å). Additionally, the Nε2 of H253 is 3.44 Å from the CHIR-090 thre-
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Figure 9.8: (A) Structure of the wildtype LpxC/CHIR-090 complex. (B, C, D)
Lowest-energy structure from the K∗ ensemble for the Glu CHIR-090 variant with
A. aeolicus (B), E. coli (C), and P. aeruginosa (D). The CHIR-090 compounds
are shown as sticks, with carbons in green, nitrogens in blue, and oxygens in red.
The eight flexible residues (Sec. 9.2.1) are shown as sticks, with carbons in white,
nitrogens in blue, and oxygens in red. Residue F182 is shown as an anchor. Potential
hydrogen bonding interactions of the CHIR-090 threonyl (A) and glutamate (B, C,
D) side-chains with LpxC residues are shown as cyan dashed lines. The zinc ion,
though not present in the input model, is shown in (B, C, D) as a yellow sphere
based on its location in the wildtype structure (A). For clarity, hydrogens are not
shown.
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onyl hydroxyl oxygen, which implies another possible hydrogen bonding interaction

between the CHIR-090 threonyl group and H253 [3].

In all three structures of the CHIR-090 Glu variant (Fig. 9.8, BCD), the longer

glutamate group (as compared to the replaced threonyl group) extends to partially

occupy the UDP-binding pocket of LpxC (see [3, Fig. 3E] for a view of the UDP

pocket). In the A. aeolicus structure (Fig. 9.8B), the Oε2 of the CHIR-090 Glu group

has potential hydrogen bonding interactions with H58 (the distance to H58 Nδ1 is 2.71

Å) and E185 (the distance to E185 Oε2 is 3.49 Å). Additionally, the distance between

Oε1 of the CHIR-090 Glu group and Nε2 of H253 is 3.73 Å, implying that a small

conformational change may introduce another potential hydrogen bond to stabilize

the interaction of LpxC with the CHIR-090 Glu group. Both residues H58 and E185

are mutated in the other two orthologs studied here. In both orthologs, the mutation

E185D is present, likely making this residue out of reach for a hydrogen bond with

the CHIR-090 Glu group. Similarly, the mutation H58L is found in E. coli and H58M

is found in P. aeruginosa, thus precluding hydrogen bonding interactions between

the CHIR-090 Glu group and residue 58 in these two orthologs. To compensate

for the lack of hydrogen bonding partners on one side of the binding pocket, the

CHIR-090 Glu side-chain is observed to assume a different rotameric conformation

in the E. coli and P. aeruginosa structures (Fig. 9.8, C and D, respectively), making

a hydrogen bond with K227 in both cases (the distance between Oε1 of the CHIR-

090 Glu group and K227 Nζ is 3.03 Å in E. coli and 3.09 Å in P. aeruginosa).

We can thus conclude that the length of the glutamate side-chain (allowing it to

extend into the UDP pocket) and the potential stabilizing interactions observed in

the structures in Fig. 9.8 for all three orthologs, make the CHIR-090 Glu variant

a promising candidate for a potent LpxC inhibitor. Experimental validation of the

predicted CHIR-090 variants will be necessary to determine whether replacing the

CHIR-090 threonyl group with natural amino acids and other derived compounds
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will be sufficient to derive more potent inhibitors sensitive to a wide range of LpxC

orthologs.

9.2.2 K∗ Screen for Other Inhibitors

Methods

The A. aeolicus LpxC structure from PDB id 2ier [41] was used as input to K∗.

Residues I18, H19, R143, F192, F194, E197, I201, T215, and K239 were modeled

as flexible using rotamers from the modal values of the Richardsons’ Penultimate

rotamer library [89]. These residue numbers correspond to, respectively, residues

I18, H19, R137, F180, F182, E185, I189, T203, and K227 in the A. aeolicus LpxC

NMR ensemble of [3]. Additionally, a steric shell of all residues from 2ier within

five Å from any of the nine flexible residues were included as part of the K∗ input

model. UDP and the zinc ion were not modeled as part of the input structure. The

K∗ algorithm in Sec. 3.3 is a hybrid pipeline of MinDEE/A∗ and K∗; the MinDEE

module allows continuous minimization of rotamer χ-angles by up to a parameter θ;

we chose θ = ±9◦.

The energy function consisted of the Amber vdW, electrostatic, and dihedral en-

ergy terms [127, 18] and the EEF1 implicit pairwise solvation model [79]. A distance-

dependent dielectric of 6, a vdW radii scaling factor of 0.95, and a solvation energy

scaling factor of 0.8 were used. Rotameric conformations with an initial steric overlap

of more than 1.0 Å were pruned and their energies were not computed; hydrogens

were not included in these steric checks (but were included in all K∗ energy calcu-

lations). Rotameric conformations with a lower bound on their energy greater than

100 kcal/mol and rotamers with self-energy (intra-rotamer and rotamer-to-template

energy) lower bound greater than 30 kcal/mol were also pruned from consideration.

The side-chains of the flexible residues were allowed to minimize within ±9◦ from

the initial values for each rotamer dihedral.
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Sixty-two carboxylate and hydroxamate candidate compounds were selected by

Chuljin Lee from the ZINC database [62] using a number of computational docking

programs on the 2ier LpxC structure. The compound binding site and the initial

pose of the compounds used as input into K∗ were as predicted by the docking

programs. Each of the compounds was further allowed to rotate and translate within

the binding site (see Sec. 9.2.1). Antechamber [126] was used to compute partial

charges for the different compounds, to be used as input force field parameters for

K∗. K∗ score computation was performed for each LpxC/compound complex. For

a given complex, the ratio of the partition functions for the bound complex and

the free protein and free compound were used to compute a provably-accurate ε-

approximation to the binding constant for that complex (Sec. 3.3). For each partition

function computation, the MinDEE pruning criteria were used as a pre-processing

filter to reduce the number of candidate rotameric conformations (Sec. 3.3). An ε

value of 0.03 was used to guarantee that the computed partition functions are at least

97% of the corresponding full partition functions (when all rotameric conformations

are included).

Results

K∗ computation was performed for 62 carboxylate and hydroxamate compounds to

identify potent LpxC inhibitors. Out of the candidate compounds, Antecham-

ber could not assign charges for four compounds. The K∗ computation did not

complete successfully for three additional compounds (the K∗ ligand partition func-

tions for two of these compounds were zero, indicating unfavorable internal steric or

electrostatic interactions in the input model of the ligand structure; the force field

parameters for the third compound could not be recognized by K∗). The remaining

55 compounds were ranked according to their K∗ scores (higher scores predict better

binding between the protein and the compound). The total number of rotameric
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Figure 9.9: Scheme of the ZINC03871390 compound.

conformations considered in the K∗ experiments was 1.52 × 1010. Each compound,

in complex with LpxC, was distributed to and evaluated on a single processor. The

K∗ run for each compound required an average of 84 minutes, with a max of 253

minutes (for compound ZINC05258872) and a min of 40 minutes (for compound

ZINC09490822). The rankings of the top 30 compounds are shown in Table 9.2.

Structural analysis of the K∗-predicted LpxC/compound structures can help us

gain a better understanding of the protein-substrate interactions. We thus per-

formed structural analysis of the lowest-energy conformation from the K∗ ensemble

for the second-ranked compound, ZINC03871390 (the top-ranked K∗ compound was

no longer commercially available, Chuljin Lee, personal communication). Fig. 9.9

shows a scheme of the ZINC03871390 compound, and Fig. 9.10(top) shows the lowest-

energy conformation from the K∗ ensemble with that compound. As can be seen

from Fig. 9.10(top), the compound has potential hydrogen bonding interactions with

the backbone of residue F192 and with the side-chain of residue K239. The distance

between N1 of the compound and the carbonyl oxygen of F192 is 3.25 Å; the dis-

tances from the Nζ of K239 to N3 (3.42 Å) and O5 (3.32 Å) of the compound are

also within hydrogen bonding limits.
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Table 9.2: The aK∗ rankings for the top 30 compounds are shown with the corre-
sponding bcompound IDs from the ZINC [62] database and their cK∗ scores.

Ranka IDb Scorec

1 ZINC04265378 3.846E+33
2 ZINC03871390 2.355E+31
3 ZINC04532539 4.292E+30
4 ZINC04024245 6.538E+28
5 ZINC04762089 3.746E+28
6 ZINC03623820 2.436E+28
7 ZINC12576299 1.077E+28
8 ZINC04024248 4.058E+27
9 ZINC03871392 2.929E+27
10 ZINC00999406 1.508E+27
11 ZINC03979014 1.441E+27
12 ZINC09829539 8.262E+26
13 ZINC04507487 5.337E+26
14 ZINC06742221 5.313E+26
15 ZINC02119508 4.043E+26
16 ZINC04270215 3.151E+26
17 ZINC06649456 2.872E+26
18 ZINC04270232 1.987E+26
19 ZINC09517196 1.493E+26
20 ZINC04270218 3.363E+25
21 ZINC04689787 1.937E+25
22 ZINC02204219 1.164E+25
23 ZINC04507553 9.055E+24
24 ZINC01575532 4.353E+24
25 ZINC09517195 2.178E+24
26 ZINC04580861 1.993E+24
27 ZINC03873613 1.269E+24
28 ZINC04270242 1.069E+24
29 ZINC09490822 8.888E+23
30 ZINC04270240 2.781E+23
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Figure 9.10: (top) Lowest-energy conformation from the K∗ ensemble for the
LpxC/ZINC03871390 complex. The ZINC03871390 compound is shown as sticks,
with carbons in green, nitrogens in blue, and oxygens in red. The nine flexible
residues (Sec. 9.2.2) are shown as sticks, with carbons in white, nitrogens in blue,
and oxygens in red; residue H58 is also shown. Potential hydrogen bonding interac-
tions of ZINC03871390 with LpxC residues are shown as cyan dashed lines. The zinc
ion (modeled from PDB id 2ier) is shown as a yellow sphere. For clarity, hydrogens
are not shown. (bottom) Shown are: CHIR-090 compound (orange sticks), modeled
from Model 1 in the NMR ensemble of [3]; ZINC03871390 (sticks, with green carbons,
blue nitrogens, and red oxygens), from the lowest-energy K∗ LpxC/ZINC03871390
conformation; UDP (sticks, with carbons in cyan, nitrogens in blue, oxygens in red,
and phosphorus in orange), from PDB id 2ier; zinc ion (yellow sphere), from PDB id
2ier; and a surface representation of the LpxC residues (with carbons and hydrogens
in white, nitrogens in blue, and oxygens in red), from PDB id 2ier.
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Fig. 9.10(bottom) shows a comparison between the binding modes of ZINC03871390

(from the lowest-energy structure in the K∗ ensemble) and the CHIR-090 com-

pound (modeled from Model 1 in the NMR ensemble of [3]). Unlike CHIR-090

whose morpholine ring is solvent-exposed [3] (top-right corner in Fig. 9.10, bot-

tom), the ZINC03871390 compound only partially penetrates the hydrophobic pas-

sage occupied by CHIR-090 and does not extend into the solvent. Moreover, the

ZINC03871390 compound extends to partially occupy the UDP-binding pocket (also

unlike CHIR-090); in that respect, the ZINC03871390 compound is similar to the

CHIR-090 Glu variant discussed in Sec. 9.2.1. The ZINC03871390 compound is

thus predicted to have a different mode of interaction with LpxC as compared to

CHIR-090. Despite the fact that the zinc ion was not modeled in the K∗ experi-

ments, Fig. 9.10(bottom) shows that the hydroxamate group of ZINC03871390 is po-

sitioned in proximity to the zinc ion, suggesting that interactions similar to the CHIR-

090/zinc coordination should be possible. Experimental validation of ZINC03871390

and a number of other K∗-predicted candidate LpxC inhibitors is currently under

way in Prof. Pei Zhou’s lab.

9.2.3 Discussion

Here we presented the results from a computational search for LpxC inhibitors using

our K∗ ensemble-based algorithm. We applied two different approaches for pre-

dicting novel LpxC inhibitors. First, we tested variants of the known potent LpxC

inhibitor CHIR-090 by replacing its threonyl group with natural amino acid side-

chains and two other derived compounds. The goal of designing these CHIR-090

variants was to check whether better inhibitors than the original CHIR-090 could

be identified, possibly by (partially) occupying the UDP-binding pocket. Moreover,

since no other modifications to the compounds were allowed, the CHIR-090 variants

are expected to retain the original CHIR-090 interactions with the zinc ion and the
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LpxC hydrophobic passage. Next, we performed a screen of more than sixty car-

boxylate and hydroxamate compounds to predict novel LpxC inhibitors. Structural

analysis of a top-ranked K∗ compound predicted that its binding mode is different

from CHIR-090. Determining whether the difference in the LpxC structural features

exploited by the K∗-predicted compounds, as compared to CHIR-090, can lead to a

more potent inhibitor will require experimental validation. In general, the screen for

carboxylate and hydroxamate compounds can identify promising inhibitors that can

be further diversified to improve their potency. We note that since the input models

for the two sets of K∗ experiments differ (e.g., the input structures, number and

position of flexible residues, number of steric shell residues; see Secs. 9.2.1 and 9.2.2

for details), the K∗ scores in Table 9.1 cannot be directly compared to the K∗ scores

in Table 9.2.

Both the CHIR-090 variants and the carboxylate/hydroxamate compound screen

differ from previously-described K∗ searches (Sec. 3.5). In a typical K∗ search, a

large number of protein mutation sequences is examined to predict sequences with

improved binding specificity for a given (single) target substrate. The goal in the

typical K∗ experiments is thus to select a small number of sequences with desired

properties from a large initial pool of candidate sequences and structures. In the K∗

experiments described here, a small number of mutation sequences (up to three, in

the case of the CHIR-090 variants search, Sec. 9.2.1) is examined vs. a large number

of substrates to determine which substrates bind best to the input sequences. The

goal of these K∗ experiments is thus to select a small number of substrates with

desired properties from a large initial pool of candidate substrates. This difference

poses algorithmic challenges for K∗. The K∗ algorithm is optimized for efficiently

searching through protein sequence/conformation space. Currently, however, when

searching through a large number of candidate compounds, K∗ must explicitly enu-

merate all possible substrates. Moreover, modeling the conformational flexibility of
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the candidate compounds will be essential for improving the accuracy of the compu-

tational predictions, but will pose substantial additional computational challenges.

Screening thousands of candidate compounds using the current version of K∗ would

therefore be very computationally expensive. Algorithmic enhancements to allow

K∗ to efficiently, and still accurately, prune the majority of candidate compounds

even before the expensive partition function computation can significantly improve

the computational efficiency of the algorithm. With such algorithmic and modeling

enhancements, screening very large sets of candidate compounds using K∗ will be

computationally feasible.

193



9.3 Prediction of DHFR Resistance

One way of treating staphylococcal infections is the inhibition of dihydrofolate reduc-

tase (DHFR). Resistance to existing DHFR inhibitors, however, is a long-standing

and significant clinical problem [22, 111]. The identification of mutations in the

DHFR enzyme that can cause resistance is therefore of significant interest and may

lead to the design of more potent inhibitors [22]. Recently, a series of propargyl-

based compounds were identified as highly efficient and selective inhibitors for Cryp-

tosporidium hominis DHFR [7]. In this work, which is in collaboration with the

lab of Prof. Amy Anderson (Department of Pharmaceutical Sciences, University of

Connecticut), we aim at identifying mutations to Staph. aureus DHFR that show

diminished binding to propargyl-based inhibitors, while maintaining binding to the

folate substrate. Such redesigns therefore require the incorporation of explicit nega-

tive design as part of the algorithm.

9.3.1 Methods

We performed K∗ mutation searches for DHFR in complex with folate and the

propargyl compound UCP111D26M. A high-resolution crystal structure (1.53 Å)

for the DHFR/UCP111D26M complex from Staph. aureus and a model of the

DHFR/folate complex, both obtained from Prof. Anderson’s lab, were used as input

to K∗. The ten active site residues Leu5, Val6, Leu20, Asp27, Leu28, Val31, Thr46,

Ile50, Leu54, and Phe92 were modeled as flexible using rotamers and were allowed

to keep their wildtype identity or mutate. The allowed mutations were:

• Leu5: Ala Val Leu Ile Met Phe Trp Tyr;

• Val6: Ala Val Leu Ile Met Phe Trp Tyr;

• Leu20: Ala Val Leu Ile Met Phe Trp Tyr;

194



• Asp27: Asp Glu;

• Leu28: Ala Val Leu Ile Met Phe Trp Tyr;

• Val31: Ala Val Leu Ile Met Phe Trp Tyr;

• Thr46: wildtype only;

• Ile50: Ala Val Leu Ile Met Phe Trp Tyr;

• Leu54: wildtype only;

• Phe92: Ala Val Leu Ile Met Phe Trp Tyr Ser.

Additionally, the NADPH cofactor and a steric shell of all residues within 5 Å from

the active site residues or 8 Å from the (folate) substrate were included as part of the

input structure. The substrate was also modeled as flexible using rotamers and was

allowed to rotate/translate. The modal values from the Richardsons’ Penultimate

rotamer library [89] were used for the natural amino acid side-chains. As a modeling

improvement (vs. redesigns in which substrates are modeled with fixed geometries),

rotamers were defined for the two substrates (folate and UCP111D26M) by sampling

sets of rotatable bonds. Based on the input folate structure and eighteen folate

structures from the PDB, eight folate rotamers defined over ten rotatable bonds were

selected. In the case of UCP111D26M, 512 rotamers defined over four rotatable bonds

were selected. The choice of substrate rotamers aimed at improving the accuracy of

the model, while keeping the redesigns computationally feasible. For all rotamers,

each dihedral was allowed to minimize within ±9◦ from its initial value.

The energy function consisted of the Amber vdW, electrostatic, and dihedral

energies [18], and the EEF1 implicit pairwise solvation model [79]. A distance-

dependent dielectric of 6, a solvation energy scaling factor of 0.05, and a vdW radii

scaling factor of 0.95 were used. Rotameric conformations with initial steric overlap
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of more than 1.5 Å for a pair of atoms were pruned from consideration, and their

energies were not computed; hydrogens were not considered in these steric checks.

Antechamber [126] was used to compute charges for the folate and UCP111D26M

substrates and for the NADPH cofactor.

Based on the input model, the K∗ algorithm (Sec. 3.3) was applied separately

for folate and UCP111D26M. Up to 2-point mutations2 were considered in the mu-

tation search, for a total of 1173 candidate mutants in each of the two redesigns. For

each of the candidate mutants, a K∗ score computation was performed. Partition

function computation was performed for the protein-substrate complex and the free

protein and free ligand. For each partition function computation, initial MinDEE

pruning was first used to reduce the number of rotamers (Sec. 3.3). Conforma-

tions with a lower bound on their energy (Sec. 4.1.2) greater than 100 kcal/mol and

rotamers with a self-energy (intra-energy plus rotamer-to-template energy) greater

than 100 kcal/mol were also pruned. The remaining unpruned conformations were

then enumerated using the A∗ algorithm until the computed partition function was

guaranteed to be within ε from the full partition function (when all rotameric con-

formations are taken into account, see Sec. 3.3). An ε value of 0.03 was used, so

that the computed partition functions were guaranteed to be at least 97% of the

corresponding full partition functions. Additionally, in the folate redesigns, the K∗

inter-mutation filter (Sec. 3.3.2) was applied for increased computational efficiency,

so that ε approximations are guaranteed for high-scoring mutants (within a γ factor

from the highest-scoring mutant found in the search), but are not guaranteed for

low-scoring mutants. A γ value of 0.01 was chosen to guarantee an ε approximation

for mutants with scores within two orders of magnitude from the best score. The K∗

inter-mutation filter was disabled in the UCP111D26M redesigns, since when negative

design is performed, it is important that even low-scoring mutants have provably-

2 In a k-point mutation, any k of the n mutable positions can mutate simultaneously.
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accurate scores. K∗ distributes each candidate mutant to a separate processor for

evaluation. In the case of folate, a mutant required an average of 471 minutes (and

a maximum of 8447 minutes) to complete; in the case of UCP111D26M, a mutant

required an average of 1177 minutes (and a maximum of 20113 minutes) to complete,

on a heterogeneous cluster of processors.

9.3.2 Results

To identify DHFR mutations that can cause resistance, we performed K∗ mutation

searches for DHFR in complex with folate and (separately) the propargyl compound

UCP111D26M (see Sec. 9.3.1). Since higher K∗ scores imply better binding speci-

ficity, we were interested in identifying DHFR mutations with predicted high K∗

scores for folate and low K∗ scores for UCP111D26M. As a measure of the prefer-

ence of a given DHFR mutant for folate over the propargyl-based compound, we used

the Score Ratio criterion: the ratio of the K∗ score with folate over the K∗ score

with UCP111D26M.

We focused our analysis on mutants with a Score Ratio of ∞ (corresponding to

a K∗ score with UCP111D26M of 0), although other feasible candidates with high

folate score and low (but non-zero) UCP111D26M score could also be identified. A

score of 0 for a given mutant could be a result of one of the following cases: (1)

K∗ prunes all rotameric conformations for the mutant; (2) the computed partition

function for the bound protein-ligand complex is significantly (more than eight orders

of magnitude) less than the product of the partition functions for the free protein

and the free ligand; or (3) the score for the given mutant is guaranteed to be much

lower than the best score found in the mutation search, so the K∗ inter-mutation

filter stops the computation before an ε guarantee on the computed K∗ score can be

achieved (Sec. 3.3.2). Since when negative design is performed it is important that

accurate approximations be computed even for lower-scoring mutants, we disabled

197



Figure 9.11: The folate scores (X axis, logarithmic scale) are shown for the 105
mutants (Y axis) with a Score Ratio (folate over UCP111D26M score) of ∞.

the inter-mutation filter in the UCP111D26M redesign in order to guarantee an ε

approximation for all mutants (see Sec. 9.3.1).

Fig. 9.11 shows the folate scores for the 105 mutants with a Score Ratio of ∞

(out of 1173 mutants for which K∗ computed binding scores, see Sec. 9.3.1). The

top ten of these mutants are shown in Table 9.3.

As can be seen in Fig. 9.11, there is a significant difference between the folate

scores for the top ten mutant predictions and the rest of the mutants with a Score

Ratio of ∞. The top ten mutants (Table 9.3) are therefore a reasonable choice for

further analysis. Based on the folate scores, the top ten mutants can be divided into

two groups: mutants 1-6 and mutants 7-10. Based on the residue positions that are

mutated, the mutants can be divided into the following two groups:

• Group 1: Mutations at positions 31 and 92
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Table 9.3: The atop ten K∗ bmutants as measured by the cScore Ratio of the corre-
sponding K∗ scores with dfolate and eUCP111D26M are shown. Mutants with a K∗

score of 0 for UCP111D26M are considered to have a Score Ratio of ∞.

Ranka Mutantb Score Ratioc Fol Scored UCP111D26M Scoree

1 V31Y/F92I ∞ 4.30× 1040 0
2 V31Y/F92V ∞ 3.81× 1040 0
3 V31Y/F92S ∞ 3.13× 1040 0
4 V31Y/F92A ∞ 2.94× 1040 0
5 V31Y/F92M ∞ 6.77× 1038 0
6 V31Y/F92L ∞ 6.38× 1038 0
7 V31F/F92L ∞ 6.01× 1033 0
8 I50W/F92M ∞ 7.70× 1032 0
9 I50W/F92S ∞ 2.74× 1032 0
10 I50W/F92A ∞ 2.10× 1032 0

• Group 2: Mutations at positions 50 and 92

Structural Analysis

To determine the effect of the different mutations, the ten lowest-energy structures

for the top ten mutants (Table 9.3) were generated with folate and UCP111D26M,

and structural analysis was performed.

Group 1. Residue positions 31 and 92 are close in space, so mutating the bulky

Phe at 92 permits the mutation of Val 31 to the much larger Tyr and Phe residues

(see Fig. 9.12). MolProbity [23] was run on the lowest-energy conformations for

V31Y/F92I with folate and UCP111D26M. The folate substrate had much fewer

clashes with the V31Y/F92I structure than the UCP111D26M substrate (3 vs. 13)3,

but this could be partially explained by the fact that the WT structure with folate

had fewer clashes than the WT structure with UCP111D26M (2 vs. 16). No clashes

between either substrate and the two mutations (31Y and 92I) were present. From

this analysis, we can hypothesize that the effect of the Group 1 mutations is likely

3 The atomic vdW radii were scaled down to allow some steric overlap (see Sec. 9.3.1), so observing
a small number of steric clashes according to MolProbity, even for the folate designs, is expected.
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Figure 9.12: Lowest-energy conformation for V31Y/F92I with folate (top) and
UCP111D26M (bottom). The substrate is shown in yellow, and the two mutated
residues (31Y and 92I) are shown in purple. The remaining active site residues are
shown in blue, while the NADPH cofactor is shown in green. For comparison, the
respective residues in the wildtype structures are shown in gray. Different rotations
of the active site are shown for improved viewing angles. For clarity, hydrogens are
not shown.
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Table 9.4: The atop ten K∗ bmutants from Table 9.3 are shown with the clowest
energy from the corresponding K∗ ensemble for the efree protein and the fprotein-
ligand (with UCP111D26M) complex. The computed dpartition functions for the
efree protein and the fprotein-ligand complex are also shown.

Ranka Mutantb
Lowest Energyc Partition Functiond

Free Proteine PL Complexf Free Proteine PL Complexf

1 V31Y/F92I -399.0 -180.0 6.6× 10292 2.1× 10132

2 V31Y/F92V -410.8 -195.5 2.9× 10301 4.3× 10143

3 V31Y/F92S -450.8 -236.0 1.2× 10331 2.4× 10173

4 V31Y/F92A -449.9 -233.8 1.3× 10330 4.4× 10171

5 V31Y/F92M -453.2 -229.9 3.4× 10332 1.0× 10169

6 V31Y/F92L -436.6 -204.9 2.3× 10320 2.7× 10150

7 V31F/F92L -446.0 -423.2 2.3× 10327 2.3× 10310

8 I50W/F92M -464.7 -447.5 8.8× 10340 5.0× 10327

9 I50W/F92S -462.1 -444.1 1.9× 10339 3.2× 10325

10 I50W/F92A -461.0 -441.2 1.9× 10338 3.9× 10323

not based on steric hindrance of UCP111D26M.

Group 2. In the case of folate, residue positions 50 and 92 interact directly, so mu-

tating the bulky Phe at 92 permits the mutation of Ile 50 to the much larger Trp (see

Fig. 9.13, top). In the case of UCP111D26M, however, residue positions 50 and 92 are

on opposite sides of the substrate and therefore do not interact directly, with respect

to sterics (see Fig. 9.13, bottom). MolProbity analysis was performed for the lowest-

energy conformations of the I50W/F92A mutant with folate and UCP111D26M. The

conformation of Trp at position 50 clashed with both folate and UCP111D26M, al-

though the clashes with folate were significantly fewer than with UCP111D26M (5

vs. 10). We can thus hypothesize that the I50W mutation has a steric hindrance

effect on UCP111D26M. Neither of the substrates clashed with the 92A mutation.

From the analysis of both the Group 1 and Group 2 mutants, we can hypothesize

that mutating residue F92 (observed in all top ten mutants in Table 9.3) does not have

a direct steric effect on binding UCP111D26M, but is more likely to be stabilizing

the interaction with folate. This conclusion is supported by the fact that for none

of the top ten mutants with UCP111D26M were all rotameric conformations pruned
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Figure 9.13: Lowest-energy conformation for I50W/F92A with folate (top) and
UCP111D26M (bottom). The substrate is shown in yellow, and the two mutated
residues (50W and 92A) are shown in purple. The remaining active site residues are
shown in blue, while the NADPH cofactor is shown in green. For comparison, the
respective residues in the wildtype structures are shown in gray. Different rotations
of the active site are shown for improved viewing angles. For clarity, hydrogens are
not shown.
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by K∗. Moreover, for all top ten mutants with UCP111D26M, the lowest-energy

conformation from the free protein ensemble had a significantly lower energy than

the lowest-energy conformation from the bound protein-ligand complex ensemble

(Table 9.4). As a result, for all top ten mutants, the computed partition function

for the free protein was significantly larger than the partition function for the bound

protein-ligand complex (Table 9.4), thus leading to a K∗ score of (practically) zero.

As a result, for the given input model, the mutants in Table 9.3 were predicted to

be poor binders to the UCP111D26M compound.

9.3.3 Discussion

The incorporation of explicit negative design into the computational model required

methodological enhancements over the setup used in previous computational exper-

iments (Sec. 3.5). As already discussed, the runs with UCP111D26M were per-

formed with the K∗ inter-mutation filter disabled. This guarantees that a provably-

accurate approximation is computed for all candidate mutants, at the cost of sig-

nificantly increased running times (data not shown). As a comparison, a redesign

with UCP111D26M was performed with the inter-mutation filter enabled. The top

ten mutant predictions did not change even with the inter-mutation filter enabled,

but changes in the rankings occurred lower down the list (Fig. 9.14). As can be seen

from Fig. 9.14, some mutants ranked high in the UCP111D26M run without the

inter-mutation filter but ranked low in the run with the inter-mutation filter; this

is expected since the scores for low-scoring sequences can be (significantly) under-

estimated when the inter-mutation filter is used. When comparing the magnitude

of the computed scores, however, the differences seem to be negligible, with the ex-

ception of a single mutant outlier (see below). As Fig. 9.15 shows, the computed

K∗ UCP111D26M scores for a given mutant (only low-scoring mutants with a score

less than 105 for the run with the inter-mutation filter were considered) are generally
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Figure 9.14: Comparison of the rankings of the top 150 mutants (according to the
Score Ratio criterion) without the K∗ inter-mutation filter (X axis) and with the K∗

inter-mutation filter (Y axis).

very similar, with a correlation coefficient R2 = 1 when a single mutant outlier is

not included in the analysis. This single mutant outlier had a UCP111D26M score

of zero for the run with the inter-mutation filter, and a score of more than 107 for

the run without the inter-mutation filter. Thus, for that mutant, the application

of the inter-mutation filter led to a significant under-estimation of the respective

UCP111D26M score. Further computational experiments will be necessary to deter-

mine whether disabling the K∗ inter-mutation filter is essential for negative design

runs. For our choice of ranking criterion, however, Fig. 9.14 implies that disabling the

K∗ inter-mutation filter can have a significant effect on the rankings of the mutant

predictions.

Another modification in the computational setup for negative design is the in-
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Figure 9.15: Comparison of the K∗ scores for UCP111D26M for the runs without
the inter-mutation filter (X axis) and with the inter-mutation filter (Y axis). Only
low-scoring mutants with a score less than 105 for the run with the inter-mutation
filter are shown, with the exclusion of a single mutant outlier (see main text for a
discussion).

clusion of a significantly larger number of rotamers (512) for the UCP111D26M

compound than previous computational experiments (e.g., the K∗ redesigns of GrsA-

PheA only used the standard rotamer library modal values for the amino acid sub-

strates, see Sec. 7.2). The goal of having a larger number of rotamers for the negative

design case is to ensure that, in reality, the UCP111D26M substrate will be less likely

to assume a conformation that binds the mutant enzyme better than the rotamers

used in the model; otherwise, the computational predictions may underestimate the

ability of the substrate to bind in the enzyme’s pocket. Similarly, flexible protein

backbone and side-chains can be used to ensure that protein conformations that

change slightly from the wildtype conformation to adapt to mutations, will be mod-
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eled (see Chapter 5). The computational experiments discussed here allow protein

side-chain flexibility, but do not allow protein backbone flexibility. Experimental val-

idation of the computational predictions will be necessary to determine whether the

computational model used here is sufficient, or whether additional modeling improve-

ments will be necessary to successfully predict DHFR mutants conferring inhibitor

resistance.
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Conclusion

In this dissertation, we presented a number of novel algorithms for computational

structure-based protein design and their application to a variety of problems. Our

algorithm development efforts have focused on improvements in two specific areas:

(1) improvements in modeling by incorporating additional protein (side-chain and

backbone) flexibility, while keeping provably-accurate guarantees with respect to the

respective optimal solutions; and (2) improvements in the computational efficiency

of the algorithms, while also maintaining provable accuracy.

To alleviate the effect of using an input model that is based on a rigid pro-

tein backbone and that discretizes the side-chain conformation space, we developed,

implemented, and tested algorithms that incorporate continuously-flexible rotamers

(MinDEE, Chapter 3) and continuous (BD, Chapter 5) or discrete (Brdee, Chap-

ter 6) backbone flexibility into the input model. Proofs that these algorithms are

provably-accurate with respect to the GMEC for the respective input model were

also presented. The MinDEE, BD, and Brdee algorithms were shown to be appli-

cable both to GMEC-based as well as ensemble-based protein design as part of the

K∗ algorithm (Sec 3.3). All of MinDEE, BD, and Brdee were shown to be capable
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of generating conformations with substantially lower energies than the traditional

DEE-based algorithms, thus confirming the significance of incorporating additional

protein flexibility into the input model.

The provable guarantees of the MinDEE, BD, and Brdee algorithms come at

the expense of increased running times as compared to traditional DEE. Hence,

several approaches for improving the efficiency of these algorithms could be proposed,

including: (a) scaling the E� terms (e.g., see Eq. 5.7) for increased rotamer pruning,

and (b) using a heuristic halting condition for the A∗ search, similar to the approach

described in Sec. 7.2.2, to reduce the computational overhead associated with the

provable halting condition of Proposition 1 (Sec. 3.5.4).

Since BD and Brdee model complementary types of backbone flexibility, whereas

MinDEE models continuous side-chain flexibility, future extensions could focus on de-

veloping a provably-accurate algorithm that simultaneously incorporates these three

different kinds of flexibility. The theoretical framework for such an algorithm is, in

fact, currently present (Sec. 5.5). The main challenge for this algorithm would be

the significantly increased computational requirements of searching through the en-

tire space of backbone/side-chain conformations. The benefit of such an algorithm,

however, could be substantial. Both BD and Brdee represent approximations to

real backbone motions. Improved modeling of backbone motions may therefore also

play a significant role in improving the accuracy of the computational predictions.

In addition to presenting provable algorithms that aim at improving the modeling

(and thus prediction) accuracy, we further described novel algorithms for improved

computational efficiency. The DACS algorithm (Chapter 4) is a provably-accurate

divide-and-conquer algorithm for the identification of the GMEC or a gap-free list of

all low-energy rotamer-based conformations. DACS was shown to result in speedups

of up to three orders of magnitude as compared to previous techniques. The BWM

algorithm (Chapter 8) is a provably-accurate dynamic programming algorithm for
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the identification of the GMEC. By nature, BWM is most useful when the protein

system to be redesigned can be represented by a sparse residue interaction graph.

Computational experiments showed that a combined traditional DEE/BWM algo-

rithm can significantly outperform traditional DEE/A∗ for some problems. Several

enhancements and extensions of BWM were also proposed (Sec. 8.4). DACS uses A∗

in the enumeration stage at each partition (Sec. 4.1.1). It would thus be interesting

to derive an algorithm that combines DACS with BWM, for further improvement in

the computational efficiency.

We further presented a hybrid protein design algorithm that combines the K∗

protein-ligand prediction algorithm with MinDEE and A∗ (Sec. 3.3). This new Hy-

brid MinDEE-K∗ algorithm was shown to be significantly more efficient than the orig-

inal K∗ algorithm of [82]. All of MinDEE, BD, and Brdee are fully-compatible with

K∗. The incorporation of backbone flexibility, such as with BD and Brdee, into K∗

is especially significant for negative design computational experiments (Sec. 9.3.3).

The MinDEE and BD versions of K∗ were successfully applied to redesign the speci-

ficity of the GrsA-PheA enzyme for a set of non-cognate substrates. Experimental

validation (performed by other members of the Donald Lab) of a set of top K∗-

predicted GrsA-PheA mutants showed the desired improvement in, and in some

cases even switch of, substrate specificity [13]. Active computationally-predicted

mutants were identified for five different non-cognate substrates. In all cases, the

computational predictions selected to be tested experimentally were in the top ten

as ranked by the algorithm.

Some of the experimentally-verified mutants also included additional bolstering

mutations outside of (both close to and far from) the active site that were pre-

dicted using a novel computational protocol combining a SCMF approach with our

MinDEE/A∗ algorithm (Sec. 7.1). If generally applicable, this combined SCMF,

MinDEE/A∗, and K∗ computational approach can be a powerful alternative to di-
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rected evolution approaches to enzyme redesign. We note that SCMF is included

as part of the protocol for reasons of computational efficiency. Ideally, the SCMF

module will not be present at all, and the search for bolstering mutations would be

performed solely by MinDEE/A∗ (while K∗ would still be used to identify active site

mutations). Currently, however, performing a full sequence optimization for a large

protein using MinDEE/A∗ is computationally prohibitive. It would also be inter-

esting to consider a combination of DACS and BWM as alternatives to the SCMF

approach.

Via computational experiments, K∗ was shown to be able to efficiently search

through the space of candidate mutations and conformations. The current version

of the K∗ algorithm, however, is limited by the total number of candidate mutation

sequences that can be evaluated since K∗ scores must be computed for all sequences

that pass the K∗ volume filter. Future work could thus involve the development of an

enhanced version of K∗ that is capable of pruning large sets of mutation sequences

without explicitly enumerating them, while still keeping provably-accurate guaran-

tees with respect to the computed binding constant approximations. Currently, such

combinatorial pruning of mutation sequences is routine for GMEC-based approaches,

such as DEE. With K∗, however, the combined effect of using conformational en-

sembles, energy minimization, and explicit modeling of bound vs. unbound states,

exacerbates the computational challenges. Additional improvements could include

optimizing the K∗ computation for more efficient (though still provably-accurate)

screening of large libraries of inhibitor candidates. Currently, a K∗ score must be

computed for each protein-inhibitor complex. A possible approach for incorporating

combinatorial pruning of inhibitor candidates is briefly sketched as follows. Using

lower and upper energy bounds on the conformational energies for the bound and

unbound states, upper bounds on the K∗ scores can be efficiently computed for each

protein-inhibitor complex. As a result, a large number of inhibitors with low upper
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bounds on their K∗ scores could be pruned, resulting in a significant reduction in

the number of protein-inhibitor complexes for which the K∗ score computation is

performed.

An approach that uses the standard pairwise energy functions as a pre-processing

filter, and then re-ranks a set of the top original predictions based on more complex

(and thus more accurate) energy functions, may significantly improve the accuracy

of the computational predictions [86]. Due to the substantially increased cost of

evaluating the more complex energy functions, however, such a re-ranking is only

computationally feasible for GMEC-based approaches, in which candidate mutation

sequences are scored based on their respective single best (lowest-energy) conforma-

tion. Interesting future work may therefore involve the derivation of an approach

for applying more accurate energy functions to conformational ensembles. This ap-

proach will be applicable to ensemble-based algorithms, such as K∗, that compute

partition functions over conformational ensembles for scoring candidate mutation

sequences.

Although validating novel algorithms through computational experiments is a

must, the ultimate test of protein design algorithms is the validation through wetlab

experiments. In this dissertation, wetlab experimental validation (performed by

other members of the Donald Lab) of computational predictions was reported for the

redesigns of the GrsA-PheA enzyme (Chapter 7). Wetlab experiments are currently

also being performed in the labs of our collaborators for the redesigns described in

Chapter 9.

In recent years, advances in both algorithms and modeling have led to a num-

ber of impressive successful applications of computational structure-based protein

design approaches. Despite the hardness of protein design, a wide range of efficient

algorithms have been proposed and validated computationally. These algorithms

have been able to exploit the particular structure of the protein design problem,
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while in some cases still keeping provable guarantees with respect to the optimal

solution. As an example, algorithms based on rotamer pruning, such as DEE, aim

at reducing the base of the enumeration exponent. While remaining unpruned con-

formations still must be enumerated (e.g., using algorithms such as A∗ search) to

obtain the optimal solution, the rotamer pruning step is in many cases sufficient to

help efficiently solve an otherwise computationally-infeasible protein design problem.

In more recent work, algorithms for graph-based representations of protein design

problems have been proposed, motivated by the idea that more efficient algorithms

can be devised for protein design problems represented by sparse graphs. The efforts

in algorithm design have led to significant algorithmic advances, while at the same

time identifying areas for further improvement. Novel efficient and accurate algo-

rithms will be of major significance for the success of structure-based protein design

approaches and should be forthcoming.
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