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Abstract

This dissertation uses game theoretic models to examine the effects of agent anonymity

on markets for goods and for information. In open, anonymous settings, such as the

Internet, anonymity is relatively easy to obtain — oftentimes another email address

is sufficient. By becoming anonymous, agents can participate in various mechanisms

(such as elections, opinion polls, auctions, etc.) multiple times. The first chapter

(joint work with Vincent Conitzer) studies elections that disincentivize voters from

voting multiple times. A voting rule is false-name-proof if no agent ever benefits from

casting additional votes. In elections with two alternatives, it is shown that there is

a unique false-name-proof voting rule that is most responsive to votes. The probabil-

ity that this rule selects the majority winner converges to 1 as the population grows

large. Methods to design analogous rules for elections with 3 or more alternatives

are proposed. The second chapter (also joint work with Vincent Conitzer) extends

the analysis in the first chapter to broader mechanism design settings, where the

goal is to disincentivize agents from participating multiple times. The cost model

from the first chapter is generalized and revelation principles are proven. The third

chapter studies a setting where firms are able to recognize their previous customers,

and may use information about consumers’ purchase histories to price discriminate

(which may incentivize consumers to be anonymous). The formal model considers

a monopolist and a continuum of heterogeneous consumers, where consumers are

able to maintain their anonymity at some cost. It is shown that when consumers
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can costlessly maintain their anonymity, they all individually choose to do so, which

paradoxically results in the highest profit for the monopolist. Increasing the cost of

anonymity can benefit consumers, but only up to a point; at that point, the effect

is reversed. Some of the results are extended to a setting with two competing firms

selling differentiated products. Finally, the cost of maintaining anonymity is endo-

genized by considering a third party that can make consumers anonymous for a fee

of its choosing. It is shown that this third party would prefer to be paid by the firm

for allowing consumers to costlessly maintain their anonymity.
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Introduction

A distinguishing property of online markets is that it is relatively easy for agents

to transact in these markets anonymously. For instance, agents are able to create

separate email addresses or merchant accounts for each transaction, which can pro-

vide anonymity in some settings. In this dissertation, I study issues of anonymity in

online markets; that is, issues due to anonymity being relatively easy to obtain.

The first two chapters in this dissertation study the problems that arise when

agents can create several identities and participate in various mechanisms multiple

times. Consider, for instance, an online opinion poll or a product rating mechanism.

There is growing evidence that consumers are influenced by Internet-based opinion

polls and other rating mechanisms before making a variety of purchasing decisions

[12], and the outcomes of such mechanisms are directly affected when agents can

participate in those mechanisms multiple times. Firms whose products are being

discussed in such polls face strong incentives to manipulate consumer perceptions by

submitting many reviews in favor of their products (e.g., movie producers can boast

their own movie ratings and cruise lines can boast the ratings of their cruise ships

by submitting many reviews in their favor). Similarly, consumers who are especially

dissatisfied with a particular seller may submit multiple negative reviews. Even if

consumer perceptions end up accounting for these distortions in equilibrium, there

is still an economic waste due to the process of distorting information, as well as a

credibility loss on the side of the platform hosting the rating mechanism. These issues
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are especially prevalent in online markets due to the low cost of obtaining additional

identities. Among other results, the first two chapters detail ways to redesign such

mechanisms so as to disincentivize agents from participating multiple times.

The third chapter examines the closely related issue of consumer privacy in on-

line markets. A major factor contributing to consumers’ concerns about privacy in

such markets is fear of discrimination, whether in price, quality, or in the level of

service offered by sellers. In an effort to avoid bias by maintaining their anonymity,

consumers are reluctant to disclose personal information [31, 6, 7, 32, 22]. Neverthe-

less, the economic impact of these practices on individual consumers and on society

overall has received little formal study to date. The third chapter studies the effects

of price discrimination on agents’ actions in markets where consumer anonymity is

obtainable by each consumer at some cost. The chapter also offers equilibrium com-

parative statics with respect to this cost, and concludes that consumers may actually

be worse off when this cost is very low while sellers stand to benefit.
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1

Optimal False-Name-Proof Voting Rules with
Costly Voting

In multiagent systems, a general approach for the agents to make a joint decision

is for all of them to report their preferences over the alternatives; then, based on

these reported preferences, an outcome is chosen according to a mechanism (or rule).

One serious complication is that if this is to their benefit, self-interested agents will

lie about their preferences. Mechanism design is the study of how to design the

mechanism so that good outcomes will be chosen in spite of such self-interested

behavior. By a result known as the revelation principle [18, 20, 29, 30], we can, in

a sense, without loss of generality focus our attention on mechanisms that choose

outcomes in such a way that no agent has an incentive to lie. There are multiple

ways of making this idea precise; the strongest is to require that the mechanism is

strategy-proof, that is, each agent is always best off reporting its true preferences, no

matter what those preferences are and what the other agents do.

In a general social choice (or voting) setting, there is a (usually finite) set of

alternatives, and each agent reports ordinal preferences over these alternatives. For
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this very general setting, negative results are known: for example, the Gibbard-

Satterthwaite theorem [18, 39] states that if there are at least three alternatives and

preferences are unrestricted, then there exists no deterministic voting rule (mecha-

nism) that is nondictatorial (more than one agent’s preferences are taken into ac-

count), onto (for every alternative, there are some votes that make that alternative

win), and strategy-proof. Still, there are also some positive results. For example,

if there are only two alternatives, then the majority rule (choose whichever alterna-

tive receives more votes) is strategy-proof. Also, if preferences are single-peaked [3]

(roughly, alternatives are ordered on a line and agents always prefer alternatives

closer to their most-preferred alternative), then choosing the most-preferred alterna-

tive of the median voter is strategy-proof. If we assume additional structure—namely,

each agent can make or receive payments and its preferences are quasilinear—then

there are many strategy-proof mechanisms, for example, VCG mechanisms [46, 8, 21].

But we will not consider mechanisms that use payments in this chapter.

Unfortunately, in open, anonymous environments such as the Internet, new ma-

nipulations are possible: namely, an agent can vote multiple times without being

detected. If the mechanism is such that there is never an incentive for an agent

to do so, the mechanism is said to be false-name-proof [58].1 False-name-proofness

is a much more restrictive requirement than strategy-proofness: for example, not

even the majority rule is false-name-proof. Recently, an extremely negative result

has been obtained for false-name-proofness in voting settings [10]: this result im-

plies that, unless the agents unanimously agree that one alternative is preferred to

another, then the winning alternative must be chosen uniformly at random. Given

1 As is the case for strategy-proofness, false-name-proofness is a dominant-strategies criterion,
that is, using only one identifier should be optimal regardless of one’s preferences and regardless
of what the other agents do. A (weaker) Bayesian definition can also be given, but the dominant-
strategies version is the one that has been studied so far, and the related impossibility results for
misreporting preferences concern strategy-proofness (that is, a dominant-strategies criterion), so
we focus on false-name-proofness in the dominant-strategies sense in this chapter. This also makes
our positive results stronger.
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this result, it would seem reasonable to give up on false-name-proofness in general

social choice settings. (For combinatorial auction settings, some reasonable false-

name-proof mechanisms do exist [57, 54, 55], but here, too, impossibility results are

known [58, 33].) Indeed, it has been proposed to perform some limited verification

of agents’ identities to remove the incentive to use false names [9].

In this chapter, we consider another way around the impossibility result for false-

name-proofness in voting settings. The impossibility result implicitly assumes that

there is no cost to voting multiple times; however, it is reasonable to assume that

casting an additional vote comes at a small cost. For example, to cast an additional

vote, an agent may need to sign up for another (say, free e-mail) account, and

this requires some effort (e.g. most free e-mail providers require a user to solve a

CAPTCHA [49, 50] before obtaining an account). In this context, a rule is false-

name-proof (with costs) if the cost of casting additional votes always outweighs

the benefit to an agent. We characterize the optimal rule with two alternatives in

this setting, and show that as the number of agents grows, the probability that

this rule chooses the alternative that the majority rule would have chosen, if there

had been no false-name manipulation, converges to 1—a very positive result, in

sharp contrast to the costless setting. However, we also consider the possibility that

multiple agents collude and share the cost of the additional votes. We characterize the

resulting optimal group false-name-proof mechanism and show that unfortunately,

it does not have the convergence property. We also obtain some results for a 3-

alternative setting, and propose a linear programming technique for settings with

more alternatives, in the spirit of automated mechanism design [11].

1.1 Definitions

In this section, we consider a setting with 2 alternatives, A and B. We assume that

each agent strictly prefers one of the alternatives; which alternative is preferred is

5



private information to the agent. We normalize each agent’s utility function so that

the agent receives utility 1 if its favorite alternative is selected, and 0 otherwise.

Votes can be cast either for A or for B. We assume that each agent can cast one

vote for free; for each additional vote, the agent incurs a cost of c. This model

can be generalized in several ways without changing the results; we discuss this in a

later section. For simplicity of presentation we focus on the simpler model first. This

model is reasonable, for example, when every agent already has an account (for other

reasons), but signing up for an additional account is costly (either because there is a

monetary cost, or because some effort needs to be exerted, e.g. a CAPTCHA needs

to be solved to obtain the account). We will only consider voting rules that are

anonymous, that is, each vote is treated in the same way. Hence, we need only keep

track of the number of votes for each alternative.

Definition 1 (State). A state consists of a pair (xA, xB), where xj ≥ 0 is the number

of votes for j ∈ {A,B}.

Voting rules are defined over states. In this chapter, we allow for randomized

voting rules.

Definition 2 (Voting rule). A voting rule is a mapping from the set of states to

the set of probability distributions over outcomes. The probability that alternative

j ∈ {A,B} is selected in state (xA, xB) is denoted by Pj(xA, xB); we must have

PA(xA, xB) + PB(xA, xB) = 1.

A voting rule is neutral if alternatives are treated in the same way. We will only

consider neutral rules in this chapter.

Definition 3 (Neutrality). A voting rule is neutral if PA(x, y) = PB(y, x) for all

(x, y).

6



Let (xA, xB) be the state that results from all the votes with the exception of

agent i’s vote(s). Let tiA and tiB denote the number of times that agent i votes for

alternatives A and B, respectively. Then, if agent i prefers alternative j, i’s expected

utility is ui(xA, xB, t
i
A, t

i
B) = Pj(xA + tiA, xB + tiB) − (tiA + tiB − 1)c. We now define

some standard concepts from mechanism design. In these definitions we only consider

alternative A, but the analogous statement for B follows from neutrality.

Definition 4 (Voluntary participation). A (neutral) voting rule satisfies voluntary

participation if for an agent i who prefers A, for all (xA, xB), ui(xA, xB, 1, 0) ≥

ui(xA, xB, 0, 0).

Definition 5 (Strategy-proofness). A (neutral) voting rule is strategy-proof if for an

agent i who prefers A, for all (xA, xB), ui(xA, xB, 1, 0) ≥ ui(xA, xB, 0, 1).

Definition 6 (False-name-proofness). A (neutral) voting rule is false-name-proof

(with costs) if for an agent i who prefers A, for all (xA, xB), for all tiA ≥ 1 and tiB,

ui(xA, xB, 1, 0) ≥ ui(xA, xB, t
i
A, t

i
B).

In other words, a rule is false-name-proof if, given that an agent casts a vote for

its most preferred alternative, it does not benefit from casting additional votes.

Lemma 1. A (neutral) rule satisfies voluntary participation and false-name proof-

ness if and only if for all xA, xB ≥ 0,

1. PA(xA + 1, xB)− PA(xA, xB) ≥ 0,

2. PA(xA, xB)− PA(xA, xB + 1) ≥ 0,

3. PA(xA + 2, xB)− PA(xA + 1, xB) ≤ c, and

4. PA(xA, xB + 1)− PA(xA, xB + 2) ≤ c.

Such rule is also strategy-proof.

7



Proof. We first note that PA(xA, xB) − PA(xA, xB + 1) = (1 − PB(xA, xB)) − (1 −

PB(xA, xB + 1)) = PB(xA, xB + 1)−PB(xA, xB), so the first and second conditions in

the lemma are symmetric. Also, PA(xA, xB +1)−PA(xA, xB +2) = (1−PB(xA, xB +

1))− (1−PB(xA, xB +2)) = PB(xA, xB +2)−PB(xA, xB +1), so the third and fourth

conditions in the lemma are symmetric.

For the “only if” direction: By voluntary participation we have PA(xA+ 1, xB) ≥

PA(xA, xB), or equivalently PA(xA+1, xB)−PA(xA, xB) ≥ 0. By false-name-proofness

(using tiA = 2, tiB = 0) we have PA(xA + 1, xB) ≥ PA(xA + 2, xB)− c, or equivalently

PA(xA+2, xB)−PA(xA+1, xB) ≤ c. The second and fourth conditions in the lemma

follow by symmetry.

For the “if” direction: By symmetry, we only need to consider the case of an agent

who prefers A. Voluntary participation follows from PA(xA+1, xB)−PA(xA, xB) ≥ 0

(equivalently, PA(xA + 1, xB) ≥ PA(xA, xB)). As for false-name-proofness, first we

note that by voluntary participation, PA(xA+tiA, xB+tiB) ≤ PA(xA+tiA, xB+tiB−1) ≤

. . . ≤ PA(xA + tiA, xB), hence we can assume without loss of generality that tiB = 0.

Finally, from the third condition, we have PA(xA + 1, xB) ≥ PA(xA + 2, xB) − c ≥

PA(xA+3, xB)−2c ≥ . . . ≥ PA(xA+1+tiA, xB)−tiAc, or equivalently ui(xA, xB, 1, 0) ≥

ui(xA, xB, t
i
A, 0). Hence the rule is false-name-proof.

Finally, to show strategy-proofness, note that PA(xA + 1, xB) ≥ PA(xA, xB) ≥

PA(xA, xB + 1) by two applications of voluntary participation.

If c = 0, then the optimal (in a sense to be made precise later) neutral false-

name-proof rule that satisfies voluntary participation is the following “unanimity”

rule:

• If one alternative gets all the votes, select it.

• Otherwise, select an alternative uniformly at random.

8



The disadvantage of this rule is clear: even if one alternative receives 100 votes

and the other, 1 vote, then a coin is flipped to determine the winner. That is, the

rule is not very responsive to votes. In some sense, the “most” responsive rule is the

majority rule, which chooses the alternative that receives more votes (and flips a coin

if there is a tie), thereby maximizing the sum of the utilities.2 However, the majority

rule is not false-name-proof. As we will see shortly, when c > 0, there are false-

name-proof rules that are more responsive (more like majority) than the unanimity

rule above. Our objective is to maximize responsiveness under the constraint of

false-name-proofness.

One may wonder how we should compare two rules if one is more responsive for

some states, and the other is more responsive for other states. However, this turns

out not to matter, because we will find a rule that is strongly optimal, that is, most

responsive for all states.

Definition 7 (Strong optimality). A neutral false-name-proof voting rule P that

satisfies voluntary participation is strongly optimal if for any other neutral false-

name-proof voting rule P̃ that satisfies voluntary participation, for any state (xA, xB)

where xA ≥ xB, we have PA(xA, xB) ≥ P̃A(xA, xB).

It should be noted that by neutrality, it follows that for such a rule we also

have that if xA ≤ xB, then PA(xA, xB) ≤ P̃A(xA, xB). Also, there cannot exist two

different strongly optimal rules.

1.2 The Optimal False-Name-Proof Rule

We are now ready to present the (strongly) optimal false-name-proof rule with 2

alternatives, FNP2.

2 One can argue about the precise definition of responsiveness. For example, the rule that chooses
A if the total number of votes is odd and B otherwise is more “responsive” in the sense that
each additional vote changes the outcome. However, such rules violate neutrality and voluntary
participation.
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Definition 8 (FNP2). Suppose without loss of generality that xA ≥ xB. Rule

FNP2 sets PA(xA, xB) = 1 if xA > xB = 0, and PA(xA, xB) = min{1, 1
2
+c(xA−xB)}

if xA ≥ xB > 0 or xA = xB = 0.

For example, in Table 1.1 we consider FNP2 over the states (xA, xB), xA, xB ≤ 5,

when c = 0.15. To contrast, we consider majority rule over these same states in

Table 1.2.

From Definition 8, it is easy to see that rule FNP2 satisfies strategy proofness:

an agent can never increase the probability of its preferred alternative being selected

by voting for its less preferred alternative. Neutrality also follows directly, since the

labelling of alternatives is irrelevant to FNP2, and since PA(x, x) = 1/2 for any

x ≥ 0. As the following theorem proves, not only does FNP2 satisfy the properties

of neutrality, strategy proofness, and false-name proofness, but it is also uniquely

strongly optimal.

Theorem 1. Rule FNP2 is the unique strongly optimal neutral false-name-proof

voting rule with 2 alternatives that satisfies voluntary participation.

Proof. The rule is neutral by definition. We first prove that it satisfies the conditions

of Lemma 1. We begin with Condition 1. If xA ≥ xB > 0, then PA(xA + 1, xB) −

PA(xA, xB) = min{1, 1
2
+c(xA+1−xB)}−min{1, 1

2
+c(xA−xB)} ≥ 0. If xB > xA > 0,

then PA(xA + 1, xB) − PA(xA, xB) = (1 − PB(xA + 1, xB)) − (1 − PB(xA, xB)) =

PB(xA, xB)−PB(xA+1, xB) = min{1, 1
2
+c(xB−xA)}−min{1, 1

2
+c(xB−xA−1)} ≥ 0.

Finally, if xA = 0 or xB = 0, it is easy to check that PA(xA+1, xB)−PA(xA, xB) ≥ 0.

This proves Condition 1; Condition 2 follows by symmetry.

Next, we prove Condition 3. If xA + 1 ≥ xB > 0, then PA(xA + 2, xB)−PA(xA +

1, xB) = min{1, 1
2

+c(xA+2−xB)}−min{1, 1
2

+c(xA+1−xB)} ≤ c. If xB ≥ xA+2,

then PA(xA+2, xB)−PA(xA+1, xB) = (1−PB(xA+2, xB))−(1−PB(xA+1, xB)) =

PB(xA + 1, xB)− PB(xA + 2, xB) = min{1, 1
2

+ c(xB − xA − 1)} −min{1, 1
2

+ c(xB −

10



xA − 2)} ≤ c. Finally, if xB = 0, then PA(xA + 2, xB)− PA(xA + 1, xB) = 1− 1 = 0.

This proves Condition 3; Condition 4 follows by symmetry. Hence, FNP2 satisfies

the conditions of Lemma 1, so it is in fact a neutral false-name-proof voting rule that

satisfies voluntary participation.

All that remains to show is strong optimality, that is, for any other such rule P̃ , for

any state (xA, xB) with xA ≥ xB, PA(xA, xB) ≥ P̃A(xA, xB), where P is FNP2. (We

recall that the analogous statement when xB ≥ xA follows by symmetry.) Neutrality

requires that for any x ≥ 0, P̃A(x, x) = 1/2. Next, for any x > 0, false-name

proofness requires that P̃A(x + 1, x)− P̃A(x, x) ≤ c, so that P̃A(x + 1, x) ≤ 1/2 + c.

Similarly, P̃A(x+ 2, x)− P̃A(x+ 1, x) ≤ c, so that P̃A(x+ 2, x) ≤ P̃A(x+ 1, x) + c ≤

1/2 + 2c. Continuing in the same manner, for any t > 0, P̃A(x + t, x) ≤ 1/2 + tc

must hold. Also, naturally, P̃A(x + t, x) ≤ 1. So P̃A(x + t, x) ≤ min{1, 1/2 + tc}.

But PA(x+ t, x) = min{1, 1/2 + tc}. Hence FNP2 is strongly optimal.

By Lemma 1, FNP2 is also strategy-proof.

1.2.1 Responsiveness in the Limit

In this section, we investigate the following question: as n, the number of agents,

goes to infinity, is it more likely that FNP2 will choose the majority winner? The

“majority winner” here refers to the winner that the majority rule would have pro-

duced if every agent voted exactly once. Of course, if we actually used the majority

rule, agents would likely use false names. Ideally, FNP2 would usually choose the

majority winner, in which case we get the best of both worlds: false-name-proofness

and high responsiveness.

To make this concrete, suppose agents’ preferences are drawn i.i.d.: with proba-

bility p an agent prefers A, with 1−p, B. If c = 0, we need to use the aforementioned

unanimity rule; now, as n grows, the probability of all agents agreeing goes to 0, and

11



the probability of flipping a coin goes to 1. Hence, the rule becomes completely

unresponsive as n→∞. But what if c > 0? Here, we get the opposite result:

Theorem 2. As n → ∞, the probability that FNP2 chooses the majority winner

converges to 1.

Proof. Let x denote the realized number of agents who prefer alternative A, so that

n−x is the realized number of agents who prefer alternative B. Let x̄ = x/n denote

the sample mean, which has mean p and variance p(1 − p)/n. Since it is not clear

whether x > n − x or vice versa, rule FNP2 yields a non-deterministic outcome if

|2x − n| < 1
2c

. Given the binomial distribution over agent preferences, consider the

probability that |2x− n| < 1
2c

:

P (|2x− n| < 1

2c
) = P (

∣∣∣∣xn − 1

2

∣∣∣∣ < 1

4cn
)

where

P (

∣∣∣∣xn − 1

2

∣∣∣∣ < 1

4cn
) = P (x̄− 1

2
<

1

4cn
and

1

2
− x̄ < 1

4cn
)

= P (x̄ <
1

2
+

1

4cn
)− P (x̄ <

1

2
− 1

4cn
)

As n grows large, we can apply the Central Limit Theorem with respect to x̄. With

a slight abuse of notation, as n grows large,

lim
n→∞

[
P (x̄ <

1

2
+

1

4cn
)− P (x̄ <

1

2
− 1

4cn
)
]

=

lim
n→∞

[
Φ
(√n(1

2
− p+ 1

4cn
)√

p(1− p)
)
− Φ

(√n(1
2
− p− 1

4cn
)√

p(1− p)
)]

= 0

where Φ is the cumulative distribution function of the Normal distribution with mean

0 and variance 1. The result follows.
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The intuition for this result is simple. FNP2 randomizes only if the election is

close to tied, that is, |xA − xB| < 1/(2c). However, as n increases, the binomial

distribution over agent preferences converges to a flatter and flatter normal distribu-

tion. Hence, the probability that the election is close to tied goes to 0. When FNP2

does not randomize, it chooses the majority winner.

Of course, Theorem 2 only shows what happens in the limit. Figure 1 illustrates

how often FNP2 fails to choose the majority winner as a function of n.3 The

probability that FNP2 fails to choose the majority winner also depends on c (the

higher c, the less often it will do so), as illustrated in Figure 2. We note that with

c ≥ 1/2, the majority winner is always chosen. Finally, Figure 3 illustrates how often

FNP2 fails to choose the majority winner as a function of p.

1.3 Group False-Name Proofness

In this section, we consider a stronger notion of false-name proofness. So far, we have

only considered the possibility of a single agent casting multiple votes; in that case,

the burden (cost) of these votes must be assumed by that single agent. However,

other agents may benefit from such a manipulation. Hence, it may be possible for

a coalition of such agents to share the cost of this false-name manipulation—either

implicitly (each agent in the coalition casts some of the additional votes) or explicitly

(say, one agent casts all the additional votes, but the other agents in the coalition

compensate that agent). This requires that the manipulating agents are able to

commit to such a plan.

We call a rule in which coalitions never benefit from such a manipulation group

false-name-proof (analogously to group strategy-proof). It is easy to see that FNP2

is not group false-name-proof: in the example with c = .15 given above, if xA = xB =

3 In simulating Figures 1-3, we use 1500 trials per parameter triplet (c, p, n). When n is even,
FNP2 performs better.
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2 (for the true preferences), then the two agents that prefer A have an incentive to

make a contract to each cast an additional vote for A, resulting in a probability of .8

that A wins, so that each of these agents is .3 − .15 = .15 better off. Alternatively,

one of them can cast a single additional vote, and the other can compensate the first

one .075; then the first agent is .15− .15 + .075 = .075 better off, and the second one

is .15− .075 = .075 better off as well. (We assume quasilinear preferences.)

In this section, we only consider the variant where the manipulating agents are

able to commit to transfers among themselves, so that they can share the cost equally.

This is equivalent to the variant where they cannot make transfers, but commit to

stochastic manipulations (e.g. the manipulating agents flip a coin over who casts the

additional vote).

Definition 9 (Group false-name-proofness). A (neutral) rule is group false-name-

proof (with costs and transfers) if for all k ≥ 1, for all (xA, xB), for all tA ≥ k and

tB, PA(xA + k, xB) ≥ PA(xA + tA, xB + tB)− c(tA + tB − k)/k.

The following lemma is analogous to Lemma 1.

Lemma 2. A (neutral) rule satisfies voluntary participation and group false-name

proofness if and only if for all xA, xB ≥ 0,

1. PA(xA + 1, xB)− PA(xA, xB) ≥ 0,

2. PA(xA, xB)− PA(xA, xB + 1) ≥ 0,

3. PA(xA + 2, xB)− PA(xA + 1, xB) ≤ c/(xA + 1), and

4. PA(xA, xB + 1)− PA(xA, xB + 2) ≤ c/(xB + 1).

Such rule is also false-name-proof.4

4 Such rule is also group strategy-proof when agents cannot use transfers (but may be able to
commit to stochastic manipulations).
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Proof. The proof is analogous to that of Lemma 1. We first note that PA(xA, xB)−

PA(xA, xB + 1) = (1 − PB(xA, xB)) − (1 − PB(xA, xB + 1)) = PB(xA, xB + 1) −

PB(xA, xB), so the first and second conditions in the lemma are symmetric. Also,

PA(xA, xB + 1) − PA(xA, xB + 2) = (1 − PB(xA, xB + 1)) − (1 − PB(xA, xB + 2)) =

PB(xA, xB + 2) − PB(xA, xB + 1), so the third and fourth conditions in the lemma

are symmetric.

For the “only if” direction: By voluntary participation we have PA(xA+ 1, xB) ≥

PA(xA, xB), or equivalently PA(xA + 1, xB)− PA(xA, xB) ≥ 0. By group false-name-

proofness (using tiA = 2, tiB = 0) we have PA(xA + 1, xB) ≥ PA(xA + 2, xB) − c
xA+1

,

or equivalently PA(xA + 2, xB) − PA(xA + 1, xB) ≤ c
xA+1

. The second and fourth

conditions in the lemma follow by symmetry.

For the “if” direction: By symmetry, we only need to consider the case of an agent

who prefers A. Voluntary participation follows from PA(xA+1, xB)−PA(xA, xB) ≥ 0

(equivalently, PA(xA+1, xB) ≥ PA(xA, xB)). As for group false-name-proofness, first

we note that by voluntary participation, PA(xA + tiA, xB + tiB) ≤ PA(xA + tiA, xB +

tiB − 1) ≤ . . . ≤ PA(xA + tiA, xB), hence we can assume without loss of generality

that tiB = 0. Finally, from the third condition, for k > 1 we have PA(xA + k, xB) ≥

PA(xA + k + 1, xB)− c
xA+k

≥ PA(xA + k + 2, xB)− c
xA+k

− c
xA+k+1

≥ . . . ≥ PA(xA +

tiA, xB)−
∑xA+tiA−1

j=xA+k
c
j
≥ PA(xA + tiA, xB)− c(tiA−k)

k
, which by Definition 9 implies that

the rule is group false-name-proof.

Finally, to show strategy-proofness, note that PA(xA + 1, xB) ≥ PA(xA, xB) ≥

PA(xA, xB + 1) by two applications of voluntary participation.

We now present the strongly optimal group false-name-proof rule (strong opti-

mality is defined similarly as before).

Definition 10. [GFNP2] Suppose without loss of generality that xA ≥ xB. Rule

GFNP2 sets PA(xA, xB) = 1 if xA > xB = 0, PA(xA, xB) = 1/2 if xA = xB = 0, and
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PA(xA, xB) = min{1, 1/2 +
∑xA−1

k=xB
( c
k
)} if xA ≥ xB > 0.

For example, we consider GFNP2 over the states (xA, xB), xA, xB ≤ 5, when c =

0.15, in Table 1.3

Theorem 3. Rule GFNP2 is the strongly optimal neutral group false-name-proof

voting rule with 2 alternatives that satisfies voluntary participation.

Proof. First, note that by definition, ruleGFNP2 satisfies PA(xA+1, xB)−PA(xA, xB)

≥ 0, PA(xA, xB) − PA(xA, xB + 1) ≥ 0, and PA(xA, xB) = PB(xB, xA) for any

xA, xB ≥ 0. Therefore, GFNP2 satisfies neutrality and voluntary participation.

Also from its definition, it readily follows that GFNP2 satisfies PA(xA+2, xB)−

PA(xA + 1, xB) ≤ c/(xA + 1) for any xA ≥ xB ≥ 0. It remains to verify that

PA(xA, xB + 1) − PA(xA, xB + 2) ≤ c/(xB + 1) for xA > xB + 1 (the analysis for

xB ≥ xA + 1 follows by symmetry). First, consider cases where xA > xB + 2, and

suppose PA(xA, xB + 1) < 1. Note that

PA(xA, xB + 1)− PA(xA, xB + 2) =

xA−1∑
k=xB+1

(
c

k
)−

xA−1∑
k=xB+2

(
c

k
) =

c

xB + 1

Furthermore, if PA(xA, xB+1) = 1, PA(xA, xB+1)−PA(xA, xB+2) ≤ 1−(1− c
xB+1

) =

c
xB+1

. Finally, if xA = xB +2, PA(xA, xB +1)−PA(xA, xB +2) ≤ c
xA−1

= c
xB+1

. Thus,

rule GFNP2 satisfies group false-name proofness.

Any rule that satisfies neutrality and group false-name proofness must satisfy

PA(xA, xB) ≤ 1
2

+
∑xA−1

k=xB

c
k

for all xA ≥ xB > 0. Also, naturally, PA(xA, xB) ≤ 1.

Rule GFNP2 sets PA(xA, xB) = min{1, 1
2

+
∑xA−1

k=xB

c
k
}. Furthermore, when xA >

xB = 0, GFNP2 sets PA(xA, xB) = 1. Hence, GFNP2 is strongly optimal.
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1.3.1 Responsiveness in the Limit

If c is sufficiently large (at least 1/2), then FNP2 coincides with the majority rule.

However, there is no (finite) c such that GFNP2 coincides with the majority rule,

because for any c there there exists some sufficiently large k such that a coalition of

size k would like to group false-name-manipulate the majority rule in (for example)

tied states.

We recall that if preferences are drawn i.i.d., then as n → ∞, we will almost

always choose the majority winner under FNP2. However, for GFNP2, this turns

out not to (always) be the case. We note that the highest probability with which a

neutral rule that satisfies voluntary participation fails to select the majority winner

is 1/2 (e.g. the unanimity rule). Recall that p is the probability that an agent prefers

alternative A.

Theorem 4. Let w ∈ (0, 1/2). If p ∈ [ 2c
4c−2w+1

, 1 − 2c
4c−2w+1

], then as n → ∞,

GFNP2 fails to select the majority winner with probability at least w.

Proof. Consider a state (xA, xB), where xA > xB, and let w ∈ (0, 1
2
). Note that

PA(xA, xB) here is the probability that GFNP2 selects the majority winner. From

Definition 10, PA(xA, xB) > 1− w if and only if 1
2

+ c
∑xA−1

k=xB

1
k
> 1− w. Note that,

xA−1∑
k=xB

1

k
=

1

xB
+

1

xB + 1
+ ...+

1

xA − 1
≤

xA − 1− xB
xB

≤ xA
xB
− 1

Therefore, PA(xA, xB) > 1− w only if

xA
xB
≥
c− w + 1

2

c
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Let x denote the realized number of agents who prefer alternative A, so that the

realized number of agents who prefer alternative B is n − x. Hence, PA(xA, xB) >

1− w only if max{ x
n−x ,

n−x
x
} > c−w+ 1

2

c
, which occurs with the following probability:

P (max{ x

n− x
,
n− x
x
} >

c− w + 1
2

c
) =

P (x̄ >
2c− 2w + 1

4c− 2w + 1
∪ x̄ <

2c

4c− 2w + 1
)

As before, here x̄ is the realized population mean, with mean p and variance p(1 −

p)/n. As n grows large, we can apply the Central Limit Theorem with respect to x̄.

Hence, with a slight abuse of notation, as n grows large,

P (x̄ >
2c− 2w + 1

4c− 2w + 1
∪ x̄ <

2c

4c− 2w + 1
) =

lim
n→∞

[
Φ
(√n(p− 2c−2w+1

4c−2w+1
)√

p(1− p)
)

+ Φ
(√n( 2c

4c−2w+1
− p)√

p(1− p)
)]

where Φ is the cumulative distribution function of the Normal distribution with mean

0 and variance 1. When p ∈ { 2c
4c−2w+1

, 2c−2w+1
4c−2w+1

}, this limit is 0. Furthermore, from

Theorem 2 it follows that as n→∞, ties occur with 0 probability. Therefore, when

p ∈ { 2c
4c−2w+1

, 2c−2w+1
4c−2w+1

}, GFNP2 fails to select the majority winner with probability

of at least w.

For example, if c = .1 and p ∈ [1/3, 2/3], Theorem 4 states that as n → ∞,

GFNP2 yields the opposite outcome from the majority rule at least 40% of the time.

If c = .01 and p ∈ [1/3, 2/3], this becomes 49%. If c = .01 and p ∈ [10/21, 11/21],

this becomes 49.9%. Finally, if p = 1/2, Theorem 4 states that as n→∞, GFNP2

yields the opposite outcome from the majority rule 50% of the time, implying that

it arbitrarily selects an alternative. We omit figures due to space constraint.
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1.4 3 Alternatives

We now move on the case of 3 alternatives. Here, we assume that each agent has

a utility of 1 for their most preferred alternative, and 0 for the other alternatives.

Hence, each agent simply votes for their most preferred alternative. While this is

without loss of generality in the 2-alternative case, it is not so here. With this

assumption, reasonable strategy-proof rules are possible, for example, the plurality

rule (choose the alternative with the most votes). Without this assumption, no

reasonable strategy-proof rules exist [18, 19, 39]. We only study false-name-proofness,

not group false-name-proofness.

For technical reasons, we make one more assumption in the remainder of this

chapter: every alternative receives at least one vote. For example, if the alternatives

are political candidates, presumably they would vote for themselves.

We now generalize strong optimality.

Definition 11 (Strong optimality). A neutral, strategy-proof, and false-name-proof

voting rule P that satisfies voluntary participation is strongly optimal if for any

other neutral, strategy-proof, and false-name-proof voting rule P̃ that satisfies vol-

untary participation, for any state (xA, xB, xC) where xA ≥ xB ≥ xC ≥ 1, ei-

ther PA(xA, xB, xC) > P̃A(xA, xB, xC); or PA(xA, xB, xC) = P̃A(xA, xB, xC) and

PB(xA, xB, xC) ≥ P̃B(xA, xB, xC).

(We emphasize that we are restricting attention to the case where every alterna-

tive receives at least one vote.) It is not hard to see that if c ≥ 2
3
, the plurality rule

is the strongly optimal voting rule.

Definition 12 (FNP3). Suppose without loss of generality that xA ≥ xB ≥ xC ≥

1. Rule FNP3 is defined as follows. PA(xA, xB, xC) = min{1, 1
2

+ c(xA − xB) −
1
2

max{0, 1
3
− c(xB − xC)}}, PC(xA, xB, xC) = max{0, 1

3
− c(xA+xB

2
− xC)},
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PB(xA, xB, xC) = 1− PA(xA, xB, xC)− PC(xA, xB, xC).

Theorem 5. FNP3 is the strongly optimal neutral strategy-proof false-name-proof

voting rule with 3 alternatives that satisfies voluntary participation.

Proof. If we expand Definition 12, given a state (xA, xB, xC) such that xA ≥ xB ≥

xC ≥ 1, FNP3 sets the following:

PA(xA, xB, xC) =

min{1, 1

2
+ c(xA − xB)− 1

2
max{0, 1

3
− c(xB − xC)}},

PB(xA, xB, xC) = 1
3
− c(xA+xC

2
− xB)

when 1
3
− c(xA+xB

2
− xC) > 0, and PB(xA, xB, xC) =

max{0, 1

2
− c(xA − xB) +

1

2
max{0, 1

3
− c(xB − xC)}}

when 1
3
− c(xA+xB

2
− xC) ≤ 0. Finally, FNP3 sets

PC(xA, xB, xC) = max{0, 1

3
− c(xA + xB

2
− xC)}

From this expansion of Definition 12, it follows directly that rule FNP3 satisfies

voluntary participation. In other words, by voting for their preferred alternative,

agents can never reduce its probability of being selected. The following results show

that rule FNP3 satisfies the other desirable properties.

Claim 1. Rule FNP3 is well-defined and satisfies neutrality.

Proof. Take any xA ≥ xB ≥ xC ≥ 1. First, suppose that xA = xB = xC =

x. Since 1
3
− c(xA+xB

2
− xC) = 1

3
> 0 trivially holds, FNP3 sets P (x, x, x) =

(1
3
, 1

3
, 1

3
). Next, consider xA = xB. Here, there are two cases, and the condition

of 1
3
− c(xA+xB

2
− xC) > 0 simplifies to 1

3
− c(xB − xC) > 0. If this condition
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holds, then FNP3 sets PA(xB, xB, xC) = 1
2
− 1

2
(1

3
− c(xB − xC)) = 1

3
− c(xA+xC

2
−

xB) = PB(xB, xB, xC). If, on the other hand, 1
3
− c(xB − xC) ≤ 0, FNP3 sets

PA(xB, xB, xC) = PB(xB, xB, xC) = 1
2
. Now, consider the case where xB = xC . If

1
3
− c(xA+xB

2
− xC) > 0, FNP3 immediately sets PB(xA, xB, xB) = PC(xA, xB, xB).

If, on the other hand, 1
3
− c(xA+xB

2
− xC) ≤ 0, FNP3 sets PC(xA, xB, xB) = 0. Note

that using the fact that xB = xC in 1
3
−c(xA+xB

2
−xC) ≤ 0 implies 2

3
−c(xA−xB) ≤ 0.

Since xB = xC , 1
2
− c(xA− xB) + 1

2
max{0, 1

3
− c(xB − xC)} = 2

3
− c(xA− xB). Using

the observation that 2
3
− c(xA − xB) ≤ 0, it immediately follows that FNP3 sets

PB(xA, xB, xC) = PC(xA, xB, xB) = 0.

Symmetry follows from the fact that we characterized FNP3 with respect to

an arbitrary ordering (and labelling) xA ≥ xB ≥ xC . Together, the above ob-

servations imply neutrality. Finally, it immediately follows from the definition of

FNP3 that PA(xA, xB, xC) = 1 only if PC(xA, xB, xC) = 0. Since PB(xA, xB, xC) =

1−PA(xA, xB, xC)−PC(xA, xB, xC), it follows that PA(xA, xB, xC)+PB(xA, xB, xC)+

PC(xA, xB, xC) = 1. To see PB(xA, xB, xC) ≥ 0, note that this follows from the ex-

panded definition of FNP3 above since PC(xA, xB, xC) ≤ 1/3. Therefore, FNP3 is

well-defined.

Claim 2. Rule FNP3 is strategy proof.

Proof. Suppose without loss of generality that xA ≥ xB ≥ xC ≥ 1. From the

definition of FNP3, agents who prefer alternative A or C will always vote for their

preferred alternative. This is because the probability of their preferred alternative

being selected never increases by voting for a less preferred alternative (but it may

decrease). Consider now an agent who prefers alternative B, and suppose the state

(xA, xB, xC) excludes the agent’s first vote. By voting for alternative C when 1
3
−

c(xA+xB

2
− xC) > 0, the agent will reduce the probability of alternative B being

selected. Finally, when 1
3
− c(xA+xB

2
− xC) ≤ 0, an agent who prefers alternative B
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is at most indifferent between voting for B and C.

Claim 3. Rule FNP3 is false-name proof.

Proof. From the definition of FNP3, we have for all xA > xB > xC ≥ 1, PA(xA +

1, xB, xC)−PA(xA, xB, xC) ≤ c, PB(xA+1, xB, xC)−PA(xB, xB, xC) ≤ c, and PC(xA+

1, xB, xC)−PC(xA, xB, xC) ≤ c. Since FNP3 is strategy proof by Claim 2, the above

set of inequalities implies that FNP3 is false-name proof.

We are now ready to complete the proof of Theorem 5. Assume without loss of

generality that xA ≥ xB ≥ xC ≥ 1. First, we observe that due to neutrality and

false-name proofness, PC(xB, xB, xC) ≥ max{0, 1/3 − c(xB − xC)}. The reasons for

this are as follows. Neutrality requires that PC(xC , xC , xC) = 1/3. In addition, false-

name proofness requires that PC(xB, xB, xC + 1) − PC(xB, xB, xC) ≤ c. Combining

these two observations with the fact that PC(xB, xB, xC) ≥ 0, yields the inequality.

Next, neutrality requires that PA(xB, xB, xC) = PB(xB, xB, xC) =

1
2
(1−PC(xB, xB, xC)). Additionally, false-name proofness requires that PA(xA, xB, xC)

≤ PA(xB, xB, xC)+c(xA−xB). Combining these observations, we have PA(xA, xB, xC)

≤ 1
2
(1−max{0, 1

3
− c(xB − xC)}) + c(xA − xB). FNP3 sets PA(xA, xB, xC) =

min{1, 1
2
(1−max{0, 1

3
− c(xB − xC)}) + c(xA − xB)}. Therefore, FNP3 maximizes

PA(xA, xB, xC) for all xA ≥ xB ≥ xC .

Given that FNP3 maximizes PA(xA, xB, xC), we now show it maximizes

PB(xA, xB, xC). First, note that if PC(xA, xB, xC) = 0, then PB(xA, xB, xC) is triv-

ially maximized by FNP3. Hence, we can focus on situations where PC(xA, xB, xC) >

0. In such situations, FNP3 sets PB(xA, xB, xC) = 1
3
− c(xA+xC

2
− xB) and

PC(xA, xB, xC) = 1
3
− c(xB − xC)− c

2
(xA− xB). Suppose there exists another voting

rule P̃ that also maximizes P̃A, satisfies neutrality and false-name proofness, but

sets P̃B(xA, xB, xC) > 1
3
− c(xA+xC

2
− xB). This would imply that P̃C(xA, xB, xC) <
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1
3
− c(xB − xC) − 1

c
(xA − xB). Subsequently, false-name proofness requires that

P̃C(xA, xB, xB) < 1
3
− c

2
(xA− xB). Neutrality in turn requires that P̃C(xA, xB, xB) =

P̃B(xA, xB, xB), so that P̃B(xA, xB, xB) < 1
3
− c

2
(xA − xB). Neutrality and false-

name proofness also require that P̃A(xA, xB, xB) ≤ 1
3

+ c(xA − xB). However, when

these observations are combined, we have
∑

k∈{A,B,C} P̃k(xA, xB, xB) < 1, which is

a contradiction to P̃ being a voting rule. Therefore, given that FNP3 maximizes

PA(xA, xB, xC), it maximizes PB(xA, xB, xC). Hence, FNP3 is strongly optimal.

The following lemma provides some intuition about FNP3.

Lemma 3. Under rule FNP3, Pj(xA, xB, xC) = Pj(xA− xC + 1, xB − xC + 1, 1) for

all j ∈ {A,B,C}.

Proof. The result follows immediately from Definition 12: substituting (xA, xB, xC)

with (xA − xC + 1, xB − xC + 1, 1) in the definition does not change Pk(xA, xB, xC),

∀k ∈ {A,B,C}.

Lemma 3 allows us to represent rule FNP3 on a two-dimensional grid, because

we only need to consider PA(xA, xB, 1). For example, Table 1.4 shows PA(xA, xB, 1)

under rule FNP3 when c = 0.2 and 1 ≤ xA, xB ≤ 6. In comparison, Table 1.5 shows

plurality rule when xC = 1.

Interestingly, under FNP3, sometimes a vote for one alternative increases the

winning probability of another alternative (but not enough so as to violate strategy-

proofness). For instance, when c = .3 and xA, xB ≤ 3, PB(xA, xB, 1) is given by Table

1.6, whereas, PB(xA, xB, 2) is given by Table 1.7. Hence, PB(4, 2, 2) > PB(4, 2, 1)

when c = .3. The intuition is that when alternative A is the clear leader, additional

votes for the least favorite alternative, C, may increase the probability of B being

selected by making the election more of a 3-way race.
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1.5 4+ Alternatives

Unfortunately, we were unable to generalize the strongly optimal rule to k ≥ 4

alternatives. We can, however, obtain an upper bound on the probability of choosing

the plurality winner that must hold for any false-name-proof rule. We continue to

assume that agents strictly prefer one of the alternatives and equally dislike all other

alternatives.

Procedure 1 (Upper bound). Let (x1, ..., xm), where m ≥ 2, denote the state, such

that x1 ≥ x2 ≥ ... ≥ xm ≥ 1. An upper bound B1(x1, ..., xm) on P1(x1, ..., xm) can be

derived using the following recursion.

1. Base condition:5

Bm(xm−1, ..., xm−1, xm) = max{0, 1
m
− c(xm−1 − xm)}

Procedure 1 is a recursive application of the following observations. By neutral-

ity, the first k + 1 alternatives are selected with the same probability at any state

(xk+1, ..., xk+1, xk+2, ..., xm). It follows from false-name proofness that at a state

(xk, ..., xk, xk+1, xk+2, ..., xm), where xk ≥ xk+1, Pk+1(xk, ..., xk, xk+1, xk+2, ..., xm) ≥

Pk+1(xk+1, ..., xk+1, xk+2, ..., xm)− c(xk − xk+1).

1.6 A General Linear Programming Approach

While we were unable to give a general characterization of the optimal rule for 4+

alternatives, in this section, we do propose a linear programming approach for finding

an optimal false-name-proof voting rule given a specific value of c, an upper bound

Z on the number of votes for each alternative, and a prior distribution π over states.

We continue to assume that each alternative receives at least one vote. We show

5 (xk, ..., xk, xk+1, ..., xm), where k ∈ {1, ...,m − 1}, is the state where the first k alternatives
receive xk votes, and alternatives k + 1, ...,m receive xk+1, ..., xm votes, respectively.
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how to find the rule that minimizes the expected distance to plurality (or any other

rule P ′). (Standard tricks can be used to linearize the absolute value operator.)

Procedure 2 (Linear program).

Minimize∑Z
x1=1 . . .

∑Z
xm=1 π(x1, . . . , xm)

[∑m
k=1 |Pk(x1, . . . , xm)− P ′k(x1, . . . , xm)|

]
subject to

1. Participation: ∀x1, . . . , xm ∈ {1, . . . , Z}, ∀k ∈ {1, . . . ,m},

Pk(x1, . . . , xk−1, xk + 1, xk+1, . . . , xm)− Pk(x1, . . . , xm) ≥ 0.

2. Neutrality: ∀x1, . . . , xm ∈ {1, ..., Z}, for any permutation (w1, . . . , wm) of

(x1, . . . , xm), ∀j, k ∈ {1, . . . ,m}, if wj = xk then Pj(w1, . . . , wm) =

Pk(x1, . . . , xm).

3. Strategy proofness: ∀x1, . . . , xm ∈ {1, . . . , Z}, ∀j, k ∈ {1, . . . ,m},

Pk(x1, . . . , xk−1, xk + 1, xk+1, . . . , xm) ≥ Pk(x1, . . . , xj−1, xj + 1, xj+1, . . . , xm).

4. False-name proofness: ∀x1, . . . , xm ∈ {1, . . . , Z}, ∀k ∈ {1, . . . ,m},

Pk(x1, . . . , xk−1, xk + 1, xk+1, . . . , xm)− Pk(x1, . . . , xm) ≤ c.

We note that because we require strategy-proofness, it never makes sense to cast

a false-name vote for another alternative, which simplifies constraint (4).

1.7 Conclusion

In open, anonymous settings such as the Internet, an agent can vote more than once

without being detected. A voting rule is false-name-proof if no agent benefits from

casting additional votes. In this chapter, we considered what happens if there is

a cost to casting additional votes. We characterized the optimal false-name-proof
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voting rule for 2 alternatives. In sharp contrast to the costless setting, we proved

that as the voting population grows larger, the probability that this rule selects the

majority winner converges to 1. We also characterized the optimal group false-name-

proof rule for 2 alternatives, and the optimal false-name-proof rule for 3 alternatives.

We provided bounding results and computational approaches for settings with 4 or

more alternatives.

In the above, we have assumed that all agents have the same cost c for casting an

additional vote. In fact, all that is needed for all of the above results to go through

is that we know that each agent has a cost of at least c for each additional vote (and

this is the greatest lower bound that we know). In fact, a single agent can have

different costs for, say, her first and second additional votes, as long as we know the

cost for each to be at least c. Additionally, we have assumed the first vote is free (for

example, everyone already has one e-mail account). The analysis can be extended

to settings where an agent’s first vote is costly. However, in such settings, voluntary

participation cannot be satisfied.

Future work can take on a number of directions. An immediate direction is to

more robustly extend our results to settings with 3 or more alternatives. This can also

be done under different assumptions. For instance, one could derive the optimal false-

name-proof rule that does not necessarily satisfy voluntary participation or strategy-

proofness. One could also consider dichotomous preferences [25], for which responsive

strategy-proof rules exist. (Under such preferences, each voter (equally) approves

of a set of alternatives and (equally) disapproves of the remaining alternatives.)

Another direction is to extend the group false-name-proofness results to the setting

where agents cannot use transfers and where only deterministic contracts are allowed.

Another direction is to consider weaker (e.g. Bayes-Nash equilibrium) notions of false-

name-proofness. And yet another direction is to model the cost of additional votes

more generally — a direction we pursue in the next chapter.
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Figure 1.1: The average probability that FNP2 and majority disagree as a function
of n for fixed c = .1, p = 1/2, and n odd.
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Figure 1.2: The average probability that FNP2 and majority disagree as a function
of c for fixed n = 501 and p = 1/2.
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Figure 1.3: The average probability that FNP2 and majority disagree as a function
of p for fixed c and n.
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Table 1.1: PA(xA, xB), as specified by FNP2, over the states (xA, xB), xA, xB ≤ 5,
when c = 0.15

5 0 0 .05 .2 .35 .5
4 0 .05 .2 .35 .5 .65
3 0 .2 .35 .5 .65 .8
2 0 .35 .5 .65 .8 .95
1 0 .5 .65 .8 .95 1
0 .5 1 1 1 1 1

xB/xA 0 1 2 3 4 5
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Table 1.2: Majority rule over the states (xA, xB), xA, xB ≤ 5.

5 0 0 0 0 0 .5
4 0 0 0 0 .5 1
3 0 0 0 .5 1 1
2 0 0 .5 1 1 1
1 0 .5 1 1 1 1
0 .5 1 1 1 1 1

xB/xA 0 1 2 3 4 5
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Table 1.3: PA(xA, xB), as specified by GFNP2, over the states (xA, xB), xA, xB ≤ 5,
when c = 0.15.

5 0 .1875 .3375 .4125 .4625 .5
4 0 .225 .375 .45 .5 .5375
3 0 .275 .425 .5 .55 .5875
2 0 .35 .5 .575 .625 .6625
1 0 .5 .65 .725 .775 .8125
0 .5 1 1 1 1 1

xB/xA 0 1 2 3 4 5
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Table 1.4: PA(xA, xB, 1), as specified by FNP3, when c = 0.2 and 1 ≤ xA, xB ≤ 6.

6 0 0 0 .10 .30 .50
5 0 0 .10 .30 .50 .70
4 .03 .17 .30 .50 .70 .90
3 .13 .33 .50 .70 .90 1
2 .23 .43 .63 .83 1 1
1 .33 .53 .73 .93 1 1

xB/xA 1 2 3 4 5 6
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Table 1.5: Plurality rule when xC = 1 and 1 ≤ xA, xB ≤ 6.

5 0 0 0 0 0 .50
4 0 0 0 0 .50 1
3 0 0 0 .50 1 1
2 0 0 .50 1 1 1
1 0 .50 1 1 1 1
0 .33 1 1 1 1 1

xB/xA 0 1 2 3 4 5
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Table 1.6: PB(xA, xB, 1), as specified by FNP3, when c = .3 and xA, xB ≤ 3.

3 .93 .78 .50 .20
2 .63 .48 .22 .00
1 .33 .18 .03 .00

xB/xA 1 2 3 4
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Table 1.7: PB(xA, xB, 2), as specified by FNP3, when c = .3 and xA, xB ≤ 3.

3 .78 .63 .48 .22
2 .48 .33 .18 .03
1 .18 .03 .00 .00

xB/xA 1 2 3 4
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2

Towards a General Theory of False-Name-Proof
Mechanisms with Costs

In settings with multiple self-interested agents, the agents often need to make a joint

decision even though they have different preferences over the possible outcomes.

Mechanism design provides techniques for reaching a “desirable” outcome in spite of

self-interested behavior. Usually, the focus is on direct-revelation mechanisms, where

agents report their preferences directly to the mechanism, and a decision is made

based on these reported preferences. One issue is that agents may have an incentive

to misrepresent their preferences. A direct-revelation mechanism is strategy-proof if

no agent ever has an incentive to misreport. A key result known as the revelation

principle [18, 20, 29, 30] shows that there is no loss in restricting attention to strategy-

proof mechanisms: roughly, for any mechanism (direct revelation or not) which leads

to desirable outcomes under strategic behavior, there is a strategy-proof mechanism

that leads to equally desirable outcomes.

However, traditional mechanism design assumes that the mechanism can identify

every agent. This assumption is not warranted in open, anonymous environments

such as the Internet, where it is easy to participate in the mechanism under multiple
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identifiers (e.g., e-mail addresses). A mechanism is said to be false-name-proof (a

concept introduced by Yokoo et al. [57, 54, 58, 55]) if there is never an incentive to

use more than one identifier. Again, the restriction to false-name-proof mechanisms

is justified by a revelation principle [58].

Unfortunately, the false-name-proofness constraint severely limits the possibilities

for mechanism design, as illustrated by a variety of negative results. In combinatorial

auctions, no false-name-proof mechanism allocates resources efficiently [58]; a later

result shows that false-name-proofness is impossible even under a weaker maximality

constraint [33]. In voting settings, the situation is even more severe: unless there

is unanimity among the voters on some pair of alternatives, any false-name-proof

mechanism (that also satisfies some other minor conditions) must choose the winner

uniformly at random [10].

In the first chapter, we propose a way around one of these negative results. We

show that if we assume that obtaining additional identifiers comes at a nonnegative

cost, then much more positive results can be obtained. In this setting, a mechanism

is false-name-proof if no agent has an incentive to use more than one identifier,

when these costs are taken into account. While this work paves the way for a more

positive theory of false-name-proofness, it is still limited in several important ways.

First, it only considers voting settings.1 Second, it only considers restricted models

of the costs of identifiers. Third, it does not prove a revelation principle for false-

name-proofness when identifiers are costly, leaving open the possibility that there

exists a non-false-name-proof mechanism that, under strategic behavior by the voters,

actually leads to more desirable outcomes than any false-name-proof mechanism

would.

In this chapter, we address all three of these points, and thereby aim to establish

1 In recommender systems, [34, 35, 36] propose a related approach to designing mechanisms that
reduce false-name manipulation. In their work, they limit the influence a single agent can have on
the outcome by conditioning an agent’s influence on its reputation.
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the fundamentals of a general theory of false-name-proof mechanisms with costs.

We start the chapter with some results on identifier-independent settings, to be

defined shortly (Section 2.1). We apply these results in a voting model in Section

2.2. Sections 2.3 and 2.4 consider identifier-dependent settings (Section 2.3 considers

mechanisms that do not impose payments, while in Section 2.4 payments can be

imposed). Section 2.5 studies two applications, and Section 2.6 concludes.

2.1 Identifier-Independent Settings

When extending the theory of mechanism design to highly anonymous settings, one

issue about which we need to be careful is the following. In a standard mechanism

design setting, the set of agents is assumed known, and because of that, the space of

possible outcomes is known. For example, in a single-item auction with two bidders,

either bidder 1 wins the item, bidder 2 wins it, or nobody wins it—and the bidders

pay/receive some money. However, if we do not know the bidders up front, then, in

some sense, we do not know the possible outcomes up front.

In some settings, however, this is not an issue: for example, in a voting set-

ting, we do know the set of available alternatives up front. We say that a setting

is identifier independent if the set of possible outcomes O does not depend on the

agents/identifiers present. In an identifier-independent setting, agents never pay or

receive money, and never contribute or receive resources. This rules out auctions,

exchanges, and even bartering settings. (The mechanism may, however, decide to

build some public resource based on the reports.) That is, there is a one-way inter-

action between an agent and the mechanism: the agent reports preferences and then

effectively disappears before any decision is made. Voting settings are perhaps the

main example of identifier-independent settings, though agents can also report util-

ities and other information. Variants of voting settings such as rating mechanisms,

surveys, etc. are identifier independent.
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A highly anonymous, identifier-independent mechanism design setting can be

described as follows. Every agent has a type θ ∈ Θ that describes her preferences

(and any other private information). There is a commonly known valuation function

v : Θ× O → R, where v(θ, o) gives the valuation that an agent with type θ obtains

from outcome o. An agent i then participates in the mechanism under a collection

of identifiers ψ1
i , ψ

2
i , . . . , ψ

ni
i , and takes an action aψj

i
∈ A for each of these identifiers

in the mechanism. (Here, A is defined by the mechanism.) In a direct-revelation

mechanism, identifiers report types directly, that is, A = Θ. If the names of the

identifiers do not matter (which we assume), then an agent’s overall action is given

by a multiset of reported types {θ̂1
i , . . . , θ̂

ni
i }. If ~θ is the multiset of all reported types,

the mechanism is defined by a function f(~θ) which returns the chosen outcome in O.

(We assume f is defined for every number of reported types, that is, f is open.)

A direct-revelation mechanism is strategy-proof if for any multiset of types θ−i

(reported by the other agents), for any θi, θ̂i ∈ Θ, we have v(θi, f(θi, θ−i)) ≥

v(θi, f(θ̂i, θ−i)). That is, among strategies that use only one identifier, reporting

one’s true preferences is a dominant strategy. In a strategy-proof mechanism, an

agent may still have an incentive to use more than one identifier. However, the agent

has no incentive to misreport her preferences under any identifier (if the setting is

identifier independent—this is not true for, say, combinatorial auctions):

Proposition 1. In an identifier-independent setting, if f is a strategy-proof mecha-

nism, then any strategy in which agent i does not report her true type θi for at least

one of her identifiers is dominated.

Proof. Suppose i misreports her preferences for identifier j, that is, θ̂ji 6= θi. Let θ̂−ji

be agent i’s other reports, and let θ−ij = θ−i∪θ−ji be the set of all reports other than

θ̂ji . By strategy-proofness, v(θi, f(θi, θ−ij)) ≥ v(θi, f(θ̂ji , θ−ij)), that is, i is better off

changing θ̂ji to θi.
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An agent can also change the number of identifiers she uses. In this case, we

need to consider the cost of identifiers. In general, the cost of using two identifiers

is not necessarily equal to two times the cost of using one identifier. For example,

an agent may already have one e-mail address, so using one identifier is free; but she

may not have a second one, so that she would spend some effort (incur some cost)

setting up another account. Based on this reasoning, we suggest the following cost

model in the first chapter: the first identifier is free, and every additional one has a

fixed marginal cost k. While reasonable, this model is still restrictive: the user may

not have an existing account, the user may get better at setting up accounts with

practice (resulting in decreasing marginal costs), etc. Here, we consider an arbitrary

nondecreasing cost function c : N → R, where c(n) is the total cost of using n

accounts (c(0) = 0). The cost function in the first chapter is c(ni + 1) = k · ni for

ni ≥ 0, which we will refer to as the linear cost function. Agent i’s utility is given by

v(θi, o)− c(ni) (a separability assumption).

Definition 13 (Voluntary participation). A mechanism satisfies voluntary partici-

pation if for any θ−i, for any θi, we have v(θi, f(θi, θ−i))− c(1) ≥ v(θi, f(θ−i)).

Definition 14 (False-name-proofness). A mechanism satisfies false-name-proofness

if for any θ−i, for any θi and {θ̂1
i , . . . , θ̂

ni
i } (for ni ≥ 0), we have v(θi, f(θi, θ−i))−c(1) ≥

v(θi, f({θ̂1
i , . . . , θ̂

ni
i }, θ−i))− c(ni).

We note that this definition of false-name-proofness implies both strategy-proofness

and voluntary participation.

Proposition 2. Consider an identifier-independent setting where for every type θi,

there is a finite least upper bound Uθi
= supo∈O v(θi, o) < ∞ on the utility that type

can achieve. Then, for any mechanism f (that is open, i.e., defined for any number

of reported types), it is never a dominant strategy for an agent to submit a costly

vote (use ni such that c(ni) > 0).
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Proof. For any mechanism f , let Of be the outcomes in the range of f . We let

U f
θi

= supo∈Of
v(θi, o) ≤ Uθi

<∞ (the highest utility the agent can hope for, given the

mechanism f). Suppose in a dominant strategy, type θi uses some ni with c(ni) > 0.

We know there exists some ~θ such that v(θi, f(~θ)) ≥ U f
θi
− c(ni)/2. However, we then

have v(θi, f(~θ))−c(0) ≥ U f
θi
−c(ni)/2 > v(θi, f({θ̂1

i , . . . , θ̂
ni
i }, ~θ))−c(ni). That is, the

agent is better off not participating if the other agents report ~θ — a contradiction.

Proposition 2 immediately leads to the following corollary.

Corollary 1. Under the conditions of Proposition 2, if c(1) > 0, then no mechanism

satisfies voluntary participation.

Hence, from here on, we assume c(1) = 0. We now give a revelation principle

for false-name-proofness with costs: under certain conditions, if a mapping from

type vectors to outcomes (a social choice function) can be obtained as the result

of all agents playing dominant strategies in a mechanism (i.e., the mapping is im-

plementable in dominant strategies), then the same mapping can be achieved by a

false-name-proof mechanism.

Theorem 6 (Identifier-independent settings). Under the conditions of Proposition 2,

if c(1) = 0 and c(2) > 0, then if a social choice function is implementable in dominant

strategies by a mechanism g in an environment where false-name manipulations with

costs are possible, then it is also implementable by a false-name-proof mechanism f .

Proof. In the dominant strategies under g, nobody uses more than one identifier,

based on Proposition 2 and c(2) > 0. We can apply the “traditional” revelation prin-

ciple to g to obtain a direct-revelation mechanism f that is strategy-proof and satisfies

voluntary participation. Suppose, under f , there is some situation where agent i ben-

efits from using more than one identifier. In other words, for some θi, θ−i, {θ̂1
i , . . . , θ̂

ni
i }
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with ni > 1, we have v(θi, f(θi, θ−i)) < v(θi, f({θ̂1
i , . . . , θ̂

ni
i }, θ−i))−c(ni). Let s(θ) re-

turn the dominant strategy for type θ under the original mechanism g (this dominant

strategy always involves using 0 or 1 identifiers). We have g(s(θi), s(θ−i)) = f(θi, θ−i)

and g({s(θ̂1
i ), . . . , s(θ̂

ni
i )}, s(θ−i)) = f({θ̂1

i , . . . , θ̂
ni
i }, θ−i). Let n′i be the total num-

ber of identifiers used by the strategies {s(θ̂1
i ), . . . , s(θ̂

ni
i )}; we have n′i ≤ ni. But

then, v(θi, g(s(θi), s(θ−i))) = v(θi, f(θi, θ−i)) < v(θi, f({θ̂1
i , . . . , θ̂

ni
i }, θ−i)) − c(ni) ≤

v(θi, g({s(θ̂1
i ), . . . , s(θ̂

ni
i )}, s(θ−i))) − c(n′i). (Intuitively: if there is a beneficial false-

name manipulation under f , that same false-name manipulation can be performed

under g as well using equally many or fewer identifiers, because the dominant strate-

gies under g always use at most one identifier.) This contradicts the assumption that

s is a dominant strategy under g, proving the result.

2.2 Voting Over Two Alternatives

In this section, we consider a special case of identifier-independ-ent settings: voting

over two alternatives. This was the setting studied in the first chapter; we extend the

results to arbitrary cost functions, but the results are slightly weaker in this general

case (we show the stronger results no longer hold). There are two alternatives, A and

B. Each agent prefers one of the two alternatives; an agent has valuation 1 for her

preferred alternative, and 0 for the other alternative. The efficient outcome is the

majority outcome—the alternative preferred by more voters—but simply choosing

the majority outcome is not false-name-proof if the costs of additional identifiers are

sufficiently small. Our goal (as in the previous chapter) is to come as close as possible

to electing the majority outcome.

The space of outcomes O is the set of distributions over {A,B} (we allow for

randomized mechanisms). Because of Theorem 6, assuming 0 = c(1) < c(2), we can

restrict attention to false-name-proof mechanisms. Hence, each agent votes either
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for A or for B. Let xA (xB) be the number of votes for A (B); a vector (xA, xB)

is called a profile. Let PA(xA, xB) (PB(xA, xB)) be the probability that A (B) wins

given xA, xB. We require PA(x, y) = PB(y, x), that is, the rule is neutral. (This also

allows us to focus on A without loss of generality.)

The following lemma characterizes false-name-proofness.

Lemma 4. Given c(1) = 0, a (neutral) rule satisfies false-name proofness if and

only if for all xA, xB ≥ 0,

1. PA(xA + 1, xB)− PA(xA, xB) ≥ 0,

2. PA(xA, xB) ≤ mint∈{1,...,xA−1} PA(xA − t, xB) + c(t+ 1)

We note that we do not need the analogous conditions for B because we require

neutrality.

Proof. For the “only if” direction: By voluntary participation (ni = 0 in Defini-

tion 14), we have PA(xA + 1, xB) ≥ PA(xA, xB), or equivalently PA(xA + 1, xB) −

PA(xA, xB) ≥ 0. By false-name-proofness, for any t ∈ {1, . . . , xA − 1}, we have

PA(xA − t, xB) ≥ PA(xA, xB)− c(t+ 1) (otherwise, if the true profile is (xA − t, xB),

one of the voters who prefers A would be better off casting a total of t+ 1 votes for

A)—but this is equivalent to PA(xA, xB) ≤ mint∈{1,...,xA−1} PA(xA − t, xB) + c(t+ 1).

So the conditions are satisfied.

For the “if” direction: Voluntary participation (ni = 0) follows from PA(xA +

1, xB) − PA(xA, xB) ≥ 0 (equivalently, PA(xA + 1, xB) ≥ PA(xA, xB)). Strategy-

proofness (ni = 1) follows from two applications of voluntary participation: PA(xA+

1, xB) ≥ PA(xA, xB) ≥ PA(xA, xB + 1). The only manipulation left to consider is an

agent who uses multiple identifiers. By Proposition 1, we can assume without loss of

generality that this agent votes for A with every identifier. Assume that the agent

uses t+ 1 identifiers (that is, t additional ones). If this results in the profile (xA, xB),
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she receives a total utility of PA(xA, xB)− c(t + 1). If she had voted only once, she

would have had a utility of PA(xA− t, xB). But the latter must be at least as large as

the former, because PA(xA, xB) ≤ mint∈{1,...,xA−1} PA(xA− t, xB)+ c(t+1). It follows

that the rule is false-name-proof.

We now define a false-name-proof rule that, in a sense that will be made precise

below, comes as close to the majority rule as possible.

Definition 15 (FNP2). Rule FNP2 sets PA(x, 0) = 1− PA(0, x) = 1 for all x > 0;

PA(x, x) = .5 for all x ≥ 0; for 0 < xB < xA, PA(xA, xB) is recursively defined by:

PA(xA, xB) = min
t∈{1,...,xA−1}

{PA(xA − t, xB) + c(t+ 1), 1}

and PA(xA, xB) = 1− PA(xB, xA) for 0 < xA < xB.

Definition 15 utilizes the fact that under a neutral rule, it is sufficient to charac-

terize PA(xA, xB) for all xA ≥ xB. This is because given any xA < xB, PA(xA, xB) =

PB(xB, xA) = 1− PA(xB, xA).

Equivalently, and perhaps more intuitively, rule FNP2 can also be described by

the following iterative procedure:

Procedure 3 (FNP2).

1. Set PA(xA, 0) = 1− PA(0, xB) = 1 for all xA, xB > 0, and PA(x, x) = .5 for all

x ≥ 0.

2. Initialize i := 1. Repeat:

• For all xA > i,

(a) Set PA(xA, i) = mint∈{1,...,xA−1}{PA(xA − t, xB) + c(t+ 1), 1}

(b) Set PA(i, xA) = 1− PA(xA, i)
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• i := i+ 1

Figure 2.1 provides a sketch of the iterative process described in Procedure 3. We

illustrate FNP2 with the following example.

Example 1. Suppose that c(1) = 0, c(2) = .25, c(3) = .3, and c(i)− c(i− 1) ≥ .25

for all i > 3. Table 2.1 gives the probability that A wins under FNP2 for the profiles

(xA, xB), xA, xB ≤ 5. Moving along a fixed row (or fixed column), the differences

alternate between .25 and .05, until 1 (or 0) is reached.

Lemma 5. FNP2 satisfies voluntary participation and strategy-proofness.

Proof. It suffices to show that PA(xA, xB) is weakly increasing in xA. From Definition

15 and the fact that c(·) is nondecreasing, it immediately follows that for any 0 ≤

xB < xA, PA(xA + 1, xB) ≥ PA(xA, xB), because PA(xA, xB) = mint∈{1,...,xA−1}

{PA(xA − t, xB) + c(t + 1), 1} = mint′∈{2,...,xA}{PA(xA + 1 − t′, xB) + c(t′), 1} =

mint′∈{2,...,xA}{PA(xA, xB)+c(1), PA(xA+1−t′, xB)+c(t′), 1} = mint′∈{1,...,xA}{PA(xA+

1−t′, xB)+c(t′), 1} ≤ mint′∈{1,...,xA}{PA(xA+1−t′, xB)+c(t′+1), 1} = PA(xA+1, xB).

There are two cases left to prove: (i) for x > 1, PA(x + 1, x) − PA(x, x) ≥ 0

(monotonicity at (x, x) profiles; this is not immediately clear from Definition 15

because PA(x, x) = .5 is assigned separately from the recursion) ; and (ii) for xA <

xB, PA(xA + 1, xB) − PA(xA, xB) ≥ 0 (monotonicity at profiles where xA < xB).

Actually, for this second case, we will prove the equivalent statement: for xB < xA,

PB(xA, xB + 1)− PB(xA, xB) = PA(xA, xB)− PA(xA, xB + 1) ≥ 0.

(i) Consider profile (x+1, x). By Definition 15, PA(x+1, x) = mint∈{1,...,x}{PA(x+

1 − t, x) + c(t + 1), 1}. In addition, for all t ∈ {1, . . . , x}, PA(x + 1 − t, x) = 1 −

PA(x, x+1− t), and PA(x, x+1− t) = mink∈{1,...,x}{PA(x−k, x+1− t)+c(k+1), 1}.

Thus, PA(x, x + 1 − t) ≤ PA(x + 1 − t, x + 1 − t) + c(t) = .5 + c(t). But then

PA(x+1− t, x) = 1−PA(x, x+1− t) ≥ 1− (PA(x+1− t, x+1− t)+c(t)) = .5−c(t).
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Therefore, PA(x+ 1, x) ≥ mint∈{1,...,x}{.5− c(t) + c(t+ 1), 1} ≥ .5 = PA(x, x). Hence,

for all x > 1, PA(x+ 1, x)− PA(x, x) ≥ 0.

(ii) We prove this part by induction. First, PA(2, 2) = 0.5 ≤ PA(2, 1) = min{.5+

c(2), 1}. This is the base step. Now, hypothesize that for some k > 1, PA(xA, xB) ≥

PA(xA, xB + 1) for all xB < xA < k. By symmetry, this induction hypothesis implies

that PA(xB + 1, xA) ≥ PA(xB, xA) for all xB < xA < k (i.e., voluntary participation

holds with respect to alternative B in a square of size k − 1 and a southwest vertex

at (1, 1) in a 2-dimensional grid with A on the horizontal axis and B on the vertical

axis).

Consider profile (k, xB) where xB < k (i.e., extending the square diagonal by one

grid point). If k = xB + 1, PA(k, xB + 1) = .5 ≤ PA(k, k − 1) = PA(k, xB) follows

directly from part (i). Suppose then without loss of generality that xB + 1 < k.

From Definition 15, PA(k, xB+1) = mint∈{1,...,k−1}{PA(k−t, xB+1)+c(t+1), 1} and

PA(k, xB) = mint∈{1,...,k−1}{PA(k− t, xB) + c(t+ 1), 1}. By the induction hypothesis,

for all t ∈ {1, . . . , k − 1}, PA(k − t, xB + 1) ≤ PA(k − t, xB). Thus, PA(k − t, xB +

1) + c(t+ 1) ≤ PA(k − t, xB) + c(t+ 1). But then

min
t∈{1,...,k−1}

{PA(k − t, xB + 1) + c(t+ 1)} ≤

min
t∈{1,...,k−1}

{PA(k − t, xB) + c(t+ 1)}

It follows that PA(k, xB + 1) ≤ PA(k, xB), which completes the induction. Conse-

quently, for xB < xA, PB(xA, xB + 1) ≥ PB(xA, xB), which proves (ii).

Lemma 6. FNP2 is false-name-proof.

Proof. Part 1 of Lemma 4 follows from Lemma 5. In addition, for every profile

where xA > xB, PA(xA, xB) ≤ mint∈{1,...,xA−1}{PA(xA − t, xB) + c(t + 1)} follows

from Definition 15. It remains to prove that for 1 < xA ≤ xB, PA(xA, xB) ≤
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mint∈{1,...,xA−1}{PA(xA − t, xB) + c(t+ 1)} (we actually prove that for 1 < xB ≤ xA,

PB(xA, xB) ≤ mint∈{1,...,xB−1}{PB(xA, xB − t) + c(t+ 1)}, which is equivalent).

We begin by considering a profile (xA, xB) where 1 < xB < xA (we treat profiles

where xB = xA next). Consider a profile (xA, xB − k), where k ∈ {1, . . . , xB − 1}.

For false-name-proofness, we need PB(xA, xB) ≤ PB(xA, xB − k) + c(k + 1). Note

that

PB(xA, xB)− PB(xA, xB − k) (2.1)

= 1− PA(xA, xB)− (1− PA(xA, xB − k))

= PA(xA, xB − k)− PA(xA, xB)

By Definition 15, we have PA(xA, xB) = mint∈{1,...,xA−1}{PA(xA− t, xB)+ c(t+1), 1}.

The case where PA(xA, xB) = 1 holds trivially because PA(xA, xB − k) ≤ 1. Hence,

assume without loss of generality that PA(xA, xB) < 1 and let t? ∈ {1, . . . , xA} be

such that PA(xA, xB) = PA(xA− t?, xB)+c(t?+1) (i.e., it is the binding constraint of

the minimum). Note that due to PA(xA, xB − k) = mint∈{1,...,xA−1}{PA(xA − t, xB −

k) + c(t+ 1), 1}, PA(xA, xB − k) ≤ PA(xA − t?, xB − k) + c(t? + 1) holds. Then

PA(xA, xB − k)− PA(xA, xB) (2.2)

≤ PA(xA − t?, xB − k) + c(t? + 1)− (PA(xA − t?, xB) + c(t? + 1))

= PA(xA − t?, xB − k)− PA(xA − t?, xB)

If xA − t? = xB, we can stop at this point, since PA(xA − t?, xB) = PA(xB, xB) = .5,

and PA(xA−t?, xB−k) = PA(xB, xB−k) ≤ PA(xB−k, xB−k)+c(k+1) = .5+c(k+1).

Combining this with (2.1) and (2.2), we obtain PB(xA, xB)−PB(xA, xB−k) ≤ c(k+1).

If xA − t? 6= xB, we reiterate the above analysis. In particular, similarly to the

above analysis, there exists t?? ∈ {1, . . . , xA − t? − 1} such that PA(xA − t?, xB) =

PA(xA− t?− t??, xB) + c(t? + t?? + 1). Also similarly, PA(xA− t?, xB − k) ≤ PA(xA−
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t? − t??, xB − k) + c(t? + t?? + 1). Thus,

PA(xA − t?, xB − k)− PA(xA − t?, xB)

≤ PA(xA − t? − t??, xB − k)− PA(xA − t? − t??, xB)

Applying this process iteratively, we either reach profile (xB, xB), in which case the

above conclusion applies, or we obtain

PA(xA, xB − k)− PA(xA, xB) ≤ PA(1, xB − k)− PA(1, xB) (2.3)

Since FNP2 is defined symmetrically, PA(1, xB − k) − PA(1, xB) = (1 − PA(xB −

k, 1))− (1−PA(xB, 1)) = PA(xB, 1)−PA(xB − k, 1) ≤ c(k+ 1), where the inequality

follows from PA(xB, 1) = mint∈{1,...,xB−1}{PA(xB − t, 1) + c(t+ 1), 1}. Combining all

of the above observations, we have PB(xA, xB)− PB(xA, xB − k) ≤ c(k + 1).

It remains to show that for x > 1 and k ∈ {1, . . . x−1}, PB(x, x)−PB(x, x−k) =

.5− PB(x, x− k) ≤ c(k + 1). Since PA(x, x− k) = mint∈{1,...,x−1}{PA(x− t, x− k) +

c(t + 1), 1}, PA(x, x − k) ≤ PA(x − k, x − k) + c(k + 1) = .5 + c(k + 1). Thus,

PB(x, x)−PB(x, x−k) = .5− (1−PA(x, x−k)) = PA(x, x−k)− .5 ≤ c(k+ 1). This

completes the proof that FNP2 satisfies the conditions of Lemma 4, and is therefore

false-name-proof.

To give some intuition for Lemma 5: voluntary participation is equivalent to

monotonicity here (it never hurts an alternative to receive another vote), and mono-

tonicity implies strategy-proofness. If xA > xB, then the probability that A wins

when we move from (xA, xB) to (xA+1, xB) is nondecreasing because of the recursive

formula in the definition of FNP2 (combined with the fact that the cost function

is nondecreasing). The cases where xA = xB and where xA < xB are less straight-

forward. To give some intuition for Lemma 6: by Proposition 1 (or by Lemma 5),

we can assume without loss of generality that the false-name manipulator only casts
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votes for her preferred alternative (say, A). If the manipulator votes result in a pro-

file where xA > xB, this is not beneficial to the manipulator because of the recursive

formula in the definition of FNP2. The cases where xA = xB and where xA < xB

are less straightforward.

FNP2 is a generalization of the rule proposed in the first chapter. The setting

in the first chapter only considers the special case of a linear cost model, in which

c(t+1) = t ·k for some k > 0; it shows that the rule is strongly optimal: for any false-

name-proof neutral rule P̃ and any profile with xA > xB, P̃A(xA, xB) ≤ PA(xA, xB)

(where P corresponds to FNP2). However, FNP2 is not strongly optimal for general

cost functions. The following example illustrates this.

Example 2. As in Example 1, suppose that c(1) = 0, c(2) = .25, c(3) = .3, and

c(i) − c(i − 1) ≥ .25 for all i > 3. Table 2.2 considers an alternative rule to FNP2

over the profiles (xA, xB), xA, xB ≤ 5. As can be seen, the alternative rule gives a

higher probability of A winning at profile (3, 2) than FNP2. On the other hand,

FNP2 gives a higher probability of A winning at (2, 1) (a “smaller” profile).

The above example suggests that FNP2 performs well on small profiles. As we

show below, this characterizes FNP2: if we consider it more important to be close to

majority on small profiles than on large profiles (for example, because large profiles

are less probable), then FNP2 is optimal.

We first define a partial order on profiles to make the notion of “smaller” precise.

Definition 16. A profile (xA, xB) is said to be smaller than another profile (x′A, x
′
B)

if max{xA, xB} ≤ max{x′A, x′B}, min{xA, xB} ≤ min{x′A, x′B}, and at least one of

these inequalities is strict. We denote this relationship by (xA, xB) < (x′A, x
′
B).

We now define the idea of “being close to majority on small profiles” more pre-

cisely.
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Definition 17. A false-name-proof neutral rule P is said to be Most Responsive on

Small Profiles (MRSP) if, given any other false-name-proof neutral rule P̃ and any

profile (x′A, x
′
B) with x′A > x′B such that P̃A(x′A, x

′
B) > PA(x′A, x

′
B), there exists a

profile (xA, xB) < (x′A, x
′
B) with xA > xB where PA(xA, xB) > P̃A(xA, xB).

Proposition 3. If an MRSP rule exists, it is unique.

Proof. Suppose there exist two different MRSP rules, P and P̃ . Let (x′A, x
′
B) be a pro-

file such that PA(x′A, x
′
B) 6= P̃A(x′A, x

′
B) and such that there is no smaller profile with

this property. Without loss of generality, suppose x′A > x′B (x′A = x′B is not possible

because the rules are neutral) and PA(x′A, x
′
B) < P̃A(x′A, x

′
B). By P ’s MRSP prop-

erty, there exists a profile (xA, xB) < (x′A, x
′
B) such that PA(xA, xB) > P̃A(xA, xB),

contradicting the premise that (x′A, x
′
B) is a minimal profile on which the rules dif-

fer.

We are now ready to prove that FNP2 is the MRSP rule.

Theorem 7. FNP2 is the (unique) MRSP rule.

Proof. Consider any false-name-proof neutral rule different from FNP2, denoted by

P̃ , and a profile (xA, xB) with xA > xB > 0 at which P̃A(xA, xB) > PA(xA, xB).

Without loss of generality, suppose this profile is minimal, that is, there is no smaller

profile with this property. By the false-name-proofness of P̃ , for any t ∈ {1, . . . , xA−

1}, we must have that P̃A(xA, xB) ≤ P̃A(xA− t, xB)+c(t+1). Because PA(xA, xB) =

mint∈{1,...,xA−1}{PA(xA − t, xB) + c(t + 1)} and P̃A(xA, xB) > PA(xA, xB), it follows

that for some t ∈ {1, . . . , xA − 1}, P̃A(xA − t, xB) > PA(xA − t, xB). If xA − t >

xB, this contradicts the minimality of the profile (xA, xB). If xA − t = xB, this

contradicts the neutrality of the rules. Finally, if xA− t < xB, we note that P̃A(xA−

t, xB) > PA(xA − t, xB) is equivalent to 1− P̃A(xB, xA − t) > 1− PA(xB, xA − t), or
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PA(xB, xA − t) > P̃A(xB, xA − t). The profile (xB, xA − t) is smaller than (xA, xB),

and xB > xA − t, so we have found a smaller profile on which P is more responsive.

Hence, FNP2 is the MRSP rule.

Let c′′(·) ≥ 0 denote a nondecreasing marginal cost of submitting additional votes

(obtaining additional identifiers), so that c(t+ 1)− c(t) ≥ c(t)− c(t−1) for all t > 1.

Similarly, let c′′(·) ≤ 0 denote a nonincreasing marginal cost of additional votes,

so that c(t + 1) − c(t) ≤ c(t) − c(t − 1) for all t > 1. We note the case t = 1 is

excluded, so that it is still possible that c(2) − c(1) > c(1) − c(0) even if c′′(·) ≤ 0.

(The first, genuine vote is treated specially.) In fact, this is usually the case because

c(1) = c(0) = 0. The linear cost model, in which c(t+ 1) = k · t for t, k ≥ 0 (so that

k = c(2)), is a special case of both c′′(·) ≥ 0 and c′′(·) ≤ 0.

Under these conditions, FNP2 can be characterized in a simpler way. Cases

(i) and (iii) of the following proposition give the characterizations (Case (ii) is an

intermediate result which describes the behavior of FNP2 in general as long as

probabilities of 1 and 0 are not reached at profiles with xA, xB > 0).

Proposition 4. FNP2 satisfies:

(i) If c′′(·) ≥ 0, then for xA ≥ xB,

PA(xA, xB) = min{0.5 + c(2)(xA − xB), 1}

(ii) Let π(·) be defined (recursively) as follows: π(1) = 0 and π(x) = mint∈{1,...,x−1}

{π(x−t)+c(t+1)} for x > 1. If PA(xA, 1) < 1, then PA(xA, xB) = .5+π(xA)−π(xB).

(iii) If PA(xA, 1) < 1 and c′′(·) < 0 then

PA(xA, xB) = .5 + c(xA)− c(xB)

Proof. (i) Consider 0 < xB < xA and k, k′ ∈ {1, . . . , xA − 1} such that k′ < k. By

false-name-proofness, PA(xA−k′, xB) ≤ PA(xA−k, xB)+c(k−k′+1). Since c(1) = 0
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and c′′(·) ≥ 0, c(k+1) ≥ c(k−k′+1)+c(k′+1).2 But then PA(xA−k, xB)+c(k+1) ≥

PA(xA − k, xB) + c(k − k′ + 1) + c(k′ + 1) ≥ PA(xA − k′, xB) + c(k′ + 1). Thus,

the false-name-proofness constraint that PA(xA, xB) ≤ PA(xA − k, xB) + c(k + 1) is

already implied by the constraint PA(xA, xB) ≤ PA(xA − k′, xB) + c(k′ + 1), where

k′ < k. Since k and k′ were arbitrarily chosen in {1, . . . , xA − 1}, it follows that

PA(xA, xB) = min{PA(xA−1, xB)+c(2), 1}. Similarly, PA(xA−1, xB) = min{PA(xA−

2, xB) + c(2), 1}, . . . , PA(xB + 1, xB) = min{.5 + c(2), 1}. Combining these equalities,

we obtain PA(xA, xB) = min{0.5 + c(2)(xA − xB), 1}.

(ii) It is straightforward to check that PA(xA, 1) = mint∈{1,...,xA−1}{PA(xA − t, 1) +

c(t + 1), 1} = min{PA(1, 1) + π(xA), 1} = min{.5 + π(xA), 1}. If PA(xA, 1) < 1,

then PA(xA, 1) = .5 + π(xA). It also follows from Lemma 5 that for any k < xA,

PA(k, 1) = .5 + π(k).

Assume xA > 2. By neutrality, PA(1, 2) = 1 − PA(2, 1) = .5 − π(2). We also

have that PA(3, 2) = min{1, PA(1, 2) + c(3), PA(2, 2) + c(2)}. However, PA(2, 2) =

.5+π(2)−π(2) = PA(1, 2)+π(2). It follows that PA(3, 2) = min{PA(1, 2)+π(3), 1} =

min{.5 + π(3)− π(2), 1}. Similarly, for any 2 < k ≤ xA, PA(k, 2) = .5 + π(k)− π(2)

(where PA(k, 2) < 1 follows from Lemma 5). A similar process can be done for

PA(k, 3) for 3 < k ≤ xA. Specifically, assuming xA > 3, we have PA(1, 3) = 1 −

PA(3, 1) = .5 − π(3), PA(2, 3) = 1 − PA(3, 2) = .5 + π(2) − π(3) = PA(1, 3) + π(2),

and PA(3, 3) = .5 + π(3) − π(3) = PA(1, 3) + π(3). It then follows that PA(k, 3) =

PA(1, 3) + π(k) = .5 + π(k)− π(3).

The proof proceeds by induction (the above being the base step). Hypothesize

that for t ∈ {1, . . . , kB}, kB < xB, and for any kA ≤ xA, PA(kA, t) = .5+π(kA)−π(kB)

(where PA(kA, t) < 1 follows from Lemma 5 and the assumption that PA(xA, 1) < 1).

2 To see this, note that c′′(·) ≥ 0 implies c(t+ 1)− c(t) ≥ c(t)− c(t− 1) ≥ . . . ≥ c(2)− c(1). Now,
since c(1) = 0, c(k′+1) = c(1)+c(k′+1). By the above inequalities, c(k′+1+1) ≥ c(1+1)+c(k′+1).
Similarly, c(k′ + 1 + 2) ≥ c(1 + 2) + c(k′ + 1), . . . , c(k′ + 1 + (k − k′)) ≥ c(1 + k − k′) + c(k′ + 1).
The final inequality gives c(k + 1) ≥ c(k − k′ + 1) + c(k′ + 1).
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By the induction hypothesis, for x < kB + 1, PA(x, kB + 1) = 1 − PA(kB + 1, x) =

.5 + π(x) − π(kB + 1). In addition, from the definition of FNP2, PA(kB + 1, kB +

1) = .5 = .5 + π(kB + 1) − π(kB + 1). It follows that for kB + 1 < kA ≤ xA,

PA(kA, kB + 1) = .5 + π(kA)− π(kB + 1), which completes the induction. Therefore,

if PA(xA, 1) < 1, then PA(xA, xB) = .5 + π(xA)− π(xB).

(iii) For k > 0, c′′(·) < 0 implies that c(k + 1) − c(k) < c(k) − c(k − 1) < . . . <

c(2)−c(1) = c(2). Now, since c(1) = 0, c(k) = c(1)+c(k). By the above inequalities,

c(k+ 1) < c(1 + 1) + c(k). Similarly, c(k+ 2) < c(1 + 2) + c(k), . . . , c(k+ t1) < c(1 +

t1) + c(k). Applying a similar set of inequalities, we can obtain c(k+ t1 + . . .+ tm) <

c(1 + t1) + . . .+ c(1 + tm) + c(k). It follows that π(k) = c(k).

Consider any 0 < xB < xA such that PA(xA, 1) <. By Part (ii), we have

PA(xA, xB) = .5+π(xA)−π(xB). Combining this with the above, we have PA(xA, xB)

= .5 + c(xA)− c(xB).

Under the linear cost model (with nonzero cost) it has been shown in the first

chapter that if a voter prefers A with probability p and preferences are drawn i.i.d.,

then as the number of voters goes to infinity, the probability of choosing the majority

winner goes to 1. This is a very positive result that shows that for large numbers of

voters, we can almost always choose the efficient outcome while maintaining false-

name-proofness (unlike in the case with no costs, where the winner will almost always

be chosen at random [10]). However, it is not immediately clear how robust this result

is to changes in the cost model. For example, if the marginal costs of obtaining

additional identifiers decrease rapidly, then by Case (iii) of Proposition 4, when the

number of votes is large, an alternative needs to have an overwhelming majority to

have a probability close to 1 of winning.

To make this precise, given a cost model, let b(n) be the minimum number of

votes by which an alternative needs to be ahead to have a probability of 1 of winning
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under FNP2, given that the total number of votes is n. We note that b(n) depends

on the cost model. When c′′(·) ≥ 0, b(n) is a constant, namely 1/(2c(2)). When

c′′(·) < 0, b(n) is increasing in n. The following proposition shows that if marginal

costs are not too rapidly decreasing, then when votes are drawn i.i.d., the probability

of choosing the majority winner converges to 1.

Theorem 8. If b(n) is O(ny), where y < 1/2, then as n → ∞, the probability of

choosing the majority winner converges to 1 (if preferences are drawn i.i.d.).

Proof. Let p ∈ (0, 1) denote the i.i.d. probability that a voter prefers alternative A

(if p = 1 or p = 0, the result is trivial). Let Wn be a random variable denoting the

number of votes received by alternative A when there are n voters, and let Yn =

Wn/n, with mean p and standard deviation
√
p(1− p)/n. Let b+(n) = (n+ b(n))/2

and b−(n) = (n − b(n))/2. If A receives more than b+(n) votes, or fewer than

b−(n) votes, then the majority winner wins with probability 1. Thus, the probability

of failing to choose the majority winner is bounded above by Pr(b−(n) ≤ Wn ≤

b+(n)) = Pr(b−(n)/n ≤ Yn ≤ b+(n)/n) = Pr(b−(n)/n − p ≤ Yn − p ≤ b+(n)/n −

p) = Pr( b
−(n)/n−p
p(1−p)/

√
n
≤ Yn−p

p(1−p)/
√
n
≤ b+(n)/n−p

p(1−p)/
√
n
) = Pr( b

+(n)/n−p
p(1−p)/

√
n
) − Pr( b

−(n)/n−p
p(1−p)/

√
n
) =

Pr( b+(n)
p(1−p)

√
n
−
√
np

p(1−p))−Pr(
b−(n)

p(1−p)
√
n
−
√
np

p(1−p)). Let Φ denote the cumulative distribution

function of the standard normal distribution with mean 0 and standard deviation 1.

We can apply the Central Limit Theorem to obtain (with a slight abuse of notation):

limn→∞
[
Pr( b+(n)

p(1−p)
√
n
−
√
np

p(1−p))−Pr(
b−(n)

p(1−p)
√
n
−
√
np

p(1−p))
]

= limn→∞
[
Φ( b+(n)

p(1−p)
√
n
−
√
np

p(1−p))−

Φ( b−(n)
p(1−p)

√
n
−
√
np

p(1−p))
]

= limn→∞
[
Φ( b(n)

2p(1−p)
√
n

+
√
n

p(1−p)(
1
2
−p))−Φ(− b(n)

2p(1−p)
√
n

+
√
n

p(1−p)(
1
2
−

p))
]
. Now, since b(n) is O(ny), where y < 1/2, limn→∞

b(n)
2p(1−p)

√
n

= 0. Hence, as

n → ∞, the above limit converges to: 1
2
− 1

2
= 0 if p = 1

2
; 1 − 1 = 0 if p < 1

2
; and

0− 0 = 0 if p > 1
2
. Therefore, given that b(n) is O(ny), the probability of failing to

choose the majority winner goes to 0 as n→∞, and so, the probability of choosing
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the majority winner goes to 1.

2.3 Beyond Identifier-Independent Settings

We proved a revelation principle for false-name-proofness with costs in identifier-

independent settings (Theorem 6). There is also a general revelation principle for

false-name-proofness without costs [56, 58]. This leaves the question of whether there

is a revelation principle for false-name-proofness with costs in identifier-dependent

settings. It turns out that if the mechanism cannot use payments, then the answer

is “no.” That is, in the costly false names setting, there are social choice functions

that can be implemented in dominant strategies by mechanisms that are not false-

name-proof (with costs), but not by any false-name-proof (with costs) mechanism

that does not use payments. We prove this with the following example.

Example 3. Consider a benevolent supplier (e.g., a government) that can produce

an unlimited number of (indivisible) units of a single good, at a constant marginal

cost of 5 per unit. It aims to give these units away to maximize welfare (taking

production cost into account), without collecting payments. There are two types of

agents: type A agents, who have a utility of 10 for getting one unit and a utility of

10.9 for getting two or more units; and type B agents, who have a utility of 10 for

getting one unit and a utility of 20 for getting two or more units. The probability of

each type is 0.5. The efficient outcome is to give one unit to type A agents, and two

units to type B agents. However, both agents prefer getting two units. We assume

c(1) = 0 and c(2) = 1. We consider direct-revelation mechanisms where first all

agents decide how many identifiers to use and which types to report, and then the

allocation takes place.

(1.) Suppose first that we wish to implement the deterministic social choice function

that allocates 1 unit of the good to a type A agent and 2 units of the good to a type
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B agent. Under the current cost structure (c(1) = 0 and c(2) = 1), a mechanism that

implements this social choice function without imposing payments is the following:

allocate 1 unit of the good per identifier (for any report). We refer to it as the UPI

mechanism (unit per identifier). Under the UPI mechanism, type B agents will use

2 identifiers and type A agents will use 1 identifier, so the UPI mechanism is not

false-name-proof.

In fact, no false-name-proof mechanism can implement this social choice function

without imposing payments, because a mechanism that gives 1 unit to a type A

report and 2 units to a type B report is not strategy-proof (because a type A agent

would prefer to report B).

This already shows that a revelation principle does not hold in this setting, as

a social choice function that can implemented by the UPI mechanism, which is not

false-name-proof, cannot be implemented by a false-name-proof mechanism. Still, the

UPI mechanism requires type B agents to waste some effort by using two identifiers;

this costs c(2), a deadweight loss. The next two parts show that the UPI mechanism

is also better than any false-name-proof mechanism in the sense of surplus. (They

can safely be skipped by a reader that is satisfied with the argument in this part.)

(2.) Suppose now that our goal is to maximize expected total surplus from an ex

ante perspective (taking the cost of false-name reporting into account as deadweight

loss). In this part, we restrict ourselves to deterministic false-name-proof mecha-

nisms. There is no reason to allocate 3 or more units to a type. Also, a deterministic

mechanism cannot give different numbers of units to different types: this would vi-

olate strategy-proofness because both types strictly prefer more units to fewer (up

to 2 units). Because giving 1 unit to each identifier is not false-name-proof, the

two relevant mechanisms are those that allocate either 0 or 2 units of the good per

identifier. Total expected surplus under the former is of course 0. Total expected
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surplus under the latter is .5(10.9−10)+.5(20−10) = 5.45 per agent. Total expected

surplus under the UPI mechanism is .5(10− 5) + .5(20− 10− 1) = 7.

(3.) We may also consider randomized mechanisms in our aim to maximize expected

total surplus. The class of relevant mechanisms in this setting is the following:

Mechanisms that, to an identifier that reports A, allocate 1 unit with probability

γ1
A, 2 units with probability γ2

A, and 0 units with probability 1 − γ1
A − γ2

A; and, to

an identifier that reports B, 1 unit with probability γ1
B, 2 units with probability γ2

B,

and 0 units with probability 1− γ1
B − γ2

B.

Claim. Per-agent ex ante total expected surplus under the UPI mechanism is strictly

larger than under any (possibly randomized) false-name-proof mechanism.

Proof. Consider a randomized false-name-proof mechanism of the relevant class above.

The benefit of a type B agent from an additional identifier of type B should not ex-

ceed the cost of obtaining it:

(1− γ1
B − γ2

B)(10γ1
B + 20γ2

B) + 10γ1
B(γ1

B + γ2
B) ≤ 1 (2.4)

In order for A and B agents to report truthfully, 10γ1
A+10.9γ2

A ≥ 10γ1
B +10.9γ2

B and

10γ1
B + 20γ2

B ≥ 10γ1
A+ 20γ2

A. The expression for expected per-agent total surplus (ex

ante) is given by

.5(5γ1
A + .9γ2

A) + .5(5γ1
B + 10γ2

B) (2.5)

In order to reach a surplus of 7 (as under the UPI mechanism) or greater, .5(5γ1
B +

10γ2
B) ≥ 4.5 must hold, so γ2

B ≥ .8. If γ1
B = 0, (2.4) and γ2

B ≥ .8 require γ2
B ≥ .947.

If γ1
B = 1 − γ2

B, (2.4) and γ2
B ≥ .8 require γ2

B ≥ .9. If γ1
B ∈ (0, 1), (2.4) and

γ2
B ≥ .8 require γ1

B ≥ (2γ2
B(1 − γ2

B) − .1)/(2γ2
B − 1) and γ2

B ∈ (.9, .947). Combined,

we can obtain 10γ1
B + 10.9γ2

B ≥ 10.32. Strategy-proofness requires 10γ1
A + 10.9γ2

A ≥

10γ1
B + 10.9γ2

B ≥ 10.32. Since γ1
B ≤ 1 − γ2

B, this entails 10.9γ2
A ≥ 10.32 − 10γ1

A ≥

10.32 − 10(1 − γ2
A) = .32 + 10γ2

A, so that γ2
A ≥ .35. But then γ1

A ≤ 1 − γ2
B ≤ .65.
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Substituting these observations into (2.5), we obtain that per-agent expected total

surplus is bounded above by 6.8. Hence, this class of mechanisms is outperformed

by the (not false-name-proof) UPI mechanism.

To summarize:

Proposition 5. For Example 3, there exists a social choice function that can be

implemented by a mechanism that is not false-name-proof (the UPI mechanism), but

not by any false-name-proof mechanism (that does not use payments). In addition,

the UPI mechanism strictly outperforms all false-name-proof mechanisms (that do

not use payments) in terms of ex ante expected total surplus. Hence, there is no

general revelation principle when the mechanism cannot impose payments.

In the next section, we show that there is a revelation principle if the mechanism

can impose payments.

2.4 A Revelation Principle for Identifier-Dependent Settings

In this section, we assume that c(1) = 0 and c′′(·) ≤ 0 for additional identifiers—that

is, the marginal cost for identifiers (aside from the first one) is (weakly) diminishing.

The linear cost model is a special case. We show that in this case, there does exist

a revelation principle, if the mechanism can impose payments on the agents.

Theorem 9 (Revelation principle with payments). If c(1) = 0 and c′′(·) ≤ 0, then if

a social choice function is implementable in dominant strategies by a mechanism g in

a (possibly identifier-dependent) environment where false-name manipulations with

costs are possible, then it is also implementable by a false-name-proof mechanism f

that imposes payments.

Remark: If g does not impose payments, then under f , an agent’s payment does

not depend on other agents’ reports.
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By the property in the remark, an agent’s payment will be known when she re-

ports her type; therefore, payment can happen at the same time as reporting. It

should be noted that the “payment” need not be a monetary payment; it could also

correspond to the agent exerting some effort, for example, by solving a CAPTCHA [49,

50]. In this case, in effect, the agent is “certifying” her type on the spot, by exerting

the corresponding amount of effort. In a sense, mechanisms that rely on false-name

reporting, such as the UPI mechanism above, are relying on the agents to signal

the intensity of their preferences by spending effort on false-name reporting; the

revelation principle makes this signaling by spending effort explicit.

We first sketch the proof; the formal proof follows.

Sketch 1. Figure 2.6 provides intuition for this result. Let g denote the original (not

necessarily direct-revelation) mechanism, in which each agent has a dominant strat-

egy (false-name manipulations are allowed). In the corresponding direct-revelation

false-name-proof mechanism f that we construct, an agent sends one report (a type

θ̂) per identifier to a “mediator.” Under f , the mediator performs the reported

type θ̂’s dominant strategy in a simulation of the original mechanism g (which may

use multiple identifiers), and extracts a payment equal to the cost of playing this

dominant strategy under g, including the cost of the identifiers that that dominant

strategy uses, as well as any payments that g imposes on these identifiers. f then

gives the agent the same outcome (e.g., allocation of resources) that she would have

obtained under g. We note that, even though f performs false-name manipulations

in the simulated g on behalf of the agent, the agent can still choose to participate in

f under multiple identifiers.

If agent i uses multiple identifiersf in f , the effect is still that some collection

of identifiersg is used on i’s behalf in the simulated g; this collection consists of all

the identifiersg that are used in the simulated g on behalf of identifiersf that i uses
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in f (see Figure 2.6(b)). The total cost that i incurs for using all these identifiersg

in the simulated g consists of the costs for her identifiersf in f , plus the costs that

f charges these identifiersf for the identifiersg that they use in the simulated g.

The key observation now is that this total cost is at least the cost that the agent

would have had for using these identifiers under the original (not simulated) g. This

is because c′′(·) ≤ 0, so that “later” identifiers are cheaper; but f charges each

identifierf as if it is using “early” identifiers. (f does not charge identifiersf for

their first identifierg because c(1) = 0, but this benefit is offset by having to pay

for additional identifiersf .) So, if the false-name manipulation under f is beneficial,

then certainly using the corresponding set of identifiersg under g is better than the

dominant strategy—a contradiction.

Finally, suppose g does not impose payments. Agent i’s payment to the mech-

anism under f is then based only upon the number of identifiers that its reported

type’s dominant strategy uses under g. Hence, this payment is independent of other

agents’ reports.

Proof. Let g denote the original mechanism that is implemented in dominant strate-

gies. Consider a direct-revelation strategy-proof mechanism f in which each agent i

reports its type θi to a “mediator” (one report per identifier). The mediator performs

type θi’s dominant strategy under g, and extracts a payment equalling to the cost

of playing i’s dominant strategy in the original mechanism (where this strategy can

involve false-name reports according to c(·)).

Let ρ(θ) denote the cost of following type θ’s dominant strategy under the original

mechanism g (including the cost of using multiple identifiers as well as any payments

imposed). Let µ(θ) denote the payment extracted by f for a report θ. Then we set

ρ(θ) = µ(θ). However, since c′′(·) ≤ 0, ρ({θ̂1
i , . . . , θ̂

ni
i }) ≤

∑ni

j=1 µ(θ̂ji ) + c(ni) (where

the expression on the left-hand side of the inequality denotes the cost of playing the
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dominant strategies of each of {θ̂1
i , . . . , θ̂

ni
i } under g). To see this, note that c′′(·) ≤ 0

implies that “later” identifiers are cheaper. However, f charges each identifier θ̂ji ,

j ∈ {1, . . . , ni}, as if it is using “early” identifiers. In addition, although f does not

“charge” a report θ̂ji for one of the identifiers used by its dominant strategy under g

(since c(1) = 0), this benefit is offset by having to pay for additional identifiersf .)

Suppose that under f there exists a situation where i benefits from using more

than one identifier, that is, for some (θi, θ−i) and {θ̂1
i , . . . , θ̂

ni
i } with ni > 1,

v(θi, f(θi, θ−i)) − µ(θi) < v(θi, f({θ̂1
i , . . . , θ̂

ni
i }, θ−i)) − c(ni) −

∑ni

j=1 µ(θ̂ji ). Let s(θ)

return the dominant strategy for type θ under the original mechanism g (this domi-

nant strategy always involves using 0 or more identifiers). We have g(s(θi), s(θ−i)) =

f(θi, θ−i) and g({s(θ̂1
i ), . . . , s(θ̂

ni
i )}, s(θ−i)) = f({θ̂1

i , . . . , θ̂
ni
i }, θ−i). But then,

v(θi, g(s(θi), s(θ−i))) − ρ(θ) = v(θi, f(θi, θ−i)) − µ(θ) < v(θi, f({θ̂1
i , . . . , θ̂

ni
i }, θ−i)) −

c(ni)−
∑ni

j=1 µ(θ̂ji ) ≤ v(θi, g({s(θ̂1
i ), . . . , s(θ̂

ni
i )}, s(θ−i)))−ρ({θ̂1

i , . . . , θ̂
ni
i }). This con-

tradicts the assumption that s(θi) is a dominant strategy under g, proving the result.

Finally, suppose g does not impose payments. Agent i’s payment to the mech-

anism under f is then based only upon the number of identifiers that its reported

type’s dominant strategy uses under g. This payment is independent of other agents’

reports.

The following example shows that the revelation principle in Theorem 9 does not

hold when c′′(·) > 0.

Example 4. Consider a supplier (e.g., a government) that can produce an unlimited

number of (indivisible) units of a single good. It aims to allocate these units to

consumers. There are two types of agents: type A agents, who have a utility of 10

for getting one unit and a utility of 10.9 for getting two or more units; and type

B agents, who have a utility of 10 for getting one unit, a utility of 25 for getting

two units, and a utility of 40 for getting three or more units. We assume c(1) = 0,
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c(2) = 1, and c(3) = 17, so that c′′(·) > 0 (over the relevant range of units).

We consider direct-revelation mechanisms where first all agents decide how many

identifiers to use and which types to report, and then the allocation takes place.

Suppose that we wish to implement the social choice function that allocates 1

unit to type A agents and 2 units to type B agents. Consider the mechanism that

allocates one unit per identifier (UPI) for any report. Under the UPI mechanism,

type A agents would use one identifier to make one report, while type B agents would

use two identifiers to make two reports. The UPI mechanism is not false-name-proof

but it implements our desired social choice function.

In contrast, any false-name-proof mechanism that allocates 1 unit to type A

agents can impose a payment no greater than 10. But then, unless type B agents are

allocated at least 3 units by the mechanism, they would always have an incentive to

submit a false-name report. Hence, no false-name-proof mechanism implements our

desired social choice function.

To summarize:

Proposition 6. For Example 4, in which c′′(·) > 0, there exists a social choice

function that can be implemented by a mechanism that is not false-name-proof and

does not impose payments (the UPI mechanism), but not by any false-name-proof

mechanism (even ones that impose payments). Hence, there is no general revelation

principle when c′′(·) > 0.

2.5 Applying the Methodology

In this section, we explore a few applications of false-name-proof mechanisms with

costs. In the first subsection, we study allocation settings where the mechanism’s de-

cision for one identifier does not depend on other identifiers—for instance, Examples 3

and 4 have this property. In the second subsection, we study false-name-proofness
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with costs in the context of combinatorial auctions.

2.5.1 Allocating Goods Independently Across Agents

In this subsection, we study a setting where a supplier can produce an unlimited

number of units of a single good. Agents derive utility from consuming these units,

and may desire more than one unit. The good might be digital: for example, the

supplier may allow use of its software for a limited period of time, so that an hour

of use is a single unit. The good need not be digital, however—for example, the

supplier may have a constant marginal cost of production for the good.

In this setting, it makes sense for the supplier to use a mechanism in which the

allocation to a single agent depends only on that agent’s report. So, in a sense,

this is a mechanism design problem for a single agent. Nevertheless, there is the

potential for false-name manipulation: for example, the agent can procure one hour

of software use under one identifier, and two under another, which may be cheaper

than buying three under a single identifier (e.g., due to an ongoing promotion for

“new subscribers”).

We restrict our attention to deterministic, strategy-proof mechanisms that satisfy

voluntary participation. If the mechanism is strategy-proof, then for every number

of units q of the good, there is a price π(q) (possibly infinity) that the agent needs

to pay to obtain q units. The mechanism is strategy-proof if, for every θ, the agent

receives q ∈ arg maxq′ v(θ, q′) − π(q′) units and pays π(q). It is convenient to think

of the agents as simply requesting a certain number of units rather than reporting

a type. In this context, we say that a mechanism is false-name-proof if (given the

costs of false names) for every type, there is an optimal3 strategy in which the agent

uses only a single identifier.

3 It is no longer necessary to say “dominant” because effectively this is a single-agent game.
However, that does not mean that false-name-reporting is not a concern because the center faces
multiple agents.
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Definition 18. A price function π satisfies the no beneficial partition (NBP) condi-

tion if for any q, any n, and any q1, . . . , qn with q =
∑n

i=1 qi, we have

π(q) ≤ π(q1) + . . .+ π(qn) + c(n)

The following richness condition says that for every quantity, there is some type

that is best off buying that quantity, when that type is restricted to use a single

identifier.

Definition 19. The combination of a mechanism defined by π and a type space Θ is

rich if for every q ≥ 0, there exists some θ ∈ Θ such that q ∈ arg maxq′ v(θ, q′)−π(q′).

Proposition 7. NBP is sufficient for false-name-proofness. When the combination

of the mechanism and the type space is rich, it is also necessary.

Proof. Sufficiency is straightforward. To show necessity, suppose that the com-

bination of the mechanism and the type space is rich, and NBP does not hold,

that is, there is some q, n, and q1, . . . , qn with q =
∑n

i=1 qi such that π(q) >

π(q1)+ . . .+π(qn)+c(n). By richness, there exists a type θ that, when restricted to a

single identifier, would buy q units. This type would be better off using n identifiers

and buying q1, . . . , qn units under these identifiers, so the mechanism would not be

false-name-proof.

We can consider the following weaker variant of NBP:

Definition 20. A price function π satisfies the no beneficial 2-partition (NB2P)

condition if for any q and any q1, q2 with q = q1 + q2, we have

π(q) ≤ π(q1) + π(q2) + c(2)

Proposition 8. Given c′′(·) ≥ 0, NB2P is sufficient for false-name-proofness. When

the combination of the mechanism and the type space is rich, it is also necessary.

(Hence, given c′′(·) ≥ 0, NB2P and NBP are equivalent.)
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Proof. Necessity follows from the fact that NB2P is weaker than NBP, and Proposi-

tion 7. To prove sufficiency, suppose that NB2P holds but there exists q, n ≥ 3, and

q1, . . . , qn with q =
∑n

i=1 qi such that π(q) > π(q1) + . . . + π(qn) + c(n); moreover,

without loss of generality, suppose n is minimal (there is no beneficial manipula-

tion with fewer identifiers). Because c′′(·) ≥ 0, we have c(n) ≥ c(2) + c(n − 1).

It follows that π(q) > π(q1) + π(q2) + c(2) + π(q − 3) + . . . + π(qn) + c(n − 1).

Then, there are two cases: (i) π(q1 + q2) ≤ π(q1) + π(q2) + c(2). In this case,

π(q) > π(q1 + q2) + π(q− 3) + . . .+ π(qn) + c(n− 1), contradicting the minimality of

n. (ii) π(q1 + q2) > π(q1) +π(q2) + c(2), contradicting NB2P. Sufficiency follows.

2.5.2 Combinatorial Auctions

False-name-proofness is a serious issue in auctions for multiple objects: Bidders are

able to use additional identifiers in order to submit false-name bids that could lead

to winning objects at lower prices, as well as to inefficient allocations [58, 26].

To illustrate this point, we consider a Vickrey-Clarke-Groves (VCG) mecha-

nism [46, 8, 21] where two objects are auctioned, A and B. Bidders can bid on

one of the following: {A}, {B} or {A,B} (i.e., bidders can bid on individual objects

or on the bundle). For simplicity, assume single-minded bidders: each bidder has

positive valuation for at most one of {A}, {B} or {A,B}.

Example 5. Suppose that the highest bids for {A,B} and {B} are 6 and 0.5,

respectively. Suppose bidder i only values {A}, and submits the only bid for {A}

— a bid of 5. Under the VCG mechanism, bidder i will not win {A}. However, if

i created another identifier and submitted a bid of 5 for {B}, then i would end up

winning both objects [38], paying a total of 2 (the minimum amount required to win

each object given a bid of 5 for the other object and 6 for the bundle is 1).

If one is interested in maximizing efficiency, this may be an undesirable outcome.

[26] propose a way to disincentivize false-name bids in such a setting by modifying the
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allocation rule and corresponding payments of the mechanism. They refer to their

proposed mechanism as the Adaptive Reserve Price (ARP ) mechanism. It works as

follows.

Suppose that the maximum bids for {A}, {B}, and {A,B} are vA, vB, vAB, each

submitted by bidder i, j, k, respectively. Furthermore, denote the highest bids for

{A}, {B}, and {A,B} not including the bids of i,j,k, respectively, as v−iA , v−jB , and

v−kAB.

Definition 21. Assume without loss of generality that vA ≥ vB. The ARP mecha-

nism [26] determines the allocation and payments in the following manner:

• If vAB ≥ vA and vAB ≥ 2vB, {A,B} is allocated to bidder k for the payment

max{v−kAB, vA, 2vB}.

• If vAB < vA and vAB ≥ 2vB, {A} is allocated to i for the payment max{vAB, v−iA };

{B} is not allocated.

• If vAB < 2vB, {A} is allocated to bidder i and {B} is allocated to bidder j for

the payments max{vAB/2, v−iA } and max{vAB/2, v−jB }, respectively.

In the context of Example 5, suppose that the highest bids are vAB = 6, vA =

5, and vB = 5. Then under the ARP mechanism, {A} and {B} are allocated

individually, each for a payment of 3.

[26] show that the ARP mechanism is false-name-proof and that its worst-case

efficiency ratio to the Pareto efficient allocation is 2/3. We now consider a revision

of the ARP mechanism given that obtaining additional identifiers is costly. We refer

to this mechanism as the Adaptive Reserve Price with Costs (ARPwC) mechanism.

Let us denote the cost of obtaining an additional identifier by c (as before, we assume

that the first identifier is free).
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Definition 22. Assume without loss of generality that vA ≥ vB. The ARPwC

mechanism determines the allocation and payments as follows:

(1.) If vAB ≥ vA + vB, {A,B} is allocated to bidder k for the payment

max{v−kAB,min{vA + vB,max{vA, 2vB + c}}}.

(2.) If vAB < vA + vB, but vAB ≥ max{vA, 2vB + c}, {A,B} is allocated to bidder k

for the payment max{v−kAB, vA, 2vB + c}.

(3.) If vAB < vA and vAB ≥ 2vB + c, {A} is allocated to i for the payment

max{v−iA , vAB}; {B} is not allocated.

(4.) If vAB < vA and vAB < 2vB+c, {A} is allocated to bidder i and {B} is allocated

to bidder j for the payments max{(vAB − c)/2, v−iA } and max{(vAB − c)/2, v−jB },

respectively.

Proposition 9. Suppose that v̄ is an upper bound on valuations, and let c ∈ [0, v̄]

denote the cost of obtaining an additional identifier.4 If bidders are single-minded,

then ARPwC is strategy- and false-name-proof; ARPwC obtains 2v̄
3v̄−c > 2/3 of opti-

mal efficiency (for any profile of bids).

The proof follows a similar structure to the analogous proofs for ARP (with-

out costs) in [26], except with appropriate modifications to account for the cost of

obtaining additional identifiers.

Proof. [Strategy-proofness] Since bidders are single-minded, {B} is useless to a

bidder who wants {A} (and vice versa). And {A} or {B} individually are useless to

a bidder who wants {A,B}. Suppose bidder i who wants {A} tries to obtain {A,B}

by outbidding k. Then v−kAB = vAB and vA = v−iA in cases (1.) and (2.). If (1.), note

that max{vAB,min{v−iA + vB,max{v−iA , 2vB + c}}} ≥ max{v−iA , vAB},max{(vAB −

c)/2, v−iA }. If (2.), note that max{vAB, v−iA , 2vB + c} ≥ max{v−iA , vAB},max{(vAB −

4 c > v̄ gives the same outcome as c = v̄.
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c)/2, v−iA }. In either case, i’s payment would not decrease. This is also the case if

bidder j (who wants {B}) tries to obtain {A,B}.

The payment of bidder k, who is bidding vAB on {A,B}, is determined inde-

pendently from her bid, so that under-bidding or over-bidding for k, when she is

already winning, is not beneficial (note that in case (2.), since max{vA, 2vB + c} ≤

vAB < vA + vB, the payment satisfies max{v−kAB,min{vA + vB,max{vA, 2vB + c}}} =

max{v−kAB, vA, 2vB + c}, so that k’s payment does not change if k over-bids). In addi-

tion, k cannot benefit from becoming a winner by over-bidding because the payment

would be greater than the cutoff point for winning. Bidder i’s payment (bidding

vA on {A}) is also determined independently from her bid, so that under-bidding

or over-bidding, when she is already winning, is not beneficial. If vAB ≥ 2vB + c, i

cannot benefit from becoming a winner by over-bidding because the payment would

be greater than the cutoff point for winning. If vAB < 2vB + c, i is already win-

ning. Bidder j’s payment (bidding vB on {B}) is also determined independently

from her bid, so that under-bidding or over-bidding, when she is already winning, is

not beneficial. If vAB < vA and vAB ≥ 2vB + c, j cannot benefit from becoming a

winner by over-bidding because the payment would be greater than the cutoff point

for winning. If vAB ≥ 2vA + c and vB < vAB, j would not benefit from becoming

a winner by over-bidding because the payment would be greater than vAB, which is

greater than j’s valuation.

Finally, any bidder other than i,j, and k would not obtain positive utility by

over-bidding, since their payment would always be greater than their valuation.

[False-name-proofness] First, suppose that instead of bidding vAB, bidder k uses

two identifiers to obtain {A} and {B} individually by outbidding i and j. Then

v−iA = vA, v−jB = vB, and vAB = v−kAB. Without false-names, the payment is

max{v−kAB,min{vA+vB,max{vA, 2vB +c}}}. With false-names and winning both ob-

69



jects, the total cost (including the cost of using an additional identifier) is max{(v−kAB−

c)/2, vA}+ max{(v−kAB− c)/2, vB}+ c ≥ max{v−kAB, vA + vB}, which is at least as high.

Thus, k never benefits from using false-name bids.

Now, suppose bidder i (bidding vA for {A}), can decrease his payment by sub-

mitting a false-name bid for {B} (i.e., bidding a higher bid for {B} so as to move

to case (4.) from (3.)). For this to happen, i needs to win {B} (an object that does

not give i utility because of single-mindedness), so that v−jB becomes vB. Without

using false-name bids, i’s payment is max{v−iA , vAB}. With false-names, including the

cost c of creating an additional identifier, i’s total cost is max{(vAB − c)/2, v−iA } +

max{(vAB−c)/2, vB}+c ≥ max{v−iA , vAB−c}+c ≥ max{v−iA , vAB} , which is higher.

Thus, i never benefits from using false-name bids.

Bidder j (bidding vB) wins {B} if (i) vAB < 2vB + c and vAB < vA, or if (ii)

vB > vAB. If (i), j’s payment is max{(vAB − c)/2, v−jB }. Submitting a false-name-

bid for {A} entails a cost to j (the cost of obtaining another identifier, c, and of

potentially paying for {A} — which j does not value), but does not change j’s

payment for {B}. If (ii), the above analysis for i analogously applies to j. Hence, j

never benefits from using false-name bids.

Finally, since it is never beneficial for bidders i, j, and k to use false-name bids,

it is clearly not beneficial for other single-minded bidders (with lower respective

valuations) to use false-name bids.

[Efficiency] In cases (1.) and (4.), ARPwC obtains a Pareto efficient allocation.

Thus, the efficiency ratio is 1. In case (2.), when vAB < vA + vB, ARPwC cannot

obtain a Pareto efficient allocation. The ratio is vAB/(vA + vB). Since vAB ≥ vA and

vAB ≥ 2vB + c hold in case (2.), we obtain:

vAB/(vA + vB) ≥ vAB/(vAB + vB) = 1/(1 + vB/vAB).

Since vB/vAB ≤ vAB−c
2

1
vAB

= 1
2
− c

2vAB
≤ 1

2
− c

2v̄
, this ratio is at least 1/(3

2
− c

2v̄
) = 2v̄

3v̄−c .
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In case (3.), ARPwC cannot obtain a Pareto efficient allocation because {B} is not

allocated. The ratio is vA/(vA + vB). Since vA > vAB and vAB ≥ 2vB + c hold

in this case, vB/vA ≤ vB/vAB ≤ 1
2
− c

2v̄
. Then, vA/(vA + vB) = 1/(1 + vB/vA) ≥

1/(3/2− c
2v̄

) = 2v̄
3v̄−c .

We now give an example that gets arbitrarily close to the worst-case efficiency

ratio.

Example 6. Let v̄ denote an upper bound on valuations, and suppose that c ∈ [0, v̄]

is the cost of obtaining an additional identifier. For some small ε > 0, if bidder

i bids v̄ − ε for {A}, bidder j bids v̄/2 − c/2 − ε for {B}, and bidder k bids v̄

for {A,B}, ARPwC allocates {A,B} to bidder k. However, for ε sufficiently small,

v̄−ε+ v̄/2−c/2−ε = 3v̄/2−c/2−2ε > v̄ . Furthermore, the efficiency ratio satisfies

limε→0
v̄

3v̄/2−c/2−2ε
= 2v̄

3v̄−c .

Hence, as c → v̄, the the worst-case efficiency ratio of the ARPwC mechanism

goes to 1, that is, the efficient outcome is obtained. The methodology used in this

section can be extended to broader settings, such as combinatorial auctions with

more than 2 goods and/or with less restrictions on bidder preferences.

2.6 Conclusion

In this chapter, we worked towards establishing the fundamentals of a general theory

of false-name-proof mechanisms with costs. We studied a variety of mechanism design

settings, generalized the cost model, and proved revelation principles. Specifically, we

made the following contributions. In identifier-independent settings, where the set

of possible outcomes is finite and does not depend on which agents are present (such

as voting settings), we showed that using a costly identifier cannot be a dominant

strategy. Based on this, we showed a revelation principle for such settings. We
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then studied voting settings with two alternatives, and extended the results in the

previous chapter to arbitrary cost functions, but the results were slightly weaker in

this general case (we showed the stronger results no longer hold).

Next, we considered identifier-dependent settings and showed that, in fact, in a

setting where goods are allocated independently across agents, a mechanism that

is not false-name-proof can outperform any false-name-proof mechanism that does

not use some form of payments. We showed that if the marginal cost of obtaining

additional identifiers is nonincreasing and if we allow for (even a restricted form of)

payments, then a revelation principle holds. However, we gave an example to show

that if the marginal cost of obtaining additional identifiers is increasing, a revelation

principle does not hold (even when payments are allowed).

We then studied two applications of identifier-dependent settings. First, we re-

visited the setting where goods are allocated independently across agents and gave

a sufficient (and, under a richness condition, necessary) condition on the payment

function for false-name-proofness. Second, we gave an example of how an existing

false-name-proof combinatorial auction mechanism can be extended to take advan-

tage of costly identifiers.

Future work can take on a number of directions. An immediate direction is

to consider weaker (e.g., Bayes-Nash equilibrium) notions of false-name-proofness.

Another direction is to generalize our analysis in the domains we studied. This would

include studying false-name-proofness with costs in voting settings with more than 2

alternatives; combinatorial auction settings with more than 2 goods and with weaker

restrictions on bidder preferences; and other forms of object allocation settings (as

in Subsection 2.5.1), such as various principal-agent and signalling games. In the

combinatorial auction setting, we can also consider different measures of efficiency

such as average-case efficiency. Yet another direction is to extend our analysis to
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group false-name-proof mechanisms with costs, where agents may share the cost of

additional identifiers with other agents.

In the next chapter, we study another setting in which agents may have incentives

to use additional identifiers. In that chapter, agents may want to do so in order to

remain anonymous and avoid being offered higher prices by sellers.
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Figure 2.1: Sketch of the iterative process in Procedure 3, which describes FNP2.

74



(a) Original mechanism.

(b) False-name-proof mechanism.

Figure 2.2: Illustrations of an original mechanism and its corresponding false-
name-proof mechanism.
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Table 2.1: PA(xA, xB), as specified by FNP2, for xA, xB ≤ 5, when c(2) = .25,
c(3) = .3, and c(i)− c(i− 1) ≥ .25 for all i > 3.

5 0 0 .15 .2 .45 .5
4 0 0 .2 .25 .5 .55
3 0 .2 .45 .5 .75 .8
2 0 .25 .5 .55 .8 .85
1 0 .5 .75 .8 1 1
0 .5 1 1 1 1 1

xB/xA 0 1 2 3 4 5
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Table 2.2: PA(xA, xB), as specified by an alternative rule to FNP2, for xA, xB ≤ 5,
when c(1) = 0, c(2) = .25, c(3) = .3, and c(i)− c(i− 1) ≥ .25 for all i > 3.

5 0 0 0 .2 .25 .5
4 0 .2 .2 .45 .5 .75
3 0 .25 .25 .5 .55 .8
2 0 .5 .5 .75 .8 1
1 0 .5 .5 .75 .8 1
0 .5 1 1 1 1 1

xB/xA 0 1 2 3 4 5
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3

Privacy, Price Discrimination, and the Value of
Anonymous Transactions

A major factor contributing to concerns about personal privacy is fear of discrimina-

tion. In an effort to avoid bias, individuals are typically reluctant to disclose sensitive

personal information such as income, family status, ethnicity, or lifestyle. In recent

years, revolutionary developments in information technology regarding collection,

storage, and retrieval of personal data have brought privacy to the forefront of pub-

lic awareness and debate. This paper addresses a key component of the emergent

concerns regarding electronic privacy, namely, the ability of firms to track individ-

ual purchasing patterns and to use this information to practice behavior-based price

discrimination [2, 17].

Records containing the sequence of web sites visited and the online purchases

made by individuals provide valuable clues about their personal information, clues

that can be used to target tailor-made offers to them [7, 53, 32, 6]. Such behavior-

based advertising and price discrimination are already ubiquitous in electronic com-

merce [31, 22]. Nevertheless, the economic impact of these practices is not fully
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understood. Presently, privacy practices in electronic commerce are dictated largely

by voluntary compliance with industry standards, recommendations by regulatory

agencies, and consumer concerns [14].

Although technology has allowed sellers to store and process consumers’ online

activities with relative ease, consumers still have a choice when it comes to sellers

tracking their individual activities. For instance, they can exert effort to understand

sellers’ privacy disclosures and take actions to circumvent being tracked by sellers.

Such actions can include erasing or blocking browser cookies, using a temporary email

address, making payments using a gift card acquired for cash in a brick-and-mortar

store, and renting a postal box.

The current set of guiding standards and recommendations [14] takes into ac-

count a large variety of concerns, but appears to have little basis in formal economic

theory or empirical tests. This paper provides a theoretical analysis of the eco-

nomic impacts of privacy regulation, focusing specifically on consumer profiling and

behavior-based price discrimination. We consider a monopolist who is able to track

consumers’ purchases from the firm. Consumers, however, are able to avoid being

identified as past customers (or to “opt out”), possibly at a cost. We find that when

consumers can costlessly maintain anonymity, they all individually choose to do so,

which paradoxically results in the highest profit for the monopolist. Increasing the

cost of anonymity can benefit consumers, but only up to a point; at that point, the

effect is reversed.

The intuition is as follows. When the cost of opting out is high, the firm is

better able to price discriminate against past customers. Thus, consumers hesitate

to purchase initially, knowing this will cause them to pay a premium for doing so in

later purchases. Anticipating this behavior by consumers, the firm is forced to offer

a lower price initially.

This paper is related to work in the literatures on intertemporal price discrimi-
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nation, customer recognition, and online privacy. Work on intertemporal price dis-

crimination and the “ratchet” effect, where the firm sets higher prices for consumers

who signaled higher willingness to pay, dates back to the late 1970’s. [42] and [37]

show that intertemporal price discrimination is never optimal for a monopolist who

can commit to future prices. This is analogous to the fact that in our model, the

monopolist obtains its highest profit when anonymity is costless: as we will show,

in this case, all customers will opt out, so that there can be no price discrimination.

[48] shows that committing to future prices can also help in a model with overlapping

generations of consumers.

A relatively small literature on customer recognition and online privacy has begun

to develop over the past several years. Early contributions by [5], [15], [16], [47],

[41], [44], and [7] introduced the notion of customer recognition and personalized

pricing into economic theory, but did not explicitly consider privacy issues in online

environments. [15] explore what happens when the ability to identify consumers

varies across goods. They consider a model in which customers can be anonymous

or “semi-anonymous,” depending on the good bought. [47] and [16] analyze a duopoly

in which consumers have a choice between remaining loyal to a firm and defecting to

the competitor, a phenomenon they refer to as “customer poaching.” [7] analyze a

“price for information” strategy, where firms price less aggressively in order to learn

more about their customers.1

Closest to our work is an emerging literature on optimal online privacy policies.

These were first studied by [45], [1], [24], and [4]. [17] offer a survey of this litera-

ture. These papers provide important insights regarding the fundamental economic

tensions between consumer privacy and price discrimination. This paper considers

a richer environment, in which a firm’s customers can choose to remain anonymous,

1 For a general discussion of price discrimination, see [43]. For an early review of consumer
switching literature, see [27]. For an economic analysis of privacy with respect to lawful search and
seizure, see [28].
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at some cost. For example, with some effort, they can opt out of a firm’s customer

database. We study how this cost affects equilibrium behavior and welfare, which

has important implications for privacy policies that affect this cost.

3.1 The Model

3.1.1 The Consumers

There is a continuum of consumers with total mass normalized to one. All con-

sumers are risk-neutral, possess common discount factor δ ∈ [0, 1], and maximize

their present expected utilities. Each consumer demands at most one unit of a non-

durable good in each of two periods. Consumer i’s valuation for the good is the

same in each period and is determined by the realization of a random variable vi

with support normalized to be the unit interval. The assumption on the support

is without loss of generality relative to any compact interval. Consumer valuations

are independently and identically distributed according to the distribution function

F (v) with density f(v), which is strictly positive on [0, 1]. Consumer i’s valuation vi

is initially private information; i.e., known only to i.

3.1.2 The Firm

There is a monopolist that produces and sells the good in each period. The firm

has production cost normalized to zero, possesses discount factor δ, and maximizes

its discounted expected profit. It does not observe consumer valuations directly but

maintains a database containing purchasing histories. In particular, each consumer is

either anonymous or identifiable. If a consumer is anonymous, then there is no record

of her prior purchases; i.e., she is not in the database. If she is identifiable, then the

firm knows her purchasing decision in the first period. We emphasize that the firm

has no commitment power, i.e., the firm is unable to set second period prices in the

first period. Given that there is a continuum of consumers, each of them realizes
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that her first period purchasing decision does not affect the prices charged by the

firm in the next period.2

3.1.3 The Game

All aspects of the environment, including the distribution of valuations F (v), are

common knowledge. At the beginning of the game all consumers are anonymous.

Hence, the firm offers the same price p1 to all of them. Next, each consumer decides

whether to buy the good, qi1 = 1, or not to buy it, qi1 = 0. Consumers who elect

to buy the good also decide whether to let the firm keep a record of the transaction

(ri = 1) or to opt out and maintain anonymity by deleting the record of the sale

(ri = 0). The cost to any consumer who opts out is c ≥ 0, and we initially assume

that this cost is expended in the second period (i.e., it is discounted by δ).3 This

cost represents the time and effort of maintaining anonymity as well as any monetary

expense.4 A consumer who does not purchase the good continues to be anonymous.

At the beginning of period two, the firm posts a price p0
2 to the unidentified

2 The majority of the results go through when there is a finite number of consumers (or when
some consumer types have positive mass in the distribution), provided that we add the following
assumption: the firm cannot update its beliefs over how many consumers opted out based on an
inventory count. This could happen, for example, if the firm is unable to conduct an inventory
count because inventory is controlled by a third party. The technical issues that arise without this
assumption are the following. First, the firm could confirm (on the equilibrium path) how many
consumers opted out by counting how many items were actually sold in the first period, and use this
information to update its beliefs. This complicates the analysis when consumers mix between opting
out and not opting out. Second, there may exist equilibria with “strange” off-equilibrium beliefs
(e.g., if x items are sold, the firm believes identified consumers to have certain valuations, etc.).
Using a continuum of (massless) consumers allows us to avoid these complications. Specifically, with
a continuum of (massless) consumers, inventory expectations on the equilibrium path are confirmed
even if a single agent deviates.

3 The qualitative nature of the results still holds under certain conditions when the cost of main-
taining anonymity varies across consumers, or when it is correlated with their valuations. In order to
simplify the analysis, we assume that consumers incur the same cost of maintaining their anonymity.
See [45] for a model with correlated valuations, and [1] for a model with varying levels of consumer
sophistication

4 More generally, the cost of opting out can be described by c1 + δc2, where ci, i ∈ {1, 2}, is the
portion of the cost expended in period i. The analysis goes through by setting c = c1/δ+c2. Under
this setting, the discount factor δ plays a greater role: for a given c1 > 0, if δ is sufficiently low (but
not 0), then no consumer would opt out.
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(anonymous) consumers and a price p1
2 to the identifiable ones.5 Consumers may

buy the good only at the price offered to them, qi2 ∈ {0, 1}; i.e., no arbitrage is

possible. Hence, a consumer i with valuation vi who purchases in both periods has

(present discounted) utility vi − p1 + δ(vi − p1
2) if he does not opt out, and utility

vi − p1 + δ(vi − p0
2 − c) if he does. Figure 3.1 summarizes the timeline of the game.

An isomorphic game to consider is one between a firm and a single consumer

whose type is distributed according to F , with one additional assumption: if the

consumer maintains their anonymity, the firm has no way to check its inventory

or to recall whether a purchase was made in the first period. (This assumption is

unnecessary when there is a continuum of consumers because the firm would not

change prices if a single, massless consumer deviated.) Since the firm sets the first

period price when it only knows the prior distribution F , the game is unaffected if

consumers realize their types (according to the same F ) after the firm sets p1. The

motivation for considering this game instead is to eliminate any confusion regarding

the extensive form. A sketch of the extensive form of the modified game is in Figure

3.2.

The solution concept is Perfect Bayesian Nash Equilibrium (PBE). A PBE here

constitutes of the firm’s strategy (composed of first period price p1 and second period

prices p0
2 and p1

2 given the firm’s beliefs); consumers’ strategies (composed of first pe-

riod purchasing decisions qi1 given p1, opting out decisions ri of those who purchased,

and second period purchasing decisions qi2 given period 2 prices); firm’s beliefs about

consumers’ valuations given their identification status (F 1 and F 0 about identified

and anonymous consumers, respectively); such that all strategies are sequentially

rational given the beliefs and the beliefs are consistent given the strategies (as much

as possible off the path of play). We assume F is thrice differentiable along with:

5 Similar welfare results can be obtained if the firm sets second period prices before consumers
decide on whether or not to opt out. However, it can be shown that under this timing no consumer
would opt out in equilibrium for any c > 0, which makes it less appealing in our modeling.
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Assumption 1. (i) p(1 − F (p)) is strictly quasiconcave, with p? = arg maxp p(1 −

F (p)).

(ii) Let h(v) = F (v) + vf(v) and h′(v) = ∂h(v)/∂v = 2f(v) + vf ′(v). h(v) + h′(v)

is non-decreasing in v.

Assumption 1 is satisfied, for example, by F (v) = vx for all x > 0.

3.2 Benchmarks

3.2.1 No Recognition

Consider first as a benchmark the case of no customer recognition, in which the firm

cannot price discriminate in the second period between consumers that bought and

did not buy in the first period. Since the firm does not price discriminate based on

purchasing history, consumers whose valuations exceeds the price would always buy

the good. Thus, the firm sets the same price in each period, p? = arg maxp p(1 −

F (p)), generating a per-period profit of p?(1 − F (p?)). Consumer surplus in each

period is given by
∫ 1

p?(v − p?)dF (v). (We make use of p? = arg maxp p(1 − F (p))

throughout the paper.)

Example 7. When valuations are uniformly distributed, p? = 0.5. Equilibrium

present discounted profit is given by 1+δ
4

, present discounted consumer surplus is

given by (1 + δ)(1 − ṽ)(1+ṽ
2
− p?) = 1+δ

8
, and present discounted social surplus is

3(1+δ)
8

.

3.2.2 Full Recognition

Consider now the case in which the firm is able to recognize its previous customers

and consumers are unable to maintain their anonymity (as in [23], [40], [48], [45],

and [17]). In this setting, the firm can target two different groups of consumers

in the second period: identified consumers who purchased in the first period, and
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unidentified consumers who did not. The firm subsequently sets two different prices

in the second period, p1
2 to identified consumers and p0

2 to unidentified consumers.

Proposition 10 (Fudenberg and Villas-Boas 2006). In the full-recognition equilib-

rium,

(i) Consumers with valuations v ∈ [ṽ, 1] purchase in both periods; consumers with

valuations v ∈ [p0
2, ṽ] purchase only in the second period; the cutoff type ṽ satisfies

ṽ = (1− δ)−1(p1 − p0
2) and ṽ ≥ p?.

(ii) The firm sets p1
2 = max{p?, ṽ} = ṽ and p0

2 to satisfy F (p0
2) + f(p0

2)p0
2 = F (ṽ).

The firm’s first period price p1 is determined from the first-order condition:

1− F (ṽ)− p1f(ṽ)ṽ′ + δṽ′(1− F (ṽ)− f(ṽ)ṽ + f(ṽ)p0
2) = 0

Of particular interest is the monopolist’s pricing strategy towards identified con-

sumers in the second period. Specifically, if the cutoff type for identified consumers

(those who purchase in the first period) ṽ satisfies ṽ ≥ p?, then the monopolist

sets p1
2 = ṽ. If on the other hand ṽ < p?, the monopolist sets p1

2 = p?. That is,

p1
2 = max{ṽ, p?}. Hence, the marginal consumer with valuation ṽ who buys in the

first period gets no surplus in the second period. This is the ratchet effect of con-

sumers who reveal their types [13]. In the model with opting out, we show that

consumers can be better off by essentially switching from a Prisoner’s Dilemma sit-

uation (when obtaining anonymity is costless) to a situation where they face the

ratchet effect (when obtaining anonymity is prohibitively costly).

From Proposition 10, since ṽ ≥ p? holds on the path of play of the full-recognition

equilibrium, p1
2 = ṽ. Thus, a consumer with valuation ṽ is just indifferent between

purchasing in both periods and purchasing only in the second period. It follows that

the indifference condition that characterizes ṽ is given by ṽ− p1 = δ(ṽ− p0
2). Hence,
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p1 = ṽ − δ(ṽ − p0
2). Using p1 = ṽ − δ(ṽ − p0

2) and p1
2 = ṽ, one can simplify the firm’s

present discounted profit to obtain

ṽ(1− F (ṽ)) + δp0
2(1− F (p0

2))

For δ > 0, since p? uniquely maximizes p(1− F (p)) and ṽ ≥ p?, we have

(1 + δ)p?(1− F (p?)) ≥ ṽ(1− F (ṽ)) + δp0
2(1− F (p0

2))

Thus, the firm’s (expected) present-discounted profit under full recognition is lower

than its profit under no recognition. The intuition is that some consumers refrain

from purchasing in the first period because they anticipate a lower price in the next,

and the firm is unable to fully recoup the loss in period 1 profit by price discriminating

in period 2. [23] and [17] show that if the firm is able to commit to second-period

prices in the first period, it would set p1
2 = p0

2 = p?, a result which Proposition 13

extends to the general model where consumers can opt out. Hence, the firm’s profit

under commitment coincides with its profit in the no-recognition equilibrium.

Example 8. When valuations are uniformly distributed, one can obtain p0
2(ṽ) =

ṽ/2, ṽ(p1) = 2p1/(2−δ), and p=
1 (4−δ2)/(8+2δ). In equilibrium, a fraction 2/(4+δ)

of consumers buys in both periods, while a fraction (2 + δ)/(8 + 2δ) of consumers

only buys in the second period. The number of consumers buying in both periods

decreases in the discount factor δ, as more consumers prefer to wait for future deals.

3.3 Opting Out and Partial Recognition

We now consider the setting in which consumers who purchase in the first period

can opt out and preserve anonymity at a cost c. Consumers who purchase in the

first period and do not opt out are identified by the firm in the second period (the

firm recognizes that they purchased in period 1 at a price p1) and will be offered

price the p1
2 in period 2. All other consumers are offered p0

2 in period 2. As above,
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let ṽ denote the first consumer type to purchase in the first period. Denote by α(v)

the (possibly degenerate) probability that a type v ∈ [ṽ, 1] consumer maintains her

anonymity after purchasing. Then the distribution of valuations among anonymous

consumers is

F 0(v) =


F (v)

F (ṽ)+
∫ 1

ṽ α(x)f(x) dx
if v ≤ ṽ

F (ṽ)+
∫ v

ṽ α(x)f(x) dx

F (ṽ)+
∫ 1

ṽ α(x)f(x) dx
if v > ṽ

and the distribution of valuations among identifiable consumers (for v ≥ ṽ) is given

by

F 1(v) =

∫ v
ṽ

(1− α(x))f(x) dx∫ 1

ṽ
(1− α(x))f(x) dx

3.3.1 Costless Anonymity

Proposition 11. When maintaining anonymity is costless (c = 0), the following

strategies are part of a PBE:

(i) The firm sets p1 = p0
2 = p? and p1

2 ≥ p?, where p? = arg maxp p(1− F (p)).

(ii) Consumers with valuations v ∈ [p?, 1] purchase in both periods and all of them

maintain anonymity.

Proof. If p1 = p?, since it is costless to opt out, consumers with valuations v ≥ p?

would purchase the good in the first period. If p0
2 = p? and p1

2 ≥ p?, it is a best

response for all the consumers who purchased in the first period to opt out and

purchase in the second period. In this case, all consumers are anonymous, so it

is profit maximizing for the firm to set p0
2 = p?. Given that all consumers with

valuations v ≥ p1 purchase in the first period and maintain anonymity, the firm’s

first period problem is to choose p1 to maximize (1 − F (p1))p1 + δ(1 − F (p?))p?,

thereby p1 = p?. Since no consumer is identified in the second period, the firm’s

beliefs about identified consumers’ valuations are off equilibrium. Consistent off-
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equilibrium beliefs here are, for example, for the firm to believe identified consumers’

valuations to be at least ṽ, so that setting p1
2 ≥ p? is a best response. (Note that if

a positive mass of purchasing consumers stays identified in any continuation game,

then the firm has no “off equilibrium beliefs” in that continuation game.)

This result says that if the cost of maintaining anonymity is nil, then there exists

an equilibrium where it is in the interest of every individual who purchases the good

in the first period to maintain her anonymity, and the no-recognition outcome in

Subsection 3.2.1 obtains. However, as indicated in Subsection 3.2.2, this turns out

to be exactly what the firm wants. The intuition is that when consumers all maintain

anonymity, they grant the firm the power to commit to a mechanism in which no

price discrimination occurs (because the firm cannot use information it does not

possess), and such a mechanism maximizes the firm’s profit.

In Subsection 3.3.5, we show that from the perspective of consumers, this outcome

is a type of Prisoner’s Dilemma situation: individually, each consumer chooses to

maintain her anonymity; collectively, however, all consumers are worse off as a result

of there being no price discrimination. In fact, if a uniformly random sample of

consumers from [p?, 1] were “forced” to remain identified, they would be just as well

off as under the equilibrium outcome in Proposition 11, but all other consumers

would be (weakly) better off. An important question, therefore, is how allocative

efficiency is affected by the cost c of maintaining anonymity.

3.3.2 Costly Anonymity

In the PBE we consider, all consumers who purchase the good in the first period opt

out with the same probability α.6 This restriction is motivated by the fact that all

6 This equilibrium results from a purification: If G denotes the original game, let di, i ∈ N, denote
a sequence of continuous distributions over the cost of opting out (which are independent from F ),
such that limi→∞ di is the degenerate distribution on c. Let Gdi denote the cost-perturbed game,
where each consumer’s cost of opting out is realized after first period purchasing decisions according
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consumers who purchased in period 1 face the same tradeoff in regards to period 2

prices, regardless of their individual valuation. We refer to such an equilibrium as a

pooling equilibrium. Second period beliefs in a pooling equilibrium are given by

F 0(v) =


F (v)

F (ṽ)+α(1−F (ṽ))
if v ≤ ṽ

F (ṽ)+α(F (v)−F (ṽ))
F (ṽ)+α(1−F (ṽ))

if v > ṽ

(3.1)

and

F 1(v) =
F (v)− F (ṽ)

1− F (ṽ)
(3.2)

In the second period, the firm chooses its prices to maximize profit according to

max
pr
2

(1− F r(pr2))pr2 for r = 0, 1 (3.3)

Lemma 7. For c > 0, p0
2 ≤ p1 ≤ ṽ ≤ p1

2 holds on the path of play of every pooling

equilibrium.

Proof. It is straightforward to see that as in the previous section, p1
2 = max{p?, ṽ}.

Hence, ṽ ≤ p1
2. Note that p1 ≤ ṽ must hold for the marginal consumer with valuation

ṽ to be willing to purchase in the first period. Thus, it remains to show that p0
2 ≤ p1.

Assume on the contrary that p0
2 > p1. Then no consumer waits to purchase in the

second period, so that all consumers with valuations v ≥ p1 purchase in the first

period. Hence, ṽ = p1. If p0
2 > p1 = ṽ, the firm has a strictly profitable deviation

in the second period by setting p0
2 = ṽ − ε, where ε < c. Under this deviation,

consumers with valuations v ∈ [ṽ − ε, ṽ] would purchase in the second period, yet

no repeat customer would opt out, so that the firm’s second period profit would

increase (we emphasize that this deviation is in the second period). Hence, p0
2 ≤ p1

must hold.

to di. It can be shown that the equilibrium we characterize is the unique equilibrium of Gdi when
i→∞, including the equilibrium under c = 0 characterized in Proposition 11.
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In the remainder of the paper, we make the following technical assumption re-

garding the curvature of f :

Assumption 2. Let p? = arg maxp p(1− F (p)), and let w satisfy F (w) + f(w)w =

F (p?). Then for all v ∈ [w, p?), we have f(p?) + (p? − v)(3f ′(v) + vf
′′
(v)) > 0.

Assumption 2 imposes a minimum steepness restriction on the curvature of f

leading to p?, and is satisfied, for example, by F (v) = vx for all x > 0. The

following lemma characterizes the pooling equilibrium for sufficiently small values of

c. Proposition 12, which follows immediately, specifies the relevant range on c and

proves existence.

Lemma 8 (Pooling equilibrium). When c is small, the unique pooling equilibrium

has the following properties:

(i) Consumers with valuations v ∈ [ṽ, 1] purchase in both periods and maintain

anonymity with probability α; consumers with valuations v ∈ [ṽ − c, ṽ] purchase

only in the second period; ṽ ≥ p?.

(ii) The cutoff type ṽ and opting out probability α are determined from:

ṽ = αδc+
1− F (ṽ)

f(ṽ)
(1 + δ(1− α− ∂α

∂ṽ
)) (3.4)

α =
(ṽ − c)f(ṽ − c) + F (ṽ − c)− F (ṽ)

1− F (ṽ)
(3.5)

(iii) The firm sets p1 = ṽ − δc, p1
2 = ṽ, and p0

2 = ṽ − c. The firm’s beliefs about

anonymous and identified consumers’ valuations are given by (3.1) and (3.2).

Proof. It follows from Lemma 7 that the (relevant) solutions to the firm’s period 2

problem are given by

F (p0
2(ṽ)) + f(p0

2(ṽ))p0
2(ṽ) = F (ṽ)(1− α) + α (3.6)
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and p1
2 = max{p?, ṽ}. The cutoff type ṽ is determined from:

ṽ − p1 + δ
(
α(ṽ − p0

2 − c) + (1− α) max{0, (ṽ − p1
2)}
)

= δ(ṽ − p0
2) (3.7)

Assume ṽ ≥ p? on the path of play, so that p1
2 = ṽ. (We show below that this is

indeed satisfied.) If α > 0, in order for mixing consumers to be indifferent between

opting out and not opting out, p0
2 + c = p1

2 must hold. Combining p1
2 = ṽ = p0

2 + c

together with (3.6), we obtain:

α =
(ṽ − c)f(ṽ − c) + F (ṽ − c)− F (ṽ)

1− F (ṽ)
(3.8)

The firm’s first-period problem is to choose p1 to maximize its present-discounted

profit:

max
p1

(1− F (ṽ(p1)))p1 + δ
(
(1− α)(1− F (ṽ(p1)))ṽ(p1)+

+(F (ṽ(p1)) + α(1− F (ṽ(p1)))− F (p0
2(ṽ(p1))))p0

2(ṽ(p1))
)

Given p1
2 = ṽ and p0

2 + c = p1
2, a consumer with the cutoff valuation ṽ anticipates no

net payoff from second period purchases. Using this in (3.7), we obtain ṽ = p1 + δc.

Hence, the firm’s first period problem of choosing p1 is equivalent to choosing ṽ such

that p1 = ṽ−δc and p0
2 = ṽ−c. Using these observation, the firm’s period 1 problem

reduces to:

max
ṽ

(ṽ − αδc)(1− F (ṽ)) + δ(ṽ − c)(1− F (ṽ − c)) (3.9)

Deriving (3.9) with respect to ṽ, we can obtain (3.4). If we substitute for α using

(3.8), we obtain

max
ṽ

ṽ(1− F (ṽ)) + δ(ṽ − c)(1− F (ṽ − c)))− δc(F (ṽ − c) + (ṽ − c)f(ṽ − c)− F (ṽ))

Letting h(v) = F (v) + vf(v) and h′(v) = ∂h(v)/∂v = 2f(v) + vf ′(v), the first-order

condition is

1− F (ṽ)− f(ṽ)ṽ + δ(1− h(ṽ − c)− ch′(ṽ − c)) + δcf(ṽ) = 0 (3.10)
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Rearranging (3.10), we obtain

δc+
1− F (ṽ)

f(ṽ)
+ δ

1− h(ṽ − c)− ch′(ṽ − c)
f(ṽ)

− ṽ = 0 (3.11)

Given a sufficiently small c, (3.11) can be used to solve for ṽ (Proposition 12 provides

the range on c and proves existence). We can then use p1 = ṽ − δc to solve for p1

and equalities (3.6) and (3.8) to solve for p0
2 and α.

To show that ṽ ≥ p? is indeed satisfied, substitute ṽ = p? into (3.10). Using the

fact that 1− F (p?)− p?f(p?) = 0 and dividing by δ gives 1− h(p? − c)− c(h′(p? −

c) − f(p?)). First, it is easy to see that this expression equals 0 when c = 0, since

h(p?) = 1. Now, from quasi-concavity of p(1−F (p)), we have h′(v) ≥ 0 for v ∈ [0, p?]

. Deriving this expression with respect to c gives f(p?) + ch′′(p? − c) ≥ 0, where the

inequality follows from Assumption (2), and is strict for c > 0. Hence, the first-order

condition in (3.11) evaluated at ṽ = p? is nonnegative and strictly positive for c > 0

and δ > 0 (when δ = 0, ṽ = p? follows from (3.10)). Therefore, ṽ ≥ p? holds, with

strict inequality for δ > 0 and c > 0.

To see that the first-order condition yields a unique solution, rearrange (3.11) to

give

1− F (ṽ) + δ(1− h(ṽ − c)− ch′(ṽ − c)) = (ṽ − δc)f(ṽ) (3.12)

It follows from the fact that F is a CDF and from Assumption 1 (ii) that the left-hand

side of (3.12) is decreasing in ṽ for ṽ ≥ p?. In addition, it follows from Assumption

1 (i) that the right-hand side of (3.12) is increasing in ṽ. Existence of a solution

follows from the fact that the firm’s problem is defined over a compact interval, and

profit is clearly not maximized at ṽ = 0 or ṽ = 1.

A discussion of off-equilibrium considerations is relegated to the proof of Propo-

sition 12.
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3.3.3 Characterizing the Equilibrium

When c is small, it follows from Lemma 8 that the firm sets p1 = ṽ − δc, p0
2 = ṽ − c,

and p1
2 = ṽ. Essentially, the firm offers anonymous customers “introductory” prices

in each period. With a slight abuse of notation, let α(c) denote the probability that

a consumer who purchased in the first period maintains anonymity, when the cost

of doing so is c. Proposition 12 characterizes the pooling equilibrium and proves

existence.

Proposition 12. Let p1,FR
2 and p0,FR

2 denote the full-recognition equilibrium period

2 prices, and let c̄ = p1,FR
2 − p0,FR

2 . The pooling equilibrium exists and satisfies the

following properties on the path of play:

1. There exists ĉ ∈ (0, c̄) such that α(c) > 0 for all c ∈ [0, ĉ) and α(c) = 0 for all

c ≥ ĉ.

2. For c = 0, the pooling equilibrium outcome coincides with the no-recognition

equilibrium outcome and is characterized by Proposition 11.

3. For c ∈ (0, ĉ], the pooling equilibrium outcome is characterized by Lemma 8.

4. For c ∈ (ĉ, c̄) and for v̄(c) such that F (v̄− c) + f(v̄− c)(v̄− c) = F (v̄), the firm

sets ṽ (equivalently, p1) to maximize ṽ(1 − F (ṽ))(1 + δ) + δp0
2(F (ṽ) − F (p0

2))

subject to ṽ ≤ v̄ and F (p0
2) + f(p0

2)p0
2 = F (ṽ).

5. For c ≥ c̄, the pooling equilibrium outcome coincides with the full-recognition

equilibrium outcome.

6. The firm’s profit is non-decreasing in c over [ĉ, c̄] and is strictly higher under

c ≥ c̄ than under c = ĉ. Consumer and social surplus are non-increasing over

[ĉ, c̄] and strictly lower under c ≥ c̄ than c = ĉ.
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Proof. We have shown in Proposition 11 that the pooling equilibrium outcome coin-

cides with the no-recognition equilibrium outcome when c = 0. Let pFR1 , p0,FR
2 , and

p1,FR
2 denote the first and second period prices from the full-recognition outcome.

Let ĉ denote the smallest c > 0 such that α(ĉ) = 0. Consider c̄ = p1,FR
2 − p0,FR

2 . In

the partial-recognition game, given c = c̄, the full-recognition outcome is obtainable

by the seller. To see this, note that if the seller sets p1 = pFR1 , p1
2 = p1,FR

2 and

p0
2 = p0,FR

2 would be set optimally given α = 0, and since consumers are indifferent

about maintaining anonymity, this is indeed an equilibrium of the continuation game.

Now, assume on the contrary the firm possesses some profitable deviation by setting

a different first period price such that α > 0 (if α = 0, the same deviation would

have been possible in the full-recognition setting). Since the marginal type, ṽ, gets

no payoff from purchasing in period 2 and since p1
2− p0

2 = c̄ must hold for α > 0, the

same deviation in first period price (with the same resulting ṽ and period 2 prices) is

possible under full recognition (with no opting out). However, in the full-recognition

setting α is fixed at 0, which can only increase the firm’s profit. Hence, the firm would

have a profitable deviation in the full-recognition game, contradicting pFR1 being a

best response. An analogous argument can be made for any c > c̄. Therefore, there

exists ĉ ∈ (0, c̄] such that α(ĉ) = 0. Moreover, when c ≥ c̄, the pooling equilibrium

outcome coincides with the full-recognition equilibrium outcome.

From continuity, it follows that the first-order condition of the firm’s first period

problem in (3.4) is satisfied at ĉ. By Lemma 8 then, p1
2 − p0

2 = ṽ − p0
2 = ĉ. From

α(ĉ) = 0 and Lemma 8, it follows that

F (ṽ − ĉ) + f(ṽ − ĉ)(ṽ − ĉ) = F (ṽ) (3.13)

Deriving (3.5) with respect to ṽ and simplifying using (3.13), we have at c = ĉ:

α′ = ∂α/∂ṽ =
2f(ṽ − ĉ) + f ′(ṽ − ĉ)(ṽ − ĉ)− f(ṽ)

1− F (ṽ)
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Taking α = 0 and substituting these observations in the first-order condition, we

have

ṽ =
1− F (ṽ)

f(ṽ)
(1 + δ(1− α′ĉ)) (3.14)

From the firm’s first-order condition in the full-recognition game, we have

ṽFR =
1− F (ṽ)

f(ṽ)
(1 + δp0′

2 ) (3.15)

and

F (ṽFR − ĉ) + f(ṽFR − ĉ)(ṽFR − ĉ) = F (ṽFR) (3.16)

where p0′
2 = f(ṽ)/

(
2f(ṽ− c̄) + (ṽ− c̄)f ′(ṽ− c̄)

)
. Assume on the contrary that ĉ = c̄,

so that ṽ(ĉ) = ṽFR. For (3.14) and (3.15) to yield the same solution, we must have

p0′
2 = 1− α′c. It is straightforward to check that for the same ṽ and c, p0′

2 = 1− α′c

holds if only if f(ṽ) = 2f(ṽ − c̄) + (ṽ − c̄)f ′(ṽ − c̄), whereby α′ = ∂α/∂ṽ = 0 (and

p0′
2 = 1). However, from (3.5), if ṽ were to increase, this would entail α(ĉ) > 0,

violating α′(ĉ) = 0 . Thus, c̄ < ĉ. In addition, from (3.13) and (3.16) it follows that

ṽ(ĉ) 6= ṽFR. Since the equilibrium outcome under ĉ is obtainable by the firm when

c = c̄ (and in the full-recognition game), it follows that the firm is strictly worse off

under ĉ than under c̄.

To see that α(c) = 0 holds on the path of play for any c ∈ (ĉ, c̄), note that when

α > 0, from Lemma 8 we have p0
2 = ṽ− c, p1

2(c) = ṽ, and p1 = ṽ− δc. The first-order

condition of the firm’s first period maximization problem with respect to ṽ can be

rearranged to give

ṽ = αδc+
1− F (ṽ)

f(ṽ)
(1 + δ(1− α− α′c)) (3.17)

where α′ = ∂α/∂ṽ as before. The first-order condition in (3.17) at c = ĉ where

α(ĉ) = 0 reduces to ṽ = (1− F (ṽ))(1 + δ(1− α′c))/f(ṽ). Using the fact that α = 0
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in α′, we can obtain

α′(ĉ) =
2f(ṽ − c) + f ′(ṽ − c)(ṽ − c)

1− F (ṽ)
− f(ṽ)

1− F (ṽ)

Substituting this into the simplified first-order condition, we have

1− F (ṽ)

f(ṽ)
(1 + δ(1− 2f(ṽ − c) + f ′(ṽ − c)(ṽ − c)

1− F (ṽ)
c))− (ṽ − δc) = 0 (3.18)

Assume on the contrary that there exists some k′ ∈ (ĉ, c̄) such that α(k′) > 0. Since

α(c̄) = 0, there must exist k > k′ such that α(k) = 0 and the first-order condition is

satisfied at k. From Lemma 8, we have p0
2(k) = ṽ(k)− k. Substituting this into the

firm’s second period problem, we obtain

(ṽ(k)− k)f(ṽ − k) + F (ṽ(k)− k) = F (ṽ(k)) (3.19)

Since k > ĉ and the left-hand side of (3.19) is increasing in ṽ(k) by quasiconcavity, we

have ṽ(k) > ṽ(ĉ). Moreover, since α(ĉ) = 0, (ṽ(ĉ)−k)f(ṽ−ĉ)+F (ṽ(ĉ)−ĉ) = F (ṽ(ĉ)).

This observation together with (3.19) imply that ṽ(k) − ṽ(ĉ) > k − ĉ. Finally, we

have from (3.19) that p0
2(k) = ṽ(k) − k ≤ p? since ṽ(k) ≤ 1. Since α(k) = 0, the

first-order condition at k similarly gives

1− F (ṽ(k))

f(ṽ(k))
(1 + δ(

(??)︷ ︸︸ ︷
1− F (ṽ(k))− k

(
2f(ṽ(k)− k) + f ′(ṽ(k)− k)(ṽ(k)− k)

)
1− F (ṽ(k))

))︸ ︷︷ ︸
(???)

−(ṽ(k)− δk)︸ ︷︷ ︸
(?)

(3.20)

However, this expression is negative. To see this, note that from the above, ṽ(k) −

ṽ(ĉ) > k − ĉ ≥ δ(k − ĉ), so that ṽ(k) − δk > ṽ(ĉ) − ĉ. Thus, (?) is more negative

than its corresponding term in (3.18). Additionally, Assumption 1 (quasiconcavity)
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along with ṽ(k) − k ≤ p? entail a decreasing hazard rate. Also, since ṽ(k) > ṽ(ĉ),

1− F (ṽ(k)) < 1− F (ṽ(ĉ)). It remains to show that (??) is smaller: since α(k) = 0,

(??) reduces to 1 − (h(ṽ(k) − k) + kh′(ṽ(k) − k)), where h(v) = F (v) + vf(v) and

h′(v) = ∂h(v)/∂v = 2f(v) + vf ′(v). By part (ii) of Assumption 1, (??) is thus

lower under c = k than its corresponding term under c = ĉ, which together with the

previous observation implies that (? ? ?) is lower under c = k. But then the first-

order condition is violated at c = k — a contradiction. Therefore, for all c ∈ [ĉ, c̄],

α(c) = 0.

For c ∈ [ĉ, c̄), the equilibrium first-period price p1 is low enough to satisfy

α(c) = 0. From the firm’s second period problem, when α = 0, p0
2 is derived from

F (p0
2(ṽ)) + f(p0

2(ṽ))p0
2(ṽ) = F (ṽ) (3.21)

Let v̄(c) satisfy

F (v̄ − c) + f(v̄ − c)(v̄ − c) = F (v̄) (3.22)

From (3.5), given c ∈ [ĉ, c̄), v̄(c) denotes the highest cutoff type such that α = 0.

Note that ṽ(c) ≥ ṽ(ĉ) for c ∈ [ĉ, c̄); if not, the firm would possess a profitable

deviation under ĉ. Thus, ṽ(c) ≥ ṽ(ĉ) ≥ p? and p1
2(c) = ṽ(c). The firm’s first-period

problem reduces to choosing ṽ (or equivalently, p1) to maximize

max
ṽ(c)

ṽ(c)(1− F (ṽ(c)))(1 + δ) + δp0
2(F (ṽ(c))− F (p0

2)) (3.23)

subject to ṽ ≤ v̄(c). Since ∂v̄(c)/∂c > 0 by Assumption 1, it follows that the firm is

less constrained as c increases, and that ∂ṽ(c)/∂c ≥ 0 (if ṽ(c) were to decrease at some

c in this range, the firm would possess a profitable deviation at a lower c). Moreover,

since ṽ(ĉ) 6= ṽ(c̄), it follows that ṽ(c) is strictly decreasing for some c in this range.

Similarly, (3.21) combined with p0
2 ≤ p? (since ṽ(c) ≤ 1) and p1

2 = ṽ imply that p0
2

and p1
2 are non-decreasing in c over this range (and strictly increasing for some c).

Finally, from the equality that defines the cutoff type ṽ, we have ṽ− p1 = δ(ṽ− p0
2),
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or p1 = ṽ(1 − δ) + δp0
2, which entails that p1 also is non-decreasing over [ĉ, c̄] (and

strictly decreasing for some c in this range).

Because no consumer opts out under c ∈ [ĉ, c̄], social surplus is simply a function

of how many consumers purchase in equilibrium. Since prices and the cutoff type

are non-decreasing, it follows that social surplus decreases in c over this range (and

is strictly lower under c̄ than under ĉ). The same holds for consumer surplus since

all prices go up and fewer consumers purchase.

To see that α(c) ∈ [0, 1) for any c > 0, assume otherwise. Then, α(c) = 1 for

some c > 0. Thus, all consumers with valuations v ∈ [ṽ(c), 1] who purchase in the

first period choose to maintain their anonymity. For this to hold, it must be that

p1
2−p0

2 ≥ c. However, in the second period, the firm possesses a profitable deviation:

by setting p1
2 = p0

2 + c − ε, for some small ε > 0, the firm’s second-period profit

increases by at least (1 − F (ṽ(c)))(c − ε) without lowering first-period sales. For

ε < c, this is a profitable deviation.

Existence follows from the fact that the firm’s profit is defined on a compact

interval, and its profit is strictly higher for ṽ ∈ (0, 1) than for ṽ = 0 or ṽ = 1. It

follows from continuity that the firm obtains its maximum profit in this compact

interval, at a point where the appropriate first-order condition is satisfied.

In regards to off-equilibrium path situations, we note that for all c > 0, there is a

positive mass of both identified and anonymous consumers on the path of play (when

c ≥ ĉ, the only anonymous consumers are the ones who did not purchase in the first

period). Thus, there are no non-trivial7 off-equilibrium beliefs on the continuation

game that follows the first period. In addition, there is no off-equilibrium path

continuation game (i.e., for a different p1) where all consumers maintain anonymity

(if this is the case, as discussed before, the firm has a strictly profitable deviation by

7 There are off-path situations in which consumers behave in a non-utility maximizing way, but
such individual behavior does not affect the prices offered by the firm.
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lowering p1
2 so that 0 < p1

2 − p0
2 < c). Thus, for c > 0, off equilibrium beliefs only

come into play when no consumer purchases in the first period. In such a situation,

the firm sets p0
2 = p? and its present discounted profit is given by δp?(1 − F (p?)).

However, such a situation can never be sustained in equilibrium: the firm can make

positive profit in the first period by lowering p1, while still being able to obtain the

same second period profit by offering p0
2 = p1

2 = p?.

Figure 3.3 shows how the probability of opting out is affected by the cost of

maintaining anonymity, c. The interval [ĉ, c̄] is of particular interest, because as

parts (1) and (6) of Proposition 12 indicate, consumer and social surplus decrease

in this range, the firm’s profit increases, but the probability of opting out is fixed

at 0. The reason for this is the following. First, when c > 0 and α(c) > 0, some

consumers incur a cost of c in order to opt out. Since in equilibrium, consumers are

just indifferent between opting out and staying identified, this cost is passed on to the

firm. Second, since some consumers opt out, the second period price to anonymous

consumers, p0
2, targets both first-time buyers and repeat customers who opted out,

thus interfering with the firm’s ability to capture more first-time buyers in period 2.

As a result, the firm sets p1(c) so that the probability of opting out reaches 0 at a

cost ĉ that is strictly lower than the cost c̄ at which the full-recognition outcome is

obtained. In other words, the firm prefers to first completely disincentivize opting

out before further pursuing price discrimination.

3.3.4 Firm Profit

For c ∈ [0, ĉ] and c = c̄, the present value of the firm’s profit is given by

(ṽ(c)− δα(c)c)(1− F (ṽ(c))) + δp0
2(1− F (p0

2)) (3.24)

which may be above or below profit under full recognition, depending on the value of

c, which we illustrate in the next subsection. From Proposition 12, the firm’s profit
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under c ∈ (ĉ, c̄) is lower than profit under c = c̄.

We note that the firm can always obtain the second period profit of the no-

recognition equilibrium by setting p0
2 = p1

2 = p?. However, since ṽ ≥ p?, first period

profit is lower than under no recognition. When c = 0, the firm obtains the no-

recognition equilibrium profit. When c > c̄, the firm obtains the full-recognition

equilibrium profit. The firm’s profit is always higher under no recognition, because

it is then able to obtain the same profit as when it can commit to second period

prices in the first period:

Proposition 13 (Firm profit). For δ > 0, the firm’s profit is highest at c = 0 and

is non-monotonic in c. If the firm is able to commit to second period prices in the

first period, the firm would set p1 = p0
2 = p1

2 = p?.

Proof. For a given cost of opting out, c, the firm’s profit is at most its profit when

it collects this cost c. This profit is given by adding δα(c)c(1− F (ṽ)) to (3.24):8

ṽ(c)(1− F (ṽ(c))) + δp0
2(1− F (p0

2)) (3.25)

The expression in (3.25) is uniquely maximized when ṽ(c) = p0
2 = p?, which then

gives the firm’s profit in the no-recognition outcome, also obtained, by Proposition

11, when c = 0. However, ṽ > p? for all c > 0 and δ > 0. Thus, the firm’s profit is

highest under c = 0. Non-monotonicity follows from part (6.) of Proposition 12: the

firm’s profit is higher under c = c̄ than under c = ĉ, where ĉ < c̄.

If the firm were able to commit to second period prices, it would set p0
2 and p1

2

such that no consumer maintains their anonymity. To see this, suppose otherwise.

Then p1
2 − p0

2 ≥ c. If p1
2 − p0

2 > c, the firm can strictly increase its profit by setting

p1
2 ∈ (p0

2, p
0
2 + c), whereby no consumers maintains their anonymity, more consumers

8 For c ∈ (ĉ, c̄), this profit is bounded above by the profit under c = c̄, for which Equality (3.25)
is satisfied. For c > c̄, profit is the same as under c = c̄. Hence, Equality (3.25) provides an upper
bound on profit at any given c.
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purchase in the first period, and some consumers pay more in the second period. If

p1
2 − p0

2 = c and a positive mass of consumers maintains anonymity, the firm can

infinitesimally decrease p1
2, whereby no consumers would maintain anonymity and

the firm’s profit strictly increases. Hence, the firm would set second period prices

such that p1
2 − p0

2 ≤ c and no consumer opts out. Therefore, the firm’s commit-

ment problem in the partial-recognition game is a constrained version of the firm’s

commitment problem in the full-recognition game. In addition, the firm’s best reply

and corresponding outcome in the full-recognition game with commitment (setting

p1 = p0
2 = p1

2 = p?) is feasible in the constrained problem. It follows that under

commitment, the firm sets p1 = p0
2 = p1

2 = p? for any c ≥ 0.

For c ∈ [0, ĉ] and c = c̄, consumer surplus is given by9

∫ 1

ṽ

vf(v)dv − (1− F (ṽ))(ṽ − δc)︸ ︷︷ ︸
(?)

+ δ
(∫ 1

ṽ−c
vf(v)dv + (F (ṽ)− F (ṽ − c))c− (1− F (ṽ − c))ṽ

)
︸ ︷︷ ︸

(??)

(3.26)

In (3.26), (?) is consumer surplus from period 1 transactions: consumers with valu-

ations v ∈ [ṽ, 1] purchase the good and pay a price ṽ − δc; (??) is consumer surplus

from period 2 transactions: consumers with valuations v ∈ [ṽ − c, 1] are repeat cus-

tomers and end up expending ṽ (factoring in the cost of opting out), and consumers

with valuations v ∈ [ṽ − c, ṽ] are first time shoppers receiving a price discount of c.

3.3.5 Do Consumers Benefit From More Privacy?

Proposition 13 shows that the firm obtains its highest profit when consumers can

costlessly maintain their anonymity. Since there is no cost to production, the efficient

9 The expression in (3.26) gives a lower bound on consumer surplus for c ∈ (ĉ, c̄).
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outcome in this model – the first best – would be for every consumer to obtain the

good in each period. Clearly, the efficient outcome is not obtained for any c ≥ 0

since some consumers do not purchase. Hence, although the firm’s profit is lower

under c > 0 compared to c = 0, it is not immediately clear that consumer surplus is

higher. In other words, since the entire surplus pie is never realized, the division of

realized surplus is not obvious.

When valuations are uniformly distributed, Proposition 13 can be used to derive

equilibrium profit and consumer surplus as a function of the cost parameter c . We

summarize these findings in Proposition 14 (Figures 3.4(a)-(d) show comparative

statics for the case of δ = 1).

Proposition 14. With uniformly distributed valuations, the unique pooling equilib-

rium satisfies the following:

• Consumers with valuations in [ṽ, 1] purchase in the first period and opt out with

probability α, where

ṽ =


1+δ−δc(1+2δ)

2(1+δ)
+ δc if c ≤ ĉ

min{2c, 2c̄} if c > ĉ,

(3.27)

α(v) =


1+δ−(4+3δ)c

1+δ(1−c) if c ≤ ĉ

0 if c > ĉ,

(3.28)

ĉ = 1+δ
4+3δ

, and c̄ = 2+δ
8+2δ

.

• The firm sets prices

p1 =


1+δ−δc(1+2δ)

2(1+δ)
if c ≤ ĉ

min{(2− δ)c, (2− δ)c̄} if c > ĉ,

(3.29)
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p0
2 = 1

2
(ṽ+α(1−ṽ)), and p1

2 = ṽ on the path of play. Its beliefs about anonymous

and identified consumers’ valuations are given by (3.1) and (3.2).

In addition, the following properties are satisfied:

1. ṽ and p1
2 are strictly increasing in c for c ∈ [0, c̄).

2. p1, p0
2, and α are strictly decreasing in c for c ∈ [0, ĉ); and p1 and p0

2 are strictly

increasing in c for c ∈ (ĉ, c̄).

3. For c ∈ [0, ĉ), consumer surplus is strictly increasing and every consumer’s

(expected) utility is weakly increasing in c. The opposite holds for c ∈ (ĉ, c̄).

Consumer surplus is highest at c = ĉ.

4. The firm’s profit is non-monotonic in c, increasing in c over [ĉ, c̄), and highest

at c = 0.

5. Social surplus is non-monotonic in c, decreasing in c over [ĉ, c̄), higher for

c ≥ ĉ (where no consumer opts out) than at c = 0 (all purchasing consumers

opt out), and highest at c = ĉ.

From Proposition 14, equilibrium profit to the firm initially decreases in the

cost of maintaining anonymity, c, and then increases. Equilibrium consumer surplus

initially increases and then decreases. When c is deadweight loss (e.g., the time

and effort of setting up a new account), equilibrium social surplus is non-monotonic,

achieving a global maximum at the smallest cost at which no consumer maintains

their anonymity.

The intuition is as follows: when c = 0, all consumers who purchase in the first

period choose to maintain their anonymity. As c begins to rise, consumers must

pay a non-trivial resource cost in order to remain anonymous. Since in equilibrium,

consumers who purchase the good in the first period must be indifferent between
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opting out and staying identified, the cost of preserving anonymity is passed on to the

firm and is wasted, resulting in lower profit and lower social surplus. As c continues

to rise, fewer consumers opt out and deadweight loss eventually falls, causing profit

to rise. Additionally, the decline in the price offered to anonymous consumers in the

second period, p0
2, results in more sales and even higher consumer surplus. When

c is very high (i.e., c ∈ [ĉ, c̄]), the firm is better able to price discriminate against

consumers and increases the first period price — this results in fewer consumers

purchasing and lower surplus.

The firm has an additional subtle motivation in decreasing the first period price:

by doing so, more consumers purchase, thus shifting down the cutoff type ṽ. As a

result, the difference in the prices the firm would (credibly) offer in the second period

(p1
2 = ṽ to identified and p0

2 = ṽ/2 to anonymous consumers) shrinks, so that less

consumers maintain anonymity. Said another way, lowering the first period price

enables the firm to incentivize more purchasing consumers to remain identified.

For completeness, Figure 3.4(d) plots social surplus when c is not deadweight loss

(e.g., a fee charged by a third party). When c is not deadweight loss, social surplus

is simply a function of how many consumers purchase in equilibrium – and since for

c ∈ [0, ĉ] more consumers purchase as c increases, social surplus increases over this

range. When c ≥ ĉ, no consumer opts out; at a given c in this range, social surplus

is the same regardless of whether or not c is deadweight loss.

3.4 Conclusions

We studied a model in which a firm is able to recognize and price discriminate

against its previous customers, while consumers can maintain their anonymity at

some cost. We showed that the firm obtains its highest profit when consumers can

costlessly maintain their anonymity, but consumers can be better off when maintain-

ing anonymity is costly, up to a point.
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This paper suggests that certain aspects of online consumer privacy may be mis-

judged by policymakers and consumer advocacy groups. In particular, facilitating

opting out can decrease consumer and social surplus when the cost of opting out is

already low, although the opposite (or a neutral) effect takes place at higher costs.

Of course, in practice, many other considerations need to be taken into account that

are not in the scope of our model, such as the intrinsic value of privacy, as well as

the (possibly accidental) release of sensitive information and corresponding spillover

effects—for example, the release of an individual’s medical records to her employer.

Our model can, in principle, be extended to take certain other economic consid-

erations into account. An immediate direction is to study a model with competition.

We have some initial findings in a similar model with two firms that sell differentiated

products; these findings suggest that similar phenomena occur in this setting. An-

other direction is to make the cost of opting out endogenous. For example, one can

consider a setting where a third party—a privacy gatekeeper—can provide anonymity

to consumers for a fee.10 One of our preliminary findings in this extension of the

model is that the privacy gatekeeper would prefer to bargain with the firm to set the

cost of opting out to zero. One can also consider settings where consumers obtain

some benefit from being identified, such as smaller search costs or better technical

support. Our preliminary finding here is that the results from the basic model extend,

except the relevant range of costs grows larger.11 Another variant is to consider an

opt-in policy. For instance, the firm could pay consumers to be identified (as in the

case of membership programs that offer discounts). Finally, one could consider an

10 For instance, a consumer could rent a postal box from UPS so as not to disclose her home
address. However, UPS could make such an “anonymizing service” much simpler: it could provide
customers with individualized one-time codes. Consumers would give these codes to sellers instead
of their home addresses. When sellers ship purchases via UPS, they would print the corresponding
code on the label, and UPS would use this code to determine the customer’s address.
11 Notably, in such environments, consumers could benefit from having multiple accounts: one
account to use for obtaining these benefits, and another account to use for potential access to lower
prices.
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extension with overlapping generations of consumers, where consumers of an “older”

generation may want to become anonymous in order to access prices offered to a

“younger” generation and vice versa.
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Figure 3.1: Timeline of the game in Chapter 3.
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Figure 3.2: Extensive form sketch of a game isomorphic to the game in Chapter 3.
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Figure 3.3: The probability of opting out, α, as a function of the cost of opting
out, c, on the equilibrium path of play.
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(a) Firm profit as a function of opt-
ing out cost c

(b) Consumer surplus as a function
of opting out cost c

(c) Social surplus, c is deadweight
loss

(d) Social surplus, c is a fee

Figure 3.4: Comparative statics in the pooling equilibrium.
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Figure 3.5: Competition with differentiated products: First and second period
pricing strategies for different values of γ in the no-recognition equilibrium.
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Figure 3.6: Market segmentation in the second period of the full-recognition game.
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(a) First period prices. Firm A’s prices
are solid and firm B’s are dashed. Full-
recognition price curves are thicker and in
black, while no-recognition price curves are
thinner and in blue (grey in monochrome).

(b) Second period prices. Firm A’s prices
are solid and firm B’s are dashed. Full-
recognition price curves are thicker, in black
to identified consumers, and in green (grey
in monochrome) to unidentified consumers.
No-recognition price curves are thinnest.

Figure 3.7: Equilibrium prices for different values of γ.
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(a) Comparison of consumer surplus (full
recognition is solid, no recognition dashed)

(b) Percentage difference in consumer sur-
plus when switching to full recognition

Figure 3.8: Consumer surplus comparison: Full recognition versus no recognition.

114



(a) Comparison of social surplus (full recog-
nition is solid, no recognition is dashed)

(b) Percentage difference in social surplus
when switching to full recognition

Figure 3.9: Social surplus comparison: Full recognition versus no recognition.
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Figure 3.10: Equilibrium per-period total profit for different values of γ.
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Appendix A

Extending the Model

A.1 Generalizations

A.1.1 Purification Refinement

The pooling equilibrium we have characterized so far is not the only equilibrium. To

illustrate this, we provide an example of another type of equilibrium (a “separating”

equilibrium) in Section A.4 of the appendix. However, in this subsection we show that

the pooling equilibrium is the unique equilibrium to survive a sensible equilibrium

refinement. The refinement is based on taking the limit of a sequence of games where

all consumers’ costs of opting out are perturbed.

More formally, let G denote the original game. Let di, i ∈ N, denote a sequence

of continuous distributions over the cost of opting out (which are independent from

F ), such that limi→∞ di is the degenerate distribution on c. Let Gdi denote the

cost-perturbed game, where each consumer’s cost of opting out is realized after first

period purchasing decisions and is drawn from di.

Definition 23 (Refined Equilibrium). An equilibrium of the original game is a re-

fined equilibrium if it is the limit of a sequence of equilibria of cost-perturbed games.
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The following proposition proves that the pooling equilibrium is the limit of the

sequence of equilibria of Gdi , as i → ∞. Moreover, it is the only equilibrium that

satisfies this refinement.

Proposition 15 (Refinement). The pooling equilibrium is the unique refined equi-

librium.

Proof. Since consumers realize their cost of opting out after they make their first

period purchasing decisions, we need only focus on the monopolist’s price setting

problem and consumer’s purchasing decisions in the second period. Let ṽ denote the

marginal consumer who is just indifferent between purchasing in the first period and

possibly in the second period, and purchasing only in the second period. First, we

point out that p0
2 ≤ p1

2. To see this, note that p0
2 targets consumers with valuations

in [0, 1], while p1
2 targets consumers in [v̂, 1], where v̂ ≥ ṽ. Since the distribution

over opting out costs di is independent from the distribution over valuations F (v),

the conditional opting out probability of a consumer with valuation v ≥ ṽ such

that v ≥ p1
2 is independent of v. Combined, these observations imply that p0

2 ≤ p1
2.

Consequently, a consumer with valuation v ≥ ṽ such that ṽ ≥ p1
2, whose realized

opting out cost is less than p1
2 − p0

2, would choose to opt out. The firm’s second

period problem is given by

max
p02,p

1
2

(
F (ṽ)− F (p0

2) + (F (p1
2)− F (ṽ))

∫ p12

ṽ

di(v − p0
2)dF (v)

)
p0

2

+(1− F (p1
2))(p1

2 − di(p1
2 − p0

2)(p1
2 − p0

2))

Here, di(p
1
2 − p0

2) is the proportion of consumers with valuations v ∈ [p1
2, 1] who

can afford p1
2 but choose to opt out and pay the ”discounted price” p0

2 in the second

period. Recall di is distributed over [cLi
, cHi

]. Note that if p1
2−p0

2 ≥ cHi
, all consumers

in [p1
2, 1] opt out. If cHi

> 0, this is suboptimal for the firm, since by lowering p1
2
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such that p1
2− p0

2 < cHi
, the firm can increase its profit by (p1

2− p0
2)(1− di(p1

2− p0
2)).

On the other hand, if p1
2 < p0

2− cLi
, no consumer opts out. Subject to p1

2 < p0
2− cLi

,

the firm’s second period problem becomes

max
p02,p

1
2

(F (ṽ)− F (p0
2))p0

2 + (1− F (p1
2))p1

2

The firm’s optimal pricing strategy in this case is the same as in the full recognition

equilibrium in the original game (or in the partial-recognition game when c ≥ c̄).

Hence, when cLi
≥ c̄, the equilibria of the original game and of the perturbed game

are strategically equivalent, whereby p1
2 − p0

2 = c̄.

It remains to consider the equilibrium of the perturbed game when cLi
< c̄.

When cLi
< c̄, p0

2 + cLi
> p1

2 can no longer be part of an equilibrium. To see this,

note that if p0
2 + cLi

> p1
2, then no consumer opts out. Thus, p2 ≥ ṽ. Hence, the

marginal consumer obtains no payoff from purchasing in the second period, and ṽ is

determined from ṽ − p1 = δ(ṽ − p0
2). However, the partial-recognition equilibrium is

possible in this setting with c = cLi
, and with α = di(p

1
2 − p0

2) for c ≤ ĉ and α = 0

otherwise. Similarly, for c = cLi
, the equilibrium with no opting out and p0

2 + c > p1
2

is also viable in the partial-recognition setting for c < c̄, but is suboptimal to the

firm. Therefore, p0
2 + cLi

≤ p1
2.

From the above observations, it follows that under di, the firm’s second period

prices satisfy p1
2 − p0

2 ∈ [cLi
, cHi

]. Therefore, as i → ∞, such that cLi→∞ = cHi→∞ =

c, we have p1
2 − p0

2 = c. Additionally, under di→∞, the opting out decision of a

consumer whose valuation is greater or equal to p1
2 is independent of their valuation.

Substituting these as constraints into the firm’s second period problem in the partial-

recognition game, we obtain

max
p02,p

1
2

(
F (ṽ − F (p0

2) + α(1− F (p1
2))
)

+ (1− α)(1− F (p1
2))p1

2 (A.1)

where we use the observation that F (p1
2)−F (p0

2 + c) = 0 follows from the constraint

119



p1
2−p0

2 = c. However, the solution to p1
2 specified by (A.1) is given by p1

2 = max{p?, ṽ}.

Hence, the firm’s problem under Gdi→∞ coincides with the firm’s problem in the pool-

ing equilibrium of the partial-recognition game. In Lemma 8, we show that ṽ ≥ p?

holds on the equilibrium path, so that p1
2 = ṽ. Finally, since the pooling equilibrium

is the only equilibrium where all consumer types who purchase the good in both

periods have the same opting out strategy, it follows that the pooling equilibrium is

the unique refined equilibrium.

A.1.2 A More General Cost Function

So far, we have assumed that the cost of opting out, c, is expended in the second

period. More generally, the cost of opting out can be described by C = c1 + δc2,

where c1 is the part of the cost expended in the first period (e.g., using a virtual

credit card when making a purchase, or acquiring a gift certificate from a brick and

mortar store), and c2 is the part of the cost expended in the second period (e.g.,

calling a service in order to opt out or to cancel a service before purchasing again).

The assumption underlying this cost function is that both costs c1 and c2 must be

expended in order to successfully opt out. For example, if a consumer used a credit

card as opposed to a gift certificate to make a purchase in the first period, but did call

to cancel a service before purchasing again, this consumer would still be recognized.

Nearly all of the previous analysis goes through by setting c = c1/δ+ c2.1 Hence,

if c1/δ + c2 ≥ c̄, the full recognition equilibrium results. It is straightforward to see

that if there is a cost associated with opting out in the first period (i.e., c1 > 0)

and δ is sufficiently close to 0 (e.g., δ ∈ (0, c1]), then no consumer opts out and the

full-recognition equilibrium results. (If c1 > 0 and δ = 0, then no consumer opts out,

but all consumers with valuations v ∈ [p1, 1] purchase in the first period, and so the

1 In order for the analysis pertaining to the purification refinement to go through, we need to
either (1) maintain the assumption that consumers realize the perturbation in their cost of opting
out after they make their first period purchasing decisions, or (2) assume that only c2 is perturbed.
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no-recognition equilibrium results.)

A.2 Regulation

In this section, we consider settings where the cost of opting out is revenue set and

collected either by a third party or by the firm itself.

A.2.1 In-House Privacy

We begin by considering the case where the firm itself sets the cost of opting out.

The following lemma characterizes the firm’s behavior.

Lemma 9 (In-house privacy). If the firm is able to set and commit to the fee of

opting out before first period purchases, it would set c = 0 and the no-recognition

outcome results. If the firm is only able to set the fee of opting out after first period

purchases, it would set c ≥ c̄, and the full-recognition outcome results. This result is

independent of whether or not the firm collects the fee of opting out.

Proof. For a given c, the firm’s profit when it collects the fee of opting out (which is

no less than its profit when it does not) is given by

ṽ(c)(1− F (ṽ(c))) + δp0
2(1− F (p0

2))

which is maximized when ṽ = p0
2 = p?, or when c = 0. Hence, if the firm could

commit to the opting out fee before consumers’ first-period purchasing decisions, it

would set c = 0.

If the firm cannot commit to a certain opting out fee before consumers’ first-period

purchasing decisions, and if the firm does not collect the fee, it is straightforward to

see that th efirm would not want consumers to opt out. Hence, the firm would set c

prohibitively high. Consumers would anticipate this when making their first period

choices, and so the full-recognition equilibrium results. Now, If the firm collects the
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fee, it would set p1
2 − p0

2 ≤ c. To see this, note that if p1
2 − p0

2 > c, all identified

consumers would opt out, and the firm would reap a profit of p0
2 + c from each of

these consumers. However, if the firm sets the opting out fee to be c′ > c such that

p1
2 − p0

2 > c′ is satisfied, identified consumers would still strictly prefer to opt out,

but the firms profit from each of them would now be p0
2 + c′. Hence, p1

2 − p0
2 ≤ c

is satisfied. Additionally, p1
2 = max{p?, ṽ} ≥ ṽ continues to hold. Thus, consumers

anticipate that they cannot increase their utility in the second period by opting out,

and so consumers behave in the first period as they do in the first period of the

full-recognition game. Subsequently, the firm sets prices as in the full-recognition

game, sets c ≥ c̄, and the full-recognition equilibrium outcome results.

The result of Lemma 9 implies that when the firm can commit to setting the

opting out fee in the first period, it can effectively commit to prices, and the no-

recognition equilibrium outcome results. When it does not have commitment power,

the firm would set the cost of opting out sufficiently high such that no consumers

opt out, and the full-recognition outcome results. When valuations are uniformly

distributed, social surplus and consumer surplus are higher under full recognition

than under no recognition. Hence, social surplus and consumer surplus are higher

when the firm does not have commitment power.

A.2.2 Privacy Gatekeeper

Suppose there is a third party that acts as a privacy gatekeeper, operates at no

variable cost, and is able to set and commit to a fee of opting out before the origi-

nal game starts. The gatekeeper allows consumers to maintain their anonymity by

making first-period purchases on their behalf, and may charge a per-purchase fee

(which corresponds to setting c in the basic model).2 The gatekeeper can also make

a take-it-or-leave-it offer to the firm, which consists of a price schedule correspond-

2 Technically, the gatekeeper sets c/δ, which corresponds to setting c in the original game.
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ing to different levels of setting c (e.g., the firm must pay an x amount of money to

the gatekeeper for setting c = 0). We assume that the gatekeeper holds all of the

bargaining power, but this is not necessary for the results. The following proposition

summarizes the gatekeeper’s equilibrium actions.

Proposition 16 (Privacy gatekeeper). When the privacy gatekeeper can only charge

consumers, it sets c = c? ∈ (0, ĉ), where c? = arg maxc α(c)(1−F (ṽ(c)))c. When the

gatekeeper can make a take-it-or-leave-it offer to the firm, it sets c = 0 and charges

the firm Π(c = 0)− Π(c?).

Proof. When the gatekeeper does not negotiate with the firm, its optimal fee is given

by c? ∈ (0, ĉ), such that

c? = arg max
c

δα(c)(1− F (ṽ(c)))c

We note that c? ∈ (0, ĉ) holds because when c = 0 or c ≥ ĉ, no consumer opts out

in equilibrium, so that the gatekeeper makes no profit. Now consider the case where

the gatekeeper is able to negotiate with the firm. The present value of the firm’s

profit is given by

Π(c) = (ṽ(c)− δα(c)c)(1− F (ṽ(c))) + δ(ṽ(c)− c)(1− F (ṽ(c)− c))

Thus, given any c > 0, the firm would be willing to pay the gatekeeper the following

amount in order for the gatekeeper to set c = 0:

Π(c = 0)− (ṽ(c)− δα(c)c)(1− F (ṽ(c))) + δp0
2(c)(1− F (p0

2(c)))

where Π(c = 0) = (1+δ)p?(1−F (p?)). By Proposition 13, the firm’s profit is highest

at c = 0. Moreover, for all c > 0, we have

Π(c = 0) > ṽ(c)(1− F (ṽ(c))) + δp0
2(c)(1− F (p0

2(c))) (A.2)
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since the right-hand side of (A.2) is uniquely maximized when ṽ = p0
2 = p?, which

only occurs at c = 0. From Π(c) =
(
ṽ(c)(1 − F (ṽ(c))) + δp0

2(c)(1 − F (p0
2(c)))

)
−

δα(c)(1− F (ṽ(c)))c, it follows that for all c > 0

Π(c = 0)− Π(c) > δα(c)(1− F (ṽ(c)))c

Hence, the gatekeeper is better off charging the firm Π(c = 0) − Π(c?) and setting

c = 0 than setting any other c > 0.

The intuition for this result is as follows. When c > 0, the firm has to compensate

consumers who purchase in the first period for disclosing their private information.

This compensation goes to consumers who opt out and to those who remain iden-

tified. Since the firm compensates consumers for opting out, the gatekeeper’s profit

ends up being a transfer from the firm to the gatekeeper. Hence, the gatekeeper’s

profit for any c > 0 is never greater than the firm’s loss in profit compared to the

case where c = 0. Thus, the gatekeeper can always extract a larger amount from the

firm for setting c = 0 (than any combination of charging both firm and consumers

with c > 0).

Example 9. With uniformly distributed valuations and δ = 1, Figure 3.4(d) shows

that social surplus is monotonically increasing in c over [0, ĉ] when the cost of opting

out is a fee collected by the gatekeeper. When the gatekeeper is only able to charge

consumers, it sets c? = 1/7. The resulting profit for the firm is Π(c?) ≈ 0.452 and

consumer surplus is ≈ 0.29. The resulting privacy gatekeeper’s profit is ≈ 0.038. It

is worth noting that the firm’s profit in this case is slightly higher than its profit in

the full-recognition equilibrium, so that the firm benefits from the (costly) ability of

consumers to opt out.

When the gatekeeper is able to make a take-it-or-leave-it offer to the firm, it sets

c = 0, and (when δ = 1) charges the firm approximately 0.05. As a result, both

consumer surplus and social surlus are at their lowest levels.
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A.3 Competition in Differentiated Products

In this section, we extend the monopoly model to a setting where there are two com-

peting firms selling differentiated products, firm A and B. For technical simplicity,

we assume δ = 1. In order to stay in the context of the model we have explored so

far, we assume that both firms have no production costs, but consumers have a lower

(or the same) valuation for firm B’s good. Specifically, we assume that a consumer

with valuation v ∈ [0, 1] for firm A’s good has valuation γv for firm B’s good, where

γ ∈ [0, 1]. Hence, consumers’ valuations for firm B’s good are distributed over [0, γ].

This difference in valuations could arise due to actual differences in the goods or

services offered by firms A and B (e.g., firm A sells a product such as an iPhone,

while firm B sells an imitation. Alternatively, firm A may offer an extended war-

ranty, while firm B does not), or due to differences in consumers’ beliefs about the

firms (e.g., firm A has a reputation for being a more reliable seller that sells fewer

defective goods. Here, given risk-neutral consumers, 1−γ can signify the probability

of ending up with a defective product that gives 0 utility, whereas firm A sells no

defective products).

In order to make sharper comparisons with the monopoly model, we assume that

consumers’ valuations are distributed uniformly. To illustrate that privacy plays a

role in an imperfectly competitive environment, we consider two regimes: no recogni-

tion (or full privacy, i.e. c = 0), and full recognition (i.e., c is sufficiently high — for

instance, c > 1). In each period, we assume that the firms set prices simultaneously.

Additionally, before setting their second period prices, the firms can observe each

other’s first period price.
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A.3.1 No Recognition

In this subsection, we determine firm A and B’s equilibrium strategies given that

they cannot use information about consumers’ purchase histories when setting second

period prices. As in the monopoly model, this setting boils down to a one-period

game played twice. In each period, firm A and B set prices pA and pB to maximize

profits. A consumer with valuation v ∈ [0, 1] for firm A’s good (and valuation γv for

B’s good) would purchase the good from A if v − pA ≥ max{γv − pB, 0}. Hence, a

consumer with valuation v for whom γv−pB ≥ 0 would buy from A if v ≥ pA−pB

1−γ . We

note that since the firms are not price discriminating, a consumer whose valuation

for either good exceeds its price would always end up purchasing one of the goods.

Thus, firm A’s objective is to set pA to maximize pA(1 − pA−pB

1−γ ) and firm B’s

objective is to set pb to maximize pB(pA−pB

1−γ −
pB

γ
). In equilibrium, firm A sets

pA = 2(1−γ)
4−γ and B sets pB = γ(1−γ)

4−γ . Firm A and B’s pricing strategies for the

different values of γ are shown in Figure 3.5. We note that the game reduces to a

Bertrand equilibrium (with prices equaling the marginal cost of 0) when γ = 1.

A.3.2 Full Recognition

Now, we consider the case where firms are able to use consumers’ purchase histories

in order to price discriminate in the second period. We assume that firms only

have access to their own consumer purchase histories, and that firms do not trade

information. For example, a consumer who purchases from A in the first period is

identified by A in the second period but is unidentified by B; firm A in turn only

knows that the consumer was willing to pay a certain price in the first period, but

does not know the consumer’s exact valuation. From the perspective of firm B, the

unidentified consumer may have purchased from A in the first period, or may have

not purchased at all.
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For k ∈ {A,B}, we denote firm k’s first-period price by pk1, and its second prices

by p0
k2 to unidentified consumers and by p1

k2 to identified consumers. In the first

period, consumers may either purchase from A, purchase from B, or refrain from

purchasing. In each case, the utility of a consumer with valuation v is given by

v − pA1 + max{v − p1
A2, γv − p0

B2, 0}, γv − pB1 + max{v − p0
A2, γv − p1

B2, 0}, and

max{v − p0
A2, γv − p0

B2, 0}, respectively.

In equilibrium, the population is split into three segments from the perspective

of the first period: consumers with valuations (for good A) in [0, v] refrain from

purchasing, consumers with valuations in [v, v̄] purchase from B, and consumers

with valuations in [v̄, 1] purchase from A.

To better illustrate how each firm tailors different prices to different population

segments in the second period, Figure 3.6 shows the identified and unidentified pop-

ulation segments from the perspective of each firm. At an “interior” equilibrium (an

equilibrium where both firms capture some part of each of its corresponding popu-

lation segments in the second period), second period prices are set as follows. Firm

A sets p0
A2 to maximize

p0
A2(v̄ − p0

A2 − p1
B2

1− γ
+ v − p0

A2 − p0
B2

1− γ
)

and p1
A2 to maximize

p1
A2(1− p1

A2 − p0
B2

1− γ
)

Firm B sets p0
B2 to maximize

p0
B2(

p1
A2 − p0

B2

1− γ
− v̄ +

p0
A2 − p0

B2

1− γ
− p0

B2

γ
)

and p1
B2 to maximize

p1
B2(

p0
A2 − p1

B2

1− γ
− v)
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In equilibrium, however, firm A captures all of its identified consumers by setting

p1
A2 sufficiently low, so that p1

A2 = p0
B2 + (1 − γ)v̄. Consequently, p0

B2 only targets

consumers in [p0
B2/γ, v]. Additionally, p0

A2 > v, so that p0
A2 only targets consumers

in [
p0A2−p

1
B2

1−γ , v̄].

Thus, consumers with valuations v ∈ [v̄, 1] purchase from A in both periods.

Consumers with valuations v ∈ [
p0A2−p

1
B2

1−γ , v̄] purchase from B in the first period and

from A in the second, while consumers with valuations v ∈ [v,
p0A2−p

1
B2

1−γ ] purchase from

B in both periods. Finally, consumers with valuations v ∈ [p0
B2/γ, v] purchase only

in the second period and from B. The indifference equalities for v̄ and v are given by

v̄−p1
A+ v̄−p1

A2 = γv̄−p1
B + v̄−p0

A2 and γv−p1
B +γv−p1

B2 = γv−p0
B2, respectively.

Firm A and B’s pricing strategies in the first period as functions of γ are shown in

Figure 3.7.3

A.3.3 Comparison

We are now ready to compare the no-recognition and the full-recognition regimes.

Firm A and B’s pricing strategies in the first and second period for different values of

γ are shown in Figures 3.7(a) and 3.7(b), respectively. From Figure 3.7(a), it can be

seen that first period prices are significantly lower under the full-recognition regime

than under the no-recognition setting. In addition, Figure 3.7(b) shows that prices

are slightly higher for A’s identified consumers, while all other consumers are offered

lower prices in the second period.

The intuition for lower prices in the first period under full recognition is that

firms discount their prices in order to compensate consumers for being identified after

purchasing in the first period. The reason for A’s identified consumers being offered

3 In equilibrium, pA1 = p0
A2 = 3(1−γ)(5+γ)

50−6γ , pB1 = p0
B2 = 3γ(1−γ)

25−3γ , v̄ = 1 − 10
25−3γ , v = 2 − 44

25−3γ ,
p1
A2 = 5 + 110

25−3γ , and p1
B2 = γv (numerical methods can be used to verify that these are indeed

best responses). When γ = 0, firm A’s prices as well as v̄ coincide with the monopolist’s prices and
ṽ in the full-recognition game (with one firm).
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higher second period prices is that these consumers obtain the highest benefit from

purchasing A’s product (since their valuations are the highest), and A leverages that

when setting p1
A2. Consumers with valuations in [v, v̄] are offered lower second period

prices under full recognition due to intensified competition between A and B over

this market segment with prices p0
A2 and p1

B2. Finally, consumers with valuations in

[0, v] are targeted by firm B with p0
B2, whereas under the no-recognition equilibrium

they do not purchase at all.

Figure 3.8(a) compares consumer surplus across the two regimes, and Figure

3.8(b) plots the percentage difference in consumer surplus when switching to full

recognition from no recognition. The monopoly setting occurs when γ = 0, where

consumer surplus is 0.25 under no recognition and 0.33 under full recognition. It is

clear that the presence of a substitutable (differentiated) good improves consumer

surplus. Additionally, it is apparent that when switching from the no-recognition

regime to the full-recognition regime, there is a substantial percentage increase in

consumer surplus (e.g., 23% when γ ≈ 0.2). However, as the goods become more

homogenous, the magnitude of this percentage increase diminishes (it is 0 when

γ = 1, where the Bertrand equilibrium pricing at marginal cost results under either

regime).

Intuitively, the percentage increase in consumer surplus under the full-recognition

regime is smaller when the goods are more homogeneous due to two interacting

reasons. First, as γ increases, there is a fiercer price competition between A and B

under both regimes because the goods are more substitutable. This effect dominates

as γ gets closer to 1, and the difference in consumer surplus between the two regimes

becomes relatively small. Second, as γ increases, purchasing the good sold by firm B

in the first period becomes a more attractive way for consumers to avoid identification

by A. Consequently, for intermediate values of γ, firm B sets a (relatively) higher

first period price. As a result, the percentage difference in consumer surplus decreases
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as the goods become more homogeneous.

Figure 3.9(a) compares social surplus across the two regimes, and Figure 3.9(b)

plots the percentage difference in social surplus when switching to full recognition

from no recognition.

When products are sufficiently differentiated (e.g., γ ≤ 0.55), social surplus is

higher under full recognition — i.e., the increase in consumer surplus more than

compensates for the decrease in profits. However, as the goods become more homo-

geneous, the increase in consumer surplus is not sufficient to counteract the decrease

in profits. This occurs because more consumers purchase from B in the first period

(due to B’s good being more substitutable and in order to avoid identification by

A), but since B’s product generates less surplus, social surplus ends up being lower

under full recognition.

Both firms’ profits are lower under full recognition than under no recognition.

Figure 3.10 compares the per-period profits across the two regimes. As can be seen,

total profit is lower in both periods under full recognition. The reason for first period

profits being lower is clear: due to customer recognition, firms have to lower their

first period prices in order to incentivize consumers to disclose private information by

purchasing. The reason for second period profits being lower has to do with the firms

competing separately over the different segments of the market. Recall the second

period market segmentation illustrated in Figure 3.6. Both firms have separate

instruments (p0
k2 and p1

k2 for k ∈ {A,B}) to target their respective unidentified and

identified segments. More specifically, firm A’s p1
A2 is competing with B’s p0

B2 over

[v̄, 1], firm A’s p0
A2 is competing with B’s p1

B2 over [v, v̄], and firm A’s p0
A2 is competing

with B’s p0
B2 over [0, v]. This intensifies second period competition between the firms

and leads to lower profits.
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A.4 Separating Equilibrium

In this section, we present a pure-strategy equilibrium of the game with a monopolist

when F (v) = v and δ = 1. We note that this equilibrium does not survive the

refinement presented in Subsection A.1.1, but we present it here for the purpose of

showing that other equilibria exist. We refer to this equilibrium as “separating”, for

the following reason. In a separating PBE, all types v ∈ [ṽ, 1] purchase the good in

the first period, but the subset of types v ∈ [ṽ, v̂] choose to be identifiable (α(v) =

0) while the complementary subset of types v ∈ (v̂, 1] choose to be anonymous

(α(v) = 1).4 For small values of c, no such equilibrium exists because it would be

optimal for the firm to set p0
2 = v̂ and p1

2 = ṽ, which would induce no types to

opt for anonymity. When c is sufficiently high, however, the measure of first-period

purchasers who choose anonymity is relatively small and the firm essentially ‘gives

up’ on them, setting p0
2 to attract low valuation consumers who did not purchase in

the first period.

Second-period beliefs in a separating PBE are

F 0(v) =


F (v)

F (ṽ)+1−F (v̂)
if v < ṽ

F (ṽ)+F (v)−F (v̂)
F (ṽ)+1−F (v̂)

if v̂ < v ≤ 1

and

F 1(v) =
F (v)− F (ṽ)

F (v̂)− F (ṽ)
for ṽ ≤ v ≤ v̂

As before, in the second period, the firm chooses its prices to maximize profits

according to (3.3):

max
pr
2

(1− F r(pr2))pr2 for r = 0, 1

4 It can be verified that no separating PBE exists in which the lower interval of types is anonymous
and the higher interval is identifiable.
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for r ∈ {0, 1}. The (relevant) solutions are

p0
2 =

1

2
(ṽ + (1− v̂)) (A.3)

and

p1
2 = ṽ (A.4)

To determine the marginal consumer type ṽ, equate the expected utility from pur-

chasing the good in the first period to the utility from waiting to purchase until the

second period:

ṽ − p1 + ṽ − p1
2 = ṽ − p0

2

Substituting the second-period prices from (A.3) and (A.4) and rearranging yields

p1 =
1

2
(ṽ + (1− v̂)) (A.5)

The firm’s first-period problem is given by

max
p1

(1− F (ṽ))p1 + (F (v̂)− F (ṽ))p1
2 + (1− F (v̂) + F (ṽ)− F (p0

2))p0
2 (A.6)

subject to (A.3), (A.4), and (A.5). Eliminating the prices by substituting the con-

straints into the objective, differentiating with respect to ṽ, and rearranging the

resulting first-order condition yields

ṽ =
2v̂ + 1

5
(A.7)

Finally, note that in equilibrium, type v̂ must be indifferent about deleting his record,

so that v̂ − p1
2 = v̂ − p0

2 − c. Substituting for the prices from (A.3) and (A.4) and

rearranging yields

v̂ = 2c+ 1− ṽ (A.8)
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The separating PBE outcome is found by solving (A.7) and (A.8). In particular

v̂ =
10c+ 4

7
(A.9)

and

ṽ =
4c+ 3

7
(A.10)

As in the pooling PBE case, when c = 3
10

, the separating PBE outcome coincides with

the full-recognition outcome in which no consumers opt out (v̂ = 1). Observe that

c = 0 does not, however, yield the full-commitment outcome. As mentioned above,

if c is too small (less than 1
109

(4 + 7
√

7) ≈ 1
5

for this example), then no separating

equilibrium exists, because the firm would rather set p0
2 = v̂ than p0

2 = 0.5(ṽ+1− v̂).

However, p0
2 > p1

2 cannot occur in equilibrium, because then no consumer would opt

out.

Using (A.9) and (A.10) it is possible to derive expressions for equilibrium profit

and consumer surplus. The firm’s profit in a separating PBE initially decreases and

then increases. Equilibrium consumer surplus is monotonically decreasing. Total

equilibrium social surplus also decreases monotonically in the cost of privacy because

fewer consumers purchase in the first period as c rises (ṽ increases). Over the range

of c where a separating equilibrium exists, social surplus is lower in the pooling PBE

than in the separating one.

A final point worth noting is that the behavior-based price discrimination em-

ployed by the firm in either the pooling or separating PBE is not unusual or exotic.

For instance, for δ = 1, because p1 = p0
2, it is appropriate to interpret the price

charged to anonymous consumers in each period as an introductory offer. In other

words, consumers who are recognized as repeat buyers pay the standard price, which

is higher than the discounted offer made to anonymous consumers.
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