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Abstract

Swarm robotics and distributed control offer the promise of enhanced performance

and robustness relative to that of individual and centrally-controlled robots, with

decreased cost or time-to-completion for certain tasks. Having many degrees of

freedom, swarm-related control and estimation problems are challenging specifically

when the solutions depend on a great amount of communication among the robots.

Swarm controllers minimizing communication requirements are quite desirable.

Swarms are inherently more robust to uncertainties and failures, including com-

plete loss of individual agents, due to the averaging inherent in convergence and

agreement problems. Exploitation of this robustness to minimize processing and

communication complexity is desirable.

This research focuses on simple but robust controllers for swarming problems,

maximizing the likelihood of objective success while minimizing controller complexity

and specialized communication or sensing requirements.

In addition, it develops distributed solutions for swarm control by examining

and exploiting graph theoretic constructs. Details of specific implementations, such

as nonholonomic motion and and numerosity constraints, were explored with some

unexpectedly positive results.

In summary, this research focused on the development of control strategies for

the distributed control of a swarm of robots, and graph-theoretic analysis of these

controllers. These control strategies specifically consider probabilistic connectivity

functions, based on requirements for sensing or communication. The developed con-

trol strategies are validated in both simulation and experiment.
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1

Introduction

Research in the area of swarm robotics continues to expand and move forward.

Initially a problem of robotic navigation, the field has extended to other areas such

as numerical problem solving and optimization [1]. Recent advances have been made

in the application of modern control theory to swarms of independent robots with

modest computational power linked via simple communication [2].

Various tasks may be accomplished with these simple architectures, including

environmental mapping [3], border defense [4, 5], plume location [6], dynamic opti-

mization and reconfiguration of sensor placement within a sensor network [7], trap-

ping or escorting of environmental intruders [8, 9], strength-assistance [10], et cetera.

The utility afforded by these swarm capabilities is broad reaching and merits explo-

ration, ranging in application from macroscopic military or civilian applications [5]

to microscopic understanding of motile networks of living cells [11].

The advantages and disadvantages of a swarm of simple robots relative to a single,

complex robot have been investigated [4, 10, 12–14] and contrasted over such met-

rics as system cost, system reliability, energy expenditure, time to task completion,

probability of task success, and required complexity. While the last of these charac-
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teristics is difficult to quantify, the previous metrics are relatively easy to evaluate

via both simulation and experiment. The frequent consensus is that swarm appli-

cations are best suited for mapping, area coverage (including searching or foraging

tasks) or in hostile situations where damage to or loss of an agent would cause a

single-robot mission to fail where a swarm would exhibit graceful degradation [5];

that is, performance may decrease, but overall mission success is still possible.

1.1 Background and Literature Survey

Computer graphicist Craig Reynolds led off his seminal 1987 paper [15] with the

following words:

The aggregate motion of a flock of birds, a herd of land animals, or

a school of fish is a beautiful and familiar part of the natural world.

But this type of complex motion is rarely seen in computer animation.

This paper explores an approach based on simulation as an alternative

to scripting the paths of each bird individually. The simulated flock is

an elaboration of a particle system, with the simulated birds being the

particles. The aggregate motion of the simulated flock is created by a

distributed behavioral model much like that at work in a natural flock;

the birds choose their own course. Each simulated bird is implemented

as an independent actor that navigates according to its local perception

of the dynamic environment, the laws of simulated physics that rule its

motion, and a set of behaviors programmed into it by the ”animator.”

The aggregate motion of the simulated flock is the result of the dense

interaction of the relatively simple behaviors of the individual simulated

birds.
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In 1988, Gerardo Beni’s paper on the “cellular robotic system” [16] further defined

many of the definitions of multi-robot systems and laid out some of the problems to

be addressed. During the intervening three decades, there has been much discussion,

experimentation, and postulation relating to collective control of a group of inde-

pendent robotic agents. Formation control via simple, distributed control [17–20]

has been expanded. Research at the Duke University Robotics and Manufacturing

Automation Laboratory (hereafter referred to as “RAMA Lab”) has recently inves-

tigated stochasticity as it applies to the construction and maintenance of connected

swarm formations [21, 22].

Research related to swarm control carried out over the last two decades has

brought graph-theoretic principles to the forefront. Specifically, the works of Desai et

al [23], Olfati-Saber et al [24–27], Mesbahi [28–30], Tanner [31–33], Fax and Murray

[34], Hatano et al [35, 36], Kim and Mesbahi [37], Mai and Lian [14], Rahmani and

Mesbahi [38, 39], and Chen et al [40] have revealed the utility of graph-theoretic

quantities and structures in swarm control. As far back as 1993, Arkin [41] made use

of the distance graph, and in 1995, Švestka made use of graph-theoretic constructs in

the analysis of networks [42]. Much of this research has focused on appropriate graph-

connectivity for achievement of specific tasks (e.g., formation control); however, an

interesting problem to consider is that of making the graph itself a function of the

dynamics of the individual agents, or nodes. Under this structure, the evolution of

the graph is interwoven with the evolution of the individual agent states.

Perhaps more compelling to study is such graph evolution when the relationship

between agent states and graph edges (i.e., inter-agent connections) is defined by

probabilistic functions. Such scenarios are easy to envision, in the context that

these edges are defined by, e.g., some wireless communication where the range and

environment determines the likelihood of successful communication, or by a sensing

function that depends on the relative orientation and separation of the agents.
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The mathematical elegance of graph theory allows a unique perspective from

which to investigate swarm robotics. Indeed, the use of graph notation in order to

control groups of robots is not novel [14, 23, 25, 26, 31–37, 40, 42–47]. Dictating

a formation using the tools from graph-theory are quite elegant. However, such a

dictation requires the presence of either a centralized controller, a centralized com-

munication source, or a connection communication graph. Without such methods

of information sharing, the robots must have a preprogrammed position within the

formation, leaving the swarm lacking in adaptability and robustness to agent failure.

1.2 Motivation

Multi-agent control and coordination offers many advantages over individual robot

control, including increased and optimized sensing coverage in surveillance applica-

tions, greatly increased robustness to individual robot failures and in dangerous or

hostile environments, simplification of individual robots, decreased time to task com-

pletion, increased resolution and decreased time required in mapping applications;

the list of advantages is limited only by the imagination.

In the quest for improved distributed swarm control, the primary goal was to iden-

tify, implement, and demonstrate practical distributed control algorithms exhibiting

swarming behavior.

Definition 1. A SWARM of agents or robots consists of a plurality of agents ex-

hibiting a coordinated behavior.

Definition 2. SWARMING BEHAVIOR is present when all members of a swarm

exhibit consensus to some shared state. Examples of such shared states include veloc-

ity or speed matching; aggregation (a connected state wherein all agents are spaced

equidistantly from their neighbors); temporal coordination (when some periodic be-

havior is exhibited, and all agents converge to the same periodicity); or many others

4



which may be imagined.

Definition 3. DISTRIBUTED CONTROL occurs when a control algorithm is ap-

plied by each member of a swarm, wherein each member’s algorithm is identical in

structure and function, but parameters unique to a particular member may be tai-

lored to account for physical differences ( e.g., ground-based agents of different sizes

or robot types as defined in Section 2.1; aerial agents with different physical dynamics

such as quadrotors vs. coaxial helicopters; etc.). A requirement of distributed con-

trol is the absence of any single-point agent, node, or other entity through which all

information is aggregated or transmitted and whose failure or removal would cause

collapse of the swarm.

Definition 4. STABILITY is the successful convergence to some consensus state of

swarming behavior.

An additional constraint on the sensing and control aspects of an implemented

distributed swarm control algorithm is that the processing and sensing requirements

of each individual to be “minimal”, such that in implementation exotic or expensive

hardware is not required. As the benefit of a swarm is that, in a swarm with large

population, individual members may be considered expendable or even consumable.

A corrollary to this is that individual agents should not be required to be aware of

the overall size of the swarm; an individual’s connectivity should be upper-bounded

with some finite and practical limit.

Graph-theoretic control constructs tend towards the necessity of sharing infor-

mation, or otherwise having full (or at least partial) knowledge of the overall system

graph, which either favors centralized control over decentralized or requires signifi-

cant additional communication capability. Additionally, a priori knowledge of the

swarm size is required for the graph structure to be appropriately shared, and map-

ping of individual agents to assigned “nodes” within the swarm requires additional
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complexity. The research covered in this dissertation was initially focused on a solv-

ing this dilemma; in the end, graph theory was found to be a capable tool for analysis

of control laws but less useful in direct application of distributed control, given the

constraints of the above definitions and constraints.

The major scientific thrust of this research was to develop and demonstrate

distributed control for swarms of robots whose swarm behavior can be proven (or

demonstrated) to be stable under reasonable assumptions. To this end, graph the-

ory provides many tools to analyze the swarm stability, especially in consideration

of dynamic state-driven graphs [28–30, 38, 39, 48, 49], but the control paradigms

developed generally do not rely on graph theory.

1.3 Summary of Research

Graph-Theoretic Swarm Control

The major focus of this research is the distributed control of a swarm of robots.

The use of the graph-Laplacian spectra in both modeling and analysis are of central

importance. The correct application of graph-theory in relation to analysis of swarms

is perceived to be the most important contribution to the field of swarming robotics.

Probabilistic Sensor Modeling

Experiments to map the probabilities of detection relative to spatial arrangements

have been conducted. These tests were modeled using curve fitting methods, and

validated again via additional experiments. These models were intended to be used in

simulation; however, this proved to be outside the bounds of practical implementation

in consideration of financial, resource, and temporal constraints.
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Simulation

All of the methods developed under this research effort were evaluated in simulation.

Due to its inherent strength in handling large arrays of data, MATLAB R©was the

primary platform under which the controllers were simulated and evaluated.

Experimental Validation

While numerical simulation is an effective and valuable tool allowing extensive study

across broad ranges of model and control parameters and situational conditions,

verification of obtained results in a physical realization of the swarm was far from

routine in this field at the outset of this research. With the intent of augmenting

simulation results with real-world validation, a sensor-integrated testbed has been

developed for the validation of swarm algorithms, observation of swarm behavior,

and characterization of swarm performance.

Implementation of swarm behavior in real hardware allowed this validation and

also served to highlight the practical issues that must be considered. These practical

issues include computer science issues relating to real-time computational efficiency,

memory requirements, data processing methods to handle measurement dropouts or

spurious measurement error, communication dropouts or delays, and any number of

other uncertainties.

An arena for conducting swarm experiments has been established in the Robotics

and Manufacturing Automation Laboratory (RAMA Lab) at Duke University. The

main thrust of this arena development treats the detection and position measure-

ment of multiple homogeneous members of a robotic swarm within the arena. This

testbed served as a surrogate for more expensive robot-level sensing which proved

less practical than expected at the outset of the research.
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1.4 Dissertation Outline

Chapter 2 leads through the descriptions and derivations of various models used

throughout this dissertation. Dynamics and controls models for each type of vehicle

are described and analyzed. Swarming control laws that have been used in prior

works are discussed, and their relative strengths and weaknesses are discussed. The

ubiquitous issues of uncertainty in mobile robotics are also raised in this chapter;

the stochastic elements of these methods are introduced and discussed. Appropri-

ate applications of the different types of swarming laws are given. Prior swarming

methodologies are contrasted, and the framework for the research described in this

dissertation is laid. The limitations or capabilities related to abstract communica-

tion modalities are laid out and contrasted. Also, there is some discussion of various

existing methods of collective robotic control, including swarming/flocking/shoaling

behavior and formation control.

The experimental swarm arenas utilized in this research are described in detail

in Chapter 3. This chapter gives an extensive discussion of the capabilities and

limitations of each major component of the arenas. Physical descriptions of the

arenas are provided and the reference frames are defined. The swarm members used

for these experiments are described. The features and components of the different

robot types are discussed along with the real-world challenges in utilizing them.

In Chapter 4, simulations of the mobile robot control methods described in Chap-

ter 2 are described, and the results of the simulations are given. Unexpected results

are identified and discussed. Some interesting observations of the behavior and in-

teraction of the different estimation methods are made..

Chapter 5 details the experiments performed using real robots, sensors, and com-

munication networks. For each experiment, the assumptions and real-world applica-

bility are discussed, and the experimental outcomes are described and analyzed.
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The dissertation concludes with Chapter 6, in which the outcome of the research

is reviewed and discussed, as are future research possibilities.
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2

Analytic Models

In order to analyze the problem being addressed, the dynamics of individual and

collective robots must be understood. Additionally, the sensing modalities must be

considered.

2.1 Individual Robot Models

In the current literature regarding swarm and formation control, individual agents or

robots moving in n-dimensional space are very simply defined by double-integrator

dynamics as

q̇ = p

ṗ = u

q, p, u ∈ Rn

(2.1)

where q represents the robot’s position in Rn, p represents the velocity vector, and

q represents the control input as acceleration. Often, the dynamics are modeled

even more simply with first-order (single-integrator) dynamics in a time- and space-
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discretized form, as

q(k + 1) = q(k) + ∆q(k)

∆q(k) = u

q,∆q, u ∈ Rn

(2.2)

where u is analogous to a change in velocity multiplied by a sample time.

This model is sufficient for simulations involving generic motions for particles.

However, this is generally not possible in the real world with real robots. Thus one

must consider the nonholonomic velocity constraints of real robots. The primary

dimensional expansion is the addition of orientation. For dynamic models as defined

in Eq. (2.1), “robots” moving in two dimensions (n = 2) do not consider orientation.

For real robots of finite size moving on a plane, knowledge of the orientation is critical

for control. The combination of a robot’s position with its orientation is its pose.

Dynamic models for two different fundamental robot-types were utilized in this

research. Models for these robots, each with their own singularities in trajectory or

posture control, are developed in Reference [50]. By defining the models in such a

way, an abstraction layer can be used in order to make the higher level control more

generic, i.e., without knowing the specifics of a particular robot.

2.1.1 Generic model for wheeled robots

All wheeled robots that are non-degenerate may be described by a generic set of

dynamic relations. All such robots can additionally be segregated into five distinct

families. For extensive discussion of these models, see [50].

In this research, use of the two most common types of ground robots, shown in

Figure 2.1, was planned1. These types are discussed in the following sections.

1 Experiments were only conducted with differential-type robots, but the analysis applies to both
differential-type as well as car-steering type.
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Figure 2.1: Two common types of ground robots. (a) Differential-steering type
robot, and (b) car-steering type robot. (From Distributed Control of Robotic Net-
works [51], p. 139)

2.1.2 3-DOF differential drive

Differential drive robots are commonly used in experimental setups due to their

simplicity and ease of control. These robots are also referred to as unicycle robots.

Robots of this type are significantly easier to control along a trajectory as compared

to car-steering robots, although singularities do exist in trajectory control.

Various formulations may be used to characterize the dynamic model of a unicycle

robot. The posture-kinematic model is given in Eq.(2.3).

ẋẏ
θ̇

 =

− sin θ 0
cos θ 0

0 1

[v
ω

]
(2.3)

Given this model, the pair (v, ω) gives an obvious control input. Alternatively,

it may be desired to use the individual wheel speeds as the control input. In such a

case, the mapping from the left- and right-wheel angular velocites (ωl, ωr) to linear

and angular speed (v, ω) is given by Eq. (2.4), where r is the wheel diameter (in
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this case, it is assumed rl=rr) and b is the separation between left and right wheel

contact points. The inverse relationship is given by Eq. (2.5).

[
v

ω

]
= r

[
1
2

1
2

−1
b

1
b

][
ωl

ωr

]
(2.4)

[
ωl

ωr

]
=

1

r

[
1 b

2

1 − b
2

][
v

ω

]
(2.5)

Clearly, a distributed control algorithm needs to be agnostic to the parameters

and mappings in Eq. 2.4 and Eq. 2.5. However, recognizing that the pair {v, w} do

not depend on details of the robot, these are a suitable candidate for the outputs of

a generic distributed control.

2.1.3 3-DOF car-steering

Another common type of ground vehicle is the car-steering robot, easily recognized

as having the same dynamics as a typical automobile. While the steering mechanism

requires a very specific geometry in order to yield slip-free turning, one can assume

that this geometry is implemented and the kinematics of the vehicle may be written

simply as given in Eq. (2.6), where v is the linear velocity, ω is the angular velocity,

l is the distance between the fixed- and steering-axles, and φ is the steering angle

[51].

ω =
v

l
tanφ (2.6)

Clearly, the car-steering type ground vehicle exhibits a minimum turning radius

that must be observed in practice. This minimum turning radius is achieved at
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the maximum steering angle φmax for a given axle separation l. Additionally, this

mapping between v, φ, and ω clearly exhibits a singularity at φ = π.

Given this constraint relationship, either of the pairs {v, ω} or {v, φ} may be

used as the control variables. However, since the latter pair includes the car-steering-

specific parameter φ, the latter pair is used for development of distributed control

algorithms. Thus both types of ground vehicles considered utilize the control set

{v, ω}, and so the distributed algorithms are developed with the goal of having these

control terms as the output.

2.1.4 Rotorcraft dynamics

There are many types of rotorcraft: the most commonly thought of, with a main

rotor and a tail rotor for yaw control; tandem rotor helicopters that employ two

counter-rotating main rotors; coaxial helicopters with contra-rotating main rotors;

and the family of multi-rotor helicopters including quadrotors, hexarotors, octoro-

tors, dodecarotors, and other configurations. The details of the rotor dynamics for

control of each of these types is well out of scope for this dissertation. However, a

generalization may be made that all of these rotocraft share the following dynamics,

albeit with some maximum speed restrictions:

* ability to control yaw θ and yaw rate ω independently of speed

* ability to control in-plane velocity {vx, vy} regardless of orientation

* net vertical thrust, used to control position and velocity in the ẑ direction

Based on this observation, it is clear that the set of {v, ω} remains a good can-

didate for the output of a common distributed control algorithm. The additional

control of ẑ may either be accommodated by the algorithm (where lower-dimensional

robots ignore this term) or by some rule applied at the robot level – maintenance of
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a fixed height, obstacle avoidance, some sensor feedback, or other. In this work, a

fixed-altitude control was implemented.

2.1.5 Individual control

Central to this research effort is the control of individual robots such that their collec-

tive performance can be observed in a scalable implementation. At the lowest level,

basic control of the robot’s trajectory must be made. Wheel-speed control can be de-

veloped based on the robot-type described above. This control may be based on any

number of objective functions, e.g., random walk, environmental search based on an

a priori known map, sensor-based or communication-based group behaviors, obstacle

avoidance, path-following, goal-seeking, etc. These cases have been explored exten-

sively in the available mobile robot literature; Bullo [51] and Canudas de Wit [50]

provide prime examples of such discussion.

Control Abstraction Layer

In a centralized control scenario, it is beneficial for the central controller to be able

to issue control input to individual robots without detailed knowledge of the robots’

dynamics. In other words, the central controller should be able to treat the robots

as servomechanisms, issuing a target state (position, velocity, both, or others) and

allow the robot to perform the maneuver via its own individual control law. This

type of mapping may be referred to as a Control Abstraction Layer (CAL). Under

such a CAL framework, the heterogeneity of the swarm can be ignored. Research

and development has been reported for different types of ground robots by Canudas

de Wit [50], and for mixed ground and aerial robots by Belta, Michael, Fink, and

Kumar [52–54].

In this research, the majority of the experiments were performed with similar

robot types, so that the CAL was generally not required. Furthermore, the focus
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was on distributed control, so the constraint against a centralized controller may be

considered fictitious. If, however, the central controller is generalized as a “shared

algorithm” which each robot implements as a modular element, the same concept is

applied: the distributed control algorithm should be agnostic of robot type.

The most-limiting factor relating to individual robot trajectory control was with

the nonholonomic velocity constraints of the ground robots. These constraints –

initially viewed as a burden – led to the development and application of the “dipolar

control” discussed further in Section 2.4.3, Section 4.6, and Section 5.4. In the

experiments conducted with robots of different types (ground and air) discussed in

Section 5.4, the same distributed control algorithm was applied to both, while the

low-level robot motion control was unique to the robot type.

2.2 Sources of Measurement Error

In simulation, sensing functions frequently return “perfect” data. In the real world,

sensing functions include various errors. Errors in sensing data may be categorized in

several different ways. In this section, various sources of error are discussed including

models in use within this field.

2.2.1 Measurement noise - electrical

Due to the physical construction of a sensor, it may add noise to a measurement.

For example, a CCD camera may exhibit variation in pixel intensity due to “dark

current” within the sensor. This type of noise defines the minimum intensity level

at which a measurement can be made. The presence of dark current noise may be

mitigated by restricting usage of the sensor in low light level conditions in which the

noise level is of similar order to the signal to be sensed.

Similarly, many electrical devices may exhibit noise correlated to the power source

of the device. It is not unusual to model such noise as Gaussian white noise, despite
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the observation that electrical noise rarely fits this model. Under frequency-domain

analysis, devices powered by “wall-power” (110/120V, 60Hz in the U.S.) often exhibit

sharp, high-Q peaks at 60Hz (and at higher harmonics).

Wiring within a sensing device may behave as an antenna, passively excited by

incident RF (radio frequency) energy leading to corrupted output data. Like power-

source noise, frequency analysis often shows that the noise frequency is correlated to

the characteristics of the wiring (i.e., the resonant frequencies inherent to the length,

inductance and capacitance of the wiring), as well as with the RF content and level

in the environment. A common example of this is a combination of RF and electrical

noise: fluorescent lights, powered by 110/120V, 60Hz supply, generate noise at 120Hz

that may be sensed at low levels in large metallic objects (such as metal laboratory

tables) as well as wiring that is insufficiently shielded or choked.

2.2.2 Measurement noise - optical

A multitude of factors must be considered for vision sensors. The lens system of the

optical sensor is critical to the quality of measurement available. Common sources

of error due to optical quality include spherical aberration, variation in focus across

the sensor, and distortion due to irregularity.

Particular attention must also be paid to zoom, which is a dynamic change in the

sensor’s focal length. A change in zoom changes all characteristics of the recorded

image, including the pixel-to-angle scale factor, captured light intensity, extent of

field of view, and aberration or skewing at the edges of the field of view.

Related to the errors induced by zoom (or, at a minimum, the consideration of

the changes in scale due to the changed focal length) is the range to target. Optical

sensors, when viewing a field, truly make measurements in angular space. Clearly

then, the distance to an object within the field determines the angular extent of the

object and thus the resolution with which it can be observed. This pixel resolution
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has obvious implications for object discrimination and the quality of measurement

possible.

Coupled with optical noise is the quality and processing of the measured image on

the optical sensor. These sensors frequently have the capability of applying a gain,

increasing the ability to “see” in low light conditions while simultaneously increasing

the noise in the system. Such capability is sometimes implemented as automatic

gain control, or AGC.

If the optical sensor is capable of color measurement, the colors may be manip-

ulated by the software to generate a more natural image (as perceived by human

eyes). This adjustment is required to compensate for the difference in sensitivity of

such sensors to the color spectrum relative to human eyes. For example, many CCD

or CMOS optical sensors are capable of measuring light in the infrared spectrum.

The color manipulation is generally referred to as color balancing or white balancing.

Very different settings must be used for different lighting conditions, such as natural

sunlight, fluorescent lights, incandescent lights, or sodium vapor lights.

All of these variations must be considered when utilizing machine vision of any

sort. Color-based vision algorithms are typically susceptible to lighting, or unre-

ported changes due to AGC or color-correction. Vision sensors used for distance or

heading measurements are susceptible to uncorrected changes in camera geometry,

focus, or zoom. All of these parameters must be either directly controlled, disabled,

or monitored in order to reliably use vision sensors.

2.2.3 Process noise - discretization

Noise may be injected as raw data is converted into information that is useful in the

application. For example, as an analog electrical signal is digitally sampled in dis-

crete time, multiple errors are induced. As the signal is sampled, the data necessarily

becomes discretized, which is observed as a time-delay in the system. This type of
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error can be mitigated by increasing the sample rate of the sensor such that the

time-delay is very small relative to the time constant of the process being observed

(i.e., sample at a frequency much higher than the highest frequency of interest).

Such mitigation must be balanced, however, as higher sampling frequency also may

admit higher frequency noise. Additionally, many sensors have a minimum sampling

time, which precludes faster sampling. Some examples are rangefinders (light- or

sound-based), which have a minimum time-of-flight for each sample, and vision sen-

sors (digital cameras), which have both a minimum exposure time (determined by

lighting) as well as a frame read-out time and data transmission time.

2.2.4 Process noise - quantization

When converting analog signals into digital information, quantization may yield an-

other source of error. As a basic example, if an analog signal has a range of ±5V and

the bit-depth is 8, the least-significant-bit (LSB) has an engineering value (EV) of

10V/28, or approximately 39mV . Thus, the smallest change in the analog signal that

is guaranteed to be measureable is > 39mV , and any changes in the signal smaller

than this may or may not be detectable. This error may be mitigated by increas-

ing the bit-depth of the digital data (e.g., to 10-bit, 16-bit, 24-bit, etc.), although

this may lead to untenable requirements in sampling and communication bandwidth,

data storage, and processing.

Alternatively (or in conjunction), the dynamic range of the signal could be trun-

cated such that the bit-quantization is less severe (in the example above, reducing the

dynamic range to ±2.5V reduces the LSB to 19.5mV . This could be implemented

either permanently, or by utilizing gain-switching to change the dynamic range of the

conversion on-line (e.g., under conditions where the signal is expected to be larger

or smaller). This type of mitigation increases complexity and processing, and can

cause problems in system stability if the active gain is not tracked appropriately.
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2.3 Sensor Modeling

In the context of this research, sensor modeling (see, e.g., [55–60]) refers to the

identification of suitable functions to capture the probability of detection of some

object of interest within the sensor field of view. Objects of interest may include:

cooperative robots with which to cooperate; intrusive robots whose presence may

be undesired and thus need to be identified and escorted, blocked, or otherwise

interacted with disruptively; obstacles in the environment (e.g., for avoidance); or

features of the environment (e.g., for localization and/or mapping).

Many factors contribute to these probability functions, including the different

noise sources discussed above, the range to the object to be detected, the relative

orientation of the object to the sensor, the geometry, color, or other perceivable

features, and the software or firmware used to process the raw data. With certainty,

the geometry of the sensor’s field of view is of critical importance. Thus the model

developed for a given robot sensing task will necessarily be specific.

The main focus of the research presented in this dissertation is the development of

one or more realistic yet generic models that could be characterized appropriately for

a broad range of sensing modalities. The sensing functions are expected to exhibit:

* a minimum range or separation limit between sensor and object

* decreasing probability with increasing range

* probability of exactly 0 outside of a given volume

* the absence of discontinuities in the interior of the sensing volume2

* dependence on sensor resolution in relation to object features

2 The problem of occlusion has not been considered as part of the sensing function
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Many such experiments were conducted in the course of this research, comparing

the success and accuracy of some detection functions. A few of these experiments

are reported in Chapter 5.

2.4 Multi-Agent and Swarm Control

Control of a swarm of robots may be achieved in many different ways. The seminal

work of Reynolds (1987) [15] gave the first algorithmically efficient representation of

a flock with very simple rules. Reynolds’ work was ground-breaking, allowing simu-

lation of the group dynamics involving very large numbers of members. Interestingly,

the fundamental work of Braitenberg [61] in the area of behavioral robotics predates

Reynolds’ research, though that work was focused mostly on individual robots or

robot pairs.

This idea was further developed by additional seminal works in swarm robotics

by Mataric [19] and Parker [62]. Early work was quite ad-hoc, but behavioral control

continues to find an increasingly rigorous mathematical framework. For variations

on this topic, see, e.g., [9, 10, 27, 31, 32, 41, 63–66].

Swarming laws may be applied in several different cooperative-robotics settings.

Each of these settings, though, has a primary goal of achieving agreement. The

specific meaning of agreement in each scenario is different, but in general the impli-

cation is that the states of each robot evolve in a coordinated way to achieve some

goal. A few specific types of agreement are creation and maintenance of formation

[31, 32, 40, 64], robot rendezvous [51], plume localization [6], and robot segregation

[67].

Formation control may be accomplished under several control regimes. Clearly,

a centralized controller could drive robots to a desired configuration under straight-

forward trajectory control. It is much more difficult and interesting to develop such

capability under a distributed control paradigm, allowing greater (if not unlimited)
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scalability of the swarm. Most distributed control paradigms for formation control

are based on potential functions, geometric control, and graph-based control. The

research reported here is focused on potential function-based and graph-based con-

trol.

Several additional examples of distributed formation can be found in the works

of Yun [68], Balch [64], Yamaguchi [69], and Antonelli [8].

2.4.1 Potential function-based control

Potential field functions are primarily used to balance competing objectives. Com-

monly constructed as inverse-square functions of distance (inspired by physical mod-

els of charged particles), potential field functions yield a natural method of balancing

the relative importance of such control goals as obstacle avoidance, goal-seeking, and

robot following (or avoidance).

The use of potential field functions for construction and maintenance of forma-

tions has been studied and reported by, among others, Lewis [70], Leonard [71],

Olfati-Saber and Murray [24, 25, 27], Bruemmer [72], and Mai [14].

One type of potential function-based control explored in this research is that of

escorting or entrapment of a possibly-mobile target. In this application, multiple

robots surround an identified target and are tasked with minimizing access or es-

capement paths between the target and intruders. Entrapment entails preventing

the target from escaping the group of agents; escorting conversely demands that the

target is guarded from intruders. The motion of the target is not known a priori by

the guarding agents. Solutions to the mission have been primarily offered through

centralized control, such as through null-space-based behavioral (NSB) control [8, 73],

or cluster space control [74].

This investigation into distributed control utilized the Morse potential [75, 76] to

provide control. The Morse potential represents the attractive and repulsive inter-
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action between two objects, originally used to model the spacing between nuclei in a

diatomic molecule. Applications of the Morse potential function to model behavior

are quite varied, including modeling crowd dynamics in emergency situations[77].

The expression for the Morse potential is shown in Eq. 2.7. In the planar case,

~xi =

[
x
y

]
, whereas ~xi =

xy
z

 in 3-D case. In this section, the planar case is consid-

ered.

U(~xi) =
∑
j 6=i

Cre
(−‖~xi−~xj‖/lr) − Cae(−‖~xi−~xj‖/la) (2.7)

The scalar parameters la and lr represent the attractive and repulsive charac-

teristic lengths, and Ca and Cr are the respective coefficients that scale the poten-

tial. The characteristic lengths determine the spacing between agents upon reaching

equilibrium. The position of agent i is represented by xi, whereas xj represents the

position(s) of neighbor(s) of agent i. As shown in Eq. 2.8, the negative gradient of

the Morse potential energy is the force exerted on each agent.

~F (xi) = −∇U(~xi) (2.8)

When two agents are too close to each other, they experience a repulsive force

as dictated by the gradient that pulls them away from each other. When the agents

are far apart, the force causes them to accelerate towards each other. This attractive

force causes agents that are dispersed throughout the arena to sense an attractive

force to each other, resulting in a gathering movement. The repulsive force prevents

robots from colliding into each other or obstacles. Agents cease their acceleration

and settle into the formation when the sum of the repulsive and attractive energies

comes to a minimum, resulting in a gradient (and net force) of zero.

23



The Morse potential function is only dependent on an agents location and the

location of its peers. By providing an agent with this positioning information, each

robot can individually calculate the sum of the artificial forces it experiences. This

net force then dictates robot acceleration and movement. Assuming each agent

can obtain the relevant position information for the system, agent formation and

decentralized control can be driven by the Morse potential function. No agent-

to-agent communication is required, and the only communication necessary is the

positional information. Alternatively, this positional information can be acquired

through sensing, eliminating communication requirements altogether. Furthermore,

the system is scalable. Agents added to the system (or removed from it) are summed

with (or subtracted from) the system energy.

Since a formation is desired around the target, an additional attractive force

towards the target is added to each agent [76]. This results in a total potential

energy as seen in Eq. 2.9.

U(~xi) =
∑
j 6=i

Cre
(−‖~xi−~xj‖/lr) − Cae(−‖~xi−~xj‖/la) +

1

2
Cc‖~xi − ~xt‖2 (2.9)

The magnitude of the attractive potential energy to the target is tunable with

scalar Cc, and xt is the position of the target. As was shown in Eq. 2.8, the gradient of

the Morse potential can be taken to find the modeled force that the agent experiences

in the x̂ and ŷ directions. This results in Eq. 2.10, where dxij = 〈(~xj − ~xi), x̂〉,

dyij = 〈(~xj − ~xi), ŷ〉, dxit = 〈(~xt − ~xi), x̂〉, dyit = 〈(~xt − ~xi), ŷ〉, and drij = ‖~xj − ~xi‖.
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~Fi =m
~dvi
dt

= −∇U(~xi)

=

(
Cc dxit +

∑
j 6=i

( Ca dxij

la drij e
drij
la

− Cr dxij

lr drij e
drij
lr

))
x̂

+
(
Cc dyit +

∑
j 6=i

Cadyij

la drij e
drij
la

− Cr dyij

lr drij e
drij
lr

)
ŷ

(2.10)

This equation verifies that the agent will find equilibrium when the potential

energy U is at a minimum. Since the minimum of potential energy is found when its

gradient is equal to zero, the agent would not accelerate when the potential energy

is at a local minimum.

Simulations of this controller are presented in Section 4.4, and experiments in

Section 5.3.

2.4.2 Graph-based control

In recent years, several researchers have explored the use of graph-theoretic concepts

to provide a more abstract distributed control. Early works in graph-theoretic for-

mation control by Olfati-Saber and Murray [26] and Tanner, Jadbabaie, and Kumar

[31, 32] showed promise.

A brief discussion of graphs is in order. Graph notation varies in the literature;

the following notation is used in this dissertation. An undirected graph G = G(V,E)

of order N consists of a set of N nodes or vertices VG = {1, 2, ..., N} and a set of

connections or edges EG ⊂ {VG × VG}. If a pair of nodes is in the set of edges,

(i, j) ∈ EG, i 6= j, the nodes are adjacent and are called neighbors, indicated by i ∼ j

or ij. The set of neighbors of a node i is given by N (i) = {j ∈ VG|j ∼ i, j 6= i}.

When it is clear from the context, the subscript will be dropped, e.g., V = VG,

E = EG, and G(V,E) = G(VG, EG).
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A path from node i to j is an ordered set of nodes, starting at i and ending at

j, such that each consecutive pair is in E. If a path exists from every pair of nodes

(i, j) in the graph, the graph is said to be connected. The diameter of the graph is

found by finding the minimum path length for each node to every other node; the

maximum of these minimum length paths is the graph diameter.

The degree of a node is the cardinality of N (i), denoted by ∆i = |N (i)|. The

vector of degrees of the nodes of G is denoted ∆G = [∆1, ...,∆i, ...,∆N ]T . If ∆i =

N − 1 ∀ i ∈ VG, i.e., every node is connected to every other node except itself, then

graph G is called complete. A complete graph of order N is also denoted by KN .

The complement of graph G(V,E) is denoted G, and is defined on the same node

set as G but with all disconnected nodes in G are connected, and all connected

nodes in G are disconnected. Formally, given a graph G(V,E), its complement is

G = G(V,E), EG = {(i, j) ∈ {VG × VG} | (i, j) /∈ EG, i 6= j}.

The adjacency matrix is an important data structure in the analysis of graphs.

The adjacency matrix for an undirected graph is a representation of the neighboring

relationships among all agents. The adjacency matrix is defined as

[A]ij =

 1 i ∼ j

0 otherwise
. (2.11)

The adjacency matrix of undirected graph G is symmetric and positive semi-

definite. Most importantly though, the adjacency matrix leads to the graph Lapla-

cian, defined as

L(G) = diag(∆G)−A. (2.12)

Note that the degree vector, ∆G, is equivalent to the vector of row-sums of A. The

eigenvalues of the graph Laplacian give information regarding the level of connectivity

of the graph.
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Figure 2.2: A labeled, connected graph with six nodes.

By its definition, L(G) will be rank deficient and will have at least one zero

eigenvalue with eigenvector 1N . Beyond this, the total number of zero eigenvalues

indicates the number of connected components of the graph. For example, L(G)

achieves maximum rank of N − 1 when the graph is fully connected, thus there is a

single zero eigenvalue, indicating that the graph is contained in a single connected

group, i.e., the graph is connected. If there are two zero eigenvalues, this indicates

that the graph contains two connected subgraphs, i.e., one subgraph with N − r

connected nodes and a second connected subgraph with r connected nodes, for any

r ∈ [1, N − 1].

The values of the eigenvalues also have significance. If the set of eigenvalues,

ΛL(G) are re-ordered by magnitude, e.g., 0 = λ1 ≤ λ2 ≤ ... ≤ λN , then the value of λ2

indicates the algebraic connectivity of G. As already mentioned, λ2 = 0 if and only

if the full graph is not connected. If λ2 6= 0 however, its value is an indicator of the

average degree of the graph. It is also closely related to the graph diameter D; in

fact, the lower bound of λ2 for a connected graph is 4/(N ×D) [78].
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A visual example is given in Figure 2.2. In this example, the cardinality of the

node set is 6; we also say that the graph is of order 6. This graph is connected but

not complete. As the graph is labeled, the adjacency matrix is defined, and is given

by

A =


0 1 1 1 1 0
1 0 1 0 0 0
1 1 0 0 0 0
1 0 0 0 1 1
1 0 0 1 0 0
0 0 0 1 0 0

 .

The graph Laplacian is given by

L(G) =


4 −1 −1 −1 −1 0
−1 2 −1 0 0 0
−1 −1 2 0 0 0
−1 0 0 3 −1 −1
−1 0 0 −1 2 0
0 0 0 −1 0 1

 .

The graph Laplacian spectra for this case is

ΛL(G) =


0

0.6314
1.4738
3.0000
3.7877
5.1071

 .

We can verify that the graph is connected by inspecting λ2, which in this case is

non-zero. The diameter of this graph is D = 3, as the path length between node 2

(or 3) and node 6 is 3; all other paths in the graph are shorter. Further we confirm

that the lower bound on λ2 is not violated, as 4/(N×D) = 0.2̄ < 0.6314. The degree

vector is given by ∆G = [4, 2, 2, 3, 2, 1]T .

Closely related to the above definitions is the weighted graph, wherein each edge
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has an associated weight. In this case the weighted adjacency matrix becomes:

[Aw]ij =

wij i ∼ j

0 otherwise
. (2.13)

These weights may be representative of many different physical quantities, e.g., they

may represent the physical distances between the nodes in Euclidean space, wij =

‖Xi − Xj‖2, or a cost (energy, time, etc.) associated with traversing the edge, etc.

The weighted graph Laplacian, L(Gw), is defined in the same way, i.e., the degree

vector is the vector of row-sums of Aw.

Additional information found within the spectra of L(G), A, L(Gw), and Aw, are

discussed in the 1988 monograph of Cvetković et al [79], as well as in [80–86].

Graph-theoretic control of formations is not novel; the reported work of Tanner,

Jadbabaie, and Kumar [31, 32] expounded on this topic. More recently, an extensive

set of research has been conducted regarding the controllability of such swarms under

graph-theoretic constructs. Mesbahi published several papers [28–30] on controlla-

bility within a swarm for agreement, along with several related works by Hatano,

Das, Rahmani, Chen, Kim, and Tan relating to the study and manipulation of the

graph Laplacian and its spectra for swarm control [37–40, 87].

The key element in the works of Mesbahi is the notion of the state-dependent

dynamic graph. The construct of import is a mapping, gs, from the collective system

state X = [X1, X2, ..., XN ]T , Xi ∈ Rn, X ∈ {X1 ×X2 × ...×XN} ⊂ RNn, to the

graph G.

The state-dynamic graph mapping gs : X → G may be defined in many ways,

provided gs is a distance function. A commonly used and intuitive mapping is the

Euclidean distance,

gs = {ij ∈ E | ‖Xi −Xj‖2 < ρ, ρ > 0, i 6= j} (2.14)
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for a specified ρ. The 2-norm has an obvious physical meaning that is directly ap-

plicable to real connectivity problems such as wireless networking (where ρ indicates

the communication range), or a laser rangefinder (or rangefinder pair) with full 2π

angular coverage or an array of vision sensors (where ρ is the detection range for

these sensors). Alternatively, any p−norm may be used in a similar fashion, though

with somewhat lower physical meaning. 3

One such coordinated goal is aggregation. For example, see Equations (2.15)

and (2.16) for a swarming law of this type, where Xi(k) is the state of agent i at

time-step k, Ui(k) is the self-determined control at time-step k, Ψ(k) is an objective

function possibly independent of the swarm interaction, Gi is the subgraph of G

including exactly the edges observed by agent i, L(Gi) is the graph Laplacian of this

subgraph, and bobj, bagg ∈ R≥0 are the relative scaling gains. This model uses simple,

n−dimensional, first-order dynamics.

Xi(k + 1) = Xi(k) + Ui(k) (2.15)

Ui(k) = bobjΨ(k)− baggL(Gi)X(k) (2.16)

In order for the aggregation to be guaranteed to occur for bobj = 0, the initial

system graph G(k) must be connected, i.e., X0 ∈ {RNn | rank(L(gs(X0))) = N − 1}.

Alternatively, if bobj > 0 and the objective function Ψ represents a random walk

(e.g., a sample from a uniform distribution on [−0.5, 0.5] taken during time k), the

probability of successful agreement is limk→∞ P (agreement) = 1, for finite N and

3 Additionally, sensing ranges in simulation are commonly represented as a simple circle. Clearly
though, few sensors have full 360◦ coverage, thus the orientation of the robot (and its on-board
sensor) must be considered in the sensing function as well. Experience with real systems, how-
ever, quickly reveals that sensing and communication ranges are rarely deterministic with range.
Intuitively, likelihood of successful communication or detection is a function of range, but is more
accurately modeled as a decreasing probability function. Modeling of this probability of detection
or communication was discussed above in Section 2.3.
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closed space X. Note also, though, that for larger values of N , motion of clusters

within the graph will decrease if the objective function, Ψ, is truly a random walk.

Thus modifications to the objective function should be made to guarantee continued

motion of the swarm. Simple rules include behavioral motion such as that proposed

by Reynolds [15], Matarić [19], or Parker [62].

2.4.3 Dipolar control of an agent in a swarm

Building on the above discussion of potential functions for agent-agent interaction

and graph-theoretic descriptions of swarm control, a so-called “dipolar control”

paradigm [88] was investigated and implemented. This controller is referred to as a

dipolar controller due to the introduction of a torque term, which bears some simi-

larity to the interaction of an electric dipole in the presence of an electric field. The

following describes a such a controller for an agent within a system of N differential-

drive ground robots, requiring only knowledge of neighbor relative positions (i.e., a

distance and heading to the neighbor) and a system-wide a priori known desired

nominal speed.

This controller was developed to solve the problem of overcoming nonholonomic

velocity constraints such as those experienced by a unicycle-type differential-drive

agent. Simulations (see Section 4.6) and experiments (see Section 5.4) making use

of this controller have been successfully demonstrated.

This discussion assumes the agents are planar ground robots for the purposes of

simplifying the dimensionality. However, there is no reason yet discovered to expect

that such a system would not be applicable to 6-DOF dynamics, applicable to aerial

or submersible vehicles. Each agent’s state is defined as shown in Eq. 2.17, and the

agents’ dynamics are given by Eq. 2.18. The control inputs are αi and ai, the angular

and linear acceleration, respectively.
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Xi =


xi
yi
θi
vi
ωi

 (2.17)

Ẋi =


ẋi
ẏi
θ̇i
v̇i
ω̇i

 =


vi cos θi
vi sin θi
ωi
ai
αi

 (2.18)

A critical assumption for this work is that the graph representation G of the

system is initially connected, but not necessarily complete. Note that the agents

only require knowledge of their set of neighbors, rather than knowledge of the entire

graph. Each agent i has a set of neighbors Ni defined as

Ni = j : dij < dn (2.19)

where dn ≤ dM , dM is the maximum distance at which an agent can sense other

agents. The adjacency matrix A for this system is then defined as follows:

[A]ij =

 1 j ∈ Ni

0 otherwise
(2.20)

The controller is based on an unspecified navigation potential function that de-

pends only on interagent distances, dij, and a priori defined minimum and maximum

distances dm and dM , respectively. The properties of this function are:

• Uij has a unique minima at some distance dm < dopt < dM

• limdij→dm Uij → +∞

• limdij→dM Uij → +∞
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The Morse potential function described in Section 2.4.1 satisfies these conditions.

Relation of potential field function to force:

Ui =
∑
j∈Ni

Uij

−→
Fi = −∇Ui

(2.21)

The linear acceleration applied to the agent arises directly from the force.

ai =< −→ri ,
−→
Fi > +Kv(vs − vi) (2.22)

The re-orienting or steering torque about the ẑ (“up”) axis, and resultant angu-

lar acceleration follow similarly from the cross-product of the (possibly unit-length)

heading vector with the force vector:

−→τi = −→ri ×
−→
Fi (2.23)

Since these are ground agents confined to motion in the x − y plane, the forces

lie in the plane and the torque is only about the ẑ vector.

−→ri = [cos θi, sin θi, 0]T

−→
Fi = [Fxi, Fyi, 0]T

(2.24)

αi = ‖−→τi ‖2 (2.25)

The control outputs to be applied by the controller then are given by Eq. 2.26

and Eq. 2.27.

ai = Fxi cos θi + Fyi sin θi −Kv(vs − vi) (2.26)

αi = Fxi sin θi − Fyi cos θi (2.27)
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Note that it may be possible to apply such a control inputs to other types of

ground-robots (such as car-steering type described in Section 2.1.3). This should be

considered as an area of future investigation.

2.4.4 Dipolar control with numerosity constraints

In this section, a controller is described that achieves all of the objectives laid out in

Section 1.2.

A distributed controller for a swarm of N differential-drive mobile robots moving

under a potential function with a numerosity constraint N such that 1 ≤ N ≤ (N−

1). (The only case where N = 1 is feasible is for N = 2.) The nearest N agents to

agent i are defined as the neighbors of agent i, and make up the set Ni.

As in the previous sections, a Morse potential function is implemented as given

in Eq. (2.28). The vector distance from agent j to agent i is ~dij; U(i) is the total

potential energy between agent i and its neighbors j ∈ Ni, separated by Euclidean

distances dij = ‖~dij‖2. The attractive and repulsive “strengths” are, respectively, Ca

and Cr, and the attractive and repulsive length scales are, respectively, la and lr.

These shaping constants are restricted to positive real numbers, and la 6= lr.

U(i) =
∑
j 6=i

[−Cae−dij/la + Cre
−dij/lr ] (2.28)

The minimum energy for a pair of agents under this potential function occurs at

separation dmin, defined in Eq. (2.29).

dmin =
lalr
la + lr

ln
laCr
lrCa

(2.29)

The shaping constants are restricted as follows:

la > lr =⇒ laCr > lrCa

la < lr =⇒ laCr < lrCa
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The controller for agent i uses a typical gradient-descent method for potential

function controllers, as shown in Eq. (2.30), where ~Fi is the vector of forces and is of

the same dimensionality as ~dij.

~Fi = −∇U(i) (2.30)

In the simple case of an agent capable of motion and acceleration in any direction,

this potential function easily accomplishes a stable tiling of agents. This type of

motion is rarely realizable in practice, so a method must be constructed to re-orient

the agents to overcome relevant nonholonomic constraints. The dynamic model

considered here is that of the ubiquitous differential-drive robot. The state of agent

i is defined as:

Xi =


xi
yi
θi
vi
ωi

 (2.31)

where the pair (xi, yi) represents the world-coordinates of the agent in the plane, θi

is the agent’s heading with θi = 0 corresponding to the x̂-axis, and vi and ωi are,

respectively, the linear and angular speeds.

As the system’s potential energy is applied to the agents as force they will ac-

celerate, converting the potential energy into kinetic energy. In order to allow the

system to dissipate the energy, cv and cω are included as non-conservative damping

terms. The control dynamics are then given by Eq. (2.32) and Eq. (2.33), where ai

is the linear acceleration and αi is the angular acceleration.

Ẋi = f(Xi) + g(Xi) (2.32)
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f(Xi) =


vi cos(θi)
vi sin(θi)

ωi
0
0

 ; g(Xi) =


0
0
0

ai − vicv
αi − ωicω

 (2.33)

Equation (2.30) is modified in acknowledgment of the lack of force-authority in

the direction perpendicular to θ̂ due to the nonholonomic constraint. Instead, the

control force Fi is defined as the scalar product Fi = 〈~Fi, θ̂i〉, i.e., the projection of

the force vector ~Fi onto the (unit-length) heading of the robot. For the case of agents

restricted to the plane, ~F = [Fx, Fy]
T , and F = ‖~F‖2. The linear acceleration is, of

course, ai = Fi/mi where mi is the mass of agent i; without loss of generality, the

mass of the agents is set mi = 1.

ai = Fx(i) cos θi + Fy(i) sin θi (2.34)

This projection of force appropriately addresses the nonholonomic constraint by

preventing the agent from attempting to move in a manner that is not physically

possible. However, the agent must have some ability to change its orientation to

move in the appropriate direction to its ideal position relative to its neighbors.

The additional control required for alignment is implemented as a combination of

state-averaging with neighbors and an “aligning torque” resulting from the artificial

forces acting on the robot. The state-averaging term is akin to torsional springs

between agent i and its neighbors, whereas the aligning torque is analogous to that

acting on a electric dipole in the presence of an electric field. In this way, the equation

of energy is extended to include this angular information, as shown in Eq. (2.35)

with the addition of two terms. The first term reflects the energy of the agent’s

orientation with respect to the potential field θdp(i) = arctan(Fy,i, Fx,i)− θi, and Cp

is the strength of the polar moment (which is used as a tuning parameter). The

second term captures the error between the orientation of agent i and the average
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orientation, θi, of its neighboring agents j.

U(i) = Ud(i) + Uθ(i)

Ud(i) =
∑
j∈Ni

[−Cae−dij/la + Cre
−dij/lr ]

Uθ(i) = Cp‖~Fi‖2(1− cos θdp(i)) +
1

2
Cθ(θi − θi)2

(2.35)

Correspondingly, the controller in Eq. (2.30) is modified as follows. First, ~F (i) =

−∇Ud(i). Another feedback term is added in the form of torque. (Similar to the

simplification above creating equivalence between force and acceleration, the angular

acceleration is αi = J−1i τi, but the inertia Ji is set equal to the identity.) The resultant

angular acceleration, αi, is defined in Eq. (2.36).

αi =Cp[Fy(i) cos θi − Fx(i) sin θi]

+ Cθ(∠[(
∑
j∈Ni

eiθj)/N ]− θi)
(2.36)

This controller was simulated under a variety of conditions, with positive results.

The simulation is discussed in Section 4.6. Additionally, experiments were performed

with real mobile robots; these results are discussed in Section 5.4.

2.5 Stability of Consensus

In any system employing automatic control, stability must be considered. In the

context of collective, collaborative, or swarm robotics, multiple categories of stability

apply: individual robot control stability; robot-robot control stability; and graph

stability. The stability of formations has frequently been studied under each of the

above described control paradigms [8, 17, 18, 26, 27, 31–34, 69, 71, 89–95]. The use of

Lyapunov functions to evaluate swarm stability has been the primary focus, though
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identification of suitable functions can be challenging. Specifically, the stability of the

controller under a fixed graph topology is relatively straightforward, but when the

graph varies as the swarm evolves, the stability analysis requires several assumptions.

If the graph’s evolution is deterministic with the graph edges determined by the robot

states, then those robot states may be controlled to ensure connectivity and stability.

A result for consensus stability, one of the main points of this research, is given

here. For this discussion, the probability of edge formation is considered to be de-

creasing with distance, and has a finite horizon. Importantly, the control of the

particle considered includes both a consensus-seeking term and a random-walk com-

ponent.

The objective is to develop a distributed control which forces the agents to ag-

gregate. In Eq. (2.37) and Eq. (2.38) below, a swarming law is given using the

framework of state-dependent graphs. In general, let Xi(t) be the n-dimensional

state of agent i at time-step t, and define the updating of Xi(t) by n−dimensional,

first-order dynamics:

Xi(t+ 1) = Xi(t) + Ui(t) (2.37)

Ui(t) = AΨ(t)−Bf(Ni(Xt), Xt) (2.38)

Here, Ui(t) is the self-determined control of agent i at time-step t, and f is some

linear function of the states of the neighbors of i at time t that determines the

aggregation interaction. In the next section, f can be thought of as the average of

the positions of the neighbors of i. The objective function Ψ(t) is independent of the

swarm interaction, and the real constants A,B ≥ 0 are relative scaling gains.

There are several examples in the literature of necessary and sufficient graph the-

oretic conditions which force agents to consensus [44, 47, 96]. The above definition is

a simple, easily implementable distributed control (not a general theoretical frame-

work) that forces agents to consensus. If the communication network depends on
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position, A = 0, and the aggregation function is a local contraction, the agents will

tend to clump together in separate clusters. In the next section it is shown that a

random function Ψi(t) can force the agents to eventual consensus regardless of initial

conditions.

2.5.1 Proof of consensus stability

Suppose there are N agents distributed in a compact and convex region D ⊂ Rd

(generally, d = 2 or 3). If the communication network is fixed and connected, the

agents can steer to the average position of their neighbors and eventually achieve

consensus. However, if the communication network depends on the position of the

agent and some fixed sensing radius (much smaller than the environment), agents

will not, in general, converge to consensus by averaging their position with their

neighbors. Adding a small random perturbation after the averaging step can force

the agents to converge, under the right conditions.

The key conditions are (i) a reflecting boundary in the environment and (ii) the

noise to sensing radius ratio. There are two parts to the argument. First, if all the

agents can sense each other and the size of the random jump is small enough, they will

always be near each other. Second, since there are reflecting boundary conditions,

the agents must all be near each other at some time. This result is not in itself

groundbreaking, but it is interesting that the agents can be forced to converge by

adding noise. Also, the averaging-plus-noise scheme is simple to implement in both

simulation and actual robot systems. In the rest of this section, these arguments are

formalized.

For i = 1, . . . N , xi(t) ∈ D and the initial conditions xi(0) are arbitrary. Let the

neighborhood of agent i and time t be Ni(t) = {j ∈ V : ‖xi(t)−xj(t)‖ < ρ} for some

sensing radius ρ > 0. Here Ni(t) 6= ∅ since i ∈ Ni(t), and typically, R� diam(D).
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The dynamics of the particles are given by

xi(t+ 1) = Ψi(t) + |Ni(t)|−1
∑

j∈Ni(t)

xj(t). (2.39)

Ψi(t) is a random perturbation whose measure is supported on an open set Ui(t)

containing the origin. Importantly, Ui(t) must be restricted so that the jump Ψi(t)

cannot take the agent out of the domain D. The restriction can be considered

as reflecting boundary conditions. With a little manipulation these dynamics fit the

framework of Eq. (2.37) and Eq. (2.38). Without the noise term, the agents cannot in

general achieve agreement if the initial graph is disconnected. With certain conditions

of the random variables Ψi(t), once all the particles are close to one another, they

stay close. However, their position will not be fixed, which is sometimes called ε-

consensus.

The first proposition shows that if the size of the jump is bounded, then when

all the agents are near each other, they stay close.

Proposition 1. Taking the dynamics defined by Eq. (2.39), suppose the Ψt
i are i.i.d.

random variables drawn from a distribution that is absolutely continuous with respect

to Lebesgue measure and supported on some open set Ui(t) containing the origin. If

diam(Ui(t)) < ρ/2, then for all i and j

Ni(t) = Nj(t) = V ⇒ max
i.j
‖xi(t+ 1)− xj(t+ 1)‖ < ρ.

Proof.

max
i,j
‖x(t+1)− xj(t+ 1)‖

= max
i,j
‖ 1

N

N∑
k=1

xk(t) + Ψt
i −

1

N

N∑
k=1

xk(t)−Ψt
j‖

= max
i,j
‖Ψt

i −Ψt
j‖

≤max
i,j

(‖Ψt
i‖+ ‖Ψt

j‖) < ρ
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Drawing a random jump from an arbitrary open set Ui(t) may seem overly ab-

stract, but the goal is to maximize generality. In Section 4.3, the jump is imple-

mented as uniform random variables on a disc. However, the proof allows for any

bounded distribution, for example, beta or exponential, levy, or normal (with cut-

offs). Also, the assumption that the distribution is absolutely continuous with respect

to Lebesgue measure on the sets Ui(t) is essential in the proof of Lemma 1 below.

Next, it is shown that eventually the particles must be close to one another.

Lemma 1. Taking the dynamics defined by Eq. (2.39), suppose the Ψt
i are i.i.d.

random variables drawn from a distribution that is absolutely continuous with respect

to Lebesgue measure and supported on some open set Ui(t) containing the origin, and

let E ⊂ D be open. Also suppose that the diameters of all the sets Ui(t) are bounded

away from zero. Then there is a positive constant µ and a deterministic time T such

that for all i = 1, . . . , N and t ≥ 0

P (xi(t+ T ) ∈ E) > µ.

Proof. Suppose not. Then there is an open E0 ⊂ D, some agent α ∈ V , and some

strictly increasing sequence of times {τi}i≥1 ⊂ N such that P (xα(τ) ∈ E0) = 0 for

i ≥ 1. Take r > 0 such that U contains the ball of radius r centered at the origin.

For k = 1, 2, . . . , define the sets Ek+1 = {x ∈ D : d(x,Ek) < r}, and let

cα(t) = |Nα(t)|−1
∑

j∈Nα(t)

xj(t)

be the center of agent α’s communication group at each time t. For k > 0, if

cα(t) ∈ Ek, then P (xα(t + 1) ∈ Ek−1) > 0 since (cα + U) ∩ Ek−1 is non-empty and

open and the Ψt
α are drawn from a measure absolutely continuous with Lebesgue

measure. So it must be that cα(τi) /∈ E1 for all i ≥ 1; i.e., P (cα(τi) ∈ E1) = 0 for
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i ≥ 1. Now, each Ek is open, Ek ⊂ Ek+1 and D is compact. Thus, there is a finite

positive integer F such that D ⊂ EF . By finite recursion, P (cα(τi) ∈ EF ) = 0 for all

i ≥ 1, a contradiction.

The above proof just shows that if an agent wanders randomly in D, it eventually

returns to the same spot. Theorem 1 puts the two pieces of the argument together

by saying that all the agents must eventually be near the same spot at the same

time. Then Proposition 1 shows that they will continue to be close to each other.

Theorem 1. If diam(U) < ρ/2, there is a random time τ such that

P (max
i,j
‖xi(s)− xj(s)‖ < ρ) = 1

for all s > τ .

Proof. Take any ball of radius R BR ⊂ D. By the lemma, there is a positive constant

µ and a deterministic time T such that P (xi(T ) ∈ BR) > µ for all xi(0). Then set

1i(k) =

{
1 xi(kT ) ∈ BR

0 else.

The 1i(k) are Bernoulli random variables indexed by i = 1, . . . , N and k = 1, 2, . . . .

Almost surely, there is k0 ≥ 1 such that

N∏
i=1

1i(k0) = 1.

Thus set τ = k0T and apply Proposition 1.

Simulations using an algorithm for swarm aggregation based on the above result

are discussed in Section 4.2.
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2.6 Aggregation and Rendezvous

The aggregation and rendezvous problems are basic hurdles in swarm robotics and

distributed control [51, 97, 98]. The basics of the aggregation problem have been

discussed above. For the rendezvous problem, the goal is for the agents to converge

to a common state – most commonly, a position. In this section, it is assumed

that the agents do not have a shared (world) coordinate system and operate in an

unbounded two-dimensional domain. Also, communication constraints between the

agents that are assumed are realistic for current technology. However, the control

developed here is high level and rather abstract: obstacle avoidance is not considered,

and the agents are modeled as point masses operating in discrete time.

In contrast to these assumptions, rendezvous is relatively simple in cases with a

shared coordinate system and without bounds on communication. Each agent can

broadcast its position to the others; they calculate the average position and move to

that point. If communication is only local, averaging algorithms may produce many

clusters of agents instead of a single swarm. Without shared coordinates, robots

must first sense the position of neighbors to develop a shared map. In this section,

a two stage control protocol in considered, first utilizing random motion that allows

the agents to develop shared coordinates. The agents then use local averaging to

solve the rendezvous problem under realistic constraints.

Communication restrictions between agents depend on mission specific parame-

ters: the sensors of the robots, the size of the domain, etc. The following assumptions

and constraints are levied on the communication abilities of the agents and their abil-

ity to infer others’ positions.

• No shared map: Agents must meet or sense each other in order to share

coordinates.
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• Sensing radius: Each robot is equipped with a sensor, such as a camera or

laser range finder. Most commonly, such sensors have a sweep of less than 360

degrees, and exhibit sensing errors.

• Simultaneous communication: Each agent can maintain at most k simul-

taneous communications. For example, standard Bluetooth technology allows

k = 7 simultaneous communications. It’s important to note that it is not

necessary to keep the same k partners over time.

• Probabilistic communication radius: Robots have a limited energy source

and may be examining an area much larger than the power of the antennae can

cover. In general, the probability of a successful communication decreases with

distance. In what follows, communication success is modeled in two ways: by

assuming a fixed probability pd of the failure of each communication attempt,

or by assuming that the probability of a successful communication decays with

distance.

A control paradigm is proposed where agents first move randomly to interact

with as many other agents as possible to form a “phone book” of neighbors with

common coordinates. Each agent then selects some small number (bounded by k)

of individuals from its phone book and moves to the average position of those in-

dividuals. A random motion paradigm is utilized that yields common coordinates

and provides bounds on the time through simulations. The global dynamics of the

averaging portion of the control are discussed.

2.6.1 Finding other agents in the field

The first goal of the agents in this system is to aggregate, but there is one major

impediment: they do not share a common coordinate system. They must sense each

other in the field before communicating their positions to each other; it would be
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meaningless otherwise. Upon sensing each other, each agent records the sensed po-

sition of the newly met agent; in the following communication step, the agents share

their own beliefs of their current and starting positions within their own coordinate

frame. In this way, the coordinate frames of all agents become united. In fact,

upon complete successful aggregation, each agent has a complete map of the starting

points of the entire agent set relative to its own coordinate frame.

Let xi(t) ∈ R2 be the position of agent i at time t. If there are N agents, the state

space of the system is a subset of R2×N . In applications, the state vector may include

additional coordinates, e.g. velocity or orientation; however, within this discussion

aggregation is modeled as a purely positional problem.

Each agent has some open, bounded, simply connected sensing domain Di(t) ⊂

R2, and the shape of the Di is the same for each i and all times. Since the agents

are point masses, it is assumed without loss of generality that i ∈ Di(t) for all i and

t. The sensors are assumed to be less than perfect; there is a failure probability ps

at each sensing opportunity. If xi(t) ∈ Dj(t) at time t, agent j senses i’s presence

with probability 1 − ps. If xi(t) ∈ Dj(t) and xj(t) ∈ Di(t) at some time t, then

agents i and j exchange coordinate systems and add each other’s communication

address (e.g., IP address) to their phone book with probability (1− ps)2. Also, since

the agents can remember all agents they have previously encountered, two agents

exchange not just their own coordinates upon sensing, but also the entire contents

of their address and phone books.

At the abstract level, a protocol is required for agents to wander about and find

each other. However, if the environment is unbounded and the agents move randomly

(e.g., Brownian or Lévy motion), it’s possible that some of the agents will wander

away from the rest. To prevent that possibility, the agents are assigned a wandering

radius Wr. The agents’ motions are restricted so that ‖xi(0) − xi(t)‖ < Wr for

all i, which is a simple control to implement since each agent has its own relative
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coordinate system. Let Bi be the ball of radius Wr centered at xi(0); this is agent i’s

wandering domain. Also, let D be the support of the initial distribution of agents,

so that xi(0) ∈ D ⊂ R2 for all i.

There is a natural graph theoretic exposition of the control. For basic graph the-

ory definitions, see [83] for a classical treatment or [28–30, 48, 99] for an engineering

viewpoint. Two different networks are considered. First, at each time t, there is a

sensing network Gt = (V,Et) where the agents are the set of nodes and i is connected

to j if and only if xi(t) ∈ Dj(t) and xj(t) ∈ Di(t). Because distant agents may

communicate if they have met previously, the union of all previous connections is

key to aggregation. Then for a fixed time T > 0, set G(T ) = (V,
⋃T
t Et). That is,

i ∼ j in G(T ) if i ∼ j in Gt for any t ≤ T . The idea of accumulating a set of changing

edges is present in [44]; however, in that work the topology of the network does not

explicitly depend on the geometry of the state space. Here, the cumulative sensing

graph G(T ) depends on how the wandering domains Bi overlap since two agents i

and j can sense each other only if the distance between Bi and Bj is small enough

(and certainly if Bi ∩Bj 6= ∅).

With this in mind, the network GB is defined where the nodes are the sets Bi,

and two wandering domains are connected if Bi ∩ Bj 6= ∅. GB is sometimes called

the nerve of the cover
⋃
Bi. The following proposition essentially follows from the

definitions.

Proposition 2. Suppose the dynamics of the individual agents are given by indepen-

dent stationary ergodic stochastic processes such that the support of the stationary

distribution of xi(t) is Bi. Then if the network of the wandering domains GB is con-

nected, for any ε > 0 there is a (random) finite time τ such that the probability the

cumulative sensing network G(τ) is connected is 1− ε.

Proof. It suffices to show that two agents in intersecting regions will sense each other
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in finite time. This is bound to happen by the recurrence property of ergodicity.

Given any disc in the intersection of the regions, there is a finite time where both

agents will be in any disc. Make the disc sufficiently small so that the agents must

sense each other. If ps > 0, the probability of sensing goes to 1 as the two agents

recurrently meet in the disc.

The “almost surely” in the proposition is with respect to the stationary measure.

Also, the wandering domains do not need to be discs, but discs are used below

because the agents have random initial orientations. In what follows, each agent i

picks a point uniformly at random from Bi and moves there, and then repeats. These

dynamics clearly meet the hypotheses of the Proposition. In Section 4.5, it is shown

by simulation that connection is achieved in a reasonable amount of time.

Once G(t) is connected, the agents have essentially solved the aggregation prob-

lem. There is then a chain of contacts between any two agents, and thus any two

agents can pass communications through that chain. Then every agent’s address

book will contain the phone number and coordinate system of every other agent.

One issue is to develop a communication protocol so that the agents’ address books

are built up over time, and to minimize the adverse effects of call drops. An issue

not directly addressed in this section is the required self-localization of each agent

relative to its own coordinate frame; there are many methods in the literature ad-

dressing this practicality through odometry calibration and estimation [100, 101],

SLAM methods [102, 103], or (perhaps most relevant to this discussion) relative

localization [104, 105].

2.7 Summary

Several distributed control paradigms were described in this chapter. Simulations

and experiments utilizing these paradigms are reported in Chapters 4 and 5.
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3

Testbed Development

In order to augment the simulations and to validate the models, several experiments

and demonstrations have been conducted. Some experiments conducted during this

research effort are detailed in [106–111]. This chapter contains descriptions of the

robotic agents employed and environments used, and their development.

3.1 Robotic Agents

Three different types of ground-based robotic agents are used in the experiments,

along with one type of aerial robotic agent. These agents are described in the fol-

lowing subsections.

3.1.1 Khepera-II

The first type of ground robot used in this research was the Khepera-II built by K-

Team, shown in Fig. 3.1. These robots have nonholonomic constraints due to their

two-wheeled differential drive. The wheels are independently controllable via calls

to supplied position- or velocity-control functions, and their positions are measured

by wheel encoders with 1
12
mm resolution. According to Canudas de Wit’s wheeled-
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robot definitions in [50], this is a Type (0,2) robot. The Khepera-II robot bases

are nominally 69mm in diameter, and 34mm tall (from bottom of wheels to top of

base circuit board). The wheels are 15mm in diameter, and the wheel separation is

52.5mm from center to center.

Figure 3.1: Khepera-II with top turret covered by white paper disc.

The Khepera-II robots utilize a Motorola 68331 32-bit processor running at

25MHz, with 512kB Flash memory for storing user-created programs. Each robot has

eight radially arranged infrared proximity sensors, a modular expansion system al-

lowing additional functionality, and a rechargeable NiMH battery providing roughly

one hour of operation on full charge. The battery is internal and is not replaceable

by the user.

In the following subsections, a brief description of the specific robot components
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is provided, including the practical limitations observed through experience.

Programming

The implementation of custom operational programs for the robots is straightforward

when utilizing the KTProject library of functions. This library is included with the

purchase of Khepera-II robots via download from the K-Team website [112]. The

KTProject integrated development environment (IDE) includes several sample source

code files written in the C programming language that can be quickly compiled and

downloaded to the robots via the wired communication (COM) link. The robots

provide a user-flash capability, allowing the user to save an image into nonvolatile

memory after download.

Motion Control

The library of functions provided in the KTProject IDE includes closed-loop motor

control functions. The inclusion of such functions facilitates simple development and

quick integration of user functions, albeit with some shortcomings.

The built-in position control is quite useful for commanding open-loop trajecto-

ries with simple geometry. It uses a time-optimal velocity profile, commanding the

maximum acceleration until maximum velocity is achieved, followed by a “coast”

phase during which maximum velocity is maintained, and concluding with maxi-

mum deceleration to stop at the commanded position. Time-optimal servo-control

works well for single degree-of-freedom (DOF) actuators. However, the 1-DOF con-

trol method fails for motion of a body whose kinematics couple the actuators. Since

the target position is expressed as a specific number of encoder counts for each wheel,

it is easy to see that the final position and orientation of the robot may vary greatly

from the target position and orientation if the rate of each wheel is not monitored

closely. Small errors in the control loops cause significant variations in robot angular
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rate, leading to errors in heading.

Additionally, as the goal position is specified only as a number of encoder counts

per wheel and the velocity profile control is not coupled, the only real control that

should be attempted is that which utilizes straight lines (both wheels commanded

with same final count), rotate in place (wheels commanded with equal and opposite

counts), or one-wheel-pivot (only one wheel given counts).

For more complex trajectories, the wheels may be controlled via individual wheel

speed commands. This allows more complex shapes such as circular arcs, where the

ratio of wheel speeds is inversely proportional to the radius of curvature of the arc.

The wheel velocity control is susceptable to errors due to wheel slippage, as with

any ground robot, and using velocity-based control is inherently dependent on an

accurate clock, so this method is quite ineffective as an open-loop control method;

the positional errors are unbounded.

While the supplied wheel velocity PID controller does deliver fairly repeatable

results for short trajectories, there is an apparent lack of an integrator anti-windup

mechanism. Thus, if a robot encounters an object that impedes its commanded

motion, the internal torque commands to the wheels continue to increase until either

the wheel-surface friction is overcome or the robot pushes past the obstacle. In the

latter case, the robot accelerates to velocities much greater than the maximum values

set in the controller. This issue must be overcome with custom programming.

Sensing Ability

Each robot is equipped with eight infrared proximity sensors. The sensor data is

easily accessed through the included software library. The difficulty lies in using the

data when the objects in the environment vary in reflectivity.

When used to detect non-absorptive and non-dissipative surfaces, the sensors

perform well with a usable range of roughly 10-50mm. The minimum detection
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distance does not adversely affect the utility of the data, as the sensors are set

back in the body of the robot roughly 10mm. The steep decay of the negative-

exponential sensing function (see Fig. 3.2 may induce large errors when using the

proximity sensors for distance measurement.

Figure 3.2: Sensing function of front IR proximity sensors on Khepera-II
robots [113]

The maximum detection distance varies widely depending on the incident surface

and ambient light level. In particular, flat-black surfaces are nearly undetectable

by the sensors due to their absorption spectrum. As such, these sensors are most

effectively used to detect the presence of an obstacle rather than to measure the

distance to an obstacle. The capabilities and limitations of the sensors (also used by

similar e-puck robots) has been documented in the RAMA Lab in prior collaborative
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work [114–117].

Communication modes

The modular expansion system of the Khepera-II robots allows the capabilities to

be extended via modules called turrets, including the General Purpose I/O turret

(GPIO), the Gripper Turret, the Radio Turret (RT) and the High Speed Radio Turret

(HSRT). Without the radio turrets, only simple, wired two-way communication with

typical PC hardware is possible. The communication method to be used is dictated

largely by the specific experiment being conducted. In this research, both robot-to-

computer and robot-to-robot communication are considered.

For robot-to-robot communication, the RT must be used, as the HSRT is incapable

of direct communication between robots. This limitation of the HSRT arises due

to the host-client paradigm of the Bluetooth protocol. In a decentralized control

environment, a centralized communication “switchboard” would be required in order

to utilize the HSRT. Additionally, systems using the HSRT are limited to seven

members (again due to the Bluetooth protocol).

For robot-to-computer communication, there are three off-the-shelf choices. The

first, cheapest, easiest, and most reliable choice is to use the direct-wired serial port.

This mode of communication has proved to be reliable both for executing the built-in

functions of the robots as well as for initiating a custom executable and receiving

status information from the robots. For development, the wired communication is

the best choice.

The physical constraint of the wires eliminates this communication option in a

multiple robot or high-mobility setting. The second choice is the HSRT, which allows

relatively high data transmission rates (up to 115200 baud). The final choice is the

RT, which has proven to be somewhat less than optimal. The data rate is limited

to only 9600 baud, and the connection is very susceptible to radio frequency inter-
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ference. For simple commanding of the robots, the RT has proven to be adequate,

but establishing reliable communication under a custom onboard executable has not

been achieved. The RT was used for all of the experiments utilizing the Khepera-II

robots at the RAMA Lab, but in the future either the HSRT or a custom alternative

(such as the custom infra-red (IR) communication turrets developed in [118]) should

be employed.

3.1.2 e-puck

The e-puck robots are quite similar to the Khepera-II robots. The footprint is nearly

identical to the Khepera-II. The proximity sensors on the e-puck are the same as

those on the Khepera-II, but in a different geometry. One signficant physical change

is the much larger diameter wheels, which allows for lower odometry error and better

traction. Like the Khepera-II, e-puck capability is expandable via add-on hardware

accessories. The e-pucks have more advanced onboard processors, a small digital

color camera, and the ability to communicate via either Bluetooth (built-in) or WiFi

(with a gumstix-based expansion module).

3.1.3 RAMAbots

The other set of ground-based swarm agents used in this research was comprised of

“RAMAbots”. These ground robots are based on the popular iRobot Create R© robots,

used extensively within academia as an introduction to robotics. The Create is, in

turn, based on the popular vacuum cleaner robot, the Roomba, and offers a readily

controllable and adaptable platform. The majority of experiments conducted with

ground robots in this research use RAMAbots.

The Create robots are differential-drive robots with an effective wheelbase of

258mm and a nominal external diameter of approximately 350mm. Four different

generations of these “RAMAbots” were utilized in the course of this research. Three
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of the different computational configurations of RAMAbot are shown in Fig. 3.3,

Fig. 3.4, and Fig. 3.5. The modifications to these robots and their control is described,

as are the experiments conducted with these robots.

(a) Front view. (b) Rear view.

Figure 3.3: A netbook-based RAMAbot

(a) Front view. (b) Rear view.

Figure 3.4: A Gumstix-based RAMAbot

Programmable, offboard control of these robots is readily accomplished via serial

communication utilizing iRobot’s “Open Interface” (OI) specification. The OI spec-

ification gives access to all of the robot’s sensor data, and enables direct control of

the wheels and speakers on the robot.
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(a) Top view. (b) Bottom view.

Figure 3.5: RAMAbot with “Brain” motherboard.

Built-In Sensing

The Create robots include built-in down-looking IR proximity sensors, called “cliff

sensors”. The cliff sensors are used in the nominal operational functions provided on

the robot as safety logic to detect stairs or other drop-offs. Both a 12-bit unsigned

integer value and the boolean states of these sensors are accessible via the OI serial

interface. These sensors have been used in experiments during this research [110, 111,

119] to detect specific features of interest (such as regions of different color, or, more

accurately, different IR reflectivity) on the plane of navigation. In such usage, the

full-range sensor data is preferable to the boolean data, allowing individual sensor

calibration as well as some ability to discern different “colors”.

External Sensing

In addition to the nominal built-in sensors, all ten of the RAMAbots in use are aug-

mented with platforms to carry on-board computers and additional sensors. There

are two platforms on each robot, one lower and one higher. The sensing configura-

tions differ among the robots.

Logitech Pro 9000 webcams are mounted to the upper platform of each robot.

This mounting is accomplished by disassembling the hinged stand that is standard

on these webcams, retaining only the hinge directly attached to the camera body.
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This allows only one DOF (tilt in the typical pan-tilt-zoom or PTZ naming) for

adjustment once the camera is mounted to the robot. The tilt of the cameras is

not actuated; on each of the ten robots, the tilt of the camera is fixed by sliding

constraints. Each robot has a different perspective of the world. All of the cameras

maintain the same field of view (FOV), but depending on the amount of downward

(or upward) tilt each agent’s view of the plane of travel and environment will be

different.

Simple, color-based “blob detection” was implemented to give robots the ability

to detect neighbors and estimate the range and heading to them. Correspondingly,

for certain experiments the bases of the RAMAbots were wrapped in red paper,

allowing an easily detectable feature. Create robots with the applied red paper, and

a corresponding maps of detected blobs are shown in Figure 3.6 and Figure 3.7. Note

in the latter picture the incorrect blobs detected in the background clutter.

Typically, range measurements cannot be made from a monocular camera. Since

these onboard cameras are mounted with a fixed geometry (relative to each robot),

the images can be utilized to provide coarse range measurements under specific con-

ditions and assumptions. By making use of a combination of calibration and trans-

lation routines from the OpenCV library [120–122], angle (heading) and range data

is retrievable. Each robot therefore has its own calibration data, corresponding to its

particular camera mounting, that can be used to translate pixel locations to points

in space. The first and most limiting assumption is that the range data returned is

only valid for detected objects or regions which lie on or near the plane of travel. The

second assumption is that, unless the camera is tilted very far down, there will be

a height cutoff within the camera FOV corresponding to infinite distance (for pixels

that lie above the horizon).

The height cutoff in the image is explained as follows. Each camera has a line-of-

sight (LOS) vector; this is the vector normal to the sensor plane of the camera, and
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(a) RAMAbots with red paper applied.

(b) Blobs detected in the image above.

Figure 3.6: An example of successful blob detection.
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(a) RAMAbots with a cluttered backdrop

(b) Blobs detected in the image above, with false matches.

Figure 3.7: An example of mistaken blob detection.
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corresponds to the center of the image. The field of view of the camera is naturally

symmetric about this LOS vector; the FOV is truncated to the physical size of the

rectangular sensing plane. Thus the solid angle of sensing is roughly a truncation

of the natural conic section about the LOS vector. The extent of this solid angle

above the horizon then defines the plane of infinite range. For the webcams on the

RAMAbots, the vertical FOV is approximately 56◦, 28◦ above the LOS and 28◦

below. If the LOS is, e.g., −15◦ relative to the robot’s plane of travel, then 13◦ of

the FOV is above the plane parallel to the travel plane. Thus, anything detected

in pixels above those corresponding to 13◦ cannot yield valid range information. In

contrast, if (for the same FOV) the LOS is pointed farther down than −28◦, all of

the pixels can yield range information because the top of the image is guaranteed

to be below the horizon. It should be noted that, regardless of the plane of infinite

range, heading information can be used. That is, even though a detected feature of

interest cannot be ranged, the heading to that feature is still valid.

In order to facilitate this monocular vision measurement ability, specific calibra-

tion routines must be performed. The OpenCV library provides functionality which,

when using a checkerboard pattern of known geometry, yields a transformation lead-

ing to a “birds-eye view”. A series of artificial images are created consisting simply

of a black image with one or more pixels set white. The images are then transformed

into the birds-eye view, and the linear distance is measured. This measurement dis-

tance is saved in a lookup table of the same dimension as the image. This calibration

was performed for each robot after its camera was mounted and its orientation fixed.

The process of generating the lookup table is quite time-consuming, but significantly

reduces computational time in actual use. (For a 640x480 image, it takes roughly

75 minutes to generate a lookup table running on a computer with an Intel Core2

Extreme Q9300 2.53GHz processor and 4GB RAM running Windows 7 Professional

64-bit. The current version of the calibration software is written in C; it does not
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(a) Nominal image from a camera mounted to a RAMAbot.

(b) The birds-eye transformation of the same image.

Figure 3.8: A calibration image from a RAMAbot camera.
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take advantage of the computer’s multiple computing cores and could definitely be

further optimized for speed.)

Due to the projection of the camera’s FOV onto the plane, there are regions in

the birds-eye view that are not mapped corresponding to the horizontal limits of the

FOV. As can be clearly seen in Figure 3.8, the mapping of the original image to

the birds-eye perspective is an injective transformation. The two images have the

same number of pixels; thus the resultant birds-eye image (from which the range

and angle mapping is drawn) effectively compressed those pixels corresponding to

the area nearer to the robot while stretching the pixels in the image corresponding

to greater distance.

All ten also have a Hokuyo URG-04LX-UG01 scanning laser rangefinder; five

robots have this rangefinder mounted to the lower platform, while on the other five

the rangefinder is mounted upside-down hanging from the upper platform.

In order to facilitate detection of neighboring robots via the scanning laser rangefind-

ers, the RAMAbot upper platforms were modified to accommodate a cylindrical fea-

ture in the plane of detection. These cylinders were simple pieces of PVC pipe with

diameter of approximately four inches; the arrow in Fig. 3.4b identifies this cylinder.

This size was chosen to facilitate detection at the maximum range within the RAMA

Lab traversable space, in consideration of the resolution of the Hokuyo laser in the

context of the arc-detection algorithm discussed in Section 3.2.1.

Bluetooth-based off-board control

Initially, the robots were wirelessly controlled via an off-board computer. The robots

utilized the Bluetooth Adapter Module (BAM) from Element Direct, made specifi-

cally for Create robots. The BAM directly interfaces with the Create’s serial port,

allowing remote control from a Bluetooth-capable computer, issuing serial commands

as if the robot was directly connected.
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In this architecture, the decision-making processes of all of the robots can be

accomplished on the same physical computer, simplifying the development process.

The processes remain distinct, however, and the control could equivalently be physi-

cally distributed to distinct, dedicated computers. This clearly leads to a scalability

limitation for the swarm as a single computer, which has more than enough computa-

tional power to compute the control for many robots under this simple architecture,

still must route the communication for all of the robots through a single physical

channel. The scalability limit for this architecture is reached for N ≥ 4 robots

communicating with the switchboard, as the communication becomes corrupted and

unreliable.

A diagram of virtual and physical boundaries in the processing for this imple-

mentation is given in Fig. 3.9. Note that while all of the processing occurs on the

same computer, the processes are completely independent of one another except for

the simulated broadcast messages.

In a situation where the lack of available sensors on the RAMAbots prevent them

from sensing their neighbors, the motion capture system (described in Sec. 3.2.3) can

provide an external surrogate. Upon capturing a frame of data, the system computes

all robot-to-robot distances. Based on one or more input parameters (e.g., sensing

range, communication range, or other), the system applies a threshold to determine

which robots are “connected”. The robots individually access their own connectivity

data from the motion system, and can “receive” messages from those robots or

otherwise make control decisions as if those other robots have been sensed. This

communication mapping defines the robots’ local graphs.

On-board Netbook Computer

Up to six of the RAMAbots employ Dell Mini10 netbook computers on board. The

lower platform provides the physical mount for the computer, and communication to
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Figure 3.9: Functional block diagram of the multi-robot control architecture.

the robot is via the robot’s wired serial port and a USB-to-serial adapter. With this

implementation, the communication between the computer and robot is extremely

reliable and communication lag is negligible.

The netbooks do not have a lot of processing power by current standards. They

employ Intel Atom Z530 1.6GHz processors with 1GB RAM. They are equipped with

built-in WiFi and Bluetooth capability, as well as a top-of-the-screen webcam.

In early experiments with the RAMAbots, the netbooks ran Windows XP Home,

and software was developed accordingly. For later experiments, Linux was installed

on the netbooks, greatly simplifying and shortening the software development cy-

cles. In the final configuration, the netbooks used the Debian 6.0.5 (squeeze) Linux

distribution, with significant customization.
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On-board Gumstix Computer

Up to five RAMAbots employ Gumstix Verdex computers running Linux. These

computers interface to the Create bases via the Sticky Interface board from Ele-

mentDirect. In order to make use of the sensors, a small travel-sized powered USB

hub is used. The power for the hub is drawn from the Create’s main bus.

The Gumstix VerdexPro-BT computers are extremely low-powered, requiring

only a 5V power supply and drawing less than 250mA at full power (not counting

the power for the WiFi module). The tiny footprint of the Gumstix is additionally

very attractive. These features come are traded for significant processing limitations,

however: the ARM processors run at only 400MHz, and have only 64MB of on-board

RAM. The on-board flash memory is only 16MB, so they are augmented with 16GB

SD memory cards, allowing significant additional storage space for software installa-

tion and data collection.

The software on the Gumstix-based Create is somewhat different than the soft-

ware in use on the Netbook-based Creates. For early experiments, the software

development was almost entirely separate due to the completely different software

build environments. For later experiments, however, the software development was

unified after Linux was installed on the netbook computers. Special consideration

was still required for the Gumstix computers as the available software packages was

significantly limited. Additionally, the very-low processing capability and memory

capacity of the Gumstix necessitated some deviations in the code to allow reasonable

runtime processing.

On-board “Brain”

The final iteration of the RAMAbots were affectionately and arrogantly named

“Brains”, as their computational power far exceeded that of any prior generation.

The Brain versions utilize a modification to the Create robot bases with power leads
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(a) Top view. (b) Bottom view.

(c) Side view.

Figure 3.10: The Gumstix stack, with Gumstix VerdexPro-BT mainboard, netpro-
vx expansion board, and Sticky Interface.
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soldered internally to the battery connections. This allows the use of M4-ATX power

supplies intended for use in automobiles with computing systems in the dash [123].

The Brain makes use of a Mini-ATX motherboard, which is a full-featured ATX-

compliant motherboard allowing integration of current-generation Intel processors

and a full bank of memory. The processor chosen was an Intel i5 quad-core processor

running at 3.2GHz, with 8GB of DDR3 RAM. The motherboard is capable of sev-

eral different device and network interfaces, including wired gigabit ethernet, WiFi,

Bluetooth, USB2.0 and 3.0, and FireWire, allowing a myriad of sensing devices and

communication modalities.

Much of the configuration of the “Brain” version of the RAMAbot is based on the

Turtlebot [124] in order to maximize usage of publicly available open-source software,

primarily the Robot Operating System (ROS)[125].

On-board software

In the course of this research, there have been several generations of on- and off-board

control software for the system. After initially using off-board control software and

communicating from the control computer to up to six RAMAbots via Bluetooth,

all of the RAMAbot control was performed on-board.

The first generation of on-board software, running on the Gumstix computers,

was a combination of custom handwritten software and packages from the Open-

Embedded project, along with custom configured packages such as OpenCV. This

software was used for early experiments in robot-robot detection and tracking.

The next generation utilized the Netbook computers on-board, running Windows

XP, with handwritten control and communication software. This software was used

for the spill perimeter detection and tracking experiments reported in [111, 119].

The third generation continued with the Netbook computers, which were recon-

figured with Debian Linux, and relying heavily on handwritten code for control, but
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capitalizing on available packages such as OpenCV for image processing and VRPN

for location information from the NaturalPoint OptiTrack positioning system. This

software was used for later spill detection and tracking experiments, as well as robot-

robot sensing experiments using blobfinding capabilities and laser rangefinder-based

neighbor detection.

The final generation, after the leap to the “Brain” configuration, utilizes Ubuntu

Linux, which is widely used in the mobile-robotics community. As a result, this

configuration is able to heavily utilize the Robot Operating System (ROS) [125] for

much of the robot hardware control and communication software. The higher level

controls were still handwritten, but were greatly simplified due to the addition of

the low-level hardware control packages. The ROS packages are very useful, and

there are myriad packages supporting many different features and capabilities, with

new releases and new packages released quite frequently. The specific configuration

was based on a custom implementation of the Turtlebot software and architecture,

maximizing usage of communication, sensing, control, and navigation packages with

limited customization. It is very convenient that those packages are available through

the typical “apt-get” software management software within Ubuntu.

3.1.4 AR.Drone aerial vehicles

Augmenting the RAMAbot swarm were Parrot AR.Drone quadrotor aerial vehicles.

These vehicles are described in this section, including the customization required

to use them in this setting. The AR.Drone was the only aerial vehicle used for

these experiments. The on-board flight control is quite robust, and allows some

configuration of control limits such as maximum roll and pitch angles and maximum

and minimum altitude. The AR.Drone, as configured for these experiments with

OptiTrack markers, is shown in Fig. 3.11.

At the time of their acquisition by the RAMA Lab, these quadrotors were judged
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to be ideal candidates for inexpensive indoor quadrotor swarm control. It was, at

the time, the only low-cost (compared to other aerial vehicles) quadrotor helicopter

readily available in the novelty commercial market that allowed configuration and

programmability. They proved to be useful in conduct of several experiments combin-

ing ground-based and aerial vehicles. However, the ability to use multiple AR.Drones

in the same relatively confined space had its own limitations, which are described

below. During the time since this research began, the maturity and capability of

inexpensive quadrotor aerial agents has greatly increased even while the costs came

down. Future efforts in this area will greatly benefit from this improved technology.

Figure 3.11: The AR.Drone aerial agent.

The on-board controller utilizes built-in solid-state accelerometers and gyroscopes

for high-bandwidth control, as well as an ultrasonic sensor for altitude control. The

most significant limitation of the onboard controller encountered in this work is that

the altitude sensor cannot be disabled. The undesirable effect of this is that if the

vehicle flies over a RAMAbot (or any other voluminous feature) in the arena, a
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sudden altitude change is incorrectly sensed, and the vehicle corrects for it despite

the lack of a vertical speed command. As the RAMAbots have a relatively small

footprint compared to the normal station-keeping error of a RAMAbot, it is not

uncommon for the vehicle to destabilize itself by oscillating up and down as the

platform is alternately sensed and not sensed.

Exteroceptive sensing

The AR.Drone has two cameras available for sensing the environment. One camera is

a forward looking VGA camera (640x480, 8-bit color) with a FOV of approximately

93◦x70◦. The other camera is a SWF camera (176x132, 8-bit color) with a FOV of

approximately 64◦x48◦. The on-board controller uses the downward-looking camera

for position maintenance when the “hover” command is issued, provided the area

under the AR.Drone is sufficiently feature-rich (that is, patterned). Either camera

(or both) can be live-streamed via the WiFi communication interface.

Software

At the time the RAMA Lab acquired the AR.Drones, they were designed to fly out-

of-the box using any WiFi-capable touchscreen iOS device, such as an iPhone or

iPad Touch. Parrot additionally made available a software development kit (SDK)

available for creation of new applications for these devices, as well as for Linux-based

systems. In the time since the software was developed for this research, the list of

compatible control devices has expanded beyond just iOS devices. However, this

research relied solely on control from a Linux-based PC via WiFi communication.

A Python library [126] was developed by Bastian Venthur based on this SDK

and the defined communication protocol. This library was used as the basis for the

communication with and control of the AR.Drone vehicles. Building on this library,

a joystick-based controller was developed for testing [127]. The joystick (Logitech
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Extreme 3D) was used for simple left-right, front-back, and yaw control with the

three axes of the joystick. Altitude control was implemented using the “thrust”

axis, where the minimum value corresponded to an altitude of 0m and the max

value corresponded to 2m. A closed-loop controller was then wrapped around this

reference value, using the sensed altitude detected by the tracking system. This

served to compensate somewhat for the limitations described above relating to the

autonomous altitude correction.

In the experiments utilizing the AR.Drone (described in Chapter 5) the control

is part of the agent’s swarming function rather than manually controlled via the

joystick. The joystick was used to initially configure the AR.Drone for the experiment

(i.e., commanding takeoff and setting the initial atttitude, followed by commanding

the autonomous behavior by pressing on of the function buttons on the base).

For this work the on-board cameras were used by the same blob-finding methods

employed by the RAMAbots in order to track the ground-based RAMAbots. When

the front camera is in use, red blobs (i.e., the sides of the RAMAbots) were identi-

fied and pursued; when the bottom camera was in use, blue blobs (i.e., the upper

platforms of the RAMAbots) were identified and tracked.

3.2 Experimental Testbeds

Three testbeds for multi-robot experiments were developed in the RAMA Lab dur-

ing the course of this research effort. These spaces each have their strengths and

weaknesses, and have all been used in the conduct of a variety of experiments in

multi-robot distributed control. Many of these experiments have been previously

reported in [106–111, 117].
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3.2.1 Khepera-II Lab

The testbed, shown in Fig. 3.12, utilizes multiple Khepera-II robots operating within

a defined arena equipped with two SICK LMS400 LADAR sensors and an overhead

Cognex Insight 5400 industrial machine-vision system. Researchers at other institu-

tions have described similar multi-robot testbeds, e.g., see [65, 118, 128]. The focus

during development of the Khepera-II Lab space was to maximize utility, maintain

scalability, and avoid overly specialized and cost-prohibitive equipment.

For the most recent experiments performed the Khepera Lab space, a Natural-

Point TrackingTools tracking system was integrated. The implementation was very

similar, though with far fewer cameras, to that described below in Section 3.2.3.

Sensors

External position measurements are made available to the central supervisor from a

Cognex Insight 5400 vision system and a pair of SICK LMS400 LADAR rangefinders.

The vision system was configured to return arbitrarily-ordered pairs of x–y position

data for a pre-specified number of detected robots. Simple blob detection, based

on a background contrast comparison and an area threshold, was used to maximize

the sampling frequency. In order to provide ample contrast with the black-painted

arena, identical discs of white paper were affixed to the uppermost turret of each

Khepera-II robot (see Fig. 3.1).

Doing so nullifies the vision system’s ability to measure the orientation of the

blobs, as there is no asymmetry. Additionally, in a multi-robot setting the robots

are indistinguishable from one another, requiring a limited-information identification

method. The Cognex vision system provides robust and accurate positional data, but

if multiple robots are present in the field of view, the system is not able to uniquely

distinguish them from one another. The issue of maintaining track of individual

robots in order to properly and consistently apply the measurements is addressed
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Figure 3.12: Khepera-II lab space.
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Figure 3.13: LADAR coverage of the RAMA Lab Khepera-II swarm arena

below.

This experimental setup was used extensively in the author’s prior research [101]

and in the initial phase of the research presented here [106, 107]. The limitations of

this sensing – in particular, complete agent pose information – guided the research

to focus on methods which did not require such knowledge, and partially led to the

breakthrough of exploiting known nonholonomic velocity constraints to fill in the

tracking, estimation, and control voids [108, 129].

Range measurements across the arena were provided by two SICK LMS400-1000

industrial LADAR Measurement Systems, communicating with the central host via

a 10MBit, half-duplex Ethernet (TCP/IP) connection. The units utilize diode lasers

and a rotating mirror to sweep across 70◦.

The LMS400 LADAR unit allows the user to configure several parameters of

the scan. Scan frequency may be set from 360Hz-500Hz, with angular resolution
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ranging from 0.1333◦-1.0◦. Measured distances (at each angular point) are reported

from 500mm-3000mm. Range resolution is 1mm, although the reported systematic

measurement standard error is 4mm for typical remission values of 40-100%, reaching

as high as 10mm for lower remission values. Remission values below 6.5% lead

to invalid measurements, reported explicitly as 0mm. To facilitate optimal data

collection, range, edge, median, and mean filters may be set. In the experiments

conducted, these capabilites were not exploited; all such parameters were left at

factory default values.

Figure 3.14: Partial and full occlusion of distant robots by a proximal robot. Image
is approximately to scale.

Two LADAR units were utilized in the RAMA Lab swarm arena for three basic

reasons. The first two reasons are the minimum range and limited detection angle of

the LADAR units. Utilizing two units at opposite ends of the arena ensures complete

coverage of the entire arena by at least one sensor (see Figure 3.13). The third reason

is the susceptibility to line-of-sight obstruction; that is, one robot may occlude one

(or more) other robot(s) lying within the wedge defined by the tangents from the
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first robot to the center-point of the LADAR unit (see Figure 3.14).

Arc Detection

Each of the two SICK LMS400 LADAR sensors returns a set of range data covering

the 70◦ “wedge”, discretized into 0.25◦ samples. At each angular point, a range

measurement is returned. This data is simply a sweep over the field of view of the

sensor, so the positions of the robots within the field of view must be extracted.

The range data from the SICK LADAR units is a raw set of points, so the data

must be processed to extract the locations of the robots. Traditional methods for

extracting features from this sort of 1-D data include wavelet transforms [130] and

the Circular Hough Transform [131, 132]. Wavelets can be used quite successfully

for locating, within a set of data over an independent variable, features of interest.

For perceiving specific shapes, appropriate wavelets must be used.

Figure 3.15: Geometric relationships for arc detection in LADAR data. RK is the
radius of the Khepera-II robot. The angular extent of the robot at range OF is 2Θ.

A new method for arc detection, akin to a correlation function, has been developed

in this lab. Given knowledge of the geometry of the Khepera-II robots, it is possible

to predict the signal returned by the LADAR sensors if a robot is in its field of

view. Simple trigonometry defines the angular extent (2Θ) of the robot at a given

range, as illustrated in Fig. 3.15. In the algorithm, the range point ρ is assumed

to be exactly equivalent to the line segment OF The formulae and algorithm for
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calculating the predicted arc are given in Eq.(3.1). The predicted arc is stored to a

vector S = {S−N−1
2
, ..., S0, ..., SN−1

2
} of length N . The incremental angle used in the

algorithm is ∆Θ, and the estimated range to the robot at angle Θi is Si.

Relating Fig. 3.15 to Eq.(3.1): ρ = OF, ψi = ∠OAiC, φi = ∠OCAi, RK =

CAi = CF, Si = OAi.

Θ = arcsin(
RK

ρ+RK

)

N = floor(
2Θ

∆Θ
)

S0 = ρ

if N even, N = N − 1

for i ∈ {−N − 1

2
, . . . ,−1, 1, . . . ,

N − 1

2
}

Θi = |i∆Θ|

ψi = arcsin
(ρ+Rk

Rk

sin Θi

)
if ψi < π/2, ψi = π − ψi

φi = π − ψi −Θi

Si = RK
sinφi
sin Θi

(3.1)

At short ranges just larger than sensor minimum range, the robots extend over ap-

proximately 5.46◦, which corresponds to 21 sample points at 0.25◦ angular resolution.

At the maximum extent of the arena, the robots exhibit an angular extent of ap-

proximately 1.8◦, extending over only 7 sample points.

Using these equations, a predicted arc is created for every point in the raw data.

The raw data surrounding the current point is truncated to the same length as the

predicted arc, i.e., N in Eq.(3.1). These two vectors are unit-normalized, and their

inner-product is evaluated. The resulting scalar is then multiplied by a confidence
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factor; this final product is the score for that range point. Empirically, it was observed

that N is a very good measure of confidence, giving strong confidence at short ranges

(with many points to fit to the arc) and weak confidence at longer ranges (with few

points to fit).

Figure 3.16: A sample score vector for Arc-Detection with five robots in the field
of view. The right-most peak is incorrectly marked as a match since the algorithm
was configured to find six robots.

Upon completion of the point-by-point scoring described above, the top scores

are selected. The score data is clearly of the same length as the range data, in our

case 280 points (a sample set of score data is shown in Fig. 3.16). The arc of a

single robot clearly extends over N points (N appropriate for that range). Thus the

maximum values in the score data must be separated by the appropriate number of
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points. When combined with a smoothing algorithm this method has proved to be,

although not perfect, quite robust at identifying robots within the LADAR field of

view.

This algorithm requires the number of robots to be known, so in cases where there

are fewer robots in the field of view (due to range limits or occlusion as discussed

above) false matches are guaranteed.

Layout

The arena in the Khepera lab is a wooden surface approximately 84cm by 168cm,

constrained by walls 7cm tall. The traversable area is not a full rectangle, as the arena

supports intrude 2cm by 2cm in each corner. For optimal contrast with the robots,

the surface is painted semi-flat black. For optimal reflectivity for the Khepera-II IR

proximity sensors, the walls are covered with white paper.

The global coordinate system is defined as follows (also see Figure 3.17): the

x-axis is aligned with the short edge of the arena; the y-axis is aligned with the

long edge of the arena; the z-axis completes the right-handed coordinate system; θ

is measured positively about the z-axis, with θ = 0 aligned with the x-axis; and

(x, y) = (0, 0) lies outside the traveled area due to the construction of the arena.

The origin of the reference for this experiment was chosen, for convenience, to be

coincident with the (0, 0) point of the Cognex camera’s field of view. The location

and orientation of each LADAR unit was found by direct measurements relative to

this origin.

The Cognex Insight 5400 machine-vision sensor is located at

~PCOG = (584mm, 762mm, 2286mm)T (3.2)

relative to the arena coordinate frame, with the nadir anti-parallel to ẑ. The sensor

frames of the SICK LMS400 LADAR units are given in Eqs. (3.3) through (3.8). Note
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Figure 3.17: Overhead view of Khepera-II swarming arena, with approximate
coordinate frame definition.

that the rotation angles for the SICK sensor frames align the sensors’ 0◦ reference

angle to the arena reference frame, although the sensor only reports angles from 55◦

to 125◦.

~PSICK1 =

787mm
165mm
45mm

 (3.3)

~PSICK2 =

 168mm
1536mm
45mm

 (3.4)

RSICK1 =

 cos(22.5◦) sin(22.5◦) 0
−sin(22.5◦) cos(22.5◦) 0

0 0 1

 (3.5)

RSICK2 =

 cos(205◦) sin(205◦) 0
−sin(205◦) cos(205◦) 0

0 0 1

 (3.6)
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TSICK1 =

[
RSICK1

~PSICK1

0 0 0 1

]
(3.7)

TSICK2 =

[
RSICK2

~PSICK2

0 0 0 1

]
(3.8)

3.2.2 e-puck Arena

Some experiments were conducted in the e-puck arena of the RAMA Lab experi-

mental space. As seen in Fig. 3.18, the arena consisted of a flat testbed measuring

120cm by 240cm. Reflective markers were uniquely fastened to each of the five e-

puck robots in the arena. Three OptiTrack V100:R2 cameras (not visible in Fig. 3.18)

were mounted above the arena and allowed tracking of the e-pucks via the reflective

markers. A computer using the NaturalPoint Tracking Tools software then processed

the camera images. The spatial locations of the e-pucks were identified and streamed

over the network, allowing the e-puck (offboard) processing awareness of e-puck lo-

cations. Thus, the OptiTrack system served as a surrogate GPS system that could

provide positioning information to each of the e-pucks.

Depending on the experiment being performed, this location information was

used as a sensing surrogate. That is, if neighboring agents were within some pre-

defined sensing range, the neighbor would be counted as “sensed” and the relative

position information was made available.

3.2.3 Create Lab

An alternative, larger testbed for the conduct of multi-robot experiments has been

developed. This lab space utilizes the RAMAbot ground agents and AR.Drone aerial

agents, as well as a motion-capture system that can be employed as an indoor GPS-

surrogate or as a truth sensor for comparison with the robots’ on-board localization

or sensing estimates.
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Figure 3.18: RAMA Lab’s e-puck arena

Sensors

The motion capture system in use is the OptiTrack system from NaturalPoint. The

configuration makes use of 22 infrared (IR) cameras with overlapping fields of view.

The system provides 6DOF tracking information based on user-defined patterns

mounted on objects of interest. Called “Trackables”, these user-defined patterns

utilize at least 3 reflective markers to yield 6DOF rigid-body coordinates. As the

Create robots in this testbed are confined to the plane, constraints can be applied in

the tracking software to disallow significant deviations from 0 in roll or pitch. This

allows free use of patterns that are indistinguishable under a 180◦ flip in roll or pitch.

The motion capture system provides tracking information for a volume that is

defined by the physical geometry of the cameras. A simulated sensor for each robot
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Figure 3.19: Screenshot from NaturalPoint OptiTrack Tracking Tools showing
relative locations of the track boundary, the cameras, and the tracked bodies.

is provided by the arena’s embedded motion capture system. With the ability to

track each robot’s position and orientation, the motion capture system yields GPS-

like localization information as well as nearest-neighbor data. The OptiTrack motion

capture system from NaturalPoint is comprised of active-illumination infrared cam-

eras and a software package called TrackingTools, providing 6-DOF data for defined

sets of markers within the field of view. Each robot is equipped with at least three

reflective markers (each with a different pattern for identification; see [106, 108] for

alternative solutions) to provide full 6-D measurement capability. A sample active-

IR image of multiple robots taken from cameras #16 and #17 in the system is shown

in Fig. 3.20. The markers are clearly visible in this full-frame image, as are the robot

shapes. The ground robots in this experiment are constrained to the plane, thus the

out-of-plane distance measurement and the roll and pitch orientation measurements

are unnecessary (and should be unchanging).

The OptiTrack cameras are mounted to an aluminum truss around the perimeter
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of the room, ranging in height from approximately 1.3m to 3.5m. The configuration

of the cameras and the trackable volume defined by the camera configuration is shown

in Fig. 3.22.

(a) Camera #16 (b) Camera #17

Figure 3.20: Perspective from two OptiTrack cameras.

Layout

The workspace for the RAMAbots is a planar region as shown approximately in

Fig. 3.21. The extent of the traversable region is approximately 4m in the x̂ direction

and 3.3m in the ŷ direction. Overhead obstacles limit the altitude of the aerial

vehicles to a maximum of 3.3m; accordingly, the Optitrack camera-coverage volume

is configured to cover up an altitude up to 2.4, and the aerial vehicles are constrained

by this maximum altitude. The enforced boundaries of the arena are visible in

Fig. 3.19 as the orange semi-transparent “walls”.

Computing

The computers available for use in the Create Lab are as follows:

* Intel Core2 Quad 2.53GHz, 4.00GB 800MHz DDR2 SDRAM, NVIDIA Quadro

FX 770M 512MB, Windows 7 Pro (64-bit) (laptop)
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Figure 3.21: Representation of the RAMAbot lab arena. (Not to scale.)

* Dual Intel Xeon Quad core, 2.00GHz, 6GB 1066MHz DDR3, NVIDIA Quadro

FX 580 512MB, Windows 7 Pro (64-bit)

* Gumstix Overo Earth.

The Mini10 Netbook computers are physically mounted on-board the Create robots,

allowing a direct-wired serial connectivity to the Create’s native controller. The

Netbooks utilize custom software for individual robot control, and communicate via

wireless Ethernet (WiFi).

The Gumstix Verdex Pro BT small-form-factor computers were physically inter-

faced to the Create robots via the Sticky Interface board from ElementDirect. This

configuration allows direct serial interface to the Create’s native controller, as well

as a power source for the Gumstix. The Sticky Interface additionally provides USB
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connectivity, allowing the use of a USB camera and a laser rangefinder via a powered

USB hub. The USB hub was also powered from the Create power bus.

One of the dual-quad core workstations is tasked with management of the Op-

tiTrack software, and also runs the custom-developed communication software al-

lowing for pseudo-GPS indoors. This controls the mixed-simulation variables of

communication and detection range. Additionally, this computer managed the WiFi

communication switchboard between robots for the perimeter-finding and -tracking

experiments [111, 119]

The other dual-quad core workstation and the two Core2 Quad laptops were

utilized primarily as developmental computers, allowing tests of the communication

and tracking software before deploying the binary executable code to the Mini10 and

Gumstix computers on-board the Create robots. The workstation additionally runs

the off-board controller for the AR.Drone aerial vehicles.

86



(a) Visible to at least five cameras.

(b) Visible to at least three camera.

Figure 3.22: Illustrations of the OptiTrack trackable volume.
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4

Simulation Results

Simulation allows exploration of a broad parameter space in a time- and hardware-

efficient manner. Additionally, simulation allows manipulation of a system’s pa-

rameters in a controlled and deterministic manner. The use of the Monte Carlo

simulation method may be used as a verification of postulated results over a large

discrete parameter space.

It should be clear that experimental validation is also critical to validate the

simulated models. However, especially in the case of swarm robotics, simulations are

a critical first step for algorithm validation due to the natural scalability associated

with simulation. Supplementing the swarm with additional members requires the

simulation to run longer, but does not require the extensive outlay for purchase and

maintenance of a large number of robots.

Another major advantage of the use of simulation is the freedom to design the

environment. In simulation, the robots are not confined to the limited lab space;

the environment can be as large as desired, and can contain feature richness or

blandness limited only by imagination. Very critically, the volume of the simulated

world is unbounded (or more properly has a much higher upper bound), allowing
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simulated aerial vehicles to achieve much higher altitudes without concern for vehicle

and personnel safety.

4.1 Simulation Environments

In this work, simulations were primarily conducted using MATLAB and Simulink.

Multiple computational platforms were utilized:

* Dual Intel Pentium-III 900MHz, 1.5GB 133MHz SDRAM, nVidia GeForce2

MX200 32MB, Debian Linux

* Intel Pentium4 3.40GHz, 4.00GB 533MHz DDR2 SDRAM, Radeon HD 4650

1GB, Windows XP Pro SP3

* Intel Core2 Quad 2.53GHz, 4.00GB 800MHz DDR2 SDRAM, NVIDIA Quadro

FX 770M 512MB, Windows 7 Pro (64-bit) (laptop)

* Dual Intel Xeon Quad core, 2.00GHz, 6GB 1066MHz DDR3, NVIDIA Quadro

FX 580 512MB, Windows 7 Pro (64-bit)

4.1.1 MATLAB/Simulink

A major focus of this research is on the use of graph-theoretic quantities for multi-

robot control, which immediately leads to extensive linear algebra and related matrix

operations. MATLAB is inherently optimized for these types of data structures and

the manipulation thereof.

With this in mind, most of the simulation was conducted within the frameworks

of MATLAB or Simulink. This environment is more naturally suited to studies of the

direct control methodology and tracking of parameters of interest, such as the graph

Laplacian (unweighted and distance-weighted) spectra, agreement of the swarm, and

error relative to simulated truth values.
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Many of the tools for such studies are functions native to MATLAB, such as

eig(), svd(), and rank(). Additionally, there are some freely available user-written

MATLAB toolboxes available online, such as those written by Sergii Iglin [133], Kevin

Murphy [134], and Ed Scheinerman [135]. While the runtime required for some of

these simulations may be somewhat longer than simulations encoded in a compiled

programming language such as C, the development time for such compiled-language

simulations would also be significantly longer.

4.1.2 Hardware-in-the-loop mixed-simulation

In the three laboratory spaces used in this study, some aspects of the experiments

were simulated. For example, in the Create Lab (described in Chapter 5), the Cre-

ate robots utilized either Bluetooth (IEEE 802.15) or WiFi (IEEE 802.11b/g/n) for

communication. The range of these systems far exceeds the confines of the labora-

tory space, so experiments based on communication range could not be naturally

conducted.

In this case, virtual communication ranges were enforced between robots by utiliz-

ing the positions measured by the OptiTrack motion capture system (also described

in the next chapter). Measurement of these robot positions allows the application

of arbitrary parameters (e.g., a communication range of 1m) to “block” (resp., “al-

low”) communication between two robots if they are spaced by more than (resp.,

less than) 1m. In a similar fashion, sensing ranges were applied as a surrogate for

on-board sensing capability. Furthermore, the probabilistic communication functions

discussed in Chapter 2 was in some cases simulated on the real robots.

4.2 Simple Aggregation

The (arguably) simplest swarming simulation utilizes the state-based feedback sys-

tem described in Eq. (2.16), with bobj = 0 and bagg > 0. For such a system, consisting
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of particles moving in R2, successful aggregation depends solely on the connectivity

function gs. If gs is simply an indicator function for the sensing range, e.g., Eq. (2.14),

then the system of particles will converge to the clusters present at the first time

step, k = 0, i.e., the edge-set E|k=0 = E|k=k+1∀k > 0. This is not a compelling

case to investigate in simulation, but was used for verification of proper software

implementation.

4.2.1 Potential function aggregation

The addition of a potential function for agent-agent collision avoidance prevents

agents from asymptotically converging to the same state, but still allows convergence

(under the clustering conditions mentioned above) to a region of radius ε > 0 around

the agreement space. In this case, it is possible for the edge-set E to evolve in

time, as individuals from neighboring clusters may form edges due to the potential

function repulsion. However, as long as the characteristic distance of the potential

function is smaller than the detection distance ρ of gs, the total number of connected

components, i.e., clusters, will be equal to or smaller than the number at time k = 0.

Again, this mathematically provable result is not intriguing to simulate, but was

performed to validate the software implementation.

4.2.2 Potential function aggregation with uniform perturbation

This topic becomes interesting with the addition of some control input other than

agent-agent interaction. Such an input may be an objective function, e.g., gradient

following or random walk. In such cases, the relative magnitude of the control

inputs (possibly in opposition) must be considered. If the magnitude of the objective

function control is too large, it is clear that the aggregation input may be defeated,

thus connections may not be persistent.

This objective function control has the effect of moving the agreement subspace,
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with the effect that the cluster, in internal equilibrium with respect to the agreement

subspace, will move within the space. This motion, depending on various parameters,

may either facilitate or impede formation of new edges between components.

Some simulations utilizing random walks of various magnitudes were conducted,

revealing practical values for the relative weights (bagg and bobj) applied in the swarm-

ing law. Clearly, higher weight for bobj leads to higher probability of edge-formation,

while lower weight leads to higher probability of edge-persistence once the edge has

formed.

Early simulations revealed an unexpected, but in hindsight obvious, behavior.

Under a random-walk objective function (for a single-integrator, 2D-particle), the

net motion of each cluster is the average of the random control applied individually

to the agents in the cluster. If the distribution of this random walk is zero-mean and

is the same for each agent, then the expectation of the cluster motion is net-zero.

Thus, as the clusters grow, the motion of the clusters decrease.

4.2.3 Potential function aggregation with degree-based perturbation

In light of the observation above, a means of varying random-walk magnitude is

proposed wherein the weight of an individual agent’s random walk could be scaled

by its degree, i.e., the number of neighbors it has. This proposition addresses the

averaging problem in that agents within the cluster with greater connectivity have,

in effect, different (though still zero-mean) random-walk magnitudes. Additionally,

while raising the random-walk magnitude for all agents tends to negatively affect

cluster instability, raising the magnitude for the more connected individuals exploits

their additional connections. In this way, minimally connected agents, i.e., those

on the periphery of the cluster, move primarily in response to their neighbors, thus

maintaining connectivity, whereas the maximally connected agents in the interior

provide a driving force to the cluster.
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For this simulation, the controller makes use of a degree-scaled random walk,

where the scaling is given by

bobj =
√

∆i + 1 ∗ [wx, wy]
T . (4.1)

Clustering results from one such simulation are shown in Fig. 4.1. In this figure,

important transitional time-steps are shown. In the upper left, the initial distribution

is shown along with the corresponding edges. The upper right configuration reveals

the quick aggregation of those initial clusters in just 19 time-steps. Note, though,

that the next new cluster transition does not occur until the edge forms at k = 13, 131

(lower-left). Again, within only 18 steps those two clusters reached a new equilibrium

(lower-right).

Observation of the evolution of the graph Laplacian spectra in Fig. 4.2, reveals

that only two more cluster transitions occur. The transitional event, i.e., the joining

of previously disconnected clusters, is indicated by additional eigenvalues becoming

strictly positive. The final transitional event (in the 500,000-step simulation) begins

at k = 471, 704, and these new clusters achieve quasi-equilibrium at k = 471, 734.

This final configuration is shown in Fig. 4.3.

4.3 Consensus

The consensus algorithm analyzed and discussed in Section 2.5 guarantees conver-

gence to consensus (within some bound), but the theorem makes no mention about

the size of the domain D or the number of agents. Thus, it yields no information

about the rate of convergence. Simulations of the dynamics in Eq. (2.39) were con-

ducted to explore the rate at which the noise drives the agents to consensus. The

support of the noise process Ui(t) was set as a disc of radius R. Without loss of

generality, the sensing radius was set ρ = 1, and the domain D was a square region
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Figure 4.1: Simulation of aggregation for 20 agents at four different time steps.

Figure 4.2: Evolution of eigenvalues in aggregation for 20 agents.
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(a) Final configuration, full scene. (b) Final configuration, main cluster.

Figure 4.3: Simulation of aggregation for 20 agents, final configuration.

in R2 with sides of size W .

4.3.1 Uniform initial conditions

The positions of the agents take values uniformly at random in a square region, and

three widths of the square, W = 20, 60, and 100 were considered. In each of the

regions, four sizes of agent population were simulated: N = 10, 20, 40 and 100. Since

the dynamics are random, each parameter setting was run 100 times from initial

positions chosen uniformly at random from D, and the dynamics were run in each

iteration for 10,000 time steps.

The jumps considered here were determined first by generating uniform random

variables r ∈ [0, R] and θ ∈ [0, 2π]. The x-coordinate of the jump is r cos(θ) and

the y-coordinate is r sin(θ). Note that this is not a uniform sampling of the disc of

radius R; it is biased toward the center.

In Section 2.5.1, the triangle inequality was used to show that if the diameter

R < ρ/2, the noise cannot drive agents out of their mutual sensing radius once

they are all close to each other. The triangle inequality is a notably conservative

bound, so for each of the values of N and W four different sizes of random jumps
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Figure 4.4: Size of maximal connected component for small environment.

R = 0.5ρ, 0.6ρ, 0.8ρ, ρ are simulated. That is, the smallest jump considered was the

one proven to give asymptotic convergence.

The simulation results are shown in Fig. 4.4, Fig. 4.5, and Fig. 4.6 for small (W =

20), medium (W = 60), and large (W = 100) environments. Each of these figures

shows the number of agents in the maximal connected component for simulations

in the respective environment. The median component size of 100 iterations are

plotted. Each subfigure is for a fixed number of agents, and the different marker

styles indicate the jump size: cross denotes R = 0.5ρ; circle denotes R = 0.6ρ;

square denotes R = 0.8ρ; and x denotes R = ρ. The subfigures are segregated by

swarm size: the upper left is the result for N = 10; the upper right is for N = 20;

the lower left is for N = 40; and the lower right is for N = 100.
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Figure 4.5: Size of maximal connected component for medium environment.

A couple of general patterns emerged from the simulations. First, the agents that

were initially close to one another quickly aggregated into clusters. Individual agents

jumped around the domain in steps bounded by R, but the more agents in a cluster,

the more the the random jumps were averaged out. So large clusters moved around

the domain more slowly. Thus, the dynamics behaved very much like a coalescent

process in probability. Small clusters formed quickly, but as the clusters got larger

their rate of coalescence slowed down. The figures plot the number of agents in the

maximum connected component in the median simulation run at each time slice.

The largest component then has a fifty percent chance of being bigger (or smaller)

than the one plotted.

The second general pattern observed is that the density of the agents in the
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Figure 4.6: Size of maximal connected component for large environment.

domain was very important to the control. This is not that surprising, but if one

compares, say, the lower right panel in the three figures, an interesting pattern may

be noted regarding the jump sizes. In Fig. 4.4 (showing the smallest region and

thus the most densely packed agents), the larger jump sized cause more agents to

cluster more quickly. In the middle sized region (Fig. 4.5), the largest sized jump

performed the worst, and in Fig. 4.6, the two largest jump sizes performed the worst.

As the jump size increased, the easier it was for clusters of agents to break apart.

In the denser regions, large random jumps break clusters apart, but chances are the

scattered bits remain close to other clusters.
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Figure 4.7: Maximal connected component for normally distributed initial condi-
tions

4.3.2 Normally distributed initial conditions

Another set of simulations was run, similar to that above, but where the initial

positions were normally distributed. It is easy to imagine real-life scenarios where

normally distributed initial conditions are realistic, e.g., agents dropped from a he-

licopter. Since there will be a greater amount of initial clustering about the mean,

these simulations were run to see if the larger random jumps could force consensus

in larger domains (quite unlike the case with uniform initial conditions).

As above, 100 instances of the simulations of the dynamics were run for 10,000

time steps. Agents were placed in a square of side W = 100 (the largest considered

above) with initial normally distributed initial conditions. The mean of the distri-

bution was set to be the center of the square, and two standard deviations were
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checked: five and ten times the sensing radius. In none of the simulations was an

agent assigned an initial placement outside of the domain. Finally, only the two

largest jump sizes were simulated: R = 0.8ρ and R = ρ (the worst performing con-

ditions for the uniform distribution cases). Comparisons with the uniform initial

conditions are given in Fig. 4.7. As before, the median maximum component size of

100 simulation runs is plotted. Overwhelmingly, the results show improvement with

normally distributed initial conditions.

4.4 Decentralized Formation Control

Certain “functional formations” are desirable within a swarm. Functional forma-

tions are formations whose structures are not explicitly defined, but which take

shape according to the desired functionality. As introduced in Section 2.4.1, the

escort/entrapment formation is an example of one such desired functionality. Simu-

lation results from that research focus are presented here.

The described model was simulated using a commercially available package Webots[136],

marketed by Cyberbotics Ltd. Three simulations were performed with five e-pucks in

the arena. One of the e-pucks was designated as the target. The first instance simu-

lated an arena devoid of obstacles, and the second simulation featured two obstacles

placed in the middle of the arena as shown in Fig 4.8. The third simulation mim-

icked the first simulation with no obstacles; however, one agent was programmed

to temporarily “fail” for 20 seconds to demonstrate the robustness of the system.

The agent ceased movement as the other agents continued to move without being

disturbed by the failed robot.

In each simulation, agents settled on a formation as shown in Fig 4.9. Upon

creation of the formation, agents remained equidistantly spaced around the target,

as shown in Fig. 4.10. There were shifts in formation when the target switched

direction at 50s, 80s, and 100s, also visible in Fig. 4.10. Equidistant spacing was
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Figure 4.8: Simulated e-puck arena with obstacles

simultaneously achieved when the agents reached their minimum Morse potential

energy, as shown in Fig. 4.11. The agents asymptotically approached energy levels of

0.3x10−6J , and maintained a distance of approximately 20cm between the centroid

of each agent. Figure 4.12 depicts the potential energy of an agent at points across

the arena. The actual position of the agent marked in white shows that it is located

at its lowest potential energy in the arena while in the formation.

In the second simulation, agents identified obstacles and navigated around them

due to the obstacle repulsive force. Agents periodically got stuck in local minima

and would not advance. Since the system was dynamic, agents moved out of the

local minima when the rest of the system changed positions and exerted different

forces on the stuck agent. The third simulation demonstrated the system’s ability

to accommodate failure. When an agent stopped moving, the remaining agents

continued along their normal trajectories. However, agents redistributed themselves

to create a triangular formation around the target as shown in Fig. 4.13, rather than
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Figure 4.9: Target-tracking agents in equilibrium of Morse-potential function

Figure 4.10: Distance between agents and target versus time
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Figure 4.11: Potential energy of agents in target tracking

Figure 4.12: Two dimensional potential function for an agent in target tracking
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Figure 4.13: Agent tracking formation with one agent “failed”.

the previous square formation. The triangular formation minimized gaps between

the robots in order to compensate for the missing agent.

4.5 Aggregation and Rendezvous

The validity of the analysis presented in Section 2.6 was demonstrated by simulation,

presented in this section. The goal was to determine how long it will take to connect

the network G(t) with a realistic number of agents deployed in a realistic initial

domain D. A small team of agents is the focus, 10 ≤ N ≤ 20 with initial positions

drawn from a two-dimensional normal distribution. For N →∞, the connectivity of

GB is well understood [137], but simulations of very large systems of robots are not

feasible with computational resources available in this research effort.

First, the constraints are defined on the time until connectivity in ideal conditions
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before considering less ideal sensing. In the simulations, perfect, omni-directional

sensing is assumed. That is, each agent has a sensing radius ρ, and two agents sense

each other at time t if ‖xi(t) − xj(t)‖ < ρ. This represents a best case scenario

of the discussion above in Section 2.6. Arbitrarily but without loss of generality, the

sensing radius of the agents is set to unity, ρ ≡ 1.

Suppose the initial position of each agent is drawn from a normal distribution with

mean at the origin. The standard deviation in the x-coordinate is (arbitrarily) five

times the sensing radius, and the standard deviation in the y-coordinate is the same

as the sensing radius. (The covariance between x and y is 0). Such a distribution

may be realistic in a scenario where the agents are, say, ground robots deployed

by an aircraft in flight; a long, thin initial distribution makes sense. Under these

chosen “mission parameters”, the wandering radius Wr of each agent is set to 14.

(This value was chosen so that the wandering domain network (GB above) is very

likely to be connected.) In simulations, the wandering domain networks were not

connected only 16 times out of 11,000 instantiations. Additional experiments were

run for Wr = 10, . . . , 20. Clearly, the larger the radius, the more likely GB is to be

connected, but also the longer it takes for the cumulative sensing network to become

connected because each agent must search a larger area.

With mission parameters defined, simple agent dynamics are employed. For each

t > 0, xi(t) is chosen uniformly at random from agent i’s wandering domain. The

index t does not represent time in the sense of a ticking clock, but rather the number

of actions the agents perform. These dynamics are chosen because of the desire for

the agents to aggregate as quickly as possible, but they can sense each other only if

they are near enough to one another; independent draws from a uniform distribution

mix the agents quickly. Also, for two agents it is easy to compute the mean and

variance of the sensing time.1 For more than two agents, there are dependencies

1 The sensing time is a Bernoulli random variable with probability proportional to the areas of

105



Figure 4.14: Time until successful aggregation for N = 10 to 20 agents.

that make calculating the expected connection time of G(t) difficult.

Each agent moves from xi(t) to xi(t+1) in this simulation by utilizing a 2nd-order

unicycle model as defined in Section 2.1. At each simulation step, the proximity to

other agents is evaluated. If one or more other agents are within the defined sensing

range ρ, the agents are said to have met.

Figure 4.14 shows simulation results for N = 10, 11, . . . , 20. For the initial dis-

tribution given above and each value of N , the first time t is recorded when the

cumulative sensing network G(t) is connected. The times t are random, so the simu-

lation was run 1000 iterations for each value of N with fresh initial conditions every

iteration. The figure shows the 50th, 75th, 90th and 99th percentiles of the simulated

aggregation times, as well as the worst case.

The y-axis in Figure 4.14 measures time in number of random positions explored.

There is little improvement in performance as N increases from 10 to 20, and the

overlap.
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times are very tightly distributed about the median (bottom line). Very rarely,

the agents take longer to aggregate; see the crossed line corresponding to the 99th

percentile. This happens when the wandering domains have very small overlap. The

results were promising: in 90 percent of the 1000 cases, only about 10 positions are

necessary for the communication graph to become connected.

4.5.1 Global dynamics of the averaging protocol

The consideration now moves to the rendezvous problem under communication con-

straints. Once the agents have aggregated and can share coordinates, they could

broadcast their positions and rendezvous at the mean. However, broadcasting does

not necessarily scale with the number of agents while small-scale directed messaging

does.

Communications should be kept to a minimum in order to avoid call drops and

to maintain simplicity. Suppose each agent i nominates exactly two neighbors i1 and

i2. Consider the global dynamics from the local update function, in Eq. 4.2.

xi(t+ 1) =
xi1(t) + xi2(t)

2
. (4.2)

At each time step, agent i goes to the mean of its two neighbors’ previous posi-

tions. In the limit as N → ∞, these dynamics are known to contract the unit disc,

but the situation is less clear for a fixed finite number of agents.

A key practical concern is how the agents choose their two neighbors. The math-

ematical ideal is for each agent to choose from the others uniformly without replace-

ment. If the agents have aggregated as in the previous section, they have access to

the “phone numbers” of all the other agents and can choose from them uniformly.

Even in the ideal case, there is no mathematical guarantee that the positions of the

agents will converge to a common value. However, for large N with initial positions

randomly distributed in a convex subset of R2, there are several heuristic reasons

107



to believe the dynamics in Eq. 4.2 will cause the agents to converge. First, the dy-

namics define a contraction, so the most distant agents are bound to come closer

together. Second, since each agent nominates exactly two neighbors, random graph

theory tells us that the network of connections between agents will have a unique

giant component for large N . That is, the vast majority of agents will be in the same

communication class, so under Eq. 4.2 the positions of these agents will converge to

the same value.

Finally, even if the communication network has many separate communication

classes, the initial conditions are random, so the law of large numbers says that each

communication class will converge to a point near the mean of the distribution. These

observations fall well short of rigorous proof, but they are played out in simulation.

The dynamic simulation was run for 1000 realizations with N = 10, 12, . . . , 20,

and with initial conditions uniformly distributed in a 100 by 100 rectangle. These

initial conditions are more dispersed than the more realistic distribution described

in the previous section, so convergence should be less likely and slower. After 25

time steps of applying the dynamics from Eq. 4.2, the agent positions were inspected

to see whether they were settled within a disc of diameter 1. If not, the instance

is considered a failure and is recorded in the the failure rates in row 1 of the table

below.

Table 4.1: Number of failures in 1000 sim runs.
Number of agents 10 12 14 16 18 20

Case 1 29 32 25 36 21 16
Case 2 0 4 8 2 0 3

Row 2 makes the same assessment, but with a twist on the dynamics. Each agent

picks two agents randomly and follows Eq. 4.2 for 10 time steps. Then each agent

picks a fresh pair of neighbors and follows Eq. 4.2 for 10 more time steps. In the first
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case, over 95 percent of the simulations converge to within 1 unit of each other after

25 time steps. In the second case, more than 99 percent of the simulations converge

within 1 unit of each other after just 20 time steps. As in the previous section, time

is measured in calculations performed, and the convergence is fast enough that in

an experimental implementation it would likely be limited only by the speed of the

robot.

Even when the agents do not converge to a single point (measured as a failure

in the table), they come together into several clusters that lie on a common line in

the plane. Even in the case of “failure” the maximum distance between the agents

is less than 3. Also, for larger swarms (N = 250 and 500) it was observed that the

dynamics converge to within a disc of diameter 1 in every case out of 2000.

4.5.2 Probabilistic communications

Real implementation requires consideration of the case where successful communi-

cation in the second phase (rendezvous) is not guaranteed. Intuitively, this should

decrease the rate of convergence (and possibly the success). To investigate this, the

rendezvous simulation was modified such that with probability pd a communication

attempt at a given time-step will be unsuccessful. In this case, a “communication

attempt” is the request from one agent to one of its two nominated neighbors for

their current positions. An unsuccessful attempt means that the requested informa-

tion is not returned. If only one such request is successful, the requesting agent will

move to the average of its own current position and the responding agent’s position.

If neither request is successful, the requesting agent does not move.

Three sets of simulations were conducted of 100 runs each for values of pd =

{0.1, 0.5, 0.9}, and the results are shown in Fig. 4.15. The y-axis of the figure is the

maximum separation between any two agents. The plotted results give the median

distances at the given time-step for each of the three values of pd. Additionally, for
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Figure 4.15: Convergence rates for different probabilities of communication success.

the pd = 0.9 case, the 25th and 75th percentile values are shown.

Surprisingly, even with failure rate of pd = 0.5 (that is, one out of two communi-

cation attempts is unsuccessful), the median max-distance is effectively zero before

the 30th time-step. Compare this to the case of the previous subsection, i.e., perfect

communication, where the rendezvous is considered successful if the max distance is

≤ 1 at completion of the 25th time-step. As expected, the rendezvous requires more

time under decreased probability of successful communication; unexpectedly, the ef-

fect is quite mild. Even for the case of pd = 0.9, (9 of 10 communication attemps are

unsuccessful) the rendezvous succeeds. The rate is clearly much slower in this case,

but successful rendezvous can still be expected.
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4.6 Unstructured Formation Control

A swarm utilizing a “dipolar” distributed control paradigm with numerosity con-

straints was described in Section 2.4.4. In this section, simulations are described re-

vealing how well the system approaches the minimum energy state. Teams of agents

are modeled with sizes of N = 6, 7, . . . , 20, 25, . . . , 50, 100. The initial positions for

each simulation instance are drawn from a two-dimensional uniform distribution, in

which the agents are guaranteed to be “close” to one another. (For additional dis-

cussion of swarming conditions under which this can be “almost guaranteed” to be

connected, see e.g. [138, 139].)

In this set of simulations, each agent moves under the 2nd-order unicycle dynamic

model given in Eq. (2.31), i.e., one that is appropriate for control of a two-wheeled

differential-drive mobile robot. At each simulation step, the proximity to other agents

is evaluated. The neighbor-set for each agent is defined as the nearest N agents. The

simulations are executed under the continuous-time ODE45 solver within MATLAB.

For each value of N , 100 iterations of 500 seconds was run for values of Ca =

250, Cr = 240, la = 21m, lr = 15m,Ct = 10, Cp = 1, cv =
√

2/2, cω = 2. The results

for N = 5 and N = N are compared below.

Figure 4.16 shows the energetic results from the simulations described above.

The large black dots indicate the minimum achievable potential energy for a planar

system of N agents. The small green dots indicate the initial potential energy for

each run, and the small red dots (slightly offset to the right for each value of N)

indicate the final potential energy.

The minimum achievable energy is found numerically, treating all agents as par-

ticles with no motion constraints, but spaced according to the potential function.

As this is a numerical approximation, the minimum energy may not be accurate

especially for larger N . This is confirmed by the evidence that for a small number of

111



cases, the dynamic simulation achieves a somewhat lower energy than the predicted

minimum.

These figures may be somewhat misleading in a few cases, apparently showing

that the final potential energy in the system is larger than the initial energy, where

the UStart values (in green, and slightly to the left for each case) are higher than the

UFinal values (in red, and slightly to the right). The reader is reminded that these

results are displayed en mass; the select cases where UFinal values are higher for given

N than UStart are from different simulation instances. For every individual case, the

final total energy (UFinal + kinetic energy) is lower than the initial potential energy.

It is clear from Fig. fig:Energies that the systems with numerosity constraints

do not achieve the estimated system minimum potential energy. That estimated

potential energy is generated for situations where the swarm agents are each aware of

all other agents (i.e., no numerosity constraint). Thus it is true that the numerosity-

constrained swarm does not achieve the same value of minimum energy. To explain

this, attention must be paid to the X and Y scales on Figure 4.17.

The final configurations for two simulations – with N = N and N = 5, respec-

tively – are shown in Fig. 4.17. The arrows indicate each agent’s velocity vector.

In both unconstrained and constrained simulations, the agents achieve stable con-

sensus in velocity – all of the arrows are nearly aligned and have nearly equivalent

magnitude.

Interestingly, the unconstrained case achieves a significantly denser structure due

to the fact that each agent is aware of all other agents; thus, the presence of distant

agents affects the swarm spacing. (Note that while the X and Y axes for the two

subfigures each have aspect ratio of 1 : 1, the two subfigures are of different scale.)

In Figure 4.17a, the agents are in general separated by 3m to 4m, whereas in Fig-

ure 4.17b the agents are separated by 12m to 13m. In fact, for the parameters used

in these simulations, the minimum-energy spacing for two agents by themselves (as
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(a) Final system energy without numerosity constraints.

(b) System energy under numerosity constraint of N = 5.

Figure 4.16: Final system energy with and without numerosity constraints.
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calculated from Eq. (2.29)) is approximately 15.5m. This reveals that by applying

numerosity constraints, the typical spacing of agents can be regulated to “near” a

design point, dmin, regardless of the overall size of the swarm.

It should be noted that in these figures, the absolute positions and absolute

orientations are not critical; this is the very nature of seeking such semi-stable con-

figurations. Only the relative positions and orientations are of importance.

4.7 Summary

In this chapter, simulations of the controllers discussed in Chapter 2 are described.

The results guide the parameter choices for and limitations expected in the experi-

ments described in Chapter 5.
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(a) With no numerosity constraint (or N = N − 1).

(b) With numerosity constraint N = 5.

Figure 4.17: Final positions and orientations of a swarm of 100 agents.
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5

Experimental Results

In order to augment the MATLAB simulations and to validate the models, several ex-

periments have been conducted utilizing the experimental spaces described in Chap-

ter 3. Many of the experiments conducted within the RAMA Lab in relation to this

research have been previously reported in one journal manuscript [111] and six papers

included in peer-reviewed conference proceedings [106, 107, 110, 117, 119, 129].

The developed distributed control solutions were validated under different scenar-

ios. Multiple experiments focused on aggregation and formation maintenance were

performed.

5.1 Summary of Experiments

Initial experiments were conducted in the Khepera Lab [106] relating to odomet-

ric calibration [101] and the identification and tracking of visually indistinguishable

agents [107, 108]. The conduct of these experiments yielded practical results relating

to swarms and collections of robots, detailing the difficulties involved with multi-

robot tracking. Additionally, lessons regarding the importance of communication

and appropriate sensing ability were learned well.
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The range and utility of the experiments was greatly expanded through the devel-

opment of direct control over the method and language of communication and on the

types of sensors deployed on the RAMAbots. The first such experiments in this lab

were in the realm of spill detection and spill-perimeter surveillance [110, 111, 119].

The initial experiments were conducted without the add-on sensors, and the perfor-

mance of the system reflects the heavy reliance on the indoor localization system (see

Section 3.2.3). The spills were simulated by covering some area of this region with

a material with contrasting color. Several different configurations of spills were con-

sidered in this work, including convex and non-convex shapes, shapes with different

areas, and contiguous or non-contiguous areas.

Experiments to demonstrate dipolar swarm control were performed, with varying

degress of success. Experiments involving different onboard sensing capability were

performed, which was helpful in characterizing many of the limitations in terms of

accuracy, false-positive detections, missed detections, and lag due to sensor readout

and processing delay.

5.2 Sensing Functions

The focus of these experiments was to demonstrate the proposed sensing methods,

specifically the vision sensors and laser rangefinders.

Figure 5.1 shows the outcome of one experiment utilizing the RAMAbot’s on-

board exteroceptive capability. The black circles represent the truth positions of

the robots in the arena. The green circles represent those agents sensed via arc-

detection applied to the Hokuyo rangefinder data, and the red circles indicate the

robots detected by blob-finding in the webcam image.

Clearly, there is correlation between the truth positions from the NaturalPoint

tracking system and each of the two onboard sensors. Just as clearly, there is error,
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Figure 5.1: Sensed locations of robot neighbors as seen by different sensors

which seems to be in the form of an offset1. Note the false-detection of robots along

the left side, which was actually clutter. Note also the missed detections, possibly

due to occlusion, of the agents in the upper right and upper mid-left of the figure.

Figure 5.2 shows a later iteration of the Hokuyo arc-detection algorithm with

some corrections to the parameters in the arc-detection algorithm.

For the particular experimental results shown in Figure 5.1, the Hokuyo rangefinder

and Logitec webcamera were both positioned to look in the same direction. This im-

age reveals the narrow field of view of the webcamera (one agent directly ahead is

identified, but agents at approximately 45◦ to the left and right are not detected.

Such a configuration would potentially allow for greater estimation accuracy and

robustness (by using sensor fusion techniques) for another robotic agent directly

ahead, which could have value for a leader-follower type algorithm. For the higher-

1 Further experiments were planned in order to quantify the error function versus range. These
efforts were deferred in the interest of greater focus on robot control. It should be recognized that
there is opportunity to expand on such simplistic sensing methods in follow-on research.
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Figure 5.2: Hokuyo-based agent detection with improved accuracy.

dimensional swarm algorithms explored in this research, greater coverage of the sur-

roundings is desired.

In the interest of demonstrating greater sensing coverage, an alternate sensing

configuration was implemented with the Hokuyo rangefinder and Logitec webcamera

sensing in opposite directions. The output of this configuration is given in Figure 5.3.

In this figure, the camera was pointed to the left and the rangefinder to the right.

Note the missed detection of the agent in the lower left, which illustrates a gap in

the combined field of view that remained even after the sensing reconfiguration.

Generally speaking, the blobfinding sensing algorithm was more susceptible to

misidentification due to the sensitivity of color-based detection on lighting conditions.
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Figure 5.3: Overlaid comparison of robots mapped with different sensors.

These examples serve to illustrate the difficulties involved with any sensing method

applied to a cluttered environment.

5.3 Target Tracking

A frequently discussed application of distributed control is the“escorting/entrapment

mission” [8, 9], wherein a mobile agent is identified as a target – friend or foe notwith-
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standing – and a collection of agents surrounds the target, maintaining a perimeter

(whether the perimeter’s purpose is to defend or constrain is irrelevant to this control

problem).

A solution to this control problem has been discussed and analyzed in Sec-

tion 2.4.1, and simulation results were given in Section 4.4. Experiments were per-

formed in the e-puck arena, described in Section 3.2.2, to confirm the analysis and

simulation results.

Since the e-puck robots have little processing power, all calculations were per-

formed by offboard computers. Five computers running MATLAB executed the

computations during the experiment; each computer controlled one e-puck. The

computers communicated with their designated e-puck through a bluetooth connec-

tion. While the calculations were not performed on board the e-puck, it is important

to note that this is a decentralized control system. All computations were performed

individually and robot paths were calculated independently.

Proximity sensor information was transmitted from each e-puck to its respective

computer during each control loop. Calibration tests were regularly performed be-

fore each experiment to increase proximity sensor consistency. After the proximity

sensor and Morse potential calculations were made, individual wheel speeds were

communicated to the agents, which in turn actuated them.

At the beginning of the experiment, the five e-pucks were arbitrarily distributed

across the arena. The e-pucks started with no initial velocity. After establishing con-

nection to their respective computers, the controllers were simultaneously triggered

by a clap. Each closed-loop controller ran until terminated by a predefined timer.

One e-puck was designated as the target during the experiment. To model random

motion, its controller randomly generated a set of coordinates within the arena. The

target then navigated to those coordinates, and was assigned a new destination upon

arrival. The remaining agents used the decentralized, potential-function-based model
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Figure 5.4: Spacing between agents during target-tracking experiment

for control.

Plots for the entrapment/escorting mission experiments in an obstacle-free arena

are shown in Fig. 5.4 and Fig. 5.5. They correspond well with the results from

simulation. The experiment validates the simulation results that agents will maintain

a distance approximately 20cm apart from each other, and the Morse potential energy

approaches a value of 0.3x10−6J for the given shaping parameters2. The equilibrium

formation of the agents in an obstacle-free arena is shown in an overhead photograph

in Fig. 5.6.

To prevent controllers from setting dangerously high wheel speeds, a velocity

cap was placed on each wheel. This limit can be visibly seen in Fig. 5.4, when

2 The units of energy are, of course, purely fictional in consideration of the arbitrary selection of
the scaling parameters as well as the ignored agent “masses”
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Figure 5.5: Potential energy of agents during target-tracking experiment

Figure 5.6: Overhead view of equilibrium formation during escort experiment
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agents begin their movement to the target at a constant slope. The deviation from

the equilibrium value between approximately 55− 75 seconds corresponds to agents

temporarily breaking their formation as the target moved close to an arena boundary,

forcing agents to move away from the arena’s walls to avoid collisions.

Additional testing found that agents were able to successfully redistribute them-

selves into a triangular formation when an agent failed3. The method proposed for

the e-puck sensors was successful. It should be noted that all obstacles in the arena

were glossy and white. Since the surfaces were able to strongly reflect the signals

from the proximity sensors, their performance was expected to be better than a dark

obstacle that would have absorbed the infrared light from the proximity sensors.

The particulars of obstacle avoidance are, of course, highly dependent on the agent’s

ability to reliably detect obstacles.

5.4 Unstructured Formations

Experiments of unstructured formations primarily utilized the Create robots. Con-

sidering the limited laboratory space (relative to the size and sensing ranges of the

Create robots), the in-lab experiments are practically limited to ten robots. It is

clear even from the simulations, however, that in this limited space ten robots is

too many for a real evaluation of swarm cohesiveness due to the forced proximity of

robots.

During experiments involving ground vehicles employing potential function and

dipolar control, one immobile agent was often included in order to provide an “an-

chor” due to the limited size of the laboratory space relative to the size of the agents.

The resultant behavior was that the mobile agents would eventually converge into

a stable “orbit” around the immobile agent. (This was the reason such a configu-

3 In these experiments, one agent was programmed to stop moving according to the control
algorithm at some prespecified time
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ration was of value – the experiment could be run indefinitely without the agents

encountering the boundaries of the laboratory space.)

In these experiments, it was observed that the separation between mobile agents

would converge to the expected dopt value as discussed and predicted in Section 2.4.3.

However, unexpectedly, the spacing between the mobile agents and the immobile

agent converged to a stable value that was not equal to dopt. It was further observed

that the deviation from dopt was related to the assigned value of vs as used in Eq. 2.26.

The dynamic relationship was not quantified; however, it is believed that the error

induced by the difference in velocity between the mobile and immobile agents mani-

fests as error in the spacing. This relationship should be further characterized, as it

may be that additional desirable behavior is controllable by exploiting this interplay.

Experiments utilizing the aerial vehicles have yielded additional insights into the

dynamics of these 3D swarms, in particular the limitations due to the relative speeds

of the vehicles. The helicopter dynamics are significantly faster than the dynamics

of the Create ground vehicles, and thus can react far more quickly to changes in the

formation. However, this requires careful control tuning, as the helicopters easily

have the control authority to overreact to these changes and, in so doing, lose their

connections to the swarm. This interplay between relative control bandwidth was

somewhat unexpected.

5.5 Summary

Many experiments were conducted through the course of this research. Indeed, the

vast majority of time and effort was expended in experimental configurations and

managing the lab and robot configurations. Several positive results were observed,

but the full set of planned experiments were not completed due to unexpected insur-

mountable hardware limitations.
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6

Conclusion

This chapter offers some final thoughts regarding the research discussed in this dis-

sertation.

6.1 New Results

Several outcomes of this research represent new developments in the field of dis-

tributed control of swarms.

6.1.1 Effects of numerosity constraints

Previous studies of numerosity focused on mimicking biological processes, with robots

operating under network-switching frameworks and observing results from a con-

sensus standpoint [140]. The results of the research reported herein, applied to

distributed control, and observing and quanitifying its effects, are novel and com-

pelling.

The effects of numerosity constraints applied to a distributed control paradigm

were discussed in Section 2.4.4 and Section 4.6. The behavior observed is important

from a practicality standpoint, in that behavior under a given constraint remains
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predictable. Unstructured formation control stability remains unchanged; the only

real change is that the desired spacing of agents may change. This, in fact, may

be seen as an advantage: without numerosity constraints (as shown in simulation),

agent-agent spacing is dependent on the total swarm size, whereas if a numerosity

constraint is applied the spacing can be controlled regardless of the overall size of

the swarm. This result is an important step forward, as it ensures true scalability of

swarms.

6.1.2 Equilibrium conditions

The use of dipolar control with navigation functions was first investigated and re-

ported in the context of individual robots navigating cluttered environments [88] and

centralized controllers of cooperating robots [141]. The work reported here is a novel

result as it applies to distributed swarm control.

The observation of the divergence from dopt with a stationary member of the

swarm (“orbital” configuration discussed in Section 5.4) is an intriguing one. That

configuration was not investigated in simulation during the course of the research

reported in this dissertation. The emergent behavior of this swarm configuration

warrants further analytical investigation.

6.1.3 Rules-based swarming

The algorithms and analysis discussed in Section 2.5 and Section 2.6 yield provable

aggregation and consensus, respectively, in finite time by the application of well-

defined mission parameters.

In exploration of methods to “form” a swarm (or create a connected graph),

sets of rules and parameters from a “mission design” standpoint were identified. The

formalization, simulation, and proofs of successful aggregation and consensus in finite

time together represent a positive step forward in characterizing certain assumptions
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often required in swarming robotics. In many cases, including elsewhere in this

dissertation, swarming laws are applied with the explicit assumption that a swarm is

initially connecting. By defining scenarios under which this can be guaranteed with

some high likelihood, this work eliminates one of the open questions in distributed

robotics experimentation and implementation.

6.2 Recommendations for Future Research

In the course of performing this research, some questions were revealed which warrant

further investigation.

6.2.1 Ground vehicle environment

All of the simulations and experiments of ground vehicles reported in this dissertation

were performed in environments that consist of flat ground planes. This simple type

of environment is a natural starting point for the investigation of swarm dynamics

and control; the environment itself is not an interesting component of the simulation.

For this reason, this type of environment was used extensively.

The blobfinding utilized by the RAMAbots, discussed in Section 5.2, makes the

explicit assumption that all agents are confined to the same plane and exploits that

fact in order to allow a monocular camera to make range estimates. A possible area

of future study would be to characterize the sensitivity of the measurement versus

error in the shared plane, and whether such rangefinding is feasible for some viable

range. This study could go along with investigation into controllers which do not

depend on accurate measurement of agent-agent distance, relying on heading as well

as some sort of proportional control. Proof of convergence or predictable behavior

of such a controller may be problematic.
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6.2.2 Ground-air heterogeneous swarms

One of the major goals of this research (that was not fully successful) was demonstra-

tion of a mixed swarm entailing both ground and aerial vehicles. Substantial time

and effort were spent configuring the swarm agents to work in such a configuration;

however, practical limitations stymied these efforts. Some successful experiments

were conducted, but were not repeatable with high-confidence.

Due perhaps to misapplication of effort, such heterogeneous swarms were not

simulated during this research effort. Such simulations would be relatively easy to

implement given the proper toolsets. The Webots software package purports to

support simulation of aerial vehicles, but a higher-cost physics add-on package is

required. Alternatively, MATLAB simulations could be adapted to higher dimen-

sionality; the physics modeling may be somewhat more difficult to implement, so

such a simulation may be limited in fidelity.

These experiments should be continued, utilizing larger spaces as well as aerial ve-

hicles that are more properly configurable (such as the custom quadrotor helicopters

being built as part of the ongoing RAMA Lab efforts).

6.2.3 Expansion of dipolar control

Dipolar control within swarm control was a successful outcome of this research. As

the implementations of such dipolar control are abstracted to provide control inputs

in terms of linear and angular velocity, any vehicle which can be controlled with

these as inputs should be able to utilize such control.

Experiments performed under this research demonstrated the successful imple-

mentation of dipolar control on differential-drive ground vehicles. Experiments at-

tempted with aerial vehicles employing dipolar control were inconclusive, showing

promise but not reliable or repeatable performance. As noted above, much time and

effort was devoted to incorporating dipolar control on the AR.Drone aerial vehicles,
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with ultimately unsuccessful outcome. Different aerial vehicles with a larger exper-

imental arena may yield success, as there was no fundamental issue identified with

the controller as applied to aerial vehicles. The constraints were all at the practical

level (in particular: battery life, lack of proper altitude control, and feedback delay).

Significantly, as discussed in Chapter 2, control inputs to car-steering type robots

are the same as the control inputs to unicycle type robots (that is, {v, ω}). The

implication is that the distributed control algorithms developed under the dipolar

control focus may be applicable to car-steering robots. The results of the experiments

with the Create robots gives confidence that the distributed algorithm does indeed

yield stable equilibrium. If this can be observed in car-steering type robots, one

very clear application would be to self-driving cars, a field of development that is

currently very active.

6.2.4 Experimental aggregation

The analytical and simulated results of finite-time consensus via the inclusion of

noise and finite-time aggregation via wandering rules should be explored in real

experiments. Such experiments are not feasible in the current realization of the

RAMA Lab due to the limited space. These experiments would preferably conducted

in some outdoor open space with robots capable of navigating the terrain.

6.3 Closing Statement

The research effort reported in this dissertation deviated in some ways from the

research proposed. This is the result of some unrealistic expectations regarding

hardware capabilities, as well as underestimation of effort required to confirm certain

results.

Despite this deviation, the research described in the preceding pages contains

several new results in the field of distributed control of a swarm of mobile agents.
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