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Abstract

Advances in technologies for gene expression profiling have resulted in an unprece-

dented abundance of gene expression data. However, computational methods avail-

able for the exploratory analysis of such data are limited in their ability to generate an

interpretable overview of biologically relevant similarities and differences among sam-

ples. This work first introduces the XL-mHG test, a sensitive and specific hypothesis

test for detecting gene set enrichment, and discusses its algorithmic and statistical

properties. It further introduces GO-PCA, a method for exploratory analysis of

gene expression data using prior knowledge. The XL-mHG test serves as a building

block for GO-PCA. The output of GO-PCA consists of functional expression signa-

tures, designed to provide an interpretable representation of biologically meaningful

variation in the data. The power and versatility of the method is demonstrated

on heterogeneous human and mouse expression data. Finally, applications of the

proposed methods to carcinoma and lymphoma expression data aim to demonstrate

their clinical relevance. The effective utilization of prior knowledge in the exploratory

analysis of gene expression data through carefully designed computational methods

is essential for successfully harnessing the power of current and future platforms for

gene expression profiling, with the aim of generating clinically relevant insights into

complex diseases such as cancer.
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3.1 GO-PCA schematic. The figure provides a simplified illustration
of the key idea behind the method using PC 1 of the DMAP dataset
and the GO term “bicarbonate transport” (BT; GO:0015701) as an
example. All genes annotated with the GO term are highlighted in
purple. a After performing PCA on the gene expression matrix, genes
are ranked according to their PC loadings. b The ranked list of genes
is tested for GO enrichment using the XL-mHG test. In this example,
the highest enrichment score (red arrow) is associated with the first
five BT genes (HBA1, HBB, CA1, CA2, and RHAG ; p “ 8.3ˆ 10´8).
These five genes are then used to generate a signature labeled with
“bicarbonate transport” (red star in Figure 3.2). See Methods for
details. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3.2 Validation of GO-PCA using a dataset of 211 human tran-
scriptomes representing diverse hematopoietic cell types (DMAP;
Novershtern et al. (2011)). Shown is a heat map of the signature ma-
trix generated by GO-PCA, with signatures (rows) ordered using hier-
archical clustering with correlation distance and average linkage, and
samples (columns) ordered according to their known lineage identities.
Arrows and boxes indicate specific associations between signatures and
lineages discussed in the text. Signature labels (left) indicate the name
of the GO term the signature is derived from. “BP”, “MF”, and “CC”
refer to “biological process”, ”molecular function”, and “cellular com-
ponent”, the three main branches of the gene ontology. The three
numbers in parentheses indicate, respectively, 1) the principal compo-
nent that the GO term was found to be enriched in (with a negative
sign indicating enrichment among the genes with the lowest loadings),
2) the number of genes in the signature, and 3) the total number of
genes in the analysis that were annotated with the GO term. Signa-
ture expression levels are calculated as the unweighted average over
the standardized expression levels of each gene in the signature (see
Methods for details.) . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
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3.3 Analysis of the robustness of DMAP GO-PCA signatures using
bootstrapping. a Detection rates of the 50 DMAP signatures gener-
ated by GO-PCA (see Figure 3.2). GO-PCA was applied to 50 boot-
strap samples with the same size as the original dataset (n “ 211). In
each analysis, a signature from the original analysis was counted as
detected if there existed a signature based on the exact same GO term
(yellow bars), or based on either the same GO term or any “related”
GO term (blue bars). Related GO terms were defined as all ancestor
and descendent terms in the Gene Ontology. b Number of principal
components tested and signatures generated for bootstrap samples
with different sample sizes. For each size, GO-PCA was applied to 50
bootstrap samples of that size. Shown are the median values for each
measure, and error bars indicate the inter-quartile range. c Bootstrap
detection rates of all DMAP GO-PCA signatures, as a function of the
number of PCs included in the analysis (left), and as a function of the
size of the bootstrap samples (right). . . . . . . . . . . . . . . . . . . 55

3.4 Application of GO-PCA to 214 mouse transcriptomes rep-
resenting diverse immune and stromal cell types (IGP1). Sig-
natures are labeled and ordered as in Figure 3.2. Arrows and boxes
indicate associations discussed in the main text. Samples are ordered
according to their known lineage identities. . . . . . . . . . . . . . . . 59

3.5 Application of GO-PCA to 479 primary glioblastomas (GBM).
Shown is the signature matrix generated by GO-PCA as a heat map.
Signatures are labeled and ordered as in Figure F.1, and samples are
ordered using hierarchical clustering with correlation distance and av-
erage linkage. Colored bars at the side indicate the four main groups of
signatures discussed in the text (blue = neuronal; gray = proliferative;
yellow = immunological; red = extracellular matrix (ECM)-related). . 62

3.6 Associations between signatures generated by GO-PCA anal-
ysis of the GBM dataset, and five previously defined GBM sub-
types (Brennan et al. 2013). Signatures are shown in the same
order as in Figure 3.5. Left panel: Heat map showing median signa-
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by two-sided Mann-Whitney U tests (see Methods). Only associa-
tions with p-values significant at the α “ 0.05 significance level after
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4.1 Schematic of an automated pipeline for downloading and cu-
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4.2 GO-PCA signature matrices for TCGA breast and lung can-
cer datasets. Highlighted are groups of signatures corresponding
related to cell proliferation (red), the immune system (yellow), and
extracellular matrix components (blue). a Breast invasive ductal car-
cinoma (a subset of TCGA-BRCA; 770 samples). b Lung adenocarci-
noma (TCGA-LUAD; 506 samples). . . . . . . . . . . . . . . . . . . . . 86

4.3 Expanded view of representative GO-PCA proliferation and
immune signatures in breast invasive ductal carcinoma. The
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carboxylic acid catabolic process” GO-PCA signature and
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1

Introduction

1.1 Transcriptomic approaches in cancer reseach

1.1.1 Transcriptomic technologies and their use in cancer research

Transcriptomics, i.e., genome-wide expression profiling, first became possible with

the development of high-density oligonucleotide microarrays. The first experiment

conducted using expression microarrays was published in 1995 (Keating and Cam-

brosio 2012). This early study relied on an array design containing only 48 cDNA

probes (Schena et al. 1995). By the late 1990s, the results of microarray experiments

assaying thousands of genes started to be published (DeRisi, Iyer, and Brown 1997;

Iyer et al. 1999). The number of publications based on expression microarrays then

increased dramatically throughout the 2000s (Keating and Cambrosio 2012).

In addition to improvements in expression microarray design, the development of

massively parallel (“next-generation“) sequencing made it possible to quantify gene

expression by counting the number of transcript fragments sequenced for each gene.

This technology, termed RNA-Seq (Mortazavi et al. 2008), significantly improved

the sensitivity (Zhao et al. 2014) and dynamic range (Jiang et al. 2011) with which

expression levels could be measured on a genome-wide scale. Due to these and
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other advantages, RNA-Seq largely replaced microarrays as the method of choice for

transcriptomics1.

One of the fields that saw the most widespread adoption of transcriptomic ap-

proaches was cancer research. Many studies, including some of the earliest microarray

studies published (Perou et al. 2000; Alizadeh et al. 2000), aimed to use transcrip-

tomic data to identify molecular cancer subtypes, with the goal of informing both the

prognosis and treatment of cancer patients. In the 2000s, hundreds, if not thousands,

of studies reporting “expression signatures” or expression-based subtypes for differ-

ent cancer types were published (Chibon 2013). More recently, The Cancer Genome

Atlas consortium generated large amounts of transcriptomic and other genomic data

for dozens of tumor types and made these data publicly available. However, early

hopes of the direct translation of such work into improved outcomes for cancer pa-

tients largely failed to become reality (Keating and Cambrosio 2012).

1.1.2 Criticisms of transcriptomic approaches in cancer research

Technical reasons that could help explain the aforementioned disconnect between

expectation and reality have been widely discussed, including the difficulty in accu-

rately reproducing microarray experiments and computational workflows, as well as

a lack of statistical rigor (Keating and Cambrosio 2012). However, another line of

reasoning was put forward by R. A. Weinberg, the author of the most highly cited

reviews in the field (D. Hanahan and R. A. Weinberg 2000; Douglas Hanahan and

Robert A. Weinberg 2011). In a 2014 essay published in Cell, Weinberg writes:

The generation of enormous data sets had by then [the early 2000’s] be-

come routine and highly prized at least by some, as indicators of scientific

productivity. [...] Expression array analyses could now be performed to

1. “For us, RNA-seq has almost completely supplanted microarrays” (Craig Paul, quoted in
Tachibana 2015)
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analyze the expression of thousands of genes in thousands of tumors.

[...] For many, generating large data sets became an almost addictive

undertaking (Weinberg 2014, p. 270).

While perhaps exaggerated (individual studies rarely surveyed thousands of tu-

mors), Weinberg’s description reflects the surprising extent and pace at which the

landscape of cancer research was transformed when expression microarrays became

widely available (Keating and Cambrosio 2012). Weinberg further expresses his views

of how this transformation has affected contemporary cancer research:

The currently embraced notion is that a complex system can only be un-

derstood if all of its moving parts are analyzed in one sweeping overview.

Such holistic analyses should ideally describe the complex reality of actual

biological systems, including that of cancer cells. [...] All one needs — so

the doctrine goes — are some computational algorithms to distill these

[“omics”] data sets into simple, accessible take-home lessons that would

provide mechanistic insights into how complex systems actually operate,

including how cancer cells arise and how they respond to therapeutic at-

tack. [...] [J]ust tell us about the working parts, they [“bioinformaticians

and mathematicians”] say, and we will explain, indeed predict, how the

complex machine — a human cell — works! (Weinberg 2014, p. 270)

From his use of sarcasm, it is clear that Weinberg’s goal is to discredit the re-

search agenda of scientists who aim to leverage large “omics” datasets (containing

measurements for all the “moving parts”, i.e., genes, of a cell), in order to gain

mechanistic insights into the inner workings of cancer cells and tumors.

While Weinberg does not explicitly state the core of his criticism, it is quite clear

that he believes that there is a fundamental disconnect between the information pro-

vided by genomic datasets on the one hand, and the complexity of biological systems
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such as cancer cells on the other. For example, he refers to the “gaping distance be-

tween these data sets and a true understanding of cancer biology” (Weinberg 2014, p.

270). Indeed, Weinberg goes to great lengths to enumerate many aspects of cancer

biology that “cancer researchers haven’t even begun to confront” (p. 270). In his

treatment of the issue, he is implicitly asking the reader (his fellow researchers) to

consider the validity of claims that genomic datasets would enable “holistic” views

of cancer biology, given that many if its most complex aspects have not even been

begun to be explored.

Although equally harsh in its language, Weinberg’s criticism is qualitatively dif-

ferent from other voices who have referred to data-driven approaches as “fishing

expeditions“, in other words, blind and aimless undertakings that do not test any

scientific hypotheses (Keating and Cambrosio 2012). In his essay, Weinberg does

not discuss the importance of hypothesis-driven research. Instead, at its core, he

simply points out that there is a mismatch between the complexity of the biological

processes that genomic studies aim to elucidate, and the limitations of the datasets

that these studies are based on, with undesirable consequences for the field of cancer

research as a whole.

1.1.3 Limitations of transcriptomic data

What typical limitations of transcriptomic data could be cited in support of Wein-

berg’s argument? First, as alluded to by Weinberg, transcriptomic studies have

typically collected samples from a large number of tumors, and provided measure-

ments for all protein-coding genes in genome, or at least a majority of them (early

microarray designs did not include probes for all genes). However, the measurements

for each tumor were often restricted to a single time point. For studies that analyzed

primary tumor tissue, the samples often typically originated from biopsies taken at

the time of diagnosis. As an evolutionary process, the development of cancer can
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span decades. Measurements taken at a single point in time are therefore limited in

their ability to provide a comprehensive picture of this process.

Second, transcriptomic data by definition only measure expression at the mRNA

level, and provide no direct information about other important molecular entities

and layers of gene regulation, such as protein expression levels or post-translational

protein modifications. While many of these processes ultimately contribute to ex-

pression changes, delineating complex the regulatory networks of a cell based solely

on transcriptomic data seems currently infeasible (Marbach et al. 2012). Efforts that

aimed to bridge this gap by integrating transcriptomic data with additional types

of data, such as DNA sequencing data, or protein-protein interaction data, have en-

countered new challenges related to the integration of different data types. It is far

from obvious how to best design an analysis framework that effectively synthesizes

a “holistic” view of cell biology by integrating different types of genomic data. A

number of such frameworks have been proposed (e.g., Creixell et al. (2015), Chen

et al. (2014), and Vaske et al. (2010)), but it is unclear how to objectively measure

and compare their predictive power.

Third, cellular processes not only have a temporal dimension, but also a spatial

one. Eukaryotic cells are divided into multiple compartments such as the nucleus,

the nuclear membrane, the cytoplasm, and the plasma membrane, each of which

are compartmentalized in themselves (the nucleus contains the nuclear lamina, nu-

cleoli, areas of heterochromatin; the cytoplasm contains the endoplasmic reticulum,

ribosomes, mitochondria; etc.). Transcriptomic data, as well as most other types of

“omics” data, have historically failed to preserve spatial information. Therefore, few

trancsriptomic studies have aimed to take spatial information into account.

Fourth, aside from the complex molecular processes taking place inside cells, cells

are also influenced by external signals. These signals include secreted hormones and

other signaling factors in the cell’s environment, as well as direct physical contacts
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with other cells. Again, transcriptomic approaches are blind to those signals and

stimuli, and the complex interplay among cells is another dimension that has been

difficult to account for in transcriptomic studies.

Given these limitations of “omics” data in general, and transcriptomic data in

particular, the frustrations of molecular biologists such as R.A. Weinberg with the

sometimes lofty goals of these kinds of studies seem somewhat justified. What Wein-

berg fails to spell out, however, is what an alternative research model should look like.

Clearly, it would be nonsensical for researchers to abandon assays such as RNA-Seq,

only because they do not offer an all-encompassing view of cell biology. After all,

neither did earlier technologies for quantifying mRNA expression such as qPCR (or,

for that matter, any other low-throughput assay used in classical molecular biology

research). Moreover, the throughput and cost-efficiency of RNA-Seq exceeds that of

qPCR by orders of magnitude, and one could argue that favoring the latter of the

former would simply be foolish from an economic point of view.

1.2 A model for biological research in an era of abundant transcrip-
tomic data

The foregoing discussion suggests that attempts aimed at directly gaining deep mech-

anistic insights into complex biological processes such as cancer, based on transcrip-

tomic or other “omics” data, often fall short. Informed by the empirical evidence

and criticisms of molecular biologists, the current work adopts a different model for

biological research in an era when generating transcriptomic and other “omics” data

is cheap and efficient (see Figure 1.1).
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Figure 1.1: A general model of data-driven biological research. Obtain-
ing mechanistic insights directly from large “omics” datasets (top arrow) is often
precluded by limitations of the data and the complexity of biological systems. In-
stead, a two-phase approach consisting of exploratory data analysis and follow-up
experimental work is required in order to obtain mechanistic insights (see text for
details).

Put simply, the model divides the process of obtaining mechanistic insights into

complex biological systems such as tumors into two phases: an exploratory phase,

and an experimental phase:

• The goal of the exploratory phase is the generation of an initial hypothesis

about an unanticipated regulatory relationship between genes or a molecular

property of some of the samples (cells, tissues, tumors, etc.) under study. Due

to the limitations of the genomic data, the initial hypothesis can be vague

regarding the molecular mechanisms involved. Its main role is to single out a

gene or a pathway, perhaps along with a specific experimental condition or a

specific subset of samples, and to enable the design of follow-up experiments

that either directly address the hypothesis or help to make it more specific.

• The goal of the experimental phase is to design and perform follow-up experi-

ments that test (and potentially expand upon) the initial hypothesis generated
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during the exploratory phase, establishing novel causal relationships in the pro-

cess. These experiments rely on whatever assays and technologies necessary

and available. However, they are often low-throughput and time-consuming in

nature, requiring deliberate planning and carefully chosen controls. If success-

ful, they will replace a “superficial” computational prediction with a “deep”

mechanistic insight into the system under study, facilitating translations to the

clinic (Chin, Andersen, and Futreal 2011), and contributing to a knowledge

base that can be utilized in future exploratory analyses.

In this model, the importance of both exploratory and experimental work is clear:

If the exploratory analysis a hypothesis that is not true, then the often laborious

experimental follow-up is a waste of time and money. Moreover, when the hypothesis

is true, but does not reflect the most important unknown relationship in the data,

this occurs a significant opportunity cost. At the same time, without the work of

skilled experimental biologists conducting the follow-up work, hypotheses generated

based on exploratory analysis remain untested and superficial.

1.3 What is exploratory data analysis?

One of the pioneers of modern exploratory data analysis (EDA) was John W. Tukey,

who noted that “Ideas come from previous exploration more often than from lightning

strokes.” (John W. Tukey 1980) He emphasized the importance of visualization in

EDA, writing that “The greatest value of a picture is when it forces us to notice

what we never expected to see.” (John Wilder Tukey 1977, p. iv). However, as a

general area of scientific inquiry, EDA has not been clearly assigned to any specific

academic field. Given that it frequently relies on statistical methods, it could be

considered a sub-field of statistics. However, Gelman and Unwin (2013) write that

“within statistics, exploratory and graphical methods represent a minor sub-field and
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are not well integrated with larger themes of modeling and inference”.

The foregoing discussion can be summarized by the noting that at the core of

EDA lie both statistical methodology and visualization techniques (see Figure 1.2).

Statistical methods are required to extract meaningful signals from large and hetero-

geneous datasets. Visualizations provide an important way for humans to efficiently

process large amounts of data. In this work, new statistical methods are proposed

along with specific ways of visualizing the results of these methods, highlighting that

these two areas of EDA are not independent, but rather intricately linked together.

Perhaps this connection is one of the reasons why EDA has so far escaped a clear

academic classification.

Figure 1.2: Components of exploratory data analysis (EDA). EDA relies on
both statistical methodology and visualization techniques. Since EDA is performed
using computers, both of these aspects require implementation in software. Humans
rely on visualizations to efficiently process large amounts of data.

Finally, as the size of the datasets analyzed increases, and the capabilities of

computers to process and interactively display data expand, the computational as-

pect of EDA comes more and more into focus. For any newly proposed statistical
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method and visualization technique to be usable, it must exist in the form of code.

Writing code that is efficient, well-documented, reliable, and results in user-friendly

software, falls into the domains of computer science and software engineering. This

work discusses efficient algorithms for the implementations of some of the statistical

methodology introduced, but is less concerned with software engineering aspects.

1.4 Summary

In this chapter, I have presented a historical perspective on transcriptomic ap-

proaches in cancer research, and have elaborated on R. A. Weinberg’s criticism of

computational studies attempting to exploit large “omics” datasets with the stated

or implied goal to gain a “holistic” understanding of cancer cells. I have aimed to

address this criticism for the purposes of this work by proposing that in general, the

goal of computational analysis of large transcriptomic datasets is the generation of

novel and pertinent research hypotheses, based on a search for unexpected patterns

in the data. This process, termed exploratory data analysis, has long been recognized

as a fundamental aspect of scientific inquiry, but has not been formalized to the same

degree as other fields in statistics, such as modeling or inference. This work focuses

on the development of novel approaches to EDA for transcriptomic data, with an

emphasis on automating the incorporation of prior knowledge about the molecular

function of genes.
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2

XL-mHG: A Powerful and Specific Test for Gene
Set Enrichment

This chapter is organized as follows: Section 2.1 reviews the gene set enrichment

framework, as well as the mHG test, a nonparametric test for gene set enrichment.

It further introduces mathematical notation, and reviews the algorithms and bounds

proposed by Eden et al. (2007) for efficiently performing mHG tests. Section 2.2 de-

scribes a simulation study designed to compare the mHG test and the Kolmogorov-

Smirnov (KS) test in terms of their statistical power for detecting enrichment. It

further provides a motivation for a more specific and robust test for enrichment,

and introduces the XL-mHG test, a semiparametric generalization of the mHG test.

Multiple results are presented, including adaptations of the efficient algorithm pro-

posed by Eden et al. (2007) to calculate the XL-mHG p-value. Finally, this section

describes an optimized algorithm for calculating mHG and XL-mHG p-values that

enjoys several advantages in terms of run-time and numerical accuracy. Section 2.3

provides a discussion of the work presented and Section 2.4 describes methodological

details underlying the results.
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2.1 Background

2.1.1 Gene set enrichment

Gene set enrichment (Mootha et al. 2003) can be thought of as a general framework

for utilizing prior knowledge in the analysis of transcriptomic data. The particular

application described by Mootha et al. focuses on a setting in which expression

profiling is used to compare a “treatment” condition to a “control” condition, with

the goal of identifying molecular processes that underly the response to the treatment

(see Figure 2.1). To do so, the authors proposed to first curate a list of gene sets,

such that genes in each gene set are known to be functionally related to each other

in some fashion. The evidence based on which gene sets are defined can either stem

from prior experimental work, or from computational predictions, e.g. based on the

sharing of a specific protein domain. In either case, the gene sets represent a type of

prior knowledge, because they contain information about how genes are related to

each other, and because that knowledge existed before the current experiment was

conducted.

Gene set enrichment is based on the observation that functionally related genes

tend to be coexpressed, and that it is therefore possible to borrow strength by jointly

analyzing the expression patterns of functionally related genes. The framework pro-

posed by Mootha et al. (2003) accomplishes this by first ranking all genes by how

differentially expressed they are, and then asking, for each gene set, whether it is

enriched among the most up- or downregulated genes. When a gene set is found to

be enriched, this suggests that the functional category that defined the gene set is

transcriptionally activated or repressed in the treatment condition.

To make the gene set enrichment approach mathematically precise, Mootha et

al. needed to specify exactly what it means for a gene set to be “enriched” among

the most up- or down-regulated genes. The authors chose to do so using a test
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Figure 2.1: Schematic of gene set enrichment, following Mootha et al.
(2003). Gene expression profiling is performed for samples from two experimental
conditions (“treatment” and “control”), and genes are ranked by their differential
expression. Previously defined gene sets, each representing a distinct functional
category, are tested for whether genes in the gene set are enriched at the top of
the ranked list of genes. This can be accomplished by treating the ranked list as
a Boolean vector, and using a Kolmogorov-Smirnov (KS) test statistic to detect a
non-uniform distribution of “1’s”.

statistic equivalent to that of the Kolmogorov-Smirnov (KS) test, which compares

the rank distribution of genes in the gene set to a uniform distribution. However,

since their original publication, many alternative statistical approaches have been

proposed, including various test statistics and permutation strategies (Barry, No-

bel, and Wright 2008). The most popular incarnation of the gene set enrichment

framework, GSEA (Subramanian et al. 2005), relies on a modified KS test statistic

which incorporates user-specified weights that emphasize genes based on their level

of differential expression. Since there is no known closed form solution to calcu-

lating the p-value associated with this modified KS test statistic, GSEA adopted a

permutation-based procedure for calculating empirical q-values (Storey and Tibshi-

rani 2003). This procedure also involves a correction to the modified KS test statistic

that is designed to account for differences in gene set sizes.
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2.1.2 The mHG test for enrichment

Among the alternative test procedures proposed for quantifying gene set enrichment

is the mHG (minimum hypergeometric) test. This test was originally developed to

identify DNA sequence motifs likely recognized by transcription factors (Eden et

al. 2007), but was later adapted for the problem of gene set enrichment (Eden et al.

2009). The test is based on the observation that, given a rank cutoff that defines “the

top of the list“, it is straightforward to quantify enrichment using the hypergeometric

test. However, since in most applications of gene set enrichment, there is no optimal

cutoff known a priori (there could even be different optimal cutoffs for different gene

sets), the mHG test instead calculates the minimum hypergeometric p-value over all

cutoffs, and uses this value as its test statistic. Finally, Eden et al. discovered that

an exact p-value for this new test statistic can be calculated very efficiently using a

dynamic programming algorithm.

Given the different definitions of enrichment adopted by the mHG test and KS

test, as well as the popularity of both frameworks, this work aims to address two main

questions: First, is there a difference in the statistical power of these two approaches

when it comes to detecting gene set enrichment? And second, is it possible to

modify the mHG test in a way that avoids the detection of “uninteresting” types

of enrichment, which was the motivation behind the modification to the KS test

introduced by GSEA (Subramanian et al. 2005)?

2.1.3 Notation and definitions

We represent a ranked list with Boolean entries as a column vector v of length N ,

with all elements being either 0 or 1:

v “ pv1, v2, . . . , vNq
T , vi P t0, 1u

We therefore also refer to list entries as “elements”. We refer to the set of all elements

for which vi “ 0 as “the 0’s”, and to the set of all other elements as “the 1’s”. We
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also say that v1 represents the “topmost” element, and vN the “bottommost” element

of the list. We further let K and W denote the total number of 1’s and 0’s in the

list, respectively (K `W “ N). Throughout this chapter, we assume that N and K

(and therefore W ) are fixed, unless stated otherwise. We next define VpN,Kq to be

the set of all lists of length N that contain exactly K 1’s (there are
`

N
K

˘

distinct lists

in VpN,Kq).

Let fpk; N,K, nq represent the probability mass function of the hypergeometric

distribution:

fpk; N,K, nq “

`

K
k

˘`

N´K
n´k

˘

`

N
n

˘ (Hypergeometric PMF)

Then, let pHGpk; N,K, nq represent the hypergeometric p-value:

pHG
pk; N,K, nq “

minpn,Kq
ÿ

j“k

fpj; N,K, nq (Hypergeometric p-value)

For any v P VpN,Kq and n P t1, 2, ..., Nu, let knpvq represent the number of 1’s

among the first n elements of v:

knpvq “
n
ÿ

i“1

vi

Then, let pHG
n pvq represent the hypergeometric p-value for v using n as the “cutoff”:

pHG

n pvq “ pHG
pknpvq; N,K, nq

The mHG test statistic smHGpvq is then defined as follows (Eden et al. 2007):

smHG
pvq :“ min

n
pHG

n pvq (mHG test statistic)

Let V 0 be a random variable representing a list drawn uniformly at random from

VpN,Kq. Let SmHG,0 be the mHG test statistic of V 0. Then the mHG p-value pmHGpvq
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is defined as follows (Eden et al. 2007):

pmHG
pvq :“ PrpSmHG,0

ď smHG
pvqq (mHG p-value)

“ E
`

1rsmHG
pv0q ď smHG

pvq | V 0
“ v0s

˘

“

ˆ

ÿ

v0PVpN,Kq

1rsmHG
pv0q ď smHG

pvqs

˙

{ |VpN,Kq
|

2.1.4 Efficient calculation of the mHG test statistic

The mHG test statistic smHGpvq is defined as the minimum hypergeometric p-value

pHG
n pvq, taken over all possible cutoffs. In principle, the calculation of smHGpvq is

therefore very simple:

smHGpvq Ð 1.0
for all n do

Calculate pHG
n pvq

smHGpvq Ð mintpHG
n pvq, s

mHGpvqu
end for
return smHGpvq

However, for large N , calculating the values of all the pHG
n pvq individually is

relatively slow. To calculate smHGpvq more efficiently, we can rely on two key obser-

vations: First, we know that the smallest pHG
n pvq will never occur at a cutoff n for

which vn “ 0. We can therefore skip the calculation of pHG
n pvq for all “0” elements,

which leads to a significant speed-up when K ! N . (For similar reasons, we could

also skip the calculation of pHG
n pvq when vn`1 “ 1, which leads to significant speed-up

when there are long stretches of consecutive 1’s in the list.) Second, even when we

hit a 1, we can avoid calculating pHG
n pvq “from scratch”. Instead, we can exploit the

fact that N and K remain constant throughout the procedure, and use a recursive

approach to efficiently calculate all the pHG
n pvq for which vn “ 1. This approach con-

sists of two sub-algorithms: Algorithm 6 calculates pHG
n pvq from fpknpvq; N,K, nq in
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OpNq, and Algorithm 7 calculates fpknpvq; N,K, nq for all n in OpNq. Algorithm 8

combines these sub-routines to calculate smHGpvq in OpN2q.

2.1.5 Efficient calculation of the mHG p-value

Naively, the definition of the mHG p-value suggests the following algorithm:

pÐ 0
for each v0 P VpN,Kq do

Calculate smHGpv0q (the mHG test statistic for v0)
if smHGpv0q ď smHGpvq then
pÐ p` 1

end if
end for
return pmHGpvq “ p { |VpN,Kq|

Unfortunately, the number of lists in VpN,Kq grows incredibly quickly:

|VpN,Kq
| “

ˆ

N

K

˙

“
N !

K!pN ´Kq!

For example, |Vp100,20q| « 5.4ˆ1020. In this case, we would therefore have to calculate

more than 1020 (!) different smHGpv0q in order to calculate pmHGpvq, which shows that

this approach is completely infeasible, except for very short lists.

Instead, the efficient calculation of pmHGpvq relies on the idea of path count-

ing (Eden et al. 2007). To understand this idea, let us first take a step back and

again look at the definition of smHGpv0q, for an arbitrary v0 P VpN,Kq:

smHG
pv0q “ min

n
pHG

n pv
0
q

Each pHG
n pv

0q, in turn, can be calculated as:

pHG

n pv
0
q “ Spknpv

0
q ´ 1; N,K, nq

This shows that the value of each pHG
n pv

0q depends on exactly four parameters: n,

knpv
0q, N , and K. Note that all v0 share the same N and K. Therefore, the only

parameters that vary during the calculations of their smHGpv0q are n, the cutoff, and
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knpv
0q, the number of 1’s above the cutoff. How many unique parameter combi-

nations pknpv
0q, nq are there? We know that 0 ď knpv

0q ď n and 0 ď n ď N .

Therefore, there are less than pK ` 1qˆ pN ` 1q unique combinations. This leads us

to a surprising observation: Despite the fact that there are more than 1020 distinct

v0 in Vp100,20q, the calculations of all of their mHG test statistics smHGpv0q depend

on less than 21ˆ 101 “ 2121 unique values for pHG
n pv

0q!

Figure 2.2: The set MpN,Kq of all hypergeometric configurations. a A
pK ` 1q ˆ pN ` 1q grid showing MpN,Kq as the blue shaded area. Each v P VpN,Kq

can be represented as a unique path throughMpN,Kq. The path for an example vector
v˚ is shown in blue. The set R of all configurations with a hypergeometric p-value
as good or better than smHGpv˚q is shown in red. Note that the points within the
white areas do not represent valid configurations (cf. Figure 7 in Eden et al. 2007).
b A more compact pK ` 1q ˆ pW ` 1q grid for representing MpN,Kq. There exists a
1-to-1 mapping between the configurations µ1

pk,nq in a and the configurations µpk,wq
in b.

Since a parameter combination pk, nq uniquely determines the value of the hy-

pergeometric p-value (assuming fixed N and K), we refer to it as a hypergeometric

configuration µ1
pk,nq. We can then define the set of all hypergeometric configurations
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MpN,Kq “ tµ1
pk,nq : 0 ď k ď n, 0 ď n ď Nu. We can visualize this set using a

pK ` 1q ˆ pN ` 1q grid (see Figure 2.2a). However, we can simplify our indexing

with W “ N ´K and w “ n´ k. (W represents the total number of 0’s in the list,

and w the number of 0’s above the cutoff n.) We can then use k and w to define

hypergeometric configurations µpk,wq, allowing us to equivalently define MpN,Kq as

follows:

MpN,Kq
“ tµpk,wq : 0 ď k ď K, 0 ď w ď W u

The fact that both definitions ofMpN,Kq describe the same set of hypergeometric

configurations should be obvious by comparing Figure 2.2a to Figure 2.2b. We can

now easily calculate |Mp20,5q| “ p20` 1q ˆ pp100´ 20q ` 1q “ 1701. Therefore, there

are exactly 1701 unique hypergeometric configurations involved in the calculations of

the smHGpv0q for all the v0 in Vp20,5q. For each configuration µk,w, let ppk,wq represent

its associated hypergeometric p-value:

ppk,wq “ Spk ´ 1; N,K, k ` wq

We can then define the set R of all configurations with a hypergeometric p-value at

least as good as smHGpvq:

R “ tµpk,wq : ppk,wq ď smHG
pvqu

Importantly, we can determine whether µpk,wq P R, for all µpk,wq, in OpN2q, using

Algorithm 9.

We make another observation relating VpN,Kq to MpN,Kq: Each v0 P VpN,Kq has

a unique representation as a path λ0 “ pµ0, µ1, . . . , µNq, consisting of all the hyper-

geometric configurations µn that we encounter when we go over all cutoffs n for

v0. Using our pk, wq-indexing scheme, all paths start with µ0 “ µp0,0q and end with

µN “ µpk,wq. Figure 2.2 shows the path representation of v˚. We say that a path

“crosses R” when at least one of its µn is in R. We can then express pmHGpvq in
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terms of path counts:

pmHG
pvq “

# of paths that cross R
total # of paths

“ 1´
# of paths that don’t cross R

total # of paths

Figure 2.3: Counting the number of paths that don’t cross R using a
dynamic programming approach (Eden et al. 2007). All hypergeometric
configurations µpk,wq are represented on an pK ` 1q ˆ pW ` 1q grid, as in Figure 2.2.
Two paths are shown, one of which crosses R (shown in gray). All paths containing
µp4,5q also contain either µp4,4q or µp3,5q (blue arrows).

Using these observations and definitions, it is possible to calculate pmHGpvq with-

out explicitly calculating smHGpv0q for each v0 P VpN,Kq. Instead, we can rely on a

dynamic programming approach (Eden et al. 2007) to count the number of paths that

don’t cross R. This approach relies on the observation that all paths that contain

a certain configuration µpk,wq (k ą 0, w ą 0) also contain either µpk´1,wq or µpk,w´1q

(see Figure 2.3). Let cpk,wq represent the fraction of paths that contain µpk,wq:

cpk,wq “ |tλ
0 : µpk,wq P λ

0
u| { |VpN,Kq

|

We then observe the following recurrence relation for cpk,wq:

cpk,wq “ cpk´1,wq
K ´ k ` 1

N ´ n` 1
` cpk,w´1q

W ´ w ` 1

N ´ n` 1
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Using this recurrence relation, it is straightforward to recursively calculate the

fraction of paths that don’t cross R. We let mpk,wq represent the fraction of paths

that don’t cross R, but contain the configuration µpk,wq:

mpk,wq “ |tλ
0 : µpk,wq P λ

0, and µ R R for all µ P λ0
u| { |VpN,Kq

|

We have:

mp0,0q “

#

0, if smHGpvq “ 1.0

1.0 otherwise

Then we observe the following recurrence relation for the mpk,wq (ką0, wą0):

mpk,wq “

#

0, if µpk,wq P R
mpk´1,wq

K´k`1
N´n`1

`mpk,w´1q
W´w`1
N´n`1

otherwise

If k=0, or w=0, the first or second term of the recurrence relation is omitted, respec-

tively, for the case µpk,wq R R. Algorithm 10 uses this relation to calculate mpK,W q in

OpN2q, yielding pmHGpvq:

pmHG
pvq “ 1´mpK,W q

2.2 Results

2.2.1 Power comparison between the mHG test and the KS test for detecting en-
richment

In biology, specifically in the field of genomics, both the Kolmogorov-Smirnov (KS)

test (Subramanian et al. 2005) and the mHG test (Eden et al. 2009) have been

applied to detect enrichment of gene sets in ranked lists of genes. However, it is

unclear which test is more powerful in the scenarios typically encountered in those

analyses.

To address this question, I designed three simple experiments in which I simu-

lated lists of length N=8,000, roughly corresponding to the number of genes typically
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expressed in a given cell type or tissue. In each experiment, I simulated varying lev-

els of enrichment, corresponding to an over-representation of 1’s among the first n

elements of the list. For each simulated list, I applied both tests and asked whether it

was significant at a significance level of α “ 10´6, which approximately corresponds

to a significance level of 0.05 after Bonferroni correction for multiple testing of thou-

sands of gene sets. The experiments differed by the choice of n parameter, as well

as the total number of 1’s in the list (K).

As shown in Figure 2.4, the mHG outperformed the KS test in all three exper-

iments, with the differences being greatest in the first case, where n and K were

very small. In that experiment, the mHG test achieved 100% power for 240-fold

enrichment (corresponding to three out of five 1’s being present among the first 20

elements of the list), whereas the KS test only achieved the same power for 400-fold

enrichment (i.e., when all five 1’s were present among the first 20 elements). In

contrast, for large n, the difference was much smaller in terms of the absolute fold

enrichment: The mHG test achieved 100% power for 2.2-fold enrichment, whereas

the KS test achieved 100% power for 2.6-fold enrichment. The larger difference in

power for small n was expected, as the KS test is known to suffer from limited sen-

sitivity in detecting deviations in the distribution tails (Gibbons and Chakraborti

2003, p. 124), i.e., the very top (or bottom) of the ranked list.

2.2.2 Limitations of the mHG test

Unlike the simple hypergeometric test, the mHG test does not rely on a fixed cutoff n.

This nonparametric approach provides the mHG test with an enormous advantage in

practice, because there is often no clear way to choose an optimal cutoff. However,

the approach used by the mHG test represents the “other extreme”, in the sense

that the mHG test does not exert any control over which cutoffs are tested for

enrichment. In certain scenarios, this lack of control can turn into an “Achilles heel”
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Figure 2.4: Power of the mHG test in comparison to the Komologorov-
Smirnov (KS) test. Lists containing varying levels of fold enrichment within the
“top of the list” (specified by the n parameter) were simulated. For each list, it was
assessed whether the tests were significant at the level α “ 10´6. Plots show the
estimated power (fraction of significant tests), calculated based on 1,000 simulations
for each fold enrichment value. a-c show the results of three experiments for different
choices of K and n, as indicated above each panel.

and significantly reduce the usefulness of the test.

For Scenario 1, imagine a relatively long list, (say, N=10,000), which has a very

moderate enrichment (say, 1.5-fold) in the first half of the list. Figure 2.5 shows

the distribution of mHG p-values obtained for 1,000 simulations of this scenario,

for K=500. As can be seen from the distribution, the p-values obtained in these

simulations are highly statistically significant. This is not surprising, since even

a relatively small fold enrichment of 1.5 is extremely unlikely to arise by chance

given a large enough sample. Therefore, a very good (i.e., small) mHG test statistic

smHGpvq “ minntp
HG
n pvqu will be found at n « 5, 000, and result in a highly significant

pmHGpvq. However, in many applications, a slight over-representation of “1’s” among

the first half of the list may not represent a very interesting enrichment signal, since

weak enrichment among a large part of the list could be artifactual, e.g. arising from

a small and potentially unknown bias present in the data.

For Scenario 2, imagine a medium-sized list (say, N=1,000), with K=100 1’s (i.e.,

“interesting” elements). Let us this time assume that there is no enrichment present
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Figure 2.5: Assessing the sensitivity of the mHG to weak enrichment
within the top 50% of a long list (Scenario 1). Shown is the distribution
of mHG p-values obtained from 1,000 simulations of a long list (N=10,000), with
K=500 and a small enrichment (1.5-fold) among the first 5,000 elements. The gray
line indicates a significance threshold of α “ 0.01.

at all (i.e., the 1’s are randomly distributed), except for a few “outliers” at the top,

which are randomly distributed among the first 20 positions in the list. How many

of such outliers k20 does it take for the mHG test to yield a statistically significant

pmHGpvq? Figure 2.6 shows box plots for k20 “ 1 . . . 10, showing that for k20 “ 6, the

majority of simulations result in a statistically significant pmHGpvq. Note that these

positive test results are based on the high ranking of only 6/100 = 6% of all the 1’s

in the list. It should be noted here that this extreme sensitivity can be thought of

as a key feature of the mHG test. However, this amazing sensitivity simultaneously

makes the mHG test vulnerable to outliers. One way to address this problem would

be to perform a manual “quality check” on positive test results that are based on

only very few 1’s at the top of the list. An alternative strategy, which is presented in

this work, is to introduce an additional parameter that directly controls the trade-off

between the test’s sensitivity and robustness.
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Figure 2.6: Assessing the robustness of the mHG to outliers (Scenario 2).
Box plot showing the distributions of mHG p-values obtained from 1,000 simulations
each for 1-10 “outliers” in lists with N=1,000 and K=100. The outliers are randomly
distributed among the top 20 elements of the list, while the remaining 1’s show no
enrichment, i.e., they are randomly distributed across the entire list. The gray line
indicates a significance threshold of α “ 0.01.

2.2.3 The XL-mHG test statistic

In both of the scenarios described in Section 2.2.2, a better control over the cutoffs

tested by the mHG test could help overcome the limitations encountered:

• In Scenario 1, the testing of very low cutoffs (large n) resulted in a positive test

even though the enrichment pattern might be considered artifactual. To avoid

this situation, we might want to limit the cutoffs tested to the first L ranks.

For example, we might decide that the lowest cutoff at which we would expect

to find meaningful enrichment corresponded to N{4. This would significantly

reduce the probability of obtaining a significant test result simply because of

weak enrichment affecting the top 50% of the list.

• In Scenario 2, the high ranking of only 6% of the 1’s (“outliers”) was sufficient to

obtain a positive test result in the majority of cases, even though the remaining

94% of 1’s exhibited no enrichment at all. To improve the robustness of our

test, we might decide to ignore all cutoffs that have less than X 1’s above them.

In our example, had we required at least 15% (X=15) of 1’s to be above the
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cutoff, this would have prevented the six outliers from generating a positive

test result.

It is important to point out that Scenario 1 resembles a challenge that the GSEA

method (Subramanian et al. 2005) was specifically designed to overcome. The au-

thors noted that in some cases, a KS test would yield a significant result simply

because there was an unusual accumulation of genes that were part of the gene set

towards the middle of the ranked list of genes. However, the authors noted that this

type of pattern is not what would typically be considered enrichment, and therefore

designed a weighted test statistic that would de-emphasize the significance of such

patterns.

We therefore introduce the XL-mHG test statistic smHG
x,l pvq, which is a modifica-

tion of smHGpvq:

smHG

x,l pvq “

$

’

&

’

%

min
knpvqěX

nďL

pHG

n pvq if kpLq ě X,

1 otherwise

(XL-mHG test statistic)

This statistic introduces two parameters, X and L (0 ď L ď N , X ě 0), as proposed

above, which provide a certain level of control over which cutoffs should be tested for

enrichment1 All cutoffs with less than X 1’s above them, as well as all cutoffs below

L, are ignored. If there are less than X 1’s above the lowest permissible cutoff L, we

have no enrichment at all (smHG
x,l pvq “ 1). We immediately observe that for X=0 and

L=N, smHG
x,l pvq reduces to smHGpvq. Therefore, the XL-mHG test is a generalization

of the mHG test.

Note that instead of X (or in addition to it?), we could also choose to introduce

a parameter T , which, in analogy to L, would simply result in all cutoffs above T

1. The L parameter was already discussed by Eden et al., who referred to it as nmax, and noted
that “it is possible to devise appropriate bounds and algorithms for computing the accurate p-value”
for such a parameter Eden et al. 2007. This is exactly what this work is concerned with.
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being ignored. However, we deliberately decide against this possibility, since for most

applications, specifying X is much more intuitive than specifying T .

To efficiently calculate smHG
x,l pvq, we introduce a modification of Algorithm 8, with

changes highlighted:

Algorithm 1 Calculate smHG
x,l pvq, in OpN2q

Input: V=v, N=N , K=K, X=X, L=L
Output: s=smHG

x,l pvq
1 k Ð 0
2 s Ð 1.0
3 F Ð Algorithm 7 (V, N, K) // calculate all fpknpvq; N,K, nq
4 for n = 0 to L-1 do
5 if V[n] != 0 then // we hit a “1”
6 k Ð k + 1
7 if k ě X then
8 p Ð Algorithm 6 (F[n+1], k, N, K, n+1) // calculate pHG

n pvq
9 s Ð min(s, p)

10 end if
11 end if
12 end for
13 return s
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2.2.4 The XL-mHG p-value

The XL-mHG p-value pmHG
x,l pvq is defined analogously to the mHG p-value: Assume

that we observe smHG
x,l pvq for a ranked binary list v. Let SmHG,0

x,l be a random variable

representing the XL-mHG test statistic observed for a random permutation of v.

Then:

pmHG

x,l pvq “ PrpSmHG,0
x,l ď smHG

x,l pvqq (XL-mHG p-value)

The introduction of X and L results in the elimination of certain configurations

from R: those with less than X 1’s above the cutoff, and those with cutoffs greater

than L. Let Rx,l be this restricted set. Then we can express Rx,l as follows:

Rx,l “ tµpk,wq : ppk,wq ď smHG

x,l pvq, k ě X, k ` w ď Lu

In other words, for a configuration µpk,wq to be in Rx,l, we do not only require its

associated hypergeometric p-value ppk,wq to be at least as good as smHG
x,l pvq, but k and

w must also fall within the limits defined by X and L.

Alternatively, let us define R1 “ tµpk,wq : ppk,wq ď smHG
x,l pvqu. We also define

X “ tµpk,wq : k ă Xu and L “ tµpk,wq : k ` w ą Lu, representing the sets of

configurations excluded by X and L, respectively. We can then express Rx,l in

terms of these sets (see Figure 2.7):

Rx,l “ R1zpX Y Lq
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Figure 2.7: Expressing Rx,l using R1, X , and L. The pK ` 1q ˆ pW ` 1q-grid
shows all configurations inMpK,Nq, as in Figure 2.2. R1 (red shaded area) is defined
by smHG

x,l pvq for the example vector v˚, with X “ 3 and L “ 5. X , the set of all
configurations excluded by X, is shown as the yellow shaded area. Similarly, L, the
set of all configurations excluded by L, is shown as the gray shaded area. Rx,l is the
subset of R1 contained in neither X nor L.

It should now be clear that we can easily modify Algorithm 9 to find all configu-

rations in Rx,l, as follows (changes highlighted):
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Algorithm 2 Determine whether µpk,wq P Rx,l, for all µpk,wq, in OpKW q
Input: s=smHG

x,l pvq P p0; 1q, K=K, W=W , X=X, L=L
Output: Binary array R[0..K, 0..W], indicating whether µpk,wq P Rx,l.

1 R Ð (K+1)x(W+1)-array of zeros
2 N Ð K+W
3 n Ð 1
4 p start Ð 1.0
5 while n ď L do
6
7 // calculate ppk˚

pnq
,n´k˚

pnq
q

8 if n ď K then
9 k Ð n

10 // calculate fpn; N,K, nq from fpn´ 1; N,K, n´ 1q using Identity 4
11 p start Ð p start * (K-n+1)/(N-n+1)
12 else
13 k Ð K
14 // calculate fpK; N,K, nq from fpK; N,K, n´ 1q using Identity 5
15 p start Ð p start * n/(n-K)
16 end if
17
18 // find lowest k for which µpk,wq P R
19 p Ð p start
20 pval Ð p start
21 w Ð n-k
22 while k ě X and pval ď s do
23 // we’re still in Rx,l

24 R[k,w] Ð 1
25 // calculate fpk ´ 1; N,K, nq from fpk; N,K, nq using Identity 6
26 p Ð p * (k*(N-K-n+k)) / ((n-k+1)(K-k+1))
27 pval Ð pval + p
28 k Ð k-1
29 w Ð w+1
30
31 end while
32 n Ð n+1
33 end while
34 return R
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Finally, using the return value of Algorithm 2, we can use Algorithm 10 virtually

unchanged to calculate pmHG
x,l pvq (changes highlighted):

Algorithm 3 Calculate pmHG
x,l pvq, in OpKW q

Input: s=smHG
x,l pvq P p0; 1q, K=K, W=W , X=X, L=L

Output: p=pmHG
x,l pvq

1 R Ð Algorithm 2 (s, K, W, X, L)
2 M Ð (K+1)x(W+1)-array
3 M[0,0] Ð 1.0
4 N Ð K+W
5 for n = 1 to N do
6 k Ð min(n,K)
7 w = n-k
8 while k ě 0 and w ď W do
9 if R[k,w] = 1 then

10 M[k,w] Ð 0
11 else if w ą 0 and k ą 0 then
12 M[k,w] Ð M[k,w-1] * (W-w+1)/(N-n+1) +

M[k-1,w] * (K-k+1)/(N-n+1)
13 else if w ą 0 then
14 M[k,w] Ð M[k,w-1] * (W-w+1)/(N-n+1)
15 else if k ą 0 then
16 M[k,w] Ð M[k-1,w] * (K-k+1)/(N-n+1)
17 end if
18 w Ð w + 1
19 k Ð k - 1
20 end while
21 end for
22 p Ð 1.0 - M[K,W]
23 return p

2.2.5 Bounds for the XL-mHG p-value

Eden et al. (2007) described a lower and an upper bound for the mHG p-value, both

of which are reviewed in Appendix D. The mHG test statistic smHGpvq itself serves

as a lower bound for pmHGpvq (see Theorem 1). I found that this lower bound applies

unchanged to the XL-mHG p-value (see Theorem 4 in Appendix E).

In the construction of their proof for the upper bound, Eden et al. (2007) in-

troduced the notion of special cutoffs nk, for k P t1, ..., Ku, that correspond to the

lowest cutoffs so that pHGpk; N,K, nkq ď smHGpvq. This allowed the authors to rep-

resent the mHG p-value as a union of K events, which correspond to observing a
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hypergeometric p-value equal to or smaller than smHGpvq at the respective nk. By

applying a union bound, Eden et al. (2007) found that an upper bound for pHG
n pvq is

given by K ˚smHGpvq (see Theorem 3). Depending on the choice of the parameters X

and L, not all k need to be considered in the corresponding expression for XL-mHG

p-value, since it is required that k ě X and k ď mintK,Lu. Therefore, some of the

events in are by definition excluded from the union, which results in a tighter bound

of (pmintK,Lu ´X ` 1qsmHG
x,l pvq (see Theorem 5 in Appendix E).

A closer examination of the proof for Theorem 5 suggests that depending on X,

L, and smHG
x,l pvq, the actual number of events in the union of Equation (E.1) can be

smaller than pmintK,Lu ´X ` 1q. This statement can be made more precise using

the following two definitions:

kmin
x,l pvq :“ mintk : k ě X, pHG

pk; N,K, kq ď smHG

x,l pvqu

kmax
x,l pvq :“

#

mintk : nk ě Lu, if nK ě L

K otherwise

The number of unique events in Equation (E.1) is exactly (kmax
x,l pvq ´ kmin

x,l pvq ` 1),

resulting in the following bound:

pmHG

x,l pvq ď pk
max
x,l pvq ´ k

min
x,l pvq ` 1qsmHG

x,l pvq
(OpNq upper bound for the XL-mHG p-value)

Let bmHG
x,l pvq :“ pkmax

x,l pvq´k
min
x,l pvq`1qsmHG

x,l pvq. It turns out that kmin
x,l pvq and kmax

x,l pvq,

and therefore bmHG
x,l pvq, can be obtained in OpNq. To do so, I designed the algorithm

PVAL-BOUND (see Algorithm 14 in Appendix C). Therefore, in cases where we need

to determine whether pmHG
x,l pvq is equal to or smaller than a pre-specified significance

threshold α, we can first calculate the original upper bound in Op1q. If this bound

is larger than pmHG
x,l pvq, we can invoke PVAL-BOUND to calculate a potentially tighter

upper bound in OpNq. Only if this value is still larger than pmHG
x,l pvq do we need

to calculate the exact value of pmHG
x,l pvq in OpN2q (using PVAL2). This procedure is

summed up in PVAL-THRESH (see Algorithm 4).

32



Algorithm 4 PVAL-THRESH— Efficiently determine whether pmHG
x,l pvq ď α.

Input: thresh=α, stat=smHG
x,l pvq, N, K, X, L

Output: TRUE if pmHG
x,l pvq ď thresh, FALSE otherwise

1 if stat ą α then
2 // using lower bound
3 return FALSE
4 else if (MIN(K,L) - X + 1) * smHG

x,l pvq ă thresh then
5 // using upper bound
6 return TRUE
7 end if
8 // calculate tighter bound in OpNq
9 bound Ð PVAL-BOUND(stat, N, K, X, L)

10 if bound ď thresh then
11 return TRUE
12 end if
13 // calculate exact p-value in OpN2q

14 pval Ð PVAL2(stat, N, K, X, L)
15 if pval ď thresh then
16 return TRUE
17 end if
18 return FALSE

2.2.6 An improved algorithm for calculating the XL-mHG p-value

As shown, the dynamic programming algorithm to calculate exact p-values for the

XL-mHG test statistic is nearly identical to the original algorithm proposed by Eden

et al. (2007), and has the same time complexity: OpN2q. The algorithm relies on

the following recurrence relation for calculating the fraction of all paths (i.e., all

v P VpN,Kq) that do not enter Rx,lpvq before arriving at a given configuration µpn,kq:

πpn,kqpvq “

#

0, if µpn,kq P Rx,lpvq,

πpn´1,kqpvq
W´w`1
N´n`1

` πpn´1,k´1qpvq
K´k`1
N´n`1

otherwise

(Recurrence relation for PVAL1)

Obviously, if µpn,kq P Rx,lpvq, all paths arriving at µpn,kq have now entered Rx,lpvq,

and πpn,kqpvq “ 0. The coefficients in the other case represent the fraction of lists

with configuration µpn´1,kq that have a 0 in position n, and the proportion of lists

with configuration µpn´1,k´1q that have a 1 in position n, respectively. If w “ 0, or

if k “ 0, the first or second term of the recurrence relation is omitted, respectively,

for the case µpn,kq R Rx,lpvq. Together with the initial value πp0,0q “ 1.0 — at the
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beginning, none of the paths have entered Rx,lpvq —, and an efficient algorithm

for determining whether µpn,kq P Rx,lpvq for all µpn,kq, this allows the calculation of

πpvq “ πpN,Kq in OpN2q.

PVAL1, while mathematically accurate and computationally efficient, still has

some drawbacks in practice. First, it always requires the calculation of all πpn,kqpvq,

even though in many cases, only a small fraction of configurations are in Rx,lpvq.

For example, when L “ N{10, approx. 90% of all µpn,kq are excluded from Rx,lpvq by

definition. Moreover, since smHGpvq serves as a lower bound for pmHGpvq, calculating

the mHG p-value is mostly of interest when smHGpvq is below a specific significance

threshold α (e.g., α “ 10´6). In these cases the number of configurations in Rx,lpvq

can be expected to be very small as well. A second drawback arises from the fact

that for technical reasons, computers typically do not represent decimal numbers as

a string of (significant) digits. Instead, they use a floating point system which can

only represent certain numbers from the real line. This can lead to inaccuracies when

very small numbers are involved in addition or subtraction. For example, in most

computer programs, the expression 1.0´10´20 will surprisingly evaluate to (exactly)

1.0, because 1.0 is the closest representable number to 1.0 ´ 10´20 (see footnote2).

For PVAL1, this means that when the true p-value is very small — say, smaller than

10´15 — , numerical inaccuracies start to occur in filling in the dynamic program-

ming table (which relies on addition) and in the calculation of pmHGpvq “ 1 ´ πpvq,

resulting in an inaccurate p-value. More concretely, due to the lack of representable

numbers between 1.0 and 1.0 ´ 10´16, the smallest non-zero p-value that can be

obtained from PVAL1 is « 10´16 (see Figure 2.8a). When using an 80-bit “extended

precision” data type, the smallest possible p-value is « 10´19 (see Figure 2.8b).

Motivated by these limitations, I sought to design an algorithm for calculating

2. In the commonly used IEEE-754 binary64 (“double-precision”) system, the first representable
number below 1.0 is approximately 0.9999999999999999 or 1.0 - 10-16.
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Figure 2.8: Numerical accuracy of PVAL1. Lists of varying length N (N P

t40, 41, ..., 120u), each consisting of exactly 20 1’s followed by only 0’s, were gener-
ated, and the mHG p-value for each list was calculated using PVAL1. Missing values
correspond to cases where PVAL1 returned a value of 0 or lower due to limited floating
point accuracy. a Python implementation using the 64-bit “double-precision” data
type. b Cython implementation using the 80-bit “extended precision” data type.

the XL-mHG p-value pmHG
x,l pvq that would not require filling in the entire dynamic

programming table, and avoid numerical inaccuracies in cases where the true p-

value is very small. I realized that both of these limitations result from the fact that

PVAL1 requires the computation of πpvq. If we could directly count the fraction of

paths entering Rpvq (instead of calculating the opposite, and then subtracting that

number from 1), this would allow us to stop the algorithm once we are confident that

we have discovered all configurations in Rpvq, and it would avoid subtracting a very

small number from 1.0 for highly significant tests (instead, we would add several

small numbers that are close to 0, where the density of representable numbers is

much higher). I first made the following observation: In the visual representation of

MpN,Kq as a pK ` 1q ˆ pW ` 1q grid (see Figure 2.2b), paths can only enter Rpvq

“from below”. To see this, we first introduce the following lemma:
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Lemma 1 (Monotonicity property of the hypergeometric p-value). For all n ă N

and k ď minptn,Kuq, pHGpk; N,K, nq ă pHGpk; N,K, n` 1q.

Proof. pHGpk; N,K, n` 1q is the probability of having k or more successes among

n`1 draws. We can represent “k or more successes among n`1 draws” as the union of

two mutually exclusive events A and B, so that pHGpk; N,K, n` 1q “ PrpA Y Bq “

PrpAq ` PrpBq. Event A: “k or more successes among n draws”. Event B: “a

successful draw, conditional on exactly k ´ 1 successes among n draws”. We then

have PrpAq “ pHGpk; N,K, nq, and PrpBq ą 0. Therefore, pHGpk; N,K, n` 1q ą

pHGpk; N,K, nq.

Since Rx,lpvq is defined as the set of all configurations whose hypergeometric

p-value is equal to or smaller than fixed value (namely, smHG
x,l pvq), we know from

Lemma 1 that when a configuration µpn,kq is in Rx,lpvq, then so is µpn´1,kq, its “left

neighbor” in the grid representation. Therefore, the only way for a path to enter

Rx,lpvq is “from below”. In this case, µpn,kq P Rx,lpvq, but µpn´1,k´1q R Rx,lpvq.

We can refer to configurations for which this is true as “entry points” into Rx,lpvq

(see Figure 2.9). The basis of our new algorithm is then to calculate what fraction

of paths enter Rx,lpvq from below at all entry points, and then report the sum of

all these fractions as the (XL-)mHG pvalue. However, since paths can exit and re-

enter Rx,lpvq, we need to ensure that we only count each path once, when it enters

Rx,lpvq for the first time. In other words, we must only consider paths that have

never entered Rx,lpvq before. Coincidentally, this is the exact same quantity that

PVAL1 uses in order to calculate πpvq (see above).

I refer to this new algorithm as PVAL2. Due to its reliance on the same recur-

rence relation as PVAL1, it requires only surprisingly small modifications to PVAL1.

These are illustrated on a simplified version of PVAL2, which relies on a separate

routine to determine Rpvq (see pseudocode below). The full algorithm is provided
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Figure 2.9: Idea behind PVAL2, illustrated using the example from Fig-
ure 2.2. At each “entry point” into Rpvq (arrow tips), we calculate the fraction
of paths entering from the configuration below (circles). However, in order to avoid
counting paths more than once (some may exit and then re-enter Rpvq), we must
base our calculation on only those paths that have not previously entered Rpvq. This
is the exact same quantity used by PVAL1 to calculate πpvq. The (XL-)mHG p-value
corresponds to total fraction of entering paths.

in Appendix C.

To test whether PVAL2 exhibits better numerical stability than PVAL1, I repeated

the experiment shown in Figure 2.8 for PVAL2. As can be seen in Figure 2.10, the

new algorithm is able to calculate p-values much smaller than 10´16, and numerical

errors are no longer apparent.

Figure 2.10: Numerical accuracy of PVAL2. Shown are results of an experiment
as described in Figure 2.8, but conducted using PVAL2. a Python implementation
using the 64-bit “double-precision” data type. b Cython implementation using the
80-bit “extended precision” data type.
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Algorithm 5 PVAL2-SIMPLE, an improved algorithm to calculate pmHG
x,l pvq in OpN2q.

This simplified version of PVAL2 uses a separate routine to determine Rpvq, and does
not handle comparisons of floating point variables properly. See Algorithm 13 in
Appendix C for PVAL2.

Input: stat=smHG
x,l pvq, N, K, X, L

Output: pval=pmHG
x,l pvq

1 R Ð Algorithm 2 (stat, N, K, X, L)
2 pval Ð 0.0
3 table Ð empty pK ` 1q ˆ pW ` 1q array of floats
4 table[0, 0] Ð 1.0
5 W Ð N-K
6 for n = 1 to L do
7 k Ð min(n,K)
8 w = n-k
9 // check whether we have seen all of Rpvq

10 if k = K and R[k, w] = 0 then
11 break
12 end if
13 while k ě 0 and w ď W do
14 if R[k, w] = 1 then
15 table[k, w] Ð 0.0
16 // check if this is an entry point into Rpvq (entering is only possible “from

below”)
17 if k ą 0 and R[k-1, w] = 0 then
18 pval Ð pval + (table[k-1, w] * (K-k+1)/(N-n+1))
19 end if
20 else if w ą 0 and k ą 0 then
21 table[k, w] Ð table[k, w-1] * (W-w+1)/(N-n+1) +

table[k-1, w] * (K-k+1)/(N-n+1)
22 else if w ą 0 then
23 table[k, w] Ð table[k, w-1] * (W-w+1)/(N-n+1)
24 else if k ą 0 then
25 table[k,w] Ð table[k-1, w] * (K-k+1)/(N-n+1)
26 end if
27 w Ð w + 1
28 k Ð k - 1
29 end while
30 end for
31 return pval

To determine how the modifications introduced in PVAL2 affect the run-time of

the algorithm, I performed several benchmarks. As discussed above, I expected

PVAL2 to run significantly faster for lists containing significant enrichment, and for

L ă N . The benchmark results confirm this expectation, and show that in lists

without enrichment and L “ N , PVAL2 runs only marginally faster than PVAL1 (see

Figure 2.11).
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Figure 2.11: Comparison of run-times of PVAL1 and PVAL2. For each bench-
mark and each set of parameters, 100 lists were generated independently, and both
algorithms were used to calculate the (XL)-mHG p-value for those lists. Shown
are the means and standard deviations (error bars) over the 100 runs. All bench-
marks were conducted using randomly generated lists where the positions of the 1’s
were sampled uniformly from all positions (except for c). a Benchmark using fixed
K=100, for variable N (X=1; L=N). b Benchmark using fixed N=2,000, for variable
K (X=1;L=N). c Benchmark for lists with enrichment, using fixed K=100 and vari-
able N (X=1; L=N). The positions of the 1’s were sampled uniformly from only the
top 1,000 positions. d Benchmark using fixed K=100 and L=1,000, for variable N
(X=1).

2.3 Discssion

2.3.1 Relation to previous work

The results presented here extend the work of Eden et al. (2007), who introduced the

nonparametric mHG test statistic, developed the dynamic programming approach

for calculating its p-value, and described both upper and lower bounds. The work

presented here includes a simulation study to demonstrate the superior power of the

mHG test compared to the KS test for certain types of enrichment. This work further
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introduces the XL-mHG test, which represents a semiparametric generalization of

the mHG test (Wagner 2015), discusses a modification to the algorithm developed

by Eden et al. (2007) that allows the efficient calculation of the XL-mHG p-value,

and proves modified lower and upper Op1q-bounds for the XL-mHG p-value, as well

as a tighter OpNq upper bound. Finally, I have proposed an alternate approach

to calculating the mHG and XL-mHG p-values, which results in better numerical

stability, and leads to significant speed-ups when enrichment is present, or when

L ă N .

The work presented here does not compare the (XL-)mHG test to other test

statistics proposed. Many of these statistics, such as the modified KS test statistic

proposed by Subramanian et al. (2005) and the “maxmean” statistic proposed by

Efron and R. Tibshirani (2007), are more parametric in nature and do not permit the

calculation of exact p-values, which makes them less versatile than nonparametric

methods. Another nonparametric test that has been proposed for detecting gene

set enrichment is the Wilcoxon rank-sum test (Barry, Nobel, and Wright 2008).

Although not shown here, this test is significantly more sensitive to outliers (gene set

genes located towards the bottom of the list) than the mHG test, and is therefore not

considered to be an optimal choice. Finally, the discussion of optimal permutation

strategies for performing gene set enrichment in supervised settings is beyond the

scope of this work, although it is an important step in controlling for dependence

among genes (Barry, Nobel, and Wright 2008; Efron and R. Tibshirani 2007).

2.3.2 Unique features of the XL-mHG test

Hopefully, this work will encourage the more widespread adoption of the XL-mHG

test in biological and other applications; by providing a rigorous and transparent

treatment of the statistical and algorithmic aspects of the XL-mHG test, and by

providing an efficient, tested, and free open-source implementation in the form of the
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xlmhg Python/Cython package (see https://github.com/flo-compbio/xlmhg).

There are multiple features that can make the XL-mHG an attractive choice:

The semiparametric nature of the test, i.e., the nonparametric approach of the mHG

test in combination with the X and L parameters, provide an efficient way to tailor

the test to the tye of enrichment that is of interest in a particular application. As

shown using a simulation study, the mHG test is more sensitive than the KS test for

detecting enrichment at the very top of the ranked list, but the X parameter of the

XL-mHG test provides a means for trading off some of the sensitivity for increased

robustness.

Through its reliance on the hypergeometric distribution, the XL-mHG test also

has the property that the exact distribution of 1’s below n˚, the cutoff giving rise

to the value of the test statistic, is not important. In other words, the test is robust

to outliers, which is especially desirable when some of the 1’s are expected to rep-

resent “false positives”. Finally, efficient algorithms and implementations allow an

individual test to be performed in only a few milliseconds, even for large values of

N .

2.4 Methods

2.4.1 Implementation of PVAL1 and PVAL2

The PVAL1 and PVAL2 algorithms were implemented twice, once in Python and once

in Cython. The Cython programming language is a superset of Python that com-

piles to C code. When type declarations are added, the generated C code can avoid

(slow) calls to the Python C-API, resulting in speeds comparable to that of native C

programs. At the same time, results (in this case, XL-mHG p-values) can easily be

passed back into Python code. The Cython implementation uses the long double

variable type for all floating point operations. Most compilers implement this type

using 80-bit “extended precision“, with the notable exception of the Microsoft Vi-
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sual C++ compiler3. Therefore, the Cython implementation is much faster and more

accurate compared to the Python implementation. However, the Python implemen-

tation does not require compilation. By default, all implementations use a relative

tolerance of 10´12 (see Algorithm 11), which was found to give accurate results.

2.4.2 Testing PVAL2 and PVAL-BOUND for correctness

Since the algorithms proposed here are not entirely trivial, it can be difficult to es-

tablish their correctness. I therefore implemented test procedures for the Cython

implementations of PVAL2 and PVAL-BOUND that rely on alternative algorithms for

calculating the XL-mHG p-value and the OpNq-bound, respectively. I then com-

pared the results of those alternative algorithms to those obtained with PVAL2 and

PVAL-BOUND. I found that the results were identical for all cases tested, which led

me to conclude that both algorithms are in fact correct. The tests were imple-

mented and executed as unit tests within the framework provided by the pytest

Python package (version 2.8.5), and are included in the xlmhg Python/Cython pack-

age, under tests/test_correct_pval.py and tests/test_correct_bound.py (see

https://github.com/flo-compbio/xlmhg).

More specifically, to test the correctness of PVAL2, I chose N “ 50 and K “ 10,

and generated a reference table of hypergeometric p-values ppn,kq, for all possible

hypergeometric configurations (i.e., for all possible n and k), using the scipy.stats.

hypergeom.sf function from the scipy Python package (version 0.17.0). Then, for

each possible combination of X and L (X,L P t1, ..., Nu), I used the reference table to

obtain all possible values of the XL-mHG test statistic smHG
x,l pvq (by setting ppn,kq “ 1

for all k ă X and n ą L). For each value of the test statistic, I then calculated

the XL-mHG p-value pmHG
x,l pvq using both PVAL1 and PVAL2, and tested whether the

output of both algorithms was identical, within a margin of error due to the numerical

3. see https://en.wikipedia.org/wiki/Long_double

42

https://github.com/flo-compbio/xlmhg
https://en.wikipedia.org/wiki/Long_double


errors discussed in the results section. Specifically, I used the IS EQUAL algorithm

with a relative tolerance of 10´8 to determine if the two results were identical. In

total, 56, 400 such comparisons were conducted, and the p-values were found to be

identical in all cases.

To test the correctness of PVAL-BOUND, I implemented another testing procedure,

again choosing N “ 50 and K “ 10. To obtain an alternative algorithm for cal-

culating bmHG
x,l pvq, I designed a simpler version of PVAL-BOUND that assumes that all

ppn,kq are already known. In addition to testing whether both algorithms returned

identical values for bmHG
x,l pvq, I also tested whether those values were in fact equal

to or larger than pmHG
x,l pvq, and whether in all cases bmHG

x,l pvq was equal to or smaller

than the Op1q-bound (i.e., pmintK,Lu ´ X ` 1qsmHG
x,l pvq). Again, a total of 56, 400

tests were conducted, and all tests passed. Furthermore, in 34, 858 out of the 56, 400

cases, bmHG
x,l pvq was found to be strictly smaller than pmintK,Lu ´ X ` 1qsmHG

x,l pvq,

indicating that the OpNq-bound is indeed tighter than the Op1q-bound.

2.4.3 Assessing the numerical stability of PVAL1 and PVAL2

All lists tested in Figures 2.8 and 2.10 consisted of 20 1’s, followed by a varying

number of 0’s. Obviously, we have n˚ “ 20 for all those lists. In other words, the

best cutoff for all those lists is 20, so that the “top of the list” contains all 1’s and

no 0’s, and the mHG test statistic is the hypergeometric p-value at that cutoff. Due

to the special structure of those lists, calculation of the true mHG p-value pmHGpvq

is trivial as well. Since for given N and K, no other list exhibits an equally good

minimum hypergeometric p-value, pmHGpvq corresponds to 1{|VpN,Kq| “ smHGpvq.

2.4.4 Benchmarks of PVAL1 and PVAL2

The benchmarks of PVAL1 and PVAL2 were carried out using the repeat func-

tion from Python’s timeit module. For each randomly generated list, smHG
x,l pvq
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was pre-calculated, and then the runtime of the functions get_xlmhg_pval1 and

get_xlmhg_pval2 from the Cython module (xlmhg.mhg_cython) were measured.

The measurements were taken for 10 identical calls of the function (number=10),

and the minimum runtime over three tests (repeat=3) was recorded. To obtain the

final runtime, this minimum was divided by the number of calls (10).

2.4.5 Power comparison between the mHG test and the KS test

For each experiment (i.e., each choice of K and n), and each fold change value f , I

generated random lists as follows: First, I calculated the number of 1’s within the

“top of the list” (i.e., above the n’th cutoff) as k “ f ˚ pn{Nq (the fold enrichment

values were chosen in a way that would result in integer numbers). I then used

the numpy.random.choice function from the numpy Python package (version 1.10.4)

to sample k ranks from t1, ..., nu without replacement. I then set the elements

at those ranks to 1. I then used the same function to sample K ´ k ranks from

tn` 1, ..., Nu without replacement, and set the elements of at those ranks to 1. All

elements were set to 0. I repeated this procedure 1,000 times, to generate 1,000

random lists. I then applied both the mHG test and the KS test to each list, and

tested whether the p-values were equal to or smaller than 10´6. For the KS test, I

gave the list of cutoffs corresponding to the 1’s to the scipy.stats.kstest function

from the scipy Python package (version 0.17.0), and also specified the following

arguments: alternative=’greater’, mode=’approx’, and cdf=rank_cdf, where

rank cdf is a function that returns n{N for each n. Jupyter notebooks with the

code for the simulations will be made available in a separate GitHub repository, at

https://github.com/flo-compbio/xlmhg-paper.
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3

GO-PCA: An Unsupervised Method to Explore
Gene Expression Data Using Prior Knowledge

3.1 Background

Genome-wide expression profiling, or transcriptomics, is a highly popular approach

for obtaining a systematic view of the molecular differences and similarities among

cells, tissues, tumor biopsies or other biological specimen. The success of transcrip-

tomics is based on advances in microarray and high-throuhgput sequencing technolo-

gies, which have led to reductions in costs and improved measurement accuracies.

Currently, the development of single-cell methods is promising a dramatic increase

in the spatial resolution of transcriptomic data (Junker and Oudenaarden 2014) (see

e.g. (Hashimshony et al. 2015; Patel et al. 2014; Klein et al. 2015), recent applications

of single-cell transcriptomics in the fields of developmental biology, cancer research,

and stem cell biology, respectively).

Considering the rapid pace and low cost at which large-scale transcriptomic

datasets can be produced, data analysis often presents a significant bottleneck. The

machine learning literature offers a plethora of methods for unsupervised learning,
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which have been adopted to various degrees for the exploratory analysis of gene ex-

pression data. Popular approaches include principal component analysis (PCA) (Al-

ter, Brown, and Botstein 2000), hierarchical clustering (Eisen et al. 1998), k-means

clustering, consensus clustering (Monti et al. 2003), non-negative matrix factoriza-

tion (reviewed in (Devarajan 2008)), mixture models (e.g., (McLachlan, Bean, and

Peel 2002)), and many others. These methods can be characterized as generic, in

that they operate based on general principles (e.g., prinicipal components are un-

correlated and capture maximum amounts of variance), and do not take any specific

biological aspects of the data into account.

While applications of the aforementioned methods have led to profound insights

into biological processes (e.g., the identification of clinically relevant cancer sub-

types (Perou et al. 2000; Alizadeh et al. 2000)), arriving at such results typically re-

quires significant human effort combined with expert knowledge, and can be fraught

with difficulties. In many cases, the data contain significant but unknown biases

which can obscure interesting signals and create spurious results (e.g., batch ef-

fects (Leek et al. 2010)). Furthermore, the output of unsupervised methods often

consists of clusters or factors containing hundreds of genes, which are difficult to

interpret and necessitate further analysis before any biological intuition can be ap-

plied.

These challenges motivate the development of more specialized tools for the ex-

ploratory analysis of transcriptomic data that 1) improve the detection of biologically

relevant patterns, 2) confer robustness with respect to technical artifacts, and 3) yield

readily interpretable results that facilitate hypothesis generation. The incorporation

of prior knowledge into unsupervised algorithms provides a major opportunity for

achieving these goals. In principle, prior knowledge can bias the analysis in favor

of biologically plausible results, thereby reducing the influence of extraneous biases

such as batch effects, which do not exhibit biologically meaningful patterns. It can
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also help provide meaningful labels for discovered patterns, which in turn facilitates

the interpretation of results (Reshetova et al. 2014).

In light of the intuitive appeal of this idea, as well as its highly successful appli-

cation in supervised settings (Subramanian et al. 2005), there exist surprisingly few

methods that exploit prior biological knowledge in a general unsupervised setting.

Several methods have been designed for the narrow task of identifying regulatory

relationships (Segal et al. (2003) and ref. 11-14 in Reshetova et al. (2014)). For

more general purposes, it has been proposed to adjust the distance metric used in

hierarchical clustering by a term that quantifies similarity of GO or KEGG annota-

tions between pairs of genes, with a tuning parameter allowing for a flexible trade-off

between knowledge-based and data-driven analysis (Cheng et al. 2004; Kustra and

Zagdanski 2006). Annotation-based adjustments have also been proposed for use in

k-means/k-medioid clustering (Huang and Pan 2006; Tseng 2007; Shen, Sun, and Li

2010) and mixture models (Pan 2006).

The method proposed here relies on PCA, one of the most versatile unsupervised

methods, and uses prior knowledge in the form of gene ontology (GO) annotations

from the UniProt-GOA database (Huntley et al. 2015). However, rather than us-

ing these annotations to adjust an internal metric, the method adopts a two-step

approach. PCA is performed first, and then each principal component is tested for

whether it is driven by functionally related genes. This leads to the definition of

signatures, consisting of small sets of genes that are both strongly correlated in the

input data, as well as functionally related based on their GO annotations. These

signatures are visualized in a signature matrix, which can then serve a starting point

for further data exploration.
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3.2 Results

3.2.1 GO-PCA combines principal component analysis (PCA) with nonparametric
GO enrichment analysis

In order to facilitate exploration of transcriptomic data using prior knowledge, I

sought to design a method that would systematically search all major axes of vari-

ation for small groups of genes that are both strongly correlated and functionally

related, and then present the results in an easily interpretable fashion. To this end, I

developed the GO-PCA algorithm, named after its two building blocks, PCA (Alter,

Brown, and Botstein 2000), and GO enrichment analysis (Eden et al. 2009). GO-

PCA first performs PCA on the expression matrix and determines the number of

relevant principal components (PCs) using a permutation test. It then tests each

PC for enrichment of functionally related genes. More formally, for each PC, genes

are first ranked by their loadings (see Figure 3.1a). Given the ranked list of genes

obtained from a particular PC, GO-PCA then uses the XL-mHG test to detect GO

terms (i.e., sets of functionally related genes) which are significantly enriched at the

top of that list (see Figure 3.1b). The XL-mHG is a simple extension of the minimum

hypergeometric (mHG) test (Eden et al. 2007, 2009), which is a powerful nonpara-

metric test for enrichment in ranked binary lists that produces an exact p-value.

Since GO-PCA tests thousands of GO terms in this way, it applies a stringent Bon-

ferroni correction to the p-values obtained. For each significantly enriched term, the

genes underlying the enrichment are used to derive an expression signature based

on standardized expression values. The primary output of GO-PCA is a signature

matrix that provides a readily interpretable view of biological heterogeneity in the

data. GO-PCA also prioritizes and filters the GO terms it finds to be enriched, in

order to limit signature redundancy. The reader may refer to the Methods section

for a detailed description of the full algorithm.
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Figure 3.1: GO-PCA schematic. The figure provides a simplified illustration of
the key idea behind the method using PC 1 of the DMAP dataset and the GO term
“bicarbonate transport” (BT; GO:0015701) as an example. All genes annotated
with the GO term are highlighted in purple. a After performing PCA on the gene
expression matrix, genes are ranked according to their PC loadings. b The ranked
list of genes is tested for GO enrichment using the XL-mHG test. In this example, the
highest enrichment score (red arrow) is associated with the first five BT genes (HBA1,
HBB, CA1, CA2, and RHAG ; p “ 8.3ˆ 10´8). These five genes are then used to
generate a signature labeled with “bicarbonate transport” (red star in Figure 3.2).
See Methods for details.

3.2.2 Application of GO-PCA to a diverse panel of hematopoietic cell types recovers
known lineage characteristics

As a first test of my method, I aimed to apply GO-PCA to a highly heterogeneous

dataset composed of biologically well-defined subsets of samples. For such a dataset,

GO-PCA should ideally generate a compact set of signatures, each associated with a

specific subset, and with a label reflecting a biological characteristic specific to this

subset. I therefore applied GO-PCA to a dataset comprising 211 samples, represent-

ing 38 distinct cell populations from 15 hematopoietic lineages (Novershtern et al.

2011) (this dataset will henceforth be referred to as DMAP). GO-PCA tested the first

15 PCs, and produced a signature matrix with 50 signatures containing between 5

and 43 genes (see Figure F.1). As expected based on the composition of the dataset,
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many signatures were derived from GO terms representing immune-related functions.

Furthermore, the genes within most signatures were strongly correlated with each

other, as evidenced by median pairwise correlation coefficients of 0.5 or greater (see

Figure F.2). Each signature was expressed in only a subset of samples, often with

standardized expression levels of 2 or greater. At the same time, virtually all samples

exhibited high expression of at least one of the signatures.

In order to examine whether labels and expression patterns of the signatures

generated by GO-PCA agreed with hematopoietic lineages and their known biolog-

ical characteristics, I grouped the samples in the signature matrix by their lineage

identities (see Figure 3.2). This immediately revealed several strikingly specific as-

sociations: For example, two signatures, derived from the GO terms “bicarbonate

transport” (BT) and “autophagy”, respectively, were strongly and exclusively asso-

ciated with the erythroid lineage (red blood cells). Both of these functional cate-

gories match unique biological characteristics of erythrocytes, namely their ability

to transport carbon dioxide (Geers and Gros 2000), and the degradation of their

mitochondria through a type of autophagy termed “mitophagy” (Goldman et al.

2010). This autophagy signature was also almost perfectly correlated with an 18-

gene “cullin-RING ubiquitin ligase complex” (ULC) signature (see Figure F.3 a,b),

pointing towards a role of ubiquitin ligases in reticulocyte development (see Ap-

pendix G.1.6). It is worth noting that the genes in the BT and autophagy signatures

were associated with only 0.5% and 0.2% of the total variance in the data, respec-

tively, highlighting GO-PCA’s ability to identify small, specific, and functionally

relevant signatures against a highly heterogeneous background.
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Figure 3.2: Validation of GO-PCA using a dataset of 211 human tran-
scriptomes representing diverse hematopoietic cell types (DMAP; Novershtern
et al. (2011)). Shown is a heat map of the signature matrix generated by GO-PCA,
with signatures (rows) ordered using hierarchical clustering with correlation distance
and average linkage, and samples (columns) ordered according to their known lin-
eage identities. Arrows and boxes indicate specific associations between signatures
and lineages discussed in the text. Signature labels (left) indicate the name of the
GO term the signature is derived from. “BP”, “MF”, and “CC” refer to “biological
process”, ”molecular function”, and “cellular component”, the three main branches
of the gene ontology. The three numbers in parentheses indicate, respectively, 1) the
principal component that the GO term was found to be enriched in (with a nega-
tive sign indicating enrichment among the genes with the lowest loadings), 2) the
number of genes in the signature, and 3) the total number of genes in the analysis
that were annotated with the GO term. Signature expression levels are calculated as
the unweighted average over the standardized expression levels of each gene in the
signature (see Methods for details.)

Specific associations of signatures with other cell types were also readily spot-
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ted: Most samples of megakaryocytes, which serve to produce platelets (Mach-

lus and Italiano 2013), were associated with “platelet alpha granule membrane”,

“platelet aggregation” and “regulation of wound healing” signatures. Likewise, B

cells were strongly associated with a “B cell proliferation” signature, whereas the

neutrophil / monocyte lineage was associated with multiple signatures (see yellow

box in Figure 3.2) which possibly reflected their related immunological roles in the

innate immune system (Silva and Correia-Neves 2012; Dale, Boxer, and Liles 2008).

For example, the signatures labeled “endolysosome” and “phagosome maturation”

matched their phagocytotic capabilities, and the signatures “response to fungus”

and “response to bacterium” (the latter encompassing 35 genes) agreed with their

importance in defending the body against fungal and bacterial infections. A 17-gene

“MyD88-dependent toll-like receptor signal. pathway” (see Figure F.3 c) was also

specifically expressed in this lineage, likely reflecting the fact that toll-like receptors

(TLRs) are important pattern recognition receptors for phagocytes (Dale, Boxer,

and Liles 2008). For example, the genes TLR2 and TLR4 were both part of this

signature, and are known to play important roles in monocytes (Doan et al. 2012,

p. 43) and neutrophils (Sabroe, Dower, and Whyte 2005). These functional matches

between signature labels and their associated lineages demonstrated that many of

the signatures generated by GO-PCA were both interpretable and specific.

On top of these highly specific associations, some signatures showed broader as-

sociations: For example, two “positive regulation of T cell activation” and ”T cell

receptor complex” signatures were associated with all samples from the T cell lin-

eage, regardless of whether they were CD4+ or CD8+ (see purple box in Figure 3.2).

Furthermore, NK cells and CD8+ T cells, but not CD4+ T cells, shared a “positive

regulation of cell killing” signature, in agreement with their cytotoxic capabilities.

Another group of signatures, related to cell cycle and metabolic processes, was asso-

ciated with the lineages representing stem cells or partially differentiated cell types
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(i.e., hematopoietic stem cells, myeloid progenitor cells, early erythroid cells and

CFU-granulocytes; see gray boxes in Figure 3.2). Since these populations can be

expected to exhibit elevated proliferation rates, these associations could be inter-

preted to reflect an increased mitotic activity of the respective cells. Curiously, an

eight-gene “U1 snRNP” (U1 small nucleolar ribonucleoprotein) signature exhibited

a similar stem cell-specific expression pattern. Variant U1 small nucleolar RNAs

(snoRNAs) have been shown to be specifically expressed in human embryonic stem

cells (O’Reilly et al. 2013), and the observation of a stem cell-specific pattern of the

corresponding ribonucleoproteins here similarly suggests a role for U1 SNPs in stem

cell maintenance. These examples of signatures with broader associations demon-

strate that the signatures generated by GO-PCA enabled examination of the data

at different levels of granularity.

In summary, the expression patterns of the signatures generated by GO-PCA

without knowledge of lineage identities were largely consistent with the observa-

tion of five ”main” lineages by Novershtern et al., comprising hematopoietic stem

and progenitor cells (HSPCs), erythrocytes (ERY), granulocytes/monocytes, B cells,

and T cells. The signature matrix greatly facilitated functional annotation of expres-

sion patterns, and revealed complex relationships among subsets of samples that are

sometimes difficult to appreciate based on the output of generic unsupervised meth-

ods (see e.g., Figure S1A in Novershtern et al. (2011)).

3.2.3 Bootstrap analysis reveals robustness of GO-PCA signatures

Since GO-PCA applies a series of tests and filters in order to generate signatures, I

decided to test the robustness of GO-PCA signatures and their dependency on sample

size using bootstrapping (sampling with replacement; Efron and R. J. Tibshirani

(1994)). I first sampled 50 datasets with the same size as the original dataset (n “

211). 21 of the 50 signatures generated in the original analysis had a bootstrap
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detection rate of at least 50%, meaning that in at least 50% of the simulated datasets,

GO-PCA generated signatures based on the exact same GO term. I then relaxed this

requirement, so that a signature was counted as detected if a signature that was based

on a “related” GO term was present, defined as any ancestral or descendant term in

the Gene Ontology. (Note that this definition was not as broad as it might appear, as

only GO terms with 200 or fewer genes were included in the analysis to begin with;

see Methods.) Using this relaxed criterion, the number of signatures with a detection

rate of at least 50% rose to 33, and most of the remaining signatures were detected

in at least 25% of datasets (see Figure 3.3a). I next used bootstrapping to sample

datasets with sizes corresponding to 5-50% of the original dataset. Application of

GO-PCA to these smaller datasets resulted in the selection of fewer PCs for testing,

and led to the generation of fewer signatures (see Figure 3.3b). This behavior made

intuitive sense, as I expected smaller datasets to exhibit fewer meaningful principal

components. As an example, for n “ 10, GO-PCA tested only the first three PCs

in the majority of cases, and generated a median number of 12 signatures. I also

noted that for each sample size tested, the number of signatures generated for the

bootstrap samples was quite similar. These results showed that both the number

and the functional categories of signatures generated by GO-PCA were relatively

robust, and that GO-PCA was able to automatically adjust the number of PCs to

test based on the sample size.
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Figure 3.3: Analysis of the robustness of DMAP GO-PCA signatures using
bootstrapping. a Detection rates of the 50 DMAP signatures generated by GO-PCA
(see Figure 3.2). GO-PCA was applied to 50 bootstrap samples with the same size as
the original dataset (n “ 211). In each analysis, a signature from the original analysis
was counted as detected if there existed a signature based on the exact same GO
term (yellow bars), or based on either the same GO term or any “related” GO term
(blue bars). Related GO terms were defined as all ancestor and descendent terms
in the Gene Ontology. b Number of principal components tested and signatures
generated for bootstrap samples with different sample sizes. For each size, GO-PCA
was applied to 50 bootstrap samples of that size. Shown are the median values for
each measure, and error bars indicate the inter-quartile range. c Bootstrap detection
rates of all DMAP GO-PCA signatures, as a function of the number of PCs included
in the analysis (left), and as a function of the size of the bootstrap samples (right).

I next aimed to examine the results of performing GO-PCA on bootstrap samples
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in more detail. To test how much the generation of individual signatures depended on

specific PCs, I used the bootstrap samples with full sample size (n “ 211) to calcu-

late how signature detection rates changed when only signatures generated using the

first n principal components were included in the analysis. Many signatures showed

a clear association with specific PCs, indicated by a sharp increase in the detection

rate as soon as the signatures from a particular PC were included. For example,

the “autophagy” signature appeared robustly associated with PC 3 Figure 3.3c, left

heat map). The results also showed that some signatures, such as “condensed chro-

mosome kinetochore” were exclusively generated based on higher PCs. I next used

the bootstrap samples with smaller sample sizes to examine how the detection rate

of individual signatures depended on the sample size. This revealed that while the

“T cell receptor complex” (TCR) and “MHC class II protein complex” (MHC) had

a very high detection rate even in datasets with only 10 samples, other signatures,

including the “autophagy” signature discussed earlier, required a sample size of at

least 50% of the original for robust detection. These differences are obviously re-

lated to the fact that the TCR and MHC signatures showed broad expression (see

Figure 3.2), so that even bootstrap samples with n “ 10 or n “ 20 will include a

few samples expressing both high and low levels of those genes. Interestingly how-

ever, there were also cases in which signatures with similar expression patterns had

very different sample size dependencies. For example, while both signatures were

most highly expressed in erythrocytes, the “bicarbonate transport” signature could

be detected with a sample size of 10%, whereas the “cullin-RING ubiquitin ligase”

signature required the original sample size for robust detection. In summary, this

analysis provided a quantitative view of the robustness of individual signatures, in-

cluding their association with specific PCs, as well as their dependencies on sample

size.
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3.2.4 Application of GO-PCA to a large panel of mouse immune cell types recovers
known lineage characteristics

To test the performance of GO-PCA on non-human expression data, I next applied

the method to a panel of 650 transcriptomes representing 214 cell populations from

mouse (Jojic et al. 2013). I obtained one transcriptome for each population by

processing the raw microarray data and averaging expression levels across replicates

(see Methods for details). I further grouped cell populations into 15 lineages or

sub-lineages (e.g., neutrophils, dendritic cells, and CD4+T cells), according to the

sample annotations (Jojic et al. 2013). (This dataset is henceforth referred to as

IGP1.) In comparison to DMAP, IGP1 comprises more than five times as many cell

populations, each represented by a robust average expression profile obtained from

between three to seven replicates. Furthermore, IGP1 includes an outgroup of ten

non-hematological stromal cell types.

The application of GO-PCA to IGP1 resulting in the testing of the first 21 PCs,

and led to the generation of 89 signatures, which contained between 5 and 66 genes

(see Figure F.4). The genes within most signatures again had high internal correla-

tions (see Figure F.5 a; median value = 0.55), and bootstrap analysis showed their

robustness with respect to GO terms and their overall number (see Figure F.5 b,c).

The significantly larger number of signatures, as compared to the DMAP analysis,

likely reflected the greater diversity and resolution of the dataset (see above). Some

signatures were highly correlated, but overall the signatures had diverse expression

patterns covering all samples.

To assess whether signatures agreed with known lineage characteristics, I again

re-grouped samples according to their lineage identities (see Figure 3.4). As ex-

pected, the stromal cells formed an outgroup that was associated with multiple

highly correlated signatures, mostly related to extracellular matrix (ECM) compo-

nents, blood/lymph vessel development, and neural development (see red box in
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Figure 3.4). In addition to identifying and characterizing these “outgroup” sam-

ples, GO-PCA again produced many signatures that precisely matched individual

immune cell lineages: For example, two “B cell receptor signaling pathway” and

“B cell activation” signatures were specifically expressed in B cells. Similarly, two

signatures labeled “regulation of leukocyte mediated cytotoxicity” and “regulation

of natural killer cell chemotaxis” were associated with NK cells. As in the analysis

of DMAP, all types of T cells were associated with T cell receptor-related signatures

(see purple box in Figure 3.4), and several signatures related to cell division (see

gray boxes in Figure 3.4 and Figure F.6 d) were strongly associated with the three

lineages corresponding to developmental precursor stages: 1) stem and progenitor

cells, 2) pro-B cells, 3) pre-T cells. Neutrophils and monocytes/macrophages again

shared expression of several signatures such as “regulation of phagocytosis”, match-

ing their shared status as phagocytes. However, another “phagocytosis” signature

had markedly lower expression in neutrophils. Two signatures were uniquely asso-

ciated with neutrophils: “neutrophil chemotaxis” (see Figure F.6 a) and “specific

granule”. Specific granules are a prominent feature of neutrophils, (Greer et al.

2013, p. 128). At the same time, neutrophils exhibited extremely low expression

of a “cytosolic ribosome” signature (see Figure F.6 b), which agreed with the ob-

servation that mature neutrophils have few ribosomes (Lommel 2012, p. 66). In

summary, GO-PCA generated specific and appropriately labeled signatures for mul-

tiple hematopoietic lineages in mouse, and it was able to do so even in the presence

of an outgroup of samples with no relationship to the rest of the data. A case where

a signature expression profile defied lineage boundaries was that of “V(D)J recom-

bination” (see Figure F.6 c), which appeared most strongly expressed in Pro-B cells

and Pre-T cells, corresponding to the cell types in which V(D)J recombination and

assembly of B and T cell receptors is known to occur (Rothenberg 2014). The abil-

ity of GO-PCA to generate a signature which recovered a specific biological process
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shared between a small set of samples from two different lineages provided additional

evidence for its effectiveness in exploring heterogeneous expression data.

Figure 3.4: Application of GO-PCA to 214 mouse transcriptomes repre-
senting diverse immune and stromal cell types (IGP1). Signatures are labeled
and ordered as in Figure 3.2. Arrows and boxes indicate associations discussed in
the main text. Samples are ordered according to their known lineage identities.

In comparing the GO-PCA results from the human (DMAP) and mouse (IGP1)

datasets, the similarities between some signatures in terms of their labels and be-
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haviors across cell types were striking. For example, for the two datasets, GO-PCA

identified 12 and 14 signatures, respectively, associated with stem cells or partially

differentiated cells (gray boxes in Figures 3.2 and 3.4). Among those, signatures

with labels pertaining to chromosome/chromatid segregation, kinetochore, cell divi-

sion and DNA replication were present in both human and mouse. Both analyses

furthermore identified a “T cell receptor complex” signature associated with T cells,

as well as similar B cell-specific signatures (“B cell proliferation” vs. “B cell ac-

tivation”). Likewise, signatures related to phagocytosis with specific expression in

the monocyte and neutrophil lineages were identified in both analyses. In all these

cases, GO-PCA therefore found identical or highly similar GO terms to be enriched

in both datasets. Even if the lineage identities had not been known in advance, these

signatures would have suggested a functional correspondence between the associated

samples from the two species.

3.2.5 Application of GO-PCA to glioblastoma data results in subtype-specific sig-
natures

After validating the ability of GO-PCA to generate meaningful signatures for dif-

ferent hematopoietic lineages in both human and mouse, I aimed to test whether

GO-PCA could also facilitate exploration of human tumor expression data. To this

end, I applied GO-PCA to 479 transcriptomes of glioblastomas from patients di-

agnosed with primary glioblastoma (GBM; this dataset is henceforth referred to as

GBM). GBMs are highly aggressive brain tumors, and patients have a median survival

time of under 14 months (Brennan et al. 2013). Application of GO-PCA to the GBM

dataset resulted in the testing of 30 PCs and the generation of 55 signatures. Most

signatures again showed strong internal correlations of 0.5 or greater (see Figure F.7;

median value = 0.52), and were robust by bootstrap analysis, with 35 signatures

exhibiting a detection rate of above 50% (when counting related GO terms, see Fig-
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ure F.8 a). The large number of PCs tested seemed to be largely a result of the

large sample size (n “ 479), as bootstrapping with 50% of the sample size (n “ 239)

resulted in the testing of an average of only 25 components (see Figure F.8 b), which

was comparable to the results obtained for the IGP1dataset (see above). The sig-

nature matrix (see Figure 3.5) indicated the presence of four groups of functionally

related and correlated signatures. The functional categories represented by those

groups of signatures could be broadly described as neuronal, proliferative, immuno-

logical, and extracellular matrix (ECM)-associated, respectively. Interestingly, all

four groups contained signatures that were generated based on either the first or

the second PC, suggesting that their expression patterns were each related to one of

the major axes of variation in the data. To better understand how these signatures

were related to each other, I examined their pair-wise correlations (see Figure F.9).

This revealed strong correlations between signatures in the immunological and ECM-

associated groups. In contrast, these two groups were both strongly anti-correlated

with the neuronal group. The proliferative group was not strongly correlated with

the other groups, except for its anti-correlation with the immunological group. In

summary, the four main groups of signatures were neither perfectly correlated with

each other, nor completely mutually exclusive, and the behavior of the other sig-

natures (e.g., “response to type I interferon”) added additional complexity to this

picture.
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Figure 3.5: Application of GO-PCA to 479 primary glioblastomas (GBM).
Shown is the signature matrix generated by GO-PCA as a heat map. Signatures
are labeled and ordered as in Figure F.1, and samples are ordered using hierarchical
clustering with correlation distance and average linkage. Colored bars at the side
indicate the four main groups of signatures discussed in the text (blue = neuronal;
gray = proliferative; yellow = immunological; red = extracellular matrix (ECM)-
related).

Surprisingly, three of the four signature groups resembled groups obtained in the

previous analyses of the DMAP and IGP1 datasets, based on a comparison of the GO

term names: First, terms in the proliferation group (e.g., “DNA replication”), were

partly identical to the ones found for stem cells and partially differentiated cells in

those analyses. Secondly, terms in the immunological group (e.g., “inflammatory

response”, “regulation of phagocytosis”, and “MHC Class II protein complex”) were

identical to some of those previously generated for neutrophils, macrophages, and

antigen-presenting cells. Lastly, the GO terms from the ECM group were either iden-

tical (“collagen binding”, “angiogenesis”) or very similar (e.g., involving references to

the extracellular matrix). Therefore, signatures in the immune group could represent
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different types of immune cells infiltrating the tumor in the affected samples, and the

(strongly correlated) expression of the ECM signatures could represent the presence

of stromal tissue. However, more careful analyses of individual signature genes, as

well as validation with external methods such as immunohistochemistry staining of

tissue sections would be required to conclusively connect signature expression with

admixture of non-malignant cells. Based on the anti-correlation of proliferative and

immunological signatures, it was also unclear if variable proliferation signature ex-

pression was associated with differences in the mitotic activities of tumors, or whether

it was an artifact resulting from the variable presence of infiltrating immune cells.

Since it seems reasonable to assume that these cells exhibit significantly lower prolif-

eration rates than the tumor cells, a larger proportion of immune cells could “dilute”

the tumor-specific expression of genes in these signatures.

To assess whether the signatures generated by GO-PCA were associated with

previously defined GBM subtypes, I used the classifications of the samples into five

subtypes, as provided by Brennan et al. Four of these subtypes (Classical, Mesenchy-

mal, Proneural, and Neural) were originally defined based on consensus clustering of

gene expression data, and shown to correlate with different chromosomal aberrations

and mutations (Verhaak et al. 2010). The fifth subtype, which is rare among patients

with primary GBM, was originally defined based on the analysis of DNA methyla-

tion patterns, and shown to exhibit a “GBM CpG island methylator phenotype”

(G-CIMP) that was associated with significantly better disease outcomes (Noush-

mehr et al. 2010). I calculated median signature expression levels for each subtype,

and found four of them to be significantly associated with at least one signature (see

Figure 3.6). Conversely, most signatures were associated with one subtype. Specif-

ically, signatures in the immune system and ECM groups were strongly and signifi-

cantly associated with the Mesenchymal subtype, and signatures in the proliferation

group were similarly strongly associated with the Proneural subtype. In contrast,
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the neuronal group of signatures was strongly expressed in both the Proneural and

the G-CIMP subtype. Furthermore, I found two mitochondrial signatures that were

significantly associated with the Neural subtype, as well as two signatures that were

most strongly associated with the G-CIMP subtype. In combination, the neuronal

and proliferation signatures appeared to capture similarities and differences between

the Proneural and G-CIMP subtypes: While both exhibited expression of neuronal

genes, they had very different expression profiles for the proliferation signatures.

This appeared to agree with the fact that samples with the G-CIMP subtype were

originally classified as the Proneural subtype, suggesting a certain degree of related-

ness (Noushmehr et al. 2010). In summary, these results demonstrated that GO-PCA

was able to recover signatures associated with previously described functional GBM

subtypes.
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Figure 3.6: Associations between signatures generated by GO-PCA anal-
ysis of the GBM dataset, and five previously defined GBM subtypes (Bren-
nan et al. 2013). Signatures are shown in the same order as in Figure 3.5. Left
panel: Heat map showing median signature expression levels for each signature in
each GBM subtype. Right panel: Heat map showing significance of association, as
determined by two-sided Mann-Whitney U tests (see Methods). Only associations
with p-values significant at the α “ 0.05 significance level after Bonferroni correction
are shown.
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3.3 Discussion

3.3.1 GO-PCA as a new method for the exploratory analysis of gene expression
data

The high-dimensional and heterogeneous nature of transcriptomic data often makes

it difficult to interpret the output of generic unsupervised algorithms, and techni-

cal artifacts can lead to the identification of biologically irrelevant clusters or fac-

tors (Leek et al. 2010) that further complicate the analysis. Methods incorporating

prior knowledge address these challenges by focusing on patterns that are more likely

to be biologically meaningful, leading to results that are more relevant and inter-

pretable (Reshetova et al. 2014). Here, I introduced an exploratory method that

first performs PCA to identify all major axes of variation, and then uses GO enrich-

ment analysis as a way to test for enrichment of functionally related genes driving

each PC. While the mHG algorithm has previously been used for GO enrichment

analysis (Eden et al. 2009), GO-PCA is the first method to perform nonparametric

GO enrichment analysis on genes ranked by PC loadings (to the best of my knowl-

edge).

GO-PCA relies on the notion that GO terms enriched among genes driving par-

ticular PCs represent the biological processes with respect to which samples in the

dataset differ from one another. GO-PCA takes this idea one step further, by us-

ing significantly enriched GO terms to define signatures, consisting of functionally

related and strongly correlated genes. I believe that these signatures exhibit several

properties that are desirable in an exploratory setting: First, the association of sig-

natures with individual PCs provides information about whether they represent a

major source of variation (if they are associated with one of the first PCs), or a more

subtle signal (if they are associated with a “higher” PC). Secondly, the number of

samples affected and the relative magnitude of the differences can be judged directly
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from the signature matrix. Third, while GO-PCA’s filtering rules prioritize the GO

terms with the strongest enrichment, they sometimes allow for the inclusion of over-

lapping terms (see Methods). These then offer “alternative explanations”, which

help to reduce the likelihood of drawing wrong conclusions based on the enrichment

of a single term that might not accurately reflect the underlying biological process.

Fourth, the number of genes that contribute to a given signature is relatively small

(typically 5-25, and rarely more than 50). Since the expression value of a signature is

furthermore calculated as the unweighted average expression of its genes (after stan-

dardization), this provides transparency in terms of how signature expression values

are related to the underlying raw data. Fifth, averaging the standardized expres-

sion values of several genes imparts the signature with a certain level of robustness

with respect to measurement errors and the exact set of genes included. Finally, by

assessing the correlation between signatures, researchers can explore how different

sources of heterogeneity are related in the data.

3.3.2 The trade-off between bias and interpretability in knowledge-based methodolo-
gies

Prior knowledge can be understood as a bias that is introduced to the unsupervised

analysis. Some methods that incorporate prior knowledge enable control over the

strength of this bias using an explicit tradeoff parameter (Reshetova et al. 2014).

GO-PCA is not designed as a “flexible-tradeoff” method. Its first step, PCA, does

not incorporate any prior knowledge, while its second step, GO enrichment analysis,

completely ignores signals that do not follow any known functional relationships. As

a result, GO-PCA usually excludes the measurements of the majority of genes from

its final output. This certainly incurs a risk of overlooking important biological het-

erogeneity in the data due to incomplete GO annotations, and can obscure problems

such as batch effects that researchers might want to known about. It is therefore
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advisable to not exclusively rely on annotation-dependent methods such as GO-PCA

to analyze data. However, the benefits of GO-PCA’s reliance on prior knowledge are

equally clear: Compared to most generic methods, GO-PCA’s output is much more

easily interpretable. Indeed, the raw GO-PCA output for the GBM dataset not only

enabled the definition of functional groups of signatures associated with previously

defined GBM subtypes, but also facilitated an intuitive comparison with unrelated

human (DMAP) and mouse expression data (IGP1).

3.3.3 Application of GO-PCA for the exploratory analysis of tumor expression data

The analysis of the GBM dataset presented here can only be considered as a starting

point for further applications of GO-PCA to tumor expression data in general, and

GBM expression profiles in particular. As for other cancers, the exploratory analysis

of GBM expression data has relied heavily on generic clustering algorithms (e.g.,

Phillips et al. (2006) and Verhaak et al. (2010)). GO-PCA could serve to address

three limitations of those approaches: First, GO-PCA represents a systematic way of

generating functional annotations for gene expression patterns, making a manual an-

notation of clusters largely unnecessary. While the main goal of GO-PCA signatures

is to facilitate further analyses, the output of the method can also serve as a point of

reference, since it does not depend on a multitude of more or less subjective decisions

regarding the appropriate number of clusters, the importance of individual genes in

each cluster, their functional interpretation, etc. Second, the use of GO terms facil-

itates comparisons across datasets, e.g., with immune cell data, as presented here.

This could be especially relevant in trying to understand the expression contributions

of the tumor microenvironment, e.g. from immune cells (Gajewski, Schreiber, and

Fu 2013). Third, GO-PCA is not a clustering algorithm, and provides a means for

visualizing and interpreting the data without requiring samples to be assigned into

discrete groups. In the analysis presented here, signatures from both the proliferation
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and the extracellular matrix (ECM) group of signatures were associated with the first

principal components, yet they showed little to no correlation. It would therefore be

difficult to decide whether to group samples primarily based on their ECM or their

proliferation expression signature. In the GO-PCA signature matrix, “independent”

signatures (i.e., signatures that exhibit no strong correlation or anti-correlation) are

displayed side-by-side, which enables a multidimensional characterization of individ-

ual samples. Clustering can still be performed as a follow-up analysis, but it is not

a precondition for obtaining an interpretable view of the data.

3.3.4 Limitations and future work

In this work, all data analyzed were generated using microarrays. However, I have

good reason to believe that in principle, GO-PCA will also perform well for data gen-

erated using different platforms (e.g., RNA-Seq). GO-PCA relies on two nonparamet-

ric methodologies (PCA and GO enrichment using the XL-mHG test) and therefore

avoids strong assumptions about distributional properties of the data. Thus, gener-

ally speaking, GO-PCA will be applicable whenever PCA can be expected to recover

meaningful axes of variation. It is important to note though that microarray and

RNA-Seq data exhibit distinct technical biases (Robinson, Wang, and Storey 2015),

and might therefore benefit from different preprocessing procedures before PCA is

applied. While GO-PCA was designed to require as little parameter tuning as pos-

sible, a “parameter” that currently requires adjustment on a case-by-case basis is

the number and identity of genes included in the analysis. In order to avoid biasing

the discovery of enriched GO term towards terms generally overrepresented among

expressed genes, it is advisable to exclude genes thought not to be expressed from the

analysis. In the current work, this was achieved by conservative application of a vari-

ance filter, a functionality which was directly built into GO-PCA. See Appendix G.1

for a more in-depth discussion of this point and other GO-PCA parameters.
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GO-PCA’s performance obviously depends on the quality of the gene annota-

tions available. While this is true of any annotation-driven approach, it is currently

unclear how well currently available GO annotations perform in capturing biological

differences that are different or more subtle than the ones discovered for the datasets

analyzed in this work. This issue has inspired a natural generalization of GO-PCA,

where instead of relying on GO annotations, researchers can specify an arbitrary

list of gene sets, which can represent functional units deemed more relevant for the

dataset analyzed. GO-PCA was designed to accommodate this idea, by reading GO

annotations (which can simply be represented by gene sets) from a plain-text file that

can easily be modified to include different gene sets. In this way, ”Gene Set-PCA”

(GS-PCA), i.e., GO-PCA with arbitrary gene sets instead of GO annotations, can

be applied even more generally.

Currently, the number of PCs tested by PCA is determined using a permutation-

based strategy. Future research could be directed at also incorporating an algorithm

that determines the number of genes significantly associated with each PC. It has

been suggested to assess the association between individual variables (genes) and

principal components using a “jackstraw” approach (Chung and Storey 2015). In

combination with an FDR criterion (Benjamini and Hochberg 1995), a jackstraw-like

approach could allow GO-PCA to adjust the XL-mHG L parameter in a “smart” way

for each PC. This could further improve GO-PCA’s statistical power in generating

signatures for subtle signals of heterogeneity.

On an Intel R© Xeon R© E5620 CPU, it took GO-PCA between 57 and 126 seconds,

and roughly 1 GB of memory, to generate the signatures for the three datasets

analyzed here. This relatively short analysis time allowed bootstrap analysis to be

performed without any parallelization. However, since the GO enrichment analysis

for each PC is performed independently, parallelization could provide significant

runtime improvements (at the expense of a larger memory footprint). In conclusion,
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GO-PCA represents a powerful and versatile method for the exploration of gene

expression data, and demonstrates the potential of unsupervised algorithms that

incorporate prior knowledge.

3.4 Methods

3.4.1 Obtaining a list of all protein-coding genes for human and mouse

Human and mouse Ensembl 79 genome annotations (.gtf files) were downloaded

from ftp://ftp.ensembl.org and filtered for entries with feature name “gene”,

and gene biotype attribute “protein coding” or “polymorphic pseudogene”. The set

of all associated “gene name” attribute values was taken as the list of all protein-

coding genes, yielding 20,114 genes. This resulted in a list of 19,742 genes for human,

and a list of 22,007 genes for mouse.

3.4.2 Obtaining the GO ontology and GO term-gene associations for human and
mouse

The Gene Ontology structure (go-basic.obo) was downloaded from http://geneontology.

org, with version “releases/2015-05-25” (http://viewvc.geneontology.org/viewvc/

GO-SVN/ontology-releases/2015-05-25/go-basic.obo?revision=26059). UniProt

Gene Ontology Annotation gene association files for human and mouse were down-

loaded from ftp://ftp.ebi.ac.uk/pub/databases/GO/goa/, both with versions

generated on 2015-05-26. All annotations were propagated up the GO graph based

on the “is a” relationships (i.e., a gene that is annotated with a particular term was

also considered annotated with all parent terms, since those represent more general

categories). For GO terms in the “cellular component” domain, “part of” relation-

ships were treated the same as “is a” relationships. Only annotations with evidence

codes IDA, IGI, IMP, ISO, ISS, IC, NAS, or TAS were considered, on account of

them representing manually curated annotations. This resulted in the exclusion of
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55.4% and 32.5% of all GO annotations for human and mouse, respectively. I fur-

ther removed GO terms that were either too broad (defined as having more than

200 genes annotated with them), or too specific (defined as having less than 5 genes

annotated with them). Finally, I identified all instances where two or more GO terms

had identical sets of genes annotated with them. For example, the term “organellar

large ribosomal subunit” (GO:0000315) had the same 15 genes annotated with it as

its child term, “mitochondrial large ribosomal subunit” (GO:0005762). In cases like

this, where a parent term had identical sets of annotated genes as the child term, I

removed the parent term, resulting in the exclusion of 582 and 555 terms for human

and mouse, respectively. This resulted in a final set of 6,675 and 7,503 terms for

human and mouse, respectively, which were neither too broad nor too specific, and

not redundant with any related term.

3.4.3 Principal component analysis (PCA)

PCA was performed using the decomposition.PCA module from the scikit-learn

Python package (Pedregosa et al. 2011), version 0.16.1 (http://scikit-learn.org).

3.4.4 Determining the number of principal components to test

Since GO-PCA performs GO enrichment analysis on individual principal components

(PCs), it is important to determine the appropriate number of PCs to test in this

way. Intuitively, datasets with smaller sample sizes can be expected to exhibit fewer

non-trivial PCs, i.e., PCs that do not mostly represent noise. Since PCs are sorted

by the amount of variance explained (in decreasing order), we will generally retain

the first D PCs. GO-PCA relies on a permutation test to determine D: First, the

expression values for each gene in the original expression matrix are permuted (inde-

pendently for each gene). Then, PCA is applied to this randomized matrix, and the

fraction of variance explained by the first PC is calculated (i.e., the normalized value
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of the largest eigenvalue of the covariance matrix). This procedure is repeated 15

times. Then, the mean and sample standard deviation of the 15 values obtained can

be used to compute z-scores for the fraction of variance explained for each PC of the

actual (non-permuted) expression matrix. In the analyses presented here, GO-PCA

was configured to test any PC with a z-score of 2.0 or larger. This approach was

motivated by a recent single-cell expression study that showed that the distribution

of eigenvalues from permuted expression matrices was similar to the known asymp-

totic Marchenko–Pastur distribution for eigenvalues of random matrices (see Fig. 5E

in Klein et al. (2015)). It also represents a slightly more conservative version of a test

that has been shown to produce relatively accurate estimates of the dimensionality

of various simulated datasets (see “Avg-Rnd” in Peres-Neto, Jackson, and Somers

(2005)).

3.4.5 Nonparametric GO enrichment analysis using the minimum hypergeometric
(mHG) test

Given a ranked list of protein-coding genes (where the ranking was defined by the

loadings associated with a particular principal component), I tested for GO enrich-

ment using a Cython (Behnel et al. 2011) (http://cython.org) implementation of

the minimum hypergeometric (mHG) statistic (Eden et al. 2007, 2009). The mHG

statistic calculates a hypergeometric enrichment p-value (equivalent to Fisher’s ex-

act test) for all N possible cutoffs in a ranked list of N binary variables, and then

selects the cutoff associated with the best (lowest) p-value. Due to the many tests

performed, this p-value cannot be taken at face value and is treated instead as an

enrichment statistic (note that smaller values indicate stronger enrichment). I refer

to this value as smHGpvq. The mHG test then employs a dynamic programming algo-

rithm Eden et al. 2007 to calculate the probability pmHGpvq of obtaining a statistic as

small as or smaller than smHGpvq, when given a random permutation of the ranked
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list. This algorithm has a time complexity of OpNKq (where K is the number of

variables with value TRUE, or “1”), as opposed to the computationally infeasible

OpN !q time complexity that would be required for explicitly enumerating all possible

permutations. By definition, pmHGpvq is the exact p-value associated with smHGpvq.

I furthermore extended the mHG test by introducing two parameters, X, and

L, and modified the dynamic programming algorithm used to calculate the mHG

p-value pmHGpvq to take these new parameters into account Wagner 2015. These

parameters enable some control over which cutoffs are tested for enrichment, based on

application-specific intuitions and requirements. The first parameter, X, ignores all

cutoffs at which less than X positive (i.e., 1-valued) variables have been encountered.

This criterion is designed to avoid situations where enrichment of only a very small

subsets of all positive variables at the top of the ranked list is reported as significant.

In GO-PCA, I adjust this parameter for each GO term, so that cutoffs which have a

fraction of less than Xfrac (or less than Xmin, whichever number is larger) of the genes

annotated with that term above them are not tested for enrichment. This ensures

that enrichment is based on a significant fraction of all genes annotated with the GO

term, and serves to increase the likelihood of the signature labels representing the true

underlying biological processes. In the analyses presented here, I used Xfrac “ 0.25

and Xmin “ 5. As an example of the effect of these parameters, suppose that 30

genes in the dataset are annotated with the GO term “regulation of cell cycle”.

Then the first cutoff to be tested for enrichment needs to have at least r0.25˚30s “ 8

genes annotated with with this GO term located above it. The second parameter,

L, limits the cutoffs tested to the first L ranks (L ă N). This is designed to avoid

cases where very weak enrichment (e.g. 1.5-fold) is reported as highly significant,

solely because it is observed at a very low cutoff. For example, in a list of 10,000

genes, testing cutoffs of 5,000 and lower often makes no sense, as any biologically

meaningful enrichment is expected to result from gene ranked much higher in the
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list. In my experience, any enrichment that can only be detected at such a low

cutoff is likely the result of extrinsic biases and does not constitute a biologically

meaningful signal. (This effect was also recognized as an important problem in the

development of GSEA Subramanian et al. 2005). In GO-PCA, I use L « N{8, due to

the “two-sided” nature of the test (for a “one-sided” test, I suggest using L « N{4).

Like the mHG test statistic, the XL-mHG statistic is calculated as the minimum

hypergeometric p-value over a set of cutoffs (however, this set is restricted by X

and L). Therefore, each individual XL-mHG test is associated with a cutoff k˚ at

which this minimal p-value is achieved. For each GO term found to be significantly

enriched, I define the set of genes “driving” the enrichment as those annotated with

the GO term and located above the cutoff k˚ in the ranked list of genes.

3.4.6 GO-PCA Part I: Finding and filtering of GO terms significantly enriched
among genes ranked by their principal component loadings

The “backbone” of GO-PCA consists of a simple algorithm: Step 1) Determine the

number of principal components to test D using the permutation test described

above. Step 2) Perform PCA on the gene expression matrix (treating the genes as

variables and the samples as observations), and extract the gene loadings associated

with the first D principal components (PCs). Step 3) For each PC, rank genes by

their loadings, in both descending and ascending order — this produces two gene

rankings. Genes positioned at or near the top of either ranking contribute strongly

to this PC, but in opposite directions: For a particular sample, strong expression of

genes with very positive loadings result in a large PC score, while high expression

of genes with very negative loadings result in a small PC score. Step 4) For each

ranking, determine enriched GO terms using the XL-mHG test (see above), and apply

a Bonferroni-corrected p-value threshold. For both human and mouse, I obtained

m « 10, 000 GO terms (conservatively rounded up; see above). Therefore, for each
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PC, GO-PCA performs 2˚m « 20, 000 tests. For a significance threshold of α “ 0.05,

the Bonferroni-corrected threshold would therefore be αB “ α{20, 000 “ 2.5 ˚ 10´6.

GO-PCA uses an even more conservative threshold of αB “ 1 ˚ 10´6. However, GO-

PCA does not perform any adjustment for the number of PCs tested. I have found

that, maybe due to the conservative nature of αB, this does not appear to result in

a large number of obviously meaningless signatures being generated, at least for the

number of PCs tested here. Not adjusting αB by the number of PCs also has the

advantage that the same signatures are generated by the first principal components

when GO-PCA is re-run with D
1

‰ D. Step 5) Generate a signature based on each

enriched GO term (see below).

Along with this “backbone”, GO-PCA also filters the enriched GO terms to miti-

gate redundancies that result in part from the nested structure of the gene ontology:

The set of genes annotated with a “child” GO term (representing a more specific

functional category) often overlaps substantially with the set of genes annotated

with its parent term, since the parent term “inherits” the annotations of all of its

children. Therefore, a “local” filter is applied independently for each PC and each

gene ranking (i.e., it is applied separately to the GO terms found to be enriched in

each ranking). The key intuition that I used to devise the local filter is that among all

the GO terms found to be significantly enriched for a specific PC and ranking, some

GO terms are more strongly enriched than others, and those GO terms likely provide

a more accurate description of the biological process underlying the observed expres-

sion pattern. To quantify the strength of enrichment for each GO term found to be

significantly enriched (i.e., the effect size associated with the enrichment, as opposed

to its significance), I developed an enrichment score for the XL-mHG test Wagner

2015. GO terms are ranked by this enrichment score (in descending order), and GO

terms with lower scores are tested for whether their enrichment is still significant

enriched (as judged by the XL-mHG p-value) when the genes driving the enrichment
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of the more enriched GO terms are removed from the analysis. Each signature that

failed this test was considered redundant and removed from the list of enriched GO

terms. More precisely, I applied the following filtering procedure: Step 1) Rank

enriched GO terms by their fold enrichment (in descending order), and initialize a

set of ”seen” genes with the genes in the signature derived from the first GO term.

Step 2) Remove all ”seen” genes from the data and re-test the enrichment of the

second GO term using the XL-mHG algorithm. If the test is still significant (using

the same p-value threshold αB as before), keep the signature derived from the second

GO term and add its genes to the set of ”seen” genes. If the test is not significant

anymore, discard the signature associated with the second GO term. Step 3) Repeat

step 2 for the third GO term, then the fourth, and so on, until all enriched GO terms

have been tested for redundancy. In summary, the local filter removes redundant GO

terms resulting from the nested GO structure and the frequent association of genes

with multiple terms. However, when presented with “sufficient evidence”, it allows

GO terms from the same PC to share a significant number of genes.

While the previously described filter helps avoid redundancies within each prin-

cipal component, I also found that strong biological effects (e.g., differences in the

expression of cell cycle genes) are sometimes associated with multiple PCs. To miti-

gate these cross-PC redundancies, I also applied a second ”global” filter that removes

a signature generated by a PC if its associated GO term (or one of its parents or

children) was previously used to generate a signature for another PC. (Note that

this implies that enrichments associated with earlier PCs are prioritized over en-

richments associated with later PCs, motivated by the fact that earlier PCs capture

larger fraction of the total variance).
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3.4.7 GO-PCA Part II: Using significantly enriched and filtered GO terms to gen-
erate signatures

For each significantly enriched GO term that passes both the local and the global

filter, GO-PCA generates a single signature using the following two-step procedure:

First, all genes driving the enrichment (as defined above) are identified, and their

average standardized expression is computed. Then the X genes whose expression is

most strongly correlated with this average expression profile are identified (where X

is adjusted for each GO term, see above), and their average standardized expression

profile is used as a signature “seed”. Then, any of the remaining genes is added if

their correlation with the seed is at least R (by default, R “ 0.5). Compared to

no filtering (i.e., R “ ´1.0), this results in signatures with more strongly correlated

genes (see Figure F.10). The signature expression profile is then calculated as the

average standardized expression of all genes in the signature.

3.4.8 Analysis of human hematopoietic expression data (DMAP)

I downloaded the hematopoietic dataset generated by Novershtern et al. (Novershtern

et al. 2011), including sample annotations, from http://www.broadinstitute.org/

dmap/home. This data is fully processed, and contains expression levels for 8,968

genes that were expressed in the majority of samples from at least one cell type

(see Novershtern et al. 2011 for details). Each row in the data contains two gene

identifiers: One Entrez ID and one gene symbol. Since a relatively large number of

gene symbols (1,486, or approx. 17%) did not match the name of any protein-coding

gene in my list (see above), I instead mapped the Entrez ID to gene symbols my-

self, using data from NCBI’s gene2accession file (ftp://ftp.ncbi.nlm.nih.gov/

gene/DATA/gene2accession.gz, downloaded on 5/26/2015); Column 2 of that file

contains Entrez IDs, and column 16 the corresponding gene symbols. This resulted

in the exclusion of only 440 rows (4.9%), either because the Entrez ID was not found
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in the gene2accession file, or because the gene symbol the Entrez ID mapped to was

not contained in my list of protein-coding genes. This resulted in an expression ma-

trix containing 8,528 genes. For visualization and analysis, I used the annotations

provided in the file DMap_sample_info.022011.xls to sort samples based on lineage

(column 6). For the XL-mHG algorithm (see above), I set L “ 1, 000 and used default

values otherwise. Signatures were sorted using the leaf ordering of a dendrogram gen-

erated by hierarchical clustering with Pearson correlation as the distance metric and

using average linkage, as implemented in scipy’s clustering.hierarchy.linkage

function.

3.4.9 Analysis of mouse immunological expression data (IGP1)

Raw data for 681 samples comprising the Phase 1 dataset from the Immunological

Genome Project (IGP) Consortium (Jojic et al. 2013) were downloaded from NCBI

GEO, acession number GSE15907 (http://www.ncbi.nlm.nih.gov/geo/query/acc.

cgi?acc=GSE15907; all data were generated using Affymetrix GeneChip R© Mouse

Gene 1.0 ST microarrays.) I filtered for samples that were contained in Supple-

mentary Table 1 of (Jojic et al. 2013) (henceforth referred to as “IGP Annotation

Table”), which resulted in a list of 650 samples. Raw data (CEL files) for these

samples were processed using the rma function from the oligo R package (Carvalho

and Irizarry 2010), with the normalization parameter set to TRUE, resulting in the

output being quantile-normalized. Probset IDs were mapped to gene symbols us-

ing mappings provided in the mogene10sttranscriptcluster.db R package, which

relied on Entrez data from 3/17/2015, according to the package documentation.

Following the methodology described in Jojic et al. 2013, in cases where multiple

probesets mapped to the same gene symbol, the probset with highest average ex-

pression was used. (However, this affected less than 5% of genes for which data was

available). The final number of mouse protein-coding genes which had at least one
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probeset mapped to them was 18,889 (85.8%). Replicates were grouped together

according to their value in the “Sample class” column from the IGP Annotation Ta-

ble, resulting in 214 groups containing between 2 and 7 replicates. For each group,

the median expression values of all genes were calculated, resulting in an expression

matrix with 214 columns, with each column corresponding to one “sample class”,

referred to as “cell type“ in this paper. Importantly, the panel also contained data

for 10 stromal cell types, which represent an outgroup of non-hematopoietic cells un-

related to the other cell types in the data. Note that Jojic et al. sometimes obtained

the same cell type from multiples tissues, e.g., CD+ dendritic cells from spleen and

lymph nodes. In the analysis presented here, these were treated as separate “cell

types”. Therefore, the number of “unique” cell types in the data is lower than 214.

As a validation of my processing pipeline, I reproduced Figure 2 from Jojic et al.

(2013) (see Figure F.11). I then filtered the expression matrix to retain only the

8,000 most variable genes, in order to avoid biases resulting from the fact that only

a subset of genes in the human genome are likely expressed in immune cells (see

Appendix G.1) for further discussion of this point). GO-PCA was then run with the

default parameter settings. Signatures were sorted using hierarchical clustering, as in

the analysis of DMAP. For visualization purposes, samples were grouped according to

their value in the “Sample group 2” column from the IGP Annotation Table. These

values define what is referred to as “lineages” in this paper.

3.4.10 Bootstrap analysis for assessing signature robustness

A bootstrap version of GO-PCA was implemented as part of the GO-PCA software

(in the script bootstrap-go-pca.py). Using this script, 50 datasets were sampled

with replacement from the original data, and GO-PCA was applied independently to

each dataset (using the same parameters as in the analysis of the original dataset).

The result was then used to visualize signature robustness, either as a summary
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statistic (see e.g., Figure 3.3a) or for each signature separately (see e.g., Figure 3.3b).

3.4.11 Analysis of human glioblastoma expression data (GBM)

I curated a set of 479 glioblastoma transcriptomes from TCGA based on clinical an-

notation data from Supplementary Table 7 (“Clinical and Molecular Subclass Data

Table”) in Brennan et al. (2013). I first excluded patients that did not present with

primary GBM (i.e., I excluded patients if they did not have “NO” in Column 2, “Sec-

ondary or Recurrant”), retaining 516 patients. I then downloaded annotation data

for all GBM datasets in the TCGA data freeze from Oct 10, 2012 (data.freeze.txt

from https://tcga-data.nci.nih.gov/docs/publications/gbm_2013/), and fil-

tered for rows with column 5/“DATATYPE” equal to “Expression-Gene” and col-

umn 8/“DATA LEVEL” equal to “3”). I then used these additional annotations

to exclude samples that were annotated with any of the following terms (column

13, “ANNOTATION CATEGORIES”): “item in special subset”, ”normal class but

appears diseased”, “qualified in error”. This resulted in the exclusion of 37 samples,

and a final dataset of 479 samples. The expression data for these patients was ex-

tracted from the “Level 3” expression dataset (GBM.Gene_Expression.Level_3.tar

from https://tcga-data.nci.nih.gov/docs/publications/gbm_2013/). Of the

12,042 genes contained in these data, 1,257 (10.4%) were not contained in my list

of human protein-coding genes (see above), and therefore excluded. The resulting

matrix containing expression for 10,785 genes was quantile-normalized (Bolstad et

al. 2003). To obtain a set of expressed genes, I only retrained the top 6,000 most

variable genes, removing 11.3% of the total variance in the data (see Text S1 for

further discussion). I then ran GO-PCA with default parameters.
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3.4.12 Testing for association between GBM GO-PCA signatures and known GBM
subtypes

To test whether signatures were associated with individual GBM subtypes (see

Figure 3.6), I used the sample classifications provided in Supplementary Table 7

from Brennan et al. (2013). For each signature, I compared signature expression in

the two subtypes with the highest and second-highest median signature expression

using a two-sided Mann-Whitney U test.

3.4.13 Software

GO-PCA is free and open-source software and can be found at https://github.com/

flo-compbio/gopca. Documentation is available at http://gopca.readthedocs.

org. At the time of writing, this includes installation instructions for both Ubuntu

Linux and Windows, and a demonstration of how to apply GO-PCA to the publicly

available DMAP dataset analyzed in this paper.
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4

Applications

This section describes two distinct applications of the XL-mHG and GO-PCA meth-

ods proposed in the previous chapters for the analysis of cancer transcriptomic data.

Section 4.1 presents an exploratory analysis of 10 carcinoma datasets generated by

the TCGA project using GO-PCA, while Section 4.2 addresses a more specific ques-

tion in classical Hodgkin lymphoma that relies on functional gene sets and gene set

enrichment defined using the XL-mHG test.

4.1 Application of GO-PCA to TCGA carcinoma datasets

4.1.1 Background

Tumors belonging to the same “type” of cancer can exhibit an enormous degree

of clinical and molecular heterogeneity (Douglas Hanahan and Robert A. Weinberg

2011), which has motivated many efforts to perform genome-wide DNA, mRNA,

and epigenetic profiling of large panels of tumor biopsies. The exploratory anal-

ysis of large and heterogeneous transcriptomic datasets generated in this way has

commonly relied on methods such as hierarchical clustering and visualizations as

heatmaps (Eisen et al. 1998), other clustering approaches such as consensus clus-
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tering (Monti et al. 2003), various dimensionality reduction techniques, and many

different types of ad-hoc approaches. Though diverse in their statistical approach,

these methods often fail to make systematic use of prior knowledge about the molecu-

lar functions of genes. Instead, the biological interpretation of the clusters or patterns

obtained often requires a second (and sometimes third) analysis step, or a manual

examination of the genes representing each cluster, in combination with biological

expertise. In either case, the generation of hypotheses based on such datasets is

time-consuming and relies on a series of subjective choices that differ from study to

study. As a result, relationships between the underlying raw data and the conclu-

sions reached are often difficult to assess, and the conclusions reached by multiple

exploratory studies of similar tumor types are often inconsistent and difficult to

reconcile.

The development of GO-PCA, a method that directly provides an interpretable

overview of transcriptional heterogeneity without requiring manual intervention, pro-

vided an opportunity to generate systematic and comparable views of tumor hetero-

geneity across multiple tumor types. To match the consistency in terms of the

methodological approach, a source of high-quality and similarly generated datasets

representing multiple tumor types was required. The TCGA project has generated

large amounts of genomic data for dozens of tumor types using uniform assays and

pipelines, and has made these data publicly available (Tomczak, Czerwińska, and

Wiznerowicz 2015). Recently, the NIH has created a new data portal, termed Ge-

nomic Data Commons1, that allows the efficient querying and downloading of TCGA

data through a RESTful web API.

1. See https://gdc.nci.nih.gov/
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4.1.2 Pipeline for automatic download and curation of TCGA data

Based on the web API provided by the GDC portal, I developed an automated

pipeline for downloading and curating clinical and gene expression data (see Fig-

ure 4.1). Some of the main challenges in working with TCGA data are the use

of two different schemes for identifying samples (UUIDs and “barcodes”), and the

fact that for each cancer type, samples can originate from either primary tumors

or metastases, as well as from formaldehyde-fixed, paraffin-embedded (FFPE) and

fresh-frozen samples. To ensure consistency in the analysis, the pipeline was designed

to only retain fresh-frozen samples from primary tumors.

Figure 4.1: Schematic of an automated pipeline for downloading and
curating TCGA clinical and gene expression data from the Genomic Data
Commons (GDC) portal.

4.1.3 Application of GO-PCA to carcinoma datasets

To systematically explore the molecular heterogeneity of carcinomas, GO-PCA was

applied to 11 datasets, representing carcinomas with the largest sample sizes in

the TCGA project. Figure 4.2 shows the signature matrices generated for breast

invasive ductal carcinoma (770 samples) and lung adenocarcinoma (506 samples).

The signature matrices for the other nine cancer types are shown in Appendix H.
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Figure 4.2: GO-PCA signature matrices for TCGA breast and lung cancer
datasets. Highlighted are groups of signatures corresponding related to cell prolif-
eration (red), the immune system (yellow), and extracellular matrix components
(blue). a Breast invasive ductal carcinoma (a subset of TCGA-BRCA; 770 samples). b
Lung adenocarcinoma (TCGA-LUAD; 506 samples).

This systematic application of GO-PCA to different types of carcinoma revealed

that in almost all cases, a subset of the signatures generated were highly similar in

terms of their functional labels. Specifically, three groups of highly correlated signa-

tures could easily be discerned: First, a group of signatures related to proliferation.
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These included signatures generated based on GO terms such as “DNA strand elon-

gation involved in DNA replication”, “chromosome segregation”, and “kinetochore”

(see Figure 4.3a), corresponding to processes and structures that play an important

role in cell division. Second, a group of signatures related to aspects of the immune

system. These included signatures generated based on GO terms such as “T cell re-

ceptor complex”, “leukocyte aggregation”, and “MHC class II protein complex” (see

Figure 4.3b), corresponding to processes and structures activate in specific types of

immune cells such as antigen-presenting cells. Third, a group of signatures associated

with the extracellular matrix (ECM). These included signatures generated based on

GO terms such as “proteinaceous extracellular matrix” and “collagen trimer”.

Figure 4.3: Expanded view of representative GO-PCA proliferation and
immune signatures in breast invasive ductal carcinoma. The genes in each of
the signatures show a very high degree of correlation. Samples are ordered identically
to Figure 4.2a). a The “kinetochore” signature as an example of a signature in the
proliferation group. b The “MHC class II protein complex” signature as an example
of a signature in the immune system-related group.

Proliferation expression signatures have been extensively characterized in breast

cancer, and shown to correlate with histological tumor grade (Wirapati et al. 2008).
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The present analysis suggests that similar heterogeneity with respect to proliferation

rates is present in many other carcinomas. The most straightforward interpretation of

the presence of the immune and ECM signature groups in most of the carcinomas ex-

amined is that these signatures represent variable degrees of admixture of the cancer

cells with cell populations present in the tumor microenvironment, such as fibrob-

lasts, B cells, and T cells, which are known to be present in many tumors (Gajewski,

Schreiber, and Fu 2013; Turley, Cremasco, and Astarita 2015). The association of

these signatures with the first few principal components, and the significant amount

of variation across samples, suggests that the abundances of nonmalignant cells in the

tumor samples analyzed are substantial, as are their variabilities. This is in agree-

ment with independent estimates based on copy-number variation profiles, which

have put the average fraction of cancer cells in samples from 11 solid tumor types at

only 62%, with a large standard deviation of 20% (Aran, Sirota, and Butte 2015).

Importantly, the proliferation signature expression levels could be confounded (i.e.,

reduced) by the presence of nonmalignant cells, since cancer cells are expected to

exhibit much higher proliferation rates than nonmalignant cells.

4.1.4 Application of GO-PCA with marker gene sets generates cell type signatures

A recent study reported a set of markers genes for various cell populations and

lineages, selected specifically for the purpose of quantifying these populations in

bulk tumor expression data (Becht et al. 2016). Since gene sets are the input to

the GO-PCA method, I reasoned that these gene sets could be used by GO-PCA

to generate signatures that directly reflect the relative abundances of the associated

populations and lineages. Furthermore, this quantification method would differ from

the one proposed by Becht et al. (2016) in two important aspects: First, GO-PCA

would only create a signature if it detects enrichment of the corresponding gene set

among the genes driving a particular principal component. In other words, if a cell

88



type was not present (or if its abundance was constant across samples), GO-PCA

would not create a signature for this cell type. In this way, GO-PCA can be used to

automatically detect a cell population with variable abundances. Second, the GO-

PCA algorithm would be able to generate a signature based on a subset of genes,

based on their correlation pattern. In contrast, the method proposed by Becht et al.

(2016) treats the set of marker genes for each population as fixed, and quantifies the

abundance of a cell population as the average over all genes in the gene set.

Indeed, the application of GO-PCA with default parameters, but using the marker

gene sets reported by Becht et al. (2016) in addition to GO-derived gene sets, re-

sulted in the generation of “cell type signatures” that were highly correlated with

the signatures in the aforementioned ECM and immune groups (see Figure 4.4). As

the marker gene sets were extensively validated by Becht et al. (2016), this analysis

confirmed the status of the previously generated GO-PCA signatures as representing

admixture with immune and stromal cell populations.
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Figure 4.4: GO-PCA in combination with cell population-specific gene
sets. GO-PCA signature matrices for the same datasets as in Figure 4.2 are shown,
but including signatures generated based on cell population and lineage-specific gene
sets reported by Becht et al. (2016) (highlighted in blue). a Breast invasive ductal
carcinoma. b Lung adenocarcinoma.

To more closely examine the effect of the GO-PCA algorithm on selecting highly

correlated subsets of marker genes, I compared the expression patterns of the genes

included in the breast cancer fibroblast and endothelial cell signatures to those of the

genes not included. This analysis showed that at least in these particular instances,

the GO-PCA algorithm managed to generate a signature consisting of highly cor-

related genes, while excluding many genes that did not show concordant expression
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patterns, despite their status as marker genes (see Figure 4.5). This suggests that

GO-PCA could be used as a method to generate estimates of relative cell type abun-

dances that are more robust to atypical expression patterns that could result from

the unique molecular makeup of tumors.

Figure 4.5: Generation of cell type-specific signatures using GO-PCA.
Both panels show signatures generated for the TCGA breast cancer dataset obtained
using gene sets reported by Becht et al. (2016) as inputs to GO-PCA. Samples are
ordered as in Figure 4.4. a GO-PCA fibroblast signature. Genes above the horizontal
black line are fibroblast marker genes included in the signature, and genes below the
black line are fibroblast marker genes not included in the signature. Both groups of
genes are clustered to facilitate a visual comparison of correlation within each group.
b GO-PCA endothelial cell signature. Endothelial cell marker genes are divided into
genes included and not included in the signature, as in (a).
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4.1.5 Discovery of a subtype of clear cell renal carcinoma characterized by fatty acid
oxidation and amino acid catabolism

I next performed a systematic search for associations of GO-PCA signatures with

patient outcome in all carcinoma datasets, and found that a group of correlated sig-

natures generated for the clear cell renal carcinoma (CCRC) dataset was associated

with a strong and significant difference in overall survival (see Figure 4.6a). Impor-

tantly, this association was also present among patients whose tumors were assigned

the same clinical stage (see Figure 4.6b-e).

Figure 4.6: Kaplan-Meier plots showing associations between a “mono-
carboxylic acid catabolic process” GO-PCA signature and disease out-
come in clear renal cell carcinoma (CRCC). a Difference among patients di-
vided into two equal-sized groups based on their signature expression levels. b-e The
same analysis repeated for patients diagnosed with Stage 1 (b), Stage 2 (c), Stage 3
(d), and Stage 4 (e) tumors, respectively.

The group of signatures associated with survival in this way appeared somewhat

anti-correlated to signatures representing nonmalignant cell populations, including

T cells and fibroblasts (see Figure 4.7a), and consisted of a total of 13 signatures

that appeared mostly related to the cell metabolism (see Figure 4.7b).
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Figure 4.7: GO-PCA signature matrix for the TCGA-KIRC clear cell renal
carcinoma (CCRC) dataset. a Full view of the signature matrix. Signatures
highlighted in blue are generated based on the cell type marker gene sets defined
by Becht et al. (2016). A group of metabolic signatures is highlighted in red. b
Expanded view of the group of metabolic signatures highlighted in (a).

A careful examination of the signature labels as well as the genes contained in

individual signatures suggested that they represented at least two distinct biological

processes. The first process identified in this way was the catabolism (breakdown)

of amino acids, and was captured by a 30-gene “alpha-amino acid catabolic process”

signature (see Figure 4.8a). The second process, represented by a 31-gene signature

(see Figure 4.8b), was determined to be fatty acid oxidation, based on the fact that a

large majority of the genes in that signature were enzymes known to catalyze specific

reactions in that pathway.
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Figure 4.8: Two signatures representing a metabolic subtype of clear cell
renal carcinoma with significantly improved patient outcome. Samples are
ordered as in Figure 4.7. a A 30-gene “alpha-amino acid catabolic process” signature
b A 31-gene “monocarboxylic acid catabolic process” signatures. Genes annotated
with a black asterix encode enzymes known to catalyze reactions of the fatty acid
alpha and beta oxidation pathways. Genes annotated with a gray asterix are known
to be indirectly involved in this process, e.g., through the transport of fatty acids
into the peroxisome.

4.1.6 Discussion

The application of GO-PCA to eleven carcinoma datasets from the TCGA project

consistently resulted in the generation of immune and stromal signatures that sug-

gested the common, yet highly variable presence of specific nonmalignant cell pop-

ulations within tumors, including T cells, B cells, fibroblasts, and endothelial cells.

While the presence of contributions from nonmalignant cell populations in the tumor

microenvironment has been appreciated even in early transcriptomic studies (Al-
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izadeh et al. 2000), there have been few attempts to systematically characterize their

expression contributions across different cancer types, and to develop exploratory

methods that account for the presence of such contributions. Recently, a compu-

tational method for quantification of immune and stromal cell populations using

marker gene sets has been proposed (Becht et al. 2016). As GO-PCA is a general

framework that can utilize gene sets independently of their origin, I was able to

show that the incorporation of the marker gene sets proposed by Becht et al. (2016)

enabled GO-PCA to simultaneously generate functional signatures and signatures

representing admixed cell populations. In this way, GO-PCA helped to make the ex-

ploratory analysis of complex and highly heterogeneous cancer datasets much more

efficient and less objective.

More generally, the presence of significant expression contributions from non-

malignant cell populations in the majority of carcinoma datasets analyzed here has

important implications for attempts to delineate “intrinsic” cancer subtypes based

on general unsupervised techniques such as consensus clustering (Monti et al. 2003).

In particular, when there is variation in the abundance of nonmalignant cells across

samples, the predominant clusters obtained by such methods can reflect these differ-

ences in cell type composition rather than molecular differences among the cancer

cells themselves. An example of a study in which some transcriptionally defined

“subtypes” could correspond to samples with high nonmalignant cell content is the

analysis of glioblastoma samples by Verhaak et al. (2010), in which the authors

showed an enrichment of astrocyte markers in samples belonging to the “mesenchy-

mal” subtype, but stopped short of discussing the possibility of admixture. Although

methods designed to computationally “purify” mixture expression profiles have been

proposed (e.g., Quon et al. (2013)), it is unclear how accurate and reliable such

methods are. While the GO-PCA signature matrices presented here provide for a

relatively easy way of identifying patterns that likely represent differences in cell type
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abundances, the heterogeneity introduced by the presence of nonmalignant cells likely

masks a significant portion of intrinsic cancer cell heterogeneity. Ultimately, these

limitations in our ability to characterize the “intrinsic” differences among tumors at

the transcriptional level can only be overcome by moving beyond the analysis of bulk

tumor tissue.

Finally, the application of GO-PCA to TCGA data suggested that clear cell re-

nal carcinoma (CCRC) is composed of two metabolic subtypes that differed in two

highly correlated 30-gene expression signatures representing genes known to be in-

volved in fatty acid oxidation (FAO) and amino acid catabolism. This result partly

recapitulates earlier work by Brannon et al. (2010), who demonstrated the presence

of two subtypes based on unsupervised analysis of only 48 tumors, and who also

nominated fatty acid oxidation (FAO) as a metabolic phenotype that differed be-

tween the two subtypes. However, later analyses by (Cancer Genome Atlas Research

Network 2013) and Brannon et al. (2010) based on much larger sample sizes failed

to identify the FAO pathway, and none of the earlier studies described a signature

representing general differences in the expression of enzymes involved in amino acid

catabolism. The results presented here therefore serve to re-emphasize that based on

a systematic unsupervised analysis of over 500 CCRC cases, the FAO pathway signa-

ture captures some of the strongest transcriptional differences among samples (aside

from differences in the abundance of T cells and stromal cells), as does an amino

acid catabolic pathway signature. Secondly, this work demonstrates that different

methodological approaches to exploratory data analysis can lead to very different

conclusions, and that, surprisingly, the choice of the exploratory method can have a

bigger impact on the conclusions reached than the sample size. In other words, this

work analyzed over 500 samples, but the main hypotheses generated resemble those

of the relatively small study by Brannon et al. (2010) more closely than those of the

two later studies that relied on hundreds of cases.
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4.1.7 Methods

The GDC API was queried using the requests Python package, and data were pro-

cessed using the pandas Python package. Samples obtained from FFPE material or

metastatic tumors were excluded. For the breast cancer dataset specifically (TCGA

project TCGA-BRCA), the clinical data were used to select only those samples histo-

logically determined to represent invasive ductal carcinoma, corresponding to ICD-O

morphological code 8500/3. (This resulted in the exclusion of over 200 cases classified

as lobular carcinoma, code 8520/3). Expression data corresponding to TCGA level 3

data (of type “HTSeq - FPKM”) were downloaded for each sample, and genes were

filtered against a list of protein-coding genes generated based on Ensembl release 87

genome annotations. Expression values were re-normalized for each sample (such

that the sum total of all FPKM values would equal one million), and expression

was thresholded at 5 FPKM by setting all expression values below 5 to 5. Finally,

expression values were log2-transformed.

GO-PCA was applied using the gopca Python package 2, version 0.2.0, with

default parameters. Transcriptomic markers for various lineages and cell types, in-

cluding the B cell lineage, T cell lineage, NK cells, fibroblasts, endothelial cells, neu-

trophils, and the monocytic lineage, were curated based on the information in Supple-

mentary Table 2 of Becht et al. (2016). To systematically test GO-PCA signatures for

association with survival, log-rank tests were performed using the lifelines Python

package 3, version 0.9.4. For each signature, samples were sorted from lowest to high-

est signature expression levels, and the survival of the top half was compared to that

of the bottom half. To identify genes in the “monocarboxylic acid catabolic process“

signature with the fatty acid alpha/beta oxidation pathways, the GeneCards web-

site for each gene was consulted (see http://www.genecards.org), specifically the

2. https://pypi.python.org/pypi/gopca

3. https://pypi.python.org/pypi/lifelines
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“SuperPathways” section, which integrates annotations from the KEGG, Reactome,

and NCBI Biosystems databases.

4.2 Examining the cell-of-origin of Hodgkin and Reed-Sternberg cells
using expression signatures

4.2.1 Background

Hodgkin’s lymphoma (HL) is estimated to represent about 10% of all new lymphoma

diagnoses in 2016 (Siegel, Miller, and Jemal 2016). In developed countries, incidence

as a function of age is bimodal: patients are typically young adults or old indi-

viduals (Aster and Pozdnyakova 2017). Classical Hodgkin lymphoma (cHL) is the

predominant subtype of Hodgkin lymhoma. cHL is characterized by the presence

of malignant Hodgkin and Reed-Sternberg (HRS) cells embedded in a background

of many nonmalignant immune and stromal cells. HRS cells are large, often multi-

nucleated cells that do not express typical B cell markers. The unique appearance

and immunophenotype of HRS cells has prompted investigations into what normal

cell type HRS cells are derived from. It is currently thought that HRS cells are

derived either from germinal center (GC) B cells or post-GC B cells, since they ex-

hibit clonal immunoglobulin gene rearrangements (Küppers et al. 1994). However,

a recent study found that “HRS cells resemble neither GC B cells nor plasma cells

in their transcriptional profile” (Tiacci et al. 2012). The precise origin of HRS cells

and whether they exhibit any functional relationship to their cell of origin therefore

remains unclear.

The cellular heterogeneity of cHL lymphoma tissue makes it challenging to obtain

a sufficiently large sample of pure HRS cells for genomic analyses. In particular, HRS

cells are often found to be physically associated with T lymphocytes, the presence

of which can lead to misleading conclusions if simply ignored (Fromm, Kussick, and

Wood 2006). The data presented here were generated by Dr. Ethel Cesarman and
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colleagues (Cornell University) using a flow-sorting approach specifically developed

to isolate pure populations of HRS cells (Fromm, Kussick, and Wood 2006; Reichel

et al. 2015). RNA-Seq was performed on the sorted HRS cells as well as B cells from

tumors of nine HL patients. In addition, RNA-Seq was performed for four HL cell

lines, with two biological replicates available for two cell lines. In summary, the data

consists of a total of 24 samples, 9 of which represent HRS cells.

4.2.2 Examining expression of B cell, T cell and HRS cell marker genes

An examination of selected B cell, T cell, and HRS cell marker genes revealed that, as

expected, HRS cell samples and cell lines exhibited a loss of B cell marker expression,

and a gain in HRS cell marker expression, relative to the HL B cells (see Figure 4.9).

Unexpectedly, most of the HRS cell samples also exhibited expression of individual T

cell markers. Only a subset of these markers was also found expressed in cell lines, and

not as consistently as in the HRS cells. Since one of the key challenges in flow-sorting

HRS cells is to ensure their separation from associated T lymphocytes (Fromm,

Kussick, and Wood 2006), this raised concerns as to whether T cell contamination

was present in the HRS cell samples.
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Figure 4.9: Expression of selected B cell, T cell, and HRS cell marker
genes in B cells, HRS cells, and cHL cell lines.

4.2.3 Assessment of T cell contamination using empirically defined T cell marker
genes

In order to systematically assess whether there was evidence for significant T cell

contamination associated with the flow-sorted HRS cell populations, an external

dataset containing 22 distinct cell populations from 8 immune cell lineages (Abbas

et al. 2005) was used to define T cell marker genes. Based on this external dataset,

a score was calculated for each gene, which corresponded to the difference between

the minimum expression level across all T cell lineages profiled, and the maximum

expression level across all non-T cell lineages profiled. The 200 genes with the highest

score showed consistent expression in T cells and low expression in all other lineages

(see Figure 4.10a). An examination of the expression patterns of these genes in the

HRS cells (see Figure 4.10b) suggested that no systematic contamination with T

cells was present.
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Figure 4.10: Definition and expression patterns of T cell marker genes.
a Expression of T cell marker genes in Abbas et al. (2005) dataset used for defining
the genes. b Expression of T cell marker genes in cHL intratumor B cells, HRS cells,
and cHL cell lines.

4.2.4 Comparison of HRS cells to normal B cells and plasma cells reveals molecular
similarities with plasma cells

To test whether the expression profile of HRS cells resembles that of B cells or plasma

cells, B cell and plasma cell marker genes were defined based on external expression

data (Zhang et al. 2009) for naive, germinal center, memory B cells and plasma cells.

In analogy to the procedure adopted for T cell marker genes, a set of 200 B cell

marker genes was defined as genes most differentially expressed between the B cell

and plasma cell populations. Specifically, the scoring metric used for each gene was

the difference between the minimum expression level across the B cell populations

and the expression level in the plasma cells, and the 200 genes with the highest

scores were selected (see Figure 4.11a). The vast majority of these marker genes was

down-regulated in both HRS cells and cHL cell lines, relative to intratumor B cells

(see Figure 4.11b), suggesting that HRS cells are highly dissimilar from B cells at

the molecular level.
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Figure 4.11: Definition and expression patterns of B cell marker genes.
a Expression of B cell marker genes in Zhang et al. (2009) dataset used for defining
the genes. b Expression of B cell marker genes in cHL intratumor B cells, HRS cells,
and cHL cell lines.

Next, a set of 200 plasma cell marker genes was defined based on the same dataset

using the opposite criterion (difference between plasma cell expression level and max-

imum expression in B cell subsets; see Figure 4.12a). Surprisingly, a majority of these

genes was found to be up-regulated in HRS cells and cHL cell lines (see Figure 4.12b),

relative to intratumor B cells, suggesting a significant degree of similarity between

plasma cells and HRS cells.
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Figure 4.12: Definition and expression patterns of plasma cell marker
genes. a Expression of plasma cell marker genes in Zhang et al. (2009) dataset used
for defining the genes. b Expression of plasma cell marker genes in cHL intratumor
B cells, HRS cells, and cHL cell lines.

To obtain a functional view of the similarities between plasma cells and HRS cells,

the XL-mHG test was applied to test for GO enrichment among genes differentially

expressed between plasma cells and the B cell subsets. The most strongly enriched

GO term was found to be “IRE1-mediated unfolded protein response” (p ă 10´20,

XL-mHG test; see Figure 4.13a). The cutoff giving rise to the XL-mHG test statistic

was used to define an expression signature (see Figure 4.13b). The majority of the

genes in the signature was found to be up-regulated in HRS cells and cHL cell lines

compared to intratumor B cells (see Figure 4.13c), suggesting that similarly to plasma

cells, HRS cells exhibit an activated unfolded protein response (UPR) pathway.
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Figure 4.13: Definition and expression of a plasma cell unfolded protein
response (UPR) signature. a GO term enrichment among genes ranked by their
differential expression between plasma cells and B cell subsets. The genes responsible
for the enrichment were used to form a plasma cell UPR signature. b Expression of
the signature genes in the Zhang et al. (2009) dataset that the enrichment analysis
was based on. c Expression of the signature genes in cHL intratumor B cells, HRS
cells, and cHL cell lines.

4.2.5 Comparison of HRS cells with other lymphomas and blood cancers suggests a
plasmacytic cell of origin

Finally, the plasma cell UPR signature was used to test whether other types of

cancer exhibited a similar activation of this pathway. The comparison focused on B

cell lymphomas, as well as multiple myeloma, due to its plasmacytic origin. First,

the expression of the signature genes was examined in samples from the cancer cell

line encyclopedia (Barretina et al. 2012), and it was found that multiple myeloma

cell lines strongly expressed this signature, whereas diffuse large B cell lymphoma

(DLBCL) and Burkitt lymphoma (BL) cell lines did not (see Figure 4.14a). Since

multiple myeloma is a cancer of plasma cells, this finding indirectly suggested a

plasmacytic origin of HRS cells.
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Next, the expression of the signature genes was assessed in primary B cell tu-

mors (Savage et al. 2003), and it was found that none of the genes exhibited very

specific expression in either type of tumor (see Figure 4.14b). Of note, a subset of

activated B cell (ABC) DLBCL exhibited elevated expression of the signature genes.

Since ABC DLBCL is thought to originate from post-GC cells that exhibit partial

plasma cell differentiation (Wright et al. 2003), this could again suggest a plasmacytic

origin of HRS cells.

Figure 4.14: Expression of the genes in the plasma cell UPR signature in
other lymphomas and blood cancers. a Expression of the signature genes in cell
lines from the CCLE project (Barretina et al. 2012). b Expression of the signature
genes in primary lymphomas from a study by Savage et al. (2003).

4.2.6 Discussion

The analyses presented here provide evidence for a possible plasma cell origin of

HRS cells. As an example of a potential functional connection between these cells,

it was shown that a plasma cell UPR signature, generated using the XL-mHG test,

was up-regulated in HRS cells and cHL cell lines, relative to intratumor B cells. The

105



same signature was highly expressed in multiple myeloma, a blood cancer derived

from plasma cells. Instead of indicating a specific cell-of-origin for HRS, the results

presented here could also be interpreted as functional adaptations undergone by HRS

during their malignant transformation. The UPR has been documented as an impor-

tant adaptation in other cancers (Wang and Kaufman 2014). Further experiments

will be necessary to distinguish between these different interpretations.

Furthermore, it is currently unclear why a previous expression study of HRS cells

reported no similarities with plasma cells (Tiacci et al. 2012). It is possible that

the different HRS isolation methods used (laser microdissection vs. flow-sorting) are

associated with distinct biases, which would invalidate one of the analyses. Alterna-

tively, the distinct expression platforms (microarray vs. RNA-Seq) or bioinformatics

methods employed to conduct the analyses could have contributed to the different

conclusions. To address this issue, a careful re-examination of the data reported by

Tiacci et al. (2012) would be necessary.

4.2.7 Methods

For all external datasets used, raw microarray data were processed using the oligo

R package (Carvalho and Irizarry 2010), as described in Section 3.4.9. The initial

processing of RNA-Seq reads for the cHL intratumor B cell, HRS cell, and cHL cell

line samples was conducted by collaborators in Ethel Cesarman’s group at Cornell

University: Reads were mapped to the human genome (release GRCh37) using STAR

version 2.3.0e, and counted using HTSeq-counts v0.6.1 using Ensembl gene annota-

tions. I then filtered the generated count matrix against a list of 19,808 protein-

coding genes derived from Ensembl gene annotations (release 83). The number of

counted reads for the HRS cell samples ranged from 9,727,174 to 35,185,130 (median:

21,458,026). The counts for each sample were normalized to give FPM (fragments

per million), and thresholded at 5 FPM (i.e., genes with expression values of less
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than 5 FPM were set to 5 FPM). This thresholding serves to reduce stochastic noise

at low expression levels resulting from low read counts. Finally, read counts were

log2-transformed. The XL-mHG test was performed using the xlmhg Python package

(4), version 2.4.7.

4. https://pypi.python.org/pypi/xlmhg
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5

Conclusions

5.1 The role of prior knowledge in the exploratory analysis of expres-
sion data

One of the motivations behind the work presented here was to demonstrate and ex-

ploit the opportunities associated with the systematic use of prior knowledge in the

exploratory analysis of gene expression data. Oddly, this idea is commonplace in

“supervised” scenarios, i.e., when samples belong to predefined classes. GSEA (Sub-

ramanian et al. 2005), the most popular incarnation of the gene set enrichment

framework, has been cited over 10,000 times, according to Google Scholar, arguably

making it one of the most successful computational biology tools developed to-date.

However, far fewer such general-purpose methods have been developed for use in

“unsupervised” scenarios, i.e., when there are no predefined classes, and none of

them enjoy levels of popularity that are even remotely comparable to GSEA. The

most popular examples include single-sample GSEA (Barbie et al. 2009) (approx.

650 citations as of 1/2017) and GSVA (Hänzelmann, Castelo, and Guinney 2013)

(approx. 100 citations). While measures of popularity do not always reflect the

potential usefulness of an approach, none of these methods employs any kind of di-
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mensionality reduction (in the case of single-sample GSEA, samples are analyzed

completely independently of each other), which limits their applicability as general-

purpose exploratory methods.

The advantages of computational methods that provide a systematic way of in-

corporating knowledge in the analysis of gene expression data were clear to Mootha

et al. (2003) when they proposed the gene set enrichment framework. The authors

noted that the manual interpretation of lists of differentially expressed genes is both

“subjective” and “prone to bias”, whereas systematic approaches are more “objec-

tive”. Of course, the same holds true in unsupervised contexts, when researchers

attempt to interpret the biological meaning of clusters of samples or genes.

In the field of cancer research, it appears that hundreds of publications each year

describe new gene expression signatures, often lacking experimental validation (Chi-

bon 2013). Moreover, the generation and interpretation of such signatures often relies

on “ad-hoc” approaches, which, as pointed out by Mootha et al. (2003), significantly

increases the degree of subjectivity involved. This subjectivity in turn makes it more

difficult to compare results across studies, and increases the chance that subsequent

studies describe signatures that are redundant (i.e., highly correlated), yet associ-

ated with completely different labels and biological interpretations. One example of

this is breast cancer, where many different expression signatures, published over the

course of several years, were shown to all characterize a common proliferation phe-

notype (Wirapati et al. 2008). Another example was highlighted in this work, where

the predictions of biological processes underlying two clinically relevant subtypes of

clear cell renal carcinoma were shown to depend less on sample size, than on the way

in which exploratory analysis was conducted.

Given these challenges, it seems clear that the use of computational methods that

directly incorporate prior knowledge in the exploratory analysis of transcriptomic

data could help to not only reduce the amount of effort spent by researchers on
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exploratory data analysis in general, but could also help to make this process more

consistent and less prone to human biases – in other words, more “scientific”.

5.2 Design principles for exploratory methods

As the amount of genomic data that is being produced for exploratory purposes can

only be expected to increase, it appears important to ask how one can generally go

about designing novel exploratory methods? One way of addressing this question lies

in the application of general design principles that can help guide the thought process

required to conceptualize a new method. Specifically, in the design of GO-PCA, three

general principles were applied:

• Modularity: The key idea behind GO-PCA consists of the combination of two

preexisting methods: PCA, and GO enrichment analysis using the XL-mHG

test. This demonstrates that in order to create a new method, one can use

existing methods and concepts as “building blocks”, provided that there exists

a way to efficiently combine them to achieve the desired effect. This is in

contrast to monolithic statistical frameworks in which the entire methodology

is designed from the ground up around the specific application.

• Transparency: As the goal of any exploratory method is to identify interesting

patterns in the data, it seems advisable to design a method in such a way that

it is easy for the researcher to understand how the output of the method is

related to the underlying raw data. In other words, from looking at the output

of the method, it should be intuitively clear how the raw data must look like

in order for the method to produce this particular output. In GO-PCA, this

is achieved in two ways: First, through the use of clustered heatmaps as the

primary output type. Heatmaps are very powerful in terms of their ability to

convey large amounts of data and complex correlation structures (Eisen et al.
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1998), which explains their immense popularity in the exploratory analysis of

gene expression data in general. Second, through the definition of signatures

as unweighted average expression profiles of a set of highly correlated genes.

While it is straightforward to examine individual signatures using heatmaps,

even the “collapsed” view allows a relatively clear conclusion as to how the

underlying raw data looks like.

• Usability: The most powerful method will not prove very useful if it is cum-

bersome to use, poorly documented, or both. GSEA addresses this challenge

by providing well-engineered and well-documented stand-alone software with

a graphical user interface. GO-PCA currently “only” provides a Python API

and a command-line interface, along with online documentation. However, the

power and ubiquity of web applications today makes it obvious that computa-

tional biology methods that hope to find widespread adoption should provide

web interfaces. An example of a method that provides a user-friendly web

interface is Cibersort (Newman et al. 2015), a method for quantifying cell pop-

ulations in admixed expression data. As method development, like any other

scientific area, is inherently a collaborative effort, the aspect of usability also

encompasses well-written and well-documented code, so that future researchers

can easily adapt the method to their particular needs.

5.3 Final remarks

The recent development of powerful platforms for single-cell RNA-Seq (Klein et al.

2015; Macosko et al. 2015) likely represents the beginning of a new episode of data-

driven biomedical research with even bigger opportunities as well as computational

challenges. When a single dataset can contain thousands or tens of thousands of

samples, each corresponding to the unique transcriptome of an individual cell, the
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need for powerful methods for exploratory data analysis becomes even more severe.

It remains to be seen whether ambitious and idiosyncratic “holistic” approaches will

continue to dominate computational methods development, or whether the sheer

amount of transcriptomic data produced will not only necessitate a rethinking of

issues such as reproducibility, usability, and reusability, but also prompt a discussion

of what the field of computational biology can contribute to the scientific process in

an era where modern programming languages, development tools, web technologies,

cloud infrastructure, and communication platforms converge to provide a more pow-

erful computational environment than ever before in the history of science. Lastly,

the continuing specialization of skillsets involved in individual aspects of biomedi-

cal science requires a continuous focus on what it means to work in an interdisci-

plinary environment, and on new research paradigms that help to define the roles

of researchers from neighboring disciplines, such as computational and experimental

biologists. Ultimately, the success of most research programs will depend on effective

collaborations across disciplinary boundaries.
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Appendix A

Recurrence relations for the hypergeometric PMF

A.1 Statement of recurrence relations

In this section, we simply state several recurrence relations that are used in the mHG

algorithm, while postponing the derivations to Appendix A.2.

• Calculate fpk ` 1; N,K, nq from fpk; N,K, nq:

fpk ` 1; N,K, nq “

fpk; N,K, nq
pn´ kqpK ´ kq

pk ` 1qpN ´K ´ n` k ` 1q
(Identity 1)

See Appendix A.2.1 for the derviation.

• Calculate fpk; N,K, n` 1q from fpk; N,K, nq:

fpk; N,K, n` 1q “

fpk; N,K, nq
pn` 1qpN ´K ´ n` kq

pN ´ nqpn´ k ` 1q
(Identity 2)

See Appendix A.2.2 for the derviation.
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• Calculate fpk ` 1; N,K, n` 1q from fpk; N,K, nq:

fpk ` 1; N,K, n` 1q “ fpk; N,K, nq
pn` 1qpK ´ kq

pN ´ nqpk ` 1q
(Identity 3)

See Appendix A.2.3 for the derviation.

• Calculate fpn; N,K, nq from fpn´ 1; N,K, n´ 1q:

fpn´ 1; N,K, n´ 1q “ fpn; N,K, nq
K ´ n` 1

N ´ n` 1
(Identity 4)

This assumes n ď K. See Appendix A.2.4 for the derivation.

• Calculate fpK; N,K, nq from fpK; N,K, n´ 1q:

fpK; N,K, nq “ fpK; N,K, n´ 1q
n

n´K
(Identity 5)

See Appendix A.2.5 for the derivation.

• Calculate fpk ´ 1; N,K, nq from fpk; N,K, nq:

fpk ´ 1; N,K, nq “ fpk; N,K, nq
kpN ´K ´ n` kq

pn´ k ` 1qpK ´ k ` 1q
(Identity 6)

See Appendix A.2.6 for the derivation.

A.2 Derivations

In these derivations, we omit terms that immediately cancel out because they appear

identically in both enumerator and denominator.
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A.2.1 Derivation of Identity 1

Using the definition of the hypergeometric distribution, we have:

fpk ` 1; N,K, nq “

`

K
k`1

˘`

N´K
n´k´1

˘

`

N
n

˘ (A.1)

Likewise, we have:

ˆ

N

n

˙

“

`

K
k

˘`

N´K
n´k

˘

fpk; N,K, nq
(A.2)

By substituting
`

N
n

˘

in (A.1) with (A.2), we then have:

fpk ` 1; N,K, nq “ fpk; N,K, nq

`

K
k`1

˘`

N´K
n´k´1

˘

`

N´K
n´k

˘`

K
k

˘

“ fpk; . . . q
pn´ kq!pN ´K ´ n` kq!k!pK ´ kq!

pk ` 1q!pK ´ k ´ 1q!pn´ k ´ 1q!pN ´K ´ n` k ` 1q!

“ fpk; N,K, nq
pn´ kqpK ´ kq

pk ` 1qpN ´K ´ n` k ` 1q
(A.3)

A.2.2 Derivation of Identity 2

Using the definition of the hypergeometric distribution, we have:

fpk; N,K, n` 1q “

`

K
k

˘`

N´K
n´k`1

˘

`

N
n`1

˘ (A.4)

Likewise, we have:

ˆ

K

k

˙

“ fpk; N,K, nq

`

N
n

˘

`

N´K
n´k

˘ (A.5)
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By substituting
`

K
k

˘

in (A.4) with (A.5), we then have:

fpk; N,K, n` 1q “ fpk; N,K, nq

`

N
n

˘`

N´K
n´k`1

˘

`

N
n`1

˘`

N´K
n´k

˘

“ fpk; . . . q
pn` 1q!pN ´ n´ 1q!pn´ kq!pN ´K ´ n` kq!

n!pN ´ nq!pn´ k ` 1q!pN ´K ´ n` k ´ 1q!

“ fpk; N,K, nq
pn` 1qpN ´K ´ n` kq

pN ´ nqpn´ k ` 1q
(A.6)

A.2.3 Derivation of Identity 3

Using the definition of the hypergeometric distribution, we have:

fpk ` 1; N,K, n` 1q “

`

K
k`1

˘`

N´K
n´k

˘

`

N
n`1

˘ (A.7)

Likewise, we have:

ˆ

N ´K

n´ k

˙

“ fpk; N,K, nq

`

N
n

˘

`

K
k

˘ (A.8)

By substituting
`

N´K
n´k

˘

in (A.7) with (A.8), we then have:

fpk ` 1; N,K, n` 1q “ fpk; N,K, nq

`

N
n

˘`

K
k`1

˘

`

N
n`1

˘`

K
k

˘

“ fpk; . . . q
pn` 1q!pN ´ n´ 1q!k!pK ´ kq!

n!pN ´ nq!pk ` 1q!pK ´ k ´ 1q!

“ fpk; N,K, nq
pn` 1qpK ´ kq

pN ´ nqpk ` 1q
(A.9)
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A.2.4 Derivation of Identity 4

We first derive the more general relation between fpk; N,K, nq and fpk ´ 1; N,K, n´ 1q,

and then substitute k “ n. By definition of the hypergeometric distribution, we have:

fpk; N,K, nq “

`

K
k

˘`

N´K
n´k

˘

`

N
n

˘ (A.10)

Likewise, we have:

ˆ

N ´K

n´ k

˙

“ fpk ´ 1; N,K, n´ 1q

`

N
n´1

˘

`

K
k´1

˘ (A.11)

By substituting
`

N´K
n´k

˘

in (A.10) with (A.11), we then have:

fpk; N,K, nq “ fpk ´ 1; N,K, n´ 1q

`

K
k

˘`

N
n´1

˘

`

N
n

˘`

K
K´1

˘

“ fpk ´ 1; N,K, n´ 1q
n!pN ´ nq!pk ´ 1q!pK ´ k ` 1q!

k!pK ´ kq!pn´ 1q!pN ´ n` 1q!

“ fpk ´ 1; N,K, n´ 1q
npK ´ k ` 1q

kpN ´ n` 1q
(A.12)

Then, substituting k “ n (assuming n ď K):

fpn; N,K, nq “ fpn´ 1; N,K, n´ 1q
K ´ n` 1

N ´ n` 1
(A.13)

A.2.5 Derivation of Identity 5

We first derive the more general relation between fpk; N,K, nq and fpk; N,K, n´ 1q,

and then substitute k “ K. By definition of the hypergeometric distribution, we

have:
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fpk; N,K, nq “

`

K
k

˘`

N´K
n´k

˘

`

N
n

˘ (A.14)

Likewise, we have:

ˆ

K

k

˙

“ fpk; N,K, n´ 1q

`

N
n´1

˘

`

N´K
n´k´1

˘ (A.15)

By substituting
`

K
k

˘

in (A.14) with (A.15), we then have:

fpk; N,K, nq “ fpk; N,K, n´ 1q

`

N
n´1

˘`

N´K
n´k

˘

`

N
n

˘`

N´K
n´k´1

˘

“ fpk; . . . q
n!pN ´ nq!pn´ k ´ 1q!pN ´K ´ n` k ` 1q!

pn´ 1q!pN ´ n` 1q!pn´ kq!pN ´K ´ n` kq!

“ fpk; . . . q
npN ´K ´ n` k ` 1q

pN ´ n` 1qpn´ kq
(A.16)

Then, substituting k “ K:

fpK; N,K, nq “ fpK; N,K, n´ 1q
n

n´K
(A.17)

A.2.6 Derivation of Identity 6

Using the definition of the hypergeometric distribution, we have:

fpk ´ 1; N,K, nq “

`

K
k´1

˘`

N´K
n´k`1

˘

`

N
n

˘ (A.18)

Likewise, we have:

ˆ

N

n

˙

“

`

K
k

˘`

N´K
n´k

˘

fpk; N,K, nq
(A.19)
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By substituting
`

N
n

˘

in (A.18) with (A.19), we then have:

fpk ´ 1; N,K, nq “ fpk; N,K, nq

`

N´K
n´k`1

˘`

K
k´1

˘

`

K
k

˘`

N´K
n´k

˘

“ fpk; . . . q
k!pK ´ kq!pn´ kq!pN ´K ´ n` kq!

pn´ k ` 1q!pN ´K ´ n` k ´ 1q!pK ´ k ` 1q!

“ fpk; N,K, nq
kpN ´K ´ n` kq

pn´ k ` 1qpK ´ k ` 1q
(A.20)
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Appendix B

Review of algorithms for the mHG test

In this section, I review the algorithm for efficiently calculating the mHG p-value (Eden

et al. 2007).

B.1 Efficient calculation of the mHG test statistic

Algorithm 6 Calculate pHG
n pvq from fpknpvq; N,K, nq, in OpNq

Input: f=fpknpvq; N,K, nq, k=knpvq, N=N , K=K, n=n
Output: p=pHG

n pvq
1 p Ð f
2 while k ă min(n, K) do
3 // calculate fpk ` 1; N,K, nq from fpk; N,K, nq using Identity 1
4 f Ð f * (p((n-k)(K-k))/((k+1)(N-K-n+k+1)))
5 p Ð p + f
6 k Ð k + 1
7 end while
8 return p
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Algorithm 7 Calculate fpknpvq; N,K, nq for all n, in OpNq
Input: V=v, N=N , K=K
Output: F=fpknpvq; N,K, nq for all n “ 0 . . . N

1 F[0] Ð 1.0
2 k Ð 0
3 for n = 0 to N-1 do
4 if V[n] = 0 then
5 // calculate fpk; N,K, n` 1q from fpk; N,K, nq using Identity 2
6 F[n+1] = F[n] * ((n+1)*(N-K-n+k)) / ((N-n)(n-k+1))
7 else
8 // calculate fpk ` 1; N,K, n` 1q from fpk; N,K, nq using Identity 3
9 F[n+1] = F[n] * ((n+1)*(K-k)) / ((N-n)*(k+1))

10 k Ð k + 1
11 end if
12 end for
13 return F

Algorithm 8 Calculate smHGpvq, in OpN2q

Input: V=v, N=N , K=K
Output: s=smHGpvq

1 k Ð 0
2 s Ð 1.0
3 F Ð Algorithm 7 (V, N, K) // calculate all fpknpvq; N,K, nq
4 for n = 0 to N-1 do
5 if V[n] != 0 then // we hit a “1”
6 k Ð k + 1
7 p Ð Algorithm 6 (F[n+1], k, N, K, n+1) // calculate pHG

n pvq
8 s Ð min(s, p)
9 end if

10 end for
11 return s
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B.2 Efficient calculation of the mHG p-value

I first describe the algorithm to efficiently determine, for given K, W , and smHGpvq,

whether µpk,wq P R, for all µpk,wq. A hypergeometric configuration µpk,wq is in R if the

hypergeometric p-value ppk,wq associated with it is at least as “good” (i.e., equal to

or smaller than) the observed mHG test statistic smHGpvq. Similarly to the approach

chosen for calculating smHGpvq, we avoid calculating ppk,wq “from scratch”, and rely

on recurrence relations instead.

Let k˚
pnq “ mintn,Ku. At each cutoff n, the algorithm first uses a recurrence

relation to calculate the hypergeometric p-value ppk˚
pnq

,n´k˚
pnq
q for the configuration

representing the strongest possible enrichment (see blue arrows in Figure B.1). If

ppk˚
pnq

,n´k˚
pnq
q P R, the p-value for the configuration with the next-lowest enrichment

at cutoff n is calculated using another recurrence relation, until a p R R is found

(see black arrows in Figure B.1). The algorithm stops once it finds an n for which

ppk˚
pnq

,n´k˚
pnq
q is no longer in R.

Figure B.1: Illustration of Algorithm 9. All hypergeometric configurations
µpk,wq are represented on an pK ` 1q ˆ pW ` 1q grid. The red shaded region contains
all configurations that are in R.
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Algorithm 9 Determine whether µpk,wq P R, for all µpk,wq, in OpN2q

Input: s=smHGpvq P p0; 1q, K=K, W=W
Output: Binary array R[0..K, 0..W], indicating whether µpk,wq P R.

1 R Ð (K+1)x(W+1)-array of zeros
2 N Ð K+W
3 n Ð 1
4 p start Ð 1.0
5 while n ď N do
6
7 // calculate ppk˚

pnq
,n´k˚

pnq
q

8 if n ď K then
9 k Ð n

10 // calculate fpn; N,K, nq from fpn´ 1; N,K, n´ 1q using Identity 4
11 p start Ð p start * (K-n+1)/(N-n+1)
12 else
13 k Ð K
14 // calculate fpK; N,K, nq from fpK; N,K, n´ 1q using Identity 5
15 p start Ð p start * n/(n-K)
16 end if
17
18 // find lowest k for which µpk,wq P R
19 p Ð p start
20 pval Ð p start
21 w Ð n-k
22 while pval ď s do
23 // we’re still in R
24 R[k,w] Ð 1
25 // calculate fpk ´ 1; N,K, nq from fpk; N,K, nq using Identity 6
26 p Ð p * (k*(N-K-n+k)) / ((n-k+1)(K-k+1))
27 pval Ð pval + p
28 k Ð k-1
29 w Ð w+1
30
31 end while
32 n Ð n+1
33 end while
34 return R
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The final algorithm for calculating pmHGpvq relies on Algorithm 9 to determine

R, and then determines the number of paths that do not cross R using a simple

recurrence relation.

Algorithm 10 Calculate pmHGpvq, in OpN2q

Input: s=smHGpvq P p0; 1q, K=K, W=W
Output: p=pmHGpvq

1 R Ð Algorithm 9 (s, K, W)
2 M Ð (K+1)x(W+1)-array
3 M[0,0] Ð 1.0
4 N Ð K+W
5 for n = 1 to N do
6 k Ð min(n,K)
7 w = n-k
8 while k ě 0 and w ď W do
9 if R[k,w] = 1 then

10 M[k,w] Ð 0
11 else if w ą 0 and k ą 0 then
12 M[k,w] Ð M[k,w-1] * (W-w+1)/(N-n+1) +

M[k-1,w] * (K-k+1)/(N-n+1)
13 else if w ą 0 then
14 M[k,w] Ð M[k,w-1] * (W-w+1)/(N-n+1)
15 else if k ą 0 then
16 M[k,w] Ð M[k-1,w] * (K-k+1)/(N-n+1)
17 end if
18 w Ð w + 1
19 k Ð k - 1
20 end while
21 end for
22 p Ð 1.0 - M[K,W]
23 return p
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Appendix C

Algorithms for the XL-mHG test

C.1 Pseudocode for PVAL2

We first describe two auxiliary algorithms, IS EQUAL and HGP, and then describe

PVAL2.

Algorithm 11 IS EQUAL— Test whether two floating point numbers should be con-
sidered equal.

Input: a, b, tol (relative tolerance)
Output: TRUE or FALSE

1 if a = b or |a-b| ď tol * MAX(|a|, |b|) then
2 return TRUE
3 else
4 return FALSE
5 end if

Algorithm 12 HGP— Calculate hypergeometric p-value pHG
n pvq when fpk; N,K, nq

is already known.

Input: N, K, n, k, p=fpk; N,K, nq
Output: pval=pHG

n pvq
1 pval Ð p
2 while k ă MIN(K, n) do
3 p Ð p * ((n-k)*(K-k)) / ((k+1)*(N-K-n+k+1))
4 pval Ð pval + p
5 k Ð k + 1
6 end while
7 return pval
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Algorithm 13 PVAL2— Improved algorithm to calculate pmHG
x,l pvq in OpN2q.

Input: N, K, X, L (X, L P t1, ..., Nu), stat=smHG
x,l pvq, tol (relative tolerance)

Output: pval=pmHG
x,l pvq

1 pval Ð 0
2 W Ð N-K
3 table Ð empty pK ` 1q ˆ pW ` 1q array of floats
4 table[0, 0] Ð 1
5 p start Ð 1
6 for n = 1 to L do
7 if K ě n then
8 k = n
9 p start = p start * (K-n+1)/(N-n+1)

10 else
11 k = K
12 p start = p start * n/(n-K)
13 end if
14 p = p start
15 hgp = p
16 w = n-k
17 if k = K and (hgp ą s and not IS EQUAL(hgp, s, tol)) then
18 // we’re not in Rpvq, even though k = K
19 // this means we’ve seen all of Rpvq, so we’re done
20 break
21 end if
22 while k ě X and w ď W and (hgp ă stat or IS EQUAL(hgp, stat, tol)) do
23 // we’re in Rpvq, so πpn,kqpvq “ 0
24 table[k, w] Ð 0
25 // check if this is an entry point into Rpvq (entering is only possible “from

below”)
26 if table[k-1, w] ą 0 then
27 // calculate the fraction of paths entering (only those that have never

entered Rpvq before),
28 // then add that number to pval
29 pval Ð pval + (table[l-1, w] * (K-k+1) / (N-n+1))
30 end if
31 p Ð p * (k*(N-K-n+k)) / ((n-k+1)*(K-k+1))
32 hgp Ð hgp + p
33 w Ð w + 1
34 k Ð k - 1
35 end while
36 // we left Rpvq, now calculate πpn,kqpvq for the remaining configurations for

cutoff n
37 while k ě 0 w ď W do
38 if k = 0 then
39 table[k, w] Ð table[k, w-1] * (W-w+1)/(N-n+1)
40 else if w = 0 then
41 table[k, w] Ð table[k-1, w] * (K-k+1)/(N-n+1)
42 else
43 table[k, w] Ð table[k, w-1] * (W-w+1)/(N-n+1) +

table[k-1, w] * (K-k+1)/(N-n+1)
44 end if
45 w Ð w + 1
46 k Ð k - 1
47 end while
48 end for
49 return pval 126



C.2 Pseudocode for PVAL-BOUND

Algorithm 14 PVAL-BOUND— Calculate an upper bound for the XL-mHG p-value
in OpNq.
Input: N, K, X, L (X, L P t1, ..., Nu), stat=smHG

x,l pvq, tol (relative tolerance)
Output: bmHG

x,l pvq
1 if stat = 1 then
2 return 1
3 else if X ą K or X ą L then
4 return 0
5 end if
6 min KL Ð MIN(K,L)
7 k min Ð 0
8 p Ð 1.0
9 n = 1

10 while (n ď K or (p ď stat or IS EQUAL(p, stat, tol)) and n ď L do
11 if n ď K then
12 k Ð n
13 p Ð p * ((K-n+1) / (N-n+1))
14 if k ă X or (p ą stat and not IS EQUAL(p, stat, tol)) then
15 k min Ð n
16 end if
17 else
18 k Ð K
19 p Ð p * (n / (n-K))
20 end if
21 n Ð n + 1
22 end while
23 if k min = min KL then
24 // R is empty (this never happens for valid smHG

x,l pvq)
25 return 0
26 end if
27 k min Ð k min + 1
28 if n ď L or (n = L+1 and p ¿ stat and not IS EQUAL(p, stat, tol)) then
29 // we left Rx,lpvq at or before reaching the L’th cutoff ùñ kmax

x,l pvq = K
30 return MIN((K-k min+1)*stat, 1)
31 end if
32 // we did not leave Rx,lpvq — “go down the diagonal” until we step out of
Rx,lpvq

33 n Ð n - 1
34 k Ð MIN(n, K)
35 hgp Ð p
36 while hgp ď stat or IS EQUAL(hgp, stat, tol) do
37 p Ð p * ((k*(N-K-n+k)) / ((n-k+1)*(K-k+1)))
38 hgp Ð hgp + p
39 k Ð k - 1
40 end while
41 // now we left Rx,lpvq
42 k max Ð k+1
43 return MIN((k max-k min+1)*stat, 1)
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Appendix D

Review of bounds for the mHG p-value

In this appendix, I will review the bounds for the mHG p-value that were first

described by Eden et al. (2007).

Theorem 1 (Lower bound for the mHG p-value). For any v P VpN,Kq, pmHGpvq ě

smHGpvq.

Proof. Recall that V represents a list drawn uniformly at random from VpN,Kq. Let

P HG,0
n be the hypergeometric p-value of V for the cutoff n. From the definition of the

mHG test statistic, it follows that:

pmHG
pvq “ Pr

`

SmHG,0
ď smHG

pvq
˘

“ Pr

ˆ N
ď

n“1

`

P HG,0
n ď smHG

pvq
˘

˙

(D.1)

In other words, we know that SmHG,0 ď smHGpvq whenever there exists at least one

cutoff n for which P HG,0
n ď smHGpvq. We also know that smHGpvq is attained at some
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n “ n˚. We therefore observe the following inequality:

pmHG
pvq “ Pr

ˆ N
ď

n“1

`

P HG,0
n ď smHG

pvq
˘

˙

ě Pr
`

P HG,0
n˚ ď smHG

pvq
˘

(D.2)

By definition of the hypergeometric p-value, PrpP HG,0
n˚ ď smHGpvqq “ smHGpvq. The

theorem therefore follows.

Theorem 2 (Loose upper bound for the mHG p-value). For any v P VpN,Kq,

pmHGpvq ď NsmHGpvq.

Proof. When we apply a union bound to Equation (D.1), we have:

pmHG
pvq ď

N
ÿ

n“1

PrpP HG,0
n ď smHG

pvqq (D.3)

By definition of the hypergeometric p-value, PrpP HG,0
n ď smHGpvqq “ smHGpvq. The

theorem then follows follows from Equation (D.3).

Theorem 3 (Tighter upper bound for the mHG p-value; Lipson bound). For any

v P VpN,Kq,

pmHGpvq ď KsmHGpvq.

Proof. Given smHGpvq, let KmHGpvq be the set of all k for which

pHGpk; N,K, kq ď smHGpvq. We know that KmHGpvq is not empty, since smHGpvq was

attained for some k “ k˚
pnq. Then, for each k P KmHGpvq, let nk be the largest value

of n for which pHGpk; N,K, nq ď smHGpvq. This definition makes sense because of the

aforementioned monotonicity property of the hypergeometric p-value (see Lemma

in main text). Let P HG,0
nk

be the hypergeometric p-value of V for the cutoff nk. Then

we can represent pmHGpvq as follows:

pmHG
pvq “ Pr

`

SmHG,0
ď smHG

pvq
˘

“ Pr

ˆ

ď

kPKmHGpvq

`

P HG,0
nk

ď smHG
pvq

˘

˙

(D.4)
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In other words, we have SmHG,0 ď smHGpvq whenever the hypergeometric p-value for

at least one of the nk is equal to or smaller than smHGpvq. We can then apply another

union bound to Equation (D.4):

pmHG
pvq ď

ÿ

kPKmHGpvq

PrpP HG,0
nk

ď smHG
pvqq (D.5)

Again, by definition of the hypergeometric p-value, PrpP HG,0
n ď smHGpvqq “ smHGpvq.

We have |KmHGpvq| ď K. The theorem therefore follows from Equation (D.5).
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Appendix E

Bounds for the XL-mHG p-value

Theorem 4 (Lower bound for the XL-mHG p-value). For any v P VpN,Kq, pmHG
x,l pvq ě smHG

x,l pvq.

Proof. In the trivial case smHG
x,l pvq “ 1, we have pmHG

x,l pvq “ 1. In the remainder,

we therefore treat the case smHG
x,l pvq ă 1. Let snpv; X,Lq represent the value “con-

tributed” by the n’th cutoff in the calculation of smHG
x,l pvq:

snpv; X,Lq “

#

pHG
n pvq, if knpvq ě Xand n ď L,

1.0 otherwise

Furthermore, let the random variable S0
n represent the value of snpv; X,Lq for a list

drawn uniformly at random from VpN,Kq. We then have:

pmHG

x,l pvq “ Pr
`

SmHG,0
x,l ď smHG

x,l pvq
˘

“ Pr

ˆ N
ď

n“1

`

S0
n ď smHG

x,l pvq
˘

˙

Furthermore, we know that since smHG
x,l pvq ă 1, the test statistic was attained at some

n˚; i.e., smHG
x,l pvq “ sn˚pv; X,Lq. Therefore, we have:

Pr

ˆ N
ď

n“1

`

S0
n ď smHG

x,l pvq
˘

˙

ě PrpS0
n˚ ď smHG

x,l pvqq
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Since smHG
x,l pvq was attained at n˚, we know that n˚ ď L. Further-

more, we know that k˚
pnq ě X and that pHGpk; N,K, n˚q ą smHG

x,l pvq for any

k ă k˚
pnq (hypergeometric p-values strictly increase with smaller k). There-

fore, we have PrpS0
n˚ ď smHG

x,l pvqq “ PrpP HG,0
n˚ ď smHG

x,l pvqq “ smHG
x,l pvq, and therefore

pmHG
x,l pvq ě smHG

x,l pvq.

Theorem 5 (Upper bound for the XL-mHG p-value). For any v P VpN,Kq,

pmHG
x,l pvq ď pmintK,Lu ´X ` 1qsmHG

x,l pvq.

Proof. In the trivial case smHG
x,l pvq “ 1, we have pmHG

x,l pvq “ 1. In the remainder, we

therefore treat the case smHG
x,l pvq ă 1. Let KmHG

x,l pvq be defined as follows:

KmHG

x,l pvq “ tk : pHG
pk; N,K, kq ď smHG

x,l pvq, k ě X, k ď Lu

Since smHG
x,l pvq ă 1, the test statistic was attained at some cutoff n˚, for some k “ k˚

pnq:

pHG
pk˚pnq; N,K, n

˚
q “ smHG

x,l pvq

Since k˚
pnq ď n˚, we can rely on a monotonicity property of the hypergeometric p-

value (see Lemma in main text) to infer that k˚
pnq P KmHGpvq, so KmHG

x,l pvq is not empty.

We define nk for all k P KmHG
x,l pvq as in the proof for Theorem 3 (see Appendix D),

and then define and n1k “ mintnk, Lu for all nk. We can then represent pmHG
x,l pvq as:

pmHG

x,l pvq “ Pr
`

SmHG,0
x,l ď smHG

x,l pvq
˘

“ Pr

ˆ

ď

kPKmHG
x,l pvq

`

P HG,0
n1k

ď smHG

x,l pvq
˘

˙

(E.1)

We apply a union bound to Equation (E.1) and observe, as in Theo-

rem 3 (see Appendix D), that PrpP HG,0
n1k

ď smHG
x,l pvqq “ smHG

x,l pvq. We have

|KmHG
x,l pvq| ď mintK,Lu ´X ` 1 events in the union, which means that

pmHG
x,l pvq ď pmintK,Lu ´X ` 1qsmHG

x,l pvq.
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Appendix F

Supplemental figures for the GO-PCA method
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Figure F.1: Application of GO-PCA to 211 human transcriptomes rep-
resenting diverse hematopoietic lineages (DMAP). Shown is a heat map of the
signature matrix generated by GO-PCA. Signatures are ordered using hierarchical
clustering with correlation distance and average linkage. Samples are ordered using
hierarchical clustering with Euclidean distance and average linkage.
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Figure F.2: Homogeneity of GO-PCA signatures generated for DMAP.
Shown is a box plot of all pair-wise correlation coefficients among the genes within
each signature.
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Figure F.3: Detailed view of selected GO-PCA signatures generated for
DMAP. a - c For each signature, the signature expression profile is shown at the top,
and the expression profiles of the individual genes in the signature are shown below.
Genes are sorted using hierarchical clustering with correlation distance and average
linkage.
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Figure F.4: Application of GO-PCA to 214 mouse transcriptomes rep-
resenting diverse hematopoietic lineages (IGP1). Shown is a heat map of the
signature matrix generated by GO-PCA, as in Figure F.1.
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Figure F.5: Diagnostics for the application of GO-PCA to the IGP1

dataset. a Signature homogeneity, as in Figure F.2. b Signature robustness. c
Simulation of smaller sample sizes.
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Figure F.6: Detailed view of selected GO-PCA signatures generated for
IGP1. Plots as in Figure F.3.
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Figure F.7: Homogeneity of GO-PCA signatures generated for DMAP.
Shown is a box plot of all pair-wise correlation coefficients among the genes within
each signature, as in Figure F.2.
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Figure F.8: Analysis of the robustness of GBM GO-PCA signatures us-
ing bootstrapping. a-c Overall detection rates, dependency on sample size, and
signature-specific robustness analysis.
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Figure F.9: Correlation structure of GO-PCA signatures generated for
the GBM dataset. Shown is a heat map of pairwise signature correlation coeffi-
cients, with signatures ordered as in the signature matrix (see main text). Col-
ored boxes indicate the groups of signatures indicated by bars of the same color
in the signature matrix (blue=neuronal, gray=proliferative, yellow=immunological,
red=extracellular matrix (ECM)-related).
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Figure F.10: The effect of filtering signature genes by their correlation
with a signature “seed”. a Shown is a scatterplot comparing the median within-
signature correlation values of each DMAP signature with (R “ 0.5) and without
(R “ ´1.0) filtering. The point marked in red corresponds to the “autophagy”
signature. b,c Signature plots of the “autophagy” signature with (c) and without
(b) filtering.
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Figure F.11: Correlation between cell types from the IGP11 dataset. Shown
is a heat map of pairwise sample correlation coefficients (calculated after centering
each gene by subtracting its median expression value), with cell types ordered by
their lineage identities, as in Figure 2 from Jojic et al. 2013. Black boxes indicate
lineage groupings.
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Appendix G

Supporting texts for the GO-PCA method

G.1 A discussion of key GO-PCA parameters

G.1.1 Overview

One of the goals in designing the GO-PCA algorithm was to ensure that in most

“standard” applications, GO-PCA would produce useful results with the default

parameter settings. This is not completely unrealistic, since GO-PCA is built around

two non-parametric methodologies, namely PCA and the XL-mHG enrichment test.

Currently, the only “parameter” that needs to be considered on a case-by-case basis

is the choice of how many (and which) genes to include in the analysis. In any

multicellular organism, only a certain fraction of all protein-coding genes of that

organism is expressed in any specific cell or tissue type. If one treats the entire set of

protein-coding genes as the “universe” of genes, when in fact only some of them are

actually expressed in the samples obtained, this can result in an unwanted bias when

conducting GO enrichment analyses (the “enriched” terms could simply represent

biological functions enriched among the expressed genes). Therefore, it is strongly

recommended to only include “expressed” genes in the GO-PCA analysis. At the
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time of writing, users of GO-PCA have two options for achieving this: Either they

filter their expression matrix themselves to only contain genes they believe to be

expressed, or they use GO-PCA’s G parameter (specified using the command line

option “-G”), to filter for the most variable genes, as explained below.

After making sure that the set of genes analyzed is similar to the set of expressed

genes, the default settings of the remaining parameters (P , Xfrac, Xmin, L, R) should

allow users to obtain a useful result, bearing in mind the general caveats of the

method (see Discussion section in the main text). However, by understanding how

these additional parameters impact the output of GO-PCA, users can adjust them

to better suit their goals and the specific characteristics of the dataset analyzed.

G – Filtering the expression matrix to only include the G genes with the largest

variance While G only affects a preprocessing step that is not technically part of

the GO-PCA algorithm, it can nevertheless have a strong and direct impact on

the signatures generated by GO-PCA. Setting of this parameter directs GO-PCA

to perform variance filtering on the expression matrix, retaining only the G genes

with the largest sample variance. The application of this filter is recommended in

most applications that involve microarray data, since otherwise a large proportion

of the genes in the analysis consist of genes that are not actually expressed in the

samples under study. A large number of unexpressed genes can result in artificially

low p-values when GO-PCA performs the XL-mHG test for enrichment on the list of

genes ranked by their PC loadings, since those genes will tend to have low absolute

loadings (they are not correlated with any major axes of variation in the data).

When p-values are artificially low, many GO terms will be found to be enriched

that simply represent functional categories of genes that are generally expressed (as

opposed to not expressed at all) in the samples under study. Signatures based on

such biased GO enrichment results then are not expected to exhibit very interesting

expression patterns, and do not describe interesting ways in which the samples differ.
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I therefore advocate a conservative filtering, e.g. taking G = M/2, where M is the

number of genes represented on the array (equivalent to assuming that half of the

measured genes are expressed). However, if G is reduced too much, the analysis

might be hampered by two factors: First, the signal in some principal components

might be lost, and second, the statistical power of the GO enrichment test might be

too low at the specified p-value threshold (the default threshold is 10-6, see below).

By default, no filtering is performed (G=0). For count-based expression methods

such as RNA-Seq, a variance filter might not be optimal, and a threshold based on

absolute expression levels (e.g., RPKM ¿ 5.0) might be preferable. At the time of

writing, GO-PCA does not supporting filtering based on absolute expression, and

the user would have to perform this pre-processing step separately.

G.1.2 P –– The p-value threshold used in the GO enrichment analyses

The value of this parameter obviously has a direct impact on the number and identity

of the signatures generated, since only GO terms whose enrichment meets the speci-

fied significance threshold are used for generating signatures. By default, P “ 10´6.

This threshold was chosen as a conservative threshold for testing the enrichment of all

GO terms based on the loadings of a single PC (see discussion in the Methods section

of the paper). However, since many PCs are tested for enrichment (i.e., easily more

than 10 for large and heterogeneous datasets), selecting a conservative threshold is

actually important in order to avoid too many false positive associations. Alterna-

tively, the P-value could be adjusted for the number of PCs tested (e.g., based on

the false discovery rate). However, I would argue that this would make the output

of GO-PCA more difficult to interpret, and it would also introduce a complication

whereby different signatures could be produced for the same PC, depending on how

many other components are tested. Therefore, at the time of writing, GO-PCA’s

approach is to not apply a correction for the number of PCs tested.
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G.1.3 Xfrac and Xmin — Determining what fraction of genes with a given function
can form a “signature”

The mHG enrichment test that GO-PCA relies on (in a modified form) for detecting

enriched GO terms can sometimes detect the enrichment of a very small subset of

genes annotated with a specific GO term. For example, suppose that 100 genes in our

expression matrix are annotated with the GO term “DNA replication”, and suppose

we observe very large loadings for a few of those genes (let’s say 10) for a given

PC. This might then result in a positive enrichment test. However, how willing are

we to conclude that samples differ with respect to DNA replication activity, based

on the behavior of only 10% of genes annotated with that term? After all, these

10 genes might also serve a different function that is not yet documented by any

GO annotations. Therefore, to increase the probability of a signature label actually

“meaning what it says”, GO-PCA requires “enrichment” of a GO term to be based

on at least a certain fraction Xfrac of all genes annotated with that term (where

“all” refers to the set of genes in the expression matrix, not all protein-coding genes

of the organism). By default, Xfrac = 0.25. However, since some terms have very

few genes annotated to them 25% would correspond to only two or three genes.

Since enrichment based on two or three genes is not very interesting, GO-PCA also

requires a minimum absolute number of genes Xmin to form the basis of enrichment.

By default, Xmin “ 5. In summary, for each GO term, the X parameter of the

XL-mHG enrichment test is calculated as X “ max pXfrac ˚ k,Xminq, where k is the

number of genes in the dataset that are annotated with that term.

G.1.4 L —- Determining where to look for enrichment

Besides Xfrac and Xmin, a third parameter influencing the enrichment test is L, which

specifies which part of the ranked list of genes is tested for enrichment. Due to the

statistical nature of the mHG test, GO terms can sometimes be detected as enriched
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based on the fact that there is a slight (say, 1.5-fold) enrichment of genes annotated

with the GO term among, say, the top 50

G.1.5 R — The correlation threshold used to determine signature “membership”

In order for signatures to consist of genes with similar expression profiles, GO-PCA

performs some filtering when deciding which genes annotated with a certain GO

term to include in the corresponding signature. More specifically, it first generates a

“seed” signature consisting of the X genes with the highest correlation to the average

expression profile of the genes that form the basis of the enrichment (see the previous

paragraph for information on how X is calculated). If there are more than X of these

genes, the remaining genes are added to the signature if the correlation coefficient

between their expression and the seed signature is larger than R. By default, R =

0.5. The idea of this parameter is that increasing it leads to smaller signatures with

genes that are more tightly correlated.

G.1.6 The potential importance of ubiquitin ligases in reticulocyte development

Cullin-RING complexes constitute the largest class of ubiquitin ligases [1], and ubiq-

uitylation is known to play an important role in mitophagy of damaged mitochondria,

which involves recruitment of the E3 ubiquitin ligase PARK2 (parkin) [2]. While

the role of ubiquitylation appears less well-studied in reticulocyte development, it is

known to involve the ubiquitin-like protein LC3 [2], encoded by the gene MAP1LC3A.

The DMAP dataset did not contain measurements for PARK2, nor for MAP1LC3A.

However, LC3 is known to directly interact with SQSTM [3], one of the genes in the

autophagy signature. The 18 genes in the ULC signature discovered by GO-PCA

could therefore provide an opportunity for further research into the role of ubiquitin

ligases in mitophagy.
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Appendix H

Application of GO-PCA to additional TCGA
carcinoma datasets

Figure H.1: Application of GO-PCA to ovarian carcinoma (TCGA-OV). Red,
yellow, and blue rectangles highlight signatures related to proliferation, the immune
system, and the ECM, respectively.
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Figure H.2: Application of GO-PCA to clear renal cell carcinoma
(TCGA-KIRC). Yellow and blue rectangles highlight signatures related to the immune
system, and the ECM, respectively.

Figure H.3: Application of GO-PCA to uterine cell carcinoma
(TCGA-UCEC). Red, yellow, and blue rectangles highlight signatures related to prolif-
eration, the immune system, and the ECM, respectively.
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Figure H.4: Application of GO-PCA to lung squamous cell carcinoma
(TCGA-LUSC). Red, yellow, and blue rectangles highlight signatures related to prolif-
eration, the immune system, and the ECM, respectively.

Figure H.5: Application of GO-PCA to head and neck squamous cell car-
cinoma (TCGA-HNSC). Red, yellow, and blue rectangles highlight signatures related
to proliferation, the immune system, and the ECM, respectively.
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Figure H.6: Application of GO-PCA to thyroid carcinoma (TCGA-THCA).
Yellow and blue rectangles highlight signatures related to proliferation, the immune
system, and the ECM, respectively.

Figure H.7: Application of GO-PCA to prostate adenocarcinoma
(TCGA-PRAD). Red, yellow, and blue rectangles highlight signatures related to prolif-
eration, the immune system, and the ECM, respectively.
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Figure H.8: Application of GO-PCA to stomach adenocarcinoma
(TCGA-STAD). Red, yellow, and blue rectangles highlight signatures related to prolif-
eration, the immune system, and the ECM, respectively.

Figure H.9: Application of GO-PCA to colon adenocarcinoma
(TCGA-COAD). Red, yellow, and blue rectangles highlight signatures related to prolif-
eration, the immune system, and the ECM, respectively.
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