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Abstract

With the rapid development of computational sensing technologies, the volume of

available sensing data has been increasing daily as sensor systems grow in scale. This

is sometimes referred to as the “data deluge”. Many physical computing applications

have to spend great effort on meeting the challenges of this environment, which has

prompted a need for rapid and efficient processing of massive datasets. Fortunately,

many algorithms used in these applications can be decomposed and partially or fully

cast into a parallel computing framework. This dissertation discusses three sens-

ing models—gigapixel image formation, X-ray transmission and X-ray scattering—

and proposes methods to formulate each task as a scalable and distributed problem

which is adapted to the massively parallel architecture of Graphics Processing Units

(GPUs).

For the gigapixel images, this dissertation presents a scalable and flexible image

formation pipeline based on the MapReduce framework. The presented implementa-

tion was developed to operate on the AWARE multiscale cameras, which consist of

microcamera arrays imaging through a shared hemispherical objective. The micro-

camera field-of-views slightly overlap and are capable of generating high-resolution

and high dynamic range panoramic images and videos. The proposed GPU imple-

mentation takes advantage of the prior knowledge regarding the alignment between

microcameras and exploits the multiscale nature of the AWARE image acquisition,

enabling the rapid composition of panoramas ranging from display-scale views to
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gigapixel-scale full resolution images. On a desktop computer, a 1.6-gigapixel color

panorama captured by the AWARE-10 can be delivered in less than a minute, while

720p and 1080p panoramas can be stitched at the video frame rate.

We next present a pipeline that rapidly simulates X-ray transmission imaging via

ray-tracing on GPU. This pipeline was initially designed for statistical analysis of

X-ray threat detection in the context of aviation baggage inspection, but it could also

be applied in the modeling of other non-destructive X-ray detection systems. X-ray

transmission measurements are simulated based on Beer’s law. The highly-optimized

OptiX API is used to implement ray-tracing, greatly speeding code execution. More-

over, we use a hierarchical representation structure to determine the interaction path

length of rays traversing heterogeneous media described by layered polygons. The

validity of the pipeline was verified by comparing simulated data with experimental

data collected using a Delrin phantom and a laboratory X-ray imaging system. On a

single computer, 400 transmission projections (125ˆ 125 pixels per frame) of a bag

packed with hundreds of everyday objects can be generated via our simulation tool

in an hour, compared to thousands of hours needed by CPU-based MC approaches.

Further speed improvements have been achieved by moving the computations to a

cloud-based GPU computing platform.

Finally, we describe a high-throughput simulation algorithm for X-ray scatter

based on a deterministic but sampled approach built upon the previously described

GPU-centric ray-tracing framework. Compared to Monte Carlo and Monte Carlo-

based hybrid methods our approach is orders of magnitude faster and (in contrast

to the deterministic method) allowing for modeling of scatter radiation in arbitrary

imaging configurations and to any order. Qualitative and semi-quantitative valida-

tion have been conducted by comparing data obtained with the simulated pipeline

and a laboratory X-ray scattering system. As for the speed of execution, on a single

computer a scatter image (125ˆ125 pixels) of a simple 3D shape collected in a pencil
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beam geometry can be generated in minutes, while a realistic bag model collected in

a fan-beam geometry takes about an hour.
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1

Introduction

Computational sensing is a rapid developing field and is naturally connected to image

acquisition and computer processing. Recently, as users’ demands for image quality

(i.e., image resolution, signal-to-noise-ratio) and field-of-view are constantly grow-

ing, the scale of sensing systems has been dramatically increasing, especially in the

fields of astronomy, defense, and medical or biological diagnosis [12]. Modeling and

data processing algorithms can be very complex and time-consuming if best results

are desired [13], however, many applications requires the data flow to be processed

rapidly. For example, video cameras require image frames to be delivered at a rate

of more than 30 images per second so the motion does not look jagged. As a result,

physical computing applications have to spend great effort on meeting the high-rate

and high-resolution requirements set by both the image acquisition devices and the

image processing algorithms.

The most common computing hardware used for optical modeling and data pro-

cessing is the Central Processing Unit (CPU). According to Moore’s law, the comput-

ing capability of a CPU (at a fixed cost) doubles roughly every two years. However,

after a long period of this scaling, this trend is beginning to slow down as semi-
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conductor technology has reached a bottleneck. Instead of focusing on maximizing

the computing capability of a thread running a single core, the current trend is to

integrate multiple computing units or use vector processing units so dense tasks can

be trivially divided and processed in parallel. Therefore, exploiting concurrency has

become essential in software development so that massive datasets can be processed

within a reasonable time.

In this dissertation, we will introduce two sensing models and discuss how to

formulate them as parallelizable problems. The first sensing model is a gigapixel

camera. It is a monocentric, multiscale camera consisting of hundreds of micro-

sensors capable of delivering a multi-gigapixel-scale image per acquisition. This

prodigious amount of data requires efficient image formation techniques which can

process the gigapixel-scale data set rapidly. The second sensing model discussed

in this dissertation is an x-ray imaging system. Recently, an information-theoretic

metric has been developed to evaluate the screening performance of x-ray devices.

This method requires very large amounts of data to properly estimate entropy-related

quantities in a high-dimensional space. As data acquisition via x-ray machine is

time-consuming and and labor intensive, rapid computer simulation tools becomes

an important alternative. In addition, use of a simulated testbed enables analyses on

the performance of notional systems. For both models, we will propose strategies to

decompose the task so it can be partially or fully parallelized on multicore systems.

1.1 Motivation for GPU parallel computing

Parallel computing has been a driving force in the recent development of many sci-

entific fields, including cosmology, nuclear physics, computational biology and chem-

istry, climate and earthquake modeling, etc. Untill now, CPUs have been commonly

used for data processing and forward model computation. However, the CPU is not

a scalable solution for data-intensive problems. Over the last two decades, graphics
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processing units (GPUs) have grown in popularity. Although their original purpose

was to manipulate graphic data for display, their specialized parallel computing struc-

ture has made them more efficient than CPUs for many data-intensive applications

and led to a new research area – “general purpose computing on GPU”.

Modern GPUs are fully programmable processors. With thousands of indepen-

dent computing cores on board, GPUs offer higher peak computing throughput with

lower size, cost, and power consumption than a classic CPU. A GPU consists of a

number of streaming multiprocessors (SM), each of which executes threads concur-

rently and is based on the Single Instruction Multiple Threads (SIMT) architecture.

The threads are scheduled in groups which NVIDIA defines as a warp and execute in

parallel. All threads within a warp start from the same program address and execute

the same instructions simultaneously. As a result, instead of congregating intensive

operations in a few computing units, GPUs can transparently segment the overall

computation into a large amount of lightweight jobs which are then mapped to the

thread-block structure. Memory latency is highly tolerated by using this massive

multithreading.

Nevertheless, few applications can be directly converted into a massive parallel

processing on GPUs. Developers have to keep in mind many conditions in order to

make the implementation efficient (see Section 2.3.1). Of all considerations, breaking

the sequential implementation dependency is the most important task so that data

or algorithms can be split and processed in parallel on different GPU cores. One

may also need to pay attention to the limited global memory on a GPU, which

is typically at most several gigabytes. When the data size exceeds the amount of

available device memory, it not only poses an obstacle to I/O implementation, but

also causes problems in processing algorithms, as many of them require information

from adjacent elements so the data has to be loaded into device memory all at once.

Typical examples include tone mapping, image deblurring, and edge detection. We
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will show an example of GPU acceleration of algorithms which require local knowledge

when discussing the gigapixel camera model in this thesis.

1.2 Problem Space and Significance

1.2.1 Multiscale gigapixel image formation pipeline on GPU

Conventional single-frame cameras have difficulties with forming high resolution im-

ages over a wide field-of-view (FoV). Although the Shannon information of an imager

can be improved by enlarging the entrance pupil size (square of pupil diameter) [14],

the optical aberration scales with the aperture size and thus requires a more complex

optical design to handle off-axis aberrations. Panoramic technologies can assist by

taking a sequence of micro-images and stitching them to produce a wide field-of-view

(FoV) and highly detailed composite image. Although such a panoramic imaging fea-

ture is now ubiquitous among digital cameras, there remains room for improvement

and image acquisition, stitching, and processing become especially challenging when

the requested composite size reaches the gigapixel scale.

One primary work in this dissertation is providing a solution to overcome the

computational bottleneck on image composition for a multiscale lens design named

AWARE [15]. Just as a parallel processor distributes a computation task and exe-

cutes it in parallel among a number of constituent cores, a multiscale camera divides

the overall FoV among an array of relay optical sensors so that a high-resolution,

wide FoV image can be captured and read in a single snapshot. Ultimately, AWARE

is intended to deliver either a gigapixel-scale panorama or a megapixel-scale video

at near real-time frame rates (ą 10 Hz). As the image stitching is inherently a com-

putationally intensive task, a highly scalable image formation pipeline is required

to process this very large amount of data at a rate where the snapshot panorama

delivery is limited only by the available system transmission bandwidth.

In conventional image stitching problems, a great amount of effort has been spent
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on finding relative positions of each of the input micro-images, which is typically

achieved by finding matches in the overlap between pairs of micro-images. However,

here we can take advantage of the fixed architecture of the AWARE design and reduce

the massive feature extraction and registration problems by providing approximate

knowledge regarding the relative alignment of each microcamera from the design

specifications. The image registration problem is then transformed to be a known

geometrical projection of pixels from the local input detector space to a global output

object space. Pixels that land into the same position in the shared object space are

appropriately blended and reduced to a single output in the composite panoramas.

In this dissertation, we show that the image stitching and combination for AWARE

systems can be decomposed and executed independently among different input pix-

els. This concept fits perfectly into a model-based MapReduce framework, which can

be parallelized on distributed or multi-core platforms. This dissertation converts a

model-based image formation framework [16] previously proposed by our group into

an efficient and flexible GPU implementation, and extends the pipeline to handle the

second generation color AWARE cameras. Compared to the CPU, a GPU has many

more execution units (thousands versus several) and greater memory bandwidth,

making it an efficient tool for data-intensive applications. Moreover, this GPU im-

plementation eases the bottleneck in transmission bandwidth by requesting only the

sensor data needed for the target viewport and resolution (as the AWARE image

acquisition hardware can select and bin sensor data on request). This dynamic data

acquisition mechanism reduces the required data load and enables the formation of

display-scale video on-the-fly.

1.2.2 Simulation of X-ray transmission measurements using GPU-based ray-tracing

Another optical model addressed in this dissertation is X-ray imaging systems. Par-

ticularly in airline security, X-rays are extensively used for screening enclosures, such
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as passenger baggage, for threats or contraband. Systems are operated by exposing

baggage to X-rays and collecting transmitted or scattered radiation. The measured

signals are then compared to known signatures of threat shapes or materials [17].

Typical X-ray detection systems include one or more of X-ray sources which illu-

minate an object, one or more of detector arrays, and a belt which moves the object

through the inspection region. Image quality in radiography is majorly influenced

by three factors [18]: detector properties (i.e., quantum efficiency, spatial resolution,

sensitivity and dynamic range, contrast, noise), system geometry (i.e., source-to-

detector distances, number and alignment of sources and detectors, source focal spot

size), and object structure (i.e., layout, shape, material). To evaluate the contribu-

tions of different factors, a quantitative metric for X-ray detection performance is

required.

Conventional image-based evaluation metrics are not suitable for they are in-

direct and conflate hardware and software limitations. Recently, a task-specific

information-based metric [19] has been proposed, which rates the performance of

detection systems by the amount of relevant task information contained in the mea-

surements. System parameters can then be optimized by analyzing this information

content for different settings of system characteristics and threat materials. How-

ever, this information-theoretic method requires a great amount of data (thousands

to millions of bag measurements per parameter optimization) to properly capture the

statistical variations of objects in high dimensional space. This amount of data is

sufficiently large that the data acquisition via real-world machines is untenable. As

an alternative, a high-throughput simulation tool is needed to model X-ray imaging

systems and generate required measurements given plausible bag descriptions.

Currently, X-ray transmission simulation codes are mainly based on two classes of

algorithms: Monte Carlo (MC) [20, 21, 22] and deterministic [23, 24, 25]. Both algo-

rithms have advantages and drawbacks. Monte Carlo approaches track the transport
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of individual photons through random sampling of general probability of different oc-

currences; the average behavior of photons in the physical system is inferred by the

simulated results of a large number of trials. Monte Carlo methods can simulate pho-

ton transport in great detail [26], but they are computationally intensive and can be

slow even with GPU-accelerated algorithms [27, 28]. Deterministic approaches are

based on Beer’s attenuation law and ray-tracing techniques. They are able to carry

out simulations of complex X-ray imaging in a short time by only directly computing

mean intensities/photon numbers. However, these methods do not generally consider

photon scattering.

Considering the extremely large amount of measurements needed by the information-

theoretic studies, we choose a deterministic approach, for it simulates the measure-

ments with adequate accuracy and efficiency. This dissertation demonstrates a new

simulation pipeline that models all essential modules of commercial X-ray imag-

ing systems. It can even simulate systems which are not yet physically available,

and thus can be used to guide future system development. The highly optimized

NVIDIA OptiX API is adapted to track the photon-object interactions, which dra-

matically speeds the simulation. In order to model realistic baggage of a wide variety

of stream-of-commerce objects, this work introduces a hierarchical structure to de-

scribe the spatial relationship of nested objects. Although this pipeline was initially

designed for studies of X-ray baggage screening systems, it could also be applied to

modeling and optimization of other non-destructive X-ray detection systems, such

as medical diagnostic or manufacturing systems.

1.2.3 Simulation of X-ray scattering measurements using GPU-based ray-tracing

In section 1.2.2, we introduced a deterministic simulation approach to rapidly gen-

erate X-ray transmission measurements of complex three-dimensional objects. How-

ever, this code does not consider scattering of photons. Tackling X-ray scattering is
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important in two aspects. First, image quality of a radiograph is often degraded by

the scattered photons superimposed on it [29]; modeling of scattered signals helps to

assess the impact of this scattering noise. Second, the scattered radiation can help to

identify threats that are ambiguous in normal transmission imaging [30, 31]. Here, I

consider a method to incorporate scatter into the GPU pipeline.

To date, three major classes of algorithms have been used for modeling X-ray

scattering physics: deterministic [32], Monte Carlo [33, 34], and hybrid [35, 36]. The

MC method comprehensively simulates photon transport and interactions, but re-

quires massive computation. On the other hand, the fully deterministic approach

can generate noise-free measurements in a short time, however it only involves first

order Born scattering in order to allow for closed-form integral representations. In

addition, previous work [32, 37] only supported the simulation of first-order scatter.

Recently, several medical physics groups proposed a hybrid model, which combines

the deterministic calculation of single-scatter with a MC estimation of multiple ran-

dom scatter occurrences. Although the overall simulation of a hybrid method is

faster than standard MC methods for an equivalent signal quality, considering the

large number of measurements required by the information-theoretic analysis of X-

ray detection, an even faster data generation tool is desired.

Inspired by the hybrid method from medical imaging, this dissertation develops

a new approach which allows us to incorporate scatter in a deterministic but sam-

pled way. Instead of randomly positioning the scattering centers through an MC

based sampling approach (which then requires a large number of photons to prop-

erly sample the distributions and detailed computations to track the history of every

photon), we uniformly distribute them in terms of mean free path. For centers on a

single ray segment, the scattered photon numbers are exponentially decreasing and

sum to the total number of photons scattered from their primary beam. As higher

order scatter can be modeled by repeatedly generating new scattering centers along
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the rays deflected from first-order scattering centers, this method can handle scat-

ters at any order at the expense of increased computation time. In our work, we

have used this deterministic but sampled approach exclusively for first-order scat-

ter simulation. This scatter simulation work is a continuation of our previous X-ray

transmission simulation code, using the same triangular meshed descriptors to model

object geometries and tracking photon-material interactions via the GPU-centric ray-

tracing APIs. Compared to pure MC and MC-based hybrid approaches, when only

the first-order scatter is considered, our method can be up to several tens of times

faster while, in contrast to the fully deterministic approach, allowing modeling of

scatter radiation in arbitrary imaging configurations and to any order.

1.3 Organization of this thesis

This dissertation is structured as follows. Chapter 2 briefly describes the GPU mem-

ory architecture and programming, as well as the considerations that are required

to efficiently use the hardware. Chapter 3 first introduces the gigapixel model-based

image formation pipeline; detailed GPU implementations are presented after that.

Throughput and image quality of the composite gigapixel panoramas as well as real-

time navigation through multiscale gigapixel videos are demonstrated in this section

also. Next, a rapid X-ray transmission simulation tool based on GPU ray-tracing

technologies is described in Chapter 4. A ray-tracing algorithm used for synthesiz-

ing X-ray images is reviewed at the beginning, followed by a step-by-step simulation

scheme. Later in this section, the simulated results of a phantom object are validated

against experimental measurements, followed by the evaluation of computational

speed. Finally, we show how the presented simulation tool can be used to support

the exploration of X-ray photoabsorption-based architectures for anomaly detection.

Chapter 5 presents a high-throughput X-ray scatter simulation framework based on

a deterministic algorithm. This work is a continuation of our transmission simulation
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code, based on a similar ray-tracing framework and making use of GPU technologies

to accelerate the run-time. Chapter 5 is structured analogous to Chapter 4, starting

with physical background and simulation methodology, followed by experimental val-

idation, throughput evaluation, and examples of applications. Chapter 6 concludes

the dissertation and suggests future work.
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2

Overview of GPU Parallel Computing

Popularized by NVIDIA, the GPU has evolved into a highly parallel, multicore, mul-

tithreaded, and unified processor, working efficiently for both graphics and general-

purpose parallel computations. With the development of new hardware interfaces,

modern GPUs let application developers exploit their parallelism through straightfor-

ward programming models such as CUDA C [38] and OpenGL [39]. This tremendous

computing performance coupled with easy programmability have allowed more and

more researchers to explore mapping non-graphics problems onto the GPU platform.

In this chapter, we will go over the computing background required to frame our

discussion. We exclusively use the NVIDIA developed CUDA C as our computing

platform, though the parallel problems described in the remaining chapters may be

addressed using other programming models such as OpenGL.

2.1 A hierarchical memory structure

As shown in Fig. 2.1, the GPU memory is organized hierarchically, including a DRAM

memory, a L2 unified cache memory, read-only constant and texture cache memory,

a fast-access shared and L1 memory cache, as well as 32-bit registers. Data stored
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in register memory is private for the thread who owns it and lasts for the lifetime

of that thread. Depending on the architectures and compute capacity, there are

32 KB (Fermi architecture) or 64 KB (Kepler architecture) registers per Streaming

Multiprocessors (SMs), and 63 „ 255 register per thread. The register memory is

low latency and high bandwidth (1.5-2 TB/s on Kepler GK104).

Shared memory allows fast data interchange (theoretically as fast as a register)

between threads within the same thread block and lasts for the duration of that

thread block. Constant and texture caches are read-only during a kernel execution

and commonly used for fast broadcast of reads to threads. This read-only path

provides another way to load data from global memory other than the shared/L1

cache path. In addition, the read-only data cache supports full speed non-coalesced

memory access and thereby is beneficial for scenarios with scattered data access

patterns [1]. The L2 memory is the primary point of unification among all SMs. All

data accesses to DRAM memory have to go through L2 cache.

The off-chip DRAM memory is commonly referred as the GPU memory or global

memory, and is connected to the CPU (host) via PCI Express. Data stored in global

memory lasts during the host allocation and is accessible to all threads within an

application. Compared to shared memory, global memory has a lower bandwidth

(Kepler GK104 GTX 660: 192 GB/s) and therefore one should either keep the data

access to global memory as minimal as possible or hide memory latency by overlap-

ping it with kernel executions.

2.2 CUDA paradigm

2.2.1 Thread organization

Parallel computing with NVIDIA GPUs can be addressed by using the CUDA C

interface. The CUDA execution and memory model follow closely to the underlying

hardware. There are three key features in the CUDA programming: a hierarchy of
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Stream Multiprocessor (SM) N

on-chip
memory

off-chip
memory

Figure 2.1: GPU memory hierarchy (Kepler) [1].

thread groups, shared memory communication, and barrier synchronization. These

features allows developers to transparently scale a coarse problem into fine-grained

pieces which can be solved independently or cooperatively in parallel.

GPU threads are the basic processing elements and are contained in a thread

block structure. Each thread block is assigned to one SM. A CUDA program allows

the number of thread blocks to greatly exceed the number of processors, which gives

developers more flexibility in the granularity of data partition. However, to support

this virtual scalability, CUDA requires the blocks to be executed independently and

in any order. Generally, there are two methods to synchronize the threads: barrier

and atomic operations. A barrier guarantees the writes of all threads performed

before the barrier are visible to each other after passing the barrier [2], while atomic

operations serialize contentious/concurrent updates from multiple threads. Threads

within a block may use a barrier to synchronize and communicate through the on-

chip shared memory. However, threads residing at different blocks have no means to

synchronize during a kernel execution, but they can coordinate their work through
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atomic operations on global memory.

Blocks are further grouped into grids where all threads execute the same instruc-

tion code. This parallel module, where a function is simultaneously executed by N

threads, is referred as the kernel function. Threads within the kernel function are

indexed by their respective thread ID and block ID (unique per each block and per

each grid), which can be used to link operations and data for processing. Thread

blocks and grids may have one, two, or three dimensions, with their indices specified

by .x, .y, and .z. The maximum number of concurrent threads is limited by the

available hardware resources. Operations outside and between kernel functions are

executed in sequence.

thread

per-thread local memory

thread block

per-block
shared

memory

kernel 0 grid

...

global
memory

inter-kernel synchronization barrier

kernel 1 grid

...

Figure 2.2: CUDA thread group hierarchy [2].
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2.2.2 Single Instruction Multiple Thread (SIMT) architecture

On contemporary GPUs, every 32 threads in a thread block are grouped into a warp.

Threads of a warp start together at the same program address and execute one

common instruction at a time. If threads of a warp diverge via a conditional path,

the warp will serialize the execution of each branch path taken, disabling threads

that are not on the current path. Threads of a warp will converge back to the same

execution path after all paths have been completed [2]. If a thread within a warp

incurs long latency operations, the run time of that whole warp is extended. As

a result, full efficiency is only realized when threads are coalesced to instruction

streams. Note branch divergence only occurs within a warp. Different warps are

executed independently regardless of whether they execute common or disjointed

instruction streams. Ready warps within a SM are issued into the pipeline in a

round-robin fashion, while non-ready warps (i.e., those waiting on memory access)

are skipped [40].

2.3 Design strategies

2.3.1 Fundamental guidlines

The most general GPU programming guidelines are maximizing independent paral-

lelism, maximizing GPU utilization, and maximizing memory throughput. Thread

independence is important in two aspects: first, thread synchronization is costly

especially in the global memory space, for it requires multiple kernel invocations

which incur additional overhead; second, reads/writes through global memory are

slow (hundreds of clock cycles) and are likely to become performance bottlenecks.

Therefore, we should reduce the number of points where threads need to synchronize

or cooperate and make the kernels as coarse-grained as feasible.

The next step is to maximize the GPU utilization. As discussed previously, a warp
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in an SM stalls when the instruction arguments are not ready. Since warp context

switching is essentially free (for state does not need to be saved and restored [41]),

latency can be hidden by launching a large number of threads so there are always

some active warps ready to be issued. In addition, as the throughput of a parallel

application is dependent on the slowest thread, computations should be properly

partitioned to keep the GPU threads equally busy.

Another area for concern is the memory throughput. Since device memory has

low bandwidth (inherently limited by the bandwidth of PCIe bus), it is important

to reduce the data transfer between host and device. Developers may have to make

tradeoffs between arithmetic operations and data transfer, and sometimes it is more

efficient to compute intermediate data on-the-fly rather than copying it back and

forth to host memory. One can also hide data transfer latency by overlapping it with

uncorrelated kernel executions. Finally, batching many small data transfers into one

large transfer can also be beneficial as it eliminates per-transfer overhead.

2.3.2 Performance optimization

After parallelizing an application, developers may have to spend a great amount of

time on optimizing the implementation to increase efficiency. Program optimization

is often conducted in the following order: identify the opportunity for optimization,

applying an optimization strategy, verifying the improvement, and trying another

strategy if no significant speedup is achieved or repeating the steps for another opti-

mization. There are many profiling tools available for guiding this process and more

information can be found in the CUDA Toolkit Document. We here explain a few

concepts and summarize some of tips in the manual relevant with our work.
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Data transfer

As discussed in 2.1, the GPU cannot access data resided on pageable host (CPU)

memory directly, so when a data transfer between host memory and device memory

is invoked, the CUDA driver first creates a temporary page-locked, or “pinned” mem-

ory. Data is first copied to the pinned buffer, and then transferred to device or host,

as desired. This cost of transfer between pageable and pinned host buffer can be

avoided by allocating host data directly in pinned memory using cudaMallocHost()

or cudaHostAlloc(). Depending on the type of host systems (CPU, motherboard)

and GPUs, the pinned transfer can be as twice as faster as pageable transfers. Nev-

ertheless, one should avoid the exceed use of pinned memory as it can degrade overall

system performance by reducing the amount of memory available to the operating

systems for paging operations. The safe zone or the optimal amount varies between

different systems and applications and has to be find through experiments.

By making use of the pinned memory, one can overlap kernel executions with

data transfers. CUDA API provides the non-blocking cudaMemcpyAsync() function.

When initiate a data transfer via this asynchronous memory copy function, control

is returned immediately to the main thread after the call. One good strategy is to

break data into chunks, transfer them in several stages, and launch multiple kernel

functions to process each chunk of data as it arrives. This provides a great way to

mask the data transfer time by overlapping it with asynchronous kernel execution.

Another interesting subset of pinned memory is the mapped or “zero-copy” mem-

ory. This type of memory should be explicitly defined using the flag cudaHostAl-

locMapped. It ensures the memory created on host is mapped to the CUDA address

space so that the allocated buffer is accessible from the device. With the zero-copy

memory, data is transferred over PCIe bus automatically but slowly. It allows the

host side to change or read results while the kernel instance is still running. This
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type of memory is preferable when the compute to memory ratio is very high or when

the data does not fit into the GPU memory. Besides, due to the overhead associated

with data transfer, small transfers are recommended to be batched and transferred

at once.

Memory access

One of crucial factors that impacts the speed of read/write from/to the global device

memory is the memory coalescing. Coalesced global memory access is a method

for combining multiple loads or stores into a single transaction. Because all GPU

memory accesses are cached and threads in a warp execute the same instruction,

every successive 128 bytes (32 single precision data) memory access by a warp (32

consecutive threads) can be coalesced into a single transactions [42]. As each un-

coalesced memory access generates a different transaction, the number of sequential

memory access transactions can grow up to 16 in the worst case. Conditions that

may lead to uncoalesced load include but not limited to: non-sequential memory

access, misaligned memory access, and sparse memory access.

While designing a parallel application, one should also be cautious about race

conditions. Race conditions occur when more than one thread attempt to update

the same memory address simultaneously. Although a lock or atomic operation can

solve this asynchrony by preventing one thread from overwriting the operation of the

other, those solutions incur a serialization penalty.

Instruction throughput maximisation

As discussed above, due to the GPU’s SIMT execution model, all threads in a warp

must execute the same instruction at the same time for true parallel operation. This

suggests that flow control statements (i.e., if statement) can result in a significant

performance loss by causing threads in the same warp to diverge. This creates
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different execution paths which then have to be executed serially. Threads will

converge back to the same execution path after all different execution paths are

completed natively.

It is important to note that CUDA began to support double precision operations

very recently. In old versions, double precision operations in GPU are vastly slower

than single precision. For example, it is not unusual to observe that runtime on

a GTX 770 GPU reduce by a factor of 24 by merely changing the data type from

“float” type to “double”. Thus when working with older versions of CUDA, single

precision arithmetic functions are generally recommended as long as the reduced

precision does not impact the desired output.
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3

Multiscale Gigapixel Color Image Formation on
GPU

3.1 Overview of image formation and motivation

3.1.1 Fundamentals of image stitching

Image stitching refers to the process of combining multiple correlated images taken

from different viewpoints or by different sensors into a wide-angle panorama. It ex-

tends the physical limit of resolution (i.e., the number of distinct pixels) without in-

troducing undesirable optical distortions as does using a wide angle lens. Nowadays,

the panoramic techniques are widely used in diversified applications ranging from

scientific observation to commercial cameras. Considerable effort has been invested

in research on image compositing, aiming for fast rendering of seamless panoramas.

The compositing of a panorama mainly consists of three steps [43]:

• Registration: The image stitching relies on the knowledge of geometric align-

ment between input images. One typical method used for the registration of

images is to extract features from shared regions and generate geometric trans-

formations that match the corresponding features. The best known registration
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algorithms are Scale Invariant Feature Transform (SIFT) [44] and Speeded Up

Robust Feature (SURF) [45]. When no prior knowledge on the geometry of

image acquisition exists, registration is computationally expensive and prone

to error.

• Image alignment: Once the correspondence between input images is known,

images are projected onto a common surface through a collection of geometric

transformations. Input images may need be warped when projected from a pla-

nar image acquisition surface onto a curved compositing surface or vice versa.

This process may yield distorted artifacts which require additional correction

algorithms.

• Blending: Once input images are properly aligned, the overlapped pixels have

to be blended to make the transition between images seamless. Due to the

variations in exposure, color balance, or intensity, overlapping pixels cannot be

merged through a simple averaging process. One popular approach is weighting

the input pixels proportionally to their distance to the edge of original images

(i.e., weight pixels higher if they are closer to the center of the input image) [46].

Such weighted combination technique is called feathering and is helpful to

eliminate exposure and color balance artifacts in the blended image. Feathering

can also be performed in the gradient domain [47] to further minimize seams

caused by misalignments between input images. Because a panorama may span

a large field of view with significant contrast variations, it is often first stored in

a high dynamic range domain and then reduced to the limited dynamic range

of the monitor through tone-mapping. Many algorithms have been designed

to handle this dynamic range reduction problem [48, 49, 50, 51], and a good

tone-mapping operator will generally be able to preserve the local contrast.

Although image stitching is a fairly mature field, most image registration software
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make no assumptions about the geometric alignment of cameras. A great amount

of effort is spent on finding commonalities among input images in order to identify

their geometric correspondence, which makes an on-the-fly rendering of gigapixel

panoramas unlikely.

3.1.2 Multiscale array cameras

Gigapixel images [52] were initially achieved by using pan-and-scan panoramic tech-

niques [53]. This image acquisition method is slow and may cause jagged artifacts

resulting from temporal changes in the scene between acquisitions. In addition, im-

age registration and fusion is computationally intensive, due to the lack of precise

position information between shots. A parallel camera array is an alternative that

eliminates the pan and scan process. By mounting an array of optical sensors, the

wide-field optical information can be distributed to several relay optical sensors,

which capture the data simultaneously. Nevertheless, previous designs [54, 55] lack

a shared objective and are not scalable in size, weight, power and cost (SWAP-C).

Recently, a new class of multiscale lens architecture—named AWARE—has been

proposed in [15] to handle the snapshot gigapixel imaging. The AWARE camera is

developed based on a multiscale imaging design, whose exploded view is shown in

Fig 3.1. These cameras employ a large shared objective lens, which sets the physical

limit of resolution, surrounded by a parallel array of secondary microcameras that

each captures a sub-region of the overall FoV. The field of view of microcameras are

slightly overlapped to eliminate the gaps in the field. This multiscale imaging system

delivers a high resolution panoramic view at reduced volume and cost compared to

conventional optical systems capable of comparable FoV and resolution. A variety of

AWARE gigapixel cameras have been developed, ranging in resolution, size, and color

depth, including AWARE-2 [15], AWARE-10 [3], and AWARE-40 [56]. AWARE-2

uses 14-megapixel monochrome CMOS detectors [57], and is capable of producing
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Figure 3.1: Optical design of the AWARE-10 camera. Microcameras are mounted
on a hemispherical surface, with each sampling a small portion of the full system
FoV (Taken from[3])

up to 2 gigapixel snapshot monochromatic panorama spanning a 120˝ ˆ 40˝ FoV.

AWARE-10 can accommodate up to 382 microcameras loaded with 14-megapixel

Bayer-color microcameras, and supports up to a 4 gigapixel snapshot color panorama

that spans a 100˝ ˆ 60˝ FoV. The AWARE-40 is the latest installment, which has

a higher optical resolution and can deliver up to 40 gigapixels of color snapshot

panorama.

In this dissertation, we present a GPU-implemented pipeline to rapidly compose

images taken from arbitrary AWARE architectures. As the microcamera images

can be stitched after or during the image acquisition, our image formation pipeline

considers two main functional modes: snapshot and live view. The snapshot mode

generates a high-resolution and wide-field of view panorama once all microcamera

images have been acquired and transferred. While the live view mode aims to keep

pace with the image acquisition and display images at video rates. For both modes,

as more computation resources are available, the rate at which the imagery can be

delivered increases and is fundamentally set by the data transmission bandwidth. For

example, given a gigabit-ethernet link, it takes 8 seconds to transfer one-gigabyte of

image data; the image formation pipeline is expected to generate composite panora-
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mas with at least this rate.

This constrained bandwidth puts difficulties on the live view mode. However,

we note that no display device can present a gigapixel image at full resolution and

typical HD display devices are around 2-4 megapixels. This limitation on display

scale yields a solution to the data-overload problem, which is to provide the user

with a live interface that delivers display-scale imagery at the system frame rate.

A user is allowed to pan and zoom as desired on this live interface and only the

microcamera data within the requested region-of-interested (ROI) is transmitted

(and is transmitted at a resolution that matches the resolution of available display

device). This mode of data transfer is possible as the AWARE electronics allow each

microcamera to be independently controlled for data acquisition, focus, exposure,

and gain. In addition, the microcamera data can be downsampled on-chip, which

enables the AWARE camera to operate with dynamic digital zoom capabilities. As

such, the live view acts as a browser into the full set of gigapixel data, letting a user

pan and zoom as desired. As the extent and resolution of the microcamera data can

dynamically adapt to the user requested viewport, a display-scale video image can

be composed on-the-fly.

3.2 Gigapixel image formation theory and methodology

3.2.1 Registration and optical modeling

As shown in Fig. 3.1, microcameras on the AWARE system are held in a geodesic

dome. The views of individual microcameras are slightly overlapped to avoid gaps

in the overall FoV. The gigapixel panorama is produced by combining a series of

micro-images together. This process requires information regarding the geometric

alignment between the images as well as the individual detector response.

Traditional panoramic stitching softwares make no assumption about the geom-

etry of the image acquisition. The most likely alignment of images with respect to
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each other is often obtained by first applying image registration techniques—using

feature detection and matching algorithms such as SIFT—followed by bundle adjust-

ment techniques [58]. However, microcameras on a multiscale system are arranged

to cover the spherical surface as efficiently as possible (so the number of microcam-

eras needed to cover the desired FoV is minimized). The overlapped regions between

individual cameras are too sparse to robustly support the feature extraction needed

for arbitrary reigstration.

Image registration for AWARE can take advantage of the known fixed layout of

microcameras to reduce the set of possible solutions for micro-image alignment. The

pointing (the global orientation of a sensor optical axis) and clocking (the angular

rotation of a sensor focal plane about that axis) of every microcamera are known to

within manufacturing tolerances. The only deviation from the designed alignment

comes from the drift between or within microcameras, which is usually due to physical

shocks or thermal issues. Although the drift of microcameras is unavoidable, with

proper mechanical design, one can expect these impacts to be small. Therefore, once

geometric alignment models are obtained (by the design specifications for pointing

of each microcamera or through a calibration process [59]), they can be considered

stable for a certain period of time. Monitoring of the current alignment is still

necessary and one can then periodically update the geometric transformation model

via further image registration approaches.

The model used for AWARE image compositing is more than a simple coordinate

transformation from relative detector space to a global object space. It must consider

the image distortion from the optical aberrations, which should be removed before

performing the pixel projection. We predict the distortion via analysis of the optical

design using ZEMAX and adapt a low-dimensional polynomial model [5] to describe

the form of distortion. This low-dimensional polynomial model is a trade-off between

the run-time (as computations scale fast with the model complexity when billions
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of pixel operations are needed for one composite gigapixel image) and accuracy of

stitching. The image compositing model is a combination of this distortion model

and the aforementioned coordinate transformation model.

3.2.2 Model-based image compositing

As mentioned above, we consider the image registration model to be fixed for a

certain period of time. This means that the registration of the micro-images can be

understood as a blind projection of each pixel from its relative position px, yq in the

detector space to the absolute position pθ, φq in the object space; pθ, φq is the angular

coordinate. The spherical object space is then converted into a suitable planar space

(e.g. equidistance, equal-area, conformal, etc.) that can be evenly discretized as

pixels. Throughout this charpter we will use an azimuthal equidistant projection for

simplicity, so the pixels in object space are in the cartesian coordinates pθx, θyq.

A given pθx, θyq location in the object space may incorporate pixel information

from several microcameras in their overlapping regions. Pixels within the same

microcameras may also contribute to a common resolution element in the object

space as well due to resolution and rotation mismatches between both spaces. The

irradiance of a pixel at a particular pθx, θyq coordinate in the object space is estimated

as a weighted mixture of the contributions of all incident input pixels. As the relative

illumination of a measurement is a function of radial position on a detector [5], pixels

located at edge of a detector are dimmer than the ones closer to the center of a

camera, and are thus acquired at lower SNR. The same goes for pixels coming from

microcameras that have used shorter exposure time.

Therefore, the weight for each incoming pixel should be related to the product of

its relative illumination (r) and its exposure time (t). We consider the value of an

individual pixel, v, is related to the source irradiance I via

v “ rtI ` n, (3.1)
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where r and t are the relative illumination and exposure at that particular camer-

a/pixel location, and n is a random AWGN. We can then derive the scene irradiance

Ipθx, θyq in the object space using the well-known maximum likelihood estimator for

a combination of (Gaussian-noise-corrupted) weighted measurements:

Îpθx, θyq “
1

M

M
ÿ

c“1

řNc

k“1 rcktcvck
řNc

k“1 r
2
ckt

2
c

, (3.2)

where vck and rck are the input pixel intensity and corresponding relative illumi-

nation for pixel k in microcamera c, respectively; tc is the exposure time for each

microcamera c; Nc are the number of pixels from the same microcamera c, and M

are the number of different microcameras, that can view the output pixel pθx, θyq.

Compared to traditional image stitching approaches, this model-based registra-

tion strategy is based on a periodically updated forward model. As this parametric

model can be applied to each input measurement independently, the pixel projection

is perfectly parallelizable. In addition, the estimation of source irradiance in the pix-

els of object space is independent of each other, thus this can also be implemented in

parallel. As a result, we structure a compositing algorithm that is compatible with

a MapReduce [60] framework.

3.2.3 MapReduce framework

MapReduce is a programming model designed for efficiently process large datasets

in distributed systems, by exploiting data parallelism. This model consists of two

functions, MAP and a followed REDUCE. Input data read from the file system have

be organized in the form of user-defined key-value pairs. The MAP function takes

an initial key-value pair and transforms it into intermediate key-value sets via an

user-defined function. Outputs from MAP function are then sorted and partitioned

so that all pairs sharing the same key will be delivered to the same REDUCE node.
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Subsequently, each REDUCE node merges all intermediate values associated with

the same keys via another user-defined function and then generates a final output.

The primary benefit of this framework is that the computational complexity of data

intensive problems can be reduced by distributing the data to any number of parallel

cores to execute the MAP or REDUCE functions. Therefore, MapReduce is suitable

for batch processing works, while the tasks that involve massive interactive operations

or those that cannot be trivially partitioned or recombined are problematic.

By taking advantage of the fixed structure of the microcamera array, we find the

image formation task for AWARE camera fits beautifully in a MapReduce framework.

The initial data set is a list of pixels from different detectors. They are naturally

grouped into the key-value pairs using their pixel coordinate px, yq and microcamera

index (cam#) as the key, and the pixel intensity (v) and exposure time (t) as the

value. As shown in Fig. 3.2, the geometric projection from detector space to object

space acts as a MAP operation, while the irradiance estimation from a mixture of

detector measurements acts as a REDUCE operation.

Using a model-based image formation approach, the projection of a given pixel

in a given microcamera is completely independent of any other pixel in any other

microcamera. The MAP operator can then be performed on every pixel from detector

space in parallel, converting the initial key list ppx, yq, cam#q into another list pθx, θyq

via the geometric alignment model. The relative illumination (r) at that particular

pixel location is included into the expanded value list, which is obtained either using

ZEMAX analysis or from flat-field microcamera measurements.

The radiometric alignment is implemented using Eq 3.2. Once intermediate key-

value pairs are generated, the REDUCE function is applied to each output reso-

lution element independently to combine values from that angle and compute the

intensity. Fig. 3.3 exemplifies the projection of some detectors onto a composite

object space. The dashed-dot lines depict the resolution elements in the composite
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Tuple of {((x, y ), cam #) , (v, t)}

...Microcamera
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Figure 3.2: The model-based image formation is casted into a MapReduce frame-
work. The MAP function operates the pixel projection by transforming pixels from
one set of key-value pair to another set. The REDUCE function operates the pixel
blending by combining pairs of the same keys into the irradiance in the object space.
(Taken from [4])

object space, while the solid blue lines describe the pixels in detector space. As

illustrated in Fig. 3.3, duplicate pixels in the object space come from two sources:

inter-microcamera overlap and intra-microcamera aliasing and discretization. In [16],

we suggested to compute the source irradiance Ipθx, θyq by blindly combining all

measurements corresponding to that location. However, later we found the pixels

at overlapping regions were not smoothly varying due to the differences found in

the relative illumination and exposure values between different microcameras. As
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a result, the reduction for the input pixels at a given output element is separated

into two stages: the intra-camera reduction and the inter-camera reduction. The

intra-camera reduction deals with duplicate pixels caused by aliasing or quantization

and combines pixels from the same microcamera that map to a shared resolution

element pθx, θyq, leading to the following intermediate estimate for the irradiance:

Îcpθx, θyq “

řn
k“1 rcktckvck
řn
k“1 r

2
ckt

2
ck

. (3.3)

The inter-camera reduction averages the resulting radiance estimations from differ-

ent microcameras in the overlapping areas (at least 40% overlap of fields with the

neighboring cameras for AWARE-10 [57] and „ 30% for AWARE-40 [56]), leading

to the final estimate of the irradiance for the output pixel pθx, θyq as follows:

Îpθx, θyq “
1

M

M
ÿ

c“1

Îc. (3.4)

3.2.4 Flat-field Compensation

The relative illuminations at each detector pixel location was originally modeled

using a ZEMAX analysis of the AWARE optical system. The change in relative

illumination was described using the distance from the center of a microcamera.

However, this ZEMAX-based illumination model does not capture the stray light

effects present in the system, which cause significant ring artifacts on the outer

edge of some early generations of AWARE microcameras. These ring artifacts have

been mitigated in the later generations of AWARE cameras by incorporating more

stringent stray light control, while for AWARE-2, we resolved the issue by tracking

the relative illumination fall-off using flat-field measurements (i.e., images taken by

exposing objective lens to a relatively uniform light source). Similar results can be
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Figure 3.3: Pixels are projected from their source detector space onto a uniform
composite space. Due to the misaligned input/output resolution elements and the
overlaps among detectors, further reductions are required in order to generate a
seamless panorama. (Taken from [4])

obtained by applying a cut-off radius when computing the relative illumination using

the aforementioned parametric model and ignoring those pixels at locations far from

the center of a microcamera. However, this approach does not consider the non-

uniformity of the detector response. Moreover (and particularly for the case of the

Bayer-color CCD detectors), the flat-fields can also be used to model and adjust the

different gains found in the RGB channel responses across all the detectors in the

AWARE microcamera array.

3.3 CPU implementation of model-based image compositing

Although this chapter is formed in the context of GPU-based processing, our first

attempt at using the MAP/REDUCE approach involved a cluster [5]. Though the

image compositing problem has been framed as a collection of independent operations

that can be executed by as many processors as possible, due to the relative high

inter-core communication latency and the lower inter-core bandwidth (14 GB/sec
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Figure 3.4: Image formation for AWARE was initially implemented on a CPU-
based cluster using the Message Passing Interface (MPI) framework. One processing
core serves as the root node while each remaining core in cluster servers acts as a
worker. The root node parses user command and distributes the compositing work
to a pool of workers. (Taken from [5])

compared to „200 GB/sec on GPU), CPU-based cluster is not scalable to massively

amortized tasks, not even to mention the steep rise in financial cost with the growth

of number of cores. Therefore, instead of assigning one operation to each single

processor, we equally divided the FoV into several sub-regions and treated each as

an individual compositing job that can be implemented in parallel on an available

CPU core. In this case, MAP and REDUCE operations within a region were executed

in parallel, while the regions were processed sequentially.

This parallel pipeline is managed via a Message Passing Interface (MPI) frame-

work [61] as shown in Fig. 3.4. One core is dedicated as the “root node” while the

remaining cores serve as the “workers”. The root node receives compositing com-

mands via a MATLAB Graphical User Interface (GUI) and distributes jobs evenly

to the available workers. The final high dynamic range (HDR) gigapixel panorama

was obtained by combining the outputs from different parallel workers.
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3.4 GPU implementation of color image compositing

In contrast to multi-core CPUs, modern GPUs are massively parallel and use thread-

based programming model. For example, as we have mentioned in Chapter 2, a

NVIDIA K40 GPU consists of 2880 cores and can schedule up to tens of millions

of threads. The overall computation can therefore be transparently segmented into

a large number of lightweight jobs and run in parallel. As there is no inter-pixel

interaction needed by each function, GPU computing offers the possibility of true

pixel-wise parallel operations. However, due to the constrained memory space (sev-

eral gigabytes of on-board memory), only a portion of the full FoV can fit into the

available GPU memory (1 gigapixel compositing job may require tens of Gigabyte

memory in total).

Note that though there is an additional latency induced by the required memory

transfer from CPU to GPU, it can be hidden by overlapping the computations with

the transfer. This can be achieved using asynchronous memory copy functions (2.3.1)

provided by NVIDIA CUDA or using zero-copy with asynchronous kernel execution

(2.3.1). In remaining sections, we provide all details for the GPU implementation

of the model-based image formation as well as the extensions needed to work with

the second generation (color) AWARE cameras. To address color, we added a pre-

processing stage to handle the Bayer color filters and appended a post-processing

stage to manage the final color appearance of the composited images.

3.4.1 Pre-processing

The raw Bayer data obtained from the AWARE color camera needs to be processed

before being sent to the image compositing pipeline to produce the final scene. Be-

cause the coordinate transformation is identical for every color channel, one MAP

operation can be performed for all color channels. However, the REDUCE operation
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Detector

Calibration

Demosaicing

Figure 3.5: Pre-processing of the raw Bayer detector data taken from an AWARE
microcamera. After bias removal and color gain adjustments, the output is the
demosaiced RGB imagery. Note that color correction and white balance is performed
in the post-processing stage. (Taken from [4])

must be implemented for each color channel independently, using the same illu-

mination and exposure compensation [62]. Therefore, color reconstruction (Bayer

demosaicing) needs to be performed prior to the image compositing stage.

As shown in Fig 3.5, the pre-processing for AWARE color cameras contains the

following steps: bias removal, gain adjustment for the disparities in RGB channel

responses across different detectors, and the reconstruction of the color information

from the Bayer-color CCD measurements (demosaicing). We first reduce the effect

of pattern noise and variable pixel responses by using flat-field calibration data. This

ensures a uniform detector response. The individual color channel gains of different

microcameras are extracted from the analysis of the flat-fields as well. Next, missing

color samples at each Bayer-coded pixel are recovered through a bilinear interpolation

algorithm [63], whereby the missing channel value of a pixel is computed as the

average of the two or four adjacent pixels of that particular channel. The calibration

of color disparities are incorporated within the demosaicing process so that the RGB

channels are weighted by the gains before summing to the interpolation results.

As mentioned in Chapter 2, an algorithm can be massively parallelized by seg-

menting the overall computation into operations which can be mapped and executed

in parallel on each GPU thread. To determine the proper level of operations segmen-

tation, it is paramount to identify the independence. As each pixel can be executed
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Figure 3.6: Thread organization of the pixel mapping and the intra-camera re-
duction. Each input pixel is executed by a CUDA thread which transforms the
coordinate system of that pixel and blends it into the targeted resolution element in
the composite space. (Taken from [4])

independently in the pre-processing, a microcamera with wˆh pixels has wˆh inde-

pendent computational steps. Moreover, because there is no synchronization required

between each step, the entire pre-processing can be treated as one operation and ex-

ecuted by a single CUDA kernel function. Under this mapping scheme, each GPU

thread takes a set of Bayer-encoded pixels and outputs a set of calibrated RGB pixels

after the processing is complete.

3.4.2 Image compositing

The stitching of color images is analogous to the stitching of monochromatic images,

and is separated into two main functions: MAP and REDUCE. The MAP function

is only executed once, while the REDUCE operation should be performed on each
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of the RGB channels.

The upper portion of Fig. 3.6 illustrates the thread organization of the MAP

operation. In the MAP kernel, MN thread blocks containing a total of wˆh threads

are generated to process wˆh pixels on an input image. The algorithm of the MAP

operation is outlined as below:

Kernel
% transformation from detector space to object space
pθx, θyq = GEOMETRIC TRANSFORM (x, y, cam #)
% calculation of the relative illumination
r = ILLUMINATION MODEL(x, y, cam #)

Listing 1: Map Algorithm

The initial data set is a list of pixel values from the detector space, organized as

tuples in the form of {((x,y), cam #), pixel value}. The MAP function transforms

the key of each input member from the local detector coordinates (x, y) to a global

angular coordinate (θx, θy) in the shared object space, and expands the value set

with the corresponding relative illumination. The parametric model used for the

geometric transform can be applied independently to each key-value pair, and is

thus parallelizable across all microcamera pixels. The relative illumination can be

either directly obtained from the flat-field data of each microcamera or computed

via a parametric low-dimensional illumination model presented in Sec. 3.2.2. As

the flat-field data has to be uploaded to the GPU memory, this method of relative

illumination correction creates a trade-off between the resulting composite quality

and the memory usage. Because the mapping algorithm is uniform across the entire

image, it can be implemented as a single CUDA kernel function that is executed for

the entire input dataset.

The REDUCE operation takes the key-value tuples obtained from the MAP stage
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and combines those having identical keys to estimate the irradiance in the object

space. Classic MapReduce algorithms often use sorting to search for pairs of identical

keys. However, sorting is extremely time consuming, even with a GPU accelerated

implementation [64]. In addition, given that the overlap among adjacent images is

scarce (illustrated in Fig. 3.7) and microcamera data can be binned to match the

quantization of the object space, the number of pairs with identical keys is small. As

an alternative, we make use of atomic operations (2.2.1) where each thread takes one

set of pairs from the mapper and atomically accumulates the value at that particular

key value in the combined domain. Note the accumulation operations are serialized

when more than one thread tries to update the same memory space at the same

time. Although this slows down the execution, atomic accumulation is faster than

parallel sorting when the duplicate keys are sparse („30% loss of pixels attributed

to the adjacent microcamera overlap), as is the case in the AWARE image formation

problem.

The irradiance of each particular (θx, θyq is then estimated from the pixel value

and relative illumination of all measurements corresponding to that location. How-

ever, as mentioned in Sec. 3.2.3, formulating the implementation as a single step

may lead to grid-mismatch issue in the final image if the desired compositing reso-

lution is higher than the native resolution of the microcamera images. As a result,

we implement the REDUCE in two steps: an intra-camera reduction followed by

an inter-camera reduction. Two sequential CUDA kernel functions are executed for

each REDUCE step: one for the independent accumulation of the numerators and

denominators from Eq. 3.3 and Eq. 3.4, respectively, and a second for each division.

Listing 2 outlines the pseudo code for the intra-camera reduction. In the first

kernel, WˆH threads are scheduled for a microcamera of WˆH pixels to add the

respective contributions from a particular pixel position in the detector space to

the corresponding position in the object space. Two matrices MN1 and MD1—for
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numerator and denominator in Eq. 3.3—are pre-allocated for each microcamera to

save their intermediate combined results. The dimension of MN1 and MD1 equals

to the width (W2) and height (H2) of the composite image. In the second kernel,

given a composite image of W2 ˆH2 pixels, W2 ˆH2 threads are generated for each

microcamera, estimating the radiance at pθx, θyq by dividing respective numerator

and denominator values computed from the previous kernel.

Kernel 1
MN1pθx, θy, cq ÐMN1pθx, θy, cq ` rkctkvkc
MD1pθx, θy, cq ÐMD1pθx, θy, cq ` r

2
kcv

2
kc

Kernel 2

Î1pθx, θy, cq ÐMN1pθx, θy, cq{MD1pθx, θy, cq

Listing 2: Intra-camera Reduction

Inter-camera reduction estimates the final radiance of pθx, θyq coordinate in the

object space by averaging the contributions from all microcameras that overlap at

that particular position. The pseudo code is outlined in Listing 3. Two kernel func-

tions are executed for each pixel in the composite image space—one for accumulation

of radiance contributions from every incident microcamera and another for division.

Because the number of incident microcameras at a particular pixel is unknown in

advance, a counter is added to the first kernel function to produce the denominator of

Eq. 3.4. The thread-block organization is illustrated in Fig. 3.7. W2ˆH2 threads are

generated to process a composite image of W2ˆH2 pixels. Although the intra-camera

reduction is independent between microcameras, due to the constrained memory on

a GPU we serialize the intra- and inter-camera operations between microcameras and

use one copy of matrices MN1, MD1 and I1 to iterate through different microcameras.
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Figure 3.7: Thread organization of the inter-camera reduction. A CUDA thread
takes a composite resolution element and estimates the source radiance by blending
the radiance of all relevant microcameras. (Taken from [4])

Kernel 1

MN2pθx, θyq “MN2pθx, θyq ` Î1pθx, θy, cq
MD2pθx, θyq “MD2pθx, θyq ` 1
Kernel 2

Î2pθx, θyq “MN2pθx, θyq{MD2pθx, θyq

Listing 3: Inter-camera Reduction

3.4.3 Post-processing

The output of the image formation stage is a composited high dynamic range (HDR)

image with the estimated radiance values (stored as floats) for each RGB color chan-

nel. As conventional display devices are unable to render HDR imagery directly, the

dynamic range of composite images needs to be reduced into an integer 8-bit per

color channel data type. Algorithms that perform such dynamic range reduction are
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Figure 3.8: Post-processing of the composited HDR color imagery consists of
four stages: color correction, white balance, tone-mapping and clamping. Here
we adopted the global logarithm compression for tone-mapping. The output is a
standard 24-bit color image. (Taken from [4])

called tone-mapping. In addition, the RGB intensities must be adjusted to provide

a natural rendition of colors. The signal flow-chart shown in Fig. 3.8 briefly sum-

marizes the post-processing of AWARE composite image. Note the ordering of color

correction and white balance may be swapped for different correction methods.

The color correction and white balance models for each microcamera detector

are derived from the calibration of the detector using standard color charts under

different exposure levels. We adopt a 3 ˆ 3 color correction matrix to transform

the composited RGB pixel to a decorrelated tristimulus color space and use another

3ˆ 3 diagonal matrix for white balance settings. After this calibration, pixels across

different detectors will have the same color response in a given illumination condi-

tion. Similar to the periodically updated pointing and distortion models, the color
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processing models can also be occasionally updated as well [62]. As every RGB pixel

can be independently processed using the aforementioned color models, WˆH GPU

threads are generated for WˆH pixels on a composite HDR image, where each thread

takes a composite RGB pixel and computes its counterpart.

Once we obtain the accurate rendition of colors, there remains the challenge of

rendering the HDR images for display. The reproduction of a 32-bit floating point

HDR image into a 8-bit displayable view can be either achieved by a global or a local

operator. The most common global tone operators are gamma and logarithm oper-

ators [65]. These global tone operators are simple, fit nicely into the parallelization

scheme, and preserve a sense of proportionality to the captured luminance. However,

they often lead to visually “flat” tone-mapped images if the scene dynamic range is

too large, which is a common occurrence in wide FoV panoramic imaging. Local

tone-mapping operators, on the other hand, provide a spatially variant mapping be-

tween the HDR space and the display space. Local tone mapping operators offer a

sharper contrast throughout the scene and a more visually pleasant image. However,

the computational complexity of local tone mapping operators is often high. This

may not be a problem for megapixel size images but is prohibitive when applied di-

rectly to gigapixel imagery. As a alternative, we are currently using the model-based

tone-mapping algorithm proposed in [6] and discussed below.

In order to keep the whole compositing and rendering procedure as parallel as pos-

sible, we would like to partition the full gigapixel FoV into a list of non-overlapping

tiles that can be composited and tone mapped in parallel on different workers. To

assist this parallelism, the proposed method uses block-based tone-mapping mod-

els, precluding the need to exchange or share on-the-fly information between high

resolution compositing tiles. For an arbitrary high-resolution HDR composite, this

algorithm starts by generating a local tone-mapped image from a low resolution

“proxy” version of the gigapixel HDR composite. Then, for both the proxy HDR
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Figure 3.9: (a) Proxy HDR image; (b) Proxy tonemapped image. The tone-
mapping of a high-resolution HDR tile (yellow block) relies on the parameters of its
four overlapping models (red blocks). (Taken from [6])

image and its tone mapped output, the FoVs are segmented into tiles (red blocks in

Fig. 3.9) that span four of the original compositing tiles (yellow blocks in Fig. 3.9).

For each pair of model tiles (proxy and output), a low dimensional tone-mapping

model is extracted by fitting the proxy tone-mapped results from the input proxy

HDR composite. The dynamic range conversion of each pixel in every high reso-

lution output tile is then influenced by the four corresponding overlapping models.

According to [6], this tone-mapping algorithm is independent per pixel and per com-

positing tile, and thus can be trivially parallelized and incorporated into our existing

gigapixel GPU image formation pipeline.

3.5 Results and discussion

The model-based image formation pipeline presented in Sec. 3.4 was executed using

an Intel 6-core i7-3770K processor running at 3.5 GHz, 8 GB RAM, and a NVIDIA

GTX 770 GPU. This GPU has 1536 CUDA cores and 2 GB of device memory. To test

the pipeline performance of both the gigapixel snapshot and live view video modes,

we implemented the image formation for two full-resolution gigapixel panoramas and

several megapixel video frames at different resolutions, using monochromatic data

from the AWARE-2 and Bayer-color data from the AWARE-10.

We first conducted the experiments using the monochromatic images taken from

42



the AWARE-2 camera and compared the composite speed to a CPU-implemented

image formation pipeline reported in [5]. As mentioned in Sec. 3.3, this CPU-based

parallel composite is managed via the MPI framework and implemented on a 9-node

cluster equipped with dual 6-core Intel Xeon processor per node. The comparison

results are displayed in Table 3.1. The video frames were captured by panning and

zooming a one-megapixel image viewport around the whole FoV and the reported

image formation time is the average speed over different view locations and zoom

levels. The gigapixel image formation time—one gigapixel HDR image—is recorded

from the compositing of 98 AWARE-2 microcameras at 14 megapixels. Due to the

limited memory space of a single GPU card, we split the full FoV into hundreds

of sub-regions and processed them sequentially. For both snapshot and live view

modes, we divided the input microcamera into N portions and only transferred those

overlapping with the current working sub-FoV to the compositing pipeline. The

optimal value of N should be determined by investigating the tradeoff between the

time of microcamera ROI selection and image compositing, and is often related

to the microcamera zoomed level (e.g., N=256 when compositing a 1.6 Gigapixel

color imagery and N=1„64 when compositing a 1080p video frame). This cost on

microcamera ROI selection can be eliminated in snapshot mode when GPUs with

larger memory become available. From Table 3.1, one gigapixel monochromatic HDR

imagery can be reliably produced in less than 30 seconds, however the composite

speed for megapixel video frames varies with the change in scale of the selected

viewport. This variation comes from the oversampling of the input pixels with respect

to the number of composite pixels, which results from the mis-matched resolution

(as the microcamera data can only be binned to the closest dyadic resolution level

in the composite space) and ROI between the microcamera space and the composite

space. Nevertheless, the megapixel video data can be rendered at an average speed

of 10 Hz.
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Table 3.1: Comparison between the CPU cluster and GPU implementations with
monochromatic data from the AWARE-2

Operating Device Megapixel Window Gigapixel Imagery

CPU implementation 1.25 frame/sec 0.33 frames/min

GPU implementation 12.84 frames/sec 2.50 frames/min

The rendering speed for the AWARE-10 color images is reported in Table 3.2,

including the contributions of the pre-processing, image formation and the post-

processing steps. Here we adopted a global logarithm compression as the tone-

mapping operator. For this experiment, we used a partially populated version of

the AWARE-10 camera (156 out of 382 14-megapixel microcameras) which can

produce a 1.6-gigapixel color panorama. The gigapixel image formation time—1.6-

gigapixel tone-mapped panorama—is recorded from the compositing of 2.23-gigapixel

of AWARE-10 dataset, while the video frame composite speeds are measured under

two standard high definition display formats: 720p (1280 ˆ 720 pixels) and 1080p

(1920ˆ1080 pixels). From Table 3.2, we can see that the 1.6-gigapixel panorama can

be delivered in less than a minute. The frame rate of video data ranges from 21 fps

to 10 fps for 720p, and from 9 fps to 5 fps for 1080p. Overall, this GPU-implemented

image formation pipeline allows an on-the-fly composite of standard video frames,

and can reliably deliver a gigapixel-scale monochromatic panorama in less than 30

seconds and a 1.6-gigapixel color panorama in approximately a minute. As the op-

erations within each module of our pipeline are all pixel-wise independent, when

the device memory increases proportionally, we expect the implementation time will

scale linearly to the number the GPU cores available.

As examples of the compositing quality of the proposed GPU pipeline, we present

image results obtained from two datasets captured by the AWARE-10 camera. Fig. 3.10

is a snapshot of a football game taken in daylight. Microcamera data was compos-
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Table 3.2: GPU implementation time with color image data from the AWARE-10

Stage 720p Window 1080p Window 1.6 Gigapixel Imagery

Pre-processing 0.000104 sec 0.000129 sec 0.0776 sec

Image formation 0.0665 sec 0.128 sec 49.36 sec

Post-processing 0.0147 sec 0.0297 sec 5.81 sec

Total time 0.0813 sec 0.158 sec 55.25 sec

Frame rate 12.30 frames/sec 6.34 frames/min 1.09 frames/min

ited in the snapshot mode and the resulting 1.6-gigapixel panorama is downsampled

to 3 megapixels for publication purposes. As illustrated in the bottom of Fig. 3.10

(several zoomed versions of the panorama insets), the dynamic details that are im-

perceptible when the snapshot was taken, can otherwise be explored later on by using

a gigapixel viewer or browser. Similarly, in Fig. 3.11 we present another composited

panorama from a sequence of datasets taken at night (low-light condition). This

time, the zoomed panorama insets are explored using a 720p browser. A sequence

of frames are displayed for every viewport simulating what could be observed when

operating the camera in live view mode.

3.6 Conclusion

This chapter presented a GPU-implemented image formation pipeline developed for

the AWARE multiscale gigapixel cameras, based on a MapReduce model-based ap-

proach. By making use of the prior knowledge regarding the alignments of micro-

cameras mounted on the AWARE system, the image registration can be viewed as a

known geometrical transformation from the input image space to the output object

space, while the final composite panorama is produced by properly combining pixels

that land into the same output coordinates. This image formation approach was cast
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Figure 3.10: (Top) Final composite gigapixel panorama obtained by the presented
GPU implementation on a snapshot captured by the AWARE-10 camera taken at the
UNC vs Duke game held at the UNC Kenan Memorial Stadium in December 2013.
Insets (a)-(h) are extracted from the composited gigapixel panorama from different
positions of the available field-of-view. (Taken from [4])

into a MapReduce framework by treating the geometric alignment as a MAP opera-

tion and the radiometric combination as a REDUCE operation. In this chapter, we

implemented the core execution functions for the MAP and REDUCE operations in

CUDA, by parallelizing them at the input pixel and output pixel level, respectively.

In addition, a pre- and post-processing stages on GPU have been incorporated with

the image formation pipeline to handle the color capabilities of the latest generation

AWARE cameras.

By taking advantage of the mutiscale image acquisition mechanism provided

by AWARE cameras, the presented pipeline is generic enough to promptly han-

dle the image stitching for two operating modalities: a snapshot of full-size gigapixel

panorama and a live view of navigable video. With an NVIDIA GTX 770 GPU, the

developed model-based GPU image formation pipeline can deliver a full resolution
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Figure 3.11: (Top) Final composite gigapixel panorama obtained by the presented
GPU implementation on one of several snapshots captured by the AWARE-10 camera
taken at the Duke vs Florida State 2013 ACC Championship game at the Bank of
America Stadium. Insets (a)-(e) are 720p resolution viewpoints from five gigapixel
panoramas taken at different moments to represent what could be seen if the GPU
image formation is used in live mode zooming different portions of the available
field-of-view. (Taken from [4])
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AWARE-2 panorama (one gigapixel monochromatic image) in approximately 25 sec-

onds and a full resolution AWARE-10 panorama (1.6-gigapixel color image) in less

than a minute. For the lower resolution live view mode, the throughput on the same

computing platform can be 12.84 frames/second for a monochromatic one-megapixel

imagery, 12.3 frames/second for a 720p color imagery and 6.34 frames/second for

1080p color videos.
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4

Simulation of X-ray Transmission Imaging for
baggage inspection via GPU-based Ray-tracing

4.1 Overview of X-ray simulation and motivation

4.1.1 Information-theoretical analysis

Recently, there has been an increased concern with security in public airline systems.

To this end, it is crucial to develop reliable scanning systems for preventing weapons

and contraband materials from entering aircraft [17]. Although luggage inspection

via manual search or canine is effective, it is slow, labor intensive, and highly depen-

dent on the vigilance of inspectors. Given the large number of passengers per day

in commercial flight systems, physical inspection of each individual piece of baggage

is impractical. As a complement, high throughput and systematic X-ray inspection

tools have served as a first line of defense (up to thousands of bags/hour using linear

scan systems).

Over the last few decades, there has been ongoing investigation of conventional X-

ray imaging technologies as well recent efforts to optimize modalities for the screening

task and known threats. Because threats can be any shape or texture (i.e., thin sheets
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and liquid explosives), a quantitative detection metric is required to help understand

the fundamental limits of current X-ray screening systems and design alternative

sensing architectures.

Conventionally, imaging system are assessed by the quality of the resulting im-

ages, for example, the resolution, color fidelity, and resolved spot size. However, those

criteria do not directly correlate to detection performance. Information capacity, on

the other hand, which is defined as the rate of information transmitted through

a communication channel, has been recently introduced to evaluate the quality of

imaging systems [66, 67, 68, 69].

An imaging system can be viewed as a communication channel, with its sensor

analogous to the channel, scene analogous to the source, and the measured images

analogous to the outputs (4.1) [70]. Therefore, the channel capacity of an imag-

ing system is the maximum amount of scene information that can be successfully

conveyed over it. This number is, by definition, upper bounded by the mutual infor-

mation, which is a measure of mutual dependence, between the scene and the image

and can be expressed as:

IpR;Sq “ HpSq ´HpS|Rq, (4.1)

where HpSq and HpRq are the Shannon entropy of the scene and image data, char-

acterizing their information content, and HpS|Rq is the conditional entropy of a

scene given the measured image. (Shannon entropy [71] of a task is given by

the integral of its probability density ppxq: HpXq “ ´
ş

ppxq logpppxqqdx; condi-

tional entropy, on the other hand, defines the amount of information needed to

decide the status of a random variable Y given the knowledge of another ran-

dom variable X and is expressed by their joint and conditional probability density:

HpY |Xq “
ş ş

ppx, yq logpppy|xqq.)

Although the channel capacity describes the information content of a sensing
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Figure 4.1: Comparison between communication and imaging channel

system by calculating the amount of scene information available in the measurements,

it does not provide a direct link between the measurement and performance on the

detection task. For instance, only the presence or absence of contraband items, such

as explosive and weapon, might be of interest in bag inspection. In this case, only

a small amount of scene information is relevant to the goal for which the imager

is designed. Conventional sensors that passively collect all possible scene data may

leave information about the threat obscured. Therefore, sensing systems must be

developed specifically for the key variables of interest, which leads to the task specific

information (TSI).

TSI was first proposed by Neifeld, etc. [19]. It goes one step beyond the conven-

tional information-based analysis of sensing systems by quantifying the amount of

information that is related to the sensing task. Specifically, the TSI can be used to

evaluate the performance of systems whose diagnostic results can be characterized as

either a positive or a negative decision (e.g., detection). Figure 4.2 depicts the sens-

ing chain in terms of TSI. Here, a virtual source variable X is introduced to represent

the information of interest for given task. In the case of X-ray explosive detection,

the virtual source X is a binary virtual source variable, which indicates the presence

(X=1) and absence (X=0) of contraband explosive; R represents the X-ray measure-

ments provided by the hardware; the corresponding scene Y is a luggage instantiation
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sent to X-ray explosive scanning; while the channel H is the X-ray scanning system.

Sensing parameters are then optimized by analyzing how the measurement systems

affect the task specific variable [72].

Virtual
source

Encoding
C[ ]

Channel
H[ ]

Noise
N[ ]

X Y =C(X) Z=H(Y) R

SCENE IMAGER

Figure 4.2: Imaging Chain Diagram under TSI Definition

Since the virtual source X is the only item interest for the detection, the channel

capacity can be expressed as the maximum amount of virtual source information

that can be recovered from the measurement R. TSI is then defined as the mutual

information between the virtual source X and the image measurements R [19]:

TSI ” IpX;Rq “ HpXq ´HpX|Rq, (4.2)

By definition, the TSI is upper bounded by the entropy of the virtual source X.

Because X is a binary random variable, TSI is no more than 1 bit for the target

detection, under the Shannon information metric.

IpX;Rq ď HpXq ď 1 bit (4.3)

The task specific information theoretic metric is appealing because it is an ob-

jective and quantitative measurement of the ultimate performance limit of the ar-

chitecture, without the confounding effects of processing algorithms. However, this

method requires very large amounts of data to capture the statistical distributions

of the sample classes. The amount of data is sufficiently large (possibly thousands of

bag measurements per parameter optimization) that data acquisition via real-world

machine is untenable due to the cost and time required to scan the bags. Moreover, it
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is impractical and sometimes impossible to build a new machine for each parameter

optimization. Thus, we require a high-throughput computational tool for generating

simulated measurements of plausible (synthetic) bags.

4.1.2 X-ray interaction with matter

When a beam of X-ray radiation crosses through matter, some of the photons in the

beam will interact with the matter. The photon-matter interaction can be catego-

rized into four basic types (Fig. 4.4 and Fig. 4.5): photoelectric absorption, Rayleigh

scattering, Compton scattering and pair production [7].

Photoelectric absorption

Photoelectric absorption occurs when the incident X-ray photon interacts with an

inner shell electron of the absorbing atom that has a binding energy less or equal to

the energy of incident photon. The incident X-ray photon is absorbed by transferring

all its energy to target electron, which is then ejected from its shell (usually the K-

shell, which is the inner most shell of an atom) with a kinetic energy corresponding

to the difference between its shell binding energy and the incident photon energy

(Fig. 4.4 B).

The probability of photoelectric absorption is given by the photoelectric absorp-

tion cross-section, commonly denoted as the symbol σA. The absorption cross-section

can be defined as [73]

σA “
W4π

I0N
, (4.4)

where W4π is the number of absorption events per second over a solid angle 4π, I0

is the intensity of the incident X-ray beam, and N is the number of particles in the

interacting sample per unit area seen along the beam direction. As σA is proportional

to the atomic number of the interacting atom and inversely proportional to the X-

ray energy (σA „ Z4{E3 for energy ă 20keV and „ Z5{E for energy ą 20keV [74]),
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absorption is more likely to occur with higher atomic number elements and dominates

at lower X-ray energies.

Rayleigh scattering

Rayleigh or coherent scattering is the process in which a photon is scattered by an

atomic electron without losing energy. This process is also known as coherent or

elastic scattering. The incoming X-ray photon causes electrons in the scattering

atom to vibrate and raise their energy. The atom’s electron cloud subsequently

returns to their original energy by emitting a photon of equivalent energy but in

a different direction [75]. This process is illustrated in Fig. 4.4 C. In contrast to

Compton scattering, the momentum change is completely transferred to the whole

atom so the Rayleigh scattering only results in a change in the direction of photon

propagation. The probability of Rayleigh scattering in low energy (ă 20 keV) rises

with increasing atomic number Z2 and decreasing X-ray energy [74].

The probability of a photon impinging on the matter and being scattered into a

unit solid angle in a given direction is characterized by the differential cross section

(DCS). As the forward model simulations that rely on it are the topic of Chapter 5,

we introduce detailed definitions in the next chapter. The integral of differential

cross section over a solid angle 4π provides the total cross section.

Compton scattering

Compton scattering is an inelastic (or incoherent) scattering process that occurs

when the incident X-ray photon is deflected by an outer shell electron (illustrated

in Fig. 4.4 D). In this process, partial energy of the incident photon is transferred

to the electron, causing it to be ejected from its orbit, leaving the remainder in the

scattered photon. The scattered photon may be deflected in any direction. The

energy of the scattered photon is related to the energy of the initial photon and the
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Figure 4.3: Summary of X-ray and matter interactions relevant in explosive detec-
tion: (A) Unattenuated beams without interaction with crossed matter; (B) Photo-
electric absorption with a result of removal of incident photons (called in absorption
in this dissertation); (C) Rayleigh scattering with a change of direction; (D) Compton
scattering with both changes in direction and energy. (Taken from [7])

scattering angle and their correlation will be introduced in the next chapter. The

probability of Compton scattering is generally proportional to the atomic number Z.

However, due to the electrons binding correction at low energies, the total Compton

cross section is nonlinear to the change of X-ray energy. A snapshot of its energy

dependency can be viewed in Fig. 4.5. For both Rayleigh and Compton process, the

scattered photons may traverse the subsequent medium losslessly or may undergo

further interactions.

Pair production

Pair production requires the incident X-ray photon of energy at least 1.02 MeV. In

this process, X-ray photon interacts with the electric field of the nucleus and turns

into an electron-positron pair (depicted in Fig. 4.5). Any photon energy above the

minimum 1.02 MeV will be transferred to the electron-positron pair equally. Once the

55



Figure 4.4: Schema of X-ray pair production itneraction. (Taken from [8])

positron losses all its kinetic energy, it will combine with any available electron and

produce annihilation radiation, i.e., two 0.511-MeV photons in opposite directions.

Because the pair production occurs at energies well above those used in X-ray threat

detection, we do not consider it in our simulation.

4.1.3 X-ray transport simulation prior art

Currently, there are two main classes of X-ray transmission simulation algorithms

available: probabilistic methods based on Monte Carlo trials and deterministic meth-

ods based on the Beer-Lambert attenuation law.

Monte Carlo methods

The Monte Carlo method is well suited for modeling the particle transportation due

to the stochastic nature of photon interaction and detection. In MC methods, radi-

ation is treated as a number of independent particles. The MC algorithm tracks the

interactions of individual particles in their random history via random sampling of

probabilities of different occurrences. Very accurate particle transport can be mod-
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Figure 4.5: Total photon cross section in water (H2O), as a function of energy.

eled by following a large number of random histories. Overview of the fundamentals

of MC methods and their applications in radiation physics can be found in [76, 77, 78]

Although MC approach is widely acknowledged as the most accurate method

for simulating radiation transport problems, it is computationally expensive, due to

its probabilistic nature. A large number of computation resources and runtime are

needed, especially in the simulation of complex geometries. This long run time is not

a significant concern for single calculations, but is prohibitive for applications that

need many simulations. Recent efforts have been made in using GPU technologies to

speed up the method [79, 80]. Nevertheless, those methods are still not rapid enough

to support the data acquisition for our statistical studies (as they have to track a

photon history since its origin to the death with a number of iterations).

Deterministic methods

The deterministic method can serve as a fast alternative to the Monte Carlo in sim-

ulating direct transmitted photons by computing the mean intensities/photons via

Beer-Lambert law and tracking photon-matter intersection using ray-tracing tech-
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niques. In this method, radiation is modeled as a set of rays traveling from sources

towards detectors. X-ray images are computed by considering the amount of pen-

etrations of the objects and how the radiation is attenuated. Compared to Monte

Carlo approaches, pure deterministic algorithms lack the means to track changes in

the photon direction after their creation (i.e., spread of photons from scattering) so

is restricted to compute only direct photon radiations.

The essential step in deterministic methods is to identify the object surfaces in-

tersected along a ray trajectory, which is often done via ray-tracing. Depending on

the choice of descriptor approach, deterministic X-ray imaging simulation can be

implemented through either ray-voxel tracing [81, 82] or ray-triangle tracing [24, 25].

A voxel is a natural volumetric representation and a cheap primitive to intersect.

However, a huge number of voxel elements are needed in order to achieve good im-

age quality for high resolution 3D configurations, resulting in memory constraint on

computing devices. Triangle-meshed surfaces, on the other hand, are an efficient

descriptor, however the ray-triangle tracing algorithm is more computationally ex-

pensive. Very recently, a simulation code [83] has been reported for X-ray imaging

of triangle-meshed objects using a GPU-implementation based on the L-buffer tech-

niques [24]. Intersections between rays and facets representing objects are quickly

identified by mapping the 3D scene into a 2D texture. Nevertheless, this simulation

code only tackles homogeneous polygonal objects, while real bags typically contain

heterogeneous nested structures (e.g., explosives concealed in the battery compart-

ment of laptop computer).

The X-ray transmission simulation code presented in this dissertation is based

upon the deterministic method. We introduce a new pipeline for rapidly simulat-

ing X-ray attenuation through complex triangle-meshed CAD models by making use

of GPU-based ray-tracing techniques. This pipeline models all essential properties

of commercial X-ray imaging systems with sufficient accuracy. A hierarchical data
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structure is introduced to described volumetric and material information for a plau-

sible bag model. To our knowledge, this is the first X-ray simulation tool that tackles

object heterogeneity using a polygon object descriptor.

4.2 X-ray imaging simulation strategy

The X-ray attenuation law, also referred as the Beer-Lambert law, together with ray-

tracing techniques, forms the basis of our transmission simulation code. Photons are

abstracted as a set of rays launched from X-ray sources towards the detector pixels.

A ray may traverse through a certain number of objects and undergo attenuation.

The number of photons IkpEq that emerge and reach at a detector pixel k is given

by the attenuation law [23]-[25]

IkpEq “ ΦpE, θ, φq4Ωkpθ, φq
ÿ

i

expr´µipEqlis. (4.5)

In this formula, ΦpE, θ, φq is the number of source photons of energy E emitted per

unit time per steradian; 4Ωkpθ, φq is the solid angle corresponding to the incident

pixel, viewed from the center of the X-ray source. The degree of attenuation through

substance i is determined by an integral of the associated linear attenuation coeffi-

cient µi and the length of ray path li, which can be calculated by knowing the position

of intersection between that ray and the incident object surface. As the simulation

of X-ray attenuation needs to consider the photon loss due to both absorption and

scatters, the linear attenuation coefficient can be re-written as

µipEq “ ρipσiApEq ` σiRpEq ` σiCpEqq, (4.6)

where ρi designates the material density and σiA, σiR, and σiC are the cross sec-

tions for photoelectric absorption, Rayleigh scattering, and Compton scattering, re-

spectively. Pair production is neglected as the energies in our security screening
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application never exceed 200 keV. The solid angle 4Ωkpθ, φq is computed according

to the following equation:

4Ωk –
4Sk cos θ1k

r2
k

, (4.7)

where 4Sk is the surface area of detector pixel k; θ1k refers to the angle between the

pixel surface normal and the ray from the source to the center of pixel k; r is the

distance from the source to the detector pixel k. This approximation is true when

4Sk is small enough so that the r can be considered as a constant for the entire

pixel surface.

The radiography computed using the Eq. 4.5 does not consider changes in incident

photons energies or directions due to Compton or Raleigh scattering effects. However,

in real imaging systems, the scatter photons primarily appear as a broad, largely

featureless background that lead to a reduction in the contrast of radiographs. We

therefore address the degradation originated from scattered photons by including an

overall DC offset to the simulated photon signals. This DC offset is calculated as the

product of the number of scattered photons along all rays with an ‘offset fraction’

parameter. We tune it to match the observed scatter background in either a relevant

experiment or a MC simulated result.

4.3 Modeling of imaging components

The X-ray imaging simulator serves as a powerful means for optimizing the imaging

parameters and predicting the performance of non-existing devices. As illustrated in

Fig. 4.6, our simulation system supports the representation of the object, the source,

and the detector. As the likelihood of photon-object interaction (expressed by the

cross-sections) is energy-dependent, these imaging components have to be modeled

with both geometrical and spectroscopic characteristics. The geometric parameters

such as size, shape, position, and orientation are defined in a uniform Cartesian
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coordinate space. An extended source is modeled by dividing the focal spot area into

elementary point sources. The geometry of an object may consist of several parts

handled by individual descriptors. The spectroscopic features of the source, objects,

and detector are described by spectra, materials, and energy-sensitivity, respectively.

Energy-resolved X-ray measurements are made by counting the number of photons

of different energies that reach the detector.

source

point

CAD meshed object

spectrum

energy resolv-

ing detector

focal spot

z

x

y

Figure 4.6: Simulation of an X-ray imaging systems; transmitted photons are
captured by an energy-sensitive detector. (Taken from [? ])

4.3.1 Object module

The 3D objects representations used by X-ray simulation tools can be categorized

as either voxels-based and or surface-based. A voxel-based descriptor characterizes

objects as a collection of volume arrays. The models are mainly derived from the

segmentation of high-resolution structural imaging data (i.e. CT images) [84]. A

specific set of material properties is assigned to each of the cells. The voxel-based

descriptor is ubiquitous in major existing X-ray simulation tools [22, 82] as it nat-

urally preserves the volumetric information of the object. The disadvantage of this
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method is the inherent discretization errors owing to the geometry voxelization. This

error could be reduced by finer sampling of the geometry. For example, some devel-

opers [85] suggest to choose a voxel size 10 times smaller than the smallest object

structure to ensure the sampling accuracy. However, the number of voxels scales fast

with the growth of geometry complexity, which could eventually exceed the memory

capacity of workstations (e.g., a 1 m3 voxel-based bag may need several gigabyte

memory when the requested imaging feature size is 1mm).

In contrast, surface-based descriptors, also referred as the boundary representa-

tion, are memory efficient. PENELOPE [21] performs the simulation of electron-

photon transport using quadric geometries, whereby the surfaces are represented by

simple parametric equations. This method allows a faster computation in searching

the ray-object intersections, but is only capable of describing relatively smooth and

simple objects.

To be able to carry out the image simulation with a large variety of objects

from different categories (e.g., clothes, shoes, electronics, food, and threats, which

are objects commonly found in luggages), our simulation code adopts a triangle-

mesh-based surface descriptor and reads geometrical information from the CAD data

(the code accepts ASCII-format .obj files). Drawings of complex geometries can be

created using software such as SolidWorks [86] and the precision is linked to the

size of the meshes. Compared to quadric surfaces, triangle-meshes can describe

objects with arbitrary complexity. In addition, they requires less storage space than

the voxel-based method when describing objects with equivalent resolutions („103

triangular facets compared to „106 voxels required when featuring a mouthwash

container illustrated in Fig. 4.7). For objects consisting of parts made of different

materials, the CAD model of each part is handled independently.

The geometries of real-world objects used in our simulation code were acquired

from three sources: laser-scanning using a nextEngine scanner, structured illumi-
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Figure 4.7: Mouthwash container constructed of voxels (left) and triangle-meshes
(right). The left and right objects have an equivalent spatial resolution, however one
consists of „ 1 ˆ 106 voxels and the other by „ 3 ˆ 103 triangular facets. (Taken
from [9])

nation using a Microsoft Kinect computer vision accessory, and segmentation from

CT reconstructions scanned by an Analogic Cobra CT machine. As the laser scan-

ning has the highest precision of the outer surface (ď 1mm), it is ideal for small

objects such as toiletries and handheld electronics. Kinect-based computer vision

supports manual scanning but has a lower spatial resolution (3-5 mm); we used it for

scanning larger objects (such as suitcases). Segmentation from CT reconstructions

delivers models of moderate surface resolution (1-3 mm) and is best for bulk stream-

scanning (Fig. 4.8). Objects consisting of inhomogeneous materials are dissembled

and scanned separately.

Figure 4.8: Real-world stream-of-commerce objects (left) and their X-ray recon-
structed CT measurements (right). Objects are spaced with a low-attenuation foam
matrix for scanning. Surface representations of individual objects are then extracted
from the reconstructed volumetric image pictured on right. (Taken from [9])
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The 3D volumetric information of triangular-mesh data is defined by setting

boundaries between volumes filled with different materials. For example, a bottle of

mouthwash shown in Fig. 4.7 can be modeled as two nested surfaces—one represent-

ing the bottle exterior and one representing the encapsulation of antiseptic liquid.

The material between two surfaces is polyethylene terephthalate, which is the bot-

tle body. Unlike voxel-based representation, the material between layered surfaces

cannot be intuitively acquired by looking at the property of associated facets. To

address this problem, we designed a tree structure, together with a material tracing

strategy, to support the retrieval of volumetric information between nested surfaces.

The material of a surface node is defined as the substance immediately inside it. As

depicted in Fig. 4.9, the nested relationship between object surfaces is captured by

a hierarchical structure. As a ray penetrates an object surface, the materials along

its ray path are determined by looking at the number of times a ray intersects the

surface. As illustrated in Fig. 4.9, a ray enters a node surface on odd intersections

with the node surface, so the ray encounters the parent material in the segment prior

to the intersection. Conversely, a ray exits a node surface on even intersections with

the node surface, so the ray encounters the material associated with that surface in

the segment prior to the intersection. This tree structure can also help to reduce the

number of possible solutions for the search of ray-triangle intersections by offering

contextual information. This information can to be incorporated in the ray-tracing

code to speed up the simulation in the future.

The densities and cross-sections of hundreds of everyday materials used in the

simulation were obtained from the XCOM —a NIST standard photon cross section

database [87]. The cross-sections were truncated and discretized into the range and

the resolution considered in our simulations, and are contained in a SQL database [88].

Here we consider an energy resolution of 0.5 keV, which is consistent with the reso-

lution of source spectra used in our simulation.
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Figure 4.9: Tree structure used to describe the medium between nested surfaces.
As the ray first intersects the jar bottle, the path AB uses the attenuation coefficient
of the bottle surface; path BC uses the coefficient of the water when the ray enters
the second surface; the path DE uses the coefficient of the water again after the ray
hits the olive surface twice so it leaves the olive surface and re-enters the water; so
as the path EF. (Taken from [10])

4.3.2 X-ray source module

The design parameters of an X-ray source include voltage, filament current, anode

material, filters (combining to determine the upper and lower energy limit and the

spectrum), exposure time (affecting dose, SNR), shape of focal spot (affecting spa-

tial resolution), position, and orientation. Accordingly, in the simulation code, we

model both the source geometry and the energy spectrum. The exposure time can

be incorporated into the setting of the source strength. In addition, we include a

weighting factor fpΘ,Φq to account for the angular distribution of the source. The

default fpΘ,Φq is a function of the solid angle viewed from the source towards each

extant detector pixel.

An X-ray emitter can be modeled as a point source if the emitter is small enough

or the source-to-detector distance is large comparing to the size of the detector pixels.

Otherwise, the source extent has to be taken into consideration for it may lead to a

degradation in image spatial resolution. To simulate this effect, we model the focal

spot as a flat surface upon which a finite number of source points are uniformly

distributed. The simulation code allows for rectangular and elliptical shape when

modeling the source extent. The number and spacing of source points as well as the
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shape of the focal spot can be adjusted to simulate different types of real emitter

(Fig. 4.10). This extended source model can help to evaluate the impact of spatial

resolution degradation in any given X-ray imaging system, and to optimize the design

parameters of system geometries (i.e., source-to-detector distance).

Figure 4.10: The focal spot can be defined as a rectangular or elliptical region
of arbitrary aspect ratio. A user-defined number of point sources are randomly
distributed through the spot. (Taken from [9])

In our simulation code, rays are launched from each point source to every extant

detector element. The default is all photons (carried by a single ray) to be concen-

trated at the center of a detector element. The code can also allow for finer spatial

sampling by dividing each detector pixel into smaller sub-regions and launching in-

dividual rays to each. The final signal given by a detector pixel is determined by

adding all corresponding signals measured from its sub-regions.

The photon spectral distribution of the incident beam is described as a function

of voltage, filament current, and photon launch angle. Currently, the spectral data

used in our forward model is generated using SpekCalc [89], and covers the range

20–200 keV. The photon spectrum is evenly divided into 361 energy bins, with each

containing a base photon number representing the spectral distribution. This dis-

cretization method enables accurate sampling in the energy domain with a finite
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number of rays. By including the spectrum information, the simulation code can

be useful in studying the detectability of energy-resolving imaging techniques. For

example, the Z number of organic materials, which is usually associated with plastic

explosives in airline security, is easier to determine from two base images generated

via a dual-energy system, than with a single-energy systems [90].

4.3.3 X-ray detector module

Here we consider the position, orientation, spatial and energy resolution as the design

parameters of an X-ray detector. The position and orientation of a detector plane

is defined by the coordinate of the detector center and detector surface normal,

while the spatial resolution can be adjusted by choosing the number and size of the

pixels. Similar to how we represent object surfaces, the detector array is modeled as

a collection of triangular meshes, with each rectangular pixel described by two such

triangles. As such, the same ray-tracing code can be used to determine the ray and

detector pixel intersection.

We model the detector with infinitesimal thickness and neglect scattered photons

created in the detector volume. The number of photons recorded by a detector is

adjusted by an user-defined quantum efficiency (ď 1.0), which describes the fraction

of incoming photons detected. In contrast to MC code, our forward model simulates

mean photon numbers. However, we allow the modeling of stochastic variations and

include a user-defined setting to determine whether or not to incorporate photon

shot noise in the transduced photoelectrons. This shot noise follows the Poisson

distribution and approximates to normal distribution when the number of incident

photons per pixel is sufficiently large (ě 20).

We consider two different types of detectors in the simulation: photon-counting

and energy-resolving. The photon counting detector simply integrates the number

of photons overall all energy bands that strike its surface (Fig. 4.11). An energy-
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resolving detector has a user-specified number of energy bins (representing the output

discretization of the electronics) and a specified energy resolution (representing the

detector microphysics). The detector response is described by a Gaussian function

(compared to the Gaussian peak model with exponential tails observed in experi-

ments) as:
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, (4.8)

where E0 is the photopeak energy, σ is the standard deviation of the photopeak,

which is defined as σ “ R{2.35; R is the energy resolution of the X-ray detector. The

photon weights of arriving rays are thereby converted to detected energies, which are

then accumulated into each appropriate energy bin of the detector. Compared to the

photon-counting detector, an energy-resolving detector retains additional material-

specific information in the detector spectrum.

Figure 4.11: Simulated radiographs of a standard bag consisting of 121 surface
objects and 669,930 triangles. The bag is illuminated by cone beam X-ray sources
through the X (top), Y (middle), and Z (bottom) directions; attenuated measure-
ments are captured by three 500 ˆ 500 photon-counting detector arrays in the cor-
responding directions. (Taken from [9])

4.4 Simulation pipeline of X-ray transmission measurements

We summarize the imaging components introduced in the previous section and give

an overview of our simulation software by the means of a diagram (Fig. 4.13). Ev-
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Figure 4.12: Attenuation images obtained from 4 selected energy bins by a 500ˆ500
energy-sensitive detector array. The ranges of detectable photon energy are: 20–38
keV (top left), 92–110 keV (top right), 128–146 keV (bottom left), and 182–200 keV
(bottom right). (Taken from [9])

ery simulation requires the configuration of three imaging components—the X-ray

sources, the objects, and the detector arrays—and a set of simulation parameters.

The default way of carrying out a simulation is by calling the executable file with

the paths to designate configuration files. If a parameter is unspecified, it is set to a

default value. At the end of execution, the resulting photon matrices (photon counts

at each pixel and energy bin of a detector) are written to a text file.

Our X-ray imaging simulation code is programmed in CUDA C/C++. For the

generation of shot noise and calculating the integral of detector energy response,

our simulation code makes use of the random number generator and the Gaussian

error function defined in the GNU Scientific Library (GSL) [91]. The tracking of

rays through the physical models is realized through a GPU parallelized ray-tracing
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library, which dramatically speeds the computations. Although searching of ray-

triangle intersections is fully parallel in both rays and triangular meshes, serialization

is sometimes performed in order to fit the rays and triangles within GPU available

memory (i.e., partition the rays into batches and execute them in sequential in order

to fit into GPU memory). In addition to the core code, the software contains one

database for material densities and cross-sections, one library for .obj files of the

meshed objects, and one lookup table for source spectra.

Object Configuration System Configuration Simulation Configuration

• Node Id

• Meshes file

• Position, scale, rotation

• Material

• Children Id

• Source

• Geometry

• Spectroscopic feature

• Detector

• Geometry

• Energetic feature

• Material database

• Spectral database

• Source strength

• Detector noise mode

• Gain/offset setup

Objects

• Triangles

• Materials

• Tree structure

Rays

• Weights

• Directions

• Positions

Detectors

• Triangles

• Energetic
feature

Ray-tracing Interface

Updated rays’ properties

Last Intersection?

Ray-tracing Interface

Attenuated images

Simulation End
no yes

Figure 4.13: Diagram of the X-ray imaging simulation pipeline. A parallel ray-
tracing API is used to find the next ray-triangle intersection and update properties
for each ray as it travels through the physical objects. (Taken from [9])
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4.4.1 Configurations of simulation pipeline

The user control of the simulation code is performed by configuration files, which are

written in JavaScript Object Notation (JSON). Three configuration files are used to

specify the physical model of the object, the system, and the simulation environment,

respectively.

The object configuration file contains a list of volumetric meshes objects, each

associated with a shape descriptor, a material identifier, and information of their

hierarchical position in an overall packing structure. An example object configuration

file is shown below:

{
”nodes ” : [
{
” id ” :” e9105280´6c5b´4712´a62aaa7d9564 ” ,
” po s i t i o n ” : [ 0 , 0 , 0 ] ,
” r o t a t i on ” : [ 0 , 0 , 0 ] ,
” s c a l e ” : 1 ,
”mate r i a l ” : 58 ,
”OBJ f i l e ” : ” Jar Oute r Sur face . obj ” ,
” ch i l d r en ” :” f87c fd22´df56´4900´b2be7d26572a”
} ,
{
” id ” :” f87c fd22´df56´4900´b2be7d26572a ” ,
” po s i t i o n ” : [ 0 , 0 , 0 ] ,
” r o t a t i on ” : [ 0 , 0 , 0 ] ,
” s c a l e ” : 1 ,
”mate r i a l ” : 59 ,
”OBJ f i l e ” : ” J a r I n t e r i o r S u r f a c e . obj ” ,
” ch i l d r en ” : [

”04b2291a´ccae ´11e3´9c8e´1a514932ac01 ” ,
”4 cabdbee´da05´11e3´82ce´1a514932ac00”

]
} ,
{
” id ” :”4 cabdbee´da05´11e3´82ce´1a514932ac00 ” ,
” p o s i t i o n ” : [ 6 . 5 , 8 . 7 , 2 1 . 4 ] ,
” r o t a t i on ” : [ 2 . 5 5 6 2 , 5 . 8 9 5 6 , 0 . 8 0 2 4 ] ,
” s c a l e ” : 1 ,
”mate r i a l ” : 8 ,
”OBJ f i l e ” : ” O l i v e Su r f a c e . obj ” ,
” ch i l d r en ” : [ ]
} ,
{

” id ” :”04 b2291a´ccae ´11e3´9c8e´1a514932ac01 ” ,
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” po s i t i o n ” : [ 2 . 4 , 7 . 3 , 1 6 . 9 ] ,
” r o t a t i on ” : [ 3 . 3 5 , 5 . 9 9 8 9 , 0 . 8 4 1 2 ] ,
” s c a l e ” : 1 ,
”mate r i a l ” : 8 ,
”OBJ f i l e ” : ” O l i v e Su r f a c e . obj ” ,
” ch i l d r en ” : [ ]
}

]
}

This example configuration defines a jar of pitted olives, as drawn in Fig. 4.9. Four

nested surfaces are defined in the file, one for the jar exterior, one for the jar interior,

and two for two individual olives. Their hierarchical structures are built by sorting

and matching their unique ids with the specified children ids of other surfaces. The

triangular meshes of the object surfaces are loaded from the designated .obj files,

which are then scaled, rotated, and translated as specified. The rotation about the

axes is defined by the Euler angles in units of radians. The position is defined in

the Cartesian coordinate space in units of millimeters. The material encapsulated

by the surface is denoted by a material ID that references the material database.

The system configuration file is subdivided into two sections—X-ray source(s) and

X-ray detector(s). The example system configuration file below defines a broadband

cone-beam source and an energy-resolving planar detector. An user can switch be-

tween monochromatic and broadband source types by changing the ‘energy spectra’

between 0 and 1. The source is operated at 150 kVp and a 23˝ launching angle. It

has a 1 ˆ 1 mm2 focal spot and is oriented towards the z-direction. A single ray

is launched from each point source to every extant detector element. Although a

collimator is not directly modeled in our simulation code, its impact on beam spread

can be simulated by defining a cone angle (‘half opening angle’). The detector plane

is located 1500 mm away from the source and oriented perpendicular to the axis

of the source beam. It has a pixel size and a pixel pitch of 8 mm, and consists of

125ˆ125 pixels. The quantum efficiency of the detector is 0.8 (80%). It has 4 energy
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bins ranging from 20 keV to 200 keV at a resolution of 50 keV. An user can switch

between photon-counting and energy-resolving detector types by changing the detec-

tor variable ‘type’ between 1 and 2. Though only one X-ray source and one detector

are defined in this example, a system configuration can contain multiple sources and

detectors of different properties.

{
” system ” :{

” sourc e s ” :{
” d i r e c t i o n ” : [ 0 , 0 , 1 ] ,
” ene rgy spec t r a ” : 1 ,
” number ray pixe l ” : 1 ,
” f o c a l s p o t ” : [ 1 , 1 ] ,
” ha l f op en i ng ang l e ” : [ 1 2 , 1 2 ] ,
”kVp” :150 ,
” p o s i t i o n ” : [ 0 , 0 , ´1000 ] ,
” ang le ” : 23 ,
” type ” :” square ”

} ,
” d e t e c t o r s ” :{

” d i r e c t i o n ” : [ 0 , 0 , 1 ] ,
” e lements ” : [ 1 2 5 , 1 2 5 ] ,
” p i t ch ” : [ 8 , 8 ] ,
” p o s i t i o n ” : [ 0 , 0 , 5 0 0 ] ,
” s i z e ” : [ 8 , 8 ] ,
” t ransduct i on ” :{

” type ” : 2 ,
” energy ” :{

” r e s o l u t i o n ” : 50 ,
”minimum” :20 ,
”maximum”:200

} ,
” quantum ef f i cency ” : 0 . 8

}
}

}
}

The simulation configuration file defines the details of the actual simulation,

designate databases and experimental environment. In the example below, one point

source is contained in the center of the focal spot, and emits a flux of 1 ˆ 108

photons per microsteradian per second. The material database and spectral lookup

table are contained in the same folder with the executable file. Poisson noise is
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simulated in the experiment. As mentioned in Sec. 4.2, our simulation code has the

ability to including the scatter contributions by adding an overall DC offset to the

transmission measurements. This DC offset represents the scattered photons that

strike the detector and are transduced at each energy bin, which varies with different

objects and system setups.

{
” s imu la t i on ” :{

”mate r i a l da tabase ” :” mate r i a l . db” ,
” s p e c t r a l u t ” :” spec t ra . txt ” ,
” p o i n t s o u r c e p e r d i s k ” : 1 ,
” s ou r c e s t r eng th ” :100000000 ,
” po i s s on sw i t ch ” : 1 ,
” o f f s e t f r a c t i o n : [ 0 . 0 0 0 1 , 0 . 0 0 0 1 , 0 . 0 0 0 1 , 0 . 0 0 0 1 ]

}
}

4.4.2 GPU-accelerated ray-tracing

As presented in Sec. 4.3, the source photons are abstracted as a set of rays with

corresponding directions, initial positions, and photon weights, and the object and

detector elements are modeled as a list of triangles with associated materials. In a

sequential implementation, the computation of ray attenuation has to iterate through

every object facet, source point, energy of spectrum, and pixel of a detector. As the

simulation of a high quality X-ray image requires large numbers of rays to be traced

through many of triangles, the speed of ray-triangle intersection calculation is crucial.

Ray-tracing has long been known as a computationally expensive task and has

traditionally been done on a CPU. However, this computation is a natural fit for

parallel implementation since each ray may be traced independently. In the case of

one ray per each detector pixel, the simulation of a 1024ˆ 1024 radiograph requires

tracing over one million rays. Ray-tracing is hence a very attractive application to

be massively parallelized on modern GPUs.

Our pipeline uses the NVIDIA OptiX [92], which is a general-purpose and highly
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efficient ray-tracing API, to trace rays through object and detector surfaces. The

OptiX engine provides a set of library functions for programmer to handle the various

events of ray tracing, including ray generation, ray hit (closest hit or any hit), ray

missing, etc. Scene geometries are wrapped in separate bounding boxes, which are

then further organized with a bounding volume hierarchy (BVH) [93] to accelerate the

searching of ray intersections with arbitrary geometry. Compared to other interactive

ray tracing works [94, 95, 96, 97], OptiX offers offers general purpose solutions to a

variety of ray-tracing tasks in both graphics and non-graphics domains.

The photon-matter interaction module is diagramed in Fig. 4.14. Given a ray and

a list of triangles, we use OptiX to find the closest intersection between the ray and

the triangle sets. For each ray segment, the length of attenuation path is calculating

by knowing the position of the ray-triangle intersection and the material responsible

for interaction is obtained using the tree structure and the identification strategy dis-

cussed in Sec. 4.3. When the interacted material and the length of attenuation path

are determined, a ray is exponentially attenuated using the Eq. 4.5 and the origin

of the ray is then translated to the next surface intersection. This intersection, at-

tenuation, and translation step then repeats until no more intersections are detected

between that ray and the object triangles. Subsequently, the same ray-tracing API

is used to trace rays towards the detector arrays to determine the number of photons

striking at each detector element. This process is shown in Fig. 4.14.

4.5 Validation of X-ray transmission simulation pipeline

To validate our X-ray transmission code, we compare the simulated data to the real

measurements acquired from phantoms on a cone-beam X-ray imaging system. Note

the detector readout noise was not simulated throughout all comparisons.
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Figure 4.14: Our ray-tracing process using OptiX for efficient calculation or ray-
triangle intersections. (Taken from [9])

4.5.1 Phantoms

The phantom used for simulator validation (right of Fig. 4.15) is a delrin-made prism

with a height of 152.4 mm and a maximum length and width of 193.04 mm. The

phantom is built with a 5 ˆ 5 slot array that can accept material slugs of varying

lengths (50.8 mm and 111.6 mm) and diameters (6.35 mm, 9.525 mm, 12.7 mm,

15.875 mm, and 19.05 mm). We acquired experimental data using slugs made of

copper, aluminum, acrylic, polyvinyl chloride (PVC), delrin, water, and methanol,

and the simulated measurements were made using the CAD rendering of the phantom

and the material properties of the body and the relevant slugs.

4.5.2 Experimental X-ray imaging system

As shown in Fig. 4.15, the experimental system consists of an X-ray source, a collima-

tor, an object stage, and a planar detector. The source tube operates at the voltage

140.65 kVp with a tungsten anode. An aperture collimator is placed in front of the

X-ray emitter to shape the beam spread angle. The experimental system uses a CsI

energy-integrating detector (Varian 4343CB) with a 400 ˆ 400 mm2 active imaging

area and a 130ˆ 130 µm2 pixel size, yielding a 3072ˆ 3072 image at full resolution.

No scatter control techniques were included in the experiment.
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Figure 4.15: (Left) Experimental setup. (Right top) CAD model of the phantom
prior to manufacturing. (Right bottom) Photograph of the fabricated phantom.
(Taken from [10])

The experimental imaging system was calibrated to make the source axis per-

pendicular to the detector plane. The source-to-detector distance is 988 mm, and

we keep the distance between the bottom of the phantom and the front surface of

the detector at 101.6 mm. These experimental settings were used as entries for our

software-defined imaging model.

4.5.3 Validation results

We did 11 experiments imaging the phantom for different directions and with different

materials. Here, we show the results using the phantom body and the phantom with

copper, aluminum and delrin slugs, which are representative of the agreement with

all materials. Figure 4.16 shows a direct comparison of simulated and experimental

results with no free parameters. In this validation experiment, the top of the phantom

was facing to the X-ray source, as depicted in Fig. 4.15. We adjusted the height of

the object stage such that the central source beam is perpendicular to the central

row of slots in the phantom.

The experimental data used for comparison was the average of 20 measurements
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acquired using the same system settings, in order to reduce the noise. Due to the

lack of knowledge about the shape and dimension of the experimental source extent,

we model a point source in the simulation. Even though, to match the resolution of

the experimental measurements (3072 ˆ 3072 pixels), at least 10 million rays have

to be simulated in our imaging pipeline, which is far beyond the number of rays

that can fit into the memory of the system GPU. As a result, our pipeline defined a

photon-counting detector of comparable imaging area to the experimental detector,

but with a 390 µm pixel size. This way, about 1 million rays were launched in the

simulation. In each set of comparisons, the simulated photon counts were scaled by

this known factor to match the range of experimental measurements, and we plotted

the photon counts in a logarithm scale to improve visibility.

From Fig. 4.16, the size of the simulated image is slightly off („ 5%), due to

only approximate knowledge of the location of the focal point in the source body

and the detector plane in detector housing. Accordingly to the source-to-detector

distance used in the imaging system, this error is in consistent with the range of

uncertainties lying in the locations of focal spot and detector housing. In addition, we

found the angular distribution of the experimental source is asymmetric, resulted in

disagreement in the intensity of radiographs. Besides, scatter contributions were not

considered in this comparison. Regardless, good qualitative agreement is observed

between simulation and experiment.

To address the factors for validation disagreement, we first adjusted the geometric

parameters in the simulation configuration until the simulated image was identical

in size to the experimental image. Then, we took flat-field measurements of the

experimental source (left of Fig. 4.17) and used it to build the angular distribution

function for the modeled source (right of Fig. 4.17). Finally, we used all pixels from

all 11 experiments (different selection and arrangement of slugs and orientation of

the phantom) and applied a single linear regression to extract an overall gain param-
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Figure 4.16: Comparison between the simulated data (left) and the acquired data
(right) with no free parameters. In the top figures, a line of copper slugs were inserted
to the middle column, and a line of aluminum slugs as well as a line of delrin slugs
are inserted to the left and the right of the copper slugs. The white rectangle in
experimental radiograph was caused by a dead ASIC on the detector. The digital
value are plotted on a logarithmic scale. (Taken from [9])

eter to calibrate variations in quantum efficiency, fill factor of the detector, and the

conversion from our modeled photon-counting detector to the experimental energy-

integrating detector, as well as a DC offset parameter for each experiment to account

for scatter background, which was generated in different scenarios. The resulting pa-

rameter values (i.e. scatter to primary radiation ratio generally less than 3%) were

physically reasonable and in general agreement with published numbers. Fig. 4.18

displays the comparison of simulated and experimental data after the adjustments.

By taking a single line of data crossing the central row of slots in the phantom, we
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show the simulated and experimental data has almost identical shapes and attenu-

ations, which constitutes a strong semi-quantitative agreement between simulation

and experiment.

Figure 4.17: (Left) Flatfield measurement of the experimental source. (Right)
Reconstructed modeled source using the angular distribution function derived from
the experimental flatfields.

4.6 Timing performance of X-ray transmission simulation

The speed of the proposed X-ray transmission imaging pipeline was evaluated on a

PC with an Intel 6-core i7-3770K processor at 3.5 GHz, 8 GB RAM, and an NVIDIA

GTX 770 GPU on board. Fig. 4.19 shows an example of the bag radiograph simulated

using a fan-beam scanning system similar to that used in transportation screening.

The test bags contains 90 every-day objects (randomly packed from a library of

objects and materials) consisting of 48912 triangles. Simulated measurements were

obtained with a 125-element linear, photon-counting detector. We modeled transport

of the bag through machine with 125 translation steps of the object, which yields

125 ˆ 125 pixels in a single radiographic projection. Using the computing platform

described above, approximately 50000 fan radiographs or 400 full 2D projections can

be simulated in one hour. To rapidly generate the extremely large amount of data

needed by statistical studies (tens of thousands bag measurements per trial) with
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Figure 4.18: Comparison between the simulated data (left) and the acquired data
(middle) after several reasonable adjustments have been made to account for sys-
tematic differences. (Right) A central slice through the simulated and experimental
radiograph.The black rectangle in experimental radiograph was caused by a dead
ASIC on the detector. [9]

reasonable cost, we have moved the computations to a cloud-based GPU comput-

ing platform—Amazon Elastic Compute Cloud (EC2). According to the pipeline

throughput on a single Amazon instance, full 2D projections of approximately 3.9

million bags can be obtained in one day using 400 GPU instances, at a cost of $0.001

per bag.

We then study the relationship between the throughput and the number of de-

tector pixels (proportional to the number of simulated rays). We simulated a cone-

beam imaging system using the same system parameters (source-to-detector distance,

object-to-detector space, detector active imaging area, etc.) and a CAD model of

the slug-free phantom described in the experimental validation section. Shown in

Fig. 4.20, the runtime is fairly linear with the number of simulated rays, which is

coincident with our intuition. Note this linearity is slightly off for small numbers

of rays, due to the overhead cost on CUDA kernel execution, model construction,
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Figure 4.19: Bag radiograph formed using a fan-beam scanning system. (Taken
from [10])

system initialization, and insufficient usage of GPUs. Although the ray-tracing speed

also depends on the number of triangular facets, due to the acceleration structure

(BVH) used in geometrical primitives representation, the linearity does not hold for

their relationship.

Figure 4.20: Simulation runtime (imaging of delrin phantom) as a function of
number of rays. (Taken from [9])
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4.7 Applications: analysis of X-ray absorption-based threat detection
system using information-theoretic approaches

In this section, we demonstrate how our X-ray simulation tool can be used to support

the information-theoretic studies of baggage screening systems. We use detection

systems based on transmission X-ray technology as the example and show how the

system geometry (spatial resolution) can affect the fundamental limits of the system

performance.

As mentioned in section 4.1.1, X-ray screening is beyond mere image formation

and instead intends to detect the existence of certain threat contents. We therefore

can evaluate its performance by the amount of task-relevant information contained

in its measurements. Although Shannon mutual information is a natural choice to

formulate the TSI, the computation complexity associated with the large dimen-

sionality of the X-ray measurements makes its calculation intractable [98]. As an

alternative, we adopted a Cauchy-Schwartz mutual information-based metric [99],

as it can resolve this computation difficulty, to analysis the performance of X-ray

detection system and named this metric as logpw{bq.

The virtual bags were created by randomly packed with objects that are typically

seen in airline luggages. To form the task of threat detection, we define two categories

of materials—threat and non-threat. The type of bags is determined accordingly,

that a threat bag is any one that contains a threat material and a non-threat bag is

one that is free of threat materials. In particular, whenever we created a non-threat

bag, we substituted the material of one of the objects with a material selected from

the threat material list.

As the X-ray detectability varies with the amount of threat materials contained,

we further categorized the bags into 5 sets according to the volume of the threat

objects. These volumes are described in Table 4.1 and referenced in later studies.
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Volume Volume range (cm3) Geometric mean (cm)
A 1-8 1-2
B 64-216 4-6
C 512-1000 8-10
D 1728-3375 12-15
E 4913-8000 17-20

Table 4.1: Volumes of the samples used in different set of bags

To effectively sample the object and material distribution (in both selection and

arrangement), each volume set consists of 1000 threat and non-threat bag pairs. This

bag number is a tradeoff between the accuracy of sampling and the computational

cost of studies.

Fig. 4.21 shows a sketch of the system used for this exploration. Two X-ray

sources illuminate the bag in orthogonal directions as the bag passes two linear

detector arrays. Each detector is composed of 125 pixels with a pixel size of 8 ˆ 8

mm2. The central source beam is perpendicular to the detector plane. The source-to-

detector distance is 1.5 m, and the distance from the source to the center of the object

is 0.5 m. A two-dimensional transmission image is constructed by registering image

slices taken by each corresponding detector at 125 translation steps of the test bag.

This structure is an abstraction of typical baggage scanners used in transportation

screening and referenced as the baseline system in later studies. Two bag images

projected from orthogonal views can be obtained in 18 sec using our GPU-based

ray-tracing approach.

The exploration results were initially presented by David Coccarlli, a Duke PhD

student working on the project. Here, we review the results from two studies—

threat detectability versus object volume and threat detectability versus detector

spatial resolution, and demonstrate how the aforementioned simulation tool allows

for the analysis of X-ray transmission architectures.

Figure 4.22 plots the mean thread detection performance of the baseline system
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Figure 4.21: Schema of system architecture used for analysis of the X-ray threat
detectability based on transmission measurements.

as a function of source strength and object volumes. The blue watermark in the plot

is the typical source strength used by real X-ray scanners, while the region above the

red line is where the number of logpw{bq metric are large enough to be trustable. The

measurements were simulated using broadband sources and dual-energy detectors.

Transmitted photons were recorded in an energy range of 40-90 keV and 90-180

keV . The results show that the value of logpw{bq metric monotonically increases as

a function of source strength. This matches our intuition that stronger source means

higher SNR and better detectability. Moreover, the trend of logpw{bq metric over

object volume suggests that larger volumes are easier to detect, which also matches

intuition. A counterexample of this volume-dependent performance was reported in

our analysis of X-ray threat detectability on scatter based architectures [72].

Next, we explored the impact of spatial resolution on system detection perfor-

mance. We chose 10 different pixel sizes for a photon-counting detector with 1ˆ1 m2

active imaging area. As shown in Fig 4.23, the metric value generally increases with

finer spatial samplings. However, this gain gradually diminishes and there is almost
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Figure 4.22: X-ray threat detectability over different threat volumes

no improvement on system performance beyond the 125ˆ125 resolution. This result

suggests that the amount of information contained in the measurements is limited

and is nonlinear to the number of pixels. This finding is supported by some studies

on compressive sensing.

Figure 4.23: X-ray threat detectability over different spatial resolution
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4.8 Conclusion

The investigative tool, presented in this chapter, can rapidly simulate the entire ra-

diographic imaging process, including the imaged object, imaging modality, beam

transport, detector response and absorbed energy distribution. This pipeline is ini-

tially designed to enable statistical analysis of X-ray threat detection in the context of

airline baggage inspection. The strong points of this tool are the use of a hierarchical

representation structure to describe the volumetric information of nested triangular

meshed objects, the ability to adjust the system parameters on-the-fly by loading

settings from configuration files, and the adoption of a GPU-based ray-tracing li-

brary (NVIDIA OptiX). We use the parallel ray-tracing library to track ray-triangle

intersections, which greatly speeds code execution. Since this simulation tool uses

Beer’s attenuation law to model radiographic imaging, the initial computed images

are noise-free. However, shot noise can be added afterwards as needed.

The accuracy of the presented pipeline has been validated by comparing it to

a laboratory X-ray imaging system. We collected data using a delrin phantom in

combined with rods of varied dimensions and made of different materials. Through-

out all comparisons, we observed strong semi-quantitative agreements between the

simulated and experimental results.

To test the speed of our X-ray imaging tool, we simulated a fan-beam scanning

system and used a bag made of 90 CAD objects as the test object. The radiographs

can be generated within seconds on a single computer, and the data generation

for large-ensemble statistical studies can be realized by launching instances in the

Amazon Elastic Compute Could (EC2), at a fairly low cost. Though this framework

currently only considers photoelectric absorption, the technique has been extended

to also incorporate scattering within the Born approximation. That work will be

presented in next chapter.
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5

Simulation of X-ray Scatter Measurements using
GPU-based Ray-tracing

5.1 Motivation and prior art of X-ray scatter simulation

X-ray transmission-based detection systems are ubiquitous at most airports. The

degree of absorption depends on the atomic number, density and the thickness of

an interacting material. In some cases, these methods are effective in detecting

metallic threats, i.e., weapons or ancillary devices, such as wires, batteries, and trig-

ger devices. The main drawbacks of these radiographic scanning systems are 1)

objects of similar average atomic number give a similar X-ray shadow; 2) layering

of luggage contents only permits an overall average atomic number to be obtained

from a single view [100]. Energy-resolving and computer tomography imaging tech-

nology marginally improve the sensitivity of detection by adding further spectro-

scopic and spatial information. Nevertheless, their efficacy is still limited because:

1) transmission-based detection techniques are only weakly chemical specific because

the chemical properties of materials are governed by their molecular arrangement of

the atoms rather than the atomic constituents alone [101]; 2) a large number of
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ordinary, innocuous objects have density and atomic number similar to common ex-

plosives, resulting in a high false alarm rate. Consequently, more refined methods

are needed to detect explosives.

Recently, the use of X-ray scattering has been proposed as just such an alterna-

tive approach. X-ray scatter measurements provide further discrimination between

threat and non-threat material by giving additional physical insights (section 4.1.2).

Detection technologies based on Compton backscattered photons and X-ray diffrac-

tion (Rayleigh scattering) patterns have been extensively studied [17, 101, 102] and

initial results are promising.

Compared to transmission data, X-ray scatter measurements are even more sensi-

tive to the choice of system architecture and hardware parameters. An X-ray scatter

simulation tool can help to optimize these design parameters by evaluating the impact

of various components and geometries on detection performance [103]. In addition,

simulated scattering measurements can also be used to inform understanding about

the scatter background present in X-ray transmission measurements [104]. That is

example, given an imaging configuration, one can use the simulation tool to estimate

the scatter influence and enhance the obtained transmission image quality.

To date, a variety of techniques have been developed for scattering simulation,

and the most common three are Monte Carlo modeling [33, 34], deterministic cal-

culation [105, 106, 32], and a hybrid approach [35, 36]. Each technique has merits

and limitations. As we have reviewed in Section 4.1.3, MC modeling can simulate

accurate underlying physics but is computationally expensive if a smooth signal is

desired. Deterministic approaches analytically calculate the distribution of scat-

tered photons according to the first Born approximation. It has potential to rapidly

generate noise-free scatter signals, however it only allows for closed-form integral

representations at the expense of physical accuracy (i.e., only single scatter is con-

sidered). One typical deterministic algorithm is introduced in [32]. In this work,
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an object is discretized into a number of small voxels, each of which is made of a

homogeneous material. When a voxel is illuminated by an X-ray beam, the num-

ber of photons scattering in each direction is calculated according to the differential

cross-section of the material. As the calculation of scattered photons is essentially a

numerical integration of differential cross-sections over a range of angles, the size of

the voxel should be small in order to ensure sufficient angular sampling. Although

this method improves simulation throughput by avoiding random sampling (as the

computation time is roughly proportional to the number of voxels), simulations of

intricate three-dimensional objects can be prohibitive.

Recently, a hybrid approach has been proposed to simulate the secondary radi-

ation. This method combines the MC and deterministic algorithms and consists of

two stages: First, random histories of a set of photons are tracked from emission

to interaction (absorption, scatter, or exit from the simulation boundary) by means

of MC simulation; whenever a photon is scattered, its interaction type (i.e., inco-

herent or coherent scatter), coordinates, direction of propagation, and initial energy

are recorded. Second, for each scattering center, the number of scattered photons

received by a detector pixel is computed via the first Born approximation. By launch-

ing fewer particles in the first stage, this hybrid method can be faster than classic

MC approaches. Nevertheless, the stochastic portion is still burdensome considering

the extremely large datasets needed for statistical studies.

Inspired by the hybrid approach discussed above, we introduce a new determinis-

tic but sampled algorithm for modeling scattering in triangular-mesh CAD objects.

Instead of randomly positioning scattering centers via MC simulation, this algorithm

samples the distribution of scattering centers along primary rays according to the

length of the incident mean free path. First, rays are sent from the source towards

each extant detector pixel and undergo attenuation as they progress. Second, we

uniformly distribute the scattering centers along each primary beam with a density
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proportional to the incident total scattering cross-section (i.e., a fixed number of

scattering center per mean free path). For centers along a single ray, the scattered

photon numbers at each center are decreasing and sum to the total number of photons

scattered from the primary beam. Higher order scatter can then be incorporated by

generating new scattering centers along the rays deflected from the first-order scatter-

ing centers but at the cost of increased computation. We built this deterministic but

sampled scattering simulation algorithm based on the X-ray transmission simulation

framework introduced in Chapter 4 and made use of the same GPU-based parallel

ray-tracing API. Compared to ‘conventional’ deterministic methods, our approach

is dynamic to the discretization of objects and detector pixels and offers a viable

solution to simulate higher-order scattering in exchange for increased computation.

5.2 X-ray scatter physics

When a photon impinges on the object and is scattered, the probability that it is

scattered into a unit solid angle in a given direction is determined by the differential

cross-section (DCS), which is formulated as [73]

dσ

dΩ
“

Isc
Φ0∆Ω

, (5.1)

where Isc is the number of photons scattered per second into ∆Ω, Φ0 denotes the

strength of the incident beam (the number of photons passing through unit area

per second). The number of photons scattered towards a detector element in the

direction pθ ˘∆θ, φ˘∆φq can be expressed as

I “ Φ0

ż φ`∆φ

φ´∆φ

dφ

ż θ`∆θ

θ´∆θ

dσ

dΩ
pθq sin θdθ. (5.2)

Though our code can be used to model multi-order scatter, here we focus the

discussion on the first-order Rayleigh (also known as elastic or coherent) and Comp-

ton (also known as inelastic or incoherent) scatter. Rayleigh scattering is dominant
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at small scattering angle and for objects with high atomic numbers. Photon energy

is unchanged by Rayleigh scattering. The calculation of the Rayleigh scatter differ-

ential cross-section is commonly performed by the means of the Form Factor (FF)

approximation. In this approximation, the Rayleigh DCS of unpolarized scattering

radiation is expressed as the product of the Thomson DCS, denoted by dσT {dΩ, and

the atomic FF of the incident material, denoted by F pq, Zq [107]:

dσcoh

dΩ
pθ, Eq “

dσT
dΩ
rF pq, Zqs2 “

r2
e

2
p1` cos2 θqrF pq, Zqs2, (5.3)

where re is the classical electron radius, θ is the scattering angle, q is the momentum

transfer, and Z is the atomic number of the target atom; q is formulated as the

following:

q “ 2
E

c
sin

θ

2
, (5.4)

where E is incident photon energy and c is the speed of light. Due to this relation,

as photon energy increases, the angular range of Rayleigh scattering progressively

decreases.

The atomic FF data used in our simulation were obtained from experimental

measurements made using a commercial diffractometer (Bruker Phaser D2). The

Rayleigh DCS data have been generated on a 11980-point grid for scattering angle

between 0.2˝–120˝, and on a 361-point grid for energies between 20-200 keV. Hun-

dreds of everyday and hazardous materials commonly used by explosive detection

studies are tabulated and contained in a SQL database.

In the case of Compton scattering, the photon interacts with a free electron and

gives up some of its initial energy. The relationship between the shift in wavelength

(energy) and the scattering angle is given by well-known Compton formula:

∆λ “ λ1 ´ λ “
h

mec
p1´ cospθqq, (5.5)
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where λ is the wavelength of incident photon, λ1 is the wavelength of scattered

photon, h is the Planck’s constant, and me is the mass of an electron at rest. Thus

the energy of Compton scattered photon E is related to the incident photon energy

E 1 and scattering angle as:

E 1 “
E

1` E
mec2

p1´ cos θq
. (5.6)

In relativistic quantum mechanics, the angular distribution of X-ray photons by

a free electron is provided by the Klein-Nishina formula [108]

dσKN
inc pθ, Eq

dΩ
“
re
2

ˆ

E 1

E

˙2 ˆ
E 1

E
`
E

E 1
´ sin2 θ

˙

. (5.7)

The Klein-Nishina formula for Compton scattering assumes that the electrons are free

and at rest. The more accurate representation of Compton DCSs involves applying

a multiplicative correction, which is so-called incoherent scattering function (ISF)

Spq, Zq. In this approximation, the Compton DCS is expressed as [74]

dσinc

dΩ
pθ, Eq “

dσKN
inc

dΩ
pθ, EqSpq, Zq. (5.8)

The incoherent scattering functions used in our simulation were generated using

the xraylib library [109]. The Compton DCS data have been measured within the

same energy and angular range as the Rayleigh DCSs, but are sampled at a angular

resolution of 0.05˝ and an energy resolution of 5 keV (compared to 0.01˝ and 0.5

keV for Rayleigh scattering). The sampling steps are different for the two scatter

types because Compton scattering yields a smoothly varying angular distribution

whereas Rayleigh scattering can be sharply peaked. For the two scatter types, both

the energy and angular step sizes are sufficiently small so that any abrupt changes

in DCS can be captured by the sampling.
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5.3 Simulation pipeline of X-ray scatter measurements

5.3.1 Simulation methodology

As a set of photons travel from the source to the corresponding detector element,

some of them will be absorbed or scattered from their original path. In our use of

this simulation framework, we have chosen to focus on modeling first-order scatter in

consideration of speed. After photons interact with the material and are scattered,

we calculate only the attenuation during their subsequent propagation, but do not

consider the changes in energies and directions due to additional scattering events.

As such, each scattering event can be considered as a secondary source that emits

photons according to the appropriate interaction mechanism. This allows us to use

the same deterministic approach (Chapter 4) as for forming the transmission images

to simulate the scatter measurements. The calculation of Rayleigh and Compton

scattering are based on the FF and ISF approximations discussed in Section 5.2.

Surface 1

Surface 2

Incoming

primary ray

Attenuated

primary ray

Secondary rays in

every direction and

undergoing attenuation

Scattering centers

with decreased

photon weights

Figure 5.1: The simulation of photon scattering consists of two stages. The first
stage tracks the primary ray propagation and attenuation. In the second stage, a
set of scattering centers (blue dots) is generated along the primary ray-paths with
their density proportional to the incident total scattering cross-sections; photons are
scattered from each scattering center with their angular distribution in accordance
with the corresponding DCSs. (Taken from [11])
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The proposed simulation approach consists of two stages (Fig. 5.1). In the first

stage, a normal Beer’s law-based transmission simulation is carried out, during which

the position of and the number of incident photons at each scattering point is de-

termined. The second stage consists of calculating the amount of photons scattered

from each scattering point and received by every element of the detector. This scat-

tering simulation pipeline is built upon the transmission imaging code presented in

Chapter 4. We model the photons as a set of rays and track them from their point of

emission towards the boundary of simulation experiment(i.e., detectors). A detailed

implementation is explaned as the following.

Suppose a set of X-ray photons impinging on a homogeneous material of thickness

l and traversing through it, the expected number of photons that interact and are

removed from the original beam is given by

∆ItotalpEq “ I0pEqp1´ exp´µpEqlq, (5.9)

where I0pEq is the number of incident photons of energy E before the interaction and

µ is the energy dependent linear attenuation coefficient. As the probability of each

interaction is determined by the corresponding cross-section, the number of photons

lost due to scattering can be expressed as

∆IcohpEq “ ∆ItotalpEq
σcohpEq

σtotalpEq
(5.10)

for Rayleigh scattering and

∆IincpEq “ ∆ItotalpEq
σincpEq

σtotalpEq
(5.11)

for Compton scattering, where σtotal is the total cross-section, σcoh and σinc are the

Rayleigh and Compton scatter cross-section. σtotalpEq “ σcohpEq`σincpEq`σpepEq,

where σpe is the photoelectric absorption cross-section.

95



These scattered photons are then assigned to N uniformly spaced scattering cen-

ters along the ray segmentation. Because the number of photons carried by a ray is

exponentially decreased during the ray propagation, the number of photons of energy

E at the kth center along l can be written as

∆IpE, kq “ ∆IpE, k ´ 1q exp´µpEql{pN`1q, (5.12)

where l{pN ` 1q is the distance between the neighboring scattering centers. The

number of photons assigned to the first scattering center can then be calculated by

∆IpE, 0q “ ∆IpEq
1´ exp´µpEql{pN`1q

1´ exp´µpEqlN{pN`1q
, (5.13)

where ∆I denotes the total number of photons scattered due to either Rayleigh or

Compton interaction (as appropriate) along the ray segment.

For the number of scattering centers along the ray segment l, we refine it to be a

function of the number of mean-free-path such that

Ncoh “ rκρσ̄cohls (5.14)

for Rayleigh scattering and

Ninc “ rκρσ̄incls, (5.15)

for Compton scattering, where σ̄ is the mean cross-section, ρ is the material density,

and κ is a constant to adjust the number of scattering centers placed per mean-free-

path. σ̄ is the product of energy dependent cross-sections by the number of incident

photons at each energy resolution. We show in Section 5.3.2 and Section 5.5 that κ

is chosen based on a tradeoff between the simulation fidelity and run time.

To summarize the implementation steps of the first stage:

1) Rays are cast from the X-ray source towards every detector element and un-

dergo attenuation.
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2) For each ray segment, the number of scattering centers N is determined by

Eq. 5.14–Eq.5.15, and the total number of photons lost due to each scattering

effects along the way is computed using Eq. 5.9–Eq. 5.11.

3) The lost photons are assigned to N uniform spaced scattering centers consistent

with the exponential weighting of Beer’s law.

These scattering centers act as new sources and radiate photons towards every

direction. The probability of a photon being scattered off towards a direction pθ, φq

and in a infinitesimal solid angle dΩ is given by the DCS. The number of scattered

photons recorded by a detector element is computed using the same GPU-based

ray-tracing code as for forming the transmission image.

5.3.2 Choice of simulation parameters

An accurate photon number received by a rectangular detector element can by cal-

culated by integrating the DCS across the detector element in Cartesian space, so

Eq. 5.2 is changed to:

I “ Φ0

ż x2

x1

ż y2

y1

dσ

dΩ

´

arccos
` d
a

x2 ` y2 ` d2

˘

¯

arctan
`y

x

˘

sin
”

arccos
` d
a

x2 ` y2 ` d2

˘

ı d
a

x2 ` y2px2 ` y2 ` d2q
dxdy, (5.16)

where d is the distance from the scattering center to the px, yq position at the detector.

When p∆x,∆yq is small, the accuracy of numerical integration is only limited by the

sampling step size of DCS.

Although this integral approach solves the discretization problem for X-ray detec-

tors, it introduces additional computations and will slow down the overall simulation.

Therefore, we have chosen to move the integral of DCS to the angular coordinate

system and alleviate the discretization problem by sampling the scattering angle
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from m ˆ n points at each detector element, where m is the number of grids in x

direction and n is the number of grids in y direction. As such, the number of photons

scattered towards a detector element in the direction pθ, φq is computed via

I “ Φ0

ÿ

mn

dσ

dΩ
pθkq∆Ωpθk, φkq. (5.17)

The choice of m and n varies case by case. Given a system setup, we calculate

the number of scattered photons recorded by detector elements (without attenuation)

using Eq. 5.17 and compare it to the theoretical number computed using Eq. 5.16.

An example calculated using is illustrated in Fig. 5.2. The difference between the

numbers calculated using Eq. 5.17 and Eq. 5.16 is plotted per detector element and as

a function of n. Given a set relative error (i.e., 1%), we choose the smallest m and n

that give an error below it. This m and n pair is then used as the parameters for the

simulation of large-ensemble measurements imaged under the same configuration.

Figure 5.2: Relative errors between the theoretical and the approximated photon
number received by each detector element. The x-axis shows the indices of the
detector element. We simulated a 125 ˆ 1 detector array of 1 mm2 pixels; the
detector plane is positioned 1500 mm away from the source and is 4˝ to the axis of
the source beam.

As for the number of simulated scattering centers in the inspected sample, it
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can be adjusted by both the number of initial rays and a constant κ defined in

Eq. 5.14 and Eq. 5.15. In our simulation pipeline, rays are aimed from the X-

ray source to points on every extant detector element. The initial number of rays

can be altered by performing a finer spatial sampling on the simulated detector

element. By comparison to the experimental measurements, we find that denser

scattering centers give better agreement between the simulated and experimental

results. While large κ and denser initial rays give more accurate simulated results,

they also require increased computational time. Therefore, the optimal values is

determined by investigating this tradeoff between run time and fidelity, and may

change with simulation scenario. Here, we focus on the discussion of κ, but the

sampling resolution of detector pixels (number of initial rays) is determined in a

similar way.

As with the choice of the numerical integration parameters m and n, we choose

the smallest κ that yields results with sufficient accuracy, when compared with either

experimental measurements or simulations using higher values of κ. We first explore

the relationship between run time and the value of κ. We simulated a system with

a cone-beam source, a planar photon-counting detector, and a 10 cm3 glass cube.

Shown in (Fig. 5.3) is the plot of run time as a function of κ. As the number

of scattering centers in a simulation is linear in κ (ignoring rounding effects), we

find that the run time is proportional to κ as well. Note that althrough this linear

relationship was derived from a single surface object, the results hold for multiple

surfaces as well.

We next show the approach to determining a sufficient κ and use the cone-beam

system described above as the example. In order to calculate the error of simulated

results, we treated the measurements generated using κ “ 64 as the truth, as no

significant changes were observed among results generated using κ larger than 64.

Shown in Fig. 5.4 is the plot of relative errors averaged over the detector pixels as
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Figure 5.3: Run time of scattering simulation as a function of κ. Measurements
were obtained with the same system setup as the one used for Fig. 5.4. (Taken
from [11])

a function of κ. By requiring that the relative error be less than 1%, we find that

κ “ 8 is the best choice as it gives acceptable fidelity in the shortest simulation time.

Figure 5.4: Relative error (per detector pixel) of the simulation as a function of
κ, which is a constant to adjust the fidelity of the results. The measurements were
obtained using a cone beam source and a 10 cm3 glass cube. (Taken from [11])
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5.4 Validation of X-ray scattering simulation pipeline

We validate the accuracy of the scattering pipeline by comparing the simulated data

to measurements obtained from a fan-beam X-ray imaging system. The detector

noise was not simulated throughout the comparisons.

5.4.1 Phantoms

Compared to the transmission work in the previous chapter, the scattering measure-

ments are more complicated as each voxel can influence every pixel and the SNR is

lower. We therefore limited the test objects to phantoms made of uniform materials.

Two test objects were experimentally imaged on a laboratory fan-beam system: (i)

a cylindrical plastic container filled with aluminum powder (diameter 15 mm, height

55 mm) and (ii) a homogenous delrin prism (shown in Fig. 5.5) with a height of

152.4 mm and a maximum width of 193.04 mm. The prismatic phantom is built

with 5 ˆ 5 slot array of varying diameters and was originally constructed for the

validation of transmission pipeline. The slots here are all empty so we can focus on

the scattering property of a single material object. Software phantoms were made

using the CAD rendering of test objects and relevant material properties. However,

the plastic container holding the aluminum powder was not explicitly modeled.

5.4.2 Experimental X-ray imaging system

As shown in Fig. 5.5, our experimental system uses a fan-beam of X-rays in con-

junction with a linear detector to image objects between the X-ray source and the

detector array. This system is an abstraction of notional scatter-based scanners. The

source tube operates at 10.55 mA and 125 keV. A set of collimators are placed be-

tween the source and the object and limit the source to a fan beam with a thickness

of 1.3 mm on the detector. Phantoms were put on the top of an object stage for

imaging. The fan-beam was parallel with the surface of the object stage, so the stage
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The image on the top is the laboratory x-ray system used in scattering validation;
the image on the bottom left shows the orientation of phantom, and the image on
the bottom right displays the direction of fan projection. (Taken from [11])

would not be imaged. Scattered photons were captured by an energy-sensitive de-

tector (Multix ME 100) with a resolution of 6 keV. The detector consists of 384ˆ0.8

mm2 pixels and was mounted to a motorized translation stage, so it could be scanned

to create two-dimensional projections. The distance from the focal spot of the X-ray

source to the detector was 1191.5 mm in the z direction. The center of the object

stage was 571 mm away from the source in the z direction and 37.5 mm away from

the source in the y directions. These experimental settings were used as the entries

to the simulation model.
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5.4.3 Validation Results

For each comparison, we performed the following adjustments to address the dis-

agreements between the experimental and simulated systems: first, a flat-field mea-

surement was taken to capture the angular distribution of the source and to correct

the scatter in the absence of the object; second, an overall scale factor was extracted

by fitting the simulated and experimental transmission measurements to calibrate

factors that we do not know precisely, such as quantum efficiency, fill factor of de-

tector, etc.

We start out the system validation by using the cylinder of aluminum as the test

object and projected the fan beam in a plane perpendicular to the axis of the cylinder.

Shown in Fig. 5.6 are the experimental and simulated scatter measurements chosen

from energy bins centered at 35 keV, 60 keV, and 90 keV. The brightest scatter

rings (corresponding to the peaks of Rayleigh DCSs of aluminum) in simulated and

experimental results are quite similar. As the plastic container was not modeled

in the simulated phantom, we observe one extra peak of scattered photons in the

experimental measurements across all energy bins, whose position generally matches

the peak of Rayleigh DCS of polyethylene. We then verified this comparison by

superposing the experimental and simulated data taken from y “ 0 (corresponding

to a radius of the ring) from the energy bin centered at 90 keV (shown in the right

of Fig. 5.6). The profile of experimental data is noisy as we only took one set of

experimental measurements for comparison. Regardless, the simulated data is in

general in accordance with the experimental data in both shape and photon counts.

We next used a delrin prism to further validate the simulation pipeline and pro-

jected the fan beam in a plane perpendicular to the curved surface of the slots in

the phantom. This phantom is significant in that it is moderately attenuating and

it contains non-trivial topologic structures. The experimental and simulated data
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Figure 5.6: Comparison between the experimental (left) and simulated (right)
scattering measurements of aluminum power. The measurements were obtained from
energy bins centered at 35 keV, 60 keV, and 90 keV, with a bin width of ˘3 keV. A
slice of data was taken along the x-axis at pixel y “ 0 from the energy bin centered
at 90 keV to show a quantitative comparison in photon counts. (Taken from [11])

shown in Fig. 5.7 are photon counts integrated from all energy bands. The counts

from the primary beam was not present in the simulated result. Despite the noise in

the experimental measurements, we observe good agreement between the simulation

and the experiment: an array of scatter rings with monotonically decreasing radii and

intensities are present in both data sets. Those rings are predominately generated

by photons scattered from the slot surface closer to the detector, which were least

attenuated during the propagation afterwards. Note the discontinuous rings in the

simulated measurements originate from the discretization of the simulated detector

pixels.

While the simulated and experimental results generally agree there remains a
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primary beam

Figure 5.7: The top is the X-ray measurements taken using laboratory device;
we saturated the transmission measurements to boost the contrast of the scattering
profile for visualization purpose. The bottom is the x-ray first-order scatter measure-
ments simulated using the same experimental settings and a CAD phantom model.
(Taken from [11])

quantitative mismatch between the data. There are several factors we believe ex-

plain this disagreement: first, the simulated source spectrum and detector response

function are only theoretical approximations of the real ones (e.g., the modeled de-

tector response function is Gaussian whereas the real response is Gaussian with a

tail); second, we attempted to eliminate the photons scattered from object-free imag-

ing components via a flat-field correction, however, this scatter pattern may change

in the presence of objects; finally, we only simulate first-order scatter (whereas the

experiment contains multiple-scatter). Given all these known limitations, the semi-

quantitative agreement is sufficient for validating the general model behavior.
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5.5 Timing performance of X-ray scattering simulation

The speed of the scatter simulation pipeline was evaluated on a PC with an Intel

6-core i7-3770K processor at 3.5 GHz, 8 GB RAM, and an NVIDIA GTX 770 GPU.

In general, the run time of our scattering simulation code is proportional to the cross-

section of the material in the object (probability of scatter), the number of initial rays,

and the number of scattering centers per each mean-free-path (controlled by κ). We

used the same bag (Fig. 4.19) which was used for assessing the speed of transmission

pipeline as the test object and scanned it through a fan-beam imaging system. The

scattered photons were captured by a simulated linear energy-resolving detector,

which is composed of 125 pixels, each allowing energy-resolved measurements in 32

energy bins. 125 translation steps of the object were used to simulated motion of the

conveyor belt, resulting in an measurement of 125ˆ 125ˆ 32 pixels. 15625 primary

rays were simulated in the experiment and we set κ “ 4, which was selected based on

a tradeoff between the run time/cost and accuracy (as we have been using the same κ

to generate the scattering measurements for tens of thousands bags used by statistical

studies). Shown in Fig 5.8 is the simulated scatter measurement integrated from all

energy bands. Using the computing platform described above, this bag profile can

be obtained in about 70 minutes (approximately 33 seconds per fan measurement).

As our method provides the mathematical expectation of the scattered and de-

tected photon number, the simulated results are mean values (noise-free), whereas

the data generated by conventional MC code is subject to stochastic distribution.

As a result, an enormous number of photons must be launched in MC simulation

to achieve similar estimates of the expectation, which greatly increases the time of

simulation. For example, with a narrow pencil beam, a planar detector, and an

aluminum rod, using the same computing platform described above, our forward

model obtained the X-ray data (scattering and transmission) in about 2.5 minutes,
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Figure 5.8: Bag scatter projection formed using a fan-beam scanning system.
(Taken from [10])

compared to several hours using GEANT 4 code [110], which is a particle physics sim-

ulator built based on MC methods, at an equivalent signal quality. However, note

that ours advantage in speed may change in different signal-to-noise-ratio (SNR)

cases and varied imaging geometries. Nevertheless, as ours simulation time propor-

tionally rises with increasing number of scattering centers, one can estimate the cost

based on the outputs from the first stage transmission imaging and make the choice

of simulation tools (i.e. ours or MC-based ones) accordingly.

5.6 Conclusion

In this chapter, we present a deterministic but sampled approach for rapid simulating

X-ray scattering measurements based on ray-tracing. The proposed algorithm can be

summarized in three steps. Step one, a transmission simulation is carried out based

on the Beer-Lambert law to estimate the photon loss due to scattering along each ray

path. Step two, the number photons scattered from the primary rays are attributed

to a list of uniformly spaced scattering centers, whose number is proportional to the

scatter cross-section of the incident material. Step three, these scattering centers are

treated as new sources, which radiate photons in every direction; for each scattering

center, the probability of photons scattered into a direction pθ, φq is given by the
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DCS at the corresponding scattering angle. The Rayleigh DCS was calculated us-

ing the form factor approximation and the Compton DCS was calculated using the

incoherent scattering function approximation. We build this scatter pipeline upon

our previous transmission simulation code, based on a similar ray-tracing framework

and making use of GPU technologies to accelerate the run time.

The accuracy of the proposed simulation pipeline has been validated by compar-

ing it to a laboratory X-ray imaging system. We used the experimental settings as

the entries to our simulation tool and acquired the data with a cylindrical object

and a customized phantom. Throughout the comparison, we observed a strong cor-

respondence between the simulated and the experimental results, in terms of both

the shape and strength of the acquired signlal.

As this pipeline is intended to support the data acquisition for information-

theoretic studies of X-ray threat detectability, the simulation throughput is crucial.

We demonstrated that the transmission and scattering measurements of a realistic

physical model can be simulated in tens of minutes, and this time is fairly linear in

the number of detector pixels, κ (the number of scattering centers), and the number

of triangular facets of physical models. Compared to stochastic methods, our ap-

proach is orders of magnitude faster as it provides a direct mathematic expectation

of the scattering centers and the scattered photons. Thereby, the data needed by a

large ensemble-based statistical study can be obtained within a reasonable period of

time. At the end of this chapter, we use the photoabsorption-based threat detection

system as an example and show how our developed simulation tool can be used to

help the parameter optimization for X-ray imaging architectures.
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6

Conclusion

6.1 Overview

The primary contributions of this dissertation include a parallel, model-based image

formation pipeline for AWARE gigapixel cameras and a rapid ray-tracing based X-

ray simulation tool for airline safety applications. For the image formation pipeline,

it solves the image registration problem using a model-based approach by taking

advantage of the AWARE multiscale architecture, and parallelizes the implementa-

tion via a MapReduce approach. For the X-ray simulation tool, we have created

two versions focusing on transmission and scatter. The transmission simulation code

is implemented based on the Beer-Lambert law. The scattering simulation code is

developed with a new, deterministic but sampled algorithm. Both codes are able to

handle the heterogeneous structure described by triangular-mesh data via a nested

ray-tracing approach.

The gigapixel camera and the X-ray simulation system are similar in their require-

ment to efficiently manipulate the high-throughput data stream. The dissertation

focuses on the way to formulate these two systems as parallelizable problems that

can be implemented on the GPU platform. The resulting image formation pipeline

109



allows interactive navigation and on-the-fly rendering of gigapixel-capable videos and

can also deliver color gigapixel panoramas in less then a minute. The developed X-

ray simulation tool generates transmission projections (125ˆ 125 pixels) in seconds

and scattering images (125 ˆ 125 pixels) in tens of minutes, for a bag packed with

hundreds of objects commonly found in baggages. Accuracy of the tool was verified

by comparing the simulated data to measurements obtained from laboratory X-ray

devices. The next section of this chapter summarizes key research contributions of

this dissertation. Possible improvements to the developed systems are then provided

in the subsequent section.

6.2 Research contributions

6.2.1 Image formation for multiscale cameras

Conventional image stitching requires massive computation and is only feasible at

an extremely low frame rate. This dissertation showed that the model-based multi-

aperture image formation can be formulated as a MapReduce problem and imple-

mented on GPUs. By making use of the prior knowledge regarding the alignment

models for the array of microcameras, the geometric alignment can be tackled using

a pixel-wise MAP operation while the radiometric combination can be treated by a

REDUCE operation. This approach leads to a scalable parallizable solution to the

formation of gigapixel panoramas.

6.2.2 Simulation of X-ray transmission physics

The exploration of X-ray detection using information-theoretic methods requires a

large amount of X-ray measurements of the benign and threat-containing bags. This

dissertation demonstrated that volumetric X-ray physics can be rapidly simulated

using the nested ray-tracing techniques. The work used triangular-mesh surfaces and

a hierarchical structure to describe the volumetric information of layered objects. As
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each ray may be treated independently when searching for its intersections with

geometrical primitives, ray-tracing is parallizable and can be implemented using a

GPU-based ray-tracing engine.

6.2.3 Simulation of X-ray scatter physics

X-ray scatter simulation using Monte Carlo approaches is inherently slow due to

the statistical nature of Monte Carlo trials. This dissertation proposed a two-stage

deterministic approach and demonstrated that the first-order scatter can be rapidly

simulated using the ray-tracing techniques. At the beginning, a normal transmission

simulation is carried out; once the attenuation across objects is known, a number

of scattering events are generated along the primary ray-paths. By treating each

scattering event as a new source that radiates photons, scatter signals can be sim-

ulated using the same GPU-based ray-tracing API as for forming the transmission

measurements.

6.3 Possible future improvements

The developed image formation pipeline follows a forward mapping algorithm, i.e.,

microcamera pixels are projected from their relative positions in the detector space

to the global positions in the composite space; pixels that map to the same global

resolution element are combined to a single value. The mapping operation is inde-

pendent of input microcamera pixels, however, it creates a race condition when more

than one thread tries to accumulate the associated values to the same composite

resolution element at the same time. To avoid this, we adopted the use of atomic

operations. This approach guarantees the serialization of threads in the occurrence

of a race condition, however it slows the code execution. One possible solution to

this thread serialization could be applying an inverse mapping algorithm during the

pixel reduction stage, i.e., for each composite resolution elements, we search the
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relevant microcamera pixels from all detectors. Although the inverse mapping may

introduce extra sorting and matching, it remains interesting to the author whether a

properly implemented algorithm can mitigate the cost of the increased computation

and surpass the forward mapping algorithm.

The X-ray simulation tool presented in this dissertation is powerful in the ability

to model various geometric and spectroscopic features for every system component

of the imaging chain, but more advanced features (e.g., detector crosstalk) could

be included in the future. Moreover, X-ray phase effect can also be modeled using

the developed ray-tracing based framework by propagating complex ray amplitudes

rather than radiometric quantities. Part of the phase simulation code [10] has been

implemented by the author during the time it took to write this dissertation. How-

ever, the assumption of a thin object [112], in order to make use of the transmission

function and the Fresnel-Kirchhoff diffraction formula, prevents the current phase

simulation tool from being applied to complex objects and imaging architectures. In

addition, the current developed scatter simulation tool focuses on the first-order scat-

ter only due to the speed concern . As the ratio of first-order to higher-order scatter

depends on many factors, it is virtually impossible to explicitly state the range of

conditions over which the first-order scattering signal is dominates. Studying the

impact of including higher-order scatter into the simulation could be the next step

in this effort.

Finally, for both image formation and X-ray simulation, the computing task or

input datasets were partitioned and executed sequentially, when their sizes exceed the

amount of available device memory. An obvious alleviation to this partial parallelism

is to split and distribute jobs/data onto multiple GPUs and combine the results

after completion. For example, the output FoV for snapshot gigapixel imagery can

be divided into tiles and executed on different GPUs, and each composited image

tile could even be visualized on its own display, thereby enabling real-time gigapixel
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stitching and rendering.

6.4 Future outlook

The outlook for continued research in gigapixel image formation and security-oriented

X-ray simulation is quite good. The multiscale gigapixel camera has drawn increased

attention for its potential applications in both military and civil areas, e.g., aerial

surveillance drones and live broadcast of sports games. The increased prevalence

of 4K high definition displays has also placed new demands on the speed of image

stitching.

Since the initial development of our X-ray simulation tool, our group and our

collaborators have conducted a number of studies [113, 72] on X-ray explosive de-

tection systems using the information-theoretic metric and the data obtained from

the simulation tool. We currently have experiments underway to validate the design

decisions made based on the simulated data with the measurements obtained from

real hardware.
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