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Abstract 
Habit formation is a behavioral adaptation that automates routine actions. This 

automation preserves cognitive resources that would otherwise be used to monitor 

action-outcome relationships. The dorsolateral striatum (DLS), which serves as the 

brain’s conduit into the basal ganglia, has been implicated in habit formation. However, 

it was not known whether and how the local DLS circuitry adapts to facilitate habitual 

behavior. By imaging DLS input-output computations of mice trained in a lever pressing 

task, I identified pathway-specific features of DLS output that strongly predicted the 

expression and suppression of habitual behavior. These results demonstrated that DLS 

actively contributes to the habit memory. To understand how these circuit-level 

adaptations arise, I then performed a series of ex vivo and in vivo experiments probing 

the local striatal microcircuitry in the context of habits. I found that a single class of 

interneuron, the striatal fast-spiking interneuron (FSI), was responsible for these habit-

predictive changes in DLS output. I further found that FSIs undergo experience-

dependent plasticity with habit formation and that their activity in DLS is required for 

the expression of habitual behavior. Surprisingly, FSIs also appeared to paradoxically 

excite physiologically distinct subsets of projection neurons in vivo. Taken together, this 

body of work outlines a circuit- and microcircuit-level mechanism whereby DLS 

provides a necessary contribution to the neurobiological underpinnings of habit. 
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Chapter 1: Introduction  
When people talk about memory, they typically are referring to declarative 

memories; memories that we are aware of possessing such as facts or events. However, 

the term “memory” extends far beyond these semantic and episodic forms of declarative 

memory. For a brain, a computer, and even a single-cell organism, memory can be 

defined simply as the lasting storage of information. Mechanisms for memory formation 

and storage across systems are highly diverse and, particularly in the case of the brain, 

often unknown. Nevertheless, one constant requirement is that the system undergoes 

some degree of change, however great or minute. 

In the mammalian brain, several memory systems are thought to exist in parallel. 

These systems give rise to sensory, working, semantic, episodic, and procedural 

memories. Here I focus on an aspect of procedural memory: habits. In this introduction, 

I will begin by introducing essential background on habits at the behavioral-

psychological level. I will then describe the anatomy and putative function of the brain 

region I focus on in relation to habits: the dorsolateral striatum (DLS). Finally, before 

describing the aims of this work, I will survey the current neurobiological 

understanding of habits and identify the key gaps in knowledge that motivated my 

thesis project.  
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1.1 Habitual behavior 

Colloquially, a habit is a routine behavior such as looking both ways before 

crossing a street or tying ones shoes before venturing outdoors. In reality, however, a 

habit is not a memory for a specific motor sequence; it is more abstract than that. A habit 

serves to automate a motor behavior which has already been learned. As mentioned 

already, a habit is a type of procedural memory. A procedural memory is a form of 

unconscious memory which allows motor skills to be performed largely without 

conscious attention. Procedural learning begins with motor learning: the acquisition of 

the skill itself. After the acquisition phase, a motor memory is further consolidated by 

repetition. This consolidation manifests as the behavior becoming more efficient and 

requiring less attention to execute. If the learned skill is a “goal-directed” behavior, 

meaning that an action is performed to reach a desired outcome, then the behavior is 

automated through habit formation. In this case, the procedural memory has two 

components: the memory for the motor skill itself and the memory which encodes the 

context in which the motor skill should be automatically triggered, i.e. the habit 

memory. In this section, I will discuss the acquisition of goal-directed behaviors, their 

transformation into habits, and the behavioral methods available to disambiguate 

habitual from goal-directed behavior. 
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1.1.1 Operant learning and goal-directed behavior 

Habits arise from goal-directed behaviors. Therefore, before discussing habit 

formation and habitual behavior, I will briefly define goal-directed behavior and 

describe aspects of its study with regard to operant conditioning. A goal-directed 

behavior is a behavior that is carried out in expectation of an associated outcome; for 

instance, flipping a light switch to illuminate a dark room. Edward Thorndike was the 

first to study goal-directed behavior, devising “puzzle boxes” from which cats learned to 

escape. Cats were at first slow to escape, only doing so after unwittingly activating an 

instrument which would open the box. Over successive trials, cats took less and less 

time to escape as they decreased the number of ineffective behaviors and were quicker 

to activate the escape devices, apparently having associated operation of the escape 

devices with escaping the boxes. Inferring that a successful escape was a desirable 

outcome for the cats, Thorndike developed his famous Law of Effect which states that 

behaviors associated with desirable outcomes subsequently occur at a higher frequency 

whereas those associated with aversive outcomes reoccur at a lower probability 

(Thorndike 1898)  (Figure 1). 
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Figure 1: Reinforcement learning. Diagram illustrating the basic principles of negative 
(top, red) and positive (bottom, green) reinforcement. When the outcome of an action is 
aversive, the probability of that action being repeated is diminished. Conversely, when 

the outcome is appetitive, the probability of repeating the action increases. 

Following Thorndike’s seminal behavioral study, B.F. Skinner gave rise to the 

field of operant conditioning by applying a more discrete and quantitative style of study 

to the Law of Effect. Skinner designed the operant box, which allowed a rat to press a 

lever in order to receive pellets of food. By extending his design to incorporate a device 

which recorded pressing responses over time, as well as when food pellets were 

dispensed, Skinner was able to study in unprecedented detail how reinforcing outcomes 

shaped behavior over time (Skinner 1932). Operant boxes are still used to this day and 

extensively so in this work.  

In the case of the operant box, the animal initially learns to associate pressing the 

lever with the food pellet reward by chance as no indication is provided that the lever 
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might yield reward if pressed. As the animal explores its environment, it will eventually 

press the lever and, when the press is rewarded, it is reinforced and more likely to occur 

in the future. 

Many factors influence the effectiveness of a particular reinforcer in operant 

conditioning. Features of reinforcement that are relevant to this work include the basis 

for reinforcement (when and how much reinforcement is provided), whether the 

reinforcement is appetitive or aversive (positive versus negative reinforcement), and the 

motivational state of the animal. Charles Ferster and B.F. Skinner conducted the earliest 

studies examining how the basis for reinforcement, from here on referred to as 

reinforcement schedule, affects operant learning (Ferster and Skinner 1957). Notably, 

rewarding every lever press (continuous reinforcement) is a relatively weak method as 

animals are slow to learn and quick to display extinction when rewards are not 

delivered. Less-predictable reward schedules, based on variable ratios of the number of 

responses or intervals of time since the last response can drive faster learning and slower 

extinction (Ferster and Skinner 1957). In the next section, I will describe in greater detail 

the reinforcement schedules relevant to my thesis research. 

 Intuitively, the magnitude of the reinforcer determines in part its effectiveness. 

The stronger the reinforcer, the more effect it will have on the future probability of the 

operant behavior being performed. However, magnitude of reinforcement is not 
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determined by any one factor; it depends on both the amount of reinforcement delivered 

and the motivational state of the animal. In Skinner’s operant conditioning experiments, 

and in most such studies including this one, animals performing for consummatory 

reward are weight-restricted prior to training. Increasing motivation to obtain food 

through weight restriction effectively enhances the reinforcing properties of the food 

pellets. 

 

1.1.2 Habit formation 

Animals routinely display a wide array of behaviors to obtain various goals. In 

the framework of operant behavior, an animal would need to continuously monitor the 

action-outcome relationship for each goal-directed behavior, updating the expected 

value of each action based on the probability and magnitude of reward obtained. 

However, not only would this be very expensive in terms of cognitive resources, but it 

would also be inefficient. Many goal-directed behaviors are highly routine and require 

little such monitoring. To preserve finite cognitive resources for more novel or 

demanding tasks, the mammalian brain adopted a mechanism to automate routine 

behaviors: habit formation.  

Habits selectively automate routine actions. This is because habits form with 

repetition. In nature, actions that we repeat daily or multiple times per day are likely to 
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become habits. In the laboratory, a rat would likewise develop a habit for pressing a 

lever if it underwent many sessions of operant conditioning (Dickinson, Balleine et al. 

1995). Operant learning consists of a learning and a steady-state or asymptotic phase. 

Initially, positive reinforcement can steadily increase the probability of performing the 

reinforced action. This learning manifests as an increasing response rate over trials. Over 

time, however, this incremental increase in response rate gradually decelerates until 

performance reaches an asymptotic state (Hull 1943, Staddon 1967) which depends on 

both the reinforcer as well as the individual animal’s predisposition, prior to 

reinforcement, to the operant behavior at hand (Premack 1963, Premack 1965, 

Bauermeister 1975). 

At the asymptotic phase of operant conditioning, further action-outcome 

pairings serve to automate the behavior. During this process, a desired outcome is 

associated with an antecedent stimulus; an environmental cue that predicts availability 

of the outcome contingent on the learned behavior (Figure 2). In the case of the operant 

lever press task, the rat may now press the lever in response to the visual stimulus of 

seeing the lever rather than the motivation for food reward. Another example would be 

a person automatically flipping on a light switch after walking into a room. Initially, this 

person would have explicitly reasoned that the room was dark and that they should 

therefore illuminate it by locating and flipping the light switch. 
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Figure 2: Transition from goal-directed to habitual behavior. As a motor skill is 
consolidated through repetition, or when the action-outcome contingency is 

manipulated such that it is unpredictable and yields asymptotic reward rates, the skill 
becomes automated as it transitions to a stimulus-response mode of behavioral control. 
This process occurs when a cue, i.e. antecedent stimulus, is associated with the outcome 

and becomes sufficient to drive the action itself. 

Notably, the idea that a habit equates to an association between a stimulus and a 

response was proposed by Clark L. Hull prior to Skinner’s seminal work on operant 

conditioning (Hull 1930). After sufficient repetition, an operant behavior switches from 

an “action-outcome” mode of behavioral control, where the probability of the action 

depends on the value of the outcome, to a “stimulus-response” mode, where the 

antecedent stimulus is sufficient to drive an automated response independently of the 

outcome (Figure 3) (Everitt and Robbins 2005). This outcome-independent mode of 

behavior has also been described as “model-free” because the probability of executing 
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an operant behavior is updated to a much lesser extent by outcome value than in goal-

directed or “model-based” behavior (Gläscher, Daw et al. 2010, Lee, Shimojo et al. 2014). 

 

Figure 3: Habitual behavior. Once an operant behavior has fully transitioned from goal-
directed (action-outcome) to habitual (stimulus-response) behavioral control, the value 

of the outcome has relatively little effect on the ability of the cue to drive the learned 
behavior. At this point, the “reinforcement loop” is diminished and the process from cue 

(1) to action (2) to outcome (3) is more linear. 

In nature, habits are generally formed by repetition. In the laboratory, 

reinforcement schedule has also been shown to strongly influence habit formation. 

Specifically, training mice on a random interval (RI) reinforcement schedule promotes 

habit formation relative to a random ratio (RR) schedule (Dickinson, Nicholas et al. 1983, 

Hilário, Clouse et al. 2007, Hilario, Holloway et al. 2012, O’Hare, Ade et al. 2016). For a 

detailed description of these reinforcement schedules, see Section 2.1.2. Interestingly, RI 

reinforcement artificially imposes asymptotic behavior as this schedule cannot be 

infinitely exploited to yield more reward as a result of a higher response rate. The fact 
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that RI reinforcement also promotes habitual behavior suggests that a feedback 

mechanism may exist to automate behaviors once diminishing returns are detected. On 

the other hand, RR reinforcement delivers reinforcement purely based on the number of 

responses and thus can be infinitely exploited. This fact can be seen in learning curves 

showing mouse performance across trials in an operant lever press task (Figure 6E, RI). 

Notably, since repetition or “overtraining” (Yin, Mulcare et al. 2009) also can promote 

habit formation (Dickinson, Balleine et al. 1995), enough training sessions with RR 

reinforcement will also drive this behavioral adaptation (Figure 11B, RRext) (O’Hare, 

Ade et al. 2016). While several other reinforcement schedules are also used in the 

operant behavior literature, the present work will use RR and RI schedules to shape 

operant lever pressing toward goal-directed and habitual modes of behavioral control, 

respectively. 

 

1.1.3 Differentiating habitual from goal-directed behavior 

While reinforcement schedules can influence operant behavior to be goal-

directed or habitual, a behavioral measure is necessary to confirm the efficacy of these 

schedules. This is particularly important to relate neurobiological observations to 

behavior. To measure habitual behavior, a common approach has centered on the use of 

outcome devaluation. As described in the previous section, habitual behavior is largely 
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driven by an antecedent stimulus rather than the expected value of the behavior’s 

outcome as in goal-directed behavior. Therefore, if the outcome value were reduced, a 

goal-directed animal would be expected to display a decreased response rate whereas a 

habitual animal’s response rate would be relatively unaffected. 

Based on this logic, scientists artificially reduce the outcome value of an operant 

behavior to assess the mode of behavioral control. There are many ways to devalue an 

outcome. An early approach was to infuse lithium chloride into a sugar water reward 

(Dickinson, Nicholas et al. 1983, Dickinson, Balleine et al. 1995, Yin and Balleine 2004). 

Lithium chloride is bitter and nauseating and therefore drastically reduces response rate. 

However, negative reinforcement is still reinforcement. Consequently, a decreased 

response rate could simply be the expression of a newly learned avoidance behavior that 

overrides the original behavior. In behavioral studies, it is always desirable to avoid 

extra forms of learning that could confound interpretation. Similar concerns apply to 

omission training, in which reward is withheld as punishment for a certain amount of 

time after each response since the action-outcome contingency is effectively reversed 

(Yin, Knowlton et al. 2006). 

More recently, appetitive outcomes have been devalued by sensory-specific 

satiety (Hilário, Clouse et al. 2007, Hilario, Holloway et al. 2012, O’Hare, Ade et al. 2016). 

In this approach, a set amount of reinforcer is given to the subject prior to a brief 
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extinction probe test. When the animal is given free access to and consumes the 

reinforcer, it is devalued because the animal has been sated and is thus less motivated to 

pursue the reinforcer. In the subsequent extinction test, the operant (e.g. lever) is 

presented, but no reward is delivered. This probe test is meant to assess response rate, 

independent of reinforcement, while being brief enough to prevent any extinction 

learning. As with other outcome devaluation approaches, a goal-directed subject should 

decrease response rate relative to a habitual subject. As a control, the test is repeated on 

a separate and consecutive day with a sensory-specific control that was not previously 

associated with the operant behavior. In the case of sucrose pellet rewards, identically-

sized grain-only pellets are used to control for effects related to hunger or general 

satiety.  

Historically, outcome devaluation has been used to measure habitual behavior 

by comparing devalued (prefeed with reinforcer) and non-devalued (prefeed with 

sensory-specific control) response rates across multiple subjects within a group. If 

devalued response rates are significantly lower than non-devalued response rates, the 

subjects were goal-directed on average. If the response rates were indistinguishable 

between conditions, then the subjects were habitual on average. To compare multiple 

groups of subjects, statistical test results were compared across groups. For example, if 
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group A showed a significantly lower response rate in the devalued condition and 

group B did not, then group B was habitual and A was goal-directed. 

Comparing behavior between groups is sufficient for purely behavioral studies, 

but sometimes problematic when the goal is to study biological underpinnings of 

behavior because of added layers of variability. When comparing behavior, groups are 

used to overcome between-subject variability and experimenter-induced variability that 

might arise from handling subjects or certain environmental factors in the testing 

facility. If the goal is to relate biology to behavior, then a common approach is to 

measure a given biological property in each subject and similarly compare that property 

between groups to see a biological difference that corresponds with the behavioral 

difference. However, in virtually any case, an added layer of biological variability exists 

between behavior and any one biological property since brain mechanisms for behavior 

tend to be highly multifaceted. Moreover, an additional layer of experimental variability 

is added when measuring the biological property of interest. Therefore, if the behavioral 

group difference is modest, a real biological effect could easily be missed.  

To address this shortcoming of group-wise analysis in relating habitual behavior 

to biology, I devised a scalable metric that quantifies the degree of habitual behavior in 

an individual subject by ratiometrically comparing response rates in the devalued and 

non-devalued probe tests (described in Section 2.1.3; see Figure 8F). By quantifying 
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behavior in individual animals, biology can be interpreted as a continuous function of 

behavior. Not only does this approach yield greater statistical power by mitigating the 

noise of within-group variability in between-group comparisons, but it can provide 

additional mechanistic insight by revealing the nature of the biology-behavior 

relationship. For instance, I find certain neurobiological properties that linearly predict 

behavior (Figure 8A, B, I). Alternatively, these properties might have predicted behavior 

by a different type of function in which case the interpretation would have been 

different. Notably, since RR and RI training schedules produce overlapping 

distributions of behavior (Figure 6F), effects of habit would not have been observed via 

group-wise comparisons.  

 

1.2 Dorsal striatum: the entry point to the basal ganglia 

This work focuses on the role of a brain region known as the dorsolateral striatum 

(DLS) in habits. In this section, I will describe the DLS independently of habit. In the 

following section (Section 1.3), I will describe what is known about the neurobiological 

underpinnings of habit, including evidence for the roles of DLS as well as other brain 

regions. 
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1.2.1 Anatomy and gross circuitry 

The dorsal striatum is an oval-like brain region sitting just below the cortex in the 

frontal lobe. The dorsal striatum collects and transmits information from the rest of the 

brain into a collection of downstream motor-related nuclei known as the basal ganglia. 

Dorsal striatum receives inputs from diverse cortical, thalamic, and limbic regions and 

projects to downstream basal ganglia targets through only two output channels: the 

direct and indirect pathways (Figure 4). These pathways project to different downstream 

nuclei and exert opposing effects on thalamic activity, with the direct pathway 

disinhibiting thalamic neurons and the indirect pathway inhibiting them (Figure 4). The 

functional consequences of this dichotomous relationship will be further discussed in 

Section 1.2.3. 

Interestingly, inputs to dorsal striatum are segregated such that the dorsomedial 

striatum (DMS), also known as the associative striatum, receives inputs predominantly 

from prefrontal, limbic, and thalamic regions whereas DLS, also known as the 

sensorimotor striatum, receives inputs mostly from motor and sensory cortical regions 

as well as thalamus (Hintiryan, Foster et al. 2016). The putative functional consequences 

of this circuit organization will be discussed in Section 1.2.3. 
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Figure 41: Circuit-scale connections of the cortico-basal ganglia-thalamocortical 
loop. Cortex sends excitatory glutamatergic projections to dorsal striatum, exciting 

direct and indirect pathway projection neurons. Activity propagates through separate 
basal ganglia routes to ultimately exert differential effects on cortex through the 
thalamus. Fast, ionotropic connections are shown as arrows (excitatory) and bars 

(inhibitory). Dopaminergic neuromodulatory connections are shown with ball-and-stick 
connectors. 

  

                                                      
1 This figure was reproduced, with permission, from Yin, H. H. and B. J. Knowlton (2006). "The role of the 
basal ganglia in habit formation." Nature Reviews Neuroscience 7(6): 464-476. 
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1.2.2 Microcircuitry 

At the gross-scale level, the striatum is a relatively simple circuit owing to its 

dyadic organization of output. However, the microcircuitry local to this brain region 

makes the striatum one of the most chaotic circuits in the brain. While 90 – 95% of 

striatal neurons are projection neurons belonging to the direct and indirect pathways 

(Kreitzer and Malenka 2008), the remaining 5 – 10% of cells comprises numerous types 

of local interneurons (Figure 5) with new types still being discovered at a considerable 

rate (Tepper, Tecuapetla et al. 2010). These local interneurons express various surface 

receptor profiles which allow them to be differentially regulated by neuromodulation 

and the strength and extent of their synapses onto striatal projection neurons and to each 

other (SPNs) vary greatly (Koos 2004, Tepper and Bolam 2004, Tepper, Tecuapetla et al. 

2010). Interestingly, SPN-SPN collateral projections (Somogyi, Priestley et al. 1982, 

Bolam, Somogyi et al. 1983) provide an additional source of local inhibition whereby 

SPNs inhibit each other (Figure 5) and thus suppress asynchronous activity (Moyer, 

Halterman et al. 2013). Moreover, the dorsal striatum largely lacks any spatial 

organization, with interneurons sparsely distributed throughout the brain region and 

the direct and indirect SPNs (dSPNs & iSPNs, respectively) spatially intermingled and 

present in a roughly one-to-one ratio.  
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Figure 52: Local connections of the dorsal striatal microcircuitry. (A) Diagram showing 
modulation of SPNs by cholinergic (Chol), neurogliaform (NGF), fast-spiking (FSI), 

persistent low-threshold spiking (PLTS), and tyrosine hydroxylase-positive (TH) 
interneurons. Neuromodulators denoted at each synapse: acetylcholine (ACh), nitric 

oxide (NO), somatostatin (SOM), neuropeptide Y (NPY), and dopamine (DA); all other 
connections are GABAergic. (B) Representative post-synaptic inhibitory currents evoked 

by each cell type as seen in the SPN cell body during a voltage clamp recording. 

Augmenting the architectural complexity of the striatal microcircuitry, countless 

forms of cellular and synaptic plasticity local to the dorsal striatum have been reported 

(Gerdeman and Lovinger 2003, Kreitzer and Malenka 2008, Lovinger 2010) and it is 

generally assumed that any one cell or synapse is capable of undergoing activity-

dependent change. In laymen’s terms, the striatal microcircuit could be metaphorically 

described as a constantly changing Rubik’s Cube. However, through carefully controlled 

                                                      
2 This image was adapted, with permission, from Gittis, A. H. and A. C. Kreitzer (2012). "Striatal 
microcircuitry and movement disorders." Trends in neurosciences 35(9): 557-564. 
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behavioral and physiological experiments, researchers have shed enormous light on the 

function and circuit dynamics of this enigmatic brain region. 

 

1.2.3 Function 

 As the sole input center to the basal ganglia, the dorsal striatum plays a central 

role in the initiation and execution of motor behaviors (Cui, Jun et al. 2013, Jin, 

Tecuapetla et al. 2014, Tecuapetla, Matias et al. 2014) as well as motor/reinforcement 

learning (Yin, Mulcare et al. 2009, Kravitz, Tye et al. 2012, Shan, Ge et al. 2014) and habit 

formation (Jog 1999, Yin and Balleine 2004, Shan, Christie et al. 2015, O’Hare, Ade et al. 

2016). Given the dichotomous and mutually antagonistic nature of striatal output, much 

of the modern research on striatal function has focused on the roles of the direct and 

indirect pathways. Initial studies suggested a simplistic model whereby the direct 

pathway promoted movement while the indirect pathway suppressed it (Albin, Young 

et al. 1989, DeLong 1990).  

 

1.2.3.1 Direct and indirect pathways 

While optogenetic manipulation of dSPNs and iSPNs support the classical model 

for direct and indirect pathway function (Kravitz, Freeze et al. 2010, Kravitz, Tye et al. 

2012), recent studies suggest a more nuanced model for how these opposing 
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components of striatal output contribute to action (Calabresi, Picconi et al. 2014, Nelson 

and Kreitzer 2014). For instance, both pathways are concurrently activated with action 

initiation (Cui, Jun et al. 2013). Additionally, the degree of activity apparently must be 

balanced between these pathways for normal movement to occur (Tecuapetla, Matias et 

al. 2014). If the classic model completely accounted for basal ganglia pathway function, 

then coordinated and balanced activation of both pathways might be expected to 

produce no action as their downstream effects on thalamic activity would cancel each 

other out. Altogether, it seems that manipulation of each pathway may produce 

opposing outcomes but, naturalistically, they both work together to coordinate 

voluntary behavior. The consensus view of the field at this time is that dSPNs may 

promote voluntary actions while iSPNs suppress competing motor plans. 

 

1.2.3.2 Dorsal striatum and disease 

Owing to its central role in motor behavior and related learning processes, as 

well as its propensity for change via cellular and synaptic plasticity, the striatum is 

strongly implicated in numerous neurological disorders with serious behavioral 

manifestations. Diseases implicating dorsal striatum include movement disorders as 

seen in Parkinson’s disease, Huntington’s disease, dystonia, and Tourette syndrome 

(Gittis and Kreitzer 2012). The striatum is also involved in drug-induced motor 
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impairments (Gittis and Kreitzer 2012) as well as the addiction processes that often 

underlie them (Gerdeman and Lovinger 2003, Everitt and Robbins 2005). Dorsal 

striatum is also thought to be heavily involved in Obsessive Compulsive Disorder 

(OCD) (Saxena, Brody et al. 1998, Everitt and Robbins 2005, Mataix-Cols and van den 

Heuvel 2006, Burguiere, Monteiro et al. 2013) and, through neuromodulatory 

mechanisms, schizophrenia (Meyer-Lindenberg, Miletich et al. 2002, Deckert, Brenner et 

al. 2003, Howes, Montgomery et al. 2009).  

While dorsal striatum contributes to the acquisition and automation of motor 

behaviors in healthy individuals, it is widely believed that these same mechanisms are 

hijacked to drive compulsive behaviors in the cases of OCD and drug addiction 

(Gerdeman and Lovinger 2003). Interestingly, both alcoholics and OCD patients display 

an overreliance on habits and deficits in goal-directed behavioral control (Gillan, 

Papmeyer et al. 2011, DePoy, Daut et al. 2013). At the biological level, abnormalities seen 

in DLS neurophysiology of OCD model mice (Ade, Wan et al. 2016) show some 

similarities with DLS changes that predict habitual behavior (O’Hare, Ade et al. 2016). 

Additionally, OCD is known to be comorbid with Tourette syndrome, suggesting that 

both diseases may occur through malfunctioning habit-related striatal mechanisms. 

Therefore, understanding striatal mechanisms for habit may extend current scientific 

understanding of related neuropsychiatric diseases. 
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1.2.3.3 Functional considerations along the mediolateral axis 

While the dorsal striatal microcircuitry largely lacks any architectural themes or 

patterns, functional distinctions can be made along the mediolateral axis. Indeed, as 

mentioned earlier, the DMS is often referred to as the associative striatum for its role in 

goal-directed and early motor learning (Yin, Knowlton et al. 2005, Yin, Ostlund et al. 

2005, Yin, Mulcare et al. 2009, Shan, Ge et al. 2014) whereas the DLS is referred to as the 

sensorimotor striatum because it integrates sensorimotor inputs (Carelli and West 1991, 

Sippy, Lapray et al. 2015) and is necessary for habits (Yin and Balleine 2004, Yin, 

Knowlton et al. 2006) as well as other motor programs driven by sensory stimuli 

(Packard and McGaugh 1996, Devan, McDonald et al. 1999). Notably, DMS and DLS 

receive distinct sources of input, described in Section 1.2.1, that are consistent with their 

functional differences (Hintiryan, Foster et al. 2016).  

 

1.3 Neurobiology of habits 

Given the pervasiveness of habits in mammalian life, as well as the connections 

between this behavioral adaptation and neuropsychiatric disease, much work has been 

devoted to uncovering the neurobiological underpinnings of habit formation and 

habitual behavior. Here I will review the current body of knowledge regarding what 

brain regions seem to be involved in habit and the nature of their involvement as 
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evidenced by empirical studies. Note that key missing knowledge will be discussed in 

Section 1.4; the present section will merely highlight past contributions in a non-critical 

manner. 

 

1.3.1 Evidence for striatal contribution to habit 

Evidence for a striatal contribution to habit comes from studies which 

demonstrate a necessary role for this brain region in habit formation as well as work 

which has shown microcircuit adaptations in DLS that coincide with the formation of 

habits. For reasons that will be made clear in Section 1.4, these findings will be discussed 

separately. 

 

1.3.1.1 Necessity of DLS for habit formation 

As described in Section 1.1.2, habit formation is thought to occur when an animal 

forgoes the use of action-outcome associations, which guide goal-directed behavior, in 

favor of stimulus-response associations which drive automated responses to antecedent 

stimuli. It had long been thought that dorsal striatal circuitry contributed to automated 

behaviors but, based on the particular abundance of sensorimotor cortical projections to 

DLS as opposed to DMS (Packard and McGaugh 1996, Graybiel 1998, Devan, McDonald 
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et al. 1999), Yin and Balleine first hypothesized that DLS in particular would contribute 

to the formation of habits (Yin and Balleine 2004).  

In a seminal set of experiments, rats received real and sham lesions to the DLS 

and DMS prior to training in an operant lever pressing task. Although all groups were 

trained on a reinforcement schedule designed to promote habit formation, only the 

sham and DMS-lesioned rats showed the insensitivity to outcome devaluation that 

signifies habitual behavior. The DLS-lesioned rats were sensitive to outcome value after 

training and thus did not form habits (Yin and Balleine 2004). These results were later 

replicated using acute pharmacological silencing (Yin, Knowlton et al. 2006, Furlong, 

Jayaweera et al. 2014) and blockade of D1 dopamine receptors (Furlong, Jayaweera et al. 

2014) specifically in DLS. Taken together, these key studies convincingly demonstrate 

that the DLS plays a necessary role in the transition from goal-directed to habitual 

behavior. 

 

1.3.1.2 Habit-related changes in DLS 

Consistent with a necessary role for DLS in habit formation, many studies have 

uncovered changes in this brain region that coincide with the emergence of stimulus-

response behavioral control, i.e. habitual behavior (Yin and Knowlton 2006). Habitual 

mice show long-term depression (LTD) at corticostriatal synapses onto iSPNs in DLS 
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and this plasticity is mediated both by D2 dopamine receptors and transient receptor 

potential vanilloid 1 (TRPV1) channels (Shan, Christie et al. 2015). In a study in which 

mice were chronically exposed to Δ9-tetrahydrocannabinol (THC) during extended 

training in a nose-poke task, LTD was again found at corticostriatal synapses onto 

indirect pathway neurons but via an endocannabinoid (eCB)-dependent mechanism that 

altered intrinsic iSPN excitability through small conductance calcium-activated 

potassium (SK) channels (Nazzaro, Greco et al. 2012). Consistent with this finding, 

endocannabinoid signaling through the CB1 receptor has been shown to be critical for 

the formation of new habits as mice lacking these receptors display impaired habit 

formation relative to controls (Hilário, Clouse et al. 2007).  

On the other hand, extended training on a rotarod task, in which mice learn to 

run on a rotating wheel in order to avoid falling, resulted in potentiation of excitatory 

inputs onto DLS projection neurons; particularly in iSPNs (Yin, Mulcare et al. 2009). 

Since extended training leads to habit formation (Dickinson, Balleine et al. 1995, O’Hare, 

Ade et al. 2016), this result would seem to conflict with studies pointing to indirect 

pathway LTD. Another study shows a critical role for striatal A2A adenosine receptors in 

habit formation (Yu, Gupta et al. 2009), further complicating a cohesive understanding 

of how DLS contributes to habit formation. 
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Studying habit formation at the level of local microcircuit adaptations can be 

advantageous because of the level of mechanistic detail that can be revealed. Often, 

these studies highlight a targetable molecule or gene that can then be manipulated to 

prove the validity of the mechanism in question and, potentially, to therapeutically 

intervene on behavior. At the same time, it is also necessary to know how the brain 

changes with habit formation at the level of neuronal firing since this is ultimately how 

the brain performs its functions. Notably, multiple studies have shown that DLS activity 

changes in vivo with extended training or the formation of a new habit in the laboratory 

setting (Jog 1999, Tang, Pawlak et al. 2007, Yin, Mulcare et al. 2009, Desrochers, 

Amemori et al. 2015, Rueda-Orozco and Robbe 2015). A common finding amongst these 

studies is that DLS activity is “sharpened” with habit formation as activity in many 

neurons not ostensibly related to a task decreases while task-relevant neurons are 

excited and efficiently encode the habitual action. 

 

1.3.2 Evidence for cortical contribution to habit 

While the DLS is strongly implicated in habitual behavior, habit-related activity 

changes have also been described in afferent cortical regions (Coutureau and Killcross 

2003, Gremel and Costa 2013, Gremel, Chancey et al. 2016). Interestingly, cortical regions 

described thus far in relation to habitual behavior would be considered more 
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“associative” than “sensorimotor” and tend to project to DMS rather than DLS. 

Inactivation of the infralimbic prefrontal cortex in habit-trained rats reverses habitual 

behavior to the goal-directed state (Coutureau and Killcross 2003). Projections from 

orbitofrontal cortex to striatum mediate habit formation by weakening their excitation of 

DMS circuitry underlying goal-directed behavior (Gremel and Costa 2013, Gremel, 

Chancey et al. 2016). In both of these putative cortical mechanisms, it is believed that 

habitual behavior occurs when DMS associations of actions and their outcomes are 

weakened. Specifically, it was hypothesized that infralimbic prefrontal cortex actively 

inhibited action-outcome associations underlying goal-directed behavior (Coutureau 

and Killcross 2003) while orbitofrontal cortex permissively promoted habit formation by 

decreasing its excitation of DMS (Gremel and Costa 2013, Gremel, Chancey et al. 2016). 

Notably absent from in vivo cortical studies of habit is a contribution from the main 

sources of cortical input to DLS, primary and secondary motor cortices (Pan, Mao et al. 

2010, Kress, Yamawaki et al. 2013), although a role has recently been shown for well-

learned serial order action sequences (Rothwell, Hayton et al. 2015). 
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1.4 Focuses of dissertation 

 

1.4.1 Does DLS actively contribute to habit memories? 

The implication of both DLS and striatally-projecting cortical regions in habit raises 

a major question regarding the neurobiological mechanism for this behavioral 

adaptation: Is habit-related information stored locally in DLS3? Since DLS is 

downstream of cortex, it is possible that habits are stored cortically and DLS functions as 

a passive but necessary node in the circuitry for habits. Such a scenario would be 

consistent with lesion and inactivation studies (Yin and Balleine 2004, Yin, Knowlton et 

al. 2006, Furlong, Jayaweera et al. 2014) finding a necessary role for DLS in habit 

formation. Additionally, studies demonstrating altered DLS activity in vivo over the 

course of habit formation (Jog 1999, Tang, Pawlak et al. 2007, Desrochers, Amemori et al. 

2015) would be consistent with a passive role for DLS; if upstream cortical regions 

underwent experience-dependent plasticity to encode the habit, then they would send 

altered patterns of excitation to DLS and thus drive changes in neuronal firing.  

On the other hand, DLS may undergo habit-related changes itself. Local, activity-

dependent changes to DLS would position this brain region as a useful buffer of the 

                                                      
3 For the purpose of this dissertation, the DLS microcircuit includes everything within the anatomical 
bounds of this brain region. This includes the presynaptic side of the corticostriatal synapse as well as 
portions of cortical axons lying inside DLS. 
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cortico-motor pathway, dynamically modulating how and when specific actions are 

executed over the course of learning. The question then would be how important such 

changes are for habitual behavior. One might point to the numerous studies 

demonstrating synaptic and cellular-level plasticity that co-occur in DLS with habit 

formation and assert that this brain region obviously contributes to habit memories. 

This, however, is a logical fallacy and highlights a significant caveat regarding a popular 

methodological approach in behavioral neurobiology. Commonly, investigators probe 

the neurobiological mechanisms for behavioral adaptations by searching for experience-

dependent forms of synaptic and cellular plasticity in brain tissue prepared from trained 

animals. While the results of such studies are generally valid and of merit, they are often 

misinterpreted to mean that such changes necessarily contribute to the behavior itself.  

One reason why co-occuring plasticity mechanisms might not contribute to 

behavioral adaptation is that changes in synaptic and/or cellular properties are 

insufficient to alter action potential firing. Using the DLS as an example, if SPNs 

undergo postsynaptic potentiation, i.e. they transduce excitatory input more effectively, 

this synaptic strengthening will not necessarily drive more action potentials at the cell 

body. Since SPN firing comprises the entirety of striatal output, such changes would 

have no impact on behavior whatsoever; they would be an inconsequential vestige of 

experience. 
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Secondly, in the case that habit-related striatal plasticity is in fact sufficient to alter 

SPN firing, inferring the directionality of this change is not straightforward. Given the 

numerous types of local interneurons (Tepper and Bolam 2004, Tepper, Tecuapetla et al. 

2010) and SPN-SPN recurrent inhibition (Somogyi, Priestley et al. 1982, Bolam, Somogyi 

et al. 1983), as well as any unknown microcircuit elements, the action potential-level 

consequences of synaptic/cellular plasticity might be counterintuitive. Additionally, one 

cannot rule out other, undetected plasticity mechanisms that co-occur with those that 

were found. 

Given the above considerations, it is unknown whether and how DLS actively 

contributes to habitual behavior. To address this major gap in knowledge, it would be 

necessary to isolate the DLS circuit from its cortical and thalamic sources of ongoing 

excitation; otherwise, local changes to the microcircuitry could be confounded by altered 

patterns of input from these afferent regions. This technical step would control for any 

habit-related changes in neuronal activity upstream of striatum that would obscure 

effects of local plasticity. Furthermore, habit-related changes to DLS would need to be 

read out in a manner that would reveal their ultimate influence on SPN firing; ideally 

differentiating between direct and indirect pathway-projecting SPNs. If performed on 

DLS-containing brain tissue from trained subjects, such an assay could definitively show 
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whether or not DLS plays an active role in habitual behavior and perhaps shed light on 

the pathway-specific circuit logic behind such a role. 

 

1.4.2 Potential contributions of DLS to habit 

As explained in the previous section, a contribution of the DLS circuit to habit 

would necessitate a change in the output of the circuit, i.e. SPN firing. Given the simple 

structure of striatal output, as well as the decades of research on the roles of the direct 

and indirect pathways in behavior, it is straightforward to hypothesize how DLS might 

contribute to habits.  

According to current consensus, it is thought that the direct pathway promotes 

voluntary actions while the indirect pathway inhibits competing motor plans (Cui, Jun 

et al. 2013, Calabresi, Picconi et al. 2014, Nelson and Kreitzer 2014). If habitual behavior 

is an increased proclivity to execute an action or sequence of actions in response to a cue, 

then it is likely that the direct pathway would play a prominent role. Additionally, the 

automaticity of habits suggests a potential deficit in response inhibition; that is, pausing 

or cancelling an action in response to an antecedent stimulus. Indeed, in vivo recordings 

from downstream basal ganglia nuclei indicate a race between the direct and indirect 

pathways where a faster indirect pathway allows for pausing and cancelling whereas a 

faster direct pathway drives action initiation despite stop cues (Schmidt, Leventhal et al. 
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2013). Therefore, it seems likely that a direct pathway advantage, whether that means 

stronger direct pathway, weaker indirect pathway, or both, could underlie habitual 

behavior. 

In further support of a striatal pathway imbalance influencing behavior, several 

neuropsychiatric diseases with marked abnormalities in motor and impulse control are 

associated with basal ganglia pathway imbalances. For instance, a mouse model for 

OCD shows an imbalance favoring a stronger (rather than faster) direct pathway (Ade, 

Wan et al. 2016). A defining feature of OCD is compulsive behavior that cannot be 

inhibited and OCD patients show imbalances in goal-directed versus habitual behavior 

(Gillan, Papmeyer et al. 2011). Similar observations have been made in rodent models of 

drug abuse where an imbalance toward the direct pathway is associated with drug 

addiction (Park, Volkow et al. 2013) and a stronger indirect pathway increases animals’ 

ability to resist compulsive drug intake (Bock, Shin et al. 2013). Additionally, a major 

symptom of Parkinson’s disease is Bradykinesia (Jankovic 2008), slowness of action 

execution, and Parkinson’s rodent models show a pathway imbalance favoring the 

indirect pathway (Mallet, Ballion et al. 2006). Notably, each of these cases is consistent 

with an imbalance favoring the direct pathway causing compulsive automated 

behaviors and an imbalance favoring the indirect pathway driving negative symptoms 

in motor control. 
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Despite the wealth of research supporting a striatal pathway imbalance in habit, 

it should also be noted that, in vivo, these pathways work together to promote normal 

action initiation (Cui, Jun et al. 2013) and execution (Tecuapetla, Matias et al. 2014). 

Therefore, it is also a possibility that both the direct and indirect pathways of the 

striatum would be in some manner enhanced with habit formation. Given that striatal 

output can change in more than one way (threshold to fire, bursts of action potentials 

versus singlets, latency to fire, etc.), the hypotheses of balanced and imbalanced changes 

in output are not mutually exclusive. 
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2. Habitual behavior and the input-output computations 
of dorsolateral striatum1 

As explained in the introduction, the first and foremost aim of this thesis project 

was to determine whether and how DLS actively contributed to habitual behavior. For 

any brain circuit to contribute to a behavioral adaptation, such as the expression of a 

learned habit, it would necessarily undergo a change local to its microcircuitry that was 

sufficient to alter its output. Notably, the occurrence of synaptic plasticity within a 

circuit does not necessitate a change in its output. Additionally, it can be difficult to 

predict how one or more local plasticity mechanisms would ultimately change the 

output of a circuit. Therefore, I sought to directly monitor striatal output using calcium 

imaging to report firing activity (Smetters, Majewska et al. 1999). By performing such 

experiments in brain slices under conditions that include contributions of glutamatergic 

synapses, GABA-ergic synapses, and intrinsic membrane properties along with 

experimenter-controlled activation of cortical inputs, one can elucidate how local DLS 

circuit plasticity modifies striatal output in habit. 

In collaboration with then-postdoctoral fellow Kristen Ade, I therefore sought to 

develop such an approach using vector-mode two-photon laser scanning microscopy 

(2PLSM) calcium imaging to measure corticostriatal input-output relationships in DLS. 

                                                      
1 This chapter was published as O’Hare, J. K., K. K. Ade, T. Sukharnikova, S. D. Van Hooser, M. L. Palmeri, 
H. H. Yin and N. Calakos (2016). "Pathway-specific striatal substrates for habitual behavior." Neuron 89(3): 
472-479. Minor adaptations were made to text and figures. 



 

35 

 

Using this system in combination with an operant lever pressing task and a novel 

quantitative measure of habitual behavior in individual mice, I was then able to 

determine what relationships existed between DLS output and the expression of 

habitual behavior. 

Beyond potential DLS contributions to habit, these experiments were also poised 

to address the broader question of how the direct and indirect basal ganglia contribute 

to action. At the circuit level, the DLS is known to integrate incoming action-related 

information from sensorimotor cortices into firing of striatal projection neurons (SPNs) 

which constitute its two output pathways. Historically, these pathways have been 

regarded as mutually antagonistic, with the direct (striatonigral) pathway facilitating 

and the indirect (striatopallidal) pathway inhibiting movement (Albin, Young et al. 1989, 

DeLong 1990). Optogenetic manipulations of direct pathway SPNs (dSPNs) and indirect 

pathway SPNs (iSPNs) support this model (Kravitz, Freeze et al. 2010, Kravitz, Tye et al. 

2012).  

However, recent observations that both pathways are concurrently activated 

with action initiation (Cui, Jun et al. 2013), and that balanced activity between pathways 

is necessary for normal movement (Tecuapetla, Matias et al. 2014), have led to an 

updated model of basal ganglia function in which dSPNs facilitate voluntary movement 

while iSPNs concomitantly suppress competing, unintended motor programs (reviewed 
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in Calabresi, Picconi et al. 2014, Nelson and Kreitzer 2014). To examine the circuit 

contributions of DLS to behavior, we further developed our approach to enable 

simultaneous measurement of activity of both SPN types. We identified pathway-

specific DLS SPN firing properties that robustly predicted how habitually individual 

subjects behaved in a lever press task. These findings indicate that local DLS plasticity 

mechanisms are sufficient to drive habit-related changes in DLS output and further 

illustrate how the direct and indirect pathways contribute to behavior.  

 

2.1 Materials and methods 

 

2.1.1 Subjects 

All animal protocols were approved and in accordance with Duke University 

Institutional Animal Care and Use Committee standards. Experiments were carried out 

using 2- to 4-month old hemizygous Drd1a-tdTomato line 6 BAC transgenic mice 

generated in our laboratory in C57Bl/6 background (RRID: IMSR_JAX:016204) (Ade, 

Wan et al. 2011). Experiments and data analysis were performed with experimenter 

blind to training schedule.  
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2.1.2 Lever press training 

Training took place in light-resistant, sound-attenuating Med Associates operant 

chambers (ENV-022MD). During training and testing, each lever press and food cup 

entry was recorded by the Med-PC-IV software. Food cup entries were detected when 

an animal broke an infrared beam inside the cup. 

RR reinforcement resulted in a 1/X chance of pellet delivery for every lever press 

for a RR-X schedule. For instance, in a RR-10 schedule, each lever press would result in a 

1/10 chance of pellet delivery. Animals learned relatively well with RR reinforcement, as 

they increased LPr with each training session leading up to the devaluation probe test 

(Figure 6E). RI reinforcement resulted in a 1/10 chance that a pellet would be available 

each X/10 seconds for a RI-X schedule. For instance, in a RI-30 schedule, for each 3 

second epoch, there was a 1/10 chance that a pellet would be available the next time the 

lever was pressed. Assuming constant pressing, a pellet would be delivered, on average, 

once per 30 seconds but in irregular intervals. LPr improvement across training session 

was asymptotic (Figure 6E), reflecting ambiguity in the RI action-outcome relationship 

thought to lead to habit formation (Dickinson, Nicholas et al. 1983). 
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2.1.3 Making habits 

Animals were restricted to 85% baseline weight prior to training and trained on 

schedules described in Figures 6A and 11A. Continuous reinforcement was initially used 

to establish the relationship between the lever press action and the sucrose pellet (Bio-

serv) outcome. The RI condition consisted of 3 days RI-30 schedule followed by 3 days 

RI-60 schedule. The RR condition consisted of 3 days RR-10 schedule followed by 3 days 

RR-20 schedule. RI and RR training periods were followed by two counter-balanced 

probe tests; one in which the animal was pre-fed sucrose pellets (1.3 g) to devalue 

reward and the other in which the animal was pre-fed grain pellets (1.3 g) to control for 

satiety. Following pre-feeding, animals underwent 3-minute devaluation probe tests. RI 

and RR groups were reinstated on RI-60 and RR-20 schedules, respectively, on the 12th 

and final day (R7, Figure 6E) just prior to acute brain slice preparation and imaging. 

Habit was measured by devalued LPr in the devalued (sucrose) probe test and 

normalized to LPr in the non-devalued (grain) probe test. These values were log-

transformed by base 2 to provide a ratio symmetric about zero and reflective of fold-

change. Normalized devalued LPr = . 
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2.1.4 Breaking habits 

The RIext condition consisted of 3 days RI-30 followed by 5 days RI-60 and the 

RRext condition consisted of 3 days RR-10 followed by 5 days RR-20. Both groups then 

underwent two sessions of omission training across two days, in which they were 

rewarded a sucrose pellet for every 20 seconds that they did not press the lever. If the 

lever was pressed, then the 20 second count was restarted. After omission, RIext and 

RRext groups underwent two additional training sessions of RI-60 or RR-20 to refresh 

the lever pressing skill in order to isolate habit omission from any acute effects of 

decreased lever press activity. Random reinforcement and omission training sessions 

lasted 60 minutes or until 50 14 mg pellets were dispensed; whichever occurred first. 

CRF training allowed for up to 100 pellets and lasted 60 minutes. 

 

2.1.5 Brain slice preparation 

Animals were anesthetized using 2,2,2-tribromoethanol and transcardially 

perfused with ice-cold N-Methyl-D-glucamine (NMDG)-containing cutting solution 

(Ting, Daigle et al. 2014). Brains were then rapidly removed and bisected at the midline 

to prepare 300 μm parasaggital slices. Slices used in these experiments corresponded to 

tissue 300-600 μm medial to the first visible lateral aspect of dorsal striatum. We selected 
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these mediolateral bounds based on relatively predominant connectivity with 

sensorimotor cortical regions. Slices were allowed to recover ~45 minutes at room 

temperature (RT) in cutting solution and subsequently transferred to RT HEPES-

containing holding solution(Ting, Daigle et al. 2014) prior to loading with fura-2, AM. 

All solutions were calibrated to 305 ± 1 mOsm/L and pH 7.3-7.4. Solutions were 

oxygenated at saturating levels at all times. 

 

2.1.6 Bulk-loading of fura-2, AM 

Fura-2, AM (Life Technologies; F-1221) was dissolved in 20% pluronic F-127 

(Sigma Aldrich) in DMSO and filtered in a microcentrifuge tube filter. Acute brain slices 

were transferred to small holding chambers with RT loading solution (recording 

solution + 2.5 mM probenecid, osmolality and pH readjusted) and 1.1 μL fura-2, AM 

solution was applied slowly to the striatum of each slice. Extra fura-2, AM solution was 

added to the chamber to reach a final DMSO concentration of 0.1%. Slices were 

incubated at 33-34°C for 1 hour, during which period the loading solution was 

oxygenated to a saturating level. All experiments took place within 4 hours of loading. 
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2.1.7 2PLSM calcium imaging of DLS output 

After loading, slices were transferred to oxygenated holding solution where they 

remained until used for imaging. During imaging experiments, slices were continuously 

perfused in modified ACSF (124 mM NaCl, 4.5 mM KCl, 1 mM MgCl2·6 H2O, 26 mM 

NaHCO3, 1.2 mM NaH2PO4, 10 mM glucose, 4 mM CaCl2). A concentric bipolar 

stimulating electrode (FHC, CBARC75) was placed at the cortical side of the corpus 

callosum (Figure 6B) in order to stimulate the bulk of cortical fibers innervating 

striatum. A 512 x 512 pixel (410 x 410 μm) field of view was then selected at a distance of 

600 - 650 μm from the stimulating electrode. At this distance, application of NBQX + 

APV eliminated all responses (data not shown), indicating that cells were not directly 

depolarized by current from the stimulating electrode. Fluorescence was induced by 

excitation of fura-2 at 770 nm using a Ti:Sapphire laser (Chameleon Ultra 1, Coherent) 

with a diffractive optical element (SLH-505D-0.23-785, Coherent) (Watson, Nikolenko et 

al. 2009). Emitted photons were collected by a 40X, 0.8 NA LUMPlanFL water 

immersion objective and Aplanat/Achromatic 1.4 NA oil immersion condenser 

(Olympus). Photons were then separated into green- and red-channel photomultiplier 

tubes (PMTs) by a 575 nm dichroic mirror. PrairieView image acquisition software and 

Trigger Sync (Bruker Corporation) were used for image acquisition and time-locking 

acquisition to stimuli. Each stimulus was delivered 10 times with a 20 second inter-
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stimulus interval to avoid induction of plasticity. Fluorescence signal was sampled at a 

frequency of ~15 Hz. Firing properties from each of 10 stimuli at a stimulation intensity 

of 0.3mA were averaged for each cell and these mean values were used for secondary 

analyses. 

 

2.1.8 Selection and classification of regions of interest (ROIs) 

Prior to each experiment, a high-resolution composite image was acquired by 

simultaneous 750 nm excitation of fura-2 (isosbestic wavelength) and tdTomato. Red 

and green photons were collected separately via channel-dedicated PMTs above and 

below the microscope stage. Isosbestic excitation of fura-2 induces emission of green 

photons, showing loaded cells regardless of calcium concentration. Red + green 

(tdTomato + fura-2) ROIs were therefore classified as dSPNs and green-only ROIs were 

classified as putative iSPNs. ROIs which were abnormally large for SPNs and thus likely 

to be cholinergic interneurons were not included. ROIs were selected by experimenter in 

ImageJ to generate a matrix of centroid coordinates which was imported via the 

PrairieView line scan function to generate the laser scan path. Centroid coordinates were 

preserved during data acquisition so that each cell could be mapped to a particular 

Cartesian coordinate along with its firing properties in data analysis. 
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2.1.9 Data analysis 

Prior to data extraction, signal frames were processed by a drift correction 

algorithm (Li, Van Hooser et al. 2008) to account for small fluctuations in the X and Y 

directions. Raw signal was calculated as change in fluorescence over a 2 second sliding 

baseline (ΔF/F0). To detect action potential events, we cross-correlated the raw ΔF/F0 

signal to a template ΔF/F0 peak for an action potential to obtain a dot-product waveform. 

The template was an average of several ΔF/F0 peaks that were verified to represent 

single action potentials in simultaneous calcium imaging + cell-attached recording 

experiments (Figure 7). To establish a threshold for calling action potentials, we first 

calculated the value for a perfect fit dot-product by cross-correlating the template peak 

against itself. When the (raw data * template) dot-product surpassed the half-maximum 

value of the perfect fit waveform (0.5*max(xcorr(template, template))), an event was 

called. dSPN and iSPN calcium transients were similar (Figure 7H); nonetheless, event 

detection algorithms were based on template matching relative to a template derived 

from recordings of the corresponding cell type. 

In addition to the xcorr dot-product threshold, the following exclusion criteria 

were applied at the level of single events, cells, slices, and animals. Only events 

occurring within 375 ms of stimulation were considered evoked responses. Only evoked 

events were included in analysis. A lockout window was implemented such that no 
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event could be called within 1 second of the previously called event. At the level of cells, 

a threshold for low signal-to-noise recordings that caused excessive calling of false 

events was empirically determined and set as a ΔF/F0 signal standard deviation < 0.0575 

for all data. ROIs were also excluded when fluorescence signal was saturating, when 

they had ostensibly drifted off the laser scan path, when they did not respond at least 

once to the highest (supra-threshold) stimulation intensity (typically 1500 μA), and if the 

ratio of non-evoked to evoked events at the highest stimulation intensity was greater 

than 4.5. Together these parameters were found to minimize false detection of action 

potentials, as judged by simultaneous calcium imaging and cell-attached recording 

experiments. Additionally, slices which showed obvious poor loading were not imaged. 

If we were not able to image at least 12 dSPNs and 12 iSPNs from a slice, then that slice 

was excluded from analysis. This was occasionally the case due to poor loading and 

accounted for the animals for which behavioral data was available but imaging data was 

not. It was empirically determined that the coefficient of variation for spike probability 

became linearly related to sample size after at least 12 cells were randomly sampled 

from a large population (r2 > 0.95, p < 0.05).  

Event amplitudes were calculated as 100*(peak fluorescence-baseline)/baseline, 

or ΔF/F0. Spike probability was calculated as the fraction of trials in which an event was 

called, irrespective of the amplitude. Latency was calculated as the time difference 
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between stimulation and the point at which the cross-correlation output surpassed the 

threshold for calling an event. When calculating dSPN/iSPN latency ratios, the ratio was 

first calculated within slice and then averaged within animal. This method was chosen 

to eliminate confounding inter-slice differences such as distance between stimulating 

electrode and imaged field of view. For all other metrics, each animal data point 

represents the mean value after all cells imaged in all slices prepared from that animal 

were merged. When calculating dSPN/iSPN ratios, SEM was derived as: 

. All analysis functions and algorithms were custom-made in 

MATLAB. 

 

2.1.10 Calibration of optical signals 

Calibration experiments were conducted by performing calcium imaging 

simultaneously with either loose cell-attached or whole-cell patch clamp recordings. 

Electrophysiological signals were acquired using TriggerSync software. For cell-attached 

patch recordings, slices were bulk loaded with fura-2, AM (described above) and patch 

pipettes contained imaging solution with Alexa 594 dye (50-100 μM). Action potentials 

were evoked via extracellular stimulation as per the population calcium imaging 

experiments. For whole-cell recordings, slices did not undergo the bulk loading 

procedure; rather, fura-2 was in the internal patch pipette solution that contained (in 
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mM): 120 potassium gluconate, 20 KCl, 4 NaCl, 10 HEPES, 0.2 EGTA, 4 ATP-Mg, 0.3 

GTP-Na3, 10 sodium phosphocreatine, and 0.025 fura-2 pentapotassium salt, pH 7.2-7.3 

and 300 mOsm. Fura-2 concentration in the internal solution was calculated to 

approximate that which would be taken up by a cell during the bulk loading process. 

Action potentials and subthreshold depolarizations were evoked by brief current 

injections under current clamp recording conditions. Results from the calibration 

experiments demonstrate the described method 1) provides single spike sensitivity with 

no detection of sub-threshold currents 2) has a linear relationship between the 

amplitude of the response (ΔF/F0) and the number of evoked action potentials and 3) 

shows a similar ΔF/F0 relationship per action potential in dSPNs and iSPNs (Figure 7F, 

G). 

 

2.1.11 Statistics 

All r values were obtained using Pearson correlation analyses. F statistics were 

calculated using two-way repeated measures analyses of variance. Unless otherwise 

noted, t statistics were calculated using two-sided, unpaired t-tests with Welch’s 

correction for unequal variances.  
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2.2 Pathway-specific analysis of striatal output in trained mice 

To test the relationship between habitual behavior and corticostriatal output in 

the DLS, we first trained mice to varying degrees of habit formation in an operant lever 

press task (Figure 6A). Adult mice were trained to press a lever for sucrose reward, first 

under continuous reinforcement (CRF) and then underwent random reinforcement 

schedules designed either to retain goal-directed behavior (random ratio, RR) or to 

induce habit formation (random interval, RI) (Dickinson, Nicholas et al. 1983, Hilário, 

Clouse et al. 2007) (Figure 6A, E). A defining feature of habitual behavior is its 

persistence when the value of the outcome is reduced (Dickinson 1985). To evaluate 

habitual behavior, mice were pre-fed ad libitum with sucrose pellets to devalue the 

outcome specifically associated with the lever press just before a 3-minute extinction 

“probe” test in which no reward was delivered. To control for general satiety, mice were 

pre-fed grain pellets prior to the same test on a different day (Figure 6A). To minimize 

confounds from the probe test experience, its duration was set similar to periods during 

which mice occasionally received no reward during random reinforcement training (3-

minute no-reward bouts per session: RR = 1.44 ± 0.26, n = 17; RI = 1.36 ± 0.43, n = 14). To 

minimize any effects from the gap in daily training during probe tests, mice were re-

exposed to an additional lever press training session after devaluation testing and prior 
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to ex vivo analysis of DLS circuit properties. Habitual behavior was quantified in 

individual animals by comparing devalued LPr (pre-fed sucrose) to non-devalued LPr 

(pre-fed grain). This metric, referred to here as normalized devalued LPr, represents the 

tendency for an animal to persist in reward-contingent behavior despite devaluation of 

reward and is expressed as r
2

r

devalued LPlog
non-devalued LP

 
 
 

.  

As expected, RI reinforcement induced habit formation more effectively than RR 

reinforcement (t(28.81 = 2.21, p < 0.05) (Figure 6F). Although RR subjects pressed at a 

higher rate than RI subjects on the final training session prior to devaluation testing 

(t(23.90) = 4.5454, p < 0.001), subjects’ learned rates (measured on R6, Figure 6E) were 

unrelated to their degrees of habitual behavior (r(29) = -0.12, p > 0.05, n = 31). This result 

shows that the measure of normalized devalued LPr for habit is not influenced by 

general lever pressing rates.  

Although RI subjects were more habitual than RR subjects on average, there was 

considerable overlap between groups for individual subject behavior (Figure 6F). We 

took advantage of this overlap by merging RI and RR groups to form a continuous 

spectrum of habitual responding. We reasoned that if local DLS circuit plasticity 

significantly contributed to habitual behavior, then changes in the DLS response to 

cortical activity  
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Figure 6: Simultaneous optical evaluation of DLS output pathways in operantly 
trained mice. (A) Schematic of behavioral design for producing habitual (RI) and goal-
directed (RR) lever pressing behavior. (B) Illustration of the parasaggital brain section 

used for imaging experiments with stimulating electrode placed at the corpus callosum. 
Red dashed box indicates typical region from which data were acquired. (C) Typical 410 

x 410 μm field of view containing overlay of fura-2-loaded cells (green) and dSPNs 
expressing tdTomato (red). Inset: magnified view containing 4 cells (dSPNs indicated by 
white arrows, two remaining are putative iSPNs). (D) Pathway-specific analysis of SPN 
event amplitude in real X-Y space. (E) Learning curves produced by RI (n = 14) and RR 
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(n = 17) training protocols. (F) Normalized devalued LPr measured during probe tests 
(*p < 0.05). Data are represented as mean ± SEM. 

should correlate with quantitative behavioral measures of habit. To investigate this 

hypothesis, we evaluated the relationship between habitual lever pressing and ex vivo 

properties of cortically-evoked SPN firing in individual subjects. 

Action potential activity was imaged in dozens of SPNs per animal with defined 

cell type using 2PLSM, calcium indicator dye fura-2, AM, and BAC transgenic Drd1a-

tdTomato reporter mice (Ade, Wan et al. 2011) (RRID: IMSR_JAX:016204) (Figure 6B-D). 

By imaging with a calcium indicator that fluoresces at resting calcium levels to identify 

all loaded cells and by taking advantage of the high fidelity of the Drd1a-tdTomato 

reporter to assign SPN types (Ade, Wan et al. 2011), we were able to evaluate both 

pathways simultaneously in response to the same stimulus. Calibration experiments 

indicated single spike sensitivity (Figure 7A-C), allowing us to evaluate both spike 

probability (% of trials with event detected) and spike number (event amplitude) (Figure 

7F, G). 

 

2.3 Strengthened DLS output and a shift in latency to fire 
between pathways predicts habitual behavior 

We observed strong, positive correlations between the amplitude of stimulus-evoked SPN 

calcium transients and the degree to which mice were habitual. This was true in both 
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Figure 7: Calibration of fura-2, AM 2PLSM calcium imaging to detect SPN action 
potentials. (A) Representative raster scan image of simultaneous cell-attached recording 
+ calcium imaging of an iSPN bulk loaded with fura-2, AM. Alexafluor 594 included in 
patch pipette to detect unintended cell perforation. Yellow line indicates laser scan path 

for monitoring somatic calcium signal. (B) Representative trace of a single action 
potential recorded using cell-attach patch clamp. (C) Fluorescent calcium transient 

corresponding to B, demonstrating single-action potential sensitivity. (D) Representative 
voltage traces from whole cell current clamp recording of dSPN with fura-2 (25 μM) 

included in patch pipette. (E) Simultaneously imaged somatic fluorescence transients. 
Subthreshold depolarizations do not evoked fura-2 fluorescence transients. (F) 

Representative ΔF/F0 waveforms as a function of number of action potentials recorded in 
whole cell configuration. (G) Summary graph showing semi-linear relationship between 

ΔF/F0 peak amplitude and number of action potentials recorded in whole cell 
configuration. (H) Scatter plot showing that ΔF/F0 responses to a single action potential 
recorded using cell-attach patch clamp do not significantly differ between dSPNs (n = 3) 

and iSPNs (n = 3) (t(2.20) = 0.65, p > 0.05). 
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dSPNs and iSPNs (Figure 8A, B). In contrast, SPN spike probability did not correlate 

with habitual behavior (Figure 8D-F). Because event amplitude corresponds to the 

number of action potentials underlying a calcium transient (Figure 7F, G), and because 

spike probability did not predict habitual behavior, our data suggest that habit is encoded 

in the DLS as an integrated readout of burst firing rather than a binary code of whether or 

not SPNs fire at all. Finally, comparison of data from slices from the least and most 

habitual mice revealed the surprising finding that habit-related differences in event 

amplitude were broadly distributed spatially throughout the imaged populations, rather 

than in discrete clusters (Figure 8J, K).  

While increased event amplitude predicted habit expression in SPNs of both 

pathways, the balance of activity between dSPNs and iSPNs as measured by event 

amplitude was unrelated (Figure 8C). In contrast, we found that habitual behavior 

strongly correlated with a shift in the relative timing between dSPNs and iSPNs. 

Specifically, dSPNs tended to fire before iSPNs in habitual mice and iSPNs fired before 

dSPNs in goal-directed mice (Figure 8I). Absolute latency to fire did not correlate with 

habitual behavior for either SPN type; only relative timing (Figure 8G, H). Thus, we 

found evidence that pathway imbalance contributes to habitual behavior but in the 

unexpected domain of timing. 
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Figure 8: Pathway-specific striatal substrates for habit formation in a lever press task. 
(A-C) Linear regressions of mean event amplitude against normalized devalued LPr for 

dSPNs (A), iSPNs (B), and log2-transformed dSPN/iSPN ratio (C). (D-F) Relationship 
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between SPN spike probability and normalized devalued LPr as in A-C. (G-I) 
Relationship between SPN event latency and normalized LPr as in A-C. (J-K) Heat maps 

of dSPN (X) and iSPN (●) event amplitudes in X-Y space of representative brain slice 
from least (J) and most (K) habitual mice. n = 15 animals; 24-88 dSPNs and 13-63 iSPNs 

per animal (*p < 0.05, **p < 0.01). Data are represented as mean ± SEM for all cells 
imaged from an animal. 

 

We next examined whether factors other than habit could similarly explain our 

findings. As mentioned, normalized devalued LPr isolates the behavioral insensitivity to 

outcome devaluation from absolute rates of lever pressing. Therefore, we predicted that 

lever press rates alone should not drive the observed correlations. Indeed, a correlational 

analysis using LPr instead of normalized devalued LPr failed to find relationships with 

any measures of DLS corticostriatal output (Figure 9A-I). Consistently, lever press rates 

did not correlate with degree of habitual behavior either (r(29) = -0.14, p > 0.05, n = 31). 

To further test whether lever press rates alone were sufficient to drive the correlations 

that we identified, we trained a separate cohort of mice according to the same RR and RI 

schedules but without exposure to devaluation testing or subsequent reinstatement 

training (Figure 10A, B). No correlations were found between learned LPr and DLS 

corticostriatal output (Figure 10C-K). 
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Figure 9: Reinstated lever press rate does not predict SPN firing properties and 
variability within individual animals negatively predicts fit to linear models. (A-I) LPr 

on the final random reinforcement training session (R7) does not correlate with any 
measured firing properties of dSPNs or iSPNs (p > 0.05 for all subfigures, Pearson 
correlation analysis). Identical analysis of learned LPr on R6 showed no significant 
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correlations (p > 0.05 for all subfigures). Data are represented as mean ± SEM for all cells 
imaged from an animal. (J-L) Linear regressions of absolute residual against variance for 
dSPN event amplitude (J), iSPN event amplitude (K), and log2-transformed dSPN/iSPN 

event latency ratio data displayed in Figure 2. Absolute residuals were calculated as 
 where  and . Variance was calculated as . n 

= 15 animals; 24-88 dSPNs and 13-63 iSPNs per animal (*p < 0.05). 
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Figure 10: Learned lever press rate does not predict SPN firing properties. (A) 
Schematic of behavioral design for producing habitual (RI) and goal-directed (RR) lever 
pressing behavior without devaluation testing or reinstatement training. (B) RR (n = 4) 
and RI (n = 6) protocols produced a significant interaction between group and training 

session [F(1,8) = 3.31, p < 0.01, two-way repeated measures analysis of variance 
(ANOVA)]. (C-K) LPr on the day of imaging (R6) does not correlate with any measured 
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firing properties of dSPNs or iSPNs. n = 9 animals; 27-163 dSPNs and 13-123 iSPNs per 
animal (p > 0.05 for all subfigures). Data are represented as mean ± SEM for all cells 

imaged from an animal. 
 

Lastly, although within-subject variability of SPN firing properties was not 

factored into correlational analyses, it was notable that subjects with the greatest cell-to-

cell variability also had the poorest fits to the regression lines in Figures 8A, B, and I 

(Figure 9J-L). This suggests that experimental variability in some of our calcium imaging 

experiments, rather than other biological determinants of habit, may have reduced the 

strength of our correlations and that SPN firing properties may predict habitual behavior 

even more strongly than our data indicate. 

 

2.4 Weakening of direct pathway output predicts suppression of 
habitual behavior 

We next sought to identify the DLS circuit properties associated with learning to 

suppress a habit. To do this, we first induced habitual lever pressing in all subjects by 

increasing the total number of RI and RR training sessions (extended training groups 

RIext and RRext, Figure 11A). With enough repetition, an RR schedule can also induce 

habitual responding (Dickinson 1985). To control for features related to learning to 

suppress lever pressing independent of habit, a third group was trained under conditions 

optimized for goal-directed responding (shortened training group RRshort, Figure 11A). 

LPr was then reduced by omission training in which each lever press resulted in 
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temporary withholding of an otherwise periodically-delivered reward (Figure 11A). This 

paradigm trains the animal to suppress lever pressing in order to receive a reward. After 

omission training, lever pressing behavior was reinstated to isolate learned suppression 

from any acute effects related to decreased lever press activity (Figure 11A). Suppression 

of lever pressing was quantified as the percent decrease in LPr relative to the last random 

reinforcement session before omission training began (% LPr omitted).  RRext (n = 5) 

and RIext (n = 6) groups had no significant differences in omission behavior (F(1,9) = 

1.29, p > 0.05) and, consistent with habitual responding (Rossi and Yin 2012), were 

significantly more resistant to omission training compared to the RRshort group (n = 8) 

(F(1, 17) = 24.38, p < 0.001) (Figure 11B).  

We found a strong negative correlation between suppression of lever pressing in 

the final omission session and dSPN event amplitude and spike probability. This was true 

of the combined RIext/RRext cohort (Figure 11C, E, G, H) but not the RRshort group 

(dSPN amplitude r(5) = 0.19, p = 0.69, n = 7; dSPN spike probability r(5)= 0.13, p = 

0.78, n = 7). Notably, other habit-predictive features did not correlate with suppression in 

either the habitual cohort (RIext/RRext) (Figure 11D, F) or the goal-directed cohort 

(RRshort) (iSPN amplitude r(5) = -0.12, p = 0.80, n = 7; dSPN/iSPN latency ration r(5) = 

-0.36, p = 0.43, n = 7). No correlations with pathway balance were observed for any of 

the measured SPN firing properties (Figures 11F and 12D, E). Lastly, because the 

correlations were not shared by the goal-directed group, decreased direct pathway output 

in the DLS is specific for suppression of habitual behavior. 
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Figure 11: Pathway-specific striatal substrates for suppressing habitual lever pressing. 
(A) Schematic of behavioral design for producing habitual (RIext, RRext) and goal-

directed (RRshort) lever press behavior and subsequently omitting the same behavior. 
(B) Percent LPr omitted on each day of omission testing. (C-F) Linear regressions of 

dSPN event amplitude (C), iSPN event amplitude (D), dSPN spike probability (E), and 
log2-transformed dSPN/iSPN ratio for event latency (F) against LPr omitted in final 

omission test. (G-H) Heat maps of dSPN (X) and iSPN (●) event amplitudes in X-Y space 
of representative brain slices from habitual mice with the poorest (G) and best (H) lever 
press suppression in final omission test. n = 9 animals; 22-116 dSPNs and 15-83 iSPNs 

per animal (*p < 0.05). Data are represented as mean ± SEM for all cells imaged from an 
animal. 
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Figure 12: DLS SPN firing properties after omission training in habitual mice. (A) 
Linear regression of iSPN spike probability against % LPr omitted. (B-C) Event latency as 
in A for dSPNs (B) and iSPNs (C). (D) Linear regression of log2-transformed dSPN/iSPN 
ratio for event amplitude against % LPr omitted. (E) log2-transformed dSPN/iSPN ratio 

for spike probability as in D. n = 9 animals; 22-116 dSPNs and 15-83 iSPNs per animal (p 
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> 0.05 for all subfigures). Data are represented as mean ± SEM for all cells imaged from 
an animal. 

 

2.5 Discussion 

Here we have found that changes in local DLS processing of incoming cortical 

activity to generate projection neuron firing correlate with habitual behavior. While other 

brain regions are likely to contribute behaviorally relevant information, the fact that DLS 

corticostriatal input-output features alone were sufficient to strongly predict habitual 

behavior suggests that this brain region plays a significant role in the expression of 

habitual behavior. Additionally, our results suggest for the first time that habits may be 

expressed and suppressed through separate, pathway-specific processes. It is notable that, 

despite some differences between the substrates for habit expression and suppression, a 

general circuit logic favoring action unifies our findings. 

Taken together, our findings support a model in which habit expression is 

characterized by an increased gain in both DLS output pathways and a shift in their 

relative timing such that firing of dSPNs precedes that of iSPNs. On the other hand, habit 

suppression correlates solely with reduced dSPN firing (Figure 13A). Notably, dSPN 

event amplitude predicted habit suppression in a near-perfect inverse of its correlation 

with habit expression (mexpression = 1.1 & msuppression = -0.96; Figure 13B), whereas iSPN 

event amplitude predicted habit expression but was surprisingly unrelated to suppression 

(Figure 13C). These data suggest that habits are not broken by a simple undoing of the 

formative process but through different mechanisms. Such a view is consistent with the 
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finding that motor memory reversal can occur through new learning processes that are 

separate from those underlying formation of the same memory (Boyden and L. 2003, 

Barnes, Sammons et al. 2015). Moreover, while it cannot be definitively stated that iSPN 

responses remained strengthened from habit formation after the behavior had been 

suppressed since imaging experiments took place in different animals, the persistence of 

experience-dependent plasticity despite behavioral recovery has been observed before, 

notably in the adult barn owl after abnormal mapping of auditory cues onto visual space 

during the juvenile stage (Linkenhoker, von der Ohe et al. 2005). 

 

Figure 13: Distinct DLS plasticity mechanisms for expression and suppression of a 
habit. (A) Diagram showing parallel increase in gain of dSPNs and iSPNs and timing 
reconfiguration with habit followed by a dampening of dSPN firing when the same 
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habit is broken. (B-C) Juxtaposition of roles for dSPNs (B) and iSPNs (C) in habit 
expression and suppression plotted against successful target behavior. Normalized 

devalued LPr and % Omission datasets were adjusted to zero minima and then 
normalized to their respective maxima to yield the normalized success metric: 

. Data are represented as mean ± SEM for all cells imaged from 

an animal. 
 

Our finding that an increase in gain of both types of SPNs correlates with habitual lever 

pressing is in accord with recent in vivo observations that a transient increase in activity 

of both pathways is associated with action initiation (Cui, Jun et al. 2013). Similarly 

supportive is the observation that synaptic strength of both dSPNs and iSPNs is increased 

in rotarod-trained mice (Yin, Mulcare et al. 2009). Interestingly, an increase of 

corticostriatal gain has been hypothesized to hasten the onset of action at the cost of 

outcome errors, as predicted by a model for increased corticostriatal efficacy in a 

visuomotor discrimination task (Lo and Wang 2006). Such a mechanism would be 

consistent with our findings and could potentially explain the relative insensitivity of 

habitual behavior to outcome value.  

Whereas a symmetrically heightened event amplitude was observed in SPNs of 

both pathways, we found evidence for a timing imbalance between the direct and indirect 

pathways. Specifically, dSPNs tended to fire before iSPNs in the most habitual mice 

whereas, in the most goal-directed mice, iSPNs tended to fire before dSPNs (Figure 8I). 

This somewhat unexpected finding is in accord with recent evidence for a timing 

competition between the direct and indirect basal ganglia pathways as a mechanism for 



 

66 

 

action cancellation (Schmidt, Leventhal et al. 2013). In that study, Schmidt and 

colleagues showed that, to successfully cancel an action, the subthalamic nucleus (STN) 

must excite the substantia nigra pars reticulata (SNr) before striatal dSPNs can inhibit the 

SNr response to STN input. Here we find evidence that long-lasting, local DLS plasticity 

might contribute to such an overall basal ganglia circuitry timing competition. 

Specifically, a short dSPN latency to fire relative to iSPN latency could allow dSPNs to 

preempt stop-related SNr activity that is driven by iSPNs through a globus pallidus 

externus-mediated disinhibition of the STN, thereby reducing the probability of action 

cancellation.  

Additionally, a systematic difference in the timing of firing between SPN types is 

not ostensibly explained by a model in which dSPNs promote one action and iSPNs 

inhibit other actions; such a model would seem to necessitate parallel processing of 

competing action plans rather than a competition between pathways. Rather, the timing 

advantage of the direct pathway SPNs in habit is more readily explained by a model in 

which expression of a given learned behavior would be promoted in habit by biasing the 

relative timing between output pathways to favor the direct pathway. Interestingly, we 

found evidence to support a correlation between habit and relative, but not absolute, 

latencies to fire (Figure 8G-I). We suspect that this distinction relates to the additional 

experimental variability that is imposed by electrode placement in brain slices and 

highlights an advantage of simultaneously monitoring direct and indirect pathway SPNs. 

Elucidating the underlying cellular and microcircuit mechanisms for such timing 
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differences is an exciting future direction that could suggest novel pharmacological 

targets to manipulate habit. 

Similar to our findings for timing in habit expression, we found that the DLS 

substrate for suppressing a habit was pathway-specific. Although at first estimation one 

might hypothesize a role for an increase in indirect pathway activity with action 

suppression, our finding that weaker direct pathway activity positively correlated with 

habit suppression is also consistent with decreased drive for voluntary action (Cui, Jun et 

al. 2013, Calabresi, Picconi et al. 2014, Nelson and Kreitzer 2014, Sippy, Lapray et al. 

2015) or for action in general (Albin, Young et al. 1989, DeLong 1990). It was somewhat 

unexpected that DLS substrates for suppression of lever pressing manifested in habitual 

but not goal-directed subjects. This result indicates that mechanisms for suppressing a 

habitual and goal-directed behavior are distinct. However, because goal-directed 

behaviors are typically associated with the dorsomedial striatum (DMS) (Yin, Knowlton 

et al. 2005, Yin, Mulcare et al. 2009) , we suspect that similar mechanisms in principle 

might occur here. In support of this possibility, synaptic modifications have been found 

in the DMS of goal-directed mice (Yin, Mulcare et al. 2009, Shan, Ge et al. 2014).  

Likewise, while the design of our study allowed us to identify predictive DLS 

circuit substrates for habit expression and suppression, the particular formative processes 

that gave rise to these substrates represent an important area for future studies. For 

example, since our findings describe a behavioral continuum from goal-directed to 

habitual responding, it would be interesting to know whether acquisition of plasticity 
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solely occurred in subjects that became habitual or whether there was also DLS circuit 

plasticity that shaped goal-directed responding. It has been proposed that action-outcome 

(goal-directed) and stimulus-response (habit) associations form in parallel through 

separate circuits where stimulus-response associations eventually gain control of 

behavior over time (Everitt and Robbins 2005). If this were the case, then DLS output 

may begin to change well before a habit is noticeably expressed and plasticity underlying 

goal-directed behavior may persist separately as the behavior becomes more habitual. 

Finally, perhaps most surprising is the observation that habit-related SPN firing 

properties were broadly distributed in space. Given that previous in vivo studies have 

identified discrete subsets of DLS neurons as task-related (Tang, Pawlak et al. 2007, Yin, 

Mulcare et al. 2009, Desrochers, Amemori et al. 2015), one might expect habit-related 

plasticity to occur only in subsets of neurons, i.e. those SPNs related to the lever press 

task. Instead, our findings indicate that an interaction between the broad DLS circuit 

modifications we describe and specific action-related inputs may ultimately be necessary 

to generate the specificity of habit for some behaviors and not others. According to such a 

model, a broadly-distributed “habit engram” in the DLS could serve to bias an overall 

competition between the direct and indirect pathways toward action execution. If it is the 

case that patterns of incoming cortical activity represent specific actions and that the 

striatum broadly tunes how SPNs respond to such input, then one might predict that 

forming one habit would influence the likelihood that other actions become habitual. 

Indeed, the observations that alcoholics displaying compulsive drug-seeking behavior 
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demonstrate an overreliance on habit learning for other behaviors (Sjoerds, de Wit et al. 

2013) and that repeated ethanol exposure leads to a generalized increase in DLS control 

over Pavlovian learning (DePoy, Daut et al. 2013) support such a possibility. Thus we 

conclude that, as opposed to a model in which the DLS alone encodes specific habitual 

actions, our data favor a model in which broadly distributed changes in the DLS circuitry 

alter the propagation of cortical activity related to specific actions through the basal 

ganglia to render behaviors habitual. 
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3. Striatal fast-spiking interneurons drive habitual 
behavior2 

In the previous chapter, it was shown that properties of the DLS input-output 

transformation of afferent activity to striatal projection neuron firing predict the extent 

of habitual behavior in individual animals (O’Hare, Ade et al. 2016). These results 

suggest that DLS actively contributes to the memory trace of a habit. However, at this 

juncture, the DLS can be compared to a “black box” with respect to its role in habitual 

behavior (Figure 14). In other words, it is known that DLS output predicts the 

expression of habitual behavior, but the cellular microcircuit mechanisms within the 

DLS which give rise to these output properties remain unknown. This dilemma is a 

microcosm of the challenges researchers have faced in understanding the role of the 

cortico-basal ganglia-thalamocortical loop in behavior (Redgrave, Coizet et al. 2010). In 

this chapter, a series of experiments and results will be presented which uncover such a 

mechanism and demonstrate its necessary role in habitual behavior. 

As reviewed in Section 1.2.2, the local microcircuitry of the dorsal striatum is 

quite complex. As such, it can be difficult to correctly hypothesize which cell type, 

synapse, or neuromodulatory mechanism is responsible for a circuit- or behavioral-level 

adaptation. However, the circuit-level signature for habit described in the previous  

                                                      
2 This chapter was submitted as O’Hare, J. K., H. Li, N. Kim, E. Gaidis, K.K. Ade, H. H. Yin and N. Calakos 
(2017). "Striatal fast-spiking interneurons drive habitual behavior". Minor adaptations were made to text and 
figures. 
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chapter served two important purposes in identifying the cellular microcircuit 

mechanism for habit.  

 

Figure 143: Identifying local changes in a cyclic network. Diagram of a cyclic 
graphical model. If the input-output behavior of node A changes, this could be due to 

latent changes in nodes B-D (cell types in the case of DLS), any of the vertices Ex,y 
connecting nodes X and Y (i.e., synaptic strength), or some combination of these factors. 

Therefore, individual elements of the network must be isolated to understand the 
mechanism for an input-output-level change. 

First, the features which correlated with habit, as well as the directionality of 

these correlations, served to constrain the hypothesis space for potential microcircuit 

mechanisms; many potential mechanisms were tentatively ruled out based on the 

output-level correlates of habitual behavior. Secondly, and more importantly, the DLS 

                                                      
3 Figure modified, with permission under open access agreement, from Redgrave, P., V. Coizet, E. Comoli, J. 
Mchaffie, M. Leriche Vazquez, N. Vautrelle, L. Hayes and P. Overton (2010). "Interactions between the 
Midbrain Superior Colliculus and the Basal Ganglia." Frontiers in Neuroanatomy 4(132). 
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circuit signature for habit served as a test case of sorts in determining candidate 

mechanisms. If an element of the DLS microcircuitry were perturbed experimentally, 

and this manipulation drove DLS output properties in a manner consistent with habitual 

behavior, then that microcircuit element would constitute a candidate microcircuit 

driver of habit (Figure 16B). 

Glutamatergic corticostriatal synapses express dopamine-dependent forms of 

long-lasting synaptic potentiation and depression (Shen, Flajolet et al. 2008), making 

these connections a fitting site for experience-dependent adaptation of striatal output. 

Although such plasticity accompanies changes in behavior, including the formation of 

habits (Nazzaro, Greco et al. 2012, Shan, Christie et al. 2015), it does not readily explain 

the finding that increased gain in the direct and indirect SPNs in habitual mice was 

balanced (O’Hare, Ade et al. 2016) since synaptic strengthening would occur separately 

on the two SPN classes through dichotomous mechanisms (Shen, Flajolet et al. 2008). In 

addition, within the DLS, habit-predictive SPN firing properties were distributed 

uniformly rather than in discrete subpopulations of SPNs (O’Hare, Ade et al. 2016). 

Because interneurons are often anatomically suited to tune SPN activity in a similarly 

broad manner through extensive axonal arbors (Kawaguchi, Wilson et al. 1995, Tepper, 

Tecuapetla et al. 2010), we hypothesized that plasticity of striatal interneurons might 

underlie the habit-associated changes in striatal output. 
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Among the various interneuron types resident to the striatum (Tepper, 

Tecuapetla et al. 2010), parvalbumin-positive, fast-spiking interneurons (FSIs) provide 

the strongest source of local modulation, exerting strong, feedforward inhibition of 

SPNs via perisomatic GABAergic contacts onto virtually all SPNs (Koos and Tepper 

1999, Koos 2004, Mallet 2005, Taverna, Canciani et al. 2007, Gittis, Nelson et al. 2010, 

Szydlowski, Pollak Dorocic et al. 2013, Straub, Saulnier et al. 2016). Notably, FSIs are 

expressed in the dorsal striatum on a mediolateral gradient with the most residing in 

DLS (Gerfen 1985). FSIs also preferentially innervate dSPNs relative to iSPNs (Gittis, 

Nelson et al. 2010), suggesting a potential mechanism by which FSI-mediated inhibition 

could allow iSPNs to fire before dSPNs in response to coincident excitatory input. Based 

on these considerations, we hypothesized that FSIs might drive the habit-predictive 

circuit features through a disinhibitory mechanism that would promote SPN firing and a 

preferentially earlier activation of the direct pathway. Striatal FSI plasticity has been 

demonstrated through experimenter-induced activity and genetic manipulations  (Gittis, 

Hang et al. 2011, Winters, Krüger et al. 2012, Mathur, Tanahira et al. 2013, Orduz, 

Bischop et al. 2013), but it remains unknown whether dorsal striatal FSIs undergo 

plasticity normally in the context of experience-dependent adaptive behavior. 

Using pharmacological and optogenetic manipulations, we found that striatal 

FSIs modulate the pathway-specific properties of DLS output that predict habitual 
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behavior. Surprisingly though, inhibition of FSIs produced the opposite directionality 

for each habit-predictive circuit feature, suggesting that an increase, rather than 

decrease, in FSI activity might drive habitual behavior. Indeed, when FSI firing was 

evoked ex vivo by stimulation of cortical afferents, FSIs from habitual mice fired more 

readily than FSIs from goal-directed mice. To test the significance of this plasticity for 

the expression of habitual behavior, we acutely inhibited FSIs in DLS chemogenetically. 

Inhibiting FSIs in habit-trained mice blocked habit expression, but not lever-pressing per 

se, while identically-trained control subjects displayed robust habitual behavior. In vivo 

recordings revealed that the effects of FSI activity on striatal output appear to be more 

selective than previously appreciated. While FSIs exert the expected strongly inhibitory 

influence over DLS output, they also exert an excitatory influence on a subset of SPNs 

that can be identified a priori based upon individual firing patterns. Our results identify 

a mechanism for habit by which FSI strengthening reconfigures DLS output and 

promotes the expression of habitual behavior. 
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3.1 Materials and methods 

 

3.1.1 Subjects 

All experiments were carried out under approved animal protocols in 

accordance with Duke University Institutional Animal Care and Use Committee 

standards. Mice were 2 - 4 months of age, in C57Bl/6 genetic background, and were 

hemi-/heterozygous for all transgenes. Drd1a-tdTomato line 6 BAC transgenic mice were 

generated in our laboratory (RRID: IMSR_JAX:016204)(Ade, Wan et al. 2011). To 

optically inhibit PV+ interneurons, a mouse line expressing Cre under control of the 

Parvalbumin promoter (RRID:IMSR_JAX:012358) was crossed to the Ai35D line from 

Jackson Laboratory which Cre-dependently expressed Arch3.0-GFP 

(RRID:IMSR_JAX:012735). To target PV+ interneurons with Cre-dependent viral vectors, 

the Drd1a-tdTomato mouse line was crossed to the PV-Cre line to produce experimental 

progeny hemizygous for Drd1a-tdTomato and heterozygous for PV-Cre.  

 

3.1.2 Viral vectors 

The CAG-FLEX-rev-hM4D:2a:GFP plasmid was provided by the Sternson 

laboratory at Janelia Farm (Addgene #52536). UNC Viral Vector Core packaged this 
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plasmid into AAV 2/5 and also provided AAV2/5-EF1a-DIO-EYFP. All viral aliquots had 

titers above 1 x 1012 particles/mL. 

 

3.1.3 Survival surgeries 

To target PV+ interneurons in DLS, 2 – 3 month old PV-Cre::Drd1atdTomato mice 

were stereotactically injected with Cre-dependent AAV viral vectors under isoflurane 

anesthesia (4% to induce, 0.5 – 1.0% to maintain). Postoperative pain was managed by 

preoperative subcutaneous administration of Meloxicam (2 mg/kg) after anesthesia 

induction. 1.0 μL viral solution was delivered bilaterally through small craniotomies at a 

rate of 0.1 μL/min via a Nanoject II motorized microinjector. Injection coordinates 

relative to bregma: A/P + 0.8 mm, M/L ± 2.7 – 2.8 mm, D/V – 3.2 mm. The glass injection 

pipet was left in place for 5 minutes after injection and then was slowly removed.  

To record single-unit activity in the DLS of hM4d-injected mice, custom-built 

multi-electrode arrays were slowly lowered through the same craniotomies used for 

viral injections in one hemisphere immediately following viral injection while the 

animals was still under anesthesia. Arrays were made up of finely cut tungsten wires 

with a 6 cm-long silver ground wire. Tungsten wires were spaced evenly in a 4x4 

pattern with 150 μm between rows and electrodes. Arrays were lowered 0.8 mm 

anterior, 2.7 – 2.8 mm lateral, and 2.6 mm ventral to bregma. Arrays were fused to 16-
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channel Omnetics connectors and secured with dental acrylic. 2-3 ~1 μL drops of 

bupivicaine were applied intraincisionally prior to wound closure for local analgesia. 

Mice were allowed at least a two week recovery period prior to recording or behavioral 

training. 

 

3.1.4 Lever press training 

Mice were trained on RRshort schedules to induce goal-direct lever pressing and 

RI schedules to induce habitual lever pressing. These reinforcement schedules, as well as 

equipment used, are described in Section 2.1.2. For electrophysiological comparison of 

FSI properties between goal-directed and habitual mice, acute slices were prepared 

within 24 hours of the last training session. If behavior did not reflect the training 

schedule, i.e. if RI-trained mice were sensitive to outcome devaluation or RRshort-

trained mice were insensitive, electrophysiological data from these mice were not used. 

 

3.1.5 Brain slice preparation 

For 2PLSM experiments, acute brain slices were prepared as described in Section 

2.1.5. For electrophysiological experiments, slices were prepared identically but recovery 

and holding procedures differed. Slices recovered 10 – 12 minutes in NMDG cutting 

solution (Ting, Daigle et al. 2014) at 32 - 33°C. Slices were then transferred to RT HEPES 
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holding solution (Ting, Daigle et al. 2014) for at least an hour and until used for an 

experiment. Solutions were carbogenated to saturating levels at all times and were 

calibrated to 305 ± 1 mOsm/L and pH 7.3 – 7.4. 

 

3.1.6 Drugs 

For electrophysiological recordings, IEM-1460 was dissolved in deionized, 

distilled water at 200 mM and added to carbogenated ACSF for a final concentration of 

50 μM. Picrotoxin was prepared and introduced to recording solution in an identical 

manner. For behavioral experiments, CNO was dissolved to 10 mg/mL in DMSO and 

diluted in sterile 0.9% saline solution to administer 5 mg/kg per subject with a maximum 

injection volume of 0.5 mL. 

 

3.1.7 Electrophysiological Recordings 

Data were acquired using an Axopatch 200B amplifier (Molecular Devices) and a 

Digidata 1440A digitizer (Axon Instruments). Data were digitized at 10-20 kHz and low-

pass filtered at 2 kHz. Borosilicate glass pipettes were pulled to 2-5 MΩ resistance. Slices 

were continuously perfused with carbogenated ACSF (124 mM NaCl, 4.5mM KCl, 1 mM 

MgCl2·6 H2O, 26 mM NaHCO3, 1.2 mM NaH2PO4, 10 mM glucose, 4 mM CaCl2) at a 

temperature of 29 - 31°C. 
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3.1.7.1 Current clamp recordings 

Fast-spiking interneurons were identified by Cre-dependent fluorescence as well 

as their characteristically narrow action potential half-width. Current clamp (and cell-

attached) recordings were carried out using a potassium methansulfonate-based internal 

solution (140 mM KMeSO4, 7.5 mM NaCl, 10 mM NaCl, 10 mM HEPES, 0.2 mM EGTA, 

4.2 mM ATP·Mg, 0.4 mM GTP·Na3).  

 

3.1.7.2 Voltage clamp recordings 

Fast-spiking interneurons were identified by Cre-dependent fluorescence as well 

as previously reported ranges for input resistance and whole cell capacitance (Gittis, 

Nelson et al. 2010). Voltage clamp recordings were carried out using a cesium 

methansulfonate-based internal solution (120 mM CsOH, 120 mM MeSO4, 15 mM CsCl, 

8 mM NaCl, 10 mM TEA-Cl, 10 mM HEPES, 2 mM QX-314, 4 mM ATP·Mg, 0.3 mM 

GTP·Na3). 

 

3.1.7.3 Cell-attached recordings 

Stimuli were delivered to cortical afferent fibers at the cortical side of the corpus 

callosum (Figure 16A) using a bipolar stimulating electrode (FHC, CBARC75). 
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Responses in SPNs and FSIs were recorded in cell-attached configuration with voltage 

clamped at 0 mV. Leak current was continuously monitored to detect partial break-ins. 

In the event of a partial membrane rupture, leak currents increased significantly due to 

the voltage at which the membrane patch was clamped. In these events, data were 

discarded. The same potassium methansulfonate-based internal solution as in the 

current clamp experiments was used to enable break-in and cell type identification or 

further recordings after cell-attached experiments concluded. All stimuli were delivered 

with a 20 second inter-stimulus interval. For input-output experiments, 300 μs single-

pulse stimuli were delivered with 5 sweeps per intensity, in order from weakest to 

strongest intensity, and cells were recorded at a consistent distance from the stimulating 

electrode (600 – 650 μm). For pre-post experiments with application of IEM-1460, 300-

600 μs single-pulse stimuli were delivered to drive multi-action potential responses 

prior to drug wash-in. 10 sweeps were analyzed as baseline and another 10 sweeps, 

using the same stimulus parameters, following a 20-minute wash-in period were 

analyzed to measure drug effect.  

 

3.1.7.4 In vitro optical inhibition of FSIs 

532 nm light was delivered from a diode-pumped solid state laser (Opto Engine) 

coupled to a 300 μm core, 0.39 NA patch cable which terminated into a 2.5 mm ferrule 
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(Thorlabs Inc.). The ferrule was submerged in the perfusion chamber and positioned 

with a micromanipulator to illuminate a ~0.5 mm radius around the tip of the recording 

pipet. Laser onset coincided with electrical stimulation of cortical afferents. Laser 

stimulation lasted 500 ms in whole cell current clamp experiments and 1 sec when 

monitoring synaptically-evoked responses in cell-attached mode. 

 

3.1.7.5 In vivo single-unit recordings 

Single-unit activity was recorded with miniaturized wireless headstages 

(Triangle BioSystems International) using the Cerebus data acquisition system 

(Blackrock Microsystems), as previously described (Fan, Rich et al. 2011). The 

chronically implanted electrode array was connected to a wireless transmitter cap (~3.8 

g). During recording sessions, single units were selected using online sorting. Before 

data analysis, the waveforms were sorted again using Offline Sorter (Plexon). Only 

single-unit activity with a clear separation from noise was used for the data analysis. In 

each case, a unit was only included if action potential amplitude was ≥ 5 times that of 

the noise band. FSIs and SPNs were classified on the basis of spike width and baseline 

firing rate (Figure 24A-C). 
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3.1.8 2PLSM calcium imaging of DLS output 

Synaptically-evoked SPN firing was imaged as described in Section 2.1.7.  

 

3.1.9 Data analysis 

All experiments and data analyses were performed with experimenter blind to 

the experimental variable (e.g. viral construct, training schedule). A priori sample sizes 

were established based on power analyses. Data exclusion criteria and decisions were 

made prior to data unblinding. 

 

3.1.9.1 Current clamp experiments 

Action potentials were detected by running a peak detection algorithm 

(Mathworks) on voltage velocity data with a peak threshold of 1 x 104 V/s and a 

minimum peak distance of 2 ms. Action potential onset and offset were defined at the 

intersections of the waveform with a sliding mean baseline voltage that constituted 10% 

of the length of the current injection. Action potential and after-hyperpolarization 

properties were measured up to the point when increasing current injection attenuated 

firing rate. Action potential half-width was defined as half the time between onset and 

peak voltage. Action potential amplitude was defined as the voltage difference between 

the sliding baseline and peak amplitude. AHP potential onset and offset were defined as 
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the next two intersections with the sliding baseline after the action potential peak 

voltage. AHP amplitude was defined as the negative-most voltage between onset and 

offset and the AHP waveform was integrated over the sliding baseline for total voltage. 

AHP voltage measurements were converted to current using input resistance. Firing 

rates were measured in response to a series of increasing 500 ms current step amplitudes 

ranging from -0.4 to 2.0 nA in 200 pA intervals. Maximum response duration was 

defined as the longest period of sustained firing observed during this series of current 

injections. Rheobase was determined by identifying the 200 pA interval in which the 

first action potential was fired and subsequently interrogating this interval with 500 ms 

current injections at 10 pA resolution. Subthreshold test pulses were used to determine 

passive membrane properties. Input resistance was calculated as RI = dV/I. Whole cell 

capacitance was calculated by integrating the decay phase after current injection to 

measure discharged current and dividing by voltage of the current injection: ∫Vdecay/IRi2. 

Series resistance was calculated by fitting a standard double-exponential function to the 

decay transient and deriving the time constant ꞇ=1/λfast to find ꞇfast = Rs x Cwhole cell. Cells 

with Rs > 30 megaOhms were excluded from analysis. 
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3.1.9.2 Voltage clamp experiments 

Voltage clamp experiments were carried out in the presence of picrotoxin (50 

μM). Paired pulse ratio was calculated as log2(EPSC2/EPSC1) for first and second EPSC 

amplitudes. Paired stimuli were delivered 50 ms apart. Spontaneous EPSCs were 

recorded at Vm = -70 mV at 5X gain for 5 minutes per cell. Automated event detection 

was performed using MiniAnalysis (Synaptosoft).  

 

3.1.9.3 Cell-attached experiments 

Action potentials were detected in cell-attached mode by cross-correlating data 

to a template waveform. Template waveforms were composite action potentials 

recorded in cell-attached mode from single neurons that were positively identified as the 

corresponding cell type in a subsequent whole cell current clamp recording. The dot 

product representing a perfect fit was obtained by cross-correlating the template peak to 

itself. If the dot product of the data and the template peak was equal or greater than 25% 

of this perfect fit, then an action potential was called by a peak detection algorithm 

(Mathworks). Stimulus artifacts and rare spontaneous action potentials were excluded 

by only analyzing data from 1 - 100 ms (FSIs) or 1-600 ms (SPNs) after stimulus delivery. 

Due to the sharp FSI cell-attached waveform, electrical noise was matched to the FSI 

template peak in some recordings. To exclude these false calls, two additional exclusion 
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criteria were added: action potentials were excluded (1) if their amplitudes were less 

than 10 standard deviations of the recording minus the stimulus artifact, i.e. electrical 

noise and (2) if their cross-correlation peak amplitudes were less than 25% of the 

maximum peak in a given sweep.  

 

3.1.9.4 In vivo single unit experiments 

Single unit activity was sorted into frequency bins by converting interspike 

intervals to instantaneous firing rates. Frequency bands were defined as Δ = 0-4 Hz, θ = 

4-8 Hz, α = 8-13 Hz, β = 13-30 Hz, and γ = 30-100 Hz. Relative densities were calculated 

for each band as the fraction of overall instantaneous firing rate measurements, i.e. 

interspike intervals, which fell into a given frequency band.  

 

3.1.9.5 2PLSM calcium imaging experiments 

2PLSM calcium imaging data were analyzed as described in Sections 2.1.7 and 

2.1.8. To measure pre-post effects within cells, such as wash-in of IEM-1460, only ROIs 

which were present and passed exclusion criteria both in pre and post recordings were 

included in analysis (See Figure 16C for matching ROIs before and after). Thus, drug 

effect was calculated for each individual cell using an internal baseline. Spike probability 

was calculated as the fraction of trials in which an evoked response was detected. 
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To classify SPNs as “high-firing” or “low-firing” (Figure 16D), a machine 

learning algorithm was used to estimate a Gaussian mixture model (Mathworks) in 

which the distribution of baseline (pre- IEM-1460) calcium transient amplitudes was the 

mixture of two independent Gaussian distributions. The mixture model and raw data 

were then used as inputs to a hierarchical clustering algorithm (Mathworks) to organize 

the individual data points into groups corresponding to the two Gaussian distributions 

underlying the mixture model.  

 

3.1.10 Statistics 

F statistics were calculated using repeated measures analysis of variance. For 

within-cell comparisons, t statistics were calculated by paired, two-sided t-tests. 

Otherwise, unpaired, two-sided t-tests were used. For non-normal data sets, Mann-

Whitney U tests were used. All r values were obtained using Pearson correlation 

analyses. Normality was measured using the Kolmogorov-Smirnoff test of the data 

against a hypothetical normal cumulative distribution function. For all statistical tests, 

confidence interval was set to α = 0.05.  
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3.2 Inhibiting fast-spiking interneurons drives a striatal circuit 
endophenotype opposite that of habitual behavior 

To manipulate FSI activity, the Ca2+-permeable AMPA receptor antagonist IEM-

1460, which predominantly weakens excitatory synaptic inputs onto FSIs in striatum 

(Gittis, Leventhal et al. 2011), was used. Cell-attached FSI recordings before and after 

exposure to IEM-1460 (50μM) confirmed the drug’s efficacy to reduce synaptically-

evoked AP firing in our acute parasagittal DLS preparation (Figure 15A). To measure 

the effects of FSI inhibition on the habit-predictive properties of evoked striatal output, 

the same ex vivo population calcium imaging approach that identified the behavior-

predictive properties (O’Hare, Ade et al. 2016) was used on tissue prepared from 

untrained animals (Figure 16A, B). Firing responses evoked by electrical activation of 

cortical afferents were measured in dozens of pathway-defined SPNs of both types 

simultaneously using the calcium indicator dye fura-2AM, the Drd1a-tdTomato (Ade, 

Wan et al. 2011) reporter, and vector-mode two-photon laser scanning microscopy 

(2PLSM) (Figure 16A). Action potential responses were detected by a cross-correlation 

analysis with a template waveform that was obtained from single action potential 

responses during simultaneous cell-attached electrophysiological recording in each SPN 

subtype (see Materials and Methods, Section 3.1.8; Figure 7). 
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Figure 15: IEM-1460 inhibits evoked FSI firing but does not affect SPN spike 
probability (A) Probability of evoked FSI action potential firing, as measured in cell-

attached recordings, before and after wash-in of IEM-1460. Drug wash-in significantly 
inhibited FSI firing (t5 = 4.08, P < 0.01, n = 6 cells). (B) Spike probability for dSPNs (red) 

and iSPNs (green) before (filled) and after (open) wash-in of IEM-1460 in 2PLSM 
calcium imaging experiments. Drug wash-in did not affect spike probability for either 
SPN subtype (P > 0.05, n = 87 dSPNs & 52 iSPNs). *P < 0.05. Error bars represent SEM. 

 

IEM-1460 decreased the amplitude of evoked calcium transients in both dSPNs 

(t86 = 3.42, P = 0.001, n = 87) and iSPNs (t51 = 2.11, P < 0.05, n = 52). IEM-1460 also changed 

the relative latency to fire between direct and indirect pathway SPNs by increasing the 

pre-existing bias in relative pathway timing whereby iSPNs tend to respond to cortical 

excitation more quickly than dSPNs (Figure 16F). Upon closer inspection, the decrease in 

calcium transient amplitude seen at the population level appeared to be dominated by 

the subset of SPNs with larger baseline responses (for example, see brightest red cells 

before wash-in in Figure 16C). To quantify the selective effect of IEM-1460 on SPNs with 

large basal responses, SPNs were separated into clusters with large and small evoked 
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calcium transients prior to drug wash-in using a Gaussian mixture model machine 

learning algorithm (see Materials and methods, Section 3.1.9.5; Figure 16D).  

Based on our calibration data in this preparation demonstrating the relationship 

between calcium transient amplitude and number of action potentials (O’Hare, Ade et 

al. 2016), transients falling into the cluster with larger amplitudes represent multi-action 

potential responses whereas  the lower-amplitude transients correspond approximately 

to single-action potential responses. Clusters were thus named “high-firing” and “low-

firing”, respectively. According to this pre-IEM-1460 categorization, low-firing SPNs 

were unaffected, whereas high-firing SPNs were significantly inhibited by IEM-1460 

(Figure 16D). 
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Figure 16: Striatal output reconfiguration following pharmacological inhibition of 
FSIs directly opposes substrates for habitual behavior. (A) Schematic of calcium 

imaging approach. Top: SPN activity was evoked by electrical stimulation of cortical 
afferent fibers in an acute parasaggital brain slice. Bottom: Evoked SPN firing was 

imaged in the direct and indirect pathways simultaneously using a transgenic direct 
pathway reporter mouse line (left), calcium indicator dye fura-2 (middle) and two-

photon laser scanning microscopy (right, see scanning vector in overlay). (B) 
Experimental approach. Striatal microcircuitry was manipulated in tissue from 

untrained animals in order to reproduce the known circuit substrate for habitual 
behavior (described in O’Hare & Ade, et al. 2016) and thereby identify a candidate 

microcircuit mechanism. (C) Representative heat maps of dSPN (x) and iSPN (●) calcium 
transient amplitudes before (left) and after (right) pharmacological inhibition of FSIs 

using IEM-1460 show a selective reduction in cells with the strongest (bright red) initial 
responses. (D) Left: Representative SPN calcium transient waveforms before and after 

wash-in of IEM-1460. SPNs were grouped into “high-firing” (red) or “low-firing” (blue) 
clusters based solely on their baseline response amplitudes using a Gaussian mixture 

model. SPNs with strong baselines responses (red, “high firing”) show weaker 
responses after wash-in whereas those with initially weak responses (blue, “low firing”) 
are unaffected. Right: Evoked calcium transient amplitudes for all imaged SPNs before (-

) and after (+) wash-in of IEM-1460. For both cell types, high-firing SPNs showed 
decreased responses after IEM-1460 wash-in (dSPNs: t22 = 6.43, P < 10-5, n = 23 cells; 

iSPNs: t17 = 3.43, P < 0.01, n = 18 cells) whereas low-firing SPNs did not (dSPNs: P > 0.05, 
n = 64 cells; iSPNs: P > 0.05, n = 34 cells). (E) Linear regression and correlational analyses 
show that the inhibitory effect of IEM-1460 on SPN responses (post – baseline difference) 
is a continuous function of baseline response amplitudes for both dSPNs (red; r86 = -0.87, 

P < 0.001, n = 87 cells) and iSPNs (green; r51 = -0.80, P < 0.001, n = 52 cells). (F) Relative 
pathway timing, as measured by latency to peak detection, before and after inhibition of 
FSIs using IEM-1460. Indirect pathway activation precedes direct pathway activation by 

a greater margin after wash-in of IEM-1460 (t102 = 2.42, P < 0.05, n = 52 independent 
dSPN/iSPN pairs). *P < 0.05. Dotted error bands indicate 95% confidence interval. Error 

bars indicate SEM. 
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Consistent with a selective inhibition of multi-action potential responses, basal 

calcium transient amplitudes linearly predicted the inhibitory effect of IEM-1460 in both 

SPN subtypes (Figure 16E). Moreover, IEM-1460 did not affect spike probability in either 

SPN subtype (Figure 15B). These pharmacological experiments in acute brain slices 

indicate that IEM-1460 promotes an indirect pathway timing advantage and selectively 

diminishes multi-action potential evoked SPN responses. 

To confirm a selective inhibitory effect of IEM-1460 on multi-spike SPN responses, we 

used conventional electrophysiological methods to record cortically-evoked SPN firing 

in cell-attached mode. Brief single-pulse electrical stimuli (300 - 600 μs) were calibrated 

to elicit a stable multi- action potential response (greater than one) in SPNs prior to 

taking a baseline measurement. Responses to the same stimulus were then recorded 

after wash-in of IEM-1460 or vehicle. Consistent with the calcium imaging results, IEM-

1460 decreased evoked SPN firing (t7 = 2.37, P < 0.05, n = 8) while vehicle had no 

significant effect (P > 0.05, n = 8). Moreover, the same selectivity for modulating multi-

action potential responses was observed in that the magnitude of IEM-1460’s effect 

correlated with the size of baseline responses and there was no effect on single-action 

potential responses (Figure 17). 
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Figure 17: IEM-1460 selectively inhibits evoked multi-action potential SPN responses 
ex vivo. Cell-attached electrophysiological recordings showing selective effect of IEM-

1460 for multi-action potential SPN responses. Left: example trace showing multi-action 
potential SPN response to single-pulse stimulation of cortical afferents (top) and 

response to same stimulus after drug wash-in (bottom). Right: Effect of IEM-1460 (left) 
and vehicle (right) as a function of mean # APs fired prior to drug wash-in. IEM-1460 

effect was consistent with always reducing SPN responses to singlets (r7 = 0.94, P < 0.001, 
n = 8 cells) whereas vehicle had no such effect (mean effect = 0.28 ± 0.66; P > 0.05 for 

correlational analysis, n = 8 cells). *P < 0.05. Dotted error bands indicated 95% confidence 
interval. 

Altogether, this series of experiments identifies a pharmacological agent that 

potently inhibits FSI activity and modulates all of the habit-predictive SPN firing 

properties. These results were surprising for two reasons. First, rather than FSI 

inhibition causing disinhibition of SPNs as we had hypothesized, we found that when 

FSI activity was inhibited by IEM-1460, SPN activity was also reduced. This result 

suggests that FSI activity is capable of promoting, rather than inhibiting, SPN activity at 

least in the acute brain slice preparation. Secondly, although IEM-1460 strikingly 
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affected the same features of DLS output that predict the expression of habitual behavior 

(calcium transient amplitude in both pathways, relative pathway timing) (O’Hare, Ade 

et al. 2016), the directionality of these effects was opposite in all measures. Therefore, 

these results revise the overall hypothesis to involve a gain, rather than loss, of FSI 

activity as a candidate mechanism for habitual behavior.  

 

3.3 Parvalbumin-positive interneurons selectively promote multi-
action potential SPN responses to cortical excitation ex vivo 

While IEM-1460 has been shown to have selective effects on the firing of FSIs in 

striatum, its effect of inhibiting AMPAR-mediated evoked excitatory postsynaptic 

currents (sEPSCs) in cholinergic interneurons (CINs) leaves open the possibility that 

CINs might contribute to our observed IEM-1460 effects (Gittis, Leventhal et al. 2011). To 

isolate the effects of FSIs, the light-activated hyperpolarizing proton pump 

Archaerhodopsin-3 fused to green fluorescent protein (Arch-GFP) was Cre-dependently 

expressed in parvalbumin (PV)-expressing cells. PV-Cre mice were crossed to a line 

which Cre-dependently expressed Arch-GFP. Control experiments showed that, as 

predicted, Arch expressed in PV+ cells (PV-Arch) abolished high-frequency firing of 
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Figure 18: 532 nm light selectively inhibits FSIs in PV-Arch mice ex vivo. (A) Left: 
recording configuration to verify optical inhibition of FSIs. Middle: Example trace of FSI 
response to somatic current injection in whole cell recordings with an interposed 500 ms 

pulse of 532 nm light (green bar). Right: Mean FSI responses show that 532 nm light 
reliably abolishes high-frequency firing (F1,20, 5.99 = 19.66, P < 0.01, n = 6 cells). Fine grey 
lines indicate individual FSI recordings. Data are represented as mean ± SEM. (B) Left: 

recording configuration to assess off-target effects of 532 nm light on SPN firing. Middle 
and Right: SPN responses to somatic current injection with interposed 532 nm light as in 
A. Although analysis of variance showed an effect of laser on SPN firing (F1.04, 7.27 = 9.80, 

P < 0.05, n = 8), this effect was due to an early frequency adaptation which SPNs are 
known to display in response to suprathreshold excitation (Freiman, Anton et al. 2006). 
SPN firing rates during and after laser stimulation were indistinguishable (P > 0.05, n = 

8). 

FSIs in response to somatic current injection (Figure 18A) and that PV-Arch had no effect 

on SPN firing in the same recording configuration (Figure 18B).  

To examine the contribution of FSI activity to SPN firing, cortically-evoked SPN 

action potentials were recorded in cell-attached mode, as in the cell-attached IEM-1460 
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experiments, while nearby PV+ interneurons (~0.5 mm radius from recorded SPN) were 

silenced in alternating trials with 532 nm light exposure (Figure 19A). In this  

 

Figure 19 Ex vivo optogenetic inhibition of FSIs selectively reduces evoked multi-
action potential SPN responses. (A) Experimental setup to record cortically-evoked 

action potentials in cell-attached mode with interleaved optogenetic inhibition of striatal 
FSIs. (B) Example traces (left) and mean number of APs (right) for evoked FSI firing with 
laser off (grey) and on (green). 532 nm light strongly inhibits evoked FSI firing (t5 = 15.54, 

P < 10-4, n = 6 cells). (C) Evoked SPN action potential firing with interposed optical 
inhibition of striatal FSIs. Left: Example traces showing consecutive sweeps of evoked 

multi-AP SPN firing with laser off (grey) and on (green). Middle: Mean number of 
evoked SPN APs with laser off (grey) and on (green). Inhibition of striatal FSIs caused 

SPNs to fire fewer action potentials (t12 = 3.33, P < 0.01, n = 13 cells). Right: Data in 
middle plot shown as individual laser ON-OFF paired trials instead of by cell. Black 

dashed line denotes hypothetical regression line if laser had no effect. Data were jittered 
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in x and y with Gaussian Ɲ(0, 0.15) to visualize overlapping points. Single exponential fit 
consistent with specific laser effect on multi-AP SPN responses (ꞇ = 13.78, r2127 = 0.54, n = 

130). *P < 0.05. Dotted error bands indicate 95% confidence interval. 

 

configuration, PV-Arch effectively blocked evoked FSI firing (Figure 19B). We found 

that optical inhibition of PV+ interneurons reliably decreased evoked SPN firing (Figure 

19C, left & middle panels). Given that IEM-1460 selectively inhibited multi-action 

potential SPN responses, we examined whether optical inhibition of PV+ neurons had a 

similar selectivity. Analysis of SPN responses by trial (paired consecutive laser OFF/ON 

sweeps), rather than by cell, indicated that single-action potential events and failures 

were unaffected when FSIs were silenced (Figure 19C, right panel). Moreover, a single-

exponential fit of all trial-by-trial data showed a selective contribution of FSIs to multi-

spike SPN responses (Figure 19C, right panel). This optogenetic result is consistent with 

the IEM-1460 results in 2PLSM calcium imaging (Figure 16D, E) and cell-attached 

recording (Figure 17) experiments. Taken together, these data indicate that FSIs promote 

multi-action potential SPN responses to cortical excitation in the brain slice and that the 

habit-opposing circuit output effects of IEM-1460 occur primarily through inhibition of 

striatal FSIs. 
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3.4 FSIs undergo long-lasting plasticity to become strengthened 
with habit formation 

While results thus far show that FSIs appear capable of specifically modulating 

habit-predictive properties of striatal output, FSIs themselves would presumably need to 

undergo experience-dependent plasticity during the course of habit formation in order 

to alter their modulation of SPN firing and drive expression of habitual behavior. 

Because inhibiting striatal FSIs produced circuit effects opposite to those of habit 

expression, we hypothesized that FSIs would become strengthened with habit 

formation. To test this hypothesis, FSI synaptic and cellular electrophysiological 

properties were measured in DLS brain slices prepared from habitual and goal-directed 

mice.  

PV-Cre mice were bilaterally injected with AAV5-Ef1a-DIO-EYFP in the DLS to 

label PV+ interneurons and subsequently trained on an operant task in which they 

learned to press a lever for sucrose pellet rewards. Lever presses were reinforced on a 

random interval (RI) schedule to induce habit formation (Dickinson, Nicholas et al. 1983, 

Hilário, Clouse et al. 2007) or on an abbreviated random ratio (RRshort) schedule to 

produce goal-directed behavior (O’Hare, Ade et al. 2016) (Figure 20A). Habit was 

measured by evaluating the sensitivity of the learned lever press behavior to 

devaluation of the sucrose pellet reward. Goal-directed performance is known to be 
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highly sensitive to outcome devaluation whereas habitual performance is less sensitive 

(Dickinson, Nicholas et al. 1983, Dickinson 1985, Hilário, Clouse et al. 2007). The sucrose 

pellet reward was devalued by inducing sensory-specific satiety. Specifically, mice were 

pre-fed with the reward pellets, or as a control for general satiety-related behavioral 

changes, identically-sized normal grain pellets. On separate but consecutive days, mice 

were alternately pre-fed 1.3 g of either the sucrose pellet reward (devalued condition) or 

the grain-only pellet (non-devalued condition), counterbalancing which pre-feed 

condition was tested first. Lever press rates were then measured during brief 3-minute 

probe tests without reinforcement. Habitual behavior was quantified in individual mice 

as the log2 ratio of the devalued versus non-devalued lever press rates (normalized 

devalued lever press rate; NDLPr). RI-trained mice with an NDLPr ≥ 0, i.e. insensitive to 

outcome devaluation, were considered to be habitual. RRshort-trained mice with an 

NDLPr < 0 were considered to be goal-directed (Figure 20B, shaded regions). Mice not 

meeting either inclusion criterion were excluded from analysis.  
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Figure 20: Electrophysiological properties of FSIs from habitual and goal-directed 
mice. (A) Learning curves showing lever press rate over training sessions. Mice acquired 
lever pressing behavior with continuous reinforcement (CRF) of lever presses and were 

then trained on either random interval (RI) or abbreviated random ratio (RRshort) 
reinforcement schedules to induce habitual and goal-directed behavior, respectively. A 
final training session was administered after devaluation testing, and 0-24 hrs prior to 

recording to mitigate any effects of devaluation testing. (B) Inclusion criteria for analysis 
of electrophysiological data. RRshort-trained mice that expressed goal-directed behavior 
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(NDLPr < 0) and RI-trained mice that expressed habitual behavior (NDLPr ≥ 0) were 
included. Mice that expressed modes of behavioral control inconsistent with training, i.e. 

NDLPr < 0 for RI-trained mice were excluded from analysis. (C-F) Passive membrane 
properties of FSIs in slices from goal-directed (orange) and habitual (purple) mice. No 

differences were found for any membrane property (P > 0.05, n = 15 & 9 cells). (G) 
Representative traces (left) and quantification of action potential amplitude (middle) and 

half-width (right) for FSIs from goal-directed and habitual mice. No difference was 
detected for either waveform property (P > 0.05, n = 13 & 8 cells). Data are represented as 

mean ± SEM. 
 

We first examined whether excitatory synaptic transmission onto FSIs was 

altered with habit formation. sEPSCs were recorded in the presence of the GABAA 

receptor antagonist picrotoxin (50 μM). No difference was detected in sEPSC frequency 

or amplitude between goal-directed and habitual FSIs (Figure 21A). Additionally, 

paired-pulse ratios of evoked EPSCs between groups measured at a 50 ms inter-stimulus 

interval were similar between groups (Figure 21B). During these recordings, we also did 

not observe any group differences in a number of passive membrane properties (Figure 

20C-F). 
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Figure 21: Habit formation enhances sustained high-frequency firing and cortically-
evoked action potential firing in DLS FSIs ex vivo. (A) sEPSCs in FSIs of goal-directed 
(orange) and habitual (purple) mice. Left: Example sEPSC traces. No effect of training 

was found in sEPSC frequency (middle) or amplitude (right) (P > 0.05, n = 12 & 10 cells). 
(B)  Paired-pulse measurements in FSIs of goal-directed (orange) and habitual (purple) 
mice. Left: Example traces showing FSI responses to paired single-pulse stimuli spaced 

50 ms apart. Right: Habitual behavior was not associated with a changed in paired pulse 
ratio relative to goal-directed behavior (P > 0.05, n = 13 & 10 cells). (C) Input-output 

curve showing mean FSI firing rate in response to a series of increasing current steps. 
Habitual (purple) FSIs fired at an overall higher rate relative to goal-directed FSIs 

(orange) (F1, 22 = 5.84, P < 0.05, n = 15 & 9 cells). (D) FSI response durations, i.e. the time 
over which FSIs sustain firing. Left: Representative traces show that goal-directed FSIs 

(orange) often are unable to sustain firing for the duration of a 500 ms current step 
whereas habitual FSIs (purple) are typically able to do so. Right: Goal-directed FSIs 
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(orange) are less-able to sustain firing than habitual FSIs (purple) (U = 34.5, P < 0.05, n = 
15 & 9 cells). Goal-directed response durations were bimodally distributed (P < 0.001, 
Hartigans’ dip test). (E) Firing rates as in (c) normalized to response duration. When 

accounting for response duration, no difference in firing rates is observed (P > 0.05, n = 
15 & 9 cells). (F) Input-output curve showing mean number of synaptically-evoked 

action potentials fired by goal-directed (orange) or habitual (purple) FSIs in response to 
a series of increasingly strong single-pulse stimuli delivered at the corpus callosum. 
Responses recorded in cell-attached mode. Habitual FSIs (purple) fired more readily 

than goal-directed FSIs (orange) in response to synaptic excitation (F1,22 = 4.77, P < 0.05, n 
= 13 & 11 cells). *P < 0.05. Data are represented as mean ± SEM. 

 

Rather than changes in synaptic strength, we found instead robust differences in 

FSI firing responses to somatic current injection. FSIs from habitual mice displayed 

higher firing rates compared to FSIs from goal-directed mice (Figure 21C). Action 

potential kinetics did not appear to explain these group differences in firing rates as 

action potential waveforms were not appreciably different between groups (Figure 20G). 

However, the duration over which firing could be sustained markedly differed between 

the two behavioral groups (Figure 21D). The majority of FSIs from goal-directed mice 

were unable to maintain high-frequency firing for the entire duration of the 500 ms 

current injection (< 250 ms of firing in 10/15 cells) whereas nearly all FSIs from habitual 

mice maintained such activity (> 450 ms firing in 7/9 cells). Interestingly, the distribution 

of goal-directed FSI response durations was strongly bimodal whereas that of habitual 

FSI response durations was not (Figure 21D). The group difference in response 

durations explained the difference in firing rates between FSIs of habitual and goal-
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directed mice since, when firing rates were normalized to the duration of firing instead 

of duration of the current step, there was no longer a group difference in firing rate 

(Figure 21E).   

Habitual behavior was associated with increased FSI firing in response to 

somatic current injection. However, it was synaptic excitation that initially revealed 

habit-predictive striatal output properties (O’Hare, Ade et al. 2016). In order for the 

observed FSI plasticity to underlie these output-level changes, it must be sufficient to 

differentially drive FSI firing in response to the same synaptic stimulus. Therefore, FSI 

firing was monitored in cell-attached mode in response to electrical stimulation of 

excitatory afferents. We found that FSIs of habitual mice fired more readily than those 

from mice with goal-directed behavior (Figure 21F). Together, these experiments show 

that FSIs undergo long-lasting, experience-dependent plasticity with habit formation 

and that this plasticity is sufficient to increase FSI firing. 

 

3.5 FSI activity is required for the expression of a learned habit 

Since inhibiting FSIs produces striatal output properties that directly oppose 

those seen in habit (Figure 16), the observed strengthening of FSIs would be predicted to 

drive the output-level striatal circuit signature for habit. To test the necessity of FSI 

activity for the expression of habitual behavior, mice underwent habit-training protocols 
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in the operant lever press task and then, prior to testing the degree of habitual 

responding, FSIs were inhibited chemogenetically. Drd1a-tdTomato (Ade, Wan et al. 

2011)::PV-Cre mice were bilaterally injected in DLS with AAV vectors Cre-dependently  

 

Figure 22: Acute chemogenetic inhibition of FSIs in dorsolateral striatum prevents 
expression of a learned lever pressing habit. (A) Diagram of coronal brain section 

showing tdTomato expression throughout striatum in dSPNs and expression of 
hM4D:2a:GFP construct in DLS. (B) Epifluorescent images of DLS showing tdTomato in 

dSPNs (left), GFP in PV+ cells (middle), and overlay (right). (C) Learning curves for 
hM4D and reporter construct-injected cohorts show that both groups learned the task 
similarly. (D) Experimental flow of devaluation testing to evaluate habitual behavior. 
Upon completion of multi-day training sessions, mice were pre-feed sucrose or grain 
pellets on alternating days, intraperitoneally administered CNO, and subjected to a 3-
minute extinction probe test 30 minutes later. Devalued (sucrose) and non-devalued 

(grain) lever press rates (LPr) are compared ratiometrically using the normalized 
devalued LPr (NDLPr) to assess habitual behavior (E) Quantification of habit expression 

in individual subjects using normalized devalued lever press rate: 
.  PV-hM4D mice showed less habit expression relative to PV-

eYFP controls (t19 = 2.66, P < 0.05, n = 10 & 11 mice). *P < 0.05. Data are represented as 
mean ± SEM. 
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encoding either the inhibitory hM4D chemogenetic receptor (Armbruster, Li et al. 2007) 

(PV-hM4D) or eYFP (PV-eYFP) (Figure 22A, B). Both groups underwent the same habit-

promoting RI reinforcement protocol and learned similarly (Figure 22C). For both the 

devalued and non-devalued conditions, after each pre-feeding period and thirty minutes 

prior to the outcome devaluation probe tests, the hM4D agonist clozapine N-oxide 

(CNO, 5 mg/kg) was delivered intraperitoneally (Figure 22D). 

Chemogenetic inhibition of PV+ interneurons did not affect operant behavior in 

general, as evidenced by indistinguishable lever press rates between groups in the non-

devalued (grain pellets) condition (Figure 23). In contrast, a comparison of sensitivity to 

outcome devaluation between groups revealed that habit expression was suppressed in 

PV-hM4D mice relative to PV-eYFP controls (Figure 22E). Mean NDLPr for RI-trained 

PV-EYFP control mice measured at 0.46 ± 0.27, indicating that control mice were 

insensitive to outcome devaluation, i.e. habitual. By contrast, PV-hM4D mice, which 

received the same RI training schedule and showed comparable rates of lever pressing 

(Figure 22C), displayed a mean NDLPr of -0.60 ± 0.30. A negative NLDPr indicates 

sensitivity to outcome devaluation, i.e. goal-directed responding. These findings show 

that acute inhibition of FSI activity in DLS causes habit-trained subjects to behave as 

though they were goal-directed. 
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Figure 23: Chemogenetic inhibition of FSIs in dorsolateral striatum does not 
affect operant lever pressing in general. Lever press rates during the non-devalued 
probe test. Mice from both groups were pre-fed a sensory-specific satiety control pellet 
(grain-only) and administered CNO (5 mg/kg, intraperitoneally) prior to undergoing a 3 
min extinction probe test to assess the effect of inhibiting FSIs on operant behavior 
independent of sensitivity to outcome value, i.e. habit. Mice expressing hM4D and eYFP 
in FSIs of the DLS did not differ in response rates (P > 0.05, n = 10 & 11 mice), indicating 
that inhibition of DLS FSIs did not affect general lever pressing behavior. Two mice 
displayed unilateral infection (yellow) as opposed to bilateral (green). Because inclusion 
or exclusion of these data did not affect statistical results for any behavioral measure, 
data were included and indicated as above. Data are represented as mean ± SEM. 

 

 

3.6 FSIs exert an inhibitory net effect on striatal output in vivo 
while paradoxically exciting subsets of high-bursting SPNs. 

To understand the in vivo effects of chemogenetic FSI inhibition on striatal 

activity, single unit recordings were performed in a cohort of PV-Cre::Drd1a-tdTomato 

(Ade, Wan et al. 2011) mice implanted in DLS with multi-electrode arrays and injected 

with the Cre-dependent hM4D inhibitory chemogenetic virus. Single units 
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corresponding to both FSIs and SPNs were recorded (Figure 24A-C) in freely-moving 

mice for 30 min before intraperitoneal injection of CNO (5 mg/kg) and during the period 

of 30-60 min after injection. As expected for the inhibitory hM4D receptor, CNO 

significantly decreased FSI firing rates compared to vehicle-injected controls (CNO: 

59.61 ± 8.08% baseline; vehicle: 86.89 ± 11.66% baseline) (Figure 24D). In line with 

previous ex vivo (Koos and Tepper 1999, Koos 2004) and in vivo (Mallet 2005, Gittis, 

Leventhal et al. 2011) studies, we further found that inhibition of FSIs caused an overall 

increase in SPN firing (i.e. disinhibitory effect) relative to vehicle (CNO: 472.00 ± 

149.12%; vehicle: 188.02 ± 45.94%; Figure 24E).  

In contrast to the straightforward effect of CNO on FSI activity, the effect of CNO 

injection on SPNs was far more variable. Post-CNO SPN firing rates ranged from 32.5% 

to 2511.1% of baseline (CV = 147%) with 26% of SPNs displaying negative modulation. 

In acute slice experiments, FSIs had displayed an unexpected and selective excitatory 

effect by promoting multi-action potential responses (Figure 16D, E and 19C) but not 

otherwise affecting spike probability (Figure 15B). The most pronounced excitatory 

effects of FSI inhibition were observed in those SPNs with “high firing” activity (Figure 

15B). To assess whether FSIs likewise excited identifiable subsets of SPNs in vivo, we 

analyzed the baseline activity patterns in single SPNs prior to CNO injection. SPN  
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Figure 24: Chemogenetic inhibition of FSIs in DLS exerts a strongly disinhibitory net effect 
and selective excitatory effect on striatal output. (A) Representative single-unit waveforms 

classified as FSIs (top, yellow) and SPNs (bottom, brown). (B) Waveform properties used for cell 
type classification. Left: FSI waveforms display a shorter spike width relative to those of SPNs (t64 

= 30.67, P < 10-4, n = 23 FSIs & 43 SPNs). Right: FSIs display higher firing rates than SPNs (t64 = 
4.32, P < 10-4, n = 23 FSIs & 43 SPNs). (C) Classification of single units as FSIs (yellow) or SPNs 
(brown) by spike width and firing rate. (D) Time course showing FSI firing rates before (white 

background) and after (tan background) intraperitoneal injection of CNO (blue) or vehicle 
(orange). CNO injection decreased FSI firing rate relative to vehicle (interaction between drug 
and time: F5, 105 = 2.51, P < 0.05, n = 13 & 10 FSIs). (E) SPN responses to CNO or vehicle as in (d). 
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CNO injection increased SPN firing rate relative to vehicle (interaction between drug and time: F5, 

205 = 2.63, P < 0.05, n = 23 & 20 SPNs). (F) Linear regression of fold-change (log2 post/pre) in firing 
rate after CNO injection against baseline gamma spiking. SPNs with higher relative densities of 
gamma spiking at baseline are more likely to decrease firing rate when FSIs are inhibited with 
CNO (r22 = -0.59, P < 0.01, n = 23 cells). (G) Fold-change in firing rate after vehicle injection as a 

function of baseline gamma spiking. Vehicle caused no change in firing rate that could be 
predicted by baseline gamma spiking (P > 0.05, n = 20 cells). *P < 0.05. Data are represented as 

mean ± SEM. 
 

spiking was categorized into discrete frequency bands using interspike intervals and 

normalized to total number of spikes for each single unit.  This analysis defined the 

fraction of spikes (“relative density”) in each frequency band for each SPN.  

We found that the baseline (pre-CNO) relative density of firing in the highest 

rate frequency band, gamma-frequency (30 - 100 Hz), linearly predicted how firing rates 

in individual SPNs changed when FSIs were inhibited (Figure 24, see Figure 25 for 

example units). That is, the higher fraction of spikes an SPN fired in the gamma range, 

the more likely it was to be excited by FSI activity. Notably, this trend was reminiscent 

of the linear relationship between basal calcium transient amplitude and the inhibitory 

effect of IEM-1460 observed ex vivo (Figure 16E). Importantly, this phenomenon did not 

simply reflect the possibility that SPNs firing mostly in the gamma range fired fewer 

action potentials overall, as no such relationship was observed in response to vehicle 

injection 

These results demonstrate that FSIs modulate SPN activity in a more complicated 

manner than previously appreciated. While FSIs can have an overall strongly inhibitory  
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Figure 25: FSIs bidirectionally modulate firing rates as a function of baseline gamma 
spiking activity in individual SPNs. (A) Instantaneous firing rate of a representative 

low-gamma SPN before (left) and after (middle) i.p. injection of CNO (5 mg/kg). 
Baseline relative gamma density for this SPN was 0.03 (3% of all spikes) and inhibition 

of FSIs via CNO i.p. caused a 509% increase in overall firing rate. Right: raw 
quantification of spike counts within each frequency band before (dark green) and after 

(light green) CNO i.p. (B) Instantaneous firing rate, as in A, of a representative high-
gamma SPN. Baseline relative gamma density = 0.44 (44% of all spikes). Inhibition of 
FSIs decreased firing rate to 62% baseline. Right: raw quantification of spike counts 

within each frequency band as in A. 

 

effect in vivo on SPN firing as traditionally assumed, we also found evidence that they 

potentiate activity in a select population of high-gamma SPNs. This selective 

potentiation may be akin to a winner-take-all “focusing” mechanism that increases the 

signal-to-noise ratio in corticostriatal transmission. According to such a mechanism, the 
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subset of recruited SPNs would be facilitated while the less-relevant, low-gamma SPNs 

would be suppressed. 

 

3.7 Discussion 

 With the recent availability of tools to study specific, genetically-defined 

types of neurons, critical roles for interneurons in facilitating behavioral adaptations to 

experience are becoming increasingly apparent. In brain regions other than the striatum, 

interneuron activity appears to most commonly serve as a gate for the induction of long-

lasting plasticity elsewhere in the local circuitry (Yazaki-Sugiyama, Kang et al. 2009, 

Kuhlman, Olivas et al. 2013, Kvitsiani, Ranade et al. 2013, Wolff, Gründemann et al. 

2014). Although the potential for FSIs themselves to exhibit long-lasting activity-

dependent plasticity is well-documented in acute brain slice experiments (Sarihi, 

Mirnajafi-Zadeh et al. 2012, Mathur, Tanahira et al. 2013, Orduz, Bischop et al. 2013, 

Hainmuller, Krieglstein et al. 2014, Dehorter, Ciceri et al. 2015), we are aware of only one 

report in which these interneurons were found to undergo experience-dependent 

plasticity and contribute to the expression of an adaptive behavior or memory (Donato, 

Rompani et al. 2013). Here we provide the first such example for striatal interneurons. 

We find that FSIs are a site of adaptive plasticity that drives circuit and behavioral 

hallmarks of habit.  
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We first found support for a role of FSIs in habit by using a pharmacological 

approach to inhibit excitatory synapses onto striatal FSIs. IEM-1460 modulated all of the 

previously described (O’Hare, Ade et al. 2016) habit-predictive properties of evoked 

SPN firing ex vivo – gain of dSPN and iSPN responses but not spike probability (Figures 

15 and 16C-E) and the relative timing of firing between dSPNs and iSPNs (Figure 16F). 

Unexpectedly, we found that the directionality by which FSIs modulated these 

properties was opposite to our original hypothesis: instead of the expected disinhibition 

of SPNs, FSI inhibition reduced SPN output (Figure 16B-E).  FSI inhibition also altered 

the timing of direct and indirect pathway neuron firing in the direction that opposed the 

habit circuit signature (Figure 16B, F). 

Using opto- and chemo-genetic manipulations, we found that FSIs, which are 

GABAergic, can enhance striatal output by exciting subsets of SPNs both in the acute 

slice and in vivo. Although it is unclear what if any relationship exists between these 

SPN subpopulations identified ex vivo versus in vivo, there exist multiple intriguing 

parallels. In the acute slice, only those SPNs which displayed burst-like, multi-action 

potential responses to single-pulse stimuli (“high-firing” SPNs) were excited by FSIs 

(Figures 16D, E and 19C). In vivo, SPNs showing the highest fractions of gamma-

frequency spiking were excited by FSIs (Figure 24F). In both cases, the positively-

modulated SPNs were set apart by a higher propensity for burst-like firing patterns. It 
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was further notable that the fraction of SPNs positively modulated by FSI activity was 

similar in both preparations (29% ex vivo compared to 26% in vivo). Conversely, we also 

found that less-active SPNs were not significantly modulated in the slice (Figures 16D, E 

and 19C) and low-gamma SPNs were inhibited in vivo (Figure 24F). This in vivo finding 

is also consistent with a previous in vivo report that SPNs with weaker responses to 

cortical activity displayed the most marked disinhibition upon GABAA receptor 

blockade (Mallet 2005). While directly comparing the subsets of excited SPNs identified 

in the slice and in vivo would not be technically straightforward, an important future 

direction will be to determine whether there are unique biological properties that set the 

excited subset of SPNs apart. 

Although an excitatory effect of GABAergic FSIs may appear counterintuitive, 

previous computational (Humphries, Wood et al. 2009) and biological (Bracci and 

Panzeri 2006) studies describe such a phenomenon based in part on the dynamically-

switching “up” and “down” resting membrane potential states of SPNs that straddle the 

chloride reversal potential. Notably, SPNs are constantly in down-states ex vivo and thus 

would be predicted to be consistently excited by GABAA receptor-mediated chloride 

conductances. In this case, FSI-mediated GABAergic input would influence SPN spike 

probability, which was found not to be the case (Figures 15B, 17, and 19C). Alternatively, 

inwardly-rectifying hyperpolarization-activated cyclic nucleotide-gated (HCN) channels 
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may drive hyperpolarization-activated (Ih) currents in SPNs after GABAergic input from 

FSIs. HCN channels would be poised to drive inward currents in dendrites, which could 

contribute to calcium-dependent dendritic spiking and, ultimately, the burst-like 

somatic action potential firing observed in SPNs. 

In other brain regions, interneurons commonly excite output cells through 

disynaptic disinhibitory mechanisms (Lovett-Barron, Turi et al. 2012, Wolff, 

Gründemann et al. 2014). However, the known striatal microcircuit anatomy does not 

support such a mechanism. Striatal FSIs do not significantly connect to other types of 

interneurons (Gittis, Nelson et al. 2010, Tepper, Tecuapetla et al. 2010) and instead show 

abundant strong perisomatic connectivity to SPNs (Koos and Tepper 1999, Koos 2004, 

Mallet 2005, Taverna, Canciani et al. 2007, Gittis, Nelson et al. 2010, Szydlowski, Pollak 

Dorocic et al. 2013, Straub, Saulnier et al. 2016). Because we observe rapid effects of FSI 

manipulations, particularly in SPN latency to fire (Figure 16F), we favor a monosynaptic 

mechanism whereby properties of SPN resting membrane potential and firing patterns 

may interact to yield excitatory GABAergic effects of FSIs on SPN subsets. 

The increase in FSI excitability we find to be associated with habit appears 

distinct from previously reported plasticity processes which included activity-induced 

changes in FSI-SPN synapses selectively at direct pathway SPNs (Mathur, Tanahira et al. 

2013) and changes in firing rate related to the modulation of afterhyperpolarization 
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(AHP) currents by parvalbumin expression levels (Orduz, Bischop et al. 2013). 

Specifically, AHP currents are no different between habitual and goal-directed subjects 

and we do find no evidence of synaptic plasticity with habit formation. Notably, cortical 

and thalamic excitatory inputs to FSIs display differing pre- and postsynaptic properties 

(Sciamanna, Ponterio et al. 2015). It therefore remains a possibility that FSIs undergo 

input-specific synaptic plasticity with habit formation and that such an effect was 

obscured, particularly in sEPSC recordings which did not differentiate between sources 

of excitatory synaptic transmission. Further characterizing the plasticity mechanisms we 

find in habit represents an important area for future research as it may reveal a useful 

target for pharmacological modulation of FSI activity. 

Based on the previous observation that habit-predictive striatal output properties 

are relatively uniformly distributed when elicited by strong bulk stimulation of cortical 

afferents (O’Hare, Ade et al. 2016), it became apparent that habit-related adaptations of 

DLS broadly augment the propagation of cortical excitation into the basal ganglia. To 

confer specificity for certain actions, additional circuit dynamics would ostensibly be 

required. We hypothesized that such specificity could arise from the activation of 

subsets of task-specific sensorimotor cortical neuron projections that would in turn 

activate task-specific SPNs (Carelli and West 1991, Rothwell, Hayton et al. 2015, Gremel, 

Chancey et al. 2016). Indeed, recent evidence suggests that spatially-clustered SPN 



 

117 

 

activity encodes information relevant to locomotor behavior (Barbera, Liang et al. 2016). 

In habits, one possible mechanism then is that task-specific cortical commands drive 

(Smith, Virkud et al. 2012), or at least initiate (Berke, Okatan et al. 2004), high-frequency 

firing in a cluster/subset of SPNs that would then be preferentially excited by FSIs. 

Additionally, in such a mechanism, feed-forward inhibition of less-active SPNs (Mallet 

2005) by FSIs might then serve as a selective filter to further enhance signal-to-noise ratio 

in corticostriatal transmission. One testable prediction of this model is that different 

behaviors would reveal different subsets of high-gamma SPNs that are excited by FSIs.  

While anatomical and electrophysiological studies have long supported that 

striatal FSIs are critical for striatal circuit function (Koos and Tepper 1999, Koos 2004, 

Mallet 2005, Taverna, Canciani et al. 2007, Gittis, Nelson et al. 2010, Szydlowski, Pollak 

Dorocic et al. 2013, Straub, Saulnier et al. 2016), an understanding of their specific 

behavioral contributions is much less developed. Important prior in vivo studies have 

implicated FSIs in behaviors involving choice and reward-related actions (DeCoteau, 

Thorn et al. 2007, Tort, Kramer et al. 2008, Gage, Stoetzner et al. 2010).  Here we find that 

FSI activity in DLS is required for the expression of a learned habit; an automated, 

reward-insensitive behavior that stands in contrast to those previously linked to this 

interneuron in dorsal striatum. While we specifically reduced FSI activity, we cannot 

disambiguate this manipulation from a more general disruption of DLS activity since 
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FSIs strongly modulate striatal output. However, current literature does not support the 

notion that lesioning or otherwise disrupting DLS activity would block habit expression; 

such studies have specifically affected the transition of a goal-directed behavior to a 

habit; i.e. habit learning (Yin and Balleine 2004, Yin, Knowlton et al. 2006, Furlong, 

Jayaweera et al. 2014). Moreover, blocking habit expression by inhibiting FSIs is 

consistent with our findings that these interneurons drive habit-predictive SPN firing 

properties and are strengthened with habit formation.  Thus, the necessity of FSI activity 

for habit expression significantly expands the repertoire of known roles for FSIs in 

dorsal striatum. 

In pathological settings, fewer striatal FSIs have been observed in human brains 

from individuals with Tourette’s syndrome (Kalanithi, Zheng et al. 2005) and mouse 

brains in a model of OCD-like behavior (Burguiere, Monteiro et al. 2013) as determined 

by parvalbumin-immunopositivity. OCD is highly comorbid in Tourette’s syndrome 

(Sheppard, Bradshaw et al. 1999) and disrupted habit learning has been implicated in 

pathological compulsivity in a variety of settings (Gerdeman and Lovinger 2003, Everitt 

and Robbins 2005, Graybiel 2008). Interestingly, since both of the above studies defined 

FSIs by parvalbumin immunoreactivity, an intriguing alternative view of those results is 

that parvalbumin levels are below detection threshold but cell number is not necessarily 

reduced.  Lower parvalbumin levels are associated with a hyperexcitable FSI phenotype 
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(Orduz, Bischop et al. 2013), which is akin to the direction of FSI plasticity we associate 

with habit in the present study. Thus, the finding of increased FSI excitability as a 

plasticity mechanism driving habitual responding also yields new insights to the 

potential mechanistic relatedness of habit and compulsion. 
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4. General discussion 
In this final chapter, I will briefly summarize the original findings presented in 

Chapters 2 and 3. I will then discuss how these results advance the fields of habit and 

the basal ganglia, their implications for human health with regard to habits and related 

neuropsychiatric disorders, and finally, important caveats and directions for future 

studies. 

 

4.1 Summary of results 

 

4.1.1 Summary of Chapter 2 

In Chapter 2, I set about determining whether the DLS contributes to habitual 

behavior at the circuit output level and, if so, how. Prior to this study, it was clear that 

DLS was a necessary component of the habit machinery (Yin and Balleine 2004, Yin, 

Knowlton et al. 2006, Furlong, Jayaweera et al. 2014) but the reason for this was 

unknown. It could have been that the DLS served to passively relay information from 

cortex to downstream basal ganglia nuclei much like a telephone, in which case one 

would not say that this brain region actively contributes to habits. On the other hand, 

several studies had shown that DLS undergoes plasticity with habit formation (Yin, 

Mulcare et al. 2009, Nazzaro, Greco et al. 2012, Shan, Christie et al. 2015), suggesting that 
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it may play an active role in habit. The major gap in knowledge was whether or not 

plasticity mechanisms local to the DLS microcircuitry were sufficient to alter how 

information propagated through the circuit, i.e. change its input-output properties. 

Additionally, if DLS were to show altered input-output functionality with habit, it was 

unknown how the multiple identified plasticity mechanisms would summate to alter 

output through direct and indirect pathway projection neurons. 

To address these major questions, I collaborated with the laboratory of Henry 

Yin (Duke Psychology & Neuroscience) to train mice on an operant lever pressing task 

such that a continuous spectrum of individual behavioral control would be generated: 

some mice would be highly goal-directed, others strongly habitual, and the rest in 

between (Figure 6A, E, F). I then used a one-of-a-kind imaging platform, largely built 

and developed by former postdoctoral fellow Kristen Ade of the Calakos laboratory, to 

assess input-output properties of the direct and indirect DLS output pathways in brain 

slices prepared from the trained mice (Figures 6B-D, 7). I developed software to analyze 

specific properties of striatal output in pathway-defined SPNs at the level of individual 

animals and relate physiology back to quantitative measures of habitual behavior. This 

approach yielded important insights into exactly how DLS regulates the propagation of 

motor-related cortical activity into downstream regions implicated in motor output. 
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Ultimately, I found that the output of both direct and indirect pathway projection 

neurons was strengthened with habit (Figure 8A, B). The size of cortically-evoked 

calcium transients, which calibration data by Kristen Ade showed to correspond to the 

number of action potentials fired (Figure 7F, G), linearly predicted the degree of habitual 

behavior in individual animals (Figure 8A, B). Importantly, the unique ability of the 

imaging platform to monitor activity in the direct and indirect pathways simultaneously 

empowered me to ask relativistic questions: how do these pathways act compared to 

one another? This technical advantage revealed an additional predictor of habitual 

behavior: how quickly information propagated through the direct pathway relative to the 

indirect pathway. In goal-directed mice, which were motivated by their desire for 

reward rather than an automatic response to press a lever, iSPNs tended to respond to 

coincident excitatory input before dSPNs. However, the more habitually a mouse had 

behaved prior to recording, the more likely it was that this bias reversed such that 

dSPNs systematically fired before iSPNs (Figure 8I). 

Finally, once it was apparent that DLS was an integral part of the habit memory, 

I asked how the DLS might support the breaking of habits. An interesting question was 

whether habit-predictive changes (increased output of both pathways, direct pathway 

timing bias) would simply be undone or if breaking a habit would involve a separate, 

overriding form of learning. Mice were trained to be highly habitual by the use of 
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extended training regimens and then learned to suppress their habitual lever pressing 

by omission training, where each press resulted in the withholding of reward for a given 

period of time (Figure 11A, B). By assessing DLS properties as in the original habit 

study, I found that suppressing habits in fact does involve a learning mechanism 

separate from that which supports habitual behavior. Whereas the increased direct 

pathway output appeared to unwind in a manner exactly inverse to observations with 

habitual behavior (Figure 11C), indirect pathway output (Figure 11D) and relative 

pathway timing (Figure 11E) did not even weakly predict the ability to suppress a 

learned lever pressing habit (see Figure 13 for summary). 

This study revealed that DLS plays an active, and likely integral, role in forming 

the lasting memory for a habit and in learning to later suppress the same habit. As 

Chapter 3 demonstrates, these results paved the way for a mechanistic study of how the 

DLS microcircuitry adapts to change its output with habit formation by providing an 

instructive, output-level roadmap for educated hypothesis making. The implications of 

these results will be discussed in Section 4.3 while limitations of the study and future 

directions will be discussed in the following Section, 4.4. 
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4.1.2 Summary of Chapter 3 

The observation of a reconfiguration in DLS output with habit formation in 

Chapter 2 begged the question: what are the microcircuit adaptations responsible for 

this output-level change? Previous studies had identified multiple, and at time 

seemingly conflicting, plasticity mechanism local to the DLS that coincide with habit 

formation (Nazzaro, Greco et al. 2012, Shan, Christie et al. 2015) and late-stage motor 

consolidation (Yin, Mulcare et al. 2009). It was unclear which changes were most 

important for habit and what their circuit-level consequences would be. However, once I 

had identified the properties of DLS that predicted habitual behavior, I was able to use 

these changes to constrain the hypothesis space for how DLS microcircuitry would drive 

habit by asking what microcircuit-level adaptation(s) would be most likely to alter DLS 

output in this exact manner (Figure 16B). 

Based on anatomical and physiological evidence outlined at the beginning of 

Chapter 3, I hypothesized that striatal FSIs could selectively drive all three habit-related 

changes in DLS output by decreasing their inhibition of SPNs. To test this hypothesis, I 

leveraged the same imaging platform employed in Chapter 2 (Figure 16A). I reasoned 

that, if I were to pharmacologically inhibit FSIs in a brain slice from an untrained mouse, 

and if these local interneurons did indeed underlie habit-predictive DLS output 

properties via a disinhibitory mechanism, then I ought to recapitulate those output-level 
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changes (Figure 16B). Instead, I found evidence that FSIs may drive habitual behavior 

through an excitatory effect. Specifically, FSIs selectively modulated each habit-predictive 

features of DLS output (direct and indirect pathway output, relative pathway timing) 

but in the opposite direction that I had predicted. Inhibiting FSIs strongly reduced high-

amplitude SPN calcium transients (Figure 16 C-E) and exacerbated an existing indirect 

pathway timing bias (Figure 16, F) (as also seen in goal-directed subjects, Figure 8I). This 

excitatory effect was confirmed by specifically targeting FSIs for optical inhibition using 

transgenic mouse lines (Figures 18 and 19). 

In order for FSIs to drive habit formation, they would have to themselves 

undergo habit-related changes and thus drive habit-predictive reconfigurations of DLS 

output. To test whether this was the case, a battery of electrophysiological assays were 

performed on FSIs from DLS in slices prepared from goal-directed and habitual mice 

(Figures 20 and 21). Indeed, FSIs from habitual mice fired more readily than those of 

goal-directed mice in response to cortical excitation (Figure 21F). Consistently, I found 

that FSI activity was required for the expression of habits by acutely manipulating these 

cells in DSL in vivo during devaluation probe testing of habit-trained mice (Figure 22). 

While control mice responded habitually, those with inhibited FSIs in DLS were 

sensitive to outcome devaluation, i.e. goal-directed (Figure 22E). Finally, I assessed the 

role of FSIs in vivo by recording single-units corresponding to FSIs and SPNs before and 
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after acute chemogenetic inhibition of FSIs (Figure 24). While inhibiting FSIs caused an 

overall strong disinhibition (i.e. more firing) of SPNs (Figure 24E) as predicted by the 

GABAergic nature of their connection, subpopulations of SPNs were suppressed, 

suggesting a selective excitatory effect of FSIs on some projection neurons. Notably, 

these SPNs could be identified a priori based on their in vivo firing patterns; namely the 

fraction of their action potentials that were fired in the gamma (30 – 100 Hz) range 

corresponding to burst firing (Figure 24G). 

Taken together, the results presented in Chapter 3 provide a microcircuit 

mechanism by which FSIs undergo experience-dependent plasticity to drive changes in 

DLS output that predict habitual behavior. Interestingly, it appears that this 

phenomenon may occur through a paradoxical excitatory effect of FSIs on SPNs. Likely 

mechanisms for such an interaction are presented in Section 3.7 and its implications will 

be discussed in Section 4.3. 

 

4.2 Role of the dorsolateral striatum in habit 

Prior to the work summarized above and presented in Chapters 2 and 3, the DLS 

was known to play a necessary role in habit formation. Without an intact DLS, animals 

cannot form habits (Yin and Balleine 2004, Yin, Knowlton et al. 2006, Furlong, Jayaweera 

et al. 2014). In addition, numerous DLS plasticity mechanisms had been found to 



 

127 

 

correlate with habit formation (Yin, Mulcare et al. 2009, Nazzaro, Greco et al. 2012, Shan, 

Christie et al. 2015) and, while these findings hinted toward an active DLS contribution 

to habit formation, their exact contribution remained uncertain. However, it is now clear 

that the DLS undergoes habit-related plasticity that is sufficient to alter its 

transformation of excitatory cortical input into SPN firing, i.e. circuit output. 

Interestingly, the pursuit of the underlying microcircuit mechanism(s) for these habit-

predictive reconfigurations of DLS output lead to a microcircuit mechanism that had not 

been described by previous studies. While existing work largely pointed toward LTD of 

the indirect pathway (D2-LTD) (Nazzaro, Greco et al. 2012, Shan, Christie et al. 2015), 

my work found that modulation of striatal output by fast-spiking interneurons was 

sufficient to explain the DLS output-level adaptations which strongly predicted habitual 

behavior at the level of individual subjects. 

More broadly, the exact functional role of the DLS as a whole in habitual 

behavior remains somewhat unclear. Clearly the DLS stores information, in the form of 

microcircuit adaptations, which comprises a major part of the habit memory. But what 

functional purpose does the DLS as a whole serve with regard to habits? Before 

answering this question, one must ask what purpose the DLS plays in action. Basic 

properties of the DLS, as well as its anatomical positioning, provide some hints. The DLS 

is positioned as a mediator between sensorimotor cortices, which presumably 
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communicate information related to action and sensation, and downstream basal 

ganglia nuclei heavily implicated in motor output. Why, then, would an intermediary 

brain structure need to exist between cortex and downstream basal ganglia nuclei? It is 

notable that the striatum is a highly quiescent brain region with virtually no 

spontaneous output. SPNs exhibit an extremely negative resting membrane potential 

(Wilson and Kawaguchi 1996) such that they require strong and synchronous excitatory 

input in order to fire action potentials. In this light, the DLS, and dorsal striatum as a 

whole, can be thought of as an amplifier with a negative gain, i.e. a dampener. In other 

words, dorsal striatum filters out weak cortical activity such that only strong patterns of 

cortical input likely corresponding to intended actions can propagate into downstream 

motor networks. 

 

4.3 Implications 

While the results presented in Chapters 2 and 3 lead to an improved 

understanding of how the DLS supports habits, they also raised more questions than 

answers. Here I will discuss several interesting implications regarding the overall 

function of the DLS, how its microcircuitry shapes its output, its role in habit, and how 

circuits can be studied in relation to behavior. In the next section, I will discuss future 
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work that would address the veracity of these implications as well as the notable 

limitations of the work described. 

In Chapter 2, it was shown that specific features of the input-output function of 

the DLS direct and indirect pathways predict the formation (Figure 8) and suppression 

(Figure 11) of habitual lever pressing. Not only was this the first direct evidence that 

DLS contributes to the memory for a habit, but it yielded insight into the circuit-level 

mechanisms for habitual behavior. First, it was perhaps unexpected, based on previous 

work showing a role for D2-LTD in habit (Nazzaro, Greco et al. 2012, Shan, Christie et al. 

2015), that both pathways would be strengthened. This result supported a recent 

breakthrough study showing that the direct and indirect pathways are concurrently 

activated in dorsal striatum when mice initiate actions (Cui, Jun et al. 2013).  

Secondly, analyzing striatal output as a continuous function of behavior, rather 

than by group as is the common practice for such studies, yielded mechanistic insights 

into how the habit memory is stored. It is not the case that goal-directed behaviors 

become habitual by a binary, all-or-none switching mechanism; rather, the process 

would seem to be gradual and a linear function of how efficiently the DLS transduces 

cortical activity. In this light, it would seem that DLS output strength serves as a gating 

mechanism for habits where, initially, cortical input is dampened but, during habit 

formation, DLS gradually increases its amplification of excitatory input. Regardless of 
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the precise circuit logic underlying the DLS contribution to habit, it is clear that this 

brain region plays a major role because behavior was linearly predicted, with high 

fidelity, purely by DLS excitability. 

In Chapter 3, it was shown that FSIs are capable of driving the changes in DLS 

output shown in Section 2.2 (Figures 16 and 19), undergo plasticity with habit formation 

(Figure 21), and are necessary for habitual behavior (Figure 22). While previous findings 

of habit-related DLS plasticity are convincing, the fact that striatal FSIs can account for 

habit-predictive changes in striatal output suggests that the microcircuit adaptation 

involving this class of local GABAergic interneuron may provide a relatively strong 

contribution to habit formation. However, it is likely that other mechanisms, including 

D2-LTD and the potentiation of cortical inputs directly onto certain SPNs (Gubellini, 

Saulle et al. 2003, Shen, Flajolet et al. 2008), also play a role in shaping the habit-

predictive DLS output properties shown in Section 2.2. One possibility is that such 

mechanisms play an overriding, i.e. non-interacting, role in habit formation that occurs 

in parallel with the FSI plasticity shown in Section 3.4. Alternatively, there may exist a 

causal interaction between FSI plasticity and other habit-related forms of striatal 

plasticity such that one adaptation gates the other. Finally, the abundance of habit-

related striatal plasticity uncovered to date suggest that other as-yet unrecognized 

adaptations may also occur, potentially in cell types that are currently undiscovered. 
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In the previous section, a role for DLS in habit was proposed in which this brain 

region serves to selectively filter cortical inputs corresponding to specific actions, 

thereby rendering those actions automated, i.e. habitual. Interestingly, results 

summarized in Section 4.1.2 and presented in Chapter 3 suggest that striatal FSIs may 

play a major role in such a filtering mechanism. I found that FSIs inhibit the vast 

majority of SPNs while exciting discrete subpopulations (Figures 24 and 25). If these 

privileged subpopulations of SPNs were receiving cortical input relevant to an ongoing 

or soon-to-be-initiated task, then FSIs would serve to drive voluntary action by filtering 

out weaker, less-relevant cortical input to other SPNs while amplifying the effects of 

excitatory input onto task-related projection neurons.  

In support of this hypothesis, the subpopulations of SPNs that were excited by 

FSIs could be independently identified by firing patterns (Figure 24G) consistent with a 

role in action. These SPNs displayed high fractions of spiking in the gamma frequency 

(30 – 100 Hz) range, which in striatum has been linked to action at the level of local field 

potentials (DeCoteau, Thorn et al. 2007, Tort, Kramer et al. 2008). In the context of habits, 

FSIs residing in DLS may potentiate excitatory input onto task-related SPNs such that 

the behavior is automatically generated. This automaticity may arise through the 

demonstrated promotion of a faster direct pathway response relative to the indirect 

pathway (Figure 8I); a bias which is known to decrease the likelihood of successful 
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action cancellation (Schmidt, Leventhal et al. 2013). Additionally, the ability of FSIs to 

selectively promote cortically-evoked SPN responses in both the direct and indirect 

pathways (Figure 16 D, E) is consistent with the role for concurrent dual-pathway 

activation with action initiation (Cui, Jun et al. 2013). 

Finally, the work presented here potentially carries implications linking habits to 

various neuropsychiatric diseases, both through the changes observed in striatal output 

and through the FSIs that mediated these changes, and suggests that corticostriatal 

circuitry could one day be targeted in humans for intervention where patients exhibit 

deficits or abnormalities in habitual or automated behaviors. Notably, the same imaging 

technique described in Figures 6 and 7 revealed that OCD model mice, which lacked the 

postsynaptic SAPAP3 protein, displayed increased excitability in both direct and 

indirect pathways as well as a pathway bias favoring the direct pathway (Ade, Wan et 

al. 2016). These phenotypes appeared in slightly different forms than in habit in terms of 

the SPN firing properties affected, but strongly suggest a unified circuit logic by which 

the striatum governs actions both in health and in disease: both pathways contribute to 

action while an imbalance favoring the direct pathway seems to confer behavioral 

automaticity. Of further interest are studies linking FSI-mediated inhibition of striatal 

output to various disease states including OCD (Burguiere, Monteiro et al. 2013) and 

Tourette’s syndrome (Kalanithi, Zheng et al. 2005). It may be that the same FSI-mediated 
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mechanisms driving habitual behavior malfunction to cause these disorders marked by 

behavioral compulsivity. Given the apparent enhancement of corticostriatal efficacy in 

habit and OCD, putamen-projecting cortical regions may represent a suitable 

therapeutic target for neurostimulation methods such as transcranial magnetic 

stimulation or transcranial direct current stimulation in humans suffering from 

neuropsychiatric disorders involving compulsivity. 

 

4.4 Limitations and future directions 

The results presented in this thesis are of a linear nature: Chapter 3 built directly 

from the limitations and future directions which arose from Chapter 2; particularly 

Section 2.2. However, the findings presented in Chapter 3 possess several limitations 

due to their unexpectedly complex nature. Here I will discuss these limitations as well as 

the interesting and important future directions of research which they lead to. 

Both in ex vivo and in vivo experiments, I found that FSIs appear to excite 

subpopulations of SPNs (Figures 16, 19, and 24). However, the mechanism by which 

FSIs, which are GABAergic and thus believed to be inhibitory, can excite SPNs is 

unclear. Understanding this mechanism is important not only for how FSIs mediate 

habitual behavior but for how striatal microcircuit dynamics shape circuit output. In ex 

vivo experiments involving the acute brain slice, it is possible that GABA is generally 
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excitatory for SPNs due to their hyperpolarized resting membrane potential which sits 

below the reversal potential for chloride (ECl) (Bracci and Panzeri 2006, Humphries, 

Wood et al. 2009); the anion that flows through GABA receptors. Of greater importance, 

however, is the mechanism by which striatal FSIs excite high-gamma SPNs in vivo. In 

vivo, SPNs exhibit “up“ and “down“ states where their resting membrane potentials are 

positive or negative relative to ECl. However, the high-gamma SPNs excited by FSIs 

would likely be receiving the most cortical excitation and thus be in the up state, which 

would predict an inhibitory influence of GABA. An important future direction will be to 

examine the temporal dynamics of nearby FSIs and SPNs relative to each other during 

SPN bursts of gamma-frequency activity to see whether FSI activity is precisely timed 

with respect to the firing of its target SPN. High-density in vivo electrophysiological 

recordings of DLS and sensorimotor cortical regions may reveal the dynamics of this 

interplay and how it relates to upstream cortical activity. One possibility is that FSI-

mediated inhibition occurs antiphase to SPN high-frequency firing and thus serves to 

help repolarize the SPN between action potentials by hastening the deinactivation of 

voltage-gated sodium channels. Such a mechanism would effectively reduce the 

interspike interval and increase the number of action potentials fired during a bout of 

strong cortical excitation.  
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Independent of their modulation by FSIs, the importance of high-gamma SPNs 

for behavior also remains uncertain. While high levels of gamma-frequency oscillations 

in local field potentials have been linked to action (DeCoteau, Thorn et al. 2007, Tort, 

Kramer et al. 2008), it is unclear if SPN spiking is the source of these signals. My current 

hypothesis is that high-gamma SPNs may be specifically relevant to ongoing behavior, 

consistent with these neurons being potentiated by FSIs while others are inhibited. 

Importantly, this hypothesis generates a testable prediction: if an animal engages in one 

behavior, and then switches to a different behavior involving new goals and requiring 

the use of different body parts, then high fractions of gamma-frequency spiking should 

manifest in a new subset of SPNs. Moreover, this subset should now be selectively 

excited by FSIs. Alternatively, if high-frequency bursts of SPN activity could be detected 

early enough (milliseconds to seconds), then it may be possible to optically inhibit these 

bursts using a closed-loop system involving electrophysiological recording, real-time 

signal processing, and a computer-triggered laser. If this feat could be accomplished, 

then one would predict the ongoing behavior to be halted. 

Finally, while it is clear that FSIs of the DLS undergo plasticity with habit 

formation, the mechanism for this form of plasticity is unknown. Moreover, although I 

showed that inhibiting FSIs in habit-trained mice prevents the expression of habitual 

behavior, I was unable to demonstrate a causal link between habitual behavior and the 
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plasticity itself without knowing its mechanism and thus having a gene or molecule to 

target. An important future direction will be to identify the molecular-genetic 

mechanism that increases the ability for FSIs to maintain high-frequency firing in 

response to somatic current injection as this is a novel electrophysiological phenotype 

not seen in any known instance of FSI plasticity. Interestingly, FSIs are generally able to 

sustain high-frequency firing without difficulty (Koos 2004, Gittis, Leventhal et al. 2011, 

Orduz, Bischop et al. 2013). The inability of FSIs in goal-directed mice to do so may be a 

consequence of learning or of age; previous ex vivo studies of striatal FSIs have used 

tissue from much younger animals whereas adult animals are needed for operant 

conditioning. 

Whatever the mechanism for FSI plasticity in habit, it was sufficient to increase 

the probability of these striatal interneurons firing in response to cortical excitation 

(Figure 21F) and thus is relatively potent. Additionally, this form of plasticity may 

extend to cases beyond habit formation. Specifically, a future direction may be to 

conduct RNA sequencing in FSIs obtained from the DLS of untrained, goal-directed, and 

habitual mice. Changes in copy numbers of certain transcripts may shed light on how 

these interneurons are changing with habit formation to alter their electrophysiological 

properties. Additionally, this experiment may lead to a particular molecule or gene that 
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can then be manipulated to show its importance for FSI plasticity and, ultimately, 

habitual behavior. 
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