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Abstract

This thesis focuses on solving some problems associated with complex spatial point

patterns from each modeling and computational perspective. Chapter 1 reviews

spatial point patterns and introduces repulsive point processes. We also discuss

some potential problems for spatial point patterns, to which this thesis contributes.

In Chapter 2, we begin with modeling the space and time dependence of crime

events in San Francisco. We imagine event times as wrapped around a circle of cir-

cumference 24 hours, then introduce the circular dependence of crime times within

a log Gaussian Cox process (LGCP). To construct a valid space and circular time

LGCP, we propose valid separable and nonseparable space and circular time co-

variance matrices. We also compare the proposed models with a nonhomogeneous

Poisson process (NHPP) through the model validation strategy for Cox processes.

Our proposed models show better fitting and capture the space and circular time

dependence of the intensity surface for crime events.

In Chapter 3, we propose a new Bayesian inference scheme for univariate and mul-

tivariate LGCPs. Although a LGCP is a flexible class which can incorporate space

and spatio-temporal clustering dependence, Bayesian inference for LGCP is noto-

riously computationally tough because sampling of high dimensional Gaussian pro-

cesses (GP) and their hyperparameters involves high correlation and requires some

matrix factorization of high dimensional covariance functions. We tackle with this

problem by considering a separable inference scheme for GP and hyperparameters.
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Our approach utilizes the pseudo-marginal Markov chain Monte Carlo (MCMC) and

estimate the approximate marginal posterior distribution of parameters. Given ap-

proximate posterior samples of parameters, the efficient sampling of high dimensional

GP is available. We demonstrate the performance of our algorithm by comparing

with preceding MCMC algorithms and show the better performance with respect to

the computational time and the accurate parameter recovery for simulated datasets.

In Chapter 4, we develop an approximate Bayesian computation (ABC) scheme

for two types of repulsive point processes, Gibbs point processes and determinantal

point processes, for which the exact Bayesian inference is unavailable or involves

poor mixing. Although these processes have been investigated in mathematics and

physics communities, the exact inference of these processes is generally unavailable.

Furthermore, the straightforward model comparison between both types of processes

has not been investigated though both processes might show different repulsive pat-

terns. We propose an ABC algorithm for these processes, this approach enables us

to compare both processes under a unified approximation strategy. We demonstrate

the recovery of parameters and true model classes through the simulation study. The

result suggests the true model can be recovered for the relatively large number of

points, n ≈ 500.

In Chapter 5, we propose some models for origin-destination point patterns moti-

vated from two car theft datasets. Both datasets have theft (origin) and correspond-

ing recovered (destination) location information. First one is theft and recovered

locations in Neza region in Mexico. Although this dataset has some covariate infor-

mation, but some of recovered points are located outside Neza region and some of

them are missing. The other one is theft and recovered locations in Belo Horizonte

in Brazil. Although all events have origin and destination information within Belo

Horizonte, covariate information is unavailable. We suggest four modeling directions

for both datasets, different ways of incorporating the spatial dependence between
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origin and destination pairs. The proposed models are compared with independent

models and show their superior performance.
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1

Introduction

As discussed in Banerjee et al. (2014), spatial datasets are generally categorized into

three types: (1) point-referenced data, (2) areal data and (3) point pattern data.

Point-referenced data is the case where the response y(s) is assumed to vary con-

tinuously over locations within a bounded study region D, for examples, estimating

the level of air pollution or temperature across D. The study region D is generally

some subset of R2 or R3 in the geostatistics setting though more abstract spaces,

e.g., spheres, can be considered.

Areal data is different from point-referenced data in that spatial locations are

based on disjoint partitions of the study region. The response y(s) is considered to

be similar at nearby locations though the definition of closeness might be different

for each application. Markov random fields are often employed by considering the

spatial dependence among adjacent grids.

Point pattern data describes the data where random points are observed over

a study region. The statistical analysis of this data class involves understanding

the underlying process generating these events, which includes investigating whether

events happen more likely in specific regions and whether the occurrence of an event
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affects the locations of subsequent events.

The first two classes of spatial data problems have been well investigated, but

point pattern data has many open problems. This thesis will explore some of poten-

tial problems and suggest some developments of the modeling and computation for

analyzing spatial point pattern data.

1.1 Review of spatial point processes

1.1.1 Some basics

Let D ⊂ Rd for some d > 0 (we assume d = 2 as an usual spatial setting) be a

bounded study region, X = {s1, . . . , sn} be an observed spatial point pattern over

D and N(A) be the number of points in any set A ⊆ D. The simplest point pattern

exhibits complete spatial randomness (CSR), a property under which point locations

occur independently and uniformly over D. CSR implies that points occur with the

equal likelihood over each region in D and that the points show neither clustering

nor regularity. Figure 1.1 shows an example of a point pattern which exhibits CSR

and two other examples which violate CSR due to regularity and clustering. Under

CSR, points will randomly occur very close to each other, while under regularity,

such occurrence is rare.

A homogeneous Poisson process (HPP) is a model for CSR. The Poisson process,

with uniform intensity λ > 0, is a point process in Rd such that

(PP1). For every bounded closed set A, the count N(A) has a Poisson distribution

with the mean µ(A) = λ|A|.

(PP2). If A1, . . . , Am are disjoint regions, then N(A1), . . . , N(Am) are independent.

When the intensity λ is a spatially varying, λ(s) > 0, the process is called a non-

homogeneous Poisson process with the mean µ(A) =
∫
A
λ(s). The distribution for
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CSR Regularity Clustering

Figure 1.1: Examples of point patterns exhibiting: CSR (left), regularity (middle)
and clustering (right)

the locations of the points must have a valid density fn for any n and a point pro-

cess parameter vector θ. Since the points are unordered and unlabeled, the location

density fn must be symmetric in its inputs. The likelihood is defined as

L(X ) = P [N(D) = n]n!fn(s1, . . . , sn), (1.1)

where the factorial n! comes from the exchangeability of the events s within X .

Since the Poisson process shows the independence among the locations of its points

and λ(s) can be seen as the unnormalized location density, i.e., λ(s)/λ(D) where

λ(D) =
∫
D
λ(s)ds is the normalizing constant, fn(s1, . . . , sn) =

∏
λ(s)/λ(D). Using

this and the fact that N(D) is distributed as PO(λ(D)), the likelihood is

L(X ) =
exp{−λ(D)}λ(D)n

n!
× n!

∏
si∈X

λ(si)

λ(D)

= exp{−λ(D)}
∏
si∈X

λ(si) (1.2)

When this intensity surface is considered as the realization of a stochastic process,

the model is usually referred to as a Cox process (Møller and Waagepetersen (2004)).

One constraint with this model class is that, conditional on the intensity surface, the
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occurrence of an event at location s does not have any impact on the occurrence of

an event in a neighborhood of s. One exceptional point process is a repulsive point

process, which is introduced in Section 1.3. This process describes the inhibitive

behavior of points, the occurrence of an event at location s inhibits the occurrence

of an event in a neighborhood of s.

Second moment measures are important for the analysis of the regularity and

clustering properties of point processes (Illian et al. (2008)), especially for investi-

gating clustering and regularity properties. The covariance of the count N(A),

Cov[N(A1), N(A2)] = E[N(A1)N(A2)]− E[N(A1)]E[N(A2)] (1.3)

The pair correlation function is defined by

gθ(s, s
′
) =

g2(s, s
′
)

λ(s)λ(s′)
(1.4)

where g2(s, s
′
) is a second moment density which is defined as the function satisfying

E[N(A1)N(A2)]−E[N(A1∩A2)] =
∫
A1

∫
A2
g2(s, s

′
)dsds

′
(see e.g., Baddeley (2007)).

Informally, g2(s, s
′
) is a joint probability that there exist points of X at two locations

s and s
′
,

Pr(N(ds) > 0, N(ds
′
) > 0) ≈ g2(s, s

′
)dsds

′
(1.5)

When gθ < 1 (gθ > 1), the point process shows regularity (clustering). Then, the

covariance of the count is expressed as

Cov[N(A1), N(A1)] = E[N(A1)N(A2)]− E[N(A1 ∩ A2)] + E[N(A1 ∩ A2)]

− E[N(A1)]E[N(A2)]

=

∫
A1

∫
A2

(g2(s, s
′
)− λ(s)λ(s

′
))dsds

′
+

∫
A1∩A2

λ(s)ds

=

∫
A1

∫
A2

λ(s)λ(s
′
)(gθ(s, s

′
)− 1)dsds

′
+

∫
A1∩A2

λ(s)ds (1.6)
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1.1.2 Functional summary statistics and minimum contrast estimator

The Ripley’s K-function is the most common second order functional summary char-

acteristics (Ripley (1976) and Ripley (1977)). This function is the average number

of other points found within the distance r from the typical point, the function is

defined as

K(r) =
1

λ
Eo[N(b(o, r) \ {o})] for r ≥ 0 (1.7)

where Eo[N(b(o, r) \ {o})] is the mean number of points in a sphere of radius r

centered at the typical point, excluding the typical point itself. The simplest case is

the Poisson process, K(r) = πr2 for r ≥ 0. The variance stabilized version is called

L-function introduced by Besag (1977), L(r) =
√
K(r)/π.

The method of minimum contrast is a method to estimate parameters by com-

paring the estimator and analytical value of second order functional summary char-

acteristics (Diggle (2003)). In the method of minimum contrast, the estimate is

θ̂ = argminθΨ(T (X ), Eθ[T (X )]) (1.8)

where T (X ) is a summary statistics and Ψ is a metric. Diggle and Gratton (1984)

propose the method of minimum contrast with the K-function. Suppose that the

K-function for the model is analytically available as a function of θ, Kθ(r). Given

point pattern X , we first estimate the nonparametric estimator of K-function, K̂(r).

Then, we choose θ to minimize∫ b

a

|Kθ(r)− K̂(r)|pdr (1.9)

where 0 ≤ a < b and p > 0 are user specific values. This is the minimum contrast

method based on T (X ) = (K̂(r), a ≤ r ≤ b), a function-valued statistics, and the

metric Ψ is an Lp distance.

Alternatively, L-function and pair correlation function are also applicable, but

the analytical expressions for summary characteristics are required. We consider a
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similar approach in Chapter 4 from the Bayesian perspective for estimating two types

of repulsive point processes.

1.2 Log Gaussian Cox process

There is increasing collection of space and space-time point pattern data in settings

including point patterns of locations of tree species (Burslem et al. (2001), Wie-

gand et al. (2009) and Illian et al. (2008)), locations of disease occurrences (Liang

et al. (2009), Ruiz-Moreno et al. (2010) and Diggle et al. (2013)), locations of earth-

quakes (Ogata (1999) and Marsan and Lengliné (2008)) and locations of crime events

(Chainey and Ratcliffe (2005) and Grubesic and Mack (2008)). In addition, the

points may be observed over time (Grubesic and Mack (2008) and Diggle et al.

(2013)).

In the literature, the most commonly adopted class of models for such data is

a nonhomogeneous Poisson process (NHPP) or, more generally a log Gaussian Cox

process (LGCP) (see Møller and Waagepetersen (2004) and references therein). The

intensity surface of a Cox process is a realization of a stochastic process. The LGCP

was originally proposed by Møller et al. (1998) and extended to the space-time case

by Brix and Diggle (2001). As the name suggests, the intensity function of this

process is driven by the exponential of a Gaussian process (GP), i.e.,

log λ(s) = X(s)β + z(s), z(X ) ∼ N (0,C(X ,X ′)). (1.10)

Here X(s) is a covariate vector with β an associated coefficient vector. z(X ) =

{z(s1), . . . , z(sn)} denotes the n-variate zero mean Gaussian distributed variables

with covariance matrix C(X ,X ′) = (C(si, sj))i,j=1,...,n which provides spatial ran-

dom effects for the intensity surface, pushing up and pulling down the surface, as

appropriate. If we remove z(s) from the log intensity, we obtain the associated

NHPP. The NHPP has a long history in the literature (see, e.g., Illian et al. (2008)).
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In fact, if X is a Cox process with intensity Λ(s), then, conditional on Λ(s) = λ(s),

X is a NHPP with intensity λ(s). Evidently, a LGCP provides a flexible intensity

specification for clustering. The pair correlation for a LGCP is derived by Møller

et al. (1998) as

gθ(s, s
′
) = exp(C(s, s

′
)) (1.11)

which is always larger than or equal to 1, this indicates the clustering property. The

pair correlation for NHPP is always 1.

The likelihood takes the form

L(X ) ∝ exp

(
−
∫
D

λ(u)du

) n∏
i=1

λ(si) (1.12)

For inference with a LGCP using (1.12), we need to approximate the stochastic

integral inside the exponential. We create K grid cells roughly uniformly over the

study region D; convergence to the exact posterior distribution when K → ∞ is

guaranteed following Waagepetersen (2004). Then, the approximate likelihood for

the LGCP becomes

L(X ) ∝ exp

(
−

K∑
k=1

λ(uk)∆k

) K∏
k=1

λ(uk)
nk (1.13)

where nk is the number of points in k-th grid, i.e.,
∑K

k nk = n, ∆k is the area of k-th

grid and uk is the “representative point” for k-th grid (e.g., Banerjee et al. (2014)

and Møller and Waagepetersen (2004)).

As for Bayesian inference of LGCP, Møller et al. (1998) implement Metropolis

Hastings Langevin algorithm (MALA). More recently, Leininger (2014) investigate

the elliptical slice sampling approach proposed by Murray et al. (2010). The main

computational bottleneck is some matrix factorization required within MCMC it-

eration, which is the cubic order of the dimension of Gaussian processes. For the
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accurate inference, the large value of K is required, but this leads to the intolera-

ble computational time. Furthermore, high correlation between sampled Gaussian

processes and hyperparameters is reported in Filippone et al. (2013). We approach

these inferential problems for a LGCP in Chapter 3.

1.2.1 Model validation for Cox processes

One of the characteristics of Cox processes is its conditional independent property.

Conditional independence means that given intensity surface, the number of points

in disjoint regions should be independent. Leininger and Gelfand (2016)) propose the

cross validation strategy for Cox processes by utilizing its conditional independence

property. Cross validation is a standard approach for assessing model adequacy and

is available for point pattern models with conditionally independent locations given

the intensity, as for both the NHPP and LGCP (see, Leininger and Gelfand (2016)).

We implement cross validation by obtaining a training (fitting) dataset and a

testing (validation) using p-thinning as proposed by Leininger and Gelfand (2016).

Let p denote the retention probability, i.e., we delete si ∈ X with probability 1− p.

This produces a training point pattern X train and test point pattern X test, which

are independent, conditional on λ(s). In particular, X train has intensity λ(s)train =

pλ(s). In below sections, we set p = 0.5 and estimate λ(s)train s ∈ D. Then,

we convert the posterior draws of λtrain(s) into predictive draws of λtest(s) using

λtest(s) = 1−p
p
λtrain(s).

Let {Qr}
NQ
r=1 be a collection of subsets of D. For the choice of {Qr}

NQ
r=1, Leininger

and Gelfand (2016) suggest to draw random subsets of the same size uniformly over

D. Specifically, for q ∈ (0, 1), if the area of each Qr is q|D|, then q is the relative

size of each Qr. They argue that making the subsets disjoint is time consuming and

unnecessary. Based on the p-thinning cross validation, we consider two model perfor-

mance criteria: (1) predictive interval coverage (PIC) and (2) rank probability score
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(RPS). PIC offers assessment of model adequacy, RPS enables model comparison.

After the model is fitted to X train, the posterior predictive intensity function can

supply posterior predictive point patterns and therefore samples from the posterior

predictive distribution of N(Qr). For the `th posterior sample, ` = 1, . . . ., L, the

associated predictive residual is defined as

Rpred
` (Qr) = N test(Qr)−N (`)(Qr)

where N test(Qr) is the number of points of the test data in Qr. If the model is ade-

quate, the empirical predictive interval coverage rate, i.e., the proportion of intervals

which contain 0, is expected to be roughly the nominal level of coverage; below, we

choose 90% nominal coverage. Empirical coverage much less than the nominal sug-

gests model inadequacy; predictive intervals are too optimistic. Empirical coverage

much above, for example 100%, is also undesirable. It suggests that the model is

introducing more uncertainty than needed.

Gneiting and Raftery (2007) propose the continuous rank probability score (CRPS).

This score is derived as a proper scoring rule and enables a criterion for assessing

the precision of a predictive distribution for continuous variables. In our context, we

seek to compare a predictive distribution to an observed count. Czado et al. (2009)

discuss rank probability scores (RPS) for count data. Intuitively, a good model will

provide a predictive distribution that is very concentrated around the observed count.

While the RPS has a challenging formal computational form, it is directly amenable

to Monte Carlo integration. In particular, for a given Qr, we calculate the RPS as

RPS(F,N test(Qr)) =
1

L

L∑
`=1

|N (`)(Qr)−N test(Qr)|

− 1

2L2

L∑
`=1

L∑
`′=1

|N (`)(Qr)−N (`
′
)(Qr)|

Summing over the collection of Qr gives a model comparison criterion. Smaller values
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of the sum are preferred.

1.3 Repulsive point processes

Although a Cox process is a flexible process which incorporates stochastic depen-

dence, the constraint of the conditional independence assumption might be restric-

tive for real data. Some point patterns exhibit the repulsiveness between points, e.g.,

tree locations with large diameters at the breast height (see Section 4.5). There exist

at least two types of point processes which describe the repulsiveness: a Gibbs point

process and a determinantal point process.

One of the most common repulsive point processes is a Gibbs point process (here,

denoted as GPP) (see, e.g., Illian et al. (2008)). These processes specify the joint

location density, up to a normalizing constant, in the form of a Gibbs distribution,

introducing potentials on cliques of order 1 but also potentials on cliques of higher

order, which capture interaction. The most familiar example in the literature is the

Strauss process and its extreme version, the hardcore process (Strauss (1975) and

Kelly and Ripley (1976)). The problem of inference for a Gibbs point process is that

the likelihood has an intractable normalizing constant. The direct implementation

of maximum likelihood or MCMC approach is not available. In the point process

literature, pseudo likelihood was proposed by Besag (1975) as

PL(X|θ) ∝ exp

(
−
∫
D

λ(s|X )ds

)∏
si∈X

λ(si|X ) (1.14)

where λ(s|X ) is the Papangelou conditional intensity at s ∈ D. The Papangelou

conditionai intensity is defined as L(s ∪ X )/L(X ), which cancel out the intractable

normalizing constant. Although the maximum pseudo-likelihood estimator is con-

sistent (see, Jensen and Møller (1991) and Mase (1995)), the performance of the

maximum pseudo-likelihood estimator is poor in the case of a small number of points

and strong repulsion (Huang and Ogata (1999)).
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An attractive alternative is a determinantal point process (here, denoted as DPP).

Though this process has some history in the mathematics and physics communities,

they have only recently come to the attention of the statistical community thanks,

most notably, to recent efforts of Jesper Møller and colleagues. See, for instance,

Lavancier et al. (2015). As the name suggests, the likelihood of a DPP is propor-

tional to a determinant of covariance kernel (see Section 4.2.2), Here, C(si, sj) is

a covariance kernel for locations si and sj and det{[C](s1, . . . , sn)} denotes the de-

terminant with (i, j)-th entry, C(si, sj). Then X is called a DPP with kernel C

restricted to a compact set D, and we write X ∼ DPPD(C). The exact likelihood

evaluation requires the infinite dimensional spectral representation of the covariance

function, C(si, sj) =
∑∞

k=1 λkψk(si)ψ̄k(sj) where (si, sj) ∈ D × D, which is gener-

ally unavailable except for some specific kernels. Lavancier et al. (2015) consider the

maximum likelihood estimator based on an approximate likelihood constructed on a

rectangular region by using a Fourier basis.

For both types of processes, exact Bayesian inference is unavailable. Although

both types of processes exhibit repulsiveness of point patterns, the unifying inference

framework has not been proposed. Hence, the model comparison between DPP and

GPP has not been investigated though both processes might show different repulsive

patterns. We address this issue in Chapter 4.

1.4 Our contributions

In Chapter 2, we propose a new class of space-time LGCP which incorporates the

circular time dependence. The motivating dataset is the crime event dataset with

location and time information in San Francisco. We imagine event times as wrapped

around a circle of circumference 24 hours, then introduce the circular dependence

of crime times with a LGCP. We develop valid separable and nonseparable space

and circular time covariance functions to define valid space and circular time LGCPs

11



and investigate the model performance with the model validation strategy for Cox

processes. The result in this chapter was accepted and forthcoming in Shirota and

Gelfand (2017b).

In Chapter 3, we develop a new computational scheme for univariate and mul-

tivariate LGCPs. As indicated above, Bayesian inference for LGCP requires the

sampling of high dimensional Gaussian processes, which is computationally tough.

Furthermore, MCMC based inference for LGCP involves the high correlation be-

tween sampled Gaussian processes and hyperparameters. We propose a new inference

scheme based on the pseudo-marginal MCMC to estimate an approximate marginal

posterior of parameters. This chapter corresponds to the discussion paper of Shirota

and Gelfand (2016).

In Chapter 4, we deal with the inferential problem of GPP and DPP. We propose

an approximate Bayesian computation strategy for GPP and DPP. The straightfor-

ward model comparison between both types of processes has not been investigated

though both processes might show different repulsive patterns. The model valida-

tion strategy for these processes is proposed given approximate posterior samples of

parameters for both processes. The content in this chapter was published in Shirota

and Gelfand (2017a).

Chapter 5 demonstrates a model for origin-destination point pattern motivated

from car theft datasets. The datasets include theft (origin) and recovered (destina-

tion) location information. We propose several modeling strategies which depend on

fully or partially observed recovered points. This chapter comes from the discussion

paper of Shirota and Gelfand (2017c).
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2

Space and Circular Time Log Gaussian Cox
Processes with Application to Crime Event Data

2.1 Introduction

The times of crime events can be viewed as circular data. That is, working at the

scale of a day, we can imagine event times as wrapped around a circle of circumference

24 hours (which, without loss of generality, can be rescaled to [0, 2π)). Furthermore,

over a specified number of days, we can view the set of event times, consisting of a

random number of crimes, as a point pattern on the circle. Suppose, additionally,

that we attach to each crime event its spatial location over a bounded domain. Then,

for a bounded spatial region, we have a space-time point pattern over this domain,

again with time being circular.

The contribution here is to develop suitable models for such data, motivated

by a set of crime events for the city of San Francisco in 2012. The challenges we

address involve (i) clustering in time - event times are not uniformly distributed

over the 24 hour circle; (ii) spatial structure - evidently, some parts of the city have

higher incidence of crime events than others; (iii) crime type - characterization of
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point pattern varies with type of crime so different models are needed for different

crime types; (iv) incorporating covariate information - we anticipate that introducing

suitable constructed spatial and temporal covariates will help to explain the observed

point patterns; (v) the need for spatio-temporal random effects - the constructed

spatial and temporal covariates will not adequately explain the space-time point

patterns; (vi) the availability of marks - in addition to a location and a time within

the day, each event has an associated day of the year which we convert to a day

of the week. We propose a range of point pattern models to address these issues;

fortunately, our motivating dataset is rich enough to investigate them.

We focus on the problem of building a log Gaussian Cox process (LGCP) which

includes, as a special case, a nonhomogeneous Poisson process (NHPP), over space

and circular time. We need to build a suitable intensity surface which is driven by a

realization of a log Gaussian process incorporating a valid covariance function over

space and time.

An initial model for a set of points in space and circular time is a NHPP with an

intensity λ(s, t) over say D × S1 where D is the bounded spatial region of interest

and time lies on the unit circle, S1. We illuminate such intensities below but we

also note that a NHPP will not prove rich enough for our data. So, we propose a

space by circular time LGCP. This leads to consideration of space-time dependence.

Does time of day affect the spatial pattern of crime? Does location affect the point

pattern of event times? Hence, we consider both separable and nonseparable models.

We develop a parametric nonseparable space by circular time correlation function

building on Gneiting’s specification (see, Gneiting (2002)). We note very recent work

from Porcu et al. (2016) which present valid covariance functions on R1 crossed with

spheres.

Typically, time is modeled linearly, leading to a large literature on point patterns

over bounded time intervals (see, e.g., Daley and Vere-Jones (2003) and Daley and

14



Vere-Jones (2008)). Adding space, Brix and Diggle (2001) offer development of a

space-time LGCP. Rodrigues and Diggle (2012) consider a space-time process con-

volution model for modeling of space time crime events. Liang et al. (2014) consider

process convolution for space with a dynamic model for time. Taddy (2010) propose

a Bayesian semiparametric framework for modeling correlated time series of marked

spatial Poisson processes with application to tracking intensity of violent crime.

In fact, in this context, it is important to articulate the difference between viewing

time in a linear manner vs. a circular manner. With linear time there is a past and

a future. We can condition on the past and predict the future, we can incorporate

seasonality and trend in time. With circular time, as with angular data in general,

we only obtain a value once we supply an orientation, e.g., the customary midnight

with time, although, below, we argue to start the day at 02:00. So, we have no

temporal ordering of our crime events except within a defined 24 hour window. We

are only interested in modeling the intensity over space and circular time. For us,

prediction would consider the number of events of a particular crime type, in a

specified neighborhood, over a window of hours during the day, adjusting for day

of the week. For a decision maker, the value would be to facilitate making daily

spatial staffing decisions during 24 hour cycles. We do not assert that one modelling

approach is better than the other. Rather, the modeling approaches address different

questions and yield different inference. We do note that our approach is novel in

considering space with circularity of time.

There is a useful literature modeling crime data as linear in time, using past

locations to predict future locations. In this regard, see Mohler et al. (2011), Mohler

(2013) and Chainey et al. (2008). Mohler et al. (2011) employ self-exciting point

process models, similar to those used in earthquake modeling (e.g., Ogata (1998)),

arguing that crime, when viewed linearly in time, can exhibit “contagion-like” be-

havior. Mohler (2013) consider a self-exciting process with background rate driven
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by a LGCP to disentangle contagion from other types of correlation. Chainey et al.

(2008) focus on hotspot assessment. This is purely spatial analysis, which may be

implemented across various time periods for comparison.

Wrapping time to a circle takes us to the realm of directional or angular data

where we find applications to, for example, wind directions, wave directions, and

animal movement directions. For reviews of directional data methodology see, e.g.,

Fisher (1993), Jammalamadaka and SenGupta (2001), Mardia (1972) and Mardia

and Jupp (2000). Traditional models for directional data have employed the von

Mises distribution but recent work has elaborated the virtues of the wrapping and

projection approaches, particularly in space and space-time settings (see Jona-Lasinio

et al. (2012) and Wang and Gelfand (2014)).

For event times during a day, wrapping time seems natural. Again, these times

only arise given an orientation. However, crimes at 23:55 and 00:05 are as temporally

close as crimes at 23:45 and 23:55. Another example analogous to our setting might

be to model the arrival times (over 24 hours) of patients to a hospital (and, to add

space, we might consider the addresses of the arrivals).

Our data consists of a set of crime events in San Francisco (SF) during the

year 2012. Each event has a time of day and a location. In fact, we also have a

classification into crime type and we also have assignment of each crime to a district,

arising by suitable partitioning of the city. Lastly, we know the day of the year for

the event, enabling consideration of day of the week effects.

There is a substantial literature which employs regression models to explain the

incidence of crime using a variety of socio-economic variables. In particular, for spa-

tially referenced covariates, we can imagine employing census unit risk factors such

as percent of home ownership, median family income, measures of neighborhood

quality, along with racial and ethnic composition. Such covariates could be devel-

oped as tiled spatial surfaces over San Francisco, using census data at say tract or
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block scale. As an alternative, we introduce illustrative point-referenced constructed

covariates in space and time. In particular, with regard to space, we imagine high

risk locations, so-called “crime attractors”, i.e., places of high population and high

levels of human activity such as commercial centers and malls. Then, we view risk

as exposure in terms of distance from such landmarks. We adopt these covariates

in both the NHPP and LGCP models. As a temporal risk factor, we introduce into

the mean a function which reflects the fact that, depending upon the type of crime,

evening and late night hours may experience higher incidence of crime than morning

and afternoon hours. Again, we adopt this covariate in both the NHPP and LGCP

models. Exploratory data analysis in Section 2.2 reveals a day of the week effect

with regard to daily crime time.

Finally, we address model comparison. In particular, within the Bayesian frame-

work, how do we compare a NHPP model with a LGCP model? We adopt the

strategy proposed in Leininger and Gelfand (2016). Briefly, the idea is to develop a

cross-validation, employing a fitting/training point pattern and a testing/validation

point pattern. Using the validation point pattern, with regard to model adequacy, we

look at empirical coverage vs. nominal coverage of credible predictive intervals. In

particular, these intervals are associated with the posterior distribution of predictive

residuals for cell counts for randomly selected sets. With regard to model com-

parison, we look at rank probability scores (see, e.g., Gneiting and Raftery (2007)

and Czado et al. (2009)) for the posterior distributions associated with predictive

residuals, again for cell counts for randomly selected sets.

The format of this chapter is as follows. In Section 2.2, we provide the details

of our crime event dataset along with some exploratory analysis. In Section 2.3, we

consider model construction with associated theoretical background. Employing day

of the week marks, in Section 2.4, we introduce our model specifications and fitting

strategies. In Section 2.5, we provide the inference results for both a simulated
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dataset and the crime event dataset. Finally, in Section 2.6, we present a brief

summary along with proposed future work.

2.2 The dataset

Our dataset consists of crime events in the city of San Francisco in 2012. We have

three crime type categories: (1) assault, (2) burglary/robbery1 and (3) drug. Each

crime event has a time (date, day of week, time of day) and location (latitude and lon-

gitude) information. Spatial coordinates (latitude and longitude) were transformed

into eastings and northings. Each crime event is also classified into a district. In

particular, there are 10 districts in San Francisco: (1) Bayview, (2) Central, (3)

Ingleside, (4) Mission, (5) Northern, (6) Park, (7) Richmond, (8) Southern, (9 )

Taraval, (10) Tenderloin (see the left part in Figure 2.1).

The right part in Figure 2.1 shows the counts of crime events for day of week2.

Counts for crime types show different patterns. Assault events happen more on

weekends, but burglary/robbery events happen most on Friday. Interestingly, it

seems drug events happen most on Wednesday.

Figure 2.2 shows the data by type and by day of the week (3 × 7 plots) in the

form of “rose” diagrams. This figure reveals differences among crime types and

also differences across day of the week. For example, drug-related crime events are

observed more from 5 to 7 pm. while burglary/robbery crime events are observed

later in the day. Overall, the circular time dependence of crime events is seen, i.e.,

large counts from evening to late night and small counts from early morning through

the middle of the day. In the point pattern model construction below, we model each

1 In the original dataset, burglary and robbery events are reported separately with hourly his-
tograms and spatial density maps provided in Appendix A.1. Burglary and robbery are not uni-
versally accepted as being behaviorally similar. However, we aggregate these crimes due to their
similar definition and to increase the number of events in our point patterns.

2 Here, and in the sequel, we take day of the week as 02:00 to 02:00. This definition interprets
crime events on, e.g., Saturday night as including the early hours of Sunday morning.
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Figure 2.1: The map of San Francisco (left) and crime counts on each day of week
(right)

crime type separately and, within crime type, incorporate day of week as a mark.
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Figure 2.2: Histograms of crime events by type and by day of the week

2.3 Modeling and theory

Observations on a circle lead us to the world of directional data, as illustrated in Fig-

ure 2.2. Once an orientation has been chosen, the circular observations are specified
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using the angle from the orientation to the corresponding point on the unit circle.

However, here, we are only concerned with point patterns on a circle. For NHPP and

LGCP models we only need to specify the intensity functions for the processes. So,

in what follows, we only consider specifications for intensities for space-time point

patterns over D × S1 where S1 is the unit circle.

2.3.1 Circular covariance functions for Gaussian processes

In this chapter, we assume the observed point pattern as X = {(s1, t1), . . . , (sn, tn)}.

Again, we consider a three dimensional Gaussian process with a two dimensional

location, and one dimensional circular time. In general, we seek

z(s, t) ∼ GP(0, C), (s, t) ∈ R2 × S1 (2.1)

We need to specify valid correlation functions over R2 × S1.

Gneiting (2013) proposes families of circular correlation functions (CCF’s) based

on truncation of familiar spatial correlation functions. He shows that some families of

completely monotone functions are strictly positive definite on spheres of any dimen-

sion, e.g., powered exponential, Matérn, generalized Cauchy, and Dagum families.

Let u : S1 × S1 → [0, π] be the circular distance, one of the examples in Gneiting

(2013) is the powered exponential family,

CPE(u) = exp

(
−(φu)α

)
, u ∈ [0, π], α ∈ (0, 1]. (2.2)

If α ∈ (0, 1], this function is strictly positive definite function for any dimension, but

if α > 1, then (2.2) is no longer positive definite, even in one dimension.

Another example in Gneiting (2013) is the generalized Cauchy family,

CGC(u) =

(
1 + (φu)α

)−τ/α
, for u ∈ [0, π] α ∈ (0, 1], τ > 0. (2.3)
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where τ is a shape parameter which does not affect the positive definiteness as long

as τ > 0. This function is positive definite for any dimension if α ∈ (0, 1]. Again, for

α > 1, (2.3) is also not positive definite, even in one dimension.

It may be surprising that restriction of familiar spatial correlation functions to

the spherical domain maintains positive definiteness on the sphere. However, this

enables convenient choices and, in fact, we adopt the generalized Cauchy family as

the circular correlation function in the analysis below.

2.3.2 Space and linear time covariance functions

Next, we turn to valid covariance functions over R2 × S1. We consider both the

separable case, which is immediate, and also the nonseparable case.

Separable covariance functions

In the context of the LGCP model, we need to specify the covariance function

for the latent Gaussian process z(s, t). Separable space time covariance functions

are often adopted due to convenient specification and computational simplification

(Banerjee et al., 2014). The separable specification arises if the space time covariance

function is written as a product of a valid space and a valid time covariance function,

i.e.,

Cs,t(h, u) = Cs(h)Ct(u), (h, u) ∈ R2 × R (2.4)

In our setting, we can define a valid space-time covariance function merely by choos-

ing as Cs any valid covariance function on R2 and multiplying it by any of the

foregoing valid CCF’s. The resulting covariance matrix for a set of (s, t)’s with N

s’s by M t’s will have a Kronecker product form Cs⊗Ct where Cs and Ct are N ×N

and M ×M covariance matrices. Simplified inverse, determinant, and Cholesky de-

composition result, making the separable specification computationally efficient and

21



tractable in high dimensional cases.

In this regard, we note that the point pattern data arises as a set (si, ti), i =

1, 2, ..., n where n is the total number of points. We do not have a factorization in

space and time so why is the separable form helpful? Below, we clarify the need for

grid approximation (discretization) for both space and time in order to evaluate the

LGCP likelihood and in order to obtain manageable computation for the model fit-

ting. Then, N and M will become the number of grid centroids for space and for time

respectively. For the separable case, we can then take advantage of the Kronecker

factorization. For the nonseparable case, we require the Cholesky decomposition and

the inverse of an NM×NM matrix, making the computation much more demanding.

Nonseparable covariance functions

It is evident that the separable covariance specification is restrictive for real data

applications because it precludes space-time interaction of the sort we mentioned

in Section 2.1. Various versions of nonseparable covariance functions have been

proposed for the case where space is again R2 and time is linear. Cressie and Huang

(1999) propose specifications of nonseparable stationary covariance functions based

on Fourier transformation on Rd with criteria which guarantee positive definiteness.

Since their specification requires closed form solution for the d dimensional Fourier

transformation, the class of functions is relatively small. Gneiting (2002) proposed a

flexible parametric family of nonseparable covariance functions, extending the results

of Cressie and Huang (1999). Gneiting’s class takes the form,

C(h, u) =
σ2

ψ(‖u‖2)d/2
ϕ

(
‖h‖

ψ(‖u‖2)

)
, (h, u) ∈ Rd × Rl (2.5)

where ϕ(t), t ≥ 0, is a completely monotone function and ψ(t), t ≥ 0, is a positive

function with a completely monotone derivative. In our modeling below, we utilize
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Gneiting’s specification. However, these covariance functions are specified on Rd×Rl;

our need is to provide valid nonseparable covariance functions on R2 × S1.

2.3.3 Space by circular time covariance functions

Finally, we turn to the space-time covariance functions we seek. For the spatial

correlation function, we assume the exponential correlation function,

Cs(h) = exp

(
−φs‖h‖

)
. (2.6)

For the circular time correlation function, we consider the truncated generalized

Cauchy correlation function (again, see, Gneiting (2013)).

So, we arrive at the following proposed nonseparable covariance function over

space by circular time:

C(h, u) =
σ2

(1 + (φtu)α)δ+γ(d/2)
exp

(
− φs‖h‖

(1 + (φtu)α)γ/2

)
, (2.7)

γ ∈ (0, 1] α ∈ (0, 1]

where (h, u) ∈ R2× [0, π] and γ is the nonseparability parameter. We can show that

this is a valid covariance function on R2× S1 following the proof in Gneiting (2002),

working with the valid circular choices according to Gneiting (2013). We prove this

result in Appendix A.2.

As noted in Section 2.1, motivated by processes observed on the Earth over time,

recently, Porcu et al. (2016) propose nonseparable covariance functions on spheres

crossed with linear time. Hence, in space and time, their nonseparable covariance

functions are specified on Sd × R where Sd is the d-dimensional unit sphere. One

of their contributions is similar to ours, i.e., following work by Gneiting (2002) pre-

senting nonseparable space-time covariance functions with further work by Gneiting

(2013) presenting spatial correlation functions on a sphere, they obtain fairly general

nonseparable forms (see Table 2 in online supplementary material of Porcu et al.
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(2016)) over this product space. Here, we follow a similar path but take space as R2

with time as circular and, for our application, we employ the particular class of the

generalized Cauchy family over this product space. As a result, the case of the real

line crossed with the circle provides the common domain.

For model fitting with (2.7), we need to implement calculations for an NM ×

NM matrix. For the whole of the city of San Francisco, N is very large. Thus,

for convenience, we take a smaller region and adopt a more local investigation of

nonseparability for space-time crime patterns. Figure 2.3 shows the spatial locations

of all of the crime events and the point patterns for the Tenderloin and Mission

districts where relatively more events are observed than in the other districts. So,

we create a rectangular region around this area (see the right panel of Figure 2.4

below). For this region, in the interest of comparison, we implement the truncated

generalized Cauchy correlation function for circular time in both the separable and

nonseparable cases.

2.4 Model specification, fitting and checking

We specify the intensity for the NHPP as log λ(s, t) = log λ0(s) + log κ0(t). For the

LGCP, we add z(s, t), a mean 0 GP with covariance function chosen according to

the previous section.

Covariate specification

We employ constructed space and time covariates. For the spatial covariates, we

identify a set of landmarks. These landmarks are referred to as “crime attractors”

(Brantingham and Brantingham (1995)) and are selected from centers of commercial

activity, i.e., places with high population density, high human exposure. Examples

might include malls, market streets, and amusement centers. For a given landmark,
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Figure 2.3: Crime event locations in SF (upper), Tenderloin (middle) and Mission
(lower) for assault (left), burglary/robbery (middle) and drug (right)

we employ a directional Gaussian kernel function as the distance measure from crime

location to landmark. That is, inverse distance measures risk; the smaller the dis-

tance the larger the risk.

Formally, the covariate level at location s associated with landmark k is

gk(s, s
∗
k) = exp

(
−1

2
(s− s∗k)

′
Σ−1
k (s− s∗k)

)
(2.8)

where s∗k is the location of landmark k and Σk =

(
σ2

1 ρkσ1σ2

ρkσ1σ2 σ2
2

)
is a positive

definite matrix for landmark k. Here, σ2
1 and σ2

2 are scales for Easting and Northing

coordinates and ρk is the correlation of the kernel for landmark k. In fact, σ1 is the

centroid to centroid Easting distance between adjacent grid cells, σ2 the centroid to

centroid Northing distance between adjacent grid cells. ρk is treated as an unknown,

along with the βk’s, a regression coefficient assigned to gk. Thus, we let log λ0(s) =
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∑K
k=1 βkgk(s, s

∗
k).

Figure 2.4 shows the contour plot for assault events and the landmarks. Illustra-

tively, we create two landmarks, L1 = (−122.408, 37.784) (Union Square Shopping

Center, henceforth “Union Square”) and L2 = (−122.419, 37.764) (BART Station,

16th and Mission, henceforth “BART Station”). The left hand side is the contour plot

of the kernel density estimate for the observed assault events, obtained by ggplot2

in R package. The right hand side of Figure 2.4 overlays the subregion used with the

nonseparable covariance.
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Figure 2.4: The contour plot of the kernel density estimate for the assault events
(left) and landmarks with the subregion (right, color rectangular region)

To form a temporal covariate, we need a function whose support is the unit

circle. Since crime events occur more frequently in the evening and night hours,

less in the morning and afternoon hours, the most elementary constructed covariate

which reflects this would have two levels. Here, we let

κ(t) = µ(1 + δ1(t ∈ [4π/3, 2π))). (2.9)

On the 24 hour scale, this choice of κ would be interpreted as adopting level µ for

times between 02:00 and 18:00 and level µ(1 + δ) for times between 18:00 and 02:00

in the morning. µ and δ become model parameters; alternative windows could be

explored. In fact, as demonstrated in Figure 2.2, the pattern and incidence of crime

events vary across day of week. So, we introduce a different temporal covariate for
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each day of the week (writing µw and δw for w = Sun, . . . , Sat). Recalling Section

2.2, we make these covariates consistent by defining day of the week as 02:00 to

02:00. This specification yields κ(t, w) of the form in (2.9). Combined with gk(s, s
∗
k)

in (2.8), this enables our specification of λ(s, t, w) below.

Model specification

Our baseline space by circular time LGCP model with separable space-time co-

variance function is defined below. We employ the foregoing binary time of day

covariate and landmark distance covariates. The model is defined on grid points and

on each day of week. After discretization, let J be the total number of space-time

grids cells, i.e., we have (sj, tj), for j = 1, . . . , J and w = Sun, . . . , Sat

ysj ,tj ,w|λ(sj, tj, w) ∼ NHPP(λ(sj, tj, w)), sj ∈ D tj ∈ S1 (2.10)

λ(sj, tj, w) = λ0(sj)κ(tj, w) exp

(
−σ

2

2
+ z(sj, tj)

)
, (2.11)

z(sj, tj) ∼ GP(0, C), C = σ2Cs ⊗ Ct (2.12)

log λ0(sj) =
K∑
k=1

βkgk(sj, s
∗
k), (2.13)

gk(sj, s
∗
k) = exp

(
−1

2
(sj − s∗k)′Σ−1

k (sj − s∗k)
)

(2.14)

κ(tj, w) =
Sat∑

v=Sun

1(w = v)µv(1 + δv1(tj ∈ I)) (2.15)

where ysj ,tj ,w is the count for grid cell j on day w, t ∈ S1 is the circular time vari-

able, s is the location coordinates and I = [4π/3, 2π). The space and circular time

Gaussian process z(s, t) is common across all the day of week, while the temporal

covariate κ(t, w) is dependent on the day of week.

27



Prior specifications

We assume gamma priors for the time scale parameters µ and δ for convenience

and normal priors for β’s with large variance. As for the parameters of Gaussian

processes, we assume uniform distributions for φs and φt. The range associated with

φs is chosen such that the correlation between locations at the maximum distance

for the study region is 0.05. The maximum circular distance in time is π so we chose

φt to provide correlation 0.05 at that distance. We used these priors in both the

separable and nonseparable cases.

For the spatial Gaussian processes, φs and σ2 are not identifiable (Zhang, 2004)

so we need to adopt an informative prior distribution for one of them. Here, we are

informative about φ and adopt an inverse gamma distribution for σ2 with relatively

large variance. Finally, we assume a uniform prior on the domain of definition for

the separability parameter γ.

2.4.1 Model fitting

In fitting of the LGCP model, we have a stochastic integral of the form
∫
D×S1 λ(s, t)dsdt

in the exponential of the likelihood. We use grid cell approximation for this integral

as well as for the product term in the likelihood yielding

L(X ) ∝ exp

(
−

Sat∑
w=Sun

J∑
j=1

λ(s∗j , t
∗
j , w)∆s,t,w

) Sat∏
w=Sun

J∏
j=1

λnj,w(s∗j , t
∗
j , w) (2.16)

where nj,w is the number of events in grid j on day w, J is the number of grid cells,

N is the total number of points in the point pattern and (s∗j , t
∗
j) are the centroids of

the grids cells. Fitting this approximation is straightforward because we only require

evaluation of λ(s∗j , t
∗
j , w) over the grid cells.
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Sampling of parameters related to the NHPP model can be implemented through

the Metropolis Hastings (MH) algorithm. However, for the LGCP model, sampling

the large number of z’s from the Gaussian process is difficult to implement efficiently

with standard Gibbs sampling. The customary Metropolis-Hastings algorithm often

gets stuck in local modes, so a more sophisticated MCMC algorithm is required. A

now-common approach for the LGCP model is to utilize the Metropolis adjusted

Langevin algorithm (MALA) (see, Møller, Syversveen, and Waagepetersen (1998)

and Girolami and Calderhead (2011)).

Here, for the Gaussian process outputs and hyperparameters, we use elliptical

slice sampling (Murray et al. (2010) and Murray and Adams (2010)) as discussed

in Leininger and Gelfand (2016). Our sampling algorithm is based on algorithms

1 and 2 in Leininger (2014), p.50-51. Let z denote the vector of Gaussian process

variables we need to sample, with z having covariance matrix Cζ. Let z = Lζν

where Cζ = LζL
′

ζ and ν ∼ N (0, I). We sample ν∗ = ν cos(ω) + η sin(ω) where

η ∼ N (0, I) and ω ∼ U [0, 2π) through the elliptical slice sampling algorithm. Given

a sampled ν, we sample the hyperparameters ζ by proposing the ζ∗ ∼ q(ζ∗|ζ) and

z∗ = Lζ∗ν such that

u <
L(X|z∗, ζ∗)π(ζ∗)q(ζ|ζ∗)
L(X|z, ζ)π(ζ)q(ζ∗|ζ)

, u ∼ U [0, 1]

where L(·) is the likelihood in (2.16). We use random walk Metropolis Hastings

for proposing the candidates, adaptively tuning the variance of the proposal density

(see, Andrieu and Thoms (2008)). In this algorithm, sampling the hyperparameters

does not involve direct evaluation of the prior distribution of the Gaussian process

(N (z|0,Cζ)) due to the transformation of variables.
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2.5 Data analysis

In this section, we implement our model first for simulated data and then for the

SF crime dataset. We investigate our ability to recover the true model through the

simulation study where we use the same geographic region and time period as in the

real SF data. We approximate the likelihood by taking space and circular time grid

cells. We take 238 spatial grid cells for the full region and 64 spatial grid cells for the

subregion. As for the time grid, we take 48 time grid cells, i.e., 02:00–02:30, 02:30–

03:00, . . ., 25:30–02:00. As representative points to evaluate the intensity, we take

the centroids of the cells. We consider a separable covariance specification for the full

region and nonseparable covariance for the subregion around the Tenderloin and the

northern part of the Mission districts. We use the constructed spatial and temporal

covariates as discussed in Section 2.4. For the directional Gaussian kernels associated

with the landmarks, we need to estimate the correlation parameters ρk, k = 1, 2. We

plug in the posterior means of these parameters obtained under the NHPP models

for each crime category (see Table 2.1).

Table 2.1: Posterior means of the correlation parameters ρ1 and ρ2 in the directional
Gaussian kernels for the NHPP model.

Full region Subregion
Assault Burg/Rob Drug Assault Burg/Rob Drug

ρ1 0.097 0.088 0.209 0.151 0.232 0.284
ρ2 -0.142 -0.344 0.054 -0.537 -0.893 0.946

Following Section 2.4, the priors for the parameters are chosen as µw, δw ∼

G(2, 0.05), β ∼ N (0, 100IK), σ2 ∼ IG(2, 0.05), φs ∼ U [0, 0.3], φt ∼ U [0, 6] and

γ ∼ U [0, 1). We generate 150,000 posterior samples and take 100,000 as burn-in

period for the full region and 100,000 samples and take 50,000 as burn-in period for

the subregion. We also report the inefficiency factor (IF)3 which suggests the relative

3 The inefficiency factor is the ratio of the numerical variance of the estimate from the MCMC
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number of correlated draws necessary to attain the same variance of the posterior

sample mean from the uncorrelated draws (Chib (2001)).

2.5.1 Simulation study results

The simulation data are generated from our model specification in Section 2.4 with

posterior means ρ1 and ρ2 for assault events (i.e., ρ1 = 0.097 and ρ2 = −0.142)

and without day of week effects, i.e., µw = µ and δw = δ for w = Sun, . . . , Sat.

Specifically, we generate a point pattern under a separable covariance function for

the full region and a second point pattern under a nonseparable covariance function

for the subregion. The resulting numbers of points are 9,935 for the full region and

6,451 for the subregion. A LGCP model with separable covariance (LGCP-Sep) and

NHPP model with the spatial and time covariates are implemented for simulated

data over the full region.

Table 2.2: Estimation results for NHPP and the space by circular time LGCP with
separable covariance for the simulation data over the full region

NHPP LGCP-Sep (True)
True Mean 95%CI IF True Mean 95%CI IF

µ 1 0.081 [0.079, 0.084] 1 µ 1 1.317 [0.705, 2.485] 72
δ 0.5 1.125 [1.049, 1.208] 1 δ 0.5 0.391 [0.185, 0.649] 66
β1 3 3.048 [2.966, 3.128] 4 β1 3 3.990 [3.165, 4.949] 72
β2 3 3.287 [3.204, 3.362] 4 β2 3 2.673 [1.599, 3.907] 74
ρ1 0.097 0.551 [0.501, 0.596] 1 σ2 3 3.256 [2.850, 3.886] 73
ρ2 -0.142 -0.424 [-0.480, -0.362] 1 φs 0.02 0.019 [0.018, 0.021] 60

φt 0.1 0.101 [0.085, 0.117] 65
σ2φs 0.06 0.064 [0.056, 0.075] 68
σ2φt 0.3 0.328 [0.290, 0.375] 56

Table 2.2 shows the estimation summary for the simulation data over the full

region. The NHPP inference shows high precision but poor accuracy. For LGCP-

Sep, although consistency for φs and σ2 is not guaranteed (see Zhang (2004)), we see

sample relative to that from hypothetical uncorrelated samples, and is defined as 1 + 2
∑∞

s=1 ρs
where ρs is the sample autocorrelation at lag s. These values on tables are calculated with samples
obtained at each 50 iteration
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good recovery of the parameters. For the NHPP model with the spatial and time

covariates, since the space time Gaussian processes are not included in the model,

the estimation results have biases relative to the true values based on the LGCP-Sep.

The true and posterior intensity surface at two time grids: (1) 12:00–12:30 and (2)

24:00–24:30 are shown in Appendix A.1. Compared with the true surface, we see

some preference for the LGCP-Sep.

Table 2.3: Estimation results for the space by circular time LGCP for simulation
data over the subregion: LGCP with separable covariance (left) and LGCP with
nonseparable covariance (right)

LGCP-Sep LGCP-NonSep (True)
True Mean 95%CI IF True Mean 95%CI IF

µ 1 0.778 [0.196, 2.283] 73 µ 1 0.533 [0.144, 1.796] 73
δ 0.5 0.196 [0.000, 0.502] 70 δ 0.5 0.249 [0.076, 0.491] 58
β1 3 2.909 [1.913, 4.150] 73 β1 3 2.961 [2.261, 3.946] 72
β2 3 2.600 [1.903, 3.213] 71 β2 3 2.472 [1.895, 3.132] 70
σ2 1 0.842 [0.567, 1.442] 72 σ2 1 0.913 [0.535, 1.301] 72
φs 0.02 0.029 [0.014, 0.043] 70 φs 0.02 0.024 [0.014, 0.039] 69
φt 0.1 0.168 [0.117, 0.236] 58 φt 0.1 0.125 [0.084, 0.181] 61
σ2φs 0.02 0.023 [0.017, 0.032] 64 σ2φs 0.02 0.022 [0.013, 0.032] 67
σ2φt 0.1 0.139 [0.091, 0.217] 64 σ2φt 0.1 0.111 [0.075, 0.163] 61

γ 0.8 0.498 [0.031, 0.951] 67

Table 2.3 shows the estimation summary for the simulated data over the subre-

gion. True values of parameters are recovered well by the LGCP model with nonsep-

arable covariance (LGCP-NonSep). Although the true value of γ is included in the

95% CI, the posterior for γ has large variance. Since the true model is LGCP-NonSep

with γ = 0.8, the estimation of φt by LGCP-Sep yields some bias. The true and

posterior intensity surface for two time grids: (1) 12:00–12:30 and (2) 24:00–24:30

are shown in Appendix A.1. The estimated intensity surfaces for LGCP-Sep and

LGCP-NonSep are similar to each other. Additionally, we also compare the values

of RPS and PIC of LGCP-Sep with those of LGCP-NonSep. Model comparison will

change with the selection of time grid but, altogether, the differences are ignorable.
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Details are provided in Appendix A.1.

2.5.2 Real data application

Full region

The numbers of crime events in 2012 for the full region are 9,834 for assault, 9,884

for burglary/robbery and 6,234 for drug. We implement LGCP-Sep and NHPP,

assessing validation with 90% PIC and comparison using RPS. We separate X test

and X train with p = 0.5. We calculate RPS and 90% PIC for three time ranges: (1)

02:00–10:00, (2) 10:00–18:00 and (3) 18:00–02:00. As for the choice of Qr, from the

grid approximation over space and time, each Qr is chosen as a sum of grid units

over space for each time interval. As above, the area of Qr is approximately equal

to q|D| where |D| is the total area and here we choose the relative size q ≤ 0.1.

We randomly choose 1,000 sets of Qr uniformly over D and, following Section 2.4,

compute average RPS and 90% PIC over these sets. Figure 2.5 shows RPS and PIC

for the three crime categories and three time ranges. Figure 2.5 reveals that the

LGCP-Sep model outperforms the NHPP model for all of the crime types and all of

the time ranges. Figure 2.5 also demonstrates that the LGCP-Sep 90% predictive

intervals capture nominal coverage very well while the PIC’s for the NHPP are too

small.

There may be interest in assessing local model adequacy to see if there are areas

where the model is not performing well. Due to the flexibility of the LGCP-Sep

model, we would not expect to see any local anomalies. However, we can assess this

using our posterior samples and our collection of Qr’s, enabling calculation of local

PIC’s. These are presented in Figure 2.6 for each crime type over the spatial region.

We see that most are above the nominal, a few below, but there is no evident pattern,
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no clustering. So, we can conclude that any over- or under-fitting occurs at random

over the region.
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Figure 2.5: The rank probability score (left) and predictive interval coverage (right)
for the full region: NHPP (blue line) and LGCP with separable covariance (red line).
q is the relative area of Qr to that of D.
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Figure 2.6: Local in-sample PIC for the three crime types

Table 2.4 shows the estimation results for the space by circular time LGCP for

the three crime categories in 2012. With day of week specific µw and δw, µ0 and δ0

are set to the means of them over the days of week, yielding µw − µ0 and δw − δ0

as deviations. See Figure 2.7 below for inference on the δw across day of the week.

The spatial covariates β are positively significant. In particular, β1 and β2 for drug

crimes show larger values than those for the other crime types. This result suggests

that drug events are more concentrated around landmarks L1 and L2.
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Table 2.4: Estimation results for space by circular time LGCP for the full region with
separable covariance: assault (left), burglary/robbery (middle) and drug (right)

Assault Burglary/Robbery Drug
Mean 95%CI IF Mean 95%CI IF Mean 95%CI IF

µ0 36.94 [20.62, 60.12] 70 36.18 [21.45, 57.79] 70 32.43 [19.04, 58.32] 69
δ0 0.342 [0.201, 0.613] 68 0.188 [0.069, 0.424] 69 0.344 [0.137, 0.672] 70
β1 1.654 [1.146, 2.023] 69 2.646 [2.038, 3.542] 73 3.874 [2.146, 5.045] 74
β2 1.202 [0.614, 1.778] 70 0.470 [0.048, 0.823] 65 3.745 [2.117, 4.399] 71
σ2 5.598 [5.064, 6.471] 73 5.756 [5.331, 6.219] 72 8.424 [7.868, 8.984] 67
φs 0.011 [0.010, 0.013] 70 0.005 [0.005, 0.007] 70 0.027 [0.025, 0.030] 68
φt 0.137 [0.123, 0.151] 58 0.178 [0.163, 0.196] 59 0.161 [0.140, 0.182] 63
σ2φs 0.066 [0.059, 0.072] 61 0.033 [0.028, 0.037] 65 0.231 [0.207, 0.259] 63
σ2φt 0.769 [0.681, 0.864] 61 1.027 [0.887, 1.164] 65 1.362 [1.182, 1.540] 60

Figure 2.7 shows the posterior mean and 95% CI of
∑J

j=1 λ(s∗j , t
∗
j , w)∆s,t,w against

counts on each day of week. For a given w,
∑J

j=1 λ(s∗j , t
∗
j , w

∗
j )∆s,t,w is approximately

the expected number of crime events on day w a year. The left panel demonstrates

that the posterior mean of
∑J

j=1 λ(s∗j , t
∗
j , w)∆s,t,w traces the observed counts on days

of week accurately. The right panel displays the posterior mean and 95% CI of δw.

Although the variance of δw is large, this figure shows that δw varies with day of week;

for assault, weekend δ’s are larger. Since all of the δw’s are positive, regardless of day

of week or type of crime, we find elevated risk in the evening hours. Interestingly,

although drug counts on Wednesday are larger than those on other days, δWed for drug

is smaller than those for the other days. Additionally, in Appendix A.1, we provide

figures for the posterior mean intensity surfaces for the three crime categories for

three time grids: (1) 08:00–08:30, (2) 16:00–16:30 and (3) 24:00–24:30. The figures

reveal different intensity patterns for each category and time grid.

Subregion

Finally, we turn to the nonseparable case, providing results for the subregion and

comparison with the separable case. The number of points are 5,579 for assault, 5,407
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Figure 2.7: Posterior mean and 95% CI of
∑J

j=1 λ(s∗j , t
∗
j , w)∆s,t,w (left: dotted

points are crime counts) and δw (right) on each day of week for the full region:
dashed lines are 95% CI

for burglary/robbery and 4,415 for drug crimes. Figure 2.8 shows the RPS and PIC

for three models for the subregion: (1) NHPP, (2) LGCP-Sep and (3) LGCP-NonSep.

Although both LGCP models fit considerably better than NHPP model, the model

performance of LGCP-Sep is difficult to be distinguish from that of LGCP-NonSep.

This result is consistent with our findings in the simulation study.
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Figure 2.8: The rank probability score (left) and predictive interval coverage (right)
for the subregion: NHPP (blue line), LGCP with separable covariance (red line) and
LGCP with nonseparable covariance (green line). q is the relative area of Qr to that
of D.

Table 2.5 shows the estimation results. The estimated values of µ0 for assault

and burglary/robbery crimes are higher and have larger variances than that for drug

crimes. From our model specification, µ0 and σ2 have strong positive correlation
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because both parameters are scale parameters for the intensity, i.e., µ0 exp(−σ2/2).

In fact, the results reveal larger values of µ0 and σ2 for assault and burglary/robbery

events, a smaller value of µ0 and σ2 for drug events. γ > 0 express the degree

of nonseparability. It varies with crime type but has high uncertainty so that the

differences between types are not distinguished. As in the simulation study, the

difference between LGCP-Sep and LGCP-NonSep is very small with respect to RPS.

Figure 2.9 shows the posterior mean and 95% CI of the
∑J

j=1 λ(s∗j , t
∗
j , w)∆s,t,w against

counts on each day of week. The right figure exhibits the posterior mean and 95%

CI of the δw. Although the results are similar to those for the full region, δWed for

drug is larger than that for the full region while now, δTue for drug is smaller than

that for the full region.

Table 2.5: Estimation results for the space by circular time LGCP for the subregion
with nonseparable covariance: assault (left), burglary/robbery (middle) and drug
(right)

Assault Burglary/Robbery Drug
Mean 95%CI IF Mean 95%CI IF Mean 95%CI IF

µ0 38.49 [19.89, 66.82] 67 67.93 [12.39, 51.44] 71 0.281 [0.237, 0.764] 71
δ0 0.360 [0.196, 0.625] 67 0.347 [0.000, 0.980] 71 0.284 [0.001, 0.764] 70
β1 1.875 [0.819, 2.586] 72 2.236 [1.819, 2.551] 65 4.204 [3.643, 4.975] 71
β2 1.889 [1.103, 2.726] 72 1.498 [0.449, 2.464] 66 2.562 [1.451, 3.972] 66
σ2 5.065 [4.435, 5.508] 70 7.244 [6.661, 8.382] 72 2.331 [1.761, 2.935] 67
φs 0.014 [0.012, 0.016] 65 0.003 [0.003, 0.004] 60 0.075 [0.059, 0.094] 66
φt 0.147 [0.117, 0.191] 69 0.236 [0.196, 0.277] 59 0.604 [0.354, 0.815] 68
γ 0.104 [0.006, 0.246] 55 0.069 [0.003, 0.194] 48 0.236 [0.016, 0.533] 53
σ2φs 0.072 [0.063, 0.083] 57 0.033 [0.028, 0.037] 65 0.231 [0.207, 0.259] 63
σ2φt 0.742 [0.617, 0.933] 66 1.027 [0.887, 1.164] 65 1.362 [1.182, 1.540] 60

2.6 Summary and future work

We have looked at times and locations of crime events for the city of San Francisco.

We have argued that these data should be treated as point patterns in space and time

where time should be treated as circular. We introduced derived spatial covariates

(using distance from landmarks) and temporal covariates (using day of the week).
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Figure 2.9: Posterior mean and 95% CI of
∑J

j=1 λ(s∗j , t
∗
j , w)∆s,t,w (left: dotted

points are crime counts) and δw (right) on each day of week for the subregion: dashed
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We have looked at NHPP and LGCP models for such data. For the latter, we

have proposed valid space and circular time Gaussian processes, both separable and

nonseparable, for use in the LGCP. We have shown through a simulation example,

that we can recover the underlying model and intensity surface. We have discussed

criteria for model adequacy (PIC) and model comparison (RPS). We have shown that

the LGCP outperforms the NHPP for the SF crime data. However, strong support

for nonseparability for the subregion is not seen through our model estimation.

Future work will focus on more efficient computation. It will find us trying to de-

velop appropriate approximations to enable us to fit the nonseparable model to larger

regions. It will also consider alternative approaches to the likelihood approximation,

following strategies proposed by Adams et al. (2009).
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3

Inference for Log Gaussian Cox Processes Using an
Approximate Marginal Posterior

3.1 Introduction

Fitting LGCP models is challenging because the likelihood of the LGCP includes an

integration of the intensity over the domain of interest. The integral is stochastic

and is analytically intractable so approximation methods are required. One strategy

is to grid the study region (creating a so-called set of representative points) and

approximate this integral with a Riemann sum (Møller et al. (1998) and Møller and

Waagepetersen (2004)). Bayesian model fitting using Markov chain Monte Carlo

(MCMC) methods is more demanding since it requires repeated approximation over

the iterations of the sampling. As a result, a standard MCMC scheme needs repeated

conditional sampling of high dimensional latent Gaussian variables. The convergence

of posterior samples based on this approximated likelihood to the exact posterior

distribution is guaranteed by results in Waagepetersen (2004). However, sampling

of high dimensional GP remains a demanding computational task. Calculating the

inverse or Cholesky decomposition is required for sampling of the joint distribution of
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n variables. For an n-dimensional covariance matrix, these calculations requireO(n3)

computational time and O(n2) memory for storage. Recent approaches for dealing

with this “big n” problem in geostatistical contexts include the nearest-neighbor GP

(Datta et al. (2016)) and multi-resolution GP (Katzfuss (2016)).

An alternative approach is to employ the sigmoidal Gaussian Cox processes

(SGCP) proposed by Adams et al. (2009). This approach utilizes the thinning prop-

erty for NHPP (Lewis and Shedler (1979)) to avoid grid approximation; it obtains

exact inference by introducing and sampling a GP on latent thinned points in addi-

tion to observed points. Although this approach does not require the evaluation of

the intractable stochastic integral, sampling of a GP on observed and latent thinned

points is necessary within each MCMC iteration. When the number of observed

points is large or the intensity surface is highly peaked in small areas, implementa-

tion of this approach can be computationally infeasible,

As for the literature on MCMC-based Bayesian inference for LGCP’s, Møller et al.

(1998) implement a Metropolis adjusted Langevin algorithm (MALA) proposed and

investigated by Besag (1994), Roberts and Tweedie (1996) and Roberts and Rosen-

thal (1998)). This algorithm achieves a higher asymptotic acceptance rate than a

random walk Metropolis-Hastings (MH) algorithm (see, Robert and Casella (2004))

by employing the transition density induced by the Langevin diffusion. Diggle et al.

(2013) survey models of space-time and multivariate LGCP (mLGCP) and imple-

ment manifold MALA (MMALA), Girolami and Calderhead (2011), which exploits

the Riemann geometry of parameter spaces of models and achieves automatic adap-

tive tuning to the local structure through a preconditioning matrix (Roberts and

Stramer (2003)). More recently, Leininger and Gelfand (2016) implement elliptical

slice sampling, as proposed by Murray et al. (2010), for sampling high dimensional

latent Gaussian variables under a spatial LGCP. This algorithm does not require the

fine tuning or differentiation with regard to the target density. Chakraborty et al.
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(2011) consider point patterns of species locations collected, so-called presence-only

datasets. They fit an LGCP using a Gaussian predictive process approximation as

proposed by Banerjee et al. (2008). Paci et al. (2016) construct space-time LGCP

for residential property sales data by implementing the nearest neighbor GP (Datta

et al. (2016)) noted above.

Integrated nested Laplace approximation (INLA, Rue et al. (2009)) was proposed

and has been investigated as an alternative Bayesian inference strategy. INLA is a

highly efficient approximate Bayesian inference scheme for structured latent GP mod-

els. It approximates the marginal posterior distribution of the model hyperparame-

ters by using Laplace approximation (Tierney and Kadane (1986)). Approximating

a Gaussian process or Gaussian random field (GRF) by a Gaussian Markov random

field (GMRF), (see Rue and Held (2005)) results in a precision matrix rather than a

covariance matrix. No matrix inversion is required; computationally efficient evalu-

ation of the posterior marginal distribution of hyperparameters and latent Gaussian

variables is achieved. Lindgren et al. (2011) show the connection of GMRFs to

GRFs through a stochastic partial differential equation, in support of the GMRF

approximation. Illian et al. (2012) implement INLA for inference with the LGCP,

demonstrating its applicability with several ecological datasets. More recently, Simp-

son et al. (2016) implement INLA, employing the results in Lindgren et al. (2011),

for inference with the LGCP and discuss its convergence properties. The INLA ap-

proach has been successfully implemented for latent GP models where the dimension

of the hyperparameters of the GP is low (basically 2 to 5, but not exceeding 20, see

Rue et al. (2016)).

Recently, Bayesian inference for the marginal posterior within the MCMC per-

spective using a so-called pseudo marginal MCMC (PM-MCMC) approach has been

proposed by Andrieu and Roberts (2009). The approach introduces an unbiased

estimator of the marginal likelihood integrated over latent variables into the MH
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acceptance ratio instead of the likelihood itself. The attractive and surprising prop-

erty of the method is that, using this unbiased estimator, convergence to the exact

marginal posterior distribution is guaranteed. The efficiency of this algorithm in-

creases as the variance of the unbiased estimator decreases. A straightforward con-

struction of this estimator is through importance sampling. Filippone and Girolami

(2014) implement PM-MCMC for latent Gaussian process models and investigate

its availability. However, the direct implementation of PM-MCMC for LGCP has a

major computational problem. Implementation of high dimensional Monte Carlo or

importance sampling is required to construct an unbiased estimate. Although the

accuracy of inference is dependent on the resolution of the approximation, the large

grid approximation increases the variance of the unbiased estimator.

In this chapter, we propose a general approximate Bayesian inference scheme for

the LGCP. This computational scheme is comprised of two steps. At the first step,

we estimate the approximate marginal posterior of the parameters by PM-MCMC.

To avoid the high dimensionality of the latent Gaussian variables, we develop a

two-step grid approximation over the study region and convert the likelihood into a

multivariate product Poisson log normal (mPLN, Aitchison and Ho (1989)) through

the moment formula for Cox processes. At the second step, we calculate the marginal

posterior distribution of the latent Gaussian variables. Hence, our computational

scheme is similar in spirit to INLA but without concern regarding the dimension of

the hyperparameters.

The format of the chapter is as follows. Section 3.2 reviews some Bayesian infer-

ence approaches for LGCPs. Section 3.3 provides the development of our marginal

posterior approximation for a LGCP along with the introduction of the pseudo

marginal approach and the kernel mixture marginalization. In Section 3.4, we inves-

tigate the proposed algorithms with some simulation investigation while in Section

3.5 we analyze a tree species dataset. Finally, Section 3.6 offers discussion regarding
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our approach.

3.2 Reviewing Bayesian inference for log Gaussian Cox processes

3.2.1 MCMC based inference

Let X = {s1, . . . , sn} be the observed point pattern in the study region, D ⊂ Rd.

Then, given the intensity surface λ(·), the likelihood of the LGCP is defined as

L(X|θ, z) ∝ exp

(
−
∫
D

λ(u|θ, z(u))du

)∏
s∈X

λ(s|θ, z(s)) (3.1)

λ(s|θ, z(s)) = exp

(
X(s)β + z(s)

)
, z(X ) ∼ N (0,Cζ(X ,X ′)), (3.2)

Here X(s) is a covariate vector with β an associated coefficient vector and z(X ) =

(z(s1), . . . , z(sn)) denotes the n-variate zero mean Gaussian distribution with covari-

ance matrix Cζ(X ,X ′) = (Cζ(si, sj))i,j=1,...,n with a hyperparameter vector ζ. We

collect all of the parameters as θ, i.e., θ = (β, ζ).

The stochastic integral inside the exponential is analytically intractable so ap-

proximation is required. Finite grid approximation, using K points, takes the form∑K
k=1 λ(uk|θ, z(uk))∆k where ∆k is the area of k-th grid cell (Møller et al. (1998)

and Illian et al. (2012)). For this approximation, K variables from the GP have to

be sampled, we need to calculate the inverse of a K ×K covariance matrix within

each MCMC iteration.

The sigmoidal Gaussian Cox processes (SGCP) by Adams et al. (2009) specifies

the intensity as λ(·) = λ∗ϕ(z(·)), where λ∗ is an upper bound on the intensity surface

over the study region and ϕ(·) is the logistic function, ϕ(z) = (1+exp(−z))−1. They

introduce the latent points X ∗ = {s∗1, . . . , s∗W}, and consider Xaug = {X ,X ∗} as a

realization of homogeneous Poisson point process over D with intensity λ∗|D|, where
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|D| is the area of D. Then, the joint density of {Xaug, z(Xaug)} is

L(Xaug, z(Xaug)|θ,W ) = (λ∗)n+W exp{−λ∗|D|}
n∏
j=1

ϕ(z(sj))
W∏
w=1

ϕ(−z(s∗w))

×N (z(Xaug)|0,Cζ(Xaug,X
′

aug)) (3.3)

where z(Xaug) is a (n+W )× 1 Gaussian random vector on Xaug and Cζ(Xaug,X
′
aug)

is the (n+W )× (n+W ) covariance matrix. The specification above suggests that

the n + W points are uniformly generated by a homogeneous Poisson point process

with the intensity λ∗ over D. Then, X is considered as a set of observed points and

X ∗ is a set of thinned events through the thinning property for NHPP (Lewis and

Shedler (1979) and Ogata (1981)) with the intensity surface λ∗ϕ(z(·)). In addition

to ζ, (W , X ∗, z(Xaug), λ∗) are updated within MCMC iteration. Although the eval-

uation of the stochastic integral is not required in this approach, the sampling of an

n + W dimensional vector from the GP is necessary within each MCMC iteration.

When the n is large or the surface of the intensity surface is highly spiky on subre-

gions (more events will be retained under the thinning), this algorithm can become

computationally infeasible.

For sampling of the GP outputs and hyperparameters, one option is elliptical

slice sampling (Murray et al. (2010) and Murray and Adams (2010)) as discussed in

Leininger and Gelfand (2016). Let z = Lζν where Cζ = LζL
′

ζ and ν ∼ N (0, I).

We draw a proposal ν∗ for ν along the elliptical curve, i.e., ν∗ = ν cos(ω) +η sin(ω)

where η ∼ N (0, I), ω ∼ U [0, 2π), and z = Lζν
∗. When

logL(X|θ, z∗) > logL(X|θ, z) + log v (3.4)

where v ∼ U [0, 1], the proposal is accepted. Otherwise, the proposal region along

the elliptical curve is shrunk and a new value is proposed. This approach is easy

to implement without tuning, ν∗ moves toward ν automatically after rejection. In

this algorithm, sampling the hyperparameters does not involve direct evaluation of
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the prior distribution of the GP due to the transformation of variables (Møller et al.

(1998) and Murray and Adams (2010)). Hence, the calculation of the inverse of

covariance matrix is not required but Cholesky decomposition is still necessary.

The Metropolis adjusted Langevin algorithm (MALA) was originally suggested

by Besag (1994) and further investigated by Roberts and Tweedie (1996) and Roberts

and Rosenthal (1998). This approach is a Metropolis-Hastings (MH) algorithm

with the transition density driven by Langevin diffusion, z∗ = z(i−1) + σnν
(i−1) +

σ2
n

2
∇ log{π(z(i−1)|X )} where the random variables ν(i−1) are distributed as indepen-

dent standard normal and σ2
n is the step variance. Since the Langevin algorithm

utilizes local gradient information of the target density, a higher optimal acceptance

rate is accomplished than with random walk MH (Roberts and Rosenthal (1998)).

Although the drift term in the proposal for the MALA introduces the direction for the

proposal based on the gradient information, the isotropic diffusion will be inefficient

for strongly correlated variables (Girolami and Calderhead (2011)). For this prob-

lem, Roberts and Stramer (2003) introduce a preconditioning matrix M such that

z∗ = z(i−1) +σnM
−1/2ν(i−1) + σ2

n

2
M−1∇ log{π(z(i−1)|X )}. However, it is unclear how

to specify M. Girolami and Calderhead (2011) propose manifold MALA (MMALA),

which incorporates the Riemann geometry of the parameter spaces of the models in

order to achieve automatic adaptive tuning to the local structure. For a LGCP, M is

a K ×K full matrix with computational cost of inversion O(K3). So, although this

approach achieves sampling efficiency, iterative calculation of a preconditioning ma-

trix is computationally costly. In summary, these foregoing MCMC based inference

approaches for LGCPs introduce computational cost O(K3) and O(K2) memory for

storage.
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3.2.2 Integrated nested Laplace approximation

Integrated nested Laplace approximation (INLA) proposed by Rue et al. (2009) of-

fers highly efficient approximate Bayesian inference for structured latent Gaussian

models. A very recent review is Rue et al. (2016). We briefly review INLA here to

facilitate comparison with the approximation approach we propose in Section 3.3.

Let y = {y1, . . . , yn} be an observed dataset, modeled as π(y|β, z) with z modeled as

π(z|ζ). The approach approximates the marginal posterior of latent Gaussian vari-

ables. In particular, INLA implements Laplace approximation (Tierney and Kadane

(1986) and Barndorff-Nielsen and Cox (1989)) for estimating these posteriors. With

the approximate posterior for ζ, π̃(ζ|y), the approximate marginal posterior of zi for

i = 1, . . . , n is evaluated as

π̃(zi|y) =
∑
j

π̃(zi|ζj,y)π̃(ζj|y)∆ζj . (3.5)

where ∆ζj is the area of the grid cell for ζj. The sum is over the gridded values of

ζj with area ∆ζj .

Calculation of π̃(ζ|y) arises as

π̃(ζ|y) ∝ π(z,y, ζ)

π̃(z|ζ,y)

∣∣∣∣
z=z∗(ζ)

(3.6)

where π̃(z|ζ,y) is the Gaussian approximation to the full conditional of z, and z∗(ζ)

is the mode of the full conditional for z given ζ (Rue et al. (2009) and Martins et al.

(2013)). In the context of a Gaussian Markov random field (GMRF, Rue and Held

(2005)), Laplace approximation for the precision matrix of a GP yields fast com-

putation because the zeros in the precision matrix imply conditional independence

of the variables. As a result, the computational cost for the spatial GMRF case is

O(K3/2) computational time with O(K log(K)) memory for storage (see Rue and

Held (2005)).
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Illian et al. (2012) implement the INLA approach for a LGCP and Simpson et al.

(2016) investigate its convergence properties using the theoretical results regarding

the connection between the GMRF and GRF in Lindgren et al. (2011). Although

INLA based inference for a LGCP is highly efficient, it has to evaluate π̃(ζj|y) for

each gridded ζj and then integrate over π(ζ|y) to calculate π̃(zi|y). For example,

if we take only three integration points in each dimension, the cost would be 3p

to cover all combinations in p dimensions. Hence, INLA based inference is really

practical only for low dimensional ζ along with coarse grids (see, Rue et al. (2009),

Illian et al. (2012), and Simpson et al. (2016)). Point pattern models requiring more

complex covariance specification, e.g., nonstationarity, nonseparability in space and

time and multivariate spatial processes may exceed the capability of INLA. For this

problem, Rue et al. (2009) and Martins et al. (2013) consider central composite

design (CCD) integration, which designs the evaluation points by using the mode

ζ∗ and the negative Hessian matrix as a guide under the Gaussian assumption.

The method is a default setting for taking evaluation points in the case where the

number of hyperparameters is larger than two in the R-INLA package (Lindgren and

Rue (2015)). However, Gaussian assumptions with negative Hessian matrix as a

guide might not be accurate enough when the marginal posterior distribution of

some components of ζ is strongly skewed, e.g., a variance parameter in a covariance

matrix.

3.3 Pseudo-marginal for exact MCMC for the approximate marginal
posterior of the parameters

Here, we lay out a computational scheme based on pseudo-marginal MCMC originally

introduced by Beaumont (2003) and further investigated by Andrieu and Roberts

(2009). Since our computational scheme is specifically for a LGCP, we assume an

observed point pattern X . Our approach has a flavor similar to that of INLA; we
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seek efficient and accurate Bayesian inference under an approximate marginal pos-

terior distribution for θ = (β, ζ), i.e., π̃(θ|X ). This approximate marginal posterior

distribution is constructed in a different way from INLA, tuned for the LGCP set-

ting, and is estimated in the MCMC framework. After obtaining this approximate

marginal posterior, we can obtain the joint marginal posterior of the latent Gaussian

variables as

π̃(z|X ) =

I+i0∑
i=i0+1

π(z|θ(i),X )π̃(θ(i)|X ) (3.7)

where I is the number of approximate marginal posterior samples and i0 is the end

point of the burn-in period.

Given the retained {θ(i)}I+i0i=i0+1, perhaps thinned for approximate independence,

we can estimate π(z|θ(i),X ) at each θ(i). Since we can sample π(z|θ(i),X ) given

θ(i), calculation of inverse or Cholesky decomposition of covariance matrices can

be implemented independently for different θ(i). With a computing environment

providing multiple cores/nodes, we can allocate the estimation tasks to each core.

So the heavy iteration through MCMC, which is not parallelizable, is not required.

Furthermore, since θ(i) is fixed, z converges more rapidly to π(z|θ(i),X ) (Filippone

et al. (2013)). The sampling inefficiency caused by the high correlation between

z and θ is mitigated. The posterior samples of z are obtained by elliptical slice

sampling for LGCP (Leininger and Gelfand (2016)) or MALA (Møller et al. (1998)

and Diggle et al. (2013)). This step can be implemented independently with respect

to different θ(i), since we only need to sample z|X ,θ(i) at fixed θ(i).

Hence, we turn to the question of how to accurately estimate π(θ|X ) for LGCP.

For working with latent variables, the pseudo-marginal approach was introduced by

Beaumont (2003) and its convergence properties were investigated by Andrieu and

Roberts (2009). The key point is to construct an unbiased estimate of the likelihood,

in our case π̂(X|θ), i.e., the likelihood by integrating out latent variables. Then, this
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estimated likelihood is put into the Metropolis Hastings (MH) acceptance ratio, i.e.,

α =

{
1,
π(θ∗)π̂(X|θ∗)q(θ|θ∗)
π(θ)π̂(X|θ)q(θ∗|θ)

}
(3.8)

If a uniform random variable u is drawn and u < α, we retain θ∗ and π̂(X|θ∗).

The convergence to π(θ|X ) is guaranteed as long as π̂(X|θ) is an unbiased estimate

of π(X|θ). Andrieu and Roberts (2009) demonstrate the uniform ergodicity of the

algorithm. The efficiency is dependent on the variance of π̂(X|θ). When π̂(X|θ) is

a noisy estimate, the accepted samples will be highly correlated. So, the main task

for the pseudo-marginal approach is to construct an unbiased estimate π̂(X|θ) with

small variance over θ.

The straightforward approach is importance sampling (e.g., Robert and Casella

(2004)) which enables construction of an unbiased estimate with smaller variance

than the direct Monte Carlo estimate. Filippone and Girolami (2014) implement the

pseudo-marginal approach for estimating the hyperparameters of a GP. They utilize

Laplace approximation (Tierney and Kadane (1986) and Barndorff-Nielsen and Cox

(1989)) and expectation propagation (Minka (2001)) as the importance density to

construct an unbiased estimate. For the LGCP, we need to introduce a grid ap-

proximation over the study region. For an accurate implementation, sufficiently fine

gridding is required with regard to approximating the infinite dimensional stochastic

integral. So, straightforward importance sampling for our high dimensional case is

not promising.

Instead, let B = (B1, . . . , BM) be a vector of M disjoint sets partitioning D,

i.e.,
⋃M
m=1Bm = D, with T (X ) = (T1(X ), . . . , TM(X )) = (N(B1), . . . , N(BM)) and

δ = (δ1, . . . , δM) vectors of the counts and intensities, respectively on each subregion.

That is, direct pseudo-marginal MCMC assumes a homogeneous Poisson on each

grid as in standard MCMC and in INLA approaches. We take T (X ) as a set of

summary statistics for X and construct an approximate distribution for T (X ) given
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θ utilizing the multivariate Poisson log normal (mPLN) kernel function (Aitchison

and Ho (1989)). Then, with a prior on θ, we take π̃(θ|X ) = π(θ|T (X )).

The direct implementation of the pseudo-marginal approach requires high dimen-

sional grid approximation over D, i.e., integrating out M latent Gaussian variables

where large M is required due to the “local” homogeneity approximation for the

intensity. The estimator is given by

π̂(T (X )|θ) =
1

Nimp

Nimp∑
j=1

π(T (X )|δj)π(δj|θ)

g(δj|T (X ),θ)
, δj ∼ g(δj|T (X ),θ) (3.9)

where Nimp is the number of samples from the importance density g(δ|T (X ),θ).

When M is large (e.g., M = K), obtaining an estimate with small variance is

computationally demanding because a very large Nimp is needed.

In our approach, we avoid high dimensional integration by utilizing the first and

second moment equations induced by general moment formula for Cox processes.

We can calculate the exact first and second order moments from the general moment

formulae for Cox processes (see below). So, although we take grid approximation

as in the direct implementation, for us, the first and second order moments of the

distribution for T are induced by the moments of the LGCP. These moment choices

mitigate biases in INLA and MCMC based algorithms caused by insufficient gridding

with homogeneous intensity on each grid cell.

3.3.1 Kernel mixture marginalization

We consider kernel mixture marginalization for the density of T , i.e.,

π(T (X )|θ) =

∫ M∏
m=1

PO(Tm(X )|δm)π(δ|θ)dδ (3.10)

where π(δ|θ) is the prior distribution of the intensity vector and PO(Tm(X )|δm) is

Poisson distribution with intensity δm. This mixture representation incorporates the
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correlation structure for the counts into the intensity distribution. That is, condi-

tionally, given the intensity, the counts for different grid cells are independent with

a product Poisson joint distribution but marginally, they are dependent. Direct nu-

merical integration for equation (3.10) is difficult when M is large. In our approach,

we introduce the exact first and second order moments induced from the Cox process

to keep M is small (< K).

From the moment formulae for general Cox processes (e.g., Møller and Waagepetersen

(2004)), we can obtain the first and second moments of the marginal counts sum-

mary vector given θ, i.e., αθ,m = E[Tm(X )|θ] and βθ,mm′ = Cov[Tm(X ), Tm′(X )|θ]

for m,m′ = 1, . . . ,M ,

αθ,m =

∫
Bm

λθ(u)du, λθ(s) = Ez[λ(s|θ, z(s))] (3.11)

βθ,mm′ =

∫
Bm∩Bm′

λθ(u)du+

∫
Bm

∫
Bm′

λθ(u)λθ(v){gθ(u,v)− 1}dudv, (3.12)

where gθ(u,v) is the pair correlation function of the latent process. Since Bm and

Bm′ are disjoint,
∫
Bm∩Bm′

λθ(u)du =
∫
Bm

λθ(u)du for m = m′ and 0 otherwise.

λθ(s) = Ez[λ(s|θ, z(s))] is the expected intensity with respect to z. For the LGCP,

the expected intensity λθ(s) and pair correlation function gθ(u,v) are obtained an-

alytically as λθ(s) = exp(X(s)β + σ2(s)/2) and gθ(u,v) = exp(Cζ(u,v)), where

σ2(s) = Cζ(s, s). In practice, we assume σ2(s) = σ2 (Møller et al. (1998)).

Although the marginal density π(T (X )|θ) in (3.10) is not analytically available,

the first and second order moments can be calculated from above formulas under any

moment assumptions for the latent process. In practice, these moments might not
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be available explicitly but can be accurately calculated by grid approximation, i.e.,

α̂θ,m =

NBm∑
b=1

λθ(ub)∆Bm , ub ∈ Bm, vb′ ∈ Bm′ (3.13)

β̂θ,mm′ =

NBm∩Bm′∑
b=1

λθ(ub)∆Bm∩Bm′

+

NBm∑
b=1

NBm′∑
b′=1

λθ(ub)λθ(vb′ ){gθ(ub,vb′ )− 1}∆Bm∆Bm′
(3.14)

where {ub}
NBm
b=1 , NBm and ∆Bm are representative points, the number of grid cells, and

the area of a grid cell within Bm, respectively. For simplicity, we assume NBm = NB

and ∆Bm = ∆B for all m. Importantly, B is an M -dimensional vector of disjoint

grid cells over the study region used to construct T . However, the above moment

calculation is implemented by taking further grid cells within each Bm. That is,

we take an M -dimensional count summary statistics vector over the M -dimensional

disjoint subregions at first stage. Then, we calculate exact first and second order

moments of T |θ on B through the above moments formula directly.

Now, we specialize (3.10) to obtain the product Poisson log normal kernel version

by introducing a log normal intensity function arising from the LGCP,

π(T (X )|θ) =

∫ M∏
m=1

PO(Tm(X )|δm)N (log δ|µθ,Σθ)dδ (3.15)

where µθ = (µθ,1, . . . , µθ,M) and Σθ = (σθ,mm′)m,m′=1,...,M are the mean vector and

covariance matrix of log(δ). In this approach, the latent intensity parameter δ is

introduced and the marginal correlation structure is incorporated into the log normal

distribution of δ. The resulting marginal mean and variance structure of T (X )|θ
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(see, Aitchison and Ho (1989)) yields the system of equations

αθ,m = exp

(
µθ,m +

σθ,mm
2

)
, m = 1, . . . ,M (3.16)

βθ,mm′ = 1(m = m
′
)αθ,m

+ αθ,mαθ,m′{exp(σθ,mm′)− 1}, m,m′ = 1, . . . ,M (3.17)

We can invert this system of equations, that is, µθ and Σθ are induced from αθ and

βθ as

µθ,m = log(αθ,m)− σθ,mm
2

, m = 1, . . . ,M (3.18)

σθ,mm = log

(
1 +

βθ,mm
α2
θ,m

− 1

αθ,m

)
, m = 1, . . . ,M (3.19)

σθ,mm′ = log

(
1 +

βθ,mm′

αθ,mαθ,m′

)
, m 6= m

′
= 1, . . . ,M (3.20)

Since βθ,mm′ for m′ 6= m can be positive and negative, both positive and negative

correlation among counts can be incorporated. Note that this specification expresses

only overdispersion because the marginal variance βθ,mm has to be larger than αθ,m

to satisfy σθ,mm > 0. Evidently, the total number of parameters in µθ and Σθ is

1
2
M(M + 3), the same number as that in αθ and βθ. Hence, the matching between

(αθ,βθ) and (µθ,Σθ) is one to one. In fact, σθ,mm and σθ,mm′ are deterministic

functions of (αθ,m, αθ,m′ , βθ,mm, βθ,mm′ ), obtained from equation (3.13) and (3.14).

Since the expressions for αθ and βθ are exact, the induced moments µθ and Σθ

are the exact mean and covariance for log δ under this model. To summarize, at

first, we need to calculate αθ and βθ which are dependent on θ. Then, we transform

these values into µθ and Σθ.
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3.3.2 Construction of the unbiased estimator

Based on the above discussion, an unbiased estimator in our context is given by

π̂(T (X )|θ)

=
1

Nimp

Nimp∑
j=1

∏M
m=1PO(Tm(X )|δm,j)N (log δj|µθ,Σθ)

g(δj|T (X ),θ)
, (3.21)

δj ∼ g(δj|T (X ),θ)

where Nimp is the number of samples from the importance density g(δ|T (X ),θ).

An unbiased estimator created using suitable importance sampling can have smaller

variance than a direct Monte Carlo estimator (Robert and Casella (2004)).

As for the specification of the importance density g(δ|T (X ),θ), we employ Laplace

approximation for the posterior distribution of δ as a default choice. In searching for

a mode for the numerator, we implement a gradient descent algorithm as in Møller

et al. (1998). An alternative approach is expectation propagation (EP, Minka (2001)).

Filippone and Girolami (2014) implement EP in addition to Laplace approximation,

suggesting that EP might be more robust to the choice of Nimp. However, EP in-

cludes the iteration steps for updating the density, so computation might become

too demanding. Below, we adopt Laplace approximation.

Although the INLA approach requires fine grids over the study region, for some

grid cells, the counts will be small. Since Laplace approximation for the small counts

will not be well approximated using a Gaussian distribution, a skewness corrected

method is considered in INLA (Martins et al. (2013)). With our approach we can

potentially obtain relatively larger counts in each grid cell because M can be smaller

than needed in INLA.
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3.3.3 The fitting algorithm

We call the algorithm below the approximate marginal posterior (AMP) approach.

It is comprised of two steps - inference about θ and then about z. Inference about z

enables insight into the local behavior of the intensity surface of the LGCP, where it

pushes up or pulls down the intensity to better explain the data. So, the second step

can be skipped if inference about the marginal posterior distribution for z is not of

interest.

Estimation of π̃(θ|X )

1. Let i = 1, set initial value θ(0),

2. Generate θ∗ ∼ q(θ|θ(i−1)), calculate moments αθ∗ = E[T (X )|θ∗] and βθ∗ =

Cov[T (X )|θ∗] and convert these moment vectors into µθ∗ and Σθ∗ .

3. Calculate the Laplace approximation g(δ|T (X ),θ∗) for π(T (X )|δ)π(δ|θ∗).

4. Estimate π̂(T (X )|θ∗) as

π̂(T (X )|θ∗) =
1

Nimp

Nimp∑
j=1

π(T (X )|δj)π(δj|θ∗)
g(δj|T (X ),θ∗)

(3.22)

where g(δj|T (X ),θ∗) is the Laplace approximation of π(T (X )|δ)π(δ|θ∗) eval-

uated at δj and δj ∼ g(δ|T (X ),θ∗) for j = 1, . . . , Nimp.

5. Evaluate the acceptance ratio

α = min

{
1,

π(θ∗)π̂(T (X )|θ∗)q(θ(i−1)|θ∗)
π(θ(i−1))π̂(T (X )|θ(i−1))q(θ∗|θ(i−1))

}
(3.23)

and retain θ(i) = θ∗ and π̂(T (X )|θ(i)) = π̂(T (X )|θ∗) if u < α where u ∼

U [0, 1], otherwise θ(i) = θ(i−1) and π̂(T (X )|θ(i)) = π̂(T (X )|θ(i−1)). Back to

step 2 and i→ i+ 1.
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So, pseudo marginal MCMC enables us to estimate π(θ|T (X )). Again, we see

a difference between the AMP approach and other grid approximation based ap-

proaches. INLA and MALA assume (sample) a homogeneous Poisson variable on

each grid cell, so they require high dimensional (sufficiently fine) gridding for accu-

rate inference. Instead, our AMP approach considers the intensity on larger grid

cells whose distribution is induced from exact first and second order moments of Cox

process.

Estimation of π(z|θ,X ) and π(z|X ) (if desired)

1. Given θ(i) for i = i0 + 1, . . . , I + i0, where i0 is the end point of burn-in period

and I is the number of preserved approximate marginal posterior samples,

estimate π(z|θ(i),X ).

2. Calculate π̃(z|X ) as

π̃(z|X ) =

I+i0∑
i=i0+1

π(z|θ(i),X )π̃(θ(i)|X ) (3.24)

There are four important points here. First, since we retained {θ(i)}I+i0i=i0+1 through

the first step, we can calculate π(z|θ(i),X ) separately for each θ(i). We avoid the

computational bottleneck of MCMC because we need just a single Cholesky decom-

position of the covariance matrix Cζ for each θ(i) = (β(i), ζ(i)). These calculations

can be implemented independently without passing of information.

Second, since iterative inversion or Cholesky decomposition is not required, we

can implement them for relatively large covariance matrices without approximation.

Given fixed θ(i), convergence to π(z|θ(i),X ) is fast say, using elliptical slice sampling

(Filippone et al. (2013)).

Third, the AMP approach does not require grid approximation over θ. This

can be a fatal bottleneck in the extension of the INLA approach to relatively larger
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dimensional hyperparameters ζ. While π̃(θ|X ) is still an approximation to π(θ|X )

in the meaning of π̃(θ|X ) = π(θ|T (X )), the marginal posterior distribution is well

estimated as shown in our simulation studies.

Finally, since we estimate π(z|θ,X ) and π(z|X ) via a sample-based approach,

the joint posterior distribution of z as well as the posterior predictive distributions

of nonlinear functionals of z are available.

3.3.4 Computational costs and tuning parameters

There are three main computational costs for implementing the AMP algorithm.

First, the first and second order moments of T (X )|θ, i.e., αθ and βθ, have to be

calculated for each proposed θ∗. Particularly, calculation of βθ would be time con-

suming because the number of components is M(M + 1)/2. So, the computational

cost for these moment calculation is O(NBM
2). On the other hand, these moments

are deterministic functions of the parameters, parallelizing the calculation of these

moments is available. Given θ∗, each of the first and second order moments are

obtained separately without passing information. Hence, this computation would be

reduced to O(NB).

Secondly, we need to choose Nimp in order to generate Nimp samples from the

importance density. Doucet et al. (2015) suggest, under assumptions, that Nimp

should be chosen so that the standard deviation of the loglikelihood is around 1.

However, the AMP algorithm allows M to be relatively small so that a large number

of points are observed in the BM . Hence, the Laplace approximation for the posterior

distribution of log δ would be close to the Gaussian distribution. The importance

density is close to the posterior density of log δ so that Nimp is not required to be

large.

Finally, Cholesky decomposition and inversion of M×M matrices is necessary for

generating samples from and evaluating the importance density via Laplace approx-
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imation. Due to the log concavity of the log of the Poisson likelihood given intensity,

the gradient descent algorithm is implemented for searching for a mode. Then, we

calculate the inverse and Cholesky decomposition of the covariance matrices. Hence,

the computational cost for this step is only O(M3).

3.3.5 Multivariate extension

The literature for multivariate spatial point processes is mainly restricted to the bi-

variate case (e.g., Diggle and Milne (1983), Allard et al. (2001), Brix and Møller

(2001), Diggle (2003), Liang et al. (2009) and Picard et al. (2009)). Møller et al.

(1998) suggests a multivariate extension of the LGCP. Brix and Møller (2001) con-

sider a common latent process driving a conditionally independent process specifi-

cation for a bivariate LGCP. Waagepetersen et al. (2016) propose a factor-like spec-

ification for a common latent process, suggesting a promising direction for higher

dimensional LGCPs. The estimation strategy is based on minimum contrast estima-

tion with respect to the pair correlation function for the mLGCP. At present, we find

no literature on Bayesian inference for the mLGCP except for the bivariate case.

For the multivariate extension, specification of a cross covariance function (see,

Genton and Kleiber (2015)) for the mLGCP is required. Let L is the dimen-

sion of a point pattern over the same domain, i.e., we have L point patterns over

the same domain. The simplest cross covariance function is a separable form,

C``′ (u,v) = ρ(u,v)γ``′ , u,v ∈ D for all `, `
′

= 1, . . . , L, where ρ(u,v) is a valid,

non-stationary or stationary correlation function and γ``′ = cov(Z`, Z`′ ) is the non-

spatial covariance between variables ` and `
′
. An alternative choice is the linear

model of coregionalization (LMC, Schmidt and Gelfand (2003), Gelfand et al. (2004)

and Banerjee et al. (2014)). It represents a multivariate random field as a linear

combination of H ≤ L independent univariate random fields. The resulting cross-

covariate functions takes the form C``′ (u,v) =
∑H

h=1 ρh(u,v)γ`hγ`′h, u,v ∈ D.
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Then, we can define the `-th Gaussian component inside the intensity function at

location s as z`(s) =
∑H

h=1 γ`hνh(s) for ` = 1, . . . , L where ν1, . . . , νH are mean 0 and

variance 1 GPs with spatial correlations ρh(·). The cross pair correlation function

between the `-th and `
′
-th components is g``

′

θ (u,v) = exp

(∑H
h=1 ρh(u,v)γ`hγ`′h

)
.

Furthermore, β``
′

θ,mm′ = Cov[T `m, T
`
′

m′ |θ], the cross covariance for the counts of the `-th

and `
′
-th components on Bm and Bm′ is

β``
′

θ,mm′ = 1(` = `
′
)

∫
Bm∩Bm′

λ`θ(u)du

+

∫
Bm

∫
Bm′

λ`θ(u)λ`
′

θ (v){g``
′

θ (u,v)− 1}dudv, (3.25)

where λ`θ(·) and λ`
′

θ (·) are the intensities of the `-th and `
′
-th components. Impor-

tantly, the number of parameters will grow large with mLGCP, making the INLA

approach difficult to implement. The computational cost required for multivariate

extension of our algorithm is O((M × L)3). On the other hand, if we assume an in-

dependent LGCP for each component, the computational cost still remains O(M3).

3.4 Simulation examples

In this section, we offer two simulation examples. The first one is a univariate LGCP

considering different decay (or range) parameters for the GP driving the intensity

surface in order to investigate the influence of some user specific factors as well

as to compare its performance with MCMC based inference. The second is a three

dimensional LGCP which is more practically motivated and whose settings are closer

to those of the real data application introduced later. The algorithms in this and

the next section are run on an Intel(R) Xeon(R) Processor X5675 (3.07GHz) with

12 Gbytes of memory.
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3.4.1 Univariate LGCP

In this first example, we consider the univariate LGCP with different choices of

smoothness for the intensity surface and investigate the influence of the choice of M

and NB for the AMP approach. The model we assume is

λ(s) = exp(β0 + β1|sx − 0.3|+ β2|sy − 0.3|+ z(s)), (3.26)

z(X ) ∼ N (0,Cζ(X ,X
′
))

where s = (sx, sy). We assume the exponential covariance function, i.e., Cζ(s, s
′) =

σ2 exp(−φ‖s − s′‖) with ζ = (σ2, φ). The study region/domain is defined as D =

[0, 1]× [0, 1]. The true parameter values are (β0, β1, β2, σ
2) = (6, 3, 3, 1). We set the

decay parameter at: (1) φ = 1 (smooth, i.e., slow decay) and (2) φ = 5 (rough, i.e.,

rapid decay). Figure 3.1 shows a realization of a univariate LGCP for each of the φs.

phi=1 phi=5

0.00

0.25

0.50

0.75

1.00

0.5 1.0 0.5 1.0

Figure 3.1: The plot of univariate LGCP: φ = 1 (left) and φ = 5 (right)

The numbers of simulated points for the cases are (1) n = 3, 185 and (2) n =

3, 400, respectively. As our priors, we assume a normal prior for (β0, β1, β2), β0, β1, β2 ∼

N (0, 100), and an inverse gamma prior for σ2, σ2 ∼ IG(2, 1), and a flat prior with

sufficiently large support for φ. Due to the lack of identifiability for the variance

parameter and the decay parameter in the GP (Zhang (2004)), we put a relatively

informative prior on σ2.
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Table 3.1: Estimation results for simulated point patterns: φ = 1

True Mean Stdev 95% Int IF Mean Stdev 95% Int IF
Elliptical MMALA

β0 6 5.974 0.548 [4.788, 6.800] 6382 6.232 0.474 [5.370, 7.176] 6087
β1 3 2.490 0.477 [1.682, 3.419] 3830 2.404 0.677 [0.827, 3.520] 4950
β2 3 3.076 0.876 [1.480, 4.903] 5963 2.527 0.764 [1.164, 3.790] 5810
σ2 1 0.796 0.654 [0.236, 2.718] 2175 0.630 0.561 [0.204, 2.413] 3139
φ 1 2.319 1.408 [0.422, 5.458] 2846 2.991 1.719 [0.415, 6.755] 3033
σ2φ 1 1.203 0.240 [0.807, 1.727] 1733 1.214 0.277 [0.763, 1.871] 1133

AMP (i) AMP (ii)
β0 6 6.721 0.973 [5.034, 9.098] 18 6.778 1.059 [5.065, 9.291] 19
β1 3 1.887 0.913 [0.041, 3.691] 11 1.946 0.873 [0.237, 3.631] 13
β2 3 2.230 0.902 [0.303, 3.993] 18 2.328 0.921 [0.403, 3.978] 15
σ2 1 1.075 0.828 [0.257, 3.419] 20 1.165 0.910 [0.241, 3.554] 18
φ 1 1.934 1.484 [0.347, 5.829] 32 1.402 1.088 [0.271, 4.487] 28
σ2φ 1 1.252 0.301 [0.770, 1.956] 20 0.968 0.205 [0.620, 1.391] 19

AMP (iii) AMP (iv)
β0 6 6.505 0.905 [4.948, 8.632] 24 6.582 0.965 [4.677, 8.784] 39
β1 3 2.110 0.864 [0.334, 3.768] 18 2.061 0.887 [0.397, 3.917] 13
β2 3 2.261 0.843 [0.648, 3.910] 28 2.351 0.869 [0.576, 4.178] 14
σ2 1 1.002 0.827 [0.215, 3.406] 20 1.038 0.844 [0.222, 3.304] 17
φ 1 1.899 1.606 [0.285, 6.430] 28 1.899 1.606 [0.285, 6.430] 28
σ2φ 1 1.110 0.330 [0.642, 1.999] 20 0.951 0.224 [0.565, 1.434] 29

For the AMP approach, we discard first i0 = 1, 000 samples as the burn-in period

and preserve subsequent I = 5, 000 samples as posterior samples. As for the choice of

Nimp, we set Nimp = 1, 000. We implement adaptive random walk MH, algorithm 4

in Andrieu and Thoms (2008) for updating θ. As benchmark cases, we implement an

elliptical slice sampling algorithm and MMALA with a grid approximated likelihood.

Detailed fitting for both algorithms is supplied in Appendix A.3. We set K = 2, 500.

For elliptical slice sampling and MMALA, we discard the first i0 = 10, 000 samples

as burn-in and retain the subsequent I = 100, 000 samples as posterior draws.

We consider different settings for (M,NB): (i) (400, 9), (ii) (400, 1) (iii) (100,

36) and (iv) (100, 4). For (i) and (iii), (M,NB) are chosen so that M ×NB = 3, 600.

For (ii) and (iv), (M,NB) are selected so that M × NB = 400. Case (i) provides a

setting where M is relatively large and NB is also taken large enough for accurate

moments evaluation. Case (ii) provides a setting where M is relatively large and

NB is taken too small for accurate moments evaluation. Similarly, case (iii) yields
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relatively small grids and fine moments evaluation while case (iv) offers a situation

where both approximation are coarse.

Tables 3.1 and 3.2 show the estimation results. For both datasets, the AMP ap-

proach shows much smaller values of the inefficiency factor (IF) than elliptical slice

sampling and MMALA. The inefficiency factor is the ratio of the numerical variance

of the estimate from the MCMC samples relative to that from hypothetical uncorre-

lated samples, and is defined as 1 + 2
∑∞

t=1 ρt where ρt is the sample autocorrelation

at lag t. It provides the relative number of correlated draws necessary to attain the

same variance of the posterior sample mean as from uncorrelated draws (e.g., Chib

(2001)). The results suggest that the AMP approach is more efficient than elliptical

slice sampling and MMALA.

Table 3.2: Estimation results for simulated point patterns: φ = 5. Bold denotes that
95% credible interval does not include the true value.

True Mean Stdev 95% Int IF Mean Stdev 95% Int IF
Elliptical MMALA

β0 6 5.591 0.403 [4.789, 6.328] 4013 5.706 0.844 [4.286, 7.214] 6777
β1 3 3.637 0.512 [2.693, 4.475] 3491 3.916 1.059 [1.540, 5.549] 6331
β2 3 3.174 0.683 [1.953, 4.743] 4693 2.694 0.956 [1.024, 4.207] 6335
σ2 1 0.814 0.323 [0.455, 1.724] 2734 0.945 0.467 [0.432, 2.281] 3455
φ 5 5.087 1.896 [1.897, 8.943] 3260 4.619 2.015 [1.346, 9.875] 4165
σ2φ 5 3.641 0.538 [2.712, 4.863] 2392 3.622 0.515 [2.757, 4.795] 1096

AMP (i) AMP (ii)
β0 6 6.010 0.732 [4.653, 7.690] 11 6.337 1.168 [4.426, 9.155] 36
β1 3 3.576 1.073 [1.351, 5.716] 14 3.440 1.247 [1.116, 5.926] 17
β2 3 2.479 1.140 [0.025, 4.512] 14 2.203 1.244 [-0.473, 4.632] 21
σ2 1 1.037 0.514 [0.499, 2.517] 22 1.319 0.836 [0.486, 3.535] 41
φ 5 5.166 2.197 [1.429, 10.13] 17 2.736 1.467 [0.663, 6.556] 33
σ2φ 5 4.504 0.847 [2.994, 6.304] 15 2.683 0.432 [1.934, 3.640] 21

AMP (iii) AMP (iv)
β0 6 5.899 0.800 [4.628, 7.790] 14 5.968 0.919 [4.514, 8.418] 50
β1 3 3.710 1.143 [1.231, 5.903] 14 3.852 1.141 [1.597, 6.071] 17
β2 3 2.725 1.145 [0.144, 4.810] 36 2.671 1.228 [-0.118, 4.862] 12
σ2 1 1.108 0.501 [0.566, 2.546] 49 1.151 0.634 [0.498, 2.865] 24
φ 5 5.297 2.448 [1.475, 10.53] 36 4.219 2.126 [1.167, 9.230] 44
σ2φ 5 4.996 1.394 [3.005, 8.582] 21 3.914 0.997 [2.380, 6.369] 45

Figure 3.2 and 3.3 present the posterior densities for the βs and σ2φ for both

cases. Across the different (M,NB) choices, the estimation results for the AMP with
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(M,NB) = (400, 9) are closer to those of elliptical slice sampling and MMALA than

for the other AMP fits. The posterior density of σ2φ for AMP with (M,NB) =

(400, 1) shows some bias for the rough surface case. Although AMP with (M,NB) =

(100, 36) and (M,NB) = (100, 1) recovers the true values, the posterior distributions

are flatter, especially for the rough surface cases, than with (M,NB) = (400, 9).

Although elliptical slice sampling and MMALA with K = 2, 500 fail to recover σ2φ

for the case of φ = 5, AMP with the exception of (M,NB) = (400, 1) recovers all

of the true values. This suggests that K = 2, 500 is not enough for exact posterior

sampling for this case. Comparing the different NBs, small NB reduce the posterior

variance of σ2φ. For the rough surface case, although AMP with (M,NB) = (400, 1)

shows a shorter credible interval (CI) for σ2φ than with (M,NB) = (400, 9), this

CI doesn’t include the true value. Likewise, for the M = 100 cases, although AMP

with (M,NB) = (100, 4) recovers the true parameter value, this reflects its larger

posterior variance than for the M = 400 cases. In the AMP approach, M controls

the posterior variance because M can be considered as the “number of responses”

and NB controls the biases for the posterior estimator and its variance because NB

too small causes bias in the moments calculations.

Wider credible intervals are also reported in Filippone and Girolami (2014). The

posterior distributions of the parameters with MCMC based algorithms, including

elliptical slice sampling, are sharply peaked and highly dependent on the sampled GP

(Murray and Adams (2010) and Filippone and Girolami (2014)). Since the estimation

results of MMALA show high IFs which are close to elliptical slice sampling, we may

not have reached convergence to the stationary distribution for both MMALA and

elliptical slice sampling.

Overall, the estimation results suggest that even if M is of moderate dimension,

the AMP approach recovers the posterior distribution as long as NB is fine enough.

Also, the AMP approach with sufficiently large M and NB captures the true values
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Figure 3.2: Posterior density for parameters of the univariate LGCP: φ = 1. Black
dashed lines are true values

even in the rough surface case where finer resolution (larger K) over the study region

is required.

Comparing the efficiency of algorithms is difficult. Here, we focus on compar-

ing the computational efficiency of elliptical slice sampling, MMALA and AMP ap-

proach. We use the “computational time for one iteration, (Time/I) × (Inefficiency

Factor)”, which corresponds to the approximate time for generating one independent

sample from the stationary distribution. The AMP approach is implemented with-

out parallelization of calculation of moments, so the results for the AMP approach

are conservative. Table 3.3 shows the computational efficiency of each approach.

“Time” means the computational time (seconds) for generating I posterior samples

(we ignore the burn-in period here). We show the minimum and maximum of ineffi-

ciency factor for parameters in Table 3.1 and 3.2. Overall, AMP approaches are far

64



beta0 beta1

beta2 sigma^2phi

0.0

0.3

0.6

0.9

0.0

0.3

0.6

0.9

0 4 8 12 0 4 8 12
values

de
ns

ity
Method

AMP(i)

AMP(ii)

AMP(iii)

AMP(iv)

Elliptical

MMALA

Figure 3.3: Posterior density for parameters of the univariate LGCP: φ = 5. Black
dashed lines are true values

Table 3.3: Computational efficiency for the simulated data

Method Time IF (Time/I) (Time/I)×IF
(sec) (min, max) (sec) (min, max)

φ = 1
Elliptical 324446 (1133, 6087) 2.94 (3341, 17953)
MMALA 347672 (1733, 6382) 3.16 (5477, 20171)
AMP (i) 15748 (11, 32) 3.14 (34.5, 100)
AMP (ii) 11780 (13, 28) 2.35 (30.6, 65.9)
AMP (iii) 4360 (18, 28) 0.87 (15.6, 24.4)
AMP (iv) 815 (13, 39) 0.16 (2.1, 6.3)
φ = 5
Elliptical 329205 (2392, 4693) 2.99 (7158, 14045)
MMALA 347933 (1096, 6777) 3.16 (3466, 21435)
AMP (i) 16086 (11, 22) 3.21 (35.3, 70.6)
AMP (ii) 11221 (17, 41) 2.24 (38.1, 92.0)
AMP (iii) 4717 (14, 49) 0.94 (13.2, 46.2)
AMP (iv) 855 (12, 50) 0.17 (2.0, 8.5)
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faster than elliptical slice sampling and MMALA approaches. For AMP approaches,

even with (M = 400, NB = 9), at most 100 seconds is required for generating one

independent approximate posterior sample. Finally, the IF factors may be helpful

but, due to dependence on how the actual computing environments were config-

ured for the different approaches, it is difficult to attempt to meaningfully compare

run times. As for the comparison of the performance of INLA and MCMC based

approach for a spatial LGCP, Taylor and Diggle (2014) compare the predictive ac-

curacy of MCMC and INLA for a spatial LGCP with fixed parameters values. In

this setting, they found that MCMC with 100, 000 iterations provides more accurate

estimates of predictive probabilities than the INLA approach. However, only com-

paring the estimation accuracy may not be appropriate because it ignores the rapid

computation that INLA provides.

3.4.2 Multivariate LGCP

As a second example, we consider a mLGCP (Møller et al. (1998)), a three dimen-

sional LGCP. MCMC based inferences for this model are difficult due to their huge

computational costs. So, in this example and the real data application in the next

section, we focus only on implementation of the AMP approach without elliptical

slice sampling and MMALA. In fact, we implement a model similar to that for the

tree species dataset in the next section and the parameter settings are based on the

real data application described in Section 3.5. The simulation model is defined as

λ(s) = exp

(
13β0 + Γν(s)

)
, νi(X ) ∼ N (0,Cφi(X ,X

′
)) (3.27)

Γ =

γ11 0 0
γ21 γ22 0
γ31 0 γ33

 , ν(X ) =

ν1(X )
ν2(X )
ν3(X )

 , (3.28)

where the νi(X ) = (νi(s1), . . . ,νi(sn)), i = 1, 2, 3 denotes the n-variate zero mean

and unit variance Gaussian distribution with the unit variance exponential covari-
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ance function, i.e., Cφi(si, sj) = exp(−φi‖si − sj‖) respectively. The correlation

between the first and corresponding rows is introduced from the latent process ν1

and individual behavior is captured by ν2 and ν3. When γi1 and γj1 have dif-

ferent signs, the i-th and j-th point patterns show negative dependence, i.e, the

cross pair correlation function is smaller than 1 (e.g., Møller et al. (1998) and Il-

lian et al. (2008)). We set true parameter values as β0 = 7, (φ1, φ2, φ3) = (3, 5, 5)

and (γ11, γ21, γ31, γ22, γ33) = (2,−1, 1, 1, 1). The number of simulated points for each

component is N1 = 639, N2 = 1, 050 and N3 = 1, 283. Figure 3.4 shows the three

jointly simulated point patterns. The negative dependence between the first and

second point pattern, is induced by the γ21 = −1, is observed. For AMP, we set

M = 144, NB = 25 and Nimp = 1, 000.

species1 species2 species3
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Figure 3.4: Simulated three dimensional LGCP in Section 3.4.2

As prior specification, we assume β0 ∼ N (0, 100), γ2
ij ∼ IG(2, 1) and a flat

prior with sufficiently large support for φi. The burn in period is i0 = 1, 000 and

I = 5, 000 samples are preserved as posterior samples. As in the univariate LGCP, we

implement adaptive random walk MH, algorithm 4 in Andrieu and Thoms (2008), for

parameter estimation. The computational cost of the AMP approach is O((3M)3)

for implementing Laplace approximation. Table 3.4 shows the estimation results
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for the data. Our approach recovers parameter values well with small inefficiency

factors. The posterior variances for φ2 and φ3 are larger than for φ1.

Table 3.4: Estimation results for the simulated three dimensional LGCP

True Mean Stdev 95% Int IF
AMP (M,NB) = (144, 25)
β0 7 7.200 0.491 [6.353, 8.295] 24
φ1 3 3.056 1.001 [1.582, 5.497] 21
φ2 5 3.540 1.793 [1.118, 7.576] 24
φ3 5 3.659 1.978 [1.105, 8.518] 26
γ11 2 1.933 0.231 [1.519, 2.413] 11
γ21 -1 -1.130 0.246 [-1.676, -0.688] 19
γ31 1 1.192 0.218 [0.795, 1.629] 42
γ22 1 1.335 0.280 [0.929, 2.074] 8
γ33 1 1.109 0.247 [0.752, 1.710] 27

3.5 Application

In this section, we implement our approach for a real dataset consisting of tree loca-

tions in Duke Forest, comprising 63 species, a total of 14,992 individuals each with

recorded location. We select 3 prevalent species yielding relatively large number of

points: (i). Acer rubrum (acru, Red Maple), (ii). Frangula caroliniana (frca, Car-

olina Buckthorn) and (iii). Liquidambar styraciflua (list, Sweetgum), and embed

the study region D onto [0, 2] × [0, 2]. The numbers of points in each pattern are

N1 = 1, 251, N2 = 1, 120 and N3 = 1, 067, respectively. Again, we consider the

mLGCP as discussed in Section 3.4.2. As a covariate, we include the mean adjusted

elevation (elevation) for each point. Figure 3.5 shows the observed point patterns

and the mean adjusted elevation surface of elevation. Negative dependence be-

tween acru and frca is expected from the figure.
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Figure 3.5: Point patterns of three species in Duke forest: 1. Red Maple (left),
2. Carolina Buckthorn (middle left) and 3. Sweetgum (middle right) and the mean
adjusted surface of elevation (right)

We consider a three dimensional LGCP, i.e.,

λ(s) = exp

(
13β0 + X(s)β1 + Γν(s)

)
(3.29)

Γ =

γ11 0 0
γ21 γ22 0
γ31 0 γ33

 , ν(X ) =

ν1(X )
ν2(X )
ν3(X )

 , (3.30)

where X is a 3×3 matrix whose i-th diagonal element is elevationi and the νi(X ) =

(νi(s1), . . . ,νi(sn)), i = 1, 2, 3 denotes the n-variate zero mean and unit variance

Gaussian distribution with the unit variance exponential covariance function, i.e.,

Cφi(si, sj) = exp(−φi‖si − sj‖) respectively. We also fit an independent three di-

mensional LGCP, i.e., γ21 = γ31 = 0, with our AMP approach. We discard i0 = 1, 000

samples as burn-in period and preserve I = 5, 000 samples as posterior samples. For

the grid selection, at first, we take an 80 × 80 regular grid over [0, 2] × [0, 2], and

preserve the grid points inside D. The total number of grid points inside D is

K = 3, 052. Then, we construct larger blocks so that M = 120, i.e., we aggregate

about 25 blocks for each larger block. NB is dependent on each aggregated block,

i.e., NBm ≈ 25 for m = 1, . . . ,M . We set Nimp = 1, 000. Again, we implement an

adaptive random walk MH, algorithm 4 in Andrieu and Thoms (2008). The prior

specification is β = (β0,β1) ∼ N(0, 100I4), γ2
ij ∼ IG(2, 1) and flat priors for the φi
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with large support.

Table 3.5 shows the estimation results. The estimated value of γ21 is negative

implying that acru and frca are negatively correlated as Figure 3.5 suggested. The

inefficiency factors for the parameters with the AMP approach are small. The re-

sults for the independent LGCP model shows smaller variance for φ2 and φ3 than

that for the dependent LGCP. The effect of elevation is different among species,

significantly negative except for acru. The posterior log likelihood indicates that the

mLGCP-Dep fits better than mLGCP-Ind.

Table 3.5: Estimation results for Duke forest dataset: AMP for independent mLGCP
(left) and for dependent mLGCP (right): 1. Red Maple, 2. Carolina Buckthorn and
3. Sweetgum

mLGCP-Ind mLGCP-Dep
Mean Stdev 95% Int IF Mean Stdev 95% Int IF

β0 6.037 0.434 [5.155, 6.861] 37 5.704 0.430 [4.862, 6.583] 29
β1,1 0.085 0.086 [-0.098, 0.252] 6 0.114 0.107 [-0.082, 0.340] 26
β1,2 -0.624 0.230 [-1.073, -0.185] 25 -0.583 0.149 [-0.909, -0.307] 16
β1,3 -0.199 0.086 [-0.383, -0.029] 14 -0.179 0.080 [-0.340, -0.027] 31
φ1 3.198 1.251 [1.230, 5.839] 27 1.757 0.701 [0.810, 3.640] 17
φ2 2.438 0.981 [1.057, 4.602] 36 5.316 2.496 [1.606, 11.13] 38
φ3 3.721 1.247 [1.629, 6.508] 38 6.338 2.467 [2.165, 11.80] 33
γ11 1.632 0.252 [1.250, 2.209] 40 1.861 0.266 [1.388, 2.430] 21
γ22 2.403 0.307 [1.823, 3.034] 36 1.809 0.318 [1.280, 2.506] 29
γ33 1.516 0.232 [1.170, 2.057] 44 1.141 0.189 [0.873, 1.635] 38
γ21 -1.116 0.340 [-1.750, -0.470] 31
γ31 1.070 0.252 [0.604, 1.586] 19
loglike -842.9 2.451 [-848.3, -839.0] 47 -834.9 2.612 [-841.3, -831.1] 37

3.6 Brief discussion

We have proposed a two stage model fitting approach for univariate and multivari-

ate LGCPs which is based on developing an approximate marginal posterior (AMP)

distribution for the model parameters. Through two simulation examples, we demon-

strated that our approach recovers the true parameter values even with relatively low

dimensional gridding. Furthermore, the results suggest that the AMP approach is

promising for mLGCP models, which introduce many more parameters than the
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univariate case. Comparison with the two competitive approaches - elliptical slice

sampling and MMALA - suggests improved efficiency for AMP in the univariate

case. Elliptical slice sampling and MMALA become computationally infeasible for

the multivariate case. The AMP computational scheme is similar to INLA in spirit,

but INLA may not be well-suited to the multivariate case. The AMP approach also

obtains a sample based joint posterior distribution z. In fact, given posterior θs,

we can sample z|X efficiently in a parallel computation scheme with elliptical slice

sampling or MALA, without requiring fine tuning.
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4

Approximate Bayesian Computation and Model
Assessment for Repulsive Spatial Point Processes

4.1 Introduction

The contribution of this chapter is to explore both the GPP and DPP models with

regard to application. We will briefly summarize and compare their respective prop-

erties. We will consider model fitting in a Bayesian framework. Markov chain Monte

Carlo (MCMC) model fitting has been proposed for both GPPs and DPPs (Møller

et al. (2006), Affandi et al. (2013), Affandi et al. (2014), Goldstein et al. (2015)).

The algorithms are quite complex and implementation can often result in poorly be-

haved chains with concerns regarding posterior convergence. Here, we propose much

simpler model fitting using approximate Bayesian computation (ABC). ABC is par-

ticularly promising for GPPs and DPPs since these processes allow straightforward

simulation of point pattern realizations given parameter values. Additionally, such

simulation facilitates posterior inference as well as consideration of model adequacy

and model comparison.

ABC methods are now attracting considerable attention (Pritchard et al. (1999),
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Beaumont et al. (2002), Marjoram et al. (2003), Sisson and Fan (2011) and Marin

et al. (2012)). The scope of ABC applications is also increasing, e.g., population

genetics (Beaumont et al. (2002)), multidimensional stochastic differential equations

(Picchini (2013)), macroparasite populations (Drovandi and Pettitt (2011)) and the

evolution of HIV-AIDS (Blum and Tran (2010)). As for spatial statistical application,

Erhardt and Smith (2012) implemented ABC for max-stable processes in order to

model spatial extremes and Soubeyrand et al. (2013) applied ABC with functional

summary statistics to fit a cluster and a marked spatial point process.

We briefly review some of the repulsive point process literature. The Gibbs

point process offers a mechanistic model with interpretable parameters and has been

used for modeling repulsive point patterns in environmental science and biology

(Stoyan and Penttinen (2000), Mattfeldt et al. (2007), King et al. (2012) and Gold-

stein et al. (2015)). The main challenge for fitting models using these processes is

that likelihoods have intractable normalizing constants which depend on parameters.

Hence, likelihood inference is difficult (Møller and Waagepetersen (2004)) and stan-

dard Bayesian inference using Markov chain Monte Carlo (MCMC)) is not directly

available. Maximum pseudo-likelihood estimation was proposed in Besag (1975),

Besag (1986) and Jensen and Møller (1991). These estimators show poor perfor-

mance in the presence of strong inhibition (e.g., Huang and Ogata (1999)). In the

Bayesian framework, a clever auxiliary variable MCMC strategy has been developed

by Møller et al. (2006) and extended by Murray et al. (2006). However, perfect

simulation within the MCMC algorithm is needed along with approximations.

Determinantal point processes arise in random matrix theory and quantum physics,

and are investigated mainly by probabilists with a machine learning perspective (see,

Macchi (1975), Hough et al. (2006) and Kulesza and Taskar (2012)). In contrast to

GPPs, DPPs have analytical expressions for moments and approximate likelihoods.

In particular, Lavancier et al. (2015) investigate statistical inference for and proper-
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ties of spatial DPPs along with approximation for evaluation of the likelihood. The

pattern of repulsiveness exhibited by DPPs may be different from that of GPPs so

model choice for a spatial repulsive point process may be unclear.

We propose to implement the ABC algorithm based on ABC-MCMC proposed

by Marjoram et al. (2003) for fitting both GPPs and DPPs. We include discussion

about how to choose summary statistics, kernel functions and, tuning user specific

parameters. Again, the attractiveness of ABC for repulsive point processes rests in

the fact that it is straightforward to generate realizations under these point pro-

cesses given parameter values. This enables the ABC presumption: randomly draw

parameters and then randomly draw point patterns given parameters. Further, with

posterior inference achieved for the model parameters, we can use composition sam-

pling to draw posterior predictive point patterns enabling posterior inference about

features of point patterns realized under the models. In addition, through these

posterior samples of point patterns, we can propose model assessment for repulsive

point processes, following the discussion in Leininger and Gelfand (2016).

We offer simulation investigation of the model fitting approach. We also analyze

a real dataset consisting of 89 trees from the Blackwood region in Duke Forest in

the US. All of the statistical analyses presented here were implemented with R.

In particular, the spatstat package (Baddeley and Turner (2005)) is utilized for

simulating point patterns and calculating functional summary statistics associated

with DPPs and GPPs.

The format of this chapter is as follows. Section 4.2 introduces the repulsive point

processes we investigate and their associated inference. Section 4.3 provides the de-

velopment of our ABC fitting strategy for repulsive point processes along with model

validation for and comparison strategy between different repulsive point processes.

In Section 4.4, we investigate the proposed algorithms with some simulation studies

while in Section 4.5 we analyze the foregoing forest data. Finally, Section 4.6 offers
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discussion about the pros and cons of our approach as well as potential future work.

4.2 Repulsive spatial point processes

Here, we provide a brief review of the two classes of repulsive point processes that we

consider. GPPs are taken up in Section 4.2.1, DPPs in Section 4.2.2. We consider

a bounded spatial domain D ⊂ R2 and denote the (finite) point pattern over D by

X = {s1, . . . , sn}.

4.2.1 Gibbs point processes

The joint location density for a Gibbs process takes the form of a Gibbs distribution

(e.g., Georgii (1988)). In particular, we say that a point process model is a finite

Gibbs process if, for n locations, its location density is

π(X ) = exp(−Q(X )) (4.1)

with regard to a homogeneous Poisson process (HPP) with unit intensity (e.g., van

Lieshout (2000) or Møller and Waagepetersen (2004)). In general,

Q(X ) = c0 +
n∑
i=1

h1(si) +
∑
i 6=j

h2(si, sj) + ...+ hn(s1, s2, ..., sn). (4.2)

In (4.2), the h’s are potentials of order 1, 2,...n, respectively, each symmetric in its

arguments. Here, c0 is a normalizing constant to make π(X ) integrate to 1 over Dn.

Denoting parameters in the Gibbs potentials by θ, the normalizing constant becomes

c0(θ). Evidently it can not be calculated analytically and, in fact, is computationally

intractable.

With potentials only of order 1, we obtain a nonhomogeneous Poisson process

(NHPP) with λ(X ) ∝ e−h1(X ). Higher order potentials capture/control interaction;

customarily only h1 and h2 are included. To guarantee integrability, we must take
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h2 ≥ 0 which implies that we can only capture inhibition. In other words, if we

require Q(s1, s2) ≥ c0 + h1(s1) + h1(s2), this means for pairs of points at a given

distance, π(s1, s2) puts less mass under the Gibbs specification than with the cor-

responding NHPP; we encourage inhibition. If h1(s) is constant, we have a ho-

mogeneous Gibbs process. The most common form for h2 is φ(||s − s′||), e.g.,

φ(||s − s′||) = e−||s−s
′||2/η2 . The Papangelou conditional intensity (Illian et al.

(2008)) becomes

λ(s|X ) = exp(−(h1(s) +
n∑
i=1

φ(‖s− si‖))). (4.3)

Attractively, the unknown normalizing constant cancels in the conditional intensity.

The Strauss process is a GPP with density often written as (e.g., Møller and

Waagepetersen (2004))

π(X ) = βn(X )γSR(X )/c(β, γ), X ∈ Dn (4.4)

where β > 0, 0 ≤ γ ≤ 1, n(X ) is the number of points, c(β, γ) is the normalizing

constant and

SR(X ) =
1

2

∑
si,sj∈X : si 6=sj

1(‖si − sj‖ ≤ R), si, sj ∈ D (4.5)

is the number of R-close pairs of points in X . Given R, n(X ) and SR(X ) are

sufficient statistics for (β, γ). γ is an interaction parameter indicating the degree of

repulsion. Large values of γ suggest weak repulsion while small values of γ indicate

strong repulsion. γ = 0 provides the hardcore Strauss process which does not allow

occurrence of any points within radius R. γ = 1 provides a homogeneous Poisson

process.

For GPPs, since c0(θ) cancels out of the Papangelou conditional intensity, the

pseudo-likelihood, in log form, logPL(X|θ) = −
∫
D
λ(s|X ,θ)ds+

∑
i log λ(si|X ,θ),
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has been proposed (Besag (1975)) yielding the maximum pseudo-likelihood estima-

tor. Although the maximum pseudo-likelihood estimator is consistent (see, Jensen

and Møller (1991) and Mase (1995)), the performance of the maximum pseudo-

likelihood estimator is poor in the case of a small number of points and strong

repulsion (Huang and Ogata (1999)).

The pseudo-likelihood can be used for MCMC in the Bayesian framework (e.g.

King et al. (2012)). Møller et al. (2006) and Berthelsen and Møller (2008) proposed

a clever auxiliary variable MCMC method (AVM) where, conveniently, c0(θ) cancels

out of the Hastings ratio. The challenge is to obtain the conditional density of the

auxiliary variable. A partially ordered Markov model is used to approximate this

density. A similar approach is the exchange algorithm proposed by Murray et al.

(2006). Both algorithms require perfect simulation from the likelihood given θ for

each MCMC iteration. Although, perfect simulation is available for GPPs, this step

can be computationally burdensome and obtaining a good acceptance rate is difficult.

More recently, Liang (2010) propose the double MCMC algorithm which does not

require perfect simulation from the likelihood. It only requires simulation from the

Markov transition kernel and is faster than the AVM and exchange algorithms but

convergence to the stationary distribution is not guaranteed. Goldstein et al. (2015)

implement this algorithm, with an application, for a class of GPP models.

For ABC, we need simulation of realizations of a GPP given parameter values.

This is usually based on a birth-and-death algorithm (e.g., Geyer and Møller (1994),

Møller and Waagepetersen (2004) and Illian et al. (2008)). The simulation algorithm

we use to generate the point pattern is “dominated coupling from the past” (Kendall

and Møller (2000)) as implemented by Berthelsen and Møller (2002) and Berthelsen

and Møller (2003). This algorithm can be called as a default setting in spatstat

(Baddeley and Turner (2005)).
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4.2.2 Determinantal point processes

Theoretical properties for DPPs are investigated by Hough et al. (2006) and elabo-

rated from a statistical perspective by Lavancier et al. (2015). The n-th order product

density function (Møller and Waagepetersen (2004)) for DPPs arises as determinants

of covariance kernels. We briefly review the definition and theoretical properties of

DPPs, drawn from Lavancier et al. (2015).

Suppose, for a finite spatial point process X on a compact set D ⊂ R2,

τ (n)(s1, . . . , sn) = det{[C](s1, . . . , sn)}, (s1, . . . , sn) ∈ Dn, n = 1, 2, . . . (4.6)

is the n-th order product density function. Here, C(si, sj) is a covariance kernel for

locations si and sj and det{[C](s1, . . . , sn)} denotes the determinant with (i, j)-th

entry, C(si, sj). Then X is called a DPP with kernel C restricted to a compact

set D, and we write X ∼ DPPD(C). Hence, the first order density function is

τ(s) = C(s, s) and the pair correlation function is

gθ(s1, s2) = 1− C(s1, s2)C(s2, s1)

C(s1, s1)C(s2, s2)
, if C(s1, s1) > 0 and C(s2, s2) > 0 (4.7)

whereas it is 0 otherwise. Since C is a covariance kernel, then τ (n)(s1, . . . , sn) ≤

τ(s1) . . . τ(sn) for any n > 1, implying repulsion, and gθ ≤ 1 (Lavancier et al.

(2015)).

For a given covariance function, existence conditions for the DPP are supplied

in Lavancier et al. (2015). Here, we confine ourselves to three real valued covari-

ance functions over d = 2 dimensional space: (1) the Gaussian kernel, CG(s, s
′
) =

τ exp(−‖s−s′‖2/σ2), (2) the Whittle-Matérn, CWM(s, s
′
) = τ 21−ν

Γ(ν)
(‖s−s′‖/σ)νKν(‖s−

s
′‖/σ), ν > 0, and (3) the Generalized Cauchy, CC(s, s

′
) = τ(1 + ‖s− s′‖2/σ2)−ν−1,

ν > 0, where τ is the variance parameter. For all three kernels, with d = 2,

the existence of the process is guaranteed when σ2 ≤ σ2
max = (U/τ)1/2, where
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U = π−1 for the Gaussian, U = Γ(ν)/(4πΓ(ν + 1)) for the Whittle-Matérn and

U = Γ(ν + 1)/(πΓ(ν)) = ν/π for the Cauchy.

The Gaussian kernel is asserted to provide moderate repulsion. A specification

enabling stronger repulsion can be obtained through the spectral density. Lavancier

et al. (2015) supply the power exponential DPP model induced by the spectral den-

sity,

ϕ(u) = τ
α2

πΓ(2/ν + 1)
exp(−‖αu‖ν), τ ≥ 0, α > 0, ν > 0 (4.8)

For fixed τ and ν, existence is guaranteed when α ≤ αmax =
√

Γ(2/ν + 1)π/τ .

α ≈ αmax shows strong repulsiveness. In our simulation examples below, we il-

lustrate the use of the DPP with both a Gaussian kernel (DDP-G) and a power

exponential (DDP-PE) to enable investigation of both moderate and stronger repul-

siveness.

Simulation algorithms for DPPs are proposed in e.g., Hough et al. (2006), Scardic-

chio et al. (2009) and Lavancier et al. (2015). We employ the algorithm in Theorem 2

of Lavancier et al. (2015) which is based on the spectral decomposition of the associ-

ated kernel covariance function. Recall the spectral representation of the covariance

function, C(si, sj) =
∑∞

k=1 λkψk(si)ψ̄k(sj) where (si, sj) ∈ D × D. The existence

of the DPP is guaranteed if all of the eigenvalues, λk ≤ 1. Define the projection

kernel function as K(si, sj) =
∑∞

k=1Gkψk(si)ψ̄k(sj). Here, the Gk are independent

Bernoulli variables with mean λk for k = 1, 2, . . .. The DPP with this projection

kernel has the same distribution as the DPPD(C).

Exact simulation of a determinantal point process model involves an infinite se-

ries, which has no analytical solution except for a few kernel choices (e.g., Macchi

(1975)), which might be insufficient to describe the interaction structure in real

datasets (Lavancier et al. (2015)). So, we need a truncation of the infinite sum.
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This truncation is implemented by (E[Ñ(D)] − E[N(D)]) < 0.01E[N(D)] where

N(D) ∼
∑∞

k=1Gk (so E[N(D)] =
∑∞

k=1 λk) and the truncation, Ñ(D), is generated

by approximate simulation (Lavancier et al. (2015) and Baddeley and Turner (2005)).

With ψ(s) = (ψ1(s), . . . , ψn(s))T , the simulation algorithm given by Lavancier et al.

(2015) is

1. Set n =
∑∞

k=1 Gk

2. Sample sn from the distribution with density pn(s) = ‖ψ(s)‖2/n, s ∈ D and

set e1 = ψ(sn)/‖ψ(sn)‖

3. For i = n− 1 to i = 1, sample si from the distribution with density

pi(s) =
1

i

{
‖ψ(s)‖2 −

n−i∑
j=1

|e∗jψ(s)|2
}
, s ∈ D.

Set wi = ψ(si)−
∑n−i

j=1{e∗jψ(si)}ej, en−i+1 = wi/‖wi‖.

4. Return {s1, . . . , sn}

Rejection sampling is used in Step 3 with a uniform density λ0 over D and accep-

tance probability given by pi(s)/λ0, where λ0 is an upper bound on pi(s) for s ∈ D.

Turning to inference, continuous DPPs (DPPs defined on continuous space D ∈

Rd), e.g., the spatial DPP of interest to us, typically require the infinite dimensional

spectral decomposition, which is not analytically available except for a few kernel

choices (e.g., Macchi (1975)), in order to evaluate the likelihood and to do exact sim-

ulation. The slice sampling approach by Affandi et al. (2014), calculating upper and

lower bounds of DPP likelihoods, can be applied but requires low rank approximation

of the spectral representation (Affandi et al. (2013)).
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For stationary continuous DPPs, the likelihood function for X = {s1, . . . , sn} ∈

Dn is defined as

f(X ) = exp(|D| −H)det{[C̃](s1, . . . , sn)} (4.9)

whereH = − log[P (N(D) = 0)] = −
∑∞

k=1 log(1−λk) and C̃(s, s′) =
∑∞

k=1 λ̃kψk(s)ψ̄k(s
′)T ,

s, s′ ∈ D, λ̃k = λk/(1 − λk). Since the likelihood involves an infinite dimensional

spectral decomposition, Lavancier et al. (2015) consider the maximum likelihood es-

timator based on an approximate likelihood constructed on a rectangular region by

using a Fourier basis (see Lavancier et al. (2015) for details). For a large number

of points, calculation of components of the covariance kernel, i.e., C(si, sj) for each

pair of (si, sj), is computationally costly, even using the fast Fourier transformation.

There is also potential sensitivity to the resolution of the grid. For parametric fam-

ilies of DPPs, the Papangelou conditional intensity is not easier to calculate than

the likelihood itself, so pseudo-likelihood estimates are not easily available as with

GPPs. Bayesian inference using MCMC will be even more challenging.

Lastly, as Lavancier et al. (2015) note, handling of the DPP for a non-rectangular

region is not clear. Embedding a non-rectangular observation window W in a rect-

angular region R, yielding a missing data problem, is one possible approach.

4.3 Approximate Bayesian computation for repulsive point processes

Let Y be the observed point pattern and X be a simulated point pattern. For

a Bayesian model of the form π(X|θ)π(θ), ABC consists of three steps: (1) gen-

erate θ ∼ π(θ), (2) generate X ∼ π(X|θ), (3) compare summary statistics for

the generated X , T (X ), with those of the observed data, T (Y), and accept θ if

Ψ(T (X ),T (Y)) < ε for a selected kernel (distance) measure Ψ. Accepted θ are

samples from the approximate posterior distribution, πε(θ|T (Y)). Approximation

error relative to the exact posterior distribution π(θ|Y) comes from the choice of
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T (·), Ψ, and ε. If T (·) is a sufficient statistic for θ, then π(θ|T (Y)) = π(θ|Y) and,

given Ψ, the only approximation error is from ε. Since sufficient statistics are not

usually available, the selection of informative summary statistics T (·) is critically

important. Small values of ε are desired but require more simulation of θ ∼ π(θ)

and X ∼ π(X|θ). Again, with regard to simulation of X : (i) for the GPP, we can

utilize perfect simulation, (ii) for the DPP, we can use the Fourier basis approximate

simulation method by truncating infinite sums for DPPs whose kernels do not have

an analytical spectral representation.

4.3.1 Summary statistics

Second order summary statistics play a fundamental role in the statistical analysis of

spatial point patterns because they illuminate clustering or inhibition behavior. The

most common choice is Ripley’s K-function (Ripley (1976) and Ripley (1977)). For

a stationary point process, the K-function with radius r, Kr, is the expected number

of the remaining points in the pattern within distance r from a typical point. The

empirical estimator of Kr is

K̂r(X ) = |D|
∑

si,sj∈X : si 6=sj

1[0 < ‖si − sj‖ ≤ r]

n(n− 1)
e(si, sj) (4.10)

where e(·, ·) is an edge correction factor (e.g., Illian et al. (2008)). The variance

stabilized version, the L-function (Besag (1977)), L̂r(X ) =

√
K̂r(X )/π is often pre-

ferred. Under the Poisson process model, the expected value of L̂r(X ) is r. When

L̂r(X ) − r < 0 for small to modest values of r > 0, the point pattern suggests an

inhibitive point process model (see e.g. Møller and Waagepetersen (2004)).

With the Strauss GPP, given the interaction radius R, from (4.5), SR(X ), is

a sufficient statistic and hence, the appropriate summary statistics would be T =

(log n(X ), KR(X )). In practice, R is not known but we can choose a radius R though
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profile pseudo likelihoods. Alternatively, creating a set of R values yields a set of

summary statistics.

For DPPs, repulsiveness of DPPs is determined by the covariance kernel function;

there is no notion of a radius. Nonetheless, we propose to use a set {K̂r(X )} evaluated

at M selected values of r over the range [0, rmax]. That is, with r0 = 0, r1, . . . rM =

rmax, calculate K̂r1(X ), . . . , K̂rM (X ). Sensitivity to the number of and choice of R’s

is considered below. So, analogous to the GPP, we assume T = (T1,T2), where

T1 = log n(X ) and the components of T2 are T2,r(X ) =

√
K̂r(X ).

Soubeyrand et al. (2013) propose an optimized weight function ABC strategy

for functional summary statistics with application to spatial point processes (the

Neyman-Scott process and a marked point process). For smaller M (≤ 20), they

calculate an optimized weighted distance by the Nelder-Mead algorithm between the

simulated and observed functional statistics by minimizing the mean square error

of a point estimate of θ. For larger M, the Nelder-Mead algorithm is not available.

So, Soubeyrand et al. (2013) adopt lower dimensional piecewise constant weight

parameters which can be optimized through the algorithm to obtain manageable

computation time.

4.3.2 Explicit specification of our ABC algorithm

The ABC algorithm we adopt is based on a semi-automatic approach proposed by

Fearnhead and Prangle (2012). They argue that the optimal choice of T (Y) is

E(θ|Y) and then discuss how to construct E(θ|Y). They consider a linear regression

approach to construct the summary statistics through a pilot run. In our setting, we

generate L sets of {θ`,X`}L`=1 (choice for L discussed below). Then, we implement

a linear regression for E(θ`|Y) = a + bη(X`,Y) where η(X`,Y) is a vector of func-

tions of the summary statistics constructed from the simulated and observed point
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patterns1. We take η(X ,Y) = (η1(X ,Y),η2(X ,Y)) with, for r = 1, ...,M ,

η1(X ,Y) = log n(X )− log n(Y), η2,r(X ,Y) =

∣∣∣∣√K̂r(X )−
√
K̂r(Y)

∣∣∣∣2 (4.11)

After obtaining â and b̂ by least squares, we can calculate θ̂∗ = â+ b̂η(X ∗,Y) for

any simulated X ∗. We set θ̂obs = â and specify our distance function for the ABC

through Ψ(θ̂∗, θ̂obs) with Ψ specified below. To facilitate the regression, we take a

log transformation of the parameter vector, e.g., θ = (log β, log γ) for the Strauss

process.

Given the results of the pilot run, the approach proposed of Fearnhead and Pran-

gle (2012) implements the ABC-MCMC algorithm by Marjoram et al. (2003). ABC-

MCMC is a straightforward extension of the standard MCMC framework to ABC;

convergence to the approximate posterior distribution, πε(θ|T (Y)), is guaranteed.

Specifically, with t denoting iterations and q(·|·) denoting a proposal density,

1. Let t = 1.

2. Generate θ∗ ∼ q(θ|θ(t−1)) and X ∗ ∼ π(X|θ∗) and calculate θ̂∗ = â+b̂η(X ∗,Y).

Repeat this step until Ψ(θ̂∗, θ̂obs) < ε where θ̂obs = â and Ψ(θ̂∗, θ̂obs) is defined

below.

3. Calculate the acceptance ratio α = min

{
1, π(θ∗)q(θ(t−1)|θ∗)

π(θ(t−1))q(θ∗|θ(t−1))

}
. If u < α where

u ∼ U [0, 1] retain θ(t) = θ∗, otherwise θ(t) = θ(t−1). Return to step 2 and

t→ t+ 1.

As a distance measure, we use the componentwise sum of quadratic loss for the log

of the parameter vector, i.e., Ψ(θ̂`, θ̂obs) =
∑

j(θ̂`,j − θ̂obs,j)2/v̂ar(θ̂j) where v̂ar(θ̂j) is

1 Fearnhead and Prangle (2012)) implement linear regression for each component of θ. Since
we have a small number of parameters, we keep the notation as linear regression for multivariate
responses.
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the sample variance of j-th component of θ̂. To choose an acceptance rate ε, through

the pilot run we obtain the empirical percentiles of {Ψ(θ̂`, θ̂obs)}L`=1 and then select

ε according to these percentiles. Step 2 is the most computationally demanding. We

need to simulate the proposed point pattern X ∗ ∼ π(X|θ∗) until Ψ(θ̂∗, θ̂obs) < ε.

With regard to choice of number of summary statistics, when M is large more in-

formation is obtained but, if too large, overfitting, relative to the number of points in

the point pattern, results. As a strategy for this selection, we specify M with equally

spaced r’s, and implement a lasso (Tibshirani (1996)). We determine the penalty

parameter for the lasso by cross-validation, and preserve the regression coefficients

corresponding to the optimal penalty by using glmnet (Friedman et al. (2010)). In

our simulation study, we examine sensitivity to the selection of M .

We remark that, in frequentist analysis, the minimum contrast estimator is often

used. This is the value of θ which minimizes
∑

r |K̂r(X )a − Kθ(r)
a|b where Kθ is

the theoretical K-function, K̂r(X ) is the empirical estimator for the K-function, and

a, b are user-specified parameters (Diggle (2003)). The minimum contrast estima-

tor requires analytical forms for the functional statistics which are not necessarily

available for repulsive point processes, e.g., the K function for the Matérn-Whittle

kernel function requires numerical methods (though the pair correlation function,

whose analytical form is available for the Matérn-Whittle kernel function, is an al-

ternative functional summary statistics for the minimum contrast estimator). ABC

does not require analytical expressions for the functional statistics because the ap-

proach compares the “estimated” K-function for observed and simulated point pat-

terns. However, if analytical forms for the functional summary statistics are available,

the minimum contrast estimator or composite likelihood estimators (Baddeley and

Turner (2000) and Guan (2006)) would be available and easy to implement. Fur-

thermore, software for these estimators has already been developed (Baddeley and
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Turner (2005)).

As a final comment here, we have compared our proposed ABC-MCMC algo-

rithm with the straightforward exchange algorithm of Murray et al. (2006), men-

tioned above, for a Strauss Gibbs point process. Without providing details, suppose

we compute inefficiency factors (IF) for parameters, i.e., the ratio of the numerical

variance of the estimate from the MCMC samples relative to that from hypothetical

uncorrelated samples, using both model fitting approaches. We find that the IFs

for the exchange algorithm tend to be an order of magnitude greater than those

from the ABC-MCMC algorithm. Also, the ABC-MCMC algorithm allows simple

parallelization, not possible for the exchange algorithm, so, computationally, it can

be much faster. To clarify the benefit of parallelization, Appendix A.4 provides the

time normalized computational efficiency of each approach. Roughly speaking, gen-

eration of one independent posterior sample from the ABC-MCMC algorithm takes

22 times longer for β and 34 times longer for γ. This suggests that we require ap-

proximately 34 threads/nodes to obtain the same computational speed as with the

exchange algorithm.

4.3.3 Model checking for repulsive point processes

Model checking for spatial point processes has a relatively small literature. Ap-

proaches include (i) goodness of fit tests that can be used in conjunction with Poisson

processes (e.g., Ripley (1988)) which emerge as special cases of Monte Carlo tests

and (ii) residual analysis based on the Papangelou conditional intensity (see Badde-

ley et al. (2005)). For DPPs, likelihood ratio tests are available (see Lavancier et al.

(2015)). However, such tests would not work to compare different types of repulsive

point processes, i.e., DPPs with GPPs. For GPPs, without analytically available

likelihoods, simulated comparison of the K or L functions under the fitted model

with the observed are offered for model checking.
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In the Bayesian framework, a cross validation approach based on training and test

datasets can be applied for point processes with conditionally independent location

densities, e.g., Poisson processes and Cox processes (Leininger and Gelfand (2016)).

However, this approach is unavailable for repulsive point processes because holding

out points will alter the geometric structure, hence the interaction structure, of the

point pattern. As an alternative in our setting, we consider prior predictive Monte

Carlo tests using the statistic Sr(x) (4.5). For choices of r, we can implement the test

for Sr(Y) together with the set {Sr(X ∗u ), u = 1, . . . , U} where the X ∗u ’s are generated

under the model with θu ∼ π(θ).

For model comparison, we consider the ranked probability score (RPS, Gneiting

and Raftery (2007) and Czado et al. (2009)) which assesses the performance of a

predictive distribution relative to an observation, in our case to an observed count.

Intuitively, a good model will provide a predictive distribution that is very concen-

trated around the observed count. For a set Q ⊂ D, we calculate the RPS, via Monte

Carlo integration, using posterior samples, as

RPS(F,N test(Q)) =
1

T

T∑
t=1

|N (t)(Q)−N (test)(Q)| − 1

2T 2

T∑
t=1

T∑
t′=1

|N (t)(Q)−N (t′)(Q)|.

(4.12)

Applying (4.12) to a collection of Qj uniformly drawn over D and summing over j

gives a model comparison criterion. Smaller values of the sum are preferred. We

calculate RPS as in-sample comparison of predictive performance (see Leininger and

Gelfand (2016)).

4.4 Simulation studies

We consider simulation to address two points. In Section 4.4.1, we provide a proof of

concept example to clarify how well we can recover model parameters using our ABC

approach. In Section 4.4.2, we provide an example to illustrate model assessment.
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4.4.1 Recovery of model parameters

First, we consider the strongly repulsive Strauss process on D = [0, 1] × [0, 1] as

specified in (4),

π(X ) = βn(X )γSR(X )/c(β, γ), SR(X ) =
1

2

∑
si,sj∈X : si 6=sj

1(‖si − sj‖ ≤ R) (4.13)

where β = 200, γ = 0.1, and R = 0.05. The realization is shown in the left panel

of Figure 4.1. The number of points is n = 88. The prior specification is a uni-

form for β and γ: π(β) = U [50, 400], π(γ) = U [0, 1]. The interaction radius R

is estimated by the maximum pseudo-likelihood method. The estimated value is

R̂ = 0.051 which is close to the true value (see the right panel of Figure 4.1). We

use Tsuff ≡ (log n(X ),
√
KR̂(X )) as our summary statistic. In the pilot run, we

generate L =10,000 sets of (β, γ, X ) from π(X|β, γ) ×π(β)π(γ) under R fixed at

R̂, we calculate regression coefficients â and b̂, and we decide the truncation level

ε based on the p∗% estimated percentiles of {Ψ(θ̂`, θ̂obs)}L`=1. We set
¯̂
θ = â as the

initial value and preserve 1,000 samples as posterior draws.
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Figure 4.1: Simulated realization (left) and profile pseudo likelihood with radius
R (right) of a Strauss process. Profile pseudolikelihood is calculated by profilepl

function in spatstat package. Dotted line is R = 0.051 where profile pseudolikeli-
hood is maximized.
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Figure 4.2: Simulated realization of a DPP with Gaussian kernel (left) and a DPP
with power exponential spectral (right)

Table 4.1 shows the estimation results. The posterior for n is given though it

is not a model parameter. We show three different acceptance levels. Tsuff , ε = 0

provides the exact posterior distribution (due to sufficiency, and it can be observed

due to discreteness). With Tsuff , p∗ = 1% and Tsuff , p∗ = 5%, although the variance

of estimated parameters increases slightly, the posterior means are well estimated.

Table 4.1: Estimation results for the Strauss process

Strauss True Mean Stdev 95% Int
Tsuff ε = 0
β 200 180.9 23.65 [139.3, 233.5]
γ 0.1 0.165 0.062 [0.066, 0.309]
n 88 88 0 [88, 88]
Tsuff p∗ = 1%
β 200 180.7 24.53 [135.0, 230.6]
γ 0.1 0.167 0.071 [0.057, 0.336]
n 88 88 1.593 [86, 91]
Tsuff p∗ = 5%
β 200 181.5 31.08 [127.1, 247.0]
γ 0.1 0.157 0.091 [0.020, 0.361]
n 88 88 5.705 [77, 97]

As a second example, we consider a DPP with a Gaussian covariance kernel
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(DPP-G),

CG(s, s′) = τ exp

(
−‖s− s

′‖2

σ2

)
, τ = 100, σ2 = 0.05. (4.14)

The realization is shown in the left panel of Figure 4.2 with the random n = 100.

A uniform distribution for both parameters is assumed: π(τ) = U [50, 200] (an

interval which includes τ̂ = n/|D| = 100) and π(σ2) = U [0.001, σ2
max], where

σ2
max = 1/

√
πτ ≈ 0.0564 (required for the existence of a DPP with a Gaussian

kernel). For DPP models, Tfunc(X ) = (log n(X ),
√
Kr1(X ), . . . ,

√
KrM (X )). We

consider M = 20 and 10 equally spaced values over [0, 0.1], i.e., (r1 = 0.005, r2 =

0.01, . . . , r20 = 0.1) and (r1 = 0.01, r2 = 0.02, . . . , r10 = 0.1). We implement a pilot

run and then our ABC algorithm with the same number of posterior samples as in

the first example. Table 4.2 illustrates that the true values of parameters are recov-

ered well. The estimation results are insensitive to the choice of M . The posterior

variance of the parameters increases slightly when the tolerable level based on p∗

increases but the posterior means are well estimated.

As a third example, we consider a DPP with power exponential spectral density

(DPP-PE),

ϕ(u) = τ
α2

πΓ(2/ν + 1)
exp(−‖αu‖ν), τ = 100, α = 0.1, ν = 10(fixed) (4.15)

This kernel can capture stronger repulsiveness than a DPP with a Gaussian kernel

(DPP-G). Though the parameters in this kernel are not interpretable, we can still

investigate whether or not they are recovered. The random number of points is n =

101. A uniform distribution for τ and α is assumed: π(τ) = U [50, 200] and π(α) =

U [0.001, αmax] where αmax =
√

Γ(2/ν + 1)π/τ ≈ 0.1698. Again, we implement a

pilot run and then our ABC algorithm with the same number of posterior samples.

Table 4.2 demonstrates that the true values of parameters are recovered well.
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Table 4.2: Estimation results for the DPP with Gaussian kernel (left) and with
power exponential spectral density (right) for each number of evaluation grids and
percentiles.

Gauss True Mean Stdev 95% Int PE True Mean Stdev 95% Int
(M, p∗%)
(10, 1%)
τ 100 100.4 5.863 [89.84, 112.5] τ 100 100.9 6.011 [88.47, 112.6]
σ2 0.05 0.047 0.006 [0.030, 0.057] α 0.1 0.113 0.022 [0.069, 0.155]
n 100 100 3.198 [94, 106] n 101 101 2.99 [96, 107]
(10, 5%)
τ 100 100.0 8.205 [85.26, 117.1] τ 100 102.9 7.899 [87.93, 117.3]
σ2 0.05 0.045 0.008 [0.026, 0.057] α 0.1 0.112 0.025 [0.060, 0.160]
n 100 100 7.026 [88, 113] n 101 102 6.307 [90, 113]
(20, 1%)
τ 100 99.28 6.277 [86.30, 110.7] τ 100 102.3 6.568 [88.93, 114.8]
σ2 0.05 0.048 0.006 [0.032, 0.057] α 0.1 0.110 0.22 [0.061, 0.151]
n 100 100 3.140 [94, 105] n 101 101 2.922 [96, 106]
(20, 5%)
τ 100 99.06 7.434 [84.32, 113.6] τ 100 101.4 7.490 [86.02, 116.0]
σ2 0.05 0.045 0.007 [0.028, 0.057] α 0.1 0.110 0.025 [0.057, 0.157]
n 100 99 6.596 [88, 111] n 101 101 6.313 [90, 113]

4.4.2 Model assessment

As in the discussion in Section 4.3.3, we examine model adequacy through Monte

Carlo tests. We consider two different point pattern sizes: (A) n ≈ 100 and (B)

n ≈ 500. Four true datasets are generated for each pattern size. For (A): (A.i)

HPP (λ = 100), (A.ii) Strauss process (β = 250, γ = 0.05, R = 0.05), (A.iii) DPP-G

(τ = 100, σ2 = σ2
max), (A.iv) DPP-PE (τ = 100, α = αmax, ν = 10). For (B): (B.i)

HPP (λ = 500), (B.ii) Strauss process (β = 1000, γ = 0.05, R = 0.02), (B.iii) DPP-G

(τ = 500, σ2 = σ2
max) and (B.iv) DPP-PE (τ = 500, α = αmax, ν = 10). The DPP-PE

with ν = 10 and α = αmax provides stronger repulsion than the DPP-G model with

σ2 = σ2
max (see, Lavancier et al. (2015)). All settings are expected to have 100 points

for (A) and 500 points for (B), respectively so we focus on comparing the second

order statistics Sr(X ).

For (A), HPP: π(λ) = G(200, 2) (E[λ] = 100, Var[λ] = 50), Strauss: π(β) =

U [75, 400], π(γ) = B(1, 6), DPP-G: π(τ) = G(200, 2), π(σ2/σ2
max) = B(6, 1), DPP-
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PE: π(τ) = G(200, 2), π(α/αmax) = B(6, 1). The beta priors for γ, α/αmax and

σ2/σ2
max imply moderate to strong repulsion within each model because each model

shows stronger repulsiveness when γ is small and the α/αmax and σ2/σ2
max are large.

For (B) HPP: π(λ) = G(1000, 2) (E[λ] = 500, Var[λ] = 250), Strauss: π(β) =

U [350, 1200], π(γ) = B(1, 6), DPP-G: π(τ) = G(1000, 2), π(σ2/σ2
max) = B(6, 1) where

σ2
max = 1/

√
πτ , DPP-PE: π(τ) = G(1000, 2), π(α/αmax) = B(6, 1).

Table 4.3 shows estimated p-values for the Monte Carlo tests associated with

the observed Sr(Y) by simulating 999 point patterns {Y∗} from the prior predictive

distribution of each model. For n ≈ 100, models are assessed at the radii r =

(0.03, 0.05, 0.07, 0.09); for n ≈ 500 models are assessed at the radii r = (0.01, 0.02,

0.03, 0.04). For n ≈ 100 and n ≈ 500 we see similar results. When the true model is

the HPP or the Strauss process, the other models are sometimes formally criticized

but, regardless, show smaller p-values. When the DPP-G is the true model, only the

HPP is criticized. When DPP-PE is true, DPP-G and HPP are criticized but Strauss

is not. This result is not surprising because, though the DPP-PE presents stronger

repulsiveness than the DPP-G, the Strauss process shows very strong repulsiveness.

As expected, the results emerge more strongly for the larger point patterns.

We also investigate in-sample RPS to compare the model fitting. We set J = 1000

and sample squares Qj uniformly over D. Each Qj is a square of size q|D| with

q ∈ (0, 0.1). We calculate RPS for each Qj and average over j = 1, . . . , J . Figure

4.3 shows the relative RPS, i.e., the ratio of RPS for a particular model relative to

the RPS for the true model. For n ≈ 500, though the ratios are close to 1.00, the

true model is generally preferred. However, when the DPP-G is true, the difference

between DPP-G and DPP-PE is small. For n ≈ 100, the comparison is a bit less

successful. When the HPP or the DPP-PE are true, these models are preferred by

the in-sample RPS. However, when the Strauss or the DPP-G are true, they don’t

show the smallest RPS, although the differences are small. Moreover, with only
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n ≈ 100, the HPP can be distinguished from the other repulsive point processes,

even with moderate repulsiveness. Altogether, we conclude that a larger number of

points will be required to distinguish the true repulsive point process from the other

repulsive point processes.

Table 4.3: Model adequacy: estimated p-values for simulated datasets, n ≈ 100 (left)
and n ≈ 500 (right). Bold denotes significance at p ≤ .1.

n ≈ 100\r 0.03 0.05 0.07 0.09 n ≈ 500\r 0.01 0.02 0.03 0.04
HPP HPP
HPP 0.669 0.588 0.592 0.578 HPP 0.404 0.638 0.596 0.636
Strauss 0.012 0.011 0.077 0.137 Strauss 0.017 0.009 0.086 0.147
DPP-G 0.005 0.035 0.130 0.215 DPP-G 0.001 0.001 0.013 0.028
DPP-PE 0.067 0.149 0.217 0.257 DPP-PE 0.001 0.001 0.001 0.034

Strauss Strauss
HPP 0.001 0.001 0.092 0.268 HPP 0.001 0.001 0.001 0.038
Strauss 0.481 0.450 0.697 0.719 Strauss 0.409 0.382 0.617 0.638
DPP-G 0.105 0.001 0.345 0.469 DPP-G 0.114 0.001 0.239 0.369
DPP-PE 0.127 0.001 0.333 0.452 DPP-PE 0.413 0.001 0.745 0.735

DPP-G DPP-G
HPP 0.005 0.020 0.108 0.236 HPP 0.001 0.001 0.001 0.034
Strauss 0.386 0.101 0.285 0.303 Strauss 0.409 0.768 0.380 0.492
DPP-G 0.245 0.274 0.364 0.441 DPP-G 0.328 0.199 0.260 0.355
DPP-PE 0.224 0.275 0.357 0.421 DPP-PE 0.709 0.788 0.764 0.721

DPP-PE DPP-PE
HPP 0.001 0.003 0.017 0.090 HPP 0.001 0.001 0.001 0.001
Strauss 0.481 0.833 0.502 0.547 Strauss 0.409 0.768 0.380 0.492
DPP-G 0.105 0.075 0.104 0.201 DPP-G 0.114 0.005 0.003 0.036
DPP-PE 0.127 0.122 0.131 0.209 DPP-PE 0.413 0.160 0.144 0.199

4.5 Application

We implement our approach for a dataset of tree locations in Duke Forest, comprising

68 species, a total of 13,655 individuals with diameter at breast height (dbh) and

location recorded for each. We aggregate the species and remove trees under 40 cm

dbh from the dataset because only older trees exhibit inhibition/repulsion. The left

panel in Figure 4.4 shows the locations of trees whose dbh is larger than 40 cm over

a selected rectangle (rescaled to the unit square for fitting) in the Blackwood region

of Duke Forest. The resulting number of points is 89.
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Figure 4.3: In sample relative RPS: n ≈ 100 (left) and n ≈ 500 (right). q is the
relative size of the evaluation grid Q, i.e., |Q| = q|D|.
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For the Strauss model, we include both an interaction radius R ≈ 0.053 (≈ 4.0m

in real scale) and a hardcore radius which are chosen from profile pseudo likelihoods

(see, the middle panel in Figure 4.4)2. We also investigated the cases R = 0.02 and

R = 0.035. The prior specifications for the Strauss process are: β ∼ U [50, 350],

γ ∼ U [0, 1]. We fix p∗ = 1% percentiles to determine ε for Strauss models. We

also consider a DPP-G and a DPP-PE with τ ∼ U [50, 200] and σ2 ∼ U [0.001, σ2
max]

where σ2
max = 1/

√
πτ for the DPP-G and τ ∼ U [50, 200] and α ∼ U [0.001, αmax]

where αmax =
√

Γ(2/ν + 1)π/τ for the DPP-PE. Through the pilot run, we fix

M = 10 and p∗ = 1% percentiles to determine ε for DPP models. We retain 1,000

samples for each model. Table 4.4 shows the estimation results for the HPP, the

Strauss, the DPP-G and the DPP-PE models. The estimated value of γ for the

Strauss process with R = 0.053 reveals a moderate level of repulsion.

0.00

0.25

0.50

0.75

1.00

0.00 0.25 0.50 0.75 1.00

201

204

207

210

213

0.02 0.04 0.06 0.08 0.10
R

lo
g 

ps
eu

do
lik

el
ih

oo
d

−0.020

−0.015

−0.010

−0.005

0.02 0.04 0.06 0.08 0.10
r

L(
r)

−
r

Figure 4.4: Plot of Duke Forest dataset (left), profile pseudolikelihood for the
Strauss process (middle) and L̂(r)− r for the focused region (right). Profile pseudo-
likelihood is calculated by profilepl function in spatstat package. Dotted line is
R = 0.053 where profile pseudolikelihood is maximized.

As above, we consider prior predictive checks using Monte Carlo tests employing

Sr(Y) for comparing second order properties. Table 4.5 presents the estimated p-

values for the observed Sr(Y) for each model and radius. Including prior specification,

Table 4.5 reveals that the HPP is criticized for small radii. The Strauss model with

2 In the simulation examples, we considered only an interaction radius. However, with real data,
often we find hardcore repulsion with a very small radius or moderate repulsion with a larger radius.
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Table 4.4: Estimation results for the real data

Mean Stdev 95% Int Mean Stdev 95% Int
HPP Strauss

R = 0.02
β 89.75 5.464 [79.73, 100.4] β 96.55 10.34 [77.11, 118.3]
n 90 10.79 [70, 112] γ 0.452 0.243 [0.065, 0.937]

n 89 3.079 [84, 94]
DPP-G Strauss

R = 0.035
τ 88.96 6.446 [76.94, 101.8] β 111.6 13.25 [86.99, 138.5]
σ2 0.048 0.009 [0.025, 0.060] γ 0.467 0.185 [0.169, 0.866]
n 89 4.287 [82, 97] n 90 2.446 [85, 93]
DPP-PE Strauss

R = 0.053
τ 89.47 4.936 [79.16, 98.71] β 149.0 23.43 [110.3, 200.3]
α 0.144 0.025 [0.084, 0.179] γ 0.452 0.140 [0.202, 0.744]
n 90 3.058 [84, 95] n 90 1.109 [88, 92]

Table 4.5: Model adequacy: estimated p-values for the real dataset. Bold denotes
significance at p ≤ .1

Model\r 0.03 0.05 0.07 0.09
HPP 0.0428 0.0130 0.1002 0.1662
Strauss (R = 0.02) 0.0572 0.0528 0.0919 0.1040
Strauss (R = 0.035) 0.2373 0.0978 0.1292 0.1392
Strauss (R = 0.053) 0.3574 0.3923 0.3340 0.3042
DPP-G 0.1894 0.1311 0.1978 0.2097
DPP-PE 0.2828 0.1801 0.2274 0.2305

small radii (R = 0.02 and R = 0.035) are also criticized. There is evidence in

support of repulsion with moderate radius. We also calculate in-sample RPS. Figure

4.5 shows the relative RPS to the RPS of the HPP. Again, the ratios are near 1.00.

However, despite the somewhat small size of the point pattern, the figure indicates

preference for the repulsive point processes, most strongly for the Strauss model with

R = 0.053.

4.6 Summary and future work

Bayesian inference for DPPs and GPPs is not unified because of challenging model

fitting problems specific to each type of process model. Here, we have proposed a
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Figure 4.5: In-sample relative RPS for Duke forest data. q is the relative size of
the evaluation grid Q, i.e., |Q| = q|D|.

unifying approach for model fitting using ABC. It is attractive because simulation

from the models is easier than evaluation of the exact likelihood and because infor-

mative summary statistics (first and second moments) are available. We also offered

model assessment strategies for repulsive point processes using Monte Carlo tests

and in-sample RPS. Simulation studies illustrate that true models can be recovered

but that it may be difficult to criticize the true repulsive point process in favor of

other repulsive specifications when the number of points is small.

Future work will examine nonhomogeneous repulsive point processes. Because

the second order functional summary statistics are available, e.g., the nonhomoge-

neous versions of the K function (Baddeley et al. (2000)), our ABC approach can

be directly extended. Another challenge is to consider very large datasets. The

main computational cost of our algorithm is simulation of X for each iteration of the

ABC-MCMC. One promising solution is to run multiple MCMC chains in parallel
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(Wilkinson (2005)). Through the pilot run, we can obtain the rough approximate

posterior mean of the parameters
¯̂
θ = â. Starting the algorithm with this initial

value results in no need for a burn-in period. In this regard, other types of ABC

algorithms can be considered, for example, sequential versions of ABC (ABC-SMC)

Beaumont et al. (2009), Toni et al. (2009) and Marin et al. (2012) which might be

more suitable for parallelization.

98



5

Statistical Analysis of Origin-Destination Point
Patterns: Modeling Car Thefts and Recoveries

5.1 Introduction

Mobility and spatial interaction data have become increasingly available due to the

wide adoption of location-aware technologies (Guo et al. (2012)). Examples of mobil-

ity data include human daily activities, vehicle trajectories, and animal movements.

A special type of mobility data can be found in origin-destination problems which

have a substantial literature at this point (Wood et al. (2010), Adrienko and Adrienko

(2011) and Guo et al. (2012)). Applications noted below have included labor flows,

traffic flows, and mail flows. Customarily, such data is collected at areal unit scale

with distance expected to influence flow. An example might be regular travel paths

based on commuting between residence and workplace. Vehicle trajectories, e.g.,

taxi rides might give rise to point-based trajectories that only have the origin and

destination points for each passenger ride. Our application here consists of origin-

destination points providing locations of car thefts and car recoveries with, of course,

no knowledge on the trajectory in between (Assunção and Lopes (2007) and Lopes
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and Assunção (2012)). Homicide is a more complex linked events situation since we

can have at least three linked positions: the murder location, and the victim and

offender addresses (see details in Lopes and Assunção (2012)). What each of these

situations have in common is that two or more spatial point patterns are linked by

an overall event.

In this chapter we focus on pointed-referenced origin-destination pairs. Viewed

from a spatial perspective, the data consist of a pair of spatial locations, the origin

and the destination say with a measurement at each location and a distance between

them. Typically, locations are areal units, e.g., postal codes where the measurements

might be volumes in each post code along with delivery times from one to another

(Banerjee et al. (2000)) or, for labor markets, the measurements might be the number

of individuals living in one unit, working in another with commuting time between

them (Chakraborty et al. (2013)).

We focus here on the origin-destination problem above where the data consists

of a point pattern of origins and a partial point pattern of associated destinations.

In particular, the point pattern of origins is a collection of car theft locations. The

point pattern of destinations is a collection of recovery locations. In practice, we have

many fewer origin-destination pairs than origin locations; that is, only a fraction of

the stolen vehicles are recovered.

We are motivated by two real data settings. One consists of a collection of

automobile thefts, with a fraction of recoveries, over the state of Neza in Mexico.

We have a total of 4,016 car theft locations (after deleting some missing locations)

during 2015, over both northern and southern parts of Neza. This dataset is small

but is endowed with areal covariate information regarding population features and

crime type that can be used for explanation in our modeling strategy. See Figures

5.1 and 5.2, and Section 5.2 for further description. A second dataset consists of

car thefts which occurred in Belo Horizonte (Brazil). It is a much larger dataset,
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but lacks covariates. This city is 331 km2 in area and has approximately 2.4 million

inhabitants. In the period from August, 1, 2000, to July, 31, 2001, the dataset

consists of 5,250 pairs of theft and recovery locations. See Figure 5.3 and Section 5.2

for a more complete description.

The connection between origin-destination problems and spatial point processes

has hardly been treated in the literature. Beneš et al. (2005) consider statistical

analysis of linked point processes, where for each case of a disease in their study,

they have the coordinates of the individual’s home and of the reported infection

location. However, they used only the distance between the two linked locations. As

noted above, Banerjee et al. (2000) analyzed postal service performance with regard

to delivery of priority mail. However, their data structure was aggregated to Swiss

postal regions, not of the point process type. Assunção and Lopes (2007) and Lopes

and Assunção (2012) consider bivariate linked point processes as point processes with

events marked with another spatial event representing origin-destination data types.

Their methods are illustrated with the Belo Horizonte data on car theft locations

and the eventual car retrieval locations, also analyzed here.

We offer four statistical modeling approaches to analyze such origin-destination

data. First, we model the set of origin locations using both a nonhomogeneous

Poisson process as well as a log Gaussian Cox process. We demonstrate the benefit of

the latter specification. Second, we consider a conditional specification to provide the

distribution of destination locations given origin locations. Third, we consider a joint

model, viewing the data as an origin-destination pair, and treating the point pattern

as consisting of random pairs of locations. Because both origin and destination are

points in R2, we propose to specify the model as a point pattern over a bounded set

Do ×Dd ⊂ R2 ×R2. This approach needs an intensity over Do ×Dd linking pairs of

locations. In this regard, the destination can be viewed as a mark associated with

the origin where the mark lies in a subset of R2. Finally, in our fourth approach, we
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reduce this joint origin-destination model to a specification over a subset of R1×R1

where, say for theft locations, different from the first approach, we model the x-

and y-coordinates of a theft location using special cases of trend surface models

which yields intensities with ridges, enabling potentially useful interpretations. All

these statistical approaches provide a deeper look at the analysis of the motivating

examples.

The plan of this chapter is the following. Section 5.2 provides a description of the

two datasets that motivate this chapter. Section 5.3 presents the statistical approach

that models the set of origin locations using both a nonhomogeneous Poisson process

as well as a log Gaussian Cox process. Then Section 5.4 considers the conditional

specification approach that provides the distribution of destination locations given

origin locations. Section 5.5 supplies the joint model approach, viewing the data as

an origin-destination pair, and treating the point pattern as consisting of random

pairs of locations. Finally, Section 5.6 presents the analogous ridge (trend surface)

model specification. The chapter ends with a summary and future work.

5.2 Data description

This chapter presents the analysis of two real datasets consisting of a collection of

automobile thefts and recoveries over the state of Neza (Mexico), and also car thefts

occurred in Belo Horizonte (Brazil).

5.2.1 The Neza data

The Ciudad Neza (referred to as Neza in what follows) is a city and municipality

adjacent to the northeast corner of Mexico’s Federal district. It is part of the Mex-

ico City metropolitan area. The region is composed of the north and south parts

separated by a single road. On the east side of this road there is a large park, and

on the west side an airport. In the analysis below, we separate these two regions.
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Our dataset contains car theft locations in 2015. The number of car theft locations

is 4,016 after deleting some missing locations.

We also have several areal unit covariates split into two categories. The first

category consists of population types: (P1) Pop15 - number of individuals 15 years

and older, (P2) Apart - number of apartments, (P3) Eco - number of economically

active individuals, (P4) Employ - number of employed individuals, hence unEmploy

- number of unemployed individuals, (P5) inBorn - number of individuals born in

the area, hence outBorn - number of individuals born outside the area, (P6) Health

- number of individuals with health insurance access, hence noHealth - number of

individuals without health insurance access and (P7) Scholar average of scholarly

grade (integer values from 6 − 10). The second category consists of crime types:

(C1) Extor - number of extortion crimes, (C2) Murder - number of murders, (C3)

Burg - number of burglaries, (C4) Shop - number of shop robberies, (C5) Public -

number of public transport robberies, (C6) Street - number of street robberies, (C7)

Kidnap - number of kidnappings and (C8) Total - total number of infractions (some

additional crimes beyond (C1) through (C7) are included here). These covariates are

provided for 90 disjoint blocks in Neza. Figure 5.1 shows the theft locations for the

north and south regions. The x- and y-axis are in eastings and northings. 22 blocks

are located in the north region with the remaining 68 blocks in the south region.

They are indicated in white in the figure. Of the thefts, 3,327 points (689 points) are

observed in the south (north) region. These locations seem to be spread smoothly

over the each region rather than suggesting concentration in “hot spots.”

Unfortunately, the recovery locations are observed for only 382 theft locations.

56 of these locations are outside the Neza region. Figure 5.2 shows the plot of the

recovery locations for observed theft and recovery pairs as well as a histogram of

the distance between theft and recovery locations. We see that the recovery location

tends to be near the theft location. This motivates our ensuing modeling.
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Figure 5.1: Car theft locations in the north region (left) and the south region
(right) in Neza
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Figure 5.2: Recovery locations (left) and histogram of the distance between theft
and recovery locations (right)

5.2.2 The Belo Horizonte data

We also examine car theft and recovery point patterns in Belo Horizonte in Brazil

(Lopes and Assunção (2012)). This dataset contains 5,250 pairs of theft and recovery

locations, an order of magnitude larger than we have in the Neza data. However,

this dataset does not have any covariate information. The left panel of Figure 5.3

shows the point patterns of theft and recovery locations. The point patterns are
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similar, though recovery points seemed to be a bit more concentrated. The right

panel provides the histogram of the distance between theft and recovery locations.

Again, recovery location tends to be near theft location; in fact, 770 pairs (roughly

15%) are observed to be within 200 m.
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Figure 5.3: Car theft and recovery locations (left) and histogram of the distance
between theft and recovery locations (right) in Belo Horizonte

5.3 Modeling of car thefts

5.3.1 LGCP and NHPP models for vehicle theft

As our first analysis, we consider the vehicle theft events in Neza. This is because

we have a relatively large number of theft points in Neza and also have covariate

information. Let X = {s1, . . . , sn} denote the observed point pattern over the study

region D ⊂ R2. In our case, X is the set of car theft locations and D is the north

or the south region. We consider non-homogeneous Poisson processes (NHPP) and

log Gaussian Cox processes (LGCP, Møller et al. (1998)) for modeling theft events.

As a spatial process model, the LGCP is defined so that the log of the intensity is a

Gaussian process (GP), i.e.,

log λ(s) = X(s)β + z(s), z(X ) ∼ N (0,C(X ,X ′)), s ∈ D. (5.1)
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where X(s) is a covariate vector at s and z(s) is a Gaussian process. In particu-

lar, z(X ) = (z(s1), . . . , z(sn)) denotes the n-variate zero mean Gaussian distribu-

tion, with covariance matrix C(X ,X ′) = (C(si, sj))i,j=1,...,n, which provides spatial

random effects for the intensity surface, pushing up and pulling down the surface,

as appropriate. We assume an exponential covariance function, i.e., C(u,u
′
) =

σ2 exp(−φ‖u− u′‖)1.

If we remove z(s) from the log intensity, we obtain the associated NHPP. NHPP’s

have a long history in the literature (see, e.g., Illian et al. (2008)). Furthermore, given

λ(s) with z(s), X is, again, an NHPP with intensity λ(s). The likelihood takes the

form

L(X ) ∝ exp

(
−
∫
D

λ(u)du

) n∏
i=1

λ(si) (5.2)

For inference with a LGCP using (2), we need to approximate the stochastic

integral inside the exponential. We create K grid cells roughly uniformly over the

study region D; convergence to the exact posterior distribution when K → ∞ is

guaranteed following Waagepetersen (2004). Then, the approximate likelihood for

the LGCP becomes

L(X ) ∝ exp

(
−

K∑
k=1

λ(uk)∆k

) K∏
k=1

λ(uk)
nk (5.3)

where nk is the number of points in k-th grid, i.e.,
∑K

k nk = n, ∆k is the area of

k-th grid (in practice, we standardize ∆k so that
∑K

k ∆k = |D| = 1) and uk is

the “representative point” for k-th grid (e.g., Banerjee et al. (2014) and Møller and

Waagepetersen (2004)). In fact, since we have covariate values for 90 different areal

units, we adopt this discretization. In order to implement full inference we adopt a

1 Since we never see observations of the intensity, it is hard to justify or identify a richer covariance
function for the spatial random effects.
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Bayesian framework, fitting the model using Markov chain Monte Carlo (see, e.g.,

Robert and Casella (2004)), as discussed below.

5.3.2 Covariate selection

The spatstat R-package (Baddeley and Turner (2005); Baddeley et al. (2013)) sup-

ports the model fitting of spatial point processes, in particular Poisson processes, and

related inference and diagnostic tools. The function ppm fits a spatial point process

to an observed point pattern and allows the inclusion of covariates. Two estimation

methods, pseudo-maximum likelihood (Baddeley and Turner (2000)) and approxi-

mate maximum likelihood (Huang and Ogata (1999)), are implemented. Working

with the 90 (22 in north and 68 in south) blocks, we select covariates from those

listed in Section 5.2.1 by forward and backward selection (step function in R) based

on the models fitted by the ppm function. The resulting selection is presented in

Section 5.3.3.

5.3.3 Results for theft locations

We implement model fitting with the NHPP and the LGCP for theft locations in

the two separate regions in Neza. Again, KN = 22 and KS = 68 are the number of

grid cells for the north and south regions, respectively. We rescale the northings and

eastings dividing by 1,000. The estimation results are presented at this scale.

Working with the NHPP model, we implement the forward and backward algo-

rithm (step function) with BIC penalty (log(n)) for each region. For k = 1, . . . , KS

(KN), the covariate vector and its coefficients are modeled as

XS,kβ = β0 + β1Extork + β2Shopk + β3Streetk + β4Totalk

+ β5Ecok + β6Scholark (5.4)

XN,kβ = β0 + β2Shopk + β4Totalk + β7Apartk (5.5)
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All covariates are centered and scaled. We use the same covariate vector for the

LGCP model.

For sampling of β in the LGCP and NHPP, we implement an adaptive random

walk MH algorithm (Andrieu and Thoms (2008)). We implement elliptical slice

sampling for the GP in the LGCP (Murray and Adams (2010), Murray et al. (2010),

Leininger (2014)). 20,000 samples are discarded as burn-in period and a subsequent

20,000 samples are preserved as posterior samples for the LGCP and the NHPP,

respectively. Since, for spatial Gaussian processes, φ and σ2 are not identifiable

but the product, φσ2 is (Zhang (2004)), we need to adopt an informative prior

distribution for one of them. Here, we assume informative support for φ and adopt

an inverse Gamma distribution for σ2 with relatively large variance. As specific prior

settings, we assume σ2 ∼ IG(2, 0.1) (inverse gamma), β ∼ N (0, 100I) (normal) and

φ ∼ U [0, 10] (uniform), where, after rescaling the eastings and northings, distances

are in kilometers.

We also report the inefficiency factor for comparing sampling efficiency. The

inefficiency factor (IF) is the ratio of the numerical variance of the estimate from

the MCMC samples relative to that from hypothetical uncorrelated samples, and is

defined as 1 + 2
∑∞

s=1 ρs where ρs is the sample autocorrelation at lag s. It suggests

the relative number of correlated draws necessary to attain the same variance for

the posterior sample mean as from uncorrelated draws (e.g., Chib (2001)). Smaller

values express more efficient sampling.

The estimation results are presented in Tables 5.1 and 5.2. The results for the

covariates are similar for both the NHPP and LGCP though the posterior variances

in the LGCP are larger than those in NHPP which is attributable to the additional

randomness introduced by the Gaussian process. The reported log likelihood (“like”

in the tables) for the LGCP is better (larger) than that for the NHPP in both regions.

We also implement model validation using (1) predictive interval coverage and
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Table 5.1: Estimation results of models for theft locations in the north region

LGCP NHPP

Mean Stdev 95% Int IF Mean Stdev 95% Int IF

β0 6.423 0.096 [6.226, 6.607] 194 6.434 0.042 [6.350, 6.514] 15
β2 -0.250 0.104 [-0.438, -0.036] 273 -0.259 0.047 [-0.351, -0.167] 14
β4 0.604 0.117 [0.341, 0.823] 250 0.556 0.049 [0.457, 0.651] 15
β7 -0.119 0.084 [-0.275, 0.070] 191 -0.142 0.043 [-0.226, -0.057] 13
σ2 0.081 0.049 [0.027, 0.218] 258
φ 4.406 2.634 [0.363, 9.493] 730
σ2φ 0.328 0.266 [0.031, 1.014] 391
like -68.47 3.185 [-75.46, -62.88] 64 -81.98 1.371 [-85.44, -80.28] 9

Table 5.2: Estimation results of models for theft locations in the south region

LGCP NHPP

Mean Stdev 95% Int IF Mean Stdev 95% Int IF

β0 8.071 0.048 [7.977, 8.178] 502 8.050 0.018 [8.014, 8.086] 38
β1 -0.143 0.043 [-0.233, -0.064] 231 -0.117 0.024 [-0.164, -0.068] 35
β2 -0.169 0.051 [-0.287, -0.077] 474 -0.157 0.025 [-0.206, -0.109] 9
β3 -0.143 0.043 [-0.233, -0.060] 281 -0.147 0.025 [-0.196, -0.097] 20
β4 0.624 0.072 [0.485, 0.768] 309 0.574 0.043 [0.489, 0.660] 13
β5 -0.068 0.041 [-0.155, 0.013] 343 -0.076 0.023 [-0.121, -0.029] 17
β6 0.169 0.037 [0.099, 0.243] 202 0.160 0.021 [0.118, 0.202] 22
σ2 0.060 0.027 [0.032, 0.109] 217
φ 3.202 2.300 [0.782, 9.114] 895
σ2φ 0.180 0.131 [0.048, 0.540] 691
like -228.2 6.292 [-242.4, -216.7] 124 -294.3 1.794 [-298.6, -291.7] 22

(2) ranked probability score. Again, we set p = 0.5 for dividing into training and

test datasets. Figure 5.4 shows the PIC with 90% nominal level and the RPS for

both regions. Here, w denotes the number of randomly selected blocks for model

comparison. As for the choice of Qr, since the total number of grid cells for this

dataset is small, here we choose w = 1, . . . , 10 grids from the 22 grids in the north

and 68 grids in the south, rather than choosing Qr with respect to the rate q. The

LGCP outperforms the NHPP, more so for the south, the larger dataset.
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Figure 5.4: PIC (top) with 90% nominal level (dashed line) and RPS (bottom)
for the north (left) and south (right) regions: NHPP (•) and LGCP (N). w is the
number of randomly selected blocks for model comparison.

5.4 Conditional model specification

5.4.1 Conditioning recovery location on theft location

For the analysis of recovery locations, we consider a conditional density specification

given theft location. Now, we do not view the data as a point realization. We do

not have to specify a set in which we consider our recovery locations; we can include

some recovery points located outside the Neza region. Also, we do not have to split

the Neza region for this analysis. We can allow the theft location to affect not only

the mean for the recovery location but also the uncertainty in the recovery location.

We denote by sR a recovery location and by sT a theft location with XT =
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{sT,1, . . . , sT,n} and XR = {sR,1, . . . , sR,m} where m < n. We denote the conditional

density specification for recovery location sR given a theft location sT as fR(sR|sT ).

Combined with the marginal point pattern model for theft locations in the previous

section, we create a joint model for theft location and recovery location. In this way,

we can employ all of the theft data and all of the available recovery data. However,

this model is not a joint specification in the sense of viewing the data as a point

pattern of pairs of locations over a bounded set in R2 × R2. We defer this model to

the next section.

Let X ∗T = {s∗T,1, . . . , s∗T,m} be the theft locations corresponding to recovery points,

i.e., s∗T,j is the corresponding theft location for the recovery point sR,j for j =

1, . . . ,m. For j = 1, . . . ,m,

fR(sR,j|s∗T,j) ∝ |Σ(s∗T,j)|−1/2 exp

(
−(sR,j − s∗T,j)′Σ(s∗T,j)

−1(sR,j − s∗T,j)
)
, (5.6)

Σ(s∗T,j) is 2 × 2 covariance kernel dependent on theft location s∗T,j. A benchmark

specification would assume a constant covariance kernel across theft locations, i.e.,

Σ(s∗T,j) = Σ =

(
σ2

1 ρσ1σ2

ρσ1σ2 σ2
2

)
(5.7)

A locally adaptive covariance kernel can be also considered, for example, employing

the spatially varying covariance kernel in Higdon et al. (1999),

Σ(sT )
1
2 =σ


(√

4A2+‖ψ(sT )‖4π2

2π
+ ‖ψ(sT )‖2

2

) 1
2

0

0

(√
4A2+‖ψ(sT )‖4π2

2π
− ‖ψ(sT )‖2

2

) 1
2


×
(

cos(α(sT )) sin(α(sT ))
− sin(α(sT )) cos(α(sT ))

)
(5.8)

where ‖ψ(sT )‖2 = ψx(sT )2 + ψy(sT )2, α(sT ) = tan−1 ψy(sT )/ψx(sT ) and A =

3.5 as fixed in Higdon et al. (1999). ψx(s) and ψy(s) are independent Gaussian
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processes with mean 0 and common Gaussian covariance function C(sT,i, sT,j) =

exp(−φ∗‖sT,i − sT,j‖2). They introduce spatial dependence in Σ(sT ). φ∗ is a tuning

parameter which determines the spatial decay of the Gaussian processes. We fix this

parameter at several different values in the ensuing analysis.

As a last remark here, there is no evident way to introduce spatial covariates

such as those noted in the previous section into the conditional model. The mean

for the recovery location should be the theft location; a regression specification here

is not sensible. Furthermore, with the flexibility of a location dependent covariance

matrix to accommodate direction and dispersion, we could not gain more flexibility

by attempting to insert covariate information associated with sT into Σ(sT ).

Model comparison using the bivariate CRPS

Let {stestT,h , s
test
R,h}Hh=1 be the randomly selected test samples for evaluating predictive

performance and {strainT,j , strainR,j }m−Hj=1 be the remaining training samples for parameter

estimation. For comparing predictive performance, we calculate the bivariate con-

tinuous rank probability score (CRPS) as discussed in Gneiting et al. (2008). In this

regard, we value more a bivariate distribution F (·|stestT ) if it is more concentrated

around stestR . The criterion is calculated through Monte Carlo integrations, using

draws from F (·|stestT ), as

CRPS(F (·|stestT,h ), stestR,h) =
1

L

L∑
`=1

‖s(`)
R,h − s

test
R,h‖ −

1

2L2

L∑
`=1

L∑
`′=1

‖s(`)
R,h − s

(`
′
)

R,h.‖ (5.9)

Here, s
(`)
R,h are samples from F (·|stestT ). Fitting within a Bayesian framework enables

posterior samples from F (·|stestT ) using posterior samples of the model parameters.

In particular, for construction of the bivariate predictive distribution with spatially

varying kernel, given the `-th posterior sample of ψx(s), ψy(s) at training samples
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{strainT,j }m−Hj=1 and σ, we generate ψx(s), ψy(s) at test samples {stestT,h}Hh=1 from the

conditional Gaussian distribution and calculate Σ(stestT,h ) for h = 1, . . . , H.

5.4.2 Results for the conditional density specification for recovery locations

For recovery locations, we implement conditional density specification with constant

and spatially varying covariance kernels for both datasets. For the constant co-

variance kernel parameters, we assume σ2
1, σ

2
2 ∼ IG(2, 0.1) and ρ ∈ U [−1, 1]. We

discard the first 10,000 samples and retain the subsequent 10,000 samples as pos-

terior samples. For the spatially varying covariance kernel parameter, we assume

σ2 ∼ IG(2, 0.1). For this model, we consider three fixed φ∗ values: (i) φ∗ = 30,

(ii) φ∗ = 10 and (iii) φ∗ = 1. We discard the first 20,000 samples and retain the

subsequent 20,000 samples as posterior samples.

Computation for the Neza dataset is manageable. However, the number of theft

locations in Belo Horizonte is a bit large (in terms of matrix inversion and determi-

nant calculation) to sample the Gaussian processes at all sT . So, we approximate

the study region by using 305 disjoint regular grid cells. Σ(sT ) is evaluated at the

nearest grid centroid. For sampling the Gaussian processes ψx(s) and ψy(s), we im-

plement elliptical slice sampling. The estimation results are given in Table 5.3. The

spatially varying covariance model fits better than the constant covariance kernel

model with respect to the loglikelihood, preferring the larger values of φ∗ (weaker

spatial dependence in the Σ(·)’s) for the Neza, less so for Belo Horizonte.

Lastly here, we compare model performance by calculating bivariate CRPS as

defined in (5.9). For Neza (Belo Horizonte), we hold out randomly H = 80 (2625)

samples for testing, and estimate parameter values for the remaining 302 (2625)

training dataset. Then, given test theft locations {stestT,h}Hh=1, we calculate the predic-

tive conditional densities for the corresponding recovery locations. That is, for the

spatially varying kernel, we predict ψx(s
test
T,h ) and ψy(s

test
T,h ) given posterior samples
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Table 5.3: Estimation results of conditional model specification

Neza Belo Horizonte

Mean Stdev 95% Int IF Mean Stdev 95% Int IF

Constant
σ1 2.360 0.084 [2.199, 2.542] 13 3.012 0.028 [2.957, 3.071] 13
σ2 2.142 0.076 [2.001, 2.303] 9 3.953 0.038 [3.875, 4.028] 11
ρ -0.421 0.041 [-0.502, -0.334] 8 0.039 0.013 [0.013, 0.067] 17
like -961.9 1.214 [-965.0, -960.5] 14 -18269 1.231 [-18272, -18268] 12

Spatial
(i) φ∗ = 30
σ 1.527 0.050 [1.430, 1.628] 226 2.796 0.019 [2.757, 2.835] 45
like -744.2 15.28 [-770.3, -711.4] 649 -16632 16.15 [-16666, -16603] 730
(ii) φ∗ = 10
σ 1.532 0.049 [1.436, 1.631] 242 2.796 0.019 [2.756, 2.837] 32
like -746.6 14.56 [-775.0, -717.0] 681 -16631 16.13 [-16660, -16598] 457
(iii) φ∗ = 1
σ 1.693 0.047 [1.604, 1.788] 47 2.790 0.020 [2.752, 2.830] 36
like -822.9 8.519 [-838.8, -805.7] 259 -16613 16.93 [-16656, -16586] 672

σ and ψx(s) and ψy(s). For Neza, the estimated bivariate CRPS’s for the 80 test

pairs are 2.947 (Σ constant), 2.624 (φ∗ = 30), 2.636 (φ∗ = 10) and 2.962 ( φ∗ = 1).

The spatially varying kernel models with φ∗ = 30 and φ∗ = 10 show similar per-

formance, being preferred to the spatially varying kernel model with φ∗ = 1 and

constant kernel model. For Belo Horizonte, we hold out randomly H = 2, 625 (50%

of the total number of points). The estimated bivariate CRPS for 2,625 test pairs

are 156.43 (Σ constant), 152.59 (φ∗ = 30), 152.29 (φ∗ = 10) and 152.64 (φ∗ = 1).

The spatially varying kernel models are indistinguishable and slightly outperform

the constant kernel model.

5.5 Joint point pattern modeling

The LGCP for pairs of locations

Now, we introduce joint point process models over D × D ⊂ R2 × R2. We

denote observed pairs as XP = {sP,1, . . . , sP,m} = {(sR,1, s∗T,1), . . . , (sR,m, s
∗
T,m)}.
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The intensity function for observed pairs is defined as

log λ(sR, s
∗
T ) = XR(sR)βR +XT (s∗T )βT

+ η(sR − s∗T )′Σ(s∗T )−1(sR − s∗T ) + zR(sR) + zT (s∗T ), (5.10)

zR ∼ N (0,CzR), zT ∼ N (0,CzT ). (5.11)

Here, zR(s) and zT (s) are mean 0 GP’s with covariance functions CR and CT , re-

spectively. zR = (z(sR,1), . . . , z(sR,m)) (zT = (z(s∗T,1), . . . , z(s∗T,m))) and CzR =

(CR(sR,i, sR,j))i,j=1,...,m (CzT = (CT (s∗T,i, s
∗
T,j))i,j=1,...,m). We assume the exponential

covariance functions for CR and CT , i.e., CR(u,u
′
) = σ2

R exp(−φR‖u − u
′‖) and

CT (u,u
′
) = σ2

T exp(−φT‖u−u
′‖). The first two terms of the log intensity introduce

origin and destination covariates, the third term provides a local (spatially varying)

distance measure between the origin location and the destination location, sR and

s∗T through Σ(s∗T ), the spatially varying kernel presented in the previous section. η

is expected to be negative, i.e., the recovery locations are more observed near the

corresponding theft locations. In addition, the local Σ(s∗T ) enables directional prefer-

ence for sR near the boundaries of D. The fourth and fifth terms provide origin and

destination spatial random effects using Gaussian processes. Without them, we have

the analogue of an NHPP; with them, we have the analogue of a LGCP. However,

we will need a large number of origin-destination pairs in order to learn about these

local random effects adjustments. This joint specification is evidently richer than the

marginal model with the conditional version from the previous section. However, it

only employs the complete pairs in the data.

As above, the likelihood is approximated by gridding D into K blocks. Now,
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employing K ×K blocks for D ×D, we obtain

L(XP ) ∝ exp

(
−
∫
D

∫
D

λ(uR,uT )duTduR

) m∏
j=1

λ(sR,j, s
∗
T,j) (5.12)

≈ exp

(
−

K∑
k=1

K∑
k′=1

λ(uR,k,uT,k′ )∆T,k∆T,k′

) K∏
k=1

K∏
k′=1

λ(uR,k,uT,k′ )
n
kk
′ (5.13)

where
∑K

k=1

∑K
k′=1 nkk′ = m. Note that uR,k = uT,k for k = 1, . . . , K.

p-thinning cross validation for the joint intensity model

For this joint intensity model, we sample evaluation grid cells QR,r×QT,r ⊂ D×D.

Then, we calculate the RPS, via Monte Carlo integration, using posterior samples,

as

RPS(F,N test(QR,r ×QT,r)) =
1

L

L∑
`=1

|N (`)(QR,r ×QT,r)−N test(QR,r ×QT,r)|

− 1

2L2

L∑
`=1

L∑
`′=1

|N (`)(QR,r ×QT,r)−N (`
′
)(QR,r ×QT,r)|

(5.14)

In our analysis, we choose QR,r and QT,r from K blocks randomly, so we have K×K

possible combinations of (QR,r, QT,r).

5.5.1 Results

Results for the smaller dataset with covariates in Neza

Since 56 recovery points are outside the Neza region, we delete these points in

this analysis. Furthermore, the number of observed pairs in the north region is only

32, and there are only 7 cross pairs, i.e., theft in the north and recovery in the south
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or theft in the south and recovery in the north. So, in this analysis we focus only

on the 287 observed pairs in the south region (having (K = 68) grid cells). We fit

four models: (i) an NHPP without spatial covariates (NHPP-Ind), (ii) an NHPP with

spatial covariates (NHPP-Dep), (iii) a LGCP without spatial covariates (NHPP-Ind)

and (iv) a LGCP with spatial covariates (LGCP-Dep).

For covariate selection, we start with NHPP-Ind model. As in Section 5.3.2, we

implement the forward and backward selection separately for the recovery locations

and for the theft locations. Two covariates are selected yielding

XR,kβ = β0 + βR,2Shopk + βR,4Totalk (5.15)

XT,kβ = βT,2Shopk + βT,4Totalk (5.16)

We employ these same covariates for the other models. For identifiability, the LGCP

below is just an LGCP for recovery locations, i.e., including only zR(s).

For sampling of β in LGCP and NHPP, we implement an adaptive random walk

MH algorithm. We implement elliptical slice sampling for ψx(s), ψy(s) and zR(s).

We fix the tuning parameter φ∗ = 1. We discard 20,000 samples as burn-in period

and retain the subsequent 20,000 samples as posterior samples for the LGCP and

the NHPP. As with the LGCP for theft locations, we assume σ2
R ∼ IG(2, 0.1),

β ∼ N (0, 100I) and φR ∼ U [0, 10]. The estimation results are shown in Tables

5.4 and 5.5. The estimation results for the covariates are similar in the NHPP and

the LGCP though the posterior variances in the LGCP are larger than those in the

NHPP. The negative value of η suggests that the recovery locations tend to be located

to near the theft locations. The estimated log likelihood is larger for the dependent

models than for the independent models.

We implement model validation using (i) predictive interval coverage and (ii)

ranked probability scores. Since the number of observed pairs is relatively small, we

compare in-sample performance. The left side of Figure 5.5 shows PIC with 90%
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Table 5.4: Estimation results of NHPP for pairs: Neza

NHPP-Ind NHPP-Dep

Mean Stdev 95% Int IF Mean Stdev 95% Int IF

β0 5.535 0.067 [5.399, 5.665] 17 6.690 0.099 [6.493, 6.882] 71
βR,2 -0.196 0.087 [-0.374, -0.028] 7 -0.171 0.085 [-0.345, -0.006] 13
βR,4 0.238 0.083 [0.072, 0.401] 8 0.071 0.085 [-0.093, 0.241] 16
βT,2 -0.118 0.075 [-0.270, 0.027] 9 -0.106 0.077 [-0.258, 0.045] 18
βT,4 0.441 0.085 [0.277, 0.615] 7 0.319 0.088 [0.148, 0.495] 23
η -0.128 0.016 [-0.160, -0.097] 95
like -1067 1.621 [-1071, -1065] 11 -933 8.548 [-952, -917] 339

Table 5.5: Estimation results of LGCP for pairs: Neza

LGCP-Ind LGCP-Dep

Mean Stdev 95% Int IF Mean Stdev 95% Int IF

β0 5.600 0.203 [5.234, 6.091] 260 6.989 0.279 [6.482, 7.619] 449
βR,2 -0.244 0.105 [-0.451, -0.040] 99 -0.228 0.111 [-0.448, -0.010] 94
βR,4 0.313 0.118 [0.078, 0.555] 79 0.209 0.138 [-0.056, 0.488] 147
βT,2 -0.117 0.075 [-0.266, 0.031] 9 -0.109 0.079 [-0.267, 0.046] 18
βT,4 0.400 0.085 [0.277, 0.605] 5 0.343 0.090 [0.164, 0.523] 14
σ2
R 0.221 0.108 [0.082, 0.498] 307 0.316 0.157 [0.109, 0.744] 312
φR 1.086 0.810 [0.211, 3.480] 842 0.928 0.558 [0.205, 2.323] 575
φRσ

2
R 0.227 0.203 [0.042, 0.806] 731 0.257 0.148 [0.066, 0.634] 310

η -0.143 0.017 [-0.176, -0.110] 129
like -1043 4.980 [-1053, -1033] 185 -900 9.527 [-919, -882] 240

nominal level while the right side shows the RPS score. We select q = 0.01, . . . , 0.1

where q|D| × |D|. Although the differences among the models are small (likely due

to the small size of the point pattern), the LGCP-Dep model is the best performer.

Results for the larger dataset without covariates in Belo Horizonte

The number of observed theft-recovery pairs for Belo Horizonte is 5,250. Without

covariates, the intensity for Belo Horizonte is

log λ(sR, s
∗
T ) = β0 + η(sR − s∗T )′Σ(s∗T )−1(sR − s∗T ) + zR(sR) + zT (s∗T ), (5.17)

zR(XR) ∼ N (0,CR(XR,XR)), zT (X ∗T ) ∼ N (0,CT (X ∗T ,X ∗T )). (5.18)

We take K = 305 grids, the as same as in conditional density specification. With-
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Figure 5.5: In-sample PIC (left) with 90% nomial level (dashed line) and RPS
(right): NHPP-Ind (•), NHPP-Dep (N), LGCP-Ind (�) and LGCP-Dep (+). q is
the relative size of the evaluation grid Q, i.e., |Q| = q|D|2.

out covariates, we estimate two models: (i) a LGCP without the spatially varying

distance measure (LGCP-Ind, i.e., η = 0) and (ii) a LGCP with this measure (LGCP-

Dep). For sampling β0, we implemented an adaptive random walk MH algorithm.

We implemented elliptical slice sampling for ψx(s), ψy(s), zR(s) and zT (s). We

fixed the tuning parameter φ∗ = 1. We discard 20,000 samples as the burn-in pe-

riod and retain the subsequent 20,000 samples as posterior samples. We assume

σ2
R, σ

2
T ∼ IG(2, 0.1), β0 ∼ N (0, 100) and φR, φT ∼ U [0, 10]. Table 5.6 shows the

estimation results for the LGCP models. The likelihood value for the LGCP-Dep is

much larger than that of the LGCP-Ind. The estimated value of η is negative (with

small variance) as we expect.

Since the Belo Horizonte dataset has larger number of pairs, we investigate out

of sample predictive performance by comparing PIC and RPS. We use 2,625 pairs

for the estimation of parameters and intensity surface and remaining 2,625 as test

pairs. The left side of Figure 5.6 shows PIC with 90% nominal level and the right

side shows RPS scores. We select q = 0.02, . . . , 0.2 where q|D| × |D|. The LGCP-

dep model shows a bit of under-coverage on the PIC but outperforms the LGCP-Ind
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model both on PIC and RPS.

Table 5.6: Estimation results of LGCP for pairs: Belo Horizonte

LGCP-Ind LGCP-Dep

Mean Stdev 95% Int IF Mean Stdev 95% Int IF

β0 7.780 0.232 [7.269, 8.208] 1223 10.41 0.249 [10.07, 10.80] 1320
σ2
R 3.170 0.721 [2.289, 4.730] 1406 2.354 0.339 [1.840, 3.176] 979
φR 0.203 0.054 [0.125, 0.290] 1421 0.257 0.030 [0.192, 0.315] 830
φRσ

2
R 0.608 0.063 [0.519, 0.781] 1020 0.604 0.099 [0.472, 0.826] 1244

σ2
T 3.049 0.665 [2.018, 4.442] 1361 1.553 0.396 [1.072, 2.340] 1205
φT 0.148 0.034 [0.097, 0.227] 1319 0.289 0.082 [0.151, 0.413] 1343
φTσ

2
T 0.433 0.040 [0.359, 0.513] 949 0.420 0.061 [0.314, 0.529] 1242

η -0.044 0.001 [-0.046, -0.043] 206
like -14348 15.61 [-14381, -14319] 934 -10789 21.06 [-10829, -10744] 750
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Figure 5.6: Out of sample PIC (left) with 90% nomial level (dashed line) and RPS
(right): LGCP-Ind (•) and LGCP-Dep (N). q is the relative size of the evaluation
grid Q, i.e., |Q| = q|D|2.

5.6 Ridge model specification

5.6.1 A connection with trend surface modeling

We conclude our analyses with a brief digression which looks at the point pattern

of say theft locations in a different way. In particular, for a point pattern, X over

a set D ⊂ R2, let (x(s), y(s)) denote the x, y coordinates for point s ∈ X . The

analogue of our joint origin-destination modeling in the previous section could be
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viewed as specifying an intensity over D of the form λ(s) = λ0e
−β(y(s)−x(s))2 where β

is expected to be larger than 0. Such a specification expects points close to the 45o

line. Illustratively, we could imagine D being the square [−a, a]×[−a, a], although we

need not insist on a product set. We could add covariates to the intensity, W1(x(s)),

W2(y(s)), even W (s).

Note that this specification is a special case of a quadratic trend surface for

logλ(s) over s, i.e., β0 + β1x(s) + β2y(s) + β3x
2(s) + β4y

2(s) + β5x(s)y(s). The

sub-model investigates the adequacy of an intensity having a “ridge” along the 45o

line; points such that |x(s)−y(s)| is small are encouraged. In this regard, consider a

more general λ(s) = λ0e
−β(y(s)−(a+bx(s)))2 . Such a linear ridge in the intensity which

might be appropriate when say, events with locations close to a relatively straight

road are encouraged. Again, this model is a sub-model of the more general quadratic

trend surface. Model comparison between this reduced model and the full quadratic

would be useful if evidence of such linear behavior is seen in the point pattern.

Extending the quadratic surface, we could enrich β to β(s) a GP over R2, allowing

local weighting of the distances between y(s) and x(s). Alternatively, we could

attempt local slopes and intercepts, in the spirit of Gelfand et al. (2003). That is,

λ(s) = λ0e
−β(y(s)−(a(s)+b(s)x(s)))2 where a(s) and b(s) are a bivariate GP, a locally

linear specification. This could handle a very flexible relationship between the x(s)

and the y(s) but may be difficult to fit because the model will likely be too flexible for

the data. Finally, connecting to the previous section, there, (sO − sD)TB(sO − sD)

is the analogue of the distance between the x and y coordinates above. Furthermore,

there B plays the role of β here, and enriching there B to B(sO) is analogous to

enriching the β’s above.
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5.6.2 Simulation example for points in the unit square

We develop a simulation considering two types of models: (1) linear ridge (LR) and

(2) locally varying dispersion (LVD). That is,

LR: λ(s) = λ0 exp(−β(y(s)− (a+ bx(s)))2) (5.19)

LVD: λ(s) = λ0 exp(−β(s)(y(s)− (a+ b(s)x(s)))2) (5.20)

where b(s) is a Gaussian process. First, we fit two cases of LR models: (case 1)

(λ0, β, a, b) = (2000, 10, 0, 1) and (case 2) (λ0, β, a, b) = (4000, 100, 0, 1). The left and

center panels of Figure 5.7 show the plots of the simulated points of LR models in

the case 1 and 2. Case 2 shows stronger concentration around the 45o line. We adopt

weak priors: λ0 ∼ G(2, 0.001), β ∼ N (0, 500), a ∼ N (0, 100) and b ∼ N (0, 100). We

discard 20,000 samples as burn-in period and retain the subsequent 20,000 samples

as posterior samples.

The quadratic trend surface (TS) model for log λ(s) over s arising from expansion

of LR model is

β(y(s)− (a+ bx(s)))2 = βa2 + 2abβx(s)− 2aβy(s)

+ βb2x2(s) + βy2(s)− 2bβx(s)y(s). (5.21)

We have the coefficients (β0, β1, β2, β3, β4, β5) as functions of (λ0, β, a, b), i.e.,

β0 = log(λ0)− βa2, β1 = −2abβ, β2 = 2aβ, β3 = −βb2, β4 = −β, β5 = 2bβ (5.22)

We fit the simulated point patterns from LR models under cases 1 and 2 using LR and

the full quadratic trend surface specification to investigate the recovery of parameter

values. Table 5.7 shows the estimation results for the simulated point patterns from

LR models for both fitting models under both cases. The LR and TS models recover

the true parameter values. However, with the LR model being true, the LR fit shows

less uncertainty, e.g., in estimating λ0.
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Figure 5.7: Simulated points from linear ridge models in case 1 (left) and case 2
(center) from locally varying dispersion model (right)

We also consider the locally varying dispersion model. We generate Gaussian pro-

cess surfaces for log β(s) ∼ N (µβ, Cβ) and b(s) ∼ N (µb, Cb). We assume the expo-

nential covariance functions for Cβ and Cb, i.e., Cβ(u,u
′
) = σ2

β exp(−φβ‖u−u
′‖) and

Cb(u,u
′
) = σ2

b exp(−φb‖u− u
′‖). The true values are (λ0, µβ, a, µb, σ

2
b , φb, σ

2
β, φβ) =

(6000, 4, 0, 1, 1, 1, 1, 1). The right panel of Figure 5.7 shows the realization of the

Table 5.7: Estimation results for simulated points from linear ridge

Case 1 Case 2

True Mean 95% Int IF True Mean 95% Int IF

LR
λ0 2000 1977 [1826, 2132] 32 4000 4037 [3684, 4409] 15
β 10 9.970 [8.704, 11.38] 148 100 99.31 [88.79, 110.6] 39
a 0 0.005 [-0.033, 0.051] 109 0 0.005 [-0.006, 0.017] 69
b 1 0.993 [0.907, 1.065] 120 1 0.990 [0.970, 1.011] 72

TS
exp(β0) 2000 1772 [1356, 2295] 189 4000 3762 [2927, 4782] 72
β1 0 0.000 [-1.076, 1.082] 63 0 -1.036 [-3.453, 1.371] 35
β2 0 0.360 [-0.694, 1.408] 85 0 1.327 [-1.033, 3.808] 50
β3 -10 -10.11 [-11.65, -8.640] 36 -100 -98.35 [-109.6, -87.36] 29
β4 -10 -10.39 [-11.87, -8.870] 44 -100 -100.2 [-111.6, -88.92] 19
β5 20 20.39 [18.16, 22.67] 30 200 198.4 [176.9, 220.7] 24
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simulated points. Evidence of a ridge still emerges but the locally varying slope

diminishes the emphasis on the 45o line. We assume weak priors: λ0 ∼ G(2, 0.001),

a, µβ, µb ∼ N (0, 100), σ2
β, σ

2
b ∼ IG(2, 0.1), φβ, φb ∼ U [0, 10]. We discard 30,000 sam-

ples as burn-in period and retain the subsequent 30,000 samples as posterior samples.

Table 5.8 presents the estimation result of the locally varying dispersion model. We

recover the parameter values, albeit with relatively larger variances.

Table 5.8: Estimation results for locally varying dispersion

True Mean Stdev 95% Int IF

LVD
λ0 6000 5452 309.3 [4885, 6104] 316
µβ 4 4.532 0.366 [3.880, 5.290] 1669
a 0 0.014 0.018 [-0.019, 0.047] 1393
µb 1 0.965 0.039 [0.889, 1.033] 1344
σ2
b 1 3.754 1.262 [1.542, 6.577] 1510
φb 1 0.263 0.092 [0.173, 0.484] 1641
σ2
bφb 1 0.923 0.290 [0.571, 1.744] 1630
σ2
β 1 2.744 0.761 [1.620, 4.518] 1074

φβ 1 7.256 1.806 [3.588, 9.911] 1813
σ2
βφβ 1 0.741 0.407 [0.343, 1.945] 1363

5.7 Summary and future work

We have considered a little studied problem for point patterns namely the setting

where we have a point pattern of origins over D ⊂ R2 (in our case, locations of

car thefts) and an associated point pattern of destinations, again over D ⊂ R2 (in

our case locations of car recoveries). We have presented a marginal approach for

modeling the origins using NHPP’s and LGCPs along with a conditional approach

for modeling destinations given origins. We have also considered a joint modeling

approach where we view the point pattern as an origin-destination pair and specify

a model over a subset of R2 × R2. Making a connection to this last model, we have

briefly considered looking at the set of locations as arising from a special case of a

quadratic trend surface which encourages a ridge in the intensity.
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Future work will investigate a much different application. We will investigate

economic labor force data where, for an individual, we have the location where she/he

resides as well as the location where she/he works. Working with metropolitan areas

will provide much larger point patterns with much more demanding model fitting.

Future work with theft-recovery data would introduce consideration of time, i.e., we

will have not only the location of the theft but also the time of the theft. Similarly,

we have not only a location for the recovery but as well the time of the recovery,

with an implicit order in time for the latter relative to the former. Unfortunately,

at present, neither of the datasets provide sufficient time information to enable such

investigation.
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Appendix A

A.1 Tables and figures for Chapter 2

Table A.1: Estimation results for NHPP for the full region: assault (left), bur-
glary/robbery (middle) and drug (right)

Assault Burglary/Robbery Drug
Mean 95%CI IF Mean 95%CI IF Mean 95%CI IF

µ0 0.096 [0.093, 0.099] 3 0.106 [0.104, 0.109] 3 0.036 [0.034, 0.037] 7
δ0 0.372 [0.320, 0.427] 8 0.352 [0.302, 0.401] 7 0.460 [0.392, 0.532] 8
β1 3.613 [3.550, 3.688] 5 3.327 [3.266, 3.394] 5 5.181 [5.123, 5.249] 8
β2 2.557 [2.478, 2.652] 2 1.998 [1.882, 2.114] 3 3.584 [3.484, 3.681] 2
ρ1 0.097 [0.054, 0.136] 1 0.088 [0.039, 0.141] 1 0.209 [0.181, 0.238] 1
ρ2 -0.142 [-0.239, -0.041] 1 -0.344 [-0.439, -0.240] 1 0.054 [-0.058, 0.161] 1

Table A.2: Estimation results for NHPP for the subregion: assault (left), bur-
glary/robbery (middle) and drug (right)

Assault Burglary/Robbery Drug
Mean 95%CI IF Mean 95%CI IF Mean 95%CI IF

µ0 0.191 [0.182, 0.201] 6 0.227 [0.216, 0.236] 8 0.036 [0.034, 0.037] 7
δ0 0.347 [0.289, 0.409] 6 0.342 [0.281, 0.407] 10 0.460 [0.392, 0.532] 8
β1 2.762 [2.673, 2.856] 9 2.377 [2.295, 2.489] 7 3.920 [3.827, 3.992] 11
β2 1.767 [1.644, 1.897] 2 1.271 [1.091, 1.464] 3 3.127 [2.955, 3.286] 2
ρ1 0.151 [0.097, 0.204] 1 0.232 [0.148, 0.318] 1 0.284 [0.250, 0.320] 1
ρ2 -0.537 [-0.674, -0.348] 5 -0.893 [-0.938, -0.823] 5 0.946 [0.934, 0.959] 1
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Figure A.1 is the true and posterior intensity surface for the simulation data on

two time grids: (1) 12:00–12:30 and (2) 24:00–24:30. A cluster of simulated points

are observed in the southwest part of the study region from 12:00 to 12:30. Although

LGCP-Sep capture the true intensity surface well, the NHPP model does not capture

it. This is because the relatively higher true intensity over the southwest part from

12:00 to 12:30 is attributed to space time Gaussian processes.
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Figure A.1: The true and posterior intensity surface for the simulation data over
the full region on 12:00–12:30 (upper) and on 24:00–24:30 (lower): true intensity sur-
face (left), posterior intensity surface by LGCP-Sep (middle) and posterior intensity
surface by NHPP (right)

Figure A.2 exhibits the true and posterior intensity surface on two time grids.

The estimated intensity surfaces are similar to each other. Additionally, Figure

A.3 demonstrates the comparison of RPS and 90% PIC of LGCP-Sep with those of

LGCP-NonSep. Although the superiority of models is dependent on the time grids,

the differences are very small.
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Figure A.2: The true and posterior intensity surface for the simulation data for the
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region on 08:00–08:30 (upper), on 16:00–16:30 (middle) and on 24:00–24:30 (lower)
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Figure A.6: Histograms of burglary and robbery events by day of the week
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18:00–02:00 (right)
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A.2 Nonseparable space and circular time covariance function

Theorem 1: Cressie and Huang (1999).

A continuous, bounded, symmetric, and integrable function C(h, u) defined on Rd×

R, is a space-time covariance function if and only if

Cω(u) =

∫
e−ih

′
ωC(h, u)dh, u ∈ R (A.1)

Theorem 1: Gneiting (2002).

Let ϕ(t), t ≥ 0 be a completely monotone function, and let ψ(t), t ≥ 0 be a positive

function with a completely monotone derivative. Then

C(h, u) =
σ2

ψ(|u|2)d/2
ϕ

(
‖h‖2

ψ(|u|2)

)
, (h, u) ∈ Rd × R (A.2)

is a nonseparable space-time covariance function.

Our purpose is to construct nonseparable space time correlation functions with

circular correlation for time by applying the approach of Gneiting (2002). As a result,

the our covariance function will have the form as

C(h, u) =
σ2

ψ(|u|2)
ϕ

(
‖h‖2

ψ(|u|2)

)
, (h, u) ∈ R2 × [0, π] (A.3)

where 1/ψ(·) has to be circular correlation function with completely monotone deriva-

tive.

A similar approach for developing nonseparable covariance functions on spherical

space by linear time was recently investigated by Porcu et al. (2016). The main

difference is that they consider spherical space, e.g., on the Earth, with linear time

while we consider space as R2 with time as circular.

A.2.1 Our Nonseparable Space-Time Correlation Function

As the spatial correlation function, we consider exponential covariance function

ϕ1(‖h‖) = exp

(
−φs‖h‖

)
which is a completely monotone function.
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Candidate: ψ = ψ∗1: Inverse of Generalized Cauchy family, ϕ = ϕ1: Expo-

nential.

We use the inverse of the generalized Cauchy family as the completely monotone

derivative function. Additionally, we consider the product with pure time correla-

tion (1 + (φtu)α)−δ for δ ≥ 01. Then

C1(h, u) =
σ2

(1 + (φtu)α)(δ+γ)
exp

(
− φs‖h‖

(1 + (φtu)α)γ/2

)
, (A.4)

γ ∈ (0, 1] α ∈ (0, 1] (h, u) ∈ R2 × [0, π] (A.5)

The time covariance at the same location is a truncated generalized Cauchy covari-

ance function on [0, π].

C1(0, u) = σ2

(
1 + (φtu)α

)−(δ+γ)

, C1(h, 0) = σ2 exp

(
−φs‖h‖

)
(A.6)

γ ∈ (0, 1] α ∈ (0, 1] (h, u) ∈ R2 × [0, π] (A.7)

A.2.2 Proof

The proof that C1(h, u) is a valid nonseparable space time covariance function is

almost the same as that given by Gneiting (2002). The only point we have to check

is whether the circular correlation function for time on [0, π] with completely mono-

tone derivative is valid as the function ψ. Before the proof, we recall several criteria

in order for a function to be completely monotone (Feller (1966), Miller and Samko

(2001))

Properties of Completely Monotone Function.

1 As the correlation function, this function is only valid for δ > 0. However, we δ = 0 as a special
case.
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1. (Bernstein’s Theorem) The necessary and sufficient condition that f(x) be c.m.

is that

f(x) =

∫ ∞
0

e−xtdα(t) (A.8)

where α(t) is non-decreasing and the integral converges for 0 < x <∞.

2. Let f(x) be c.m. and let h(x) be nonnegative with a c.m. derivative. Then

f(h(x)) also is c.m.

3. If f(x) and g(x) are c.m., then f(x)g(x) are also c.m.

The original proof by Gneiting (2002) is to show that Cω(u) = ϕω(‖u‖2) is a valid

covariance function on u ∈ Rl.

Cω(u) = ϕω(‖u‖2), u ∈ Rl (A.9)

where

ϕω(t) = σ2π exp(−at)
∫

(0,∞)

exp(−sψ(t))dGω(s), t ≥ 0 (A.10)

with a certain nondecreasing, bounded function Gω.

If we know that Cω(u) is a valid covariance function in Rl, then C(h, u) in The-

orem 2 is a valid nonseparable space time covariance function through the Theorem

1. Hence, our task is to show that Cω(u) = ϕω(u) is a valid covariance function

on u ∈ [0, π]. Completely monotonicity of ϕω(u) with u ∈ R is shown in the proof

of Theorem 2 in Gneiting (2002). Since ϕω(u) with u ∈ R is completely monotone

function and Theorem 7 in Gneiting (2013), ϕω(u) restriced on u ∈ [0, π] is strictly

positive definite function for arbitrary dimension. Hence, our nonseparable space

and circular time covariance function is valid.
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A.3 Details of MCMC based Posterior Sampling for LGCP

In fitting the LGCP model, we have a stochastic integral of the form
∫
D
λ(u|θ, z(u))du

in the exponential of the likelihood. We use grid cell approximation for this integral

as well as for the product term in the likelihood yielding

L(X|θ, z) ∝ exp

(
−

K∑
k=1

λ(uk|θ, z(uk))∆k

) K∏
k=1

λ(uk|θ, z(uk))nk u1, . . . ,uK ∈ D

(A.11)

where nk is the number of events in grid k, K is the number of grid cells, n =
∑K

k=1 nk

is the total number of points in the point pattern, uk is the centroid of the k-th

grid cell and ∆k is the area of k-th grid. Although fitting this approximation is

straightforward because we only require evaluation of λ(uk|θ, z(uk)) over the grid

cells, sampling of a K dimensional vector from a GP would be computationally

tough. We consider two types of MCMC based sampling strategies for the GP.

One approach is the manifold Metropolis adjusted Langevin algorithm (MMALA,

Girolami and Calderhead (2011)) for the LGCP. Girolami and Calderhead (2011)

implement MMALA for a simulated LGCP and show its computational efficiency

for sampling of a GP relative to standard MALA with fixed β and ζ at true values.

Diggle et al. (2013) and Taylor et al. (2015) modify the implementation of MMALA

in Girolami and Calderhead (2011) for a LGCP with sampling β and ζ. We basically

follow the discussion in Diggle et al. (2013) and Taylor et al. (2015). We assume

λ(s|θ, z(s)) = exp

(
X(s)β + z(s)

)
, z(X ) ∼ N (0,Cζ(X ,X

′
))

z = Lζν, LζL
′

ζ = Cζ

where Lζ is the Cholesky decomposition of Cζ, θ = (ν,β, ζ), ζ is the hyperparameter

vector for the GP, ν is a zero mean and unit variance normal vector. Diggle et al.

(2013) discuss the preconditioning matrix, M−1 (Girolami and Calderhead (2011)),
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to define the proposal for MMALA.

q(θ∗|θ(i−1)) = N (ω(i−1),Ω(i−1)) (A.12)

where

ω(i−1) =

ν(i−1) +
σ2
0σ

2
νM
−1
ν ∂ log π(θ(i−1)|X )/∂ν

2

β(i−1) +
σ2
0σ

2
βM

−1
β ∂ log π(θ(i−1)|X )/∂β

2

ζ(i−1)

 , (A.13)

Ω(i−1) = σ2
0

σ2
νM

−1
ν 0 0

0 σ2
βM−1

β 0

0 0 cσ2
ζΣζ

 (A.14)

They set σ2
ν = 1.652/dim(ν)1/3, σ2

β = 1.652/dim(β)1/3 and σ2
ζ = 2.382/dim(ζ). They

also set c = 0.4 and tune σ2
0 adaptively so that the acceptance rate of 0.574 is

achieved. Although they consider common σ2
0 and sample all parameters simultane-

ously, we consider, independently, σ2
0 for ν and σ2

1 for (β, ζ) and separately sample

ν and (β, ζ) to improve mixing. Σζ is the covariance for the algorithm 4 in Andrieu

and Thoms (2008). The main computational cost is calculation of M−1
ν for high

dimensional ν. M−1
ν and M−1

β are the negative inverse of the Fisher information

matrix with respect to ν and β,

Mν = −EX ,ν|β,ζ(∇ν∇ν log π(θ|X )) = L′ζDLζ + I (A.15)

Mβ = −EX ,ν|β,ζ(∇β∇β log π(θ|X )) = X′DX + (1/κβ)I (A.16)

where κβ is the prior variance for β and D is the diagonal matrix whose (k, k) element

is exp(X(sk)β + σ2/2)∆k.

In practice, calculation of M−1
ν within each MCMC iteration is computationally

expensive because M−1
ν is high dimensional and dense. Taylor et al. (2015) consider

initial guesses at ν and β followed by a quadratic approximation to the target.

Instead, we calculate the initial guesses of M−1
ν and M−1

β by a slightly modified

strategy. Furthermore, we fix M−1
ν but update M−1

β within MCMC iteration. Due
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to the log-concavity of the likelihood, the maximum a posteriori (MAP) estimator

is available (Møller et al. (1998)). We follow the discussion in Møller et al. (1998)

to search for the MAP estimators where M−1
ν and M−1

β are evaluated at the initial

step. At first, since the gradient with respect to ζ is hard to calculate, we fix initial

values of ζ at the minimum contrast estimator based on the pair correlation function

for the LGCP by using the spatstat package (Baddeley and Turner (2005)). Given

the fixed ζ, the gradient decent algorithm is available for mode searching for both ν

and β (see, Møller et al. (1998)), i.e., iterate ν(i) = ν(i−1) + δν∂ log π(θ(i−1)|X )/∂ν

and β(i) = β(i−1) + δβ∂ log π(θ(i−1)|X )/∂β until convergence, where δν and δβ are

bandwidth parameters. Since the algorithm diverges under large values of bandwidth

parameters, we tune δν and δβ small enough for each dataset. Calculated initial

values (MAP estimator for (ν,β) and minimum contrast estimator for ζ) of (ν,β, ζ)

are also used in the elliptical slice sampling algorithm.

In addition to MMALA for sampling the GP, we implement elliptical slice sam-

pling (Murray et al. (2010) and Murray and Adams (2010)) as discussed in Leininger

and Gelfand (2016) for a spatial LGCP. We sample ν∗ = ν cos(ω) + η sin(ω) where

η ∼ N (0, I) and ω ∈ [0, 2π) through the elliptical slice sampling algorithm (see,

Murray et al. (2010)). As for sampling of (β, ζ), we follow the same approach as in

MMALA, as explained above.

A.4 Comparison of computational time of ABC-MCMC and exchange
algorithm

We further consider comparison of the computational time of ABC-MCMC with

ε = 0 and exchange algorithm by Murray et al. (2006) for the Strauss process. The

algorithms were run on Intel (R) Core (TM) i7-3770 CPU @ 3.40 GHz.

First, ABC-MCMC does not require a burn-in period but requires L sets of

simulation in the pilot run. On the other hand, the exchange algorithm has a burn-
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in period but does not require a pilot run. As for the sampling inefficiency for

ABC-MCMC, ABC-MCMC requires simulation until proposed parameters are ac-

cepted. Importantly, this proposal step can be parallelized. For example, with 10

threads/nodes, we can generate 10 different values of θ∗ = (β∗, γ∗) from the pro-

posal. Then, we can run 10 simulations simultaneously for each θ∗ = (β∗, γ∗) and

then accept one for which the distance between summary statistics is within the

acceptance level. If we consider independent proposals, the story would be sim-

pler. Then, we would just generate many parameters and datasets utilizing multiple

processors/computers and then accept the parameters under which distance of sum-

mary statistics is within the acceptance level. No information passing is required.

For the exchange algorithm, we cannot use parallelization straightforwardly as in the

proposal step of ABC-MCMC algorithm. Altogether, simple comparison of computa-

tional time is difficult because the computationally demanding parts of ABC-MCMC

can be parallelized.

The fairest comparison is to examine the inefficiency factor for both algorithms.

For a parameter, the inefficiency factor (IF) is the ratio of the numerical variance of

the estimate from the MCMC samples relative to that from hypothetical uncorrelated

samples, and is defined as 1+2
∑∞

s=1 ρs where ρs is the sample autocorrelation at lag

s. It suggests the relative number of correlated draws necessary to attain the same

variance of the posterior sample mean from uncorrelated draws (e.g., Chib (2001)).

Hence, a small value of IF is desirable for an efficient algorithm.

For making comparison, we assume the same proposal specification for both

ABC-MCMC with ε = 0 and the exchange algorithm: β∗ ∼ N (β(i−1), 400) and

γ∗ ∼ U(0, 1). We preserve I = 1, 000 samples for exact ABC-MCMC and I = 4, 000

samples for exchange algorithm after first 1,000 iteration. The same prior specifica-

tion in Section 4.4.1 is assumed. The inefficiency factors for (β, γ) are (2.4, 1.5) for

ABC-MCMC with ε = 0 and (44.5, 18.2) for the exchange algorithm. Hence, we see
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that the ABC-MCMC algorithm is more efficient than the exchange algorithm with

respect to IF for the Strauss process.

Table A.3 shows the time normalized computational efficiency of each approach.

“Time” means the computational time (in seconds) for generating I posterior samples

(we ignore the burn-in period here) without any parallelization. Hence, “(Time/I)×IF”

is the approximate time for generating one independent sample from the MCMC

chain. Roughly speaking, generation of one independent posterior sample from the

ABC-MCMC algorithm takes 22 times longer for β and 34 times longer for γ. This

suggests that we require approximately 34 threads/nodes to obtain the same compu-

tational speed as with the exchange algorithm. Again, the most computational time

for ABC-MCMC is to simulate the auxiliary variables given θ; again, this step can

be parallelized.

Table A.3: Computational efficiency for the simulated data

Method Time IF (Time/I) (Time/I)×IF
(sec) (β, γ) (sec) (β, γ)

Exchange 1601 (44.5, 18.2) 0.4 (17.8, 7.2)
ABC-exact 165660 (2.4, 1.5) 165.6 (397.4, 248.4)
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