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Abstract

This research examines various data dimensionality reduction techniques and clustering
methods. The goal was to apply these ideas to a test dataset and a healthcare dataset to
see how they practically work and what conclusions we could draw from their application.
Specifically, we hoped to identify similar clusters of diabetes patients and develop hypotheses
of risk for adverse events for further research into sub-populations of diabetes patients. Upon
further research and application, it became apparent that the data dimensionality reduction
and clustering methods are sensitive to the parameter settings and must be fine-tuned
carefully to be successful. Additionally, we saw several statistically significant differences in
outcomes for the clusters identified with these data. We focused on coronary artery disease
and kidney disease. Focusing on these clusters, we found a high proportion of patients
taking medications for heart or kidney conditions. Based on these findings, we were able
to decide on future paths building upon this research that could lead to more actionable
conclusions.



1 Introduction

Cluster analysis, also known as clustering, is a process through which similar data points
are grouped together into “clusters” that all have similar characteristics [20]. It is widely
used across disciplines to gain more insight into data that might not be immediately apparent
upon first examination. For example, in business, clustering can be used to group market
segments together and more effectively target advertising [18]. In computer science, it can
be used in image segmentation through border detection and recognition of objects [7].

In the field of medicine, clustering has a variety of informative and helpful applications.
One such application is in positron emission tomography (PET) scans. In a PET scan, a
special dye with radioactive tracers is injected into a patient’s vein. A patient’s tissues then
absorb this tracer, allowing for a 3D scan to be created. In PET Scans, clustering can be
used to differentiate between tissue types [2]. Another application is using clustering on
Electronic Health Records (EHRs). EHRs are patient records that include patient medica-
tions, diagnosis codes, outcomes of visits, and patient characteristics. Cluster analysis can
be applied to EHRs in a variety of ways.

Clustering has been applied to large sets of EHR data to cluster similar patients based
on various characteristics, such as age, weight, and sex. Then, patients can be compared to
each other more easily, while also giving researchers a more nuanced view of specific diseases
[9].

Another paper used clustering to identify common diagnoses of elderly patients with
“multimorbidity,” which is “defined as the coexistence of 2 or more ICD-10 disease categories
in the electronic health record.” The study discovered a set of diseases that were most
prevalent among those with multimorbidity [5].

For this project, we had several motivations. First, we hoped to explore data dimension-
ality reduction methods and how to manipulate and work with data of a high dimension.
Second, we would research and apply various clustering methods to both a small test dataset
and a large EHR dataset. Finally, we hoped to interpret the results of clustering on a subset
of EHR records to gather more information about diabetes patients. Diabetes is a complex
and heterogenous disease. We hoped to perform an exploratory analysis of the disease,
clustering patients taking similar medications or with similar diagnosis codes, for example.
Our hypothesis was that these diagnoses and medications might provide an indication of
the perspective of highly trained clinical professionals. Then, by identifying clusters of sim-
ilar patients and examining frequency of adverse events within these groups, we hoped to
generate hypotheses for future research on sub-populations of diabetic patients at risk for
complications.

With the datasets we used, it was necessary to reduce the dimensionality of the data
to allow us to more easily manipulate it and to allow us to plot it. To reduce the di-
mensionality of the data, we primarily used t-distributed stochastic neighbor embedding
and principal component analysis. We followed this with application of several cluster-
ing methods. Though there are many methods, we honed in on k-means, DBSCAN, and
agglomerative clustering for this project specifically.

The rest of the paper is organized as follows. First, we outline our project, program-
ming languages, dataset, dimensionality reduction techniques, and clustering methods in the
Methods section. We then go on to show how we applied these methods to our sample and
primary dataset in the Results section. Finally, we explore our findings in the Discussion
section.
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2 Methods

In this section, we will outline the process we used to obtain our results. In general, we
used a two-step process. First, we took our data and used a data dimensionality reduction
technique to format it into two-dimensional data. Then, we took that reduced data and
applied various clustering techniques.

2.1 Programming Details

Before choosing the dimensionality reduction techniques or delving into the clustering
methods, we chose Python as the programming language. In general, many programming
languages provide comprehensive libraries for clustering work. We chose Python due to our
familiarity with the language.

Included in the Anaconda 3 Python download is the “scikit-learn” Python library. It
implements a variety of machine learning algorithms, as well as algorithms for preprocess-
ing, cross-validation, and visualization. Using this library, we could quickly and efficiently
implement dimensionality reduction techniques, as well as a variety of clustering methods.

Finally, for plotting our results, we used the MatPlotLib Python library, which allowed
us to easily translate our raw data into quick and efficient plots on screen and save files to
disk.

2.2 The Sample Dataset

Before we applied our methods to our primary dataset, we chose to test them on a
smaller dataset. The dataset we chose was the Wine Data Set, acquired from University of
California Irvine’s Machine Learning Repository [25]. It is the result of “a chemical analysis
of wines grown in the same region in Italy but derived from three different cultivars.” Each
of the 178 wines is quantified by 13 different categories, including qualities ranging from
Ash to Flavanoids to Color intensity.

We chose this dataset because it is similar to our Electronic Health Records data in
structure. With the wine data, there are 178 wines each with 13 dimensions. In our SEDI
dataset, there are thousands of patients and patient visits, paired with multidimensional
data focused on medications, lab tests, and diagnoses codes. This similarity made it easy
to test our methods on the wine data before applying them to a dataset that required much
more time and computational power.

2.3 Primary Dataset

Our primary dataset is pulled from the Southeastern Diabetes Initiative, which gath-
ers and standardizes data about thousands of patients from Duke University, Centers for
Medicare and Medicaid Services, and Bristol-Myers Squibb, with a focus on diabetes [3].
The data was aggregated with the goal of improving population-level diabetes management,
reducing disparities in management of the disease, and reducing healthcare costs. This
data includes several spreadsheets that describe the Electronic Health Records (EHRs) of
patients. These EHRs include key demographics about the patient (age, sex, major health
issues), diagnosis codes assigned to them by clinicians, labwork ordered at clinic visits, and
several health outcomes.
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2.4 Principal Component Analysis

2.4.1 Introduction to PCA

As a data dimensionality reduction method, we used Principal Component Analysis
(PCA), both independently and in conjunction with t-SNE (described below). PCA was
developed in the early 20th century for the purpose of “aggregating information scattered
in many numeric measures, such as student scores on several tests” [23]. Since then, PCA
has been used in economics, population studies, computer science, and many other fields.
It is generally used to help show variation in a data set. For the purposes of this project, it
was used to reduce the dimensionality of our data before applying t-SNE.

2.4.2 The Mechanics of PCA

PCA finds a new coordinate system for a set of data such that every point of data has
a new x-coordinate and y-coordinate. These new axes, called “principal components,” are
created to emphasize variation. For example, let’s assume that we want to reduce to the
first two principal components. In a two-dimensional space, the points remain in a two-
dimensional space but are arrayed in a way to show the variation. In a three-dimensional
space, the data is projected onto a two-dimensional space with the variation displayed along
the two principal components with the most variation.

The linear combination of the x-variables with the most variance is known as the first
principal component. Continuing, the second principal component is the next linear com-
bination that covers the most remaining variation possible while also ensuring that the
correlation with the first principal component is zero. All principal components are linear
combinations accounting for remaining variance, while not being correlated with any of the
other principal components.

Generally, because of the way it is structured, the first principal component will have the
greatest variance and extract the largest amount of data [23]. As the number of principal
components are increased, less data is extracted from each one. PCA can be greatly in-
structive in determining where the greatest variance lies, especially in a dataset with many
dimensions.

2.4.3 Additional Notes on PCA

It is important to note that how well PCA performs depends on other factors. First,
when performing PCA, one must determine whether to standardize the data further [23]. If
the variables exist on very different scales, the PCA will end up picking the variable with
the highest variance, rather than showing the relationship between two different variables,
as is often the goal in PCA.

Another notable factor is the presence of discrete data. Binary and ordinal discrete data
can affect how PCA operates and the interpretation of the results, as explored in Kolenikov’s
and Angeles’s paper [10]. In addition, skewed data, particularly with a heavy tail, can lead
to results that don’t provide as much insight into the relationship between variables. Other
factors, such as the number of variables and the explained variance in the data, can also
have an impact on the result of an application of PCA.
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2.5 Introduction to t-SNE

To reduce the dimensionality of our data, we also used t-distributed stochastic neighbor
embedding (t-SNE). This method works by taking our high dimensional space in which the
data exists and computing a probability distribution based on points that are next to each
other in the n-dimensional space. Then, it computes a similar probability distribution for a
2D projection of our data [15].

In the Python SKLearn implementation of t-SNE, which we used, this 2D projection
can be initialized either randomly or through PCA. We explored various parameter and
initialization settings, which are described in more detail in the discussion section of this
paper.

After these two probability distributions have been computed, t-SNE uses the stochastic
gradient descent algorithm to minimize the Kullback-Leibler (KL) Divergence between the
higher dimensional distribution and the distribution of the 2D projection. A stochastic
gradient descent algorithm is used to iteratively minimize a function [21], and the KL
Divergence in this case describes the penalty paid in terms of data granularity when moving
from a high-dimension data set to a lower-dimension set [12]. From this, we are given our
final, dimensionality-reduced dataset.

2.6 Clustering Methods

2.6.1 Introduction to Clustering Methods

We explored three clustering methods for this project, all of which were “hard clustering”
methods. Each method has been used for specific applications, and not all of them were
designed to work well with a dataset such as ours, as will be explored further in the results.

2.6.2 K-Means

K-Means clustering is one of the most widely used clustering techniques and is a “hard
clustering” method. The “K” in K-Means refers to the number of centroids/clusters that are
chosen by the user of the algorithm. Choosing the ideal number of clusters is an NP-Hard
problem, so it requires us to input that ourselves [20].

An illustrative application of k-means is semi-supervised machine learning in Natural
Language Processing (NLP). In a paper from Google, two researchers were able to cluster
based not just on words, as is often done in supervised NLP algorithms, but based on
phrases. The k-means algorithm they used was applied to query classification and named
entity recognition with great success, matching or beating the best current results on the
data sets they used [13].

4



Algorithm 1: K-Means Clustering Algorithm

1 function K-Means (k);
Input : One nonnegative integer k
Output: K Clusters

2 Place k centroids at random locations;
3 while ! converged do
4 for each point do
5 Find nearest centroid;
6 Assign point to that centroid’s cluster;

7 end
8 for each cluster do
9 Compute new centroid using mean of all points assigned to the cluster in

previous step;

10 end

11 end
12 Stop when no cluster assignment changes;

2.6.3 DBSCAN

DBSCAN stands for “density-based spatial clustering of applications with noise which
was proposed in 1996. It is a “density-based” clustering algorithm.

This means that it will cluster points that are close together, based on the number of
nearby neighbors. Then, it will mark outliers that are in the lower-density areas [20]. More
specifically, the algorithm works as shown in Algorithm 2.

Figure 1: An example of DBSCAN in use. The outliers are marked in yellow, while the
three clusters are colored red, blue, and green [11].

DBSCAN is different than the above two algorithms because it doesn’t require an input
to determine the number of clusters. It also is especially good at finding oddly shaped
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clusters or clusters that are surrounded by other clusters, which an algorithm like k-means
might have a harder time doing. Generally, though, DBSCAN also poses a problem if the
data is of different densities. There is an algorithm called HDBSCAN that apparently mostly
corrects this.

DBSCAN has a specific application in molecular biology, where it has been used to
cluster geometric points on a protein’s surface. These points can be segmented in a way
to provide information about how proteins will “dock” with each other. Using a modified
DBSCAN, researchers were able to find “the most significant convex and concave surface
segments of the protein,” which greatly speeds up database comparisons of the ability of
multiple proteins to dock with each other [22].

Algorithm 2: DBSCAN Clustering Algorithm

1 function DBSCAN (eps− neighborhood,min− samples);
Input : eps,min− samples
Output: Clusters

2 for each data point do
3 Find its neighborhood, based on a defined minimum distance;
4 if Neighborhood is smaller than minimum number of points required for a cluster

then
5 Mark as noise;
6 end
7 else
8 Add point to new cluster;
9 Check all neighboring points to either join two clusters or create a new one;

10 end

11 end

2.6.4 Agglomerative Clustering

Agglomerative clustering is a type of hierarchical clustering. Hierarchical clustering is a
category of clustering techniques that creates a distinct hierarchy of clusters. The methods
of hierarchical clustering can either be “top down” or “bottom up” [20].

Agglomerative clustering is a “bottom up” method, in that each data value starts as
a single cluster by itself. Then, it is merged with another similar data value, and those
two become a new cluster. This process of merging clusters continues until a threshold is
reached or an appropriate number of clusters is reached [20].
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Algorithm 3: Agglomerative Clustering Algorithm

1 function Agglomerative (k);
Input : k
Output: K Clusters

2 Go pairwise through all data values;
3 for each pair do
4 Compute distance between each data point;
5 Any distance metric can be used;

6 end
7 Choose linkage function. This could be smallest distance, average distance, or even

largest distance;
8 Merge data values that meet linkage criteria;
9 Repeat with new clusters until reaching k clusters;

Agglomerative clustering has a complexity of O(n2 log n), which is often considered far
too slow for sets of data that are large. Though its applications are often similar to k-means
applications and can also be applied well to image segmentation, agglomerative clustering
retains a distinct advantage in that it can use any distance metric and any linkage function.
Even better, the data values aren’t even necessary. The algorithm can simply operate on a
matrix of distances between values [20].

3 Results

3.1 Wine Data Results

3.1.1 K-Means Applied to Wine Data

Using a standard t-SNE setting of a learning rate of 500 and no PCA initialization, we
applied all three clustering methods to our wine data. The tables are shown below.

Cluster Wine Class 1 (% Cluster)(% Class) Wine Class 2 Wine Class 3 Total
Cluster 0 46 (0.979)(0.780) 1 (0.021)(0.014) 0 (0.0)(0.0) 47
Cluster 1 0 (0.0)(0.0) 50 (0.725)(0.704) 19 (0.275)(0.396) 69
Cluster 2 13 (0.210)(0.220) 20 (0.323)(0.282) 29 (0.468)(0.604) 62
Total 59 71 48 178

Table 1: K-Means Applied to Wine Data

7



Figure 2: K-Means applied to our wine data.

Table 1 indicates Cluster 0 is almost entirely represented by observations in Wine Class
1, with 46 of the data values from Wine Class 1 and only 1 from Wine Class 2. Cluster 1 is
mostly represented by observations in Wine Class 2. Cluster 2 is split rather evenly between
Wine Class 1, Wine Class 2, and Wine Class 3.

Looking at the Figure 2, one can see the results of the table illustrated. The three colors
represent our three clusters, while the three shapes represent the three different true wine
classes.

It is important to note that, in this case, we first applied our clustering method to the
data and then used our dimensionality reduction technique to visualize it. By doing so,
we clustered the data with all of its dimensions and then visualized it. Alternatively, we
could have first reduced the dimension and then clustered it. This would have resulted
in a visualization that showed groups of points close together as belonging to the same
cluster, but it would perhaps be less representative of the true clusters because some of the
granularity and specify of the data is lost in the dimension reduction. Clustering first and
then visualizing is possible with lower-dimension data, such as this wine data set. However,
it becomes increasingly difficult with very high dimensional data, as we discuss in the EHR
section. In those cases, we may need to reduce dimension first then cluster. Because we
chose to cluster first, the clusters are not as visually clean, and points within a cluster are not
necessarily adjacent to each other. This will be the case throughout these three clustering
methods when applied to the wine data.

3.1.2 Agglomerative Clustering Applied to Wine Data

Cluster Wine Class 1 (%Cluster)(%Class) Wine Class 2 Wine Class 3 Total
Cluster 0 46 (0.958)(0.780) 2 (0.0417)(0.028) 0 (0.0)(0.0) 48
Cluster 1 0 (0.0)(0.0) 51 (0.708)(0.718) 21 (0.292)(0.438) 72
Cluster 2 13 (0.224)(0.220) 18 (0.310)(0.253) 27 (0.466)(0.563) 58
Total 59 71 48 178

Table 2: Agglomerative Clustering Applied to Wine Data
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The agglomerative clustering results are very similar to the k-means results. Cluster 0
is composed almost entirely of Wine Class 1. Cluster 1 is made up of approximately 70%
Wine Class 2 and no Wine Class 1. Cluster 2 is split between the three Wine Classes, with
a heavier emphasis on Wine Class 3.

The results can be seen in a graph below, similarly to the k-means graph above.

Figure 3: Agglomerative clustering applied to our wine data.

3.1.3 DBSCAN Applied to Wine Data

Cluster Wine Class 1 (%Cluster)(%Class) Wine Class 2 Wine Class 3 Total
Cluster 0 11 (1.0)(0.186) 0 (0.0)(0.0) 0 (0.0)(0.0) 11
Cluster 1 12 (1.0)(0.0203) 0 (0.0)(0.0) 0 (0.0)(0.0) 12
Cluster 2 1 (0.010)(0.017) 60 (0.606)(0.845) 38 (0.384)(0.792) 99
Outliers 35 (0.625)(0.593) 11 (0.196)(0.155) 10 (0.179)(0.208) 56
Total 59 71 48 178

Table 3: DBSCAN Applied to Wine Data

Finally, DBSCAN gave us a decidedly different outcome. To acquire this data, we used
specific parameters that were the result of trial and error. DBSCAN requires at least two
parameters. The first is the “eps” number, which is the metric used to measure how dense
a set of data points needs to be to be considered a cluster. The second parameter is the
minimum number of samples to be considered a cluster. We set our eps value at 30 and the
minimum number of samples at 10. If we moved either parameter, we tended to get either
many very small clusters or one very large cluster.
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Figure 4: DBSCAN applied to our wine data.

Here, in the above graph, we can see this in action. Since this data was clustered prior
to visualizing it, the clustering isn’t especially apparent with the naked eye. Points that
look like they should be outliers aren’t marked as outliers. Now, as a brief illustration of
the difference that the parameters can make, below is a graph with an eps value of 10.

Figure 5: DBSCAN applied to our wine data with an eps value of 10.

As seen above, with an eps value of 10, everything becomes marked as an outlier, leading
to no clusters at all. Now, below is an illustration of what occurs when the minimum samples
value is dropped to 5 while the eps value is kept at 30.

10



Figure 6: DBSCAN applied to the wine data with the min-samples value dropped to 5.

As seen above, if we drop the minimum samples to 5, we sharply reduce the number of
outliers, while increasing the number of clusters by 1, as seen below.

3.2 EHR Results

For the EHR data, we applied our clustering algorithms to four different files. We had
two files for patient medication usage and two files for labwork ordered on patients. Each
file contained approximately 1/2 of the patient data.

First, we made the decision to reduce the dimension of the data and then cluster it,
unlike our wine data, where we did the opposite. In this case, it was much easier to see clear
patterns and start to deconstruct the data. For our initial survey of the data, it seemed
to be worth the sacrifice in granularity of data to get clear pictures. More importantly,
clustering in a higher dimension is a more computationally intensive task than clustering
in a low dimension. Again, for an initial survey of the data, it helped to be able to move
quickly and cover a broad set of data.

Figure 7: A visualization when we reduce the dimensionality and then cluster.
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Figure 8: A visualization when we cluster the EHR data and then use t-SNE to reduce the
dimensionality.

The above graphs show the two different approaches. Figure 7 shows what it looks like
when we reduce the dimension through t-SNE and then cluster the data. Figure 8 shows
what it looks like to cluster the data and then apply t-SNE. As can be seen in Figure 8,
visualizing the data after clustering makes for a less clear picture of where our clusters
lie. When we cluster first and then project, the original clusters appear to get spread
out. Additionally, it might be the case that a larger number of clusters is appropriate.
With a small number of clusters, outliers could skew the clusters drastically by pulling the
centroids towards outliers. Future work could and should explore clustering before reducing
the dimension for potential insights.

Before we created tables for our clustering methods, we plotted the data with various
parameter combinations, resulting in over 50 charts. First, we explored different k-values
for our k-means and agglomerative clustering algorithm. In the below graphs, one can see
a labwork file clustered using k-means with k values of 3, 4, 5, and 6.

Figure 9: K-means applied to EHR data with
K = 3

Figure 10: K-means applied to EHR data
with K = 4
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Figure 11: K-means applied to EHR data
with K = 5

Figure 12: K-means applied to EHR data
with K = 6

Though all four options for k-values seemed to provide well-shaped clusters, we showed
additional results for the cluster sizes provided by a k-value of 4. This appeared to be
a good compromise. Upon further investigation of the data, as discussed below, there
weren’t significant variations in composition of clusters as we increased the k-value. Further
exploration is absolutely required to determine if a much higher k-value of 10 or above would
be more helpful.

With our parameters for k-means and agglomerative clustering chosen, we examined each
cluster for over-representation or under-representation of different outcomes. We showed
enrichment for mortality with all clustering approaches, but we delved deeper into DBSCAN.
Below are the four tables for k-means. First are the two tables for medication data, followed
by the two tables for labwork data. We calculated p-values for each cluster using Fisher’s
exact test [17], with statistical significance indicated by p ¡ 0.05 in this case. This was done
using the sci-py package in Python, which comes with Anaconda. Next to the tables are
their respective charts showing a visualization of the clusters.

Cluster Alive Deceased Total P-Value
Cluster 0 1932 106 2038 1
Cluster 1 1374 72 1446 0.6946
Cluster 2 1967 75 2042 0.0002
Cluster 3 2143 156 2299 0.0001
Total 7416 409 7825

Table 4: K-Means applied to EHR
Medication Data Part 1 Figure 13: K-Means applied to

EHR Medication Data Part 1
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Cluster Alive Deceased Total P-Value
Cluster 0 2200 69 2269 0.0743
Cluster 1 1876 45 1921 0.6218
Cluster 2 2304 66 2370 0.3585
Cluster 3 2177 42 2219 0.0283
Total 8557 222 8779

Table 5: K-Means applied to EHR
Medication Data Part 2 Figure 14: K-Means applied to

EHR Medication Data Part 2

Cluster Alive Deceased Total P-Value
Cluster 0 2073 65 2138 0.0001
Cluster 1 2185 195 2380 0.0001
Cluster 2 1555 67 1622 0.1204
Cluster 3 1603 82 1685 0.4967
Total 7416 409 7825

Table 6: K-Means applied to EHR
Labwork Data Part 1 Figure 15: K-Means applied to

EHR Labwork Data Part 1

Cluster Alive Deceased Total P-Value
Cluster 0 1994 41 2035 0.1067
Cluster 1 2338 63 2401 0.7603
Cluster 2 2495 85 2580 0.0044
Cluster 3 1730 33 1763 0.0508
Total 8557 222 8779

Table 7: K-Means applied to EHR
Labwork Data Part 2 Figure 16: K-Means applied to

EHR Labwork Data Part 2

As we can see from the tables, there are clusters with significant higher or lower mor-
tality rates for each of the four EHR data files. Notably, Medications Part 1 and Labwork
Part 1 both have highly statistically significant clusters. A logical next step would be to
delve deeply into those clusters and determine what exactly makes their mortality rates
statistically significant. We would want to explore questions of what covariates, outcomes,
medications, and labwork are similar and dissimilar among patients in those clusters.

Next, we will examine agglomerative clustering. Again, the tables and accompanying
visualizations are shown below.
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Cluster Alive Deceased Total P-Value
Cluster 0 1957 112 2069 0.6454
Cluster 1 1884 68 1952 0.0001
Cluster 2 1492 82 1574 1
Cluster 3 2083 147 2230 0.0009
Total 7416 409 7825

Table 8: Agglomerative clustering
applied to EHR Medication Data Part 1

Figure 17: Agglomerative clustering
applied to EHR Medication Data

Part 1

Cluster Alive Deceased Total P-Value
Cluster 0 3072 81 3153 0.8874
Cluster 1 2179 42 2221 0.0283
Cluster 2 2249 69 2318 0.1227
Cluster 3 1057 30 1087 0.6055
Total 8557 222 8779

Table 9: Agglomerative clustering
applied to EHR Medication Data Part 1

Figure 18: Agglomerative clustering
applied to EHR Medication Data

Part 2

Cluster Alive Deceased Total P-Value
Cluster 0 2785 217 3002 0.0001
Cluster 1 2464 73 2537 0.0001
Cluster 2 1068 65 1133 0.3873
Cluster 3 1099 54 1153 0.3907
Total 7416 409 7825

Table 10: Agglomerative clustering
applied to EHR Labwork Data Part 1

Figure 19: Agglomerative clustering
applied to EHR Labwork Data Part

1

Cluster Alive Deceased Total P-Value
Cluster 0 2772 88 2860 0.0246
Cluster 1 1587 29 1616 0.0354
Cluster 2 2414 73 2487 0.1315
Cluster 3 1784 32 1816 0.0186
Total 8557 222 8779

Table 11: Agglomerative clustering
applied to EHR Labwork Data Part 2

Figure 20: Agglomerative clustering
applied to EHR Labwork Data Part

2

We can see in the above tables and visualizations that agglomerative clustering yields
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generally similar results to k-means. This was predicted based on our wine dataset. Again,
the Medications Part 1 and Labwork Part 1 files show us two highly statistically significant
clusters. Interestingly, agglomerative clustering yields three statistically significant clusters
for the Labwork Part 2 file. It would be worth exploring that file specifically with variations
of k-means and agglomerative clustering to see what causes the sharp discrepancy.

Finally, we applied DBSCAN to our data. As in our first two clustering methods, it
was important to first find accurate parameters. We experimented with many different eps
values, as well as the value for minimum number of samples required for a cluster.

Figure 21: DBSCAN with an eps value of 0.01.

Figure 22: DBSCAN with an eps value of 0.15.

In the two graphs above, the only change is the eps value from 0.01 in Figure 21 to an
eps value of 0.15 in Figure 22. Figure 21 has very few clusters because the eps value dictates
how close a data point must be to another one to be considered dense enough to be a cluster.
In Figure 22, we have over 15 clusters, as well as many outliers (indicated in blue). Despite
DBSCAN not always acting as expected, it seemed to provide the most potential to identify
sub-populations of diabetes patients naturally.

After trial and error, we decided to hone in on the medication data specifically with
DBSCAN. DBSCAN applied to medication data seemed to show small and numerous clus-
ters that we could analyze. Since we went further with this clustering technique, we show
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mortality enrichment below as well as enrichment for two other outcomes.

3.3 Further Application of DBSCAN

In this case, we decided to proceed with DBSCAN applied to the medication files specifi-
cally. We hoped that we could gain some insight into what made the statistically significant
clusters different and if there was any clinical insight to be gained from that.

To confirm this was an adequate approach, we first combined the two separate medication
files into one. After combining the files, we then created a heatmap. This heatmap showed
whether a patient was taking a medication. If a patient is taking a medication, it is indicated
by a yellow mark. If they are not, it is indicated by a purple mark. On the x-axis are patients,
and on the y-axis are medications.

Figure 23: A heatmap of the medication data on the y-axis and patients, sorted by cluster,
on the x-axis.

Figure 24: A heatmap of the medication data on the y-axis and patients, not sorted in any
way, on the x-axis.

Above, we can see that the heatmap organized by cluster (Figure 23) has significant
differences from the heatmap organized based on the original data (Figure 24). In the
zoomed in heatmap (Figure 25), we can also see clear differences in individual clusters too,
distinguished by the red lines.
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Figure 25: A zoomed in heatmap of medication data with red lines marking the start of
each new cluster.

With a basis for clustering established, we then ran DBSCAN on this file, looking for
enrichment for all 13 possible outcomes and for three different covariates. For full results,
see Appendix A. We chose to use an eps value of 0.005 and a minimum sample size of 100
because these parameters showed significant enrichment for outcomes and covariates.

Figure 26: DBSCAN applied to the combined medication data.

We first followed the same procedure as our other clustering methods and checked for en-
richment based on mortality as a benchmark (Table 1). This yielded statistically significant
results among the 15 clusters and the outliers that were identified by DBSCAN.
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Cluster Alive Not Alive Total P-Value
C-1 2249 89 2238 1
C0 953 41 994 0.5497
C1 170 8 178 0.554
C2 9570 351 9921 0.0347
C3 515 30 545 0.0398
C4 646 45 691 0.0005
C5 185 4 189 0.3339
C6 113 1 114 0.1347
C7 275 18 293 0.0434
C8 158 7 165 0.6818
C9 176 11 187 0.1723
C10 212 10 222 0.5929
C11 193 4 197 0.2578
C12 187 3 190 0.1254
C13 135 3 138 0.4973
C14 109 4 113 1
C15 127 2 129 0.2456
Total 15973 631 16604

Table 12: DBSCAN Clusters showing enrichment for mortality

After running Fischer’s Exact Test on our results and determining that there were clus-
ters that showed significance, we examined our p-values and chose two clusters to examine
more fully with regards to two different outcomes.

First, we looked at clusters showing significant enrichment for Coronary Artery Disease
(CAD). We found that Cluster 3 showed more significant enrichment for CAD than any
other cluster.
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Cluster No CAD CAD Total P-Value
C-1 1989 349 2338 0.1793
C0 825 169 994 0.3249
C1 139 39 178 0.0304
C2 8470 1451 9921 6.9e-8
C3 394 151 545 1.09e-12
C4 528 163 691 9.002e-8
C5 153 36 189 0.2301
C6 98 16 114 0.6996
C7 238 55 293 0.1709
C8 126 39 165 0.0097
C9 150 37 187 0.15811
C10 184 38 222 0.5803
C11 172 25 197 0.24
C12 185 5 190 5.18e-9
C13 112 26 138 0.35
C14 105 8 113 0.0091
C15 98 31 129 0.0151
Total 13966 2638 16604

Table 13: DBSCAN Clusters showing enrichment for Coronary Artery Disease

Next, we broke down Cluster 3 into a bar graph (Figure 27), showing which medications
were being taken by patients that fell within Cluster 3. We hoped that we could see some
results that might make this cluster show more significant enrichment in relation to CAD
than other clusters.

Figure 27: Bar graph showing number of patients taking each medication in Cluster 3.

A few drugs were taken by almost all patients in this cluster. Acarbose, an anti-diabetic
drug [1], was taken the most. However, the medication that was taken the second most
number of times contained the active ingredient of Arginine. Arginine has been shown
to help patients with coronary artery disease, clogged arteries, or even heart failure [19].
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Finally, metoprolol was taken by almost all patients. Metoprolol is used sometimes in
treatment of heart disease and heart failure as well, though it is more often used as a
supplemental drug or as a second choice [4].

Next, we looked at Cluster 4, also creating a bar chart for this cluster. This time, we
had seen that there was significant enrichment for Kidney Disease in Cluster 4, so we sought
out why that might be the case.

Figure 28: Bar graph showing number of patients taking each medication in Cluster 4.

The bar graph (Figure 28) shows that Furosemide, clopidogrel, and adapalene were the
drugs that were taken the most by Cluster 4.

Cluster No Kidney Disease Kidney Disease Total P-Value
C-1 2037 301 2338 0.8937
C0 867 127 994 1
C1 145 33 178 0.0311
C2 8752 1169 9921 2.396e-6
C3 389 156 545 1.969e-23
C4 565 126 691 3.354e-6
C5 166 23 189 0.9127
C6 104 10 114 0.2585
C7 252 41 293 0.5365
C8 145 20 165 0.9068
C9 162 25 187 0.8254
C10 190 32 222 0.4782
C11 174 23 197 0.7473
C12 181 9 190 0.0003
C13 133 5 138 0.0004
C14 105 8 113 0.0669
C15 113 16 129 1
Total 14480 2124 16604

Table 14: DBSCAN Clusters showing enrichment for Kidney Disease
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Furosemide is used to treat heart failure [26] and kidney disorders [8]. Thus, it makes
sense that it is the most taken drug in this cluster. This also helps to explain why Cluster
4 showed significant enrichment for CAD as well because furosemide could be used to treat
heart failure.

Clopidogrel is also primarily used to treat heart failure and coronary artery disease [16],
explaining even more why Cluster 4 showed significant enrichment for CAD above.

Finally, adapalene is shown as the third most common drug to be taken by patients
in Cluster 4. However, interestingly, adapalene is used to treat acne and other similar
dermatological conditions [24]. There is some evidence that suggests liver disease could be
associated with skin conditions. This would be worth investigating further in the context
of other clusters, other outcomes, and other medications.

4 Discussion

4.1 Variation in t-SNE

We quickly discovered that the SKLearn implementation of t-SNE can produce a variety
of results based on the input parameters. In particular, we found that the choice of whether
to initialize the t-SNE 2D projection randomly or with PCA changed our end results greatly,
as did the “learning rate.”

The learning rate parameter indicates how much the stochastic gradient descent algo-
rithm upon which t-SNE is based controls how rapidly the values change These two param-
eters resulted in several different variations, as seen below. The figures are colored based on
the true class of the wine as defined by the dataset, rather than the color of the subsequent
clusters. The centroids of our clusters are marked with an “X.”

To begin, if we initialize randomly and keep the learning rate low, our data clusters get
stuck in a sub-optimal local minimum and don’t give us useful information (Figure 29).

Figure 29: Random Initialization with a Low Learning Rate. These parameters lead to a
suboptimal set of clusters.

If we initialize with PCA but keep the learning rate low, our final clusters look a lot
like if we were to just apply PCA to our data and then cluster (Figure 30 and Figure 31).
By keeping the learning rate low, we don’t allow our algorithm move away from the initial
projection and form different clusters.
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Figure 30: PCA with Clustering. This is what the data looks like when we use PCA as the
sole dimensionality reduction technique and then cluster using k-means.

After several more trials, we discovered that we could arrive at an optimal solution by
one of two methods. If we wanted to initialize with PCA, we had to keep the learning rate
relatively low. Though this provided aesthetically pleasing clusters from which we could
gain good insights (Figure 31), it calls into question the potential advantages of using the
more time-consuming method of t-SNE over just a simple a PCA dimensionality reduction
for this specific dataset.

Figure 31: TSNE with PCA Initialization and low learning rate. With a PCA
initialization and a low learning rate, the clusters and data look very similar to how the

data looks with simply a PCA data reduction followed by clustering.

The second optimal solution can be arrived at with a random initialization and a rela-
tively high learning rate (Figure 32). This allows the t-SNE algorithm to avoid getting stuck
in a local minimum and instead converge to clusters which seem to represent groupings of
the true classes of the wine data.
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Figure 32: TSNE with Random Initialization and Learning Rate of 500. The random
initialization coupled with the moderately high learning rate allows for the algorithm to
avoid getting stuck in an unappealing local minimum. Instead, the data converges well.

Figure 33: TSNE with PCA Initialization and Learning Rate of 1000. With a high learning
rate, even with a PCA initialization, we are left with an unappealing set of clusters.

Conversely, it is important to note that keeping the learning rate too high with a PCA
initialization (Figure 33) or with a random initialization (Figure 34) can result in dense
clusters which are harder to interpret and don’t give much information about the relationship
between variables. This is due to the learning rate controlling the speed of the gradient
descent. If the gradient descent speed is too fast, it can cause the algorithm to skip over
the optimal parameter space.
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Figure 34: TSNE with Random Initialization and Learning Rate of 1000. With a high
learning rate and random initialization, the data clusters tightly in a way that makes it

hard to draw conclusions from the data.

4.2 Trade-offs of Clustering Methods in Wine Dataset

The three hard clustering methods we used gave us a spread of results and potential
opportunities for future exploration. For the most part, with the wine dataset, K-Means
and Agglomerative Clustering returned similar results. Both of those clustering methods
showed that Wine Class 1 was mostly represented in Cluster 0, 75% of Wine Class 2 was
represented in Cluster 1, and Wine Class 3 was represented in both Cluster 1 and Cluster
2. Since they returned similar results, it might be worth considering that we can choose our
distance metric for Agglomerative Clustering, which is an advantage over K-Means.

DBSCAN reacted very differently than we originally expected. To start, it marked 56
of the 178 wines as outliers that didn’t fit into any cluster. As discussed in the Methods
section, DBSCAN does not take a “k” number of clusters as an input. Instead, it determines
the ideal number of clusters itself based on the density of data values. In this case, it did
indeed find three clusters, but two of the clusters had under 15 data values in them. The
third cluster had 99 data values, spread out among the three wine classes. The DBSCAN
eps value and minimum number of data points required to be in a cluster was optimized as
best as we could, but there is a chance that there is a more ideal setting for DBSCAN to be
more effective. This warrants further exploration because this clustering seems to indicate
that all of the wines should be classified under Class 3, which goes strongly against our two
other clustering methods, as well as the original wine classifications.

4.3 Trade-offs of Clustering Methods in EHR Dataset

Like the wine dataset, the three clustering methods gave us a large spread of results,
but they also gave us a good basis for future exploration and improvement of parameters.
Again, just like the wine dataset, the k-means clustering and agglomerative clustering re-
turned similar cluster sizes when k was set to 4. For example, for the first half of the
medication data, k-means returned clusters with size 2038, 1446, 2042, and 2299. Agglom-
erative clustering returned clusters of size 2069, 1952, 1574, and 2230. This remained the
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case across all four files on which we tested these methods. Additionally, the proportion
of living and deceased patients in each cluster remained similar. For example, Cluster 0
in our k-means file described above had 1932 living and 106 deceased. In Cluster 0 of our
agglomerative clustering, there were 1957 living and 112 deceased. As we discussed above,
the ability to choose a distance and linkage metric is a distinct advantage of agglomerative
clustering over k-means, especially when the results are as similar as they are here.

DBSCAN performed similarly on the larger dataset as it did on the smaller wine test
dataset. There still is opportunity for further exploration of the eps value and the minimum
samples to fully optimize usage of the algorithm. Moving our eps values away from 0.005 or
moving our minimum sample value away from 100 resulted in extremely different clustering
results. We would quickly end up with over 20 clusters with just over 100 data values in each,
or we would end up with one or zero clusters, with thousands of other data values classified
as “outliers.” It is important to note that these outliers could also be very meaningful. It
is possible that we have some clear clusters of patients that would respond certain ways to
medications and labwork, and the others are outliers because they are all different in a way
that we do not yet understand. For those outlier patients, clinicians could follow standard
care practices.

It remains true that DBSCAN seems like an ideal clustering method because it chooses
the number of clusters itself based on density of data. In the case of the wine dataset,
this could allow us to discover whether there should indeed be more than the three cultivar
classes. In the EHR data, it allowed us to pick up on trends we might not have noticed and
hone in on specific populations, instead of guessing at how many clusters would be the ideal
number of clusters to gain insights into diabetes sub-populations. We were able to focus on
two clusters that showed significant enrichment for Coronary Artery Disease and Kidney
Disease because of DBSCAN.

5 Conclusions and Future Work

5.1 Future Work

There are several clustering methods that could be applied to this data set moving
forward for interesting results. Two are outlined below, as well as various other areas to
explore moving forward.

5.2 Clustering Parameters

All the clustering algorithms we used could be explored more thoroughly by trying vari-
ations with different parameters. As discussed in the Results section, more experimentation
could be done to find a more rigorous set of parameters for DBSCAN.

For K-Means and Agglomerative Clustering, we could experiment more with the “k”
variable. In the wine dataset, we decided to stick with k = 3, since there were three “true”
classes in the dataset. However, this ignores the fact that there could be a different number
of classes of wine. For example, the cultivars that the true classes indicate could be broken
down into sub-categories or could be grouped together.
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5.3 C-Means

C-Means clustering is very similar to K-Means clustering, except C-Means is a soft
clustering or “fuzzy clustering” method.

For the C-Means algorithm, you still must choose a “C.” This is the number of clusters
that will be created, just as in the K-Means algorithm, and the number of centroids that will
be created. Similar to K-Means, this is also a limitation of the algorithm because choosing
the right number of clusters is an NP-Hard problem [20].

The algorithm begins by randomly assigning each point coefficients for being in each
cluster. It then moves the centroids and re-assigns each point’s coefficients based on the
new centroid locations. More specifically, it works as follows:

Algorithm 4: C-Means Clustering Algorithm

1 function C-Means (c, sensitivitythreshold);
Input : c, sensitivitythreshold
Output: C Clusters

2 Choose a number of clusters, C;
3 Assign coefficients randomly to each point for being in each of the clusters;
4 while coefficients change more than the ”sensitivity threshold” do
5 Compute the centroid for each cluster;
6 Compute the coefficients of being in the cluster for each point;

7 end

C-Means has a wide variety of applications. One such example is in medical imaging,
where image segmentation is necessary. C-Means clustering has been used here because it
“allows pixels to belong to multiple clusters with varying degrees of membership” in MR
images [27]. The C-Means technique is successfully used here to divide up MR images into
sub-sections based on characteristics such as texture and intensity.

For our project, C-Means could be an interesting clustering method to explore how fuzzy
clustering affects our results, compared to the three hard clustering methods we used.

In terms of programming languages and actual implementation, scikit-learn does not
provide any built-in fuzzy clustering algorithms. We instead found an open-source project
called scikit-fuzzy. This library models itself loosely on SKLearn. However, since it is an
open-source project, it is not as thoroughly developed as the more mature SKLearn project.
Thus, fewer online examples and documentation are readily available.

5.4 Spectral Clustering

Spectral clustering is a hard clustering method that provides an alternative to other hard
clustering methods, such as k-means. Instead of prioritizing compactness within convex
boundaries, spectral clustering prioritizes data that is connected but not always compact
[14].

Spectral clustering has a variety of applications. Notably, it is used in image segmen-
tation because the clusters of data values are not constrained to convex boundaries. This
could be in medical image segmentation, such as PET Scans, or in object recognition image
segmentation [14].
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5.5 Future Work on EHR Data

Though we had many insights into the data and methodology by the end of this project,
the most important insight was that this project barely scratched the surface of what is pos-
sible. These methods are complex and susceptible to slight parameter changes. Additionally,
the EHR dataset in particular is extraordinarily rich, dense, and ripe for exploration.

Before answering these questions, it would be important to thoroughly refine our method-
ology on test and EHR datasets. We would want to try t-SNE and PCA with various
parameters to see what parameters return the datasets that are most conducive to interpre-
tation. Additionally, we would want to explore dozens of different k values for k-means and
agglomerative clustering, and we would want to explore many different eps and min sample
values for our DBSCAN algorithm.

Once this methodology had been refined, we could draft a set of research questions and
thoroughly examine those parameters with all of our methods. This project made it clear
that there are a vast number of questions that could be explored through this dataset, and
our research has barely scratched the surface.

5.6 Conclusion

Ultimately, this project was successful in that it provided a foundation to explore vari-
ous dimensionality reduction and clustering algorithms in the context of two rich datasets.
First, we experienced first-hand the precision with which parameters for PCA, t-SNE, and
clustering methods need to be chosen, as well as the limitations of these methods. Then,
we were able to draw preliminary conclusions that suggested that the three wine cultivars
may not be the best way to classify wines or that only one cultivar is very different from the
others. We determined that initial clustering of medications and labwork done on patients
showed statistical significance across all three clustering methods and all EHR data files.
Finally, we found statistically significant clusters using DBSCAN and were able to deter-
mine what medications patients in those clusters were taking that might make those clusters
significant. There are strong opportunities for further exploration of sub-populations of di-
abetes patients and delving more deeply into the statistically significant clusters which we
discovered.
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6 Appendix A: Additional Clustering Results

Table 15: DBSCAN Clusters showing enrichment for mortality.

Alive Not Alive Total P-Value
C-1 2249 89 2338 1
C0 953 41 994 0.5497
C1 170 8 178 0.554
C2 9570 351 9921 0.0347
C3 515 30 545 0.0398
C4 646 45 691 0.0005
C5 185 4 189 0.3339
C6 113 1 114 0.1347
C7 275 18 293 0.0434
C8 158 7 165 0.6818
C9 176 11 187 0.1723
C10 212 10 222 0.5929
C11 193 4 197 0.2578
C12 187 3 190 0.1254
C13 135 3 138 0.4973
C14 109 4 113 1
C15 127 2 129 0.2456
Total 15973 631 16604

Table 16: DBSCAN Clusters showing enrichment for Acute Myocardial Infarction

No Acute Myocardial Infarction Acute Myocardial Infarction Total P-Value
C-1 2302 36 2338 0.1258
C0 974 20 994 0.8137
C1 167 11 178 0.0008
C2 9741 180 9921 0.1227
C3 531 14 545 0.2697
C4 665 26 691 0.0016
C5 186 3 189 1
C6 114 0 114 0.1775
C7 284 9 293 0.1931
C8 160 5 165 0.2589
C9 181 6 187 0.1843
C10 218 4 222 1
C11 195 2 197 0.5975
C12 189 1 190 0.191
C13 136 2 138 1
C14 112 1 113 0.7288
C15 125 4 129 0.3226
Total 16280 324 16604
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Table 17: DBSCAN Clusters showing with enrichment for amputation

No Amputation Amputation Total P-Value
C-1 2330 8 2338 0.4147
C0 990 4 994 1
C1 178 0 178 1
C2 9880 41 9921 0.2041
C3 538 7 545 0.014
C4 687 4 691 0.5676
C5 188 1 189 0.5914
C6 114 0 114 1
C7 290 3 293 0.1581
C8 165 0 165 1
C9 186 1 187 0.5875
C10 218 4 222 0.0206
C11 196 1 197 0.6067
C12 190 0 190 1
C13 138 0 138 1
C14 112 1 113 0.4137
C15 126 3 129 0.0228
Total 16526 78 16604

Table 18: DBSCAN Clusters showing with enrichment for Cardiac Cathertization.

No Cardiac Cathertization Cardiac Cathertization Total P-Value
C-1 2281 57 2338 0.1009
C0 961 33 994 0.4999
C1 167 11 178 0.0222
C2 9645 276 9921 0.0768
C3 514 31 545 0.0007
C4 667 24 691 0.422
C5 185 4 189 0.6657
C6 112 2 114 0.7777
C7 277 16 293 0.0216
C8 154 11 165 0.0105
C9 182 5 187 1
C10 212 10 222 0.164
C11 193 4 197 0.6695
C12 188 2 190 0.1333
C13 135 3 138 0.8012
C14 112 1 113 0.267
C15 125 4 129 0.7948
Total 16110 494 16604
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Table 19: DBSCAN Clusters showing enrichment for depression

No Depression Depression Total P-Value
C-1 2183 155 2338 0.0007
C0 904 90 994 1.1427 e-07
C1 167 11 178 0.4936
C2 9513 408 9921 4.7 e-13
C3 525 20 545 0.1379
C4 634 57 691 0.0004
C5 180 9 189 1
C6 110 4 114 0.667
C7 281 12 293 0.5041
C8 145 20 165 0.0004
C9 169 18 187 0.011
C10 209 13 222 0.6444
C11 186 11 197 0.7445
C12 187 3 190 0.0196
C13 131 7 138 1
C14 106 7 113 0.5232
C15 120 9 129 0.3155
Total 15750 854 16604

Table 20: DBSCAN Clusters showing enrichment for heart failure

No Heart Failure Heart Failure Total P-Value
C-1 2121 217 2338 0.5313
C0 870 124 994 0.0001
C1 151 27 178 0.0075
C2 9199 722 9921 2.331 e-19
C3 470 75 545 0.0002
C4 572 119 691 1.6369 e-12
C5 165 24 189 0.0723
C6 108 6 114 0.1897
C7 261 32 293 0.2158
C8 144 21 165 0.0979
C9 154 33 187 0.0001
C10 195 27 222 0.0963
C11 172 25 197 0.0768
C12 187 3 190 5.1 e-05
C13 129 9 138 0.3707
C14 106 7 113 0.4062
C15 117 12 129 0.8764
Total 15121 1483 16604
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Table 21: DBSCAN Clusters showing enrichment for Neurological Diseases.

No Neurological Disease Neurological Disease Total P-Value
C-1 2145 193 2338 0.2782
C0 890 104 994 0.0011
C1 166 12 178 0.7768
C2 9239 682 9921 1.96 e-06
C3 490 55 545 0.0404
C4 630 61 691 0.2436
C5 173 16 189 0.6794
C6 107 7 114 0.7229
C7 268 25 293 0.5795
C8 151 14 165 0.6593
C9 165 22 187 0.0513
C10 181 41 222 1.4 e-07
C11 182 15 197 1
C12 186 4 190 0.0014
C13 131 7 138 0.3333
C14 106 7 113 0.7221
C15 117 12 129 0.5044
Total 15327 1277 16604

Table 22: DBSCAN Clusters showing enrichment for obesity

Not Obese Obese Total P-Value
C-1 1744 594 2338 0.1306
C0 635 359 994 3.3 e-18
C1 154 24 178 0.0006
C2 7684 2237 9921 4.1 e-09
C3 413 132 545 0.9594
C4 521 170 691 0.7854
C5 146 43 189 0.7324
C6 87 27 114 1
C7 224 69 293 0.8367
C8 120 45 165 0.3606
C9 116 71 187 2.2372 e-05
C10 158 64 222 0.114
C11 158 39 197 0.1556
C12 137 53 190 0.2328
C13 114 24 138 0.0716
C14 93 20 113 0.1223
C15 89 40 129 0.0786
Total 12593 4011 16604
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Table 23: DBSCAN Clusters showing enrichment for ophthalmic diseases.

No Opthalmic Diseases Opthalmic Diseases Total P-Value
C-1 2197 141 2338 0.7042
C0 947 47 994 0.1253
C1 171 7 178 0.3357
C2 9332 589 9921 0.6616
C3 505 40 545 0.1378
C4 641 50 691 0.1164
C5 183 6 189 0.1206
C6 111 3 114 0.163
C7 271 22 293 0.2109
C8 160 5 165 0.1341
C9 177 10 187 0.8762
C10 205 17 222 0.2486
C11 182 15 197 0.2841
C12 187 3 190 0.007
C13 133 5 138 0.3602
C14 108 5 113 0.687
C15 120 9 129 0.57
Total 15630 974 16604

Table 24: DBSCAN Clusters showing enrichment for strokes.

No Stroke Stroke Total P-Value
C-1 2210 128 2338 0.162
C0 950 44 994 0.5437
C1 160 18 178 0.004
C2 9465 456 9921 0.0364
C3 505 40 545 0.011
C4 653 38 691 0.4177
C5 185 4 189 0.0872
C6 109 5 114 1
C7 282 11 293 0.4921
C8 158 7 165 0.8562
C9 171 16 187 0.0258
C10 212 10 222 1
C11 185 12 197 0.4041
C12 182 8 190 0.8649
C13 133 5 138 0.6896
C14 108 5 113 1
C15 125 4 129 0.5342
Total 15793 811 16604
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Table 25: DBSCAN Clusters showing enrichment for unstable angina.

No Unstable Angina Unstable Angina Total P-Value
C-1 2301 37 2338 0.861
C0 980 14 994 0.609
C1 176 2 178 1
C2 9769 152 9921 0.1531
C3 534 11 545 0.491
C4 674 17 691 0.0924
C5 186 3 189 1
C6 113 1 114 1
C7 286 7 293 0.346
C8 153 12 165 1.928 e-05
C9 180 7 187 0.0358
C10 220 2 222 0.5921
C11 193 4 197 0.5702
C12 190 0 190 0.0801
C13 137 1 138 0.7312
C14 112 1 113 1
C15 126 3 129 0.4744
Total 16330 274 16604

Table 26: DBSCAN Clusters showing enrichment for sex.

Female Male Total P-Value
C-1 888 1450 2338 0.0052
C0 261 733 994 2.29 e-22
C1 16 162 178 3.1 e-21
C2 4297 5624 9921 6.49 e-18
C3 338 207 545 1.6 e-24
C4 178 513 691 8.1 e-17
C5 90 99 189 0.0527
C6 36 78 114 0.0553
C7 137 156 293 0.0355
C8 57 108 165 0.112
C9 55 132 187 0.0016
C10 76 146 222 0.054
C11 88 109 197 0.244
C12 69 121 190 0.2352
C13 55 83 138 0.9307
C14 49 64 113 0.5651
C15 54 75 129 0.7876
Total 6744 9860 16604
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Table 27: DBSCAN Clusters showing enrichment for race.

White Not White Total P-Value
C-1 1065 1273 2338 0.0876
C0 432 562 994 0.792
C1 121 57 178 8.7 e-11
C2 4172 5749 9921 4.4 e-09
C3 253 292 545 0.2362
C4 302 389 691 0.9376
C5 109 80 189 0.0002
C6 48 66 114 0.7063
C7 139 154 293 0.235
C8 99 66 165 3.63 e-05
C9 77 110 187 0.4597
C10 84 138 222 0.0765
C11 107 90 197 0.004
C12 63 127 190 0.0025
C13 90 48 138 6.3 e-07
C14 57 56 113 0.1829
C15 73 56 129 0.0042
Total 7291 9313 16604

Table 28: DBSCAN Clusters showing enrichment for smoking status

Non-smoker Smoker Total P-Value
C-1 1998 340 2338 0.8991
C0 787 207 994 2.1 e-08
C1 154 24 178 0.8301
C2 8570 1351 9921 0.0002
C3 487 58 545 0.0092
C4 572 119 691 0.0407
C5 163 26 189 0.9171
C6 98 16 114 1
C7 236 57 293 0.0186
C8 136 29 165 0.2651
C9 143 44 187 0.0011
C10 186 36 222 0.4424
C11 172 25 197 0.5412
C12 165 25 190 0.6786
C13 129 9 138 0.005
C14 92 21 113 0.2257
C15 115 14 129 0.3134
Total 14203 2401 16604
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