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Abstract

When variables used in a mixed membership analysis can be classified into conceptu-

ally distinct domains, interpretation of results is facilitated by using domain-specific

models with a small number of imposed pure-type profiles and yielding a set of Grade-

of-Membership scores for each domain. We present Supervised Moment Estimation

of Latent Dirichlet Models (supervised MELD) algorithms for mixed membership

models to be used and tested in this context. We challenge the methodology with

data sets collected over time to study malaria risk on the Brazilian Amazon frontier.

By further ignoring spatial specificity and utilizing a binary outcome variable (at

least one person in a household infected with malaria during the past year), we find

supervised MELD capable of extracting surprisingly nuanced risk patterns.
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1

Introduction

Mixed membership models, representing multivariate profiles of individual units at

a point in time, or as processes evolving over time, incorporate the possibility of

elemental units sharing membership in more than one component of a classification

scheme. Models with this feature have added substantial realism to empirical studies

of document collections (Blei et al., 2003), health status (Woodbury et al., 1978;

Berkman et al., 1989), network structure (Wang and Wong, 1987), and genetics

(Pritchard et al., 000a), to mention only a few of many applications.

The categories of classification schemes in mixed membership models are referred

to as ideal or even extreme, profiles. They can be imposed a priori or, as in most

empirical studies to-date, they are determined as part of the model-fitting process.

It is routine to find that the number of such profiles in what are regarded as good-

fitting models frequently exceeds five and is more often on the order of 10-20 or

even as large as 45 or 50 (Airoldi et al., 2010). If nearly all of the individuals in

a study share characteristics with some pair or, at most a triple of profiles, then

interpretation of the shared characteristics is a fairly routine matter. However, if

substantial numbers of individuals share characteristics with four or more profiles,

1



then even writing a coherent English sentence describing what this means can be

a monumental, if not insurmountable, challenge. This leads to a tradeoff, using

classical mixed membership specifications, between numerical goodness-of-fit of a

model and interpretability of shared membership between many ideal profiles.

One resolution of this problem derives from the fact that in many studies, re-

sponse variables fall cleanly into a few–e.g. less than five–broad categories. For

example, in epidemiological studies of infectious disease risk, one cluster of response

variables may be associated with environmental risk conditions and a second set of

variables may be associated with behaviors that are associated with different levels of

exposure to disease transmission. Then by imposing two ideal types for each broad

category–interpreted as ‘low risk’ and ‘high risk’ within that category and fitting

separate mixed membership models to the responses of the same individuals, but

with variables partitioned by broad category, we find that an individual may have

different intermediate levels of risk for, say, environmental and behavioral exposures.

Interpretations of this kind of risk sharing are straightforward, whereas a standard

four or five ideal-type model using all variables simultaneously could readily lead to

lack of interpretability for a profile of responses that share conditions with five ideal

types. Implementing this idea requires somewhat different model specifications than

those in the extant literature. One of the objectives of this paper is to present for-

mal mixed membership models that facilitate this kind of interpretability of shared

membership.

Another important aspect of mixed membership models, as they have been ap-

plied in analysis of bio-scientific surveys, is that the models are often unsupervised.

Supervised mixed membership models have primarily been introduced in the setting

of topic models applied to document collections. In supervised Latent Dirichlet Al-

location (sLDA), a response variable associated with each document is added to the

LDA model. Parameter estimation is carried out using the variational EM algorithm
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(Blei and McAuliffe, 2008). Such supervised mixed membership models often treat

the response variable as an independent variable. However, this leads to a loss of pre-

dictive power if the variables are correlated. In order to secure accurate prediction of

outcomes, dimensionality reduction of the supervised mixed membership models has

been introduced. In this regard, discriminative variation on Latent Dirichlet Allo-

cation (DiscLDA) applies a linear transformation to topic mixture proportions and,

thereby, achieves dimensionality reduction with corresponding increase in prediction

accuracy (Lacoste-Julien et al., 2009).

Herein we address the interpretability issue in the context of infectious disease

risk. To this end, we introduce Supervised Moment Estimation for Latent Dirichlet

models (supervised MELD) and a backward elimination algorithm, building on the

MELD algorithm of Zhao et al. (2016). MELD is a moment tensor strategy for

fast and robust parameter estimation in generalized Dirichlet models with the latent

Dirichlet variables marginalized out. It incorporates Generalized Method of Moments

estimation (GMM) which does not require any intermediate estimation of latent

variables. The algorithm allows for more efficient computation, while maintaining

stability and accuracy, than EM or MCMC algorithms.

Our strategy has the following advantages: (1) It addresses the interpretability

in the risk analysis context by focusing on two ideal profiles (low and high risk) in

each major domain of variables; (2) Under supervised MELD, the dependent variable

is trained with explanatory variables to provide parameter estimates for prediction,

and it simultaneously deals with correlation issues among the dependent and ex-

planatory variables; (3) Backward elimination is applied as a method for variable se-

lection. This methodology enhances prediction by searching for the most important

variables that contribute to optimal prediction of the dependent variable. In con-

trast to unsupervised mixed membership models that produce grade-of-membership

(GoM) scores associated with a set of ideal profiles determined by goodness-of-fit-
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criteria, supervised MELD and backward elimination provide GoM scores based on

selected variables for the small number of ideal profiles associated with designated

broad categories of variables, e.g. two ideal types (High and low risk conditions)

associated with environmental and behavioral categories of variables in studies of

infectious disease risk.
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2

Model Descriptions

In this section we present our model framework, which is based on generalized Dirich-

let latent variable models.

2.1 Generalized Dirichlet Latent Variable Models under Supervised
MELD

Generalized Dirichlet latent variable models (Zhao et al., 2016) are specified as fol-

lows: let yi “ pyi1, . . . , yipq
T denote a vector of p measurements with heterogeneous

data types (e.g., categorical, continuous) over subjects i “ 1, 2, . . . , n. Let subjects

partially belong to each of k profiles. Let the elements of yi be conditionally in-

dependent given a latent Dirichlet vector xi “ pxi1, xi2, . . . , xikq P ∆k´1, with ∆k´1

denoting the pk ´ 1q probability simplex. Specifically, let yij|xi „
řk
h“1 xihgjpφjhq,

where gjpφjhq represents the density of the jth variable for a pure-type subject in com-

ponent h. With this specification xih can be interpreted as the Grade of Membership

score for subject i relative to profile h. In this generative model, the parameters

Φ “ tφjhu1ďjďp,1ďhďk are mixture component parameters shared by all the subjects.

Let mi “ tmi1,mi2,mij, . . . ,mipu
T be a membership vector for subject i, where mij
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takes values in [1,2,3,...k] and is the label for the pure-type from which feature j in

subject i is generated. The model can be specified as follows:

yij|mij “ h „ gjpφjhq

mij|xi „Mutipxiq

xi „ Dirpαq

Under the MELD algorithm, gjpφjhq can belong to the exponential family of distri-

butions with mean parameter φjh for mixed data types. For sake of exposition in

this short article and motivated by a malaria application, we focus in the remainder

of the article on the special case in which all the variables are categorical so that

gjpφjhq
h
“Multipφjhq is a multinomial distribution. A binary outcome, or dependent

variable is included in the analysis. All other variables are viewed as explanatory.

However, the methodology we propose can be trivially generalized to accommodate

other distributions in the exponential family for both the explanatory and dependent

variables.

2.2 Joint Domain-Specific Models

Ensuring interpretability of mixed membership models requires that k “ number of

profiles be kept small. If k in the model specification of section 2.1 is a priori uncon-

strained, then models that provide a good fit to the data tend to have values of k ą 5,

and often as large as k “ 30 or 40 (Airoldi et al., 2010). This leads to uninterpretable

models that may be useful only for black box prediction; one of the overarching moti-

vations of this article is to obtain mixed membership methodology that leads to very

clearly interpretable models that also have good predictive performance. In medical

applications, such as to the motivating malaria example, interpretability is critical.

We enhance interpretability by grouping explanatory variables into distinct subject

matter domains, and using this grouping to reduce the k needed to produce good fit
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and prediction.

We illustrate the ideas in the simplest setting of two subject matter domains,

call them A and B. Let yAi “ py
A
i1, . . . , y

A
ipA
q and yBi “ py

B
i1, . . . , y

B
ipB
q be vectors of

measurements in domains A and B, respectively. Individuals can partially belong

to kA profiles in domain A and kB profiles in domain B. Assume that kA ă k and

kB ă k, where k is the number of profiles in a model as specified in 2.1.

For each set of variables, consider a model as in 2.1 which would now lead to

two sets of Grade of Membership scores xAi and xBi for the same set of individuals.

As you would expect, the vectors xAi “ px
A
i1, . . . , xikAq and xBi “ px

B
i1, . . . , xikBq are

correlated and contain useful information not so readily discerned from a huge model

with pA ` pB variables and k profiles.

Making this more concrete, suppose that A is a set of environmental risk variables

for a vector-borne infectious disease such as malaria. Assume that B is a set of the

behavioral risk variables for the same disease. Further, impose the restriction that

kA “ kB “ 2. Then for each domain the two profiles have an interpretation of

high and low risk, but form the point of view of the relevant domain. It is possible

with this formulation to identify individual units–households–that are quite high

risk on environmental conditions and either intermediate or low risk on behavioral

features. The cross classification of Grade-of-Membership scores measuring proximity

to the high risk profile for domain A and B gives a clear and nuanced interpretation

of disease risk that is not so easily ascertainable from a good fitting single mixed

membership model with, say, k “ 5 or 6.
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3

Moment Estimation for Latent Dirichlet Models
(MELD)

In this section we present a brief overview of the MELD algorithm. Full details are

given in Zhao et al. (2016).

3.1 Generalized Method of Moments(GMM)

First, the idea behind method of moments (MM) algorithms is to derive a list of

moment equations that have expected value zero at the true parameter values. Given

observations tyiu1ďiďn, MM algorithms specify ` moment functions and define a

moment vector fpyi,θq “ f1pyi,θq, ..., flpyi,θq
T such that Erfpyi,θqs “ 0 at the

true parameter θ “ θ0 P Θ Ď Rp. The moment vector is then used to specify an

estimator by solving the following ` sample equations with p unknowns:

θ̂ such that 0 “

„

fnpθq ”
1

n

n
ÿ

i“1

fpyi,θq



at θ “ θ̂,

where fnpθq is the sample estimate of Erfpyi,θqs. When fpyi,θq is linear in θ with

independent moment functions and ` “ p, then θ can be uniquely determined.
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Rather than solving a linear system Generalized Method of Moments (GMM)

minimizes the following quadratic form:

θ̂ ” arg min
θ
rQnpθ;Anq “ fnpθq

TAnfnpθqs (3.1)

where An is the positive semi-definite matrix defined by

A´1n “ Sn “ V arrn1{2fnpθqs

Hansen’s two stage GMM procedure (Hansen, 1982) obtains an initial estimate of θ̂

using a suboptimal weight matrix such as the identity matrix. This initial estimate

is used to calculate An which is then inserted in (1). This yields a final estimate

which is consistent and asymptotically normal (Hansen, 1982).
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4

Supervised MELD and Backward Elimination

The MELD algorithm described in the previous section is very appealing in terms of

a combination of computational time, computational stability and robustness. The

computational advantages come in part through bypassing the need for instantiation

of latent variables in the computational algorithm. EM and MCMC algorithms re-

lying on latent variables are notoriously inefficient in terms of convergence rates and

have worse and worse performance in general for mixed membership models as the

sample size and number of components k increase. This is particularly problematic

when k is unknown but may be large. Our focus on grouping the variables to reduce

k with an emphasis on interpretability has the side benefit of significantly improving

computation even over advantages already conveyed by using the MELD moment

tensor algorithm. Also, by using moment methods, we obtain robustness to model

misspecification. In particular, although the Dirichlet distribution provides a con-

venient and routinely used choice for the mixed membership weight distribution, it

may not accurately characterize many real data sets.

In the sequel, we first extend the MELD approach to supervised MELD (sMELD),

producing a predicted probability for the outcome or dependent variable. We then
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consider backward elimination among the explanatory variables as a basis for im-

proving prediction of the dependent variable and improving interpretability (a major

focus of our method).

4.1 Supervised MELD

Splitting the data into a training set and a test set, we take all variables and number

of pure types k as the inputs for supervised MELD in the training fold and produce

a predicted probability vector for the dependent variable in the test fold. Since

MELD produces Φ̂ “ tφ̂jhu1ďjďp,1ďhďk that is shared by all subjects in the training

fold, we recover each subject’s membership m̂ij for the jth variable in the test fold.

Specifically,

m̂ij “ arg max
h

pΦ̂ihyijq

After obtaining m̂ij in the test fold, we compute the membership scores by marginal-

izing out mij’s over all the explanatory variables for subject i. In particular,

Epx̂ihq “
αh `

ř

h 1m̂ij
řk
h“1 αh `

řp
j“1 1m̂ij

(4.1)

where h denotes a specific profile and k “ number of profiles. To calculate the

probability of yiq “ 1 in the test fold, we use the estimated dependent variable q’s

parameter φ̂qh measured from the training fold and weight it by the membership

scores calculated from (2). For any k we have

Epŷiq|x̂i, kq “ 0 ˚ φ̂q,yiq“0 ¨ x̂i ` 1 ˚ φ̂q,yiq“1 ¨ x̂i “ φ̂q,yiq“1 ¨ x̂i

where q denotes the index of the dependent variable. We then measure the accuracy

of the predicted probability obtained from Epŷiq|x̂i, hq by plotting the ROC curve

and calculating the average area under the curve (AUC) across the test folds. Grade

of membership (GoM) scores are also stored for the data in each test fold.
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4.2 Supervised MELD and Backward Elimination

We also incorporate backward elimination within supervised MELD to select the

most important variables tailored to a specific dataset. This method eliminates

one explanatory variable at a time in the backward direction for a specific number

of variables. In each elimination stage, we apply supervised MELD, calculate the

average AUC and GoM scores across all test folds, and store the maximum AUC and

its corresponding group of variables and GoM scores for all test folds. Because of the

uncertainty of the underlying distributions of explanatory variables, we expect local

maxima. We finally select the most important variables and the corresponding GoM

scores for the dataset by locating the global maximum AUC. A backward elimination

algorithm for supervised MELD is presented in the box, Algorithm 2.

Input: data yi “ pyi1...yipq
T , i “ 1, 2..n with features 1, 2, ...p, and number of

pure types k
Divide data into m training and testing folds
for i “ 1 to m iterations do

1. Apply first stage MELD algorithm and retract Φ̂ from the training fold
2. Compute m̂ij “ arg max

h
pΦ̂ihyijq in the test fold

3. Compute Epx̂ihq “ αh`
ř

h 1m̂ij
řk

h“1 αh`
řp

j“1 1m̂ij
in the test fold

4. Compute Epŷiq|x̂i, hq
5. Plot ROC curve
6. Store AUC and Epx̂ihq

end for
Return: AUC and Epx̂ihq

Figure 4.1: Supervised MELD
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Input: data yi “ pyi1...yipq
T , i “ 1, 2..n with features 1, 2, ...p, and number of

pure types k
Divide data into m training and testing folds
repeat

Starting from p total features, generate p groups of features with length p-1
where only one feature is left out. (e.g., Suppose there are 20 features, vec1 “
p1, 2...17, 18, 19q, vec2 “ p1, 2, ...17, 18, 20q, vec3 “ p1, 2, ...17, 19, 20qq
for j “ 1 to p iterations do

With feature group j, e.g., vec1
for i “ 1 to m iterations do

1. Apply first stage MELD algorithm with feature group j and retract Φ̂
from the training fold
2. Compute m̂ij “ arg max

h
pΦ̂ihyijq in the test fold

3. Compute Epx̂ihq “ αh`
ř

h 1m̂ij
řk

h“1 αh`
řp

j“1 1m̂ij
in the test fold

4. Compute Epŷiq|x̂i, hq
5. Store AUC and Epx̂ihq

end for
Compute the average AUC across m folds avgAUC “ 1

m

řm
i“1AUCi

end for
Store the maximum average AUC, and its corresponding feature group (e.g.,
vec3) and Epx̂ihq for all test fold
p=p-1

until number of features“ 2
Return: Maximum AUC from stored AUC values, and its corresponding group
of features and Epx̂ihq for all test folds

Figure 4.2: Supervised MELD and Backward Elimination
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5

Experiments

5.1 Machadinho Household Surveys- Brazilian Amazon

The Machadinho settlement project in the state of Rondonia, Brazil began receiving

an influx of immigrants in 1984. Land clearance and the establishment of house-

holds on government designated plots served to facilitate a new outbreak of malaria

transmission at the site . Household surveys conducted in 1985, 1986, 1987 and 1995

provided an important source of information for characterizing malaria risk in the

complex ecological and epidemiological setting of the Brazilian Amazon.

In Castro et al. (2006) mixed membership analyses were carried out on these data

in spatially delineated areas. Two-profile models were imposed a priori with profiles

interpreted as low and high risk for malaria. Risk profiles were estimated using vari-

ables associated with two broad domains: environmental and behavioral/economic.

The environmental variables represented conditions indicative of exposure to, or

the lack thereof, Anopheles darlingi larval habitats and/or adult mosquito living

preferences. The behavioral/economic variables are indicative of the capability of

individuals to protect themselves or reflective of behaviors that may put them at
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more or less risk of acquiring malaria. A difficult feature of the mixed membership

analyses in Castro et al. (2006) was discerning the distinct patterns of environmental-

behavioral/economic combinations for households at each of the survey years.

As a challenge for supervised MELD with backward elimination, we ignored the

spatially explicit feature of prior analyses but carried out separate mixed membership

analyses for the environmental and behavioral/economic domains. We imposed two-

profile models in both cases. This resulted in domain-specific Grade-of-Membership

scores for each of the survey years. We also used a cruder outcome/dependent

variable, namely, scoring each plot as 1 if at least one household member had malaria

during the prior year and scoring 0 otherwise.

Scatterplots of the envioronmetal ˆ behavioral/economic Grade-of-Membership

scores–measuring proximity to the high risk profile are shown in Figures 4.1-4.4.

These plots indicate the different patterns of risk profiles overtime for the entire

Machadinho settlement project. The northeast corner of each plot signifies very high

risk for both types of conditions. The northwest corner signifies high risk on environ-

mental conditions and low risk on behavioral/economic conditions. The southwest

quadrant signifies moderate-low risk on both sets of conditions. The size and col-

oring of Grade-of-Membership score coordinates indicates the relative abundance of

plots/households with those conditions.

Risk variables are based on whether or not they are indicators of proximity to

Anopheles darlingi larval habitats or exposure of humans to adult mosquitoes near

dawn and dusk, the primary hours of biting. A. darlingi larva develop in pools of

relatively high pH water in partial shade near the forest fringe. As land is cleared

for farming. the forest fringe recedes from proximity to a house with a distance

exceeding 900 m being protective. The more rapidly land can be cleared, the less

exposed household heads and their families will be to A. Darling biting. The pace

of land clearance is constrained by the adequacy of equipment to cut down trees

15



(chainsaws) and cultivate land for planting of crops (ownership of a planter). Planting

a larger number of hectares with crops/trees is protective since this implies more of

the utilized land is away from the forest fringe.

When settlers first arrive at Machadinho, their houses tend to be poorly con-

structed, frequently with only three walls (some of which are just plastic sheets,

thatched roof, and limited if any sealing of the walls. Such poor house construction

ensures exposure of people to biting by mosquitoes at dawn and dusk. House quality

improves with settlement duration, and an initially highly exposed family can be well

protected one or more years after arrival at Machadinho. The shorter the length of

time in the state of Rondonia and on property in Machadinho in a given year, the

less exposed are the people to biting by adult anopheles.

Figures 4.1-4.4 make transparent the qualitative shifts in risk on both environ-

mental and behavioral variables as land clearance becomes much more extensive

between 1985 and 1995. Further, some of the low risk plots in 1986 actually have

substantial numbers of malaria cases. These derive from exposures at neighboring

plots which are not in the household surveys but where this information is conveyed

via ethnographic appraisals and spatial arrangement of plots. More details on this

point are given in Castro et al. (2006)

Based on maximum AUC, supervised MELD and backward elimination selected

following kinds of indicator variables from both domains:

• 1985:

– Environmental: Number of rooms in the house, quality of walls, roof and

house sealing, amount of land cleared, whether or not coffee and/or cocoa

was planted, distance to nearest clinic, growing guarana, distance of house

from forest (ą 900 m is protective)

– Behavioral: dates of arrival in Rondonia and at Machadinho, ownership

16
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Figure 5.1: Grade of Membership Scores for the environmental and behavioral
variables in the 1985 Machadinho Household Survey data. The color bar shows
counts of duplicate scores

of a planter, years of education of household head (more is protective),

whether or not Family raises chickens and/or pigs

– Average AUC across 10 test folds when above selected variables combined:

0.6790

• 1986:

– Environmental: hectares planted, crops include coffee and rice

– Behavioral: dates of arrival in Rondonia and then in Machadinho, own-

ership of a planter, number of days spent away from the plot (e.g. in

Machadinho urban area)

17
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Figure 5.2: Grade of Membership Scores for the environmental and behavioral
variables in the 1986 Machadinho Household Survey data. The color bar shows
counts of duplicate scores

– Average AUC across 10 test folds when above selected variables combined:

0.7804

• 1987:

– Environmental: number of rooms in house (more is protective and usually

accompanied by good wall and roof construction with effective house seal-

ing), altitude of property (higher elevation is protective), growing bananas

and/or guarana, distance of house from forest (ą 900 m is protective)

– Behavioral: date of arrival in Machadinho, number of people in household,

sprayed inside walls of house with DDT (or not), growing tea (this also

implies further land clearance, which is protective), raises chickens and/or
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GoM Scores for the Machadinho data in 1987

Figure 5.3: Grade of Membership Scores for the environmental and behavioral
variables in the 1987 Machadinho Household Survey data. The color bar shows
counts of duplicate scores

pigs, whether or not the settler plans to stay in Machadinho (an affirmative

answer implies success with farming and crop sales, all of which implies a

protected family), number of days away from there plot

– Average AUC across 10 test folds when above selected variables combined:

0.7184

• 1995:

– Environmental: number of hectares cleared, number of rooms in house,

quality of walls, roof, house sealing, and available slitty pf bath, distance of

house from forest, planted any of rise, cocoa, bananas, rubber, or pepper,

distance to nearest clinic
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GoM Scores for the Machadinho data in 1995

Figure 5.4: Grade of Membership Scores for the environmental and behavioral
variables in the 1995 Machadinho Household Survey data. The color bar shows
counts of duplicate scores

– Behavioral: date of arrival in Rondonia, how acquired land (this is appears

because of an influx pf cattle ranchers buying previously occupied plots

on which farming had been attempted), acquired loan, years of education

of wife of household head

– Average AUC across 10 test folds when above selected variables combined:

0.6319

The changes in selected risk variables with year are reflective of the dynamics of

in-migration, particularly in 1986 - 87. This is accompanied by very heterogeneous

patterns of land clearance, particularly in 1986. Between 1987 and 1995, settlers

who were not successful at farming in the Amazon, often sold plots–many adjacent

to one another to cattle ranchers. The ranchers further cleared the land and pasture
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became prominent, all of which changed the overall patterns of malaria risk by 1995.

We also performed supervised MELD and backward elimination on the dataset

with two domains combined and imposing k = 2 profiles for the analysis. The

algorithm selected the following kinds of indicator variables:

• 1985:

– Environmental: number of rooms in house, quality of walls, whether or

not cocoa was planted, growing guarana, distance of house from forest,

distance to nearest clinic

– Behavioral: date of arrival in Machadinho, years of education of wife of

household head, number of people in household, knowledge of Amazon

farming, sprayed inside walls of house with DDT (or not), region of Brazil

prior to migration to Rondonia

– Maximum average AUC: 0.7271

• 1986:

– Environmental: quality of walls and roof, standing water on property (yes

or no), house within 1000 m of a river (yes or no)

– Behavioral: number of essential household goods, possesses a chainsaw,

water quality at house, region of Brazil prior to migration to Rondonia,

date of arrival in Rondonia, uses insecticides

– Maximum Average AUC: 0.6278

• 1987:

– Environmental: quality of walls, altitude of house, distance from forest,

growing rubber trees
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– Behavioral: occupation before coming to Machadinho, years of eduction

of head of household, installed potable piped water at house (yes or no),

region of Brazil Prior to coming to Rondonia, date of arrival in Rondonia,

planted any crops in the past year, plan to stay on at Machadinho

– Maximum average AUC: 0.5677

• 1995:

– Environmental: number of rooms in house, distance from forest and river,

growing cocoa, banana and pepper, distance to nearest clinic

– Behavioral: possesses a chainsaw, years of eduction of wife of household

head, anybody cleared area before household head, malaria is a problem

to the family

– Maximum average AUC: 0.6593

A weakness of this analysis is that risk profiles are made up of combinations of

environmental and behavioral conditions with no means available for separating out

what may be their qualitatively different contributions. For example, it is impossible

to distinguish a high environmental risk/low behavioral risk plot from a high behav-

ioral risk/low environmental risk plot. The variation seen in Figures 1-4 cannot be

discerned. This makes it very difficult to tune interventions to fine grained features

of a given plot.

Finally, we estimate a model using all of the variables but with k = 3, 4 and 5

profiles, and do so for the data sets across all years. The motivation for the this anal-

ysis is to improve the predictive performance of the model. The algorithm generated

the following maximum average AUCs and number of selected variables (Table 5.1

and 5.2). Surprisingly, a larger k does not guarantee a better prediction, and the

maximum average AUC is not correlated with the number of selected variables either.
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Table 5.1: Average maximum AUC across 10 test folds and average AUC from
combined selected variables for household survey data in 1985, 1986, 1987 and 1995
(k= 2, 3, 4 and 5)

Year k=2 k=3 k=4 k=5

1985 0.7271 0.6815 0.7120 0.7259
1986 0.6278 0.8257 0.7890 0.8243
1987 0.5677 0.6653 0.7238 0.6942
1995 0.6593 0.6252 0.6557 0.6364

Table 5.2: Number of variables selected (k=2, 3, 4 and 5)

Year k=2 k=3 k=4 k=5

1985 12 11 17 22
1986 9 5 5 10
1987 11 22 15 24
1995 9 36 15 14

Indeed, for the datasets in 1985 and 1986 the maximum average AUC occurred when

k=2. For the dataset in 1986 and 1987, the maximum AUC occurred when k=3 and

k=4, correspondingly. Examining the membership scores closely, almost every plot

in 1986 has a membership score above 0.5 concentrated on the second profile when

k=3, interpreting what the second profile suggests becomes difficult. Likewise, when

k=4 the membership scores for the dataset in 1987 becomes hard to interpret.

A much more serious deficit is that is not clear how to describe malaria risk for

a plot sharing conditions with three profiles, each represented by combinations of

behaviors and environmental variables. The point is that interpretability drops off

quickly if you do not consider the behavioral and environmental categories separately,

and do so with only 2 profiles–high and low risk–for each category.

Augmenting the Grade-of-Membership score analyses is an assessment of the pre-

dictive capability of the individual domain analysis using AUC. Table 5.3 shows the

average maximum AUC across 10 test folds for the four years of household sur-

vey data. Compared to linear SVM (Table 5.4), supervised MELD and backward
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Table 5.3: Average maximum AUC across 10 test folds and average AUC from
combined selected variables for household survey data in 1985, 1986, 1987 and 1995
(Supervised MELD and Backward Elimination)

Year Behavioral Environmental

1985 0.6823 0.6980
1986 0.8261 0.6466
1987 0.7518 0.6415
1995 0.6284 0.6293

Table 5.4: Average maximum AUC across 10 test folds for household survey data in
1985, 1986, 1987 and 1995 (Linear SVM)

Year Behavioral Environmental

1985 0.6125 0.6122
1986 0.8720 0.6633
1987 0.7695 0.5324
1995 0.6230 0.6016

elimination performs better on the survey data in 1985 and 1995, and on the envi-

ronmental variables of the survey data in 1987. Compared to random forests (Table

5.5), supervised MELD and backward elimination conveys advantages in predicting

the outcome for all years except for the behavioral/economic variables of the survey

data in 1986.

5.2 Simulation Study

For the simulation study, we consider a large dimension (p=40) to mimic the real

world dataset. We assumed each of the 40 variables has one of d “ 2, 3, 4, 5 levels,

depending on the position of the variables. We randomly selected 6 and 10 variables

among them as the explanatory variables that are correlated to the dependent vari-

able. In each case we simulated the datasets with n=400, 600, 800 and 1000 twice,

and with the simulated data we ran the supervised MELD and backward elimination

algorithm.
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Table 5.5: Average maximum AUC across 10 test folds for household survey data in
1985, 1986, 1987 and 1995 (Random Forests)

Year Behavioral Environmental

1985 0.6425 0.5836
1986 0.8342 0.6142
1987 0.7292 0.5081
1995 0.5806 0.5806

Table 5.6: Average maximum AUC across 10 test folds, number of variables selected
and number of variables correctly selected (6 variables)

n Max Average AUC Number of Selected Number of correctly Selected

400 0.9095-0.9555 6 5
600 0.9468-1 6 5
800 1 7 6
1000 0.9925-1 7 6

Table 5.6 gives the results of the simulations where only 6 variables were corre-

lated with the dependent variable. The algorithm surprisingly selected most of the

explanatory variables correctly, although in a couple occasions one or two important

variables were missed. When n became large, the training set well represented the

population, as we see larger sample sizes was correlated to higher maximum average

AUCs. Notice that when n=800 and 1000 the algorithm picked all the variables

correctly.

Table 5.7 gives the results of the simulations where only 10 variables were cor-

related with the dependent variable. We noticed that fewer variables were selected

compared to the previous simulation, however, the ones correctly selected were com-

posed of a large percent of the selected variables. The reasons may be due to the fact

that backward elimination is struggling to distinguish variables when contribution

of each variable associated with the ground truth becomes less if there are many of

them.
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Table 5.7: Average maximum AUC across 10 test folds, number of variables selected
and number of variables correctly selected (10 variables)

n Max Average AUC Number of Selected Number of correctly Selected

400 0.7067-0.7849 4-6 2-4
600 0.7635-0.7836 4-5 3-4
800 0.7423- 0.8037 4-5 3-4
1000 0.7470-0.7656 4-4 3-4
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6

Discussion

We presented a supervised MELD and backward elimination algorithm for mixed

membership models and applied it to multi-domain data with imposition of two

pure-type specifications. In the Amazon malaria context, this greatly facilitated

interpretation of the joint impact of environmental and behavioral/economic condi-

tions, even without the introduction of spatially explicit analyses. By handicapping

the MELD algorithms in this application, they proved to be a surprisingly sensitive

tool that warrants testing on a wide variety of additional problems. Particularly

interesting was the AUC analysis based on using the intentionally crude (binary)

outcome variable for malaria, or not, at the household level. The AUCs that ex-

ceeds 50% further supported the sensivitity of the supervised MELD methodology

to identify nuanced features of complex data sets.
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