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Abstract

Microbial population growth measurements are widespread in the study of microor-

ganisms, providing insight into areas including genetics, physiology, and engineering.

The most common models of microbial population growth data are parametric, and

assume the underlying growth process has a sigmoidal functional form. While use-

ful in cases where these assumptions are valid, parametric models are inadequate in

many cases typically found in microbial growth studies, including presence of signif-

icant population death and the presence of multiple growth phases (e.g. diauxie).

Here, we explore the use of the Bayesian non-parametric model Gaussian processes

(GPs) on microbial population growth. We first develop a general hypothesis test

using GP regression and false discovery rate corrected Bayes factor scores. We then

explore a fully Bayesian model with GP priors that can capture the latent growth

processes of many population measurements under a single model. Finally, we de-

velop hierarchical Bayesian model with GP priors in order to capture random effects

in microbial population growth data.
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1

Introduction

“The study of the growth of bacterial cultures does not constitute a specialized

subject or branch of research: it is the basic method of Microbiology.”

– Jacques Monod The Growth of Bacterial Cultures,

Annual Review of Microbiology (1949)

“No finite amount of data will ever be able to narrow the possibilities down to

just a single function or indeed, any finite number of candidate functions, from

which the distribution of data points we have might have been generated.”

– Kyle Stanford Underdetermination of Scientific Theory,

The Stanford Encyclopedia of Philosophy, ed. Edward N. Zalta (2016)
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In this dissertation, I discuss my findings in developing statistical models of mi-

crobial physiology, with a focus on population growth measurements. Microbial

population growth (MPG) captures the ability an isogenic population of millions of

microbes to adapt all cellular processes, including metabolism, the cell cycle, and

stress response, to the nutrients and stress of a given environment. The composite

nature of MPG measurements is what makes these measurements such a versatile tool

in molecular microbiolgy, and is used in studies of genetics, metabolism, antibiotics,

and stress resistance.

Analysis of MPG measurements relies on accurate models that capture the growth

process and facilitate correct scientific conclusions about statistically significant ef-

fects due to external perturbation, such as genetic modification or stress. The mi-

crobiology research community primarily uses a set of parametric models for this

purpose. While they have had many successes, these models are limited in their

generality, which I discuss below. The primary goal of this dissertation is to develop

an alternative to these models with Bayesian non-parametric methods.

1.1 Microbial physiology

Modern microbiology began in part with the adoption of standardized techniques

for cultivating isogenic populations of microbial cells (Schaechter, 2015). Early pro-

ponents recognized that growth of microbial populations represented a fundamental

measure of cell survival, as a growing population requires proper functioning of all

cellular machinery (Klumpp and Hwa, 2014; Zaritsky and Woldringh, 2015). Deficits

in one or more molecular processes can lead to cell and population death, and proper

population growth measurements can therefore capture a whole-cell view of fitness.

Additionally, microbial population culturing in the lab is a necessary precursor to

any experimental procedure in molecular and biochemical microbiology (Egli, 2015).

Reproducible results in microbiology therefore require accurate quantification the
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culture state measured through population growth (Neidhardt, 2006).

Microbial population growth measurements are generated in a number of ways.

Batch culture involves growing a small inoculum of starter culture in a large quantity

of available nutrients (e.g. liquid media) until these nutrients are exhausted (Egli,

2009b; Wanner and Egli, 1990). One measure of batch culture growth is light scatter-

ing at 600 nm (optical density, OD600) measured by a spectrophotometer. OD600 is

assumed to be proportional to population size (Stevenson et al., 2016). Alternatively,

the number of viable cells can be estimated via serial dilution of batch culture, plat-

ing on agar, and counting colony forming units (CFUs). OD600 measurements have

the advantage of being low cost and high-throughput, but have the disadvantage of

being only an indirect measure of growth. Factors such as the density of the culture

and cell shape can distort the relationship between population density and OD600

measurements in a non-linear way that is difficult to control under each experiment

(Stevenson et al., 2016). For this reason, CFUs are a more direct measure of cell

number of therefore population size, with the tradeoff of being a lower throughput

measurement. In this work, I focus primarily on OD600measurements as they provide

a time and cost-effective metric of MPG, although the statistical modeling techniques

developed here can readily be adapted to CFU measurements due to their related

nature to OD600 measurements in terms of estimating population size.

In addition to culture cultivating techniques, early advances in microbial phys-

iology centered around theoretical models of population growth. This led to the

development of the concept of balanced growth, which occurs when all cellular com-

ponents are being produced equally, on average, in the population (Campbell, 1957;

Schaechter, 2015). The importance of this concept lies in its impact on reproducible

results (Neidhardt, 2006). Populations in balanced growth can be directly compared

to others, but not those in other states.

Theoretical and measurement advances in microbial physiology were followed by

3



improvements in parametric modeling. Monod proposed one of the first models

of population growth rate that was dependent on limiting substrate concentration

(Monod, 1949). The microbial physiology community eventually converged on a set

of models derived from a core set of assumptions around the standard phases of

microbial population growth (Egli, 2009a). These main phases are: (1) exponential

growth, during which the population has achieved its maximum growth rate (µmax,

which is determined by the organism and environment); (2) lag phase, which is the

time during which no growth occurs as the population adjusts to new conditions

and before the population has achieved µmax; and (3) stationary phase, wherein the

population ceases growth as either nutrients are depleted, toxic substrates dominate

the media, or both. These three phases of growth form a sigmoid curve, assumed in

all major population growth models, and as such the assumption of their presence

has influenced microbial physiology greatly.

Parametric models of microbial population growth have relied on the growth as-

sumptions specified above to advance our understanding of MPG phenotypes. Mod-

els typically are built with three core parameters (Fig 1.1). First is µmax, the max-

imum growth rate of the population. Second is the lag time λ, representing the

amount of time before achieving µmax, and which is determined by the value of

x-intercept for a function with slope equal to µmax and parallel to the population

growth at the time at which µmax is achieved. Finally, the carrying capacity A is the

asymptotic growth level of the population.

This dissertation is focused on developing statistical models of microbial growth

that are appropriate under both standard and non-standard conditions. Non-standard

conditions are important for understanding microbial systems, as the nutrient rich,

non-stressful environment of standard growth does not represent the typical condi-

tions under which microbes survive. Additionally, non-standard growth conditions

often violate the assumptions made by parametric growth models. The goal of this

4
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Figure 1.1: Parametric microbial population growth model. Example MPG
curve (black) specified by three parameters - µmax, λ, and A. µmax is derived from
the slope of the tangent line when maximum growth rate is achieved (blue line). λ
is the distance between the y-axis and the x-intercept of the µmax line (red line). A
is the asymptotic growth level (green line). This figure is adapted from Zwietering
et al. (1990).

dissertation is to overcome these issues by developing a non-parametric statistical

model of microbial growth and validate this model in multiple microbial systems,

with a focus on the extremophilic archaeon, H. salinarum.

1.2 Halophilic Archaea

Salt loving, or halophilic, Archaea are a focus of this dissertation. These organ-

isms inhabit a broad spectrum of salt-rich environments, including solar salterns and

salt lakes, and can even survive prolonged dessication inside of salt crystals (Schu-

bert et al., 2010). In addition to the variety of salt niches they inhabit, halophiles
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also display diverse metabolic capabilities, including aerobic heterotrophy requir-

ing carbon from amino acids or carbohydrates, anaerobic fermentation of arginine,

and phototrophic growth through a light-driven proton pump (Andrei et al., 2012).

Halophiles are also typically highly resistant to various stressors, for example ra-

diation and starvation, making them excellent models of extremophiles (DeVeaux

et al., 2007; Oren, 2014; Stan-Lotter and Fendrihan, 2015; Moran-Reyna and Coker,

2014). Haloarchaea are excellent model organisms of Archaea and extremophiles due

to their easy cultivation in the lab, growing body of genomic datasets, and genetic

tractability (Soppa, 2006; Leigh et al., 2011).

In this work, we study the halophilic archaeon Halobacterium salinarum in order

to further our understanding of transcriptional regulation in response to extreme

stress. H. salinarum inhabits salt lakes at near saturation, and is exposed to a

battery of environmental stresses (Ng et al., 2000). H. salinarum adapts to its harsh

environment through a combination of metabolic, transcriptomic, and proteomic

responses, that have been studied extensively as a model for survival under extreme

stress (Whitehead et al., 2006, 2009; Bonneau et al., 2007; Schmid et al., 2009, 2011;

Kaur et al., 2006, 2010; Baliga et al., 2004).

Of particular interest is the transcriptional regulation employed by H. salinarum

for surivival. Transcription in Archaea comprises general transcriptional factors

(GTFs) resembling that of Eukaryotes, specifically the proteins transcription factor

IIB (TFB) and TATA-binding proteins (TBPs) (Facciotti et al., 2007). Conversely,

the condition specific transcription factors (TFs) resemble those of Bacteria (Karr,

2014; Geiduschek and Ouhammouch, 2005). This hybrid system provides a unique

contrast between regulatory systems of the two other domains, and has the poten-

tial for bridging the transcriptional regulation knowledge gap between them. In H.

salinarum both the general transcriptional machinery and specific TFs have been

studied under a number of stressful environments for its transcriptional response,
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including UV radiation, oxidative stress, and oxygen shifts (Baliga et al., 2004; Kaur

et al., 2010; Schmid et al., 2007). The GTFs of H. salinarum, with 7 and 6 copies

of TFB and TBP, respectively, have been shown to selectively target certain genes

(Facciotti et al., 2007). TF regulation ranges from narrow, targeted responses, to

complex, multilayered systems impacting transcripts on a similar level of the GTFs

(Tonner et al., 2015). For this reason, elucidation the transcriptional program of

H. salinarum is of particular importance to understanding its physiology. However,

many TFs remain uncharacterized in H. salinarum, leaving a large gap in our knowl-

edge of regulation in response to stress.

Population growth provides a rigorous test of H. salinarum stress resistance, and

as such is widely adopted as a foundational experiment in physiology studies (Beer

et al., 2014). Additionally, through H. salinarum’s tractable genetics, TF knockouts

can be quickly generated and tested under matching stress conditions (Peck et al.,

2000; Darnell and Schmid, 2015). The advances in microbial growth modeling pre-

sented in this thesis, combined with targeted experiments of TF mutant strains in

H. salinarum greatly expand our understanding of the regulatory mechanisms H.

salinarum employs to survive under diverse, stressful conditions.

1.3 Gaussian processes

Gaussian processes (GPs) are infinite dimensional random processes, with a joint

multivariate normal distribution for finite observations (Rasmussen and Williams,

2006). GPs are fully defined by a mean function µpxq and covariance function

κpx1, x2q. Typically, µpxq is set to 0 for all x, but alternatively functions of x can also

be introduced. The covariance function defines the covariance between two function

observations:

κpx1, x2q “ covpfpx1q, fpx2qq. (1.1)
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Many covariance functions exist for this purpose, with varying purposes and inter-

pretations. In this work, we primarily focus on the radial basis function (RBF) kernel

(alternatively referred to as the squared exponential kernel):

κrbfpx1, x2|σ
2, `q “ σ2exp

´

´|x1 ´ x2|
2

`

¯

. (1.2)

The parameters σ2 and ` are the variance and length-scale, respectively, and are

typically referred to as the hyperparameters. The RBF kernel can be interepreted

as representing an inner product space of an infinite dimensional basis (Rasmussen

and Williams, 2006). Therefore, regardless of the functional form of the underlying

growth process, a RBF kernel can capture the true function. Additionally, the RBF

kernel is infinitely mean-square differentiable, leading to smooth function observa-

tions (Rasmussen and Williams, 2006). This smoothness is valuable for estimating

the the latent population growth process, as we expect it to be smooth as well.

A common use for GPs are to model an unknown function fpxq. The model

ypxq “ fpxq ` εpxq for fpxq with GP prior and εpxq „ Np0, σ2
yq iid noise is called

GP regression. In this framework the function fpxq can be marginalized from the

model due to the induced multivariate normal prior on fpxq and the multivariate

normal likelihood on ypxq, yielding a closed form likelihood on ypxq given the kernel

hyperparameters:

ppyq “

ż

ppy|fqppfqdf “ Npy|0, κpxq ` σ2
yIq, (1.3)

where Npz|µ,Σq is the multivariate normal density on random variable z with mean

µ and covariance Σ, and κpxq “ tκpxi, xj|σ
2, `qu is the matrix of covariance between

observations of fpxq. The advantage of the marginal distribution is the likelihood

of ypxq can be computed exactly, which provides a predictive distribution on fpxq,

8



conditional on observations ypxq:

fpxq|ypxq, σ2, σ2
y , ` „N

´

κpxqpκpxq ` σ2
yIq

´1ypxq,

κpxq ´ κpxqpκpxq ` σ2
yIq

´1κpxqT
¯

.

(1.4)

Additionally, the likelihood of ypxq is now a function of the hyperparameters σ2,

`, and σ2
y. This is useful in performing maximum likelihood optimization of ppyq,

typically by gradient descent (Rasmussen and Williams, 2006). The computational

cost of this optimization is dominated by the inversion of the n ˆ n matrices in the

likelihood, which has cost Opn3q. For this reason, GP regression does not scale to

large datasets without applying approximation methods that reduce the inversion

cost (Hensman et al., 2013a).

1.3.1 Bayesian Gaussian process models

Rather than approximating GP kernel hyperparameters with maximum likelihood,

a full Bayesian model specifying priors on all model parameters can instead be used.

A proper posterior for models containing Gaussian processes requires priors on all

model hyperparameters (Gelman et al., 2013). The prior for variance hyperparame-

ters should be chosen to balance the degree to which prior expectations inform the

model while minimizing the influence of the prior over posterior inference (Gelman,

2006). Lengthscale is more challenging, as different lengthscale values imply different

latent process behavior — short lengthscales more exactly interpolate between data-

points while longer lengthscales attribute more variance to iid noise (Rasmussen and

Williams, 2006). While exact interpolation does lead to a higher data likelihood, this

is often not representative of our beliefs for the underlying process, therefore priors

that encourage smoother functions should be used. One possibility is to choose a

prior that penalizes complexity (Fuglstad et al., 2015).

In addition to the choice of hyperparameter priors, many options exist for infer-
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ence of model posteriors. Markov chain monte carlo (MCMC) samples from a markov

chain whose stationary distribution is the posterior of interest (Diggle et al., 2013).

These samples can then be used to compute expected posterior quantities of inter-

est. Within MCMC methods there are choices of how to generate samples from the

markov chain. Kaufman and Sain (2010) constructed a Bayesian functional ANOVA

using Gaussian process priors by performing Gibbs sampling of latent functions and

Metropolis Hastings updates of kernel hyperparameters (Kaufman and Sain, 2010).

The latent functions can only be marginalized from the model to improve inference

speed (Eq. 1.4) (Poynor and Munch, 2017). An additional inference possibility exists

in the use of Hamiltonian Monte Carlo (HMC), in which a “momentum” variable

is added for each model parameter (Betancourt, 2017). A HMC implementation is

available through the programming language Stan, which also makes available a No-

U-Turn sampler algorithm for efficient posterior traversal (Carpenter et al., 2017).

1.4 Outline of dissertation

The remainder of the dissertation is structured as follows. Chapter 2 describes

a hypothesis-testing style framework for detecting statistically significant effects of

genetic and stress perturbations on microbial population growth using GP regression.

Chapter 3 describes the use of functional ANOVA with GP priors to systematically

determine the effect of stress and genetics in a single, unified model. Chapter 4

describes modeling hierarchical sources of variation in microbial population growth

data. Both chapters 2 and 3 have been published previously and report the results of

a collaborative study with experimental data provided by CK Darnell (Tonner et al.,

2016; Darnell et al., 2017). Chapter 4 will be submitted for publication in the near

future.
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2

Detecting differential growth of microbial
populations with Gaussian process regression

The work in this chapter is published in Tonner et al., Genome Research 2016,

reproduced here under the Creative Commons Attribution 4.0 international license.

Tonner et al. 2016 was the report of collaborative work with Cynthia Darnell. Exper-

imental data was generated by Cynthia, and computational modeling was performed

by myself.

Microbial growth curves are used to study differential effects of media, genetics,

and stress on microbial population growth. Consequently, many modeling frame-

works exist to capture microbial population growth measurements. However, cur-

rent models are designed to quantify growth under conditions for which growth has a

specific functional form. Extensions to these models are required to quantify the ef-

fects of perturbations, which often exhibit non-standard growth curves. Rather than

assume specific functional forms for experimental perturbations, we developed a gen-

eral and robust model of microbial population growth curves using Gaussian process
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(GP) regression. GP regression modeling of high resolution time-series growth data

enables accurate quantification of population growth and allows explicit control of

effects from other covariates such as genetic background. This framework substan-

tially outperforms commonly used microbial population growth models, particularly

when modeling growth data from environmentally stressed populations. We apply

the GP growth model and develop statistical tests to quantify the differential effects

of environmental perturbations on microbial growth across a large compendium of

genotypes in archaea and yeast. This method accurately identifies known transcrip-

tional regulators and implicates novel regulators of growth under standard and stress

conditions in the model archaeal organism Halobacterium salinarum. For yeast, our

method correctly identifies known phenotypes for a diversity of genetic backgrounds

under cyclohexamide stress, but also detects previously unidentified oxidative stress

sensitivity across a subset of strains. Together, these results demonstrate that the

GP models are interpretable, recapitulating biological knowledge of growth response,

while providing new insights into the relevant parameters affecting microbial popu-

lation growth.

2.1 Introduction

Quantification and prediction of microbial growth is a central challenge relevant to in-

dustrial production of value-added chemicals, food safety, and microbe-environment

interactions (Lewis et al. 2012; McKellar and Lu 2003; Ross and Dalgaard 2003;

Nichols et al. 2011). Parametric models of microbial population growth assume a

sigmoid growth function with three characteristic growth phases captured by three

parameters: lag phase time (lag phase; λ), during which no growth occurs; maximum

growth rate during logarithmic growth (log phase; µmax), a phase of rapid growth;

and asymptotic carrying capacity (stationary phase; A), reached when nutrients are

exhausted in stationary phase (Baranyi and Roberts 1995; Monod 1949; Zwietering
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et al. 1990; Egli 2009a). Another quantification of growth is the area under the

growth curve (AUC), also known as growth potential (Todor et al. 2014).

Microbial populations encounter shifts away from optimum growth conditions in

their environment that require adaptation in order to survive. These shifts, generally

referred to as stress conditions, include reactive oxygen species (ROS) accumulation,

temperature variation, and osmotic fluctuation. These conditions chemically damage

or denature macromolecules such as proteins, nucleic acids, and lipids, compromising

cellular viability (Imlay 2003; Verghese et al. 2012; Kühn and Klipp 2012). During

stress response, the cell state changes from a growth-centric to a survival-centric

configuration in which the transcriptional and translational programs are redirected

to regulate alternative pathways that repair damage and restore homeostasis (Lu

et al. 2009). When stress is severe, the repair program becomes overwhelmed. In

this case, the population growth rate observed by optical density decreases, plateaus,

and may even become negative upon cell lysis.

Existing methods used to model and predict microbial population growth from

time series measurements are parametric functions known as primary or secondary

models (McKellar and Lu 2003; Ross and Dalgaard 2003; Peleg and Corradini 2011).

Primary models are used to fit data from a population growing on a single main nu-

trient source (e.g., sugar carbon source) and often assume a sigmoid growth function.

This functional assumption leads to inaccurate fits for growth data that do not have

a characteristic sigmoid growth function (Palacios et al. 2014; Sekse et al. 2012). Sec-

ondary models were developed to incorporate additional parameters affecting growth

and to capture stress effects (Peleg and Corradini 2011). The significance of differen-

tial growth across conditions can be quantified through statistical hypothesis testing

(Gommers et al. 1988). However, incorporating condition-specific deviations to the

sigmoidal growth function requires a priori knowledge of how stress perturbations

affect growth. For example, a common assumption is that population growth rate
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follows an Arrhenius equation in response to temperature changes (Barsa et al. 2012).

As an alternative to parametric models of population growth, non-parametric models

have been developed to capture microbial growth (Palacios et al. 2014; Cao et al.

2010; di Sciascio and Amicarelli 2008); however, many of these models still depend

upon parametric primary models, parameters that require knowledge of the biologi-

cal response to growth perturbations, or complicated fitting procedures of the non-

parametric model, such as optimization of neural network weights (Palacios et al.

2014). Current models of microbial growth are therefore limited in their general

application to novel microbial growth phenotypes.

Across all domains of life, stress response mechanisms at the level of gene tran-

scription have been identified that regulate cellular protection and repair (Gasch

et al. 2000; Bonneau et al. 2007; Fiebig et al. 2015). These regulatory programs

are induced in response to stress conditions and protect cells exposed to one type of

stress against others (Jenkins et al. 1988; Lu et al. 2009). Conversely, cells also in-

duce stress-specific responses to aid survival for a particular condition (Stephen et al.

1995; Zuber 2009). The hypersaline-adapted, or halophilic, archaeon Halobacterium

salinarum is a model organism uniquely suited to study microbial stress response be-

cause it survives extremely high levels of ultra-violet (UV), reactive oxygen species

(ROS), heat shock, and other stressors in its desert salt lake niche (Ng et al. 2000;

Oren 2008). As such, H. salinarum has been extensively studied as a model sys-

tem for transcription regulatory network architecture and function in response to

stress (Schmid et al. 2009, 2011; Tonner et al. 2015; Todor et al. 2013, 2014). A gene

regulatory network inferred from transcriptomic data predicts that over 70 transcrip-

tion factors (TFs) may regulate genes whose products adjust physiology and repair

damage incurred by stress (Bonneau et al. 2007; Brooks et al. 2014). Network predic-

tions have been used to characterize the full set of TF target genes and physiological

roles of transcription factors that control the response to oxidative stress through
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RosR and AsnC (Sharma et al. 2012; Tonner et al. 2015; Plaisier et al. 2014), nutri-

ent availability through TrmB (Todor et al. 2014; Schmid et al. 2009; Todor et al.

2013), metals through SirR (Kaur et al. 2006), iron homeostasis through Idr1 and

Idr2 (Schmid et al. 2011), and copper response through VNG1179C (Kaur et al.

2006; Plaisier et al. 2014). Despite this knowledge, the cellular regulators of growth

that respond to environmental perturbation remain understudied in H. salinarum

and other archaeal species. In particular, the phenotypic impact of mutations to

known transcription factors under alternate stress conditions—and the downstream

effect of those mutations on the function of the global regulatory network—remain

unclear for H. salinarum (Brooks et al. 2014) and many other understudied microor-

ganisms (Yoon et al. 2011, 2013).

Here, we develop a Gaussian process (GP) regression model of microbial growth

to overcome the limitations of parametric growth modeling. GPs are distributions on

arbitrary functions, where any finite number of observations of the function are dis-

tributed as a multivariate normal (MVN) in a computationally tractable framework

(Rasmussen and Williams 2006). Because GP regression fits an arbitrary functional

form, it is able to model growth curves that deviate from a sigmoid form. We com-

pare our model with several primary parametric models and establish the ability of

GP regression to accurately model growth curves from H. salinarum under standard

and stress treatments across genetic backgrounds. We show that the fitted GP model

recovers biologically interpretable measures of microbial growth. We develop statisti-

cal tests of differential growth response between two experiments via data likelihoods

computed from the fitted GP regression model. We call this model and testing frame-

work Bayesian Growth Rate Effect Analysis and Test (B-GREAT). To demonstrate

the general utility of B-GREAT, we applied it to yeast population growth data un-

der diverse stress conditions and genetic backgrounds (Liti et al. 2009). In both H.

salinarum and yeast applications, B-GREAT recapitulates known differential growth
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phenotypes and enables discovery of novel phenotypes.

2.2 Results

We developed a GP regression model to capture population growth data, and applied

this model to data from from seven H. salinarum transcription factor (TF) mutants

(Table 2.1). The growth of these strains was compared to the ∆ura3 parent strain

from which the mutants were derived under optimum nutrient conditions (referred

to as “standard conditions”) and chronic oxidative stress (see Materials and Meth-

ods). Optical density (OD), which quantifies cell density, was measured using a high

throughput plate reader (Fig. 2.1, Supplemental Fig. S1). Population growth phe-

notypes were measured in a minimum of twelve samples per mutant per condition,

sampled every thirty minutes over forty-eight hours for a total of 12,720 data points

(Supplemental Table S2.1). Chronic oxidative stress was induced by the addition of

0.333 mM paraquat (PQ) when the culture was inoculated. The growth rate of these

TF strains under standard conditions during log phase has been tested previously

(Plaisier et al. 2014; Kaur et al. 2006; Schmid et al. 2009; Schmid et al. 2011; Sharma

et al. 2012), but only the growth rates of TF knockout mutants ∆asnC, ∆trmB,

and ∆rosR have been tested under PQ conditions (Plaisier et al. 2014; Schmid et al.

2009; Sharma et al. 2012; Table 2.1).

2.2.1 Gaussian process (GP) regression model of microbial population growth

In order to model the diverse growth phenotypes observed under both standard

and oxidative stress conditions, a probabilistic model of population growth was con-

structed using Gaussian process (GP) regression (Fig. 1; Supplemental Fig. S1).

GP regression is a Bayesian non-parametric model that describes the distribution

over a function fpxq, of which any finite number of observations tx, fpxqu have a

multivariate normal (MVN) distribution (see Materials and Methods) (Rasmussen
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Table 2.1: Strains used in this study and their known phenotypes and
functions. All phenotypes were previously quantified only in log phase. Yeast
strains analyzed are described in (Liti et al. 2009).

Strain name Genotype standard
growth

paraquat
exposure

Pathways
regulated

Reference

∆ura3 Parent strain n/a n/a n/a (Peck et al.
2000)

∆trmB ∆ura3
∆trmB

slow growth none Metabolism (Schmid et al.
2009; Todor
et al. 2014;
Todor et al.
2013)

∆rosR ∆ura3 ∆rosR none slow growth Oxidative
stress
repair

(Sharma et al.
2012; Tonner
et al. 2015)

∆idr1 ∆ura3 ∆idr1 none not mea-
sured

Iron home-
ostasis

(Schmid et al.
2011)

∆idr2 ∆ura3 ∆idr2 none not mea-
sured

Iron home-
ostasis

(Schmid et al.
2011)

∆sirR ∆ura3 ∆sirR none not mea-
sured

Manganese
uptake

(Kaur et al.
2006)

∆V NG1179C ∆ura3
∆V NG1179C

none not mea-
sured

Copper up-
take

(Kaur et al.
2006)

∆asnC ∆ura3
∆asnC

slow growth slow growth Oxidative
stress
repair

(Plaisier et al.
2014)

and Williams 2006). The GP model is described by its prior mean and covariance

functions (µpxq and κpx, x1q, respectively). In this study, prior mean µpxq was set

to 0, as is standard (Rasmussen and Williams 2006). The kernel function was set to

a radial basis function (RBF), κpx, x1q, defining the covariance matrix of this MVN

distribution.

GP regression places a prior on all arbitrary functions mapping time to opti-

cal density, where the kernel function and parameterization encourages a specific

smoothness of the function. Independent and identically distributed (IID) Gaus-

sian noise with mean 0 and variance σ2 is assumed in each function observation
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y “ fpxq ` N p0, σ2q. Estimating parameters of a GP regression model on micro-

bial growth data is performed by maximizing the data likelihood with respect to the

kernel function parameters (Rasmussen and Williams 2006). We refer to our model

(and associated tests, described below) as Bayesian Growth Rate Effect Analysis and

Test (B-GREAT).

Evaluating kernel function choice for GP growth modeling

In order to ensure that our choice of RBF kernel function accurately represented

the data, we tested the use of Matérn and linear kernel functions compared to the

RBF kernel function. Matérn kernels are stationary, like RBF kernels, and model the

covariance of data points as a function of their distance in x. Linear kernels are of the

form kpx, yq “
řp
i“1 σixiyi, and the covariance increases with the magnitude of the

covariates (Rasmussen and Williams 2006). The GP model with each of the three

kernels was used to fit growth data for the ∆ura3 parent strain under standard

conditions. Model fits were assessed by the Bayesian information criterion (BIC,

Neath and Cavanaugh 2012). GPs with Matérn and RBF kernels have lower BIC

scores than those with linear kernels, indicating that GP models with these kernels

are more likely than those with a linear kernel (Supplemental Fig. S2, Neath and

Cavanaugh 2012). From this we conclude that our use of RBF kernel functions is

sufficient for these data.

B-GREAT outperforms primary growth models.

B-GREAT was used to fit time series growth data from H. salinarum ∆ura3 par-

ent strain populations under both standard and oxidative stress conditions. In or-

der to benchmark GP regression as a model of microbial population growth, GP

prediction error was compared to those from four primary growth models: Gom-

pertz (Zwietering et al. 1990), population logistic regression (Zwietering et al. 1990),
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Schnute (Schnute 1981), and Richards (Richards 1959) (see Materials and Methods).

All of these primary growth models depend on parameters λ and µmax, correspond-

ing to lag time and maximum growth rate, respectively (Zwietering et al. 1990;

Baranyi and Roberts 1995), of a sigmoidal growth curve. Gompertz, logistic re-

gression, and Richards models also include a parameter for carrying capacity (A).

Both the Richards and Schnute models include parameters that modify the sigmoidal

shape of the growth curve but do not have direct biological interpretations (Zwieter-

ing et al. 1990). The computational time to estimate classical growth parameters

was somewhat smaller for primary growth models than for GP regression, but the

difference in time is negligible to the researcher (Supplemental Fig. S3).

To test model accuracy of GP regression against primary growth models, data

were randomly split into training and test sets including 80% and 20% of the data,

respectively. We calculated mean squared error (MSE) between test data and model

prediction given training data for each model under both standard conditions and

oxidative stress. The fit to the data from all models was qualitatively (Fig. 2.1A)

and quantitatively (Fig. 2.1B) accurate under standard conditions. However, chronic

oxidative stress modified the growth trajectory of H. salinarum populations such that

the data deviated from primary model assumptions (Fig. 2.1C), and MSE increased

by an order of magnitude across all methods besides GP regression (Fig. 2.1D). GP

regression MSE under both standard and stress conditions was significantly lower

than MSE for each of the primary models (one-sided t-test, p ď 10´5; Fig. 2.1 B

and D). Unlike primary models, the difference in MSE between standard and stress

conditions for GP regression was only 2.6% (one-sided t-test, p “ 0.90). This shows

that B-GREAT models growth data from populations grown under standard and

stress conditions with equivalent accuracy.

We next tested the accuracy of GP regression as a function of sampling den-

sity, both in the number of observed time points and the number of experimental
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replicates. We found that GP regression accuracy, measured using MSE, was rela-

tively stable as sampling density decreases, and error did not increase until less than

twelve replicates or eight time points were used for training (Fig. 2.1 E and F). The

maximum difference in MSE as a function of replicate number was 10.5%, while the

maximum error as a function of time points was nearly five times higher with eight

time points than with the original 96 time points. The increase in error as a func-

tion of a decrease in replicate number was gradual, while the error as a function of

time points had a sharp inflection point when less than eight time points were used.

Generally speaking, these error estimates are useful to guide experimental design for

time series growth data.

GP regression recovers parameters of primary growth models.

To enable a biological interpretation of GP growth curves and a quantitative compar-

ison with primary parametric model output, growth parameters of primary models—

A, µmax, and AUC—were extracted from fitted GP models (see Materials and Meth-

ods). GP estimates of these parameters under standard growth conditions for the

∆ura3 parent strain were well correlated with those from Gompertz regression (r2 “

0.903 for µmax and r2 “ 0.947 for A, p ď 10´5, Pearson correlation; Fig. 2.2A and B).

Estimates of A from Gompertz regression were slightly higher than those from GP

regression for a subset of samples (Fig. 2.2B, Supplemental Fig. S4A). Conversely,

estimates of µmax from GP were higher than those from Gompertz for three growth

curves due to instrument noise in the first few time points (Supplemental Fig. S4B).

Despite these exceptions, the correlation in parameters was high across models.

GP regression estimates of A, µmax, and AUC for the ∆ura3 parent strain were

then compared with parameter estimates from seven TF deletion strains under both

standard and oxidative stress conditions. According to these parameters, some mu-

tant strains differed from the ∆ura3 parent under standard conditions, while others
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Figure 2.1: GP regression outperforms primary growth models. (A) Com-
parison of GP regression and primary growth models (Gompertz, population logistic,
Schnute, and Richards) on microbial growth data under standard conditions. (B)
Logarithm of mean squared error (MSE) for primary growth models compared to
GP regression on microbial population growth under standard conditions. Bars with
an asterisk indicate a significant difference between GP MSE and primary growth
model MSE as determined by a one-sided t-test. P-values of the significance are
indicated above the bars. (C) Comparison of GP regression and primary growth
models on microbial growth data under oxidative stress. (D) Logarithm of MSE for
primary growth models compared to GP regression on microbial population growth
under oxidative stress. Bars with asterisks as in (B). Measure of MSE as a function
of the number of replicates (E) and of time points (F) for GP regression. Solid lines
represent mean MSE and shaded regions represent empirical 90% confidence regions
calculated from three random samplings of data at each number of replicates or time
points.
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differed under oxidative stress. For example, µmax for the ∆trmB strain, a known nu-

trient responsive regulator, was lower than µmax for the ∆ura3 strain under standard

conditions as expected from previous studies (Schmid et al. 2009; Todor et al. 2013;

Todor et al. 2014). Estimates of A and AUC for the ∆rosR strain were lower than

A and AUC for the other strains. We found significant differences for one or more

parameters estimated from the Gompertz model between ∆ura3 and TF mutant

strains, except for ∆asnC under paraquat stress (t-test, p ď 0.01; family-wise error

rate, FWER ď 0.25; Supplemental Fig. S5, S6, Supplemental Table S2.2). Under

both standard and oxidative stress conditions, all strains were considered significant

for at least one growth parameter (Supplemental Figs. S5 and S6). For A, ∆sirR was

the only strain that was not significant under both conditions (Supplemental Figs.

S5 and S6). These results demonstrate that growth parameters estimated from GP

models are biologically relevant and comparable to those estimated using primary

models under standard conditions. GP has the added benefit of estimating these

parameters accurately for stress conditions, although the biological interpretation

may differ from parameters estimated for standard conditions.

2.2.2 B-GREAT identifies known and novel differential growth phenotypes under
standard conditions.

We next sought to identify differential growth phenotypes of TF mutants versus the

∆ura3 parent strain under standard conditions. Testing for differences in growth

phenotypes across strains using classical growth model parameters was difficult: a)

a separate test was conducted for each parameter; b) comparing variation between

multiple parameters was not straightforward because of differences in magnitude

(Fig. 2.2C); and c) t-tests of classical growth parameters were overly sensitive, call-

ing nearly all strains significant for multiple parameters across conditions (Supple-

mental Figs. S5 and S6). To overcome these limitations, we developed a statisti-
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Figure 2.2: Growth parameters estimated using GP regression. Correlation
of parameter estimates of µmax (A) and carrying capacity A (B) between Gompertz
and GP regression. Dotted line represents the line y “ x. (C) Posterior represen-
tations of growth parameters µmax, carrying capacity, and AUC are shown for each
strain under standard conditions (blue) and oxidative stress (red). Points represent
posterior mean, and error bars indicate 95% credible regions.

cal test using Bayes factors (BFs) based on our GP regression model. B-GREAT

was designed to capture differences across the entire time series, irrespective of the

magnitude and shape of the deviation. Specifically, B-GREAT compares the data

likelihood under two models, the null and alternative models. For the sake of effi-

ciency, point estimates of the GP regression hyper-parameters are computed instead

of integrating over their uncertainty, making our BF estimates approximate (Kass

and Raftery 1995; Stephens and Balding 2009). For the null model, H0, we used
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fptimeq, which indicates that the population growth under the condition of interest

is the same between parent and mutant strain. For the alternative model, HA, we

used ODptime, strainq “ fptime, strainq, which represents the function of the optical

density at a given time and for a specific strain, where a strain value of 0 or 1 indi-

cates parent strain or mutant strain, respectively. The covariate strain was added to

the model by extending the RBF kernel of the GP to an additional input dimension

(Rasmussen and Williams 2006). The alternative model assumes that a given mutant

population has a different growth response phenotype than the parent strain, while

sharing some characteristic shape through the time covariate (Fig. 2.3A). Typically,

larger BFs indicate evidence for the alternative hypothesis, suggesting differential

growth across the covariate (Kass and Raftery 1995).

In order to compute the statistical significance for our test of differential growth,

we used permutations to calibrate the false discovery rate (FDR) of our BFs (Stephens

and Balding, 2009). To do this, we developed a permutation framework to quan-

tify the distribution of the test statistic under a null hypothesis (see Materials and

Methods). Specifically, across growth data for both parent and mutant strains, the

label of strain background was randomly permuted for each time point. Values were

permuted so as to maintain the underlying distribution of strain labels present in

the original data. We performed 100 permutations that represent an empirical null

distribution for each BF test, and BF scores corresponding to FDR ď 20% were

considered significant (Stephens and Balding 2009). Using an estimate of the dis-

tribution of the test statistic under the null hypothesis, we quantified the FDR for

a given test statistic threshold (Mangravite* et al. 2013). We performed calibration

via permutation in lieu of using a test statistic that has an approximate χ2 distri-

bution for more precise calibration at the cost of additional computation (Fusi and

Listgarten 2016).

BF scores calculated from B-GREAT fits on growth curves for each mutant
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Figure 2.3: H. salinarum mutants with significant growth phenotypes
under standard conditions. (A) Population growth data and GP model fit of H.
salinarum parent strain ∆ura3 (top) and ∆trmB (bottom) under standard growth.
Light grey curves represent growth samples of each strain in different wells. Solid
black lines and shaded grey region indicate mean and 95% credible region of the GP
model fit to the growth data, respectively. A single GP model was fit (Eq. 2.16) and
separate growth predictions made for ∆ura3 and ∆trmB (see Materials and Meth-
ods). (B) Bayes factors for each mutant strain are shown as blue bars. Permuted
BF scores representing an FDR ď 20% is indicated by the green line. Strains with
a BF score with FDR ď 20% are in red italics. (C) The difference in growth level
between ∆trmB and ∆ura3 using the prediction of growth from the GP model. The
solid line indicates mean difference and the shaded region is the 95% credible region.
Regions where the 95% credible region does not include 0 suggest that the growth
between the two strains is different at that time point with high probability. (D)
Predicted difference between mutant and parent strain population growth using pos-
terior function distributions as in the previous panel. Red and blue regions indicate a
ą 95% probability that the mutant population growth is either higher or lower than
the parent strain, respectively. Strains with OD∆ 95% credible region not including
0 at any time point are in red italics. 25



strain represent the overall effect of the strain background on population growth.

B-GREAT found that five of the seven TF mutants had significant BFs under stan-

dard growth conditions, meaning that the mutant strain showed differential growth

compared with the parent strain (FDR ď 20%), including ∆asnC, ∆trmB, ∆rosR,

∆idr2, and ∆idr1 (Fig. 2.3B). To gain further biological insight into the phenotypes

of the five strains with differential growth, we developed a second metric, OD∆, that

quantifies the difference in parent and mutant strain population growth at each time

point (see Materials and Methods, Eq. 2.20; Supplemental Fig. S7; Benavoli and

Mangili 2015). This difference is computed using the posterior estimates of parent

and mutant strain growth of the fitted B-GREAT model. As we are interested in dif-

ferences in the actual growth of strain populations, and not differences arising from

noise in growth measurements, OD∆ is computed using posterior estimates of the

underlying growth function without local Gaussian noise. Specifically, we computed

the probability of the mutant strain growth conditioning on the parent strain growth

at each observation time point according to the MVN distribution. We thresholded

this probability at 95% to quantify a growth difference between parent and mutant

strain at each time point.

As in previous work (Schmid et al. 2009), OD∆ showed that ∆trmB grows more

slowly than the ∆ura3 parent strain throughout the time course (Fig. 2.3C and D).

In contrast, ∆idr1 and ∆idr2 grow more slowly than the parent strain during expo-

nential phase, but reach higher cell densities during the latter portion of the growth

curve (Fig. 2.3D). ∆rosR exhibits the opposite growth pattern. The fifth strain with

a novel differential growth phenotype, ∆asnC, is impaired for growth throughout the

time course. Although the growth of ∆idr1, ∆idr2, ∆rosR, and ∆asnC strains has

been studied during log phase under standard growth conditions previously (Schmid

et al. 2011; Sharma et al. 2012; Plaisier et al. 2014), these represent novel stationary

phase phenotypes. Taken together, these results demonstrate that B-GREAT and
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the OD∆ metric provide a simple, biologically interpretable test of significance of

differential growth that captures the complexity of growth phenotypes.

2.2.3 Identification of differential growth phenotypes in response to oxidative stress.

We next used B-GREAT to quantify the change in population growth of the TF

mutants and ∆ura3 under chronic oxidative stress. The previous model of growth,

fptime, strainq, was extended to include an effect of PQ and an interaction term be-

tween strain and PQ stress: fptime, strain, mM PQ, (mM PQˆ strain)q (Eq. 2.17).

Here, mM PQ P t0, 1u represents the presence or absence of oxidative stress in the

culture (Fig. 2.4A and B, green curves). The interaction term mM PQ ˆ strain P

t0, 1u is equal to 1 only for the mutant strain under oxidative stress, and 0 other-

wise, and was included to test for differential growth of each mutant strain specific

to oxidative stress (Fig. 2.4B, purple and green curves). The BF for this condition

calculates the relative likelihood of the data with or without the interaction term mM

PQ ˆ strain (alternative and null models, respectively). This test statistic quantifies

differential strain growth under oxidative stress while controlling for differences in

growth between parent and mutant strain under standard conditions. The OD∆ test

was computed as the difference between mutant strain growth with or without the

interaction term mM PQ ˆ strain (Fig. 2.4C).

This extended B-GREAT framework detected significantly reduced growth rela-

tive to the parent strain for ∆sirR during the later stages of the time series under

oxidative stress (OD∆ 95% CI; BF FDR ď 20%; Fig. 2.4C, D, E). ∆sirR was previ-

ously implicated in regulating genes involved in metal ion uptake (Kaur et al. 2006),

but not in oxidative stress. No other strains were determined to have a signifi-

cant growth impairment or improvement under PQ stress when differences in strain

growth under standard conditions were controlled for in the model (Supplemental

Fig. S8). These results indicate that it is straightforward to extend B-GREAT to

27



C

D E

A B

Figure 2.4: H. salinarum mutants with significant growth phenotypes
under oxidative stress. Example of population growth data from H. salinarum
for mutant strain ∆ura3 (A) and ∆sirR (B) under standard conditions (black) and
chronic oxidative stress (green). Each curve represents a different sample of an exper-
imental condition. Gaussian process predictions for these conditions are shown as a
solid line (mean) and shaded region (variance). The purple line represents the growth
prediction when the StrainˆmM PQ interaction term is 0. (C) Difference computed
between the mutant growth level with interaction term (Strain ˆmM PQ “ 1) and
mutant growth without interaction (Strain ˆ mM PQ “ 0), solid lines represent
mean and shaded regions indicate 95% credible regions. (D) Functional difference
and permuted BF scores for mutant strains in response to oxidative stress. Func-
tional difference is computed between mutant strain with and without an interaction
term between mutant and stress condition. (E) BF score and permuted BFs for each
strain are shown, where blue bars and green line represent observed BF and FDR
ď 20% threshold, respectively. Strains with FDR ď 20% are in red italics.
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control for known differential conditions to enable the discovery of novel differential

growth phenotypes for previously characterized TF mutant strains.

2.2.4 Meta-analysis improves differential growth phenotype detection.

The strain ∆rosR is a known oxidative stress regulator that has previously been

shown to regulate oxidative stress under both paraquat and hydrogen peroxide ex-

posure (Sharma et al. 2012; Tonner et al. 2015). Surprisingly, this strain did not

exhibit a significant differential growth phenotype versus the parent strain under

oxidative stress in our study (Fig. 2.4D, E). In order to determine the source of

this discrepancy, we compared the growth data for ∆rosR generated for this study

to data from a previous study (Sharma et al. 2012) (Supplemental Fig. S9). We

observed that ∆ura3 reached a higher cell density in stationary phase than ∆rosR

under standard conditions, showing a significant BF score (FDR ď 20%) in our study

(Fig. 2.3B). Thus, controlling for the differential growth of the strain under standard

conditions removed the differential stress condition phenotype. This difference dur-

ing stationary phase under standard conditions was observed but not quantified in

the previous study because only log phase was considered (Sharma et al. 2012).

To combine data from this study and from the previous study, we built a hier-

archical GP model of growth that corrects for differences arising between batches of

experiments (see Materials and Methods) (Hensman et al. 2013b). Under this model,

an shared growth function gp¨q is estimated using a GP whose covariates match those

in Eq. 2.17. Then systematic variation between the two studies was modeled as two

GPs f1 and f2, whose means are given by the shared growth function gp¨q. Under

this design, g represents the true growth phenotype of ∆rosR when corrected for

study effects, and f1 and f2 represent the growth phenotype with study-specific ef-

fects included (Fig. 2.5A, B). From this model, we calculated the difference in ∆rosR

growth with and without the (mM PQ ˆ strain) interaction term. Once the varia-
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Figure 2.5: B-GREAT model of ∆rosR growth in response to oxidative
stress across multiple studies. ∆ura3 (A) and ∆rosR (B) growth data under
standard conditions (black) and oxidative stress (green). Individual samples from this
study (left) and previously published data (center, Sharma et al. (2012)) are shown
as shaded lines. B-GREAT model prediction for each condition is shown as solid
line and shaded region for mean and 95% credible region, respectively. The growth
prediction for the underlying growth function estimated across studies is shown in
the right column. (C) The difference between ∆rosR and ∆ura3 growth for the
underlying growth function corrected for batch effects, which shows an increased
susceptibility of ∆rosR to oxidative stress relative to the parent strain. (D) logpBF q
compared to permuted scores from the null distribution. Bar and line represent
observed BF and FDR ď 20% threshold, respectively.
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tion between studies was corrected for, OD∆ indicates that ∆rosR has a significant

growth defect under oxidative stress (Fig. 2.5C) and this significance of this defect is

confirmed with the BF score (FDR ď 20%, Fig. 2.5D). This differential phenotype

is consistent with the known function of the RosR TF as a genome-wide regulator

of gene expression in response to oxidative stress (Tonner et al. 2015). These re-

sults demonstrate that this hierarchical model effectively combines cross-study data

and corrects for study-specific effects, recapitulating the known phenotype of ∆rosR

under PQ stress (Fig. 2.5C, D).

2.2.5 B-GREAT identifies significant growth phenotypes across strains of yeast.

To test the efficacy of B-GREAT as a general microbial population growth model, we

applied our method to a large compendium of yeast growth profiles in which ninety-

six domesticated and wild strains of Saccharomyces cerevisiae and Saccharomyces

paradoxus were grown in various stress conditions (Liti et al. 2009). We used B-

GREAT to test for differential growth between the control strain, BY4741, and all

other strains under paraquat stress and cycloheximide stress (Supplemental Figs. S10

and S11, respectively). Under both conditions, strains identified as having significant

differential growth (FDR ď 20%) by B-GREAT were significantly overrepresented

by S. paradoxus strains relative to S. cerevisiae (p ď 0.05, hypergeometric test).

While S. paradoxus strains make up a minority of the strains in the data (37.5%),

they constituted the majority of the strains with differential growth in response to

paraquat (65%, p ď 2.3ˆ 10´7) and cycloheximide (79.3%, p ď 1.8ˆ 10´9) (Fig. 2.6,

Supplemental Figs. S10, S11). The increased resistance of S. paradoxus strains to

cycloheximide relative to that of S. cerevisiae strains had been previously detected

(Liti et al. 2009). However, in our B-GREAT analysis, we also detected significantly

decreased resistance of S. paradoxus to paraquat, a novel finding.

The yeast strain with the highest BF score, S. paradoxus G4650, showed severely
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inhibited growth in response to paraquat stress compared to the BY4741 control

(Fig. 2.6A-C). G4650 was isolated from fossilized guano in Italy, with no previously

reported sensitivity to oxidative stress (Liti et al. 2009). When extending the analysis

to all strains in the data set, we saw a trend for S. paradoxus strains to grow poorly

under paraquat exposure compared to the BY4741 control (Fig. 2.6D). Together

these results show that B-GREAT recapitulates known biology and identifies new

differential phenotypes from previous studies on large collections of strains with

diverse genetic backgrounds.

2.3 Discussion

In this study, we developed B-GREAT, a general model of microbial population

growth using Gaussian process regression. B-GREAT overcomes the limitations of

primary parametric models and enables discovery of novel growth phenotypes for

genetically and environmentally perturbed microbial populations. We showed that

B-GREAT is equivalently accurate under non-standard conditions (Fig. 2.1B); more-

over, its model accuracy is resilient to decreases in observation sampling (Fig. 2.1 E

and F). GP regression can recover growth statistics of log phase (µmax) and station-

ary phase (carrying capacity, A), enabling direct comparison of these variables to

results from primary growth models (Fig. 2.2). Our comparisons demonstrated that

GP regression outperforms primary parametric growth models in capturing growth,

both under standard conditions and under non-standard stress conditions (Fig. 2.1).

In our results, we highlighted important properties of the B-GREAT method for

modeling microbial growth. GP models allow the inference of smooth underlying

growth functions through the length-scale parameter, explicitly accounting for ex-

perimental noise. This is in contrast to other recent models such linear spline fitting

in generalized additive models (GAMs), which are sensitive to technical variation

(Sekse et al. 2012), or polynomial splines in the grofit package, which require cross-
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Figure 2.6: B-GREAT identifies significant growth phenotypes in yeast
strains in response to paraquat. Control strain (BY4741) (A) and Saccha-
romyces paradoxus strain G4650 (B) growth under standard conditions (black) and
under paraquat stress (green). Solid lines represent experimental data and shaded
regions represent B-GREAT model predictions. Purple shaded region represents 95%
credible region of B-GREAT prediction of G4650 in the absence of stress interaction
(strain ˆ stress “ 0). (C) logpBF q (red line) and permuted logpBF qs (boxplot) of
G4650 under paraquat stress according to B-GREAT. (D) OD∆ scores of all yeast
strains under paraquat exposure. Left column corresponds to S. cerevisiae (white)
or S. paradoxus (black) strains. Center column represents magnitude of calculated
OD∆ over time for each strain.

validation to estimate parameters (Kahm et al. 2010). Given the large proportion of

cellular machinery whose production correlates linearly with growth rate (You et al.

2013; Pedersen et al. 1978), differentiating general growth impairments from specific,

stress-related impairments is important for biological interpretation of model fits. GP

regression enables this process by easily incorporating multiple dimensions through

the addition of length-scale parameters for each covariate, modeling and controlling
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for an arbitrary number of covariates (Fig. 2.4). For example, the number of strains

with differential effects increases from one to five out of seven if the mM PQˆ strain

interaction term is removed (Fig. 2.4D, Supplemental Fig. S12), demonstrating the

importance of this covariate. Additionally, GP regression may be extended to model

data in which experimental variance is more complicated than simple independent

Gaussian noise (Fig. 2.5, Shah et al. 2014).

We showed in our results in H. salinarum that the B-GREAT BFs and OD∆

may be used in combination to characterize differences in growth. In particular,

BFs provide an overall metric of growth phenotype significance, and OD∆ quantifies

the difference between parent and mutant strain growth across the time course. In

general, we find that the use of BFs is a conservative method of finding significantly

different growth phenotypes relative to OD∆. For example, there is one case in which

OD∆ is significant but the BF is not (e.g., ∆V NG1179C, Fig. 2.3). As such, OD∆

and BF tests provide two tiers of statistical confidence, providing a stringent test to

detect phenotypic differences while correcting for variability in the data. Using BF

and OD∆ together, an experimental researcher can prioritize strains or conditions to

pursue for further study.

B-GREAT recapitulates known biology and discovers previously uncharacterized

phenotypes. We confirmed the known growth defect for ∆trmB under standard

conditions (Fig. 2.3B-D), which results from its function as a master regulator of

metabolic pathways (Schmid et al. 2009; Todor et al. 2013; Todor et al. 2014; Todor

et al. 2015). In contrast, the ∆asnC oxidative stress phenotype observed previously

(Plaisier et al. 2014) was not recapitulated here, likely because the growth defect

of this mutant under standard conditions explains the difference in growth during

stress (Fig. 2.3C, Supplemental Fig. S8), which was not corrected for in the pre-

vious study (Plaisier et al. 2014). Finally, we identified a previously undiscovered

relationship between ∆sirR and oxidative damage (Fig. 2.4). SirR regulates metal
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uptake transporters at the level of transcription (Kaur et al. 2006), repressing man-

ganese uptake transporters under replete conditions. This regulatory link between

metal homeostasis and oxidative stress is well-established in bacterial and eukaryotic

organisms (Imlay 2003), but is only beginning to be appreciated in archaeal species

(Zhu et al. 2013).

B-GREAT was next applied to population growth data of diverse yeast species

under different stress conditions, identifying a previously uncharacterized difference

between the growth of S. cerevisiae and S. paradoxus in response to paraquat ex-

posure (Supplemental Fig. S10). Our results also recapitulate the known resistance

of S. paradoxus to cyclohexamide (Supplemental Fig. S13, Liti et al. 2009). S.

paradoxus harbors higher levels of reactive oxygen species (Deregowska et al. 2015),

and our results suggest that this may lead to a higher susceptibility to oxidative

stress. Many other large scale population growth studies have been performed to

differentiate biological function through population growth phenotypes in the yeast

community, and we anticipate that future applications of B-GREAT will highlight

additional results from these studies (Fernandez-Ricaud et al. 2005; Warringer et al.

2003).

In future work, B-GREAT will be applied to many problems in testing functional

data for significant differential responses to perturbation. Gene expression time-

series studies could benefit from this method, where each gene can be tested for

differential dynamic profiles between conditions of interest (Bar-Joseph et al. 2012).

Population genome wide association studies (GWAS) are also a potential application

of this method to detect the effect of different loci on function responses (Fusi and

Listgarten 2016). By adding new covariates, B-GREAT may also be extended to

model continuous effects such as dose response (Di Veroli et al. 2015; Twarog et al.

2016; Sekse et al. 2012). By using a time-dependent variance parameter rather than a

stationary kernel, B-GREAT may also be extended to model functional data in which
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heterogeneity between samples is a function of time (Cao et al. 2010). B-GREAT

provides a strong foundation to perform and extend the interpretable analysis of the

large and growing quantity of dynamic, functional biological data.

2.4 Materials and Methods

2.4.1 H. salinarum growth data

Growth of seven transcription factor (TF) mutant strains for H. salinarum, each

deleted in-frame for a TF-encoding gene, and the isogenic ∆ura3 parent strain was

measured (Table 2.1). Details regarding construction of these mutants were described

in prior work (Plaisier et al. 2014; Sharma et al. 2012; Schmid et al. 2009, 2011; Kaur

et al. 2006). Cultures were inoculated into complete medium (CM; 250 NaCl, 20 g/l

MgSO4 7H2O, 3 g/l sodium citrate, 2 g/l KCl, 10 g/l peptone), grown to stationary

phase, then diluted to OD „ 0.05 for growth analysis. Optical density (OD) at

600 nm of 200 independent cultures was measured every thirty minutes for 48 hours

using a Bioscreen C (Growth Curves USA, Piscataway, NJ). Growth of each strain

under each experimental condition was measured in at least biological quadruplicate

(from independent colonies) and technical triplicate (independent cultures from the

same colony), for a total of twelve replicates. Standard and chronic oxidative stress

conditions were tested for all mutants. Standard conditions were defined as 420C

with 225 r.p.m. shaking under ambient light in rich CM medium (Yao and Facciotti

2011). Chronic oxidative stress was induced with 0.333 mM paraquat (PQ), a redox

cycling drug that permeates the cell membrane, was added at the inoculation of the

Bioscreen experiment.

Prior to statistical analysis, OD data were log2 transformed and scaled by the esti-

mate of starting OD as follows. Data from growth experiments were grouped by their

strain and media composition (e.g., ∆ura3, standard growth). This corresponds to

the twelve replicates comprising four biological replicates and three technical repli-
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cates. Then OD measurements from the first ten time points within each group

were fit with a polynomial regression of degree five. The OD value at time “ 0, as

estimated by the polynomial regression, was then subtracted from all data points in

the group in order to normalize the starting growth levels at zero for all conditions.

H. salinarum data as input to B-GREAT

Input to the GP model corresponds to measurements Yt,c,r for a given time (1 ď t ď

T ), condition (1 ď c ď C), and replicate (1 ď r ď R). For standard conditions,

time points were taken at 4 hour increments across a 48 hour experiment. This

resulted in 12 observations from each replicate. Additionally, growth measurements

from both parent strain and each mutant strain were included (C “ 2). A total

of T ˆ R ˆ C “ 288 observations were used for training each GP model under

standard conditions. For oxidative stress, time points were taken every 6 hours, for

a total of 8 time points for each replicate. The decrease in time samples used in the

oxidative stress models was necessary to incorporate the increase in conditions for

both standard and oxidative stress growth. Specifically, conditions include growth for

both parent and mutant strain under both standard and oxidative stress conditions

(C “ 4). This corresponds to a total of 384 observations for each GP model under

oxidative stress.

2.4.2 Yeast population growth data

Population growth data for 96 yeast strains was collected from a previous study

(Liti et al. 2009). 186 conditions are represented in the data set covering various

nutrient and stress conditions. For each condition, a minimum of eight replicates for

the control strain, BY4741, were available, and two replicates of each yeast strain.

Measurements were taken every twenty minutes for 48 hours, leading to 144 time

points per replicate.
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2.4.3 Gaussian process regression of microbial population growth data

Gaussian process (GP) regression is a probability distribution on arbitrary functions

mapping x to fpxq (Rasmussen and Williams 2006). When observations of fpxq are

distorted with independent and identically distributed (IID) Gaussian noise, multiple

observations of the function are distributed as a multivariate Gaussian

ypxq „ N pµpxq,Σq. (2.1)

In our application, x represents time and ypxq “ logODpxq represents the log-

transformed OD measurement at time t. A GP model requires specification of a

mean function µpxq and kernel function Σi,j “ κpxi, xjq, which defines the positive

definite covariance matrix Σ. In this work, the mean function was set to zero across

inputs, µpxq “ 0, as is standard (Rasmussen and Williams 2006). For the kernel, we

used a radial basis function (RBF) with time point specific independent Gaussian

noise:

κpxi, xjq “ σ2
RBF ¨ exp

´

´||xi ´ xj||
2

`2

¯

` σ2
nugget ¨ δxi“xj (2.2)

Here, xi and xj are two time points, σ2
RBF is the RBF variance parameter, σ2

nugget

is the Gaussian variance at a single time point t (called the nugget), δxi“xj is an

indicator function, which is equal to 1 when xi “ xj and 0 otherwise, and ` is the

RBF length scale parameter, which dictates the smoothness of the function fpxq

through the GP distribution. Kernel function parameters θ “ tσ2
RBF , σ

2
nugget, `u were

optimized by maximizing the likelihood of the data marginalized over the latent

function fpxq with respect to each parameter (Rasmussen and Williams 2006). All

GP regression models were built and optimized using the GPy package (version 0.8.8)

for Python (http://github.com/SheffieldML/GPy).

Other kernels tested. Two other kernels were tested for comparison to RBF kernels,

the Matérn and linear kernels. Matérn kernels are defined as
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kprq “ σ2
p1`

?
3rq expp´

?
3rq where r “

c

pxi ´ xjq2

`2
. (2.3)

Linear kernels are defined as

kpxi, xjq “ σ2
i xixj. (2.4)

Model fit for each kernel was assessed with the data likelihood of the optimized

GP model, and also using the Bayesian information criterion (BIC) (Neath and

Cavanaugh 2012). BIC is calculated as

´2ˆ logpLq ` k ˆ logpnq, (2.5)

where L is the likelihood of the data, k is the number of hyperparamters for each

kernel and n is the number of data points.

2.4.4 GP growth curve metrics

The growth curve metrics µmax and carrying capacity A were calculated from the

maximum a posteriori (MAP) estimates of either logpODq or d
dx

logpODq for carrying

capacity and µmax, respectively. MAP estimates of logpODq are given by the model in

Eq. 2.1, by taking the MAP growth level using the fitted model. In order to calculate

a MAP estimate of d
dx

logpODq, we estimate d
dx

logpODq using GP regression. The

RBF kernel is infinitely differentiable, so derivative observations of a GP regression

model are also distributed as a GP as follows (Solak et al. 2003):

d

dx
logpODq „ GP

´ d

dx
µ,

d

dx
Σ
¯

, (2.6)

where

d

dx
µ “ 0 (2.7)
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and

d

dx
κpxi, xjq “

2 ¨ σ2
RBF

`
ˆ

´

1´
2 ¨ pxi ´ xjq

2

`

¯

¨ exp
´

´||xi ´ xj||
2

`

¯

. (2.8)

The GP model of d
dx

logpODq was used to calculate the MAP estimate of d
dx

logpODq

as an estimate of µmax.

The estimate of AUC was calculated as a metric of the logpODq distribution

as a function of time t. The posterior distribution of OD measurements over time

is predicted as a multivariate normal, logpODqptq „ N pµptq,Σpt, t1qq. Predictions

were made at 50 evenly spaced time points during the growth curve, and the linear

transformation was made of logpODqptq on the vector a “ t∆t,∆t, . . . u, where ∆t

is the space between predicted time points. This linear transformation is then an

approximation of the area under the curve (AUC) for the condition, with a normal

distribution AUC „ N pa ¨ µ, aΣaT q (Todor et al. 2014).

2.4.5 Primary growth models

We compared the predictions from the fitted GP regression model to predictions

from four primary growth curve models: Gompertz, population logistic, Schnute,

and Richards regression (Zwietering et al. 1990). All model parameters were opti-

mized with the curve fit function of the scipy Python package, which estimates

function parameters using damped least squares (Millman and Aivazis 2011). Input

data were randomly divided into training (80%) and test (20%) sets for each of the

721 total growth curves in the data set. The mean squared error (MSE) of each

model fit with respect to the 20% held out test data was calculated as the difference

between prediction and test data from models estimated using the training data:

MSEpy,mq “ 1
T

řT
t“1pyt´mtq

2, where yt and mt correspond to raw data and model

predictions at the tth time point, respectively. Model prediction mt was the posterior

mean of the fitted GP, and primary growth model predictions were taken from the
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growth level predicted by the estimated parameters. Using a one-sided sample t-test,

MSE for GP regression fit was compared separately to each of Gompertz, population

logistic, Schnute, and Richards regression fits. These primary models were selected

to compare against the most widely used primary models in modeling microbial pop-

ulation growth (McKellar and Lu 2003). Additionally, the models chosen have been

shown to be related to one another through specific constraints on parameters. For

example, Gompertz regression can be recovered from the Schnute model with pa-

rameters a ą 0 and b “ 0 (Zwietering et al. 1990). Therefore, we can observe the

improvement of primary model accuracy as we add additional parameters.

Gompertz regression.

yptq “ A ¨ exp
”

´exp
”µmax ¨ e

A
pλ´ tq ` 1

ıı

, (2.9)

where A is the carrying capacity, µmax is the maximum growth rate, and λ is lag

time (Zwietering et al. 1990).

Population logistic regression.

yptq “ A ¨
”

1` exp
´4 ¨ µmax

A
pλ´ tq ` 2

¯ı´1

, (2.10)

where A is the carrying capacity, µmax is the maximum growth rate, and λ is lag

time. (Zwietering et al. 1990).

Schnute model.

yptq “ µmax ¨
1´ b

a
¨
“1´ b ¨ exp

`

a ¨ λ` 1´ b´ a ¨ t
˘

1´ b

‰
1
b , (2.11)

where µmax is the maximum growth rate, λ is lag time, and a, and b are parameters

that affect the growth curve shape but do not have direct biological interpretation

(Zwietering et al. 1990).

41



Richards model.

yptq “ A ¨
“

1` v ¨ expp1` vq ¨ exp
`µmax
A

¨ p1` vq ¨ p1`
1

v
q ¨ pλ´ tq

˘‰
´1
v , (2.12)

where A is the carrying capacity, µmax is the maximum growth rate, λ is lag time,

and v is a parameter that affects the growth curve shape but does not have direct

biological interpretation (Zwietering et al. 1990).

Testing for significant parameter differences in classical models. Growth parameters

µmaxand carrying capacity were tested under standard condition and oxidative stress

by taking the corresponding parameter estimates for ∆ura3 and each mutant strain,

and computing a t-test for significant differences between the two populations of

parameter estimates.

2.4.6 Testing for differential growth using Bayes factors

We developed an approximate Bayes factor (BF) test statistic to quantify possible

differences between a pair of growth conditions BFstrain (Kass and Raftery 1995;

Stephens and Balding 2009). BFs were calculated as the ratio of data likelihoods

between an alternative model (Ha) and a null model (H0):

BF “
ppY |Haq

ppY |H0q
. (2.13)

Larger values of the BF indicate a higher relative likelihood under the alternative

model and provide evidence for the alternative model representing the data better

than the null model.

Specifically, we designed three different BF test statistics to measure differences in

population growth across covariates. Under standard conditions, we use BFstrain, in

which the null model H0 assumes that growth is the same across parent and mutant

strain; the alternative model Ha captures growth between parent and mutant strain

separately. A high BF then suggests that the growth phenotype is different across
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strains. We designed a second test for differential growth in the presence of oxidative

stress, BFstress, where the alternative model included an interaction term between

genetic effect and oxidative stress. High BF scores under this condition indicate

that the mutant strain has a differential growth phenotype relative to the parent

strain under oxidative stress. We designed a third test for differential growth across

two separate studies, BFstudy, which performs the same test as BFstress but shares

statistical strength across batches of growth measurements using a hierarchical GP

model.

A false discovery rate (FDR) for each BF was calculated using an estimate

of the null BF distribution, representing BF scores when no significant growth

effect between the two conditions is observed. For a single growth experiment,

Y “ ty1, y2, . . . yT u, and corresponding time, genetic background, and other covari-

ates X “ tx1, x2, . . . xT u, each xt “ ttime, strain,. . . u was randomly assigned a value

for strain that preserved the original distribution of strain values in X. 100 permu-

tations of the data indices following this design were constructed, and a BF score

was calculated for each permutation. The distribution of permuted BF scores was

used as a estimate of the null distribution of the test statistic, and a BF score that

exceeded 80% of permuted scores (corresponding to FDR ď 20%) was selected as

significant.

More generally, FDR is calculated using permutations, for a given BF threshold

c, as follows:

FDRpcq “
|BFperm ą c|

|BFreal ą c|
, (2.14)

which approximates the FDR, i.e., the number of false positives over the total number

of discoveries, for threshold c. In this case, there is a single BFreal for 100 permuted

BFs, so we multiplied the BFreal count by 100 for this computation.
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2.4.7 Differential mutant growth phenotypes

The effects of gene deletion on growth were modeled as experimental effects by ex-

tending the input variable x, originally representing time, to include perturbations

as additional covariates in the GP regression model. The RBF kernel function was

extended to handle the additional covariates by using an automatic relevance de-

termination (ARD) prior to induce sparsity on the weighted contribution of each of

the K covariates (MacKay 1992; Neal 2012; Tipping 2001; Rasmussen and Williams

2006):

Kpxi, xjq “ σ2
¨ exp

´

K
ÿ

k“1

||xi,k ´ xj,k||

`k

¯

, (2.15)

where each `k is the length-scale for the kth covariate. These length-scale parameters

are then interpretable in terms of quantifying the relative contribution of each of

the k covariates. Genetic background was incorporated into the model covariates as

a Boolean variable xstrain P t0, 1u, where a value of 0 indicates parent strain and 1

indicates mutant strain. For standard growth conditions, x has the form:

x “ ttime, strainu, (2.16)

whereas the null model contains no strain information: x “ ttimeu. The BF then

quantified the improvement in data likelihood of the GP regression model including

the strain information versus omitting strain information; when modeling strains

separately improved the data likelihood, this indicated that there was differential

growth across strains.

2.4.8 Differential response to stress conditions across strains

Differential growth in response to paraquat (PQ) exposure was tested by extending

the covariates to include two additional covariates. The first covariate, mM PQ P
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t0, 1u, represents the presence (1) and absence (0) of PQ stress. The second covari-

ate, mM PQˆstrain P t0, 1u is an interaction term between mutant strain and stress

condition, computed by multiplying the strain covariate with the mM PQ covariate.

mM PQ ˆ strain covariate was 1 only for growth measurements made under oxida-

tive stress for the mutant strain, and 0 otherwise. The test for significant growth

phenotypes was then made using models including or excluding the mM PQˆ strain

interaction term. Specifically, the input x for the paraquat condition had the form:

x “ ttime, strain, mM PQ, (mM PQˆ strain)u. (2.17)

The null model, where there is no interaction between strain and stress condition,

corresponds to:

x “ ttime, strain, mM PQu. (2.18)

2.4.9 Modeling batch effects and testing for differential effects across studies

Growth data for ∆rosR under standard conditions and oxidative stress was collected

both in this study and in a previous study (Sharma et al. 2012). We modeled the

joint growth data from both studies with a hierarchical GP model (Hensman et al.

2013b). Under this model, the underlying growth function is modeled with a GP:

gpxq „ GP
´

µg, Kg

¯

, and different batch observations of this function are drawn

from a GP with mean equal to gpxq: fpxq „ GP
´

gpxq, Kf

¯

.

Growth data for ∆rosR and the parent strain were modeled by replicate functions

f1 and f2, representing data from our study and the previous study, respectively.

The GP models for f1, f2, and g all follow the design in Eq. 2.17. BF scores in both

cases were calculated as the difference in log likelihood for GP models accounting for

strain variation interacting with oxidative stress (HA; Eq. 2.17) and those that do not

interact with oxidative stress (H0; Eq. 2.18). The BF permutation was performed as

described above.
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2.4.10 Computing differences between population growth across time series (OD∆)

The difference between mutant and parent strain functions across time points were

defined by the variable OD∆. The variable OD∆ is the difference in mutant strain

growth and parent strain growth at each time point tk. OD∆ was calculated using

the noiseless latent mean function for population growth, rather than the noisy ob-

servations. In other words, we use the latent function f , where logpODq “ fptq ` ε

where fptq is the smooth underlying growth function and ε represents random noise.

OD∆ at a specific time point tk is then the difference between the growth of the

mutant strain fm and the parent strain fp:

fmptkq ´ fpptkq, (2.19)

where fm and fp are estimated from the posterior distribution of the trained GP

model. Finally, OD∆ also corrects for differences between parent and mutant strain

at the start of the experiment, t0, by subtracting their respective growth levels at

that time point:

OD∆ptkq “
´

fmptkq ´ fpptkq
¯

´

´

fmpt0q ´ fppt0q
¯

. (2.20)

The four variables needed to calculate OD∆— i.e., fk “ tfmptkq, fmpt0q, fpptkq, and

fppt0qu—are defined by a joint MVN distribution predicted by the fitted GP:

fk “ rfmptkq, fmpt0q, fpptkq, fppt0qs
T
„ N prµmptkq, µmpt0q, µpptkq, µppt0qsT ,Σkq.

(2.21)

OD∆ is then a linear transformation of these variables, OD∆ “ a¨fk, where a is the

column vector a “
“

1,´1,´1, 1
‰

(a : 1ˆ 4). Parameter OD∆ is then distributed as a

univariate normal distribution, OD∆ „ N
`

a ¨ µk, aΣka
T
˘

“ N
`

µpOD∆q, σ
2pOD∆q

˘

.

Credible intervals of OD∆ as defined by its normal distribution were calculated to

determine whether OD∆ “ 0 lies within the 95% credible region. If 0 was not in this
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region, the difference between parent and mutant strain was considered significant

at this time point.

2.4.11 Applying B-GREAT to yeast population growth data

Population growth data for 96 yeast strains under cycloheximide exposure and paraquat

exposure were modeled using the stress interaction test of B-GREAT (Eq. 2.17),

where mM PQ was substituted for mM cycloheximide where appropriate. The strain

BY4741 was used as the control strain, and growth in yeast extract peptone dextrose

(YPD) was used as the control growth condition. BF calculation and permutations

of BF scores for each strain were performed as described above.

Testing for enrichment in significant strains Significance for enrichment of S. para-

doxus strains as having significant growth phenotypes was tested using a hypergeo-

metric distribution, using the hypergeom package from scipy.

2.5 Data Access

All code and data associated with this paper are available at https://github.com/

ptonner/gp_growth_phenotype and in Supplemental Methods archive. Raw growth

data for H. salinarum used in this study are available in Supplemental Table S2.1.
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3

Systematic discovery of archaeal transcription
factor functions in regulatory networks through

quantitative phenotyping analysis

The work in this chapter is published in Darnell & Tonner et al., mSystems 2017.

Darnell and Tonner contributed equally to this work: functional ANOVA modeling

was performed by PD Tonner. Data generation was performed by CL Darnell. All

authors were involved in writing the manuscript.

Gene regulatory networks (GRNs) are critical for dynamic transcriptional re-

sponses to environmental stress. However, the mechanisms by which GRN regulation

adjusts physiology to enable stress survival remain unclear. Here we investigate the

function of transcription factors (TFs) within the global GRN of the stress-tolerant

archaeal microorganism Halobacterium salinarum. We measured growth phenotypes

of a panel of TF deletion mutants in high temporal resolution under heat shock,

oxidative stress, and low salinity conditions. To quantitate the non-canonical func-

tional form of the growth trajectories observed for these mutants, we developed
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a novel modeling framework based on Gaussian process regression and functional

ANOVA (FANOVA). We employ unique statistical tests to determine the signifi-

cance of differential growth relative to the control strain. This analysis recapitulated

known TF functions, revealed novel functions, and identified surprising secondary

functions for characterized TFs. Strikingly, we observed that the majority of the

TFs studied were required for growth under multiple stress conditions, pinpointing

regulatory connections between the conditions tested. Correlations between quanti-

tative phenotype trajectories of mutants are predictive of TF-TF connections within

the GRN. These phenotypes are strongly concordant with predictions from statisti-

cal GRN models inferred from gene expression data alone. With genome-wide and

targeted datasets, we provide detailed functional validation of novel TFs required for

extreme oxidative stress and heat shock survival. Together, results presented in this

study suggest that many TFs function under multiple conditions, thereby revealing

high interconnectivity within the GRN, and identifying the specific TFs required for

communication between networks responding to disparate stressors.

3.1 Importance

To ensure survival in the face of stress, microorganisms employ inducible damage

repair pathways regulated by extensive and complex gene networks. Many archaea,

microorganisms of the third domain of life, persist under extremes of temperature,

salinity, and pH, and other conditions. In order to understand the cause-effect rela-

tionships between the dynamical function of the stress network and ultimate physi-

ological consequences, this study characterized the physiological role of nearly one-

third of all regulatory proteins known as transcription factors (TFs) in an archaeal

organism. Using a unique quantitative phenotyping approach, we discovered func-

tions for many novel TFs and revealed important secondary functions for known

TFs. Surprisingly, many TFs are required for resisting multiple stressors, suggesting
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cross-regulation of stress responses. Through extensive validation experiments, we

map the physiological roles of these novel TFs in stress response back to their po-

sition in the regulatory network wiring. This study advances understanding of the

mechanisms underlying how microorganisms resist extreme stress. Given the gener-

ality of the methods employed, we expect that this study will enable future studies

on how regulatory networks adjust cellular physiology in a diversity of organisms.

3.2 Introduction

Free-living cells experience frequent stress from the extracellular environment. TFs

and their regulons of target genes comprise a gene regulatory network (GRN), which

functions to alter gene expression dynamically in response to stressful and changing

environments. Many environmental conditions are chemically and/or physically in-

extricable (e.g. oxygen levels and salinity) (Schmid et al., 2007), and different types

of stresses can cause similar types of cellular damage (Kultz, 2005; Brooks et al.,

2011). For example, both exposure to excess metals and radiation can result in re-

dox imbalance (Imlay, 2003). Disparate stressors also elicit similar gene expression

programs (Gasch and Werner-Washburne, 2002). These observations have led to the

hypothesis that GRNs responding to each stressor are highly interconnected (Beer

et al., 2014; Bonneau et al., 2007; Dufour and Donohue, 2012). However, the specific

mechanisms that underlie these connected responses remain unclear.

Microorganisms known as extremophiles thrive in environments at the limits

of life, representing model systems well-suited for understanding how GRNs en-

able physiological adjustment to strong environmental forces. One group of ex-

tremophiles, the hypersaline-adapted archaea, colonize salt lakes where salt con-

centrations can reach saturation. Fluctuations in temperature, oxygen levels, in-

tense radiation, and desiccation / rehydration cycles pose a constant challenge to

macromolecular and cellular integrity (Oren, 2008). To respond, archaea use a hy-
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brid system of bacterial-like and eukaryotic-like proteins to regulate transcription.

The basal transcriptional machinery resembles that of eukaryotes, including RNAP,

TATA-binding proteins (TBPs), and TFIIB homologs (Decker and Hinton, 2013;

Werner and Grohmann, 2011; Grohmann and Werner, 2011). In contrast, the regu-

latory proteins are homologous to those found in bacteria, such as TFs containing a

helix-turn-helix (HTH) DNA binding domain (Perez-Rueda and Janga, 2010). Many

archaeal TFs directly sense environmental changes, binding ligands or changing redox

status to alter TF conformation and TF-DNA binding (Peeters et al., 2013).

In the genetically tractable hypersaline-adapted species Halobacterium salinarum,

GRN inference (Kaur et al., 2010; Bonneau et al., 2007) and subsequent validation

experiments suggested that the GRN is required for dynamic adjustment of gene

expression in response to extreme and interconnected stress regimes (Sharma et al.,

2012; Schmid et al., 2009; Todor et al., 2013; Schmid et al., 2011). Specifically, the

integration of transcriptome data in response to environmental and genetic pertur-

bations (Kaur et al., 2010; Baliga et al., 2004, 2002; Bonneau et al., 2007; Kaur

et al., 2006; Whitehead et al., 2006, 2009; Facciotti et al., 2010; Schmid et al., 2011,

2007, 2009), gene functions (Bonneau et al., 2004; Ng et al., 2000), and cis-regulatory

motif predictions in the context of statistical inference algorithms (Reiss et al., 2015;

Bonneau et al., 2006) resulted in a genome-wide Environment and Gene Regulatory

Influence Network (EGRIN) model that predicted regulatory connections for over 70

TFs and their target genes (Bonneau et al., 2007; Kaur et al., 2010). More recently,

similar GRN models have been constructed for other species of archaea (Yoon et al.,

2013) and bacteria (Arrieta-Ortiz et al., 2015). These models are highly predictive

of gene expression in response to stress and enable generation of novel hypotheses

regarding the roles of TFs in stress response.

However, for organisms across the domains of life, it remains a central chal-

lenge to decipher whether and how genetic and environmental perturbation to the
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GRN directly impact cellular phenotype and survival in ecologically relevant con-

texts (Brooks et al., 2011). Systematic “phenomics” approaches hold promise for

understanding the role of TFs and other regulators in GRNs and how this role im-

pacts cellular physiology (Bochner, 2009; Nichols et al., 2011; Gunsalus et al., 2005);

however, relative to other systems biology methods such as transcriptomics and pro-

teomics, phenomics remains an underrepresented data source.

In response to these challenges, a library of 27 TF deletion mutants was gen-

erated in H. salinarum. These mutants were assessed for growth under a variety

of stresses endemic to the salt flat environment. A novel nonparametric model was

developed using a Gaussian process framework to quantify these phenotypes. We

used recently developed statistical tests (?) and developed new tests to identify sig-

nificant differential growth between trajectories of these TF knockouts relative to

that of the control strain. The results revealed that a surprising number of TFs are

required for optimal growth under multiple stress conditions, indicating a high level

of interconnectivity within the GRN. Clustering analysis of phenotype trajectories

revealed that TFs with related phenotypes function together, regulating each other

and common sets of genes in stress-specific subnetworks. Through further analysis

of TF roles in gene regulation, stress-related functions were validated for novel TFs.

We detected strong concordance of newly discovered TF functions with statistical

predictions of TF-gene regulatory relationships from GRN models inferred from gene

expression data alone.

3.3 Results and Discussion

3.3.1 Identification of transcription factor candidates

To prioritize candidate TFs for phenotypic characterization, genes encoding TFs were

first detected in the H. salinarum genome (Ng et al., 2000) using the Systems Biol-

ogy Experimental Management System database (SBEAMS, (Marzolf et al., 2006)),
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Figure 3.1: TF candidate selection pipeline. Genes encoding proteins with
a putative DNA binding domain were annotated using sequence databases PFAM
(Finn et al., 2006) and PSI-BLAST (Altschul et al., 1997), structural predictions
(Bonneau et al., 2004), and protein functions from COG (Tatusov et al., 2003).
These annotations were stored in the Systems Biology Experiment and Analysis
Management System (SBEAMS) database (Marzolf et al., 2006), resulting in 130
putative TFs. Transcriptome analysis across 1,495 experimental conditions (Brooks
et al., 2014) and GRN network inference models (Bonneau et al., 2007; Kaur et al.,
2010) were then used to generate predictions regarding TF functions. Details of
GRN predictions and criteria for selection of the final collection of 27 TFs are given
in Supplemental Table S3.1.
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where annotations were cross-referenced with other databases (PFAM, COGs, PSI-

BLAST; (Finn et al., 2006; Altschul et al., 1997; Tatusov et al., 2003), Figure 3.1).

Previous ab initio protein structure prediction results (Bonneau et al., 2004) and

subsequent matches to the Protein Data Bank (PDB) were used to identify possi-

ble DNA binding domains in proteins of unknown function. This pipeline resulted

in a list of 130 putative TFs, which were included as priors in inference of the H.

salinarum EGRIN model (Bonneau et al., 2007; Kaur et al., 2010). To identify candi-

dates of interest for further analysis here, TFs were more stringently defined as those

with strong homology (e ´ value ď 1 ˆ 10´7) to a sequence-specific DNA binding

domain or structural fold experimentally characterized in other bacterial or archaeal

species (Perez-Rueda and Janga, 2010; Bonneau et al., 2004), (Figure 3.1). This

definition excluded 24 DNA binding proteins with peripheral roles in transcription

(e.g. helicases). Another 18 genes encoding previously published, well-characterized

TFs, which were also excluded (Facciotti et al., 2007; Baliga et al., 2002; Müller and

DasSarma, 2005; Hofacker et al., 2004). Of the 88 remaining TFs, a final subset of

27 were selected for further study based on transcriptional changes during fluctu-

ations in a wide array of environmental conditions (Whitehead et al., 2006; Baliga

et al., 2004; Schmid et al., 2007; Whitehead et al., 2009; Facciotti et al., 2010; Bon-

neau et al., 2007; Brooks et al., 2014), and functional predictions from EGRIN gene

regulatory network models (Bonneau et al., 2007; Kaur et al., 2010), (Figure 3.1, Sup-

plemental Table S3.1). The TFs in the resultant collection are members of a variety

of functional families and contain diverse structural domains (Supplemental Table

S3.1). These include DNA binding domains known from other archaea and bacteria

(winged helix-turn-helix, ribbon-helix-helix) and domains unique to halophilic ar-

chaea (e.g. HalX). Some TFs contain ligand binding domains homologous to those

of known function in bacteria, such as DtxR family iron-dependent repressors. Other

TFs possess domains of novel function specific to halophiles, such as the RosR C-
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terminal domain ((Sharma et al., 2012); Supplemental Table S3.1). Together the

results of these bioinformatics analyses suggest that the panel of selected TFs is

representative of the global transcription regulatory landscape of H. salinarum.

3.3.2 Quantification of significant differential growth of TF knockout strains under
stress

Experimental design and data.

To determine the physiological function for each TF and systematically compare

these functions across TFs, knockout mutant strains for each of the 27 selected TFs

were grown under five conditions: standard growth, low salinity, paraquat (PQ),

peroxide, and heat shock (Methods). The growth of these knockouts was compared

that of isogenic parent control strain, ∆ura3, a uracil auxotroph used to generate

knockout mutants ((Peck et al., 2000); Methods). Growth conditions were chosen

based on their relevance to the hypersaline habitat of H. salinarum. Knockout mu-

tants for 10 of these 27 TFs were constructed in previous studies, where the role of

each TF was assessed under a single stress condition (Table 1). These strains were

included: (a) as a control to validate our methods; and (b) to test possible secondary

functions for these previously studied regulators. Strains deleted of genes encoding

the remaining 17 TFs of interest were constructed in the current study using estab-

lished genetic methods for H. salinarum (Methods, (Peck et al., 2000), Supplemental

Table S3.2). The genotypes of all 27 mutants, regardless of prior publication, were

also verified here (Methods, Supplemental Figure S3.1, Supplemental Table S3.2).

Growth of each knockout and parent control strain was measured under each of the

five conditions every 30 minutes for 48 hours, resulting in 210,180 data points (raw

data given in Supplemental Table S3.3).
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Figure 3.2: FANOVA modeling and statistical ranking of TF knockout
mutant growth phenotypes across five environmental conditions. Standard
growth (top row), paraquat (PQ) stress (second row), peroxide (third row), low salt
(fourth row), heat shock (fifth row). (A) Mutants with largest difference in growth
compared to the ∆ura3 control strain in each condition. Raw data from growth tra-
jectories for individual cultures under standard conditions (thin grey lines) were fit
and compared with growth under stress conditions (thin blue lines) using FANOVA
(Methods). Solid lines indicate the mean of the fit to all replicate trajectories, and
shaded regions are the 95% confidence interval of the fit. (B) Functional difference
(OD∆) of the TF knockout strain relative to the isogenic ∆ura3 parent strain. The
mutants with the top three scoring phenotypes according to ‖OD∆‖ are shown. (C)
Summary statistical metric ranking (‖OD∆‖) for those mutants with strongly differ-
ent growth trajectories compared with ∆ura3 (‖OD∆‖ ě 0.337 across all conditions).
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Development of a FANOVA model and test for differential growth of knockout mu-
tants under stress.

Typically, microbial population growth is modeled using parametric models, such as

Gompertz regression (Zwietering et al., 1990). The effects of stress and genetics on

growth are then quantified by testing for statistically significant differences in the

estimated parameters for different conditions (Banks et al., 2012). However, we pre-

viously showed that the impact of genetics and stress perturbations on growth are

more accurately captured with a non-parameteric Gaussian Process (GP) model (?).

In contrast to parametric models, GPs have the advantage of learning these relations

directly from the data and do not require explicit equations describing the effect of

stress and genetics on growth, which are typically unknown in the case of phenotypic

discovery. In this study, we again use GPs to model microbial population growth,

now in the form of functional ANOVA (FANOVA) (Kaufman and Sain, 2010). In the

FANOVA setting, microbial population growth is divided into a linear combination

of different experimental variables; condition, genetic background, and the interac-

tion between the two (Methods, Figure 3.2A). Additionally, FANOVA allows for the

explicit comparison of different effects in terms of significance, even if the shape of

those effects are quite different. For these reasons, FANOVA is particularly well

adapted to modeling and comparing the effects of many different stress and genetic

perturbations. This extends our previous GP model (?) by including all data from

multiple conditions and genetic backgrounds into a single model, which allows for

direct comparison of different effects in a common framework.

Two metrics were used to assess the significance of differential growth based on

our FANOVA model of growth data. The first, OD∆ (?), is a function representing

the difference in growth levels between the mutant strain (fmpxq) and parent strain

(fppxq) over the duration of the growth curve under a specific condition (Figure 3.2B,

57



Supplemental Figure S3.2):

OD∆ptq “ fmptq ´ fpptq. (3.1)

Where the OD∆ curve differs significantly from zero (based on a 95% credible inter-

val), the growth phenotype is considered significantly different from the parent strain

for that section of the growth curve. The second metric, ‖OD∆‖, represents the over-

all magnitude of the functional difference between parent and mutant strains under

a specific condition, and is calculated based on OD∆ (Figure 3.2C, Supplemental

Figure S3.3):

‖OD∆‖ “

g

f

f

e

tn
ÿ

t“t0

´

OD∆ptq
¯2

. (3.2)

Higher values of ‖OD∆‖ indicate an overall larger deviation from parent strain be-

havior, regardless of positive or negative growth phenotype, and was used as a rank

ordering of phenotype severity to prioritize TF mutants for further analysis.

FANOVA modeling of microbial population growth enables the discovery of new TF
knockout phenotypes.

Based on ‖OD∆‖ ranking, the ∆trmB strain exhibited the strongest growth im-

pairment under standard conditions (Figure 3.2A). This result was expected based

on previous characterization of TrmB as a global regulator of nutrient metabolism

(Schmid et al., 2009; ?; Todor et al., 2015, 2014, 2013). Also as expected from prior

work, ∆rosR, deleted of a key oxidiatve stress response regulator, was among the

top-ranking quartile of mutants under oxidative stress (Sharma et al., 2012; Tonner

et al., 2015; ?). Consistent with prior Gaussian process model results, ∆sirR exhib-

ited a significant growth impairment under peroxide stress (?); indeed, here ∆sirR

exhibited the top-ranking peroxide phenotype of all mutants tested (Figure 3.2C).

The consistency of these results with those of prior studies demonstrate the validity

of the FANOVA model for recapitulating known phenotypes.
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Surprisingly, however, several novel mutant phenotypes were observed. For in-

stance, the ∆cspD1 mutant showed the strongest growth impairment relative to the

parent control strain under PQ stress and ∆copR exhibited the strongest growth

impairment under heat shock (Figure 3.2A, 2B). In order to compare the number of

significant mutant phenotypes in each condition, a universal cutoff of ‖OD∆‖ of 0.337

was chosen (see Materials and Methods). This cutoff allowed rank-ordering of the

stress conditions themselves in terms of the strength of perturbation to physiology,

as measured by the number of significant mutant phenotypes: peroxide treatment

had the strongest effect, with 19 mutants exhibiting significant differences in growth

compared to ∆ura3 (12 grew more slowly than ∆ura3, 7 grew faster, see Supple-

mentary Figures 2 and 3), followed by low salt (11 mutants, 9 fast, 2 slow), PQ (10

mutants, 2 fast, 8 slow), heat shock and standard conditions (3 mutants each, all with

significantly impaired growth phenotypes; Figure 3.2C). We conclude that FANOVA

analysis recapitulates known roles of TFs, but also suggests novel contributions of

TFs to cell physiology.

3.3.3 Phenotype network analysis reveals extensive cross-regulation of stress re-
sponses by TFs.

Many mutants exhibited significant differential growth phenotypes under multiple

conditions tested (Figure 3.2). At the rank-order ‖OD∆‖ cutoff (Figure 3.2C), 23

of the 27 mutants studied exhibited significant differential growth under at least

one condition (Figure 3.3). Network analysis of these phenotypes across conditions

enabled the classification of the mutants into three categories. (a) Significant differ-

ential growth was detected for 12 mutants relative to ∆ura3 in two or more stress

conditions. These TFs were considered to have “cross-stress” functions (Figure 3.3).

(b) Significant differential growth was detected for 3 mutants (∆trmB, ∆phoU ,

∆troR) under both standard conditions and one or more stress conditions. These
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TFs were considered to serve “growth & stress” functions. (c) 8 TFs were required for

normal growth under only one of the conditions tested here and therefore considered

“stress-specific” TFs. However, three of the stress-specific mutants also exhibited

growth defects under other stress conditions tested ad hoc in previous studies but

not included in the systematic phenomics testing here (e.g. ∆sirR, ∆idr1 and ∆idr2

are required for metal homeostasis (Kaur et al., 2006; Schmid et al., 2011)), suggest-

ing that some of these “stress-specific” TFs might also be required for protection

across multiple stressors.

Several mutants with strong growth impairments relative to the parent control

strain under one condition exhibited growth improvement under others. For exam-

ple, although ∆trmB grew poorly under standard conditions, it showed significantly

improved growth under PQ and osmotic stress conditions (maximum OD∆ 0.5 and

1.0, respectively, Figures 2A and 3). Similarly, ∆rosR exhibited substantially im-

proved growth under low osmolarity (maximum OD∆ 0.8), but strong growth defects

under oxidative stress induced by PQ and peroxide. Deletion of the gene encoding a

third TF, CspD1, led to increased growth relative to the control strain under standard

conditions but impaired growth under oxidative stress (Figure 3.2A, 3, Supplemental

Figure S3.2). These observations suggest novel functions for these previously char-

acterized TFs. These opposing phenotypic patterns for individual TFs could result

from direct regulation of genes required for growth and/or stress resistance under

these conditions. For example, ribosome levels are directly related to growth rate

across the tree of life (Warner, 1999; Scott et al., 2014), including archaea (Facciotti

et al., 2010); and H. salinarum RosR directly regulates ribosome biosynthesis genes

(Tonner et al., 2015). Alternatively, alteration in growth rate per se could change

cellular stress resistance properties; for example, slow growth in wild type yeast cells

is associated heat shock resistance (Lu et al., 2009). Together the classes of TF

mutants identified here suggest that a surprisingly high number of TFs are required
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for growth homeostasis during exposure to multiple stressors, suggesting extensive

network interconnectivity.

3.3.4 The structure of the gene regulatory network corresponds strongly with TF
physiological functions

To gain insight into possible regulatory mechanisms underlying such phenotypes, we

determined the relationship between growth trajectories by clustering phenotypes

according to the OD∆ metric (Figure 3.4) and asked how correlated phenotypes

mapped to GRN topology. In particular, the ∆rosR mutant was previously shown

to regulate 20 other TFs, 7 of which were included in the strain collection evaluated

here (∆arcR, ∆cspD2, ∆hlx2, ∆hrg, ∆trh4, ∆V NG0039H, ∆V NG0194H). Hier-

archical clustering of OD∆ phenotypes across the five conditions revealed that these

mutants clustered closely together under oxidative stress, including PQ (Figure 3.4A)

and peroxide conditions (Figure 3.4B). Under PQ stress, correlation of the OD∆ tra-

jectories for these mutants with that of ∆rosR were significantly enriched for strong

positive correlations (ρ̂ ě 0.4) relative to all other pairwise correlations between

the 27 mutants (p ď 6.90 ˆ 10´3, hypergeometric distribution, Figure 3.4C). Under

peroxide stress, according to ‖OD∆‖, knockouts in genes encoding TFs regulated

by RosR were also significantly enriched for impaired growth relative to all other

mutants (p ď 0.034, hypergeometric distribution). Such significant phenotype corre-

lations were not observed under other conditions tested (Figure 3.4C, Supplemental

Figure S3.4), suggesting that the interconnection between these TFs is coordinated

specifically under oxidative stress (Tonner et al., 2015). Together these results are

consistent with the hypothesis that TFs that regulate each other in GRN subnet-

works controlling the cellular response to a particular stress are predictive of TF

knockout phenotypes and vice versa.

Previous predictions of TF functions from computational GRN models specific to
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oxidative stress for H. salinarum (Kaur et al., 2010) were compared with phenotypic

results obtained here. Of the 27 knockouts studied, 15 were predicted by network

analysis to play a role in gene regulation during oxidative stress (Kaur et al., 2010).

Of these 15, 14 TF knockouts showed significantly altered growth relative to the

∆ura3 control in oxidative stress induced by PQ, peroxide, or both (Figure 3.2C;

Supplemental Figure S3.3, Supplemental Table S3.1). This suggests that the GRN

computationally predicted from gene expression data has strong predictive power for

the role of TFs in cell physiology.

3.3.5 Validation and characterization of novel TF functions

CopR functions as a regulator of both heat shock and copper overload responses.

To support the stress-specific novel functions for individual TFs discovered here,

we performed validation experiments. First we tested the observation of secondary

functions for the previously characterized TF, CopR (Figure 3.3). We detected sig-

nificantly impaired growth of ∆copR relative to the ∆ura3 parent strain during heat

shock (Figure 3.2A). The heat shock phenotype of ∆copR was the top-ranking mu-

tant under this condition (Figure 3.2C). These observations were surprising given

that CopR (previously called VNG1179C (Plaisier et al., 2014; Kaur et al., 2006))

was previously characterized as a repressor of P1-type ATPases that export copper

during overload (Kaur et al., 2006). To conduct further functional validation of the

role for CopR in response to elevated temperature, a wild type copy of the copR

gene was expressed in trans on a plasmid in the ∆copR deletion background, which

returned the growth of this strain to levels indistinguishable from that of the ∆ura3

parent control (Figure 3.5A). This complementation result indicates that the ∆copR

heat shock growth defect was caused by loss of the copR gene alone and not by polar

or off-target secondary site genetic effects.

To detect potential gene targets of CopR regulation under heat shock, exist-
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ing transcriptomics and TF-DNA binding datasets were re-analyzed. In H. sali-

narum wild type strain exposed to heat shock, 247 genes were differentially expressed

(Coker et al., 2007; Weng et al., 2014). A significant fraction of these heat-responsive

genes were also differentially expressed in ∆copR grown under copper overload con-

ditions (Kaur et al., 2006) and/or bound by CopR under optimum growth conditions

(Plaisier et al., 2014) (63 of 247, significance by hypergeometric test p ď 1.42ˆ10´8,

Figure 3.5B, Supplemental Figure S3.5). Chaperones and amino acid metabolic func-

tional categories were significantly enriched among heat-induced and CopR-repressed

genes (Figure 3.5B). In contrast, energy generation, translation, and transcription

functions were significantly enriched among heat-repressed and CopR-induced genes

(Figure 3.5B). Of these 63 heat-responsive CopR-regulated genes, 6 overlapped with

the list of 10 genes whose transcripts and proteins were most strongly induced in

response to heat shock (Weng et al., 2014) (FET p ď 5.0ˆ 10´5). These 6 encoded

proteins required for cellular repair following heat shock (chaperones CctA and Hsp5)

and protection from further damage (metalloprotein NirJ, ferritin DpsA, anaerobic

metabolic genes ArcAC). Together, these CopR-regulated gene functions are consis-

tent with a cellular need to arrest growth to re-fold and regenerate degraded proteins

under elevated temperatures (Lee et al., 2016).

CopR regulation of gene expression described above was tested under standard

and copper overload conditions (Plaisier et al., 2014; Kaur et al., 2006). To vali-

date if CopR is also specifically required for regulation during elevated temperature,

gene expression was measured by quantitative RT-PCR in the ∆copR strain in im-

mediately before and 30 minutes after a shift from 42˝C to 54˝C. cctA expression

in ∆copR was three- to four-fold higher under standard conditions than in ∆ura3

parent control cells, and remained elevated upon heat shock (Figure 3.5C). This in-

dicates that CopR is required for cctA repression under standard conditions and that

relief of CopR repression is necessary for cctA heat induction. In contrast, seven-fold
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copR gene in trans (right OD∆ plot). (B) Cytoscape gene regulatory network depict-
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induction of nirJ in ∆ura3 was abrogated in ∆copR, indicating that CopR is an ac-

tivator of this gene under heat shock (Figure 3.5C). Taken together, these validation

analyses suggest that CopR functions both as a global regulator of gene expression

under heat shock and as a specific regulator of a copper efflux transporter during

copper overload (Kaur et al., 2006; Pang et al., 2013). The connection between heat

shock and copper overload has not been established in archaea; however, because
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both heat shock and copper overload can induce the accumulation of oxidative rad-

icals, the transcriptional responses to these common types of cellular damage may

be linked (Imlay, 2003).

A novel oxidative stress response function for CspD1, a conserved cold shock family
protein.

The ∆cspD1 strain exhibited the strongest growth defect of all 27 mutants under

oxidative stress induced by PQ and the sixth strongest phenotype under peroxide

(Figures 2C, 3). CspD1 sequence showed strong similarity to the cold shock family of

proteins (e´value 2.30ˆ10´21, Supplemental Table S3.1). Cold shock domain (CSD)

proteins are broadly conserved from bacteria to humans but serve diverse functions,

including RNA protection, inhibition of DNA replication during oxidative stress, and

transcriptional regulation under various stress conditions (Thieringer et al., 1997;

Lyabin et al., 2014). Thus, we further investigated the role of CspD1 in response to

multiple stresses. We found that, although the cspD1 gene was significantly repressed

in response to high temperature (Figure 3.5B, (Weng et al., 2014)), ∆cspD1 growth

was indistinguishable from that of the ∆ura3 control strain under heat and cold shock

conditions (Supplemental Figure S3.6). In addition, cspD1 expression was induced

under copper overload conditions in a CopR-dependent manner (Figure 3.5B), (Kaur

et al., 2006); however, ∆cspD1 was not impaired for growth under copper overload

conditions (Kaur et al., 2006). These data suggest either that CspD1 does not play

a role in the temperature shock and copper overload responses, or that CspD1 is

functionally redundant under these conditions with other, as yet unknown, TFs.

To further test the role of CspD1 in oxidative stress, we expressed the cspD1

gene in trans on a plasmid in the ∆cspD1 knockout background. The oxidative

stress phenotype was complemented in this strain, validating that deletion of cspD1

was responsible for the observed phenotypes (Figure 3.6A). In previously published
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transcriptomics data, the expression of the cspD1 gene was strongly correlated with

fluctuations in oxygen levels (Schmid et al., 2007), induced 30 minutes after an in-

crease in oxygen (cross-correlation ρ̂ = 0.730, Figure 3.6B). Such expression follows

a similar pattern to that observed for rosR, which encodes a known global regula-

tor of the oxidative stress response (Sharma et al., 2012; Tonner et al., 2015). In

the ∆cspD1 strain exposed to fluctuating oxygen levels over time (see Methods),

the transcription of 132 of the 660 known oxygen-responsive genes in H. salinarum

(Schmid et al., 2007) exhibited significantly altered expression (Figure 3.6C, Sup-

plemental Table S3.4). Of these 132, 89 are induced in a CspD1-dependent manner

during the transition from anaerobic to aerobic conditions. According to arCOG on-

tology (Wolf et al., 2012), these aerobic genes are significantly enriched for functions

crucial for cell growth (e.g. translation; hypergeometric test p ď 5.68ˆ 10´20; Table

2). In contrast, CspD1 is required to repress 43 genes under anaerobic conditions

(Figure 3.6C, Table 2). Of the 132 genes requiring CspD1 for appropriate expression

under oxygen fluctuation, 106 are also differentially expressed under oxidative stress

induced by PQ (Figure 3.6D, (Kaur et al., 2010)).

The EGRIN model based on gene expression under a wide array of conditions

accurately predicted a significant fraction of the 132 CspD1-dependent genes (42%,

hypergeometric test p ď 6.33 ˆ 10´32, (Bonneau et al., 2007), Figure 3.6E). These

EGRIN-predicted genes were also significantly enriched for functions involved in

ribosome biogenesis (p ď 1.8 ˆ 10´26). Similarly, EGRIN predictions based solely

on gene expression under oxidative stress also predicted that CspD1 regulates a

significant fraction of the 132 CspD1-dependent genes (p ď 3.83ˆ10´15, (Kaur et al.,

2010), Figure 3.6F). Together, these results provide validation of GRN functional

predictions and phenotype analysis, implicating CspD1 in the regulation of functions

critical to growth under oxidative stress and fluctuating oxygen conditions.
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Figure 3.6: (A) Slow growth under oxidative stress conditions in the ∆cspD1 mu-
tant (left OD∆ plot) is complemented by expression of the cspD1 gene in trans (right
OD∆ plot). (B) Line plot depicting the expression of the cspD1 gene (purple line,
left axis) during fluctuations in oxygen concentrations (grey line, right axis). cspD1
expression is compared to that of the gene encoding known oxidative stress regu-
lator RosR (black line, left axis). (C) Line plot depicting the expression of genes
requiring CspD1 for appropriate dynamic expression in response to oxygen. Each
line represents the mean expression value of the groups of genes indicated in the
legend. Expression data and annotations for individual genes are given in Supple-
mental Table S3.4. (D) Expression profiles for 106 of the 132 CspD1-dependent genes
differentially expressed under PQ conditions in wild type cells (Kaur et al., 2010).
Thin lines represent the expression of individual genes, thick lines the mean of in-
duced or repressed genes. (E) Overlap between EGRIN predictions for CspD1-target
gene regulatory influences (Bonneau et al., 2007) and differentially expressed genes
(DEG) in the ∆cspD1 background. (F) Similar to (E) except that predictions under
oxidative stress conditions are shown (Kaur et al., 2010).

3.4 Conclusions and Perspectives

Data and analyses presented here enabled the discovery of physiological roles for 17

previously uncharacterized TFs in the archaeal species H. salinarum. New physio-

logical roles for previously characterized TFs were also revealed (e.g. CspD1, CopR).

This demonstrates the power of our combined high throughput growth analysis and

quantitative modeling for discovering unknown gene functions. The functions of

a large fraction of genes and pathways remain unknown even in well-characterized

model microorganisms. Recently, other high throughput, genome-wide forward and

reverse genetics approaches have made great strides in gene functional discovery, such

as population genomics in Saccharomyces cerevisiae (Liti et al., 2009), CRISPRi in

Bacillus subtilis (Peters et al., 2016), and genome-wide knockout collections in Es-

cherichia coli (Nichols et al., 2011; Baba et al., 2006); as well as non-traditional

model organisms such as methanogenic archaea (Sarmiento et al., 2013). Previously

we showed that Gaussian process (GP) methods for phenotype discovery are gener-

ally applicable across diverse species (?). Additionally, GPs have been shown to be

useful in other domains of biological research, such as modeling genome-wide expres-
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sion data (Reid and Wernisch, 2016; Äijö et al., 2014; Hensman et al., 2013b; Fusi

and Listgarten, 2016). Here we extend the use of GP methods in the context of func-

tional ANOVA to compare the growth of a large collection of strains (Figure 3.2),

demonstrating the promise of these methods for genome-wide functional discovery

across a variety of species.

Here we directly test the predictions of computationally inferred, global GRN

models such as EGRIN (Brooks et al., 2014; Bonneau et al., 2007). Because these

and other statistical GRN inference models were inferred directly from gene expres-

sion data, the direct impact of the GRN activity on cellular physiology remained

unclear. Here we show that models such as EGRIN not only predict gene expression

but also the phenotypic impact of such expression (Figures 3.2, 3.6). In previous

work, we also demonstrated the accuracy of EGRIN in predicting TF functions.

For example, hypotheses generated from EGRIN predictions enabled the discovery

of RosR, an archaeal-specific, novel master regulator of oxidative stress response

(Bonneau et al., 2007; Kaur et al., 2010; Sharma et al., 2012; Tonner et al., 2015).

Similarly, EGRIN model predictions regarding the cross-regulation of phosphate

metabolism and methanogenesis pathways were validated by gene knockout studies

in methanogens (Yoon et al., 2013). Here we also observed extensive cross-regulation:

each TF was important for resistance of multiple stressors, and multiple TFs played

a role in surviving each stressor (Figure 3.3). Such cross-regulation of gene expres-

sion has also been observed in bacteria as a means to integrate environmental cues

that co-occur (e.g. heat and singlet oxygen, (Dufour and Donohue, 2012; Dufour

et al., 2012)), or induce functionally related response pathways (e.g. metal home-

ostasis and oxidative stress (Seo et al., 2014)). Together with these previous studies,

the broader investigation of 27 TF knockout phenotypes reported here demonstrates

GRN models such as EGRIN are effective tools for generating accurate hypotheses

regarding TF functions. The combination of GRN modeling and phenomics valida-
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tion reveals the direct impact of a complex web of regulatory interactions on cell

physiology (Figures 3.4, 3.5). This work supports an emerging general principle that

cross-regulation between TFs within the GRN enables a coordinated response to a

variety of environmental stimuli.

3.5 Materials and methods

3.5.1 Culturing and construction of transcription factor mutants

H. salinarum NRC-1 (ATCC 700922) was used as the wild-type strain background.

Constructed mutants are derivatives of ∆ura3 strain (Peck et al., 2000), and ∆ura3 was

used as the isogenic parent strain as a control in all assays. H. salinarum was grown

routinely in complex medium (CM; 250 g/L NaCl, 20 g/L MgSO4 ¨ 7 H2O, 3 g/L

sodium citrate, 2 g/L KCl, 10 g/L peptone) supplemented with 50 µg/ml uracil to

complement the uracil auxotropy of the ∆ura3 parent background. E. coli strain

DH5α used for routine cloning was grown in LB containing carbenicillin (50 µg/ml)

to maintain plasmids. Mutants were constructed as previously reported using the

standard double crossover counter-selection method (Peck et al., 2000). Briefly, ap-

proximately 500 base pairs of flanking regions up- and down-stream of the gene of

interest were integrated into the StuI restriction site of plasmid pNBKO7 by blunt-

end ligation (details of all plasmid constructs listed in Supplemental Table S3.2).

Resultant constructs were transformed into ∆ura3 and selected on CM plates con-

taining mevinolin (10 µg/ml). Resulting merodiploid strains were then plated on

CM plates containing 5-fluoroorotic acid (250 µg/ml) and uracil to remove the in-

tegrated plasmid, yielding unmarked TF deletion strains. Complementation strains

were constructed using the pMTF-cmyc vector backbone (Wilbanks et al., 2012)

by isothermal Gibson assembly (Gibson, 2011) and routinely maintained in liquid

culture in CM supplemented with mevinolin (1 µg/ml). All strains were verified

as described in (Schmid et al., 2011). Genotype results are given in Supplemental

72



Figure S3.1; primer, strain, and plasmid details in Supplemental Table S3.2.

3.5.2 Growth curve assays

Cultures were pre-grown in standard conditions, which were defined as growth in

CM containing uracil at 42˝C with shaking (225 r.p.m.) under ambient light until

early stationary phase, optical density at 600 nm (OD600) « 2.0 (Yao and Facciotti,

2011). Each strain was then sub-cultured to an OD600 « 0.05 in 200 µl CM contain-

ing uracil under continuous shaking at 42˝C in a Bioscreen C (Growth Curves USA,

Piscataway, NJ) set to measure OD600 every 30 minutes for the duration of the 48

hour experiment. Each strain was tested in at least biological quadruplicate, each

with three technical replicates. For heat stress experiments, temperature was shifted

to 54˝C at 16 hours and maintained at elevated temperature for the remainder of

the experiment. For oxidative stress experiments, hydrogen peroxide (5 mM) or PQ

(0.333 mM) was added at the beginning of the growth curve. For low salinity exper-

iments, strains were grown in CM media containing 2.9 M NaCl. For cold growth

curves (Supplemental Figure S3.6), cultures were pre-grown in standard conditions

until stationary phase, then subcultured to a starting optical density at 600 nm of

0.1 into 5 mL of CM containing uracil and incubated at 15˝C, 225 rpm shaking.

Sample aliquots were taken every 24 hours for 5 days to measure optical density at

600 nm.

3.5.3 FANOVA growth curve model framework

Growth data were then modeled using functional ANOVA (FANOVA) (Ramsay and

Silverman, 2005), using a Bayesian approach (Kaufman and Sain, 2010). FANOVA

models data as a linear combination of functional effects, where the number of effects

is determined by the experiment. For example, in the case of two experimental
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perturbations, observations at timepoint t for effects i and j are modeled as:

yi,jptq “ µptq ` αiptq ` βjptq ` pαβqi,jptq ` εi,jptq. (3.3)

where µptq is a mean function, αiptq and βjptq are the effect functions, pαβqi,j is

the interaction between them, and εi,jptq is observation noise. Functional effects

and interactions can be added and removed from the model as needed for different

experimental designs. In order to make the latent effect functions identifiable, they

are constrained to sum to zero,

nα
ÿ

i“1

αiptq “

nβ
ÿ

j“1

βjptq “
nα
ÿ

i“1

pαβqi,jptq “

nβ
ÿ

j“1

pαβqi,jptq “ 0 @t. (3.4)

The mean function µptq is given a GP prior directly,

µptq „ GP
´

0, κµpt1, t2q
¯

. (3.5)

In order to satisfy the identifiability constraints (Eq. 3.4), effect functions are param-

eterized using a set of contrast functions. For example, αiptq is defined as a linear

combination of the contrast functions,

αiptq “
nα´1
ÿ

k“1

cik ¨ α
˚
kptq “ cTi α

˚α˚α˚ptq, (3.6)

where

α˚α˚α˚ptq “ tα1ptq, α2ptq, . . . , αnα´1ptqu. (3.7)

Gaussian process (GP) priors were assigned to the latent functions as described

in Kaufman and Sain (2010). GPs place a distribution on a continuous function,

any finite number of observations of which are distributed as multivariate normal

Rasmussen and Williams (2006). Each GP prior is parameterized by a mean function

mpxq and a covariance function, κpx1, x2q. All prior mean functions in this analysis
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were set identically to 0, as is standard. Covariance functions were modeled using

radial basis functions (RBFs),

κpx1, x2q “ σ2
¨ exp

´

||x1 ´ x2||
2

`

¯

, (3.8)

where σ2 and ` are hyperparameters defining the variance and lengthscale of the

GP, respectively. The variance σ2 determines the magnitude of variability for a

given GP prior distribution, with higher variances leading to more variable functions.

The lengthscale parameter controls the rate of decay of covariance between two

timepoints, and larger lengthscales place higher probability on more smooth (slower

varying) functions.

All contrast functions for a given effect are defined by a shared GP prior,

α˚i ptq „ GP
´

0, κα

¯

1 ď i ď nα ´ 1. (3.9)

Kernel hyperparameters were given non-informative priors. Posterior quantities were

obtained by MCMC simulation. Sampling of the contrast functions was accomplished

using Gibbs sample updates (Kaufman and Sain, 2010). Kernel hyperparameters

were sampled via slice sampling (Neal, 2003).

3.5.4 Determination of significant growth phenotypes

All raw growth data (Supplemental Table S3.3) were first normalized to the log2

scale. The first four hours of growth (less than one generation) were removed because

technical and instrument variability is often observed during this time frame. Growth

data were then grouped by strain and experimental design (standard growth, 0.333

mM PQ, 2.9 M NaCl, or heatshock), referred to as the condition. Growth data

corresponding to the same condition were scaled by a fixed value so the mean of the

condition at the earliest time point was equal to 0. The growth data for H. salinarum

TF mutants under various stress conditions was modeled with GP FANOVA as

described below.
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Standard, oxidative stress, and osmotic stress conditions. Growth data was modeled

with two effects corresponding to strain and experimental design. The strain effect,

αi, varied from i “ 1 to i “ 28, where i “ 1 corresponded to the ∆ura3 parent

strain and i ą 1 corresponded to one of the 27 mutant strains. The experimental

design effect βj (1 ď j ď 4) represented one of four experimental designs: standard

growth (j “ 1), low osmolarity stress (j “ 2), PQ (j “ 3), or peroxide stress (j “ 4).

Interactions between the two effects were also modeled to determine the strain specific

responses to each of the stress effects. The full GP FANOVA model for the analysis

was then the same as in Eq. 3.3 and was estimated using the GP FANOVA model

as described above. Variation between phenotypes arising from separate batches of

experiments were controlled by adding a specific batch function γγγptq.

Heat shock. Growth data for heatshock conditions was modeled using a GP FANOVA

modeling the individual effect of strain, αi. This model has the form

yiptq “ µptq ` αiptq ` εiptq. (3.10)

All metrics for the heat shock condition (OD∆ and ‖OD∆‖, described below) were

computed starting at the 16 hour timepoint, the beginning of the shock. Additionally,

the difference between the ∆ura3 parent and mutant strain was subtracted from all

metrics, which removes any confounding differential growth that occurred between

the two strains prior to the shock initiation.

∆copR complementation. Complementation was modeled as the combined effect of

strain (αi, ∆ura3 or ∆copR), empty vector (β) and presence or absence of the copR

complementation on the plasmid (γ). The FANOVA model for this condition is then

yi,j,kptq “ µptq ` αiptq ` βjptq ` γkptq ` εi,j,kptq. (3.11)

76



There are two states for each effect, and we are interested in estimating the fixed

effect of the copR complementation only under the heat stress condition starting at

16h, so no interactions between condition and strain were needed in this model.

∆cspD1 complementation. Complementation of ∆cspD1 in H2O2 was modeled with

an extension of the model for ∆copR in heatshock (Eq. 3.11). Functions for strain

(α), condition (β), and their interaction pα, βq are included, as in Eq. 3.3. In addition,

a function is included to model the presence or absence of the empty vector γ, as

well as the presence or absence of ∆cspD1 on the plasmid (δ). In this case, we are

specifically interested in the complementation provided by the plasmid-expressed

cspD1 to the ∆cspD1 strain in the H2O2 condition, so we modeled the interaction

of this strain with the condition pβ, δq:

yi,j,k,l “ µ` αi ` βj ` γk ` δl ` pαβqi,j ` pβδqj,l. (3.12)

Significance test. Two metrics were used to assess the significance of the difference

between the growth of each mutant vs. the parent strain under each condition.

The first metric, OD∆, was first computed for each strain under standard condi-

tions as

OD∆ptq “ yi,1ptq ´ y1,1ptq (3.13)

“ αiptq ´ α1ptq ` pαβqi,1ptq ´ pαβq1,1ptq, (3.14)

where i represents the strain of interest. This represents the difference between the

parent strain and TF mutant strain under standard conditions. When comparing

mutant and parent strain under non-standard conditions, the function described in

Eq. 3.14 is used as the control of the difference between parent and mutant strain.

This leads to the formulation of OD∆ under stress conditions as
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OD∆ptq “
´

yi,jptq ´ y1,jptq
¯

´

´

yi,1ptq ´ y1,1ptq
¯

(3.15)

“ pαβqi,jptq ´ pαβq1,jptq ´ pαβqi,1ptq ` pαβq1,1ptq, (3.16)

which is the difference between strain i and the parent strain under condition j,

normalized by the difference between the two strains under standard conditions.

Under this formulation, if the difference between parent and mutant strain is the

same under both standard conditions and one of the stress conditions, OD∆will be

close to zero under the stress condition for that strain. Both formulations of OD∆in

Eq. 3.14 and Eq. 3.16 use effect functions estimated by the GP FANOVA model

and can therefore be calculated from the model posterior samples. The posterior

distribution of OD∆ for each strain under a given condition was used to determine

where a mutant strain and the ∆ura3 parent were significantly different as a function

of time. 95% credible intervals for OD∆ were constructed using the posterior samples

of the GP FANOVA model, and any time point where 0 was not included in the

interval was considered significantly different from the parent strain.

To obtain an overall test to rank-order the significance of the phenotype under

a specific condition, a second metric was derived from OD∆ representing the over-

all magnitude of growth difference between parent and mutant strain. This metric,

‖OD∆‖, was calculated as in Eq. 3.2 which represents the magnitude of OD∆ over the

entire growth curve. Larger values of ‖OD∆‖ indicate growth phenotypes that devi-

ate most from that of the parent strain. This metric can be used to directly compare

different mutant strains for the overall significance of their growth phenotype.

Phenotype networks (Figure 3.3) were constructed and visualized using Cytoscape

(Cline et al., 2007). The ‖OD∆‖ cutoff of 0.337 was used to enable comparison across

mutants and across conditions. This cutoff was chosen to: (a) exclude mutants

whose maximum or minimum OD∆ value was inside the 95% confidence interval; (b)
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exclude mutants outside the top 10% of ‖OD∆‖ values under standard conditions

(Figure 3.2).

3.5.5 Transcript quantitation with qRT-PCR

Samples were harvested at mid-log phase (OD600 « 0.4) and 30 minutes following

shift to 54˝C. RNA was purified using Absolutely RNA Miniprep kit (Agilent Tech-

nologies, Santa Clara, CA) and 500 ng was tested for DNA contamination by PCR

with Taq DNA polymerase (Thermo Scientific, Grand Island, NY) and for integrity

with a 2100 Bioanalyzer (Agilent Technologies, Santa Clara, CA). qRT-PCR primers

(Integrated DNA Technologies, Coralville, IA) are listed in Supplemental Table S3.2.

The iTaq Universal SYBR Green One-Step kit (Bio-rad, Hercules, CA) was used in

20 µl reactions according to manufacturer’s instructions. Quantitative analysis was

performed in a Bio-rad Real-time thermal cycler (Bio-rad, Hercules, CA). Expression

relative to the VNG1756G reference locus (Todor et al., 2013) was calculated using

the ∆∆CT method (Pfaffl, 2001; Todor et al., 2013).

3.5.6 CspD1 validation experiments

Transcriptomics analysis of ∆cspD1 exposed to varying oxygen levels.

Although these data were published previously as part of a larger gene regulatory

network study (Brooks et al., 2014), here we report the details of the experiment

and specific analysis of the effect of ∆cspD1 deletion on gene expression. Briefly,

∆cspD1 mutant and ∆ura3 were grown to mid-logarithmic phase in batch mode in a

New Brunswick BioFlo100 modular bench top fermentor (New Brunswick Scientific)

in CM medium as described in (Schmid et al., 2007). At mid-log phase, oxygen

sparging and agitation were stopped to induce anoxia. Cultures were incubated

anaerobically overnight, then oxygen was sparged and RNA was collected at time

points immediately prior to addition of oxygen and 5, 10, 20, 45, and 180 minutes
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afterwards. RNA extraction, microarray hybridization, scanning, and pre-processing

were conducted as described in (Schmid et al., 2007). Data were analyzed using

a modified ANOVA in the Statistical Analysis of Microarrays (SAM) package in

the TM4 freeware program (Saeed et al., 2006) to determine the final list of genes

differentially expressed in response to oxygen and cspD1 deletion (Supplemental

Table S3.4).

Analysis of PQ transcriptomics data.

H. salinarum NRC-1 wild type cultures in mid-logarithmic phase were exposed to 4

mM PQ and transcriptomics by microarrays were monitored immediately prior to PQ

exposure and 30, 60, 120, and 240 minutes afterwards. These data were previously

described in (Kaur et al., 2010). In this study we performed hierarchical clustering

of these data in the TM4 program to determine which genes were induced and which

repressed in response to PQ. These PQ-responsive gene sets were then filtered to

include only the 132 genes differentially expressed in ∆cspD1 (Figure 3.6C) and

plotted in the R environment base package (Figure 3.6D, (R Core Team, 2015)).

Comparison of CspD1 target genes from EGRIN predictions with transcriptomics
validation data.

EGRIN predictions of CspD1 regulated genes were filtered in Cytoscape (Cline et al.,

2007). For predictions from (Bonneau et al., 2007), cluster residuals ă 0.4 and

CspD1-target gene edge weights ě 0.2 were considered significant; for predictions

from (Kaur et al., 2010), residuals ă 0.4 and edge weight ą 0.1 were considered

significant. These criteria are consistent with those used in the original EGRIN

publications. The significance of the overlap between genes in resultant clusters and

genes differentially expressed in the ∆cspD1 mutant (Supplemental Table S3.4) was

determined using the hypergeometric distribution.
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3.5.7 General statistical methods used for analysis of validation experiments.

OD∆ phenotype correlations and their significance described in Figure 3.4 were cal-

culated in R using the rcorr() function in the Hmisc package (Harrell et al., 2016)

and visualized using the corrplot package (Wei and Simko, 2016). Significance of

overlap between disparate gene lists was calculated by hypergeometric distribution

test. For all gene lists, enrichment in arCOG functional categories (Wolf et al., 2012)

relative to the genomic background were calculated using the hypergeometric test as

described previously (Darnell and Schmid, 2015; Dulmage et al., 2015).

3.5.8 Data availability

Raw and normalized microarray data and metadata from ∆cspD1 exposed to oxygen

are freely accessible at the NCBI Gene Expression Omnibus (GEO) database (Barrett

et al., 2013) (https://www.ncbi.nlm.nih.gov/geo/), accession numbers GSE97933,

GPL22925. Data for PQ gene expression are accessible in the GEO database via

accession GSE17515. Phenotyping data generated in this study are available in the

supplementary material (Table S3). The code repository for the FANOVA model is

freely available at

https://github.com/ptonner/hsalinarum tf phenotype. Code for determining en-

richment in arCOG functional groups is freely available at

https://github.com/amyschmid/histone arCOG (Dulmage et al., 2015).
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Table 3.1: Strains used in this study with known phenotypes and functions, and
types of evidence previously generated for each strain.

Condition Strains References K
O
gr
ow
th

G
en
e
E
xp
re
ss
io
n

T
F
-D
N
A
bi
nd
in
g

M
et
ab
ol
om

ic
s

Oxidative
Stress

∆rosR,
∆VNG0194H,
∆hrg,
∆sirR,
∆asnC

Plaisier et al., 2014;
Sharma et al., 2012;
Tonner et al., 2015; ?

X X X

Nutrient
acquisition ∆trmB

Todor et al., 2015;
Schmid et al., 2009;
Todor et al., 2013;
Todor et al., 2014

X X X X

Manganese
and iron
homeostasis

∆idr1,
∆idr2,
∆sirR

Kaur et al., 2006;
Schmid et al., 2011 X X X

Copper
overload ∆copR Kaur et al., 2006;

Plaisier et al., 2014 X X X

Table 3.2: Functions significantly enriched among CspD1 target genes under fluctuat-
ing oxygen conditions. p-values result from hypergeometric test in arCOG categories.

Condition Category p-value
Aerobic Coenzyme transport and metabolism 2.48 ˆ 10´4

Energy production and conversion 6.33 ˆ 10´3

Translation; ribosomal structure and bio-
genesis

5.68 ˆ 10´20

Anaerobic Amino acid transport and metabolism 1.81 ˆ 10´3

MCB-1417750, -1615685, and CAREER-1651117 to A.K.S.; DMS-1407622 to S.S.;

and NSF Graduate Student Research Fellowship to P.D.T.
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4

Hierarchical Bayesian Modeling of Functional
Phenotypes

Functional phenotypes, e.g. time-series, are ubiquitous in studies of biological sys-

tems, and are often leveraged for greater understanding of the underlying system.

Functional phenotypes are a combination of the response of interest, and various

technical factors confounding the measurements. Accurate models of functional phe-

notypes therefore should account for these technical factors directly. We develop a

hierarchical Bayesian model of functional phenotypes, that captures both biologi-

cally relevant functional responses and technical variation. We apply the model to

microbial population growth data, and show that we can recover the true growth

phenotype while controlling for technical variation in the data. Accounting for ran-

dom effects in the model leads to more conservative estimates of the biological effect

of interest, which better accounts for the uncertainty due to technical variation in

the data. Further, models that do not consider technical variation often generate

false-positives with regard to functional effects.
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4.1 Introduction

Functional phenotypes, wherein the response variable is an unknown function of

one or more independent variables, are widespread in studies of biological systems.

Arguably the most abundant functional measurement, time-series, have been used

extensively in genome-wide transcriptomic studies, and more recently in microbial

community measurements and single-cell RNA-seq (Bar-Joseph et al., 2012; Aijo

et al., 2016; Reid and Wernisch, 2016). Other functional phenotypes include dosage

response to varied drug concentrations, response surfaces of synergistic and antag-

onistic antibiotic interactions, and metabolome measurements through liquid chro-

matographymass spectrometry (Theodoridis et al., 2011). Functional measurements

improve the understanding of biological systems — the dynamics of a system better

identify the relationship between components of interest, such as the regulation of

one gene by another, than non-functional measurements (Pournara and Wernisch,

2008). While powerful, functional measures are also confounded by technical factors,

such as differences in reagents, experimenters, or labs (Hu et al., 2005; Nicholson

and Holmes, 2017; Bradley et al., 2016; Draper et al., 2017). As has been shown for

non-functional data, failure to control for these effects raises the risk of false posi-

tives and jeopardizes reproduciblity (Leek et al., 2010). Therefore, a joint model of

biological and technical effects for functional phenotypes is needed.

Factors affecting functional measurements can be divided into two components:

fixed effects and random effects (Searle et al., 1992; Scheipl et al., 2015). Fixed effects

are assumed to be drawn from a finite set of perturbations of interest, for example

the effect of different concentration of a chemical on growth, that are entirely repre-

sented in the dataset. Random effects, conversely, correspond to effects drawn from a

population of effects, of which the current data only samples a subset. For example,

repeating the same experimental design over many batches corresponds to sampling
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the random batch effect from the theoretical population of all possible experiments

that could be conducted (Aryani et al., 2015; Van Derlinden et al., 2011). Random

effects may themselves be of interest — assaying a set of genetic backgrounds may

be viewed as sampling from the population of all possible genetic variants (Spor

et al., 2010; Heydari et al., 2016; Reimherr and Nicolae, 2016). Models of func-

tional data containing both fixed and random effects, known as mixed models, have

focused primarily on spline basis representations of functional effects and adapting

non-functional mixed model techniques to these bases representations (Scheipl et al.,

2015; Greven and Scheipl, 2017). However, functional models in computational bi-

ology have recently been developed using the broader class of functional models —

Gaussian processes (Aijo et al., 2016; Reid and Wernisch, 2016; Tonner et al., 2016).

Gaussian processes (GPs) are a non-parametric distribution on functions, which

specifies a multivariate normal distribution for any finite number of function obser-

vations (Rasmussen and Williams, 2006). GPs have been used to model time-series

gene expression, genome-wide association studies, and microbial population growth

(Äijö et al., 2012; Fusi and Listgarten, 2016; Tonner et al., 2016; Darnell et al., 2017).

Hierarchical GPs have also been developed to represent random effects in functional

data (Hensman et al., 2013b; Poynor and Munch, 2017). A hierarchical GP model

has not been incorporated into a general functional mixed effects, however. Further,

there is a need to develop this framework within a full Bayesian model in order to

use it as a component of larger models.

Microbial population growth studies are a useful measure for developing a gen-

eral model of functional phenotypes due to their relatively low cost compared to

high-througput “-omics” measures, while still providing power in identifying effects

due to genetics and the environment (Darnell and Schmid, 2015; Woodruff et al.,

2013; Aryani et al., 2015). Typical analysis of microbial population growth involves

inferring parametric models that match the assumptions of standard growth condi-
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tions — three successive growth phases during which (1) the population adapts to its

current environment, (2) the population grows exponentially at a maximal rate, and

(3) the population exhausts the available nutrients or otherwise saturates the culture

leading to growth termination (Zwietering et al., 1990). Recent studies have shown

that the estimates of parameters in these models are uncertain (Pouillot et al., 2003;

Nauta, 2000; Aryani et al., 2016). This uncertainty arises both from factors of bio-

logical interest, such as differences in genetic background and environment, as well as

uncontrolled noise from experimental manipulation of microbial cultures, and can be

modeled using fixed and random effects (Lianou and Koutsoumanis, 2013; Arroyo-

Lpez et al., 2009; Liu et al., 2016; Carlin et al., 2013; Tonner et al., 2016). Beyond

parameter uncertainty, parametric population growth models have additional limita-

tions. Most notably, when population growth deviates from the standard sigmoidal

shape assumed in parametric models, secondary models must be developed on a case

by case basis for each new experimental perturbation (Peleg and Corradini, 2011;

Peleg et al., 2012). Additionally, in certain cases such as extreme stress or strongly

deleterious mutations, no parametric growth model accurately represents the growth

curve, regardless of secondary model (Tonner et al., 2016).

Population growth measurements are particularly vital to the study of stress re-

sponse. Stress occurs constantly in the environment: as conditions change, mild to

severe cellular damage occurs, and cells must regulate their molecular components

to survive. Stress can be studied experimentally by perturbing growing microbial

populations and measuring the change in population growth relative to a control

(Darnell and Schmid, 2015). For example, oxidative stress, arising from the buildup

of reactive oxygen species, causes damage to many critical cellular components, in-

cluding DNA, protein, and lipids (Imlay, 2003, 2013; Wu et al., 2012). Inducing

oxidative stress through chemicals such as hydrogen peroxide and parquat can be

used to study oxidative stress response and survival (Kaur et al., 2010). One organ-
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ism particularly adapted to oxidative stress resistance is Halobacterium salinarum

(Tonner et al., 2015; Sharma et al., 2012; Kaur et al., 2010). H. salinarum is a

model organism for transcriptional regulation in the ancient third domain of life, the

Archaea, and has been previously shown to be highly resistant to oxidative stress

(Ng et al., 2000; Soppa, 2006; Leigh et al., 2011; Tonner et al., 2015; Sharma et al.,

2012; Kaur et al., 2010).

Here, we analysis a dataset of H. salinarum growth under high and low levels

of oxidative stress, combining data from published and unpublished data over nine

batches, to model hierarchical random effects in population growth. We develop a

Bayesian functional mixed effects model with Gaussian process priors on functional

effects as a general model of functional phenotypes. We show that microbial pop-

ulation growth measurements of H. salinarum provide a rich dataset on which to

identify fixed and random functional effects. Our model recovers fixed effects due to

high and low levels of oxidative stress, while also correcting to random effects from

multiple sources. Notably, we show that in cases where the effect size of random ef-

fects is comparable to that of fixed effects, mixed modeling is necessary for accurate

quantification of model uncertainty: if random effects are not included in the model,

treatments are erroneously considered significant.

4.2 Results

4.2.1 A Hierarchical Bayesian Model of Functional Phenotypes

We first assumed that a set of functional observations are driven by a latent process

µpxq (Fig 4.1A, blue curve). Additionally, a functional treatment effect, δpxq, arising

from a controlled perturbation on the data generating process, may also be of interest

(Fig 4.1A, orange curve). We next assume that measurements of this model are

confounded by hierarchical functional random effects driven by two sources: batch

and replicate. A batch is an experimental unit including multiple measurements of
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various experimental designs, with systematic differences between measurements in

different batches (Leek et al., 2010). We assume that the batch effect on functional

data is itself a function, leading to variations around the true functions µpxq and δpxq

(Fig 4.1B). Replicate variation occurs within a batch of experiments, and corresponds

to the difference of each individual functional measurement against its corresponding

fbatchpxq (and δbatchpxq if applicable, Fig 4.1C). Each individual functional replicate

generated by this model is then a combination of the true µpxq and δpxq, and its

corresponding batch and replicate effects (Fig 4.1D). In both cases of replicate and

batch variation, we model them as random effects, in particular because the variation

due to both sources cannot be replicated (e.g. a specific batch effect cannot be

purposefully re-introduced in subsequent experiments) and are instead assumed to be

sampled from a latent super-population (Gelman, 2005). More complicated designs

can be modeled in the functional linear model framework, which we do not consider

here but can easily be represented by our model (see Materials and Methods).

We next developed a hierarchical Bayesian model for the functional phenotype

data described above. In a hierarchical model, dependencies between related param-

eters are used to build a joint model that shares information across measurements

while also identifying their differences (Gelman et al., 2013). In our case, there is a hi-

erarchical relationship between the true functions µpxq and δpxq and their batch and

replicate effects (Fig 4.1). We assign Gaussian process (GP) priors to all functions

in our model. GPs are a non-parametric models that are well adapted to modeling

infinite dimensional stochastic processes, e.g. functions (Rasmussen and Williams,

2006). We enforce a hierarchical structure on the model by grouping functions to-

gether based on their relationship to the data. The functions µpxq and δpxq are

assigned their own groups, while the batch and replicate effects are grouped under

priors for batch and replicate, respectively. Additionally, the hierarchy between true

functions, batch effects, and replicate effects is achieved by assigning the mean for
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Figure 4.1: Hierarchical model of functional data. (A) Functional phenotypes
µpxq (blue), µpxq ` δpxq (orange), and δpxq (green curve in inset). (B) Batch effects
on µpxq and µpxq ` δpxq. Each plot is a different batch, solid lines are the true
functions as in (A), and the dashed lines are the observed batch effect of µpxq and
µpxq ` δpxq for the corresponding batch. (C) Replicate effect within batches. Each
axes is a different replicate, solid and dashed lines as in (B), dotted-dashed line is the
observed replicate function. (D) Observations from the model described in (A-C).
Each curve is sampled with a mean drawn from the global mean with added batch
and replicate effect (dotted-dashed lines in C). Each axes is a different batch. The
smooth solid lines are the true functions µpxq and µpxq ` δpxq in (A).

each random functional effect equal to the value of its parent process: the mean for

batch effects is set to the true process and the mean of the replicate effect is set to the

mean of its corresponding batch. We specify three models of increasing complexity

that incorporate different components of hierarchical functional effects. This first

model is Mnull, which has no hierarchical random effects. Second, batch variation in

incorporated in Mbatch. Finally, Mfull incorporates both batch and replicate variation.

4.2.2 Random effects in population growth data

In order to develop a hierarchical model of functional phenotypes, we considered pop-

ulation growth measurements of the hypersaline adapted microorganism, Halobac-

terium salinarum. Here, we evaluated H. salinarum’s response to low and high levels

of oxidative stress (OS) induced via 0.083 mM and 0.333 mM of paraquat (PQ), re-
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Figure 4.2: Variation in population growth. (A) Population growth measure-
ments of H. salinarum under standard conditions (blue), and low (orange) and high
(green) levels of oxidative stress. Individual measurement curves are replicates and
each block is a different batch (roman numerals used for reference in text). (B)
Individual replicate curve residuals around the mean of the respective batch. Only
standard conditions is shown. (C) KDE of µmax estimates under each batch for
each condition. Crosses indicate significant difference between µmax under standard
growth and each oxidative stress condition (one-sided t-test, p ă 0.05). (D) Residual
of the mean behavior for each batch around the global mean (standard condition
only). (E) KDE of µmax for all data. Crosses indicate significant difference between
µmax standard conditions and each oxidative stress level (one-sided t-test, p ă 0.05)

spectively (Fig 4.2A). The OS responses of H. salinarum were compared to a control

of standard growth, representing optimal conditions for the population. Importantly,

the experimental design was replicated in biological quadruplicate, technical tripli-

cate, across nine batches (Fig. 4.2A, individual curves and axes), which allowed us

to test our hierarchical functional effects model on population growth.

The replication in our dataset, multiple batches and replicates within each batch,

allow us to determine the impact of these factors on growth. When considering

H. salinarum growth under standard conditions in a single growth experiment, the

residual of each curve around the mean is considered to be the replicate variation

(Fig. 4.2B). Batch variation occurs between groups of replicate curves: in this case,
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a single run of the high-throughput growth measurement instrument (Fig. 4.2A,

individual axes). Similar to replicates, we expect each batch to have a shared residual

around the global mean growth (Fig. 4.2D). Throughout this study, we only compare

replicates that are contained within the same batch. This is due to the nested

structure between batch and replicates, e.g. replicates occur within batches, and

comparing replicates across batches will confound the analysis with the batch effects

present between them. Different definitions of replicate or batch could be appropriate

in other settings, and additionally other sources of variation could be considered as

needed. We focus on replicate and batch variation as defined here because they

appear to be the primary technical variates affecting our data. In particular, the

noise due to both replicate and batch do not appear to be independent identically

distributed (iid), as observed in the correlated residuals around the mean for each

experimental variate (Fig. 4.2B and D). The variation due to batch and replicate

in this data indicated that it was sufficient for testing models of random functional

effects in population growth.

As an additional validation of the effects of batch and replicate on our data, we

tested the ability of parametric growth curves to model our population growth data

(Fig 4.2 C and E). We focused on µmax, the maximum growth rate obtained by the

population, as this is the most commonly used parameter for comparisons between

conditions (Beer et al., 2014). As expected, variation in µmax estimates was observed

both on the replicate and batch level (Fig. 4.2C and E). First, on the replicate

level, variation is observed in µmax estimates between replicates within a batch, as

shown by the kernel density estimates (KDE) for each stress level (Fig. 4.2C). When

comparing µmax across batch, there are differences in both the estimate of µmax

for each condition, as well as the fixed effects on µmax due to oxidative stress. For

example, under batch i, the effect on µmax under low oxidative stress is not significant,

as calculated using a one sided t-test, but the difference is significant under all other
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batches. Additionally, under batch vi, there is no difference between µmax under

low and high OS, but there is a difference in other batches. This also impacts the

conclusions made by pooling all µmax estimates from all batches (Fig 4.2E). In this

case, the variance in µmax is remarkably high: the 95% confidence interval for µmax

under standard growth is 0.050—0.141, a nearly 3 fold change between the lower

and upper interval limits. So, while the t-test conducted on µmax estimates between

standard conditions and each stress level is statistically significant (Fig 4.2E), it is

difficult to conclude what the true magnitude of the stress effects may be, and also

to what degree the variation due to replicate and batch should inform biological

conclusions.

4.2.3 Control of random effects under a single condition

We first constructed a model that captured experimental variability due to repli-

cate and batch under a single experimental condition. We considered H. salinarum

growth under standard conditions, e.g. no stress due to oxidative damage, and es-

timated a single mean function, µpxq. µpxq represents the true, latent growth curve

of interest. We first estimated µpxq for each batch separately with Mnull (Fig. 4.3A).

This represents the analysis that would be conducted given any set of experiments

from a single batch. The model fits to each separate batch reveals that the posterior

of µpxq for each batch is highly variable — there are significant differences between

posterior intervals of µpxq across batch. This is despite the fact that the experi-

mental condition, and therefore µpxq, has not changed between batches. Therefore,

the µpxq intervals estimated by any single batch does represent the distribution of

µpxq that may be observed under a new batch. Additionally, the uncertainty to

µpxq, represented by the width of the 95% confidence interval of µpxq, is quite low,

implying high confidence in the µpxq interval for each batch. Therefore, inference of

µpxq under a single batch both fails to capture the likely distribution of µpxq across
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Figure 4.3: Modeling replicate variation under a single condition. (A)
Individual mean functions (µpxq) for each batch estimated using Mnull. (B) Mean
function posterior interval for Mnull (blue), Mbatch (orange), and Mfull (green). Solid
line is the mean and shaded regions represent 95% credible regions. Inset shows
the difference between each model interval and the posterior mean of Mnull. (C)
Individual batch function posterior intervals for Mbatch and Mfull. Solid lines and
shaded regions as in (B). (D) Variance components posterior 95% credible intervals
for Mnull (top), Mbatch (middle), and Mfull (bottom). Variance components are iid
noise (σ2

y, red), batch variance (σ2
γ, orange), replicate variance (σ2

β, green) and mean

function variance (σ2
µ, blue).

batches while also being extremely confident in the inaccurate µpxq interval.

Due to the apparent effect of batch on growth, we expanded the model to include

data across batches. We first estimated µpxq under Mnull, pooling all observations

of H. salinarum growth under standard conditions across all batches, but not mod-

eling any batch or replicate variation (Fig 4.3B, blue intervals). We then estimated

µpxq under Mbatch and Mfull, modeling batch variation and both batch and replicate

variation, respectively (Fig 4.3B, orange and green intervals). We found that the

posterior mean of µpxq for both Mbatch and Mfull was consistently larger than than

that of Mnull, but this difference was not significant (Fig 4.3B, inset, significance
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determined by 95% posterior probability interval).

We next examined the batch replicate variability estimated by Mbatch and Mfull

(Fig. 4.3C). The functions representing each batch, γjpxq estimated by both Mbatch

and Mfull were similar, but the intervals estimated by Mfull were slightly less smooth

than those estimated by Mbatch. This is reflected in the posterior of the length-scale

parameter in these two models: the length-scale of Mfull is smaller than that of Mbatch

(Fig 4.6). We also see the uncertainty in µpxq, as represented by the width of the

95% credible region for the function, is higher for both Mbatch and Mfull than for

Mnull (Fig 4.3B). Interestingly, the interval width under Mfull was smaller than that

of Mbatch, indicating that while considering batch and replicate variation increases

the uncertainty of the estimate compared to Mnull, this uncertainty is decreased when

compared to the effects of modeling batch alone.

Comparing the variance components between the three models (Fig 4.3D), we

see, under all three models, that the noise variance does not exceed the variance

attributed to the function of interest, µpx). This has important implications for

estimating functions we are interested in: if the noise variance exceeds that of the

function of interest, the study may be underpowered. Additionally, the variance

accounted for by the term σ2
y estimated in Mnull is now distributed in Mbatch and

Mfull between the residual variance σ2
y and the variance due to batch and replicate

(σ2
γ and σ2

β). As we add variance components for batch and replicate, the residual

variance decreases as more of the error is modeled by random functional effects.

4.2.4 Control of random effects under multiple conditions

After determining that random effects from batch and replicate affect the conclusions

made for a single condition, we then sought to test the same analysis on the com-

parison of multiple growth conditions. We applied our model of replicate and batch

variation to H. salinarum growth under standard condtions compared to growth
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under low and high levels of OS. Analyses with parametric models suggested that

the difference between H. salinarum under standard conditions and each oxidative

stress level depended on both batch and replicate, thus we expected controlling for

this variation using our model would improve the resulting conclusions (Fig 4.2A).

We first estimated a baseline model that contains both a global mean function µpxq

and an oxidative stress effect function δpxq (Materials and Methods, Eq 4.4). This

model was first fit to each batch separately with Mnull (Fig. 4.4). Under both low

and high oxidative damage, we see that the estimated effect of paraquat (δpxq) varies

with batch (Fig. 4.4A,B). This is of more consequence under the low oxidative stress

condition, where both the significance of δpxq and the sign differ between batches. A

similar variability is seen under high oxidative stress, but due to the stronger effect

of the perturbation the batch and replicate effects do not dominate the conclusions

made about δpxq.

Given the different estimates of δpxq across batches, we applied the full model

to simultaneously incorporate all data, using Mbatch and Mfull. We estimated Mnull,

Mbatch, and Mfull for H. salinarum growth under low oxidative stress (Fig 4.4C).

Notably, the estimate of δpxq under this condition is significant for Mnull, but fewer

time-points are significantly non-zero under Mbatch and Mfull. Therefore, controlling

for batch and replicate effects in the low OS condition leads to more uncertain esti-

mates of δpxq, and the significance of δpxq under Mnull may be innacurate. We next

considered H. salinarum response to high oxidative stress (Fig 4.4D). This perturba-

tion is much stronger and as such is less affected by batch and replicate noise. δpxq

under all three models was considered significantly different form zero and there is

insignificant difference between the three model estimates.

We then compared the variance components in the different models under low

OS (Fig 4.4E). The effect sizes of different model parameters, represented by the

posterior variance of each GP prior kernel, are all nearly equal between Mnull, Mbatch,
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Figure 4.4: Modeling random effects under multiple conditions. (A) Low
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is a different batch of experiments. (B) Effect function high oxidative stress under
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and Mfull except for the noise variance σ2
y. As in the model for a single experimental

condition, the addition of batch and replicate random effects leads to a decrease in

the observation noise σ2
y as more of the variance is partitioned between batch and

replicate effects. Additionally, as the effect sizes of µpxq and δpxq remain unchanged

between Mnull and Mbatch or Mfull, the decrease in σ2
y is fully attributable to the

addition of batch and replicate random effects.

Finally, the posterior uncertainty of δpxq, represented by the interval width, was

compared between the three models (Fig. 4.4F). The uncertainty of δpxq under Mbatch

and Mfull was compared to that of Mnull. Under both low and high OS conditions,

the uncertainty in δpxq is higher under the hierarchical models than under Mnull.

Interestingly, as with the single condition analysis, the uncertainty in δpxq was highest

when accounting only for batch, while decreasing when considering both batch and
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replicate effects in Mfull.

4.3 Discussion

Here, we provide a framework to test for and control arbitrary sources of random

effects in functional phenotypes (Fig. 4.1), and validate the model on a study of

microbial population growth data. We show that random effects are present in

this data, and should be modeled in downstream analysis (Fig 4.2). We use our

hierarchical Bayesian model to identify significant presence of random effects, as well

as control for them in estimating growth behavior of interest (Fig. 4.3). Additionally,

we have shown that not controlling for these variants can have severe impact on the

conclusions made in a modeling study (Fig. 4.4). Hierarchical modeling of functional

effects in population growth therefore provides a robust method for improving the

conclusions of microbial physiology studies.

We focus on replicate and batch variation in this study, however there are many

other variation sources that could be modeled with the methods presented here. For

example, multiple biological replicates for each condition in each batch were con-

ducted for the data presented in this study. Biological replicate could be included

as another source of variation in the data, but was not considered here because

the effects appeared minimal. Additional technical variates relevant in other stud-

ies may include differences between labs, experimental material, or starting culture

genetic background (Delignette-Muller and Rosso, 2000; Koutsoumanis and Sofos,

2005; Ryall et al., 2012; Jaloustre et al., 2012; Van Derlinden et al., 2011).

Single-cell variability has been studied extensively in recent years, and it has

been shown that large differences in behavior exist between individual cells (Avery,

2006). However, the effect of single-cell variation on large scale population growth

studies like those considered here are likely to be negligible: single-cell dynamics

are relevant when dealing with small number of cells, but their effect diminishes

97



rapidly as the number of cells grows and the population behavior converges towards

the average (Avery, 2006; Koutsoumanis and Lianou, 2013). However, even at large

population sizes, variability still exists in growth measurements between populations

(Koutsoumanis and Sofos, 2005; Koutsoumanis, 2008) (Figs. 4.2). In this case, other

experimental variables are effecting the measurements and particular care should

be taken to control for this variability when making conclusions about biological

phenomena (Nauta, 2000; Delignette-Muller and Rosso, 2000; Aryani et al., 2015).

Additionally, while not considered here, the model presented would be particularly

well adapted to analyses of populations where the initial population size is small

enough to have significant impact on the resulting growth curve due to the ability

to directly model functional random effects in the data, in this case the effect of

starting culture size (Koutsoumanis and Sofos, 2005; Koutsoumanis, 2008; Oscar,

2006, 2008).

In high-throughput gene expression experiments, there has been considerable

interest in controlling for different experimental sources of variation, broadly labeled

as batch effects (Leek et al., 2010). These studies have shown that data-sets belonging

to different batches can not be directly compared without the potential for erroneous

conclusions (Johnson et al., 2007). In addition, experimentation should be guided

with the knowledge of batch effects, in particular experiment replication should be

planned at the outset in order to ensure that batch variation does not influence

the conclusions of an experiment (Hu et al., 2005). Despite the prevalence of batch

effects shown in high-throughput gene expression experiments, similar analyses are

less common in high throughput growth experiments. We have shown that controlling

for sources of variation in growth data, particularly due to batch, are an important

step in making accurate biological conclusions (Figs 4.4). Similar conclusions would

likely be made when considering other functional phenotypes.

Functional phenotype measurements are becoming more common as the costs of
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data generation decrease. Recent biological studies of the microbiome, single-cell

RNA-seq and genome-wide association studies have taken functional measurements,

and used functional models for their analysis (Aijo et al., 2016; Reid and Wernisch,

2016; Svishcheva et al., 2016). These studies have not considered the inherent hi-

erarchical nature in their data. Structured variation due to technical factors, such

as differences in laboratory protocols, as well as biologically relevant factors, for ex-

ample differences between individual patients, is all but guaranteed to be present in

these data. Our model provides a framework for hierarchical Bayesian inference of

functional phenotypes, that can represent random effects due to both technical noise

and biological processes of interest.

4.4 Materials and Methods

4.4.1 Experimental Growth Data

Starter cultures of H. salinarum NRC-1 ∆ura3 control strain (Peck et al., 2000) were

grown at 42˝C with shaking at 225 r.p.m. to an optical density at 600 nm (OD600)

„ 1.8 ´ 2.0 in 3 mL of Complete Medium (CM; 250 NaCl, 20 g/l MgSO4 7H2O, 3

g/l sodium citrate, 2 g/l KCl, 10 g/l peptone) with uracil (50 µg/ml). Cultures were

then diluted to OD600„ 0.05 for growth analysis in a high throughput microplate

reader (Bioscreen C, Growth Curves USA, Piscataway, NJ). In this instrument, the

growth of 200 independent 200 µL cultures at 42˝C with high amplitude shaking was

monitored automatically by OD600every thirty minutes for 48 hours. High and low

levels of chronic oxidative stress were induced by adding 0.333 mM and 0.083 mM

of paraquat to the media, respectively.

4.4.2 Parametric model estimation

Growth curve models were estimated using the grofit package in R (Kahm et al.,

2010). The logistic model was used to fit each curve. Kernel density estimates of
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parameter distributions were calculated with the scipy package (Millman and Aivazis,

2011).

4.4.3 Gaussian Processes

A Gaussian process defines a non-parametric distribution on an infinite dimensional

functional process fpxq, in which any finite set of values of f are distributed according

to a multivariate normal distribution (Rasmussen and Williams, 2006). A GP is fully

defined by a mean and covariance function (mpxq and κpx, x1q, respectively):

fpxq „ GP
´

mpxq, κpx, x1q
¯

. (4.1)

In non-parametric function estimation, as we perform here, mean function mpxq is

typically set to 0. which we do so here. We use the covariance function defined by a

radial basis function (RBF) kernel:

κpx, x1q “ σ2
¨ exp

´

´|x´ x1|2

`

¯

, (4.2)

where σ2 is the variance and ` is the length-scale. The parameter σ2 controls the

overall magnitude of sampled functions, and ` controls the expected smoothness (e.g.

higher ` makes smoother, slower varying functions more likely). In the process of non-

parametric modeling, these parameters are adaptively estimated from the available

growth data.

Hierarchical GP models of functional phenotypes

We first define the two modeling tasks we wish to test in this study: estimating a

mean growth profile and estimating a perturbation effect on growth. For estimating a

mean growth profile, as in the case for measuring a single condition, a mean function

µpxq is estimated from the data such that each curve observation yrpxq is

yrpxq “ µpxq ` εrpxq. (4.3)
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When estimating the effect of a perturbation on growth, as in the case of oxidative

stress, we add a second function αpxq that represents the effect of the stress being

considered. The model then becomes

yrpxq “

#

µpxq ` εrpxq if standard growth

µpxq ` δpxq ` εrpxq otherwise.
(4.4)

Both µpxq and δpxq are given GP priors,

µpxq „ GP p0, κµq (4.5)

δpxq „ GP p0, κδq, (4.6)

where κµ and κδ are RBF kernels with hyperparameters tσ2
µ, `µu and tσ2

δ , `δu, respec-

tively.

We define three models characterizing random functional effects. The simplest

model, Mnull, has no random effects and represents a baseline to compare other

models against and corresponds to the model specified above (Eqs. 4.3,4.4). Batch

variation is represented in Mbatch. In this case, the mean function µpxq (and δpxq if

present) for an observation yipxq from batch i are drawn from GPs with prior mean

equal to µpxq (and δpxq:

µipxq „ GP pµpxq, κµ,batchq (4.7)

δipxq „ GP pδpxq, κδ,batchq, (4.8)

where κµ,batch and κδ,batch are RBF kernels with hyperparameters tσ2
µ,batch, `µ,batchu

and tσ2
δ,batch, `δ,batchu, respectively. Finally, Mfull models variation due to both repli-

cate and batch. Batch effects are modeled the same as for Mbatch, and a second layer

of GP priors is assigned for each replicate. Rather than sampling each replicate func-

tion directly, we marginalize this function when sampling from the posterior. This

greatly reduces the number of functions being sampled under Mfull, which improves

MCMC convergence time.
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Each group GP prior is defined using its own RBF kernel with independent

variance and length-scale parameters (θl “ tσ
2
l , `lu). σ2

l for each group is assigned

Gapα, βq and length-scale parameter `l is assigned an inverse-Gamma prior with user

defined prior hyperparameters. The noise variance parameter σ2
y was also assigned

a gamma prior. Posterior sampling using Markov chain Monte Carlo (MCMC) was

performed with the Stan library, which uses a Hamilitonian Monte-Carlo procedure

with No-U-turn sampling (Carpenter et al., 2017). All posterior samples were quality

checked to have an R̂ ă 1.1, as is recommended (Brooks and Gelman, 1998).

4.4.4 Source Code

All code for this study is available at https://github.com/ptonner/experimental-variation.

4.5 Supplementary Material
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5

Conclusion

5.1 Summary

In Ch. 2, we consider the problem of detecting statistically significant effects on

growth due to genetics and stress using our Bayesian growth rate effect analysis and

test (B-GREAT) model. Both genetic background and stress as modeled as covariates

in addition to time. In the case of testing a single effect, such as genetic background,

only a single covariate is added. When testing mulptiple effects, namely genetic

background and stress, a covariate is added for each effect as well as an interaction

term. For each test, a null model is constructed by removing the covariate of interest

for the condition — either the genetic background covariate or the interaction term,

for testing a single effect or two, respectively. We then computed a Bayes factor

score between the full and alternative model, representing posterior odds of the full

model over the alternative. This score was then false discovery rate corrected by

developing a permutation test to generate a pseudo-null distribution of Bayes factor

scores. This model was able to recapitulate previous findings with regards to the

known genetics of H. salinarum and yeast, while also identifying new phenotypes.

B-GREAT addresses the general problem in microbial physiology of how to draw
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conclusions from microbial population growth data. Solutions have historically been

focused on using parametric growth models and inferring the effect of perturbations

on growth parameters (Beer et al., 2014). This is not a feasible solution in cases where

growth is measured under non-standard conditions, however, and alternative metrics

must be developed (Altnta et al., 2016). B-GREAT can be adapted to identifying

various growth metrics of interest, as shown in its ability to recover standard growth

parameters, while also providing a unified metric of statistical significance through

Bayes factor score. B-GREAT therefore is a useful model for general analysis of

microbial physiology.

In Ch 3 we consider a full Bayesian model of microbial population growth using

Gaussian process priors in a functional analysis of variance (FANOVA). We model

the effects of genetics and stress across twenty seven H. salinarum mutants under

standard growth and four stress conditions, and the interactions between all effects.

We construct a time-dependent metric of growth difference in this model, OD∆, which

can track the stastical significant of effects on growth over the entire experiment. We

also calculate a summary metric of the growth differences, ‖OD∆‖, which represents

the overall magnitude of growth differences during the experiment. OD∆ allows us

to identify both times where growth deviates significantly due to genetics and stress,

as well as whether this deviation is positive or negative, while ‖OD∆‖ allows us to

compare all growth phenotypes, regardless of their trajectory. Using this model, new

genetic phenotypes were identified for both novel transcription factors and those that

had been previously characterized. Bayesian FANOVA with GP priors therefore is a

flexible model for identifying microbial population growth phenotypes in a variety of

conditions. This model expands on the capabilities of B-GREAT by improving the

scalability of the model to larger datasets. While B-GREAT was limited to inferring

the effect of a single perturbation at a time due to the poor scaling properties of

GPs as input dimension grows, our Bayesian FANOVA model takes advantage of
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the structure of growth data across time-points. Specifically, there are over 200,000

data-points in the TF physiology screen. This data set considered without any

simplifications would be infeasible for GP inference due to the Opn3q computational

cost as a function of input size n. However, we take advantage of the fact that

only 96 unique time-points considered (zero to forty eight hours every half hour)

to drastically decrease the cost of inference for the functions of interest, which are

now inferred at only 96 distinct time-points. This allows the model to be applied

to drastically larger datasets than those considered in B-GREAT and all parameters

inferred can be directly compared.

In Ch 4 we examine the presence of random effects from technical sources in mi-

crobial population, and how this impacts modeling conclusions. This was motivated

by findings of batch specific behavior in microbial population growth in previous

studies (Chs. 2,3). As random effects have been shown to strongly confound con-

clusions in high-throughput genomic studies, we expected that random effects would

be an important component in population growth studies as well. We started buy

expanding the full Baysian FANOVA model of Ch. 3 to include hierarchical random

effects, also modeled with GP priors. We found that when random effects are consid-

ered in the model, the uncertainty in functional effects increases. Importantly, the

significance of smaller effect sizes appears to be inflated under models not considering

random effects — the increased uncertainty under a hierarchical model leads to more

conservative estimates of functional effects. Due to the impact of modeling random

effects in population growth data, we expect our model to be useful in more accu-

rately modeling future population growth studies. Additionally, the results provide

strong evidence for the need for replication, especially across batches.
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5.2 Future Directions

5.2.1 Extensions of Gaussian process population growth modeling

A number of additional applications of the Gaussian process modeling considered in

this dissertation could be adapated to other areas of interest in microbial population

growth models. I discuss two here: (1) modeling of combinatorial effects, and (2)

change-point modeling.

The work considered in this dissertation has focused on individual treatments (e.g.

genetics and stress), and the interaction between them. In Ch 2 we considered cases

where the treatments come from one of two levels, e.g. a single parent or mutant

strain. In Ch 3 we consider multiple levels for genetic and condition treatments,

but there is not a specific relationship between the individual levels. However, their

are certain cases where the relationship between different treatments is directly of

interest. Perhaps most notable is when considering the synergistic effects of antibiotic

treatment (Greco et al., 1995). In these studies, multiple drugs are administered to

microbial populations and the impact on cell survival, relative to the individual

impact of each drug separately, is used to quantify the synergy, antagonism, or

null interaction between the drugs (Twarog et al., 2016). Standard models exist for

quantifying these interactions based on parameters extracted from population growth

data (Cokol et al., 2014). The GP models developed in this dissertation, however,

could directly model the growth data under various exposure levels to antibiotics,

and quantify their interaction as additional functions. This would be similar to the

FANOVA framework considered in Ch. 3, with a different factor for each antibiotic

and treatment levels for each antibiotic concentration. The difference in this case

is that their would be a direct relationship between treatment levels, due to their

shared antibiotic meaning. Therefore, this information could be used in constructing

more informative GP priors for these effects — perhaps by explicitly ordering the
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treatment levels to be in increasing antibiotic concentrations and adjusting the GP

prior mean to be negative reflecting the expected detriment that would be caused by

increasing antibiotic concentration. Alternatively, all antibiotic concentrations could

be included in the model as a covariate, thereby inferring a smooth response surface

as a function of both time and antibiotic concenration (Kong and Lee, 2006).

Microorganisms are often stochastically exposed to drastic changes in their en-

vironment, requiring rapid response in order to ensure survival (Gasch and Werner-

Washburne, 2002). Testing these responses in the lab involve so-called “shock” ex-

periments, examples including heat-shock, ethanol-shock, and osmotic-shock (Rep

et al., 2000; Alexandre et al., 2001). Growth is often an important component of

a population’s stress resistance — slower growing populations often are more stress

resistant (Lu et al., 2009). In light of the importance of population growth to these

studies, a Gaussian process model of growth under shock experiments would be

useful. Fortunately, the theoretical equivalent of shock experiments, referred to as

change-point modeling, has been developed for Gaussian processes (Saatci et al.,

2010). Specifically, non-stationary change-point kernels can represent the nature of

drastic changes arising from shock experiments directly, by quantifying the variance

before, during, and after the shock condition (Garnett et al., 2010). This model could

be used both to capture the growth process undergoing shock, as well as quantities

of interest to the experiment, such as the specific time at which the shock response

occurs (which may be different from the time the experimenter begins the shock).

The model could also infer a change due to an latent, unknown variable.

5.2.2 Joint model of microbial population growth and gene expression

The original motivation to study Gaussian processes as a model for microbial pop-

ulation growth was an interest in determining the relationship between cell growth

and gene expression. While the first step of this project — evaluating GP models of
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microbial population growth — proved to be a sufficiently broad question with re-

gards to this dissertation, I am convinced that the results here would be well adapted

to the original goal of modeling growth and gene expression jointly.

Specfically, it has been shown in all three domains that growth have an impact on

gene expression patterns (Scott et al., 2014; Brauer et al., 2008; Facciotti et al., 2010).

These changes are often tied to expectations of the conditions that will be faced in

new environments (Gasch and Werner-Washburne, 2002). The effect of growth on

gene expression is also quite substantial, typically coordinating a global response and

shift in large portions of the transcriptome (Klumpp and Hwa, 2014). As such, it is

likely that growth signals are present in all genome-wide studies of gene expression

in microorganisms. Ideally, this signal can be identified, for example through studies

of gene expression over the entire growth curve (Facciotti et al., 2010); however, gene

expression and growth of typically not measured simultaneously in the same culture.

In cases where both gene expression and growth are measured, predictions can be

made of one factor (gene expression or growth) given the other (Airoldi et al., 2009).

A more general solution would model both gene expression and growth jointly.

For this goal, a flexible model would be required in order to account for large amounts

of missing data. Gaussian processes would be an excellent choice for modeling growth

in such a joint model. We have shown they can capture diverse growth behaviors

(Tonner et al., 2016), and importantly, missing data is easily handled through analyt-

ical solutions for a predictive, conditional distribution for missing data (Rasmussen

and Williams, 2006; Hensman et al., 2013a). Therefore, a joint model of gene expres-

sion and growth could be constructed, even in cases where only a limited number

of experiments have jointly measured gene expression and growth. This could be

used to calculate predictive values for these measures when they are missing, e.g.

growth rate in gene expression where it isn’t measured and gene expression when

only growth is measured. Finally, this model could be further extended to additional

110



measures, such as the noisy gene expression in single cells (Nevozhay et al., 2012).

5.2.3 Alternative measures of microbial population growth

Microbial population growth measured through optical density is the primary focus

of this dissertation, but other measures could also be considered. Optical density

measurements are notorious for their imprecise nature in relation to true population

density (Stevenson et al., 2016). More accurate measurements are available through

direct population size assays such as colony forming units (CFUs), live-dead staining

(LDS), coulter counters, fluorescence-activated cell sorting (FACS) (Brugger et al.,

2012; Spaepen et al., 2011). The increased accuracy of these measures is tempered by

the increased time or cost required to generate them. Therefore, while the modeling

presented in this thesis could be directly to CFU and LDS measurements, an more

useful model may be to consider the high-throughput OD measurements in combi-

nation with the increased accuracy of CFUs and LDSs. GPs can be readily adapted

to vector-valued outputs, in which multiple dependent variables are driven by shared

latent processes (Alvarez et al., 2011). A vector-valued GP model, modeling both

OD and CFUs or LDSs could then be developed in order to leverage the advantages

of each measurement type. For example, by learning the complex relationship be-

tween ODs and CFUs/LDSs from a robust training set, new hypothesis could be

quickly generated by taking high-throughput measures using OD, without the need

for further low-throughput verification via CFU or LDS.

5.3 Conclusion

Microbial physiology, measured through population growth, continues to inform a

broad spectrum of studies in microbiology. As such, powerful techniques for analyzing

and making conclusions from these datasets are needed. Here, I present a number

of ways that the non-parametric Gaussian process framework can be adapted to
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this aim. First, GPs provide a flexible model of population growth measurements,

and therefore are well adapted to considering diverse microbial population growth

phenotypes (Chs. 2, 3). Additionally, they are useful in identifying statistically

significant differential growth due to single or crossed treatments, such as genetics

and condition (Ch. 2). Finally, a hierarchy of GPs can capture the various random

effects due to technical variation present in all growth studies (Ch. 4).
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Lähdesmäki, H. (2014), “Methods for time series analysis of RNA-seq data with
application to human Th17 cell differentiation,” Bioinformatics, 30, i113–i120.

Aijo, T., Mueller, C. L., and Bonneau, R. (2016), “Temporal probabilistic modeling
of bacterial compositions derived from 16S rRNA sequencing,” bioRxiv, p. 076836.

Airoldi, E. M., Huttenhower, C., Gresham, D., Lu, C., Caudy, A. A., Dunham, M. J.,
Broach, J. R., Botstein, D., and Troyanskaya, O. G. (2009), “Predicting Cellular
Growth from Gene Expression Signatures,” PLoS Comput Biol, 5, e1000257.

Alexandre, H., Ansanay-Galeote, V., Dequin, S., and Blondin, B. (2001), “Global
gene expression during short-term ethanol stress in Saccharomyces cerevisiae,”
FEBS letters, 498, 98–103.

Altschul, S. F., Madden, T. L., Schaffer, A. A., Zhang, J., Zhang, Z., Miller, W.,
and Lipman, D. J. (1997), “Gapped BLAST and PSI-BLAST: a new generation
of protein database search programs,” Nucleic Acids Res., 25, 3389–3402.

Altnta, A., Martini, J., Mortensen, U. H., and Workman, C. T. (2016), “Quantifica-
tion of oxidative stress phenotypes based on high-throughput growth profiling of
protein kinase and phosphatase knockouts,” FEMS yeast research, 16, fov101.

Alvarez, M. A., Rosasco, L., and Lawrence, N. D. (2011), “Kernels for Vector-Valued
Functions: a Review,” arXiv:1106.6251 [cs, math, stat], arXiv: 1106.6251.

Andrei, A.-., Banciu, H. L., and Oren, A. (2012), “Living with salt: metabolic and
phylogenetic diversity of archaea inhabiting saline ecosystems,” FEMS Microbiol-
ogy Letters, 330, 1–9.

113



Arrieta-Ortiz, M. L., Hafemeister, C., Bate, A. R., Chu, T., Greenfield, A., Shuster,
B., Barry, S. N., Gallitto, M., Liu, B., Kacmarczyk, T., Santoriello, F., Chen, J.,
Rodrigues, C. D., Sato, T., Rudner, D. Z., Driks, A., Bonneau, R., and Eichen-
berger, P. (2015), “An experimentally supported model of the Bacillus subtilis
global transcriptional regulatory network,” Mol. Syst. Biol., 11, 839.

Arroyo-Lpez, F. N., Orli, S., Querol, A., and Barrio, E. (2009), “Effects of temper-
ature, pH and sugar concentration on the growth parameters of Saccharomyces
cerevisiae, S. kudriavzevii and their interspecific hybrid,” International journal of
food microbiology, 131, 120–127.

Aryani, D. C., den Besten, H. M. W., Hazeleger, W. C., and Zwietering, M. H. (2015),
“Quantifying strain variability in modeling growth of Listeria monocytogenes,”
International Journal of Food Microbiology, 208, 19–29.

Aryani, D. C., Besten, H. M. W. d., and Zwietering, M. H. (2016), “Quantifying Vari-
ability in Growth and Thermal Inactivation Kinetics of Lactobacillus plantarum,”
Applied and Environmental Microbiology, 82, 4896–4908.

Avery, S. V. (2006), “Microbial cell individuality and the underlying sources of het-
erogeneity,” Nature Reviews Microbiology, 4, 577–587.

Baba, T., Ara, T., Hasegawa, M., Takai, Y., Okumura, Y., Baba, M., Datsenko,
K. A., Tomita, M., Wanner, B. L., and Mori, H. (2006), “Construction of Es-
cherichia coli K-12 in-frame, single-gene knockout mutants: the Keio collection,”
Mol. Syst. Biol., 2, 2006.0008.

Baliga, N., Bjork, S., Bonneau, R., Pan, M., Iloanusi, C., Kottemann, M., Hood, L.,
and DiRuggiero, J. (2004), “Systems level insights into the stress response to UV
radiation in the halophilic archaeon Halobacterium NRC-1,” Genome Research,
14, 1025–1035.

Baliga, N. S., Pan, M., Goo, Y. A., Yi, E. C., Goodlett, D. R., Dimitrov, K., Shannon,
P., Aebersold, R., Ng, W. V., and Hood, L. (2002), “Coordinate regulation of
energy transduction modules in Halobacterium sp. analyzed by a global systems
approach,” Proc. Natl. Acad. Sci. U.S.A., 99, 14913–14918.

Banks, A., Lawless, C., and Lydall, D. (2012), “A Quantitative Fitness Analysis
Workflow,” Journal of Visualized Experiments : JoVE, 66.

Bar-Joseph, Z., Gitter, A., and Simon, I. (2012), “Studying and modelling dynamic
biological processes using time-series gene expression data,” Nature Reviews Ge-
netics, 13, 552–564.

Baranyi, J. and Roberts, T. (1995), “Mathematics of predictive food microbiology,”
International Journal of Food Microbiology, 26, 199–218.

114



Barrett, T., Wilhite, S. E., Ledoux, P., Evangelista, C., Kim, I. F., Tomashevsky, M.,
Marshall, K. A., Phillippy, K. H., Sherman, P. M., Holko, M., Yefanov, A., Lee,
H., Zhang, N., Robertson, C. L., Serova, N., Davis, S., and Soboleva, A. (2013),
“NCBI GEO: archive for functional genomics data sets–update,” Nucleic Acids
Res., 41, D991–995.

Barsa, C., Normand, M., and Peleg, M. (2012), “On Models of the Temperature
Effect on the Rate of Chemical Reactions and Biological Processes in Foods,”
Food Engineering Reviews, 4, 191–202.

Beer, K. D., Wurtmann, E. J., Pinel, N., and Baliga, N. S. (2014), “Model organ-
isms retain an “ecological memory” of complex ecologically relevant environmental
variation,” Applied and Environmental Microbiology, 80, 1821–1831.

Benavoli, A. and Mangili, F. (2015), “Gaussian Processes for Bayesian hypothesis
tests on regression functions,” in Conference on Artificial Intelligence and Statis-
tics, vol. 38, pp. 74–82.

Betancourt, M. (2017), “A Conceptual Introduction to Hamiltonian Monte Carlo,”
arXiv:1701.02434 [stat], arXiv: 1701.02434.

Bochner, B. R. (2009), “Global phenotypic characterization of bacteria,” FEMS Mi-
crobiology Reviews, 33, 191205.

Bonneau, R., Baliga, N. S., Deutsch, E. W., Shannon, P., and Hood, L. (2004),
“Comprehensive de novo structure prediction in a systems-biology context for the
archaea Halobacterium sp. NRC-1,” Genome Biol., 5, R52.

Bonneau, R., Reiss, D. J., Shannon, P., Facciotti, M., Hood, L., Baliga, N. S., and
Thorsson, V. (2006), “The Inferelator: an algorithm for learning parsimonious
regulatory networks from systems-biology data sets de novo,” Genome Biol, 7,
R36.

Bonneau, R., Facciotti, M., Reiss, D., Schmid, A., Pan, M., Kaur, A., Thorsson, V.,
Shannon, P., Johnson, M., Bare, J., Longabaugh, W., Vuthoori, M., Whitehead,
K., Madar, A., Suzuki, L., Mori, T., Chang, D.-E., DiRuggiero, J., Johnson,
C. H., Hood, L., and Baliga, N. S. (2007), “A Predictive Model for Transcriptional
Control of Physiology in a Free Living Cell,” Cell, 131, 1354–1365.

Bradley, M. D., Neu, D., Bahar, F., and Welch, R. D. (2016), “Inter-laboratory
evolution of a model organism and its epistatic effects on mutagenesis screens,”
Scientific Reports, 6.

Brauer, M. J., Huttenhower, C., Airoldi, E. M., Rosenstein, R., Matese, J. C., Gre-
sham, D., Boer, V. M., Troyanskaya, O. G., and Botstein, D. (2008), “Coordination
of Growth Rate, Cell Cycle, Stress Response, and Metabolic Activity in Yeast,”
Molecular Biology of the Cell, 19, 352–367.

115



Brooks, A., Reiss, D., Allard, A., Wu, W., Salvanha, D., Plaisier, C., Chan-
drasekaran, S., Pan, M., Kaur, A., and Baliga, N. (2014), “A system-level model
for the microbial regulatory genome,” Molecular Systems Biology, 10, 740.

Brooks, A. N., Turkarslan, S., Beer, K. D., Lo, F. Y., and Baliga, N. S. (2011),
“Adaptation of cells to new environments,” Wiley Interdiscip Rev Syst Biol Med,
3, 544–561.

Brooks, S. P. and Gelman, A. (1998), “General Methods for Monitoring Convergence
of Iterative Simulations,” Journal of Computational and Graphical Statistics, 7,
434–455.

Brugger, S. D., Baumberger, C., Jost, M., Jenni, W., Brugger, U., and Mhlemann,
K. (2012), “Automated counting of bacterial colony forming units on agar plates,”
PloS One, 7, e33695.

Campbell, A. (1957), “Synchronization of cell division,” Bacteriological Reviews, 21,
263–272.

Cao, R., Francisco-Fernndez, M., and Quinto, E. (2010), “A random effect multi-
plicative heteroscedastic model for bacterial growth,” BMC Bioinformatics, 11,
77.

Carlin, F., Albagnac, C., Rida, A., Guinebretire, M.-H., Couvert, O., and Nguyen-
the, C. (2013), “Variation of cardinal growth parameters and growth limits ac-
cording to phylogenetic affiliation in the Bacillus cereus Group. Consequences for
risk assessment,” Food Microbiology, 33, 69–76.

Carpenter, B., Gelman, A., Hoffman, M., Lee, D., Goodrich, B., Betancourt, M.,
Brubaker, M., Guo, J., Li, P., and Riddell, A. (2017), “Stan: A Probabilistic
Programming Language,” Journal of Statistical Software, Articles, 76, 1–32.

Cline, M. S., Smoot, M., Cerami, E., Kuchinsky, A., Landys, N., Workman, C.,
Christmas, R., Avila-Campilo, I., Creech, M., Gross, B., Hanspers, K., Isserlin,
R., Kelley, R., Killcoyne, S., Lotia, S., Maere, S., Morris, J., Ono, K., Pavlovic, V.,
Pico, A. R., Vailaya, A., Wang, P. L., Adler, A., Conklin, B. R., Hood, L., Kuiper,
M., Sander, C., Schmulevich, I., Schwikowski, B., Warner, G. J., Ideker, T., and
Bader, G. D. (2007), “Integration of biological networks and gene expression data
using Cytoscape,” Nat Protoc, 2, 2366–2382.

Coker, J. A., DasSarma, P., Kumar, J., Muller, J. A., and DasSarma, S. (2007),
“Transcriptional profiling of the model Archaeon Halobacterium sp. NRC-1: re-
sponses to changes in salinity and temperature,” Saline Syst., 3, 6.

Cokol, M., Chua, H. N., Tasan, M., Mutlu, B., Weinstein, Z. B., Suzuki, Y., Nergiz,
M. E., Costanzo, M., Baryshnikova, A., Giaever, G., Nislow, C., Myers, C. L.,

116



Andrews, B. J., Boone, C., and Roth, F. P. (2014), “Systematic exploration of
synergistic drug pairs,” Molecular Systems Biology, 7, 544–544.

Darnell, C. and Schmid, A. (2015), “Systems biology approaches to defining tran-
scription regulatory networks in halophilic archaea,” Methods, 86, 102–114.

Darnell, C. L., Tonner, P. D., Gulli, J. G., Schmidler, S., and Schmid, A. K. (2017),
“Systematic discovery of archaeal transcription factor functions in regulatory net-
works through quantitative phenotyping analysis,” mSystems.

Decker, K. B. and Hinton, D. M. (2013), “Transcription regulation at the core:
similarities among bacterial, archaeal, and eukaryotic RNA polymerases,” Annu.
Rev. Microbiol., 67, 113–139.

Delignette-Muller, M. L. and Rosso, L. (2000), “Biological variability and exposure
assessment,” International Journal of Food Microbiology, 58, 203–212.

Deregowska, A., Skoneczny, M., Adamczyk, J., Kwiatkowska, A., Rawska, E.,
Skoneczna, A., Lewinska, A., and Wnuk, M. (2015), “Genome-wide array-CGH
analysis reveals YRF1 gene copy number variation that modulates genetic stabil-
ity in distillery yeasts,” Oncotarget, 6, 30650–30663.

DeVeaux, L. C., Mller, J. A., Smith, J., Petrisko, J., Wells, D. P., and DasSarma,
S. (2007), “Extremely radiation-resistant mutants of a halophilic archaeon with
increased single-stranded DNA-binding protein (RPA) gene expression,” Radiation
Research, 168, 507–514.

di Sciascio, F. and Amicarelli, A. (2008), “Biomass estimation in batch biotechnolog-
ical processes by Bayesian Gaussian process regression,” Computers & Chemical
Engineering, 32, 3264–3273.

Di Veroli, G., Fornari, C., Goldlust, I., Mills, G., Koh, S., Bramhall, J., Richards,
F., and Jodrell, D. (2015), “An automated fitting procedure and software for dose-
response curves with multiphasic features,” Scientific Reports, 5, 14701.

Diggle, P. J., Moraga, P., Rowlingson, B., and Taylor, B. M. (2013), “Spatial
and Spatio-Temporal Log-Gaussian Cox Processes: Extending the Geostatistical
Paradigm,” Statistical Science, 28, 542–563, arXiv: 1312.6536.

Draper, J. L., Hansen, L. M., Bernick, D. L., Abedrabbo, S., Underwood, J. G., Kong,
N., Huang, B. C., Weis, A. M., Weimer, B. C., van Vliet, A. H. M., Pourmand, N.,
Solnick, J. V., Karplus, K., and Ottemann, K. M. (2017), “Fallacy of the Unique
Genome: Sequence Diversity within Single Helicobacter pylori Strains,” mBio, 8.

Dufour, Y. S. and Donohue, T. J. (2012), “Signal correlations in ecological niches
can shape the organization and evolution of bacterial gene regulatory networks,”
Adv. Microb. Physiol., 61, 1–36.

117



Dufour, Y. S., Imam, S., Koo, B. M., Green, H. A., and Donohue, T. J. (2012),
“Convergence of the transcriptional responses to heat shock and singlet oxygen
stresses,” PLoS Genet., 8, e1002929.

Dulmage, K. A., Todor, H., and Schmid, A. K. (2015), “Growth-Phase-Specific Mod-
ulation of Cell Morphology and Gene Expression by an Archaeal Histone Protein,”
MBio, 6, e00649–00615.

Egli, T. (2009a), “Growth Kinetics, Bacterial,” in Encyclopedia of Microbiology, ed.
M. Schaechter, pp. 180–193, Academic Press, Oxford, 3rd edn.

Egli, T. (2009b), “Nutrition, Microbial,” in Encyclopedia of Microbiology (Third
Edition), ed. M. Schaechter, pp. 308–324, Academic Press, Oxford, DOI:
10.1016/B978-012373944-5.00083-3.

Egli, T. (2015), “Microbial growth and physiology: a call for better craftsmanship,”
Frontiers in Microbiology, 6.

Facciotti, M. T., Reiss, D. J., Pan, M., Kaur, A., Vuthoori, M., Bonneau, R., Shan-
non, P., Srivastava, A., Donohoe, S. M., Hood, L. E., and Baliga, N. S. (2007),
“General transcription factor specified global gene regulation in archaea,” Proc
Natl Acad Sci U S A, 104, 4630–5.

Facciotti, M. T., Pang, W. L., Lo, F. Y., Whitehead, K., Koide, T., Masumura, K.,
Pan, M., Kaur, A., Larsen, D. J., Reiss, D. J., Hoang, L., Kalisiak, E., Northen, T.,
Trauger, S. A., Siuzdak, G., and Baliga, N. S. (2010), “Large scale physiological
readjustment during growth enables rapid, comprehensive and inexpensive systems
analysis,” BMC Syst Biol, 4, 64.

Fernandez-Ricaud, L., Warringer, J., Ericson, E., Pylvninen, I., Kemp, G., Nerman,
O., and Blomberg, A. (2005), “PROPHECY — a database for high-resolution
phenomics,” Nucleic Acids Research, 33, D369–D373.

Fiebig, A., Herrou, J., Willett, J., and Crosson, S. (2015), “General Stress Signaling
in the Alphaproteobacteria,” Annual Review of Genetics, 49, 603–625.

Finn, R. D., Mistry, J., Schuster-Bockler, B., Griffiths-Jones, S., Hollich, V., Lass-
mann, T., Moxon, S., Marshall, M., Khanna, A., Durbin, R., Eddy, S. R.,
Sonnhammer, E. L., and Bateman, A. (2006), “Pfam: clans, web tools and ser-
vices,” Nucleic Acids Res, 34, D247–51.

Fuglstad, G.-A., Simpson, D., Lindgren, F., and Rue, H. (2015), “Constructing Pri-
ors that Penalize the Complexity of Gaussian Random Fields,” arXiv:1503.00256
[stat], arXiv: 1503.00256.

118



Fusi, N. and Listgarten, J. (2016), “Flexible Modelling of Genetic Effects on
Function-Valued Traits,” in Research in Computational Molecular Biology, ed.
M. Singh, no. 9649 in Lecture Notes in Computer Science, pp. 95–110, Springer
International Publishing, DOI: 10.1007/978-3-319-31957-5 7.

Garnett, R., Osborne, M., Reece, S., Rogers, A., and Roberts, S. (2010), “Sequential
Bayesian prediction in the presence of changepoints and faults,” The Computer
Journal, 53, 1430–1446.

Gasch, A., Spellman, P., Kao, C., Carmel-Harel, O., Eisen, M., Storz, G., Botstein,
D., and Brown, P. (2000), “Genomic Expression Programs in the Response of Yeast
Cells to Environmental Changes,” Molecular Biology of the Cell, 11, 4241–4257.

Gasch, A. P. and Werner-Washburne, M. (2002), “The genomics of yeast responses
to environmental stress and starvation,” Functional & Integrative Genomics, 2,
181–192.

Geiduschek, E. P. and Ouhammouch, M. (2005), “Archaeal transcription and its
regulators,” Molecular Microbiology, 56, 1397–1407.

Gelman, A. (2005), “Analysis of variance — why it is more important than ever,”
The Annals of Statistics, 33, 1–53.

Gelman, A. (2006), “Prior distributions for variance parameters in hierarchical mod-
els (comment on article by Browne and Draper),” Bayesian Analysis, 1, 515–534.

Gelman, A., Carlin, J. B., Stern, H. S., Dunson, D. B., Vehtari, A., and Rubin, D. B.
(2013), Bayesian Data Analysis, Third Edition, Chapman and Hall/CRC, Boca
Raton, 3 edition edn.

Gibson, D. G. (2011), “Enzymatic assembly of overlapping DNA fragments,” Meth.
Enzymol., 498, 349–361.

Gommers, P., van Schie, B., van Dijken, J., and Kuenen, J. (1988), “Biochemical
limits to microbial growth yields: An analysis of mixed substrate utilization,”
Biotechnology and Bioengineering, 32, 86–94.

Greco, W. R., Bravo, G., and Parsons, J. C. (1995), “The search for synergy: a
critical review from a response surface perspective,” Pharmacological Reviews, 47,
331–385.

Greven, S. and Scheipl, F. (2017), “A general framework for functional regression
modelling,” Statistical Modelling, 17, 1–35.

Grohmann, D. and Werner, F. (2011), “Recent advances in the understanding of
archaeal transcription,” Curr. Opin. Microbiol., 14, 328–334.

119



Gunsalus, K. C., Ge, H., Schetter, A. J., Goldberg, D. S., Han, J.-D. J., Hao, T.,
Berriz, G. F., Bertin, N., Huang, J., Chuang, L.-S., Li, N., Mani, R., Hyman, A. A.,
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