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Abstract 

Ground penetrating radar (GPR) is one of the most popular and successful 

sensing modalities that has been investigated for landmine and subsurface threat 

detection.  The radar is attached to front of a vehicle and collects measurements on the 

path of travel.  At each spatial location queried, a time-series of measurements is 

collected, and then the measured set of data are often visualized as images within which 

the signals corresponding to buried threats exhibit a characteristic appearance.  This 

appearance is typically hyperbolic and has been leveraged to develop several automated 

detection methods.   Many of the detection methods applied to this task are supervised, 

and therefore require labeled examples of threat and non-threat data for training.  

Labeled examples are typically obtained by collecting data over deliberately buried 

threats at known spatial locations.  However, uncertainty exists with regards to the 

temporal locations in depth at which the buried threat signal exists in the imagery.  This 

uncertainty is an impediment to obtaining labeled examples of buried threats to provide 

to the supervised learning model.  The focus of this dissertation is on overcoming the 

problem of identifying training data for supervised learning models for GPR buried 

threat detection.  

The ultimate goal is to be able to apply the lessons learned in order to improve 

the performance of buried threat detectors.  Therefore, a particular focus of this 

dissertation is to understand the implications of particular data selection strategies, and 

to develop principled general strategies for selecting the best approaches.   This is done 
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by identifying three factors that are typically considered in the literature with regards to 

this problem.  Experiments are conducted to understand the impact of these factors on 

detection performance.  The outcome of these experiments provided several insights 

about the data that can help guide the future development of automated buried threat 

detectors.   

The first set of experiments suggest that a substantial number of threat signatures 

are neither hyperbolic nor regular in their appearance.  These insights motivated the 

development of a novel buried threat detector that improves over the state-of-the-art 

benchmark algorithms on a large collection of data.  In addition, this newly developed 

algorithm exhibits improved characteristics of robustness over those algorithms.  The 

second set of experiments suggest that automating the selection of data corresponding to 

the buried threats is possible and can be used to replace manually designed methods for 

this task.
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1. Introduction 

Buried threats, such as landmines or improvised explosive devices, are a popular 

weapon during armed conflicts that can maim and kill soldiers.  In addition to their use 

during conflict, buried threats can also pose danger to local civilian populations both 

during, and after, a conflict takes place.  In 2015 there were an estimated 6,461 mine-

related injuries or deaths, of which 38% were children [1].  Often landmines are placed 

during periods of war and are left behind after the conflict has resolved, placing the 

burden of remediation on local civilian populations.  The situation is often exacerbated 

because many humanitarian agencies will not operate in contaminated regions [2].  As a 

result of the substantial military and humanitarian cost of buried explosives, there has 

been great interest in developing effective techniques for buried threat detection (BTD), 

so that such threats can be efficiently excavated.  

One popular approach for BTD is to use remote sensing technologies to 

interrogate the earth’s subsurface for buried threats, without the need for physical 

contact.  This approach allows detection to be performed safely, at a distance, making 

remote sensing ideal for BTD.  A variety of remote sensing modalities have been 

investigated in the research literature for BTD: infrared cameras [3], [4], electromagnetic 

induction sensors [5], [6], forward looking ground penetrating radar [7], [8], downward-

looking, vehicle-mounted ground penetrating radar [9], [10] and hand-held ground 

penetrating radar [6], [11].  Among these recently applied remote sensing modalities, the 

downward-looking ground penetrating radar (GPR) has emerged as one of the most 
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successful for BTD.  This success is due, in part, to its ability to yield high detection rates 

while maintaining a relatively low false detection rate [12]–[15].  

In the context of BTD, the downward-looking GPR system typically consists of 

an array of antennas that is oriented perpendicular to the ground and mounted to the 

front of a vehicle.  This configuration is not to be confused with the forward-looking 

GPR, which has differently oriented antennas and differs in processing and performance 

[8].  The downward-looking GPR, subsequently referred to only as GPR, is illustrated in 

Figure 1-1(a).  Each antenna in the GPR array operates by emitting an electromagnetic 

radar signal toward the ground and then measuring the amplitude of the signal that is 

subsequently reflected back from the subsurface.  The sensing process at a particular 

location is illustrated in Figure 1-1(b), and the time-series of amplitude measurements 

resulting from this process is often referred to as an A-scan [16].   

The amplitudes in the A-scans are (roughly) proportional to the variations in the 

electromagnetic properties of the subsurface materials.  For example, high A-scan 

amplitudes can correspond to sudden changes in those properties encountered due to 

subsurface layering of different soil types.  It may also indicate the presence of a buried 

threat, because they typically possess differing properties than the surrounding soils.  

These two examples are illustrated in Figure 1-1(b).    

In the GPR BTD context considered here, A-scans are recorded at regular spatial 

intervals as the antenna proceeds across the surface of the ground (e.g., from the front of 

a vehicle travelling across a lane or path).  The resulting A-scans, each collected at a 
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different spatial location, can then be concatenated to form images of the subsurface, 

termed B-scans [10], [12], [17], as illustrated in Figure 1-2.  In the B-scans, the signals 

associated with buried threat presence typically exhibit a hyperbolic pattern [10], [16], 

[18], [19].  This pattern has been leveraged to distinguish buried threat presence from 

innocuous soil, or subsurface clutter objects (e.g., roots, rocks, etc.) [16], [20]–[22].  

 

Although it is possible to manually identify buried threats in GPR data by 

visually examining b-scans, a great deal of published research has focused on 

automating this process with computer algorithms.  These algorithms typically return a 

 
 

Figure 1-1: Diagram of the GPR data collection scenario.  (a) Illustration of a 

downward-looking, vehicle-mounted GPR.  The radar is comprised of multiple 

pairs of transmit-receive antennas which are attached together onto a panel.  The 

panel is rigidly attached to the front of the vehicle and is pointed toward the 

ground.  The dashed arrow represents the signal emitted by a single antenna.  Data 

is collected at regular intervals as the vehicle travels across a lane.  The red box 

surrounds a hypothetically buried threat at that location. (b) Illustration of the GPR 

system emitting a signal into the soil to measure its composition.  The soil is 

modelled as a sequence of subsurface layers and signal reflections occur at layer 

boundaries.  The amplitude of signal reflections are measured by the GPR system. 

(c) A plot demonstrating the possible A-scan of GPR signal energy measured at the 

current vehicle location. 
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decision statistic, or “confidence,” indicating the relative probability that the data under 

consideration corresponds to a buried threat [14], [17], [20], [23]–[27].  Many detection 

algorithms have been proposed in the literature for this purpose, employing a variety of 

techniques from statistics [28], [29], computer vision [16], [30], [31], and machine 

learning [17], [32], [33].  The most successful detection algorithms to date, however, 

employ supervised learning models [24], [34]–[38]. 

 

Supervised learning models are statistical models that are capable of 

automatically learning to recognize, or to distinguish between, different classes of data 

(e.g., threats and non-threats) using a corpus of labeled data examples.  Each example in 

the corpus of data, called a training dataset, is given a label corresponding to its true 

class.  The supervised model is said to be trained to solve the recognition problem by 

 
 

Figure 1-2: Example of the 3D nature of the collected data.  Consecutive A-

scans collected across a single buried threat are shown here as an image referred to as 

a B-scan.  The GPR system considered here is comprised of multiple antennas, and 

therefore, multiple B-scans are collected simultaneously as the vehicle moves 

forward, yielding a cube of data.  The B-scans formed using A-scans from one sensor 

as the vehicle travels across a lane are referred to as down-track B-scans and ones 

formed using A-scans from multiple sensors at a single vehicle location are referred to 

as cross-track B-scans [16]. 3D volumes of this data can thus be formed. 
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using the provided examples in the training dataset to automatically represent the 

classes under consideration.  For example, in GPR BTD, the training dataset might be 

comprised of small image patches that are extracted from larger B-scans.  Once a 

supervised model is trained on the image patches, it can be applied to predict the class 

of any new, unlabeled, patches in a procedure called “testing.”  

In machine learning theory it is well established that supervised learning models 

perform best when they are provided with large quantities of training data, and that the 

training examples are representative of the two classes under consideration [39].  In order 

to obtain examples of the threat-class in GPR data, a spatial and a temporal coordinate 

must be specified in the collected cube of data, but identifying these coordinates is a 

major challenge [16], [40].  To facilitate this process, threats are deliberately buried at 

known spatial locations, and GPR data is subsequently collected at those locations.  

While this approach provides a close approximation to the true spatial location of the 

buried threats, it does not provide any indication of the temporal location in depth, or 

the local extent, over which the buried threat manifests itself in the data.  This would not 

necessarily be a problem, except that the buried threat signal, or “signature”, is (i) often 

well localized in both time and space (i.e., it is a subset of the collected data at a spatial 

location), and (ii) varies in its temporal location and extent from observation to 

observation.  As a result, it is unclear which subsets of GPR data are truly representative 

of the buried threat, and therefore it is unclear which subsets of data should be 

employed in training to achieve the best model performance. 
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The problem of identifying data to provide the supervised learning model is 

referred to as the data selection problem.  In Figure 1-3, several examples of B-scans 

collected at buried threat locations are shown illustrating the data selection problem.  

The red annotations indicate locations of high signal amplitude, or those locations that 

exhibit the canonical hyperbolic pattern [16] associated with buried threats.  The 

annotations illustrate that the threat signature can appear at different temporal locations, 

with different temporal extents, and sometimes at multiple temporal locations within a 

given B-scan.  This variability in the threat signature makes the selection of training data 

a difficult problem, but because of its impact on performance, it is one that cannot be 

ignored.  The combination of difficulty and impact inherent in the data selection 

problem is reflected in the large variety of different strategies that have been proposed 

in the literature for addressing it [12], [16], [17], [20], [22], [23], [31]–[33], [41]–[49].  A 

large comparison of data selection approaches was also recently conducted in [40], 

indicating that the criteria for selecting training (and testing) data had a major impact on 

the performance of the resulting recognition models.   

Due to its difficulty, and its impact on detection performance, the focus of this 

thesis is on overcoming the problem of identifying training data for supervised learning 

models for GPR-based BTD.  Although it has not been mentioned yet, this problem 

includes the selection of data during model testing as well.  The selection of testing data 

presents similar questions, but with some differences, for example: where in the GPR 

cube should class predictions be made, and how should they be combined if there are 
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more than one? [16], [17], [20], [22], [23], [31], [42], [43], [46], [50], [51].  A particular focus 

of this thesis is to understand the implications of particular data selection strategies, and 

to develop principled general strategies for selecting the best approaches.  The ultimate 

goal is to be able to apply the lessons learned in order to improve the performance of 

BTD algorithms.  In the next section, the approach taken in this work to study the data 

selection problem is presented.

 

1.1 Studying the data selection problem 

The data selection problem encompasses all the details that relate to extracting a 

subset of data in the GPR cube to provide the supervised learning model with for 

training or testing.  The subset of data should encompass all the signal reflections that 

are relevant and beneficial for the model to be able to distinguish between the classes.  

Examples of such details include the method by which to estimate signal presence at a 

 
 

Figure 1-3: Examples of five B-scans collected over five different buried 

threats.  The red boxes in each panel encompass the reflections associated with the 

buried threat signal measured at that spatial location. 
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temporal location and the size of the subset of data to extract around that temporal 

location. 

To limit the scope of this problem, the details studied here are the ones most 

often varied in the BTD literature.  There are three such details in particular and they are 

depicted in Figure 1-4 [16], [18], [19], [21], [25], [52]–[54].  Other details of the data 

selection problem that could be considered include the width of the extracted region or 

the use of non-rectangular windows of extraction.  These are not explored in this work 

because they are not usually varied in the literature. 

 

In the hope of addressing some of the complication associated with designing a 

new BTD, answers to all three questions are developed in this work.  To simplify the 

analysis of the proposed solutions, they are addressed individually but in a rotating 

fashion.  Thus, to analyze one question, a popular approach from the BTD literature is 

adopted for the other two questions.  Once an answer is obtained, it is used to replace 

 
 

Figure 1-4: A breakdown of the data selection problem  into three questions 

most often considered in the BTD literature.  These questions relate to the locations 

and height of the rectangular windows used to extract data for BTD. 
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the approach from the literature and the analysis is performed using the newly 

identified method from this work.  The first question relates to the temporal location 

estimation of buried threat signal.  This question is central to the data selection problem 

because the size of the subset of data to extract or the number of subsets to extract 

cannot be determined if buried threat signals cannot be localized reliably.  Once a 

temporal location estimation method is identified, it can be used to study the temporal 

extent (i.e., the size) of the subset of data and the number of regions to extract.  The goal 

of this study is to identify a set of best practices that address the data selection problem.  

This document is organized as follows: in Chapter 2, background information is 

provided about the data and about common experimental design choices.  In Chapter 3, 

temporal location estimation is addressed by considering the typical choice in the 

literature and possible inconsistencies it may introduce.  In Chapter 4, the size of the 

rectangular window used for data extraction is studied as a way to define the buried 

threat signal extent.  As part of this investigation, a new BTD algorithm is developed 

and evaluated.  In Chapter 5, the possibility of using Multiple Instance Learning (MIL) 

to develop a temporal estimation method is investigated.  This approach is considered 

for developing an automated solution both for temporal localization and for 

determining the number of temporal locations at which to extract data.  Finally in 

Chapter 6, conclusions about this work are drawn. 
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2. Background 

In this chapter, background information is provided regarding the training and 

testing of supervised BTDs using GPR data.  First, a description of a typical BTD system 

is provided.  Second, common experimental details such as the datasets and 

performance metrics are described.  

2.1. The conventional GPR detection processing pipeline 

Buried threat detection systems such as the one considered in this work can be 

operated on a moving vehicle, and for real time detection capabilities this implies that 

the detection algorithm should operate quickly to process incoming data.  The design of 

a typical buried threat detection system often follows a multi-stage pipeline as shown in 

Figure 2-1 [10], [20], [47], [52], [55].  This pipeline begins with a computationally 

inexpensive algorithm to flag suspicious locations in the subsurface which are 

subsequently processed by a second, more computationally expensive algorithm.  In this 

multi-stage algorithm, the second detection step provides the final prediction for buried 

threat presence and can only do so at locations flagged by the prescreener.  For this 

reason, the prescreener operates with a high sensitivity in order to achieve a high 

probability of detection.  The second stage often consists of a feature computation step, 

followed by a classifier, two steps aimed at reducing the number of false alarms that 
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may have been introduced by the prescreener. 

 

2.2. Common experimental details 

In this section, several common experimental details are described.  First, a 

description of the different datasets used in this work are provided.  Second, the 

algorithm performance evaluation procedures, namely, cross-validation, are described.  

Finally, the performance metrics used in this work are discussed. 

2.2.1 Dataset description 

The experiments conducted in this work were performed on four data sets which 

were collected over the duration of this work.  The results presented in subsequent 

chapters were obtained on the most recent data set at the time the work for that chapter 

was performed, as per the request of this work’s sponsors.  All experiments are 

 
Figure 2-1: A typical processing pipeline for GPR data.  (a) A cube of 

data received from the GPR as the vehicle travels over the lane (b) Data from (a) 

is processed by a computationally inexpensive algorithm referred to as a 

prescreener that flags suspicious locations in the ground (c) At those locations, 

features are extracted to highlight salient details about the measured reflections 

(e.g., edges) (d) The features are supplied to a classifier in order to discriminate 

between responses from threat signatures and false alarms automatically. 
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conducted on the dataset after prescreening and for this reason, both the total number of 

observations as well as the number of observations after prescreening are provided. 

Dataset 𝐴 was collected at a single U.S. test site over a total area of 167,167.3 m2.  

75 runs were made over 8 distinct lanes for a total of 1,967 threat encounters.  Spatial 

locations were obtained using the popular (and energy-based) F1V4 prescreener [56]. A 

sensitivity threshold was set such that 2,411 total alarms are declared, with a probability 

of detection of 90%, resulting in 1,771 true threats and 640 false alarms.  

Dataset 𝐵 was collected at two U.S. test sites over a total area of 120,897.2 m2.  

The data was collected over 13 distinct test lanes for a total of 90 runs over all the lanes.  

This dataset includes 4,025 threat encounters.  Spatial locations were obtained using the 

F1V4 prescreener [56].  A sensitivity threshold is set for the prescreener such that 96.7% 

of threat locations are identified corresponding to a total 3,893 threat locations along 

with 6,296 non-threat locations.   

Dataset 𝐶 was collected at four Australian test sites over a total area 

of 60,845.3 m2.  The data was collected over 10 test lanes for a total of 126 runs over all 

the lanes.  This dataset includes 4,488 threat encounters.  Spatial locations were obtained 

using the F1V4 prescreener [56].  A sensitivity threshold is set for the prescreener such 

that 78.9% of threat locations are identified, corresponding to a total of 3,536 threat 

locations along with 10,043 non-threat locations. 

Dataset 𝐷 was collected at two U.S. test sites over a total area of 120,817.4 m2.  

The data was collected over 13 distinct test lanes for a total of 90 runs over all the lanes.  
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This dataset includes 4,552 threat encounters.  Spatial locations were obtained using a 

modified version of the F1V4 prescreener [56] combined with a proprietary, shape-based 

prescreening algorithm.  A sensitivity threshold is set for the combined prescreener such 

that 96.1% of threat locations are identified corresponding to a total 4,372 threat 

locations along with 6,070 non-threat locations. 

2.2.2 Cross-validation 

In this work, classifiers are trained and tested using different types of cross-

validation.  This is a common approach for evaluating the performance of machine 

learning algorithms, and has been employed previously for BTD with GPR data [16], 

[31], [46].  Cross-validation is done by splitting the data into 𝑁 disjoint sets, training a 

model on 𝑁 − 1 sets, and using the resulting model to make predictions on the set that 

was not used in training.  This process is repeated 𝑁 times until predictions have been 

made for each set.  The predictions made by the model are compared to the true values 

of each data observation, in order to measure detection performance.   

Two different cross-validation approaches are used in the GPR-based BTD 

community and their difference lies in how the dataset is split up.  The first type of 

cross-validation used stratifies the dataset by the objects present (and is therefore 

referred to as stratified cross-validation).  In this type of cross-validation, the folds are 

constructed to account for the fact that the GPR data is collected over the same lane 

multiple times.  As a result, all alarms within a certain spatial distance were clustered 
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and assigned to the same fold, to avoid training and testing over the same physical area.  

To properly handle the issues associated with proper cross-validation on this type of 

data set, researchers at the University of Florida developed software which is used here 

and has been used in many previous studies [10], [16], [17], [23], [45], [57].  The second 

type of cross-validation is lane-based cross-validation in which the dataset is split into 𝑁 

parts where 𝑁 corresponds to the number of distinct lanes over which the data is 

collected.   

2.2.3 Performance metrics 

To compare the detection performance of each trained classifier, receiver 

operating characteristic (ROC) curves are used.  ROC curves are a common metric for 

comparing machine learning algorithms, and they are likewise popular in the BTD 

algorithm research literature [10], [16], [17], [23], [45], [57].  ROC curves plot the 

relationship between the false detection rate (x-axis) and true detection rate (y-axis) of a 

detection algorithm, as the sensitivity of the algorithm is varied.  In the BTD literature, it 

is common to scale the x-axis of the ROC curve to report the false alarm rate in terms of 

false alarms per square meter [10], [23], [58], and we adopt this practice here.  

The ROC curve can also be summarized with a single statistic.  One commonly-

used statistic for this purpose is the partial area under the ROC curve (PAUC).  This 

metric is obtained by computing the area under the ROC curve between two false alarm 
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rate (FAR) values (e.g., 0 and 0.005 FAR).  PAUC is frequently used for performance 

comparisons in the BTD literature [21], [59]–[61]. 
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3. Alignment 

The most common approach used by many algorithms in the BTD literature to 

perform temporal localization of buried threat signal relies on extracting data at 

temporal locations of highest signal energy [16], [20], [21], [31], [42], [43], [45], [50], [54].  

Using energy based methods, however, can result in a set of patches in which the threat 

signature appears translated up or down relative to the signatures in other extracted 

patches, as can be seen in Figure 3-3.  Thus, energy-based temporal location extraction 

may need to be refined before the extracted patches can be provided to the learning 

model. 

In this chapter, the existence, and impact, of translational variance in the image 

patches extracted by energy-based temporal location estimation methods is investigated.  

The governing hypothesis in this chapter is that by mitigating translational variance 

prior to the training and testing of supervised learning algorithms, overall performance 

may improve.  Additionally, mitigating this problem may also permit the use of new 

algorithms (features and classifiers) that are more sensitive to translational variance.  

First, temporal localization of threat signatures using energy based methods is 

described.  Second, a study was conducted to measure the potential classification 

performance loss due to translational variance.  A method is proposed to estimate and 

remove translational variation directly.  This method is analyzed and its implications for 

further algorithm development is discussed. 
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3.1 Localization of Training Data for GPR Detection Systems 

In similar fashion to the computer vision literature, training data for GPR is 

typically extracted at locations of interest in the GPR volume [16] and is sometimes 

referred to as a keypoint [30], [40].  A GPR keypoint consists of a spatial location and a 

temporal location.  Most of the subsurface response is relatively homogeneous and not 

likely to be confused by an algorithm for a buried threat.  For this reason, spatial 

locations of areas of interest are often determined by a prescreening algorithm.  The 

prescreening algorithm used in this work is a modified version of the F1 algorithm 

proposed in [1] which identifies locations of interest (alarms) in the subsurface based on 

the energy at a specific location relative to its surroundings.  This process provides 

training data for both classes that is highly reliable and used for training in many 

methods [10], [16], [17], [23], [24], [57], [61]. 

At each spatial location, temporal keypoints are identified at which image 

patches (for threats or non-threats) are extracted.  The patch extraction process is 

demonstrated in Figure 3-1, was first introduced in [21] and is a representative of 

temporal keypoint estimation methods.  It is referred to here as the max-smoothed-

energy keypoint (MSEK) approach.  The initial ground reflection is first estimated, 

aligned, and then removed.  Subsequently, the B-scan is background normalized, its 

central A-scan smoothed and the top local maxima are chosen as candidate locations for 

patch extraction.  In Figure 3-1(b), the patches extracted at the maxima locations 

indicated by the two stars in Figure 3-1(a) are shown.  In Figure 3-2, more examples of 
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patches extracted with the MSEK criterion are shown.  The patches from this method 

will be referred to as MSEK patches. 

 

 

3.2 Addressing Translational Variance in GPR data 

The temporal variation of signatures introduces the possibility that signatures 

will appear shifted relative to one another within their extracted patch.  The focus of this 

 
Figure 3-1: Temporal localization of a threat signature in GPR data using a 

smoothed energy metric.  (a) The left image shows a B-scan around the threat 

signature and the figure to its right shows the central A-scan after background 

normalizing and smoothing.  The red stars denote the first and second significant 

maxima in the A-scan (b) These two images show the patches extracted at the first and 

second local maxima of the central A-scan shown in panel (a). 

 

 
Figure 3-2: Examples of patches extracted around the threat signature of 14 

different threats using the MSEK criterion from [38]. 
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section is to develop a preprocessing step for GPR data to address this problem.  This 

section begins with a study of the impact of picking training patches that are shifted 

relative to one another.  The results indicate that the misalignment of threats does 

indeed affect classification performance negatively, motivating the development of an 

approach to address it.  

3.2.1 Is signature translation a problem? 

Using methods to pick a patch in a B-scan surrounding the threat signature 

without considering other B-scans could introduce translational variations across 

patches.  While MSEK consistently identifies a location in the B-scan that corresponds to 

the threat’s signature, as is shown in Figure 3-2, it does so independent of other 

observations.  These translations with respect to each other are demonstrated in Figure 

3-3 where the top of each signature is offset with respect to one another.  

 

To verify whether this apparent inconsistency affects classification performance 

an experiment was conducted.  If MSEK patches are assumed to be consistently aligned, 

then if translational variation is introduced to those patches, classification performance 

 
Figure 3-3: Four examples of MSEK patches whose signatures are vertically 

offset with respect to each other. 
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is expected to go down.  These experiments are run on dataset 𝐴 described in section 

2.2.1.  The results of this experiment are shown in Figure 3-4.  Each patch obtained by 

MSEK is randomly shifted up or down by the amount corresponding to that shown on 

the x-axis of the plot.  The patches are subsequently classified in 4-fold stratified cross-

validation with an SVM [2].  This type of cross-validation is used here because the goal 

of the experiment is to evaluate whether the detection of threats is generally improved, 

independent of other possible factors (e.g., change of soil type) and thus the only 

requirement is to avoid training and testing on the same data. 

 

As the maximum amount of random offset the patches can be offset by increases, 

and thereby the variation across patches increases, performance in terms of AUC 

decreases.  A shift of 0 corresponds to the MSEK patches.  This curve suggests that if the 

 
Figure 3-4: Classification performance of patches after successively increasing 

the inconsistency among them by randomly shifting patches with respect to each 

other.  Area under the ROC (AUC) is plotted as a function of the maximum vertical 

offset.  As the patches are more inconsistent (offset increases), performance decreases 

further.  This process was repeated 5 times where the curve shown is the mean 

performance and the error bars represent 1 standard deviation from the mean. 
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MSEK patches are misaligned, then realigning may yield an improvement in 

classification performance. 

3.2.2 Signature Alignment Procedure 

The results in the previous section suggest that if MSEK itself results in a poorly 

aligned set of patches, classification performance would suffer.  This suggests that 

enforcing some consistency across the patches in both training and testing could be 

beneficial for classification.  One way to enforce consistency across the signatures is to 

use the signatures’ shape as a cue to align them with respect to each other.  To account 

for the several representative shapes often seen in the data (namely, hyperbolic shapes 

with slight variations), multiple shape models are employed to align all of the 

hyperbolas with the same vertical and horizontal offsets from the patch boundaries. 

To design an algorithm that represents threat signature shapes in order to align 

the signatures is a complicated problem.  In order to align threat signature shapes, a 

model of threat signatures shapes is necessary, but that would require knowing the 

precise locations of the threat signatures to compute that model.  In Figure 3-5, an 

estimation procedure is proposed to address the uncertainty in both the model, and the 

location of the threat signatures.  First, a model of threat signature shapes is to be 

obtained which can then be used to estimate how a new patch should be shifted.  This 

estimation procedure follows an expectation-maximization type optimization where the 

estimated shifts for each threat are held constant, and the shape model of the threats is 

estimated (M-step).  This is followed by a second step in which the shape model 
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parameters are held constant, and the shift amounts are estimated using the model (E-

step).  The output of this algorithm is a set of patches that can be provided to an 

algorithm to extract features and/or classify directly. 

 

 Shape similarity is measured between a model of threat signatures, 𝐴, and a 

candidate shift of an observation, 𝑤, both in the 𝑥 or 𝑦 direction, indexed by 𝑡 and 

denoted as 𝑝(𝑤|𝑡, 𝐴).  As can be seen in Figure 3-2, threat signatures can take on distinct 

shapes.  For that reason, 𝐾 separate shape models are used to represent the multiple 

different shapes present in the data.  These 𝐾 models are used to estimate a new shift for 

each patch using the distance measure 𝑑(. , . ), given by: 

 ℒ(𝑤) = min
t,k

𝑑(𝑝(𝑤|𝑡), 𝐴𝑘) (1) 

 
Figure 3-5: Illustration of the shape-based iterative procedure used to align the 

buried threat signatures.  Threat signature localization based on shape requires a 

model of shapes.  An iterative procedure can be applied that first estimates the 

location of patches that best center the threat signature (E-step) and subsequently uses 

those patches to update the shape models used to enforce consistency across the 

patches (M-step).  This model can be initialized using the MSEK patches to obtain the 

initial shape models. 
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The choice of model, 𝐴𝑘, and metric, 𝑑, will strongly influence the quality of the finally 

aligned patches.  The model encodes the shape information to align similar shapes too.  

The metric gives sense to differences between a patch and the model: when large, it 

suggests a misalignment or that model 𝐴𝑘 is not appropriate to use to align the current 

observation, 𝑤.  Both 𝐴 and 𝑑 should be robust to outlying information (e.g., minor 

shape variations, spurious pixels) and be maximally sensitive to misaligned data. 

 The distance metric should satisfy certain properties in order to achieve the goal: 

that it properly decide how to shift a patch given a model.  The error, 𝐸(𝑤|𝑡), associated 

with a patch choice can be interpreted as coming from two separate sources, errors due 

to misalignment and errors due to pixel intensity variation.  The goal in this work is to 

be maximally sensitive to errors of misalignment and not as sensitive to pixel intensity 

variation.  Two steps are proposed to mitigate error due to intensity variation: pixel 

masking and normalization. 

 Most of the shape information lies within the center of the patch which suggests 

that when measuring distances, the pixels around the edges should not be weighted as 

much as those pixels in the center.  To this end, patches are multiplied by a window, 𝐺, 

resulting in  

 𝑝(𝑤|𝑡) =  𝐺 × 𝑝(𝑤|𝑡) (2) 

shown in the rightmost panel of Figure 3-6, where the process for generating this 

window is illustrated.  First the pixel-wise standard deviation of the MSEK patches is 

computed, which is subsequently filtered by a Gaussian mask of size 10 × 10 pixels (the 
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patches are of size 18 × 18 pixels, thus covering just over half the patch) with 𝜎 = 1.  

 

 Masking pixels does not mitigate the effect of signal amplitude, it only changes 

the relative scaling of the pixels.  To avoid ascribing large or small error to a patch due 

to signal amplitude and rather, to consider the structures present in the image, the 

energy at each pixel is normalized according to: 

 
𝑝∗(𝑤|𝑡) =

𝑝(𝑤|𝑡) − 𝜇(𝑝(𝑤|𝑡))

||𝑝(𝑤|𝑡) − 𝜇(𝑝(𝑤|𝑡))||2
2 + 𝜖

 
(3) 

where 𝜇(. ) refers to the mean of all the pixels in the patch and the denominator is the 𝑙2 

norm of all the pixels in the patch, to mitigate pixel intensity variations.  A small value 

of 𝜖 is added to the denominator to avoid numerical problems if the norm of the mean 

difference is too small. 

Given the preprocessing steps discussed above, a distance metric 𝑑(. , . ) between 

patches can be proposed.  By using a high number of models, minimizing the impact of 

values in regions known a priori not to contain much information regarding threat 

 
Figure 3-6: Illustration of the process to generate the window with which to 

mask patches before computing their distance to a model.  The 𝟏𝟖 × 𝟏𝟖 pixel MSEK 

patches are stacked in a volume of 𝟏𝟖 × 𝟏𝟖 × 𝑵 and the standard deviation of every 

pixel across the 𝑵 observations is computed resulting in an 𝟏𝟖 × 𝟏𝟖 standard 

deviation mask.  This mask is filtered by a Gaussian 𝟏𝟎 × 𝟏𝟎 pixel window with 𝝈 =
𝟏. 
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shape, and energy normalizing the pixel values, the distance metric we can use is the 

Euclidean distance which will be highly sensitive to shape changes due to misalignment 

and is given by: 

 ℒ(𝑤) = min
t,k

||𝑝∗(𝑤|𝑡) − 𝐴𝑘||2
2. (4) 

As the model for alignment, the raw pixels of patches are clustered and their 

means are used to align patches in subsequent iterations in a similar procedure 

considered in [35], [62].  This motivates the name for this algorithm KMA – K-model 

alignment.  Initially, MSEK patches are clustered using K-means and the cluster centers 

are used as the 𝐴𝑘 models.  Examples of the different models are shown in Figure 3-7.  

Once the models are computed, they are used to re-estimate shifts, which in turn yields 

a new set of patches with which to update the means.  One major concern, however, is 

that not all patches would contribute to a better shape model.  As can be seen in Figure 

3-8, the 10 MSEK patches with highest ℒ(𝑤) have very inconsistent shapes which may 

bias the mean models toward noise which would negatively impact observations such as 

those shown in Figure 3-9 with lowest ℒ(𝑤).  For this reason, a parameter 𝜏 is set to 

remove the top 𝜏% of observations with highest ℒ(𝑤).  These observations are removed 

from the dataset during training and are not used to compute means (i.e., models) to be 

used for alignment.  During testing, any patch whose ℒ(𝑤) is greater than the threshold 

learned for a certain 𝜏 is not aligned and the corresponding MSEK patch is kept instead.   
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Finally, the search space for the possible patch shifts has to be determined.  MSEK 

incorporates important information regarding the physics of the GPR sensing modality, 

namely, that threat presence is signaled by its high energy relative to the background.  

Thus, what is in question is not whether MSEK is finding the threat signature against the 

background, rather, whether the location it chooses is consistent with respect to other 

patches.  This notion limits the search space considerably; it is not necessary to consider 

 
Figure 3-7: Examples of five threat models used to align threat signatures  

 
Figure 3-8: Examples of observations with very little shape information, 

referred to as outlier patches. 
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every possible patch in the B-scan, rather, shifts of up to 5 pixels in the vertical direction 

(i.e., up and down) and 2 pixels in horizontal direction (i.e., left and right) from the 

initial MSEK point are considered

 

3.3 Threat Signature Alignment Results 

In this section, results from the proposed patch alignment method are presented.  

There are several ways that patch alignment can be evaluated.  This section opens with a 

discussion of the performance metrics used to evaluate the quality of the alignment.  

This is followed by a presentation of the results and discussion of their implications. 

3.3.1 Metrics for Patch Alignment Quality 

The main goal of this work is to ultimately improve classification performance.  

Therefore, a comparison of the classification performance of unaligned and aligned 

patches is an important metric.  This can be measured with ROCs or AUC as a summary 

 
Figure 3-9: Examples of observations with most shape information and 

lowest 𝓛(𝒘). 
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statistic.  Another metric is to evaluate how well the model is aligning patches which, by 

the initial investigation in section 3.2.1 regarding classification performance sensitivity 

to patch misalignment, would correlate with improvements in classification 

performance.  The objective function for this alignment algorithm is to choose the patch 

that minimizes the distance from one of the 𝐾 models.  Thus, if all patches are as close as 

possible to a model, then the overall objective has been met.  Numerically, this can be 

written as: 

 
ℒ(𝑊) = min

1

|W|
Σ𝑤∈𝑊ℒ(𝑤) 

(5) 

where |𝑊| is the cardinality of the set of patches, 𝑊 and referred to as MSE (mean 

squared error).  This signifies that the mean of the distances of all the patches in 𝑊 

should be smaller for an alignment to be considered “more aligned” than another.  Thus, 

the expected result is that if equation (5) is minimized that the AUC will be maximized 

(i.e., the most aligned set of patches will result in the greatest improvement in 

classification).  To confirm that this trend holds with equation (5), the results from the 

experiment described in section 3.2.1 are reinterpreted here.  Every point in Figure 3-10 

represents the performance of a dataset with successively greater variation across the 

patches.  Thus, for every dataset, the MSE is computed using 𝐾 = 50 models and no 

patches are removed.  This is compared to the AUC and is shown in Figure 3-10.  The 

trend in the figure shows that equation (5) captures the expected behavior and is 
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therefore used to evaluate the quality of the alignment.

 

3.3.2 Patch Alignment Results 

In this section, the effectiveness of KMA for patch alignment is assessed.  One 

possible confounding factor is that the model learned in training does not serve to align 

the test-data well (i.e., the model may be overfit).  To mitigate this possibility, this 

experiment is conducted by training and testing the alignment on all of the data but 

classifying the data with proper 4-fold cross-validation.  Because the alignment 

procedure has all of the data, this could form an upper bound on the performance of this 

alignment procedure (presumably, it would not do better if it had seen less data).  

To evaluate the effectiveness of KMA, a search is run over its two parameters: the 

number of models (𝐾) and the number of outlier observations (𝜏) to be replaced by the 

original MSEK patch for that observation.  In Figure 3-11 both performance metrics (i.e., 

MSE and AUC) are shown for the resulting patches.  In Figure 3-11, left panel, the MSE 

 
Figure 3-10: The MSE based alignment criterion (equation (5)) computed  for 

every dataset from the experiment in section 3.2.1 and compared to the AUC of that 

dataset. 
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is measured as a function increasing 𝜏, denoted on the x-axis as “% Max” for several 

values of 𝐾.  

 

The proportion of those patches is determined by removing the top 𝜏% of patches with 

highest error according to equation (4).  The MSE is calculated for both aligned and 

unaligned patches using equation (5), where unaligned patches are still assigned to one 

of 𝐾 nearest models. The trends in the MSE plot shown in the left panel of Figure 3-11 

follow what would be expected.  As the proportion of patches being aligned decreases 

(i.e., 𝜏 increases), the MSE increases which suggests that the alignment process results in 

a more consistent set of patches than the original set of patches.  MSE also decreases as a 

function of 𝐾.  As 𝐾 increases, fewer patches are assigned to each cluster, resulting (on 

average) in highest intra-cluster similarity.  This can result in a pathological behavior 

where the MSE could trivially be reduced to 0 if 𝐾 = |𝑊| with no alignment done.  To 

avoid this, clusters with few observations are removed.  The results from the right panel 

 
Figure 3-11: A comparison of the MSE and AUC of the patch alignment 

method as a function of the percent of patches treated as outliers not to be aligned (% 

Max) for various values of 𝑲.  The endpoint of 100% max is the baseline, where the 

performance is measured on MSEK patches only. 
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of Figure 3-11 tell a very different story.  For very few cases does the AUC that results 

from aligned patches exceed the AUC of the MSEK patches (compare AUC results to 

those in the right most column (i.e., 100% Max)), and even in the cases where the AUC 

does improve, it does so only by a very small margin.  For every line in the plot, the 

result that achieves the lowest MSE is the one where the most patches are aligned, but 

this also results in the lowest AUC.  This suggests that the fewer patches aligned, the 

better the performance. This result is precisely the opposite of what was expected at the 

outset of the experiment. 

3.3.3  Analysis of patch alignment results  

The results in the previous section seem to contradict the original assumption, 

that as the MSE of a set of patches is reduced, the AUC would increase as well.  In this 

section, this seeming contradiction is considered.  The hypothesis here is that this is 

possible because the MSE is an average measure of the overall alignment quality.  

Therefore, average MSE can be lowered, while actually being detrimental to the subset 

of patches that are integral to achieving good classification performance. Therefore, to 

understand whether alignment is beneficial at all, performance is broken down into four 

groups based on the quality of the alignment of that patch.  The first group is the 

removed patches.  The second through fourth groups refer to aligned patches ordered 

by their MSE and split into three groups.  Examples of patches corresponding to each 

class are shown in Figure 3-12. 
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To gain an understanding of the alignment performance and to resolve the apparent 

contradiction between the MSE and AUC plots in Figure 3-11, the AUC that was 

calculated for the patches by their groups is shown in Table 1.  To compute these AUCs, 

the ranking of the MSE of the patches from the alignment procedure of KMA with 𝐾 =

10 and % Max = 50% are chosen (referred to as KMA(10, 50)).  This choice was made 

because it is the point with highest AUC performance over the MSEK approach.  These 

indices were used to measure the AUC on the patches from MSEK, KMA(10, 50), and 

KMA(10, 5), by group.  The first column refers to the AUC of the entire dataset, which 

are the same as those shown in Figure 3-11.  The second column titled “Removed” refer 

 
Figure 3-12: A comparison of patches from the four patch groups defined.  The 

first column are outlier patches as determined by their MSE using KMA with 𝑲 = 𝟏𝟎 

and % Max of 50%.  The three subsequent columns from left to right are patches with 

successively higher MSE.  As expected, patches with lower MSE (i.e., group 1) appear 

to have more structure than those in group 3 or the removed patches (column 1). 
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to the outlier patches as determined by KMA(10, 50).  As can be seen, both MSEK and 

KMA(10, 50) have a similar AUC while the AUC of KMA(10, 5) is much lower.  The 

patches that KMA(10, 5) tried to align are known to have little shape information, with 

examples of such patches shown in Figure 3-8.  The fact that these patches are being 

used in the alignment model for KMA(10, 5) seems to negatively impact the classifier for 

all three groups of patches.  Removing those from the alignment model for KMA(10, 50) 

seems to have the opposite effect, that performance is improved over max for all three 

groups. Examples of such patches included by KMA(10, 5) that were removed by 

KMA(10, 50) are shown in Figure 3-13.  The AUCs in Table 1 suggest that using patches 

with these visual characteristics will affect performance negatively. Breaking down the 

results by their MSE aids in interpreting the initial performance curves shown in Figure 

3-11.  While the overall classification performance of the KMA(10, 5) patches is lowest at 

the point of lowest MSE, which suggests that the patches are well aligned, these 

alignments do not benefit classification and degrade the overall performance.  

Table 1: Classification performance of the aligned patches  split by their MSE 

from the models learned with KMA 𝑲 = 𝟏𝟎, %Max of 50%.
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This effect is not present for KMA(10, 50) patches because the cohort of patches with 

little shape information are not being changed.  Furthermore, because the set of patches 

being aligned do have shape, they result in slightly better performance.  The results from 

Figure 3-11 are discouraging in the sense that the maximum performance improvement 

achieved over the MSEK AUC is 0.003 when aligning the training and testing data 

simultaneously. This was achieved by excluding the bottom 50% of patches and aligning 

the top 50% of patches.  This suggests that the patches being aligned are already 

 
Figure 3-13: Five examples of observations with low MSE that were included 

in the alignment procedure of KMA 5% but that were removed by KMA 50%, with the 

corresponding MSEK patch (which is the same as the KMA 50% patch). 
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somewhat consistent and therefore classification does not benefit much from alignment.  

This likelihood of this possibility is further increased by visually comparing the four 

clusters with lowest within-cluster MSE of MSEK patches, shown in Figure 3-14.  

The first column shows the mean of the cluster, the second column shows central A-scan 

of each B-scan assigned to that cluster and the third column shows the 4 patches with 

smallest distance from the mean in that cluster.  Judging visually, the patches that MSEK 

chose are already very consistent (i.e., the top of their hyperbola is roughly at the same 

y-offset as seen in columns 2 and 3).  Thus, the fact that classification performance 

suffers while MSE is reduced suggests that the alignment procedure aligns patches in a 

way that is not beneficial for classification.  Furthermore, if the alignment does not help 

 
Figure 3-14: A snapshot of clustering the MSEK patches.  Each row relates to a 

separate cluster, the top row having the lowest 𝓛(𝑾).  The first column is the cluster 

mean, the second column is a concatenation of the central A-scan of each patch in this 

cluster and the third column are the 4 patches with smallest 𝓛(𝒘) from their model 

mean. 
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the patches with the lowest error, and that can visually be discerned as having a distinct 

shape, the prospect is bleak for outlier patches with little structure, such as those shown 

in Figure 3-8.   

3.4  Conclusions regarding patch alignment  

The goal in this chapter was to study temporal localization to identify the 

presence of buried threat signal.  Temporal localization is typically performed using 

energy-based methods.  Based on the popularity of energy-based methods in the BTD 

literature, the assumption in this chapter is made that energy-based methods attain the 

objective of identifying threat signature location.  However, translational variance was 

found among the patches and this was shown to be a factor that could potentially 

degrade classification performance.  Therefore, the work in this chapter consisted of 

developing a method to refine this localization. A shape-based method was studied that 

enforces consistency among the extracted patches and thereby potentially mitigates 

translational variance.  The results suggest that many of the observations appear to be 

visually irregular and therefore, enforcing shape-based consistency is ill-defined.  

Further, threat signatures with regular appearances (i.e., that appear hyperbolic) do not 

seem to benefit from alignment.   The observation about the existence of irregularly 

shaped observations in the dataset raises a different question.  If many signatures do not 

appear hyperbolic, which features of the signatures do define the presence of a buried 

threat, and which ones should be captured to generally improve their detection?  This 

question is the subject of the following two chapters.  
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4. Spatial Edge Descriptors: a new feature extractor for 

GPR-based BTD 

In this chapter, a study is performed to understand which aspects or features of 

the buried threat signature contribute to improved BTD performance.  The results of this 

study are then applied to develop a new feature extractor for BTD, referred to as Spatial 

Edge Descriptors (SED).  This feature extractor, or descriptor, leverages the findings of 

this study and is also designed to address the presence of irregularly appearing 

observations.  First, experiments are conducted to provide insight into the features that 

benefit BTD.  Second, a description is given of SED.  Third, the performance of SED is 

compared to state-of-the-art GPR algorithms.  Finally, the performance of SED is shown 

relative to that of the other algorithms on a held-out dataset. 

4.1 Studying features of threat signatures to track for BTD 

In recent years, many BTD algorithms have employed techniques from the 

computer vision literature [16], [19], [30], [31], [43], [63], [64].  These are typically applied 

by extracting visual features of buried threat signatures from the imagery.  The degree of 

presence of each of the computed features is organized as a vector of numbers and then 

provided to a classifier to make class predictions.  The features extracted typically relate 

to the characteristically hyperbolic pattern exhibited by buried threats [18]–[20], [65].  

Examples of descriptors from the computer vision literature that have been applied to 

this problem are Histogram of Oriented Gradients (HOG) [16], [20], [66], Edge 
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Histogram Descriptors (EHD) [46], [67], and the Scale Invariant Feature Transform 

(SIFT) [30].   

Because the GPR dataset is known to contain observations that exhibit hyperbolic 

characteristics and ones that do not, the question of the features that are important for 

classification is considered.  To conduct this study, the design choices of two state-of-

the-art feature extractors, HOG [16] and EHD [19] are contrasted.  First, a description of 

HOG and EHD is provided.  This description is used to motivate the design of 

experiments to study the importance of descriptor design for BTD in GPR data.  This is 

followed by a presentation and analysis of the results of this study. 

4.1.1. Description and contrast of state-of-the-art visual features 

for BTD 

The two feature extractors that have achieved state-of-the-art performance in 

recent BTD efforts are HOG [68] and EHD [69] and they are used in this study.  These 

extractors are gradient based, meaning that image features are characterized by the 

difference profile of a pixel relative to its surroundings [70].  This can be used to 

characterize basic image components such as edges and object boundaries based on their 

orientation and local appearance.  These basic components are often aggregated or 

pooled into regions called pooling regions (PRs) [71] examples of which are shown in 

Figure 4-1.  The basic premise is that image features can be summarized rather well 

using a distribution of gradients or edge directions even without precise knowledge of 
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those edges at each pixel location in the image [68].  Thus, even if threat signals appear 

slightly differently (e.g., vertically translated [72] or wider hyperbola) their descriptor 

representation can still be the same or quite similar.  This simplifies the classification 

task by removing or mitigating variations in the data that do not contribute to 

distinguishing between threats and non-threats. 

To compute these gradient-based descriptors of image features, the image 

undergoes two steps.  First, the image is transformed by computing the gradient 

magnitude and direction at each pixel.  Subsequently, the image is divided into a grid of 

PRs.  In each PR a 1-D histogram is constructed using the directions of the gradients 

within the PR.  By defining the PR grid in a particular way, robustness to small 

translations or shape inconsistencies at the pixel-scale within each PR is built-in to the 

descriptor.   

The two particular feature extractors mentioned here define the PR grid in very 

different ways.  Whereas HOG uses a grid of small rectangles, EHD uses a grid of 

columns (similar to Figure 4-1(a) and Figure 4-1(c) respectively) yet both are used to 

represent the features of buried threat signatures.  Using columns implies that the 

temporal localization of image features is unimportant.  This is because when computing 

a histogram of gradient directions within a columnar PR, the precise temporal index of 

those gradients is lost.  With the HOG descriptor, the temporal information is somewhat 

retained using a row structure as well as columns.  By splitting the image into columns, 
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the spatial localization of the gradients is mostly retained because this is not a dimension 

over which gradients are pooled.  

4.1.2 Experimental design 

In this section, experiments are designed that contrast the way the PR grids are 

defined between HOG and EHD to study the importance of localizing image features.  

In these experiments, a sequence of PR grids are proposed which are aimed at 

systematically reducing the localization of image features.  The classification 

performance is measured at each point in the sequence to estimate the importance of this 

factor.  The premise of these experiments is that if classification performance improves 

with reduced localization of the features, then retaining this information in the 

descriptor encoding is superfluous and potentially detrimental to performance in 

general. 

In the first experiment, the importance of temporal localization is measured.  For 

this experiment, a sequence of descriptors is used whose PR grid successively reduces 

temporal localization.  This starts with the PR grid defined in Figure 4-1(a), and whose 

rectangular PRs correspond to a HOG-like grid.  Subsequently, the number of rows is 

reduced in the descriptors shown in Figure 4-1(b)-(c) to decrease the degree of temporal 

localization.  Finally, in Figure 4-1(d) temporal localization is further reduced by 

increasing the number of time samples over which the features can be pooled.  The 
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descriptors in Figure 4-1(c)-(d) are the least temporally localized and correspond to a 

more EHD-like grid. 

In the second experiment, the importance of encoding spatial localization in the 

descriptor is measured.  Motivated by the design of the EHD feature in [19], the PR is 

also extended in the third dimension.  Thus, rather than computing a descriptor on 

cross-track patches only, the descriptor is computed using the cross-track patches at 𝑧 

downtrack locations before and after the current downtrack location at which the 

prescreener alarm is placed.  This is shown in Figure 4-1(e).  Thus, for each PR grid in 

Figure 4-1(a)-(d) the features are pooled in the third dimension as well.  While pooling 

beyond 𝑧 = 2 is possible and is done to compute the EHD algorithm [19], in this work 

this was not found to generally improve detection performance.  When pooling 

gradients, an assumption is made that the specificity of the shape variation within the 

PR can be summarized.  However, the distance between the center of the alarm and 𝑧 >

2 may be such that the shape variation of the hyperbola between the two slices is too 

 

Figure 4-1: Different PR grids are proposed to study the effect of temporal and 

spatial localization of image features. 
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great.  If this is the case, then the descriptiveness of this feature would be reduced by 

averaging the gradients of slices with very different shape information.  The result of 

this could degrade classification performance. 

To conduct this experiment, several additional design choices regarding the 

classification task must be made.  In particular, these relate to the data, the choice of 

classifier, as well as to the selection of patches to be used for each alarm during both 

training and testing.  This experiment is run on dataset 𝐵 and the data is first down-

sampled by a factor of 2 in the time-dimension.  The size of the patches used for the 

cases shown in Figure 4-1(a)-(c) is 18 × 18 pixels and for the case shown in Figure 4-1(d) 

the size is 30 × 18 pixels.  The classifier used for this experiment is the Random Forest 

classifier [73] which was used in the original application of HOG to GPR data in [16].  To 

construct the dataset for training and testing, the method outlined in [21] is employed.  

During training, MSEK is used to select patches at the top 4 locations of highest signal 

energy for buried threats and for non-threats patches are extracted at small intervals 

down the temporal axis of the B-scan.  During testing, the trained classifier is applied to 

every temporal location of an alarm and the final confidence at that spatial location is 

the sum of the confidences at the 𝐿 temporal locations with highest confidence.  The 

value of 𝐿 depends on the size of the patch and therefore, for the cases in Figure 4-1(a)-

(c), 𝐿 = 21 and for Figure 4-1(d), 𝐿 = 27. 

The classifier scores are computed using a lane-based cross-validation procedure.  

Lane-based cross-validation matches many of the conditions in which fielded algorithms 



 

43 

 

are typically used.  Therefore, by using this type of cross-validation, the conclusions 

drawn here could be applied to the development of algorithms for fielded systems.  In 

this procedure, all 13 lanes across the two sites are pooled and to obtain scores for the 

alarms in a particular lane, a classifier is trained using the data in the remaining 12 

lanes.  This process is repeated for each one of the 13 lanes.   

4.1.3. Results 

The results of the two experiments are shown in Figure 4-2.  The results of the 

first experiment, denoted by 𝑧 = 0, indicate that classification performance improves as 

temporal localization is reduced.  

 

The results of the second experiment are denoted by 𝑧 = 2 and further confirm that 

reducing the localization in the feature encoding improves performance.  In the case of 3 

 
 

Figure 4-2: Results of the experiment described in section 4.1.2.  Each line 

represents the results of a different experiment where 𝒛 = 𝟎 corresponds to the first 

experiment to test the importance of temporal localization of gradients in the 

descriptor.  The 𝒛 = 𝟐 line corresponds to the results of the experiment testing the 

importance of spatial localization. 
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rows, increasing 𝑧 from 0 to 2 isolates the spatial localization factor and it shows that 

reducing spatial localization alone is also beneficial.  The other points on the 𝑧 = 2 curve 

suggest that a reduction in both spatial and temporal localization is beneficial.  In 

addition to identifying this as a potential avenue for improved descriptor design these 

results also suggest that a lower dimensional descriptor representation due to having 

fewer PRs and therefore fewer gradient histograms can be beneficial as well. 

4.1.4. A note about HOG performance 

As can be seen in the experiments in the previous section, as the descriptor is 

designed to resemble EHD, performance improves.  This includes the reduction in 

temporal localization as well as aggregating information in the third dimension.  This 

trend persists for down-track patches (not shown here).  In other studies, however , 

HOG is shown to outperform EHD [16], [40], [72] and therefore HOG was considered a 

state-of-the-art descriptor for BTD.  In those studies, the descriptors were extracted on 

the small two-dimensional image patches and were evaluated using the stratified cross-

validation procedure described in section 2.2.2.  Further, in the comparison in [16], HOG 

and EHD are compared using the random forest classifier whereas EHD was developed 

and optimized for a different classifier [19].  This could also have contributed to a lower 

performance of EHD. 
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4.2 Spatial Edge Descriptors for T-scans 

In this section, a descriptor is defined that makes use of the two insights into 

BTD feature extraction that have been found in this work thus far.  This descriptor is 

based on EHD and modifies its computation to account for the presence of irregularly 

shaped observations.  EHD was chosen as the starting point because of its superior 

performance in the experiments in this work.   

Unlike almost all descriptors developed for BTD using GPR, the proposed 

descriptor operates on spatial slices of the data.  These are extracted from the data cube 

at particular times, referred to here as T-scans an example of which is shown in Figure 

4-3.  

 
 

Figure 4-3: Examples of three possible views of the data cube collected at a 

prescreener alarm location.  For each cube, two spatio-temporal slices, B-scans 

(downtrack and crosstrack), and one spatial slice, the T-scan are shown.  In each cube, 

the T-scan shown corresponds to the approximate center of the reflections associated 

with the subsurface disturbance.  The time-index is demarcated by the blue line on 

the cube (a) Cube of data corresponding to a buried threat.  Unlike in the B-scans 

where buried threats appear hyperbolic, in a T-scan, the buried threat typically 

appears circular.  (b) Cube of data corresponding to a non-threat where the pattern of 

the disturbance does not follow a regular pattern. 
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This descriptor is named the Spatial Edge Descriptor (SED) and is based on the 

describing the circular appearance of buried threats in T-scans.  First the steps to 

compute SED are described and then two additional steps are demonstrated that 

improve its performance.  

4.2.1. Defining the Spatial Edge Descriptor (SED) 

In Figure 4-4, examples of buried threats are shown whose appearance is not 

hyperbolic but in the T-scan their appearance is somewhat circular.  This is very 

significant because for classification to be successful, the training set must contain 

somewhat similar data to data expected to be seen at test time.  However, obtaining 

examples of irregularly appearing observations is by definition a challenging task.  

Therefore, the view of the data in the T-scans is considered as a way to reduce the intra-

 

Figure 4-4: Examples of the T-scan of observations identified by the SED 

algorithms and missed by EHD. 
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class variance of buried threat signatures and to simplify the task of obtaining training 

data for the supervised model.  

An important benefit of considering the circular pattern is that it allows for a 

simple encoding of the three-dimensional shape information of threat signatures.  In 

contrast, both the HOG and EHD algorithms compute 2 descriptor vectors, one for the 

down-track slice and one for the cross-track slice and thereby doubling the feature 

dimensionality to a total of 182 and 70 dimensions respectively. 

The process for computation of SED is shown in Figure 4-5 and is based on the 

design of other gradient based descriptors.  

The averaging step builds in robustness to possible poor signal measurements at a 

particular time by measuring an average circularity profile over time. The final 

descriptor provided to the classifier for a single subset of data is a vector of 36 numbers.   

 

Figure 4-5: Process for computing the SED descriptor.  Around the spatial 

coordinates of the prescreener alarm location and at the time-index estimated using 

MSEK, a 𝟏𝟓 × 𝟏𝟓 pixel patch is extracted which is divided into a 𝟑 × 𝟑 grid of cells.  

In each cell, a histogram of gradients is computed using 𝟒 angle bins.  The final 

descriptor vector supplied to the classifier is the average of computing SED on 𝟕𝟎 T-

scans with the first one computed at the MSEK temporal location and the last one 

𝟔𝟗 time samples lower. 
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4.2.2. Improvements to SED computation 

In this section, two additional steps are described for the computation of SED.  

Controlled experiments are performed to demonstrate that each improvement is 

beneficial for classification compared to that achieved using the baseline computation of 

SED. 

The first improvement is with regards to the computation of the gradients.  

Because the gradients are used to encode image features, they form a central part of the 

descriptor.  Gradient descriptors typically measure edge-like structures in different 

orientations.  One way to implement this is by matching the image to templates of 

oriented edges (e.g., through convolution).  At each pixel in the PR, the index of the edge 

template to which this pixel achieves maximum response is recorded and a vote is 

placed in the histogram bin for that edge-orientation.  An additional bin is added in this 

step corresponding to “no-edge” if the response to all templates is less than a specified 

threshold.  In that case, a count is maintained of the number of pixels in the PR whose 

gradient response is less than the threshold.  The edge templates used here are 4 

rotations of 3 × 3 pixel Sobel filters rotated at 45 degree intervals.  The threshold used is 

3 which is a quantity expected to be robust across datasets if the GPR data and the edge 

templates are normalized in similar fashion to the data and templates in this work.  Both 
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of these steps (using edge templates and a “no-edge” bin) are similarly implemented in 

the EHD algorithm [19]. 

The second improvement is implemented to address possible errors in the spatial 

centering of the buried threat signature by the prescreener.  As can be seen in Figure 4-6, 

the buried threat signal can appear off-center which may degrade the descriptor 

performance.  While the precise localization of the structures within a PR may be 

unimportant, the classifier expects that a particular PR will have a similar edge 

distribution to the corresponding PR in a different observation.  Thus, if the observations 

appear translated one from another, the edge distributions may also be different, 

possibly degrading classification performance.  To mitigate this possible inaccuracy, for 

each observation, the descriptor vector computed at the alarm location is augmented by 

considering each pixel in a 5 × 5 pixel grid as an additional alarm location and 

computing a classifier prediction at every location.  A final confidence of threat presence 

for that alarm is computed by summing the 25 confidences obtained in this augmented 

grid.   

 

 

Figure 4-6: Example of a buried threat whose location is estimated with the 

prescreener but the signal is not properly centered in the T-scan. 
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The results from the two proposed modifications are shown in Figure 4-7 and are 

compared to the baseline performance of SED as described in section 4.2.1.  The results 

from this comparison suggest that the two modifications described here improve the 

classification performance with SED.  That the gradient modification improved 

performance, despite adding one more descriptor dimension per PR (increasing the 

feature dimensionality from 36 to 45) suggests the benefit in describing the circular 

signal in this way.  That augmentation additionally improved performance suggests that 

the uncertainty surrounding the estimate of the alarm location using the prescreener can 

negatively impact performance and that summing is a sufficient solution to mitigate this 

possible inaccuracy. 

 

Figure 4-7: A comparison of the performance of the original T-scan and the 

consistent performance improvements due to the proposed modifications. 
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4.3. Algorithm Comparison 

In this section, results are presented of a comparison between SED and state-of-

the-art algorithms for GPR on the large data collection described in section 2.2.1.  All 

algorithms are trained and tested on the prescreener alarms obtained from dataset 𝐵.  To 

obtain classification results, each algorithm was trained and tested using the lane-based 

cross-validation procedure explained at the end of section 4.1.2.   

4.3.1 Description of algorithms used 

In this comparison, 4 algorithms are included and their performance is shown 

relative to the prescreener as a baseline.  The first algorithm is SED which is computed 

with the improvements described in section 4.2.2.  For classification, a Support Vector 

Machine (SVM) [74] with radial basis functions is used with 𝛾 = 0.001 and SVM cost 

parameter 𝐶 = 15, which were chosen in cross-validation.   

The EHD algorithm is computed as described in [19] where 60 × 15 × 7 pixel 

patches for both the down-track and cross-track are extracted and each is divided into a 

PR grid of 7 overlapping columns.  Gradients are computed using 4 custom edge 

templates and a “no-edge” bin computed with a gradient threshold of 3.  The classifier is 

trained using the patch around the top energy location identified with MSEK for threats 

and for non-threats 5 patches are extracted at regular intervals down the depth.  At test 

time, a classifier score is computed at regular intervals down the depth and the final 

confidence is the sum of the 3 highest classifier scores.  Two classifiers are trained; one 
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for each track, and the product of the two output confidences is used as the final 

confidence for this observation after suitable normalization of the confidences to ensure 

they are all non-negative.  A radial basis function SVM with default parameter values 

for 𝛾, 𝐶 is used.   

The HOG algorithm is computed as described in [16] where 18 × 18 pixel images 

are extracted for both the down-track and cross-track after the data is downsampled by a 

factor of 2 (these numbers are slightly different from the original work to account for a 

change in radar).  Each image is divided into a PR grid of 3 × 3 cells of 6 × 6 pixels.  The 

gradient histogram is computed using 9 gradient bins.  The gradient histogram in each 

cell is subsequently normalized using a 3 × 3 block of cells.  During training, 4 patches 

are extracted with MSEK for threats and for non-threats 24 patches are extracted at 

regular intervals down the depth.  The classifier is tested at small, regular intervals 

down the depth and the final confidence is the sum of the top 12 classifier scores.  For 

classification, the Random Forest [73] is used with 100 trees and it is operated on a 

concatenation of the descriptor vectors extracted on the patch of both tracks. 

A modified version of the HOG algorithm is proposed here which incorporates 

the findings presented in this work.  The three algorithmic details that have changed are 

described here.  First, separate classifiers are trained for each track and the score from 

each track is multiplied to obtain a final confidence.  Second, using cross-validation, 

parameters were selected to optimize the performance of the fusion of the tracks.  The 

optimization was over the sizes in the PR grid and also incorporates computing the edge 
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histogram by extending the down-track and cross-track images into the third dimension 

in similar fashion to EHD and SED.  Finally, the histogram normalization step is 

removed in accordance with the results found in [66] where this is demonstrated to 

degrade classification performance for the HOG descriptor on  GPR data. 

4.3.2 Comparison results 

In Figure 4-8, the comparison between the 4 algorithms and the prescreener is 

shown in terms of the ROC.  At very low FAR values, the EHD algorithm outperforms 

SED but starting at 𝐹𝐴𝑅 = 2 × 10−4 and beyond, SED outperforms EHD and all other 

algorithms.  This suggests that a descriptor that accounts for the presence of irregular 

observations can generally be beneficial to the classification of buried threats in GPR 

data.  Additionally, while the modified HOG algorithm is shown to substantially 

improve over the original HOG algorithm, it is outperformed by both SED and EHD.  

This follows the conclusions in section 4.1.3. 
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4.4. Analysis 

A major motivation in developing the SED algorithm is for use as a BTD in a 

real-world context.  To evaluate how well SED would perform in this context relative to 

other algorithms, two experiments are conducted.  These experiments measure how 

much the performance estimates shown in Figure 4-8 depend on using dataset 𝐵 and 

how much loss to expect when moving to a different dataset.  

4.4.1. Computing performance dependence on dataset 𝑩 

To estimate how well an algorithm can perform on unseen testing data, cross-

validation is typically used as the testing data is held out from training.  However, 

despite using cross-validation, a model could still be learned that is very prone to fitting 

to the nuances in the training data, and those same nuances may be present in the 

testing data.  This may not be noticed if the training and testing data are very similar.  

 

Figure 4-8: The performance of SED is compared to the prescreener and state-

of-the-art algorithms for BTD in lane-based cross-validation using dataset 𝑩. 
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However, if the model is fit to the training data performance can suffer greatly if the 

statistical distributions of threats and non-threats are different in the testing set.  This is 

a common problem in BTD where the GPR measurements are heavily dependent on the 

soil characteristics [75].  This effect is referred to here as overfitting.   

To measure algorithm overfit in this work, algorithm performance in cross-

validation (X-val) is subtracted from the performance when the algorithm is trained and 

tested on the entire dataset (TOT).  An overfit algorithm is defined as one whose TOT is 

much higher than its X-val performance.  In the case that the algorithm is very overfit 

and the testing data distribution is different from the training data distribution, then a 

large drop is expected in X-val because the algorithm will not have seen the data from 

the different distribution in the testing datasets. 

The measurements of X-val, TOT, and the difference of the two for the 4 

algorithms discussed in the comparison in section 4.3 are shown in Table 2 and Table 3 

in terms of PAUC and PD at a 𝐹𝐴𝑅 = 0.003, respectively.  For both metrics, SED 

achieves the lowest overfit measurement, followed by EHD.  Thus, when applying the 

models learned to a new dataset, the order of the performance of the algorithms is 

expected to remain similar. 
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4.4.2. Algorithm performance on held-out data 

As a test of the overfit measure proposed in section 4.4.1, performance of the 4 

algorithms is measured on a held out dataset.  All algorithm development thus far has 

centered on dataset 𝐵 in which the training set always contains data from the same site 

as the lane in testing.  In this experiment, the classifier is trained on all of the the dataset 

𝐵 data and was tested on dataset 𝐶 which contains data at different sites.  Dataset 𝐶 was 

collected under very different conditions from dataset 𝐵, in particular in terms of the soil 

composition of the lanes.  Additionally, the distribution of target types and their 

respective burial depths are different, although similar target types and depths are used 

between the two datasets- only the frequencies are different.  The main point of 

Table 2: Algorithm performance in terms of PAUC at 0.003 

 TOT X-val Difference 

SED 0.8751 0.8616 0.0135 

EHD 0.8861 0.8523 0.0339 

HOG 0.9156 0.7446 0.1709 

HOG Modified 0.9154 0.8300 0.0854 

 

Table 3: Performance of algorithms in terms of PD at 0.003 

 TOT X-val Difference 

SED 0.9168 0.9088 0.0080 

EHD 0.9245 0.9016 0.0229 

HOG 0.9637 0.8475 0.1163 

HOG Modified 0.9506 0.8860 0.0646 
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consistency between the two datasets is that the same radar model was used to collect 

the data. 

In Figure 4-9, algorithm performance for this blind test is shown.  As is evident, 

performance has suffered for all of the algorithms, including the prescreener.  

This could be due to the mismatch of target distributions between the two datasets 

which could be affecting the visual appearance of the hyperbolas.  A detailed analysis of 

this drop in performance is beyond the scope of this work and will be the topic of future 

research.  Nevertheless, the order of the performance of the algorithms on dataset 𝐶 

largely follows the pattern that would be predicted by the results in section 4.4.1.  While 

HOG and HOG modified perform relatively well for low FAR values, their performance 

drops off for higher FAR considerably.  In this experiment, SED consistently dominates 

all other algorithms. 

 

Figure 4-9: Results of a comparison of the algorithms and prescreener in a 

blind test using dataset 𝑪. 
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4.5. Conclusions 

In this chapter, the definition of buried threats in GPR data was reconsidered as 

it pertains to data selection for improved BTD performance.  The definition typically 

provided is that buried threats exhibit a characteristically hyperbolic pattern.  Based on 

this definition, classification algorithms are typically designed to extract features of 

hyperbolas from the imagery.  However, as was found in Chapter 3, a large proportion 

of buried threat observations does not follow this pattern in the imagery.  Therefore, the 

work in this chapter consisted of developing experiments to identify features of the 

buried threat signal that are useful for classification that are not necessarily focused on 

identifying hyperbolas.  The conclusions of these experiments were then used to develop 

a new BTD which is shown to achieve state-of-the-art performance. 

In recent years, the most successful feature extractors for identifying hyperbolas 

in GPR data for BTD have focused on dividing the image into regions.  Within each 

region, a description of the variation of the buried threat signal is computed.  The 

capacity of the description of the data in each region is fixed independent of the size of 

the regions, meaning that the description of larger regions is less detailed.  The final 

descriptor for the image is a concatenation of the descriptor for all the regions.  The 

experiments in this chapter focused on identifying how to divide the image such that 

signal variations important for classification are captured.  The results of these 

experiments suggest that splitting the image into large vertical regions, and therefore 

less detail about temporal variations in the overall image, yields the best classification 
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performance.  Reducing the granularity of the signal description for improved 

classification performance is consistent with the hypothesis that many irregular 

observations exist in the dataset.   

One way to interpret that reduced granularity of the description is beneficial for 

classification is that intra-class variance exists along the temporal axis that is 

unimportant for classification.  Thus, a feature extractor is developed in this chapter to 

reduce this intra-class variation which mostly corresponds to the manifestation of side-

lobes of the hyperbolas.  This is done by considering spatial slices of the data cube where 

buried threats typically exhibit a circular pattern.  Many different side-lobe 

manifestations in the B-scan can result in the same circular pattern and therefore, the 

data may be summarized more succinctly.  The feature extractor developed is referred to 

here as SED and is shown on a large data-collection to outperform three state-of-the-art 

BTD algorithms.  SED is also shown to exhibit less overfit than those same state-of-the-

art BTD algorithms suggesting the generality of these findings.  
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5. Temporal localization using Multiple Instance 

Learning 

At a given spatial location, the exact temporal coordinates at which buried threat 

signal may exist is uncertain.  While a classifier can be provided with the entire cube of 

data at that location, this would include a large portion of background data which is 

likely detrimental to learning the appearance of buried threat appearance in GPR data.  

For this reason, sub-regions of the data-cube are typically provided to the classifier [16], 

[40].  Identifying the temporal coordinates of these sub-regions is a central part of the 

data-selection problem and is the topic of this chapter.   

Energy-based methods are typically used as a proxy to buried threat signal 

presence and for that reason, they can be used to estimate the temporal coordinates of 

the desired sub-regions [16], [19], [21], [40].  Thus, using an energy-based method such 

as MSEK, a training or testing dataset can be obtained.  However, the work in [40] 

identifies 11 different strategies in which energy-based methods have been used for this 

purpose.  In particular, the number of sub-regions at which to extract data is often 

varied in these strategies.  Rather than attempt an exhaustive search over all possible 

training and testing data sets, which may be time-consuming, may result in a sub-

optimal solution, and may need to be redone for every new algorithm, developing an 

automated method for this task is considered.  The aim of this method is to 

automatically identify the location of buried threat signal as well as the number of 
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locations at which they exist.  For this purpose, the multiple instance learning (MIL) 

framework is considered. 

This chapter is organized as follows: first, the MIL framework is described and 

its previous applications to BTD in GPR data are reviewed.  Second, its use to investigate 

the data selection problem is described.  Finally, the results from this study are 

presented and analyzed.  

5.1 MIL and BTD in GPR data 

The typical supervised learning task consists of learning a classifier on a dataset 

of observations where each observation has an associated class label.  The MIL 

framework is used for a particular type of labeling uncertainty, where the label of 

groups of observations (referred to as bags) is known,  but not that of the individual 

observations (referred to as instances).  An important modeling assumption for 

inference is that a bag is labeled positive if at least one instance in the bag represents the 

positive concept, 𝑡, while in a negative bag none of the instances are positive.  Note that 

𝑡 refers to the observations that indicate the positive class (i.e., the buried threat signal).  

In this section classifier training within the MIL paradigm is described and then its 

application to GPR is reviewed. 

5.1.1 Classification with MIL 

The objective in MIL is to learn a classifier from the bags in order to predict the 

label of an unseen bag at test time.  The classification function learned can operate either 
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on all the feature vectors in the bag 𝑋 at once or on the individual feature vectors of the 

instances in the bag 𝑋 = {𝑥𝑖⃗⃗  ⃗}𝑖=1
𝑁  [76].  In the GPR literature, only classifiers learned to 

operate on individual instances are considered [32], [34], [77]–[80].   

A common approach to learning an instance-level classifier is to find the one 

instance in the bag that makes a bag positively labeled [81]–[83].  This directly addresses 

the labelling uncertainty in MIL problems: identifying the labels of the instances in order 

to train a classifier.  However, addressing the labeling problem in this way creates a 

difficult inference problem.  In this framing of the problem learning the set of positive 

instances and learning a classifier to identify these instances has to be done 

simultaneously.  Thus, from a set of positively labeled bags, 𝑋+ and negatively labeled 

bags, 𝑋− the positive concept 𝑡 is to be learned by optimizing 

 �̂� = argmax
t

∏ 𝑃(𝑡|𝑋)

𝑋∈𝑋+

∏ 𝑃(~𝑡|𝑋)

𝑋∈𝑋−

 (6) 

where ~𝑡 refers to the negative concept in a binary classification task such as in BTD and 

𝑃(𝑡|𝑋) represents the probability of that bag inducing the target concept.  To solve this 

optimization problem, a common assumption is employed using the Noisy-OR gate 

model [84].  This model assumes that to induce 𝑡, it is sufficient to observe a single 

positive instance in the bag and it is only a matter of finding which instance that is.  By 

employing this model and treating the instances as independent, the factors in equation 

(6) can be written as 

 𝑃(𝑡|𝑋) = 1 − ∏(1 − 𝑃(𝑡|𝑥)) 

𝑥∈𝑋

 (7) 
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 𝑃(~𝑡|𝑋) = ∏(1 − 𝑃(𝑡|𝑥))

𝑥∈𝑋

 (8) 

for each instance 𝑥 in the bag.  Thus, if even a single instance is positive, the probability 

of the concept in equation (7) is maximized (i.e., equals 1).  Similarly, if any positive 

instance is found in a negative bag, the probability of the negative concept in equation 

(8) is minimized (i.e., equals 0). 

 Many different methods have been considered to learn 𝑡 that involve defining a 

model for 𝑃(𝑡|𝑥), the probability of a single instance inducing the target concept.  The 

initial MIL method, axis-parallel rectangle (APR), defines this model as the indicator 

function if the feature vector 𝑥 is in some part of the feature space 𝑅 [85].  The aim is to 

learn the largest region 𝑅 that contains instances in positive bags and those instances are 

then taken to correspond to the positive concept.  Other models have been developed to 

optimize equation (6) using the SVM [83], Relevance Vector Machines [86], random 

forest [87], and boosting methods [88] among others [89]–[91].   

In all the above cases, instance level predictions, 𝑃(𝑡|𝑥) are obtained and the 

noisy-OR function is used to aggregate these predictions into a bag level prediction,

𝑃(𝑡|𝑋).  This, however, is not the only aggregation step possible.  Others may include 

taking the maximum instance level prediction or taking an average [76]. 

5.1.2 MIL applied to GPR data 

In the context of BTD in GPR data, MIL is applied by modeling the cube of data 

at a particular spatial location as a bag and the data at temporal locations as the 
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instances.  This is typically done by considering (potentially overlapping) slices of the 

cube as instances and extracting a single feature vector for each slice, as is shown in 

Figure 5-1.  Because it is uncertain at which temporal location the buried threat signal 

exists, the classifier can be used to infer the location as well as the positive concept.  

 

To perform inference, several models have been applied in the BTD literature 

[32]–[34], [37], [45], [77], [79], [92], [93].  Each model for the threat concept has involved 

learning a classifier on EHD features and aggregating instance-level predictions into 

bag-level predictions using the noisy-OR model.   

 

5.2 Experimental design of MIL based investigation  

The goal of applying MIL to this problem is to investigate whether an automatic 

approach can be developed to select the training data for classification.  For this purpose 

 
Figure 5-1: Division of the GPR cube into instances.  Each instance is a slice of 

the data cube and are frequently extracted with some overlap.  For each instance, a 

feature vector is computed and all feature vectors computed for a data cube are 

provided to an MIL classifier as a bag.  
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the mi-SVM developed in [83] is used.  First, the experiments to investigate whether 

developing such a method would be beneficial are detailed.  Second, a description of the 

mi-SVM is provided which is the tool used in these experiments. 

5.2.1 Experimental questions 

To potentially improve the selection of training data provided to the classifiers, 

the MIL framework is used to investigate two questions.  These questions relate to 

automating the design choices which are currently decided on heuristically, and 

presented without justification, in many works relating to BTD in GPR data [40].  To 

determine whether any method developed is effective at solving this problem, an 

important point is noted.  For both the SED and EHD algorithms, these choices have 

already been decided upon and therefore, they could be used as a baseline for the MIL-

based training data selection method.  Thus, if similar classification performance is 

obtained with MIL compared to the heuristically chosen ones, then perhaps MIL is 

justified to be used for different algorithms as well. 

While the physics of GPR suggests that high energy locations would correspond 

to the presence of a buried threat this may not always be the case.  In particular, if a 

threat is buried in a highly cluttered environment, regions of high energy may not 

always correspond to threat signal.  Additionally, in some cases, the threat signal may 

have secondary reflections or different parts of a longer temporal signal which may 

appear threat like but not have high energy (see Figure 1-3).  Therefore, the first 
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experiment addresses the core question: does there exist a single patch that corresponds 

to the buried threat signature that is better for classification than the patch extracted 

around the maximum energy location.  The second question is whether identifying 

multiple temporal locations and providing that data to the classifier can be used to 

improve classification performance.   

5.2.2 mi-SVM 

The experiments in this chapter are conducted with the mi-SVM which employs 

the SVM learning algorithm to identify the instances that induce the target concept.  This 

learning algorithm is used here because unlike other models applied to BTD, it does not 

make use of the noisy-OR assumption and for this reason can be used to study whether 

more than one observation would benefit classification.  Additionally, it is a flexible 

model that can easily be adapted to the questions here. 

To model the labeling uncertainty with MIL, the relation between instance labels, 

𝑦𝑖 and bag labels 𝑌𝐼 can be expressed as a set of linear constraints 

 
∑

𝑦𝑖 + 1

2
≥ 1, ∀𝐼 s. t.  𝑌𝐼 = 1

𝑖∈𝐼

 
(9) 

 𝑦𝑖 = −1, ∀𝐼 s. t. 𝑌𝐼 = −1. (10) 

In equation (9), the lower bound of 1 results from the modeling assumption that in a 

positive bag at least a single instance must be positive [83].  This number can be 

increased however, if the belief is that more than one positive instance must exist in the 

positively labeled bag. 
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 Learning an SVM in this context requires learning a slightly modified soft-

margin criterion (i.e., the SVM max-margin cost function with the slack parameter to 

account for potential misclassifications [39]).  Here, the maximization is jointly over 

finding possible label assignments for the instances as well as over separating 

hyperplanes for that assignment.  This formulation leads to a mixed integer 

programming problem [83] that identifies the optimal labeling and optimal hyperplane.  

Conceptually, this addresses both aspects of an MIL problem, i.e., recovering the 

unobserved instance labels and simultaneously finding the optimal classifier.  This 

formulation however is computationally intractable and therefore the solution proposed 

in [83] is an optimization heuristic.  Rather than solving both aspects of this problem at 

once, an iterative approach is adopted that alternates between identifying labels for each 

instance and then training an SVM for that labeling of the instances. 

 For this process to begin, an initial labeling of the instances is required.  This is 

important for positive bags which may only have one instance that induces 𝑡 whereas all 

negative instances could be used to train ~𝑡.  To find positive instances in positive bags 

initially, MSEK can be used.  Thus, for each positive bag, the top 𝐾 locations identified 

with MSEK are provided to the classifier as positively labeled observations.  The other 

instances in positive bags are excluded from training because they neither represent the 

positive concept nor the negative concept [94].  While for negative bags, all negative 

instances could be used for training, to avoid the problem of class imbalance and to 
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reduce the computational burden during training, a fixed number of instances are 

selected. 

 Given an initial labeling of the instances, the mi-SVM is trained to refine the label 

estimates by iterating between a training and relabeling.  In the experiments in this 

work, only one iteration is employed but using more than one iteration is also possible.  

The procedure to train the mi-SVM is shown in Figure 5-2 and is used to ensure that 

instance selection is properly handled in the context of lane-based cross-validation.  For 

the mi-SVM to be trained, SVM confidences are needed for all the observations in the 

training dataset.  If the SVM is trained on the entire dataset then the confidences it 

would provide would be from a model that already saw that data point.  This could be 

problematic because the finally trained mi-SVM is expected to be robust for use on 

testing data from previously unseen lanes.  Therefore, an internal cross-validation 

procedure is used to ensure that the instances being selected are those that will train the 

mi-SVM to perform best in lane-based cross-validation. 

5.3 Data selection results 

To investigate the efficacy of using the mi-SVM to automatically select training 

data as a replacement for making design choices heuristically, three experiments are 

conducted.  The experiments are conducted on dataset 𝐷 described in section 2.2.1 in 

lane-based cross-validation using both the EHD and SED descriptors which were chosen 

because they are typically operated with an SVM.  
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The first experiment is to address whether any improvements could be expected by 

using the classifier over using energy-based temporal location selection.  The second and 

third experiments are particular to the proposed method for automated selection of 

those locations using the classifier. 

The first experiment is a baseline-check: are the temporal locations identified by 

the classifier any different from the maximum energy locations and does this affect 

performance.  A histogram of the difference in their location for both algorithms is 

shown in Figure 5-3.   Using the classifier trained on EHD, for 84.66% of observations, 

 
 

Figure 5-2: Depiction of the cross-validation procedure used to select instances 

to train the mi-SVM for testing on a single fold.  Within a single fold, the training 

dataset is split by lane to train 𝟒 SVM models in lane-based cross-validation.  The 𝟒 

models are then used to obtain a set of confidences for all the observations in the 

current training fold (orange boxes).  These confidences can then be used to select the 

desired positive and negative instances with which to retrain the SVM (thus, the mi-

SVM).  The trained mi-SVM can now be used for testing to obtain confidences for all 

the observations in the held out lane 𝟓. 
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the maximum confidence location is within 2 locations from the MSEK location.  For 

SED, this proportion is 90.49%.  The performance difference obtained by testing using 

the MSEK location or the maximum confidence location is shown in Figure 5-4.  If the 

final confidence for a bag was obtained at the MSEK location, performance would suffer 

dramatically relative to using the maximum confidence location.  

An additional improvement in performance is measured if the sum of the top few 

classifier confidences is used, which is typically done for both descriptors.  The classifier 

is trained to identify the most threat-like temporal locations and the large difference in 

performance suggest that the energy location is often not that temporal location. 

The following two experiments are to address whether better temporal locations 

exist at which to extract training data than the temporal locations identified with MSEK.  

 
Figure 5-3: Comparing the difference in percentage difference between 

classifier (C) and energy (E) locations for (a) EHD, (b) SED.  In these cubes of data, 

𝟏𝟒 instances of data are extracted per bag.  Each instance is extracted such that its cube 

of data overlaps 𝟑𝟑% with the instance above and 𝟑𝟑% with the instance below.  

Thus, each instance has overlap with up to two instances above and below it. 
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The second experiment is to address whether a single such location exists and therefore, 

the mi-SVM is trained with 𝐾 = 1, meaning that each positive bag contains exactly one 

positive instance. 

The mi-SVM is initialized in this way too.  The third experiment is to answer the 

question of whether performance can be improved with a larger dataset where 

additional patches are extracted using the mi-SVM as the selection criterion.  This is 

done by initializing and training the mi-SVM such that 𝐾 = 2 or 𝐾 = 3 and choosing as 

many positive instances per bag with which to retrain the SVM. 

  The results of the experiments are shown in Figure 5-5(a) for EHD and Figure 

5-5(b) for SED and they appear very similar.  In both cases, the performance from the 

𝐾 = 1 experiment is approximately equal to that of the baseline trained with 1 patch 

extracted at the top MSEK location.  For both features, increasing 𝐾, while not resulting 

in a performance increase also does not result in a performance decrease.  The fact that 

 
Figure 5-4: Comparing performance obtained when testing at energy locations 

vs using locations chosen by the classifier, (a) EHD, (b) SED. 
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performance is relatively similar across multiple values of 𝐾 and obtains the baseline 

performance suggests that the mi-SVM can be used rather than making design choices 

heuristically. 

 

5.4 Discussion and Conclusions 

As can be seen in the previous section, performance at test time is drastically 

improved if the classifier is used to identify the location at which to test.  However, a 

similar performance benefit is not measured if the classifier is used to identify the 

location at which to extract training data.  In this section, this disparity in performance 

improvements due to the use of the classifier is analyzed. 

The fact that finding additional or different training data with the mi-SVM does 

not improve classification performance suggests that the data found in this way does not 

contribute to a better trained model.  This could be for several reasons, two of which are 

described here.  The first reason regards how the training data can change but 

 
Figure 5-5: Data selection results with the mi-SVM for various internal dataset 

constructions applied to (a) EHD and (b) SED. 



 

73 

 

performance can remain similar.  The second reason regards how this same change can 

improve test-time performance 

During training, the classifier learns a representation of each class from all the 

instances provided.  This representation is then used on the testing data and is typically 

improved the more the distribution of training data matches that of the testing data [39].  

Thus, even if a certain (small) proportion of these instances are not beneficial for 

classification (e.g., they do not properly represent the target concept) the target concept 

can still be learned successfully.  Conversely, if only a small proportion of the data is 

changed and improved, it is not guaranteed that the training data distribution will better 

match the test-time distribution.  As shown in Figure 5-3, the proportion of new data 

shown to the classifier during training for SED is less than 10% data (when accounting 

for the overlap in the extracted data for each instance).  It could be that the proportion of 

new data shown to the classifier during training may be too low to make an impact.  

Alternatively, the new data may not be more indicative of the testing data distribution 

than the data it replaces.  The results in this section suggest that the corrected instances 

identified by the mi-SVM are very similar to already existing instances in the training 

dataset.  Examples of this possibility are shown in Figure 5-6. 

The second reason that may explain why the performance benefit is seen for 

testing but not for training could be with regards to a fundamental difference between 

training and testing.  At test time, if the wrong instance is selected to test on, then the 

label of that bag is estimated incorrectly.  Thus, if the high-energy temporal location at a 
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particular spatial location identifies a clutter instance rather than the instance with the 

threat signature or if the threat signature has low energy as is the case for deeply buried 

threats [95] then the bag’s label will likely be estimated incorrectly.  For this reason, the 

classifier is useful: to filter out high-energy locations that are not threat-like.  Examples 

of this phenomenon are also shown in Figure 5-6.  These scenarios lend credibility to the 

theory that the classifier can be used to improve the selection of locations at test-time 

without providing improvements during training. 

While the MIL method did not improve classification performance, it also did not 

degrade performance.  One benefit of the MIL method is that both the temporal location 

identification is performed as well as the number of locations at which to extract data is 

estimated.  This is significant because choosing the number of locations at which to 

extract data is often done heuristically.  Using MIL, a principle is followed which can 

easily be used when selecting data for a new dataset. 
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Figure 5-6: B-scans of the temporal location chosen by MSEK (red box) 

compared to that chosen using MIL (black box) using the SED as the feature.  Each of 

these are examples where the mi-SVM identifies a location that appears visually 

better than the MSEK location, and can therefore be useful at test-time.  However, it is 

unclear whether this training example improves the estimate of the test-data 

distribution.   
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6. Conclusions 

In this dissertation, the question of how to identify data to provide to the 

classifier during training and testing is addressed.  This question was broken down 

along three axes which are the ones most often considered in the BTD literature.  

Experiments were conducted to understand the sensitivity of each factor on 

classification performance.  The outcome of this research is a set of best-practices to 

address this problem for future development of BTD algorithms. 

The first question addressed estimating the temporal location at which the 

buried threat signal exists.  This question was addressed first because being able to 

identify the presence of threat signals is a necessary condition for obtaining feature data 

representing threats that can then be classified.  In the literature, this is typically done 

using energy-based methods.  Energy based methods can, however, yield translational 

variance among the extracted data patches which can degrade classification 

performance. This is likely because no criterion is used to enforce consistency for the 

data extracted across patches in the dataset.  Thus, the study of the temporal estimation 

location was transformed into a study of the impact of this factor on classification 

performance.  The results of this analysis suggest that many threat signatures appear 

irregular in the extracted data patches (i.e., the signals do not appear hyperbolic or 

particularly characteristic in a different manner).  Therefore, attempting to enforce 

consistency across the dataset based on the appearance of signatures is an ill-posed 

problem.  The results further suggest that while energy-based localization may be a 
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sufficient criterion for identifying threat signal presence the definition of the appearance 

of threat signals must be reconsidered before an attempt is made to train a classifier on 

this data. 

The second question in this investigation is to identify, in light of the presence of 

many irregular observations, a definition for the threat signature that can be used for 

BTD.  Thus, the question of whether treating the signatures like hyperbolas is addressed.  

To perform this study, the design choices of two state-of-the-art BTD in GPR data were 

contrasted to understand which features of the threat signatures are beneficial for 

classification.  The results from this investigation were used to develop a new descriptor, 

SED.  SED operates on T-scans and describes the circular pattern buried threats exhibit 

in this space.  The space of circles represents the pattern of disturbance in a spatial plane 

and is considered here as a way to address the existence of irregular observations.  SED 

is shown on a large collection of GPR data to outperform two state-of-the-art BTD 

models and also generalizes better to new data.  

With an improved definition of the buried threat signature, its localization can be 

reconsidered.  The first attempt at this problem involved using energy as a proxy for the 

hyperbolic signal.  For the new definition of the subset of data to provide the classifier, 

energy may not be an adequate proxy, however.  Another important design choice is the 

selection of the number of temporal locations at which to extract data.  To model this 

problem, the MIL framework was used to develop an automated estimation and 

selection method.  The proposed framework was used to study whether energy based 
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location estimation is effective in this new context and whether using multiple locations 

during training is beneficial for BTD. 

Based on the results from investigating three design choices often considered in 

the BTD literature for data selection for supervised learning models, several conclusions 

can be drawn: 

 The dataset of threat signatures consists of many irregularly appearing 

shapes in the B-scans of the data. 

 Appearance-based descriptors result in improved performance when 

capturing broad visual trends rather than a nuanced description of 

signatures. 

 Intra-class variance due to nuances in the data can effectively be 

addressed through descriptor design. 

 The classifier can be used to improve upon energy-based temporal 

localization but this may ultimately only benefit testing. 

These conclusions are drawn based on experimentation and empirical observation of the 

four large datasets considered in this work that were collected in different conditions, 

with different radars, over several years.  This list is presented in the hope of facilitating 

future buried threat detector design for other practitioners. 
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Appendix: Dictionary learning 

As part of this dissertation work, a new dictionary learning algorithm was 

developed and published in [96].  First, introductory material is presented regarding this 

work.  Second, background information is provided relating to dictionary learning.  This 

is followed by a description of the work. 

1. Introduction to Dictionary Learning 

The widespread availability and use of image capturing devices, along with the 

dramatic improvements in computational power, have led to much research effort 

directed toward the development of algorithms that can automatically analyze the 

content of images.  These methods generally aim to automatically generate a description 

of the objects and scenes in the image based on the measured pixel intensities.  One 

major challenge is the difficulty in encoding the world-knowledge humans use to 

interpret an image from its pixels in such a way that an algorithm could use it to infer 

the objects in the image or the scene in that same way [70].  Furthermore, the same object 

can be imaged under a wide variety of identity preserving conditions (e.g., illumination 

changes, different background, orientation to the camera, etc.) that affect how that object 

appears in the image.  Many methods have been researched where the central problem 

is to represent objects in a manner that is robust to these transformations.  One property 

of natural signals that has yielded algorithms successful for many tasks, referred to as 

sparsity, is that they are often generated from a small set of source signals when 
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expressed in the proper basis [97], [98].  Methods exploiting this property are known as 

sparse coding methods [99], [100]. 

Sparse coding methods assume that signals can be modeled as a sparse linear 

combination of a small number of canonical signals from a database.   These canonical 

signals are referred to as atoms, and the database from which they are referenced is 

called a dictionary[97], [99]–[102].  This signal modeling method has emerged as an 

effective approach for many problems, such as image denoising and pattern 

classification [103]–[108].  Both hand-crafted and theoretically motivated dictionaries, 

such as those based on the discrete cosine transform (DCT) or wavelets, have been 

shown to be effective for achieving sparse representations for many classes of signals 

using sparse coding methods [99], [100], [109], [110].   

More recently, a variety of methods have been developed to learn effective 

dictionaries rather than pre-define them.   These methods, referred to collectively as 

dictionary learning algorithms (DLA), learn effective dictionaries directly from the data 

under consideration.   DLAs have been shown to achieve state-of-the-art performance on 

many tasks, including signal denoising, image in-painting, and pattern classification 

[108], [111]–[118].  

The effectiveness of DLAs can often be improved by incorporating prior 

information regarding the problem under consideration into the learning process [100], 

[103], [105], [112]–[114], [119]–[122].  Such approaches aim to regularize the dictionary 

learning and prove very helpful because of the non-convexity of the problem [97] and 
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are heavily influenced by the optimization [121] and Bayesian theory [100], [114] 

literature.  Some examples of incorporating prior information into the learning 

procedure include: dictionary adaptation [123], Bayesian dictionary learning approaches 

with informed priors [114], placing constraints on the form of the learned dictionary 

[51], [121], and online dictionary learning [113], [115].   

Another popular approach used to encode prior knowledge into dictionary 

learning is by initializing the learning process with a “seed” dictionary [112].  The seed 

dictionary serves as an initial guess for the final dictionary, which most state-of-the-art 

DLAs find iteratively [105], [111], [112], [115], [121], [122].  Initialization is of particular 

importance in dictionary learning because it is a non-convex problem [97], and therefore 

the final solution depends on the initial dictionary estimate (i.e., the seed dictionary).    

Some seed dictionaries may result in the algorithm becoming trapped in a poor local 

minima, whereas other seeds may lead to better local minima.  The possibility of 

converging to a suboptimal solution due to improper initialization on a non-convex 

curve is illustrated in Figure 1.  A minimum finding-procedure initialized at the black 

star is more likely to converge to the local minimum whereas initializing near the red 

star would likely lead to convergence to the global minimum.    

Many different approaches have been taken to constructing a seed dictionary 

with which to initialize dictionary learning [111], [114], [116].  The seed can be 

constructed using a random subset of the training data [111], [112], however it has been 

shown that initializing with a carefully chosen seed can result in a final dictionary with 
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which lower reconstruction error is achieved [124].  Examples for choosing a seed 

include: inferring a seed using data from a related problem [125] or hand-crafting one 

based on a priori knowledge of the problem [102]. 

 

1.1 Leveraging Seed Dictionaries beyond Initialization 

That good seed dictionaries improve DLAs suggests that a good seed is encoding 

useful information (i.e., prior information) about the target problem.  If this is the case, 

then it is plausible that some additional benefit might be obtained from the seed by 

utilizing it not just in initialization, but also in the learning process.   This hypothesis 

forms the focus of this work.  The primary question examined in this work is whether 

encoding prior information into a seed dictionary, and employing the seed in the 

Figure 1:  This figure illustrates the process of finding the minimum of a non-

convex curve given two different initialization points.  This curve is not convex 

because a straight line drawn between any two points on the curve that does not 

intersect the curve can only be drawn between a subset of the points of this curve, not 

all.  If the procedure were initialized at the black star it may converge to the nearest 

local optimum whereas at the red star it is much more likely to converge to the global 

optimum. 
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inference process, will help improve DLA performance.   This hypothesis is investigated 

by developing a new algorithm, called seed shrinkage dictionary learning (SSDL), that 

explicitly incorporates the seed into the dictionary learning process.  SSDL is applied to 

benchmark data typically used in the DLA literature [3, 4, 5, 6], and it is demonstrated 

that utilizing the seed beyond initialization consistently improves performance. 

2. Background information 

Dictionary learning is an extension of sparse coding, where both the atoms with 

which to represent signals, and the sparse representations of signals, are learned 

simultaneously [97].  Whereas the sparse coding of images typically employs a static 

dictionary such as DCT or wavelets to represent a signal sparsely [111], in dictionary 

learning this dictionary is adapted to each dataset by updating the atoms from an initial 

“seed” dictionary.  The assumption made is that a dictionary can be learned directly 

from the data and that it would result in a higher fidelity reconstruction than a 

reconstruction using the initial, static dictionary [111], the reason being that the 

dictionary would be adapted specifically to the data at hand.   

DLAs seek a dictionary, 𝐷, in which a set of signals, 𝑋, can be represented 

sparsely.  Having a sparse representation means that a signal 𝑥𝑖  ∈ ℝ𝑀 (a column in 𝑋) is 

well approximated with a linear combination of relatively few columns of 𝐷.  Each 

column of 𝐷 is referred to as an atom in the dictionary. Finding a dictionary for which 

the signals in 𝑋 can be represented most sparsely is traditionally formalized [97] as an 

optimization problem of the following form 
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 min
D,A

‖𝑋 − 𝐷𝐴‖𝐹
2 + 𝜆0‖A‖1 

 , (11) 

where 𝐴 contains the weights on the atoms used to approximate each signal in 𝑋.  The 

subscript, 𝐹, on the matrix norm refers to the Frobenius norm and the subscript 1 on the 

norm of 𝐴 refers to the entry-wise 𝑙1 norm.  For this task, 𝐷 may be overcomplete 

meaning that the number of atoms, denoted by 𝐾, may exceed the dimensionality of the 

data (𝑀).  Sparse coding methods such as Basis Pursuit [101] and Orthogonal Matching 

Pursuits [126] are often used to find the smallest set of atoms that minimize the 

reconstruction error of each signal. 

The problem of minimizing equation (11) jointly with respect to 𝐷 and 𝐴 is not 

convex [97], but it is convex with respect to each one individually (i.e., if one is 

optimized while the other is held fixed) [97], [111].  Therefore DLAs typically solve 

equation (11) using an iterative method that alternates between a sparse coding step 

(optimize 𝐴) and a dictionary update (optimize 𝐷) [97], [111], [112], [115].  Approaches to 

solving equation (11) include probabilistic approaches [100], [114] and clustering-based 

approaches such as K-SVD [109], and others [112], [122]. 

3. Incorporating Seed Dictionaries into Dictionary Learning 

In this chapter, the question of whether incorporating the seed dictionary into the 

learning process is addressed.  Seed dictionaries have typically been used to initialize 

dictionary learning and have shown improved performance in several tasks [107], [124].  

That the seed dictionary has resulted in improved performance suggests that they likely 

encode useful prior information which could possibly be used beyond initialization, to 
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affect the dictionary learning.  In this chapter, a new signal model is proposed to 

incorporate the seed dictionary during the dictionary learning, which was published in 

[96].   Motivation for this idea is first given.  This is followed by a description of the 

signal model, then a probabilistic justification of this model is provided, followed by a 

description of the optimization procedure for this model.  To validate this new DLA and 

to study its effectiveness, an image denoising experiment is conducted on real data and 

set up in a typical way for comparing DLAs.  

3.1 Motivation for the Proposed Model 

Unlike in other optimization problems, where the initialization point could be 

random or uninformative, the seed dictionary is assumed to have patterns useful for 

representing the signals at hand.  The seed dictionary is typically learned on noise-free 

training data and is to be adapted to represent the structures in new, noisy testing data.  

While DLAs do achieve state-of-the-art performance, finding structure under the 

conditions of high noise or little data remains a challenging problem.  This suggests that 

there may be benefit to incorporating the seed dictionary directly into the learning 

process beyond initialization.   

An illustration for this potential problem is shown by applying dictionary 

learning to image data.  When applying dictionary learning to images, each element in 

the dictionary, referred to as an atom, is usually learned to represent small (e.g., 8 × 8 

pixel) regions in an image [111], [118] with examples shown in Figure 2 of patches 

extracted from a noise-free image.  In the top row of Figure 3, the atoms from a seed 
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dictionary learned on such clean image patches are shown.  In the bottom row, atoms 

learned on noisy data using those same seed elements with K-SVD [109] are shown. 

While the data-driven dictionary is fit directly to the data under consideration, the 

structures captured in that dictionary may be noisy or fitting to noise.  This is manifested 

visually in the speckled and spurious patterns present in the bottom row of images in 

the figure which are unlikely to contribute to represent the structures or texture in a 

natural image.  Similarly, while the seed dictionary is not fit directly to the current data, 

its structures were learned on noise-free data and could help in learning the true 

structures that make up the data under consideration.  Thus, it may be desirable to 

carefully constrain the learned dictionary so that it is similar to the seed.  In this way, the 

structures learned from the noise corrupted data would be similar to patterns known to 

represent images (i.e., to atoms from the seed, learned on noise-free data).  While 

regularization of the learning process has been investigated [114], [121], [123] and seed 

dictionaries have been used [111], [123], to the best of the authors’ knowledge, there is 

no way to precisely control the influence of the seed on the learned dictionary past 

 
Figure 2: Example 𝟖 × 𝟖 pixel patches from an image.  Each patch can be seen 

to contain some visual structure (e.g., edge or blob). 
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initialization.  

 

3.2 Description of the Proposed Model 

The aim of the model proposed here is to provide the capability of incorporating 

the seed dictionary into the learning process beyond the initialization step.  Although 

existing algorithms make use of the seed, there is no particular parameter that can be 

optimized to control how similar the final learned dictionary is to the seed dictionary.  

Therefore, the goal of the proposed model is to provide this capability.  To this end, a 

new constraint is proposed to control the degree of similarity between the final learned 

dictionary and the seed dictionary: 

 
∑‖𝑑𝑘 − (𝑑0)𝑘‖2

2,
𝐾

𝑘=1

 
(12) 

This constraint penalizes the learned dictionary, 𝐷, for being too distant from the seed 

dictionary, 𝐷0.  This can be equivalently rewritten as ‖𝐷 − 𝐷0‖𝐹
2 if expanded entry-wise.  

 
Figure 3: Two separate sets of atoms, one set from the seed dictionary (top) and 

one set learned from the data by K-SVD [11] (bottom) .  The K-SVD atom is learned 

from the data but is noisy (speckle pattern), whereas the seed atom is more structured 

but may not be a good fit for the current data under consideration. 
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Here the 𝑙2 norm is used to represent the distance between vectors rather than the 

Frobenius norm used for matrices.  This term is added to (11)  to obtain the new cost 

function: 

 min
D,A

‖𝑋 −𝐷𝐴‖𝐹
2 +𝜆0‖𝐴‖1 

 +𝜆1‖𝐷
 −𝐷0‖𝐹

2  (13) 

The parameter 𝜆1 thus controls the amount of penalization incurred for deviating from 

the seed dictionary, and therefore controls how much the seed dictionary influences the 

final solution.  As 𝜆1 increases it forces, or “shrinks,” the final dictionary estimate 

towards 𝐷0.  This shrinking is the eponymous effect for the acronym we will use to refer 

to this method - Seed Shrinkage Dictionary Learning (SSDL). 

3.2.1 Probabilistic Interpretation of SSDL 

There are well established probabilistic models for the dictionary learning 

problem that are largely the same as for the model proposed here [51].  In this literature, 

the assumption is made that the data are independent and identically distributed.  Thus, 

the distribution for an 𝑥𝑖 is given by 

 𝑃(𝑥𝑖) ∝ 𝑃(𝑥𝑖|𝐷, 𝑎𝑖)𝑃(𝑎𝑖)𝑃(𝐷) (14) 

where the two parameters of this problem, the weights, 𝐴, (weight vectors, 𝑎𝑖, organized 

as a matrix) and the dictionary, 𝐷 are assumed independent.  The prior distribution on 

the weights 𝑃(𝑎𝑖) is a Laplacian distribution with parameter 𝜆0, corresponding to the 𝑙1 

penalty on sparsity in (11) [39].  The matrix of weights can be written as 
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𝑃(𝐴) ∝  ∏ℒ(𝑎𝑖|𝜆0)

𝑁

𝑖=1

. 
(15) 

The proposed model deviates from existing models by placing a prior on the columns of 

𝐷 so that they are assumed to be independent and drawn from a multivariate Gaussian 

with known mean (𝑑0)𝑘 and precision 𝜏, and given that, the distribution on 𝐷 can be 

written as 

 
𝑃(𝐷) ∝  ∏𝒩(𝑑𝑘|𝑑0, 𝜏

−1)

𝐾

𝑘=1

. 
(16) 

Constraining the columns in this way bounds the amount each atom is likely to change 

from the mean.  The new log likelihood of the dictionary, given 𝑋 and 𝐴, is given by  

 
ln𝑃(𝑋|𝐷,𝐴) ∝ ∑‖𝑥𝑖 −𝐷𝑎𝑖‖

2

𝑁

𝑖=1

+ 𝜆0‖𝑎𝑖‖1 + ∑ 𝜏‖𝑑𝑘 − (𝑑0)𝑘‖
2,

𝐾

𝑘=1

 
(17) 

which can be used to find the MAP estimate of 𝐷.  If 𝜏 ∝ 𝜆1
−1and (𝑑0)𝑘 are the columns of 

the seed dictionary, then the log likelihood of the model is the same as given in equation 

(13) and can be solved in a similar fashion to obtain the optimal 𝐷.  This also implies that 

the setting of 𝜆1 corresponds to setting the precision governing the entries of the seed 

dictionary.   

In this probabilistic interpretation, SSDL can be thought of as a shrinkage 

estimator for the dictionary because it tends to shrink (or bias) the estimated dictionary 

towards the mean of a Gaussian prior with mean 𝐷0.  Similar to other shrinkage 

estimators [127], SSDL is designed for the cases of limited or noisy training data, and/or 

if 𝐷0 is near the true dictionary.  This guides the choice of 𝜆1, i.e., to balance the 
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contribution of the seed to that of the data.  If the seed is believed to be closer to the true 

𝐷 or if there is very little data, 𝜆1 is used to constrain the solution. 

3.3 Model Parameter Optimization 

For model optimization we follow the traditional DLA approach where two 

convex optimization steps are performed.  In the first step, 𝐴 is estimated using a sparse 

coding method, and in the second step 𝐷 is estimated.  These steps are repeated until a 

stopping criteria is met.  The initial dictionary is set to the seed dictionary, 𝐷0.  The 

estimation of 𝐴 is unaffected by the new objective function term, and therefore the focus 

here is on the dictionary estimation.  To update the dictionary, 𝐴 is held constant and the 

goal is to minimize equation (13), reproduced here:  

 𝑉(𝐷) =  ‖𝑋 − 𝐷𝐴‖𝐹
2 + 𝜆0‖𝐴‖1 + 𝜆1‖𝐷 − 𝐷0‖𝐹

2 . (18) 

Following the K-SVD optimization procedure [106], the optimization is performed on an 

atom-by-atom basis.  Thus, at any time, only one atom, 𝑑𝑘, is estimated, while the other 

atoms are held constant.  Denote 𝑎𝑇
𝑘 as the 𝑘th row in the weight matrix 𝐴, to distinguish 

it from the column vector 𝑎𝑛, the weights associated with observation 𝑛.  With these 

assumptions, the data reconstruction error term ‖𝑋 − 𝐷𝐴‖𝐹
2  can be rewritten as ‖(𝑋 −

∑ 𝑑𝑗𝑎𝑇
𝑗

𝑗≠𝑘 ) − 𝑑𝑘𝑎𝑇
𝑘‖

𝐹

2
 or equivalently 

 𝑊(𝑑𝑘) =  ‖𝐸𝑘 − 𝑑𝑘𝑎𝑇
𝑘‖

𝐹

2
  (19) 

where the reconstruction error is decomposed into the sum of 𝐾 errors, the error due to 

each of the atoms 𝑑𝑘.  The matrix 𝐸𝑘 stands for the error of the data reconstruction if the 
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𝑘th atom is not used.  Further, let us remove from 𝐸𝑘 and 𝑎𝑇
𝑘 all observations in 𝑋 that do 

not use 𝑑𝑘 in their reconstruction and denote the resulting quantities as 𝐸𝑘
𝑅 and 𝑎𝑅

𝑘  

respectively.  Then equation (19) can be rewritten as 

 𝑊𝑅(𝑑𝑘) = ‖𝐸𝑘
𝑅 − 𝑑𝑘𝑎𝑅

𝑘‖
𝐹

2
  .  (20) 

In [106], 𝑊𝑅(𝑑𝑘) is decomposed using Singular Value Decomposition (SVD) to update 

both 𝑑𝑘 and 𝑎𝑅
𝑘 .  Our proposal is to modify 𝑊𝑅 by including the regularization constraint 

that 𝑑𝑘 must not be far from the seed atom (𝑑0)𝑘 which can be incorporated as 

 𝑊𝑅
∗
(𝑑𝑘) = ‖𝐸𝑘

𝑅 −𝑑𝑘𝑎𝑅
𝑘‖

𝐹

2
+ 𝜆1‖𝑑𝑘 − (𝑑0)𝑘‖2

2.  (21) 

The Frobenius norm can be equivalently rewritten using the trace function [128] as 

follows, 

 𝑊𝑅
∗
(𝑑𝑘) =  𝑡𝑟 (𝐸𝑘

𝑅 −𝑑𝑘𝑎𝑅
𝑘) (𝐸𝑘

𝑅 − 𝑑𝑘𝑎𝑅
𝑘)

𝑇
+ 𝜆1‖𝑑𝑘 − (𝑑0)𝑘‖2

2.  (22) 

This expression of the objective function can then be used to solve for 𝑑𝑘 analytically by 

setting the derivative of 𝑊𝑅
∗ (𝑑𝑘) with respect to 𝑑𝑘 equal to zero, as follows:  

 
 
𝜕𝑊𝑅

∗

𝜕𝑑𝑘
= −2𝑎𝑅

𝑘(𝐸𝑘
𝑅)𝑇 + 2𝑎𝑅

𝑘(𝑎𝑅
𝑘)

𝑇
𝑑𝑘

𝑇 + 2𝜆1𝑑𝑘
𝑇 − 2𝜆1(𝑑0)𝑘

𝑇 = 0  
(23) 

 
𝑑𝑘

∗
=

(𝐸𝑘
𝑅
(𝑎𝑅

𝑘)
𝑇
+ 𝜆1(𝑑0)𝑘)

‖𝑎𝑅
𝑘‖

2

2
+𝜆1

 . 
(24) 

The resulting vectors 𝑑𝑘 are normalized to unit length.  Thus, in each iteration of the 

algorithm, 𝐴 is estimated using a sparse coding method and then 𝐷 is estimated by 

updating each atom in the dictionary in random sequence using equation (24).  
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The value of 𝜆1 must be set manually and offers a way to balance the prior belief 

in the effectiveness of the seed dictionary with the expectation that a better dictionary 

can be learned using the data.  Based on the expression derived for 𝑑𝑘
∗ , a large value of 

𝜆1 should be used if there is not much training data available or if it is known to be 

noisy.  A smaller value of 𝜆1 allows the dictionary to be driven more by the training 

data. 

3.4 Experimental Results 

The goal of the experiments described here is to investigate the idea that DLAs 

can perform better if a good seed dictionary (i.e., one that improves performance when 

used for initialization) is used to influence learning beyond initialization.  The SSDL 

DLA proposed in this work is a modified form of K-SVD that now includes the ability to 

incorporate knowledge of the seed dictionary to influence learning.  Thus, SSDL utilizes 

the seed to regularize dictionary learning.   

An image denoising experiment typical for validating DLAs in the literature 

[106], [129] is conducted to evaluate the validity and effectiveness of the proposed SSDL 

model, and the associated learning algorithm.  The experiment is conducted on a 

conventional denoising task using benchmark data to confirm the practicality of using 

the seed during learning, and not just during initialization as is the approach used by K-

SVD.  To properly compare SSDL with K-SVD, they are each initialized with the same 

seed dictionary learned in a typical procedure.  The seed represents the “no learning” 

case and is used as a baseline.  
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One commonly used performance metric for denoising tasks is the peak signal-

to-noise ratio (PSNR) [109], [112], [115], [119].  This number is the ratio between the 

maximum power of the signal and the power of the noise on that signal.  The goal in 

denoising is to achieve a reconstruction of the signal that maximizes PSNR. 

3.4.1 Denoising real-world images task design 

These denoising experiments were performed using twelve benchmark natural 

images [130], shown in Figure 4, and the experimental design was based on previous 

dictionary learning investigations [106], [112] [6, 7].  

For each image, white noise was added with a standard deviation, 𝜎, examples of which 

are shown in Figure 5 where one benchmark is shown corrupted by increasing noise 

 
Figure 4: Benchmark images used for denoising experiments to validate the 

proposed DLA, SSDL. 
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power.  Then, 40,000 8x8 overlapping patches were extracted from the image used by 

each algorithm to learn a dictionary and subsequently used to denoise the image via 

sparse coding.  The sparsity parameter for each algorithm, 𝜆0, was optimized by 

maximizing the PSNR with a golden section search [131].  The SSDL regularization 

parameter 𝜆1 was also optimized in this way.  Each algorithm was provided with a seed 

dictionary, 𝐷0, that was generated using 25,000 patches randomly drawn from the 

Berkeley Segmentation Database[130].  

 

Denoising performance is compared in Table 4 for each combination of 

algorithm, image, and noise level.  The best performance in each experiment is bolded.  

Denoised images corresponding to 𝜎 = 60 are shown for the first six images in Figure 6 

and the last six images are shown in Figure 7. The visual differences between the images 

using the three different dictionaries are not very apparent, which is why PSNR is used 

 
Figure 5: Boat image corrupted by additive Gaussian noise with increasing 

noise power.  The denoising experiment aims to recover the first image from a noisy 

one. 
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for comparison.  The improvement in terms of PSNR of SSDL over K-SVD and the seed 

are similar to those improvements typically found in the dictionary learning literature 

[101], [106], [112], [115].  The results in Table 4 show that SSDL outperforms K-SVD in all 

cases.  

 

 Studying the value of 𝜆1 chosen by SSDL to achieve its highest reconstruction 

performance reveals an important property of SSDL.  At higher noise levels, the best 

SSDL performance is obtained when more weight is placed on the seed (i.e., 𝜆1 

increases), the tradeoff between 𝜎 and 𝜆1 shown in Figure 8 for four images.  

Furthermore, SSDL tends to outperform K-SVD by a larger margin at higher noise 

levels, where the data is less reliable.  This suggests that the shrinkage estimator placed 

on the dictionary helps in estimating a dictionary when the data is highly corrupted by 

additive white Gaussian noise. 

Table 4: Denoising performance comparison  using a seed dictionary, a 

dictionary learned using K-SVD [106], and one learned using SSDL, measured in 

PSNR. The dictionary learned using SSDL outperforms K-SVD in all cases.  Results 

are listed for each of 12 images, listed in the first column for each of the three 

denoising approaches (K-SVD, SSDL, and seed) at four noise standard deviations (𝝈).  

Bold entries for each of the four 𝝈 values indicate the best performance in terms of 

PSNR.  Two entries are bolded if the PSNR calculation resulted in a tie. 
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Figure 6: The first 6 images from Table 4 with 𝝈 = 𝟔𝟎, denoised using a 

dictionary learned with K-SVD, SSDL, and the seed dictionary. 
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Figure 7: The last 6 images from Table 4 with 𝝈 = 𝟔𝟎, denoised using a 

dictionary learned with K-SVD, SSDL, and the seed dictionary. 
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The regularization effect of the shrinkage estimation on the atoms of the dictionary is 

also qualitatively supported by visibly comparing the atoms learned by K-SVD and 

SSDL; as well as the original atoms in the seed upon which the learned atoms are based.  

This is shown in Figure 9 for six atoms.  

Each (of six) seed atoms is shown (right-most atom in each triplet), compared to its 

appearance after K-SVD is applied (left), and after SSDL is applied (middle).  Learning is 

performed on data with 𝜎 = 60.  At this noise level, SSDL balances the contribution of 

the prior (i.e., the seed) and the data, resulting in more structured, smoother atoms than 

those learned with K-SVD that have considerable speckle noise.  The atoms learned with 

SSDL, based on (24), are a weighted combination of the prior and the data and also 

visually appear to share characteristics of both the K-SVD atom (data only) and the seed 

 
Figure 8: This figure shows the 𝝀𝟏 that achieves highest performance for 

several test images as the noise power, 𝝈, increases.  In all cases, the best 

reconstruction performance is achieved upon relying more heavily on the dictionary 

(greater 𝝀𝟏) as 𝝈 increases and the data becomes less reliable. 
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atom (prior only).  

 

3.5 Conclusions 

In this chapter, we investigated a specific potential improvement to DLAs.  Seed 

dictionary learned on separate, noise-free data, are often used for initializing the 

algorithm, to inform the algorithm of potentially useful structures in the data.  These are 

often discarded after initialization though they may offer benefit beyond it.  We first 

propose a new constraint to limit the amount by which a final learned atom can deviate 

from a seed atom and derive an optimization for the newly resulting cost function using 

the K-SVD approach of atom-by-atom updates.  The results of this algorithm were tested 

on a standard denoising task using 12 benchmark images and compared to K-SVD, it 

bearing the most similarity to our method, SSDL.  For all 12 images and for several 

increasingly higher cases of noise, SSDL showed consistent improvement over K-SVD.  

 
Figure 9: Comparison of six seed atoms (3rd & 6th column) and their appearance 

after learning a new dictionary on the 𝝈 = 𝟔𝟎 data, after K-SVD (left) and SSDL 

(middle) .  At this noise level, SSDL relies more on the seed than on the data.  As a 

result, the SSDL atoms bear resemblance to both the K-SVD atoms, and the original 

seed atoms. 
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This suggests that incorporating the seed dictionary in the learning process can yield 

improvements in dictionary learning and motivates finding new ways to do so.  

Bibliography 

[1] Landmine and Cluster Munition Coalition, “Landmine & Cluster Munition 

Monitor 2016,” CMM Major Findings, 2016. [Online]. Available: http://www.the-

monitor.org/en-gb/home.aspx. 

[2] Geneva International Centre for Humanitarian Demining, “Mines other than 

Anti-Personnel Mines Issue Brief | March 2012,” 2012. 

[3] S. R. Price, D. T. Anderson, R. H. Luke, K. Stone, and J. M. Keller, “Automatic 

detection system for buried explosive hazards in FL-LWIR based on soft feature 

extraction using a bank of Gabor energy filters,” in SPIE Defense+ Security, 2013, 

vol. 8709, no. Dl, p. 87091B. 

[4] J. M. Malof, K. D. Morton, L. M. Collins, and P. A. Torrione, “A novel framework 

for processing forward looking infrared imagery with application to buried threat 

detection,” vol. 8709, p. 87091D, Jun. 2013. 

[5] P. Gao, L. M. Collins, P. M. Garber, N. Geng, and L. Carin, “Classification of 

landmine-like metal targets using wideband electromagnetic induction,” IEEE 

Trans. Geosci. Remote Sens., vol. 38, no. 3, pp. 1352–1361, 2000. 

[6] K. C. Ho, L. M. Collins, L. G. Huettel, and P. Gader, “Discrimination mode 

processing for EMI and GPR sensors for hand-held land mine detection,” IEEE 

Trans. Geosci. Remote Sens., vol. 42, no. 1, pp. 249–263, 2004. 

[7] K. Morton, C. R. Ratto, J. M. Malof, M. Gunter, L. M. Collins, and P. A. Torrione, 

“Change-based threat detection in urban environments with a forward-looking 

camera,” in SPIE Defense+ Security, 2012, vol. 8357, p. 83571M. 

[8] T. Wang, J. M. Keller, P. D. Gader, and O. Sjahputera, “Frequency subband 

processing and feature analysis of forward-looking ground-penetrating radar 

signals for land-mine detection,” IEEE Trans. Geosci. Remote Sens., vol. 45, no. 3, 

pp. 718–728, 2007. 

[9] E. Pasolli, F. Melgani, and M. Donelli, “Automatic analysis of GPR images: A 

pattern-recognition approach,” IEEE Trans. Geosci. Remote Sens., vol. 47, no. 7, pp. 

2206–2217, 2009. 

[10] J. N. Wilson, P. Gader, W. Lee, H. Frigui, and K. C. Ho, “A Large-Scale Systematic 

Evaluation of Algorithms Using Ground-Penetrating Radar for Landmine 

Detection and Discrimination,” IEEE Trans. Geosci. Remote Sens., vol. 45, no. 8, pp. 

2560–2572, 2007. 

[11] M. Knox, P. Torrione, L. Collins, and K. Morton, “Buried threat detection using a 

handheld ground penetrating radar system,” vol. 9454, p. 94540F, 2015. 

[12] P. Gader, M. Mystkowski, and Y. Zhao, “Landmine Detection with Ground 



 

101 

 

Penetrating Radar Using Hidden Markov Models,” IEEE Trans. Geosci. Remote 

Sens., vol. 39, no. 6, pp. 1231–1244, 2001. 

[13] R. J. Stanley, P. Gader, and K. C. Ho, “Feature and decision level sensor fusion of 

electromagnetic induction and ground penetrating radar sensors for landmine 

detection with hand-held units,” Inf. Fusion, vol. 3, no. 3, pp. 215–233, 2002. 

[14] K. C. Ho, L. M. Collins, L. G. Huettel, and P. Gader, “Discrimination mode 

processing for EMI and GPR sensors for hand-held land mine detection,” IEEE 

Trans. Geosci. Remote Sens., vol. 42, no. 1, pp. 249–263, 2004. 

[15] W. H. Lee, P. Gader, and J. N. Wilson, “Optimizing the area under a receiver 

operating characteristic curve with application to landmine detection,” IEEE 

Trans. Geosci. Remote Sens., vol. 45, no. 2, pp. 389–397, 2007. 

[16] P. A. Torrione, K. D. Morton, R. T. Sakaguchi, and L. M. Collins, “Histograms of 

Oriented Gradients for Landmine Detection in Ground-Penetrating Radar Data,” 

IEEE Trans. Geosci. Remote Sens., vol. 52, no. 3, pp. 1539–1550, Mar. 2014. 

[17] H. Frigui, O. Missaoui, and P. Gader, “Landmine Detection using Discrete 

Hidden Markov Models with Gabor Features,” in SPIE Defense+ Security, 2007, 

vol. 6553, p. 65532A–65532A–10. 

[18] P. Gader, M. Mystkowski, and Y. Z. Y. Zhao, “Landmine detection with ground 

penetrating radar using hidden Markov models,” IEEE Trans. Geosci. Remote Sens., 

vol. 39, no. 6, pp. 1231–1244, 2001. 

[19] H. Frigui and P. Gader, “Detection and discrimination of land mines in ground-

penetrating radar based on edge histogram descriptors and a possibilistic K-

nearest neighbor classifier,” IEEE Trans. Fuzzy Syst., vol. 17, no. 1, pp. 185–199, 

2009. 

[20] K. L. Lee and M. M. Mokji, “Automatic Target Detection in GPR Images Using 

Histogram of Oriented Gradients ( HOG ),” in Electronic Design (ICED), 2014 2nd 

International Conference on. IEEE, 2014, pp. 181–186. 

[21] P. A. Torrione and L. M. Collins, “Texture Features for Antitank Landmine 

Detection Using Ground Penetrating Radar,” IEEE Trans. Geosci. Remote Sens., vol. 

45, no. 7, pp. 2374–2382, 2007. 

[22] R. N. Nagashree, N. Aswini, A. Dyana, and C. H. Srinivas Rao, “Detection and 

Classification of Ground Penetrating Radar image using textrual features,” in 

International Conference on Advances in Electronics, Computers and Communications, 

2014. 

[23] D. P. Nabelek and K. C. Ho, “Detection of deeply buried non-metal objects by 

ground penetrating radar using non-negative matrix factorization,” SPIE Defense+ 

Secur., vol. 9454, pp. 945419–945419, 2015. 

[24] A. Hamdi, O. Missaoui, and H. Frigui, “AN SVM classifier with HMM-based 

kernel for landmine detection using ground penetrating radar,” 2010 IEEE Int. 

Geosci. Remote Sens. Symp., pp. 4196–4199, 2010. 

[25] K. C. Ho, L. Carin, P. Gader, and J. N. Wilson, “An Investigation of Using the 

Spectral Characteristics From Ground Penetrating Radar for Landmine / Clutter 



 

102 

 

Discrimination,” IEEE Trans. Geosci. Remote Sens., vol. 46, no. 4, pp. 1177–1191, 

2008. 

[26] F. Abujarad, G. Nadim, and A. Omar, “Wavelet packets for GPR detection of non-

metallic anti-personnel land mines based on higher-order-statistic,” Proc. 3rd Int. 

Work. Adv. Gr. Penetrating Radar, IWAGPR 2005, pp. 21–24, 2005. 

[27] V. Kovalenko, A. G. Yarovoy, and L. P. Ligthart, “Alternating-Sign Windowed 

Energy Projection of SAR Focused GPR Data,” Eur. Radar Conf., vol. 3, pp. 415–

418, 2005. 

[28] E. Tebchrany, F. Sagnard, V. Baltazart, J. P. Tarel, and X. Derobert, “Assessment of 

statistical-based clutter reduction techniques on ground-coupled GPR data for the 

detection of buried objects in soils,” Proc. 15th Int. Conf. Gr. Penetrating Radar, GPR 

2014, pp. 604–609, 2014. 

[29] Y. Liao, L. W. Nolte, and L. M. Collins, “Decision fusion of ground-penetrating 

radar and metal detector algorithms - A robust approach,” IEEE Trans. Geosci. 

Remote Sens., vol. 45, no. 2, pp. 398–409, 2007. 

[30] R. T. Sakaguchi, J. Morton Kenneth D., L. M. Collins, and P. A. Torrione, 

“Keypoint-based image processing for landmine detection in GPR data,” Proc. 

SPIE 8357, Detect. Sens. Mines, Explos. Objects, Obs. Targets XVII, vol. 8357, p. 

83571Z–83571Z, 2012. 

[31] R. T. Sakaguchi, K. D. Morton, L. M. Collins, and P. A. Torrione, “Recognizing 

subsurface target responses in ground penetrating radar data using convolutional 

neural networks,” in SPIE Defense+ Security, 2015, vol. 9454, p. 94541A. 

[32] S. E. Yuksel, J. Bolton, and P. Gader, “Landmine detection with Multiple Instance 

Hidden Markov Models,” in IEEE International Workshop on Machine Learning for 

Signal Processing, 2012, no. 730484, pp. 1–6. 

[33] A. Manandhar, K. D. Morton, L. M. Collins, and P. A. Torrione, “Multiple 

instance hidden Markov models for GPR-based landmine detection,” in SPIE 

Defense+ Security, 2013, vol. 8709, p. 87091L. 

[34] J. Bolton, P. Gader, and H. Frigui, “Embedding the multiple instance problem: 

applications to landmine detection with ground penetrating radar,” in SPIE 

Defense+ Security, 2013, vol. 8709, p. 87091Q. 

[35] D. Reichman, K. D. Morton, J. M. Malof, L. M. Collins, and P. A. Torrione, “Target 

signature localization in GPR data by jointly estimating and matching templates,” 

SPIE Defense, Secur. Sens., vol. 9454, pp. 1–9, 2015. 

[36] H. Chen and A. G. Cohn, “Probabilistic Robust Hyperbola Mixture Model for 

Interpreting Ground Penetrating Radar Data,” 2010 Int. Jt. Conf. Neural Networks 

(IJCNN). IEEE, 2010. 

[37] S. E. Yuksel, G. Ramachandran, P. Gader, J. N. Wilson, K. C. Ho, and G. Heo, 

“Hierarchical Methods for Landmine Detection with Wideband Electro-Magnetic 

Induction and Ground Penetrating Radar Multi-Sensor Systems,” in IEEE 

International Geoscience and Remote Sensing Symposium., 2008, pp. 177–180. 

[38] P. Klęsk, A. Godziuk, M. Kapruziak, and B. Olech, “Fast Analysis of C-Scans from 



 

103 

 

Ground Penetrating Radar via 3-D Haar-Like Features with Application to 

Landmine Detection,” IEEE Trans. Geosci. Remote Sens., vol. 53, no. 7, pp. 3996–

4009, 2015. 

[39] C. M. Bishop, Pattern recognition and machine learning, vol. 1. springer New York, 

2006. 

[40] D. Reichman, L. M. Collins, and J. M. Malof, “On Choosing Training and Testing 

Data for Supervised Algorithms in Ground Penetrating Radar Data for Buried 

Threat Detection,” IEEE Trans. Geosci. Remote Sens., 2017. 

[41] K. Long, P. Liatsis, and N. Davidson, “Image processing of ground penetrating 

radar data for landmine detection,” in SPIE Defense+ Security, 2006, vol. 6217, p. 

62172R. 

[42] M. A. Bhuiyan and B. Nath, “Anti-personnel mine detection and classification 

using GPR image,” Proc. - Int. Conf. Pattern Recognit., vol. 2, pp. 1082–1085, 2006. 

[43] A. Karem, A. B. Khalifa, and H. Frigui, “A fisher vector representation of GPR 

data for detecting buried objects,” SPIE Defense+ Secur., vol. 9823, p. 98231C, 2016. 

[44] P. Chomdee, A. Boonpoonga, and A. Prayote, “Fast and efficient detection of 

buried object for GPR image,” Proc. 20th Asia-Pacific Conf. Commun. APCC 2014, 

pp. 350–355, 2014. 

[45] S. E. Yuksel, J. Bolton, and P. Gader, “Multiple-Instance Hidden Markov Models 

With Applications to Landmine Detection,” IEEE Trans. Geosci. Remote Sens., vol. 

53, no. 12, pp. 6766–6775, 2015. 

[46] O. Missaoui, H. Frigui, and P. Gader, “Model Level Fusion of Edge Histogram 

Descriptors and Gabor Wavelets,” in Geoscience and Remote Sensing Symposium 

(IGARSS), 2010 IEEE International. IEEE, 2010, pp. 3378–3381. 

[47] O. Missaoui, H. Frigui, and P. Gader, “Land-mine detection with ground-

penetrating radar using multistream discrete hidden Markov models,” Geosci. 

Remote Sensing, IEEE Trans., vol. 49, no. 6, pp. 2080–2099, 2011. 

[48] O. Missaoui, H. Frigui, and P. Gader, “Multi-stream continuous hidden Markov 

models with application to landmine detection,” EURASIP J. Adv. Signal Process., 

pp. 1–23, 2013. 

[49] H. Frigui and P. Gader, “Detection and discrimination of land mines in ground-

penetrating radar based on edge histogram descriptors,” in SPIE Defense+ Security, 

2006, vol. 6217. 

[50] S. Park, K. Kim, and K. H. Ko, “Multi-Feature Based Detection of Landmines 

Using Ground Penetrating Radar,” Prog. Electromagn. Res., vol. 134, pp. 455–474, 

2013. 

[51] F. Giovanneschi and M. A. Gonzalez-huici, “A Preliminary analysis of a Sparse 

Reconstruction Based Classification method applied to GPR data,” in Advanced 

Ground Penetrating Radar (IWAGPR), 2015 8th International Workshop on, 2015, pp. 

6–9. 

[52] P. A. Torrione and L. M. Collins, “Application of Markov random fields to 

landmine detection in ground penetrating radar data,” in SPIE Defense+ Security, 



 

104 

 

2008, vol. 6953, p. 69531B–69531B–12. 

[53] H. Frigui and P. Gader, “Detection and discrimination of land mines based on 

edge histogram descriptors and fuzzy K-nearest neighbors,” IEEE Int. Conf. Fuzzy 

Syst., pp. 1494–1499, 2006. 

[54] R. T. Sakaguchi, K. D. Morton, L. M. Collins, and P. A. Torrione, “Application of 

image categorization methods for buried threat detection in GPR data,” vol. 8709, 

p. 87091P, 2013. 

[55] P. Klęsk, M. Kapruziak, and B. Olech, “Boosted Classifiers for Antitank Mine 

Detection in C-Scans from Ground-Penetrating Radar,” Adv. Intell. Syst. Comput., 

vol. 342, pp. 191–205, 2015. 

[56] P. A. Torrione, C. S. Throckmorton, and L. M. Collins, “Performance of an 

Adaptive Feature-Based Processor for a Wideband Ground Penetrating Radar 

System,” Trans. Aerosp. Electron. Syst., vol. 42, no. 2, 2006. 

[57] C. R. Ratto, K. D. M. Jr, L. M. Collins, and P. A. Torrione, “A Hidden Markov 

Context Model for GPR-based Landmine Detection Incorporating Stick-Breaking 

Priors,” IGARSS, pp. 874–877, 2011. 

[58] A. Karem, A. Fadeev, H. Frigui, and P. Gader, “Comparison of different 

classification algorithms for landmine detection using GPR,” Russell J. Bertrand 

Russell Arch., vol. 7664, no. May 2011, p. 76642K–76642K–11, 2010. 

[59] R. Mendez-Rial, U. Uschkerat, F. I. Rial, and M. A. Gonzalez-huici, “Evaluation of 

landmine detection performance applying two different algorithms to GPR field 

data,” in SPIE Defense+ Security, 2013, vol. 8709, p. 87091J. 

[60] A. Hamdi and H. Frigui, “Ensemble hidden Markov models with application to 

landmine detection,” EURASIP J. Adv. Signal Process., vol. 2015, no. 1, p. 75, 2015. 

[61] H. Frigui, L. Zhang, P. Gader, J. N. Wilson, K. C. Ho, and A. Mendez-Vazquez, 

“An evaluation of several fusion algorithms for anti-tank landmine detection and 

discrimination,” Inf. Fusion, vol. 13, no. 2, pp. 161–174, 2012. 

[62] D. Reichman, K. D. Morton, L. M. Collins, and P. A. Torrione, “Target localization 

and signature extraction in GPR data using expectation-maximization and 

principal component analysis,” in SPIE Defense+ Security, 2014, vol. 9072, p. 

90720Q. 

[63] D. Reichman, L. M. Collins, and J. M. Malof, “Some Good Practices for Applying 

Convolutional Neural Networks to Buried Threat Detection in Ground 

Penetrating Radar,” in Advanced Ground Penetrating Radar (IWAGPR), 2017 9th 

International Workshop on, 2017. 

[64] R. T. Sakaguchi, “Using Image Processing Methods to Improve the Detection of 

Buried Explosive Threats in GPR Data,” 2014. 

[65] D. Reichman, L. M. Collins, and J. M. Malof, “Learning improved pooling regions 

for the histogram of oriented gradient ( HOG ) feature for Buried Threat Detection 

in Ground Penetrating Radar,” in SPIE Defense, Security, and Sensing, 2017. 

[66] D. Reichman, L. M. Collins, and J. M. Malof, “Improvements to the Histogram of 

Oriented Gradient ( HOG ) Prescreener for Buried Threat Detection in Ground 



 

105 

 

Penetrating Radar Data,” in SPIE Defense, Security, and Sensing, 2017. 

[67] J. Wood, J. Wilson, and J. Bolton, “Extracting edge histogram detector features 

from ground penetrating radar data without ground alignment,” in SPIE Defense+ 

Security, 2012, vol. 8357, p. 83571W. 

[68] N. Dalal and B. Triggs, “Histograms of Oriented Gradients for Human 

Detection,” CVPR ’05 Proc. 2005 IEEE Comput. Soc. Conf. Comput. Vis. Pattern 

Recognit. - Vol. 1, pp. 886–893, 2005. 

[69] C. S. Won, D. K. Park, and S. J. Park, “Efficient use of MPEG-7 edge histogram 

descriptor,” ETRI J., vol. 24, no. 1, pp. 23–30, 2002. 

[70] R. Szeliski, “Computer Vision  : Algorithms and Applications,” Computer (Long. 

Beach. Calif)., vol. 5, p. 832, 2010. 

[71] K. Simonyan, A. Vedaldi, and A. Zisserman, “Learning local feature descriptors 

using convex optimisation,” IEEE Trans. Pattern Anal. Mach. Intell., vol. 36, no. 8, 

pp. 1573–1585, 2014. 

[72] D. Reichman, L. M. Collins, and J. M. Malof, “The Effect of Translational Variance 

in Training and Testing Images on Supervised Buried Threat Detection 

Algorithms for Ground Penetrating Radar Daniël,” in Advanced Ground 

Penetrating Radar (IWAGPR), 2017 9th International Workshop on, 2017. 

[73] L. Breiman, “Random Forests,” Mach. Learn., vol. 45.1, pp. 5–32, 2001. 

[74] C. Cortes and V. Vapnik, “Support-Vector Networks,” Mach. Learn., vol. 20, no. 3, 

pp. 273–297, 1995. 

[75] C. R. Ratto, P. A. Torrione, and L. M. Collins, “Context-Dependent Feature 

Selection for Landmine Detection with Ground-Penetrating Radar,” in SPIE, 2009, 

vol. 7303, pp. 730327-730327–12. 

[76] J. Amores, “Multiple Instance Classification: review, taxonomy and comparative 

study,” Artif. Intell., 2013. 

[77] J. Bolton, S. E. Yuksel, and P. Gader, “Multiple instance learning for hidden 

Markov models: application to landmine detection,” in SPIE Defense+ Security, 

2013, vol. 8709, p. 87091M. 

[78] J. Bolton and P. Gader, “Cross entropy optimization of the random set framework 

for multiple instance learning,” Proc. - Int. Conf. Pattern Recognit., no. 2, pp. 3907–

3910, 2010. 

[79] J. Bolton, P. Gader, H. Frigui, and P. Torrione, “Random set framework for 

multiple instance learning,” Inf. Sci. (Ny)., vol. 181, no. 11, pp. 2061–2070, 2011. 

[80] J. Bolton, P. Gader, and H. Frigui, “Multiple instance feature learning for 

landmine detection in ground penetrating radar imagery,” Proc. SPIE - Int. Soc. 

Opt. Eng., vol. 7664, pp. 1–6, 2010. 

[81] Q. Zhang and S. a. Goldman, “EM-DD: An Improved Multiple-Instance Learning 

Technique,” Nips, vol. 14, pp. 1073–1080, 2002. 

[82] O. Maron and T. Lozano-Pérez, “A Framework for Multiple-Instance Learning,” 

NIPS ’97 Proc. 1997 Conf. Adv. neural Inf. Process. Syst. 10, pp. 570–576, 1997. 

[83] S. Andrews, I. Tsochantaridis, and T. Hofmann, “Support Vector Machines for 



 

106 

 

Multiple-Instance Learning,” Adv. Neural Inf. Process. Syst. 15, pp. 561--568, 2003. 

[84] J. Pearl, “Probabilistic Reasoning in Intelligent Systems,” Morgan Kauffmann San 

Mateo, vol. 88. p. 552, 1988. 

[85] T. G. Dietterich, R. H. Lathrop, and T. Lozano-Pérez, “Solving the multiple 

instance problem with axis-parallel rectangles,” Artif. Intell., vol. 89, no. 1–2, pp. 

31–71, 1997. 

[86] V. C. Raykar, B. Krishnapuram, J. Bi, M. Dundar, and R. B. Rao, “Bayesian 

multiple instance learning: automatic feature selection and inductive transfer,” in 

ICML ’08: Proceedings of the 25th international conference on Machine learning, 2008, 

pp. 808–815. 

[87] C. Leistner, A. Saffari, and H. Bischof, “MIForests: Multiple-instance learning 

with randomized trees,” Lect. Notes Comput. Sci. (including Subser. Lect. Notes Artif. 

Intell. Lect. Notes Bioinformatics), vol. 6316 LNCS, no. PART 6, pp. 29–42, 2010. 

[88] C. Zhang, J. C. Platt, and P. a Viola, “Multiple instance boosting for object 

detection,” Neural Inf. Process. Syst., vol. 74, no. 10, pp. 1769–1775, 2005. 

[89] Y. Chen, J. Bi, J. Z. Wang, and S. Member, “MILES  : Multiple-Instance Learning 

via Embedded Instance Selection,” vol. 28, no. 12, pp. 1931–1947, 2006. 

[90] W. Li and D. Yeung, “MILD  : Multiple-Instance Learning via Disambiguation,” 

IEEE Trans. Knowl. Data Eng., vol. 22, no. 1, pp. 76–89, 2010. 

[91] X. Xu and E. Frank, “Logistic regression and boosting for labeled bags of 

instances,” Pacific-Asia Conf. Knowl. Discov. data Min., pp. 272–281, 2004. 

[92] A. Manandhar, K. D. Morton, L. M. Collins, and P. A. Torrione, “A 

Nonparametric Bayesian Approach to Multiple Instance Learning,” Int. J. Pattern 

Recognit. Artif. Intell., vol. 29, no. 3, p. 1551001, 2015. 

[93] A. Manandhar, K. D. Morton, L. M. Collins, and P. A. Torrione, “Multiple 

instance learning for landmine detection using ground penetrating radar,” in 

SPIE, 2012, vol. 8357, no. Mil, p. 835721. 

[94] E. Alpaydin, V. Cheplygina, M. Loog, and D. M. J. Tax, “Single- vs. multiple-

instance classification,” Pattern Recognit., vol. 48, no. 9, pp. 2831–2838, 2015. 

[95] D. Reichman, J. M. Malof, and L. M. Collins, “Algorithm development for deeply 

buried threat detection in GPR data,” in SPIE Vol. 9831, 2016. 

[96] D. Reichman, J. M. Malof, and L. M. Collins, “Leveraging seed dictionaries to 

improve dictionary learning,” in Proceedings - International Conference on Image 

Processing, ICIP, 2016, vol. 2016–Augus, pp. 3723–3727. 

[97] D. P. Wipf and B. D. Rao, “Sparse Bayesian learning for basis selection,” Signal 

Process. IEEE Trans., vol. 52, no. 8, pp. 2153–2164, 2004. 

[98] J. A. Tropp and S. J. Wright, “Computational methods for sparse solution of linear 

inverse problems,” Comput. Methods Sparse Solut. Linear Inverse Probl. Proc. IEEE, 

vol. 98, no. 6, pp. 948–958, 2010. 

[99] R. Rubinstein, A. M. Bruckstein, and M. Elad, “Dictionaries for Sparse 

Representation Modeling,” vol. 98, no. 6, 2010. 

[100] S. S. Chen, D. L. Donoho, and M. A. Saunders, “Atomic Decomposition by Basis 



 

107 

 

Pursuit,” SIAM J. Sci. Comput., vol. 20, no. 1, pp. 33–61, 1998. 

[101] W. Dong, X. Li, L. Zhang, and G. Shi, “Sparsity-based image denoising via 

dictionary learning and structural clustering,” in Computer Vision and Pattern 

Recognition, 2011, pp. 457–464. 

[102] J. Mairal, F. Bach, J. Ponce, A. Zisserman, and G. Sapiro, “Supervised Dictionary 

Learning,” in NIPS, 2009. 

[103] M. Joneidi, J. Golmohammady, and M. Sadeghi, “K-LDA: An Algorithm For 

Learning Jointly Overcomplete and Discriminative Dictionaries,” in EUSIPCO, 

2014. 

[104] K. Labusch, E. Barth, and T. Martinetz, “Simple Method for High-Performance 

Digit Recognition Based on Sparse Coding,” Neural Networks, IEEE Trans., vol. 19, 

pp. 1985–1989, 2008. 

[105] J. Mairal, F. Bach, and J. Ponce, “Task-driven dictionary learning,” IEEE Trans. 

Pattern Anal. Mach. Intell., vol. 34, no. 4, pp. 791–804, 2012. 

[106] M. Elad and M. Aharon, “Image denoising via sparse and redundant 

representations over learned dictionaries,” Trans. Image Process., vol. 15, no. 12, 

pp. 754–758, 2006. 

[107] H. Huang, E. Haber, and L. Horesh, “Optimal estimation of l1 regularization prior 

from a regularized empirical bayesian risk standpoint,” Inverse Probl. Imaging, vol. 

6, no. 3, pp. 447–464, 2012. 

[108] J. Ma and G. Plonka, “A review of curvelets and recent applications,” IEEE Signal 

Process. Mag., vol. 27, pp. 118–133, 2010. 

[109] M. Aharon, M. Elad, and A. M. Bruckstein, “K -SVD  : An Algorithm for 

Designing Overcomplete Dictionaries for Sparse Representation,” Trans. Signal 

Process., vol. 54, no. 11, pp. 4311–4322, 2006. 

[110] K. Engan, K. Skretting, and J. H. Husøy, “Family of iterative LS-based dictionary 

learning algorithms, ILS-DLA, for sparse signal representation,” Digit. Signal 

Process. A Rev. J., vol. 17, no. 1, pp. 32–49, 2007. 

[111] K. Skretting and K. Engan, “Recursive least squares dictionary learning 

algorithm,” IEEE Trans. Signal Process., vol. 58, no. 4, pp. 2121–2130, 2010. 

[112] M. Zhou, H. Chen, J. Paisley, L. Ren, G. Sapiro, and L. Carin, “Non-parametric 

Bayesian dictionary learning for sparse image representations,” NIPS, pp. 1–9, 

2009. 

[113] J. Mairal, F. Bach, J. Ponce, and G. Sapiro, “Online dictionary learning for sparse 

coding,” ICML, pp. 689–696, 2009. 

[114] K. Skretting and K. Engan, “Image compression using learned dictionaries by 

RLS-DLA and compared with K-SVD,” ICASSP, IEEE Int. Conf. Acoust. Speech 

Signal Process. - Proc., no. 2, pp. 1517–1520, 2011. 

[115] J. Mairal, F. Bach, and G. Sapiro, “Non-local Sparse Models for Image 

Restoration,” in Computer Vision, 2009. 

[116] R. Yan, L. Shao, and Y. Liu, “Nonlocal hierarchical dictionary learning using 

wavelets for image denoising,” IEEE Trans. image Process., vol. 22, no. 12, pp. 



 

108 

 

4689–98, 2013. 

[117] J. Mairal, M. Elad, and G. Sapiro, “Sparse learned representations for image 

restoration,” in Sparse learned representations for image restoration, 2008, pp. 1–10. 

[118] M. Yaghoobi, T. Blumensath, and M. E. Davies, “Dictionary Learning for Sparse 

Approximations with the Majorization Method,” IEEE Trans. Signal Process., vol. 

57, pp. 2178–2191, 2009. 

[119] K. Dabov, A. Foi, and V. Katkovnik, “Image denoising by sparse 3D 

transformation-domain collaborative filtering,” IEEE Trans. Image Process., vol. 16, 

no. 8, pp. 1–16, 2007. 

[120] B. Ophir, M. Lustig, and M. Elad, “Multi-Scale Dictionary Learning Using 

Wavelets,” IEEE J. Sel. Top. Signal Process., vol. 5, no. 5, pp. 1014–1024, 2011. 

[121] J. Ni, Q. Qiu, and R. Chellappa, “Subspace interpolation via dictionary learning 

for unsupervised domain adaptation,” Conf. Comput. Vis. Pattern Recognit., pp. 

692–699, 2013. 

[122] K. Kreutz-Delgado, J. Murray, and B. D. Rao, “Dictionary learning algorithms for 

sparse representation,” Neural Comput., vol. 396, pp. 349–396, 2003. 

[123] J. Mairal, F. Bach, J. Ponce, G. Sapiro, and A. Zisserman, “Discriminative Learned 

Dictionaries for Local Image Analysis,” Learning, 2008. 

[124] G. Peyré, “A review of adaptive image representations,” IEEE J. Sel. Top. Signal 

Process., vol. 5, no. 5, pp. 896–911, 2011. 

[125] J. Golmohammady, M. Joneidi, M. Sadeghi, M. Babaie-Zadeh, and C. Jutten, “K-

LDA: An algorithm for learning jointly overcomplete and discriminative 

dictionaries,” in European Signal Processing Conference, 2014, pp. 775–779. 

[126] S. G. Mallat and Z. Zhang, “Matching Pursuits With Time-Frequency 

Dictionaries,” IEEE Trans. Signal Process., vol. 41, no. 12, pp. 3397–3415, 1993. 

[127] A. Beck and M. Teboulle, “A Fast Iterative Shrinkage-Thresholding Algorithm,” 

SIAM J. Imaging Sci., vol. 2, no. 1, pp. 183–202, 2009. 

[128] G. H. Golub and C. F. V Loan, Matrix Computations, vol. 10, no. 8. 1996. 

[129] L. N. Smith and M. Elad, “Improving Dictionary Learning: Multiple Dictionary 

Updates and Coefficient Reuse,” Signal Process. Lett., vol. 20, no. 1, pp. 79–82, 2013. 

[130] D. Martin, C. Fowlkes, D. Tal, and J. Malik, “A database of human segmented 

natural images and its application to evaluating segmentation algorithms and 

measuring ecological statistics,” Proc. IEEE Int. Conf. Comput. Vis., vol. 2, pp. 416–

423, 2001. 

[131] J. Kiefer, “Sequential Minimax Search for a Maximum,” Proc. Am. Math. Soc., vol. 

4, no. 3, p. 502, 1953. 

 

  



 

109 

 

Biography 

Daniël Reichman received the B.S. and M.S. in electrical and computer 

engineering from The Cooper Union for the Advancement of Science and Art in New 

York, NY, USA, in 2013.  He is currently a Ph.D. candidate in electrical and computer 

engineering at Duke University in Durham, NC, USA.  His research interests include 

machine learning, statistical signal processing, and computer vision applied to remote 

sensing applications. 

 

List of publications 

1.  Reichman D, Morton KD, Collins LM, Torrione PA. Target localization and 

signature extraction in GPR data using expectation-maximization and principal 

component analysis. In: SPIE Defense+ Security.Vol 9072.; 2014:90720Q. 

doi:10.1117/12.2049874. 

2.  Reichman D, Morton KD, Malof JM, Collins LM, Torrione PA. Target signature 

localization in GPR data by jointly estimating and matching templates. SPIE Defense, 

Secur Sens. 2015;9454:1-9. doi:10.1117/12.2176627. 

3.  Reichman D, Malof JM, Collins LM. Algorithm development for deeply buried 

threat detection in GPR data. In: SPIE Vol. 9831.; 2016. doi:10.1117/12.2222593. 

4.  Reichman D, Malof JM, Collins LM. Leveraging seed dictionaries to improve 

dictionary learning. In: Proceedings - International Conference on Image Processing, 

ICIP.Vol 2016-August.; 2016:3723-3727. doi:10.1109/ICIP.2016.7533055. 

5.  Reichman D, Collins LM, Malof JM. Learning improved pooling regions for the 

histogram of oriented gradient ( HOG ) feature for Buried Threat Detection in Ground 

Penetrating Radar. In: SPIE Defense, Security, and Sensing.; 2017. 

6.  Malof JM, Reichman D, Collins LM. Discriminative dictionary learning to learn 

effective features for detecting buried threats in ground penetrating radar data. In: SPIE 

Defense, Security, and Sensing.; 2017. 

7.  Bralich J, Reichman D, Collins LM, Malof JM. Improving Convolutional Neural 

Networks for Buried Target Detection in Ground Penetrating Radar Using Transfer 

Learning Via Pre-training. In: SPIE Defense, Security, and Sensing.; 2017. 



 

110 

 

8.  Reichman D, Collins LM, Malof JM. Improvements to the Histogram of Oriented 

Gradient ( HOG ) Prescreener for Buried Threat Detection in Ground Penetrating Radar 

Data. In: SPIE Defense, Security, and Sensing.; 2017. 

9.  Reichman D, Collins LM, Malof JM. Some Good Practices for Applying 

Convolutional Neural Networks to Buried Threat Detection in Ground Penetrating 

Radar. In: Advanced Ground Penetrating Radar (IWAGPR), 2017 9th International 

Workshop on.; 2017. 

10.  Reichman D, Collins LM, Malof JM. The Effect of Translational Variance in 

Training and Testing Images on Supervised Buried Threat Detection Algorithms for 

Ground Penetrating Radar. In: Advanced Ground Penetrating Radar (IWAGPR), 2017 

9th International Workshop on.; 2017. 

11.  Reichman D, Collins LM, Malof JM. On Choosing Training and Testing Data for 

Supervised Algorithms in Ground Penetrating Radar Data for Buried Threat Detection. 

IEEE Trans Geosci Remote Sens. 2017. https://arxiv.org/abs/1612.03477. 

 

 List of scholarships 

The Cooper Union fellowship for master’s studies in electrical and computer 

engineering 

 

https://arxiv.org/abs/1612.03477

