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Abstract 
Anticipation is a state of expectancy for something that will happen, and it 

allows us to use past learning to prepare for and make predictions about the future.  

Studies have shown that anticipation influences behavioral performance, learning, and 

memory, and studies implicate reward-related brain circuitry. However, few studies 

have investigated the neural underpinnings of anticipation on a brain-wide network 

scale . In this set of experiments, I take an interdisciplinary cross-species approach, using 

in-vivo electrophysiology in mice and functional magnetic resonance imaging (fMRI) in 

humans, to investigate brain networks underlying anticipation in motivated behavior. 

Using a data-driven machine learning approach, I characterize the anticipatory network 

in mice running through a T-maze, and show how it is affected by behavioral 

perturbation in the form of a task reversal, and circuit perturbation in the form of a 

genetic mutant mouse line. I also validate this network in a separate cohort of mice in a 

variation of the T-maze task that varies in difficulty, and show how activity in this 

network is modulated by task difficulty and intermediate instrumental goals. Finally, I 

investigate this network using fMRI in human subjects performing a trivia-based task to 

show how this network links curiosity, a more intrinsic form of motivation, to memory. 

The findings from these studies provide evidence at multiple levels and across multiple 
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species for an anticipatory network that links motivational state to cognitive 

performance.  
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1. Introduction 
Anticipation is the state of expectancy for something that will happen. It allows 

us to use past learning to prepare for and make predictions about the future. It allows us 

to prepare for action, like a soccer goalie might prepare to block a penalty shot. It allows 

us to prepare for incoming information, as anyone eagerly awaiting the end of the 

sentence “And the award goes to… “ can relate to. It channels our motivation toward 

what is about to happen. Previous studies have shown that anticipation of reward or 

information of great curiosity influences what we pay attention to, learn, and/or 

remember (Gruber et al. 2014; Shohamy and Adcock 2010; Nobre and van Ede 2018; 

Adcock et al. 2006).  

 

1.1 Prestimulus activity 

Previous studies suggest that prestimulus activity, or activity preceding an event, 

is preparatory and benefits subsequent behavior. In a study on rats, Totah et al., show 

that after a start cue, as rats await an 8s time-delay for the appearance of a hard-to-detect 

cue to which they must respond for reward, neurons in the ventral tegmental area (VTA) 

show a sustained increase in firing rate, and that this increase is related to stimulus 

detection(Totah et al. 2013). In a study on acoustic temporal expectation in rats, in which 

rats await an auditory cue indicating the correct response to make, Jaramillo and Zador 

used a blocked design and varied the waiting time for the cue(Jaramillo and Zador 
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2011). During the waiting time, a series of random distractor tones that were not the 

target were presented. They found that valid expectation of when the cue would be 

presented increased task performance, in terms of both reaction time and accuracy. 

Interestingly, they found that expectation modulated auditory cortex neuronal response; 

on trials with a long delay, they found that the response to random tones (at each 

neuron’s preferred frequency) increased as time passed. Similarly, in a mouse virtual 

reality visual discrimination task, Poort et al. saw the emergence of anticipatory signals 

during learning in the form of ramping signals prior to cue appearance(Poort et al. 2015). 

While the other two studies did not separate reward from task performance, in this task, 

this anticipatory was seen only in neurons preferring the rewarded stimulus, suggesting 

that this anticipatory activity was reward-related. These studies on prestimulus activity 

suggest anticipatory activity that is reward-related and ramps upward, i.e. increases 

linearly, with temporal expectation. 

 

1.2 Reward-Related Anticipation 

Since many animal studies rely on reward for task engagement and performance, 

it may well be that these prestimulus signals reflect reward anticipation or motivational 

state. Given the motivational nature of reward, it is unsurprising that many studies find 

reward-related anticipatory activity, and implicate reward-related mesolimbic 

dopaminergic (DA) circuitry. This mesolimbic dopaminergic system comprises at its 
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core, transmission of the neuromodulator dopamine from the ventral tegmental area 

(VTA) to the nucleus accumbens (NAc). While classic studies point to signaling in these 

areas reflecting reward prediction(Schultz et al. 1997), other studies show a broader 

relationship between these areas and reward and motivation. Human studies have 

shown that reward anticipation, whether for potential extrinsic monetary reward or 

potential intrinsic reward in the form of curiosity satisfaction, boosts memory for 

subsequent stimuli via functional connectivity between mesolimbic DA reward circuitry 

and hippocampus(Adcock et al. 2006; Gruber et al. 2014; Wolosin et al. 2012). Functional 

magnetic resoonance (fMRI) studies in humans and neurophysiological studies in 

rodents and non-human primates, have shown that anticipatory activity in these 

reward-related areas signals reward information, such as potential reward amount 

(Carter 2009; Fiorillo 2003; Howe et al. 2013; Adcock et al. 2006; Gruber et al. 2014), 

reward probability, and reward uncertainty (Fiorillo 2003). Furthermore, humans can 

learn to volitionally sustain VTA activation via internally generated motivational 

strategies (MacInnes et al. 2016) 

 

1.3 Anticipation vs. Attention 

While it may seem plausible that anticipatory signaling merely reflects increased 

attention, studies suggest that these two processes are separate and dissociable. Studies 

using electroencephalography (EEG) in reward-motivated memory paradigms have 
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leveraged EEG’s finer temporal resolution to show that prestimulus activity related to 

encoding or cued attention are temporally dissociable from reward-cue or reward-

prediction related activity (Gruber and Otten 2010; Schevernels et al. 2014). Another 

study used eyetracking to dissociate attention from motivation, and found that attention 

as measured by eye movements did not enhance subsequent memory, while there were 

effects of motivational value, operationalized by stimulus valence (Schomaker and 

Wittmann 2017). These studies provide evidence for anticipation and attention to be 

separable processes. 

 

1.4 Involvement of Regions Beyond Mesolimbic DA Circuitry: 
Prefrontal Cortex 

While many previous studies provide compelling evidence for the involvement 

of mesolimbic DA circuitry, there is also evidence for involvement of other regions in 

generating this signal. In a dynamic causal modeling (DCM) fMRI study, Ballard, Murty, 

et al. found that as human subjects anticipated making a response for potential reward, 

dorsolateral prefrontal cortex (dlPFC) was the driver of mesolimbic DA circuitry, and 

that anticipated reward caused VTA and NAc activation via its effect on dlPFC (Ballard 

et al. 2011). In support of this circuit model, Karreman and Moghaddam found that PFC 

exerted tonic control over DA basal release rates in NAc (Karreman and Moghaddam 

1996), and Jo et al. found effects of PFC inactivation on VTA non-DA and DA cells 

responses to reward expectation(Jo et al. 2013). 
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1.5 Investigation of Brain Networks 

Given the evidence for involvement of regions beyond the mesolimbic DA 

circuit, in this set of studies, we chose to broaden investigation of anticipatory neural 

activity to more regions, (and, in the fourth chapter, the whole brain), as well as study 

this phenomenon across species, in mice and humans. Not only do we hypothesize that 

anticipatory activity is a more brain-wide, multi-region signal, we also believe that a 

network level of analysis seems particularly amenable to cross-species comparison. 

Studies have shown that network-level signals can carry information such as 

emotional states or depression vulnerability, and furthermore, that these signals can be 

used to decode emotional states or predict depression vulnerability and outcomes  

(Kragel et al. 2016; Hultman et al. 2018; Drysdale et al. 2017). To study brain networks, 

we use implanted microware arrays to record local field potentials (LFPs) in awake, 

behaving mice, and used functional magnetic resonance neuroimaging (fMRI) to record 

blood-oxygen level dependant (BOLD) signal in humans. While studies suggest that 

these measures are comparable (Magri et al. 2012; Magri et al. 2011; Burns et al. 2010; 

Goense and Logothetis 2008; Logothetis et al. 2001), what is crucial for our set of studies 

is that we can infer functional networks from them. 

In order to learn about how regions are organized into brain networks, 

throughout these studies, we employed independent components analysis (ICA), a data-
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driven machine-learning technique. ICA solves what is known as the “blind source 

separation” problem, and thus is a way to separate multivariate signals into additive 

components. A example of ICA application is the “cocktail party problem”, that is, 

picking out a certain voice or voices from a mix of people talking simultaneously. Here, 

we use it to study brain networks; we consider brain networks to be sources of the 

multivariate neural signal we observe throughout the brain via fMRI BOLD or LFP 

frequency bands recorded from our electrodes. ICA has previously been applied to LFP 

recordings and has also been used to identify task-based as well as resting state 

networks in human functional magnetic resonance imaging data(Whitmore and Lin 

2016; Calhoun et al. 2008; Leech et al. 2011). In this way, while we do have a priori 

hypotheses about involvement of mesolimbic dopaminergic areas, we take a data-driven 

approach to learning about functional brain network organization. 

 

1.6 Experimental Aims 

Studies therefore suggest that anticipation is a behaviorally relevant state with 

neural substrates underlying its interactions with learning, memory, and behavior more 

broadly. Studies link anticipatory activity to reward-related motivation, and most of the 

studies that have been conducted specifically investigate the mesolimbic dopaminergic 

system. Nevertheless, prestimulus and anticipatory activity has been shown in a wider 

array of brain areas, and allude to a brain-wide broader network phenomenon. Through 
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these aims, I seek to characterize functional brain networks underlying anticipation in 

motivated behavior. 

In Chapter 2, I use ICA to identify a multi-region network underlying 

anticipation in mice, and ask how this network is affected by a circuit perturbation in the 

form of a genetic mouse mutant line, and a behavioral perturbation in the form of a task 

rule reversal. In Chapter 3, I seek to validate and replicate the brain network found in 

Chapter 2 in a new set of mice, and to investigate the effects of certainty, modulated via 

task difficulty, on the anticipatory network. In this chapter I further asks whether 

anticipatory activity is directly tied to reward expectation, or whether there is 

anticipatory activity related to intermediate task events. In Chapter 4, I use the same 

machine learning technique to investigate anticipatory brain networks in humans, and 

how they link intrinsic motivation, in the form of curiosity, to memory. 

Together, these studies aim to provide evidence for a multi-region functional 

brain network underlying anticipation, as well as provide a demonstration of a level of 

analysis that is amenable to translation across species.    
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2. Evidence for a Prefrontal Cortex-Driven Anticipatory 
Network in Mice 

In this chapter, I characterize an anticipatory network in mice, and show that a 

genetic mutant mouse line with aberrant circuit connectivity in network-related regions 

show behavioral differences related to anticipatory network activity. 

 

2.1 Introduction 

Anticipation, whether it be of a stimulus onset, stimulus location, or potential 

reward, has been shown to broadly influence perception, behavioral responses, and 

memory(Nobre et al. 2007; Nobre and van Ede 2018; Shohamy and Adcock 2010; Posner 

and Dehaene 1994). In the brain, anticipatory, or prestimulus, activity has been shown to 

emerge over time with learning, ramp with increasing expectation, and boost behavioral 

performance; (Totah et al. 2013; Jaramillo and Zador 2011; Poort et al. 2015; Fiorillo 

2003). Ramping anticipation signals have been shown to carry information about 

upcoming stimulus properties(Jaramillo and Zador 2011), and emerge specifically for 

reward-associated stimuli (Poort et al. 2015). Further support for motivation relevance 

comes from neurophysiological studies that show involvement of the ventral tegmental 

area (VTA) and nucleus accumbens (NAc), areas part of the mesolimbic dopamine 

circuit canonically associated with reward response. (Totah et al. 2013; Fiorillo 2003; van 

der Meer and Redish 2009; Ballard et al. 2011; Adcock et al. 2006; Carter 2009; Howe et 
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al. 2013). These studies also show that the anticipatory response is modulated by reward 

amount and certainty(Fiorillo 2003; Howe et al. 2013; Ballard et al. 2011; Carter 2009). 

While many studies have concentrated on investigation of the mesolimbic 

dopaminergic circuit, studies provide evidence for involvement by other brain regions, 

suggesting a larger neural circuit. Anticipatory modulation has been shown in primary 

sensory cortices (Jaramillo and Zador 2011), to be driven by prefrontal regions (Ballard 

et al. 2011; Jo et al. 2013), and signal to hippocampus(Adcock et al. 2006; Gruber et al. 

2014). In this study, we used in-vivo electrophysiology to investigate anticipatory 

activity over several brain areas. Using implanted micro-electrode arrays, we recorded 

local field potentials (LFPs) and extracellular spikes while mice performed a sample-to-

match T-maze task, previously shown to elicit anticipatory dopamine signaling, as 

measured with fast-scan cyclic voltammetry, in rats(Howe et al. 2013).  We recorded six 

brain areas: ventral tegmental area (VTA), nucleus accumbens (NAc), prelimbic cortex 

(PrL), dorsal medial striatum (DMS), dorsal hippocampus (dHipp), and mediodorsal 

thalamus (mdThal). Mesolimbic dopaminergic areas VTA and NAc, along with 

prefrontal cortex and hippocampus have been previously implicated in anticipatory 

circuitry ((Jo et al. 2013; Ballard et al. 2011; Adcock et al. 2006; Gruber et al. 2014). PrL, 

dHipp, mdThal, and DMS have all been highly implicated in cognitive tasks (DeCoteau 

et al. 2007; Hallock et al. 2016; Cross et al. 2012; Bolkan et al. 2017; Schmitt et al. 2017; 

Guo et al. 2017). Oscillatory synchrony is thought to play a role in establishing, or at 
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least reflect, functional networks(Engel et al. 2001; Fries 2005), and so here we defined 

functional networks based on the power fluctuations within various frequency bands in 

our brain regions. We employed independent components analysis (ICA), a data-driven 

machine learning approach, which has been applied to LFP recordings and has also been 

used to identify task-based as well as resting state networks in human functional 

magnetic resonance imaging data(Whitmore and Lin 2016; Calhoun et al. 2008; Leech et 

al. 2011).  

Our second question of interest in this study was to probe how perturbation of 

the circuit might influence anticipatory signaling and behavior in the task. We leverage a 

conditional knockout mutant (MU) mice (Arpc3f/f:Camk2a-Cre) and their Cre-negative 

littermate controls, here considered wildtype (WT), provided by Scott Soderling (Duke 

University) and described previously(Kim et al. 2013). These mice have a conditional 

knockout of the action-related protein 2/3 complex (Arp2/3), and were shown to exhibit 

behavioral abnormalities such as hyperlocomotion, reduced working memory in the 

spontaneous alternation Y-Maze task, reduced novel object recognition, and reduced 

sensorimotor gating(Kim et al. 2013). Critically, some of their behavioral abnormalities 

were shown to be due to abnormally elevated frontal excitation in pyramidal neurons 

and elevated downstream signaling to VTA, leading to striatal hyperdopaminergia(Kim 

et al. 2015). These circuit disruptions were of interest to us, given their involvement in 
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potential anticipatory networks, and here we investigated behavioral and circuit 

differences. 

Our third question of interest was the effect of expectancy violation on these 

anticipatory networks. To do this, after about 35 days of behavioral testing, we reverse 

the cue-response contingency, such that the mice had to make the response opposite to 

what was previously learned in order to be rewarded 

 

2.2 Methods 

2.2.1 Animal Care & Use 

Conditional knockout Arp2/3 mutant mice (Arpc3f/f:Camk2a-Cre) and their Cre-

negative littermate controls were provided by Scott Soderling and described 

previously(Kim et al. 2013). The original genetic background was 129Sv x C57BL/6J, 

with the mice in this study being the result of generations of back-cross . All mice were 

group-housed, 3-5 mice per cage, in the Duke University Division of Laboratory Animal 

Resources facilities on a 12-hour light/dark cycle, and maintained in a humidity- and 

temperature-controlled room with water available ad libitum. Except when food-

restricted for the purpose of behavioral training and testing (our task was sucrose-

rewarded), mice were given ad-libitum access to food. Food-restriction did not occur 

until mice were adults of age at least nine weeks (P63) and at least two weeks post-

electrode implantation surgery. During food restriction, mice were gradually reduced to 
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85-90% of their free-feeding body weight(Rowland 2007; Spellman et al. 2015). 

Behavioral and electrophysiological experiments were conducted during the light cycle. 

Seven Cre-negative littermate controls (WT) and six Cre-positive Arp2/3 mutant (MU) 

mice were used in this experiment. All studies were conducted with protocols approved 

by the Duke University Institutional Animal Care and Use Committees and were in 

accordance with the National Institutes of Health guidelines for the Care and Use of 

Laboratory Animals. 

Note that because we expected Arp2/3 mutant mice to exhibit progressive 

cognitive deficits by P90(Kim et al. 2013), our electrode implantation, training, and 

testing schedules were tightly constrained by mouse age. Genotype was doubly-

confirmed after the conclusion of the experiment. 

2.2.2 T-Maze 

The T-maze apparatus was a black plastic T-shaped maze constructed from 

LEGOs, with sections referred to as stem and arms (left and right). Approximate 

dimensions are 48cm wide x 35cm deep x 30cm tall, where 48cm is the arm-to-arm 

distance, and 35cm is the stem-to-back-wall distance. Width of arms and stem is ~10cm. 

The maze has gates separating off the stem section of the maze that are about ~12cm 

from the front of the stem. The maze is equipped with three nose poke holes, which 

detect nose-poke via infrared beam breakage. The nose poke holes are located at the end 

of each arm (2) and at the end of the stem (1). The maze has 4 4-LED light columns: one 
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on either side of the stem nose poke hole and one by each gate (Figure 1). Lighting is 

dim: 3-30 lux. Earphones are placed on the back wall, one on each side halfway between 

the midline of the maze and the end of the arm. These are calibrated to deliver 68dB 

white noise. 

 

Figure 1: T-Maze 

2.2.3 Behavioral Training & Testing 

Mice were habituated to handling and the T-maze for five days prior to electrode 

implantation surgery; during this time, mice were put in the maze with their cage mates, 

and all nose pokes into nose poke holes were rewarded with 5µL of 10% sucrose 

solution. Mice recovered from electrode implantation surgery for at least five days 

before being habituated to the maze again. At this time, mice began training, though 

were not food-restricted until at least two weeks post-surgery. Training consisted of 

three stages, with built-in side-bias correction such that mice are trained to sample both 

right and left sides (Table 1). 



 

14 

 
 

Table 1: Training Stages & Passing Criteria 

Training 
Stage 

Goal Description Testing 
Length 

Passing 
Criteria 

1 Learn maze 
layout 

The mouse can poke in any hole, 
and each poke is rewarded 
with 10µL of 10% sucrose water 
solution. Gates are open and lights 
are off. 

30min. 2 consecutive 
days of >30 
pokes with >1 
poke per hole 

2 Shaping: 
learn the 
stem-arm 
response 
pattern 

Gates are open and lights are off. 
The mouse pokes the stem to start, 
getting rewarded 5µL of 10% 
sucrose water solution. To get 
rewarded, the mouse must next 
poke an poke hole, which gives a 
reward of 15µL of 10% sucrose 
water solution. Incorrect pokes are 
unrewarded. To encourage 
responding in both arms, if the 
mouse has poked the same arm 3 
trials in a row, the opposite arm is 
required for reward.  

30min or 
100 trials, 
whichever 
occurs first 

2 consecutive 
days of >20 
correct trials 

3 Cues: learn 
the 
association 
between cue 
and response 

Gates are open. The mouse pokes 
the stem to start, getting rewarded 
5µL of 10% sucrose water solution. 
Either right or left LED light cues 
turn on and remain on until the 
end of the trial. To get rewarded, 
the mouse must next poke the 
matching arm poke hole, which 
gives a reward of 15µL of 10% 
sucrose water solution. The trial 
ends when a correct arm response 
occurs; incorrect responses are 
unrewarded. The LED light cue 
side (left/right) is determined 
randomly, unless the mouse has 
poked the same arm 3 trials in a 
row, in which case the LED cues 
on the opposite side turn on.  

30min or 
100 trials, 
whichever 
occurs first 

2 consecutive 
days of >25 
completed 
trials 
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During behavioral testing, mice performed the sample to match T-maze task. The 

mouse pokes the stem to start each trial, getting rewarded 5µL of 10% sucrose solution. 

At this time, the gate closes and remains closed for two seconds, while either right or left 

LED light cues turn on. Once the gate opens, the mouse must leave the stem and go 

make a nose-poke response in an arm, at which time the LEDs turn off. Correct 

responses (matching the side of the LED light cue) are rewarded with 15µL of 10% 

sucrose solution, while incorrect responses are unrewarded and indicated with 1s of 

white noise (~68dB).  The LED light cue side (left/right) is determined randomly, unless 

the mouse has poked the same arm three trials in a row, in which case the LED light cue 

side is determined to be the opposite side. Testing continued for 30 minutes or until the 

mouse completed 100 trials, whichever occurred first. Daily behavioral testing began 

when the mouse was approximately 80 days of age, and continued through day 114. On 

day 115, the mice underwent a reversal manipulation, in which the cue-response 

contingency is reversed, such that a left LED cue means that a right arm poke is correct 

and vice versa. Mice continued this phase of the task until day 129. Note that because 

Arp2/3 mutant mice show progressive defects and become increasingly susceptible to 

seizures(Kim et al. 2015), behavioral testing ended on day 129. Days with fewer than 25 

trials were excluded from analysis. Ten minutes of open field recordings were acquired 

for each mouse on the day before testing began and on the day after testing ended. 



 

16 

2.2.4 Electrode Implantation Surgery 

The electrode implantation surgery procedure has been described 

previously(Dzirasa et al. 2011; Carlson et al. 2017). Mice were anesthetized with 1.5% 

isoflurane, placed in a stereotaxic device, and metal ground screws were secured above 

the cerebellum and anterior cranium. Thirty-two tungsten microwires were arranged in 

array bundles designed to target prelimbic cortex (PrL), nucleus accumbens shell (NAc), 

dorsal medial striatum (DMS), mediodorsal thalamus (mdThal), dorsal hippocampus 

CA1 (dHipp), and ventral tegmental area (VTA), all on the left. Bundles were centered 

on stereotaxic anterior-posterior and medial-lateral coordinates measured from bregma, 

and dorsal-ventral coordinates were measured from the dura (Table 2). Implanted 

electrodes were anchored to round screws using dental acrylic. All recording sites were 

confirmed histologically at the conclusion of experiments. 

 
Table 2: Electrode Configuration and Target Coordinates 

Region # Wires Wire Size AP (mm) ML (mm) DV (mm) 

PrL 8 35µm 1.85 0.375 -1.75 

NAc 4 50µm 1.225 0.625 -4.25 

DMS 8 50µm 0.75 1.125 -2.25 

MdThal 4 35µm -1.475 0.325 -3 

dHipp 4 35µm -2.175 1.375 -1.75 

VTA 4 35µm -3.125 0.525 -4.5 
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Mice began light behavioral training five days after surgery, and after two 

weeks, were habituated to being plugged into an acrylic “dummy plug”, matching the 

size and weight of the recording headstage, and wore the “dummy plug” during 

training. This continued until behavioral testing so that mice were fully accustomed by 

the time neurophysiological recording began. 

2.2.5 Neural Electrophysiological Data Acquisition & Video Recording 

Neurophysiological recordings were acquired during behavioral testing in the T-

maze with the Cerebus acquisition system (Blackrock Microsystems, Inc., UT). 

Extracellular neuronal activity was sampled at 30kHz, high-pass filtered at 500Hz, and 

sorted online. Online sorting consisted of referencing data against a wire within the 

same brain area that did not exhibit a signal-to-noise ratio greater than 3:1. After full 

recording, cells were sorted again using an offline automated sorting algorithm (Plexon 

Inc., Dallas, TX) and additionally verified by investigators to confirm the quality and 

identification of recorded cells. Local field potentials (LFPs) were sampled and stored at 

1kHz, bandpass filtered at 0.5-250Hz. All neurophysiological data were referenced to a 

ground wire connecting the ground screws.  

Video recordings were acquired in real time using NeuroMotive and 

synchronized with neurophysiological data. Mouse position was tracked offline using a 

mean-shift algorithm as implemented via Python OpenCV, an open source computer 
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vision python library (https://docs.opencv.org/3.4.0/index.html). Position was extracted 

from each video. In order to ensure that all position and velocity data were in standard 

space, the boundaries of the T-maze were traced for each video recording. A “standard 

T” was defined as the mean of all of these boundaries, and a projective linear 

transformation was used to transform each recording to this standard space, and for 

instantaneous velocity, to further convert pixel measurements to meters. The velocity 

time series was smoothed with a 280ms sliding window. 

2.2.6 Independent Components Analysis (ICA) of Power 
Spectrograms 

We defined functional networks as groups of regional frequency bands whose 

power are temporally correlated.  To identify putative functional networks, we 

employed ICA, a data-driven machine learning approach, on power spectrograms. ICA 

has been applied to LFP power spectrograms and has also been used to identify task-

based and resting-state networks in human functional magnetic resonance imaging 

data(Whitmore and Lin 2016; Calhoun et al. 2008; Leech et al. 2011). LFP recordings 

were high-pass filtered over 1Hz and notch-filtered at 60Hz and all upper harmonics of 

60Hz to remove noise due to electricity. Timepoints with signal saturation, defined as 

having an amplitude of at least six standard deviations above the mean, were also 

removed. Power spectrograms for 4-160Hz were generated from the LFP recordings, 

using short-time fourier transform as implemented in Matlab 2016a (Mathworks, Inc.), 
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calculated over a sliding window of 500ms with a 10ms step. Power spectrograms were 

averaged between electrodes in each region. 

Training data for ICA consisted of normalized ten-minute power spectrogram 

segments randomly selected out of each of ten randomly chosen days from each of the 

seven WT mice, downsampled by a factor of ten to an effective sampling rate of 10Hz. 

ICA, as implemented via the FastICA algorithm in scikit-learn version 0.19.1, a machine 

learning library for python (http://scikit-learn.org/stable/index.html), was used to 

decompose the data into independent non-Gaussian components. Three to 942 

components were tested. At 942, the maximum number of components, each consists of 

a single 1Hz frequency band from a single region. To determine the number of 

components to use, a validation data set, which consisted of normalized ten-minute 

power spectrogram segments randomly selected from each of previously unused five 

randomly chosen days from the seven WT mice, were projected into the identified 

components to assess the proportion of variance explained by the components. The 

number of components was chosen to balance complexity with parsimony, i.e. choosing 

a small number of components that explained a sufficient proportion of variance. 

2.2.7 Operationalizing Anticipation 

During T-maze behavioral testing, anticipation during the arm runs was defined 

as the period between the gates opening and the mouse’s nose poke response. 

Anticipation during the stem runs was defined as the period between the mouse’s arm 
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nose poke response and the mouse’s subsequent stem nose poke response. Goal 

proximity was operationalized as the percent goal progress along the mouse’s traveled 

path. Note that in order to minimize the effect of the nose poke responses on 

anticipatory network investigation, the anticipatory period was constrained to 5-95% 

goal progress.  

2.2.8 ICA Networks Relating to Anticipation 

After using ICA to identify functional networks, we defined anticipation-related 

networks based on two criteria: 1) correlation with goal proximity(Howe et al. 2013) but 

not velocity, and 2) higher activity for greater potential reward(Howe et al. 2013; Carter 

2009), here operationalized as higher activity for running toward the arm vs. the stem, 

since a correct arm poke resulted in three times the reward of the stem poke.  

To assess the first criterion, for each day’s recording for each mouse, we modeled 

each component’s activity as a linear combination of velocity and goal progress. Very 

long trials, defined as having a response time greater than three standard deviations 

from the mean, were excluded from analysis. Then we analyzed these coefficients across 

sessions and mice, employing a random mouse intercept, to query whether the group 

distribution of goal-proximity coefficients or velocity coefficients was significantly 

different from 0 after Bonferroni correction for multiple comparisons. Components were 

similarly assessed for their relationship to open field velocity. Only components 
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showing significant modulation by goal proximity but not velocity in either test were 

considered to have passed this criterion.  

Components meeting the first criterion were then assessed with the second 

criterion. Since correct arm pokes resulted in thrice the reward amount (15 µL 10% 

sucrose) as stem pokes (5 µL 10% sucrose), anticipatory network activity should reflect 

that. Components’ anticipatory ending activity level was defined as the average of the 

activity during 90-95% goal progress for each anticipatory epoch of each trial. Across 

mice and sessions, this value was modeled with a mixed effects general linear model 

with epoch type (stem vs. arm) as a predictor, along with a random intercept for mouse. 

2.2.9 LFP Coherence 

For each pair of regions, two electrodes were selected at random, and cross-area 

coherence was calculated from each microwire LFP pair using magnitude-squared 

coherence, as implemented via mscohere in Matlab2016a (MathWorks, Inc.). These 

calculated coherence values were averaged across microware pairs. To assess coherence 

among the frequency bands comprising specific components, the loading, or unmixing 

matrix, was first thresholded at two standard deviations to identify the main 

contributors to this component. Coherence was averaged within frequency bands of 

interest, and assessed for correlation with component activity level, allowing us to infer 

how strongly network activity was related to functional connectivity between pairs of 

regions. 
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2.2.10 Directionality Analysis 

Directionality was inferred from LFP pairs based on cross-correlation of 

instantaneous oscillatory phase at varying temporal lags(Dzirasa et al. 2013; Carlson et 

al. 2017). Again, for each recording, two electrodes were chosen at random for each 

region and LFPs for each electrode filtered using Butterworth bandpass filters to isolate 

the LPF oscillations within the frequency of interest. Instantaneous phase of the filtered 

LFPs was determined using the Hilbert transform. Instantaneous phase offset was 

calculated as the difference of the phase time series, and mean resultant length (MRL) of 

the distance was calculated, corresponding to the deviation from circular uniformity 

(where 0 represents no net deviation from uniformity and 1 represents complete 

deviation from uniformity at a single angle/phase)(Berens 2009; Dzirasa et al. 2013). This 

was recalculated at each temporal offset ranging from -100ms to 100ms in 10ms 

increments for the theta frequency band and ranging from -30ms to 30ms in 6ms 

increments for the beta band, and the temporal offset that yielded the highest MRL was 

determined to be the temporal offset of optimal phase coupling, allowing us to infer 

signal direction flow. A frequency and brain pair area were deemed to exhibit significant 

directionality if the 95% confidence interval for the mean temporal offset yielding the 

highest MRL did not contain 0. Since we were mainly interested in drivers of component 

activity when it was high, we isolated segments corresponding to high component 

activity (> median) with enough time points (at least 200ms) for this analysis.  
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2.2.11 Cell Firing Relationships with LFP Phase 

Cell firing was assessed for phase-locking with regional LFP oscillatory phase. 

Similarly to how we conducted the directionality analysis, the LFP from the region of 

interest was filtered for a specific frequency band of interest using a Butterworth 

bandpass filter, and instantaneous phase of the filtered LFP was calculated using the 

Hilbert transform. Again, we randomly chose two electrodes per recording. For each 

cell, we took the phase at every action potential, calculated the mean resultant length 

(MRL) of the phases and tested for significant phase-locking using the Rayleigh test for 

non-uniformity. Since we were interested in cell relationships when components of 

interest were high vs when they were low, as determined by a median split, we isolated 

segments when the component activity was high or low with enough data points (at 

least 200ms), and conducted this analysis for these conditions separately.  

We also performed a directionality analysis as before, testing for phase-locking at 

time lags from -100-100ms with 10ms step, to assess whether the cell firing likely 

preceded or followed LFP activity. At each lag, we recalculated the MRL and Rayleigh 

test for nonuniformity, and the lag resulting in the highest MRL was determined to be 

the temporal offset resulting in the best phase-locking, letting us infer directionality. We 

did this for cells that were more phase-locked when the component was high vs. low, 

and then separately for cells that were more phase-locked when the component was low 

vs. high. 
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2.3 Results 

2.3.1 Behavior: Arp 2/3 MU Mice Outperform WT Mice at First 

Unexpectedly, the Arp2/3 mutant mice outperformed the WT mice. A 2-sample t-

test showed that they took fewer days to get to the testing stage of the task (p=0.01, 

Figure 2a). A mixed effects general linear model regressing percent correct before 

reversal on day and genotype, with a random intercept for mouse, showed a genotype 

effect (p<0.001). However, there was no genotype effect on the number of completed 

trials (p=0.4). After reversal, there was still a strong genotype effect on task accuracy, in 

the opposite direction (p<0.001), and still no effect on the number of trials completed 

(p=0.3). 

 

Figure 2: Behavior on the sample-to-match T-maze. Arp2/3 mutant mice 
learned the task more quickly (a, p=0.01), were more accurate overall (b, p=0.04), and 

did not perform a significantly different number of trials (c, p=0.4). The black vertical 
line (b, c) indicates task reversal, i.e., sample-to-non-match. Error bars and shaded 

areas represent the 95% confidence interval for the mean. 
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2.3.2 Independent Components Analysis (ICA) of Power 
Spectrograms Yields 15 Components 

Since the proportion of variance explained monotonically increases with the 

number of components, the idea was to balance complexity with interpretability by 

choosing a number of components, after which the gain in proportion of variance 

explained was not substantial. To find this point, we looked for the minimum number of 

components at which the second derivative of the percent variance explained vs. 

number of components began to hover at 0, indicating that the gain after that was not as 

steep. We determined this to be 15 components (Figure 3, Figure 4). The components 

were learned on WT mice, but generally explained more variance in the MU data (Figure 

3a). 

 

Figure 3: Determining  the number of components. Since percent variance 
explained increases monotonically with the number of components (a, b), we 
determined the optimal number of components to be the smallest number of 

components where the second derivative goes to 0 (c). We determined this to be 15. 
Blue lines represent variance explained in WT validation data set, and red lines 

represent variance explained in MU validation data set. 
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Figure 4: The 15 components from ICA. The frequency range from 30-160Hz 
has been compressed. Note that some components are dominated by frequency bands 

(e.g., component 1), and others are dominated by regions (e.g., component 4). 

Two of the components (Figure 4, components 13 and 14) were electrical noise at 

60Hz and the harmonics at 120Hz. Even though the data were notch-filtered for these 

frequencies, ICA successfully further identified the residual electrical noise, and these 

components are excluded from further analyses. 
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2.3.3 Components Related to Goal Proximity 

The first criterion for an anticipation-related network was for it to relate to goal 

proximity. However, since oscillatory activity has been shown to relate to 

velocity(McFarland, Teitelbaum, and Hedges 1975; Fuhrmann et al. 2015), we first tested 

whether velocity was related to goal proximity. We calculated the Spearman correlation 

coefficient between goal proximity and velocity separately for arm and stem for each 

testing session, and asked whether the group distribution, with a random intercept for 

mouse, was significantly different from 0. We found that this was the case in both the 

arm (p<0.001, Figure 5a) and stem (p<0.001, Figure 5b). This is apparent even in a 

randomly-selected single test session from a mouse (Figure 5c).  

Therefore, because we were interested solely in networks relating to goal 

proximity but not velocity, we looked for networks significantly correlated with goal 

proximity irrespective of velocity in either the T-maze or open field (OF) tests. For each 

T-maze testing session, we modeled each component’s activity as a linear combination 

of goal progress and velocity, and then at the group level, queried whether this 

distribution of coefficients was significantly different from 0. Similarly, for each OF 

session, we calculated the correlation coefficient between component activity and 

velocity. We found one network (Figure 5d, Figure 4, component 11) related to goal 

proximity but not velocity in either test, after Bonferroni correction for multiple 

comparisons. We conducted this analysis on the full group data; critically, this network 
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ramps significantly with goal proximity in WT alone (mean coefficient = 0.12, p<0.001), 

MU alone (mean coefficient = 0.18, p<0.001), and there is no effect of genotype (p=0.1). 

 

 

Figure 5: Component 11 relates to goal progress but not velocity. The overall 
distribution across mice and days of correlation coefficients between velocity and 

goal progress shows that velocity and goal progress are significantly correlated in arm 
(a, p<0.001) and stem (b,0.001). This is visible even in a single recording session from a 

single mouse (c). Component 11 correlates significantly with goal proximity but not 
velocity in either test (d). In this scatter plot, each data point represents a component’s 

p-value, here shown as -ln(p) for interpretability, for correlation with T-maze goal 
proximity, T-maze velocity, and OF velocity. The color indicates significance at 

Bonferroni multiple comparisons correction for each axis: red, goal proximity; green, 
T-maze velocity; blue, OF velocity. Color combinations indicate significance along 

more than one axis. Component 11 is correlated with only goal proximity; component 
12 is correlated with goal proximity and velocity; component 10 is correlated with 

both goal proximity and OF velocity; component 8 is correlated with all three; 
components 2 and 6 are correlated only with velocity. 

2.3.4 Anticipatory Network Activity Signals Higher Potential Reward 

We expected an anticipatory network to show higher activity for higher potential 

reward (Howe et al. 2013; Carter 2009; Ballard et al. 2011). Since the reward for a correct 
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arm poke was three times that for a stem poke, we expected the anticipatory network to 

ramp higher during arm runs than stem runs. For each trial, we took the mean activity 

of the anticipatory component at 90-95% goal progress, and using a mixed effects 

general linear model asked whether this was different between arm and stem, again 

with a random intercept for mouse. The effect was very significant (p<0.001, Figure 6a). 

Thus, the component ramps with goal proximity (Figure 6b), ramps higher for higher 

potential reward (Figure 6a,b) and the ramping can be seen on individual trials (Figure 

6c). 

 

 

Figure 6: The anticipatory component ramps with goal proximity. It ramps 
higher for arm vs. stem, as shown by the more positively shifted histogram of 

component activity level (a, p<0.001). This effect is visible in (b), where average 
activity trace is shown for goal progress up to a nose poke response, and for the 

1500ms after a nose poke, for all mice over the last three days of the sample-to-match 
task. The ramping activity can be seen even in randomly-selected single trials from 

randomly-selected mice (c); component activity is plotted in black and velocity is 
plotted in purple. 
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2.3.5 Functional Connectivity Within the Anticipatory Network 

Given the circuit abnormalities previously reported in the Arp2/3 MU mice (I. H. 

Kim et al. 2013, 2015), we investigated the functional connectivity of this component in 

the MU and WT mice. First, we thresholded the unmixing matrix from ICA (Figure 7a) 

to isolate the most strongly contributing regions and frequencies, and found that the 

regions highly involved are VTA, mdThal, MDS, NAc, and PrL, but not dHipp (Figure 

7b), all in the theta frequency range, and in PrL, NAc, and DMS in the beta frequency 

range. Note that these frequency bands were empirically derived, with theta being 5-

8Hz and beta being 13-25Hz. Pairwise coherence in both frequency bands for all pairs of 

involved regions correlated significantly with network activity, with higher correlation 

coefficients in the beta band (Figure 7c). There were no genotype differences in the 

relationship between coherence and component activity for any region pairs, as assessed 

with a general linear mixed effects model with random intercept for mouse. 
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Figure 7: Functional connectivity within the anticipatory component. The 
loading, or unmixing, matrix (a) was thresholded for loading values more than two 
standard deviations from the mean to isolate the most highly involved regions and 

frequency bands (b). Coherence in all pairs and in both the theta and frequency bands 
correlated with network activity level, with pairwise coherence in the beta frequency 
showing a stronger relationship (c). Error bars represent the 95% confidence interval 

for the mean. 

For all region pairs involved in this network, coherence correlated with network 

activity. We sought to determine the signal directionality for each pair in the two 

frequency bands of interest: theta (5-8Hz) and beta (13-25Hz). For each pair, we shifted 

the LFPs, filtered for the desired frequencies, relative to each other to find the lag that 

led to the most phase coupling, letting us infer which region was likely to be the leading 

region and which region was likely to be the lagging region for each pair. Not all 

coherent pairs necessarily show directionality. Directionality analysis suggested that in 

this network, in the theta frequency band (5-8Hz) PrL was a main signal source, and 

VTA a main signal sink, with other regions serving as relays. In the beta band, PrL is the 
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main sink, with signal coming from both NAc and DMS (Figure 8a,b). The pattern is 

mostly the same in MU mice (Figure 8c), with the single difference of an additional 

DMS-to-PrL connection in the theta band. 

 

Figure 8: Pairwise regional directionality analysis within the anticipatory 
component shows that in the theta frequency range, PrL is a source and VTA is a sink, 



 

33 

with other regions serving as relays. In the beta frequency range, PrL is the site of 
convergence for signaling from NAc and DMS. Lead/lag directionality analysis 

indicates the lag at which phase coherence is highest (a). Here, bars significantly 
below 0 indicate directionality between regions as indicated by the lower axes. Bars 

significantly above 0 indicate directionality between regions as indicated by the 
upper axes. These data are summarized for  WT (b) and MU (c), with directionality 

within the theta band shown on the left and beta on the right. Note that the MU show 
an additional DM-to-PrL connection in the theta frequency band. 

 

2.3.6 Neuronal Phase-Locking to PrL Theta and Beta LFP Activity 

Our directionality analysis revealed that PrL is particularly prominent in this 

network, serving as the main signal source in the theta band (5-8Hz) and as the main 

sink in the beta band (13-25Hz). We thus investigated how cell firing phase-locked to 

PrL beta and theta LFP activity, and characterized this both when the anticipatory 

network activity was low and when it was high. We defined the network high state as 

periods in which the network activity power level was greater than the median for at 

least 200ms, and low state as periods in which the network activity level was less than 

the median for at least 200ms. To find which cells were more phase-locked to PrL LFP 

activity when network activity was high vs. low, we identified cells that significantly 

phase-locking to PrL LFP activity when the network was high  and that phase-locked 

more strongly than when the network was low, using the Rayleigh test for circular non-

uniformity and associated z-scores (high Figure 10a,b; low Figure 9a,b; Table 3). We did 

the reverse to find cells more phase-locked to PrL LFP activity when network activity 
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was low. Of note, most of the cells were phase-locked to PrL beta when network activity 

was high (Figure 10b).  

Table 3: Recorded neurons. We counted the number of neurons that 
preferentially phase-locked with PrL theta (5-8Hz) and beta (13-25Hz) when 
anticipatory component activity was high and low, for WT and MU. 

 

We next analyzed the cells for directionality with PrL LFP activity. For the cells 

shown to be preferentially phase-locked during high or low network activity, we did a 

shift analysis similar to the LFP directionality analysis, to find the lag resulting in 

optimal phase coupling between the cell and PrL LFP. A leading cell signal suggests that 

the cell firing contributes to the oscillatory activity, and a leading LFP signal suggests 

that the LFP oscillatory activity entrains the cellular activity. A lag significantly different 

from 0 suggest directionality(Figure 9c,d;  Figure 10c,d); note that not all phase-locked 

cells necessarily have a directional relationship. When network activity was low, PrL 

theta entrained PrL, DMS, dHipp, and VTA cells, while NAc cells contributed to PrL 

# cells % total # cells % total # cells % total # cells % total

PrL 2366 1217 51.4 1052 44.5 1804 76.2 508 21.5
Nac 797 503 63.1 251 31.5 610 76.5 148 18.6
DMS 925 438 47.4 391 42.3 707 76.4 147 15.9
mdThal 776 491 63.3 250 32.2 672 86.6 83 10.7
dHipp 540 330 61.1 187 34.6 446 82.6 76 14.1
VTA 1712 987 57.7 673 39.3 1422 83.1 220 12.9
PrL 2355 968 41.1 1296 55.0 2177 92.4 170 7.2
Nac 912 400 43.9 468 51.3 832 91.2 75 8.2
DMS 1326 444 33.5 798 60.2 1243 93.7 71 5.4
mdThal 1332 382 28.7 896 67.3 1239 93.0 86 6.5
dHipp 853 314 36.8 505 59.2 794 93.1 56 6.6
VTA 2100 600 28.6 1431 68.1 1919 91.4 160 7.6

WT

MU

anticipatory 
component high

anticipatory 
component low

anticipatory 
component high

anticipatory 
component low

Total 
#Cells 

Recorded

Phase-Locking with PrL Theta (5-8Hz) Phase-Locking with PrL Beta (13-25Hz)
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beta (Figure 9c-f, Figure 11a), and then when the network activity was high, it was 

accompanied by additional directional relationships. In particular, NAc cells contributed 

to the PrL theta band, and there were additional cell-to-PrL beta relationships from 

mdThal, dHipp, and VTA. PrL beta also entrained PrL cell firing (Figure 10c-f, Figure 

11a). The MU show a very different pattern. When network activity was low, signal 

direction went from PrL theta to cell firing in all regions, and in the beta band, cell 

signaling direction went from all regions to PrL (Figure 9g,h). This was very similar to 

the WT network directionality when anticipatory network signaling as high (Figure 

10e,f). However, when network activity was high, all cell signaling went cell-to-PrL, 

suggesting that there was no entrainment of cell firing by PrL beta or theta (Figure 

10g,h). 
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Figure 9: Cell phase-locking dynamics with PrL theta and beta when 
anticipatory network activity is low. We calculated the percent of the recorded cells 

that show more phase-locking to PrL theta (a) and beta (b) when network activity was 
low. Of these, we assessed whether the relationships showed directionality (c,d). A 
positive lag means that PrL LFP activity leads, whereas a negative lag indicates that 

the cell firing leads. These directional relationships are summarized for WT theta (e) 
and beta (f), and for MU theta (g) and beta (h). 
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Figure 10: Cell phase-locking dynamics with PrL theta and beta when 
anticipatory network activity is high. We calculated the percent of the recorded cells 

that show more phase-locking to PrL theta (a) and beta (b) when network activity was 
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high. Note that most of the cells are phase-locked to PrL beta when network activity is 
high vs. low. Again, we then assessed whether the relationships showed 

directionality (c,d). A positive lag means that PrL LFP activity leads, whereas a 
negative lag indicates that the cell firing leads. These directional relationships are 

summarized for WT theta (e) and beta (f), and for MU theta (g) and beta (h). Note that 
in the MU, the high network activity flips the direction between cells and PrL theta 

(compare to Figure 9g). 

To summarize, when the network is high in WT, additional directional cell-to-

PrL LFP relationships are added (Figure 11a). In the MU, the network being high flips 

the relationship such that all signaling goes from cell-to-PrL, with no entrainment by PrL 

(Figure 11b). 

 

 

Figure 11: Summary of the cell phase-locking directionality changes from low 
to high anticipatory network activity in WT (a) and MU(b). The left side shows the 
phase-locking directionality relationships when the network activity is low, where 
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green arrows denote entrainment by PrL LFP activity, and orange arrows indicate cell 
firing that precedes the LFP activity. On the right shows the phase-locking 

directionality relationships when the network activity is high, with black arrows 
representing phase-locking that is the same as when the network activity is low. In 
the WT (a), the network is largely the same, with additional entrainment of mdThal 

cells by PrL theta and PrL cells by PrL beta, along with mdThal, dHipp, and VTA cells 
signaling to PrL beta. In the MU (b), the network going high flips the directionality in 

the theta band, with PrL no longer entraining cells in any region. 

 

2.3.7 Anticipatory Network Activity, Genotype, and Reversal Interact 
to Influence Task Performance 

Given the performance and network differences between Arp2/3 MU and WT 

mice, we asked whether anticipatory network activity related to task performance. We 

again took the mean activity of the network at 90-95% goal progress, i.e., the activity of 

the network when the mouse reached the goal, and asked whether it would predict 

whether the trial would be correct or incorrect. Logistic regression, including a random 

intercept for mouse, showed no trial-by-trial relationship to network activity in WT mice 

during sample-to-match (p=0.1) or reversal (p=0.2), or in MU during reversal. There was 

a trial-by-trial effect in MU mice during sample-to-match (p<0.001). Thus, in the WT at 

least, it is unlikely that this network is holding trial-specific information such as working 

memory content. 

If this network represents a motivational anticipatory signal, greater motivation 

might result in better performance in a test session. Therefore we asked whether average 

activity of the network at 90-95% goal progress on the arm runs would correlate with the 
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overall daily performance. There was a correlation in WT for both sample-to-match 

(p=0.045) and reversal (0.04) phases, a correlation in MU for the sample-to-match phase 

(p=0.002) but not during reversal (p=0.2) (Figure 12 a,b). This suggests that activity in 

this network overall correlates with general task performance, but not trial-by-trial 

performance. 

 

Figure 12: Average network activity at 90-95% goal progress correlates with 
daily task performance (percent correct) in both WT (p=0.045) and MU (p=0.002) 

during sample-to-match (a). During reversal (b), this relationship is still true in WT 
(p=0.04) but not in MU (p=0.2). 

A mixed effects general linear modeling regressing network activity level at 90-

95% goal progress on genotype and reversal with a random mouse intercept showed no 

effect of either genotype (p=0.7) or reversal (p=0.9), suggesting that the distribution of 

network activation values at 90-95% goal progress did not differ according to genotype 

or reversal, per se. In a more complex mixed effects general linear model regressing 

percent correct on network activity, genotype, and reversal, with a random intercept for 

mouse, there was a significant three-way interaction between network activity, 

genotype, and reversal (0.01), a genotype-by-reversal interaction (p<0.001), a genotype-
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by-network interaction (p=0.01), as well as main effects of reversal (p<0.001) and 

genotype (p=0.01), suggesting that genotype, reversal, and network activity interact in 

their relationship to overall performance. 

2.4 Discussion 

2.4.1 Summary 

Mice were able to perform the initial sample-to-mask task. Unexpectedly, the 

Arp2/3 MU mice showed enhanced performance on the task, in terms of daily 

performance as well as on the number of days required for training, without showing 

any differences in the number of trials (note that test sessions were capped at 30 

minutes, or 100 trials total, whichever occurred first). Both genotypes showed a strong 

behavioral effect of reversal, and while the MU showed faster learning and better 

performance in the sample-to-match task, they did not show enhanced performance in 

reversal.  

Using ICA on LFP power spectrograms, we identified an anticipatory neural 

circuit that ramped with goal proximity, did not encode velocity, and reflected potential 

reward amount. This network comprised theta frequency band activity in PrL, NAc, 

DMS, mdThal, and VTA, but not dHipp, along with beta frequency band activity in the 

frontal-striatal areas PrL, NAc, and DMS. Directionality analysis of the LFPs in the theta 

frequency band showed PrL to be a main source of network signaling, and VTA to be a 

convergent sink for network signaling. Directionality analysis of the LFPs in the beta 
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band showed PrL to be the site of convergence for signals from NAc and DMS. Cellular 

phase-locking analysis  of high and low network states further confirm PrL to be leading 

the signal in the theta band, entraining the neurons in other regions, while the direction 

is opposite in the beta band, with cell firing likely entraining the oscillation. These 

relationships increase when the anticipatory network is high, with PrL beta also 

entraining PrL neurons, and PrL theta being entrained by NAc. 

Cellular phase-locking and directionality analysis suggest a very different 

architecture in WT and MU. When anticipatory network activity is low, MU network 

architecture looks like WT architecture when anticipatory network activity is high. And 

then when anticipatory network is high in MU, PrL seems to be the functional site of 

convergent input signaling of neurons from all the other regions but without entraining 

the cells. 

2.4.2 A Prefrontally-Driven Anticipatory Network 

Based on previous studies showing motivation-related anticipatory activity, we 

sought to broaden investigation to include more brain regions. Many of these studies 

implicated mesolimbic dopaminergic circuitry, namely VTA and NAc  (Totah et al. 2013; 

Fiorillo 2003; van der Meer and Redish 2009; Ballard et al. 2011; Adcock et al. 2006; 

Carter 2009; Howe et al. 2013). Given that, we expected that the anticipatory circuit 

might be VTA-mediated, and even more specifically, VTA-to-NAc mediated, since 

reward-related signaling and motivation-related signaling relies on dopamine 
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transmission from VTA to NAc, e.g.(Schultz et al. 1997; Howe et al. 2013; Day et al. 2010; 

Carelli 2004).  However, our network functional connectivity directionality analysis 

seems to suggest that rather than being a signal source for this network, VTA is instead a 

hub for convergent downstream signaling, and that PrL is a primary signal source. This 

PrL source activity is reflected by theta oscillatory activity and cellular phase-locking 

directionality analysis. This is in line with other studies suggesting PFC-dependence of 

VTA-reward signaling(Jo et al. 2013), PFC as the driver of mesolimbic reward circuit-

mediated motivated behavior (Ballard et al. 2011), and PFC as a regulator of VTA-

mediated dopamine release in the striatum (Karreman and Moghaddam 1996). This 

finding opens the question of whether anticipatory signaling converges on the VTA to 

then influence expectation-mediated reward signaling, such as reward prediction error, 

e.g, (Schultz et al. 1997), or other outcome-related response, and also opens the question 

of whether anticipatory striatal dopamine concentration is VTA cell-firing mediated 

and/or mediated by prefrontal signaling at NAc terminals(Karreman and Moghaddam 

1996; Borland and Michael 2004). 

We found that the anticipatory network was driven by theta power in five of our 

six regions: PrL, mdThal, DMS, NAc, and VTA, and beta power in three regions: PrL, 

NAc, and DMS. The strong presence of theta in our anticipatory network is in line with 

previous studies implicating this frequency band in other tasks in reward-related 

contexts (DeCoteau et al. 2007; Donnelly et al. 2014; Kim et al. 2012). Studies in monkey 
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visual area suggest that these two different frequency bands may serve as channels for 

bidirectional signaling, with theta rhythms underlying feedforward (lower sensory areas 

to higher sensory areas) signaling, and beta rhythms underlying feedback 

signaling(Bastos et al. 2015). In line with this idea, our LFP directionality analysis 

suggest that in the theta band, PrL was a main signal generator, while in the beta band, 

PrL was the main recipient of striatal beta signaling. 

Our findings that PrL is an important component to this network are very much 

in line with previous studies have shown that medial prefrontal cortex (mPFC) theta and 

beta ramp up with successful learning in rats, and that increasing mPFC excitability not 

only augments this ramping in both frequency bands but also enhanced learning of 

stimulus associations over longer delays(Volle et al. 2016). Other studies in monkeys 

have shown during a delay between a cue and a behavioral choice, PFC cells ramp up, 

there is an increase in PFC beta power, PFC beta synchrony, and PFC theta synchrony. 

These are considered “internally-generated” and thus reflect more top-down processing, 

as opposed to “externally-generated” by a cue and become stronger with learning 

(Brincat and Miller 2016). We believe that our anticipatory network reflects more of this 

type of signal than a trial-to-trial working memory signal, as suggested in some studies 

(Salazar et al. 2012), since we found that it correlated with overall performance but not 

single trial-to-trial performance. In sum, our findings replicate these PFC findings, and 

further extend them to show how PFC influences a broader network during anticipatory 
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delay periods, and also suggest a network by which anticipatory signaling converges on 

VTA. 

Note that while many similar maze tasks show task-dependence on hippocampal 

theta(Jones and Wilson 2005; Bender et al. 2015; O'Neill et al. 2013; Tort et al. 2008), the 

absence of hippocampus from our anticipatory network does not necessarily contradict 

this, but rather suggests that the task-related hippocampal theta activity is just not 

modulated by anticipation as we operationalized it here. Supporting the idea that PFC is 

more expectation-modulated than hippocampus, the same study that found learning-

modulated increased PFC neuronal firing and beta band power during the delay period 

found no evidence of learning-related changes in hippocampus(Brincat and Miller 2016). 

This supports the idea that hippocampus may be required on a trial-to-trial basis for 

performance, but more meta-learning is reflected by PFC. Again, our network did relate 

to overall daily task performance without being related to trial-by-trial correctness. 

 

2.4.3 Arp2/3 MU Anticipatory Network Abnormalities 

Our anticipatory network finding may shed insight on the enhanced initial 

learning we observed in the Arp2/3 MU mice. Given previous findings whereby the 

Arp2/3 MU mice show elevated PFC-to-VTA signaling resulting in striatal 

hyperdopaminergia, it is possible that in this case, this circuit abnormality is what led to 

the enhanced performance. Studies have shown that increasing the excitability of 
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prefrontal cortical neurons increases delay ramping in both PFC beta and theta, as well 

as enhanced associative learning over a long delay(Volle et al. 2016). And here, our LFP 

directionality analysis does seem to broadly suggest a PFC-to-VTA signal direction, and 

a PFC-VTA-NAc circuit abnormality was in fact demonstrated previously (Kim et al. 

2015). However, we do not know that this circuit abnormality is the only one. The 

condition knockout is under control of the broad CaMKII promotor and effects all 

cortical pyramidal neurons, so another open question remains as to whether the 

behavioral enhancement we observed during sample-to-match, might also be driven or 

influenced by other connectivity differences.  

In our data, we in fact find big differences in the relationship between cell phase-

locking of neurons in multiple regions and oscillatory activity in PrL. When anticipatory 

network activity is low, neuronal phase relationships with PrL is fairly similar to that in 

WT, with some additional convergence of cell activity on PrL beta. However, when 

anticipatory network activity is high, the MU network architecture is completely 

different, with cells from all regions converging on PrL beta and theta oscillatory 

activity. In this network state, PrL ceases to entrain the other regions’ neurons. Of note, 

since we began recording brain activity in mature adulthood (>P80), and the Arp 2/3  

MU mice been shown to exhibit behavioral and synaptic abnormalities in adulthood as 

compared to adolescence (Kim et al. 2013), the differences we see here are likely to be 

more reflective of the Arp 2/3 MU in their mature adulthood state when they show these 
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progressive differences. Our results suggest that in mouse models, network activity is 

thus an additional level of analysis to investigate beyond just behavior. 

2.4.4 Effect of Reversal 

Performance showed a strong effect of reversal in both genotypes. Nevertheless, 

in WT, anticipatory network activity as the animal neared the goal, was correlated with 

overall performance in both task phases (sample-to-match and reversal), suggesting that 

reversal in and of itself did not change anticipatory network activity. However, in the 

MU, while this was true in the sample-to-match phase, this relationship breaks down in 

the reversal phase. The reversal manipulation did not change the overall level of 

anticipatory network ramping. Rather, anticipatory network activity interacted with 

genotype and task phase (sample-to-match or reversal) to influence performance.  

Despite the performance enhancement seen during the sample-to-match phase of 

the task, there was no enhanced performance during reversal in MU mice. Performance 

is similar to that of WT, but with lower starting point, (approximately 100 – the 

performance on the original task). This suggests a few possibilities. The first is that 

overactivation of elements of the anticipatory network resulted in over-learning the task, 

in line with the study showing increased excitability leading to increased delay-related 

theta and beta ramping and enhanced learning (Volle et al. 2016) and perhaps resistance 

to the reversal manipulation. Another possibility is that the circuit deficits in the MU 

mice had progressed too far, and the same hyperexcitability that probably led to the 
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enhanced learning earlier on may have reached a level of severity not supportive of new 

learning. In line with this idea, we found massive changes in MU in how the cells 

behave relative to the PrL LFP, where PrL LFP oscillations cease to entrain the cells in 

any of our recorded regions, unlike the WT mice. This finding suggest broader circuit 

abnormalities in these MU mice. 

2.4.5 Limitations & Open Questions 

One limitation of this task was the tight timing. Given the age-specific previous 

findings in the Arp2/3 MU mice (Kim et al. 2013), we originally designed this study to 

record the progression of circuit and behavioral differences. However, this meant that 

we were not able to record the learning process itself in all the mice, as some of the mice 

had learned the task even before we had finished habituation to being plugged in and 

began recording. As a result, the relationship between the anticipatory network and how 

it relates to or emerges from learning remains an open future question. Based on other 

studies and the findings here, we hypothesize that we would see increased PrL theta 

and beta power with learning, and that it is probably very much increased in the Arp 2/3 

MU earlier on. 

Another limitation related to timing was that given the Arp2/3 MU mice 

susceptibility to seizures later in life, we could not run the experiment long enough to 

see performance in the reversal task reach levels comparable to the sample-to-match 

mask. While we were able to see reversal effects on the relationship between 
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anticipatory activity level and performance, the interaction between anticipatory activity 

and a more extended reversal task may shed light on anticipatory network activity and 

learning that is in opposition to previous learning. 

An additional open question is whether the anticipatory network can only be 

driven by reward or potential reward. Future studies might query whether secondary 

reinforcers, or reward-associated stimuli can activate this network, and how they affect 

the regions involved in signaling anticipation.  

2.4.6 Conclusion 

 In the current study, we expanded on previous studies on anticipatory 

neural signaling to include more brain regions beyond the mesolimbic dopaminergic 

circuit, and further investigated the effects of a circuit perturbation in the form of a 

genetic mutant mouse line as well as the effects of expectancy violation via a task 

reversal condition. We found an anticipatory network that comprises theta and beta 

frequency bands, and seems to be driven by PFC and to converge on VTA. Our network 

may be the mechanism by which prefrontal signaling, shown to be important in learning 

and in tasks with delay periods, relates to and is relayed to delay-period mesolimbic 

circuitry findings. On a broad level, this study demonstrates a way in which we can use 

behavior (goal proximity) to identify a network relevant to a subjective state 

(anticipation). With further validation, this anticipatory network has potential to serve 

as a neural proxy for studying subjective anticipatory states in mice. 
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3. Certainty & Intermediate Goal Effects on Anticipatory 
Network Activity 

 

3.1 Introduction 

In the previous chapter, we used a data-driven ICA approach to identify and 

characterize an anticipatory network. We showed that the anticipatory network activity 

ramped up with goal progress, reflected potential reward magnitude, and was 

prefrontally-driven. The first goal of this chapter is to validate these findings, in a 

completely separate cohort of mice. 

Furthermore, we address two possible modulators of anticipation: task difficulty 

and intermediate goals. Here we define intermediate goals as instrumental goal within 

the task that are not rewarded per se, but are necessary for eventual reward. To do this, 

we use a working memory variant of the T-maze from the previous chapter. In this 

version, the light cue turns off and animals must wait for some amount of time before 

the gates open to let them make their response. We vary this delay, and in doing so, vary 

the difficulty of the task. 

Our third goal was to investigate the effect of intermediate goals on the 

anticipatory network. In the previous chapter, we concluded that our anticipatory 

network reflected motivation, since it correlated with overall performance without 

correlating with trial-by-trial performance. One account of the involvement of 

mesolimbic DA circuitry and motivation is “incentive salience”; in short, cues acquire 
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motivational value and activate reward circuitry(Berridge 2007). In this task, the gates 

opening after a working memory-delay is an intermediate goal. It is not itself rewarded 

but is necessary for the trial to progress. The mouse must make a response to start the 

working memory delay and eventually open the gate (during training the mouse learns 

to associate this response with the gate opening), and the gate opening must occur 

before the mouse can make an arm poke for reward, the ultimate goal. Here we asked 

whether the opening of the gates, though unrewarded, might acquire motivational value 

similar to incentive salience, and thus modulate the activity of our anticipatory network. 

Specifically, we wondered whether the network might ramp up as the mouse anticipates 

the gates opening. Our task was designed such that working memory delay was varied 

in blocked fashion: trial types were grouped in blocks of five, such that within a block, 

all trials had the same delay length. Thus, it would be possible for the mouse to predict 

approximately when the gates might open, as would be crucial for generating temporal 

anticipation of gate opening. 

 

3.2 Methods 

These methods are very similar to the methods of the previous chapter, with the 

biggest difference being the task. 
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3.2.1 Animal Care & Use 

Six C57BL/6J mice were used in our experiment. All mice were group-housed, 3-

5 mice per cage, in the Duke University Division of Laboratory Animal Resources 

facilities on a 12-hour light/dark cycle, and maintained in a humidity- and temperature-

controlled room with water available ad libitum. Except when food-restricted for the 

purpose of behavioral training and testing (our task was sucrose-rewarded), mice were 

given ad-libitum access to food. Food-restriction did not occur until mice were adults of 

age at least 9 weeks (P63) and at least 2 weeks post-electrode implantation surgery. 

During food restriction, mice were gradually reduced to 85-90% of their free-feeding 

body weight(Rowland 2007; Spellman et al. 2015). Behavioral and electrophysiological 

experiments were conducted during the light cycle. All studies were conducted with 

protocols approved by the Duke University Institutional Animal Care and Use 

Committees and were in accordance with the National Institutes of Health guidelines for 

the Care and Use of Laboratory Animals. 

3.2.2 T-Maze 

The T-maze apparatus was a black plastic T-shaped maze constructed from 

LEGOs, with sections referred to as stem and arms (left and right). Approximate 

dimensions are 48cm wide x 35cm deep x 30cm tall, where 48cm is the arm-to-arm 

distance, and 35cm is the stem-to-back-wall distance. Width of arms and stem is ~10cm. 

The maze has gates separating off the stem section of the maze that are about ~12cm 



 

53 

from the front of the stem. The maze is equipped with five nose poke holes, which detect 

nose-poke via IR beam breakage. The nose poke holes are located at the end of each arm 

(2), at the end of the stem (1), and by each gate (2).  The maze has 4 4-LED light columns: 

one on either side of the stem nose poke hole and one by each gate (Figure 13). Lighting 

is dim: 3-30 lux. Earphones are placed on the back wall, 1 on each side halfway between 

the midline of the maze and the end of the arm. These are calibrated to deliver 68dB 

white noise. 

 
Figure 13: Working Memory T-Maze 

 

3.2.3 Behavioral Training & Testing 

Mice were habituated to handling and the T-maze for five days prior to electrode 

implantation surgery; during this time, mice were put in the maze with their cage mates, 

and all nose pokes into nose poke holes were rewarded with 5µL of 10% sucrose 

solution. Mice recovered from electrode implantation surgery for at least five days 

before being habituated to the maze again. At this time, mice began delay training, 
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though not food-restricted until at least two weeks post-surgery. Training consisted of 

five stages, with built-in side-bias correction such that mice are trained to sample both 

right and left sides (Table 4). 
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Table 4: Working Memory T-Maze Training Stages 

Training 
Stage 

Goal Description Testing 
Length 

Passing 
Criteria 

1 Learn maze 
layout 

The mouse can poke in any hole, and each poke is 
rewarded with  10µL of 10% sucrose water solution. 
Gates are open and lights are off. 

30min 2 consecutive 
days of >30 
pokes with >1 
poke per hole 

2 Shaping: learn 
the stem-arm 
response 
pattern 

Gates are open and lights are off. The mouse pokes the 
stem to start, getting rewarded 5µL of 10% sucrose water 
solution. To get rewarded, the mouse must next poke 
either arm poke hole, which gives a reward of 15µL of 
10% sucrose water solution. Incorrect pokes are merely 
unrewarded. If the mouse has poked the same arm 3 
trials in a row, the opposite arm is required for reward.  

30min 
or 100 
trials, 
whiche
ver 
occurs 
first 

2 consecutive 
days of >20 
correct trials 

3 Cues: learn the 
association 
between cue 
and response 

The mouse pokes the stem to start, getting rewarded 
5µL of 10% sucrose water solution. Gates are open. The 
mouse pokes the stem to start, getting rewarded 5µL of 
10% sucrose water solution. Either right or left LED light 
cues turn on. To get rewarded, the mouse must next 
poke the matching arm poke hole, which gives a reward 
of 15µL of 10% sucrose water solution. The trial ends 
when a correct arm response occurs; incorrect responses 
are unrewarded. The LED light cue side (left/right) is 
determined randomly, unless the mouse has poked the 
same arm 3 trials in a row, in which case the LED cues 
on the opposite side turn on.  

30min 
or 100 
trials, 
whiche
ver 
occurs 
first 

2 consecutive 
days of >25 
completed 
trials 

4 Gate pokes: 
learn to open 
the gate via gate 
poke 
corresponding 
to the correct 
cue 

The mouse pokes the stem to start, which closes the 
gates and rewards the mouse with 5µL of 10% sucrose 
water solution. Either right or left LED light cues turn 
on. To open the gates, the mouse must next poke the 
gate poke hole on the side matching the LED light cue. 
The gates open, and the mouse must next poke an arm 
poke hole, resulting in 15µL of 10% sucrose water 
solution for a correct response (on the side matching the 
LED cue) or 1s of 68dB white noise for an incorrect 
response. The LED light cue side (left/right) is 
determined randomly, unless the mouse has poked the 
same arm 3 trials in a row, in which case the LED cues 
on the opposite side turn on.  

30min 
or 100 
trials 

2 consecutive 
days of >25 
completed 
trials with 
>65% correct 

5 Variable delays: 
learn to perform 
at various 
working 
memory delays 

Same as previous stage, but now, when the mouse pokes 
one of the gate poke holes, the lights turn off, and then 
there is a working memory delay before the gates open. 
The delay pseudo-alternates between .5s and a variable 
delay (pseudo-alternation is accomplished by randomly 
permuting pairs of .5 and variable delays). The variable 
delay starts at 1s, and increases by .2s when the mouse 
gets a trial correct, and goes down by .5s when the 
mouse gets a trial incorrect, but with a minimum of 1s. 

45min 
or 100 
trials 

2 consecutive 
days of >25 
completed 
trials 
reaching, at 
some point, a 
maximum 
variable delay 
of 3s 
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During behavioral testing, mice performed the working memory (WM) sample 

to match T-maze task. The mouse pokes the stem to start each trial, getting rewarded 

5µL of 10% sucrose solution. At this time, the gate closes, while either right or left LED 

light cues turn on. The mouse must next poke the poke hole near the gate that matches 

the side of the light cue. A correct gate nose poke turns off the LED cues, and gates 

remain closed for the WM delay. After the delay, the gate opens, and the mouse must 

make a nose-poke response in an arm, at which time the LEDs turn off. Correct 

responses (matching the side of the LED light cue) are rewarded with 15µL of 10% 

sucrose solution, while incorrect responses are indicated with 1s of white noise (~68dB).  

The LED light cue side (left/right) is determined randomly, unless the mouse has poked 

the same arm three trials in a row, in which case the LED light cue side is determined to 

be the opposite side. Mice perform 75 trials, divided into 3 blocks of 25 trials each. Each 

block of 25 has 5 trials of each delay length: .5s, 1.5s, 3s, 5s, and 8s, and trial order is as 

shown in Table 5a. The numbers of test sessions with good data and complete 

behavioral performance for each mouse are shown in Table 5b. 
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Table 5: Trial Types (a) and Recorded Data (b) 

 
 

3.2.4 Electrode Implantation Surgery 

The electrode implantation surgery has been described previously(Dzirasa et al. 

2011; Carlson et al. 2017). Mice were anesthetized with 1.5% isoflurane, placed in a 

stereotaxic device, and metal ground screws were secured above the cerebellum and 

anterior cranium. Thirty-two tungsten microwires were arranged in array bundles 

designed to target prelimbic cortex (PrL), nucleus accumbens (NAc), dorsal medial 

striatum (DMS), mediodorsal thalamus (MdThal), ventral tegmental area (VTA) dorsal 

hippocampus CA1 (dHipp), ventral hippocampus CA1, and dorsal hippocampus CA3, 

all on the left. To keep in parallel with the previous chapter, data from ventral 

hippocamps CA1 and dorsal hippocampus CA3 are excluded from analysis. Bundles 

were centered on stereotaxic anterior-posterior and medial-lateral coordinates were 

measured from bregma, while dorsal-ventral coordinates were measured from the dura 

(Table 6). Implanted electrodes were anchored to round screws using dental acrylic. All 

recording sites were confirmed histologically at the conclusion of experiments. 
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Table 6: Electrode Configuration and Target Coordinates 

Region # Wires Wire Size AP (mm) ML (mm) DV (mm) 

PrL 8 35µm 1.85 0.375 -1.75 

NAc 3 50µm 1.225 0.625 -4.25 

DMS 3 50µm 0.75 1.125 -2.25 

MdThal 4 35µm -1.475 0.325 -3 

dHipp 4 35µm -2.175 1.375 -1.75 

VTA 4 35µm -3.125 0.525 -4.5 

 

Mice began light behavioral training five days after surgery, and after two 

weeks, were habituated to being plugged into an acrylic “dummy plug”, matching the 

size and weight of the recording set up, which the mice wore during training. This 

continued until behavioral testing so that mice were fully accustomed by the time 

neurophysiological recording began. 

3.2.5 Neural Electrophysiological Data Acquisition & Video Recording 

Neurophysiological recordings were acquired during behavioral testing in the T-

maze with the Cerebus acquisition system (Blackrock Microsystems, Inc., UT). 

Extracellular neuronal activity was sampled at 30kHz, high-pass filtered at 500Hz, and 

sorted online. Online sorting consisted of referencing data against a wire within the 

same brain area that did not exhibit a signal-to-noise ratio greater than 3:1. After full 
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recording, cells were sorted again using an offline automated sorting algorithm (Plexon 

Inc., Dallas, TX) and additionally verified by investigators to confirm the quality and 

identification of recorded cells. Local field potentials (LFPs) were sampled and stored at 

1kHz, bandpass filtered at 0.5-250Hz. All neurophysiological data were referenced to a 

ground wire connecting the ground screws.  

Video recordings were acquired in real time using NeuroMotive and 

synchronized with neurophysiological data. Mouse position was tracked offline using a 

mean-shift algorithm as implemented via Python OpenCV, an open source computer 

vision python library (https://docs.opencv.org/3.4.0/index.html). Position was extracted 

from each video. In order to ensure that all position and velocity data were in standard 

space, the boundaries of the T-maze were traced in each video recording. A “standard 

T” was defined as the mean of all of these boundaries, and a projective linear 

transformation was used to transform each recording to this standard space, and for 

instantaneous velocity, to further convert pixel measurements to meters. The velocity 

time series was smoothed with a 250ms sliding window. 

3.2.6 Projection of LFP Power Spectrograms into Previous 
Independent Components Analysis (ICA) Component 

We defined functional networks as groups of regional frequency bands whose 

power are temporally correlated. To validate the findings from the previous chapter, we 

projected the LFP power spectrograms into the components identified previously. LFP 

recordings were high-pass filtered over 1Hz and notch-filtered at 60Hz and all upper 
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harmonics to remove noise due to electricity. Timepoints with signal saturation, defined 

as an amplitude of sixfold standard deviation or greater, were also removed. Power 

spectrograms for 4-160Hz were generated from the LFP recordings, using short-time 

fourier transform as implemented in Matlab 2016a (Mathworks, Inc.), calculated over a 

sliding window of 500ms with a 10ms step. Power spectrograms were averaged between 

electrodes in each region. To compare the results to the previous chapter, we calculated 

the proportion of the variance explained by our a priori ICA components. 

3.2.7 Operationalizing Anticipation 

During behavioral testing, anticipation during the arm runs was defined as the 

period between the gates opening and the mouse’s nose poke response. Anticipation 

during the stem runs was defined as the period between the mouse’s arm nose poke 

response and the mouse’s subsequent stem nose poke response. Goal proximity was 

operationalized as the percent goal progress along the mouse’s traveled path. Note that 

in order to minimize the effect of the nose poke responses on anticipatory network 

investigation, the anticipatory period was constrained to 5-95% goal progress. 

3.2.8 Relating the Network to Anticipation 

Again, in our previous chapter, we defined anticipation-related networks based 

on two criteria: 1) correlation with goal proximity(Howe et al. 2013) but not velocity, and 

2) higher activity for greater potential reward(Howe et al. 2013; Carter 2009), here 

operationalized as higher activity for running toward the arm vs. the stem. We used the 
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anticipatory component found in the previous chapter, and validated that each criterion 

was met. 

To assess the first criterion, for each day’s recording for each mouse, we modeled 

the anticipatory component’s activity as a linear function of goal progress. Very long 

trials, defined as having a response time greater than three standard deviations from the 

mean, were excluded from analysis. Then we analyzed these coefficients across sessions 

and mice, employing a random mouse intercept, to query whether the group 

distribution of goal-proximity coefficients was significantly different from 0 after 

Bonferroni correction for multiple comparisons.  

Since correct arm pokes resulted in three times the reward amount (15 µL 10% 

sucrose) as stem pokes (5 µL 10% sucrose), anticipatory network activity should reflect 

that. Component anticipatory ending activity level was defined as the average of the 

activity during 90-95% goal progress for each anticipatory epoch of each trial. Across 

mice and sessions, this value was modeled with a mixed effects general linear model 

with epoch type (stem vs. arm) as a predictor, along with a random intercept for mouse, 

and we looked for an effect of epoch type. 

3.2.9 Effect of Certainty on Anticipatory Network 

To investigate the effect of certainty on the anticipatory network activity, we 

again used the average component activity at 90-95% goal progress toward the arm on 

each trial. We used a mixed effects general linear model to model this activity as a linear 
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combination of delay length, and whether the trial ended up being correct or incorrect, 

with a random intercept for mouse. 

3.2.10 Effect of Intermediate Goal on Anticipatory Network 

We considered the gate opening an intermediate goal en route to the arm 

reward. To investigate the effect of the intermediate goal on anticipatory network 

activity, we again used a mixed effects general linear model with random intercept for 

mouse to see whether network activity ramped up to the gate opening during the 3s, 5s, 

and 8s working memory delay trials. We also queried the activity right after the gate 

open, defined as 0-5% goal progress, and similarly modeled that as a function of delay, 

again using a mixed effects general linear model with random intercept for mouse. 

3.2.11 Directionality Analysis 

We performed directionality analysis exactly as in the previous chapter. 

Directionality was inferred from LFP pairs based on cross-correlation of instantaneous 

oscillatory phase at varying temporal lags(Dzirasa et al. 2013; Carlson et al. 2017). Again, 

for each recording, two electrodes were chosen at random for each region and LFPs for 

each electrode filtered using Butterworth bandpass filters to isolate the LPF oscillations 

within the frequency of interest. Instantaneous phase of the filtered LFPs was 

determined using the Hilbert transform. Instantaneous phase offset was calculated as 

the difference of the phase time series, and mean resultant length (MRL) of the distance 

was calculated, corresponding to the deviation from circular uniformity (where 0 
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represents no net deviation from uniformity and 1 represents complete deviation from 

uniformity at a single angle/phase)(Berens 2009; Dzirasa et al. 2013). This was 

recalculated at each temporal offset ranging from -100ms to 100ms in 10ms increments 

for the theta frequency band and ranging from -30ms to 30ms in 6ms increments for the 

beta band, and the temporal offset that yielded the highest MRL was determined to be 

the temporal offset of optimal phase coupling, allowing us to infer signal direction flow. 

A frequency and brain pair area were deemed to exhibit significant directionality if the 

95% confidence interval for the mean temporal offset yielding the highest MRL did not 

contain 0. Since we were mainly interested in drivers of component activity when it was 

high, we isolated segments corresponding to high component activity (> median) with 

enough time points (at least 200ms) for this analysis.  

3.3 Results 

3.3.1 Behavior 

Mice perform best (near ceiling) at the lowest delay, and perform worse at longer 

working memory delays (p<0.001,Figure 14). 
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Figure 14: Accuracy is worse at longer working memory delays (p<0.001). 
Behavioral performance is shown for individual mice (a), where each line is mean 

performance, and shaded area is 95% confidence interval for the mean. Group average 
performance is shown in (b), with shaded area representing the standard deviation. 

 

3.3.2 Percent Variance Explained by ICA Components 

We assessed the percent variance explained by the 15 components from the 

previous chapter. We used a subsample of the data the same size as our validation set in 

the previous chapter (10min from each of 5 days, all randomly selected, from each 

mouse), and found that the components explained a comparable percent of the variance. 

In this data, 49% of the data were explained by the set of components, compared to the 

34% of the wildtype data in the previous chapter, and the 53% of the Arp2/3 mutant data 

(Figure 15). 



 

65 

 

Figure 15: Projecting the data from this cohort of mice into the components 
from the previous chapter explains 49% of the data (green). This is comparable to the 
previous chapter, where it explained 34% in the wildtype mice, and 53% in the Arp2/3 

mutant mice. 

3.3.3 Anticipatory Network Ramps with Goal Proximity and Signals 
Potential Reward 

We analyzed the anticipatory network for correlation with goal proximity as in 

our previous chapter, and replicated this finding (Figure 16a,p=0.004). This can also be 

seen again in randomly selected trials from randomly selected mice (Figure 16d). We 

further asked whether it ramped higher for arm vs. stem. In order to replicate the results 

in our previous chapter, we analyzed the trials with 0.5s delay, which were closest to 

that version of the task, and found the effect significant (Figure 16c, first 2 bars, p=0.047). 
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Figure 16: Network activity profile. Ramping with goal progress can be seen in 
(a), where each color represents arm-runs on trials of a different working memory 
delay, while gray represents stem-runs. The ramping is higher for arms than for 
stems, reflecting the higher potential reward in the arms. The activity during the 

working memory delay is shown for the three longest delays. The bar graph in (b) 
shows the activity right after the gates open, averaged over 0-5% goal progress, and is 
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shown for the different delays. The bar graph in (c) shows the network activity as the 
animal nears the goal at 90-95% goal progress, and is shown for the stem, as well as 

for the different delays. In both (b) and (c), differences among the shorter delays can 
be seen. Error bars represent the 95% confidence interval for the mean. The ramping 
can be seen on randomly selected individual trials in (d), where black is component 

activity, and purple shows velocity. 

3.3.4 Effect of Task Difficulty on the Anticipatory Network 

In this task, since mice were less accurate at longer working memory delays, we 

used the delays to operationalize task difficulty. We again took the average network 

activity at 90-95% goal progress and modeled it using a mixed effects general linear 

model to regress that activity against delay length, whether the trial would be 

subsequently correct or incorrect, and with a random intercept for mouse. There was a 

significant negative effect of delay (p=0.048, Figure 16c) but not correctness (p=0.7). Post-

hoc analysis on trials with just the three shortest delays (0.5s, 1.5s, 3s) showed a more 

significant negative effect of delay (p=0.01) and still no effect of correctness (p=0.8). 

3.3.5 Effect of Intermediate Goals on Anticipatory Delay 

In this task, we considered the gate opening as an intermediate goal on the way 

to the arm reward. We first asked whether anticipatory activity ramped with time 

during the working memory delay in anticipation of the gate opening. Because of the 

blocked design of our experiment, it would be possible for mice to have an idea of what 

delay length they would be required to wait, so we therefore analyzed trials 3-5 in each 

block of 5. We found no effect of time on network activity (p=0.2), and also found no 
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effect of whether the trial would be subsequently correct or incorrect (p=0.3), suggesting 

here that this anticipatory network is unlikely to reflect working memory.  

We noticed that network activity ramps right after the gate opens (Figure 16b), 

and asked whether the activity at this time, operationalized as 0-5% goal progress, 

reflects certainty, or delay length. Similarly to how we analyzed the effect of certainty on 

network activity right before the goal (Figure 16c), here we modeled the activity right 

after the gate opens as a function of delay length and correctness, with a random mouse 

intercept. We found no effect of delay (p=0.5) or correctness (p=0.2). Given the effects we 

found in the activity right before goal, we again conducted a post-hoc analysis of trials 

of just the three shortest delays and here found a very significant negative effect of delay 

(p<0.001), and still no effect of correctness (p=0.4). 

3.3.6 Functional Connectivity within the Network: Directionality 

We wanted to see if functional connectivity within the network would be 

comparable to the previous chapter. Directionality analysis of pairwise functional 

connectivity in the theta (5-8Hz) and beta (13-25Hz) frequency bands resulted in an 

identical circuit as the WT from the previous chapter in the theta band, but no significant 

directionality in the beta band. Again, as in the anticipation task in the previous chapter, 

we found PrL to be a main source, and VTA to be a main sink, with other regions 

serving as relays (Figure 17). 



 

69 

 

Figure 17: Pairwise regional directionality analysis within the anticipatory 
component shows that PrL is a source and VTA is a sink, with other regions serving 
as relays. Lead/lag directionality analysis indicates the lag at which phase coherence 

is highest (a). Here, bars significantly below 0 indicate directionality between regions 
as indicated by the lower axes. Bars significantly above 0 indicate directionality 

between regions as indicated by the upper axes. These data are summarized in (b) 
with directionality within the theta band shown on the left and beta on the right. The 
circuit in the theta band replicates our findings from the previous chapter exactly, but 
unlike the previous chapter, we did not find significantly directional connections in 

the beta band. 
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3.4 Discussion 

3.4.1 Validation of Previous Results 

In terms of validation and replication of the findings from the previous chapter, 

we verified that anticipatory component activity does ramp with goal progress, does 

signal potential reward amount, ramping higher for arm than stem in the minimum 

delay trials. Directionality analysis also revealed the same exact circuit dynamics in the 

theta band as we found in the previous chapter. This network, when activity is high, is 

driven by prefrontal cortex as the main signal source, with VTA as the main signal sink. 

Unlike the previous chapter, however, we did not find any significantly directional 

connections in the beta band.  

The fact that we were able to replicate nearly all of the findings from the past 

chapter shows that this anticipatory network generalizes beyond our sample and holds 

up in a completely different cohort of mice. Moreover, while our wildtype mice from the 

previous chapter were Cre-negative littermate controls of the Arp 2/3 mutant mice, the 

mice in this sample were indeed true wildtype mice.  

The lack of beta band directionality findings opens the question of whether that 

was unique to that particular task paradigm, despite the similarities with this one, or 

whether that was unique to that cohort of mice. Future validations, in a wider range of 

tasks, may shed light on whether that feature is a core part of this anticipatory network, 

or whether it depends on the context. 
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3.4.2 Modulation by Task Difficulty 

Mice were able to perform the task, and were at near-ceiling performance for the 

lowest working memory delay, with worse performance for increased working memory 

delays. We saw evidence for modulation by task difficulty of the anticipatory network as 

the mouse neared the goal. Network activity was highest for the shortest delay, and 

decreased with delay increase for the first three delay levels. The 5s and 8s delay trials 

showed a different pattern and actually had higher network activity than the 3s trials. 

One possible explanation for this puzzling pattern of activity is that somehow 

the hardest trials (5s and 8s delay) are qualitatively different from the other trial types, 

and that the patterns here are reflecting multiple processes. For example, it could be 

multiple motivational processes. If we take anticipatory network activity to be a proxy 

for mouse subjective level of motivation, it would suggest that the mouse is most 

motivated in the easiest trials, least motivated in the intermediate trials, and most 

motivated in the most difficult trials. For the longest trials, it is possible that after being 

constrained to the stem for such a long delay, the mice are motivated to run out into the 

maze.  

Another possible explanation involves the idea of reward uncertainty. Previous 

research suggests that anticipatory activity also reflects reward uncertainty. In a study 

similar to a classic reward-prediction error study(Schultz et al. 1997), Fiorillo et al. 

varied the probability of reward to a conditioned stimulus, and found a previously 
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uncharacterized response(Fiorillo 2003). They showed that between stimulus onset and 

the time of reward, anticipatory sustained DA cell activation occurred, ramping up to a 

peak at the time of potential reward. They varied the probability of reward (0,25, 50, 75, 

100%) and showed that this ramp peak was greatest for the least certain reward 

probability of 50%. Here, it may be that at the longest trial types (5s and 8s), are much 

more difficult such that the mice are performing closer to random, and that anticipatory 

network activity is thus reflecting reward uncertainty, rather than task difficulty,  

3.4.3 Effects of Intermediate Goal 

In terms of the effects of the intermediate goal, we did not see anticipatory 

ramping toward the opening of the gate as we had hypothesized, but rather saw a peak 

in anticipatory activity right after the gate opened. This suggests that the motivated 

anticipation is not for the gate opening per se, but more for the opportunity to run into 

the maze to make a response.  

When we analyzed this activity for the effect of certainty, we saw the same 

pattern of effects as we saw in the network activity just before the goal, with the lowest 

activity in the 1.5s delay trials, highest activity in the .5s delay trials, and intermediate 

activity in the rest. Again, one possible explanation for this is that maybe after being 

held in the stem for long delays, the mice are more motivated to run out into the maze. 

Another possibility is that this activity spike is something like a cue-evoked 

response; we showed in the previous chapter that this network is prefrontally driven, 



 

73 

and cue-evoked responses, along with anticipatory responses, have both been shown, 

and dissociated, in PFC cells and oscillations(Brincat and Miller 2016). However, it is not 

likely that this activity contains working memory content, since it did not at all reflect 

whether the trial would be correct or incorrect. It is more likely, that it is some sort of 

salience signal. 

The lack of ramping during the working memory delay in anticipation of the 

gates opening brings up the question of whether this network’s anticipatory activity is 

specific to spatial goal proximity. Spatial goal proximity is very tangible, as mice can see 

the upcoming goal and how far they are from it. One possibility is that during the 

working memory delay, mice did not know their goal progress, despite our blocked trial 

design enabling prediction of the length of the delay. While Totah et al., did show 

temporal expectation eliciting anticipatory ramping activity (Totah et al. 2013), this 

study was done in rats and not mice. To determine whether anticipatory activity of this 

network is limited to spatial goal progress, or whether other tangible goal proximity 

would elicit the same ramping activity, a possible future direction would be to utilize 

the same task, but to have some way to mark progress during the delay, like a visible 

progress bar or dimming light, or some other cue that signaled goal progress.  

Another question is whether physical motor response toward goal approach is 

necessary for anticipatory ramping of this network. In other words, is it necessary that 

the mouse determines its own goal progress? A way to disentangle this would be to 
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have a version of the maze where instead of the mouse running toward the goal, it gets 

passively transported there such that it is still approaching a goal, but not actively. 

3.4.4. Caveats 

While our blocked design enabled the mouse to predict trial type and thus let us 

investigate anticipation, a possible limitation to the paradigm is its predictability. An 

open question remains as to whether we’d see the same results, especially the task 

difficulty modulation pattern, if the trial types were random.  

Another limitation of this particular data set is that we did not have cellular 

recordings and thus could not replicate the cellular findings of the previous study. It 

would be of particular interest to investigate cell phase-locking with the beta band, since 

in the previous study, that was shown to be specific to high anticipatory network 

activity. Furthermore, given we did not see directionality in the beta band in this task, 

investigating whether the cell beta phase-locking relationships hold up may shed some 

light on this finding. 

3.4.5 Conclusion 

In conclusion, we did validate most of the findings from the previous chapter, 

and further characterize this anticipatory network to show that it does respond to 

intermediate goals and is thus not only responsive to potential primary reward, and that 

its activity is modulated by reward (un)certainty, though not in the way we predicted. 
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4. Anticipatory Networks Linking Curiosity to Memory 
for Trivia 

In this chapter, I aim to extend the characterization of anticipatory brain 

networks from in-vivo electrophysiology in a mouse model to functional magnetic 

resonance imaging (fMRI) in human subjects. Furthermore, since studying motivation 

and anticipation in humans offers the opportunity to study intrinsic motivation, here I 

investigate curiosity as motivation, and its effect on anticipatory brain activity as well as 

learning and memory. 

 

4.1 Introduction 

As we move through the world, we are constantly sensing things around and 

within us. Our memory, however, is not like a security camera, recording moment-to-

moment veridical and literal representations of our experiences. Instead, some things are 

prioritized over others to be remembered. Motivation, whether it be in the pursuit of 

something rewarding or avoidance of something punishing, is one such important 

signal, shown to guide learning and memory. Studies have shown memory benefit for 

monetary reward-incentivized stimuli, with better memory for incentivized or more 

highly incentivized stimuli (e.g., Adcock et al. 2006; Wolosin et al. 2012). Moreover, even 

when memory itself is not incentivized, incidental memory is enhanced for stimuli 

associated with reward (Wittmann et al. 2005; Murty and Adcock 2014).  
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In terms of temporal dynamics, one such way that reward signals interact with 

memory encoding is via the anticipation of reward, which has been shown to benefit 

memory not only for the anticipated stimulus (Adcock et al. 2006; Gruber and Otten 

2010), but for incidental items encountered while in an anticipatory state (Murty and 

Adcock 2014; Gruber et al. 2014). Evidence points to this anticipatory activity centered 

on mesolimbic dopaminergic circuitry, i.e., the ventral tegmental area (VTA) in the 

midbrain and nucleus accumbens (NAc) in the ventral striatum, and its interactions with 

hippocampal memory systems and executive prefrontal systems (Adcock et al. 2006; 

Fiorillo 2003; Totah et al. 2013; Howe et al. 2013; Carter 2009; Ballard et al. 2011; Gruber 

et al. 2014; Wolosin et al. 2012). While this anticipatory activity is often reward-

associated and scales with reward amount (Howe et al. 2013; Gruber and Otten 2010; 

Knutson et al. 2001), it has also been shown that activity in this circuitry in other 

contexts such as novelty also promotes memory (Wittmann et al. 2007). It should be 

noted, however, that this anticipatory activity seems to be distinct from attention per se 

(Gruber and Otten 2010; Schevernels et al. 2014; Schomaker and Wittmann 2017). 

Reward incentive is often instantiated via monetary reward in human studies or 

via some appetitive food or liquid reward in animal models. One benefit of studying 

motivation in human subjects is the opportunity to query various forms of reward 

motivation, including subjective assessments which are unavailable in animal models. In 

this study we investigate an intrinsic form of motivation, curiosity (Oudeyer and Kaplan 
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2007; Loewenstein 1994), which has been shown to be motivating and to drive learning 

and exploration (Berlyne 1966; Mittman and Terrell 1964; Kidd and Hayden 2015; Kang 

et al. 2009; Gruber et al. 2014; Murayama and Kuhbandner 2011). Prior neuroimaging 

studies investigating curiosity have used a trivia paradigm, in which a question of 

varying personal curiosity is presented, followed by the answer (Gruber et al. 2014; 

Kang et al. 2009). Like reward-predicting cues, high curiosity questions were shown to 

drive mesolimbic dopaminergic circuitry, with functional connectivity to the 

hippocampus correlating with memory for the answers (Gruber et al. 2014). 

Furthermore, when subjects were actively asked to guess before the answer was 

revealed, answers following an incorrect guess resulted in activation of midbrain areas 

and hippocampus (Kang et al. 2009), as if the answer was a surprise reward, as in the 

classic reward prediction error attributed to mesolimbic dopaminergic transmission 

(Schultz et al. 1997). These studies suggest that curiosity acts not only as a behavioral 

motivator, but seems to align with neural reward systems and their interactions with 

memory systems.  

Unlike previous motivated memory studies, however, these studies are unique in 

that the reward itself, the answer to a question of interest, is also the stimulus of interest. 

Furthermore, in these cases, it’s not only the answer that is to be remembered, but the 

association of the answer with the question. Does motivational state, as set by the 

question, influence the anticipatory neural activity between presentation of the question 
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and the answer? In this study, we build upon the work of these previous experiments to 

investigate anticipatory neural activity, and its modulation by curiosity. After all, 

anticipatory activity is thought to benefit learning, memory, and behavior by serving a 

preparatory role (Schevernels et al. 2014; Gruber and Otten 2010; Totah et al. 2013). In 

many tasks, however, reward receipt is contingent upon a successful behavioral 

response or memory performance (Howe et al. 2013; Carter 2009; Ballard et al. 2011; 

Wittmann et al. 2005; Adcock et al. 2006); one open question is whether reward 

anticipation per se can be dissociated from response preparation (preparing either to 

perform an instrumental action or to learn), both in their neural characteristics, as well 

as their influences on learning and memory. In this study, we also seek to address this 

question: on half of the trials, subjects were to make a button press response at the end 

of the anticipation period in order to reveal the answer. 

A third open question we sought to address is the spatial extent of the effect of 

this curiosity-motivated anticipation in the brain. As discussed, the mesolimbic 

dopaminergic circuitry is highly implicated in anticipatory activity, though in many of 

these studies, investigation was targeted at and limited to these regions of interest 

(ROIs). Nevertheless, some evidence suggests involvement of other regions, such as the 

prefrontal cortex (Ballard et al. 2011). While the VTA, NAc, and hippocampus (HPC) are 

our a priori ROIs, we additionally investigated the whole brain for anticipatory activity. 

Given the temporal resolution of fMRI and the temporal lag of the canonical 
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hemodynamic response function (HRF), it was crucial for us to dissociate neural activity 

evoked by the curiosity question cues and the answer. Furthermore, it is thought that 

tonic VTA activity is separate from cue-evoked phasic VTA signaling, and represents 

broader contextual motivational signals such as the environmental reward rate, novelty, 

or value of work (Legault and Wise 2001; Niv et al. 2007; Niv 2007). Distinct VTA 

timescales can be dissociated in fMRI data (Murty et al. 2016), and more generally, 

background activation and connectivity can be distinguished from task-evoked activity 

(Al-Aidroos et al. 2012; Córdova et al. 2016). We take a similar approach here, 

dissociating task-evoked activity from background activity. To investigate how this 

background activity is organized into networks, we use independence components 

analysis (ICA), a data-driven machine learning approach, to investigate behaviorally-

relevant background anticipatory brain networks. ICA has been used to identify resting 

state networks (De Luca et al. 2006) as well as networks activated or deactivated during 

task performance (Leech et al. 2011). 

 

4.2 Methods 

4.2.1 Subjects 

Twenty-five healthy, right-handed, healthy volunteers with normal or corrected-

to-normal vision participated in this study. All participants gave written informed 

consent for this research protocol, as approved by the Duke University Institutional 
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Review Board. Data from two participants were excluded: one participant fell asleep in 

the scanner, and the other participant discontinued the study due to a headache. The 23 

remaining participants (10 female; age range 19-35, mean age 26.39) were included in 

analysis. 

4.2.2 Procedure 

Participants first completed demographics questionnaires and the Curiosity and 

Exploration Inventory II personality questionnaire, providing a broad measure of self-

reported trait-like curiosity in everyday life (Kashdan et al. 2009). Out task consisted of 

four phases: screening, incidental encoding, surprise recall, and final ratings. On a 

computer outside of the scanner, participants completed the screening task, as well as a 

practice run of the incidental encoding task, using stimuli that were subsequently 

excluded from the incidental encoding task. In the scanner, during the anatomical scans, 

participants again practiced the encoding task. These practice sessions allowed 

participants to become familiarized with the timing and cues prior to performing the 

incidental encoding task. Immediately following the incidental encoding phase, the 

surprise recall phase and final ratings phase were completed on a computer outside of 

the scanner. 

4.2.3 Stimuli 

Stimuli consisted of 360 trivia questions and answers, a subset of the 375 trivia 

questions and answers used by Gruber and colleagues (Gruber et al. 2014). 
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4.2.4 Tasks 

4.2.4.1 Screening 

Because we were interested in curiosity as intrinsic motivation and its interaction 

with learning and memory, it was important to have subject-specific stimuli for the 

incidental encoding phase. The screening phase allowed us to identify and compile 

trivia questions that subjects were unlikely to know and subsequently assign the 

questions to high- and low-curiosity categories. The trivia questions were organized into 

three counterbalanced lists, so that the order of question presentation was varied across 

participants. Participants were presented with trivia questions serially, and for each, 

provided self-paced responses to the following questions: “How likely is it that you 

know the answer?” and “How curious are you about the answer?” (Figure 18). 

Participants rated their responses via a continuous sliding scale from “Least” to “Most”. 

Since we were interested in learning and memory, we excluded questions in which 

participants were likely to already know the answer (>90% on the scale). Participants 

continued with the screening phase until 216 trivia questions were eligible for inclusion. 

These eligible questions were then binned into tertiles (72 questions each) according to 

curiosity ratings. The lowest-rated tertile and highest-rated tertile yielded the clearly 

separated low- and high-curiosity question categories for the encoding phase. Twelve of 

the 72 medium-curiosity questions were included for catch trials during encoding but 

were not included in imaging analysis. Medium-curiosity questions were also the 

stimuli used as for the practice task. 
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Figure 18: Screening and Incidental Encoding Experimental Task Design. 
Participants completed a screening phase (a) from which trivia questions were sorted 
into high-and low-curioisty categories for the incidental encoding phase (b), in which 
they say a trivia question, waited an anticipatory delay, and then saw the answer. On 

half of the trials, a button press was required for the answer to be revealed. 

4.2.4.2 Incidental Encoding 

Subjects completed the incidental encoding phase in the scanner over the course 

of six runs. Twenty-six questions along with their associated answers were presented in 

each run, for a total of 156 trivia questions and answers (Figure 18). Each trial consisted 

of three epochs: question, anticipation, answer. During question, a trivia question and 

colored rectangle were presented (4s). The length of the rectangle indicated the duration 

of the upcoming anticipation period (9s or 13s) and the color of the rectangle (blue or 

orange) indicated whether or not, respectively, there would be an action contingency at 

the end of the anticipation period. During anticipation, subjects saw a fixation cross for 
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either 9s or 13s. During answer, on trials with an action contingency, subjects saw a large 

green arrow appear on the left or the right side of the screen (randomly determined), to 

which they were required to make the correct left or right button press quickly enough 

(<1s) in order to see the trivia answer (1s). If the response was incorrect or too slow, 

subjects saw the string ‘XXXXX’ instead (1s). On trials without an action contingency, 

the answer was just revealed (1s) at the end of the anticipation period. After seeing the 

answer, participants performed a jittered active baseline task (1s-20s) in which they 

counted backward from unique starting numbers. On catch trials, participants were 

presented with a counting probe (1s) which asked whether they counted above or below 

a give number to encourage completion of the counting task. Note that the trials shown 

immediately after the count probe catch trials were medium-curiosity questions, and not 

included in analysis. 

Trials varied on curiosity level (high or low), action contingency (action or no 

action), and anticipation length (9s or 13s). In each run, 2 were the medium-curiosity 

trials following the count probe catch trials, with the remaining 24 questions evenly 

divided evenly into a 2x2x2 design of high- vs. low-curiosity, action contingency vs. no 

action contingency, short vs. long anticipation duration. There were three trials per bin 

in each run, with a total of 18 of each trial type overall (Table 7). Timing of the cue onset 

and trial type was optimized by OptSeq2 (Dale 1999). 
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Table 7: Encoding Trial Types and Counts 

curiosity action 
contingency 

anticipation 
duration 

# trials 
per run 

# trials total  
(6 runs) 

high yes short 3 18 

    long 3 18 

  no short 3 18 

    long 3 18 

low yes short 3 18 

    long 3 18 

  no short 3 18 

    long 3 18 

medium no short 1 6 

    long 1 6 

 

4.2.4.3 Surprise Recall 

Outside of the scanner, after the incidental encoding phase, participants were 

given a list in Microsoft Excel with the 144 high and low curiosity trivia questions in 

random order. They were instructed to type the correct answers to each question 

without guessing, and were encouraged to take approximately 25 minutes. 

4.2.4.4 Final Ratings 

After the surprise recall phase, participants were shown both the trivia questions 

and associated answers, and were asked to rate how surprised they were by the answer 

the first time they saw it in the scanner. Specifically, they answered the question “How 

surprised were you by the answer” on a 4-point scale varying from “Least” to “Most”. 
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They also responded to the question “How confident were you about your response?” 

with either “Sure,” “Pretty Sure,” or “Just Guessing.”  

4.2.5 fMRI Data Acquisition & Preprocessing 

Functional MRI data were acquired on a 3T GE MR750 scanner using a standard 

echo-planar imaging (EPI) sequence (TE = 27ms, flip = 77 degrees, TR = 2s, 34 contiguous 

slices, voxel size 3.75mm x 3.75mm x 3.8mm) with whole-brain coverage. Each of the 6 

functional runs consisted of 298 volumes, the first 6 of which were discarded to allow for 

signal saturation. Prior to the functional runs, a whole-brain, inversion recovery, spoiled 

gradient high-resolution anatomical image (voxel size = 1mm isotropic) was collected for 

use in spatial normalization. Cardiac and respiratory physiological data was collected 

during functional scans using BioPac hardware. Functional MRI preprocessing was 

performed using fMRI Expert Analysis Tool (FEAT) Version 6.00, as implemented in 

FSL (FMRIB Software Library, version 5.0.8) (www.fmrib.ox.ac.uk/fsl) (Jenkinson et al. 

2012; Woolrich et al. 2009; Smith et al. 2004). Functional images were corrected for 

motion using MCFLIRT (Jenkinson et al. 2002), skull-stripped using the Brain Extraction 

Tool (BET) (Smith 2002), realigned within-run, intensity-normalized by a single 

multiplicative factor, spatially smoothed with a 4mm full width half maximum (FWHM) 

kernel, and subjected to a high-pass filter (80s). A 4mm smoothing kernel was chosen to 

optimize differentiation of midbrain, hippocampal, and ventral striatal activations 

(Sacchet and Knutson 2013; Adcock et al. 2006). Spatial normalization was performed 
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using a two-step procedure via FMRIB’s Linear Registration Tool (FLIRT) (Jenkinson et 

al. 2002; Jenkinson and Smith 2001; Greve and Fischl 2009), where mean EPI images 

from each run were first co-registered to the high-resolution anatomical image, and then 

the high-resolution anatomical image was normalized to the high-resolution standard 

space image in Montreal Neurological Institute (MNI) space using a nonlinear 

transformation with a 10mm warp resolution, as implemented by FSL’s fMRI Nonlinear 

Registration Tool (FNIRT) (Andersson et al. 2007). All coordinates are reported in MNI 

space. Physiological noise was removed using the Physiological noise modelling toolbox 

in FSL (Brooks et al. 2008; Glover et al. 2000). Model parameters were chosen to optimize 

brain stem signal (Harvey et al. 2008) and included third-order cardiac terms, fourth-

order respiration terms, and first-order interaction terms. Heart rate, respiration rate, 

and respiration volume per time were included as confound regressors.    

4.2.6 fMRI Data Analysis 

4.2.6.1 Definition of A Priori Regions of Interest (ROIs) 

Prior work has implicated the HPC, VTA, and NAc in anticipation and encoding 

of reward and curiosity (Adcock et al. 2006; Howe et al. 2013; Gruber et al. 2014; Fiorillo 

2003). We therefore queried these as a priori regions of interest (ROIs). The following 

structural ROI definitions were used for small-volume correction: the bilateral HPC ROI 

was defined anatomically by the WFU PickAtlas (Maldjian et al. 2003; Maldjian et al. 

2004); the NAc was anatomically defined by the Harvard-Oxford Subcortical Structural 
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Atlas (available with FSL); the VTA was defined using a probabilistic anatomical atlas 

(Murty et al. 2014), thresholded at 50%. The VTA was differentiated from the 

neighboring substantia nigra by the assignment of any shared voxels to the statistically 

more likely region based on the probabilistic anatomical atlases (Murty et al. 2014). 

When appropriate and when indicated, ROIs were defined as the intersection of the 

functional activation maps and the anatomical ROIs described above. 

4.2.6.2 Task-Evoked Activity 

Question- and answer-evoked activity was analyzed using FSL’s FEAT 

(https://fsl.fmrib.ox.ac.uk/fsl/fslwiki/FEAT), as implemented in FSL-5-0-8. First-level 

(within run) activity was modeled using a general linear model (GLM) with eight 

regressors of interest convolved with a canonical double-gamma hemodynamic 

response function (HRF), as well as nuisance regressors for cardiac and respiratory 

physiological noise. The eight task regressors modeled curiosity (high vs. low), action 

contingency (action vs. no action), and memory outcome (remembered vs. forgotten), 

with question duration of four seconds, and answer duration of one second, or in the 

case of an action contingency, two seconds. Individual statistical parameter maps were 

generated for six contrasts of interest for question and answer: pairwise interactions 

between memory, motor, and curiosity, and then the main effect of each (Table 8). These 

statistical parameter maps were submitted to second-level analysis (within subject, 

across runs) and modeled as fixed effects. 
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Table 8: Effects of Interest and Contrast Definitions 

 Effect(s) of Interest Specified Contrast 

pairwise 
interactions 

curiosity x memory 
interaction 

(high curiosity remembered > forgotten) >  
(low curiosity remembered > forgotten) 

curiosity x action 
interaction 

(high curiosity action > no action) >  
(low curiosity action > no action) 

action x memory 
interaction 

(remembered action > no action) >  
(low curiosity action > no action) 

main 
effects 

curiosity high curiosity > low curiosity 

memory remembered > forgotten 

action action contingency > no action contingency 

 

Group-level analysis was modeled using FMRIB’s Local Analysis of Mixed 

Effects (FLAME1). Fixed effects variance from the lower level analyses are carried up to 

the group level analysis. FLAME1 models and estimates the inter-session and inter-

subject variance using MCMC to get an accurate estimation of the true random effects 

variance and degrees of freedom at each voxel. FLAME1 has been shown to reliably 

constrain the family-wise error rate (Eklund et al. 2015). Significance was assessed at 

p<0.05 with correction for multiple comparisons. 

4.2.6.3. A priori ROI Analyses 

Our ROIs, especially the VTA, are of relatively small volume, and therefore some 

activations may not survive FLAME1’s brain-wide cluster correction for multiple 

comparisons. In cases where we had specific a priori hypotheses about ROI activations, 
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e.g., for high- vs. low-curiosity questions, we queried these using small volume 

correction for multiple comparisons, i.e., within our a priori ROI. Statistical parameter 

maps were masked with the anatomical ROI, and submitted to FSL’s randomise, a tool 

for nonparametric permutation inference, with voxel-based (vs. cluster-based) correction 

for multiple comparisons constraining family-wise error rate to 0.05 (Winkler et al. 2014; 

Eklund et al. 2016). 

4.2.6.4 Background Anticipatory Networks 

Background activity was estimated using the residuals after regressing out all 

task-evoked activity (Al-Aidroos et al. 2012; Córdova et al. 2016). For this model, first-

level activity was modeled using a GLM with regressors for question, answer, catch 

trials, and count epochs, as well as nuisance regressors for cardiac and respiratory 

physiological noise. Critically, task epochs were modeled using a finite impulse 

response (FIR) basis set (Glover 1999), which precisely captures the timing and shape of 

the task-evoked response in each voxel. While the canonical HRF is sufficient and often 

preferable for estimating the magnitude of the neural response (Poldrack et al. 2011), in 

this case where the residuals are the effect of interest, using the FIR basis set minimizes 

the influence of basis set on residuals.  

To investigate background functional brain networks, we took a data-driven 

approach and analyzed the residual images using FSL’s MELODIC (Multivariate 

Exploratory Linear Optimized Decomposition into Independent Components) 3.0, an 
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implementation of probabilistic ICA for fMRI (Beckmann and Smith 2004). MELODIC 

also estimates an appropriate model complexity order (i.e., the number of components), 

based on the data. The data were combined across subjects and runs using multi-session 

temporal concatenation. A spatial map and time series for each TR for each subject were 

generated for each component. Trial-by-trial anticipatory activity was segmented out 

from each component’s time series using a weighted mean over a Hann (Hanning) 

window, to further minimize any effects of question- or answer- related activity. 

4.2.6.5 Relating Anticipatory Network Activity to Behavior 

To relate anticipatory network activation to behavior, we used a mixed effects 

general linear model of trial-by-trial anticipatory network activity as a function of trial 

conditions, with a random intercept for subject. The trial conditions of interest were 

curiosity, motor, memory, as well as pairwise interaction terms. Significance was 

evaluated using a nonparametric permutation test, in which trial condition labels were 

shuffled 1000 times, to estimate a null distribution of coefficients. The estimated 

coefficients were then compared against this null distribution. Effects where coefficients 

were significant at a Bonferroni-corrected p-value were considered significant; 

effectively, only the estimated coefficients falling outside the bounds of the bootstrapped 

null distribution were considered significant. Additionally, components showing an 

interaction as well as main effects in both interacting variables, all at p=0.05, were also 

investigated. 
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4.2.6.6 Relating Anticipatory Network Activity to Question- and Answer-Evoked 
Neural Activity 

To estimate trial-by-trial question- and answer-evoked, first-level activity was 

modeled using a GLM with a regressor for each trial’s question and answer epoch, 

yielding single-trial HRF magnitude estimates. The estimated question- and answer-

evoked responses of each ROI were then calculated as the mean of the activity of all 

voxels within the appropriate functional activation map intersected with anatomical ROI 

definitions. Anticipatory network activity was related to question and answer-evoked 

ROI activity with a mixed effects GLM that included a random intercept for subject, and 

significance assessed using a Bonferroni-corrected p-value (Figure 19). 

 

Figure 19: Schematic for identifying anticipatory networks. Task-evoked 
activity was modeled. The residual background activity was analyzed using 

independent components analysis (ICA) to identify putative networks, which were 
then assessed for behavioral  and neural relevance to the motivational state set by the 

question. 
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4.3 Results 

4.3.1 Behavior 

As expected, subjects were successful at the motor task, with a mean success rate 

of 97.2%+4% (st. dev.); there were thus very few questions for which participants did not 

see the answer. Overall subject memory was variable, with a mean recall rate of 

51.3%+15.3% (st. dev.). A mixed-effects general linear logistic regression model for 

memory as a function of curiosity, action contingency, and delay length, with random 

intercept for subject revealed significant positive effects of curiosity (p<<0.001) and 

action contingency (p<<0.001) on memory. Delay length did not affect memory (p=0.45); 

short and long trials are collapsed for the remaining analyses. There is also a significant 

curiosity-by-action interaction (p<0.02); follow-up paired t-tests within each curiosity 

condition revealed that this is driven by a greater effect of action on low-curiosity trials 

(p=0.02) than on high-curiosity trials (p=0.5). (Figure 20). 
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Figure 20: Curiosity and action contingency boost memory. There were main 
effects of curiosity (p<0.001) and action contingency (p<0.001), as well as a curiosity-

by-action interaction (p=0.02) effect on memory performance. Action contingency 
boosted memory only in the low curiosity condition. Error bars reflect the 95% 

confidence interval for the mean. 

4.3.2 fMRI Task-Evoked Activation 

We investigated the main effects of curiosity, action contingency, and memory, 

as well as pairwise interactions on task-evoked fMRI activity at question and answer. 

4.3.2.1 Main Effect of Curiosity, Action, and Memory at Question 

Of our ROIs, the contrast of high>low curiosity showed a main effect of curiosity 

in the left posterior hippocampus at whole-brain correction, and in the VTA with small-

volume correction. This main effect of curiosity is also seen in medial and lateral 

prefrontal cortex, orbitofrontal cortex, cingulate gyrus, anterior insula, parahippocampal 

gyrus, middle temporal gyrus, precuneus, angular gyrus, lingual gyrus, and cerebellum 

(Figure 21a). Note that the reverse contrast of low>high curiosity showed no brain 

regions preferentially active for low curiosity. 
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A contrast of action>no action contingency showed a widespread main effect, 

including in the left posterior hippocampus and bilateral nucleus accumbens. Other 

regions showing this effect include prefrontal cortex, motor and premotor areas, insula, 

caudate, thalamus, precuneus, superior and inferior temporal gyri, lateral occipital 

cortex, and cerebellum (Figure 21b). The reverse contrast showed no brain regions 

preferentially active when there was no action contingency. 

A contrast of subsequently remembered>forgotten showed no effect (Figure 21c) 

The reverse contrast of forgotten>remembered showed activity in the caudate, 

supramarginal gyrus, inferior frontal gyrus, and posterior cingulate. 

4.3.2.2 Interactions between Curiosity, Action, and Memory at Question 

Despite the curiosity-by-action interaction effect on memory, main effect of 

curiosity (high>low) on question-evoked brain activity, and main effect of action 

contingency (action>no action) on question-evoked brain activity, there was no 

curiosity-by-action interaction at question, as shown by the (high curiosity action>no 

action) > (low curiosity action>no action) contrast(Figure 21d). There was no effect in the 

reverse contrast. The contrast of (remembered high>low) > (forgotten high>low) 

revealed a curiosity-by-memory interaction at question, in primary visual areas (Figure 

21e); there was no effect in the reverse contrast. There was no action contingency-by-

memory interaction at question, as revealed by the contrast (remembered action>no 

action) > (forgotten action>no action) (Figure 21f), nor in the reverse contrast. 
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Figure 21: Main effects and pairwise interaction effects of curiosity, action 
contingency, and subsequent memory at question. 

4.3.2.3 Main Effects of Curiosity, Action, and Memory at Answer 

A contrast of high>low curiosity revealed a main effect of curiosity in 

dorsomedial prefrontal cortex, inferior frontal gyrus, paracingulate gyrus, anterior 

insula, orbitofrontal cortex, and parietal cortex, all on the left. There was no effect in our 

main ROIs (Figure 22a). The reverse contrast of low>high curiosity only showed 

activation in the right supramarginal gyrus. 

A contrast of action>no action contingency queries the activity at the time of 

answer and button press, contrasted against an answer reveal with no button press. 

There were main effects of action contingency in the caudate, putamen, ventral lateral 

prefrontal cortex, posterior insula, left motor cortex, left parietal cortex, thalamus, 

ventral visual stream, and cerebellum (Figure 22b). The reverse contrast of action<no 
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action contingency queries activity at answer that was greater when uninterrupted by 

the requirement for a button press, contrasted against trials in which a button press was 

required. Uninterrupted trials showed greater activation in right hippocampus, right 

amygdala, bilateral parahippocampal gyrus, left superior temporal gyrus, bilateral 

primary motor area, paracingulate gyrus, left inferior frontal gyrus, and ventral visual 

stream. 

In terms of memory outcome, there were subsequent memory effects in 

dorsomedial prefrontal cortex, orbitofrontal gyrus, and middle temporal gyrus, all on 

the left (Figure 22c). The reverse contrast of subsequently forgotten>remembered 

showed effects mostly on the right, in the superior temporal gyrus, supramarginal 

gyrus, inferior frontal gyrus, anterior insula, ventral visual stream, anterior and 

posterior cingulate, and cuneus. We did not see any subsequent memory effects, positive 

or negative, in our main ROIs. 

4.3.2.4 Interactions between Curiosity, Action, and Memory at Answer 

Again, as was the case with question-evoked activity, there was no curiosity-by-

action contingency interaction at the answer (Figure 22d). The reverse contrast of (action 

high>low curiosity) < (no action high> low curiosity) showed activation in dorsomedial 

prefrontal cortex and bilateral caudate, suggesting these are areas more modulated by 

curiosity when there was no action contingency. 
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There was a curiosity-by-memory (high curiosity remembered>forgotten) > (low 

curiosity remembered>forgotten) effect in posterior hippocampus, VTA, and nucleus 

accumbens, all at the whole-brain level. Other regions showing this interaction include 

left amygdala, right inferior frontal gyrus, bilateral caudate, cingulate gyrus, anterior 

insula, thalamus, parietal cortex, ventral visual stream and cerebellum. (Figure 22e) No 

brain regions showed activations in the reverse contrast. 

A contrast of (remembered action>no action) > (forgotten action>no action) 

showed action-by-memory interaction in left primary motor cortex, left parietal cortex, 

left lateral occipital cortex, bilateral posterior cingulate, right dorsolateral prefrontal 

cortex, and right superior temporal gyrus (Figure 22f). The reverse contrast showed no 

effect. 

 

Figure 22: Main effects and pairwise interaction effects of curiosity, action 
contingency, and subsequent memory at answer. 
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4.3.3 Anticipatory Networks 

4.3.3.1 Behaviorally-Relevant Background Anticipatory Networks 

FSL’s MELODIC estimated 50 background networks. Of these networks, after 

correcting for multiple comparisons, eight were found to be behaviorally relevant 

during anticipation, showing a significant effect of curiosity, action contingency, 

memory, or pairwise interactions. Of the eight, three were motivationally relevant. One 

showed a robust curiosity-by-action interaction after Bonferroni multiple comparisons 

correction, and two showed the combination of curiosity-by-action interaction, main 

curiosity effect, and main action effect all at p=0.05. The remaining five of the eight were 

memory-relevant, predicting subsequent memory for the answers to the trivia questions. 

No components emerged as showing a motivational effect or interaction and a memory 

effect from our initial screen, but post-hoc analysis showed that one of our memory-

related networks was also modulated by curiosity (Figure 24a,b, Figure 23). This 

component is a combination of an activated frontoparietal attentional network 

(thalamus, frontal cortex, parietal cortex, temporal lobe), activated limbic network 

(hippocampus, amygdala, insula), and a deactivated posterior default-mode network 

(posterior cingulate cortex, precuneus, medial prefrontal cortex, angular gyrus, and 

anterior temporal lobe).  (Figure 24c, Figure 23) 
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Figure 23: ICA-identified functional networks relating to motivational state 
and subsequent memory outcome. Two networks link motivation to memory: one 

network via behavioral relevance to motivation and memory, and the other via neural 
relevance to motivation and behavioral relevance to memory. 
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Figure 24: First anticipatory component linking motivation to memory. This 
functional network shows a robust subsequent memory effect (a) and post-hoc 

curiosity effect (b). It comprises canonical frontoparietal attention network correlating 
with limbic regions, and all anticorrelated with canonical default mode network (c). 

Error bars represent the 95% confidence interval for the mean. 

 

4.3.3.2 Neurally-Relevant Background Anticipatory Networks 

With the eight behaviorally-relevant anticipatory components, we investigated 

whether anticipatory activity was correlated with ROI question-evoked activity. 

Specifically, since two of our ROIs, HPC and VTA showed a main effect of curiosity at 

question, and HPC and NAc showed a main effect of action contingency at question, we 
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took these four functional clusters, each intersected with anatomical regional definitions, 

as ROIs for this analysis. Of our three motivationally relevant components, two were 

correlated with question-evoked activity in all of the ROIs, while one was correlated 

with curiosity-responsive VTA and action-responsive NAc (not HPC from either 

condition). Given that these networks were shown to be motivationally relevant, we 

expected correlations with question-evoked motivationally-relevant ROIs. 

We were particularly interested in investigating whether any of the memory-

relevant components showed correlation with question-induced activity in our 

motivationally-relevant ROIs. One component showed this (Figure 23), showing both a 

robust memory effect (Figure 25a), as well as relating to curiosity-responsive HPC, 

curiosity-responsive VTA, and action-responsive HPC (Figure 25c). This component 

consisted of activated mediodorsal thalamus, cingulate gyrus, prefrontal cortex 

including medial prefrontal cortex and orbitofrontal cortex, insula, parahippocampal 

gyrus, primary motor area, cerebellum, and brainstem, with deactivated anterior 

hippocampus, angular gyrus, precuneus, posterior cingulate, anterior cingulate, anterior 

temporal lobe, lateral orbitofrontal cortex, prefrontal cortex, caudate, and cerebellum 

(Figure 25b), some of which are part of the posterior default mode network.  
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Figure 25: Second anticipatory component linking motivation to memory. This 
functional network (b) shows a robust subsequent memory effect  (a) and relates to 

curiosity-related and action-contingency-related ROI activations at question (c). Error 
bars reflect the 95% confidence interval for the mean. 

We analyzed the activity of these two networks to see if there was evidence for 

ramping. For each trial, we regressed the anticipatory network activity against time to 

get a slope, and then at the group level, asked if the distribution of these slopes was 

different from 0, accounting for repeated measures using a random intercept for subject. 

The first anticipatory component did show ramping, but with a negative slope (p=0.02), 

while the second anticipatory component did not show ramping (p=0.8). 
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4.4 Discussion 

4.4.1 Summary 

Behaviorally, both curiosity and action contingency boosted memory, showing a 

curiosity-by-action interaction, in which action contingency only significantly boosted 

memory in the low curiosity condition.  

In terms of task-evoked activation at question, both motivational manipulations 

of curiosity and action contingency had effects within reward-learning circuitry ROIs. 

While there was no interaction between these two motivational manipulations, nor 

between action and memory, curiosity and memory interacted in primary visual areas. 

At question, task-evoked activation showed subsequent memory effects, robust action 

contingency effects, and effects of curiosity. Again, while there was no curiosity-by-

memory interaction, both motivational manipulations showed interaction with 

subsequent memory. 

Using ICA and background activity, we found two relevant anticipatory 

networks that linked memory outcome with motivational context set by the question. 

4.4.2 Comparing Reward Anticipation and Motor Preparation 

In this study we investigated whether anticipation for reward was dissociable 

from instrumental response preparation in terms of their behavioral effects on memory, 

as well as their neural bases. Here in our study we saw a behavioral interaction of 

curiosity and action contingency on memory. Action contingency boosted memory in 
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low-curiosity conditions, but there was no additional benefit in high-curiosity 

conditions. This behavioral finding is similar to the finding that monetary incentives 

benefit learning only for low-interest information (Murayama and Kuhbandner 2011), 

suggesting that these additional motivators are most additive when intrinsic motivation 

is low.  

Other studies have recognized the often co-occurrence of reward anticipation 

and response preparation, and have sought to disambiguate valence-driven anticipatory 

representations from action-driven anticipatory representations in mesolimbic 

dopaminergic circuitry (Guitart-Masip et al. 2012; Guitart-Masip et al. 2011; Tricomi et 

al. 2004). In line with these studies showing that action preparation dominates striatal 

activity (Guitart-Masip et al. 2012; Guitart-Masip et al. 2011; Tricomi et al. 2004) while a 

more medial dopaminergic midbrain area is responsive to valence (Guitart-Masip et al. 

2011), we find an effect of action contingency in the nucleus accumbens, and an effect of 

curiosity in the VTA at the time of motivation induction at question presentation. 

Additionally, we show that the hippocampus showed an effect of both motivational 

manipulations. Despite the behavioral curiosity-by-action contingency interaction on 

memory outcome, there was an absence of curiosity-by-action contingency interaction at 

either question or answer, and while we did find anticipatory networks showing an 

interaction, none of these related to memory. These suggest that action contingency and 

curiosity motivation may exert their effects on memory via separate neural mechanisms. 



 

105 

 

 

4.4.2 Anticipatory Networks Linking Curiosity with Memory Benefit 

 In this study, we extended investigation of the link between curiosity motivation 

and its memory benefit to the anticipatory neural activity occurring between question 

presentation and answer reveal. We leveraged the linearly additive nature of the fMRI 

BOLD signal to investigate background activity once task-evoked activity was removed 

(Al-Aidroos et al. 2012; Córdova et al. 2016), and used ICA to identify putative 

networks. We found two networks that seem to link motivational context and memory 

outcome. While previous studies dissociate reward anticipation from attentional 

processes (Gruber and Otten 2010; Schevernels et al. 2014; Schomaker and Wittmann 

2017), our network showing opposing frontoparietal attention and default mode 

networks also contained limbic regions, such as the hippocampus and insula, that 

carried motivational signals in our task-evoked analyses. Furthermore, a post-hoc 

analysis showed a curiosity modulation. These data suggest that while these processes 

may in fact be dissociable, one way they may interact is via functional connectivity 

between attentional networks and region signaling motivational context.  

Our second anticipatory network of interest correlated with motivationally-

responsive hippocampus and VTA activity at question presentation, suggesting a neural 

link to motivational context. This motivational network had mediodorsal thalamus, 
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posterior cingulate, orbitofrontal cortex, insula, parahippocampal gyrus, cerebellum and 

brainstem, all acting in opposition to anterior temporal lobe including the hippocampus, 

angular gyrus, precuneus, posterior cingulate, caudate, and cerebellum. Of note, the 

mediodorsal thalamus has been shown to play a crucial role in memory, decision 

making, and sustaining information (Mitchell 2015; Schmitt et al. 2017; Bolkan et al. 

2017; Guo et al. 2017; Hallock et al. 2016; Mitchell and Chakraborty 2013; Cross et al. 

2012) and here may play a role in sustaining motivational context.  

We furthermore noticed substantial overlap between our two anticipatory 

networks, memory effects at question, and curiosity-by-memory effects at answer in 

dorsal medial prefrontal cortex (dmPFC, Figure 26). While this region is often implicated 

in social processes (Wagner et al. 2016), evidence suggests it underlies anticipatory 

attention to stimuli (Walter et al. 2009) or transformation of value signals to motor 

response (Hare et al. 2011). While dorsolateral PFC has been shown to drive the 

mesolimbic regions during anticipation (Ballard et al. 2011), this raises the question that 

dmPFC here might play a similar role for these anticipatory networks. Nevertheless, our 

findings here suggest further investigation into this region in anticipatory processes and 

their interactions with learning and memory.  
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Figure 26: Overlapping effects in dorsal medial prefrontal cortex (dmPFC). 
Curiosity effects at question (green), curiosity-by-memory effects at answer (pink), 

and the two anticipatory networks linking motivation to memory (blue, red) overlap 
in dmPFC. 

4.4.3 Limitations and Open Questions 

This study combined a number of experimental manipulations, and while we 

had 156 trials per subject, we were underpowered to study all possible interactions 

among all of these variables. We eliminated anticipatory delay length as a variable of 

interest since analysis revealed it did not impact memory. While we modeled curiosity 

level, action contingency, and memory in our neuroimaging analysis, we could only 

investigate pairwise interactions, as we were underpowered to investigate the three-way 

interaction.  

Furthermore, in our study design, we wanted our motor response as close to 

answer reveal as possible, such that the full anticipatory period carried curiosity state as 

well as whether there would be an action contingency. When modeling the answer 

period, however, it was not possible to separate the motor response (<1s) from the 
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answer reveal, given our TR of two seconds. While analysis for memory-by-action 

contingency can analytically dissociate the two processes broadly, we cannot temporally 

separate, in trials with action contingency, the neural activation due to motor response 

from the activation due to memory processes. It remains an open question how motor 

response preparation and motor response per se contribute to learning and memory, 

and whether these effects are distinct. 

Animal studies suggest that anticipatory activity may show a ramping temporal 

profile (Fiorillo 2003; Totah et al. 2013; Howe et al. 2013). We did not see significant 

positive ramping in our networks, perhaps due to the temporal resolution of our fMRI 

acquisition, general noisiness of the signal, and the length of our anticipatory period (9-

13s, or 4-7 acquisitions). Future investigation of the temporal dynamics of anticipation 

might need a longer anticipatory period for analysis purposes, though cognitive 

processes of anticipation may change depending on the length of the delay. It is also 

possible that fMRI BOLD signal may not be able to capture the neural processes that 

give rise to the ramping. 

While we did find networks that seem to link motivational context with memory 

outcome, there remains the possibility that separate networks encode motivational state 

and subsequent memory, and that these interact. We did, after all, find motivationally 

relevant networks that did not show subsequent memory effects, and memory-relevant 

networks that did not seem to relate to motivational state. It may be possible that during 
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the course of anticipation, these networks functionally interact. However, given the 

limited number of data points during the anticipatory period, these types of functional 

interactions may be better investigated over a longer time period. 

4.4.4 Conclusion 

In this current study, we expanded on previous studies on reward anticipation, 

curiosity, and learning and memory to dissociate influences of reward anticipation from 

response preparation, and to characterize, at the whole-brain level, anticipatory 

networks linking motivational state to memory. Our findings suggest that reward 

anticipation and response contingency interact, with response contingency boosting 

memory in low-curiosity cases. Our anticipatory network findings suggest a model 

where motivational state, as initiated via curiosity or action contingency, may activate 

reward-related areas, which then signal to background networks during anticipation, to 

influence subsequent memory. On a broad level, this study adds to other curiosity 

literature in shedding light on the learning benefits of curiosity and motivation, and 

further suggests that motivated anticipation warrants investigation as part of the 

mechanism of this benefit. Additionally, investigating the temporal dynamics of 

anticipatory networks may serve as a useful signal for querying subjective anticipatory 

states. 
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5. Discussion & Synthesis of Empirical Findings 
 

5.1  Brief Summary of Overall Main Findings 

Taken together, these interdisciplinary, cross-species studies provide evidence 

for a brain-wide network underlying anticipation in motivated networks. Using ICA on 

LFP power spectrograms in mice, I characterized a prefrontally-driven anticipatory 

network that also contained the mediodorsal thalamus, dorsal medial striatum, nucleus 

accumbens, and VTA, which was the site of convergence for the signals. This network 

remained stable after a task reversal manipulation, and showed behavioral effects 

associated with aberrant circuit architecture in a mutant mouse line. In a separate cohort 

of mice and in a variant of the task, I validate this anticipatory network, and show that it 

responds to intermediate goals and is modulated by reward uncertainty or task 

difficulty. Using ICA on human fMRI, I found two anticipatory networks that link 

curiosity motivation to memory: one a combination of canonical frontoparietal attention 

networks, default mode network, and limbic regions, and the other a network driven by 

medial affective areas, and cognitively-relevant mediodorsal thalamus. A region in 

particular, dmPFC, showed overlap in both anticipatory networks, as well as at the time 

of curiosity instantiation and resolution. 
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5.2 Convergent Findings 

Both the human data and mouse data show strong evidence for a prefrontally-

driven network, with the mouse data showing it more concretely via directionality 

analysis. While we cannot show directionality in the same way with fMRI analysis here, 

it is important to note that the dorsal medial prefrontal cortex was involved in both 

anticipatory networks, and thus may be the driver. This would be in line with previous 

studies in both animal models in humans that suggest that the prefrontal cortex drives 

these networks (Ballard et al. 2011; Jo et al. 2013; Karreman and Moghaddam 1996), and 

while dmPFC is certainly different dlPFC (Ballard et al. 2011), the question remains as to 

whether it may drive the anticipatory networks found here in the way that dlPFC was 

found to drive mesolimbic regions. Furthermore, it is thought that dorsal anterior 

cingulate cortex is the human homolog of rodent PrL(Fenton et al. 2014), and what we 

describe here as dorsal medial PFC is also often considered dorsal anterior cingulate 

cortex, further supporting an alignment between our mouse and human findings. 

Another convergent finding in both studies is the involvement of mediodorsal thalamus. 

This is also in line with the abundance of studies showing its importance in memory and 

in sustaining information over time (Mitchell 2015; Bolkan et al. 2017; Schmitt et al. 

2017). In these studies, it is a motivational state being sustained over time, and in the 

human curiosity study, it is the trivia question as well, since this gets linked to the 

answer at the end of the anticipatory delay. Furthermore, mdThal, hippocampus, and 
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VTA have been shown to form interconnected neural circuits that converge in the 

PFC(Floresco and Grace 2003). 

 

5.3 Divergent Findings 

While hippocampus is represented in both anticipatory networks found in the 

human fMRI curiosity study, it is does not seem to be involved in the mouse LFP 

findings. One important note here is that we recorded from dorsal hippocampus in the 

mouse study, whereas the hippocampus sites of activation in the human study were 

more anterior, which would align with mouse ventral hippocampus, not dorsal. Another 

striking differences is the lack of mesolimbic dopaminergic areas VTA and NAc from the 

human fMRI study. In the mouse data, directionality showed VTA as a point of 

convergence, with NAc involved and projecting to VTA. In the human data, these 

regions were not a part of the network, although the network activity did relate to prior 

activation of these areas at question, as if they were the source of the information, and 

these regions do show motivation-by-memory interaction during curiosity resolution, 

suggesting that motivational signal does reach them by the end of anticipation.  

One possible reason for the differences in the findings is the difference in 

temporal resolution between the two recording modalities. It is possible that there are 

forms of functional connectivity that operate over a finer timescale and thus cannot be 

detected via fMRI. Or, another possible explanation may be due to the neural processes 
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they capture. While it has been shown that fMRI does reflect LFP activity (Magri et al. 

2012; Goense and Logothetis 2008; Logothetis et al. 2001), there is also evidence that 

different frequency bands have different effects on the resulting fMRI BOLD signal 

(Magri et al. 2011), and may explain the differences in findings.  

Another difference may be in how we identified the networks. In the mouse data, 

we were specifically looking for networks that ramp with goal progress and 

differentiated by reward amount. In the human data, given the slow temporal dynamics, 

we did not find evidence for ramping, and we were specifically looking for a network 

that bridged anticipation and memory. Given that in the mouse data, we found the 

network did not correlate with trial-by-trial memory but rather overall performance, it is 

possible that we isolated a slightly different network in the humans. Or, it may be that 

there are a few core components to the anticipatory network, and that other regions’ 

involvement is task-dependent.  

 

5.4 Anticipation vs. Maintenance During Delay: Linking Two 
Literatures 

In this set of studies, a delay period was used to elicit psychological and neural 

anticipation. As described in the overall introduction, there is a rich literature on reward 

anticipation during a delay period, framing activity in the delay period as anticipatory, 

and thus oriented toward the future. This literature, with its focus on reward, implicates 

mesolimbic DA circuitry. However, there is also another literature investigating activity 
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during the delay period as a form of maintenance, and thus oriented back toward the 

past. This set of literature is often centered on working memory maintenance, associated 

with sustained activity in PFC (Goldman-Rakic 1995) and via a frontal thalamocortical 

loop (Guo et al. 2017; Bolkan et al. 2017; Schmitt et al. 2017).  

In our mouse studies, we do not have evidence for the anticipatory network 

carrying working memory content per se, since it does not relate to single trial 

correctness. However, in all studies, we do have evidence for relevance to broader 

behavioral performance. The directionality findings from the mouse studies when 

anticipatory network activation was high suggest a circuit driven by PFC that converges 

downstream on VTA, providing a possible network-level link between these two 

literatures: the prefrontal and thalamic delay maintenance literature and the VTA and 

NAc reward anticipation literature. Beyond just linking literatures, it may be that this 

network links these two processes, and provides a candidate mechanism for 

motivational modulation of a maintenance process 

 

5.5 Temporal vs. Spatial Goal Progress: Open Questions 

Throughout our studies, we have a mix of temporally and spatially determined 

goal progress. In Chapter 2, goal progress was spatially determined. In Chapter 3, the 

task involved both a temporal expectation epoch (the working memory delay) as well as 

the same spatial expectation epoch (running toward the goal). In Chapter 4, the task 
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involved temporal goal progress. We found anticipatory ramping in both instances of 

spatial goal progress, but in neither instance of temporal goal progress. This begs the 

question of what the difference in these anticipatory processes may be, and generates a 

few hypotheses. 

The first involves the tangible cues of goal progress. In the case of spatial goal 

approach, the goal proximity is concrete tangible, and thus may provide a much better 

sense of goal progress. Another hypothesis is that the purpose of anticipatory activity in 

the ramping form is action-related, whereas anticipation during a temporal delay that 

requires no action is more passive anticipation. After all, the previous research showing 

temporally-modulated ramping expectation required a response at the end (Totah et al. 

2013; Poort et al. 2015; Jaramillo and Zador 2011). In our instantiations of temporal 

anticipation, the resolution of the anticipatory period was more passive. For the mice, 

the gate opened automatically at the end of the working memory delay. In the human 

curiosity study, while we did try to disentangle these via a button press requirement on 

half the trials, the button press was indicated via a salient cue and all that was required 

was a button press within 1s, which is not difficult, and thus perhaps would not drive 

anticipation in the same way. On the trials that did not require a button press, the trivia 

answer appeared automatically. 

Future studies might be able dissociate these. For example, a task involving 

spatial goal proximity but with passive approach would disentangle self-propulsion 
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toward goal from purely spatial goal approach. Such a task might involve physically 

transporting a mouse toward goal rather than having it run there, or in humans, a 

virtual reality task in which some trials involve passive movement toward a goal vs. 

active approach. Similarly, tasks might be designed to elucidate whether temporal 

expectation only elicits ramping activity for difficult tasks or is dependent on a better 

sense of progress. A task could be designed that varies task difficulty at the end of a 

temporal anticipatory delay to probe the effect of preparation for a difficult response. Or 

a task could be designed where something like a progress bar indicates how much time 

has passed, thus providing a more concrete measure of goal progress. 

 

5.6 Cross-Species Approach 

Taken together, these studies provide a demonstration of a level of analysis that 

may be translatable across species. This framework relies on evidence for a similar 

psychological, behavioral, or cognitive process across species, and in the case of the 

work here, there was evidence for anticipation as an important, behaviorally-relevant 

process. Furthermore, previous studies had provided evidence for a neural basis as well. 

One way to make use of this framework is toward linking brain measures across 

species. One way to do this would be to use higher-level features, such as network 

activity level, as the bridge, thus avoiding the potential difficulties in relating individual 

LFP power frequency bands to fMRI BOLD signal. Once linked, inference in either 
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direction may generate new hypotheses. For example, the mouse findings on how 

regional coherence and directionality related to overall network level activity may 

provide hypotheses about what happens in this network in humans. For example, if the 

network is in fact prefrontally driven as the mouse data suggest, we might predict that 

states that are characterized by impoverished prefrontal activity, such as stress or lack of 

sleep, might have consequences on sustained motivation, and future studies can test this 

hypothesis. 

The cross-species approach would enable us to leverage the strengths of each 

approach. For example, the rodent electrophysiology is rich in its temporal temporal 

domain and thus lets us make inferences about directionality. However, we are spatially 

limited and while recording from six regions is relatively many regions, it does not 

compare to the spatial resolution of human fMRI. The findings in human fMRI have 

yielded more candidate regions to target with electrodes in future mouse 

electrophysiological studies, while the mouse study findings have yielded testable 

cognitive and behavioral predictions in humans. 

 

5.7 More Open Questions & Potential Future Directions 

While this body of work sheds light on network-level characterizations of the 

subjective state of anticipation, it opens more questions. What is the core of the 

anticipation network, and what areas are auxiliary and more context-specific? For 
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example, the findings in our studies diverged on whether hippocampus was part of this 

network or not, albeit we were likely identifying different hippocampal subregions. It is 

also possible that because the human task was trivia-based, hippocampal involvement 

was specific to the particular task. Future studies across multiple paradigms involving 

anticipation will let us investigate the commonalities between them and thus hone in on 

which regions are core to the anticipatory network, and which become functionally 

connected based on the task or context. Such tasks can also further probe the effects of 

different motivators (here we used sucrose for mice and curiosity for humans), and 

other motivational manipulations such as certainty, effort requirement, or reward 

probability.  

Future studies can also probe when and how anticipation is important for task 

performance. In the mouse study in chapter 2, we found anticipatory network activity to 

be related to overall performance without relating to trial-by-trial performance, while in 

the human study, we identified networks based on trial-by-trial memory outcomes. It is 

worth noting that in the human study, each trial contained a unique item to be 

remembered, unlike in the mouse studies, where the overall task rules (sample-to-

match), were important for performance and were not unique to each trial. 

Another set of open questions and future directions revolves around the 

potential utility of this signal. With enough validation, we may be able to make use of 

this aggregate network signal as a neural proxy for subjective motivational or 
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anticipatory state. This would provide the temporal resolution to capture the dynamics 

of a subjective state previously unmeasurable by behavioral paradigms or self report. 

Using such a multivariate measure, again, may prove more amenable to cross-species 

translation than honing on a more focused measure such as a specific frequency band 

and then linking that to fMRI BOLD signal. This further leads to the possibility that we 

might be able to directly mathematically and statistically link studies across species in a 

unified joint model. With proper timing and more parallel paradigms, this may be 

possible.  
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6. Further Discussion: A Vision for Machine Learning in 
Neuroscience  

Throughout these studies, we have utilized machine learning techniques to make 

inferences about the organization in the data and, ultimately, in the brain. This era of 

advances in technology and data science begs the question: what role can or should 

machine learning play in empirical neuroscience? What should we as scientists aim for, 

in bridging these fields and leveraging these tools? Note that this section of the thesis 

includes contributions from several other authors has since been published(Vu et al. 

2018).  

With ever-increasing advancements in technology, neuroscientists are able to 

collect data in greater volumes and with finer resolution. The bottleneck in 

understanding how the brain works is consequently shifting away from the amount and 

type of data we can collect and toward what we actually do with the data. There has 

been a growing interest in leveraging this vast volume of data across levels of analysis, 

measurement techniques, and experimental paradigms to gain more insight into brain 

function. Such efforts are visible at an international scale, with the emergence of big data 

neuroscience initiatives such as the BRAIN initiative(Bargmann et al. 2014), the Human 

Brain Project, the Human Connectome Project, and the National Institute of Mental 

Health’s (NIMH) Research Domain Criteria (RDoC) initiative. With these large-scale 

projects, much thought has been given to data-sharing across groups(Poldrack and 

Gorgolewski 2014; Sejnowski, Churchland, and Movshon 2014); however, even with 
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such data-sharing initiatives, funding mechanisms, and infrastructure, there still exists 

the challenge of how to cohesively integrate all the data. At multiple stages and levels of 

neuroscience investigation, machine learning holds great promise as an addition to the 

arsenal of analysis tools for discovering how the brain works. 

 

6.1 What is Machine Learning? 

The term machine learning was coined by Arthur Samuel in 1959 to describe the 

subfield of computer science that involves the “programming of a digital computer to 

behave in a way which, if done by human beings or animals, would be described as 

involving the process of learning”(Samuel 1959). In other words, the field investigates 

how computers can improve predictions, actions, decisions, or perceptions based on 

data and ongoing experience. The field of machine learning was driven by the 

development of algorithms for pattern recognition (for example, an algorithm for 

filtering out unwanted marketing emails), and in general, investigates the development 

of algorithms that can learn from and make predictions on data. These algorithms 

largely fall into a few dominant categories: supervised machine learning, unsupervised 

machine learning, and reinforcement learning. 

In supervised machine learning, input data, or training data, has known labels, 

commonly supplied by human experts. The goal is to learn the relationship between the 

data and the labels such that the computer can predict the label of a previously unseen 
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data item with accuracy comparable to the human expert. For instance, a training data 

set could consist of a set of emails that are already classified as spam or not spam, and 

the goal of the computer algorithm is to settle on a model that can accurately label new 

incoming email as “spam” or “not spam”. As another example, in a functional magnetic 

resonance imaging (fMRI) study, Shuck et al. use a supervised machine learning 

classifier to classify the color of the stimuli seen by the subjects based on local fMRI 

brain activity(Schuck et al. 2015). Examining the classifier accuracy over time and in 

different brain regions allowed them to infer where and when color was represented in 

the brain. Regression models, which learn relationships among variables, would fall into 

the category of supervised machine learning. 

Reinforcement learning is a branch of supervised machine learning that has 

inspired and has been inspired by behaviorist psychology. The "classes" to be learned 

are actions that could be taken in response to a data item. Machines are trained to make 

decisions through a dynamic trial-and-error process to maximize a desired outcome.  

The human expert no longer labels each item with the desired class (action), but instead 

creates a "scoring function" that tells the algorithm how good its move was. For 

example, a machine might have the goal of winning checkers games, and learn to select 

moves based on past interactions to maximize the chance of winning the checkers match 

(Sutton and Barto 1998). In a typical situation, a scoring function only provides a reward 

or information based upon the outcome of a complete task after several actions (i.e. in 
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the checkers match, only the win/loss provides a non-zero score; in a Brain Computer 

Interface task, only when the objective is successfully obtained). 

In unsupervised machine learning, on the other hand, the training data have no 

labels. The goal is to discover hidden structure in the data, perhaps by taking advantage 

of similarity or redundancy. A well-known example is principal component analysis 

(PCA), a statistical dimension reduction technique that exploits redundancy in the data 

using only second-order statistics. For unsupervised machine learning, input data might 

be composed of the symptom profiles of patients believed to have the same general 

neuropsychiatric illness but also to comprise meaningful heterogeneity. In this case, the 

goal of the model would be to group similar patients together, thus uncovering 

important structure within this diagnosis. This would be an example of a family of 

algorithms aimed at clustering. Critically, a major challenge with unsupervised machine 

learning algorithms for clustering or dimensionality reduction is understanding the 

features that make up the groups or reduced dimensions and transforming them into 

testable scientific hypotheses. For example, Drysdale et al. used machine learning to 

discover subtypes of depression based on fMRI functional connectivity, and then 

subsequently validated their findings via testing the follow-up hypothesis that a 

treatment modulating cortical connectivity would yield different outcomes among these 

subgroups (Drysdale et al. 2017). 
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These categories of machine learning differ in their inputs, outputs, and 

objectives, and thus encompass a powerful set of tools (e.g., classification, regression, 

clustering) that enable us to refine the ways we make predictions, make decisions, or 

discover structure from large sets of data. While machine learning has long been applied 

to the field of computational and theoretical neuroscience, its burgeoning role in broader 

cellular, systems, and cognitive neuroscience has been more recent, especially as 

statistical machine learning packages are being made available in standard analysis 

software. Accordingly, questions arise as to its place in empirical research(“Focus on Big 

Data” 2014). Data-driven machine learning approaches are often directly contrasted to 

the more traditional hypothesis-driven approach, in which an experiment is undertaken 

to mathematically evaluate the plausibility of a concrete, falsifiable proposed 

explanation or model, given the observed data. These two approaches are often pitted 

against each other(“Focus on Big Data” 2014). The question should not be whether one 

approach is better than the other, but rather how and when we can take advantage of 

these two complementary strategies. 

 

6.2 Machine Learning within the Hypothesis-Driven Framework 

Despite the distinction between data-driven and hypothesis-driven approaches, 

there are already many applications of machine learning within the hypothesis-driven 

framework. Many of these serve as ways to save time and effort, mitigate human biases, 
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or make large datasets computationally tractable. For example, in magnetic resonance 

imaging (MRI), image-processing algorithms allow for automated alignment of MRI 

scans from individual people to atlases(Andersson, Jenkinson, and Smith 2007; 

Jenkinson et al. 2002; Jenkinson and Smith 2001). This registration of individual scans to 

a unified atlas makes group-level spatial analyses and inferences possible. Other 

algorithms accomplish automated image segmentation, and allow for applications such 

as parcellation of structural MRI scans into labeled regions(Fischl et al. 2004), 

identification of white matter tracts from diffusion MRI(O’Donnell et al. 2017), or 

identification of neuron structural boundaries in microscopic (EM) images(Jain, Seung, 

and Turaga 2010). Image-processing algorithms can further be applied to video 

recordings to automate the measurement, identification, and categorization of animal 

behaviors(Anderson and Perona 2014; Hong et al. 2015). Such tasks are otherwise 

accomplished manually, and the development of these technologies immensely reduces 

the required human time and effort, in turn enabling higher-throughput analysis 

pipelines. Beyond the added efficiency, with automated processes there is far less room 

for human subjectivity, biases, or error in coding of images or behaviors. Applied 

correctly, this can make results more objective, consistent, and reproducible. 

In addition to these algorithms that aid in data processing, another example of an 

application of machine learning techniques within the hypothesis-driven framework is 

as a strategy for hypothesis testing. For example, in a study on hippocampal-prefrontal 
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input and spatial working memory encoding, Spellman et al. optogenetically inhibited 

the ventral hippocampus (vHPC) projection to the medial prefrontal cortex (mPFC) 

during a spatial working memory task. From behavioral results, they drew the 

conclusion that input from vHPC to mPFC is critical for spatial cue encoding(Spellman 

et al. 2015). To further test this hypothesis, they trained a classifier on the mPFC 

population firing rate to decode the spatial location of the animal’s goal, and separately 

to decode the task phase. This classifier approach allowed them to quantify the 

reliability and strength of these mPFC neural representations. They were then able to 

statistically show that inhibition of the vHPC-to-mPFC signaling resulted in decreased 

classifier accuracy for spatial goal location but not for task phase. In other words, the 

ability to classify an outcome from the mPFC activity became a measure of how well that 

outcome was encoded in mPFC. This machine learning approach thus allowed them to 

test their hypothesis that these projections were specifically supporting working 

memory encoding of space, and not other task-relevant features. As another example, 

Paul et al., used supervised clustering to analyze single-cell transcriptomes of a set of 

previously anatomically and physiologically characterized cortical GABAergic neurons, 

and discovered that these categories in fact differ by a transcriptional architecture that 

encodes their synaptic communication patterns(Paul et al. 2017), confirming the 

subcategorization of these neurons. Thus, there are already many applications of 
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machine learning that serve to bolster hypothesis-driven research, by automating 

aspects of data processing or by yielding additional strategies for hypothesis testing. 

 

6.3 Machine Learning Beyond the Hypothesis-Driven Framework 

Machine learning has applications well beyond the hypothesis-driven 

framework. The more exploratory data-driven approach allows us to explore data in a 

way that is less limited by our hypothesis space. After all, experiments are only as useful 

as the hypotheses that they are designed to test, and full hypothesis testing on a 

drastically expanding dimensionality is intractable.  To this end, machine learning 

methods allow us to extract from our data the dimensions that explain the most variance 

or even to learn a data-driven taxonomy. For example, data-driven video analysis of 

behavior may not only serve as an automated replacement for human behavioral coding, 

but if an unsupervised approach is used, may even generate new behavioral 

classifications, unlimited by human a priori behavioral classification or labels(Anderson 

and Perona 2014). In fMRI, data-driven algorithms have been used to parcellate the 

brain based on fMRI functional connectivity data, yielding a functionally relevant fMRI 

atlas free of the constraints of a priori brain parcellations and labels(Craddock et al. 

2012). In another fMRI study, Chang et al. used machine learning to identify a sensitive 

and specific neural signature of affective responses to aversive images that was 

unresponsive to physical pain, thus allowing them to infer neural components 
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differentiating negative emotion from pain, “providing a basis for new, brain-based 

taxonomies of affective processes”(Chang et al. 2015). Along these lines, independent 

component analysis (ICA) and classification algorithms have been used to infer neural 

networks, decode brain states, or separate noise from signal(Calhoun et al. 2014; Jung et 

al. 2001; Lemm et al. 2011; Thomas, Harshman, and Menon 2002; Whitmore and Lin 

2016; Zuo et al. 2010). Such strategies for capitalizing on the high-dimensionality and 

multivariate nature of data are certainly not unique to neuroscience; the entire field of 

bioinformatics has emerged from this idea and is deeply rooted in machine 

learning(Larrañaga et al. 2006; Libbrecht and Noble 2015). 

By revealing structure in the data, such machine learning approaches may yield 

new, testable hypotheses. In a study examining the neural mechanisms underlying 

stress-induced behavioral adaptation, Carlson et al. recorded cellular activity and local 

field potentials from multiple brain regions. Using a supervised machine-learning 

approach, they found that cellular activity in two of the recorded brain regions 

infralimbic cortex and medial dorsal thalamus showed adaptation across repeated 

exposure to stress(D. Carlson et al. 2017). This led to a series of follow-up experiments to 

investigate whether and how these two regions were connected. The two regions were 

found to be functionally connected via cross-frequency phase coupling, which was 

further confirmed via an optogenetic manipulation experiment. In this case, machine 
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learning revealed potential predictors, generated a relevant hypothesis space, and 

helped us to design a (successful) confirmatory experiment. 

While certainly powerful as a brute force approach to hypothesis generation, 

data-driven machine learning approaches may also yield more direct insight into brain 

function. After all, the problems solved by the brain have strong parallels to the 

problems solved by machine learning. For example, we as humans must be able to make 

sense of all the multisensory information coming into the brain to make relevant 

inferences, like whether a person we are talking to may be angry(Wegrzyn, Bruckhaus, 

and Kissler 2015). Similarly, machine learning algorithms must learn structure from 

large multidimensional data, and moreover, it can be shown that allowing data from 

multiple modalities to fully interact and inform each other leads to more powerful 

biomarkers(Levin-Schwartz, Calhoun, and Adali 2017). Such parallels have made for 

incredibly powerful cross-pollination between machine learning and neuroscience. For 

example, reinforcement learning first emerged in computer science in the 1950s(Bellman 

1957, 2010; Sutton and Barto 1998). Quantitative models of reinforcement learning 

emerged to describe error-based learning(Bush and Mosteller 1951; Mackintosh 1975; 

Pearce and Hall 1980; Rescorla and Wagner 1972). Then in a seminal paper, Schultz et al. 

showed neuronal evidence for reward prediction error, a key element of reinforcement 

learning, in the brain(Schultz, Dayan, and Montague 1997), invigorating a whole branch 

of neuroscience(Gershman and Daw 2017; Niv 2009). Another example is that of deep 
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learning, a family of machine learning algorithms aimed at learning data 

representations; early artificial neural networks were inspired by neurobiology 

(McCulloch and Pitts 1990). The deep learning field continued to advance, and 

developments made on the computational front have now inspired hypotheses on the 

neuroscience front (Marblestone, Wayne, and Kording 2016). Thus, because of the 

similarity of the problems being solved by machine learning algorithms and the brain, 

statistical and computational developments can inform neuroscience and yield new 

theories of brain function. 

 

6.4 Validation of Machine Learning Results 

A common criticism of data-driven approaches is that they can be void of 

mechanism and thus can limit inferences and interpretation(T. Carlson et al. 2017). To 

return to the study on neural adaptation to repeated stress exposure(D. Carlson et al. 

2017), the discovery that the cell firing in the infralambic cortex and medial dorsal 

thalamus was related to the behavior provided little insight into the mechanism per se. 

What were the cells doing? How were the regions connected? In which direction does 

the information flow? Does the behavior drive the activity or vice versa?  Only through 

our follow-up experiments was it determined that the two regions were functionally 

connected through cross-frequency phase coupling. Further optogenetic manipulation 
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experiments revealed that the changes observed in this circuitry were part of a 

compensatory mechanism in response to repeated stress exposure. 

As illustrated, one way to overcome the limitations of each of these approaches is 

to design experiments that leverage the advantages of both approaches (Figure 27). A 

scientific study could be divided into two phases. The first phase would be aimed at 

exploration, discovery, and ultimately hypothesis generation. For instance, in an animal 

study, initial experiments would focus on collecting large, broad data sets, such as 

cellular activity, LFPs, motion, behavior, etc., from a mouse as it undergoes a contextual 

manipulation. Machine-learning approaches could identify relationships among the 

dimensions in ways that relate to the mouse’s physiology, behavior, and context, 

yielding specific hypotheses regarding these relationships. The second phase of the 

experiment would then be designed to test these concrete hypotheses, using a variety of 

techniques for biological manipulation. Viral strategies enable us to generate mice with 

specific and conditional genetic mutations. Technologies such as optogenetics and 

DREADDs (designer receptors exclusively activated by designer drugs) allow us to 

manipulate the activity of specific cell types, and in the case of optogenetics, with precise 

timing and frequency(Armbruster et al. 2007; Boyden et al. 2005). Such technologies 

allow us to test more refined hypotheses and discover more specific mechanisms 

underlying brain function, as a recent multisite in vivo recording study showed by 

linking large scale neural dynamics to stress-related behavioral dysfunction(Hultman et 
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al. 2016). In human subjects, a similar chain of events could be carried out. From 

machine learning on a high-dimensional fMRI or electroencephalography (EEG) dataset, 

one could generate hypotheses about functional encoding of behavior, then manipulate 

the putative encoding through focused brain stimulation. Invasive and non-invasive 

stimulation techniques are far from the precision of optogenetics, but there is emerging 

evidence that they can be used to change specific features of brain activity(Philip et al. 

2017; Smart, Tiruvadi, and Mayberg 2015; Widge et al. 2017). 

 

Figure 27: Model for data-driven science supporting hypothesis-driven science. 
Within the framework of hypothesis-driven science, machine learning can be used to 

generate hypotheses to be subsequently tested. 

Regardless of whether we use these machine learning approaches to generate 

hypotheses or to learn something about the computations being carried out in the brain, 

our success will depend heavily on the model space we choose. A common aphorism in 

statistics states, “All models are wrong, but some are useful”(Box 1979). In other words, 

no model we come up with can fully describe what is happening in a given system; 

however, a model can nonetheless be useful, capturing some amount of truth or making 
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reliable predictions. So how do we know which models are useful? Validation is key. For 

example, while Drysdale et al.(Drysdale et al. 2017) were able to determine patterns of 

neural activity that clustered with behavioral symptoms and treatment responses in a 

cohort of depressed subjects, the scientific and potential clinical value of their finding 

would have been dramatically diminished if their model failed to predict which 

treatments a new patient with depression would respond to. Simply put, we can find 

regularities in nearly any data set, but the real test is whether those regularities or 

predictions hold up using additional (non-overlapping) data sets handled in the same 

manner(Woo et al. 2017). Generally, this level of validation is performed within research 

groups, where model predictions generated on a subset of data acquired during an 

experiment are validated on another subset of data that was held out during the model 

generation stage. For example, cellular firing data acquired for animals during a selected 

subset of experimental days may be used to develop the machine learning models, while 

data from other days may be used for model validation (Figure 28, top). The limitation 

of this strategy is that while the model solution may apply to the specific group of 

animals used for experimental testing, it may not extrapolate to new animals. Thus, it is 

more optimal for the model validation to be performed out-of-subject. In this scenario, 

the model would be developed using all of the trials from a specific set of experimental 

animals, then validated using another set of experimental animals (Figure 28, bottom).  

The next level of validation is determining whether similar findings will hold up across 
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research groups. In fact, in their study, Drysdale et al., replicated their initial findings 

from their unsupervised clustering analysis in a completely separate data set, thus 

adding confidence that these findings are robust(Drysdale et al. 2017). This level of 

validation has always been the gold-standard for both data- and hypothesis-driven 

scientific discovery. 

 

Figure 28: Hold-out-trial versus out-of-sample model validation. Validation 
commonly accomplished within animal. For example, a model might be trained on 

subsets of each animal’s data (top, green) and tested on the remainder of data from the 
same animal (top, yellow). Here, we propose training on a subset of the animals 
(bottom, green), and testing on an independent set of animals (bottom, yellow). 

 

6.5 Explainable Artificial Intelligence: A Vision for Machine 
Learning 

With proper validation, machine learning has great promise both within and 

beyond the hypothesis-driven experimental framework. Nonetheless, machine learning 
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further holds the potential to generate unifying models of brain function and behavior. 

Maximizing this potential of machine learning in neuroscience will require a different 

type of validation approach that emphasizes interpretability and generalizability. In 

other words, do the machine learning-discovered models capture fundamental 

principles of brain function and reflect causative phenomenon that extrapolate across 

multiple biologically relevant contexts? Explainable artificial intelligence (XAI) 

emphasizes the development of more interpretable, explainable models and should be 

the ultimate goal of big data-neuroscience (Figure 29). To achieve XAI, machine learning 

models must accomplish a broad set of comprehensive goals. Firstly, models must be 

based on measurements of brain biology such as cell firing, LFP oscillations, protein 

levels, blood-oxygen level dependent (BOLD) MRI signal, scalp EEG, etc. Second, 

models must explain how measured features are organized relative to each other 

(explainable generative models, which provide a probabilistic description of how the 

complex observed data can be synthesized from simpler, explainable properties). 

Explainability, or interpretability, is crucial; while a very complex model might yield 

more accurate predictions than a simpler model, a high priority for XAI is 

understanding how the model works and how the variables interact. Third, models 

must predict specific outcomes such as behavioral or physiological changes in response 

to perturbations on the system (predictive models and discriminative, or conditional, 

models). Fourth, models must extrapolate across multiple subjects (generalizable 
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models). Fifth, models must extrapolate across multiple biological contexts (convergent 

models). An example of an explainable model is the Krebs Cycle, which describes how 

multiple enzymes and substrates are organized together to generate energy. 

Additionally, this model of energy production extrapolates across individuals, and 

across many biological models of health and disease. 

 

Figure 29: Explainable Artificial Intelligence (XAI). Here we present a vision 
for leveraging machine learning toward developing unified models. The criteria for 
models achieving XAI are that they must be based on measurable brain biology and 

be generative, discriminative, generalizable, and convergent. 

XAI fits well with the RDoC framework, which strives to integrate many levels of 

explanation to better understand basic dimensions of human brain function underlying 

behavior. An XAI model may, for example, explain how gene expression, cell firing, 

and/or oscillations across multiple brain regions are organized within a biological 

network. The dependencies inferred among these neural network components should 

show predictable changes, given an experimental perturbation of gene expression, or 
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cellular excitability, or oscillatory synchrony. The model would also explain how this 

network relates to a behavior, such as sociability, and it would extrapolate across 

multiple individuals. Finally, this model would explain why normal social behavior is 

disrupted in seemingly distinct clinical phenomena such as depression and autism. 

Thus, XAI could comprehensively explain phenomena at multiple levels and their 

relationships with each other, and demonstrate that this explanation withstands 

hypothesis-based perturbations and validation. 

  Developing these explainable models will require big data sets. One potential 

strategy for acquiring these data sets could involve longitudinal observations in a 

relatively small number of subjects (i.e., in the hundreds range). This approach would 

ultimately facilitate many repeated observations of the brain during behavior. The 

explainable models would then be built using within-subject variance, isolating the 

relationship between brain function and behavior relative to a drifting biological 

baseline. The advantage of this approach is that it can initially be implemented by a 

smaller number of research groups. Another potential strategy could be to collect time-

limited data across a much larger number of subjects. (i.e., in the tens of thousands to 

millions range). The explainable models would then be built using across-subject 

variance. This latter approach would likely require that many research groups 

collaborate in the data collection phase. A critical first step would be to align collection 

methods, standards, and paradigms across a broad research community, as many within 
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the neuroimaging community are already doing(Gorgolewski et al. 2016; Poldrack et al. 

2013). 

Since developing these explainable models will ultimately also require 

observations and hypothesis testing in both human and animal studies, directed efforts 

to build transdisciplinary teams made up of neuroscience researchers, clinicians, and 

data scientists with varying levels of analytical expertise are warranted. These directed 

efforts may include developing novel funding mechanisms, or revising current peer 

review processes to prioritize grant applications that include both human and animal 

studies. Nevertheless, it will not simply be sufficient to build teams that include 

expertise in genetics, cellular/molecular neuroscience, systems neuroscience, cognitive 

neuroscience, treatment paradigms including pharmacology and neuromodulation, 

behavior quantification in health and disease, statistics, and machine learning. Rather, a 

unique new group of scientists capable of bridging the broad gaps between these 

disciplines will be needed to yield the promise of XAI. These scientific “integrators” will 

need expertise in multiple disciplines, enabling them to successfully translate across the 

intellectual and cultural boundaries that exist between fields. These boundaries may 

exist at the level of logic constructs (such as the difference between frequentist and 

Bayesian statistics), or at the level of simple language. For example, the word “model” 

has a different connotation for each of the fields described above. 
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So where do we find these scientific integrators? Simply put, we must train them. 

The medical scientist training program, in which students are trained as both basic 

scientists and clinicians, is a long-standing example of an approach for developing 

scientific integrators. Along these lines, our nation’s neuroscience leadership has 

highlighted the important role that psychiatrists cross-trained in 

engineering/mathematics will play in advancing neuroscience, and grant mechanisms 

that foster postdoctoral cross-training in neuroscience and data science have recently 

been promoted through the national BRAIN Initiative(“RFA-MH-17-250: BRAIN 

Initiative Fellows: Ruth L. Kirschstein National Research Service Award (NRSA) 

Individual Postdoctoral Fellowship (F32)” n.d.). Finally, we must continue to adapt our 

neuroscience ecosystem to promote studies that advance XAI. For example, federal 

agencies can optimize grant review processes both by promoting the broad participation 

of data scientists and scientific integrators in peer review panels, and by educating peer 

reviewers on the strengths of data-driven science. There is without doubt still room and 

a necessary scientific role for traditional hypothesis-driven experiments, but if we are to 

expand neuroscience to incorporate big data and XAI, then we must allow for and 

encourage interdisciplinary integrative peer review as well. 

Machine learning thus holds great promise in advancing the field of 

neuroscience, not as a replacement for hypothesis-driven research, but in conjunction 

with it. Machine learning tools can bolster large-scale hypothesis generation, and they 
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have the potential to reveal interactions, structure, and mechanisms of brain and 

behavior. Importantly, given the dangers of spurious findings or explanations void of 

mechanism, care must be taken to ensure the utility of such an approach. It is with 

proper replication, validation, and hypothesis-driven confirmation that machine 

learning analysis approaches will fulfill the great promise they hold, allowing us to 

make greater strides toward understanding how the brain works. 
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7. Conclusions 
In my work, I demonstrated a use of data-driven machine learning to identify an 

anticipatory network, and I then characterized the ways in which it is modulated by task 

demands, motivational level, and circuit disruptions. I identified and characterized this 

network in one set of animals, and then validated it in another set of animals. Then I 

extended the characterization approach to humans, a whole different species, showing 

that this level of analysis has the potential to be translated across species and recording 

modalities. This work demonstrates a level of analysis and an application of machine 

learning is amenable for cross-species translation, and this anticipatory network sheds 

insight on a mechanism by which motivation and cognition interact, and holds promise 

as a temporally rich signal for future investigation of subjective motivational state.  
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