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Abstract—An RRAM-based computing system (RCS) provides
an energy efficient hardware implementation of vector-matrix
multiplication for machine-learning hardware. However, it is
vulnerable to faults due to the immature RRAM fabrication
process. We propose an efficient fault tolerance method for RCS;
the proposed method, referred to as extended-ABFT (X-ABFT),
is inspired by algorithm-based fault tolerance (ABFT). We utilize
row checksums and test-input vectors to extract signatures for
fault detection and error correction. We present a solution to
alleviate the overflow problem caused by the limited number of
voltage levels for the test-input signals. Simulation results show
that for a Hopfield classifier with faults in 5% of its RRAM
cells, X-ABFT allows us to achieve nearly the same classification
accuracy as in the fault-free case.

I. INTRODUCTION

Matrix-based computation is extensively used in advanced
neural-computing algorithms. With advances in hardware-
based machine learning, there has been a tremendous increase
in the matrix size required for real-time computation, and tra-
ditional CMOS implementations lead to high computation time
and excessive power consumption [1]. Resistive-switching
random-access memory (RRAM) provides a promising tech-
nology for matrix-vector multiplication. The crossbar structure
of an RRAM array exploits the high degree of parallelism
in the analog domain, thus significantly reducing the time
complexity from O(rxbar cxbar) to O(1), where the matrix size is
rxbar×cxbar. The computing-in-memory architecture of RRAM
reduces data transportation, thus providing a more energy
efficient implementation of matrix-vector computing.

However, the applicability of the RRAM-based computing
system (RCS) architecture is limited by reliability problems
that arise from the immature fabrication techniques associated
with RRAMs [2] [3]. Faults in RCS can be classified as being
either soft or hard depending on whether the resistances of
the faulty cells can be tuned. Soft faults are manifested as
deviations from correct values, but RRAM cells with soft
faults are tunable. They are typically caused by non-ideal write
operations and parameter deviations. Hard faults, which force
cells to be stuck at fixed values, are caused by fabrication
defects and limited endurance. These include stuck-at-0 (SA0)
and stuck-at-1 (SA1) faults [4], which force cells to be stuck at
a high-resistance state and a low-resistance state, respectively.
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In this paper, we target SA0 faults, SA1 faults, and soft faults
that cause severe conductance deviations [5]. All these types
of faults can be detected by the proposed method, and the
magnitude of deviations due to the soft faults can be obtained
for error correction.

Studies have shown that even among chips that pass man-
ufacturing test, many faults appear in the field during read
and write operations [2], [5] because of the limited write
endurance of RRAM cells. Various approaches have been
proposed to tolerate RRAM faults in neuromorphic computing
applications. For example, [6], [7] first train a neural network
in the fault-free case, and then re-train the network based
on the fault distribution to tolerate hard faults. The work in
[8] proposed a new mapping method, and used redundant
crossbars and independent redundant columns to tolerate hard
faults. The sparsity of neural networks was used in [9] to
map the zeros in the weight matrices to RRAM cells with
SA0 faults. However, all these methods are based on the
assumption that the fault distribution is known. Hence, there
is a need for efficient methods for on-line fault detection and
error correction.

The March test has recently been proposed for RRAM fault
detection [4]. However, this method tests each RRAM cell
sequentially; thus it is not useful for on-line testing due to
high test time. A sneak-path technique is proposed in [10] to
increase test parallelism by testing a group of adjacent RRAM
cells simultaneously. However, the time complexity, which is
linear in the array size, still remains unacceptable for on-line
test. Error-correction codes (ECC) can also be used [11], but an
ECC solution is useful only when RRAM is used as memory
for storing data. We are investigating the more general use of
RRAM for computing.

In this paper, we propose a fault-detection and error-
correction method that is inspired by algorithm-based fault
tolerance (ABFT) [12]; we refer to it as the extended-ABFT,
or X-ABFT for short. X-ABFT can ensure the recognition
accuracy of neural-network applications. It is efficient because
the test time increases only as the square root of the array size.
We present the theoretical framework of X-ABFT as well as
computationally efficient algorithms to utilize the theory. The
main contributions of this paper are as follows:

1) We extend ABFT along the time dimension, and refer
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Fig. 1 (a) The crossbar structure of RRAM. (b) The dot-
product computed in an RRAM crossbar.

to it as X-ABFT, and propose an encoding method
for X-ABFT. Two checksum vectors (non-weighted and
weighted) and multiple test-input vectors are used to
obtain fault-detection signatures. Fault detection, local-
ization, and error correction are carried out by analyzing
these signatures.

2) We propose a method to detect faults in the cells that
store checksums. Specific fault localization methods are
presented for these cases.

3) We propose a method to alleviate the overflow problem
that arises due to the limited number of voltage levels
available for the test-input signals.

The rest of the paper is organized as follows. Section II
provides an overview of RRAM-based computing and ABFT.
Section III describes how we can apply X-ABFT to RCS. De-
tails about fault localization and error correction are presented
in Section IV. Section V describes a method to alleviate the
overflow problem. Simulation results are presented in Section
VI. Finally, Section VII concludes the paper.

II. PRELIMINARIES

A. RRAM-based Computing

RRAM is a non-volatile memory technology that stores data
by modulating the resistances of passive two-terminal cells.
Fig. 1(a) shows the crossbar structure of an RRAM array
with M word-lines and N bit-lines, where each word-line is
connected to each bit-line via an RRAM cell. When we apply
voltages to all the word-lines (as inputs), the crossbar structure
can perform matrix-vector multiplication in the analog domain.
If V(i) is the input voltage of the ith word-line, G(i,j) is the
conductance of the RRAM cell connecting the ith word-line
to the jth bit-line, and the current through this RRAM cell is
I(i,j), we have I(i,j) = V(i) × G(i,j). Based on the design
of RRAM and the underlying technology, the conductance
of each RRAM cell G(i,j) can be any value between the
maximum and the minimum conductance. However, the con-
ductances are generally mapped into multiple quantized levels
in RRAM-based computing systems, and noise margins and
guard bands are added to each level [13]. In this way, uninten-
tional resistance changes caused by noise can be detected [14].
Therefore, integers are used in this paper to denote the discrete
conductance levels. As Fig. 1(b) shows, the currents on the
same bit-line are aggregated, just as the accumulation step
in vector-vector multiplication. Hence, the RRAM crossbar
collectively computes I = V · G, where I is the vector of
output currents, V is the vector of input voltages, and G is
the conductance matrix.

B. ABFT

Algorithm-based fault tolerance (ABFT) was first proposed
for processor arrays in [12]. The basic idea of ABFT is to
encode matrices with checksums (the sum of each row or col-
umn), compute using both the original and encoded data, and
generate an output matrix that consists of the computed results
and checksums simultaneously. The sums of rows/columns are
compared with the corresponding checksums in the output
matrix, and the location of the fault is given by the intersection
of the row and the column with the incorrect checksums.

For example, as shown in Fig. 2(a), assume that a processor
in the first row and the second column is faulty. An error is
generated at the same position (O(1,2)) in the output matrix.
Therefore, as shown in Fig. 2(b) the checksum output for the
first row is not equal to the sum of the outputs in this row (i.e.
Or(1) 6= O(1,1)+O(1,2)). Similarly, a discrepancy in the second
column can be detected by the column checksum (i.e. Oc(2) 6=
O(1,2) +O(2,2)). As a result, the fault can be localized as the
intersection of the first row and second column. Moreover,
the correct output of a faulty processor can be obtained by
subtracting the sum of the other observed outputs from the
checksum output.

Several extensions have been proposed for ABFT in the lit-
erature. To detect multiple faults and correct the corresponding
errors, a weighted checksum scheme was proposed in [15]. To
further improve the capability of fault detection, [16] partitions
the matrices into small blocks, and adds a row checksum
and a column checksum to each block. The partitioning
method is extended to GPU applications in [17], and [18]
extends ABFT to parallel matrix multiplication applications.
However, these methods are not feasible for RCS. This is
because, in all the applications targeted by these methods, e.g.,
processor arrays [19], GPUs [17] and the processing elements
for parallel matrix-vector multiplication [18], each processing
unit generates outputs independently. However, the outputs of
RCS are determined by all the cells that are connected to the
corresponding bit lines. In this way, as shown in Fig. 2(c), each
column of the RCS generates only one output at a time, hence
it is impossible to obtain the column checksum outputs and the
computation outputs at the same time. Therefore, traditional
ABFT solutions cannot be utilized for fault localization in RCS
since the intersection of a row and column cannot be carried
out using an output vector.

III. X-ABFT: ABFT FOR RRAM-BASED COMPUTING

An RRAM-based computing system generates only one
output vector at a time. In order to accomplish fault detection
and localization for RCS, we extend ABFT along the time
dimension by collecting the outputs from multiple clock cy-
cles. Note that RCS represents a computing-in-memory design;
to perform matrix-matrix multiplication, one matrix is stored
as the conductance matrix (G) in the RRAM crossbar array,
while the other matrix is stored as a matrix of input voltages
(V). As a result, the row checksums of the RCS can be stored
in extra RRAM cells, while the column checksums, which
should be the sums of input voltages, are implemented as extra
input voltages in an extra test cycle. In this way, as shown in
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Fig. 2 Traditional ABFT: (a) In processor arrays, each processing unit generates outputs independently, and an output error
can be mapped to a unique fault; (b) In processor arrays, the fault can be localized as the intersection of the mismatched row
and column; (c) RCS generates one output vector at at time, hence traditional ABFT cannot be utilized.
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Fig. 3 Illustration of ABFT extended along the time dimension
for the RCS. The outputs of the RCS are collected over
multiple cycles to form an output matrix.

Fig. 3, a similar output matrix can be obtained after three
cycles (i.e., two computation cycles and one test cycle).

Assume that an RRAM cell in the first row and the second
column is faulty, leading to a conductance deviation that equals
d. Errors are generated at all the outputs for the second
column (O(1,2), O(2,2) and Oc(2)). The discrepancy between
the computation result O(1,2) and expected result can be
expressed as V(1,1)·d. Similarly, the deviation at O(2,2) is equal
to V(2,1) ·d. Since the column checksum is implemented as the
sum of input voltages (i.e., Vt(1) = V(1,1)+V2,1), the deviation
at Oc(2) equals (V(1,1) + V(2,1)) · d. Based on this design, no
discrepancy can be found between the checksum and the sum
of the cells in this column (i.e., Oc(2) = O(1,2)+O(2,2)). As a
result, the checksum design based on traditional ABFT cannot
determine the column address corresponding to an RRAM
fault even though we have extended the ABFT along the time
dimension. Moreover, since the row checksums are calculated
without using the faulty cell, the row checksums (i.e., Or(1),
Or(2) and Os(1)) have no discrepancy from the correct values.
However, each row has an incorrect output in the second
column. Therefore, the values of the row checksum cells are
all different from the sums of cells in the corresponding rows,
and the row address for the fault cannot be determined. To
address this challenge, we propose the X-ABFT method for
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Fig. 4 Encoding of an RRAM crossbar with non-weighted
checksums and weighted checksums.

RCS. This method not only extends traditional ABFT, but it
also uses a new checksum design. Two checksum columns and
multiple test input vectors are designed to locate the faults.

The rest of this section is organized as follows. Section III-A
describes the use of two checksum columns for faulty column
identification. Section III-B describes the design of test-input
vectors to identify a faulty row. Based on checksum columns
and test-input vectors, signatures are extracted to determine
whether there are faults in Section III-C. In Section III-D, the
parameter settings of X-ABFT is analyzed. The steps of the
X-ABFT procedure are shown in Subsection III-E.

A. Faulty Column Identification: Two Checksum Columns

To facilitate encoding, two extra RRAM columns are added,
and they store the non-weighted and weighted checksums,
respectively, for an RRAM array of size of rxbar × cxbar. The
conductance value of an RRAM cell in the non-weighted
checksum column is set to the sum of the computation
cells in the same row of the RRAM crossbar. As shown in
Fig. 4(a), the non-weighted checksum can be expressed as
Gr(i,1) =

∑cxbar
j=1G(i,j) , where i is the row address. Similarly,

the conductance value of an RRAM cell in the weighted
checksum column is set as Gr(i,2) =

∑cxbar
j=1WG(j)G(i,j) ,

where WG is a weight vector for the checksums, and the values
in WG are integers and determined by the column address
j. An example is shown in Fig. 4(b). Here, WG(1) = 1,
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WG(2) = 2, Gr(4,2) = 1G(4,1) + 2G(4,2) = 8. Cells in the
dashed block are the checksum cells.

The non-weighted and weighted checksums are used to
calculate deviations and weighted deviations from the cor-
rect conductance sum, respectively. Because the weights are
designed to be correlated with the column address j, the
ratio of the weighted deviation to the non-weighted deviation,
allows us to locate the column address for the fault. For
example, if a stuck-at zero fault appears in the fourth row and
second column of the RRAM crossbar shown in Fig. 4(b), the
conductance of the RRAM cell G(4,2) is forced to fixed at zero.
Therefore, the non-weighted deviation is 3 and the weighted
deviation is 2×3 = 6. As a result, the ratio is 6/3 = 2, which
is the column address for the fault.

Just as in any encoding algorithm, the code space of the
proposed method limits the number of faults that can be
detected. To increase fault detectability, we vertically partition
a large RRAM crossbar array of size rxbar × cxbar into several
small sub-arrays of size rxbar × ct, where ct is the number of
columns in each sub-array. Two columns of checksum cells are
added to each sub-array, as shown in Fig. 4(c). The different
superscripts are used to denote different sub-arrays.

B. Faulty Row Identification: Test-input Vectors
To determine the row addresses of faults, we utilize multiple

test-input vectors. A test-input vector is a set of voltages
applied to each of the input ports in one cycle. For example,
as shown in Fig. 5, the first test-input vector is Vt(1) =
[Vt(1,1), Vt(1,2), 0, 0], which means that we apply voltage value
Vt(1,1) to the first input port, Vt(1,2) to the second input port,
and 0 to both the third and fourth input ports. When we
apply a zero voltage to an input port, the RRAM cells in the
corresponding row do not contribute to the output computation
results, as shown in Fig. 5. Therefore, in this example, only
the cells in the first row and the second row are tested, while
the cells in the other rows are isolated from the outputs by the
zero input voltages [20], [21].

By multiplying the test-input vectors with the matrix stored
in the RRAM crossbar array, we can identify row addresses
for the faults. This vector-matrix multiplication step calculates
the weighted sum for the elements in each column, where the
weights are the values of test-input vectors. As explained in
Section IV, the weights are designed to be highly correlated
with the row address for the cell.

The test-input vectors also allow us to partition the RRAM
array horizontally by setting specific elements in a test-input
vector to zero. We partition the RRAM crossbar array of size
rxbar × ct into multiple sub-arrays with size rt × ct, and each
sub-array under test is referred to as a test block. Assume that
the number of test-input vectors utilized in each test block is
M , the first M test-input vectors are used to determine the
correctness of the RRAM cells in the first rt rows because the
values of the (rt +1)th element and the following elements of
these test-input vectors are zero. Fig. 5 shows an example of
the design of test-input vectors with M = 2, and rt = ct = 2.
To separately test all the sub-arrays, we need M × drxbar/rte
additional test-input vectors. Therefore, the test time increases
only as the square root of the array size.

C. Extraction of Signatures

Based on the extra checksum columns and test-input vec-
tors, the matrix-matrix multiplication procedure is shown in
Fig. 5. In each test block, the test outputs (blue solid-line
blocks in the output matrix) contain all the information we
need to locate the faults. We extract 2M signatures from
the test outputs to detect faults and correct errors. These
signatures, denoted by A(k) and B(k), are as follows:

A(k) =

 ct∑
j=1

Ot(k,j) −Os(k,1)

 /V0 (1)

B(k) =

 ct∑
j=1

WG(j)Ot(k,j) −Os(k,2)

 /V0 (2)

where k = 1, 2, ...,M is the index of the test-input vectors,
Os(k,1) and Os(k,2) are the outputs generated by applying the
kth test-input vector to the checksum RRAM cells in the non-
weighted and weighted checksum column, and Ot(k,j) is the
output generated by applying the kth test-input vector to the
computation RRAM cells in the jth column (j = 1, 2, ..., ct).
Note that V0 is the unit input voltage, whose value is limited
by noise of the system [22].

The architecture of an RRAM-based computing system
consists of RRAM crossbars, memory and conventional pro-
cessing units, e.g., a CPU [22]. This architecture is designed
for implementing neuromorphic computing, and can be re-used
to calculate the signatures (i.e., A(k) and B(k)) in our design.
Therefore, Os and Ot are generated efficiently from the RRAM
crossbar array, while the calculation of these signatures in
Equation (1) and Equation (2) are carried out in the connected
CPU.

When the test block is fault-free, the signatures satisfy the
condition A(k) =B(k) = 0. Specifically, for a fault-free test
block, we obtain two sets of equations as shown in Fig. 6,
where Vt(k) is the kth test-input vector, and its ith element is
denoted by Vt(k,i) (i = 1, 2, ..., rt). The conductance of the
non-weighted-checksum cell and weighted-checksum cell in
the ith row are denoted by Gr(i,1) and Gr(i,2), respectively. In
addition, G(i,j) is the conductance of the RRAM cell in the
ith row and jth column in the test block. The weight vector
used for weighted-checksum calculation is denoted by WG ,
where WG(j) is the jth element of vector WG.

In the presence of faults in a test block, a test-input
matrix consisting of M test-input vectors Vt(k) is applied
to the inputs. The test-input vectors can be expressed as
Vt(k) = V0 ·Wt, where Wt is the corresponding test-input-
weight matrix. Since V0 is the unit voltage, the values in the
test-input-weight matrix Wt are quantized to integers in this
paper. Based on this design, there is only a limited number
of distinct voltage levels available for the test-input signals.
This in turn places a restriction on the maximum number of
rows in each test block. To further improve the capability of
testing large test blocks, Section V describes an extension to
the solution described here.

In this way, we can expand (1) and (2) into:
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Fig. 6 Signatures are zero for fault-free cases.

A(k) =

ct∑
j=1

rt∑
i=1

Wt(k,i)G(i,j)−
rt∑

i=1

Wt(k,i)Gr(i,1) (3)

B(k) =

ct∑
j=1

WG(j)

rt∑
i=1

Wt(k,i)G(i,j)−
rt∑

i=1

Wt(k,i)Gr(i,2) (4)

As shown in (3), the signature A(k) is related to the
correctness of all the computation cells {G(i,j)} and the cells
in the non-weighted checksum column {Gr(i,1)} Similarly,
in (4), the signature B(k) is related to the correctness of all
the computation cells and the cells in the weighted checksum
column {Gr(i,2)} Because weights for the different cells are
different from each other, numerical relationships among these
signatures can be used to determine the faulty cells. Details
are explained in Section IV.

D. Analysis of X-ABFT

To simplify the proposed fault-detection and error-
correction method, we use the test-block partitioning method
described in Sections III.A and III.B. In this way, with an
appropriate test size, we can ensure that more than 98% of
test blocks have no more than two faults. We assume that
RRAM cell faults are independent and all cells have the same
probability of fault occurrence [8]. Under this assumption, the
random variable corresponding to the number of faults in a
test block obeys a binomial distribution, and this distribution
depends on the percentage of faulty RRAM cells and the test
size, where test size is defined as the number of cells in a
test block. For a fixed test size but with different percentages
of RRAM cells with faults, the probability distribution of the
number of faults in a single test block is shown in Fig. 7(a). In
order to ensure high fault coverage, we need to ensure that the
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Fig. 7 (a) Probability distribution of the number of faults for a
fixed test size (7×7), where θ refers to the percentage of faulty
cells in the RRAM array; (b) number of rows in a test block
that must be selected to ensure that P [#faults ≤ 2] ≥ 0.98.

probability that no more than two faults occur in a test block,
denoted by P [#faults ≤ 2], is sufficiently high. Therefore, the
test size should be chosen based on the percentage of faulty
cells. As shown in Fig. 7(b), with an appropriate test size,
P [#faults ≤ 2] can be made larger than 0.98. Hence, our
assumption of at most two faults in a test block is satisfied for
nearly all cases. Therefore, we limit ourselves to the cases of
at most two faults in a test block.

We next show that using the X-ABFT, the use of two test-
input vectors (M = 2) can guarantee the detection of up to two
faults, and using four test-input vectors (M = 4) can guarantee
the correction of up to two faults. Because of the independence
of each test block, we analyze an arbitrarily chosen test block
without any loss of generality. Let (x1, y1) and (x2, y2) be
the locations of the two faults (x1 ≤ x2), and d1 and d2
be the corresponding changes in conductance caused by these
faults. Let S = {A(1), B(1), A(2), B(2)} be defined as the set of
signatures. Let cell address e = (r, c) be defined as an ordered
pair where r is the row address and c is the column address
for an RRAM cell in the test block. In addition, let E = {e}
be the faulty set, i.e., the set of cell addresses of faulty cells:
e ∈ E iff d(r,c) 6= 0. Finally, let Cs be defined as the set of
RRAM cell addresses that are related to a signature s ∈ S,
which means the value of the signature s is affected and only
affected by the correctness of the cells whose addresses are in
Cs. We first present a lemma that characterizes the signatures
for a given fault pattern.
Lemma 1. For any s ∈ S that satisfies |Cs ∩E| = 1, we have
s 6= 0.

We use Lemma 1 to prove that single and double faulty cells
in a test block are always detected. The proof of the lemma
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and the theorem are included in the appendix.
Theorem 1. If |E| ≤ 2, there exists s ∈ S such that s 6= 0.

Theorem 1 shows that the use of two test-input vectors
(M = 2) can guarantee the detection of up to two faults.
Next we show that the use of four test-input vectors (M = 4)
can guarantee the correction of up to two errors, when the
errors appear in different rows (x1 6= x2).

The test-input matrix is designed as: Wt(k,i) = f(i)k−1,
where k = 1, 2, ...,M , f(i) is the weight function, and i is
the column address in the test-input matrix. The choice of f(i)
is described for each method in Sections IV-V. In this way, the
eight signatures from (3)-(4) can be expressed as follows:
A(1)=d1+d2 B(1)=y1d1+y2d2

A(2)=f(x1)d1+f(x2)d2 B(2)=f(x1)y1d1+f(x2)y2d2

A(3)=f(x1)
2d1+f(x2)

2d2 B(3)=f(x1)
2y1d1+f(x2)

2y2d2

A(4)=f(x1)
3d1+f(x2)

3d2 B(4)=f(x1)
3y1d1+f(x2)

3y2d2
(5)

We have proven in the appendix that these eight signatures
can correct two faults by showing that (5) has a set of unique
solutions for x1, x2, y1, y2,d1, d2, when the faults appear in
different rows (x1 6= x2) in computation cells.

E. Steps in the X-ABFT procedure

The proposed X-ABFT procedure includes the following
steps, and the procedure is shown in Fig. 8:

1. Partitioning and encoding: Partition an rxbar×cxbar RRAM
array into multiple rt × ct test blocks. For each test block,
use two extra columns to store non-weighted and weighted
checksums of corresponding rows.

2. Test operations: Add M×drxbar/rte test-input vectors for
every τ input vectors, where τ is the number of computing
cycles before each test round. Multiply the test-input vectors
by the encoded crossbar to generate a test-output matrix.

3. Fault detection and localization: For each test block,
compute the 2M signatures using (1)-(2). Non-zero signatures
imply that at least one fault exists in the block. Calculate the
row and column addresses for the faults with the signatures.

4. Matrix operations: Use the input vectors and the encoded
RRAM crossbar for matrix-matrix multiplication. This process
generates an output matrix that includes both computed results
and checksum outputs.

5. Error correction: When errors appear in computed out-
puts, we subtract the other (correct) computation outputs
from the checksum outputs, and use these results for error
correction.

6. Fault correction: A fault in an RRAM cell continues to
affect all the associated computing operations until we rewrite
the correct conductance value back to this cell. Therefore,
a fault-correction step should be carried out periodically to
avoid the accumulation of faults in a test block. For soft faults,
the conductance of the RRAM cells can be tuned. Hence, we
can re-write and verify the values in the correction step. For
hard faults, fault-tolerant schemes from prior work such as [8]
can be utilized because we have already localized the faulty
RRAM cells in Step 3.

IV. FAULT LOCALIZATION

In this section, we present techniques for locating faults. We
use an exponent-weight function f(i) = 2i−1 in this section,
and define the value in the kth row and the ith column in
test-input-weight matrix as Wt(k,i)=f(i)k−1=2(k−1)(i−1). The
number of test-input vectors M is set to four, based on the
explanation provided in Section III.D. The test-input matrix
Wt of size M × rt is as follows:

Wt =


20×0 20×1 · · · 20×(rt−1)

21×0 21×1 · · · 21×(rt−1)

22×0 22×1 · · · 22×(rt−1)

23×0 23×1 · · · 23×(rt−1)

 (6)

A. Faults in Computation Cells

Assuming that no more than two faults are present in the
computation cells of a test block, we denote the location of
the two faults as (x1, y1) and (x2, y2), and the conductance
deviations caused by the faults as d1 and d2, respectively. Then
the eight extracted signatures can be expressed as follows:

A(1)=d1+d2 B(1)=y1d1+y2d2

A(2)=2x1−1d1+2
x2−1d2 B(2)=2x1−1y1d1+2

x2−1y2d2

A(3)=4x1−1d1+4
x2−1d2 B(3)=4x1−1y1d1+4

x2−1y2d2

A(4)=8x1−1d1+8
x2−1d2 B(4)=8x1−1y1d1+8

x2−1y2d2

(7)

For the system of the equations in (7), which includes eight
equations with six unknowns, the following solution was
proposed in [15]. Let η = (A(1)A(4)−A(2)A(3))/(A(1)A(3)−
A2

(2))=2
x1−1+2x2−1. If we assume without loss of generality

that x1>x2, 2x1−1<η<2x1 , we obtain the fault locations [15]:

x1 = blog2(η)c+ 1 x2 = log2(η − 2x1−1)

d1 =
−A(2) + 2x2−1A(1)

2x2−1 − 2x1−1
d2 = −A(1) − d1

y1 =
−B(2) + 2x2−1B(1)

d1(2x1−1 − 2x2−1)
y2 =

−B(1) − y1d1
d2

(8)

B. Faults in Checksum Cells

For cases where the faults appear in the checksum cells, the
solution described in Section IV.A needs to be extended:

1. If A(2)/A(1) =A(3)/A(2) =A(4)/A(3), we can conclude
that the 2nd fault occurs in weighted checksum cells. Similarly,
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if B(2)/B(1) =B(3)/B(2) =B(4)/B(3), the 2nd occurs in the
non-weighted checksum cells. There is no need to calculate y2.
The parameters x1, x2, d1, d2 can be computed in the similar
way as described in Section IV.A, and y1 = B(1)/d1.

2. If A(1) =A(2) =A(3) =A(4) =0 , it implies that both
faults occur in the weighted checksums. Similarly, if B(1)=
B(2)=B(3)=B(4)=0 , both faults occur in the non-weighted
checksums. There is no need to calculate y1 and y2, but the
other parameters can be calculated using (8).

3. If A(2)/A(1) =A(3)/A(2) =A(4)/A(3) and B(2)/B(1) =
B(3)/B(2) = B(4)/B(3), we can conclude that the 1st fault
occurs in the non-weighted checksum cells, but the 2nd

occurs in the weighted checksum cells. There is no need to
calculate y1, y2. The other parameters can be expressed as:
d1=−A(1), d2=−B(1), x1=−A(2)/d1, x2=−B(2)/d2.

4. If the two faults occur in the same row, we can determine
only the row address for these faults.

V. OVERFLOW PROBLEM

To use the method in Section IV for fault localization and
error correction, the test-input voltage in the kth row and ith

column equals 2(k−1)(i−1)V0. However, this implies that the
test-input values can be large and there might be overflow due
to the limited number of voltage levels available for the test-
input signals. The magnitude of the overflow is determined
by the largest value Wmax in the weight matrix Wt; it can be
expressed as:

Wmax = (f(rt))
M−1 (9)

Therefore, the maximum value of Wmax is related to the weight
function (f ), the number of the test-input vectors (M ), and the
number of rows in a test block (rt).

One method to minimize Wmax is to replace f(rt) with a
measure that has a slower rate of growth with respect to rt. We
propose a linear-weight function, where f(i)= i. The M × rt
test-input matrix Wt is defiend as Wt(k,i) = f(i)k−1 = ik−1

The maximum input used in the linear-weight function method
decreases from Wmax=2(rt−1)(M−1) to Wmax=r

(M−1)
t , where

M = 4. However, this method is still confronted with overflow
when rt increases further, e.g., for rt = 10, Wmax = 1000.

The overflow problem can be further alleviated by reducing
the number of test-input vectors M . In order to obtain the
same amount of information to correct two faults, we reduce
M to two, while using signatures obtained from two test
rounds. Since it is not necessary to test the RRAM crossbar
after every computing operation, we perform a test round after
every few computing operations. A test round is a procedure
that consists of the test operation, fault detection, and the
fault localization steps. Because the interval time between two
consecutive test rounds is short, it is acceptable to assume that
in two consecutive test rounds: 1) new faults do not appear,
and 2) the status of faulty cells do not change. In this way, we
can obtain the same amount of information and correct two
faults with two test-input vectors (M = 2) instead of four.

In each test round, a fault at any given location causes
a different deviation from the expected conductance value,
because the expected values are different for different matrix

operations. Therefore, d1, d2 are the conductance deviations
caused by the two faults in the first test round, and d3, d4 are
the conductance deviations in the second test round. Using the
linear-weight function, the set of equations corresponding to
the signatures is shown in (10).

d1+d2=A(1)|t=1 y1d1+y2d2=B(1)|t=1

x1d1+x2d2=A(2)|t=1 x1y1d1+x2y2d2=B(2)|t=1

d3+d4=A(1)|t=2 y1d3+y2d4=B(1)|t=2

x1d3+x2d4=A(2)|t=2 x1y1d3+x2y2d4=B(2)|t=2

(10)

where t is the index of a test round. For example, the signature
A(1) from the first test round is denoted by A(1)|t=1. For the
system of the equations in (10), which includes eight equations
with eight unknowns, we can obtain the fault locations (x1, y1)
and (x2, y2) by solving these equations as follows.

To further simplify the presentation, these eight signatures
are denoted by P,Q,R, S in this subsection.

d1 + d2 = A(1)|t=1 = P1

y1d1 + y2d2 = B(1)|t=1 = Q1

x1d1 + x2d2 = A(2)|t=1 = R1

x1y1d1 + x2y2d2 = B(2)|t=1 = S1

d3 + d4 = A(1)|t=2 = P2

y1d3 + y2d4 = B(1)|t=2 = Q2

x1d3 + x2d4 = A(2)|t=2 = R2

x1y1d3 + x2y2d4 = B(2)|t=2 = S2

(11)

To solve (11), we divide these equations into three groups.{
d1y1 + d2y2 = Q1

d3y1 + d4y2 = Q2

{
d1x1 + d2x2 = R1

d3x1 + d4x2 = R2{
d1x1y1 + d2x2y2 = S1

d3x1y1 + d4x2y2 = S2

We can express x1, x2, y1, y2, x1y1, and x2y2 using d1, d2, d3,
and d4 according to Cramer’s Rule from linear algebra. After
that, we can further substitute d2 = P1−d1 and d4 = P2−d3
into the equations, and express x1, x2, y1, y2, x1y1, and x2y2
using only d1 and d3:

y1 =
Q1d4 −Q2d2
d1d4 − d2d3

=
Q1P2 −Q2P1 +Q2d1 −Q1d3

P2d1 − P1d3
(12)

y2 =
Q2d1 −Q1d3
d1d4 − d2d3

=
Q2d1 −Q1d3
P2d1 − P1d3

(13)

x1 =
R1d4 −R2d2
d1d4 − d2d3

=
R1P2 −R2P1 +R2d1 −R1d3

P2d1 − P1d3
(14)

x2 =
R2d1 −R1d3
d1d4 − d2d3

=
R2d1 −R1d3
P2d1 − P1d3

(15)

x1y1 =
S1d4 − S2d2
d1d4 − d2d3

=
S1P2 − S2P1 + S2d1 − S1d3

P2d1 − P1d3
(16)

x2y2 =
S2d1 − S1d3
d1d4 − d2d3

=
S2d1 − S1d3
P2d1 − P1d3

(17)

By substituting (13) and (15) into (17), we obtain a quadratic
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equation with one unknown λ (λ = d1/d3), and the roots of
this equation are:

λ =
d1
d3

=
a12 ±

√
a212 − a11a22
a11

(18)

where

a11 = S2P2 −R2Q2, a22 = S1P1 −R1Q1,

a12 = (S1P2 + S2P1 −R1Q2 −R2Q1)/2.

Similar to (18), we obtain another equation in terms of d1 and
d3 by substituting (12) and (14) into (16). After substituting
λ into the equation obtained from (12), (14) and (16), we
derive a quadratic equation with unknown d3. We can solve
the quadratic equation to get the roots of d3, and we obtain
d1 = λd3, d2 = P1 − d1, and d4 = P2 − d3. By substituting
these results into (12)-(15), we can calculate x1, y1, x2, and
y2, and consequently determine the locations of the two faults.

As an example, suppose the deviations from the expected
conductances caused by two faults are d1 = 2, d2 = −1 in
the first test round, and d3 = 3, d4 = −2 in the second test
round. The row and column addresses for the first fault are
x1 = 1, y1 = 2, and the row and column addresses for the
second fault are x2 = 2, y2 = 1. From (10), we can obtain
the following signatures: P1 = 1, Q1 = 3, R1 = 0, S1 = 2,
P2 = 1, Q2 = 4, R2 = −1, S2 = 2. From (18), we can
obtain λ = 2/3, 1/2, and from the quadratic equation about
d3, we can deduce that the only possible solution is λ = 2/3
and d3 = 3. In this way, we have correctly determined the
locations of both faults.

Note that the above solution is based on the assumption that
the locations of faults do not change between two successive
rounds. However, this assumption is not valid in all scenarios.
For example, write variation is a type of random noise that
occurs during write operations [23], [24]. For RRAM cells
with high write variation, the distribution of faulty cells may
change between two test rounds, and alternative methods must
be explored.

VI. SIMULATION RESULTS

In this section, we present simulation results to evaluate
the effectiveness of X-ABFT. Most existing designs of neu-
romorphic computing systems tolerate faults by utilizing the
inherent fault tolerance of neural computing algorithms [3]. To
accurately evaluate the effectiveness of the proposed X-ABFT,
our simulation results focus on the performance improvement
of basic matrix-matrix multiplication operations.

A. Precision and Recall
We use the statistical metrics of precision (PR) and recall

(RE) to evaluate the percentage of incorrect test outcomes,
i.e., a fault-free cell is determined to be faulty, or vice versa.
These metrics are defined as follows: PR = TP/(TP +FP ),
and RE = TP/(TP + FN), where TP denotes the number
of correctly identified faulty cells, FN denotes the number of
erroneously identified faulty cells, and FP denotes the number
of fault-free cells that are identified as being faulty.

All experiments were performed on an Intel Core i5 2.7 GHz
processor with 12 GB of memory. Since there is no consensus

Fig. 9 Fault-detection precision and recall of X-ABFT with
different percentages of faulty cells.
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Fig. 10 Hopfield classifier results.

about an appropriate fault model for an RRAM crossbar,
we use the widely accepted uniform fault distribution, and
percentage of faults is in the range of 2% to 10% [4]. The
crossbar size used in simulations is 512× 512 [23].

Fig. 9 shows the values of precision and recall obtained
as we varied the percentage of faulty RRAM cells; θ refers
to the percentage of faulty cells in the RRAM array. As the
number of rows in a test block increases and the percentage of
faulty cells increases, the recall decreases. However, with an
appropriate test size, the recall can be made larger than 82%.
As the number of rows in a test block increases, the precision
decreases slowly, but it is always higher than 80%, even when
as many as 10% of the RRAM cells are faulty.

X-ABFT was also found to be effective for error correction.
Fig. 11 shows that, among the errors that are generated from
the detected faults, more than 85% can be corrected with a
proper setting of the test block. As the percentage of faulty
RRAM cells increases, the performance of successful cor-
rection drops slowly. The percentage of successful correction
decreases when the number of rows in a test block increases.
These results show that X-ABFT can correct output errors in
the outputs without any additional fault-correction scheme.

To further highlight the benefits of X-ABFT, we use an
RRAM array to accelerate a Hopfield classifier. Hopfield
neural network was proposed in [25] as a fully connected
recurrent neural network, and shows powerful capability in
pattern recognition tasks. Since the number of patterns that are
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Fig. 11 Percentage of detected faults that can be corrected.

able to be stored in a Hopfield neural network is approximately
0.15 times the number of neurons [25], we use the Hopfield
neural network to recognize the image of seven digits, and
each image contains 7×7 pixels. A memristor-based Hopfield
neural network design is studied in [26]. In our simulation,
an RRAM crossbar array of size 49 × 49 is used for pattern
recognition. Each RRAM cell stores the weight between two
pixels, and can be tuned to eight different possible conductance
levels. When a stuck-at fault exists, the weight that stored
inside the faulty cell cannot be tuned during the training
process, and hence the recognition accuracy is reduced. The
image patterns to be recognized were polluted with Gaussian
noise (σ = 0.2) [26]. The classification results are shown
in Fig. 10(b). When 5% of the RRAM cells are faulty, the
classification accuracy drops from 85.58% to 75.78%. With the
help of X-ABFT method, the recognition accuracy is improved
to 81.37%, which is close to the result with no fault. This is
because, as shown in Table I, 5% faulty cells cause deviations
in 70.4% of the outputs. By applying X-ABFT, the percentage
of RRAM cells with effective faults is reduced to 1.2%,
and more than 67% of the outputs deviations are corrected.
The average number of iterations before convergence is also
reduced from 3.79 cycles to 2.53 cycles. Therefore, there is
a 33% saving in classification time. As shown in Fig. 10(a),
compared to [10], X-ABFT needs much less time for fault
detection, and is only slightly worse in terms of accuracy and
convergence time.

B. Time and Hardware Redundancy

The cost of X-ABFT can be divided into time cost and
hardware overhead; they can be evaluated in terms of time
and hardware redundancy. Let the RRAM crossbar be of size
rxbar×cxbar, and the input voltage matrix to be of size τ×rxbar.
The size of a test block is rt × ct.

The time and hardware redundancies, TR and HR, respec-
tively, are: TR = (τ +Mdrxbar/rte)/τ , HR = (cxbar + (2 +
3)dcxbar/cte)/(cxbar) ≈ 1 + 5/ct, where τ is the number of
computation cycles between two test rounds. The value of τ is
set to the expected number of cycles before a new fault appears
in a test block. Based on the Gaussian distribution model with
µ = 107, σ = 6× 106 for the endurance of each RRAM cell

[9], [27], we computed τ to be 10000. Because of the limited
number of states in an RRAM cell, each non-weighted and
weighted checksums is stored in two and three RRAM cells,
respectively. The size of the test block is selected to ensure
that P [#faults ≤ 2] ≥ 98%. Since TR is related to rt and
HR is related to ct, we can trade off between TR and HR by
altering the shape of the test block (different rectangles). For
example, suppose that the percentage of faulty cells is 1%, rt
is set to be 4, and ct is set to be 16. The simulation results
show that 81% of the faults can be tolerated, with only 5%
time redundancy and 33% hardware redundancy.

VII. CONCLUSIONS

We have presented the X-ABFT method for fault tolerance
in RRAM-based matrix operations. This method encodes
an RRAM matrix with non-weighted and weighted row-
checksums, and utilizes test-input vectors to extract signatures.
In the fault detection phase, non-zero signatures indicate the
presence of faults. These signatures are used for localization
and correction. Analysis and simulation results show that X-
ABFT can localize and correct most faults with low hardware
overhead and short test time.
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APPENDIX

A. Proof of Lemma 1
Proof: Assume that there exists s ∈ S that satisfies |Cs∩E| =
1 and s = 0. Let Cs ∩ E = {e}. Since e ∈ E , we obtain
d(r,c) 6= 0. According to the definition of signatures in (3)-(4),
the signature s = 0 can be expressed as d(r,c) = 0, where w is
the non-zero weight of the faulty cell. Then d(r,c) = 0, which
contradicts the assumption that dr,c 6= 0.

B. Proof of Theorem 1
Proof: First we use Lemma 1 to prove that if |E| = 1, then
there exists s ∈ S such that s 6= 0. Because |E| = 1, there
exists s ∈ S such that |Cs ∩ E| = 1. Based on Lemma 1, we
can infer that s 6= 0.

Then we consider the cases of two faulty cells in a test
block, and provide a proof by contradiction. Assume that |E| =
2, which implies that two faults exist simultaneously in a test
block, and for all s ∈ S, s = 0. This implies that we cannot
detect these two faults using two test-input vectors because we
conclude that a test block is fault-free when all the signatures
are zero. Hence, the expressions for the four signatures can be
expressed as:

A(1) =

ct∑
j=1

rt∑
i=1

G(i,j) −
rt∑

i=1

Gr(i,1) = 0

B(1) =

ct∑
j=1

WG(j)

rt∑
i=1

G(i,j) −
rt∑

i=1

Gr(i,2) = 0

A(2) =

ct∑
j=1

rt∑
i=1

Wt(2,i)G(i,j) −
rt∑

i=1

Wt(2,i)Gr(i,1) = 0

B(2) =

ct∑
j=1

WG(j)

rt∑
i=1

Wt(2,i)G(i,j) −
rt∑

i=1

Wt(2,i)Gr(i,2) = 0

We need to consider the following four cases:
Case 1: Both faults appear in the checksum cells. First,
suppose one fault appears the non-weighted checksum cells
Gr(i,1), and the other fault appears in the weighted checksum
cells Gr(i,2), ∀s ∈ S, |Cs ∩ E| = 1. Based on Lemma 1, for
all s ∈ S, s 6= 0; this contradicts the assumption that for all
s ∈ S, s = 0.

Next, suppose that both faults appear in the cells that store
same type of checksum. We now obtain the following pair of
equations:

d1 + d2 = 0

Wt(2,x1)d1 +Wt(2,x2)d2 = 0
(19)

where Wt(2,x1) 6=Wt(2,x2) because x1 6=x2. Solving (19), we
get: (

Wt(2,x1) −Wt(2,x2)

)
d2 = 0

Wt(2,x1) 6=Wt(2,x2)

=⇒ d2 = 0 (20)

which contradicts the assumption that d2 6= 0.
Case 2: One fault affects the non-weighted checksum cells
Gr(i,1), while the other fault affects the computation cells
G(i,j). The value of a signature B(k) (k = 1, 2) is related to
the correctness of all the computation cells and the cells in the
weighted checksum column. Therefore, when |CB(k)

∩E| = 1,
we can conclude based on Lemma 1 that B(k) 6= 0. This
contradicts the assumption that for all s ∈ S, s = 0.
Case 3: One fault affects the weighted checksum cells Gr(i,2),
while the other fault affects the computation cells G(i,j).
Similarly to Case 2, the signature A(k) is related to the
correctness of all the computation cells and the cells in the
non-weighted checksum column. Since |CA(k)

∩ E| = 1, we
can conclude based on Lemma 1 that A(k) 6= 0. Once
again, we have reached a contradiction for our assumption
that ∀s ∈ S, s = 0.
Case 4: Both faults are in the computation cells G(i,j). Using
the signature A(1), B(1) and A(2), we get the following set
of equations: d1 + d2 = 0, WG(y1)d1 + WG(y2)d2 = 0,
Wt(2,x1)d1+Wt(2,x2)d2 = 0. The above equations are satisfied
if and only if WG(y1) = WG(y2),Wt(2,x1) = Wt(2,x2). Now,
if WG(y1) = WG(y2) and Wt(2,x1) = Wt(2,x2), based on the
encoding rules, the two faulty cells are located in the same
column and the same row. As a result, the two faulty cells are
the same and |E| = 1, which contradicts the assumption that
|E| = 2.

C. Uniqueness of Solutions for the Equations in Section III.D

Proof: Denoting f(x1), f(x2) by fx1, fx2, respectively, from
the system of equations above, we can obtain:[

1 1
fx1 fx2

] [
d1
d2

]
=

[
A(1)

A(2)

]
,[

f2x1 f2x2
f3x1 f3x2

] [
d1
d2

]
=

[
A(3)

A(4)

]
,[

d1 d2
fx1d1 fx2d2

] [
y1
y2

]
=

[
B(1)

B(2)

]
.

Because the weight function f is an injective function, given
x1 6= x2, we have fx1 6= fx2. Moreover, fx1 6= 0, fx2 6= 0,
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d1 6= 0, d2 6= 0, we can obtain:[
d1
d2

]
=

[
1 1
fx1 fx2

]−1 [
A(1)

A(2)

]
(21)[

d1
d2

]
=

[
f2x1 f2x2
f3x1 f3x2

]−1 [
A(3)

A(4)

]
(22)[

y1
y2

]
=

[
d1 d2

fx1d1 fx2d2

]−1 [
B(1)

B(2)

]
(23)

Comparing (21) and (22), we have:{
A(3) = −aA(1) + bA(2)

A(4) = −abA(1) + (b2 − a)A(2)

(24)

where a = fx1fx2, b = fx1 + fx2. By solving (24), we can
obtain: a = (A(4)A(2))/(A

2
(2) −A(3)A(1))

b =
A2

(2)A(3)−A2
(3)A(1)+A(1)A(4)A(2)

A3
(2)

−A(3)A(2)A(1)

With the definition of a, b, we have a = fx1(b− fx1), which
leads to: {

fx1 = (b−
√
b2 − 4a)/2

fx2 = (b+
√
b2 − 4a)/2

(25)

Therefore, fx1, fx2 have unique solutions. Because x1 6= x2
and f is an injective function, we can conclude that x1, x2
have unique solutions. Substituting (25) into (21), we see that
d1, d2 have unique solutions. Next, substituting the solutions
of d1, d2 and (25) into (23), we find that y1, y2 have unique
solutions. Hence, the system of equations in Section III.D has
a unique set of solutions.
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