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Abstract

A fundamental computational challenge that arises in the operation of online systems,

services, and platforms is that of resource allocation. Broadly defined, a resource

allocation problem is one where a set of users generate demands, which then have

to be satisfied using a limited set of resources. In many of these scenarios, demands

arrive in an online sequence, meaning they arrive over time and must be irrevocably

satisfied or assigned without knowledge of future requests.

In this thesis, we examine resource allocation problems in online settings, focusing

on problems in data-center scheduling and internet advertising. Our results are

summarized as follows.

• Vector Scheduling: We resolve the complexity of the vector scheduling prob-

lem, a variant of the classic load balancing problem first considered by Gra-

ham, where jobs have vectors loads (as opposed to a single scalar). We study

the problem in the three classical settings—identical, unrelated, and related—

giving competitive algorithms for optimizing generic q-norms of the machines

loads, as well as asymptotically matching lower bounds. Also as a consequence

of these results, we give the first constant competitive algorithm for optimizing

q-norms on related machines in the scalar setting.

• Budgeted Allocation: We study a variant of the online budgeted alloca-

tion (also called AdWords) problem where advertising budgets are expressed

over multiple tiers of user-attribute granularity. We show that, unlike in the
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single-budget AdWords problem, obtaining a constant competitive ratio is

impossible and give asymptotically tight upper and lower bounds. However,

we then observe that in many real-world scenarios, multi-tier budgets would

likely have a laminar structure. In the laminar setting, we obtain a compet-

itive ratio of e/(e − 1) in the small bids case, which matches the best known

AdWords result for single budgets.
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1

Introduction

A fundamental computational challenge that arises in the operation of online systems,

services, and platforms is that of resource allocation. Broadly defined, a resource

allocation problem is one where a set of users generate demands over time, which

then have to be satisfied using a limited set of resources. An example of such a

scenario is a modern data center that receives a sequence of computational jobs,

each of which requires processing on one or many nodes. The goal then is to design

a scheduling algorithm that evenly distributes this workload. Although machine

scheduling is one of the most common settings for resource allocation problems,

many other scenarios motivate this algorithmic paradigm. Another concrete example

is an online ad-delivery system tasked with pairing ads with advertisement slots,

where the goal is to maximize revenue earned from the advertisers. Other examples

include problems in admission control and routing, congestion control in networks,

and logistical planning in service actors.

Algorithms for resource allocation have been extensively studied both in the-

ory and in practice, finding applications in a broad range of real-world settings and

leading to fundamental theoretical tools. Furthermore, the necessity for improved
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algorithms in these scenarios has only grown in recent years—given the staggering

increase in big-data computation and the scale at which technology must now op-

erate, designing algorithms that are capable of managing resources and distributing

workloads quickly, effectively, and in real time is more important than ever.

However, with this added complexity and scale, many new constraints and re-

quirements have surfaced that are not explicitly addressed in classical allocation

models. For instance, in the problem of a data center distributing computational jobs

over a set of machines, jobs are inherently multidimensional, as they simultaneously

consume several different resources such as processor cycles, storage, network band-

width, etc.. The question now becomes: Can we design multi-dimensional schedulers

that simultaneously balance loads over multiple resources? Another challenge in data

centers is that of machine heterogeneity, meaning that because of incremental up-

grades and specialized hardware, some machines will be more efficient at processing

certain jobs than others. We can again ask the question: Can we design schedulers

that properly account for machine heterogeneity when distributing workloads?

In this thesis, we address these key challenges, as well as others, that arise in

resource allocation settings. In particular, we will be study these problems in the

online model, meaning that the input is given as a sequence that arrives over time,

and the algorithm must make irrevocable decisions before seeing future requests.

Observe that this input model captures the settings we frequently see in practice,

since, for example, data centers must often allocate jobs without knowledge of future

tasks.

We will study and analyze our algorithms from a theoretical perspective; thus,

to measure the performance of our algorithms, we use the standard benchmark of

competitive analysis. This is formally defined as follows:

Definition 1. For a minimization problem, an online algorithm is α-competitive if

2



for all input instances I, we have algo(I) ≤ α · opt(I), where algo(I) and opt(I)

are the cost of the algorithm’s solution and optimal offline solution on instance I,

respectively.

Note that for a maximization problem, the definition is identical except instead

we have opt(I) ≤ α · algo(I).

Sometimes we will refer to the competitive ratio of a problem, and by this we

simply mean the best achievable competitive ratio by an online algorithm for this

problem. Also note competitive analysis is a worst-case guarantee, since the inequal-

ity must hold for all input instances (and so often times this is referred to as the

adversarial setting).

1.1 Summary of Results

We now give an overview of the results in the thesis. Broadly, we consider two

scenarios in resource allocation. In the first scenario, we examine a problem in data-

center scheduling known as the vector scheduling problem. In the second scenario, we

consider a problem in internet advertising known as the budgeted allocation problem,

examining a variant where bidders have generalized budget structures.

The results in these two scenarios are outlined more specifically in the next two

subsections. Note that in this overview, we use certain technical terms we have yet

define formally (e.g. identical, unrelated, laminar, etc.); however, these terms will

be properly introduced and defined in the corresponding chapter introductions.

1.1.1 Online Vector Scheduling

As mentioned earlier, data centers face the challenge of effectively serving user re-

quests that are inherently multidimensional, and therefore characterized by demand

vectors over multiple resources such as processor cycles, storage space, and network
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bandwidth. Furthermore, different resources require different objectives to be op-

timized, i.e., Lq norms of loads are among the most popular objectives considered,

and different values of q are more suitable for different resources.1 Finally, again as

mentioned earlier, server clusters are also often heterogeneous, adding another layer

of complexity to the scheduling problem.

To address these problems, we consider the online vector scheduling problem.

Introduced by Chekuri and Khanna [CK04], vector scheduling is a generalization

of classical load balancing, where every job has a vector load instead of a scalar

load. The scalar problem, introduced by Graham in 1966 [Gra66], and its many

variants (identical and unrelated machines, makespan and Lq norm optimization,

offline and online jobs, etc.) have been extensively studied over the last 50 years. In

this thesis, we resolve the online complexity of the vector scheduling problem and

its important generalizations — for all Lq norms and in the identical, unrelated, and

related machines settings. For an instance with m machines and d dimensions, our

main results are:

• For identical machines (Chapter 2), we show that the optimal competitive ratio

is Θ(log d / log log d) by giving an online lower bound and an algorithm with

an asymptotically matching competitive ratio. The lower bound is technically

challenging, and is obtained via an online lower bound for the minimum mono-

chromatic clique problem using a novel online coloring game and randomized

coding scheme. Our techniques also extend to asymptotically tight upper and

lower bounds for general Lq norms.

• For unrelated machines (Chapter 3), we show that the optimal competitive

ratio is Θ(logm+ log d) by giving an online lower bound that matches a previ-

ously known upper bound. Unlike identical machines, however, extending these

1 Our Lq norms are typically referred to as p-norms or Lp norms. We use Lq norms to reserve the
letter p for job processing times.
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results, particularly the upper bound, to general Lq norms requires new ideas.

In particular, we use a carefully constructed potential function that balances

the individual Lq objectives with the overall (convexified) min-max objective

to guide the online algorithm and track the changes in potential to bound the

competitive ratio.

• For related machines (Chapters 4 and 5), we first give a constant-competitive

algorithm for the problem of optimizing any Lq norm of the machine loads in

the scalar setting. Previously, such a result was only known for the special

case of the makespan, or L∞ norm. We also extend these results to obtain

tight bounds for the problem of vector scheduling on related machines, where

no results were previously known even for the makespan norm. To obtain our

results, we employ a convex relaxation of the Lq norm objective and use a

continuous greedy algorithm to solve this convex program online. To round the

fractional solution, we then use a novel restructuring of the instance that we

call machine smoothing.

1.1.2 Online Budgeted Allocation with General Budgets

In the second part of the thesis, we study the online budgeted allocation (also called

AdWords) problem, where impressions arriving online are allocated to a set of

budget-constrained advertisers to maximize revenue. Motivated by connections to

internet advertising, several variants of this problem have been studied since the

seminal work of Mehta, Saberi, Vazirani, and Vazirani [MSVV07]. However, this en-

tire body of work focuses on a single budget for every advertising campaign, whereas

in order to fully represent the actual agenda of an advertiser, an advertising bud-

get should be expressible over multiple tiers of user-attribute granularity. A simple

example is an advertising campaign that is constrained by an overall budget but is

also accompanied by a set of sub-budgets for each target demographic. In such a
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contract scheme, an advertiser can specify their true user-targeting goals, allowing

the publisher to fulfill them through relevant allocations.

In Chapters 6 and 7, we give a complete characterization of the AdWords prob-

lem for general advertising budgets. In the most general setting, we show that, unlike

in the single-budget AdWords problem, obtaining a constant competitive ratio is

impossible and give asymptotically tight upper and lower bounds. However for our

main result, we observe that in many real-world scenarios (as in the above example),

multi-tier budgets have a laminar structure, since most relevant consumer or prod-

uct classifications are hierarchical. For laminar budgets, we obtain a competitive

ratio of e/(e− 1) in the small bids case, which matches the best known AdWords

result for single budgets. Our algorithm has a primal-dual structure and generalizes

the primal-dual analysis for single-budget AdWords first given by Buchbinder et

al. [BJN07]. However many new ideas are required to overcome the barriers intro-

duced by laminar budgets—our algorithm uses a novel formulation that overcomes

non-monotonicity in the syntactically defined dual variables, as well as a dynamically

maintained labeling scheme that tracks the “most-limiting” budgets in the hierarchy.

1.2 Thesis Road Map

In Chapters 2 through 5 we study the vector scheduling problem. Namely, in Chap-

ters 2 and 3 we give our results for the identical and unrelated machines settings,

respectively. In Chapter 4 we study the problem from the scalar setting (as this

was previously unexamined for optimizing Lq norms, and our results in the scalar

setting are later used in the vector setting). In Chapter 5, we then study the related

machines problem in the vector setting.

In Chapters 6 and 7, we shift are focus to the budgeted allocation problem. In

Chapter 6, we examine the problem with generalized budgets, and then in Chapter

7, we study the case where budgets have a laminar structure. Finally in Chapter 8,
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we briefly discuss possibilities for future work and give some closing remarks.
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2

Vector Scheduling on Identical Machines

2.1 Introduction

As discussed in the thesis introduction, a key algorithmic challenge in modern data

centers is the scheduling of online resource requests on the available hardware. Such

requests are inherently multidimensional and simultaneously ask for multiple re-

sources such as processor cycles, network bandwidth, and storage space [GZH+11,

LCK11, GAK+14] (see also multi-dimensional load balancing in virtualization [GSH+,

JJH+08]). Furthermore, the objective of the load balancing exercise is often defined

by the application at hand and the resource being allocated. In addition to the

traditional goals of minimizing maximum (L∞ norm) and total (L1 norm) machine

loads, various intermediate Lq norms are also important for specific applications. For

example, the L2 norm of machine loads is suitable for disk storage [CW75, CJ76]

while the Lq norm for q between 2 and 3 is used for modeling energy consump-

tion [PMWV09, Alb10, YDS95].

In the algorithmic literature, the (single dimensional) load balancing problem,

also called list scheduling, has a long history since the pioneering work of Graham in
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1966 [Gra66]. However, the multidimensional problem, introduced by Chekuri and

Khanna [CK04] and called vector scheduling (vs), has until recently remained less

understood. In the simplest version of this problem, each job has a vector load and

the goal is to assign the jobs to machines so as to minimize the maximum machine

load over all dimensions. As discussed in the thesis introduction, we consider the

online version of the problem, i.e., jobs appear in a sequence and have to be assigned

irrevocably to a machine on arrival. Furthermore, we also address the challenge of

objective non-uniformity by considering the Lq-norm objectives of machine loads in

addition to the makespan (L∞) objective.

2.1.1 Problem Definition

More formally, the online vector scheduling problem is defined as follows. A set of

n jobs (denoted J) arrives in an online sequence, and each job must be immediately

and irrevocably assigned on arrival to one among a fixed set of m machines (denoted

M). We denote the d-dimensional load vector of job j on machine i by pi,j = 〈pi,j(k) :

k ∈ [d]〉, which is revealed on its online arrival. In this chapter, we focus on the case

of identical machines, meaning the load of job j in dimension k is identical for all

machines i, and we denote it by pj(k). As mentioned in the thesis introduction, we

will consider other settings in the subsequent chapters.

Let us denote the assignment function of jobs to machines by a : J → M . An

assignment a produces a load of Λi(k) =
∑

j:a(j)=i pi,j(k) in dimension k of machine i;

we succinctly denote the machine loads in dimension k by an m-dimensional vector

Λ(k). Note that for the scalar problem, there is only one such machine load vector.

2.1.2 Results for Makespan Norms

The objective for the vs problem for the makespan norm on identical machines

(denoted vsmax-i) is defined as follows.
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Definition 2. vsmax: The objective is the maximum load over all machines and all

dimensions, i.e.,

max
k
‖Λ(k)‖∞ = max

k,i∈M
Λi(k).

Recall from the introduction that we say an algorithm has competitive ratio α if

for all instances, the objective of the algorithm is at most an α times the objective

of the optimal solution. For vsmax-i, we obtain the following theorem.

Theorem 1. There is a lower bound of Ω (log d/ log log d) on the competitive ratio of

online algorithms for the vsmax-i problem. Moreover, there is an online algorithm

whose competitive ratio asymptotically matches this lower bound.

The upper bound is a slight improvement over the previous bestO(log d) [ACKS13,

MRT13], but the only lower bound known previously was NP-hardness of obtain-

ing an O(1)-approximation for the offline problem [CK04]. We remark that while

the offline approximability remains unresolved, the best offline algorithms currently

known ([ACKS13, MRT13], this paper) are in fact online. Also, our lower bound

is information-theoretic, i.e., relies on the online model instead of computational

limitations.

2.1.3 Extensions to Other Lq Norms.

As we briefly discussed earlier, there are many applications where an Lq norm (for

some q ≥ 1) is more suitable than the makespan norm. In this chapter, we will aim

to optimize all norms simultaneously (denoted vsall-i). In particular, the objective

for a particular Lq norm in dimension k is given as follows.

Definition 3. vsall-i: For dimension k and norm Lq, q ≥ 1, the objective is

‖Λ(k)‖q =
(∑

i∈M

Λq
i (k)

)1/q

.
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Let Λ∗q(k) be the load vector in dimension k of the assignment which minimizes

the Lq norm of dimension k. For vsall-i, an algorithm is said to have competitive

ratio αq under the Lq norm if ‖Λ(k)‖q ≤ αq‖Λ∗q(k)‖q for every dimension k. The

next theorem extends Theorem 1 to an all norms optimization. Namely, we obtain

an algorithm that produces a single solution that is αq-competitive for all q ≥ 1 (i.e.,

αq is a function of q). We note that this result assumes that the algorithm is aware

a priori of both the final volume of all jobs on each dimension and the largest load

over all dimensions and jobs.

Theorem 2. There is an online algorithm for the vsall-i problem that obtains

a competitive ratio of O
(
(log d/ log log d)1−1/q

)
, simultaneously for all Lq norms.

Moreover, these competitive ratios are tight, i.e., there is a matching lower bound for

every individual Lq norm.

2.1.4 Related Work

Due to the large volume of related work, we will only sample some relevant results

in online scheduling and refer the interested reader to more detailed surveys (e.g.,

[Aza96, Sga96, Sga05, PST04]) and textbooks (e.g., [BEY98]).

Most of the prior work has focused on the scalar setting (i.e. when d = 1).

Since the (2− 1/m)-competitive algorithm by Graham [Gra66] for online scalar load

balancing on identical machines, a series of papers [BFKV95, KPT96, Alb99] have

led to the current best ratio of 1.9201 [FW00]. On the negative side, this problem was

shown to be NP-hard in the strong sense by Faigle et al. [FKT89] and has since been

shown to have a competitive ratio of at least 1.880 [BKR94, Alb99, GRTW00, III01].

For other norms, Avidor et al.[AAS01] obtained competitive ratios of
√

4/3 and

2−O
(

log q
q

)
for the L2 and general Lq norms respectively.

For vector loads, the vsmax-i problem was introduced by Chekuri and Khanna [CK04]

11



in the offline setting, who gave an offline approximation of O(log2 d) and observed

that a random assignment has a competitive ratio of O
(

log dm
log log dm

)
. Azar et al.

[ACKS13] and Meyerson et al. [MRT13] improved the competitive ratio to O(log d)

using deterministic online algorithms. Recently in the offline setting, Bansal et al.

gave an EPTAS for the problem with a nearly matching computational lower bound

[BOVvdZ16] (where “E” stands for efficient, as their algorithms run in time that

that’s exponential in d; however, their lower bounds show that this dependence is

required).

2.1.5 Chernoff Bounds

On multiple occasions throughout the chapter, we will invoke standard Chernoff

bounds; thus we state them here formally for the sake of completeness.

Theorem 3. (Chernoff Bounds (e.g., [MR97])) Let X1, X2, ..., Xn be independent bi-

nary random variables and let a1, a2, ..., an be coefficients in [0, 1]. Let X =
∑

i aiXi.

Then,

• For any µ ≥ E[X] and any δ > 0, Pr[X > (1 + δ)µ] ≤
(

eδ

(1+δ)(1+δ)

)µ
.

• For any µ ≤ E[X] and δ > 0, Pr[X < (1− δ)µ] ≤ e−µδ
2/2.

2.1.6 Chapter Roadmap

The rest of the chapter will be organized as follows. In Section 2.2, we will show both

the lower bounds stated in Theorems 1 and 2. The subsequent sections will focus

on our algorithmic results, starting with Section 2.3, which defines some additional

preliminaries needed for these sections. In Section 2.4 we give a O(log d/ log log d)-

competitive randomized algorithm for vsmax-i; we then show our to derandomized

this algorithm in Section 2.5. Finally, in Section 2.6, we give ourO
(
(log d/ log log d)1−1/q

)
-

competitive algorithm for vsall-i.

12



2.2 Lower Bounds for vsmax-i and vsall-i

In this section, we will prove the lower bound in Theorem 1, i.e., show that any deter-

ministic online algorithm for the vsmax-i problem can be forced to construct a sched-

ule such that there exists a dimension where one machine has load Ω(log d/ log log d),

whereas the optimal schedule has O(1) load on all dimensions of all machines. This

construction will also be extended to all Lq norms (vsall-i) in order to establish

the lower bound in Theorem 2.

We give our lower bound for vsmax-i in two parts. First in Section 2.2.1, we

define a lower bound instance for an online graph coloring problem, which we call

Monochromatic Clique. Next, in Section 2.2.4, we show how our lower bound

instance for Monochromatic Clique can be encoded as an instance for vsmax-i

in order to obtain the desired Ω(log d/ log log d) bound.

2.2.1 Lower Bound for Monochromatic Clique

The Monochromatic Clique problem is defined as follows:

Monochromatic Clique: We are given a fixed set of t colors. The input graph

is revealed to an algorithm as an online sequence of n vertices v1, . . . , vn that arrive

one at a time. When vertex vj arrives, we are given all edges between vertices

v1, v2, . . . , vj−1 and vertex vj. The algorithm must then assign vj one of the t colors

before it sees the next arrival. The objective is to minimize the size of the largest

monochromatic clique in the final coloring.

The goal of the section will be to prove the following lemma, which we will use

later in Section 2.2.4 to establish our lower bound for vsmax-i.

Theorem 4. The competitive ratio of any online algorithm for Monochromatic

Clique is Ω(
√
t), where t is the number of available colors.

More specifically, for any online algorithm A, there is an instance on which A
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produces a monochromatic clique of size
√
t, whereas the optimal solution can color

the graph such that the size of the largest monochromatic clique is O(1).

We will frame the lower bound as a game between an adversary and the online

algorithm. At a high level, the instance is designed as follows. For each new arriving

vertex v and color c, the adversary connects v to every vertex in some currently

existing monochromatic clique of color c. Since we do this for every color, this

ensures that regardless of the algorithm’s coloring of v, some monochromatic clique

grows by 1 in size (or the first vertex in a clique is introduced). Since this growth

happens for every vertex, the adversary is able to quickly force the algorithm to

create a monochromatic clique of size
√
t.

The main challenge now is to ensure that the adversary can still obtain a good

offline solution. Our choice for this solution will be näıve: the adversary will simply

properly color the monochromatic cliques it attempted to grow in the algorithm’s

solution. Since the game stops once the algorithm has produced a monochromatic

clique of size
√
t, and there are t colors, such a proper coloring of every clique is

possible. The risk with this approach is that a large monochromatic clique may now

form in the adversary’s coloring from edges that cross these independently grown

cliques (in other words, properly colored cliques in the algorithm’s solution could

now become monochromatic cliques for the adversary). This may seem hard to

avoid since each vertex is connecting to some monochromatic clique for every color.

However, in our analysis we show that if in each step the adversary selects which

cliques to grow in a carefully defined fashion, then with positive probability, all

properly colored cliques in the algorithm’s solution that are monochromatic in the

adversary’s solution are of size O(1).
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2.2.2 Instance Construction

We adopt the standard terminology used in online coloring problems (see, e.g. [HS94]).

Namely, the algorithm will place each vertex in one of t bins to define its color as-

signments, whereas we will use colors to refer to the color assignment in the optimal

solution (controlled by the adversary). For each vertex arrival, the game is defined

by the following 3-step process:

1. The adversary issues a vertex vj and defines vj’s adjacencies with vertices

v1, . . . , vj−1.

2. The online algorithm places vj in one of the available t bins.

3. The adversary selects a color for the vertex.

We further divide each bin into
√
t slots 1, 2, . . . ,

√
t. These slots will only be used

for the adversary’s bookkeeping. Correspondingly, we partition the t colors into
√
t

color sets C1, . . . , C√t, each of size
√
t. Each vertex will reside in a slot inside the

bin chosen by the algorithm, and all vertices residing in slot i across all bins will

be colored by the optimal solution using a color from Ci. The high-level goal of the

construction will be to produce properly colored cliques inside each slot of every bin.

Consider the arrival of vertex vj. Inductively assume the previous vertices v1, . . . , vj−1

have been placed in the bins by the algorithm, and that every vertex within a bin

lies in some slot. Further assume that all the vertices in any particular slot of a bin

form a properly colored clique.

To specify the new adjacencies formed by vertex vj for Step 1, we will use a t-

length
√
t-ary string sj, where we connect vj to every vertex in slot sj[k] of bin k, for

all k = 1, 2, . . . , t. Next, for Step 2, the algorithm places vj in some bin bj. We say

that vj is then placed in slot rj = sj[bj] in bin bj. Finally for Step 3, the adversary

chooses an arbitrary color for vj from the colors in Cqj that have not yet been used

for any vertex in slot rj of bin bj. The adversary will end the instance whenever
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Bin 1 Bin 2 Bin 3 Bin 4

Bin 5 . . .  

. . .  Bin 16

Slot 1 Slot 2

Slot 3 Slot 4

Slot 1 Slot 2

Slot 3 Slot 4

Slot 1 Slot 2

Slot 3 Slot 4

p
t = 4 slots per bin (adversary’s bookkeeping)

t = 16 (adversary) colors:

t = 16 bins (algorithm’s colors):

Color-to-slot partition
(
p

t colors per slot)

Bin 15

{

vj

sj = 1421222134343213

Step 1:

Step 2:

Step 3:

Algo assigns
vj to Bin 15.

Adversary
colors vj black.

Figure 2.1: Depiction of the three-step lower-bound game for Lemma 4.

For simplicity, the only adjacencies shown for vertices issued before vj are those between
vertices in the same bin-slot pair (in reality, other adjacencies also exist). Also for simplicity,
the only adjacencies shown for vj are those it has with vertices in bins 13 through 16
(dictated by the bold substring “3213” in sj). Again note that in reality, vj will also be
adjacent to vertices in bins 1 through 12 due to the remaining prefix “142122213434”.

there exists a slot in some bin that contains
√
t vertices. This ensures that as long as

the game is running, there is always an unused color in every slot of every bin. Also

observe that after this placement, the clique in slot rj in bin bj has grown in size

by 1 but is still properly colored. So, this induction is well defined. This completes

the description of the instance (barring our choice for each adjacency string sj). See

Figures 2.2.2 for illustrations of the construction.
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2.2.3 Instance Analysis

The following lemma follows directly from the construction.

Lemma 5. Any online algorithm produces a monochromatic clique of size
√
t by the

end of the instance.

Proof. After t2 vertices are issued, there will exist some bin b containing at least t

vertices, and therefore some slot in bin b containing at least
√
t vertices forming a

clique of size
√
t. Since all the vertices in the clique are in the same bin, there exists

a monochromatic clique of size
√
t in the algorithm’s solution.

Thus, it remains to show that there exists a sequence of length t
√
t-ary strings

(recall that these strings define the adjacencies for each new vertex) such that the

size of the largest monochromatic clique in the optimal coloring is O(1). For brevity,

we call such a sequence a good sequence.

First observe that monochromatic edges (i.e., edges between vertices of the same

color) cannot form between vertices in slots s and s′ 6= s (in the same or in different

bins) since the color sets used for the slots are disjoint. Moreover, monochromatic

edges cannot form within the same slot in the same bin since these vertices always

form a properly colored clique. Therefore, monochromatic edges can only form be-

tween two adjacent vertices vj and vj′ such that rj = rj′ and bj 6= bj′ , i.e., vertices

in the same slot but in different bins. Relating back to our earlier discussion, these

are exactly the edges that are properly colored in the algorithm’s solution that could

potentially form monochromatic cliques in the adversary’s solution; we will refer to

such edges as bad edges.

Thus, in order to define a good sequence of t2 strings, we need ensure our adja-

cency strings do not induce large cliques of bad edges. To do this, we first need a
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handle on what structure must exist across the sequence in order for bad-edge cliques

to form. This undesired structure is characterized by the following lemma.

Lemma 6. Suppose K = {uφ(1), . . . , uφ(w)} is a w-sized monochromatic clique of

color c ∈ C` that forms during the instance, where φ : [w] → [t2] maps k ∈ [w] to

the index of the kth vertex to join K (note, from the above discussion, that bφ(j) are

different for all j ∈ [w]). Then

sφ(j)[bφ(i)] = ` ∀j ∈ {1, . . . , w},∀i ∈ {1, . . . , j − 1}.

Proof. Consider vertex uφ(j) (the jth vertex to join K). Since K is a clique, uφ(j)

must be adjacent to vertices uφ(1), . . . , uφ(j−1). Since all these vertices are colored

with c ∈ C`, they must have been placed in slot ` in their respective bins. Therefore,

the positions in sφ(j) that correspond to these bins must also be `, i.e., sφ(j)[bφ(i)] = `

for all previous vertices uφ(i).

In the remainder of the proof, we show that the structure in Lemma 6 can be

avoided with non-zero probability for constant sized cliques if we generate our strings

uniformly at random, thus implying the existence of a good set of t2 strings.

Specifically, suppose the adversary picks each sj uniformly at random, i.e., for

each character in sj we pick w ∈ [
√
t] with probability t−1/2. We define the following

notation:

• Let K20 be the event that the adversary creates a monochromatic clique of size

20 or greater.1

• Let K20(S, c) be the event that a monochromatic clique K of color c and size

20 or greater forms such that the first 10 vertices to join K are placed in the

bins specified by the set of 10 indices S.

1 20 is an arbitrarily chosen large enough constant.
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• Let Pj(S, r) be a random variable that is 1 if sj[i] = r ∀i ∈ S and 0 otherwise.

Let P (S, r) =
∑t2

j=1 Pj(S, r).

• Let q(c) ∈ [
√
t] be the index of the color set to which color c belongs (i.e.,

c ∈ Cq(c)).

• Let [n]k :=
(

[n]
k

)
denote the set of all size-k subsets of [n].

The next lemma essentially follows from standard Chernoff-Hoeffding bounds

(stated as Theorem 3 in Chapter 1).

Lemma 7. Let S ∈ [t]10 and let r ∈ [
√
t]. If the adversary picks each sj uniformly

at random, then Pr[P (S, r) ≥ 10] < t−30.

Proof. First, we observe that for any set S ∈ [t]10 and any r ∈ [
√
t], we have

Pr[Pj(S, r) = 1] = (1/
√
t)10 = t−5 for any string sj. Therefore by linearity of

expectation, we have

E[P (S, r)] = E

[
t2∑

j=1

Pj(S, r)

]
= t2 · t−5 = t−3. (2.1)

Applying Theorem 3 to P (S, r) with Xi = Pi(S, r), ai = 1, δ = 10t3− 1 and µ = t−3

from Eqn. (2.1), we get

Pr[P (S, r) ≥ 10] ≤
(

e10t3−1

(10t3)10t3

)t−3

≤
(
e10

1010

)
·
(

1

t30

)
< t−30.

Using Lemmas 6 and 7, we argue that there exists an offline solution with no

monochromatic clique of super constant size.

Lemma 8. There exists an offline solution where every monochromatic clique is of

size O(1).
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Proof. To show the existence of a good set of t2 strings, it is sufficient to show that

Pr[K20] < 1. Using Lemma 7, we in fact show this event occurs with low probability.

Observe that

Pr[K20] ≤
∑

c∈[
√
t]

∑

S∈[t]10

Pr[K20(S, c)] ≤
∑

c∈[
√
t]

∑

S∈[t]10

Pr[P (S, r(c)) ≥ 10]. (2.2)

The first inequality is a straightforward union bound. The second inequality follows

by Lemma 6. If the event K20(S, c) occurs, then Lemma 6 implies sj[bi] = r(c) for

j = 11, . . . , 20, i ∈ S.

Since there are
√
t possible colors and |[t]10| < t10, applying both (2.2) and Lemma

7 we get

Pr[K20] ≤
∑

c∈[
√
t]

∑

S∈[t]10

Pr[P (S, r(c)) ≥ 10] ≤
∑

c∈[
√
t]

∑

S∈[t]10

t−30 ≤ t1/2·t10·t−30 = t−39/2 < 1,

for all t > 1. Therefore, there is a coloring which has no monochromatic clique of

size more than 20.

Theorem 4 now follows directly from Lemmas 5 and 8.

2.2.4 Lower Bound for vsmax-i and vsall-i from Monochromatic Clique

We are now ready to use Theorem 4 to show an Ω(log d/ log log d) lower bound for

vsmax-i. We will describe a lower bound instance for vsmax-i whose structure is

based on an instance of monochromatic clique. This will allow us to use the

lower bound instance from Theorem 4 as a black box to produce the desired lower

bound for vsmax-i.

We first set the problem definition of Monochromatic clique to be for m

colors where m is also the number of machines used in the vsmax-i instance. Let

IC be the lower-bound instance for this problem given by Theorem 4. This produces
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a graph G of m2 vertices such that the algorithm forms a monochromatic clique of

size
√
m, whereas the largest monochromatic clique in the optimal solution is of size

O(1). Let Gj = (Vj, Ej) be the graph in IC after vertices v1, . . . , vj have been issued

(and so Gn = G). We define the corresponding lower bound instance for vsmax-i as

follows (see Figures 2.2 and 2.3 for an illustration):

• There are m2 jobs, which correspond to vertices v1, . . . , vm2 from IC .

• Each job has d =
(
m2
√
m

)
dimensions, where each dimension corresponds to a spe-

cific
√
m-sized vertex subset of the m2 vertices. Let S1, . . . , Sd be an arbitrary

ordering of these subsets.

• Job vectors will be binary. Namely, the kth vector entry for job j is 1 if vj ∈ Sk
and the vertices in {v1, · · · , vj}∩Sk form a clique in Gj (if {v1, · · · , vj}∩Sk =

{vj}, then it is considered a 1-clique); otherwise, the kth entry is 0.

• Let c1, . . . , cm define an ordering on the available colors from IC . We match

each color from IC to a machine in our scheduling instance. Therefore, when the

vsmax-i algorithm makes an assignment for a job, we translate this machine

assignment as the corresponding color assignment in IC . Formally, if job j is

placed on machine i in the scheduling instance, then vertex vj is assigned color

ci in IC .

Since assigning jobs to machines corresponds to colorings in IC , it follows that the

largest load in dimension k is the size of the largest monochromatic sub-clique in Sk.

IC is given by the construction in Theorem 4; therefore at the end of the instance,

there will exist a dimension k′ such that the online algorithm colored every vertex

in Sk′ with some color ci. Thus, machine i will have
√
m load in dimension k′.

In contrast, Theorem 4 ensures that all the monochromatic cliques in the optimal

solution are of size O(1), and therefore the load on every machine in dimension k′ is

O(1).
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Figure 2.2: Illustration of the lower bound construction for vsmax-i using the
monochromatic clique lower bound (Theorem 4).

In this setup, we have m = 9 (and thus d =
( 92√

9

)
=
(

81
3

)
for the vsmax-i instance and

t = 9 for the monochromatic clique instance). Currently job 6 is being issued; its
binary load vector, which is based on the current edge structure in the monochromatic
clique instance, is given above the machines/dimensions. Observe that job 6 has load
0 in the first three dimensions and the last dimension since 6 is not contained in any of
the sets corresponding to these dimensions (indicated below). It does have load 1 in the
dimension corresponding to set {2, 3, 6} since vertex 6 forms a clique with vertices 2 and
3 in the monochromatic clique instance; however, it still has load 0 in the dimension
corresponding to set {2, 4, 6} since vertex 6 does not form a clique with vertices 2 and 4.

{1, 2, 3}

. . . . . .
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...

Machine 9
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Figure 2.3: State of the construction after job 6 is assigned to machine 3.

Since black is the color we associated with machine 3, this job assignment by the vsmax-i
algorithm is translated as coloring vertex 6 black in the monochromatic clique instance.

The relationship between m and d is given as follows.

Fact 9. If d =
(
m2
√
m

)
, then

√
m = Ω(log d/ log log d).

Proof. We will use the following well-known bounds on
(
n
k

)
: for integers 0 ≤ k ≤ n,

22



(
n
k

)k ≤
(
n
k

)
≤
(
en
k

)k
. First, we observe that

log d = log

(
m2

√
m

)
≤ log

(
em2

√
m

)√m
= log(e

√
m ·m(3/2)

√
m) =

√
m · (1 + (3/2) logm).

(2.3)

We also have

log log d = log log

(
m2

√
m

)
≥ log log

(
m2

√
m

)√m
≥ log((3/2)

√
m logm) ≥ (1/2) logm.

(2.4)

Hence, combining Eqns. (2.3) and (2.4), we obtain

√
m ≥ log d

1 + (3/2) logm
≥ log d

1 + 3 log log d
,

which implies that
√
m = Ω(log d/ log log d), as desired.

Finally, we show that our lower bound for vsmax-i extends to general Lq norms

(Theorem 2). As before, our lower bound construction forces any algorithm to sched-

ule jobs so that there exists a dimension k′ where at least one machine has load at

least
√
m, whereas the load on every dimension of every machine in the optimal solu-

tion is bounded by some constant C. Since any dimension has at most
√
m jobs with

load 1, any assignment ensures that there are at most
√
m machines with non-zero

load in a given dimension. Therefore, in the optimal solution, the Lq norm of the

load vector for dimension k′ is at most (Cq · √m)1/q = C ·m1/(2q).

Thus, the ratio between the objective of the solution produced by the online

algorithm and the optimal solution is at least m1/2/(C ·m1/2q) = (1/C) ·m(q−1)/(2q).

Using Fact 9, we conclude the lower bound.
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2.3 Preliminaries for vsmax-i and vsall-i Algorithms

The remainder of the chapter will focus on our algorithmic results. In particular,

we give a randomized O(log d/ log log d)-competitive online algorithm for vsmax-i

in Section 2.4. We then show how to derandomize this algorithm in Section 2.5.

Finally in Section 2.6, we give our O
(
(log d/ log log d)1−1/q

)
-competitive algorithm

for vsall-i.

In all these sections, we assume that a priori the online algorithm is aware of both

the final volume of all jobs on each dimension and the largest load over all dimensions

and jobs. We note that the lower bounds claimed in Theorems 1 and 2 are robust

against this assumption since the optimal makespan is always a constant and this

knowledge does not help the online algorithm. Furthermore, these assumptions can

be completely removed for our vsmax-i algorithm by updating a threshold on the

maximum job load on any dimension and the total volume of jobs that the algorithm

has observed so far. However, in order to make our presentation more transparent

and our notation simple, we present our results under these assumptions.

For each job j that arrives online, both our vsmax-i and vsall-i algorithms

perform the following transformation:

• Transformation 1: Let V = 〈V1, . . . , Vd〉 be the volume vector given to the

algorithm a priori, where Vk denotes the total volume of all jobs for dimension k. For

this transformation, we normalize pj(k) by dividing it by Vk/m (for ease of notation,

we will still refer to this normalized value as pj(k)).

Our vsmax-i and vsall-i algorithms will also perform subsequent transforma-

tions; however, these transformations will differ slightly for the two settings.
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2.4 Randomized Algorithm for vsmax-i

We now present our randomizedO(log d/ log log d)-competitive algorithm for vsmax-

i. Informally, our algorithm works as follows. For each job j, we first attempt

to assign it to a machine i chosen uniformly at random; however, if the resulting

assignment would result in a load larger than O(log d/ log log d) on machine i, then

we dismiss the assignment and instead assign j greedily among other previously

dismissed jobs. In general, a greedy assignment can be as bad as Ω(d)-competitive;

however, in our analysis we show that a job is dismissed by the random assignment

with low probability. Therefore in expectation, the total volume of these jobs is low

enough to assign greedily and still remain competitive.

2.4.1 Additional Transformations

Before formally defining our algorithm, we define additional online transformations

and outline the properties that these transformations guarantee. Note that we per-

form these transformations for both the randomized algorithm presented in this

section and its derandomized version presented in Section 2.5. These additional

transformations are defined as follows (which are preformed in sequence after Trans-

formation 1):

• Transformation 2: Let T be the load of the largest job in the instance (given

a priori). If for dimension k we have T ≥ Vk/m, then for each job j we set

pj(k) to be (pj(k) · Vk)/(mT ). In other words, we normalize jobs in dimension

k by T instead of Vk/m.

• Transformation 3: For each job j and dimension k, if pj(k) < (1/d) maxk′ pj(k
′),

then we increase pj(k) to (1/d) maxk′ pj(k
′).

Observe that after we apply Transformations 1 and 2 to all jobs, we have
∑

j pj(k) ≤

m for all k ∈ [d] and 0 ≤ pj(k) ≤ 1 for all jobs j and k ∈ [d].
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In Lemmas 10 and 11, we prove additional properties that Transformation 3

preserves. Since Transformations 1 and 2 are simple scaling procedures, an α-

competitive algorithm on the resulting scaled instance is also α-competitive on the

original instance, if we only apply the first two transformations. In Lemma 10, we

prove that this property is still maintained after Transformation 3.

Lemma 10. After Transformations 1 and 2 have been applied, Transformation 3

increases the optimal makespan by a factor of at most 2.

Proof. Fix a machine i and a dimension k. Let opt denote the optimal assignment

before Transformation 3 is applied. Let J∗(i) denote the jobs assigned to machine i

in opt, Λ∗i (k) be the load of opt on machine i in dimension k, and Λ∗ = maxi,k Λ∗i (k)

denote the makespan of opt. We will show that Transformation 3 can increase the

load on machine i in dimension k by at most Λ∗.

Let V ∗i =
∑

j∈J∗(i)
∑

k′∈[d] pj(k
′) denote the total volume of jobs that opt as-

signs to machine i. Observe that by a simple averaging argument, we have V ∗i /d ≤

maxk′∈[d] Λ∗i (k
′). Since Transformation 3 can increase the load of a job j in a fixed

dimension by at most (1/d) maxk′ pj(k
′), we can upper bound the total increase in

load on machine i in dimension k as follows:

∑

j∈J∗(i)

(1/d) max
k′

pj(k
′) ≤ V ∗i /d ≤ max

k′∈[d]
Λ∗i (k

′) ≤ Λ∗, (2.5)

as desired. Note that the first inequality follows from the fact that the sum of

maximum loads on a machine is at most the total volume of its jobs.

Recall that after Transformations 1 and 2,
∑

j pj(k) ≤ m for all k ∈ [d]. In

Lemma 11, we show that this property is preserved within a constant factor after

Transformation 3.

Lemma 11. After performing Transformation 3,
∑

j pj(k) ≤ 2m for all k ∈ [d].
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Proof. Consider any fixed dimension k ∈ [d]. After Transformation 3, each job j’s

load on dimension k increases by at most (1/d) maxk′ pj(k
′). Hence the total increase

in load from jobs in dimension k is at most

∑

j

(1/d) max
k′

pj(k
′) ≤ (1/d)

∑

j

∑

k′∈[d]

pj(k
′) ≤ (1/d)md ≤ m,

where the second inequality and the lemma follow from the fact that
∑

j pj(k) ≤ m

before Transformation 3.

In summary, the properties that we collectively obtain from these transformations

are as follows:

• Property 1. For all k ∈ [d],
∑

j pj(k) ≤ 2m.

• Property 2. For all j and k ∈ [d], 0 ≤ pj(k) ≤ 1.

• Property 3. For all j and k ∈ [d], (1/d) maxk′ pj(k
′) ≤ pj(k) ≤ maxk′ pj(k

′).

• Property 4. The optimal makespan is at least 1.

Property 1 is a restatement of Lemma 11. Property 2 was true after the first two

transformations, and Transformation 3 has no effect on this property. Property 3 is

a direct consequence of Transformation 3.

To see why Property 4 is true, let j be the job with the largest load T in the

instance, and let k = arg maxk′ pj(k
′) (i.e., pj(k) = T ). If Transformation 2 is applied

to dimension k, then pj(k) = 1 afterwards, which immediately implies Property 4.

Otherwise, only Transformations 1 and 3 are applied to dimension k and we have
∑

j′ pj′(k) ≥ m, which again leads to Property 4 by a simple volume argument. Thus,

by Property 4 and Lemma 10, it is sufficient to now show that the makespan of the

algorithm’s schedule is O(log d/ log log d).
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2.4.2 Algorithm Definition

As discussed earlier, our algorithm consists of two procedures: a random assignment

and greedy packing. It will be convenient to assume that the algorithm has two

disjoint sets M1, M2 of m identical machines that will be used independently by

the two procedures, respectively. Each machine in M1 is paired with an arbitrary

distinct machine in M2, and the actual load on a machine will be evaluated as the

sum of the loads on the corresponding pair of machines. In other words, to show

competitiveness it is sufficient to prove that all machines in both M1 and M2 have

load O(log d/ log log d).

Define the parameter α := 10 log d
log log d

. Our two procedures are formally defined as

follows.

• First procedure (random assignment): Assign each job to one of the

machines in M1 uniformly at random. Let J1
j (i) denote the subset of the first j

jobs {1, 2, ..., j} that are assigned to machine i in this procedure, and let Λ1
i,j(k)

denote the resulting load on machine i on dimension k due to jobs in J1
j (i). If

Λ1
i,j(k) ≥ 2α+ 1 for some k ∈ [d], then we pass job j to the second procedure.

(However, note that all jobs are still scheduled by the first procedure; so even

if a job j is passed to the second procedure after being assigned to machine i

in the first procedure, j still contributes the final load to Λ1
i,n(k) for all k).

• Second procedure (greedy packing): This procedure is only concerned

with the jobs J2 that are passed from the first procedure. It allocates each

job in J2 (in the order that the jobs arrive in) to one of the machines in M2

such that the resulting makespan, maxi∈M2,k∈[d] Λ2
i,j(k) is minimized; Λ2

i,j(k) is

analogously defined for this second procedure as above.

This completes the description of the algorithm. We will let J1(i) := J1
n(i) and
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Λ1
i (k) := Λ1

i,n(k), and define J2(i) and Λ2
i (k) similarly. We emphasize again that

jobs in J2 are scheduled only on machines M2; all other jobs are scheduled on M1

machines.

2.4.3 Algorithm Analysis

It follows directly from the definition of the algorithm that the loads on machines

in M1 are at most 2α + 1 = O(log d/ log log d). Therefore, we are only left with

bounding the loads on machines in M2. The following lemma shows that the second

procedure receives only a small fraction of the total volume, which then allows us to

argue that the greedy assignment in the second procedure is α-competitive.

Lemma 12. The probability that a job j is passed to the second procedure is at most

1/d3, i.e. Pr[j ∈ J2] ≤ 1/d3.

Proof. Fix a machine i, job j and dimension k. Suppose job j was assigned to

machine i by the first procedure and is passed to the second procedure because we

would have had Λ1
i,j(k) ≥ 2α + 1. Since pj(k) ≤ 1 due to Property 2, it follows that

Λ1
i,j−1(k) ≥ 2α. Therefore we will show

Pr[Λ1
i,j−1(k) ≥ 2α] ≤ 1/d4, (2.6)

where the probability space is over the random choices of jobs 1, 2, ..., j − 1. Once

inequality (2.6) is established, the lemma follows from a simple union bound over all

dimensions.

To show (2.6), we use standard Chernoff-Hoeffding bounds (stated in Theorem 3

earlier). Note that E[Λ1
i,j−1(k)] ≤ 2 due to Property 1 and the fact that jobs are

assigned to machines uniformly at random. To apply the inequality, we define random

variables X1, X2, ..., Xj−1 where Xj′ = 1 if job j′ is assigned to machine i; otherwise

Xj′ = 0. Set the parameters of Theorem 3 as follows: aj′ = pj′(k), µ = 2, and
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δ = α− 1. Thus we have:

Pr[Λ1
i,j−1(k) ≥ 2α] = Pr


 ∑

j′∈[j−1]

aj′Xj′ ≥ αµ


 = Pr


 ∑

j′∈[j−1]

aj′Xj′ ≥ (1 + δ)µ




≤
(

eδ

(1 + δ)(1+δ)

)µ
≤ eδ

(1 + δ)(1+δ)

≤ 1/(5 log d/ log log d)(5 log d/ log log d)

≤ 1/d4 (for sufficiently large d),

as desired.

Next, we upper bound the makespan of the second procedure in terms of its total

volume of jobs V 2, i.e. V 2 =
∑

j∈J2,k∈[d] pj(k).

Lemma 13. maxi∈M2,k∈[d] Λ2
i (k) ≤ V (2)/m+ 1.

Proof. For the sake of contradiction, suppose that at the end of the instance there

exists a dimension k and machine i such that Λ2
i (k) > V 2/m + 1. Let j be the job

that made machine i first cross this V 2/m + 1 threshold in dimension k. For each

machine i′, let ki′ = arg maxk′ Λ
2
i′,j−1(k′) denote the dimension with maximum load

on machine i′ before j was assigned.

By Property 2 and the greediness of the algorithm, we have that Λ2
i′,j−1(ki′) >

V 2/m for all i′. Otherwise, j would have been assigned to a machine other than

i resulting in a makespan less than V 2/m + 1 (since maxk,j pj(k) ≤ 1). However,

this implies that every machine in M2 has a dimension with more than V 2/m load.

Clearly, this contradicts the definition of V 2.

We are now ready to complete the analysis. From Lemma 12 and linearity of

expectation, we know that

E[V 2] ≤ 1

d3

∑

j,k∈[d]

pj(k) ≤ 1

d3
· 2dm =

m

d2
, (2.7)
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where the second inequality follows from Property 1. Hence, inequality (2.7) along

with Lemma 13 imply that the second procedure yields an expected makespan of

O(1), which completes our analysis.

2.5 Deterministic Algorithm for vsmax-i

In this section, we show how to derandomize the algorithm given in the previous

section. Our derandomization borrows from techniques developed in [BN05].

2.5.1 Algorithm Definition

To derandomize the algorithm, we replace the first procedure — a uniformly random

assignment — with a deterministic assignment guided by the following potential Φ.

Let f(x) := αx for notational simplicity. Recall that α := 10 log d/ log log d. We

define our potential Φ as follows.

Φi,k(j) := f


Λ1

i,j(k)− α

m

∑

j′∈[j]

pj′(k)


 ∀i ∈M1, j ∈ [n], k ∈ [d]

Φ(j) :=
∑

i∈M

d∑

k=1

Φi,k(j)

Using this potential function, the first procedure of the algorithm is now defined

as follows.

• (New deterministic) first procedure. Each job j is assigned to a machine

i such that Φ(j) is minimized. If Λ1
i,j(k) ≥ 3α+ 1, then j is added to queue J2

so that it can be scheduled by the greedy second procedure.

2.5.2 Algorithm Analysis

We begin our analysis by showing the following lemma.

Lemma 14. Φ(j) is non-increasing in j.
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Proof. Consider the arrival of job j. To structure our argument, suppose that instead

of assigning greedily according to the potential function, the algorithm still assigns

j uniformly at random to a machine in M1 as it did in Phase 1 of our randomized

algorithm. Conditioned on the schedule of the algorithm after the assignment of job

j − 1 (and thus conditioned on the value of Φ(j − 1)), our goal will be to show that

E[Φ(j)] ≤ Φ(j−1). Showing this inequality implies the existence of a machine i such

that assigning job j to the machine i leads to Φ(j) ≤ Φ(j − 1) (and therefore such

an assignment is actually found by the algorithm since its assignment maximizes the

decrease in potential). We bound E[Φi,k(j)] as follows.

E[Φi,k(j)] =
1

m
f


Λ1

i,j−1 + pj(k)− α

m
pj(k)− α

m

∑

j′∈[j−1]

pj′(k)




+ (1− 1

m
)f


Λ1

i,j−1 −
α

m
pj(k)− α

m

∑

j′∈[j−1]

pj′(k)




= Φi,k(j − 1) · α− α
m
pj(k) ·

(
1

m
(αpj(k) − 1) + 1

)

≤ Φi,k(j − 1) · α− α
m
pj(k)

(
pj(k)

m
(α− 1) + 1

)
(2.8)

≤ Φi,k(j − 1) · exp

(
−(α logα) · pj(k)

m

)
exp

(
pj(k)

m
· (α− 1)

)
(2.9)

≤ Φi,k(j − 1).

Inequality (2.8) follows since αx − 1 ≤ (α − 1)x for x ∈ [0, 1], and pj(k) ≤ 1 due to

Property 2. Inequality (2.9) follows from the fact that x + 1 ≤ ex. Therefore, by

linearity of expectation, we have E[Φ(j)] ≤ Φ(j−1), thereby proving the lemma.

The next corollary follows from Lemma 14 and the simple observation that Φ(0) =

md.

Corollary 15. Φ(n) ≤ md.
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As in Section 2.4, it is straightforward to see that the algorithm forces ma-

chines in M1 to have makespan O(α), so we again focus on the second proce-

dure of the algorithm. Here, we need a deterministic bound on the total volume

V 2 =
∑

j∈J2

∑
k∈[d] pj(k) that can be scheduled on machines in M2. Lemma 16

provides us with such a bound.

Lemma 16. V 2 ≤ m/d.

Proof. Consider a job j ∈ J2 that was assigned to machine i in the first procedure.

Let k(j) be an arbitrary dimension k with Λ1
i,j ≥ 3α + 1 (such a dimension exists

since j ∈ J2). Let J2
i (k) = {j : j ∈ J1(i) ∩ J2 and k(j) = k} denote the set of jobs

j ∈ J2 that were assigned to machine i by the first procedure and are associated

with dimension k. We upper bound V 2 as follows:

V 2 =
∑

j∈J2

∑

k′∈[d]

pj(k
′)

=
∑

i∈M1,k∈[d]

∑

j∈J2
i (k)

∑

k′∈[d]

pj(k
′)

(since we associate job j ∈ J2 with a unique dimemsion k(j))

≤
∑

i∈M1,k∈[d]

∑

j∈J2
i (k)

d2pj(k) (by Property 3)

≤ d2
∑

i∈M1

∑

k∈[d]

(Λ1
i (k)− 3α)+ (2.10)

To see why the last inequality holds, recall that Λ1
i,j(k) ≥ 3α + 1 when j ∈ J1(i)

and k = k(j). This can happen only when Λ1
i,j−1(k) ≥ 3α since pj(k) ≤ 1 due to

Property 2. Since Λ1
i,j′(k) is non-decreasing in j′, the sum of pj(k) over all such jobs

j is at most (Λ1
i (k)− 3α)+; here (x)+ := max{0, x}.

We claim that for all i ∈M1, k ∈ [d],

Φi,k(n) ≥ αα(Λ1
i,j(k)− 3α)+ (2.11)
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If Λ1
i,j(k) − 3α ≤ 0, then the claim is true since Φi,k(n) is always non-negative.

Otherwise, we have

Φi,k(n) ≥ αΛ1
i,n(k)−2α ≥ αα(Λ1

i,j(k)− 3α),

where the first inequality follows from Property 1. So in either case, (2.11) holds.

By combining (2.10), (2.11), Corollary 15, and recalling α = 10 log d
log log d

, we have

V 2 ≤ d2
∑

i

∑

k

(Λ1
i (k)− 3α)+ ≤

d2

αα

∑

i

∑

k

Φi,k(n) ≤ d3

αα
m ≤ m

d
.

By Lemma 13, we have maxi∈M2,k∈[d] Λ2
i (k) ≤ 1

m
V 2 + 1 = O(1). Thus, we have

shown that each of the two deterministic procedures yields a makespan of O(α) =

O(log d/ log log d), thereby proving the upper bound.

2.6 Upper Bound for vsall-i

In this section, we give our O((log d/ log log d)
q−1
q )-competitive algorithm for vsall-

i. Throughout the section, let A denote the O(log d/ log log d)-competitive algorithm

for vsmax-i defined in Section 2.5. Our vsall-i algorithm essentially works by

using A as a black box; however, we will perform a smoothing transformation on

large loads before scheduling jobs with A.

2.6.1 Algorithm Definition

We will apply the following transformation to all jobs j that arrive online after Trans-

formation 1 has been performed (note that this is in replacement of Transformations

2 and 3 defined in Section 2.4).

• Transformation 2: If pj(k) > 1, we reduce pj(k) to be 1. If this load reduction

is applied in dimension k for job j, we say j is large in k; otherwise, j is small in

dimension k.
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On this transformed instance, our algorithm simply schedules jobs using our

vsmax-i algorithm A.

2.6.2 Algorithm Analysis

Let α = O(log d/ log log d) be the competitive ratio of algorithm A. For our analysis

in this section, let pj(k) denote the load of job j in dimension k after only Transfor-

mation 1 is applied (in other words, Transformation 2 is only used by the algorithm).

Call this instance the scaled instance. Observe that because of Transformation 1, the

scaled instance has the following property:

• Property 1:
∑

j∈J pj(k) = m for all k ∈ [d]

Let opt′(k, q) be the cost of the optimal solution of the scaled instance in dimension

k. In Lemma 17, we establish two lower bounds on opt′(k, q)q.

Lemma 17.

opt′(k, q)q ≥ max

(∑

j∈J

pj(k)q,m ·
(∑

j∈J

pj(k)/m

)q)
= max

(∑

j∈J

(pj(k)q) ,m

)
.

Proof. Consider any fixed assignment of jobs, and let J ′(i) ⊆ J be the set of jobs

assigned to machine i. Consider any fixed k. The first lower bound (within the max

in the statement of the lemma) follows since

∑

i∈M


 ∑

j∈J ′(i)

pj(k)



q

≥
∑

i∈M

∑

j∈J ′(i)

pj(k)q =
∑

j∈J

pj(k)q.

The second lower bound is due to the convexity of xq when q ≥ 1, and the last

equality follows from Property 1.

Let J(i) ⊆ J be the set of jobs assigned to machine i by the online algorithm.

Let `(i, k) and s(i, k) be the set of jobs assigned to machine i that are large and
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small in dimension k, respectively. For brevity, let σ`(i, k) =
∑

j∈`(i,k) pj(k) and

σs(i, k) =
∑

j∈s(i,k) pj(k). Observe that since algorithm A is α-competitive on an

instance of vsmax-i (which ensures no machine has more than α load), we obtain

the following additional two properties for the algorithm’s schedule:

• Property 2: |`(i, k)| ≤ α for all i ∈M,k ∈ [d].

• Property 3: σs(i, k) ≤ α for all i ∈M,k ∈ [d].

Using these additional properties, the next two lemmas will bound the contribu-

tion of both large and small loads to the objective; namely, we need to bound both

σ`(i, k)q and
∑

i σs(i, k)q in terms of α. Lemma 18 provides this bound for large

loads, while Lemma 19 will be used to bound small loads.

Lemma 18. σ`(i, k)q =
(∑

j∈`(i,k) pj(k)
)q
≤ αq−1

∑
j∈`(i,k) pj(k)q.

Proof. Let h = |`(i, k)|. Then, it follows that

 ∑

j∈`(i,k)

pj(k)



q

=


1

h

∑

j∈`(i,k)

(pj(k) · h)



q

≤ 1

h

∑

j∈`(i,k)

(pj(k) · h)q (Convexity of xq)

= hq−1
∑

j∈`(i,k)

pj(k)q ≤ αq−1
∑

j∈`(i,k)

pj(k)q. (Property 2)

Recall that by Property 1, we have that σs(i, k) ≤ m. Using this fact and along

with Property 3, the general statement shown in Lemma 19 will immediately provide

us with the desired bound on
∑

i σs(i, k)q (stated formally in Corollary 20).

Lemma 19. Let f(x) = xq for some q ≥ 1 whose domain is defined over a set of

variables x1, . . . , xn ∈ [0, α] where α ≥ 1. If
∑m

i=1 xi ≤ m, then

m∑

i=1

f(xi) ≤ 2m αq−1.
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Proof. Let f̃ =
∑m

i=1 f(xi). We claim that f̃ is maximized when 0 < xi < α for at

most one i ∈ [m]. If there are two such variables xi and xj with 0 < xi ≤ xj < α, it

is easy to see that we can further increase f̃ by decreasing xi and increasing xj by

an infinitesimal equal amount (i.e. xi ← xi − ε and xj ← xj + ε) due to convexity of

f .

Hence, f̃ is maximized when the multi-set {xi : i ∈ [m]} has bm/αc copies of α,

and one copy of m− αbm/αc (which is at most α), which gives,

f̃ ≤ bm/αcf(α) + f(m− αbm/αc). (2.12)

If bm/αc ≥ 1, then it follows that

m∑

i=1

f(xi) = f̃ ≤ (bm/αc+ 1)f(α) (by Eqn. (2.12) and since m− αbm/αc ≤ α)

≤ 2(m/α)αq = 2m αq−1 (since bm/αc ≥ 1).

In the case where m < α, f̃ is maximized by setting xi = m for a single i and xi′ = 0

for all other i′ 6= i. Therefore f̃ ≤ f(m) = mq ≤ mαq−1.

Corollary 20. For all dimensions k,
∑

i∈M σs(i, k)q ≤ 2m αq−1.

We are now ready to bound ‖Λ(k)‖r against opt′(k, r) (where opt′(k, q) is the cost

of the optimal solution of the scaled instance in dimension k).

Lemma 21. For all dimensions k, ‖Λ(k)‖q = O(α(q−1)/q)opt′(k, q), i.e., the Lq norm

of the vector load in the algorithm is at most O(α(q−1)/q) times the Lq norm of the

vector load of the optimal solution.

Proof. Using Lemmas 17, 18, and Corollary 20, we have the following bound for
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‖Λ(k)‖qq.

∑

i∈M


∑

j∈J(i)

pj(k)



q

=
∑

i∈M


 ∑

j∈`(i,k)

pj(k) +
∑

j∈s(i,k)

pj(k)



q

≤
∑

i∈M


2 max


 ∑

j∈`(i,k)

pj(k),
∑

j∈s(i,k)

pj(k)





q

≤ 2q
∑

i∈M




 ∑

j∈`(i,k)

pj(k)



q

+


 ∑

j∈s(i,k)

pj(k)



q


≤ 2q


αq−1

∑

j∈`(i,k)

pj(k)q + 2m · αq−1




≤ (2q · 3αq−1)opt′(k, r)q,

where the second-to-last inequality follows from Lemma 18 and Corollary 20, and

the last inequality follows from Lemma 17. Raising both the LHS and RHS to 1/q,

gives us

‖Λ(k)‖q ≤
(
2 · 31/qα(q−1)/q

)
opt′(k, q) = O(α(q−1)/q)opt′(k, q).

The upper bound in Theorem 2 now follows immediately from Lemma 21.

2.7 Chapter Notes

We point out that the lower bounds shown in Section 2.2 are only for deterministic

algorithms, which left the question of showing a randomized lower bound an open

question. However, very recently, Azar et al. resolved this problem by providing a

Ω(log d/ log log d) lower bound for random algorithms [ACP18]. It is still an open

question whether the same competitive ratios can be obtained for vsall-i without

knowledge of the total job volume and maximum job size.
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This chapter is based on joint work with Sungjin Im, Janardhan Kulkarni, and

Debmalya Panigrahi. A preliminary version of these results appeared at The 56th

Annual Symposium on Foundations of Computer Science, FOCS, 2015 [IKKP15].
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3

Vector Scheduling on Unrelated Machines

3.1 Introduction

In addition to handling multidimensionality, another key challenge that data centers

face is handling server heterogeneity due to incremental hardware deployment and

the use of dedicated specialized hardware for particular tasks [ACRV12, GZSS13,

ZWZT13]. In this chapter, we address this challenge—alongside the challenge of

multidimensionality—by examining the vector scheduling problem on unrelated ma-

chines. In particular, we consider the problem considered in Chapter 2, except now,

for a fixed job j and dimension k, pij(k) need not be equal for all machines i.

3.1.1 Our Results

For unrelated machines, there is a polynomial lower bound for simultaneously opti-

mizing multiple Lq norms, even with scalar loads [KMPS09], which rules out an all

norms approximation. Therefore, we focus on an any norm approximation, where

the algorithm is given norms q1, q2, . . . , qd (where 1 ≤ qk ≤ logm) and the goal is

to minimize the Lqk norm for dimension k. Note that it is easy to show that for

any m-dimensional vector x, ‖x‖∞ = Θ(‖x‖logm). Therefore, for any qk > logm, an
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algorithm can instead use a Llogm norm to approximate an Lqk norm objective up

to constant distortion. Thus, in both our upper and lower bound results we restrict

1 ≤ qk ≤ logm.

Thus given these barriers for obtaining obtaining an all-norms approximation,

we will use a standard assumption in multi-objective optimization to circumvent

this impossibility: we only require the algorithm to be competitive against any given

feasible target vector T = 〈T1, . . . , Td〉. Note that a target vector 〈T1, . . . , Td〉 is

feasible if there is an assignment such that for every dimension k, the value of the

Lqk norm in that dimension is at most Tk. Our results do not rely on the exact

feasibility of the target vector; if there is a feasible solution that violates targets in

all dimensions by at most a factor of β, then our results hold with an additional

factor of β in the competitive ratio.

Now, we are ready to define the vs problem with arbitrary Lq norms for unrelated

machines — we call this problem vsany-u.

Definition 4. vsany-u: For dimension k, the objective is

‖Λ(k)‖qk =
(∑

i∈M

Λqk
i (k)

)1/qk
.

An algorithm is said to αqk-competitive under the Lqk norm if ‖Λ(k)‖qk ≤ αqkTk

for every dimension k. Note the (necessary) difference between the definitions of

and vsany-u and vsall-i from Chapter 2: In the latter, the algorithm must be

competitive in all norms in all dimensions simultaneously, whereas in vsany-u, the

algorithm only needs to be competitive against a single norm in each dimension that

is specified in the problem input.

We obtain the following result for the any norm problem.

Theorem 22. There is an online algorithm for the vsany-u problem that simulta-

neously obtains a competitive ratio of O(qk + log d) for each dimension k, where the
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goal is to optimize the Lqk norm in the kth dimension. Moreover, these competitive

ratios are tight, i.e., there is a matching lower bound for any given set of Lqk norms.

3.1.2 Related Work

For scalar loads, Aspnes et al. [AAF+97] obtained a competitive ratio of O(logm)

for makespan minimization, which is asymptotically tight [ANR95]. Scheduling for

the L2 norm was considered by [CW75, CJ76], and Awerbuch et al. [AAG+95] ob-

tained a competitive ratio of 1 +
√

2, which was shown to be tight [CFK+11]. For

general Lq norms, Awerbuch et al. [AAG+95] (and Caragiannis [Car08]) obtained

a competitive ratio of O(q) and showed that it is tight up to constants. Various

intermediate settings such as related machines (machines have unequal but job-

independent speeds) [AAF+97, BCK00] and restricted assignment (each job has

a machine-independent load but can only be assigned to a subset of machines)

[ANR95, CFK+11, CMS12, STZ07] have also been studied for the makespan and

Lq norms.

For vector loads, Meyerson et al. [MRT13] noted that the natural extension of

the algorithm of Aspnes et al. [AAF+97] to vector loads has a competitive ratio

of O(log dm) for makespan minimization; in fact, for identical machines, they used

exactly the same algorithm but gave a tighter analysis. For the offline problem, Harris

and Srinivasan [HS13] recently showed that the dependence on m is not required by

giving a randomized O(log d/ log log d) approximation algorithm.

3.1.3 Chapter Road Map

The rest of the chapter will be dedicated to showing Theorem 22. Namely, in Section

3.2 we give a O(qk + log d)-competitive algorithm, and in Section 3.3, we provide a

matching lower bound.
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3.2 Upper Bound for vsany-u

Before formally giving our algorithm, we describe our approach at a high level. Our

algorithm is greedy with respect to a potential function (as are algorithms for all

special cases studied earlier [AAG+95, AAF+97, Car08, MRT13]). However in our

setting, the choice of what potential function is less obvious. For each individual

dimension k, we use the Lqkqk norm as the potential (following [AAF+97, Car08]).

The main challenge is to combine these individual potentials into a single potential.

We use a weighted linear combination of the individual potentials for the different

dimensions. This is somewhat counter-intuitive since the combined potential can

possibly allow a large potential in one dimension to be compensated by a small

potential in a different one. However, we observe that we are aiming for a competitive

ratio of O(qk + log d) which allows some slack compared to scalar loads if qk < log d.

For example, suppose wk = qk + log d; then we use weights of w−wkk in the linear

combination after changing the individual potentials to Lwkqk . Note that as one would

expect, the weights are larger for dimensions that allow a smaller slack. The key

technical insight we show in this chapter that this combined potential simultaneously

leads to the asymptotically optimal competitive ratio on every dimension.

3.2.1 Algorithm Definition

We now formally define our algorithm. Let Lk = ‖Λ(k)‖qk denote the Lqk norm of

the machine loads in the kth dimension, and wk = qk + log d denote the desired

competitive ratio; all logs are base 2. We define the potential for dimension k as

Φk = Lwkk . The potentials for the d different dimensions are combined using a

weighted linear combination, where the weight of dimension k is αk = (3wk)
−wk .

Note that dimensions that allow a smaller slack in the competitive ratio are given a

larger weight in the potential. We denote the combined potential by Φ =
∑d

k=1 αk·Φk.
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The algorithm assigns job j to the machine that minimizes the increase in potential

Φ.

3.2.2 Algorithm Analysis

Let us fix a solution satisfying the target objectives, and call it the optimal solution.

Let Λi(k) and Λ∗i (k) be the load on the ith machine in the kth dimension for the

algorithmic solution and the optimal solution respectively. We also use L∗k to denote

the Lqk norm in the kth dimension for the optimal solution; we have already asserted

that by scaling, L∗k = 1.

Similar to [AAF+97, Car08], we compare the actual assignment made by the

algorithm (starting with zero load on every machine in every dimension) to a hypo-

thetical assignment made by the optimal solution starting with the final algorithmic

load on every machine (i.e., load of Λi(k) on machine i in dimension k).

We will need the following fact for our analysis, which follows by observing that all

parameters are positive, the function is continuous in the domain, and its derivative

is non-negative.

Fact 23. The function f(x1, x2, . . . , xm) = (
∑

i(xi + ai)
y)z−(

∑
i x

y
i )
z is non-decreasing

if for all i ∈ [m] we restrict the domain of xi to be [0,∞), y ≥ 1, z ≥ 1, and ai ≥ 0.

Using greediness of the algorithm and convexity of the potential function, we

argue in Lemma 24 that the change in potential in the former process (that of the

algorithm) is upper bounded by that in the latter process (the hypothetical, modified

optimal assignment).

Lemma 24. The total change in potential in the online algorithm satisfies:

d∑

k=1

αkL
qk
k = Φ(n)− Φ(0) ≤

d∑

k=1

αk

( m∑

i=1

(
Λi(k) + Λ∗i (k)

)qk)wk/qk −
d∑

k=1

αkL
wk
k
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Proof. Let yi,j = 1 if the algorithm assigns job j to machine i; otherwise, yi,j = 0.

Define y∗i,j similarly but for the optimal solution’s assignments. We can express the

resulting change in potential from scheduling job j as follows.

Φ(j)− Φ(j − 1)

=
d∑

k=1

αk (Lwkk (j)− Lwkk (j − 1)) =
d∑

k=1

αk

(( m∑

i=1

Λrk
i,j(k)

)wk/qk −
( m∑

i=1

Λqk
i,j−1(k)

)wk/qk)

=
d∑

k=1

αk

(( m∑

i=1

(
Λi,j−1(k) + pi,j(k) · yi,j

)qk)wk/qk −
( m∑

i=1

Λqk
i,j−1(k)

)wk/qk)
. (3.1)

Since the online algorithm schedules greedily based on Φ(j), using the optimal

schedule’s assignment for job j must result in a potential increase that is at least as

large. Therefore by (3.1) we have

Φ(j)−Φ(j−1) ≤
d∑

k=1

αk

(( m∑

i=1

(
Λi,j−1(k)+pi,j(k)·y∗i,j

)qk)wk/qk−
( m∑

i=1

Λqk
i,j−1(k)

)wk/qk)
.

(3.2)

As loads are non-decreasing, Λi(k) ≥ Λi,j−1(k). Also note that qk ≥ 1 and

wk/qk = (qk + log d)/qk > 1.

Thus, we can apply Fact 23 to (3.2) (setting y = qk, z = wk/qk, and ai = pi,j(k) ·y∗i,j)

to obtain

Φ(j)−Φ(j − 1) ≤
d∑

k=1

αk

(( m∑

i=1

(
Λi(k) + pi,j(k) · y∗i,j

)qk)wk/qk −
( m∑

i=1

Λqk
i (k)

)wk/qk)
.

(3.3)

We can again use Fact 23 to further bound the potential increase (using the same
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values of ai, w, and z, but now ∆xi = Λ∗i,j−1(k)):

Φ(j)− Φ(j − 1) (3.4)

≤
d∑

k=1

αk

(( m∑

i=1

(
Λi(k) + Λ∗i,j−1(k) + pi,j(k) · y∗ij

)qk)wk/qk

−
( m∑

i=1

(
Λi(k) + Λ∗i,j−1(k)

)qk)wk/qk)

=
d∑

k=1

αk

(( m∑

i=1

(
Λi(k) + Λ∗i,j(k)

)qk)wk/qk −
( m∑

i=1

(
Λi(k) + Λ∗i,j−1(k)

)qk)wk/qk)
.

(3.5)

Observe that for a fixed k, the RHS of (3.5) is a telescoping series if we sum over all

jobs j:

n∑

j=1

αk

(( m∑

i=1

(
Λi(k) + Λ∗i,j(k)

)qk)wk/qk −
( m∑

i=1

(
Λi(k) + Λ∗i,j−1(k)

)qk)wk/qk)

= αk

( m∑

i=1

(
Λi(k) + Λ∗i (k)

)qk)wk/qk −
( m∑

i=1

(
Λi(k)

)qk)wk/qk
. (3.6)

We have
n∑

j=1

(Φ(j)− Φ(j − 1)) = Φ(n)− Φ(0),

since this is also a telescoping series. By definition, Φ(0) = 0 and Φ(n) =
∑d

k=1 αkL
qk
k .

Using these facts along with (3.5) and (3.6), we establish the lemma:
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d∑

k=1

αkL
qk
k =

n∑

j=1

(Φ(j)− Φ(j − 1))

(since Φ telescopes, Φ(0) = 0, and Φ(n) =
d∑

k=1

αkL
wk
k )

≤
d∑

k=1

αk

( m∑

i=1

(
Λi(k) + Λ∗i (k)

)qk)wk/qk −
d∑

k=1

αkL
wk
k

)
(by (3.5) and (3.6)).

We proceed by applying the Minkowski inequality, which we is stated formally as

follows.

Fact 25 ([Wik])). For any two vectors v1 and v2, we have ‖v1 +v2‖r ≤ ‖v1‖r+‖v2‖r.

Applying this inequality to the RHS in Lemma 24, we obtain

d∑

k=1

αkL
wk
k ≤

d∑

k=1

αk

(( m∑

i=1

Λqk
i (k)

)1/qk
+
( m∑

i=1

(Λ∗i (k))qk
)1/qk

)wk −
d∑

k=1

αkL
wk
k

=
d∑

k=1

αk

(
Lk + L∗k

)wk −
d∑

k=1

αkL
wk
k . (3.7)

Next, we prove a simple lemma that we will apply to inequality (3.7).

Lemma 26. (Lk + L∗k)
wk ≤ e1/2Lwkk + (3qk · L∗k)wk for all k ∈ [d].

Proof. First consider the case Lk ≥ 2qk · L∗k. Then it follows,

(Lk + L∗k)
wk ≤ (1 + 1/(2wk))

wk · Lwkk

≤
(
e1/(2wk)

)wk · Lwkk = e1/2Lwkk . (3.8)

Otherwise Lk < 2wk · L∗k, and then we have

(Lk + L∗k)
wk ≤ (3wk · L∗k)wk .

Combining these two upper bounds completes the proof.
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Thus, we can rearrange (3.7) and bound 2
∑d

k=1 αkL
wk
k as follows:

2
d∑

k=1

αkL
wk
k ≤

d∑

k=1

αk (Lk + L∗k)
wk

≤ e1/2

d∑

k=1

αkL
wk
k +

d∑

k=1

αk(3wk · L∗k)wk (by Lemma 26)

= e1/2

d∑

k=1

αkL
wk
k +

d∑

k=1

(L∗k)
wk . (3.9)

Note that the last equality is due to the fact that α−1
k = (3wk)

wk . By our initial

scaling, L∗k = 1 for all k. Therefore, after rearranging (3.9), we obtain

(
2− e1/2

) d∑

k=1

αkL
wk
k ≤

d∑

k=1

(L∗k)
qk ≤ d,

which for any fixed k implies

Lk ≤
1

(2− e1/2)
1/wk
·
(
d

αk

)1/wk

≤ 1

2− e1/2
·
(
d

αk

)1/wk

=
3

2− e1/2
·
(
d

1
qk+log d

)
wk < 10 · d 1

log d · wk = 20wk = O(qk + log d),

where the second inequality uses wk ≥ 1 and 2− e1/2 < 1. This completes the proof

of the upper bound claimed in Theorem 22.

3.3 Lower Bound for vsany-u

In this section we prove the lower bound in Theorem 22, i.e., we show that we can

force any algorithm to make an assignment where there exists a dimension k that

has load at least Ω(log d+ qk) where 1 ≤ qk ≤ logm.
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Our construction is an adaptation of the lower bounds in [Car08] and [AAG+95]

but for a multidimensional setting. Informally, the instance is defined as follows. We

set m = d and then associate the ith machine with the ith dimension, i.e., machine

i only receives load in the ith dimension. We then issue jobs in a series of log d + 1

phases. In a given phase, there will be a current set of active machines, which are

the only machines that can be loaded in the current phase and for the rest of the

instance (so once a machine is inactivated it stays inactive). More specifically, in a

given phase we arbitrarily pair off the active machines and then issue one job for each

pair, where each job has unit load but is defined such that it must be assigned to a

unique machine in its pair. When a phase completes, we inactivate all the machines

that did not receive load (so we cut the number of active machines in half). This

process eventually produces a load of log d + 1 on some machine, whereas reversing

the decisions of the algorithm gives an optimal schedule with an Lqk norm of 1 for

all k ∈ [d].

More formally let d = 2h. The adversary sets the instance target parameters to

be Tk = 1 for all k ∈ [d] (it will be clear from our construction that these targets

are feasible). For each job j, let m1(j),m2(j) ∈ [m] denote the machine pair the

adversary associates with job j. We define j to have unit load on machines m1(j),

m2(j) in their respective dimensions and arbitrarily large load on all other machines.

Formally, pi,j(k) is defined to be

pi,j(k) =





0 if i 6= k and i ∈ {m1(j),m2(j)}
1 if i = k and i ∈ {m1(j),m2(j)}
∞ otherwise.

As discussed above, the adversary issues jobs in h+ 1 phases. Phases 1 through

h will work as previously specified (we describe how the final (h+ 1)st phase works

shortly). Let S` denote the active machines in phase `. In the `th phase, we issue a
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set of jobs J` where |J`| = 2h−`. We then pair off the machines in S` and use each

machine pair as m1(j) and m2(j) for a unique job j ∈ J`. Clearly the algorithm must

schedule j on m1(j) or m2(j), and thus 2h−` machines accumulate an additional load

of 1 in phase `. Machines that receive jobs in phase ` remain active in phase ` + 1;

all other machines are set to be inactive. In the final phase h + 1, there will be a

single remaining active machine i′; thus, we issue a single job j′ with unit load that

must be scheduled on i′ (note that this final phase is added to the instance only to

make our target vector feasible).

Based on this construction, there will exist a dimension k′ at the end of the

instance that has load h+1 on machine k′ and 0 on all other machines. Observe that

the optimal schedule is obtained by reversing the decisions of the algorithm, which

places a unit load on one machine in each dimension. Namely, if j was assigned

to m1(j), then the optimal schedule assigns j to m2(j) (and vice versa), with the

exception that j′ is assigned to its only feasible machine.

In the case that log d ≥ qk′ , the adversary stops. Since Tk′ = 1 and the Lqk′ norm

of the algorithm in dimension k′ is h+1 = log d+1, we have that the competitive ratio

of the algorithm is Ω(log d+ qk). If log d < qk′ , then the adversary stops the current

instance and begins a new instance. In the new instance, we simply simulate the

lower bound from [AAG+95] in dimension k′ (i.e., the only dimension that receives

load is dimension k′; the adversary also resets the target vectors accordingly). Here,

the adversary forces the algorithm to be Ω(qk′)-competitive, which, since log d < qk′ ,

gives us the desired bound of Ω(log d+ qk′).

Our goal is to prove the upper bound in Theorem 22. Recall that we are given

targets Tk, and we have to show that ‖Λ(k)‖qk = O(log d + qk) · Tk for all k ∈ [d].

(Λ(k) is the load vector in dimension k and qk is the norm that we are optimizing.)

First, we normalize pi,j(k) to pi,j(k)/Tk for all dimensions k; to keep the notation

simple, we will also denote this normalized load pi,j(k). This ensures that the target
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objective is 1 in every dimension. (We assume wlog that Tk > 0. If Tk = 0, the

algorithm discards all assignments that put non-zero load on dimension k).

3.4 Chapter Notes

This chapter is based on joint work with Sungjin Im, Janardhan Kulkarni, and

Debmalya Panigrahi. A preliminary version of this work appeared at The 56th

Annual Symposium on Foundations of Computer Science, FOCS, 2015 [IKKP15].

51



4

Load Balancing on Related Machines

4.1 Introduction

In the previous chapter, we examined the unrelated machines settings, which ad-

dressed the challenge of machine heterogeneity. In this model, the load of a job can

differ arbitrarily between machines. However, in many scenarios, machine and clus-

ter hetereogenity is not completely arbitrary and can likely be characterized based

on some kind of scale, e.g., machine A is five times more powerful than machine B.

With this motivation, we now consider an intermediate case known as the related

machines setting. More specifically, our problem will be defined identically to that

given in Section 2.1.1, except now pij(k) = pj(k)/si, where si is the speed of machine

i and pj(k) is the load of job j in dimension k. In this chapter, we focus on the

scalar setting (i.e., d = 1) where we aim to optimize for a given Lq-norm. Prior to

our work, only the makespan (L∞) norm had been considered—the competitive ratio

for optimizing makespan is constant [AAF+97, BCK00], but nothing was known for

optimizing generic Lq-norms. Thus, we give the first constant competitive algorithm

for optimizing Lq norms on related machines; furthermore, the techniques and algo-
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rithms given in this settings will be used when considering vector loads in Chapter

5.

4.1.1 Results

Again we adopt the same notation outlined in Chapter 2. Since in this chapter we

consider the scalar setting, we let Λ(1) = Λ be the load vector produced by the

algorithm. Recall that the q-norm objective (for notational simplicity we will often

use q-norm instead of Lq and this chapter and the next) is given by:

||Λ||q =
( m∑

i=1

(Λi)
q
)1/q

.

We call the problem of optimizing ||Λ||q for a fixed q for scalar jobs on related

machines ssfixed-r (here, we do not obtain all an norms approximation as we did

in Chapter 2). In particular, we show the following result.

Theorem 27. For the ssfixed-r problem, there is a deterministic algorithm with

a constant competitive ratio. This is asymptotically tight because online scheduling

has a constant lower bound even for identical machines [Alb99, FKT89, BKR94,

GRTW00, III01].

4.1.2 Techniques

As mentioned earlier, the only previous result was for the makespan norm in the

scalar case, which uses the so-called slowest-fit algorithm [AAF+97, BCK00]. This

algorithm guesses the optimal makespan opt, and assigns a new job to the slowest

machine that can accommodate it without exceeding opt by a constant factor. Un-

fortunately for optimizing q-norms this strategy fails. This is because for q-norms,

it is not even clear how to define a slowest-fit algorithm, since guessing opt does not

give us bounds on individual machine loads. Instead, we use a convex relaxation of
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the q-norms objective to obtain lower bounds on individual machine loads and give

a continuous greedy technique for solving this convex program.

However, in order to make this approach work, we will also need to introduce

a new tool called machine smoothing (which will define for both the makespan and

q-norm settings as we will use this technique in the next chapter, as well.) More

specifically, imagine grouping together machines with similar speeds. Then, one can

employ a two-stage algorithm that assigns each job to a machine group, and then

use an identical machines algorithm within each machine group. Unfortunately,

this simple grouping does not make the assignment problem easier as the number

of machines in each group might be completely arbitrary. It turns out that the

assignment of jobs to groups is facilitated if we can ensure that the cumulative

processing power in a group exponentially increases as we move to slower groups.

(The cumulative processing power for the makespan objective is simply the sum

of speeds of machines in the group; for other q-norms, this definition is suitably

generalized.) So, now we have two objectives: group machines with similar speeds,

but also ensure exponentially increasing processing powers of the groups in decreasing

speed order. We show that we can transform any given instance into an instance

that satisfies these goals simultaneously, which we call a smoothed instance, while

only sacrificing a constant factor in the competitive ratio of the algorithm.

Thus, using machine smoothing, we use a two-step approach to define our algo-

rithm for q-norm for scalar loads. First, we use a continuous greedy algorithm on

a suitably chosen fractional relaxation of the norm to produce a competitive frac-

tional solution. Next, we use an online rounding algorithm to produce an integer

assignment from the fractional solution. The challenge of making a tradeoff between

sparing faster machines for future large jobs and using machines as equally as possi-

ble doesn’t disappear in the fractional relaxation, requiring a careful argument in the

analysis. For the rounding part, the continuous greedy algorithm yields a fractional
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solution for the smoothed instance, which has a nice structure, and thus is relatively

easy to round.

4.1.3 Chapter Road Map

In Section 4.2 we define our machine smoothing scheme and show there is a mapping

between any instance and a smoothed instance that loses at most a constant factor

in the objective. In Section 4.3, we will define the preliminaries needed for our

algorithm, i.e., notation and our convex relaxation. In Section 4.4 , we define the

fractional or continuous greedy phase of our algorithm, and then finally in Section

4.5, we give our rounding algorithm.

4.2 Machine Smoothing

As mentioned in the chapter introduction, the key idea we use in our algorithm is

that of machine smoothing. There are two properties that we wish to derive from

machine smoothing: that machines in a single group have the same speed and that a

slower group has processing power at least as much the sum over all its faster groups.

To ensure both properties simultaneously, simply grouping the given machines is not

sufficient – instead, we need to modify machine speeds in the given instance and

create new machines. The goal of this section is to show that such modification is

valid, i.e., there is a mapping between assignments made on the original instance

and the smoothed instance that only changes the objective by a constant factor.

We use a parameter γ := q/(q − 1) for defining smoothed instances for the q-

norm. For the makespan norm, we define γ := 1. Using this parameter, we define

the processing power of a group, (denoted S(G) for group G) S(G) :=
∑

i∈G s
γ
i ; note

that for the makespan norm, the processing power is simply the sum of speeds of the

machines in the group, i.e., S(G) :=
∑

i∈G si.
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Definition 5. An instance is smoothed if the machines are partitioned into groups

G0, G1, . . . such that:

• Property 1: All machines in a group have equal speed.

• Property 2: S(G`) ≥ S(G0) +S(G1) + · · ·+S(G`−1) for all groups G`, where

S(G) :=
∑

i∈G s
γ
i .

• Property 3: For any `, the value of sγi for machines i ∈ G` is at least twice

that of machines i ∈ G`+1. For the makespan norm, this means that machines

in G` are at least twice as fast as those in G`+1.

4.2.1 Machine Smoothing for Makespan Norm.

First, we give an algorithm that converts an arbitrary set of machines M to a

smoothed set of machines M ′ for the makespan norm (see Fig. 4.1). By scaling

and rounding all machine speeds to powers of 2, we assume that all machine speeds

are 2−t for some integer t ≥ 0 with the fastest machine having a speed of 1. Clearly,

this changes the makespan by at most a factor of 2.

First, we order the machines in M in non-increasing order of speed, breaking

ties arbitrarily. Let us overload notation and call this sorted order M as well. The

first group G0 comprises only the first machine in M , i.e., a machine with speed 1.

To define a group G` for ` ≥ 1, we discard the prefix of M comprising machines in

G0 ∪G1 ∪ ...∪G`−1 and from the remaining machines in M , choose a minimal prefix

such that their total processing power (sum of speeds) is exactly 2`. Note that if

the total processing power of the remaining machines is at least 2`, this is always

possible since machine speeds are (non-positive) powers of 2. If the total processing

power of the remaining machines is less than 2`, we simply discard these remaining

machines (call these discarded machines GL+1 where L is the index of the last group

of machines). Thus, for each group G` with 0 ≤ ` ≤ L, we have S(G`) = 2`.

Let smin(G`) denote the lowest speed among all machines in G`. To create our
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. . .
(32 machines total)

Figure 4.1: Illustration of machine smoothing.

Here our original instance of machines M consists of 24 machines, 1 machine of speed 1,
3 machines of speed 1/2, 16 machines of speed 1/4, and 4 machines of speed 1/8. These
machines are then grouped into G0, G1, and G2 as shown. Our smoothed instance of
machines M ′ consists of groups G′0 (1 machine of speed 1), G′1 (8 machines of speed 1/4)
and G′2 (32 machines of speed 1/8). The left and right illustrations demonstrate mappings
g′(·) and g(·), respectively.

smoothed set of machines M ′, for each ` we replace G` with a new set of machines G′`

whose speeds are all equal to smin(G`). The number of machines in G′` is chosen such

that the processing power is preserved, i.e., S(G′`) = S(G`). Note that G′` may have

more machines than G`. Finally, we combine all groups in G′0, G
′
1, . . . that have the

same speed to form a new set of groups G′′0, G
′′
1, . . ., which form a smoothed instance.

The next lemma claims that any assignment in the original instance can be
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mapped to an assignment in the smoothed instance, and vice-versa, such that the

makespan only changes by a constant.

Lemma 28. For any set M of machines, let M ′ be the set of smoothed machines

defined by the smoothing procedure for the makespan norm. Then there exist two

mappings g : M → M ′ and g′ : M ′ → M such that if we are given a schedule on

machines in M (resp., M ′), then scheduling jobs assigned to machine i on machine

g(i) (resp., g′(i)) produces a schedule with makespan at most a constant factor more

than that of the original schedule on M (resp., M ′).

Proof. To define our mappings, we will use both sets of groupsG0, G1, . . . on machines

M and G′0, G
′
1, . . . on machines M ′. (Note that {G′′`}` and {G′`}` are groups defined

on the same set of machines M ′; so it is sufficient to output an assignment on

G′0, G
′
1, . . ..)

First, we define the mapping g(·) (see the bottom of Fig. 4.1 for an illustration).

We partition the machines in group G`+1 for 0 ≤ ` ≤ L into sets {Hi′}i′∈G′` , where

all machines in Hi′ are mapped to a single machine i′ ∈ G′`. Since no machine

in G`+1 has a speed greater than si′ and S(G`+1) ≤ 2S(G′`), we can ensure that

S(Hi′) ≤ 3si′ , e.g., by using a greedy partitioning algorithm. Thus, this mapping

increases the makespan of a schedule by at most a factor of 3. Additionally, we map

the unique machine in G0 to itself, leading to an overall increase in the makespan by

at most a factor of 4.

Now, we define the mapping g′(·) from machines M ′ to M (see the top of Fig. 4.1

for an illustration). We partition the machines in group G′` for 0 ≤ ` ≤ L into sets

{Hi}i∈G` , where all machines in Hi are mapped to a single machine i ∈ G`. Since

every machine in G` has at least the speed of machines in G′`, S(G`) = S(G′`), and

all speeds are powers of 2, we can ensure that S(Hi) = si, e.g., by again using a

greedy partitioning algorithm. Thus, this mapping does not increase the makespan
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of a schedule.

4.2.2 Machine Smoothing for q-norms

For an arbitrary q-norm, we need to modify our machine smoothing procedure be-

cause the definition of processing power of a group, and consequently that of a

smoothed instance, is different from that for makespan. Thus in this section, we give

an algorithm for converting machines M to a set of smoothed machines M ′ when

optimizing for arbitrary q-norms where q ≥ 2 (since the case of q = 1 is trivial).

Recall that in the definition of smoothed instance for q-norms, we define total

processing power of a group S(G`) =
∑

i∈G` s
γ
i , where γ = q/(q−1). Define Γ := 21/γ.

Again by scaling and rounding, we can assume that the fastest machine has speed

exactly 1 and that all machines in M have speeds that are (non-positive) powers of

Γ, i.e., 1,Γ−1,Γ−2, . . .. This changes the q-norm by at most a factor of γ which is at

most 2 since q ≥ 2.

We again order the machines in M in non-increasing order of speed, breaking

ties arbitrarily. Let us overload notation and call this sorted order M as well. The

first group G0 comprises only the first machine in M , i.e., a machine with speed 1.

To define a group G` for ` ≥ 1, we discard the prefix of M comprising machines in

G0 ∪G1 ∪ ...∪G`−1 and from the remaining machines in M , choose a minimal prefix

such that their total processing power (sum of sγi ) is exactly 2`. Note that if the total

processing power of the remaining machines is at least 2`, this is always possible since

machine speeds are (non-positive) powers of Γ (and thus each sγi is a non-positive

power of 2). If the total processing power of the remaining machines is less than

2`, we simply discard these remaining machines (call these discarded machines GL+1

where L is the index of the last group of machines). Thus, for each group G` with

0 ≤ ` ≤ L, we have S(G`) = 2`.

Let smin(G`) denote the lowest speed among all machines in G`. To create our
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smoothed set of machines M ′, for each ` we replace G` with a new set of machines G′`

whose speeds are all equal to smin(G`). The number of machines in G′` is chosen such

that the processing power is preserved, i.e., S(G′`) = S(G`). Note that G′` may have

more machines than G`. Finally, we combine all groups in G′0, G
′
1, . . . that have the

same speed to form a new set of groups G′′0, G
′′
1, . . ., which form a smoothed instance.

We now generalize Lemma 28 to arbitrary q-norms.

Lemma 29. For any set M of machines, let M ′ be the set of smoothed machines

defined by the smoothing procedure for the q-norm. Then there exist two mappings

g : M → M ′ and g′ : M ′ → M such that if we are given a schedule on machines in

M (resp., M ′), then scheduling jobs assigned to machine i on machine g(i) (resp.,

g′(i)) produces a schedule with q-norm at most a constant factor more than that of

the original schedule on M (resp., M ′).

Proof. To define our mappings, we will use both sets of groupsG0, G1, . . . on machines

M and G′0, G
′
1, . . . on machines M ′. (Note that {G′′`}` and {G′`}` are groups defined

on the same set of machines M ′; so it is sufficient to output an assignment on

G′0, G
′
1, . . ..)

First, we define the mapping g(·). We partition the machines in group G`+1

for 0 ≤ ` ≤ L into sets {Hi′}i′∈G′` , where all machines in Hi′ are mapped to a

single machine i′ ∈ G′`. Since no machine in G`+1 has a speed greater than si′

and S(G`+1) ≤ 2S(G′`), we can ensure that S(Hi′) ≤ 3sγi′ , e.g., by using a greedy

partitioning algorithm. We now want to show that the qq-norm of the loads on

machines in Hi′ only increases by a factor of at most 3q when the loads are relocated

to machine i′. Let ut denote the total volume machine t ∈ Hi′ (i.e, sum of pj on
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machine t). Then, we have,

∑

t∈Hi′

(
ut
st

)q
= S(Hi′)

∑

t∈Hi′

sγt
S(Hi′)

(
ut
sγt

)q

≥ S(Hi′)


∑

t∈Hi′

sγt
S(Hi′)

· ut
sγt



q

=
s
γ(q−1)
i′

S(Hi′)q−1

(∑
t∈Hi′

ut

si′

)q

≥ 1

3q

(∑
t∈Hi′

ut

si′

)q

,

where the first inequality follows from the convexity of xq; the second inequality

follows since S(Hi′)/s
γ
i′ ≤ 3. Finally, note that the first group G′0 processes jobs

relocated not only from G1 but also from G0. Hence the qq-norm increases by a

factor of at most 6q, meaning that the optimal q-norm increases by at most a constant

factor.

Now, we define the mapping g′(·) from machines M ′ to M . We partition the

machines in group G′` for 0 ≤ ` ≤ L into sets {Hi}i∈G` , where all machines in Hi

are mapped to a single machine i ∈ G`. Since every machine in G` has at least the

speed of machines in G′`, S(G`) = S(G′`), and all sγi are powers of 2, we can ensure

that S(Hi) = sγi , e.g., by again using a greedy partitioning algorithm. Observe that

|Hi| = sγi /(s
′
`)
γ, where s′` denotes the uniform speed of machines in G′`. We again let

ut be the volume of jobs assigned on machine t ∈ Hi. Thus we we have

∑

t∈Hi

(
ut
s′`

)q
≥ |Hi| ·

(∑
t∈Hi ut

s′`|Hi|

)q

=

(
1

|Hi|

)q−1

·
(
si
s′`

)q
·
(∑

t∈Hi ut

si

)q
=

(∑
t∈Hi ut

si

)q
,

where the first inequality again follows from the convexity of xq. The last equality

follows since |Hi| = sγi /(s
′
`)
γ. Thus, we have shown that the qq-norm does not

increase when jobs are moved from M ′ to M following the mapping g′(·).
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4.3 Preliminaries

In the remainder of the chapter, we give our algorithm for ssfixed-r. For con-

venience, we will work with the qq-norm (i.e., the q-norm raised to the qth power)

and give an O(1)q-competitive algorithm, which is equivalent to an O(1)-competitive

algorithm for the q-norm.

By Lemma 29, we can assume throughout that we have a smoothed instance (i.e.,

transforming to a smoothed instance only loses a constant factor in the competitive

ratio.) Recall that the speed of a machine in group G` is denoted s`, and p`j := pj/s`

denotes the processing time of job j on any machine in G`. Now, suppose a set

of jobs J` is assigned to group G`. Then, two natural lower bounds on the qq-

norm of any assignment of these jobs to the individual machines in G` are given by:

|G`| ·
(∑

j∈J`
p`j

|G`|

)q
, which is the qq-norm of the optimal fractional assignment of these

jobs, and
∑

j∈J` p
q
`j, which is the qq-norm of the optimal assignment if |G`| = ∞.

The next theorem, which follows from [AE05] and [Gra66], states that the sum of

these lower bounds can be attained in an online assignment on any set of identical

machines. We provide a proof for sake of completeness.

Theorem 30 ([AE05], [Gra66]). For the ssfixed-r problem on m identical ma-

chines, there is a deterministic algorithm that yields a schedule with qq-norm of

O(1)q ·
[
m ·
(∑

j pj

m

)q
+
∑

j p
q
j

]
.

Proof. Our algorithm will be to simply schedule jobs greedily, i.e., for each job j that

arrives, we schedule j on the machine that currently has the smallest load. Let Λ

be the load vector produced by the algorithm, and let Λi denote the load of the ith

machines. Let p̂i be the load of the last job that was assigned to machine i,and let
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Λ′i be the load on machine without this last job (i.e., Λ′i = Λi − p̂i). Observe that

‖Λ‖qq =
∑

i

(Λ′i + p̂i)
q ≤

∑

i

(2 max(Λ′i, p̂i))
q

≤ 2q
∑

i

((Λ′i)
q + p̂i

q) ≤ 2q

(
m ·
(∑

j pj

m

)q
+
∑

j

pqj

)
,

as desired. The last inequality follows since the algorithm assigns greedily, and

therefore Λ′i ≤
(∑

j pj

)
/m; we also clearly have that

∑
i p̂i

q ≤∑j p
q
j .

This theorem implies that it is sufficient for us to find an assignment of jobs to

machine groups that bounds the following function h against the optimal qq-norm:

h :=
∑

`

[
|G`| ·

(∑
j∈J` p`j

|G`|

)q
+
∑

j∈J`

pq`j

]
.

Once this assignment is obtained, Theorem 30 is invoked separately on each machine

group to obtain the final assignment of jobs to individual machines within each group.

Thus given this setup, in the rest of the chapter our algorithm will assign jobs

to machine groups in a smoothed instance. This algorithm has two parts: an on-

line fractional algorithm that assigns jobs fractionally to machine groups, and an

online rounding algorithm that converts this fractional assignment to an integral

assignment.

4.4 Fractional Algorithm for ssfixed-r

We first define the fractional counterpart of the objective h defined above. Let x`j be

the fraction of job j assigned to group G` in a fractional assignment, where groups

are sorted in decreasing order of speed. Then,

h(x) :=
∑

`

[
|G`| ·

(∑
j∈J p`j · x`j
|G`|

)q
+
∑

j∈J`

pq`j · x`j
]
.
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For brevity of notation, we denote the fractional load of group G` by Λ`(x) :=
∑

j
1
|G`|
· x`jp`j and separate the two terms in h(x) as the load-dependent objective

f(x) :=
∑

` |G`| · (Λ`)
q and the job-dependent objective g(x) :=

∑
`

∑
j(p`j)

q ·x`j. We

also call their sum h(x) the total objective. The goal of the fractional algorithm is to

obtain a fractional solution x that is O(1)q-competitive for the total objective h(x).

4.4.1 Algorithm Definition

Our algorithm is inspired by a continuous greedy strategy on the objective h(x). To

define it precisely, we denote the two terms in the derivative dh(x)
dx`j

by:

α`j :=
df(x)

dx`j
= |G`| · q · (Λ`)

q−1 · 1

|G`|
· p`j = q · (Λ`)

q−1 · pj
s`

β`j :=
dg(x)

dx`j
= (p`j)

q =

(
pj
s`

)q

The algorithm assigns an infinitesimal fraction of the current job j to the machine

group G` that has the minimum value of η`j := max(α`j, β`j). (Conceptually, this is

similar to assigning to the machine that minimizes α`j+β`j, which is the derivative of

the objective h(x), but using the max instead of the sum makes our analysis simpler.)

In case of a tie between machine groups, the following rule is used:

• If there is a machine group G` with α`j ≤ β`j among the tied groups, then

this machine group is used for the assignment. Note that by Property 3 of

smoothed instances, no two machine groups can have an identical value of β`j.

It follows that there can only be at most one machine group among the ones

tied on η`j that has η`j = β`j, i.e., α`j ≤ β`j. Hence, this rule is well-defined.

• If α`j ≥ β`j for all tied machine groups, then we divide the infinitesimal job

among the tied groups in proportion to |G`| · sγ` , where γ = q/(q − 1). These

proportions are chosen to preserve the condition that the values of α`j remain

tied after the assignment (see Claim 31 below).
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4.4.2 Algorithm Analysis

Before giving any formal arguments, we first give some more intuition about the

algorithm and a general overview of our analysis. Observe that if α`j > β`j for all

machine groups G` throughout the algorithm, then the optimal strategy would be to

keep all the α`j identical, since otherwise, moving an infinitesimal fraction of job j

from a group with a higher value of α`j to one with a lower value would improve the

objective. This property is ensured by the second tie-breaking rule, which is stated

in Claim 31 and can be verified by a simple calculation that we show later in the

section.

Claim 31. If job j is assigned in proportion to |G`| · sγ` , where γ = q/(q− 1), among

machine groups G` with identical values of α`j, then the value of α`j remains equal

for these machine groups after the assignment.

But, in general, it might so happen that β`j > α`j for a suffix of machine groups

(recall that machine groups are ordered in decreasing speed, so the suffix represents

slower machines). In this case, the algorithm might assign job j to faster groups

even though this assignment makes the values of α`j unequal for the different groups.

But, in both these two types of assignments, the value of α`j of a slower group never

exceeds that of a faster group. Again we state this property in the next lemma and

formally prove it in later in the section.

Lemma 32. For any two groups G` and G`′ with s` > s`′, and for any job j, it

always holds that α`j ≥ α`′j.

This implies that for any two groups G` and G`′ with s` > s`′ and any job j, α

and β have exactly opposite relative orders throughout the algorithm: α`j ≥ α`′j (by

Lemma 32) and β`j < β`′j (by Property 3 of smoothed instances). To get some

more intuition about the algorithm, imagine extrapolating the discrete values of α`j
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Figure 4.2: Monotonicity of α`j and β`j values with machine speeds.

The algorithm compares the circled values and chooses the machine group with the smallest
of these values (in this case, it assigns to machine group 2). The dotted lines show an
interpolation between the discrete speeds of machine groups that allows us to think of α`j
and β`j as continuous functions of machine speed. This interpolation is only for intuitive
purpose, and is not formally used in the algorithm.

and β`j between the machine groups. Then, α is a monotone non-decreasing and

β a monotone decreasing function of machine speed. The algorithm would ideally

like to assign the fractional job to the point where these two curves cross, since it

represents the minimum value of max(α, β) across all speeds. But, since this crossing

point may not represent an actual machine group, the algorithm compares the two

machine groups that straddle this crossing point and assigns the fractional job to the

group that minimizes max(α, β) among these two machine groups. This is illustrated

in Fig. 4.2.

Using the above interpretation that α and β are monotone functions of machine

speed, we now sketch the rest of our analysis before giving it formally. We fix an

optimal solution opt, and denote the fractional algorithm’s solution by algo; let the
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corresponding fractional assignments be xopt and xalgo. Now, for any assignment of

a fractional job by algo, the same fractional job is assigned by opt to either the same

machine group, or a slower one, or a faster one. It is easy to bound the objective due

to assignments where algo and opt use the same machine group, so we only focus on

the last two categories, which we call red and blue assignments respectively.

For red assignments, opt assigns to a slower machine group than algo; thus, its

value of β is greater than the value of β and α for algo. Now, note that the job-

dependent objective g(xopt) is simply given by the sum over β of all assignments of

opt, since β is independent of the current loads of machine groups. This allows us

to bound the increase in the total objective h(xalgo) due to red assignments against

the value of g(xopt) (see Lemma 33).

Similarly, for blue assignments, opt assigns to a faster machine group than algo;

thus, by Lemma 32, its value of α is greater than the value of α = β for algo. One

would then hope to use a similar argument as above, that the value of f(xopt) is the

sum over α of all assignments of opt. Unfortunately, this is not true since the values of

α are dependent on the current loads of algo, which may be different from the loads in

opt. Instead, we need to use a more global argument for blue assignments. Note that

if all assignments were blue, then using Claim 31, we can bound the value of f(xalgo)

globally against the value of f(xopt). There are two main challenges in generalizing

this argument: first, it is possible that β > α for algo in a blue assignment, which

makes bounding f(xalgo) insufficient, and second, red and blue assignments may be

interleaved thereby invalidating the global argument that assumed all assignments

to be blue. Overcoming these technical hurdles for blue assignments constitutes the

bulk of our analysis (in particular see Lemma 34 for the final bound of the increase

in h(xalgo) due to blue assignments).

This completes the overview of our analysis. To make the above arguments

formal, we begin by giving a proof of Claim 31.
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Proof of Claim 31. Recall that

α`j := q · (Λ`)
q−1 · pj

s`
(4.1)

Therefore its derivative with respect to an assignment x`j is:

dα`j
dx`j

= q(q − 1) · (Λ`)
q−2 · p

2
j

s2
`

· 1

|G`|
.

Substituting for Λ` using (4.1) we have:

dα`j
dx`j

= q(q − 1) ·
(
s`α`j
pj · q

) q−2
q−1

· p
2
j

s2
`

· 1

|G`|
(4.2)

To keep α`j values equal while dividing x`j infinitesimally among the groups, we

should assign mass inversely proportional to
dα`j
dx`j

to each group G`. However, since

all G` already have equal α`j upon the assignment, all terms in
dα`j
dx`j

except s` and

|G`| are common across these groups. Thus, we will assign an infinitesimal amount

of x`j in proportion to s
2−(q−2)/(q−1)
` |G`| = sγ` · |G`|.

Next, we give a formal proof of Lemma 32, which states that: for any two groups

G` and G`′ with s` > s`′, and for any job j, it always holds that α`j ≥ α`′j.

Proof of Lemma 32. First, note that the lemma holds for all jobs if it does for any

single job since α`j/pj is a function independent of job j. We now prove the lemma

by showing that it inductively holds for the current job j at any time. For the

sake of contradiction, suppose the property is violated for the first time by the

current fractional assignment, which implies that α`j = α`′j before the assignment

and α`j < α`′j after the assignment. Now, note that β`′j > β`j by Property 3 of

smoothed instances. Therefore, the algorithm can make an assignment on G`′ only

if G` and G`′ are tied with η`j = α`j = α`′j = η`′j. But in this case, by the second
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tie-breaking rule, the algorithm assigns job j to groups G` and G`′ in proportion to

|G`| · sγ` and |G`′| · sγ`′ , where γ = q/(q − 1). This assignment preserves α`j = α`′j by

Claim 31, which is a contradiction.

Red and Blue Assignments. We now give the detailed analysis that bounds

h(xalgo) against h(xopt). We distinguish between two types of assignments, red and

blue assignments that we precisely define below. (In the rest of the proof, we overload

notation to denote a fractional job assigned in a single step of the fractional algorithm

by j.) For a fractional job j, let opt(j) (resp., algo(j)) be the machine group on which

it is assigned by opt (resp., algo). We call the assignment of a fractional job j a red

assignment if opt assigns j on a slower machine group, i.e., if sopt(j) < salgo(j); we call

it a blue assignment if opt assigns j on a faster machine group, i.e., sopt(j) > salgo(j).

If opt(j) = algo(j) = G`, we call it a red assignment if β`j ≥ α`j when the assignment

was made in the algorithm; else, we call it a blue assignment.

We will analyze the total increase in the objective h(xalgo) caused by red and blue

assignments separately. Note that there was a special case in the algorithm when

machine groups were tied, where we assigned a fractional job to multiple machine

groups. However, in this case, by Property 2 of smoothed instances, at least half

of the job is assigned to the slowest tied machine group. Since η`j = α`j for all tied

groups in this case, the increase in h(x) overall is at most a constant factor times the

increase of h(x) on the slowest machine group. Therefore, in this analysis, we will

only consider the slowest machine group in this scenario. Thus, algo(j) is well-defined

in all cases.

Analysis for Red Assignments. We first bound the contribution from red assign-

ments.

Lemma 33. The total increase in h(xalgo) due to red assignments of algo is at most

twice the job-dependent objective g(xopt) of opt.
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Proof. Consider a fractional job j that undergoes a red assignment in the algorithm.

We have two cases. First, suppose sopt(j) < salgo(j). Given that we only consider the

assignment on the slowest group in case of a tie, we can conclude that:

max(αopt(j)j, βopt(j)j) = ηopt(j)j > ηalgo(j)j

= max(αalgo(j)j, βalgo(j)j) ≥ αalgo(j)j

≥ αopt(j)j (by Lemma 32).

Therefore, βopt(j)j > αalgo(j)j. But, since βopt(j)j > βalgo(j)j by Property 3 of

smoothed instances, we have:

αalgo(j)j + βalgo(j)j < 2βopt(j)j.

Next, suppose opt(j) = algo(j). In this case,

αalgo(j)j + βalgo(j)j ≤ 2 max(αalgo(j)j, βalgo(j)j)

= 2βalgo(j)j = 2βopt(j)j,

where the second to last equality follows from the definition of red assignments. To

complete the proof of the lemma, we note that the sum of βopt(j)j across all fractional

jobs is precisely equal to g(xopt).

Analysis for Blue Assignments. We are left to bound the total increase in

h(xalgo) due to blue assignments. For blue assignments, opt assigns the fractional

jobs to faster machine groups than algo. Our goal is to show the following lemma.

Lemma 34. The total increase in objective due to blue assignments in algo is at

most O(1)q times f(xopt).

Using an argument similar to above lemma, we can bound the increase in h(xalgo)

due to blue assignments against the value of αopt(j)j. But, unlike the fact that the

sum of βopt(j)j across all jobs gives the value of g(xopt), adding the values of αopt(j)j

70



across all jobs does not yield the value of f(xopt). This is because αopt(j)j are defined

based on algo’s current loads, which may be different from opt’s loads, whereas βopt(j)j

is load-independent.

To understand the intuition behind our analysis of blue assignments, let us imag-

ine an idealized scenario where α`j > β`j throughout the algorithm. In this case, by

the second tie-breaking rule, algo maintains equal values of α`j across all machine

groups ` for all jobs j. Note that this is an optimal fractional assignment for the

load-dependent objective f(x); therefore, f(xalgo) ≤ f(xopt). The same argument

works even if α`j is not equal for all groups, provided all jobs are blue, by replacing

uniformity of α`j by the monotonicity property from Lemma 32. However, there are

two main difficulties with generalizing this argument further:

1. First, for a blue assignment of job j to machine group algo(j), it may be the

case that βalgo(j)j > αalgo(j)j. In this case, we need to bound βalgo(j)j and not

αalgo(j)j in order to bound the increase in the total objective αalgo(j)j + βalgo(j)j.

2. Second, we need to account for the fact that not all assignments are blue, and

a general instance can interleave red and blue assignments.

To address the first issue, we specifically consider the blue assignments with

βalgo(j)j > αalgo(j)j; let us call them special assignments. For all such special assign-

ments, we modify algo to algo′ by additionally assigning the fractional job to the

machine group (denoted algo(j)+) that is immediately faster than algo(j). The idea

behind this additional dummy assignment is that αalgo(j)+j ≥ ηalgo(j)j irrespective of

whether ηalgo(j)j = βalgo(j)j or ηalgo(j)j = αalgo(j)j. Therefore, for the special assign-

ments, we can bound the increase in the total objective of algo by αalgo(j)+j due to

the dummy assignments that we added. Correspondingly, we modify opt to opt′ by

adding a second copy of each such fractional job to opt(j). Note that for special blue

assignments, we have the strict inequality sopt(j) > salgo(j); else, we would call it a red
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assignment. Hence, these additional dummy assignments are also blue assignments.

We will establish that these modifications do not significantly change the objectives

of the two solutions algo and opt (Lemmas 35 and 36).

To handle the second issue, we modify opt′ further to opt′′ by adding the load

due to red assignments in algo to each machine group in opt. This allows us to view

the red assignments as blue assignments for the purposes of this analysis, since opt′′

now has a copy of every red job on the same machine group as algo. Again, we

establish that this transformation does not significantly change the objective of opt′

(Lemma 37).

Once we have modified algo to algo′ and opt to opt′′ respectively, we are able to

show a strong property of the load profiles of algo′ and opt′′, namely that for any

prefix of machine groups starting with the fastest group, the total load of opt′′ is at

least as much as that of algo′. Informally, this means that opt′′ is even more biased

than algo′ in terms of assigning jobs to faster machines. But, note that Lemma 32

asserts that algo is already biased toward faster machines than the optimal allocation

for the load-dependent objective f(x), and it turns out, so is algo′. Combining these

facts, we bound the increase in the total objective of algo′ against the load-dependent

objective of opt′′ (Lemma 39).

We now give a formal proof for the increase in the total objective of algo due to

blue assignments, based on the outline presented above. Recall that there are three

parts to this analysis: (a) modifying algo to algo′ and opt to opt′ respectively do not

significantly change their objectives, (b) modifying opt′ to opt′′ does not significantly

change its objective, and (c) the increase in the total objective of algo′ due to blue

assignments can be bounded against the load-dependent objective of opt′′.

First, we show that in handling the first issue, modifying algo to algo′ and opt to

opt′ respectively do not significantly change the objectives of the respective solutions.

The first lemma is immediate.
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Lemma 35. The load-dependent objective f(xopt′) in opt′ is at most 2q times the

corresponding objective f(xopt) in opt.

Proof. To obtain opt′ from opt, we add a second copy of all jobs from special as-

signments to the same machine. Therefore, the load-dependent objective of opt can

increase by at most a factor of 2q from this modification.

Next, we bound the increase in objective due to converting algo to algo′.

Lemma 36. The total objective h(xalgo) due to blue assignments in algo is at most

twice the load-dependent objective f(xalgo′) due to blue assignments in algo′ .

Proof. We consider two cases. First, suppose αalgo(j)j ≥ βalgo(j)j. This is not a special

blue assignment. In this case,

αalgo(j)j + βalgo(j)j ≤ 2αalgo(j)j.

Since algo′ has at least as much load on every machine group as algo, it follows that

the total increase of objective in algo due to assignments in this case is at most twice

the load-dependent objective of algo′.

Next, suppose αalgo(j)j < βalgo(j)j in a blue assignment. This is a special blue

assignment, and we have sopt(j) > salgo(j), as noted earlier. In this case, βalgo(j)+j <

βalgo(j)j, but ηalgo(j)+j ≥ ηalgo(j)j. Therefore, αalgo(j)+j ≥ βalgo(j)j and αalgo(j)+j ≥

αalgo(j)j. Therefore, we have

αalgo(j)j + βalgo(j)j ≤ 2αalgo(j)+j.

But, for every special assignment to machine group algo(j) in algo, there is a cor-

responding assignment to group algo(j)+ in algo′. Therefore, the total increase of

objective in algo due to special assignments is at most twice the load-dependent

objective of algo′.
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Now, we show that in handling the second issue, modifying opt′ to opt′′ does not

significantly change the objective.

Lemma 37. The load-dependent objective f(xopt′′) in opt′′ is at most 2q times the

load-dependent objective f(xopt′) in opt′ plus 2q+1 times the job-dependent objective

g(xopt) in opt.

Proof. We classify machine groups into two type of groups. The first type of group is

one where the load in opt′ is at least its load from red assignments in algo. The load

in opt′′ for such groups is at most twice the load in opt′. Therefore for these machine

groups, the load-dependent objective in opt′′ is at most 2q times load-dependent

objective in opt′.

The second type of machine group is one where the red load in algo is more than

the load in opt′. The load in opt′′ for such machine groups is at most twice the red

load in algo. Therefore by Lemma 33, the load-dependent objective in opt′′ is at most

2 · 2q times the job-dependent objective g(xopt) in opt.

We will now be able to apply our high level approach and show that the load-

dependent objective of algo′ is bounded by that of opt′′. We first show the following

lemma on load profiles, which formalizes our earlier intuition.

Lemma 38. Consider two load profiles ψ and ξ over the machine groups with the

following properties:

1. (First condition) For any prefix G of machine groups in decreasing order of

speeds, the total job volumes satisfy:
∑

G`∈G ψ` · |G`| · s` ≥
∑

G`∈G ξ` · |G`| · s`.

2. (Second condition) There exists a µ ≤ 1 such that for any two machine groups

G` and G`′, we have:

ξq−1
`

s`
· 1

|G`|
≥ µ · ξ

q−1
`′

s`′
· 1

|G`′ |
.
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Then, the load-dependent objective of load profile ψ is at least µ
q
q−1 times the load-

dependent objective of load profile ξ.

Proof. First, we transform the load profile ξ to χ so as to change the value of µ to

1 in the second condition. For any group G`, we set χ` so that it satisfies

χq−1
`

s`
· 1

|G`|
= min

G`′ :s`′≥s`

ξq−1
`′

s`′
· 1

|G`′|
.

Since χ` ≤ ξ` for any machine group G`, the first condition holds for ψ and χ as well.

Furthermore, by definition of χ, it satisfies the second condition with µ = 1. Finally,

note that by the second condition on ξ,

χq−1
`

s`
· 1

|G`|
= min

G`′ :s`′≥s`

ξq−1
`′

s`′
· 1

|G`′|
≥ µ · ξ

q−1
`

s`
· 1

|G`|
. (4.3)

Now, we use an exchange argument to transform ψ without increasing its load-

dependent objective until for every machine group G`, we have ψ` ≥ χ`. In each step

of the exchange, we identify the slowest machine group G` where ψ` < χ`. By the

first condition, there must be a machine group G`′ with s`′ > s` such that ψ`′ > χ`′

and for every prefix G of machine groups in decreasing order of speeds containing

G`′ but not containing G`, the following strict inequality holds:

∑

G`∈G

ψ` · |G`| · s` >
∑

G`∈G

χ` · |G`| · s`. (4.4)

Furthermore, using the second condition (with now µ = 1), we have that

ψq−1
`′

s`′
· 1

|G`′ |
>
χq−1
`′

s`′
· 1

|G`′ |
≥ χq−1

`

s`
· 1

|G`|
>
ψq−1
`

s`
· 1

|G`|
. (4.5)

Now, we move an infinitesimal job volume from group G`′ to group G` in ψ. Inequal-

ity (4.5) implies that the load-dependent objective of ψ decreases due to this move.
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Furthermore, both conditions of the lemma continue to remain valid by Eqns. (4.4)

and (4.5). Such moves are repeatedly performed to obtain a load profile ψ′ with at

most the load-dependent objective of ψ, but additionally satisfying ψ′` ≥ χ` for all

machine groups G`.

At this point, the lemma holds for the transformed load profile χ with µ = 1. To

translate this back to the original load profile ξ, note that Eqn. (4.3) implies that

χ` ≥ µ1/(q−1) · ξ` for every machine group G`.

We now apply Lemma 38 to algo′ and opt′′ to get our desired bound.

Lemma 39. The load-dependent objective of algo′ is at most 2q times the load-

dependent objective of opt′′.

Proof. In Lemma 38, we set ψ to the load profile of opt′′ and ξ to the load profile of

algo′.

The first condition of Lemma 38 follows from the following observations: (a) for

blue assignments in algo, sopt(j) ≥ salgo(j); (b) for red assignments in algo, the same

fractional job j is assigned to algo(j) in transforming opt′ to opt′′; (c) finally, for

special assignments added in transforming algo to algo′, we have sopt(j) > salgo(j), i.e.,

sopt(j) ≥ salgo(j)+ .

We now check the second condition of Lemma 38. From Lemma 32, the condition

holds with µ = 1 for algo. In algo′, the load Λ`+ on a machine group ` increases by

the total load due to special assignments on machine group G`, i.e., by at most

Λ` · s`
s`+
≤ Λ`. But, by Lemma 32, Λ` ≤ Λ`+ . Therefore, the load on machine

group G`+ increases by at most a factor of 2. It follows that the second condition of

Lemma 38 holds with µ = 1/2q−1.

Now, the lemma follows by applying Lemma 38.

Combining Lemmas 35, 36, 37, and 39, we obtain the desired bound for blue
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assignments, i.e., prove Lemma 34.

Lemmas 34 and 33 imply that the algorithm is O(1)q-competitive on objective

h(x), as desired.

4.5 Rounding Algorithm for ssfixed-r

In this section, we now give an online rounding procedure that converts a fractional

assignment to an integral assignment for machine groups with a loss of O(1)q in the

total objective h(x).

4.5.1 Algorithm Definition

Recall that x`j denotes the fraction of job j assigned to machine group G`, where

the machine groups are denoted G0, G1, . . . from the fastest to the slowest group.

Let m(j) denote the median of job j, which we define to be the machine group that

satisfies
∑

`≤m(j) x`j ≥ 1/2 and
∑

`≥m(j) x`j ≥ 1/2. In our integral assignment, we

assign job j to group Gm(j).

4.5.2 Algorithm Analysis

Let x′ be the solution produced by the rounding algorithm. We will show the fol-

lowing lemma.

Lemma 40. After rounding x to x′, we have h(x′) ≤ O(1)q · h(x).

We consider the load-dependent and job-dependent objectives f(x′) and g(x′)

separately.

Lemma 41. f(x′) ≤ 4q · f(x).

Proof. We perform two transformations on assignment x such that f(x) can only

increase by a factor of at most 4q, and then compare the resulting assignment with

x′.
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Our first transformation converts x to an assignment y, as follows. For each job

j, we set y`j := 2x`j for ` ≤ m(j)− 1. We then allocate the remainder of the job to

group Gm(j), i.e., ym(j)j := 1−∑`≤m(j)−1 y`j. For the rest of the groups ` ≥ m(j)+1,

we set y`j := 0. Observe that based on the definition of m(j), this is always possible.

It is straightforward to see that f(y) ≤ 2qf(x) since for any given group, we are at

most doubling its load.

Then, we construct an optimal prefix-constrained schedule, y′ w.r.t. f . We say

that a schedule is prefix-constrained if each job j’s assignment is restricted to machine

groups G0, G1, ...Gj(m). Note that y is prefix-constrained. Therefore, f(y′) ≤ f(y).

We construct y′ as follows. We consider machines groups in increasing order of their

speeds. For a group G`′ in consideration, we consider each job j with m(j) = `′. We

continuously assign job j to the machine group ` with the minimum α` := q(Λ`)
q−1/s`

(or equivalently to α`,j). Note that α` has no dependency on pj unlike α`,j. Since

we only consider the load-dependent objective, it is an easy exercise to show that

this continuous process yields an optimal assignment w.r.t. f . Formally, one can

show that the monotonicity of α values, i.e., α0 ≥ α1 ≥ . . ., holds throughout. The

optimality follows from this monotonicity property and the fact that two machine

groups continue to have the same α` values once they do.

We observe that at least half of each job j is assigned to Gm(j) in y′. Due to the

monotonicity property, j is assigned to machine group m(j) least when α0 = α1 =

α2 = . . . = αm(j) before j starts getting assigned. In this case, job j is assigned to

machine group G` in proportion to S(`), which implies Gm(j) gets at least half of the

job j since S(Gm(j)) ≥ S(G0) + S(G1) + S(G2) + ... + S(Gj(m)−1) (Property 2 of

smoothed instances).

Finally, we obtain the final assignment x′ from y′ by letting each job j to be fully

assigned to Gm(j). This increases each machine group’s load by a factor of at most
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2, therefore we have f(x′) ≤ 2q · f(y′).

4.6 Chapter Notes

We note that the most natural open questions for ssfixed-r are whether one can

obtain an all norms approximation, and whether the constant competitive ratio can

be optimized. This chapter is based on joint work with Sungjin Im, Debmalya

Panigrahi, and Maryam Shadloo. A preliminary version of this work appeared at

The 50th Annual Symposium on Theory of Computing, STOC, 2018 [IKPS18].
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5

Vector Scheduling on Related Machines

5.1 Introduction

In this chapter, we again study scheduling on related machines as we did in Chapter

4, but now we turn our attention back to the scenario where jobs have vector loads

(as we did in Chapters 2 and 3).

For vector jobs on related machines, there are two natural variants to consider

depending on whether or not machine speeds differ across dimensions. We call the

former the homogeneous speeds setting (i.e., the speed of a machine is the same in

every dimension), and the latter setting that of heterogeneous speeds. We show a

sharp contrast between the two cases. In particular, we give algorithms for minimiz-

ing makespan and Lq norms in the homogeneous setting with competitive ratios that

match (up to logarithmic factors) those obtained for identical machines, and show

lower bounds in the heterogeneous setting that match those obtained for unrelated

machines.
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5.1.1 Problem Definition and Results

We define our problem identically to that defined in Section 2.1.1, except now, simi-

lar to our problem definition in Chapter 4, we have the additional requirement that

pij(k) = pj(k)/si(k), where pj(k) and si(k) are the load of job j and speed of ma-

chine i in dimension k, respectively. As discussed above, we call the case where

si(1) = si(2) = . . . = si(d) for all i the homogeneous machines setting, and the case

where this property does not necessarily hold the heterogeneous machines setting. In

particular, we call the problem of optimizing makespan or a generic, fixed q-norm on

homogeneous machines vsmax-hom and vsfixed-hom, respectively. We define the

corresponding problems for heterogeneous speeds vsmax-het and vsfixed-het.

We first state our results for our variants that optimize for makespan.

Theorem 42. For optimizing makepsan on related machines:

1. For vsmax-hom, we give a deterministic O(log d/ log log d)-competitive algo-

rithm. This is asymptotically tight since it matches the lower bound for identical

machines shown in Chapter 2.

2. For vsmax-het speeds, we give a lower bound of Ω(log d+ logm) on the com-

petitive ratio. This is asymptotically tight since it matches the upper bound for

unrelated machines shown in Chapter 3.

Next, we consider optimizing Lq-norms in vector scheduling. As in Chapter 4,

we again optimize for a fixed q norm. Our objective is given by:

d
max
k=1
||Λ(k)||q =

d
max
k=1

( m∑

i=1

(Λi(k))q
)1/q

.

We obtain the following result.

Theorem 43. For online vector scheduling on related machines for minimizing Lq-

norms:
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1. For vsfixed-hom, we give a deterministic algorithm with a competitive ratio

of O(logc d) for some constant c. This is tight up to the value of the constant

c, by a known lower bound for identical machines shown in Chapter 2.

2. For vsfixed-het, we give a lower bound of Ω(log d + q) on the competitive

ratio. This is asymptotically tight since it matches a known upper bound for

unrelated machines shown in Chapter 3.

We note that this is a weaker objective than the variants studied in the Chapter

2 and 3. In particular, we do not obtain an all-norms approximation (as we did

for identical machines in Chapter 2). However, later in the chapter we show that

obtaining an all-norms approximation for vector jobs on related machines requires a

polynomial dependence on d. Although, observe that this does not rule possibility

of optimizing for different norms in different dimensions (as we did for the unrelated

machines setting in Chapter 3). We leave the question of whether this is possible as

an interesting open problem.

5.1.2 Techniques

As discussed in Chapter 4, the previously known scalar scheduling algorithm [BCK00]

for related machines with the makespan norm only loses a constant factor by using

slowest-fit: assign a job to the slowest machine that can accommodate it without

exceeding the desired competitive ratio. A natural first attempt at an algorithm

for vsmax-hom would be naively do slowest for vector jobs. Unfortunately, this

strategy fails due to the following example.

Lemma 44. For the vsmax-hom problem, slowest fit is Ω(d)-competitive.

Proof. Consider a set of homogeneous related machines where there are 2g machines

of speed 1/2g, g ∈ {1, 2, · · · , d} – let’s index this group by g. Let c be the desired

competitive ratio or equivalently the maximum average load we allow for each group.

82



Note that all groups have an equal ‘processing power,’ 2g ·1/2g = 1. Any job released

is sufficiently small so that it can be assigned to any group, i.e., 2d · ||pj||∞ ≤ 1 for all

j. We release jobs in d phases. In the gth phase, every job has size 1/2d on dimension

g, and extremely tiny sizes on the other dimensions. There will arrive c · 2d such

jobs in this phase. In the spirit of slowest-fit, these jobs will be assigned to group g,

eventually making the group hit the threshold c on the average load on dimension

g. Note that other dimensions are barely used. After all the d phases, from d to

1, we now release tiny jobs with size 1/2d on all dimensions. However, every group

has hit the predetermined threshold on a distinct dimension, and thus can’t accept

any more jobs. In contrast, it is easy to see an optimal schedule with makespan c/d

(ignoring the extremely tiny sizes).

The problem with slowest-fit is that it excessively preserves fast machines for

big jobs that may arrive in the future. In particular, it fails to realize in the above

instance that all the groups have exactly the same processing power. This suggests

that our machine smoothing technique from Chapter 4 might be the remedy for

slowest-fit strategy, since it ensures that the slower groups have larger processing

power, and therefore should receive most of the jobs (Note that all the properties

shown in Section 4.2 also hold for vector jobs). Our first result is to show that this

intuition proves true—our machine smoothing technique is essentially sufficient for

solving vsmax-hom, or in particular, the assignment of jobs to machine groups in a

smoothed instance can be done by simulating the slowest-fit strategy used for scalar

scheduling.

For the more general vsfixed-hom problem, a natural approach is to try to re-

duce the problem to ssfixed-r and use the algorithm and techniques from Chapter

4 as much as possible. However, complications that arise from the fact that the con-

tinuous greedy algorithm can produce unbalanced loads on different dimensions since
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it follows the gradient for a single objective, thereby leading to a large competitive

ratio. To avoid this difficulty, we use the assignment produced by the continuous

greedy algorithm only as an advice on the approximate speed of the machine group

that a fractional job should be assigned to. We then use a different algorithm to

make the actual assignment of the fractional job to a machine group similar to the

advice, but not necessarily to the exact same group.

Finally for vsmax-het, we give a lower bound that asymptotically matches that

shown for vsany-u in Chapter 3. It turns out that a simple adaptation of the

unrelated machines lower bound of Ω(logm) gives an instance with d = Ω(m). This is

not interesting because a dependence on log d is required even for identical machines.

Instead, we design an encoding scheme that uses only d = O(logm) but still manages

to show a lower bound of Ω(logm). This construction extends to vsfixed-het as

well, thereby matching known bounds for unrelated machines for all q-norms.

5.1.3 Chapter Road Map

In Sections 5.2 and 5.3, we define and analyze our algorithm for vsmax-hom and

vsfixed-hom, respectively. In Section 5.4, we give an instance that shows that

one cannot obtain an all-norms approximation in the related machines setting for

vector jobs. Finally, in Section 5.5, we give our lower bounds for vsmax-het and

vsfixed-het.

5.2 Algorithm for vsmax-hom

Using our machine smoothing technique, we now give an O
(

log d
log log d

)
-competitive

algorithm for vsmax-hom, which is the problem of makespan minimization on ho-

mogeneous related machines (the first part of Theorem 42). By Lemma 28 from

Section 4.2, we assume throughout that we have a smoothed instance, and only de-

scribe the algorithm to assign jobs to machine groups (again, all lemmas in Section
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4.2 also apply to vector jobs). Recall that each group is a set of identical machines,

so we use the following theorem, which is a corollary of our results for the identical

machines setting in Chapter 2.

Theorem 45 ([IKKP15]). For vector jobs scheduled on m identical machines, there

is a deterministic algorithm that yields a schedule with makespan of

O(log d/ log d log d) ·
[

max
k,j

pj(k) + max
k

∑

j

pj(k)/m

]
.

This theorem implies that it is sufficient to find an assignment of jobs to machine

groups that bounds the following function h against the optimal makespan norm opt:

h := max
`

(
max
k,j∈J`

pj(k)

s`
+ max

k

∑
j∈J` pj(k)

S(G`)

)
,

where J` denotes the set of jobs assigned to group G`. Here, s` is the speed of any

machine in G`, and S(G`) is the sum of speeds of all machines in G`.

5.2.1 Algorithm Definition

Since all machines in a group have the same speed, we use s` to denote the speed

of any machine in group G`. We assume that we know the value of the optimal

makespan opt within a constant factor by using a standard guess-and-double tech-

nique. We say that a group G` is permissible for job j if maxk
pj(k)

s`
≤ opt, i.e.,

assigning the job alone does not violate the optimal bound. The algorithm assigns

a job j to the group G` with the largest index ` (i.e., slowest speed) among all

permissible groups for j.

5.2.2 Algorithm Analysis

Let J` denote the jobs assigned to group G`. Since group G` is permissible for any

job in J`, it follows that maxk,j∈J`
pj(k)

s`
≤ opt. Furthermore, an optimal solution
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can schedule jobs in J` only on machines in G`′ for `′ ≤ `, since G` is the slowest

permissible group for jobs in J`. Thus, for any dimension k,

∑

j∈J`

pj(k) ≤
∑̀

`′=0

S(G`′) · opt

=

(
S(G`) +

`−1∑

`′=0

S(G`′)

)
· opt ≤ 2 · S(G`) · opt

where the last inequality uses Property 2 of smoothed instances. Thus, h ≤ O(1) ·

opt as desired.

5.3 Algorithm for vsfixed-hom

In this section, we now turn our attention to the vsfixed-hom problem, where the

objective is the minimize the q-norm of the loads. We again assume throughout that

we have a smoothed instance, as by Lemma 29, this only loses a constant factor in the

competitive ratio. We also assume that q ≥ c log d for a large enough constant c, since

otherwise, we can use a scheduling algorithm for unrelated machines in [IKKP15] to

find an O(log d + q) = O(log d)-competitive assignment. As for the scalar case, we

derive two natural lower bounds on the qq-norm of any assignment of these jobs to

the individual machines in G`. The first bound is maxk |G`| ·
(∑

j∈J`
p`j(k)

|G`|

)q
, which

is the qq-norm of the optimal fractional assignment of these jobs, and the second

bound is maxk
∑

j∈J`

(
p`j(k)

)q
, which is the qq-norm of the optimal assignment if

|G`| =∞. Then,

h :=
∑

k

[∑

`

|G`| ·
(∑

j∈J` p`j(k)

|G`|

)q
+
∑

`

∑

j∈J`

(
p`j(k)

)q
]

lower bounds the optimal value of the qq-norm up to a factor of d = O(1)q (recall

than q = Ω(log d)) since we replaced the max over dimensions k with a sum over
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dimensions k. We note that throughout the section, when we refer to the objective

of a solution (e.g. algo or opt), we are referring to the objective of these solutions

with respect to h.

The next theorem, similar to Theorem 45, follows from our results given in Chap-

ter 2 and asserts that this lower bound can be achieved on a set of identical machines

up to a factor of O
(

log d
log log d

)q−1

.

Theorem 46 ([IKKP15]). For vector jobs scheduled on m identical machines, there

is a deterministic algorithm that yields a schedule such that the maximum qq-norm

across dimensions is at most O
(

log d
log log d

)q−1

·∑k

[
m ·
(∑

j pj(k)

m

)q
+
∑

j (pj(k))q
]
.

This theorem implies that it is sufficient to find an assignment of jobs to machine

groups that bounds function h against the optimal qq-norm. Once this assignment

is obtained, Theorem 46 is invoked separately on each machine group to obtain the

final assignment of jobs to individual machines within each group. Thus, the rest of

this section describes the algorithm to assign jobs to machine groups in a smoothed

instance.

5.3.1 Algorithm Definition

Our algorithm assigns job in two phases. In Phase 1, we define a single scalar load

derived from maxk pj(k) for each job j, then assign j using the scalar algorithm from

Chapter 4. This produces an assignment that we call the scalar solution. Using the

scalar solution, we then determine a set of candidate groups Gj to which job j can

be assigned in the second phase; we call such assignments restricted assignments. In

Phase 2, we obtain a competitive restricted assignment, which is the assignment the

algorithm outputs. We now describe these phases in more detail.

Phase 1: Scalar Solution. Let pj,max := maxk pj(k). We set the scalar size of job

j to be pj,max and use the algorithm for ssfixed-r in Chapter 4.
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Let Gm(j) be the group where job j is assigned in the scalar solution (we use the

notation m(j) since recall that in our scalar rounding algorithm, we assign job j to

the its median group from the fractional assignment). Then, the set of candidate

groups for job j, denoted Gj, is a collection of O(log d) consecutive groups containing

Gm(j) given by:

Gj := {Gmax{0,m(j)−4 log d}, ..., Gmin{M,m(j)+4 log d}},

where M denotes the total number of groups.

Phase 2: Restricted Assignment. We schedule jobs with the same candidate

groups separately. Namely, fix a set of candidate groups G and let optG be the value

of the optimal (w.r.t. h) schedule for only the jobs with candidate groups G on the

groups in G. Our goal will be to find a solution that satisfies the following set of

constraints:

max
k

max
G`∈G

∑

j∈J`

p`j(k)

|G`|
≤ opt

1/q
G and (5.1)

max
G`∈G

∑

k

∑

j∈J`

(p`j(k))q ≤ optG.

Note this solution satisfies these conditions. We assume that value optG is known to

the algorithm, which is w.l.o.g. by a standard guess-and-double technique.

Our key insight here is to interpret this online problem as makespan minimization

for unrelated machines (i.e., an instance of vsany-u from Chapter 3), i.e., we think of

each groupG` as a meta-machine and of each job j as having a load of
p`j(k)

|G`|
on a meta-

machine G` in dimension k. We also create a special dimension 0 to encode the second

set of constraints: job j has load
∑

k(p`j(k))q on meta-machine G` on dimension 0.

Then, the problem is reduced to finding an assignment where the makespan on

dimension 0 is upper bounded by optG, and the makespan on other dimensions from

1 to d is upper bounded by opt
1/q
G . Thus, using the algorithm for vsany-u from

88



Section 3.2, one can find a solution simultaneously minimizing the log(|G|)-norm on

each dimension with the target values opt
1/q
G on dimensions 1, 2, 3, . . . , d, and optG

on dimension 0, which is equivalent to the makespan optimization problem that we

have defined, up to a constant factor.

5.3.2 Analysis Outline

At a high level, our analysis comprises of of two steps. First, we show in the following

lemma that by restricting our assignment in Phase 2, we do not lose more than a

constant factor with respect to an unrestricted assignment.

Lemma 47. The optimal fractional restricted assignment is at most O(1)q times the

optimal unrestricted assignment with respect to objective h.

Next, we show that for the restricted assignment problem, our algorithm has a

competitive ratio of O(log2 d)q.

Lemma 48. For the restricted assignment problem defined in Phase 2, our algorithm

has a competitive ratio of O(log2 d)q.

Combining the above two lemmas gives us the overall competitive ratio ofO(log2 d)q

for the algorithm on objective h. We prove these two lemmas in the following sec-

tions.

5.3.3 Proof of Lemma 47

In this section we prove Lemma 47. Our high-level approach will be to construct a

fractional assignment, denoted fracr, and show that this fractional assignment has

objective at most O(1)q times that of the optimal assignment opt with respect to h.

Additionally, fracr will be constructed in a way such that we can obtain an integral

assignment of similar objective by using the rounding algorithm in Chapter 4. Our

analysis will imply that using this rounding only increases the objective h of the
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solution by at most O(1)q factor, thus proving the lemma. We note that to simplify

our notation, we may let opt and fracr also denote their objective values, depending

on the context.

First, we show that we can make a certain assumption on the sizes of jobs across

all dimensions without changing the objective of the instance by too much. Recall

that pj,max := maxk pj(k). We first observe that we can assume wlog that each job j

has size at least
pj,max

d2
on all dimensions.

Lemma 49. If we increase each job j’s size so that j has size max{pj(k),
pj,max

d2
} on

each dimension k, then objective h increases by a factor of at most 2q.

Proof. Let x`j be the fraction of job j assigned to group `. (So note that this lemma

also holds for fractional assignments). Also, recall our definitions of load- and job-

dependent objectives from Chapter 4. We first consider the job-dependent objective.

Before the change, j’s contribution to the objective for group G` is
∑

k(p`j(k))q x`j.

After the change, this quantity increases by at most

∑

k

(pj,max/d
2)qx`j ≤ max

k
(pj,max)qx`j ≤

∑

k

(p`j(k))qx`j.

Thus, the job-dependent objective at most doubles.

Next, we consider the load-dependent objective. Fix a group G`. Recall that

Λ`(k) :=
∑

j(p`j(k)x`j). Thus, group G`’s contribution to the load-dependent objec-

tive is |G`|1−q
∑

k(Λ`(k))q. We will show that
∑

k(Λ`(k))q increases by a factor of at

most 2q after the job size change. Specifically, after the job size change, each Λ`(k)

value increases by at most
∑

k′ 6=k Λ`(k
′)/d2 ≤∑k′ Λ`(k

′)/d2. Thus, after the change,
∑

k(Λ`(k))q is upper bounded by
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∑

k

(
Λ`(k) +

∑

k′

Λ`(k
′)

d2

)q

≤
∑

k

2q−1

(
(Λ`(k))q +

(∑

k′

Λ`(k
′)

d2

)q)

≤ 2q−1
∑

k

(Λ`(k))q +
d · 2q−1

d2q

∑

k′

(Λ`(k
′))q ≤ 2q

∑

k

(Λ`(k))q.

Thus, we have shown that each of the job-dependent and load-dependent objec-

tives increases by a factor of at most 2q, proving the lemma.

By Lemma 49, we can assume wlog that all jobs have these new sizes after the

change. We now make additional transformations to the instance. One transforma-

tion is applied to the instance that the optimal solution processes, while the other is

applied to the instance that fracr is defined on.

Specifically, let opt denote a fixed optimal assignment with respect to h. We

say that an input is uniform if every job has equal size in each dimension. We

will consider two uniform inputs derived from the original input. Let Jmax denote

the set of jobs where each job j’s size vector is replaced with pj,max · 〈1, 1, ..., 1〉.

Similarly, let Jmin denote the set of jobs where each job j’s size vector is replaced with

pj,max

d2
· 〈1, 1, ..., 1〉. Note that Jmax is as hard as the original input (i.e., the objective

of any solution to Jmax upper bounds the corresponding solution on the original

instance). Similarly, Jmin is as easy as the original input (i.e., the objective of any

solution to Jmin lower bounds the corresponding solution on the original instance).

Since our goal is to upper bound fracr by opt, we assume that fracr has to process

Jmax while opt processes Jmin. Since all jobs have uniform sizes, all dimensions have

an equal contribution to the objective. Therefore, for the rest of the analysis we can

treat each solution as a scalar solution with these corresponding job sizes. Also for

simplicity, we denote pj,max as pj for the rest of the section.

We are now ready to construct the solution fracr. We categorize jobs into three
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groups based on how they are assigned in opt. We say that a job j is red (blue, resp.)

if it is assigned in opt to a group slower (faster, resp.) than the candidate groups

in Gj; otherwise, the job is grey. For each grey job j, we simply assign j in fracr to

the group its assigned to in opt. To assign red and blue jobs, we use the fractional

assignment that was used to produce the assignment from Phase 1 of the algorithm

(the fractional assignment obtained before applying the rounding algorithm; call this

solution algofrac). In particular, for red jobs j, we assign j identically to algofrac for

Gm(j) and all faster groups. Similarly, blue jobs j are assigned identically to algofrac

for Gm(j) and slower machines. We note that the blue and red jobs may not be

completely assigned (i.e., we may only fractionally assign half of each of these jobs),

and so in some sense fracr is not a complete/valid assignment. However, since on

doubling the fractional assignment, all jobs will increase objective h by at most 2q,

it is easy to convert fracr into a valid assignment with a comparable objective.

We decompose the objective to analyze the contribution of jobs of each type sep-

arately. Let blue, red, grey denote set of blue, red, and grey jobs, respectively.

Also let fracr
blue, fracr

red , and fracr
grey denote the objective h when only consid-

ering the assignments of blue, red, and grey jobs respectively in fracr. Given these

definitions, it is straightforward to show the following decomposition.

Lemma 50. fracr ≤ 3q(fracr
blue + fracr

red + opt).

Therefore, for the rest of the analysis we are left with bounding fracr
blue and

fracr
red. To simplify our presentation, we assume that each red and blue job is broken

up into infinitesimal sized jobs; namely, we will assume that a red/blue infinitesimal

job j is fully assigned when
∑

` x`j = δ for an infinitesimally small value δ > 0. This

modification can be done by replacing each job j by a set of jobs j1, j2, ..., j1/δ with

job size δ · pj such that
∑

` x`jr = δ for each newly created job jr. Note that this

alternate view is valid since red and blue jobs are assigned fractionally in fracr.
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Observe that since red and blue jobs are assigned based on algofrac, an infinitesimal

job j can be assigned to multiple groups. Let Ge(j) be the slowest group to which j

is assigned in fracr. Recall that in Chapter 4 we observed that at least half of any

infinitesimal job j is assigned to group Ge(j). Therefore, we can assume that each

infinitesimal job j is only assigned to Ge(j), since this modification will only increase

objective h by at most a factor of at most 2q.

Let Je denote the set of infinitesimal jobs j with e(j) = e. Note that {Je}e is a

partition of the jobs. We are now ready to bound fracr
red and fracr

blue.

Lemma 51. fracr
red ≤ opt.

Proof. Fix a group Ge. Consider any infinitesimal job j ∈ Je ∩ red. The job was

assigned to Ge, but not to any slower groups since αej < βe+1j. This implies that

the increase of the load-dependent objective due to j’s assignment is smaller than

the analogous increase of the job-dependent objective. Thus, it suffices to show

that fracr
red has a comparable job-dependent objective to opt. Note that fracr’s

job-dependent objective for jobs in Je ∩ red is at most,

∑

j∈Je∩red

(
δpj
se+1

)q
. (5.2)

Since the fastest group opt can use to process j ∈ Je ∩ red is not faster than

Ge+4 log d+1, and its speed is at most 1/d4/γ times that of Ge+1 by Property 3 of

smoothed instances, opt’s job-dependent objective for jobs in Ge ∩ red is at least

∑

j∈Je∩red

(
(δpj)/d

2

se+4 log d+1

)q
,

which is greater than its counterpart in optr given in (5.2). (Again, recall that j’s

size is pj/d
2 in opt since it processes Jmin.) Summing over all groups Ge, we have the

lemma.
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Lemma 52. optr
blue ≤ 2qopt.

Proof. Fix a group Ge, e ≥ 4 log d (jobs that are fractionally assigned in groups

G0, G1, ..., G4 log d−1 cannot be blue). Consider any infinitesimal job j ∈ Je ∩ blue.

As we observed in Chapter 4, if Ge is the group to which algofrac assigns j, then we

know that αe−1j ≥ max{αej, βej}. This implies that we can bound both fracr’s load-

dependent and job-dependent objectives for jobs in Je∩blue by the load-dependent

objective we obtain if all the jobs in Je ∩ blue were assigned to Ge−1. Hence, fracr’s

objective for jobs in Je ∩ blue is at most,

2|Ge−1|
(

δV

|Ge−1|se−1

)q
=

(δV )q

(S(Ge−1))q−1
, (5.3)

where V :=
∑

j∈Je∩blue pj.

We know that opt can only use groups G0, G1, G2, . . . , Ge−4 log d−1 to process

jobs in Je ∩ blue. Let T := e − 4 log d − 1. Now we would like to lower bound opt

by only considering its load-dependent objective. Thus, we would like to minimize

the load-dependent objective when we are asked to process jobs of total size V/d2

only using groups G0, G1, G2, ..., GT . This is equivalent to the following optimization

problem:

min
T∑

t=0

|Gt|
(

δVt
|Gt|st

)q
=

T∑

t=0

(δVt)
q

(S(Gt))q−1

s.t.
T∑

t=0

Vt = V/d2 and Vt ≥ 0.

Let S =
∑T

t=0 S(Gt). Note that by Property 2 of smoothed instances,

S =
T∑

t=0

S(Gt) ≤ S(GT+1)
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and

S(Ge−1) ≥ (2(e−1)−(T+1) − 1) · S(GT+1)

≥ (24 log d−1 − 1) · S(GT+1) ≥ (d4/2) · S.

Then, using the convexity of xq and q ≥ 2, we have,

T∑

t=0

(δVt)
q

(S(Gt))q−1
= S

T∑

t=0

S(Gt)

S

(
δVt
S(Gt)

)q

≥ S

(
T∑

t=0

S(Gt)

S
· δVt
S(Gt)

)q

=
1

Sq−1
·
(
δV

d2

)q

≥
(
d4

2

)q−1

·
(

1

d2

)q
· (δV )q

(S(Ge−1))q−1
≥ 1

2q−1
·
(
δV

d2

)q
,

which is the RHS of (5.3) times 1/2q. Thus, we have the lemma by summing over

all Ge, e ≥ 4 log d.

Lemmas 50, 51, and 52 collectively imply that fracr ≤ O(1)qopt. Recall that to

convert fracr to a valid assignment, we double the amount to which each red and

blue job is fractionally assign (which will increase objective h by at most a factor of

2q). Call this valid fractional solution fracr
′.

Thus, we are left with constructing an integral restricted assignment with objec-

tive h comparable to that of fracr
′. Consider the solution algor which is identical to

fracr, except it fractionally assigns all red and blue jobs based on algofrac’s solution.

We now show the following lemma.

Lemma 53. algor ≤ O(1)qfracr
′.

Proof. Let optmax be the optimal integral solution for Jmax. Define algoredr , algobluer ,

and algogreyr similarly to how we defined these solutions/objectives for fracr. Since

jobs in algoredr and algobluer are assigned identically to how they are assigned in our
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scalar algorithm, we have that

algoredr + algobluer ≤ O(1)qoptmax.

From the definition of grey jobs, we also have algogreyr ≤ optmax, and since the

integrality gap of the problem is constant (e.g., this follows from the results in

[AAF+97, BCK00]), we have that optmax ≤ O(1)qfracr
′. Finally note that

algor ≤ O(1)q(algoredr + algobluer + algogreyr ).

Combining these inequalities, we have the lemma.

To complete the proof, we observe that applying the scalar rounding algorithm

to solution algor will produce an integral restricted assignment that will have cost at

most O(1)q times that of algor (note that it is a restricted assignment since each red

and blue job will be rounded to Gm(j)). This completes the proof of Lemma 47.

5.3.4 Proof of Lemma 48

Next, we proceed to the second part of the analysis where we show Lemma 48, which

states that: for the restricted assignment problem, our algorithm has a competitive

ratio of O(log2 d)q.

Let the optimal restricted assignment be denoted optr. For the sake of analysis,

we create O(log d) separate sub-instances, each corresponding to a set of disjoint

candidate groups. Namely, let G` denote the set of jobs j such that m(j) = G`

(i.e., the set of jobs whose candidate groups are centered around G`). This creates

8 log d + 1 instances, where in the tth instance, 0 ≤ t ≤ 8 log d, we schedule jobs

with candidate groups {Gt,Gt+8 log d+1, . . .}. It is not hard to verify that each set

of candidate groups belongs to a unique instance, and the candidate groups in an

instance are disjoint.

First, we argue that the solution produced in each sub-instance is O(log d)q-

competitive against optr.
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Lemma 54. Fix a sub-instance S from Phase 2. The objective of the solution pro-

duced by the algorithm for S is at most O(log d)q times that of the optimal restricted

assignment optr.

Proof. First, fix a set of candidate groups G in S, and consider the solution produced

by the vsany-u algorithm for S. This algorithm is O(log d + logm)-competitive,

where m is the number of machines. In our setting, the number of meta machines

is m = |G| = O(log d), and thus this algorithm will produce a solution such that the

constraints in the makespan minimization problem are violated up to a O(log d +

log log d) = O(log d) factor. Thus it follows that this solution (denote it algoG) with

respect to objective h is at most:

algoG = |G| · d · (O(log d) · opt1/qG )q + |G| ·O(log d) · optG

= O(log d)q · optG,

since q ≥ log d.

Next, observe that since the candidate groups within a sub-instance are dis-

joint, we have that the algorithm’s overall objective in the sub-instance (denote this

algoS) equals
∑
G∈S algoG. Also, again since candidate groups are disjoint, we have

∑
G∈S optG ≤ optr. Thus it follows that

algoS =
∑

G∈S

algoG =
∑

G∈S

O(log d)q · optG ≤ O(log d)qoptr.

Using Lemma 54, we can show that combining the solutions over all sub-instances

produces a solution whose objective is at most O(log2 d)q · optr.

Lemma 55. The solution produced by Phase 2 is at most O(log2 d)q times the optimal

restricted assignment.

Proof. Let T = O(log d) denote the number of sub-instances. The overall objective
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h (that sums over all sub-instances S) of the algorithm can be bounded as follows:

algo =
∑

k

∑

`

|G`|
(∑

S

1

|G`|
∑

j∈S

p`j(k)x`j

)q

+
∑

S

∑

`,j∈S

(∑

k

(p`j(k))q

)
x`j

≤
∑

k

∑

`

|G`|
(
T ·max

S

(
1

|G`|
∑

j∈S

p`j(k)x`j

))q

+
∑

S

∑

`,j∈S

(∑

k

(p`j(k))q

)
x`j

≤ T q
∑

S

∑

k

∑

`

|G`|
(

1

|G`|
∑

j∈S

p`j(k)x`j

)q

+
∑

S

∑

`,j∈S

(∑

k

(p`j(k))q

)
x`j.

≤ T q
∑

S

algoS ≤ T q
∑

S

O(log d)qoptr = O(log2 d)q · optr,

as desired. Note that the last inequality follows by Lemma 54, and the last equality

follows since the are T = O(log d) = O(1)q sub-instances.

Thus, we have shown Lemma 48.

5.4 Impossibility for All Norms Minimization

To complete our examination of vsfixed-hom, in this section we give an instance

that rules out all norms minimization even for related machines with homogeneous

speeds. This will distinguish related machines from identical machines, for which

we gave logarithmic competitive algorithm was shown for all norms minimization in

Chapter 2.

98



Instance: There are two type of machines, fast and slow. There are t fast machines

with speed 1 and t2 slow machines with speed 1/
√
t. The number of dimensions

d = t2 +1. There are t2 jobs, and each job has size 1 on a distinct dimension and size

1/t on a dimension that is shared by all jobs – we call this dimension the common

dimension; we call the the other dimensions dummy dimensions. If we place an

arbitrary set of t jobs on each fast machine, the makespan is 1, and the L4 norm of

the loads is 1 on any dummy dimension and t1/4 on the common dimension. Now

let’s see how the makespan norm and L4 norm change when we assign each job

to a distinct slow machine. Note that the makespan is now
√
t. The L4 norm also

increases to
√
t on any dummy dimension, but decreases to ((1/

√
t)4t2)1/4 = 1 on the

common dimension. Thus one can improve some norm on a specific dimension by a

factor polynomial in d while sacrificing others. We finally note that the construction

is not specific to q = 4 and will work for any constant value of q.

5.5 Heterogeneous Machines (vsmax-het and vsfixed-het)

We end the chapter by giving our Ω(logm) lower bound for related machines with

heterogeneous speeds (the second part of Theorem 42), i.e., the speed vector for a

fixed machine need not be uniform. There is a simple adaptation of the unrelated

machines lower bound of Ω(logm) for identical machines that gives an instance with

d = Ω(m). This is not interesting because a dependence on log d is required even

for identical machines. Instead, we design an encoding scheme that uses only d =

O(logm) but still manages to show a lower bound of Ω(logm). The makespan lower

bound for heterogeneous related machines extends to other norms as well, thereby

matching known bounds for unrelated machines for all Lq-norms. Specifically, our

goal is to establish a Ω(log d + q) lower bound for arbitrary q-norms, which gives a

Ω(logm+ log d) lower bound for the makespan case when q = logm.

We (the adversary) construct our online lower bound instance as follows. Let
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d = 2h + 1 be the number of dimensions; there will be 2h machines in total. All

speeds will be either be 1 or arbitrarily slow; for simplicity, we will just say these

machines have speed 0. To define each speed si(k), we first pair off 2h of the total

2h+ 1 dimensions into h pairs, and order these pairs 1, . . . , h arbitrarily; we will call

the remaining dimension that is not paired the aggregate dimension; we will call the

other dimensions that are paired pattern dimensions.

For each pair of pattern dimensions (k, k′) and a fixed machine i, we will define

machine speeds so that either si(k) = 1 and si(k
′) = 0 or vice versa. We say that

(k, k′) has speed pattern A in the former case and speed pattern B in the latter. To

define speeds over all machines in pattern dimensions, we can think of taking the set

of all 2h strings As and Bs of length h, mapping each one to a unique machine, and

then using the string to define the corresponding speed pattern. For example, if we

map string t to machine i and the `th character of t is B, then for the `th dimension

pair (k, k′) we set si(k) = 0 and si(k
′) = 1. Finally, we will simply fix the speed of

all machines in the aggregate dimension to be 1. This completes the definition of

machine speeds in the instance.

Now we describe the job sequence for the instance. Jobs will be issued in h

rounds 1, . . . , h, one for each dimension pair. Throughout the instance, we maintain

a set of active machines that the algorithm can still use; in other words, jobs will

be defined so that they cannot be assigned to inactive machines. Denote the set

of active machines at the beginning of round ` as T`. At the start of the instance

all machines are active, and then in each round, the number of active machines is

halved, where the goal is to limit the algorithm to machines that have already been

heavily loaded in the aggregated dimension.

The adversary maintains active machines as follows: Suppose we are in the `th

round of the instance. For this round, we will call a machine an A machine if it

has speed pattern A in the `th dimension pair; B machines are defined similarly,
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and inductively assume there are an equal amount of A and B machines in T`. We

will issue a set of jobs J` such that |J`| = |T`| = m/2`−1, i.e., we issue as many

jobs as there are active machines. After the algorithm assigns the jobs in J`, we

then observe which set, the A machines or B machines, has received the majority of

the load among machines in T` in the aggregate dimension up until this point in the

instance. We will then define future jobs so that they are limited to this more heavily

loaded set of machines. For example, letting (k, k′) denote the `th dimension pair,

if machines in T` with pattern A have received a majority of the jobs up until this

point, then for all future jobs j after this round we define pj(k) = 1 and pj(k
′) = 0 so

that the algorithm is forced to continue to use these machines. We will call this the

majority speed pattern for round `. We will also define each job so that it has load 1

in the aggregate dimension, and the loads for dimension pairs `+1, . . . , h are defined

to be 0. This completes the description of the construction, and one can verify that

this induction is well defined.

The resulting instance will force a makespan of h = Ω(logm) on some machine

in the aggregate dimension. This claim is implied by the following lemma:

Lemma 56. The average load on active machines in the aggregate dimension at the

start of round `+ 1 is at least `.

Proof. Consider the start of round `, and inductively assume the average load on

active machines T` is at least ` − 1. Recall that the number of active machines

|T`| = m/2`−1 at the beginning of this round. Since we issue m/2`−1 jobs and they

can only go to active machines, the average load for T` machines increases by 1, i.e.,

it is now at least `. Furthermore, since we pick the majority speed pattern based on

which pattern currently has more load in the aggregate dimension, it is not hard to

verify that the average for these m/2` machines must also be at least `. Since these

machines with the majority speed pattern will be the new active machines for round
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`+ 1, the proof of the lemma now follows by induction.

To complete the argument, observe that it is possible to “reverse” the decisions

of the algorithm to get a makespan of at most 2 on all machines and dimensions.

In particular, the optimal solution assigns all jobs in the `th round to the machines

that do not correspond to the majority speed pattern in the `th dimension pair

(i.e., if the majority speed pattern was A for a round, then all jobs are assigned to

B machines, and vice versa). Since in each round half the machines are A and B

machines, respectively, and we issue as many jobs as there are active machines, this

will produce a load of 2 on the machines that do not correspond to the majority

speed pattern. This completes our proof for the second part of Theorem 42.

We now extend the above lower bound to show a lower bound of Ω(log d+ q) for

case when each dimension can be evaluated with arbitrary q-norm for 1 ≤ q ≤ logm.

In the above construction, the load vector in the aggregate dimension at the end of

the instance has load vector identical of that in the Ω(q) lower bound for the single-

dimensional unrelated machines lower bound (see [AAG+95]), and thus the above

construction also gives a lower bound of Ω(q). To obtain a lower bound of Ω(log d),

we add m additional dimensions 1, . . . ,m to the above construction. Note that now

d = Θ(m). The speed in additional dimension i is 1 on machine i and arbitrarily

fast on all other machines. These additional dimensions receive the same load that

the aggregate does. Based on the construction, there will some additional dimension

i′ with load Ω(logm) on machine i′ at the end of the instance (the machine that

produces a load of Ω(logm) in the aggregate dimension). Note that the optimal

solutions obtains a q-norm of (2q)(1/q) = O(1) on all additional dimensions, whereas

the algorithm’s solution has produced a q-norm of ((c logm)q)(1/q) = Ω(log d) for

additional dimension i′. This completes the extension.
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5.6 Chapter Notes

This chapter is based on joint work with Sungjin Im, Debmalya Panigrahi, and

Maryam Shadloo. A preliminary version of this work appeared at The 50th Annual

Symposium on Theory of Computing, STOC, 2018 [IKPS18].
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6

Budgeted Allocation with General Budgets

6.1 Introduction

In this chapter and the next, we shift our attention to the second resource allocation

problem considered in this thesis—the online budgeted allocation problem, also called

the AdWords problem. AdWords has had a significant impact on the theory

and practice of online (Internet) advertising. In this problem, an advertisement

publisher is tasked with matching user-generated advertisement slots on a web page

(typically called impressions) to advertisers (typically called bidders). More formally,

the publisher is given a set of offline bidders u ∈ U at the outset of the problem, each

of whom is specified by a budget Bu indicating the maximum revenue the publisher

can receive from bidder u. A set of impressions v ∈ V then arrive in an online

sequence and must each be irrevocably assigned to a unique bidder. Upon assigning

impression v to bidder u, the publisher receives revenue ruv (typically called a bid

value) from bidder u provided she has not reached her budget. The objective is to

maximize the total revenue generated over all impressions.

The AdWords problem was introduced in the seminal work of Mehta, Saberi,
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Vazirani, and Vazirani [MSVV07]. While this problem generalizes the classic online

matching problem introduced by Karp, Vazirani, and Vazirani [KVV90], research has

focused on the so called small bids case, i.e., on algorithmic performance as the ratio

maxv∈V ruv
Bu

tends to 0 for all advertisers. This assumption models most real-world

scenarios, where the revenue generated from a single impression is infinitesimal com-

pared to the total budget of an advertiser. The small bids assumption distinguishes

AdWords from online matching and makes them incomparable from a technical

perspective; given its natural applicability and popularity in Internet advertising, we

will also focus primarily on the small bids case.

Since the introduction of these problems, several variants of AdWords and on-

line matching have been studied, motivated primarily by the evolving challenges ad-

vertisement publishers face in practice. For example, Agrawal and Devanur [AD15b]

recently considered arbitrary linear and non-linear convex budget constraints for the

stochastic input model, and Devanur and Jain [DJ12] studied concave returns on

revenue, both motivated by problem features such as under-delivery penalties and

pay-per-click advertisements. Another motivation for these variants that is receiving

increasing attention is that of impression diversification or representativeness. More

specifically, a campaign contract is usually of the form: “deliver ten million adver-

tisements to Californian females in the month of July.” Although such an agreement

clearly indicates a target group to which the publisher should restrict its assign-

ments, often the advertiser still wants the impressions to be equally spread among

the sub-populations of the targeted group (e.g., in the above contract, the advertiser

will likely be unhappy if their ads are only shown to white females in their twenties

living in Los Angeles). Although it can be at odds with short-term revenue gains,

ensuring diversity is crucial with respect to long-term revenue for the publisher, as

advertisers that see a high return on investment (in this case via reaching desired

audiences) are more likely to continually purchase future contracts.
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There are several recent works that address impression diversification (e.g., see

[GMPV09], [BCM+12], and [HTCY14]). In many of these results, the objective func-

tion of the problem incorporates a diversity penalty, usually in the form of a distance

function that incurs a cost if the algorithm’s assignment differs significantly from the

advertiser’s ideal allocation. However another natural approach, which to the best of

our knowledge has yet to be considered, is a scheme where contracts are specified over

multiple tiers of user-attribute granularity. Recalling our previous contract example,

in a multi-tier scheme the advertiser could further specify constraints in terms of

age groups, e.g., “no more than four million of the total ten million advertisements

should be shown to age groups 20-29, 30-39, and 40+, respectively.” Further con-

straints could also be placed on each age group in terms of residency, e.g., “of the

maximum four million advertisements assigned in each age group, no more than two

million should be shown to residents in Los Angeles.” This scheme has several ap-

pealing features, the foremost being that it allows advertisers to explicitly indicate

their true user-targeting goals with a high degree of expressibility (whereas penalty

functions often assume that the ideal allocation must follow the same distribution as

the overall targeted population, i.e., is forced to be a representative sample).

With this motivation, we introduce a generalization of the AdWords problem

that we call AdWords with general budgets (denoted AdGeneral). As earlier,

there is an offline set of advertisers U and a set of impressions V that arrive online.

We also have a set of dimensions Ku for each bidder u that represent the smallest

level of user-attribute granularity over which the bidder defines her budgets. In our

previous example, one dimension would correspond to “Californian females living

in Los Angeles in the age range 20-29”; another dimension would be “Californian

females living outside of Los Angeles in age range 40+”. For simplicity of notation,

we will consider a universal set of dimensions K = ∪uKu and assume that each bidder

has this same set of dimensions; dimensions in K \Ku will simply earn no revenue
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and have no budget constraints for bidder u. If an impression v is assigned to an

advertiser u, then the algorithm earns r
(k)
uv (called the bid value in dimension k) on

dimension k for every k ∈ K. The revenue generated from an advertiser u is subject

to a set of budget constraints Su, where each constraint s ∈ Su caps the total revenue

generated from a subset of dimensions Ks to a budget B
(s)
u (see Figure 6.1 to see how

subsets of dimensions are used to define the budgets in our example). As usual, the

objective in the AdGeneral problem is to maximize the total revenue generated

by the algorithm. We will measure our algorithms using competitive analysis, which

is the maximum ratio over all instances between the objective of an optimal solution

and the algorithmic solution (see, e.g., [BEY98]).

We point out that we allow multiple non-zero r
(k)
uv revenue entries for a single

impression-bidder pair (u, v). This is to reflect the fact that certain categories are

more definite than others. For instance, the campaign that an advertisement belongs

to is known but attributes of an online user may be less certain. If an anonymous

online user has a 60% chance of being below 30 and 40% of being above 30 (e.g.,

based on browsing behavior), then the revenue earned for this user should be split

in the same proportion between these two user category dimensions. In this case,

the bid vector has a non-zero entry in multiple dimensions. The reader is referred

to Chatwin [Cha13] for an overview on uncertainty in determining online user at-

tributes. Adhikari and discuss how attribute uncertainty is weighted in real-time

bidding strategies [AD15a], while Ghosh et al. [GMPV09] highlights the different

levels of information about the users available to different entities in Internet ad-

vertising. Techniques for determining user attributes based on historical and prior

behavior have also been extensively studied in the marketing research community

(see Barajas Zamora [BZ15] and references contained therein), where the mapping

of user behavior to attributes is inherently probabilistic.
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Figure 6.1: Illustration of how the “Californian female” example translates into
a bidder’s budget in an instance of AdGeneral (which is also an AdLaminar
instance).

For simplicity, we only have a Los Angeles residency subdivision for the 30-39 age range,
giving us four dimensions in total. Observe that Ks = {2, 3} for the 30-39 age-range budget,

and Ks = {1, 2, 3, 4} for the overall budget; furthermore, we have that B
{2,3}
u = 1000 and

B
{1,2,3,4}
u = 2500. The algorithm has currently earned $500, $125, and $1000 on dimensions

1, 3, and 4, respectively (and $0 on dimensions 2); therefore, we have used $1625 out of
the overall budget’s capacity of $2500. If an impression v is newly assigned to this bidder

u such that r
(1)
uv = $1, r

(4)
uv = $1, and r

(k)
uv = 0 for k = 2, 3, then after the assignment we

will have earned $501 on dimension 1 and thus $1626 overall (note that we do not earn the
$1 of revenue from dimension 4 since its budget is at capacity).

Also observe that for an assignment with multiple non-zero dimensions, it is

possible that the algorithm might only earn revenue on some dimensions and not

others. More specifically, if an assignment is made such that a non-zero dimension

k belongs to a budget that is currently at capacity, the algorithm does not earn the

revenue from dimension k (this is illustrated by Figure 6.1). This is a natural way

of defining revenue derivation in a setting where demographics are uncertain. For

example, following the setup in Figure 6.1, suppose N female users arrive in the

system where each has a 50% chance being in the 20-29 age range and 50% chance of
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being in the 40+ age range (so in expectation there are N/2 users in each category).

If the 40+ budget is currently at capacity and the bid value for these users is $2, then

the algorithm earns $1 on the 20-29 dimension and $0 for the 40+ dimension for all

N impressions (provided the 20-29 budget never reaches capacity). Note that this is

exactly what the advertiser was willing to pay this group of users: N dollars for the

expected N/2 users in the 20-29 age range and $0 for the remaining 40+ users.

6.1.1 Results

The first natural question to consider is whether this generalization changes the

structure of the AdWords problem. To understand this, let us consider an instance

with a single advertiser. In this case, an algorithm that assigns all impressions to the

lone advertiser is clearly optimal for the AdWords problem. However, let us now

consider the AdGeneral problem with 3 dimensions, and budget constraints of $1

each on dimensions {1, 2} and {2, 3}. Now, suppose the first impression has a revenue

of $1 on dimension 2 alone. Should the algorithm assign the impression to the lone

advertiser? If it does, then the instance will generate two impressions yielding a

revenue of $1 on dimensions 1 and 3 each, while if it does not, then the instance

will generate no other impression. Clearly, this example shows that no algorithm

can do better than a competitive ratio of 2, even with a single advertiser. One may

object that the small bids assumption is being violated, but replacing an impression

of bid value $1 with 1/ε impressions of bid value ε → 0 still produces a constant

(deterministic) lower bound of 3/2. In fact, this lower bound is a manifestation

of a more general observation: it may be a better option for the algorithm to not

allocate an impression, or to not earn revenue from some of the dimensions, even

when possible to do so. This is in sharp contrast to the classical AdWords problem,

where an impression should always be allocated if possible. Thus, the AdGeneral

problem introduces an aspect of “admission control” to the AdWords framework.
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and motivates us to explore connections with the classical online admission control

problem studied by Awerbuch et al. [AAP93]. Our results for AdGeneral are

characterized in the following theorem.

Theorem 57. The competitive ratio of the AdGeneral problem is Θ(lg p) under

the small bids assumption, where p = maxu∈U,k∈K |{s ∈ Su : k ∈ Ks}| denotes the

maximum number of budget constraints to which any dimension belongs.

In particular, we give our upper bound and corresponding lower bound in Sections

6.2 and 6.3, respectively.

6.1.2 Background

Given the large volume of work in this area, we will only sample a small fraction of the

online matching and AdWords literature, focusing on results in the (adversarial)

online model. For a comprehensive survey, including results in stochastic input

models, the reader is referred to the survey by Mehta [Meh13].

Karp, Vazirani, and Vazirani [KVV90] introduced the online matching problem

and gave a tight e/(e − 1)-competitive algorithm (see also [GM08], [BM08], and

[DJK13]). The first generalization was to the b-matching problem by Kalyanasun-

daram and Pruhs [KP00]. Later generalizations include a vertex-weighted version by

Aggarwal et al. [AGKM11], a pay-per-click model using stochastic rewards by Mehta

and Panigrahi [MP12] (see also [MWZ15]), and a bi-objective model suggested by

Aggarwal et al. [ACMP14]. Devanur and Jain [DJ12] explored non-linear concave

objectives to encode, e.g., penalties for under-delivery. In terms of techniques, most

of the initial results used combinatorial methods, but recent work has focused on a

(randomized) primal dual technique introduced by Devanur et al. [DJK13].

The AdWords problem, which generalizes b-matching, was introduced by Mehta et

al. [MSVV07], who gave an e/(e−1) approximation for small bids. They also showed
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that this competitive ratio is the best possible. Without the small bids assumption,

the greedy algorithm for the AdWords problem has a competitive ratio of 2, and

while this is tight for deterministic algorithms, obtaining a better ratio using a ran-

domized algorithm is open. Buchbinder et al. [BJN07] gave an alternative primal-

dual analysis for the algorithm of Mehta et al. [MSVV07] with the same competitive

ratio. More recently, other variants of the AdWords problem have been considered.

For instance, Feldman et al. [FKM+09] and Aggarwal et al. [AGKM11] introduced

variants to model display ads with vertex weights and/or capacities.

6.2 AdGeneral Algorithm Definition and Analysis

We now define and analyze our O(lg p)-competitive algorithm for AdGeneral.

6.2.1 Algorithm Definition

Let κ
(s)
u denote the current utilization of budget B

(s)
u . The algorithm (we call it algo)

uses an exponential potential function defined by:

φ =
∑

u

∑

s

φ(s)
u =

∑

u

∑

s

B
(s)
u

p

(
(2p+ 2)κ

(s)
u − 1

)
,

where κ
(s)
u is defined as the fraction of B

(s)
u that has already been used by the algo-

rithm at any stage. Note that φ = 0 initially.

At any stage of algo, a dimension k is said to be active for bidder u if and only

if
∑

s:k∈s
φ
(s)
u

B
(s)
u

≤ 1; otherwise, dimension k is said to be inactive for bidder u. algo

only attempts to earn revenue on active dimensions, and hence, the total revenue if

impression v is allocated to bidder u is given by:

ruv =
∑

k∈Au

r(k)
uv , where Au is the set of current active dimensions for bidder u.
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The algorithm makes a greedy assignment with respect to ruv, i.e., it assigns impres-

sion v to arg maxu ruv. Note that it is possible that Au = ∅ for all bidders u, and

therefore the algorithm does not assign impression v to any bidder, even though there

are dimensions and bidders where it could have earned revenue. This completes the

description of our algorithm.

6.2.2 Algorithm Analysis

For our analysis, it will be sufficient to quantify the small bids assumption as the

following property for any impression v, bidder u, dimension k, and constraint s such

that k ∈ s:
∑

k∈s

r
(k)
uv

B
(s)
u

≤ 1

lg(2p+ 2)
. (6.1)

The following lemma establishes the feasibility of the algorithm’s solution.

Lemma 58. If algo assigns an impression v to a bidder u, then it can earn revenue

on all the active dimensions Au of u without violating any constraint.

Proof. We need to show that for all constraints s of bidder u,

κ(s)
u +

∑

k∈Au∩s

r
(k)
uv

B
(s)
u

≤ 1.
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Suppose not. Then, for some constraint s,

κ(s)
u +

∑

k∈Au∩s

r
(k)
uv

B
(s)
u

> 1

i.e., κ(s)
u +

1

lg(2p+ 2)
> 1 (by the small bids assumption Eqn. (6.1))

i.e., (2p+ 2)κ
(s)
u + 1

lg(2p+2) > 2p+ 2

i.e., (2p+ 2)κ
(s)
u > p+ 1

i.e.,
pφ

(s)
u

B
(s)
u

+ 1 > p+ 1

i.e.,
φ

(s)
u

B
(s)
u

> 1,

which contradicts the fact that dimension k is active for bidder u.

This lemma implies that algo is indeed able to earn revenue on all active dimensions

of a bidder u when it assigns an impression to u.

Next, we will bound the total revenue of an optimal solution that we denote by

opt against the total revenue of algo. Let uopt(v) (resp., ualgo(v)) be the bidder that

opt (resp., algo) allocates impression v to. For every dimension k that opt earns

revenue from, one of the following holds:

1. Case 1: dimension k is active for bidder uopt(v) in algo when impression v

arrives, and algo assigns v to the same bidder, i.e., ualgo(v) = uopt(v).

2. Case 2: dimension k is active for bidder uopt(v) in algo when impression v

arrives, but algo assigns v to a different bidder, i.e., ualgo(v) 6= uopt(v).

3. Case 3: dimension k is inactive for bidder uopt(v) in algo when impression v

arrives.
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We partition the dimensions that opt earns revenue from into active and inactive di-

mensions (according to their status in algo for bidder uopt(v)). For active dimensions,

the next lemma gives a straightforward charging argument using the greediness of

the choice made by algo.

Lemma 59. For any impression v, the total revenue earned by opt on the active

dimensions is at most the total revenue earned by algo overall.

Proof. For case 1 above (opt and algo choose the same bidder), the two algorithms

earn the same revenue on the active dimensions. For case 2 above, the fact algo

makes a greedy choice implies that it earns at least as much revenue by assigning to

different bidder as it would have made by assigning to u, which includes the revenue

on all the active dimensions.

The more involved case is that of inactive dimensions. In this case, we use a dif-

ferent global charging argument over all dimensions, based on the potential function.

In particular, we show that for a bidder u, the total revenue of opt from inactive di-

mensions (recall that this only includes revenue from impressions that arrived after

the dimension became inactive in algo) can be charged, up to a logarithmic loss, to

the revenue that algo earned overall from bidder u.

Lemma 60. Fix a bidder u. The total revenue that opt earns in inactive dimensions

for bidder u is at most the final potential of bidder u in algo.

Proof. For any dimension k, let v ∈ Vu,k denote the subset of impressions assigned

to u by opt that arrived after k became an inactive dimension for bidder u in algo.

We need to bound the total revenue earned by opt on dimension k from impressions

in Vu,k, summed over all k. For any impression v ∈ Vu,k, we have
∑

s:k∈s
φ
(s)
u

B
(s)
u

> 1,

where φ
(s)
u is the final potential for constraint s of bidder u. Thus,the revenue that
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opt earns from impressions v ∈ Vu,k on dimension k, summed over all dimensions,

can be bounded as follows:

∑

k

∑

v∈Vu,k

r(k)
uv <

∑

k

∑

v∈Vu,k

r(k)
uv

∑

s:k∈s

φ
(s)
u

B
(s)
u

=
∑

s

φ(s)
u

∑

k∈s

∑

v∈Vu,k

r
(k)
uv

B
(s)
u

≤
∑

s

φ(s)
u ,

where the last inequality follows from the feasibility of opt.

Finally, we need to lower bound the final potential of a bidder in terms in terms

of the revenue it generates for algo. This is done in the following lemma.

Lemma 61. The increase in potential of a bidder u during the course of algo is at

most 4 lg(2p+ 2) times the revenue that algo earns from u.

Proof. Suppose algo assigns impression v to bidder u. Let Ka denote the set of active

dimensions for bidder u when this assignment is made. Let η
(s)
u =

∑
k:k∈Ka∩s

r
(k)
uv

B
(s)
u

.

Then, the increase in potential is given by:

∑

s

∆φ(s)
u =

∑

s

B
(s)
u

p

(
(2p+ 2)κ

(s)
u +η

(s)
u − (2p+ 2)κ

(s)
u

)
(6.2)

=
∑

s

B
(s)
u

p
(2p+ 2)κ

(s)
u

(
(2p+ 2)η

(s)
u − 1

)

=
∑

s

(
φ(s)
u +

B
(s)
u

p

)
·
(

2η
(s)
u ·lg(2p+2) − 1

)

≤
∑

s

(
φ(s)
u +

B
(s)
u

p

)
· 2 lg(2p+ 2) ·

∑

k:k∈Ka∩s

r
(k)
uv

B
(s)
u

, (6.3)

where the last inequality follows since η
(s)
u =

∑
k:k∈Ka∩s

r
(k)
uv

B
(s)
u

and ax ≤ 1 + ax for 0 ≤

x ≤ 1, a ≥ 1. By rearranging the RHS of inequality (6.3), we have:

∑

s

∆φ(s)
u ≤ 2 lg(2p+2)·

∑

k∈Ka

r(k)
uv ·
(∑

s:k∈s

φ
(s)
u

B
(s)
u

+
|{s : k ∈ s}|

p

)
≤ 4 lg(2p+2)·

∑

k∈Ka

r(k)
uv ,
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since k is active and p ≥ |{s : k ∈ s}|.

A competitive ratio of O(lg p) for AdGeneral in the small bids case now follows

from Lemmas 58, 60, and 61, completing proof of the upper bound in Theorem 57.

6.3 AdGeneral Lower Bound

In this section, we prove a Ω(lg p) lower bound for AdGeneral that will be con-

structed via a reduction from the online problem considered by Awerbuch et al. in

[AAP93], which we call admission-control. We formally define this problem as

follows.

admisison-control: At the outset, the online algorithm is given an edge-

capacitated graph G = (V,E), where ce denotes the capacity of edge e. Demand

requests then arrive in an online sequence R = 〈r1, . . . , rh〉, where each request ri is

specified by a path Pi between two vertices (si, ti) and a capacity demand di. Upon

the arrival of ri, the algorithm must decide to either reject the request or route it

along Pi. The objective of the algorithm is to maximize the total demand of admitted

requests subject to the constraint that for any edge e, the sum of capacity demands

from admitted requests using e does not exceed ce.

We note that this is a less general problem than the one considered in [AAP93]

(e.g. in the original problem, the algorithm can choose routing paths, requests have

arrival times, etc.); however to extend their lower bound, the above problem defini-

tion will suffice.

For completeness, we will give the proof of the “small-demands” Admission-

Control lower bound from [AAP93] (i.e. in the given instance, the maximum

demand-to-capacity ratio is arbitrarily small). This will be useful as our reduction

will not be completely “black-box”, i.e., we need to have some knowledge of the

proof’s online sequence in order to perform the reduction.

116



Let L(n) be the line graph defined on n+1 vertices {v1, . . . , vn+1} (with n edges).

Then the following lemma holds.

Lemma 62. ([AAP93]) Let A an online algorithm for Admission-control under

the small demands assumption. Then there exists an instance I for L(n) such that

the capacity earned by the optimal solution is Ω(lg n) times the demand earned by A.

Proof. Without loss of generality, assume n is a power of two. The instance will

consist of lg n + 1 phases indexed by i = 0, . . . , lg n. In phase i, we will issue 2i

groups of requests. The jth group in phase i consists of 1/δ requests each with

capacity demand δ and identical routing paths Pj (and so the total capacity for each

group in every phase is 1).

Fix a phase i and group j ∈ {0, 1, . . . , 2i − 1}. Then path Pj is defined to be the

segment of L(n) starting at vertex v jn
2i

and ending at vertex v (j+1)n

2i
. In other words,

in a given phase we are splitting L(n) into 2i edge -disjoint subsegments each of the

length n/2i, where each subsegment defines a path for a group.

Let xi be the total demand admitted by the algorithm from requests in phase

i. Observe that in order to admit a unit of demand from the requests in phase i,

the algorithm must use up a total capacity of n/2i (since each path Pj in phase i

has n/2i edges). Since the total capacity of edges in the graph is n, we have that
∑lgn

i=0 2−inxi ≤ n. This implies that

lgn∑

i=0

2−ixi ≤ 1. (6.4)

Let Sk = 2−k
∑k

i=0 xi be the normalized total capacity obtained by the algorithm

from phases 0 through k. By equation (6.4), we have that

lgn∑

k=0

Sk =

lgn∑

k=0

k∑

i=0

2−kxi ≤ 2

lgn∑

k=0

2−kxk ≤ 2.

117



Thus, there exists a k′ such that Sk′ ≤ 2/ lg n, implying the algorithm only earned at

most 2k
′+1/ lg n total capacity after the completion of phase k′. The optimal solution

at this point is to reject all requests before phase k′ and admit all requests in phase

k′ to obtain capacity 2k
′
. Therefore, the adversary can stop the sequence after phase

k′ to obtain the desired instance.

Given Lemma 62 and its proof, let I be the instance implied by the statement of

the lemma, and let I ′ be the entire of sequence of requests given by the construction

(all lg n+ 1 phases, regardless of the algorithm’s behavior). We construct our lower

bound instance for AdGeneral as follows.

• There will be one bidder u for the instance.

• Each group in I ′ will correspond to both a dimension and an impression. Specif-

ically, for all impressions that correspond to the vth group in I ′, we set r
(v)
uv = δ

and r
(k)
uv = 0 for all k 6= v.

• Each edge e will correspond to a budget constraint B
(se)
u , where the capacity

of the budget is ce = 1 and set se is defined to be the set of dimensions whose

corresponding request group use edge e along their paths in I ′.

Observe that the single request in phase 1 of I ′ traverses all of L(n); therefore

based on the construction, the first dimension belongs to n different budget con-

straints, which implies p = n. It now follows from Lemma 62 that any algorithm for

AdGeneral is Ω(lg p) competitive, thus proving Theorem 56.

6.4 Chapter Notes

This chapter is based on joint work with Debmalya Panigrahi. A preliminary version

of these results appeared at The 17th ACM Conference on Economics and Compu-

tation EC, 2016 [KP16].

118



7

Budgeted Allocation with Laminar Budgets

7.1 Introduction

In this chapter, we will examine a special case of the AdGeneral problem. As we

saw in Chapter 6, there is a super-constant lower bound for AdGeneral. However,

observe that many multi-tier budgets based on real-world instances will have addi-

tional structure. As we saw earlier in our motivating example, each budget constraint

was a subdivision of a more general constraint, i.e., the total budget for Californian

females was divided into age groups to obtain the second level of budgets, and then

each of these age groups was divided based on residency to obtain the next level.

In essence, many consumer and product classifications are naturally hierarchical. If

the budgets of an AdGeneral instance are defined over such a taxonomy, then we

have the additional structure that the budget sets {Ks : s ∈ Su} for each bidder u

form a laminar family, i.e., for every pair of intersecting sets in {Ks : s ∈ Su}, one is

contained in the other.

Thus in this chapter, we also consider the AdWords problem with laminar bud-

gets problem (AdLaminar). It turns out that laminar budgets make admission
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control redundant — the algorithm can now earn revenue whenever possible. How-

ever, there are other conceptual difficulties. Consider an instance with 2 dimensions,

where an advertiser has a budget of $1 for dimension 1 and an overall budget of $2 for

dimensions {1, 2}. At any point in the algorithm, what is the total budget of dimen-

sion 2, i.e., the capacity on the total revenue earned from dimension 2? This value

clearly depends on the revenue earned on dimension 1, and therefore changes during

the course of the algorithm. This is in sharp contrast to the classical AdWords

setting where the total budget of a bidder remains unchanged (note the distinction

between total budget and remaining budget). The first technical hurdle, therefore, is

to define a dynamic notion of total budget on individual dimensions. In addition, we

also need to define a notion of current budget utilization for individual dimensions to

determine which dimensions we should prefer in making the allocation. Again, this

notion is canonical in the classical AdWords problem – it is simply the fraction

of a budget that has already been earned as revenue. In our more general setting,

a single dimension might be in multiple budget constraints, and therefore we must

first identify the most constraining budget. Once we do so, we need a mechanism for

importing the budget utilization of this constraining budget to the dimension itself.

For instance, in the example above, if the revenue earned on dimension 1 is $1 and

that on dimension 2 is $0 at some point in the algorithm, then should the budget

utilization for dimension 2 be 0.5 (from its most constraining budget constraint) or 0

(from the fact that the algorithm has not earned any revenue at all from dimension 2

yet)? It turns out that these concepts (revenue capacity, most constraining budget,

and the budget utilization of a dimension) are closely tied to each other and have to

be defined through a common inductive process. Our main technical contribution for

the AdLaminar problem is to carefully define these entities in a way that ensures

semantic consistency and eventually gives our main result for this problem: an algo-

rithm with a competitive ratio of e/(e− 1), matching that for the classic adwords
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problem [MSVV07].

Theorem 63. The competitive ratio of AdLaminar is e/(e − 1) under the small

bids assumption.

Recall that this bound is tight, as this is matches a known lower bound for

the single budget scenario. The remainder of the chapter is dedicated to showing

Theorem 63.

7.2 Preliminaries

Recall the definition of the AdGeneral problem: we are given a set of offline bidders

U and a set of impressions V that arrive online, where each bidder-impression pair

(u, v) is specified by a bid value r
(k)
uv for each dimension k ∈ K. The revenue generated

from a bidder u is subject to an arbitrary set of budget constraints Su, where each

constraint s ∈ Su caps the total revenue generated from a subset of dimensions Ks

to a given budget B
(s)
u . For the AdLaminar problem, we assume that the sets

{Ks : s ∈ Su} form a laminar family, i.e., for every pair of intersecting sets in

{Ks : s ∈ Su}, one is contained in the other.

In this section, we give an algorithm for the AdLaminar problem with a com-

petitive ratio of e/(e−1) under the small bids assumption (Theorem 63). This bound

is tight because of a matching lower bound for the AdWords problem [MSVV07].

Throughout this section, we assume that for every dimension k ∈ K, a constraint s

with Ks = {k} appears in Su for each bidder u. This is wlog since a budget can be

made arbitrarily large. We will call these constraints singleton budgets of bidder u.

7.2.1 Primal and Dual Formulations

Our algorithm uses a primal-dual formulation of the AdLaminar problem. In other

words, we give a primal LP formulation of the AdLaminar problem and its cor-
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responding dual and update the solutions to both LPs on the arrival of a new im-

pression. The primal updates, which are guided by the dual solution, define the

algorithm. The main challenge is to show that the dual updates maintain feasibility

while ensuring that the ratio of the primal and dual objectives remains bounded by

the desired competitive ratio ρ = e/(e− 1).

Let us define the current budget utilization for constraint s of bidder u (denoted

κ
(s)
u ) to be the fraction of budget B

(s)
u currently used by the algorithm, or formally,

κ
(s)
u =

∑
k∈Ks,v r

(k)
uv /B

(s)
u for impressions v assigned to bidder u thus far. Let us call

a dimension k active for bidder u if for all budgets s ∈ Su such that k ∈ Ks, the

algorithm currently has κ
(s)
u < 1. In other words, u’s active dimensions are the ones

on which the algorithm can still receive revenue from u.

As pointed out in the introduction, an algorithm for AdLaminar might gain

revenue from only a subset of dimensions when assigning an impression to a bidder.

To implement this flexibility in the LP, we introduce the notion of assignment types.

Let t ⊆ K. For impression v and bidder u, we define a type-t assignment as one

where the dimensions in t are active and the dimensions in K \ t are inactive. Thus,

our decision variables for the LP will be of the form xuvt, where the algorithm sets

xuvt to be 1 if impression v is assigned to bidder u using a type-t assignment (and 0

otherwise). We then define r
(k)
uvt = r

(k)
uv if k ∈ t; otherwise, r

(k)
uvt = 0. Our primal LP

P is now defined as:

max
∑

u,v,t

xuvt
∑

k

r
(k)
uvt

∀ u ∈ U, s ∈ Su :
∑

v,t

xuvt
∑

k∈Ks

r
(k)
uvt ≤ B(s)

u (7.1)

∀ v ∈ V :
∑

u,t

xuvt ≤ 1 (7.2)

∀ u ∈ U, v ∈ V, t ⊆ K : xuvt ≥ 0.

122



Note that Eq. (7.1) ensures that the algorithm receives no revenue from inactive

dimensions for a bidder, and Eq. (7.2) ensures that every impression v is assigned

using a single type to a single bidder.

The dual D of this LP is defined as:

min
∑

u

∑

s∈Su

α(s)
u B(s)

u +
∑

v

σv

∀ u ∈ U, v ∈ V, t ⊆ K :
∑

s∈Su

(
α(s)
u

∑

k∈Ks

r
(k)
uvt

)
+ σv ≥

∑

k

r
(k)
uvt (7.3)

∀ u ∈ U, s ∈ Su : α(s)
u ≥ 0

∀ v ∈ V : σv ≥ 0.

Unfortunately, the dual stated above cannot be used directly in a primal dual

algorithm. If a constraint s has budget utilization κ
(s)
u = 1, then the dual variable

α
(s)
u also needs to be equal to 1 in order to balance the contributions to the two sides

of the dual constraint by dimensions k ∈ Ks. (Note that the primal objective does

not increase for these dimensions and hence the value of σv in the dual objective

cannot depend on these dimensions either, if the ratio of the primal to dual objective

is to be maintained.)

Now, if we näıvely enforce α
(s)
u = 1 once a budget B

(s)
u is tight, then the primal-

dual ratio could be proportional to the number of nested levels, if a nested set of

budgets are all tight. To obtain a constant competitive ratio, what our scheme will

(roughly speaking) need to do is only set α
(s)
u to 1 at the highest level of nesting

for each nested set of tight constraints. If we think of the primal objective as being

“attributed” to dual variables in order to maintain the primal dual ratio, then what

we want is that at any point of time, the primal objective from a given dimension for

some bidder u is attributed to a unique dual variable representing a budget constraint

for u containing that dimension. However, in order to implement this property in
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an online setting, α
(s)
u variables need to be non-monotone since the budgets in lower

nesting levels might become tight first followed by the higher levels. Therefore, we

need a means of raising and lowering each α
(s)
u so that at the end of the instance, the

revenue earned from a dimension for bidder u is attributed to exactly one of these

variables. In general, non-monotonicity of dual variables is undesirable in online

algorithms because a satisfied dual constraint might become unsatisfied later. To

overcome this problem, we give a new dual D′ where we decompose α
(s)
u into decision

variables that are indeed monotone in our eventual primal-dual analysis.

Formally, our transformed dual D′ is defined as follows. Since each Su is lam-

inar, we can represent its set system as a forest Fu, where each node in the for-

est corresponds to a constraint s ∈ Su, and the singleton budgets are the leaves.

Let As be the set of ancestors of s in Fu including s itself. Define a new decision

variable γ
(s)
u =

∑
s′∈As α

(s′)
u , and let p(s) be the parent budget of s. Observe that

α
(s)
u = γ

(s)
u −γ(p(s))

u (where for a maximal set s with no parent in Fu, we set γ
(p(s))
u = 0).

Using these new variables, we can rewrite Eqn. (7.3) in our original dual formulation

as:

∀ u ∈ U, v ∈ V, t ⊆ K :
∑

s∈Su

(
(
γ(s)
u − γ(p(s))

u

) ∑

k∈Ks

r
(k)
uvt

)
+ σv ≥

∑

k

r
(k)
uvt. (7.4)

Next, we observe that the outermost summation on the LHS of Eqn. (7.4) telescopes,

and the only remaining γ
(s)
u are those for singleton budgets. This gives us our final

dual formulation D′:

min
∑

v

σv +
∑

u

∑

s∈Su

B(s)
u

(
γ(s)
u − γp(s)u

)

∀ u ∈ U, v ∈ V, t ⊆ K :
∑

k

γ({k})
u r

(k)
uvt + σv ≥

∑

k

r
(k)
uvt (7.5)

∀ u ∈ U, s ∈ Su : γ(s)
u − γ(p(s))

u ≥ 0. (7.6)
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7.2.2 Labeling Scheme

Recalling our above discussion, our goal will be to attribute the revenue earned on

a dimension k for bidder u to exactly one dual variable γ
(s)
u , ideally to the γ

(s)
u cor-

responding to the “most-limiting” budget B
(s)
u such that k ∈ Ks. This suggests

that we should make γ
(s)
u a monotonically increasing function of the budget’s current

utilization κ
(s)
u . However, simply using utilization to define γ

(s)
u does not capture

the interactions between budgets in the laminar setting. The overarching issue with

just using κ
(s)
u is the fact that B

(s)
u might be the most utilized constraint for only

some of the dimensions in Ks, since other budgets that sit below B
(s)
u in the hier-

archy may have higher utilization. This raises the following question: should the

revenue currently constrained by these descendant budgets, say revenue earned on

some particular dimension k′, affect how the algorithm determines the extent to

which B
(s)
u limits other unbounded dimensions like k? The answer is not immediate.

It is tempting to say “no” since the dimension-k′ revenue is already bounded by a

tighter budget; on the other hand, B
(s)
u might in fact become the tightest budget

for dimension k′ later in the instance and ignoring the dimension-k′ revenue till that

time will prevent a smooth transition of the tightest budget for k′.

To overcome this challenge, we introduce a labeling scheme `
(s)
u : ∪uSu → [0, 1].

Label `
(s)
u for budget B

(s)
u will represent the modified notion of the budget’s utiliza-

tion that we need to properly measure the remaining capacity for future revenue.

Our primal-dual analysis will then follow by making each dual variable a monotone

function of these labels.

More concretely, we address the above challenge by having our labels maintain

the following two high-level features:

• For label `
(s)
u and bidder u, revenue from a dimension k ∈ s will only contribute

to the label if `
(s)
u is at least as large as the labels of all budgets containing k
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that are subsets of s. This corresponds to identifying the “most constrained”

budget for any dimension by interpreting these abstract labels as surrogates of

actual budget utilizations.

• In defining label `
(s)
u , we need to identify the capacity of constraint s for future

revenue earnings from the dimensions that are deriving their label from s. We

define this capacity as the total budget B
(s)
u minus the budgets of constraints

below s that have a higher label. This automatically discounts the revenue

earning capacities of dimensions that are deriving labels from descendant con-

straints of s.

One challenge with maintaining these properties is that they are somewhat circu-

lar. To determine the value of a label, we need to first determine which dimensions

count toward the label, but determining dimension inclusion requires comparisons

between label values. Another challenge is maintaining smoothness. As impressions

are assigned to bidders, budgets that were previously slack will become tight, which

requires us to reassign dimensions to labels and change their capacities. In order

to make our primal-dual analysis smooth, we will need to ensure that labels remain

consistent after we reassign dimensions to labels and change label capacities.

To overcome the issue of circularity, we will not give an explicit label definition

but rather give a set of label properties that we maintain throughout the algorithm.

These properties are based on two sets of budgets, L(s) and T (s), that the algorithm

will dynamically update for all bidders u and budgets B
(s)
u (we drop the subscript

u for simplicity). The two sets partition the descendant dimensions of s (i.e., each

descendant dimension belongs to exactly one set in L(s) ∪ T (s)). Intuitively, L(s)

contains singleton budgets {k} representing dimensions that count toward label `
(s)
u .

On the other hand, T (s) contains the closest descendants of s that have a larger

label than s, i.e., every dimension in s that is not in L(s) derives its label from a
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budget in T (s) or from one their respective descendants.

Let R
(k)
u be the total revenue currently earned on dimension k for bidder u.

Formalizing the above discussion, we say the labels for bidder u are valid if the

following three properties hold for all s ∈ Su.

1. Property 1: For all {k} ∈ L(s), all constraints s′ on the path from {k} to s in

Fu have `
(s′)
u ≤ `

(s)
u .

2. Property 2: For all s′ ∈ T (s), we have `
(s′)
u > `

(s)
u , and for all s′′ on the path

from s′ to s, we have `
(s′′)
u ≤ `

(s)
u .

3. Property 3: The following identity holds:

`(s)
u =

∑
{k}∈L(s) R

(k)
u

B
(s)
u −

∑
s′∈T (s) B

(s′)
u

. (7.7)

Note that once we have fixed sets T (s) and L(s) for all s, we can verify all three

properties and use Eqn. (7.7) to directly compute each label for each s ∈ Su. Also

observe we can initialize all labels to be 0, and set T (s) = ∅ and L(s) = {{k} : k ∈ K}

to start with a valid labeling. Finally, we note that we will soon show that all labels

remain non-negative (in the proof of Lemma 64).

Next, we define a procedure for updating labels after the revenue earned in a

single dimension increases infinitesimally. More specifically, suppose an impression

v is assigned to bidder u, and assume we have a valid labeling for the sets in Su

before the assignment. The assignment of the impression changes the values of R
(k)
u

for the active dimensions k. This necessitates label updates, which we define for

an infinitesimally small increment in the value of R
(k)
u for a particular dimension k.

Note that the overall assignment of the impression is a sequence of such incremental

changes.
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T ({1, 2, 3, 4}) = {{1, 2}, {4}}
L({1, 2, 3, 4}) = {{3}} {{

B({1,2})
u = $15

{
B({1})

u = $10

{$5 {
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{
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{
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(dim. 1) (dim. 2) (dim. 3)

(dim. 4)

(dimension 3 increases to $10/3)

Figure 7.1: Illustration of the modifications made to L(s) and T (s) in Event 2,
occurring between budget sets s = {1, 2, 3, 4} and s′ = {1, 2}.

In this example, the algorithm is incrementing the revenue on dimension 3. The state of the
labels before dimension 3 revenue is added is shown on top. Notice that {3} ∈ L({1, 2, 3, 4})
since `

{3}
u = 1/10 is smaller than `

{1,2,3,4}
u = 1/5 (note that the value of `

{1,2,3,4}
u corresponds

to the left most rectangle, where the middle and right rectangles show the revenue levels of
the dimensions that are not included in the label). After increasing dimension 3 to $10/3,

we have that `
{1,2,3,4}
u = 2/3, which means it is about to surpass label `

{1,2}
u , therefore

triggering Event 2. The state of the labels after the Event 2 modifications are shown on
bottom (at the transition point). Notice that {1, 2} has been removed from T ({1, 2, 3, 4}),
and we have added the sets in L({1, 2}) to L({1, 2, 3, 4}) (namely, {1} and {2}).
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The labels that we increase on such an increment are `
(s)
u such that {k} ∈ L(s),

i.e., we will increase R
(k)
u in the numerator of Eqn. (7.7) for all such `

(s)
u and leave

T (s) and L(s) fixed. If the labeling is valid before a given increment, and if after the

increment the relative ordering of all `
(s)
u remains the same, then by the definition

of Properties 1 and 2 the labeling remains valid. Thus, in terms of updating L(s)

and T (s), we only need to consider when the relative order of labels changes as a

result of adding to R
(k)
u . In particular, there are two types of reordering that need

to be considered. We will call these two reordering possibilities Events 1 and 2 and

describe how the algorithm updates L(s) and T (s) in each case. Later, we will show

that these set redefinitions maintain the current value of the label.

• Event 1: For some s such that {k} ∈ L(s), there now exists a descendant s′

of s such that `
(s′)
u > `

(s)
u , where s′ is on the path from {k} to s and `

(s′)
u ≤ `

(s)
u

previously. In this event, s′ is now added to T (s). All singleton-budgets {k}

that are descendants of s′ and belong to L(s) are now removed from L(s).

Additionally, all descendants of s′ that belong to T (s) are also removed from

T (s).

• Event 2: For some constraint s such that {k} ∈ L(s), there now exists a

descendant s′ of s such that `
(s)
u ≥ `

(s′)
u , where s′ ∈ T (s) previously. In this

event, s′ is removed from T (s). Conversely to Event 1, all constraints in T (s′)

are added to T (s), and all {k} ∈ L(s′) are added to L(s).

In order to make the process smooth, we will think of the updates in Events 1 and 2 as

being done at the transition point where `
(s)
u = `

(s′)
u . This completes the description

of our labeling scheme and the process by which the algorithm determines them. We

encourage the reader to refer to Figure 7.1 for a small example of an Event 2 update.1

1 In terms of how L(s) and T (s) are updated, Event 1 is the reverse of Event 2. So, reversing the
example in the Figure 7.1 will provide the reader with an Event 1 example.

129



We now prove the following lemma, which will be useful for our primal-dual analysis.

Lemma 64. For every constraint s, the label `
(s)
u is monotonically non-decreasing

over the course of the algorithm.

Proof. Clearly when neither Event 1 or 2 occurs, `
(s)
u can only increase (this follows

directly from the definition of the update procedure). Thus, it suffices to show that

`
(s)
u does not decrease when it participates in Event 1 or 2. In particular, we will

show that `
(s)
u has an identical value after L(s) and T (s) have been modified in either

event. We will show that this holds for Event 1, noting that the argument for Event

2 is identical.

Suppose the updates for Event 1 occur for a constraint s and a descendant s′,

triggered by a dimension k ∈ s. The changes are: s′ is added to T (s), all descendant

singleton-budgets of s′ that were in L(s) are removed from L(s), and all descendants

of s′ that were in T (s) are removed from T (s). Recall that before the event, we have

that

`(s)
u =

∑
{k}∈L(s) R

(k)
u

B
(s)
u −

∑
w∈T (s) B

(w)
u

`(s′)
u =

∑
{k}∈L(s′) R

(k)
u

B
(s′)
u −∑w′∈T (s′) B

(w′)
u

.

Therefore, using the definitions of L(s) and T (s) before they are modified by the

event, the new `
(s)
u (denoted `

(s)
new) can be written as:

`(s)
new =

∑
{k}∈L(s)R

(k)
u −

∑
{k}∈L(s′)R

(k)
u

B
(s)
u −

∑
w∈T (s)B

(w)
u −B(s′)

u +
∑

w′∈T (s′) B
(w′)
u

. (7.8)

Since `
(s)
u = `

(s′)
u at the moment Event 1 occurs, we have `

(s)
new = `

(s)
u = `

(s′)
u (which

follows from the fact that a/b = c/d = α implies (a− c)/(b− d) = α).
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To complete the proof, note that the above argument does not exclude the possi-

bility of
∑
{k}∈L(s) R

(k)
u = 0 and the denominator in Eqn. (7.8) being negative (if this

were to happen, the increments to R
(k)
u would decrease the label by making it more

negative). However, in both events this cannot be the case. First observe that Event

2 can only occur between two non-zero labels (since in Event 2, s′ ∈ T (s) before the

event, which implies a strict inequality `
(s)
u < `

(s′)
u ). Event 1 can (and will) occur

when `
(s)
u = `

(s′)
u = 0, but in Event 1, the denominator of `

(s′)
u must always be smaller

than the denominator of `
(s)
u . This is because Event 1 can only occur between two

labels such that {k} ∈ L(s) where k the dimension is currently being incremented.

Since `
(s′)
u is surpassing `

(s)
u at the transition point in Event 1, it must be the case

that `
(s′)
u is increasing at a higher rate than `

(s)
u . This implies `

(s′)
u must have a smaller

denominator than `
(s)
u before the modifications to L(s) and T (s).

7.3 Algorithm Definition and Analysis

Using our dual formulation and labeling scheme, we are now ready to define and ana-

lyze our algorithm. Consider the arrival of impression v. Define gu(s) = maxs′∈As `
(s′)
u ,

i.e., the maximum label of an ancestor of s in the forest Fu (including s itself).

Our algorithm assigns impression v to bidder u = arg maxu′∈U{Du′v}, where Duv =

∑
k∈tu(1− eg({k})u −1)r

(k)
uv and tu is the current active dimensions for bidder u.

For the rest of the section, let ρ = e/(e−1). For a primal assignment of impression

v to bidder u, we change the dual solution by setting σv = ρ · Duv and update γ
(s)
u

to be

γ(s)
u =

eg
(s)
u − 1

e− 1
= ρ(eg

(s)
u −1 − e−1),

where g
(s)
u is computed after the assignment of the current impression v.

For the competitive analysis, it suffices to show that a) the ratio between dual
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and primal objectives is at most ρ, and b) the dual solution is feasible.

7.3.1 Primal-Dual Ratio

Our goal is to show that when an impression v is assigned to a bidder u, the change

in dual objective is at most ρ = e/(e− 1) times that of the primal objective. First,

note that the dual objective is a function of the labels, and we have argued above

that the labels do not change when either of Event 1 or 2 happens. Therefore, we

only need to account for the change in the dual objective when the labels change but

neither of the two events happen. Let us define S∗u as the subset of constraints in Su

where the value of γ
(s)
u is different from γ

(p(s))
u :

S∗u = {s ∈ Su : γ(s)
u 6= γ(p(s))

u }.

We can rewrite the dual objective as
∑

v∈V σv +
∑

u

∑
s∈S∗u

(
γ

(s)
u − γ(p(s))

u

)
B

(s)
u since

for all the other terms, the value of γ
(s)
u − γ(p(s))

u = 0. For any constraint s ∈ S∗u, let

p∗u(s) be its closest ancestor in Fu that is also in S∗u. Now, observe that by Property

2 of labels and the definition of g
(s)
u , T (s) = {s′ ∈ S∗u : p∗u(s

′) = s} for any s ∈ S∗u.

Then, the dual objective can be further rewritten as

∑

v∈V

σv +
∑

u

∑

s∈S∗u

γ(s)
u


B(s)

u −
∑

s′∈T (s)

B(s′)
u


 .

As earlier, we will analyze the change in the dual and primal objectives when

the revenue on a dimension k is incremented by an infinitesimal amount ∆r
(k)
uv . Note

that for any singleton constraint {k}, there is a unique s ∈ S∗u satisfying k ∈ L(s);

furthermore, g
({k})
u = g

(s)
u = `

(s)
u . Therefore, the only dual variable in S∗ (i.e., in the

dual objective given above) that changes is γ
(s)
u . Let us denote the change in g

(s)
u by
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∆g
(s)
u . Using the small bids assumption, we can write:

∆γ(s)
u ·


B(s)

u −
∑

s′∈T (s)

B(s′)
u


 =

∂γ
(s)
u

∂g
(s)
u

·∆g(s)
u ·


B(s)

u −
∑

s′∈T (s)

B(s′)
u




= ρ · (eg(s)u −1) · ∆r
(k)
uv

B
(s)
u −

∑
s′∈T (s) B

(s′)
u

·


B(s)

u −
∑

s′∈T (s)

B(s′)
u




= ρ · (eg({k})u −1) ·∆r(k)
uv .

Summing over all the infinitesimal changes in revenue, the total change in the dual

objective for the assignment of impression v is given by σv + ρ ·∑k∈tu(eg
({k})
u −1) · r(k)

uv ,

where tu is the set of active dimensions. Since the algorithm sets

σv = ρ ·
∑

k∈tu

(1− eg({k})u −1)r(k)
uv ,

the total change in the dual objective can be written as:

ρ ·
∑

k∈tu

(1− eg({k})u −1)r(k)
uv + ρ ·

∑

k∈tu

(eg
({k})
u −1) · r(k)

uv = ρ ·
∑

k∈tu

r(k)
uv ,

which is exactly ρ times the increase in the primal objective.

7.3.2 Dual Feasibility

Finally, we argue that the dual is feasible when the algorithm terminates.

Lemma 65. At the end of the algorithm, the dual is feasible.

Proof. The feasibility of Eqn. (7.6) follows directly from definition of g
(s)
u , and the

fact γ
(s)
u is a non-deceasing function of g

(s)
u . We now show Eqn. (7.5). Let tu be the

set of active dimensions for bidder u when impression v arrived. First, observe that

for all k 6∈ tu, we have that g
({k})
u = 1. This follows from the fact that if k is inactive,
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a constraint s ∈ Su containing k has reached κ
(s)
u = 1 (and thus `

(s)
u = 1 as well).

Since s is an ancestor of {k} in Fu, we also have g
({k})
u = γ

({k})
u = 1.

Let u′ be the bidder to which the algorithm assigned impression v. Let ĝ
(s)
u be the

value of g
(s)
u when v was assigned (and define ĝ

(s)
u′ similarly). We have the following:

∑

k

γ({k})
u r

(k)
uvt + σv =

∑

k

γ({k})
u r

(k)
uvt + ρ

∑

k∈tu

(1− eĝ({k})u′ −1)r
(k)
u′v (by substituting σv)

=
∑

k 6∈tu

r
(k)
uvt + ρ

∑

k∈tu

(eg
({k})
u −1 − 1/e)r

(k)
uvt + ρ

∑

k∈tu

(1− eĝ({k})u′ −1)r
(k)
u′v,

(7.9)

where the second equality follows by substituting γ
({k})
u and the fact that γ

({k})
u = 1

for all k 6∈ tu. We can now establish Eqn. (7.5) as follows:

∑

k

γ({k})
u r

(k)
uvt + σv ≥

∑

k 6∈tu

r
(k)
uvt + ρ

∑

k∈tu

(eg
({k})
u −1 − 1/e)r

(k)
uvt + ρ

∑

k∈tu

(1− eĝ({k})u −1)r
(k)
u′v

≥
∑

k 6∈tu

r
(k)
uvt + ρ

∑

k∈tu

(eg
({k})
u −1 − 1/e)r

(k)
uvt + ρ

∑

k∈tu

(1− eg({k})u −1)r(k)
uv

≥
∑

k 6∈tu

r
(k)
uvt + ρ

∑

k∈tu

(1− 1/e)r
(k)
uvt =

∑

k

r
(k)
uvt (since ρ = e/(e− 1)).

The first inequality follows from Eqn. (7.9) and the fact that the algorithm assigns

v to u′ = arg maxu∈U{Duv}. The second inequality is because 1− eg({k})u −1 is a non-

increasing function of g
({k})
u , and the third inequality follows since r

(k)
uv ≥ r

(k)
uvt.

7.4 Chapter Notes

This chapter is based on joint work with Debmalya Panigrahi. A preliminary version

of these results appeared at The 17th ACM Conference on Economics and Compu-

tation EC, 2016 [KP16].
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Conclusions

In this thesis, we studied allocation problems in two key scenarios—data-center

scheduling and internet advertising—focusing on online settings where demands ar-

rive over time. In both the variants we examined—vector scheduling and budgeted

allocation—we essentially resolve these problems in the adversarial setting, giving

competitive algorithms with asymptotically matching lower bounds (or competitive

algorithms matching previously known lower bounds). We also believe our results are

interesting from a purely technical standpoint. We hope that the theoretical ideas

utilized in our results—notably the lower bound scheme in Section 2.2, our machine

smoothing technique used in both Chapters 4 and 5, and the labeling scheme used

in 7.2—will prove useful in future work.

We briefly mention some lines for future work. With regards to vector scheduling,

note that in many settings, the number of resources/dimensions will likely be a small

constant (e.g. d = 2, 3, 4, etc.). For identical and related machines, our algorithms

give constant competitive algorithms for a constant d; however, it’s unclear how

close to optimal these constants are, and so designing algorithms that optimize for

this constant is an interesting open question. It would also would be interesting to
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consider more robust models that more accurately consider the network topology of

data centers (e.g., modeling the network as an independent dimension, as is done in

our problem formulation, is a bit oversimplified, since in reality the network load on

machine is highly dependent on what bandwidth a machine has with other machines,

which jobs require communication with other jobs, etc.). Regarding our variant of

budgeted allocation, the most natural avenue for future work would be examining

the problem in random order and iid settings, as these models are commonly studied

in the budgeted allocation literature (see [Meh13] for examples) and more accurately

capture the types of inputs encountered in practice.

To conclude, we mention that although the most immediate motivations for this

thesis are primarily ones of entrepreneurial and corporate concern, such as maxi-

mizing advertisement revenue or lowering server-operation costs, we hope our ideas

will also find their way into other applications and domains, ideally ones aimed at

serving society and the greater good. At its heart, resource allocation is really about

sharing goods among people; thus, in a world rife with inequality and inefficiency,

we can only hope that our work is in someway a baby step towards surmounting the

challenges the world will face in the near and uncertain future.
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