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Abstract

Gene set enrichment methods are useful for the mapping of individual genes or

proteins to pathways and signatures. We use this approach to study the expression

levels of proteins encoded by different genes, and compare individuals that have

Alzheimer’s disease (AD) to those that are cognitively normal (CN). Different gene

sets might show differential enrichment in the two classes. A correlation statistic

is computed for measuring the correlation of a sample to one class rather than to

the other, with respect to a gene. This allows us to find the enrichment score for

the sample with respect to an entire gene set, and to analyze the gene sets that are

differentially expressed in the two classes. The linear model is a powerful tool that

we use to estimate the correlation statistic, thus accounting for the class, and also

the other covariates such as age and sex of the individual.

We study the Jeffreys and Clopper-Pearson intervals for binomial proportions

when we have missing data. We use multiple imputation (MI) to deal with missing

data. Using simulation studies, we compare the MI Wilson, MI Clopper-Pearson,

and the MI Jefferys intervals. We then show that the MI Wilson interval has better

repeated sampling properties among all in the case of high missingness. In the case of

low missingness, the MI Wilson and MI Clopper-Pearson produce similar empirical

coverage rates that are close to the nominal coverage. For a very low value of the

binomial proportion, the Jeffreys interval has the largest coverage with the smallest

average interval length.
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1

Introduction

There are two different parts to the thesis. In the first part, I study the enrichment

of gene sets in human and mice samples. The samples belong to one of two classes,

those with Alzheimer’s disease (AD), and those that are cognitively normal (CN).

The idea is to find gene sets that are enriched differently in the two classes. This

will then lead us to explore individual genes in these gene sets, and to hopefully

identify combinations of genes that activate or inhibit the pathway to be enriched in

individuals with AD. We would also like to compare the gene sets enriched in mice

with AD to those in humans with AD, in an attempt to develop better mice models.

In the second part, I study confidence interval estimates for data with missingness.

We develop a Jeffreys interval and Clopper-Pearson intervals for binomial proportions

that we can use when we have missing data. We use the multiple imputation (MI)

approach for dealing with the missingness. We use simulation studies to evaluate the

repeated sampling properties of these intervals and compute their empirical coverage

rates. We develop different kinds of MI-Clopper-Pearson intervals using different

combination rules, and compare them. We then compare the MI-Wilson, MI-Jeffreys,

and the best MI-Clopper-Pearson intervals with each other.
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2

Gene set enrichment methods for
Alzheimer’s disease with linear models

2.1 Background

Gene expression and protein expression profiles need to be interpreted to gain insights

into the underlying biological mechanisms. In single-gene analysis, one would study

expression levels for thousands of genes from samples belonging to one of two classes.

Then, a ranked list of these genes is prepared with genes ordered according to their

differential expression between the classes. The genes that show the largest difference

appear at the top and bottom of the list, and are studied to understand the underlying

biology. However, the limitations of this approach are that no individual gene may be

found to be statistically significant after correcting for multiple hypothesis testing.

Even if we do find statistically significant genes we would not know the biological

relation between them, unlike if these genes had belonged to a pathway.

Gene Set Enrichment Analysis (GSEA) (Subramanian et al., 2005) is a method

that evaluates expression data at the level of gene sets. Genes are ranked based

on the correlation between their expression and the class distinction. This method
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determines whether members of a gene set tend to occur towards the top or bottom

of this ranked list. In this case, the gene set is correlated with the class distinction.

The key elements of the GSEA method include calculation of an enrichment score

(ES), estimation of significance level of the ES, and multiple hypothesis testing. A

fundamental shortcoming of GSEA is that it does not characterize the variation in

enrichment over individual samples in the data set.

A statistical method called ASSESS (analysis of sample set enrichment scores)

(Edelman et al., 2005) allows for the measurement of pathway variation in samples.

Given gene sets defined by prior biological knowledge, and a data set of expression

profiles belonging to two classes, ASSESS provides a measure of the enrichment of

each gene set for each sample, thus extending the GSEA methodology to annotate

individual samples. We are interested in applying ASSESS to data for Alzheimer’s

disease (AD). We are studying mice and human models with the aim of finding out

which pathways are over or under expressed in samples with AD compared to samples

that are cognitively normal (CN). We are also looking at a new method to compute

the correlation between the gene expression and the class distinction, using linear

models.

Alzheimer’s disease represents a critical unmet medical need. There are no

disease-modifying therapies that significantly improve the dementia or cognitive de-

cline associated with AD. Over 5 million Americans suffer from AD at a cost of $91

billion annually to Medicare alone. Unless effective therapies for preventing or de-

laying its onset are developed, more than 16 million Americans will suffer from AD

by 2050. World-wide, researchers predict that the prevalence of AD will quadruple

by 2050 to more than 107 million cases, meaning that 1 in 85 persons will be liv-

ing with the disease. Delaying AD onset and progression by one year improves this

scenario dramatically, reducing the projected disease burden in 2050 by 9.2 million

cases. Delaying AD onset by two years is estimated to reduce the burden by more
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than 23 million cases, with most of the decrease in late stage cases that require the

most intensive and expensive care (Brookmeyer et al., 2007).

To date, the association of apolipoprotein E (APOE) genotypes, particularly

APOE e4, with the risk and age of onset of Alzheimer’s disease remains the most

confirmed example of a genetic association for the complex disease (Corder et al.,

1993; Roses et al., 2007). Estimates of the heritability of late onset AD range from

58% to 79%, and the population attributable risk due to the APOE e4 allele is

between 20% and 70% (Breitner et al., 1999). These estimates suggest that other

genetic variants and/or interactions between variants incur additional disease risk

and modify age-related changes in the development of the disease.

2.2 ASSESS (Edelman et al., 2005)

The ASSESS methodology takes as inputs:

1. Expression profiles for p genes, and n samples with each sample corresponding

to one of two classes, C1 or C2. The expression of the jth gene in the ith sample

is xij.

2. A database of m gene sets γ1, . . . , γm where each gene set γk is a list of genes

(a subset of the p genes in the data set).

3. A procedure that takes the expression data set and class labels as inputs and

produces correlation statistics for each sample. The correlation statistic mea-

sures the correlation of a sample to one class rather than to the other. The

correlation statistics for the ith sample would be ci “ tc
i
1, . . . , c

i
pu where cij is

calculated using:

cij “ logp
P pxij P C1|x

i
j, expression dataq

P pxij P C1|xij, expression dataq
q
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The output of ASSESS is:

1. An enrichment score for each sample in the data set with respect to each gene

set in the database. ESki is the enrichment of the ith sample with respect to

the kth gene set.

2. A measure of confidence for each enrichment score is given by a p-value with

multiplicity taken into account by family-wise error rate (FWER) p-values and

false discovery rate (FDR) q-values.

The genes are ranked in order of their correlation statistics for a sample. Given a

gene set defined by prior knowledge, the goal is to understand whether the members

of the gene set γk are randomly distributed throughout the list or primarily found

at the top or bottom. The enrichment score reflects the degree to which a gene set

γk is overrepresented at the extremes (top or bottom) of the ranked list.

A discrete random walk is constructed from the correlation statistics for the ith

sample, ci “ tc
i
1, . . . , c

i
pu, and a gene set γk, after ranking the correlation statistics.

The basic idea behind the random walk is to sequentially scan the ranked list of

correlation statistics, and increase a running sum statistic when a gene in γk is

encountered, and decrease it when such a gene is not encountered. The magnitude

of the increment depends on the absolute value of the correlation statistic for that

gene.

νplq “

řl
j“1 | cpjq |

τ
1pgj P γkq

řp
j“1 | cpjq |

τ 1pgj P γkq
´

řl
j“1 1pgj R γkq

p´ | γk |

Here, cpjq is the rank-ordered correlation statistic, τ is a parameter generally taken

to be 1, γk is the kth gene set, 1pgj P γkq is the indicator function on whether the jth

gene (the gene corresponding to the jth ranked correlation statistic) is in gene set
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γk, | γk | is the number of genes in the kth gene set, and p is the number of genes in

the data set.

The enrichment statistic for the ith sample with respect to the kth gene set is the

maximum deviation of the random walk from zero.

ESki “ νrarg max
l“1,...,p

| νplq |s

0 5 10 15 20 25 30 35

0.
0

0.
2

0.
4

0.
6

0.
8

Gene

ν(
l)

Figure 2.1: A random walk to compute the enrichment score of a sample with
respect to a gene set by measuring the maximum deviation from zero

A random walk is useful in understanding how the genes in the set are distributed

in the ranked list. The ES calculated by a random walk using ranked correlation

statistics helps capture gene sets with genes correlated with either over expression

or under expression in a class. A positive ES suggests that the gene set is over

expressed in the sample, whereas a negative ES suggests under expression.
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2.3 Alzheimer’s disease data

In this study, we look at characterizing gene sets whose expression patterns char-

acterize AD. We want to assay pathway variation in observed gene expression data

sets from AD, and measure the enrichment of each gene set in each sample.

We have human data, that have correlation statistics based on the protein ex-

pression (concentration) data, for each sample. Every sample either belongs to the

AD or the CN class. The correlation statistic models how representative each gene

for a given sample is with respect to the two classes. There are a total of 142 human

samples (66 AD and 86 CN) and 152 gene measurements. Likewise, we also have

correlation statistics data for the mice samples for the two classes. There are a total

of 12 mice samples (6 AD and 6 CN), and 3, 233 gene measurements.

The pathway data contains the pathway name, and the names of the genes that

comprise the pathway. There are a total of 1, 190 pathways in the data, each with

different number of genes belonging to it. The gene names correspond to those in

the correlation statistics data.

2.4 Simulation study

We prepared a data set in which we simulated the correlation statistics cij which

measures the correlation of a sample to one class rather than to the other, given the

expression of the jth gene in the ith sample and the distribution of expression in the

two classes.

We picked ten random samples from the CN class and ten from the AD class, from

the human data. Then we picked eight random pathways that each have more than

five genes. Let the eight pathways be P1, P2, P3, P4, P5, P6, P7, P8. We simulate

the correlation statistics as described below, such that the first four of these pathways

are differentially expressed across the two classes.
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For samples in the class CN:

1. correlation statistics for genes in pathways P1 and P2 were generated from a

normal distribution centered at 1 with a standard deviation of 1, cij „ Np1, 1q

2. correlation statistics for genes in pathways P3 and P4 were generated from a

normal distribution centered at -1 with a standard deviation of 1, cij „ Np´1, 1q

3. correlation statistics for genes in pathways P5 to P8 were generated from a

normal distribution centered at 0 with a standard deviation of 1, cij „ Np0, 1q

For samples in the class AD:

1. correlation statistics for genes in pathways P1 and P2 were generated from a

normal distribution centered at -1 with a standard deviation of 1, cij „ Np´1, 1q

2. correlation statistics for genes in pathways P3 and P4 were generated from a

normal distribution centered at 1 with a standard deviation of 1, cij „ Np1, 1q

3. correlation statistics for genes in pathways P5 to P8 were generated from a

normal distribution centered at 0 with a standard deviation of 1, cij „ Np0, 1q

Then we apply the ASSESS methodology to compute the enrichment scores for

the ith sample with respect to the kth gene set.

In Figure 2.2, samples 1 to 10 are the CN samples, and samples 11 to 20 are

the AD samples. Our simulated data suggests that for a sample in the CN class,

we would expect the enrichment scores with respect to the differentially expressed

pathways P1 and P2 to be a large and positive, since the correlation statistics for

the genes in these pathways will appear at the top of the rank-ordered list of the

correlation statistics of all the genes in that sample, as the cijs were drawn from a

Np1, 1q distribution. This is shown in Figure 2.2 in yellow. The enrichment scores
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Figure 2.2: Enrichment scores for the comparison of the AD and CN samples in
the eight gene sets, the first four of which are differentially expressed

with respect to pathways P3 and P4 are large and negative, as expected. They are

shown in Figure 2.2 in red.

Likewise, for a sample in the AD class, we would expect the enrichment scores

with respect to the differentially expressed pathways P3 and P4 to be large and

positive, since the correlation statistics for the genes in these pathways will appear

at the top of the rank-ordered list of the correlation statistics of all the genes in that

sample, as the cijs were drawn from a Np1, 1q distribution. This is shown in Figure

2.2 in yellow. The enrichment scores with respect to pathways P1 and P2 are large

and negative, as shown in red in Figure 2.2.

The pathways P5, P6, P7, and P8 show no differential expression between the

CN and AD samples. This is expected because the correlation statistics for the genes

in these pathways are distributed randomly in the rank-ordered list.
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In the simulation, we considered pathways ‘Platelet degranulation ’, ‘Response to

elevated platelet cytosolic Ca2+ ’, ‘Axon guidance ’, ‘Transport of small molecules ’,

‘Cellular responses to external stimuli ’, ‘Gene expression (Transcription) ’, ‘Generic

Transcription Pathway ’, and ‘RNA Polymerase II Transcription’ to be P1, P2, P3,

P4, P5, P6, P7, and P8 respectively.

2.5 Linear models

We would like to come up with a method to derive the correlation statistics from the

protein expression data for the different genes and samples, that can account for the

complexity of multiple covariates. We model the protein expression for every gene,

as a function of the sample covariates (age, sex (M/F), APOE (e3/e4), and diagnosis

(AD/CN)). Thus we have as many models as the number of genes in our data set.

We decided to use a linear model to model the relationship between the protein

expression level and the sample covariates. The idea is to estimate the differential

effect of the sample belonging to class AD, from if it had belonged to the CN class.

Thus we are interested in the effect of the diagnosis variable on the protein expression

level.

We tried out a fixed effects model and a few mixed effects models that are de-

scribed below. For the mixed effects models, we model the diagnosis variable as

a random effect. However, there are only two levels AD and CN for this variable.

Therefore, we do not expect much shrinkage from the mixed effects models. If in-

stead we had more levels of the diagnosis variable such as the intermediary stages of

the Alzheimer’s disease progression, we could expect noticeable amount of shrinkage

in the case of the mixed effects models.
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2.5.1 Linear fixed effects model

In this model, the age, sex, APOE, and diagnosis are all fixed effects variables. The

model can be written as:

expression “ β̂0 ` β̂1age` β̂2sex` β̂3APOE ` β̂4diagnosis` ε

β̂4 is the change in the mean expression level when the class changes from CN to

AD, all other covariates remaining constant.

We find that the coefficient estimate for diagnosis in the model for the APOE

protein to be ´0.16, and the coefficient estimate for diagnosis in the model for the

APOD protein to be 0.14. This implies that when the class changes from CN to AD,

the mean expression level of the APOE protein decreases by 0.16, all other covariates

held constant. This is in contrast to the APOD protein for which, when the class

changes from CN to AD, the mean expression level of this protein increases by 0.14,

all else held constant. The direction and magnitude of these effects are in line with

the previous studies. These two proteins are associated with lipid metabolism, and

it is known that genes associated with lipid metabolism are involved in AD.

2.5.2 Linear mixed effects model

Next, we define a mixed effects linear model, that takes the age, sex and APOE

variables as the fixed effects, and the class variable as the random effect. The CN

class is considered to be the reference level for the diagnosis variable. Then, for

the AD samples, we compute the differential effect from the predicted values after

computing the coefficient estimates from the model.

Adding the diagnosis variable as the random effect gives structure to the general

error term ε. In our case, this random effect characterizes the unsystematic variation

in the protein expression levels that is due to the individual belonging to the CN or

AD class. We explore both the random intercept and random slope models in the
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study.

For the random intercept model, our model formula looks like:

expression „ age` sex` APOE ` p1|diagnosisq ` ε

The formula suggests that we assume an intercept that is different for each diagnosis

class (CN or AD) such that the response (protein expression value) depends on each

class’s baseline level. This effectively resolves the non-independence from having

multiple responses by individuals belonging to the same class. The ε now accounts

for the random or unexplained differences between individuals belonging to the same

class (http://www.bodowinter.com/tutorial/bw_LME_tutorial2.pdf).

In the random intercept model, we account for the baseline difference in diagnosis

(i.e., AD or CN), but we assume that the effect of age is the same on individuals

from either class. But the effect of age might actually be different depending on

whether the individual belongs to the AD or to the CN class. To account for these

differences in effect, we next consider the random slope models, the model formula

for which looks like:

expression „ age` sex` APOE ` p1` age||diagnosisq ` ε

The formula means that we are telling the model to expect differing baseline levels

depending on class, as well as differing effect for individuals in the AD class, as their

age changes to those in the CN class for the same change in age.

We will also look at what happens when we consider differing effect of the sex

variable based on what class the individual belongs to, represented as:

expression „ age` sex` APOE ` p1` sex||diagnosisq ` ε

The point to keep in mind is if we have enough number of samples to compute

estimates for all of the coefficients in our mixed model, especially when we have both

12
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a random slope and random intercept model. This is because it inreases the number

of coefficients that need to be estimated using only the number of observations we

have in our data set.

2.6 Bi-clustering

After computing the correlation statistics, we calculate the enrichment scores of each

sample with respect to every gene set using the random walk approach described in

section 2.2. Next, we perform bi-clustering on the enrichment scores and interpret

them. We use the FABIA (factor analysis for bi-cluster acquisition) methodology

(Hochreiter et al., 2010) to perform bi-clustering on the enrichment score matrix.

This would help us extract sub-groups of genes co-expressed only across a subset

of samples, by identifying local patterns in the enrichment score matrix. In this

method, a bi-cluster is defined by a pair of a row set and a column set for which the

rows are similar to each other on the columns and vice versa. Here, two vectors are

said to be similar if they are linearly dependent on each other.

Let the number of bi-clusters in our model be p. The overall model for the p

bi-clusters would be:

X “

p
ÿ

i“1

λiz
T
i ` Γ “ ΛZ` Γ

Here, X is the enrichment score data matrix, λi P IRn is the sparse prototype vector

of the ith bicluster, zi P IRl is the sparse vector of factors for the ith bi-cluster, and

Γ P IRnˆl is the additive noise.

Figure 2.3 shows the formation of the ith bi-cluster. The outer product λzT of

two sparse vectors results in a matrix with a bicluster. Here, λ represents the vector

λi, and zT represents the vector zT
i . The vector λ contains zeros for samples not

participating in the ith bi-cluster, whereas the vector zT
i contains zeros for gene sets

not participating in the ith bi-cluster.

13



Figure 2.3: Formation of the ith bi-cluster

We analyzed the results from bi-clustering on the human and mice data that was

described in section 2.3. In the human data, we find that the largest bi-cluster con-

tains 26 samples, 18 of which are AD samples. The gene sets most enriched in these

samples are found to be ‘Interleukin-10 signaling’, ‘Nuclear Receptor transcription

pathway’, ‘Intrinsic Pathway of Fibrin Clot Formation’, ‘Formation of Fibrin Clot

(Clotting Cascade)’, and ‘Nuclear signaling by ERBB4’.

In the mice data, the largest bicluster is comprised of only two samples, both

of which are AD samples. The gene sets enriched in these samples are found to

be ‘Gluconeogenesis’, ‘Glycolysis’, ‘Glucose metabolism’, ‘Signaling by ERBB4’, and

‘Nuclear signaling by ERBB4’. This is interesting because the first three of these

gene sets are known to be associated with AD.

These gene sets are also enriched in the human bi-cluster described, but to a

lesser extent than the gene sets mentioned above. In the future, we hope to look at

better ways of bi-clustering that would enable us to identify subgroups of gene sets

enriched only across the AD samples. This would help gain a clearer understanding

of the genetics of AD.
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3

Jeffreys and Clopper-Pearson confidence
interval estimates for the binomial

proportion with multiple imputation for
missing data

3.1 Background

The binomial distribution is used to model the number of successes in n independent

experiments that have a constant probability of success p. An example where the

binomial distribution is used is when individuals with a certain gene have a p prob-

ability of contracting a certain disease. If there exists a sample with n people with

the gene that participate in a study, then the distribution of the random variable

of the number of individuals that contract the disease will follow a binomialpn, pq

distribution.

It is often the case that we do not know the value of p associated with some binary

random variable Y , and we would like to estimate p for a population using a sample

from that population. Instead of just a point estimate p̂, i.e., the sample percentage

of ones among the observed data for Y , we would like to specify a confidence interval
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estimate for p.

A common interval is the Wald interval, i.e., p̂`z
a

p̂p1´ p̂q{n, which is based on

a normal approximation to the binomial distribution. Wald intervals can go below

zero, especially when p is small, and sample sizes are modest, and can have lower

than nominal coverage rates (Agresti and Caffo, 2000). The Wilson interval (Wilson,

1927), i.e., p1{p1` z2{nqqrp̂` z2{p2nq ˘ z
a

p̂p1´ p̂q{n` z2{p4n2qs is known to have

advantages over the Wald interval. The Wilson interval is guaranteed to lie inside

r0, 1s unlike the Wald interval. The Wilson interval unlike the Wald interval is defined

when p̂ “ 0 or p̂ “ 1. It also can have closer to nominal coverage rates (Newcombe,

1998; Wallis, 2013).

When the sample sizes are small, some researchers prefer to avoid the normal

approximation, and use the Clopper-Pearson interval (Clopper and Pearson, 1934).

This is also called the exact confidence interval. Instead of using a normal approxi-

mation, the exact confidence interval inverts two single-tailed binomial tests at the

desired α. The exact confidence interval is a range from pl to pu that satisfies the

conditions:
y
ÿ

k“0

ˆ

n

k

˙

pkup1´ puq
n´k

ď
α

2

n
ÿ

k“y

ˆ

n

k

˙

pkl p1´ plq
n´k

ď
α

2

where y is the number of successes in the observed data. The strict equality condition

is not used because there might not exist values of p̂l and p̂u because the binomial dis-

tribution is a discrete distribution. Therefore we choose p̂l and p̂u at the values of the

cumulative probability smaller but as close as possible to α
2
. Since the binomial dis-

tribution is a discrete distribution, the coverage probability of the Clopper-Pearson

interval is not exactly 1´α but at least 1´α, which makes this interval conservative

(http://influentialpoints.com/Training/confidence_intervals_of_proportions-
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principles-properties-assumptions.htm).

The Jeffreys interval is a Bayesian interval based on the Jeffrey’s prior (Jeffreys,

1946). The lower bound pl “ B´1pα{2, y ` 1{2, n´ y ` 1{2q, and the upper bound

pu “ B´1p1´ α{2, y ` 1{2, n´ y ` 1{2q. Here, B´1pz, s1, s2q is the inverse cdf of the

beta distribution at the quantile z and with shape parameters s1 and s2.

Often, the data are not complete; for example, survey data might have one or

more variables missing for a few individuals. Suppose the binary variable we are

interested in is Y . A naive approach would be to only use the nobs cases with

observed values of Y , and set the sample size to nobs. This approach is only valid

when the values for Y are missing completely at random (Rubin, 1976) and when

the missing values of Y cannot be predicted using any other variables in the data

set (Lott and Reiter, 2018). It is statistically incorrect to impute the missing values

equal to the mean of the values of Y for nobs, as this implies that we are certain

about the missing values, when we actually have not observed them.

We deal with two missingness mechanisms, missing completely at random (MCAR)

and missing at random (MAR). MCAR is when there is no relationship between the

missingness of the data and any of the observed or missing values, and the missing

data points are a random subset of the data. Whereas in MAR, there is a relation-

ship between the probability of a data point to be missing for a variable and one or

more observed variables in the data for that individual.

Multiple imputation (Rubin, 1987) is a statistical technique for analyzing data

that have missingness. The steps involve imputing the missing values in the data

from a predictive distribution multiple times, thus creating multiple completed data

sets, analyzing these data sets using standard complete-data procedures, and inte-

grating the analyses for the final inference. Imputation models can be based on joint

distributions (Schafer, 1997; Si and Reiter, 2013; Murray and Reiter, 2016), or on

chained equations (Raghunathan et al., 2001; Van Buuren et al., 2006).
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Inferences from the m completed data sets can be made as follows. Let Q be the

scalar quantity whose confidence interval we want to estimate. For l “ 1, . . . ,m, let

Dl be the completed imputed data set, and Q̂l be the estimate ofQ computed withDl.

Let Ûl be its estimated variance. As derived in Rubin (1987), we use Q̄m “
řm
l“1Ql{m

as the point estimate of Q, and Tm “ p1` 1{mqBm ` Ūm as the estimated variance.

Here, Bm “
řm
l“1 pQ̂l ´ Q̄mq

2{pm´ 1q, and Ūm “
řm
l“1 Ûl{m. Confidence intervals

are based on Q̄m ˘ tν
?
Tm, where tν is the appropriate quantile of the t-distribution

with ν “ pm´1qp1`1{γmq
2 degrees of freedom and γm “ p1`1{mqBm{Ūm. Q is p in

binomial data, and Q̂l “ p̂l which is the percentage of ones in Dl. For the MI-Wald

confidence interval, we compute Ûl “ p̂p1 ´ p̂q{n, where n is the sample size of the

complete data set. We then plug in these expressions into Tm.

Lott and Reiter (2018) derive a multiple imputation Wilson interval for p (Lott

and Reiter, 2018). The limits for the MI-Wilson interval are:

2Q̄m `
t2

n
`

t2γm
n

2p1` t2

n
`

t2γm
n
q
˘

g

f

f

e

p2Q̄m `
t2

n
`

t2γm
n
q2

4p1` t2

n
`

t2γm
n
q2

´
Q̄2
m

1` t2

n
`

t2γm
n

. where, tν is represented by t.

As explained in Lott and Reiter (2018), the MI-Wilson interval accounts for the

increased variance in the point estimator of p, and is always contained in p0, 1q.

In their simulation results, the MI-Wilson interval typically had closer to nominal

coverage rates than the MI-Wald intervals. The validity of MI-Wald depends on

Gaussian assumptions for several sampling distributions. In cases when p is close to

zero or one, or the sample size is modest, one or more of these may not reasonable.

The MI-Wilson interval uses the theoretical sampling variance of the estimator of

Q instead of using its estimated variance, and overcomes the shortcomings of the

MI-Wald.

In this study, we use multiple imputation theory to derive confidence intervals for
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p using the strategy of Jeffreys (Jeffreys, 1946) and of Clopper-Pearson (Clopper and

Pearson, 1934). We contrast the different ways in which we use the Clopper-Pearson

method along with the multiple imputation theory. We evaluate the repeated sam-

pling properties of our multiple imputation Jeffreys and Clopper-Pearson intervals

using simulation studies, and interpret the results to compare the different methods.

3.2 Methods for confidence interval estimates for binomial proportion
with multiple imputation for missing data

In this section, we derive the MI Jeffreys and Clopper-Pearson intervals. Let the

imputed completed data sets be D1, . . . , Dm and p, the binomial proportion is the

scalar quantity we seek to estimate a confidence interval for. For l “ 1, . . . ,m, let yl

be the number of successes in the completed data set Dl, so that yl “ yobs ` y
plq
miss.

The first step of creating the m imputed data sets remains the same for all of

the approaches. We draw m samples from the posterior distribution of p given the

observed data and the imputation model. Thus, we have

p˚
i.i.d.
„ Prpp|yobs,Mimq

where Mim is the imputation model that we use, and p˚ is a draw from the posterior

distribution of p. The empirical distribution of the sampled p˚s is known as the

Monte Carlo approximation to Prpp|yobs,Mimq. Using each sampled p˚, we obtain a

complete imputed data set Dl.

3.2.1 MI Jeffreys confidence interval

We analyze each Dl as we would a completed data set of sample size n drawn from

a binomial distribution with unknown probability of success p
plq
j . Thus we have

pyobs,ymissq „ binomialpn, p
plq
j q
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where yobs is a vector of the observed values and ymiss is a vector of the imputed

missing values of random variable Y , and the unknown parameter is p
plq
j .

According to Jeffreys prior; we have

p
plq
j „ betap

1

2
,
1

2
q

Since the beta distribution is a conjugate prior to the binomial distribution, we have

the posterior distribution of p
plq
j from every completed data set, Dl:

pp
plq
j |yobs,ymissq „ betap

1

2
` yl,

1

2
` n´ ylq

.

To combine the results for the m data sets, we follow the approach described

by Zhou and Reiter (2010) for Bayesian inference with multiple imputation. For

l “ 1, . . . ,m, we draw h posterior draws of p
plq
j from the above posterior distribu-

tion. Thus we have h ˆ m estimates of p using all of the m completed data sets,

tp
p11q
j . . . p

p1hq
j . . . p

pm1q
j . . . p

pmhq
j u. We then use the empirical distribution of these hˆm

estimates of p to approximate the posterior distribution pp|yobs,Mimq where Mim is

the imputation model we use. We order the estimates and as done in Bayesian anal-

ysis, we compute the credible interval for p corresponding to the level α (Zhou and

Reiter, 2010) using

ż p̂l

pmin

Prppqdp “
α

2

ż pmax

p̂u

Prppqdp “
α

2

In this way, we compute the interval estimates (p̂l, p̂u) corresponding to the

p1´ αq% credible interval for p.
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3.2.2 MI Clopper-Pearson confidence intervals

It is not obvious how to make exact intervals with multiple imputations. Therefore,

we consider different approaches for MI Clopper-Pearson confidence intervals varying

in how we analyze each complete data set and then combine the multiple imputed

data sets.

MI Clopper-Pearson - The mean success approach

In this approach, we use the expected value Epy|yobs,Mimq as an estimate of the

number of successes in the original data. The expected value is approximated by the

mean ȳ, and then rounded to the nearest integer value. Thus, we compute

ŷ “

řm
l“1 yl
m

We would like to estimate the confidence interval for p corresponding to the de-

sired confidence level α. We obtain the limits for the Clopper-Pearson MI confidence

interval using:

ŷ
ÿ

k“0

ˆ

n

k

˙

p̂kup1´ p̂uq
n´k

ď
α

2

n
ÿ

k“ŷ

ˆ

n

k

˙

p̂kl p1´ p̂lq
n´k

ď
α

2

and solving for p̂l and p̂u to obtain estimates for the lower (pl) and upper (pu) limits

respectively.

MI Clopper-Pearson - The mean limit approach

In this approach, we estimate the true lower and upper limits with Eppl|yobs,Mimq

and Eppu|yobs,Mimq, respectively. These, in turn are approximated by
řm

l“1 pll
m

and
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řm
l“1 pul
m

respectively.

Thus, inferences from the m complete data sets can be made as follows. We

compute the limits for the Clopper-Pearson confidence interval using complete data

set Dl:

yl
ÿ

k“0

ˆ

n

k

˙

pkulp1´ pulq
n´k

ď
α

2

n
ÿ

k“yl

ˆ

n

k

˙

pkllp1´ pllq
n´k

ď
α

2

and solving for pll and pul.

We then obtain p̂l “
řm

l“1 pll
m

and p̂u “
řm

l“1 pul
m

as the confidence interval estimate.

MI Clopper-Pearson - The mean cumulative probability approach

In the ‘mean cumulative probability approach’, we estimate the true cumulative

probability corresponding to the unknown observed number of successes y with

EpPrpY ď y|yobs,Mimqq. As an approximation to this expected value, we find
řm

l“1 PrpYďylq

m
. Here, we can compute PrpY ď ylq, since we know that Y is a bi-

nomial random variable.

Thus, using:

m
ÿ

l“1

řyl
k“0

`

n
k

˘

p̂kup1´ p̂uq
n´k

m
ď
α

2

m
ÿ

l“1

řn
k“yl

`

n
k

˘

p̂kl p1´ p̂lq
n´k

m
ď
α

2

and solving for p̂l and p̂u, we obtain the estimate for the confidence interval.

MI Clopper-Pearson - The all cumulative probability approach

In this approach, the confidence interval estimates p̂l and p̂u are derived such that,
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yl
ÿ

k“0

ˆ

n

k

˙

p̂u
k
p1´ p̂uq

n´k
ď
α

2

n
ÿ

k“yl

ˆ

n

k

˙

p̂l
k
p1´ p̂lq

n´k
ď
α

2

are satisfied @yl “ y1, . . . , ym.

Thus, we compute p̂u that satisfies PrpY ď ylq ď
α
2
@yl “ y1, . . . , ym, and p̂l that

satisfies PrpY ě ylq ď
α
2
@yl “ y1, . . . , ym. Here, the pplqs sampled from the posterior

distribution of p most likely are those that have a high posterior probability. Based

on yls obtained from the pplqs sampled, we would only need the smallest and largest

values of yl to get the upper limit and lower limit estimates for the confidence interval,

respectively.

3.3 Simulation studies

We do two sets of simulation studies, the first using a MCAR design and the second

using a MAR design. For both, we evaluate the repeated sampling properties of MI-

Jeffreys and of the different approaches of MI-Clopper-Pearson. We set n “ 100 and

generate binomial data using p P t0.01, 0.05, 0.20, 0.50u. We generate 50, 000 inde-

pendent replications for each value of p in each design. After generating the complete

data set, we introduce missing data, and then generate m “ 10 complete imputed

data sets using draws from appropriate posterior predictive distributions. We make

95% credible interval using MI-Jeffreys, and 95% confidence intervals using the dif-

ferent approaches of MI-Clopper-Pearson, as well as MI-Wilson. For computing the

Clopper-Pearson confidence intervals, we introduce a fine grid of p values between 0

and 1 with a spacing of 0.001. We use this to compute the cumulative probability

values at the given number of successes, for different values of p. In each method,

we record the empirical coverage rates and average lengths of the intervals. We also
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record these quantities before introducing missingness in the data. When comparing

the MI Wilson, Clopper-Pearson, and Jeffreys confidence intervals, we consider the

best performing Clopper-Pearson interval which is the MI-CP, the mean cumulative

probability interval, as we discuss in section 3.3.3.

3.3.1 Results from MCAR design

In each simulation run, we first generate a complete data set comprising n draws from

a Bernoulli distribution with pre-specified probability p. We randomly sample 10%

(low missingness) or 30% (high missingness) of values and make them missing. We

specify a non-informative prior distribution for the model parameter p „ betap1, 1q,

resulting in the posterior distribution, p|yobs „ betap1`yobs, 1`nobs´yobsq, where yobs

is the number of successes in the observed data nobs. A value of psamp is sampled from

this posterior distribution, and then we sample the missing values from the binomial

distribution with psamp being the probability of success. This alternative sampling

of the parameter and the missing values is done m times to obtain m complete data

sets. We then evaluate an estimate of the confidence interval for p using these m

complete data sets.

Table 3.1 displays the results for the MCAR simulation when n “ 100 for both

30% and 10% missing data. For p “ 0.01, the MI-Jeffreys interval has a very high

frequentist coverage close to 97%, with the smallest interval length among the MI-

Wilson, MI-CP, and MI-Jeffreys intervals. This is consistent with what happens

in the case of no missing data as well. It is probable that the betap1
2
, 1
2
q prior is

informative since under this distribution, very small and very large values of p have

a high probability density. This may lead the Jeffreys interval to have high coverage

at a low value of p. The Wilson interval is based on the normality assumption,

and the binomial distribution at p “ 0.01 is not close to a normal distribution,

which is what may lead to its less than nominal coverage, both in the complete
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and missing data scenarios. In case of the Clopper-Pearson interval, getting a few

extra ones pushes the cumulative probability distribution and hence the binomial

probability further, leading to a larger lower limit, which thus does not cover the

true probability p “ 0.01. However, in case of the MI-Clopper-Pearson with 30%

missing data, the coverage goes up to 95.6%. This happens because often times,

when the 1s are missing, they are imputed to be 0s, thus shifting the individual

cumulative probability distributions to the left back again.

For p P t.05, 0.2, 0.5u, it is suggestive that the MI-Wilson interval has closest to

the nominal coverage of 95%, of all three MI intervals. The MI-Clopper-Pearson and

MI-Jeffreys intervals have lower than the nominal coverage in the 30% missingness

scenario, but do not deviate too much from it. And, when there is only 10% data

missing, the MI-Clopper-Pearson has coverage even closer to 95%. The coverage

for MI-Clopper-Pearson interval is consistently less than its coverage in case of no

missing data. From the simulations, we find that when the observed data contain

relatively more number of 1s (i.e., the missing data are mostly 0s), the posterior

predictive beta distribution for p is shifted a little to the right. Thus psamp which is

sampled from the posterior distribution tends to be larger than the true p, leading

to more number of 1s in the imputed data sets. This in turn pushes the cumulative

probability distribution, causing the lower limit to be greater than the true p, and

thus the confidence interval estimate not containing the true p.

As explained in Zhou and Reiter (2010), for the Bayesian approach to work well,

we need a large number of imputed data sets. Using only ten imputed data sets is

not enough to result in reliable Bayesian inferences, because using a finite number

of imputed data sets is only an approximation to the actual integral, and thus will

be a closer approximation when we have a large number of imputed data sets. This

possibly is why we observe the undercoverage in case of the MI-Jeffreys interval.

This is especially true when p “ 0.2, since for the other values of p, the MI-Jeffreys
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coverage does not deviate much from the Jeffreys coverage in case of no missing data.

And to test this further, we could do the simulations with 100 imputed data sets.

It is interesting to observe that the Jeffreys interval for the complete data (no

missing data) has a very good coverage when p “ 0.01 but a clearly low coverage for

p “ 0.05. The posterior beta distribution for a very small number of 1s which happens

for low ps, is skewed and right-tailed. Thus it almost always contains p “ 0.01.

However, we are likely to sample a very small number of 1s even when p “ 0.05 even

though it is slightly bigger than p “ 0.01. Because of the skewed distribution, often

times the upper limit of the confidence interval, when this happens, is lower than

0.05 which leads to the undercoverage observed.

3.3.2 Results from MAR design

For the MAR design simulations, we add a second Bernoulli variable to each of the

data sets from the simulations in the previous sub-section. Let the new variable

be x, and the already generated variable be y. Following Lott and Reiter (2018),

we use two specifications to generate any xi from its yi. The strong association

specification sets Prpxi “ 1|yi “ 0q “ 0.6 and Prpxi “ 1|yi “ 1q “ 0.2. The

weak association specification sets Prpxi “ 1|yi “ 0q “ Prpxi “ 1|yi “ 1q “ 0.6.

Leaving x always fully observed, we introduce MAR values in y. The probability

of a value missing in y depends on the corresponding value of x. We consider two

missingness mechanisms. Let Ri “ 1 if yi is missing, and Ri “ 0 otherwise. In the low

missingness mechanism, Ri is drawn from a binomial distribution with probability of

success being PrpRi “ 1|xi “ 0q “ 0.16 and PrpRi “ 1|xi “ 1q “ 0.06. In the high

missingness mechanism, Ri is drawn from a binomial distribution with probability

of success being PrpRi “ 1|xi “ 0q “ 0.47 and PrpRi “ 1|xi “ 1q “ 0.18.

Once we have the complete data set with both variables x and y, and we introduce

missingness in x as described above, we then generate the m imputed completed data
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sets. We again specify the non-informative prior distribution betap1, 1q for p. But

in this case, the yi values come from different binomial distributions depending on

whether xi “ 0 or xi “ 1. Thus the posterior distribution for p is also different

depending on the value of the x variable. For each level of x, we use a posterior

simulation process like the one described in the MCAR sub-section. We continue

to make inferences for the binomial proportion of y and evaluate an estimate of the

confidence interval using the m complete data sets.

Tables 3.2, 3.3, and 3.4 display the results of the MAR simulations for the weak

association and low missingness, strong association and low missingness, and weak

association and high missingness scenarios respectively. We again observe that MI-

Jeffreys tends to perform the best when p “ 0.01, with the largest coverage and the

smallest average interval length. For p P t.05, 0.2, 0.5u, the MI-Wilson has the closest

to the nominal coverage of 95%. We find that MI-Clopper-Pearson has less than the

nominal coverage in the high missingness scenario.

3.3.3 The different types of MI Clopper-Pearson intervals

The results of the simulations for comparing the different MI-Clopper-Pearson in-

tervals are shown in tables 3.5 - 3.8. Table 3.5 displays the results for the MCAR

simulation when n “ 100 for both 30% and 10% missing data. Tables 3.6, 3.7,

and 3.8 display results for the MAR simulations for the weak association and low

missingess, strong association and low missingness, and weak association and high

missingness scenarios respectively. CP stands for Clopper-Pearson interval in case

of no missing data. MI-CP-MS, MI-CP-ML, MI-CP-MCP, and MI-CP-ACP stand

for Clopper-Pearson mean success, mean limit, mean cumulative probability, and

all cumulative probability approaches respectively, as described in the section 3.2.2.

We find that for every design and scenario, the MI-CP-MCP has coverage closest to

the nominal coverage of 95%. The MI-CP-MS and MI-CP-ML have lower than the
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nominal coverage, whereas the MI-CP-ACP always has quite a high coverage.

It is expected that MI-CP-ACP would have the largest coverage since the smallest

number of successes from the ten imputed data sets is considered to give us the

lower limit of the confidence interval. Likewise, the largest number of successes is

considered to give us the upper limit. This makes the interval very conservative and

also leads to an increased coverage length and thus high variability.

For MI-CP-MS, the mean number of successes we obtain from the ten imputed

data sets is treated as an estimate for the typical number of successes observed with

the true binomial proportion p. As described earlier, when the observed data contain

many 1s, the posterior predictive predictive beta distribution is shifted to the right,

likely resulting in a larger psamp, leading to more number of 1s in the imputed data

sets. The average of these is thus larger than the typical number of successes, and

causes the lower limit to go above the true p, and the interval not containing it.

A similar behavior happens in the MI-CP-ML approach, in this scenario. When

most of the imputed data sets have large number of 1s, most of the cumulative

probability distributions are pushed leading to an average lower limit that is again

larger than the true p.

The bias is corrected for in the MI-CP-MCP approach. Instead of averaging the

number of successes in the imputed data sets, we average the cumulative probabilities

resulting from these successes at each p value in the grid. Even when most of the

imputed data sets have a large number of 1s, then while finding the lower limit, the

probability of seeing at least those number of successes is very small when p is small.

But this probability is so much larger in case of the few data sets that have a smaller

number of 1s. Thus, the average probability is not very biased, resulting in a lower

limit (based on the average cumulative probability) that is smaller than the true p.

If we plot the cumulative probabilities against the p values in the grid, we see that

the curve for the average cumulative probabilities obtained in MI-CP-MCP is closest

28



to the cumulative probability distribution curve plotted for the complete data with

no missing values. The curve plotted for MI-CP-MS, as expected, is pushed to the

right, because of the large average number of 1s.
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Figure 3.1: A comparison of the different Clopper-Pearson approaches
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Table 3.1: Results for the MCAR simulation, comparing the MI Wilson, Clopper-
Pearson mean cumulative probability (CP), and Jeffreys intervals

No Missing Data MCAR Data
Interval Wilson CP Jeffreys MI-Wilson MI-CP MI-Jeffreys
30% missing data
p “ .01

Cov. Rate 92.0% 92.0% 98.1% 93.8% 95.7% 96.6%
Avg. Length 0.051 0.051 0.042 0.096 0.065 0.057

p “ .05
Cov. Rate 96.7% 96.6% 93.4% 95.7% 94.5% 94.4%
Avg. Length 0.088 0.090 0.085 0.118 0.106 0.101

p “ .2
Cov. Rate 93.9% 95.2% 95.4% 95.2% 94.3% 94.0%
Avg. Length 0.154 0.157 0.154 0.189 0.183 0.180

p “ .5
Cov. Rate 94.3% 95.4% 94.3% 95.2% 94.1% 94.0%
Avg. Length 0.191 0.193 0.193 0.232 0.225 0.224

10% missing data
p “ .01

Cov. Rate 92.1% 92.0% 98.2% 93.8% 93.8% 97.5%
Avg. Length 0.051 0.051 0.042 0.069 0.055 0.046

p “ .05
Cov. Rate 96.6% 96.6% 93.6% 96.0% 95.4% 94.4%
Avg. Length 0.088 0.090 0.085 0.096 0.094 0.089

p “ .2
Cov. Rate 94.1% 95.4% 95.5% 95.3% 95.1% 94.8%
Avg. Length 0.154 0.157 0.154 0.164 0.164 0.162

p “ .5
Cov. Rate 94.4% 95.4% 94.4% 95.0% 94.8% 94.7%
Avg. Length 0.191 0.193 0.193 0.202 0.203 0.202
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Table 3.2: MAR weak association, low missingness simulation results comparing the
MI Wilson, CP mean cumulative probability, and Jeffreys intervals

No Missing Data MAR Data
Interval Wilson CP Jeffreys MI-Wilson MI-CP MI-Jeffreys
p “ .01

Cov. Rate 92.1% 92.1% 98.3% 93.8% 93.8% 96.6%
Avg. Length 0.051 0.051 0.042 0.077 0.058 0.050

p “ .05
Cov. Rate 96.6% 96.6% 93.5% 95.8% 95.2% 95.0%
Avg. Length 0.088 0.090 0.085 0.100 0.096 0.091

p “ .2
Cov. Rate 94.1% 95.3% 95.6% 95.2% 95.0% 94.8%
Avg. Length 0.154 0.157 0.154 0.164 0.165 0.162

p “ .5
Cov. Rate 94.2% 95.3% 94.2% 95.0% 94.9% 94.7%
Avg. Length 0.191 0.193 0.193 0.203 0.203 0.202

Table 3.3: MAR strong association, low missingness simulation results comparing
the MI Wilson, CP mean cumulative probability, and Jeffreys intervals

No Missing Data MAR Data
Interval Wilson CP Jeffreys MI-Wilson MI-CP MI-Jeffreys
p “ .01

Cov. Rate 92.0% 92.0% 98.2% 93.5% 93.6% 96.5%
Avg. Length 0.051 0.051 0.042 0.078 0.058 0.050

p “ .05
Cov. Rate 96.6% 96.6% 93.4% 95.7% 95.2% 95.2%
Avg. Length 0.088 0.090 0.085 0.099 0.096 0.091

p “ .2
Cov. Rate 94.0% 95.3% 95.4% 95.0% 94.7% 94.7%
Avg. Length 0.154 0.157 0.154 0.165 0.165 0.162

p “ .5
Cov. Rate 94.2% 95.3% 94.2% 95.0% 94.8% 94.6%
Avg. Length 0.191 0.193 0.193 0.203 0.204 0.202
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Table 3.4: MAR weak association, high missingness simulation results comparing
the MI Wilson, CP mean cumulative probability and Jeffreys intervals

No Missing Data MAR Data
Interval Wilson CP Jeffreys MI-Wilson MI-CP MI-Jeffreys
p “ .01

Cov. Rate 92.0% 92.0% 98.1% 89.1% 92.3% 94.7%
Avg. Length 0.051 0.051 0.042 0.116 0.080 0.073

p “ .05
Cov. Rate 96.7% 96.7% 93.4% 94.4% 94.5% 95.0%
Avg. Length 0.088 0.089 0.085 0.131 0.116 0.111

p “ .2
Cov. Rate 94.0% 95.2% 95.4% 95.2% 94.2% 94.1%
Avg. Length 0.154 0.157 0.154 0.194 0.187 0.184

p “ .5
Cov. Rate 94.3% 95.4% 94.3% 95.1% 94.1% 94.0%
Avg. Length 0.191 0.193 0.193 0.235 0.228 0.227

Table 3.5: MAR strong association, high missingness simulation results comparing
MI Wilson, CP mean cumulative probability and Jeffreys intervals

No Missing Data MAR Data
Interval Wilson CP Jeffreys MI-Wilson MI-CP MI-Jeffreys
p “ .01

Cov. Rate 92.0% 92.0% 98.3% 89.3% 92.2% 94.6%
Avg. Length 0.051 0.051 0.042 0.119 0.081 0.074

p “ .05
Cov. Rate 96.6% 96.6% 93.6% 94.5% 94.4% 95.1%
Avg. Length 0.088 0.090 0.085 0.132 0.116 0.112

p “ .2
Cov. Rate 94.1% 95.4% 95.5% 95.2% 94.1% 94.1%
Avg. Length 0.154 0.157 0.154 0.197 0.188 0.186

p “ .5
Cov. Rate 94.4% 95.4% 94.4% 95.2% 94.0% 93.8%
Avg. Length 0.191 0.193 0.193 0.241 0.232 0.231
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Table 3.6: Results for the MCAR simulation, comparing the different MI Clopper-
Pearson intervals, with the abbreviated names detailed in the discussion

Interval CP MI-CP-MS MI-CP-ML MI-CP-MCP MI-CP-ACP
30% missing data
p “ .01

Cov. Rate 92.0% 83.9% 85.6% 95.7% 96.5%
Avg. Length 0.051 0.055 0.055 0.065 0.086

p “ .05
Cov. Rate 96.7% 91.0% 89.1% 94.5% 98.9%
Avg. Length 0.089 0.092 .091 0.106 0.136

p “ .2
Cov. Rate 95.2% 89.9% 89.6% 94.3% 98.4%
Avg. Length 0.157 0.157 0.156 0.183 0.233

p “ .5
Cov. Rate 95.4% 90.3% 89.5% 94.1% 98.4%
Avg. Length 0.193 0.193 0.193 0.225 0.288

10% missing data
p “ .01

Cov. Rate 92.0% 91.9% 93.6% 93.8% 93.8%
Avg. Length 0.051 0.051 0.052 0.055 0.067

p “ .05
Cov. Rate 96.6% 95.2% 94.3% 95.4% 98.1%
Avg. Length 0.090 0.090 .090 0.094 0.112

p “ .2
Cov. Rate 95.4% 93.9% 93.8% 95.1% 98.0%
Avg. Length 0.157 0.157 0.156 0.164 0.195

p “ .5
Cov. Rate 95.4% 94.0% 93.7% 94.8% 98.0%
Avg. Length 0.193 0.193 0.193 0.203 0.241
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Table 3.7: MAR weak association, low missingness simulation results comparing
different Clopper-Pearson intervals (abbreviations detailed in discussion)

Interval CP MI-CP-MS MI-CP-ML MI-CP-MCP MI-CP-ACP
p “ .01

Cov. Rate 92.1% 88.7% 91.8% 93.8% 93.9%
Avg. Length 0.051 0.053 0.054 0.058 0.073

p “ .05
Cov. Rate 96.6% 94.5% 93.4% 95.2% 98.3%
Avg. Length 0.090 0.091 0.091 0.096 0.115

p “ .2
Cov. Rate 95.3% 93.8% 93.6% 95.0% 98.0%
Avg. Length 0.157 0.157 0.157 0.165 0.195

p “ .5
Cov. Rate 95.3% 94.0% 93.6% 94.9% 98.1%
Avg. Length 0.193 0.193 0.193 0.203 0.241

Table 3.8: MAR strong association, low missingness simulation results comparing
different Clopper-Pearson intervals (abbreviations detailed in discussion)

Interval CP MI-CP-MS MI-CP-ML MI-CP-MCP MI-CP-ACP
p “ .01

Cov. Rate 92.0% 88.3% 91.6% 93.6% 93.7%
Avg. Length 0.051 0.053 0.054 0.058 0.073

p “ .05
Cov. Rate 96.6% 94.6% 93.5% 95.2% 98.3%
Avg. Length 0.090 0.091 0.091 0.096 0.115

p “ .2
Cov. Rate 95.3% 93.6% 93.5% 94.7% 97.8%
Avg. Length 0.157 0.157 0.157 0.165 0.196

p “ .5
Cov. Rate 95.3% 93.9% 93.4% 94.8% 98.0%
Avg. Length 0.193 0.193 0.193 0.204 0.243
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Table 3.9: MAR weak association, high missingness simulation results comparing
different Clopper-Pearson intervals (abbreviations detailed in discussion)

Interval CP MI-CP-MS MI-CP-ML MI-CP-MCP MI-CP-ACP
p “ .01

Cov. Rate 92.0% 70.6% 73.8% 92.3% 95.4%
Avg. Length 0.051 0.064 0.062 0.080 0.106

p “ .05
Cov. Rate 96.7% 89.3% 87.1% 94.5% 98.6%
Avg. Length 0.089 0.096 0.095 0.116 0.150

p “ .2
Cov. Rate 95.2 % 89.2% 88.9% 94.2% 98.3%
Avg. Length 0.157 0.158 0.157 0.187 0.239

p “ .5
Cov. Rate 95.4% 90.0% 89.1% 94.1% 98.4%
Avg. Length 0.193 0.193 0.193 0.228 0.291

Table 3.10: MAR strong association, high missingness simulation results comparing
the Clopper-Pearson intervals (abbreviations detailed in discussion)

Interval CP MI-CP-MS MI-CP-ML MI-CP-MCP MI-CP-ACP
p “ .01

Cov. Rate 92.0% 70.5% 73.7% 92.2% 95.4%
Avg. Length 0.051 0.064 0.062 0.081 0.107

p “ .05
Cov. Rate 96.6% 89.3% 87.1% 94.4% 98.6%
Avg. Length 0.090 0.096 0.095 0.116 0.151

p “ .2
Cov. Rate 95.4 % 88.7% 88.5% 94.1% 98.2%
Avg. Length 0.157 0.158 0.157 0.188 0.242

p “ .5
Cov. Rate 95.4% 89.1% 88.3% 94.0% 98.4%
Avg. Length 0.193 0.193 0.193 0.232 0.298
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4

Conclusion

The Alzheimer’s data consists of samples belonging to the AD or the CN class. Cor-

relation statistics are computed using linear models, which also take into account

other individual characteristics besides the class of the samples. Enrichment scores

for each sample with respect to every gene set are computed from the correlation

statistics using the random walk approach. These provide a good measure to ana-

lyze the gene sets enriched in the two classes. We then perform bi-clustering on the

enrichment score matrix of samples and gene sets to find gene sets that are enriched

only across the AD samples. This would help us identify gene sets and genes associ-

ated with AD. In the future, we would like to compute a confidence interval estimate

for each enrichment score, using the bootstrap method.

Turning to the multiple imputation work, we find that for a low value of p such

as p “ 0.01, the MI-Jeffreys interval gives the best coverage for the smallest average

interval length. In the case of p P t0.05, 0.2, 0.5u the MI Wilson interval is the most

stable with the closest to the nominal coverage of 95%. However, in the case of low

missingess, both in the MCAR and MAR designs, the MI Clopper-Pearson mean

cumulative probability interval also performs nearly as well as the MI Wilson. The
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Clopper-Pearson is based on the binomial probability whereas the Wilson interval

assumes normality. However, both methods account for the variability in the esti-

mator of the binomial proportion when combining the ten imputed data sets. In

the future, we will explore the methods with a larger sample size n “ 500. For the

Jeffreys interval, we will increase the number of imputed data sets from 10 to 100,

to obtain better inferences for the binomial proportion.
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