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Abstract

Video cameras have become increasingly prevalent, with higher resolution and frame-

rates. Humans are often the focus of these videos, making human motion analysis

an important field. This thesis explores the level of detail necessary to distinguish

human activities for tasks of regression, like body tracking, and activity classification.

We first consider activities that can be distinguished by their appearance during

a single moment in time. Specifically, we use a database-retrieval approach to both

approximate the full 3D pose of the hand from a single frame and to classify into

its configuration. To index the database we present a novel silhouette signature

and signature distance to capture differences in both the extension and abduction of

fingers.

Next, we consider more complex activities, like typing, that are characterized

by a motion texture, or statistical regularities in space and time. A single frame is

inadequate to distinguish such activities, and it may be difficult to track the detailed

sequence of body and object elements because of occlusions or temporal aliasing.

Further, such activities are not characterized by a detailed sequence of 3D poses, but

rather by the motion texture they produce in space and time. We propose a new

motion texture activity representation for computer vision tasks that require such

spatial-temporal reasoning. Autocorrelation is used to capture temporal aspects of an

activity signal that may be unbounded in time, and we show how it can be efficiently

computed using an exponential moving average formulation. An optional space-time
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aggregation handles a potentially variable number of motion signals. This motion

texture representation transforms any input signal of an activity into a fixed-size

representation, even when the activity itself has varying extents in space and time.

As a result of this conversion, any off-the-shelf classifier can be applied to detect the

activity.

For evaluation, we show how our representation can be used as a motion texture

“layer” within a convolutional neural network. We first study typing detection, and

use our method with trajectories from corner points as input. The resulting mo-

tion texture descriptor captures hand-object motion patterns that we use within a

privacy-filter pipeline to obscure potentially sensitive content, like passcodes. We

also study the more abstract challenge of identity recognition by gait and demon-

strate significant improvements over the state of the art using silhouette sequences as

input to our autocorrelation network. Further, we show that adding a shallow net-

work before the autocorrelation computation and training the network end-to-end

learns a more robust activity feature.
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1

Introduction

Human activities are at the center of most videos captured by broadcast or consumer

cameras. One or more people interact in an environment with each other or with

objects, and the goal is to automatically recognize the activities that people perform

from the videos. This problem has gained increased attention in recent years with

the surge in quantity and quality of video, enabling applications such as video search,

video summarization, and suspicious activity detection.

1.1 Challenges

Human activity recognition from video is challenging for several reasons. People can

perform activities individually or in groups. They can also interact with objects, in-

cluding mobile phones, musical instruments, or sports equipment. The first challenge

for a human activity recognition system is detecting where and how people, including

their objects, appear in the scene, subsequently providing a description of people’s

position but also pose, in the form of the angles of all the joints of the body through

regression. Addressing detection and pose estimation has further applications in

modeling and tracking activities, perhaps for the purpose of making animated movie
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characters life-like, aiding robotic surgery, or examining human motion for health

applications.

A second challenge in activity recognition pertains to motion analysis. People

manifest their actions over time by means of body motion, sometimes combined

with hand and head gestures. These types of motion, or the lack thereof, are useful

cues for activity recognition, yet the interactions which need to be analyzed can be

subtle and hard to detect.

From video we can extract features related to where and how people appear, as

well as how people move or interact. It is then common to cast activity recognition

as a classification problem, going from an input video to an intermediate feature

representation and finally to a label for the activity taking place. The label usually

comes from a fixed and finite set of pre-determined options. It is therefore crucial

that the features which describe appearance or motion, whether hand-crafted or

learned, are discriminative for activity recognition by classification.

Human activity recognition is also challenging computationally, because stream-

ing videos are unbounded in time and it is desirable to design efficient algorithms

that are updated online as frames become available. Last but not least, the design

of an activity recognition system must trade off between conflicting challenges. For

instance, the system should maximize utility, that is, the benefits of preserving the

information that the camera records. Yet it should also maximize privacy, that is,

the ability for the people being observed to conceal information they want to protect.

This thesis contributes to all of the above aspects, including modeling appearance

for hand pose estimation and classification, designing motion features that are dis-

criminative and which can be efficiently updated online, and learning intermediate

features through a convolutional neural network to maximize utility.
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1.2 Activity Representations

Some human activities are easier to recognize than others. In many situations sim-

ple reasoning that exploits appearance context from one or multiple frames suffices

because activities in this categorization can be clearly summarized by unordered in-

formation. For example, it is straightforward to tell if a group of people is playing

soccer or basketball from a short clip, or even a single frame. This is because the clip

or frame captures the level of detail, spatial and temporal, necessary to discriminate

between the two activities. One could easily reason based on the presence of a green

field or an indoor court, or the presence of a larger number of players in the field,

making use of high-level cues from a single frame.

Sometimes cues from a single frame are insufficient, for example when telling

whether a person is running or sprinting. In this case, the activity contains repetitive

patterns in space and time. We call such patterns a motion texture, and use an inter-

mediate representation that captures the motion texture in order to help distinguish

these activities. While some order of the events might be captured in the texture, it

is not done explicitly.

In some cases, a more detailed description of activities is required for activity

recognition. For example, consider two short clips: In the first clip the referee signals

that the home team fouled the away team and receives 2 free throws. In the second

clip the referee signals that 1 free throw is awarded because the home team fouled

the away team. An unordered description of the individual events is insufficient to

tell if the home or away team is benefiting from the foul. Therefore, in this case,

the order of events is necessary to describe the activity. Whether the referee signals

the number of free throws at the beginning or at the end is not relevant to the task.

These observations imply that for several scenarios activity recognition can benefit

from a partial order description of the events.
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In more extreme cases a very detailed analysis of activities is necessary, implying

a complete order of events to describe activities. For example, consider the task of

discriminating between multiple offensive tactics in a basketball game. We consider

two of them. Tactic A consists of 4 passes between players 1-5 in the order 1,2,3,4,5,

where the last player makes the shot. Tactic B is the same as A but with one slight

difference, the order being 1,2,4,3,5. When no prior information is given, the total

order of the pass events is necessary to differentiate between these activities.

This thesis contributes to aspects of feature design by capturing both unordered

information and some level of order through motion texture. These representations

serve as building blocks for recognizing basic activities, the composition of which can

be used to recognize more complex activities.

1.3 Methods

Two broad approaches are typically taken when writing software to analyze human

activity:

The first goes through a full reconstruction of what a person is doing, including

the description of the person’s pose in the form of the angles of all the joints of the

person’s body. This approach is mainly relevant to modeling and tracking activities,

perhaps for the purpose of making animated movie characters life-like, aiding robotic

surgery, or of examining human motion for health applications. Estimating pose

angles is a problem of regression.

The second approach goes more directly from input video to a label for the

activity taking place. No explicit model of the motions is reconstructed, and the

label comes from a fixed and finite set of options. This approach is conceptually

more straightforward but less general: Typically, if the activity to observe changes,

the entire system must be redesigned or at least retrained.

Assigning labels to input is a problem of classification. For some classification

4



problems a single video frame contains enough information to determine the label.

We call these configuration labels. Other activities require multiple frames to identify,

and we call the corresponding identifiers activity labels.

Pose estimation is typically a problem of regression whereas configuration, ac-

tion, or identity recognition requires classification. However, the two problems share

similarities, including those of image representation, feature design, and mapping

from feature to output space. In the last decade, the role of data sets in the design

of a regression or classification system has changed dramatically as a result of recent

advances in machine learning.

A data fitting approach requires no training data set. As an example, consider

tracking a hand from 3D video obtained from a time-of-flight sensor. One can use

the type of hand models used in computer graphics, which describe the geometry

and articulation of a hand’s skeleton and the geometry and perhaps full dynamics of

the flesh and skin around it. A distance measure can then be defined between the

surface of the model and the surface recorded by the sensor, and direct data fitting

adjusts the model’s parameters to minimize this distance. This minimization is local,

and requires a good initialization method.

A machine learning approach to the same problem would start with a training

data set with a large number of input-output pairs. Each input is a hand surface and

the corresponding output is the correct hand pose, perhaps recorded separately with

a data glove or manually annotated. This data set is used to adjust the parameters

of the regression system. Once the system is trained the data set is typically no

longer used.

1.3.1 Single-Frame Activity Analysis

A machine learning approach that does require keeping the data set, even during

deployment, often uses nearest-neighbors as the underlying algorithm. We give this
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approach a separate name, retrieval-based regression or classification, because we

study it in detail in this thesis. This approach still requires a data set of input-output

pairs, but can use 2D inputs while many direct-data fitting approaches rely on 3D

input. A distance is then defined in input space so that small distances correspond to

output pairs that are similar to each other: In other words, the input-space distance

is designed to approximate distances in output space. When a new input is observed,

the data pair with the nearest input is retrieved, and the corresponding output pair

is returned. The input-space distance is either learned or designed manually.

Retrieval-based methods have two obvious drawbacks: First, they require storing

and accessing the entire data set at deployment time. Second, they return one of

the output samples seen during data collection. If a previously unseen input is

encountered, the output is an approximation, which is better if the data set is more

densely populated (and therefore more expensive to store and access). An additional

drawback arises if the input is 2D and the output is 3D as in, for instance, regressing

the pose of a human hand from 2D video frames. In that case, inputs from possibly

many different viewing directions are necessary, thereby further increasing the size

of the data set.

These drawbacks notwithstanding, retrieval-based methods are very flexible and

general, because they require no particular assumptions about the nature of the

input-output relationship. In particular, they require no models and no input-output

functions. Because they compute approximate outputs, they are a good way to pro-

vide a coarse estimate of the output, which can then be refined by some interpolation

of local data-fitting method. In addition, the same data set can accommodate both

regression and classification by storing both an output pose and an output label with

each sample.

In this thesis, we show empirically that retrieval-based methods can work well

for both hand tracking (regression) and configuration labeling (classification) and
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with data sets of reasonable sizes. We focus on observations that contain an isolated

human hand that moves freely. We choose the human hand as it is a key tool for

communication and manipulation. Further, the hand presents many challenges due

to its complexity and speed of motion that make estimating its pose more difficult

and interesting than for the full body. We manually design signatures from hand

silhouettes and define a signature distance for database retrieval. We show success in

both hand tracking and the recognition of finger-spelling in American Sign Language,

thereby showcasing the flexibility of retrieval-based methods, even with pre-deep-

learning techniques.

1.3.2 Motion Texture for Activity Classification

While isolated hand motion can be analyzed with a single frame, other activities,

like typing detection or gait analysis, require more complex inputs (video rather than

individual frames) and are better suited by machine learning methods that involve

deep network architectures. Standard (non-recurrent) deep networks developed for

images are particularly well suited to the task of classifying hand and body config-

urations as they involve geometry that can capture the hand and body structure.

Since these networks require a fixed-size input, this thesis introduces methods for

aggregating over space and time to transform inputs of variable length to a fixed-size

input for use with non-recurrent deep networks. As input, our system can use any

signal(s). We use the notion of a motion texture descriptor that uses autocorrelation

to capture temporal aspects and is followed by an optional modified version of HOG

for spatial-temporal aggregation.

The final motion texture descriptor has a fixed size and can be used as input to

any type of classifier that is trained with positive and negative samples of the target

activity. For evaluation, we consider applications of typing detection and person re-

identification from gait and show significant improvement over the state of the art.
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Both are complex activities that require multiple observations.

We implement our motion texture descriptor as a “layer” within a deep neural

network and show that adding a shallow network before the motion texture layer

and training end-to-end improves performance by learning a more robust activity

representation.

1.4 Organization

This thesis is structured as follows. In Chapter 2, we discuss related work. Chapter

3 presents our approach for 3D hand pose regression and gesture classification from

a single frame. This chapter is based on our previously published work (Carley and

Tomasi, 2015). In Chapter 4, we motivate the use of autocorrelation. We explain

how it can capture motion texture as an intermediate representation for activity

classification, and how it can be used to detect typing or characterize human gait

patterns for person re-identification. Our work on typing detection employs a privacy

filter and is based on our previously published work (Carley and Tomasi, 2018).

Finally, Chapter 5 offers observations and directions for future work while Chapter

6 concludes the thesis.

1.5 Contributions

Below we list the main technical contributions of this thesis. For retrieval-based pose

regression and gesture classification:

• We present a novel silhouette signature and indexing method to capture differ-

ences in both the extension and abduction of fingers and approximate the full

3D hand pose or configuration class.

• We show that our database indexing approach can be used to address both

approximate regression and classification problems.
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• We demonstrate that state-of-the-art accuracy for both gesture classification

and joint-pose regression can be achieved using our silhouette signature. Fur-

ther, this improvement is achieved while decreasing the test run-time.

• We provide a general evaluation metric to allow comparison of hand-pose re-

gression methods across different output formats. This is important because

many existing methods use different evaluation metrics and model parameters.

• We describe a novel method for collecting real images with automatically la-

beled ground truth using a depth sensor and sensor glove simultaneously. We

use this method to collect a new isolated-hand pose database of random motion

as well as a gesture and finger-spelling database with pose and configuration

class labels.

• We demonstrate how low-dispersion sampling can represent the natural space

of human hand motion more efficiently. This is important for database-retrieval

approaches that require storing and indexing the data set at test time.

For activity classification, we introduce an autocorrelation motion texture layer to

compute a fixed-size feature, with the following main contributions:

• We present a novel method for transforming any set of input signals into a com-

pact fixed-size motion texture feature, even for activities with varying extents

in space and time. We use autocorrelation to extract temporal aspects. Addi-

tionally, we design a modified version of HOG to aggregate over coarse spatial

cells and fine temporal bins if the application requires further compression or

uses signals that vary in both space and time, such as dense trajectories from

tracking corner points.

• We show that our motion texture representation can be used as a “layer” within

a deep net architecture for activity classification that requires fixed-size input.

Further, we demonstrate the ability to directly input a feature to the motion

texture layer or to place a shallow network before it to first learn abstract
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appearance features and improve classification performance by training the

network end-to-end.

• We provide an evaluation of different parameters for the design of both the

feature and classifier.

• We demonstrate improvement over the state-of-the-art for person re-identification

by gait. Since we use deep networks in this study, it is difficult to know specifi-

cally what the system actually learned. Instead, our experiments show that (i)

identity recognition from gait can be abstracted away from the specific identi-

ties used during training; and (ii) the motion texture layer we discussed earlier

yields very significant improvements for this task.

• We describe and implement a basic pipeline that applies a simple privacy filter

based on the output of a trained typing detection classifier. An evaluation

shows improvement of our motion texture features over baseline space-time

comparison features. We collect two typing datasets and manually label pos-

itive and negative sample cases. We use a fixed-viewpoint office kitchen and

ego-centric desk setting.
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2

Related Work

As indicated by surveys that review early work on human activity analysis (Aggarwal

and Cai, 1999; Wang et al., 2003a; Hu et al., 2004; Moeslund et al., 2006), the field

has long been an interesting and active research area of computer vision, given its

inherent complexity and potential implications for numerous applications (Moeslund

et al., 2006).

The need for automated human motion analysis has only increased in the last

decade as advances in quality and affordability have made video cameras ubiquitous.

Increasingly, surveillance cameras are being placed in fixed locations such as subway

stations, airports, offices, and shopping malls. There has also been a surge in wear-

able devices (Hodges et al., 2006) used for lifelogging (O’Hara et al., 2008), or the

indiscriminate collection of digital data (Wolf et al., 2014). For example, Figure 2.1

shows the Narrative Clip1, Google Glass2, and Autographer3 (Hoyle et al., 2015). In

light of this, human activity analysis is of growing importance with implications for

1 http://www.getnarrative.com
2 http://www.google.com/glass/start
3 http://www.autographer.com
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applications from entertainment to privacy and security to surveillance and control

to analysis (Hu et al., 2004). For example, there is work on action and identity

recognition (Iwama et al., 2013; Lynnerup and Larsen, 2014; Takemura et al., 2018),

biometric authentication (Shanmugapriya and Padmavathi, 2009; Trewin et al., 2012;

Wayman et al., 2005), and maintaining privacy or anonymity of sensitive content

(Boyle and Greenberg, 2005; Bonetto et al., 2015; Korshunov et al., 2012a). There

are numerous assistive applications, including real-time sign language translation

(Starner et al., 1998), retrospective memory aids (Hodges et al., 2006; Sellen et al.,

2007; Lee and Dey, 2008), behavioral and lifestyle analysis (Doherty et al., 2011),

and even identity theft prevention (O’Hara et al., 2008).

Figure 2.1: Image from Holden and Owens (2003) showing wearable lifelogging
cameras, from left: Narrative Clip, Google Glass, and Autographer.

The goal of human activity analysis is to take as input video of one or more people

interacting in an environment with each other or with objects and to automatically

recognize the activities that people perform, even when they have varying extents

in both space and time. Human motion analysis thus consists of many challenging

and sometimes poorly defined problems, such as low and high-level inferences about

the skeleton pose and motion from the image observations of a 3D target that is

highly articulated and often self-occluding (Moeslund et al., 2006). Hu et al. (2004)

provide a survey on the development of work focusing on human motion detection

and classification, including issues of occlusions and combining 2D and 3D tracking
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of both humans and objects. More recently, Ji and Liu (2010) review the challenges

and developments in human detection, behavior understanding, and view-invariant

pose estimation. While many approaches only consider monocular, or single camera,

video features (Green and Guan, 2004; Mueller et al., 2018), input from multiple

cameras has been used to help with occlusions (Dockstader et al., 2001). This thesis

focuses on the technical challenges of how to use information from a single frame or

video of human hand or body motion to perform pose regression and classification.

These problems share similarities, including those of image representation (Poppe,

2007), feature design, and mapping from feature to output space.

In this chapter, we discuss these aspects along with relevant background and

related work in human motion analysis. Section 2.1.2 describes common types of

frame-level features used to describe human activity. In Section 2.1.3, we describe

how such features can be used to capture different levels of temporal detail. Sec-

tion 2.2 details various methods for mapping from feature space to output. Finally,

Section 2.3 covers the related work of the specific applications studied in this thesis.

2.1 Activity Representations

A major part of this thesis addresses the challenge of choosing optimal features to

represent a hand or body and its motion or geometry. Actions may be performed with

different lengths, styles, or speeds, and observations may exhibit a temporal warping

or a different number of repetitions for periodic actions (Presti and La Cascia, 2016).

Good activity features should thus be at least partially insensitive to changes in

speed, hand or body shape, viewpoint, and appearance.

To analyze different types of human activities, we consider the signals the ac-

tivity produces in a resulting video observation, extracted from potentially variable

windows of space and time. These signals can be aggregated over space and time, sep-

arately or jointly, in order to create a create a fixed-size feature, reduce feature size,
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or improve robustness to noise. This can be done through a hand-crafted method or

with learning. The resulting motion feature is then mapped to the desired output

with data-fitting or machine learning.

We first describe trade-offs between hand-crafted and learning-based approaches

before covering methods for image representations, aggregating frame-level features

over time, and space-time features. We conclude by discussing the increasing use of

deep learning architectures for both feature learning and activity classification.

2.1.1 Hand-Crafting vs. Learning

The standard approach followed in the literature on motion estimation and analysis

is to either hand-craft or learn a descriptor of the appearance of each video frame,

to be fed to a second stage that examines temporal aspects if needed. However, in

the wake of recent successes in deep learning, a more common approach computes

the descriptor as the output of a deep neural network, which is then trained either

by itself or end-to-end within the entire system. We discuss this approach in Section

2.1.5.

There are benefits, challenges, and limitations to both approaches. Hand-crafted

approaches require domain knowledge and may only capture the activity under con-

trolled, application-specific settings. Since the introduction of AlexNet (Krizhevsky

et al., 2012), deep learning has led to vast improvements in image classification (Le-

Cun et al., 2015). As discussed by Tran et al. (2018) this has been propelled by many

design innovations, such as residual learning (He et al., 2016), densely connected lay-

ers (Huang et al., 2017), smaller spatial filters (Simonyan and Zisserman, 2014b), and

multi-scale convolutions (Szegedy et al., 2015). However, video-based learning has

trailed behind for several reasons. CNN approaches require vast amounts of labeled

training data (Bilen et al., 2016) and their architectures limit the size of an input

sample. Considering a sequence of images as input results in an enormous computa-
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tional cost that many deep architectures cannot handle or takes expensive resources

and time to train, with overfitting likely (Tran et al., 2017). Further, hand-crafted

features may be simple and interpretable, unlike learned features. However, learned

features may be more accurate but fail to generalize well to new data.

Single-frame representations work best when most of what is relevant to activity

recognition is captured by the appearance of individual frames. Such representations

are suitable to address problems of pose initialization and simple gesture recognition,

such as American Sign Language finger-spelling as we show in Chapter 3. However,

in Chapter 4 we focus on more dynamic motions, such as typing, which require

observing activities over some interval of time.

Spatial-temporal context across frames is necessary and camera motion must be

compensated for to capture the local and global motion patterns. The simplest

method of video analysis would be to extend image-based analysis by aggregating

over time. But how do we handle time? Temporal integration can either be performed

as a second stage for a sequence of extracted frame-level features or jointly, or in one

stage, directly extracting space-time features from the video through hand-crafted

engineering or learning.

2.1.2 Image Representation

Frame-level features can be extracted either directly from the image (low-level) or

from a representation of the hand or body (high-level). Representations can be in

2D, such as silhouettes or point features, or in 3D, such as a depth surface, full 3D

model, or point cloud. Such 2D or 3D intermediate representations require detection

and segmentation, as well as a way to address occlusions (Hu et al., 2004). With the

introduction of affordable depth sensors, methods that use strictly 2D data (Rehg and

Kanade, 1994; Agarwal and Triggs, 2004) are quickly being replaced by those that use

depth (Aggarwal and Xia, 2014; Chen et al., 2013; Ren et al., 2011b; Shotton et al.,
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2011; Keskin et al., 2012a; Melax et al., 2013; Tang et al., 2013; Wang et al., 2012).

Several surveys discuss the trends of representing human activity with features from

depth data (Chen et al., 2013; Aggarwal and Xia, 2014) and 3D skeleton information

in particular (Han et al., 2017; Presti and La Cascia, 2016).

Low-Level

Low-level appearance-based descriptors capture color (Cai and Medioni, 2014; Chen

et al., 2011a,b, 2015; Das et al., 2014; Gilbert and Bowden, 2006; Javed et al., 2008;

Jiuqing and Li, 2013; Kuo et al., 2010; Zhang et al., 2015a,b) or texture (Cai and

Medioni, 2014; Chen et al., 2015; Daliyot and Netanyahu, 2013; Kuo et al., 2010;

Zhang et al., 2015a,b) information. The use of abstract low-level features removes the

difficulties of pose estimation and high-level processing. However, using appearance

also raises numerous challenges of possible intra-class variations, including those of

changes in background, viewpoint, and human appearance. Several approaches are

used to handle appearance variations due to changes in lighting, including color

normalization (Cai and Medioni, 2014) or brightness transfer functions (Chen et al.,

2011a; Das et al., 2014; Gilbert and Bowden, 2006; Javed et al., 2008; Zhang et al.,

2015a,b).

High-Level

Rather than low-level features, high-level salient information (Martinel et al., 2014;

Zhao et al., 2013) can improve the discriminative ability of the motion descriptor.

Alternatively, the descriptor can be built from features that relate to specific body

or object parts (Cai and Medioni, 2014; Chen et al., 2011b; Daliyot and Netanyahu,

2013; Das et al., 2014; Jiuqing and Li, 2013; Kuo et al., 2010). These features can

either be represented in the image (Bedagkar-Gala and Shah, 2011, 2012; Cheng et al.,

2011) or projected onto a composite (Baltieri et al., 2015) or articulated (Baltieri
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et al., 2013; Cheng and Cristani, 2014) 3D model.

Such approaches have been motivated by psychological studies like Johansson’s

moving light-spots experiment to show that humans can perceive 3D human mo-

tion from 2D patterns (Han et al., 2017; Johansson, 1973). Activity classification

features that are pose-based exploit the “definition of an action as a sequence of

articulated poses” (Yao et al., 2011). Such skeleton-based representations remove

appearance information and have been shown to be simple, yet powerful features

for action classification, in particular for invariance to changes in viewpoint (Gupta

et al., 2014; Junejo et al., 2011). Han et al. (2017) categorizes the different types of

skeleton information used into those based on joint displacement, orientation, raw

position, and a combination (Masood et al., 2011; Yu et al., 2014; Zanfir et al., 2013).

Trajectory-based representations consider the raw skeleton joint positions over time,

and extract features to capture the dynamics of the 3D trajectories of skeleton joints

(Slama et al., 2015; Presti et al., 2014). To obtain the raw skeletal information these

methods rely on MoCap data (Junejo et al., 2011) or employ a system for pose es-

timation, such as OpenPose (Cao et al., 2017; Simon et al., 2017; Wei et al., 2016).

This also requires defining a model, or the set of skeleton joints of interest. Because

not all joints are equally informative (Han et al., 2017), some approaches try to learn

the most discriminative joints for each action class (Wang et al., 2013a; Ofli et al.,

2014).

For activities that can be distinguished by the sequence of events that take place,

this is the most direct way to encode what is most relevant to recognition. However,

they require accurate tracking or segmentation of the body or hand, which has many

challenges. In particular, in cases with occlusions, low resolution, or singular views,

pose estimation may be challenging and other representations preferred. Further,

one challenge in using pose-based features lies in the fact that “semantically similar

motions may not necessarily be numerically similar” (Yao et al., 2011). That is, the
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same action can be performed with a different precise sequence and speed by different

humans or even by the same human. Further, the skeleton itself can differ across

humans. Finally, action classes can share movements, either partially or entirely

(Presti et al., 2014).

In particular, this thesis explores the use of silhouettes (Wang et al., 2003b) as

simple, yet expressive, representations of the geometry of the human body, including

the hand, that are more lightweight than depth-based representations. Hand silhou-

ettes can be easily extracted from single RGB images, using skin color (Kang et al.,

2008a), or from depth information (Suarez and Murphy, 2012), or both (Harville

et al., 2001). Body silhouettes can be extracted from video using motion segmen-

tation (Bradski and Davis, 2002; Wang et al., 2003b; Weinland et al., 2011). We

demonstrate how silhouette-based representations are well suited for initialization

of coarse pose estimation or configuration classification in Chapter 3. While self-

occlusions can make it impossible for a single silhouette to distinguish between cer-

tain poses and configurations, multiple camera or depth information could be used

to help segment the hand and body, discern occlusions, and find global orientation.

2.1.3 Temporal Aggregation

Typical temporal encoding types include bag-of-words, statistics, and concatenation-

based approaches (Han et al., 2017) to create a fixed-size feature vector of human

motion representation that can be used with any classifier (2D CNN or traditional).

Global feature representations based on the entire sequence address these issues

but at the cost of capturing temporal structure. The “bag-of-words” approach that

learns corresponding codewords and a dictionary is the most popular of such a repre-

sentation and can be adapted to capture temporal information by use of a pyramid-

based implementation (Presti and La Cascia, 2016). The bag-of-words method has

been show to achieve good performance, but requires additional feature quantization
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and dictionary construction (Han et al., 2017). Statistics-based approaches can also

help address the challenge of ensuring a fixed-length feature. Statistics-based encod-

ings, particularly those using histograms (Xia et al., 2012), are efficient and robust

to noise but cannot capture the full temporal structure of the data, lessening their

discriminative ability (Han et al., 2017).

To preserve total ordering, many works concatenate frame-level features over a

sequence (Fothergill et al., 2012; Gong et al., 2014; Han et al., 2017). Temporal

concatenation is simple and efficient, making it prevalent in online applications (Han

et al., 2017). Concatenation can also combine multiple input features into a single

vector. Given same-length sequences, the feature vector can be fed into any classifier

for activity reasoning. In order to ensure sequences of the same length, a nominal

curve can be used to align sequences in order to handle temporal warping and fix the

temporal length of the feature (Xu and Cheng, 2013). Other methods use sampling or

segmentation techniques to extract fixed-length features (Holt et al., 2011). However,

these methods require defining the sampling rate or number of segments, which may

be challenging to generalize given the task. For this reason, several methods fix the

length of a temporal window to consider (Holt et al., 2011; Sun et al., 2012). Such

approaches can be applied using a sliding window scheme, and the temporal windows

can partially overlap (Sun et al., 2012).

While total ordering is required to distinguish between some activities, in Chap-

ter 4, we focus on complex activities like typing, where what matters is the statistics

of motion over both space and time, rather than the single-frame appearance or de-

tailed motion of each individual element. We use autocorrelation (Frenkel and Smit,

2001; Papoulis and Pillai, 2002; Proakis, 2001) to fix the length of any sequence of

inputs or intermediate representations, regardless of the temporal extent or warping

or number of repetitions of the activity.
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2.1.4 Space-Time Features

Activity recognition can benefit from spatio-temporal representations that incor-

porate time and space information simultaneously (Han et al., 2017). There have

been several hand-crafted approaches to capture spatial-temporal representations

of motion in video (Adelson and Bergen, 1985; Dollár et al., 2005; Niebles et al.,

2008) including optical flow (Fathi and Mori, 2008), Histogram of Optical Flow

(HOF) (Laptev et al., 2008), improved Dense Trajectories (iDT) (Wang and Schmid,

2013), 3D SIFT (Scovanner et al., 2007), 3D Histogram of Gradients (HOG3D)

(Klaser et al., 2008), Motion Boundary Histogram (MBH) (Dalal et al., 2006), His-

togram of Oriented Displacements (Gowayyed et al., 2013), Cuboids (Dollár et al.,

2005), spatial-temporal templates (Polana and Nelson, 1994), “bag of spatio-temporal

words” (Niebles et al., 2008), spatio-temporal interest points (STIPs) (Laptev, 2005),

and spatio-temporal energy models (Adelson and Bergen, 1985). These hand-crafted

features use different encoding schemes, including histograms (Dalal et al., 2006;

Gowayyed et al., 2013; Klaser et al., 2008; Laptev et al., 2008), pyramids (Gowayyed

et al., 2013; Hussein et al., 2013; Presti and La Cascia, 2016; Wang et al., 2012, 2014;

Zhang and Parker, 2015), bag of words (Niebles et al., 2008), or templates (Polana

and Nelson, 1994). Additionally, sparse spatial-temporal features have been used

for behavior recognition and shown to be useful for being robust to noise and pose

variation (Dollár et al., 2005).

Of the hand-crafted features, iDTs (Wang and Schmid, 2013) have shown the

best performance, yet are computationally expensive and lack the scalability needed

to capture semantic concepts (Diba et al., 2017).

Motion Texture. Our approach to capturing motion patterns in Chapter 4 is statistics-

based and driven by the concept of dynamic, or motion, texture. To capture mo-
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tion patterns, Ma and Zhang (2002) proposed the Motion Texture feature, a multi-

dimensional vector created by first transforming the motion vector field into a number

of directional slices of energy and then measuring these slices with a set of moments.

In Section 4.2, we discuss further related work and describe our approach to cap-

turing the space-time statistics of motion-texture activities in detail. In short, to

accommodate a potentially variable number of motion descriptors and capture the

spatial statistics of the activity, we propose an architecture that includes a spatial

aggregation stage after autocorrelations of the input signals are computed. This

aggregation is inspired in part by the cell-based representations used in Histogram of

Oriented Gradients (HOG) (Dalal et al., 2006) or the Shift-Invariant Feature Trans-

form (SIFT) (Lowe, 2004) to describe spatial appearance.

2.1.5 Learning-Based

The recent trend has been to leverage deep learning for feature engineering (Du

et al., 2015a; Salakhutdinov et al., 2013; Wu and Shao, 2014; Zhu et al., 2016) and

classification. In these approaches, raw data observations are fed into a convolutional

neural network (CNN) and learn activity features, rather than hand-crafting them.

While raw pixels are often the input to a deep net, some approaches use skeleton-

based representations learned from raw joint position information (Han et al., 2017).

For example, raw 3D joint positions (coordinates) are used as input in an end-to-end

hierarchical recurrent neural network (RNN) (Du et al., 2015a). Another RNN-based

method employs Long Short-Term Memory (LSTM) (Hochreiter and Schmidhuber,

1997) to automatically learn skeletal and human representations (Zhu et al., 2016).

The enhanced performance of the Deep LSTM network (Zhu et al., 2016) over a

hierarchical RNN network (Du et al., 2015b) suggests the power of using neurons

to fully connect the input (skeleton joints in this case) instead of predefined subnet

constraints. The fully connected network helps facilitate learning interactions across
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joints, particularly when they belong to different parts or people (Zhu et al., 2016).

Temporal patterns and long term dynamics are useful for activity recognition

(Bilen et al., 2016; Fernando et al., 2015, 2016, 2017; Hoai and Zisserman, 2014;

Ryoo et al., 2015), yet there is a challenge of designing compact representations. For

such efficiency, several methods use temporal pooling of image-based features over

a video (Bobick and Davis, 2001; Fernando et al., 2015; Hoai and Zisserman, 2014;

Ryoo et al., 2015). Alternatively, the spatial resolution is reduced, for instance with

principal component analysis (PCA) and linear discriminant analysis (LDA) (Lu and

Little, 2006; Otsu, 1982; Takemura et al., 2018) or attention mechanisms to hone in

on salient features (Si et al., 2018; Xu et al., 2018; Zhou et al., 2018).

2.2 Mapping to Output

In human motion analysis, our goal is to map an input activity feature to either a

continuous (regression) or discrete (classification) output. A data fitting approach

requires no training data set, finding a local optimization by adjusting a model’s

parameters, whereas a machine learning approach leverages a training data set of

input-output pairs, either searching it at test time or using it to learn a mapping

from input to output space.

2.2.1 Direct Data Fitting

Generative, model-based approaches (Erol et al., 2005; Oikonomidis et al., 2011;

Melax et al., 2013; Sridhar et al., 2013, 2014) solve a local optimization problem,

refining the pose estimate that minimizes an error function between features calcu-

lated from the input and the predicted observation using a graphics-based model

and rendering software (Erol et al., 2005). This minimization is local, and requires

a good initialization method. Gradient descent (Stoll et al., 2011), Particle Swarm

Optimization (Oikonomidis et al., 2011), interpolation (Tomasi et al., 2003), tem-
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poral and kinematic constraints (Melax et al., 2013) or specific domain assumptions

(Oikonomidis et al., 2011; Tang et al., 2013) are sometimes used to improve initial

estimates.

However, temporal consistency assumptions become less valid in situations with

fast varying motion, such as that of hands (Erol et al., 2005). Approaches that

require initialization and only rely on temporal information (Argyros et al., 2008)

suffer from accumulated error and are at a disadvantage to methods that can re-

initialize if the tracker gets lost (Tang et al., 2014a). For these reasons, we focus on

providing a good global initialization of hand pose in Chapter 3.

2.2.2 Machine Learning

By contrast, the methods we present in this thesis for pose estimation, configuration

classification, and activity classification are all machine learning based, requiring

an example-database of input-output pairs. Given the example-database, there are

approaches based on search or learning. This thesis explores both approaches. In

Chapter 3, we index a database at test time using a hand-crafted distance to compare

hand-silhouette signatures in a way that ideally mimics distance in pose space. In

Chapter 4, we use deep learning to train a CNN model with triplet or categorical

loss to learn a mapping from input to output.

Large amounts of synthetic training data is often used to capture variations in

human shapes and camera viewpoints (Sung et al., 2015; Sharp et al., 2015). In

order to handle different viewpoints some methods first generate the features for the

same viewpoint to enable better matching (Kale et al., 2003; Makihara et al., 2006a;

Takemura et al., 2018). Such View Transformation Methods (VTM) (Kusakunniran

et al., 2009, 2012; Makihara et al., 2006a; Muramatsu et al., 2015) help to mitigate the

view variations due to spatial limb displacement. A simple VTM approach is based

on singular value decomposition (Makihara et al., 2006a), while a more advanced

23



approach uses a score normalization framework and quality measures to determine

how well the trained VTM fits the query and gallery data (Muramatsu et al., 2016;

Takemura et al., 2018).

Database Retrieval

Probabilistic search requires designing a feature and feature distance to index a

database of feature-output pairs. Sidenbladh et al. (2002) advocate for probabilistic

search over probabilistic learning, making the observation that valuable high order

statistics are implicitly represented in images, and that it is easier to match regions

of similar statistics then it is to model them.

The size of a database poses problems of storage, user access, and indexing speed.

Some methods use sparse training data, mimicking the ability of humans to learn

principles, such as the manipulation of objects, from few examples (Hamer et al.,

2010). Part-based approaches reduce the database search size by splitting it into

parts, such as the different fingers (Sridhar et al., 2013). In order to handle the

high degrees of freedom (DoF) in hand pose space, we follow the previously-used

assumption that the space of interesting natural hand poses is much smaller than

the space of all possible poses (Agarwal and Triggs, 2004). Several methods populate

a synthetic database (directly or indirectly) from a set of natural hand poses obtained

with a device like a CyberGlove (Wang and Popović, 2009). By contrast, in Section

3.3, we describe a novel method for collecting real images with automatically labeled

ground truth pose using a depth sensor and sensor glove simultaneously.

Finally, there has been some work done on joint action recognition and coarse full

body pose estimation (Nie et al., 2015; Ma et al., 2015). In Chapter 3, we show that

a database-retrieval approach can be used to tackle both approximate regression and

classification problems.
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Learned Mapping

Rather than search a database, some approaches (Tang et al., 2014b, 2013) use a

training database to learn a model, or mapping from input to output. Learning-

based mappings have the advantage of simultaneously performing feature extraction

and recognition, not needing the database at runtime. However, they require a large

amount of training samples (Takemura et al., 2018). Similar to traditional classifiers,

neural nets learn a function mapping from input to output space by learning a feature

weight map, and can be trained for generative or discriminative tasks. Several works

discuss the trade-offs between these approaches (Press and Wilson, 1978; Jordan

et al., 1995).

Traditional Classifiers. Before deep learning, traditional action recognition approaches

employed several stages. First, appearance features that describe a region of the

video are extracted densely (Wang and Schmid, 2013) or sparsely at a set of interest

points (Dollár et al., 2005; Laptev, 2005). These features are then aggregated into

a fixed-size descriptor of the entire video. A classifier, like Support Vector Machine

(SVM) (Hearst et al., 1998) or Random Forests (Liaw et al., 2002), is trained on the

descriptor for final prediction.

For human activity analysis, non-CNN classifiers have been used, often based

on principal component analysis (PCA) and linear discriminant analysis (LDA) to

further reduce the feature size (Lu and Little, 2006; Otsu, 1982; Takemura et al.,

2018). In particular, random forests have showed success for full body tracking

(Shotton et al., 2011), and more recently for hand pose estimation (Keskin et al.,

2012b; Tang et al., 2013, 2014b).

Neural Network. As access to labeled data has increased over the past decade, deep-

learning based approaches have shown success (Hinton et al., 2006). Discriminative
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methods that use a convolutional neural network (CNN) are particularly popular

(Krizhevsky et al., 2012; Takemura et al., 2018). A CNN accounts for spatial sim-

ilarity with a convolution operation and has been shown to greatly improve image

recognition using large scale data sets like ImageNet (Krizhevsky et al., 2012; Rus-

sakovsky et al., 2015) and facial recognition (Taigman et al., 2014). More recently,

CNNs have been shown to be effective for action recognition (Ji et al., 2013), video

classification (Karpathy et al., 2014), and identity recognition by gait (Shiraga et al.,

2016; Takemura et al., 2018; Wu et al., 2017).

Learning-based approaches largely fall into two camps. The first treats video as

a sequence or bag of static frames, using shallow (Fernando et al., 2015; Mazloom

et al., 2014; Wang and Schmid, 2013) or deep (Yue-Hei Ng et al., 2015; Simonyan

and Zisserman, 2014a) architectures at the frame-level (Bilen et al., 2016). An entire

body of literature of CNN-based approaches first extract frame-level frames and then

aggregate these features over time into a fixed-size motion descriptor. Numerous

temporal aggregation techniques are employed, such as pooling (Feichtenhofer et al.,

2016), high-dimensional feature encoding (Girdhar et al., 2017; Xu et al., 2015) such

as principal component analysis (PCA) and linear discriminant analysis (LDA) (Lu

and Little, 2006; Otsu, 1982; Takemura et al., 2018), or recurrent neural networks

(RNNs) (Ballas et al., 2015; Fernando et al., 2017; Srivastava et al., 2015; Yue-

Hei Ng et al., 2015) (Tran et al., 2018). The other approach “extends CNNs to

a third, temporal dimension” (Bilen et al., 2016) using 3D convolutional filters (Ji

et al., 2013; Tran et al., 2015) instead of 2D ones.

Karpathy et al. (2014) studied various ways to fuse temporal information from

consecutive video frames with pre-trained 2D convolutions. Their experiments showed

that these methods were outperformed by those with state-of-the-art hand-crafted

features and concluded that the learned spatial-temporal features were not captur-

ing motion patterns and that it was difficult to learn such features from a data set
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lacking diversity (Karpathy et al., 2014).

In response, Simonyan and Zisserman (2014a) proposed that instead of a single

network to capture spatial context, two streams should be used: one for spatial con-

text that can be pre-trained and one for motion context, explicitly modeling motion

features with stacked optical flow vectors. Performance improved, but there were

still challenges. Long-term temporal dynamics were absent in video-level predictions

due to averaging over sampled clips (Simonyan and Zisserman, 2014a). Uniformly

sampling training clips requires the action to happen for the entire video or risks

false labels (Simonyan and Zisserman, 2014a). Further, the approach required pre-

computation and separate storage of the optical flow vectors and the streams were

trained separately, leaving end-to-end training an open question (Simonyan and Zis-

serman, 2014a).

3D CNNs proposed by Baccouche et al. (2011) and Ji et al. (2013) require a short

fixed-length video4 and are thus suited to capture local changes but not longer-

term dynamics (Bilen et al., 2016). Alternatively, recurrent neural networks (RNNs)

are designed to capture short and long-term dynamics by sequentially processing

video frames, storing frame-level information (Donahue et al., 2015; Hochreiter and

Schmidhuber, 1997; Srivastava et al., 2015). Residual networks (ResNets) employ a

residual unit with an identity connection prior that encourages similarity between

feature maps of consecutive layers, which otherwise can exist in different spaces (He

et al., 2016).

Performance can be improved and over-fitting avoided by using hard training

samples, often generated with data augmentation (Barbosa et al., 2017; Zhong et al.,

2017) or mined with a Generative Adversarial Network (Zheng et al., 2017).

Unlike the advances in image recognition, the state-of-the art deep network, I3D

(Carreira and Zisserman, 2017), that combines two-stream processing with 3D con-

4 For example, temporal depth set to 3 (Tran et al., 2015) or 10 (Simonyan and Zisserman, 2014a).

27



volutions only achieves marginally better results than iDT (Wang and Schmid, 2013),

the best hand-crafted features (Tran et al., 2018).

2.3 Applications

This thesis explores using 2D and 3D video streams from both fixed and ego-centric

viewpoints and now details several motivating applications and related scenarios.

We focus primarily on scenarios involving a single human and consider three main

cases: isolated hands moving freely, hands that are interacting with objects, and full

body motion. To study these cases we consider three motion analysis challenges:

1) isolated hand analysis; 2) detecting the manipulation activity of typing; and 3)

person re-identification by gait. Different applications may require invariance to

appearance (subject, background, viewpoint) and the speed and style of the motion.

2.3.1 Single-Frame Hand Analysis

Full body tracking methods typically treat the hand and wrist as a single, rigid

object (Shotton et al., 2011) due to challenges including the smaller size and lack

of texture of the hand. Unlike multi-camera approaches (Oikonomidis et al., 2011;

Sridhar et al., 2013, 2014) or methods that use colored gloves (Wang and Popović,

2009) or data-gloves (Baak et al., 2012) or bands to identify the wrist (Ren et al.,

2011b), we use a single depth camera and no markers. Erol et al. (2005) provide a

general literature review.

Ren et al. (2011b) represent the hand using finger segments from a silhouette

while Sridhar et al. (2013) use a sum of Gaussians and later a sum of anisotropic

Gaussians model (2014). Several recent approaches (Keskin et al., 2012a; Sharp et al.,

2015; Tang et al., 2013, 2014a) build on the success of full body tracking methods

using random forests (Shotton et al., 2011). Sridhar et al. (2013) search five separate

finger databases for finger articulation to reduce the database size. Others (Tang
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et al., 2013, 2014a) use a training set to learn a map from input to pose and dispose

of the need for a runtime database, but are limited by the form of the map.

Tracking based on motion models (Erol et al., 2005; Oikonomidis et al., 2011;

Melax et al., 2013; Sridhar et al., 2013, 2014) fails in the presence of fast hand

motion (Erol et al., 2005) and is subject to drift (Tang et al., 2014a). Gradient

descent (Stoll et al., 2011), Particle Swarm Optimization (Oikonomidis et al., 2011),

interpolation (Tomasi et al., 2003), temporal and kinematic constraints (Melax et al.,

2013) or specific hand-assumptions (Oikonomidis et al., 2011; Tang et al., 2013) are

sometimes used to improve initial estimates. Wu et al. (2005) use a CyberGlove to

learn hand-motion constraints.

Similar to Ren et al. (2011b), we recognize that the convex components of a hand’s

silhouette capture information about the global features of the hand (fingers, wrist).

The silhouette boundary is represented as a time series curve by Keogh et al. (2009)

and Ren et al. (2011b) whereas dynamic time warping is used by Michel et al. (2011)

to match shape descriptors in a way that is invariant to Euclidean transformations,

starting point and deformations.

Our work is most closely related to that of Ren et al. (2011b) in our use of

hand silhouettes, discrete descriptors, and modified Earth Mover’s Distance (EMD)

(Rubner et al., 2000) to address the problems above. However, we use topological

persistence (Edelsbrunner et al., 2000) as a robust method to detect and describe seg-

ments, and our variant of the EMD accounts for matches between fully and partially

extended fingers, and for cases where small differences in hand pose correspond to

different categories in classification tasks. Our approach to pose estimation in Chap-

ter 3 focuses on the global initialization problem. Therefore, we do not suffer an

accumulated error from getting lost and being unable to recover, unlike methods

that rely on priors (Oikonomidis et al., 2011).
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2.3.2 Typing Detection

In Section 4.5, we consider scenarios in which the hand is manipulating an object,

specifically using the application of typing detection from fixed or ego-centric video.

Manipulation is an important problem that has been studied widely in fields such as

computer vision, robotics, and medicine (Yilmaz et al., 2006).

Tracking-based approaches that consider a single isolated hand have had success

using 3D depth data, however when hands interact with objects new challenges, such

as occlusions, arise leaving it a relatively unaddressed problem (Tzionas et al., 2015;

Supancic III et al., 2015). In an extended survey on object tracking, Yilmaz et al.

(2006) suggest a similar increase in the difficulty of tracking objects during manip-

ulation than during isolation. Instead of pose, functionality has been used as a cue

for unsupervised object categorization (Gall et al., 2011), prehensile analysis (Huang

et al., 2015), and to understand the underlying functions, physics, and causality in

using objects being used as “tools” (Zhu et al., 2015).

Keystroke dynamics have been used as a method for biometric authentication

(Shanmugapriya and Padmavathi, 2009; Trewin et al., 2012). In Section 4.5, we

design features to capture the motion texture from typing on a cell phone, although

we posture that the distributions of typing on a cell phone and keyboard exhibit

similar behaviors: both result in spatially stationary interaction. Hands have been

detected at the pixel level from ego-centric video (Li and Kitani, 2013). However, we

avoid the need for detecting the hands and shape our approach to use a set of dense

trajectories.

2.3.3 Identity Recognition by Gait

The nature of video surveillance makes gait particularly appealing to handle subjects

that are at a distance and perhaps uncooperative (Iwama et al., 2013; Lynnerup and

Larsen, 2014; Takemura et al., 2018). Takemura et al. (2018) define uncooperative
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to practically mean that there are variations within a subject such as changes in

viewpoint, appearance (clothing, accessories, and background), and walking speed

and duration. The sequence of snapshots for a person walking captures their gait,

a cyclic motion that repeats at a stable frequency (Han and Bhanu, 2006). Fea-

tures for gait recognition can be extracted from each frame and concatenated into

a corresponding feature sequence (Collins, 2012; Han and Bhanu, 2006; Little and

Boyd, 1998; Sarkar et al., 2005). Alternatively, some methods use a feature extracted

from the correlation of a set of frames without considering order (Han and Bhanu,

2006; Huang et al., 1999). Gait recognition then requires defining a gait feature and

method to compare features, which can be implemented either using statistics about

a feature sequence or by comparing frame-level features from a feature sequence that

is time-normalized by the walking cycle period (Han and Bhanu, 2006). In Sec-

tion 4.6, we take a statistics-based approach, using autocorrelation to fix the length

of our feature vector in time without requiring the detection of the gait period.

Many of the current approaches to person re-identification (Re-ID) by gait are

based on two assumptions (Han and Bhanu, 2006). The first assumption is that the

sequence of configurations for human walking is similar across most people–that is,

in general their arms and legs tend to move forward and backward in similar ways

during walking (Han and Bhanu, 2006). The second assumption is that there are

differences across people, such as those in the extent of the arms and legs, the shape

of the body, and in the period of the walking cycle configurations (Han and Bhanu,

2006).

Recently, Almazan et al. (2018) studied the best practices for Re-ID, making

observations from a set of experiments comparing different methods. Largely, ap-

proaches are either generative or discriminative. From a pair of co-identical gait

features from different viewpoints the generative methods first generate the features

for the same viewpoint to enable better matching (Kale et al., 2003; Makihara et al.,
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2006a; Takemura et al., 2018). However, generative approaches are focused on the ac-

curacy of the generated gait features rather than discrimination capability (Takemura

et al., 2018). By contrast, discriminative approaches focus on optimizing discrimina-

tion capability across viewpoints. This is done by learning a discriminative feature

or metrics and is typically implemented with machine learning.

The Gait Energy Image (GEI), or averaged silhouette, is the most commonly

used gait feature (Han and Bhanu, 2006; Takemura et al., 2018). Han and Bhanu

(2006) named this feature the gait energy image for several reasons. First, each

frame-level silhouette gives a space-normalized energy image for the person walking

at that time-step. Next, the GEI gives the “time-normalized accumulative energy

image” for the complete walking cycle of the person (Han and Bhanu, 2006). Finally,

the GEI can be interpreted such that pixels of higher intensity correspond to more

frequent positions of the person walking (or higher energy) (Han and Bhanu, 2006).

While the GEI is the most common gait feature, Lv et al. (2015) provide a survey

of different energy-based features for gait. These methods require extracting the gait

period and many, including GEI, do so by employing the concept of autocorrelation.

Our work in Chapter 4 avoids the need for detecting the gait period by leverag-

ing autocorrelation directly to compute a fixed-size feature from any intermediate

representation, even those with varying extents in space and time.

As discriminative methods that use CNNs have become increasingly popular,

several gait recognition works have shown improvement of a CNN-based approach

over a baseline without a CNN (Shiraga et al., 2016; Takemura et al., 2018; Wu et al.,

2017). Recent progress has been made using deep learning and residual networks

(He et al., 2016), and learning hierarchical discriminative features with several levels

of granularity (Wang et al., 2018). Siamese convolutional neural network (SCNN)

approaches use two parallel CNNs that share parameters and a a defined loss for

co-identical and non co-identical pairs of features (Zhang et al., 2016). However,
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a simple CNN is used with gait energy images (1in-GEINet) to achieve state-of-

the-art Rank-1 performance on OU-MVLP, the largest data set for gait recognition

(Takemura et al., 2018).

For methods that do not use CNNs, discriminative features from a GEI extracted

by PCA and further reduced by LDA (Otsu, 1982) were found to yield slight im-

provement over directly matching GEIs (Takemura et al., 2018). Additionally, several

generative approaches employ a view transformation model (VTM) (Kusakunniran

et al., 2009, 2012; Makihara et al., 2006a; Muramatsu et al., 2015) to help mitigate

view variations from limb spatial displacement (Takemura et al., 2018).

In summary, this chapter has described the related work to this thesis in activity

analysis. However, further details about specific works that are highly relevant are

mentioned further in the appropriate chapters. We now describe our work, starting

with appearance-based activity analysis.
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3

Single-Frame Activity Analysis

Hands serve as a gateway for interacting with the world, enabling physical manipula-

tion and communication. The highly articulated nature and gripping ability of hands

underlie their vast utility. These same characteristics make learning from the visual

appearance of hands a problem space that is rich with valuable potential applications

and interesting technical challenges. In this chapter, we describe a novel indexing

method for a database-retrieval approach for both pose estimation and classification,

using shape information from a single frame.

Hand pose estimation from 3D sensor data matches a point cloud to a hand

model, and has broad applications from gestural interfaces to scene understanding.

The optimization problem of matching between a point cloud and a hand model is

a target function with a complex landscape. To bring the solution into the basin

of attraction of the global minimum, previous work often uses a variety of features

to index into a database of pre-computed hand poses used to initialize the match.

We propose a novel indexing scheme based on 2D hand silhouettes, which are easy

to derive from depth maps or standard video and can be normalized for changes

in 2D hand rotation, translation, and scale. Our variable-length indices are simple,
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yet expressive signatures, which we compare to each other through a new variant of

the Earth Mover’s Distance. The proposed signatures and comparison metric make

small distances in signature space correlate highly with those in pose space. We

simultaneously use a depth sensor and sensor glove to create large databases of real

images and ground-truth poses for both training and testing, and obtain full hand

poses even in the presence of occlusion and without the need for manual annotation.

We show promising accuracy and speed in empirical comparisons with the state

of the art for both gesture classification and joint-pose regression, even when we

pit our results from individual 2D silhouettes against those of competing methods

that employ RGB-D features or multi-sensor inputs. In addition, we contribute

to performance evaluation methodology, both through our database construction

technique, as well as describing a flexible metric to translate different performance

measures from the literature to a common comparison framework.

An overview of motivation and theory behind our approach is provided in Section

3.1 and Figure 3.1. Sections 3.2 and 3.3 describe a hand model and how we construct

databases. Section 3.4 explains how our signature is built from a silhouette boundary,

while Section 3.5 describes the signature dissimilarity measure and how it is used to

index into a database. Sections 3.6 and 3.7 describe our experimental evaluation

setup and results, while Section 3.8 concludes.

3.1 Theory

Tracking hands and objects amounts to estimating their parameter values over a

sequence of sensor observations. Given a 3D point cloud input for a single frame,

the challenge is to match the point cloud with a muscoloskeletal hand model by

optimizing some measure of fit between them. Finger motions that are fast when

compared with typical sensor frame rates suggest viewing each data frame as a sep-

arate problem: What is the best estimate of a hand’s pose—wrist and finger-joint
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angles—given just the current point cloud?

The key challenges of markerless hand tracking are (i) a high-degree-of-freedom

(DoF) target with deformable parts (skin, muscle); (ii) occlusions; (iii) lack of texture;

(iv) noise; and (v) variance in individual hand geometry and appearance. Our goal

is to design a method that addresses these challenges accurately and efficiently while

maximizing flexibility and extensibility to different applications. Doing this with high

performance would benefit numerous classification applications like finger-spelling

and gesture recognition as well as full pose tracking applications like animation,

robot learning by demonstration, and even remote controlled surgery.

We design our tracking system to eventually be built around a traditional feedback

loop, in which an error signal computed between predicted and measured observations

drives a search for the hand pose that best matches the data. The main advantages

of this approach are that (i) it can use a detailed and realistic musculoskeletal model

of the hand for accurate matching between model and data, and (ii) the local nature

of the search leads to potentially fast tracking. However, tracking will only work if

the prediction is close to the data, so this approach requires separate initialization.

Three challenges then arise:

• How to predict an approximate hand pose initialization from an RGB-D image

of a hand. The predicted pose can be combined with a 3D hand model to

generate a predicted hand surface.

• How to measure the error or fit, using a field of distances between the pre-

dicted surface and the hand surface measured by the sensor. Both surfaces

are geometrically complex, with many convexities and concavities, and it is

difficult to determine which point on the model corresponds to which point on

the measured depth map.

• How to refine the predicted pose by minimizing some norm of the distance

field. This norm, which plays the role of the error signal in the inner loop of
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our system, is likely to be a non-convex function of the relatively large number

of pose parameters, and the resulting optimization problem is likely to be both

expensive and prone to local minima, even after initialization.

This work focuses entirely on the first challenge above. We address pose predic-

tion as a global search based on recognition, in which the hand and its pose are found

anew in each frame by comparison to an example-database of images and known

poses. The search amounts to using a suitable signature for a new data observation

as an index into the example-database to retrieve nearby hand poses and surfaces.

This is in spirit the approach used by Microsoft in its Kinect-based full-body tracker

(Shotton et al., 2011). Making this method work for hands will complement local

search methods and provide a predicted starting pose estimate both for initialization

and for reacquisition, in case the target is temporarily lost.

Thus, the initialization step spawns its own two main challenges: How to create

a good database and how to define a good index into it. We now elaborate on the

nature of these challenges and our solutions.

First, our indices describe hand silhouettes, which are easy to compute from

point clouds, and even from standard video imagery if the hand and background

look different enough. Thus, although we use 3D input for tracking, our signatures

are 2D.

Second, we design both our signatures and a dissimilarity measure between them

so as to capture the main shape-based features relevant to matching hands, such

as which finger matches which, or how well separated two adjacent fingers are. To

this end, we segment a silhouette boundary into its main convexities and concavities

using a measure of topological persistence to separate important features from ir-

relevant ones. This segmentation results into a variable-length hand-crafted feature

we call a signature. We then measure the dissimilarity between two signatures by

a variant of the Earth Mover’s Distance (EMD), a measure of the amount of work
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Figure 3.1: Our global initialization method takes a deterministic learning-based
approach that uses a signature extracted from the hand silhouette boundary to index
a database of observations with known poses. Our challenge is to design a signature
and signature distance such that nearby in signature space approximates nearby in
pose space. This work focuses entirely on the global initialization.

needed to transform one signature into the other. Our variant makes sure that im-

plausible matches between fingers are discarded, and then modulates a measure of

dissimilarity between the remaining matches in such a way that similar signatures

tend to correspond to similar poses.

Third, instead of sampling the set of all hand poses finely, we use low-dispersion

sampling to build a database that populates the space of all natural poses well, given a

limited number of pairs stored. We build our database by recording point clouds with

an RGB-D sensor while measuring true hand motions with an opto-mechanical hand

tracker (CyberGlove III). The resulting database of real images paired with real hand

configurations automatically underrepresents unnatural hand poses and requires no

manual annotation—a labor-intensive and quantitatively imprecise alternative.

Fourth, we describe several experiments on both pose regression and configuration

classification tasks that show promising accuracy and speed, even when we pit our

method based on 2D features against those that employ 3D features or multiple

sensors and report results.
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3.2 Hand Modeling

We describe the pose of a hand with a vector χ, describing 6 degrees of freedom (DoF)

for wrist rotation/translation plus either 21 angles (χ˝, in degrees) or 60 position

coordinates (χmm, in millimeters) for the 15 joints of a hand (three joints per finger)

and 5 fingertips (Figure 3.2). The thumb has 5 angular DoF in our model: two

for flexion and abduction of the trapeziometacarpal (TM) and metacarpophalangeal

(MCP) joint and one flexion of the interphalangeal (IP) joint. Each of the other

fingers has 4 DoF: one flexion angle for distal interphalangeal (DIP) and proximal

interphalangeal (PIP) joint, and two for flexion and abduction of the MCP joint.

In our experiments we keep the carpometacarpal (CMC) joints fixed. We label the

thumb, index, middle, ring, and little fingers as T, I,M,R, and L. We use forward

and inverse kinematics to convert between angles and positions.

3.2.1 Pose Distance

We measure pose distance between frames λ and λ1 as the average Euclidean distance

over all joints of interest, using either angles or positions (not both) as necessary to

compare with existing literature (Oikonomidis et al., 2011):

dχJ pλ, λ
1
q “

1

|J |
ÿ

jPJ
||χj ´ χ

1
j||2 (3.1)

where J is the set of parameters of interest.

3.3 Database

For both initialization and regression performance evaluation, we need a dense col-

lection of RGB-D images, their silhouettes, and their corresponding hand poses (or

classes for classification). An example-database is normally populated with samples

that are either synthetically generated with 3D graphics software or collected from
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Figure 3.2: Kinematic model and CyberGlove III sensors.

real hands with a camera or depth sensor. A synthetic database requires no manual

annotation to determine the true hand poses, but also requires defining appropriate

shape models: not just kinematics and skeleton but also skin and muscle.

An ideal example-database would contain all possible hand poses sampled with

high resolution. However, the space of possible hand poses is very large. Even if we

restricted our attention to the 21 DoF of the fingers, sampling each angle in, say, ten

steps would yield 1021 poses, more than we can compute, store, or process.

Instead, we assume that the space of natural hand poses is much smaller than that

of all possible poses (Agarwal and Triggs, 2004), and we create an example-database

of real 320ˆ240 RGB-D images and known poses that is representative of the former
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and can be indexed efficiently. Real samples are inherently realistic and require no

separate shape modeling. More importantly, real motions, if properly collected, avoid

sampling parts of the pose space that are unlikely to occur in practice. An important

drawback of real data is that joint angles or positions must somehow be determined.

Manual annotation is often used but is inefficient and can be inaccurate or even

unattainable when heavy occlusions occur (Sridhar et al., 2014). To address these

difficulties and yet reap the benefits of real data, we collect RGB-D images using

an Intel DepthSense 325 sensor while simultaneously recording joint angles with a

CyberGlove III data glove for several hands undergoing a variety of motions to obtain

a first, large set Ω of (image, pose) pairs. We then sample this set to build a sparser

but representative example-database Λ with the following properties:

(I) For some positive real number ε that is significantly greater than the typical

pose-angle resolution on Ω, any sample in Λ is at most ε away—in the metric dχJ

(Equation 3.1 specified in Section 3.2)—from its nearest neighbor in Λ:

max
λ1PΛ

min
λPΛ

dχJ pλ, λ
1
q ă ε . (3.2)

(II) The size |Λ| of the example-database is small.

Together, these two properties lead to an approximately uniform sampling of Ω.

In particular, Property I ensures that if a new query pose q is “natural” enough then

its nearest neighbor in Λ is at most ε away, and Property II decreases both the space

required to store Λ and the time needed to index into it.

We achieve these goals by using low-dispersion sampling (Wang and Popović,

2009) with an approach based on Gonzalez (1985)’s greedy algorithm. This method

initializes Λ with the pair of points in Ω that are furthest apart and then iteratively

adds the sample from Ω that is furthest from the nearest point currently in Λ.

In the remainder of this section we detail our processes for data collection and
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Figure 3.3: Actual CyberGlove III with labeled sensors.

low-dispersion sampling.

3.3.1 Data Collection

We use an Intel DepthSense 325 sensor to collect RGB-D data, which outputs an

RGB image I and a depth map D at 30 fps such that rI,Ds P Z320ˆ240ˆ3. At

tracking time, this is the only data we collect. When we construct our database, we

ask the subject whose hand is being recorded to simultaneously wear a CyberGlove

III hand-tracker (Fig. 3.3) to collect joint angles corresponding to each RGB-D image.

To make sure that the resulting collection Ω of (image, pose) pairs is representa-

tive of a wide variety of natural hand configurations, we ask the subject to assume 75

predefined poses of their right hand (some examples are shown in Figure 3.10) and

then add many examples of random motion. We keep the elbow fixed and ask the

subject to move the wrist through 3 abduction/adduction angles at each of which
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the subject undergoes a set of complete flexion/extension motions of the wrist. Our

set of samples Ω has 14, 230 (image, pose) pairs and refers to a single subject. By

comparison, Wang and Popović (2009) use 18, 000 samples of strictly finger articu-

lation (no wrist motion). A bigger database with more global rotation would likely

improve our results.

While undergoing these hand motions, the subject wears a CyberGlove III hand-

tracker (Fig. 3.3) that outputs both raw and calibrated data from 23 joint-angle

sensors at up to 90 fps. We store the calibrated data with the corresponding images.

We do this by using relative time lapse from a standard starting time obtained using

the sequence ‘fist’, ‘open hand’, ‘fist’ to align the glove and image data.

To calibrate the CyberGlove III we follow the method outlined by Huenerfauth

and Lu (2013). The gain and offset are adjusted for each sensor on the glove so that

the output angle approximates the actual joint angle well:

θcg “ gpo´ rq | r, o P r0, 255s Ă Z . (3.3)

In this equation, θcg is the calibrated angle in degrees, r is the raw sensor output,

and o and g are the offset and gain determined by calibration. The calibrated angles

θcg are then mapped to joint angles χ˝ in our modelM though the mapping shown

in Table 3.1. The correspondence between the glove sensors and model parameters

is highlighted in Figures 3.2 and 3.3. In Table 3.1, CyberGlove III sensors that

measure flexion are referred to by their corresponding joint name. The CyberGlove

III also has one abduction sensor for the wrist and four for the fingers, referenced

in the table by the fingers they saddle. For instance, IMaa denotes the abduction

sensor between the index and middle fingers.

The pose world positions χmm can then be found using forward kinematics on

the angular pose. For each sample λ, we store its pose χ and RGB-D image. We

acknowledge that the ground truth pose collected in this manner is still subject to
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Table 3.1: The mappings from specified CyberGlove III (Fig. 3.3) calibrated angles
(θcg) to model (Fig. 3.2) angular pose (χ˝).

Finger χ˝ θcg

I,M,R, L DIP 2
3
PIP

I MCPaa -4
5
IMaa

M MCPaa -1
5
MRaa `

1
5
IMaa

R MCPaa
4
5
MRaa ´

1
5
RLaa

L MCPaa
4
5
RLaa

error from the CyberGlove III, calibration, camera-glove synchronization, and model

accuracy.

3.3.2 Low-Dispersion Sampling

Our goal is to construct a database with samples that uniformly cover the space of

hand poses. For this purpose we use low-dispersion sampling to draw a set of samples

Λ from a dense collection of natural poses Ω. The dispersion for a set of samples

is defined as the largest diameter empty hypersphere that can be packed between

natural hand poses after the samples have been chosen (Wang and Popović, 2009).

In other words we seek to minimize the largest nearest-neighbor distance between

database samples.

We follow the approach of Wang and Popović (2009) by using Gonzalez (1985)’s

greedy algorithm to iteratively sampling in a greedy manner that minimizes disper-

sion. Formally, low-dispersion sampling is used on Ω to obtain a smaller database Λ

such that the distance minλ1PΛ dχpλ, λ1q between any sample λ P Λ and its nearest

neighbor in Λ is bounded from below. Λ is initialized with the furthest apart pair

of points in Ω and then iteratively adds the sample from Ω that is furthest from its

nearest point currently in Λ.

After iteration ` we have the samples Λ` and we pick the next sample λ``1 from
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Ω that is furthest from any previously selected sample:

λ``1 “ argmax
λ1PΩ

min
λPΛ`

dχpλ, λ1q . (3.4)

We iterate until we run out of samples or maxλ1PΩ minλP` dχpλ, λ
1q falls below a prede-

fined ε. In most of our experiments we use angular error (dχÐ dχ˝) for dispersion-

sampling.

3.4 Appearance-Based Features

Silhouette boundaries computed from RGB or depth images are an attractive starting

point for describing hand images for the following reasons:

(i) They are relatively easy to compute.

(ii) Their convexities and concavities capture information about the anatomical

features of the hand—fingers, palm, wrist—and about the way they move (Ren et al.,

2011b).

(iii) Their boundaries are simple closed curves that can be made to be invariant

to the translation and abduction/adduction of the wrist and, to some extent, to the

geometry and appearance of individual hands.

Figure 3.4 shows examples of silhouettes and the types of information they cap-

ture. Some changes in pose do not result in significant silhouette changes, but our

experiments show that these situations are infrequent. If needed, depth information

or interior edge information (Agarwal and Triggs, 2004) could be added.

Table 2. Comparison of PD, BoF, SSBoF and ISPM on SHREC
2010 [28].

Methods NN 1-Tier 2-Tier e-Measure DCG

BoF 0.9100 0.4811 0.6374 0.4492 0.8061
SSBoF 0.9150 0.4737 0.6321 0.4412 0.8040
ISPM 0.9300 0.5745 0.7018 0.5018 0.8597

HKS PD 0.9600 0.5811 0.7034 0.4971 0.8677
BoF + PD 0.9500 0.6095 0.7382 0.5237 0.8781
ISPM + PD 0.9700 0.6321 0.7500 0.5335 0.8869

BoF 0.9700 0.7145 0.8308 0.6020 0.9191
SSBoF 0.9700 0.7097 0.8297 0.5967 0.9164
ISPM 0.9700 0.7750 0.8734 0.6359 0.9315

SIHKS PD 0.9850 0.8532 0.9697 0.7045 0.9740
BoF + PD 0.9850 0.8534 0.9697 0.7051 0.9737
ISPM + PD 0.9900 0.8784 0.9724 0.7114 0.9778

BoF 0.9700 0.7426 0.8758 0.6275 0.9367
SSBoF 0.9750 0.7318 0.8511 0.6102 0.9292

WKS+ ISPM 0.9750 0.8021 0.8979 0.6533 0.9408
HKS+ PD 0.9850 0.8532 0.9697 0.7045 0.9740
SIHKS BoF + PD 0.9850 0.8561 0.9705 0.7061 0.9743

ISPM + PD 0.9900 0.8779 0.9742 0.7118 0.9778
ShapeDNA [35] 0.9850 0.7974 0.9203 0.6653 0.9536

BOF-dSIFT-ERC-Tree 0.9850 0.9092 0.9632 0.7055 0.9763
DM-EVD [38] 1.0000 0.8611 0.9571 0.7012 0.9773
Canonical Forms 0.9200 0.6347 0.7800 0.5527 0.8781

Table 3. Comparison of PD, BoF, SSBoF and ISPM on TOSCA-
based dataset.

Descriptors Transformation BoF SSBoF ISPM PD BoF+PD ISPM+PD

isometry 0.0352 0.0307 0.0284 0.1464 0.0369 0.0274
isometry+topology 0.0394 0.0320 0.0341 0.1654 0.0397 0.0307

HKS+ noise 0.1540 0.1464 0.1036 0.2087 0.1462 0.1019
SIHKS null 0.0412 0.0394 0.0299 0.1561 0.0428 0.0291

partiality 0.0507 0.0466 0.0456 0.2630 0.0521 0.0468
topology 0.0561 0.0572 0.0350 0.2173 0.0563 0.0362

triangulation 0.0520 0.0495 0.0374 0.2049 0.0562 0.0396
All 0.0535 0.0519 0.0417 0.1727 0.0527 0.0380

HKS All 0.0650 0.0712 0.0595 0.2477 0.0638 0.0581
SIHKS All 0.0670 0.0531 0.0507 0.1728 0.0658 0.0507

and HKS+SIHKS respectively in ISPM+PD. The EER of
ShapeDNA for all transformations is 0.0967, which is worse
than state-of-the-art work Shape Google (BoF+spectral de-
scriptors) [33] on this dataset. The proposed method can
help Shape Google and its spatial version (ISPM) achieve
even better results.

4.2. Hand Gesture Recognition
Our second experiment focuses on the recent Kinect

sensor-based hand gesture recognition [34] and is inspired
by the work of [41]. This dataset contains 1000 gestures
equally categorized into 10 classes. Each gesture is com-
pared against a set of 20 templates (2 samples for each class)
and nearest neighbor classification is performed.
Each gesture instance is represented as a sequence of

contour vertices, starting from the left side of the wrist (yel-
low point in Fig. 6(a)). We construct our graph by consid-
ering the sequence points as nodes, and their adjacent con-
nectivity as edges. Ren et al. [34] also provide an informa-
tive function to characterize each gesture by first computing
the center point, fcenter, defined as the point with the maxi-
mal Distance Transform value (red point in Fig. 6(a)), and
computing the normalized Euclidean distance from the con-
tour vertices to the center. We show the corresponding PD
in Fig. 6(d). Importantly, due to the stability property, the
PD of fcenter can represent the perturbations of the contour
as points close to diagonal, and thus help to alleviate noise
brought by the Kinect sensor in data acquisition.
In all of the experiments below we use the Wasserstein

distance to compare persistence diagrams of functions in
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Figure 6. Persistence computing on gestures. (a) a gesture with
its center point in red and starting point in yellow; (b) distance-
to-center function fcenter; (c) gesture colored by fcenter; (d) PD of
fcenter.

(a) BoF (b) PD
Figure 7. The confusion matrix of (a) BoF, and (b) PD. The gesture
classes are displayed on top.

this dataset.
With fcenter alone, BoF achieves its best performance of

72.60% when discretizing the function into 5 bins, while
PD gets much higher result of 87.60% (see Fig. 7). This
suggests that the information lost by discarding the connec-
tivity in BoF is critical for the recognition of objects with
different structural properties.
To improve the performance, we include two more func-

tions by computing the eingenfunctions of the PCA per-
formed on vertex coordinates. We denote the two eigen-
functions as f1 and f2 and their absolute values as |f1|, |f2|.
Using fcenter, |f1|, and |f2|, together, the BoF reaches its
best result 83.20% with 15 visual words learned using k-
means. Our method with metric learning solved by [18, 43]
gets accuracy of 92.90% and 91.70%, respectively. Further-
more, BoF+PD combined using λ = 12 yields recognition
accuracy of 93.50%.
To compare our method to the state-of-the-art, we use f1

and f2 directly and compute the distance by testing two sign
possibilities i.e.,

d̂i = min {dwsst. (D(fi), D(gi)) , dwsst. (D(fi), D(−gi))} , i = 1, 2.

where fi and gi are the ith PCA eigenfunctions of the two
gestures. For comparison, we also consider the classifica-
tion with only one labeled sample per class (10 templates).
Recent methods proposed by Ren et al. [34] and Wang et
al. [42] are based on shape segmentation and finger earth
mover distance (FEMD) introduced by Ren et al. [34]. As
claimed by the authors, this metric is robust to the finger-
touching, which also means that adding more labeled ges-
tures with finger-touching into the training set will not sig-

Figure 3.4: Several examples of silhouettes from Li et al. (2014) that show what
information about the hand pose is captured by the simple 2D shape.

45



To represent silhouette boundaries in a way that reflects changes in hand pose

while being insensitive to skin or muscle deformations or noise, we decompose a

boundary into a set of segments that separate the boundary’s main convexities and

concavities. We then describe the resulting list of segments by a variable-length

feature we call a signature, and define a distance between features so that we can

index an example-database to retrieve similar hand poses for tracking or configura-

tion classes. The remainder of this section shows how we compute hand silhouette

boundaries, how to break boundaries into segments, and how to compute features

that describe boundary segments.

3.4.1 Silhouette Boundaries

Silhouettes can be extracted from either color (Kang et al., 2008b) or depth informa-

tion, or both. We use depth, and assume that the hand is the closest object to the

sensor and is well away from the background (Ren et al., 2011b; Tang et al., 2014a).

If Dmin is the smallest depth in the image and τD is a bit larger than the length of

a large hand, the hand is defined as the largest connected component of the pixels

whose depth D ă Dmin ` τD.

Let c and r be the center pixel and radius of the maximum circle inscribed in the

hand region. We trace the silhouette’s boundary starting from the leftmost silhouette

pixel along the horizontal line through c to obtain a closed polygon B with n points.

We map pixels ps on B to their polar coordinates relative to c and divided by r in

norm and 2π in angle:

xs “ pxs, ysq “ pps ´ cq{r (3.5)

φs “
atan2pys, xsq ` π

2π
(3.6)

ρs “
a

x2
s ` y

2
s . (3.7)

For the index s P r0, . . . , n´ 1s we define s‘ z “ ps` zq mod n and sa z “ s‘´z.
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Centering and normalization account for variations in hand size, distance from the

camera, and image position. We found c to provide a more reliable reference than

the hand’s centroid, which depends on finger pose. Polar coordinates can be used

to yield invariance to 2D rotations in the image by using a standardized starting

point—for example, the middle of the wrist.

To reflect changes in hand pose while being insensitive to skin or muscle defor-

mations or noise, we decompose a boundary into a set of segments that separate its

main convexities and concavities, as shown next. We then describe the resulting list

of segments by a variable-length feature, our signature, and define a dissimilarity

measure between features.
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Figure 3.5: (a) shows a closeup of the hand silhouette boundary extraction and
(b) the use of polar coordinates.

3.4.2 Appearance Encoding

To decompose a boundary into segments, its pixels are swept in order of decreasing

boundary distances ρs to determine one segment for each local maximum of ρs.

Boundary segments associated with maxima of low persistence (Edelsbrunner et al.,

2000) are merged with one of their neighbors. Persistence measures the lifetime of
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an extremum during the sweep (Zheng et al., 2012). We first describe the sweep, and

then explain the role of persistence.

Boundary index s precedes s1, iff either ρs ą ρs1 or pρs “ ρs1 and s ă s1q, and we

then write s ą s1. Index s is a local maximum of ρ if s ą Ns and a local minimum

if Ns ą s where Ns “ tsa 1, s‘ 1u. Let sl be the index of the lth pixel encountered

in the sweep, so that s0 is the global maximum. Algorithm 1 sweeps the boundary

pixels in the order ą and produces label ms for index s if this index belongs to the

segment associated with a local maximum at ms.

Initially, all labels are unlabeled (set to ´1). The label msl of sl is updated

depending on the number of elements in Nsl that have a valid label:

0 labels: sl is a local maximum, set msl Ð sl.

1 label m: sl is a regular point, set msl Ð m.

2 labels: sl is a local minimum.

The two neighboring segments are kept distinct if their persistence is sufficiently high,

or are merged otherwise. The minimum sl is given the label of the older segment.

The predicate mergepm1,m2q in Algorithm 1 is described next.

Relevant Segments

The concept of persistence from computational topology (Edelsbrunner et al., 2000)

helps distinguish between ephemeral local maxima in ρs—perhaps caused by skin

wrinkles or image noise—and maxima that are more likely to correspond to anatom-

ical hand features such as fingers or knuckles. The persistence of a local maximum is

the vertical distance between its birth and death. More precisely, a local maximum

s P B is δ-stable if there exist integers a and b with ´n ă a ă 0 ă b ă n such that

(i) for all z P ra, bs other than s we have s ą s‘ z and (ii) ρs ě maxtρs‘a, ρs‘bu ` δ.

The persistence of s is then the maximal δ for which s is δ´stable.

We use persistence as follows. The two immediate neighbors of index sl at a local
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Algorithm 1 Silhouette Boundary Segmentation
1: Inputs: r “ rρ0, . . . , ρn´1s, τsize, τπ, τvalue

2: Output: m “ rm0, . . . ,mn´1s

3: pr, sq “ sortpr,ąq Ź Sort r by ą. Also return sorted indices s “ rs0, . . . , sn´1s

4: for i “ 0 : pn´ 1q do
5: mi “ ´1 Ź Initialize labels
6: end for
7: for l “ 0 : pn´ 1q do
8: switch |Nsl | ą ´1 do
9: case 0: msl Ð sl Ź New local maximum
10: case 1 pmq: msl Ð m Ź Regular point
11: case 2: Nsl “ tm1,m2u with m1 ą m2 Ź New local minimum
12: msl Ð m1

13: if mergepm1,m2, τsize, τπ, τvalueq then
14: relabel all m2 in m to m1

15: end if
16: end for
17: return m

mergepm1,m2, τsize, τπ, τvalueq :

18: return |ts : s “ m2u| ď τsize _ pρm2 ´ ρs ď τπ ^ ρm1 ´ ρm2 ď τvalueq

minimum belong to segments that are associated with two distinct local maxima,

call them m1,m2 during the sweep. Assume that m1 ą m2, so that m2 is “younger”

than m1. Segment m2 is merged into m1 if m2 is either insignificant in extent along

the boundary, or both of the following conditions are met: the persistence of m2 is

too small1 and the radial coordinates of the two local maxima m1,m2 are too close

to each other. This yields line 18 of Algorithm 1, or:

mergepm1,m2q ô |ts | s “ m2u| ď τsize _ pρm2 ´ ρs ď τπ ^ ρm1 ´ ρm2 ď τvalueq

where τsize, τπ, and τvalue are positive thresholds which we set to 5 pixels, 0.1 radii,

and 0.1 radii respectively in all our experiments.

The threshold τsize removes very small segments that are likely noise but not a

finger. Of the remaining segments, highly-persistent ones are meant to represent at

1 Since the persistence for m2 is greater than or equal to ρm2 ´ ρs.
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Figure 3.6: (a-2) shows polar coordinates of normalized boundary. (a, b, c, d,
e) each show the feature for a different hand pose, positioned with the wrist (grey)
median at 0 and with each segment represented by a different color.

least partially extended fingertips. Segments that cover enough of the boundary and

have a local maximum that is significantly lower than the maximum of an adjacent

segment are retained with the intent to capture knuckles, or shorter fingers that touch

longer ones. For example, capturing the two separate fingers in Figure 3.4(b) or the

knuckle between the two extended fingers in Figure 3.4(c) helps prevent mismatches

when computing distances between hand features.

3.4.3 Signature

A boundary signature is a concatenation of the descriptors for each segment found by

Algorithm 1. Each segment is described by the following four parameters (Fig. 3.6):

(i) the normalized angular coordinates φa and φb of its endpoints;

(ii) the persistence πm of its local maximum pφm, ρmq; and

(iii) a weight w “ pφb a φaqpρm ´ 1q, that approximates the area between the

segment and the largest inscribed circle.

One of the segments on a hand-silhouette boundary encloses the wrist and part

of the arm. If the silhouette is extracted from a depth image, the arm is typically the
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segment with the greatest weight w. Authors who use color images often have the

subject wear a colored wristband for easier wrist identification, or use other heuristics.

In our work we compute silhouettes from depth images and remove the wrist as the

segment with greatest weight. We also remove all segments whose normalized angle

φ is within 0.2 from the wrist, because they are unlikely to represent fingers. We set

the origin s0 for the boundary index s to the median index on the wrist segment.

3.5 Database Retrieval

We define a measure of dissimilarity between signatures S “ tS1, ..., Smu and T “

tT1, ...,Tnu by (i) defining soft (that is, fractional) matches between segments in

S and segments in T and then (ii) measuring the aggregate discrepancies between

matched segments, as described next.

3.5.1 Soft Matching Signature Segments

We perform soft matching through a variant of the Earth Mover’s Distance (EMD)

(Rubner et al., 2000), which solves a linear program to determine the smallest amount

of work needed to transform the masses wSi in S into the masses wTj in T or vice

versa. Work is the sum:

WORKpS ,T ,Fq “
m
ÿ

i“1

n
ÿ

j“1

dijfij (3.8)

where the matrix F of unknown flows fij must be nonnegative, have rows and

columns that add up to wSi or wTj , and have L1 norm equal to the smaller of

the feature masses wS “
řm
i“1w

Si and wT “
řn
j“1w

Tj . We set the ground distances

dij in Equation 3.8 to be equal to the angular distance dφij used in FEMD (Ren et al.,

2011b): zero when the two angular supports overlap fully and minp|φSi
a aφ

Tj
a |, |φ

Si
b a

φ
Tj

b |q otherwise.
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Since it makes little sense for a segment in one signature to match one in the other

with a very different angular support, we introduce a distance threshold ∆ that is of

the order of half the angular extent of a finger width. We set ∆ “ 0.06 (« 22˝) in

all our experiments, finding the value non-critical. We then add extra segments S0

and T0 to signature S and T with weights wS0 “ wT and wT0 “ wS , and define

dij “

"

dφij i ‰ 0, j ‰ 0
∆ otherwise.

(3.9)

Flows between signatures such that dφij ą ∆ are thus shunted into the extra segments,

because they incur less work, and matches between excessively distant segments are

discarded, i.e., replaced by matches with the extra segments. Setting d00 “ ∆

prevents S0 and T0 from simply matching each other.

3.5.2 Signature Dissimilarity

The EMD provides an initial measure for the dissimilarities between signatures if

modified as follows to account for the extra segments:

EMDxpS ,T q “

řm
i“0

řn
j“0 dij f̂ij

minp
řm
i“1w

Si ,
řn
j“1w

Tjq
(3.10)

where the flows (soft matches) f̂ij minimize Equation 3.8.The denominator does not

include the extra segments, so finger segments in one feature are either matched

to nearby segments in the other feature or discarded if no such match exists. The

missing matches are still penalized by ∆ units per unit of flow.

Rather than using EMDx directly to measure signature dissimilarity, we introduce

an additional cost C for the reasons that follow. Fractional matches between seg-

ments account properly for segmentation errors. In addition, a fractional match may

represent a match between fingers that are stretched to different extents in the two

hands. For instance, Figure 3.6 shows the signature of a hand with index and middle
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finger fully extended in (a), and only partially extended in (b). In (c), only the index

is visible, fully extended. The EMD computes the correct flows both for the (a, b)

pair and for the (a, c) pair. However, the two corresponding signature distances 3.10

are approximately equal to each other, and this is often undesirable: The pose of the

hand in (a) is not too far from that in (b), while that in (c) is more distant from that

in (a), at least in the L2 or L8 norm. To address this issue, we introduce optional,

additional ground distances ki0 and k0j between regular and extra segments, and

define these as some convex function of the EMD flows, for instance:

ki0 “
´

f̂i0{w
Si

¯2

and k0j “

´

f̂0j{w
Tj

¯2

. (3.11)

Before explaining how these terms are used, we discuss the possible need for another

term. In some classification tasks, the pose of a hand whose extended index and

middle finger touch may represent a different category from one where the two fingers

are kept slightly separate—for example, the letters ’U’ (fingers touching) and ’V’

(separate fingers) in finger-spelling. When these distinctions are important, it is

useful to add an “abduction” term:

kabdij “ αabdpπSi
m ´ π

Tj
m q (3.12)

which assumes that persistence reflects part separation. For example, in Figure 3.6

the configurations in (a) and (d) can be differentiated by the persistence of the index

finger, which is much greater in (a) than in (d). We set αabd to 0 for regression and

to 1 for classification in our experiments.

Our signature dissimilarity multiplies ki0, k0j, and kabdij by the EMD flows f̂ij,

and levies the resulting penalties after the EMD computation:

DSIGpS ,T q “ p1´ αqEMD
x
` αC (3.13)
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where we set α “ 0.5 in all our experiments,

CpS ,T , F̂,Kq “

řm
i“0

řn
j“0 kij f̂ij

minp
řm
i“1w

Si ,
řn
j“1w

Tjq
(3.14)

and the matrix K has entries

kij “

$

’

’

&

’

’

%

kabdij i ‰ 0, j ‰ 0
ki0 i ‰ 0
k0j j ‰ 0
´∆ i “ 0, j “ 0 .

(3.15)

The term ´∆ for i “ 0, j “ 0 subtracts away an irrelevant cost for any flow between

extra segments.

3.5.3 Efficient Retrieval

The EMD between two signatures is no less than the distance between their cen-

troids if the two signatures have equal mass and the ground distance is induced by

a norm (Rubner et al., 2000). While these assumptions do not hold for our signa-

tures, we have found a threshold on this distance, normalized by total flow, to be

an effective heuristic for limiting the number of EMD computations. We also cluster

our database by the number of segments with persistence greater than a threshold

and match signatures in the same cluster. The combination of these heuristics leads

to significant speedups (Section 3.7). As long as the thresholds used in them are

generous (in the sense of over-clustering), their values are not critical. In Appendix

A, we provide full details of an example implementation of our database retrieval

approach.

3.6 Evaluation

We compare with state-of-the-art methods for pose classification and joint-pose re-

gression that report quantitative results. The main methods compared (including
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ours, denoted as SIG) are summarized in Table 3.3. Table 3.2 describes both the test

data sets used for evaluation (Q) and the databases (Λ) we used for pose estimation.

These include both standard benchmarks and our own databases (CG). We build

the latter with an Intel DepthSense 325 depth sensor and a 23 DoF CyberGlove III

sensor glove to collect input and ground truth data without manual annotation, as

detailed in Section 3.3.

We leverage our database approach to provide a baseline for performance to assess

the general potential of a database approach and to help quantify our comparison of

different evaluation criteria.

Table 3.2: Test data sets (Q) used for evaluation, along with what type of ground-
truth is associated with it (MA is manual annotation) and the example-database (Λ)
we use for our database-retrieval approach. Our new data sets (CG) are captured
using an Intel DepthSense 325 and CyberGlove III (CG) simultaneously to obtain
RGB-D and ground truth joint angles (˝) and positions (mm) for our model (M).
For consistency with the literature, ground truth pose is either for all DoF of M,
or fingertips (FTIP ) (Sridhar et al., 2013, 2014) or finger roots, middles, and tips
(RMT ) (Tang et al., 2014a). Our test sets (QASLpCGq, QSIGpCGq) are captured at a
separate time from their corresponding example-databases (ΛASLpCGq, ΛSIGpCGq). QNTU

is evaluated by the nearest neighbor for each query (q) in the data set other than
itself. We evaluate QDEX with our ΛSIGpCGq, but also using subsets of QDEX; for each
of the 7 subsets in QDEX we use the other 6 subsets as the example-database Λ. All
include RGB-D data and assume the hand to be the foremost object.

Test Q |Q| Ground-Truth Pose (χ) Database Λ |Λ| Description Compared
QASLpCGq 1, 900 class +M˝,mm (CG) ΛASLpCGq 4, 900 ‘A’-‘Z’, ‘0’-‘9’
QSIGpCGq 4, 140 M˝,mm (CG) ΛSIGpCGq 14, 230 random motion
QNTU (Ren ’11) 1, 000 class QNTU X q 999 10 gestures FEMD´TD, FEMD´MNCD
QLRF (Tang ’14) 1, 850 RMTmm (Melax ’13+MA) ΛLRF (Tang ’14) 301, 095 random motion LRF, KESKIN, MELAX
QDEX (Sridhar ’14) 3, 155 FTIPmm (MA) Ă QDEX{ΛSIGpCGq ă 3, 155{14, 230 7 subsets SAG, SoG, LRF

Benchmarks

The flexible performance measure we previously described allows us to compare with

several classification and state of the art full pose tracking methods. We use the

publicly available benchmark data sets QNTU, QLRF, and QDEX to compare our perfor-

55



mance with other methods. We also create our own new test (QASLpCGq, QSIGpCGq) data

sets and example-databases (ΛASLpCGq,ΛSIGpCGq) captured using a DepthSense 325 to

obtain RGB-D images and a CyberGlove III to obtain the ground truth joint angles

and positions for our model, M. Table 3.2 shows all the test data sets used for

evaluation and which example-database was used to evaluate them.

Table 2. Comparison of PD, BoF, SSBoF and ISPM on SHREC
2010 [28].

Methods NN 1-Tier 2-Tier e-Measure DCG

BoF 0.9100 0.4811 0.6374 0.4492 0.8061
SSBoF 0.9150 0.4737 0.6321 0.4412 0.8040
ISPM 0.9300 0.5745 0.7018 0.5018 0.8597

HKS PD 0.9600 0.5811 0.7034 0.4971 0.8677
BoF + PD 0.9500 0.6095 0.7382 0.5237 0.8781
ISPM + PD 0.9700 0.6321 0.7500 0.5335 0.8869

BoF 0.9700 0.7145 0.8308 0.6020 0.9191
SSBoF 0.9700 0.7097 0.8297 0.5967 0.9164
ISPM 0.9700 0.7750 0.8734 0.6359 0.9315

SIHKS PD 0.9850 0.8532 0.9697 0.7045 0.9740
BoF + PD 0.9850 0.8534 0.9697 0.7051 0.9737
ISPM + PD 0.9900 0.8784 0.9724 0.7114 0.9778

BoF 0.9700 0.7426 0.8758 0.6275 0.9367
SSBoF 0.9750 0.7318 0.8511 0.6102 0.9292

WKS+ ISPM 0.9750 0.8021 0.8979 0.6533 0.9408
HKS+ PD 0.9850 0.8532 0.9697 0.7045 0.9740
SIHKS BoF + PD 0.9850 0.8561 0.9705 0.7061 0.9743

ISPM + PD 0.9900 0.8779 0.9742 0.7118 0.9778
ShapeDNA [35] 0.9850 0.7974 0.9203 0.6653 0.9536

BOF-dSIFT-ERC-Tree 0.9850 0.9092 0.9632 0.7055 0.9763
DM-EVD [38] 1.0000 0.8611 0.9571 0.7012 0.9773
Canonical Forms 0.9200 0.6347 0.7800 0.5527 0.8781

Table 3. Comparison of PD, BoF, SSBoF and ISPM on TOSCA-
based dataset.

Descriptors Transformation BoF SSBoF ISPM PD BoF+PD ISPM+PD

isometry 0.0352 0.0307 0.0284 0.1464 0.0369 0.0274
isometry+topology 0.0394 0.0320 0.0341 0.1654 0.0397 0.0307

HKS+ noise 0.1540 0.1464 0.1036 0.2087 0.1462 0.1019
SIHKS null 0.0412 0.0394 0.0299 0.1561 0.0428 0.0291

partiality 0.0507 0.0466 0.0456 0.2630 0.0521 0.0468
topology 0.0561 0.0572 0.0350 0.2173 0.0563 0.0362

triangulation 0.0520 0.0495 0.0374 0.2049 0.0562 0.0396
All 0.0535 0.0519 0.0417 0.1727 0.0527 0.0380

HKS All 0.0650 0.0712 0.0595 0.2477 0.0638 0.0581
SIHKS All 0.0670 0.0531 0.0507 0.1728 0.0658 0.0507

and HKS+SIHKS respectively in ISPM+PD. The EER of
ShapeDNA for all transformations is 0.0967, which is worse
than state-of-the-art work Shape Google (BoF+spectral de-
scriptors) [33] on this dataset. The proposed method can
help Shape Google and its spatial version (ISPM) achieve
even better results.

4.2. Hand Gesture Recognition
Our second experiment focuses on the recent Kinect

sensor-based hand gesture recognition [34] and is inspired
by the work of [41]. This dataset contains 1000 gestures
equally categorized into 10 classes. Each gesture is com-
pared against a set of 20 templates (2 samples for each class)
and nearest neighbor classification is performed.
Each gesture instance is represented as a sequence of

contour vertices, starting from the left side of the wrist (yel-
low point in Fig. 6(a)). We construct our graph by consid-
ering the sequence points as nodes, and their adjacent con-
nectivity as edges. Ren et al. [34] also provide an informa-
tive function to characterize each gesture by first computing
the center point, fcenter, defined as the point with the maxi-
mal Distance Transform value (red point in Fig. 6(a)), and
computing the normalized Euclidean distance from the con-
tour vertices to the center. We show the corresponding PD
in Fig. 6(d). Importantly, due to the stability property, the
PD of fcenter can represent the perturbations of the contour
as points close to diagonal, and thus help to alleviate noise
brought by the Kinect sensor in data acquisition.
In all of the experiments below we use the Wasserstein

distance to compare persistence diagrams of functions in
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Figure 6. Persistence computing on gestures. (a) a gesture with
its center point in red and starting point in yellow; (b) distance-
to-center function fcenter; (c) gesture colored by fcenter; (d) PD of
fcenter.

(a) BoF (b) PD
Figure 7. The confusion matrix of (a) BoF, and (b) PD. The gesture
classes are displayed on top.

this dataset.
With fcenter alone, BoF achieves its best performance of

72.60% when discretizing the function into 5 bins, while
PD gets much higher result of 87.60% (see Fig. 7). This
suggests that the information lost by discarding the connec-
tivity in BoF is critical for the recognition of objects with
different structural properties.
To improve the performance, we include two more func-

tions by computing the eingenfunctions of the PCA per-
formed on vertex coordinates. We denote the two eigen-
functions as f1 and f2 and their absolute values as |f1|, |f2|.
Using fcenter, |f1|, and |f2|, together, the BoF reaches its
best result 83.20% with 15 visual words learned using k-
means. Our method with metric learning solved by [18, 43]
gets accuracy of 92.90% and 91.70%, respectively. Further-
more, BoF+PD combined using λ = 12 yields recognition
accuracy of 93.50%.
To compare our method to the state-of-the-art, we use f1

and f2 directly and compute the distance by testing two sign
possibilities i.e.,

d̂i = min {dwsst. (D(fi), D(gi)) , dwsst. (D(fi), D(−gi))} , i = 1, 2.

where fi and gi are the ith PCA eigenfunctions of the two
gestures. For comparison, we also consider the classifica-
tion with only one labeled sample per class (10 templates).
Recent methods proposed by Ren et al. [34] and Wang et
al. [42] are based on shape segmentation and finger earth
mover distance (FEMD) introduced by Ren et al. [34]. As
claimed by the authors, this metric is robust to the finger-
touching, which also means that adding more labeled ges-
tures with finger-touching into the training set will not sig-

Figure 3.7: Classes for gesture recognition benchmark, QNTU (Ren et al., 2011b):
(1) ‘fist’ (2) ‘1’ (3) ‘2’ (4) ‘9’ (5) ‘4’ (6) ‘5’ (7) ‘Y’ (8) ‘L’ (9) ‘thumbs up’ and (10)
‘I love you.’ Provided by Li et al. (2014).

For classification, we compare against state of the art using the NTU-Microsoft

Kinect Hand Gesture Dataset (QNTU) from Ren et al. (2011b) (See Fig. 3.7). We also

created our own testing data set QASLpCGq with sign language letters and numbers. To

create a sign language example-database ΛASLpCGq we have users go through each of

the pose classes seen in Figure 3.10 with multiple global orientations and some jitter.

Both of our test sets QASLpCGq and QSIGpCGq are captured at a separate time from their

corresponding example-databases. We note this because some methods evaluate by

dividing a single set of samples into a training and test set, which can simplify the

problem increasing the likelihood of similarity between the testing and training set.

Note that inherently there is also error in the provided ground truth for each test

sequence, whether mechanical or manual. For QLRF ground truth is first estimated

using MELAX (Melax et al., 2013) and then refined manually (Tang et al., 2014a).

The ground truth for QDEX was provided entirely by manual annotation. However,

the manual annotation for QDEX simply sets the position of an occluded joint in the

background. To handle this during error evaluation, the authors omit any frames with

occlusions in their reported results (Sridhar et al., 2014, 2013). Figure 3.8 shows the
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Figure 3.8: Percentage of frames with a specific number of fingertips labeled as
occluded (nocc) for QDEX and each of its 7 subsets. The manual annotation for QDEX

simply sets the position of an occluded joint in the background. To handle this, the
authors (Sridhar et al., 2014) omit any frames with occlusions during evaluation.

breakdown of occlusions for the subsets of QDEX. For our data sets (QSIGpCGq, QASLpCGq,

ΛSIGpCGq, ΛASLpCGq) we use the CyberGlove III to provide ground truth for angular

error.2 We then use forward kinematics from the model angles to obtain positional

ground truth. The advantage of this is that we do not require any manual annotation

or rely on synthetic data. However, the ground truth is subject to the error of the

CyberGlove III, calibration method, and model accuracy.

Measures

For classification, we evaluate performance with mean accuracy across a set of queries

and efficiency using mean classification runtime per query. For regression, we use a

detailed 27 DoF model to compare performance with several different parameter sets,

referenced in Figure 3.2. While we stated that mean joint angular error is more robust

than mean joint positional error, we use the latter with fingertip positions (FTIP )

2 The process for obtaining hand model angles requires first calibrating the sensor data and then
mapping it to our model.
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for the remainder of this work unless otherwise specified in order to compare with

other methods that only report this measure.

Compared Methods

For classification, we compare with several other state-of-the-art methods for gesture

recognition, including Shape Context (Belongie et al., 2002), Skeleton Matching (Bai

and Latecki, 2008), Li et al. (2014)’s Persistence Diagrams (PD) with different #s of

templates (tp) and using a function of distance to center (fDtoc) or combining with

eigen-functions (fmulti), Finger-Earth Mover’s Distance (FEMD) with Decomposi-

tions by Thresholding (TD) (Ren et al., 2011b), Minimum Near-Convex (MNCD)

(Ren et al., 2011b), and Perceptual Shape (PSD) (Wang et al., 2013b), Zhang et al.’s

Histogram of 3D Facets (H3DF) with Support Vector Machine (SVM) (2013) and

Sparse Representation Classification (SRC) (2015), and Discrete Curve Evolution

(DCE) (Lai et al., 2016).

For regression, we compare our approach with several fully implemented tracking

methods. We compare against Tang et al. (2014a)’s latent regression forests (LRF),

Keskin et al. (2012a)’s multi-layer random decision forest classifier (KESKIN) and

Melax et al. (2013)’s model-based approach (MELAX) using the publicly available test

data sets QLRF (Tang et al., 2014a) and previous reported results (Tang et al., 2014a).

For QLRF we use the provided left-handed training database ΛLRF (Tang et al., 2014a).

We also compare with Sridhar et al.’s sum of anisotropic Gaussians (SAG, 5 RGB

cameras) (2014) and earlier sum of Gaussians (SoG, 5 RGBD cameras) (2013) ap-

proaches using the publicly available Dexter 1 (QDEX) (Sridhar et al., 2014) benchmark

with 7 data sets with varying speed, degree of wrist rotation, and occlusion.
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Table 3.3: Methods compared: FEMD is a classification only method, whereas all
others estimate hand model parameters and thus could report angle or position
estimates for each joint of their model. However, not all possible estimates were
available for comparison. We use SIG with and without speedup as well as a baseline
method NN that uses the ground truth to search for the nearest neighbor in pose
space. All assume the hand to be the foremost object in the view for segmentation.
Additionally, SAG and SoG require a black long-sleeve shirt and FEMD a black wrist
band to aid in segmentation and finding the wrist. Notably, SAG and SoG are multi-
camera approaches, and all except SIG, NN, and FEMD do local optimization.

Method Author Data Obs. Z Features Global Est. Local Opt./Constraints
SIG ours RGB or D convex components index Λ
NN baseline (ours) RGB or D χpQq index Λ
LRF Tang ’14 RGB-D vertex info gain latent reg. forests error reg. + glob. kin. const.
SAG Sridhar ’14 5x RGB 2D quadtree (color) 2D aniso. gauss. error joint and surface const.
SoG Sridhar ’13 D, 5x RGB color+depth edges part based retrieval voting + sum of gauss. fitting
MELAX Melax ’13 D 3D point cloud rigid body simulation temporal, kin., collision const.
KESKIN Keskin ’12 RGB-D pixel color+pos. global expert network local expert network
FEMD´MNCD Ren ’11 RGB-D near-convex parts index Λ Finger-EMD
FEMD´TD Ren ’11 RGB-D height thresh. seg. index Λ Finger-EMD

3.7 Results

In this Section, we detail the results of our experiments. First, the classification do-

mains give us a framework to visualize performance and error in pose space. Then,

comparing with full tracking methods for regression allows us to evaluate the po-

tential of our method with local optimization or other improvements. Finally, we

attempt to bridge the gap between quantitative and qualitative evaluation by pro-

viding visual examples with insight into when and why our method succeeds or fails.

3.7.1 Gesture Classification

First, we evaluate performance by the classification accuracy and efficiency on QNTU

(Ren et al., 2011b) a benchmark data set for gesture recognition. Table 3.4 shows

results using QNTU (Ren et al., 2011b) benchmark for gesture recognition performance

in terms of accuracy and efficiency. We followed the same experimental settings as

Ren et al. (2011b) to compute our results, and note other reported results from Ren
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et al. (2011b) and Lai et al. (2016). We note that our original experiments were done

before Lai et al. (2016) and that our environment was similar but as we did not run

all the experiments cannot guarantee identical settings.

The results show the improvement of our method SIG (with and without speedup)

over state of the art and other methods. The most similar approach to ours are those

FEMD and Persistence Diagrams (Li et al., 2014). FEMD was introduced by Ren et al.

(2011b) to account for signatures of unequal weights. Like our method, FEMD does

not add local optimization or use temporal information. However, it requires the

user to wear a black band to identify the wrist (Ren et al., 2011b).

The results for classification rate on the publicly available QNTU data set (Ren

et al., 2011b) in Table 3.4 show the improvement of our method (SIG) when compared

to both thresholded and near-convex FEMD. Additionally, Figure 3.9 shows the full

confusion matrices on QNTU for FEMD, both thresholded (a) and near-convex (b), and

the improvements of our methods SIG, both with speedup (d) and without (c).

FEMD does not account for partial correspondences nor does it accommodate an

abduction term. Thus, FEMD would fail to differentiate between cases like ‘U’ and ‘V’

in finger-spelling. Our method accounts for the variations in these cases, which is re-

flected in the results showing its significant improvements, both in classification rate

and speed. Our runtime is even further reduced by incorporating the speedup tech-

nique described in Section 3.5.3 to reduce the size of the example-database indexed.

The speedup step not only decreases runtime significantly but also slightly improves

the overall classification rate. This is due to eliminating possible false positives and

the nature of QNTU ’s small size, specific gesture classes, and variance.

3.7.2 ASL and Finger-spelling Analysis

We created our own sign language testing sequence QASLpCGq and example-database

ΛASLpCGq to evaluate both classification rate and regression error for finger-spelling
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Table 3.4: Gesture classification performance on QNTU (Ren et al., 2011b) showing
improvement of our method SIG (with and w/o speedup) (Carley and Tomasi, 2015)
over compared methods and state of the art, including: Shape Context, Skeleton
Matching, Persistence Diagrams (PD) with different #s of templates (tp) and using
a function of distance to center (fDtoc) or combining with eigen-functions (fmulti),
Finger-Earth Mover’s Distance (FEMD) with Decompositions by Thresholding (TD),
Minimum Near-Convex (MNCD), and Perceptual Shape (PSD), Histogram of 3D
Facets (H3DF) with Support Vector Machine (SVM) and Sparse Representation
Classification (SRC), and Discrete Curve Evolution (DCE).

Mean Mean
Method Author Accuracy p%q Ò Runtime (s) Ó
Shape Context Belongie et al. (2002) 83.2 12.3460
Shape Context+BendCost Belongie et al. (2002) 79.1 26.7770
Skeleton Matching Bai and Latecki (2008) 78.6 2.4449
FEMD+TD (orig.) Ren et al. (2011b) 90.6 0.5004
FEMD+MNCD Ren et al. (2011b) 93.9 4.0012
FEMD+TD Ren et al. (2011b) 93.2 0.0750
FEMD+PSD Wang et al. (2013b) 94.1 1.9670
PD+fDtoC (10 tp) Li et al. (2014) 86.4 0.0750
PD+fmulti (10 tp) Li et al. (2014) 90.1 0.3750
PD+fDtoC (20 tp) Li et al. (2014) 87.6 0.1057
PD+fmulti (20 tp) Li et al. (2014) 95.4 0.5285
H3DC+SVM Zhang et al. (2013) 95.5 N.A.
H3DF+SRC Zhang and Tian (2015) 97.4 N.A.
DCE Lai et al. (2016) 97.5 0.0568
SIG (ours) 97.4 1.0210
SIG+speedup (ours) 97.6 0.0417

letters and numbers. We use evaluation on these data sets to show the performance

of our method and to gain insight into how quantitative error in different pose spaces

relates to image and signature spaces (taking advantage of the similarity defined by

classes).

QASLpCGq and ΛASLpCGq are captured at separate times using our CG method and

contain data for letters ‘A’ - ‘Z’ and numbers ‘0’ - ‘9’ with multiple global orientations

and jitter (more details in Section 3.3). There are three subsets: ‘easy’ is basic finger-
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(c) (d)

Figure 3.9: Full confusion matrices for gesture classification on QNTU for (a)
FEMD´TD ; (b) FEMD´MNCD; (c) SIG; and (d) SIG+speedup. The gestures are (1)
‘fist’ (2) ‘1’ (3) ‘2’ (4) ‘9’ (5) ‘4’ (6) ‘5’ (7) ‘Y’ (8) ‘L’ (9) ‘thumbs up’ (10) ‘I love
you’. Summarized results are in Table 3.4.

spelling, ‘med’ adds jitter and class variance, and ‘hard’ increases speed and varies

viewpoint.

In general, we observe that global wrist rotations about the X (flexion/extension)

and Y (supination/pronation) axes cause occlusions which increase the difficulty of

pose estimation. Of the 36 classes in QASLpCGq only 4 (‘C’, ‘O’, ‘P’, ‘Q’) have significant

wrist rotations that cause occlusions. ‘M’, ‘N’, ‘X’, ‘Z’ and ‘E’ also have small wrist

rotations. Global rotations about the Z axis (abduction/ adduction) such as in the

letters ‘G’, ‘H’ and ‘J’ do not add occlusions, but can still add a challenge to finding

the wrist.
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Figure 3.10: ASL classes used to test QASLpCGq with ΛASLpCGq (not shown - ‘0’ is
fist). ‘Red’ - slight global abduction/adduction. ‘Orange’ - more significant rotation.
‘Yellow’ - cases where silhouettes may not differentiate.

Table 3.5: Average joint angle error and classification rate for our method SIG on
our own test data set QASLpCGq using an estimation database ΛASLpCGq tailored to finger-
spelling (see Fig. 3.10). QASLpCGq and ΛASLpCGq are captured at separate times using our
CG method and contain data for letters ‘A’ - ‘Z’ and numbers ‘0’ - ‘9’ with multiple
global orientations and jitter (see Fig. 3.10 for examples of the classes and Section 3.3
for more details on our data set collection method). There are three subsets (Ď) for
ASL: ‘easy’ is basic finger-spelling, ‘med’ adds jitter and class variance, and ‘hard’
increases speed and varies viewpoint. There is an additional subset collected with
entirely random motions QSIGpCGq. We can see that the average joint angle error
increases as we would suspect with the variations of the subsets in QASLpCGq, but that
the limited set of classes is easier than entirely random motion (QSIGpCGq).

Q Ď dχ˝pSIGq Ó Mean Accuracy (%) Ò
QASLpCGq easy 3.5˝ 100

med 3.9˝ 92
hard 5.2˝ 87

QSIGpCGq random 6.7˝ N/A
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Classification

Table 3.5 shows the classification rate for our method SIG on our own test data

set QASLpCGq using an estimation database ΛASLpCGq tailored to finger-spelling. While

classification rates are fairly good, we observe two main types of failures (Fig. 3.10).

The first type of failure occurs when classes are very similar in pose space and

image space. That is, in classification we might fail by matching into a different

set that is visually very similar to the query set. For example, ‘Z’, ‘G’ and ‘1’ have

slightly different wrist rotations.

The second type of failure occurs when the silhouette does not capture differences

in pose. For example, ‘A’, ‘S’, and ‘T’ have similar 2D silhouettes. It is in cases like

these that the silhouette may not be informative enough and depth information could

be used to improve performance.

Regression and Measures

In addition to classification, we also use QASLpCGq to evaluate our regression perfor-

mance using the mean Euclidean distance between the joint angles as well as between

the joint positions of our full modelM. This lets us both better understand the diffi-

culties of different testing subsets and differences between the angular and positional

error spaces.

Difficulty of Benchmarks. First, we evaluate our testing benchmarks and Table 3.5

shows the classification rate and angular error for our method testing with our finger-

spelling (QASLpCGq) and random motions (QSIGpCGq) data sets we collected with our

CyberGlove III. We can see that the average joint angle error increases as we would

suspect with the increased noise and variations of the ‘easy’, ‘medium’, and ‘hard’

subsets in QASLpCGq. Further, comparing angular distance error with entirely random

motion (QSIGpCGq) shows that not limiting the set of classes to those in QASLpCGq makes
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Figure 3.11: Embeddings of ASL angular (left) and positional (right) pose spaces.
In both spaces the classes without any extended fingers are clustered on the left
side and moving along the first component (X-axis) the number of extended fingers
increases. However, in the angular-space the 1-finger cluster has more separation.
We can also see the similarity between ‘9’ and ‘F’ in both spaces.

the estimation problem even more difficult.

Angular v. Positional Error. Next, we compare performance measures of joint angular

error and joint positional error. Figure 3.11 shows subtle differences in the angular

and positional spaces of the ASL classes (using a standard embedding). Figure 3.12

shows a confusion matrix with the average distances between each class in our ASL

data sets. The diagonal, which shows the average distance within a class, is close to

zero. Some classes are slightly closer to zero on the diagonal, indicating a smaller

range of variations within the class. There is much more ‘blue’ off of the diagonal on

the upper right triangle (positional distance) than on the lower left triangle (angular

distance). This indicates that angular error is more robust to differences in global

rotation, translation, and scale of the query hand and the model parameters used (if

any).
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Figure 3.12: Average angular (lower left) and positional (upper right) pose dis-
tances between ASL classes tested. The upper right triangle shows average positional
distance of our model’s 21 joints, while the lower left triangle shows average angular
error over model’s 23 DoF. Both measures are normalized by their maximum value
(blue “ 0 and red “ 1). The diagonal shows the average distance within a class.

3.7.3 Hand Pose Tracking

Figure 3.13 shows a comparison of our single-camera method with several state-of-

the-art regression methods using multiple test data sets. For consistency with the

literature, we use the mean Euclidean distance between the estimated and ground

truth joint positions of the fingertips (in millimeters) averaged over a test data set.

We use QDEX to compare with SAG, SoG, and LRF, which was evaluated on 3 of

the 7 data sets. Performance for our methods on QDEX was evaluated using both

database ΛSIGpCGq and an approach similar to cross-validation, because ΛSIGpCGq does

not contain the range of wrist rotations present in QDEX. Specifically, we test each

of the 7 subsets of QDEX using the other 6 subsets as ΛDEX. Our performance on QDEX

has a much greater standard deviation when using database ΛDEX instead of ΛSIGpCGq,

as some subsets contain poses not found in other subsets. However, the error for our

method and baseline is much lower using ΛDEX, likely because of similarity in hand
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Figure 3.13: Regression Results: Grey background is related work; white back-
ground is ours. Boxplot median at notch, mean at yellow diamond. When two
boxplots overlap, the left one is actual results and right one is error for same method
but with local optimization applied (using ground truth to show the potential). NN

provides a bound for our performance, SIG1 shows the results of SIG’s nearest neigh-
bor and SIG5 shows the results for SIG using the best of the 5 nearest neighbors.
For KESKIN and MELAX standard deviation is set σ “ 1 and because only mean error
for finger root, mean, and tip (RMT ) was available (Tang et al., 2014a), fingertip
(FTIP ) error is found using an adjustment ratio obtained by results for which we
had both RMT and FTIP error such that dχRMT

mm
{dχFTIP

mm
« .8. SAG and SoG

require a black long-sleeve shirt and FEMD a black wrist band. SAG and SoG are
multi-camera, and all except SIG, NN, and FEMD do local optimization.

shape, environment and motions to QDEX.

Our own baseline method (NN) uses the ground truth to search for the nearest

neighbor in pose space to show the relative difficulty of the test data sets, listed

increasing to the right: QASLpCGq, QSIGpCGq, QLRF, QDEX. This is possibly a result of both

the motion complexity and occlusions, as well as database coverage.

We also compare the results for our method using the first nearest neighbor

(SIG1) and the best result from the 5 nearest neighbors (SIG5). The latter shows

an improvement and could be implemented in an end-to-end pipeline that performs

local optimization using multiple nearest neighbors for initialization.
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Our method is the only one that does not take advantage of local optimization or

temporal information. We examine the potential impact of adding a local optimiza-

tion step to our methods by finding the rotation and translation that minimizes the

error between ground-truth and estimated pose (Fig. 3.13).

Unlike our methods that only requires single-camera input, SAG uses 5-camera

RGB input and SoG requires 5-camera RGB and depth input. Both SAG and SoG

also require the user to wear a long black sleeve to help identify the wrist.

3.8 Summary

In this chapter, we have described an approach to hand tracking that focuses on a

global search of an example-database to provide an initial pose estimate to later be

refined with local optimization. We created sign language and random motion testing

and training data sets with a new technique that uses a CyberGlove III and depth

sensor simultaneously to capture real images and ground truth pose without manual

annotation or missing data from occlusions. We described a method to represent

hands as signatures of segments extracted from the silhouette boundary and a way

to use these signatures to efficiently index an example-database. Despite only using

a single silhouette as input our method achieved high performance on classification

tasks and outperformed other existing single-camera approaches. We also demon-

strated the potential for our method to compete with multi-camera approaches once

local optimization is added.

To extend our approach properly, a model-based approach can be used to re-

fine the pose estimate that minimizes an error function between features calculated

from the input observation and the predicted observation created by using graphics

software like POSER to render our model with attached shape to resemble muscle

and skin (Erol et al., 2005). Simple local optimization approaches such as the gra-

dient descent method (Stoll et al., 2011) are often used to improve initial estimates
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(Tang et al., 2013). Also, in the local optimization phase temporal and kinematic

constraints can be used to improve fit. Domain specific hand-assumptions have also

been used to help eliminate false positives (Tang et al., 2013).

Because our approach to pose estimation in this chapter focuses on the global

initialization problem we do not suffer an accumulated error from getting lost and

being unable to recover, unlike methods that rely on priors (Oikonomidis et al.,

2011). A drawback of this approach is that our method is more likely to have jitter

that might not be desired for certain applications, such as animation. A logical next

step would be to add smoothing such as by interpolating over time steps.

While not required for our global initialization phase, a calibration or initializa-

tion setup (Oikonomidis et al., 2011) to adjust our model parameters based on the

individual would likely improve local optimization. Because we recover the full model

parameters not just end effector positions, we could scale our model according to the

user for better results.

An interesting question would be to explore if the established correspondence

and distance between signatures could be used to help guide the local optimization

phase. Further, we could use our method and database to directly train a classifier

that recovers the actual skeleton joint parameters directly without requiring indexing

into the database (Agarwal and Triggs, 2004). We detail further future directions

that expand upon this work in Chapter 5, including incorporating depth information

into our signatures to handle occlusions.

Finally, the performance of our method for pose estimation is currently bounded

by the overlap between the test sequence and the indexing-example-database. Our

experiments suggest that our random motion CyberGlove III database did not suffi-

ciently cover the range of motions tested (See results on Dexter 1 in Section 3.7.3).

The coverage of the database could be increased by adding more wrist rotations,

using a larger sample size and possibly using samples from users with different hand
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geometry. Another possibility for improvement and avoiding having too large of a

database would be to interpolate between k-nearest neighbors from the database.
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4

Motion Texture for Activity Classification

Since human activities occur over time, frame-by-frame recognition methods are often

inadequate for the recognition of complex activities. In this chapter, we study tasks

that require the space-time texture generated by activities evolving over multiple

frames. To capture this level of detail, we treat the observations of such activities as

a motion texture, that is, as signals that exhibit statistical regularity or patterns over

space and time. We present a novel approach to transform observations of activities

into a fixed-size motion texture feature, even when the activity itself varies over

different extents of space and time.

Our feature can be learned or hand-crafted from any set of raw data observa-

tions or intermediate representations, such as silhouettes or salient points. Further,

converting events of variable length and extent to a fixed-size feature through a light-

weight computation makes it possible to use off-the-shelf classifiers to recognize and

localize human activities.

Section 4.1 motivates our approach through a discussion of applications and is-

sues related to activity classification. Section 4.2 introduces autocorrelation as a

method to capture the temporal aspects of an activity. In Section 4.3, we propose
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different alternatives for the input to the autocorrelation block, and show how the

block can be computed efficiently from a video sequence of indefinite length and a

variable number of motion descriptors. Section 4.4 details our proposed computa-

tional pipeline and the implementation of a deep-net classifier to perform activity

classification and localization. We motivate and evaluate our approach using two

applications. Specifically, in Section 4.5, we detect and localize typing activity in

surveillance video, for the purpose of achieving a good trade-off between utility and

privacy for the information being recorded. In Section 4.6, we build a network that

learns to distinguish different people from their gaits and show improvement over

the state of the art. Finally, Section 4.7 concludes with a summary of our approach

and a discussion of possible extensions.

4.1 Theory

We consider the problems of activity classification and localization for computer

vision tasks that require reasoning about both space and time. The challenges then

are two-fold. First there is a question of representation, or how to create a feature

that captures both spatial and temporal aspects of the activity. This is particularly

challenging because activities can have varying extents in space and time. Next,

there is the question of how to map the activity feature to the desired output, that

is, how to perform classification.

In this chapter, we explore the use of deep learning for some of these more complex

activity classification tasks. Recurrent networks have been used for the recognition of

activities or events that occur over variable amounts of time. However, these types of

networks were initially designed to process time series rather than video sequences,

and are therefore inadequate on their own to describe the complex geometry of

hand and body configurations. Because of this limitation, video analysis methods

that use recurrent networks typically split spatial and temporal processing into two
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separate stages. The first stage processes individual frames and converts them to

more abstract representations of their geometry. The output of this stage is then

fed to a recurrent network (the second stage) that learns the salient features of the

temporal evolution of these geometry descriptors.

By contrast, we propose an approach that captures changes of geometry over time

in a single representation based on the notion of autocorrelation. Specifically, we

assume a bound on the longest time interval that is useful for classifying an activity,

and we use the concept of autocorrelation to capture the statistics of relationships

between geometric features of body (and object) configuration observed at a variety

of time pairs separated by less than this bound. We do not bound the length of the

activity itself, but just the time over which relationships of this type are preserved

for classification.

The result is an intermediate representation of activity that summarizes space-

time aspects of a video sequence of variable length into a single, fixed-size block of

autocorrelation values. The input to this computation may be the raw video sequence

itself, or a more abstract representation of video events computed by a deep network

that processes a fixed number of frames. When this number is one, we revert to the

current per-frame descriptor of geometry. Even then, however, the autocorrelation

block computed on these features captures spatial and temporal aspects of motion

and can be used as the input of a fixed-size deep network that can reason using both

aspects simultaneously.

4.2 Autocorrelation

We model observations xptq of human activity over time as a discrete stochastic

process, that is, a mapping from an event space E to a space X of real-valued vector

functions defined on the integers. Given an event e P E , a realization of the stochastic
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process is thus a function:

xeptq : ZÑ RN

and the subscript denoting dependence on e is typically omitted for simplicity. We

think of the integer variable t as denoting time, and the vector xptq for a given t

describes frame t in some fashion.

Given k ` 1 times t0, . . . , tk, one can define the joint probability density of

xpt0q, . . . ,xptkq:

fpt0, . . . , tk; a0, . . . , akq
def
“
BkNPrxpt0q ď a0, . . . ,xptkq ď aks

Ba
p1q
0 . . . Ba

pNq
0 . . . Ba

p1q
k . . . Ba

pNq
k

where apjqi is the j-th component of the real-valued N -vector ai.

The process xptq is said to be stationary if this density depends only on the

differences

τj
def
“ tj ´ t0 for j “ 1, . . . , k

and not on t0, . . . , tk:

fpt0, . . . , tk; a0, . . . , akq “ fpτ1, . . . , τk; a1, . . . , akq .

The process is said to be Wide-Sense Stationary (WSS) if the analogous property

holds for the mean and the autocorrelation, that is for the first and second moments

for k “ 1 and k “ 2:

mptq
def
“ Erxptqs def

“
ÿ

a

afpt; aq “ m

Apt0, t1q
def
“ Erxpt0qxT pt1qs

def
“

ÿ

a0

ÿ

a1

a0a
T
1 fpt0, t1; a0, a1q

“ ErxptqxT pt` τqs “ Apτq

where we defined

t “ t0 and τ
def
“ t1 ´ t0 .
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The matrix Apτq is N ˆN .

Some human activities are at least approximately WSS, and are then described

in the literature as motion textures, similar to the representations used to describe

natural processes such as smoke and waves. Examples of motion textures are the

activities of typing or walking. In typing, hands or fingers move at relatively con-

strained speeds near a keyboard. In the short term, the quasi-periodic nature of

human gait makes walking a cyclostationary process, that is, one whose statistics

are periodic. However, if walking is observed over several time intervals starting at

random times during the gait cycle, the cyclic nature of the activity averages out

over different observations, and yields an approximately stationary process.

In the literature, the concept of dynamic or temporal texture evolved as a method

to describe video of natural processes (Chetverikov and Péteri, 2005) in physics.

Nelson and Polana promoted the idea of temporal textures for pattern recognition

(Polana and Nelson, 1997a, 1992, 1997b; Nelson and Polana, 1992) to categorize

visual human motion. Stochastic processes, stationary in both space and time, have

been used to represent dynamic textures in videos (Kellokumpu et al., 2008), such as

detecting crowd violence across multiple surveillance streams in real-time (Hassner

et al., 2012).

Of course, many one-time activities (throwing a baseball, lifting a briefcase, and

so forth) are not stationary. However, they may still be stationary over short intervals

of time. Because of this, it is important to pay attention to the time intervals over

which the statistics of the process are estimated. We return to this point later on.

It is also useful to define the autocovariance, as the centered version of autocor-

relation:

Σpτq
def
“ Erpxptq ´mqpxpt` τq ´mqT s,
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and it is easy to use the linearity of expectation to verify that:

Σpτq “ Apτq ´mmT

so that the information conveyed by the pair pm, Apτqq is equivalent to that conveyed

by the pair pm,Σpτqq.

Our proposal is to use the autocorrelation Apτq or the autocovariance Σpτq for a

set of time lags τ as a descriptor of human activities.

If the input process xptq is N -dimensional and L time lags are considered, the

values of the autocorrelation can be stored in a block of data of size N ˆ N ˆ L.

When N is very large, we may only use the diagonal of Apτq or Σpτq.

Time Lags. The time lags under consideration will be included in a single vector:

τ
def
“ rτ1, . . . , τLs P ZL .

The values of these time lags are between 0 and some maximum lag, τmax “ max τ ,

and they are an ordered subset of t0, . . . , τmaxu. An interesting option is to com-

pute the autocorrelation for all low lag-values and then sample higher values with

logarithmic density, that is, with exponentially growing intervals between lag values

(Colberg and Höfling, 2011; Frenkel and Smit, 2001).

Properties. It is easy to verify that the matrix Ap0q, that is, the second moment of

xptq for any t, is semidefinite positive, and that for any τ P Z the following equality

holds:

Apτq “ AT p´τq .

The same properties hold for Σpτq. Positive-semidefiniteness reflects the fact that

Ap0q is a power and Σp0q is a covariance.

Since Ap0q is the correlation of the signal with itself, we also have

}Apτq}2 ď }Ap0q}2 for all τ .
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Further properties of autocorrelation and autocovariance can be found in standard

texts (Frenkel and Smit, 2001; Papoulis and Pillai, 2002; Proakis, 2001).

Research Questions. Several questions arise when using autocorrelation as a motion

feature for activity recognition:

• How can Apτq be estimated efficiently from observations?

• How can the interval over which Σpτq is estimated be controlled?

• Should Apτq be normalized?

• When to use Apτq and when to use Σpτq?

• What are the vector-valued stochastic processes xptq for which Apτq provides

a useful description of human activity?

We address the first two questions next. The remaining questions are application

dependent, and are discussed in Section 4.3 and the application implementations.

For notation simplicity, we use the term “autocorrelation” and the symbol Apτq

throughout this discussion, noting that the autocovariance of xptq is merely the

autocorrelation of xptq ´m.

4.2.1 Recursive Computation

The autocorrelation Apτq is an expectation. If the process xptq is WSS and ergodic,

the expectation of any quantity qptq related to xptq can be estimated from the em-

pirical average of a sufficiently large number of samples:

m
def
“ Erqptqs « µptq

def
“

1

|T ptq|

ÿ

tPT ptq

qptq

where:

T ptq
def
“ tt1, . . . , t|T ptq|u “ ts P Z | s ď tu
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is the set of |T ptq| time tics elapsed up until time t. For simplicity, T will be used

to denote the number of time samples used, so that T “ |T ptq|. We consider scalar

quantities here: For vectors or matrices, merely repeat the discussion for each com-

ponent.

If the time extent of the video sequence under analysis is unbounded, one needs

a way to update µptq based on the information available up to time t. Because the

data varies, µ depends on t even if the underlying process is stationary: While the

true mean m may be constant, its estimate µptq varies.

For efficiency, µptq is computed as a Moving Average (MA), for which a recursion

with finite state can be defined. Three options present themselves naturally, assuming

that data starts to be available at time t “ 1, and data before then is assumed to be

zero:

Window MA: The average is estimated over the most recent time window of length

Tw, a fixed, positive integer:

µptq “
1

Tw

Tw´1
ÿ

i“0

qpt´ iq .

Simple algebra yields the following recursion:

µptq “ 0 for t ď 0

µptq “ µpt´ 1q `
qptq ´ qpt´ Twq

Tw
for t ě 1 .

Cumulative MA: The average is estimated over all samples available up to time

t:

µptq “
1

t

t
ÿ

i“1

qpiq
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and the corresponding recursion is:

µptq “ 0 for t ď 0

µptq “ µpt´ 1q `
qptq ´ µpt´ 1q

t
for t ě 1 .

Exponential MA: The average is a weighted average of all samples available up to

time t, with weights decreasing exponentially with distance from the current

time:

µptq “ p1´ wq
8
ÿ

i“0

wiqpt´ iq with 0 ă w ă 1 .

The term 1´ w before the summation ensures proper normalization:

p1´ wq
8
ÿ

i“0

wi “ 1 .

The corresponding recursion is

µptq “ 0 for t ď 0

µptq “ p1´ wqqptq ` wµpt´ 1q for t ě 1 .

Window MA requires a buffer that stores the Tw most recent samples, because

the recursion requires qpt´Twq. This is computationally expensive and inconvenient.

By contrast, the other two versions of MA only require to store the current value of

µptq to feed the recursion.

The infinite memory of cumulative MA would be an advantage for exactly sta-

tionary processes, because then the estimate µptq would converge to the true mean

m as fast as possible. However, for processes that are only approximately stationary,

this long-term memory is excessive, as stationarity may hold only for shorter time

intervals.
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Because of these reasons, we adopt the “leaky” estimator provided by the expo-

nential moving average, and we tune the base w of the exponential to fit activities

with different time constants: The greater w, within the open interval p0, 1q, the

longer the effective memory of the estimator.

4.3 Activity Features

Autocorrelations are computed on a vector xptq of features derived from frame t.

This thesis considers alternatives for how xptqmight be computed and then combined

with autocorrelation to create a motion texture feature that captures an intermediate

representation of an atomic activity. There are many low-level, mid-level, and high-

level alternative representations for xptq: raw RGB images, image differences, optical

flow, corner point positions, skeleton joint positions, or silhouettes. The discussion

is organized into three parts, each of which relates to a different flavor of what type

of activity is being described.

Specifically, Section 4.3.1 considers the scenario most closely related to the ap-

proach followed in current literature: Describe the general appearance of each frame,

then feed the resulting descriptor to a stage that examines the temporal aspects of

motion. By contrast, we feed the descriptor to an engine that computes the auto-

correlation.

In Section 4.3.2, the features are coordinates of semantically meaningful points

as computed by a tracker, and therefore describe motion explicitly. For activities

that can be distinguished by the sequence of events that take place, this is the most

direct way to encode what is most relevant to recognition.

Section 4.3.3 is the focus of our work in this chapter and concerns activities that

are sometimes called “motion textures,” briefly described in Section 4.2. These are

characterized by complex motions that occur over a spatial extent in the image, and

whose regularities over both space and time are of a statistical nature. To capture
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the space-time statistics of these types of motion most effectively, we show a method

that first extracts a potentially variable number of motion descriptors, then computes

their autocorrelations, and finally records statistics of the autocorrelations, rather

than the autocorrelation values themselves. Thus, this last approach requires some

aggregation also after the computation of autocorrelation.

4.3.1 Appearance Features

The standard approach followed in the literature on motion estimation is to either

hand-craft or learn a descriptor xptq of the appearance of each video frame, to be fed

to a second stage that examines temporal aspects if needed.

Single-frame representations of this type work best when most of what is relevant

to activity recognition is captured by the appearance of individual frames. Finger-

spelling recognition is a case in point.

The hand silhouettes described in Chapter 3 are an example of a manually built

feature, and so are the signatures computed on top of silhouettes in Section 3.4.2.

In the first case, the descriptor xptq has as many entries as there are pixels in the

silhouette mask image, and the entries of xptq are binary. In the second case, the

xptq is real-valued, and its length is equal to the number of elements in the signature.

While most of the information for finger-spelling is contained in the hand shapes

visible in isolated frames, some activities require a representation based on a col-

lection of frames. This can be handled either by a second stage that examines the

temporal aspects of appearance features, or by alternative representations designed

to capture the explicit sequence of motion states or the texture of an activity over a

collection of frames.

In the wake of recent successes in deep learning, a more common approach would

be to compute xptq as the output of a deep neural network, which is then trained

either by itself or end-to-end within the entire system. The feature extraction network
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could be trained by itself using a triplet loss function that values grouping frames

from the same activity closer to each other than those from different activities. For

end-to-end training, one would typically use back-propagation with a cross-entropy

loss on the activity scores that are output by the final soft-max layer of the activity

recognition system.

4.3.2 Motion Features

While appearance features represent a single snapshot, motion features represent an

activity with a sequence of appearance features, or perhaps by describing the trajec-

tories of salient points. For example, recognizing if a person is opening or shutting a

fridge requires observing a sequence of body states (appearance features) such as the

hand positions. Similar considerations hold for the recognition of activities in sports,

surveillance, and many other applications. Distinguishing between certain activities

can require knowing the total ordering (sequence) of events that take place. The

most direct way to represent them is to encode what is most relevant to recogni-

tion at each frame and concatenate xptq over the sequence. For these scenarios, the

most direct encoding of what is relevant to recognition is the motion of the body’s

limbs. These features can be the coordinates of semantically meaningful points on

the person of interest as computed by a tracker, and therefore describe body motion

explicitly. These coordinates can be measured by tracking the person of interest

with mechanical devices such as a CyberGlove or a motion capture system, when the

environment can be engineered for this purpose. Alternatively, for situations that do

not allow for physical intervention or intrusion, one can use one of a variety of very

successful body trackers from video that have been developed in recent years (Cao

et al., 2017; Simon et al., 2017; Wei et al., 2016). Either way, the descriptor xptq now

captures the trajectories of a fixed number of known joints of the body, described

with either spatial positions or joint angles. If the activity is based on isolated hand
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motion, the approach described in Chapter 3 could be used.

4.3.3 Motion Texture Features

A more complex type of activity recognition tasks than discussed above is exemplified

by typing, or by more spatially diffuse activities such as those involved in the analysis

of crowd behavior. In these cases, what matters for recognition is neither single-frame

appearance, nor the detailed motions of each individual element: fingers in the case

of typing and people for crowd-behavior analysis. The features described in the two

preceding sections would not do well in these cases.

What matters instead are the statistics of motion over both space and time. For

instance, typing is characterized by repetitive raising and lowering of fingers in an

area of the image roughly corresponding to the keyboard. In time, the finger motions

occur with relatively bounded time constants, but are not exactly periodic. In space,

they tend to cover the keyboard evenly, either with all or several fingers, for a typist

using a traditional computer keyboard, or with two thumbs for someone typing on a

smartphone.

Instead of representing activity with a sequence of states or a single state from

a single frame, motion texture features transform a sequence of appearance features

or a motion feature into an intermediate mid-level representation of the state of

an activity. To capture the space-time statistics of motion-texture activities, one

may need to be able to process a variable number of motion descriptors, even if

each individual element is tracked in some detail. For instance, fingers often heavily

occlude each other during typing, and it would be unrealistic to assume that every

joint of every finger can be tracked reliably at all times. Finger trajectories will come

and go, and exactly what point is being tracked on a particular finger may vary as

well.
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Space-Time Aggregation. To accommodate this variability, and at the same time cap-

ture the spatial statistics of the activity as well, we modify the proposed architecture

to include a spatial aggregation stage after autocorrelations are computed. This ag-

gregation is inspired in part by the cell-based representations used in Histogram of

Oriented Gradients (HOG) (Dalal et al., 2006) or the Shift-Invariant Feature Trans-

form (SIFT) (Lowe, 2004) to describe spatial appearance. Specifically, we compute

the autocorrelation statistics for our motion texture representation as follows:

• Divide the image into a regular array of C adjacent and disjoint cells, each

several pixels in width and height.

• Track points that start in each cell, perhaps using the standard KLT tracker

(Lucas et al., 1981; Tomasi and Kanade, 1991). The resulting trajectories may

be variable in number within each cell and vary in length over time. When

a predetermined number of trajectories die in a particular cell, new ones are

started. We can denote one such trajectory as x
pcq
ic

where c is the cell index

and ic is a trajectory identifier within that cell.

• Compute the autocorrelation Apcqic pτq for each trajectory x
pcq
ic

over a fixed set of

L time lags τ1, . . . , τL. For efficiency, we only compute the diagonal elements of

the autocorrelation, so there are two autocorrelation values for each trajectory

(using the x and y dimensions of the signal) and each lag.

• Subdivide the range of possible values of autocorrelation into B bins. The range

of values is r´1, 1s if autocorrelation is normalized. Otherwise, a maximum

value can be estimated from a sample of trajectories and used for normalization

if desired.

• Compute a histogram of Apcqic pτq for each of the C cells, each of the L lags, and

each of the two image coordinates (x and y).
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Figure 4.1: Our activity classification pipeline employs a motion texture “layer”
that computes the autocorrelation of any input signal for a set of L time lags and
then performs optional space-time aggregation (with B autocorrelation bins and 2C
spatial cells). If using the CNN architecture for classification, an additional shallow
network can be used to extract the signals and the entire CNN trained end-to-end
to learn more robust activity features.

This computation results in an autocorrelation feature with 2BC histogram values

for each of L lags. We call this set of values a motion-texture descriptor, and we

experiment with it in Section 4.5 and 4.6.

We note that the use of an intermediate representation with a fixed spatial extent,

or number and identity of signals, would remove the need for spatial aggregation.

For example, using the trajectories of skeleton joints or a sequence of same-sized

silhouettes does not require spatial aggregation, although it may still be desired to

reduce the feature size or improve robustness to noise.

4.4 Pipeline

The final space-time autocorrelation feature has fixed-size and can be used as input to

any type of classifier that is trained with positive and negative samples of the target

activity, such as typing detection or person re-identification from gait. Classifying

hand or body configurations involves geometry, making standard (non-recurrent)

deep networks developed for images well suited for the task. We describe a gen-

eral approach of using our autocorrelation motion texture feature with a multi-layer
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network to train a discriminatory classifier for labeling video frames or sequences.

Our AC network (ACnet) pipeline consists of the stages outlined below and shown

in Figure 4.1.

Input. Given a new input frame, an N -dimensional frame-level feature is extracted,

either hand-crafted or learned. Concatenating these features over T time observations

gives the signals’ matrix S with size N ˆ T . Unless otherwise noted we set a fixed

design parameter of temporal sampling frequency to 1.

Update Function. We embed the autocorrelation computation into a “motion texture

layer” in the update function which has no learnable parameters and has size N ˆL

for N -dimensional frame-level features and L time lags, a fixed-design parameter. An

optional cell-based space-time aggregation can then be used, as described in Section

4.3.3, and in that case the output has size N ˆ L where N “ 2BC.

Classifier. The motion texture feature is then fed to a traditional CNN with multiple

2D convolution and max pooling layers followed by two dense layers. The network is

trained with a loss function that is appropriate for the application. The number of

hidden neurons in the last dense layer, Kf , is the final embedding dimension of the

learned feature. If the task is classification or the loss includes categorical elements,

an additional soft-max layer is added to obtain a feature with size C, the number of

activity classes.

Hand-Crafted Input v. End-to-End Training

The specific architectures are detailed in the application sections below. However,

we now describe two general architectures that depend on the choice to hand-craft

or learn the N -dimensional image features.
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In one design, hand-crafted image features are used as input to the update func-

tion and the output is fed to a traditional CNN. We call this design our standard

AC network (ACnet).

The other design employs end-to-end learning of the final motion texture descrip-

tor. The network contains three stages and employs a motion-texture layer in the

middle. In the first stage we learn robust and descriptive features on top of the in-

termediate representation. To this end, the initial intermediate representation is fed

into a shallow CNN, which abstracts what is relevant for classification. This is done

at the frame level to learn a N -dimensional image feature. The second stage is the

motion texture layer, and the third stage is another CNN which embeds the result

into a Kf -dimensional space with two dense layers. We call this design end-to-end

AC network (ACnetE2E).

4.5 Typing Detection and Privacy Filter

We consider the scenario of preventing a surveillance camera or lifelogging device

from capturing sensitive information while still recording useful data, like identifying

a food thief in an office kitchen. Our pipeline feeds frame-level features to a classifier

and applies a privacy filter that pixelates or otherwise hides the information to be

protected, while keeping the video useful for its intended purpose. In order to protect

sensitive information like PINs we use our motion texture descriptor pipeline to

perform typing detection and localization given an ego-centric or fixed-viewpoint

video stream. We collect two new data sets and compare our feature with several

alternatives and show improved performance.

4.5.1 Method

Detecting an activity like typing is challenging for several reasons, including speed of

motion, scene and user variance, occlusions, and noise. Model fitting would be diffi-
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cult due to these challenges. Therefore, instead of using pose, we describe a compact

fixed-size intermediate representation based on the autocovariance of trajectories of

points tracked over a sequence of frames.

Trajectories are computed by detecting salient points in the video and tracking

them over time. To find feature points we use the standard minimum eigenvalue

algorithm from Shi and Tomasi (1994). The features are tracked throughout the time

window using the standard KLT tracker (Lucas et al., 1981; Tomasi and Kanade,

1991).

We then base the temporal aspects of our motion texture descriptor on the notion

of autocovariance. Using the centered trajectories helps to remove noise and allow

our feature to extract patterns of trajectory motion. The autocovariance and mean

are computed using the efficient exponential moving average formulation presented

in Section 4.2.1. To capture spatial aspects and reduce the feature size, we use

a variant of the cell-based representations used in Histogram of Oriented Gradient

(HOG) (Dalal et al., 2006) methods as described in Section 4.3.3.

Privacy Filter Pipeline

A feature for each frame is fed to a classifier, and image regions deemed private

are concealed. In a first implementation, we black out the entire detection window

(See Fig. 4.2). However, future methods might devise concealment methods that

preserve the utility of the non-offending parts of the video as much as possible.

These methods include blurring or pixelating near the fingertips. We discuss further

options and considerations to achieve a good balance between privacy and utility in

Section 5.3.
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Figure 4.2: An example of a privacy-utility activity filter pipeline using the office
kitchen surveillance scenario.

4.5.2 Evaluation

To evaluate our privacy filter pipeline, we ran several experiments. In this section,

we will describe the details and results for a qualitative video demonstration of

our privacy filter for the challenge of detecting and blocking PIN entry (see video

included with materials of thesis). We also provide a quantitative comparison of the

performance of our motion texture feature and a baseline. In the Appendix B, we give

the full details of our evaluation method and results for supplemental experiments.

We now describe the benchmark data set, features, experiment settings, and

result measures for typing detection performance evaluation.

Benchmarks

Our demonstration is done using a Kitchen data set that we collected by placing

a camera next to an actual surveillance camera in an office kitchen. While the

surveillance system is meant to identify food thieves or vandals, it should not allow

intruding on the privacy of the kitchen users. For example, it should not be possible

to discern anything anyone types on their cellphone while they wait for their coffee
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to brew. Kitchen consists of 36, 444 frames or 10.1 minutes of footage at 60 fps.

The video sequences collected include unlocking the phone with the PIN, general

phone interaction, holding the phone without typing, getting the phone out of the

pocket, and opening the fridge. There are three subjects1 and each performs these

actions multiple times and with different global body positions and orientations.

More details on this data set are provided in Appendix B.

Annotations. We manually annotated each frame with a positive label for PIN entry

activity and a negative label for all other activities.

We demonstrate how our method works as part of a window-based approach. We

use two annotation types to provide detection windows that capture the hand and

any interacting objects.

We manually annotate a subset with narrow detection windows that bound the

hand and object and later add a contextual-based padding in order to show the

improvement of our method given a reliable hand tracker or hand-object detector.

Measures

We evaluate performance using accuracy, precision, and recall. Accuracy gives the

fraction of frames that our trained network correctly labels. Precision gives the

fraction of frames labeled as positive that are actually positive. Recall gives the

fraction of frames correctly labeled as positive out of all frames with a true positive

label. We also note the feature size (per frame).

We use precision and recall to assess the trade-off between privacy and awareness

that can be selected based on the application needs. For example, a system that

achieves total privacy may output a completely blacked out video feed whereas one

with total awareness may output a completely unobscured feed. The precision-recall

1 The subjects were the authors of this work and willingly consented to participation.
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curve is thus important, as a system that values privacy may prefer a high recall

whereas a security application may care more about precision so that they are not

seeing needlessly obscured footage.

Compared Methods

We compare the recognition performance achieved with our descriptors with that

obtained with a simpler, baseline descriptor using raw frames as input. This com-

parison allows exploring the potential for spatial aggregation and the ability of our

descriptors to capture substantial motion information while reducing descriptor input

size.

The features are built from observations across a set of T time-stamps defined

by the maximum temporal extent to consider, Tmax, and the time-stamp sampling

step-size, ∆T ptq, such that:

T ptq “ r0 : ∆T ptq : Tmaxs. (4.1)

Baseline. We consider the standard approach of using a sequence of raw RGB im-

ages, grey-scaled to size H ˆW , as input to the deep net. RGB captures temporal

context by concatenating raw video frames into a feature, such that the feature depth

is equal to the number of time-stamps. We set Tmax “ 120 and ∆T ptq “ 10, such that

the baseline of raw images has size Hp64q ˆW p64q ˆ T p12q “ 49, 152. In Appendix

B, we consider other baselines as well.

Our Motion Texture Feature

We evaluate our cell-based autocovariance trajectory feature (AC), computed as de-

scribed in Section 4.5.1. For our AC feature, we use 4ˆ 7 spatial cells, and 9 autoco-

variance value bins at 8 different lags for both the x and y dimensions of the signal

to give a total feature size of 4, 032.
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Training and Testing

The results shown use disjoint sets of 9, 000 training samples (4, 500`, 4, 500´), 1, 000

testing samples (500`, 500´), and 1, 000 validation samples (500`, 500´).

Network Design. We evaluate the basic autocorrelation network approach for typing

detection using the hand-crafted autocovariance feature (AC) as input to the CNN

architecture shown in Figure 4.3. The network is implemented with sequential ar-

chitecture using TensorFlow and Keras2.
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Figure 4.3: Network architecture design for typing detection. Numbers written to
the left side of Conv, Pool, and Dense indicate: [#filters ¨ filter size], [filter size],
and [# of nodes] respectively. The output is a C “ 2-dimensional vector for binary
classification of the target activity. The model is sequential and the convolutional
and dense layers are done with ‘ReLU.’

2 https://www.tensorflow.org and https://keras.io
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A default of 100 epochs and mini-batch size of 50 samples is used with an even

split between positive and negative samples. The model is trained using categorical

cross-entropy loss and ‘rmsprop’ (root-mean-square error) optimization. An early-

stopping criterion monitors validation loss and sets patience at 5 epochs. Kf is

the number of units or nodes in the last layer of the network before the softmax

classification, and is set to 256 nodes.

4.5.3 Results

Our video demonstration shows the effectiveness of the privacy filter applied based on

the classifier trained with our AC network. Green and red detection window outlines

indicate correct and incorrect activity classification respectively. If our AC network

detects PIN entry the detection window is blacked out. We also show below the

privacy filter result video the corresponding detection window, trajectories, and the

AC motion texture feature that results from aggregation.

From the video, some errors are seen when ground truth labels are temporally

misaligned. This is because the manual annotation for identifying PIN entry is done

based on the visual change in the screen appearance. However, the AC feature is

based on the motion patterns. This explains why the AC classification performance

in the video is more aligned with the motion of the hand, which is slightly different

than the screen changes.

Table 4.1: Our AC feature shows good quantitative performance in accuracy, preci-
sion, and recall for our kitchen demonstration experiment. The performance of the
AC feature is better than the baseline of raw images and has a smaller feature size.

Feature Accuracy (%) Ò Precision (%) Ò Recall (%) Ò Feature Size Ó
AC 95.3 97.8 88.8 4,032
Raw Images 81.5 73.2 62.7 49,152

The quantitative results in Table 4.1 show that the AC feature achieves superior
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performance compared with the baseline using raw images in accuracy (95.3% to

81.5%), precision (97.8% to 73.2%), and recall (88.8% to 62.7%). Additionally, the

AC feature achieves these results with a much smaller footprint (|Feature| = 4,032 to

49,152) that allows for lower memory requirements.

In Appendix B, we provide supplemental experiments that consider several vari-

ations within our method and compare with baselines built from training a network

with inputs of raw images, image differences, and trajectories without using auto-

correlation.

Overall, our demonstration and supplemental results (Apx. B) show the promis-

ing advantages of our method for spatial aggregation and the effectiveness of our

fixed-size feature in encoding temporal information over varying time intervals.

4.6 Identity Recognition by Gait

Next, we explore a rather indirect use of human motion analysis as a way to think

about human motion in more abstract terms. Specifically, we examine what we

can tell about a person’s identity from walking patterns. This task has numerous

potential applications to bio-metric authentication and surveillance tracking. In this

setting, the input is a video clip of a person who walks across the field of view

of a camera placed at an unknown viewpoint. The output is a ranking of gallery

observations and their corresponding identities, in order of similarity to the input

observation. We use human motion here in a very indirect manner for inference: The

individuals included in the training set are different from those in the test set, so

the problem here is not to recognize a person from his or her gait, but rather for the

system to understand what aspects of someone’s gait are most helpful in recognizing

identity. The task is made even more abstract by the fact that the camera viewpoint

is different and unknown in different video clips.

We use the OU-MVLP data set for evaluation based on input of a sequence of
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silhouettes and show results that improve on the prior state-of-the art, comparing

variants of our proposed autocorrelation motion texture feature with the popular

Gait Energy Image (GEI) feature (Han and Bhanu, 2006; Takemura et al., 2018)

and 3D Convolutional neural network (C3D) method (Tran et al., 2015).

4.6.1 Method

Given an image of a person (the query), a person re-identification (Re-ID) system

retrieves from a database a list of other images of people (gallery), usually taken from

different cameras and at different times, and ranks them by decreasing similarity to

the query. Ideally, any images in the database that are co-identical with (that is,

depict the same person as) the person in the query are ranked highly (Ristani and

Tomasi, 2018). Rather than using a single image, we use a sequence of size-normalized

silhouettes to compute our autocorrelation motion texture feature to perform person

re-identification from gait. The intention is that features extracted from the same

person are more similar to each other than to those extracted from different people.

4.6.2 Evaluation

In this Section, we describe the details for running our experiments. First, we detail

the benchmark data set and performance measures used for evaluation. Then we

discuss the methods we compare and implementation details for training and testing.

Benchmarks

The OU-ISIR multi-view large population data set (OU-MVLP) is the largest multi-

view gait database available to date and can be used to evaluate person re-identification

methods (Zheng et al., 2015). The data set has 10, 307 subjects with varying ages (2-

87 years old) and genders. Video is captured from 14 view angles (0˝´90˝, 180˝´270˝)

for two separate walking sequences (Fig. 4.4), giving 28 gait image sequences per sub-

ject. Including a second sequence for each subject implies that the data set includes
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view variations and intra-subject variations of gait itself (Takemura et al., 2018).

The original sequences for OU-MVLP are composed of binary images of 1280ˆ 980

pixels and captured at 25 fps (Takemura et al., 2018). The binary images show a

silhouette region that was extracted using a chroma-key method to remove the green

background from the controlled walking course (Takemura et al., 2018) (Fig. 4.4(b)).

(a) (b)

Figure 4.4: Camera setup for OU-MVLP gait data set from Takemura et al. (2018)
(a) and their method for for extracting same-sized silhouette sequences and comput-
ing the GEI (b).

Measures

For Re-ID experiments we report Rank-1 accuracy and Average Rank per viewpoint,

and averaged across all queries and viewpoints. For each identity in the test set,

we use the specified model to compute its corresponding Kf -dimensional feature

for each of its 28 samples (run A and run B at each of the 14 viewpoints). To

measure performance, all run As are used as the query set and run Bs as the gallery

set. Given a query viewpoint(s) and gallery viewpoint(s), the feature distances are

computed and sorted to give the identities of the gallery set in decreasing similarity

for each query. Average Rank gives the mean position of the correct identity. Rank-
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N accuracy is the percent of queries that return the correct gallery identity within

the top N results. For Rank-1, the probability of a random guess being accurate is

1 in 1800 (the number of identities in the gallery set). Thus, the random baseline

accuracy per viewpoint pair is 0.056%.

Compared Methods

We follow the method by the authors of OU-MVLP to extract size-normalized 128ˆ88

silhouettes for each binary image (Fig. 4.4 (Takemura et al., 2018)). Each frame has

a corresponding silhouette region, and the normalization step first extracts its top,

bottom, and horizontal center. The top and bottom are defined as the extremum of

the sorted y coordinates of the silhouette region, while the horizontal center is set

as the median of the sorted x coordinates of the region. A moving-average filter is

then applied to these positions (Iwama et al., 2012). A 128ˆ 88 silhouette image is

then produced such that the horizontal median of the silhouette region corresponds

to the horizontal center of the silhouette image. Given the size-normalized silhouette

sequences we describe several models for comparing our motion texture classifier

method (ACnet) with other state-of-the-art models.

GEI. Takemura et al. (2018) used OU-MVLP to compare discriminative and gen-

erative approaches for specified (query, gallery) view pairs. In addition, they also

evaluated performance for specified query views across random gallery views. The

CNN-based method using a single Gait Energy Image (GEI) (Han and Bhanu, 2006)

as input (1in-GEInet) (Fig. 4.5(a)) was shown to achieve state-of-the-art Rank-1 per-

formance. We follow the approach used by the OU-MVLP authors to extract a Gait

Energy Image (GEI) (Fig. 4.4(b)), or the pixel-wise average of the size-normalized

silhouette sequences over one gait period (Takemura et al., 2018). The gait period is

detected using the normalized autocorrelation (NAC) of the size-normalized silhou-
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ette sequences from the side-view camera (90˝) (Iwama et al., 2012). Specifically,

the gait period is identified as time shift corresponding to the second peak of the

NAC (Iwama et al., 2012). If multiple gait periods are detected, Takemura et al.

(2018) use the period closest to the center of the walking course. We use the gait

period to directly compare with 1in-GEInet, but perform most of our experiments

on sequences that start at any point in the gait cycle and use different temporal

windows that are not the exact gait period.

We now describe three main architectures used for our experiments. In all models,

the convolutional layers have ‘ReLU’ nonlinearities.

ACnet. We compare two models of our ACnet. The standard version uses the auto-

correlation layer (motion texture feature without spatial aggregation) on the input of

same-sized silhouettes to compute the autocorrelation feature which is then fed to a

CNN, with architecture shown in Figure 4.5(a). The standard version of ACnet with

τ “ 0 (ACnett0u) is our implementation of 1in-GEInet (Takemura et al., 2018). We

also implement a version of our autocorrelation network, ACnetE2E, that is trained

end-to-end (E2E) as shown in Figure 4.5(b).

The learned AC network (ACnetE2E) model uses an additional shallow network

before the autocorrelation layer and is trained end-to-end to learn a more abstract

frame-level feature.

C3D. We also compare against the popular Convolution 3D (C3D) CNN architec-

ture, which has previously achieved state-of-the-art results for both action recogni-

tion and person re-identification by gait with silhouettes (Tran et al., 2015). Figure

4.5(c) shows our C3D implementation, which matches standard state-of-the-art C3D

architectures, and the results we report are consistent (Tran et al., 2015).
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Figure 4.5: Architectures for the different methods we compare for Re-ID by gait.
Numbers written to left side of Conv, Pool, and Dense indicate: [#filters ¨ filter size],
[filter size], and [# of nodes] respectively. Kf is the final embedding dimension of
the feature at the last layer of the network before an optional softmax is used to
produce a C-dimensional vector, where C is the number of subjects.

Training and Testing

The networks are implemented using TensorFlow and Keras. A training and vali-

dation set are specified along with the number of epochs and batch size to use for

training. Unless otherwise specified, we use the following default parameters and

settings for the inputs and network structures in our experiments.

For training, testing, and validation we use disjoint sets of 1800, 1800, and 400

identities respectively. The initial inputs are a sequence of T “ 100 size-normalized

128ˆ 88 silhouettes. The final embedding dimension of the feature at the last layer
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of the network (before an optional softmax) is Kf “ 32. When the optional softmax

is used, the output is a C-dimensional vector, where C is the number of classes, in

this case the number of identities.

We follow the approach introduced by Hermans et al. (2017) of using PK batches

for training. Each batch consists of P identities with K samples per identity selected

at random. At each training epoch, every identity is selected and a batch constructed

by choosing the other P ´ 1 identities at random. This approach avoids the need

to generate a combinatorial number of triplets, and is well suited to similarity-based

ranking tasks (Ristani and Tomasi, 2018).

For training, we set the batch size to 50 (P “ 10 identities, K “ 5 samples). The

query and gallery viewpoints are selected at random from all 14 viewpoints, similar

to prior work (Takemura et al., 2018). The learning rate is set to 3 ¨10´4 for the first

10 epochs, 3 ¨ 10´5 for the next five epochs, and then 3 ¨ 10´5 thereafter.

We consider two types of loss, categorical cross-entropy and hard triplet loss with

adaptive weighting (Ristani and Tomasi, 2018). The hard triplet loss requires that

for each anchor identity, the furthest sample from the same identity has smaller

distance than the nearest sample from other identities. Additionally, we use a multi-

loss (denoted by +m) that combines the two.

We train the models until convergence, using an early stopping patience of 5

epochs (with validation loss) and a maximum number of epochs of 100. For multi-

loss we do not implement validation and thus stop at a specified epoch (100). For all

experiments we report results from the best epoch (using minimum validation loss).

4.6.3 Results

We present results for the task of person re-identification (Re-ID) using the OU-

MVLP data set. We perform several experiments and discuss results using different

measures (Rank-1, Avg. Rank), highlighting where our method outperforms prior
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state-of-the-art; examine the influence of different pipeline components; and finally

analyze system limitations.

Table 4.2 shows the Rank-1 performance and Average Rank across queries and all

14 viewpoints. See Appendix C further results on OU-MVLP and relevant method

architectures as reported by Takemura et al. (2018).

Since we used deep networks in this study, it is difficult to know specifically what

the system actually learned. Instead, we run experiments on recent benchmarks

for Re-ID and and compare against the state of the art to show that: (i) identity

recognition from gait can be abstracted away from the specific identities used during

training; and (ii) the autocorrelation layer we discussed earlier yields very significant

performance improvements for this task.

Table 4.2: State-of-the-art results for Re-ID by gait, showing the improvement of
our autocorrelation network (ACnet) using a set of t7logu time lags and trained
end-to-end (E2E) with multi-loss (+m) over prior state of the art.

Method Rank-1 (%) Ò Avg. Rank Ó
C3D (Tran et al., 2015) 21.3 41
C3D+m (Tran et al., 2015) 30.0 31
1in-GEInet (Takemura et al., 2018) 36.1 19
1in-GEInet+m (Takemura et al., 2018) 36.9 24
ACnetE2Et7logu+m (Ours) 58.0 7

Comparisons with the State of the Art

Table 4.2 shows the average Rank-1 performance of state-of-the-art Re-ID by gait

methods on OU-MVLP across 14 viewpoints (0˝ ´ 270˝) for 1, 800 identities. Our

method ACnetE2Et7logu+m achieves 58.0% Rank-1 performance. This result is signif-

icant considering the random baseline (0.056%). Further, we significantly outperform

the prior state of the art. Our Rank-1 performance p58.0%q shows significant im-

provement over the popular C3D architecture, trained with single-loss (21.3%) and
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multi-loss (30.0%) (Table 4.2, and Fig. 4.7 over Fig. 4.6(c)). Due to its architec-

ture, C3D can only handle small batches of size 20 (P “ 5, K “ 4) and temporal

samples T “ 15. While this batch size is limiting, we allow C3D to run until con-

vergence. Therefore, the small temporal window is more likely the factor limiting

C3D’s performance.

Our experiments show improvement of our ACnetE2Et7logu+m method (58.0%)

over an implementation of Takemura et al. (2018)’s 1in-GEInet (ACnett0u), trained

with single-loss (36.1%) and multi-loss (36.9%) (Table 4.2). Note that Takemura

et al. (2018) report mean Rank-1 accuracy of 40.7%, but that this is for query and

gallery angle pairs from a thinned set of viewpoints: r0˝, 30˝, 60˝, 90˝s. We use this

thinned set of viewpoints to provide further detailed results for our method and

those compared (See Fig. 4.6 and 4.7), and report a similar performance for our

implementation of 1in-GEInet over the thinned viewpoints p40.6%q (Fig. 4.6(a)).
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Figure 4.6: Rank-1 results for prior state of the art, for our implementation of
Takemura et al. (2018)’s 1in-GEInet with single loss (a) and multi-loss (b) and Tran
et al. (2015)’s C3D with multi-loss (c).

While we only report results for Rank-1, our performance is comparable or has

already surpassed state-of-the-art methods that relax the challenge by using Rank-5,

looking only at intra-view test sets, or limiting the viewpoints to 55˝ ´ 90˝.
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Figure 4.7: Rank-1 results showing our improvements of using ACnet with end-to-
end (E2E) training, t7logu time lags, and multi-loss (m).

Model Parameters and Architecture

We further compare our method with 1in-GEInet and explain their similarities while

detailing the modifications of our approach that lead to improved performance. Using

a single time lag of zero is equivalent to directly comparing the signals with them-

selves without a time lag. In the case of the standard AC network model (ACnet), the

input to the autocorrelation is the size-normalized silhouettes. Each pixel is treated

as a separate signal, with observations of one or zero over the set of time samples.

The autocorrelation of a single pixel signal is then the summation of itself multiplied

by a version of itself that is circularly shifted by the given time lag, normalized by

the number of time samples. For a time lag of zero the autocorrelation is simply the

summation of the observations normalized by the number of time samples. Thus,

the autocorrelation at τ “ t0u of the direct silhouette input is equivalent to the GEI

as long as the the observations are from the set of time samples that correspond

to a single complete gait period. Therefore, our ACnett0u is an implementation of

Takemura et al. (2018)’s 1in-GEInet.3

3 The parameters for ACnett0u are slightly different than the original implementation of 1in-
GEInet by Takemura et al. (2018), in that we use a smaller final feature embedding dimension
(Kf ).
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Figure 4.8: Rank-1 results for ACnet with different time lags.

Table 4.3: Re-ID by gait results on OU-MVLP, showing improvement of different
sets of time lags.

Method Rank-1 (%) Ò Avg. Rank Ó
ACnett0u 36.1 19
ACnett0, 32u 36.9 18
ACnett7stepu 39.4 16
ACnett7logu 39.6 16

Different Time Lags. Using multiple time lags improves the average Rank-1 perfor-

mance as shown in Table 4.3 and Figure 4.8. In Table 4.3, we study the average

Rank-1 performance over all 14 viewpoints for different sets of time lags used with

the standard ACnet. The baseline performance with a single τ “ t0u (36.1%) is

improved only slightly (36.9%) by considering the pair of lags t0, 32u. This makes

sense, as the typical number of time samples in a single complete gait period was

approximately 32 time-steps, and using a time lag that is the exact length of the gait

period is equivalent to a time lag of zero. Additionally, we considered two sets of time

lags, t7logu “ t0, 1, 2, 4, 8, 16, 32u and t7stepu “ t0, 10, 20, 30, 40, 50, 60u. A signifi-

cant improvement over the baseline is achieved by both t7logu p39.6%q and t7stepu

(39.4%). The similar performance between t7logu and t7stepu is again likely due to
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the gait period length « 32 meaning that 40, 50, and 60 do not capture significantly

different values than those in t0, 32u.

We can see that adding multiple time lags seems to help mostly the off-diagonal

performance values for cross-view tasks (Fig. 4.8(b and c over a) and over Fig. 4.6(a)).

However, this might simply be because the intra-view performance has been satu-

rated, given that it is a much easier problem.

End-to-End Training. Placing the autocorrelation motion texture layer in the middle

of the CNN and training it end-to-end (E2E) significantly improves performance for

ACnett0u p36.1% to 41.6%q, ACnett7logu p39.4% to 49.7%q, and ACnett7logu+m

p56.1% to 58.0%q as shown in Table 4.4.

Table 4.4: Re-ID by gait results on OU-MVLP, showing improvement of using end-
to-end (E2E) training for ACnet with time lags of t0u and t7logu, with single loss
and multi-loss (+m).

Method Rank-1 (%) Ò Avg. Rank Ó
ACnett0u 36.1 19
ACnetE2Et0u 41.6 11
ACnett7logu 39.4 16
ACnetE2Et7logu 49.7 8
ACnett7logu+m 56.1 10
ACnetE2Et7logu+m 58.0 7

A Direct Matching (DM) approach that simply compares feature distance on

the GEI directly (flattening it into a 1D vector and using L2 distance) was found

to only work for same-viewpoint pairs (Takemura et al., 2018). This is because

the GEI captures the spatial displacement of the limbs and is a direct function of

the viewpoint, such that those closer to side-view demonstrate maximum front-to-

back displacement while those closer to front-view display maximum side-to-side

displacement (Fig. 4.9). Hence, the GEI has large intra-sample variation across
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viewpoints. This suggests that adding a shallow CNN to the GEI can help learn

a view-invariant feature and supports the improvement we see in our end-to-end

approach (Table 4.4).

Figure 4.9: GEI (Han and Bhanu, 2006) from different viewpoints from Takemura
et al. (2018).

Different Losses. Training models with a multi-loss (+m is triplet + categorical)

improves performance over using a single loss (triplet), as shown in Table 4.5 for

several architectures: ACnett0u (36.1% to 36.9%), ACnett7logu (39.4% to 49.7%),

ACnetE2E t7logu (56.1% to 58.0%), and Tran et al. (2015)’s C3D (21.3% to 30.0%).

.

Temporal Window. Increasing the temporal window improves performance, as shown

in Table 4.6 and Figure 4.10. Using our ACnett7logu+m we show that increasing

the temporal window from T “ 40 to 100 improves Rank-1 performance across all

14 viewpoints (from 49.3% to 56.1%). A further increase to T “ 150 only slightly

improves performance (56.3%). This shows that there is a point beyond which ex-

tending the temporal window is no longer beneficial, and thus for the majority of

our experiments we consider T “ 100.
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Table 4.5: Re-ID by gait results on OU-MVLP, showing improvement of training
with multi-loss (+m is triplet + categorical) over single-loss (triplet) for C3D and
our ACnet with time lags t0u and t7logu and trained end-to-end (E2E).

Method Rank-1 (%) Ò Avg. Rank Ó
ACnett0u 36.1 19
ACnett0u+m 36.9 24
ACnett7logu 39.4 16
ACnett7logu+m 56.1 10
ACnetE2Et7logu 49.7 8
ACnetE2Et7logu+m 58.0 7
C3D (Tran et al., 2015) 21.3 41
C3D+m 30.0 31

Table 4.6: Re-ID by gait results on OU-MVLP, showing improvement of using a
longer temporal window (T “ 100 v. T “ 40) but with marginal returns extending
further (T “ 150) for our ACnet with t7logu time lags and multi-loss (+m).

Method Rank-1 (%) Ò Avg. Rank Ó
ACnett7logu+m pT “ 40q 49.3 15
ACnett7logu+m pT “ 100q 56.1 10
ACnett7logu+m pT “ 150q 56.3 10

Given that the average gait period is T “ 32, these results also suggest that for

periodic activities it is useful to capture multiple cycles of the activity. Comparing

these results along with the performance of C3D, which can only handle 15 time

samples, suggests that using autocorrelation as a way to compactly consider a larger

temporal window is a significant advantage that increases along with the temporal

extent of an activity.

Intra-View v. Cross-View. The diagonal of the Rank-1 matrices (Fig. 4.11) represents

the easier intra-view task of learning similarity within the same camera viewpoint.

By contrast, the off-diagonal represents inter-view pairs and entails the much more

challenging task of cross-view learning. It seems that the query-gallery pair p90˝, 0˝q
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Figure 4.10: Rank-1 results for different temporal window lengths (T ) for
ACnett7logu+m, our ACnet with t7logu time lags and multi-loss (+m).

is one of the most challenging inter-view pairs, which makes sense considering that

the front-on and side-views are the most separate viewpoints in terms of appearance

from a single frame and from the sequence of frames. Further, we notice that it is

particularly challenging in general when one of the viewpoints is straight on (0˝ or

180˝) as there is less spatial displacement from the limbs and hence less to distinguish

the gait from.

The Rank-1 matrices for all viewpoints seem as though they can be divided into

four sub-matrices that have similar trends, as seen in Figure 4.11. We notice, as

did Takemura et al. (2018), a similarity between (query, gallery) pairs separated by

180˝. The implementation flips one of the viewpoints so they are similar to a “same-

view pair due to perspective projection assumption” (Makihara et al., 2006b). This

explains why the trends are similar in the sub-matrices defined by: (a) 0˝´90˝ query

to 0˝ ´ 90˝ gallery; (b) 180˝ ´ 270˝ query to 0˝ ´ 90˝ gallery; (c) 0˝ ´ 90˝ query to

180˝ ´ 270˝ gallery; and (d) 180˝ ´ 270˝ query to 180˝ ´ 270˝ gallery viewpoints.

Limitations. Our current experiments only use the set of subjects that appear in

every viewing angle. Takemura et al. (2018) use larger training and testing sets

of approximately 5000 identities. However, they use visual inspection to remove
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Figure 4.11: State-of-the-art Re-ID by gait Rank-1 results for ACnetE2Et7logu+m,
our model using t7logu time lags and trained end-to-end (E2E) with multi-loss (+m)
on OU-MVLP for all viewpoints.

GEIs with a large loss or blur, resulting in slightly different numbers of subjects per

viewing angle (Takemura et al., 2018). As a result, this limits us to 1800 identities

for training, 1800 for testing, and 400 for validation. However, this should not have

a large impact, as the authors of OU-MVLP use the state-of-the-art cross-view gait

recognition method (1in-GEInet) to examine its sensitivity to the number of training

subjects used and find diminishing improvement after using at least 1000 subjects

(Takemura et al., 2018).

4.7 Summary

We proposed a novel system for activity classification. The main contribution of this

chapter is the design of a fixed-size feature to describe the spatial-temporal aspects

of human motion, even when the motion itself extends over variable amounts of space

and time. Our feature uses autocorrelation followed by an optional space-time aggre-

gation step to treat activity as a sort of motion texture, akin to the representations
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used in the literature to describe natural processes such as smoke and waves. This

transformation can be applied to any (series/set) of observations and allows for the

use of off-the-shelf classifiers, including convolutional neural nets. We demonstrate

how the pipeline can be restructured to perform the autocorrelation computation

after the first few layers of the CNN to learn a better motion-texture feature by

training end-to-end. Experiments on typing detection and person re-identification

by gait show promising precision, recall, and computational efficiency and improve-

ments over the state of the art.

While longer-term directions for future work are explored in Chapter 5, we discuss

some immediate extensions now. In future work, we plan to refine our feature for

maximal discriminative ability, enlarge our training and evaluation data sets, and

extend our demonstrations to other types of activities. Additionally, we intend to

improve activity localization in the image for minimal obtrusion for applications that

require privacy filtering.

The space-time aggregation approach we described in this chapter could be ex-

tended by considering other relational signal features or statistics (Yao et al., 2011).

For example, could methods that use 3D HOGs on optical flow (Holte et al., 2010)

be adapted to capture the normal flow of dense trajectories?

Training with specific viewpoint pairs rather than across all angles would likely

improve performance and could be combined with a pre-processing step to determine

the viewpoint. Additionally, a more detailed evaluation of model parameters could be

carried out to optimize performance. Further, model performance can be improved

by adding data augmentation and hard negative mining (Ristani and Tomasi, 2018).
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5

Discussion and Future Work

Before concluding this thesis, we offer a discussion of related applications and sce-

narios that can extend our work, as well as open-ended directions for future work.

We consider different types of activities that may be appropriate for use with our

methods, with or without modification.

5.1 Related Applications and Scenarios

One possible extension is to see how lessons learned in this thesis from representing

hands with silhouettes (Chapter 3) can be transferred to regression and classification

tasks of other targets, such as objects or whole human or animal bodies. For example,

while lemurs are currently tracked with motion-capture markers for various studies,

markerless tracking would be preferable because lemurs resist being shaved for marker

placement, and tend to try to remove their markers. Adding muscle and skin to a

skeleton model seems particularly important to model lemurs, as their bodies are

significantly more deformable than the flesh on a hand.

We showed that our motion texture features can be used to recognize identity in

Section 4.6 and typing activity in Section 4.5, but there are many other applications
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for our motion texture activity recognition framework. For example, a dataset like

OU-MVLP could be used to perform gender or age classification from gait (Takemura

et al., 2018). Further, perhaps the motion texture feature can be used within the

Multi-Camera Multi-Target Tracking pipeline to help improve matching identities

(Ristani and Tomasi, 2018). An open direction to explore would be to see if motion

texture features can be used to recognize objects or object traits. For example, can

we tell if an object is heavy, rigid, articulated, sharp, or fragile? This may help us

differentiate context, for example, distinguishing between a person typing on a fixed

keypad or a mobile phone.

In Section 4.5, we showed that phone PIN entry can be detected and recognized

from ego-centric or fixed surveillance video. Our study could be extended to consider

new challenges of fixed and dynamic video streams in the wild. An interesting

question is whether PIN entry can be detected from hand motion alone in video of a

bystander unlocking their phone when the screen is not visible. Can motion texture

be used to detect typing across devices, such as keyboards, bank ATMs, or credit

card machines?

5.2 Manipulation

A set of additional open questions surrounds studying scenes with multiple bodies or

hands and scenes with object manipulation or interaction. The ability to track the

hand pose during manipulation tasks would enable learning skills and grasps from

human demonstration valuable for numerous applications including domestic robots,

healthcare, and virtual reality.

Multiple hands pose issues of ambiguity during fitting, and of escalating occlusion

problems. Manipulation is both a challenge and an opportunity. The challenge

derives from the fact that the object can occlude the hand, and the opportunity

comes from the observation that if the object is rigid then it imposes strong kinematic

112



constraints on the hand joints (Montana, 1995), and may reduce the dimension of

the effective pose space for the hand.

The key for both hand and object pose estimation seems to be in finding and

recognizing the features of the object that most effectively distinguish its pose. We

notice that during manipulation, while occlusions can occur, there are also other

clues that might help to distinguish pose.

The global orientation of the hand, or changes in camera viewpoint, contribute

to large changes in the appearance of the hand. This is because as the wrist rotates

the hand is likely to self-occlude. Estimating the pose of the hand in the presence

of occlusions is challenging because of the high DoF of the hand. By contrast,

consider simple rigid objects with 6 DoF for translation and rotation. Without local

articulation, occlusions from manipulation only prevent pose estimation of the object

if there is not enough of it visible to establish its pose.

Object visibility, hand visibility, and visible object-hand ratios can perhaps be

used to help estimate both hand and object pose. In particular, it seems that the

object visibility and hand visibility might be useful in determining the global rotation

of the hand. For example, given a sufficiently large object like a cup that the hand

cannot completely wrap around, the rotation of the wrist away from the body leads

to a slight increase in hand visibility (the thumb), whereas rotating towards the

body would lead to a greater increase in hand visibility (four fingers) and decrease

in object visibility.

A good hand tracking approach must be able to sufficiently estimate and control

for the global orientation of the hand. Traditional database indexing approaches

search a large database of hand poses complete with varying wrist rotations. To

be efficient, database indexing approaches must effectively and efficiently search a

database of samples. Searching a large database with global orientations is not

only time consuming, but also has more potential local minima. Multi-layer ap-
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proaches reduce the search space by first finding the likely global orientation(s) and

then searching the relevant samples in the database to estimate the full hand pose.

However, these approaches still rely on storing a large database with many global

orientations. Further, there are also two major potential causes for failure including

if global orientation was not sampled finely enough and if error propagates from an

incorrect global orientation estimate.

This leads to the question of how to efficiently represent and control for natural

wrist motion. While the space of finger articulation has been reduced by exploiting

natural hand motion, the global orientation of the hand is often added by simply

discretizing over the possible space. How densely does global orientation have to

be sampled? It is likely that uniformly sampling the global orientation may not be

the correct approach and require too many, and possibly irrelevant, samples. For

example, is there a natural space of global orientations that can be taken advantage

of, similar to how we took advantage of natural space of hand configurations in

Section 3.3. Another potential option could be to estimate the global orientation

and then project the observation onto a common reference frame.

If the full body is visible, the global orientation could be found by finding the

wrist. However, even then, finding the rotation of the wrist can be challenging

depending on viewpoint and pose. The object orientation and contact with the hand

during manipulation can be used to help estimate the global orientation of the hand.

5.3 Privacy-Utility Filters

In this thesis, we discussed how systems built on data observations from surveillance

cameras can face design conflicts between utility, that is, the benefits of preserving the

information the camera records, and privacy, that is, the ability for the people being

observed to conceal information they want to protect. For example, in Section 4.5

a camera monitoring an office kitchen may be useful in identifying a food thief, but
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might unintentionally reveal the PIN someone enters on a mobile phone. To relieve

this tension between utility and privacy, we presented a pipeline for detecting typing

and masking out positive detection windows. There are many potential directions to

extend this work. Mainly, can a better privacy filter and pipeline be designed with

computer vision tools?

Traditionally, a privacy filter “mask[s] out potentially sensitive information” in

media content (Boyle et al., 2000). A good filter must balance trade-offs between

the preservation of privacy and awareness, or the “intelligibility of activities under

video surveillance” (Korshunov et al., 2012b). Significant work has been aimed at

protecting specific content like the identity explicitly revealed by facial appearance

(Dufaux and Ebrahimi, 2010). However, as demonstrated by our use of motion

texture to recognize identities from gait in Section 4.6, implicit channels of video

data can also contain sensitive information (Saini et al., 2010).

There is a question of what method produces the optimal filter. For example,

consider our kitchen surveillance scenario. Given a positive detection of typing activ-

ity, how much of the video do we want to block and how? An effective privacy filter

could perturb the image in space and time in numerous ways: quantization methods

such as pixelation or changing the frame rate; blurring by interpolation in space or

time; scrambling with randomization or warping to transform the image in space and

time; and dimming to reduce the contrast or intensity. Determining the optimal fil-

tering technique requires establishing a metric(s) for performance evaluation. There

are several different definitions of optimal to consider. In our typing example, one

goal may simply be to prevent a password from being stolen while another may be

to detect the identity of a food thief from the same video. One question is how to

design a privacy-utility filter that jointly handles these different considerations. A

further question is how to design the filter to obscure sensitive content in a way that

least degrades the viewer experience (Korshunov et al., 2012a)? Such approaches
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consider a human end user, such as a security guard (Liu and Nelakuditi, 2004).

Crowdsourcing techniques have been used to subjectively evaluate the trade-off be-

tween intelligibility and privacy protection of several filters (Bonetto et al., 2015;

Korshunov et al., 2012a).

The privacy filter pipeline described in Section 4.5 employed a simple per-frame

window-based binary classification. However, smarter systems might apply a privacy

filter as a function of the confidence in the classification label. Can neighboring labels

(in space or time) be used to make the system more robust or smooth the output?

Are there application specific values assigned to the trade-offs between privacy and

utility that can be determined ahead of time and used to dynamically adapt how the

privacy filter is applied?

5.4 Activity Annotations

The demands of a privacy-utility filter make it clear that an important line of future

work includes studying what constitutes a good activity annotation, or rather, how

localized in time and space can the specified targeted content be. For example, in

typing detection a window-based approach could consider the hand and phone jointly.

Using a window-based approach can improve the run-time and storage footprint

needed to compute the feature and perform classification. Further, a window-based

method increases the amount of samples available for training the classifier. However,

depending on the relative size of the target content in the image, it may increase the

number of negative samples more substantially than positive ones. This imbalance

could be handled by (i) splitting labeled regions into smaller samples; (ii) using the

same sized window to sample around the labeled window and maybe assigning a

partial label score; or (iii) adding noise or rotations to samples.

While a wider labeled region would improve classification performance, narrower

regions better enable activity filtering that balances both privacy and utility concerns.
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However, too narrow regions could lead to positive and negative samples that have

minimal or no distinguishing structure. Consider PIN entry on a phone. While many

trajectories are associated with this activity, we just consider two sets of trajectories:

those associated with thumb motion and those associated with the phone screen. The

thumb may move across the phone without turning on the screen or make a similar

motion to PIN entry when tapping on a desk. Similarly, the phone screen may turn

on without being prompted by thumb motion (for example, if receiving a text or

call). A good detection window for PIN entry should therefore be wide enough to

at least capture both the thumbs and the phone screen. But, how wide is too wide

for the detection window in space? In time? Our work gives some intuition that

context may be useful, but further work is necessary to study appropriate labels

with multiple granularities.

5.5 Feature Detail

This thesis explored how to represent motions that vary over space and time. Further,

our work provides insight that the full story may be too difficult to compute or

unnecessary for many human motion analysis applications. Future directions include

a more systematic exploration of the level of detail required in both space and time

depending on different activity types. We now offer some observations and potential

directions.

This thesis showed the power of silhouettes to be a simple, yet expressive, repre-

sentation of the human hand and body geometry. However, the silhouette does not

always capture information about the extremities when occlusions occur. The hand

is particularly prone to self-occlusions, such as when the fingers lie in front of the

palm. As noted in Chapter 3, such self-occlusions make it impossible for a single

silhouette to distinguish between different poses and configurations. To handle this,

future work might segment the palm plane out and look at the remaining bound-
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ary or use depth information. Depth information could be valuable to help segment

the hand or body, discern occlusions, and find global orientation. For example, the

silhouette protrusions could be used to identify the 2D position of body landmarks

such as fingertips or feet and depth information could then be used to get the 3D

positions of these landmarks.

Our motion texture approach provides a fixed-length feature for capturing space-

time patterns but can require a bit of fine tuning. Future work includes a more

detailed exploration of the different signal types for the motion texture method

(Chapter 4), including both their intermediate and final representations. For ex-

ample, if the feature is constructed to represent skeleton joints it could simply be the

3D joint positions or other aspects, such as orientation, magnitude or even appear-

ance, could be considered. Other intermediate representations to consider include

optical flow and learned spatial attention features. Duke MTMC-reID could be used

to compare raw RGB and 2D skeleton-based intermediate representations generated

using OpenPose or a similar detector. Further, while we showed in Section 4.5 that

a dense set of corner points was beneficial for capturing hand-object motion without

pose estimation, additional work could be done to discern intelligent ways to seed

feature points of interest and how to represent the resulting trajectories.

There is also more room to study different final motion texture representations.

For example, autocorrelation could be used in conjunction with other statistics, such

as cross-correlation, or appearance information. Additionally, principal component

analysis has shown success in reducing HOG descriptors for the global full body,

and similar methods could be used to reduce the input or final feature sizes (Lu and

Little, 2006).

Additionally, the temporal window considered, sampling frequency, and normal-

ization techniques could be further studied systematically. For example, studying

different temporal sampling frequencies would let us better analyze the limitation of
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methods that can only consider a limited number of time samples. A method like

C3D can only consider approximately 15 time samples (Tran et al., 2015), and it

would be useful to know if extending the temporal window history by decreasing the

temporal sampling resolution would improve results and how those might compare

with other methods.

Further, the autocorrelation update function could be extended to adjust the

weighting of the different components and explore how much history should be con-

sidered given different applications. Additional exploration into the ideal set of time

lags would be beneficial with an acknowledgement of application dependency. If the

activity is periodic and the average period is known, it likely makes sense to set the

average period as the upper bound on possible time lag values, but to consider a

temporal window that captures multiple cycles.
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6

Conclusion

This thesis studied the level of detail, in space and time, needed to classify and

describe various types of human activities. In short, our work demonstrates that

an ideal activity analysis pipeline would hierarchically consider increasing levels of

detail, in space and time, until the desired performance is achieved.

Our work focused on what we can tell about human activity without full re-

construction, that is, without fully tracking each body joint over the entire activity

video. In particular, we framed our work by exploring activities that can be analyzed

from a single observation and those that require information about a collection of

observations.

We showed that silhouettes can be used as simple, yet expressive, representations

of the shape and geometry of the human body, including the hand. In Chapter 3, our

silhouette-based signature and database-retrieval method was shown to be capable

of achieving state-of-the-art performance in classification and regression tasks for an

isolated hand. In Chapter 4, we explored recognition of activities that cannot be

distinguished by a single frame. We showed in Section 4.6 that autocorrelation fea-

tures extracted from a sequence of silhouettes can be used to obtain state-of-the-art
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performance in cross-view person re-identification from gait. The silhouette sequence

contains a motion texture produced by the pattern of body shape information during

walking that is useful for discriminating between identities. Such silhouette-based

features likely require a target with extremities whose extension and abduction is

at least partially captured by a silhouette shape along with the geometry that is

relevant to the pose or configuration of the target.

We then explored activities like typing where the occlusions and motion speed

render silhouette-based representations inadequate and pose-based representations

difficult to estimate and unnecessary. For capturing complex hand-object manipula-

tions like typing, in Section 4.5 we showed the success of using a dense set of corner

points and an additional space-time aggregation after computing the autocorrelation

of the trajectories. Unlike skeleton-based representations, such a representation is

not limited to the human body and therefore can account for contextual information,

such as objects the human interacts with and the background.

While our general motion texture approach could be extended to any activity, we

note that it is not particularly suited to activities that can be classified from a single

moment in time or those that require an exact ordered sequence of poses (such as

detecting opening a fridge door instead of closing the fridge door). In these cases,

our approach for coarse pose estimation (Chapter 3) can be used directly or refined

with local optimization and used for pose-based representations of motion.

Rather, our autocorrelation motion texture feature is most suited to activities

that, like typing and walking, exhibit some structure and some individual random-

ness. Some areas of applications include: biometric applications like identification

by hand waving; detection of anomalies in activities for medical purposes, such as

comparing the similarity of motion texture patterns to detect injury or disease; crowd

analysis, including to supplement Multi-Target Multi-Camera Tracking and to detect

abnormal behavior; and for analysis of natural processes such as smoke and waves.
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The methods presented in this thesis for pose estimation, configuration classifica-

tion, and activity classification all require using an example-database of input-output

pairs. A feature and mapping from feature to output space must both be manually

defined or learned. This thesis explored both hand-crafting and learning the features.

First, we took a hand-crafted approach to analyzing the hand from a single frame.

Given that a data-fitting model-based method can suffer from local minima, our

work focused on using a lightweight silhouette representation and database-retrieval

approach to classify configurations or approximate a coarse global initialization for

tracking. To this end, we presented a novel silhouette signature and indexing method

in Chapter 3 to capture differences in both the extension and abduction of fingers

and approximate the full 3D hand pose or configuration class using a modified Earth

Mover’s Distance (Rubner et al., 2000). We showed that approximate regression and

classification problems can become the same if using a database-retrieval approach

in Chapter 3. Further, we demonstrated that this approach can achieve state-of-the

art performance while decreasing the test run-time.

The approach we described in Chapter 4 lies at the intersection of the two ex-

tremes of hand-crafted and learning-based feature construction. We took a middle

ground, using statistics to extract any invariance to get the underlying structure.

Specifically, we used features based on space-time motion texture to distinguish

activities where a single frame or detailed sequence of tracked elements would be

inadequate or unnecessary.

We bypassed the generative approach by designing a novel method for trans-

forming any set of input motion signals into a compact fixed-size feature, even for

activities with varying extents in space and time. We described how to use auto-

correlation on each element of the input signal to extract a motion texture that

captures information about the sequence of signal states. Additionally, we designed

a modified version of HOG to aggregate over coarse spatial cells and fine temporal
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bins. The space-time aggregation is optional and applied after autocorrelation if the

application requires further compression or uses an input of signals that vary in both

space and time, such as dense trajectories from tracking corner points.

Converting events of variable length and extent to a fixed-size feature through

a light-weight computation makes it possible to use off-the-shelf classifiers for our

mapping to recognize and localize human activities. Cognizant of the recent successes

and popularity of convolutional neural networks, we show that autocorrelation and

the optional space-time aggregation can be used as a “motion texture layer” within a

deep net architecture for activity classification that requires fixed-size input. Further,

we demonstrated the ability to directly input a feature to the motion texture layer

or to place a shallow network before the motion texture layer to first learn abstract

frame-level features and improve classification performance by training the network

end-to-end. We demonstrated the success of our motion texture features for typing

detection (4.5) and identity recognition from gait (4.6).

Our motion texture approach to activity classification has several advantages.

Our feature can be computed from any series of raw data observations or intermediate

representations, and thus can capture other types of motion in addition to human

activities. Additionally, working to recognize the underlying pattern and repetition of

a motion without the need for full pose estimation helps in situations with occlusions

or when pose estimation is challenging or impossible. Further, this approach has

advantages for non-rigid motion that is hard to model. Finally, the feature accounts

for the general concept of the motion texture in activities but can be applied to any

activity, scene, or user.

Finally, machine learning approaches like those presented in this thesis require

constructing a good example database. A good example database consists of anno-

tated samples with variations in appearance across and within user(s), viewpoint(s),

scene(s), and motion(s). In Chapter 3.3, we described a novel method for collecting
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real images with automatically labeled ground truth pose using a depth sensor and

sensor glove simultaneously. We used this method to collect a new isolated-hand

pose database of random motion as well as a gesture and finger-spelling database

with pose and configuration class labels. Additionally, we demonstrated how low-

dispersion sampling can be used to represent the natural space of human hand motion

more efficiently. This is particularly important for database-retrieval approaches that

require storing and indexing the data set at test time.

To conclude, we step back and consider what is on the horizon for this area of

computer vision work. In this thesis, we showed that appearance can be used to ana-

lyze a set of activities, like hand configurations. We also showed that motion texture

can be used to describe a different set of activities, such as typing or walking. An

important long term direction is to understand to what extent do we need to recon-

struct the whole world, and in what cases is motion texture not enough. Literature

has shown that affinities can be used to help detect pose without a combinatorial

process (Cao et al., 2017). An interesting direction would be to use this concept to

capture affinities between space-time events.
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Appendix A

Efficient Database Retrieval Implementation

This Appendix chapter details an example of the implementation described in Section

3.5.3 and used in our previously published work on effective database retrieval for

hand pose estimation and classification (Carley and Tomasi, 2015).

Given an example-database we index it in a way to prioritize correspondence and

increase efficiency. If we compare a query with the entire database, the indexing

speed is dependent on the size of the database. However, many signatures in the

example-database may be so different from the query that we can eliminate them

from our set of comparisons. In this way, indexing can be sped up by a pre-processing

step to find signatures that share similarities.

For a given example-database Λ we let the target’s indexing subset be Λindex Ď Λ.

We aim to reduce the size of Λindex by eliminating very dissimilar poses. To do this,

we use signatures’ (I) total weights and (II) the persistence of their segments.

(I) Finger-Earth Mover’s Distance (FEMD) was introduced by Ren et al. (2011b)

to account for signatures of unequal weights with a penalty, Eempty, on the differ-

ence between the weights of the signatures, normalized by the weight of the smaller
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signature such that

EemptypS ,T q “
|
řm
i“1w

Si ´
řn
j“1w

Tj |
řm
i“1

řn
j“1 fij

. (A.1)

The FEMD distance is then a penalized version of EMD:

FEMDpS ,T q “ p1´ βqEMD` βEempty. (A.2)

Ren et al. (2011b) set β “ 0.5.

We note that the Eempty penalty is independent of the signature distance and

could be used instead to improve indexing speed by eliminating comparison with

signatures of very different weights. We calculate the Eempty penalty for the target

with Λ and keep the database signatures that are less than a specified threshold

τEempty to find

Λindex
Eempty “ tS P Λ | EemptypS ,T q ă τEemptyu. (A.3)

(II) To help differentiate the number of non-occluded fingers in different signatures

we use the persistence of their segments. We use the the number of segments in

signature S with π greater than a set threshold τπindex to get

Λindex
π
“ tS P Λ | |πS

m ą τπindex| “ |π
T
m ą τπindex|u. (A.4)

In this work, we combine (I) and (II) such that given the set of possible indexing

databases tΛindexu “ ttΛindex
Eempty ,Λindex

π,Λindex
Eempty X Λindex

π,Λu the indexing

database is chosen to be

Λindex “ argmin
ΛindexPtΛindexu |Λindex‰H

|Λindex|. (A.5)
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Appendix B

Supplemental Typing Detection Experiments

This Appendix chapter expands on Section 4.5 and gives full details of our evaluation

method and results for supplemental experiments on typing detection.

B.1 Evaluation

First, we describe the benchmark data sets, features, experiment settings, and result

measures for typing detection performance evaluation.

B.1.1 Benchmarks

We collected and annotated two new data sets for training and evaluation of typing

detection. The Kitchen and Desk Surveillance data sets focus on mobile phone PIN

entries captured from a fixed surveillance and ego-centric setting respectively. We use

a GoPro Hero 4 Session to collect video sequences with a resolution of 1920ˆ1080 and

captured at 60 fps.1 In each setting we collect sequences for multiple subjects and

PINs. During each sequence the subject performs a variety of actions, including PIN

1 Video Settings for GoPro Hero 4 Session: Video Format: NTSC, Low Light: off, Spot Meter:
off, Protune: on [White Balance: Native, Color: GoPro Color, ISO Limit: 1600, Sharpness: off,
EV Comp: 0.0, Field of View: wide].
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entry, general phone interaction, and non-phone related activity. In total, we used

3 different subjects2 and 15 different PINs to capture 18 different video sequences,

totaling 87, 973 frames or 24.4 minutes of footage at 60 fps.

For the Kitchen data set, we placed a camera next to an actual surveillance

camera in an office kitchen. While the surveillance system is meant to identify food

thieves or vandals, it should not allow intruding on the privacy of the kitchen users.

For example, it should not be possible to discern anything anyone types on their

cellphone while they wait for their coffee to brew. Kitchen consists of 36, 444 frames

or 10.1 minutes of footage at 60 fps. The video sequences collected for Kitchen

include unlocking the phone with the PIN, general phone interaction, holding the

phone without typing, getting the phone out of the pocket, and opening the fridge.

Each subject performs these actions multiple times and with different global body

position and orientation.

The Desk data set was collected using an egocentric camera placement. We used

a tripod to fix a camera position similar to over the right shoulder of the subject, but

future work might explore using video from actual lifelogger devices. Desk consists

of 51, 529 frames or 14.3 minutes of footage at 60 fps. Each video consists of a

sequence of actions performed by the subject that involve the hands freely moving,

interacting with the phone, and interacting with another object that is relevant to

a desk setting. In these experiments a bottle or glass is placed on the desk and a

subject performs a sequence of actions, including unlocking the phone with the PIN

multiple times. Additionally, the subject interacts with the drink in various ways

that lead to occlusions and overlapping global arm motions with those that occur

during phone interaction.

2 The subjects were the authors of this work and willingly consented to participation.
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Annotations. For both data sets we manually annotate each frame with one of 6

event labels:

• 1: Phone out of view

• 2: Phone in view but not in hand

• 3: Hand over phone (but not holding phone)

• 4: Phone in hand

• 5: Phone interaction

• 6: PIN entry

Effectively training the classifier requires samples for both positive and negative

examples of our target activity–we look at both PIN entry alone, typing in general,

and a broader category of hand-phone interaction. For positive samples, we must

address different variations in hand shape, activity speed, viewpoint, and phone and

scene appearance. For negative samples, we include sequences where hands are not

present, hands are not the focus, phones are not present, the phone is occluded by

the hand, and hands are present but are engaged in non-phone activities. The most

challenging task is detecting PIN entry, where negative samples include hands that

are interacting with the phone in other ways. To achieve better generalization we

use many negative samples of hands interacting and freely moving in proximity to a

cellphone and several other kitchen (and desk)-related objects.

We demonstrate how our method works as part of a window-based approach. We

use two annotation types to provide detection windows that capture the hand and

any interacting objects.

The first annotation type provides approximate detection windows. These are

found using OpenPose (Cao et al., 2017; Simon et al., 2017; Wei et al., 2016) as a

basis to identify the hand and then a bounding box was added around the wrist and

finger joints with padding around a computed palm center point. We found a window

of 200ˆ 200 pixels sufficient to capture the hand and phone in the Kitchen setting.
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However, because of occlusions and the speed of hand motion in our data sets there

are many cases when the hand detection fails. We manually set the video interval

where positive detections should occur, and in cases where OpenPose fails, we simply

interpolate based on the palm center positions of preceding and subsequent positive

detections.

We also manually annotate a subset with even narrower detection windows that

bound the hand and object and later add a contextual-based padding in order to

show the improvement of our method given a reliable hand tracker or hand-object

detector. Unless otherwise noted, the experiments are conducted on the approximate

detection windows.

B.1.2 Measures

We evaluate performance using accuracy, precision, and recall. Accuracy gives the

fraction of frames that our trained network correctly labels. Precision gives the

fraction of frames labeled as positive that are actually positive. Recall gives the

fraction of frames correctly labeled as positive out of all frames with a true positive

label. We also note the feature size (per frame), |S|, and the F -score, F “ 2 ˚Prec. ˚

Recall{pPrec.`Recallq.

We use precision and recall to assess the trade-off between privacy and awareness

that can be selected based on the application needs. For example, a system that

achieves total privacy may output a completely blacked out video feed whereas one

with total awareness may output a completely unobscured feed. The precision-recall

curve is thus important, as a system that values privacy may prefer a high recall

whereas a security application may care more about precision so that they are not

seeing needlessly obscured footage.
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B.1.3 Compared Methods

We compare the recognition performance achieved with our descriptors with that ob-

tained with some simpler, baseline descriptors, namely, raw frames, frame differences,

and trajectories. This comparison allows exploring the potential for spatial aggre-

gation and the ability of our descriptors to capture substantial motion information

while reducing descriptor input size.

More specifically, we consider four baseline features built from observations across

a set of T time-stamps defined by the maximum temporal extent to consider, Tmax,

and the time-stamp sampling step-size, ∆T ptq, such that:

T ptq “ r0 : ∆T ptq : Tmaxs. (B.1)

Baselines. We consider the standard approach of using a sequence of raw RGB

images, grey-scaled to size H ˆW , as input to the deep net. RGB captures temporal

context by concatenating raw video frames into a feature, such that the feature depth

is equal to the number of time-stamps.

We also consider frame differences. Diff is constructed in the same way as RGB

but then subtracts the current frame from each of the sampled frames. We do this

to represent capturing motion information while reducing the infulence of context

information such as the appearance of the subject, setting, or cellphone type.

We also build a baseline from trajectories without using autocorrelation or spatial

aggregation. We consider the concatenation-based sequence Traj, which has depth

equivalent to the number of time-stamps. In addition, we study a variation that

captures the distribution: Traj` adds the trajectory information from each of the

sampled frames to give a feature with depth of 1.

Cell-Based Autocovariance Trajectory Feature. We compare these baselines with our

cell-based autocovariance trajectory feature (AC), computed as described in Section
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4.5.1. We consider varying spatial resolutions of 2BC ˆ L, such that C “ Nr ˆ ¨Nc,

is the number of cells with Nr cells per height and Nc cells per width, and B is the

number of autocovariance bins and L the number of time lags.

We denote the different temporal detail captured by the methods: RGB, Diff,

and Traj all capture total order (TO), while Traj` capture distribution (D), and

our AC feature captures motion texture (MT).

B.1.4 Training and Testing

We run experiments for our autocovariance motion texture feature (AC) and baseline

features with different parameters under several training and testing configurations.

To run an experiment: We define the training and testing set, the features to use,

and the event labels that constitute a positive sample, pl, and the labels that con-

stitute a negative sample, nl. Unless otherwise denoted, we let nl be implied by pl.

Additionally, we denote the experiment set such that Kitchen:6+ is for pl “ 6 which

implies nl “ 12345 and is for the Kitchen setting with positive cases including only

PIN entry and negative cases including everything else, such as holding the phone,

getting the phone out of the pocket, and opening the fridge. We also set parameters

for the number of samples to use in the training and testing set and ensure that

we pull an even distribution of event labels. Unless otherwise specified, the results

shown are for the Kitchen:56+ and use 9, 000 training samples (4, 500`, 4, 500´),

1, 000 testing samples (500`, 500´), and 1, 000 validation samples (500`, 500´).

Network Design. We evaluate the basic autocorrelation network approach for typing

detection using the hand-crafted autocovariance feature (AC) or baseline features as

input into the CNN architecture shown in Figure B.1. The network is implemented

with sequential architecture using TensorFlow and Keras3. The network takes as

3 https://www.tensorflow.org and https://keras.io
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input a feature with size H ˆW ˆ T for the baselines, re-sizing as necessary to a

fixed size of 64ˆ 64ˆ T or 2BC ˆ L for AC.

2D Conv
2D Pool

Dense

Dense!"

# Softmax with 
Loss

2D Conv
2D Pool

Dropout = .25

64 ⋅ 7×7
2×2

32 ⋅ 5×5
3×3

2D Conv
2D Pool

16 ⋅ 3×3
3×3

64

Input: Silhouette Sequence

Autocorrelation Layer 2D Conv
2D Pool
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Dense!"

# Softmax with 
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2D Pool

Dropout = .25

2×2

3×3

2D Conv
2D Pool3×3

64

Autocorrelation Layer
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Input: Silhouette Sequence
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(a) .#/01 / 1in-GEInet 2 .#/01343 5 #36
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64 ⋅ 7×7

32 ⋅ 5×5

16 ⋅ 3×3
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# = 2 Softmax with 
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32 ⋅ 3×3
2×2

32 ⋅ 3×3
2×2
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(a) 89:;/<-01

Dropout = .25

Dropout = .5
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2×2

Dropout = .5
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Figure B.1: Network architecture design for typing detection. Numbers written
to the left side of Conv, Pool, and Dense indicate: [#filters ¨ filter size], [filter size],
and [# of nodes] respectively. The output is a C “ 2-dimensional vector for binary
classification of the target activity. The model is sequential and the convolutional
and dense layers are done with ‘ReLU.’

A training and validation set are specified along with the number of epochs and

batch size to use for training. A default of 100 epochs and mini-batch size of 50

samples is used with an even split between positive and negative samples. The model

is trained using categorical cross-entropy loss and ‘rmsprop’ (root-mean-square error)

optimization. An early-stopping criterion monitors validation loss and sets patience

at 5 epochs. Kf is the number of units or nodes in the last layer of the network

before the softmax classification. The default for Kf is 512 nodes, but we also use
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Table B.1: Typing detection results for Kitchen setting.

Dataset Kf Feat.
T 

Detail |S| Recall Prec. Acc. F-score loss
nr x nc (C) 

/ [HxW]
B x L / 

[maxT:/\]

Kitchen: 
456+, 
123-

512

AC MT 3780 1.000 0.990 0.995 0.995 0.032 5x9 7x6
Traj+ D 4096 0.652 0.994 0.824 0.787 2.162 [64x64] [10:2]
Diff TO 20480 0.564 1.000 0.782 0.721 2.922 [64x64] [10:2]
Traj TO 20480 0.492 0.996 0.745 0.659 3.409 [64x64] [10:2]

RGB TO 20480 0.200 1.000 0.600 0.333 5.893 [64x64] [10:2]

Kitchen: 
56+, 
1234-

512
AC MT 9900 0.626 0.733 0.699 0.675 2.700 5x9 11x10
Diff TO 49152 1.000 0.555 0.599 0.714 4.909 [64x64] [120:10]
Traj TO 49152 0.822 0.551 0.576 0.660 3.685 [64x64] [120:10]

Kitchen: 
6+, 

12345-

512

AC MT 9900 0.994 0.569 0.621 0.724 5.505 5x9 11x10
AC MT 1260 1.000 0.551 0.593 0.711 5.279 3x5 7x6

RGB TO 49152 1.000 0.545 0.582 0.705 6.444 [64x64] [120:10]
Traj+ D 4096 1.000 0.510 0.520 0.676 6.986 [64x64] [120:10]

256

AC MT 19800 0.574 0.772 0.702 0.658 2.832 5x9 11x20
AC MT 1260 0.976 0.545 0.581 0.700 5.893 3x5 7x6

RGB TO 20480 1.000 0.534 0.564 0.696 6.892 [64x64] [100:20]
Traj+ D 4096 0.988 0.497 0.494 0.661 8.027 [64x64] [100:20]
Traj TO 20480 0.968 0.492 0.485 0.653 8.053 [64x64] [100:20]

128

AC MT 19800 0.866 0.600 0.644 0.709 4.054 5x9 11x20
AC MT 1260 1.000 0.551 0.593 0.711 6.095 3x5 7x6
AC MT 1260 0.901 0.972

Traj+ D 4096 0.990 0.498 0.495 0.662 8.073 [64x64] [10:2]

256 and 128 nodes.

B.2 Results

We consider several variations within our method and those we compare with and

find the following results and observations. The precision-recall results (Fig. B.4 and

Tables B.2 and B.1) show the robustness of our approach to variations in body shape,

activity speed, viewpoint, and settings. These initial results show the promising

advantages of our method for spatial aggregation and the effectiveness of our fixed-

size feature in encoding temporal information over varying time intervals. Further,

these results not only show that the AC feature achieves superior results compared

with the baselines, but that it accomplishes this with a smaller footprint that allows
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Table B.2: Typing detection results for Desk setting.

Dataset Kf Feat.
T 

Detail |S| Recall Prec. Acc. F-score loss
nr x nc (C) 

/ [HxW]
B x L / 

[maxT:/\]

Desk: 
456+ 
123-

512

AC MT 9900 0.954 0.972 0.963 0.963 0.407 5x9 11x10
AC MT 1260 0.896 0.947 0.923 0.921 0.914 3x5 7x6
Diff TO 20480 0.704 0.922 0.822 0.798 2.249 [64x64] [10:2]

RGB TO 20480 1.000 0.518 0.534 0.682 6.708 [64x64] [10:2]

256
AC MT 1260 0.916 0.946 0.932 0.931 0.186 3x5 7x6

RGB TO 20480 0.938 0.615 0.675 0.743 3.474 [64x64] [10:2]
128 AC MT 1260 0.932 0.951 0.942 0.941 0.701 3x5 7x6

Desk: 
56+, 
1234-

512

AC MT 9900 0.878 0.903 0.892 0.891 1.011 5x9 11x10
AC MT 3300 0.714 0.741 0.732 0.727 2.384 3x5 11x10
AC MT 1260 0.698 0.693 0.694 0.695 3.267 3x5 7x6
Diff TO 20480 0.088 0.957 0.542 0.161 6.350 [64x64] [10:2]

256

AC MT 6160 0.756 0.920 0.845 0.830 1.736 4x7 11x10
AC MT 1260 0.448 0.742 0.646 0.559 1.442 3x5 7x6
Diff TO 20480 0.022 1.000 0.511 0.043 7.725 [64x64] [100:20]

RGB TO 20480 0.002 0.006 0.339 0.003 9.187 [64x64] [100:20]
128 AC MT 1260 0.592 0.818 0.730 0.687 3.597 3x5 7x6

Desk: 
6+, 

12345-

512

AC MT 9900 0.998 0.707 0.792 0.828 2.766 5x9 11x10
AC MT 1260 0.692 0.767 0.741 0.728 3.275 3x5 7x6

RGB TO 20480 0.136 1.000 0.568 0.239 6.492 [64x64] [10:2]
Diff TO 20480 0.428 0.586 0.563 0.495 4.946 [64x64] [10:2]

256

AC MT 9900 0.996 0.848 0.909 0.916 1.201 5x9 11x10
AC MT 1260 0.736 0.835 0.795 0.782 1.819 3x5 7x6
Diff TO 20480 0.540 0.993 0.768 0.700 3.717 [64x64] [100:20]

RGB TO 20480 0.578 0.655 0.637 0.614 1.280 [64x64] [100:20]

128
AC MT 1260 0.758 0.770 0.766 0.764 2.906 3x5 7x6
Diff TO 20480 0.590 0.644 0.632 0.616 3.787 [64x64] [10:2]

for lower memory requirements and training time than the compared baselines.

Comparisons with Baselines. RGB does capture useful information, such as the location

of the fingers with respect to the phone and the screen appearance, such as if it is on

or has a PIN pad. However, Diff often performs better than RGB (Table B.1, B.2)

and Traj` comes close (Table B.1), suggesting that motion information is more

important than appearance.
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Figure B.2: Recall (blue) and precision (red) for the AC feature at different spatial
and temporal resolutions for the Desk:56+ scenario. AC : 5ˆ 9, 11ˆ 10 indicates the
AC feature with 5ˆ9 spatial cells, each with a 2D histogram of 11ˆ10 autocorrelation
by time lag values.

Space-Time Resolutions. We evaluate our AC features and baselines across several

resolutions. In general, we find that increasing the resolutions improves performance

(Fig. B.2). For example, Table B.1 for Kitchen:6+ and Kf “ 256 nodes shows an

improvement for both AC and the baselines. Note that while the AC features generally

improve accuracy with increased resolution that the total feature size |S| is still in

most cases much smaller or comparable to the baseline sizes.

Increasing both the maximum temporal history and the temporal sampling step-

size improves the baseline performance in most cases (see Tables B.1 and B.2 and

Fig. B.3).

Different Target Activities. We explore the impact of using different label sets for the

positive and negative samples. The trends for both Kitchen and Desk show that

pl “ 6 (PIN Only) is the hardest classification task, with pl “ 56 (phone interaction)

the next most challenging, and pl “ 456 (phone in hand) the easiest. For the Kitchen

data set, using pl “ 56 and pl “ 6 yield similar results while using pl “ 456 really

improves performance. This indicates that having motion before and after the PIN

entry (such as the swiping to load the unlock screen) is useful context for detecting
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Figure B.3: Temporal detail of baseline typing detection features. Recall (blue)
and precision (red) for the same number of temporal samples over 100 and 10 frames
for both the Traj` distribution baseline and the Traj concatenation baseline.

the activity.

Embedding Dimension. Figure B.4 shows that increasing Kf , the embedding dimen-

sion of the feature learned by the last layer of the trained network, increases the

precision for the baselines at minimal cost to recall. However, this requires an in-

crease in training and testing time. Further, even with Kf “ 512 nodes, the baselines

still generally performs worse than our AC feature with Kf “ 256 nodes.

Annotations. We also compare our feature (AC) with the baseline features using the

narrower manually annotated detection windows sized to capture the hand and any

interacting object. Figure B.4 compares our AC features with the best performing

baselines (those built using raw RGB image differences: Diff). The experiment is

done on the most challenging Kitchen:6+ data set for the target activity of detecting

PIN entry activity (pl “ 6).

The performance using the manually annotated windows (Fig. B.4) shows im-

provement over using the approximate windows (Table B.1), which makes sense as

it captures the most relevant information to the classification challenge. However,

the results for approximate windows still do pretty well. This is likely because there

is a lot of other contextual information that is captured in the wider approximate
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Figure B.4: Precision-recall plot for typing detection with manually annotated
narrow windows. Results show the superior performance of our AC features (across
several resolution sizes) to the best baselines (raw RGB image differences: Diff).
The experiment is done on Kitchen:6+ with manually annotated narrow detection
windows that capture the hand and relevant objects.

window, such as arm and head motion.

We also notice that for the manually annotated narrower windows that increasing

the resolution of the AC feature helps improve recall markedly, and this may be due

to capturing the motion of different finger joints separately.

Conclusion. Our method accumulates trajectory information into a fixed length fea-

ture vector in space and time without requiring the trajectory set to have a static or

fixed number of trajectories or that the trajectories have the same or fixed temporal

length. This allows us to extend the temporal information captured while still being

robust to occlusions or tracking failures.
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Appendix C

Additional Results and Related Architectures for
Gait Recognition

In this Appendix chapter, we provide details on previously reported results (Fig. C.1

and C.2) and the architectures (Fig. C.3) of prior state-of-the-art methods for gait

recognition on the OU-MVLP data set, as reported by Takemura et al. (2018).

Figure C.1: Prior state-of-the-art (1in-GEInet) Rank-1 results on OU-MVLP as
reported by Takemura et al. (2018).
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Figure C.2: Rank-1 results for compared gait recognition architectures on OU-
MVLP as reported by Takemura et al. (2018).

140



Figure C.3: Architectures of compared gait recognition methods as reported in
Takemura et al. (2018).
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