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Abstract

Microwave imaging platforms conventionally take the form of antenna arrays or

synthetic apertures. Inspired by methods in the optical regime, computational

microwave imaging has recently taken hold as an alternative approach that uses

spatially-diverse waveforms to multiplex scene information. In this dissertation, we

use dynamic metasurface apertures to demonstrate improved hardware characteris-

tics and capabilities in computational microwave imaging systems. In particular,

we demonstrate waveguide-fed and cavity-backed dynamic metasurface apertures. A

waveguide-fed dynamic metasurface aperture consists of a waveguide device loaded

with numerous independently tunable metamaterial elements, each of which couples

energy from the guided mode into a reconfigurable radiation pattern. We explicate

design considerations for a waveguide-fed dynamic metasurface aperture, optimize its

usage, and utilize it in computational imaging. In addition, we leverage the dynamic

aperture’s agility to demonstrate through-wall imaging and beamforming for syn-

thetic aperture radar. Significant attention is also devoted to imaging with a single

frequency, an approach which can ease the complexity and improve the performance

of the required RF components.

Expanding on the waveguide-fed instantiation, we investigate cavity-backed dy-

namic apertures. These apertures employ disordered cavity modes to feed a mul-

titude of radiating elements. We investigate this approach with two structures: a

volumetric cavity, where we tune the boundary condition, and a planar PCB-based
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cavity, where the radiating elements are tuned. Capable of generating diverse ra-

diation patterns, we use these structures to assess the utility of dynamic tuning in

computational imaging systems. Many of the architectures studied in this disserta-

tion chart a path toward a low-cost dynamic aperture with a favorable form factor,

a platform which provides immense control over its emitted fields for a variety of

microwave applications.
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1

Introduction

Sensors are vital components in many applications and technologies, such as those

used for motion detectors in offices, automotive radars for collision avoidance, and

ultrasonic transducers in non-destructive testing. Imaging systems take sensing a

step farther and provide spatial information that can be meaningfully visualized.

Particularly with electromagnetic (EM) waves, imaging platforms have provided a

vital means of communicating information about remote objects to an interested

observer. Whether considering medical x-ray scans, thermal infrared imaging, or

synthetic aperture radar, there always exists an important interaction between the

EM waveforms and the bodies they are probing. While the details of imaging differ

across the EM spectrum, the underlying mechanisms of the process always include

the propagation of EM waves and their interactions with a sensor. This ubiquity

gives ample reason to consider the imaging problem from two perspectives: the wave

physics of the propagation and the subsequent response of the system’s hardware.

The intersection of the wave propagation and the sensing layer occurs at the

transmitting/receiving interface of the imaging hardware. At this interface, the

fields or photons can be sampled over a range of spectral frequencies for an array of

1



locations—this forms the sensing aperture. This aperture layer forms a critical piece

of the puzzle when posed with the question of how to efficiently obtain information

in an imaging system. Subsequently, a great deal of effort is put toward converting

the collected signals into useful data and manipulating it into an image. After being

converted to a digital signal, a wealth of techniques can be applied to represent the

information in a meaningful manner. An optical camera exemplifies this process: it

projects a scene’s photons onto a detector array, which measures currents across a

large area and creates a digital representation of the imaged scene. In this case, one

can consider the detector array and the focusing lenses to be the key design param-

eters for optimizing the performance of the camera hardware. The conversion from

the measured currents to a digitized picture can be thought of as software or post-

processing. In this case, the intensities measured on the detector give the values of

the image in a straightforward way (neglecting the many tricks utilized to clean and

compress the image). This general description, although simple in the conventional

case, gives a valuable example of how information carried in electromagnetic fields’

can be extracted through an aperture layer.

Microwave imaging takes on a narrow scope of the EM spectrum, but covers

a broad range of applications, including medical diagnostics, earth/space observa-

tion, through-wall imaging, and security screening [1–5]. More generally, imaging in

this portion of the spectrum is of interest because microwaves can penetrate many

optically-opaque materials (e.g. clothing and walls) with non-harmful fields. In ad-

dition, microwave components can measure both the phase and magnitude of the

collected signal, which enables the resolution of objects in all three dimensions of

a volumetric scene. In spite of these advantages, a variety of complications arise

which drive systems toward bulky form factors and expensive hardware. In transi-

tioning from the optical to the microwave spectrum, the simple example of a digital

camera is recasts as a collection of antennas which illuminate a scene and capture

2



the backscattered signals. Difficulties that arise include specularity (the tendency of

objects to have direct reflections instead of diffuse scattering) and the requirement to

create a coherent aperture (which enables the combined phase and magnitude mea-

surements) [6]. The latter challenge becomes particularly difficult as the aperture

size is increased, which tends to be desirable because the long microwave wavelengths

result in worse resolution.

Since angular (or cross-range) resolution is dictated by the size of the aper-

ture, microwave imaging systems are often geared toward collecting data over a

large surface. The simplest way to do this is to sample each location on the aper-

ture independently. Two approaches have been pursued extensively to meet this

goal: massive electronically-scanned arrays (containing large numbers of indepen-

dent transmitting/receiving antennas) and synthetic aperture radar (where anten-

nas are mechanically moved to emulate a large physical aperture) [7–11]. Although

reconstructed images are of exceptional quality, these approaches have significant

drawbacks. Mechanically-scanned systems rely on moving parts, suffer from long

acquisition times, and take on bulky form factors; massive, stationary arrays require

complex and expensive hardware architectures to feed the large number of antennas.

Depictions of an active electronically-scanned array (AESA) and a synthetic aperture

radar (SAR) system are shown in Fig. 1.1.

The cost and complexity of these traditional systems has spurred the development

of alternatives, which are enabled and inspired by progress in computational imaging.

A canonical example of computational imaging can be found in coded apertures,

which structure the light incident on a scene and use the spatial variation of the

incident EM fields to obtain information without a spatially-resolving sensor [12,

13]. More generally, computational imaging techniques have gained traction for

their ability to provide high-fidelity imaging across the EM spectrum (as well as

in acoustics) with simplified physical architectures [14–20]. Within this paradigm,

3
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Figure 1.1: Schematics of an active electronically-scanned array and synthetic
aperture radar, both depicted with horn antennas. Passive ESAs will have a phase
shifter behind each antenna, a minor simplification over the active ESA shown. A
single-port dynamic metasurface aperture of comparable size is also shown.

scene information is typically acquired using sequential, multiplexed measurements—

encoded through some device in the sensing layer—which require computational

reconstruction to obtain the image. In this sense, the one-to-one correspondence

between the scene location and the sampling position is cast aside and replaced by

a more complex relationship. In the optical camera analog, this means disposing

of the isomorphism that relates a single pixel on the camera’s focal plane array to

its corresponding single point in the scene. In the microwave regime, data is often

obtained through probing a scene with a series structured wavefronts, which exhibit

spatial variation among the set, rather than simple, analytic patterns (see Fig. 1.1).

The structure in the illumination is responsible for encoding spatial information,

resulting in the simplification of the source/detector layers, but demanding heavier

computational processing. The burden of imaging is thus shifted from hardware to

software, allowing constraints on the physical layer to be relaxed while maintaining

high-quality imaging.

In recent years, several physical platforms have been used to realize computational
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imaging. At optical frequencies spatial light modulators [13] and multiply-scattering

media [21, 22], for example, can encode spatial information incident from a scene

onto a set of measurements that are recorded by a single detector. Images can

then be reconstructed using post-processing algorithms. Computational imaging is

particularly compelling at microwave frequencies where it enables simpler system

architectures with capabilities rivaling historically entrenched approaches, such as

SAR and AESAs [7,8, 23].

At microwave frequencies, the interaction of the aperture layer with the inci-

dent wavefronts provides a ripe venue for computational imaging. In this portion of

the spectrum, metamaterials are a particularly powerful design tool. Metamaterials

have burgeoned over the past two decades due to their versatility and intuitive design

principles. A generic description of the metamaterial ideology is that it gives added

control over the light-matter interactions, enabling a material or surface to be engi-

neered at will. This is done by patterning subwavelength structures which, through

the combination of their geometry and material properties, can be tailored to have

prescribed interactions with EM waves. Prominent examples of their use have been

in the fields of plasmonics and transformation optics [24, 25], but their greater im-

pact has been far reaching. Terahertz spatial light modulators and parasitic antenna

elements are other examples, and the extensive use of metamaterials in microwave

engineering and radio frequency (RF) applications is staggering [13,26–30].

Microwave computational imaging experienced an uptick in interest when it was

demonstrated with a metamaterial aperture. This aperture utilized frequency diver-

sity in combination with computational imaging principles to acquire scene informa-

tion from a simple platform employing fast frequency sweeps [31]. The sensing laying

in this case consisted of numerous subwavelength, resonant, radiators, each assigned

a resonance frequency randomly selected within the bandwidth of operation. The

metamaterial radiators were etched into the conducting surface of a waveguide, a
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one-dimensional microstrip line in [31], which was fed by an ultra-wideband signal.

As the excitation frequency changed, various subsets of the resonators were excited,

resulting in frequency-dependent radiation patterns being projected into the scene—

hence exhibiting frequency diversity. This aperture made use of frequency sweeping

as a means of producing a set of spatially-distinct radiation patterns, which were then

used to probe a scene and multiplex its spatial content. The advantage of frequency

diversity is that imaging can be accomplished with a rapid frequency sweep, remov-

ing the reliance on active components and moving parts. Metamaterial architectures

are also easily fabricated with printed circuit board processes, making them inex-

pensive and giving them a planar form factor. This method was first demonstrated

at microwave frequencies by Hunt et al. and follow up work has since extended these

ideas to a two-dimensional implementation [31–33].

Other approaches have also been pursued to implement frequency-diverse imag-

ing, which is defined by the notion of collecting spatial scene information through

frequency measurements. These methods aim to obtain information not only in the

range direction (as is the case with typical radar) but also in the cross-range direc-

tion. Additionally, they wish to do this without relying on an array of sensors to

obtain the spatial information. Multiply-scattering structures, such as mode-mixing

cavities, are a particularly promising example of this notion [34–36]. In a mode-

mixing cavity, the EM fields inside the structure fluctuate rapidly as a function of

frequency. These fields are used to excite a collection of radiating elements (again

etched into a conducting wall) with a magnitude and phase that varies rapidly as

a function of driving frequency. The overall radiation pattern therefore changes as

quickly as the cavity’s fields are reconfigured.

While frequency diverse platforms have shown promise for computational imaging

schemes, acquiring information within this paradigm requires that the system covers

a large bandwidth. Performance of these systems is further limited by the quality
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factor Q associated with the subwavelength resonators (in the case of metamaterial

apertures) and large form factors (in the case of mode-mixing cavities) [33,34,37,38].

Smaller versions of mode-mixing cavities have been introduced more recently [38,39],

but still suffer from some drawbacks due to losses in the highly resonant architecture

(as will be discussed in Chapters 4–5).

Evolving out of frequency-diverse metasurface antennas, dynamic metasurface

apertures have appeared as an alternative which posses similar hardware benefits

and augmented abilities in controlling EM interactions. Within a dynamic metasur-

face aperture (DMA) the properties of the radiating elements are tuned by external

stimuli. When independent control is delivered to each individual metamaterial

element the DMA exhibits extensive dexterity and versatility over the aperture’s

behavior. This can be facilitated through semiconductor components and bias volt-

ages, enabling rapid reconfiguration rates without any constraints on bandwidth and

frequency sweeping. This ultimately provides an approach to generate radiation pat-

terns that can be tailored at will [40]. The radiated fields can be reconfigured for

use in computational imaging (the focus of this document) or to operate in a vari-

ety of other applications, such as beamsteering for SAR (also touched upon in this

work). Numerous other applications exist such as wireless power transfer [41], smart

motion-detectors [42], and MIMO communications [43].

When instituted in a computational imaging system, the DMA architecture pos-

sesses an advantage over frequency-diverse counterparts since it does not require a

wide bandwidth. Nonetheless, the aperture can be made wideband for the purpose of

enhancing range resolution if desired. Even when operating across a narrow band—as

small as a single frequency—the aperture can generate a wealth of spatially-diverse

patterns for use in computational imaging. The DMA, which can be patterned to be

electrically-large but is only excited by a single port, is also favorable to traditional

SAR and arrayed systems. If a 2D DMA is made to have a size of p25λq2, it can
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Figure 1.2: (a) A set of spatially-diverse radiation patterns that a DMA is able
to produce by tuning its elements. (b) A schematic of a microstrip-waveguide-based
DMA. Metamaterial elements are etched into the trace to couple energy out of the
waveguide, which is excited by an end launch feed. PIN diodes are included to provide
tunability, and various components are shown on the bottom of the PCB which are
used to bias the elements. (Copyright (2017) Optical Society of America [48]).

effectively replace an arrayed system of equivalent dimensions, which would require

502 “ 2,500 antennas (if the sensing area is sampled at λ{2). This also means avoid-

ing the filters, amplifiers, and phase shifters that are often incorporated into each

antenna. Meanwhile, the key advantage of a DMA over a SAR system lies in its

solid-state architecture, which makes it fast (for high frame-rate imaging) and less

bulky.

A more detailed view of a DMA is shown in Fig. 1.2. This first example is

based on a microstrip waveguide that is fed by a single port, has complementary

metamaterial elements loaded with diodes, includes decoupling and control circuits
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below the ground plane, and creates radiation patterns that can be tailored in the

azimuth direction. We will cover each of these components throughout this work, but

this picture serves as an overview of the waveguide-fed DMAs that will be explored

throughout this document. In the ultimate implementation of a dynamic metasurface

aperture, the ability to manipulate wavefronts from such a structure will provide the

means to access the full potential of the computational imaging framework.

1.1 Goals Accomplished in this Work

The above descriptions of computational imaging and metasurface apertures give a

big picture view of a ripe research space. This dissertation carves out a small piece

of this growing area and is built on concepts developed in numerous other works.

Computational imaging has been studied intensely in the microwave regime, with

a great deal of attention paid to systems based on metasurface apertures. More

specifically, most of the efforts in this realm have been centered around passive and

frequency-diverse metasurface apertures. The chief contributions in this document

are based around the extension of these concepts to the cases of dynamic metasurface

apertures and, more specifically, waveguide-fed dynamic metasurface apertures. The

waveguide-fed DMAs discussed, while novel in their architecture and operation, are

the vehicle in this dissertation through which we demonstrate new perspectives in

microwave computational imaging. Here, I attempt to identify some of my key

contributions toward these ideas. More details on the body of work surrounding this

dissertation can be found in Appendix B.

In Chapter 2 I introduce a 1D DMA and implement it in a 2D computational

imaging system. The metamaterial elements and the collective DMA have features

that are designed specifically to this end. Each metamaterial element is designed to

be independently addressable, with biasing and decoupling circuitry built into the

cell, as was developed in [40,44]. The work in this chapter is the first demonstration
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of a multiplexed microwave imaging system that is based on a dynamic metasurface

aperture [45]. We also contrast this DMA system with a passive predecessor [31].

A simulation routine is also adapted from a previously passive form [46], where the

updated model considers how the guided wave interacts with tunable metamaterial

elements by including scattering parameters. Ultimately, a high-quality imaging

system based on a singly-fed, multiplexing DMA is demonstrated. We show that

the DMA can operate in real-time and that it can reconstruct sparse scenes with

undersampled data. By way of these results, a series of design considerations are

studied and guiding concepts for future efforts are noted.

Chapter 3 includes three separate sections, each of which elevates the notions of

microwave computational imaging. Synthetic aperture radar [47], single-frequency

imaging [48], and through-wall imaging [49] are each studied. These imaging envi-

ronments are well-established, but in each section we develop a new perspective into

the system using DMAs and demonstrate improved hardware/imaging performance.

We show that the DMA can serve as an adaptive antenna in various SAR settings,

including some novel imaging modalities that bridge the gap between traditional

SAR and computational imaging. Using the same aperture from Chapter 2, we show

that it can perform analog beamforming and we utilize these beam patterns in SAR

imaging. In Section 3.2 we discuss single-frequency imaging, where we utilize an

array imaging system (rather than tomography) to resolve scenes that have varia-

tion in both the range and cross-range direction. We bring special attention to the

hardware advantages of single-frequency imaging, and use a pair of DMAs to probe

a scene located in the Fresnel region from wide angles. Resolution limits are derived

for the case of a planar imaging system and for our specific geometry. This plat-

form is ideal from a form factor perspective since it represents a flat panel system,

with a single-input single-output (SISO) framework, and has minimal bandwidth

requirements. Additionally, we extend the range migration algorithm to the case
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of a DMA-to-DMA imaging setting. Subsequently, in Section 3.3 we use the same

system for the purpose of through-wall imaging (TWI). Adaptations to through-wall

compensation algorithms are made and it is shown that the single-frequency SISO

system exhibits excellent performance in contrast to a system employing bandwidth.

To our knowledge, this represents the first use of a multiplexing imaging system in

TWI.

In Chapter 4 we shift to a 3D imaging setting. We combine concepts from two

existing techniques, mode-mixing cavities [34] and artificial impedance surfaces [50–

52], to form a dynamic cavity-backed metasurface [53]. In effect, we create a cavity

with a tunable boundary condition, which generates random radiation patterns that

can be used for computational imaging. In doing so, we study the physics of the

tunable cavity system, which shares some overlap with concepts from electromagnetic

compatibility (EMC) testing but represents a new application of some old concepts

[54, 55]. We again make a comparison in performance and capabilities between a

passive version and the newly-designed dynamic cavity.

The tunable cavity in Chapter 4 represents an interesting physical setting, but

in Chapter 5 we extend this to a more practical system. We design a printed cavity-

backed DMA, which includes tunable metamaterial elements in a parallel plate

waveguide structure. This work builds on several others, all of which are based

on passive metasurface apertures [32, 33, 37, 39, 56]. The design and experimental

demonstrations in Chapter 5 therefore represents the first waveguide-fed 2D DMA

utilized in computational microwave imaging, and one of the only 2D metasurfaces

with control over every independent element. This opens the door to a long series of

comparisons between passive and dynamic metasurface apertures. We develop the

notion of the 2D DMA and provide a series of analyses that discuss how elements

should be populated in metasurface apertures utilized in imaging contexts. Subse-

quently, we show experimental imaging results of complex objects with a large scale
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system.

Although we focus extensively on hardware development through this work, it is

important to note that each new device has different physics underlying it operation.

Whenever possible, I have attempted to modify pre-existing techniques and update

them for the scenarios of the DMA. For instance, modifications had to be made

to the range migration algorithm and through-wall imaging compensation methods.

Additionally, models for the 1D DMA and the printed cavity-backed DMA were

adapted from passive renditions and updated to support dynamic models.

Finally, Chapter 6 ruminates on the future of dynamic metasurface apertures and

their place in microwave computational imaging. Over the course of this document,

we endeavor to bring insights to the design of dynamic metasurface apertures and how

they compare with alternative hardware platforms. Whenever possible, we contrast

our devices with passive predecessors and other entrenched technologies, such as

phased arrays and SAR systems. In some cases, we are able to make claims of distinct

advantages that our systems hold. In all cases, we give a detailed account of how the

DMA operates and forms a suitable match to the computational imaging framework.

The DMA platform serves as a powerful tool in the context of computational imaging,

and we hope that this dissertation provides a sturdy foundation for future works

studying dynamic metasurface apertures.
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2

Computational Imaging with
Dynamic Metasurface Apertures

In Chapter 1 we motivated computational imaging and gave a broad description of

how dynamic metasurface apertures can vary their radiation patterns. We now move

toward a detailed discussion combining the two concepts. This chapter identifies

many advantages of the proposed imaging scheme and gives a detailed example of

an operational system with high-quality results.

In [40] we demonstrated the first waveguide-fed dynamic metasurface aperture

(DMA) used in computational imaging, a one-dimensional antenna consisting of

eight complementary metamaterial elements etched into the upper conductor of a

microstrip. Packaged diodes were used to enable independent tunability and provided

the ability to reconfigure the responses of the elements in the DMA. As the elements

were tuned, the radiation pattern illuminating the scene changed, thereby encoding

the spatial information of the scene through a sequence of measurements. In a later

work, we expanded upon this concept and investigated a DMA’s utility within a

more complete computational imaging framework [45].
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In this chapter, we present observations from the study in [45] in the context of

a systematic design process, starting from metamaterial radiators as building blocks

and continuing through the configuration of the complete imaging system. We first

review some of the fundamental principles behind microwave and computational

imaging. The primary factors governing the performance of the DMA are then

discussed, followed by imaging studies completed with an implemented DMA. Of

particular interest, we investigate the distinct roles of frequency sweeping and aper-

ture tuning for acquisition of scene information. With this knowledge, we reduce the

number of measurements to achieve real-time imaging rates within an experimental

system. Finally, we discuss the future outlook for the dynamic metasurface aperture

and suggest potential applications.

2.1 Imaging Background

2.1.1 Microwave Imaging

Before presenting the dynamic metasurface aperture in detail, we first describe some

of the underlying techniques that are fundamental to microwave imaging. Two key

benefits of microwave fields are their ability to penetrate many optically-opaque

materials and the fact that they are non-ionizing (and therefore not harmful at low

power levels). While passive imaging and radiometry have seen some interest in

recent years, active illumination is generally required to achieve reasonable power

levels for robust signal measurements. As such, most systems illuminate the region

of interest and then collect the backscatter, often with coherent sources so that they

can measure both phase and magnitude. This process has been used for satellite-

based Earth and ocean observation, biomedical diagnostics, security screening, and

various forms of non-destructive testing.

Historically, microwave imaging can be traced back to aperture synthesis tech-
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niques and, specifically, airborne synthetic aperture radar (SAR) [57, 58]. More in

the spirit of close-range operation, microwave imaging also paralleled the develop-

ment of holography where the recording of a microwave hologram and its subsequent

playback was taken as a form of imaging [59]. In modern implementations, the sen-

sors can be swept around a subject for security screening at airports [1, 60], used to

surround a breast for tomographic medical imaging [2,3], or can be translated along a

concrete structure to accomplish subsurface non-destructive testing [61,62]. In these

current usages, the problem is often posed in the context of an inverse scattering

problem or with array processing techniques.

We can get a sense of the microwave imaging problem by considering the fields

illuminating and scattering off of a region of interest. These backscatter or trans-

mission measurements are the mechanism by which spatial information is obtained.

Understanding how the illuminating waveforms interact with the scene and are sub-

sequently measured is therefore key to the operation of these platforms. We start

with the time-harmonic Maxwell’s equations for a linear, isotropic, and source free

region:

∇ˆ E “ ´jωµprqH

∇ˆH “ jωεprqE

∇ ¨ pεprqEq “ 0

∇ ¨ pµprqHq “ 0.

(2.1)

Here the region is still inhomogeneous with εprq and µprq being the permittivity

and permeability. The approximation of a source free region may not be ideal when

conductors are included in the region, but we will neglect this for now. By rearranging

Faraday’s law, taking the curl of both sides, and inserting Ampere’s law, we can

obtain
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∇ˆ∇ˆ E `
ˆ

µprq∇
ˆ

1

µprq

˙˙

ˆ p∇ˆ Eq “ ω2εprqµprqE. (2.2)

Employing some vector identities, inserting Gauss’ law, and rearranging further we

can represent this as

∇2E ` ω2εprqµprqE “ p∇ lnµprqq ˆ p∇ˆ Eq ´∇pp∇ ln εprqq ¨ Eq. (2.3)

This equation bears a close resemblance to the Helmholtz equation but has some

more complicated terms on the right hand side. If we now assume non-magnetic

materials (µprq “ µ0) and that ∇ ln εprq is small (or, more strictly, we could assume

homogeneous space), then the right hand side vanishes and we have the homogeneous

Helmholtz equation. The spatial components can then be decoupled and we can write

the general scalar equation as

∇2U ` k2
0εrU “ 0 (2.4)

where k0 “ ω
?
ε0µ0 is the free space wavenumber. This equation governs the total

fields that exist in the region, which can be split into the incident and scattered

fields, i.e.

Utotal “ Ui ` Us, (2.5)

where Ui is the incident field with an empty scene and therefore satisfies∇2Ui`k
2
0Ui “

0. Inserting the total fields into Eq. 2.4 and partially expanding we can obtain

∇2Ui `∇2Us ` k
2
0εrUtotal “ 0 (2.6)

which can be rearrange to obtain
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∇2Us “ ´∇2Ui ´ k
2
0εrUtotal. (2.7)

Adding k2
0Us to both sides and substituting in ´∇2Ui “ k2

0Ui we get

∇2Us ` k
2
0Us “ k2

0Us ` k
2
0Ui ´ k

2
0εrUtotal

“ k2
0Utotal ´ k

2
0εrUtotal

“ ´k2
0pεr ´ 1qUtotal.

(2.8)

Here we have the scalar, inhomogeneous Helmholtz equation. Using Green’s theorem,

the solution of this can be written in terms of a convolution integral. Putting this

solution for Us into Eq. 2.5 we have

Utotalprq “ Uiprq´

ż

V

k2
0pεrpr

1
q ´ 1qUtotalpr

1
qGpr, r1qdr1

looooooooooooooooooooooomooooooooooooooooooooooon

Us

(2.9)

where G is the Green’s function. The Green’s function here can be solved analytically

in homogeneous space or can be solved numerically in inhomogeneous settings. In

either event, this equation delivers significant insight into the operation of microwave

imaging and the difficulties encountered.

From Eq. 2.9 the first thing that can be seen is the term pεrprq´ 1q, which shows

where there are variations in the permittivity profile. This leads to scattering, which

represents the body that we are trying to image. This term, in some formulations, is

referred to as the contrast function or the scattering potential [60,63,64]. If the total

field is measured at many locations and/or with many frequencies, one can glean

information about this term. Additionally, if new incident fields are used, this also

gives a mechanism for obtaining information.

However, Eq. 2.9 also reflects how difficult the imaging problem is since this

equation is nonlinear (due to the existence of Utotal in the integrand). This non-
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linearity is one of the reasons for why inverse scattering problems remain an area

of active research, not to mention the numerous approximations used to arrive at

this result. At this point there is a branching in the approaches taken in microwave

imaging. Inverse scattering, being a fertile area of study in its own respect, has seen

many efforts to solve the imaging problems numerically and by iterative techniques.

The Born iterative method (BIM) and the distorted Born method (DBM) represent

two successful approaches which are based around estimating the Green’s function

and the contrast through iteration [65–67]. Contrast source inversion (CSI) is yet

another approach which represents the scattering body as a set of effective sources

which can then be measured [64, 68]. One of the simplest approaches is to enforce

the first order Born approximation, which assumes the total fields are equal to the

incident fields (Utotal « Ui) and linearizes the problem [69].

Alongside these inverse scattering solutions, a large body of research has been

dedicated to solving a similar version of the problem through radar-like array pro-

cessing. Instead of quantitatively estimating εrprq and attempting to invert Eq. 2.9, a

simpler formulation is taken (usually already relying on the Born approximation) and

a more qualitative version of the problem is assumed. Although these approaches can

be framed in the more general context of the inverse scattering problem, they often

find satisfactory results despite the liberal use of approximations. For this document

we are more interested in applications such as security screening and synthetic aper-

ture radar, and therefore we will tend to follow the more qualitative imaging models.

Additionally, while inverse scattering problems tend to have sources/sensors that

(partially) surround the region of interest, the systems that we focus on will exist in

a plane so that they have a flat form factor that is unobtrusive in the imaging envi-

ronment. This approach makes the inverse scattering problem more difficult because

there is no transmission/tomographic data; this is yet another reason we resort to

the simpler array imaging methods.
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Figure 2.1: A schematic of the studied computational imaging system, with a
transmitting dynamic aperture and and three dipolar antennas for reception. The
2D scene is illuminated with uncorrelated radiation patterns, which are shown in a
top-down view. (Copyright (2016) Optical Society of America).

In traditional microwave imaging settings the general hardware framework—as

discussed in Chapter 1—tends to take the form of multiple-input multiple-output

(MIMO) arrays, electrically-scanned antennas (ESAs), or synthetic aperture radar

based systems. When included in a planar array (physical or synthetic) these an-

tennas illuminate the region of interest with various Ui and receive the signal Utotal

at a separate location on the array. It is often desired that there is minimal cross

coupling across the locations in the array so that for a given receiver (Rx) we have

UiprRxq “ 0, making the measured field solely the scattered field.

To simplify matters further, we will first restrict ourselves to imaging in two-

dimensions using a 1D source/detector array (Chapters 4–5 will extend these con-

cepts to volumetric imaging). The system geometry we consider is schematically

shown in Fig. 2.1. Our DMA will be used as the transmitter (Tx) and open-ended

waveguides (shown in gray) will be used as receivers (Rx). Source fields along the

transmitter will serve to illuminate the region of interest (ROI) and the receivers

will collect the fields and measure their phase and magnitude. As with other array

imaging systems, reconfiguring the radiation/reception across the Tx/Rx aperture

allows for azimuthal resolution while frequency sweeping allows the range of objects

in the scene to be resolved. This tends to encourage ultra-wideband (UWB) imaging
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systems and the use of numerous independent antennas to measure the fields over a

large area in traditional systems.

Before moving on to combat the drawbacks associated with traditional hardware

platforms, we recapitulate some of the accepted limitations associated with array

imaging. One of the fundamental parameters in assessing the imaging performance

of a system is spatial resolution. This resolution is tied predominantly to the physical

dimensions and operational bandwidth of the aperture. According to the diffraction

limit, the resolutions in x and y at a location lying along y “ 0 (as seen in Fig. 2.1)

are [1, 8, 9],

δx “
c

2B
(2.10)

δy “
xλ0,mean

DTx `DRx

(2.11)

where c is the speed of light, B is the operational bandwidth, x is the range position,

and λ0,mean is the mean free space wavelength; DTx (DRx) is the maximum distance

between points on the Tx (Rx) aperture. These resolution equations are derived from

k-space arguments and are readily found in various imaging and inverse scattering

works [1,8,9,70]. Because we are operating in the radiative near field (Fresnel zone)

the resolution limits found in Eqs. 2.10 and 2.11 are estimates, but they provide a

first order approximation that we can use to assess the performance of our system.

Another constraint appears based on aliasing signals along the range direction,

which can be tied to the pulse repetition time when considered in the time domain.

As a result, the imaging domain in range is constrained by the frequency sampling

interval, ∆f , which determines the maximum unambiguous range (MUR). The MUR

is typical of radar-based systems and can be determined as [8]

20



MUR “
c

2∆f
. (2.12)

When the range of the region of interest is larger than the MUR, replicas of the

reconstruction appear along the range direction and image quality is degraded.

2.1.2 Computational Imaging

With a mathematical background and a description of traditional microwave imag-

ing hardware, we now turn to give a more detailed look at computational imaging.

Computational imaging attempts to co-design sensing hardware with reconstruction

algorithms to build a platform that grants high-fidelity imaging from a more favor-

able hardware layer. This results in a shifting of the burden from the hardware

layer to computational post-processing. At optical frequencies, for example, such

techniques have resulted in the use of spatial light modulators (SLM) that act as

encoding devices between an object and a detector. In this setting the SLM cycles

through a sequence of patterns, modulating the transmitted/reflected signals from

the object on their way toward a sensor, such as a single photodetector. Such meth-

ods have given rise to impactful contributions such as the single-pixel camera [71].

The crux of many computational imaging techniques lies in multiplexing a scene’s

information through probing with a sequence of spatially-diverse fields. Due to the

tremendous success of computational imaging in the optical regime—with coded

apertures, multiply-scattering media, and other devices that operate through struc-

tured illumination—we wish to transpose these ideas to the microwave spectrum.

Relieving the hardware burden of microwave imaging systems ideally comes with

simplification of the aperture layer and the data acquisition process. Having a MIMO

array of independent antennas (each with separate feeds and RF source/detection

circuitry) operates intuitively but does not scale well in terms of cost and complexity.

Additionally, mechanically scanned systems that operate through SAR can be bulky,
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slow, and expensive. We wish to arrive at a solution that successfully covers a large

area like these traditional platforms, but that mitigates such intensive hardware

components.

Metasurface apertures have been demonstrated as a candidate to replace MIMO

arrays and SAR systems. Central to their success is the fact that they can be

made electrically-large and can easily manipulate the electromagnetic interactions

between the antenna layer and the imaging domain. In particular, waveguide-fed

metasurface apertures are of interest since they have a small form factor, are excited

at a single port, and can be readily manufactured. A waveguide-fed metasurface

aperture is defined as a waveguide that has metamaterial elements etched into its

walls, thereby selectively leaking energy as the guided wave traverses the structure.

The metamaterial elements provide a surface that can be engineered, whether by

designing the element geometry or by tuning the response of the element with some

external stimulus. This architecture therefore delivers energy across a large area and

enables a mechanism to tailor the emissions from the antenna.

Evolving from bulk metamaterials, which are typically used to exhibit unusual

material properties through design of ε and µ, metasurfaces share a similar ideol-

ogy. Instead of strictly focusing on homogenization or bulk properties, metasurfaces

generally aim to control light-matter interactions by reshaping wavefronts as they

encounter a surface. Metamaterials and metasurfaces alike possess two key prop-

erties: (i) they are composed of subwavelength cells, and (ii) they often exhibit

resonant behavior. Being subwavelength, the elements can be described as effective

point dipoles which is convenient for modeling large structure. The resonance of a

metamaterial element means that its response can be easily modified, for example,

by external voltage control. More details will be given on this in Section 2.2, but

for now it suffices to say that the DMA can be modeled as a collection of tunable,

infinitesimal dipoles. From this collection of dipoles, a sequence of spatially-diverse
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radiation patterns can be generated as a function of frequency and dynamic voltage

tuning, the latter of which will often be referred to as a mask. Examples of these

spatially-diverse radiated fields are shown in Fig. 2.1.

With the problem framed in terms of spatially-diverse probing fields, we now

slightly deviate from the microwave imaging formalism above. We adopt the Born

approximation to linearize the equation, and now describe the computational imaging

problem in a matrix formulation [46]. Since diffraction constrains the resolution of

the system, it is also natural to discretize the scene into a finite number of pixels to

be estimated from a finite number of measurements. The imaging process can then

be described by the finite-dimensional matrix equation

g “ Hσ ` n (2.13)

where g is an Mˆ1 vector containing the backscattered signal collected by the re-

ceiver; H (MˆN) is the sensing matrix; n is an Mˆ1 noise vector; and σ is an Nˆ1

vector containing the reflectivity of the scene at the pixels spanning the ROI [46].

There are thus N pixels in the scene and M measurements to determine their re-

flectivity. Note that we are now using σ to represent the scene instead of the more

rigorous formulation in Eq. 2.9 which accounts for the quantitative permittivity of

the scene.

The sensing matrix rows are the product of the electric fields from the transmit-

ting DMA and the receiving probes at each location in the scene [46]. Expanding

the ith row of Eq. 2.13, we see

gi “
N
ÿ

j“1

Hijσj “
N
ÿ

j“1

κ0

´

E
T

i prjq ¨ E
R

i prjq
¯

σprjq. (2.14)

Here, gi is the ith measured signal and the rj are the locations in the scene; E
T

i
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and E
R

i are the transmitted and received fields, respectively. The quantity κ0 is a

constant included for energy conservation and is discussed in detail in [33]. Equation

2.14 provides an explicit description of the scalar E-field measurements (collected by

the receiving probes) and shows how the fields interact with the scattering objects in

the scene. Each time a new transmitting/receiving field is used, a new row is added

to the H matrix.

The H matrix represents the channels through which information is obtained by

the system. With the H matrix expanded to show the probing fields we can see

how the spatially-diverse patterns are employed to multiplex the scene information,

σ. In essence, we want the fields to exhibit low correlation so that Eq. 2.13 can

be inverted. Before discussing how to recover σ from the measurements in g, it is

worth stepping back and looking at this multiplexing process on the aperture layer.

To connect the fields in Eq. 2.14 to the aperture layer, we can look at how these

radiated fields are calculated in the first place.

Let us consider the tunable dipoles composing the DMA at a single frequency.

To calculate the electric field in the scene from the nth dipole mn (located at rn) we

can propagate the radiated field as

EDprj, rnq9 pmn ˆ R̂nq

˜

jk

|Rn|
´

1

|R
2

n|

¸

e´jk|Rn|. (2.15)

Here, Rn “ rj ´ rn is the vector along the propagation direction. Let us isolate a

single Cartesian component, e.g. the contributions of mz to Ey through ED,y. When

combining Nm dipoles and looking at all the points in the ROI, this can be written

as
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»

—

–

Eypr1q
...

EyprNq

fi

ffi

fl

looooomooooon

Ey

“

»

—

–

ED,ypr1, r1q ¨ ¨ ¨ ED,ypr1, rNmq
...

. . .
...

ED,yprN , r1q ¨ ¨ ¨ ED,yprN , rNmq

fi

ffi

fl

looooooooooooooooooooooomooooooooooooooooooooooon

ED,y

»

—

–

mz,1
...

mz,Nm

fi

ffi

fl

loooomoooon

mz

. (2.16)

More generally, we can also consider mz as a function of some external tuning mech-

anism Tp. Rather than a column vector, mz can be replaced by Mz, an NmˆNT

matrix

Mz “

»

—

–

mz,1pT1q ¨ ¨ ¨ mz,1pTNT
q

...
. . .

...

mz,NmpT1q
... mz,NmpTNT

q

fi

ffi

fl

(2.17)

where NT is the number of different weights that the dipoles can hold. Concatenating

more columns onto Mz creates more probing fields in the scene, represented within

Ey (which becomes NNˆNT ). This is accomplished by changing the weights of the

dipoles through tuning the elements. These weights are constrained by the physics

of the waveguide and elements, as discussed in the next section, but through the

degrees of freedom granted by the tunable metasurface a variety of fields can be

created for the construction of Ey. In fact, this Ey contributes to the E
T

i prjq in Eq.

2.13–2.14. Just as the multiplexing effect of the incident fields can be seen in the

matrix equation (Eq. 2.13, defined over the ROI), here it can also be seen in the

dipole sources composing the aperture.

Looking at the Mz matrix, this can be used to describe traditional SAR and

MIMO systems, in addition to the DMA system that we are interested in. The

entries in Mz for the DMA will be determined by the physics of the aperture (as

discussed in the next section). When a SAR platform is represented in this manner,

i.e. when a dipole is being translated along a synthetic aperture, the equivalent is
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having a single element in the aperture radiating at a time, thus making Mz the

identity matrix. For the case of a MIMO array with independent control over each

antenna, the columns of Mz may be designed to steer a beam in the scene, or may be

coded with a phase mask (e.g. to function with CDMA [72]). In this sense, we can

see how the DMA system relates back to optical SLMs and why we have adopted the

use of the term mask for our sequence of tuning patterns. Through this matrix, Mz,

the DMA will operate as a multiplexing device that illuminates with signals emitted

across a large area. Just as the DMA can be used to create structured illumination

to encode information in the transmitted fields, it can also be used in the reciprocal

fashion to code information during the reception/detection process.

With an understanding of the forward model and how the DMA serves to mul-

tiplex scene information, we now turn to see how an image is reconstructed fol-

lowing data collection. The total number of measurements is given by the product

M “ NfˆNTˆNTxˆNRx, determined by the number of frequencies, tuning states,

transmitters, and receivers, respectively. To reconstruct the scene information, the

matrix equation described in Eq. 2.13 needs to be solved for σ. If H is square and

well-conditioned a simple inversion can be done, but this is generally not the case and

thus the solution needs to be estimated. In the simplest implementation, assuming

additive white Gaussian noise, and without any constraints on the scene, a matched

filter (MF) reconstruction suitably solves Eq. 2.13. This results in the estimate

σest “ H:g, (2.18)

where : denotes the conjugate transpose operator. While computationally economic,

the fidelity of MF scene reconstruction is limited due to inevitable correlation of the

measurements. The correlation in the patterns may restrict the effective rank of the

sensing matrix and will make the matrix problem poorly conditioned.
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In theory, a scene can be reconstructed with high fidelity, even when extremely

undersampled [15,16,71]. For undersampled data sets, prior knowledge of the scene

can be utilized in conjunction with more advanced reconstruction algorithms to ob-

tain higher-quality images. For example, one may use linear inverse problem solvers

of the form

σest “ arg minx

 

||g ´Hx||2 ` qP pxq
(

(2.19)

where P pxq is a regularizer, q is a weighting factor, and || ¨ || is the Euclidean norm

[73]. Various regularizers and norms have been implemented in image processing

schemes; this subject remains an active area of research and the optimal choice

of the solver parameters is not the focus of this document. We limit ourselves to

two algorithms for the solution of Eq. 2.19: TwIST, an iterative solver compatible

with compressive systems [73], and GMRES, a general least-squares based method

[74]. TwIST (two-step iterative shrinkage/thresholding) was introduced to solve ill-

conditioned problems and has in the past been coupled with an l1 norm or total

variation (TV) regularizer [31, 73]. It has also been demonstrated in compressive

imaging schemes across the EM spectrum [13, 31]. GMRES (generalized minimal

residual method) is a method generically applied to solving least squares problems

that is centered around minimizing residuals in a Krylov subspace [74]. Codes for

both of these methods are readily available in the literature.

When the scene is not severely undersampled, simpler methods such as MF and

GMRES are adequate for high-quality image reconstruction. For scenes that are

severely undersampled, advanced algorithms, such as TwIST, can be used to recon-

struct images with high fidelity if the scene is sparse in some basis. For the scenes

considered here, the objects imaged are smooth cylinders that are otherwise feature-

less. Thus, we implement TwIST in conjunction with a regularizer optimized for
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sparse scenes with objects that are piecewise continuous [73]. Though we will focus

on MF, GMRES, and TwIST in this chapter, we will revisit this question throughout

this document and see other methods implemented.

To get a sense of whether the measurements are oversampled or undersampled,

we can look at the space-bandwidth product (SBP) of the system. The SBP is

given by the number of diffraction limited pixels (or voxels in 3D) that exist in the

imaging system’s region of interest [75, 76]. The number of pixels is determined by

the size of the antenna and the bandwidth (which give the resolution) in combination

with the size of the ROI. In the farfield of a 3D system employing bandwidth, the

space-bandwidth product will be given by

SBPsystem “
Θaz

δθ,az

Θel

δθ,el

R

δr
(2.20)

where Θaz{el and R are the angular range and radial range of the ROI, and δi are

the corresponding resolutions. In practice, R can be as large as the MUR defined

in Eq. 2.12 and Θaz{el is generally within ˘45˝–60˝. Going too far off the optical

axis will eventually lead to degraded cross-range resolution because the effective

aperture size decreases. In the Fresnel zone, Eq. 2.20 is no longer valid, but Eqs.

2.10–2.11 can be used to divide the ROI by the average pixel size. When fewer

independent measurements are used than the SBPsystem, the system is undersampled

and H has fewer rows than columns. The notion of SBP and the related number

of measurements will prove useful when interpreting the experimental results and

performing high frame rate imaging.

It is also worth noting that there is a related notion of SBP that analyzes a single

antenna instead of the total system. The SBPsystem will depend on the sizes of both

the transmitting and receiving apertures, their layout, and the ROI. Additionally,

if there are numerous antennas acting as transmitters/receivers then their combined
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effects are captured in SBPsystem. On the other hand, it is sometimes useful to discuss

the space-bandwidth product of a specific aperture, SBPaperture. This quantity is the

maximum number of spatial degrees of freedom of the aperture, given by

SBPaperture “

´ D

λ{2

¯2

(2.21)

for a square aperture with side length D. It is worth noting that many apertures

have significantly fewer spatial degrees of freedom than this SBP, especially in the

case of sparse apertures [39, 92, 153]. Conversely, at times it will appear that the

aperture has more spatial degrees of freedom (for instance, if the elements are placed

tighter than λ{2), however the SBPaperture quantity forms a hard upper bound on the

maximum information content available to the aperture. For apertures with ăλ{2

spacing, the denser elements only sample redundant information. For the antenna

discussed in this chapter, we saturate this SBPaperture, but for the apertures in Chap-

ter 4–5 this will not be the case.

2.2 System Design

Having identified the principles behind microwave and computational imaging, our

goal in this section is to present a series of design considerations for a dynamic

metasurface aperture. We start by describing a model which gives insights into the

operation of a DMA. We then develop the unit cell and DMA with the intent to

maximize the diversity of the measurements and the resolution. Next, we consider

imaging configurations, illustrating the impact of the receivers and the sensitivity of

the system to noise/misalignment.
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Figure 2.2: (a) Metamaterial cell consisting of a cELC embedded in a microstrip
trace. A via is utilized to address the element and connects with a bias line which
is shielded below the ground plane. (b) The simulated transmission for the on and
off states of elements 1 and 2 (e1 and e2) and (c) the radiated power curve as a
percentage of the incident power. (d) Key dimensions of the cell. Also shown are
(e) the elements loaded and embedded within the microstrip and (f) the central feed
utilized to excite two counter-propagating guided waves. (Copyright (2016) Optical
Society of America).

2.2.1 A Modeling Approach to DMAs

Before delving into the intricacies of a specific DMA, we take a moment to explain

the physical operation of a general DMA through an approximate model. We have

already noted that a propagating signal hosted by a waveguide will be used to excite

the metamaterial elements and that the elements will behave as dipoles. Now we

put these concepts into a mathematical model that can be used to simulate such

antennas.

Once we have the aperture modeled as a collection of weighted dipoles, as given

by Mz in Eq. 2.16, the remainder of the forward model is calculated as discussed

above. However, these weights cannot be arbitrarily defined and are based on the
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physics of the structure. To obtain the weight of the nth dipole, which couples to

the magnetic field, we calculate

mnpωq “ Hprn, ωqαnpωq (2.22)

where ω “ 2πf is the angular frequency, H is the magnetic field of the guided wave,

and αn is the polarizability of the element. The dipole’s phase and magnitude are

thus determined jointly by the stimulating field and the element’s response. This

is in contrast to active phased arrays which possess independent control over the

phase and magnitude through phase shifters and amplifiers built into each antenna

element. Note that the terms in this equation are generally vectors/tensors, but we

have reduced them to their scalar form since we will only use elements with a single

polarization. For subwavelength metamaterial elements, the polarizability can often

be modeled with a Lorentzian response as given by

αn “
Fω2

ω2
0 ´ ω

2 ` jΓω
(2.23)

where ω0 is the angular resonance frequency, Γ“ω0{p2Qq is a damping factor, and F

is a coefficient to account for the coupling strength. Common strategies to tune the

elements include altering F and shifting ω0. Examples of such behavior are shown in

Fig. 2.3, where the modulation of radiation is achieved by tuning the resistance R

and capacitance C of a diode attached to a metamaterial element, as shown in Fig.

2.2a. These results are from full-wave simulations completed with CST Microwave

Studio and can alternatively be used to model the polarizability for a specific unit

cell.

The second contributor to the dipole weight, the guided magnetic field H, can also

be modeled in a straightforward way. The simplest approach is to approximate the

field in the waveguide as a TEM plane wave, which accounts for the propagation along

31



Figure 2.3: Radiated power results for a full-wave simulated metamaterial element
embedded in a microstrip waveguide, as shown in Fig. 2.2a. When the resistance
of the diode is changed the magnitude drops across the spectrum, and when the
capacitance is altered the resonance is shifted.

the waveguide without regard for the spatial variation in the transverse direction.

This is written as

Hprn, ωq “ H0e
´jβrn , (2.24)

where β is the (complex) wavenumber in the waveguide. This approximation is

reasonable and can include a model for the waveguide losses through the imaginary

part of β. The radiative losses, occurring because the elements sap energy from the

wave as it propagates, can even be aggregated into an effective βeff if the elements

do not significantly alter the guided wave and only cause minor attenuation.

The model in Eq. 2.24 becomes inadequate when the aperture becomes large

(ą10λ) and when the elements have substantial interactions with the guided wave.

When the elements have significant reflections the multiple scattering in the waveg-

uide becomes relevant, and when they radiate appreciable portions of energy the

guided wave will experience significant attenuation. The latter tends to be more

problematic and can be seen in the transmission scattering (S) parameter S21 when

considering the two port system to be the input and the output of the waveguide (as

seen in Figs. 2.2a,b). To account for this effect, we can reformulate the calculation
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of the guided wave to account for the cascaded interactions of the elements as

Hprn, ωq “ H0e
´jβrn

n´1
ź

p“1

S21,ppωq, (2.25)

where S21,p is the response of the pth element after de-embedding the ports to the

location of the element in a full-wave simulation. It is worth emphasizing that S21,p

varies among the many elements, especially in the dynamic case where the elements

have different tuning states. Including the transmission scattering parameter helps

to account for the situation when an element radiates a large portion of the incident

energy.

The models for the guided wave were compared for a single tuning state (i.e. a

single mask), and for a set frequency and S21. A center-fed waveguide is assumed,

creating two independent waves that travel and attenuate along the positive and neg-

ative antenna coordinates. Figure 2.4a shows the effects of the cascaded S parameter

model (Eq. 2.25) in the blue curve, where the large drop-offs occur when an element

has significant radiation. The other two curves are based on the use of β and βeff in

Eq. 2.24, and it is seen that neither case can provide a satisfactory estimate of the

guided wave’s magnitude.

Note that this formulation can be refined further. Instead of neglecting reflections

(by assuming S11« 0) the problem could instead be cast in terms of ABCD matri-

ces which can be cascaded and account for all transmission/reflection effects [77].

Additionally, a discrete dipole approximation model can be implemented to formu-

late the entire system as a matrix problem to solve for the H field everywhere at

once [26,78]. A model akin to this will be seen in Chapter 5. For now, we can look at

this simple model and get a qualitative idea of how an aperture will behave. Such a

modeling solution is preferred over a full wave simulation because the latter requires

subwavelength features to be meshed finely over the entire device, which becomes
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Figure 2.4: (a) The guided wave in the aperture for a given tuning state, (b) a
cross section of a scattering point imaged in the middle of the ROI, and (c) aerial-
view images of the point in the scene. All results are shown for the following cases:
(i) using β in Eq. 2.24, (ii) using Eq. 2.25, and (iii) using βeff in Eq. 2.24.

computationally burdensome and slow.

This model was developed by me for the case of dynamic metasurface apertures,

but can be found in other settings. With the assistance of Michael Boyarsky, a series

of studies was conducted on its basis to inform the design of a DMA. The results are

contained in a manuscript in preparation [79], but here we briefly mention two key

results that are relevant for this document. Specifically, we look at how modeling

the guided wave with cascaded S parameters impacts the imaging results, and we

also check to see how binary and grayscale apertures compare.

Figure 2.4 summarizes the effects that occur when modeling the guided wave

with a simple exponential plane wave versus with cascaded S parameters. For a

single configuration of the tuning states on the aperture, we have shown how the

magnitude of the wave decays in Fig. 2.4a—case (i) corresponds to using β in Eq.
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Figure 2.5: (a) A schematic of the aperture’s feed used for a binary vs. grayscale
imaging study. (b) The resultant cross section when imaging a single point located at
the center of a ROI. Notably, the grayscale results, regardless of how much tunability
is enabled, have vastly worse sidelobes.

2.24, case (ii) to the use of Eq. 2.25, and case (iii) to using an βeff in Eq. 2.24. Using

the forward model in Eq. 2.13 we simulated measurements of a point object located

in the middle of a ROI with a DMA. Subsequently we completed reconstructions with

Eq. 2.18 to obtain an image. Details of the aperture are omitted here for brevity, but

the results can be seen in a cross section of the reconstruction in Fig. 2.4b and as an

aerial view in Fig. 2.4c. Case (ii), which accounts for the S parameters, is the most

accurate, and it can be seen that (i) and (iii) overestimate and underestimate the

performance of the aperture, respectively. This is because they do not appropriately

estimate the attenuation of the guided wave and, as a result, do not capture the

impacts of the effective aperture size in the imaging. Analyzing the imaging result

in this manner assists in ascertaining the resolution and aliasing in a system and is

often referred to as a point spread function (PSF).

The second study that we look at is a comparison between binary-tuned and

grayscale-tuned dynamic apertures. In this case, we enlarge the aperture size and

feed it at three points (one in the center and one at each end of the microstrip, as
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shown in Fig. 2.5a), as will be the case with the fabricated DMA we introduce in the

next section. These results are simulated and so we tune the elements through Eq.

2.23 by modifying the F and ω0. In the binary case, we toggle the response between

being completely on and off, whereas in the grayscale case we shift the resonance

frequency of each element by a random amount. We allow the resonance frequency

to shift within a range of 10%, 18%, and 26% of the central frequency point. In

this case, we simulate the PSF for the various cases and only plot an imaging result

showing a cross section through the point object. The reconstruction is plotted in

Fig. 2.5b, where it can be seen that the grayscale results all have large sidelobes

compared to the binary case.

The large sidelobes in Fig. 2.5b occur because of the inadequate spatial distri-

bution of the power in the aperture. The grayscale cases have a lower average S21,

causing the guided wave’s to attenuate more quickly. As a result, there are many

places between the feed points where the elements are not stimulated by a guided

wave with substantial energy. These elements are therefore effectively non-existent,

leading to gaps in the aperture. In the language of antenna arrays, this effect can be

likened to the behavior seen in thinned arrays, which are known to suffer from high

sidelobes [80].

The previous two studies accentuate a critical feature of microwave imaging that

must be kept in mind while designing a dynamic metasurface antenna. Specifically,

utmost care must be taken to ensure that the feed wave can reach all of the ele-

ments while still possessing substantial energy. This will have repercussions for the

design of the metamaterial elements, overall antenna size, and tuning states. Al-

ready in this section we have seen that it motivates the use of binary over grayscale

components since binary-tuned elements are able to have a high S21 in their off state.
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2.2.2 Aperture Design

The first step in developing the dynamic metasurface aperture is the design of the

metamaterial radiators. Here we follow previous examples [31, 40] and use compli-

mentary electric inductive-capacitive (cELC) resonators as shown in Fig. 2.2. The

cELCs are suitable because they are easy to integrate with standard waveguides,

such as the microstrip used here. The primary objectives in designing the aperture

are to provide a large number of spatially-diverse measurements (to retrieve cross-

range information) along with a reasonable frequency bandwidth (to retrieve range

information).

In previous works, such as [31], the elements are not tuned by an external stim-

ulus, but rather are designed to create spatially-diverse patterns as a function of

excitation frequency. This was done by altering the geometries of the cELC elements

which modulated their capacitance and inductance. Considered in terms of an ef-

fective circuit, the cELC can be described as a capacitor in parallel with a series

resistance-inductance. It’s resonance frequency can then be described as

ω2
0 “

1

LC
´

ˆ

R

L

˙2

«
1

LC
(2.26)

and its quality factor as

Q “
1

R

ˆ

L

C

˙
1
2

. (2.27)

While other works have focused on attributing specific geometric features to these

circuit qualities [28], here we will use them to see how the element can be tuned. In

particular, we can suppose that the capacitive qualities come from the gaps in the

cELC geometry and therefore we place tunable diodes in these locations, as shown

in Fig. 2.2.
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Here we use PIN diodes (MACOM MADP-000907-14020W) that are conductive

in the forward bias state and capacitive in the reverse bias state. These states

correspond to non-radiating (off ) and radiating (on), respectively. In the radiative

state the diodes contribute some extra capacitance to the resonant element, which

is designed to operate in the K band. In the non-radiating state, the resonance is

transitioned out of the band because the diode loses its capacitive nature—in this case

the element does not interact with the guided wave, which continues to propagate

with minimal perturbation (see Fig. 2.2b).

A bias voltage is applied to the diodes by establishing an electrical connection

using a via. This via passes from the center of the cELC, down through the sub-

strate, and through an incision in the ground plane, as shown in Fig. 2.2a. Having

independent control over each metamaterial cell grants tremendous flexibility over

the radiated patterns (a capability that will be highlighted in Section 3.1 where we

take on beamforming). To facilitate this control circuitry is implemented below the

ground plane to bias the cells. Shift registers serve to distribute control signals (0 V

or 5 V) to the elements. A decoupling radial stub is incorporated between the cELCs

and shift registers to act as an RF choke and assists in containing the traveling wave

within the microstrip [44]. The resonance frequency of each cell is primarily deter-

mined by its geometry, though it may be shifted due to the parasitic capacitance

associated with the diodes, the impedance of the radial stub, and the interaction

between neighboring elements. The overall response of a single cELC, including in-

teractions with the diodes, stub, and bias components, is calculated using full-wave

simulations in CST Microwave Studio. As can also be seen throughout Fig. 2.2

we have designed two separate unit cells (e1 and e2) with slightly different resonance

frequencies. This is done because of the relatively narrow resonances of the elements,

which exhibit a radiative Q factor of « 20 as determined by the FWHM. We alternate

between the two elements in the waveguide so that they are equally spaced.
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The use of two elements creates a satisfactory operational bandwidth, but the

more essential aspect of our computational imaging problem is the spatial sampling of

the aperture. One of the first criteria that must be satisfied is to sample the aperture

at less than half of the free space wavelength, λ0{2, so that the Nyquist criterion is

met. Furthermore, it is necessary to avoid spacing the elements at integer multiples

of the guided wavelength, λg, at which points the reflections in the waveguide tend

to add constructively and form a Bragg grating. To satisfy both of these criteria and

ensure a dense enough sampling of the aperture, we space the elements at «λ0{5. It

is worth noting that there is significant cross-coupling between the elements when

they are placed with such close proximity, but this is not a significant problem since

it is accounted for in the imaging model. In contrast, MIMO arrays tend to find this

mutual coupling a hindrance on the development of the system. Here the coupling

is accepted as part of device and included in its characterization.

Yet another consideration in achieving an appropriate spatial distribution on the

aperture, it is necessary to ensure that the guided wave can excite all of the elements

in the aperture. Ideally, the energy would be uniformly distributed in the aperture,

but due to the dielectric losses the power will follow an exponential distribution. In

light of this concern, we use a power divider to insert energy at three points in the

microstrip: 25% at each end and 50% in the center (which then splits and creates

two outward traveling waves with 25% of the total power each). The center feed

is designed with a quarter wave transformer in full-wave simulations to achieve an

impedance match and is shown in Fig. 2.2f. Even though the energy is inserted at

three points, the power divider only takes in a single port, retaining the hardware

advantage of only requiring a single source/detector to utilize the aperture.

To further combat the attenuation in the waveguide we also consider the effects of

the tuning states. We only turn on a small fraction of the elements so that energy is

not leaked too quickly. This is based on the attenuation of the wave due to on and off
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elements and plays a role in setting the overall size of the aperture. Based on the S21

values found from simulations, each guided wave can only reach 28 elements before

succumbing to significant attenuation. Since we have four feed waves, we set the total

number of elements at 112 with 25% of the elements on at a given time. The ratio

of on elements is in part set empirically based on signal-to-noise ratio considerations

so that the antenna efficiency is not too low. Overall, this sets the aperture size at

40 cm, i.e. «26λ0. An equivalent MIMO array sampled at λ0{2 would need to contain

52 antennas (and feeds, amplifiers, etc.), which results in an expensive and complex

platform. In contrast, here we have an antenna that effectively has a single source and

is manufactured with PCB processes and off-the-shelf semiconductor components.

For completeness, the following are some of the specific attributes for the em-

ployed cells. The resonance frequencies for the elements are designed to be 19 GHz

and 20.5 GHz, covering the lower portion of the K band. Simulations show each

element to have a FWHM for the radiated power of about 0.9 GHz, corresponding

to a quality factor, Q, of approximately 20 (see Fig. 2.2). The elements are therefore

predicted to cover a frequency range of 18.0 GHz to 21.5 GHz. The final dimensions

of the two cells are shown in Fig. 2.2—the key dimensions, as labeled in Fig. 2.2d,

are B1 “ 0.5, C1 “ 1.4, D1 “ 2.7, F1 “ 1.8, and B2 “ 0.5, C2 “ 1.0, D2 “ 2.7,

F2 “ 1.7 in millimeters. The substrate for the microstrip is 60 mil Rogers 4003C

(εr “ 3.55 and tan δ “ 0.0027) with half ounce copper cladding.

The final aperture design provides adequate radiating characteristics and a fair

amount of bandwidth. Having designed the dynamic aperture, we next discuss the

choice of the imaging configuration and the specifics of the measurement process.
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Figure 2.6: Experimental imaging configuration for the dynamic aperture. (Copy-
right (2016) Optical Society of America).

2.2.3 Imaging Configuration

The dynamic aperture described in the previous section was fabricated by standard

PCB techniques and is shown in Fig. 2.6. It consists of 112 switchable radiators,

a central feed, and two edge feeds which collectively create an aperture spanning

40 cm. We utilize this aperture in the pictured configuration where it illuminates

a set of test objects. Several WR-42 open-ended rectangular waveguides collect the

backscattered signal. Here we use simple open-ended waveguides as receivers be-

cause they are wideband and have low gain, allowing them to receive signal from all

directions at all frequencies. The open-ended waveguides are positioned to be copla-

nar with the dynamic aperture and are offset by ´15 cm, 0 cm, and 15 cm in the

y direction (see Fig. 2.6). In the implemented arrangement the dynamic aperture

is excited using Port 1 of a Keysight E8364C network analyzer while the receiving

probes are connected to Port 2. The signal paths of the probes are separated using a

mechanical switch. In this manner, the measured S21 corresponds to the signal scat-

tered by objects in the imaging scene. To switch the dynamic elements, an Arduino

microcontroller is implemented with a control circuit to selectively apply voltages to
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each of the 112 elements. The Arduino, network analyzer, and the mechanical switch

are controlled with a single computer running MATLAB.

To image with this configuration we need accurate knowledge of the radiated

fields so that the sensing matrix, H, can be generated. The model in the previous

subsection is useful for understanding the physics of the aperture, but is not accurate

enough to calculate the fields for experimental imaging. Therefore we resort to

experimental characterization and use near field scanning (NFS) [81]. This method

has the benefit that fabrication imperfections and element-to-element interactions

are taken into consideration, but it also has the downside that it requires significant

amounts of time.

In the NFS process, we scan the near field of the aperture with a probe that

measures the aperture’s tangential electric field. This is completed at a distance

of 6 cm („4λ0,min) at each frequency of operation, and for every combination of

voltage tuning states (i.e., mask). Subsequently, the measured fields are converted

to equivalent sources. We use the surface equivalence principles over the NFS plane

and assume that the half-space containing the aperture is PEC. The effective sources

are then given by

M “ ´2n̂ˆ ENFS,

m “ ´
jab

ωµ
M.

(2.28)

Here M is the magnetic current density, m are the discretized magnetic dipoles, n̂

is the normal to the NFS plane, ENFS are the measurements in the plane, and a/b

are the step sizes of the NFS. During the NFS process, the aperture is sampled at

a spacing of λmin{2 even though the metamaterial elements have tighter spacing.

This is because measurements at λmin{2 are enough to uniquely identify the fields

along the scan plane [82]. Additionally, we sample a larger area than the aperture
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to collect emissions at angles up to 60˝ from the edges.

We use the discretized form of these aperture sources, which gives us the equiva-

lent dipoles required for Eqs. 2.15–2.16. Note that in Eq. 2.16 we were discussing the

metamaterial elements as if they are the dipoles, but with this method the dipoles

are the equivalent sources from the NFS characterization. There is not a one-to-one

correspondence between the metamaterial elements and these effective dipoles, but

they are conceptually equivalent. In fact, there are 112 metamaterial elements and

«100 effective dipoles. Based on previous works, we also know that the open-ended

waveguides used as receivers can be treated as point dipoles [83]. For all of these

dipoles the fields can be propagated to the imaging domain with Eqs. 2.15–2.16,

which can then be use to construct the sensing matrix in Eqs. 2.13–2.14 [33,84].

In characterizing the aperture experimentally, we need to select the aperture

masks that will be used. As noted before, we choose to have 30 elements radiating

per mask. Using the central feed as a midpoint, 15 elements are randomly selected in

each half of the aperture. The choice of which 15 elements of the 56 elements on each

side was based on a uniform random distribution. The number of possible voltage

patterns that can be generated by the binary elements is thus
`

56
15

˘2
, an impractically

large set and one that is much larger than the SBP corresponding to the aperture

size. Based on the size of the transmitting dynamic aperture alone, the SBP can

be calculated as DTx{pλ0{2q which comes out to approximately 60. To exhaust the

information content and ensure that pathological aperture patterns don’t pervade

our random set, we take more measurements and characterize 100 different masks.

Once these masks are selected, the aperture’s near field is measured experimentally

for the selected 100 masks.

From the NFS data (omitted for brevity) we can see what portions of the band-

width have the highest radiation efficiently. Correspondingly, the band of operation
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Figure 2.7: Effect of probe separation in the imaging system. Aliasing becomes
problematic when there is too much separation. Cross sections through the x “ 1 m
line are shown in (d). (Copyright (2016) Optical Society of America).

is refined to only include the region with high signal, from 17.5 GHz to 21.1 GHz,

with a sampling of 0.18 GHz. From the experimental scans it is also seen that the

resonance frequencies of the elements have shifted to 17.8 GHz and 18.9 GHz. This

shift is due to fabrication tolerances, mutual coupling between elements, and diode

capacitance. The effects of these parameters may be anticipated using empirical

methods or further simulations. Here such exhaustive optimization is unnecessary

since we know these effects will be captured in the NFS process.

2.2.4 System Predictions

In addition to the transmitting aperture’s design, several other practical trade-offs

govern the imaging performance of the configuration shown in Fig. 2.6. Here, we

examine these factors and modify the imaging configuration accordingly. To this

end, we take advantage of numerical simulations to study various configurations and

parameters. In these simulations, the measured near field scans are imported as

sources to model the aperture and the probes are modeled as dipoles [33]. The signal

scattered by the scene is then calculated numerically with Eq. 2.13, allowing us to

reconstruct with an experimental H matrix and a simulated g vector. To ensure

reliable performance prior to pushing the aperture to undersampled cases, 50 masks

are used across the entire operational bandwidth.
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An important aspect of the imaging platform is the quantity and location of

the receiving probes. On one hand, it is beneficial to place the probes far apart to

maximize the resolution of the imaging system as predicted by Eq. 2.11; on the

other hand, placing them too far apart can result in artifacts due to aliasing. This

phenomenon is better understood through numerical simulation. For this purpose,

images of a single point scatterer, modeled as a subwavelength cylinder, are exam-

ined as we increase the separation between two receiving probes. The result of this

arrangement, using GMRES for reconstruction, is illustrated in Fig. 2.7. In this

figure, images of the reconstructed point scatterer are plotted with various probe

separations. As the probe separation increases, the reconstructed signal shows in-

creased cross-range resolution but at the expense of undesired oscillations and large

sidelobes. When the probes are too far apart the collective receiving aperture is

poorly sampled and the high spatial frequency oscillations, generated by the probes’

interference patterns, proliferate the H matrix. This phenomenon is made particu-

larly salient by plotting the cross section through the center of the object, as shown

in Fig. 2.7d. To ensure that spatial aliasing from poor probe separation does not

occur, we maintain a distance of 15 cm between adjacent probes. We also utilize a

third probe to stretch our receiving aperture size to 30 cm, thereby increasing our

resolution. It is worth emphasizing that while using more probes will result in more

measurements and may improve image quality, it also increases computational cost

and acquisition time, two drawbacks when seeking fast reconstructions. With these

trade-offs in mind, the configuration in Fig. 2.6 is implemented which appropriately

samples the scene without raising the system complexity to a cumbersome level.

In order to ensure that the final system can obtain images similar to the predic-

tions, we also conduct a sensitivity analysis on alignment error. Due to the coherent

nature of the system, the fields must not only be measured accurately but must

also be modeled in the appropriate locations. This entails knowledge of the probes’
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Figure 2.8: A simulation study to see what misalignment errors are tolerable in the
imaging system. Evidently, very precise alignment among the transmitting/receiving
antennas is necessary. (Copyright (2016) Optical Society of America).

locations (with respect to the DMA’s location) on the order of millimeters. The

sensitivity of the system to alignment errors is illustrated using numerical simula-

tions in Fig. 2.8. In this study, each probe is displaced from its known position in

all directions by a value drawn from a normal distribution with standard deviation

µ. Since the imaging is sensitive to phase errors, misalignments in the propagation

direction tend to have the most impact. Evidently, inaccuracies on the order of 4

mm can have adverse effects on the image quality. This issue can be obviated with

accurate knowledge of the antennas’ locations. We obtain this through a backprojec-

tion technique (similar to the one discussed in Appendix A). In the backprojection

technique, the probes are scanned in situ with a high precision stage and the fields

are backpropagated to find the source locations relative to the origin of the over-

all system [85]. This is completed in tandem with the NFS procedure and has the

advantage that a precise mounting structure is not required.

Last, we examine the effect of noise in our imaging system. To emulate its

effect, white Gaussian noise was added to the simulated backscattered signal in

accordance with the mathematical model described in [46]. Varying the level of

the artificial noise, we investigate its impact on the DMA system. The GMRES

reconstructions are shown in Fig. 2.9 for various levels of noise. It can be seen that
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Figure 2.9: A simulation study to see what noise levels are tolerable in the imaging
system. The system is robust, even down to a level of 1 dB SNR. (Copyright (2016)
Optical Society of America).

the system exhibits robust performance even for SNR values as low as 1 dB. This is

expected since computational imaging allows each location in the scene to be probed

in multiple measurements [12, 15]. As the number of masks is decreased, this effect

loses potency; this case will be examined in the next section.

With some predictive studies complete and an expectation for imaging perfor-

mance, we pause to calculate the resolutions and SBP of the aggregate system. With

a central x position of 1 m and a bandwidth of 3.6 GHz, the cross-range resolution is

2.0 cm and the range resolution is 4.2 cm. Additionally, sampling the frequency band

at 180 MHz results in an 83.33 cm maximum unambiguous range. By reconstructing

over the full range and a cross-range of 1.5 m, the SBP is calculated as 1, 660. This

value will be used in our experimental investigation to compute the undersampling

rate possible with the designed aperture.

2.3 Experimental Results

In this section, the utility of the designed DMA is examined for computational imag-

ing using the configuration shown in Fig. 2.6. First, we characterize the system’s

resolving capabilities through experimentally reconstructed point spread functions
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(PSF). The measured PSF is processed using various computational techniques to

identify their merits in reconstructing images. Having demonstrated the advan-

tages of computational techniques, the number of measurements is then decreased

by reducing the frequency bandwidth and utilizing fewer masks. In doing so, we

distinguish between the distinct roles of frequency variation and dynamic tuning in

acquiring scene information. As the number of measurements is reduced, the reso-

lution and quality of reconstructed images are examined to demonstrate the efficacy

of computational imaging in undersampled scenarios. Finally, the maximum com-

pression ratio is employed to demonstrate real-time imaging. These studies provide

insight into the operation and capabilities of DMAs for computational imaging.

2.3.1 Experiment vs. Simulation

Prior to rigorously exploring the capabilities of the DMA, we observe a comparison

between the experimental performance and the ideal simulation predictions. For

this purpose, we have reconstructed an image of a scene consisting of two metallic

cylinders (diameter 3 mm) separated by 5 cm and located at a depth of 0.9 m

and 0.15 m off the main axis—a picture of the scene is shown in Fig. 2.10a. The

simulated reconstructions, for both MF and GMRES methods, are shown in Fig.

2.10b,d. The designed imaging system can resolve the two cylinders and obtain high

quality images comparable to the ideal setting. As seen in Fig. 2.10 the sidelobes

are considerably large in the MF reconstruction, but are well-suppressed with the

GMRES algorithm. The same features are seen in the experimental measurements

as shown in Fig. 2.10c,e. For both MF and GMRES reconstructions, this excellent

agreement suggests that our aperture is performing as predicted.
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Figure 2.10: (a) An example of the objects to be imaged. The system predictions,
(b) and (d), are images reconstructed in a simulation setting using MF and GMRES,
respectively. (c) and (e) are the corresponding experimental images. (Copyright
(2016) Optical Society of America).

2.3.2 PSF Analysis

A point spread function analysis provides a rudimentary understanding of the dy-

namic aperture’s performance and provides a means to quantify its range and cross-

range resolution [86]. To obtain the experimental PSF of the dynamic aperture, a

metallic cylinder with 3 mm diameter (λ0,min{5) is placed in the scene to approximate

a point scatterer. The length of the steel rod is approximately 15 cm (10λ0,min), how-

ever we assume that only the portion within the plane of interest returns significant

signal due to specularity. The resolution of the system, as well as the reconstructed

image of the point scatterer, changes with the location of the point scatterer. For

our purpose of estimating experimental resolution and comparing with analytical

predictions, we simply characterize the image at one location, (x “ 1 m, y “ 0 m).

The theoretical resolution limits at this position, calculated using Eqs. 2.10–2.11

and 3.6 GHz bandwidth, are 2.0 cm in cross-range and 4.2 cm in the range.

Using 25 masks, 21 frequency points, and 3 probes, the image of the subwave-

length metallic rod is obtained using MF. The resultant cross sections and a zoomed

in image are shown in Fig. 2.11a. The full-width-at-half-maximum (FWHM) of

the image is computed as the experimental resolution limits of the system [86]. In
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wavelength scattering cylinder with a completely determined H matrix for various
reconstruction methods, (a) MF, (b) GMRES, and (c) TwIST. (Copyright (2016)
Optical Society of America).

this manner, the resolution in cross-range and range are 3.2 cm and 7.6 cm, respec-

tively. It is seen that the cross-range and range resolutions have some discrepancy

with these lower bounds; specifically the cross-range resolution is off by 60% while

the range resolution is off by 80%. This lack of agreement is due to the fact that

our aperture does not have a uniform power radiated curve at all the frequency

points used. Therefore, the rows of the H matrix corresponding to the lower por-

tion of the frequency bandwidth, where the radiated power is strongest, dominate

the image reconstruction. This shortcoming is inherent in MF reconstruction but is

appropriately compensated for to leverage a greater portion of the spectrum in more

advanced computational solvers. To this end, the cylinder’s image was reconstructed

using GMRES and TwIST, described in Section 2.1. The resulting images are shown

in Fig. 2.11b,c. It is seen that the 2D images, as well as the cross sections, are

significantly improved compared to MF. For both GMRES and TwIST the range

resolution improves to a FWHM of 5.0 cm and becomes closer to theoretical lim-

itation; cross-range resolution also improves to 2.9 cm. In other words, advanced

computational techniques are able to leverage the full information content of the

generated field patterns.
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2.3.3 Frequency Bandwidth and Aperture Tuning

As mentioned earlier, one of the key advantages of the DMA is its ability to alleviate

the need for large frequency bandwidths. In the measurement results presented up

to now, we have used 3.6 GHz of frequency bandwidth. It is interesting to sepa-

rately consider the way in which frequency sweeping and voltage tuning contribute

to the range and cross-range information. From Eqs. 2.10 and 2.11 it is suggested

that the two mechanisms are decoupled and each accounts for a single dimension. A

simple physical explanation for this is found in considering the modification of the

field patterns with each mechanism. The azimuthal amplitude distribution varies as

the masks are modulated, leading predominantly to cross-range spatial multiplex-

ing, whereas the phase distribution varies with frequency, leading predominantly to

acquisition of range information.
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Figure 2.12: Reconstructions of the point scatterer with various bandwidths.
The cross-range resolution in (e) is virtually identical while the resolving power in
range (f) degrades. The quality deteriorates for 0.90 GHz because fewer overall
measurements are included. (Copyright (2016) Optical Society of America).

Here, we demonstrate this behavior and show how these factors influence our

configuration. To do this, a fixed scene is reconstructed with 40 masks as we decrease

the frequency bandwidth from 17.5–21.1 GHz down to just 20.2–21.1 GHz, with 180

MHz spacing for each case. We maintain the same maximum frequency in order
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to retain the cross-resolution. The results for this study are shown in Fig. 2.12,

with a single point scatterer located at the center of the scene. As the bandwidth

is decreased, the overall number of measurements drops from 840 to 240, leading to

a slightly noisier background; this effect is compounded by the reduced SNR of the

higher frequencies. The images in Figs. 2.12a-d show that only the resolution in

range worsens as we decrease the frequency bandwidth. The FWHM in the range

direction becomes significantly larger, growing from 3.8 cm to 12.6 cm, as we decrease

the bandwidth by four times. The cross-range resolution stays remarkably constant.

To highlight this point, cross-range slices through the plane of the object are plotted

in Fig. 2.12e as we decrease the frequency bandwidth. The images indicate that

the ability to resolve objects in cross-range is primarily due to variation of radiation

pattern through applying different masks. Though these results seem intuitive here,

we will revisit this question in Section 3.2.

To further highlight the role of the masks in imaging, the 5 cm separated cylinders

and point scatterer are reimaged using only a single frequency. The frequency of

operation is selected to be 18.68 GHz, which is between the two resonant frequencies.

Since the unambiguous range and range resolution disappear, the reconstruction is

instead performed along a single line passing through the object. Again, 40 masks

and 3 probes are implemented, creating only 120 measurements. A reconstruction

of the point scatterer is shown in Fig. 2.13a and the more complicated scene with

two scatterers is shown in Fig. 2.13b—both results show excellent localization of the

targets. The images in Figs. 2.12 and 2.13 clearly demonstrate the role of voltage

tuning in multiplexing the cross-range information.

The scenario examined in Fig. 2.13 may in fact find applications in practice.

In general, there is no need for reconstruction to be done over a straight line. In-

stead, any fully-visible curve can be imaged. With a 2D aperture, this translates

into a surface-imaging technique. For situations where an object lies on a known
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Figure 2.13: A single frequency point, 18.7 GHz, is used to reconstruct an object
within a line in the scene. In (a) a single object is located at y “ 0 m and in (b) two
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Society of America).

surface, such as security screening or subsurface imaging, this method is capable of

high-quality performance while occupying a very small bandwidth. Using a single

frequency also significantly simplifies radio circuitry design and provides a means

to rapidly probe a surface of interest. These concepts will be further investigated

in Chapter 4, where the range information lost through minimizing bandwidth is

recovered through spatial diversity.

2.3.4 Undersampling and Compression

With an understanding of how each mechanism affects the reconstructions, we can

now consider methods for accelerating frame rates by taking fewer measurements.

As we decrease the number of measurements, the matrix equation becomes poorly

conditioned. Through assuming certain constraints on the scene, we can achieve a

fast frame rate while maintaining a high-fidelity reconstruction. A priori knowledge,

such as a sparse scene or piecewise constant objects, is introduced within compressive

algorithms as the regularizer in Eq. 2.19. In the analysis here, we reduce the number

of frequency points and voltage tunings and reconstruct with GMRES and TwIST,

with the latter utilizing a total variation (TV) regularizer [73].

To understand how performance degrades we conduct a mean square error (MSE)

53



calculation. A reconstruction with a vastly overdetermined matrix is taken to be the

ground truth. The MSE is calculated as

MSE “
1

N

ÿ

V

p|σt| ´ |σest|q
2 (2.29)

where N is the number of pixels, V is the region of interest, σt is the ground truth,

and σest is the reconstruction with varied parameters. The MSE calculated above

gives a quantitative measure of the image quality. To ensure that the result is not

corrupted based on a specific set of masks, an ensemble average is calculated for a

series of 50 different sets of illuminating fields. Note that the MSE does not give the

full story on image fidelity, but rather is a simplified metric which gives the quality

relative to the best case achievable. Additionally, since many pixels exist and most

are empty, the MSE may be relatively low while the image has low quality. To better

monitor the imaging performance we also looked at images for multiple points along

the MSE curve, which are available in [45].
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Figure 2.14: A mean square error analysis to see how quickly the image quality
degrades when the number of measurements is reduced. The error plot is shown in
(a), and the reconstructions for two locations on the TwIST curve are shown in (b)
and (c).

In Fig. 2.14, we plot the MSE with a constant number of frequency points and
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a decreasing number of voltage masks. The scene for this analysis consists of three

cylinders placed randomly in the scene. Measurements are taken for 16 frequency

points within the frequency range 17.5–20.2 GHz. The ground truth contains 50

mask patterns, creating 2, 400 measurements overall, and MSE values are reported

for 40 masks to 4 masks, or 1, 920 to 192 overall measurements. The analysis is

carried out for GMRES as well as TwIST. For the given reconstructions, the SBP

is approximately 1, 264 and therefore the points along the MSE curve vary from a

compression ratio of 1.5:1 to 1:6.5. We show the reconstructed images for the best

and worst case in Fig. 2.14b-c for the TwIST algorithm. Reasonable reconstructions,

with minor aberrations, are seen for quantities as low as 7 masks (a 1:4 compression

ratio), but further reduction begins to show serious degradation.

2.3.5 Real-Time Imaging

As a final study, we present results which demonstrate how this compression can

increase the frame rate and enable real-time imaging. By reducing the number of

measurements to include 16 frequencies, 7 masks, and a single probe (112 measure-

ments overall) the frame rate has been increased from 0.02 Hz to approximately 2

Hz. Because a single probe is in use, the cross-range resolution decreases and the

SBP drops to 648. The compression ratio thus becomes 1:6.

A simple object was translated throughout the scene within the region |x´ 1| ă

0.2, |y| ă 0.55; data acquisition and image reconstruction were done on the fly. The

object was moved sporadically along a V shape path at approximately 2 cm/s. Full

reconstructions were done with GMRES (TwIST produces similar results) and the

location of the object was tracked as the maximum point of the reconstruction. The

location as a function of time is shown in Fig. 2.15 and it is seen that the object

is successfully tracked for the entire duration of the measurement, lasting over 200
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seconds.

Videos of a similar scan, along a single line at a constant depth, are provided in

the supplementary material of [45] for GMRES and TwIST. It should be noted that

software communication, and not hardware, is the limiting factor for the acquisition

rate. With appropriate interfacing between the hardware and software, frame rates

could easily reach video rates.
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Figure 2.15: Results obtained during real-time imaging of an object moving
throughout the scene. The object moves within two linear paths which translate both
the x and y position. Locations of the maximum reconstruction point are used to
track the object and two images are shown to demonstrate satisfactory reconstruction
quality. (Copyright (2016) Optical Society of America).

2.4 Conclusion

In this chapter, we presented a comprehensive study of a dynamic metasurface aper-

ture for computational imaging at microwave frequencies. A systematic design pro-

cedure was outlined and various trade-offs and parameters governing performance
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were identified. The proposed design and operation were experimentally verified.

The distinct roles of tuning modulation and frequency variation in acquiring scene

information were also investigated. High-fidelity, real-time computational microwave

imaging was experimentally demonstrated.

This dynamic aperture boasts several benefits in contrast to alternative technolo-

gies. It covers an electrically-large area (ą 25λ) which means that as a single antenna

it possesses a large aperture size. Conventional systems must utilize numerous an-

tennas or mechanical motion to attain an aperture this large. On top of this, the

dynamic aperture is a single port device which sequentially multiplexes scene infor-

mation by tuning components. This makes the metasurface aperture inexpensive,

especially when compared to phased array which implement numerous amplifiers and

phase shifters. While we have given up some control over the emitted fields in this

process, the uncorrelated radiation patterns are still suitable for our goal. Making

the antenna on a single PCB and using only off-the-shelf electrical components means

that the designed antenna is easily manufactured, has a flat form factor, and can be

produced at a low cost. These numerous advantages make the dynamic metasurface

aperture a powerful platform for future microwave imaging applications.

Several improvements could be made on this device and a more rigorous op-

timization could likely improve performance. A completely predictive model (e.g.

the discrete dipole approximation [26, 78]) would be helpful in the design of a next

generation aperture. The aperture here was able to create sufficiently uncorrelated

patterns based on pseudo-randomness, but a more advanced implementation may

target more tailored radiation patterns [87,88]. These patterns could take on a spe-

cific shape for multiplexing (e.g. Hadamard masks) or perhaps would be targeted at

increasing SNR (e.g. through more directive beams). We will ruminate more upon

future possibilities in Chapter 6. In the next chapter we will dedicate ourselves to

using this aperture in more application-focused settings.
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3

Advanced Imaging Modalities

In the previous chapter a one-dimensional dynamic metasurface aperture (DMA)

was discussed in the general terms of computational imaging. This chapter looks at

the use of the designed DMA in specialized cases that tie back to interesting imaging

modalities in the literature. First, we look at utilizing the DMA in synthetic aperture

radar (SAR). We then look at removing the use of bandwidth entirely and conduct

single frequency imaging. Finally, we implement the DMA for through-wall imaging

(TWI).

Section 3.1 discusses synthetic aperture radar, an entrenched technique that has

numerous applications, especially in aerospace settings. The common manner in

which SAR is conducted involves moving a single antenna and using a directive

beam to image at a distance. Stripmap SAR, in which the antenna is pointed in

a fixed direction, is the most common modality. Spotlight SAR, a more advanced

technique, steers the beam to keep it pointed at a certain region of interest. Both of

these techniques have pros and cons, but regardless they both require the creation

of a directive beam. We will show that the DMA can generate directive beams
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for application in SAR, and we will also show a third modality that uses random

radiation patterns. We mechanically translate the DMA with respect to a scene and

investigate these different modalities. The mechanical motion is carried out with the

aperture moved along its length-wise direction as well as its cross-wise direction. The

work discussed in this section can also be found in [47] where there are more details.

Section 3.2 casts aside any notion of wideband imaging and focuses on using a sin-

gle frequency for array imaging. In the conventional radar mindset this would mean

the complete loss of range information since the time-domain pulse width goes to

infinity. However, as is known from tomography and the inverse scattering literature,

the advantage of numerous look angles obtained by surrounding an object can allow

spatial resolution in the range dimension without bandwidth (in reality, the “range”

direction is no longer defined as such). In this document, we use a system consisting

of two DMAs (in a planar array configuration) that cover an electrically-large area.

This allows us to obtain oblique angles like a tomographic system, and yet we can

remain using the processing techniques and form factor of an array system. A host

of benefits comes with the removal of bandwidth, including hardware performance

enhancement (for filter, amplifiers, etc.), the avoidance of spectral clutter, and the

mitigation of effects caused by scene dispersion. Large portions of this section can be

found in [48]. The combination of single-frequency imaging and synthetic aperture

radar has also been followed up on in a work not reported in this dissertation [89]. In

that work, a pair of DMAs was translated to create a synthetic 2D aperture, enabling

3D reconstructions with a single frequency point.

Section 3.3 takes on the problem of through-walling microwave imaging. Fol-

lowing up on the results from single frequency imaging, we conduct TWI with and

without a finite bandwidth and show how the dispersion of a wall impacts imaging.

Correction terms are introduced which allow us to compensate for the effects of the

wall. We image through walls composed of known materials (such as polystyrene) as
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well as uncharacterized materials (e.g. plywood). The system presented in this sec-

tion could become viable for use in real applications, such as finding damage behind

drywall or assisting first responders. The through-wall imaging concepts and results

are part of a manuscript that is currently under review [49].

60



3.1 Synthetic Aperture Radar

Synthetic aperture radar (SAR) is an established technology that has been applied in

aircraft- and satellite-based imaging since the mid-twentieth century [8,23,90]. In its

earliest realizations, a simple antenna with a directive beam was affixed to a moving

platform that traveled along a large distance [8,90]. This configuration allows for the

synthesis of an effective aperture that is much larger than what would be practical

using stationary antennas. High-resolution images in SAR systems are thus achieved

by using frequency bandwidth (to sense objects along the range coordinate) coupled

with a spatially-large aperture (to sense objects along the cross-range coordinate).

Moreover, given the inherent Fourier transform relationship between data sampled

over a synthetic aperture and the scene reflectivity, efficient image reconstruction

techniques are available, making SAR a powerful and preferred imaging platform

[9, 91–93]. Its many applications include security screening [1, 19, 20, 94, 95], space

and earth observation [96,97], and through-wall imaging [4, 98].

A variety of antennas with different radiative characteristics have been used for

SAR, with several common imaging modalities becoming highly developed. In the

simplest scenario—depicted in Fig. 3.1a and commonly referred to as stripmap

SAR—the direction of the antenna’s beam is held constant with respect to the moving

platform, and the region of interest is dictated by the path of travel [8]. Stripmap

SAR has a simple architecture but lacks the ability to actively direct the antenna

at a specific location. This inadequacy leads to a trade-off between resolution and

signal-to-noise ratio (SNR) [8]. Although a narrow beamwidth (high gain antenna)

gives better SNR, it also restricts the size of the effective aperture, hindering the goal

of enhancing resolution. Spotlight SAR (Fig. 3.1b), in which the antenna’s beam

is continuously adjusted to aim at a fixed point of interest, can increase resolution

by synthesizing a larger effective aperture relative to the imaging domain [99]. This

61



mode, however, requires beamsteering and results in a limited region of interest.

Both stripmap and spotlight SAR tend to use highly directive antennas for the

sake of increasing SNR. For a transceiver SAR system, the governing equation is

the radar equation, which relates the power received to the antenna characteristics

as [23]

Pr “
PtGtGrλ

2σRCS
p4πq3R2

tR
2
r

, (3.1)

where Gt{r is the gain and Rt{r is the distance from the transmit/receive antenna to

the scattering object (which is represented by the radar cross section σRCS). To max-

imize the received power, antennas are designed to have high gain, which is inversely

proportional to the beamwidth (θBW , in a single dimension). Therefore, according to

Eq. 3.1 and assuming G9 θ´1
BW , the Pr (and therefore the SNR) decreases as 1{θ2

BW

when considering both the transmit and receive side of the system. Because of this

narrow beamwidth, the size of the practical synthetic aperture (with respect to a

single point of interest) is limited in the stripmap case. This is because the antenna

will only illuminate a point in the scene for a small subset of the synthetic path. The

resolution for stripmap is then given by [8]

δ stripmap
cross-range “

λc
4 sinpθBW {2q

«
λc

2θBW
. (3.2)

The resolution thus gets worse when θBW gets smaller, which puts δcross-range and

SNR in conflict. On the other hand, spotlight SAR has a resolution determined by

the maximum steering angle φsteer as given by

δ spotlight
cross-range “

dλc
2L cospφq

(3.3)

where d is the distance to the scene and L is the synthetic aperture length. A key
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Figure 3.1: (a) Stripmap and (b) spotlight SAR imaging, with the arrow indicating
the path of motion. Alternatively, (c) diverse pattern stripmap SAR can be executed
with complex patterns. (Copyright (2017) IEEE).

difficulty here is enhancing resolution by creating an antenna that can steer to wider

angles. Additionally, through similar geometric arguments one can see that the spot

size for a spotlight SAR system will get smaller with θBW , which puts the size of the

region of interest and the SNR at odds. These inherent conflicts make stripmap and

spotlight useful in certain circumstances, but other modalities have recently become

popular [100,101]. Different applications will demand different hardware constraints

which can therefore guide the system’s design.

Depending on the specific SAR application, a multitude of hardware platforms

have been demonstrated, including phased arrays [7] and gimbal-actuated parabolic

reflector dishes. Phased arrays and electronically scanned antennas (ESAs) [50,102–

104] possess near-total control over radiated fields but often have a costly, heavy, or

complex architecture that consumes significant power. Reflector dishes offer near-

perfect radiation efficiency and can generate highly-directive beams; however, they

suffer from a large physical footprint, offer minimal control over the radiated fields,

and rely on mechanical rotation to steer the beam. While some applications can
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adequately exploit the benefits of these specific antenna architectures, flexibility

in radiated patterns and a reduced physical footprint stand to provide substantial

advantages for many imaging environments.

To enable tailoring of radiation patterns from a low-cost and planar platform,

waveguide-fed metasurface antennas may be considered [31]. As discussed in Chap-

ters 1–2, these antennas consist of a waveguide (e.g. a microstrip or parallel plate

waveguide) which excites a multitude of subwavelength, resonant radiators. Without

tunable components, both the guided wave and the responses of the metamaterial

elements will be fixed—therefore for a given frequency the overall pattern will be

fixed. By integrating a tuning mechanism into each independent resonator, further

control over the radiated waveforms can be achieved [40]. When considered in a

SAR context, the flexibility offered by dynamic metasurfaces may be used to steer

directive beams for enhanced signal strength [104], create nulls in the pattern to

avoid jamming [105,106], probe a large region of interest with a wide beam, or even

interrogate multiple positions at once with a collection of beams [107].

Similar to leaky wave antennas [108], the metasurface aperture introduced in

Chapter 2 produces radiation patterns that vary as a function of frequency. This is

because of the dispersion in the waveguide, which is a key part of the design and

cannot be avoided. Passive metasurfaces (i.e. those without tuning components)

use this dispersion to their advantage, but have no recourse if a tailored radiation

pattern is desired. With the addition of dynamic tuning, the effects of frequency

dispersion can be mitigated. This can be applied, for example, to form directed

beams or other patterns that are frequency-invariant over a bandwidth. In fact,

dynamic metasurface apertures were first explored for creating highly-directed beams

in satellite communication and tracking [102].

Through the computational imaging work in Chapter 2, dynamic apertures have

proven their ability to generate a multitude of radiation patterns. As we will show,
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these wavefronts can be in the shapes of beams or diverse patterns. The beam-

like wavefronts can be applied in traditional SAR modalities, such as stripmap or

spotlight SAR, both of which rely on specific patterns that are uniform across the op-

erational bandwidth. We will study this possibility and we will also investigate other

schemes that can utilize alternative wavefronts. We will introduce a novel modality,

diverse pattern stripmap which employs the uncorrelated, random patterns previ-

ously details (see Fig. 3.1c). The goal of this section is to explore how a dynamic

metasurface aperture can be implemented in a SAR system.

3.1.1 Dynamic Metasurface Apertures for Beamsteering

The dynamic aperture considered in this section was designed and fabricated for use

in a computational imaging framework, as discussed in Chapter 2. We will briefly

review the aperture’s operation and discuss its integration in the proposed SAR

setting. In particular, this aperture was designed to generate uncorrelated radiation

patterns that varied as a function of tuning state. By contrast, here we illustrate

how this aperture can be tuned to generate steered, directive beams, for conventional

SAR imaging. The random patterns will be revisited when we explore the diverse

pattern SAR modality introduced later in this section.

In contrast to the previous chapter, the aperture is only fed at the center here.

This results in a pair of counter-propagating waves within the microstrip. As before,

the total aperture spans 40 cm and contains 112 elements with spacing of 3.33 mm

(«λ0{5). All other factors remain consistent with the previous chapter.

In many other aperture antenna platforms, such as phased arrays, ESAs, and

leaky wave antennas, array factor calculations [84] and dispersion relations [108]

inform the beam synthesis process. These methods provide weightings (i.e. phase

and magnitude) for each of the radiators along the aperture, which should be used to
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achieve a beam at a desired angle. In contrast, waveguide-fed DMAs must consider

both the phase advance of the feed wave combined with the tuning state of the

elements to provide beamsteering capabilities. In this scenario, it is useful to think

of the DMA as a holographic antenna: the waveguide mode acts as a reference

wave with the tuning states of the elements serving to modulate a dynamically-

reconfigurable computer-generated hologram [109].

Holography was introduced as a way to shape wavefronts from a reference wave

into a structured wavefield through scattering at a surface. Phased arrays eliminate

the first step of this process in that they generate the sources themselves, but the

sculpting of effective radiators along the phased array’s surface can be considered

similarly. Falling between holograms and phased arrays, waveguide-fed metasurfaces

use a guided reference wave and then modulate the radiators along the aperture to

sculpt the emitted wavefield. We can therefore draw on the formalism of holography,

namely Fourier optics, and borrow intuition from phased arrays in seeking a way to

steer a dynamic metasurface aperture.

Just like the phase and magnitude of the elements constituting a phased array,

the metamaterial elements can be considered as aperture sources that generate a

holographic surface. The source weights can then be designed like a hologram to

generate a steered beam. The relationship between the farfield and these sources

takes the form of a Fourier transform. If we have the scalar electric field along our

1D aperture Eapyq, then the farfield will be approximately given by

Effpθq9 cospθqFyrEapyqs “ cospθq

ż 8

´8

Eapyqe
ikyydy, (3.4)

where θ is the angle measured from the antenna’s broadside. Though this integral

is taken over an infinite aperture, we can intuitively expect that the finite nature of

the antenna will lead to a window function and, consequently, sidelobes. Given a
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rectangular window, we would expect a sinc-shaped beam in the farfield. To steer

this beam at other angles, a linear phase term can be applied across the aperture

as Eapyq “ eiγy, where γ is related to the steered angle as θ “ sin´1pγ{k0q. This

can be intuitively understood by considering the phase-matching condition on the

boundary—in this sense, a linear phase ramp along an infinite plane uniquely defines

a plane wave traveling at a given angle. The above argument can also be used to

construct more complex patterns in the farfield, e.g. if a pair of beams is required,

then the superposition of the results from Eq. 3.4 is taken.

In practice the generation of the Eapyq source field then becomes the goal. Sev-

eral other factors must be taken into account, such as the fact that the aperture

discretized, is finite in extent, and has a naturally decaying exponential shape due

to the decay of the guided wave. The exponential decay acts as a window function

that broadens the beam, but this does not fundamentally change the aperture syn-

thesis process. Additionally, the discretization is not a problem since our aperture

is sampled finer than the Nyquist limit (otherwise grating lobes would exist). Still,

creating the appropriate phase profile along Eapyq requires some effort. A general

way to consider this problem is by looking at how closely the phase at the aperture

matches the desired phase, i.e.

T “ |=Eapyq ´=mpyq| “
∣∣∣=Eapyq ´=

´

αpyqHpyq
¯∣∣∣. (3.5)

where mpyq represents the effective source at that location. If the phase of the

element at this position could be chosen arbitrarily it would be set so that the

sources match the desired phase (T “ 0). Since our elements have binary tuning and

cannot arbitrarily change their phase, we set a criteria that says the element will

only be put into a radiating state when the error T is below a certain threshold. The

result is a sinusoidal modulation determined by the guided wave and the angle of the
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desired beam, which is converted to a square wave because of our binary elements.

Normalized and with a threshold of T “ 0.5, this results in a modulation of the form

Vi “ Θ
´

sinp
2πyin

a
` φq

¯

. (3.6)

Here, the binary voltage Vi of the i-th element takes the Heaviside function Θ of the

oscillating sinusoidal function, whose period depends on the element spacing a. To

steer the beam at different directions, the period is scaled by modifying n.

With a DMA designed specifically for this application, the above description

and the utilization of Eq. 3.5–3.6 would have outstanding performance [110]. Our

antenna is not ideal for these purposes due to the small index of the waveguide (which

modifies β and therefore alters where the error T is small enough) and because our

element spacing is not deeply subwavelength (ăλ{10). Alternatively, a DMA with

grayscale tuning that can alter the phase of the radiators would be beneficial toward

this goal. Despite the lack of these advantages, we are able to find many angles at

which the beam can be steered with this technique. Because this technique does not

allow us to steer to all angles at all frequencies, we have supplemented the beams

found though this method with beams found by random tuning states.

In addition to the square-wave voltage masks given by3.6 (which each possess

various periodicities to steer at different angles) we have sampled a large variety of

pseudo-random masks in an effort to generate additional beams. By sorting through

many measurements of random masks, several radiation patterns matching the de-

sired beam profiles can be found. This was completed through experimental near field

scanning and is a cumbersome approach to the problem. Fortunately, the one-time

process results in satisfactory beams that fill many of the gaps in the frequency-

angle coverage that otherwise results with the square-wave approach. It should also

be noted that since our specific aperture was designed for computational imaging, not
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Figure 3.2: (a) The translating aperture (confined within the dashed lines) and
the definition of the steered angle for spotlight imaging. Also shown are the inherent
regions of interest for stripmap, spotlight, and diverse pattern stripmap. (b) Direc-
tivity plots at 19.3 GHz are shown for a set of steered beams that could be used for
spotlight imaging. (Copyright (2017) IEEE).

beamsteering, the achievable beam characteristics (such as beamwidth and sidelobe

levels) were limited. While this aperture is sufficient for initial experimental results,

its design could be better tailored towards the goal of beam synthesis by applying

techniques such as grayscale tuning, denser element placement, and tapered element

design.

Despite the many obstacles that impede the beam synthesis process, the dexterity

of the aperture, granted by the tunable metamaterial cells, redeems the structure.

With the 112 elements all individually addressable, an enormous variety (2112) of

masks are possible and allow for the creation of the desired radiation patterns. As

shown in Fig. 3.2b, the dynamic aperture masks can be selected such that a directive

beam is steered over angles within ˘23˝. The beams have a mean width of 10˝ and

all have sidelobes of less than ´4 dB. An additional point of importance is the band-

width for which this operation can be sustained. For spotlight SAR, the directive

beam should ideally point at the desired angle for the entire operational bandwidth

so that it can always aim at the point of interest as the platform translates. For

our aperture a bandwidth of 2.8 GHz (17.50 GHz–20.38 GHz) is achievable. A few

angle-frequency pairs within this set have not been realized, but this does not severely

69



hinder the performance in this work and could be corrected with further optimization.

3.1.2 Imaging Process

Once the voltage tunings for different beam styles are selected, we can reproduce the

desired patterns by invoking the corresponding masks. In our imaging configuration,

the dynamic metasurface operates as a transmitter to illuminate a region of interest

and the backscattered signal is collected by a single open-ended waveguide receiver.

Depending on the radiation patterns and the SAR modality, the region of interest will

take on a different size, as shown in Fig. 3.2a—this notion will become clear when

the individual modalities are demonstrated. The transmit and receive antennas are

held fixed and the scene is translated in front of them, forming a quasi-monostatic,

inverse SAR (iSAR) measurement [8]—this is equivalent to the strategy shown in

Fig. 3.2a which provides a schematic with the key features. A Keysight E8653A

vector network analyzer is used to measure the complex signal and the scene is

translated on a Newmark D-slide 2D stage—both devices, as well as the voltages for

the metamaterial cells, are controlled through MATLAB.

An important component in any imaging system is the description of the imaging

process, or forward model [46]. In most SAR imaging systems, the aim is to retrieve

a reflectivity map of the scene (qualitative imaging), which can be found the Born

approximation as was the case in Chapter 2 [69]. We adopt this framework again

and focus our efforts on the hardware aspects of the imaging process. This method is

extremely versatile which enables its implementation throughout the various imaging

styles explored in this document.

We review the notation of the matrix equation g “ Hσ; where σ is a vector

describing the scene reflectivity and g is the measurement vector. The sensing matrix,

H, is again the cornerstone of the method and relates each generated field pattern

70



(whether it is a beam or a diverse pattern) to a single measurement [33].

In the SAR case the rows of the H matrix count through several features: it

indexes the excitation frequency, the control masks on the aperture, and the posi-

tion of the synthetic aperture. In this sense, each new illuminating pattern simply

concatenates a new row on the bottom of the matrix. This capability, and the ability

to define any discretized scene space to reconstruct over, makes the formulation very

general. The approach can be applied to any scene size, radiation pattern, and syn-

thetic aperture path, making it a suitable framework to provide comparisons between

the different imaging experiments.

Since we are not interested in undersampling and compression in this chapter, we

will adopt the common approach of solving this problem through the matched filter

solution [8,111]. In effect, this operation cross-correlates the measurements with the

interrogating field patterns and takes the form

σest “ H:g (3.7)

where : denotes the conjugate transpose operator. More sophisticated approaches

exist, but in the case of overdetermined systems (when H has more rows than col-

umn) this solution is fairly reliable. Regularization or iterative approaches could also

be employed, but the added computational demands are particularly substantial in

SAR environments. This is because the large number of synthetic aperture posi-

tions, frequency points, and tuning states, leads to an extremely large measurement

set [112].

3.1.3 Lengthwise-Motional Imaging

Given the electrically-large size of the aperture in one direction, it can be deployed

in SAR imaging systems in two different styles: lengthwise motion, in which the
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aperture is translated along its long direction, and crosswise motion, in which the

aperture is translated transverse to its length. The imaging style using lengthwise

motion is depicted in Fig. 3.1 and Fig. 3.2. Operating under this scenario, we

will begin by demonstrating stripmap and spotlight SAR imaging with the dynamic

aperture. Subsequently, we illuminate the scene with random patterns, operating in

a modality which we refer to as diverse pattern stripmap. For completeness, a variety

of metallic objects have been imaged to showcase the independence of the method

on scene composition. Throughout the remainder of this chapter we constrain the

system to a frequency range of 17.5–22.38 GHz, sampled at 90 MHz. This is because

the DMA is only able to form beams for this range, although it should be noted

that the diverse pattern case does not have this restriction. Nonetheless, for fairness

between stripmap/spotlight and diverse patterns we will only use these frequencies.

Demonstrated Imaging Modalities

Stripmap and spotlight SAR are easily implemented with the steered beams demon-

strated in Section 3.1.1. The pros and cons of each case are well-documented through-

out the literature [8,23] and each mode is readily exercised with traditional hardware

platforms such as phased array and reflector dish systems. Here, our goal is not to

extend these imaging scenarios beyond what is already reported, but to demonstrate

similar imaging performance using the low-profile and economical aperture layer

made accessible by dynamic metasurfaces.

For the stripmap case performed here, the beam is always kept at the antenna’s

broadside, while in the spotlight case the beam is aimed at a specific point. The

beamwidth in various SAR applications arises as a trade-off with the signal-to-noise

ratio (SNR) achievable in the imaging environment. For the proof-of-concept exper-

iments reported here, measurements are completed in an anechoic chamber which
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ensures decent SNR. In this environment, a wider beamwidth could be used in the

stripmap case (to increase resolution) or in the spotlight case (to enlarge the scene

size). However, in most SAR applications the target domain is at a significant dis-

tance and SNR can be a serious concern [90]. Thus, the narrow beamwidth used is

more representative of a realistic system. Alternatively, the antenna could be made

to have an adjustable beamwidth so that the SNR and resolution could be balanced

on an application-to-application basis. While this prospect is possible with dynamic

metasurfaces, it is beyond the scope of the present work.
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Figure 3.3: (a) The objects, two metallic spheres, and their reconstructions using
(b) stripmap, (c) centrally-aimed spotlight, (d) right-aimed spotlight, (e) left-aimed
spotlight. The location of the center of the spotlight is denoted by a reticle. (Copy-
right (2017) IEEE).

For both stripmap and spotlight, the DMA can support steered beams across

the bandwidth of interest. The synthetic aperture is 60 cm long and is sampled at

intervals of „λ{3 (∆ys “ 5 mm). To illustrate some of the traits of the stripmap

and spotlight modalities we reconstructed a simple scene consisting of two spheres

(diameter = 1.5 cm) separated by 8 cm. The results for stripmap and for centrally-

aimed spotlight are shown in Fig. 3.3b and c, respectively.

First, it is seen that the spotlight case has better SNR and resolution than the

stripmap case. This is expected because the stripmap resolution is limited by the
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beamwidth. However, it is also worth noting that the object to the right of the scene

appears slightly faded compared to the centered object in the spotlight case. This

is a result of the small region of interest inherent spotlight imaging and is caused

by the direct focus on a single point in the scene. In fact, the spotlight can be

pointed at other locations to shift emphasis towards different positions. This case

is demonstrated in Fig. 3.3e, where the beam is directed toward the right object.

While a higher quality image is obtained in Fig. 3.3c, these images also expose a

weakness in the spotlight modality which arises in the event that objects lie outside

the area of interest. This problematic case is shown in Fig. 3.3d where the beam

is pointed to the left of the objects and the sphere placed to the right of the scene

almost completely disappears from the reconstruction. It is worth emphasizing that

the tendencies observed here are inherent to stripmap and spotlight imaging and are

not the result of using the dynamic metasurface at hand. From these images, it can

be concluded that the dynamic metasurface aperture platform can perform stripmap

and spotlight SAR with a simple architecture and without reliance on phase shifters

or mechanical rotation.

We expect diverse pattern stripmap, where random patterns are used at each

position, to mitigate the intrinsic limitations of stripmap and spotlight imaging. To

experimentally validate the feasibility of this imaging approach, described visually in

Fig. 3.1c, we demonstrate the ability to reconstruct a complicated scene, shown in

Fig. 3.4a. We use 10 different masks for each frequency and aperture location (with

the same frequency vector and aperture sampling as the previous measurements).

In total 61,710 measurements are taken and used to reconstruct the scene. The

results for this demonstration are shown in Fig. 3.4. The metallic targets are a

2-cm-diameter ball and a 10-cm-long, 1-cm-diameter cylinder. These objects vary in

response because the cylinder is a large, continuous object with specular reflections

while the ball is relatively small and scatters in all directions. Both objects appear
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Figure 3.4: a) The objects, a metallic pen and a sphere, and their diverse pattern
stripmap images from b) experiment and c) simulation. (Copyright (2017) IEEE).

starkly (with the cylinder being slightly brighter due to its nearer position) and stand

out well above the background noise.

To ensure that the above performance is in line with expectations, a simulation

of the ideal scenario has been completed using the formulation outlined in [46]. The

aperture’s experimental characterization is used to propagate the fields to the scene

and the reflective objects are represented as collections of point scatterers. The

simulated measurements are computed with Eq. 2.13 by calculating the transmit-

ted fields, the scattering event, and the backprojected receive fields. The objects are

modeled to be the same as those used in the experiment. As can be seen in the recon-

struction, shown in Fig. 3.4c, excellent agreement is found between the experiment

and the best case simulation. The appearance of the cylinder is similar in the two

cases and the resolution, as understood from the metallic ball, is comparable. This

result hints at the importance of resolution and field of view (FOV) in SAR imaging

platforms. We will quantify these properties more rigorously in Section 3.1.3, but

first we address the sampling of the aperture.

Spatial Sampling

Various works have recently investigated the effects of spatial sampling in array

imaging and the potential of using sparse arrays with aperiodic arrangements [20,56].
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For SAR imaging, this sparsity is reflected in the step size taken along the synthetic

aperture. Since our physical aperture is electrically-large, we are not restricted to

moving by the usual λ{2 SAR step size. However, the aperture is filled inhomoge-

neously (with magnitude falling off as the distance from the center increases) and

the effective aperture size is therefore smaller than the physical aperture. Here, we

conduct an empirical study to see how the sampling of the synthetic aperture af-

fects the reconstruction. By sweeping the increment size (∆ys in Fig. 3.2) it can

be seen how the sampling of the synthetic aperture affects reconstructions; various

increments are shown in Fig. 3.5 where an elongated rectangular prism is imaged.

Within this study, the number of masks was increased for the sparser cases so that

the overall number of measurements remained the same. As expected, sampling can

be coarser than the typical λ{2 rate, but substantial sparsity eventually gives rise to

spatial aliasing. From these results, it appears that 2 cm («1.25λ) is a reasonable

step size with no sidelobes above -16 dB; we will retain this sampling throughout

our future SAR studies. This study was completed with diverse pattern stripmap.
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Figure 3.5: (a) The object, a rectangular prism, and its reconstruction with
various samplings of the synthetic aperture: (b) 0.5 cm, (c) 2 cm, (d) 3 cm, (e) 8 cm.
(Copyright (2017) IEEE).

Comparisons with Diverse Pattern Stripmap

Having demonstrated the experimental feasibility of diverse pattern stripmap
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SAR, we now directly compare it to traditional stripmap and spotlight. To quantita-

tively compare resolution and FOV between the conventional modes and the diverse

pattern mode, we will use a large region of interest with spheres (diameter = 1.5 cm)

placed along a line of constant depth. Six spheres are included which are separated

by 5 cm and collectively span a distance of 25 cm. The results for the three modalities

are shown in Fig. 3.6. It is seen that diverse pattern stripmap achieves the same

cross-range resolution as spotlight and has the same FOV as stripmap. Meanwhile,

spotlight mode struggles with the large scene size and stripmap suffers from poor

resolution.

An additional feature is that diverse patterns can image over a larger FOV since

the radiation patterns are not confined to the boresight of the antenna. This feature

is highlighted in Fig. 3.7 by placing a pair of spheres near the edges of the imaging

domain. Note that the objects appear slanted because the blur along the radial

direction reveals the range resolution. Ultimately, a FOV of 45˝ beyond the edges of

the synthesized aperture can be examined.
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Figure 3.6: (a) The objects, six spheres separated at 3 cm, and the results with
(b) stripmap, (c) spotlight, (d) diverse pattern stripmap. (Copyright (2017) IEEE).

By conducting a point spread function (PSF) analysis the resolution can be fur-

ther quantified [86]. To conduct this PSF study we reconstruct a subwavelength
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Figure 3.7: Image of two spheres located outside of the synthetic aperture’s
transverse path (marked by dashed lines), obtained with diverse pattern stripmap.
(Copyright (2017) IEEE).

spherical scatterer and monitor the full width at half maximum (FWHM) of the re-

constructed images. For all three imaging methods, aerial-view reconstructions and

cross sections along the main axes are plotted in Fig. 3.8. In the range direction, the

reconstructions have comparable behavior because the same bandwidth is utilized.

For the cross-range resolution, δy, spotlight and diverse pattern modes have virtually

equivalent resolution (1.1 cm) whereas the stripmap performs slightly worse (1.6 cm)

owing to its beamwidth limitation. Since we are operating in the radiative near-field

and the synthetic aperture size is constrained by the physical hardware, a straight-

forward formula for diffraction-limited resolution is not readily available. Instead, we

conduct a numerical simulation to determine how these results compare to the ideal

case. To this end, a dipole antenna is translated through the same synthetic aper-

ture with the same sampling and bandwidth characteristics. The result is plotted as

a dashed line in Fig. 3.8. Evidently, the ideal cross-range resolution is in excellent

agreement with the experimental results obtained using spotlight and diverse pattern

stripmap. There is noticeable discrepancy in the range result however; this is due to

the unlevel power spectrum emitted from the metasurface antenna, which has higher

radiated power at lower frequencies [45]. This effect was also seen in the stationary

case presented in Chapter 2.

The results presented in Figs. 3.4–3.7 showcase the advantages offered by using

diverse pattern stripmap. In particular, diverse pattern stripmap obtains similar

resolution to the spotlight modality while accessing a larger FOV than the stripmap
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modality. While all these experiments have been conducted using the dynamic meta-

surface, it should be emphasized that the limitations of spotlight and stripmap imag-

ing are well-documented and are not the result of using the dynamic metasurface.
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Figure 3.8: Two-dimension PSFs for (a) stripmap, (b) spotlight, (c) diverse
pattern stripmap. Cross sections for the (d) cross-range and (e) range are also shown
for the various modes and for the ideal simulation. (Copyright (2017) IEEE).

It should be noted that the diverse pattern modality incurs a hit in SNR due to the

fact that the energy is spread across an overall wider area. This factor is not encoun-

tered as a practical difficulty in the present laboratory environment. Additionally,

since tuning through 10 masks in our experimental configuration effectively means a

longer integration time at each position, we averaged the measurements in the spot-

light/stripmap cases 10 times to ensure fair comparisons. Further application-specific

limitations will be investigated in a future work from a more technical perspective;

our goal in this document is to explore preliminary conceptual trade-offs in terms

of image quality. There are also other imaging modalities that attempt to coun-

teract the drawbacks noted above for the stripmap, spotlight, and diverse pattern

modes. One particularly promising modality is enhanced resolution stripmap, which

is a hybrid of stripmap and spotlight. In this instance, a beam is swept through the

entire angular range at each position along the synthetic aperture. This combines

the resolution of spotlight with the ROI of stripmap. The DMA could also operate

in this modality, but we do not investigate this possibility here since it has been

implemented with another DMA-based platform [113].
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3.1.4 Crosswise-Motional Imaging

Consistent with existing SAR imaging, the previous section outlined how, using a

combination of mechanical motion and frequency-swept measurements, 2D informa-

tion can be obtained. This type of imaging uses the mechanical motion to obtain

cross-range information and uses the frequency measurements to obtain range infor-

mation. In this section, we describe how we can leverage the size of the dynamic

metasurface and radiate different patterns to probe the cross-range spatial content

of a scene without mechanical motion. By using mechanical motion, structured ra-

diation patterns, and frequency-swept measurements, information can be obtained

in all three dimensions. A schematic of this mode of operation is shown in Fig. 3.9.

Note that the aperture is translated along z (granting δz), while its patterns vary

in y (granting δy), and has range information in x from frequency (granting δx).

Obviously, the resolutions are not entirely decoupled, but this description gives an

intuitive perspective on how the different features contribute to each resolution.

The diverse pattern modality described above is naturally adapted to this mo-

tional framework. Alternatively, the spotlight ability can be used to steer through

the y direction—this is the scan SAR imaging method [114, 115]. In scan SAR, the

angular sweep ideally occurs for each z position and covers all frequency points. In

this work, we step the angle by 4˝ between ˘20˝. In this sense, every angle must be

probed independently and thus the beam must traverse the entire scene. This is in

contrast to the diverse pattern mode which multiplexes the y spatial information and

relies on post-processing to retrieve the image. In a sense, diverse pattern stripmap

sends multiple beams simultaneously and then demultiplexes the spatial components

in calculation.

With the angle span and sampling for the scan SAR case, it is seen that 11

angular measurements must be taken at each z position, for the entire frequency
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Figure 3.9: (a) The aperture shifting in the crosswise direction, operating in
diverse pattern modality. (b) Diverse pattern 3D imaging result for (c) a complex
target that is a smiley face composed of nuts. (Copyright (2017) IEEE).

sweep. While it seems fair that the diverse pattern case uses a similar number of

measurements (i.e. 11 masks), we know that the aperture can image with fewer

measurements in this modality [40,45]. As such, we use a new set of 3 masks at each

z position. The synthetic aperture is 32.25 cm long and is sampled at ∆zs “ 7.5 mm.

The same frequency vector is retained.

We begin by demonstrating each of these methods with a set of simple objects.

Three spheres are distributed in the three dimensions and imaged with both diverse

pattern and scan SAR modalities. We have plotted the projections in the three

different dimensions in Fig. 3.10a, for the diverse pattern case, and Fig. 3.10b, for

the scan SAR case. It is seen that the spheres are easily resolved in both cases.

Each approach has the same bandwidth and frequency sampling, but the diverse

pattern approach uses 3 measurements per position as compared to the 11 angular

measurements for scan SAR. The angular sampling or span can be decreased to

reduce the acquisition time, but either of these adjustments could result in severe

deterioration of reconstructed images. The angular sampling used here is not optimal,

only an initial demonstration of the aperture’s potential.

We have also reconstructed a more complex object with the diverse pattern
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Figure 3.10: Three spheres imaged with the (a) diverse pattern and (b) scan SAR
modalities. (Copyright (2017) IEEE).

stripmap platform. Figure 3.9b,c shows a smiley face which is composed of 8 mm di-

ameter nuts and has distinct features. Owing to the length of the synthetic aperture

and the length of the physical aperture, it is seen in Fig. 3.9–3.10 that the resolution

is higher in the z direction than in the y direction. However, in all cases the quality

of reconstruction is evidence of the aperture’s utility in 3D imaging.

As a last experiment we translate the aperture in both y and z directions. In

this case, the aperture moves in a meandered trajectory to span 24 cm in the z

direction and 20 cm in the y direction. Step sizes of 20 mm are taken in y while

step sizes of 10 mm are taken in z. The same frequencies are used and 3 masks are

employed at each location. With the additional size in the y direction, the improved

resolution enables images of more complex objects. Here, we have imaged cylindrical

wires (diameter = 3 mm) bent into the shapes of letters. Figure 3.11 shows separate

reconstructions of D, U, K, and E.
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3.1.5 Concluding Remarks on SAR

We have demonstrated high-quality synthetic aperture radar imaging from a dynamic

metasurface antenna platform. The aperture possesses several advantages in terms

of form factor, power consumption, and cost when compared to traditional systems.

Spotlight and stripmap SAR have been shown using steered beams generated by the

metasurface antenna. Additionally, a third modality, diverse pattern stripmap, has

been introduced and proven to have favorable performance. Resolution and field of

view studies have been conducted for the three methods and the various trade-offs

between the modes have been investigated. In particular, it was shown that diverse

pattern stripmap was able to achieve the same resolution as the spotlight case with

a larger field of view than either conventional mode.

In addition to the 2D imaging case that is frequently seen in airborne and space-

borne SAR, we have also investigated 3D imaging by translating the aperture along

a path perpendicular to its length. This approach, distinct from interferometric
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SAR, provides full volumetric reconstructions by taking advantage of the frequency

bandwidth, physical aperture size, and synthetic path. Scanned beams and diverse

patterns have been shown in this movement style, with the diverse pattern case

providing a multiplexing advantage to cut down on the number of measurements.

Finally, the aperture has been translated through a meandering path to provide

volumetric images with high resolution in all three dimensions.

The aperture may find use in a variety of SAR-related applications. Histori-

cally, SAR has been employed from aircraft and satellite systems but the technique

has increasingly been applied in cases where the standoff distance is significantly

shorter. Holographic imaging systems [11, 16] for security screening [1, 19, 32, 45, 92]

and feature-specific imaging [87,116] are of increasing interest and the dynamic meta-

surface aperture is posed to make important contributions across the entire field of

microwave sensing.
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3.2 Single-Frequency Imaging

To motivate the next concepts, we revisit the trade-offs entangling microwave imaging

systems. The design of any imaging system is primarily driven by range and cross-

range resolution metrics. The cross-range resolution of a system is predominantly

dictated by the physical size of the aperture, a fact that propels the trend toward large

apertures in the RF and mmW regime. Whether the synthesized aperture is realized

mechanically or by electronically scanning with a massive number of antennas, the

approach often results in expensive and bulky hardware. This need for cross-range

resolution was a key motivation in the development of the dynamic metasurface

aperture.

Range resolution, on the other hand, is conventionally obtained by operating

over a large frequency bandwidth, an idea which is simple in theory, but can render

any system impractically costly. Large frequency bandwidths complicate the radio

and antenna designs (source and detector circuitry, impedance matching networks,

etc.) and reduce data acquisition rates (due to extended dwell times needed to settle

the phase locking circuitry). From an imaging perspective, objects which exhibit

frequency dispersion, such as insulation in through-wall imaging, are problematic

for wideband systems [117]. Additionally, large bandwidths monopolize increasingly

scarce and expensive spectrum allotments. This problem becomes even more pro-

nounced, considering the fact that many microwave frequency bands are overcrowded

and suffer from high chances of interference. From an implementation perspective,

large bandwidths can also contribute to the complexity of system integration be-

cause they increase sensitivity to misalignment and necessitate calibration of the

aperture/feed layers [118]. Given these numerous issues, reliance on frequency band-

width has become the bottleneck of many microwave imaging systems.

The seemingly indispensable bandwidth requirement, considered necessary in or-
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Figure 3.12: Overarching single frequency imaging concept. (Copyright (2017)
Optical Society of America).

der to resolve objects in the range direction, is in fact prevalent in the literature.

However, it is not a fundamental limitation arising from the physics of microwave

imaging systems. This can be understood by interpreting image formation through

spatial frequency components (i.e. in k-space). In this framework, sampling each

spatial frequency component (k-component) can yield information in the correspond-

ing spatial direction. Analysis in k-space has been successfully employed in synthetic

aperture radar (SAR) for decades to ensure images free of aliasing [8]. It has also

been used to realize phaseless imaging and to implement massive, multi-static imag-

ing systems for security screening [10,60,94,119].

Generally speaking, wavefronts propagating in all directions (sampling all spatial

frequency components through the decomposed plane waves) can retrieve informa-

tion along all directions, even when a single spectral frequency is used. The key to

achieving this capability is to operate in the Fresnel zone of an electrically-large aper-

ture (where electromagnetic fields exhibit variation along both the range and cross-

range directions) allowing the spatial frequencies to be sampled with no bandwidth.

To properly sample all required k-components while only using a single frequency

point, the wavefronts must be deliberately sculpted. This type of wavefront shaping
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has been explored from a k-space perspective in the optical regime, with the most

famous examples being the early works on holography [120, 121]. In these works, a

monochromatic source was sculpted into complex, volumetric shapes in the near-field

of a recorded hologram. At microwave frequencies, however, generating wavefronts

to sample all k-components in an imaging application has not been straightforward

except for in inverse scattering scenarios where the ROI is completely surrounded by

sensors. In a recent attempt to achieve this with a more favorable for factors, a simple

antenna was mechanically scanned along a long path and range/cross-range imaging

was demonstrated using a single spectral frequency. This approach was successful,

but proved to be prohibitively time consuming [122]. Other works have focused on

single-frequency imaging, but these efforts have not been directed at obtaining range

information and do not possess favorable form factors [11,123]

Considering the results of k-space analysis and the ideas behind computational

imaging, we propose dynamic metasurface apertures as a simple and unique means for

realizing single-frequency Fresnel-zone imaging. The proposed concept is illustrated

in Fig. 3.12, where a large, linear transmit-receive aperture is formed by a pair of

dynamic metasurfaces; one as the transmitter and one as the receiver. In Fig. 3.12b

the rays from two arbitrary points on the transmit (Tx) and receive (Rx) antennas

are drawn and the corresponding spatial frequencies in the scene are shown. Since we

are assuming near-field operation, k-components in 2D (both range and cross-range)

can be probed from a 1D aperture radiating at a single frequency point.

In this section, we experimentally demonstrate single frequency imaging from

a pair of DMAs. For this purpose, we employ the 1D dynamic metasurface aper-

ture introduced in Chapter 2 (although the proposed concepts can be extended to

2D apertures for 3D imaging). By actuating different subsets of elements on the

transmit-receive aperture, we modulate the radiation patterns illuminating the scene

and probe large portions of k-space simultaneously. The backscatter measurements
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collected in this manner are then post-processed to form 2D (range/cross-range) im-

ages. To facilitate the image formation, we introduce a new reconstruction method by

modifying the range migration algorithm (RMA) to be compatible with this scheme.

Since this algorithm takes advantages of fast Fourier transform techniques, it can

reconstruct scenes at real-time rates. Given that dynamic metasurface apertures

are planar and easily-fabricated, the added benefit of single frequency operation fur-

ther simplifies the RF hardware requirements. The imaging system proposed in Fig.

3.12a and demonstrated in this section therefore promises a fast, low-cost device that

can find use in applications ranging from security screening to biomedical diagnostics.

3.2.1 Range Resolution with a Single Frequency

In microwave imaging, it is widely accepted that the range resolution of an imaging

system is given by δrange “
c

2B
where c is the speed of light and B is the frequency

bandwidth. For a finite transceiver with largest dimension Dtrans, the cross-range

resolution is given by δcross-range “
xλ0

2Dtrans
for a mean operating wavelength of λ0

and a standoff distance x. It is implied from these equations that better range and

cross-range resolution can only be achieved by using a large frequency bandwidth

and aperture size, respectively. The latter condition has been addressed in previous

sections, and here we focus on the range resolution.

In general, the resolution equations above are derived by analyzing the support

in k-space. Along an arbitrary direction, u, the resolution can be found from

δu “
2π

∆ku
(3.8)

where
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∆ku “ ku,max ´ ku,min (3.9)

is the support along the u direction. To better understand this relationship for an

arrayed system, let’s designate x as the range direction and y as the cross-range

direction, as shown in Fig. 3.12. The range resolution is then determined by the

projections of the wavevector along the x direction, kx, which has finite support,

∆kx “ kx,max ´ kx,min (and similarly for ∆ky). In both cases the kx{y,max/min value

is determined by geometric factors (size of the aperture and operating distance) and

the spectral wavelength. When operating in the farfield and assuming the paraxial

approximation (x " y), the kx components become independent of operating distance

and the above difference depends solely on the bandwidth of operation. In this case,

it is seen that δrange “ π{∆kx “
c

2B
.

The range resolution formula above is a good approximation when imaging at

long distances. However, the problem becomes more complicated when operating

in the Fresnel zone of the imaging aperture. For example, a transmitting source
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located at the edge of the aperture will illuminate points in the scene with plane

waves traveling at oblique angles, sampling both the kx- and ky-components. In

other words, different locations along the aperture generate different plane waves,

spanning both kx and ky based purely on spatial diversity. This can be seen when

examining the case of a multiple-input multiple-output (MIMO) transceiver system

and tracking the resultant k-vectors, as seen in Fig. 3.13a. Since different locations

in the scene will experience illuminations from different angles, it is also worth noting

that the resolution in the system will be spatially variant. As we will demonstrated

later, this means the point spread function is changes as a function of scene location.

Focusing on the range direction, we can calculate the kx support in the near

field of an electrically-large aperture to see how this leads to range information. To

start with the simplest case, we look at a location having a distance x away from

the antenna and consider the case of a transceiver aperture with length Dtrans. To

calculate ∆kx we must calculate the k components for both the transmitting point

on the aperture and the receiving point on the aperture, kx,T and kx,R, respectively.

They are then combined as

kx “ kx,T ` kx,R. (3.10)

We must find the maximum and minimum values of kx, and therefore kx,T {R,min{max,

to determine the k-space support. For the maximum kx, i.e. the largest spatial

frequency in the x direction, it is given at the broadside of the antenna and for the

highest frequency (since k is proportional to f). Therefore

kx,T,max “ kx,R,max “
2πfmax

c
(3.11)

and according to Eq. 3.10 the maximum is

90



kx,max “ 2
´2πfmax

c

¯

. (3.12)

The minimum value of kx is more interesting and we see that this is where the

geometry of the system comes into play. The minimum value is found at the most

oblique angle, at a position offset by Dtrans{2 from the center of the aperture. The

kT vector makes an angle of θT “ tan´1px{pDtrans{2qq with respect to the antenna,

as seen in Fig. 3.13. We can then calculate

kx,T,min “ kmin sinptan´1
p

2x

Dtrans

qq

“ kmin
2x{Dtrans

a

p2x{Dtransq
2 ` 1

“
2πfmin
c

1
b

1` pDtrans

2x
q2

(3.13)

which gives the minimum kx for the transmitter. The receiver point follows similarly

and we can find the combined minimum, from Eq. 3.10, to be

kx,min “ 2

˜

2πfmin
c

1
b

1` pDtrans

2x
q2

¸

. (3.14)

To find the support in kx we then take the difference of Eqs. 3.12 and 3.14, given by
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∆kx “ 2

˜

2πfmax
c

´
2πfmin
c

1
b

1` pDtrans

2x
q2

¸

“ 2π

˜

2

c

¸˜

fmax ´ fmin
looooomooooon

B

`fmin ´ fmin
1

b

1` pDtrans

2x
q2

¸

“ 2π

˜

2

c

¸«

B ` fmin

˜

1´
1

b

1` pDtrans

2x
q2

¸ff

(3.15)

which can be inserted into Eq. 3.8 to find the resolution in the x direction as

δx “
c

2

«

B ` fmin

˜

1´
1

b

1` pDtrans

2x
q2

¸ff´1

. (3.16)

From here we can see that when we operate in the farfield, x " Dtrans, then the

term in the square root goes to 1, causing the term in parentheses to go to 0, and

making the bracketed term go to 1{B. This recovers the standard definition of the

range resolution as δx “ c{p2Bq. However, when B Ñ 0 then the term in the

parentheses will become important, hence our interest in a single frequency setting.

An alternative way of writing this, which we will use for comparisons in a moment,

is as

δx “
c

2

«

fmax ´
fmin

b

1` pDtrans

2x
q2

ff´1

. (3.17)

Since our aperture does not act as a transceiver we can make a slight modification

to the result above. Our apertures are placed side-by-side, as shown in Figs. 3.13b

and 3.15, which leaves a gap in the middle of the overall system. Switching to this

system, we allow each antenna to have size D and represent their separation by a.
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The calculation for kx,min remains the same as above, but with Dtrans{2 swapped for

pD ` a
2
q, i.e.

kx,min “ 2

˜

2πfmin
c

1
b

1` 1
x2
pD ` a

2
q2

¸

. (3.18)

Taking on a similar geometry, the maximum for this case can be found by swapping

Dtrans for a in Eq. 3.14, that is

kx,max “ 2

˜

2πfmax
c

1
a

1` p a
2x
q2

¸

. (3.19)

The resolution therefore follow a similar result as Eq. 3.17, but is given by a slightly

more complex version:

δx “
c

2

«

fmax
a

1` p a
2x
q2
´

fmin
b

1` 1
x2
pD ` a

2
q2

ff´1

. (3.20)

If no bandwidth is used then fmax “ fmin which can be factored out. Otherwise,

this equation bears a close resemblance to Eq. 3.17, with the only difference being

due to the fact that we use non-overlapping transmit/receive antennas instead of a

transceiver aperture.

We can plug in some numbers to quickly see how comparable the range resolution

is for the cases the transceiver and bistatic setup, represented by Eqs. 3.17 and 3.20,

respectively. Let us define Dtrans “ 1 m, and compare with an overall system of the

same size given by D “ 0.4 m and a “ 0.2 m. Regardless of the frequency bandwidth,

we actually see that the second term in the brackets for each of these equations is

the same since Dtrans{2 “ D ` a{2. For the first term, the only difference is in the

denominator which leads to a change of 3%. This marginal difference means that
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we do not sacrifice range resolution in switching to the bistatic system. However,

it is worth noting that the bistatic system covers a smaller area (in terms of the

transmitting and receiving aperture sizes, separately), which means it will lose some

cross-range resolution and be more prone to miss specular reflections off of small,

flat objects. Since specularity is an inherent issue in microwave imaging, we do not

consider this as a dramatic drawback for the imaging experiments conducted here.

The most important conclusion from this analysis is that the transmit-receive

aperture samples both kx- and ky-components. This coverage is shown in Fig. 3.13c,

with the green regionR0 representing the bistatic case (and the gray region being the

transceiver case). Therefore, it is possible to retrieve range information even with a

single frequency, i.e. without any spectral bandwidth. Two conditions should be met

in order to sufficiently sample the kx- and ky-components: (i) an electrically-large

transmit-receive aperture should be realized and (ii) different locations on this aper-

ture must be sampled independently. The dynamic metasurface aperture provides

this functionality from a practical physical platform.

Aperture Size, D (m)
0.6 0.7 0.8 0.9 1

δ x
 (c

m
)

0

2

4

6

8  B/fc = 20%

 B/fc = 10%
 B/fc = 0%

Figure 3.14: Resolution for a system with and without bandwidth. An aperture
with size D is used, and the fractional bandwidth is denoted by B{fc. The resolution
is calculated at (x “ 0.6 m, y “ 0 m). (Copyright (2017) Optical Society of America).

Before proceeding to explain the system, reconstruction technique, and experi-
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mental results, it is worth comparing these equations to see how much resolution is

sacrificed by reducing and removing bandwidth from the system. From Eq. 3.17 we

have calculated the anticipated resolution as a function of aperture size at a point

in the scene, x “ 0.6 m, y “ 0 m. This is done for a fractional bandwidth of 20%

and 10%, as well as when the bandwidth is completely removed. As can be seen in

Fig. 3.14 the advantage of bandwidth diminishes as the aperture gets larger, with

less than a factor of 2 separating the results when the aperture size exceeds 0.75

m. Considering that we expect to sacrifice some range resolution when disposing of

bandwidth, this is a relatively minor downgrade.

3.2.2 Single-Frequency Computational Imaging System

Experimental Setup

In this section, we briefly review the dynamic aperture’s properties and describe

its operation in the current system. The antenna is depicted in Fig. 3.15 and a

schematic of the feed/control lines is also shown. In this chapter, the microstrip line

is excited through a center feed (which generates two counter-propagating waves)

and two edge feeds (each creating a single propagating wave) to ensure ample signal

stimulates all of the elements.

The imaging setup consists of two dynamic metasurfaces. They are placed side-

by-side with 20 cm in between (edge-to-edge), as shown in Fig. 3.15. One dynamic

metasurface is connected to Port 1 of a vector network analyzer (VNA) and acts as

the transmitter, while the other one is connected to Port 2 of the VNA and acts

as the receiver. The RF signal on each side is distributed with a power divider to

excite all three feeding ports, simultaneously generating four traveling waves with

equal magnitude. Each dynamic metasurface is addressed separately using distinct

Arduinos. The microcontrollers and VNA are controlled via MATLAB. Figure 3.15

shows a schematic of the control circuitry and the RF paths. To characterize one
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Figure 3.15: The experimental setup and a schematic of the system configuration
(Tx: red, Rx: blue). (Copyright (2017) Optical Society of America).

of the dynamic metasurfaces, its radiative near-field is scanned using a reference

antenna. The scanned data is then used along with the surface equivalence principle

to represent the aperture as a set of discrete, effective sources. These sources can

then be propagated to arbitrary locations in the scene. This is completed for both

the transmit aperture and the receive aperture.

During the imaging process, the VNA is set to measure a single frequency,

19.1 GHz. The transmitter’s microcontroller enforces a tuning state a1 and then the

receiver’s microcontroller sweeps through all available tuning states bq, q “ 1, . . . , Q.

The transmitter then moves on to the next tuning state and repeats, continuing this

process through ap, p “ 1, . . . , P until reaching the final state aP . The raw data, a

single complex number for each tuning state pair, is inserted into a [Q ˆ P ] matrix

G. For the following, we will use Q “ P such that the total number of measurements

is P 2—e.g. for 20 tuning states, 400 measurements will be taken at a single spectral

frequency.
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Image Reconstruction

In this chapter we use two different approaches to reconstruct images from the

raw data. In the first approach, a sensing matrix H is calculated based on the

fields projected from the Tx and Rx antennas. By formulating the forward model

of the Tx/Rx fields with the scenes reflectivity, σ, the set of measurements, g,

can be represented as g “ Hσ—this method was covered extensively in Chapter

2. In the single frequency case, the measurement column vector g is composed of

the entries of the matrix G with order given by the indexing of the pap, bqq states.

With the two apertures, the rows of H are essentially cycling through the pairs

pa1, b1q, pa1, b2q, . . . , pa1, bP q, pa2, b1q, . . . , paP , bP q. To reconstruct the scene in this

chapter, we use the iterative, least squares solver GMRES.

While the above method is intuitive, it may require significant effort to calcu-

late and store H. In the system analyzed here, this issue does not cause practi-

cal difficulty; however, such limitations become problematic as the system scales

up. A more efficient approach is to use range migration techniques, which employ

fast Fourier transforms to quickly invert a signal represented in k-space. The con-

ventional range migration algorithm (RMA) assumes simple, dipolar antennas with

well-defined phase centers—a condition not met by our dynamic metasurface aper-

ture. This issue has recently been addressed in [93] and a pre-processing technique

was introduced to make the RMA and dynamic metasurfaces compatible [91, 124].

In the following, we will review this pre-processing step and then recap the salient

portions of the RMA before adapting this method to the single-frequency case used

here.

The additional step required lies in transforming the data obtained by a com-

plex radiating aperture into independent spatial measurements [91, 93, 124]. In this
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case, where two distinct metasurface antennas are used as the transmitter and re-

ceiver, the pre-processing step must be applied independently to each metasurface

antenna. For a single tuning state applied to a metasurface antenna, the effective

source distribution on the aperture plane can be represented as a [1ˆN ] row vector

with the entries being the discretized sources. By cycling through P tuning states,

the effective sources can be stacked to obtain the [PˆN ] matrix Φ, which represents

the linear combinations that make up the radiating aperture (this matrix is closely

related to the Mz matrix introduced in Eq. 2.16). Given that this source matrix

is not ill-conditioned, an inverse (or pseudo-inverse when P ‰ N) can be used to

diagonalize the matrix of measurements and find the contributions for each source

location. The procedure is carried out through a singular value decomposition (SVD)

with a truncation threshold, the latter technique eliminates subspaces that grow to-

ward infinity and corrupt the data during inversion. The transformed signal s0 (as

processed from the raw G matrix from Section 3.2.2) is thus
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Figure 3.16: Example of (a) simulated data in k-space and (b) its reconstruc-
tion which is found through the range migration algorithm. The white outline in
(a) contains the portions of k-space that are probed by the system, the area out-
side represents non-propagating wavevectors. (Copyright (2017) Optical Society of
America).

s0 “ Φ`
TxGpΦ

`
Rxq

T (3.21)

where
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ΦTx “ UTxΣTxV
`
Tx (3.22)

is the SVD of the transmitter’s source matrix and

Φ`
Tx “ VTxΣ

`
TxU

`
Tx (3.23)

is its pseudo-inverse. All singular values falling below 1% of the largest singular value

are truncated. The same is done for the receiver.

In essence, this mathematically reverts the problem back to the simplest physical

situation (where each pair of positions on the Tx and Rx apertures are sampled

separately [92, 122]), but allows for a more robust hardware layer to carry out the

data acquisition in a faster, more practical manner.

We now briefly outline the reconstruction strategy employed in [93] which pro-

vides physical insight into the imaging process and sheds light on how the spatial

diversity of the aperture enables monochromatic imaging in the range dimension. It

should be kept in mind that the physical measurements will be obtained as in Fig.

3.12c, but that the mathematical framework detailed here is based on the depiction

in Fig. 3.12b.

The reconstruction algorithm predominantly applied in this work is explained in

detail in [122]. From the pre-processing step we get the decoupled spatial contribu-

tions s0pyt, yrq along the aperture. These can be represented in the spatial frequency

domain by taking the Fourier transform as

S0pkyt, kyrq “
ÿ

yt

ÿ

yr

s0pyt, yrqe
jpkytyt`kyryrq. (3.24)

After completing phase compensation, invoking the stationary phase approximation,

and accounting for the physically offset locations of the two apertures we can write

this signal as
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SMpkyt, kyrq “ S0pkyt, kyrqe
´jkytyt0e´jkyryr0ejkyyCejkxxC (3.25)

where pxC , yCq is the center of the scene, yt0 and yr0 are the central locations of

the transmitting and receiving apertures, and the k-components are defined in ac-

cordance with the free space dispersion relation. Specifically, the spatial frequency

components combine as kx “ kxt ` kxr (and similarly for ky) and kxt “
b

k2 ´ k2
yt

(and similarly for kxr). Thus, the first two exponentials account for the locations of

the apertures and the last two exponentials compensate to reference the phase with

the center of the scene.

Since SMpkyt, kyrq is defined on an irregular grid and cannot be Fourier trans-

formed quickly to reconstruct the spatial representation of the scene, we must per-

form a Stolt interpolation. This process resamples our k-space data to represent the

signal on a uniform grid SIpkx, kyq. From this data our image can be efficiently found

as

σestpx, yq “ F´1
2D rSIpkx, kyqs. (3.26)

The last two steps of this reconstruction process are shown in Fig. 3.16. The

signal, interpolated onto a regular grid, is shown in Fig. 3.16a. Note that all signal

should fall within the outlined region because the components outside are evanescent

modes and will not result in propagating plane waves. For the signal in Fig. 3.16a

the inversion has been completed, resulting in the reconstruction in Fig. 3.16b. The

RMA reconstruction will be the primary method utilized in this work and we will

contrast it with the GMRES backprojection method previously used.
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3.2.3 Experimental Demonstration

A series of experiments has been conducted to validate the proposed concepts. First

we compare experimentally-measured and analytically-predicted resolution in both

range and cross-range. Then we investigate systematic misalignments and we con-

trast their impact on single frequency imaging (we also compare to the finite band-

width case). Finally, we compare the modified RMA with a least squares solvers,

GMRES, which solves the matrix equation g “ Hσ. Through each of these studies,

we comment on the impact of using a single frequency point versus a finite bandwidth.
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Figure 3.17: Spatially varying (a) cross-range resolution and (b) range resolution,
as calculated analytically from geometric factors. (Copyright (2017) Optical Society
of America).

Point Spread Function

First we demonstrate the most important promise of the proposed system: that it can

resolve objects in both the cross-range and range dimensions using monochromatic

measurements. Based on the k-space analysis above, the illuminating fields should

create sufficient support to resolve objects on the order of centimeters when located

within 1 m of the aperture. The k-space support can be determined analytically
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from the component-wise contributions of the transmitting and receiving apertures,

as discussed in 3.2.1. The previously derived equations are actually only valid for a

point along the x axis, and the system exhibits some variation as a function of scene

location. Calculating explicit equations for resolution in terms of scene location does

not return a clean formula and is heavily dependent on the system geometry. For

our setup (described in Section 3.2.2) the resulting resolutions have been plotted in

Fig. 3.17.
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Figure 3.18: (a) Experimental PSF analysis, (b) simulated PSF, and (c) the cross
sections along the main axes. (Copyright (2017) Optical Society of America).

When a sub-diffraction-limited object is placed in the scene, we can experimen-

tally estimate the resolution by taking the full width at half maximum (FWHM)

of the resulting reconstructed image. The overall shape of this reconstruction will

also identify the magnitudes and locations of the sidelobes, which reveal any poten-

tial aliasing issues. This point spread function (PSF) analysis is thus an important

characterization of the system’s overall response.

Figure 3.18a shows the experimental results of a PSF analysis with a metallic rod

(a 2D point scatterer) placed at x “ 0.5 m, y “ 0 m. Slices of this image—plotted in

Fig. 3.18c—are taken along the major axes to determine the cross-range and range

resolution. The same process is carried out for a simulation of the same configuration

and these simulated results are also plotted. By comparing the simulated result

to the experiment, it is seen that qualitatively similar behavior appears in both

reconstructions. The PSF resembles the shape of an “X”, due to the geometric
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Figure 3.19: Comparison of experimental data with analytic expectation for (a)
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reconstruction is also shown which corresponds to the case demarcated by a star.
(Copyright (2017) Optical Society of America).

placement of the antennas, which is seen in both reconstructions. Additionally, the

1D cross sections show that the expected resolution is met. For the cross-range

resolution, the experiment results in 3.0 cm, the numeric simulation returns 3.0 cm,

and the analytic expectation gives 2.1 cm. Overall, the agreement between the three

cases is reasonable considering that the analytic result is the best-case scenario.

The range result reveals a similar trend. Experimental results show a resolu-

tion of 6.5 cm, in contrast to an expectation of 6.5 cm from simulation and 4.7 cm

from the analytic result. This good agreement not only confirms that the configu-

ration matches its expected performance, but also shows that the proposed imaging

methodology can be practically implemented. We have thus validate the proposed

idea that a 1D aperture stimulated with a single spectral frequency can obtain full 2D

images based on the spatial diversity of the electrically-large, multiplexing aperture.

The resolution of this imaging system varies across different locations in the re-

gion of interest. According to the analytic resolution plots in Fig. 3.17 we expect

both the cross-range and range resolution to be spatially-variant. A PSF measure-

ment is conducted at several locations to demonstrate this effect. Figure 3.19 shows

103



that the resolutions obtained from the reconstructed images are comparable to those

from the analytic expressions. We also plot a reconstruction of an off-center object

in 3.19c as an example.

Misalignment Sensitivity

The aperture-to-aperture experiment here is an example of an electrically-large

system with complex radiation patterns. In a recent work it was shown that such sys-

tems can suffer severely from misalignments between the antennas [118]. Appreciable

rotational or displacement errors can quickly degrade an image beyond recognition.

This sensitivity, in part, stems from the fact that a large bandwidth is used. Here

we investigate the sensitivity of the single frequency imaging system to misalignment

and demonstrate that it is robust to practical misalignments.

To show this, we first obtain experimental images of objects when the antennas

are ideally aligned (the scene is three cylinders, with two smaller cylinders clustered

together). After displacing the Tx antenna by a moderate amount (´2.54 cm in x

and ´2.54 cm in y) we take new data and image assuming the location of the aperture

has not been changed. The results for the aligned and misaligned case are shown in

Fig. 3.20. As expected, misalignment has slightly degraded the quality of the image,

but the image is still well-resolved and distortions are minor.

With the single frequency that we employ, the effects of misalignment in k-space

are less pronounced than in wideband systems. Since the geometric factors alone

determine the k-space support for the single frequency case, the result of a misalign-

ment will be a smooth shifting with slight warping of the sampled k-components.

Thus, up until an extreme misalignment, we expect that the gradual shifting of the k-

components will not significantly harm the imaging performance, but rather will lead

to a minor displacement in the reconstructed objects’ locations. Wideband systems,
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Figure 3.20: Experimental alignment study with (a) perfect alignment and (b)
intentional misalignment of ´2.54 cm in the x direction and ´2.54 cm in the y direc-
tion. (Copyright (2017) Optical Society of America).

on the other hand, are more prone to degradation because of increased distortion in

k-space. A physical interpretation of this effect would be that a given misalignment

has different electrical lengths at different portions of the frequency band of opera-

tion. Thus, the distortions are different for the different frequency points, leading to

data that seems self-contradictory. We have plotted the sampled k-components for

the single frequency case in Fig. 3.21a and for a case with three frequencies in Fig.

3.21b—the overlapping areas in the B ‰ 0 GHz case lead to conflicting data which

harms the reconstruction.

To show the effects of bandwidth and misalignment in imaging, we carry out

simulations for the case of B “ 0 and B “ 2 GHz. In the case with finite bandwidth

the number of tuning states P is reduced from 50 to 13 so that the overall number of

measurements (with 16 frequency points) remains the same. An image of two point

scatterers is reconstructed with ideal alignment for both cases in Fig. 3.22a,b. Mis-

alignment of x “ 2 cm, y “ 3 cm is then introduced and the simulation is repeated.

The results for B “ 0 GHz and B “ 2 GHz are shown in Fig. 3.22c,d and it is clearly

seen that the case with null bandwidth has greater fidelity. The case with bandwidth

appears to have numerous objects whereas the single frequency case only exhibits a
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Figure 3.21: The k-space alignment effects for the cases of (a) a single frequency
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Figure 3.22: Simulated results for (a) B “ 0 GHz, perfect alignment (b) B “

2 GHz, perfect alignment, (c) B “ 0 GHz, bad misalignment, and (d) B “ 2 GHz,
bad misalignment. (Copyright (2017) Optical Society of America).

shift in the location and some minor distortion of the sidelobes.

The alignment sensitivity exemplifies yet another advantage of the single fre-

quency imaging paradigm. In addition, we note that the calibration procedure for

the two cases also presents a contrasting feature. Calibration of a coherent system,

requiring magnitude and phase information, typically involves defining a reference

plane (after the VNA and the feed cables) which the measurements can be taken with

respect to. Specifically, it is essential that the phases of the different measurements

can be considered together and compensated for. In the case of a single frequency,
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the reference plane can be chosen arbitrarily and all of the measurements will ef-

fectively have the same phase factor. For the case with multiple frequencies, each

measurement will have a different phase at the reference plane and therefore it is

necessary to correct for the differences. We do not experimentally demonstrate this

notion here, but simply comment that this consideration becomes more important

when the system scales up. For example, the imager in [39] has 24 Rx ports and 72

Tx ports, necessitating the development of special procedures to perform this phase

calibration. A single frequency system can operate without compensation so long as

the radio is stable.

GMRES and RMA Reconstructions

Lastly, we demonstrate that the adapted RMA results in a much faster processing

time. To this end, we compare the performance of the adapted RMA with GMRES

(as implemented by its MATLAB function). GMRES was completed with 1, 643

locations in the ROI, with a depth range of 40 cm and a ROI width of 68 cm. The

resolution was set to 1.3 cm in both directions. The solver was run for 20 iterations,

taking a total time of 1.46 s. To pre-compute the necessary H matrix it took a total of

13.2 s. On the other hand, the RMA reconstructs over a significantly larger area (de-

fined by the sampling in k-space) in a shorter amount of time. The pre-computation

(including SVD truncation of the source matrices) took 0.22 s and the direct inver-

sion took 0.16 s. The direct computation time shows an order of magnitude speed

enhancement. All of these computations can generally be implemented on a GPU

which will provide further time advantages, but the GMRES is inherently iterative

and therefore does not receive a large benefit from this transition. Further research

in this area is a topic of much interest and optimized reconstruction methods geared

around single frequency imaging will be investigated in future works. The images

from the two techniques can be seen in Fig. 3.23, where it is clear that the RMA
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provides superior quality in addition to its time advantage.
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Figure 3.23: Experimental comparison between (a) RMA and (b) GMRES for a
complex object. (Copyright (2017) Optical Society of America).
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3.3 Through-Wall Imaging

As has been previously mentioned, microwave imaging systems have the ability

to penetrate many optically opaque materials. This trait has sparked interest in

through-wall imaging (TWI), for applications such as disaster response relief efforts,

scene assessments by first responders, and nondestructive testing of subsurface ob-

jects [5,125–132]. Within these applications, numerous materials and wall structures

are of interest, each creating a variation on the central theme. Penetration through

concrete and brick usually requires a lower frequency (1 GHz–5 GHz) and goals in-

clude structural health monitoring as well as nondestructive testing [127–129]. Fiber-

glass and drywall remain transparent through higher frequencies (95 GHz), enabling

systems to use smaller wavelengths [4, 133]. This in turn allows for the use of more

compact antennas and can improve the resolution of the system. Balancing the at-

tenuation of the relevant materials with the desired imaging resolution—dictated by

the operating frequency and aperture size—thus creates a trade-off which must be

investigated for the specific application. To enhance cross-range resolution a large

aperture size is typically achieved through SAR or MIMO systems, as discussed in

Chapter 2. Range resolution is also typically achieved in the usual sense, by using

wideband signals. Following on from Chapter 2 we wish to transpose the concepts

of computational imaging to TWI settings.

The main goal of Section 3.2 was to show that a system with two DMAs could

image with a single frequency (for the sake of simplifying the radio hardware), but

it was also suggested that a single-frequency imaging system would be more robust

to scene dispersion. In this section we employ the same system and extend it to

a through-wall imaging environment, first with wideband signals and then with a

single frequency. Processing techniques relevant to TWI are adapted to the case

of a wideband system with electrically-large DMAs and an efficient image recon-
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Figure 3.24: (a) Employing two antennas allows for the creation of complex electric
fields in the scene, as depicted by the multiplication of the Tx and Rx fields shown
in blue-green. A wall is also depicted in (a) and can be seen to distort the fields. (b)
The imaging system with the apertures, a polystyrene wall, and objects arranged in
a 2D scene.

struction routine is implemented. Reflections from the wall are accounted for in two

manners: first, with a modified background measurement that is common in the liter-

ature [5,134], and, second, with an ensemble averaging background approach that is

particularly suited to our system. We also show how the refraction and phase retar-

dation induced by the wall, as shown in Fig. 3.25, are accounted for when the wall’s

properties are known. In this respect, the electrically-large DMA necessitates an in-

termediate step that propagates the signals through the walls before completing the

image reconstruction processing. After employing these techniques, we reconstruct

with the modified range migration algorithm discussed in the previous section.

In Section 3.3.2, we review the effects of including planar stratified walls in mi-

crowave imaging. Sections 3.3.3 and 3.3.4 are dedicated to demonstrating how wall

clutter can be mitigated and developing a compensation method for transmission

through the wall. Once we demonstrate TWI with a broad bandwidth, we show that

operating at a single frequency reduces our reliance on knowing the wall’s character-

istics. To verify this proposal, we will use wall materials with unknown properties

and compare imaging performance of a single-frequency platform to a wideband sys-
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Figure 3.25: A simplified schematic of the microwave imaging scenario (a) in free
space and (b) in the presence of a wall. An array of sources/detectors are depicted
and it can be seen how the wall affects the wavefronts for a specific point in the
scene.

tem. Several through-wall settings are studied, including a homogeneous slab of

polystyrene, a pair of 1-cm-thick plywood sheets, and a painted plank of fiberboard.

3.3.1 Imaging Using Electrically-Large DMAs

Physical Platform

In this section we use the same configuration as that seen in Section 3.2. Additionally,

we adopt the notation of ΦT,f , which represents the effective dipoles that constitute

the antenna and which is characterized during the NFS. Note here that we include

the subscript f since we will extend the method to the case with multiple frequencies.

For both the transmitter and receiver, and for each given frequency, we have a matrix

ΦT,f which has dimensions NsˆNm (where Ns is the number of NFS positions and

Nm is the number of masks). Keep in mind that these effective sources allow us to

represent the system as being equivalently MIMO (as represented in Fig. 3.25) even

though the Tx and Rx each have a single port (making the system SISO).

The data acquisition process is similar to the previous sections, with the exception

that the detection is completed with a custom-built FMCW radio transceiver rather

than a VNA. As was done previously, the radio feeds the transmitting DMA on Port

1 and samples the signal of the receiving DMA on Port 2. This two port radio is
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controlled through an Arduino microcontroller and can generate signals across the

entire K band (as described in detail in the supplemental material of [39]). The radio

microcontroller is also responsible for modulating the tunable elements. During a

given measurement, the radio sets a pair of masks on the Tx and Rx DMAs and then

completes a frequency sweep. Each DMA cycles through Nm “ 100 masks and each

frequency sweep scans from 17.86 GHz to 19.93 GHz in steps of 0.27 GHz (totaling

Nf “ 8 frequency samples). The total number of measurements is thus 100ˆ100ˆ8.

Later we will take subsets of this data to compare the cases of single-frequency imag-

ing and bandwidth imaging.

Image Reconstruction Process

Once the backscatter measurements are collected, an image of the region of inter-

est (ROI) is computationally reconstructed. The data is processed with the adapted

range migration algorithm (RMA) developed in Section 3.2. A minor modification

must be completed in order to process and combine the data from multiple fre-

quency points. To do this we complete the k-space modeling for each frequency

independently and then sum across the bandwidth. A final IFFT step then creates

a reconstruction of the scene. Therefore, for each frequency the Stolt interpolated

data is given by SI,f and the final reconstruction over the bandwidth B is solved as

σ̂px, yq “

ˇ

ˇ

ˇ

ˇ

F´1
2D

ˆ

ÿ

fPB

SI,f pkx, kyq

˙ˇ

ˇ

ˇ

ˇ

. (3.27)

To maintain the coherence of the measurements, the magnitude of the IFFT must be

taken after summing the complex-valued data. Taking this magnitude is necessary

since the estimated result is not guaranteed to be purely real (due to noise in both

the experiment and processing). Coming back to TWI, we note that this processing
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scheme is developed with no regards to the inclusion of a wall. We will show that

further modifications can be implemented to compensate for the wall’s behavior in

Section 3.3.4.

3.3.2 Considerations for Through-Wall Imaging

Having recapitulated the imaging setting, we now introduce the adaptations required

for through-wall imaging. A critical first step is understanding the geometry of the

setup and its impact on the system. Figure 3.24b shows the antennas, the wall, and

the scene. As previously mentioned, the DMAs are positioned to create a 1D system.

They are placed perpendicular to the wall’s normal at approximately x “ 15 cm.

The emitted fields are polarized with the magnetic field only having a z component,

making the fields transverse magnetic (TMz) in the plane of interest.

The dynamic metasurface antennas can be conveniently consider as being com-

posed of effective sources—in this case magnetic currents or, when discretized, mag-

netic dipoles—that are calculated from the near field scan [33]. The in-plane radiation

from these z-polarized dipoles can be described as cylindrical waves that encounter

the wall and are deformed. Many existing works are dedicated to efficiently model-

ing the fields in this setting [135–137]. Since the dipoles are point-like in nature, a

spectral decomposition in space can be computed and all of the plane waves (in all di-

rections) can be propagated through the wall and summed [136]. This phenomenon

is captured by well-known Sommerfeld integrals, which obtain accurate solutions

to this problem, but are notoriously slow and difficult to evaluate. We will avoid

this approach and instead opt for a ray approximation to account for the refraction

within the wall. It will later be seen that modeling this process could also be imple-

mented with Sommerfeld integrals if deemed necessary. The waves also experience

phase retardation as they propagate through the dielectric material. Consequently

the k-space coverage, as depicted in Fig. 3.13, is distorted during this transmission
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process.

In addition to the complexities introduced by the transmission through layered

media, the reflection from the wall has a debilitating effect on the image formation.

The signal directly backscattered from the wall tends to be large when compared to

the signal scattered from the intended ROI [138]. It therefore becomes necessary to

account for the signal from the wall reflection.

Our goals for adapting the DMA-based imaging system for TWI are thus twofold:

1. Account for the signal backscattered from the wall in order to isolate images

of the ROI

2. Compensate for the phase retardation and refraction associated with the prop-

agation through the wall

These two tasks will be described and validated in the next two sections. The

strategies we develop here are spin-offs from other works, but the modifications are

necessary to operate with the proposed hardware platform, which forms the back-

bone of this method.

3.3.3 Accounting for Wall Reflections

Before presenting methods to account for the wall reflections, we first experimentally

demonstrate the devastating effect that the wall has on the image quality. For

this section we will make use of the full dataset with the entire frequency range

(100ˆ100ˆ8 measurements) and exclusively use a polystyrene wall (ε “ 2.53) that

is 5 cm thick.

In Fig. 3.26 we show images of a scene, including two cylindrical metallic objects,

and reconstructions with and without the wall. The images are reconstructed with

the method discussed in Section 3.3.1 and are shown from an aerial (top-down)
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Figure 3.26: Imaging results of a pair of cylindrical objects, shown in (a), for the
cases when there (b) no wall, (c) a wall but no clutter mitigation, and (d) the wall
alone.

perspective. Figure 3.26b shows the case when there is no wall, and the image in

Fig. 3.26c shows the image of the same target in the presence of the wall. To better

illustrate the effect of the wall, we also have imaged an empty scene in the presence

of the wall, as shown in Fig. 3.26d. Comparing these figures, it can be seen that

that the wall is the source of the artifacts encountered in Figs. 3.26c, d. It can

also be seen that the objects appear at a different range in Fig. 3.26c than in Fig.

3.26b—this will be shown more clearly in a later study. This shift is because of the

phase retardation effects, which will be addressed in Section 3.3.4.

Our first task is to account for the wall reflections so that the signal from the

ROI is not overwhelmed by the signal from the wall. This problem is often re-

ferred to as clutter mitigation, and several strategies have been employed in previous

works [4, 138–140]. Some approaches rely on specific hardware, such as recovering

cross-polarized signals [139, 141] or time gating [4] (which mandates a wide band-

width), while others are based in signal processing [142]. We will show two distinct

methods to account for the reflections, one of which is a minor modification of stan-

dard background subtraction and is commonly used in the literature, and a second

approach which is more practical for realistic applications.

Background subtraction is a ubiquitous technique in microwave imaging. Stan-

dard background subtraction takes two measurements, one with an empty scene and
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one with objects in the scene, and subtracts the former from the latter. This stan-

dard approach has the effect of removing the mutual coupling between the antennas

and removing the signal from static objects in the imaging environment (e.g. the

antenna mounts). This process has been included in the measurements for Fig. 3.26,

but the background measurement is done before the wall is introduced rather than

as a separate measurement with the wall and an empty scene. Following this line

of reasoning, the first and simplest method is therefore accomplished by including

the wall in the empty scene measurement, which means that it will be accounted for

(i.e. subtracted) as part of the static environment. The result of this background

subtraction method is shown in Fig. 3.27a. Note that this subtraction is done with

the raw data and it is not done after the reconstruction. That is to say, it is not

completed by subtracting Fig. 3.26d from Fig. 3.26c, but rather as

GROI “ Gmeasured ´ pGwall `Gmutual `Genvironment
loooooooooooooooooomoooooooooooooooooon

separate background measurement

q. (3.28)

Although this process is common in the literature, it is unfortunately not easy to

execute in practice since we usually do not have access to the wall alone. This is

a rather severe drawback and therefore we seek an alternative. If instead we can

estimate Gwall alone, without a separate background measurement, imaging could

be conducted without removing the wall during the measurement process.

Since the fields in the scene are highly variant (and even obey speckle statistics

[143]) we can use this characteristic to our advantage. The second approach we will

introduce relies on this speckle-like behavior of the antennas’ fields. Instead of taking

a single background measurement (where the wall is in place, but the objects are

not) we will take an average over several scenes (with different objects in the scene

or a shifted version of the scene) and use this to process the data. This approach is

reminiscent of the moving average approach or the spatial filtering approach which
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is sometimes employed in SAR and array antennas [134,138]. The notion behind the

moving average technique is that one can take separate monostatic measurements

at large distances from each other (e.g., when employing SAR along an aperture of

length 10λ sampled at λ{2) and among the measurements the scene’s signal will be

uncorrelated. The wall’s signal, in contrast, will be a constant term which can be

filtered out [138]. Instead of moving our system by a large distance and measuring

the independent signals across the array, we will rely on the spatially-diverse fields

and only move the system by a small amount. In our experimental setup it is easier

to move the scene or make small changes to the object’s locations, so we will use this

strategy.

To see how the proposed method works, we look at how the signal can be broken

up for an ensemble of different scenes. A common way to express the backscattered

signal for a single realization is as

g “

ż

V

σprqErprq ¨ Etprqdr (3.29)

where g is the measurement for a given frequency-mask combination. The fields in

the imaging volume V are Er and Et for the receiver and transmitter, respectively,

and σ is the scattering density within the imaging volume [46]. In utilizing this

equation, we are assuming that Er{t are not dependent on the objects in the scene,

again using the Born approximation introduced in Chapter 2. Because we have

assumed the Born approximation, we know that the fields interacting with the ROI

are unaffected by the fields interacting with the wall (and vice versa). Therefore we

can look at the contributions from the wall and the ROI separately as

g “ gwall ` gROI “

ż

wall

σEr ¨ Etdrwall `

ż

ROI

σEr ¨ EtdrROI. (3.30)
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Figure 3.27: Imaging results of a pair of scatterers after completing clutter mit-
igation with (a) method 1, traditional background subtraction, and (b) method 2,
ensemble averaging.

If we complete the measurement process for a variety of different scenes, then we can

take an ensemble average (denoted by x¨yσ) which reveals

xgyσ “
@

ż

wall

σEr ¨ Etdrwall

loooooooooomoooooooooon

independent of σεROI

D

σ
`
@

ż

ROI

σEr ¨ EtdrROI

D

σ
.

looooooooooooomooooooooooooon

« 0 for speckle fields

(3.31)

Completing this ensemble averaging approach therefore results in an estimate for

the wall, xgy« gwall. It should also be mentioned that the mutual coupling and

static environmental components are also independent of the scene and are therefore

also eliminated. The result with this ensemble backgrounding approach is shown in

Fig. 3.27b and it can be seen that this method performs as well as the modified

background subtraction (method 1).

In practice, this method could be completed by imaging the same scene with the

antenna slightly shifted (by «λ) or by imaging several different portions of a wall

with the same attributes. We have completed this process with 25 different scene

realization for the reconstruction in Fig. 3.27b—as few as 10 realizations have been

utilized without significant image differences. It should also be noted that the scene

depicted in Fig. 3.27b is part of the ensemble data set. This means there will be a

minor hit in the image’s dynamic range since we have subtracted a portion of the

scene signal which corresponds to the ROI we have imaged. This effect will be miti-
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gated with more realizations, and increasing the number of different scenes will only

make the image better.

3.3.4 Compensating for Wall Distortion

The images in Fig. 3.27 successfully account for wall reflections, but it should be

noticed that the objects have experienced a shift in the range direction. Additionally,

the sidelobes are significantly larger (Fig. 3.27) than the original image with no wall

(Fig. 3.26b). This is because we have so far made no effort to compensate for the

refraction and phase delay that occur when the waves propagate through the wall.

Compensating for the wall’s effects has been a point of focus in the TWI litera-

ture. Some efforts have modeled the wall as a single slab with an angularly-dependent

transmission coefficient [4] and others have tried to compensate for all of the multiple

reflections, not only within the wall but also between the wall and the scene [131,144].

The approaches tend to branch into two varieties: those which process the data in

a radar manner (and are mostly interested in the time-delay created by the wall)

and those that surround the scene in an inverse scattering or tomography setting.

The latter systems often use iterative approaches, such as the Born iterative method

(BIM) or the distorted Born method (DBM) [65,144,145]. Layered Green’s functions

and Sommerfeld integrals often play an important role in these works to account for

all of the multiple reflections. While these methods have shown great success, the

numerous iterations and slowly-converging integrals often result in long reconstruc-

tion times. Though they take all of the problem’s physics into consideration and

could be applied to our system, they are not the focus of the present work.

Radar-type methods follow a simpler formulation and are more interested in the

direct path through the wall. For a single antenna and a single point in the scene,

the angle of refraction and the ray path can be calculated if the wall’s properties
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Figure 3.28: The geometry and parameters of the planar stratified TWI problem,
used to calculate effective sources Ψ from the original sources Φ.

are known [5, 146]. This method has been used frequently, sometimes to find the

fields at the points in the scene [139] and sometimes to find farfield patterns for

beamformers [5]. Our approach will bear a close resemblance to these works, but

with an additional intermediate step to account for the electrically-large nature of

our antennas.

Instead of calculating the signal at all points in the scene (or for the entire farfield)

from a single antenna, we will build a set of virtual sources on the far side of the

wall which act as a virtual DMA. This notion, and all of the relevant parameters,

is depicted in Fig. 3.28. Once this virtual DMA is created we can then process

the data with the same RMA reconstruction that was discussed in Section 3.3.1

and demonstrated in Section 3.3.3. It should also be noted that computing these

effective sources (and any analytic model to account for propagation through the

wall) requires an estimate of the wall’s characteristics, such as permittivity and

thickness, and typically assumes a homogeneous media. We will start by assuming

all wall properties are known, but in Section 3.3.5 we will move away from such

restrictive assumptions.

The wall is offset from the original sources (ΦT {R,f ) by a distance of d1, the wall

has thickness d2, and the new set of source will be at a distance of d3 from the

wall. These Nv-many virtual sources will be denoted as ΨT {R,f (NvˆNm) and will
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Figure 3.29: Imaging results for the bandwidth case (a-c) and monotone case (d-
f). The images in (a) and (d) show the results without any wall; (b) and (e) show
the results after clutter mitigation only; and (c) and (f) show the results after both
clutter mitigation and wall compensation.

be related to the original sources through a matrix ΓT {R,f as

ΨT {R,f “ ΓT {R,fΦT {R,f . (3.32)

The matrix ΓT {R,f is NvˆNs and relates each of the source locations from the near

field scan to the virtual sources. Since the system is linear shift invariant, ΓT {R,f will

be a Toeplitz matrix and only a single row (or column) must be calculated (with some

overfill). Physically speaking, this description means that the offset ∆y (between the

original source and the virtual source) is the only variable that the transfer function

depends on. We can thus calculate the transmission compensation γ, a single entry

in ΓT {R,f , as

γp∆y, fq9EKp∆y, fq (3.33)

where EK is the tangential electric field from the original source at the virtual source’s

location. If desired, the layered Green’s function could be used to calculate EK and
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therefore ΓT {R,f . As mentioned above, we will follow the method in [5] which relies

on a ray tracing approximation and ignores multiple reflections in the wall.

Calculating EK with the ray tracing approximation here means calculating the

plane wave with its wavevector along that ray. We will also include the energy

lost upon the initial scattering events associated with the interfaces via transmission

coefficients—T12 when entering the wall and T23 “ 2´T12 when exiting (because the

first and last media are both free space). For this case

T12 “
2εwallk0x

εwallk0x ` kwall,x

(3.34)

where k0x and kwall,x are the x-projections of the k-vectors in the respective media

[147]. The tangential electric field is then

EK “ cospθqT12T23e
´jpk0p1`kwallp2`k0p3q (3.35)

where p1, p2, and p3 are the lengths of the ray segments and θ is the angle of the

ray with respect to the antennas broadside (the cosine term exists here because we

only need the tangential component to compute the field everywhere beyond the wall

according to the surface equivalence principle). Note that knowledge of θ is required

throughout the formulation, but that it can be found fairly simply from the geometry

of the problem [5].

Formulating the problem in this manner is convenient since ΓT {R,f only needs

to be calculated once, as opposed to propagating each radiation pattern through

the wall independently. This aspect becomes especially necessary if a more complex

approach is taken, such as the layered Green’s function, since only Eq. (3.33) must

be computed for a range of ∆y. Of course, much of this formulation is also contingent

on a flat wall that is correctly aligned to the antenna, but some generalization may

be made for minor misalignments if necessary.
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We now put these techniques to use and demonstrate their validity. A com-

plicated scene, including six metallic cylinders (each with a radius of 1.5 cm), is

used in order to show how the process plays out for more difficult ROI configura-

tions. We reconstruct this scene using 10% fractional bandwidth as well as using

only single-frequency measurements—referred to here as the bandwidth and mono-

tone cases, respectively. For the bandwidth case we use all of the frequency data

taken (17.86 GHz–19.93 GHz with eight evenly-spaced samples) but only use 36ˆ36

masks, totaling 10,368 measurements. For the monotone case we use only 19.03 GHz

and complete 100ˆ100 masks for a total of 10,000 measurements. The number of

measurements is balanced to ensure fairness from a signal-to-noise ratio (SNR) per-

spective.

Figure 3.29 shows TWI results for the bandwidth and monotone cases in the top

and bottom rows, respectively. Results are included when there is no wall, when

there is a wall but with no compensation, and when the compensation included. The

ensemble averaging method was utilized for background subtraction in the through-

wall images (Figs. 3.29b,c and 3.29e,f). Some interesting conclusions can be drawn

from these results. Looking only at the bandwidth case it is evident that the wall

severely degrades the image quality when no compensation is completed. Figure

3.29c shows that the wall compensation is successful and restores the image to be

nearly the same quality as the no-wall case.

Another interesting result is observed when looking at the monotone case. The

lack of compensation does not have a significant impact on the imaging performance.

In fact, Figs. 3.29d-f are fairly consistent in terms of image quality. This enhanced

robustness (as compared to the bandwidth case) can be better understood by consid-

ering the transformations of the k-space plots (see Figs. 3.13 and 3.21) in the TWI

process. For the single-frequency case, the covered region is the same for all different

masks since it only depends on the geometry. The presence of the wall takes the orig-
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inal k-space coverage, gives it a minor distortion, and shifts its location. Since their

is only one frequency of operation, the shift is consistent for all of the measurements

across tuning states. In the bandwidth case, a new region in k-space is covered for

each frequency point. Each of these regions is distorted in a slightly different manner

and experiences a frequency dependent shift. Following these distortions, the data

from the different regions are coherently combined, sometimes presenting conflicting

information. In essence, this means that multiple data points with disagreeing infor-

mation are mapped to the same point in k-space. This in turn leads to interfering

information and gives a severely degraded result. This explanation is parallel to that

given to describe the alignment sensitivity that was demonstrated in Section 3.2.3

and shown in Fig. 3.21.

The deteriorated result described above will be exacerbated as larger bandwidths

are used, meaning that it is especially important for ultra-wideband systems to take

the wall’s effects into consideration. Although Fig. 3.29c shows that completing

the compensation process removes this conflicting data, such compensation may not

always be so simple. Nonplanar walls, inhomogeneous materials, uncharacterized

dielectric properties, and unknown wall thicknesses can all complicate the compen-

sation process. The fact that the single-frequency data does not experience significant

distortions without compensation means that it can be utilized without knowledge

of the wall’s characteristics. Neither the wall’s location nor the wall’s material prop-

erties are needed to complete the imaging process with high fidelity (as evidenced

by Fig. 3.29e).

The use of a more complicated object in Fig. 3.29 shows how severely the image

can be degraded from a qualitative perspective. For a more quantitative comparison,

we perform a point spread function (PSF) analysis. Here the PSF is given by the

reconstruction of a point-like object, i.e. a cylinder with radius less than the resolu-

tion limit. The PSF reconstruction is completed for monotone and bandwidth cases,
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Figure 3.30: Point spread functions for the various cases are shown in (a-d), and
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and range, respectively. (a) shows bandwidth with no compensation, (b) shows
bandwidth with compensation, (c) shows monotone with no compensation, and (d)
shows bandwidth with compensation.

both with and without wall compensation. The results are shown in Fig. 3.30, with

cross sections also taken along the main axes. In the cases without compensation it

is seen that the object has shifted its position—this is consistent with expectations

and has been confirmed in other works [4, 127]. For the monotone cases, the image

is nearly identical with and without compensation, but the shift still exists when

wall compensation is not utilized. When bandwidth is used, it is again seen that the

image is degraded and artifacts begin to appear. (Note that we have increased the

range of the colormap in Figs. 3.30a-d to see more subtle effects.) Once compen-

sation is included, the image appears at the same location—the true location—for

both the bandwidth and monotone cases.

From the images in Figs. 3.29–3.30 it is clear that the clutter mitigation and

wall compensation techniques enable successful image reconstruction. The employed

techniques can be thought of as minor adaptations from those used in other works,

but accounting for the electrically-large apertures and ensuring compatibility with
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our adapted RMA have required additional development. These approaches may be

further enhanced, perhaps by employing a layered Green’s function in Eq. (3.33) to

compute ΓT {R,f [137]. There could also be more sophisticated techniques for clutter

mitigation that may not require the aperture to be mechanically translated. Finally,

there are other works that are aimed at estimating unknown wall properties from the

data and then using the result in the imaging model [4,146]. This last possibility can

likely be completed without significant modification to the current approach. All of

these opportunities are of interest and are left for future work.

3.3.5 Single-Frequency Imaging

Motivated by the single-frequency imaging results observed in the previous section,

we now ruminate on the comparison of the monotone versus the bandwidth case in

the context of more complex TWI. Looking closely at Fig. 3.30, it is worth pointing

out that the range resolution is the same for both the monotone and bandwidth

cases after compensation has been completed. This indicates that the bandwidth

plays a negligible role in resolving along the range direction and that the electrically-

large size of the aperture in combination with the near field operation is the primary

contributor. Such a comparison was never reported in [48], but this result reinforces

the notion that a single-frequency imaging system can perform high-quality imaging

in the near field while remaining more cost effective and robust than ultra-wideband

systems.

To further explore this comparison we will image with more complicated walls.

Specifically, we will look at a 2-cm-thick wall made of plywood and a wall made of

1.5-cm-thick fiberboard with two coats of acrylic paint. The grain size of the medium

density fiberboard (MDF) is rather small compared to the wavelength and the wall

can therefore be considered as homogeneous. The plywood is slightly rougher in com-
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Figure 3.31: Imaging results for walls made of medium density fiberboard (a-b) and
plywood (c-d). Bandwidth results are shown in (a) and (c), and monotone results are
shown in (b) and (d). Clutter mitigation is used in all cases, but no compensation
for propagation through the wall is employed.

position and has more variation (especially along the range direction). Furthermore,

the plywood is warped and is not entirely parallel to the antennas. Neither one of

the materials has been characterized nor are we making any attempt at estimating

the wall’s properties.

The reconstructions for these two walls are shown in Fig. 3.31 for the bandwidth

and monotone cases. Two separate scenes are shown: for the MDF case (a,b) there

are four objects, for the plywood case (c,d) there are five objects. In both cases it

appears that the monotone case outperforms the bandwidth case, likely due to the

conflicting data among different frequency points, as discussed in Section 3.3.4. The

plywood case is particularly difficult for both the monotone case and the bandwidth

case. This degraded performance could be due to the inhomogeneity, the warping,

the non-perpendicularity, or because the plywood has higher attenuation. All of

these factors, and more, will influence the quality of the overall image. We would

also add one caveat to these results by mentioning that in some cases the bandwidth

result may outperform the monotone case. This would be particularly likely when

the wall has a minimal effect, for instance if the wall is made out of foam or some

other marginally-perturbative material. It is worth emphasizing that using single-

frequency imaging enabled a simple and less sensitive solution to imaging through
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walls with unknown properties, in contrast to previous works which involve auto-

focusing and optimization algorithms [4, 148, 149] or time consuming measurements

at different distances/polarizations [146,150,151].

From the results, it is apparent that single-frequency systems can perform sat-

isfactorily alongside ultra-wideband systems. In either case, there are applications

where the benefits are seen more clearly. The TWI completed here is only one

potential application, but other settings may benefit from a monotone system. In

addition to performance, single-frequency imaging is of interest because of numer-

ous other considerations. Particularly, the narrowband radio hardware that would

support a single-frequency system (filters, power dividers, etc.) is less expensive

and will have better performance. Susceptibility to external interference, which is

increasingly problematic in the congested microwave spectrum, may also be reduced

for the single-frequency case. Allocation of spectrum will also be less restricting if

a technology is developed for a single frequency as opposed to consuming a large

portion of K band. Lastly, some computational algorithms may be more efficient

when only accounting for a single frequency—for example, the calculation in Eq.

(3.33) must only be completed once for the monotone case. Additional comments on

the use of narrowband, and specifically single-frequency, systems can be found in [48].

3.3.6 Through-Wall Imaging Conclusion

In this section we have employed a pair of dynamic metasurface antennas in a

through-wall imaging system. We have implemented techniques to mitigate wall clut-

ter and to compensate for the effects of transmission through the wall. Specifically,

for wall clutter mitigation we showed the effectiveness of the common background

subtraction technique and then introduced an ensemble averaging approach which

takes advantage of the antennas’ spatially-diverse radiation. For through-wall com-
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pensation, we created a virtual aperture on the far side of the wall that only required

a transfer function through the wall, after which reconstruction could be completed

without consideration for the wall.

A key contribution of this work is the development of a single-frequency TWI

system. We compared the use of a monotone signal to a wideband signal and showed

how bandwidth impacted imaging performance. The compensation technique was

effective for both cases, but it was seen that the single-frequency case could oper-

ate satisfactorily without wall compensation. Additionally, range-wise imaging was

possible with the single-frequency case owing to the fact that we operate in close

proximity to an electrically-large antenna. No deterioration in cross-range or range

resolution was observed between the monotone and bandwidth cases.

It is worth noting that as the ROI moves away from the antennas the range res-

olution diminishes and the system is more reliant on bandwidth. We would suggest

that for a narrowband aperture of size D, the best imaging results are found when

the region of interest is at a distance of ÀD—especially if single-frequency imaging

is desired. Additionally, for our frequency range (18 GHz–20 GHz) the aperture is

a reasonable size („ 1 m) and returns reasonable resolution („ 1 cm). A practical

electrically-large aperture can be harder to realize at lower frequencies (due to pro-

hibitively large size) and also at higher frequencies (due to sensitivity). The current

setup is therefore well suited—in terms of performance and functionality—for appli-

cation in residential/commercial TWI since drywall, wood, and common construction

materials are penetrable. At other frequencies, and depending on the application, a

more exhaustive trade-off study should be completed to see if such a system will be

favorable.

We would also emphasize that while we have developed these concepts in the

context of a dynamic metasurface aperture, they could also be applied to other

electrically-large antennas that possess similar attributes and hardware advantages.
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In contrast, we would note that some systems and processing techniques benefit from

having a more simplistic antenna [152] and others by working in the farfield with a

wide bandwidth [5]. Nonetheless, the electrically-large size and rapid reconfigura-

bility of the DMAs means that the current platform is favorable compared to many

SAR systems. Likewise the system may be favorable over MIMO arrays because a

single transceiver is required and the RF layers are less hardware-intensive. Lastly,

the single-frequency operation has proven to be cost-effective as well as robust, in

addition to a host of other benefits [48]. Combining these SISO and single-frequency

advantages, a powerful imaging system has been developed and has been demon-

strated to perform satisfactorily for through-wall imaging.

The authors also thank D. Arnitz and M. Reynolds who were responsible for the

development of the custom FMCW radio prior to its repurposed implementation in

the present work.
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4

A Disordered Cavity with a Dynamically
Tunable Boundary Condition

The content in this chapter is mainly derived from [53] where more details may be

found. The crux of computational imaging, as discussed in this work, lies in gen-

erating a sequence of spatially-diverse waveforms. In previous chapters we looked

at a 1D waveguide where the radiating metamaterial elements were tuned to create

diverse patterns. This 1D DMA was a successor to a frequency-diverse counterpart,

where the radiation patterns were varied by using a different excitation frequency

instead of tuning a mask [31,32]. Another outgrowth of the frequency-diverse meta-

surface concept came in the realm of disordered cavities, which host different eigen-

modes as a function of frequency [34–36]. These disordered cavities were used to

feed a collection of radiating elements. As the excitation frequency was swept, the

phase/magnitude of the elements varied, creating new radiation patterns as a func-

tion of frequency [39, 153]. For computational imaging, both metasurface apertures

and disordered cavities must cover an electrically-large area (to replace numerous an-

tennas) and generate a collection of uncorrelated patterns (to multiplex information).
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The waveguide notion enables a large area to be fed in parallel, but is limited because

the guided wave tends to attenuate as energy is leaked by the radiators [33,45]. Using

a disordered cavity mitigates this effect, allowing a larger area to be fed with a more

uniform magnitude. Additionally, when using a cavity the radiating elements do not

need to be reconfigured, only the cavity modes. This is in contrast to the 1D DMA,

which creates diversity by directly tuning the radiating metamaterial elements.

This chapter investigates the notion of using a dynamically tunable disordered

cavity for computational imaging. A volumetric cavity is utilized, and rather than

changing the excitation frequency or the geometry of the cavity, we change the elec-

trical properties of its walls. A tunable artificial impedance surface is implemented

to modulate the boundary condition of the cavity, creating a new way to generate

radiation patterns through electronic tuning. Other works have considered cavities

with tunable boundary conditions, mostly for the purpose of focusing waves or con-

trolling the modes inside of the cavity [154,155]. This chapter represents one of the

first tunable disordered cavities used for the creation of spatially-diverse radiation

patterns and is the first work to consider their implementation in a computational

imaging framework.

4.1 Cavities as a Host to Disordered Waveforms

Electrically-large cavities and disordered media have been a topic of much interest

across several fields [22, 156–170]. This interest is primarily due to the fact that

cavities possess high quality factors and, when electrically-large and deformed, can

support a multitude of irregular eigenmodes. In [162], this feature of cavities has

been used to emulate quantum mechanical chaos—a simple method to experimentally

examine complicated phenomena. At microwave frequencies, large cavities have long

been used for electromagnetic compatibility (EMC) tests [163–167]. Recently, high-

efficiency energy transfer from a large cavity to a resonant receiver has been proposed
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Figure 4.1: Passive disordered cavities in 3D form [119] and PCB form [170].

based on coupled mode theory and has been experimentally demonstrated [168,169].

The use of deformed cavities for imaging purposes was first suggested and demon-

strated in ultrasonic 3D tomography [171]. In this work, time reversal of ultrasonic

waves was used to concentrate energy at desired locations. Similar ideas were later

proposed and demonstrated in other media which exhibit a high density of resonant

states [30]. The idea of using deformed media and a high density of states to re-

trieve spatial content was later introduced at microwave frequencies by Fromenteze

et al. [34]. In this case, distinct modes formed within a disordered cavity were pro-

jected into a scene by introducing an array of irises into one of the cavity walls,

similar to the depiction in Fig. 4.1. The resulting waveforms showed significant

spatial variation as a function of frequency, enabling retrieval of a scene’s reflectivity

via a fast frequency sweep [34].

Following [34], disordered cavities have been shown with 3D form factors (made

via 3D printing or CNC machining) and in 2D implementations (based on PCB

processes). While volumetric and planar cavities have both shown promise in ex-

periments [34–36, 119, 153, 170], they require a large operational bandwidth. Large

frequency bandwidth, though useful for enhancing range resolution [9, 86], may not

be readily available in practice and can complicate the design of a coherent RF

transceiver. Other hindrances associated with large bandwidth have been discussed
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in detail in Section 3.2. In addition to a wide bandwidth, the generation of frequency-

diverse patterns relies on achieving a high Q factor. This is because a high Q cavity

will have fields that vary rapidly as a function of frequency, enabling the modes in

the cavity to be modulated with a minor change in the excitation frequency ∆f .

Combining these factors, a limit can be put on the number of useful frequencies by

Nf “ QB{fc, (4.1)

where B is the bandwidth and fc is the center frequency [37].

The cavity Q is inversely proportional to the cavity losses, which follows from the

fundamental definition [147]

Q “ ω
energy stored

power dissipated
. (4.2)

Since radiation is the primary cavity loss mechanism, there is an inherent upper

limit on the performance of any frequency-diverse aperture [37]. To illustrate this

limitation, let us assume a cavity possesses a large Q factor and includes Ne radiating

elements (with spacing ěλ{2). Given this high Q (which ensures that the cavity can

support the necessary quantity of eigenmodes and Nf ) the magnitude and phase of

the electromagnetic field exciting each radiator at each frequency will be random.

In the best case, this is as if each of the Ne element can independently probe the

scene from its spatial location. As such, the number of unique measurements will

be limited by the number of elements. To overcome this limitation it is desired

to increase the number of radiators to obtain a larger number of distinct radiation

patterns (and hence measurements). However, the insertion of additional radiators

increases the radiative loss, thus reducing the Q factor (and Nf from Eq. 4.1). This

creates more correlation among the cavity modes as a function of frequency and

deteriorates the diversity of the interrogating waveforms. For example, the quality
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Figure 4.2: Depiction of a disordered cavity with a tunable boundary condition.
The perforated wall is displayed away from the cavity and a numerical example of a
radiation pattern is plotted. (Copyright (2016) American Physical Society).

factor of the deformed cavity used in [34] was reduced from 45,000 to 350 as a result

of introducing radiating irises. In the past, experimental trial and error has often

been used to find the optimal point in this Ne and Q trade-off [38,39].

To mitigate the limitations inherent to frequency diversity, a tuning mechanism

can be added to the system. In the previous chapters, PIN diodes were integrated

within metamaterial resonators to construct a one dimensional (1D) metasurface

dynamic aperture. These diodes, addressed independently, rendered each resonator

on or off depending on an applied DC voltage. In this manner, the DC circuitry

selects different subsets of elements to radiate, resulting in distinct radiation pat-

terns without dependence on frequency sweeps. Using the 1D dynamic metasurface,

high-fidelity imaging of simple objects in two-dimensions (range and one cross-range

variable) has been experimentally demonstrated at real-time frame rates [45].

To overcome the limitations of frequency-diverse systems as well as waveguide-

fed dynamic apertures, we propose a tunable cavity that possesses the advantages

of both. In this cavity, depicted in Fig. 4.2, we incorporate a tunable impedance
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surface rather than modifying the responses of the independent radiators. By chang-

ing the boundary’s impedance, we alter the cavity’s modal distribution and generate

distinct radiation patterns without changing the frequency.
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Figure 4.3: (a) The cavity implemented in the imaging configuration, including
four open-ended waveguide receivers. A network analyzer and mechanical switch are
situated behind the aperture to take the measurements from the different receivers.
(b) The interior of the cavity when the impedance surface is removed. (c) A zoom
in of the particular mushroom structure and (d) a highlighted pixel on the varactor-
populated impedance surface. (e) The full-wave simulation domain and results for a
mushroom unit cell. (Copyright (2016) American Physical Society).

4.2 Tunable Cavity Design

The cavity used in this chapter is similar to the ones used in [34,171]. The proposed

structure is depicted in Fig. 4.3 and consists of a metalized cuboid of dimensions

11 cm ˆ 11 cm ˆ 5.5 cm („7λ ˆ 7λ ˆ 4λ, where λ is 1.5 cm, corresponding to a
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frequency of 20 GHz). One corner is deformed into the shape of a sphere octant,

with radius 3 cm (2λ), to perturb the rectangular eigenmodes. This cavity is excited

by a WR42 rectangular waveguide (K band frequency range).

In contrast to the cavities in [34, 171], one wall of this cavity is left as an open

window for incorporation of a tunable-impedance boundary plate. The tunable plate,

depicted in Fig. 4.3, has 8 cm ˆ 8 cm lateral dimensions, is made of 1.5 mm thick

Rogers 4003C substrate (dielectric constant of 3.55 and loss tangent of 0.0027), and

contains a pixelated array of mushroom structures which each contain a varactor.

Mushroom structures, or high impedance surfaces, were first used as a method to

emulate the response of perfect magnetic conductors (PMC) [52]. Since then, various

designs with different properties, both passive and dynamic [51], have been proposed.

Here, we use mushroom structures consisting of an octagon inscribed in a 2 mm

diameter circle, which are surrounded by a 0.3 mm gap and have a via of 0.5 mm di-

ameter connecting to the ground plane. The size of the mushrooms and the particular

varactor (MACOM MAVR-011020-1411) were chosen such that the transition of the

mushroom structure from perfect electric conductor (PEC) to PMC happens within

the K band. To accomplish this condition, a single mushroom was simulated in a

full-wave electromagnetic solver, CST Microwave Studio. The reflection phase and

magnitude, depending on the capacitance of the varactor, are plotted in Fig. 4.3e.

As can be seen, the reflection phase of the surface changes through a full rotation

of 0 to 2π (taking on the behavior of both PEC and PMC) in the frequency range

17.5 GHz–21.5 GHz. As expected, the reflected signal’s amplitude remains close to

unity over the band of operation. While the simulation setting assumes normal plane

wave incidence and an infinite array of mushrooms structures, its results ensure vari-

ation of the reflected phase for practical cases of oblique incidence and finite array

size. It is important to note that we are not interested in obtaining an exactly

prescribed amount of return phase, but rather in causing tangible variations, which
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Figure 4.4: (a) Return loss of the perforated cavity with a dense frequency
sampling. Three example states are shown as well as a zoom in (contained by the
dashed box). (b) The standard deviation of the return loss is also plotted for a
set of 100 measurements and the bandwidth used for imaging is highlighted. (c)
Time domain plot of the return loss (in log) along with a fitted line from which the
experimental Q can be calculated. (Copyright (2016) American Physical Society).

essentially change the cavity’s boundary condition and the resulting eigenmodes.

Once the design of the mushroom structure is finalized, a 4ˆ4 array of mushrooms

is grouped together to constitute a pixel—a group of mushrooms all controlled by

the same voltage. Sixteen such pixels are then tessellated to form a 4 ˆ 4 grid that

occupies the cavity wall. Each pixel can be addressed separately using a (0 or 5 V)

DC voltage dictated by an Arduino microcontroller. The total number of sixteen

pixels allows for 216 “ 65,536 distinct surface impedance states. The varactors

are 90˝ rotated from each other in neighboring pixels to ensure coupling to both

polarizations. The need to address both polarizations arises from the nature of the

cavity modes. In a disordered cavity, a plane wave decomposition at each point

consists of a combination of arbitrary wavevectors and polarizations; as a result, the

deformed electrically-large cavity does not possess a dominant field polarization.

Incorporation of such a tunable impedance boundary into the cavity offers two

crucial advantages: 1) the tuning mechanism is separated from the radiating layer,
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enlarging the design space for the radiative layer. In other words, the choice of

radiative elements can be designed to further optimize the performance for the in-

tended application. 2) Such a cavity supports a multitude of distinct modes, which

can be tuned with modification of the impedance boundary condition. The dynamic

impedance wall allows the generation of highly distinct waveforms without trade-offs

concerning the number of radiating elements, bandwidth, or cavity quality factor.

Ultimately, the number of independent measurement modes for an aperture should

be dictated by the space-bandwidth product [75,76] rather than Q-factor or design-

specific limitations. To form the aperture, one side of the cavity is perforated with

150 randomly distributed slots (see Fig. 4.2 and 4.3). The slots are designed to

radiate into a single polarization at K band with minimal losses. Use of such simple

and efficient radiators is an important advantage associated with disordered cavity

resonators.

We note that a cavity with a tunable impedance boundary has also been utilized

in [155,172]. In [155], the tuning of a spatial phase modulator [29] was used to form a

focal spot in a desired location for improving communication between two antennas

placed within a reverberating cavity (a conventional room in this case). In [154,172],

a combination of electronically-tunable and mechanical stirrers was used to shape

the waveforms within a cavity. By contrast, here we utilize the tunable bound-

ary to form diverse radiation patterns outside the cavity for computational imaging

purposes. Given the requirements of this application, the designed cavity and the

impedance boundary are distinct from those reported in [29,155,172]. Additionally,

a rudimentary version of a tunable cavity was demonstrated in [173] but this device

was also mechanically actuated. It is worth noting that while the scrambling of a

cavity’s fields has been demonstrated for various purposes using mechanical stirrers,

this approach is slow and may exhibit inconsistencies or fluctuations, drawbacks

which are prohibitive for our application.
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Once the deformed cavity was fabricated, it was examined using a network an-

alyzer (Keysight E8364C). In the first set of measurements, the return loss of the

tunable cavity was measured for 100 different states of the impedance boundary. The

entire K band (17.5 GHz–26.5 GHz) was sampled at intervals of 1.406 25 MHz (6401

points). As an example, the return loss for three different tuning states is plotted

in Fig. 4.4. A multitude of resonances (represented by the dips in the return loss)

can be observed for all three states. In fact, when there are no radiation losses, the

closed cavity can support a much larger number of modes, each of which has a narrow

linewidth (high quality factor). Due to the radiation losses, the spectral linewidths

of the modes have increased and many of the dips have merged into each other.

This phenomenon can be confirmed by calculating the quality factors of the loaded

(radiating) and closed (non-radiating) cavity. In the literature, it is common to invoke

the thermodynamic analog of the reverberating chamber to calculate its unloaded

quality factor through [164,165]

Q “ 16V π2f 3
{c3. (4.3)

Using this formula, the unloaded quality factor is estimated to be Q « 30,000. The

Q of the loaded cavity (i.e. with the radiative layer) is computed using the decay rate

of its impulse response [153,164]. To do this, the Fourier transform of the return loss

is taken over the entire K band with sufficient sampling so that there is no aliasing

in the time domain response—depicted in Fig. 4.4. The exponential decay rate, α,

of the time domain return loss

rS11pτq “ e´ατ (4.4)

can be calculated by fitting the curve in Fig. 4.4 with a linear regression. Once

the decay constant α is computed it is inserted into
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Q “ fcπ{α (4.5)

(where fc “ 20 GHz is the center frequency) to obtain the quality factor. For the

current cavity, this process results in Q « 600, which is much smaller than the un-

loaded quality factor. This observation once again exemplifies the trade-off between

the radiation and the correlation of the modes.

Examining the return loss results in Fig. 4.4, we also observe significant variation

in S11 as a function of tuning states within the middle of the K band. These variations

reveal two important facts: 1) through altering the boundary, we are manipulating

the modal distribution within the cavity, as evidenced by the changing locations of

the resonant dips. This variation, which is explicated in [172], enables us to alter the

radiation patterns generated by the device. 2) The frequency range over which these

variations are greatest is 19.5 GHz–23.5 GHz. To determine this range, we calculated

the statistical standard deviation of S11 for 100 states, σS11 . This deviation is plotted

in Fig. 4.4 as a function of frequency. Clearly, the standard deviation is the highest

over the range 19.5 GHz–23.5 GHz. This frequency range is close to that of the

designed impedance surface (17.5 GHz–21.5 GHz); the slight frequency shift can be

attributed to fabrication and component tolerance.

The results presented in Fig. 4.4 verify that the tunable boundary condition

is responsible for altering the cavity’s modes. Next, the radiative near field of the

cavity is scanned for different states and at frequency intervals of 11.25 MHz over

20.3125 GHz–22.5625 GHz (resulting in 201 frequency points) using an open-ended

waveguide; a step size of 5 mm (ăλmin{2) is used to completely characterize the

radiated fields. The frequency step size is increased from that used for the S11 exper-

iments so that the near field scanning and imaging measurements can be performed

in a timely manner. Furthermore, using the analysis in [37], the number of useful
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Figure 4.5: Variation in the radiated electric field for three neighboring frequencies
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is transformed from the near field measurements and all plots are normalized to the
same scale. A more quantitative perspective is given by the SVS which is plotted
to the right of the fields for the passive and dynamic apertures. (Copyright (2016)
American Physical Society).

measurements (i.e. frequency points for a cavity operated without dynamic tuning)

can be estimated from Eq. 4.1. For our structure this returns « 150. Our choice

of 201 frequency points guarantees that we are capturing all the distinct radiative

modes generated by this cavity.

The near field scan data is then used in conjunction with surface equivalence

principles [81] to compute the radiation patterns everywhere in the scene for every

state of the impedance boundary and every frequency point. Computed radiation

patterns for three different frequencies (constant tuning states) and three different

tuning states (constant driving frequency) are plotted in Fig. 4.5 in the farfield. The

former represents frequency-diverse radiation patterns (as would be the case in a

passive cavity) and the latter exemplifies dynamically tuned radiation patterns. Ev-

idently, utilizing the tuning results in less correlation between the radiation patterns

(manifested as higher spatial variation). It should also be noted that in both cases
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the radiation patterns exhibit many lobes (instead of the one directive main lobe

conventionally used) so that they illuminate a large portion of the scene. While this

results in lower reflected signal and a decrease in the signal to noise ratio (SNR),

it is fundamentally necessary for the multiplexing approach of computational imag-

ing. In applications where imaging is completed at large distance—on the order of

kilometers for synthetic aperture radar—SNR would become a greater concern, but

in the near-field application that we consider here the hardware provides sufficient

SNR even with the low gain radiation patterns.

To better quantify the variation of the radiated fields, we populate a matrix with

the calculated radiation patterns. Each row of the resulting matrix, Hfarfield, consists

of the radiated electric field for a given tuning state and driving frequency. As a

result, the total number of rows, N , is the multiplication of the number of tuning

states, Nt, and the number of frequency points, Nf . A singular value decomposition

(SVD) of this matrix reveals the degree of correlation among its rows (or radiation

patterns). The SVD is defined as

Hfarfield “ UΣV˚, (4.6)

where U and V contain the left and right singular vectors, respectively. The singular

values form the diagonal of Σ. The SVD is a generalization of the eigendecompo-

sition, and these singular values are analogous to the eigenvalues. They therefore

indicate the level of linear dependence between the basis vectors constituting Hfarfield.

Recall that diversity among radiation patterns enables multiplexing of unique infor-

mation during imaging. A flat singular value spectrum, indicates high orthogonality

between rows while a rapidly decaying singular value spectrum indicates severely

correlated radiation patterns. The SV spectrum for radiation patterns generated by

the passive (with N “ Nf “ 201) and dynamic cavities (with Nf “ 26, Nt “ 8,
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resulting in N “ 208) are plotted in Fig. 4.5. The same bandwidth, 20.3125 GHz–

22.5625 GHz, is used in both cases with the dynamic case having courser sampling.

Clearly, the SV spectrum of the tunable cavity exhibits significantly less correlation.

Another important factor is that the dynamic cavity allows us to use a larger quan-

tity of distinct patterns, as is evidenced by Fig. 4.5 where we have also plotted the

case with three times as many tuning states. Eventually the amount of obtainable

information using the tunable disordered cavity saturates, as will be seen in the

discussion of single-frequency imaging.

The results presented in Fig. 4.5 indicate that the radiation patterns generated

by the tunable cavity can interrogate the entire imaging domain and encode its spa-

tial content into simple backscattered measurements as a function of tuning state or

frequency or both. The efficacy of this proposal is examined in the next section and

the two methods for imaging, with and without dynamic tuning, are contrasted.

4.3 Imaging Results

The tunable cavity is implemented in the imaging configuration pictured in Fig. 4.3a.

In this setting, the cavity acts as a transmitting aperture with its emitted waveforms

interrogating the scene under test. The signal backscattered by the scene is collected

by four open-ended waveguides situated around the perimeter of the cavity. The

cavity is connected to Port 1 of a network analyzer and the probes are connected to

Port 2. The signal paths from the receiving probes to the receive port of the network

analyzer are separated using a mechanical switch. The measured S21 is then a signal

initiated at the transmitting port, radiated by the tunable cavity, reflected by the

scene, and collected by receiving probes. This process is repeated sequentially for

the four probes (four signal paths). For each probe, the impedance surface is cycled

through a set of patterns with an applied voltage to generate the various radiation
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patterns. The open-ended waveguides have radiation patterns that can be estimated

as being from point magnetic dipoles [83]. Electric fields in the domain are then

calculated with Green’s functions, as discussed in Chapter 2.

The measured S21 represents the backscattered signal, which is post-processed to

reconstruct an image of the scene. To do this, the relationship between the scattered

signal and radiation patterns of the system’s apertures is again described with the

g “ Hσ formulation—as discussed in Chapter 2. The rows cycle through frequen-

cies, tuning states, and different receive antennas to count all of the interrogating

waveforms. In this chapter, we use the iterative least squares solver, GMRES, to

estimate σ.

We start our experiments by first examining the ideal case, when a large number

of tuning masks, Nt “ 30, and frequency points, Nf “ 26, are used to image different

objects. The letters D and U, formed using thin metallic wire, have been used as

the targets under investigation. The reconstructed images are shown in Fig. 4.6.

Both objects are located at a depth of 50 cm and are clearly resolved. These images

confirm the ability of the boundary-tuned cavity to retrieve high-quality images.

Next, we focus on identifying the role of the tunable impedance boundary in

retrieving scene information. To do this, the letter U is imaged with the cavity

operating in passive mode (mere frequency diversity, with N “ Nf “ 201) as well as

dynamic mode (with Nt “ 8 and Nf “ 26, resulting in N “ 208 total measurements).

The results are plotted in Fig. 4.7. In the passive case the diodes are all set so that

the mushroom structure acts as a PEC. To keep a fair comparison, the number of

measurements (i.e. the number of rows of H) is kept roughly the same in both

cases. Evidently, the frequency-diverse cavity can resolve the objects, but with lower

quality, while the tunable cavity can form a clear image of the targets with the same

number of measurements. In fact, even when the number of measurements is halved

(Nt “ 4, such that N “ 104), the dynamic cavity can obtain higher-quality images.
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Figure 4.6: Reconstructed 3D images of the letters D and U obtained using
26 frequency points and 30 tuning states. (Copyright (2016) American Physical
Society).
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Figure 4.7: (a) Passive-mode reconstruction of the letter U, obtained with 201
frequency points. (b) Dynamic reconstruction with approximately the same number
of measurements (N “ 208) and (c) dynamic result with half as many measurements
(N “ 104). (Copyright (2016) American Physical Society).

This once again exemplifies the powerful capabilities of the dynamic cavity.

In all of the images reported above, the bandwidth has been kept at 20.3125 GHz–
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constructions with 200 tuning states of planar objects located at 50 cm. (Copyright
(2016) American Physical Society).

22.5625 GHz, the same as that used for the SVD analysis. This is done to keep the

range resolution, predominantly retrieved through frequency bandwidth [9], iden-

tical for the passive and dynamic cases. If a larger bandwidth is used the results

for the passive case will be improved; however, in many applications a large fre-

quency bandwidth may not be available or may complicate the design of the RF

transceiver. The reduction in frequency sampling for the dynamic case leads to a

decreased unambiguous range (UR). This is not concerning for the tunable cavity

since many frequency-diverse systems are extremely oversampled and have an UR

which is significantly larger than the actual region of interest [32, 34, 36, 153]. Ad-

ditionally, in many scenarios the location of the target is constrained (for example

in screening of objects on a predetermined platform or in spaceborne SAR systems)

to a known range of distances. If no range information is desired or if the object is

confined to a plane, a single frequency can be used to obtain images. In contrast to

the frequency-diverse implementations, the dynamic cavity at hand offers such ca-

pability. This idea is demonstrated in Fig. 4.8 where 2D images of different targets

have been reconstructed using Nt “ 200 states and a single frequency (21.4375 GHz).

If the aperture was larger, range information could be recovered with the approach

explored in Section 3.2.
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The results presented in Figs. 4.6–4.8 confirm the utility of the tunable cavity in

computational imaging settings. In particular, they demonstrate the ability of the

tunable cavity to generate distinct radiation patterns even when the cavity’s quality

factor is significantly reduced by radiation losses. In other words, the performance of

the tunable cavity is not limited by the inexorable trade-off between the number of

radiating slots and the quality factor [37]. This notion raises an important question:

what limits the number of distinct radiation patterns that this cavity can generate?

To answer this question, we note that any radiated pattern is the superposition of

fields generated by the radiating slots. As such, the total number of possible dis-

tinct patterns is bound by the number of slots. To illustrate this point, we have

computed the SV spectra for different numbers of masks at a single frequency and

plotted them in Fig. 4.9. Evidently the information content saturates somewhere

around 150 tuning states, which is comparable to our 150 slots. If desired, more

slots could be introduced into the radiative layer and the number of useful radiation

patterns could be increased further. This process will ultimately become limited by

the space bandwidth product associated with the aperture’s physical dimensions and

the operating frequency (see Eq. 2.20). Probing this limit is an interesting prospect

left for a future work.

4.4 Summary and Future Directions

The results presented in this chapter establish the tunable, disordered cavity as a

promising device to generate distinct radiation patterns for computational imaging

purposes. In particular, it was shown that separating the radiative layer and tuning

mechanism significantly loosens the constraint that resonant and radiative losses

impose on performance. In the future, various improvements can be added to this

device. For example, here we addressed the varactors using only 0 V and 5 V DC
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steps of 10. (Copyright (2016) American Physical Society).

while we could continuously vary the voltage (0 V–5 V) to increase the control over

the radiated fields. The tuning mechanism can also be modified to employ thin-film

transistors or liquid crystals.

This device can also be envisioned in a planar form factor to simplify the fabri-

cation process and enable low-profile deployment. We follow up on this opportunity

in the next chapter. Alternatively, the perforated wall of the cavity can take on a

shape conformal to the imaging domain, making them attractive devices for appli-

cation in biomedical systems [2, 174, 175]. Such an implementation could be of use

in breast cancer detectors or could be employed to form a focal spot within a cer-

tain layer of tissue for device charging or heat application. Structures similar to the

demonstrated device have shown promise in telecommunications and wireless power

transfer, where they have relied on a large cavity (such as a room) and operated

within the reverberating medium [155,172]. The presented tunable cavity combines

the features of dynamic tuning and frequency-mixing, and can easily be used for

generating on-demand hot spots for telecommunication or wireless power transfer

purposes. Given these promising outlooks, we believe tunable mode mixing cavities,

either in volumetric or planar form factors, will find many applications in security

screening, biomedical diagnostics, telecommunications, and wireless power transfer,
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among many others.
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5

Two-Dimensional Dynamic Metasurface Antenna

The final technical chapter of this document is dedicated to the development, design,

and experimental demonstration of a cavity-backed dynamic metasurface aperture.

While sharing many concepts with the preceding chapters, we see that the system

introduced in this chapter has new physics governing its operation and new de-

sign challenges. We begin by giving a general introduction to the cavity-backed

dynamic metasurface and qualitatively contrasting it with the previous concepts.

Subsequently, we describe the design and implementation of a sample. Finally, we

perform a series of experiments which highlight its capabilities and ultimately show

volumetric imaging results. The concepts in this chapter are part of a work in

progress [176].

5.1 Printed Cavity Architecture

In Chapters 2–3 of this work we employed a one-dimensional aperture that was fed by

a microstrip waveguide. In such a structure, the stimulating field for a given element

was impacted by all of the elements located between that element and the feed. This

led to constraints such as restricting us to turn on 25% of the elements (otherwise
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the guided wave would be depleted before reaching all elements). Additionally, this

meant that the elements closer to the feed always had the largest magnitudes among

the radiators, leading to non-uniformity in the aperture excitation, which can cause

aliasing.

In Chapter 4, we introduced a cubic cavity with a single face acting as a radia-

tive layer. In this disordered cavity the excitation wave is the superposition of the

cavity’s eigenmodes. This architecture has the benefit that the fields exciting the

radiators are generally uniform across the ensemble of measurements (the ensemble

being composed of both a sequence of frequency points and tuning states). Being

volumetric and using air as a host dielectric were desirable features since they allow

the structure to have minimal losses and a high quality factor. Unfortunately, the

result is a somewhat bulky device that is interesting from a scientific perspective but

may not be practical. For example, the manufacturing of such devices is significantly

more cumbersome than PCB-based processes.

Each of these apertures—the 1D microstrip and the volumetric cavity—have ad-

vantages and disadvantages which may be desirable for different applications. The

design introduced in this chapter attempts to remedy the shortcomings of the 1D

waveguide-fed aperture and the 2D volumetric-cavity-fed aperture. Inspired by both

the 1D and 2D apertures, we wish to create a planar aperture that combines manu-

facturability, cost effectiveness, and uniform illumination, all from an antenna with

a single feed.

The design here takes the form of a 2D parallel plate waveguide (PPWG) which

is terminated at the edges by a boundary composed of metallic vias. This via fence

reflects incident wavefronts, making the interior of the boundary a 2D cavity. We

refer to this design as a printed cavity since it can be manufactured with printed

circuit board processes. This also grants the ability to etch radiators into the top

plate of the parallel plate waveguide, which will then leak the cavity modes and form
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Figure 5.1: A conceptual schematic of a printed 2D DMA, comprised of a parallel
plate converted into a cavity with a via wall. A feed excites the cavity and the ele-
ments with spatially-varying magnitudes (highlighted by the colors of the elements)
to create a series of radiation patterns.

radiation patterns. Tunability will be introduced through off-the-shelf semiconduc-

tor components (binary PIN diodes) that are directly integrated into the radiating

metamaterial elements. Both the tunable elements and DC biasing circuitry used to

modulate them are compatible with PCB processes. Through a multi-layered PCB,

the entire antenna, control circuitry, and source generation could then be manufac-

tured by a single fabrication process. An overall conceptual view of such a structure

is shown in Fig. 5.1.

Before delving into the dynamic version of this printed cavity, it is worth taking

the time to put this architecture in context with the other technologies on which it

is based. Specifically this printed cavity-backed metasurface represents the melding

of two techniques: (i) the use of a collection of metamaterial elements which have

varied responses among them, and (ii) the reverberating cavity feed which confines

energy until it is sufficiently scrambled and radiated. The former has been pioneered

by the works of Hunt et al. and was taken to its most developed implementation by

Lipworth et al. [33]. The concepts surrounding (ii) were advanced by a conglomerate

of authors, including Fromenteze [34], Marks [37], Yurduseven [38], and Gollub [39],

153



among others. In each case, the work was based around frequency diversity (i.e.

encoding spatial information through spectral modulation). For the case in (i) this

was achieved by having narrowband metamaterial resonators so that as the stimu-

lating frequency was varied the collection of resonating elements changed. In case

(ii) non-resonant radiators were used and the varied radiation patterns were achieved

because the feed wave was strongly dependent on the stimulating frequency. Com-

mon to both of these techniques is the reliance on a high quality factor, Q, either for

the resonance of the metamaterials or the resonance of the cavity itself.

While both the metamaterial-based and cavity-based systems showed excellent

performance, they each suffered from inherent drawbacks. A difficulty common to

both concepts is associated with the bandwidth mandated for operation. Since the

radiated fields vary slowly as the excitation frequency changes, it is necessary to

take large frequency steps ∆f to minimize correlation among the patterns. If Nf

frequency points are used then the bandwidth will be B “ ∆fpNf ´ 1q. In Fig.

5.2 we show some example radiation patterns (as a function of frequency) for the

aperture introduced later in this chapter. It is necessary to step by a certain ∆f to

reduce the correlation ρ between two radiation patterns. Here, we plot the correlation

as a function of frequency and average over a series of masks (as indicated by the

notation xρfyM). As in previous chapters, tunable components reduce reliance on

a large bandwidth and improve performance. To contrast with Fig. 5.2, plots of

radiated patterns as a function of mask are shown in Fig. 5.3.

In addition to the reliance on ultra-wide bandwidths, there are other drawbacks

built into the systems of Lipworth [33] and Yurduseven [153]. A key design param-

eter which caused Lipworth and Yurduseven to take drastically different approaches

was based around the number of radiators etched into the waveguide, Ne. For Lip-

worth and Hunt, i.e. case (i), several hundred elements were used in a non-resonant

2D waveguide structure, and these elements radiated substantial amounts of energy
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Figure 5.2: The dependence of the radiation patterns based on varying frequency.
Widely separated frequency points are shown, along with a cluster in the middle
(the center three plots). Nearby frequencies exhibit similar radiation patterns, as is
illustrated with the correlation plot xρfyM which is averaged over a sequence of 10
masks.

Figure 5.3: The variation in radiated patterns achieved by tuning through different
random masks (shown at 20.2 GHz).

according to the metamaterial elements’ narrowband responses. However, (i) faced

the problem of a guided wave whose magnitude was largest closer to the feed. This

occurs because the feed creates a diverging cylindrical wave and because of the radia-

tive losses associated with the elements [32] (similar to the problem faced by the 1D

waveguide developed in Chapter 2). Additionally, since all of the elements had the

same polarization (and the cylindrical wave did not) there was a large set of elements

that did not couple to the guided wave. Large portions of the aperture were thus

left unexcited, reducing the effective aperture size and leaving gaps in the imaging

system. This in turn lead to aliasing in the reconstructed images. Creating elements
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with higher Q would enable a larger aperture because on average the elements would

couple to the guided wave more weakly—however, this is difficult in practice because

the metamaterial elements tend to become more lossy as their Q is increased. An

alternative way of filling the aperture is to vary the density of radiators as a function

of distance from the feed. This way, the energy leaked far from the feed is on a

similar order of magnitude as compared to near the feed [33].

For Yurduseven, i.e. case (ii), the quality factor of the cavity becomes dramati-

cally reduced by the inclusion of more radiators, which results in increased correlation

among the radiated fields [37]. At the same time, having too few elements would

limit the number of independent patterns. This is because each radiation pattern is

a linear combination of the radiation from the independent elements. Furthermore,

fewer elements will result in less radiation, which harms the system’s SNR. Exper-

imental trial-and-error was therefore employed to find an optimal balance between

Ne, Q, and SNR [56].

Because the Ne was so small for the systems implemented by Yurduseven and

Gollub in [39, 153], it was necessary to use a panel-to-panel configuration (similarly

to in Section 3.2) instead of a panel-to-probe configuration (similarly to in Section

2). Moving from panel-to-probe to panel-to-panel has some benefits. For instance,

it creates a larger collective aperture without significantly increasing the number

of antennas. Additionally, if the transmitter and receiver can each create Np inde-

pendent patterns, then a total number of N2
p useful measurements will be available.

This is in contrast to the the panel-to-probe case, which can only produce Np useful

patterns (because the probe has no spatial dependence). The work done by Lipworth

had enough Ne that it could operate in either the panel-to-panel or panel-to-probe

modality [33], whereas the only feasible operation for [39,153] is panel-to-panel. This

question will be revisited for the planar DMA in Section 5.4.3.

The architecture discussed in this chapter will be a combination of the techniques
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in (i) and (ii) (i.e. Hunt, Lipworth, and Yurduseven). Special attention is paid to

the number of elements in the aperture and their distribution. The tunability of the

elements means that we can place some of them permanently in the off state, which

effectively allows us to vary Ne electronically. This capability provides a useful test

bed which can answer questions about the aforementioned trade-offs. Before exper-

imentally probing these questions we will develop some simulation tools in order to

build intuition and appreciate the underlying physics of the device.

5.2 Cavity Modeling and System Simulations

5.2.1 Calculating Fields in a Printed Cavity

In this subsection we employ a multi-scattering formalism to simulate the fields

inside of a printed cavity. In a similar manner to that discussed in Chapter 2,

we then model the metamaterial elements as effective dipoles (whose amplitudes

are given by the product of the element’s polarizability and the stimulating wave,

Eq. 2.22). Once this simulation platform is established we study how the different

design parameters effect the performance of the antenna. It should be noted that

the multi-scattering formalism is not unique to this problem and can be found in

many other contexts [27, 177, 178]. The multi-scattering formalism was adopted for

simulating non-tunable printed cavities in [170]. Following [170], which was authored

by Mohammadreza F. Imani and myself, the techniques were adapted for a tunable

implementation in [179], which is currently under consideration for publication. The

concepts in this subsection reflect much of the results from that work, which is jointly

authored by myself and Dr. M. F. Imani. For brevity the contents of [170] and [179]

have been distilled down to the key details required to understand the concepts in

this document.

The setting for the problem only requires consideration in 2D since the parallel
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plate waveguide geometry has no variation along the height dimension (the waveg-

uide is thinner than λ{2 so that no supported mode has variation along the height

dimension). The problem is then composed of a single feed location (which generates

an outward traveling cylindrical wave) and a large collection of vias which have radii

that are ! λ (and therefore each scatter into a single outward traveling cylindri-

cal wave). It is assumed here that the impact of the scattering vias is significantly

greater than the effect of the radiation from the metamaterial elements, the latter

of which is ignored in this multi-scattering formulation. The nature of the resonant

cavity means that the waves scattered from the vias will interact multiple times with

multiple vias, mandating that a matrix problem be formulated to simultaneously

solve for the interactions. We will represent each of the vias, and the stimulating

feed, as effective current sources (oriented normal to the waveguide). For the nth

via with radius a, the induced current from the feed wave will be given by

In,0 “ ´I0
H
p2q
0 pkρnq

H
p2q
0 pkaq

(5.1)

where the element is located at ρn, the guided wavenumber is k, the feed current

source has magnitude I0, and H
p2q
0 represents the zeroth order Hankel function of

the second kind. The feed is located at the origin. Since the other vias all act

as cylindrical current sources, their contributions can be similarly described and

combined as

In,N “ ´
N
ÿ

m“1,m‰n

Im
H
p2q
0 pk|ρn ´ ρm|q

H
p2q
0 pkaq

(5.2)

where N other vias have been included. Combining the contributions from the feed

and the other elements, the current on the nth via is
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In “ ´I0
H
p2q
0 pkρnq

H
p2q
0 pkaq

´

N
ÿ

m“1,m‰n

Im
H
p2q
0 pk|ρn ´ ρm|q

H
p2q
0 pkaq

(5.3)

which can be rearranged to obtain the matrix equation

»

—

–

H
p2q
0 pkaq ¨ ¨ ¨ H

p2q
0 pk|ρN ´ ρ1|q

...
. . .

...

H
p2q
0 pk|ρ1 ´ ρN |q ¨ ¨ ¨ H

p2q
0 pkaq

fi

ffi

fl

»

—

–

I1
...
IN

fi

ffi

fl

“ ´I0

»

—

–

H
p2q
0 pkρ1q

...

H
p2q
0 pkρNq

fi

ffi

fl

. (5.4)

Once all of the induced currents are determined by inverting this equation it is

possible to calculate the electric and magnetic fields everywhere inside of the cavity

by superposition.

Depending on how the metamaterial elements couple to the cavity modes, it

may only be necessary to calculate certain components of the cavity’s field. For our

designs we will constrain ourselves so that the metamaterial elements only couple to

the y component of the magnetic field, given by

Hy,cavitypρq9
N
ÿ

n“1

InH
p2q
1 pk|ρ´ ρn|q ˆ cospθnq, (5.5)

where θn is the angle from the origin to the nth via, positioned at ρn.

In the above formulation we have computed the fields inside of a cavity formed

by a set of sub-wavelength conducting vias. When radiating elements are integrated

into the cavity this will result in (i) scattering off of the elements into the cavity

modes, and (ii) leakage of energy into free space as radiation. For the metamaterial

cell that we plan to implement (as seen in the next section), a via will be incorporated

so that the element can be DC biased. These vias will behave in the same manner as

the perimeter vias (we assume that the response of these vias will dominate over the
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response of the metamaterial resonators). As a result, the modification for (i) simply

means that we must include the element vias as part of the multi-scatter formalism

covered in the matrix equation. The leakage noted in (ii) can be accounted for in a

number of ways. Some potential methods are: treat the resonators as dipoles which

interacts with the cavity mode; make the scattering via lossy to emulate radiation;

or model the radiative losses as a bulk dielectric loss in the cavity substrate. Since

we intend to only use this model for qualitative simulations, we will take the simplest

approach of lumping these radiative losses in with the substrate dielectric losses.

Modeling the increased bulk loss is done by increasing the loss tangent in the

complex wavenumber k. We can aggregate the effects of all the radiating elements

by including their combined losses in a single term which has no spatial dependence.

In addition to the dielectric and ohmic losses in the PPWG, we therefore add the

losses associated with the radiation. Since the loss tangent attenuates the power as a

function of traveled distance (P “ P0e
´δkr for a plane wave), this implementation can

find merits when considering that there will be a mean free path between interactions

with the elements and a mean radiation loss at each interaction. When wrapped up

into the simple form of the (effective) loss tangent, it can be factored as

δtotal “ δdielectric ` δohmic `Nonδper-element (5.6)

where Non is the total number of on elements (we will be using binary elements in

a similar fashion to Chapters 2–3). The value of δper-element « η{A can be obtained

from CST simulations (as discussed in the next section) by attributing an effective

area A to each element and extracting the half-max value of the radiated power of

the element η (see the appendix of [170]). This rudimentary model does not take

into account the spatial dependence of these losses, but does takes their bulk effect

into account.
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Figure 5.4: |Hcavity| for a square cavity with vias added at random locations.

Once this process has been carried out and Hy,cavity is estimated, the radiated

fields are calculated by attributing an effective dipole to each element, mnpf, rnq “

Hy,cavitypf, rnqαnpfq, and summing their contributions in the region of interest. The

response of a metamaterial element’s effective dipole is modeled as a Lorentzian

polarizability when in the on state (and is identically zero in the off state). This

portion of the process is discussed in more detail in Chapter 2. Note that the polariz-

abilities and the feed wave Hy,cavity are frequency dependent and must be calculated

across the entire band of operation. Also, we will assume that the dipoles are all ori-

ented parallel to each other and couple to a single component of the magnetic field.

All of these equations can be generalized to their vector/tensor forms in future efforts.

5.2.2 Simulations with Cavity Model

With a simulation platform, we can begin to study how the various design parameters

affect performance. Specifically, we are interested in observing how this feed mecha-

nism excites the radiating metamaterial cells and impacts imaging performance. In

Chapter 2 we discussed how an H matrix can be generated to represent the imaging

process and in Chapter 4 we discussed how the singular value spectrum (SVS) of this

matrix describes how much information can be obtained with such a system. Similar

tools are employed in this subsection.

161



As mentioned in Section 5.1 the dynamic printed cavity was inspired by other

devices that are based on frequency diversity. A good first study is to see how

much of an effect the tunable elements have as compared to performance based

on frequency diversity. To probe this question, we have simulated a planar cavity

that feeds an array of 20 metamaterial elements, randomly distributed over a 15

cm by 15 cm aperture. The cavity is implemented with a Rogers 4003 substrate

(ε “ 3.5 and δdielectric “ 0.0027) and is fed by a cylindrical source located at the

center. The metamaterial elements are assumed to have a quality factor of 20,

with resonance frequencies uniformly selected from 18–26 GHz. For simplicity, we

assume that a single aperture acts as a co-located transmitter and receiver. With

this assumption, we form the corresponding H matrix on a hemispherical shell in

the antenna’s farfield. Since any bandwidth utilized in the system is known to

contribute to range information [8], we conduct SVS studies over a shell to focus on

the contributions of the cross range information in azimuth and elevation.

To highlight the role of tunable components, we conducted the same numerical

investigation assuming both passive and tunable elements. For fair comparison, we

kept the bandwidth of operation (17.5–26.5 GHz) the same in both cases. Further-

more, we used a similar number of measurements in each case: 101 frequency points

for the passive case, and a combination of 11 frequency points and 9 tuning states

(at each frequency point), totaling 99 measurements, for the dynamic case. In the

dynamic case, the transmitting aperture sequentially cycles through 3 masks, and the

receiving aperture cycles through 3 different masks (9 combined masks overall). In

both passive and dynamic cases, we assumed half of elements are on when computing

the effective loss tangent (see Eq. 5.6).

The SVS for the passive and dynamic cases are shown in Fig. 5.5 with solid

black and blue lines, respectively. Evidently, use of tunable elements enhances the

diversity among the patterns. The utility of tunable components becomes more
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Figure 5.5: Singular value spectrum for the cases of dynamic metasurface apertures
(i.e. with tuning components) vs. passive metasurfaces.

striking as we increase the number of measurements. In the passive case this is done

by increasing the number of frequency points; in the dynamic case this is done by

increasing the number of masks. Clearly, increasing the number of frequency points

does not add significant information in the passive case. This is expected, since the

number of distinct measurements using frequency-diversity is governed by quality

factor (of the cavity), as detailed in [37]. Referring back to Fig. 5.2, this is because

the frequency needs to be changed by a margin greater than the correlation frequency

to add significant information. On the other hand, the dynamic metasurface is not

limited by the quality factor (we used the same loaded quality factor in both cases

by assuming identical effective loss tangent), rather, by the number of elements per

aperture.

As another study, we probe how the behavior of the aperture changes when the

antenna is tuned. In the dynamic metasurface case two design knobs exist: total

number of elements and number of on elements. First, we examine the effect of

the total number of elements. For this study, all elements are considered to have a

resonance frequency of 20 GHz, while the calculation of the H matrix is completed at

a single, nearby frequency, 19.5 GHz, to avoid high losses near the resonance. Since

we are operating at a single frequency more masks are now used, Nm “ 152 “ 225. In
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Figure 5.6: Varying the number of elements and the ratio of on elements for a
dynamic metasurface aperture.

Fig. 5.6a, we increased the number of metamaterial elements while keeping the ratio

of on elements fixed at 50%. It can be seen that increasing the number of elements

boosts the number of distinct patterns. However, this increase is not unbounded and

the SVS begins to deteriorate when Ne is increased beyond 60. In fact, having too

many radiating metamaterial elements essentially renders the cavity a highly lossy

waveguide; the waveguide feed is then depleted before bouncing off the via wall. In

this case, the cavity will not deliver a statistically uniform magnitude excitation and

the elements far from the feed will be rendered less useful. The same behavior is

described in [33], and the result here further indicates the trade-offs between the Ne,

SNR, and number of useful measurements, which is inherent in the passive case (and

explains why the case with 60 elements performs the best in Fig. 5.6a).

The SVS curves of Fig. 5.6a suggest that an extensive optimization process needs

to be conducted to arrive at the ideal number of elements. When utilizing tunable

elements, however, we enjoy an additional design parameter that can mitigate this

effect. In the examples of Fig. 5.6a, the ratio of on elements is kept at 50%. This

ratio can be tuned in practice, effectively adjusting the losses inside the cavity. This

case is shown in Fig. 5.6b. As we decrease the percentage of on elements, the
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performance of the aperture is improved. This is done at the cost of reducing the

radiated power. In practice, one can choose between uncorrelated patterns or high

radiated power, or somewhere in between, depending on the application at hand.

In other words, the ability to change the number of radiating elements allows us to

navigate the trade-off between radiated power (or, equivalently, SNR) and number

of distinct patterns. This also enables the imaging system to be reconfigured in real

time to meet the demands required in a specific imaging environment,

Generally speaking, the results in Fig. 5.6 tell us that more elements will deliver

better performance, so long as the on/off ratio is optimized. This trend will even-

tually reach a limit when the elements are placed at a density of λ{2, but we do not

anticipate probing this limit since it significantly complicates the board layout and

raises fabrication costs. The results of Fig. 5.6 therefore suggest that we include as

many elements as possible and then experimentally optimize the on/off ratio. Con-

ducting this optimization experimentally is more meaningful since the approximate

model used here does not capture the spatial effects of the losses. As a final note,

since this study is conducted at a single frequency point it should be emphasized that

the bandwidth for a desired range resolution should still be a design consideration.

The bandwidth design criteria can be addressed by including metamaterial elements

with low quality factors or by using several different metamaterial geometries which

collectively span a desired bandwidth.

5.3 Design and Implementation

With some intuition built up about how the planar DMA operates with a printed

cavity architecture, we now discuss the practical design of such an aperture. Among

the various design considerations are the metamaterial elements, the cavity architec-

ture, and the feed mechanism. In this section, we explain these various components
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Figure 5.7: Three separate unit cells are utilized to broaden the bandwidth. The
black dashed curve represents the summation among the elements, which gives the
spectral power radiated distribution. Full-wave simulations in CST are used to calcu-
late the radiated power from the configuration shown, which includes a model of the
element, the diode (blue), and the biasing circuitry (seen below the ground plane).

and how they can be implemented. In the following sections, we put this planar

DMA to use.

The first component of this structure is the design of the metamaterial elements.

A tunable element with on/off behavior is desired, which again points us toward a

resonant structure. We also desire an element that is fairly broadband and that has

good efficiency. In contrast to the elements in Chapter 2, we do not seek a weakly

coupled element since we are not hamstrung by the cascaded decays associated with

radiation within a linear waveguide (cf. Fig. 2.4). Given these factors the rounded

cELC introduced in [180] is utilized. This design is advantageous since its central

portion does not contain narrow strips of metal, which reduces losses. Additionally,

the polarization purity for the rounded cELC has been demonstrated to be superior

to the more common rectilinear cELC [180]. This metamaterial element can be seen

in Fig. 5.7 in its simulation environment. The element is inserted in a parallel plate

waveguide which is fed by a cylindrical source. The simulation domain is terminated

with a perfectly matched layer (PML) so that the element only experiences the fields

from the cylindrical wave.
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Figure 5.8: Layers of the printed circuit board, with a via from layer 1 through 4
(L1–L4) in yellow, copper pours represented in red, and the diode/resistor shown in
blue/green. L1–L2 constitute the parallel plate, waveguide while L3 and L4 are used
for bias circuits and decoupling.

The radiated power curve is shown for this element shape in Fig. 5.7 for three

different geometries. The result is reported with arbitrary units since the element

only interacts with a portion of the energy fed into the waveguide. Three separate

elements are designed for the sake of increasing the bandwidth, which can be seen

from the black dashed line to extend from « 20 to 24 GHz. For each element, e1–

e3, we simulated with the element coupled to the co-pol (as shown) as well as the

cross-pol (rotated 90˝). In all cases the resulting axial ratio, defined as the ratio

of the co-pol to the cross-pol, is on the order of « 40 dB. Each element has also

been simulated in its off state to confirm that it does not radiate into either the

co- or cross-pol. Note that only a single diode is used (to reduce costs) as opposed

to the design in Chapter 2—we have also simulated the element rotated by 180˝

and observed minimal variation. The PIN diode is simulated as a series inductor-

resistor circuit in its conducting state (when the element is not radiating) and as an

inductor in series with a parallel capacitor-resistor in its non-conducting state (when

the element is radiating).

The central patch of each cELC serves as one contact of the diode, with the top

part of the parallel plate waveguide serving as the other. In fact, all of the diodes

(among all of the elements) are connected to the top plate of the waveguide, making
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it the DC ground. The cELC is connected to a biasing line, which lies below the

ground plane, using a via. The via is a strong scatterer in the waveguide, but this

is not problematic since it only serves to scramble the guided wave (making the

cavity more chaotic). On the layer where the via connects to the bias line (below the

bottom plate of the waveguide) we insert a radial stub that acts as a low impedance

node. This reflects any signal traveling on the via back up into the waveguide so

that energy is not leaked into the biasing circuitry. Since the DC biasing circuitry

requires two layers (making four total layers, as counted by planes containing copper)

we have two layers below the parallel plate waveguide. In addition to the radial stub

placed on layer four (L4), a butterfly stub is also included on layer three (L3). The

copper planes in L1–L2 thus constitute the parallel plate waveguide while L3–L4 are

used for biasing circuitry, as shown in Fig. 5.8. The substrate between L1–L2 is a

low loss dielectric for use in RF applications, Rogers 4003, to minimize losses for the

signal in the cavity. The substrates below are FR4 since only digital signals exist on

these layers.

It is worth mentioning that when the elements are packed close together they

will experience mutual coupling. This is not so problematic when it exists from

cELC-to-cELC because of our experimental characterization, but it could become

an issue for the radial stubs which are designed (through their radius and subtended

angle) to exhibit a specific behavior. We conducted CST simulations to determine

the proximity effects from stub-to-stub and from stub-to-trace. Ultimately, the real

estate on the routing layers (combined with cost restrictions) determines our maxi-

mum element density. This can be overcome by using more PCB layers (L5, etc.) or

through a more sophisticated decoupling network. These prospects are beyond the

scope of the present work.

With the copper planes on L1 and L2 forming the parallel plate waveguide, the

next step is to couple energy into the structure. In future implementations, the
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signal generation could be accomplished on board. For the prototype here, a coaxial

cable feeds the board through a connector. The central conductor of the coax (the

pin) must come from the back side (L4) and insert energy into the L1/L2 dielectric.

To ensure that energy is not leaked into the dielectrics between L2–L4 we use blind

vias that travel between these layers and connect to the outer conductor of the coax

on L4. The blind vias form a continuation of the outer conductor until the signal

reaches the parallel plate waveguide. The radius, quantity, and offset of these blind

vias is determined from fabrication tolerances and CST simulations. Though the

signal reaches the parallel plate waveguide in this setting, the impedance match is

poor if no matching circuitry is utilized, leading to significant reflections (ą ´5

dB). To minimize these reflections and ensure that more signal couples into the

structure, we include a “gear” shape etching on L1 which increases the capacitance.

The overall design for this structure is shown in Fig. 5.9 and the reflected signal

is simulated to be below ´10 dB for nearly all of K band. For this simulation, the

metamaterial elements and cavity structure are not taken into consideration. As has

been noted in other works, cavities tend to suffer from poor impedance matches when

the entire structure is taken into consideration [34, 153]. We will revisit this topic

when discussing experimental results and also suggest a possible avenue to mitigate

this issue in Chapter 6.

The last key component of the printed cavity DMA is the via fence that renders

the waveguide into a reverberating structure. Metallic vias are placed along a perime-

ter and reflect the outgoing cylindrical wave that the coax feed creates. The result is

a standing wave (as shown in Fig. 5.1) which varies with frequency. This via fence is

placed with subwavelength spacing and is stacked two-deep to mitigate leakage. The

distance between the two via fences is made small enough that no guided wave (for

instance a substrate-integrated-waveguide mode) is supported. We make the cavity

perimeter an irregular shape by including an inward-bowing shape. This assists in
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Figure 5.9: Design of the coaxial to parallel plate waveguide feed, with a “gear”
shape necessary for impedance matching. Also note in the exploded view blind vias
from L2–L4 which prevent leakage into the bottom layers of the PCB.

Figure 5.10: Pictures of the front (left) and back (right) of the fabricated DMA.
The inset shows a close up picture of the cELC elements.

mitigating regular or tangential modes, as defined in [54], and increases the chaotic

behavior in the cavity. Combined with the effects of the vias biasing the cELCs, this

ensures that the cavity modes are spatial variant and highly frequency dependent.

The biasing circuitry exists on L4 and consists of 8-bit shift registers (to distribute

the control), buffers (to ensure enough current is sourced), decoupling capacitors (to

stabilize the digital signals), and current limiting resistors. Each PIN diode draws

ă 5 mA when it is forward biased, and negligible current otherwise. This current
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is supplied by an Arudino microcontroller, which is also responsible for transmitting

the digital control signals. A final feature included on the PCB is a “stop layer”

on the top solder mask. Four circular openings are included in this “stop mask”

which can be used for optical alignment techniques, as discussed in Appendix A.

Such methods are required to scale the system to massive implementations, such as

those necessary to image a human [39,181].

Figure 5.10 shows the ultimate implementation with all of the components de-

scribed above. The semiconductor elements can be seen on the top and bottom

layers, and a close up of the rounded cELCs is also shown. The placement of the

cELCs is chosen pseudo-randomly within the via fence, with a condition that the

elements are not closer than a certain proximity threshold. The dimensions of the

via fence, and therefore the active area of the aperture, are «15ˆ15 cm2. As one op-

tion, we expect to use the DMA as a transmitter with a simple antenna as a receiver

(an open ended waveguide probe). In this case, the random element placement will

provide fairly uniform coverage in the spatial frequency domain. In other words, for

any point in the scene these randomly-placed elements will illuminate the objects

with a large collection of effective plane waves. As discussed in Section 3.2, hav-

ing this support in the spatial frequency domain (i.e. k-space) enables high-quality

imaging results. The randomness also reduces aliasing effects that arise from the

sparsity of the aperture, which would otherwise result in large sidelobes. In total,

96 elements are utilized. Using more elements would be an interesting future work,

but increases the cost and complexity of the system. Additionally, including too

many elements will insert more vias that penetrate through the PPWG, which could

create stop bands and undesirable interactions in the waveguide layer. The choice

of 96 elements is therefore practical for a proof of principle rendition of the printed

cavity-backed DMA.
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5.4 Experimental Results

With the printed cavity-backed DMA conceptualized and fabricated, we can now in-

vestigate the merits of the proposed structure experimentally. We begin by looking

at the structure’s reflection coefficient to see how the microwaves behave when in-

jected into the cavity. Near-field scans are then taken to experimentally characterize

the aperture’s radiation. These scans can be propagated to the plane of the aperture

or to the imaging domain, where we can calculate valuable statistics to help analyze

the DMA’s performance. We will also implement the DMA in imaging systems, first

in a 1ˆ4 system (with 1 transmitting DMA and 4 receiving open-ended waveguides),

and then with a 6ˆ6 system (with 6 DMAs and 6 open-ended waveguides). Signifi-

cant portions of the imaging and field propagation process are discussed in Chapter

2 and will not be repeated here. We will, however, introduce another reconstruction

method which is more suitable for the large data sets encountered in the 6ˆ6 system.

5.4.1 Experimental Characteristics of the Planar DMA

The first experimental characterization of the antenna involves measuring the re-

flected signal, or return loss, at the input port. This was completed in Chapter 4

and used to see how the volumetric cavity’s modes were modulated by the tunable

boundary condition. When plotted in the time domain, the reflected signal was also

used to calculate the quality factor of the volumetric cavity in Chapter 4, as seen

in Fig. 4.4. Without restating the details of the process, we show a similar analysis

here for the printed cavity DMA in Figs. 5.11–5.13.

The return loss in Fig. 5.11 shows many dips where the inserted signal couples

into the cavity’s eigenmodes. Several modes are expected to exist at each frequency

point because of the cavity’s large size. Additionally, there should be some spectral

spreading of these modes because of the losses associated with the leaking elements.
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Figure 5.11: The reflection coefficient of the DMA for three different masks. The
variation indicates tuning of the elements in the aperture.

Figure 5.12: The time domain response of the printed-cavity for a given mask,
from which the Q factor can be deduced.

It can be seen that when the elements are tuned, creating different masks, the cavity

modes are modified so that a new set of modes is supported. Because the modes

are reconfigured, the elements are excited by new fields for each of these masks.

According to Eq. 4.5, the quality factor of the cavity can be calculated from the

decay of the time-domain impulse response. The experimental result as obtained

from the linear fit in Fig. 5.13 is « 200. An additional way to estimate this quality

factor theoretically is through the loss tangent of the host dielectric, which in this case

suggests Qdielectric « 1{ tan δ « 370. Reduction from this value is likely caused by
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Figure 5.13: Quality factors for numerous masks and different on/off ratios. No-
tice that Q is reduced when more elements are in their radiating state. The mean
and standard deviation are also shown.

losses in the diodes and metals. With more of the elements placed in their radiating

state, we expect the energy to be leaked from the cavity more quickly. To test this,

we calculated the time-domain reflection coefficient and Q factor for a large collection

of masks and for different on/off ratios. For each on/off ratio we calculate the mean

and standard deviation over 20 different masks, as plotted in Fig. 5.13. With more

elements in the radiating state the Q factor is decreased. The range of measured

Q factors was 145–245. If we were operating without dynamic tuning, this result

would suggest that we use a specific number of cELC elements. This is because the

spatial diversity of the cavity modes degrades when Q decreases, which causes more

correlation in the radiated patterns because the fields exciting the elements do not

vary rapidly. In this sense, our result confirms the theory in [37] which identifies this

trade-off as a crucial design criteria.

Though the results from the reflection coefficient study provide insight into the

fields in the cavity, more illuminating details can be observed by taking a near field

scan of the 2D DMA. This process is detailed in Chapter 2 and [81]. First, we measure

the field at a distance of 2λ and then sum the received power across the scanned

surface to obtain a radiated power spectrum. Going a step further, we can complete
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Figure 5.14: Efficiency (in a.u.) for different frequencies and different on/off
ratios, as measured in the NFS.

this for numerous on/off ratios and frequencies to see how the tuning states impact

the radiative characteristics. The result of this process is shown in Fig. 5.14. It is

seen that having more elements in the on state increases radiation, as expected, and

that the frequencies between 17.5–22 GHz radiate the most. This red shift (relative to

the designed elements, cf. Fig. 5.7) is not surprising as it existed in our other DMAs.

The frequency shift is likely due to the parasitic inductance/capacitance associated

with the diode/contacts, and could be handled with compensation if desired.

The plot in Fig. 5.14 suggests that we should operate in the lower portions of

K band if high SNR is desired. However, it does not confirm how our collection

of elements are tuning since it is completely devoid of spatial information. It is

therefore helpful to backproject the measured NFS data to the aperture plane to see

the sources. This is accomplished through the plane-to-plane propagation method

described in Appendix A. We have shown the result of this process for three different

masks, with different Non, in Fig. 5.15. Each bright spot in these plots corresponds
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Figure 5.15: Effective sources in the aperture plane as calculated from backpropa-
gation. The number of bright source magnitudes, averaged over the bandwidth, are
in agreement with the number of on elements.

to a radiating cELC, and it can be seen that the correct number of elements are

in their radiating state. We have also completed this study with a single element

in the radiating state at a time and observed that every element is functioning as

anticipated. Additionally, since the different elements have different power radiated

spectra we have confirmed that each element radiates in the expected bandwidth.

These studies are omitted for brevity. It is worth drawing attention to a feature

that exists in all of the plots in Fig. 5.15, specifically, a pair of points located at the

center of the panel. This extra leakage, which does not vary as we change the mask,

is from the feed. This will add some correlation among our radiated patterns but is

not a severe issue since the radiation from the cELC elements is stronger.

The backprojection results evidence the operation of the fabricated planar DMA.

To evaluate imaging performance, it is more useful to propagate toward the imaging

domain as has been done in Chapters 2–4. In fact, we have already shown some

experimental results for this structure in Figs. 5.2–5.3. As shown, the radiation

patterns change with frequency and with mask tuning, and there are different levels

of correlation between the radiated patterns among the modulation schemes. It is

at this stage that we can perform a deeper analysis into the imaging capabilities of

this aperture. First, we assess the correlation among the radiated patterns. We then

176



compute the singular value spectra (SVS) for the Hfarfield matrix. The correlation

metrics are more intuitive, but the SVS captures a more complete description of the

imaging process.

The correlation statistic plotted in Fig. 5.2 gives a clue as to how the aperture

behaves, but here we wish to formalize the mathematical description. For our design

space, the correlation of the radiated electric field E is a 4D function that can be

defined as [182]

ρpf1, f2, T1, T2q “

∣∣∣∣∣
ż

S

Epf1, T1, rqE
˚
pf2, T2, rqdr

∣∣∣∣∣
d

ż

S

|Epf1, T1, rq|2dr

d

ż

S

|Epf2, T2, rq|2dr

(5.7)

where f1 and f2 are the frequencies of two radiation patterns, T1 and T2 are their

tuning states, and ˚ denotes complex conjugation. This equation seeks to find the

correlation as a function of frequency/masks and is not a function of space. As such,

the integral is taken over a surface S which we define as a hemispherical shell in the

farfield spanning ˘50˝. Equation 2.15 is utilized to calculate the electric field. We

can take a subset of this 4D space by looking at the correlation in frequency

ρf pfq ” ρpf, fc,m,mq, pfc and m constantq (5.8)

where we have selected a specific frequency (the center frequency fc) and not tuned

the mask m at all. So that we are not misdirected by a pathological mask, we can

average this over an ensemble, m PM , to get xρfyM , where x¨y denotes averaging, as

shown in Fig. 5.2.

Turning our attention to the dynamic case we can consider another subset of this

4D space. Since there is no natural order to the mask dimension we cannot gradually

vary this parameter. We can, however, fix the frequency and calculate the correlation
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for two masks, m and n, as

ρmnpm,nq ” ρpfc, fc,m, nq, pfc constantq. (5.9)

We then calculate an average over an ensemble of m,n P M to obtain xρmnyM “

0.342. Calculating xρmnyM for fconst.‰fc returns a similar result across the entire

bandwidth. Since the fields in the cavity may not change dramatically when a single

frequency is used, we would expect some correlation in the radiation pattern to exist.

To decrease the correlation even further, we can change both the mask and frequency

simultaneously. As a last correlation calculation, we can therefore define

ρfmpf,mq ” ρpf, fc,m, nq, pm ‰ n, fc constantq. (5.10)

Again, averaging over numerous instances of m and n, we can obtain an ensemble

average xρfmyM , which is plotted in Fig. 5.16. As can be seen, there is a peak around

the fixed center frequency, even for the dynamic case, which is caused by the static

cavity mode. Nonetheless, there is a significant reduction in the correlation across

the bandwidth, which indicates enhanced spatial diversity in the radiated patterns.

In calculating this correlation, we are operating as if a new mask is used for each

frequency point. In practice it is slower for a prototype system to change frequency

and mask simultaneously, so going forward we will complete a frequency sweep for

each mask and include all combinations.

5.4.2 SVS Analyses with the Planar DMA

Calculating correlations is useful for determining the overlap among a collection of

masks, but if we wish to observe the performance of an imaging system it is helpful

to look at its sensing matrix H. As in Chapter 4, we can take the singular value

decomposition of this matrix. To focus on the role of cross range resolution (and
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Figure 5.16: The correlation statistics with and without dynamic tuning, as de-
scribed in Eqs. 5.8 and 5.10.

to avoid calculating the SVD of large matrices) we will complete this process on a

hemispherical shell in the farfield, creating Hfarfield. We assume the receiver (needed

to calculate the Hfarfield matrix) is an open ended waveguide which is isotropic and

does not contribute to spatial resolution. As with the correlation studies, we can

begin by looking at the singular values based on frequency diversity, as shown in Fig.

5.17a. A bandwidth of B “ 7.2 GHz is used (17.5–24.7 GHz) with a variable number

of frequency points. According to the Eq. 4.1 and the quality factors from Fig. 5.13,

the number of useful frequency points should be approximately 85, with diminishing

returns thereafter. From Fig. 5.17a the SVS begin to gradually saturate around the

100th–150th point. Improvements are still seen as the number of frequency points is

increased, but there is more correlation among the fields. We have also plotted the

singular values for the dynamic case in Fig. 5.17b. In this plot, the same bandwidth

is used and we show the enhancements possible with dynamic capabilities and an

increasing number of masks Nm.

The results in Fig. 5.17 show how information scales when an increasing number

of measurements is used, but a more useful and fair comparison between passive

and dynamic systems can be made when the same number of overall measurements

is used. To make this comparison, we use a denser frequency vector across the

same bandwidth to increase the number of frequency-diverse measurements. For the
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Figure 5.17: (a) Singular values when no tuning is used (Nm “ 1). The bandwidth
is kept constant and denser frequency sampling is used to increase Nf . (b) Singular
values when tuning is used and for an increasing number of masks. A constant
bandwidth is again used, with Nf “ 81.
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Figure 5.18: SVS of the passive and dynamic cases, with approximately the same
number of measurements.

passive case we use 481 frequency points; for the dynamic case we use 81 frequencies

and 6 masks. The results for both cases are shown in Fig. 5.18. The dynamic case

has a flatter slope, indicating that the system can obtain more information. If more

masks are used, as seen in Fig. 5.17b, the dynamic case will only become better.

Notice the similar behavior between this plot, for the printed DMA, and the tunable

cavity used in Fig. 4.5.

Up to this point we have not paid significant attention to how the masks are
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chosen. In fact, we have been implementing random tuning states with 50% of

the elements in their on state. By comparing singular values with different tuning

schemes, we can better analyze different methods. In this analysis, we raise a series

of questions and answer them with experimentally-obtained SVS plots. As we will

show, the planar DMA serves as an excellent test bed to probe some fundamental

theoretical questions that have been raised in other works (e.g. [37,39,183]). To focus

on the dynamic tuning aspect of the DMA, we will use a single frequency point at

the center of the bandwidth for these studies.

How many masks are needed to exhaust the accessible information?

Before assessing how different tuning mechanisms perform in an imaging setting,

it is important to understand the theoretical limitations on the useful Nm. At a

single frequency, we can therefore continually increase the number of masks until the

SVS reaches a drops off. This point will indicate which subspaces of the matrix can

be measured with high confidence. The SVS result is shown in Fig. 5.19 where it is

seen that there is a sharp cut-off at Nm “ 96. It makes sense that we exhaust the in-

formation content at Ne “ Nm (recall the aperture contains 96 elements) because the

radiation patterns are linear combinations of the contributions from the independent

elements. Put another way—turning on e1 and then e2 gives the same information

as turning on e1 ` e2 and then e1 (and then subtracting the two). When operating

with complete control over each element, this is the limitation on the useful number

of measurements available to the aperture at a single frequency. Note that Nm “ 96

is smaller than the SBPaperture («400) discussed in Chapter 2 since the elements have

spacing ą λ{2.
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Figure 5.19: The behavior of the singular value spectra with an increasing number
of masks, Nm.

How many elements should be in a radiating state at a given time?

In previous analyses we have been turning on 50% of the elements. When more

elements are radiating, the SNR will be better but the cavity’s energy will also be

depleted faster (reducing the field scrambling effect). Additionally, between a collec-

tion of masks, the patterns are more likely to have high correlation if many elements

are on since it is more likely that the masks will share a certain subset of Non el-

ements. To assess the interplay between these factors, we vary the number of Non

(equivalently changing the on/off ratio) and plot the SVS. As can be seen in Fig.

5.20, the cases with Non “ 16 and Non “ 80 do not perform as well because of SNR

and correlation considerations, respectively. A more moderate approach, such as the

50% ratio, seems to perform the best. This sort of trade-off was also seen in our

simulated results with our analytic model. In Fig. 5.6a we saw that including too

many elements degraded the correlation. It should also be noted that in Fig. 5.6 we

normalized the SVS because the analytic model may not be accurate at computing
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Figure 5.20: The behavior of the SVS when changing the ratio of on/off elements.

losses. In contrast, here we have plotted unnormalized SVS where the role of SNR

is more relevant. The optimal performance of Non “ 48 in this plot is the basis for

our use of 50% on/off throughout this chapter.

Does it help to include static elements?

In the above analyses we came to the conclusion that Ne acts as a limit on the

number of useful measurements because the radiated patterns are superpositions of

the independent elements. But if we include additional elements that radiate but do

not have tunability, would we expect this to change? We can identify the elements

as tunable and static elements, which combine to the total number of elements:

Ne “ Ne,s ` Ne,t. Obviously we cannot include new static elements to probe this

question, but we can take a subset of our existing elements and lock them into an

on or off state to effectively render them static. We therefore consider a case with

Ne,t “ 48 with 50% of the elements on, and the remain Ne,s are locked in either the

radiating or not radiating state. When the elements are locked into a non-radiating

state it is as if the DMA only contains 48 tunable elements, so we expect the SVS
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Figure 5.21: Comparison of when a fixed subset of Ns “ 48 elements are locked
into a radiating or non-radiating state.

to fall off at 48. For the static radiating case, the question is whether these elements

add new information. From Fig. 5.21, being in an on state does not appear to help

the aperture obtain additional information.

This study answers a fundamental question about the dynamics inside of the cav-

ity, as discussed in [183]. In a certain sense, we might expect that tuning the cELC

elements serves to tune the modes inside the cavity. This makes sense since the ele-

ments leak energy out of the cavity eigenmodes, effectively changing the coefficients

of the modes. However, this rebalancing of the coefficients does not have the effect

of changing the accessible radiation patterns since the elements can only couple to

the same modes that excited them. In order to create new cavity modes, the tunable

components must support multiple resonating modes themselves. That is, the tun-

able components must be electrically large. Since this condition is not met for our

structure, we see no enhancement from the inclusion of static elements. This result,

predicted by [183], is therefore in alignment with the theoretical expectation. It is

worth noting that for the system in Chapter 4 the tunable components (varactors)
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were connected in parallel. Therefore, although there were 16 control knobs (actuat-

ing 256 components), the distributed nature of the tunable components allowed for

this barrier to be overcome.

Did we fabricate the DMA with a reasonable number of cELC elements?

As described in [33] and [38], the number of elements etched into a metamaterial-

or cavity-based imaging setting is a key parameter. It can either limit the number of

measurements, with too few elements, or cause increased correlation, with too many

elements. In our structure, we were limited to 96 elements based on limitations of a

practical PCB design. However, we can test to see how performance varies with Ne

by locking a subset of the elements into a static off state (similarly to the previous

study), and only tuning the Ne,t elements. In Fig. 5.22 we have completed this for

varying Ne,t with each case having 50% of the tunable elements in the on state.

The first observation from this plot is that the number of independent measure-

ments is limited by Ne,t as we would expect from previous studies. With increasing

Ne,t the SVS are enhanced, but with diminishing returns. From this plot we can at-

tempt to extrapolate when this will reach a limit. Specifically, when the sharp fall-off

disappears, we would expect the information content of the system to be fairly close

to saturation. We have therefore also plotted the derivative of the SVS (in log). The

size of the fall-off shrinks as we increase the number of elements, and it can be seen

that this trend follows a relatively linear relationship. By extrapolating this trend we

see that the max of the derivatives (∆) of the SVS hits 0 when Ne,t « 177. Therefore,

if Ne “ 177 elements were included in the DMA we would expect the sharp cut-off to

vanish. We would expect marginal improvements beyond this point, with the SVS

still getting better but at a slower rate. Of course, there is also the possibility that

the behavior changes as more elements are included and that the relationship begins

to converge asymptotically instead of linearly.
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Figure 5.22: A study of how the SVS evolves when more elements are (effectively)
utilized—static elements are fixed in an off state. We also plot the derivative of the
SVS and extrapolate the size/location of the drop off.

For an additional comparison, there is also the limit imposed by the space-

bandwidth product, which is based purely on the aperture size and the wavelength

(see Eq. 2.21). With independent radiating elements occupying the same aperture

area, we know that the number of useful measurements is limited by SBPaperture. For

our system this turns out to be «400 which is 2ˆ larger than the estimate reached

above. Clearly there will still be some room for improvement beyond Ne “ 177,

but it seems that this is a reasonable location in the design space to have a high-

performance aperture with reasonable cost/complexity. Though we only included 96

elements in our aperture, a more sophisticated biasing scheme would certainly make

the inclusion of more elements possible.

Could we tune elements in parallel to obtain the same effects?

We were able to conduct the studies above in part because we have independent

control over each metamaterial element. Generally speaking, most dynamic meta-

surfaces tie a large collection of their elements together in parallel and tune them as

a group (similarly to in Chapter 4). Such a scheme significantly simplifies the bias-

ing configuration, and could be a way to increase the number of elements without

dramatically increasing the system complexity. We can test this proposal by parti-
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Figure 5.23: Study to see how the SVS change when subgroups of elements are
tied together and actuated in parallel.

tioning our 96 elements into subgroups and actuating the subgroups in parallel. For

example, we can split the 96 elements into 24 subgroups each containing 96{24 “ 4

elements. Using a single control knob for each subgroup, we can then to turn all

elements in that subgroup on or off.

This tuning scheme has been investigated and the results are plotted in Fig. 5.23.

The case with 96 knobs (no parallelization) does the best, with cases such as 24 and

48 knobs not being substantially worse. As can been seen, dropping the number of

knobs by too much can be detrimental. In fact, another interesting trend can be seen

in the results with fewer knobs. For the cases of 8, 16, and 24 knobs, there are kinks

in the SVS at index numbers 8, 16, and 24, making multiple plateaus in the plots.

The first plateau (before the kink) can be thought of as first-order effects which are

chiefly generated by the actuation of a single knob at a time. The following plateau

is a second-order effect, where the mode has interacted and been scrambled into by

a combination of two of the “knobs.” A recent manuscript by D. Marks has made

reference to such notions and attempted to predict how many singular values should
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Rx (4x)

Tx (DMA)

Figure 5.24: The system layout with one transmitting DMA and four receiving
open-ended waveguides. Example radiation patterns are shown for each and some
example objects (metallic cylinders) are depicted in the scene.

exist in each plateau. While there are some trends between the theory in [183] and

the empirical data here, the numerical results are not in perfect agreement. Nonethe-

less, both works suggest some underlying relationship among the modulators and the

number of useful measurements. While there is still work to be done in this area,

the results do suggest that a large number of elements can be tuned from a smaller

number of control knobs so long as the elements are aggregated into relatively small

subgroups. This gives an alternative path to increase the number of elements to the

range of 200–400.

5.4.3 DMA Imaging System: 1x4

From the SVS analyses above we can conclude that the best mode of operation is

to use all 96 elements with an on/off ratio of 50%. Going forward, we will use this

tuning strategy for imaging purposes. For the first constructed imaging system, a

relatively simple setup was utilized which consisted of a single DMA acting as a

transmitter and four open-ended waveguides (OEWGs) acting as receivers (see Fig.

5.24). As in previous cases, the panel is represented as effective sources that are

derived from NFS data and the OEWGs are modeled as magnetic dipoles. This 1x4
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Figure 5.25: The system point spread function with cross sections taken through
the major axes and along each principle axis.

system serves as a small scale test bed to confirm the operation of the aperture.

Four OEWGs are utilized to capture a larger portion of the specular reflections and

to make the overall aperture bigger so that resolution is not too coarse. At first,

a large collection of frequency points (Nf “ 481) and masks (Nm “ 20) are used

to obtain the best case image. GMRES, described in Chapter 2, is utilized as the

reconstruction method for this 1x4 system.

The first study that is conducted is a point spread function (PSF) analysis which

is useful to determine the resolution and sidelobe levels, and to check for severe

aliasing. Figure 5.25 reveals the resolution in each axis, which is roughly 2.5 cm

in each cross-range direction and 3.4 cm in the range direction. According to the

resolution limits in Eqs. 2.10–2.11, and given that our operating bandwidth is 17.5–

24.7 GHz, these should be 1.8 cm and 2.1 cm. The sidelobes for the system can be

seen at «´12 dB and are due to the far space between the OEWGs as well as the

sparsity of the DMA.

Another interesting study is to contrast the performance of the designed DMA

with and without the augmentation of the tunable components. Passive operation
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Figure 5.26: A comparison between (a) passive and (b) dynamic cases, with
roughly the name number of measurements in each case. The imaged scene is shown
in (c).

is completed by locking the DMA into a specific mask pattern (chosen to be the

empirically best result from a collection of masks). Due to the simplicity of the small

scale system, an easy target (shown in Fig. 5.26c) is used to make this comparison.

To keep the number of measurements similar, a coarser frequency vector is used in the

dynamic case. From the SVS analysis in Fig. 5.18 it is expected that the dynamic

case perform better, and this is borne out as shown in Fig. 5.26. In fact, this

performance represents the best case scenario for frequency-diverse implementation.

Increasing the number of frequency points in Fig. 5.27 shows the system cannot gain

much information beyond the use of Nf “ 81. Anything above 81 frequency points

has the effect of averaging, which means that the artifacts seen in the Nf “ 481

case cannot be removed. Considered from the perspective of the matrix equation

that mathematically describes this system, this limit is due to the existence of null

spaces in the basis which cannot be probed. Without prior information or a more

sophisticated algorithm, these artifacts will persist. It is worth mentioning that

this denser frequency sampling does increase the maximum unambiguous range (Eq.

2.12) which may be useful in certain applications.

Having seen the ultimate limitation of the frequency-diverse case, the next logical
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Figure 5.27: The reconstructed image for a variable number of frequency points.
Marginal improvements are seen beyond Nf “ 61.

study is to see the best image quality for the dynamic case. We continually increase

the number of masks Nm from 1 to 20 and use 81 frequency points, since anything

beyond this does not contribute new information. Imaging results for this study are

shown in Fig. 5.28. The quality of the image is enhanced and for Nm ą 10 the

artifacts are seen to be completely removed. This study is also completed for the

case when Nf “ 21 and similar results are obtained. From this series, it is also seen

that the case with Nf “ 21, Nm “ 5 (Ntotal “ NTˆNRˆNfˆNm “ 420) outperforms

the best passive case, which has Ntotal “ 1,924 measurements.

Without devoting too much attention to this small scale system we now move on

to a slightly larger version. As seen with the simple objects that were imaged, such a

small system is limited in capabilities. Nevertheless, it has shown that the dynamic

metasurface aperture can outperform its passive counterpart. Going forward, the

imaging studies shown will be devoted purely to the dynamic implementation of the

system. The GMRES algorithm used in this section will be dropped going forward

because it requires an intensive computation of H:H and numerous iterations.

5.4.4 DMA Imaging System: 6x6

A larger imaging system with multiple DMAs is shown in Fig. 5.29. Each DMA is

utilized as a transmitter and OEWGs are again utilized as the receivers. Measure-
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Figure 5.28: Increasing the number of masks for a fixed Nf “ 81 and Nf “ 21.
Improvements are seen up until Nm “ 10 in both cases. With as few as 5 masks,
performance is still improved over the best-case passive result.

ments will be taken independently for each Tx-Rx pair by using mechanical switches

(i.e. no simultaneous transmission/reception). Because the DMA system scales in

measurements as NTˆNRˆNfˆNm the size of the sensing matrix will quickly grow.

This system will have NT “ NR “ 6 with up to Nf “ 61 and Nm “ 20, resulting

in 56,320 total measurements. Additionally, since the system’s physical dimensions

have increased, this will result in a larger ROI and a finer resolution (i.e. more un-

knowns). Because of this scaling, the size of the H matrix rapidly increases, making

computations such as H:H and iterative methods such as GMRES untenable. While

the matched filter solution is still possible, it is known to have significantly worse

performance. As such, we introduce a new reconstruction method before scaling to

the 6x6 system.

Given that the system is formed as a linear matrix problem, there are a wealth
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Figure 5.29: A 6x6 imaging system based on DMAs.

of regularized least squares solutions that can be implemented. Obviously a direct

inverse of H is not realizable, but pseudo-inverses can still be utilized. The Moore-

Penrose pseudo-inverse is given by

H`mp
“ VΣ`U˚, (5.11)

which takes the same form as the SVDs previously encountered in this document. In

practice, this pseudo-inverse has the issue that some singular values are extremely

small. Therefore, when the inverse of Σ is taken these small values will blow up

(since the inverse is calculated by taking the reciprocal of the diagonal terms). Since

these small SVs are typically associated with noisy subspaces of the matrix, this has

the effect of enhancing noise in the measurements and degrading the image quality.

An alternative to the Moore-Penrose pseudo-inverse is the method of Tikhonov
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regularization. Instead of minimizing the basic least squares problem, a regulariza-

tion term is included, recasting the reconstruction problem as

min
σ

´

||Hσ ´ g||2 ` ||Γσ||2
¯

. (5.12)

In minimizing this extra term, a new goal is emphasized in the solution. The

Tikhonov regularizer uses Γ “ γI, with γ a scalar parameter and I the identity

matrix. Using the identity matrix changes the solution based on the norm of σ, and

the scalar factor tells how much to prioritize this goal. In practice, this is completed

through the construction of another matrix, which is similar to the Moore-Penrose

pseudo-inverse but has the Σ` matrix slightly modified. Instead, the matrix used

for the estimation is

H`tik
“ VΛU˚, (5.13)

where the diagonal terms of Λ are related to the diagonal terms of Σ as

Λdiag “
Σdiag

Σ2
diag ` γ

2
. (5.14)

With this process complete, the estimated scene can be recovered as

σest “ H`tikg. (5.15)

This alone does not address the concern of an H matrix that grows to large sizes.

In fact, the SVD is an expensive computation, so at first glance this may appear to

make the problem worse. However, the Tikhonov regularized version does have the

advantage that it de-emphasizes noisy subspaces that are due to oversampling and

correlation among the basis vectors. An argument can be made that these subspaces

exist on a per-panel level, which suggests that the matrix problem can be partitioned
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on this scale. Since the H matrix has rows that are indexed by {Tx, Rx, f, mask}-

tuples, it can be considered as a stacking of NTNR matrices that each have NfNm

rows. For the ith transmitter and jth receiver we can therefore create the matrix

Hij. Given the matching indices in gij, this sub-problem can then be completed for

each Tx-Rx pair, and then the resulting σij can be added in the end, i.e.

σest “
ÿ

iPTx, jPRx

H`tik
ij gij. (5.16)

In the case of the matched filter solution (using H:

ij instead of H`tik
ij ), this approach

will return the exact same result since the computation is purely linear. However,

when this partitioning approach is completed with the Tikhonov regularized solution

the dampening of noisy subspaces and null spaces will still be effective. We will refer

to this method as the partitioned Tikhonov solution.

The parameter γ should be chosen to dampen undesirable subspaces based on the

system SNR, correlation among patterns, scene size, etc. While a more sophisticated

algorithm would wisely choose γ based on some combination of these factors [184], the

scalar parameter is selected here based on empirical observations. For the present

system, it has been seen that the system is fairly insensitive to variations in γ,

with unnoticeable changes when the factor is scaled by 2 orders of magnitudes from

γ “ 0.005. Tikhonov regularization is by no means novel to this system [185,186], and

the implementation utilized here is simply a convenient extension of the fundamental

technique which may exist elsewhere. It should also be highlighted that this approach

is highly parallelizable given that each sub-problem can be solved on a separate

processor and combined at the very end. Additionally, the H`tik
ij matrices can be

computed and stored beforehand if the same radiation patterns and ROI are utilized,

making for a reconstruction that is still quite fast.

Having established the Tikhonov-based method, it is now used for reconstructing
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Figure 5.30: PSF and resolution targets imaged with the 6x6 DMA system.

various targets. Since frequency diversity is no longer of interest the bandwidth is

reduced to B “ 17.5–22.9 GHz, sampled with Nf “ 61. A large quantity of masks

is used, Nm “ 20, to ensure the best image possible, although it is likely that this is

excessive. A PSF study is completed and the results are shown in Fig. 5.30a. From

the 1D cross sections (not shown) the resolution in x, y, and z is 3.9, 1.6, and 2.4 cm,

respectively. Note from Fig. 5.29 that the aperture has greater extent in y than in

z, which contributes to the better resolution. Also, the range resolution in this case

is worse than in the 1x4 system because the bandwidth has been decreased. The

sidelobes of the system are on the order of «´12 dB again, which isn’t surprising

since the system layout is mostly a tiled version of the 1x4 system. To emphasize

the resolution in the y and z dimensions, images of resolution targets are also taken

(in this case, three 2-cm-wide bars with separation of 2 cm). The results are in Fig.

5.30b-c, and it is again seen that the resolution is slightly superior in y.

Larger, more specular objects have also been imaged with the system. Flat pieces

of metal are formed into the shape of an L (17 cm x 10 cm) and a circular shape (with

a radius of 8 cm). Images reconstructed with the partitioned Tikhonov method are

shown in Fig. 5.31. Isometric views are shown to demonstrate the resolution along

the range dimension. Of particular interest in these results is the magnitude of the

ring shaped object. At the top and bottom (˘z) the magnitude can be seen to be
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Figure 5.31: Images of flat, metallic objects in the shape of an L and a circle.

Figure 5.32: Reconstructions of the letters of DUKE with (a) the matched filter
solution, and (b) the partitioned Tikhonov regularization.

significantly lower than along the y dimension. This is caused by the geometry of

the system, which has a smaller extent along the z direction and collects less of the

specular reflections.

Another collection of objects, the letters of DUKE, are imaged with the result in

Fig. 5.32. For this case, both matched filter and the partitioned Tikhonov approach

have been used in order to compare the methods. For the matched filter reconstruc-

tion, Fig. 5.32a, the letters are indiscernible and the image is devastated by null

space noise—i.e. the signal creeping into modes that lie in the sensing matrix’s null

space. In contrast, the Tikhonov regularized result appears as a clean image in Fig.

5.32b.
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To approach the imaging parameters from a systematic perspective, results have

also been reconstructed with a variable bandwidth B and number of masks Nm.

Toward this end, the vertical resolution target plotted in Fig. 5.30c is shown in

all three dimensions in Figs. 5.33–5.34. Figure 5.33 reduces the bandwidth while

keeping a constant ∆f , meaning that Nf is decreased as B is trimmed from 5.4 GHz

to 0 GHz. The maximum frequency is kept constant at 22.9 GHz, meaning that fc

is increased when B is decreased. As a result the resolution in the z direction can

be seen to improve slightly. During the process of reducing B, the resolution target

remains clearly visible in the cross-range dimensions, while the resolution degrades

in the range direction. This is expected and shows that the DMA system does have

the benefit that it can recover cross range information without the requirement of

an ultra-wide bandwidth. The degradation that is seen in the B “ 0 GHz case is

mostly caused by the decrease in the total number of measurements. It is worth

highlighting that the B “ 0 GHz case does not have recognizable resolution in the

range direction, as opposed to the single-frequency system seen in Section 3.2. The

system here is MIMO with 6 transmitters and 6 receivers. Described in term of the

effective MIMO array size it is actually 96ˆ6 transmitters, but still just 6 receivers.

The system in Section 3.2 was much more of a massive MIMO system because it

was DMA-to-DMA, which allowed more points in k-space to be measured. If the

2D DMA array was shifted toward a DMA-to-DMA system we would expect that

single-frequency imaging along the range direction would be more feasible in this

system.

A fairly unsurprising result is seen as the number of masks is decreased. With

fewer masks the total number of measurements reduced. Fewer spatially-diverse

patterns are used, allowing the sensing matrix to cover fewer subspaces. As the

number of masks is reduced to Nm “ 1 the system returns to its passive instantiation

and large sidelobes appear. Images of the resolution target are shown in Fig. 5.34
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Figure 5.33: Variation of the resolution target reconstruction with a variable band-
width. Note the special case of a single-frequency system when B “ 0 GHz.

Figure 5.34: Variation of the resolution target reconstruction with a variable num-
ber of masks. Note the special case of a frequency-diverse (passive) system when
Nm “ 1.

for various Nm, with B “ 5.4GHz and Nf “ 61. Above Nm “ 20 masks there is

little improvement seen.

As a last experimental study, more complex objects that include dielectric com-

ponents are imaged. As has been stated in Chapter 2, the creation of the H matrix

mandates the use of the Born approximation, which is violated when multiple reflec-
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Figure 5.35: Reconstructions of a hammer, which is part metal and part dielectric,
and a clamp. A dashed line is shown at the front interface of the hammer in the top
view.

tion events occur in the scene. Additionally, when the waves travel through dielectrics

they experience phase delays, which is not accounted for in the model. Nonetheless,

it is interesting to see how such objects will react to the system. Even if a crisp

image of the objects cannot be obtained with this model, it may be possible to see

anomalous behavior that points at the properties of the dielectric materials. In Fig.

5.35 the reconstructed images of a hammer and a clamp are shown. The hammer

has a metal head, but the grip is made up of a composite material. From the recon-

structed image it can be seen that there is a strong reflection from the head of the

hammer that occurs at the front interface. In contrast, the handle of the hammer has

some smearing in the range direction and does not have a solid front interface. Based

on the results, one might imagine that the handle is rubber, or perhaps some sort

of rubber-coated fiberglass. Under this reasoning, the front interface and the back

interface both have reflections that are picked up in the model. In between these

interfaces, the waves experience interferometric effects, which could explain why the

hammer has such strong variations along the grip. The clamp has rubber, plastic,

and metal (as depicted in 5.35) which each return signal. Since the plastic is very
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thin, it is likely that these interferometric effects occur to a lesser degree.

The results in Fig. 5.35 suggest that there is additional information to be obtained

about such objects. With more sophisticated models, such as the BIM and DBM

[65,66], the permittivity of the objects could be estimated. The qualitative imaging

method utilized throughout this work is only a first step toward this goal and the

adaptation to quantitative imaging represents an interesting future work.

Considerations in Adapting to a DMA-to-DMA System

Both of the imaging systems utilized above were based on using DMAs as trans-

mitters and OEWGs as receivers. As has been mentioned, some systems can op-

erate in this manner [33], while others are inadequate without panel-to-panel oper-

ation [39]. If the DMA was implemented in a panel-to-panel platform, this would

create some minor changes. The system would scale as NTˆNRˆNfˆN
2
m, with the

N2
m becoming a dominant factor. This will enhance the number of measurements

but could also extend the length of the data acquisition process. Additionally, in

tuning both the transmitters and the receivers separately, we would have to imple-

ment a slightly different control circuit from the implementations above. This is not

problematic from a practical perspective and is an ongoing effort. While experimen-

tal results have not been obtained with such a system, we can speculate on some

performance differences and provide some forward-looking simulations. The system

layout will remain as above since only six DMA boards are on hand, but half of the

antennas will be utilized as receivers and half as transmitters.

A first question around such systems lies in the number of spatial degrees of

freedom. Put another way, how many effective transmitters and receivers would exist

if this was a MIMO array with independent antennas. Each DMA has 96 effectively

independent radiators/receivers, as opposed to the 1 antenna that a OEWG acts

as. Framed this way, the 1x4 system had p96ˆ1qˆp1ˆ4q “ 384 spatial degrees of
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Figure 5.36: (a) Cross-range plane of the simulated PSF with the 6x6 system
employed above and (b) a 3x3 DMA-to-DMA system. (c) The PSF for the 3x3
DMA-to-DMA system when only a single frequency is used.

freedom and the 6x6 system had p96ˆ6qˆp1ˆ6q “ 3,456. For a 3x3 system with

DMAs on transmit and receiver, this number explodes to p96ˆ3qˆp96ˆ3q “ 82,944.

In contrasts, if the frequency diverse panels utilized in [39] are viewed in this context,

then this quantity comes out to p16ˆ3qˆp16ˆ3q “ 2,304 (since each antenna includes

16 elements).

It is also worth pointing out a distinction between the DMAs designed here and

the passive panels in [39]. Specifically, the transmitting and receiving panels were

designed so that the elements were in the shape of a Mill’s cross (MC). More details on

this methodology can be found in [153], but for now it suffices to say that this layout

provides a way to sample a large portion of k-space non-redundantly with a limited

number of antennas. Since the authors in [39,153] had so few elements, they had to

be judicious about element placement. With significantly more elements (96), such

considerations are not as critical to the DMA design. As such, the DMA system is less

sensitive to element placement so long as there is not too much structure/periodicity.

This, combined with the practicality of the PCB layout, motivated the use of pseudo-

random element placement in the DMA.

To investigate the potential gains, the cases of DMA-to-probe and DMA-to-DMA

have been simulated. Only PSFs are calculated to show the variation in sidelobe level
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and see the change in resolution. Point spread functions are shown in Fig. 5.36a-b for

the experimentally employed 6x6 system and a 3x3 DMA-to-DMA system, with the

antennas located in the same positions as before. The PSF for the 6x6 system bears

a close resemblance to the experimental result which is encouraging. Comparing the

DMA-to-DMA case, it is seen that the sidelobes are vastly lower.

In Fig. 5.36c we have also plotted an isometric view of the DMA-to-DMA when

reconstructing with a single frequency, 22.9 GHz. In the reconstruction it is seen

that the object is resolved along the range direction, which demonstrates the 3D

analog to the 2D results demonstrated in Section 3.2. Specifically, the resolution in

x, y, and z for the DMA-to-DMA case operating at a single frequency is 2.0, 1.3,

and 5.6 cm. While the range resolution is not extraordinary, it would certainly get

better as the system scales to even larger sizes. This confirms our previous suggestion

that switching to DMA-to-DMA operation will give a massive MIMO scale problem,

which enables single-frequency imaging. Having reached the point of ongoing efforts,

we can conclude the discussion of the designed and fabricated DMA and look onward

to future works.

203



6

Conclusions

This final chapter outlines some future possibilities for developing and utilizing dy-

namic metasurface apertures. Currently, I am collaborating with other students to

employ DMAs in MIMO communications [43], phaseless ghost imaging [143], wire-

less power transfer [41], synthetic aperture radar [187], and smart home sensors [42].

While different in intended applications, these projects all benefit from the unique

capabilities and dexterity of DMAs as developed in this dissertation. Meanwhile, the

opportunities for using DMAs in computational imaging settings are not exhausted

and there remain several interesting research avenues.

Throughout this document, we have examined several imaging systems based on

various dynamic metasurface aperture architectures. These efforts have been focused

on qualitative imaging of simple objects with small scale systems. In each case, we

used a relatively small number of antennas (6x6 at maximum) to cover an area that

would otherwise require significantly more traditional antennas. For instance, the

DMA-to-DMA system in Section 3.3 is SISO, but would require 50 transmitting

antennas and 50 receiving antennas (and feeds, filters, etc.) in a non-computational-

imaging version. The 2D DMAs in Chapter 5 are each capable of replacing 96
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Figure 6.1: (a) Imaging platform for human-scale objects, with an array of trans-
mitters (blue) and receivers (orange). (b) Experimental image of a mannequin (with
threats circled) which are obtained with the passive imaging system in [39].

individual antennas. Since DMAs are relatively easy to fabricate—requiring only

PCB processes and off-the-shelf semiconductor components—it is conceivable to cre-

ate a much larger imaging system at a reasonable price point. With the assistance

of a large team, such a project was completed with the passive versions of these

metasurface apertures [39]. In this system, 24 transmitters and 72 receivers were

used, each with 16 radiating elements included. In a sense, this system was thus

able to replace what would be 16 ˆ p24 ` 72q “ 1,536 antennas. To achieve the full

potential of this system, a bandwidth of 9 GHz was also required (otherwise there

would be correlation in the radiated patterns). The layout and resultant images for

this system are shown in Fig. 6.1. Not only is this system relatively cost effective

(compared to an ESA), it is also fast (« 10 Hz), allowing images of large objects to

be taken as they move throughout the scene.

In the spirit of continuing our comparison between passive and dynamic aper-

tures, we could imagine how such a system would be transposed to a DMA-based

architecture. Considering the same antennas from Chapter 5, we know that each

antenna can replace 96 independent radiators. If used in a DMA-to-DMA setting,

205



Figure 6.2: Simulation results for the system shown in Fig. 6.1a, with both passive
and dynamic metasurface apertures.

as discussed at the end of Chapter 5, this would increase the effective antenna total

to 96ˆ p24` 72q “ 9,216. Additionally, we would no longer need such a large band-

width, drastically alleviating the complexity of the RF signal generation/detection.

There would, however, be an increase in the digital circuitry and components (to

control the DMAs). To build an experimental system and compare the two cases

would require a great deal of effort, but fortunately we have established that the sim-

ulation model used throughout this work returns representative results. To model

the DMAs we use the NFS data from Chapter 5, and to model the passive apertures

we use the NFS files from [39]. The same bandwidth is used in both cases so that

a fair comparison of the obtainable resolutions can be made. In the passive case,

information is only obtained by sweeping the frequency. For the dynamic case, the

same frequency vector is used but the system cycles through numerous tuning states

(5 on transmit, and 5 on receive). Therefore, the dynamic case has 25ˆ as many

measurements. If the passive NFS data was taken with more frequency points it

would make sense to use this data (so that both cases have the same number of

measurements). However, it is expected that the number of frequency points utilized

maxes out the information content according to the QB{fc criteria stated in [37,39].
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Reconstructions of two different objects can be seen in Fig. 6.2. The first object

is a resolution target with 2 cm spacing and the second object is the word ‘DUKE’.

In all cases we have used the Tikhonov based reconstruction method discussed in

Chapter 5. For both objects it can be seen that the reconstruction is better for the

dynamic case. This is because aliasing is worse in the passive system, which is due

to the fact that the apertures are more sparse. Recall that this is a design restriction

for the passive case since increasing the number of elements Ne will cause more

correlation in the radiated patterns. Spurred on by this comparison and considering

the quality of the experimental imaging results shown for the passive case in Fig.

6.1b, it would be enticing to build a full system based on the dynamic metasurface

aperture. This would require a great deal of effort and a dedicated team, but would

open the way for further reducing the cost and increasing the speed of modern day

security systems.

The opportunity to increase the system to a larger scale is interesting, but it is also

the most obvious route. Another straightforward path includes shifting the DMA

designs to higher frequencies, perhaps taking advantage of the recent technology

surge surrounding automotive radar [188]. However, there are other possibilities still

in the realm of K band computational imaging that could be of greater interest. First,

we name some future efforts that could be pursued to improve hardware. Throughout

this document we have swept the frequency and cycled the tuning states sequentially

(completing all permutations). If one could modulate the tuning state while at the

same time sweeping the frequency, this would lead to reduced correlation among the

measurements. Such a method would have other benefits as well. For the analog

beamsteering discussed in Section 3.1, it would be possible to tune the antenna during

a frequency sweep to remove beam squinting. For cavity structures, reverberation

inside the cavity often leads to high reflection out of the structures’ input port. If

the device could be modulated during a frequency sweep, then the cavity modes
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Figure 6.3: (a) Tuning the mask of the cavity in Chapter 5 to obtain the best
S11 for each frequency (shown in blue). Also shown is the average S11 taken over a
collection of masks (in orange). (b) A waveguide filter whose impedance is changed
by mechanical tuning screws.

could be rearranged on-the-fly so that every excitation has a good match to the

cavity. As an example of this, we have tuned the mask of the cavity in Chapter 5

the find the lowest S11 for each frequency. This result is plotted in Fig. 6.3a (along

with a result when using an average mask) and it is seen that we can improve the

impedance match so that S11 is reduced by 9 dB over the bandwidth. In a sense, this

method is reminiscent of the fine tuning screws that are sometimes used to refine

the impedance of waveguides and couplers, as shown in Fig. 6.3b. Such methods of

tuning while frequency sweeping would be straightforward to complete with stepped

frequency radios, but there is also an interesting research avenue when considering

how this would behave in pulsed systems.

Software and reconstruction techniques embody another significant research space

in need of attention. The range migration algorithm has been applied to 1D systems

in this document, but a 2D wavenumber domain method would be desirable to

hasten the reconstructions in Chapter 5. As was seen, the data sets also become

enormous for multistatic DMA-based systems since they scale as NTˆNRˆNfˆN
2
m.

Therefore, any algorithm that can partition this information or work simultaneously

on all data points would be advantageous. This would extend imaging capabilities
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beyond the reconstruction methods in this document, potentially opening the door

to iterative and compressive schemes. More computationally-intensive approaches

that fit hand-in-hand with the hardware could also be considered. The Born iterative

method (BIM) [66], distorted Born method (DBM) [65], and contrast source inversion

(CSI) [64] are all techniques which have proven successful for microwave imaging and

could be implemented with DMA-based systems.

Transitioning from qualitative to quantitative imaging would require the appli-

cation of more sophisticated models like BIM, DBM, or CSI. In these settings, the

permittivity profile of the scene is desired instead of its scattering potential. While

this problem is significantly more complex, it can also extend the application of

DMAs to other areas. For example, in biomedical diagnostics or breast cancer de-

tection systems it would be useful to obtain a permittivity map [2, 3]. Toward this

end, other system architectures could be considered, such as tomography. While we

have exclusively studied array imaging system in this work, all of the DMAs could

be made to surround a region of interest. Volumetric cavities (such as the one de-

veloped in Chapter 4) could even be made conformal so that they match the shape

of the object they are imaging. Of course, a great number of new challenges, such

as background subtraction and calibration, exist for such systems. Nonetheless, the

DMA architecture would be well-suited to this problem and represents an interesting

future opportunity.

Finally, we would suggest that the dynamic aspect of the antennas could play a

greater role in the imaging system. We have generally restricted ourselves to random

radiation patterns (with some discussion of beamforming in Section 3.1), but there

are alternatives. For example, in contrast to using random patterns, conventional

SAR systems use directive beams to maximize SNR. If instead a system was tasked

with imaging fast-moving targets, compressive techniques may be used in conjunc-

tion with tailored radiation patterns. In compressive or adaptive schemes, tailoring
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Figure 6.4: Normalized radiation patterns when energy is concentrated in a specific
region. The dashed-line box shows the target area, and the solid-line box show the
total ROI for the four different tuning states. More sophisticated patterns could also
be implemented, such as a Hadamard code.

radiation patterns according to a priori information can enable high-fidelity recon-

structions with fewer measurements. In addition, tailored radiation patterns can be

used to concentrate energy on specific portions of a scene or search for particular

shapes. Many of these approaches could be facilitated by operating the aperture in

tandem with the reconstruction method. Some progress has been made toward these

goals by using principal component analysis in systems that employ phased array

antennas [88]. Principal component analysis (PCA) represents one path forward and

may assist in using designed radiation patterns from DMAs [189].

To see how a binary-tuned DMA could create prescribed radiation patterns, we

have simulated an antenna with 300 elements and with a cavity feed (all other details

are consistent with the DMA design in Chapter 5). More elements are used in

this simulation since the goal of creating tailored patterns is more difficult. The

first patterns that we tried to craft were 2D directive patterns, in which energy is

concentrated within a small region in the farfield. Using the genetic algorithm to

optimize the tuning state of each element, we were able to realize our goal, as shown

in Fig. 6.4. This particular implementation only gives a preliminary result, but it

shows another way that DMAs can bring new abilities to imaging platforms. Such
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behavior could be used for security screening applications to focus on a specific area

if a closer view is desired.

Computational imaging represents a single direction where waveguide-fed dy-

namic metasurface apertures may prove important. Their favorable form factor and

manufacturability make them an enticing aperture layer across a broad collection

of applications. While the suggestions above provide some paths forward, there are

numerous alternatives which represent promising research opportunities. Dynamic

metasurface apertures form a powerful physical layer, and with further development

they are poised to play a significant role in many research thrusts and industrial

applications.
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Appendix A

Alignment of Near Fields Scans with
True Antenna Locations

Due to the complex nature of metasurface antennas, near field scanning (NFS) is

often required to characterize their radiation patterns. Accurate knowledge of the

produced waveforms with respect to the physical position of the antenna is impera-

tive. This relies on precise alignment between the antenna and the NFS stage during

the characterization process. This appendix presents an effective method to register

the alignment of the antenna during the NFS characterization. The proposed method

is experimentally verified through comparisons with measurements made using op-

tical photogrammetry in [181], where further details can be found. The process is

critical for the implementation of multi-static imaging systems that are composed

of numerous electrically-large antennas. Combining the techniques in this appendix

with optical photogrammetry enables large systems to be created and assembled in

such a way that the physical positions of the antennas and their RF fingerprints are

aligned with high accuracy. Such a technique is necessary for extending the work in

Chapter 5 to larger implementations.
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Figure A.1: Flow chart for the creation of a large coherent aperture composed of
metasurface apertures. (Copyright (2017) IEEE).

To register the positions of multiple antennas within a multi-static antenna ar-

ray we use a three-step process: (i) the position of each antenna is identified with

respect to the NFS apparatus using RF backpropagation during the characterization

process, and (ii) the antennas are installed and the locations of the individual an-

tennas within the array are found by optical photogrammetry, (iii) transformations

are made between the coordinate systems to align the NFS measurements with the

assembled multi-static system. The entire process is summarized in detail in Fig.

A.1. To complete this process, two distinct sets of traceable markers, referred to as

fiducials, are inserted which can be located by RF and optical measurements. One

set of fiducials, the RF fiducials, are a series of known RF radiators which can be

found in the NFS data and used as the guiding points to complete the alignment

of the NFS data. These RF fiducials can take the form of dipole-like radiators, for

example. The other set, the optical fiducials, can only be found through optical pho-

togrammetry [190, 191]. We deliberately insert these RF/optical fiducials at known

locations with respect to each other. This lets us align the NFS data with respect

to the RF fiducials, align the RF fiducials with the optical fiducials, and align the

optical fiducials in the total system. Simple geometric transformations are used to

switch between the various coordinate systems.

First we describe how the RF fiducials are localized. Later, we outline a means of

transforming between the different coordinate systems and explain integration with
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Figure A.2: (a) An example metasurface aperture with RF fiducials marked with
red circles and optical fiducials marked with gray circles. (b) The NFS setting, with
the fields in the antenna plane shown in the black-orange colormap. (c) The fields
backpropagated to the antenna volume, with maxima located at the position of the
fiducial (which are circled in red).

a full-scale antenna array. Optical photogrammetry is an established technique and

is not covered here.

The NFS process is completed by scanning a reference probe in the radiative near

field of an antenna with ăλ{2 sampling [82]. In other works, the fields measured

during the NFS are backpropagated to the plane of the antenna under test to deduce

the surface currents on the antenna, a procedure referred to as backprojection [85,

192]. Our goal here is focused on the use of backprojection in registering the location

of the antenna with respect to the NFS plane. To glean alignment information, RF

fiducials are included in the antenna such that their signatures in backprojection can

be found with high accuracy. These RF fiducials, slots in [181], can be distinguished

in the NFS and are inserted at known positions in the fabrication (see Fig. A.2a).

Once the locations of the RF fiducials are found in the NFS data, a comparison

can be made with the locations used in fabrication to compute the position of the

antenna with respect to the NFS plane.

Essential to this procedure is the accurate localization of the RF fiducials. Instead

of traditional backprojection—completed in a known antenna plane—here we assume
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that the antenna is at an unknown location and so we backpropagate to a volume

totally encompassing the antenna, V “ rx0 ˘ ∆x, y0 ˘ ∆y, z0 ˘ ∆zs. To calculate

the fields in this volume, plane-to-plane propagation is completed for a collection of

slices (perpendicular to the depth direction, x) through [109]

E 1 “ F´1
yz re

´ikxxFyzrE0ss. (A.1)

Here k is the free space wavenumber and kx is its x-component; the electric field

E0 is in the NFS plane and E 1 is in the plane slicing the volume V at a distance

x from the NFS plane. The wavevector components are related by the free space

dispersion relation as k “
a

k2
x ` k

2
y ` k

2
z . The 2D Fourier transform is given by Fyz

(and its inverse F´1
yz ). This is done for several range slices, i.e. for xεrx0˘∆xs. Since

the slices span yz-planes, we have thus calculated the electric field throughout the

volume V surrounding the total antenna. As seen in Fig. A.2c, the most powerful

sources in this volume, the RF fiducials, have the highest electric field magnitude.

The fields in this volume can be calculated on a grid sampled at the Nyquist rate,

but interpolation can find the fields on any step size (as small as λ{10 or less).

Additionally, it is helpful to sum the magnitude of the backpropagated E-field for

the entire operational bandwidth to create an averaging effect.

The result of this process is a 3D data set, shown in Fig. A.2c, which contains a

bright globule at the location of each RF fiducial. Taking only the maximum value of

each fiducial may result in inaccurate location estimates due to coarse sampling and

noise. Instead, an averaging approach is conducted over each fiducial globule. After

thresholding away low quantities in this space a center of mass calculation results in

an estimate of the pth fiducial’s location
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xp “

ř

xεVp

x
ř

fεB

Epx, fq

ř

xεVp

ř

fεB

Epx, fq
. (A.2)

Here, E is the modulus of the dominant component of the backpropagated field, f

is the frequency, B is the operational bandwidth, and the spatial coordinates x are

taken over the volume Vp. The thresholding is completed so that the subvolume

Vp only includes points with intensity above half the maximum value of the pth

fiducial. Depending on the SNR of the measurements this threshold may be slightly

higher/lower, but for our results the threshold of 0.5 provides high-quality estimates.

Since this process is an averaging of data sampled on the scale of λ{10, the precision

of the calculated xp falls on an even finer grid. Once all of the fiducials are located

(i.e. xp is known for p “ 1, . . . , P for an antenna with P fiducials) the antenna’s

position and orientation with respect to the NFS plane can be computed.

While this procedure may be carried out for a single antenna, the most signif-

icant instances of its necessity can be seen when the antenna is incorporated into

a multi-static array. This process which requires an additional step: optical pho-

togrammetry. This consists of using an optical camera to take pictures from many

different points-of-view and stitching the data together to compile a 3D representa-

tion of the structure [190,191]. To locate independent antennas in the total system,

optical fiducials must be introduced into each antenna with known locations (decided

during fabrication) and found with photogrammetry. Despite the many differences

between the RF and optical procedures, the degree of error is comparable between

the two techniques. In the next step, these two approaches must be combined to

build the aggregate array.

With the antenna’ positions known, all that remains is to align the NFS mea-

surements with respect to the global system. This is easily completed by using the
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information from the NFS alignment. The measurements of the NFS itself are im-

plemented as effective sources, and the alignment procedure is used to translate and

rotate the effective sources to their correct positions. With global coordinate system

O2, antenna coordinate system O1, and NFS coordinate system O this process can

be summarized in a series of transformations as

xglobal “ TO1ÑO2 `RO1ÑO2rTOÑO1 `ROÑO1xNFSs. (A.3)

The translation and rotation matrices for [O Ñ O1] are derived from the px, y, zq and

ppitch, yaw, rollq values found in the NFS measurement process. The transformations

[O1 Ñ O2] use the data from the optical photogrammetry. The accuracy that has

been found for our system, which operates at «20 GHz (λ«1.5 cm), is λ{100 in each

translational dimension, and 0.5˝ in each of the rotational axes. This accuracy is

sufficient for the implementation of large microwave imaging systems, as evidenced

in [39,118].
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Appendix B

Clarification on Contributions

Much of the work represented in this document has been the product of collabora-

tions with other members of the Smith lab. However, while many fellow lab members

have contributed through discussions of ideas, all of the work and results shown is

developed and executed by myself. Specifically, all of the metasurface antennas that

were demonstrated were entirely simulated, designed, implemented, and character-

ized by me. Additionally, all experimental results in this work were measured and

processed by me.

Among the various reconstruction methods, much of the forward model has been

developed by predecessors in this field, yet the implementations and the adapta-

tions to reconfigurable antennas were completed by me. The models for microwave

imaging are adapted from inverse scattering resources and are put into the com-

putational imaging framework by predecessors such as J. Hunt, G. Lipworth, and

others. The forward model for the derivation of cavity modes is jointly developed

by M. F. Imani and myself, though it is adapted from similar derivations in other

contexts. Many of the reconstruction methods, such as matched filtering, GMRES,
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and Tikhonov regularization, are established solutions in the literature. The RMA

utilized in Chapter 3 is modified from several related works, such as those led by Fro-

menteze, Pulido-Mancera, and others, but is uniquely adapted to the implemented

scenario by myself.

Below is a list of publications in peer-reviewed journals. Despite the inclusion of

non-first-authored papers on this list, the works discussed in this dissertation were

composed from manuscripts where I am listed as first author.
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[172] M. Dupré, P. del Hougne, M. Fink, F. Lemoult, and G. Lerosey. Wave-field
shaping in cavities: Waves trapped in a box with controllable boundaries.
Physical Review Letters, 115(1):017701, 2015.

[173] T. Sleasman, M. F. Imani, J. N. Gollub, and D. R. Smith. Toward a tunable
mode-mixing cavity for computational imaging. In Antennas and Propagation
(APSURSI), 2016 IEEE International Symposium on, pages 1901–1902. IEEE,
2016.

[174] P. M. Meaney, K. D. Paulsen, and J. T. Chang. Near-field microwave imaging
of biologically-based materials using a monopole transceiver system. IEEE
Transactions on Microwave Theory and Techniques, 46(1):31–45, 1998.

[175] M. Haynes, J. Stang, and M. Moghaddam. Microwave breast imaging system
prototype with integrated numerical characterization. Journal of Biomedical
Imaging, 2012:2:2–2:2, 2012.

[176] T. Sleasman, M. F. Imani, M. Boyarsky, A. V. Diebold, and D. R. Smith. A
cavity-backed two-dimensional dynamic metasurface aperture. 2018 (in prepa-
ration).

[177] M. F. Imani and A. Grbic. A unidirectional subwavelength focusing near-field
plate. Journal of Applied Physics, 115(4):044904, 2014.

[178] R. Harrington. Reactively controlled directive arrays. IEEE Transactions on
Antennas and Propagation, 26(3):390–395, 1978.

237



[179] M. F. Imani, T. Sleasman, and D. R. Smith. Two-dimensional dynamic meta-
surface apertures for computational microwave imaging. IEEE Antennas and
Wireless Propagation Letters, 2018 (submitted).

[180] I. Yoo, M. F. Imani, T. Sleasman, and D. R Smith. Efficient complementary
metamaterial element for waveguide-fed metasurface antennas. Optics Express,
24(25):28686–28692, 2016.

[181] T. Sleasman, M. F. Imani, O. Yurduseven, K. P. Trofatter, V. R. Gowda, D. L.
Marks, J. N. Gollub, and D. R. Smith. Near field scan alignment procedure for
electrically large apertures. IEEE Transactions on Antennas and Propagation,
65(6):3257–3262, June 2017.

[182] J. Thaysen and K. B. Jakobsen. Envelope correlation in (n, n) mimo antenna
array from scattering parameters. Microwave and Optical Technology Letters,
48(5):832–834, 2006.

[183] D. L. Marks and D. R. Smith. Mode diversity of weakly modulated cavity
antennas. JOSA A, 35(1):135–147, Jan 2018.

[184] P. C. Hansen and D. P. OLeary. The use of the l-curve in the regulariza-
tion of discrete ill-posed problems. SIAM Journal on Scientific Computing,
14(6):1487–1503, 1993.

[185] H. W. Engl, K. Kunisch, and A. Neubauer. Convergence rates for tikhonov
regularisation of non-linear ill-posed problems. Inverse Problems, 5(4):523,
1989.

[186] M. Vauhkonen, D. Vadasz, P. A. Karjalainen, E. Somersalo, and J. P. Kai-
pio. Tikhonov regularization and prior information in electrical impedance
tomography. IEEE Transactions on Medical Imaging, 17(2):285–293, 1998.

[187] M. Boyarsky, T. Sleasman, L. Pulido-Mancera, T. Fromenteze, A. Pedross-
Engel, C. M. Watts, M. F. Imani, M. S. Reynolds, and D. R. Smith. Synthetic
aperture radar with dynamic metasurface antennas: a conceptual development.
JOSA A, 34(5):A22–A36, 2017.

[188] J. Hasch, E. Topak, R. Schnabel, T. Zwick, R. Weigel, and C. Waldschmidt.
Millimeter-wave technology for automotive radar sensors in the 77 ghz fre-
quency band. IEEE Transactions on Microwave Theory and Techniques,
60(3):845–860, 2012.

238



[189] I. Jolliffe. Principal component analysis. In International encyclopedia of sta-
tistical science, pages 1094–1096. Springer, 2011.

[190] C. C. Slama, C. Theurer, and S. W. Henriksen. Manual of photogrammetry.
Number 4. American Society of photogrammetry, 1980.

[191] R. Szeliski. Computer vision: algorithms and applications. Springer Science &
Business Media, 2010.

[192] S. Gregson, J. McCormick, and C. Parini. Principles of planar near-field an-
tenna measurements, volume 53. IET, 2007.

239



Biography

Timothy Andrew Sleasman was born on March 6, 1991 in Saratoga Springs, NY.

He obtained a dual Bachelor of Science degree in Mathematics and Physics from

Boston College, Chestnut Hill, MA in 2013. His doctorate is earned in Electrical and

Computer Engineering from Duke University, Durham, NC in 2018. He has accepted

a postdoctoral researcher position at the Johns Hopkins University Applied Physics

Laboratory.

240


	Abstract
	List of Figures
	List of Abbreviations and Symbols
	Acknowledgements
	1 Introduction
	1.1 Goals Accomplished in this Work

	2 Computational Imaging with Dynamic Metasurface Apertures
	2.1 Imaging Background
	2.1.1 Microwave Imaging
	2.1.2 Computational Imaging

	2.2 System Design
	2.2.1 A Modeling Approach to DMAs
	2.2.2 Aperture Design
	2.2.3 Imaging Configuration
	2.2.4 System Predictions

	2.3 Experimental Results
	2.3.1 Experiment vs. Simulation
	2.3.2 PSF Analysis
	2.3.3 Frequency Bandwidth and Aperture Tuning
	2.3.4 Undersampling and Compression
	2.3.5 Real-Time Imaging

	2.4 Conclusion

	3 Advanced Imaging Modalities
	3.1 Synthetic Aperture Radar
	3.1.1 Dynamic Metasurface Apertures for Beamsteering
	3.1.2 Imaging Process
	3.1.3 Lengthwise-Motional Imaging
	3.1.4 Crosswise-Motional Imaging
	3.1.5 Concluding Remarks on SAR

	3.2 Single-Frequency Imaging
	3.2.1 Range Resolution with a Single Frequency
	3.2.2 Single-Frequency Computational Imaging System
	3.2.3 Experimental Demonstration

	3.3 Through-Wall Imaging
	3.3.1 Imaging Using Electrically-Large DMAs
	3.3.2 Considerations for Through-Wall Imaging
	3.3.3 Accounting for Wall Reflections
	3.3.4 Compensating for Wall Distortion
	3.3.5 Single-Frequency Imaging
	3.3.6 Through-Wall Imaging Conclusion


	4 Disordered Cavity with a Tunable Boundary Condition
	4.1 Cavities as a Host to Disordered Waveforms
	4.2 Tunable Cavity Design
	4.3 Imaging Results
	4.4 Summary and Future Directions

	5 Two-Dimensional Dynamic Metasurface Antenna
	5.1 Printed Cavity Architecture
	5.2 Cavity Modeling and System Simulations
	5.2.1 Calculating Fields in a Printed Cavity
	5.2.2 Simulations with Cavity Model

	5.3 Design and Implementation
	5.4 Experimental Results
	5.4.1 Experimental Characteristics of the Planar DMA
	5.4.2 SVS Analyses with the Planar DMA
	5.4.3 DMA Imaging System: 1x4
	5.4.4 DMA Imaging System: 6x6


	6 Conclusions
	A Alignment of Near Fields Scans with True Antenna Locations
	B Clarification on Contributions
	Bibliography
	Biography

