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Abstract
Physiological signals measured from the body, such as brain activity and motor
behavior, can be used to infer different physiological states or processes in humans. Signal
processing and machine learning often play a fundamental role in this assessment,
providing unique approaches to analyzing and interpreting physiological data for a
variety of applications, such as medical diagnosis and human-computer interaction. In
this work, these approaches were utilized and adapted for two separate applications:
brain-computer interfaces (BCIs) and the assessment of visual-motor skill in virtual reality
(VR).
The goal of BCI technology is to allow people with severe motor impairments to
control a device without the need for voluntary muscle control. Conventional BCIs
operate by converting electrophysiological signals measured from the brain into
meaningful control commands, eliminating the need for physical interaction with the
system. However, despite encouraging improvements over the last decade, BCI use
remains primarily in research laboratories. One of the biggest obstacles limiting their daily
in-home use is the significant amount of time and expertise that is often required to set up
the biosensors (electrodes) for recording brain activity. The most common modality for
brain recording is electroencephalography (EEG), which typically employs gel-based
“wet” electrodes for recording signals with high signal-to-noise ratios (SNRs). However,
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while wet electrodes record higher quality signals than dry electrodes, they often hinder
frequent use because of the complex and time-consuming process of applying the
electrodes to the scalp. Therefore, in this research, a signal processing solution was
implemented to help mitigate noise in a dry electrode system to facilitate a more practical
BCI device for everyday use in people with severe motor impairments. This solution
utilized a Bayesian algorithm that automatically determined the amount of EEG data to
collect online based on the quality of incoming data. The hypothesis for this research was
that the algorithm would detect the need for additional data collection in low SNR
scenarios, such as those in the dry electrode systems, and collect sufficient data to improve
BCI performance. In addition to this solution, two anomaly detection techniques were
implemented to characterize the differences between the wet and dry electrode recordings
to determine if any additional types of signal processing would further improve BCI
performance with dry electrodes. Taken as a whole, this research demonstrated the impact
of noise in dry electrode recordings on BCI performance and showed the potential of a
signal processing approach for noise mitigation. However, further signal processing
efforts are likely necessary for full mitigation and adoption of dry electrodes for use in the
home.
The second study presented in this work focused on signal processing and
machine learning techniques for assessing visual-motor skill during a simulated
marksmanship task in immersive VR. Immersive VR systems offer flexible control of an
v

interactive environment, along with precise position and orientation tracking of realistic
movements. These systems can also be used in conjunction with brain monitoring
techniques, such as EEG, to record neural signals as individuals perform complex motor
tasks. In this study, these elements were fused to investigate the psychophysiological
mechanisms underlying visual-motor skill during a multi-day simulated marksmanship
training regimen. On each of 3 days, twenty participants performed a task where they
were instructed to shoot simulated clay pigeons that were launched from behind a trap
house using a mock firearm controller. Through the practice of this protocol, participants
significantly improved their shot accuracy and precision. Furthermore, systematic
changes in the variables extracted from the EEG and kinematic signals were observed that
accompanied these improvements in performance. Using a machine learning approach,
two predictive classification models were developed to automatically determine the
combinations of EEG and kinematic variables that best differentiated successful (target
hit) from unsuccessful (target miss) trials and high-performing participants (top fourth)
from low-performing participants (bottom fourth). Finally, in order to capture the more
complex patterns of human motion in the spatiotemporal domain, time series methods
for motion trajectory prediction were developed that utilized the raw tracking data to
estimate the future motion of the firearm controller. The objective of this approach was to
predict whether the controller’s virtually projected ray would intersect with the target
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before the trigger was pulled to shoot, with the eventual goal of alerting participants in
real-time when shooting may be suboptimal.
Overall, the findings from this research project point towards a comprehensive
psychophysiological signal processing approach that can be used to characterize and
predict human performance in VR, which has the potential to revolutionize the design of
current simulation-based training programs for realistic visual-motor tasks.
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1 Introduction
Physiological processes generated by humans, such as brain activity and motor
behavior, produce electrical and mechanical signals that can be captured by placing
sensors on the body and analyzed to assess human function. These signals carry important
information about the state of a specific biological system and are used in a variety of
tasks, including medical diagnosis and human-computer interaction. The work presented
in this document encompasses two distinct research projects on different applications of
physiological data from human subjects. The overarching goal of both projects was to
utilize novel signal processing and machine learning techniques for physiological-based
analyses to produce and define meaningful results under the specified hypotheses. The
objective for the first project was to improve the overall design of a brain-computer
interface (BCI) system by creating a novel hardware/software architecture that integrated
an innovative data collection algorithm with existing, easy-to-mount hardware for
recording brain activity on the scalp using electroencephalography (EEG). In the second
project, EEG was synchronized with motion tracking in virtual reality (VR) and analyzed
to assess the psychophysiological mechanisms underlying visual-motor skill during a fullbody marksmanship task.
BCI systems allow a user to control a device without the need for voluntary muscle
control by translating encoded information in EEG signals into meaningful commands.
While head and eye tracking systems provide alternative methods for controlling a device,
1

these systems still require some muscle function and can fail when this function is lost or
cannot be sustained for effective device control (e.g., [1]). Thus, BCIs may provide
communication assistance for people with severe neuromuscular disabilities, such as
those with amyotrophic lateral sclerosis (ALS), that limit the utility of other
communication aids due to their reliance on physical activity. However, BCIs are rarely
used outside of a laboratory setting. One of the main challenges for BCI implementation
is the weak signal-to-noise ratio (SNR) associated with the EEG signals that are used for
BCI control. EEG data recorded from the scalp contain significant amounts of noise that
arise from the surrounding environment and physiological activities that are unrelated to
the neural signal of interest. Therefore, to address this low SNR issue, most BCIs rely on
gel-based “wet” electrodes to lower the impedance between the electrodes and the skin.
However, wet electrode systems generally take a substantial amount of time and expertise
to set up. For people with severe disabilities who need to use the system daily, minimizing
this set-up time is highly desirable.
As an alternative to wet electrode systems, dry electrode systems are more userfriendly and much faster to set up. Typical dry electrodes contain several metal pins with
sufficient length to reach through hair to the skin on the scalp. However, without a layer
of conductive gel to keep the electrode surface in good electrical contact with the skin, dry
electrodes are more susceptible to external noise such as that induced by movement [2].
While hardware improvements have been explored in previous work, the performance of
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dry electrode BCI systems remains inferior to the performance of wet electrode BCI
systems (e.g., [3]–[5]). Therefore, in this work, an algorithmic solution (rather than a
hardware solution) was investigated as a method to compensate for the lower SNR
associated with dry electrode systems in an effort to raise their performance to the same
level as that seen for wet electrode systems. Noise detection algorithms were also explored
to substantiate the hypothesis that poor dry electrode system performance was the result
of external noise and to help determine if the system would benefit from additional types
of signal processing to further improve performance. This BCI research is essentially
complete, and is in press (see [6]), although future directions for the research are
suggested.
A broader application of EEG is in the field of cognitive and behavioral neuroscience.
While neuroscience research can inform the development of BCI, it can also be used to
gain a more complete picture of the psychophysiological processes underlying motor
control during physical activity. Therefore, in the second part of this research, a novel
experimental framework was created that fused EEG and motion tracking to probe the
neural and kinematic underpinnings of visual-motor skill learning during a simulated
marksmanship task in virtual reality (VR). Visual-motor skill refers to the ability to
coordinate visual perception with fine motor control. These skills play an integral role in
all human action, from everyday functional tasks such as writing or tying shoelaces to
more complicated tasks with smaller margins for error such as professional sports or
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surgery. Thus, there is a strong interest in understanding the psychophysiological
mechanisms that enable visual-motor skill learning, which has the potential to inform the
design of training programs to increase their effectiveness. However, most experimental
protocols to study visual-motor skill for tasks that would naturally involve a dynamic
target, such as catching a ball or shooting a moving target, have traditionally been
modified to a static exercise task. While these modifications are needed to provide more
experimental control in a laboratory setting and reduce noise in EEG recordings, static
exercises provide an incomplete picture of the full cascade of the psychophysiological
processes involved with performing a realistic motor task.
To overcome the limitations imposed by static EEG experiments, a new method
known as mobile brain/body imaging (MoBI) was proposed by Makeig et al. [8] that uses
a combination of EEG and motion sensors to investigate the links between brain and
behavior as humans move naturally through an environment. In this work, the MoBI
framework was extended to include fully immersive VR, which allows individuals to
experience realistic simulations in a controlled 3D setting while full-body motions are
tracked with sub-millimeter precision and at relatively high temporal rates. This fusion
offers a powerful testbed for naturalistic neuroscience research that can be used to gain a
better understanding of the psychophysiological processes associated with skilled motor
control that occur during dynamic tasks.
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The dynamic task selected for this study was marksmanship. Marksmanship is
particularly useful for studying visually-guided movement because it can be tightly
constrained in both space and time, produces discrete measures of performance (i.e., the
bullet either hits or misses a target), and yet still requires the visual-motor skills that
demand high mental and physical coordination. Participants in this study performed a
simulation of a dynamic marksmanship task, modeled after Olympic Trap Shooting
standards and conducted in a fully immersive virtual environment. Over three days of
training, participants practiced shooting a simulated clay pigeon that was launched from
behind a trap house using a firearm game controller while synchronized recordings of
EEG and 3D motion were collected.
In order to investigate the psychophysiological mechanisms that enabled visualmotor skill learning during this task, three approaches to EEG and motion signal analysis
were explored. In the first approach, biological markers (biomarkers) describing the
psychophysiological processes that transpired during the task were extracted from the
EEG and motion tracking data to analyze the within-subject changes that occurred
through practice and correlated with improvements on the task (parts of this work were
published in [9]). The second approach utilized these biomarkers in a machine learning
classification algorithm to assess the combinations of biomarkers that were most
predictive of marksmanship performance on a trial-by-trial basis. Finally, in the third
approach, time-series techniques were explored for estimating single-trial success using
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the raw motion tracking data for controller motion trajectory prediction. Given the
repetitive and sequential structure of the motion signals collected during the experiment,
the goal of this approach was to model movement patterns in the data that could be used
to predict whether the firearm controller’s virtually projected ray would intersect with the
simulated target pigeon before the shot was taken. Taken as a whole, these three
approaches demonstrate a first step towards the development of data-driven tools for
psychophysiological signal analysis that can be used to characterize visual-motor skill and
predict performance during dynamic tasks for simulation-based training in VR.
The structure of this document is as follows. Chapter 2 presents an overview of EEG
and introduces the two application areas discussed in this document: a specific BCI
system, known as the P300 speller, and the study of visual-motor skill in VR. Chapter 3
evaluates the performance impact of dry electrodes for use with the P300 speller and
presents an empirical study to characterize the differences between EEG signals recorded
with wet and dry electrodes. Chapter 4 introduces a novel experimental framework to
study visual-motor skill learning during a dynamic marksmanship task in VR using a
combination of EEG and motion tracking data. Chapter 5 investigates classification and
feature selection as a method for the discovering biomarker combinations that are
predictive of marksmanship performance. Chapter 6 explores approaches to modeling
controller motion trajectories for real-time prediction of marksmanship success, along
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with avenues for future work. Chapter 7 provides a summary of the primary contributions
of this research.
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2 Background
Due to its flexible design and sensitivity to millisecond changes in cognitive
processing, electroencephalography (EEG) is perhaps the most commonly used method
for recording brain activity. This chapter provides a brief overview of EEG and introduces
two of its applications, the P300 speller BCI and the study of visual-motor skill in VR.
These two applications are the subject of my research and are explored more deeply in the
subsequent chapters of this document. In addition to EEG, motion signals were also
investigated in the study of visual-motor skill in VR and a short summary of time series
methods for motion signal processing is presented at the end of this chapter.

2.1 Electroencephalography
Communication between neurons in the brain can be measured as electrical
activity on the scalp using EEG. The first human EEG was recorded in 1929 by Hans
Berger [10]. This historical breakthrough produced a low-cost, non-invasive neurological
tool for measuring cognitive information using small sensors (electrodes) placed in
electrical contact with the skin on the scalp.
Although EEG continues to be the most widely used method among the different
brain recording techniques, it suffers from poor spatial resolution. Due to the resistive
layers of fluid, skull, skin, and hair between the brain and the electrodes, it is difficult to
determine the exact location of electrical activity within the brain (often referred to as the
inverse problem [11]). However, the high cost and physically large size of other non8

invasive recording devices that do not suffer from poor spatial resolution, such as
magnetoencephalography (MEG) and functional magnetic resonance imaging (fMRI)
systems, make them infeasible for many uses. MEG, which measures magnetic fields
produced by electrical currents in the brain, is also less sensitive to radial and deep sources
in the brain than EEG due to the intense folds on the brain’s surface [12]. Furthermore,
indirect non-invasive recording modalities such as fMRI, which measures changes in
blood flow that are associated with brain activity, are temporally limited by the speed of
the underlying hemodynamic or metabolic processes, which evolve over seconds and are
much slower than brain processes that unfold on a millisecond timescale [13]. Invasive
modalities, such as electrocorticography (ECoG), require implanting micro-electrodes
inside the skull and involve a significant amount of health risks (e.g., intracranial
hemorrhage or infection [14]). Therefore, despite its limited spatial resolution, EEG
remains one of the most valuable tools for a myriad of brain-related research experiments
because it is non-invasive, readily accessible, inexpensive, and provides temporal
resolution on a millisecond timescale.

2.1.1 Signal Acquisition
An EEG signal represents the potential difference between a scalp electrode and a
designated reference electrode, usually placed over a non-cortical site (e.g., a mastoid). A
ground electrode is then used to measure the voltage difference between the scalp and
reference electrodes. Therefore, the minimal configuration of an EEG measurement must
9

consist of at least one scalp electrode, one reference electrode, and one ground electrode.
Multiple electrode configurations can comprise up to 256 scalp electrodes when placed
according to the International 10-20 electrode placement standard [15].
To perform a conventional EEG recording, a cap or headband containing multiple
electrodes is typically placed on a user's scalp and conductive gel is applied to each
electrode to ensure low skin-electrode impedance. The skin-electrode interface serves as
a transducer, where an ionic current flow within the firing neurons of the brain becomes
a small electronic flow within the electrode; thus, keeping the impedance level between
the skin and electrode low (< 10kΩ) is recommended for recording high-quality signals
[16]. Many EEG systems also benefit from skin abrasion below each individual electrode
to further reduce impedance levels. The electrodes are connected to an amplifier that
magnifies the microvolt-scale amplitudes of the analog EEG signals. An A/D converter
then digitizes the amplified signals so that they can be stored and displayed on a personal
computer (or other relevant device).

2.1.2 Electrode Type
Proper coupling of the skin and electrodes is essential for obtaining high-quality
EEG data with minimal noise interference. In this section, the advantages and
disadvantages of the two most common electrode types, gel-based (wet) and dry, and
their skin coupling medium variations are discussed.
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2.1.2.1

Wet Electrodes
Gel-anchored or “wet” electrodes are the most commonly used type of electrodes

and are often considered to be the gold standard for EEG recording. Wet electrodes can
be either reusable or disposable.
Reusable wet electrodes rely on an electrolytic gel that permeates through the hair
to form a stable, low-impedance path between the electrode and the skin. These electrodes
are usually made of silver-silver chloride, but other conductive metals such as gold or
stainless steel can also be used [17]. An example of an EEG cap containing multiple
reusable wet electrodes is shown in Figure 2.1. In addition to the application of gel, skin
abrasion is often performed directly below each electrode to remove highly resistive parts
of the epidermis.

Figure 2.1: Images of a reusable wet electrode cap. (Left) The inside of the cap.
(Right) Gel being applied to an electrode using a syringe.

Pre-gelled disposable electrodes are typically shaped like large flexible disks with
adhesive glue on one side and a metal snap on the other, which connects to the lead wires
11

of an amplifier. While disposable electrodes are quick and easy to apply, they are limited
to recording areas with little or no hair and, therefore, are typically used in conjunction
with reusable electrodes that can penetrate areas on the scalp containing hair.
Although wet electrodes often produce high-quality EEG recordings, their
preparation is time-consuming and wearing the cap for an extended period of time can be
uncomfortable, which may frustrate users who would like to use the system daily.
Another disadvantage to using wet electrodes is that the conductive gel can dry out in a
matter of hours, disrupting long-term recordings until the gel is replenished. As a result,
the use of dry electrodes that do not require skin preparation or gel is appealing to many
users.
2.1.2.2

Dry Electrodes
The basic design of a dry electrode is based on a set of pins with sufficient length

to make electrical contact with the scalp through hair (see Figure 2.2). Without a
conductive gel present, the skin-electrode contact impedance typically ranges from 100 200kΩ [18]. These high impedance levels create large voltage drops across the skinelectrode interface, resulting in lower SNRs for the recorded voltage signals. In order to
reduce current flow and thereby reduce this voltage drop, an ultra-high input impedance
amplifier is typically directly connected to each electrode, creating what is known as an
“active” electrode.
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While active dry electrodes may reduce certain types of noise (i.e., nonphysiological signals such as power line noise and cable movement), recordings from dry
skin are still subject to increased physiological noise sensitivity due to the lack of a
stabilizing gel layer that buffers the electrodes against movement [2]. Relative motions of
the electrodes with respect to the body give rise to artifacts in the received signal. Thus,
dry electrodes in their current state are unlikely to replace wet electrodes without further
development, either in signal processing or hardware design, due to their reduced signal
quality.

Figure 2.2: Images of the g.Sahara active dry electrode cap. (Left) The inside of
the electrode cap. (Right) A close up of a single electrode.

Other variations of dry electrodes, such as needle and non-contact dry electrodes,
also exist. Micro-fabricated needle electrodes penetrate the high-resistance layer of the
skin to achieve electrical contact comparable to wet electrodes [19]. However, irritation
and pain have been observed when using these electrodes. Non-contact dry electrodes
avoid direct skin-electrode coupling altogether and operate via capacitive coupling.
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Requiring zero preparation, the signal on the scalp is capable of coupling with the metal
portion of the electrode through hair and clothing. While non-contact EEG electrodes have
been shown to successfully record certain visual evoked potentials, the signal quality is
significantly reduced when compared to dry contact electrodes [20]. Currently, motion
artifacts appear to be an insurmountable problem for non-contact capacitive sensors and,
therefore, “dry electrodes” in this document only refers to the dry contact electrodes.

2.1.3 Signal Characteristics
EEG signals are typically defined by their amplitude, frequency, shape, and
location on the scalp [21]. Amplitudes vary from a few microvolts to 100µV, but can be
much higher when corrupted by non-cerebral artifact activity. The frequency content of
EEG ranges from .01 to 100 Hz, which is commonly divided into five bands: delta (.01 – 4
Hz), theta (4 – 8 Hz), alpha (8 – 13 Hz), beta (13 – 30 Hz) and gamma (30 – 100 Hz). These
bands are often associated with a certain stage of consciousness. For example, alpha waves
normally appear with closed eyes or a lapse of attention, and are reduced with increased
alertness [10].
In addition to frequency content, event-related potentials (ERPs) are another wellstudied measure of brain activity that can be recorded by EEG.

ERPs are cerebral

waveforms that contain stable temporal relationships with a definable event (e.g., the
presentation of a stimulus), and consist of a series of negative and positive voltage
deflections that are often referred to as peaks or components (see [11] for a review). The
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nomenclature for these voltage peaks uses the letters “P” and “N” to denote positive and
negative polarity, followed by a number that indicates a peak's temporal position within
the waveform. The amplitude of a peak is usually only a few microvolts and therefore,
these waveforms are easily obscured by noise such as non-relevant brain activity,
physiological signals, or external environmental interference. Thus, it is common practice
to collect several instances of the ERP signal and average them together to increase SNR
[22]. It is also common to apply baseline correction, which subtracts the voltage measured
during a period before the event from the entire waveform so that the signal only reflects
the voltage relative to the pre-event voltage.
An important mid-latency ERP component that has received a great deal of
attention in EEG research is the P300. The P300 is a positive voltage peak that occurs
around 300ms after a rare but relevant stimulus is presented and is speculated to reflect
stimulus evaluation or categorization. Figure 2.3 illustrates an example of an averaged
P300 component signal. A broad range of uses for the P300 exists, which includes lie
detection [23], BCI control [24], and dementia diagnosis [25]. The latency (delay between
stimulus onset and peak voltage) and amplitude characteristics of ERP components such
as the P300 are thought to represent the processing of a stimulus in combination with
higher processes such as attention or memory [26].
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Figure 2.3: An averaged P300 waveform, where a postive voltage component
appears around 300ms after the presentation of a rare but relevant stimulus.

Another important ERP in EEG research is the visual evoked potential (VEP),
which is measured over the posterior EEG channels and typically contains the N100 ERP
component (a negative voltage deflections that occurs around 150 ms post-simulus).
Previous research has shown that VEPs reflect early visual processing of a target stimulus,
which can be modulated by attention [27], [28]. In EEG studies that involve human
learning, such as those that include training on visual search tasks, changes in the VEP
over the course of the experiment suggest that learning is accompanied by reorganizations
in the neural processes that contribute to improvements on the task [29]–[31].
In this work, P300 signals were used for control in a BCI system and VEPs were
used to assess visual processing during marksmanship training in VR. However, due to
the low amplitudes of these ERPs, unwanted components of EEG (artifacts) can easily

16

corrupt how this information is inferred. Thus, in order to successfully interpret and
analyze the EEG data, careful consideration of artifacts in the recordings is required.

2.1.4 Physiological Artifacts
Contamination by artifacts is a well-known problem for both clinical and
experimental EEG. Any recorded signal that is not related to the brain signal of interest
can be termed as an artifact. EEG artifacts are divided into two categories: physiological
and non-physiological. Non-physiological artifacts arise from external sources such as power
lines and electrical equipment. Physiological artifacts are the result of body activity; ocular,
muscular, and cardiac signals are among the most common types of physiological
artifacts. While EEG systems are susceptible to both physiological and non-physiological
artifacts, non-physiological interference can be easily reduced by recording in controlled
areas, shielding cables, and properly attaching electrodes.
However, physiological artifacts can rarely be avoided and are difficult to filter as
they often lie within the same frequency range as desired brain activity [32]. Figure 2.4
shows examples of the frequency ranges and maximum amplitudes for physiological
artifacts whose frequency ranges are known to overlap with EEG signals. Ocular activity,
such as eye movement and blinking, often appears in the frontal channels with amplitudes
above 100µV, although they may extend into other locations on the scalp as well.
Perspiration artifacts also appear at low frequencies and consist of longer waveforms that
slowly shift the electrical baseline over durations of time. Large head and cable
17

movements can also cause artifacts to appear in the recording at lower frequencies, even
if all of the electrodes are in good electrical contact with the skin. Muscle contractions,
such as chewing, give rise to faster recurring potentials and repetitive muscle activities
that can generate fast muscle and slow movement artifacts. Cardiac-related potentials,
which usually appear over the posterior head region, can also be picked up by EEG below
100 Hz.

Figure 2.4: Maximum amplitudes for five common physiological signals plotted
across frequency. The frequency bands of artifacts and brain overlap and, therefore,
simple bandpass filters are not completely effective.

Mitigating artifacts includes methods for both rejection and removal (see [33] and
[34] for a review). Artifact rejection methods, which use predefined criteria to identify the
artifact and remove the entire segment from the EEG recording, are useful for occasional
interference; however, it is often desirable to retain as much data as possible. Artifact
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removal techniques seek to eliminate only the contribution from the interfering source.
While many artifact removal techniques exist, the literature is very broad and researchers
do not seem to agree on a standard method. Uriguen et al. [33] suggested that the lack of
standardized approaches for artifact removal are due to at least three factors: (1) the wide
variability in EEG and artifact signal characteristics, (2) public datasets are scarce and,
hence, comparisons between methods differ among publications, and (3) performance
measures are not consistent from one paper to another, making fair comparisons difficult
to carry out. Novel methods for artifact removal are often extensions or combinations of
the standard existing approaches including regression, filtering, and blind source
separation. However, even the most popular techniques do not always completely
separate cerebral and artifact sources (e.g., independent component analysis in [35]) and
performance varies according to the EEG signal type, recording electrodes, and artifacts
present.
In the first part of this work, a novel method to mitigate the effects of artifact
contamination in noisy dry electrode recordings was investigated that uses data-driven
Bayesian inference for online EEG data collection. Rather than rejecting or removing
artifacts, this method improved SNR by automatically determining the amount of data to
collect online using a probabilistic approach. These improvements were illustrated with a
P300 speller BCI.
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In the second part of this work, EEG was fused with motion tracking using bodymounted sensors to record movement-related activity during a task that was designed to
include stationary and non-stationary periods of EEG recording. Given information about
movement-related activity, EEG analyses were performed in a calculated way that
avoided incorporating large artifacts.

2.2 P300 Speller Brain-Computer Interface
The P300 speller is an EEG-based BCI communication system whose operation
relies on eliciting ERPs to enable a user to spell text on a computer letter by letter. The
name P300 speller refers to the reliance on the P300 component to determine the BCI user's
intent, although other ERP components may also be used for classification [36]. A
standard method for eliciting the P300 component is the oddball paradigm, where two
stimuli are presented in a random series with one of the two occurring infrequently [37].
In 1988, Farwell and Donchin used the oddball paradigm to create a novel BCI spelling
device, and the P300 speller was established [24].

2.2.1 System Operation
To operate a P300 speller, users are first outfitted with an electrode cap for
recording EEG signals. In a typical visual P300 speller, a computer screen containing a
two-dimensional array of characters is presented to the user (see Figure 2.5). To spell a
character, the user focuses on the desired target character as groups of characters are
randomly flashed together. Characters are flashed in groups to increase the character
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presentation rate. When the target character is flashed, since it is rare, a P300 component
is elicited in the EEG response signal. A flash sequence occurs when all of the defined
flash groups have been exhausted once. Due to the low SNR of a single ERP, several flash
sequences are completed to collect multiple repetitions of the P300 component that can be
averaged to improve the SNR. The speller assumes that the character the user intends to
spell is the character corresponding to the response signals containing the largest P300
component.

Figure 2.5: A P300 speller user is presented with a character grid on a computer
screen from which characters may be selected to spell.

BCI systems such as the P300 speller need to be calibrated for a specific user due
to variations in brain structure and neural responses. To calibrate the P300 speller, the
user is asked to copy each letter exactly as it appears at the top of the character matrix in
order to collect labeled training data. Users do not receive feedback during calibration.
The training data are used to develop a learning algorithm that classifies future online
EEG recordings to determine the likelihood of whether a flash response signal contains
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the P300 component. Following calibration, BCIs are typically tested online using singleword copy-spelling tasks. During copy-spelling, the user is once again asked to copy each
letter exactly as it appears at the top of the character matrix and is now provided with
real-time feedback of the selected character (i.e. the character with the highest score from
the trained classifier).
The performance of the P300 speller during online testing is typically evaluated
using measures such as spelling accuracy, chance level performance, and communication
rate. Accuracy is defined as the percentage of characters spelled correctly during a copyspelling session; anecdotally, an accuracy of > 70% is typically considered the standard for
a user being able to spell accurately. Chance level accuracy is the measure of whether or
not a certain level of spelling accuracy was achieved through random character selection
[38]. Bit rate is a measure of communication systems that incorporates accuracy, speed,
and the number of selectable characters presented on the screen [39].

2.2.2 Impact of Electrode Type on Performance
Despite significant improvements in BCI performance over the last decade, the
P300 speller remains primarily a research device rather than a home-based
communication aid [40]–[42]. One limitation that inhibits widespread use is the complex
and time-consuming process of applying conventional wet electrodes for EEG recording.
In order to reduce skin impedance and ensure electrical contact with the scalp, wet
electrodes require the application of conductive gel to each electrode and abrasive skin
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preparation. Depending on the number of electrodes used, this process can take ten
minutes or more and varies with regard to the ability and experience of the person setting
up this system. For people with severe communication disabilities and their caregivers
who would like to use the system daily, minimizing this set-up time is highly desirable
[40].
In an attempt to reduce the required set-up time, the use of dry electrodes for P300based BCIs has been explored ([3]–[5], [43]). Dry electrodes are much faster and easier to
use, as they do not require the application of gel to each electrode. However, due to poor
skin-electrode contact, dry electrode systems are much more sensitive to physiological
artifact noise than wet electrodes. Signal quality can have a significant impact on BCI
performance. The lower SNR can decrease the detectability of the ERPs used for BCI
control, which may negatively affect both the speed and accuracy of the system.
Several studies have evaluated the performance of dry electrodes in comparison
to wet electrodes for use with P300-based BCIs in able-bodied participants with mixed
results. In a comparison of a hybrid dry electrode sensor array (HESA) system to a
conventional wet electrode system, Sellers et al. [3] observed higher P300 speller accuracy
with the wet electrode system for four out of eight participants, although the differences
in accuracy were not statistically significant. Zander et al. [4] showed that the amplitude
and temporal structure of the grand average P300 signal did not differ significantly
between their novel dry electrode system and a conventional wet electrode system, but
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offline analysis revealed significant differences existed between the classification
accuracies. Grozea et al. [5] developed a novel dry electrode system using bristle sensors,
but observed significant differences between the P300 signal characteristics recorded with
their system and a conventional wet electrode system. A study performed by Guger et al.
[43] compared P300 speller accuracies with their commercially available g.Sahara dry
electrode system to accuracies obtained in a previous study [44] with a conventional wet
electrode system. The wet electrode study reported an average accuracy of 91.0% ± 18.5
across 81 participants while the average accuracy in the dry electrode study was 90.4% ±
17.2 across 23 participants. However, although no significant difference was observed
between the accuracies across participant pools for the two systems, intra-participant
variation across the two participant pools may have been a confounding factor.
To determine whether similar wet and dry electrode system accuracies could be
achieved using the same participant pool, a comparative analysis study was performed
by the Brain-Computer Interface Laboratory at East Tennessee State University. This
study compared the P300 speller performance of a conventional wet electrode system and
the g.Sahara dry electrode system in sixteen able-bodied participants by collecting the
same amount of data using both electrode types (termed static data collection). The
performance results, measured by spelling accuracy and bit rate, are shown in Figure 2.6.
Assuming a binomial distribution on the probability of correctly selecting a set of
characters [38], chance level accuracy was 11.1%.
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Figure 2.6: Comparison of able-bodied participants’ performance between wet
and dry electrode systems in the static data collection environment for (a) spelling
accuracy, in percent correct, (b) bit rate, in bits per minute, and (c) the amount of data
collected. Pairwise significance tests revealed the difference in performance between
the electrode systems were statistically significant for both performance measures (p <
.001).

Twelve out of the sixteen participants in this study performed worse with the dry
electrode system when compared to the wet electrode system. Two Wilcoxon signed-rank
tests revealed that the differences in performance between the dry and wet electrode
systems were statistically significant for both accuracy and bit rate (p < .001). This suggests
that improvements, either in signal processing or in hardware design, may be required to
bring dry electrode systems to the same level of performance as wet electrode systems.
Dry electrodes would greatly simplify the set-up process for P300 speller systems.
However, as demonstrated by the results in Figure 2.6, the low signal quality of dry
electrode system recordings results in poor system performance, which can lead to user
and caregiver frustration. One reason for poor performance may be due to the fact that
dry electrodes are more sensitive to physiological artifact noise than wet electrodes.
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In the standard static data collection environment, the P300 speller collects a
predefined number of repetitions of the EEG response signal and averages them to
improve the SNR of the ERP. This number is held constant across participants and
characters spelled. All of the “wet versus dry” electrode comparison studies mentioned
previously relied on static data collection for which the same amount of EEG data was
collected from both electrode systems. However, given the poorer quality of the dry
electrode recordings, these systems may have benefited from additional data collection to
improve the SNR. In the next section, a novel algorithm for controlling the amount of EEG
data collected online is discussed that provides the flexibility to adjust the number of
repetitions collected based on the quality of the incoming signals (termed dynamic data
collection).

2.2.3 Bayesian Dynamic Data Collection
Several methods for adaptively controlling data collection in a P300 speller have
been proposed in literature (e.g., [45]–[48]). However, many of these methods depend on
some form of past performance of the participants. For example, Serby et al. [45] and
Lenhardt et al. [46] set a threshold for stopping data collection using training data
averaged across a participant pool, which may not translate if the participant pool is
changed. Jin et al. [47] bypassed this problem by using participant-specific stopping
criteria, but also made the assumption that participant performance remains relatively
constant throughout a spelling session. In contrast to these studies, Throckmorton et al.
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[48] avoided depending on past performance by developing a probabilistic dynamic data
collection algorithm that automatically determined the amount of data to collect on a
subject-by-subject and character-by-character basis based on the quality of incoming data.
If data were of poor quality, additional data was collected to improve accuracy, and if
data were of high quality, the amount of data collection was reduced to increase spelling
speed. This algorithm resulted in significant improvements in accuracy and spelling
speed for able-bodied participants with a wet electrode system. These results were
validated in a separate study with participants with amyotrophic lateral sclerosis (ALS),
one of the target populations for P300 spellers [49].
The amount of data collected by the dynamic stopping algorithm is controlled by
a threshold on the probability that each character in the grid is the target character (𝑐 ∗ ).
The initial probability of each character being the target is set to 1/N (where N is the total
number of characters in the grid), i.e., no a priori knowledge is assumed. For each new
EEG response signal (𝒙𝒋 ) obtained after a character group flash (𝑺𝒋 contains the characters
in a group), a classifier score is calculated (𝑦𝑗 = 𝒘 ∗ 𝒙𝒋 , where 𝒘 represents the trained
classifier weights) and stored in 𝒀𝒋 = [𝑦1 , … , 𝑦𝑗−1, 𝑦𝑗 ]. The probability for each character
(𝑐𝑛 ) in group 𝑺𝒋 is then updated using the likelihood estimates from the training data
(obtained from the probability density functions for the target, 𝑝(𝑦𝑖 |𝐻1 ), and non-target,
𝑝(𝑦𝑖 |𝐻0 ), response signals). The update equation is based on Bayes rule and implemented
as
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𝑃(𝑦𝑗 |𝑐𝑛 =𝑐 ∗ ,𝑺𝒋 )𝑃(𝑐𝑛 =𝑐 ∗ |𝒀𝒋−𝟏 ,𝑺𝒋−𝟏 )

𝑃(𝑐𝑛 = 𝑐 ∗|𝒀𝒋 , 𝑺𝒋 ) = ∑𝑁

𝑖=1 𝑃(𝑦𝑗 |𝑐𝑖 =𝑐

∗ ,𝑺 )𝑃(𝑐 =𝑐 ∗ |𝒀
𝒋
𝑖
𝒋−𝟏 ,𝑺𝒋−𝟏 )

( 2-1 )

where 𝑃(𝑐𝑛 = 𝑐 ∗|𝒀𝒋 , 𝑺𝒋 ) is the posterior probability of a character 𝑐𝑛 being the target
character, 𝑃(𝑦𝑗 |𝑐𝑖 = 𝑐 ∗ , 𝑺𝒋 ) is the likelihood of the classifier score given that 𝑐𝑖 was/was not
in group 𝑺𝒋 ,and 𝑃(𝑐𝑖 = 𝑐 ∗ |𝒀𝒋−𝟏 , 𝑺𝒋−𝟏 ) is the prior probability of a character 𝑐𝑖 being the
target character.
The complete algorithm is summarized by the flowchart provided in Figure 2.7
(adapted from [48]). The top row demonstrates how the likelihood estimates are obtained
using the classifier scores from the labeled training data. The scores are first grouped by
whether a target was present/absent and the likelihood probability density functions are
then created using kernel density estimation. The bottom row demonstrates the online
implementation for dynamically controlling the collection of test data. Initially, a uniform
distribution is assumed for each character in the grid. With each new flash, a new classifier
score is obtained and the probabilities for the characters in this flash group are updated
with the associated target likelihood estimate. The probabilities for the characters outside
of the flash group are simultaneously updated with the associated non-target (target
absent) likelihood estimate. After the character probabilities are updated, they are then
compared to a threshold. If one of the character probabilities exceeds the threshold, that
character is selected as the target character to be spelled. If not, a new flash is presented
and the updating process is repeated.
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Figure 2.7: A flowchart representing the dynamic stopping algorithm described
in Throckmorton et al. [48]. The top row represents the offline calibration needed to
obtain likelihood density estimates from labeled training data, while the bottom row
shows how these estimates are used during online processing to dynamically contol
data collection.
In the next chapter, the use of this algorithm was investigated as a possible
solution to help make dry electrodes in a P300 speller system feasible as a home-based
communication aid. Additionally, an analysis of the differences in signal characteristics
between the wet and dry electrode recordings was also conducted to help elucidate any
observed performance results.

2.3 Visual-Motor Skill Learning
EEG has many uses for the scientific investigation of brain function. In the second
part of this research, a fusion of EEG and motion tracking was used as a tool to study the
ability of humans to integrate visual perception with motor control (i.e., visual-motor
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skills) during a full-body marksmanship task in VR. Visual-motor skills play a key role in
all human action, from everyday functional tasks such as handwriting to more
complicated tasks such as competitive sports. Given the importance of these skills, there
is a profound interest in understanding the psychophysiological changes accompanying
skill learning during complex motor tasks. Knowledge such as this has the potential to
provide useful information to inform the design of training programs, such as those for
athletics, to accelerate skill learning.
Previous research has demonstrated that visual-based tasks require cognition that
interacts with perception and motor action (e.g., [29]). Recording the cognitive processes
involved in performing a visual-motor task requires a portable modality with sufficient
temporal resolution to capture brain activity on the millisecond timescale of motor
behavior, making EEG the most suitable choice. However, due to the large amount of
motion artifacts recorded during active behavior, traditional EEG experiments to study
visual-motor ability typically restrict participants to performing minimally-active motor
responses (e.g., a button press or joystick control) to suddenly presented stimuli on a
computer screen [7]. Given that much of human cognition is tightly coupled to our
environment and physical actions, these experiments may not be capturing important
brain activity involved with performing a more complex real-world motor task. Thus, the
study of the brain processes supporting motor function requires a new approach to
experimental protocols and data analyses. To overcome the restrictions of established
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approaches, researchers have introduced a new technique known as Mobile Brain/Body
Imaging (MoBI), which uses EEG in combination with motion sensors to study brain
activity while users physically interact with their environment [8].

2.3.1 Mobile Brain/Body Imaging
The goal of MoBI research is to investigate the links between distributed brain
dynamics and motivated natural behavior using synchronized recordings of EEG and
movement tracking. Making use of these multiple data streams, this approach no longer
considers movement-related activity as artifacts but as aspects of cognitive activity
associated with a motor task.
Previous MoBI studies have focused on recording brain activity during
stereotyped movements (e.g., walking [50]–[53], rhythmic finger movements [54], cycling
[55]), where recurrent patterns of movement allow for motion artifacts to be extracted and
then subtracted from the raw EEG data. While these studies clearly show that brain
activity can be analyzed during repetitive movement, it is also important to investigate
brain activity during nonstereotyped movements, which can be used to determine how
much traditional EEG experiments that restrict participants’ natural movements deviate
from experimental results in actively moving participants.
A recent study by Jungnickel and Gramman investigated brain dynamics during
a volatile nonstereotyped pointing movement [56]. Using a visual oddball paradigm,
participants in the study were required to react to color changes in a moving target with
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either a button press or by physically pointing towards the target. The results revealed
faster reaction times and significantly higher P300 amplitudes in the EEG data for target
stimuli in the pointing condition when compared to the button press condition,
suggesting that differences in the brain dynamics may exist for various behavioral states.
Jungnickel and Gramman demonstrated for the first time that MoBI is feasible for
recording cognitive processes during nonstereotyped movement, which could generalize
to a wide range of motor tasks involving natural interaction with a dynamic system, such
as those involved in sporting events.
Relationships between brain activity and motor proficiency have been reported for
sports-related tasks such as marksmanship [57]–[61], golf putting [62], [63], and archery
[64]–[66] using EEG. However, these tasks are typically performed as self-paced tasks that
require minimal movement to acquire a static target. Tasks that require larger natural
movements to engage with a dynamic target (e.g., catching a ball, trap shooting) introduce
additional brain processes that allow for the integration of proprioception (awareness of
the position of one's body) and the vestibular system (sensory system that provides input
about one's body movement and orientation in space) [56]. Thus, EEG experiments that
limit mobility may not be capturing the full cascade of cognitive processing involved with
performing a real-world, nonstereotyped motor action.
In this research, the MoBI framework was extended to include immersive VR to
study visual-motor skill for nonstereotyped movement during a multi-day dynamic
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marksmanship training regimen. This task was modeled after the Olympic Trap Shooting
event, where shooters must prepare their gun for the launch of a clay pigeon and, upon
release, track the moving target before pulling the trigger to intercept it as it moves away
from them. The trap shooting task is particularly useful for studying visual-motor
learning because it produces discrete measures of performance (participants either hit or
miss the target) while still requiring proficient hand-eye coordination. In order to capture
complex movements such as aiming during dynamic shooting, simulation technologies
such as immersive VR provide precise position and orientation tracking that can easily be
fused with EEG that creates a powerful testbed for naturalistic neuroscience research.
Properly equipped VR systems also offer flexible control of an indoor 3D environment
that allows for the easy modification of task parameters. Additionally, training in VR has
been shown to translate improvements of motor skill to improvements in the real-world
(e.g., [67]).

2.3.2 Biomarkers of Skilled Performance
One of the main objectives of this research was to identify the predictive EEG and
kinematic biological markers (biomarkers) of performance for the simulated marksmanship
task. The term biomarker commonly refers to a measurable indicator of a specific
biological state, which can be used to describe the psychophysiological processes
underlying visual-motor skill learning in this study.
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Previous

studies

on

marksmanship

have

identified

several

potential

psychophysiological biomarkers that differentiate between novice and expert marksmen;
however, the focus of this literature was primarily on static marksmanship, where
participants fired at fixed targets at predetermined distances [57]–[61]. In these studies,
the pre-shot routines of expert marksmen were characterized by an increase in EEG alpha
power (8 – 12Hz) in the seconds leading up to the trigger pull, indicating that expert
marksmen have reduced cortical activation when compared to novice marksmen. For
marksmanship studies involving a dynamic target, only kinematic behavioral differences
between experts and novices were reported [68], [69]. Expert marksmen exhibited
significantly faster eye reaction times, lower peak velocities for gun barrel movements,
shorter durations between peak velocity and the shot, shorter total movement times, and
smaller displacement of the gun.
While all of these previous studies demonstrated that certain elements of
preparatory attention and motor behavior are enhanced in expert shooters, much less is
known about development of visual-motor skill and expertise as a function of training.
Although there has been a growth in interest and research to gain a better understanding
of the basic psychophysiological mechanisms that drive skill learning during dynamic
tasks (e.g., [70]–[74]), these studies typically involve minimally-active laboratory tasks
where the same principles may not apply to motor learning in more complex situations.
Thus, one of the goals of this research was to gain a more complete picture of the
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systematic changes in the psychophysiological mechanisms that accompany performance
improvements through the practice of the full-body dynamic marksmanship task.
This work builds upon a past study by Rao et al. [75], which demonstrated that
performance improvements on a similar marksmanship task in VR were correlated with
significant changes in the movement kinematics over a single day of practice. Participants
in the study exhibited longer, slower, and more precise ballistic movements (i.e., the large
initial controller movement to advance towards the general vicinity of the target) that
replaced effort spent on movement corrections and refinement before the trigger was
pulled to shoot. While the discovery of these kinematic changes during early learning
were interesting in themselves, the findings also indicated that it may be possible to shed
light on their neural basis through the addition of neurophysiological monitoring with
EEG.
Therefore, in this study, a fusion of EEG and motion tracking in VR was used to
study the relationships between the brain and body while participants performed the
simulated marksmanship task over three days of practice. The addition of EEG recording
in the VR training environment added a new dimension into the investigation of
biomarkers that reflect motor skill learning. With this novel framework, potential
biomarkers were extracted from EEG and motion tracking data that reflected the temporal
evolution of pre-launch preparatory brain oscillations, neural response in the visual
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hemisphere induced by the launch of the target stimulus (VEPs), and kinematic response
that transpired over the course of a single trial.

2.3.3 Biomarker Identification
In recent years, there has been an increasing interest in the identification of
biomarkers to assess health and performance in sports-related research [76], [77].
Validated biomarkers can aid coaches, athletes, and researchers in the design of training
programs that can increase their effectiveness. As such, one of the key objectives in this
research was to develop and identify biomarkers that were predictive of success in the
simulated marksmanship task.
In general, there are two main methods for identifying biomarkers. The first
method utilizes univariate statistical hypothesis tests, such as the repeated measures
analysis of variance (ANOVA), to identify biomarkers that provide a significant amount
of information in isolation from other biomarkers. However, it is expected that most
biological processes involve complex multivariate interactions that univariate techniques
might miss. Therefore, another method for biomarker identification is to utilize a machine
learning classification approach that highlights multivariate combinations of predictive
biomarkers.
A binary classifier discriminates between two classes of features (i.e., variables or
biomarkers that describe the observed data). The classifier is trained with a set of features
thought to represent a set of unseen test features with the same distribution. In order to
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evaluate how well the classifier differentiated between the two classes, the receiver
operator characteristic (ROC) curve is typically used. ROC curves are a method for
comparing the sensitivity (i.e., the number of true positive predictions divided by total
the number of true positive and false negative predictions) to the specificity (i.e., the
number of false positive predictions divided by the total number of false and true negative
predictions) across all possible decision thresholds. An example of an ROC curve is shown
in Figure 2.8. A summary of the ROC curve can be obtained by computing its area under
the curve (AUC) and used as a single measure of classifier performance. Higher AUCs
(i.e., closer to 1) indicate better prediction performance.

Figure 2.8: Example of an ROC curve. The curve represents a tradeoff between
sensitivity, or probability of true positive, and specificity, or probability of false
positive.
Biomarker classification is often preceded by techniques for feature selection to
identify the combinations of biomarkers with the most predictive power. In this work, a
greedy feature search method known as sequential forward floating selection (SFFS) was
utilized to obtain a subset of features that is likely to contain the most predictive
biomarkers [78]. Greedy search methods such as SFFS iteratively form a best feature
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subset by maximizing the performance (e.g., AUC) of the chosen classifier. The SFFS
algorithm starts from the empty set and adds a new best feature on each forward step.
After each forward step, however, the algorithm performs a backwards step by
subtracting the worst feature that least reduces performance. If subtracting the worst
feature improves performance, this step is repeated. The addition of the backwards step
reduces the chance of obtaining a locally optimum solution.
In Chapters 4 and 5, these methods are used to identify EEG and kinematic
biomarkers that are predictive of performance in the simulated marksmanship task.
However, while hand-crafted biomarkers such as these are easy to interpret, they often
ignore the more complex spatiotemporal dependencies within the data. Therefore, in the
next section, an alternative approach for predicting marksmanship success is introduced
that uses time series methods to model the continuous motion patterns of the controller,
which eliminates the need to manually design biomarkers that may fail to expose the more
predictive underlying properties of the data.

2.3.4 Motion Trajectory Prediction
Time series prediction is the process of using a model to generate sequential
predictions of future events based on known past events. Given the repeated temporal
structure of the psychophysiological processes that transpired over the course of a trial
during the marksmanship task, it may be possible to use time series prediction methods
to estimate how a participant will react in the future. By adding order dependence to the
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predictions using the time dimension, these methods have the potential to estimate
whether the controller’s virtually projected ray will intersect with the target well before
they pull the trigger to shoot. A prediction model such as this could be used in a closedloop feedback approach that alerts individuals in real-time when shooting might be
suboptimal.
Several approaches to modeling the motion trajectories of moving objects have
been reported for vehicles [79]–[82], robots [83]–[85], pedestrian paths [86]–[89], and hand
movements in the form of computer mouse motion [90]–[92]. In Chapter 6, these methods
were adapted to build 3D motion models of the firearm controller’s motion trajectory
during the simulated marksmanship task.
2.3.4.1

Controller Motion
The tracking system used in this study measured the 3D position vector, 𝒑𝑠𝑒𝑛𝑠𝑜𝑟 =

[𝑥, 𝑦, 𝑧], and unit direction vector, 𝒅𝑠𝑒𝑛𝑠𝑜𝑟 = [𝑎, 𝑏, 𝑐], for the controller-mounted sensor
during the simulated marksmanship task. These values were combined to create a
virtually projected pointer that was used to aim and intersect targets throughout the task.
The virtually projected ray was determined by
⃗ = 𝒑𝑠𝑒𝑛𝑠𝑜𝑟 + 𝛽𝒅𝑠𝑒𝑛𝑠𝑜𝑟
𝒓

( 2-2 )

⃗ is ray and 𝛽 is a scalar value that varies to represent points along the ray. In order
where 𝒓
to determine whether the target was hit or missed at the time of the trigger pull, the closest
point on the ray to the center of the target was calculated as
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𝛽𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑙𝑒𝑟 = (𝒑𝑡𝑎𝑟𝑔𝑒𝑡 − 𝒑𝑠𝑒𝑛𝑠𝑜𝑟 ) ∙ 𝒅𝑠𝑒𝑛𝑠𝑜𝑟

( 2-3 )

𝒑𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑙𝑒𝑟 = 𝒑𝑠𝑒𝑛𝑠𝑜𝑟 + 𝛽𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑙𝑒𝑟 𝒅𝑠𝑒𝑛𝑠𝑜𝑟

( 2-4 )

where 𝒑𝑡𝑎𝑟𝑔𝑒𝑡 is the 3D position of the center of the target and 𝒑𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑙𝑒𝑟 is the closest 3D
position on the ray to the center of the target. If the Euclidean distance between 𝒑𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑙𝑒𝑟
and 𝒑𝑡𝑎𝑟𝑔𝑒𝑡 was less than or equal to 1 ft at the time of the trigger pull, the shot was
considered a hit. An example of these positions for a single frame of the task is shown in
Figure 2.9.

Figure 2.9: Cartoon example of the spherical target (orange) and controller (blue)
positions for a single frame captured during the simulated marksmanship. The dashed
red line represents the virtually projected ray emitted by the handheld firearm
controller.
Throughout the remainder of this document, controller motion trajectories are
illustrated using the closest position on the ray to the center of the target. Additionally,
3D Cartesian positions are mapped to 2D spherical positions (azimuth and elevation
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angles) for visualization purposes only. Examples of the 2D target and controller
trajectories are shown in Figure 2.10.

Figure 2.10: Examples of the spherical target (orange) and controller (blue)
trajectories (all frames included) displayed in spherical coordinates. Each point
represents data sampled at a time frame (~16.67ms). The color gradient of a trajectory
changes from light to dark to represent the start and end of the trajectory, respectively.
In the following subsections, brief descriptions of the basis for each of the methods
used to predict 𝒑𝑐𝑜𝑛𝑡𝑟𝑜𝑙𝑙𝑒𝑟 in Chapter 6 are provided.
2.3.4.2

Recursive Bayes Filters
A state is a group of numbers that describes the underlying configuration of a

system (e.g., position and orientation). A general framework for recursively estimating
the state of a dynamic system at time 𝑡 using information about its previous state at time
𝑡 − 1 is known as the Bayes filter algorithm. Techniques for implementing the Bayes filter
algorithm are commonly used to estimate motion trajectories in a variety of different
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tracking problems, such as mobile robotics and target tracking in surveillance systems.
For the simulated marksmanship task, controller motion at a discrete time step 𝑡 can be
estimated as a multivariate state, 𝒔𝑡 , defined by the controller-mounted sensor’s 3D
position (𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡 ) and orientation expressed as azimuth and elevation angles (𝜃𝑡 , 𝜙𝑡 )
along with its linear and angular instantaneous velocities.
One of the most widely used parametric implementations of the Bayes filter is the
Kalman filter [93]. The Kalman filter is a relatively simple algorithm that applies a linear
operator to the estimate of a current state to predict estimates of future states. The Kalman
filter assumes these variables are normally distributed with a mean 𝝁 (the expected value
of the state) and a covariance matrix 𝛴 (uncertainty). This assumption is essential because
the application of a linear operator to a normally distributed state produces another
normally distributed state, which allows the filter to operate recursively.
The Kalman filter algorithm is typically implemented in two distinct stages for
prediction and measurement correction. In the prediction stage, the current state at time
𝑡 − 1, defined by 𝝁𝑡−1 and 𝛴𝑡−1 , is used to predict an estimate of the next state at time 𝑡.
An example of the prediction stage is shown in Figure 2.11. In this figure, the current state
is modified according to a linear motion model, which is represented in matrix form using
state transition matrix 𝐹. The state transition matrix is determined using a priori
knowledge of the linear equations that describe the system, such as the basic kinematic
equation to describe objects in motion (e.g., 𝑥𝑡 = 𝑥𝑡−1 + Δ𝑥𝑡−1 where 𝑥 is position and Δ𝑥
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is instantaneous velocity). Unknown uncertainties from the environment (e.g., jerk
movements between sensor measurements) are modeled by adding a process noise
covariance matrix 𝑄 to the current state covariance Σt−1 . In practice, the covariance values
in 𝑄 are tuned to small values because selecting overly large values increases uncertainty
in the prediction, which implies that the model produces poor predictions of the
trajectory. The output of the prediction stage is the estimated state at the next time step 𝑡,
̂ 𝑡 is a prediction made from the previous best estimate 𝝁𝑡−1
where the new best estimate 𝝁
and the new uncertainty 𝛴̂𝑡 is a combination of the previous uncertainty 𝛴𝑡−1 and
uncertainty from the environment 𝑄. Repeated application of the prediction stage allows
for the predicted state to be calculated many time steps into the future and, for long-term
prediction applications such as controller trajectory prediction, the measurement
correction stage is ignored.

^
^

Figure 2.11: A 1D example of a Kalman filter prediction. Linear combinations of
the transition matrix 𝐅 with the mean and covariance of the current state (a 1D Gaussian
defined by 𝛍𝐭−𝟏 and 𝚺𝐭−𝟏 ), plus some process noise 𝐐, are used to predict the mean and
̂𝐭 ).
̂ 𝐭 and 𝚺
covariance of the next state (another 1D Gaussian defined by 𝛍
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Given that motion is rarely linear in practice, the linear transition assumption of
Kalman filter often does not hold. Variations of the Kalman filter that relax the linear
assumption include the extended Kalman filter and the unscented Kalman filter, which
allow for nonlinear transition functions via linearization methods [83]. However, without
an accurate transition model, inaccuracies and errors propagate in the predictions and
produce poor estimates of the state as time progresses. Additionally, due to the complex
nature of human motion, parametric models might be too restrictive when varying
degrees of uncertainty are present in the data.
2.3.4.3

Gaussian Process Regression
A more flexible nonparametric method for modeling trajectories that relies on

previously seen trajectories is Gaussian process (GP) regression [94]. A GP 𝑓(𝒔) is a
collection of random variables where the marginal distribution over any finite subset has
a joint Gaussian distribution. One can think of a GP as defining a distribution over
functions that describe a set of data, where the properties of possible functions are fully
defined by a mean 𝑚(𝒔) function and a covariance function 𝑘(𝒔, 𝒔′) based on the following
equations:
𝑚(𝒔) = 𝐸[𝑓(𝒔)]

( 2-5 )

𝑘(𝒔, 𝒔′ ) = 𝐸[(𝑓(𝒔) − 𝑚(𝒔))(𝑓(𝒔′ ) − 𝑚(𝒔′ ))]

( 2-6 )

Assuming a normal distribution, the GP can be written as:
𝑓(𝒔) ~ 𝒩(𝑚(𝒔), 𝑘(𝒔, 𝒔′ ))

( 2-7 )
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The output of the GP is a normal distribution that is described by 𝑓(𝒔) for some input 𝒔.
Moreover, the corresponding vector of outputs for any vector of inputs [𝒔1 , … 𝒔𝑛 ] is a
Gaussian [𝑓(𝒔1 ), 𝑓(𝒔2 ), . . . , 𝑓(𝒔𝑛 )] ∼ 𝒩(𝝁, 𝐾𝑆,𝑆 ), with mean 𝝁 such that 𝝁𝑖 = 𝑚(𝒔𝑖 ) and
covariance matrix 𝐾𝑆,𝑆 that satisfies (𝐾𝑆,𝑆 )𝑖𝑗 = 𝑘(𝒔𝑖 , 𝒔𝑗 ).
In GP regression, the distribution over functions is used as a prior for Bayesian
inference that can be converted into a posterior distribution over functions after some data
are observed. The form of possible functions is determined through the choice of a kernel
function for covariance function 𝑘 and the hyperparameters within the kernel function. A
kernel function is used because the posterior distribution is defined solely in terms of
inner products in the input space, which means the input can be projected into a higher
dimension feature space by replacing occurrences of those inner products with the kernel
function 𝑘(𝒔, 𝒔′). This technique can also lead to computational savings in situations
where it is cheaper to compute then kernel than the explicit computation of the input
vectors themselves.
Given a new test input, 𝑠∗ , the posterior distribution 𝑓∗ over the predicted values
is obtained by conditioning on the observed training data where the inputs 𝑆 = [𝒔1 , … 𝒔𝑛 ]
have scalar targets 𝒚 = [𝑦1 , … , 𝑦𝑛 ]:
𝑓∗ | 𝑠∗ , 𝑆, 𝒚 ∼ 𝑁(𝑘(𝑠∗ , 𝑆)𝑘(𝑆, 𝑆)−1 𝒚,
𝑘(𝑠∗ , 𝑠∗ ) − 𝑘(𝑠∗ , 𝑆)𝑘(𝑆, 𝑆)−1 𝑘(𝑆, 𝑠∗ )𝑇 )
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( 2-8 )

In this work, GP regression was used to model the controller trajectories using
instantaneous velocity flow fields. The controller state at a discrete time point, 𝒔𝑡 , was
defined by its position and orientation. This is different from the controller state defined
in the previous section for the Kalman filter, which included velocity.
For this method, instantaneous velocity (Δ𝒔𝑡 = 𝒔𝑡+1 − 𝒔𝑡 = (Δ𝑥𝑡 , Δ𝑦𝑡 , Δ𝑧𝑡 , Δ𝜃𝑡 ,
Δ𝜙𝑡 )) is treated as the target variable where each dimension is assumed to be independent.
A Gaussian process prior was placed over 𝑓(𝒔) which lead to a prediction model with the
following form:
𝑝(∆𝑥𝑡 |𝒔𝑡 , 𝐷𝑥 ) ≈ 𝑁(𝐺𝑃µ (𝒔𝑡 , 𝐷𝑥 ), 𝐺𝑃𝛴 (𝒔𝑡 , 𝐷𝑥 ))

( 2-9 )

where the training dataset 𝐷𝑥 = {𝒔𝑖 = (𝑥𝑖 , 𝑦𝑖 , 𝑧𝑖 , 𝜃𝑖 , 𝜙𝑖 ), ∆𝑥𝑖 }𝑖 =1...𝑛 represented a set of
trajectories containing 𝑛 position and instantaneous velocity observations, and similar but
independent models were used to predict ∆𝒚, Δ𝒛, Δ𝜽, and Δ𝝓.
The squared exponential kernel function was used for the covariance function 𝑘
(2-10), which enforces smoothness between neighboring inputs and outputs. The choice
of this kernel for this application was intuitive because it is expected that neighboring
points along the controller’s trajectory leads to movement in similar directions. The
squared exponential kernel function is defined by:
2

1

𝑘(𝒔𝑖 , 𝒔𝑗 ) = 𝜎𝑓2 𝑒𝑥𝑝 ( − 2 ||𝒔𝑖 − 𝒔𝑗 || ) + 𝛿𝑖𝑗 𝜎𝑛2
𝛬

( 2-10 )

where the hyperparameters in the covariance function (𝜎𝑓 , 𝛬, and 𝜎𝑛 ) express prior
information about the expected form of the motion model. Inferences about the
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hyperparameters can be made from the observed training data. The log likelihood of the
data given the hyperparameters for the observed training targets (e.g., Δ𝒙) at inputs 𝑆 can
be expressed as
1

𝑙𝑜𝑔 𝑃(Δ𝒙|𝑆, 𝜎𝑓 , 𝛬, 𝜎𝑛 ) = − 2 Δ𝒙𝑇 𝑘(𝑆, 𝑆)−1 Δ𝒙 −
1
𝑙𝑜𝑔
2

|𝑘(𝑆, 𝑆)| −

𝑛
2

( 2-11 )
𝑙𝑜𝑔 2𝜋

The hyperparameters of the maximum log likelihood are found by optimizing this
equation, which is typically done using standard optimization routines such as iterative
conjugate gradients [95].
An example of a GP motion model trained using 2D trajectory data containing
only (𝑥, 𝑦) positions is shown in Figure 2.12, where the training trajectories start in the
bottom left corner and moves upwards towards the right corner. The mean instantaneous
velocity predictions obtained from the GP model follow the same direction as the training
trajectories and uncertainty in the predictions (GP variance) increases further away from
the training data.
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Figure 2.12: A synthetic 2D example of a trained GP motion model for trajectory
prediction. The training trajectory data points are shown in red. The blue arrows
correspond to the mean predicted instantaneous velocity and the shading represents
the variance of the prediction, where darker shades indicate higher uncertainty.

However, GPs are limited to learning only pairwise correlations between the input
observations, making it difficult to account for long-term dependencies and often ignoring
more complex temporal structures in the data. Fusing GPs with Bayes filters has the
potential to address this issue because Bayes filters can recursively propagate the
predicted state estimation through the velocity flow field (e.g., [84], [86]). Therefore, in
this work, combinations of GP regression and Bayes filters for long-term controller
trajectory predictions were explored for the simulated marksmanship task, with the
traditional Kalman filter model serving as the baseline to evaluate performance.
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2.3.4.4

Recurrent Neural Networks
Another approach to learn nonlinear motion models from previously seen data is

through recurrent neural networks (RNNs), which have seen a recent explosive growth
in interest due to their success in applications with sequential data [96]. Like GPs, RNNs
also use information about previously observed trajectories to make more informed
predictions about future motion. One of the main advantages of RNNs over GPs is that
they are able capture temporal dependencies between data points along the trajectory,
which creates an end-to-end model that no longer requires the incorporation of recursive
methods such as Bayes filters into their framework. RNNs operate in a similar sequential
manner to Bayes filters, where predictions can be made at each time step using
information from previous inputs and the current input. However, unlike Bayes filters,
RNNs do not make assumptions about the type of motion, meaning they are able to
capture both linear and nonlinear motion. Another difference between RNNs and GPs is
that RNNs are discriminative models, meaning that the output is single value rather than
a distribution.
The basic structure of an RNN is a unit that takes an input 𝒔𝑡 at discrete time 𝑡 and
outputs 𝒉𝑡 (see Figure 2.13). The information derived in the unit at time 𝑡 is looped back
into the unit at time 𝑡 + 1, giving it memory of previous inputs.
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Figure 2.13: Example of the RNN structure. Computations derived by unit 𝑼
from input 𝒔𝒕 at discrete time 𝒕 are output to 𝒉𝒕 and fed back into the network at the
next time step. This allows the network to store memory over time, which is ideal for
modeling sequential tasks with long term dependencies.
The most common RNN is the long short-term memory network (LSTM). First
introduced in 1997 by Hochreiter and Schmidhuber [97], LSTMs were explicitly designed
to avoid a common long-term dependency problem with traditional RNNs known as the
vanishing gradient problem. At the core of the LSTM is the cell state (𝐶), which gives it
the ability to learn and reproduce sequences over long periods of time. An example of an
LSTM unit is shown in Figure 2.14. The cell state is a vector that allows past information
to flow through the LSTM units with only minor linear interactions. The LSTM can add
or remove information from the cell state using “gates” that consist of sigmoid functions
(𝜎). Sigmoid functions map their input to a number between zero and one, which equates
to how much information should be let through each gate.
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Figure 2.14: Example of the LSTM cell architecture. The cell state (C) and hidden
state (h) are fed back into the unit at each time step.
A single LSTM unit consists of six layers: (1) the forget gate layer 𝑓, (2) the
candidate state layer 𝐶̃ , (3) the input gate layer 𝑖, (4) the output gate layer 𝑜, (5) the hidden
state layer ℎ, and (6) the cell state layer 𝐶. The equations for each layer are as follows:
𝑓𝑡 = 𝜎(𝑊𝑓 ∙ [ℎ𝑡−1 , 𝑠𝑡 ] + 𝑏𝑓 )

( 2-12 )

𝐶̃𝑡 = tanh(𝑊𝐶 ∙ [ℎ𝑡−1 , 𝑠𝑡 ] + 𝑏𝐶 )

( 2-13 )

𝑖𝑡 = 𝜎(𝑊𝑖 ∙ [ℎ𝑡−1 , 𝑠𝑡 ] + 𝑏𝑖 )

( 2-14 )

𝐶𝑡 = 𝑓𝑡 ∗ 𝐶𝑡−1 + 𝑖𝑡 ∗ 𝐶̃𝑡

( 2-15 )

𝑜𝑡 = 𝜎(𝑊𝑜 [ℎ𝑡−1 , 𝑠𝑡 ] + 𝑏𝑜 )

( 2-16 )

ℎ𝑡 = 𝑜𝑡 ∗ tanh(𝐶𝑡 )

( 2-17 )

The forget gate 𝑓𝑡 takes the input into the LSTM (𝑠𝑡 ) at time 𝑡, along with the hidden state
from the previous ℎ𝑡−1 time step and decides whether to keep or forget the cell state 𝐶𝑡−1
(𝑓𝑡 = 0: forget entirely, 𝑓𝑡 = 1: keep entirely). The LSTM then decides what new
information to store in the cell state by creating the candidate state 𝐶̃𝑡 . The sigmoid
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function in input layer 𝑖𝑡 determines how the cell state 𝐶𝑡 is updated with the candidate
state 𝐶̃𝑡 (𝑖𝑡 = 0: don’t update, 𝑖𝑡 = 1: update). Finally, the hidden state ℎ𝑡 is updated
according to 𝑜𝑡 (𝑜𝑡 = 0: don’t update, 𝑜𝑡 = 1: update) with a filtered version of the cell
state using the 𝑡𝑎𝑛ℎ function to push the values to between -1 and 1. The cell state 𝐶𝑡 and
the hidden state ℎ𝑡 are then passed to the next time.
The weight vectors 𝑊, along with the bias vectors 𝑏, in the LSTM layer equations
are determined during training using backpropagation through time (BPTT) [98]. BPTT is
a method that modifies these vectors in order to minimize the error between the network
outputs and the expected outputs from the training data. At a high level, this method
propagates the training inputs through the network, calculates the accumulated errors
across each time step, and adjusts the weights to minimize error. The BPTT algorithm
repeats this method until a given stopping criterion is reached.
Within the last few years, LSTMs have been shown to successfully learn the
properties of vehicle trajectories [81] and pedestrian [88] with minimal assumptions using
what is known as the encoder-decoder LSTM [99]. The encoder-decoder LSTM is a model
that involves mapping an input sequence to an output sequence using two separate
LSTMs, one for encoding the input one step at a time and another for decoding the output.
For example, Alahi et al. [88] showed that they could predict (“decode”) a pedestrian’s
trajectory 4.8 s into the future using encoded information about how they had moved in
the previous 3.2 s.
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The first LSTM in the encoder-decoder LSTM framework encodes the input
sequence into the final fixed-length hidden state vector ℎ and cell state vector 𝐶. The
length of both vectors is equal to the number of hidden units the LSTM’s architecture,
which are predefined and part of what determines the model’s complexity. These vectors
are then used to initialize the state and cell vectors of the second LSTM. This means that
the length of the hidden state and cell state layers in both LSTMs must also be equal. The
output of the second LSTM then passes through a fully connected dense layer to produce
an outcome at each future time step. For a more detailed review of the encoder-decoder
LSTM, the reader should refer to Cho et al. [99].
In Chapter 6, the performance of the encoder-decoder LSTM is compared to the
performance of the GP-BayesFilter model for predicting future positions of the controller
during the simulated marksmanship task, with the Kalman filter serving as the baseline.
The goal of this work was to develop a model that estimated whether the controller’s
virtually projected ray would intersect with the simulated clay pigeon well before the shot
was taken.
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3 Improving the Performance of Dry Electrodes for the
P300 Speller
While recent research on BCI systems such as the P300 speller highlights their
potential to aid people with communication disabilities, their use remains almost entirely
in the research laboratories and a majority of the work is comprised of data gathered from
able-bodied participants [42]. Thus, design considerations that can arise when testing in
people with communication disabilities may not be evident when testing in able-bodied
individuals due to differences in user experience based on the level of disability. In a
survey of 61 target BCIs users with communication disabilities, Huggins et al. [40]
revealed that “simplicity of BCI setup” is the second most desired design feature by target
end-users behind accuracy.
The time-consuming and complex process of traditional gel-based “wet” electrode
application for EEG recording makes it difficult for BCIs to be utilized in daily life. Dry
electrodes have an advantage over wet electrodes by providing quicker set-up time;
however, the potentially poorer skin-electrode contact with dry electrodes can result in
noisier recordings. Previous studies provide evidence that additional work, either in
hardware design or signal processing, is needed before dry electrodes become a feasible
alternative to wet electrodes for P300-based BCI systems (see Chapter 2 for a review).
In this chapter, the impact that additional noise due to the use of dry electrodes
has on the P300 speller was examined. A signal processing approach for mitigation of
these deleterious effects was investigated in both able-bodied participants and people
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with ALS, who are among the targeted end-users of BCIs. The goal of this approach was
to automatically detect and respond to the need for additional data collection in low
signal-to-noise ratio (SNR) scenarios, such as those with dry electrode recordings. Finally,
the differences in the noise characteristics between EEG data recorded with wet and dry
electrodes were also analyzed to determine the types of signal processing most likely to
be beneficial for further improvements in the development of dry electrodes for use with
the P300 speller system.

3.1 Dynamic Data Collection with Wet and Dry Electrodes
The dynamic stopping algorithm proposed by Throckmorton et al. [48] utilized a
probabilistic approach to online data collection in the P300 speller, which relied on the
quality of the EEG data to control data collection. In this study, the dynamic stopping
algorithm was assessed as a potential method to compensate for the lower SNR in EEG
data recorded with a dry electrode system by automatically determining the amount of
data to collect online in both able-bodied participants and participants with
communication disabilities.

3.1.1 Methods
3.1.1.1

Participants
Ten able-bodied individuals from Duke University and eleven individuals with

communication disabilities from the Duke ALS Clinic were recruited to participate in this
study. Three participants with ALS were dropped from the study due to vision loss or
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caregiver unavailability. Details of the study participants with communication disabilities
used for data analysis can be found in Table 1. Participants in each experiment completed
two P300 speller sessions; one using a wet electrode system and one using a dry electrode
system. The two sessions were performed between one and 54 days apart for the ablebodied participants and between one and 95 days apart for the participants with
communication disabilities. The electrode type used in the first session was counterbalanced across participants. Participants were asked to remove any jewelry or electronic
devices that may interfere with the system and to avoid any type of movement during
both sessions. This is imperative for recording with dry electrodes, which are more
sensitive to these types of interference. P300 speller sessions with able-bodied participants
were performed in a laboratory setting, while sessions with participants with disabilities
were performed in either the Duke ALS clinic or the participant’s home. All experiments
were approved by Duke University IRB board.
Table 1. Demographic information of study participants with ALS/PLS.
Participant ALSFRS-R
Number

Experiment
Location

1

4

Clinic

2
3
4
5

25
20
20
46

Home
Home
Home
Home

6

8

Home

7
8

39
41

Home
Clinic

Additional Information
Movement via wheelchair, respirator-dependent,
feeding tube
Movement via wheelchair
Movement via wheelchair
Ambulatory
Ambulatory
Movement via wheelchair, respirator-dependent,
feeding tube
Ambulatory
Ambulatory
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3.1.1.2

Equipment
EEG signals were measured using electrodes positioned according to the

International 10-20 system and connected to a computer via a 16-channel g.USBAMP
amplifier. The signals were sampled at 256Hz and bandpass filtered (0.1–30 Hz). The dry
electrode cap utilized the g.Sahara active dry system, which was comprised of 8-pin
golden alloy coated electrodes with 7mm pin lengths (Figure 2.2). The wet electrode cap
and electrolyte solution were purchased from Electro-Cap International. The dry
electrode cap included a chin strap and the wet electrode cap did not. Three cap sizes
(small, medium, and large) were available for both electrode types. Head circumference
and the distance from the nasion to inion were measured to determine an appropriate cap
size that applied gentle pressure to the electrodes on the scalp for each participant. Dry
electrodes were turned back and forth a few times to remove any hair between the
electrode and the skin, ensuring proper electrical contact. Grounding bracelets were worn
by both the experimenter and the participant during dry electrode recordings to avoid
electrostatic charges. Eight electrodes (Fz, Cz, P3, Pz, P4, P07, P08, and Oz), with ground
and reference electrodes attached to each mastoid, were used for data collection and
classification. These electrodes have been demonstrated to provide adequate information
for P300 speller communication [100].
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3.1.1.3

Software and Data Collection
The BCI2000 software package [101] was used for stimulus presentation and data

collection, with additional functionality added for the application of the dynamic
stopping algorithm. Able-bodied participants were presented with a 9 x 8 grid of
characters on a computer screen while participants with communication disabilities were
presented with a 6 x 6 grid (see Figure 3.1). These grids match the grids used in
Throckmorton et al. [48] and Mainsah et al. [49] for participants without disability and
with ALS, respectively. Both grids were flashed based on a checkerboard paradigm to
eliminate errors resulting from the same character flashing twice in succession (double
flash errors) and flashes of non-target characters near the target character that may attract
users’ attention (character adjacency-distraction errors) [102]. Each character in the grid
was flashed twice in a sequence of 24 flashes. The flash duration (i.e., the character
illumination duration) was 62.5ms followed by an inter-stimulus interval of 62.5ms, with
an inter-character interval of 3.5s. EEG signals were segmented into epochs of 800ms
following each flash and preprocessed according to according to Krusienski et al. [100].
These epochs were used as observations to train a classifier during the calibration phase
and for character selection during online testing.
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Figure 3.1: Screen captures of the character grids used in this study. (Left) The 9
x 8 grid used for able-bodied participants. (Right) The 6 x 6 grid used for participants
with ALS.

Five calibration runs and five online test runs were recorded during both P300
speller sessions. For each calibration run, the participant was asked to copy-spell a sixcharacter token randomly selected from the English language. EEG signals were collected
for seven flash sequences, or 168 flashes (7 sequences x 24 flashes/sequence = 168 flashes),
per character. After the fifth calibration run, stepwise linear discriminate analysis
(SWLDA) was performed on the data to train a classifier for online testing. Although
several learning algorithms are known to adequately classify P300 speller data, a statistical
analysis of several classifiers performed by Krusienski et al. [103] indicated that the
SWLDA classifier provides sufficient accuracy and the added complexity of nonlinear
methods is not necessary.
For the five online test runs, the participant was once again asked to copy-spell a
six-character token from the English language. However, instead of using a pre-set
number of flash sequences for data collection, the dynamic stopping algorithm
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automatically determined the necessary amount of data to collect for each target character.
The amount of data collected was controlled by a threshold of 90% on the probability that
each character in the grid was the target character. Data collection stopped once one of the
character probabilities in the grid exceeded this threshold.

3.1.2 Results
Figure 3-2 shows the spelling accuracy, bit rate (related to spelling speed), and
amount of data collected online for the able-bodied participants using the dry and wet
electrode systems. The average performances are listed in Table 2. Assuming a binomial
distribution on the probability of correctly selecting a set of characters, chance level
accuracy was 10.0%.

Figure 3.2: Comparison of able-bodied participants’ performance with wet and
dry electrode systems in the dynamic data collection environment for (a) spelling
accuracy, in percent correct, (b) bit rate, in bits per minute, and (c) the amount of data
collected. The differences in performance between the electrode systems were
statistically significant for each measure (p < .05).
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Table 2: Average performance in able-bodied participants.
Accuracy (%)
Dry System
Wet System

Bit Rate
(Bits/minute)
17.9
38.7

79.0
94.3

# Flashes
3,915
1,615

While the differences in accuracy between the wet and dry electrode systems
appear small for the majority of subjects in Figure 3-2a (< 13%), they were statistically
significant with lower dry system accuracy for eight out of the ten participants (p < .05).
As hypothesized, the dynamic stopping algorithm increased the amount of data collected
for the dry system across all participants (Figure 3-2c), indicating that the algorithm can
indeed detect and respond to the need for additional data collection in low SNR scenarios.
However, collecting more data did not increase the performance of the dry electrode
system to the same level of performance as the wet electrode system. A significant
difference between the systems was also observed for bit rate (p < .01), with lower bit rates
occurring in the dry electrode system for all ten participants (Figure 3-2b).
Although performance for the dry electrode system remained lower than
performance for the wet electrode system despite using dynamic data collection, the
performance difference appears smaller than those observed using static data collection
(see Figure 2.6 for the static data collection results). In order to compare the static data
collection results to the dynamic data collection results across the two participant pools, a
subset of participants was selected from the static data collection experiment based on
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their performance with the wet electrode system. Eleven participants in the static data
collection study had spelling accuracies above 80% with the wet electrode system, similar
to all ten of the participants in the current dynamic data collection study. The average
accuracy for this subset of participants with the wet electrode system was 95.5%, similar
to the 94.3% average accuracy observed for the participants in the dynamic data collection
study. However, the average accuracy with the dry electrode system for this subset
participants was 61.6%; much lower than the 79% average accuracy observed in the
current dynamic data collection study, suggesting that dynamic data collection may
mitigate some of the lost performance associated with dry electrode recordings.
These results in Figure 3.2 were confirmed for participants with communication
disabilities and are displayed in Figure 3.3 and Table 3.

Figure 3.3: Comparison of ALS/PLS participants’ performance with wet and dry
electrode systems in the dynamic data collection environment for (a) spelling accuracy,
in percent correct, (b) bit rate, in bits per minute, and (c) the amount of data collected.
The differences in performance between the electrode systems were statistically
significant for each measure (p < .05).
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Table 3: Average performance in ALS/PLS participants.
Accuracy (%)
Dry System
Wet System

Bit Rate
(Bits/minute)
8.9
32.5

50.9
87.9

# Flashes
3,604
1,278

Once again, the differences in accuracy and bit rate were statistically significant (p
< .01) and the amount of data collected increased across all participants in the dry
electrode system when compared to the wet electrode system. This further implies that
the dynamic stopping algorithm detected the need to collect more data to compensate for
the low SNR in the dry electrode system recordings, but performance was still degraded
when compared to the wet electrode system. Thus, improvements in signal processing or
hardware design may still be required to bring dry electrode systems to the same level of
performance as that observed with wet electrode systems.
Participants with communication disabilities were also given a short survey after
both sessions. The survey consisted of six statements and participants were asked to rate
each statement with a number between one (strongly disagree) and seven (strongly agree).
The average responses, shown in Table 4, suggest that while the participants agreed that
the setup of the dry electrode system was quick and not agitating, they also found the dry
system to be slow and uncomfortable.
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Table 4: Survey results for study participants with ALS/PLS.
Statement
(1 = Strongly Disagree, 7 = Strongly Agree)
1) The time required to setup the cap was
reasonable
2) The setup of the cap was frustrating/agitating
3) I found the cap comfortable
4) I could see myself wearing this cap for more
than two hours at a time
5) The speed and accuracy of the system was
acceptable
6) If this was my primary method of controlling a
computer I would use it daily

Wet
(Average)

Dry
(Average)

5.70 (±2.20)

6.50 (±0.79)

2.28 (±1.89)
5.42 (±1.81)

1.00 (±0.00)
4.00 (±1.95)

5.00 (±2.08)

2.50 (±2.07)

5.71 (±1.11)

3.25 (±2.70)

5.14 (±2.27)

2.75 (±1.98)

The question of whether the raw data recorded from the two electrode types were
similar was also addressed. In Figure 3.4, P300 latency and amplitude values were
compared for the signals measured over the electrode location Cz in able-bodied
participants. These values were selected using the maximum peak amplitude from a
window of each participant’s grand average P300 signal between 200 – 400 ms. The grand
averages included signals from both the training and testing stages; therefore, more data
were averaged for the dry electrode grand averages than for the wet electrode grand
averages.
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Figure 3.4: Comparison of P300 signal characteristics between wet and dry
electrode systems recoded over electrode location Cz in able-bodied participants. The
x-axis represents the ten participants in this study and the y-axis represents (a) P300
latency, in seconds, and (b) P300 amplitude, in microvolts. A significant difference in
amplitude between the electrode systems was observed (p < .01).

The average latencies for the P300 peak amplitudes recorded in the wet and dry
electrode systems were 262 ± 3 ms and 263 ± 3 ms, respectively, and the difference in
latency between the two systems was not statistically significant (p > .05). However, the
difference in P300 peak amplitude was statistically significant (p < .05) with lower
amplitudes recorded in dry electrode system (2.55μV ±1.14) when compared the
amplitudes recorded in the wet electrode system (3.29μV ±1.65). This suggests that
techniques other than additional data collection may be needed to produce more robust
P300 components in the dry electrode recordings. However, in order to determine the
signal processing techniques that are most likely to be beneficial for improving the
performance of dry electrode systems, the difference(s) between wet and dry electrode
recordings need to be characterized.
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Without a conductive gel to serve as buffer to bridge the gaps between the skin
and the electrode as a participant moves during a recording session, dry electrode systems
are more sensitive to artifact interference arising from movement. Given that motion
artifacts are known to impact the frequency content of EEG recordings, it was
hypothesized that increases in spectral amplitude occurred more often in the dry electrode
recordings than in the wet electrode recordings. Therefore, the power spectral densities
(PSDs) were estimated and compared for each participant’s continuous dry and wet
electrode recordings. PSDs were computed using Welch’s method [104] with a 256 sample
hamming window and 50% window overlap. Figure 3-5 displays the PSD estimates for a
single electrode channel, Cz, in both able-bodied participants and participants with
communication disabilities for the dry and wet electrode systems.

Figure 3.5: Power spectral density (PSD) estimates for continuous P300 speller
EEG data. PSDs for the dry electrode recordings are displayed for (a) able-bodied
participants and (b) participants with communication disabilities. PSDs for the wet
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electrode recordings are displayed for (c) able-bodied participants and (d) participants
with communication disabilities. The color axis displays power in dB, where the values
are mapped to a color according to the color bar on the right in (a).

Differences in the frequency content were examined for the four main frequency
bands of human EEG: (1) Delta (0.1 - 4 Hz), (2) Theta (4 - 8 Hz), (3) Alpha (8 - 13 Hz), and
(4) Beta (13 -30 Hz). Wilcoxon signed-rank tests were performed on all 8 channels for each
power band to determine the significant differences between the two systems. These tests
revealed that the differences in delta and theta band power were significant for 8 out of
the 8 electrode channels (p < .05). Differences in alpha band power were significant for 7
channels and differences in beta band power were significant for 3 channels. This suggests
that as frequency decreased, the differences between the electrode system recordings
increased across channels, which implies low-frequency artifacts may be negatively
impacting dry system performance given that the P300 component also lies in this
frequency band [105].

3.2 Identifying Artifacts with Anomaly Detection
In the previous section, it was demonstrated that the dynamic stopping algorithm
detected the need to collect more data in a noisy dry electrode system, but poorer P300
speller performance was still observed when compared that obtained with a wet electrode
system. Spectral differences were also observed between the two systems, with more
significant differences occurring at lower frequencies. Given that the frequency content of
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EEG data is easily impacted by motion artifacts, it is possible that slow-wave motion
artifacts negatively impacted dry electrode system performance. Therefore, in this section,
the differences in the number of possible motion artifacts recorded by the wet and dry
electrode systems were analyzed using two anomaly detection techniques: autoregressive
models and wavelet analysis.

3.2.1 Methods
To quantify possible motion artifacts, two techniques that have been well-studied
in seizure detection literature (e.g., [106]–[108]) were used to identify voltage deflections
in the EEG recordings during the 3.5s time periods between character spelling (i.e., the
inter-character intervals). Characters were not flashing during this period, eliminating the
possibility of inadvertently detecting ERPs.
The first technique used an autoregressive (AR) model, where a window of
previous observations of the EEG signal were used to predict the signal value at the next
time step [104]. The assumption of the AR model is that the signal is stationary and can
be described by the following linear difference equation:
𝑥̂(𝑡) = 𝑑0 𝑤(𝑡) + ∑𝑃𝑘=1 𝑎𝑘 𝑥(𝑡 − 𝑘)

( 3-1 )

where 𝑥(𝑡 − 𝑘) for 𝑘 = 1 … 𝑃 are the previous observations of the signal, 𝑤(𝑡) is white
noise, and 𝑥̂(𝑡) is the predicted value at time 𝑡. The constant regression coefficients 𝑑0
and 𝒂 are used to determine the magnitude of the effect of noise and previous
observations. In this study, equation (3-1) was used to model the inter-character EEG
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signals as stationary signals. Given that most artifacts are non-stationary phenomena, the
model detected peaks in the autoregressive error (i.e., 𝑥(𝑡) − 𝑥̂(𝑡)) that exceeded a
predefined threshold when artifacts may have occurred. A model order of 𝑃 = 7 was
selected, which implies that each EEG sample depends on 7 prior samples (or ~27.3 ms)
and has been shown to produce adequate estimates for EEG patterns [109]. The model’s
coefficients 𝑑0 and 𝒂 were estimated with the Yule Walker equations [104].
The second technique used for artifact detection was wavelet analysis, where
wavelet transforms were used to decompose the inter-target EEG signals into different
frequency ranges using a convolution of the signal with a set of functions generated by a
mother wavelet (see [110] for a review on wavelet decomposition). The benefit of using a
wavelet transform over a conventional Fourier transform is that it provides simultaneous
information on both the frequency and time localization of the signal characteristics,
which is relevant for analyzing non-stationary signals such as artifacts. The convolution
of the EEG signal with the functions generated by the mother wavelet produces a series
of detail coefficients (high-pass filtered) and approximation coefficients (low-pass
filtered). For anomaly detection, peaks in the lower frequency wavelet approximation
coefficients (0.1 - 32 Hz) above a threshold were measured as artifacts. A Daubechies-4
mother wavelet was selected as the transform function based on its use in prior work with
EEG signals (e.g., [108], [111], [112]), where tests were performed with different types of

69

wavelets and the maximum efficiency for the particular application was achieved with a
Daubechies wavelet.
After modeling the inter-target EEG segments using both the autoregressive and
wavelet approaches, a hysteresis thresholding technique (i.e., thresholding by two
thresholds) was used to determine whether an artifact was identified or not. This
technique utilized two thresholds to determine the beginning and end of the artifact. For
example, two artifacts were detected in a signal if the signal exceeded a given threshold
at time 𝑡, then fell below the threshold at time 𝑡 + 10, and then exceeded the threshold
again at time 𝑡 + 15. This means that it is possible for each EEG segment to contain a
different number of artifacts.

3.2.2 Results
For the autoregressive model, a hysteresis threshold was applied to the prediction
error signal to look for non-stationary artifacts in the stationary inter-character EEG
signal. The mean number of possible artifacts identified by the errors in the participantspecific autoregressive models for a given set of thresholds between 0 and 200 𝜇𝑉 is
displayed in Figure 3.6. Although the difference between the number of possible artifacts
detected with the wet and dry electrode systems for able-bodied participants appears
small (Figure 3.6a and Figure 3.6b), two Wilcoxon sign-ranked tests revealed the
difference was statistically significant (p < .001). Perhaps more noticeable is the difference
for participants with ALS in Figure 3.6c, which was also significant (p < .001).
70

Figure 3.6: Number of possible artifacts detected during the 3.5 s inter-character
EEG segments with an autoregressive model for different thresholds. Results were
averaged across participants and EEG segments in (a) the able-bodied static data
collection experiment, (b) the able-bodied dynamic data collection experiment, and (c)
the ALS/PLS dynamic data collection experiment. The differences between the two
systems were statistically significant, with a higher number of artifacts detected in the
dry electrode recordings.

Similar results were observed using the wavelet approach and are displayed in
Figure 3.7. For this approach, the hysteresis threshold was applied to the wavelet
approximation coefficients to look for low-frequency artifacts. Once again, the differences
in the number of possible artifacts detected between the two systems for able-bodied
participants appear small (see Figure 3.7a and Figure 3.7b), but were indeed statistically
significant (p < .001). It is also clear that this difference is significant for participants with
ALS in Figure 3.7c (p < .001).
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Figure 3.7: Number of possible artifacts detected during the 3.5 s inter-character
EEG segments with wavelet analysis for different thresholds. Results were averaged
across participants and EEG segments in (a) the able-bodied static data collection
experiment, (b) the able-bodied dynamic data collection experiment, and (c) the
ALS/PLS dynamic data collection experiment. The differences between the two
systems were statistically significant, with a higher number of artifacts detected in the
dry electrode recordings.

The results in Figure 3.6 and Figure 3.7 showed that for thresholds above ~30μV,
both techniques detected a larger number of possible artifacts in the dry electrode
recordings when compared to the wet electrode recordings. The results for participants
with communication disabilities (Figure 3.6c and Figure 3.7c) revealed much larger
differences between the number of possible artifacts detected in the wet and dry electrode
systems. Given that these experiments were performed either in the participant’s home or
a clinical setting (as opposed to the able-bodied participants who performed experiments
in a laboratory setting), the larger differences may be due to an increase in environmental
noise that dry electrodes, with their poor skin-electrode contact, may be more sensitive to.
Taken as a whole, these results suggest that there may be a benefit to applying signal
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processing approaches that target artifacts without attenuating lower frequency ERPs
such as the P300 component.

3.3 Discussion
Using a dry electrode system with the P300 speller would greatly reduce the
complexity and time it takes to set up the system, creating a more practical home-based
communication aid for people with communication disabilities. While some previous
studies have suggested that dry electrode recordings are comparable to wet electrode
recordings for P300-based BCI applications, the performance results presented in this
chapter suggest that dry electrode recordings may suffer from lower SNRs. These lower
SNRs negatively impact classification accuracy and reduce the potential utility of dry
electrodes for BCI systems as home-based communication aids.
Using a data-driven dynamic stopping algorithm partially compensated for the
additional noise in the dry electrode recordings by collecting more data, but performance
was still reduced when compared to the wet electrode system. Although a variety of
commercially available dry electrode systems exist (e.g., Cognionics, Brain Products,
Emotiv and Wearable Sensing), the results presented in this study would likely translate
to these systems because the issue of poor skin-electrode contact remains. However,
certain design criteria might have reduced some of the artifact noise. A wireless dry
system that eliminates the possibility of recording cable movement noise might have been
beneficial for ambulatory participants in this study. Flexible dry electrodes that conform
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to the scalp could have helped provide the right amount of contact pressure for each
individual sensor, minimizing participant discomfort and reducing the impact of motion
artifacts in cases where the cap was ill-fitted. Future work should include applying the
dynamic stopping algorithm to dry electrode systems other than the g.Sahara system to
validate the results presented in this chapter.
A possible future approach to make dry electrodes in P300 speller systems feasible
is to develop methods to mitigate the effects of excessive low-frequency noise. While
several artifact removal techniques exist, their application in BCI is limited because they
may attenuate the desired signal (e.g., linear filtering [69]), require a priori knowledge of
the desired/artifact signal (e.g., adaptive filtering [69]), not detect small amplitude artifacts
(e.g., thresholding [70]) or require that the artifact and desired signal are minimally
correlated or maximally independent (e.g., blind source separation [70]).
It may be possible to use machine learning to separate undesirable artifacts from
ERP responses and thereby improve BCI performance with dry electrodes. The current
standard learning algorithm operates under the assumption that an increase in EEG signal
energy only occurs in response to the presentation of relevant stimuli, which ignores
voltage changes that can originate from the user’s physical activity or external movements
in the surrounding environment. Dry electrodes, with their higher contact impedance,
may be particularly sensitive to these types of motion artifact interference. Therefore, an
additional classification stage could be developed that separates detected artifacts into

74

two classes, ERP responses and artifacts, using features that describe the spatiotemporal
characteristics of the artifact. The exploration of features beyond spatiotemporal
characteristics, such as statistical moments or power spectral density information, may
help increase artifact classification performance. Unsupervised learning techniques could
also facilitate further discrimination between different types of artifacts, leading to
customized detection methods. Future work could also include incorporating these
artifact detection methods into the dynamic stopping algorithm to reduce the system’s
response to false energy responses and produce a more accurate learning algorithm in dry
electrode systems.
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4 Visual-Motor Skill Learning during Marksmanship
Training in Virtual Reality
The ability to coordinate visual information with motor output is essential to a
great number of human endeavors. Activities such as those in sports, surgery, and law
enforcement often rely on efficient reciprocal interactions between visual perception and
motor control, allowing individuals to execute precise movements under time-limited,
stressful

situations.

As

such,

developing

a

better

understanding

of

the

psychophysiological mechanisms that underlie visual-motor control, and characterizing
how these change with practice, offers fundamental new insight into skilled performance,
which may be useful for the development of better training programs that improve their
effectiveness.
Cognitive processes that precede and accompany motor action unfold on a
millisecond timescale. Recording brain activity to study these cognitive processes during
a motor task requires a portable signal acquisition modality with high temporal
resolution, making EEG the most suitable choice. However, traditional EEG experiments
to study the brain dynamics involved with performing a motor action typically limit
physical responses to a button press or joystick control to avoid artifact contamination.
However, when movement is restricted, important information reflecting active cognition
from motor behavior may be absent in the recording (e.g., [10]). Therefore, an approach
as known mobile brain/body imaging (MoBI) [8] was developed to overcome the
limitations of traditional EEG experiments by using EEG in combination with motion
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sensors to study brain activity while users physically interact with a real or simulated
environment.
In this chapter, a MoBI-style approach was implemented to study the
psychophysiological processes underlying visual-motor skill learning during a
marksmanship task in immersive VR. Modeled after Olympic Trap Shooting standards
[113], the simulation required participants to track and shoot a digital clay pigeon
launched from behind a trap house while synchronized recordings of their brain activity
and full-body movements were collected with EEG and motion tracking technology. The
goal of this work was to establish how visual-motor skill learning was manifested in the
EEG and motion tracking data by identifying biomarkers that changed as participants
improved their performance on the task through the course of training.
In previous work, a similar marksmanship task in VR was used by Zielinski et al.
[114] to study image persistence and by Rao et al. [75] to investigate changes in the
movement kinematics during a single-day experimental training session. Despite the
short training duration, Rao et al. provided evidence that novice participants modified
their movements as they improved on the task over the course of the session. The work
presented in this chapter expands on the study by Rao et al. through the addition of two
extra training days to examine skill retention and by including EEG to investigate the
neural basis of motor control during the task.
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4.1 Brain Dynamics of Visual-Motor Skill Learning
Previous EEG research on skill learning in sporting environments has focused on
self-paced tasks that are typically characterized by spectral power during a motionless
preparatory period (“pre-shot routine”) before skilled movement occurs. While
significant differences in preparatory phase EEG between experts and novices have been
reported for tasks such as static marksmanship and archery (see [115] for a review), much
less is known about the brain activity related to an individual's skill development.
Furthermore, additional cognitive processes that might also contribute to skill acquisition,
such as visual information processing or proprioception, have yet to be explored in
realistic dynamic sporting environments. Therefore, one of the aims of this study was to
improve upon previous research by considering the brain activity immediately following
the launch of the clay pigeon, in addition to the traditional spectral analysis of the
preparatory phase preceding the target launch. EEG data were analyzed to calculate
visual evoked potentials (VEPs) that occurred after the digital target was launched and
prior to skilled movement. This approach is an extension of past skill learning research
with EEG during static visual search tasks that were designed to exploit the
neurophysiological contralateralization of the sensory and motor systems (i.e.,
information in the left visual field is processed in the right side of the brain and vice versa)
to derive lateralized VEPs that changed through practice [29], [30].
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4.2 Methods
4.2.1 Subjects and Equipment
Twenty-four healthy participants (13 female) from Duke University were recruited
for this study. Four participants were excluded from analyses: two left-handed
participants (due to differences in brain activity when compared to right-handed
participants [19]), one participant with extensive marksmanship experience, and one
participant who did not complete the experiment. The ages of the remaining twenty
participants ranged from 18 to 35 years and all were right-handed. Participation was
voluntary, and participants were compensated $10/hour for their involvement in the
study. The experimental protocol was approved by the Duke University Institutional
Review Board.
The study was conducted in the Duke immersive Virtual Environment (DiVE), a
six-sided cave automatic virtual environment (CAVE) VR system [9], where participants
stood in the center of the room-size cube with projectors directed at each of the cube’s six
walls. The back-facing wall of the DiVE display was not active during the study,
effectively making it a 5-wall system. The projectors were run at 120 Hz with a total
resolution of 1920 x 1920 pixels per wall.
Participants wore 3D shutter glasses operating at 60 Hz to display stereoscopic
graphics. A head tracking device, which was mounted on the shutter glasses, controlled
the system viewpoint according to the participant’s head movements. An Xbox Top Shot

79

Elite firearm game controller was used for target shooting. The controller, furnished with
a 6-DOF tracking sensor, was held in the participant’s right hand and stabilized with the
opposite hand placed along the barrel of the controller (see Figure 4.1). An Intersense IS900 tracking system was used to record the position and orientation of the controller and
head throughout the experiment. Data from both tracking sensors were sampled at 60 Hz.

Figure 4.1: Participant performing the simulated marksmanship task in the
Duke immersive Virtual Environment (DiVE), a six-sided CAVE-like VR system. For
clarity, the picture was taken with monoscopic graphics.

Participants’ EEG signals were recorded using actiCAP active wet electrodes
connected to a computer via a 16-channel BrainVision V-Amp system. Thirteen active
electrode channels (F3, Fz, F4, C3, Cz, C4, T5, T6, P3, Pz, P4, O1 and O2) were placed along
the scalp according to the 10-20 Electrode Placement system with a linked mastoid
reference [16]. Two additional electrodes were placed on the right and left outer canthi of
the eyes to record horizontal eye movements using horizontal electrooculography
(HEOG). All electrode impedances were kept below 10 kΩ. Data were sampled at 1000
Hz. The dominant electrical artifact at 60Hz (power line frequency) was attenuated using
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a 0.1-30 Hz bandpass filter. Furthermore, the use of active electrodes containing built-in
amplifiers reduced environmental noise at the recording site by converting high
impedance input signals into low impedance output signals.

Figure 4.2: Electrode montage consisting of the 13 EEG electrodes and 2 HEOG
electrodes used for the study, placed according to the 10/20 International Electrode
Placement system.

4.2.2 Experimental Task
The marksmanship task used in this study was modeled after International
Shooting Sport Federation standards [113]. To mimic realistic target flight times,
trajectories, and distances observed in real trap shooting events, the design of the
simulation incorporated the physics of projectile motion such as gravitational pull, air
resistance, and lift force.
Participants entered the DiVE wearing the EEG cap and the 3D shutter glasses. To
begin a trial, the participant aimed the controller towards a trap house, which was
displayed as a rectangle on the ground 54 ft in front of them in simulated space. After an
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initial 500 ms waiting period, the trap house changed color from red to green and a second
waiting period began (variable between 1 and 1.5 s). During the initial waiting period, if
the participant aimed the controller away from the trap house before the color changed
from red to green, the timer was reset and did not begin again until the participant aimed
the controller back towards the trap house. At the end of the second waiting period, a
target was launched in one of six possible trajectories.
The six possible target trajectories, illustrated in Figure 4.3, consisted of three
horizontal directions relative to the center of the trap house (left = -45°, center = 0°, right =
45°) and two elevations relative to the ground plane (upper = 25.17°, lower = 12.95°). To
increase ecological validity (e.g., fluctuations in outdoor environmental conditions such
as wind currents), a random horizontal jitter ranging from -3°to 3° was added to each
trajectory. The target was displayed as an orange sphere of radius 1 ft that traveled at a
speed of 95.34 ft/s. The maximum flight times for the target were 1.772 s and 3.085 s for
the upper and lower trajectory elevations, respectively.

Figure 4.3: (Left) The six target trajectories, shown slightly off-center to improve
visibility, showing the orange spherical target in flight (all frames included) and the
green trap house from which the targets were launched. (Right) Feedback given
immediately following the trigger pull, which included the number of trials remaining
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in a given block and cumulative accuracy in terms of the percent hits out of shots taken.
The target changed color from orange to green for a hit and orange to red for a miss.

Participants completed the simulated marksmanship task on three separate days
within one week. On each day, the experiment was split into 8 blocks of 60 trials each.
Before each block, participants stood with their eyes open for 30 seconds to record resting
state EEG data prior to beginning the first trial. Within a block, all six target trajectories
were presented 10 times in a random order. The target acquisition task was done using a
raycasting technique [23], but rather than a visible ray, only a white dot was shown at the
target depth, to mimic a laser sight. For a given trial, participants were allowed only one
attempt to hit the target. If the controller’s ray was in contact with the target at the time of
the shot, the screen would freeze and the target would change color from orange to green.
If the ray was not in contact with the target at the time of the shot, the screen would freeze
and the target would change color from orange to red. After each shot, the participant’s
shot location and the target were displayed on the screen until they indicated that they
were ready for another target by aiming the controller back over the trap house. This gave
participants the opportunity to infer their relative precision as a potential feedback signal
to guide learning. Participants were also given feedback on their cumulative accuracy (%
hits) for the block and how many trials remained in that block via text on the screen (see
Figure 4.3).
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4.2.3 Performance Measures
Data were analyzed using block, day, trajectory elevation, and trajectory
horizontal direction as independent variables to study the movement-related dependent
variables extracted from the EEG and motion tracking data in order to determine the
psychophysiological modifications that occurred through practice. Figure 4.4 illustrates
the time frames during a single trial from which the EEG and kinematic variables were
extracted. EEG data were only analyzed before movement due to the large artifacts
present in the data.

Figure 4.4: Data collection for a single trial. The shaded regions indicate which
data stream was analyzed at different times during the trial.

Data collected from the Intersense trackers and HEOG sensors were used to extract
the timing of key behavioral events after a target launch, such as reaction time of the
movement and trigger response time. Reaction time - the elapsed time from the target
launch to the start of movement - was calculated for the movement of the eyes, controller,
and head. Eye reaction time was calculated using a rectified sum of the two HEOG
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channels, where the beginning of a voltage deflection resulting from changes in eye
position was detected when a threshold of 3 standard deviations above the baseline mean
([0 100] ms post-launch) was reached. Due to the lack of a vertical eye measurement, eye
reaction times were only computed for the left and right horizontal trajectories. Head and
controller reaction times were calculated using 10% of the peak acceleration, as measured
with the Intersense trackers. Acceleration was computed as the derivative of the speed
trace, after the speed trace was smoothed with a 7th order FIR filter.
After reacting to the target launch, movements were categorized into two phases:
(1) an initial ballistic phase, characterized by the large accelatory and decelatory motions
as the participant proceeded toward the general vicinity of the target, and (2) a refinement
phase that reflected finer error-correction movements prior to pulling the trigger. The
beginning and end of the ballistic phase were calculated as the controller reaction time
and the time when the acceleration trace returned to 10% of the peak acceleration,
respectively. The refinement phase began immediately following the end of the ballistic
phase and ended when the trigger was pulled to shoot the target. Examples of the
kinematic measures obtained during a single trial are illustrated in Figure 4.5.
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Figure 4.5: Movement of the firearm controller displayed for a single trial, timelocked to the target launch at 0 s. (Top) The speed trace, smoothed using a zero-phase
FIR filter. (Bottom) The acceleration trace, calculated by taking the derivative of the
speed trace. Dependent variables are indicated by the circular markers along the traces.

EEG data were analyzed in two separate groups of epochs to calculate preparatory
phase spectral power during the 1s period before the target launch and VEPs in the 200
ms window immediately following target launch. The preparatory phase epochs were
extracted time-locked to the beginning of second waiting period, while the VEP epochs
were extracted time-locked to the beginning of the target launch. Both sets of epochs were
baseline corrected using the mean value from a 50 ms baseline. Preparatory phase power
spectral density estimates were calculated using Welch’s method with a window size of
500 ms and 50% overlap and divided into bands by frequency bands: delta (0.1 – 4 Hz),
theta (4 – 8 Hz), alpha (8 – 13 Hz), and beta (13 – 30 Hz). VEP epochs were calculated by
averaging over trials on each block/day for a given participant in order to attenuate noise
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so that the brain signal could be seen more easily. Channels P3 and P4 were selected for
VEP analysis due to the posterior locations of the electrodes over the left and right
hemispheres of the visual cortex, respectively.

4.2.4 Statistical Analysis and Outlier Removal
Statistical differences were computed using 3-way repeated measures analysis of
variance (ANOVA), where the main effects were computed across the independent
variables (blocks, days, trajectory elevations, and trajectory horizontal directions). Data
were tested for sphericity using Mauchly’s Test for Sphericity and, if the assumption of
sphericity was violated, a Greenhouse-Geisser correction was used. ANOVA results are
reported

in

the

format

[𝐹(𝐷𝑂𝐹𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛𝑠 , 𝐷𝑂𝐹𝑒𝑟𝑟𝑜𝑟 ) = 𝐹 − 𝑠𝑡𝑎𝑡𝑖𝑠𝑡𝑖𝑐, 𝑝 > 𝑜𝑟 <

𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑], where the F-statistic was calculated by dividing the mean sum of squares for
the independent variable by the mean sum of squares for error. Correlations between
dependent variables were computed and tested for statistical significance using Pearson’s
correlation coefficient.
Trials were excluded from both kinematic and EEG analyses if the participant did
not shoot (1.67%, 482 trials). Additionally, if movement was initiated too quickly for a
given trial, defined as less than 16.667 ms, the trial was removed from the kinematic
analyses (0.39%, 23 trials).
Trials containing artifacts that exceeded a threshold of 200 𝜇𝑉 in the preparatory
phase EEG data were excluded from the analyses (0.97%, 279 out of 28800 trials). Trial
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rejection for the VEP was based on two calculations done within a very specific spatial
(contralateral visual responses in P3/P4) and temporal (launch-locked before the
behavioral response) window. Epochs were removed from the VEP analyses if they
exceeded a threshold of 40 μV (3.02%, 580 out of 19200 trials) or contained data outside of
5 standard deviations of the joint probability distribution observed at each time point
(0.35%, 67 out of 19200 trials). The use of artifact removal techniques (as opposed to
rejection) would have been severely challenged due to the lack of clear biological
templates (e.g., ocular artifact correction) to base removal on. Moreover, based on the low
prevalence of rejected VEP trials (3.37%), it was evident that the signal under
consideration offered an unimpeded view of the neural activity that was meant to be
scrutinized in the planned hypothesis tests.

4.3 Results
EEG and motion tracking data were analyzed to determine within-subject changes
through learning. Therefore, in the figures presented, variables were averaged across
participants for visualization purposes only. Error bars were excluded for ease of
interpretation and to avoid conflating within-subject and between-subject distributions,
which are a result of individual variability.

4.3.1 Shot Accuracy and Positional Error
The average shot accuracy – the percentage of hits out of total shots taken – for the
20 participants in this study was 59.14% on Day 1, 69.61% on Day 2, and 72.18% on Day
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3. Participants significantly improved their accuracy through practice, with main effects
of day (F(2, 38) = 71.355, p < .001) and block on Day 1 (F(7, 133) = 22.789, p < .001) and Day
2 (F(7, 133) = 10.041, p < .001). However, there was not a main effect of block on Day 3 (F(7,
133) = 1.540, p > .05), suggesting that performance may have begun to plateau. Main effects
of elevation (F(1, 19) = 13.032, p < .01) and horizontal direction (F(2, 38) = 196.03, p < .01)
were also observed, where the best performance occurred in the upper and central
trajectories and symmetrically decreased for the side directions. Figure 4.6 displays the
average accuracy across time and trajectories, along with individual accuracy across days.

Figure 4.6: Accuracy differed across trajectories and with practice. (a) Average
accuracy improvements displayed across blocks and split by day. Significant
improvements were observed across days and blocks on Day 1 and 2. (b) Average
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accuracy displayed across horizontal directions for the target trajectories and split by
elevation. Significantly better performance was observed in the upper and central
trajectories. (c) Individual accuracies displayed for each particpant across days.

There was a significant interaction effect of horizontal direction with day for
accuracy (F(4, 76) = 3.476, p < .05), indicating that improvements over days were not
uniform across trajectories. This interaction is illustrated in Figure 4.7, where larger
increases in accuracy across days were observed for the left and right trajectories when
compared to the center trajectories. The mean accuracy for the side trajectories increased
by 14.6% from Day 1 to Day 3, while the mean accuracy for the center trajectories only
increased by 10.35%.

Figure 4.7: A significant interaction between day and horizontal direction was
observed, where greater improvements occurred in the left and right horizontal
trajectories when compared to the center trajectories.

Shot error – the Euclidean distance between the shot and the center of the target –
significantly decreased across days (F(2, 38) = 23.854, p < .01) and blocks on Day 1 (F(7,
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133) = 26.915, p < .001), Day 2 (F(7, 133) = 11.272, p < .001), and Day 3 (F(7, 133) = 3.269, p <
.05), indicating that participants became more precise with practice. Significant main
effects were also observed for elevation (F(1, 18) = 56.762, p < .01) and horizontal direction
(F(2, 38) = 125.024, p < .01), where better performance (i.e., lower shot error) occurred in
the upper and central trajectories. Figure 4.8 displays the mean error values across time
and trajectories.

Figure 4.8: Shot error, expressed as the Euclidean distance from the center of the
target, differed with practice and across trajectories. The maximum distance for a hit
was 1 foot (i.e., the radius of the target). Lower shot error indicates better performance.
(a) Average shot error displayed across blocks and split by day. Shot error significantly
decreased across days and blocks on each day. (b) Average shot error displayed across
horizontal directions and split by elevation. Lower errors were observed in the upper
and central directions.

4.3.2 Reaction and Trigger Response Times
Reaction time – the elapsed time between the target launch and the start of
movement – was computed for horizontal eye movement (via HEOG), controller rotation,
and head rotation. The average reaction times were 0.194 ± 0.04s for eye movement, 0.206
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± 0.04s for controller rotation, and 0.287 ± 0.12s for head rotation. A significant decrease in
the reaction time of the controller was observed across days (F(2, 38) = 28.247, p < .01) and
blocks on Day 1 (F(7, 133) = 13.270, p < .001), Day 2 (F(7, 133) = 7.132, p < .001), and Day 3
(F(7, 133) = 5.748, p < .001), indicating that hand movements occurred earlier through
practice. These trends are illustrated in Figure 4.9. There was also a significant decrease in
the reaction time of head across days (F(2, 38 ) = 3.917, p < .01), but not across blocks. There
was not a main effect of day or block for eye reaction time.

Figure 4.9: Average reaction time of the controller displayed across blocks and
split by day. The y-axis has been scaled to show small, but significant decreases in
reaction time across days and blocks on each day.

Trigger response time – the elapsed time between the target launch and the time
the trigger was pulled – was significantly different by day (F(2, 38) = 4.218, p < .05),
elevation (F(1, 19) = 46.86, p < .01), and direction (F(2, 38) = 116.886, p < .01). Earlier trigger
responses occurred across days and for the lower and central trajectories, as illustrated in
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Figure 4.10. However, a significant increase was observed across blocks on Day 1 (F(7,
133) = 3.030, p < .05), suggesting that there was an early learning phase where participants
tuned their technique before it became a learned behavior. Additionally, there was a
significant main interaction between day and elevation, where larger decreases in trigger
response time occurred across days for the upper trajectories when compared to the lower
trajectories (F(2, 38) = 5.745, p < .01).

Figure 4.10: Trigger response times varied across trajectories and with practice.
(a) Average trigger response time displayed across blocks and split by day. Response
times significantly decreased across days but increased across blocks on Day 1. (b)
Average trigger response time displayed across horizontal directions and split by
elevation. Response times were later for the upper and side trajectories. Participants
rarely shot before 1 s (3.1% of trials); therefore, the y-axis has been scaled to show small,
but significant changes.

4.3.3 Movement Kinematics
Dependent variables describing movement patterns, such as speed and phase
duration, were also modified through training and across trajectories. The peak speed of
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the controller significantly decreased across blocks on Day 1 (F(7, 133) = 3.708, p < .05) and
Day 3 (F(7, 133) = 2.621, p < .05), but did not decrease across days (F(2, 38) = 2.392, p > .05).
The peak speed of the controller was also significantly different by elevation (F(1, 19) =
20.114, p < .001) and direction (F(2, 38) = 612.389, p < .001), with higher speeds occurring
in the upper elevation and side directions. Moreover, the latency of the peak speed was
earlier in the upper elevation (F(1, 19) = 202.951, p < .001) and side directions (F(2, 38) =
69.129, p < .001). There was not a main effect of block or day for the latency of the peak
speed.

Figure 4.11: Peak speeds of the controller differed across blocks and trajectories.
(a) Average peak speed of the controller displayed across blocks and split by day. Peak
speeds significantly decreased across blocks on Day 1 and 3. (b) Average peak speed
displayed across horizontal directions of the target trajectories and split by elevation.
Higher speeds were observed in the upper and side trajectories.

As training progressed, differences in the duration of the ballistic phase and the
the refinement phase were also observed. The duration of the feedback-based refinement
phase significantly decreased across days (F(2, 38) = 4.219, p < .05), suggesting that
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participants needed less time for error-correction as they practiced. On Day 1, the duration
of the ballistic phase increased across blocks (F(7, 133) = 3.504, p < .05). On Day 2, the
duration of the ballistic phase increased across blocks (F(7, 133) = 2.21, p < .05) and the
duration of the refinement phase decreased across blocks (F(7, 133) = 2.597, p < .05),
indicating a tradeoff existed between elongated ballistic movements and shorter feedback
mediated refinements. There was no main effect of block on Day 3 for either phase
duration. These trends are illustrated in Figure 4.12.

Figure 4.12: A tradeoff occurred between the durations of the ballistic phase and
refinement phase. (a) Average duration of the ballistic phase displayed across blocks
and split by day. Significant increases in the duration of the ballistic phase occurred
across blocks on Day 1 and 2. (b) Average duration of the refinement phase displayed
across blocks and split by day. Significant decreases in the duration of the refinement
phase occurred across days and blocks on Day 2. The y-axis in both plots has been
scaled to show small but significant changes.

Across trajectories, a main effect of elevation was observed with shorter phase
durations occurring in the lower trajectories (ballistic: [F(1, 19) = 31.933, p < .001];

95

refinement: [F(1, 19) = 31.702, p < .001]). Significantly shorter durations of the ballistic
phase were also observed for the central trajectories (F(2, 38) = 588.895, p < .001).

4.3.4 Neural Dynamics
4.3.4.1

Preparatory Phase Spectral Power
Power spectral density estimates were grouped into the standard EEG bandwidths

for the analysis of the preparatory phase epochs. Epochs were measured for 1 s after the
cue onset for the second waiting period (i.e., when the trap house changed color from red
to green). ANOVA tests were performed to determine within-subject changes in band
power across days and blocks.
A main effect of block was observed for preparatory phase beta band power (13 –
30 Hz) in channels Cz (F(7, 133) = 4.722, p < .01), P3 (F(7, 133) = 3.661, p < .05), and Pz (F(7,
133) = 5.424, p < .01) on Day 1 and 2. Beta band power, which is thought to reflect active
cognition (e.g., [116]), increased across blocks near the sensory-motor area of the brain,
suggesting that the neural hierarchy of preparatory motor processes might be modulated
through training. Figure 4.13 illustrates this trend in all three channels. There was not a
main effect of day or block for delta, theta, or alpha band power.
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Figure 4.13: Beta band power during the preparatory phase significantly
increased in channels Cz, P3, and Pz across blocks on Day 1 and 2. The y-axis has been
scaled to show the small but significant changes.

4.3.4.2

Visual Evoked Potential
To study brain responses elicited by the launch of the target, EEG data were

analyzed using the time window between the target launch and the onset of movement
for each trial (0 ms to ~200 ms). During this timeframe, an early positive ipsilateral VEP
followed by a late negative contralateral VEP was observed over the visual cortex for the
left and right horizontal directions of the target trajectories. This simply means that if the
target was launched leftward, a positive potential could be seen over the left hemisphere
of the visual cortex followed by a stronger negative potential in the right hemisphere.
Conversely, if the target was launched rightward, a positive potential could be seen over
the right hemisphere of the visual cortex followed by a stronger negative potential in the
left hemisphere.
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Figure 4.14 displays the grand average VEPs (averaged across subjects and days)
on separate lines for the left and right horizontal directions of the target trajectories, timelocked to the target launch. The electrodes selected for analysis, P3 and P4, are located
over the left and right posterior hemispheres of the brain, respectively. The early
ipsilateral positive VEP appears to begin at ~100 ms, followed by the onset of the larger
contralateral negative VEP at ~110-120 ms that ends before the onset of eye movement at
~190 ms. Parametric statistical tests, corrected for multiple comparisons using Bonferroni
correction, show that significant differences (p < .05) between the VEPs for the left and
right trajectories existed in the range of ~100 ms and ~175 ms. These differences are
displayed as black bars below the VEPs in Figure 4.14. Figure 4.15 displays the grand
average scalp topographies for the left and right target trajectories.

Figure 4.14: Grand average VEPs for the left and right horizontal directions of
the target trajectories, time-locked to the target launch at time 0 ms. (Left) VEPs
displayed for channel P3 over the left cortex. (Right) VEPs displayed for channel P4
over right cortex. Significant differences in amplitude between the left and right target
trajectories are indicated by the black bars below the VEPs.
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Left Trajectories

Right Trajectories

Figure 4.15: Topographic maps of the VEPs at 20 ms time steps displayed for the
left target trajectories (top) and right target trajectories (bottom). Electrodes are
displayed as black dots on the scalp. The color axis displays the voltage (in µV), where
the values are mapped to a color according to the color bar on the far right.

An ANOVA test performed on the participant-specific VEP amplitudes revealed
a significant decrease across days for both channels (P3: F(2, 38) = 4.555, p < .05; P4: F(2,
38) = 8.481, p < .01), indicating that more negative amplitudes occurred with practice. VEP
amplitudes were determined by selecting the most negative peak in the participant’s
grand average on a given day and calculating the mean of the [-10 10] ms time window
surrounding the peak.
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Figure 4.16: Significant decreases in VEP amplitude were observed across days
in channels P3 and P4. (Left) Grand average contralateral VEPs plotted for channel P3
and split by day. (Right) Grand average contralateral VEPs plotted for channel P4 and
split by day.

4.3.5 Neural Correlates of Behavior
An important goal of this study was to link changes in the EEG data to
improvements in behavioral performance on the marksmanship task. To assess this,
preparatory phase beta band power was evaluated in channels Cz, P3, and Pz while the
mean VEP amplitudes were evaluated in channels P3 and P4 for the contralateral target
trajectories. These values were then correlated with reaction time and trigger response
time by averaging across trials on a given block, producing 20 (subjects) by 3 (days) by 8
(blocks) data points for each variable.
Significant negative correlations were observed for the preparatory phase beta
band power, with lower reaction and response times seen for higher beta band power.
Correlations with controller reaction time were significant in all three channels on each
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day. Correlations with trigger response time were observed in channels Cz (Day 1 and 3),
P3 (Day 1 and 3), Pz (Day 1 and 3). These correlations are illustrated in Figure 4.17 for
each day.

Figure 4.17: Scatter plots comparing the preparatory phase beta band power in
channels Cz, P3, and Pz (x-axis) to behavior (y-axis) in terms of reaction time in the left
column and trigger response time in the right column. Data points represent 20
(subjects) x 3 (days) x 8 (blocks). A least squares line of best fit indicates the correlation
between the variables on each day, where a dashed line indicates that the correlation
was not significant (p > .05).
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The positive correlations between contralateral VEP amplitudes and behavior on
each day are illustrated in Figure 4.18. Correlations for channel P3 are shown for the right
target trajectory directions, while correlations for channel P4 are shown for the left target
trajectory directions. Significant correlations were observed with lower reaction and
response times seen for more negative amplitudes in all but one case (trigger response
time on Day 3).

Figure 4.18: Scatter plots comparing the contralateral VEP amplitude (x-axis) to
behavior (y-axis) in terms of reaction time in left column and trigger response time in
the right column. Data points represent 20 (subjects) x 3 (days) x 8 (blocks). A least
squares line of best fit indicates the correlation between the variables on each day,
where a dashed line indicates that the correlation was not significant (p > .05).
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4.4 Discussion
In this study, a simulated trap shooting task was used to investigate the
psychophysiological processes underlying motor skill learning in twenty novice
participants. Repetitive natural movement patterns were measured using motion tracking
as participants practiced shooting at moving targets while their brain activity was
recorded with EEG. Over three days of training, participants improved their accuracy by
an average of 13.03%.
Analysis of behavior and movement kinematics revealed that performance
improvements were accompanied by faster controller reaction times, shorter refinement
phase durations, and earlier trigger response times, indicating that less time was needed
for motor planning, execution, and error-correction as training progressed. A similar
marksmanship task without EEG was performed by Rao et al. [75] in a single-day training
experiment with twenty participants, where improvements in accuracy over blocks were
accompanied by a significant decrease in the duration of the refinement phase. Our results
show that these trends continue over days, with the addition of faster reaction and trigger
response times.
This study also revealed important new insights into the cognitive processes
accompanying full-body movement during marksmanship training in VR. First, it was
shown that a MoBI-style approach is feasible for recording and analyzing EEG during a
trap shooting event when conducted in fully immersive virtual reality. Second, an
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increase in preparatory phase beta band power observed over blocks during the
timeframe before the target launch suggests that cortical activation was modulated
through practice. Third, post-launch contralateral VEPs observed in the EEG data over the
posterior channels revealed that visual processing of the target occurred before the onset
of eye, hand, and head movements. The amplitudes of the VEPs decreased over days,
indicating that more robust visual processing occurred through practice. Moreover,
preparatory phase beta band power and VEP amplitudes were strongly correlated with
behavior, suggesting that better performance was preceded by stronger beta oscillations
and more negative VEP amplitudes.
In the next chapter, these EEG and kinematic variables are investigated as features
for a machine learning approach to identify biomarkers that are predictive of
marksmanship performance on a trial-by-trial basis. Since the psychophysiological
processes involved with performing a motor task are expected to involve complex
relationships between one another, this approach also highlights predictive combinations
of biomarkers that univariate techniques, such as the ANOVA, fail to capture.
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5 Biomarker Classification
The overall goal of the simulated marksmanship task presented in the previous
chapter was to combine EEG, motion tracking, and VR technology to gain a better
understanding of the psychophysiological mechanisms underlying visual-motor skill
learning. Visual-motor skill is crucial for the successful execution of tasks that demand a
high level of precision, especially in stressful environments such as those in sports,
combat, and surgery. As such, a key area of interest in this study was to identify the EEG
and kinematic biological markers (biomarkers) that describe the psychophysiological
processes that are predictive of task success. The findings in the previous chapter showed
that significant within-subject differences in the variables extracted from the EEG and
motion tracking data occurred through practice and correlated with improvements on the
task. However, this approach was only able to identify biomarkers in isolation from the
other variables and did not provide predictions on a trial-by-trial basis. Therefore, in this
chapter, a machine learning approach was developed to highlight biomarker interactions
and to automatically identify the most predictive biomarker combinations of trial-by-trial
marksmanship performance.
In machine learning, binary classification models are used to predict which of
two classes a set of observed data points belong to. Classification models use features
associated with the relevant data to characterize the phenomenon being observed. Using
similar variables to those extracted from the EEG and motion tracking data in the previous
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chapter as features, two biomarker classification models were developed to categorize
single-trial data according to a participant’s skill level (top 25% or bottom 25% of
participants in terms of accuracy) and shot success (target hit or miss). The goal of these
models was to automatically identify the biomarkers associated with better or worse
performance on a trial-by-trial basis.
Moreover, biomarker classification models can also be used in conjunction with
data-driven feature selection methods to find the combinations of biomarkers that best
separate the two classes. By selecting a group of biomarkers that yields the highest
classification accuracy, it may be possible to gain important knowledge about the
biomarker interactions underlying marksmanship performance. Therefore, in this
chapter, the performance of three different classifiers were first evaluated, which was
followed by the application of a feature selection method to obtain a final subset of
biomarkers that was most predictive of marksmanship performance.

5.1 Methods
Two binary classification tasks were explored using single-trial observations to
assess the feasibility of features extracted from the EEG and motion tracking data as
potential biomarkers of marksmanship performance. The goals for these classification
tasks were to distinguish skilled from unskilled performance and successful (hit) from
unsuccessful (miss) trials. To do this, data from the five best participants (total accuracy >
75%) and the five worst participants (total accuracy < 60%) were used for skill level
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classification, while data from all twenty participants were used for shot success
classification.

5.1.1 Preprocessing and Feature Extraction
Data collected during the simulated marksmanship task were divided into three
consecutive datasets for separate analyses, where each dataset represented a different
psychophysiological process that occurred during a single trial: (1) pre-launch preparatory
phase EEG data that represents the participant’s mental preparation before the target was
launched and is characterized by spectral power, (2) post-launch VEP response EEG data
that reflects visual processing of the target before movement occurred, and (3) post-launch
kinematic response data recorded as the participant moved to acquire the target. Figure 4.4
illustrates the time frames for which EEG and motion tracking data were analyzed during
a single trial. EEG data were not analyzed during movement due to the large artifacts
present in the data.
Each of the three datasets were used in separate classification models to highlight
the predictive power of the unique biomarkers at each stage of the trial. Additionally, due
to significant differences in the post-launch responses between the horizontal trajectory
directions (see Figures 4-9 through 4-12), the VEP and kinematic response features
associated with side and center trajectories were analyzed separately to avoid bimodal
feature distributions. A summary of all five datasets is displayed in Table 5. Any
observation with missing data was excluded from the analyses.
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Features from the EEG and motion tracking data were extracted in the same
manner as the dependent variables in the previous chapter (for details, refer to Section
4.2).
Table 5: Summary of datasets used for evaluating classifier performance. 𝒏
indicates the number of trials used in each classification task.

Preparatory Band Power
VEP (side)
VEP (center)
Kinematics (side)
Kinematics (center)

Features
52
100
100
15
15

𝒏 (skill level)
14,395
9,473
4,675
9,280
4,741

𝒏 (shot success)
28,521
18,553
9,331
18,520
9,476

Preparatory phase EEG data were extracted from the 1s time window following the first
cue (i.e., the trap house turning green) before the target was launched. These data were
processed to calculate power spectral densities (PSDs) estimates that were then separated
into the four standard EEG frequency bands: delta (0.1 – 4 Hz), theta (4 – 8 Hz), alpha (8 –
13 Hz), and beta (13 – 30 Hz). The band powers obtained for each of the 13 EEG channels
were concatenated across the channels to generate a vector of 52 spectral features. To
capture the VEP response in the post-launch EEG data, features were extracted from the
EEG signal from a time window of 200 ms in each channel following the target launch.
These signals were first concatenated across the 13 channels to create a features vector of
2600 samples. Due to the high dimensionality of this vector, principal component analysis
(PCA) was used to reduce the number of the features. PCA is a technique for dimension
reduction that linearly transforms the feature matrix into a lower-dimensional space so
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that the variance of the data in the low-dimensional representation is maximized [117].
This created a smaller set of new, linearly uncorrelated VEP features that accounted for >
95% of the variance in the data using 100 principal components.
The kinematic response features were as follows: reaction time (controller and
head), peak speed (controller), latency of the peak speed (controller), duration of the
ballistic phase, latency of the end of the ballistic phase, angular error at the end of the
ballistic phase, speed at the end of the ballistic phase (controller and head), duration of
the refinement phase, trigger response time, speed at the trigger response time (controller
and head), and total rotation (head).
Finally, an imbalance existed between the classes for shot success (participants hit
the target more than they missed) and so a bootstrap resampling technique was applied
to oversample the minority class (misses) to avoid biased classification results. Feature
standardization was also used to make the values of each feature fit a standard normal
distribution with a mean of zero and unit variance.

5.1.2 Classification and Feature Selection
The performance of three different classifier algorithms for use with the five
feature sets were compared: logistic regression (LR), naïve Bayes (NB), and random forest
(RF) (see [117] for a review). Using Occam’s razor principal (use the least complicated
algorithm that addresses the problem), LR was selected to provide a baseline for
comparison. LR is simple linear classifier that seeks to find a linear decision boundary that
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best separates the two classes. NB is also a linear classifier but, unlike LR, it creates a
generative model rather than a discriminative model. A generative model learns the joint
probability of both the data and labels to explicitly model the distribution of each class
(i.e., it models how the data are generated), whereas a discriminative model learns the
probability of the label given the data. Generative models such as NB typically perform
better than discriminative models when only a limited amount of training data is available
by reducing the model’s variance, or sensitivity to small fluctuations in the training data,
that leads to overfitting. However, as the training dataset grows, discriminative models
such as LR usually perform better by providing lower bias, or error from the erroneous
assumptions in the algorithm, that leads to underfitting [118].
RF was selected to represent a modern nonlinear classifier. Nonlinear classifier
algorithms seek to find more complex nonlinear decision boundaries between the two
classes than linear classifiers. RF is a discriminative model, which means it also provides
low bias but can create more a complicated decision boundary than LR. RF is an ensemble
algorithm that uses a “bagging” method to train several weak classifiers that are then
aggregated to create a single strong classifier. In general, the bagging technique used by
RF makes it more robust to outliers and noise than LR or other nonlinear classifiers.
To train and test each classifier, a leave-one-subject-out (“subject-wise”) crossvalidation technique was used to avoid creating dependencies between the training and
test sets. Classifier performance was measured using area under the ROC curve (AUC),
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where an AUC of 0.5 indicates chance level performance and 1.0 indicates perfect
prediction. Classification models were compared using McNemar’s test for significance
on the aggregate of left-out subject predictions [119].
Finally, the sequential forward floating search (SFFS) algorithm was used for
feature selection and the feature subset with the highest AUC was reported. The
sequential forward search (SFS) is a simple greedy search algorithm that starts with an
empty feature set and iteratively adds the feature that maximizes AUC when combined
with the features that have already been selected [120]. The floating variant, SFFS,
includes an additional step that allows features to be removed after they have been
included so that a larger number of subsets can be tested [78]. While this technique does
not guarantee the global optimality of the feature set, it is an efficient method for feature
selection with low computational cost. The best feature subsets selected for both
classification tasks were compared and linked to the results from hypothesis tests in the
previous chapter.

5.2 Results
5.2.1 Classifier Performance
Figure 5.1 compares the performance of the three classifiers in terms of AUC for
the skill level and shot success classification tasks. Each classifier was trained and tested
with the five separate feature sets described in Table 5 using leave-one-subject-out crossvalidation.
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Figure 5.1: Comparison of classifier performance in terms of AUC. The height
and color of each bar represent the AUC and classifier type, respectively. Each set of
bars on the x-axis represents one of the five feature sets for two classification tasks: (a)
participant skill level and (b) shot success. Significant differences in performance are
indicated by the lines above each set of bars (p < .05). The dashed line indicates chance
level performance.

The best performance for the skill level classification task in Figure 5.1a was
obtained with NB for the preparatory band power and kinematic features and with RF for
the VEP features. For the shot success classification task results in Figure 5.1b, near
chance-level performance (AUC ≈ 0.5) was observed for all three classifiers with the VEP
features. However, above-chance performance was observed for the shot success
classification models with the preparatory band power and kinematic features, indicating
that they may contain some predictive power for determining single-trial shot success.
Given the limited number of participants used to train each of the models and the
potentially high inter-subject variability of the data, it was important to verify that the
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classification models performed better than random guessing. To confirm that the results
in Figure 5.1 were not due to chance, participants were randomly relabeled as skilled or
unskilled for the skill level classification task and trials were randomly relabeled as hit or
miss for the shot success classification task. The same leave-one-subject-out crossvalidation method was used for training and testing. This process was repeated 50 times
and the average results are displayed in Figure 5.2. A higher AUC for randomly
reallocated labels suggests that the AUC with ground-truth labels was due to random
guessing.

Figure 5.2: Comparison of average classifier performance in terms of AUC using
randomly reallocated labels. Error bars indicate ±1 standard deviation of the population
of AUCs generated from 50 runs. Each set of bars on the x-axis represents one of the
five feature sets for two classification tasks: (a) participant skill level and (b) shot
success. Higher AUCs suggest that the classification models with ground-truth labels
were randomly guessing.

Comparing Figure 5.2 to Figure 5.1 reveals that label randomization reduced the
AUCs for the preparatory band power and kinematic features, indicating that these
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models are indeed capturing real differences between the two classes. However, the AUCs
for the skill level classification models with VEP features increased with label
randomization, suggesting that the models learned differences between individual
subjects rather than between the two skill level groups.

5.2.2 Feature Selection
The next step in this investigation was to use the SFFS algorithm for feature
selection to identify the combinations of biomarkers that were the most predictive of
marksmanship. The NB classifier was selected for use with the SFFS algorithm (SFFS-NB)
based on the results from Figure 5.1 and its computational efficiency. Figure 5.3 illustrates
how classifier performance changed as features were sequentially added to the feature
subset during SFFS. The poor performance results of both classification models with VEP
features did not improve with feature selection and, therefore, are not included in this
section.

Figure 5.3: Classifier performance during SFFS-NB. The x-axis denotes the
number of features selected during the greedy SFFS algorithm and the y-axis denotes
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the AUC for the NB classifier. (a) SFFS-NB with preparatory EEG features for the skill
level task (black) and shot success tasks (white). (b) SFFS-NB with kinematic features
for the skill level (black) and shot success tasks (white), split by horizontal trajectory
direction for the side (circle) and center (square) target trajectory directions.

From the performance curves in Figure 5.3, it is clear that the feature subsets
obtained with SFFS produce higher AUCs than single features in isolation (1 on the x-axis)
and the full feature set (far right on x-axis). The curves reached a maximum AUC at
around five features for both classification tasks. The kinematic features in these subsets
are listed in Table 6. The preparatory phase band features had many close-to-optimal
feature subsets that achieved similar results and, therefore, are not listed.
Table 6: The five kinematic features selected by the SFFS-NB algorithm for the
skill level and shot success classification tasks. The numbers represent the stage in the
SFFS algorithm when the feature was added.
1

Kinematic
(Side)

Skill
Level
Kinematic
(Center)

Shot
Success

Kinematic
(Side)

Reaction
Time
(Controller)

Reaction
Time
(Controller)

Reaction
Time
(Controller)

2

Peak Speed
(Controller)

Reaction
Time (Head)

Reaction
Time (Head)
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3

4

5

Time of

Duration of

Speed at

Peak Speed

Ballistic

Response

(Controller)

Phase

Time (Head)

Time of

Duration of

Peak Speed

Refinement

(Controller)

Phase

Duration of
Refinement
Phase

Speed at
Response
Time
(Controller)

Speed at
Response
Time
(Controller)
Speed at
Response
Time (Head)

Kinematic
(Center)

Reaction
Time
(Controller)

Peak Speed
(Controller)

Duration of

Duration of

Ballistic

Refinement

Phase

Phase

Speed at
Response
Time
(Controller)

The overlapping kinematic features between the subsets in Table 5 were as
follows: Reaction time of the controller was the first feature selected in all four subsets.
Using an unpaired two-sample t-test to compare the class distributions, skilled
participants had significantly faster reaction times than unskilled participants for both the
center and side trajectory directions (p < .001). Similarly, the reaction times were
significantly faster for successful trials than unsuccessful trials (p < .001). Duration of the
refinement phase and the controller’s speed at the trigger response time appeared in three
of the four kinematic feature subsets, not including the side trajectories for the skill level
classification task. Significantly shorter durations and lower peak speeds at the response
time were observed for skilled participants and successful trials when compared to
unskilled participants and unsuccessful trials (p < .001). The speed of the head at the
response time was selected for both tasks with center trajectory features, with lower
speeds occurring for skilled participants and successful trials (p < .01). Finally, the time of
the controller’s peak speed appeared in both feature subsets for skill level classification,
where skilled participants reached the peak speed sooner than unskilled participants (p <
.001).

116

5.3 Discussion
In this chapter, it was demonstrated that efficient feature extraction and
classification, when combined with feature selection, has the potential to identify
combinations of EEG and kinematic biomarkers that are predictive of marksmanship
performance on a trial-by-trial basis. These findings suggest that subsets of preparatory
phase band power and kinematic features may possess predictive power for classifying
marksmanship performance, particularly for differentiating between skilled and
unskilled participants.
Perhaps the most feasible biomarker of marksmanship performance identified in
this work was the reaction time of the controller, which was shown to significantly
decrease with practice in Chapter 4 (Figure 4.9) and appeared as the first feature selected
by the SFFS-NB in all the feature subsets (Table 6). In addition, the duration of the
refinement phase also significantly decreased with practice in Chapter 4 (Figure 4.12) and
appeared in three of the four selected feature subsets with SFFS-NB. An obvious trend did
not appear to be present in the preparatory band power features selected by the SFFS-NB
algorithm. However, given the high performance of the skill level classifier using these
features, it is possible that further analysis could reveal more distinctive patterns of brain
activity in proficient shooters. Additionally, it’s possible that other feature selection
methods (e.g., filtering or embedded methods) would select different feature subsets with
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a different number of features and, therefore, should be explored to substantiate these
features as biomarkers.
For the shot success classification task, poorer performance was observed with
only slightly above chance-level AUCs for both the EEG and kinematic feature sets. This
suggests that either the differences in preparatory brain states, VEPs, and kinematic
behavior do not change on a trial-by-trial basis or that more data are needed to mitigate
the effects of noise in the biosensor data. Due to the sensitivity of biosensors to interference
and the complexity of human motion, most EEG and motion tracking data contain large
amounts of noise. Learning from noisy input data is not trivial because these erroneous
patterns can obscure patterns that are pertinent to the task at hand. Classifiers can
sometimes end up learning these noise patterns, which reduces their ability to generalize
to unseen data. Thus, future studies with more training data are needed to validate the
stability of the results presented in this chapter. Furthermore, single-trial prediction may
require a different approach in order to capture the minute intricacies of human motion
that determine whether a participant will hit the target or not. Therefore, in the next
chapter, methods for modeling the continuous movement signals are investigated that do
not rely on hand-crafted features that may not be suitable for single-trial prediction of
marksmanship success.
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6 Controller Motion Trajectory Prediction for Real-time
Performance Estimation
Biomarkers describing the psychophysiological processes observed during the
simulated marksmanship task have the potential to be used to characterize visual-motor
skill, which may be useful for the design of closed-loop feedback systems that can
accelerate skill learning during training by delivering instructions to trainees either offline
or in real-time (e.g., in static marksmanship [57]). However, in the previous chapter, the
poor trial-by-trial classification performance of the psychophysiological biomarkers
extracted from the EEG and motion tracking data suggested that these biomarkers may
not have captured the more complex characteristics of human motion. Therefore, in this
chapter, an alternative approach to estimating single-trial success was explored that uses
trajectory prediction techniques to model the data in a spatiotemporal domain, which
avoids some of the limitations posed by hand-crafted features.
The goal of trajectory prediction is to estimate a moving object’s future position
using knowledge of its past movement. In previous research, methods for trajectory
prediction have been used for estimating vehicle patterns [79]–[82], robotic motion [83]–
[85], and pedestrian paths in surveillance videos [86]–[89]. In the context of this research,
trajectory prediction was used to build a model that estimated future positions of the
firearm controller to determine whether the controller’s virtually projected ray would
intersect with the simulated clay pigeon before the shot was taken. Effectively, these
position estimates produce predictions of single-trial success (i.e., target hit or miss) using
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the raw tracking data directly, eliminating the need to manually design biomarkers that
may not fully describe the complex data.
Perhaps the simplest method for trajectory prediction is the Kalman filter, which
is widely used in the field of linear robotics for motion planning and control [83]. The
Kalman filter is a parametric technique that uses a priori knowledge of the movement
dynamics to develop equations that calculate predictions. However, parametric methods
such as the Kalman filter are often too restrictive when varying degrees of uncertainty are
present in the data: human motion (as opposed to robotic motion) can vary greatly based
on environmental factors and sensory feedback. Therefore, it is likely that more complex
nonparametric methods are needed to capture the dynamics of controller motion that are
not known a priori.
Other approaches for trajectory prediction include nonparametric and seminonparametric methods such as Gaussian process (GP) regression [94] and recurrent
neural networks (RNN) [96]. These methods provide more flexibility in modeling variable
human motion data as they rely on previously observed motion trajectory patterns to
make more informed predictions. In applications that involve modeling pedestrian paths
[86], [88] and vehicle motion [80], [81], both methods have been shown to provide better
long-term prediction performance than traditional methods such as the Kalman filter.
Therefore, in this work, adaptations of the GP and RNN models for long-term controller
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motion trajectory predictions were investigated, with the Kalman filter model serving as
the baseline to evaluate performance.
The development of an efficient trajectory prediction model could have important
implications for visual-motor skill learning during simulation-based training tasks with
repetitive movements such as trap shooting. Practice by itself doesn’t ensure task success
because repetition with poor technique can lead to prolonged performance deficiencies;
hence, an effective closed-loop feedback system that uses trajectory prediction to alert
trainees in real-time about when shooting is suboptimal might have the ability to correct
these deficiencies and thereby accelerate skill learning. The findings from this work
illustrate the potential for a trajectory prediction model to provide early estimates of
single-trial marksmanship success by predicting whether the trajectory of the controller’s
virtually project ray will intersect with the simulated clay pigeon before the shot is taken.
Therefore, this work represents a first step towards the ultimate goal of using trajectory
prediction in a sensor-based feedback system to highlight areas for improvement and
relate the information to the trainee in real-time.

6.1 Short-Term Prediction using Kalman Filters
Estimating the future state of a dynamic object (e.g., position, orientation, and
velocity) is a fundamental problem in many real-world applications. Bayes filters are one
approach to this estimation problem because they recursively estimate a posterior
probability distribution over the object’s state to predict future states with some amount
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of uncertainty. Perhaps the most well-studied parametric implementation of a Bayes filter
is the Kalman filter, which represents the posterior distribution over the estimated state
by assuming a Gaussian distribution.
At a high level, the Kalman filter produces estimates of a moving object’s future
state by applying a linear operator to the current state in order to estimate a new state (see
Section 2.3.3.2 for a more detailed review). The application of a linear operator to a
Gaussian state produces another Gaussian state; hence, each state in the process can be
represented by the mean 𝝁 and covariance 𝚺 of its distribution. Repeated application of
this process allows for estimates of the state to be calculated many time steps into the
future.
Given its simple and computationally efficient design, the Kalman filter was used
as a baseline prediction method to estimate future states of controller during the simulated
marksmanship task. The state of the controller (𝒔𝑡 ) at discrete time step t consisted of the
sensor’s position (𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡 ), orientation in spherical coordinates defined by azimuth and
elevation angles (𝜃𝑡 , 𝜙𝑡 ), linear instantaneous velocity (Δ𝑥𝑡 , Δ𝑦𝑡 , Δ𝑧𝑡 ), and angular
instantaneous velocity (Δ𝜃𝑡 , Δ𝜙𝑡 ).
𝒔𝑡 = [𝑥 𝑦 𝑧 𝜃 𝜙 Δ𝑥 Δ𝑦 Δ𝑧 Δθ Δ𝜙]𝑇𝑡

( 6-1 )

The linear state transition function for the Kalman filter was expressed by
𝒔𝑡+1 = 𝐹𝒔𝑡 + 𝑤𝒕

( 6-2 )
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where 𝐹 represents the transition matrix and 𝑤 represents additive Gaussian noise with
mean zero and variance 𝑄 = 1𝑒 − 7. The value for 𝑄 was tuned manually to optimize
prediction performance. The transition matrix 𝐹 for the marksmanship task was
determined using the standard kinematic equation (i.e., 𝒔𝑡+1 = 𝒔𝑡 + Δ𝒔𝑡 ) and had the
following form:
1
0
0
0
0
𝐹=
0
0
0
0
[0

0
1
0
0
0
0
0
0
0
0

0
0
1
0
0
0
0
0
0
0

0
0
0
1
0
0
0
0
0
0

0
0
0
0
1
0
0
0
0
0

1
0
0
0
0
1
0
0
0
0

0
1
0
0
0
0
1
0
0
0

0
0
1
0
0
0
0
1
0
0

0
0
0
1
0
0
0
0
1
0

0
0
0
0
1
0
0
0
0
1 ]

( 6-3 )

The goal of the utilizing the Kalman filter in the marksmanship task was to
estimate the state of the controller at the time of the trigger response (time step 𝑟) on a
given trial. Prediction performance was evaluated using 𝑘 different initial starting points
leading up to the trigger response at time 𝑟. This simply means that the initial state for
each starting point (𝒔𝑟−𝑘 ) occurred 𝑘 time steps before the trigger was pulled and,
therefore, the goal was to predict the subtrajectory from time 𝑟 − 𝑘 to time 𝑟. Performance
was measured using the closest position on the controller’s ray to the center of the target
at time 𝑟 in Cartesian coordinates (𝒑𝑟 = [ℎ𝑟 , 𝑘𝑟 , 𝑙𝑟 ]), which was calculated using the
position and orientation of the controller’s sensor in 𝒔𝑟 (see Section 2.3.4.1 for the
derivation of 𝒑). An example of a controller motion subtrajectory prediction with the
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Kalman filter is shown in Figure 6.1, where the initial starting point occurred 1 s (𝑘 = 60
time steps) before the trigger response at time 𝑟.

Figure 6.1: Example of long-term controller motion prediction using a Kalman
filter to estimate the subtrajectory at starting 60 samples (1 s) before the trigger pull at
time 𝒓. The purple ellipses display the 2σ confidence bound on the predicted controller
position at each time step, where σ represents standard deviation. The large orange
circles and smaller blue circles display the target positions and true controller
positions, respectively. The color gradient of each trajectory changes from light at time
𝟎 (bottom right corner) to dark at time 𝒓 (upper left corner) to represent the start and
end of the trajectory, respectively.

In order to compare the Kalman filter’s prediction performance across all
𝑘 starting points, the trivariate normal distribution representing the predicted controller
̂𝒓 , 𝒌
̂𝑟 , 𝒍̂𝒓 ] ~ 𝑁3 (𝝁, Σ)) was integrated over a cubic cell with an edge length
̂ 𝑟 = [𝒉
position (𝒑
of 4 ft, centered around the true position of the controller (𝒑𝑟 = [ℎ𝑟 , 𝑘𝑟 , 𝑙𝑟 ]) at time 𝑟 by
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𝑙 +2 𝑘 +2 ℎ +2
𝑞 = ∫𝑙 𝑟−2 ∫𝑘 𝑟−2 ∫ℎ 𝑟−2 𝑓(ℎ̂𝑟 , 𝑘̂𝑟 , 𝑙̂𝑟 ) 𝜕ℎ̂𝑟 𝜕𝑘̂𝑟 𝜕𝑙̂𝑟
𝑟

𝑟

𝑟

( 6-4 )

where 𝑓(ℎ̂𝑟 , 𝑘̂𝑟 , 𝑙̂𝑟 ) represents trivariate normal probability density function over the
prediction and the bounds are a function of the true closest position 𝒑𝑟 . For efficiency, this
triple integral was approximated using the method proposed in [121]. Figure 6.2
illustrates how 𝑞 was computed at time 𝑟. A comparison of the average prediction
performance across starting points is displayed in Figure 6.3.

Figure 6.2: The performance measure 𝒒 was computed as the cumulative
distribution of the prediction (large purple sphere) bounded by the faces of a cube
whose center is controller’s true position (small blue sphere).
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Figure 6.3: Long-term controller prediction performance with the Kalman filter.
𝒌 on the x-axis represents the number of prediction steps before the trigger was pulled
(i.e., the length of the predicted subtrajectory). 𝒒 on the y-axis represents the cumulative
distribution over a cell around the controller’s true position at time 𝒓, where a higher
value indicates better performance. Results were averaged across trials, participants,
and trajectories.

From the example in Figure 6.1, it is clear that the Kalman filter did not capture
the nonlinear patterns of controller motion that were needed to facilitate long-term
prediction for 1s leading up to the trigger response. The errors caused by the linear motion
and constant velocity assumptions propagated in the estimates, which led to more
inaccurate predictions as time progressed.
The negative impact of these assumptions on long-term prediction is illustrated in
in Figure 6.3, where the Kalman filter failed to accurately predict the state of the controller
beyond ~.5 s (𝑘 = 30 time steps). However, in the short timeframe right before the trigger
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response (i.e., closer to 𝑘 = 0), the Kalman filter performed relatively well. This short-term
success was due to the limited amount of activity occurring during the refinement phase
of the controller movement, in which case the Kalman filter’s linear and constant velocity
assumptions were accurate. However, when the filter was initiated during the earlier and
more volatile ballistic phase of the movement, these assumptions led to noticeably
incorrect predictions, which was expected given the nonlinear shape of the full
trajectories.
Thus, despite its efficient design, the Kalman filter was not able to accurately
predict the complicated controller trajectory patterns due to its restrictive assumptions
and vague parametric description, especially during the unstable early stages of the
movement. In order to capture the more complex relationships needed for long-term
prediction, more sophisticated models for trajectory prediction are needed.

6.2 Long-term Prediction using Gaussian Processes and Bayes
Filters
To overcome the limitations associated with parametric methods, the use of
nonparametric Gaussian processes (GPs) for prediction has been considered in a variety
of applications with trajectory data (e.g., vehicles [80], mobile robots [84], pedestrian paths
[86]). One of the main advantage of GPs is that they are able learn a distribution over all
of the underlying functions that pass through a given data point using a set of training
data. This simply means that instead of using a parametric function to describe the data,
the output of the GP model is a Gaussian distribution representing the expected (most
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likely) function with some confidence value that is consistent with the training data. This
is particularly useful for modeling complex human motion, where uncertainty in
movement can be explicitly modeled. For a more comprehensive description of the GP
model structure and training procedure, see Section 2.3.4.3.
For the simulated marksmanship data, GP models were trained to predict the
controller’s instantaneous velocities (Δ𝒔𝑡 = 𝒔𝑡+1 − 𝒔𝑡 = [Δ𝑥𝑡 , Δ𝑦𝑡 , Δ𝑧𝑡 , Δ𝜃𝑡 , Δ𝜙𝑡 ]) given its
position and orientation (𝒔𝑡 = [𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡 , 𝜃𝑡 , 𝜙𝑡 ]) at time 𝑡 and some training data 𝐷 =
{𝒔𝑖 , Δ𝒔𝑖 }𝑖=1…𝑛 where 𝑛 is the number of training trajectories (note: the definition of the state
𝒔𝑡 for the GP is different from the definition of the state for the Kalman filter). The
posterior distribution over the predicted velocity values was expressed as
𝑃(Δ𝒔𝑡 |𝒔𝑡 , 𝐷) = 𝒩 (𝐺𝑃𝜇 (𝒔𝑡 , 𝐷), 𝐺𝑃Σ (𝒔𝑡 , 𝐷))

( 6-5 )

Here, 𝐺𝑃𝜇 and 𝐺𝑃Σ are the posterior process mean and variance functions that represent
the prediction of the controller’s instantaneous velocity at time 𝑡 and the uncertainty of
this prediction. An example of the outputs from a trained GP controller motion model for
the upper left target trajectory is illustrated in Figure 6.4, where the training trajectories
began in the bottom right and moved towards the upper left of the figure. In this figure,
the mean predictions of the instantaneous velocity follow the same direction as the
training trajectories, while uncertainty in the predicted velocity increases farther away
from the training data.
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Figure 6.4: An example of a trained Gaussian process motion model for the
controller trajectories in the upper left target trajectory direction. The arrows represent
the predicted instantaneous velocity and the shading represents the variance of the
prediction, where lighter areas indicate lower uncertainty. Training trajectory data are
shown in red, which begin near the bottom right and end near the upper left of the
figure.

Using the posterior distribution of the trained GP prediction model in (6-5),
estimates of the controller’s state at the next time step 𝑡 + 1 could be computed by
𝑃(𝒔𝑡+1 |𝒔𝑡 , 𝐷) = 𝒩 (𝒔𝑡 + 𝐺𝑃𝜇 (𝒔𝑡 , 𝐷), 𝐺𝑃Σ (𝒔𝑡 , 𝐷))

( 6-6 )

However, (6-6) has no numerical solution unless the state at time 𝑡 is known exactly. When
making a prediction that is more than two time steps into the future, the state at the
previous time step is not known. To solve this problem, Ko and Fox [84] introduced the
idea of GP-BayesFilters that integrates the GP model into different instances of Bayes
filters for recursive estimation of the state. The Gaussian distribution over the predicted
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state provided by the output of the GP model allows it to easily be incorporated into the
recursive framework of a Bayes filter, which is then able to propagate the distribution
through the GP model.
In this section, two instances of GP-BayesFilters were investigated for long-term
controller motion trajectory prediction. Both instances used the same trained GP models
for integration with a different Bayes filter. GP models were trained using participantspecific data for each target trajectory direction on a single day, creating 20 (subjects) x 3
(days) x 6 (trajectory directions) datasets of 80 controller motion trajectories each. Each GP
model was trained on the first 40 trajectories in each dataset, which were downsampled
by 2 to reduce computational complexity during training. The latter 40 trajectories were
used for testing with the GP-BayesFilter structure to produce predictions of their
subtrajectories.

6.2.1 Gaussian Process + Particle Filter
The GP motion model describes the complex paths that the controller can take
during the simulated marksmanship task. In this section, a method based on the
nonparametric particle filter (PF) [83], also known as Sequential Monte Carlo, was used
to recursively propagate the predicted posterior distribution over the controller’s state
through the GP motion model.
The approximate posterior distribution for the PF is represented by a set of
samples (“particles”) drawn from this posterior, which allows for a wide range of
130

distributions to be represented (e.g., non-Gaussian). Such representations are not
restricted by a parametric form, which is ideal for estimating posterior distributions that
can sometimes be intractable. This flexibility makes the PF the most versatile of all Bayes
filters.
The integration of the PF algorithm into the GP motion model, termed GP-PF, was
used to facilitate long-term controller trajectory prediction. To begin, an initial starting
point on the trajectory (𝑘 time steps before the trigger response at time 𝑟) was represented
by a set of 250 particles drawn from 𝑃(𝒔𝑟−𝑘 |𝒔𝑟−𝑘−1 , 𝐷). At each consecutive time step until
time 𝑟, each particle was updated by drawing a sample from its posterior distribution
provided by the GP model in (6-5) and adding it to its previous value. An example of how
the particles evolved during the marksmanship task is illustrated in Figure 6.5, where the
initial starting point of the filter occurred 1 s (𝑘 = 60 time steps) before the trigger
response.
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Figure 6.5: Example of long-term prediction using a GP-PF with 20 particles,
where the predicted subtrajectory started 60 samples (1 s) before the trigger pull. The
inset in the upper right corner displays a zoomed-in version of the predictions. The
small purple dots represent the approximate distributions of the particles over the
predicted controller position at each time step. The large orange circles and smaller
blue circles display the target positions and true controller positions, respectively. The
color gradient of each trajectory changes from light at time 𝟎 (bottom right corner) to
dark at time 𝒓 (upper left corner) to represent the start and end of the trajectory,
respectively.

Prediction performance for each trial was measured as the fraction of the particles
residing in the 4 ft cube surrounding the true position of the controller at time 𝑟. The
average performance results are displayed across 𝑘 different starting points in Figure 6.6.
The Kalman filter results are also included for comparison.
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Figure 6.6: Comparison of long-term controller trajectory prediction
performance using the GP-PF (dotted line) and Kalman filter (solid line). 𝒌 on the xaxis represents the number of prediction steps before the trigger was pulled at time 𝒓
(i.e., the length of the predicted subtrajectory). 𝒒 on the y-axis represents the cumulative
distribution over the cubic cell, or fraction of particles, around the controller’s true
position. Higher values of 𝒒 indicate better prediction performance. Results were
averaged across trials, participants, and trajectories. The GP-PF performed better than
the Kalman filter for long-term predictions beyond 𝒌 ≈ 𝟐𝟏 time steps.

In the example in Figure 6.5, the general direction of the particles remained fairly
consistent with the controller’s true nonlinear motion even though the particles dispersed
as they moved through the motion model due to the growing uncertainty in the
prediction. This is only a single example of controller motion trajectory prediction with
the GP-PF algorithm, but it gives some insight as to how much of an improvement in
prediction performance this algorithm achieved over the traditional Kalman filter.
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From the results in Figure 6.6, it is clear that the GP-PF model was able to make
more informed long-term predictions of controller motion than the Kalman filter beyond
~.35 s (𝑘 = 21 time steps) before the trigger pull, which was the goal of the model.
However, these results were still fairly poor considering less than half of the particles
remained in the cell beyond .25 s (𝑘 = 15). Additionally, the high computational cost of
performing the GP mean and variance computation for each particle at every time step
makes it a poor choice for integration with a real-time feedback system. This cost was
defined by Ko and Fox [84] as
𝐶𝑝𝑓 = 𝑀(𝐶𝜇 + 𝐶Σ )

( 6-7 )

where 𝑀 is the number of particles, 𝐶𝜇 is the cost of computing the GP mean, and 𝐶Σ is the
cost of computing the GP covariance. As the covariance of the predicted state grows
during long term prediction, the number of particles needed to fill the larger state space
also grows and the computational cost increases rapidly. Therefore, a more cost-effective
approach is needed since one of the objectives of this model is to eventually use it for realtime prediction during training.

6.2.2 Gaussian Process + Extended Kalman Filter
An alternative to the computationally expensive PF is the more efficient extended
Kalman filter (EKF), which is a parametric method that represents the predicted state with
a Gaussian distribution [83]. The EKF is an extension of the traditional Kalman filter that
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allows for nonlinear transformations from one state to the next, which is achieved through
a linearization of the nonlinear transformation function.
The method described by Ko and Fox [84] for integrating the EKF into the GP
model was adapted for the controller motion trajectory prediction task as follows. The
predicted mean for the controller state 𝒔𝑡+1 using the GP-EKF algorithm was given
directly by
̂ 𝑡+1 = 𝝁𝑡 + 𝐺𝑃𝜇 (𝝁𝑡 , 𝐷)
𝝁

( 6-8 )

Here, 𝐺𝑃𝜇 represents the mean function defined by the GP model, which was defined in
Chapter 2 as
𝐺𝑃𝜇 (𝝁𝑡 , 𝐷) = 𝑘(𝝁𝑡 , 𝐷𝑠 )𝑇 𝑘(𝐷𝑠 , 𝐷𝑠 )−1 𝐷Δ𝒔

( 6-9 )

where 𝑘 represents the kernel function, 𝐷𝑠 represents the training data input (position and
orientation), and 𝐷Δ𝑠 represents the training data output (instantaneous velocity).
For the predicted covariance, a linearization of 𝐺𝑃𝜇 (i.e., the nonlinear
transformation function) was required to facilitate recursion. To do this, 𝐺𝑃𝜇 was
approximated by a linear function that was tangent to it at input 𝝁𝑡 . This approximation
was computed by taking Jacobian of 𝐺𝑃𝜇 with respect to the current state as
𝐽𝑡+1 =

𝜕𝐺𝑃𝜇 (𝝁𝑡 ,𝐷)
𝜕𝒔𝑡

=

𝜕𝑘(𝝁𝑡 ,𝐷𝑠 )
𝑘(𝐷𝑠 , 𝐷𝑠 )−1 𝐷Δ𝒔
𝜕𝒔𝑡

( 6-10 )

which was then used to compute the predicted covariance at time 𝑡 + 1 by
Σ̂𝑡+1 = (𝐼 + 𝐽𝑡+1 )Σ𝑡 (𝐼 + 𝐽𝑡+1 ) + 𝐺𝑃Σ (𝜇𝑡 , 𝐷)
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( 6-11 )

Here, the identity matrix 𝐼 was added to 𝐽𝑡+1 because 𝐺𝑃𝜇 only represents the change in
state from one time step to the next. Repeated application of (6-8) and (6-11) allow the
state predictions to propagate through the GP motion model. Figure 6.7 shows an example
of how the predicted controller state was propagated through the motion model using the
GP-EKF algorithm with an initial starting point of 1 s (𝑘 = 60 time steps) before the trigger
response.

Figure 6.7: Example of long-term controller prediction using the GP-EKF, where
the predicted subtrajectory started 60 samples (1 s) before the trigger pull. The inset in
the upper right corner displays a zoomed-in version of the predictions. The purple
ellipses display the 2σ confidence bound on the predicted controller position at each
time step, where σ is standard deviation. The large orange circles and smaller blue
circles display the target positions and true controller positions, respectively. The color
gradient of each trajectory changes from light at time 𝟎 (bottom right corner) to dark at
time 𝒓 (upper left corner) to represent the start and end of the trajectory, respectively.
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Prediction performance on the whole dataset was measured using the same
method as used for the traditional Kalman filter in (6-4), where the trivariate normal
̂ 𝒓 was approximated over a cubic cell
distribution of the estimated controller position 𝒑
around the true position of the controller 𝒑𝒓 . The average performance results are
displayed across 𝑘 different starting points in Figure 6.8. The performance results for the
GP-PF and Kalman are displayed for comparison.

Figure 6.8: Comparison of long-term controller trajectory prediction
performance of the GP-EKF (dashed line), GP-PF (dotted line), and Kalman filter (solid
line). 𝒌 on the x-axis represents the number of prediction steps before the trigger was
pulled (i.e., the length of the predicted subtrajectory). 𝒒 on the y-axis represents the
cumulative distribution, or fraction of particles for the GP-PF, over a cubic cell around
the controller’s true position. Results were averaged across trials, participants, and
trajectories. On average, the GP-EKF performed slightly better than the GP-PF for longterm predictions beyond 𝒌 ≈ 𝟐𝟎, but the difference was not significant. The Kalman
filter still performed better in the short term (𝒌 ≤ 𝟐𝟎).
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In the example in Figure 6.7, uncertainty in the predicted mean increased as the
state propagated through the GP motion model, as indicated by the growing covariance
ellipses. However, a clear improvement over the traditional Kalman filter can still be seen
by the nonlinear direction of the state propagation that was consistent with the controller’s
true trajectory.
The results displayed in Figure 6.7 show that prediction performance did not
significantly change with the GP-EKF when compared to the GP-PF. However, the GPEKF was substantially faster than the GP-PF at test time, which was expected. The
computational cost of the GP-EKF was as follows:
𝐶𝐸𝐾𝐹 = 𝐶𝜇 + 𝐶Σ + 𝐶𝑙𝑖𝑛𝑒𝑟𝑖𝑧𝑎𝑡𝑖𝑜𝑛

( 6-12 )

where 𝐶𝜇 is the cost of computing the GP mean, 𝐶Σ is the cost of computing the GP
covariance, and 𝐶𝑙𝑖𝑛𝑒𝑟𝑖𝑧𝑎𝑡𝑖𝑜𝑛 is the cost of the linearization operation in (6-10). The GP-EKF
required only one GP mean and covariance computation compared to the 𝑀 particle
computations required by the GP-PF in (6-7); thus, the computational cost of the GP-EKF
was relatively cheap compared to the cost of the GP-PF because 𝑀 was much larger than
the dimensionality the state space.
However, despite its flexible and computationally efficient design, the GP-EKF
only slightly outperformed the traditional Kalman filter in the long term. Over half of the
predicted state distributions did not lie within the cell around the controller’s true position
after ~.25 s (𝑘 = 15 time steps). Thus, there is still substantial room for performance
138

improvements to be made using more complex nonlinear methods for trajectory
prediction.

6.3 End-to-End Long-Term Prediction using Recurrent Neural
Networks
Another nonparametric technique for learning nonlinear motion models that has
been gaining traction in recent years is the recurrent neural network (RNN) (e.g., [81], [82],
[88], [122]). Like GPs, RNNs use information about previously observed trajectories to
make more informed predictions about future trajectories. Additionally, RNNs do not
make assumptions about the type of motion, meaning they are able to model both linear
and nonlinear motion. One of the main advantages of RNNs over GPs is that they are able
to capture the long-term temporal dependencies between points along the trajectory,
eliminating the need to incorporate recursive Bayesian methods into their framework (i.e.,
the model is “end-to-end”). Another advantage of RNNs is that simple modifications to
their basic structure can create more complex connections between the input and output,
which is ideal for modeling complicated trajectories such as human motion. However,
unlike GPs, RNNs are discriminative models, meaning their output is single value rather
than a distribution and that uncertainty in controller motion is not explicitly modeled.
The most widely used RNN is the long short-term memory network (LSTM).
LSTMs can learn and reproduce long complex sequences, making them particularly
effective for trajectory prediction. For the simulation marksmanship task, it was expected
that the LSTM would be able learn more complex relationships between the early
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controller movements during the ballistic phase and the later movements closer to the
time of the trigger pull, leading to enhanced long-term prediction accuracy over the GPEKF model.
However, the prediction task for the LSTM was framed differently than in the
previous section using GPs. In the previous section, the length of the predicted
subtrajectory (𝑘) was varied to compare the performance results for both short-term and
long-term prediction of the controller’s position at the trigger response time 𝑟. In this
section, k was not varied because that would have required new LSTM models to be
trained for each value of 𝑘, which was not in the scope of this work given the substantial
amount of time it takes to train a single LSTM model. Therefore, instead of predicting the
controller position 𝑘 time steps before time 𝑟, the goal of the LSTM was only to predict a
future 60 sample (1 s) subtrajectory given the first 30 samples (.5 s) of the full trajectory.
This type of LSTM is known as an encoder-decoder LSTM [99]. The input to the network
(the first 30 samples) was encoded one sample at a time to learn a single representation of
the temporal relationship between the samples. This representation was then decoded one
step at time by the network to produce a sequential output (i.e., the prediction of the
subsequent 60 samples of the trajectory).
Another difference between the LSTM and GP-EKF models was how data were
split into training and testing datasets. Since the LSTM model requires a much larger
amount of training data to reliably determine the weights in the network, a leave-one-
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subject-out method was employed for training and testing (i.e., train on all subjects except
for one and then test on the left out subject). Finally, to avoid overfitting, the dimension
of input was reduced to the Cartesian coordinates of the closest position on the controller’s
ray to the center of the target (𝒑𝑡 ) instead of the deriving it from the controller’s sensor
position and orientation (𝒔𝑡 ).
A manual tuning strategy was used to determine the structure of the LSTM. The
best overall performance was obtained with 75 hidden units and the Adam optimizer
[123]. It was observed that fewer hidden units did not fully capture the complexity of the
movement and that additional hidden units led to overfitting the training data.
An example of the predicted subtrajectory produced by the LSTM is shown in
Figure 6.9.

Figure 6.9: Example of a single long-term controller prediction using the LSTM,
where the predicted subtrajectory started 30 samples (.5 s) after the target launch. The
purple circles display the predicted controller position at each time step. The large
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orange circles and smaller blue circles display the target positions and true controller
positions, respectively. The color gradient of each trajectory changes from light at time
𝟎 (bottom right corner) to dark at time 𝒕 = 𝟗𝟎 (upper left corner) to represent the start
and end of the trajectory, respectively.

The LSTM produced single-value predictions of the controller’s position rather
than distributions over the predictions. Therefore, the performance of the model was
measured using the average Euclidean distance between the predicted closest position
and the true closest position at time steps 31 through 90 (see Figure 6.10 for an illustrative
example). Once again, this was different from the results presented in previous section
where the cumulative distribution of the prediction was computed over a cell around the
truth at the trigger response time step 𝑟. In order to compare the performance LSTM to
the GP-EKF, only posterior means of the GP-EKF predictions were used, where the initial
starting point for the GP-EKF began 30 samples after the target launch.
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Figure 6.10: Prediction error was calculated as the Euclidean distance between
the controller’s true position (blue) and the LSTM prediction (purple).

The preliminary performance results for the LSTM and GP-EKF models are shown
in Figure 6.11 for the upper left trajectory data. Trajectories shorter than 90 samples (1.5 s)
were not included in these results. Two of the twenty total participants pulled the trigger
before 1.5 s on every trial and, therefore, were excluded from this analysis.
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Figure 6.11: Within-subject comparison of long-term controller motion
prediction for the GP-EKF posterior mean (blue line) and the LSTM (red line) in the
upper left target trajectory direction. The x-axis represents the prediction step (1 step ≈
16.67 ms) and the y-axis represents prediction error in terms of Euclidean distance
between the predicted and true controller positions, where a lower error value indicates
better performance. The shaded regions represent significant differences in prediction
performance. The title of each subplot includes the participant’s overall accuracy in
parentheses. Results were averaged across trials.

The results in Figure 6.11 for the upper left trajectory data show that more accurate
long-term predictions were obtained for time steps 70 through 90 with the LSTM when
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compared to the GP-EKF for fourteen of the eighteen participants. Further analysis of the
participants’ data where the LSTM performed significantly worse (i.e., participants #3, #5,
#7, and #14) revealed physiological differences between their data and the rest of the
participants that may have led to poorer performance using leave-one-subject-out crossvalidation. For instance, participant #3 utilized a shooting strategy where the controller
was angled differently than the other participants during the ballistic phase of the
movement, which meant that the movement pattern for this strategy did not exist in the
training data. Additionally, participants #5 and #7 exhibited significantly different speeds
when compared to the other participants. The average peak speed for participant #5 (35.9
deg/s) was significantly slower than the average peak speed of the group (53.7 deg/s),
while the average peak speed for participant #7 (66.7 deg/s) was significantly faster.
Participant #14 also exhibited a much slower average peak speed (45.2 deg/s) than the
other participants, though the difference was not as drastic as participant #5.
Furthermore, the LSTM error curves in Figure 6.11 appear convex. Each curve
reached a maximum error around time step 60 (1s after the target launch), which was
around the same time that the refinement phase of the movement was initiated (0.95 s ±
.19). This indicates that prediction error for the LSTM decreased as participants slowed
down to begin the less volatile feedback-mediated movements before pulling the trigger
to shoot.
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6.4 Discussion
Trajectory prediction models can be incorporated into a closed-loop feedback
approach that provides individuals with real-time feedback during simulation-based
marksmanship training to alert them when shooting might be suboptimal. In this chapter,
four different frameworks for predicting firearm controller motion trajectories during a
simulated marksmanship task were evaluated. Model performance was compared in
terms of prediction accuracy and efficiency, where the goal was to predict the trajectory
as early in trial as possible.
The models developed in this work were inspired directly by methods used in
previous literature for trajectory prediction, such as those for vehicle and pedestrian
tracking (e.g., [79]–[88]). These methods were adapted for a novel application of trajectory
prediction to estimate controller motion during the simulated marksmanship task
presented in Chapter 4. A search of relevant literature did not yield similar research for
this application; thus, this work represents the first instance in which trajectory prediction
models were developed for predicting 3D controller motion in VR.
Furthermore, the results from this work demonstrated that nonparametric motion
models (GPs and LSTM) outperformed the baseline parametric Kalman filter model by
making use of previously observed trajectories to generate more informed nonlinear
predictions of long-term controller motion. One of the key benefits of using GPs for longterm prediction was that they were able to explicitly model uncertainty in the predictions,
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which is a necessary due the inherent variability of human motion. However, preliminary
results for the encoder-decoder LSTM framework suggest that it might be a more accurate
method for predicting controller motion than the GP-EKF. Even so, there are several
limitations to consider.
It is likely that a more accurate LSTM model could be obtained by making simple
modifications to add complexity to the model (e.g., increasing the number of hidden
units). However, with the current dataset, adding complexity to the model quickly overfit
the training data which led to poorer performance on the testing data. Therefore, a larger
dataset is likely needed to ensure a more complex LSTM model’s ability to generalize.
Another drawback of the LSTM model is that it was not able to model and propagate
uncertainty over time. In order to use this model in a closed-loop feedback system during
training, knowing the uncertainty associated with the movement is essential for providing
accurate real-time instruction to the trainee. Thus, while the preliminary results presented
in this chapter showed the potential for LSTMs to learn more accurate motion models than
GPs, further exploration is needed before it can be used as an effective training tool.

6.5 Future Work
Methods for improving the performance of the LSTM model for controller motion
trajectory prediction should be investigated in future work. First and foremost, if
additional data collection is not an option, data augmentation techniques could be
explored to create realistic synthetic trajectory data to train more a complex LSTM model
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that is capable of learning more complicated motion patterns. For example, DeVries and
Taylor [124] showed that extrapolation of the feature space representation in an LSTM
autoencoder could be used to generate new sequential data with the same distribution as
the real data. LSTM models trained on their augmented dataset outperformed models
trained on the original dataset.
Another technique for enhancing the LSTM model is to quantify and propagate
predictive uncertainty, which provides a measure of how reliable a particular prediction
is. Several approaches to address this issue have been proposed in recent years. Iter et al.
[122] trained two LSTMs in a multi-target tracking task, one to predict the next position
and another to predict the variance of that prediction. Gupta et al. [89] used a generative
adversarial network to generate a variety of “socially-acceptable” trajectories for
predicting pedestrian paths in a scene. Al-Shedivat et al. [125] proposed a technique that
learned kernels with the LSTM structure for use with a Gaussian process, effectively
creating a Bayesian LSTM. While each of these methods takes a different approach to
modeling uncertainty, the fundamental idea for developing a predictive distribution
remains and a comparison of their uncertainty predictions on the marksmanship task (or
any trajectory prediction task, really) could be of interest to the research community.
Finally, methods for incorporating the preparatory phase EEG data into the model
should also be explored. Given that the ultimate objective of this research is to develop a
closed-loop feedback approach to alert individuals as early as possible when shooting
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might be suboptimal, the preparatory phase EEG data might provide the first warning
sign of an unsuccessful trial. In Chapters 4 and 5, differences in preparatory phase beta
band power were observed through the course of training and between skilled and
unskilled participants. This suggests that it may be possible to use this information, along
with an enhanced LSTM model for controller trajectory prediction, to create an intelligent
closed-loop feedback system that provides real-time instruction to individuals during
simulation-based training in VR.
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7 Conclusion
The goal of this research was to develop innovative tools using novel signal
processing and machine learning techniques for analysis and inference in two separate
applications that utilize physiological data collected from human subjects. In Chapter 3, a
method for improving the practicality of a BCI communication system using dry
electrodes (as opposed to wet) was evaluated in order to reduce the setup time and
facilitate daily in-home BCI use for people with severe motor impairments. In Chapter 4,
a novel experimental framework was developed and implemented to study the
psychophysiological processes underlying human performance and skill learning during
a simulated marksmanship task in VR. Biomarkers describing the brain activity and
movement kinematics that occurred during the task were extracted from synchronized
recordings of EEG and motion tracking data to analyze the within-subject
psychophysiological changes that occurred through training. In Chapter 5, a machine
learning approach was developed to investigate the combinations of biomarkers that were
most predictive of trial-by-trial marksmanship performance in two binary classification
tasks for differentiating between participant skill levels and shot success. Finally, in
Chapter 6, four time-series methods were evaluated for predicting single-trial shot success
using the raw motion tracking data collected during the marksmanship task, where the
goal was to estimate whether the controller’s virtually projected ray would intersect with
the target in real-time.
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Chapter 3 focused on improving the performance of a P300 speller system with
dry electrodes for EEG recording. Dry electrodes are faster and easier to set up than
conventional gel-based wet electrodes but suffer from reduced signal quality due to
motion artifacts that arise from poor skin-electrode contact. In this study, a signal
processing approach was evaluated as a potential solution to reduce the performance
impact of artifact noise in a P300 speller system with dry electrodes. This approach
utilized a Bayesian algorithm that automatically controlled the amount of EEG data
collected online based on the quality of incoming data. As expected, more data were
collected with the dry electrode system when compared to the wet electrode system,
implying that the algorithm was able to detect and respond to the need to collect more
data in low SNR scenarios. However, P300 speller performance was still significantly
reduced for the dry electrode system when compared to wet electrode system, indicating
that approaches other than additional data collection are likely needed for full noise
mitigation. Two anomaly detection techniques revealed an increased number of lowfrequency artifacts in the data collected with the dry electrode system when compared to
the wet electrode system. This suggests that slow-wave motion artifacts arising from poor
skin-electrode contact may have contributed to the lower SNRs in dry electrode systems,
potentially resulting in decreased spelling performance. Therefore, in order to bring the
performance of a P300 speller system with dry electrodes to the same level of performance
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as that achieved with wet electrodes, methods to mitigate the effects of low-frequency
artifact noise should be investigated in future work.
In Chapter 4, a novel experimental framework was presented that combined EEG,
motion tracking, and immersive VR to investigate the psychophysiological biomarkers
underlying visual-motor skill learning during a multi-day simulated marksmanship
training regimen. In tasks that demand a high level of precision, such as those in sports
and surgery, visual-motor skills play an important role in accurate and consistent
performance. The marksmanship task used in this study, a simulation of trap shooting,
required participants to physically interact with their environment using fast, precise
controller movements. Over three days of training, significant changes were observed in
the biomarkers extracted from the EEG and motion tracking data that correlated with
improvements in marksmanship performance. Faster controller reaction times, slower
peak speeds, shorter refinement phase durations, and earlier trigger responses were
preceded by stronger preparatory EEG beta oscillations and more negative VEP
amplitudes, indicating that

practice through repetition

may have improved

marksmanship performance by modulating various neural and kinematic processes.
In Chapter 5, a machine learning classification algorithm was used in conjunction
with the marksmanship data presented in Chapter 4 to investigate combinations of
biomarkers that were most predictive of trial-by-trial performance. Two binary classifiers
were trained to differentiate skilled participants (top 25%) from unskilled participants
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(bottom 25%) and successful (target hit) from unsuccessful (target miss) trials. Using
feature selection, subsets of preparatory phase EEG and kinematic features where shown
to possess the most predictive power for classifying marksmanship performance.
However, classification performance was much lower for differentiating between
successful and unsuccessful trials than between skilled participants and unskilled
participants, suggesting that either the differences in features did not vary on the singletrial level or that more data were needed to mitigate the effects of individual variations
and noise in the data. Nevertheless, these results demonstrated ability to use machine
learning to investigate biomarker interactions that provided higher classification rates
than single biomarkers in isolation; however, more data are needed to ensure the stability
of these results.
Finally, in Chapter 6, the performance of four time-series methods were compared
for predicting single-trial marksmanship success using the raw motion tracking data to
estimate the future positions of the controller given how it had moved in the past. The
goal of this part of my thesis was to exploit the more complex spatiotemporal relationships
in the data to potentially improve single-trial prediction performance, eliminating the
need to manually design biomarkers that may not have captured the more intricate
characteristics of visual-motor skill in the previous chapter. The findings from this work
revealed that the flexibility of nonparametric Gaussian process regression in combination
with recursive Bayes filters allowed the model to perform significantly better than the
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baseline parametric Kalman filter. However, preliminary results with long short-term
memory networks suggested that the more complex structure of recurrent neural
networks was able to better capture the temporal dependencies in the data for longer
periods of time, giving rise to improved long-term prediction performance over the
Gaussian process models. Given additional training data, it may be possible to train even
more advanced neural networks to further improve trajectory prediction performance.
The overall goal of the research presented in Chapters 4 - 6 was to develop various
signal processing and machine learning methods to uncover psychophysiological patterns
in the data that were predictive of performance during the simulated marksmanship task.
These patterns reflect the markers of visual-motor skill that were learned through practice
of the task. Using this information, it may be possible to develop a closed-loop feedback
system that provides either offline or real-time instruction to individuals during training
in order to promote greater attentional focus and more efficient motor behavior. This,
along with improved methods for trajectory prediction, should be the focus of future
work.
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