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Abstract

Inferring brain states from EEG signals allows for the management of sleep disorders

and brain diseases by providing an insight into the electrophysiological state of the

brain. We explore the use of topic modeling – which are popular text processing

algorithms – to infer brain states from EEG signals. Latent Dirichlet allocation

(LDA) is our preferred topic model because of its mixture-of-mixtures nature and its

ability to be trained in an unsupervised manner. First, we present an architecture

of a deep convolutional auto-encoder neural network to automatically learn feature

representations from EEG signals. The network uses a combination of convolutional

and max-pooling layers to achieve reduction in the dimensionality of raw data, and

can be trained in an unsupervised manner. We demonstrate an improvement in

clustering EEG signals into sleep stages with the LDA topic model using features

derived from the auto-encoder, compared to standard manually extracted EEG fea-

tures. Next, we address the issue of modeling continuous domain data using topic

modeling. In the LDA topic model, topics are modeled as discrete distributions over

a finite vocabulary of words. Modeling data spanning a continuous domain with the

LDA requires discrete approximations of the continuous data, which can lead to loss

of information and may not represent the true structure of the underlying data. We

present the GMM-LDA topic model, where topics are represented using Gaussian

mixture models (GMMs), which are multi-modal distributions spanning a continu-

ous domain. We present results demonstrating superior clustering performance in
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clustering EEG data into sleep stages using the GMM-LDA topic model compared

to the standard LDA and other clustering algorithms. Finally, we explore a set of

features that can be potentially used with topic modeling to infer brain states cor-

responding to brain injury in mice. Spectral, entropy and moment related features

are extracted from EEG signals recorded from mice with artificially induced brain

injury. We present an analysis on the relative importance of these features using

bagged decision trees, and demonstrate that a combination of these features can po-

tentially be used to track the progression of brain injury and also to predict recovery

from brain injury in mice.
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1

Introduction

Electroencephalography (EEG) refers to the recording of electrical activity of the

brain from multiple electrodes typically placed externally on the human scalp. Anal-

ysis of EEG signals has been shown to provide an insight into brain function, mak-

ing it a valuable tool in the diagnosis of sleep disorders and brain diseases, such as

epilepsy and stroke. Tracking electrical activity of the brain using EEG signals is

an effective method to continuously monitor brain function over the course of sev-

eral hours (Claassen et al., 2004, 2005; Lopes da Silva et al., 2009). Using EEG

signals, it is possible to detect changes in the electrical activity of the brain with

very good temporal resolution – on the order of milliseconds. Continuously moni-

toring the brain with such high temporal resolution is not possible with other brain

monitoring techniques such as imaging using computed tomography, magnetic reso-

nance imaging, transcranial Doppler etc. As an example of the application of EEG

monitoring over such long durations is in patients with central sleep apnea (CSA).

CSA is a sleep disorder characterized by pauses in breathing and occurs when the

brain temporarily fails to signal the muscles responsible for breathing. Continuous

EEG monitoring used with other modalities like the measurement of heart activity
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patterns and breathing patterns during sleep can allow the detection of sleep apnea

(Goldberger et al., 2000; Silber et al., 2007). In another example, patients with sub-

arachnoid hemorrhage are at high risk for seizures and stroke due to development of

delayed cerebral ischemia, which can be detected at an early stage using continuous

EEG (Hirsch, 2004; Foreman and Claassen, 2012). Hence, patients with suspected

or known brain disorders are often monitored continuously using EEG.

Continuous brain function monitoring using EEG signals can allow for identifying

brain states by studying changes in the characteristics of the EEG signals. For exam-

ple, sleep is characterized by six distinct stages, each of which have different temporal

and frequency characteristics that are manifested in the EEG signals. Brain states

corresponding to sleep stages can be identified by studying these changes in the EEG

signal characteristics, and can be used to diagnose sleep disorders. Typically, brain

states from EEG signals are identified by expert encephalographers who are trained

to identify EEG signal characteristics corresponding to different brain states. This

manual review of EEG signals can be very time consuming and labor intensive given

the vast amount of EEG data that is collected (Hirsch, 2004). Although quantitative

analytical methods such as spatio-temporal frequency analysis can aid in the manual

review of EEG signals, it is often difficult to identify subtle changes in signal char-

acteristics by visual inspection (Sackellares et al., 2011; Acharya et al., 2013). Thus

substantial research has been dedicated towards automating the process of brain

state detection using machine learning algorithms. For example, pre-epileptic brain

states can be detected from EEG signals, thus predicting in advance the occurrence

of a seizure e.g. Ghosh-Dastidar and Adeli (2007); Ghosh-Dastidar et al. (2008);

Sackellares et al. (2011); Shayegh et al. (2011); Acharya et al. (2013); or detecting

brain states corresponding to sleep stages e.g. Şen et al. (2014); Längkvist (2014);

Supratak et al. (2017).

Broadly speaking, the application of machine learning algorithms for brain state
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detection can be classified into two approaches – supervised and unsupervised. Su-

pervised algorithms required labeled training data, and labeled training data can be

time consuming to acquire given that continuous EEG signals are typically recorded

over several hours with high temporal resolution and expert human evaluators are

necessary for labeling. Further difficulties arise due to discrepancies between experts

manually reviewing the EEG signals (Silber et al., 2007). The potential manual

labeling inconsistencies require a review of the same set of signals by multiple ex-

perts, as well as defining a measure of the consistency across expert annotations to

get reliable labeled training data. Due to these difficulties associated with acquiring

reliable labeled training data, the successful application of unsupervised algorithms,

which do not require labeled training data, is desirable. The focus of this research is

the application of probabilistic topic models, which are unsupervised algorithms, to

automatically detect brain states from EEG signals. We will use topic modeling to

infer brain states corresponding to sleep stages from human EEG signals and we will

explore a variety of features that can be used for topic modeling for inferring brain

states corresponding to brain injury in mice.

Topic models have long been used as a text-mining tool to organize a collection of

documents based on underlying themes or topics (Deerwester et al., 1990; Hofmann,

1999; Blei et al., 2003). The latent Dirichlet allocation (LDA) model is one of the

most popular topic models (Blei et al., 2003), and it assumes that each document

consists of multiple topics with variable proportions, making it an admixture or

a mixed-membership model. The admixture nature of the LDA model makes it a

powerful tool to model a collection of documents, and has been successfully extended

to other data types such as population genetics (Pritchard et al., 2000) and social

networks (McCallum et al., 2005). The admixture nature of the LDA topic model

also suggests its applicability for the automatic detection of brain states from EEG

signals, since an EEG recording from a person exhibits multiple brain states, the
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proportions of which change with time, and from person to person (Wang et al.,

2013b; Christensen et al., 2014). However, there is a fundamental limitation with

applying the LDA topic model to EEG signals. The applicability of the originally

posed LDA model is limited to data that is confined to finite discrete domain e.g. a set

of words in a document corpus. EEG signals are a time series, hence the observations

at each time constitute a set of real numbers spanning a continuous domain. Hence,

to apply the originally posed LDA model to such data whose output is defined in

the continuous domain, discrete approximations to the observations have to be made

in order to quantize the data space. Making these discrete approximations can be

detrimental to training the model, as information may be lost when discretizing a

continuous space (Rabiner, 1989).

In the first part of this research, we address the problem of automated feature

extraction from EEG signals using deep neural networks. Feature extraction in the

context of a machine learning problem refers to the process of extracting useful in-

formation from raw input variables, to reduce the dimensionality of the data and to

improve the performance of the algorithm (Bishop, 2006; Murphy, 2012). Feature ex-

traction from EEG signals includes the calculation of manually designed features such

as temporal latency corresponding to a stimulus event, power in various frequency

bands, auto-regressive coefficients, wavelet coefficients, etc. Over the past few years,

deep architectures of neural networks have shown to have tremendous success due to

their ability to automatically learn useful features from raw input data (Lee et al.,

2009; Krizhevsky et al., 2012; Cireşan et al., 2012; Dosovitskiy et al., 2014). Al-

though deep neural networks have been applied to EEG data before e.g. Längkvist

(2014); Supratak et al. (2017), their use for feature learning in conjunction with topic

modeling for brain state inference has not previously been investigated.

In the second part of this research we have augmented the LDA topic model

so that it can handle continuous domain data. We achieve this by replacing the
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topics in the LDA model, which are discrete distributions over a finite space, with

Gaussian mixture models (GMMs), which are multi-modal distributions spanning a

continuous domain. We will denote this new model as the GMM-LDA topic model.

We apply the GMM-LDA topic model to two datasets. First, we apply it to data

generated using the generative process of the model. In this way, we verify that

the model performs well on a simple synthetic dataset. Next, we apply the model

to infer brain states associated with sleep stages using EEG signals from a publicly

available dataset. This dataset provides reliable class labels associated with sleep

stages that have been reviewed by multiple experts. This allows us to evaluate the

performance of our model by comparing topic allocations with class labels. In this

part, we also discuss a method to perform model selection in our newly developed

GMM-LDA topic model. Model selection refers to the process of choosing the correct

model complexity suitable for a specific dataset.

In the final part, we explore brain injury data recorded from mice, which was

collected by our collaborators in the Duke University School of Medicine. Specifi-

cally we explore how different feature extraction techniques can be used to extract

meaningful information from EEG signals and how these features could be useful for

tracking changes in brain injury over time. We use mouse EEG data as a proxy to

human EEG data, since brain injury can be simulated in a mouse in a controlled

setting, which would not be possible in humans.

To summarize, this research is intended to explore the use of probabilistic topic

models to infer brain states from EEG signals. Brain state inference can provide

for a valuable tool for the diagnosis of sleep disorders and brain diseases. We have

developed a deep architecture of neural network to automatically learn features from

raw EEG signals recorded during sleep, that can be used to train topic models. We

have also developed a new topic model, which we denote as the GMM-LDA model,

that can naturally handle continuous domain data like EEG signals. This model is
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applied to infer brain states associated with sleep stages. Finally, we have explored

a variety of features extracted from EEG signals recorded at different stages post

brain injury and assessed how these features could help track the development of

brain injury in mice.

The organization of this dissertation is as follows. In chapter 2, we will provide

the background and motivation for this research along with a discussion of previous

work and a review of concepts related to this research viz. topic models and neural

networks. The following chapters address the three main goals of this research viz.

(1) automated feature learning with sleep EEG data using deep neural networks

(2) developing the new GMM-LDA topic model (Chapter 3); (3) exploring features

extracted from EEG signals to track development of brain injury in mice (Chapter

5). Chapter 6 will provide conclusions and suggestions for future work.
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2

Background

In this chapter we provide motivation for this research, a literature review of related

work, a review of related concepts and a summary of the work in this thesis. Recall

that the goal of this research is to develop a machine learning algorithm to infer

brain states from EEG signals. This chapter is organized into three main sections.

We begin by motivating the need for monitoring of brain function and how unsuper-

vised machine learning algorithms can aid with manual assessment of brain function.

Next, we discuss the importance of features in the application of machine learning

algorithms, and how modern neural networks have become popular tools for pattern

recognition because of their ability to automatically learn features from raw input

data. Finally, we discuss the use of topic models for inferring brain states from EEG

signals and suggest an extension to the popular latent Dirichlet allocation (LDA)

topic model.
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2.1 Monitoring brain function using electroencephalography (EEG)
data

Monitoring of brain function in patients with neurological disorders is crucial for

the management of neurological diseases. Although brain function monitoring is

possible using imaging techniques such as computed tomography, magnetic resonance

imaging and transcranial Doppler, continuous monitoring of brain function is not

possible with these techniques (Hirsch, 2004; Scheuer, 2002). On the other hand,

electroencephalography (EEG) allows for continuous monitoring brain function with

excellent temporal resolution and a reasonable spatial resolution to record electrical

activity from different brain regions simultaneously.

Continuous EEG monitoring is used for neurological assessment and care of pa-

tients with sleep disorders or brain diseases to get vital information regarding brain

function. An EEG recording over a time window can be associated with brain states –

depending on the temporal and/or frequency characteristics of the signal. For exam-

ple, in a recording from a healthy individual, an increase in activity in the frequency

range of 0.5-4 Hz (delta band) can be categorized as a brain state corresponding to

deep sleep (Lopes da Silva et al., 2009). Other brain states can be detected from EEG

recordings of patients with neurological disorders, e.g. a brain state corresponding to

seizure related activity has been automatically detected since the 1990s (Mormann

et al., 2007). Timely detection of changes in brain states corresponding to changes

in the temporal and frequency characteristics of the EEG signal has the potential

to significantly improve outcomes for patients with sleep disorders or brain injury,

since it can allow for medical intervention like drug manipulations or alterations in

therapy to improve the condition of the patient (Nuwer, 1988; Mormann et al., 2005;

Tzallas et al., 2009). Automatic detection of such changes in brain state has even

more significant health monitoring applications.
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Identifying brain states from EEG signals has traditionally had to be performed

by expert medical personnel who must manually inspect the temporal and frequency

characteristics of the signals and associate them with one or more brain states

(Hirsch, 2004). Expert electroencephalographers – a term used to describe pro-

fessionals who are trained in analyzing EEG signals – manually review EEG signal

recordings and identify brain states based on the signal characteristics. For exam-

ple, during relaxed wakefulness, a dominant occipital rhythm – also called the alpha

rhythm – in the frequency range of 8-13 Hz of the EEG signal spectrum, can be

identified in the occipital region of the brain (Prinz and Vitiell, 1989). With EEG

monitoring in patients with neurological disorders, it is crucial to detect brain states

in a timely fashion, to effectively manage the disorder. For example, central sleep

apnea – a sleep disorder characterized by pauses in breathing – is often characterized

by continuous oscillations between ‘awake’ and ‘sleep stage 1’ – which is the brain

state corresponding to the onset of sleep (Stanus et al., 1987). Detecting these brain

states and studying the oscillations between them, can help detect the occurrence of

central sleep apnea. A significant issue with brain monitoring, however, is that with

only manual assessment, it may not be possible to analyze vast amounts of EEG data

continuously and provide timely detection of brain states. This has led to significant

interest in the past several years in developing automated methods for brain state

monitoring.

Instead of using only manual monitoring, a variety of automated machine learning

algorithms have been explored in order to detect changes in EEG signals automati-

cally. An additional benefit to automated monitoring is that these machine learning

algorithms can potentially be trained to detect anomalies in the data that are diffi-

cult to detect by visual inspection. Advanced statistical techniques used in machine

learning algorithms can help detect brain states effectively from noisy EEG signals,

which may not be possible with manual monitoring. Careful deployment of machine
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learning algorithms can assist experts in identifying brain states corresponding to

normal and abnormal brain function, and alerting experts if a brain state changes,

thereby improving the management of neurological diseases. Similar to machine

learning algorithms applied in other fields, the application of machine learning algo-

rithms to analyze EEG signals can be broadly divided into two categories:

• Supervised machine learning algorithms are a class of algorithms, where the

training data consists of a set of observations as inputs XTRAIN and desired

outputs YTRAIN . The outputs are generally class labels indicating the class

association of each observation. The aim of the machine learning algorithm is

to learn a relationship between XTRAIN and YTRAIN , and predict the correct

output, YTEST , when a new input, XTEST , is presented to the algorithm. For

example, current methods for classifying EEG signals into normal and seizure

related activity rely on supervised training algorithms using standard classifiers

like K-nearest neighbors, näıve Bayes, logistic regression, decision trees etc.

(Tzallas et al., 2009).

• Unsupervised machine learning algorithms are a class of algorithms, where

training data contains a set of observations with only inputs, XTRAIN , without

any corresponding outputs. The goal with such algorithms is to discover groups

or clusters of similar observations within the inputs XTRAIN , and assign new

input, XTEST , to a cluster when it is presented to the algorithm. For example,

clustering EEG signals into movement artifacts and brain activity has been

performed using K-means (Hoffmann and Falkenstein, 2008) and independent

component analysis (ICA) (Iriarte et al., 2003).

The performance of supervised learning algorithms is dependent on the quality

of the training data, i.e. the correctness of the labels YTRAIN associated with the

observations XTRAIN . Labeling of EEG data is typically performed manually by ex-

pert encephalographers which is problematic because it requires manual assessment
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of vast amounts of EEG signals. As described earlier, it may not be possible to

manually identify subtle changes in signal characteristics by visual inspection, which

may lead to incorrect labeling of observations, eventually resulting in an increase in

the number of missed events and false alarms. To account for the incorrect label-

ing of observations by a single expert, the same set of signals could be reviewed by

multiple experts. However, review by multiple experts may cause discrepancies and

disagreements between the experts that are manually reviewing EEG signals (Silber

et al., 2007; Koch et al., 2014a). This requires a measurement of consistency be-

tween expert annotations to get reliable and consistent labeled training data. Also,

manual labeling is time consuming given the vast amount of EEG data collected if

signals are recorded continuously for several hours. Due to these difficulties associ-

ated with acquiring reliable data for training supervised learning algorithms, the use

of unsupervised algorithms can be potentially advantageous. Unsupervised learning

algorithms can be used to discover brain states corresponding to groups of similar

signals without labeled observations, eliminating the need to manually label vast

amounts of data.

Due to the difficulties associated with using labeled training data to apply a

supervised algorithm, we choose to explore unsupervised algorithms for inferring

brain states. Topic models are popular unsupervised algorithms typically used to

analyze text data. Our choice of using topic models for brain state inference is

motivated by the following reasons:

2.1.1 Need for a mixed-membership model

Topic models fall in the category of mixed-membership models, which are used for

analyzing grouped data. In a mixed-membership model, each group is drawn from a

mixture (probability distribution), in which the mixture proportions are unique to the

group and the mixture components are shared across groups (Blei et al., 2003; Blei,
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2014). For example, in a collection of documents, there are topics that span the entire

collection of documents, and each document contains a mixture1 of topics specific to

that document, and each topic is a mixture over words. Hence, topic models can also

be considered as a mixture-of-mixtures model. Similarly, if we consider EEG data

recorded from multiple subjects, it can be assumed that there are a set of global brain

states that span the entire collection of EEG recordings, and each subject contains

a mixture of brain states specific to that subject. Mixed-membership models better

represent such grouped data compared to simple mixture models, which assume that

each data group is associated with a single mixture component (Blei, 2014).

2.1.2 Need for an unsupervised algorithm

Another motivation for using topic models is that they are a class of unsupervised

machine learning methods that do not require labeled data as input for training. As

discussed previously, manually labeling EEG data can be time consuming and the

goodness of the trained model will be highly dependent on the skill of the labeling

expert. While analyzing text documents, topic models cluster words belonging to

the same topic. Similarly with brain state detection, it can be hypothesized that

topic models will be able to cluster together EEG activity belonging to similar brain

states.

It is important to note that although topic models operate in an unsupervised

manner, human involvement cannot be eliminated completely. As with documents,

once commonly occurring words are grouped together, the process of assigning a

topic to each group needs to be done manually. For example, running a topic model

over a collection of articles from the ‘IEEE Transactions on Signal Processing’ jour-

nal assuming two topics may yield the following two groups of words, (i) ‘Fourier’,

‘wavelet’, ‘signal’, ‘sampling’, ‘filtering’ and (ii) ‘Gaussian’, ‘Bayesian’, ‘distribution’,

1 In the context of probability and statistics, a mixture refers to a probabilistic distribution
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‘p-value’, ‘ANOVA’, ‘t-test’. Once these groups are formed, a human analyst might

determine that the first group of words corresponds to the topic “signal processing”

and the second group of words corresponds to the topic, “statistics”. This process of

identifying topics needs to be performed manually. Similarly, with brain state detec-

tion, a topic model might yield groups of signal activity belonging to similar brain

states, but the process of associating a topic with a brain state needs to be performed

manually. Thus it is important to emphasize that although human involvement can-

not be completely eliminated from brain state identification, topic models can assist

experts with finding groups of signals which correspond to similar brain states.

This research work is broadly divided into three parts which are summarized in

Figure 2.1. For part I, we investigate the use of deep neural networks to automatically

learn feature representations from EEG signals, and use the resultant features as

inputs to the topic model. For this part we utilize the popular latent Dirichlet

allocation (LDA) topic model. In part II, we develop a new topic model for clustering

EEG signals and provide a method to perform model selection in the newly developed

topic model. In part III, we explore a variety of feature extraction techniques to track

brain injury in mice and potentially be used with topic modeling for inferring brain

states corresponding to brain injury.

In the following two sections, we provide a brief summary of related work, current

work along with an overview of technical concepts viz. deep neural networks and

topic models.

2.2 Deep neural networks for feature learning in EEG signals

Feature extraction is an important first step when addressing a machine learning

problem, either supervised or unsupervised. Features are typically extracted by pro-

cessing the raw input data, and then the features are used as inputs to a machine

learning algorithm. With feature extraction, it is hoped that the resultant features
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Figure 2.1: A high level overview of this research. The overall goal of this research
is to apply probabilistic topic models for inferring brain states from EEG signals.
In Part I we investigate the use of deep architectures of neural networks (NNs) to
learn new feature representations that can be used in the topic model. In part II,
we develop a new topic model for clustering EEG signals and provide a method to
perform model selection. In part III, we explore a variety of EEG feature extraction
techniques to track brain injury in mice.

(i) lie in a lower dimensional space compared to the raw input data; (ii) are inde-

pendent of each other; and (iii) preserve discriminatory information between classes

(Bishop, 2006; Duda et al., 2006). It is possible to use the raw input data as features,

but this often places a huge computational burden on the resulting algorithm. As a

result, if feature extraction is done correctly, a machine learning algorithm will gen-

erally perform better with features compared to raw data. Feature development has

traditionally been performed by experts with domain specific knowledge and thus

the quality of the resultant features is dependent on the designer’s expertise. Care

should be taken during feature extraction because information is often discarded, and

if this information is important for the solution of the problem, the overall accuracy

of the algorithm might be affected (Bishop, 2006).

In EEG signals, feature extraction can be done either in the time domain or in
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the frequency domain. Time domain features are typically extracted when studying

brain activity in response to an auditory or visual stimulus. For example, P300 (or

P3 wave) is an event related potential elicited when an observer is presented with a

click or a flash stimulus, and is thought to reflect processes involved in stimulus eval-

uation or categorization (van Dinteren et al., 2014). Common time domain features

include latencies and amplitudes of event related potentials. There is also evidence

of the presence of rhythmic components in the EEG signal which appear in various

frequency bands (Berger, 1929). For instance, signals in the frequency range of 8-12

Hz are called alpha band signals, and their relationship with changes in cognitive

function and sleep has been studied extensively (Gevins et al., 1997; Klimesch et al.,

2007; Lopes da Silva et al., 2009). Hence, a common method of feature extraction in

EEG processing is to transform the signals into the Fourier domain and discard the

phase information (Obleser and Weisz, 2012). Another method of extracting features

from EEG signals that has been considered in the literature is transforming them

into the wavelet domain. Although the Fourier transform gives the spectral content

of the signal, it gives no information regarding when in time those spectral compo-

nents appear. For instance, if the goal is to track the spectral content in the alpha

band (8-12 Hz) over several minutes, transforming the EEG signal into the Fourier

domain may not be a suitable choice. Due to the non-stationary nature of EEG

signals, the frequency content of the signals changes over several seconds, and this

information may be lost after transforming the signal into the Fourier domain. Thus

for non-stationary signals like EEG, transforming the signals into the wavelet domain

may be a better choice, since it retains both time and frequency based content of

signals (Mallat, 1999).

Although these are commonly used feature extraction techniques, it is possible

that there may be better feature representations of EEG signals that may not have

been explored. Recently, deep architectures of neural networks have emerged as tools
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to automate the process of feature learning directly from raw input data, thereby

eliminating the need to manually extract useful features. With the help of deep

networks, it is possible to automatically learn abstract feature representations from

raw input data, which would otherwise be unlikely to be obtained manually. In the

fields of image recognition (Krizhevsky et al., 2012), audio recognition (Lee et al.,

2009; Hinton et al., 2012) as well as classifying EEG signals (Längkvist et al., 2012;

Supratak et al., 2017), features learned using deep neural networks have outperformed

manually designed features.

2.2.1 Related work

A method of utilizing deep belief neural networks to learn feature representations

from raw EEG signals was proposed by (Längkvist et al., 2012), for the task of sleep

stage classification. Raw EEG signals were presented to the neural network for fea-

ture learning, i.e. to automatically learn features from EEG that will allow a given

segment of EEG to be classified into one of six sleep states. Using their method, the

authors demonstrated the ability of deep neural networks to automatically learn fea-

tures from the raw EEG signals, eliminating the need to extract hand-made features

which could potentially be too simplistic for the classification task. They demon-

strate that features learned using deep network achieve comparable performance for

the sleep stage classification problem. More recently, the DeepSleepNet was devel-

oped by Supratak et al. (2017) for classifying EEG signals into sleep stages. A cartoon

representation of the DeepSleepNet is provided in Figure 2.2, which consists of two

main parts – (1) the representational learning layers, which use two convolutional

neural networks (CNNs) in parallel to learn time-invariant temporal features and

(2) the sequential learning layers, which consist of long short term memory (LSTM)

layers designed to learn transition rules in sleep stages automatically from raw EEG

signals. The representational layers use two sets of multiple convolutional layers in

16



Figure 2.2: A cartoon representation of the DeepSleepNet by Supratak et al.
(2017). The DeepSleepNet consists of two sets of layers: representational learn-
ing layers followed by sequential learning layers. The representational learning lay-
ers contain two convolutional neural networks designed to learn temporal features:
Coarse CNN, designed to learn coarse temporal features (low frequency) using a wide
kernel in the convolutional layers; and a Fine CNN, designed to learn fine temporal
(high frequency) features using a narrow convolutional kernel. The sequential layers
contain long short term memory (LSTM) layers, which are used to learn temporal
transition information.

parallel – one set to learn coarse temporal features (Coarse-CNN) and the other set to

learn fine temporal features (Fine-CNN) from raw EEG signals. The DeepSleepNet

is trained in a supervised manner by using raw EEG signals over 30s as inputs (X)

and their corresponding sleep stages as outputs (Y ). The authors demonstrate that

the DeepSleepNet is capable of automatically learning features from raw EEG signals

without the need for manually designed features, and that the DeepSleepNet is able

to achieve better accuracy in classifying EEG signals into sleep stages compared to

other state-of-the-art methods.

2.2.2 Current thesis work

Although the use of deep architectures of neural networks for feature learning from

EEG signals has been investigated previously, using these features as inputs to a topic

model for inferring brain states has not been investigated. Previous applications of

topic models applied to EEG signals have used standard hand-designed features as

inputs to the topic model. It may be possible, that there are better representations
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of EEG signals which may help the topic model to infer brain states corresponding

to sleep stages. In this research, we explore the use of features learned using deep

learning as inputs to a topic model. The authors of the DeepSleepNet trained the

network in a supervised manner to classify EEG signals into sleep stages. Since

topic models are trained in an unsupervised manner, we need a method to train a

deep neural network in an unsupervised manner and use the features learned from

the network as inputs to the topic model. To achieve unsupervised feature learning

from deep neural networks, we utilize auto-encoders – which are special deep neural

networks capable of being trained in an unsupervised manner, and use the learned

features as inputs to the topic mode. We hypothesize that, deep neural network

will learn better feature representations of EEG signals and improve topic modeling

performance in inferring brain states compared to training the topic model with

manually designed features. This will be the focus of Chapter 3. Next, we present a

brief overview of neural networks.

2.2.3 Neural networks

Neural networks were first developed to find mathematical representations of in-

formation processing in biological systems by directly mimicking the structure of

the nervous system(McCulloch and Pitts, 1943; Rosenblatt, 1958; Widrow and Hoff,

1960; Rumelhart et al., 1986). Neural networks are comprised of several intercon-

nected processing elements termed neurons, which share similarities to neurons in

the brain. We begin with a discussion of neurons, followed by the mathematical rep-

resentation of neural networks, and then provide details regarding the mechanisms

by which to train a neural network.
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Neurons: The building blocks of a neural network

The building blocks of neural networks are termed as “neurons” or simply “units”

as shown in Figure 2.3. For a supervised learning problem for which there is labeled

training data px,yq, a neuron takes input data x1, x2, x3 and �1 (intercept term)

and the output is,

hW,bpxq � f
�
W Tx

�
� f

�
3̧

i�1

Wixi � b

�
(2.1)

where, f is a non-linear activation function.

Thus, the output of a neuron, hW,bpxq is a nonlinear function of a linear com-

bination of inputs pxq and coefficients pW , bq. Common choices for the activation

function are the sigmoid function and the hyperbolic tangent function which are

given respectively as follows:

fpzq � σpzq �
1

1 � e�z
(2.2)

fpzq � tanhpzq �
ez � e�z

ez � e�z
(2.3)

The non-linear activation functions introduce non-linearity in the resulting model

which make them powerful tools to characterize non-linear dependencies between

inputs and outputs. With deep architectures, i.e. more hidden layers in the neural

network, it is possible to learn more complex representations of the data than would

otherwise be possible with a linear model.

Representation of neural networks

A neural network is constructed by combining neurons in multiple layers such that

the output of the neurons in one layer is connected to the input of neurons in the

next layer. Figure 2.4 shows an example of a neural network.
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Figure 2.3: A neural network with two layers – input and output and one neuron
(orange circle). The output is computed by a non-linear transformation of the linear
combination of input and network coefficients pW , bq (not shown).

The circles with “�1” denote bias units which contribute to the bias terms pbq in

Equation 2.4. The leftmost layer (Layer 1) is called the input layer and the rightmost

layer (Layer 3) is called the output layer. The middle layer is called the hidden layer,

because the activation values of that layer are not observed directly. Also in this

example, there are three layers pnl � 3q with three neurons in the input layer pL1q

and hidden layer pL2q (disregarding the bias units) and one neuron in the output

layer pL3q. The W matrices comprise elements w
plq
ij – which is the weight associated

with the connection between neuron ‘j’ in layer ‘l’ and neuron ‘i’ in layer ‘l�1’. Also

b matrices contain b
plq
i which is the bias associated with the connection between bias

unit in layer ‘l’ and the ‘i’th neuron in layer ‘l � 1’. Note that the bias units do not

have inputs but they are connected to all neurons in the next layer. Activations or

output values of each layer are denoted by aiplq which is the activation of ith neuron in

the lth layer. For the input layer L1, a
p1q
i � xi. Given the values of matrices pW , bq,

the activations of each layer can be written as follows. This step is termed forward
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propagation, and is comprised of the following steps (Rumelhart et al., 1986):

a
p2q
1 � f

�
w
p1q
11 x1 � w

p1q
12 x2 � w

p1q
13 x3 � b

p1q
1



(2.4)

a
p2q
2 � f

�
w
p1q
21 x1 � w

p1q
22 x2 � w

p1q
23 x3 � b

p1q
2



(2.5)

a
p2q
3 � f

�
w
p1q
31 x1 � w

p1q
32 x2 � w

p1q
33 x3 � b

p1q
3



(2.6)

hW,bpxq � a
p3q
1 � f

�
w
p2q
11 a

p2q
1 � w

p2q
12 a

p2q
2 � w

p2q
13 a

p2q
3 � b

p2q
1



(2.7)

A compact representation of the same set of equations in matrix form is as follows:

zp2q �W p1qx� bp1q (2.8)

ap2q � f
�
zp2q

�
(2.9)

zp3q �W p2qap2q � bp2q (2.10)

hW,bpxq � a
p3q � f

�
zp3q

�
(2.11)

Training neural networks

Training a neural network involves learning the network coefficients, i.e. the weights

pW q and biases pbq. This can be achieved by minimizing the error function or the cost

function, formulated as a difference between the output of the neural network and

the expected output. Given labeled training data with ‘m’ observations, tpxp1q, yp1qq,

pxp2q, yp2qq, . . . , pxpmq, ypmqqu, the cost function for a single training observation can be

defined as:

J
�
W , b; xpiq, ypiq

�
�

1

2
‖hW,b

�
xpiq
�
� ypiq‖2 (2.12)

The cost function in Equation 2.12 is the squared error between the neural net-

work estimate of the output rhW,bpx
piqqs and the true or the expected output rypiqs
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Figure 2.4: A neural network with three layers -– input (Layer 1), output (Layer
3) and hidden (Layer 2). Outputs of the input layer are connected to the inputs of
the hidden layer.

for a given observation. Typically, a regularization term is added to the above cost

function to prevent over-fitting the model parameters to the training data. For a

training set with ‘m’ observations, the error function with the regularization term

can be written as follows:

J
�
W , b

�
�

�
1

m

m̧

i�1

J
�
W , b; xpiq, ypiq

��
�
λ

2

nl�1̧

l�1

sļ

i�1

sl�1̧

j�1

�
w
plq
i,j

�2

�

�
1

m

m̧

i�1

1

2

�
‖hW,b

�
xpiq
�
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�
�
λ

2

nl�1̧

l�1

sļ

i�1

sl�1̧

j�1

�
w
plq
i,j

�2
(2.13)

where, sl denotes the number of neurons in the lth layer and λ is weight decay

parameter. Recall that W and b comprise weights and biases between the different

layers of the neural network. Each weight w
plq
i,j and bias b

plq
i term can be estimated

by minimizing the cost function in Equation 2.13. An efficient way to perform this

minimization is the error back-propagation algorithm, which is described in detail in
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Appendix B.

This concludes our review of neural networks. Next we move on to discussing

how we can use topic models for inferring brain states from EEG signals. We present

previous work on topic models and provide motivation to develop a new topic model

for EEG signals. We also discuss in detail the latent Dirichlet allocation model,

which is the most popular topic model.

2.3 Topic models for brain state inference

Topic models (Deerwester et al., 1990; Hofmann, 1999; Blei et al., 2003) are a suite of

unsupervised learning algorithms, commonly used for discovering ‘topics’ or themes

that collectively span a large collection of documents. Originally developed for in-

formation retrieval from text documents, they have been adapted and applied to

find patterns in genetic data (Pritchard et al., 2000), images (Fei-Fei and Perona,

2005), social networks (McCallum et al., 2005) and EEG signals (Wang et al., 2013b;

Christensen et al., 2014; Koch et al., 2014b).

2.3.1 Related work

Application of topic models has been investigated earlier for inferring brain states

corresponding to sleep stages. Koch et al. (2014b); Christensen et al. (2014) used the

latent Dirichlet allocation (LDA) topic model to discover brain states corresponding

to sleep stages as an alternative to supervised classification which relies on manually

labeled EEG signals. The authors argue that manual scoring of EEG signals for

sleep stage classification is not reliable and use a topic model instead, to infer brain

states in an unsupervised setting. Although, the application of topic models in the

previous work is already a good model for unsupervised analysis of EEG signals, the

approach suffers from a fundamental limitation from the perspective of statistical

modeling. This research is aimed towards addressing this limitation as described in
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the next section.

2.3.2 Current thesis work

The LDA topic model was originally developed to model text data and does not nat-

urally handle EEG signals. EEG signals and text data are fundamentally different

from the perspective of statistical modeling. Text data can be quantized as discrete

entities by associating each word with an integer number. On the other hand, EEG

signals – which are essentially time series – constitute a set of real numbers which

span a continuous domain. In the LDA topic model, each topic is modeled as a

discrete distribution over words, spanning a discrete domain. This limits the appli-

cability of the LDA model to observations confined to a finite dictionary, e.g. a set of

words in a document corpus. This is a major limitation of the LDA model to model

data spanning a continuous domain. In order to model data spanning a continuous

domain such as EEG signals, discrete approximations to the observations have to

be made in order to quantize the data space. Previous applications of the LDA

topic model with EEG signals use techniques such as Symbolic Aggregate approX-

imation (SAX) (Lin et al., 2007) or bag-of-patterns representations (Wang et al.,

2013a) to quantize the continuous data space. Making these approximations can be

detrimental to training the model, as information could be lost during discretization.

We address this limitation by providing an extension to the LDA topic model by

replacing topics which are distributions spanning a discrete space, with Gaussian

mixture models (GMMs), so that the topic distributions span a continuous domain.

The new model, which we denote as the GMM-LDA topic model, naturally handles

continuous domain data, eliminating the need to make any discrete approximations

of continuous data.
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Figure 2.5: Probabilistic graphical representation of the latent Dirichlet allocation
(LDA) topic model. Shaded nodes denote observed random variables and unshaded
nodes denote latent (or hidden) random variables. Solid nodes denote fixed prior
hyper-parameters and arrows indicate dependencies between nodes. A description of
model parameters is provided in Table 2.1

2.3.3 Latent Dirichlet allocation (LDA) topic model

The most popular topic model used for analyzing text data is the latent Dirichlet

allocation (LDA) topic model (Blei et al., 2003). At its core, the LDA is a hierar-

chical Bayesian model that was designed to capture the intuition that a document is

comprised of a mixture of multiple topics, where each topic is a distribution over a

fixed word vocabulary. The LDA model can be described using a graphical represen-

tation as shown in Figure 2.5. In the figure, shaded nodes represent observed random

variables, unshaded nodes represent unobserved (hidden/latent) random variables,

and pre-set hyper-parameters are represented by small solid nodes (Bishop, 2006).

Directed links (or arrows) indicate dependencies between variables. Plate (or box)

notation indicates replication of variables making for a compact notation. For ex-

ample, a plate with Nd indicates there are Nd nodes of the same kind. A description

of the model parameters shown in Figure 2.5 is provided in Table 2.1. A document

can be comprised of multiple topics, and the words that appear in that document re-

flect the particular set of topics that the document addresses. Each topic is modeled

as a probability distribution over a fixed vocabulary of W unique words, viewing a

document as a probabilistic mixture of these topics. Given that there are K topics,
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Table 2.1: Description of the topic model notations shown in Figure 2.5.

K : number of topics
D : number of documents
Nd : number of words in the dth document
θd : proportion of topics in the dth document
ψk : discrete distributions over words in corpus
zd,n : topic indicator for the nth word and the dth document
wd,n : nth word in the dth document
α,β : Dirichlet distribution hyper-parameters

the probability of occurrence of the nth word in the dth document is given as,

ppwd,nq �
Ķ

k�1

ppwd,n | zd,n � kqppzd,n � kq (2.14)

where, zd,n is a latent variable indicating the topic assignment the nth word in

dth document; ppwd,n|zd,n � kq is the conditional probability of the nth word in the

dth document, under the kth topic; and ppzd,n � kq is the probability of choosing the

kth topic in the dth document and nth word. ppwd,n|zd,n � kq indicates which words

are important to the kth topic, whereas ppzd,n � kq is the probability of assigning the

word, wd,n to the kth topic. For example, consider running the LDA topic model on a

corpus of electrical and computer engineering Ph.D. thesis documents. For simplicity,

it can be assumed that the documents consist of only two topics: signal processing

and statistics. The content of the topics would be reflected in ppwd,n|zd,nq, e.g. the

signal processing topic would likely give high probability to words like ‘Fourier’,

‘wavelet’, ‘filter’; whereas the statistics topic would likely give high probability to

words like ‘Bayesian’, ‘Gaussian’, ‘distribution’ etc. Whether a particular document

concerns “signal processing”, “statistics” or “statistical signal processing” (which is

a combination of “statistics” and “signal processing”) would depend on θd which

determines how these topics are distributed in a given document.
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Data generation process

Given D documents containing K topics expressed over W words, ppwd,n|zd,nq can

be represented with a set of K multinomial distributions with mixing proportions

ψ1:K , such that ppwd,n|zd,n � kq � ψkpwd,nq. ppzd,nq is a set of D multinomial

distributions with parameters θ1:D, such that ppzd,n � kq � θdpkq. The LDA model

places Dirichlet priors on θd and ψk to formulate a generative model for documents

as follows:

1. Draw θd � Dirichletpαq. d P t1, 2, . . . , Du

2. Draw ψk � Dirichletpβq. k P t1, 2, . . . , Ku

3. For each word in a document pd, nq. d P t1, 2, . . . , Du and n P t1, 2, . . . , Ndu

(a) Draw zd,n � Multinomialpθdq

(b) Draw wd,n � Multinomialpψzd,nq

From the description of the generative process, it can be seen that there are three

levels to the LDA model. The parameters α and β are corpus-level parameters,

which are set once in the process of generating a corpus. The variable θd is a

document-level parameter, sampled once per document. Finally, zd,n and wd,n are

word-level variables that are sampled for each word in a document. The Dirichlet

distribution is chosen as conjugate priors for ψk and θd with hyper-parameters α

and β respectively.

Inference of model parameters

From the previous section it can be seen that random variables, ψ, θ and z capture

the hidden topic structure. The goal of inference is to estimate the posterior over

these latent variables given observed variables, which are words in the documents,

w. The posterior distribution over the latent variables can be written as,

p
�
ψ,θ, z | w,α,β

�
�
p
�
ψ,θ, z,w | α,β

�
ppwq

(2.15)
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The posterior in Equation 2.15 is a non-standard distribution which cannot be an-

alytically computed. Instead, approximate inference of the posterior can be done

using Markov chain Monte-Carlo simulations. We discuss details about approximate

inference in Appendix A.

2.4 Summary of thesis work

To summarize, the research presented in this thesis can be broadly summarized into

three parts. The overarching goal of this research is to use topic models for inferring

brain states from EEG signals Figure 2.1. We choose topic models for this task

because they can be trained in an unsupervised manner and because of their mixed-

membership nature. The first part investigates the use of deep neural networks to

learn feature representations from EEG signals and use them as inputs to the LDA

topic model. The second focuses on developing a new topic model, which is an

extension to the LDA topic model to model data spanning a continuous domain.

This is achieved by replacing the discrete distributions in the LDA topic model with

Gaussian mixture models which are multi-modal in nature and have support over

the continuous domain. In the third part, we explore a variety of features that can

be used to track the progression of brain injury in mice and potentially be used with

a topic model for inferring brain states corresponding to injury.
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3

Automated feature learning for inferring brain
states

In this chapter, we will discuss the use of deep architectures of neural networks to

automatically learn features from raw EEG signals and use the learned features as

inputs to the LDA topic model. Recall that our choice for using topic models for

inferring brain states from EEG signals is motivated by their mixed-membership

nature and the ability to train them in an unsupervised manner. We will compare

the topic modeling performance with manually extracted features and with features

automatically learned using deep learning.

Feature extraction is typically the first step towards applying a machine learning

algorithm, and it refers to the process of extracting relevant information from raw

input data and discarding unwanted information. Feature extraction is intended to

retain useful and non-redundant information from the input data, thereby reducing

the dimensionality of the input data and eventually speeding up the computation

of the machine learning algorithm, and improving the performance of the algorithm

(Bishop, 2006; Murphy, 2012). Since information is typically discarded during feature

extraction, domain specific knowledge about the nature of the input data is crucial,
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since if important information is discarded, the overall performance of a machine

learning algorithm could be affected.

As discussed previously in Chapter 2, feature extraction in EEG signals can be

performed either in the time domain or by transforming time domain signals into

the Fourier or wavelet domains. The choice of feature extraction is typically problem

specific. For example, if one needs to study the brain activity in response to a visual

or auditory stimulus, temporal features such as the event related potentials may

be relevant. In other cases, like sleep stage analysis, where it is known that there

exists information in the rhythmic EEG components like alpha band (8-12 Hz) or

theta band (4-8 Hz), feature extraction is conducted by transforming the signals

into the Fourier domain and discarding the phase related information of the Fourier

transform.

3.1 Feature learning using deep neural networks

Over the past few years, deep architectures of neural networks have emerged as tools

for automating the process of feature learning directly from raw input data, thereby

eliminating the need to manually extract useful features. With the help of deep neural

networks, it is possible to automatically learn abstract feature representations from

raw input data, which would otherwise be unlikely to obtain manually. This ability

of deep neural networks to learn complex feature representations from raw input data

is very desirable, especially for the study of EEG signals. EEG signals are difficult to

interpret manually and the study of brain states requires careful extraction of useful

features using domain specific knowledge. This may not always be possible if the

experts are not familiar with a particular brain state or how it is manifested in the

EEG signal. Instead, if sufficient training data is available, deep neural networks can

be trained to perform feature extraction automatically.
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3.1.1 Auto-encoders for feature learning

An auto-encoder (Hinton and Salakhutdinov, 2006; Vincent et al., 2008, 2010) is a

special type of neural network which is trained in an unsupervised manner by set-

ting the raw input training data at both the input and the output layers. A cartoon

representation of a simple auto-encoder neural network is shown in Figure 3.1. As

shown in the figure, an auto-encoder consists of two main components – an encoder

and a decoder. Both the encoder and the decoder comprise multiple hidden layers,

making for a deep neural network architecture. The encoder part of the auto-encoder

tries to learn a compressed representation of the input data. This is achieved by us-

ing few neurons in the successive layers of the encoder, which reduces the dimension

of the input data. A convolutional auto-encoder uses a combination of convolu-

tional and max-pooling layers to reduce the dimensionality of the input data. Using

the compressed representations of the input from the encoder, the decoder tries to

reconstruct the original input. To reconstruct the original input signal, the succes-

sive layers in the decoder contain more neurons compared to the previous layers,

eventually matching the dimensionality of the input data at the output of the auto-

encoder. A forward pass of a training sample through the auto-encoder, results in a

compressed representation of the input at the end of the encoder and a reconstruc-

tion of the input sample at the output of the auto-encoder using the decoder. For

training, the reconstructed input is compared with the actual input, and the error

term is back propagated to adjust the weights of the network until the reconstructed

input matches the actual input. Thus, training the auto-encoder is achieved by using

the back-propagation algorithm which is described in Appendix B.

From Figure 3.1, we see that an auto-encoder tries to estimate the identity trans-

fer function, such that the reconstructed input at the output X 1 is the same as the

actual input, X. Although learning the identity function may seem to be a trivial
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function, by constraining the number of hidden units in the intermediate layers, in-

teresting lower dimensional representations of the input data can be generated. This

compressed representation of the input data can be used as features for training other

machine learning algorithms. For example, if the dimensionality of the input data

is 1000 samples, and the number of neurons in the final layer of the encoder are set

to 100, the encoder will try to reduce the dimensionality of the input data to 100

features. The decoder will further reconstruct the original input to 1000 dimensions

using the 100 dimensional compressed representation. Thus training auto-encoders

can be considered as a technique for dimensionality reduction similar to principal

component analysis. In fact, if an auto-encoder with a single hidden layer is trained

using a linear activation function, the auto-encoder will find the same solution as

the principal component analysis (PCA) (Hinton et al., 2012). However, typically

multiple hidden layers are used and the activation function of the neurons in the hid-

den layers are chosen to be non-linear. This combination of multiple hidden layers

of neurons with non-linear activation functions, allows the auto-encoder to compress

data much better than PCA (Hinton and Salakhutdinov, 2006; Hinton et al., 2012).

Thus the auto-encoder provides a method to learn compressed representations

of the input data in an unsupervised manner. Since topic models are trained in

an unsupervised manner, the ability of auto-encoders to be trained also in an un-

supervised manner makes them a suitable tool to be used for automated feature

extraction. Previously, we discussed the use of the DeepSleepNet (Supratak et al.,

2017) for classifying EEG signals into sleep stages. The authors of the DeepSleep-

Net demonstrate that the network is able to learn feature representations from EEG

signals by training the network in a supervised manner. However, we cannot di-

rectly use the features learned by the DeepSleepNet in the topic model, since topic

models are trained in an unsupervised manner and it would not be correct to use fea-

tures learned in the DeepSleepNet using a supervised technique. Hence, we develop
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an auto-encoder network and perform automated feature extraction by training the

network in an unsupervised manner. These features would then be used to train the

LDA topic model.

Figure 3.1: A cartoon representation of an auto-encoder neural network, consisting
of two main parts – an encoder and a decoder. An auto-encoder is trained by setting
the input data at both the input and the output of the network. Both the encoder
and decoder typically consist of multiple hidden layers, but the number of neurons in
the encoder are set to be less than the number of dimensions of the input data. The
encoder tries to generate a compressed representation of the input data, which can
be used as features to train other machine learning algorithms. The decoder tries to
reconstruct the input data from the compressed representation.

3.1.2 Auto-encoder architecture for feature learning from EEG signals

We use deep convolutional auto-encoder neural network to automate the process

of feature extraction from EEG signals. The architecture of the auto-encoder is

provided in Figure 3.2. This architecture design is partially motivated from the

DeepSleepNet by Supratak et al. (2017) shown in Figure 2.2. We use the Fine-

CNN in the DeepSleepNet – which is the convolutional neural network to learn fine

temporal information from EEG signals – as the encoder for our auto-encoder. As
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mentioned previously, the encoder attempts to compress the EEG signal at the input.

Specifically, a reduction in dimensionality is achieved by the use of the Max-Pooling

layer – which pools the output of the previous layer over a pooling window reducing

the dimensionality of the data compared to the previous layer. For example, if a Max-

Pooling layer with a pooling window size of 10 samples with no overlap is applied to

a 100-dimensional input, the Max-Pooling layer will pool the maximum value over

a 10 sample window resulting in an output dimension of 10 samples (100{10). For

the decoder we use additional convolutional layers designed to reconstruct the input

signal from the compressed representation of the input signal from the encoder. In

addition to the convolutional layers, the decoder also consists of Up-Sampling layers

which repeats the activations of the previous layers, increasing the dimensionality of

the data eventually ending up with the same number of dimensions at the output of

the auto-encoder. For example, if an Up-Sampling layer with 10 samples is applied

to an input with 10 samples, the Up-Sampling layer will repeat each input sample

10 times, resulting in an output of 100 samples (10� 10). A summary of the various

layers in the auto-encoder network in Figure 3.2 is given as follows:

• Convolutional (Conv) – represent convolutional layers which convolves the out-

put of the previous layer with a convolutional kernel over the temporal dimen-

sion. The parameters in the square parentheses indicate – (a) number of output

filters in the convolution, (b) kernel size specifying the length of the convolu-

tional kernel, and (c) stride length of the convolution specifying the number of

overlapping samples. The convolutional kernel is initialized using the Glorot

uniform initializer given by Glorot and Bengio (2010), which draws samples

from the uniform distribution � U
�
�
b

6
Nin�Nout

,�
b

6
Nin�Nout

�
, where Nin

refers to the number of input units and Nout refers to the number of output

units.
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• Max-Pooling – performs a max-pooling operation, which propagates the max-

imum value over a pooling window to the following layer. The parameters in

the square parentheses indicate – (a) size of the max pooling windows, and (b)

stride length of the max pooling window specifying the number of overlapping

samples.

• Up-Sampling – repeats the value for the given number of samples. The pa-

rameters in the square parentheses indicate the number of times the sample is

repeated.

• Dropout – randomly drops the activations of previous layers by a proportion

given in the parentheses (Srivastava et al., 2014). For example, if an input with

100 units is connected to a Dropout layer with the parameter 0.3, connections

to 30 units will be dropped at random. This layer is added to ameliorate the

problem of over-fitting in neural networks.

Next, we will use the auto-encoder discussed here to learn feature representations

from EEG signals recorded during sleep and use these features as inputs to the

LDA topic model. We will compare the topic modeling performance with manually

extracted features and features learned automatically from training the auto-encoder

in an unsupervised manner.

3.2 Application: Clustering of human sleep stages using EEG signals

Prior to the 1950s, scientists believed that the human body and brain enters a passive

state during sleep, which allowed the body and brain to recover from the previous

day’s fatigue (Millett, 2001). However, improvements in electrophysiological moni-

toring including electroencephalography (EEG), revealed that sleep is an active state

during which the brain goes through various patterns of activity cycling through mul-

tiple sleep stages, which can be summarized as follows:

• Wakefulness (W): This is a non-sleep stage when a person is awake, eyes are
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Figure 3.2: Architecture of the deep convolutional auto-encoder neural network
used for automated feature learning from EEG signals. The encoder part is identical
to the Fine-CNN from the representational layer of the DeepSleepNet. The final
layer of the encoder i.e. the second Max-Pooling layer produces a compressed repre-
sentation of the input signal, which can be used as features for the LDA topic model.
The decoder tries to reconstruct the compressed signal back to the original signal.
See text for detailed description of layers. Layers with dashed outlines do not contain
trainable parameters, only parameters of the Conv layers need to be trained. X is
the input signal which passes through the auto-encoder and produces an estimate
X 1 at the output, which is compared to the input to train the network.
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open and responsive to external stimuli.

• Stage One (N1): This occurs within minutes of falling asleep and is relatively

brief, characterized by a slowdown of eye movements and a somewhat alert

brain state where a person can be easily woken.

• Stage Two (N2): The second sleep stage is also a fairly light sleep where a

person can be easily woken up, and this stage is characterized by a sudden

increase in brain wave frequencies known as sleep spindles.

• Stages Three and Four (N3-N4): These sleep stages are a pre-cursor to deep

sleep characterized by low frequency brain waves. Beginning with these stages,

it becomes harder for a person to be awakened compared to the earlier stages,

since the body become less responsive to external stimuli.

• Rapid eye movement (REM): This is the final sleep stage characterized by an

increase in brain activity and an increase in eye movement, hence the name.

The REM sleep stage plays an important role in learning and memory function,

and an average adult has around five to six REM stages each night

Sleep stages other than the REM stage are collectively called the non-REM

(NREM) stage. Over the duration of sleep, NREM and REM stages alternate cycli-

cally. Irregular cycling and/or the absence of one or more sleep stages within the

NREM stage is associated with sleep and mental disorders. For example, in indi-

viduals with narcolepsy the NREM stage is absent, and the individual enters the

REM state directly from the awake state. Individuals with major depressive disor-

der exhibit a longer duration of the first REM stage and a decrease in the amount of

slow-wave sleep. Hence, the study of sleep stages is allows for the diagnosis of sleep

disorders, and provides an understanding of sleep physiology (Gillin et al., 1979; Van

Esbroeck and Westover, 2012).

Sleep stages can be identified using electroencephalography (EEG), which is the

study of the electrical activity of the brain recorded externally using scalp electrodes.
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A scoring system for identifying sleep stages by studying the characteristics of EEG

signals is given by the Rechtschaffen and Kales (1968) manual for sleep scoring. The

scoring system is based on studying the changes in the frequency characteristics of

the EEG signals recorded during sleep. For example, the N1 sleep stage is associated

with the transition from wakefulness to sleep and is considered a direct measure of

daytime alertness. The quantity and the percentage the N1 stage is an estimate

of the degree of sleep fragmentation. A high percentage of the Stage N1 sleep is

generally a result of frequent arousals caused by sleep disorders, like sleep apnea,

periodic movement of sleep, or snoring (Shrivastava et al., 2014). The N2 stage

is characterized with sleep spindles and K-complexes – which are sudden bursts of

oscillatory brain activity generated in the reticular nucleus of the thalamus. Sleep

stage N2 is the most abundant sleep stage accounting for around 50% of the total

sleep time. A low percentage of N2 sleep stage may be a result of sleep fragmentation

or a result of obstructive sleep apnea-related arousals (Shrivastava et al., 2014).

Stages N3, N4 are characterized by an increase in the slow wave delta activity in the

0.5-4 Hz range. Finally the REM stage activity resembles awake state activity with

rapid eye movements.

3.2.1 Dataset

In this study, the Sleep-EDF database (Goldberger et al., 2000) was used for analysis.

This database comprises EEG signals recorded from thirty healthy subjects during

sleep. For each subject, thirty second time segments of the signals are classified into

one-of-eight classes. The six classes corresponding to sleep stages (Silber et al., 2007;

Rechtschaffen and Kales, 1968) include: N1, N2, N3, N4, Wake (W) & REM (R). The

remaining two classes represent movement artifacts and unscored segments, which

were not used in the analysis. We explored two methods of feature extraction from

30s EEG signal time windows – manual feature extraction and feature extraction
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using deep neural networks.

3.2.2 Feature extraction

From our earlier discussion, we learned that human sleep stages are manifested as

changes in the frequency characteristics of the EEG signal. Because of the frequency

rich content of EEG signals recorded during sleep, sleep stages from EEG signals are

typically studied by transforming the time domain signals into the Fourier domain

and discarding the phase related information from the Fourier representation of the

signals. Hence, manually extracted features from the Fourier domain are character-

ized by the power spectral content of the various EEG frequency bands. We will use

manually extracted features i.e. the spectral content of the EEG signals and features

automatically extracted by training the auto-encoder neural network discussed previ-

ously, as inputs to the LDA topic model. We will discuss both the feature extraction

methods in the following sections.

Manual feature extraction

For EEG signals over 30s segments, power spectral densities were estimated by av-

eraging over two-second Hamming windowed segments with 50% overlap (Welch,

1967). The choice of 30s time windows for feature extraction is motivated by the

sleep scoring guidelines per the Rechtschaffen and Kales (1968) manual. Additional

studies on manual scoring of sleep EEG signals (Silber et al., 2007) have determined

that a time window of 30s is sufficient to make a reliable assessment of sleep function

from EEG signals. Based on the sleep scoring standards, power estimates in Delta (f

  4Hz), Theta (4Hz ¤ f   8Hz), Alpha (8Hz ¤ f   12Hz) and Beta (12Hz ¤ f ¤

20Hz) bands were used to generate four frequency features, to train the topic model.

Thus with manual feature extraction, each observation comprised a 4-dimensional

feature vector extracted from a 30s EEG segment.
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Automated feature extraction using auto-encoder

The auto-encoder neural network discussed previously was trained in an unsupervised

manner to automatically extract features from raw EEG signals in the Sleep-EDF

dataset. Hence, for topic modeling with automated feature learning there were two

training phases – first to train the auto-encoder and second to train the topic model.

In the Sleep-EDF dataset, there are more instances of N2 and Wake classes compared

to the other classes. For most subjects there were maximum samples of Wake class.

Feeding such a class imbalanced dataset into the deep neural network could lead to

severe over-fitting of the majority classes (Montavon et al., 1973). We wish to learn

feature representation from all classes, hence we used bootstrapping to duplicate the

samples from all classes per subject, so that number of samples per class per subject

were equal to the number of samples in the Wake class. To get the automated feature

representations of a given subject, the raw EEG data from all the subjects except the

given subject was combined and bootstrapping1 of minority classes was conducted.

Next, this class balanced training data was set as the input and the output of the

auto-encoder network, and the network was trained for 75 epochs with a batch size

of 100 samples. Using this pre-trained auto-encoder network, the data for the given

subject was passed through without bootstrapping. This was done to ensure that

while assessing topic model performance between manually extracted features and

features extracted using manual feature extraction, the topic model was trained on

the same amount of training data. A cartoon representation of the data workflow

is shown in Figure 3.3. Raw EEG signals over a 30s time window were used as

inputs to train the deep convolutional auto-encoder network shown in Figure 3.2.

Since the sampling rate of the EEG recording was 100Hz, the dimensionality of the

input data was 3000 features. After the network was trained, activations of the final

1 Bootstrapping refers to random sampling with replacement.
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Figure 3.3: A simplified cartoon representation of the data workflow using two
feature extraction approaches – manual feature extraction and feature extraction
using auto-encoder neural network. Note that, for both methods the same amount
of training data was used to assess the performance of the topic model. For a given
subject, the auto-encoder was trained using EEG data from the remainder subjects
and bootstrapping the data to generate a class balanced dataset and prevent neural
network over-fitting. Once, the network was trained, the data for the given subject
was passed through without performing the bootstrap operation.

max-pooling layer of the encoder part of the auto-encoder were used as features for

topic modeling. The features extracted from this layer had a dimensionality of 1000

features.

Now that we have discussed the two methods for feature extraction, we will

discuss the details about applying the latent Dirichlet allocation (LDA) topic model

for clustering the extracted features.

3.2.3 LDA topic model for clustering sleep stages from EEG signals

The latent Dirichlet allocation (LDA) topic model is used to find topics or themes

that span a collection of documents. Recall from the discussion of the LDA model

in Chapter 2, for a given collection of documents, the LDA topic model infers the

following parameters – (a) topics, which are distributions over a vocabulary of fixed
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size, (b) document specific mixing proportion of topics 2, and (c) topic association

of each word. From the perspective of topic modeling applied to EEG signals, we

consider the following analogies between documents and EEG signals. An EEG

recording for a given subject is considered analogous to a “document”; for a given

subject’s recording, signal features extracted over a 30s EEG signal time window is

considered analogous to a “word”3; and finally sleep stages are considered analogous

to “topics” – which are shared across “documents”. These analogies are shown

using a cartoon representation in Figure 3.4. The choice of 30s time windows for

extraction of words is consistent with the manual sleep scoring guidelines presented

in the Rechtschaffen and Kales (1968) manual, which state that an EEG signal time

window of 30s is required to reliably score an EEG segment into sleep stages.

Dictionary generation

Topics in the latent Dirichlet allocation (LDA) topic model are modeled as distribu-

tions over a finite set of elements. For a collection of text documents, this can be

specified as the word vocabulary which is a finite set of unique words in the docu-

ment collection. With EEG signals, each word consists of features extracted over a

30s time window either using manual feature extraction or using automated feature

extraction with auto-encoder network described in the previous section. Thus each

word lies in a d-dimensional continuous space – Rd. In order to accommodate these

words in the LDA topic model, this d-dimensional continuous feature space needs to

be discretized into a finite set of dictionary elements. The continuous feature space

can be discretized running the K-means clustering algorithm in the feature space

and using the K-cluster centers as elements of the dictionary. Each data point in the

2 Since each topic is a distribution, these are distributions over distributions specific to each
document.

3 A “word” is typically a multi-dimensional vector, since multiple features are extracted from a
given signal time window.
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Figure 3.4: A cartoon representation depicting analogies between topic modeling
applied to text data and EEG signal data. An EEG recording for a given subject
constitutes a “document”, which comprises “words” which are features extracted over
a 30s signal time window. “Topics” correspond to sleep stages which are common to
a collection of “documents” i.e. EEG recordings for a group of subjects.

feature space is replaced by the cluster center closest to it. This process of dictionary

generation is summarized in Figure 3.5.

Model training

Using manually extracted features and features learned using the deep auto-encoder

neural network, the latent Dirichlet allocation (LDA) topic model was trained using

Gibbs sampling (Griffiths and Steyvers, 2004). The number of topics (T ) were set

to be equal to six, corresponding to the number of sleep stages. For dictionary

generation using K-means, different number of dictionary elements (K) were tested.

For manually designed features, K � 10, and for features extracted using deep

learning, K � 200 gave the best results. The hyperparameters for the Dirichlet

distribution priors on topics (β) and per-document topic proportions (α) were set

based on the guidelines with setting the priors for the LDA topic model provided

43



Figure 3.5: Summary of dictionary generation prior to applying the LDA topic
model. Since, features extracted from the 30s EEG time segments span a continuous
domain, this continuous space needs to be discretized, since topics in the LDA model
are characterized as distributions over a finite set of elements. Running K-means in
the continuous feature space results in cluster centers which constitute the elements
of the finite dictionary.
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by Griffiths and Steyvers (2004); Wallach et al. (2009). Using these guidelines, the

following values were used for hyperparameters – α � 50{T and β � 0.01. Using

these values, the Gibbs sampler provided by Griffiths and Steyvers (2004) was run for

2000 iterations. To train the LDA topic model in a reasonable amount of time, leave-

one-subject-out cross-validation was used on groups of five subjects. For a group of

five subjects, the LDA topic model was trained on four subjects and tested on the

fifth. For a given group of five subjects, this process was repeated five times thus

testing the model once per subject. Since, there were a total of thirty subjects, six

groups of five subjects each were used for training and testing the model. For each

subject, the LDA topic model gave the topic association of each observation. Since,

we had truth labels corresponding to the sleep stages, we used the Fowlkes-Mallow

score to compare the clustering allocations with the truth labels. The next section

describes the details about using this metric.

3.2.4 Evaluating clustering performance

The Sleep-EDF database consists of true class labels corresponding to sleep stages

annotated by expert encephalographers, which enables us to measure the similarity

between the cluster allocations and the class labels. However, direct comparison

between class labels and cluster allocations using a confusion matrix is not possible

since the absolute values of the cluster allocations may not match the true class

labels. Instead, a metric which determines if a given clustering allocation defines the

separation of data similar to the true class labels is desirable. The Fowlkes-Mallows

score is one such metric which can be used to measure the similarity between cluster

allocations and true class labels (Fowlkes and Mallows, 1983).

Consider two vectors of length equal to the number of observations – C1 and

C2, denoting the cluster allocations and the true class labels respectively for given

observations. The Fowlkes-Mallows score can be defined based on the number of
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observations common or uncommon in C1 and C2, as follows,

FMSpC1, C2q �

c
TP

TP � FP
�

TP

TP � FN
(3.1)

where,

• TP : Number of true positives, i.e. the number of pair of observations that

belong to the same clusters in C1 and C2

• FP : Number of false positives, i.e. the number of pair of observations that

belong to the same clusters in C1, but not in C2

• FN : Number of false negatives, i.e. the number of pair of observations that

belong to the same clusters in C2, but not in C1

The Fowlkes-Mallows score (FMS) defined in Equation 3.1, can be considered as

a geometric mean between precision and recall, with a high value indicating a good

similarity between cluster allocations and true class labels t0 ¤ FMS ¤ 1u (Fowlkes

and Mallows, 1983).

3.3 Clustering using other algorithms

We compare the clustering performance of the LDA topic model with two other un-

supervised algorithms viz. K-means and Gaussian mixture models (GMMs). Same

set of manually designed frequency features were used to assess the clustering per-

formance of K-means and GMM algorithms. Similar to the LDA topic model, the

number of clusters in the for the K-means and the GMM algorithms, the number

of clusters were set to six, since we are expecting to find six clusters from the sig-

nals – five corresponding to sleep stages and one corresponding to the awake state.

Since, we have class labels we also compare the algorithm performance with su-

pervised classification using the DeepSleepNet (Supratak et al., 2017). K-means

and GMMs are both single membership models, whereas the LDA topic model is a
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Figure 3.6: An example demonstrating the use of the Fowlkes-Mallows score (FMS)
to compare true class labels and sample cluster allocations. (A) Vector of true
class labels (n = 10) available for comparison. There are three distinct classes of
observations and the goal of clustering is to separate the set of observations similar
to the class labels. (B)-(E) Sample clustering allocations with variable similarity of
separation with respect to the true class labels. Clustering allocations in (B) provide
the worst separation indicated by a low FMS, and clustering allocations in (E) provide
exact separation of observations indicated by the highest FMS of 1. Note that the
FMS is able to compare clustering allocations with true class labels, although the
absolute values of the allocations do not match with the true class labels (indicated
by numbers in colorbars adjacent to each figure).
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mixed-membership model. We chose to compare the clustering performance of these

algorithms, to test whether the mixed-membership nature of the LDA topic model

allows the model to cluster the EEG signals better compared to single-membership

models. In addition to these unsupervised algorithms, we also chose to test perfor-

mance using a supervised algorithm viz. the DeepSleepNet. Although unsupervised

algorithms will not be able to outperform a supervised classification algorithm, the

use of the supervised algorithm provides us with an upper bound on performance.

3.4 Results

The clustering performance of each subject using the FMS is provided in Figure 3.7.

A summary of scores in the form of box-plots is provided in Figure 3.8 (A). Repeated

measures analysis of variance (ANOVA) was used to test statistical significance be-

tween the performances of various algorithms. Results of multiple comparison tests

are also shown in Figure 3.8 (B). From the figures, we notice that amongst the

unsupervised algorithms, K-means gave the worst performance in clustering sleep

stages, when trained using the manually extracted power spectral features. Using

the power spectral features, performance using the GMM and the LDA is better com-

pared to K-means. We see an improvement in clustering performance using K-means,

when trained with the features from the trained convolutional auto-encoder. With

manually designed features, although there were significant differences between the

K-Means and GMM performance, there were no significant differences between per-

formances of the GMM and the LDA algorithms. In fact, for some subjects the GMM

performed better than the LDA, whereas in others it was vice versa. Hence with man-

ually designed features using a mixed-membership model did not produce significant

improvements in performance compared to a single-membership model. Clustering

performance of the LDA topic model is improved by using features learned using

the deep convolutional auto-encoder network. We could not test the performance
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Figure 3.7: Fowlkes-Mallows score (FMS) plotted for each subject using unsuper-
vised algorithms viz. K-means, Gaussian mixture models (GMM) and the latent
Dirichlet allocation (LDA) topic model, and supervised algorithm viz. support vec-
tor machine (SVM) and DeepSleepNet. Manually extracted power spectral features
were used to analyze K-means, GMM and LDA topic model. Features extracted
from a trained convolutional auto-encoder network, i.e. deep learning features, were
also used to analyze K-means and LDA. Plots with legend entries marked with an
‘�’ used power spectral features and the ones with ‘�’ used deep learning features.

of the GMM using the auto-encoder features, because of the high dimensionality of

the features. The auto-encode reduced the dimensionality of the input signals from

3000 features to around 1000 features. Gaussian mixture models do not scale well

with high dimensions, since the number of parameters to estimate with multivari-

ate Gaussian distributions rises exponentially with increasing dimension of the input

data.
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Figure 3.8: (A) Box plots of Fowlkes-Mallows score (FMS) summarizing algorithm
performance across thirty subjects. In each box, the red line indicates the median
(q2), and the lower and upper limits indicate 25thpq1q and 75thpq3q quantiles, respec-

tively. The notch extremes correspond to the range q2 �
1.58pq3�q1q?

N
; the lower and

upper fences indicate extreme values not considered outliers, and outliers are indi-
cated using ‘+’. (B) Plot of mean and confidence intervals of the FMS estimated
using repeated measures ANOVA with Bonferroni correction (α � 0.05). Two algo-
rithms have significantly different means if their confidence intervals do not overlap.

3.5 Discussion

Our choice for using the LDA topic model for inferring brain states from EEG sig-

nals is directly motivated by their mixed membership nature. Hence, we hypoth-

esized that the LDA topic model would outperform the GMM – which is a single-

membership model, due to its mixed-membership nature. With manually designed

features, we did not see significant difference in performance using the LDA topic
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model, compared to the GMM. This could be attributed to the discretization of the

continuous feature space using K-means. Recall that since the LDA topic model

requires topics defined over a discrete vocabulary with a finite number of elements,

it is necessary to discretize the continuous feature space using K-means to generate

a dictionary of finite elements. We believe that this discretization of the continuous

space could be the reason for lack in performance improvement using the LDA topic

model. The K-means clustering algorithm is limited to producing homoscedastic

Gaussian clusters, i.e. K-means produces equal-sized spherical clusters and cannot

characterize correlation between multiple dimensions. There is evidence that EEG

signal activity in the various frequency bands is highly correlated, which might not

be well characterized after discretizing the continuous space using K-means. On

the contrary, the LDA topic model was able to perform better when trained using

features learned through the auto-encoder neural network. This corroborated our

hypothesis that deep neural networks have the ability to learn better feature repre-

sentations compared to manually extracted features. Using multiple convolutional

layers with non-linear transfer functions, the deep auto-encoder network is able to

learn complex representations of the data, which would otherwise be difficult to

extract using manual feature design. The encoder in the auto-encoder, is able to

automatically learn time-invariant low-dimensional feature representations from raw

EEG signals without the need for manually designed features. By appending a de-

coder network at the end of the CNN, the network is able to be trained without the

need of class labels and learn features which can be useful for clustering. This makes

auto-encoders a suitable choice for automated feature learning to be used with clus-

tering algorithms. Although, they are able to provide better feature representations

compared to manually extracted features, they suffer from one serious limitation –

they are data hungry. The auto-encoder we used here was trained using data from

multiple subjects, which was bootstrapped in order to train the network effectively.
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For some applications of brain state inference using EEG signals, adequate training

data is not available, which would make a deep neural network approach unfeasible

for feature learning. For applications where sufficient training data is available, as in

our case with inferring brain states corresponding to sleep stages, the deep learning

approach is feasible and can help improve the performance of clustering algorithms.

To conclude, in this chapter we have provided a method to use a deep architec-

ture of neural network to automatically learn low dimensional feature representations

from raw EEG signals. Since, this network can be trained in an unsupervised man-

ner, it can be used to learn features automatically and use the learned features as

inputs to an unsupervised clustering algorithm. We also demonstrate the use of the

LDA topic model – which is a mixed-membership model – for clustering sleep stages

from EEG signals recorded during sleep. With manually designed features the perfor-

mance of the mixed-membership topic model was similar to that of a simple mixture

model. This may be due to the need to discretize the continuous feature space us-

ing K-means. Using features with training a deep convolutional auto-encoder, there

was significant improvement in clustering performance with the LDA topic model,

indicating that unsupervised feature learning from EEG signals can help improve

clustering performance using a mixed-membership model. In the next chapter, we

take a different approach to to improving topic model performance. We discussed

that one of the limitations of using the LDA topic model is the need to discretize a

continuous feature space, which could lead to loss of information in the process of

discretization. Hence, we will focus on improving the LDA topic model, such that it

can naturally handle continuous data without the need for discretization.
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4

The GMM-LDA topic model

In the previous chapter, we discussed the use of the LDA topic model for clustering

sleep stages from EEG signals. As inputs to the topic model, we explored using

standard manually extracted EEG spectral features, as well as features learned by

training a deep convolutional auto-encoder neural network in an unsupervised man-

ner. We noticed a significant improvement in clustering performance using features

learned by the deep neural network. In this chapter, we explore another approach

to improve clustering performance by taking a different approach to topic modeling.

In this approach, we will use standard manually extracted EEG spectral features,

but modify the LDA topic model so that it is better suited to modeling EEG signal

data.

4.1 Extending the LDA topic model for continuous domain data

We discussed previously a limitation with using the LDA topic model for modeling

continuous domain data. Since each topic in the LDA model is a distribution over

a finite set of words, continuous domain data needs to be discretized in order to be

modeled using the LDA topic model. The discretization can be achieved using tech-
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niques such as K-means clustering, however useful information such as correlations

between features may be lost in the process of discretization. To overcome this lim-

itation, we modify the LDA topic model such that topic distributions are modeled

using Gaussian mixture models (GMMs) – which are distributions with support over

the continuous space. We denote this new model as the GMM-LDA topic model.

The key differences between the LDA topic model and the GMM-LDA topic

models can be explained by visualizing the topic distributions in each of the models

as shown in Figure 4.1. For the LDA model in Figure 4.1 (A), topics are specified

as discrete distributions over a finite number of elements W in the dictionary. Such

distributions can be used for modeling data that is inherently discrete in nature such

as text data. For a collection of documents, there are finite number of unique words

which can be used to characterize a discrete distribution with a finite support over

the unique words. On the contrary, consider modeling data spanning a continuous

domain like features extracted from EEG signals which comprise a set of real or

floating point numbers not necessarily restricted to a finite number of elements. In

order to model such data spanning a continuous domain, we modify the LDA topic

such that topic distributions are specified using Gaussian mixture models – which are

a linear superposition of Gaussian components. In Figure 4.1 (B), we demonstrate

the applicability of the GMM-LDA topic model to characterize data spanning R1 –

which is a set of real numbers. Modeling such data using the LDA topic model would

require discretizing the continuous space i.e. R1, in order to use discrete distributions

spanning a finite number of elements. However, because of our choice of using GMMs

as topics, a discretization of the continuous space is not necessary.

In this example, we have shown data spanning R1 for ease of visualization. This

corresponds to a topic model with only one feature extracted from the EEG signals.

In general, for v-dimensional data corresponding to v features, Gaussian mixture

models with multi-variate Gaussians can be used to characterize the data. GMMs in
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multiple dimensions provide for a rich class of probability distributions for modeling

continuous domain multi-modal data (Bishop, 2006). They are capable of charac-

terizing correlations between multiple features, which may not be possible if the

continuous domain data is discretized using K-means.

4.2 Model specification

We formalize the model specification of the GMM-LDA model by providing a prob-

abilistic graphical representation of the model as shown in Figure 4.2. It would be

beneficial to compare Figure 4.2 with the graphical representation of the LDA model

shown in Figure 2.5. A detailed description of model parameters is given in Table 4.1.

Table 4.1: Description of the topic model notations shown in Figure 4.2.

K : number of topics
Mk : number of Gaussian components in the kth topic
D : number of documents
Nd : number of words in the dth document
θd : proportion of topics in the dth document
πd,k : proportion of Gaussian components in the kth topic and the dth document
ψk,m � tµk,m,Σk,mu mean and precision matrices of the

mth Gaussian component in the kth topic
zd,n : topic indicator for the nth word and the dth document
ξd,n : Gaussian component indicator for the nth word and the dth document
wd,n : nth word in the dth document
α1,α2 : Dirichlet distribution hyper-parameters
β � tµ0, λ0,W0, ν0u : Gaussian-Wishart distribution hyper-parameters

Similar to the LDA topic model, the GMM-LDA topic model is a generative model

and comparing the data generation processes of the models provides an insight into

the key differences between the two models. We discussed the data generation process

of the LDA model in Chapter 2, here we discuss a similar data generation process

for the GMM-LDA model.
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Figure 4.1: A visualization of topics as specified in the GMM-LDA topic model.
Each topic (on right) is a Gaussian mixture model, having support over a set of real
numbers in one dimension, R1 (on left). This makes our model suitable to accom-
modating continuous domain data, without the need for discrete approximations.
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Figure 4.2: Probabilistic graphical representation of the augmented latent Dirichlet
allocation topic model with Gaussian mixture topics (GMM-LDA). Shaded nodes
denote observed random variables and unshaded nodes denote latent (or hidden)
random variables. Rectangular plates denote replication of nodes, where the number
of replications are denoted by the variable in the bottom right corner of the plate.
Solid nodes denote fixed prior hyper-parameters and arrows indicate dependencies
between nodes.

4.2.1 Data generation process

Based on the GMM-LDA topic model, the nth word in the dth document, wd,n is

assumed to be drawn from a Gaussian distribution. A mixture of Mk Gaussians

constitute the kth topic with document specific mixing proportions given by πd,k. The

proportion of topics in the dth document are given by θd. The full data generation

process of the model can be summarized as follows:

1. Draw θd � Dirichletpα1q. d P t1, 2, . . . , Du

2. Draw πd,k � Dirichletpα2q. d P t1, 2, . . . , Du and k P t1, 2, . . . , Ku

3. Draw ψk,m � Gaussian-Wishartpβq. k P t1, 2, . . . , Ku and m P t1, 2, . . . ,Mku

4. For each word in a document pd, nq. d P t1, 2, . . . , Du and n P t1, 2, . . . , Ndu

(a) Draw zd,n � Multinomialpθdq

(b) Draw ξd,n � Multinomialpπd,zd,nq

(c) Draw wd,n � Gaussianpψzd,n,ξd,nq

Note the addition of an extra latent variable ξd,n, which is the Gaussian compo-
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nent indicator for a given observation. In both the LDA and GMM-LDA models, zd,n

represents the topic indicator. In the LDA model, since topics are discrete distribu-

tions, an observation can be directly sampled from the ψzd,n discrete distribution. In

the GMM-LDA model, the zthd,n topic comprises Mk Gaussians. In order to sample an

observation, a specific Gaussian component needs to be chosen first, which is given

by ξd,n. Given the topic and component assignments, an observation can be sampled

from the ψzd,n,ξd,n Gaussian distribution.

Thus the GMM-LDA topic model is a hierarchical Bayesian model with three

levels which are illustrated in Figure 4.3. At the topic level, there are K Gaussian

mixture models (GMMs) with Mk components where ψk,m � tµk,m,Σk,mu are mean

and precision matrices of the mth Gaussian in the kth GMM. At the document level,

θd – which is a K-dimensional discrete distribution – determines the proportion of

topics in the dth document; and πd,k – which is an Mk-dimensional discrete distri-

bution – determines the mixing proportion of the Gaussian components in the dth

document and the kth topic. At the word level, each word wd,n � px1, x2, . . . xvq P Rv

is a v-dimensional vector and is associated with the mth Gaussian component in the

kth topic.

4.2.2 Inference of model parameters

In the GMM-LDA topic model, the goal of inference is to estimate the hidden topic

structure by estimating the joint posterior over the latent variables, z, ξ,θ,π,ψ.

The joint posterior can be expressed using Bayes rule as follows:

ppz, ξ,θ,π,ψ | w,α1,α2,βq �
ppz, ξ,θ,π,ψ,w | α1,α2,βq

ppw | α1,α2,βq
(4.1)

The denominator in Equation 4.1 is the marginal distribution over observed words,

which can be written as follows, omitting the hyper-parameters tα1,α2,βu in the
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Figure 4.3: An example dataset in R2 generated using the data generation process
of the GMM-LDA topic model. Three levels of the GMM-LDA topic model are
illustrated here (A) At the topic level, there are K Gaussian mixture models (GMMs)
with Mk components. (B) At the document level, each document has a probability
associated with selecting a GMM denoted by four colors and a probability associated
with selecting a Gaussian component for a given mixture model (not explicitly shown
here). (C) At the word level, each word in a document wd,n i.e. an observation in
R2 is associated with the mth Gaussian component in the kth topic.

interest of space,

ppwq �
¸
z

¸
ξ

� »
θ

»
π

»
ψ

ppw, z, ξ | θ,π,ψq � ppθq ppπq ppψq dθ dπ dψ

�
(4.2)

Thus analytical computation of the marginal distribution requires integrating over

the continuous latent variables tθ,π,ψu and summing over discrete latent variables

tz, ξu. The integrals over tθ,π,ψu can be analytically computed by choosing con-
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jugate priors1 over tθ,π,ψu. However, direct summation of tz, ξu is intractable

since it involves
�
K
�°

dNd

�
�±

kMk

�°
dNd

operations. By analytically integrating

the continuous latent variables, the posterior in Equation 4.3 can be simplified to

the following:

ppz, ξ | w,α1,α2,βq �
ppz, ξ,w | α1,α2,βq°

z

°
ξ ppz, ξ,w | α1,α2,βq

(4.3)

Approximate inference of the posterior in Equation 4.3 can be done using Gibbs

sampling, which is a Markov chain Monte-Carlo sampling scheme. The steps to

conduct Gibbs sampling for inference are given in Algorithm 1 along with equations to

compute the posterior in Table 4.2. At the core of Gibbs sampling, is the computation

of the posterior, ppzd,n � k, ξd,n � mq, which is the unnormalized probability of

assigning the mth Gaussian component in the kth topic to the nth word in the dth

document, wd,n.

ppzd,n � k, ξd,n � m | z�, ξ�,w,α1,α2,βq 9 ppzd,n � k | z�,α1q . . .

� ppξd,n � m | zd,n � k,z�, ξ�,α2q . . .

� ppwd,n | w�,k,m,βq (4.4)

If we observe the three terms in Equation 4.4 required for the computation of the

posterior along with their respective definitions in Table 4.2, Equation 4.4 is very

intuitive. The first term ppzd,n � k | z�,α1q expresses the probability of assigning

the kth topic to the nth word in the dth document. Given the kth topic assignment,

ppξd,n � m | zd,n � k,z�, ξ�,α2q is the probability of assigning the mth Gaussian

component in the kth topic to the nth word in the dth document. Finally, given

both topic and component assignments, ppwd,n | w�,k,m,βq is the probability of wd,n

under the mth Gaussian component in the kth topic. Using the above probabilities,

the topic zd,n and component ξd,n assignments can be sampled for a given word wd,n.

1 Dirichlet priors for θ, π and Gaussian-Wishart priors for ψ
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Algorithm 1 Gibbs sampler for inferring GMM-LDA topic model parameters

1: Choose initial z and ξ. � Initialize chain
2: for T iterations do
3: for d = 1 to D documents do
4: for n = 1 to Nd words in dth document do
5: kold � zd,n, mold � ξd,n � Get old assignments
6: Remove wd,n’s statistics from mth

old Gaussian of kthold GMM.
7: for k = 1 to K topics do � Compute posterior @k and @m
8: for m = 1 to Mk Gaussian components in kth topic do
9: Calculate ppzd,n � k, ξd,n � m|z�, ξ�,w,α1,α2,βq 9

10: ppzd,n � k|z�,α1q � ppξd,n � m|zd,n � k, z�, ξ�,α2q . . .
11: �ppwd,n|w�,k,m,βq
12: end for
13: end for
14: Sample knew from ppzd,nq by marginalizing ξd,n from ppzd,n, ξd,nq.
15: Sample mnew from ppknew, ξd,nq.
16: zd,n � knew, ξd,n � mnew � Save new assignments
17: Add wd,n’s statistics to mth

new Gaussian component of kthnew GMM.
18: end for
19: end for
20: end for

4.3 Analysis with synthetic dataset

Before using the GMM-LDA topic model for clustering sleep stages from EEG signals,

we demonstrate the clustering ability of the GMM-LDA topic model on a sample

synthetic dataset shown in Figure 4.4 generated using the data generation process

described earlier.

4.3.1 Methods

A synthetic dataset in R2 – px1, x2q – was generated using GMM topics at locations

along the X1 and X2 axes. As shown in Figure 4.4 (A), there are four topics (K �

4) – two along the X1 axis and another two along the X2 axis, where each topic

comprises three Gaussian components (Mk � 3) . Five documents (D � 5) with two

hundred observations per document (Nd � 200) were generated, by first sampling a

topic assignment zd,n followed by a component assignment ξd,n and then sampling an
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Table 4.2: Equations to compute the joint probability in the GMM-LDA model in
Algorithm 1 using Gibbs sampling.

P pzd,n � k | z�,α1q �
Nk,� � α1,k°

kNk,� �
°
k α1,k � 1

(4.5)

P pξd,n � m | zd,n � k,z�, ξ�,α2q �
Nk,m,� � α2,m°

mNk,m,� �
°
m α2,m � 1

(4.6)

P pwd,n | w�,k,m,βq � TνN�v�1

#
µN ,

WNpλN � 1q

λNpνN � v � 1q

+
(4.7)

µN �
λ0µ0 �Nk,m,�w
λ0 �Nk,m,�

; WN �W0 � S �
λ0Nk,m,�
λ0 �Nk,m,�

pµ0 �wqpµ0 �wq
T

νN � ν0 �Nk,m,�; λN � λ0 �Nk,m,�

w �
1

Nk,m,�

Ḑ

d�1

Nḑ

n�1

w�,k,m; S �
1

Nk,m,�

Ḑ

d�1

Nḑ

n�1

pwd,n �wqpwd,n �wq
T

z
� : Set of topic indicators excluding zd,n
ξ
� : Set of Gaussian component indicators excluding ξd,n
w
�,k,m : Set of observations allocated to the kth topic and the mth Gaussian component excluding
wd,n

Tν tµ,W u : Multivariate t-distribution in v-dimensions with parameters µ, W and ν degrees of
freedom

Nk,m,� : Count of observations allocated to the kth topic and the mth Gaussian component ex-
cluding wd,n

observation wd,n from the ψzd,n,ξd,n Gaussian component. The goal of clustering is to

find clusters that closely match the four topic distributions shown in Figure 4.4 (A).

For running the Gibbs sampling algorithm, the values of K and Mk were set equal to

the true number of topics (� 4) and true number of Gaussian components (� 3). For

the Gaussian-Wishart priors, zero mean and identity covariance hyper-parameters

were set for β. For the Dirichlet priors, non-informative priors corresponding to

uniform and symmetric Dirichlet distributions were set by using the α1 and α2

hyper-parameters as vectors of ones. GMM-LDA model parameters were estimated
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Figure 4.4: A demonstration of clustering using the GMM-LDA topic model. (A)
A set of four topics (K � 4) defined as GMMs in R2 with three components per GMM
(Mk � 3). Two topics are aligned on the X1 axis and another two are aligned on
the X2 axis. (B) An example dataset is generated using the data generation process
of the GMM-LDA topic model. In each document, four clusters can be visually
interpreted having a multi-modal nature. (C) Model parameters were inferred using
Gibbs sampling described in Algorithm 1. The topic association pzd,nq of each word
pwd,nq was used to cluster the data. In each document, data with the same color
belongs to the same topic.

using Gibbs sampling described in Algorithm 1, and topic allocations (zd,n) were

used to cluster observations (wd,n).

4.3.2 Results

Figure 4.4 (C) provides a plot of dataset in Figure 4.4 (B) overlaid with topic asso-

ciations zd,n shown in color. Observations belonging to the same color are clustered
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to belong to the same topic. we see the dataset split into four colors, each corre-

sponding to observations associated with a topic. We notice that the Gibbs sampling

algorithm in Algorithm 1 provides the correct clustering by associating observations

drawn from a particular GMM to the same topic.

4.4 Analysis of the sleep EEG dataset

We apply the GMM-LDA model to the problem of clustering sleep stages using EEG

signals. Monitoring EEG data during sleep allows for the diagnosis of sleep disorders

and provides an understanding of sleep physiology (Van Esbroeck and Westover,

2012; Gillin et al., 1979). Further, class labels corresponding to sleep stages are

available, which allows us to compare the unsupervised clustering performance of

our GMM-LDA model against an upper-bound on performance using a supervised

algorithm.

4.4.1 Methods

Similar to analysis of sleep EEG signals in Chapter 3, we used the Sleep-EDF dataset

to train the GMM-LDA inference algorithm using Gibbs sampling discussed previ-

ously.

Dataset

In this study, the Sleep-EDF dataset (Goldberger et al., 2000) which we used in

the previous chapter was used for analysis. Recall that this dataset comprises EEG

signals recorded from thirty healthy subjects during sleep. For each subject, thirty

second time segments of the signals were manually annotated into eight classes –

six classes corresponding to sleep stages: N1, N2, N3, N4, Wake (W) & REM (R)

and two classes representing movement artifacts and unscored segments. The six

sleep stage classes were scored based on the Rechtschaffen and Kales (1968) sleep
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scoring manual. Unscored segments and segments representing movement artifacts

were excluded prior to analyses.

Feature extraction and cross-validation details

Power spectral densities were estimated for each thirty-second time segment, by

averaging over two-second Hamming windowed segments with 50% overlap (Welch,

1967). Power estimates in Delta (f   4Hz), Theta (4Hz ¤ f   8Hz), Alpha (8Hz ¤

f   12Hz) and Beta (12Hz ¤ f ¤ 20Hz) bands were used to generate four frequency

features, to train the model. Within the context of topic modeling, the 4-dimensional

feature vector over a thirty-second time segment for a given subject is analogous to a

word in a document, wd,n, for d � 1, . . . , D and n � 1, . . . , Nd, where D is the number

of subjects and Nd is the number of thirty-second time segments for the dth subject.

In order to train the model in a reasonable amount of time with cross-validation,

recordings from thirty subjects were split into groups of five. In a given group, data

from four subjects were used for training and the fifth subject was used for testing.

Hence, the model was trained five times for each group, with each subject used for

testing.

Model selection

To train the GMM-LDA model, we need to select the number of GMMs (K), the num-

ber of Gaussian components in the kth GMM (Mk), and the prior hyper-parameters

(α1,α2,β). We used K � 6, which corresponds to the number of sleep stages.

To select Mk, we used the Bayesian information criterion (BIC) (Schwarz, 1978) to

evaluate the optimum number of components required to model the data.

Consider modeling some data x using T Gaussian mixture models t∆1,∆2, . . .∆T u,

where each model ∆t contains a different number of Gaussian components. The BIC

for the tth model can be calculated as follows,
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BICt � �2 ln
�
ppx | θ̂,∆tq

�
� k ln pnq (4.8)

where,

• ppx | θ̂,∆tq is the maximized value of the likelihood function of the model ∆t,

with θ̂ being the parameter values that maximize the likelihood function

• x is the data that is modeled using the model ∆t

• n are the number of observations in x

• k are the number of parameters estimated by the model

The BIC metric given in Equation 4.8 is proportional to the likelihood of the

data under the model and penalizes the number of parameters of the model, since

having more parameters may result in over-fitting the data. Given the BIC values

for all the models, the model with the minimum BIC is chosen since it indicates

a good trade-off between selecting the correct of number of Gaussian components

while maximizing the likelihood of the data under the model.

Since we performed cross-validation in a group of five subjects, we fit data cor-

responding to each sleep stage for a given subject group using GMMs with variable

number of components ranging from one to fifty. Using the GMM parameters, the

BIC metric was computed using Equation 4.8 for each sleep stage. A plot of BICs

for subjects 1 through 5 is shown in Figure 4.5 (A). We notice that the BIC plot

is bowl-shaped for all sleep stages except for the wake stage (W ). For sleep stage

(W ), the BIC plot dropped sharply and then plateaued after a value of 10. A sum-

mary of the number of Gaussian components which minimized the BIC for all sleep

stages and all subject groups is shown in Figure 4.5 (B). Based on the BIC analysis,

we selected M � r5, 10, 5, 10, 10, 5s, for sleep stages N1, N2, N3, N4, W and R,

respectively. For the Gaussian-Wishart priors, we chose zero mean and identity co-

variance hyper-parameters for β. For the Dirichlet priors, we chose non-informative
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priors corresponding to uniform and symmetric Dirichlet distributions by setting the

hyper-parameters α1 and α2 as vectors of ones.

Comparison with other clustering methods

We compared the unsupervised clustering performance of the GMM-LDA model

with five other unsupervised methods: standard K-means, standard GMM, the LDA

topic model and the Gaussian-LDA topic model. K-means and GMMs are standard

single-membership clustering algorithms. For the LDA model, we show performance

using standard manually designed features and features learned using the deep con-

volutional auto-encoder neural network trained in an unsupervised manner. Details

about this analysis was presented in the previous chapter. The Gaussian-LDA can

be considered as a special case of the GMM-LDA model, where each topic consists

of just one Gaussian, i.e. Mk � 1, for k � 1 . . . K. In addition to these unsupervised

methods, we also tested performance using a supervised method viz. the support

vector machine (SVM) classifier, to compare the unsupervised methods against an

upper bound on performance.

4.4.2 Results

Performance results of all algorithms for individual subjects are provided in Fig-

ure 4.7 (A). Repeated measures analysis of variance (ANOVA) was used to test

statistical significance between the performances of various algorithms. Results of

multiple comparison tests are shown in Figure 4.7 (B). Two algorithms have signifi-

cantly different means if their confidence intervals do not overlap. We observe that

among the unsupervised algorithms (shown above the blue dashed line in Figure 4.7

(A)-(B)), the GMM-LDA model provided the best performance. With manually

designed features, it outperformed the LDA topic model, but did not significantly

outperform the LDA topic model trained using deep learning features. Performance
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using supervised algorithms with SVM and the DeepSleepNet are shown here to

establish an upper bound on clustering performance. Unsupervised algorithms will

not be able to outperform supervised algorithms since they are trained without the

knowledge of the class labels. Of all the unsupervised algorithms, we notice that

only the GMM-LDA topic model provided performance comparable to supervised

classification using SVM. Within the supervised algorithms, the DeepSleepNet per-

formed better than the SVM, but the differences between the supervised algorithms

were not statistically significant.

4.5 Discussion

A superior performance of the GMM-LDA topic model among all unsupervised learn-

ing algorithms demonstrates that the GMM-LDA model provided the best fit to the

sleep EEG data, by representing sleep stages as multi-modal GMMs over a contin-

uous space. Clustering using K-means and GMMs assumes that each sleep stage is

represented by a single unimodal Gaussian, and does not allow for different propor-

tion of sleep stages per subject. The LDA allows for different proportion of sleep

stages to be represented using a topic model; however, the data structure is lost when

discretizing the continuous data space using the finite element dictionaries with K-

means. The GMM-LDA topic model also performs better than the Gaussian-LDA –

which limits topics to unimodal distributions. From Figure 4.5 we notice that each

sleep stage requires multiple number of Gaussian components to effectively model

the data, suggesting that multi-modal distributions are required to model the sleep

stages. Of all the unsupervised algorithms, only the characterization of the GMM-

LDA topic model allows for such multi-modal distributions, thus resulting in better

performance.

With the LDA topic model, we observe that using deep learning features described

in Chapter 2, we get performance comparable to that of the GMM-LDA topic model.
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In fact the performance means of the two methods are not statistically different.

Although, deep learning allows for automatic learning of features without the need

for manually designed features, the training process is time consuming and requires

a large amount of training data. In many applications it may not be possible to

gather large amounts of training data making the use of deep neural networks not

very feasible. The GMM-LDA topic model has fewer parameters compared to the

deep neural network and can train effectively using limited training data and simple

manually designed EEG spectral features which have been used since the earliest

applications of machine learning techniques to analyze EEG signals. This provides an

advantage to using the GMM-LDA topic model for clustering EEG signals compared

to using the LDA topic model with deep learning features.

Finally, we would like to state some limitations of using the GMM-LDA topic

model. Similar to the LDA topic model, the GMM-LDA topic model assumes that

the observations are exchangeable i.e. the specific ordering of wd,n is neglected (Blei

et al., 2003; Blei, 2012). Sleep stages typically appear in a particular order viz. Wake

(W), N1, N2, N3, N4 and REM (R). While making sleep stage i.e. topic assignments

zd,n, the probabilities are not dependent on previous assignment, zd,n�1. An extension

to the current model could incorporate Markovian dependence between consecutive

observations thereby incorporating an important property of the observed data. An-

other limitation of the GMM-LDA topic model is the need to train exponentially

more parameters as the dimensionality of the data increases. This limitation is a

direct result of characterizing topics as GMMs – whose number of estimated param-

eters grows exponentially as the dimensionality of the data increases. As a result of

this limitation, we could not train the GMM-LDA topic model using features auto-

matically learned using deep neural networks. With higher dimensional data, it is

unavoidable to use a finite dictionary by discretizing the high dimensional data using

techniques such as K-means.
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To conclude, we have presented an extension to the LDA topic model that can

handle data over a continuous domain. In this model, topics are represented using

Gaussian mixture models spanning a continuous domain, unlike the LDA topic model

where topic are discrete distributions spanning a finite dictionary. We demonstrated

the utility of the GMM-LDA topic model for clustering sleep stages from EEG signals

and obtained the best performance amongst the unsupervised clustering algorithms,

and most comparable to that of a supervised algorithm. If there is ample training

data, deep architectures of neural networks could be used to automatically learn

features and train the LDA topic model. However, with limited training data, the

GMM-LDA topic model offers an advantage of being able to be trained with less

data and provide good clustering performance.
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Figure 4.5: (A) A plot of Bayesian information criterion (BIC) for subjects 1
through 5 as a function of number of Gaussian components in a GMM trained using
the Expectation-Maximization algorithm. Each plot corresponds to BIC as a result
of fitting data from each sleep stage with a variable number of Gaussian components.
The red dot in each plot denotes the number of Gaussian components yielding the
minimum BIC for a given set of mixture models. (B) A summary of the minimum
number of Gaussian components estimated for each sleep stage for all groups of five
subjects.
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Figure 4.6: Fowlkes-Mallows score (FMS) plotted for each subject using unsuper-
vised algorithms viz. K-means,, Gaussian mixture models (GMM), latent Dirichlet
allocation (LDA) topic model, GMM-LDA topic model and Gaussian-LDA topic
model, along with supervised algorithms viz. Support vector machines (SVM) and
DeepSleepNet. Manually extracted frequency domain features were used to ana-
lyze K-means, GMMs and the topic models. The LDA model was also analyzed
using features extracted from trained an convolutional auto-encoder network in an
unsupervised manner.
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Figure 4.7: (A) Box plots of Fowlkes-Mallows score (FMS) summarizing algorithm
performance across thirty subjects shown in Figure 4.6. In each box, the red line
indicates the median (q2), and the lower and upper limits indicate 25thpq1q and
75thpq3q quantiles, respectively. The notch extremes correspond to the range q2 �
1.58pq3�q1q?

N
; the lower and upper fences indicate extreme values not considered outliers,

and outliers are indicated using ‘+’. (B) Plot of mean and confidence intervals of
the FMS estimated using repeated measures ANOVA with Bonferroni correction
(α � 0.05). Two algorithms have significantly different means if their confidence
intervals do not overlap.
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5

Exploring features extracted from EEG signals to
potentially track brain injury in mice

The focus of this thesis so far has been on the use of topic modeling for inferring

brain states corresponding to sleep stages from EEG signals. Another application

where topic modeling can potentially be useful is tracking brain states corresponding

to brain injury. As a first step towards potentially achieving this goal, we explore

a variety of features extracted from EEG signals that could be used to track brain

injury.

Each year an estimated 3.1 million children and adults in the U.S. sustain brain in-

jury from traumatic and non-traumatic causes (Brain Injury Association of America).

Tracking electrical activity of the brain using EEG signals provides continuous mon-

itoring of brain function over several hours, which can be vital to the management of

brain injury. Previous research has shown that brain injury alters the cerebral blood

flow which is manifested as changes in the electrical activity of the brain. These

changes can be detected by studying the temporal and frequency characteristics of

EEG signals. Timely detection of these changes can assist medical personnel to ini-
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tiate medical intervention like drug manipulations or alterations in therapy thereby

improving the outcomes of patients with brain injury (Nuwer, 1988; Mormann et al.,

2005; Tzallas et al., 2009).

Although human EEG data provides a useful resource to track brain injury, it is

difficult to directly use it for development of a machine learning algorithm. Human

patients with brain injury that are admitted for continuous brain function monitor-

ing, typically exhibit a variety of injury types, with each patient having different

clinical courses and outcomes. For example, severe traumatic brain injury (TBI)

can be caused due to multiple injury mechanisms including subarachnoid hemor-

rhage (SAH)1, epidural hematoma (EDH)2, diffuse axonal injury (DAI)3, cerebral

contusions4 etc. Each of these injury types are clinically managed using a variety

of therapeutic interventions applied at different phases of the injury and recovery

(Saatman et al., 2008). In addition to this, patients are typically under the influence

of a variety of pharmacological drugs, as a part of the treatment or to promote sleep

by using sedative drugs. A variety of such confounding factors results in a large

variability in the characteristics of EEG signals. Since EEG signals are typically

recorded externally on the scalp, the signals are a sum of electrical activity from

multiple neuronal sources in the brain. Thus the signature of these signals change

with different types of injury, location of injury, amount of sedation, type of phar-

macological drugs etc. Because of these sources of variability, it is difficult to draw

associations between changes in EEG signals and the type and degree of the under-

lying brain injury. All of these uncertainties render automatic brain state inference

and injury prognosis a very difficult problem.

1 Bleeding in the sub-archnoid space of the brain.

2 Bleeding between the dura-mater (tough outer membrane covering the brain) and the skull

3 Rapid acceleration or deceleration of the brain causes nerve fibers to break

4 Bruising of brain tissue, resulting in multiple micro-hemorrhages
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In contrast to these issues that are associated with analyzing EEG data from

human subjects, clinically relevant animal models of brain injury such as mouse

models can allow for the study of changes in EEG signal characteristics associated

with brain injury in a more controlled and less uncertain setting. Brain injury of a

specific type and severity can be induced in a mouse, and the corresponding changes

in EEG signal characteristics associated with that brain injury can be studied. Using

mouse models, it is possible to control the confounding variables that might com-

plicate algorithm development, such as heterogeneity of injury, location of injury,

pharmacological interventions, presence of sedation etc. EEG signals from mice can

be recorded at various time points relative to the brain injury, and the changes in

EEG signal characteristics as a function of the progression of injury can be studied.

We propose to use a machine learning approach and attempt to automatically de-

rive information regarding brain injury from EEG data. Using this data, below we

describe how we will extract a variety of features and assess the variability of the

features as a function of recovery of injury in mice.

5.1 Data collection

Data collection and animal model preparation was conducted by experts at the Duke

University School of Medicine. A clinically relevant brain injury mechanism corre-

sponding to stroke was induced in seven mice. One to four hours before the brain

injury induction, baseline EEG signals were recorded for a period of 30 minutes.

Then, the stroke brain injury was induced, the details of which are provided in Ap-

pendix C. EEG signals were acquired from EEG electrodes at a sampling rate of 200

Hz continuously for a period of 30 minutes at three time points – 12 hours, 24 hours

and 48 hours – after the stroke brain injury induction.

In addition to the EEG signal acquisition, at each stage of the signal collec-

tion, the severity of brain injury was determined using the rotarod performance test
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(RRPT)5 (Jones and Roberts, 1968). The latency scores from the RRPT at the four

EEG acquisition time points for all mice are shown in Figure 5.1. We see that out

of the seven mice, mice 1-3 did not recover from injury and had poor latency scores

post injury (Mouse 3 died 48 hours after injury). Mice 4-7 had intermediate to good

latency scores post brain injury induction and recovered from the injury. EEG data

recorded from mice 2, 6, 7 was discarded due to low signal-to-noise ratio because of

loose electrodes and large movement artifacts. To summarize, the EEG data from

the following four mice – 1, 3, 4 and 5 was used for further analysis. Mice 1, 3 had

poor recovery, whereas mice 4, 5 had good recovery from the induced brain injury.

The goal of the research that we conducted is to investigate what EEG signal

features can potentially help differentiate EEG signals at various time points after

the brain injury occurred compared to baseline. In addition to this we also investi-

gated whether these features could help distinguish between mice with good recovery

versus poor recovery from the induced brain injury. Note that we did not investigate

the use of the extracted EEG features to infer brain states corresponding to brain

injury. We elaborate the reasons to not conduct this analysis as follows. Firstly, the

information regarding the brain states corresponding to brain injury is not present in

the given dataset. Previously, when we applied topic models and other unsupervised

algorithms to infer brain states corresponding to sleep stages, we had information

about sleep stages in the form of labels annotated by expert encephalographers for

a 30s time window of EEG signal. Although we did not use this information to

train our models, we could assess the performance of an unsupervised algorithm

by comparing the states inferred by the algorithm with the true labels using the

Fowlkes-Mallows score. For the current mouse dataset, the only information that is

5 The RR performance test (RRPT) is typically conducted to evaluate the extent of recovery from
brain injury in mice. It is conducted by placing the mouse on a rotating rod and measuring the
latency to fall from the rod. With RRPT, a latency less than 100 is considered poor recovery,
a latency between 101-200 is considered intermediate recovery, and a latency greater than 200 is
considered as good recovery.

77



available is the time at which an EEG recording was acquired viz. baseline (i.e. prior

to induced brain injury) and 12 hours, 24 hours and 48 hours post induced brain

injury. Recall, that a brain state is characterized by the temporal and/or frequency

characteristics of an EEG signal. For example, in the case of brain injury data from

mice, a seizure related EEG activity or resting state EEG activity can have different

frequency related signatures and thus correspond to different brain states. The oc-

currence of these states may not necessarily correlate with the time at which EEG

signals are recorded with reference to the induction of brain injury. Hence, we cannot

use the different time points of EEG signal recordings as valid “brain states”. Fur-

ther, if we observe the RRPT scores in Figure 5.1, there is variability in the injury

outcomes across mice. Due to this variability it can be assumed that the group of

EEG recordings from the mice do not share common brain states corresponding to

brain injury. Thus the nature of this data would invalidate the assumptions made by

the topic models discussed in the previous chapters. As discussed previously, a topic

model applied for inferring brain states assumes that a group of EEG recordings

share common brain states or topics, and that each subject in the group contains

topics in different proportions. For instance with a collection of documents, the topic

model assumes that there exist “topics” – or collection of words – which are common

to the entire collection of documents and that each document exhibits a different pro-

portion of topics. Similarly, earlier when we used topic modeling for inferring brain

states corresponding to sleep, we used EEG signal recordings from healthy subjects,

which shared common brain states corresponding to normal sleep. For the normal

sleep EEG data, the LDA and GMM-LDA topic models were able to successfully

infer brain states corresponding to sleep. For the current data, two mice recovered

poorly and the other two recovered well from the induced brain injury. Given this

variability in the outcome of the different mice, it is fair to assume that the four

mice do not share common brain states at different time points after brain injury.
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Ideally, we would need EEG signal recordings from multiple mice that have similar

outcomes after inducing brain injury. Given this limited amount of data, we limit

our analysis to exploring a variety of EEG features and assess how well they can

differentiate EEG signals at various time points after brain injury on a per mouse

basis. We will also perform some analysis by grouping the poorly recovered and well

recovered mice and assess the differentiability of the features.

Figure 5.1: Latency scores from the rotarod performance test (RRPT) recorded
from seven mice in which stroke brain injury was induced. RRPT scores were
recorded at four stages of EEG data acquisition – Baseline (i.e. before injury) and
three stages – 12 hours, 24 hours and 48 hours – post injury. Mice 4-7 recovered from
brain injury, indicated by an initial decrease followed by an increase in latency scores
post injury. Mouse 1-3 did not recover from brain injury, indicated by a decrease in
latency scores post injury. Mouse 3 died 48 hours after injury. EEG data from Mice
1, 3, 4, 5 (solid lines) was used for analysis. EEG data from rest of the mice (dotted
lines) was discarded due to poor signal quality.
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5.2 Data processing

A summary of data processing work-flow is provided as follows, with additional

details provided in the following subsections. The following analysis was conduced

on a per channel basis. Thirty minute signal recordings at each time point pre-

and post-injury were split into five second windows and a total of fourteen temporal

and frequency features were extracted from the windowed segments6. In order to

determine the separability of these features at different time points, a linear classifier

was used to classify features into one of four classes – each class corresponding to

the time of the EEG recording viz. baseline (i.e. prior to injury), 12 hours, 24

hours and 48 hours post injury. In addition to determining separability of features,

we also investigated the relative importance of the extracted features by separately

training a decision tree classifier. Note that we used two different classifiers – a linear

support vector machine (SVM) classifier to classify features at different time points

of recording and to distinguish features between mice with good recovery versus poor

recovery; and another decision tree classifier to rank the extracted features. We also

visualized a subset of features i.e. power features at the four time points of recording

to visualize the changes in characteristics of the power features. Finally, we use the

extracted features to train a classifier to distinguish between mice with good recovery

versus mice with poor recovery from the induced brain injury.

5.2.1 Feature extraction

In the previous chapters, we restricted our analysis to using only frequency domain

features. In that analysis we used frequency domain features extracted by transform-

6 For sleep stage analysis in the previous chapters, 30s time windows were chosen for feature
extraction to conform with the visual sleep scoring standards given in the Rechtschaffen and Kales
(1968) manual. Since analysis using mouse brain injury data discussed here is novel, the exact
duration of the analysis window for feature extraction is not clear. Hence, we investigated feature
extraction using a variety of time windows viz. 2s, 5s, 10s and 30s, and found that 5s worked the
best in terms of classification performance and computation time to extract the features.
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ing EEG signals into the Fourier domain and discarding the phase information to

obtain power spectrum estimates in the various EEG frequency bands. The choice

of power spectral estimates as features was motivated by previous literature on sleep

stage data, which revealed that there exists useful information regarding sleep stages

in the frequency domain (Silber et al., 2007; Acharya et al., 2010; Şen et al., 2014).

In addition to that, since the earliest EEG recordings by Berger (1929), there is

evidence indicating rhythmic components in EEG signals, hence choosing frequency

domain features is quite common when analyzing EEG signals. In addition to power

spectral features, we also extracted features commonly used for analyzing time se-

ries data, and which have been previously used to study changes in EEG signals for

other applications. Specifically, we explore three classes of features: power spectral

features, entropy features and statistical moment features. As mentioned previously,

prior to extracting features, the EEG signal recordings corresponding to each class

were split into five second windows, and each of the above estimates were computed

from each five second window.

Power spectrum estimates

For the first class of features, we use the spectral content of EEG signals. Similar to

the sleep stage analysis, power spectral densities were estimated by averaging over

two-second Hamming windowed segments (Welch, 1967). Next, power estimates in

Delta (f   4Hz), Theta (4Hz ¤ f   8Hz), Alpha (8Hz ¤ f   12Hz) and Beta (12Hz

¤ f ¤ 16Hz) bands were used to generate four power spectral features.

Entropy estimates

For the second class of features, we use the entropy of the EEG signal characteristics.

Entropy from an information theory perspective, is a measure of the information

content and encapsulates the variability or randomness in the data (Seidenfeld, 1986).
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Since, we are studying the changes in EEG signals recorded at different time points

after brain injury, it can be hypothesized that entropy would be able to characterize

the changes in the temporal and frequency characteristics of EEG signals, hence they

are a suitable choice of features.

Formally, the information entropy is defined as the average amount of information

provided by a stochastic sample of the data. The measure of information entropy

associated with each possible data value is the negative logarithm of the probability

mass function for the value, and is defined as follows,

HpXq � �
ņ

i�1

Ppxiq logbPpxiq (5.1)

We see from Equation 5.1, that the measure of information entropy associated with

each possible data value is the negative logarithm of the probability mass function

for the value. Thus, when a low-probability event occurs, the event carries more

information, than when the source data has a higher-probability value. Entropy

features can be calculated using multiple methods, which have been investigated

earlier with EEG signals. The following entropy features have been used previously

to extract information from EEG signals:

• Approximate entropy (ApEn) (Pincus, 1995) – ApEn uses a statistical tech-

nique to quantify the amount of regularity and the unpredictability of fluc-

tuations over time-series data. Intuitively, the presence of repetitive patterns

of fluctuation in a time series renders it more predictable than a time series

in which such patterns are absent. ApEn reflects the likelihood that similar

patterns of observations will not be followed by additional similar observations.

A time series containing many repetitive patterns has a relatively small ApEn,

whereas a less predictable process has a higher ApEn.

• Frequency domain entropy (Inouye et al., 1991) – The frequency domain en-
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tropy is calculated from the power spectral density estimates of the EEG signal.

The power spectral estimates described earlier quantify the spectral content of

the signal, and its entropy indicates the variability of the power spectral esti-

mates. Unlike previous estimates, where the frequency content in specific EEG

bands was used, computing this estimate is done over the entire frequency

domain of the spectral estimate.

• Lempel-Ziv entropy (Hu et al., 2006) – This entropy estimate is based on the

Lempel-Ziv compression algorithm to compute the entropy of a time series.

• Permutation entropy (Bruzzo et al., 2008) – This entropy for a time series is

a function of permutation patterns of the time series. Permutation entropy

provides a simple and robust method to estimate complexity of time series,

taking the temporal order of the values into account.

• Wavelet entropy (Quiroga et al., 2001) – This estimate of the entropy is com-

puted by decomposing the time series into wavelets, and computing the en-

tropy of the wavelet estimates. We use three wavelet transforms viz. Haar,

Daubechies and Symlets.

Moment estimates

For our final class of features, we use statistical moments extracted from EEG signals.

Statistical moments are a function of the underlying distribution of the data and

characterize the shape of the distribution. For this analysis, we used second, third

and fourth order moment estimates as features. These moments characterize the

variability of the data around the mean.

• Variance (Second order moment) – The variance for a set of values, determines

how much the data points are spread out from their average (mean) value, i.e.

what is the spread of the distribution of the data. For data X, with mean µ,
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the variance7 is given as,

VariancepXq � ErpX � µq2s (5.2)

• Skewness (Third order moment) – Skewness is a measure of the asymmetry

of the probability distribution of a dataset about its mean. For data X, with

mean µ and standard deviation σ, the skewness is given by,

SkewnesspXq � E
��

X � µ

σ


3�
(5.3)

• Kurtosis (Fourth order moment) – Kurtosis is a measure of the “tailedness”

of the probability distribution of a dataset. Similar to skewness, kurtosis is a

descriptor of the shape of the probability distribution of the data. For data X,

with mean µ and standard deviation σ, the kurtosis is given by,

KurtosispXq � E
��

X � µ

σ


4�
(5.4)

5.2.2 Linear classification of features at different time points of injury

After extracting the fourteen features described previously, we combined the features

for mice 1, 3 – which had poor recovery post-injury into one group, and mice 4, 5

– which had good recovery post-injury into another group. For each group, we

first standardized the data such that it had zero mean and unit variance. Next,

for each group we conducted multi-class classification using a linear support vector

machine (SVM) classifier using the four time points of recording as classes – (1)

baseline (pre-injury), (2) 12 hours, (3) 24 hours, and (4) 48 hours post-injury. Cross-

validation was conducted by dividing the data in each group into five folds, i.e. by

generating five training and testing sets. We ran the linear classifier first with only

7 E rXs stands for the expectation operator, which is computed as the probability-average of all
values of X.

84



four power features and then using all fourteen features including the power features.

This way we could determine if the additional extracted features provided additional

information to better separate the data corresponding to the different time points of

recording. Confusion matrices indicating classifier performance in Channel 1 using

only power features in provided in Figure 5.2 and using all fourteen features, is

provided in Figure 5.3. We show classification performance in Channel 1 because

that was the channel closest to the induced brain injury and would be the channel to

most likely to pick-up changes in EEG signal characteristics due to injury. In both

figures, the classification performances of poorly recovered mice is shown on the left,

and mice with good recovery is shown on the right.

We notice that compared to using only power features in Figure 5.2, there is an

overall increase in classification accuracy achieved by including additional features

viz. entropy and moment estimates in addition to the power features. This indicates

that using only power features may not be sufficient to categorize the changes in the

characteristics of EEG signals corresponding to the various time points of record-

ing. Including information about the variability of the EEG signals with entropy

estimates and information about the distribution of the underlying data using mo-

ment estimates help separate the EEG signals corresponding to the different time

points of recordings. In addition to this, we notice that the major improvement in

classification accuracy is attributed to the ability of the classifier to classify features

corresponding to Class 2 (12 hours post-injury) and Class 3 (24 hours post-injury).

Power features seem to be separable for Class 1 (baseline) and Class 4 (48 hours

post-injury). This may indicate that power features extracted from EEG recordings

at 12 hours and 24 hours post-injury, are less linearly separable however those at

baseline and 48 hours are more linearly separable. We will develop further insights

into this in a later section where we provide pairwise plots of power features for each

mouse.
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Note that ideally leave-one-mouse-out cross-validation (LOMOCV) should be

conducted by training the classifier on one mouse and testing it on the other. We tried

to perform this scheme of cross-validation but achieved poor classification accuracy

compared to classification using five fold cross-validation. This may be attributed to

the variability of the EEG features across mice. From Figure 5.1, it may appear that

the features of mice within a group ought to have similar feature distributions, since

within the group of poorly recovered mice (Mouse 1 & 3) and within the group of

mice with good recovery (Mouse 4 & 5), the RRPT scores are similar. However, this

was not the case. The distributions of features corresponding to each time point of

recording had different distributions for each mouse, which would lead to difference

in distributions of the training set and testing set, using LOMOCV. This resulted in

the classifier not performing well with LOMOCV, due to the change in the nature

of the distribution of the testing data versus the training data. Hence, although the

results in Figure 5.2 and Figure 5.3 indicate the classifier’s ability to separate EEG

features corresponding to the different time points of recordings, it does not indicate

the ability of the classifier to separate the features from a new mouse, which the

classifier is not yet trained on. To train a classifier using LOMOCV, we would need

to train a classifier on mice which have similar outcomes and which have similar

feature distributions.

In this section, we saw that including entropy and moment estimates to the

power spectral estimates improves the classification accuracy in separating EEG

signals corresponding to the different time points of recordings. In the next section,

we investigate how the extracted features rank in terms of feature importance to

separate the features into different classes. We conduct this investigation by training

a decision tree classifier which is equipped with a feature importance metric.
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Figure 5.2: Confusion matrices indicating classification performance with linear
support vector machine (SVM) classifier, using only power spectral estimates. Clas-
sification in mice with poor recovery is shown on the left and in mice with good
recovery is shown on the right.

5.2.3 Feature ranking using decision trees

Using the feature extraction techniques discussed previously, a total of fourteen fea-

tures were extracted from five second time windows of EEG signals. From Figure 5.2

and Figure 5.3 we see that classification with using all fourteen features is better than

classification using only the power spectral features. It may be possible that only

Figure 5.3: Confusion matrices indicating classification performance using linear
support vector machine (SVM) classifier, using all features viz. power spectral es-
timates, entropy estimates and moment estimates. Classification in mice with poor
recovery is shown on the left and in mice with good recovery is shown on the right.
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a subset of the fourteen features could be able to distinguish the EEG signal char-

acteristics at different time points of recording. With limited data, choosing fewer

features may help in reducing the time required to train a classifier and might en-

hance classifier robustness by reducing over-fitting. Moreover, feature ranking would

also help to determine the relative importance of features to allow for separating the

features into different classes i.e. different time points of recordings. Hence, as the

next step in the analysis we investigated how the fourteen features rank in terms

of importance. We conducted this feature ranking procedure by using an ensemble

learning approach to train a decision tree classifier, which is summarized below.

Decision trees are general purpose classifiers which use a tree-like model that can

be used to find linear or non-linear decision boundaries to separate classes. More

importantly, they are equipped with a feature importance metric, which can be used

to determine the relative importance of features that allow for the best separation

between classes. Although decision trees are suitable for feature selection, their

classification performance is very sensitive to small changes in training data, i.e. a

small change in characteristics of training data can result in a dramatically different

tree. Due to this limitation, they tend to over-fit to the training data, and do not

achieve good performance on testing data. A way to overcome this limitation, is to

use ensemble learning – where outputs from multiple decision trees are combined to

improve the overall classification performance.

We used the bootstrap aggregation (bagging) procedure to train an ensemble

learning algorithm (Breiman, 1996), which can be summarized as follows. Given

a training dataset D with n samples, bagging generates m new training sets Di,

by drawing n
1

samples from D uniformly with replacement (n
1

  n) (also called

bootstrapping). With m datasets, m decision trees are fitted and the results from

each of the trees are combined using majority voting i.e. for each sample, the most-

voted class from m decision trees is predicted.
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For supervised learning, we use the fourteen features mentioned above as train-

ing data (XTRAIN) and labels associated with time of recording as training labels

(YTRAIN). Since, EEG signals were recorded at four time points viz. baseline, post-

injury 12 hrs, 24 hrs and 48 hrs, we had four classes of recordings. Using this training

data, bootstrap aggregation (i.e. bagging) was conducted by using m � 200 boot-

strap samples to train decision trees, with 10-fold cross-validation. Note that this

classification procedure was conducted by combining the data from all mice. Unlike

previous analysis where we combined features from mice with poor recovery and mice

with good recovery into different groups, in this analysis we combined features from

all mice, since the goal was to determine feature importance for all mice.

Using the bagging procedure with decision trees, the feature importance metric

for each channel was extracted. The fourteen features were ranked by sorting the

feature importance metric in the descending order as shown in Figure 5.4, for channel

1. We observe that, if we split the sorted feature rankings into two halves – top 7

and bottom 7 – the following features appeared in the top 7 rankings:

• Spectral features : Alpha power, Beta power, Theta power

• Entropy features : Permutation entropy, FFT entropy, ApEn entropy

• Moment features : Variance

This indicates that for separating EEG signals recorded at different time points

post-brain injury, the spectral content of the signals, the uncertainty in signal char-

acteristics computed with entropy estimates and the variance of the signal, could

provide for good separation between classes i.e. the various time points after brain

injury. Given that EEG signals have a lot of information in the frequency content

of the signal due to the presence of rhythmic components, it is not surprising to see

that the majority of the frequency based features do appear in the top 7 rankings.

Further, the inclusion of FFT entropy in the top 7 features may indicate that the

variability in the frequency characteristics may be an important feature to separate
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EEG signal data into different classes corresponding to time points post-injury. On

the contrary, the wavelet based entropies, Lempel-Ziv entropy and skewness appeared

in the bottom 7 rankings of feature importance.

Having obtained the feature importance metric, we evaluated how classification

accuracy would change if we selected a subset of features. To test this, we used the

features sorted in descending order of feature importance, and selected the top x

ranked features (x P r5, 14s). Using each feature subset we computed the prediction

accuracy of the ensemble learning classifier with 10-fold cross-validation. A summary

of classification accuracy using the subset of features in given in Figure 5.5. We see

that classification accuracy increases by adding more features, but plateaus after

around nine features for both channels. This may indicate that using only the top

nine features could allow for a decent separation between the four classes. Given

that classification accuracy is low with using only the top 5 features, shows that it

is not sufficient to only use the highest rank features. It is necessary to include at

least seven features with high ranking to separate the features into different classes

corresponding to the different time points post-injury.

Using the feature importance metric, we can further explain the results presented

earlier with using power spectral features. In order to allow for better understanding

of feature separability corresponding to the different classes, we visualize the spectral

features that had high feature importance ranking metric values viz. Alpha power,

Beta power and Theta power for each mouse in the next section.

5.2.4 Visualizing power spectral features for each mouse

From the feature ranking metric, we notice that the power spectral features viz.

Alpha power, Beta power and Theta power appear in the top 7 rankings of feature

importance. To better understand the separability of these features corresponding

to the different time points of recordings, we visualize these features by providing a
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Figure 5.4: A plot of the feature importance metric evaluated by training multiple
decision trees and using bootstrap aggregation ensemble learning method. Feature
names on y-axis are sorted in descending order based on the feature importance
metric for each channel.

pair-wise plot of these features. In Figure 5.6 & Figure 5.7 pairwise scatter plots of

the power spectral estimates are provided for Mouse 1 & Mouse 3 (poorly recovered

mice) respectively. In Figure 5.8 & Figure 5.9 the same plots for Mouse 4 & Mouse 5

(with good recovery) respectively is provided. These plots further explain the linear

classification results in Figure 5.2. We notice that the spectral features in mice that

recovered poorly have more separation of classes corresponding to different time

points post-injury, in comparison to the mice that recovered well. Note that for

Mouse 3 (Figure 5.7) – which died at the end of 48 hours post-injury – the spectral

features corresponding to 48 hours post-injury class are well separated from the

remaining three classes. This explains why the classification accuracy to separate
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Figure 5.5: A plot of classification accuracy using bootstrap aggregation with
multiple decision trees trained on a subset of fourteen features based on Figure 5.4.
Using the feature importance metric, the top x features px P r5, 14sq were selected,
and classification accuracy was computed over 10-folds for each channel.

Class 4 – which corresponds to the 48 hours post-injury – in Figure 5.2 is so high.

For Mouse 5, which had good recovery, beta power plots seem to have two distinct

clusters – one with baseline and 48 hours post-injury, the second with 12 hours

and 24 hours post injury. This may indicate the EEG signal characteristics initially

deviated from the baseline with injury progression, but then returning back towards

baseline at 48 hours post injury. However, this trend is not consistent with Mouse

4, which also recovered well from injury. For Mouse 4, although baseline seems to

be distinctly separated from the rest of the classes, the features do not return back

to baseline 48 hours post-injury. In fact baseline and 48 hours post injury are well

separated in Mouse 4. For all mice, although we see good linear separation between
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the baseline and 48 hours post-injury class, the classes corresponding to 12 hours and

24 hours post-injury are not well separated, which explains the drop in accuracy in

identifying these classes in Figure 5.2. This may indicate that, although the RRPT

latency scores indicate that the mouse has returned back to normal, the brain may

not have completely recovered from the induced brain injury. Further, with these

plots we demonstrate the variability in the nature of feature distributions across the

mice. For example, if we compare the relative positions of the baseline (blue) and

post-injury 48 hours (yellow) clusters in Figure 5.8 and Figure 5.9, we notice that the

locations of these clusters are not consistent even within the group of mice with good

recovery. This is the reason why we used five-fold cross-validation instead of leave-

one-mouse-out cross-validation (LOMOCV) as discussed in an earlier section. Due to

this, we would like to emphasize that the classification results so far only indicate the

ability of a classifier to separate features into different classes corresponding to the

time points post-injury, for the given four mice. The performance is not indicative of

classifying EEG signals from mice whose data was not used for training the classifier

since we did not perform LOMOCV.

In the final section of this chapter, we will investigate if the features extracted

from mice with poor recovery are distinguishable from the features extracted from

mice with good recovery.

5.2.5 Linear classification between mice with good recovery versus poor recovery

So far in this chapter, we have explored the use of frequency and temporal features

extracted from mice to distinguish EEG signals recorded at different time points

relative to brain injury: (1) baseline (pre-injury), (2) 12 hours, (3) 24 hours and (4)

48 hours post-injury. In this section, we will attempt to investigate if these features

can be used to distinguish features between poorly recovered mice and mice with

good recovery.
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For this analysis, we used a support vector machine (SVM) to perform binary

classification on the extracted features to classify the features into two classes: (1)

poor recovery (Class 0) and (2) good recovery (Class 1). The features from Mouse 1

& Mouse 3 were set to Class 0, whereas those from Mouse 4 & Mouse 5 were set to

Class 1. Prior to classification the data was standardized so that all of the data had

zero mean and unit variance. An SVM with a linear kernel was used for classification

at the four time-points relative to the induced brain injury. Similar to previous anal-

ysis, five-fold cross-validation was performed to generate five training and testing

sets for classification at each time point. Results of classification are summarized

in Figure 5.10 in the form of receiver-operator characteristic (ROC) curves, which

are described in detail in Appendix D. Each sub-figure contains four ROC curves

to indicate classification performance at four time-points: (1) baseline (blue), (2) 12

hours (orange), (3) 24 hours (yellow) and (4) 48 hours (purple) post-injury. Fig-

ure 5.10 (A) shows performance with using only spectral power features, Figure 5.10

(B) shows performance with using all fourteen features viz. power features, entropy

features and moment features. Figure 5.10 (C) shows performance with using the

top 7 features based on the feature ranking shown in Figure 5.4 viz. Alpha power,

Beta power, Theta power, Permutation entropy, FFT entropy, ApEn entropy and

Variance.

In Figure 5.10 (A), we notice that linear separation between the two mouse groups

is the worst at 12 hours post-injury when using the power spectral features. Using

these features, the separation at 24 hours post-injury is worse compared to the base-

line, whereas separation at 48 hours is better than at baseline. Using all fourteen

features and the top 7 features Figure 5.10 (B)-(C), the separation between the

mouse groups improves at the three time points post-injury compared to the base-

line. With all fourteen features, there is near perfect separation at 12 hours, 24 hours

and 48 hours post-injury. Using the top 7 ranked features, the separability between
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the mouse groups increases successively at the three time-points post injury, with 48

hours showing the best separation. Further, even with dropping half of the features

in Figure 5.10 (C), the drop in the classifier performance is very minor. Further,

the separability of features at baseline in all three plots is not at chance level, which

is unintuitive. If all mice start out healthy, then the EEG signal characteristics at

baseline i.e. pre-injury should be the same, and hence the features should not be

distinguishable at baseline. However, we observe that the classifier performance at

the baseline is not at chance level. This indicates that although all mice were healthy

prior to the brain injury induction, there are differences in the EEG signal charac-

teristics which the features are able to pick up. These differences could be attributed

to several factors viz. recording apparatus noise, movement artifacts, variability in

brain signal characteristics etc.

This analysis implies that using a combination of power, entropy and moment

features, it is possible to distinguish poorly recovered mice from mice with good

recovery. Also, if we use the top seven out of all the fourteen features, we may

be still able to distinguish the mice with good accuracy. This could be potentially

used to predict whether a mouse would recover from induced brain injury. From the

current analysis we cannot ascertain that recovery prediction is possible since we used

five-fold cross-validation and not leave-one-mouse-out cross-validation (LOMOCV).

As discussed previously, LOMOCV would require consistency in injury outcomes

and similar feature distributions between the training and the testing data. Since we

have so much variability in the feature distributions, classification using LOMOCV

would yield worse classification results.

5.3 Discussion

In this chapter, we investigated the use of frequency and temporal features extracted

from EEG signals in two classification schemes. For the first scheme, our goal was to
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classify EEG signals into one of four classes, where each class corresponded to time-

point of EEG signal recording relative to the induced brain injury viz. baseline (pre-

injury), 12 hours, 24 hours and 48 hours post-injury. For the second classification

scheme, we set out to classify EEG signals into two categories, one for mice with

poor recovery and the other for mice with good recovery.

For both classification schemes, we observed that using only power spectral fea-

tures was not adequate to characterize the differences in EEG signal characteristics

corresponding to the different classes. This could be attributed to the fact that al-

though spectral features characterize the frequency content of the EEG signals, they

are not able to characterize the variability in the statistics of the signals. In order

to characterize those changes, features such as entropy and higher order moments

could be beneficial. We demonstrated better classification when using a combination

of spectral features, entropy feature and moment features. By using a feature rank-

ing technique with a decision tree classifier, we found that Alpha power, Beta power,

Theta power, Permutation entropy, ApEn entropy, FFT entropy and Variance ap-

peared in the features with top 7 ranked features based on the feature importance

metric. This may imply that characterizing the variability in the signal characteris-

tics, which are captured by the entropy and variance features, may play an important

role in separating EEG signals into classes corresponding to the different time-points

of recording. While classifying the features into poorly recovered mice and mice with

good recovery, there were differences in feature characteristics even at the baseline

i.e. pre-injury recordings. This would indicate that although all mice used in the

experiment were similar, there were differences in the characteristics of the EEG

signals pre-injury that the features were able to capture.

As discussed previously, we did not explore the use of these features to infer

brain states corresponding to brain injury but to study the differences in features

as a function of the time of recording relative to the induced brain injury. This
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was done because of the lack of information regarding brain injury states. In the

previous chapters, we use sleep stage data which was manually annotated by experts

with true sleep stages. For that data we could assess the performance of our inference

algorithms by comparing the inferred states with the true labels using the Fowlkes-

Mallows score. The only information available in this dataset was the time at which

the signals were recorded. The recordings at these time points may not necessarily

indicate a valid brain state. Further, owing to the variability in the injury outcomes

of the mice, it is fair to assume that there were no common brain states shared by

all mice. In order to successfully apply topic modeling and other algorithms to infer

brain states, we require data from multiple mice having similar injury outcomes, so

that would share similar brain states corresponding to brain injury which can be

inferred using topic modeling and other clustering algorithms. Hence, future work

will involve collecting more brain injury data with similar outcomes across mice.

Another consequence of the variability in the mouse data was the way we per-

formed cross-validation. Ideally, we wanted to use leave-one-mouse-out cross-validation

(LOMOCV), to train the classifier on one mouse within a group and test it on the

other. However, due to the differences in feature distributions of each mouse, LO-

MOCV resulted in inferior classification performance. Hence, the results presented in

this chapter are indicative of the classifier’s ability to separate signals corresponding

to different classes for the given mice, and not indicative of performance in classifying

signals for new mouse data. To perform classification with LOMOCV, it is neces-

sary to have data from mice with similar outcomes and similar feature distributions.

Given that we got good classification performance in classifying signals into poor

recovery and good recovery, it can be stated that these features can be potentially

be used to predict recovery in mice with induced brain injury.

To conclude, in this chapter we investigated a variety of temporal and frequency

domain features in addition to power spectral features and found that progression of
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brain injury requires a variety of features like spectral features, entropy features and

moment features. We ran a feature ranking algorithm with decision trees to assess

the relative importance of features and found spectral features like Alpha power,

Theta power and Beta power along with permutation entropy and variance to have

high importance with regards to classifying the signals into classes corresponding to

different time points of brain injury recordings.
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Figure 5.6: Pairwise scatter plots of theta, alpha and beta power features for Mouse
1 (poor recovery) and Channel 1. Each color indicates a different class corresponding
to different time points of recording. Plots along the diagonal indicate kernel density
estimates of the individual features.
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Figure 5.7: Pairwise scatter plots of theta, alpha and beta power features for Mouse
3 (poor recovery, died at 48 hours) and Channel 1. Each color indicates a different
class corresponding to different time points of recording. Plots along the diagonal
indicate kernel density estimates of the individual features.
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Figure 5.8: Pairwise scatter plots of theta, alpha and beta power features for Mouse
4 (good recovery) and Channel 1. Each color indicates a different class corresponding
to different time points of recording. Plots along the diagonal indicate kernel density
estimates of the individual features.
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Figure 5.9: Pairwise scatter plots of theta, alpha and beta power features for Mouse
5 (good recovery) and Channel 1. Each color indicates a different class corresponding
to different time points of recording. Plots along the diagonal indicate kernel density
estimates of the individual features.
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Figure 5.10: Receiver-operator characteristic (ROC) curves indicating binary clas-
sification performance to classify features into mice with poor recovery versus mice
with good recovery. Each sub-figure contains four curves indicating performance at
four time-points relative to brain injury. Each sub-figure uses a different set of fea-
tures (A) only power spectral features; (B) all fourteen features viz. power features,
entropy features and moment features; (C) the top seven features based on feature
ranking metric in Figure 5.4.
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6

Conclusions

In this concluding chapter we provide a summary of methods, results and conclusions

that have been presented in this dissertation and also discuss potential avenues for

future work.

In this research, we have explored the use of probabilistic topic models to in-

fer brain states from EEG signals. Brain state inference can potentially provide a

valuable tool for the diagnosis of sleep disorders and brain diseases. In the first two

studies that we performed, we used topic modeling for inferring brain states corre-

sponding to sleep stages. In the final study we explored a variety of features that

could potentially be used to infer brain states during brain injury. We were unable

to utilize topic modeling for brain state inference during brain injury since we lacked

enough training data, although we remain hopeful that with enough training data,

the topic model approach would be viable and have proposed avenues for future data

collection and research. Our choice of using topic models as an avenue for inferring

brain states was motivated by their mixed-membership nature and their ability to

be trained in an unsupervised manner.

In the first study, we used deep learning to automatically learn feature representa-
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tions from EEG signals recorded during sleep. Deep learning uses deep architectures

of neural networks which are capable of learning complex low-dimensional represen-

tations of the training data. Unlike the DeepSleepNet (Supratak et al., 2017) for

sleep stage classification – which uses supervised classification to learn feature repre-

sentations – we designed a deep convolutional auto-encoder neural network which can

be trained in an unsupervised manner. We extracted features from the auto-encoder

network that we proposed, and used the features to train the latent Dirichlet allo-

cation (LDA) topic model for inferring brain states corresponding to sleep stages.

We demonstrated that topic modeling performance using features from the auto-

encoder outperformed topic modeling using power spectral estimates – which are

state-of-the-art features typically used for sleep EEG analysis. Reduction in the di-

mensionality of the input data was achieved by using a combination of convolutional

and max-pooling layers to learn low-dimensional feature representations from the

input data. Convolutional layers possess the important property of translational in-

variance (Hinton and Salakhutdinov, 2006; Hinton et al., 2012). This property allows

for the convolutional auto-encoder to detect features regardless of their position in

the input temporal sequence of EEG data. Since manually extracted features viz.

power spectral estimates, do not explicitly account for translational invariance, they

may not be robust enough to capture changes in the input sequences, which could

explain their inferior performance with topic modeling compared to the deep learning

features. One aspect of deep learning that we did not explore was the use of long

short term memory (LSTM) layers in our auto-encoder network. LSTM layers are

able to capture temporal dependence between observations, which convolutional lay-

ers alone cannot capture. For future work, we propose the incorporation of LSTMs

in the auto-encoder network for feature learning.

In the second study, we addressed one of the limitations of the LDA topic model

– which is its inability to directly model data spanning a continuous domain. In
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the LDA topic model, topics are characterized as discrete distributions over a finite

dictionary of elements. In order to model data over a continuous domain, discrete

approximations need to be made. To overcome this limitation, we developed the

GMM-LDA topic model which can be used to model data spanning a continuous

domain, without the need for making discrete approximations to continuous domain

data. This was achieved by representing topics as a mixture of Gaussians spanning

a continuous domain instead of discrete distributions spanning a finite dictionary of

elements. We demonstrated the utility of the GMM-LDA model by clustering EEG

data into sleep stages and obtained the best performance amongst the unsupervised

clustering algorithms, and most comparable to that of a supervised classification al-

gorithm. We also used the LDA topic model to cluster the sleep EEG data. Since the

LDA requires topics to be confined over a finite dictionary of elements, we discretized

the continuous EEG feature space using K-means and used the cluster centroids as

elements of the dictionary. We noticed that the LDA topic model performed worse

compared to the GMM-LDA topic model. We believe that this decrease in cluster-

ing performance is due to the process of discretization using K-means. One of the

limitations of the K-means algorithm is that it yields spherical clusters which do not

capture correlations between features. These limitations do not occur when utilizing

the GMM-LDA topic model, because Gaussian mixture models (GMMs) can be con-

sidered to be generalizations of the K-means algorithm. Although the GMM-LDA

topic model gave best performance amongst all unsupervised algorithms, further

improvements are needed for the GMM-LDA model. We incorporated knowledge

regarding the sleep stage class labels to determine the number of topics, and the

number of Gaussian components within each topic. However, there are certain cases

where class labels may not be available or are not well defined. Hence, there is a

need to automate the process of model selection, which could be achieved by us-

ing Bayesian non-parametric priors, like Dirichlet processes, on topic proportions,
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and GMM component proportions. Further, the GMM-LDA topic model assumes

that the observations are exchangeable, i.e. the specific ordering of observations is

neglected. This may be a limiting assumption for time series data with a specific

sequence of events, such as sleep stages. As an extension to the current model,

Markovian dependence between observations can be incorporated. We suggest in-

vestigating these extensions to the GMM-LDA topic model in future work.

In the final study of this dissertation, we addressed some feature extraction tech-

niques that can be potentially used with topic modeling for inferring brain states

corresponding to brain injury in mice. Mouse models of brain injury were chosen

due to difficulties associated with analyzing brain injury EEG signals in humans such

as, heterogeneity of injury and variety of injury outcomes. Brain injury correspond-

ing to stroke was artificially induced in mice and EEG signals were recorded at four

time points relative to the injury induction: (1) baseline (pre-injury); (2) 12 hours;

(3) 24 hours; and (4) 48 hours post-injury. The goal of the study was to explore a

variety of temporal and frequency domain features extracted from EEG signals at the

various time-points, to track the progression of brain injury in mice. We extracted a

total of fourteen features utilizing the power spectral, entropy and moment related

information from EEG signals, and tried to classify them into one-of-four time points

relative to brain injury. We noticed that using features corresponding to the spec-

tral information alone were not sufficient to characterize the changes observed in the

EEG signal characteristics corresponding to the four time points. With the inclusion

of features associated with entropy and moment related information, we observed an

improvement in the classification of signals. We also trained a bagged decision tree

classifier and used the feature importance metric to assess the relative importance

of the extracted features and concluded that a combination of spectral, entropy and

moment features are important for classifying the EEG signals into the four time

points. Finally, we used the fourteen features to classify mice based on their injury
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outcomes at the four time points of recordings. We noticed that the features were

separable in the baseline (pre-injury) recording, and became more separable at 12

hours, 24 hours and 48 hours post-injury recordings. This could imply that the fea-

tures extracted could help predict the severity of brain injury in mice. It is to be

noted that only changes in the signal characteristics corresponding to the four time

points of recording were analyzed, which do not necessarily correspond to the brain

states. As noted above, we did not perform inference of brain states using topic

modeling due to variability in the injury outcomes. Out of the four mice, two mice

recovered from injury and two did not recover. Due to the variability in the out-

comes, we also did not perform leave-one-mouse-out-cross-validation (LOMOCV).

For a classifier to perform well using LOMOCV, we would require the distributions

of the training and testing to be similar. For future work, we suggest collecting ad-

ditional data from mice and applying topic modeling with features extracted using

the techniques discussed in this dissertation.

Our inability to successfully infer brain states corresponding to brain injury ex-

poses some limitations in the current topic modeling work, which we hope will be

addressed in the future. Our motivation for proposing topic modeling as an approach

to addressing this application was due to their ability to be trained in an unsuper-

vised manner, and because of their mixed-membership nature. From a collection of

EEG signals from multiple subjects, the topic model is capable of extracting com-

mon topics, i.e. brain states, which are shared by all subjects. We demonstrated

the usefulness of the mixed-membership nature of the GMM-LDA and the LDA

topic models in the first two studies where we saw an improvement in clustering

performance when using the topic models in comparison to other single-membership

clustering algorithms like K-means and GMM. However, we did not completely uti-

lize the unsupervised nature of topic modeling. The EEG data from the Sleep-EDF

database had manually annotated labels corresponding to sleep stages. These labels
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allowed us not only to perform model selection, but also allowed us to evaluate the

clustering ability of the unsupervised algorithm by comparing the cluster allocations

to truth labels using the Fowlkes-Mallows score (FMS). This analysis would not be

possible without the availability of true class labels corresponding to brain states.

With the mouse brain injury EEG data, the only information available were the var-

ious time points at which the EEG signals were recorded, which did not necessarily

correspond to brain state corresponding to injury. In order to overcome these limi-

tations, we propose two directions for future work with the EEG brain injury data.

First, there is a need to manually annotate the brain injury data corresponding to

brain states instead of the four time points of EEG recordings, so that topic modeling

can be used to infer brain states and the performance can be evaluated using the

FMS. Additional information about injury severity and outcome could also be used

to train the topic model. The second area of future work is the need to evaluate

topic modeling performance, when true labels corresponding to brain states are not

available. This is important because manually annotating EEG signals is time con-

suming and labor intensive given the vast amount of EEG data that is collected. For

future work, we suggest exploring these avenues to use topic modeling as an effective

tool for inferring brain states corresponding to brain injury.
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Appendix A

Inference in latent Dirichlet allocation (LDA) topic
model using Gibbs sampling

A.1 Gibbs sampling

Gibbs sampling (Geman and Geman, 1984) is an iterative algorithm that constructs

a dependent sequence of sample values (i.e. a Markov chain) whose distribution

converges to the target distribution. Gibbs sampling is useful for inference in multi-

variate models where the joint distribution is non-standard and difficult to sample

from directly. For example, consider that a set of parameters, z � tz1, z2, . . . , zMu

need to be estimated, which have a non-standard joint distribution ppzq � p
�
z1, z2, . . . , zM

�
,

which cannot be used to directly sample observations from. Given a starting point

zp0q � tz
p0q
1 , z

p0q
2 , . . . , z

p0q
M u , the Gibbs sampler generates a sequence of S samples as

follows:

• For s iterations, s P t1, 2, . . . , Su

1. sample z
psq
1 � p

�
z1 | z

ps�1q
2 , z

ps�1q
3 , . . . , z

ps�1q
M




2. sample z
psq
2 � p

�
z2 | z

psq
1 , z

ps�1q
3 , . . . , z

ps�1q
M
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3. sample z
psq
3 � p

�
z3 | z

psq
1 , z

psq
2 , . . . , z

ps�1q
M




...

M. sample z
psq
M � p

�
zM | z

psq
1 , z

psq
2 , . . . , z

psq
M�1




In the above sequence of samples, zpsq is conditionally independent of zp0q, zp1q, . . . ,

zps�2q given zps�1q, which makes the sequence of samples follow a Markov chain. In

each iteration, zi is replaced by a value drawn from the distribution p

�
z
psq
i |z

psq
�i , z

ps�1q
�i



,

where �i subscript denotes the set in which the ith component of z is omitted. Such

distributions are called the full conditional distributions. After enough iterations,

the sampling distribution of the Markov chain zpsq approaches the target distribu-

tion ppzq (Hoff, 2009).

A.2 Gibbs sampling for the LDA topic model

Griffiths and Steyvers (2004) proposed a Gibbs sampler for the latent Dirichlet allo-

cation (LDA) topic model with the goal of discovering topics from scientific journals.

The posterior of interest in the LDA topic model is given in Equation 2.15. Based

on the Gibbs sampling procedure discussed in the previous section, the posterior

can be estimated by generating a sequence of samples drawn from the following full

conditional distributions: ppz | θ,ψ,wq, ppθ | z,ψ,wq and ppψ | z,θ,wq.

However, the Gibbs sampling procedure can be simplified by analytically inte-

grating out θ, ψ as follows:

ppz | wq �

»
ψ

»
θ

ppz | θ,ψ,wq � ppθq ppψq dθ dψ (A.1)

With the choice of Dirichlet priors for ppθq and ppψq, the Dirichlet-multinomial

conjugacy can be exploited, making the integration in Equation A.1 possible. Such
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a sampling method where some parameters are integrated out from the posterior is

often referred to as the collapsed Gibbs sampling. Thus, for estimating the posterior

we only need to sample from ppz|wq, which is the posterior equation to sample the

topic assignments for each word given as follows,

ppzi � j | z�i,wq 9 ppwi | zi � j,z�i,w�iq ppzi � j | z�iq (A.2)

9
n
pwiq
�i,j � β

n
p.q
�i,j �Wβ

�
n
pdiq
�i,j � α

n
pdiq
�i,. �Kα

(A.3)

where,

n
pwiq
�i,j : number of times word wi was assigned to topic j

n
p.q
�i,j : total number of words assigned to topic j

n
pdiq
�i,j : number of times topic j was assigned in document di

n
pdiq
�i,. : total number of topics assigned in document di

K : number of topics

W : number of words in vocabulary

α, β : Dirichlet hyper-parameters

ppzi � j | z�i,wq in Equation A.2 refers to the probability of assigning topic j

to ith word, given all other assignments. This depends on two probabilities:

• Probability of word wi in topic j i.e. ppwi | zi � j, z�i,w�iq

• Probability of topic j in document di i.e. ppzi � j | z�iq
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Appendix B

Error back-propagation for neural network training

Recall the cost function in Equation 2.13 that needs to be minimized to find the

neural network co-efficients tW , bu The first part of Equation 2.13 is the average

sum-of-squares error term. The second part is a regularization term (or weight

decay term) that tends to decrease the magnitude of the weights, thereby preventing

over-fitting. The weight decay term is typically not applied to bias values biplq, since

it does not affect training the network (Bottou, 2012). The λ parameter controls the

relative importance of the two terms in the equation.

During training, the error function J
�
W , b

�
defined in Equation 2.13 is minimized

with respect to W and b. Each coefficient w
plq
i,j and b

plq
i is initialized to a small ran-

dom number, and a gradient descent optimization algorithm is applied (Rumelhart

et al., 1986). Each iteration of the gradient descent algorithm updates the network

coefficients in the direction of the greatest rate of decrease of the error function –

which can be evaluated by taking the derivative of Equation 2.13 with respect to the

network co-efficient to be estimated. The update equations for weights and biases
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are given as follows:

w
pl�1q
i,j � w

plq
i,j � α

B

Bw
plq
i,j

J
�
W , b

�
(B.1)

b
pl�1q
i � b

plq
i � α

B

Bb
plq
i

J
�
W , b

�
(B.2)

where, ‘l’ is the iteration step and ‘α’ is the learning rate, which determines how

much the gradient advances at each iteration of the algorithm.

Thus to perform gradient descent using Equation B.1, computation of the partial

derivatives of the cost function Equation 2.13 is required. An efficient algorithm to

calculate these partial derivative with respect to the network coefficients is the error

back-propagation algorithm. Below is the algorithm in detail:

1. Initialize w
plq
i,j and b

plq
i for all layers with small non-zero random number

2. Run forward propagation, to compute all activations in layers L2, L3, . . . , Lnl

3. Find error contribution for each neuron i � 1, 2, . . . , snl
(in output layer nl)

δnl
i �

B

Bz
pnlq
i

�
1

2
‖hW,b

�
xpiq
�
� ypiq‖2



� �

�
yi � a

pnlq
i



� f

1

�
z
pnlq
i



(B.3)

4. For each neuron ‘i’ in layer ‘l’. i P t1, 2, . . . slu and l P tnl � 1, nl � 2, . . . 3, 2u

δ
plq
i �

� sl�1̧

j�1

w
plq
i,jδ

pl�1q
j



� f

1

�
z
plq
i



(B.4)

where, f
1

p.q denotes the first derivative of fp.q.

5. Now, the partial derivatives can be computed as follows:

B

Bw
plq
i,j

J
�
W , b

�
� a

plq
j δ

pl�1q
i (B.5)

B

Bb
plq
i

J
�
W , b

�
� δ

pl�1q
i (B.6)
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Thus for each layer in the network, the error contribution of each neuron is eval-

uated and the error is “back-propagated” up to the second layer. Thus the back-

propagation algorithm provides a computationally efficient technique to evaluate the

partial derivatives which can be used for the gradient descent technique to find the

coefficients of the network.
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Appendix C

Artificially inducing stroke in mice

Mouse model surgical preparation, brain injury induction and EEG data collection

was conducted by experts at the Duke University School of Medicine. Clinically rel-

evant brain injury mechanism associated with stroke was induced in seven C57BI/6J

male mice which were between twelve to fourteen weeks old. Ten to fourteen days

prior to the injury data collection procedure, EEG leads were implanted surgically at

two electrode locations. The animals were then allowed to recover from the electrode

implantation procedure, before inducing brain injury. One to four hours before the

brain injury procedure, baseline EEG data was collected from all mice for a period

of 30 minutes. Then the stroke brain injury was induced as follows. First, via a mid-

line cervical skin incision, the right common carotid artery was identified. Then, the

external carotid artery was ligated and transected. The internal carotid artery was

then dissected until the origin of the pterygopalatine artery was visualized. A sharp

monofilament nylon suture is inserted into the external carotid artery and advanced

distally to the right anterior cerebral artery (ACA)-middle cerebral artery (MCA)

bifurcation to perforate the right ACA. The suture was then withdrawn, allowing
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reperfusion and stroke. Following stroke, the mice were allowed to recover. Following

recovery, the mice were allowed free access to soft food and water. EEG data was

recorded from the two implanted electrodes continuously for a period of 30 minutes

at three time points – 12 hours, 24 hours and 48 hours – after the stroke brain injury

induction. Thus EEG data was collected for a 30 minute period at four time points,

first the baseline EEG one to four hours prior to the injury induction and at three

time points after the injury. At each stage, the extent of recovery from brain injury

was determined using the rotarod performance test. The rotarod (RR) performance

test was performed by placing the mouse on a rotating rod and measuring the la-

tency to fall from the rod. With RR performance test, a latency of less than 100

is considered poor recovery, a latency between 101-200 is considered intermediate

recovery, and a latency greater than 200 is considered as good recovery.
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Appendix D

Receiver-Operator Characteristic (ROC) curve

The receiver-operator characteristic (ROC) curve is a plot of the probability of de-

tection (PD) versus probability of false alarm (PFA) at different levels of the discrim-

ination threshold. For a binary classifier, the ROC curve illustrates the ability of

the classifier to discriminate between two classes for various values of discrimination

thresholds.

Consider a binary classification problem to classify some data X with labels Y, in

which the outcomes are labeled either as positive (1) or negative (0), i.e. Y P r0, 1s.

If we train a classifier to classify the data samples into one of two classes, the classifier

will output a decision statistic which is a real value associated with each data sample.

Using the decision statistic, the classification boundary between the two classes can

be determined by setting an appropriate threshold value. For a given value of the

discrimination threshold (T), the true positive rate (TPR) and the false positive rate

(FPR)1 can be determined as follows:

1 TPR is also called probability of detection (PD), and FPR is also called probability of false
alarm (PFA)
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TPR pT q �

» 8

T

f1pxq dx (D.1)

FPR pT q �

» 8

T

f0pxq dx (D.2)

where,

• f0pxq Probability density function of decision statistic for negative class labels.

• f1pxq Probability density function of decision statistic for positive class labels.

• T discrimination threshold

Using Equation D.1 and Equation D.2, we can calculate the TPR and FPR for

a threshold, T, which constitutes an operating point on an ROC curve. The ROC

curve comprises of TPR and FPR values calculated by varying the values of the

threshold, T. A graphical representation of the TPR and FPR calculation is given

in Figure D.1.

Figure D.2 demonstrates the variability in the ROC curves as a function of separa-

bility of decision statistic distributions. A good classifier which has good separability

of decision statistic distributions corresponding to positive and negative labels, will

have an ROC curve which resides in the upper left corner. A classifier with worst

performance – i.e. no separability between f0 and f1 distributions – will have an

ROC at chance level which corresponds to a straight line with equal values of TPR

and FPR for all values of the discrimination threshold.
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Figure D.1: Distributions of the decision statistics under the H0 and H1 hypothe-
ses. For a certain discrimination threshold, T , the true positive rate (TPR) and the
false positive rate (FPR) can be computed using Equation D.1 and Equation D.2
respectively. By varying the values of T , we get different values of TPR and FPR
which constitute an ROC curve.
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Figure D.2: Sample decision statistic distributions along with their corresponding
ROC curves. An improvement in separability of distributions is characterized by an
ROC curve which resides in the upper left corner of the plot.
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