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Abstract 

 

Linked data solutions for name authority control in digital libraries are an area of growing 

interest, particularly among institutional repositories (IRs). This article first considers the shift 

from traditional authority files to author identifiers, highlighting some of the challenges and 

possibilities. An analysis of author name strings in Duke University's open access repository, 

DukeSpace, is conducted in order to identify a suitable source of author URIs for Duke's newly 

launched repository for research data. Does one of three prominent international authority 

sources—LCNAF, VIAF, and ORCID—demonstrate the most comprehensive uptake? Finally, 

recommendations surrounding a technical approach to leveraging author URIs at Duke are 

briefly considered. 
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Introduction 

Linked data has increasingly been looked upon as an encouraging model for storing 

metadata about digital objects in the libraries, archives and museums that constitute the 

cultural heritage sector. Writing in 2010, Coyle draws a connection between the affordances of 

linked data and the evolution of what she refers to as "bibliographic control," that is, "the 

organization of library materials to facilitate discovery, management, identification, and access" 

(2010, p. 7). Coyle notes the encouragement of the Working Group on the Future of 

Bibliographic Control to think beyond the library catalog when considering avenues by which 

users seek and encounter information, as well as the group's observation that the future of 

bibliographic control will be "collaborative, decentralized, international in scope, and Web-

based" (2010, p. 7). Reconceptualizing entity names as "things" rather than "strings"—

transforming data from textual strings to web-resolvable entities that are machine processable 

and system interoperable—is a key first step in making library and other cultural heritage data 

truly dynamic and "of the Web." This shift in approach also has the potential to mitigate many 

of the more onerous aspects of traditional authority control work, alleviating the need for 

extensive manual intervention when a change is made to the entity name string. Given the rise 

of web-scale online name authority databases such as the Library of Congress Name Authority 

File1 (LCNAF) or Virtual International Authority File2 (VIAF), a workflow that describes entities in 

terms of unique, persistent URIs on the Web holds some real promise for performing authority 

control in an increasingly networked bibliographic environment. 

Despite continuing advances in distributed, web-based name authority control, however, 

this work historically has been neglected by institutional repositories (IRs) in their efforts to 

                                                
1 http://id.loc.gov/authorities/names.html 
2 http://viaf.org/ 
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publish and archive the research outputs of their institution. This state of affairs derives from a 

confluence of circumstances and has equally disparate effects. In outlining some of the 

technological and policy challenges IRs face conducting this kind of metadata work, Salo (2009) 

highlights as a principal cause the inability of IRs to rely on well-established name authority 

vocabularies for information about authors who produce chiefly journal articles or highly local 

scholarship (i.e., students authoring theses and dissertations). This content rarely receives the 

item-level cataloging afforded monographic materials that is likely to generate traditional 

authority records. A similar gap persists for campus organizations and departments. The dearth 

of existing name authorities for researchers and campus corporate bodies means that in many 

cases, repository software applications and staff may be required to model these entities or 

otherwise maintain information about them. This practice can be difficult to sustain for a major 

research university and may duplicate work already being carried out by the campus IDMS; it 

can also quickly become complicated depending on the repository's metadata schema and data 

modeling. Without proper authority control, the ability of IRs to optimize precision and recall in 

search retrieval is compromised, as is the capacity to conduct accurate reporting on repository 

content. 

This article aims to explore the some of the challenges and possibilities surrounding a 

linked data (or linked data-like) approach to name authority control in the context of one 

specific IR, the Duke Digital Repository (DDR). Specifically, the study seeks to identify an 

appropriate external authoritative source (or sources) for creator names, both to improve 

researcher disambiguation and name control within the repository application, and more 

effectively integrate repository objects within larger campus identity and research information 

management initiatives. As an initial step to addressing this problem, repository staff and 

software developers at Duke University Libraries (DUL) recently collaborated to leverage data 
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found in the broader campus identity management system (IDMS) to provide a measure of 

name control in the repository program's open access DSpace platform, DukeSpace (Aery, 

2018). This system integration mitigated the need to store data about Duke scholars in 

DukeSpace, instead pulling contextual information about the researcher from the authoritative 

campus IDMS into repository metadata records. Additionally, where campus IDMS records 

contained evidence of an author's Open Researcher and Contributor Identifier (ORCID), further 

code was written to furnish a link out from the publication's metadata to that individual's ORCID 

profile. While this solution has proven helpful for researchers with a presence in Duke's IDMS, it 

does little to account for external collaborators who are listed as an author in a metadata record 

but who are employed by other institutions. Links to ORCID profiles can be provided for non-

Duke authors, but presently this may only be done through manual entry and remediation. 

Under the umbrella of the digital repository program, Duke has recently introduced a 

new software application for the preservation and dissemination of research data that makes 

use of the Samvera3 community's Hyrax4 framework for repository front-ends. As of launch, the 

Duke Digital Repository for Research Data (RDR) does not make use of any automated 

mechanism for name authority control; the highly mediated workflow for data deposit relies 

solely on repository staff for metadata entry and quality assurance. In planning a development 

roadmap for the new application, the DUL team is interested in once again leveraging external 

data sources in order to exercise name authority control. In this study, the author will conduct a 

quantitative analysis of existing creator name strings in DukeSpace, in an effort to identify an 

appropriate resource to supplement the data derived from the campus IDMS. Of the well-

established authority sources and researcher registries—LCNAF, VIAF, and ORCID—which 

                                                
3  http://samvera.org/ 
4  http://hyr.ax/ 
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demonstrate the greatest uptake among producers of materials traditionally considered to be 

within the purview of the institutional repository? Excitement has arisen around ORCID as a 

solution to researcher disambiguation, but is there evidence to support the inclusion of ORCIDs 

in repository metadata records in the pursuit of name authority control, or should some other 

authoritative resource be given priority? Can the work already completed for DukeSpace be 

extended to and improved upon in the new application to provide authoritative data about Duke 

affiliated researchers? What are the limitations presented by this approach, and can any other 

recommendations be made regarding technical implementation? 

 

Shifting from authority files to author identifiers 

As bibliographic cataloging shifted to an increasingly networked digital environment over 

the later decades of the 20th century, several iterations of globally unique identifier solutions 

were proposed; among them were an International Standard Authority Number, an ISO 

International Standard Text Code, and targeted use of the Library of Congress Control 

Numbers. None were systematically implemented or were able to make full use of the 

possibilities of the growth in networked information (Tillett, 2004). One attempt to better 

leverage the changing environment was the creation of the Virtual International Authority File 

(VIAF), a consortial collaboration among the Library of Congress, Deutsche Nationalbibliothek 

(DNB) and the Online Computer Library Center (OCLC), and joined by the Bibliothèque 

nationale de France (BnF) in 2007. Building on the practice of record sharing as governed by 

the Program for Cooperative Cataloging (PCC), the VIAF model harvests and aggregates 

authority data from national and regional sources into a central database, clustering, merging 

and de-duplicating records and assigning each authority record a unique identifier. These IDs 

are expressed as Web-resolvable URIs that can be used to uniquely identify entities associated 
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with a digital object in a machine processable fashion, while day-to-day record maintenance is 

managed locally (Tillett, 2004, 2007). Unfortunately, this record clustering process can result in 

some authority records being merged or split inaccurately. An undesirable side effect of this 

process may be the inappropriate removal of a particular record with an established identifier 

from one authority cluster to another (Angjeli, MacEwan, & Boulet, 2014; Sandberg & Jin, 

2016). Despite this caveat, the VIAF model represents an important step forward in preparing 

library data for better integration with the broader Web. 

Because cooperative cataloging and traditional authority control mechanisms like the 

Library of Congress Name Authority Files and VIAF still rely heavily on the often expensive local 

establishment and maintenance of authority records, not every author is going to have a LCNAF 

or VIAF entry (Salo, 2009; Sandberg & Jin, 2016). In discussing the expanding need to compile 

and track research outputs that have grown at a rate exceeding the available resources 

required to do so, Smith-Yoshimura, et al. (2014) recognize and examine a second authority 

mechanism, researcher "registries". Registration files are distinct from authority files chiefly in 

that the former "strives to create a unique ID for a given entity," while the latter does the 

same, but "may impose additional constraints such as formulating the text string associated 

with the entity according to specific rule sets (e.g., Resource Description and Access or RDA)" 

(Smith-Yoshimura et al., 2014, p. 7). The fundamental purpose behind such systems, however, 

is identical: author disambiguation and collocation of work. 

Although a number of mechanisms for furnishing authoritative researcher IDs have been 

explored in recent years, these efforts tend to be limited by discipline, affiliation, or publisher, 

or are part of a proprietary system (Haak, Fenner, Paglione, Pentz, & Ratner, 2012; Smith-

Yoshimura et al., 2014). One registration tool that appears to be gaining traction by virtue of its 

international and interdisciplinary approach is the Open Researcher and Contributor Identifier 
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(ORCID). Created principally to address the researcher name ambiguity problem in scholarly 

publishing, ORCID's "core mission … is to provide a registry of persistent unique identifiers for 

researchers and scholars" (Haak et al., 2012, p. 259). ORCID operates as a "self-claim" registry, 

allowing researchers to create and maintain a profile from which they can link to their own 

scholarly works and grants. Researchers can also furnish various other pieces of information, 

including work and educational history, a biographical statement, and any other names or 

aliases under which they have published during their career. Each profile is then associated with 

a unique, 16-digit identification number that serves as the base of a resolvable URI from which 

information about the researcher can be accessed. The identifiers are assigned from a block of 

International Standard Name Identifier5 (ISNI) numbers reserved for scholarly researchers and 

administered by a separate organization (Sandberg & Jin, 2016). ORCID does not maintain any 

barriers to registration (apart from access to an email account), and an institutional affiliation is 

not required to establish a profile. 

In a sense, systems like ORCID undertake to devolve the authority work traditionally 

carried out by libraries and other cultural heritage institutions back to the researchers 

themselves. This both eases the burden on traditional purveyors of authority while granting 

individual researchers some measure of autonomy over how they are presented in the scholarly 

communications universe. However, as Bilder acknowledges, although ORCID claims to 

establish unique identifiers for individual researchers, the potential for duplication persists; 

researchers may establish an ORCID identity on their own, only to have one later created for 

them by their institution as part of a content submission or other administrative workflow 

(2011, p. 2). The ORCID organization outlines some best practices for avoiding duplication, but 

admits that the system relies on individual users to report when an identity has been duplicated 

                                                
5 http://www.isni.org/ 
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(Haak, 2014). Placing the responsibility for maintaining authoritative identity information on a 

researcher also may negatively impact the accuracy of the record if the researcher is not 

diligent in keeping a profile up to date. Moreover, such an approach could result in profiles that 

do not contain enough public data to unambiguously distinguish authors with similar names 

(Sandberg & Jin, 2016). Additional concerns persist about the use of ORCID data, including the 

system's privileging of authors whose names adhere to western name order conventions 

(Supak-Smolcic, Simundic, & Lundberg, 2016), and a possible bias against scholarship within 

the humanities, which is generally published as monographs rather than journal articles 

(Webster, 2013). 

 

Leveraging URIs in institutional repositories 

Newer library systems are being brought online that incorporate linked data principles 

and mechanisms natively. This has been the case notably among institutional repository 

software. The data model underlying linked data technologies, Resource Description Framework 

(RDF), expresses statements about digital objects in the form of subject-predicate-object 

triples, where the subject is the resource being described, and the predicate relates some 

characteristic about the subject and describes the relationship between subject and object 

(Cyganiak et al., 2014). RDF does not necessarily accommodate hierarchical information well, 

and can make it difficult to construct complex descriptions in which the object of a triple is 

another triple statement. Doing so would entail creating and managing objects in the repository 

that are not actual digital objects, but are instead concepts like subjects or persons (Hardesty & 

Young, 2017). For systems that have been built to store RDF properties with the digital object, 

like the Samvera community's Hyrax project (of particular note here as the basis for the 
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research data repository at Duke), this characteristic of RDF has meant a shift in thinking about 

and working with descriptive metadata.  

Work has been done to make it easier for applications like Hyrax to rely on externally 

modeled entities and concepts, and a notable product of the Linked Data for Libraries (LD4L)6 

project has been the development of tools to facilitate the adoption of linked data among the 

Samvera community. One of the most mature of these tools is the "Questioning Authority" (QA) 

gem7, which enables in-application querying of either locally or externally controlled 

vocabularies or other authorities. The linked data branch of the QA gem stores the URI for the 

entity with the object in the repository, but also enables the application to fetch the preferred 

label for the URI, in the form of a human-readable text string associated with the entity (in 

traditional authority control, this role would be filled by the authorized heading). The preferred 

label is then indexed and used to facilitate faceted search (Rayle, 2018). The QA gem is 

designed to allow for the application to be configured to query a wide array of publicly available 

linked data sources, including the Library of Congress's Linked Data Service, DBPedia, and 

OCLC's Faceted Application of Search Terminology (FAST) service. 

As highlighted in a 2013 report from the PCC, "the linked data environment is much 

larger than library catalogs, and the resources which libraries provide to their users contain 

many names not found in library authority files" (Report for PCC Task Group on the Creation 

and Function of Name Authorities in a Non-MARC Environment, 2013, p. 11). To address this 

gap, some institutional repositories have identified data sources outside of the traditional 

authority file, successfully making use of the university's existing human resources or other 

campus identity management databases to provide name authorities. Ilik describes a pilot 

                                                
6 https://ld4l.org/ld4l-2014/overview 
7 In the Ruby programming language, a gem is a packaged library of code or application that can be 
installed either on its own or in the context of a larger Ruby application. 
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project at Texas A&M University to publish RDF data about campus entities through a particular 

linked data platform, VIVO (Ilik, 2015). VIVO is an open source software product and ontology 

designed to track, aggregate, and present scholarship and scholarly activity throughout an 

institution. In the case of Texas A&M, developers were able to extract basic information about 

campus researchers, their positions, and their campus organizations—full names, contact 

information, job titles, institutional identifiers, organizational names and hierarchies, etc.—and 

generate VIVO URIs for use in the open access repository, electronic theses management 

system, and library catalog. Ilik does not provide implementation details regarding the 

university's intended use of VIVO URIs in its repository systems, and it is not clear how the 

software is equipped to consume linked data. Cornell University also runs a VIVO instance, and 

the libraries have been able to exploit its institutional data by inserting VIVO URIs for academic 

advisors into MARC records for theses and dissertations (Warner, 2015). As of 2017, however, 

these URIs had not been made available as resolvable links to the individual's VIVO profile in 

the catalog interface (Warner, 2017). 

Elsewhere, Indiana University - Purdue University Indianapolis (IUPUI) has engaged in a 

pilot program to convert faculty data to structured linked data via Wikidata (Lemus-Rojas & 

Odell, 2018). This strategy iterates on recommendations made by Harper & Tillett (2007) for 

converting large controlled vocabularies into RDF data sets. Staff selected eighteen faculty 

members from the IUPUI School of Philanthropy and compiled data from various scholarly 

profile sources, including Scopus, LinkedIn, Twitter, ORCID, and VIAF; this data included 

information about faculty co-authors and their publications. Staff then converted this hand-

compiled information into structured, consumable RDF data that was subsequently published 

via Wikidata, a free and open structured knowledge base that is part of the broader Wikimedia 

organization (which includes Wikipedia). An open source application, Scholia, was then used to 
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generate scholarly profiles by querying the knowledge base, allowing end users to explore the 

collaborations and scholarly interests of the selected researchers (Lemus-Rojas & Odell, 2018). 

This process was acknowledged to be time and labor intensive, however, and it is not clear how 

scalable such a workflow would prove to be. Nor is it clear that this solution necessarily offers 

immediate access to PDFs of the content, as is generally the case with an IR. 

Several recent initiatives focus on better integrating ORCID identifiers into researcher 

workflows and existing scholarly communications infrastructure, including institutional 

repositories. At Texas A&M, the Sloan-funded ORCID Adoption & Integration Program oversaw 

the integration of ORCID identifiers into three campus systems managing research outputs: the 

VIVO system described above, the system for managing electronic theses and dissertations, or 

ETDs (Vireo), and the university's institutional repository (Oaktrust, a DSpace application). 

Texas A&M staff were able to target researchers submitting content with the repository for the 

first time—especially graduate students using the ETD management system—and encourage 

ORCID adoption as part of the general deposit workflow (Clement, 2014). The University of 

Virginia has similarly integrated ORCID identifiers into the deposit process for their institutional 

repository, LibraOpen. LibraOpen, which uses another Samvera community product, Sufia8, 

allows for a two-way connection between the repository and ORCID's database (Lake, 

Goldstein, Walker, & Ramsey, 2017). Scholars may connect an existing ORCID identifier to a 

work that has been deposited with LibraOpen, which will enable display of the identifier 

alongside an author name string in the metadata for that publication; they are also given the 

option to push metadata for a publication in LibraOpen to their ORCID profile. As at Texas A&M, 

scholars making their research available for the first time, particularly students depositing 

theses and dissertations, are given the opportunity to register for an ORCID identifier at the 

                                                
8 https://github.com/samvera/sufia/wiki 
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point of deposit (ORCID US Community, 2018; Rabun, 2018). Beyond the scope of the local 

institutional repository, some thought has been given to establishing ORCID as a national 

standard for managing author identities in places like Finland and Sweden (CSC – IT Center for 

Science, Ltd., 2015; Gilbert, 2013). 

It should be acknowledged briefly that linked data solutions are not without drawbacks, 

even as the use of URIs marks an improvement over the use of text strings. As the Semantic 

Web has scaled, and the amount of data that is published as linked open data increases, 

concerns have arisen surrounding entity disambiguation. The problem of co-reference, whereby 

two URIs refer to the same entity, is not dissimilar from issues that have plagued more 

traditional authority control work. In the context of the Semantic Web, this can occur when an 

entity is represented in multiple knowledge bases or data sets, leading to a proliferation of URIs 

that all, ostensibly, refer to the same object (Jaffri, Glaser, & Millard, 2007). To address this 

issue, use has been made of the Web Ontology Language (OWL) property owl:sameAs to 

indicate that two URI references point to the same entity; however, some analysis suggests 

that in many cases the owl:sameAs property has been inconsistently and inappropriately applied 

(Halpin, Hayes, McCusker, McGuinness, & Thompson, 2010; Jaffri, Glaser, & Millard, 2008). The 

threat, as Halpin & Glaser note, is that inappropriate use of owl:sameAs, combined with 

overambitious machine processing inferences "could lead linked data to become a semantic 

soup in which all things are equivalent" (2012, p. 70). 

 

Research Design and Results 

Duke library staff and other campus stakeholders recognize the growing need for 

accurate and detailed reporting regarding materials in the repository, and a scalable solution to 

realize that goal. While the Duke Digital Repository is presently comprised of several software 
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platforms that contain a diverse range of materials, this inquiry took as the focus of its analysis 

only the scholarly publications that are published in DukeSpace, with the goal of generalizing 

any findings to other platforms under the governance of the repository program. These 

publications comprised some nearly 7,700 objects consisting of journal or other scholarly 

articles, book chapters, technical reports, conference proceedings, and other digital publications 

across a wide range of academic disciplines. Although the majority of these works were written 

and deposited by faculty, students are occasionally listed as contributors to these works and 

some student names were thereby included for consideration. 

The investigation took a two-pronged approach. The first step was to conduct an 

analysis of the name strings associated with the subset of materials described above, using an 

approach adapted from Sandberg & Jin (2016). Name strings would be queried against three 

major data sources that make author URIs available through an API: LCNAF, VIAF, and ORCID. 

LCNAF and VIAF were chosen as representative of more traditional library authority systems, 

while ORCID represented the newer researcher registries. Queries would be conducted through 

OpenRefine's reconciliation service9, which tries to match textual strings to standard identifiers 

for the entities represented by those strings in a variety of data services. Query results would 

then be analyzed according to several factors: whether an individual was affiliated with Duke; 

what an individual's status was in the Duke internal directory (student, staff, affiliate, faculty, or 

other); in what discipline, grossly aggregated, was a researcher's work published (from among 

the humanities, social sciences, sciences, and health sciences); and whether the researcher 

could be unambiguously identified in one of the three selected data sources. Results of this 

analysis would be used to recommend a data source (or sources) from which to draw URIs for 

                                                
9 In addition to a third-party tool for specifying reconciliation data sources called conciliator, available 
here: https://github.com/codeforkjeff/conciliator 
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use going forward in the description of digital objects in the Duke Digital Repository-Research 

Data Repository (RDR). The second step was a discussion of how to best make use of those 

URIs in the RDR, including preliminary recommendations for technical implementation. 

 A first pass at data collection considered a September 2018 export of metadata from all 

of  the scholarly communications content in DukeSpace. In addition to the full set of Dublin 

Core Metadata Initiative terms10, DukeSpace uses a number of locally defined metadata 

properties related to publications. For the purposes of this investigation, analysis was scoped to 

dc.contributor.author and dc.contributor.editor. Values from both fields were concatenated into 

a single list and deduplicated; corporate names and names entered in direct rather than inverse 

order were removed from consideration. Finally, merging of some values (predominantly strings 

with multi-part family names or strings that included middle names in various orders) was 

conducted in OpenRefine. This minimal level processing resulted in a list of just under 21,250 

ostensibly unique name strings associated with publications in DukeSpace. Of these more than 

20,000 name strings, at least 2,909 values (roughly 13.7%) were appended with a local Duke 

unique identifier drawn from the campus-wide IDMS and incorporated into the object's 

metadata by Duke's research information management system, Symplectic Elements11.  

In order to avoid request timeouts or placing undue strain on the data source APIs, a 

random sample of 1,000 names was selected from the full DukeSpace extract. From among this 

sample, 124 names were affiliated with an identifier in Duke's IDMS, or approximately 12.4%. 

Names strings for authors not in Duke's IDMS were generally truncated, containing only the last 

name and a first and occasionally middle initial. After a preliminary attempt to reconcile the full 

list of 1,000 names, it quickly became apparent that the extracted text strings alone would be 

                                                
10 The list of DCMI metadata terms is available at http://dublincore.org/documents/dcmi-terms/ 
11 https://symplectic.co.uk/products/elements-3/ 
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insufficient information to confidently disambiguate the author represented by the string from 

among the numerous candidate identities returned by the API without recourse to examining 

the individual publication with which that entity was associated. While this concern applied 

equally to the Duke-affiliated names, in the case of Duke entities, there was at least a fuller 

form of the name—along with a Duke unique identifier—listed in Duke's IDMS to aid manual 

cross-checking and disambiguation. Moreover, there were insufficient resources to manually 

disambiguate the complete list of 1,000 names. As a result, further scoping of the full list of 

name strings was conducted, limiting the sampling frame to only the 2,909 entities affiliated 

with Duke and taking another random sampling of the list. The final sample consisted of 10% of 

the sample frame, or 290 unique name strings.  

From among the sample considered, 9 (3%) were students, 38 (13%) were staff, 23 

(8%) were further unspecified "affiliates", 176 (60%) were faculty or emeritus, and 49 (16%) 

could not be determined using the Duke internal directory. The breakdown by academic 

disciplines was as follows: 16 (5%) listed their organizational unit as falling within the 

humanities; 116 (40%) listed an organizational affiliation with a unit in Duke's medical campus; 

31 (10%) were affiliated with a program in one of the STEM (science, technology, engineering, 

and math) fields; 43 (15%) were affiliated with a program in the social sciences; 10 (3%) 

represented something other than one of those gross categories (administrative positions or 

library staff, for example); and 80 (27%) could not be determined from the Duke internal 

directory. The surprisingly large number of individuals who could not be located in the directory 

are indicative of the complicated data ecosystem surrounding identity management on campus. 

For example, individuals who may have left Duke subsequent to the publication of the resource 

with which they were associated in DukeSpace would still be affiliated with their Duke unique 
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identifier in the application, however they would no longer be discoverable through the public-

facing campus directory. 

For all three data sources, a source identifier was only considered a match if one or 

more candidate identifiers were returned and if one identifier could be successfully 

disambiguated from all other candidate identifiers through an explicit association with Duke 

University in the returned record. Particularly with ORCID profiles, reference to one or more 

additional data sources was required to confidently disambiguate the individual. In some cases, 

confirmation was attained through an examination of a resource listed in the record associated 

with that entity. As an example, if a paper listed in an individual's ORCID profile could be 

successfully linked back to the string extracted from the DukeSpace object by examining the 

authors listed on the PDF, the profile was considered to be a match. While candidate identifiers 

were initially retrieved in an automated fashion through OpenRefine, disambiguation was a 

manual, string-by-string process; all data collection and analysis was conducted using Excel. 

Of the 290 identified name strings, the ORCID API returned potential candidate 

identities for 180 (62%); of those 180, 56 (19% of the full sample) could be disambiguated 

with a high degree of confidence. The greatest number of these entities were affiliated with 

departments in the medical field (22, or 39.3% of successful matches), while just 1 was coded 

as an individual working in the humanities (1.8% of successful matches). None of these entities 

were classified as students in the Duke directory, while 42 were categorized as faculty or 

emerita. The VIAF API returned possible matches for 159 (55%) strings, of which 67 (23% of 

the full sample) were confirmed. Disciplinary distribution was a bit more even among VIAF 

identities, with the largest number of individuals publishing in the broadly aggregated social 

sciences (19, or 28.4% of successful matches) and the fewest publishing in the humanities (9, 

or 13.4% of successful matches). As with ORCID, none of the VIAF records returned were 
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associated with students, while the majority (55, or 82%) were designated faculty or emeritus. 

Finally, the LCNAF, here queried as a proxied subset of VIAF, returned potential matches for 

118 (41%) name strings, 40 (14% of the full sample) of which were disambiguated with some 

degree of confidence. Perhaps unsurprisingly, given that LCNAF constitutes a subset of the data 

available through VIAF, results mirrored those available through the more expansive data 

source, with the bulk of successful matches to be found among the social sciences (12, or 30%) 

and medicine (11, or 27.%) and the fewest number affiliated with the humanities (3, or 7.5%). 

Similarly, none of the successful LCNAF matches were students, while 31 were classified as 

faculty or emerita. Table 1 and Figures 1 & 2 present these results in more detail. 

 

Discussion 

As noted above, only a small portion (approximately 14%) of the authors in the full 

scholarly publications metadata export were Duke-affiliated. This breakdown is consistent with 

the literature, which addresses how the rise of cross-institutional collaboration and highly multi-

authored scholarship, in which publications may list as many as 500 separate authors, means 

that institutional repositories increasingly must prepare to accommodate metadata about 

content produced at least in part by individuals with no affiliation to the local institution (Niu, 

2013; Rotenberg & Kushmerick, 2011). As Smith-Yoshimura, et al. observe in discussing the 

various identifier systems currently being used to disambiguate among researchers, "[t]he 

criteria for selecting which of the various IDs to use will depend on the stakeholder. Among the 

factors to be considered is to select the ID system which attracts the 'critical mass' representing 

one's peers. National or funding mandates may also influence one's choice" (2014, p. 10). 

Although Duke authors are of primary concern for the Duke Digital Repository, repository staff 

are also keen to maintain some level of authority control for non-Duke authors who collaborate 
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on the digital objects the repository publishes. Ideally, the selected data source would be one 

that includes entries for a "critical mass" of authors, both Duke and non-Duke faculty and 

students. 

Implementation of a local solution similar to the approach described by Ilik (2015) was 

appealing, as it obviates the need to model individuals in the repository and leaves maintenance 

of that data to campus staff best equipped to do so. However, there are concerns with relying 

solely or even chiefly on local human resources or other campus identity management data, 

beyond the sheer number of non-institutional name strings that would not be mediated by such 

a system. The integration between Duke's DSpace and campus IDMS services established 

earlier this year was a welcome and helpful step in providing better contextual information 

about the scholars responsible for the publications in the platform, but this solution relies at 

least in part on personal data that are not historical or particularly persistent; scholar profile 

data lose currency when the individual leaves the institution, and dormant profiles are often 

removed from the system entirely. As touched on above, the number of authors from this 

sample who were associated with a legacy identifier in DukeSpace metadata records, but were 

no longer discoverable through the internal directory demonstrates this concern. Local identity 

data can be, at best, one part of the repository authority control puzzle. 

Keeping in mind Smith-Yoshimura, et al.'s "critical mass" criterion, it also seemed 

important to identify a data source that was broadly represented across disciplines and among 

scholars at varying stages in their careers. Even though the sample contained only a small 

number of student names, broader trends seen in the literature regarding adoption of various 

identifiers along lines of both career status and discipline are reflected in the dataset. Salo 

highlights the tendency for the more traditional authority work that populates resources like 

LCNAF and VIAF to be reserved for the authors of books, while "[i]n many research disciplines, 
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notably in the hard sciences, journal articles rather than books are the coin of the realm, such 

that even extremely prominent researchers and authors will not have authority records" (2009, 

p. 258). This disparity is also suggested by a recent review of ORCID adoption across disciplines 

conducted by the Technical and Human Infrastructure for Open Research Project, which found 

that biology, clinical medicine, and technology and other applied sciences were best 

represented in the ORCID system, while philosophy, theology, and the arts and general 

humanities were represented poorly by comparison (Dasler, Deane-Pratt, Lavasa, Rueda, & 

Dallmeier-Tiessen, 2017). Moreover, monographic academic publishing is rarely carried out by 

students, distorting representation in traditional authority sources toward more established 

faculty. The sample data from DukeSpace generally follow these trends. 

Although no one data source provided comprehensive coverage of the authors in the 

sample, ORCID uptake was higher than among the two other identifier systems surveyed. 

ORCID identifiers were also found among all areas of research within the sample population, 

but uptake did noticeably skew toward the sciences and medical disciplines. This tendency 

might be explained by the nature of the sample population—Duke's medical school produces a 

high volume of research—or, as discussed above, by more general trends associated with 

academic publishing in those fields. Of similar concern was the absence of any students among 

the confirmed ORCID identities, given that the broader sample was known to contain students. 

These trends may be addressed through policy implementation (for example, strongly 

encouraging the use of an ORCID identifier as part of the deposit workflow and minimizing any 

barriers to ORCID adoption) or through targeted educational outreach on the part of the library. 

Neither trend may outweigh the benefits presented by the portable nature of the ORCID 

identifier, which will persist and be maintained even after a researcher is no longer affiliated 

with Duke.  
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Another note of caution should temper the enthusiasm surrounding ORCID URIs: 

Sandberg & Jin's finding that "ORCID entries are overwhelmingly undifferentiated" (2015, p. 

542), was observed repeatedly throughout the course of this exercise. Many of the candidate 

identifiers suggested for the name strings in the dataset resolved to profiles that either had no 

pubic information or that required additional data sources, such as Scopus or Mendeley profiles, 

in order to successfully disambiguate records in the ORCID registry; in some cases, the PDF of 

the resource itself was needed.  It may be that the kind of complex cross-referencing and 

inferencing necessary to conduct this disambiguation work is simply too resource intensive for 

institutional repository staff or software. While ORCID URIs may prove to be a good solution for 

self-deposit or similarly structured repository systems where data is entered for individual 

resources, the undifferentiated nature of the current ORCID database seems unhelpful for bulk 

remediation of existing repository content or for large-scale batch operations. Finally, while one 

of the major upsides of using ORCID identifiers is that they provide researchers a fair amount of 

control over their online identity, that very control raises questions about the extent to which 

ORCID URIs are truly persistent; a researcher may choose to remove their profile from the 

system at any time. It can be argued that considerable education and consolidation around best 

practices must continue before ORCID URIs can be reliably used alone as an authority control 

mechanism. 

By contrast with ORCID, overall uptake among VIAF and LCNAF identifiers was lower; 

however, a greater number of VIAF entities were successfully matched to DukeSpace name 

strings, largely due to the differentiation issue discussed above. VIAF and LCNAF identifiers 

demonstrated higher uptake among the humanities and social sciences. Unlike with ORCID, 

references to the individual's Duke affiliation were largely available in the record in a structured, 

machine-actionable format that did not require additional resources or inferences to ascertain. 
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Concerns about persistence of the data seem less acute, as these data are predominantly 

managed by dedicated institutions specializing in this kind of work. Given that LCNAF functions 

as a subset of VIAF, the latter appears to be better positioned as a comprehensive data source 

for author URIs, although some complicated system logic may be required to parse the VIAF 

authority clusters that are returned by the system. In all, VIAF currently presents a viable 

alternative to the relative uncertainty of ORCID, albeit one that is skewed toward monographic 

publishing.  

While a proposed workflow for remediating the enormous amount of metadata already 

present in DukeSpace is beyond the scope of this investigation, it is recommended that Duke's 

new research data repository explore the use of a mixture of data sources going forward. The 

work conducted earlier this year to incorporate campus IDMS data in DukeSpace should be 

adapted to the research data repository as a stopgap measure for Duke-affiliated authors. The 

use of institutional unique identifiers, while not necessarily a linked data application, can at least 

help to ensure that name strings for Duke authors are consistently presented in the repository. 

In addition, further inquiry should be conducted into use of ORCID and VIAF data with the 

Questioning Authority (QA) and linked data gem in the RDR's Hyrax software. Successful 

implementation of the QA gem would enable the application to fetch the current, human-

readable preferred label for a URI from either the authority itself, or from a cache of the 

authority data.  

In such a scenario, the data deposit process should encourage the use of an ORCID; 

taking cues from Texas A&M University and University of Virginia, depositors would be given the 

option to begin the data submission workflow by authenticating through their ORCID account or 

by creating a new ORCID identity. Standard Duke institutional authentication (currently 

conducted through Shibboleth) would be made available as a third option. As part of the data 
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publication process, repository staff would enter an ORCID URI as obtained from the data 

depositor. The RDR application would retrieve and display the preferred name string for the URI 

from the available ORCID RDF data, and store both the URI and the display string with the 

object (Rayle, 2018). Additional authors or contributors who are included in the depositor-

supplied metadata may be cross-checked against the ORCID and VIAF databases manually, 

through the QA lookup service, or through a semi-automated workflow similar to the one used 

in this analysis. Ideally, the text string with the preferred label would display as hypertext that 

would allow an end user to resolve the stored URI, navigating to the author's ORCID or VIAF 

profile for contextual information about that individual. 

Questions remain about the extent to which this proposed solution can operate at scale 

or be transferred to other institutions. Given the generally high-touch nature of the research 

data curation and publication process associated with the RDR, the concern about scale may 

prove to be only so relevant for Duke in the face of improved retrieval and reporting within the 

application. As a member institution, Duke is also better positioned than some to integrate with 

ORCID services. Outside of any recommendations for technical implementation, broader policy 

goals, such as encouraging ORCID adoption among data depositors, will likely be easier to 

achieve, as such steps would not necessitate any amendments to the software infrastructure of 

the data deposit workflow and are generally in line with the aims of research data curation best 

practice. At Duke and elsewhere, thought should be given to piloting educational outreach 

efforts around researcher identifiers—particularly ORCIDs—perhaps tailored for a social sciences 

and humanities audience where uptake seems to be less common. 

 

Conclusion 
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 Particularly in light of the growing focus on bibliometrics and other means of measuring 

the impact of research in discussions around academic career assessment, institutional 

repositories are increasingly considering how to best situate their materials within the wider 

research and publication lifecycle. The use of linked data and global standard identifiers to 

describe repository objects gradually has become a more attractive solution for breaking 

academic research out of the IR silo. This approach has begun to extend beyond personal name 

identifiers to encompass a wider ecosystem of persistent identifiers for things like funding and 

granting organizations12,13. Though linked data applications for authority control largely are in 

early days, they are growing in number and sophistication. Duke aims to join an expanding 

cohort of institutions thinking carefully about how to better integrate local publishing and 

preservation platforms with global researcher workflows and tools like ORCID.  

                                                
12 https://www.crossref.org/blog/org-id-a-recap-and-a-hint-of-things-to-come/ 
13 https://ror.org/ 
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