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Abstract

Mathematical models that describe different processes and phenomena are of paramount

importance in many robotics applications. Nevertheless, utilization of high-fidelity

models, particularly Partial Differential Equations (PDEs), has been hindered for

many years due to the lack of adequate computational resources onboard mobile

robots. One such problem of interest for the roboticists, that can hugely benefit from

more descriptive models, is Chemical Plume Tracing (CPT). In the CPT problem, one

or multiple mobile robots are equipped with chemical concentration and flow sensors

and attempt to localize chemical sources in an environment of interest. This problem

has important applications ranging from environmental monitoring and protection to

search and rescue missions. The transport of a chemical in a fluid medium is math-

ematically modeled by the Advection-Diffusion (AD) Partial Differential Equation

(PDE). Despite versatility, rigorous derivation, and powerful descriptive nature, the

AD-PDE has seldom been used in its general form for the solution of the CPT prob-

lem due to high computational cost. Instead, often simplified scenarios that render

closed-form solutions for the AD-PDE or various heuristics are used in the robotics

literature.

Using the AD-PDE to model the transport phenomenon enables generalization

of the CPT problem to estimate other properties of the sources, e.g., their intensity,

in addition to their locations. We refer to this problem as Source Identification

(SI) which we define as the problem of estimating the properties of the sources using

concentration measurements that are generated under the action of those sources. We
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can also put one step further and consider the problem of controlling a set of sources,

carried by a team of mobile robots, to generate and maintain desired concentration

levels in select regions of the environment with the objective of cloaking those regions

from external environmental conditions; we refer to this problem as the AD-PDE

control problem that has important applications in search and rescue missions.

Both SI and AD-PDE control problems can be formulated as PDE-constrained

optimization problems. Solving such optimization problems onboard mobile robots

is challenging due to the following reasons: (i) the computational cost of solving the

AD-PDE using traditional numerical discretization schemes, e.g., the Finite Element

(FE) method, is prohibitively high, (ii) obtaining accurate knowledge of the environ-

ment and Boundary and Initial Conditions (BICs), required to solve the AD-PDE,

is difficult and prone to error and finally, (iii) obtaining accurate estimates of the ve-

locity and diffusivity fields is challenging since for typical transport mediums like air

even in very small velocities, the flow is turbulent. In addition, we need to plan the

actions of the mobile robots, e.g., measurement collection for SI or release rates for

the AD-PDE control problem, to ensure that they accomplish their tasks optimally.

This can be done by formulating a planning problem that often is solved online to

take into account the latest information that becomes available to robots. Solving

this planning problem by itself is a challenging task that has been the subject of

heavy research in the robotics literature. The reason is that (i) the objective is of-

ten nonlinear, (ii) the planning is preferred to be done for more than the immediate

action to avoid myopic, suboptimal plans, and (iii) the environment that the robots

operate in is often non-convex and cluttered with obstacles.

In order to address the computational challenges that rise due to the use of

numerical schemes, we propose using multiple mobile robots that decompose the

high-dimensional optimization variables among themselves or using nonlinear rep-
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resentations of the sources. In addition we utilize Model Order Reduction (MOR)

approaches that facilitate the evaluation of the AD-DPE at the expense of accuracy.

In order to alleviate the loss of accuracy, we also propose a novel MOR method using

Neural Networks that can straight-forwardly replace the traditional MOR methods

in our formulations. To deal with uncertainty in the the PDE input-data, i.e., the

geometry of environment, BICs, and the velocity and diffusivity fields, we formulate

a stochastic version of the SI problem that provides posterior probabilities over all

possible values of these uncertain parameters. Finally, to obtain the velocity and

corresponding diffusivity fields that are required for the solution of the AD-PDE,

we rely on Bayesian inference to incorporate empirical measurements, collected and

analyzed by mobile robots, into the numerical solutions obtained from computational

fluid dynamics models.

In order to demonstrate the applicability of our proposed model-based approaches,

we have devised and constructed an experimental setup and designed a mobile robot

equipped with concentration and flow sensors. To the best of our knowledge, this

dissertation is the first work to use the AD-PDE, in its general form, to solve realistic

problems onboard mobile robots. Note that although here we focus on the AD-PDE

and particularly chemical propagation, many other transport phenomena including

heat and acoustic transport can be considered and the same principles apply. Our

results are a proof of concept that we hope will convince many roboticists to use more

general mathematical models in their solutions.
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1

Introduction

1.1 Motivation

The advancements in computing efficiency, sensing, and communication on the hard-

ware side along with the advent of modern control, optimization, numerical methods,

and machine learning on the software side are expanding the horizon for autonomous

robots. Nevertheless, these advancements have not yet been sufficient to enable appli-

cation of high-fidelity mathematical models including Partial Differential Equations

(PDEs) onboard mobile robots. This is unfortunate since PDEs are among the most

expressive mathematical models that can describe distributed parameter dynamical

systems. The Advection-Diffusion (AD) PDE in particular, describes the transport

of a quantity like chemical concentration in a fluid medium; [1] for other applications.

To the best of our knowledge, this dissertation is one of the first works to study the

problem of learning and control of the AD-PDE onboard mobile robots in real-world

problems.

One of the problems of interest in robotics that can be better solved by utilizing

the AD-PDE is the problem of Source Identification (SI). The SI problem refers

1



to the estimation of a source using a set of measurements of a quantity such as

concentration that is generated under the action of that source. For instance, consider

a gas release into a room in which a sensor grid is deployed. The sensors measure the

gas concentration which then is used to acquire information about the release, most

importantly its location. SI has various applications ranging from environmental

protection [2, 3] to human safety [4]. Locating atmospheric [5], underground, or

underwater [6] pollutants, finding the source of a hazardous chemical leakage [7],

demining [8], and fire detection [9] are a few examples. In addition, SI can be an

important component in higher level tasks such as search and rescue missions and

crowd evacuation in the case of emergencies [10]. Figure 1.1 depicts some of the

potential applications of the SI problem.1

The task of collecting the measurements required to solve SI problems can be car-

ried out by human operators, sensor networks, or mobile robots. The aforementioned

applications often require operating under conditions that can be harmful to humans.

Furthermore, relaying the data back to a computing unit might be time consuming

while timely response is important in most of these applications. Using wireless sensor

networks with computational capabilities addresses both of these concerns [11] but

the network needs to be installed prior to identification. Moreover, maintaining these

networks, optimal allocation of the task and energy, and limited computational ca-

pabilities make their application challenging. Most importantly, the sensors in these

networks are fixed while optimal, adaptive determination of measurement locations

can significantly improve the identification efficiency. Consequently, it is the most

advantageous to use mobile robots that can collect optimal measurements online and

solve the SI problem in real-time, without the need for prior deployment. Figure 1.2

1Links to images: https://goo.gl/{x7nK4w,oaD3A5,thQb36,vRbCxp,Ci0TJq} .
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(a) chemical leakage (b) methane leakage map (c) NO2 pollution map

(d) oil spill in ocean (e) campfire (f) demining

Figure 1.1: Potential applications for the SI problem. In all of these applications a
chemical is transported through a medium like air or water. This can be modeled by
the AD-PDE. Fig. 1.1a: Ammonia gas leak in a cold storage facility in the city of
Badami Bagh, India. Fig. 1.1b: Leak map of natural gas (methane) in Boston, MA.
Fig. 1.1c: NO2 concentration map of Bay Area in San Francisco, CA. Fig. 1.1d: Oil
spill in the Gulf of Mexico. Fig. 1.1e: Campfire in Paradise, CA. Fig. 1.1f: Demining
training where the chemical release is due to the explosives used in landmines.

describes demining as a potential application for SI using a mobile sensor.2

The problem of chemical SI is known as odor localization and Chemical Plume

Tracing (CPT) in the robotics literature and has been investigated since the early

80s. Most of the proposed algorithms are often bio-inspired heuristics that mimic the

behavior of different bacteria [12], insects [13], or crabs [14]. Generally, the main idea

is to stay in the plume and move upwind, in the concentration ascent direction, or a

combination of the two. These heuristic approaches are often successful in practice

but do not offer a systematic approach that can handle the localization task under a

wide range of conditions and provide no information about the properties of sources

other than their location. We can address these limitations by employing the AD-

PDE as a rigorous mathematical model that captures the transport phenomenon.

2Links to images: https://goo.gl/{Ci0TJq,o9KAQN} .
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(a) manual demining (b) autonomous demining

Figure 1.2: Autonomous robots can replace soldiers for demining. Using the chem-
ical release from explosives, the robot can identify landmines as chemical sources.
This information can also be combined with the readings from the metal detector for
better localization. Fig. 1.2a: The soldier is mine-sweeping using a metal detector.
Performing this task manually poses serious threats to him. Fig. 1.2b: A mobile
robot equipped with chemical sensors and a metal detector autonomously performs
the task.

Despite versatility and powerful descriptive nature, the AD-PDE has seldom been

used in its general form for CPT due to high computational cost. Instead, often

simplified scenarios that render closed-form solutions for the AD-PDE are considered

in the robotics literature. We refer to solutions that utilize the AD-PDE to solve the

SI problem as model-based ; see Chapter 2 for an introduction to the AD-PDE.

Employing mobile robots allows us to put a step beyond identification and actively

control a set of sources, carried by a team of mobile robots, to generate and maintain

desired concentration or temperature levels in select regions of the environment with

the objective of cloaking those regions from external environmental conditions. We

refer to this problem as the problem of PDE control that has important applications

in search and rescue missions. For instance, Figure 1.3a depicts a rescue mission in

case of a wildfire where two mobile robots are tasked with creating a safe zone by

releasing fire retardant with appropriate rates.3 This rescue mission can be thought

3Link to the image: https://goo.gl/qMUw7H.
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(a) a real world rescue mission in wildfire (b) cold water as a heat sink

Figure 1.3: A typical setup for the AD-PDE control problem where two mobile
robots collaboratively control the temperature or concentration levels at select regions
of the domain by carrying appropriate sources, e.g., fire retardant or water.

of as a heat transfer problem where the objective is to shield the safe zone from high

temperatures. In this case we model the robots as heat sinks whose intensities are

related to the release rates of fire retardant through a chemical reaction. Note that

the AD-PDE models this transport phenomenon. An alternative heat sink can be cold

water carried by the mobile robots as in Figure 1.3b. From a different point of view,

we might be interested in creating smoke-free zones in which case the mass transport

phenomenon again can be modeled using the AD-PDE and the same principles apply,

only the physical interpretation of the results is different. In this dissertation for the

sake of consistency, we focus on the mass transport case.

Both of the SI and AD-PDE control problems are formulated as PDE-constrained

optimization problems [15]. Solving such optimization problems onboard mobile

robots is challenging since it requires numerous solves of the AD-PDE. We refer to

the geometric information about the environment, velocity and diffusivity fields, and

Boundary and Initial Conditions (BICs) as the input data for the AD-PDE. Figure

1.4 depicts the required input data and stages necessary to obtain an approximate

solution for the AD-PDE. Specifically, given the knowledge of the domain of interest

and BICs, we first need to solve the Navier-Stokes PDEs [16] to obtain estimates
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Figure 1.4: The required data and necessary stages to solve the AD-PDE.

for the velocity and diffusivity fields. Given these fields and BICs for the AD-PDE,

we employ a numerical scheme, e.g., the Finite Element (FE) method, to approxi-

mate the solution of the AD-PDE. Then, given this approximate AD-PDE solver, we

utilize an algorithm to solve the appropriate PDE-constrained optimization problem

corresponding to SI or AD-PDE control.

The challenges involved in solving the SI and AD-PDE control problems can

be summarized as follows. First, the computational cost of solving the AD-PDE

using traditional numerical discretization-based schemes, e.g., the FE method, is

prohibitively high. To address this challenge we utilize a set of methods that have

been developed in the literature for model reduction of PDEs. We also propose

an alternative to these model reduction methods by using Neural Networks to solve

PDEs. Second, obtaining accurate knowledge of the geometry of the domain and AD-

BICs is difficult and prone to error. To mathematically consider these uncertainties,

we propose a stochastic SI framework that provides posterior uncertainty bounds for

the solution of the SI problem. Finally, obtaining accurate estimates of the velocity

and diffusivity fields is challenging since for typical transport mediums like air even

in very small velocities, the flow is turbulent. To address this challenge we develop
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Figure 1.5: An advantage of solving the SI problem using mobile robots is that
it is possible to actively plan their actions to collect optimal measurements. Note
that the components presented in Figure 1.4 are encapsulated in a single box, i.e.,
Advection-Diffusion PDE, here.

a model-based learning framework for mobile robots to select the most accurate

numerical solutions of the flow properties and incorporate empirical measurements

to further improve them.

One of the main advantages of solving the SI and AD-PDE control problems

onboard mobile robots is that we can take into account the current state of the

problem to actively plan the actions of these robots, e.g., measurement collection

for SI or release rates for AD-PDE control, to ensure that they accomplish their

tasks optimally. Figure 1.5 demonstrates the feedback loop from the SI problem for

active planning of the next measurement locations. Specifically, this can be done by

formulating a planning problem that optimizes the actions of the robots with respect

to an appropriate performance metric. Solving this planning problem by itself is a

challenging task that has been the subject of heavy research in the robotics literature.

The reason is that (i) selecting the appropriate performance metric is nontrivial, (ii)

the resulting optimization problem is often nonlinear, (iii) the planning is desirable

to be done for more than the immediate action to avoid myopic, suboptimal plans,

and (iv) the environment that the robots operate in is often non-convex and cluttered

with obstacles.

The objective of this dissertation is to address the aforementioned challenges in

using AD-PDE onboard mobile robots. We present new techniques to learn the input
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data required to solve the AD-PDE and novel methods to efficiently approximate the

solution of AD-PDE, that enable us to solve the SI and AD-PDE control problems

in more general settings that can be applied to real-world problems. We present

numerous numerical simulations and experimental results to support our theoretical

developments. These results are a proof of concept that we hope will convince many

roboticists to use more general mathematical models, particularly PDEs, in their

solutions. In the following we discuss the literature relevant to the content of this

dissertation.

1.2 Related Work

1.2.1 Source Identification Problem

The problem of Source Identification in Advection-Diffusion transport systems is

known as chemical plume tracing and odor localization in the robotic literature and

has been investigated since the early 80s. This task often entails three steps: detec-

tion, localization, and declaration, and most of the available algorithms focus on the

localization stage [17]. The algorithms differ depending on the dispersal mechanism,

i.e., diffusion- or turbulence-dominated, and are specialized for the particular types

of sensors used to take the measurements. They are often bio-inspired and try to

mimic the behavior of different bacteria [12], insects [13], or crabs [14]. Generally,

the main idea is to stay in the plume and move upwind, in the concentration ascent

direction, or a combination of the two. In the literature, the former approach is called

anemotaxis while the latter is called chemotaxis [17].

The authors in [12] propose a controller that combines anemotaxis and chemotaxis

to localize a source. Arguing that gradient based methods can get trapped in local
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optima and plateaus, [18] proposes a biased random walk strategy for a robotic swarm

to localize multiple point sources. The authors in [19] propose fluxotaxis which uses

the mass conservation principle to trace a chemical plume using a robotic swarm.

In a more recent work [20], a group of mobile robots are controlled to stay in a

formation centered in the plume while they move upwind and localize an ethanol

source. To localize multiple sources, the authors of [21] construct a statistical model

of the discovered sources allowing the robots to find the next source by subtracting

the effect of the previous ones.

When the transport phenomenon is turbulent, disconnected and non-smooth con-

centration patches appear in the medium. In this case, gradient-based approaches are

often significantly inaccurate. The authors in [22] propose a gradient-less search strat-

egy, called infotaxis, that maximizes the expected rate of local information gain. The

authors in [23] extend the infotaxis strategy to a multi-agent system. This approach

shows a behavior that resembles that of a moth, i.e., casting and zigzagging, which

amounts to an extensive exploration of the domain and can be energy-inefficient for

a mobile sensor.

The above heuristic approaches to SI are often successful in practice but they also

suffer from various drawbacks: First, they do not offer a systematic approach that

can handle the localization task under a wide range of conditions. Instead, they are

specialized for specific scenarios and sensors. Second, these methods often can only

localize a single point source or at best multiple point sources and provide no infor-

mation about the intensity of the sources. Moreover, they declare localization when

the robots physically reach the source while in fact it might be unsafe to approach

the source in some applications. Finally, often these heuristics are proposed for con-

vex environments and they do not handle obstacles and non-convex domains easily.

These limitations can be addressed if the underlying physics is properly incorporated
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in the formulation, which leads to model-based SI methods. 4 These model-based SI

methods are a special class of Inverse Problems (IPs) which have been studied for a

long time; see, e.g., [24]. Methods to solve IPs rely on a mathematical model of the

underlying transport phenomenon which often is a PDE and, in the special case of

SI problems, it is linear in the unknown source term.

The literature on model-based SI problems can be classified in different ways based

on the state of the problem, the number of sources, and their shape. Generally, tran-

sient transport phenomena are more challenging compared to the steady-state ones,

but time-dependent measurements are more informative. The localization of a single

point source in steady-state is considered in [25] where the source is assumed to be

a delta or step function and the domain is assumed semi-infinite. Based on these

assumptions, a closed-form solution for the forward problem is presented and is then

used to perform the localization task. On the other hand, the authors in [26] ad-

dress the problem for transient transport relying on the a priori knowledge of the

possible point source locations. SI in the presence of multiple point sources is consid-

ered using optimization-based methods. For instance, the work in [11] addresses the

detection and localization of multiple such sources using a wireless sensor network.

Alternatively, the authors of [27] use `1-norm regularization to localize multiple in-

stantaneous point-sources in a transient heat transfer system. This work assumes

that for the domain of interest the Green operator is known, which is often implau-

sible in real-world problems. A similar approach is followed in [28] where a sparse

recovery method is formulated to identify multiple point-sources under steady-state

conditions.

More general problems that involve sources of arbitrary shapes in arbitrary do-

4Note that some of the heuristics above selectively utilize physical principles but our intention here
is a dedicated, systematic formulation.
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mains are typically solved numerically using, e.g., the Finite Element (FE) method.

For instance, a thresholding method based on sensitivity analysis of the objective

functional is proposed in [29] to estimate the most likely location of the sources. The

quality of estimations obtained from this method depend on the dimensionless Peclet

number that measures the relative importance of advection compared to diffusion;

see Chapter 2 for details. Discretization of a steady-state PDE using the FE method,

leads to a linear time-invariant system where the source term acts as a control in-

put. From this perspective, the IP is similar to the problem of input reconstruction.

However, one of the main assumptions in this problem is that the number of obser-

vations is no less than the dimension of the unknown input [30]. This assumption

is violated in IPs which are typically ill-posed. To resolve this issue, regularization

techniques can be used [24]. The authors in [31] use the FE method along with total

variation regularization to solve the SI problem. In Chapter 3 we discuss an iterative

sparse recovery approach to the SI problem that is considerably more accurate than

currently available methods when the signal to noise ratio is large.

Despite generality, numerical methods such as FE method become computation-

ally demanding as the size of the domain grows. Domain Decomposition (DD) meth-

ods can be used to reduce the computational cost of evaluating FE models without

compromising the accuracy of the models. Such methods are widely used to han-

dle large-scale IPs [32]. Although these methods decompose the original problem

into many smaller and more manageable ones, as the domain becomes larger these

smaller subproblems can still grow large beyond the computational capacity of a mo-

bile robot. These methods also require communication of boundary nodes between

neighboring subdomains whose number increases proportional to the size of domain.

Furthermore, load balancing in DD is a nontrivial task that affects the performance

considerably [33]. In Chapter 3, we propose an optimization-based approach for SI
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that relies on DD along with model reduction to address these challenges. This ap-

proach relies on a network of mobile robots to reduce the computational cost for

each individual mobile robot. In a different approach, in Chapter 4 we propose a

non-convex formulation to decrease the computational cost of SI for a single mobile

robot. Note that, unlike heuristic methods, none of the model-based SI methods

discussed above, rely on robots to collect the measurements that are needed to solve

the problem. In Chapter 4, we also propose a planning scheme that optimally selects

the measurement locations required to solve the SI problem.

The SI methods discussed so far do not provide uncertainty bounds on the es-

timates that they return since obtaining such bounds is in general computationally

prohibitive. A statistical signal processing approach is proposed in [8] where the

authors use hypothesis testing combined with closed-form solutions of the AD trans-

port model for an infinite domain, to localize a landmine. Similarly, [34] employs

Bayesian hypothesis testing for localization of an instantaneous point source where

a Gaussian dispersion model is used to capture the underlying transport. There also

exist a more dedicated set of works that obtain posterior distributions for the source

parameters. Nevertheless, these methods do not utilize mobile robots to collect the

required measurements. For instance, in [35] we utilized Stochastic Reduced Order

Models (SROMs) to compute approximate posterior distributions for the source pa-

rameters. SROMs although use a small number of samples, require solving a nonlin-

ear optimization problem to obtain the corresponding probability weights. To obtain

an acceptable approximation of the posterior, large numbers of samples are needed

which makes the solution of the optimization problem challenging. As mentioned

earlier, model-based SI problems are a special class of IPs [24]. Stochastic solutions

to IPs in general are very common since computational cost is not a constraint in

this line of works. For example, the authors in [36] propose a new Markov Chain
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Monte Carlo method for seismic applications in which the proposal distributions are

Gaussians centered at the current estimate with the inverse of a modified Hessian

acting as the covariance matrix. See [36] for more relevant references on stochastic

IPs. These methods are computationally intractable for mobile robots. In Chapter

5, we propose a computationally efficient stochastic SI framework for mobile robots

that provides a posterior distribution for the source parameters.

1.2.2 Active Sensing for Source Identification

As discussed in Section 1.1, an important advantage of mobile robots compared to

static sensor networks is the ability to collect optimal information based on the latest

knowledge of the state of the problem. Such optimal measurement collection strate-

gies have been long studied in the robotics literature to solve state estimation prob-

lems. Given a probabilistic model of the measurement noise, information-theoretic

indices, e.g., covariance [37], Fisher Information Matrix (FIM) [38], different notions

of entropy [39], mutual information [40–42], and information divergence [43], have

been used for general robotic planning. For example, given an information distribu-

tion, the authors in [38] propose an optimal controller to navigate the robot through

an ergodic path. A distribution that relates the measurements to the parameters of

interest, is the key to information theoretic planning in all of these references. When

the underlying distributions are Gaussian, parametric filters like (extended) Kalman

filter can be used to obtain the desired distributions in closed-form, making the plan-

ning problem more efficient [37]. Nevertheless, when such simplifying assumptions

cannot be made, often particle filters are used to obtain the desired distributions [39].

Typically in SI problems, the amount of information provided by a measurement

depends on the value of the unknown parameters in addition to the measurement
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location. A common approach to address this point is to combine the path planning

for optimal measurement collection with the solution of the SI problem in a feedback

loop which leads to active SI methods; see Figure 1.5. To solve the planning problem,

scalar measures of the FIM can be used, as for state estimation; see, e.g., [44, Ch.

2]. The difference is that in SI the unknown parameters cannot be obtained in closed

form by a filter update, but instead they are obtained by the solution of an IP that is

much more difficult to solve. Specifically, the work in [45] presents trajectory planning

for an autonomous robot, utilizing the trace of the FIM, to identify parameters of

a transient AD model under an instantaneous gas release in an infinite domain.

Similarly, [46, 47] propose continuous-time optimal control methods that utilize the

determinant of the FIM for trajectory planning for IPs with a few unknowns; [46]

considers the SI problem in transient state under the assumption that the noisy

measurements are taken continuously, while [47] is an extension of [46] for general

IPs. In a different approach, the authors of [48] propose an adaptive SI algorithm to

localize a single point source emphasizing on path planning in unknown, possibly non-

convex, environments. Common in the above literature on ASI is that the proposed

methods avoid the solution of complex SI problems by either assuming very simple

mathematical models for the SI problem that can be efficiently solved, or by assuming

that the solution of the SI problem is provided a priori and the goal of planning is

to collect measurements that are then examined to find a source term that matches

those measurements. Therefore, these methods do not apply to general SI problems

and for this reason they have also not been demonstrated in practice. In Chapter 4,

we present a SI method that considers active measurement collection for realistic SI

problems using the FIM.
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1.2.3 Learning Turbulent Flow Fields

As discussed in Section 1.1, the global knowledge of the flow field, i.e., the velocity

and diffusivity fields, is essential for the solution of the AD-PDE and any problem

that utilizes the AD-PDE including the SI and AD-PDE control problems; see also

Figure 1.4. The most cost-effective way to estimate the flow field is using numerical

simulations and the Navier-Stokes (NS) equations. These equations are a set of PDEs

derived from the first principles, i.e., conservation of mass, momentum, and energy,

that describe the relationship between flow properties [16]. They can be simplified

depending on the nature of the flow, e.g., laminar versus turbulent or incompressible

versus compressible, to yield simpler, more manageable equations. Nevertheless,

when the flow is turbulent, solving the NS equations becomes very challenging due

to the various time and length scales that are present in the problem. Turbulent

flow is characterized by random fluctuations in the flow properties and is identified

by high Reynolds numbers. In many of the applications discussed in Section 1.1,

especially when air is the fluid of interest, even for very small velocities the flow is

turbulent; cf. Figure 1.1. In this case, Direct Numerical Solution (DNS) of the NS

equations is still limited to simple problems. A more effective approach is to solve the

time-averaged models called Reynolds-Averaged Navier Stokes equations, or RANS

for short. RANS models are useful since in many engineering applications we are

interested in averaged properties of the flow, e.g., the mean velocity components,

rather than the instantaneous fluctuations.

Averaging the flow properties in RANS models introduces additional unknowns,

called Reynolds stresses, in the momentum equation that require proper modeling

to complete the set of equations that are solved. This is known as the ‘closure

problem’. Depending on how this problem is addressed, various RANS models ex-
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ist that are categorized into two large classes, Eddy Viscosity Models (EVMs) and

Reynolds Stress Models (RSMs); see [49] for more details. The former assume that

the Reynolds stress is proportional to the strain defining, in this way, an effective tur-

bulent viscosity, while in the latter a transport equation is derived for the Reynolds

stress components and is solved together with the averaged flow equations. EVMs

have an assumption of isotropy built-into them meaning that the Reynolds stresses

are direction-independent. Although this assumption is not valid for flow fields that

have strong asymmetries, there are many benchmark problems for which the results

from EVMs are in better agreement with empirical data than RSMs; see e.g. [50].

In general, solutions provided by these RANS models are not necessarily compatible

with each other and more importantly with the real world and require experimental

validation [51]. Furthermore, precise knowledge of the Boundary Conditions (BCs)

and domain geometry is often unavailable which contributes to even more inaccuracy

in the predicted flow properties. Finally, appropriate meshing is necessary to prop-

erly capture the boundary layer and get convergent solutions from RANS models,

which is not a straight-forward process.

In order to address the shortcomings of RANS models and complement the asso-

ciated numerical methods, various experimental techniques have been developed that

directly measure the flow properties. These methods can also be used as stand-alone

approaches alleviating the need for accurate knowledge of the BCs and geometry. A

first approach of this kind utilizes hot-wire constant temperature anemometers. A

hot-wire anemometer is a very thin wire that is placed in the flow and can measure

flow fluctuations up to very high frequencies. The fluctuations are directly related

to the heat transfer rate from the wire [52]. Hot-wire sensors are very cost effective

but require placing equipment in the flow that might interfere with the pattern and

is not always possible. A next generation of approaches are optical methods that
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seed particles in the flow and optically track them. Two of the most important vari-

ants of optical methods are Particle Imaging Velocimetry (PIV) and Laser-Doppler

Anemometry (LDA). In PIV, two consecutive snapshots of the particles in the flow

are obtained and their spatial correlation is used to determine the shift and the veloc-

ity field [53]. On the other hand, in LDA a pair of intersecting beams create a fringe

in the desired measurement location. The light from a particle passing through this

fringe pulsates and the frequency of this pulse together with the fringe spacing de-

termine the flow speed [54]. Optical methods although non-intrusive, require seeding

particles with proper density and are expensive. Another sensing approach utilizes

Microelectromechanical Systems (MEMS) for flow measurements. Because of their

extremely small size and low cost, these devices are a very attractive alternative to

aforementioned methods [55].

Empirical data from experiments are prone to noise and error and are not always

available for various reasons, e.g., cost and accessibility, scale of the domain, and

environmental conditions. On the other hand, as discussed above, numerical simu-

lations are inaccurate and require validation but are cost-effective and can provide

global information over the whole domain. In Chapter 6 we propose a model-based

learning method using Gaussian Processes (GPs) that combines numerical solutions

with empirical data to improve the estimation accuracy of flow properties. In the

same chapter, we also propose an online path planning method that guides the robot

through optimal measurement locations that maximize the amount of information

collected about the flow field. In the following, we briefly discuss similar literature

that utilize Machine Learning to better approximate turbulent flow fields and the

robotics literature that study planning problem for GPs.
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Machine Learning in Fluid Dynamics

Machine Learning (ML) algorithms have been used to help characterize flow fields.

One way to do this is by model reduction to speed up the numerical solutions [56–59].

Particularly, the authors in [56] utilize Neural Networks to reduce the order of the

mathematical model and introduce a correction term in the Taylor expansion of the

near wall equations that improves the approximations considerably. The work in [57]

uses Deep Learning to construct an efficient, stable, approximate projection operator

that replaces the iterative solver needed in the numerical solution of the NS equa-

tions. [58] proposes an alternative approach to traditional numerical methods utilizing

a regression forest to predict the behavior of fluid particles over time. The features

for the regression problem are selected by simulating the NS equations. A different

class of methods utilize ML to improve accuracy instead of speed. For instance, [60]

presents a modification term in the closure model of the RANS equations which is

learned through data collected experimentally or using DNSs. The modified closure

model replaces the original one in the RANS solvers. In a different approach, the

authors in [51] utilize classification algorithms to detect regions in which the assump-

tions of the RANS models are violated. They consider three of the main underlying

assumptions: (i) the isotropy of the eddy viscosity, (ii) the linearity of the Boussinesq

hypothesis, and (iii) the non-negativity of the eddy viscosity.

The approaches discussed above mainly focus on application of ML to improve

on the speed or accuracy of the RANS models at the solver level without considering

various sources of uncertainty that are not captured in these models, e.g., imperfect

knowledge of the BCs and geometry. To the contrary, in Chapter 6 we focus on

validation, selection, and modification of the solutions obtained from RANS models

using a data-driven approach. Particularly, we employ GPs to model the flow field and
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propose a supervised learning strategy to incorporate empirical data into numerical

RANS solutions in real-time. GPs provide a natural way to incorporate measurements

into numerical solutions and to construct posterior distributions in closed-form. Note

that GPs have been previously used to model turbulent flows in other contexts. For

instance, [60] uses GPs to modify closure models and improve accuracy while [61]

models turbulent fields via GPs and then uses these GPs to obtain probabilistic

models for the dispersion of particles in the flow field. Since turbulence is a non-

Gaussian phenomenon [62], assuming Gaussianity is a major approximation in [61].

Unlike [61], here we focus on mean flow properties which are Normally distributed

regardless of the underlying distribution of the instantaneous properties [63].

Active Learning for Gaussian Processes

Active learning using GPs has been investigated extensively in the robotics litera-

ture. This is because of the closed form of the posterior distribution that makes

GPs ideal for inference and planning. Collecting informative data in active learning

applications depends on defining appropriate optimality indices for planning with

entropy and Mutual Information (MI) being the most popular ones. Particularly, MI

is submodular and monotone and can be optimized using greedy approaches while

ensuring sub-optimality lower-bounds [64]. Necessary conditions to obtain such sub-

optimality lower bounds for MI are discussed in [65]. When used for planning, such

optimality indices can guide mobile robots through sequences of measurements with

maximum information content. For example, [66] proposes a suboptimal, non-greedy

trajectory planning method for a GP using MI, while [67] relies on Markov Decision

Processes and MI to plan paths for autonomous under-water vehicles. On the other

hand, the work in [68] collects measurements at the next most uncertain location

which is equivalent to optimizing the entropy. In Chapter 6, we employ a similar ap-
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proach where the mobile sensor plans its path to minimize the entropy of unobserved

areas of the domain.

Active learning using GPs has applications ranging from estimation of nonlinear

dynamics to spatiotemporal fields. For instance, [68] presents an active learning

approach to determine the region of attraction of a nonlinear dynamical system.

The authors decompose the unknown dynamics into a known mean and an unknown

perturbation which is modeled using a GP. Also, [69, 70] use similar approaches to

estimate and control nonlinear dynamics using robust and model predictive control,

respectively. The authors in [71] present an active sensing approach using cameras

to associate targets with their corresponding nonlinear dynamics where the target

behaviors are modeled by Dirichlet process-GPs. On the other hand, the work in [72]

uses GPs to estimate the uncertainty in predictive ocean current models and relies

on the resulting confidence measures to plan the path of an autonomous under-water

vehicle. GPs have also been used for estimation of spatiotemporal fields, e.g., velocity

and temperature. For instance, [73] proposes a learning strategy based on subspace

identification to learn the eigenvalues of a linear time-invariant dynamic system which

defines the temporal evolution of a field. The work in [74] addresses the problem of

trajectory planning for a mobile sensor to estimate the state of a GP using a Kalman

filter. Closely related are also methods for robotic state estimation and planning with

Gaussian noise; see [37,75,76].

The literature discussed above typically employs simple, explicit models of small

dimensions and does not consider model ambiguity or parameter uncertainty. Instead,

in Chapter 6 we consider much more complex models of continuous flow fields that

are implicit solutions of the NS-PDEs. Solutions to the NS equations depend on

uncertain parameters like BCs and geometry. We propose a model-based approach

to learn the posterior distributions of these solutions along with the flow properties.
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1.2.4 Advection-Diffusion PDE Control Problem

From natural disasters like wildfires [9] to environmental pollution [3] and chemical

leaks [4,10], many life-threatening processes can mathematically be modeled as Dis-

tributed Parameter Systems (DPSs) using transport equations like the AD-PDE [77].

As discussed in Section 1.1, creating safe zones in any of these domains, where the

temperature or concentration are maintained within the survival limits for humans

or animals, is a problem of paramount significance. The goal is to ensure that these

zones remain unaffected by external environmental conditions. In Chapter 7, we

propose to use mobile robots to create such safe zones, or cloaks, in mass transport

systems modeled by time-dependent AD-PDEs.

Cloaking in transport systems is an active area of research. Examples include

mass transport cloaking [78], thermal transport cloaking [79], acoustic cloaking [80],

and cloaking for elasticity [81]. The proposed methods typically rely on metamateri-

als to passively alter the transport phenomenon around a desired region, decreasing

in this way the effect of the external environment. Mathematically, this is achieved by

exploiting the invariance of the associated PDEs under curvilinear transformations.

However, these methods generally cannot maintain desired environmental conditions

in the cloaked zone. This is the case in [78] that creates safe zones in mass transport

systems by enclosing these zones in a cloak consisting of cocentric spheres of varying

diffusivities. While the concentration inside the safe zone is maintained below the lev-

els of the surrounding environment, it cannot be precisely controlled. This limitation

can be alleviated using active cloaking methods, specifically using robots that carry

sources that counteract the release of a chemical agent. By controlling the position of

the robots and the release rates of their sources, safe zones of desired concentration

levels can be created, even under changing external environmental conditions.
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The task of creating safe zones has been considered in the robotics literature,

e.g., in containment control [82, 83] and perimeter patrol [84–86] problems. In the

former, a network of robots are driven to a target destination while contained within

a polygon created by the leaders. A possible application is to secure and remove

hazardous materials without contaminating the surroundings [83]. In the latter,

the objective is to prevent an adversary from penetrating an area of interest by

periodically monitoring its boundaries using a team of mobile robots [85]. A closely

related problem is considered in [87] where the objective is to contain a herd of animals

within a safe zone. Unlike these problems, here we are interested in using mobile

robots to create safe zones in DPSs where the time-dependent transport phenomenon

is governed by PDEs.

The AD-PDE control problem is closely related to disturbance control of DPSs [88]

where the objective is to maintain the equilibrium of a DPS against an exogenous

disturbance moving in the domain. We formulate the AD-PDE control problem as

a PDE-constrained optimization problem [15]. These problems have been studied

extensively in the literature [15] and, as mentioned in Section 1.1, the main challenge

in solving them is the size of the discretized model obtained from numerical methods

like the FE method [89]. This so-called curse of dimensionality is severely exacerbated

when the problem is time-dependent. The only viable solution, currently available,

is to use model reduction techniques to alleviate this computational cost but these

approaches compromise accuracy and stability for speed [90] and result in a set of

ordinary differential equations that require an implicit time discretization which still

is computationally expensive. In Chapter 7, we propose a new approach to mitigate

the curse of dimensionality by utilizing deep Neural Networks to solve the AD-PDE.
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1.2.5 Neural Networks for Advection-Diffusion PDE

As we have discussed throughout this chapter, except for some special cases, only

approximate solutions to PDEs can be obtained using discretization-based numerical

methods. These methods often belong to one of three main categories, namely, Finite

Difference (FD) methods, Finite Element (FE) methods, and Finite Volume (FV)

methods [91]. The FD methods are often restricted to simple domains whereas the

FE and FV methods can be applied to more general problems. The solutions that they

provide are given over a set of grid points that sample the spatiotemporal domain.

Then, the solution at any new point can be obtained by interpolating the nearby

nodal values. This local treatment of the solution makes the models obtained from

these methods extremely expressive but also very expensive to evaluate and store. In

Chapter 7 we follow a different approach that relies on deep Neural Networks (NNs)

to capture the solutions of PDEs using trainable parameters that are considerably

fewer than the number of grid points used in discretization-based methods.

Using NNs to approximate solutions of PDEs is very beneficial for the following

reasons: (i) their evaluation is extremely fast and thus, unlike currently available

MOR methods, there is no need to compromise accuracy for speed, (ii) parallelization

of the training is trivial, and (iii) the resulting model is smooth and differentiable

and thus, it can be readily used in PDE-constrained optimization problems, e.g.,

for source identification [92] or control of PDEs [93]. The authors in [94, Ch. 04]

provide a review of different approaches for solving PDEs using NNs. One group of

approaches utilize NNs to memorize the solution of PDEs. Particularly, they solve

the PDE using a numerical method to obtain labeled training data and often utilize

Convolutional NNs (CNNs), being powerful image processing tools, to capture the

numerical solution in a supervised learning way [95]. For instance, [96] proposes a fluid

23



dynamics solver that utilizes a CNN, consisting of encoding and decoding layers, to

predict the velocity field in steady-state problems. It reports a stellar speedup of four

orders-of-magnitude in computation time. The authors in [97] propose PDE-NET

that is capable of identifying partial differential operators as well as approximating

the solution of PDEs. Note that these approaches do not replace numerical methods

but rather rely on them and introduce an extra layer of approximation.

Another class of works directly discretize the domain and construct a model based

on this discretization. For instance, [98] utilizes radial basis functions to construct

a linear system of equations that is solved to obtain an approximate solution of

the desired PDE. There exist also another group of methods called FE-NNs which

represent the governing FE equations at the element level using artifical neurons

[99–101]. Note that both of these approaches scale with the number of discretization

points and are similar in spirit to numerical methods like the FE method.

Most relevant to the approach proposed in Chapter 7 is a set of works that also

directly train a NN to approximate the solution of PDEs in an unsupervised learning

way. One of the early works of this kind is [102] that uses the residual of the PDE

to define the required loss function. In order to remove the constraints from the

training problem, the authors only consider simple domains for which the BCs can

be manually enforced by a change of variables. The work in [103] elaborates more on

this technique. Although these approaches attain comparable accuracy to numerical

methods, they are impractical since in general enforcing the BCs is as difficult as

solving the original PDE. Following a different approach, the work in [104] utilizes

a constrained back-propagation algorithm to enforce the initial and boundary condi-

tions during training. In order to avoid solving a constrained training problem, the

authors in [105] add the constraints corresponding to BCs to the objective as penalty

terms. Similarly, in [106] the authors focus on the solution of PDEs with high di-
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mensions using a Long Short-Term Memory architecture and prove a convergence

result for the solution as the number of trainable parameters of the NN is increased.

Although a large number of samples is required to train the model, this training

data is sequentially provided to the NN. A similar approach is proposed in [107] that

utilizes the physical laws modeled by PDEs as regularizing terms to guide the learn-

ing process, while [108] uses the PDEs to define energy fields that are minimized to

train CNNs to predict the PDE solutions at discrete sets of points. Alternatively,

Reinforcement Learning can be used to train NNs that approximate the solutions

of PDEs. For instance, in [109] the actor-critic algorithm is used where the PDE

residual acts as the critic.

The literature discussed in the previous paragraph uses the PDE residual as the

loss function. This loss function contains high order derivatives and trains over

measure-zero points in space-time. Consequently, adequate learning of the PDE so-

lution requires an extremely large number of training points. In Chapter 7 we propose

a novel loss function that employs the variational form of the PDE, as opposed to

its differential form, addressing both of these issues. Another limitation of existing

methods is the arbitrary selection of the training points that can lead to the selection

of less-informative points. Instead, here we propose a method to optimally select the

training points, inspired by literature on active learning methods. Note that active

learning has been extensively studied for supervised learning to alleviate the cost of

labeling the data. The work in [110] presents an extensive survey of this literature

including various strategies to determine the most informative queries to be made to

an oracle. Often samples with the highest ambiguity are preferred; this is closely re-

lated to informative planning methods in the robotics literature [37,111] and optimal

experiment design [44]. Here we propose an active learning method for unsupervised

learning that relies on the feedback obtained from the PDE residual to optimally
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select the training points themselves instead of inquiring labels for them. This is

closely related to mesh adaptivity methods in the FE literature where the underlying

mesh is locally refined in regions with large error values [112].

1.3 Description of the Content

1.3.1 Chapter 3

In this chapter, we discuss a convex formulation of the model-based SI problem for

multiple continuous sources inside an arbitrary domain. We assume that the AD

transport phenomenon is in steady-state. After discretization of the PDE using the

FE method, we obtain a linear model connecting the sources and the measurable

quantity. Then, our goal is to estimate the source vector using a limited number of

measurements inside the domain. The measurements are static and are taken at a

small number of grid points of the FE mesh where the sensors are located. Assuming

that the area occupied by the sources is much smaller compared to the whole domain,

as is often the case in practice, the desired unknown source vector will be sparse which

motivates the use of sparse reconstruction to estimate it. Specifically, we propose a

novel algorithm to recover the solution of the SI problem that combines Reweighted

`1 regularization [113] with iterative Least Squares, also called Debiasing [114], to en-

hance the quality of the recovery. We show that the proposed regularization technique

achieves significantly higher identification accuracies, compared to the other popular

methods in the literature. The details of this algorithm are published in [115].

As discussed in Section 1.2.1, discretization-based methods to SI are computation-

ally demanding. To address this issue, we decompose the domain among a network

of mobile robots and utilize model reduction to further decrease the computational
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cost. These model reduction techniques allow for efficient approximate solutions of

PDEs by significantly reducing the dimension of the state space of the problem. As

such, they can be used for online computation and control; any expensive compu-

tations required in these methods, e.g., application of the FE method, are typically

performed offline. Particularly, in Chapter 3 we use Proper Orthogonal Decompo-

sition (POD) to construct a closed-form reduced order model that given a source

vector, predicts the corresponding concentration field [116]. Then using this reduced

model, we decompose the unknown source vector among the agents so that none of

them has access to the complete unknown source vector or the AD model. We define

the SI problem as an `2-regularized least squares problem and formulate it such that

the Accelerated Distributed Augmented Lagrangian (ADAL) algorithm [117] can be

used to solve it in a decentralized way. We analyze the time complexity and memory

requirement of the proposed method and show that they grow only linearly as the

FE mesh size increases. This distributed convex SI algorithm is reported in [118].

1.3.2 Chapter 4

In this chapter, we consider the problem of Active Source Identification (ASI) in AD

transport systems in steady-state. Particularly, given a set of noisy measurements,

we formulate the SI problem as a variational regularized least squares optimization

problem subject to the AD-PDE. To obtain a tractable solution to this problem,

we employ POD [116] to approximate the concentration field using a set of optimal

basis functions. Moreover, we model the source term using nonlinear basis functions,

which decreases the dimension of the parameter space significantly, although at the

expense of introducing nonlinearity. Using these parameterizations, we approximate

the functional formulation of the SI problem with a low dimensional, nonlinear, con-

strained optimization problem, which we solve iteratively utilizing the gradient and
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Hessian information that we explicitly provide. To initialize this nonlinear problem,

we rely on the point-source Sensitivity Analysis of the SI objective function [29].

Assuming a small number of measurements are available to initialize the identi-

fication process, we determine a sequence of waypoints from where a mobile robot

sensor can acquire further measurements by formulating a path planning problem

that maximizes the minimum eigenvalue of the FIM of the unknown source parame-

ters with respect to the noisy concentration measurements. The integrated algorithm,

alternates between the solution of the SI and path planning problems; see Figure 1.5.

In particular, with every new measurement the solution of the SI problem produces a

new source estimate, which is used in the path planning problem to determine a new

location from where a new measurement should be taken, and the process repeats.

By appropriately decomposing the domain, we show that the proposed algorithm

can identify multiple sources in complex AD systems that live in non-convex environ-

ments. We demonstrate the applicability of the ASI algorithm in real-world problems

by utilizing a custom-built mobile robot that collects concentration measurements to

identify an ethanol source. The results of this chapter are published in [92,119].

1.3.3 Chapter 5

In this chapter, we propose a stochastic approach to solve the SI problem problem un-

der parameter and measurement uncertainty. Specifically, given a prior distribution

over the source parameters and secondary parameters, we utilize the Markov Chain

Monte Carlo (MCMC) method to sample the posterior distribution of the parameters

conditioned on the available measurements. As mentioned in Section 1.2.1, sampling-

based stochastic solutions to IPs can be computationally demanding. To obtain a

tractable solution, we reduce the dimension of the sampling space by modeling the
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source term using nonlinear basis functions similar to Chapter 4, which decreases

the dimension of the parameter space significantly. Furthermore, since each iteration

of the MCMC algorithm requires one evaluation of the AD model to calculate the

sample likelihood, we employ a model reduction method that allows us to obtain

closed-form solutions for the AD model. In order to construct the proposal distri-

bution, required by the MCMC algorithm, we utilize deterministic point estimates

obtained using the techniques proposed in Chapter 4. This allows us to capture the

desired posterior distributions with a smaller number of samples. The reduction of

the parameter space and AD model as well as the proper construction of the pro-

posal distribution are the key ideas that enable the proposed tractable stochastic SI

method. Our algorithm provides posterior distributions that are used to obtain point

estimates for the parameters as well as uncertainty bounds for these estimates.

1.3.4 Chapter 6

As discussed in Section 1.1, the knowledge of the velocity and corresponding diffu-

sivity fields is essential for the solution of the AD-PDE; see also Figure 1.4. For

typical applications of interest, the flow fields are often turbulent. Then, as discussed

in Section 1.2.3, empirical data from experiments are prone to noise and error and

might be unavailable for various reasons, e.g., cost and accessibility, scale of the do-

main, and environmental conditions. On the other hand, numerical simulations are

inaccurate and require validation but are cost-effective and can provide global infor-

mation over the whole domain. In Chapter 6, we propose a model-based learning

method that combines numerical solutions with empirical data to improve on the

estimation accuracy of flow properties. Specifically, we construct a statistical model

of the time-averaged flow properties using Gaussian Processes (GPs) and employ

the physics of the problem, captured by RANS models, to inform their prior mean.
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We construct GPs for different RANS models and realizations of the random BCs

and other uncertain parameters. We also derive expressions for measurement noise

and systematically incorporate it into our GP models. To collect the empirical data,

we use a custom-built mobile robot sensor that collects and analyzes instantaneous

velocity readings and extracts time-averaged velocity and turbulent intensity mea-

surements. Specifically, we propose an online path planning method that guides the

robot through optimal measurement locations that maximize the amount of informa-

tion collected about the flow field. Then, using Bayesian inference and hierarchical

model selection, we obtain the posterior probabilities of the GPs and the flow prop-

erties for each model after conditioning on the empirical data. The proposed robotic

approach to learning the properties of turbulent flows allows for fewer, more infor-

mative measurements to be collected. Therefore, it is more efficient, autonomous,

and can be used for learning in inaccessible domains. The results of this chapter are

reported in [111].

1.3.5 Chapter 7

This chapter is dedicated to the formulation and solution of the AD-PDE control

problem. First, we propose an approach that relies on deep Neural Networks (NNs)

to capture solutions of PDEs and particularly the AD-PDE. The proposed framework,

called VarNet for Variational Neural Networks, employs a novel loss function that

relies on the variational (integral) form of PDEs and is discretization-free and highly

parallelizable. Since, compared to the differential form of the PDE, the variational

form contains lower order derivatives of the solution and considers segments of space-

time as opposed to single points, the proposed loss function allows to learn solutions

of PDEs using significantly fewer training points. Moreover, this loss function allows

the NN to learn solutions of PDEs in a model-based and unsupervised way, where

30



training of the NN parameters is guided by the PDE itself without a need for prior

labeling. We also propose a way to optimally select the points needed to train the

NN, based on the feedback provided from the residual of the PDE. Using NNs to

approximate solutions of PDEs makes it trivial to solve these PDEs parametrically;

these parameters need only be included as additional inputs to the NN. Consequently,

a great strength of VarNet is that it can also be used as a powerful Model Order

Reduction (MOR) tool for PDEs, since the resulting models are very fast to evaluate.

Given the proposed approach to solve AD-PDE using NNs, we next formulate and

solve the AD-PDE control problem using a team of mobile robots. Specifically, we

model the propagation of the chemical agent in the environment by a time-dependent

AD-PDE and assume that the robots move on predefined curves that enclose the

desired safe zone. Then, we formulate the proposed active cloaking problem as a

PDE-constrained optimization problem whose solution returns collision-free optimal

robot trajectories and corresponding source release rates that maintain desired con-

centration levels in the safe zone. To solve this optimization problem, we use the

proposed method that employs deep NNs to approximate the solution of the PDE.

This is in contrast to standard discretization approaches, such as the FE method,

that are prohibitively expensive, especially for time-dependent problems such as those

considered here. Given the loss function for the AD-PDE, we formulate the robotic

AD-PDE control problem as an unsupervised model-based learning problem that we

solve using state-of-the-art stochastic gradient descent algorithms [120]. Common

model-based learning approaches in the robotics literature modify a known model

using large amounts of labeled data collected before training, e.g., samples of robot

trajectories, to account for uncertainties and unmodeled dynamics in the model; see

e.g., [68]. To the contrary, here we train the NN to approximate the solution of the

AD-PDE using unlabeled sample points of the space-time generated during train-
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ing. The physics captured by the PDE guide the learning of the NN parameters. In

this sense, our approach is a model-based method as opposed to a merely statistical

method that automatically extracts features and cannot be easily interpreted. The

results of this chapter are published in [93].

1.4 Contributions

1.4.1 Contributions of Chapter 3

• We propose a convex formulation of the SI problem based on the FE method

that allows to handle multiple continuous sources and arbitrary domain shapes.

• First, we consider a sparse recovery technique using `1-regularization for a single

mobile robot. Through detailed simulation study we demonstrate that our pro-

posed algorithm achieves significantly higher identification accuracies compared

to the other popular methods in the literature.

• To alleviate the computational cost associated with discretization-based meth-

ods, we next utilize a network of mobile robots that decompose the domain

among themselves. Then, using ADAL which is a distributed optimization

algorithm, we solve the problem in a decentralized way that is guaranteed to

converge to the unique optimal solution of the SI problem. We analyze the time

complexity and memory requirement of the proposed method and show that

they grow only linearly as the FE mesh size increases. We also implement our

algorithm in an online way, where the mobile robots collect their measurements

as they solve the SI problem, allowing them to maintain a real-time estimation

of the source. Finally, we compare our algorithm to an alternative solution that

we present based on the Alternating Direction Method of Multipliers.
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1.4.2 Contributions of Chapter 4

• To the best of our knowledge, the approach proposed in this chapter is the first

model-based ASI framework that has been successfully demonstrated in prac-

tice. As discussed in Section 1.2.1, existing literature on active SI includes ei-

ther model-free bio-inspired heuristic methods or model-based approaches that

employ simplifying assumptions, e.g., point sources in infinite domains, to mit-

igate the complexity of solving real SI problems. Compared to the heuristic ap-

proaches, i.e., chemotaxis, amenotaxis, fluxotaxis, and infotaxis, our proposed

model-based SI method combines all these bio-inspired behaviors systematically

in a general identification framework. Specifically, the concentration readings

are explicitly modeled in the least squares objective while the gradient informa-

tion (chemotaxis), velocity information (anemotaxis), and the first principals

(fluxotaxis) are rigorously encapsulated in the AD-PDE. Finally, the informa-

tion content of the measurements (infotaxis) are incorporated in the solution

of the planning problem. On the other hand, compared to model-based ap-

proaches that rely on oversimplified models, our method can solve more general

and realistic SI problems.

• Similar to the path planning methods for state estimation, our method combines

SI and path planning in a feedback loop. However, as discussed in Section

1.2.2, the difference is that unlike the estimation problem that is solved by a

closed-form filter update, the SI problem requires the solution of a complex

PDE-constrained optimization problem. The key ideas that enable a tractable

solution to this problem are:

(a) a suitable integration of model order reduction, point-source Sensitivity
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Figure 1.6: A schematic representation of the literature relevant to the SI problem.

Analysis, and domain decomposition methods,

(b) a nonlinear representation of the source term that reduces the dimension

of the parameter space,

(c) an information theoretic metric to measure the value of measurements for

identifying unknown source parameters.

The result is a set of techniques, insights, and methodological advancements

that show how to efficiently design a model-based SI method that can be im-

plemented onboard mobile robots. Form a technical standpoint, the proposed

framework bridges the gap in the rich but disconnected literature on source

localization and active sensing that was discussed in Sections 1.2.1 and 1.2.2,

respectively; see Figure 1.6.

• A significant contribution of this work is that it is the first to demonstrate

applicability of robotic model-based SI methods to real-world problems. Real-

world SI problems present major practical challenges related to modeling and

estimation of the flow properties, which serve as the input data to the AD-PDE,

instability of the AD-PDE itself, and the uncertainties that are present in the

parameters and boundary conditions; see the discussion in Section 4.4.3. We

show that our algorithm is robust to uncertainties and performs well despite
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various simplifying assumptions made to model the real-world problems; see

[49,121] for more details about these assumptions.

1.4.3 Contributions of Chapter 5

• To the best of our knowledge, the method proposed in this chapter is the first

approach that can be used to solve realistic SI problems under uncertainty and

in near real-time on standard off-the-shelf computers that can be found, e.g.,

onboard mobile robots. Moreover, the proposed SI framework is most general

in that it can solve problems in non-convex domains containing multiple sources

of arbitrary shapes and, more importantly, it can accommodate arbitrary prob-

ability distributions and uncertain secondary parameters like boundary condi-

tions that are often uncertain in practice.

• Sampling-based stochastic solutions are computationally demanding. A major

contribution of this chapter is to devise a methodology that enables a tractable

solution for mobile robots. Specifically, we utilize a representation for the source

parameters that requires minimum number of unknowns and a model reduction

method to construct closed-form AD models. The former reduces the dimen-

sion of the sampled parameter space while the latter ensures that the likelihood

function can be evaluated efficiently. Finally, to construct the proposal distri-

bution, required by the sampling algorithm, we use estimates for the source

parameters provided by the deterministic solver proposed in Chapter 4. This

allows us to capture the desired posterior distributions with a smaller number

of samples.
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1.4.4 Contributions of Chapter 6

• To the best of our knowledge, this is the first model-based framework that can

be used to learn flow fields using empirical data. To this date, machine learning

methods have only been used to speed up numerical simulations using RANS

models or to increase their accuracy. Instead, the proposed framework learns

solutions of the NS equations by systematically combining theoretical models

and empirical data. Compared to empirical methods to estimate flow fields,

this is the first time that robots are used for data collection, while compared to

relevant active learning methods in robotics, the models that we consider here

are much more complex, uncertain, and contain ambiguities that can only be

resolved using empirical validation.

• We design a cost-effective flow sensor mounted on a custom-built mobile robot

that collects and analyzes instantaneous velocity readings. We also propose a

planning algorithm for the mobile robot based on the entropy optimality index

to collect measurements with maximum information content and show that it

outperforms similar planning methods that possess suboptimality bounds.

• The proposed framework is able to select the most accurate models, obtain

the posterior distribution of the flow properties and, most importantly, predict

these properties at new locations with reasonable uncertainty bounds. We

experimentally demonstrate the predictive ability of the posterior field and

show that it outperforms prior numerical solutions.
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1.4.5 Contributions of Chapter 7

• To the best of our knowledge, the proposed method in this chapter is the first

in the robotics literature to consider the active mass transport cloaking prob-

lem as an instance of PDE control problem. Compared to passive cloaking

methods that employ metamaterials to steer the transport phenomenon, our

method can more precisely control the concentration levels in the safe zone.

Compared to model-based learning approaches in the robotics literature that

rely on supervised learning and large amounts of labeled data, here we pro-

pose an unsupervised method that relies on samples generated from space-time

during training.

• Compared to methods that use NNs to approximate the solutions of PDEs, we

propose a novel loss function that relies on the variational form of the PDE. The

advantages of this loss function, compared to existing approaches that use the

PDE residual, are two-fold. First, it contains lower order derivatives so that the

solution of the PDE can be estimated more accurately. Note that it becomes

progressively more difficult to estimate a function from its higher order deriva-

tives since differential operators are agnostic to translation. Second, it utilizes

the variational (integral) form of the PDE that considers segments of space-

time as opposed to single points and imposes fewer smoothness requirements

on the solution. Note that variational formulations have been successfully used

in the FE method for a long time [89].

• Compared to existing MOR methods, our method is conceptually different, con-

siderably faster to evaluate, does not require interpolation, and is particularly

suited for nonlinear problems. Our proposed method blurs the line between
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numerical solvers for PDEs and MOR techniques since it serves both purposes

simultaneously.

• We propose a new way to optimally select the points needed to train the NNs

that is informed by the feedback obtained from the PDE residual. Our optimal

sampling method improves the efficiency of the training and the accuracy of

the resulting models.

• A significant contribution of this chapter is also the development of the VarNet

tool [122] that uses the proposed Deep Learning framework to solve PDEs and is

based on the TensorFlow module. We present numerical experiments using

this tool to demonstrate our proposed approach. Particularly, we focus on the

AD equation although the presented approach applies to any PDE that can be

solved using the FE method. Note that discretization-based solutions to the

AD-PDE often have stability issues for highly advective problems [123] which

are magnified when the model is reduced using, e.g., the POD method. This is

because this reduction typically amounts to loosing high frequency content of

the original model. Through simulations we demonstrate that unlike the POD

method, our approach does not suffer from such instability issues.
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2

Advection-Diffusion Partial
Differential Equation

In this chapter, we discuss the derivation of the Advection-Diffusion (AD) PDE and

its extension when the underlying transport is turbulent. Let t ∈ [0, T ] denote a time

instance, Ω ⊂ Rdx be the domain of interest where 1 ≤ dx ≤ 3, and x ∈ Ω be a

spatial point in the domain. Assume that the presence of sources is modeled by the

function s : [0, T ]×Ω→ R and let c : [0, T ]×Ω→ R be the measurable quantity, such

as concentration, generated by this source function. The concentration levels in the

medium can be given as mass or molar fraction and these different units can easily

be converted to each other.1 In a typical fluid medium, e.g., in air, the transport of

the chemical substance is due to two different mechanisms, diffusion and advection.

Diffusion is caused by the random motion of the molecules of the medium whereas

advection is caused by their net motion. Let the velocity at which the chemical is

transported via advection be q(t,x) ∈ Rdx and κ(t,x) ∈ R+ denote the corresponding

diffusivity of the medium. In order to derive the AD-PDE, we define the flux vector

N(t,x) of the chemical as the flow rate over a unit area. The flux has the unit

1The unit of concentration is arbitrary so long as it is consistent with the unit used for the source.
Let [c] denote the concentration unit, then the corresponding source unit is [c]/sec.
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[c]/m2/sec where [c] denotes the arbitrary concentration unit. This flux in general

is due to diffusion and advection. The diffusive flux at any given point in a laminar

flow follows the Fick’s first law [124] and is proportional to the concentration gradient

where the proportionality constant is the laminar diffusivity κ0, i.e., Nd = −κ0∇c.

The negative sign appears since the gradient points into the direction of maximum

concentration increase while flux happens in the opposite of this direction. On the

other hand, the advective flux is simply given by Na = q c.2 Thus, the total flux

at a given point in space-time is N = Nd + Na. Consider an infinitesimal element

dΩ of the domain. According to the conservation of mass principle, the net influx

from the source s and through the boundaries of this element is equal to the rate of

accumulation of the chemical in the element, i.e.,

ċ = −∇ ·N + s,

where ċ = ∂c/∂t and the negative sign appears since the out-flux is assumed to be

positive. The derivation of this equation can be found in [16] and is omitted here for

simplicity. Substituting for the total flux, the transport of the concentration c(t,x)

at any given point in space-time is governed by the Advection-Diffusion (AD) PDE

ċ = −∇ · (−κ∇c+ q c) + s, (2.1)

where κ denotes the total diffusion and for laminar flow κ = κ0.

The differential form of the AD-PDE (2.1) describes the local relationship be-

tween the PDE input-data, including the flow field and the source function, with

the concentration c(t,x) at a given point in space-time. In order to obtain a unique

2To see this note that the mass flow rate ṁa due to advection, through an area dA, is given by
ṁa = cq · n dA = Na · n dA where n is the unit outward normal vector to the surface dA.
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solution for (2.1), we need to specify appropriate boundary-initial conditions that

determine the solution across the space-time [0, T ] × Ω; see [77] for more details on

the well-posedness and uniqueness of this solution. Throughout this dissertation,

without loss of generality we apply Dirichlet conditions to the boundaries Γ of the

domain, i.e., we specify the value of concentration on these boundaries; more general

boundary conditions can be considered without any additional complications [77].

Moreover, for the SI problem, we use the steady-state solution of the AD-PDE (2.1)

which amounts to setting ċ = 0, i.e.,

−∇ · (−κ∇c+ q c) + s = 0, (2.2)

This assumption is reasonable since in a typical medium like air, this steady state

develops quickly; cf. Section 4.4.2.

So far we have assumed that the flow is laminar in which case the diffusive flux

follows Fick’s first law. Nevertheless, when the flow is turbulent, which is the case for

any reasonable velocity field when the transport medium is air, the steady state does

not occur. Instead, the advective flux acts in the direction of the instantaneous ve-

locity vector which is very chaotic and oscillatory; see Chapter 6 and [157]. Because

of this chaotic nature, advection contributes more strongly to mixing in turbulent

flows than laminar flows. Specifically, it causes the instantaneous streamlines to fre-

quently change direction over short length scales, thus increasing the area of contact

between different regions of the flow and allowing diffusion to exchange mass between

these regions more efficiently. Since it is computationally very demanding to model

the instantaneous velocity field, it is customary to consider an advective flux that

is proportional to the time-averaged velocity vector and account for the additional

turbulent mixing using an extra term added to the diffusive flux; see the discussion in
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Section 1.2.3. Particularly, given the turbulent viscosity µt, we define an equivalent

turbulent diffusivity as [121]

κt =
µt
ρ Sc

, (2.3)

where ρ is the density of the medium and Sc is Schmidt number whose default value is

0.7 and stays constant for a broad set of species and transport mediums. This number

is the ratio of the momentum diffusivity (viscosity) to mass diffusivity. Given the

time-averaged velocity vector, which we denote by q(x), and the total diffusivity

κ(x) = κ0 + κt(x), (2.4)

we can use the steady-state AD-PDE (2.2) to predict the time-averaged concentration

field in turbulent flows as before.

The stability of numerical solvers used to solve the AD-PDE (2.2) depends on

the dimensionless Peclet number which is a measure of the relative dominancy of

advection over diffusion and is defined as

Pe =
q l

κ̄
, (2.5)

where q is a measure of the velocity magnitude, l is a characteristic length of the

domain Ω, and κ̄ is a measure of the diffusivity of the medium. Generally speak-

ing when advection is the dominant mode of transport, i.e., when Pe number is

high, the numerical solvers become unstable and non-physical oscillations appear in

the solution of the AD-PDE (2.1). Specifically, when the numerical Peclet number,

computed based on the element size and local velocity and diffusivity fields, is larger

than Pe ≥ 2, the standard Galerkin FE method becomes unstable [125] and stabilized

methods are required; see the discussion of Section 4.4.3.
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3

Convex Solution to Source
Identification Problem

In this chapter, we address the Source Identification (SI) problem for multiple contin-

uous sources inside an arbitrary domain using a discretize-optimize approach and as-

suming that the Advection-Diffusion (AD) transport phenomenon is in steady-state.

After discretization of the AD-PDE (2.2) using the Finite Element (FE) method, we

obtain a linear model connecting the sources and the measurable quantity. Then,

our goal is to estimate the source vector using a limited number of measurements

inside the domain. The measurements are static and are taken at a small number

of grid points of the FE mesh where the sensors are located. Assuming that the

area occupied by the sources is much smaller compared to the size of the domain,

as is often the case in practice, the desired unknown source vector will be sparse

which motivates the use of sparse reconstruction to estimate it. Based on this in-

sight, we first propose an algorithm for the SI problem that combines Reweighted

`1 regularization with iterative Least Squares, also called Debiasing, to enhance the

quality of the recovery. The use of FE method allows to handle multiple sources and

domains of arbitrary shape, significantly increasing the applicability of our method.
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Noting that the proposed convex formulation can be computationally demanding in

general, we next utilize a network of mobile robots that decompose the unknown

source vector among themselves. We formulate the SI problem as an `2-regularized

least squares problem and utilize the Accelerated Distributed Augmented Lagrangian

algorithm [117] to solve it in a decentralized way. This method can handle large-scale

problems with multiple sources of arbitrary shape in non-convex environments and

is guaranteed to converge to the unique optimal solution of the SI problem.

3.1 Problem Formulation using the Finite Element

Model

Consider a set of PDE input-data, i.e., the domain of interest Ω, the velocity q and

diffusivity κ fields, and the zero-valued Dirichlet condition applied to the boundaries

Γ. Consider also a source function s : Ω→ R+ and the corresponding concentration

field c : Ω → R+.1 Discretizing the steady-state AD-PDE (2.2) with n grid points

and using the FE method, we get the approximate model

Kĉ = Rŝ, (3.1)

where the coefficient matrix K and the matrix R are n × n sparse matrices whose

dimension depends on the refinement of the mesh; see [126]. In (3.1), ŝ and ĉ are the

n dimensional source and concentration vectors, respectively, that satisfy the linear

model (3.1). Assuming that the mesh is fine enough and n is large, the discretization

error is negligible and we can approximate the continuous variables c and s with their

discrete approximations ĉ and ŝ [126].

1For the problem considered here, we assume that sources are strictly positive functions. In general,
sources can also be negative in the case of sinks. Sinks can appear, e.g., in the presence of chemical
reactions that consume a contaminant. The treatment of the problem in that case is similar.
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Consider now a set of m (m� n) stationary sensors in the domain that measure

the concentration ĉ at the grid points of the FE mesh. Let y ∈ Rn be the vector of

these measurements that are contaminated by noise so that

y = Q(ĉ + e), (3.2)

where e ∈ Rn is the noise vector and Q is a n×n, diagonal, binary, indicator matrix

with ones at entries corresponding to the measurement locations and zero elsewhere.

Then, y has m nonzero entries corresponding to the sensor locations. Moreover,

assume that e ∼ N (0, σ2In), where In denotes the n× n identity matrix. Then, the

SI problem that we address here can be stated as follows.

Problem 3.1.1 (Source Identification Problem). Given a possibly noisy measurement

vector y ∈ Rn, calculate a vector s ∈ Rn that approximates the true source vector

strue as well as possible.

Assuming any prediction of the source vector s in place of ŝ, we can solve (3.1)

for the corresponding concentrations K−1Rs and then left-multiply by the indicator

matrix Q to obtain the predicted concentrations at the sensor locations as QK−1Rs.

Then, to solve the SI Problem 3.1.1 we need to determine the source vector s for

which the concentrations QK−1Rs match a given measurement vector y, i.e., we

need to solve

QK−1Rs = y (3.3)

for the sought source vector s. Since the number of measurements m is much smaller

than the number of unknowns n (m � n), the system of equations (3.3) is severely

under-determined and does not have a unique solution. Moreover, due to the pres-

ence of noise in the measurement vector y, any solution s that satisfies the linear
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model (3.3) exactly, does not have a real physical meaning. Therefore, equation (3.3)

cannot be used directly to solve the SI problem. Instead, we employ an optimization-

based approach that seeks the source vector s for which the concentrations QK−1Rs

best approximate a given noisy measurement vector y in a least-squares sense. In

particular, we formulate the following problem:

min
s
‖As− y‖2

2 (3.4)

s.t. s ≥ 0,

where

A = QK−1R.

Note that the true source vector strue is nonnegative, therefore we introduce the

constraint s ≥ 0 in (3.4).

Since we do not measure the concentration at every grid point of the FE mesh, the

least-squares problem (3.4) does not have a unique minimizer. To obtain a formula-

tion that yields a unique global minimizer as a solution, we introduce a regularization

term in the objective and rewrite problem (3.4) as

min
s

1

2
‖As− y‖2

2 + τR(s) (3.5)

s.t. s ≥ 0,

where R(s) is the regularization term that ensures a unique solution for the original

problem (3.4), and τ is the regularization parameter that balances the weights of the

least-square and regularization terms [127]. Smaller values of τ mean more emphasis

on the data-fit. Obviously, different choices of the regularization function R(s) will

result in different solutions and this choice along with an appropriate value for τ is
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essential for acceptable recovery. The most popular choices for the regularization

function are the norms ‖·‖0, ‖·‖1, ‖·‖2, and the Total Variation TV (·). The TV

regularization has been widely used in image processing problems for denoising [128].

This regularization approach penalizes discontinuities and is observed to preserve

sharp edges [24, section 8.6].

Since the area covered with sources is typically much smaller than the size of the

domain Ω, we expect the discretized source vector ŝ to be sparse. This motivates the

use of the `0-norm regularization to obtain a sparse solution to Problem 3.1.1. To

avoid the non-convex and, therefore, computationally intractable nature of the result-

ing `0-regularized problem, we instead use a reweighted `1-norm approach that has

been recently proposed for the solution of sparse reconstruction problems [113]. The

idea is to solve several weighted `1-regularized problems iteratively and appropriately

update the weights of the regularization terms after every iteration. In particular,

using the weighted `1-norm as a regularization function, problem (3.5) becomes

min
s

1

2
‖As− y‖2

2 + τ wT s (3.6)

s.t. s ≥ 0,

where w ∈ Rn is a vector of weights. After every solution of problem (3.6) the vector

w is updated as

wi =
1

si + ε
(3.7)

for all entries i ∈ {1, . . . , n}. Note that for 0 < ε� min(s) we have

wT s =
n∑
i=1

si
si + ε

≈ ‖s‖0 ,

which confirms the intended approximation to the `0-norm. Our proposed solution
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to the SI Problem 3.1.1 combines sparse reconstruction (3.6) with data-fit (3.4) in an

iterative procedure, which we describe next.

3.2 Sparse Source Identification Algorithm

Before discussing the details of the proposed algorithm, we reformulate problem (3.6)

to the following Bound Constrained Quadratic Program:

min
s

J(s) (3.8)

s.t. s ≥ 0,

where

J(s) =
1

2
sTHs− cT s, (3.9)

and

H = ATA , b = ATy, and c = b− τ w. (3.10)

For a fixed vector of weights w, problem (3.8) is convex and efficient numerical

methods exist to solve it. The algorithm we propose in this work is an iterative

procedure, every iteration of which consist of three main phases. Phase I solves

problem (3.8) for a fixed vector of weights w. Phase II, called debiasing, solves

the least-squares problem (3.4), trusting the sparsity pattern obtained from phase I.

Finally, phase III updates the vector of weights w according to equation (3.7). As

discussed before, reweighting based on the current information about the solution

enhances sparsity [113]. On the other hand, debiasing emphasizes the data-fit term

and, therefore, improves on the reconstruction [114]. In Section 3.3 we show that the

proposed integrated method significantly enhances accuracy of the reconstruction.
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Algorithm 1 Sparse Source Identification

Require: Measurements y, matrix A, and variance σ2;
Require: Regularization parameter τ ;

1: Initialize the iteration number k = 1 and let s1 = 0 and w1 = cons.;
2: while the algorithm has not converged do
3: Solve for ŝk the weighted `1-regularized problem

min
ŝk

1

2
‖Aŝk − y‖2

2 + τ wT
k ŝk

s.t. ŝk ≥ 0,

for fixed weights wk and using sk as the initial value;
4: Solve for s̄k the debiasing problem

min
s̄k

1

2
‖As̄k − y‖2

2

s.t. [s̄k]i = 0 if [ŝk]i = 0

[s̄k]i ≥ 0 if [ŝk]i 6= 0,

using ŝk as the initial value;
5: Set sk+1 = s̄k;
6: Update the weights wk+1 using equation (3.7);
7: Check the convergence criterion for sk+1;
8: k ← k + 1;
9: end while

Our method, containing the three phases, is shown in Algorithm 1. In this al-

gorithm, the subscript k denotes the iteration number and the notation [·]i denotes

the i-th component of a vector. The vector sk is the estimation of the true source

vector strue at iteration k, which also serves as an initial value for phase I in the next

iteration of Algorithm 1. Line 3 in Algorithm 1 corresponds to phase I, which solves

problem (3.8) for variables ŝk, given a fixed vector of weights wk and using sk as an

initial value. Line 4, corresponds to phase II, which solves the least-squares problem

(3.4) for variables s̄k using the solution ŝk of phase I as an initial value. Finally, line

6 corresponds to phase III, which updates the vector of weights wk+1 for the next

iteration k + 1 based on the solution s̄k of the least-squares problem (3.4) at the
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Algorithm 2 Weighted `1 Regularization Phase

Require: Parameters β ∈ (0, 1), µ ∈ (0, 0.5), αmin, αmax;
Require: Vector of weights wk;

1: Initialize the iteration index r = 1 and let ŝ1
k = sk;

2: while the algorithm has not converged do
3: Compute the step size α using (3.12);
4: Set α = mid(αmin, α, αmax);
5: Compute

ŝr+1
k = [ ŝrk − αr∇J(ŝrk) ]+,

where αr is the first element of the sequence {α, αβ, αβ2, ...} satisfying

J(ŝr+1
k ) ≤ J(ŝrk)− µ̂∇J(ŝrk)

T (ŝrk − ŝr+1
k );

6: Check the convergence criterion defined in (3.13);
7: r ← r + 1;
8: end while
9: Set ŝk = ŝrk;

current iteration k. In the following subsections, each of the three phases and the

stopping criterion for Algorithm 1 are discussed.

3.2.1 Weighted `1 Regularization

Phase I of Algorithm 1 corresponds to problem (3.8) for fixed weights. To solve

this problem, we use a gradient descent backtracking line-search method along with a

gradient projection; see, e.g., [114]. The proposed algorithm is an iterative procedure

shown in Algorithm 2. We denote by r the iteration index of this algorithm and by

ŝrk the resulting iterates corresponding to iteration k of Algorithm 1. In Algorithm

2, the function mid(a, b, c) denotes the entry with middle value, e.g., mid(a, b, c) = a

if b < a < c, and is used to prevent very small or large steps, which may lead to

divergence. Moreover, the operator [·]+ denotes the projection of the solution to the

nonnegative orthant and is used to maintain feasibility.

The gradient projection method, used in Algorithm 2, is a fast active set method
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for quadratic problems with bound constraints; see [129, section 16.7]. The main idea

of this method is to project the gradient to the feasible set and then minimize the

objective function in two successive steps. For the case of nonegativity constraints,

this method consists of the following two steps corresponding to lines 3, 4, and 5 of

Algorithm 2:

(i) Project the gradient so that for a small Cauchy step, the solution stays in the

feasible box (nonnegative orthant), i.e.,

[gr]i =

 [∇J(ŝrk)]i if [ŝrk]i > 0 or [∇J(ŝrk)]i < 0,

0 otherwise,
(3.11)

for all i ∈ {1, . . . , n}, where [·]i denotes the i-th entry of a vector. Then

minimize the univariate function J(ŝrk − αgr) along the descent direction −gr,

which leads to the closed-form solution

α =
gTr gr

gTr H gr
. (3.12)

This step serves as a good starting point for each iteration of Algorithm 2 and

prevents large infeasibilities.

(ii) Solve problem (3.8) using a backtracking line-search method, with −∇J(ŝrk) as

the search direction, while projecting the iterations of this line-search method

onto the nonnegative orthant to maintain feasibility.

The function J(·) above denotes the objective function defined in (3.9) and H is the

Hessian of the objective function defined in (3.10).

Since problem (3.8) falls in the class of Linear Complementary Problems [130], a

51



vector z is a solution if and only if

min{z,∇J(z)} = 0.

The minimum in this equation is taken element-wise on the entries of the vector.

Therefore, we can use the following stopping criterion for Algorithm 2:

‖min{ŝrk,∇J(ŝrk)}‖2 < tol1, (3.13)

for some user specified tolerance tol1.

Remark 3.2.1 (Warm Start). Our method employs a “warm-start” of the gradient

projection method in Algorithm 2 to speed up the operation of Algorithm 1. This

means that each iteration of Algorithm 1 starts from the previous near optimal solu-

tion obtained after debiasing and reweighting. With this initialization, Algorithm 2

finds the next optimal solution in a few iterations.

3.2.2 Debiasing

During the debiasing phase, our algorithm trusts the sparsity pattern obtained from

phase I, discussed in Section 3.2.A, and finds the best possible fit for the measure-

ment vector y that respects this sparsity pattern. Therefore, during the debiasing

phase, we solve the least-squares problem (3.4) subject to the constraints that fix

the zero elements of the solution. To reach this goal, we use a modified version of

the Conjugate Gradient method, as described in Algorithm 3. We denote by r the

iteration index of this algorithm and by s̄rk the resulting iterates corresponding to

iteration k of Algorithm 1.

In this algorithm, the residual vector at iteration r is defined as rr = H s̄rk − b,
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Algorithm 3 Debiasing Phase

1: Initialize the iteration index r = 1 and let s̄1
k = ŝk and r1 = H s̄1

k − b;
2: Calculate r̄1 from (3.14) and set p1 = −r̄1;
3: while the algorithm has not converged do
4: Check the convergence criterion ‖r̄r‖2

2 < tol2;
5: Calculate

αr =
r̄Tr r̄r

pTr H pr
,

s̄r+1
k = [ s̄rk + αr pr ]+,

rr+1 = rr + αr pr;

6: Calculate r̄r+1 from (3.14) and let

βr+1 =
r̄Tr+1r̄r+1

r̄Tr r̄r
,

pr+1 = −r̄r+1 + βr+1pr;

7: r ← r + 1;
8: end while
9: Set s̄k = s̄rk;

where the Hessian matrix H and the vector b are the same as defined by (3.10) for

problem (3.8). For a detailed derivation of the CG method, see [129, section 5.1]. In

the modified CG method proposed in Algorithm 3, the values of the modified residual

r̄r are updated by

[r̄r]i =

 [rr]i if [s̄1
k]i 6= 0,

0 otherwise,
(3.14)

for all i ∈ {1, . . . , n}, where [·]i denotes the i-th entry of a vector. Equation (3.14)

manipulates the residual vector rr to prevent the zero entries of the initial solution

s̄1
k from changing. In order to speed up the debiasing Algorithm 3, we use gradient

projection as in (3.11) to compute the residual rr.

Since the measurements y are noisy, obtaining a perfect least-squares fit does not

have a real physical meaning. Moreover, the conjugate gradient method itself serves
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as an iterative regularization process and needs proper termination, as discussed

in [24, section 6.3]. Therefore, Algorithm 3 needs to terminate when the fit reaches

a tolerance level tol2 which depends on the variance σ2 of the noise components. In

order to determine the variable tol2 to be used in the stopping criterion in line 4 of the

debiasing Algorithm 3, we use the Discrepancy Principle [24, sec. 5.2]. In particular,

we first provide an expression for the expected value of ‖r̄‖2
2 and then use this result

to estimate the variable tol2.

Proposition 3.2.2 (Expected Residual). If the solution vector equals the true source

vector, i.e., s = strue, and the noise vector defined in (3.2) is Gaussian with distri-

bution e ∼ N (0 , σ2I), then for the modified residual vector r̄ defined by (3.14), we

have

E{‖r̄‖2
2} = σ2tr(QATA). (3.15)

Proof. For s = strue the sparsity is exactly determined and we have r̄ = r. Therefore,

r̄ = r = H strue − b = AT (Astrue − y) = ATQe,

where H and b are defined in (3.10). Then

E
{
‖r̄‖2

2

}
= E{(ATQe)T (ATQe)} = E


n∑
j=1

 n∑
i=1
qii=1

aijei


2 =

n∑
j=1

E


 n∑

i=1
qii=1

aijei


2 ,

where aij denotes the entry at i-th row and j-th column of A and qjj denotes the

j-th diagonal entry of Q for i ∈ {1, . . . , n} and j ∈ {1, . . . , n}.

Since the noise is white, we have that E{ej} = 0, E{e2
j} = σ2, Ep 6=s{erep} = 0.
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Therefore, expanding the square term in the last expression we get

E{‖r̄‖2
2} = σ2

n∑
j=1

n∑
i=1
qii=1

a2
ij = σ2

n∑
i=1
qii=1

n∑
j=1

a2
ij = σ2

n∑
i=1
qii=1

[A]Ti [A]i = σ2tr(QATA),

where [A]i is the i-th column of A defined as [A]i = Ani where ni = [0 · · · 1 · · · 0]T

is the i-th unit vector.

If the problem is dominated by diffusion, i.e., if q = 0, with constant diffusivity κ

and if the FE mesh is structured, then the nonzero entries of A are identical except

for the ones that correspond to the grid points at the boundaries of the domain Ω.

Consequently, we can use the approximation tr(QA2) ≈ m[A]Tj [A]j where m is the

number of sensor measurements, [A]j is the j-th column of A, j = bn
2
c is the index

of the middle column of A, and b·c is the floor function. On the other hand, for more

general cases this approximation is not valid. We compensate for this approximation

by using a safety factor γ̄ ≥ 1 and propose the following general rule for tol2:

tol2 = γ̄ m σ2[A]Tj [A]j. (3.16)

3.2.3 Regularization Parameter and Stopping Criterion

In this section, we discuss the selection of the initial constant vector of weights w1

and the regularization parameter τ for Algorithm 1. Moreover, we discuss a stoping

criterion for this algorithm. During the first iteration, when there is no information

available about the sparsity in hand, Algorithm 1 starts by using constant regulariza-

tion weights which are equal for all components. The value τ w1 = (0.05
∥∥ATy

∥∥
∞)1,

is known to serve as a good starting value for the regularization weights [127], where

‖s‖∞ = max
i
|si| and 1 = [1 . . . 1]T .
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During the following iterations, an appropriate value for the regularization pa-

rameter τ is necessary. Since Algorithm 1 is initialized with the zero vector, i.e.,

s1 = 0, the value of the regularization term in (3.6) varies from zero at the first

iteration to ideally ‖strue‖0 upon convergence. On the other hand, the value of the

data-fit term varies from ‖y‖2
2 in the first iteration to ideally ‖e‖2

2. As a result, the

value of the data-fit term changes for different measurement vectors y, while the

value of regularization term only depends on the sparsity of the source vector and is

independent of y. In order to incorporate the effect of y in the regularization term,

we use the heuristic value

τ = ᾱ ‖y‖2 , (3.17)

which works well in practice for a sufficiently large range of problem parameters, e.g.,

size and geometry.

Since the sparsity pattern of the solution is preserved when the iterates have

converged to the optimal point, we can use sparsity as a sufficient stopping criterion

of Algorithm 1 at line 7. The number of iterations screened for stopping depends

on the relative number of unknowns and measurements n/m, and the noise level

measured by the variance σ2 of the noise components.

3.3 Numerical Experiments for one Mobile Robot

In this section, we provide three numerical simulations, using Matlab, to support

the performance of the proposed algorithm and draw some conclusions based on the

results. We refer to the method introduced in this chapter as Reweighted Debiased `1

(RWDL1). For the purpose of simulations, the domain is assumed to be a square area

with unit length and an array of m sensors, distributed equidistantly in the domain,

is used to collect the measurements y.
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In the following simulations, the error in the estimated source vector s, compared

to the true value strue, is calculated as err = ‖s− strue‖2 / ‖strue‖2 and the signal to

noise ratio is defined as SNR = 10 log(σ2
signal/σ

2
noise), where σ2

signal and σ2
noise are the

variances of the measurement vector y and the noise vector e, respectively. Moreover,

sparsity is defined as sp = k/n and the sampling-ratio is defined as sr = m/k, where

k = ‖strue‖0 and m is the number of sensor measurements.

3.3.1 Comparison with other Methods

In this section, we compare four regularization methods, `2, `1, TV , and RWDL1, for

a small-scale diffusion-dominated problem (κ = 1 and q = 0) with n = 41×41 = 1681

unknowns. For the `1 and TV regularization methods, popular implementations from

[127] and [131] are used and tuning is done to get the best performance. The employed

implementation of the TV regularization requires row elimination of A which in turn

requires inversion of the coefficient matrix K. Therefore, in order to have a fair

comparison, we use a modified version of the matrix A for all methods, where only

the rows corresponding to the sensor locations are kept and A is a rectangular matrix

with dimension m× n.

The support of the source function, used in the AD-PDE (2.2), forms two rect-

angular, constant regions. The discretized source vector strue has k = 61 nonzero

entries. Therefore, the source vector is very sparse and sp = 3.63%. Figure 3.1 de-

picts the rectangular domain, the source vector, and the sensor placement for the case

of a 7× 7 sensor array. In Table 3.1, the results for different numbers of sensors and

measurement noise levels are shown. The results show that RWDL1 outperforms

the other methods in terms of accuracy. Except for the `2-regularization for which

there exists a closed-form solution, the other methods are iterative. Among these
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Table 3.1: Comparison with other popular regularization methods.

`2 `1 TV RWDL1

m σ SNR err(%) t(s) err(%) t(s) err(%) t(s) α tol2 err(%) t(s)

4× 4

0 ∞ 80.15 0.10 76.30 2.35 79.02 7.04 0.1 10−16 43.87 1.31

0.1 48.84 80.16 0.10 76.11 2.70 78.35 7.58 0.1 10−8 45.46 1.42

1 29.23 80.66 0.10 78.02 3.26 86.30 7.50 0.1 10−3 66.15 1.97

7× 7

0 ∞ 60.00 0.09 52.22 5.67 35.09 7.88 0.2 10−16 17.86 1.38

0.1 50.56 60.03 0.08 52.22 6.43 36.05 7.61 0.2 10−8 27.85 2.05

1 28.15 62.67 0.09 58.61 6.63 44.64 8.08 0.3 10−4 34.11 1.03

10× 10

0 ∞ 45.55 0.10 41.70 13.1 12.93 7.75 0.1 10−16 0.64 2.55

0.1 48.74 44.82 0.09 41.34 13.3 17.54 7.54 0.25 10−7 9.90 1.84

1 29.84 61.41 0.09 63.23 12.94 57.95 8.40 0.2 10−3 37.50 1.90
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Figure 3.1: Plot of the source vector and the sensor array for the case of 7 × 7
equidistantly distributed sensors. The sensor locations are displayed with white stars.

methods, RWDL1 takes the shortest time to solve the problem. It is notable that ex-

cept for the case of a 10×10 sensor array, the problem is solved with under-sampling

(sr < 1).

For each case, an approximation of the tolerance tol2 is obtained using equation

(3.16) with γ̄ = 1. However, in order to improve on the performance, further tuning

is required. Note that in the extreme case of noise-free data, the ideal value of tol2 is

zero. Therefore, using smaller values of tol2 for this case can result in more accurate

solutions at the cost of longer simulation times. For instance, setting tol2 = 10−30

for the case of 7 × 7 sensor array, the error value reduces from 17.86% to 2.16%,

while the required simulation time increases from 1.38 sec to 3.41 sec. For large-

scale problems the increase in time becomes more significant. Another important

observation from Table 3.1 is that the value of ᾱ defined in equation (3.17) is almost

constant, i.e., ᾱ ≈ 0.2, for the source strength used in the current experiment for

which max(strue) = 104.
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3.3.2 Effect of the Problem Size

In this section, a larger simulation with n = 101× 101 = 10201 unknowns is consid-

ered, where inversion of the coefficient matrix K and row elimination are computa-

tionally expensive. To avoid this inversion, we use LU factorization of the coefficient

matrix K to solve the resulting linear systems. In this case, balancing between so-

lution accuracy and convergence speed involves selecting appropriate values for the

stopping criteria and the maximum number of iterations. For large-scale problems,

debiasing can be expensive. As before, for this experiment, pure diffusion with κ = 1

is assumed. The support of the source term consists of two continuous sources; one

of them is rectangular and the other one is circular in shape. The sparsity is 4.22%

and the number of measurements is 18× 18. Therefore, we under-sample the source

vector (sr < 1).

Considering noise-free measurements, the final reconstruction error is 1.60%. In

this simulation, the values of ᾱ = 0.1 and tol = 10−20 were used. Figure 3.2a

shows the recovered source. In Figure 3.2b, the plot of the error with respect to the

iterations is depicted. Note that the iterations of Algorithm 2 are included in this

graph and the jumps, marked with the red stars, correspond to the debiasing phases.

When the measurements are corrupted by noise with σ = 0.1 or SNR = 48.24, the

final recovery error is 26.38%. For this case, the values of ᾱ = 0.1 and tol = 10−8 are

used, while equation (3.16) yields tol = 10−5 which is conservative.

Note that the first debiasing phases in Figure 3.2b have the largest impact in

recovering the sought source vector and the error has dropped below 30% after two

debiasing cycles. Therefore, it is reasonable to stop iterations of Algorithm 1 for

large-scale problems after only a few debiasing phases, especially for noisy measure-

ments where some error in the final recovery is naturally expected. Note also that in
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(a) estimated source
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Figure 3.2: Source identification for the large diffusion problem in the absence of
noise. Fig. 3.2a: Plot of the solution of the identification problem. Note that the
boundaries and strength of the sources are predicted almost exactly. Fig. 3.2b:
Identification error vs iterations. The jumps, marked by the red stars in the plot,
correspond to the debiasing phases. The final error is 1.60%.

the above simulations we have used evenly distributed sensor arrays for the measure-

ments. More informed sensor placement will improve the reconstruction accuracy.

3.3.3 Advection-Diffusion Source Identification

For this experiment, a FE mesh with n = 51 × 51 = 2601 unknowns is considered.

A constant, rectangular, source with intensity 1.5 × 104 is used which results in a

discrete source vector strue with 66 nonzero entries (sp = 2.54%). Moreover, an array

of 7×7 sensors is used to take the measurements (sr < 1). The transport phenomenon

happens via advection with q = [−10, 10]T , and diffusion with κ = 1. Therefore,

the Peclet number is Pe = lq/κ = 14; see Chapter 2 for details. The discretization

of the PDE and construction of the matrices K and R are done with the DiffPack

C++ library [132] using the stabilized FE method [133]. For the noise-free case, with

ᾱ = 0.35 and tol2 = 10−30, the estimation error is 11.44%. On the other hand, for the

noisy case, with σ = 0.1 and SNR = 47.79, the error is 26.56%. The values ᾱ = 0.35
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Figure 3.3: Plot of the solution of the advection-diffusion identification problem in
the presence of noise with SNR = 47.79. The reconstruction error is 26.56%.

and tol2 = 10−8 are used (using equation (3.16) gives tol2 = 10−7). Figure 3.3 depicts

the recovered source vector for the noisy measurements.

3.4 Distributed Formulation using Model Order

Reduction

The convex formulation discussed so far, although accurate and general, is com-

putationally demanding for a single mobile robot. One approach to alleviate this

computational cost is to decompose the SI task among a network of mobile robots.

In the following, we use this decomposition along with a model reduction method to

obtain a computationally efficient convex formulation for the SI problem. Model re-

duction techniques allow for efficient approximate solutions of PDEs by significantly

reducing the dimension of the state space of the problem. As such, they can be

used for online computation and control; any expensive computations required in

these methods, e.g., application of the FE method, are typically performed offline.

In the following, we use Proper Orthogonal Decomposition (POD) to construct a
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closed-form reduced order model that given a source vector, predicts the correspond-

ing concentration field [116]. Then using this reduced model, we decompose the

unknown source vector among a network of mobile robots so that none of them has

access to the complete unknown source vector or the AD model. We define the SI

problem as an `2-regularized least squares problem and formulate it such that the

Accelerated Distributed Augmented Lagrangian algorithm [117] can be used to solve

it in a decentralized way.

3.4.1 Reduced Order Advection-Diffusion Model

The computational cost of solving the FE linear system (3.1) becomes prohibitive as

n grows large. This could happen if the domain Ω is very large or if we require highly

accurate approximations of the continuous functions. Model order reduction methods

can address this limitation by performing the computationally expensive operations

offline and providing a model whose online evaluation is considerably faster [134]. In

this chapter, we use POD that relies on evaluating the FE model (3.1) for a candidate

set of source terms offline to build a set of so-called snapshots of the concentration

field. Then, these snapshots are used to build a set of N optimal basis functions

ψi(x) for i ∈ {1, . . . , N} where N � n; see [135] for details. Note that the functions

ψi(x) are represented in the FE bases by corresponding nodal values ψ̄i ∈ Rn.

Let Ψ ∈ Rn×N be defined as Ψ = [ψ̄1, . . . , ψ̄N ]. Then we reduce the order of the

FE model (3.1) by projecting the matrices K,R onto the space spanned by the POD

bases as

(ΨTKΨ) c̄ = (ΨTR) s,

where c̄ ∈ RN denotes the concentration coefficients corresponding to the POD basis

functions. Then, given a discretized source vector s corresponding to the source
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function s, we obtain an approximation to the concentration function as

c̄(x) = ψ(x) c̄ = ψ(x) M s,

where ψ(x) = [ψ1(x), . . . , ψN(x)] is the 1 × N row vector of POD basis functions

evaluated at x ∈ Ω and M ∈ RN×n is the reduced order matrix defined as

M = (ΨTKΨ)−1ΨTR. (3.18)

Note that in order to compute the multiplication of M with a source vector s, we

need to solve an N×N system of equations instead of (3.1). This is very favorable as

N is typically orders of magnitude smaller than n. In fact we can directly perform the

inversion in (3.18) and compute M in closed-form. Then, we can compactly represent

the concentration function as

c̄(x) = m(x) s, (3.19)

where m(x) = ψ(x)(ΨTKΨ)−1ΨTR belongs to R1×n.

3.4.2 Measurement Model

Consider m sensors deployed in the domain Ω that make measurements of the con-

centration field c and let y ∈ Rm denote the random vector of these measurements

given as

yi = c(xi) + ε1(xi) + ε2, (3.20)

where xi ∈ Ω denotes the i-th measurement location for i ∈ {1, . . . ,m}. In this ex-

pression, ε1 models the noise component that grows as the signal magnitude increases

64



and ε2 models the background white noise. 2 Specifically, ε1(xi) ∼ N( 0, (c(xi)σ1 )2)

and ε2 ∼ N(0, σ2
2). Note that the sensor noise components are identically and inde-

pendently distributed across the domain as the noise components at different loca-

tions do not affect each other. Thus, by adding the two independent Normal random

variables, we have

y ∼ N(µ, σ2
1 Σyy),

where µ = (c(x1), . . . , c(xm)) is the vector of concentration values (3.19) at measure-

ment locations and

Σyy = diag(µ)2 + (
σ2

σ1

)2 Im.

In this expression, diag(µ) denotes the matrix whose diagonal entries are µ and Im

denotes the m×m identity matrix.

Using equation (3.19) we define the design matrix X ∈ Rm×n for the linear model

(3.20) as

X =


m(x1)

...

m(xm)

 =


ψ(x1)

...

ψ(xm)

M, (3.21)

where ψ(xi) = [ψ1(xi), . . . , ψN(xi)] and the reduced matrix M is defined by (3.18).

Then, we can represent the distribution of the measurements as y ∼ N(X s, σ2
1 Σyy).

Given this model, the SI problem that we consider here can be defined as follows.

Problem 3.4.1 (Source Identification Problem). Given the reduced model (3.19) and

the vector y of m noisy measurements, find an estimate s of the true source vector strue

that minimizes the discrepancy between the predicted and measured concentrations in

the least-squares sense.

2Compared to the measurement model defined in Section 3.1, (3.20) contains an additional multi-
plicative noise term and is a more general measurement model.
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To solve Problem (3.4.1), we utilize the classical deterministic formulation of SI

problems as discussed in Section 3.1. Particularly, given the vector of measurements

y, we solve an `2-regularized least-squares problem of the form

min
s∈Rn

1

2
‖y −Xs‖2 +

τ

2
‖Ws‖2 , (3.22)

where ‖·‖ denotes the Euclidean norm, τ > 0 is the regularization parameter, and

W ∈ Rn×n is a diagonal matrix defined by W = diag(w), where w ∈ Rn is a vector

of weights that is used to enhance sparsity.

3.5 Distributed Source Identification

A distributed solution of the SI Problem 3.4.1 is neceassry to tackle large-scale SI

problems that are encountered in real-world problems. Additionally, it is often desir-

able that SI problems are solved collaboratively by teams of mobile sensors that are

also tasked with collecting the measurements. In this case, a central location that

collects and processes all the information might be unavailable so that a distributed

solution among the mobile robots might be the only plausible option. To solve the

SI problem (3.22) distributedly, we decompose the unknown source vector and the

task of collecting measurements among the robots. Then, utilizing the reduced model

(3.19), we formulate the distributed SI problem such that it can be solved using the

Accelerated Distributed Augmented Lagrangian algorithm [117].

3.5.1 Domain Decomposition over Network of Mobile Robots

Assume a network of n̄ mobile sensors tasked with solving the SI Problem 3.4.1.

Consider the graph representation G(V , E) of the network where V = {1, . . . , n̄} de-
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notes the set of vertices and E ⊆ V × V is the set of edges. Define also Nj =

{i ∈ V | (i, j) ∈ E} as the set of neighbors of robot j. Without loss of generality, we

assume that the topology of the network is fixed and decided based on the commu-

nication capabilities of the robots.

To solve the SI problem (3.22) distributedly, we decompose the unknown source

vector. Specifically, we consider a non-overlapping decomposition of Ω where Ωj

for j ∈ V denotes the subdomain assigned to robot j such that ∪n̄j=1Ωj = Ω and

Ωj ∩ Ωi = ∅ for i ∈ V \ {j}. Assuming that the boundaries of Ωj do not pass

through any finite element, this decomposition partitions the FE mesh into smaller

meshes corresponding to the subdomains with nj nodes such that
∑n̄

j=1 nj = n

where n is total number of FE grid points. We assign to each robot j, the sub-

vector sj ∈ Rnj corresponding to the decomposed FE mesh of subdomain Ωj. This

decomposition of the source vector requires the decomposition of the columns of

matrix M accordingly, i.e., we have M = [M1, . . . ,Mn̄] in (3.18) where Mj ∈ RN×nj .

This decomposition is possible since we have this matrix in closed-form as a result

of using the POD method; see Section 3.4.1. Note that we can arbitrarily select

the entries of the source vector s that we assign to each robot, i.e., the subdomains

Ωj are not necessarily connected regions. This flexibility allows us to select these

subdomains according to the computational resources of robots and achieve perfect

load balancing. Furthermore, as a result of this decomposition no one robot has

access to the global model or the complete source vector which can be important for

security reasons.

To distribute the task of measurement collection among the robots, we consider

another decomposition of the domain Ω into subdomains Ω̄i for i ∈ V . Note that

unlike the previous case, these subdomains can overlap and must be connected since

mobile robots traverse them to collect measurements. We assume that each robot
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i collects mi measurements from subdomain Ω̄i where m =
∑n̄

i=1mi is the total

number of measurements. Then, stacking together the mi measurements of robot i

in the design matrix (3.21) and using the above decomposition of the source term,

we partition the design matrix (3.21) into n̄× n̄ blocks as

X =


X11 . . . X1n̄

...
. . .

...

Xn̄1 . . . Xn̄n̄

 , (3.23)

where Xij ∈ Rmi×nj , ∀ i, j ∈ V . The partition Xij in column j and row i of matrix

(3.23) belongs to robot j and corresponds to the measurements collected by robot i.

In practice, we assign to each robot j the POD basis functions ψ(x) and the matrix

Mj where M = [M1, . . . ,Mn̄] is defined in (3.18). Then, given the measurement

locations of robot i, robot j calculates the partition Xij of the design matrix from

(3.21).

3.5.2 Distributed Source Identification Algorithm

Next we reformulate the SI problem (3.22) such that the Accelerated Distributed

Augmented Lagrangian (ADAL) algorithm can be applied to solve it distributedly.

This formulation and derivation of the closed-form iterations are contributions of this

chapter. Using the domain decomposition discussed in Section 3.5.1, we can rewrite

the SI objective (3.22) as

1

2

n̄∑
i=1

∥∥∥∥∥yi −
n̄∑
j=1

Xijsj

∥∥∥∥∥
2

+
τ

2

n̄∑
j=1

‖Wjsj‖2 =
n̄∑
i=1

1

2

∥∥∥∥∥yi −
n̄∑
j=1

Xijsj

∥∥∥∥∥
2

+
τ

2
‖Wisi‖2

 ,
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where sj ∈ Rnj is the local source vector of robot j, Wj = diag(wj) with wj ∈ Rnj

denoting the weights corresponding to subdomain Ωj, and yi ∈ Rmi is the vector

of measurements taken by robot i. Note that we have changed the index of the

regularization term from j to i without any confusion.

Let bi ∈ Rmi , given by

bi =
n̄∑
j=1

Xijsj,

denote the estimated concentration at the measurement locations of robot i given

the local source estimates sj ∈ Rnj , ∀ j ∈ V . Then, we can rewrite the SI problem

(3.22) as

min
si,bi

n̄∑
i=1

{
1

2
‖yi − bi‖2 +

τ

2
‖Wisi‖2

}
,

s.t. bi =
n̄∑
j=1

Xijsj, ∀i ∈ V .

Define local matrices Aj ∈ Rm×(nj+mj) as

Aj =



X1j 0m1

...
...

Xjj −Imj
...

...

Xn̄j 0mn̄


, (3.24)

where 0mj , Imj denote the all-zero and identity matrices of size mj×mj, respectively.

Define, further, the local variables

vj =

 sj

bj

 .
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Using these definitions, the problem (3.22) becomes

min
vj

n̄∑
j=1

{
1

2
‖yj − bj‖2 +

τ

2
‖Wjsj‖2

}
,

s.t.
n̄∑
j=1

Ajvj = 0m. (3.25)

The SI problem (3.25) can be solved using the ADAL algorithm proposed in [117].

Specifically, define the local augmented Lagrangians for robot j as

Ljc(vj,vk,λ) =
1

2
‖yj − bj‖2 +

τ

2
‖Wjsj‖2 + λT (Ajvj) +

c

2

∥∥∥∥∥Ajvj +
n̄∑

i=1,i 6=j

Aiv
k
i

∥∥∥∥∥
2

,

(3.26)

where c > 0 is the penalty parameter, λ ∈ Rm is the Lagrange multiplier corre-

sponding to the constraint, and vk corresponds to the latest estimation of the primal

variables from all other robots. Using Ljc(·), the iteration k+1 of the ADAL algorithm

is given by

v̄kj = argmin
vj

Ljc(vj,vk,λk), (3.27a)

vk+1
j = vkj + ρ (v̄kj − vkj ), (3.27b)

λk+1 = λk + c ρ

n̄∑
j=1

Ajv
k+1
j , (3.27c)

where ρ > 0 is the primal step-size.

In (3.27), it is possible to derive the primal update (3.27a) in closed-form using

(3.26). Let Q1 = [0mj×nj Imj ] and Q2 = [Inj 0nj×mj ] so that Q1vj = bj and
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Q2vj = sj. Substituting in (3.26), we get

Ljc(vj,vk,λ) =
1

2
‖yj −Q1vj‖2 +

τ

2
‖WjQ2vj‖2 + (λk)T (Ajvj) +

c

2

∥∥Ajvj +αkj
∥∥2
,

where αkj =
∑n̄

i=1,i 6=j Aiv
k
i is constant. This quadratic function can be minimized

with respect to vj in closed-form. Specifically, we have

∇Ljc = QT
1 (Q1vj − yj) + τ QT

2 WT
j WjQ2vj + AT

j λ
k + cAT

j (Ajvj +αkj ).

Setting ∇Ljc = 0, we get

v̄kj = H−1(QT
1 yj −AT

j λ
k − cAT

j αj), (3.28)

with

H = QT
1 Q1 + τ QT

2 WT
j WjQ2 + cAT

j Aj =

 τ W2
j + cXT

j Xj −cXT
jj

−cXjj (1 + c) Imj

 ,

where we have used the definitions of Q1, Q2, the fact that WT
j = Wj, and equation

(3.24). Here, Xj is the column j and Xjj is the block in row and column j of the

design matrix (3.23). After simplifying (3.28), we get

s̄kj = (τ W2
j + cXT

j Xj −
c2

1 + c
XT
jjXjj)

−1[−XT
j (λk + cαj) +

c

1 + c
XT
jj β

k
j ], (3.29a)

b̄kj =
1

1 + c
(βkj + Xjj s̄kj ), (3.29b)

with the right-hand-side vector βkj ∈ Rmj defined as

βkj = yj − λkj − cαkjj,
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Algorithm 4 Distributed Source Identification Algorithm

Require: The subdomain Ωj and the set of neighbors Nj;
Require: The matrix Mj given in (3.23), the POD basis functions ψ = [ψ1, . . . , ψN ],

and the weight matrix Wj;
Require: The penalty parameter c, the regularization parameter τ , and the thresh-

old η of stopping criterion (3.31);
1: Collect mj measurements in Ωj and broadcast the measurement locations to

robots in Nj;
2: Receive measurement locations of all robots and build the matrix Aj as in (3.24);
3: Initialize v0

j ∈ Rnj+mj and λ0 = 0m;
4: while the algorithm has not converged do
5: Compute s̄kj and b̄kj from (3.29);

6: Update the primal variable vk+1
j using (3.27b);

7: Check the stopping criterion (3.31);
8: Broadcast Ajv

k+1
j to robots in Nj and receive αk+1

j =
∑n̄

i=1,i 6=j Aiv
k+1
i ;

9: Update the dual variable λk+1 using (3.27c);
10: k ← k + 1;
11: end while

where λkj and αkjj are the components of λk and αkj corresponding to the measure-

ments of robot j. Define Xj ∈ Rm×nj so that

X
T

j Xj = cXT
j Xj −

c2

1 + c
XT
jjXjj.

Then using the matrix inversion formula, we have

(τ W2
j + X

T

j Xj)
−1 =

1

τ
W−2

j

[
Inj −X

T

j (τ Im + XjW
−2
j X

T

j )−1XjW
−2
j

]
. (3.30)

Substituting (3.30) in (3.29a) completes the derivation of the closed-form solution

for the primal optimization problem (3.27a). The proposed Distributed Source Iden-

tification (DSI) algorithm for robot j is summarized in Algorithm 4. Since the SI

objective is strictly convex, selecting the primal step-size such that

0 < ρ <
1

n̄
,
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guarantees the convergence of Algorithm 4 to the unique optimal source vector s∗;

see [117]. More precisely, skj converges to the sub-vector s∗j corresponding to robot j.

3.5.3 Complexity Analysis

In this section we discuss the communication cost, time complexity, and memory

requirement of Algorithm 4. Specifically, there is one communication round with

every iteration of the algorithm, as described in line 8. Note that robot j only needs

the sum αk+1
j =

∑n̄
i=1,i 6=j Aiv

k+1
i and not the individual terms. Thus, given a routing

plan that determines the communication sequence in the network, the robots can

communicate one vector of length m instead of individual Aiv
k+1
i vectors. In worst

case, robot j receives partial sums from all of its neighbors, adds its own value Ajv
k+1
j ,

and communicates back to all of them with cost of 2 |Nj|m, where |Nj| ≤ n̄−1 is the

number of its neighbors. Thus, the communication cost is bounded by O(n̄m) at each

iteration for robot j and does not depend on the FE mesh size n. This is in contrast

to FE-based Domain Decomposition (DD) methods that require communication of

boundary nodes between neighbors [32] and other optimization-based methods that

require consensus over the global source vector [136].

Next, we consider the time complexity of Algorithm 4. Updates of s̄kj in line 5

require computation of the matrix XjW
−2
j X

T

j , given in the right-hand-side of (3.30).

This cost depends on the value of weight matrix. For the unweighted case where

Wj = Inj , it is given by O(m2nj) and for diagonal weight matrix it is given by

O(mnj+m
2nj). Note that this matrix is constant across iterations and can be stored.

The cost of computing the vector in the right-hand-side of (3.29a), is bounded by

O(2nj(m + mj)) and the cost of solving the resultant linear system of equations is

bounded by O(m3). The cost of updates of b̄kj in line 5, given by (3.29b), is bounded
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by O(2mjnj). Finally, the cost of computing the vector Ajv
k+1
j in line 8 is bounded by

O(2mnj). Thus, the time complexity of each iteration is bounded by O(8mnj +m3)

and increases linearly with FE mesh size nj. This allows our algorithm to handle

large scale problems efficiently.

Finally, we consider the memory requirement of the algorithm. Each robot needs

to store primal vj ∈ Rnj+mj and dual λ ∈ Rm variables, its measurements yj ∈ Rmj ,

and most importantly the design matrix Xj ∈ Rm×nj . Noting that 2mj ≤ m � nj

and that we need 8 bytes for a double-precision floating point number, the memory

requirement of each robot is bounded by O(8nj(m+ 3)) bytes.

3.5.4 Online Source Identification

So far we have assumed that the measurements are collected prior to the implementa-

tion of the DSI Algorithm 4. Nevertheless, it is often desirable to estimate the source

vector in an online fashion, so that the robots solve the SI problem as they move in

their corresponding subdomains and collect more measurements. Assume that robot

j has collected minit
j measurements prior to commencing iterations of Algorithm 4

and while the algorithm is running, it collects an additional measurement every lj

iterations, until all remaining mj −minit
j measurements have been collected. Every

time a robot i takes a new measurement, it broadcasts the measurement location

and each robot j appends a new row to the block Xij, ∀ j ∈ V \ {i}. This modified

version of the algorithm converges to the unique optimal solution s∗ of the SI problem

(3.22), as long as the number of measurements mj of all robots are finite. Note that

the online implementation of the algorithm has practical implications. Modifying de-

sign matrices Xj of robots requires re-computation of the matrix in right-hand-side

of (3.30). In the worst case, this matrix needs to be computed at every iteration
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increasing the time complexity to O(m2nj).

3.5.5 Reweighting and Stopping Criterion

As mentioned in Chapter 3.1, since the source function s in the AD-PDE (2.2) is

compactly supported, the discretized source vector s in (3.1) is sparse. To exploit

this a priori knowledge, after solving the unweighted SI problem with Wj = Inj , we

can adjust the weights and resolve the problem one more time using the solution of

the unweighted problem as an initial condition. Specifically, selecting weights that

are inversely proportional to the magnitude of the nodal values enforces small entries

of the solution toward zero. Therefore, after solving the unweighted problem, robot

j updates its weights as

[wj]i =
1

ξ + | [sj]i|
,

where [·]i denotes the i-th entry of the vector, 0 < ξ � 1 is a small positive number,

and |·| is the absolute value. This process of updating the weights in Algorithm

4 introduces an outer loop that, in practice only needs to be run for a handful of

iterations until a good sparse solution is obtained [113].

To stop the iterations of Algorithm 4, robot j monitors the evolution of its source

estimates. In mathematical terms, it checks the following condition

∥∥skj − sk−1
j

∥∥ ≤ η, (3.31)

where η is a pre-defined threshold.
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Figure 3.4: Domain of interest and steady-state flow pattern.

3.6 Numerical Experiments for Multiple Robots

In this section we provide numerical simulations to illustrate the proposed DSI Algo-

rithm 4. The algorithm is implemented in matlab on a laptop with 2.2 GHz Intel

core i7 processor and 8 GB of memory. We define the identification error between the

optimal source vector s∗, obtained from the solution of (3.22), and the true source

vector strue as err = ‖s∗ − strue‖ / ‖strue‖. We also define the signal to noise ratio in

dBs as SNR = 20 log10 (‖y‖ / ‖ε‖) , where ε ∈ Rm is the noise vector corresponding

to network-wide measurements.

We solve the SI Problem 3.4.1 for a 2D model in a domain that resembles the

ground floor of the Hudson Engineering hall at Duke University. We assume that

the flow is entering the hall through two side doors and we use an in-house FE code

with mesh size of n = 15034 nodes to solve for the fluid dynamics equations. The FE

mesh is generated by cubit [137]. Figure 3.4 depicts the domain and the steady-state

flow pattern in the field. We set the diffusivity to be κ = 2 × 10−3 which results in

Peclet number Pe = 2.5 according to definition (2.5). For Pe = 2.5 both advection

and diffusion are important means of transport; see Chapter 2 for details. The FE

model (3.1) is generated using an in-house FE code based on the DiffPack C++
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Figure 3.5: Concentration contours and the network of mobile sensors. The commu-
nication graph is shown by black arrows while the white lines indicate the subdomains
that robots collect their measurements from them.

library [132]. We consider two rectangular sources in subdomains (2) and (6) with

intensities 1 and 1.2 respectively. The contours of concentration are given in Figure

3.5. Using the POD method with N = 291 basis functions, we obtain the reduced

order model given in (3.18).

We utilize n̄ = 6 robots to solve the problem. The network topology, communi-

cation graph, and the subdomains that the robots take their measurements from are

shown in Figure 3.5. We assume a heterogeneous network where the robots j ∈ I1 =

{1, 5} have higher computational specifications than robots j ∈ I2 = {2, 3, 4, 6}. We

decompose the unknown source vector such that nj = 4001 for j ∈ I1 and nj = 1758

for j ∈ I2. The robots use a grid of equidistant measurements in each subdomain

where we set mj = 6 × 12 = 72 for j ∈ I1 and mj = 5 × 10 = 50 for j ∈ I2 since

subdomains Ω̄1 and Ω̄5 are larger.

3.6.1 Advection-Diffusion Source Identification

Using the DSI Algorithm 4 with penalty parameter c = 10−5 and regularization pa-

rameter τ = 10−6, the SI problem is solved in 107 iterations and 6.49 sec. The final
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Figure 3.6: Estimated source contours for noisy measurements with SNR = 19.10.
The boundaries of the true sources are overlaid on the contours by black lines.

error is err = 65.55%. Adding noise with σ1 = 0.05 and σ2 = 0.05 to the measure-

ments results in SNR = 19.10 for which the algorithm converges in 81 iterations and

3.96 sec with err = 74.21%. Using the unweighted solution to update the weight ma-

trices Wj and solving the problem one more time, the error reduces to err = 54.69%

while it takes 5.86 sec and 87 iterations for the algorithm to solve the reweighted

problem. We also solve the problem using the online version of the algorithm, cf.

Section 3.5.4. Particularly, we set minit
j = 15 and lj = 2 for j ∈ I1 and minit

j = 20

and lj = 3 for j ∈ I2. The algorithm solves the last instance of the problem with

err = 54.71% and it takes 18.36 sec to solve the unweighted problem followed by a

reweighted problem. We note here that the measurements are not actively collected

by the mobile robots. Instead, all measurement locations are considered pre-decided.

The final estimated source for the noisy measurements is depicted in Figure 3.6.

Note that the localization of the sources is accurate, however, the boundaries of the

sources are not recovered. This is expected for `2 regularization used here. The

evolution of the identification error and the least squares discrepancy between the

measured and predicted concentrations are given in Figure 3.7, where the mobile

robots solve the unweighted SI problem until convergence and then solve one addi-
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Figure 3.7: Evolution of the identification error and least squares discrepancy as a
function of the iterations.

tional iteration of the reweighted SI problem, cf. Section 3.5.5. The sharp increases

in the least squares discrepancy correspond to the update of weights. Moreover, the

fluctuations at the early iterations of this plot for online implementation happen as

a result of adding new measurements while solving the problem. Note that since the

measurements are noisy and the reduced model (3.19) is an approximation to the

AD-PDE (2.2), we expect the least squares discrepancy in the SI problem (3.25) to

be nonzero. As the Peclet number increases, the reduced order model becomes less

accurate. Also, as the noise level increases, the measurements become less informa-

tive. In these cases, it is not reasonable to fit the measurements perfectly and thus

larger values of τ should be used, which in turn increases the identification error.
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3.6.2 Comparison with ADMM Formulation

We compare our method to an alternative formulation using Alternating Direction

Method of Multipliers (ADMM) algorithm, derived in Appendix A. Although the

derivations are similar, the practical differences are notable. Our formulation de-

composes both the domain and task of collecting the measurements, cf. Section

3.5.1, whereas ADMM formulation only decomposes the measurement collection.

This means greater flexibility for DSI algorithm to balance the load through do-

main decomposition instead of changing the number of measurements that the robot

collects. Our formulation enforces consensus over measurements whereas the ADMM

formulation enforces consensus over unknown source vector whose dimension is orders

of magnitude larger. On the other hand, our method requires broadcast or multi-hop

communication whereas the ADMM formulation requires neighbor-to-neighbor com-

munication. Time complexity of our method is bounded by O(8mnj + m3) whereas

ADMM algorithm is bounded by O(2nmj + m3
j). This means less computation per

iteration for ADMM algorithm at the expense of considerably larger communication

cost.

In Table 3.2, we compare the average communication cost, time complexity, and

memory requirements for robots in I1 = {1, 5} and I2 = {2, 3, 4, 6}. We use noiseless

measurements and update weights once after convergence of the unweighted problem.

The communication costs are worst case values for both algorithms. The time values

are reported per unweighted and weighted iterations and a total value that includes

one time computations required to update the weights. It can be seen that the

communication cost of DSI algorithm scales with total number of measurements m

whereas the cost of ADMM method scales with mesh size n. Comparing cases (i)

and (ii), we observe that the time complexity of DSI algorithm is independent of
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Table 3.2: Comparison with ADMM formulation

case (i) (ii) (iii)

n 15034 15034 59020

nj
I1 4001 4001 9838

I2 1758 1758 9836

m 300 344 344

mj

I1 50 72 72

I2 50 50 50

comm. (KB) 14.4 361 16.5 361 16.5 1420

n
w I1 11 1.5 12 2.2 28 9.0

I2 4.5 1.5 6.1 1.5 26 6.2

time

w

I1 11 1.6 13 2.2 29 7.8

(ms) I2 4.4 1.6 6.5 1.6 27 5.6

to
ta

l I1 2561 307.0 2764 448.5 6139 2031

I2 1045 307.2 1439 320.3 5763 1439

iterations 234 192 227 197 215 246

error (%) 51.06 52.31 50.97 52.22 54.43 58.16

memory I1 10.4 6.27 12.0 8.94 28.1 35.0

(MB) I2 4.96 6.27 5.80 6.27 28.1 24.6

algorithm DSI ADMM DSI ADMM DSI ADMM

mj and increases with m while ADMM algorithm is independent of m and increases

with mj. Comparing cases (ii) and (iii), we observe a linear increase in time of

both algorithms as a function of mesh size. Finally, the memory requirements are

roughly similar but our formulation allows flexibility to balance the computation time

and memory requirement for robots by modifying the subdomain mesh size nj and

without confining the number of measurements mj.
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4

Non-convex Solution to Source
Identification Problem

In Chapter 3, we studied a convex formulation for the Source Identification (SI) prob-

lem that was computationally demanding for a single mobile robot. Then to make

the formulation tractable, we proposed a distributed approach to decompose the un-

known source vector among mobile robots. In this chapter, we propose a non-convex

formulation that enables the solution of the SI problem using a single mobile robot.

Specifically, we formulate the SI problem as a PDE-constrained optimization problem

in function spaces. Note that unlike the convex approach where we first discretized

the domain and then formulated the SI problem in discrete space, here our approach

is optimize-discretize. To obtain a tractable solution, we reduce the dimension of

the concentration field using Proper Orthogonal Decomposition and approximate the

unknown source field using nonlinear basis functions, drastically decreasing the num-

ber of unknowns. Moreover, to collect the concentration measurements, we control a

robot sensor through a sequence of waypoints that maximize the smallest eigenvalue

of the Fisher Information matrix of the unknown source parameters. Specifically,

after every new measurement, a SI problem is solved to obtain a source estimate that
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is used to determine the next waypoint. By appropriately decomposing the domain,

we show that the proposed algorithm can identify multiple sources in complex AD

systems that live in non-convex environments.

4.1 Source Identification

4.1.1 Advection-Diffusion Transport

Consider a domain of interest Ω, the velocity q and diffusivity κ fields, a nonnegative

source function s : Ω → R+ and the corresponding concentration field c : Ω → R+.1

Under steady-state assumption and applying a zero-valued Dirichlet condition to the

boundaries Γ of the domain, we arrive at the following Boundary Value Problem

(BVP) [138, ch. 2]

−∇ · (−κ∇c+ cq) + s = 0 in Ω, (4.1a)

c = 0 on Γ. (4.1b)

We consider Dirichlet conditions for the sake of simplicity; more general boundary

conditions can be considered without any additional complications [77]. In order for

the BVP (4.1) to have a solution we assume that s ∈ L2(Ω), i.e., s is square integrable

over Ω, and define the feasible set for the source term as S = {s ∈ L2(Ω) | s ≥ 0}.

The BVP (4.1) can be equivalently represented in variational form as follows.

Consider the set V ⊂ H1
0 (Ω), i.e., the set of functions that themselves and their

first weak derivatives are square integrable and have compact supports. Thus every

v ∈ V satisfies the boundary condition (4.1b). Multiplying equation (4.1a) by the

1For the problem considered here, we assume that sources are strictly positive functions. In general,
sources can also be negative in the case of sinks. Sinks can appear, e.g., in the presence of chemical
reactions that consume a contaminant. The treatment of the problem in that case is similar.
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test function v ∈ V , integrating over the domain, and using Green’s theorem, we

obtain the variational formulation of the Advection-Diffusion PDE as

a(c, v) = `(v; s), ∀v ∈ V, (4.2)

where a : V × V → R is a non-symmetric continuous positive-definite bilinear form

defined as

a(c, v) ,
∫

Ω

κ∇c · ∇v dΩ +

∫
Ω

v q · ∇c dΩ, (4.3)

and `(s) : V → R is a continuous linear functional defined as

`(v; s) , 〈`(s), v〉 ,
∫

Ω

sv dΩ, (4.4)

where the notation 〈`(s), v〉 indicates the operation of `(s) on the function v. Given

s ∈ S, we define the linear functional M(c; s) : V → R as

M(c; s) , Ac− `(s), (4.5)

where the operator A : V → V ′ is defined by 〈Ac, v〉 = a(c, v), ∀v ∈ V . The notation

V ′ denotes the dual space of V , i.e., the space of linear functionals acting on V . Using

this definition, the VBVP (4.2) is equivalent to the operator equation M(c; s) = 0

whereM : V × S → V ′. Note that the trial and test functions c and v in the VBVP

(4.2) have to be differentiable once. Moreover, it can be shown that for s ∈ S the

BVP (4.1) and VBVP (4.2) are equivalent and we can use them interchangeably. For

further theoretical details, see [77, ch. 8, 9].
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4.1.2 The Source Identification Problem

In this section, we formulate the SI problem as a constrained optimization problem

subject to the AD transport model (4.2). Specifically, consider m stationary sensors

deployed in the domain Ω that take measurements of the concentration c, and let

E ⊂ Ω be the set of m compactly supported measurement areas enclosing the sensor

locations. 2 Define, further, the indicator function χE : Ω→ {0, 1} for the set E as

χE(x) ,

 1 x ∈ E

0 x /∈ E
(4.6)

and let cm : Ω → R+ be a function that assigns to x ∈ Ω the noisy concentration

measurement at that location, i.e.,

cm(x) = χE(x) c(x) (1 + ε), (4.7)

where ε ∼ N (0, σ2) and the measurement noise is proportional to the signal magni-

tude. Then, the SI problem that we consider in this chapter consists of determining

an estimate s of the true source term strue, given a set E of m noisy measurements

in the domain Ω, so that the AD model M(c; s) = 0 defined in (4.5) predicts the

measurements cm as close as possible in the least squares sense.

The main challenges in solving the SI problem arise due to the following two

reasons. First, generally the number of measurements m is considerably smaller than

the number of parameters that are used to describe the unknown source term. Second,

the measurements are contaminated with noise. To address these two challenges, we

follow a standard approach as in the previous chapter, and formulate the SI problem

2Note that the compact measurement area around any given sensor can be made arbitrarily small
so that this sensing model approximates point measurements.
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as a regularized least squares optimization problem subject to the AD model (4.2).

Let

‖c− cm‖2
χE

,
∫

Ω

(c− cm)2 χE dΩ (4.8)

be a measure of discrepancy between the measurements and concentration field pre-

dicted by the AD model and define the cost functional J (c, s) : V × S → R+ to be

optimized by

J (c, s) ,
1

2
‖c− cm‖2

χE
+ τR(s).

In this equation, τ is the regularization parameter and R(s) is a functional that

specifies the characteristics of the source s that is selected as the solution of the SI

problem. In this chapter, we select R(s) , ‖s‖L1 =
∫

Ω
|s| dΩ =

∫
Ω
s dΩ, where the

last equality holds since s is nonnegative. This choice of regularization penalizes the

size of the source term. Optimization of the objective functional J (c, s) subject to

the AD model (4.2) gives rise to the following problem

min
(c,s)∈V×S

J (c, s) s.t.M(c, s) = 0, (4.9)

where the functional M(c, s) is defined by (4.5) and

J (c, s) =
1

2

∫
Ω

(c− cm)2 χE dΩ + τ

∫
Ω

s dΩ. (4.10)

To solve the SI problem (4.9), the gradient of the cost functional J (c, s) is needed.

We obtain this gradient using the so called Adjoint Method. This method allows us

to solve (4.9) directly in the reduced space S of source functions rather than in the

full space V × S of the concentration and source functions. This is possible by using

the model M(c, s) = 0 to represent the concentration c as a function of the source
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term s, i.e., c = F(s) where F : S → V . 3 Using this gradient information we can

minimize the cost functional J̄ (s) = J (F(s), s) and determine the source term s that

solves the original problem (4.9). See Appendix B.1 for the details of the Adjoint

Method.

4.1.3 Finite Dimensional Approximation

The variables c and s of the optimization problem (4.9) are functions that live in

the infinite dimensional function spaces V and S, respectively. Therefore, in order

to solve this problem numerically, it is necessary to approximate V and S by finite

dimensional subspaces Vd ⊂ V and Sd ⊂ S determined by appropriate sets of basis

functions. This approximation allows us to parametrize the concentration and source

functions by a finite number of parameters that depend on the basis functions that

constitute Vd and Sd.

The key idea to obtain the finite dimensional subspace Vd of the concentration

function space V is to use Proper Orthogonal Decomposition (POD) to reduce the

order of the model. The POD method is easy to implement and gives an optimal

set of basis functions that can be readily used in our formulation to parameterize

c. For a survey of popular model order reduction methods, see [134]. At the same

time, we use a nonlinear representation of the source term s as a combination of

compactly supported tower functions. This representation reduces the dimension of

Sd drastically, compared to classical approach presented in Chapter 3 that utilized

the Finite Element method.

3As discussed in Section 4.1.1 such a representation exists and is unique.

87



Algorithm 5 Proper Orthogonal Decomposition

Require: The set of snapshots C = {ci(x)}Ri=1;
1: Construct the covariance matrix C using equation (4.11);
2: Solve the eigenvalue problem C Ξ = Λ Ξ such that

λ1 ≥ λ2 ≥ · · · ≥ λR ≥ 0 and Ξ = [ξ1 ξ2 . . . ξR];

3: The POD bases {ψk}Rk=1 are given by

ψk =
R∑
i=1

ξki ci. (4.12)

4: For N < R the reduced order model cd is given as cd ∈ Vd = span {ψk}Nk=1.

Model Order Reduction

To reduce the order of a model using POD we need to solve the AD-PDE (4.1) for all

values of the unknown source term and build a set of basis functions that span the

solution of the AD model. We refer to the solutions as the snapshots of the problem.

Let C = {ci(x)}Ri=1 denote a set of R snapshots obtained by solving the AD-PDE

(4.1) for different realizations of the source term, i.e., each ci(x) ∈ V corresponds

to a given si(x) ∈ S. The objective of POD is to generate a set of optimal basis

functions that maximize the averaged projection of the snapshots over these basis

functions [135]. This optimization problem is equivalent to an eigenvalue problem for

the covariance matrix C ∈ RR×R defined by

Cij ,
1

R

∫
Ω

ci cj dΩ. (4.11)

The details of this procedure are presented in Algorithm 5, which yields Vd =

span {ψk}Nk=1 for N < R where ψk are the POD basis functions. In line 2 of this

algorithm Λ is the diagonal matrix of the eigenvalues.
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As shown in [135, theorem 1], the i-th eigenvalue λi of matrix C contains the

average energy in the i-th mode. Moreover for a given number N < R of basis

functions, the POD bases have the maximum possible energy and are optimal. Thus,

for a given fraction η, we can select the number N of required bases as the smallest

number such that ∑N
i=1 λi∑R
i=1 λi

≥ η. (4.13)

Parameterization

Using the basis functions ψk that constitute Vd = {ψk}Nk=1 we can represent the

functions c and v by a finite number of parameters, that can be used for numerical

optimization. Specifically, we define

cd = ψ c and vd = ψ v, (4.14)

where ψ = [ψ1 . . . ψN ] and c,v ∈ RN .

To parametrize the source function s we follow a different approach. Specifically,

we propose a nonlinear representation of this term as a combination of compactly

supported tower functions. The motivation for this representation is that each com-

pactly supported source area can be approximately described by a very small number

of parameters corresponding to the intensity and shape of the source. In this chapter

we focus on rectangular sources, although other geometric shapes can also be used

for this purpose.

In particular, let M be the number of basis functions used to approximate the

source term in the domain Ω ⊂ Rdx and consider lower and upper bounds
{
xj, x̄j

}
for

each basis function, where xj, x̄j ∈ Rdx and j ∈ {1, . . . ,M}. We define the compactly
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Figure 4.1: The support of a tower function in 2D case defined by equation (4.15).

supported tower functions as

φj(x; xj, x̄j) ,

 1 if xj ≤ x ≤ x̄j

0 o.w.
(4.15)

where the inequalities are considered component-wise and xj ≤ x̄j; cf. Figure 4.1.

Then, for practical purposes we can approximate the desired source term s ∈ S by

sd(x) =
M∑
j=1

βjφj(x; xj, x̄j), (4.16)

where we require βj ≥ 0 so that sd ∈ S. We denote by p = (β1,x1, x̄1, . . . , βM ,xM , x̄M)

the vector of parameters associated with the source term sd. Thus for Ω ∈ Rdx ,

p ∈ Rdp where dp = M(2dx + 1).

Substituting the approximations {cd, sd} of the concentration and source terms c

and s in the optimization problem (4.9), we obtain a finite dimensional counterpart

90



of the SI problem as

min
c,p

J(c,p) (4.17)

s.t. M(c,p) = 0,

βj ≥ 0, l ≤ xj ≤ x̄j ≤ u,

where j ∈ {1, . . . ,M} and l,u ∈ Rdx are the lower and upper bounds on the co-

ordinates of the domain. 4 Moreover, the objective J : RN×dp → R+ is defined as

J(c,p) = J (cd, sd) and the finite dimensional model M : RN×dp → RN is defined as

M(c; p) =M(cd; sd).

The optimization problem (4.17) can be solved by a variety of available nonlinear

optimization algorithms. Any such algorithm requires the first and possibly second

order information, i.e., the gradient and Hessian of the objective function, as well as

a proper initialization since the problem is nonlinear. In Appendix B.2, we derive

explicit expressions for the gradient and Hessian of the objective function the in

reduced space Sd. Consequently, only the bound constraints in (4.17) need to be

considered explicitly for numerical optimization. In the same appendix, we also

discuss the Sensitivity Analysis (SA) method for the initialization of problem (4.17).

4.2 Mobile Robot Path Planning

In Section 4.1 we developed a way to efficiently solve the SI problem provided a set

of stationary measurements is available. In this section we propose a method to plan

the path of a robot so that it collects the required measurements in a way that is

optimal with respect to a desired optimality measure. Specifically, we employ the

4We can include additional convex constraints to confine the feasible region that might contain the
true source. The extension to non-convex domains is considered in Section 4.3.
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Fisher Information Matrix (FIM). Since the concentration field depends nonlinearly

on the source parameters p via the AD model (B.7), derived in Appendix B.2.1, the

FIM depends on the unknown source parameter. Thus, selecting an optimal set of

measurements requires feedback from the SI problem (4.17) and couples the SI and

planning problems.

The path planning problem is initialized with a set of m̄ measurements cover-

ing the domain of interest, that are necessary to obtain an initial estimate of the

source locations and calculate the initial value of the FIM. These measurements can

be obtained by a stationary sensor network that can detect the presence or not of a

concentration by monitoring the domain of interest. Optimal selection of these mea-

surement locations is beyond the scope of this chapter and here we assume that they

are given; see, e.g., [139]. After initialization, the robot collects new measurements

sequentially so that the minimum eigenvalue of the FIM is maximized, providing in

this way worst-case performance guarantees.

Let x̃m = (x1, . . . ,xm) for m > m̄ denote the sequence of measurement locations

that belong to the set E, introduced in Section 4.1.2, and define by ym ∈ Rm the as-

sociated vector of measurements, where from equation (4.7) we have yi = cm(xi)

for i ∈ {1, . . . ,m}. Approximating the concentration function c with its finite-

dimensional counterpart cd from Section 4.1.3, we get

yi ≈ cd(x
i; p)(1 + ε),

where ε ∼ N (0, σ2) and we include p to emphasize that the concentration and con-

sequently the measurements depend on the value of the source parameters. We can

92



equivalently represent this equation as

yi ≈ cd(x
i; p) + ε̄(xi),

where ε̄(xi) ∼ N (0, σ̄2) and σ̄(xi) = σcd(x
i). In order to derive a closed form repre-

sentation of the FIM, we make the conservative assumption that ε̄(xi) ∼ N (0, σ̄2
max)

where σ̄max = maxx∈Ω σ̄(x). Then, the additive noise ε̄(xi) is Normal, spatially inde-

pendent, and identically distributed and the FIM is given explicitly by

F =
1

σ̄2
max

m∑
i=1

(
∂cd(x

i; p)

∂p

)T (
∂cd(x

i; p)

∂p

)
, (4.18)

where F ∈ Sdp+ , i.e., F belongs to the space of dp × dp symmetric positive-definite

matrices and dp = M(2dx + 1) is the number of unknown source parameters; see

[44] for details. The FIM provides a measure of the amount of information that

the measurement vector y contains about the source parameters p. Note that the

information values for independent observations are additive.

Recall from Section 4.1.3 that we can construct a set of POD bases whose linear

combination spans the finite dimensional concentration field cd of the AD model (4.2)

as

cd(x) =
N∑
i=1

ci ψi(x) = ψ(x) c,

where ψ = [ψ1 . . . ψN ] and c ∈ RN . Given a set of values for the source parameters

p, we can calculate the coefficients for this linear representation as c = A−1b(p),

where matrix A and vector b are defined in equation (B.6) in Appendix B.2.1. Thus

cd(x; p) = ψ(x) A−1b(p). Therefore, we can calculate the desired derivative in the
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definition of the FIM (4.18) as

∂cd(x,p)

∂p
= ψ(x) A−1∇pb,

where ∇pb = −Mp and Mp is the derivative of the finite dimensional AD model

(B.7) with respect to p and is given via equation (B.12) in Appendix B.2.2. Let

S(p) , A−1Mp, (4.19)

be a function of p with S ∈ RN×dp , and without loss of generality assume σ̄max = 1.

Note that as long as the variance of the noise is constant, its value is irrelevant for

planning. Then, from equation (4.18), we get F(x̃m; p) =
∑m

i=1 S(p)Tψ(xi)Tψ(xi)S(p)

or in matrix form

F(x̃m; p) = S(p)TX(x̃m)TX(x̃m) S(p), (4.20)

where

X(x̃m) =


ψ1(x1) . . . ψN(x1)

...
. . .

...

ψ1(xm) . . . ψN(xm)

 , (4.21)

is the m×N design matrix.

Given the sequence of waypoints x̃m = (x1, . . . ,xm) at step m > m̄ and the

corresponding vector of noisy measurements ym, we solve the SI problem (4.17) to

obtain the estimation pm of the unknown source parameters at current step. Then,

the Path Planning problem consists of finding the next best waypoint xm+1 from

where if a new measurement is taken, it will maximize the minimum eigenvalue of
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Algorithm 6 Optimal Waypoint Selection Algorithm

Require: The POD bases ψ = [ψ1, . . . , ψN ] of Algorithm 5;
Require: The number of initial measurements m̄ and the maximum number of mea-

surements mmax;
1: Collect the initial measurements and set x̃m̄ = (x1, . . . ,xm̄) and ym̄ =

(cm(x1), . . . , cm(xm̄));
2: for m = m̄ to mmax do
3: Solve the SI problem (4.17) with ym to get pm;
4: Compute Sm = S(pm) and the design matrix Xm = X(x̃m) according to

equations (4.19) and (4.21);
5: Compute the constant matrix Fm = STmXT

mXmSm;
6: Given Sm and Fm, solve the planning problem (4.22) for xm+1 utilizing the

SSDP approach of Algorithm 16;
7: Update the waypoints x̃m+1 = (x̃m,x

m+1);
8: Update ym+1 = (ym, c

m(xm+1)) from equation (4.7);
9: m← m+ 1;

10: end for

the FIM. In mathematical terms

xm+1 = argmax
x∈Ω

λmin[Fm + S(pm)Tψ(x)Tψ(x) S(pm)], (4.22)

where Fm = F(x̃m,pm) ∈ Sdp+ is a constant FIM, defined by equation (4.20), that

contains the information from the current m measurements. The second term in the

right-hand-side of (4.22) is a rank-one update capturing the information added by

measuring at a new location x. Given the solution of (4.22), we use a motion planner

to navigate the robot from its current position to the next measurement location

xm+1 while avoiding obstacles; see Section 4.4.2 for more details. Note that since

Ω ⊂ Rdx , the dimension of (4.22) is very small which makes it particularly attractive

for online implementation on a mobile robot. The proposed planning algorithm is

presented in Algorithm 6. Line 6 corresponds to solving the Next Best Measurement

Problem (4.22). We reformulate (4.22) into a Semi-Definite Programming (SDP)

problem and solve it using the Sequential SDP method; see Appendix B.4 for details.
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4.3 Active Source Identification in Complex Do-

mains

The developments of Sections 4.1 and 4.2 relied on the assumption that the domain

of interest Ω is represented by a set of convex box constraints. Although extension to

handle a set of affine constraints defining Ω or even any other set of convex constraints

is straightforward, this is not the case if Ω is non-convex. To solve the SI problem

discussed in Section 4.1 in a non-convex domain Ω, we first decompose this domain

into convex subdomains. Then, using the Sensitivity Analysis (SA) initialization

method discussed in Appendix B.2.3, we select the largest subdomains that contain

the candidate source locations and solve the SI problem (4.17) in those subdomains.

To solve the planning problem discussed in Section 4.2 in non-convex domains, we

follow a similar approach. Particularly to determine every new waypoint xm+1 of

the robot, we define a subdomain of Ω around the initialization point x0, given

by equation (B.35) in Appendix B.4.4, and solve the nonlinear SDP (B.24) in this

region. Note that this initialization scheme ensures existence of a local optimum in the

selected subdomain and preserves the global convergence property of the Sequential

SDP Algorithm 16 for non-convex domains.

Integrating the solution of the SI problem with the planning problem, discussed in

Sections 4.1 and 4.2, respectively, in a feedback loop and incorporating the proposed

domain decomposition method to handle optimization in non-convex domains, we

obtain the proposed Active Source Identification (ASI) method. Specifically, given a

set of initial measurements, the robot solves the SI problem as discussed in Section

4.1 over the subdomains that contain possible source locations as indicated by the

SA method in Algorithm 15. Then, given the solution of the SI problem, the robot

plans its next measurement according to the procedure developed in Section 4.2, and
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Algorithm 7 Active Source Identification

Require: The stopping tolerance ε of equation (4.23);
1: Take initial measurements to get ym̄;
2: Given Em̄ corresponding to ym̄, utilize the SA Algorithm 15 from Appendix B.2.3

to initialize the SI problem.
3: Decompose the domain Ω into subdomains containing K initial source centers;
4: Set m← m̄;
5: while the algorithm has not converged do
6: Solve the SI problem (4.17) for source parameters pm, initialized by pm−1,

using the results of Section 4.1 with Em corresponding to ym;
7: Check the convergence criterion (4.23);
8: Take a new step using Algorithm 6 and given pm;
9: Update the measurement vector ym+1;

10: m← m+ 1;
11: end while

the process repeats. The proposed ASI algorithm terminates when

‖pm − pm−1‖2 ≤ ε (4.23)

for some 0 < ε � 1, where pm is the solution of the SI problem (4.17) at step

m. The proposed integrated method is summarized in Algorithm 7 and illustrated

in Figure 4.2. In lines 3 and 6 of Algorithm 7, Em denotes the set of infinitesimal

areas enclosing measurement locations; see Section 4.1.2. Note that via successive

solutions of the SI problem in line 6, the solver corrects its previous estimates of the

source parameters pm taking into account the most recent concentration measurement

ym. The initialization of the SI problem with the previous solution results in faster

convergence.
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Figure 4.2: Schematic representation of the ASI Algorithm 7. After collection of
m̄ initial measurements, the robot solves the SI problem (4.17) and path planning
problem (4.22) sequentially and in a feedback loop for m > m̄.

4.4 Results

In this section we provide numerical simulations and real-world experiments to illus-

trate the ASI Algorithm 7. We solve the constrained nonlinear optimization problem

(4.17) utilizing the fmincon(·) function in the MATLAB optimization toolbox that

employs an interior-point algorithm which accepts the Hessian-vector multiplication

information; see Appendix B.2.2. We also use the clusterdata(·) function in MAT-

LAB to perform the clustering required in Algorithm 15 of Appendix B.2.3. More-

over, we solve the SDP (B.26) with a primal-dual method using cvx, a package for

specifying and solving convex programs [140]. For more details about interior-point

and primal-dual algorithms, see, e.g., [129].

In order to quantify the performance of our method, we report four different

error metrics, namely the uncovered source ratio eun, the false detection ratio efd,

the normalized intensity error eint, and the normalized localization error eloc. In

mathematical terms eun = ‖sd,true − sd‖χF /‖sd,true‖L2 and efd = ‖sd‖χΩ\F
/‖sd,true‖L2 ,

where F is the support set of the true source sd,true, χF denotes the indicator function

of F defined in equation (4.6), and ‖·‖χF is introduced in (4.8). The error term eun

measures the fraction of the true source sd,true that is left out by the estimated source
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sd and the error term efd considers the parts of the estimated source sd that do not

overlap with the true source sd,true. Note that any value eun < 1 indicates an overlap

between the true and estimated sources. Finally, the errors eint and eloc are defined

for a single source as eint = |βtrue − β| /βmax and eloc = ‖ztrue − z‖2 /l, where βmax is

an upper bound on the source intensity, z ∈ Ω is the center of the rectangular source

support, and l is the characteristic length of the domain Ω. We also define the signal

to noise ratio for simulations in dBs as SNR = 20 log
(
‖cm(x)‖χE/‖ε(x)‖χE

)
, where

ε(x) denotes the noise field.

To generate the snapshots for POD Algorithm 5 and to solve problem (4.17)

numerically, we need to obtain the solution of AD model (4.1) for a given source

function. To this end, we discretize the domain Ω and use the FE method with

standard Galerkin scheme [126]. Let n denote the size of the required FE mesh which

we generate using cubit [137]. We construct the discrete FE models using an in-

house FE code based on the DiffPack C++ library [132]. Moreover, to approximate

the first- and second-order derivatives over FE meshes, we use finite difference for

structured meshes and polynomial interpolation for unstructured meshes.

We select the thresholding parameter of the SA Algorithm 15 as α = 0.7; see Ap-

pendix B.2.3. To build the POD basis functions via Algorithm 5, we need to generate

snapshots of the AD-PDE (4.1). Since the relationship between the magnitudes of

the source and concentration functions is linear, cf. equation (4.1a), we cover the

domain Ω with tower functions (4.15) with unit intensity for this purpose. Finally,

we set the regularization parameter in (4.10) to τ = 10−8 and the stopping tolerance

in the ASI Algorithm 7 to ε = 10−3.
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Figure 4.3: Steady-state flow pattern for the non-convex domain.

4.4.1 Numerical Simulations

In this section, we study the performance of the ASI Algorithm 7 for the non-convex

domain Ω given in Section 3.6; see Figure 4.3. We consider three Peclet numbers

Pe = 2.5, P e = 25, and Pe = 250; see Chapter 2. Moreover to reduce the order

of the model, we utilize R = 597 snapshots with η = 0.97 corresponding to N =

154, N = 183, and N = 205 basis functions for each Peclet number, respectively.

In our first simulation study, we compare the planning method presented in Sec-

tion 4.2 to placement over a lattice and an ergodic placement method that uses

the determinant of the FIM as the information metric. Both of these planning ap-

proaches employ the algorithm developed in Section 4.1 to solve the SI problem (4.9)

and, therefore, the purpose of this comparison is to showcase the relative performance

of the planning method proposed here. Specifically, given an information distribu-

tion, the ergodic planner aims at designing paths where the time spent by the robot

at any region is proportional to the information at that region. This approach is pro-

posed in [141] and used for active sensing in [38]. Specifically, we use the normalized

determinant of the FIM (4.20) as the information distribution in the ergodic planner,

where we assign zero information value to the points on obstacles. We implement
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the controller proposed in [141] and, similar to the ASI Algorithm 7, we update the

information distribution at every step as newer estimates of the source parameters

become available.

To highlight the advantages of the proposed ASI framework against the heuristic

methods discussed in Section 1.2.1, we also compare our algorithm to a heuristic ap-

proach that drives the robot along the normalized concentration gradient ascent and

upwind directions, as proposed in [12]. The robot uses the initial m̄ measurements

to detect the plume and initializes its path from the highest measured concentra-

tion point. The velocity field is known exactly to the robot and the concentration

gradient at each point is approximated by taking two additional measurements in or-

thogonal directions. Since the heuristic approach only provides a location estimate,

it is compared to the other methods in terms of localization error eloc.

In the following simulations, we use m̄ = 28 initial measurements for the ASI,

ergodic, and heuristic methods and set the maximum number of steps to mmax = 42.

The lattice placement uses mmax = 42 measurements obtained by sensors located

on an equidistant grid. For the ergodic and heuristic methods, we use a first-order

model for the dynamics of the robot. The results are plotted in Figure 4.4 where

we average over 50 randomly generated sources. It can be seen that the proposed

planning Algorithm 6 outperforms the lattice method in all cases and performs more

consistently in terms of standard deviation. Particularly, the success rate of the ASI

algorithm, i.e., the number of instances that the algorithm finds an overlapping source

estimate, is considerably higher for all three Peclet numbers. Note that the average

false detection error of the lattice placement for Pe = 250 is smaller than the ASI

algorithm but since this method often fails to find an overlapping source estimate for

this Peclet number, efd only indicates that the falsely detected sources have smaller

volumes than the true sources on average.
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Figure 4.4: Comparison of the ASI Algorithm 7 with lattice and ergodic placements,
and heuristic approach for three Peclet numbers. The figure depicts the average un-
covered, false detection, intensity, and localization errors, respectively over 50 random
instances of the problem. The standard deviation bars and scatter plots are overlaid
on the error bars. The success percents are also given on top of the first subfigure.

The performance of the ergodic approach is close to the proposed planning method

since it uses a similar optimality index to collect the measurements. Note that as the

domain becomes larger, the computation of the information distribution required by
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this approach becomes expensive rendering this planning method intractable. Fur-

thermore, since the performance of the ergodic method depends on the combination

of exploration and exploitation [38], we allow the robot to travel through obstacles

and take a measurement every three steps so that it can reach more informative re-

gions of the domain more often. To the contrary, the behavior of the proposed ASI

method indicates that given an initial set of measurements, necessary to detect the

unknown sources, the most informative measurements are obtained close to the loca-

tion of sources as opposed to points farther away. Therefore, the better performance

of the ASI algorithm, i.e., its smaller and more consistent false detection error values,

can be attributed to this fact.

Considering the last subfigure in Figure 4.4, we observe that the ASI algorithm

provides more accurate localization for Pe = 2.5 and Pe = 25 but the heuristic

method performs better for Pe = 250. The reason for this is that for very high Peclet

numbers, for which advection is the primary means of transport, the reduced order

AD model (B.7) becomes inaccurate resulting in poor localization for model-based

methods; see Section 4.4.3. Nevertheless, the heuristic approach does not provide

any information about the size or intensity of the sources and in the case of multiple

sources, it localizes at most one source or fails altogether.

In our second simulation study, we use the same settings as before and consider an

AD transport with Pe = 25 and two sources, specifically, a circular source centered

at (2.5, 0.25) with radius of 0.08 and intensity of 0.25 and a rectangular source with

parameters p̄ = (0.2, 3.85, 3.95, 0.8, 0.95) creating the concentration filed given in

Figure 4.5a. Since the two sources are not located in one convex domain, decomposing

Ω into convex subdomains and following the procedure described in Section 4.3 is

necessary to recover both sources. We note that the ASI algorithm has no a priori

knowledge of the number of sources. It solves the problem in 1951sec in 22 steps,
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which amounts to solving 22 instances of the SI problem (4.17). Time required to

solve the planning problem (4.22) is negligible. The final error values are eun = 0.67

and efd = 0.61 with SNR = 19.02 dB. The waypoints of the robot are given in Figure

4.5a by white stars. Note the accumulation of the measurements around the high

concentration regions of the domain, i.e., the hot spots [41]. Note also that to cover

both sources simultaneously, the robot needs to move back and forth between them.

We can minimize the travelled distance, by adding a penalty term in the planning

problem (4.22) to encourage more measurements before moving to the next source

but this would be suboptimal from an information perspective. A more viable option

is to use multiple robots, which is part of our future work. The result of the SA

initialization Algorithm 15 and the final solution with the true source overlaid on

it are plotted in Figure 4.5b. Note that the performance of the ASI Algorithm 7

only depends on the dimensionless Peclet number. The units of the other quantities

are arbitrary as long as they are selected consistently. Particularly, given a unit for

concentration c, the unit for source term s is defined as concentration per unit time.

See Chapter 2 for more details and the next section for a specific example.

4.4.2 Experimental Results

In this section, we demonstrate the performance of the proposed ASI Algorithm 7

experimentally for the identification of an ethanol source in air. Particularly, we

consider a non-convex domain with dimensions 2.2 × 2.2 × 0.4m3, see Figure 4.6.

We connect a fan to the domain through a duct that blows air into the domain

with an axial speed of 0.9m/s and a tangential speed of 0.2m/s, creating a turbulent

flow. We utilize ANSYS-Fluent to obtain the desired flow properties namely,

the velocity and diffusivity fields. Since turbulence is a 3D phenomenon, we build

a 3D mesh of the domain with 1.94 × 106 elements. We note that determining
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Figure 4.5: Waypoints of the mobile robot overlaid on the concentration field and
the contours of the SA initialization and estimated source. Fig. 4.5a: the yellow
stars indicate the initial measurements while the white stars show the sequence of
waypoints. Fig. 4.5b: the SA initialization (top) and the final solution (bottom) are
shown, where the white squares depict the support of the initial estimate and the
yellow lines delineate the support of the true source.

the velocity and diffusivity fields for turbulent flow is non-trivial. Turbulent flow is

recognized with high Reynolds numbers and is characterized by severe fluctuations in

the flow properties. These fluctuations enhance the mixing in the flow and facilitate

the transport of the concentration. This enhanced mixing is often encapsulated in

an effective turbulent diffusivity; see Chapter 2 for more details. Then, the total

diffusivity is the sum of laminar κ0 and turbulent diffusivities and is given by (2.4).

We construct a 2D discretized AD model using the FE method with n = 12121
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Figure 4.6: Non-convex domain of the experiment. The velocity inlet, velocity
outlet, and desired source are located in the lower-right, lower-left, and upper-right
corners, respectively.

grid points located on the plane of the robot concentration sensor at height of 0.27m.

Using the 2D model instead of a 3D model is an approximation since we ignore the

transport in x3-direction but considerably decreases the computational cost. The

turbulent flow properties at the nodes of the AD FE mesh are interpolated from

the ANSYS-Fluent 3D model and are given in Figure 4.7. The corresponding

Peclet number is Pe = 213; see Chapter 2. Regarding the diffusivity field, the

following points are relevant. For molecular diffusion of ethanol in air, κ0 ≈ 1.1 ×

10−5m2/s. Then, from Figure 4.7b it can be seen that the turbulent diffusivity (2.3)

is considerably larger than the laminar diffusivity. This contributes to the numerical

stability of the AD model by decreasing the Peclet number. To further increase the

stability, we add an artificial diffusion lower bounding the total diffusivity (2.4) by

10−3m2/s; see the discussion of Section 4.4.3 for more details. Given the discretized
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Figure 4.7: Turbulent flow properties required for the solution AD-PDE. The fields
are interpolated to the plane of concentration sensor located at a height of 0.27m.
Fig. 4.7a: shows the predicted velocity field generated by blowing air through the
inlet using a fan. Fig. 4.7b: shows the corresponding total diffusivity field which is
the sum of laminar and turbulent diffusivities, given by (2.4), and lower bounded by
10−3m2/s to stabilize the AD FE model.

model, we use N = 900 basis functions to construct the reduced model (B.7).

The ethanol source is located at x1 = 1.8m, x2 = 1.8m, and x3 = 0.3m, across from

the velocity inlet and releases ethanol at a steady rate. To collect the measurements,

we use a custom-built differential drive mobile robot equipped with a MiCS-5524

concentration sensor. In order to eliminate the effect of velocity field on the sensor

readings, we place the sensor in a confined box and utilize an air pump to deliver air to

the sensor with an approximately constant flow rate, see Figure 4.8. As mentioned in

Section 1.2.1, non-smooth concentration patches appear when the flow is turbulent.

To ensure the detection of these patches, we need to allow enough instantaneous

readings at each location. Furthermore, to minimize the effect of intervals of low

concentration between the detections, we calculate the final concentration value as

the average of the readings at the highest quartile. In the experiment, we record 1000

instantaneous readings at each measurement location. We perform the computations
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Figure 4.8: Mobile robot used to collect the measurements: (i) the concentration
sensor placed in a confined box to separate it from flow conditions, (ii) air pump,
(iii) OptiTrack markers used for localization. The robot is remotely controlled by
a computer via radio communication.

off-board and communicate the commands to the robot via radio communications.

This allows us to use a very small robot minimizing the interference with the flow

field. The localization needed for motion control of the robot, is provided by an

OptiTrack motion capture system and a simple controller is implemented for line

tracking. We utilize the VisiLibity toolbox to generate the geodesic path between

each pair of waypoints given by the planning Algorithm 6, taking into account the

obstacle; see [142].

The robot collects m̄ = 16 initial measurements; these measurements are shown

in Figure 4.9a. Note that the pattern of readings are in agreement with the model

prediction verifying the overall accuracy of the numerical solutions of the flow and the
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Figure 4.9: Fig. 4.9a: shows the initial m̄ measurements overlaid on the concentra-
tion field predicted by AD-PDE (4.1) for a hypothetical source located at the true
source location. Fig. 4.9b: shows the waypoints of the robot.

AD-PDE (4.1). Figure 4.9b shows the waypoints where we set the maximum number

of measurements to mmax = 25. The final solution is p = (3140, 1.69, 1.76, 1.77, 1.85)

resulting in a location error eloc = 0.03. This small error is due to the different

heights of the planes at which ethanol is released (x3 = 0.30m) and measurements

are taken (x3 = 0.27m). This causes the peak to be somewhat displaced downstream.

The intensity of the source is predicted to be approximately 3 × 103ppm/s for the

estimated source area of 5.6× 10−3m2. The video of the SI process is given in [143].

It can be seen from the video that the estimation of the source location approaches

the true value immediately after the initial measurements are collected and the rest

of the measurements correct the solution for the newer information that become

available. Particularly, as the measurements get closer to the source, the intensity

of the estimated source spikes to account for much larger observed concentration

measurements.
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4.4.3 Discussion

An important predicament in application of model-based ASI Algorithm 7 is handling

advection-dominated problems. Given a transport medium, e.g., air, high advection

translates to turbulent flow which is non-trivial to model and an active area of re-

search. Currently viable approaches are based on the Reynolds-Averaged Navier-

Stokes (RANS) models that provide time-averaged properties. These models often

suffice for engineering applications but major assumptions used in their derivation,

technicalities pertaining to mesh generation and boundary layer treatment, and of-

tentimes conflicting predictions from different models affect their predictive ability

so that experimental studies may be necessary to validate them; see [49] for more

details. In Chapter 6 we present a learning-based approach to address this challenge.

On the other hand, solving the AD-PDE (4.1) for advection-dominated problems

is also challenging and an active area of research. The reason is usually the presence

of numerical instabilities. In the previous section, we added a constant artificial

diffusion which is a common practice in the relevant literature [144]. Nevertheless,

this might in general lead to forward solutions that are inconsistent with the solution

of the original AD-PDE [145]. Numerous more advanced stabilization techniques

exist that artificially introduce diffusion in a consistent manner; see, e.g., [146]. Note

that very high Peclet numbers, e.g., Pe ≈ 103, are reported in the literature for the

forward solution of the AD-PDE (4.1) but solving the Inverse Problem using the AD

model is considerably more challenging.

Specifically, instability of the AD model adversely affects the POD method, the

SA initialization, and consequently the nonlinear optimization problems (4.9) and

(4.22). After extensive simulation and experimental studies, we have observed that

our method works well for Peclet numbers up to approximately Pe ≈ 250. While
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here we employ the standard Galerkin scheme for simplicity, more sophisticated FE

methods could be employed to improve this bound. Note that an important feature of

the ASI Algorithm 7 is that it is highly modular, meaning that different components,

i.e., the formulation of the SI problem (4.9), planning problem (4.22), model reduction

Algorithm 5, and SA initialization Algorithm 15, can be independently improved for

better SI performance. For instance, in Section 4.4.1 we replaced the planning module

with the ergodic placement for the purpose of comparison.

Finally, for very low Peclet numbers, i.e., diffusion-dominated cases, high concen-

tration regions are local, thus it is possible for the SA method to miss some sources

if there are no measurements close enough to those sources. Moreover, in the case of

multiple sources, if the intensities differ considerably, the SA method typically detects

the high intensity ones. In these cases, using higher numbers of initial measurements

m̄ and tuning the thresholding parameter α in the SA Algorithm 15 can improve the

initialization. We also note that, the SA initialization can be combined with possible

prior knowledge about the sources to improve the performance of the proposed ASI

algorithm.
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5

Stochastic Solution to Source
Identification Problem

In this chapter, we propose a stochastic approach to solve the SI problem problem

under parameter and measurement uncertainty. Specifically, given a prior distribu-

tion over the source parameters and secondary parameters, we utilize the Markov

Chain Monte Carlo (MCMC) method to sample the posterior distribution of the pa-

rameters conditioned on the available measurements. To obtain a tractable solution,

we reduce the dimension of the sampling space by modeling the source term using

nonlinear basis functions similar to Chapter 4, which decreases the dimension of the

parameter space significantly. Furthermore, we employ a model reduction method

that allows us to obtain closed-form solutions for the AD model. To construct the

proposal distribution, required by the MCMC algorithm, we utilize deterministic

point estimates obtained using the techniques proposed in Chapter 4. This allows us

to capture the desired posterior distributions with a smaller number of samples. Our

algorithm provides posterior distributions that are used to obtain point estimates for

the parameters as well as uncertainty bounds for these estimates.
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5.1 Problem Definition

Given a set of PDE input-data, i.e., the domain of interest Ω, the velocity q and

diffusivity κ fields, and the zero-valued Dirichlet condition applied to the boundaries

Γ, and a source function s : Ω → R, the AD-PDE (2.2) predicts the corresponding

concentration field c : Ω→ R. In real-world problems, these input data are uncertain

due to modeling and measurement errors; see Chapter 6 for a detailed treatment of

such uncertainties for the flow field.

Let x ∈ Ω denote the spatial coordinates and yk ∈ R denote the k-th measure-

ment of the concentration field c(x) at location xk for 1 ≤ k ≤ m. We consider a

measurement model with additive Gaussian noise given as

yk = c(xk) + ε̄, (5.1)

where ε̄ ∼ N (0, σ̄2) and σ̄ > 0 is the standard deviation of the noise. We assume

that the noise components for different measurements are independent and identically

distributed.

Let p ∈ Rdp parameterize the source function s and π(P ) encode our prior belief

about the source parameters, where we use upper case letters to denote Random

Variables (RVs) and lower case letters to denote their realizations. Furthermore,

let θ ∈ Rdθ denote a RV that collects the uncertain secondary parameters includ-

ing the parameters that the PDE input-data depend on and π(Θ) denote our prior

belief about these secondary parameters. Note that θ is independent of the source

parameters p. Then, we define the desired stochastic SI problem as follows.

Problem 5.1.1 (Stochastic Source Identification Problem). Given the prior distri-

butions π(P ) and π(Θ) and a set of m measurements y1:m, find the joint posterior
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distribution

π(P,Θ|y1:m) = π(P |y1:m)π(Θ|y1:m)

of the source and secondary parameters.

Once we have this distribution, we can acquire point estimates as well as uncer-

tainty bounds for the desired parameters; see Section 5.2.3.

Although the AD-PDE (2.2) has a unique solution c(x), it is often impossible to

obtain this solution in closed-form and only approximations can be obtained using

discretization-based methods, e.g. the FE method [77]. Given a realization of the

RVs p and θ, let the function µ : Ω → R denote an approximate solution of the AD

model (2.2). Then, we rewrite the measurement model (5.1) as

yk = µ(xk; p, θ) + ε, (5.2)

where ε ∼ N (0, σ2) encapsulates the model error in addition to the sensor noise and

thus σ ≥ σ̄; note that ε̄ in (5.1) models only the sensor noise. We include σ in the

vector of secondary parameters θ. In the following, we drop the dependence of µ(·)

on p and θ for the sake of brevity whenever these parameters are not important for

the discussion. Using the Bayes’ rule we have

π(P,Θ|y1:m) ∝ π(y1:m|P,Θ)π(P )π(Θ), (5.3)

where

y1:m|p, θ ∼ N (µ(x1:m), σ2Im) (5.4)

is the likelihood, x1:m denotes the sequence of m measurement locations, µ(x1:m) =

(µ(x1), . . . , µ(xm)), and Im ∈ Rm×m denotes the identity matrix.
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Algorithm 8 Metropolis-Hastings Algorithm

Require: The measurements y1:m;
Require: The model µ(·) and priors π(P ) and π(Θ);
Require: Current samples pi and θi;
Require: The proposal distribution π̂(P,Θ|pi, θi, y1:m);

1: Draw a sample (p̄i, θ̄i) from π̂(P,Θ|pi, θi, y1:m);
2: Compute the acceptance probability:

ρi+1 = min

{
1,
π(p̄i, θ̄i|y1:m)

π(pi, θi|y1:m)

π̂(pi, θi|p̄i, θ̄i, y1:m)

π̂(p̄i, θ̄i|pi, θi, y1:m)

}
;

3: Set (pi+1, θi+1) = (p̄i, θ̄i) with probability ρi+1 and (pi+1, θi+1) = (pi, θi) with
probability 1− ρi+1.

Often the target posterior π(P,Θ|y1:m) has an unknown distribution that depends

on the priors π(P ) and π(Θ). Furthermore, the set Ap of admissible values of the

source parameters is often compact and non-convex. This also can be true for the

set Aθ of admissible secondary parameters. Consequently, it is in general impossible

to obtain the posterior as a known distribution in closed-form. In the next section

we utilize a Markov Chain Monte Carlo (MCMC) sampling approach to approximate

the desired posterior distribution π(P,Θ|y1:m).

5.2 Stochastic Source Identification Algorithm

5.2.1 Sampling the Posterior Distribution

Given the measurements y1:m and a sample (pi, θi), let π̂(P,Θ|pi, θi, y1:m) denote a

proposal distribution that we can easily sample from. Then, we use the Metropolis-

Hastings (MH) algorithm to sample the target posterior π(P,Θ|y1:m). Algorithm 8

shows iteration i + 1 of this algorithm during which a new sample (p̄i, θ̄i) is drawn

from the proposal distribution, its acceptance probability ρi+1 is computed, and this
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sample is randomly accepted with probability of ρi+1. Running Algorithm 8 for

n iterations generates the set of samples {pi, θi}ni=1 that approximate the desired

posterior distribution. More specifically, for the MH algorithm the Markov chain

corresponding to these samples is ergodic and stationary with respect to the posterior

distribution π(P,Θ|y1:m) and converges to it in distribution; see [147,148] for details.

Efficient implementation of Algorithm 8, requires addressing three challenges.

First, the dimensions of the admissible sets Ap and Aθ should be as small as possible

since the number of samples required to explore them grows as these dimensions

increase. Second, each evaluation of the likelihood (5.4) in line 2, to compute the

acceptance probability ρi+1, requires one solution of the AD model. This can be

computationally prohibitive since the MCMC methods require a large number of

samples for convergence. Finally, we need a proposal distribution that effectively

samples the high probability regions of the admissible sets.

To address the first challenge, similar to Chapter 4 we propose a parameteriza-

tion for the source term that drastically reduces the number of required unknowns

compared to a discretization-based formulation; cf. [115]. Particularly, we approxi-

mately represent the source function s(x) in (2.2) as a linear combination of ns tower

functions

s(x) =
ns∑
j=1

βjφ(x;xj, x̄j), (5.5)

where βj > 0 denotes the intensity of the j-th tower function and xj and x̄j denote

the bounds on its support where xj < x̄j. Each tower function in (5.5) is defined as

φ(x;x, x̄) =

 1 if x ≤ x ≤ x̄

0 o.w.

see Figure 5.1. Given this parameterization of the source function, we have p =
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Figure 5.1: The support of tower functions used for the parameterization of the
source term. Only four parameters are needed to describe this support in 2D.

(β1, x1, x̄1, . . . , βns , xns , x̄ns) and dp = (2dx + 1)ns. This particular parameterization

considerably decreases the dimension of the admissible set Ap ⊂ Rdp .

Next, to speed-up the evaluation of the AD model, required for the computation

of the likelihood (5.4), we construct a closed-form approximation µ(x) of the field c(x)

for a given realization of the secondary parameters θ by utilizing the Proper Orthogo-

nal Decomposition method [135]. The idea is to perform the expensive computations

offline by solving for the AD model (2.2) many times. These solutions, called snap-

shots, are then used to construct a small set of optimal basis functions that span the

solution of the AD model. Given the source parameters p and secondary parameters

θ, we can approximate the concentration field c(x; p, θ) by µ(x; p, θ) efficiently and

with acceptable accuracy; see Section 4.1.3 for more details.

Finally, using a proposal distribution that samples from high probability regions of

the admissible sets Ap and Aθ is crucial for the implementation of the MH Algorithm

8 on a computer with limited computational resources. Since the low dimensional

representation of the source discussed above renders the relationship between the

approximate concentration field µ(x; p, θ) and parameters p nonlinear, finding high

probability regions of Ap is difficult; see Section 5.3.1. In this chapter, we build on

the methods presented in Chapter 4 to construct a proposal distribution centered
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around a deterministic solution of the SI problem which allows us to directly sample

important regions of Ap. Particularly, let p̂ denote the mean of the proposal distri-

bution. Then, given that the RVs p and θ are independent, we define the desired

proposal distribution as

π̂(P,Θ|pi, θi, y1:m) ∝

 N (p̂, σ̂2Idp) π(Θ) if P ∈ Ap, Θ ∈ Aθ

0 o.w.
(5.6)

where σ̂ > 0 is the standard deviation of the proposal distribution. Various MH

algorithms differ in the selection of the mean p̂ of the proposal distribution. Here

we utilize the random-walk MH algorithm where we set p̂ = pi in Algorithm 8 to

draw sample i+ 1. We initialize the algorithm by setting p0 equal to a deterministic

solution of the SI problem obtained from Chapter 4 for the measurements y1:m, where

we solve the deterministic problem for the most probable value of the secondary

parameters θ obtained from π(Θ). Note that in (5.6), we confine the support of

the proposal distribution to the admissible set Ap and we directly use the prior

distribution π(Θ) for the secondary parameters. This is based on the assumption

that θ can be broken down into small, preferably one-dimensional independent RVs

such that we can directly sample π(Θ) without needing a proposal distribution for it.

Remark 5.2.1 (Target Distribution). Since permuting the order of the basis func-

tions in (5.5) does not change the source function s(x), the posterior distribution

π(P |y1:m) is symmetric with ns modes, where ns is the number of tower functions.

Depending on the proposal distribution, Algorithm 8 only samples one of these modes;

see Section 5.3.3.

Remark 5.2.2 (Proposal Distribution). As discussed above, here we use the random-

walk MH algorithm to sample the target distribution π(P,Θ|y1:m). Using the random-
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walk method initialized at the deterministic solution, ensures that the proposed sam-

ples are from high probability regions of the admissible set Ap but they are also free to

explore the set. Alternative approaches exist, e.g. the independent MH and Langevin

MH [147, chapter 6]. The former can result in inefficient sampling because most

regions of the admissible set have very low probability since sources often have com-

pact supports in the SI problem. On the other hand, the Langevin MH can result in

the entrapment of the samples in a local optimum and deprives the algorithm from

exploring Ap and thus properly approximating the target distribution.

5.2.2 Modeling Uncertainty in the Secondary Parameters

Solving real-world SI problems requires the consideration of various sources of uncer-

tainty pertaining to the mathematical model and the PDE input-data, which here

are captured in the RV θ. The uncertainty in the model includes the simplifying

assumptions required to derive it as well as the approximations made afterwards,

e.g., the discretization of the domain for numerical methods and the model reduction

needed to obtain tractable solutions. The standard deviation σ of the measurement

model in (5.2) captures these uncertainties. Uncertainty in the PDE input-data is

another practical concern; see Chapter 6 for a detailed study of uncertainty quan-

tification for flow fields. A major challenge in incorporating uncertainty in the PDE

input-data is that for every new input sample, we need to build a new AD model

since the reduced model µ(x; p, θ) is obtained for a given value of these input data.

In the following, we present an efficient approach based on Stochastic Reduced Order

Models (SROMs) [35] to sample the distribution of the secondary parameters θ that

appear in the PDE input-data.

For simplicity assume that the first d̄θ elements of θ ∈ Rdθ correspond to parame-
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ters that appear in the input data whereas the rest of the entries correspond to other

hyper-parameters, e.g., the standard deviation σ in (5.2). With slight abuse of no-

tation, let θl denote the l-th entry of θ that is independent of all other entries where

l ∈
{

1, . . . , d̄θ
}

. For instance, θl can denote the uncertain inlet velocity BC that is

required to obtain the velocity field q(x) in (2.2). Given the marginal prior distri-

bution π(Θl), we can use SROMs to obtain a discrete approximation {αl,j, θl,j}
nθ,l
j=1

for this distribution using nθ,l samples of the RV θl with corresponding probability

weights αl,j. Specifically, let Ξl,j ⊂ R for j ∈ {1, . . . , nθ,l} denote a partition of the

feasible set Aθl corresponding to the sample θl,j. Then the distribution π(Θl) can be

approximated by a piecewise constant representation as

π(θl) ≈
nθ,l∑
j=1

αl,j1(θl ∈ Ξl,j), (5.7)

where 1(θl ∈ Ξl,j) is an indicator function. If θl is dependent on any other secondary

parameters, then we consider the joint distribution. The SROM approximation of a

multivariate distribution is handled exactly the same way; see [35] and the references

therein for theoretical details. Figure 5.2 shows a SROM approximation for a 2D

Gaussian distribution.

Given a set of SROM approximations {αl,j, θl,j}
nθ,l
j=1, we can construct the joint

SROM representation of all secondary parameters θ1:d̄θ that appear in the PDE input-

data as {
nθ∏
l=1

αl,j, θ1:d̄θ,j

}nθ

j=1

where nθ =
∏nθ

l=1 nθ,l is the total number of SROM samples θ1:d̄θ,j obtained from all

combinations of individual samples θl,j for l ∈
{

1, . . . , d̄θ
}

. Given these samples in

the joint space, we approximate the desired distribution π(Θ1:d̄θ) of the secondary
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(a) probability distribution (b) SROM approximation

Figure 5.2: SROM approximation of N (0, 0.0252I2) using 5 samples as
{0.3860, (0, 0), 0.1535, (±0.032,±0.032)}. Beyond (±0.075,±0.075) we set the prob-
ability mass to zero.

parameters with an equation similar to (5.7) in which the partition Ξ1:d̄θ,j is the

intersection of the individual partitions Ξl,j.

The use of unequal weights in SROMs allows for estimation of π(Θ1:d̄θ) with a

small number of samples. This is the key to quantifying uncertainty in the presence of

secondary parameters. Specifically, given a sample θ1:d̄θ,j, we construct a reduced AD

model µ(x; p, θj) corresponding to the PDE input-data specified by that sample. We

use direct sampling to obtain the posterior distribution π(Θ1:d̄θ |y1:m) of the secondary

parameters. Specifically, we update the SROM probability weights αl,j while keeping

the samples θl,j fixed.

Remark 5.2.3 (Sample Degeneracy). It is known that fixing the samples that are

used to sequentially approximate a distribution can lead to degeneracy where the prob-

ability of the samples diminishes as the posterior distribution changes. Assuming that

the uncertainty in the secondary parameters is small, the posterior will not deviate

considerably from the prior and the approach presented above works.

Remark 5.2.4 (Localization Uncertainty). Since uncertainty in the measurement

locations is independent of other sources of uncertainty in the SI problem, we can
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easily incorporate it by defining a distribution π(X1:m) over the measurement locations

and adding it to the right hand side of (5.3).

5.2.3 Point Estimators for Source Parameters

In this section we briefly discuss the procedure to obtain point estimates and uncer-

tainty bounds for the source parameters p given a set of n MCMC samples generated

by the MH Algorithm 8 for the target distribution π(P |y1:m). Specifically, we can

calculate the mean as a point estimate as

avg[P ] =
1

n

n∑
i=1

pi. (5.8)

On the other hand, the computation of the variance is not as straight-forward since

the MCMC samples are correlated. The correlation decreases the efficiency of sam-

pling so that n samples provide less accurate estimates than if the samples were

independent. In order to remove the correlation among the samples, we utilize the so-

called batch-means method [149]. Specifically, we divide the samples into nb batches

of length nl so that n ≈ nb nl.
1 Let avg[P ]b be the mean of the samples in batch

b. Then, the sample variance of these mean values asymptotically estimates σ2/nl.

Thus, we can estimate the variance of the source parameters as

var[P ] =
nl
nb

nb∑
b=1

(avg[P ]b − avg[P ])(avg[P ]b − avg[P ])>.

Note that as n→∞, the uncertainty in the point estimator avg[P ] will converge

to zero while var[P ] will converge to the true value. Nevertheless, due to correlation,

the convergence is slower than if the samples were independent. It is possible to

1We set nl = bn0.5c as per the recommendation in [147, ch. 8].
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define an effective sample size that measures the efficiency of the sampling process.

Specifically, let corr(τ) denote the autocorrelation with lag τ ∈ N among the samples.

Then, the effective sample size is defined as

neff =
n

1 + 2
∑∞

τ=1 corr(τ)
. (5.9)

Note that in practice we only have sample autocorrelation, so we can calculate neff

only approximately. Note also that unless the samples are uncorrelated, neff < n.

Remark 5.2.5 (Convergence). The convergence results for MCMC algorithms are

only asymptotically valid. Obviously, we cannot sample indefinitely. It is then chal-

lenging to properly diagnose convergence of Algorithm 8; see [149]. Construction of

the proposal distribution with random-walk exploration, as per the discussion in Sec-

tion 5.2.1, ensures that we can effectively sample the target distribution with a lower

number of samples.

5.2.4 Posterior Probability of New Samples

Using Algorithm 8 results in a set of samples {pi}ni=1 that approximate the posterior

distribution π(P |y1:m). Then, we need a way to obtain the value of the posterior

probability density at a new point p ∈ Ap. One option is to utilize triangulation

and interpolation but this is a challenging task for dimensions higher than three

which is always the case here. Furthermore, there is a chance of assigning nonzero

probabilities to regions between samples that are far apart while in fact the actual

probability should be close to zero in those regions. These concerns are discussed

in [39]. To compute the posterior probability of a new sample p, given a set of samples

{pi}ni=1 of distribution π(P |y1:m) obtained using Algorithm 8, we propose a simple

method based on clustering that can handle very large dimensions. Particularly, given
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a cutoff threshold δo > 0, which we choose based on the standard deviation sd[P ]

of the samples, we cluster them into no groups whose probability is proportional

to the number of samples in the cluster. Specifically, we use the Single Linkage

Agglomerative clustering for this purpose [150]. Given δo, this method returns the

number of clusters no and the association of the sample with clusters. Given the j-th

cluster center, we define a circle with radius ro,j > 0 enclosing the samples in that

cluster. Then, given a new sample p, we determine the cluster that it belongs to and

assign the probability of that cluster to it. If p does not belong to any cluster, we

assign probability of zero to it.

Remark 5.2.6 (Alternative Estimators). Given the posterior distribution π(P |y1:m),

we can define different point estimators for the source parameters, e.g., the mean

estimator (5.8). Another estimator of interest is the maximum a posteriori (map)

estimator that we determine as the cluster center with highest probability.

5.3 Numerical Experiments

In this section we demonstrate the performance of our proposed stochastic Source

Identification Algorithm 8 through numerical experiments implemented using MAT-

LAB on a computer with 64GB of memory and 4.20GHz clock speed. Specifically, we

consider the non-convex domain depicted in Figure 5.3 that we have studied in Sec-

tions 3.6 and 4.4.1. As before, we assume that the air flows into the domain through

the sides with a constant velocity. Then, an in-house fluid dynamics code is utilized

to simulate the steady-state velocity filed in the domain with a Finite Element (FE)

mesh with 15034 grid points; see Figure 5.3. In the following results, we set the inlet

velocity BC to qin = 0.025 and use a constant diffusivity value of κ = 10−4 as the

ground truth.
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Figure 5.3: Steady-state flow pattern for the non-convex domain.

To select the standard deviation σ̂ of the proposal distribution (5.6), we scale the

source parameters so that they all have similar ranges and a universal value of σ̂

can be used for all of them. Furthermore, we assume that the sensor noise standard

deviation is σ̄ = 0.03 in (5.1). We use a uniform prior for the measurement error

standard deviation σ in (5.2), i.e., we set π(σ) = Uniform[0, σmax] where σmax ∈ R+

is an upper-bound. For simplicity we assume that the m measurements required for

SI, are collected over lattices that uniformly sample the domain. Unless specified

otherwise, we use m = 42 measurements and utilize the Sensitivity Analysis (SA),

presented in Appendix B.2.3, for the selection of p0 in the proposal distribution

(5.6). Note that the SA method is used as an efficient approach to initialize the

deterministic solver in Chapter 4. To assess the identification accuracy, we define

the error term erravg = ‖ptrue − avg[P ]‖ / ‖ptrue‖ where ptrue denotes the true source

parameters. We define similarly the error errmap of the maximum a posteriori (map)

estimator. Finally, we discard 10% of the samples generated by Algorithm 8 as

burned-in samples; see the next section for justification.

To diagnose the convergence of the algorithm, we use two different metrics in ad-

dition to the effective sample size (5.9). The simplest diagnosis test is the acceptance
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rate which we define as the mean acceptance probability given as

ρ̄ = avg[ρ].

Sampling multiple Markov chains in parallel is extremely efficient since this can be

done independently for each chain. Using samples from multiple chains, we construct

another diagnosis test for the convergence of the MH Algorithm 8. Specifically,

consider nc chains and given the sample means avg[P ]c of the chains, let the between-

chain variance of these means be

varb[P ] =
1

nc − 1

nc∑
c=1

(avg[P ]c − ˆavgc[P ])2,

where ˆavgc[P ] = 1/nc
∑nc

c=1 avg[P ]c. Also define the within-chain variance as the

average of sample variances

varw[P ] =
1

nc − 1

nc∑
c=1

1

n− 1

n∑
i=1

(pic − avg[P ]c)
2,

where n is the number of samples in each chain and the mean operator is defined

by (5.8). Given these two quantities, an estimator of the variance of the source

parameters is

v̂ar[P ] =
n− 1

n
varw[P ] + varb[P ].

For a set of chains initialized at different regions of the parameter space, v̂ar[P ]

overestimates the variance since there is dispersion among chains whereas varw[P ]

underestimates it. Thus an indicator of convergence is the shrink factor that is

defined as

ζ2 =
v̂ar[P ]

varw[P ]
.
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Figure 5.4: True concentration field generated by the rectangular source and the
corresponding lattice of m = 42 measurement locations denoted by the stars.

Note that ζ ≥ 1 and as the chains converge to the same high probability region,

ζ → 1. For a more sophisticated analysis; see [147, chapter 8]. 2 Caution should

be taken when interpreting multi-chain samples as they might result in misleading

conclusions; see [149].

5.3.1 Parameter Study

Our objective in this section is to examine the ability of our proposed stochastic

SI algorithm to capture the desired posterior distribution π(P,Θ|y1:m) as a function

of the number of measurements m, different initialization approaches, and model

inaccuracies. To do so, we consider an experiment with one rectangular source with

parameters ptrue = (0.2, 2.50, 2.60, 1.10, 1.20) creating the concentration filed given in

Figure 5.4. We obtain a ground truth model for the concentration field by solving

the AD-PDE (2.2) for the true values of the diffusivity and inlet velocity BC using

another in-house FE code with 1230 grid points. Then, given this ground truth

FE model, we build an approximate closed-form model µtrue(x) using the Proper

2Since p ∈ Rdp is a vector, we define an arbitrary mapping f(p) ∈ R for the computation of the
shrink factor as a scalar quantity. To avoid introducing a new notation, we have presented the
equation for p here.
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Orthogonal Decomposition method; see Section 5.2.1. To investigate the effect of

model inaccuracy, we also construct a second reduced model µ1(x) for PDE input-

data different than the true ones. Finally, we compare two different initialization

approaches for the selection of p0 in the proposal distribution (5.6): (i) the SA method

presented in Appendix B.2.3 and, (ii) the deterministic solution obtained after solving

the SI problem as per the discussions in Chapter 4. In this case study, the only

uncertain secondary parameter is the error standard deviation in the measurement

model (5.2), i.e., θ = σ.

Table 6.2 shows the simulation results for different combinations of the parameters

where we average the values of neff and ρ̄ over all chains. Note that we use the MAT-

LAB parallel toolbox to draw samples for these chains simultaneously. Comparing

the first three rows of Table 6.2, we see that the computation time increases as the

number of samples and chains increase. Nevertheless, all runtimes are in the order of

seconds (or a few minutes), which illustrates the tractability of our method especially

since simulations have been carried out using MATLAB. Note that the acceptance

rates are generally small due to the complicated non-convex form of the admissible

set Ap. Nevertheless, for simulation 1, ρ̄ is an order of magnitude larger since for

n = 103, the samples are still converging to the high probability region of Ap resulting

in higher acceptance probabilities. Once they reach this region, most new samples

are rejected since they have smaller likelihood than the current ones; see Algorithm 8.

The fact that the samples in simulation 1 have not converged is also evident from the

larger error values erravg and errmap and standard deviation value avg[σ]. Figure 5.5,

shows the trace plot of the lower-bound p4 = x2 of the source support for simulation

3 which is identical to simulation 1 except that n = 104. Observe that the early

samples have larger variations. Note that 10% of the initial samples are discarded

(burned-in) which is justified by the fact that the initial samples correspond to low
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Table 5.1: Parameter study for the proposed stochastic SI Algorithm 8.

No.
parameters results diagnostics

n nc m p0 model σ̂ σmax erravg errmap avg[σ] time(sec) neff ρ̄ ζ

1 103 2 42 SA µtrue 0.01 0.3 0.046 0.059 0.103 8.88 23 0.021 1.07

2 104 2 42 SA µtrue 0.01 0.3 0.019 0.025 0.035 84.7 212 0.003 2.14

3 104 5 42 SA µtrue 0.01 0.3 0.034 0.035 0.036 226 212 0.003 1.33

4 104 5 42 SI µtrue 0.01 0.3 0.024 0.044 0.041 236 213 0.001 3.25

5 104 5 28 SA µtrue 0.01 0.3 0.071 0.078 0.042 216 211 0.003 5.91

6 104 5 42 SA µ1 0.01 0.3 0.23 0.22 0.29 225 211 0.002 2.77
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Figure 5.5: Trace plot of MCMC samples for the lower-bound p4 = x2 of the source
support for simulation 3 where the true value is 1.10.

probability regions as discussed above.

Next in simulation 4, we compare the effect of the initialization method used

to select p0 in the proposal distribution (5.6). In this simulation, SI refers to the

deterministic solution obtained using the formulation presented in Chapter 4. Note

that the deterministic solution adds to the computation time but does not seem to

improve the error values. Next, simulation 5 uses a smaller number of measurements

m = 28. This results in a less accurate initialization which means that more samples

n are required for the algorithm to discover high-probability regions of Ap. Figure

5.6 depicts the scatter plot of source centers corresponding to samples overlaid on

the exact source field. Note that only one of the chains converges to the true source

support. This naturally results in a considerably large between-chain variance and

thus shrink factor. Thus, when the initialization is inaccurate, the algorithm will

require larger number of samples n for convergence. This shows the importance of

a properly constructed proposal distribution (5.6). Finally, the last row in Table 6.2

corresponds to an inaccurate model that is built with wrong input data. Note that

the algorithm successfully detects this and assigns a much larger measurement error
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Figure 5.6: Scatter plot of the source centers corresponding to MCMC samples
obtained in simulation 5. Note that only one of chains has converged to true source
support.

value avg[σ] in this case.

Referring to Table 6.2, notice that avg[σ] as a point estimate of the RV σ is

larger than the sensor noise σ̄ = 0.03 in all cases. This is expected since σ captures

model errors in addition to sensor noise; see Section 5.1. Another important issue

is the low value of the acceptance rate ρ̄ of Algorithm 8. This is not a problem per

se since it might reflect low spread in the target distribution [147]. Nevertheless,

small ρ̄ means that a large number of samples are needed to ensure that the sam-

ples sufficiently approximate the target distribution. A possible remedy here is to

use adaptive proposal standard deviation where we set σ̂ to large values before con-

vergence to high-probability regions and then decrease it to allow efficient sampling

of those high-probability regions. Nevertheless, the adaptive approach causes issues

related to the theoretical properties of MCMC algorithms; see [147] for details.

5.3.2 Uncertainty in PDE Input-Data

Next, we investigate the performance of our algorithm for uncertain PDE input-

data. Specifically, we consider the case of one source, as in the previous section,
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Figure 5.7: The posterior probability weights of the SROM samples.

and assume uncertainty in diffusivity κ and inlet velocity BC qin, i.e., θ = (κ, qin, σ).

Since κ and qin appear in the PDE input-data, we use SROMs to capture their dis-

tribution as per the discussion in Section 5.2.2. Specifically, we use 5 samples π(κ) ≈

{1/5; 10−5, 5× 10−5, 10−4, 5× 10−4, 10−3} for the constant diffusivity field and 5 sam-

ples for the inlet velocity BC as π(qin) ≈ {1/5; 0.001, 0.002, 0.003, 0.004, 0.005}, result-

ing in 25 models µ(x; p, θj) with the prior distribution π(µ) ≈ {1/25, µ(x; p, θj)}25
j=1.

We construct these 25 reduced models for all combinations of these secondary pa-

rameter samples. Note that in the absence of any prior knowledge, we have used

uniform distribution over the models. Furthermore, note that the true value of the

inlet velocity BC is qin = 0.025 which is not included in the SROM samples meaning

that none of the models is constructed based on the true input data.

We use n = 5 × 104 samples and nc = 2 chains here. Figure 5.7 depicts the

posterior probability weights of the SROM samples for both the diffusivity field and

inlet velocity BC. It can be seen that the true diffusivity value κ = 10−4 has a high

posterior probability. Since the true velocity BC qin = 2.5 × 10−3 is not included in

the SROM samples, the closest value has a high probability. Figure 5.8 shows the

histogram of the samples of σ where avg[σ] = 0.231. This value is considerably high
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Figure 5.8: Histogram of the samples of σ for model selection problem.

reflecting the large model error due to inaccurate input data and model reduction. It

is worth mentioning that the diffusivity range used here is very large (two magnitude

orders). This would seldom happen in practice. Note that for highly advective

models, it is known that the reduced models used here are excessively inaccurate; see

the discussion in Section 4.4.3. Despite these inaccuracies, our algorithm is able to

properly select the most likely models and secondary parameters.

5.3.3 Multiple Sources

Finally, in this section we consider two sources, a circular source centered at (2.5, 0.3)

with a radius of 0.08 and intensity of 0.2 and a rectangular source with parameters

ptrue,6:10 = (0.25, 3.85, 3.95, 1.0, 1.15) creating the concentration filed given in Figure

5.9. We use n = 2×104 samples and nc = 2 chains to explore the feasible set Ap ⊂ R10.

Figure 5.10 shows the scatter plot of the source centers corresponding to the MCMC

samples. Note that the samples converge to the supports of the true sources. Given

the posterior distribution π(P,Θ|y1:m), we can obtain point estimates of the source pa-

rameters. Specifically, avg[P ] = (0.10, 2.23, 2.56, 0.20, 0.36; 0.24, 3.82, 4.10, 1.06, 1.14)

and the maximum a posteriori estimator is map[P ] = (0.095, 2.24, 2.62, 0.22, 0.35;

0.19, 3.74, 4.08, 1.06, 1.13). The corresponding error values are erravg = 0.040 and
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lattice of m = 42 measurement locations.

Figure 5.10: The scatter plot of the source centers corresponding to samples.

errmap = 0.043 and the standard deviation is sd[P ] = (0.24, 0.37, 0.70, 0.43, 0.10;

0.27, 0.54, 0.54, 0.42, 0.17) while the standard deviation of the mean avg[P ] is sd[avg[P ]] =

(0.01, 0.02, 0.03, 0.02, 0.01; 0.01, 0.03, 0.03, 0.02, 0.01).

As mentioned in Remark 5.2.1, since there are two source supports in this ex-

periment, the posterior distribution π(P |y1:m) has two modes in Ap. In the results

given above, Algorithm 8 only samples one of these two modes determined by the

initialization of the proposal distribution (5.6). When the sources are physically close

to each other, these two modes might both be sampled interchangeably in which case

avg[P ] would be meaningless and map[P ] might be a better estimator.
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6

Model-based Learning of
Turbulent Flows

As discussed in Section 1.1, the knowledge of the velocity field and corresponding

diffusivity field are essential for the solution of the AD-PDE; see also Figure 1.4. For

typical applications of interest, the flow fields are often turbulent. In this chapter, we

consider the problem of model-based learning of turbulent flows using mobile robots.

Specifically, we use empirical data to improve on numerical solutions obtained from

Reynolds-Averaged Navier Stokes (RANS) models. RANS models are computation-

ally efficient but rely on assumptions that require experimental validation. Here we

construct statistical models of the flow properties using Gaussian Processes (GPs)

and rely on the numerical solutions to inform their mean. Utilizing Bayesian in-

ference, we incorporate measurements of the time-averaged velocity and turbulent

intensity into these GPs. We account for model ambiguity and parameter uncer-

tainty, via hierarchical model selection, and for measurement noise by systematically

incorporating it in the GPs. To collect the measurements, we control a custom-built

mobile robot through a sequence of waypoints that maximize the information content

of the measurements. The end result is a posterior distribution of the flow field that
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better approximates the real flow and quantifies the uncertainty in its properties.

6.1 Statistical Model of Turbulent Flows

In this section, we briefly discuss the theoretical aspects of turbulence that are needed

to model the flow field. We also present a statistical model of turbulent flows and

discuss its components.

6.1.1 Reynolds-Averaged Navier Stokes Models

Since turbulence is a 3D phenomenon, consider a 3D domain of interest Ω̄ ⊂ R3 and

the velocity vector field q(t, x) : [t0, tf ] × Ω̄ → R3 defined over this domain where

t ∈ [t0, tf ] and x ∈ Ω̄. Following the analysis used in RANS models, we decompose

the velocity field into its time-averaged value and a perturbation as

q(x, t) = q(x) + ε(x, t), (6.1)

where

q(x) = lim
T→∞

1

T

∫ t1+T

t1

q(x, t)dt.

In order for this limit to exist, we assume that the flow is ‘stationary’ or ‘statistically

steady’. Under this condition, the integral will be independent of t1.

Since turbulent flows are inherently random, we can view q(x, t) or equivalently

ε(x, t) as a Random Vector (RV). Let qj(x, t) denote j-th realization of this RV at

location x and time t and consider the ensemble average defined as

q̂(x, t) =
1

n̂

n̂∑
j=1

qj(x, t),
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where n̂ is the total number of realizations. Assuming ‘ergodicity’, q̂(t, x) is indepen-

dent of time so that q̂(t, x) = q(x). This is a common assumption that allows us to

obtain time-series measurements of the velocity field at a given location and use the

time-averaged velocity q(x) as a surrogate for the ensemble average q̂(x, t).

Next, consider the Root Mean Square (RMS) value of the fluctuations of the k-th

velocity component defined as

qk,rms(x) =

(
lim
T→∞

1

T

∫ t1+T

t1

|εk(x, t)|2 dt
)0.5

.

Noting that ε(x, t) = q(x, t)− q(x) and using the ergodicity assumption, we have

var[qk(x, t)] , E [qk(x, t)− q̂k(x, t)]
2 = q2

k,rms(x),

where var[·] denotes the variance of a Random Variable (RV). The average normalized

RMS value is called turbulent intensity and is defined as

i(x) =
‖qrms(x)‖√

3 qref

, (6.2)

where qref is the constant normalizing velocity. The turbulent intensity is an isotropic

measure of the average fluctuations caused by turbulence at point x.

Finally, we consider the integral time scale t∗k(x) of the turbulent field along the

k-th velocity direction, defined as

t∗k(x) =
1

ρk(0)

∫ ∞
0

ρk(τ) dτ, (6.3)
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where ρk(τ) is the autocorrelation of the velocity given by

ρk(τ) = lim
T→∞

1

T

∫ T

0

εk(x, t) εk(x, t+ τ)dt,

and τ is the autocorrelation lag. We use the integral time scale to determine the

sampling frequency in Section 6.1.3. For more details on turbulence theory, see [49].

6.1.2 Statistical Flow Model

The RANS models use the decomposition given in (6.1) to obtain turbulence mod-

els for the mean flow properties. As discussed in Section 1.2.3, depending on how

they address the closure problem, various RANS models exist. The numerical results

returned by these models depend on the geometry of the domain, the value of the

Boundary Conditions (BCs), and the model that is used, among other things. Since

there is high uncertainty in modeling the geometry and BCs and since the RANS

models may return inconsistent solutions, numerical methods often require exper-

imental validation. On the other hand, empirical data is prone to noise and this

uncertainty needs to be considered before deciding on a model that best matches

the real flow field. Bayesian inference provides a natural approach to combine theo-

retical and empirical knowledge in a systematic manner. In this chapter, we utilize

Gaussian Processes (GPs) to model uncertain flow fileds; see [151]. Using GPs and

Bayesian inference, we can derive the posterior distributions of the flow parameters

conditioned on available data in closed-form. Note that while turbulence is a non-

Gaussian phenomenon [62], the time-averaged velocity and turbulent intensity fields

are Normally distributed regardless of the underlying distribution of the instanta-

neous velocity field. In the following, we define GP models for these time-averaged

quantities. Note that for engineering applications, the mean flow properties are of
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practical significance and not the instantaneous properties.

We construct the proposed GP models based on numerical solutions as opposed

to purely statistical models, i.e., empirical data are used only to modify model-based

solutions and not to replace them. Particularly, given a mean function µ(x) and a

kernel function κ̄(x, x′), we denote a GP by GP(µ(x), κ̄(x, x′)). The mean function

is given by the numerical solution from a RANS model and we define the kernel

function as

κ̄(x, x′) = σ̄2(x, x′)ρ(x, x′), (6.4)

where σ̄(x, x′) encapsulates the uncertainty of the field and ρ(x, x′) is the correlation

function. Here we define this function as a compactly supported polynomial

ρ(x, x′) =

(
1− ‖x− x

′‖
`

)2

+

, (6.5)

where ` ∈ R+ is the correlation characteristic length and we define the operator

(α)+ = max(0, α). The correlation function (6.5) implies that, two points with

distance larger than ` are uncorrelated, which results in a sparse covariance matrix.

In the following we use a constant standard deviation, i.e., we set σ̄(x, x′) = σ̄.

Consider a measurement model with additive Gaussian noise ε ∼ N (0, σ2(x)) and

let y(x) ∈ R denote a measurement at location x given by

y(x) = GP(µ(x), κ̄(x, x′)) + ε(x).

Then y(x) is also a GP1

y(x) ∼ GP(µ(x), κ(x, x′)) (6.6)

1Here we use κ : Ω×Ω→ R+ to denote the kernel of a GP. This should not be confused with the
diffusivity field in the AD-PDE (2.1) which is not relevant to the discussion of this chapter.
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with the following kernel function

κ(x, x′) = κ̄(x, x′) + σ2(x) δ(x− x′), (6.7)

where δ(x − x′) is the Dirac delta function. Given a vector of measurements y at a

set of locations X , the conditional distribution of (6.6) at a point x is a Gaussian

distribution N (µ, γ2) with mean and variance given by

µ(x|X ) = µ(x) + ΣxXΣ−1
XX (y − µX ) , (6.8a)

γ2(x|X ) = κ̄(x, x)−ΣxXΣ−1
XXΣXx, (6.8b)

where µX denotes the mean function evaluated at measurement locations X and the

entries of the covariance matrices ΣxX and ΣXX are computed using (6.7).

The GPs discussed above are defined individually for each one of the flow prop-

erties of interest, i.e., the 3D velocity field and the turbulent intensity. Specifically,

denoting by u(x) the first mean velocity component at point x, we can define the

corresponding GP as

u(x) ∼ GP(µu(x), κu(x, x
′)) (6.9)

with mean µu(x) obtained from the numerical solution of a RANS model and the

standard deviation in (6.4) defined as σ̄u(x, x
′) = σ̄u. This value is a measure of con-

fidence in the numerical solution µu(x) and can be adjusted to reflect this confidence

depending on the model that is utilized and the convergence metrics provided by the

RANS solver. GPs for the other velocity components v and w can be defined in a

similar way. On the other hand, denoting by i(x) the turbulent intensity at point x,

we can define a GP

i(x) ∼ GP(µi(x), κi(x, x
′)), (6.10)
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for i(x) where, as before, we select the prior mean µi(x) from the numerical solution

of a RANS model and define the standard deviation in the kernel function (6.4) by

a constant, i.e., σ̄i(x, x
′) = σ̄i.

6.1.3 Measurement Model

Next, we discuss equation (6.6) used to obtain measurements of the velocity com-

ponents and turbulent intensity. Specifically, at a given point x, we collect a set

of instantaneous velocity readings over a period of time and calculate the sample

mean and variance. Note that by the ergodicity assumption, these time samples are

equivalent to multiple realizations of the RV q(x, t); see Section 6.1.1.

Mean Velocity Components

Consider the instantaneous first component of the velocity u(x, t) and a sensor model

that has additive noise with standard deviation γu,s(x, t) ∈ R+. An observation

yu(x, t) of this velocity at a given point x and time t is given by

yu(x, t) = u(x, t) + εu,s(x, t), (6.11)

where εu,s(x, t) ∼ N (0, γ2
u,s) is the instantaneous measurement noise. Assume that

we collect n uncorrelated samples of yu(x, t) at time instances tk for 1 ≤ k ≤ n.

Then, the sample mean of the first velocity component is given by

yu(x) =
1

n

n∑
k=1

yu(x, tk) (6.12)

and is a random realization of the mean first velocity component u(x).
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Since the samples yu(x, tk) are uncorrelated, the variance of yu(x) is given by

var[yu(x)] =
1

n2

n∑
k=1

var[yu(x, t)] =
1

n
var[yu(x, t)]. (6.13)

An unbiased estimator of var[yu(x, t)] is the sample variance

v̂ar[yu(x, t)] =
1

n− 1

n∑
k=1

[yu(x, tk)− yu(x)]2 . (6.14)

Substituting this estimator in (6.13), we get an estimator for the variance of the mean

velocity measurement yu(x) as

v̂ar[yu(x)] =
1

n (n− 1)

n∑
k=1

[yu(x, tk)− yu(x)]2 . (6.15)

Note that as we increase the number of samples n, yu(x) becomes a more accurate

estimator of u(x).

Given the observation yu(x), we construct the measurement model for the mean

first component of the velocity as

yu(x) = u(x) + εu(x), (6.16)

where εu(x) is the perturbation with variance σ2
u(x); cf. equation (6.7). Note that

the distribution of yu(x) is Gaussian as long as the measurement noise εu,s(x, t) in

(6.11) is Gaussian; see [63]. In Section 6.2.2, we show that for typical off-the-shelf

sensors, a Gaussian model is a good approximation for the measurement noise. Note

that in addition to sensor noise γ2
u,s captured in the sample mean variance (6.14),

other sources of uncertainty may contribute to σ2
u(x). In Section 6.2.2, we derive an

estimator for this variance taking into account these additional sources of uncertainty.
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Next, we take a closer look at var[yu(x, t)] and the terms that contribute to it.

Since the variance of the sum of uncorrelated RVs is the sum of their variances, from

(6.11) we get var[yu(x, t)] = var[u(x, t)] + γ2
u,s(x, t). Furthermore, since the samples

yu(x, tk) are uncorrelated, we have

n∑
k=1

var[yu(x, tk)] =
n∑
k=1

{
var[u(x, tk)] + γ2

u,s(x, tk)
}
,

and thus,

var[yu(x, t)] = var[u(x, t)] + γ̄2
u,s(x), (6.17)

where

γ̄2
u,s(x) =

1

n

n∑
k=1

γ2
u,s(x, tk) (6.18)

is the mean variance of the sensor noise. We derive an expression for the instantaneous

variance γ2
u,s(x, tk) in Section 6.2.2. Notice from equation (6.17) that the variance

of yu(x, t) is due to turbulent fluctuations and sensor noise εu,s(x, t). The former is

a variation caused by turbulence and inherent to the RV u(x) whereas the latter is

due to inaccuracy in sensors and further contributes to the uncertainty of the mean

velocity component measurement yu(x).

Turbulent Intensity

Referring to (6.2), turbulent intensity at a point x is given as

i(x) ∝ ‖qrms(x)‖ =

(
3∑

k=1

q2
k,rms(x)

)0.5

.

Note that by the ergodicity assumption q2
1,rms(x) = var[u(x, t)] and similarly for the

other velocity components; see Section 6.1.1. Then, using equations (6.17) and (6.14),
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we have

î(x) =
1√

3 qref

(
v̂ar[yu]− γ̄2

u,s(x) + v̂ar[yv]− γ̄2
v,s(x) + v̂ar[yw]− γ̄2

w,s(x)
)0.5

, (6.19)

where variances of the instantaneous velocity measurements v̂ar[yv(x, t)] and v̂ar[yw(x, t)]

and the corresponding mean sensor noise variances γ̄2
v,s(x) and γ̄2

w,s(x) are computed

using equations similar to (6.14) and (6.18), respectively.

Let εi(x) ∼ N (0, σ2
i ) denote an additive error in the turbulent intensity estimate.

Then, we define the corresponding measurement yi(x) = î(x) as

yi(x) = i(x) + εi(x). (6.20)

Note that, unlike the mean velocity measurements, it is not straight-forward to

theoretically obtain the variance of the turbulent intensity measurement. This is

due to the nonlinearity in definition (6.2). In general, estimating this variance re-

quires the knowledge of higher order moments of the random velocity components;

cf. [63]. Specifically under a Gaussianity assumption, they depend on the mean values

yu(x), yv(x) and yw(x) which are not necessarily negligible. Consequently, we need

to incorporate this uncertainty into our statistical model.

Here, we utilize the Bootstrap resampling method to directly estimate the variance

σ2
i . Assume that the samples yu(x, tk) are independent and consider the measurement

set Yu = {yu(x, tk) | 1 ≤ k ≤ n}; define Yv and Yw similarly. Furthermore, consider

nb batches Bj of size n obtained by randomly drawing the same samples from Yu, Yv,

and Yw with replacement. Using (6.19), we obtain nb estimates îj(x) corresponding
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to the batches Bj. Then, the desired variance σ2
i (x) can be estimated as

σ̂2
i (x) =

1

nb − 1

nb∑
j=1

(̂ij − ī)2, (6.21)

where ī(x) is the mean of the batch estimates îj(x); see [152] for more details.

Sampling Frequency

In the preceding analysis, a key assumption was that the samples are independent.

Since fluid particles cannot have unbounded acceleration, their velocities vary con-

tinuously and thus consecutive samples are dependent. As a general rule of thumb,

in order for the samples to be independent, the interval between consecutive sample

times tk and tk+1 must be larger than 2 t∗(x) where

t∗(x) = max
k

t∗k(x),

is the maximum of the integral time scales (6.3) along different velocity directions k

at point x.

In practice, we only have a finite set of samples of the instantaneous velocity vector

over time and can only approximate (6.3). Let l denote the discrete lag. Then, the

sample autocorrelation of first velocity component is given by

ρ̂u(l) =
1

n

n−l∑
k=1

[yu(x, tk)− yu(x)][yu(x, tk+l)− yu(x)].

This approximation becomes less accurate as l increases since the number of samples

used to calculate the summation decreases. Furthermore, the integral of the sample

autocorrelation ρ̂u(l) over the range 1 ≤ l ≤ n − 1 is constant and equal to 0.5;

see [153]. This means that we cannot directly use (6.3) which requires integration
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over the whole time range. The most common approach is to integrate ρ̂u up to the

first zero-crossing; see [154].

6.1.4 Hierarchical Model Selection

Thus far, we have assumed that a single numerical solution is used to obtain the

proposed statistical model. In this section, we show how to incorporate multiple

numerical solutions in this statistical model. This is necessary since different RANS

models may yield different and even contradictory approximations of the flow field.

This effect is exacerbated by the uncertainty in the parameters contained in RANS

models; see Section 1.2.3. On the other hand, incorporating solutions from multiple

RANS models in the proposed statistical model of the flow allows for a better informed

prior mean and ultimately for model selection and validation using empirical data.

Specifically, consider a RV that collects all secondary variables that affect the

numerical solution including uncertain BCs. Given an arbitrary distribution for each

variable, we can follow a procedure similar to Section 5.2.2 to construct a discrete

distribution that approximates the continuous distributions using, e.g., a Stochastic

Reduced Order Model (SROM); cf. [35] for details. LetMj denote the j-th numerical

solution corresponding to one combination of all these RVs and let the collection

π̃(Mj) = {pj,Mj}n̄j=1 denote the discrete distribution, where n̄ is the number of

discrete models. Given a vector of measurements yk at a set of locations Xk, the

posterior distribution over these discrete models can be easily obtained using Bayes’

rule as

π̃(Mj|Xk) = α π̄(yk|Mj) π̃(Mj), (6.22)

where α is the normalizing constant and π̄(yk|Mj) is the likelihood of the data given

model Mj. Note that we have the marginal distributions π̄(yk|Mj) in closed-form
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from the definition of the GP as

π̄(yk|Mj) = det(2πΣj)
−0.5 exp

(
−1

2
(yk − µj)TΣ−1

j (yk − µj)
)
,

where µj and Σj are short-hand notation for the mean and covariance of the GP con-

structed using modelMj, see the discussion after equation (6.8). Since
∑n̄

k=1 π̃(Mj|Xk) =

1, we compute α as

α =

(
n̄∑
j=1

π̄(yk|Mj) π̃(Mj)

)−1

. (6.23)

Given α, we can compute the posterior distribution π̃(Mj|Xk) over the discrete mod-

els from (6.22). Then, the desired mean velocity component fields and the turbulent

intensity field are the marginal distributions π(u|Xk), π(v|Xk), π(w|Xk), and π(i|Xk)

after integrating over the discrete models. These marginal distributions are GP mix-

tures with their mean and variance given by

µu(x|Xk) =
n̄∑
j=1

pj,k µu(x|Xk,Mj), (6.24a)

γ2
u(x|Xk) =

n̄∑
j=1

pj,k γ
2
u(x|Xk,Mj) +

n̄∑
j=1

pj,k [µu(x|Xk,Mj)− µu(x|Xk)]2 , (6.24b)

where pj,k = π̃(Mj|Xk) denotes the posterior model probabilities obtained from

(6.22). Equation (6.24b) follows from the principal that the variance of a RV is

the mean of conditional variances plus the variance of the conditional means. The

expressions for v(x), w(x), and i(x) are identical.
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6.2 Learning Flow Fields using Mobile Robots

In the previous section, we proposed a statistical model of turbulent flows using GPs.

Next, we develop a mobile robot sensor to measure the instantaneous velocity vector

and extract the necessary measurements discussed in Section 6.1.3. We also char-

acterize the uncertainty associated with collecting these measurements by a mobile

robot and formulate a path planning problem for it to maximize the information

content of these measurements.

6.2.1 Mobile Sensor Design

For simplicity, in what follows we focus on the in-plane components of the velocity

field and take measurements on a plane parallel to the ground. Extension to the

3D case is straightforward. Particularly, we use the D6F-W01A1 flow sensor from

OMRON; see Section 6.3 for more details. Figure 6.1 shows the directivity pattern

for this sensor measured empirically. In this figure, the normal velocity component

q cos θ̂ is given as a function of the velocity magnitude q and the angle θ̂ of the flow

from the axis of the sensor. It can be seen that there exists an angle above which the

measurements deviate from the mathematical formula and for an even larger angle,

no flow is detected at all. The numerical values for these angles are roughly 55o

and 75o for the sensor used here. This directivity pattern can be used to determine

the maximum angle spacing between sensors mounted on a plane perpendicular to

the robot’s z-axis, so that any velocity vector on the x − y plane can be measured

accurately. This spacing is 45o, which means that eight sensors are sufficient to sweep

the plane.

Figure 6.2 shows the mobile sensor comprised of these eight sensors separated

by 45o giving rise to a sensor rig that can completely cover the flow in the plane
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Figure 6.1: Directivity plot of the flow sensor used in the mobile robot where we
measure the angle from the axis of the sensor. Above 55o the measurements deviate
from the theoretical prediction and above 75o there is no detection. The bars on
the experimental data show the standard deviation of the sensor samples caused by
turbulent fluctuations and sensor noise.

of measurements. In this configuration, one sensor in the rig will have the highest

reading at a given time t with one of its neighboring sensors having the next highest

reading. Let q and θ denote the magnitude and angle of the instantaneous flow

vector and sj and βj denote the j-th sensor’s reading and heading angle in the global

coordinate system where 1 ≤ j ≤ 8. Assume that sensors j and l have the two

highest readings. Then, we have

sj = q cos(θ − βj) and sl = q cos(θ − βl)⇒ (6.25) sin θ

cos θ

 =
1

q sin(βj − βl)

 sj cos βl − sl cos βj

−sj sin βl + sl sin βj

 .
These equations are used to get the four-quadrant angle θ in global coordinates.

Given θ, the magnitude q is given by q = sj/ cos(θ − βj). Assume that sensor j has
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Figure 6.2: Structure of the mobile sensor and the arrangement of the flow velocity
sensors. Eight sensors are placed in two rows in the center of the robot with an angle
spacing of 90o in each row and combined spacing of 45o.

the highest reading at a given time, then l = j+1 and βj ≤ θ ≤ βj+1 or l = j−1 and

βj−1 ≤ θ ≤ βj. Any deviation from these conditions indicates inaccurate readings

due to sensor noise or delays caused by the serial communication between the sensors

and microcontroller onboard; see Section 6.3.

Algorithm 9 is used by the mobile robot sensor to collect the desired measure-

ments. Given the measurement location x and the heading of the mobile sensor β, the

algorithm collects instantaneous samples of the velocity vector field and computes the

mean velocity components yu(x) and yv(x) as well as the turbulent intensity yi(x).

Particularly, in line 4 it finds the sensor indices j and l with the two highest readings,

respectively. As discussed above, these two sensors should be next to each other.

If not, the algorithm issues a warning indicating an inaccurate measurement in line

5. In line 8, it computes the flow angle θ using the four-quadrant inverse Tangent
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Algorithm 9 Flow Measurements using Mobile Sensor

Require: Measurement location x, sample number n, and the orientation β of the
mobile sensor;

1: Given β, compute sensor headings βj for 1 ≤ j ≤ 8;
2: for k = 1 : n do
3: Receive the readings s ∈ R8 from all sensors;
4: Let j and l denote sensors with the highest readings;
5: if |j − l| > 1 then
6: warning: inaccurate sample!

7: end if
8: Let ξ = sign[sin(βj − βl)] and compute:

θ = arctan[ξ(sj cos βl − sl cos βj),

ξ(−sj sin βl + sl sin βj)].

9: if θ < min {βj, βl} or max {βj, βl} < θ then
10: warning: inaccurate sample!

11: end if
12: Velocity magnitude: q = sj/ cos(θ − βj);
13: First velocity component: ŷu,k = q cos θ;
14: Second velocity component: ŷv,k = q sin θ;
15: end for
16: First mean velocity component: yu = mean(ŷu);
17: Second mean velocity component: yv = mean(ŷv);
18: Compute sample variances σ̂2

u and σ̂2
v via (6.34) and (6.37);

19: Compute turbulent intensity measurement yi via (6.19);
20: Compute variance σ̂2

i of turbulent intensity using (6.21);
21: Return yu, yv, yi, σ̂

2
u, σ̂

2
v , and σ̂2

i ;

function; cf. equation (6.25). This flow angle is validated in line 9. In lines 12-14, the

algorithm computes the magnitude of the velocity and its components. The vectors

ŷu and ŷv store samples at different times, i.e., ŷu,k = yu(x, tk) is the k-th sample

of the instantaneous velocity component u(x, t); see also equation (6.11). In lines 16

and 17, mean(·) denotes the mean function. Finally, in lines 19 and 20, the algorithm

computes the turbulent intensity measurement and its corresponding variance.
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6.2.2 Measurement Noise

In Section 6.1.3, we defined the sensor noise for the instantaneous first velocity

component by εu,s(x, t) ∼ N (0, γ2
u,s) and the corresponding measurement noise by

εu(x) ∼ N (0, σ2
u); see equations (6.11) and (6.16). In the following, we derive an ex-

plicit expression for γu,s and discuss different sources of uncertainty that contribute to

σu(x). Particularly, we consider the effect of heading error γ2
β and location error γ2

x.

Since the relation between these noise terms and the measurements is nonlinear, we

employ linearization so that the resulting distributions can be approximated by Gaus-

sians. Generally speaking, let y(p) denote an observation which depends on a vector

of uncertain parameters p ∈ Rnp . Then, after linearization y ≈ y0 + ∇yT0 (p − p0)

where y0 = y(p0), ∇y0 = ∇y(p0), and p0 denotes the nominal value of uncertain

parameters. For independent parameters p, we have (p− p0) ∼ N (0,Γ) where Γ is

the constant diagonal covariance matrix. Then

y ∼ N (y0,∇yT0 Γ∇y0),

by the properties of the Gaussian distribution for linear mappings. Specifically, the

linearized variance of the measurement y given the uncertainty in its parameters, can

be calculated as

∇yT0 Γ∇y0 =

np∑
j=1

(
∂ y

∂pj

∣∣∣
pj,0

)2

γ2
j , (6.26)

where γ2
j denotes the variance of the uncertain parameter pj. Consequently, since

the sensor noise and heading error are independent, we can sum their contributions

to get σ2
u(x).

First, we consider the sensor noise for the flow sensor discussed in Section 6.2.1.

As before, we assume this noise is additive and Gaussian. For sensors with a full-scale
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accuracy rating, this assumption is reasonable as the standard deviation is fixed and

independent of the signal value. Let FS denote the full-scale error and γs denote the

standard deviation of the sensor noise. The cumulative probability of a Gaussian

distribution within ±3γs is almost equal to one. Thus, we set

γs =
FS

3
. (6.27)

In order to quantify the effect of sensor noise on the readings of the velocity

components, referring to equation (6.25), we have

yu(x, tk) = q cos θ = a(−sj sin βl + sl sin βj), (6.28)

where a = 1/sin(βj − βl) depends on the angle spacing between sensors and βj and

βl denote the sensor headings. Then, ∇yu = a[− sin βl sin βj]
T and

γ2
u,s(x, t) = a2(sin2 βj,0 + sin2 βl,0) γ2

s (6.29)

from (6.26), where βj,0 and βl,0 denote the nominal headings of the sensors in the

global coordinate system. Similarly,

yv(x, tk) = q sin θ = a(sj cos βl − sl cos βj), (6.30)

and ∇yv = a[cos βl − cos βj]
T . Then,

γ2
v,s(x, t) = a2(cos2 βj,0 + cos2 βl,0) γ2

s . (6.31)

Note that equations (6.28) and (6.30) are linear in the instantaneous sensor readings.

Thus, the contribution of sensor noise to uncertainty in the instantaneous velocity
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readings is independent of those readings and only depends on the robot heading β.

Next, we consider uncertainty caused by localization error, i.e., error in the head-

ing and position of the mobile robot. This error is due to structural and actuation

imprecisions and can be partially compensated for by relying on motion capture sys-

tems to correct the nominal values; see Section 6.3. Specifically, let β ∼ N (β0, γ
2
β)

denote the distribution of the robot heading around the nominal value β0 obtained

from a motion capture system. Note that βj = β+βj,r where βj,r is the relative angle

of sensor j in the local coordinate system of the robot; the same is true for βl. Then,

from (6.28) we have

∂yu
∂β

= a(−sj cos βl + sl cos βj) = −yv(x, tk), (6.32)

where the last equality holds from (6.30). Evaluating (6.30) at the nominal values

sj,0, sl,0, βj,0, βl,0 and using (6.26), the contribution of the heading error to uncertainty

in the measurement of the instantaneous first velocity component becomes

γ2
u,β(x, tk) = y2

v(x, tk) γ
2
β. (6.33)

Following an argument similar to the derivation of (6.17), we can obtain an expression

for γ̄2
u,β(x). Then, noting from (6.26) that the contributions of independent sources of

uncertainty, i.e., sensor and heading errors, to the variance of the first mean velocity

component are additive we obtain an estimator for σ2
u(x) as

σ̂2
u(x) = v̂ar[yu(x)] + γ̄2

u,β(x), (6.34)

where, v̂ar[yu(x)] is given by (6.15) and γ̄2
u,β(x) can be obtained using an equation

similar to (6.18). Note that unlike v̂ar[yu(x)] whose contribution to the uncertainty in
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yu(x) can be reduced by increasing the sample size n, the contribution of the heading

error is independent of n and can only be reduced by collecting multiple independent

measurements. Similarly, for the second component of the velocity

∂yv
∂β

= a(−sj sin βl + sl sin βj) = yu(x, tk). (6.35)

Then using (6.26) and (6.35), we have

γ2
v,β(x, tk) = y2

u(x, tk) γ
2
β (6.36)

and

σ̂2
v(x) = v̂ar[yv(x)] + γ̄2

v,β(x). (6.37)

Finally, let x ∼ N (x0, γ
2
x I2) denote a 2D distribution for the measurement lo-

cation where x0 is the nominal location and π̃(x) = {p̃k, x̃k}ñk=1 denotes its SROM

discretization; see [35] for details. Without loss of generality, we assume x̃1 = x0,

i.e., x0 belongs to the set of SROM samples. From (6.6), the measurement y(x) at a

point x is Normally distributed as y|x ∼ N (µ(x), κ(x, x)). Then, we can marginalize

the location to obtain the expected measurement distribution as

π̄(y) =
ñ∑
k=1

p̃k π̄(y|x̃k).

This distribution is a Gaussian Mixture (GM) and we cannot properly model it as

a normal distribution. Nevertheless, the probability of the measurement location

being far from the mean (nominal) value x0 drops exponentially. This means that p̃1

corresponding to x̃1 = x0 is larger than the rest of the weights and the distribution is

close to a unimodal distribution. Noting that we can obtain the mean and variance
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of π̄(y) in closed-form, a Gaussian distribution can match up to two moments of the

underlying GM. Particularly,

µ̃(x) =
ñ∑
k=1

p̃k µ(x̃k), (6.38a)

σ̃2(x) =
ñ∑
k=1

p̃k
[
κ(x̃k, x̃k) + (µ(x̃k)− µ̃(x))2

]
. (6.38b)

Considering equations (6.38), the following points are relevant: (i) For simplicity,

we do not consider covariance between different measurements in this computation.

This is reasonable as long as γx � `, where ` is the characteristic length of the

correlation function (6.5). (ii) Equations (6.38) are only relevant at measurement

locations. Thus, in equations (6.8), we replace the entry of µX at location x with

the corresponding mean value µ̃(x) from (6.38a) and similarly, the diagonal entry of

ΣXX corresponding to x with σ̃2(x) from (6.38b). (iii) The kernel function, defined

in (6.7), depends on the heading error variances γ̄2
u,β(x) and γ̄2

v,β(x) of the velocity

components through (6.34) and (6.37). These values depend on empirical data that

are only available at the true measurement location and not at SROM samples x̃k.

Thus, we use the same value for γ̄u,β and γ̄v,β at all SROM samples.

6.2.3 Optimal Path Planning

Next, we formulate a path planning problem for the mobile sensor to collect measure-

ments with maximum information content. Specifically, consider the domain Ω̄ and

its 2D projection Ω̂ on the plane of mobile sensor discussed in Section 6.2.1. Let Ω

denote a discretization of Ω̂ and S ⊂ Ω denote a discrete subset of points from Ω that

the mobile sensor can collect a measurement from. Our goal is to select m measure-

ment locations from the set S, which we collect in the set X = {xk ∈ S | 1 ≤ k ≤ m},
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so that the entropy of the velocity components at unobserved locations Ω\X , given

the measurements X , is minimized. With a slight abuse of notation, let H(Ω\X |X )

denote this entropy. Then, we are interested in the following optimization problem

X ∗ = argmin
X⊂S,|X |=m

H(Ω\X |X ),

where |X | denotes the cardinality of the measurement set X . Noting thatH(Ω\X |X ) =

H(Ω)−H(X ), we can equivalently write

X ∗ = argmax
X⊂S,|X |=m

H(X ). (6.39)

The optimization problem (6.39) is combinatorial and NP-complete; see [65]. This

makes finding the optimal set X ∗ computationally expensive as the size of the set

S grows. Thus, in the following we propose a greedy approach that selects the next

best measurement location given the current ones. Particularly, let Xk ⊂ S denote

the set of currently selected measurement locations, where |Xk| = k < m. By the

chain rule of entropy

H(Xk+1) = H(xk+1 | Xk) + · · ·+H(x2 | X1) +H(x1).

Then, given Xk, we can find the next best measurement location by solving the

following optimization problem

x∗k+1 = argmax
x∈S\Xk

H(x | Xk). (6.40)

To obtain the objective in (6.40), we note that for a continuous RV y(x) ∼ π̄(y(x)),
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the differential entropy is defined as

H(y(x)) = −
∫
π̄(y) log(π̄(y)) dy.

For a Gaussian RV y(x | Xk) ∼ N (µ(x | Xk), γ2(x | Xk)), the value of the entropy is

independent of the mean and is given in closed-form as

H(x | Xk) = log(c γ(x | Xk)), (6.41)

where c =
√

2πe and γ2(x | Xk) is defined in (6.8b). Particularly, here we consider

the uncertainty in the velocity components u and v. Since these components are

independent, we have

H(u, v) = H(u|v) +H(v) = H(u) +H(v).

In order to predict the mean measurement variances σ2
u(x) and σ2

v(x) at a candidate

location x, we utilize the posterior turbulent intensity field given the current mea-

surements, i.e., i(x | Xk). To do so, we assume that the turbulent flow is isotropic,

meaning that the variations are direction-independent. Then, the expression for the

entropy defined in (6.41) can be approximated by

H(x | Xk) ≈ 2H(u(x) | Xk) ∝ γ2
u(x | Xk),

where in (6.8b) we approximate

σ2
u(x | Xk) ≈ q2

ref i
2(x | Xk);

see Section 6.1.1 for details.
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Algorithm 10 Next Best Measurement Location

Require: Covariance matrix ΣΩΩ, the sets S and Xk, and current model probabilities
pj,k = π̃(Mj | Xk);

1: for x ∈ S\Xk do
2: for j = 1 : n̄ do
3: Compute δI(x | Xk,Mj) using (6.43) for entropy;
4: end for
5: end for
6: Set x∗k+1 = argmaxx∈S\Xk

∑n̄
j=1 pj,k δI(x | Xk,Mj);

Recall now the hierarchical model selection process, discussed in Section 6.1.4,

that allows to account for more than one numerical model. In this case, the posterior

distribution is a GM, given by (6.24), and a closed-form expression for the entropy is

not available; see [155]. Instead, we can optimize the expected entropy. Particularly,

let pj,k = π̃(Mj | Xk) denote the posterior probability of modelMj, given the current

measurements Xk, obtained from (6.22). Then, the optimization problem (6.40)

becomes

x∗k+1 = argmax
x∈S\Xk

n̄∑
j=1

pj,k δI(x | Xk,Mj), (6.42)

where δI(x | Xk,Mj) is the added information between consecutive measurements

corresponding to model Mj and is given by

δIH(x | Xk,Mj) = H(x | Xk,Mj) ∝ γ2
u(x | Xk,Mj) (6.43)

for entropy. Using this closed-form expression for the added information, the planning

problem (6.42) can be solved very efficiently. Note that this problem depends on the

current measurements Xk through the posterior probabilities pj,k of the models as

well as the posterior turbulent intensity field i(x | Xk,Mj) and must be solved online.

Algorithm 10 summarizes the proposed solution to the next best measurement

problem (6.42) at step k + 1. To speed up the online computation, the algorithm
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requires the precomputed covariance ΣΩΩ between all discrete points in Ω. Note that

for the correlation function (6.5), this matrix is sparse and can be computed efficiently.

Then, given the current discrete probability distribution pj,k, the algorithm iterates

through the remaining candidate locations S\Xk and discrete models in lines 1 and

2, respectively, to compute the amount of added information δI. Finally in line 6,

it picks the location with the highest added information as the next measurement

location.

Note that the differential entropy, although submodular, is not monotone and

thus suboptimality results on the maximization of submodular functions [64], do not

apply to it. In Section 6.3.4, we compare the performance of our planning Algorithm

10 to an alternative metric that possesses such a suboptimality bound.

6.2.4 The Integrated System

In this section, we combine the sensing, planning, and inference components, dis-

cussed in the previous sections, in an integrated system that can actively learn the

turbulent flow field in the domain of interest Ω̄. The integrated system is summarized

in Algorithm 11. It begins by requiring model-based numerical solutions for a num-

ber of discrete uncertain parameters and a prior discrete distribution pj,0 = π̃(Mj)

for 1 ≤ j ≤ n̄ over these models. The numerical solutions are then used to construct

the GP models (6.9) and (6.10) for the mean velocity components and the turbulent

intensity; see Section 6.1.2. The algorithm also requires uncertainty estimates, σ̄u, σ̄v,

and σ̄i, for the numerical solutions of the fields as well as the standard deviations

of sensor noise γs and heading error γβ. For the location error γx, we construct a

discrete probability model using the SROM as discussed in Section 6.2.2. Finally, the

total number of measurements m and an initial set of m̄ exploration measurement
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Algorithm 11 Model-Based Learning of Turbulent Flows using Mobile Robots

Require: Numerical solutions Mj and distribution π̃(Mj);
Require: GPs with model uncertainties σ̄u, σ̄v, and σ̄i;
Require: Standard deviations γs, γβ, and γx;
Require: Maximum number of measurements m;
Require: The set Xm̄ of m̄ exploration measurements;

1: Set the measurement index k = m̄;
2: while the algorithm has not converged and k ≤ m do
3: Collect measurements using Algorithm 9;
4: Compute mean variances from (6.34) and (6.37);
5: Compute turbulent intensity variance from (6.21);
6: Compute the mean values and variances from (6.38) considering the measure-

ment location error;
7: Compute measurement likelihoods π̄(yk |Mj);
8: Update model probabilities pj,k using (6.22);
9: Compute posterior GPs using (6.8);

10: Check the convergence criterion (6.44);
11: Select xk+1 using Algorithm 10;
12: Xk+1 = Xk ∪ {xk+1};
13: k ← k + 1;
14: end while
15: m← k;
16: Return the discrete model probabilities π̃(Mj |ym);
17: Return the posteriors GP(x|Xm,Mj);

also must be provided at initialization.

Given these inputs, in line 3, at every iteration k, the mobile sensor collects

measurements of the velocity field and computes yu(xk), yv(xk), and yi(xk) using Al-

gorithm 9. Then, in line 4, it computes the sample mean variances σ̂2
u(xk) and σ̂2

v(xk)

using equations (6.34) and (6.37). To do so, the algorithm computes the instanta-

neous variances due to the heading error using equations (6.33) and (6.36) and the

corresponding mean values using (6.18). Then, it adds these values to the sample

variances of the mean velocity components given by (6.15). These values quantify

the effect of sensor noise and heading error on the measurements; see Section 6.2.2.

Next, in line 5 it computes the variance of the turbulent intensity measurement. Using
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this information, in line 6, the algorithm computes the mean values µ̃u(xk), µ̃v(xk),

and µ̃i(xk) and the variances σ̃2
u(xk), σ̃

2
v(xk), and σ̃2

i (xk) from equations (6.38) taking

into account the measurement location error; see the last paragraph in Section 6.2.2.

Given these measurements and their corresponding variances, in line 7 the likelihood

of the measurements given each RANS model Mj is assessed. For GPs these values

are given in closed-form; see Section 6.1.4. Noting that the mean velocity components

u(x), v(x), and the turbulent intensity i(x) are independent, their joint likelihood is

the multiplication of their individual likelihoods. Given these likelihoods, the pos-

terior discrete probability of the models given the current measurements is obtained

from (6.22). Finally, given the model probabilities and the posterior turbulent in-

tensity field, in line 11, the planning problem (6.42) is solved using Algorithm 10 to

determine the next measurement location.

As the number of collected measurements increases, the amount of information

added by a new measurement will decrease since entropy is a submodular function.

This means that the posterior estimates of the mean velocity field and turbulent

intensity field will converge. Thus to terminate Algorithm 11, in line 10 we check the

change in these posterior fields averaged over the model probabilities. Particularly,

we check if

dk =
n̄∑
j=1

pj,k (du,k,j + dv,k,j + di,k,j) < tol, (6.44)

where tol is a user-defined tolerance and the difference in posterior fields of u(x) at

iteration k, is given by

du,k,j =
1

|Ω̂|

∫
|µu(x | Xk,Mj)− µu(x | Xk−1,Mj)| d Ω̂, (6.45)

where |Ω̂| is the area of the projected 2D domain. The other two values dv,k,j and

di,k,j are defined in the same way.
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Figure 6.3: Domain of the experiment. A 2.2× 2.2× 0.4m3 box with velocity inlet
at bottom right and outlet at bottom left. The origin of the coordinate system is
located at bottom left corner.

6.3 Experimental Results

In this section we present experimental results to demonstrate the performance of

Algorithm 11. Particularly, we consider a 2.2× 2.2× 0.4m3 domain with an inlet, an

outlet, and an obstacle inside as shown in Figure 6.3. We assume that the origin of

the coordinate system is located at the bottom left corner of the domain. We use a

fan to generate a flow at the inlet with average velocity qin = 0.78m/s.

As discussed in Section 6.2.1, we construct a custom mobile sensor to carry out

the experiment. To minimize the interference with the flow pattern and since the

domain is small, we use a small differential-drive robot to carry the flow sensors and

collect the measurements. We equip the mobile robot with an Arduino Leonardo

microprocessor that implements simple motion primitives and collects instantaneous

velocity readings and communicates them back to an off-board PC for processing.
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The radio communications between the mobile sensor and the PC happen via a

network of Xbee-S2s. The PC processes the instantaneous readings, the localization

information, and runs Algorithm 11 using MATLAB. As discussed in Section 6.2.1,

the mobile sensor is also equipped with eight D6F-W01A1 OMRON sensors with

range of 0 − 1m/s and full-scale error rate of FS = 0.05m/s. We set the standard

deviation of the sensor noise to γs = 0.017m/s according to (6.27), the heading error

to γβ = 5o, and the measurement location error to γx = 0.025m. We construct a

SROM model for the location error with ñ = 5 samples; see Section 6.2.2. Note that

the location error also takes into account the discretization of the numerical solutions

and the error caused by the sensor rig structure.

In order to control the mobile sensor between consecutive measurement locations,

we decouple its motion into heading control and straight-line tracking. The low level

planning to generate these straight-line trajectories while avoiding the obstacles can

be done in a variety of ways; here we use geodesic paths generated by VisiLibity

toolbox [156]. The feedback required for motion control is provided by an Opti-

Track motion capture system. The robot stops when the distance between the

desired and final locations is below a threshold. A similar condition is used for the

heading angle.

In the following, we first discuss how to process the instantaneous velocity readings

and demonstrate the accuracy of the probabilistic measurement models developed in

Section 6.1.2. Then, we show that Algorithm 11 (i) correctly selects models that are

in agreement with empirical data, (ii) converges as the number of measurements m

increases and, most importantly, (iii) predicts the flow properties more accurately

than the prior numerical models while providing reasonable uncertainty bounds for

the predictions. Finally, we also demonstrate that the entropy information metric for

planning outperforms the mutual information which possesses a subotimality bound.
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Figure 6.4: The instantaneous velocity components at x1 for first measurement
where u(x) = −0.07m/s and v(x) = 0.63m/s.

6.3.1 Signal Processing

In order to examine the accuracy of the probabilistic measurement models developed

in Section 6.1.2, we conduct a series of experiments where we collect 25 measurements

of the flow properties at two locations x1 = (1.9, 0.4) and x2 = (0.35, 0.4). x1 is

located at a high velocity region whereas x2 is located at a low velocity region.

The instantaneous samples of u(x1, t) and v(x1, t) are given in Figure 6.4 for the

first measurement. A video of the instantaneous velocity readings can be found

in [157]; note the amount of fluctuations in the velocity vector. The robot samples

the velocity vector with a fixed frequency of 67Hz. Then, to ensure that the samples

are uncorrelated, it down-samples them using the integral time scale; see Section

6.1.3. The average integral time scales over 25 measurements are t̄∗(x1) = 0.26s and

t̄∗(x2) = 0.29s, respectively.

Figure 6.5 shows a histogram of the 25 independent u(x1) measurements. This

histogram approaches a Gaussian distribution as the number of measurements in-

creases. Histograms of the second component and turbulent intensity are similar
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Figure 6.5: Histogram of 25 independent measurements of u(x1).
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Figure 6.6: 25 measurements of the velocity vector at x1 = (1.9, 0.4) along with
their averaged vector.

for both points. Next, Figure 6.6 shows the measurements of the velocity vector at

x1. In Figure 6.7, we plot the sample standard deviations of the velocity components

and turbulent intensity, obtained from equations (6.15) and (6.21), for both locations.

Note that for the velocity components, the average standard deviation values are close

indicating that the isotropy assumption is appropriate. In Table 6.1, we compare the

standard deviations estimated from the time-series measurements of each experiment,

averaged over all experiments, to the standard deviation of time-averaged measure-
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Figure 6.7: Standard deviations of velocity components and turbulent intensity
obtained for each of 25 measurement in both locations x1 = (1.9, 0.4) and x2 =
(0.35, 0.4).

Table 6.1: Standard deviation values.

method within-exp cross-exp

sd of u(x1) 0.024 0.120

sd of v(x1) 0.021 0.042

sd of u(x2) 0.012 0.038

sd of v(x2) 0.011 0.023

sd of i(x1) 0.014 0.026

sd of i(x2) 0.010 0.015

ments from all 25 experiments. We refer to the former as within-experiment and the

latter as cross-experiment. Note that the cross-experiment values, reported in the
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Table 6.2: Numerical solvers and uncertain parameters.

No. model qin (m/s) iin(%) σ̄u (m/s) σ̄i(%)

1 k − ε 0.78 0.02 0.10 0.05

2 RSM 0.78 0.02 0.20 0.10

3 k − ω 0.78 0.02 0.20 0.10

4 k − ε profile 0.02 0.14 0.07

5 RSM profile 0.02 0.20 0.10

6 k − ω profile 0.02 0.20 0.10

7 RSM profile 0.05 0.14 0.07

8 RSM profile 0.03 0.20 0.10

9 RSM profile 0.01 0.20 0.10

10 RSM profile 0.04 0.20 0.10

11 RSM 0.76 0.03 0.20 0.10

12 RSM 0.80 0.03 0.14 0.07

second column, are larger. This is due to actuation errors that are not considered

within experiments but appear across different measurements, i.e., the experiments

corresponding to location x1 for instance, are not all conducted at the same exact

location and heading of the robot. The small number of experiments may also con-

tribute to inaccurate estimation of the standard deviations in the second column.

6.3.2 Inference

In this section, we illustrate the ability of Algorithm 11 to select the best numerical

model and to obtain the posterior distribution of the flow properties. Particularly,

we utilize ANSYS Fluent to solve the RANS models for the desired flow properties

using the k− ε, k−ω, and RSM solvers. We assume uncertainty in the inlet velocity

and turbulent intensity values. This results in n̄ = 12 different combinations of BCs

and RANS models; see the first four columns in Table 6.2 for details. In the third

column, ‘profile’ refers to cases where the inlet velocity is modeled by an interpolated

function instead of the constant value qin = 0.78m/s. Columns 5 and 6 show the prior
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(a) numerical solution using k − ε model (b) numerical solution using RSM

Figure 6.8: Predictions of the velocity magnitude field (m/s) according to models
1 and 2 in the plane of the mobile sensor located at the height of 0.27cm.

uncertainty in the solutions of the first velocity component and turbulent intensity;

cf. equation (6.4). We set σ̄v = σ̄u. As discussed in Section 6.1.2, these values

should be selected to reflect the uncertainty in the numerical solutions. Here, we

use the residual values from ANSYS Fluent as an indicator of the confidence in

each numerical solution. Figure 6.8 shows the velocity magnitude fields obtained

using models 1 and 2. The former is obtained using the k − ε model whereas the

latter is obtained using the RSM, as reported in Table 6.2. Note that these two

solutions are inconsistent and require experimental validation to determine the correct

flow pattern. We initialize Algorithm 11 by assigning uniform probabilities to all

models in Table 6.2, i.e., pj,0 = 1/n̄ for 1 ≤ j ≤ n̄. We use m̄ = 16 exploration

measurements and set the maximum number of measurements to m = 200. The

convergence tolerance in (6.44) is set to tol = 10−4m/s.

Figure 6.9 shows the sequence of waypoints generated by Algorithm 10. For

these results, we use a correlation characteristic length of ` = 0.35m. This value

provides a reasonable correlation between each measurement and its surroundings
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Figure 6.9: Path of the mobile sensor according to the entropy metric overlaid on
the turbulent intensity field from model 7. The green dots show the candidate mea-
surement locations and the yellow stars show the exploration measurement locations.
Finally, the black dots show the sequence of waypoints.

and guarantees an acceptable spacing between waypoints. The green dots in Figure

6.9 show the 1206 candidate measurement locations, collected in the set S, and the

yellow stars show the m̄ = 16 exploration measurement locations selected over a

lattice. The black dots show the sequence of waypoints returned by Algorithm 10.

Note that as the size of the set S grows, it will take longer to evaluate all candidate

locations in Algorithm 10. The resolution of these candidate locations should be

selected in connection with the characteristic length `. For the larger values of `,

the resolution could be lower. Note also that the computations of the entropy metric

(6.43) at different locations are independent and can be done in parallel. Finally, for

very large domains we can consider a subset of candidate measurement locations S

that lie in the neighborhood of the current location of the robot at every step.

Algorithm 11 converges after k = 164 measurements. Figure 6.10 shows the

amount of added information using the entropy metric (6.43) after the addition of
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Figure 6.10: Added information δIH(x) as a function of measurement number for
entropy metric.
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Figure 6.11: Velocity vector measurements for entropy metric.

each of these measurement. It can be observed that the amount of added information

generally decreases as the mobile sensor keeps adding more measurements. This is

expected by the submodularity of the entropy information metric. Figure 6.11 shows

the collected velocity vector measurements. Referring to Figure 6.8, observe that this

vector field qualitatively agrees with model 2 that was obtained using the RSM. Also,
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Figure 6.12: Evolution of convergence criterion (6.44) as a function of measurement
number k.

Figure 6.12 shows the evolution of the convergence criterion (6.44) of Algorithm 11.

The high value of this criterion for measurement m̄ = 16 corresponds to conditioning

on all exploration measurements at once; the next measurements do not alter the

posterior fields as much.

The posterior probabilities pj,k converge once the exploration measurements are

collected, i.e., at iteration k = m̄, and do not change afterwards. Particularly, the

numerical solution from the RSM model 7 is the only solution to have nonzero prob-

ability, i.e., p7,164 = 1.00. This means that the most accurate model can be selected

given a handful of measurements that determine the general flow pattern. Note that

all solutions provided by RSM share a similar pattern and the empirical data help

to select the most accurate model. Moreover, these posterior probabilities are com-

puted given only the available models listed in Table 6.2. Thus, they should only be

interpreted with respect to these models and not as absolute probability values.

In Figure 6.13, the prior velocity magnitude and turbulent intensity fields corre-

sponding to the most probable model, i.e., model 7, and the posterior fields, computed
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(a) prior velocity magnitude (b) prior turbulent intensity

(c) posterior velocity magnitude (d) posterior turbulent intensity

Figure 6.13: The prior fields from model 7 and the posterior fields obtained using
equations (6.24) after conditioning on empirical data. Fig. 6.13a: prior velocity
magnitude field (m/s) from model 7. Fig. 6.13b: prior turbulent intensity field from
model 7. Fig. 6.13c: posterior velocity magnitude field (m/s). Fig. 6.13d: posterior
turbulent intensity field.

using equations (6.24), are given. Comparing the prior and posterior velocity fields,

we observe a general increase in velocity magnitude at the top-left part of the do-

main indicating that the flow sweeps the whole domain unlike the prior prediction

from model 7; see also Figure 6.11. Furthermore, comparing the prior and posterior

turbulent intensity fields, we observe a considerable increase in turbulent intensity
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throughout the domain. Referring to Table 6.2, note that among all RSM models,

model 7 has the highest turbulent intensity BC. In [158], a visualization of the flow

field is shown that validates the flow pattern depicted in Figures 6.11 and 6.13.

6.3.3 Prediction

Next, we compare the accuracy of the posterior fields against the pure numerical

solutions given by the RANS models. To this end, we randomly select a set of m̂

new locations and collect measurements at these locations. Let ŷu(xl) denote the

measurement of the first velocity component at a location xl for 1 ≤ l ≤ m̂. Let also

µu(xl|Xk) denote the predicted mean velocity obtained from (6.24a) after conditioning

on the previously collected measurements Xk up to iteration k of Algorithm 11. Then,

we define the mean error over the random locations xl as

eu,k =
1

m̂

m̂∑
l=1

|µu(xl|Xk)− ŷu(xl)| , (6.46)

and finally ek = 1/3(eu,k + ev,k + ei,k), where the expressions for ev,k and ei,k are

identical. We are particularly interested in e0 as the prediction error of the numerical

solutions and em as the prediction error of the posterior field. For a set of m̂ = 20 ran-

domly selected test locations, we obtain e0 = 0.090m/s and an average posterior error

e164 = 0.037m/s which is 59% smaller than e0. Given the posterior knowledge that

model 7 has the highest probability, we also compute ē0 where we use µu(xl|Xk,M7)

in definition (6.46) instead of the mean value from (6.24a). We do the same for v(x)

and i(x). In this case, the error using the prior numerical model is ē0 = 0.060m/s

which is still 38% higher than the posterior error value e164. This demonstrates that

the real flow field can be best predicted by systematically incorporating the theo-

retical models and empirical data. Note that this hypothetical scenario requires the
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Figure 6.14: Prior error values for individual models along with their averaged prior
as well as the posterior errors eu,164, ev,164, and ei,164.

knowledge of the best model which is not available a priori. In Figure 6.14, we plot

the prior errors for all models together with the posterior errors for u, v, and i, sep-

arately. It can be seen that the solutions using the RSM models, including model 7,

have smaller errors; see also Table 6.2.

As discussed at the beginning of this section, an important advantage of the pro-

posed approach is that it provides uncertainty bounds on the predictions. Figure 6.15

shows the values of the individual measurements at each one of the m̂ measurement

locations along with the posterior predictions and their uncertainty bounds. We also

include error bars for the measurements that fall outside these uncertainty bounds.

In Figure 6.15a, four measurements of the first velocity component fall outside the

one standard deviation bound. Similarly, three and one measurements of the second

velocity component and the turbulent intensity are outside this bound; see Figures

6.15b and 6.15c. This shows that the proposed method provides uncertainty bounds

that are neither wrong nor conservative.
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Figure 6.15: Posterior predictions and their uncertainty bounds at m̂ test locations
along with the measured values shown by red stars. We also plot the error bars on
the measurements that fall outside the uncertainty bounds.

6.3.4 Planning Optimality

Finally, we show that the proposed planning method using the entropy metric outper-

forms other similar metrics, such as the Mutual Information (MI) metric which has a

suboptimality lower-bound. Using the same notation introduced in Section 6.2.3, let

I(X ,Ω\X ) denote the MI between measurements X and unobserved regions of the

domain Ω\X , given by

I(X ,Ω\X ) = H(Ω\X )−H(Ω\X |X ).
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Denote this value by I(X ) for short. Then, the amount of added information by a

new measurement x ∈ S\X is δIMI(x | X ) = I(X ∪ x)− I(X ) = H(x | X )−H(x | X̄ ),

where X̄ = Ω\(X ∪ x); see [65] for details of derivation. Particularly, for a GP using

the definiton of the entropy in (6.41) we get

δIMI(x | X ) ∝ γ2
u(x | X )

γ2
u(x | X̄ )

. (6.47)

The authors in [65] show that under certain assumptions on the discretization Ω, MI

is a monotone and submodular set function. Then, according to the maximization

theory of submodular functions, the suboptimality of Algorithm 10 is lower-bounded

when δIMI is used; see [64]. In order for this suboptimality bound to hold, we do not

update the model probabilities pj,k in (6.42).

To compare the two metrics, we use similar settings as those in Section 6.3.2

and set the maximum number of measurements to m = 30. Figure 6.16 shows the

sequence of waypoints generated by Algorithm 10 for the entropy and MI metrics,

respectively. It is evident that the entropy metric signifies regions with higher varia-

tions of velocity field whereas the MI metric is more sensitive to correlation; see also

equations (6.43) and (6.47). Conditioning on the measurements collected using these

metrics, the prediction errors for the same m̂ = 20 test locations, are e30 = 0.042 for

the entropy metric and e30 = 0.047 for the MI metric, respectively. Thus, the entropy

metric outperforms the MI metric by 11%. Note that with only m = 30 measure-

ments, the error in the posterior fields is considerably smaller than the prior value

e0 = 0.090. Nevertheless, convergence requires more measurements as we demon-

strated in Section 6.3.2. Note also that depending on the size of the discrete domain

Ω, the covariance matrix ΣX̄ X̄ can be very large. This makes the evaluation of the

MI metric (6.47) considerably more expensive than the entropy metric.
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(a) entropy metric (b) mutual information metric

Figure 6.16: Path of the mobile sensor for two optimality metrics overlaid on tur-
bulent intensity field from model 7. The green dots show the candidate measurement
locations and the yellow stars show the exploration measurement locations. Finally,
the black stars show the sequence of waypoints.
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7

Neural Networks for Control of
Advection-Diffusion PDE

This chapter is dedicated to the formulation and solution of the Advection-Diffusion

(AD) PDE control problem. To this end, we first propose an approach that relies

on deep Neural Networks (NNs) to capture solutions of PDEs and particularly the

AD-PDE. The proposed framework, called VarNet for Variational Neural Networks,

employs a novel loss function that relies on the variational (integral) form of PDEs

and is discretization-free and highly parallelizable. Since, compared to the differential

form of the PDE, the variational form contains lower order derivatives of the solution

and considers segments of space-time as opposed to single points, the proposed loss

function allows to learn solutions of PDEs using significantly fewer training points.

Moreover, this loss function allows the NN to learn solutions of PDEs in a model-based

and unsupervised way, where training of the NN parameters is guided by the PDE

itself without a need for prior labeling. We also propose a way to optimally select the

points needed to train the NN, based on the feedback provided from the residual of

the PDE. Using NNs to approximate solutions of PDEs makes it trivial to solve these

PDEs parametrically; these parameters need only be included as additional inputs
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to the NN. Consequently, a great strength of VarNet is that it can also be used as

a powerful Model Order Reduction (MOR) tool for PDEs, since the resulting models

are very fast to evaluate.

7.1 Learning Problem for Solution of PDEs

7.1.1 Advection-Diffusion PDE

Let Ω ⊂ Rdx denote a domain of interest where dx is its dimension and let x ∈ Ω

denote a location in this domain and t ∈ [0, T ] denote the time variable. Furthermore,

consider a velocity vector field q : [0, T ]× Ω→ Rdx and its corresponding diffusivity

field κ : [0, T ] × Ω → R+. 1 Then, the transport of a quantity of interest c :

[0, T ] × Ω → R, e.g., a chemical concentration, in this domain is described by the

Advection-Diffusion (AD) PDE [159]

ċ = −∇ · (−κ∇c+ q c) + s, (7.1)

where ċ = ∂c/∂t denotes the time derivative of the concentration and s : [0, T ]×Ω→

R is the time-dependent source field.

As discussed in Chapter 2, given an appropriate Initial Condition (IC) and a set

of Boundary Conditions (BCs), it can be shown that the AD-PDE (7.1) is well-posed

1See Chapter 2 for more details on the relation between the velocity and diffusivity fields.
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and has a unique solution [77]. In this chapter, we use the following IC and BCs: 2

c(0,x) = g0(x) for x ∈ Ω, (7.2a)

c(t,x) = gi(t,x) for x ∈ Γi, (7.2b)

where Γi for i ∈ {1, . . . , nb} denote the boundaries of Ω and g0 : Ω → R and

gi : [0, T ] × Γi → R possess appropriate regularity conditions [77]. Equation (7.2a)

describes the initial state of the field at time t = 0 whereas equation (7.2b) prescribes

the field value along the boundary Γi as a time-varying function.

We refer to the parameters that appear in the AD-PDE (7.1), i.e., the domain

geometry, the velocity, diffusivity, and source fields as well as the IC and BCs, as

the input data.3 Any of these fields can depend on secondary parameters which

consequently means that the solution of the AD-PDE will depend on those secondary

parameters. For instance, in source identification problems, a parametric solution

of the AD-PDE is sought as the properties of the source term s(t,x) vary. This

parametric solution is then used to solve a PDE-constrained optimization problem

[92]. In general, secondary parameters can also appear in MOR of PDEs. In the

following, we denote by p ∈ P ⊂ Rdp the set of dp secondary parameters that the

PDE input-data depend on, where P is the set of feasible values.

Remark 7.1.1 (Alternative PDEs). In this chapter we focus on the AD-PDE as

an important case-study that models a wide range of physical phenomena from mass

transport to population dynamics [1]. Nevertheless, the methods developed here apply

to any other PDE that can be solved using the FE method.

2Extending the results that follow to include more general BCs is straight-forward and is skipped
here for simplicity of presentation.

3Unlike previous chapters that were dedicated to source identification, here we include the source
field in the AD-PDE input-data.
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7.1.2 Learning Problem

Discretization-based numerical methods, e.g., the FE method, can be used to approx-

imate the solution of the AD-PDE (7.1) given an appropriate set of Boundary-Initial

Conditions (BICs) (7.2). As discussed in Section 1.2.5, these methods although very

expressive, are computationally demanding to evaluate and store. Furthermore, it is

not straightforward to obtain parametric solutions of PDEs using these methods. As

a result, a wide range of MOR methods have been proposed to obtain such paramet-

ric solutions. These MOR methods typically rely on numerical methods to obtain

the desired ROMs. Utilizing Neural Networks (NNs) to solve PDEs, allows us to

directly obtain differentiable parametric solutions of PDEs that are computationally

more efficient to evaluate and require considerably less memory to store.

Let θ ∈ Rn denote the weights and biases of the NN, a total of n trainable pa-

rameters. Then the solution of the AD-PDE can be approximated by the nonlinear

output function f(t,x; p,θ) of this NN, where f : [0, T ] × Ω → R maps the spa-

tiotemporal coordinates t and x to the scalar output field of the PDE, for a given

value of the secondary parameters p. Note that the input of the NN consists of the

coordinates t and x as well as the parameters p and its dimension is 1 + dx + m.

See [120] for a detailed introduction to NNs. In the following, we drop the arguments

p and θ whenever they are not explicitly needed.

Problem 7.1.2 (Training Problem). Given the PDE input data and the NN function

f(·) with n trainable parameters, find the optimal value θ∗ such that

θ∗ = argmin

∫
P

∫
T

∫
Ω

|c(t,x; p,θ)− f(t,x; p,θ)|2 dx dt dp, (7.3)

where c(·) denotes the true solution of the PDE.
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As discussed in Section 1.2.5, Problem 7.1.2 can be solved in different ways. The

simplest approach is to use supervised learning to obtain an approximation of the

PDE solution using labeled data collected by applying numerical methods and a loss

function defined by objective (7.3). In this approach, the NN acts merely as a memory

cell and an interpolator to store the solution more efficiently than storing the values at

all grid points. Note that this approach does not alleviate the need for discretization-

based numerical methods but instead it relies on them. Alternative methods exist

that train the NN in an unsupervised way. A typical approach is to consider a loss

function defined by the PDE residual obtained when the approximate solution f(·)

is substituted in (7.1). This approach has two problems. First, for the AD-PDE

(7.1) it requires evaluation of second order derivatives of f(·). Estimating a function

from its higher order derivatives is inefficient since differentiation only retains slope

information and is agnostic to translation. Second, training the differential form of

the PDE amounts to learning a complicated field by only considering values at a

limited set of points, i.e., a measure-zero set, 4 ignoring correlations in space-time. In

the following, we propose a different approach that addresses these issues by defining

a loss function that relies on the variational form of the PDE.

7.2 Neural Networks for Solution of PDEs

7.2.1 Loss Function

The goal of Problem 7.1.2 is to learn the parameters θ of the NN so that for all

values of p, the function f(·) approximates the solution of the AD-PDE (7.1) as well

as possible. To capture this, we need to define a loss function ` : Rn → R+ that

reflects how well the function f(·) approximates the solution of (7.1). To do so, we

4See [77] for an informal definition of a measure for a set.

183



rely on the variational form of the AD-PDE (7.1). Particularly, let v : [0, T ]×Ω→ R

be an arbitrary compactly supported test function. Multiplying (7.1) by v(t,x) and

integrating over spatial and temporal coordinates we get

∫ T

0

∫
Ω

v [ċ+∇ · (−κ∇c+ q c)− s] dx dt = 0, ∀v.

Performing integration by parts for ċ we have

∫ T

0

∫
Ω

ċ vdx dt =

∫
Ω

[c(T )v(T )− c(0)v(0)] dx−
∫ T

0

∫
Ω

c v̇dx dt = −
∫ T

0

∫
Ω

c v̇dx dt.

Note that v(0) = v(T ) = 0 since v(t,x) is compactly supported over the temporal

coordinate. Similarly,

∫ T

0

∫
Ω

v∇ · κ∇c dx dt = −
∫ T

0

∫
Ω

∇v · κ∇c dx dt,

where again the boundary terms vanish since v(t,x) is compactly supported. Finally,

note that for velocities far below the speed of sound the incompressibility assumption

holds and∇·q = 0; see [16]. Putting together all of these pieces, we get the variational

form of the AD-PDE as

a(c, v) =

∫ T

0

∫
Ω

[∇c · (κ∇v + u v)− c v̇ − s v] dx dt = 0. (7.4)

This variational form only requires the first-order spatial derivative and also an

integration over a non-zero measure set as opposed to a single point. The test function

acts as a weight on the PDE residual and the idea is that if (7.4) holds for a reasonable

number of test functions v(t,x) with their compact supports located at different

regions in space-time [0, T ] × Ω, the function f(·) has to satisfy the PDE. A very
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important feature of the test function v(t,x) is that it is compactly supported. This

allows local treatment of the PDE as opposed to considering the whole space-time at

once and is the basis of the FE method [89]. We discuss the explicit form of the test

function v(t,x) in Appendix C.1.

Given the variational form (7.4), we can now define the desired loss function.

Consider a set of nv test functions vk(t,x) sampling the space-time [0, T ]×Ω, a set of

n0 points xk ∈ Ω corresponding to the IC, and sets of nb,i points (tk,xk) ∈ [0, T ]×Γi

for the enforcement of the BCs. Then, for a given set of PDE input-data, specified

by p, we define the loss function ` : Rn × P → R+ as

`(θ,p) = w1

nv∑
k=1

|a(f, vk)|2 + w2

n0∑
k=1

1

n0

|f(0,xk)− g0(xk)|2

+ w3

nb∑
i=1

nb,i∑
k=1

1

nb,i
|f(tk,xk)− gi(tk,xk)|2 , (7.5)

where a(f, vk) is defined by (7.4) and w ∈ R3
+ stores the penalty weights correspond-

ing to each term. Note that in the first term in (7.5), the integration is limited

to the support of v(t,x) which is computationally very advantageous. In the next

terms, normalizing by n0 and nb,i makes the weights w independent of the number

of training points.

Consider a set of np points pj ∈ P sampling the space of the secondary parameters.

Then, integrating (7.5) over the secondary parameters, we obtain the desired total

loss function ` : Rn → R+ as

`(θ) =

np∑
j=1

`(θ,pj). (7.6)

This loss function is lower-bounded by zero. Since this bound is attainable for the

exact solution of the AD-PDE (7.1), the value of the loss function is an indicator
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of how well the NN approximates the solution of the PDE. Training using the loss

function (7.6) is an instance of unsupervised learning since the solution is not learned

from labeled data. Instead, the training data here are unlabeled samples of space-time

and the physics captured by the AD-PDE (7.1) guides learning of the parameters θ.

In that sense, our approach is a model-based method as opposed to a merely statistical

method that automatically extracts features and cannot be easily interpreted.

Remark 7.2.1 (Numerical Computation). The derivatives that appear in the varia-

tional form (7.4) can be evaluated in a variety of ways. Here we use the automatic

differentiation method available in TensorFlow. Furthermore, to evaluate the in-

tegral over the support of the test functions, we utilize the Gauss-Legendre quadrature

rule as is common in the FE method [89]. See Appendix C.2 for more details on the

computation of the loss function (7.5).

7.2.2 Optimal Training Points

As discussed in Section 1.2.5, existing NN methods to solve PDEs use arbitrary train-

ing points. Instead, here we optimally select the training points over the space-time

to expedite the training process and increase the accuracy of the resulting solution.

This is very similar to the idea of local adaptive mesh refinement in the FE litera-

ture [112]. Note that often the PDE solution varies more severely at certain regions

of the space-time and adding more training points at those regions ensures that the

NN adequately captures these variations. In order to prioritize more informative

training points, we employ the residual field of the PDE. For a given set of input

data specified by p, plugging the NN function f(·) into the PDE (7.1), we obtain the

PDE residual field r : [0, T ]× Ω→ R as

r(t,x) = ḟ +∇ · (−κ∇f + q f)− s. (7.7)
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Given this metric, we sample space-time [0, T ] × Ω using the rejection sampling

algorithm [147] to generate training points that are proportionally more concentrated

in regions with higher residual values. To this end, let r̂(·) denote the normalized

metric defining a distribution over the space-time. Furthermore, let g : [0, T ]×Ω→ α

denote a uniform distribution over the space-time from which we draw the candidate

training points, where α is a constant. Also, let M > 0 be another constant such that

r̂(t,x) ≤ Mg(t,x) over the space-time. Then, for a given candidate point (t,x), the

rejection sampling algorithm consists of drawing a random variable u ∼ Uniform[0, 1]

and accepting the candidate point if

u <
r̂(t,x)

Mg(t,x)
.

Define

M = max
[0,T ]×Ω

r̂(t,x)

α
.

Then, the acceptance condition simplifies to

u <
r(t,x)

max r(t,x)
. (7.8)

Note that according to (7.8), candidate points that are closer to regions with higher

PDE residual values have higher chances of being selected. We approximately deter-

mine max r(t,x) by sampling the PDE residual over a uniform grid.

Remark 7.2.2 (Boundary-Initial Conditions). A similar procedure is utilized for

optimal selection of training points for the BICs. Particularly, we replace metric

(7.7) with the corresponding least-square error values between the prescribed IC and

BCs and the NN output as given by the second and third terms in the loss function

(7.5).
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Algorithm 12 VarNet Algorithm

Require: AD-PDE input data;
Require: Number of training epochs N and weights w in (7.5);
Require: Number of training points nv, n0, nb,i, and np;

1: Generate uniform training points over [0, T ]× Ω× P ;
2: for e = 1 : N do
3: for j = 1 : np do
4: Update trainable parameters θe using an optimizer;
5: end for
6: if loss value has converged then
7: Add optimal training points using (7.8);
8: end if
9: end for

Remark 7.2.3 (Secondary Parameters). We take into account the effect of the sec-

ondary parameters p in sampling from the space-time, by integrating the residual field

r(t,x; p) over them. Note also that a similar approach can be used to also optimally

select the samples pj for the secondary parameters.

7.2.3 VarNet Deep Learning Tool

The proposed Variational Neural Network (VarNet) algorithm combines the loss func-

tion (7.6) with the optimal selection method for the training points to approximate

the solution of AD-PDEs. The algorithm begins by requiring the input data to the

AD-PDE, i.e., the properties of the spatial domain Ω and the time horizon T as well

as the velocity and corresponding diffusivity fields, the source field, and the BICs,

as a function of spatial and temporal coordinates and possibly secondary parameters

p. Next, it requires the number of training epochs as well as the penalty weights for

the terms appearing in the loss function (7.5). Given the number of training points

nv, n0, nb,i, and np, in line 1, the algorithm generates a uniform grid over space-time,

its boundaries, and possibly the space of secondary parameters P ; see Appendix C.3

for more details on the latter.
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The training process begins in line 2 where in each epoch the algorithm iterates

through all training data. The loop over the samples pj of the secondary parameters

is performed in line 3. Training on a subset of data, corresponding to one value of pj

at a time, amounts to the idea of batch-optimization and computationally facilitates

the inclusion of arbitrarily large number of samples of the secondary parameters by

breaking down the training points into smaller batches [120]. In line 4, the algorithm

performs the optimization iteration at epoch e, updating the parameters θe of the

NN for all training samples of the space-time and a given set of PDE input data. A

variety of optimization algorithms, included in TensorFlow, can be used for this

purpose; see [120] for details. In line 6, the algorithm checks the convergence of the

training process and in line 7 it adds new optimal training points over the space-

time according to the procedure outlined in Section 7.2.2. The number of these new

training points is given as a fraction q ∈ [0, 1] of the original numbers nv, n0, and nb,i.

The VarNet tool [122] implements Algorithm 12 and contains the classes that

handle the definition of the domain Ω, the PDE input-data, the secondary parameters

p, and extensive tools for training and post-processing of NNs. In Appendix C we

present more details on the implementation of Algorithm 12 and the VarNet tool.

Remark 7.2.4 (Convergence). By the universal approximation theorem, for a large

enough number of trainable parameters n, the NN can approximate any smooth func-

tion [160]. Since for an appropriate set of input data, the AD-PDE (7.1) has a unique

smooth solution, the NN should converge to it when n→∞; see [106] for details.

Remark 7.2.5 (Parallelization). Referring to Algorithm 12, parallelization of the

training process is trivial. We can choose the number of samples nv, n0, nb,i, and np

in accordance with the available computational resources and decompose and assign

the summations to different processing units.
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7.3 Numerical Experiments for Solution of PDEs

In this section we present numerical experiments to demonstrate the performance

of the VarNet Algorithm 12. We solve the problems using the VarNet tool [122]

that was developed as part of this chapter. The toolbox is written in Python using

the TensorFlow module; see Appendix C for details about its implementation

and capabilities. We use the ADAM stochastic optimization algorithm to train the

NNs [161]. The VarNet Algorithm 12 is run on a single NVIDIA GeForce RTX

2080 Ti for each problem instance. In each case, we use a Multi-Layer Perceptron

(MLP) to capture the solution of the AD-PDE and for a given uniform grid over the

space-time, we compute the approximation error as err = ‖f − ctrue‖/‖ctrue‖, where

the vectors f and ctrue stack the output of the NN and the exact solution values

evaluated at the grid points. We set the fraction of the optimal training points in

VarNet Algorithm 12 to q = 0.5.

Particularly, we study a 1D time-dependent problem with an analytical solution

that constitutes a benchmark problem in [162] for discretization-based numerical

methods. For highly advective cases, a boundary layer is formed whose prediction

becomes very challenging for these methods. The objective here is to demonstrate

the capability of our algorithm to solve problems that require very fine grids when

solved by discretization-based methods. The problem is specifically defined for Ω =

[−1, 1], T = [0, 2] as

∂c

∂t
+ u

∂c

∂x
= κ

∂2c

∂x2

c(−1, t) = c(1, t) = 0

c(x, 0) = − sin(πx). (7.9)
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Figure 7.1: Snapshots of the NN solution to the AD problem (7.9) for κ = 0.1/π.

Similar to [162], we fix the velocity u = 1 and study the performance of our ap-

proach for two diffusivity values κ = 0.1/π and κ = 0.01/π. For the latter value, the

analytical solution becomes numerically unstable.

Figure 7.1 shows the solution, provided by the VarNet algorithm, for κ = 0.1/π

overlaid on the analytical solution where the final error is err = 0.04. We use a single

layer MLP with sigmoid activation, 20 neurons in the layer, nv = 20 × 300, n0 =

20, and nb,i = 300 training points, and set the weights to w = [1, 10, 10]. Note that

the IC is very important for proper solution of the AD problem (7.9) and thus, the

number of temporal training points should be sufficiently large to allow the enforce-

ment of the IC across the time dimension. More formally, the dimensionless Courant

number, defined as C = u∆t/∆x, needs to be upper-bounded to guarantee the sta-
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Figure 7.2: Snapshots of the NN solution to the AD problem (7.9) for diffusivity
κ = 0.01/π overlaid on exact solution in select points shown by the dots.

bility of the solution [145]. An animation of the approximate solution f(t, x) for this

case is given and compared to the analytical solution in [163].

As mentioned earlier, one of the important contributions of this chapter is the

novel loss function that is based on the variational form of the AD-PDE as opposed

to its differential form. To demonstrate the effectiveness of our loss function, we solve

the case of κ = 0.1/π using the PDE residual as well. Using the same architecture

with nv = 80× 1200, n0 = 80, and nb,i = 1200 training points, which is equivalent to

the number of integration points used above, the final error is err = 0.88. After a set of

simulations, the best result corresponding to nv = 1000×3000, n0 = 1000, and nb,i =

3000 has an error of err = 0.50, which is considerably larger than the error obtained

above using the VarNet algorithm 12.

Figure 7.2 shows similar plots for κ = 0.01/π where we use a MLP with two

layers with sigmoid activations and 10 and 20 neurons in the layers respectively,

amounting to n = 271 trainable parameters. We train the NN using nv = 150 ×

800, n0 = 150, and nb,i = 800 training points and set the weights to w = [1, 10, 10].

As mentioned earlier, for κ = 0.01/π the analytical solution is numerically unstable

and we only plot the analytical solution at a set of point values reported in [162].
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Figure 7.3: Optimal training points for the AD problem (7.9) with κ = 0.01/π.

The final error comparing to these point values is err = 0.09; note that this error

value is conservative since it only considers the boundary layer, which is the most

challenging to approximate, as opposed to the whole space-time. Discretization-based

methods have difficulty capturing the boundary layer at x = 1 and require a large

grid whereas our approach can capture the solution with only n = 271 trainable

parameters, cf. [162]. The white dots in Figure 7.3 shows the optimally selected

training points for this case as explained in Section 7.2.2.5 Note that most of these

training points are placed close to x = 1 where the boundary layer is formed. This

local refinement decreases the final error without having to uniformly increase the

number of training points across space-time.

Figure 7.4 shows the evolution of the individual terms and the total value of the

loss function (7.5), the evolution of the PDE residual (7.7), and the corresponding

final residual snapshots. Referring to Figure 7.4a, note that the penalty weights on the

BICs in (7.5) must be selected as high as possible without making the variational term

insignificant. Using small weights on BICs will result in wrong solutions since the AD-

PDE does not have a unique solution without properly enforced BICs; see Chapter

5The points are downsampled to make them more visible.
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Figure 7.4: Loss function, PDE residual (7.7) history, and final residual values for
the AD problem (7.9) for diffusivity κ = 0.01/π.

2. On the other hand, extremely large weight values on BICs make the contribution

of the variational term insignificant resulting once again in wrong solutions. For a

properly selected set of weights w, values of the BIC terms in the loss function (7.5)

drop considerably fast to small values while the value of the variational term does not.

This amounts to an increase in the PDE residual (7.7) at the early training epochs,

as can be seen from Figure 7.4b. Once the BICs are approximately enforced, the

contribution of the BIC terms in the loss function (7.5) decreases and the variational

term starts to drop and the output of the NN converges to the unique solution of

the AD-PDE (7.1); this amounts to a drop in the PDE residual at the later epochs;

cf. Figure 7.4b. The sharp increase around epoch e = 2 × 104 corresponds to the

addition of the optimal training points. Furthermore, from Figure 7.4c it can be
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observed that the value of the PDE residual is considerably small across space-time

except for x = 1 which corresponds to the boundary layer. An animation of the

approximate solution f(t, x) is given in [164]. Note that generating this video is very

easy using a NN solution since the solution is continuous both in space and time.

7.4 Advection-Diffusion Transport Control using

Mobile Robots

Given the proposed approach to solve the AD-PDE using NNs, we next formulate and

solve the AD-PDE control problem using a team of mobile robots. Specifically, we

want to create safe zones in the domain to ensure that these zones remain unaffected

by external environmental conditions. We model the propagation of the chemical

agent in the environment by the time-dependent AD-PDE (7.1) and assume that

the robots move on predefined curves that enclose the desired safe zone. Then, we

formulate the proposed active cloaking problem as a PDE-constrained optimization

problem whose solution returns collision-free optimal robot trajectories and corre-

sponding source release rates that maintain desired concentration levels in the safe

zone. To solve this optimization problem, we use the proposed method that employs

deep NNs to approximate the solution of the PDE. This is in contrast to standard

discretization approaches, such as the FE method, that are prohibitively expensive,

especially for time-dependent problems such as those considered here. Given the loss

function (7.5) for the AD-PDE, we formulate the robotic AD-PDE control problem

as an unsupervised model-based learning problem that we solve using state-of-the-art

stochastic gradient descent algorithms [120].

Particularly, given the AD-PDE (7.1) and the domain of interest Ω, consider

a team of robots that carry sources that collectively counteract the release of the
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Figure 7.5: A typical setup for the AD-PDE control problem. The robots release
or collect a chemical agent in an optimal rate along their paths rj(t), in response to
changing environmental conditions, so that the concentration at the safe zone Ωd is
maintained at a desired value.

chemical. These mobile robots control the source term s(t,x) in the AD-PDE (7.1).

The goal of the robots is to create a safe zone in the domain where the concentration

is controlled to remain at a certain level. This can be achieved by formulating a

planning problem that controls the robot positions in the domain as well as the

release rates of their sources. Figure 7.5 shows a typical scenario where we assume

the chemical agent is released outside Ω and its effect is modeled by the BCs. 6

In this figure, Ωd ⊂ Ω denotes the desired safe zone. The goal is to maintain the

release of the chemical invisible to an observer inside Ωd. Specifically, let N denote

the number of robots. Then, the path of robot j is denoted by rj : [0, T ] → Ω \ Ωd

for j ∈ {1, . . . , N}. We make the following assumptions:

Assumption 7.4.1 (PDE Input Data). The geometry of the domain Ω and its bound-

aries Γi, the velocity q(t,x) and corresponding diffusivity κ(t,x) fields, and the IC

g0(x) and BCs gi(t,x) for i ∈ {1, . . . , nb} are known.

6Inclusion of the chemical release in the domain is equivalent to adding an extra source term in
(7.1).
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The assumption that the domain Ω is known is a reasonable one. Given the

knowledge of the domain, the velocity and diffusivity fields can be estimated using

Computational Fluid Dynamics or from measurements; see Chapter 6. Moreover,

knowledge of the release of a chemical agent captured by the BCs, might be known

for a specific task or can be obtained through real-time measurements.

Assumption 7.4.2 (Robot Paths). The robot paths are constrained on a curve γ :

[0, 1]→ Ω\Ωd that is simple, differentiable, and does not intersect with the safe zone

Ωd or other obstacles in the domain.

The curve γ often encloses Ωd and in many robotic applications corresponds to

the perimeter of the safe zone [82, 84]. Given this curve, we can define the path of

robot j as

rj(t) = γ(ξj(t)), (7.10)

where j ∈ {1, . . . , N} and ξj : [0, T ]→ [0, 1] is a parameterization that maps the time

interval [0, T ] to [0, 1]. Note that ξj(t) is not necessarily monotone, i.e., the robot

can move back and forth along γ.

The release of the source, carried by robot j, is limited to the location of the

robot at any given time. In order to capture this local effect, we model the source

term using a Gaussian function centered at the robot. Particularly, let ls > 0 denote

the length-scale of the Gaussian function and aj : [0, T ]→ R+ the release rate of the

source. Then, the source term s(t,x) in (7.1) is given by

s(t,x) =
N∑
j=1

aj(t) exp

(
−‖rj(t)− x‖2

2 l2s

)
, (7.11)

where rj(t) denotes the location of the robot j at time t.
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Problem 7.4.3 (Advection-Diffusion PDE Control). Let cd(t,x) denote the desired

concentration level in the safe zone Ωd. Find the optimal paths r∗j(t) and release rates

a∗j(t) to maintain concentration cd inside Ωd.

Problem 7.4.3 can be formulated as the following PDE-constrained optimization

problem

min
aj(t),rj(t)

‖c(t,x)− cd(t,x)‖2
Ωd
, (7.12)

s.t. Lc = s(t,x) for x ∈ Ω,

c(0,x) = g0(x) for x ∈ Ω,

c(t,x) = gi(t,x) for x ∈ Γi,

for i ∈ {1, . . . , nb} and j ∈ {1, . . . , N}, where t ∈ [0, T ] in the relevant constraints,

Lc = ċ+∇ · (−κ∇c+ q c) is the differential operator corresponding to the AD-PDE

(7.1), and the objective of the optimization is defined as

‖c(t,x)− cd(t,x)‖2
Ωd

=

∫ T

0

∫
Ωd

|c(t,x)− cd(t,x)|2 dx dt. (7.13)

Note that in equation (7.13), the spatial integration is only over the safe zone Ωd.

Remark 7.4.4 (Discretization-based Methods). FE approximation of the solution of

the AD-PDE (7.1) is done using a semi-discrete or discrete method. In the former,

time is not discretized and numerical approaches to solve ordinary differential equa-

tions are employed. Among these methods, the implicit approaches are ‘time accurate’

but expensive [89]. For fully discrete approaches, the linear system of equations at

each time-step depends on the previous step. Referring to the optimization problem

(7.12), this then means that upon updating rj(t) or aj(t), the FE model needs to be

rebuilt. Thus, solving (7.12) with the FE method is very computationally demanding.
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7.5 Neural Networks for Advection-Diffusion Trans-

port Control

Next, we discuss the solution of the AD-PDE control problem (7.12) using NNs. The

idea is to add the loss function (7.5) that captures the solution of the AD-PDE, i.e.,

the constraints of the problem (7.12), to the objective in the form of a penalty term to

obtain an unconstrained optimization problem that can be solved using state-of-the-

art stochastic gradient descent algorithms. Such algorithms have been very effective

in the Deep Learning literature [120].

In order to solve the PDE-constrained optimization problem (7.12), we parame-

terize the release rate aj(t) by a polynomial

aj(t) =
nα∑
k=0

αjkt
k,

where αj ∈ Rnα is the vector of coefficients corresponding to robot j. We also

parameterize ξj(t) in the definition of the robot paths (7.10) by the composition of

another polynomial bj(t) =
∑nβ

k=0 βjkt
k with parameters βj ∈ Rnβ and the sigmoid

function σ : R→ [0, 1] defined as σ(b) = 1/1 + exp(−b). Thus,

ξj(t) = σ

(
nβ∑
k=0

βjkt
k

)
. (7.14)

Furthermore, we use a set of nd points (tk,xk) ∈ [0, T ] × Ωd for the discrete ap-

proximation of the integral (7.13). Noting that the loss function (7.5) captures the

constraints in (7.12), we optimize the following objective function

J(αj,βj,θ) =

nd∑
k=1

|f(tk,xk)− cd(tk,xk)|2 + `(θ). (7.15)
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Optimizing (7.15) provides the solution of the AD-PDE (7.1) for the time-dependent

source term (7.11), with intensities specified by αj and paths specified by βj, that

maintains the concentration at the desired level cd across the safe zone Ωd. Note that

for simplicity we used the same length scale ls and number of parameters nα and nβ

for all robots in the source term (7.11); generalization is trivial.

Remark 7.5.1 (Collision Avoidance). Additional penalty terms can be added to the

objective (7.15) to account for collision avoidance among robots; see Section 7.6.

Proposition 7.5.2 (Bounded Velocity). Robots following the paths (7.10) with pa-

rameterizations (7.14) have bounded velocities.

Proof. Noting that r(t) = γ(ξ(t)), for the speed of the robot we have ‖ṙ(t)‖ =

|ξ̇(t)| ‖∇ξγ‖, where we drop the subscript j for simplicity. Since γ(ξ) is differentiable

and defined over the compact set [0, 1], it is bounded. Thus, we need to show that

|ξ̇(t)| is bounded. To see this, note that

ξ̇(t) = ḃ exp(−b)σ2(b) =
ḃ exp(−b)

[1 + exp(−b)]2
,

where b(t) is the polynomial that parameterizes the path of the robot. Then, since

lim
t→∞

ḃ

b
= lim

t→∞

nβ βnβ t
nβ−1 + o(tnβ−1)

βnβ t
nβ + o(tnβ)

= 0

and limb→+∞ b/ exp(b) = 0, we have limt→∞ ξ̇(t) = 0. Since ξ̇(t) is also continuously

differentiable, it has to be bounded. Intuitively, when b→ ±∞, the sigmoid function

saturates and the robot approaches one end of the curve γ.
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Figure 7.6: BC value g3(t,x) for Γ3 as a function of spatial coordinate for two
different time instances t = 0.2 and t = 0.7 before and after 0.5T .

7.6 Numerical Experiments for Control Problem

In this section we present simulation results that illustrate our approach to solving

the AD-PDE control problem (7.12). The domain is depicted in Figure 7.5 where we

select Ω = [−1, 1]× [−1, 1] and T = 1. Before the release of the chemical agent, the

system is at rest with zero concentration across the domain, i.e., g0(x) = 0 for x ∈ Ω

in (7.2a). At time t = 0 the release occurs causing the concentration to rise linearly

at the corner xc = [−1, 1] of the boundaries Γ3 and Γ4 as

c(t,xc) = min {1, 2t/T} for t ∈ [0, T ].

Note that the concentration c(t,xc) reaches the maximum value of 1 at t = 0.5T and

stays constant afterwards. For the boundary Γ3, the concentration decreases linearly

to zero when moving from xc toward the corner between Γ3 and Γ2, i.e., in (7.2b) we

have

g3(t,x) = −0.5 c(t,xc) (x1 − 1) for x ∈ Γ3,

see Figure 7.6. A similar expression is used for g4(t,x) along Γ4. The opposite
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boundaries Γ1 and Γ2 are set to zero for all time, i.e., g1(t,x) = g2(t,x) = 0 in (7.2b).

Finally, we set the diffusivity field to a constant value of κ(t,x) = 1 and define the

velocity vector field for t ∈ [0, 0.5T ] as

q(t,x) = [cos(−πt/T ), sin(−πt/T )] (7.16)

and u(t,x) = [0,−1] for t > 0.5T , i.e., it has a constant magnitude ‖u(t,x)‖ = 1

but its direction rotates 90o from [1, 0] to [0,−1] within t ∈ [0, 0.5T ] and then stays

constant. Note that variations in the BCs and velocity field stop at t = 0.5T allowing

the distributed parameter system to move toward steady-state.

For simplicity of presentation, we define the safe zone as Ωd = xd = [0.4, 0.2] and

cd = 0, i.e., we wish to maintain zero concentration at point xd as it was before the

release of the chemical. In the following simulations we use N = 2 mobile robots that

collaboratively cloak the safe zone Ωd. Referring to Assumption 7.4.2, we constrain

the robots to move along a circular path with radius r = 0.4 around Ωd. Particularly,

the admissible path for robot j is defined as

rj(t) = γ(ξj) = xd + r [cos(2πξj), sin(2πξj)] ,

where ξj ∈ [0, 1] is the parameterization corresponding to robot j. In order to describe

the source term (7.11), we use nα = 5 parameters for the release rates of the robots

and nβ = 4 parameters for their paths, where we fix the intercepts β10 = 0 and β20 =

ln(3) of the polynomials in (7.14) to specify the initial angular positions of the robots

on the curve γ. These values correspond to ϑ1(0) = 180o and ϑ2(0) = 270o where

ϑj(t) = 2πξj(t). We also set the characteristic length of the Gaussian source (7.11)

to ls = 0.04; see Section 7.5 for details. Then, the robots optimally adjust their
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velocities along this curve and their release rates in response to the change in the

BCs g3(t,x) and g4(t,x) and the velocity field q(t,x) to maintain the concentration cd

in Ωd. In order to prevent collision among the robots, we add the following penalty

term (with an appropriate weight) to the training objective (7.15) measuring the

mutual angular distance of the robots

Jc(t) =
N∑
j=1

N∑
k=j+1

exp

[
−
(

2π[ξj(t)− ξk(t)]
ϑ0

)2
]
,

where ϑ0 determines the angle margin among robots and is set to ϑ0 = 4o in the

following results.

We utilize the TensorFlow software to solve the desired AD-PDE control prob-

lem (7.12); see [165]. The test functions vi(t,x) are selected to be trilinear FE

basis functions for 3D hexagonal elements that are centered at arbitrary points in

space-time; see Appendix C.1 for more details and [89] for a description of FE ba-

sis functions. The numerical integration in (7.4) is performed using a two-point

Gauss-Legendre quadrature at each dimension; see Appendix C.2. We use a Multi-

Layer Perceptron (MLP) NN architecture consisting of four dense hidden layers with

10, 20, 30, and 30 neurons, respectively and sigmoid activation functions. In order to

train the NN, we use 100 samples of the temporal coordinate as well as 40×40 samples

of the spatial domain resulting in nv = 100× 40× 40 training points in the domain

interior, n0 = 40 × 40 training points for the IC, nb,i = 100 × 40 training points for

each BC, and finally nd = 100 training points for the discrete approximation of the

objective (7.13) at the desired location Ωd = xd. Since nd is considerably smaller, we

down-scale contribution of the loss function (7.5) to the objective (7.15) by setting

w = [0.1, 0.1, 0.1]. Then, the unsupervised training for the AD-PDE control problem

(7.12) is performed using the AdamOptimizer; see [120] for details.
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Figure 7.7: Concentration level at the safe zone Ωd as a function of time. The
desired value is cd = 0.
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Figure 7.8: Optimal source parameters as a function of time to maintain the con-
centration at Ωd at the specified level cd.

Figure 7.7 shows the evolution of the concentration at xd. It can be seen that the

concentration stays close to the desired value cd = 0. The highest concentration levels

in Ωd are two orders of magnitude smaller than maximum concentration c(T,xc) = 1,

meaning that external concentration levels are effectively invisible in the safe zone Ωd.

Next, Figure 7.8 shows the optimal release rates a∗j(t) and angular positions ϑ∗j(t) =

2πξ∗j (t) as functions of time. Note that the release rates in Figure 7.8a decrease to

negative values in response to the growth of the concentration at the corner xc of

the boundary Γ3. This corresponds to robots acting as sinks and collecting the extra
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chemical to maintain desired concentration levels in Ωd. Referring to Figure 7.8b,

the angular positions increase in response to the rotation of the velocity field q(t) so

that the safe zone Ωd is positioned down-stream of the robots. Finally, Figure 7.9

shows snapshots of the concentration field, given by the NN approximation of the

solution of the AD-PDE (7.1), at different time instances. Note that the maximum

concentration that occurs at corner xc, grows up to t = 0.5T . After this time, the

concentration field evolves toward steady-state and the variations become smaller.

An animation of the source and concentration fields is given in [166].

Table 7.1 presents a comparative study of the performance of the NN as a func-

tion of the number of trainable parameters n and the number of training points.

Particularly, it summarizes the normalized values of individual terms in the objec-

tive function (7.15) averaged over training points. The first two cases correspond

to a MLP with a single hidden layer with 20 neurons whereas the last NN, used

in the previous simulations, has four hidden layers with 10, 20, 30, and 30 neurons,

respectively. The third column in this table reports the deviation of the predicted

concentration from the desired value cd = 0 in the safe zone, given by the objective

(7.13). Comparing the first two cases, we observe that for a fixed architecture and

number of trainable parameters n, the normalized objective values get smaller as the

number of training points increases. Moreover, comparing the last two cases, it can

be seen that as the number of trainable parameters n increases, the capacity of the

NN increases, which amounts to smaller objective values. We can use larger values

of n to further minimize the training objective (7.15). Then, more training points

should be used and techniques like regularization and dropout should be employed to

prevent overfitting [120]. Furthermore, advanced architectures like Long Short-Term

Memory are very effective for time-dependent processes. Investigating such details is

part of our future research.
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Figure 7.9: Evolution of the concentration field as the solution of the AD-PDE (7.1)
at different time instances. The black star denotes the safe zone Ωd whereas the black
circle and square denote the location of robots 1 and 2, respectively. Moreover, the
dashed circle shows the curve γ. Note that in all snapshots the c(t,x) = 0 level set
passes through Ωd.
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Table 7.1: Averaged objective values per training point for the terms in objective (7.15).

n objective term concentration error variational form IC BCs

101
training points nd = 20 nv = 20× 40× 40 n0 = 40× 40 nb,i = 20× 40

objective value 8.46× 10−5 8.44× 10−6 1.86× 10−5 1.33× 10−4

101
training points nd = 100 nv = 100× 40× 40 n0 = 40× 40 nb,i = 100× 40

objective value 6.50× 10−5 6.71× 10−6 5.76× 10−5 6.65× 10−5

1851
training points nd = 100 nv = 100× 40× 40 n0 = 40× 40 nb,i = 100× 40

objective value 3.26× 10−6 1.68× 10−6 4.14× 10−6 5.31× 10−6
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Note that based on the above simulations, a simple feed-forward MLP-NN with

only n = 1851 trainable parameters continuously captures the 3D concentration field

across space-time. To obtain a solution using discretization-based numerical methods

requires a mesh with nv = 100×40×40 = 1.6×105 nodes, i.e., the number of training

points used above, and the sequential solution of 100 linear systems of size 40× 40.

Once any of the parameters αj or βj changes, as they would during the solution

of the PDE-constrained optimization (7.12), the numerical solution would need to

be recomputed from scratch. Although model reduction approaches exist to alleviate

this computational cost, unlike the approach used here, they compromise accuracy for

speed [90] and they require an implicit time discretization which is computationally

expensive.
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8

Conclusions

In this dissertation, we demonstrated the applicability of Partial Differential Equa-

tions (PDEs) to solve realistic problems onboard mobile robots. Specifically, we

focused on the Advection-Diffusion (AD) PDE that models that transport of a quan-

tity like chemical concentration in a fluid medium due to advection and diffusion

mechanisms. We considered the model-based Source Identification (SI) and AD-PDE

control problems in both of which, the underlying transport phenomenon is model by

the AD-PDE. In the SI problem, we are interested in indirectly identifying chemical

sources that generate a concentration field that can be measured by mobile robots

carrying appropriate sensors. On the other hand, in the AD-PDE control problem we

are interested in controlling the properties of a set of sources that the mobile robots

carry in order to control the resultant concentration field. We formulated both of

these problems as optimization problems subject to the AD-PDE constraint. Solving

such such PDE-constrained optimization problems onboard mobile robots is challeng-

ing since, (i) computational cost of solving the AD-PDE using discretization-based

numerical schemes is high and, (ii) there is uncertainty in the PDE input-data, i.e.,

the domain geometry, the flow field and boundary-initial conditions. Throughout

this dissertation, we presented different formulations and solution approaches that

209



address these challenges.

We first investigated a discretize-optimize approach to SI problem where we con-

structed a discrete linear model of the AD-PDE using the Finite Element (FE)

method and formulated the SI problem as a regularized convex optimization prob-

lem. Specifically, since for limited number of measurements the problem is under-

determined and based on the fact the discretized source vector is sparse, we used a

reweighted `1-regularization technique combined with a debiasing phase to solve the

identification problem. We showed that this approach is extremely accurate especially

for high signal-to-noise ratios. Nevertheless, it is prohibitively expensive for a mobile

robot to solve realistic SI problems using this approach. To address this challenge,

we then proposed a distributed algorithm to solve the SI problem using a network of

mobile robots. We reduced the FE model using Proper Orthogonal Decomposition

to acquire an approximate closed-form model of the transport phenomenon and then,

we defined an `2- regularized least-squares problem and reformulated it such that it

can be solved using the Accelerated Distributed Augmented Lagrangian method. We

showed that the communication cost of this method does not scale with FE mesh

size while its time complexity and memory requirement scale linearly, enabling it to

solve large-scale problems efficiently.

In Chapter 4, we considered an optimize-discretize non-convex formulation of the

SI problem so that a single mobile robot can solve the problem. Specifically, given

a set of noisy concentration measurements, we developed a feedback control scheme

that combines the SI and path planning problems to guide a mobile robot through

an optimal sequence of measurements allowing it to estimate the desired source.

We employed model reduction and source parametrization techniques to reduce the

dimension of the concentration and source parameter spaces and, therefore, the size

of the SI and planning problems, and proposed a domain decomposition method to
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handle non-convex domains and multiple sources. We illustrated our proposed active

SI algorithm in simulation and real-world experiments.

Then, we turned our attention to uncertainty in the PDE input-data. To ad-

dress this challenge, in Chapter 5, we proposed a stochastic approach for SI using

mobile robots that relied on the AD-PDE to model the transport phenomenon and

utilized Markov Chain Monte Carlo sampling to obtain the posterior distribution of

the source parameters considering uncertainty in the parameters of the AD-PDE and

the sensor data. In order to make the sampling process tractable for a mobile robot,

we utilized a model reduction method to obtain closed-form approximate solutions

for the AD-PDE. We presented numerical experiments that demonstrate the ability

of the proposed algorithm to correctly identify the desired source parameters while

providing uncertainty bounds for them.

In Chapter 6, we focused on the flow field that is often turbulent in the SI prob-

lems of interest. We proposed a model-based learning method that relies on mobile

robot sensors to improve on the numerical solutions of turbulent flow fields obtained

from RANS models. Particularly, we constructed a statistical model of the flow us-

ing Gaussian Processes (GPs) whose mean was informed by the numerical solutions

obtained from RANS models. We then utilized Bayesian inference to incorporate

empirical measurements of the flow field into these GPs. We designed a cost-effective

flow sensor mounted on a custom-built mobile robot that collects and analyzes in-

stantaneous velocity readings. We presented experimental results demonstrating that

the proposed framework can select the most accurate models, obtain the posterior

distribution of the flow properties and, most importantly, predict these properties at

new locations with reasonable uncertainty bounds. Our results showed considerable

improvement in the prediction of the flow field properties compared to pure numerical

simulations.
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Finally, in Chapter 7 we considered the problem of controlling the time-dependent

AD-PDE using a team of mobile robots. To this end, we first presented a new model-

based unsupervised learning method, called VarNet, for the solution of AD-PDE using

Neural Networks (NNs). Particularly, we proposed a novel loss function that relies

on the variational (integral) form of PDEs. This loss function is discretization-free,

highly parallelizable, and more effective in capturing the solution of PDEs since it

employs lower-order derivatives and trains over measure non-zero regions of space-

time. We then considered the AD-PDE control problem using teams of mobile robots

that carry sources that counteract the release of a chemical in the environment. The

goal of the robots is to steer the mass flux around a desired region, also called a safe

zone, so that this zone remains unaffected by the external environmental conditions.

Given the NN loss function, we formulated this planning problem as an unsupervised

model-based learning problem. We presented simulation results that demonstrate

the effectiveness of this approach for the control of the AD-PDE.

8.1 Future Research Directions

An important assumption in the developments of the model-based framework pre-

sented in this dissertation is that the geometric properties of the domain are known.

This assumption is necessary for the solution of the AD-PDE in its general form. The

stochastic frameworks presented in Chapters 5 and 6 can easily handle a distribution

over possible domain configurations but the general case of no a priori knowledge

about the domain is more complicated. An interesting extension to the developments

of this dissertation is to utilize sensory data to construct discretized approximations

(point clouds) of the domain that can then be used to construct FE models. A

different approach can also be considered using NNs based on the developments of
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Chapter 7 in which, the domain information is updated during the training process

to accommodate newly discovered regions as the robots explore the domain.

As discussed in Section 1.2.1, the measurements collected from transient AD phe-

nomenon are more informative due to the extra information encoded in their time-

stamps. Thus, another interesting extension to the work presented here is to consider

transient-state AD-PDE. Nevertheless, solving the time-dependent AD-PDE using

discretization-based methods is challenging, an alternative method using NNs was

presented in Chapter 7. Furthermore, a stochastic approach is necessary in this case

since we cannot obtain time-averaged measurements in transient settings as we did

in the steady-state case. Finally, the delays caused by computational solutions of

the SI and planning problems need to be minimized to make the solution meaningful.

Solving the SI problem using only model-based approach seems extremely challenging

in this case.

The model-based methods developed in this dissertation are very general and

powerful but at the same time computationally demanding and require a set of in-

put data that are not easy to obtain. On the other hand, the heuristic approaches

discussed in Section 1.2.1, do not apply in general but are efficient. Any practical

SI algorithm will require an appropriate combination of model-based and heuristic

approaches so that it possesses the best features of both. One possible composite ap-

proach is to use an efficient heuristic method for fast response while the model-based

approach checks the feasibility of the solution returned by such a heuristic method

to determine if it has discovered a local minima instead of the true source or if the

collected measurements support existence of multiple sources instead of a single one.

Finally, the model-based framework presented here is very general in the sense

that we can easily consider the identification of PDE-input parameters other than the

source term and control of the AD-PDE using any of these parameters. For instance,
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we can consider the identification of the Boundary Conditions (BCs) of the AD-PDE

given a set of concentration measurements collected by mobile robots, or using the

BCs to control the concentration field. We can also consider other PDEs, e.g., the

acoustic PDE for sound source identification. Note that in this general settings,

proposing heuristics similar to the ones discussed in Section 1.2.1, is not straight-

forward since the relationship between the BCs and corresponding concentration field

is complicated and nonlinear. Thus, model-based methods are the most promising

option in such a scenario.
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Appendix A

Convex Source Identification

A.1 Alternating Direction Method of Multipliers

In this section, we derive the iterations of Alternating Direction Method of Multipliers

algorithm to solve SI problem (3.22), distributedly. Assume we only decompose

the task of collecting measurements and define design matrix of agent i as Xi =

[Xi1, . . . ,Xin̄], cf. Section 3.5.1 and equation (3.23). Then, the objective function in

(3.22) can be decomposed as

1

2

n̄∑
i=1

‖yi −Xisi‖2 +
τ

2n̄

n̄∑
i=1

‖Wisi‖2 ,

where si is the local copy of the unknown source vector. We enforce a consensus

constraint over these local copies. Thus, the decomposed optimization problem for

agent j becomes

min
sj

n̄∑
j=1

{
1

2
‖yj −Xjsj‖2 +

τ

2n̄
‖Wjsj‖2

}
,

s.t. sj = si, ∀i ∈ Nj,
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where Nj denotes the set of neighbors of agent j. We write the corresponding aug-

mented Lagrangian as

Ljc(sj,λji) =
1

2
‖yj −Xjsj‖2 +

τ

2n̄
‖Wjsj‖2 +

∑
i∈Nj

λTji(sj − si) +
c

2

∑
i∈Nj

‖sj − si‖2 ,

where λji is the Lagrange multiplier corresponding to constraint i for all i ∈ Nj.

Defining λj =
∑

i∈Nj λji and solving for primal variable in closed-form, the iterations

of the algorithm are given as

λkj = λk−1
j + c

∑
i∈Nj

(skj − ski ), (A.1a)

sk+1
j = (XT

j Xj +
τ

n̄
W2

j + c |Nj| In)−1[XT
j yj − λkj + c

∑
i∈Nj

ski ], (A.1b)

where again we use matrix inversion formula to reduce the cost of solving (A.1b). Fol-

lowing an analysis similar to Section 3.5.3, the communication cost of each iteration is

bounded by O(n̄n) where n̄ is the number of agents, the time complexity is bounded

by O(2nmj +m3
j), and the memory requirement is bounded by O(8n(mj + 3)) bytes.
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Appendix B

Non-convex Source Identification

B.1 Adjoint Method

In this section, we discuss the details of the Adjoint Method to obtain the gradient

of the SI problem (4.9) that we formulated in Section 4.1.2. The Lagrangian function

of this constrained optimization problem is given as

L(c, s, w) = J (c, s) + 〈w,M(c, s)〉,

where w ∈ V ′′ is the adjoint variable. From reflexivity of the Hilbert space V , we get

V ′′ = V . Then, referring to the definition of the AD model (4.5), we have

〈w,M(c, s)〉 = 〈w,Ac− `(s)〉V ′′×V ′ = 〈Ac− `(s), w〉V ′×V = a(c, w)− `(w; s).

Thus, we can rewrite the Lagrangian as

L(c, s, w) = J (c, s) + a(c, w)− `(w; s), (B.1)
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where w ∈ V is the adjoint variable.

In what follows, we use the notion of a Gâteaux derivative to differentiate the

Lagrangian (B.1); see, e.g., [77, section 9.4].

Definition B.1.1 (Gâteaux derivative). A functional T : V → R on a normed space

V is Gâteaux-differentiable at c ∈ V if there exists an operator DcT : V → V ′ defined

by

〈DcT , h〉 , 〈T ′c , h〉 ,
d

dε
[T (c+ εh)]

∣∣∣
ε=0
,

for all h ∈ V . We use the two notations 〈DcT , h〉 and 〈T ′c , h〉 interchangeably when-

ever one of them is clearer.

The Adjoint Method consists of the following three steps that yield an organized

procedure for the calculation of the desired gradient; see, e.g., [167, section 4]. First,

in order to satisfy the AD constraint in the SI problem (4.9), we set the Gâteaux

derivative of the Lagrangian (B.1) with respect to the adjoint variable w and in an

arbitrary direction v equal to zero. The bilinear form a(c, w) and the functional

`(w; s) are the terms in the Lagrangian that contain w. Gâteaux differentiating

a(c, w) with respect to w we get

〈Dwa(c, w), v〉 =
d

dε
a(c, w + εv)

∣∣∣
ε=0

= a(c, v),

where we have used linearity of the bilinear operator a(c, w) in each argument. Simi-

larly, Gâteaux differentiating `(w; s) with respect to w we get 〈Dw`(w; s), v〉 = `(v; s).

Therefore, the first equation of the Adjoint Method is given as

〈L′w, v〉 = a(c, v)− `(v; s) = 0, ∀v ∈ V. (B.2)

Note that this equation is identical to the VBVP (4.2) and for the function c satis-
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fying this equation, i.e., c = F(s), we get L(c, s, w) = J̄ (s). Consequently, we can

differentiate the Lagrangian (B.1) to get the desired derivative J̄ ′s .

Since c = F(s), in order to calculate DsL(c, s, w) we need the derivative F ′s. We

can avoid this calculation by setting the Gâteaux derivative of the Lagrangian (B.1)

with respect to the concentration c equal to zero for any arbitrary direction h. The

two terms containing c are the objective functional J (c, s) and the bilinear form

a(c, w). From Definition B.1.1, the Gâteaux derivative of J (c, s) with respect to c

can be calculated explicitly using equation (4.10) as

〈J ′c , h〉 =

∫
Ω

h (c− cm) χE dΩ. (B.3)

Moreover, similar to the previous case the Gâteaux derivative of the bilinear form

a(c, w) with respect to c is given by 〈Dca(c, w), h〉 = a(h,w) = a∗(w, h), where

a∗(w, h) is the adjoint operator of the bilinear form a(h,w). Therefore, the second

equation of the Adjoint Method is given as

〈L′c, h〉 = 〈J ′c , h〉+ a∗(w, h) = 0, ∀h ∈ V. (B.4)

Because of the appearance of the adjoint operator, this equation is called the adjoint

equation and the procedure of calculating the desired gradient is referred to as Adjoint

Method. Given the concentration c obtained from (B.2), the solution of equation

(B.4) yields the corresponding adjoint variable w.

From the definition of the Lagrangian (B.1), for the functions c and w satisfying

equations (B.2) and (B.4), we have DsL(c, s, w) = J̄ ′s . Thus, we can calculate the

desired gradient of the objective functional J̄ (s) with respect to the source term s

in a given direction q by Gâteaux differentiating the Lagrangian (B.1) as 〈L′s, q〉 =
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〈J ′s , q〉 − 〈`′s(w; s), q〉. Combining equations (B.2) and (B.4) with this equation, we

summarize the Adjoint Method to calculate the gradient of J̄ (s) with respect to s in

a given direction q as:

AD-PDE: a(c, v)− `(v; s) = 0, ∀v ∈ V, (B.5a)

Adjoint Equation: 〈J ′c , h〉+ a∗(w, h) = 0, ∀h ∈ V, (B.5b)

Gradient: 〈L′s, q〉 = 〈J ′s − `′s(w; s), q〉. (B.5c)

B.2 Numerical Solution of the Source Identifica-

tion Problem

B.2.1 First Order Information

In Appendix B.1 we discussed the Adjoint Method to obtain the gradient of the SI

problem (4.9) when the variable s is a function that lives in the infinite dimensional

function space S. Here, we employ the approximations Vd and Sd defined in Section

4.1.3 to obtain a finite dimensional counterpart of the Adjoint Method equations

(B.5) that is needed to solve the finite dimensional SI problem (4.17) numerically.

First, we substitute the finite dimensional representations (4.14) into equation
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(B.5a) to get

a(cd, vd)− 〈`(sd), vd〉 = 0, ∀vd ∈ Vd,

a(
N∑
k=1

ckψk,
N∑
i=1

viψi)− 〈`(sd),
N∑
i=1

viψi〉 = 0, ∀vi ∈ R,

N∑
i=1

vi

{
N∑
k=1

cka(ψk, ψi)− 〈`(sd), ψi〉

}
= 0, ∀vi ∈ R,

N∑
k=1

cka(ψk, ψi)− 〈`(sd), ψi〉 = 0, ∀i ∈ {1, . . . , N} .

Writing the equations for all i ∈ {1, . . . , N} in matrix form, we obtain the following

linear system of equations

Ac = b(p), (B.6)

where A ∈ RN×N and b is a fixed vector for a given p. Using equation (B.6), we

define the finite dimensional model in equation (4.17) explicitly as

M(c,p) = Ac− b(p) = 0. (B.7)

As explained in Section 4.1.1, the AD model (4.2) has a unique solution that translates

to the invertibility of matrix A in (B.7).

Similar to approximations (4.14), we can write wd = ψw and hd = ψ h where

w,h ∈ RN . Substituting these definitions into the adjoint equation (B.5b), we get

〈J ′c , ψi〉+
N∑
k=1

wka
∗(ψk, ψi) = 0, ∀i ∈ {1, . . . , N} ,

where the derivative 〈J ′c , ·〉 is defined by equation (B.3). Again writing the equations
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for all i ∈ {1, . . . , N} in matrix form, we obtain

ATw = −d, (B.8)

where the transpose sign appears in (B.8) because of the adjoint operator in the

equations.

Given values for the source parameters p, the linear systems (B.6) and (B.8)

can be used to obtain the corresponding concentration c and adjoint variable w.

This information can then be used in (B.5c) to calculate the desired gradient ∇pJ̄

of the objective function J̄(p) = J̄ (sd) with respect to p. In order to simplify the

notation and without loss of generality, we assume a single source in a 2D domain

given by sd(x) = β φ(x; x, x̄), where x = (x1, x2) and x̄ = (x̄1, x̄2). Substituting the

approximations (4.14) in the Lagrangian (B.1), we get L(cd, sd, wd) = J (cd, sd) +

a(cd, wd)− `(wd; sd). To obtain the finite dimensional counterpart of equation (B.5c),

we need to take the derivative of this Lagrangian with respect to the parameters p

of the source term sd. The terms that contain sd are J (cd, sd) and `(wd; sd). For the

objective functional J (cd, sd) from equation (4.10), the only part involving sd is the

regularization term
∫

Ω
sd dΩ = β (x̄1 − x1)(x̄2 − x2). From this expression we can

calculate the derivatives of J (cd, sd) with respect to p, e.g.,

∂J
∂x1

= −τβ(x̄2 − x2).

For the functional `(wd; sd), substituting sd into the definition (4.4) we get `(wd; sd) =∫ x̄1

x1

∫ x̄2

x2
β wd(x) dx2 dx1. The derivative with respect to β is straightforward and for
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Algorithm 13 The Adjoint Method

Require: The vector of parameters p and the matrix A;
1: Compute the r.h.s. vector b of equation (B.6);
2: Solve the linear system Ac = b for coefficients c;
3: Compute the r.h.s. vector d of equation (B.8) using (B.3);
4: Solve the adjoint equation ATw = −d for w;
5: Compute the desired gradient ∇pJ̄ using equation (B.9).

the other parameters we use the Leibniz rule, e.g.,

∂`

∂x1

= −β
∫ x̄2

x2

wd(x1, x2) dx2.

Then by equation (B.5c), combining the two derivatives for x1 we get ∂J̄/∂x1 =

∂J /∂x1−∂`/∂x1. The other derivatives can be calculated exactly the same way and

we get the following values for the desired gradient

∂J̄

∂β
= τ(x̄1 − x1)(x̄2 − x2)−

∫ x̄1

x1

∫ x̄2

x2

wd(x) dx2 dx1,

∂J̄

∂x1

= −τβ(x̄2 − x2) + β

∫ x̄2

x2

wd(x1, x2) dx2,

∂J̄

∂x2

= −τβ(x̄1 − x1) + β

∫ x̄1

x1

wd(x1, x2) dx1,

∂J̄

∂x̄1

= τβ(x̄2 − x2)− β
∫ x̄2

x2

wd(x̄1, x2) dx2,

∂J̄

∂x̄2

= τβ(x̄1 − x1)− β
∫ x̄1

x1

wd(x1, x̄2) dx1, (B.9)

where J̄(p) = J̄ (sd) and p = (β, x1, x2, x̄1, x̄2). The process for calculating the

desired gradient ∇pJ̄ given a set of values for the parameters p is described in

Algorithm 13. Note that if there are multiple sources, i.e., if M > 1, then we

calculate the gradients for each basis function separately. This follows from the rule

for differentiating sums. Moreover if Ω ⊂ R3, we can exactly follow the same steps
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to calculate the gradient.

B.2.2 Second Order Information

Including second order information in the optimization algorithm can make the so-

lution of the SI problem (4.17) more efficient and accurate. Such information can be

in the form of the Hessian H = ∇ppJ̄ of the objective function itself, or in the form

of a Hessian-vector product Hv, for some vector v, that is used in the optimization

algorithm; see, e.g., [129, chapter 7]. The procedure to calculate the Hessian-vector

multiplication is an attractive choice for large-scale problems but we use it here

since it provides an organized approach to incorporate the AD model (B.7) into the

Hessian calculations. Specifically, using the finite dimensional approximation of the

Lagrangian (B.1) given as

L(c,p,w) = J(c,p) + wTM(c,p) = J(c,p) + wT (Ac− b), (B.10)

we can devise a procedure to calculate the product Hv for a given vector v. The

details of this derivation are given in Appendix B.3 and it results in the following

equation

H v = MT
p h4 +∇2

pcL h1 +∇2
ppL v, (B.11)

where the subscripts denote differentiation and the process to calculate the vectors

h1 and h4 is explained in Algorithm 14.

In what follows, we discuss all the second order terms needed in Algorithm 14

starting with the derivative of the AD model (B.7) with respect to the parameters p,

denoted by Mp. Recalling equation (B.6) and using the Leibniz rule, row i of matrix
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Algorithm 14 Hessian-vector Multiplication

Require: The vector v;
Require: The matrices A, Mp, ∇2

ccL, and ∇2
ppL from equations (B.6), (B.12),

(B.14), and (B.16);
1: Compute h2 = Mpv using equation (B.12);
2: Solve Mch1 = h2 for h1 where Mc = A;
3: Compute h3 = ∇2

cpLv +∇2
ccL h1 using equations (B.13) and (B.14);

4: Solve MT
c h4 = −h3 for h4;

5: Calculate H v from equation (B.11).

Mp ∈ RN×5 is given as

∂Mi

∂β
= −

∫ x̄1

x1

∫ x̄2

x2

ψi(x) dx2 dx1,

∂Mi

∂x1

= β

∫ x̄2

x2

ψi(x1, x2) dx2,

∂Mi

∂x2

= β

∫ x̄1

x1

ψi(x1, x2) dx1,

∂Mi

∂x̄1

= −β
∫ x̄2

x2

ψi(x̄1, x2) dx2,

∂Mi

∂x̄2

= −β
∫ x̄1

x1

ψi(x1, x̄2) dx1. (B.12)

Using equation (B.7), the derivative of the AD model with respect to c is given as

Mc = A. In addition, since there are no terms containing the multiplication of the

concentration and source parameters, c and p, in L(c,p,w), we have

∇2
pcL = ∇2

cpL = 0. (B.13)

Finally we need to calculate the second order derivatives of the Lagrangian with

respect to each of c and p. Note that from equation (B.10), ∇2
ccL = ∇2

ccJ and

the value 〈J ′c , ψi〉 is basically the directional derivative in the direction ψi or the

derivative ∂J/∂ci. Thus we can Gateaux differentiate equation (B.3) once more to
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get the element in row i and column j of ∇2
ccL as

[∇2
ccL]ij =

∫
Ω

χE ψi ψj dΩ, (B.14)

where i, j ∈ {1, . . . , N}. Note that this expression is independent of the parameters

p and can be calculated offline.

In order to calculate∇2
ppL note that the terms J(c,p) and wTb in the Lagrangian

(B.10) contribute to this derivative. The calculation for ∇2
ppJ can be done by differ-

entiating the result of Section B.2.1 for ∇pJ once more to get

∇2
ppJ = τ



0 · · · ·

−(x̄2 − x2) 0 · · ·

−(x̄1 − x1) β 0 · ·

(x̄2 − x2) 0 −β 0 ·

(x̄1 − x1) −β 0 β 0


. (B.15)

For the second term we have wTb = `(wd; sd), since the Lagrangians (B.1) and

(B.10) are equivalent. Thus, we can differentiate the expression for ∇p` from Section

B.2.1 once more, using the Leibniz rule, to get ∇2
pp` as is shown in equation (B.17).

Putting the two terms given by equations (B.15) and (B.17) together, we have

∇2
ppL = ∇2

ppJ −∇2
pp`. (B.16)

Notice that we basically have differentiated equation (B.9) once more in this process.

The case of multiple sources only affects the terms Mp and ∇2
ppL given by equa-

tions (B.12)and (B.16), respectively. Since the source term sd defined in equation

(4.16) is the summation of nonlinear basis functions, for Mp we need to append
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∇2
pp` =

0 · · · ·

−
∫ x̄2

x2
wd(x1, x2) dx2 −β

∫ x̄2

x2

∂wd
∂x1

(x1, x2) dx2 · · ·

−
∫ x̄1

x1
wd(x1, x2) dx1 βwd(x1, x2) −β

∫ x̄1

x1

∂wd
∂x2

(x1, x2) dx1 · ·

∫ x̄2

x2
wd(x̄1, x2) dx2 0 −βwd(x̄1, x2) β

∫ x̄2

x2

∂wd
∂x̄1

(x̄1, x2) dx2 ·

∫ x̄1

x1
wd(x1, x̄2) dx1 −βwd(x1, x̄2) 0 βwd(x̄1, x̄2) β

∫ x̄1

x1

∂wd
∂x̄2

(x1, x̄2) dx1


(B.17)
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more columns using equation (B.12) corresponding to each basis function. On the

other hand, for ∇2
ppL we have to add blocks of matrices given by equation (B.16)

corresponding to each basis function to the diagonal of ∇2
ppL.

B.2.3 Initialization

Appropriate initialization is critical for the solution of nonlinear optimization prob-

lems, such as (4.17), since otherwise the solution can get trapped in undesirable local

minima. Here we employ a result on the point-source Sensitivity Analysis (SA) of

the SI cost functional, presented in [29], for initialization of our method. The idea is

to determine the sensitivity of the objective functional J (c, s) to the appearance of a

point source in Ω, i.e., we calculate the derivative of the objective with respect to the

point-source term. The regions with highest sensitivity represent the potential areas

where the support of the true source function strue is nonzero. Note that by linearity

of the AD-PDE (4.1), we only need to consider the infinitesimal deviations of the

point-source from zero for a source-free domain, i.e., we calculate the derivative for

the constant source function s = 0.

In [29] it is shown that the adjoint variable is a measure of the sensitivity of the

cost functional to these infinitesimal changes. Thus given the set of measurements E

introduced in Section 4.1.2, we can obtain an approximation to the source locations

via a solution of the adjoint equation. Specifically, we solve AT w̄ = −d̄ with d̄i =∫
Ω
cm ψi dΩ for i ∈ {1, . . . , N}, to get the desired finite dimensional adjoint function

as w̄d = ψ w̄. Then an approximate localization of the source is obtained through

thresholding as

ŵd(x) ,

 w̄d(x) if w̄d(x) ≤ α w̄min
d

0 o.w.
(B.18)
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Algorithm 15 Point-source Sensitivity Analysis

Require: The set of measurements E;
Require: The thresholding parameter α ∈ (0, 1);

1: Compute the sensitivity function ŵd(x) from equation (B.18) and the set Z =
{zi | ŵd(zi) 6= 0, 1 ≤ i ≤ n};

2: Divide the set of points Z into K clusters Ck according to their distance using
the SLAC algorithm;

3: For each cluster Ck, set the cluster center as

z̄k = argmin
zi∈Ck

ŵd(zi);

4: Initialize the source term (4.16) using bases φk(x) with small areas centered at
z̄k and βk ∝ |ŵd(z̄k)| .

where w̄min
d = minx∈Ω w̄d(x) and α ∈ (0, 1).

The thresholding parameter α determines the size of the support of ŵd(x) and

thus, the number of compact regions that indicate candidate source locations. In

order to separate these compact regions, we utilize the Single Linkage Agglomerative

Clustering (SLAC) algorithm [150]. Specifically, given the nodal values ŵd of ŵd(x)

over the FE mesh, we cluster the nonzero nodal values into sets Ck for k ∈ {1, . . . , K}.

Then, we initialize the SI problem (4.17) by placing a basis function with a small

area at the point with highest sensitivity, given by equation (B.18), in each cluster;

see Algorithm 15 for details.

B.3 Hessian-Vector Multiplication

In this section we discuss the derivation of equation (B.11) to compute the multipli-

cation of the Hessian H of the SI objective with an arbitrary vector v. Consider the

finite dimensional Lagrangian

L(c,p,w) = J(c,p) + wTM(c,p), (B.19)
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where M(c,p) = 0 is the implicit model given by (B.7). Assuming that it is differ-

entiable in an open neighborhood of (c,p) and that Mc is invertible in that neigh-

borhood, the Implicit Function theorem guarantees existence of a unique mapping

c = F(p) such that M(F(p),p) = 0. Note that this statement is equivalent to

invertibility of the matrix A in equation (B.6).

Let J̄(p) = J(F(p),p) and note that J̄(p) = L(F(p),p,w). Thus, from (B.19)

we have

∇pJ̄(p) = cTp∇cL+∇pJ + MT
pw, (B.20)

where ∇cL = ∇cJ + MT
c w. Since w satisfies the adjoint equation (B.8), ∇cL = 0

and we get

∇pJ̄ = ∇pJ + MT
pw.

Note that this equation can be used to derive (B.9) and the derivation presented

so far is the finite-dimensional counterpart of the derivation of Adjoint Method in

Section B.1.

Next we differentiate the Lagrangian (B.19) once more to derive the desired equa-

tion (B.11). Specifically, noting that we can rewrite equation (B.20) more compactly

as

∇pJ̄ = cTp∇cL+∇pL,

we have

∇2
ppJ̄ = cTpp∇cL+

[
cTp∇2

ccL cp + cTp∇2
cpL
]

+
[
∇2

pcL cp +∇2
ppL

]
.

Using the adjoint equation ∇cL = 0, we get

∇2
ppJ̄ = cTp

[
∇2

ccL cp +∇2
cpL
]

+∇2
pcL cp +∇2

ppL.
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By proper selection of a set of intermediate variables, we can compute the multi-

plication of the Hessian H = ∇2
ppJ̄ with an arbitrary vector v in an efficient manner.

To see this, relying on the last equation, we introduce the following variables

• Define h1 = cpv where cp = −M−1
c Mp, thus h1 = −M−1

c (Mpv).

• Define h2 = Mpv, then h1 = −M−1
c h2.

• Define h3 = (∇2
ccL cp +∇2

cpL)v = ∇2
ccL h1 +∇2

cpL v.

• Define h4 = −M−T
c h3 then cTph3 = −MT

pM−T
c h3 = MT

ph4.

Thus

Hv = MT
ph4 +∇2

pcL h1 +∇2
ppL v,

which is equation (B.11). Then we calculate Hv as follows

• compute h2 = Mpv,

• solve Mch1 = h2,

• compute h3 = ∇2
ccL h1 +∇2

cpL v,

• solve MT
c h4 = −h3,

• calculate H v from the above relation.

This procedure is given in Algorithm 14; see [168] for more details.
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B.4 Sequential Semi-Definite Programming for the

Next Best Measurement Problem

B.4.1 The Next Best Measurement Problem

In this section we discuss the details of the numerical solution for the path planning

problem formulated in Section 4.2. Let F(x) = ST [XTX +ψ(x)Tψ(x)]S denote the

FIM at step m, where to simplify notation we have dropped the subscripts. Then

introducing an auxiliary variable z we can rewrite the optimization problem (4.22)

as

max
z,x

z

s.t. λi(F(x)) > z, ∀i ∈ {1, . . . , dp} ,

x ∈ Ω, (B.21)

where λi denotes the i-th eigenvalue of the FIM. Problem (B.21) can be equivalently

written as

max
z,x

z

s.t. F(x)− z I � 0,

x ∈ Ω, (B.22)

where the notation � denotes a matrix inequality. The optimization problem (B.22)

is a nonlinear Semi-Definite Program (SDP) that can be solved using nonlinear op-

timization techniques; see, e.g., [169]. Here we employ the Sequential SDP (SSDP)
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method which is the extension of sequential quadratic programming [170]. Defining

f(z,x) , −z, (B.23a)

B(z,x) , (ε̄+ z)I− ST [XTX +ψ(x)Tψ(x)]S, (B.23b)

where 0 < ε̄ � 1 is a very small positive number added to eliminate the strict

inequality constraint, we can rewrite problem (B.22) in standard form as

min
z,x

f(z,x)

s.t. B(z,x) � 0,

x ∈ Ω. (B.24)

The Lagrangian corresponding to problem (B.24) is given as

L(z,x,Λ) = f(z,x) + (B(z,x),Λ) , (B.25)

where Λ ≥ 0 is the Lagrange multiplier matrix and the inner-product of two r × t

real matrices B and Λ is defined as

(B,Λ) = tr(BTΛ) =
r∑
i=1

t∑
j=1

bijλij.

Note that B(z,x) : Rdx+1 → Sdp in (B.23b) is a negative-semidefinite symmetric

matrix function. Since the Karush-Kuhn-Tucker (KKT) optimality conditions of the

nonlinear SDP (B.24) are locally identical to the second-order approximation around

any point (z̄, x̄, Λ̄), we can solve a sequence of convex SDPs to build the solution of

the nonlinear problem (B.24) iteratively. Under certain conditions that are satisfied

for the functions in (B.23), the SSDP approach converges to a local minimum of the
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nonlinear SDP (B.24); see [170].

Specifically, at each iteration k, we construct a second-order convex approximation

of (B.24) at point (zk,xk,Λk) as

min
d∈Rdx+1

∇f(vk)
Td + 0.5 dT Hk d

s.t. B(vk) +DvB(vk)[d] � 0,

xk + dx ∈ Ω, (B.26)

where vk = (zk,xk) is the primal variable at iteration k and d = (dz,dx) is a vector

of directions, where dz ∈ R and dx ∈ Rdx are the directions corresponding to zk

and xk, respectively. The matrix Hk is a positive semidefinite approximation of the

Hessian ∇2
vvL(zk,xk,Λk) of the Lagrangian (B.25). Furthermore, DvB(vk)[d] is the

directional derivative of the matrix function (B.23b) at point vk and direction d that

is used to linearize the matrix inequality constraint around the current iterate vk.

This quantity along with the Hessian of the Lagrangian are derived in Appendix

B.4.2. We assume that the domain Ω is convex so that the constraint xk + dx ∈ Ω

can be directly incorporated in the SDP (B.26); this assumption holds for a box

constrained domain. The case of non-convex domains is discussed in Section 4.3.

The solution of the SDP (B.26), denoted by dk ∈ Rdx+1, determines the descent

direction for the nonlinear problem (B.24). Using this solution, we update the primal

variables as

vk+1 = vk + αkdk, (B.27)

where αk is a step-size whose selection is explained in Appendix B.4.3. Note that

by the last constraint in the SDP problem (B.26), we implicitly assume that the

maximum step-size is equal to one, i.e., αmax = 1. We update the dual variable Λk+1
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directly as the optimal dual of the tangent problem (B.26). The details of the SSDP

to solve the optimization problem (4.22) are presented next.

B.4.2 First and Second Order Information

To solve problem (B.24) we need the gradient and Hessian information. For this, we

first define the expressions DvB(v)[d] and ∇2
vvL(z,x,Λ) that appear in the convex

second-order SDP (B.26). For the first term, we have

DvB(v)[d] =
d+1∑
i=1

di B(i)(v) , (B.28)

where di is the i-th element of the vector of directions d and

B(i)(v) =
∂

∂vi
B(v), (B.29)

for i ∈ {1, . . . , dx + 1}. The operator DvB(v) : Rdx+1 → Sdp is linear in d and

DvB(v)[d] ∈ Sdp . Therefore the corresponding constraint in the SDP (B.26) is a

linear matrix inequality.

For the second term, i.e., the Hessian ∇2
vvL(z,x,Λ) of the Lagrangian (B.25),

since the objective function f(z,x) defined by equation (B.23a) is linear, we have

∇2
vvL(z,x,Λ) = ∇2

vv(B(z,x),Λ) ∈ Sdx+1,

where

∇2
vv(B,Λ) =


(B(1,1),Λ) . . . (B(1,d+1),Λ)

...
. . .

...

(B(d+1,1),Λ) . . . (B(d+1,d+1),Λ)

 , (B.30)
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and

B(i,j)(v) =
∂2

∂vi∂vj
B(v). (B.31)

Recalling the definition of the matrix function B(z,x), given in equation (B.23b),

we calculate the required derivatives (B.29) and (B.31) for, e.g., the 2D case in which

x = (x1, x2). These derivatives then are used in equation (B.26) to build quadratic

SDPs that we solve sequentially to find the local optimum of the nonlinear SDP

(B.24).

For the first order derivatives used in equation (B.28), we have

B(1) =
∂B

∂z
= I,

B(2) =
∂B

∂x1

= −ST
[
(
∂ψ

∂x1

)Tψ +ψT ∂ψ

∂x1

]
S.

The value for B(3) is exactly the same as B(2), except that the differentiation variable

is x2. Similarly for the second-order derivatives used in equation (B.30), we have

B(1,1) = B(2,1) = B(3,1) = 0,

B(2,2) = −ST
{

(
∂2ψ

∂x2
1

)Tψ + 2(
∂ψ

∂x1

)T
∂ψ

∂x1

+ψT ∂
2ψ

∂x2
1

}
S.

B(3,3) can be calculated exactly the same way. Finally, for the cross-derivative we

have

B(3,2) = −ST
{

(
∂2ψ

∂x1x2

)Tψ + (
∂ψ

∂x1

)T
∂ψ

∂x2

+ (
∂ψ

∂x2

)T
∂ψ

∂x1

+ψT ∂2ψ

∂x1x2

}
S.

After calculating the Hessian ∇2
vvL(z,x,Λ) of the Lagrangian (B.25), we con-

struct a positive-definite approximation H of it so that the SDP (B.26) is strictly

convex with a unique global minimizer d. Such an approximation of H can be ob-
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tained in different ways [171]. Here, we add a multiple of the identity matrix so that

the minimum eigenvalue is bounded from zero by a small amount δ, i.e., we set

H = ∇2
vvL+ µ I, (B.32)

where µ = max(0, δ − λmin(∇2
vvL)). The positive-definite matrix H is the closest to

the Hessian ∇2
vvL measured by the induced Euclidean norm. Note that since the

Hessian is a low dimensional matrix, i.e., ∇2
vvL ∈ Sdx+1, we can easily calculate its

minimum eigenvalue.

B.4.3 Step-Size Selection

Necessary for the solution of the nonlinear SDP (B.24) is an effective line-search

strategy that connects the successive solutions of the quadratic SDPs (B.26). Here

we utilize the results from [172] to select an appropriate step-size αk for the iterations

of the SSDP defined by equation (B.27). The final SSDP algorithm to solve the

nonlinear SDP (B.24) is presented in Algorithm 16. In this algorithm, we define the

penalty function θγ(v) for the selection of the step-size αk as

θγ(v) = f(v) + γ λmax(B(v))+; (B.33)

where γ > 0 is the penalty parameter, λmax(B)+ = max {0, λmax(B)}, and the func-

tions f(v) and B(v) are defined in equation (B.23). The upper bound ∆k on the

directional derivative θ′γk(vk; dk) of the penalty function in a direction dk is given as

∆k = −dTkHk dk + tr(Λk+1B(vk))− γk λmax(B(vk))+, (B.34)
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Algorithm 16 Sequential Semi-definite Programming

Require: The POD bases ψ = [ψ1, . . . , ψN ] of Algorithm 5;
Require: The parameters ε̄ and δ of equations (B.23) and (B.32);
Require: The parameters ε1, ε2, and ε3 of equation (B.36);
Require: The parameters γ̄ > 0, ρ ∈ (0, 1), and ω ∈ (0, 1);

1: Initialize the iteration index k = 0;
2: Initialize the primal variable v0 using equation (B.35) and the dual variable Λ0

with Λ0 � 0;
3: Initialize the penalty parameter as γ0 = tr(Λ0) + γ̄;
4: while the algorithm has not converged do
5: Build the convex SDP (B.26) at (vk,Λk) using equations (B.28), (B.30), and

(B.32) and solve it for (dk,Λk+1);
6: Check the stopping criterion (B.36) for vk;
7: Set γk = γk−1 if {γk−1 ≥ tr(Λk+1) + γ̄}, otherwise set it as γk =

max {1.5γk−1, tr(Λk+1) + γ̄};
8: Select αk as the largest member of the geometric sequence {1, ρ, ρ2, . . . } such

that
θγk(vk + αkdk) ≤ θγk(vk) + ωαk∆k,

where the penalty function θγ(v) and ∆k are defined in equations (B.33) and
(B.34), respectively;

9: Update the primal variable vk+1 by equation (B.27);
10: k ← k + 1;
11: end while

where Hk is the positive-definite approximation given by equation (B.32) and we have

included the index k to emphasize that we use the dual variable Λk+1 to select the

step-size αk. The upper bound ∆k is used in order to satisfy the Armijo condition in

the backtracking line-search corresponding to line 8 in Algorithm 16. For theoretical

details, see [172].

Note that since the domain of interest Ω is represented by a set of affine constraints

that require no further linearization, the constraint x ∈ Ω does not appear in the

penalty function (B.33). Essentially, the constraint x ∈ Ω is never violated and thus

we do not penalize it in (B.33).
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B.4.4 Initialization and Stopping

Since the eigenvalue optimization problem (4.22) is nonlinear, appropriate initial-

ization of Algorithm 16 is critical to obtain a reasonable solution. Moreover, ad-

dition of a new measurement, reshapes the objective function (4.22) and makes it

flat around that measurement location. In other words, adding more measurements

in that vicinity does not provide more information about the unknown source pa-

rameters compared to farther locations. Therefore without global knowledge of the

objective function, the algorithm gets trapped in undesirable local minima where the

objective function does not change no matter how many measurements are taken in

that region.

In order to generate new informative measurements, we sample the objective

function of the Next Best Measurement Problem (4.22),

g(x) = λmin[F(p) + S(p)Tψ(x)Tψ(x)S(p)],

over a coarse set of points zi ∈ Rdx from the FE mesh, where i ∈ {1, . . . , Z} for some

Z � n and n is the number of FE grid points. Then to initialize the primal variable

v0 = (z0,x0) in Algorithm 16 for step m+ 1 of the robot, we calculate the values of

the objective function gi = g(zi) over this set of points and we set

z0 = max
i
gi and x0 = argmax

zi

g(zi), (B.35)

where z0 is the auxiliary variable introduced in (B.21). Note that each evaluation of

the function g(x) amounts to solving a minimum eigenvalue problem for a dp × dp

matrix where dp is the number of unknown source parameters. The computational

cost of such sampling procedure is comparable to a single backtracking line-search
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step of Algorithm 16 in line 8.

Finally, to determine whether Algorithm 16 has reached a local minimum we

evaluate bounds on the gradient of Lagrangian (B.25), the nonlinear matrix inequality

constraint violation, and the complementarity condition as follows

‖∇vL(vk,Λk+1)‖2 ≤ ε1, λmax(B(vk))+ ≤ ε2, |tr(Λk+1B(vk))| ≤ ε3. (B.36)

See [172] for theoretical results supporting this selection of stopping criteria.
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Appendix C

VarNet Tool for Solution of
Advection-Diffusion PDE

In this section we briefly introduce the main components of the VarNet tool and

discuss the selection of the test functions used in the loss function (7.5) and its

numerical computation.

C.1 Finite Element Test Functions

As discussed in Section 7.2.1, the only requirement for the test function v(t,x) is

that it must be compactly supported. Most of the FE shape functions satisfy this

requirement and can be used with our proposed algorithm; see [89]. Often in FE

schemes standard elements are defined in the so called mathematical domain and

then we can map these elements to the actual elements in the physical domain under

isotropy assumption. Here we use a simple 1D standard element with linear shape

functions as the building block to construct the desired test functions. Particularly,

let ξ1 denote a generalized coordinate in the mathematical domain, that can be

mapped to a spatial or temporal coordinate in the physical domain later on, and

242



−1.00 −0.75 −0.50 −0.25 0.00 0.25 0.50 0.75 1.00
ξ1

0.0

0.2

0.4

0.6

0.8

1.0

ϕ1(ξ1)
ϕ2(ξ1)

Figure C.1: Linear shape functions for the 1D element.

define the linear basis functions φ1, φ2 : [−1, 1]→ [0, 1] given by

φ1(ξ1) = 0.5 (1− ξ1) and φ2(ξ1) = 0.5 (1 + ξ1). (C.1)

Figure C.1 shows the variation of these two shape functions along the length of the

1D element.

Given this 1D element, corresponding standard, higher-dimensional elements can

easily be constructed. Let d̄ denote the desired dimension of these elements where

d̄ = dx + 1 for time-dependent problems and d̄ = dx otherwise. Furthermore, let

ξj for 1 ≤ j ≤ d̄ denote the coordinate along the j-th dimension, ξ = (ξ1, . . . , ξd̄) ∈

Rd̄ denote the corresponding vector of coordinates, and the multi-index (i1, . . . , id̄)

specify one of the 2d̄ corners of the higher-dimensional element where ij ∈ {1, 2}.

Given this multi-index, the shape function corresponding to the respective corner of

the element is defined by the multiplication of the 1D shape functions (C.1) as

φ̄i1,...,id̄(ξ) = φi1(ξ1) . . . φid̄(ξd̄). (C.2)

For simplicity of presentation, let the augmented coordinate x̄ ∈ Rd̄ be defined as
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x̄ = (t,x) for time-dependent problems and x̄ = x, otherwise. Then, we denote the

shape functions in the physical domain by Ni1,...,id̄
(x̄). Assuming isotropic elements,

we can write the coordinates in the physical domain in terms of the coordinates in

the mathematical domain as

x̄j =
∑
i1,...,id̄

x̄j; i1,...,id̄ φ̄i1,...,id̄(ξ). (C.3)

In words, given the coordinates ξ in the mathematical domain, the corresponding

j-th coordinate x̄j in the physical domain is given as a convex combination of the

j-th coordinates x̄j;i1,...,id̄ of the corners of the element, specified by the multi-index

(i1, . . . , id̄). This mapping from mathematical to physical domain, implicitly defines

the shape functions Ni1,...,id̄
(x̄) as

Ni1,...,id̄
(x̄) = φ̄i1,...,id̄(ξ).

Without loss of generality, we use cubical elements so that this mapping amounts

to simple scalings hj > 0 of the coordinates where 1 ≤ j ≤ d̄. Note that this

simple choice of elements considerably facilitates the implementation of the VarNet

Algorithm 12. Nevertheless, the type, shape, and size of the elements are arbitrary

and can be as general as the ones used in different FE schemes [89].

Given the above shape functions, we are ready to define the test functions that we

use in the loss function (7.5). Specifically, given a training point in the space-time, we

consider a test function v(x̄) centered at that point that belongs to a set of elements

that share the point. Then, we define the desired test function as v(x̄) = Ni1,...,id̄
(x̄)

over each of these elements where the multi-index (i1, . . . , id̄) corresponds to the

shared corner of that element. As an example, the test function for the 1D (phys-
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Figure C.2: A test function for the 1D physical domain. The support of the function
is compact and contains two 1D elements with length 0.01 that share the training
point located at x1 = 0.05.

ical) domain corresponding to Figure C.1, centered at the training point x1 = 0.05

with element scaling of h1 = 0.01, is depicted in Figure C.2. Over element 1, the

test function is defined as v(x1) = N2(x1) whereas over element 2, it is defined as

v(x1) = N1(x1). Note that the support of v(x1) is obtained by patching together

elements 1 and 2 and is compact. During training, we arbitrarily select the location

of the test functions over the space-time while fixing the shape and size of the ele-

ments. As mentioned earlier, this assumption can be relaxed at the expense of more

computational cost.

C.2 Numerical Computation of Loss Function

In order to compute the loss function (7.5), we need to compute the variational form

(7.4) which in turn requires the calculation of the derivatives of the test function

v(x̄). To this end, we first derive the derivatives of the shape function Ni1,...,id̄
(x̄)

for one of the elements within the support of v(x̄). Then, the desired derivatives of

v(x̄) are obtained from the derivatives of these shape functions over each element.
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The decomposed form of the shape function (C.2) makes its differentiation straight-

forward. Specifically, using (C.1) for coordinate ξj in the mathematical domain we

have

∂φ̄i1,...,id̄
∂ξj

= ∓0.5φi1(ξ1) . . . φij−1
(ξj−1)φij+1

(ξj+1) . . . φid̄(ξd̄), (C.4)

where minus sign corresponds to ij = 1. Let the matrix ∇Φ ∈ Rd̄×2d̄ collect these

derivatives where each column corresponds to one shape function, specified by the

multi-index (i1, . . . , id̄), and is equal to the gradient ∇φ̄i1,...,id̄ whose entries are given

by (C.4). Furthermore, define the Jacobian matrix J ∈ Rd̄×d̄ whose column j is the

gradient ∇x̄j of the coordinate x̄j with respect to the mathematical coordinates. Let

also the matrix X ∈ R2d̄×d̄ collect in its column j, the j-th coordinate of the corners

of the element in the order specified by the multi-index (i1, . . . , id̄). Then, we have

J = ∇Φ ·X.

This expression can be checked by direct differentiation of (C.3). For the cubical

elements that we use in the physical domain, this Jacobian matrix is given explicitly

by

J =
1

2
diag(h1, . . . , hd̄), (C.5)

where hj denotes the scaling along coordinate j from mathematical to physical do-

main. Finally, let the matrix B ∈ Rd̄×2d̄ collect the desired derivatives ∇x̄Ni1,...,id̄
,

with respect to the coordinates x̄, in its columns. Then, we have

B = J−1∇Φ.

The FE class in the VarNet tool [122] computes the test functions, presented in the

previous section, as well as their derivatives as discussed above.
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The standard elements, defined in the mathematical domain, make the numerical

computation of the variational form (7.4) and the loss function (7.5) very efficient.

This is because the Gauss-Legendre quadrature rules can be used for integration over

these elements. Specifically, let n̄ denote the number of integration points for the

1D element introduced in Section C.1, ξ̄i denote the values of the coordinate ξ1 at

these integration points for i ∈ {1, . . . , n̄}, and w̄i denote the corresponding weights

for a 1D n̄-point quadrature rule. For instance for n̄ = 2, we have ξ̄i = ±1/
√

3 and

w̄i = 1,∀i. Let f̄ : Rd̄ → R denote the integrand in (7.4). Given the 1D integration

point information, we can approximate the variational form of the PDE (7.4) by a

d̄-dimensional quadrature rule as

ā =

∫
Ω

f̄(x̄) dx̄ =

∫
Ω̄

f̄(x̄(ξ)) |J| dξ = |J|
∫

Ω̄

f̄(x̄(ξ)) dξ

≈ |J|
∑
i1,...,id̄

w̄i1 . . . w̄id̄ f̄(x̄(ξ̄i1 , . . . , ξ̄id̄)),

where |J| denotes the determinant of the Jacobian matrix (C.5) which is constant for

the cubical elements used here, Ω̄ denotes the compact support of the test function

v(x), and ij ∈ {1, . . . , n̄} for 1 ≤ j ≤ d̄. For small element sizes, the integrand

f̄(x) can accurately be estimated by low order polynomials making the numerical

integration very accurate. Finally, note that the integrand f̄(x) involves the PDE

input data that need to be evaluated at the integration points. Since these integration

points are defined in the mathematical coordinates, we map them to the physical

domain using (C.3).
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C.3 VarNet Classes

In this section we briefly introduce various classes that exist in the VarNet tool [122]

and their functionalities in the order that they are used to train a NN to approximate

the solution of the AD-PDE (7.1). The first class that is used to this end is the Domain

class. This class defines the spatial domain Ω over which the PDE must be solved and

provides functions to generate training points in this domain. For a 1D domain or a

2D domain, specified by polygonal boundaries and obstacles, the subclasses Domain1D

and PolygonDomain2D can be used to define the domain. More complicated domains

can be generated using a mesh generator and then read by the MeshDomain subclass.

Given a domain object, the ADPDE class handles the PDE input data including

the definition of the velocity, diffusivity, and source fields as well as the BICs. For

problems involving MOR, the MOR class processes and stores the additional arguments

to each of the functions corresponding to the input data. It also provides means of

sampling these hyper-parameters for the purpose of training. Finally, the MOR class

also has a POD function that implements the POD method for the MOR of the AD-

PDE.

As discussed in the previous sections, the FE class implements the construction of

the test functions that appear in the variational form (7.4). Furthermore, the TFNN

class constructs the computational graph used by TensorFlow for the AD-DPE.

Specifically, this involves the creation of the NN, the computation of its derivative

with respect to the NN inputs, the creation of the optimizer for training, and finally

the PDE residual. Note that the TFNN class can easily be extended to include other

types of PDEs or even to accept new PDEs as input; one just needs to include a

correct combination of the differential operators.

Finally, the VarNet class generates the optimal training points, implements the
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training process, stores and loads the trained model, and plots the results. To do

this, it utilizes various subclasses that handle different parts of the training process.

For instance, the FIXData and ManageTrainData classes manage the training data

ensuring that the data can be reused, is not discarded or regenerated; this becomes

particularly important for problems that involve MOR since parts of the input data

that do not contain any MOR parameters can be reused. Finally, the TrainResult

class manages the processing, storage, and reporting of the training results.
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[55] L. Löfdahl and M. Gad-el Hak, “MEMS applications in turbulence and flow
control,” Progress in Aerospace Sciences, vol. 35, no. 2, pp. 101–203, 1999.

[56] S. Müller, M. Milano, and P. Koumoutsakos, “Application of Machine Learning
algorithms to flow modeling and optimization,” Center for Turbulence Research
Annual Research Briefs, Stanford University, pp. 169–178, 1999.

[57] J. Tompson, K. Schlachter, P. Sprechmann, and K. Perlin, “Accelerat-
ing Eulerian fluid simulation with convolutional networks,” arXiv preprint
arXiv:1607.03597, 2016.

[58] S. Jeong, B. Solenthaler, M. Pollefeys, M. Gross, et al., “Data-driven fluid
simulations using regression forests,” ACM Transactions on Graphics, vol. 34,
no. 6, p. 199, 2015.

[59] I. Bright, G. Lin, and J. N. Kutz, “Compressive sensing based Machine Learning
strategy for characterizing the flow around a cylinder with limited pressure
measurements,” Physics of Fluids, vol. 25, no. 12, p. 127102, 2013.

[60] Z. J. Zhang and K. Duraisamy, “Machine Learning methods for data-driven tur-
bulence modeling,” in 22nd AIAA Computational Fluid Dynamics Conference,
p. 2460, 2015.

[61] I. Derevich and L. Zaichik, “An equation for the probability density, velocity,
and temperature of particles in a turbulent flow modelled by a random Gaussian
field,” Journal of Applied Mathematics and Mechanics, vol. 54, no. 5, pp. 631–
637, 1990.

[62] A. Tsinober, An informal introduction to turbulence, vol. 63. Springer Science
& Business Media, 2001.

254



[63] L. Benedict and R. Gould, “Towards better uncertainty estimates for turbulence
statistics,” Experiments in Fluids, vol. 22, no. 2, pp. 129–136, 1996.

[64] G. L. Nemhauser, L. A. Wolsey, and M. L. Fisher, “An analysis of approxi-
mations for maximizing submodular set functions—i,” Mathematical Program-
ming, vol. 14, no. 1, pp. 265–294, 1978.

[65] A. Krause, A. Singh, and C. Guestrin, “Near-optimal sensor placements in
Gaussian processes: Theory, efficient algorithms and empirical studies,” Ma-
chine Learning Research, vol. 9, pp. 235–284, 2008.

[66] J. Le Ny and G. J. Pappas, “On trajectory optimization for active sensing in
Gaussian process models,” in Proceedings of IEEE Conference on Decision and
Control, pp. 6286–6292, IEEE, 2009.

[67] K.-C. Ma, L. Liu, and G. S. Sukhatme, “An information-driven and
disturbance-aware planning method for long-term ocean monitoring,” in Pro-
ceedings of IEEE International Conference on Intelligent Robots and Systems,
pp. 2102–2108, 2016.

[68] F. Berkenkamp, R. Moriconi, A. P. Schoellig, and A. Krause, “Safe learning of
regions of attraction for uncertain, nonlinear systems with gaussian processes,”
in Proceedings of IEEE Conference on Decision and Control, pp. 4661–4666,
IEEE, 2016.

[69] F. Berkenkamp and A. P. Schoellig, “Safe and robust learning control with
Gaussian processes,” in European Control Conference, pp. 2496–2501, IEEE,
2015.

[70] C. J. Ostafew, A. P. Schoellig, and T. D. Barfoot, “Learning-based nonlinear
model predictive control to improve vision-based mobile robot path-tracking
in challenging outdoor environments,” in Proceedings of IEEE International
Conference on Robotics and Automation, pp. 4029–4036, IEEE, 2014.

[71] H. Wei, W. Lu, P. Zhu, S. Ferrari, R. H. Klein, S. Omidshafiei, and J. P. How,
“Camera control for learning nonlinear target dynamics via Bayesian nonpara-
metric Dirichlet-process Gaussian-process (DP-GP) models,” in Proceedings of
IEEE International Conference on Intelligent Robots and Systems, pp. 95–102,
IEEE, 2014.

[72] G. A. Hollinger, A. A. Pereira, J. Binney, T. Somers, and G. S. Sukhatme,
“Learning uncertainty in ocean current predictions for safe and reliable naviga-
tion of underwater vehicles,” Journal of Field Robotics, vol. 33, no. 1, pp. 47–66,
2016.

255



[73] X. Lan and M. Schwager, “Learning a dynamical system model for a spatiotem-
poral field using a mobile sensing robot,” in Proceedings of American Control
Conference, pp. 170–175, IEEE, 2017.

[74] X. Lan and M. Schwager, “Planning periodic persistent monitoring trajectories
for sensing robots in Gaussian random fields,” in Proceedings of IEEE Interna-
tional Conference on Robotics and Automation, pp. 2415–2420, IEEE, 2013.

[75] C. Freundlich, S. Lee, and M. M. Zavlanos, “Distributed active state estimation
with user-specified accuracy,” IEEE Transactions on Automatic Control, June
2017.

[76] C. Freundlich, P. Mordohai, and M. M. Zavlanos, “Optimal path planning and
resource allocation for active target localization,” in Proceedings of American
Control Conference, pp. 3088–3093, IEEE, 2015.

[77] B. D. Reddy, Introductory functional analysis: with applications to boundary
value problems and finite elements, vol. 27. Springer, 2013.

[78] S. Guenneau and T. Puvirajesinghe, “Fick’s second law transformed: one path
to cloaking in mass diffusion,” Journal of The Royal Society Interface, vol. 10,
no. 83, p. 20130106, 2013.

[79] X. Shen, Y. Li, C. Jiang, Y. Ni, and J. Huang, “Thermal cloak-concentrator,”
Applied Physics Letters, vol. 109, no. 3, p. 031907, 2016.

[80] S. A. Cummer and D. Schurig, “One path to acoustic cloaking,” New Journal
of Physics, vol. 9, no. 3, p. 45, 2007.

[81] G. W. Milton, M. Briane, and J. R. Willis, “On cloaking for elasticity and phys-
ical equations with a transformation invariant form,” New Journal of Physics,
vol. 8, no. 10, p. 248, 2006.

[82] J. Mei, W. Ren, and G. Ma, “Distributed containment control for Lagrangian
networks with parametric uncertainties under a directed graph,” Automatica,
vol. 48, no. 4, pp. 653–659, 2012.

[83] M. Ji, G. Ferrari-Trecate, M. Egerstedt, and A. Buffa, “Containment control
in mobile networks,” IEEE Transactions on Automatic Control, vol. 53, no. 8,
pp. 1972–1975, 2008.

[84] Y. Elmaliach, N. Agmon, and G. A. Kaminka, “Multi-robot area patrol un-
der frequency constraints,” Annals of Mathematics and Artificial Intelligence,
vol. 57, no. 3-4, pp. 293–320, 2009.

256



[85] N. Agmon, S. Kraus, and G. A. Kaminka, “Multi-robot perimeter patrol
in adversarial settings,” in Proceedings of IEEE International Conference on
Robotics and Automation, pp. 2339–2345, IEEE, 2008.

[86] A. Marino, L. Parker, G. Antonelli, and F. Caccavale, “Behavioral control for
multi-robot perimeter patrol: A finite state automata approach,” in Proceedings
of IEEE International Conference on Robotics and Automation, pp. 831–836,
IEEE, 2009.

[87] Z. Butler, P. Corke, R. Peterson, and D. Rus, “Virtual fences for controlling
cows,” in Proceedings of IEEE International Conference on Robotics and Au-
tomation, vol. 5, pp. 4429–4436, IEEE, 2004.

[88] M. A. Demetriou, “Guidance of a moving collocated actuator/sensor for im-
proved control of distributed parameter systems,” in Proceedings of IEEE Con-
ference on Decision and Control, pp. 215–220, IEEE, 2008.

[89] T. J. Hughes, The Finite Element method: linear static and dynamic finite
element analysis. Courier Corporation, 2012.

[90] A. C. Antoulas, D. C. Sorensen, and S. Gugercin, “A survey of model reduc-
tion methods for large-scale systems,” Contemporary Mathematics, vol. 280,
pp. 193–220, 2001.

[91] W. F. Ames, Numerical methods for partial differential equations. Academic
press, 2014.

[92] R. Khodayi-mehr, W. Aquino, and M. M. Zavlanos, “Model-based active source
identification in complex environments,” IEEE Transactions on Robotics, 2019.

[93] R. Khodayi-mehr and M. M. Zavlanos, “Deep learning for robotic mass trans-
port cloaking,” IEEE Transactions on Robotics, 2018. (submitted). [Online].
Available: https://arxiv.org/pdf/1812.04157.pdf.

[94] N. Yadav, A. Yadav, and M. Kumar, An introduction to Neural Network meth-
ods for differential equations. Springer, 2015.

[95] Y. Khoo, J. Lu, and L. Ying, “Solving parametric PDE problems with artificial
Neural Networks,” arXiv preprint arXiv:1707.03351, 2017.

[96] X. Guo, W. Li, and F. Iorio, “Convolutional neural networks for steady flow
approximation,” in Proceedings of the 22nd ACM SIGKDD International Con-
ference on Knowledge Discovery and Data Mining, pp. 481–490, ACM, 2016.

[97] Z. Long, Y. Lu, X. Ma, and B. Dong, “PDE-Net: Learning PDEs from data,”
arXiv preprint arXiv:1710.09668, 2017.

257



[98] N. Mai-Duy and T. Tran-Cong, “Numerical solution of differential equations
using multiquadric radial basis function networks,” Neural Networks, vol. 14,
no. 2, pp. 185–199, 2001.

[99] J. Takeuchi and Y. Kosugi, “Neural Network representation of Finite Element
method,” Neural Networks, vol. 7, no. 2, pp. 389–395, 1994.

[100] C. Xu, C. Wang, F. Ji, and X. Yuan, “Finite-Element Neural Network-based
solving 3-D differential equations in MFL,” IEEE Transactions on Magnetics,
vol. 48, no. 12, pp. 4747–4756, 2012.

[101] P. Ramuhalli, L. Udpa, and S. S. Udpa, “Finite-Element Neural Networks for
solving differential equations,” IEEE Transactions on Neural Networks, vol. 16,
no. 6, pp. 1381–1392, 2005.

[102] I. E. Lagaris, A. Likas, and D. I. Fotiadis, “Artificial Neural Networks for solv-
ing ordinary and partial differential equations,” IEEE Transactions on Neural
Networks, vol. 9, no. 5, pp. 987–1000, 1998.

[103] V. Avrutskiy, “Neural Networks catching up with finite differences in
solving partial differential equations in higher dimensions,” arXiv preprint
arXiv:1712.05067, 2017.

[104] K. Rudd, Solving Partial Differential Equations Using Artificial Neural Net-
works. PhD thesis, Duke University, 2013.

[105] Y. Shirvany, M. Hayati, and R. Moradian, “Multilayer perceptron Neural Net-
works with novel unsupervised training method for numerical solution of the
partial differential equations,” Applied Soft Computing, vol. 9, no. 1, pp. 20–29,
2009.

[106] J. Sirignano and K. Spiliopoulos, “DGM: A deep learning algorithm for solving
partial differential equations,” arXiv preprint:1708.07469, 2017.

[107] M. Raissi, P. Perdikaris, and G. Karniadakis, “Physics-informed neural net-
works: A deep learning framework for solving forward and inverse problems
involving nonlinear partial differential equations,” Journal of Computational
Physics, vol. 378, pp. 686–707, 2019.

[108] Y. Zhu, N. Zabaras, P.-S. Koutsourelakis, and P. Perdikaris, “Physics-
constrained deep learning for high-dimensional surrogate modeling and uncer-
tainty quantification without labeled data,” arXiv preprint arXiv:1901.06314,
2019.

[109] S. Wei, X. Jin, and H. Li, “General solutions for nonlinear differential equations:
a deep reinforcement learning approach,” arXiv preprint arXiv:1805.07297,
2018.

258



[110] B. Settles, “Active learning literature survey,” computer sciences technical re-
port, University of Wisconsin-Madison, 2009.

[111] R. Khodayi-mehr and M. M. Zavlanos, “Model-based learning of turbulent
flows using mobile robots,” IEEE Transactions on Robotics, 2018. (submitted).
[Online]. Available: https://arxiv.org/pdf/1812.03894.pdf.

[112] T. J. Hughes, J. A. Cottrell, and Y. Bazilevs, “Isogeometric analysis: CAD,
Finite Elements, NURBS, exact geometry and mesh refinement,” Computer
methods in applied mechanics and engineering, vol. 194, no. 39-41, pp. 4135–
4195, 2005.

[113] E. J. Candès, M. B. Wakin, and S. P. Boyd, “Enhancing sparsity by reweighted
`1 minimization,” Journal of Fourier Analysis and Applications, vol. 14, no. 6,
pp. 877–905, 2008.

[114] M. A. Figueiredo, R. D. Nowak, and S. J. Wright, “Gradient projection
for sparse reconstruction: Application to compressed sensing and other in-
verse problems,” IEEE Journal of Selected Topics in Signal Processing, vol. 1,
pp. 586–597, Dec 2007.

[115] R. Khodayi-mehr, W. Aquino, and M. M. Zavlanos, “Model-based sparse source
identification,” in Proceedings of American Control Conference, pp. 1818–1823,
July 2015.

[116] W. Aquino, “An object-oriented framework for reduced-order models using
Proper Orthogonal Decomposition (POD),” Computer Methods in Applied Me-
chanics and Engineering, vol. 196, no. 41, pp. 4375–4390, 2007.

[117] N. Chatzipanagiotis, D. Dentcheva, and M. M. Zavlanos, “An augmented La-
grangian method for distributed optimization,” Mathematical Programming,
vol. 152, no. 1-2, pp. 405–434, 2015.

[118] R. Khodayi-mehr, W. Aquino, and M. M. Zavlanos, “Distributed reduced
order source identification,” in Proceedings of American Control Conference,
pp. 1084–1089, June 2018.

[119] R. Khodayi-mehr, W. Aquino, and M. M. Zavlanos, “Nonlinear reduced or-
der source identification,” in Proceedings of American Control Conference,
pp. 6302–6307, July 2016.

[120] F. Chollet, Deep learning with Python. Manning Publications Co., 2017.

[121] P. J. Roberts and D. R. Webster, Turbulent diffusion. ASCE Press, Reston,
Virginia, 2002.

259



[122] “VarNet deep learning tool for the solution of partial differential equations.”
https://github.com/RizaXudayi/VarNet.

[123] T. J. Hughes and G. N. Wells, “Conservation properties for the Galerkin and
stabilised forms of the advection–diffusion and incompressible Navier–Stokes
equations,” Computer methods in applied mechanics and engineering, vol. 194,
no. 9-11, pp. 1141–1159, 2005.

[124] J. Crank, The mathematics of diffusion. Oxford university press, 1979.

[125] H. P. Langtangen, Computational partial differential equations: numerical
methods and Diffpack programming, vol. 2. Springer Science &amp; Business
Media, 2013.

[126] D. L. Logan, A First Course in the Finite Element Method. Nelson, 2007.

[127] S.-J. Kim, K. Koh, M. Lustig, S. Boyd, and D. Gorinevsky, “An interior-point
method for large-scale `1-regularized least squares,” IEEE Journal of Selected
Topics in Signal Processing, vol. 1, pp. 606–617, Dec 2007.

[128] L. I. Rudin, S. Osher, and E. Fatemi, “Nonlinear total variation based noise
removal algorithms,” Physica D, vol. 60, no. 1-4, pp. 259 – 268, 1992.

[129] J. Nocedal and S. J. Wright, Numerical Optimization. New York: Springer-
Verlag, 2006.

[130] Y. Xiao, Q. Wang, and Q. Hu, “Non-smooth equations based method for `1-
norm problems with applications to compressed sensing,” Nonlinear Analysis,
vol. 74, no. 11, pp. 3570–3577, 2011.

[131] E. Candès and J. Romberg, “`1-magic: A collection of matlab routines for solv-
ing the convex optimization programs central.” Compressive Sampling, 2006.

[132] H. Langtangen, Computational Partial Differential Equations - Numerical
Methods and Diffpack Programming. Springer, 2 ed., 2003.

[133] L. P. Franca, S. L. Frey, and T. J. Hughes, “Stabilized Finite Element methods:
I. application to the advective-diffusive model,” Computer Methods in Applied
Mechanics and Engineering, vol. 95, no. 2, pp. 253–276, 1992.

[134] A. C. Antoulas, Approximation of large-scale dynamical systems, vol. 6. SIAM,
2005.

[135] J. A. Atwell and B. B. King, “Proper Orthogonal Decomposition for reduced
basis feedback controllers for parabolic equations,” Mathematical and Computer
Modeling, vol. 33, no. 1, pp. 1–19, 2001.

260

https://github.com/RizaXudayi/VarNet


[136] G. Mateos, J. A. Bazerque, and G. B. Giannakis, “Distributed sparse linear
regression,” IEEE Transactions on Signal Processing, vol. 58, no. 10, pp. 5262–
5276, 2010.

[137] B. Hanks, “CUBIT toolkit.” https://cubit.sandia.gov, July 2017.

[138] S. A. Socolofsky and G. H. Jirka, Special topics in mixing and transport pro-
cesses in the environment. Coastal and Ocean Engineering Division, Texas
A&M University, 5 ed., 2005.

[139] A. Krause, C. Guestrin, A. Gupta, and J. Kleinberg, “Near-optimal sensor
placements: Maximizing information while minimizing communication cost,”
in International Conference on Information Processing in Sensor Networks,
pp. 2–10, ACM, 2006.

[140] M. Grant and S. Boyd, “CVX: Matlab software for disciplined convex program-
ming, version 2.0.” http://cvxr.com/cvx, Mar. 2014.
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