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Abstract

This dissertation considers complex operational settings with uncertain demand. We consider three

classes of problems, and show that for each one, a well designed policy can give close to optimal

performance for either cost or profit metrics. To prove our results we use a variety of techniques

from the theory of optimization and applied probability.

First, we study assemble-to-order (ATO) problems, where a set of products are assembled from

a set of common components. ATO problems with general structure and integrality constraints are

well known to be difficult to solve, and we provide new insight into these issues by establishing

worst-case approximation guarantees through various primal-dual analyses and LP rounding. First,

we relax the one-period ATO problem using a natural newsvendor decomposition and use the dual

solution for the relaxation to derive a lower bound on optimal cost, providing a tight approximation

guarantee that grows with the maximum product size in the system. Then, we present LP rounding

algorithms that achieve both asymptotic optimality as demand grows large, and a 1.8 approximation

factor for any problem instance. Finally, we demonstrate that our one-period LP rounding results

can be extended to analyze dynamic ATO problems. Specifically, we use our rounding scheme to

develop an asymptotically optimal integral policy for dynamic ATO problems with backlogging and

identical component lead-times.

In the second class of problems, we consider a two-sided market with heterogeneous and stochas-

tic values of matches between different units of supply and demand (such as those embedded in a

network). With limited resources, a service provider can only choose a subset of locations in the

market where matches can be made, and wants to choose a subset maximizing the expected value

of matches. This problem captures decisions in a wide range of application domains, including

those faced by franchise service providers, transportation-service platforms, and online advertisers.

We demonstrate that the problem is NP-hard to approximate with a factor better than 1.58, and

that the objective function does not enjoy the classic submodularity property, which would allow

the application of known approximation guarantees for submodular function maximization. To

overcome these hurdles, we propose a generalization of submodularity, called γ-cover modularity,

which allows us to prove approximation guarantees of 3 and 2.31 for an exchange algorithm and
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greedy algorithm, respectively. In order to establish these results, we prove general approximation

guarantees for γ-cover modular functions.

For the final problem, we apply the classical operations management strategy of flexibility design

to the context of online retailing fulfillment. More specifically, our method helps online retailers to

make the strategic selection of a flexible fulfillment network and to improve their tactical decisions

on which distribution center to use to fulfill online orders. To derive our results and insights, we

use LP-based asymptotic analysis, stochastic programming, concepts from revenue management,

and numerical simulations. We collaborate with a large online retailer to propose a data-driven

online resource allocation model which captures the key features of the retailer’s fulfillment network.

We identify settings where the naive greedy policy performs poorly, and propose a spillover limit

policy that is asymptotically optimal under a general setting. Finally, we use the spillover limit

policy and a stochastic programming allocation policy to evaluate the benefit of a proposed flexible

fulfillment network using data from our industrial collaborator. We estimate that our proposed

flexible fulfillment network decreases the lost sales plus fulfillment costs of our industrial partner by

one percent, which equates to a profit improvement on the order of tens of millions of U.S. dollars.
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Chapter 1

Introduction

This dissertation considers complex operational settings with uncertain demand. As novel strategies

and technologies transform the way customers engage with businesses, new and complex opera-

tional decisions emerge as well, whose efficient, real-time solutions are essential for delivering value

to customers. The complexities of the systems we consider arise from various sources, including

multiple, inter-related products, components, warehouses, and locations. Demand uncertainty in

these systems is a consequence of the fact that many operational decisions need to be made today

in anticipation of an unknown customer that will arrive tomorrow. This dissertation attempts to

answer the question: “How well can relatively straightforward and practical algorithms perform in

such complex settings?”

We consider three classes of problems, and show that for each one, a well designed policy can give

close to optimal performance for either cost or profit metrics. To prove our results we use a variety

of techniques from the theory of optimization and applied probability. The goal of this research

is to provide a theoretical basis for understanding the performance of intuitive methods of dealing

with complex decisions, in order to provide managers with practical decision-making strategies that

can be implemented with confidence.

1.1 Assemble-to-Order Systems

In Chapters 2 and 3, we study assemble-to-order (ATO) problems from the literature, which model

the fulfillment of demand for products that are made from a set of common components. In the

one-period problem considered in Chapter 2, component inventories are ordered before demand

is realized (i.e., the first stage problem), then, after demand arrives, components are allocated to

products for fulfillment (i.e., the second stage problem). A prominent example faced by large-scale

e-retailers, like JD.com or Amazon, is fulfilling orders consisting of multiple items, while other

examples include automobile manufacturing and laptop assembly. ATO problems with general

structure and integrality constraints are well known to be difficult to solve, stemming from the fact

that the second stage problem is not just NP-hard to solve, but also NP-hard to approximate with

1



a constant factor.

We overcome these hurdles by developing a new rounding algorithm based on the linear pro-

gramming (LP) relaxation of the problem, which we use to approximate the first stage cost and

expected second stage cost together. In particular, our LP rounding algorithm for the ATO problem

provides both asymptotic optimality in large demand regimes and a constant approximation factor

of 1.8 for any problem instance; each of which are the first provable approximation guarantee of their

kind. To prove these results, we leverage the complementary slackness conditions of the optimal

LP solution to bound the cost of the rounded solution in terms of the optimal dual cost. We also

show through simulations that the algorithm is effective across a wide range of problem instances,

typically providing much better performance than the worst case guarantee. Finally, we show that

the ATO problem is NP-hard through a reduction from the classic set cover problem, establishing

the first formal complexity results for ATO.

We further investigate these issues in a dynamic setting in Chapter 3. In particular, we demon-

strate that our LP rounding analysis for the two-stage problem can be extended to analyze dynamic

ATO problems. First, we use our rounding scheme to develop the first asymptotically optimal

integral policy for dynamic ATO problems with backlogging and identical component lead-times.

Second, we show that our solution for the one-period problem can also be used to design a well-

performing policy for a lost sales model where allocation decisions need to be made in an online

fashion. These results demonstrate that our analysis of the one-period problem in Chapter 2 provides

useful insight into managing a range of dynamic ATO systems.

The research in these chapters was conducted under the supervision of Saša Pekeč and Yehua

Wei and the analysis is largely included in DeValve et al. (2019b).

1.2 Matching Supply and Demand in a Resource Constrained

Service Network

Chapter 4 considers a market where both demand and supply are uncertain. This phenomenon oc-

curs naturally in many two-sided market settings, such as those faced by franchise service providers,

transportation-service platforms, and online advertisers. We capture the fundamental aspects of

these settings with a model of uncertain supply and demand embedded in a network. With limited

resources, a service provider can only choose a subset of locations in the market where matches
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between supply and demand can be made, and wants to choose a subset maximizing the expected

value of matches. We demonstrate that the problem is NP-hard to approximate with a factor better

than 1/(1 − e−1) ≈ 1.58, and that the objective function does not enjoy the classic submodularity

property, which would allow the application of known approximation guarantees for submodular

function maximization.

To overcome these obstacles, we propose a generalization of submodularity, called γ-cover mod-

ularity, which allows us to prove approximation factors of 3 and 2/(1− e−2) ≈ 2.31 for an exchange

algorithm and greedy algorithm, respectively. In order to establish these results, we prove general

approximation guarantees for γ-cover modular functions. These results provide the insight that se-

lecting locations in a locally optimal fashion on the network will perform well relative to the global

optimum, which can be helpful to managers looking for an implementable solution. We also discuss

a variety of applications domains where these results could be helpful.

The research in this chapter was conducted under the supervision of Saša Pekeč and Yehua Wei

and the analysis is largely included in DeValve et al. (2019a).

1.3 Understanding the Value of Fulfillment Flexibility in an

Online Retailing Environment

Chapter 5 considers a problem that is motivated by our work with an industrial partner, one of

the largest global e-retailers, who seeks to identify an implementable strategy that can efficiently

manage order fulfillment across several warehouses at a low cost. Our research applies the classical

operations management strategy of flexibility design to the context of online retailing fulfillment.

Together with our partner, we develop a general method that will help online retailers to make the

strategic selection of a flexible fulfillment network and to improve their tactical decisions on which

distribution center to use to fulfill online orders.

We propose a data-driven online resource allocation model which captures the key features of

the retailer’s fulfillment network. We identify settings where the naive greedy policy performs

poorly, motivating our development of a spillover limit policy that places limits on the amount of

spillover demand the policy can fulfill. This policy is not only intuitive and straightforward (giving

it potential for wide adoption), but we also demonstrate that it is asymptotically optimal under a

general setting. Finally, we use the spillover limit fulfillment policy and a stochastic programming

3



allocation policy to evaluate the benefit of a proposed flexible fulfillment network using data from

our industrial collaborator. In particular, we estimate that our proposed flexible fulfillment network

will decrease the lost sales plus fulfillment costs by one percent. Since the current operations of our

industrial partner incur very large costs in these areas, this translates to a profit improvement on

the order of tens of millions of U.S. dollars.

The research in this chapter was conducted under the supervision of Yehua Wei and in collabo-

ration with Di Wu and Rong Yuan, and the analysis is largely included in DeValve et al. (2019c).
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Chapter 2

One-Period Assemble-to-Order Systems

2.1 Introduction

In order to gain a competitive edge, firms facing uncertain demand are regularly attempting to

reduce their demand-supply mismatch. To accomplish this, firms may employ the assemble-to-

order (ATO) strategy, which takes advantage of demand pooling for a set of products that use

common components. Intuitively, the strategy stocks inventory for components, and waits until

demand arrives to assemble products for delivery. Compared with a make-to-stock model, an ATO

system can provide cost savings while maintaining service levels, as components can be flexibly

allocated to products when demand arrives. Many major manufacturing companies, including Dell

(Kapuscinski et al., 2004), Amazon (Xu et al., 2009), and BMW (Muller, 2010), have leveraged this

strategy to gain an operational advantage.

Despite the prevalence of ATO, it is often difficult to achieve the strategy’s full benefits in

practice. As a result, researchers have sought to optimize inventory and allocation decisions in

various models of ATO systems (Song and Zipkin, 2003). One such model that is often used as the

basis for studying more complex settings is known as the one-period ATO model, which is formulated

as a two-stage stochastic program. In the first stage of the one-period model, component inventories

are ordered before demand is realized. Then, after demand arrives, the second stage problem is to

allocate components to products for assembly. The one-period problem is often used to design

heuristics for more realistic dynamic ATO settings, i.e., models where inventory and allocation

decisions are made dynamically over time (Song and Zipkin, 2003). In particular, in a series of

pioneering works, Doğru, Reiman, and Wang (2010) and Reiman and Wang (2015) proved that for

general ATO structures, solutions for one-period models can be used to construct asymptotically

optimal fractional policies for dynamic ATO models with identical component lead times.

However, a significant theoretical hurdle in ATO settings is the integrality constraint, that is,

the inventory and allocation decisions are required to take integer values. Even for the one-period

model, the second stage allocation decision for general ATO structures is a generalization of the
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classical set-cover problem, which is not just NP-hard to solve, but also NP-hard to approximate

with a constant factor (Feige, 1998). As a result, typical approaches for solving ATO problems

numerically often resort to various heuristics (e.g., Lu and Song, 2005; van Jaarsveld and Scheller-

Wolf, 2015). Recently, researchers have started to identify special ATO structures for which the

second stage problem can be solved efficiently using notions of discrete convexity (Zipkin, 2016;

Doğru et al., 2017). Unfortunately, for general ATO structures these techniques break down, and

finding provably good solutions for the one-period model has remained a challenging open problem.

In this chapter, we provide a fresh perspective for understanding ATO models by applying a

primal-dual analysis to the integer linear programming formulation of the one-period ATO prob-

lem. While primal-dual analysis is widely used to derive approximation algorithms for various

combinatorial optimization problems, it has not received much attention in the ATO literature. We

leverage this approach to prove the first approximation guarantees of various heuristics for the one-

period problem for general ATO structures. Specifically, we develop an LP rounding algorithm that

achieves both asymptotic optimality as demand grows large, and constant factor approximation for

any problem instance. Furthermore, in Chapter 3, we show how to extend our LP rounding results

for the one-period problem to design an asymptotically optimal integral policy in a dynamic model

for general ATO structures.

Next, we briefly describe the key findings in this chapter.

Newsvendor decomposition. We first consider a natural decomposition of the one-period

ATO model wherein each component solves a separate newsvendor problem to determine its order

quantity, an approach that has been used as a heuristic in the ATO literature (see e.g., Lu and Song,

2005; van Jaarsveld and Scheller-Wolf, 2015). We develop a linear programming (LP) representa-

tion of such newsvendor decomposition heuristics, which allows us to use the dual to characterize a

lower bound on optimal cost in terms of problem primitives (which provides a key component of our

subsequent analysis). Furthermore, we use our primal-dual analysis to characterize an approxima-

tion guarantee that grows at the same rate as the maximum number of components required by a

product in the system. We also establish that this approximation guarantee is asymptotically tight,

implying that a newsvendor decomposition approach cannot provide a worst-case approximation

guarantee with a constant factor.

LP rounding. We propose and analyze a rounding algorithm based on the linear program-
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ming (LP) relaxation of the one-period ATO problem. Our LP rounding algorithm provides both

asymptotic optimality in large demand regimes and constant factor approximation for any problem

instance; each of which are the first provable approximation guarantee of their kind. To establish

asymptotic optimality, we use the lower-bound obtained from the newsvendor decomposition to

characterize an approximation factor in terms of primitives of the underlying demand distribution.

To demonstrate a constant approximation factor of 1.8, we leverage the complementary slackness

conditions of the optimal LP solution to bound the rounded second stage cost with both the first

and second stage LP cost. Our rounding algorithm picks one of two rounding schemes depending

on a comparison of the LP shortage and ordering costs, providing insight on how the relative values

of costs in the LP solution may impact rounding decisions. Finally, we show that the LP relaxation

can be solved by a stochastic subgradient method, which implies that our LP rounding algorithm

can be implemented efficiently even if the number of random scenarios increases exponentially with

the number of products.

We note that a constant factor approximation guarantee for ATO is significant, since the deter-

ministic second stage problem with M components cannot be approximated better than a log(M)

factor (Feige, 1998; Moshkovitz, 2015). Our algorithm overcomes this hurdle by approximating the

first stage cost and expected second stage cost together. Many existing approximation approaches

for two-stage stochastic integer programs adapt known algorithms for deterministic problems to their

stochastic counterparts, often enlarging the approximation factor in the process (e.g., set cover, fa-

cility location and others, see Shmoys and Swamy, 2006; Ravi and Sinha, 2006). Our technique, in

contrast, develops a new rounding scheme that balances first and second stage costs, and reduces

the approximation factor to a constant.

Computational complexity. We prove that the one-period ATO problem is NP-hard to solve

exactly. To the best of our knowledge, this is the first computational complexity result for this

problem. The proof of NP-hardness constructs a reduction from the classic set-cover problem,

and requires an intermediate reduction from a novel class of set-cover instances that may be of

independent interest.

The rest of this chapter is organized as follows. The remainder of the introduction discusses

relevant literature, while Section 2.2 introduces the model and our primal-dual approach, and Section

2.3 considers newsvendor heuristics. In Section 2.4, we develop LP rounding schemes for the one-
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period problem and prove approximation guarantees. Section 2.5 presents and discusses simulation

results for heuristics considered in this chapter. In Section 2.6 we establish the computational

complexity of ATO problems. We provide concluding remarks in Section 2.7.

2.1.1 Related Literature

Early work studying inventory pooling in systems with shared components includes Baker et al.

(1986), and Gerchak et al. (1988) who consider the impact of component commonality on optimal

stocking levels. There has since grown an extensive literature on this topic exploring a broad range

of managerial issues. Glasserman and Wang (1998) characterize how inventory levels change with

lead times, Plambeck and Ward (2006) study joint pricing and production capacity decisions in

a queuing model, and Plambeck and Ward (2007) identify conditions allowing a multidimensional

ATO control problem to separate by components. Song and Zhao (2009) demonstrate that simple

policies may fail to capitalize on the advantages of ATO, Lu et al. (2010) consider no-holdback

allocation rules, and Bernstein et al. (2011) explore delaying component allocation. Competitive

issues have also been modeled, including Nagarajan and Bassok (2008) and Nagarajan and Sošić

(2009), who consider bargaining and coalition formation among suppliers in an assembly system.

An excellent overview of several streams of research is provided in Song and Zipkin (2003).

Recent work in inventory theory has established that straightforward policies can be asymp-

totically optimal in complex dynamic systems (e.g., Huh et al., 2009; Xin and Goldberg, 2016).

This has been a fruitful approach for ATO systems, with several researchers demonstrating how

to derive good dynamic policies from the solution of a one-period model. Solutions of one-period

ATO problems are often used to set base stock levels for dynamic inventory replenishment (e.g. Lu

and Song, 2005; van Jaarsveld and Scheller-Wolf, 2015). Further, Doğru et al. (2010); Reiman and

Wang (2015); Doğru et al. (2017) use the solution of a single period stochastic program to develop

a dynamic policy that is asymptotically optimal when component lead time becomes large. These

works demonstrate that some of the principal difficulties of managing dynamic ATO systems (i.e.,

the combinatorial allocation problem and demand uncertainty) can be overcome by considering

appropriate one-period models, which we build upon in Chapter 3 of this dissertation.

Another theme in the ATO literature has been to study specific sublcasses of ATO systems

(e.g., Doğru et al., 2010; Nadar et al., 2014; Lu et al., 2015). For the single period problem,
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efficient algorithms have been identified for two ATO system subclasses. Zipkin (2016) shows that

a discrete convexity property, called L\-convexity, allows using known algorithms for a class of

assembly structures called “tree families.” This algorithm can also be carried out on a broader

class of assembly structures, and has been observed to perform well numerically, but no general

performance guarantees are established. Doğru et al. (2017), leverages L\-convexity to provide an

efficient algorithm for assembly structures they call “chained BOM.” They observe that L\-convexity

fails to hold for more general assembly structures, and the algorithm will not work in these cases.

We build on a broad literature of primal-dual approaches for approximating a wide variety of

problems that include, e.g., Steiner network, facility location, joint replenishment, and online linear

programming (Williamson et al., 1995; Jain and Vazirani, 2001; Levi et al., 2006; Agrawal et al.,

2014). There is a vast literature applying rounding techniques to operations problems, with examples

including facility location (Shmoys et al., 1997), lot sizing (Teo and Bertsimas, 2001), survivable

network design (Jain and Vazirani, 2001), scheduling unrelated machines (Schulz and Skutella, 2002),

the one-warehouse multiretailer problem (Levi et al., 2008), and deterministic inventory control

(Nagarajan and Shi, 2016). Approximating stochastic optimization problems has also received

increased attention recently, with a sampling of work on specific problems including service provision

(Dye et al., 2003), network design (Gupta et al., 2007), stochastic inventory control (Levi et al.,

2007), and non-linear newsvendors (Halman et al., 2012).

Our rounding schemes require solving a stochastic program, a topic with a broad literature on

techniques (see e.g., Kleywegt et al., 2002; Shapiro et al., 2009). One class of algorithms finds

a solution by following a stochastic subgradient, mimicking classic gradient descent methods (e.g.,

Nemirovski et al., 2009; Shapiro et al., 2009). We demonstrate that a stochastic subgradient method

from Shapiro et al. (2009) has a simple and intuitive implementation in the ATO setting, and runs

in polynomial time independent of the number of demand scenarios.

2.2 One-Period Model

In this section we introduce general notation used throughout the chapter and formally define

the one-period ATO model. We consider an ATO system using M components (indexed by i) to

manufacture N products (indexed by j). A particular system is comprised of three sets of inputs:

an assembly structure, a demand distribution, and cost parameters.
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Figure 2.1: The M System

Assembly structure. The assembly structure is described by an integer matrix A, with

aij ∈ Z+ (where Z+ denotes the set of non-negative integers) representing the number of units

of component i needed to assemble product j. If aij > 0, we say that component i serves product

j, and we use the notation N (j) = {i|aij > 0} to denote the set of components serving product

j. Similarly, let N (i) = {j|aij > 0} denote the set of products that component i serves. Let

ni =
∑
j aij denote the number of units of component i required to make one unit of all products

it serves, and mj =
∑
i aij denote the number of components required to make one unit of product

j. Let m = maxj{mj} denote the maximum number of components required by any product in the

system.

For the special case of a binary matrix A, the assembly structure can be represented by a bipartite

graph where the sets of components and products form the bipartition, and aij = 1 denotes an edge

between component i and product j. In that case the sets N (i) and N (j) represent the neighbors

of a component node and product node in the graph, respectively. As an example, the M-system is

depicted in Figure 2.1, consisting of two components (represented by triangles) and three products

(represented by circles).

Demand distribution. We use Ω to denote the set consisting of all possible stochastic demand

scenarios. In a demand scenario ω ∈ Ω, we use djω ∈ Z+ to denote demand for product j, and

dω = (d1ω, . . . , dNω) to denote the N -vector of product demands. We assume Ω is a finite set.

Moreover, we use µω ≥ 0 to denote the probability of demand scenario ω, so
∑
ω∈Ω µω = 1. Let

d̄j =
∑
ω µωdjω denote the expected demand for product j. At times, it will be convenient to use Di

to denote a random variable representing the aggregate demand for component i, i.e., a realization

of Di for scenario ω is Diω =
∑
j aijdjω. Let D̄i =

∑
j aij d̄j denote the expected demand for

component i.
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For an event E, its indicator function is denoted 1{E} and its probability is denoted P[E]. The

notation E[X] denotes the expectation of a random variable X, and we use (x)+ = max(x, 0) to

denote the positive part of a number x.

Cost parameters. There are two sets of cost parameters: an inventory ordering cost for each

component and a demand shortage cost for each product. Let ci > 0 represent the cost to order

one unit of component i; and pj > 0 represent the cost of one unit of demand shortage for product

j. Alternatively, we can interpret pj as the profit loss due to not selling one unit of product j.

We define the product markup, γj = pj/
∑
i aijci, as the ratio of the product’s shortage cost to

its inventory costs. Thus, we can equivalently write the shortage cost as pj = γj
∑
i aijci. Let the

maximum and minimum markups in the system be denoted as γ̄ = maxj{γj} and γ
¯

= minj{γj}

We say a system has identical markups if γj = γ
¯

for all products j.

2.2.1 Formulation for One-Period Model

The dynamics of the problem take place over two stages. In the first stage, prior to product demand

realization, component inventories are ordered. Let ri ∈ Z+ represent the inventory quantity ordered

for component i in the first stage. Then in the second stage product demands are realized and

products are assembled from available components to fill demand. Let yjω ∈ Z+ denote the shortage

of product j in demand scenario ω.

At the start of the first stage, consider the problem of finding the component order quantities,

ri, which minimize the ordering cost plus expected shortage cost. This problem can be cast as the

following stochastic integer program with recourse:

min
r,y

∑
i

rici +
∑
j,ω

µωpjyjω (ATO)

s.t. ri +
∑
j

aijyjω ≥
∑
j

aijdjω, ∀ i, ω (2.1)

yjω ≤ djω, ∀ j, ω (2.2)

r,y ≥ 0, integer. (2.3)

The sum
∑
i rici is the ordering cost, while

∑
j,ω µωpjyjω is the expected shortage cost. The inven-

tory constraint (2.1) ensures that, in each scenario, the demand filled for products using component

i does not exceed its inventory. The demand constraint (2.2) ensures product j’s shortage does not
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exceed demand in scenario ω, which is equivalent to requiring non-negative filled demand. We note

that without constraint (2.2), in some scenario, the model may choose a shortage quantity for a low

cost product higher than its actual demand, in order to reduce the shortage of other products with

higher costs. The integer constraint is a reflection of the indivisibility of the units of production,

and that customers demand only whole product units.

We briefly mention here the connections between (ATO) and related dynamic problems. Several

studies of dynamic ATO systems (Lu and Song, 2005; Doğru et al., 2010; Reiman and Wang, 2015;

van Jaarsveld and Scheller-Wolf, 2015; Doğru et al., 2017) solve a problem similar to (ATO) in

order to set basestock levels. In particular, ci and pj represent the holding and back order cost

of component i and product j respectively, and the optimal quantity ri determines the base stock

level for component i, while the variable yj estimates the back orders for product j over some

appropriately chosen period. Thus, the single-period problem (ATO) is critical to understanding

dynamic problems, a connection that we explore further in Chapter 3.

A few issues present challenges to obtaining exact solutions for (ATO). First, consider the second

stage allocation problem in a given demand scenario ω, after the inventory decisions ri have been

made:

min
∑
j

pjyjω

s.t.
∑
j

aijyjω ≥
∑
j

aijdjω − ri, ∀ i,

yjω ≤ djω, ∀ j,

yjω ≥ 0, integer, ∀ j.

(2.4)

This problem is a covering integer program (CIP) with multiplicity constraints (Kolliopoulos and

Young, 2001; Kolliopoulos, 2003), where the inventory constraints for each component i correspond

to “covering” constraints, and the demand constraints for each product j correspond to “multiplic-

ity” constraints. CIP’s include the classic set-cover problem as a special case, which is well known

to be NP-hard to solve exactly, and even NP-hard to approximate with better than an O(logM)

factor (Feige, 1998; Moshkovitz, 2015), where M is the number of elements in the set cover instance

(corresponding, in (2.4), to the number of components). Further, the multiplicity constraints in

(2.4) (i.e., yjω ≤ djω) make the problem in some sense even more challenging, as Kolliopoulos and

Young (2001) provide examples where even a logarithmic approximation factor cannot be achieved
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with the linear relaxation. This issue is further magnified by the fact that solving (ATO) requires

determining the allocation in (2.4) for every demand scenario in Ω, and Ω may be large. Thus, sim-

ply calculating the optimal expected shortage cost for a given inventory vector is computationally

intractable in general.

Interestingly, in Section 2.4, we demonstrate that the inapproximability of the second stage cost

can be overcome by bounding errors in its approximation in terms of both the first and second

stage costs. Our development of these approximation bounds relies heavily on the dual of the LP

relaxation of (ATO), which we introduce next.

2.2.2 Dual Problem

To derive lower bounds on the optimal cost, we consider the dual of the LP relaxation of (ATO).

max
θ,π

∑
i,ω

θiω
∑
j

aijdjω −
∑
j,ω

djωπjω (DATO)

s.t.
∑
i

aijθiω − πjω ≤ µωpj , ∀ j, ω (2.5)

∑
ω

θiω ≤ ci, ∀ i (2.6)

θ,π ≥ 0. (2.7)

The dual variable θiω prices the cost of the inventory constraint (2.1) for component i in scenario

ω, while dual variable πjω prices the gain from demand constraint (2.2) allowing no more shortage

than djω for product j in scenario ω. The constraint (2.5) corresponds to the dual pricing of the

shortage costs for each product in every demand scenario. Similarly, the constraint (2.6) corresponds

to the accumulation of the dual pricing of the ordering cost for each component across all demand

scenarios. We call (2.5) and (2.6) the shortage cost and ordering cost constraints, respectively.

Let OPTLP represent the optimal cost of the LP relaxation of (ATO). As the optimal cost

of a relaxation, we have OPTLP ≤ OPT . Further, by weak duality, any feasible dual solution to

(DATO) provides a lower bound on OPTLP , and hence on OPT as well.

With the dual problem (DATO) introduced, we now give a brief, high-level overview of our

primal-dual approach for proving approximation guarantees for (ATO). Consider a primal solution,

(ri, yjω) and dual solution (θiω, πjω), to the LP relaxation of (ATO) and (DATO), respectively. If
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these solutions satisfy the well known complementary slackness conditions:

ri > 0 =⇒
∑
ω

θiω = ci, ∀ i, (2.8)

yjω > 0 =⇒
∑
i

aijθiω − πjω = µωpj , ∀ j, ω, (2.9)

θiω > 0 =⇒ ri +
∑
j

aijyjω =
∑
j

aijdjω, ∀ i, ω, (2.10)

πjω > 0 =⇒ yjω = djω, ∀ j, ω, (2.11)

then they are clearly optimal in their respective programs. Next we describe two directions in which

we leverage conditions (2.8-2.11).

First, it is well known that the gap between a primal and dual solution is bounded if they satisfy

conditions (2.8-2.11) approximately, i.e., the equalities are relaxed to inequalities with appropriate

multiplicative factors adjusting the constants on the right-hand sides. Such relaxed conditions

are known as approximate complementary slackness (ACS), and have been used widely to prove

approximation guarantees for integer programs (Vazirani, 2013). In Section 2.3.1, we develop an

extension of classical ACS that allows greater flexibility in meeting the conditions for all four sets of

variable/constraint pairs simultaneously. We then characterize a primal-dual pair satisfying these

conditions to establish an approximation guarantee for a commonly used newsvendor heuristic in

Section 2.3.

We further use the complementary slackness conditions (2.8-2.11) in a different way when study-

ing LP rounding algorithms in Section 2.4. In particular, we note that the conditions (2.8-2.11)

provide a wealth of information about an optimal primal-dual pair. We leverage this information

in order to bound the change in cost resulting from rounding the primal LP solution. For example,

if an optimal LP solution has positive shortage for a product j in scenario ω, then by condition

(2.9) the associated primal cost, µωpj , is a function of the dual variables, which permits a direct

comparison with the dual cost. This technique allows us to characterize an intuitive cost trade-off

for an LP rounding scheme introduced in Section 2.4.

Thus, we approach the problem of approximating (ATO) with the following general procedure.

First, we find an efficient way to produce an integer primal solution to (ATO). Next, we construct

a corresponding feasible dual solution for (DATO). Finally, we compare the costs of these two

solutions using (approximate) complementary slackness conditions, providing a bound on the cost
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of the primal solution relative to OPT .

2.3 Newsvendor Decomposition

Before introducing our main LP-rounding algorithms in Section 2.4, we first discuss and analyze a

class of decomposition heuristics. This natural approach attempts to overcome (ATO)’s complexities

by considering the ordering decision for each component individually. For example, consider ordering

ri units of inventory for component i, which faces uncertain demand accumulated from all products

it serves (denoted by the random variable Di), and has ordering cost ci. Assuming the availability of

other components, it is clear that demand for component i can be filled when Di ≤ ri, and otherwise

there is a shortage of Di − ri. If we let qi be an estimate of the per unit cost of this shortage, we

obtain a heuristic order quantity for component i by solving the following univariate problem

min
ri≥0

{
ciri + qiE[(Di − ri)+]

}
(2.12)

This is the classic newsvendor problem, whose solution is well known as the “critical quantile” of

the demand distribution, and can be computed efficiently. We call this general method a newsvendor

decomposition, since it decomposes (ATO) into separate newsvendor problems. There are two issues

associated with this heuristic: i) other components are not always available when component i is,

and ii) the shortage cost estimate qi may not accurately reflect the true product-specific shortage

costs in a given scenario. Despite these issues, some researchers have demonstrated numerically

that a newsvendor decomposition can work well in certain settings (e.g., Lu and Song, 2005; van

Jaarsveld and Scheller-Wolf, 2015).

We approach newsvendor heuristics from a primal-dual perspective. Initially, we demonstrate

that, for a particular choice of qi, the optimal dual solution for (2.12) easily translates into a feasible

dual solution for (DATO), which allows us to prove two key results. First, we translate the dual

solution into a lower bound on the optimal cost of (ATO) in terms of primitives of the demand

distribution, shedding light on system parameters that influence the achievable cost of the system.

Consider setting the shortage cost for component i as its ordering cost times the minimum

markup in the system,

qi = γ
¯
ci, (2.13)

which we call the constant markup shortage costs. Intuitively, this can be thought of as a conservative

estimate for “splitting” the true shortage cost of a product, pj , among its products, since
∑
i aijqi =
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γ
¯

∑
i aijci ≤ γj

∑
i aijci = pj . From a technical perspective, this choice is helpful because it allows

us to develop a useful solution for the original dual problem (DATO). To demonstrate this, consider

the following LP representation of the newsvendor problem (2.12)

min
ri,yiω≥0

{
ciri + γ

¯
ci
∑
ω

µωyiω

∣∣∣∣∣ yiω + ri ≥ Diω, ∀ω

}
, (2.14)

for some 1 ≤ i ≤M , whose dual is

max
θiω≥0

{∑
ω

θiωDiω

∣∣∣∣∣ θiω ≤ µωγ¯ci,∀ω, ∑ω θiω ≤ ci

}
. (2.15)

The well known “critical quantile” solution for the newsvendor problem balances ordering cost

with expected shortage cost to give

r
γ

ī = min

{
r ∈ Z+

∣∣∣∣ P [Di > r] <
1

γ
¯

}
, (2.16)

as the optimal order quantity for (2.14). As suggested by the objective value in (2.12), the cor-

responding optimal shortages for (2.14) are y
γ

īω = (Diω − r
γ

ī )+. The simple structure of the dual

problem (2.15) allows us to also characterize the associated optimal dual solution:

θ
γ

īω =


µωγ

¯
ci, r

γ

ī < Diω

ziµωγ
¯
ci, r

γ

ī = Diω

0, r
γ

ī > Diω

, (2.17)

where zi ∈ [0, 1] is defined by

zi = 1{rγī >0}

1− γ
¯
P
[
Di > r

γ

ī

]
γ
¯
P
[
Di = r

γ

ī

]
 . (2.18)

Intuitively, the dual variable θ
γ

īω captures scenario ω’s contribution to the expected marginal

shortage cost of inventory level r
γ

ī . It is easily verified by inspection that this primal and dual

solution are feasible and satisfy complementary slackness, and hence are optimal in their respective

programs. Our first result observes that the dual variables (2.17) also constitute a feasible solution

for (DATO). Indeed, feasibility for constraint (2.6) is inherited from the second constraint in the

LP (2.15), while the first constraint in the same program implies that for any product j,∑
i

aijθ
γ

īω ≤ µωγ
¯

∑
i

aijci,

≤ µωpj ,
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which satisfies constraint (2.5) for π
γ

j̄ω = 0. Thus we have proven the following Lemma.

Lemma 2.1. The dual variables (2.17), together with π
γ

j̄ω = 0,∀j, ω, are feasible for (DATO).

This result, together with weak duality, demonstrates that summing the optimal costs of the LP

(2.14) across all components i, provides a lower bound on the optimal cost of the original problem

(ATO). Our next result writes this cost in terms of primitives of the underlying demand distribution.

Let

γ̂ = min(1, γ
¯
), γ∗ =

1

2
min(1, (γ

¯
− 1)+). (2.19)

We note that in many real world ATO systems, a product’s markup will be larger than one,

i.e., γj > 1, since otherwise the product’s ordering cost would outweigh its shortage cost, leaving

no incentive to order inventory to fill its demand. Indeed, in the dynamic backlog model discussed

in Section 3.2, the cost parameters imply γj > 1 for all j. In such a setting we have γ
¯
> 1, and

we see from (2.19) that γ̂ = 1 and γ∗ > 0. Further, if γ
¯
≥ 2 (i.e. each product’s shortage cost is

at least twice the cost of ordering its required components) then we have γ̂ = 1 and γ∗ = 1/2, i.e.,

the values in (2.19) are constants. Intuitively, a product’s markup has an impact on its demand fill

rate, and so in ATO settings with requirements for high service levels, the values in (2.19) will be

constants. We state the newsvendor cost lower bound in terms of the markup parameters defined

in (2.19) in order to demonstrate its applicability outside of the large markup parameter region.

Proposition 2.1. The constant markup newsvendor provides the following lower bound on the

optimal cost of (ATO) ∑
i

ci
(
γ̂D̄i + γ∗E

[
|Di − D̄i|

])
≤ OPT.

Before presenting the proof of Proposition 2.1, we present the following lower bound on the

absolute deviation of a random variable from a given quantity. We note that this bound is tight

when X is a Bernoulli distribution with probability of success approaching zero and s = 0.

Lemma 2.2. For a random variable X with mean µ <∞, and any real value s, we have

E[|X − s|] ≥ 1

2
E[|X − µ|].

Proof. For any z, the following identities are easily verified by checking the positive and negative

cases,

|z| = (z)+ + (−z)+, (z)+ =
|z|+ z

2
.
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Using these identities, we prove the claim by consider two cases. First, if s ≥ µ, then we have

E[|X − s|] = E[(X − s)+ + (s−X)+] ≥ E[(µ−X)+]

=
1

2
E[|µ−X|+ µ−X]

=
1

2
E[|X − µ|].

Similarly, if s < µ then

E[|X − s|] = E[(X − s)+ + (s−X)+] ≥ E[(X − µ)+]

=
1

2
E[|X − µ|+X − µ]

=
1

2
E[|X − µ|].

Proof of Proposition 2.1. By Lemma 2.1 and weak duality, summing the optimal costs of (2.14)

across all components i gives

OPT ≥
∑
i

ci

(
r
γ

ī + γ
¯
E[(Di − r

γ

ī )+]
)
,

=
∑
i

ci

(
γ̂D̄i + E[r

γ

ī − γ̂Di] + γ
¯
E[(Di − r

γ

ī )+]
)
,

so that the claim follows if we show

E[r
γ

ī − γ̂Di] + γ
¯
E[(Di − r

γ

ī )+] ≥ γ∗E
[
|Di − D̄i|

]
, (2.20)

for all i. Consider two cases, the first being γ
¯
< 1, so that γ̂ = γ

¯
and γ∗ = 0, reducing (2.20) to

E[r
γ

ī − γ
¯
Di] + γ

¯
E[(Di − r

γ

ī )+] ≥ 0.

We note that γ
¯
< 1 implies 1 < 1/γ

¯
, so that the newsvendor inventory quantity for all i is r

γ

ī = 0,

by the critical quantile definition in (2.16) (since P[Di > 0] ≤ 1 always). Thus, it is clear that the

left-hand side of the above expression is equal to zero in this case, and hence (2.20) holds.

Otherwise, if γ
¯
≥ 1 then we have γ̂ = 1. Further, note that r

γ

ī −Di = (r
γ

ī −Di)
+ − (Di − r

γ

ī )+,

for all realizations of Di, so that the left-hand side of (2.20) is

E[r
γ

ī − γ̂Di] + γ
¯
E[(Di − r

γ

ī )+] = E[(r
γ

ī −Di)
+] + (γ

¯
− 1)E[(Di − r

γ

ī )+],

≥ min(1, γ
¯
− 1)E[(r

γ

ī −Di)
+ + (Di − r

γ

ī )+],

= 2γ∗E[|Di − r
γ

ī |],
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and (2.20) follows by Lemma 2.2.

Intuitively, the quantity E
[
|Di − D̄i|

]
(i.e., the expected absolute deviation from the mean) is

a measure of the variability of demand for component i. Indeed, if Di were normally distributed,

this quantity would be proportional to the standard deviation. Thus, Proposition 2.1 shows that

the optimal cost of (ATO) grows with average component demand, as well as the variability of

component demand (as long as γ
¯
> 1). This lower bound is easy to compute, and so provides a

practical reference point for comparing the cost of a given heuristic to optimal. In Section 2.4, we

formally use such a comparison to prove an asymptotically optimal approximation guarantee for an

LP rounding algorithm.

Before turning to LP rounding, however, we wish to consider the performance of the newsvendor

heuristic as an approximation algorithm. We take a brief aside in the next section to develop a tool

to carry out this analysis.

2.3.1 Approximate Complementary Slackness

In this section we provide an extension to the standard approximate complementary slackness (ACS)

conditions that have been used to bound the performance of a wide variety of LP-based algorithms

(Vazirani, 2013). Our extension essentially provides more flexibility in applying the conditions to

the four sets of variable/constraint pairs in the (ATO) and (DATO) problems. Consider constants

κ and ν, which we refer to as primal ACS factors and constants δ and η, referred to as dual

ACS factors. Then, given primal and dual solutions (ri, yjω) and (θiω, πjω) feasible to (ATO) and

(DATO), respectively, consider the following extended ACS conditions

yjω > 0 =⇒
∑

i∈N (j)

θiω − πjω ≥
µωpj
κ

, ∀ j, ω, (2.21)

ri > 0 =⇒
∑
ω

θiω ≥
ci
ν
, ∀ i, (2.22)

θiω > 0 =⇒ ri +
κ

ν

∑
j∈N (i)

yjω ≤
δ

ν

∑
j∈N (i)

djω, ∀ i, ω, (2.23)

πjω > 0 =⇒ yjω ≥
η

κ
djω, ∀ j, ω. (2.24)

Intuitively, these extended conditions mimic standard ACS by specifying bounds on constraint

slackness, but in a way that allows handling different sets of constraints flexibly. In particular,
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(2.21) is the ACS condition for the primal variables yjω, and bounds the slackness of the associated

dual shortage cost constraints (2.5) with the factor κ. Likewise, (2.22) is the ACS condition for the

primal variables ri, bounding slackness of the dual ordering cost cosntraints (2.6) with ν. The key

innovation of our approach is separating these sets of variables to allow for different bounds on the

slackness of their associated dual constraints. Similar to standard ACS, the bounds on constraint

slackness in (2.21-2.22) easily translate into a bound on the cost of the primal solution,∑
i

rici +
∑
j,ω

µωpjyjω ≤ ν
∑
i

ri
∑
ω

θiω + κ
∑
j,ω

yjω

( ∑
i∈N (j)

θiω − πjω
)
,

=
∑
i,ω

θiω

(
νri + κ

∑
j∈N (i)

yjω

)
− κ

∑
j,ω

yjωπjω.

(2.25)

Next, (2.23) is the ACS condition for dual variables θiω, which bounds slackness in the primal

inventory constraints (2.1) with factor δ, while accounting for the differing primal factors from

(2.21-2.22). Finally, (2.24) is the ACS condition for dual variables πjω, bounding slackness in

primal demand constraints (2.2) with factor η, while accounting for the primal factor κ from (2.21).

A direct application of (2.23-2.24) on the final right-hand side of expression (2.25) gives∑
i,ω

θiω

(
νri + κ

∑
j∈N (i)

yjω

)
− κ

∑
j,ω

yjωπjω ≤ δ
∑
i,ω

θiω
∑

j∈N (i)

djω − η
∑
j,ω

djωπjω. (2.26)

Finally, combining (2.25) and (2.26) we obtain the following bound on the primal cost in terms

of the dual solution.

Proposition 2.2. Let (ri, yjω) and (θiω, πjω) be a primal-dual pair feasible to (ATO) and (DATO),

respectively. If (ri, yjω) and (θiω, πjω) satisfy the extended ACS conditions (2.21-2.24) then∑
i

rici +
∑
j,ω

µωpjyjω ≤ δ
∑
i,ω

θiω
∑

j∈N (i)

djω − η
∑
j,ω

djωπjω. (2.27)

We use these conditions to prove performance guarantees for several heuristics for (ATO). We

note that while the extended ACS conditions do not always provide the simplest proofs for the

performance guarantees we derive, the conditions provide a systematic method for studying the

effectiveness of heuristics. Therefore, the advantage of the extended ACS conditions is that they

offer a standard primal-dual framework for analyzing the effectiveness of any (existing or new)

heuristics proposed for the single period ATO model.
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We also highlight the connection with the standard ACS conditions, which bound dual slackness

with a factor α and primal slackness with a factor β. In the extended ACS conditions, letting

δ = η = αβ and κ = ν = α, gives the standard ACS conditions and implies an approximation factor

of αβ. Thus, the extended conditions essentially allow the standard α and β factors to vary for

each set of primal and dual constraints, thereby allowing greater flexibility in achieving the ACS

conditions.

2.3.2 Constant Markup Newsvendor Guarantees

With the extended ACS conditions of Section 2.3.1, we are now ready to prove performance guar-

antees for the constant markup newsvendor heuristic. Specifically, we consider using the inventory

quantities determined by the newsvendor heuristic (2.16) for each component, and ask how close

these can come to achieving optimal cost.

Bound for General Systems

We first demonstrate that for general systems, the approximation factor of the newsvendor heuristic

grows with m, the maximum number of components required by any product in the system (m =

maxj{
∑
i aij}), which we show with both an upper and lower bound. To state the upper bound,

denote the lowest component ordering cost by c
¯

= mini{ci} and the largest by c̄ = maxi{ci}.

Proposition 2.3. The constant markup newsvendor inventory quantities r
γ

ī , 1 ≤ i ≤ M , provide

the following approximation factor for (ATO)

1 +

(
γ̄c̄

γ
¯
c
¯

)
m. (2.28)

Proof. Recall that the optimal shortage quantities for the newsvendor LP (2.14) are y
γ

īω = (Diω −

r
γ

ī )+. We use these quantities to define feasible shortages for the original problem (ATO) as follows

y
γ

j̄ω = djω1{
∑
i aijy

γ

īω>0}. (2.29)

These shortages clearly satisfy the demand constraint (2.2). For the inventory constraint (2.1),

we observe that when r
γ

ī ≥
∑
j aijdjω, the constraint holds trivially since shortage quantities are

positive. Otherwise, if r
γ

ī <
∑
j aijdjω, then by definition we have y

γ

īω > 0 which implies
∑
i aijy

γ

īω >

0 for all j ∈ N (i), and so y
γ

j̄ω = djω for all j ∈ N (i). Thus we have
∑
j aijy

γ

j̄ω =
∑
j aijdjω, and

constraint (2.1) holds since r
γ

ī ≥ 0.
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We establish the bound by demonstrating the ACS conditions for factors κ =
(
γ̄c̄
γ
¯
c
¯

)
m, ν = 1,

and δ = η = 1 +
(
γ̄c̄
γ
¯
c
¯

)
m. If y

γ

j̄ω > 0, then by (2.29) there is some i′ ∈ N (j) such that y
γ

ī′ω > 0,

which implies r
γ

ī′ < Di′ω. Then, by definition in (2.17), we have θ
γ

ī′ω = µωγ
¯
ci′ , meaning that at

least component i′ contributes toward the dual accounting in the shortage cost constraint (2.5). To

obtain a lower bound the amount of this contribution, observe that pj = γj
∑
i aijci ≤ γ̄c̄m, so that,

together with ai′j ≥ 1, we have ∑
i

aijθ
γ

īω ≥
pj
γ̄c̄m

µωγ
¯
ai′jci′

≥ µωpj(
γ̄c̄
γ
¯
c
¯

)
m
.

and it follows that ACS condition (2.21) is satisfied for κ =
(
γ̄c̄
γ
¯
c
¯

)
m. By complementary slackness

for the LP (2.14), we have
∑
ω θ

γ

īω = ci if r
γ

ī > 0, so ACS condition (2.22) holds for ν = 1. When

θ
γ

īω > 0, its definition in (2.17) implies r
γ

ī ≤ Diω, and since y
γ

j̄ω ≤ djω, we have

r
γ

ī + κ
∑

j∈N (i)

y
γ

j̄ω ≤ (1 + κ)Diω,

which satisfies ACS condition (2.23) for δ = 1 + κ = 1 +
(
γ̄c̄
γ
¯
c
¯

)
m. Finally, since π

γ

j̄ω = 0, ACS

condition (2.24) is trivially satisfied for η = 1 + κ as well. Thus, by Proposition 2.2 the primal cost

of r
γ

ī and y
γ

j̄ω is bound by 1 +
(
γ̄c̄
γ
¯
c
¯

)
m times the dual cost.

The proof of Proposition 2.3 essentially makes a comparison between the primal and dual costs.

We demonstrate that the complementary slackness condition for the primal shortage variable, (2.9),

holds approximately when the right-hand side is scaled by a factor proportional to m, the largest

product size in the system. This leads to an approximation factor that scales linearly with m, which

intuitively results from the decomposition: when fitting the decomposed solutions back into the

original problem, there is a chance for mis-coordination on each component a product uses.

Next we construct a family of examples that realizes such mis-coordination for every product

in every demand scenario. In this family of examples, the approximation factor of the newsvendor

heuristic is at least m, thus demonstrating asymptotic tightness of the guarantee in Proposition 2.3.
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Figure 2.2: The assembly structure of the systems in Examples 2.1 and 2.3

Example 2.1 ((K,L, ε) system). Consider a system with K + L components and L ≥ 2 products.

For each product j let aij = 1 if 1 ≤ i ≤ K or i = K + j and aij = 0 otherwise. In words,

each product requires the first K components, plus one dedicated component from the remaining L

components, as illustrated in Figure 2.2. Note that the maximum number of components serving a

product is m = K + 1.

Let d ≥ 1 be a positive integer, and let ek represent an L-vector with a one in the kth element and

zero elsewhere. There are L+ 1 demand scenarios, indexed by 1 ≤ k ≤ L+ 1. The first L scenarios

have dk = dek (i.e., demand d for product j = k) and each occur with probability 0 < µ ≤ 1
L , while

the last scenario has zero demand for all products and occurs with the remaining probability, 1−Lµ.

Finally, costs are ci = 1 for all i, and pj = 1−ε
µ (K + 1) for all j, for some 0 < ε ≤ 1 − 1

L . With

these costs the products all have markup γ = 1−ε
µ .

We state the resulting lower bound formally in the next proposition.

Proposition 2.4. For any integer K ≥ 1 and ε̄ ∈ (0,K), there exists an ATO system with m = K+1

such that the constant markup newsvendor inventory quantities, r
γ

ī , 1 ≤ i ≤ M , have cost at least

(m− ε̄)OPT .

Proof. What we show is that for any K ≥ 1 and ε̄ ∈ (0,K), there exists ε0 and L0, such that for all

ε ∈ (0, ε0) and all L ≥ L0, the constant markup newsvendor inventory quantities, r
γ

ī , 1 ≤ i ≤ M ,

for the (K,L, ε) system have cost at least (K + 1− ε̄)OPT . This implies the claim since m = K + 1

in the (K,L, ε) system.

The markup parameter is γ
¯

= 1−ε
µ . Upon inspection of the demands it is clear that each

component sees demand for at most d units in any demand scenario, and so the optimal newsvendor
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quantity must be an integer between zero and d. We note that ε ≤ 1− 1/L implies L ≥ 1/(1− ε),

so that for 1 ≤ i ≤ K, ordering a quantity r < d implies

P[Di > r] = Lµ ≥ µ

1− ε
=

1

γ
¯

,

which violates the optimality condition for r
γ

ī in equation (2.16). Since P[Di > d] = 0 satisfies the

condition, we have r
γ

ī = d for all 1 ≤ i ≤ K. Meanwhile, for K + 1 ≤ i ≤ K + L we have

P[Di > 0] = µ <
µ

1− ε
=

1

γ
¯

,

and so r
γ

ī = 0 by (2.16). Thus, for each product j, we will always be missing the component K + j,

and hence cannot fill any demand in any scenario. So, the optimal shortages given the inventory

quantities r
γ

ī must be yk = dk, in each demand scenario k. Therefore, the ordering cost plus the

minimal shortage cost associated with the inventory quantities r
γ

ī is

dK +
1− ε
µ

(K + 1)d(Lµ) = dK + (1− ε)dL(K + 1).

Meanwhile, since demand never arrives for multiple products simultaneously, we can fill all demand

(i.e. incur no shortage costs) by ordering d units of each component, with cost d(K + L). Let

ε0 = ε̄
K+1 , and for ε ∈ (0, ε0) let L0 = K(K−ε̄)

ε̄−ε(K+1) . Then for ε ∈ (0, ε0) and L ≥ L0, compare the

cost under the constant markup newsvendor inventory quantities to the feasible cost of filling all

demand, which is an upper bound on OPT :

dK + (1− ε)dL(K + 1) ≥ (K + 1− ε̄)d(K + L),

≥ (K + 1− ε̄)OPT.

Proposition 2.4 demonstrates that the decentralization of the newsvendor heuristic can cause

substantial mis-coordination between the components. In Example 2.1, (i.e., the family of examples

proving Proposition 2.4), the newsvendor heuristic orders large quantities for several components

that serve many products, but fails to order anything for a set of product specific components. This

allows no demand to be filled in any scenario, driving the poor performance of the example.

We note that the family of examples of Proposition 2.4 have γ̄ = γ
¯

and c̄ = c
¯

so that the bound of

Proposition 2.3 is 1+m, thus demonstrating asymptotic tightness as m grows large. In Section 2.3.3
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we show that this limitation on performance persists for an alternate family of newsvendor heuristics.

This suggests that the system parameter m may be a structural obstacle for the performance of

newsvendor decomposition approaches in general, and motivates our consideration of LP rounding

heuristics in Section 2.4.

We further note that in Example 2.1, the average demand in the system can be chosen to be

arbitrarily large, so that the lower bound of Proposition 2.1 also grows large. One might hope for

better performance in such a scaling regime, as large demand intuitively implies more room for error

in satisfying the integrality constraints. However, this example shows that the newsvendor heuristic

can perform poorly, even in settings with large demand. In contrast, we demonstrate in Section 2.4

that our LP rounding heuristic is asymptotically optimal in such a large demand setting.

Bounds for Special Systems

In this section we consider bounds for two special types of systems, in order to show that the

newsvendor heuristic can perform well in some settings. Intuitively, the first type of system has a

hierarchical assembly structure, while the second has highly positively correlated demand. We prove

that the constant markup newsvendor heuristic can perform well on these types of systems. We

note that a non-hierarchical structure and negatively correlated demand are precisely the features

driving poor performance in the systems in Example 2.1 (and also Example 2.3, to be introduced

later).

Product laminar systems. We first consider a special class of assembly structures, called

product laminar systems, in which products form a hierarchy in terms of the components they

use. This hiearchy is with respect to set inclusion and is characterized by the sets N (j) having no

non-trivial partial intersections:

Definition 2.1. A system is product laminar if all aij ∈ {0, 1} and for any two products j, j′,

N (j) ∩N (j′) ∈ {N (j),N (j′), ∅}.

This laminar structure gives rise to an interesting property. We say an ATO system possesses

the balanced inventory property if, in every scenario, unfulfilled demand for a product j coincides

with an inventory shortage for all its components (i.e., ri < Diω for all i ∈ N (j)). Informally,

this property allows for an unambiguous accounting of unfulfilled product demand in terms of the

newsvendor shortage costs for each component. In terms of (ATO) and (DATO) formulations, the
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balanced inventory property facilitates dual cost accounting using extended ACS, allowing us to

prove an approximation guarantee for laminar systems. We illustrate a product laminar system and

the balanced inventory property in the following example.

Example 2.2. Consider the M-system consisting of two components and three products, as illus-

trated in Figure 2.1. The sets of components used to make products 1 and 3 do not intersect and

are both contained in the set of components used to make product 2. Thus, the M-system is product

laminar. To illustrate the balanced inventory property, consider an M-system with one unit of in-

ventory for each component. First, if demand for product 2 (the product served by both components)

is greater than one, then there is an inventory shortage for both components. Hence all products

have a shortage for all their components, and the condition holds. Otherwise, if demand for product

2 is at most one, then any shortage for either component is induced by its dedicated product (i.e.

product 1 for component 1 or product 3 for component 2). Thus, the shortage can be wholly allocated

to the dedicated product (which trivially has a shortage on all its components), without needing to

assign a shortage to product 2.

Intuitively, the balanced inventory property is useful because it eliminates concern that a prod-

uct’s shortage might be induced by high demand for another product with a shared component.

This means the impact of demand uncertainty can remain localized to a single product, allowing

coordination across components in the newsvendor approximation, and facilitating shortage cost

accounting in the dual solution. Our approximation guarantee relies on proving that the balanced

inventory property holds for general product laminar systems that have the same inventory level for

all components. For assembly structures with a product laminar structure, the following approxi-

mation guarantee holds for all cost parameters and demand distributions.

Proposition 2.5. Let r̄ = maxi{r
γ

ī } and r
¯

= mini{r
γ

ī } > 0. In a product laminar system, setting

each component’s inventory level to r̄ provides the approximation factor for (ATO)

max

(
γ̄

γ
¯

,
r̄

r
¯

)
. (2.30)

Intuitively, this result holds because the product laminar structure naturally aligns the optimal

shortage costs in each component’s newsvendor LP (2.14), as long as both the markups in the

system and the newsvendor inventory quantities do not vary too widely. Before presenting a proof,
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we demonstrate that these conditions are met in some reasonable settings, and so optimality follows

from Proposition 2.5. Recall that a system has identical markups if γj = γ
¯

for all products j.

Corollary 2.1. If a product laminar system has: (i) identical markups, and (ii) identical aggregate

demand distribution for each component, then the constant markup newsvendor inventory quantities

r
γ

ī , 1 ≤ i ≤M , are optimal.

Proof. Since each component has identical aggregate demand distribution, the constant markup

shortage costs induce the same optimal newsvendor quantity for each component, i.e., r
γ

ī = r
γ

ī′ for

all i, i′. Thus, by identical markups, the approximation factor from Proposition 2.5 is one.

As a simple example, consider an identical markup M-system (see Figure 2.1) where products

1 and 3 have identical marginal demand distributions independent of product 2. Then the aggre-

gate demand distribution of each component is identical, so Corollary 2.1 establishes optimality of

the constant markup newsvendor. From this perspective, Proposition 2.5 demonstrates that the

heuristic is robust to small deviations from the optimality conditions of Corollary 2.1.

We now present a proof of Proposition 2.5, and begin with the following two properties of product

laminar systems.

Lemma 2.3. Given a product laminar system and a component i, for products j, j′ ∈ N (i) with

|N (j)| ≤ |N (j′)|, we have N (j) ⊆ N (j′).

Proof. By j, j′ ∈ N (i) we have i ∈ N (j),N (j′), so that N (j) ∩ N (j′) 6= ∅. Now |N (j) ∩ N (j′)| ≤

min(|N (j)|, |N (j′)|) = |N (j)|. Therefore, by the definition of a product laminar system, we must

have N (j) ∩N (j′) = N (j), so that N (j) ⊆ N (j′).

Lemma 2.4. Given a product laminar system, a component i and an arbitrary subset of products

S, consider an element j ∈ N (i) \ S with the smallest |N (j)|. Then for any i′ ∈ N (j) we have

N (i) \ S ⊆ N (i′).

Proof. Consider any j′ ∈ N (i)\S, then we have j, j′ ∈ N (i). Further, |N (j)| ≤ |N (j′)|, so by Lemma

2.3, we have N (j) ⊆ N (j′). Since i′ ∈ N (j) we have i′ ∈ N (j′) which implies j′ ∈ N (i′).
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For an N -vector of product demands d ≥ 0 and an M -vector of component inventories r ≥ 0,

define the following sets

I(d, r) = {i|ri <
∑

j∈N (i)

dj}, (2.31)

J(d, r) = {j|N (j) ⊆ I(d, r)}. (2.32)

The set I(d, r) consists of all components with a shortage under demand d, while J(d, r) is the

set of products whose components all have shortages. Now consider the following condition on an

inventory vector r

ri ≥
∑

j∈N (i)\J(d,r)

dj , ∀ 1 ≤ i ≤M, ∀ d ≥ 0. (2.33)

We show below that this condition holds for product laminar systems with a constant inventory

quantity, hence formalizing the balanced inventory property discussed above. First, the following

Lemma formalizes the intuition from the main body that we can cover the shortages of each com-

ponent by leaving demand unfilled only for products that have a shortage for all their components.

Lemma 2.5. For an inventory vector r that satisfies condition (2.33), for any d ≥ 0 there exists

y ≥ 0 that satisfies the following properties

yj ≤ dj ,∀ 1 ≤ j ≤ N, (2.34)

yj = 0, ∀ j /∈ J(d, r) (2.35)

ri +
∑

j∈N (i)

yj ≥
∑

j∈N (i)

dj , ∀ 1 ≤ i ≤M, (2.36)

ri +
∑

j∈N (i)

yj =
∑

j∈N (i)

dj , ∀ i ∈ I(d, r). (2.37)

Proof. By condition (2.33), equations (2.34-2.36) can always be satisfied by some y. We therefore

can focus on cases where I(d, r) is non-empty, since otherwise (2.37) holds trivially. Note also that

when I(d, r) is non-empty, J(d, r) must also be non-empty for condition (2.33) to hold.

Suppose S is the set of nonnegative demand vectors such that equations (2.34-2.37) cannot be

satisfied simultaneously. Let d′ ∈ arg mind̃∈S
∑
j d̃j . Consider a j∗ ∈ J(d′, r) with d′j∗ > 0. Such

a j∗ must exist in order for the condition (2.33) to hold for i ∈ I(d′, r). Let y′ be the vector such

that

y′j = 0,∀j 6= j∗, and y′j∗ = min{dj∗ , min
i∈N (j∗)

∑
j̃∈N (i)

d′
j̃
− ri}. (2.38)
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Note that j∗ ∈ J(d′, r) implies that y′j∗ > 0. Then, by our assumption, we must have d′ − y′ /∈ S.

This implies that we can find y∗ such that

y∗j ≤ d′j − y′j ,∀ 1 ≤ j ≤ N, (2.39)

y∗j = 0, ∀ j /∈ J(d′ − y′, r) (2.40)

ri +
∑

j∈N (i)

y∗j ≥
∑

j∈N (i)

(d′j − y′j), ∀ 1 ≤ i ≤M, (2.41)

ri +
∑

j∈N (i)

y∗j =
∑

j∈N (i)

(d′j − y′j), ∀ i ∈ I(d′ − y′, r). (2.42)

Note that because d′ − y′ ≤ d′, by the definition (2.31), we have I(d′ − y′, r) ⊆ I(d′, r). Further,

since j ∈ J(d′ − y′, r) implies N (j) ⊆ I(d′ − y′, r) ⊆ I(d′, r), which implies j ∈ J(d′, r), we also

have J(d′ − y′, r) ⊆ J(d′, r). Then it is clear that y∗ + y′ satisfies equations (2.34-2.36) for d′.

Next we show that y∗ + y′ also satisfies equation (2.37), which gives us a contradiction and implies

that S must be empty. If I(d′ − y′, r) = I(d′, r), we are done immediately by equation (2.42). If

I(d′−y′, r) 6= I(d′, r), then we must have I(d′−y, r) ⊂ I(d′, r). For any i∗ ∈ I(d′, r)\ I(d′−y′, r)

we have both
∑
j∈N (i∗) d

′
j > ri∗ and

∑
j∈N (i∗)(d

′
j − y′j) ≤ ri∗ . Since only y′j∗ > 0, it must be the

case that j∗ ∈ N (i∗) and y′j∗ ≥
∑
j∈N (i∗) d

′
j − ri∗ . Then by equation (2.38), we must have that

y′j∗ =
∑

j∈N (i∗)

d′j − ri∗ . (2.43)

Further, consider any j ∈ N (i∗). Because i∗ /∈ I(d′ − y′, r), we cannot have N (j) ⊆ I(d′ − y′, r),

so by equation (2.40), y∗j = 0. Combining this with equations (2.38) and (2.43), we have that

ri∗ +
∑

j∈N (i∗)

(y∗j + y′j) =
∑

j∈N (i∗)

d′j .

This implies that equation (2.37) is satisfied, and we are done.

Next we show that for a product laminar system, a policy that sets the same inventory level for

each component satisfies condition (2.33).

Lemma 2.6. In a product laminar system, setting the same inventory level r̃ for all components

satisfies condition (2.33).

Proof. Let r̃ denote an M -vector consisting of all r̃’s, and consider any d ≥ 0. For i /∈ I(d, r̃)

the inequality (2.33) holds trivially, so we focus on i ∈ I(d, r̃). We proceed by way of proof by
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contradiction. Assume that there exists d and i ∈ I(d, r̃) such that r̃ <
∑
j∈N (i)\J(d,r̃) dj . Then

choose j ∈ N (i) \ J(d, r̃) with the smallest |N (j)|. By Lemma 2.4, for any i′ ∈ N (j) we have

N (i) \J(d, r̃) ⊆ N (i′). By assumption we have r̃ <
∑
j∈N (i)\J(d,r̃) dj and by N (i) \J(d, r̃) ⊆ N (i′)

we have
∑
j∈N (i)\J(d,r̃) dj ≤

∑
j∈N (i′) dj . Therefore r̃ <

∑
j∈N (i′) dj which implies i′ ∈ I(d, r̃).

Since this is true for any i′ ∈ N (j) we have N (j) ⊆ I(d, r̃) so that j ∈ J(d, r̃). But this contradicts

the fact that j ∈ N (i) \ J(d, r̃).

Proof of Proposition 2.5. Let rmax denote the M -vector consisting of r̄ in each element. Since

this is a product laminar system and rmax sets the same inventory level for all components, Lemma

2.6 guarantees that condition (2.33) is satisfied. Therefore by Lemma 2.5, for every demand scenario

dω there is a vector of shortages yω that satisfy equations (2.34-2.37). By (2.34) and (2.36) it is

clear that yω is feasible to (ATO). Choose such a yω for each scenario ω and let it constitute the

primal feasible shortage.

We establish the result using Proposition 2.2 with factors ν = 1, κ = γ̄/γ
¯
, and δ = η =

max
(
γ̄
γ
¯

, r̄r
¯

)
. First we consider primal complementary slackness. Since r

γ

ī ≥ r
¯
> 0 for all i, by

complementary slackness for the LP (2.14) we know that constraint (2.6) binds for all i, thus

satisfying equation (2.22) with ν = 1. By (2.35), if yjω > 0 then j ∈ J(dω, rmax). Therefore,

for any i ∈ N (j) we have
∑
j∈N (i) dj > r̄ ≥ r

γ

ī which implies that θ
γ

īω = µωγ
¯
ci by (2.17). Thus∑

i∈N (j) θ
γ

īω = γ
¯
µω
∑
i∈N (j) ci. Thus, since γ̄ ≥ γj and π

γ

j̄ω = 0 we have∑
i∈N (j)

θγiω − π
γ
jω = γ

¯
µω

∑
i∈N (j)

ci,

≥
γ
¯
γ̄
µωpj ,

so equation (2.21) is satisfied with κ = γ̄/γ
¯
.

For dual complementary slackness, consider when θ
γ

īω > 0. First, if i ∈ I(dω, rmax), then

constraint (2.1) binds by (2.37). Thus, since ν = 1 and κ = γ̄/γ
¯
, in this case we have

νr̄ + κ
∑

j∈N (i)

yjω ≤
γ̄

γ
¯

r̄ +
∑

j∈N (i)

yjω

 ,

=
γ̄

γ
¯

∑
j∈N (i)

djω.
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Next we consider the case when i /∈ I(dω, rmax), so that for all j ∈ N (i) we have j /∈ J(dω, rmax).

Then by (2.35) we have yjω = 0 for all j ∈ N (i). Further, by (2.17), when θ
γ

īω > 0 we have∑
j∈N (i) djω ≥ r

γ

ī ≥ r¯, so that

νr̄ + κ
∑

j∈N (i)

yjω = r̄,

≤ r̄

r
¯

∑
j∈N (i)

djω.

Therefore (2.23) is satisfied with δ = max
(
γ̄
γ
¯

, r̄r
¯

)
. Finally, since π

γ

j̄ω = 0, (2.24) is trivially

satisfied for η = δ. The result follows by Proposition 2.2.

Comonotone demand. Next we consider arbitrary ATO structures with comonotone product

demand. Intuitively, comonotonicity captures a situation where demand scenarios follow the same

order for each product, i.e., a case of extreme positive correlation.

Definition 2.2. Demand is comonotone if there exists a permutation of demand scenarios ω1, ω2, . . . , ωk, . . .

such that djωk ≤ djωk+1
for all indices k and all products j.

The advantage of this demand property is that it coordinates the newsvendor critical quantiles

across components, giving the following result.

Proposition 2.6. For comonotone demand, the constant markup newsvendor inventory quantities,

r
γ

ī , 1 ≤ i ≤M , provide an approximation factor of γ̄/γ
¯

for (ATO).

Therefore, by Proposition 2.6, the constant markup newsvendor performs well when demand is

comonotone and the markups do not vary too widely. Intuitively, this result implies that it is easier

to coordinate the newsvendor solutions when demand is highly positively correlated.

To prove this result we first define the following marginal demand scenario and shortage quan-

tities

k∗ = min

{
k

∣∣∣∣∣∑
l>k

µωl <
1

γ
¯

}
, (2.44)

yjωk = (djωk − djωk∗ )+, (2.45)

and prove the following Lemma.
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Lemma 2.7. Under comonotone demand, we have
∑
j aijdjωk∗ = r

γ

ī for all components i.

Proof. For a demand scenario ωk, recall the definition Diωk =
∑
j aijdjωk . For two indices k and

k′, we note that comonotone demand implies k ≤ k′ if and only if Diωk ≤ Diωk′ .

Consider a component i and let r̃i = Diωk∗ . Consider a demand scenario k such that Diωk >

r̃i = Diωk∗ . Then by comonotonicity of demand we would have a contradiction if k ≤ k∗, so we must

have k > k∗. Thus we have {ω|Diω > r̃i} ⊆ {ωk|k > k∗} so that P[Diω > r̃i] ≤
∑
k>k∗ µωk <

1
γ
¯

,

where the last inequality follows from the definition of k∗, (2.44). Therefore, by the definition of r
γ

ī

(2.16) we must have r
γ

ī ≤ r̃i.

Now for a contradiction, assume r
γ

ī < r̃i, so that r
γ

ī ≤ r̃i − 1 and P[Diω > r̃i − 1] ≤ P[Diω >

r
γ

ī ] < 1
γ
¯

. Then consider a demand scenario ωk for which k ≥ k∗, so that k > k∗−1. By comonotone

demand we must have Diωk ≥ Diωk∗ > r̃i−1, so that {ωk|k > k∗−1} ⊆ {ω|Diω > r̃i−1}. Therefore∑
k>k∗−1 µωk ≤ P[Diω > r̃i − 1] < 1

γ
¯

which contradicts the definition of k∗, (2.44). Thus, we must

have r̃i = r
γ

ī .

Proof of Proposition 2.6. To establish primal feasibility, it is clear the non-negativity and inte-

grality constraints are satisfied. The primal constraint (2.1) is satisfied for k ≤ k∗ since Diωk ≤

Diωk∗ = r
γ

ī by Lemma 2.7. Further, for k > k∗ we have yjω = djω − djωk∗ so that for any i

r
γ

ī +
∑
j

aijyjωk = Diωk∗ +
∑
j

aij (djω − djωk∗ ) ,

= Diωk ,

and constraint (2.1) is satisfied with equality. Finally, constraint (2.2) is satisfied by the definition

of yjω in (2.45).

Next, at the dual solution θ
γ

īω, π
γ

j̄ω, we claim the extended ACS conditions hold for κ = δ =

η = γ̄/γ
¯

and ν = 1. If r
γ

ī > 0 then by complementary slackness for the LP (2.14), constraint (2.6)

binds and equation (2.22) holds with ν = 1. When yjωk > 0 we must have djωk > djωk∗ , which

by comonotone demand implies that Diωk > Diωk∗ = r
γ

ī for all i ∈ N (j). Thus by (2.17) we have

θ
γ

īωk
= γ

¯
µωkci for all i ∈ N (j), and since π

γ

j̄ω = 0, we have∑
i

aijθ
γ

īωk
− πγj̄ωk = γ

¯
µωk

∑
i

aijci ≥
γ
¯
γ̄
µωkpj .
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so that the extended ACS condition (2.21) holds for κ = γ̄/γ
¯
. If θ

γ

īωk
> 0, then by (2.17), we have

Diωk ≥ r
γ

ī = Diωk∗ , so that k ≥ k∗. Then by demand comonotonicity, we have djωk ≥ djωk∗ for all

j, so that yjωk = djωk − djωk∗ and constraint (2.1) binds, as discussed when establishing feasibility.

Then, since ν = 1 ≤ γ̄/γ
¯

we have

νr
γ

ī + κ
∑
j

aijyjωk ≤
γ̄

γ
¯

rγī +
∑
j

aijyjωk

 ,

=
γ̄

γ
¯

Diωk ,

so that (2.23) holds with δ = γ̄/γ
¯
. Finally, since π

γ

j̄ω = 0, (2.24) is trivially satisfied for η = δ. The

result follows by Proposition 2.2.

2.3.3 Alternative Newsvendor Heuristic

In this section we consider an alternative newsvendor heuristic, i.e., a different choice of shortage

cost assignment qi. We first note that the optimality order quantity defined in equation (2.16) for

the constant markup newsvendor can be extended to any qi as follows

rqi = min

{
r ∈ Z+

∣∣∣∣ P [Di > r] <
ci
qi

}
. (2.46)

We will introduce an alternative newsvendor heuristic to the constant markup heuristic con-

sidered in Section 2.3 and demonstrate that it suffers from the same limitation on performance.

Intuitively, we can think of the constant markup shortage costs as a conservative estimate of the

true cost of shortage for a component, since qi = γ
¯
ci ≤ pj for all j ∈ N (i), and indeed there may

be a large gap between qi and pj . If we want a less conservative estimate, we could consider setting

the newsvendor heuristic’s shortage cost equal to some convex combination of the shortage costs in

the original system, i.e., specify non-negative weights λij such that
∑
j∈N (i) λij = 1 for all i and set

qi =
∑

j∈N (i)

λijpj . (2.47)

This cost assignment ensures that qi is within the range of the relevant shortage costs in the

original system, and the weights can be chosen to place qi anywhere in this range. We call a

newsvendor heuristic that uses costs of the form (2.47) a weighted cost newsvendor heuristic. (We

note that a newsvendor heuristic suggested by Lu and Song (2005) takes this form, where the
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weights are determined by a product’s contribution to the expected demand for component i).

Next we introduce our family of examples demonstrating poor performance of the weighted cost

newsvendor heuristic.

Example 2.3 ((K,L, ε̂) system). Consider the same system and demand structure as in Example

2.1. Again assume ci = 1 for all i. However, we modify shortage costs pj = 1+ε̂
Lµ for some 0 < ε̂ <

L− 1, for all j.

Proposition 2.7. For any K ≥ 1, L ≥ 2 and ε̄ ∈ (0,K), there exists ε0 such that for all ε ∈ (0, ε0),

the inventory quantities rqi , 1 ≤ i ≤M , for any weighted cost newsvendor heuristic in the (K,L, ε̂)

system have cost at least (K + 1− ε̄)OPT .

Proof. Since the shortage cost of every product is the same, for any weights used in a weighted cost

newsvendor we have all qi = 1+ε̂
Lµ , and since ci = 1, we have ci/qi = Lµ

1+ε̂ . Upon inspection of the

demands it is clear that each component sees demand for at most d units in any demand scenario,

and so the optimal newsvendor quantity must be an integer between zero and d. For 1 ≤ i ≤ K,

ordering a quantity r < d implies

P[Di > r] = Lµ ≥ Lµ

1 + ε̂
,

which violates the optimality condition for rqi in equation (2.46). Since P[Di > d] = 0 satisfies

the condition, we have rqi = d for all 1 ≤ i ≤ K. Meanwhile, we note that ε̂ < L − 1 implies

1 < L/(1 + ε̂), so that for K + 1 ≤ i ≤ K + L we have

P[Di > 0] = µ <
Lµ

1 + ε̂
,

and so rqi = 0 by (2.46). Thus, for each product j, we will always be missing the component K + j,

and hence cannot fill any demand in any scenario. So, the optimal shortages given the inventory

quantities rqi must be yk = dk, in each demand scenario k. Therefore, the ordering cost plus the

minimal shortage cost associated with the inventory quantities rqi is

dK +
1 + ε̂

Lµ
d(Lµ) = d(K + 1 + ε̂).

Alternatively, we could order no inventory and incur the shortage penalty for all demand, at

a cost of 1+ε̂
Lµ d(Lµ) = d(1 + ε̂). Let ε0 = ε̄

K−ε̄ . Then for ε̂ ∈ (0, ε0), compare the cost under the
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weighted cost newsvendor inventory quantities to the feasible cost of ordering nothing, which is an

upper bound on OPT :

d(K + 1 + ε̂) ≥ (K + 1− ε̄)d(1 + ε̂),

≥ (K + 1− ε̄)OPT

2.4 LP Rounding

We now consider another natural approximation approach for (ATO): rounding a solution of the

LP relaxation to a feasible integer solution. In the following sections, we propose two such round-

ing schemes and establish a few approximation guarantees. First, in Section 2.4.1, we prove an

approximation factor that scales with the inverse of both mean component demand and expected

absolute deviation from mean component demand, demonstrating asymptotic optimality as demand

gets large. Then, in Section 2.4.2, we prove an approximation factor of 1.8, independent of any pa-

rameters of the ATO system. Finally, in Section 2.4.3, we show that the LP relaxation of (ATO)

can be solved efficiently using a stochastic subgradient method.

To the best of our knowledge, our results provide the first constant factor approximation algo-

rithm and the first asymptotically optimal algorithm for (ATO) based on an LP rounding scheme.

The existing ATO research contains a few examples of using LP rounding to determine base-stock

levels for a dynamic problem under the assumption of first-come-first-served second stage allocation

(Lu et al., 2005; van Jaarsveld and Scheller-Wolf, 2015), with rounding schemes implemented in a

heuristic fashion (i.e. round to the nearest integer), and numerical studies validating the procedures.

These heuristics can be adapted to a one-period problem like (ATO) by imagining that demand for

each product arrives all at once (which we do in our numerical simulations of Section 2.5 in order to

have a point of comparison for our rounding schemes). Other works use rounding to approximate

values outside of the context of an LP solution (e.g., rounding inventory or basestock levels in a

dynamic setting as in Glasserman and Wang, 1998; Song, 2002; DeCroix et al., 2009).

Before presenting our results, we briefly review the extensive literature using rounding to find ap-

proximate solutions in operations problems. Examples include filtering and rounding of Shmoys et al.

(1997) (facility location problems), randomized rounding of Teo and Bertsimas (2001) (lot sizing

problems) and Schulz and Skutella (2002) (scheduling unrelated machines), and iterative rounding
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techniques of Jain and Vazirani (2001) (survivable network design). Other examples of rounding in

the operations management literature include the one-warehouse multi-retailer (OWMR) problem

(Levi et al., 2008) and deterministic inventory problems (Nagarajan and Shi, 2016).

2.4.1 Asymptotic Optimality For Large Demand

To introduce our first rounding scheme, let (rLPi , yLPjω ) denote an optimal solution to the LP relax-

ation of (ATO). Then consider rounding to an integer solution as follows

rIi = brLPi c, (2.48)

yIjω = dyLPjω e. (2.49)

It is clear that rounding up the shortages in (2.49) maintains the demand constraint (2.2) (i.e.,

yjω ≤ djω), since the LP solution satisfies this constraint and demand is integral. Similarly, rounding

down the inventory quantity cannot violate the inventory constraint (2.1) (i.e., ri +
∑
j aijyjω ≥∑

j aijdjω), since the LP solution satisfied this constraint, the shortage quantities are rounded up,

and the right-hand side is integral.

We now demonstrate that the rounding (2.48-2.49) performs well as demand scales in any given

system. Define the following

d̄ = γ̂

(∑
i ciD̄i∑
i cini

)
,

ρ = γ∗

(∑
i ciE

[
|Di − D̄i|

]∑
i cini

)
.

Recall that D̄i =
∑
j aij d̄j and ni =

∑
j aij . Thus, the quantity d̄ is proportional to a weighted

average of the expected demand in the system, while ρ is proportional to a weighted average of the

expected absolute deviation from mean component demand. Together, these values represent the

mean, and variability of demand in the system. Recall that for systems with large markups (γ
¯
≥ 2),

the expression (2.19) implies that γ̂ = 1 and γ∗ = 1/2, i.e., these factors are just constants that scale

the demand quantities of interest. Our next result uses these demand quantities to characterize an

approximation factor for the rounding scheme (2.48-2.49).

Theorem 2.1. The LP rounding (2.48-2.49) produces a feasible solution to (ATO) and provides

the following approximation factor

1 +
1

d̄+ ρ
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Proof. First we prove feasibility of (2.48-2.49). Since djω is an integer, it is clear that 0 ≤ yLPjω ≤ djω

implies 0 ≤ yIjω ≤ djω. Further, we have

rIi +
∑
j

aijy
I
jω > rLPi − 1 +

∑
j

aijy
LP
jω ,

≥ −1 +
∑
j

aijdjω,

and since the right- and left-hand sides are integers and the inequality is strict, we have rIi +∑
j aijy

I
jω ≥

∑
j aijdjω, thus satisfying the inventory constraint (2.1).

To prove the approximation factor, it is clear that rIi ≤ rLPi . Further, since we only round up

in (2.49) if 0 < yLPjω < djω, we have

yIjω ≤ yLPjω + 1{0<yLPjω <djω}.

Thus, we can write the cost of the primal solution as∑
i

cir
I
i +

∑
j,ω

µωpjy
I
jω, ≤

∑
i

cir
LP
i +

∑
j,ω

µωpjy
LP
jω +

∑
j,ω

µωpj1{0<yLPjω <djω},

≤ OPT +
∑
j,ω

µωpj1{0<yLPjω <djω}.

Thus, we focus on bounding
∑
j,ω µωpj1{0<yLPjω <djω}. Let θLPiω , πLPjω be an optimal dual solution.

By the complementary slackness conditions, if yLPjω < djω then πLPjω = 0 , and if yLPjω > 0 then∑
i aijθ

LP
iω = µωpj , and so we have∑

j,ω

µωpj1{0<yLPjω <djω} =
∑
j,ω

1{0<yLPjω <djω}
∑
i

aijθ
LP
iω ,

≤
∑
i

∑
ω

θLPiω
∑
j

aij ,

≤
∑
i

cini,

where the first equality follows from complementary slackness, the first inequality follows from

interchanging the order of summation and 1{0<yLPjω <djω} ≤ 1, and the final inequality from dual

constraint (2.6).
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Thus, the cost of the primal solution is bounded by

OPT +
∑
i

cini = OPT +
(
∑
i cini)

∑
i ci
(
γ̂D̄i + γ∗E

[
|Di − D̄i|

])∑
i ci
(
γ̂D̄i + γ∗E

[
|Di − D̄i|

]) ,

≤

(
1 +

∑
i cini

γ̂
∑
i ciD̄i + γ∗

∑
i ciE

[
|Di − D̄i|

])OPT,
=

(
1 +

1

d̄+ ρ

)
OPT,

where the inequality follows from Proposition 2.1.

Thus, in any asymptotic regime where d̄ + ρ becomes large, the rounding scheme (2.48-2.49)

becomes close to optimal. For example, consider a simple scaling regime where, for a given ATO

system, the assembly structure and costs remain fixed, while product demands are scaled up by a

positive integer β. Then it is clear that if d̄ were the average demand in the original system, this

quantity becomes βd̄ in the scaled system. So, for large β, the approximation factor of Theorem

2.1 approaches one. In Section 3.2, we discuss another regime where demand scales as a result of

summing a growing number of independent draws from identical demand distributions, which also

results in asymptotic optimality.

2.4.2 Constant Factor Approximation

Next we enhance our LP rounding algorithm to establish an approximation guarantee that does not

depend on any system parameters. We start our analysis by introducing a critical insight for the

approximability of (ATO): approximation of the second stage cost can be achieved using both the

first and second stage LP cost. In particular, we use the complimentary slackness condition (2.9)

to demonstrate that the shortage cost resulting from rounding shortages up in (2.49), is less than

the ordering cost plus shortage cost in the original LP solution. This gives the following result.

Proposition 2.8. The LP rounding (2.48-2.49) produces a solution with cost less than

2
∑
i

cir
LP
i +

∑
j,ω

µωpjy
LP
jω (2.50)

Proof. It is clear that rIi ≤ rLPi . Further, since the demand quantities are integers and yLPjω ≤ djω,

rounding up shortages as in (2.49) satisfies

yIjω ≤ djω1{yLPjω >0}.
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Let θLPiω , πLPjω be an optimal dual solution. Next we claim that for all j, ω∑
i

aijθ
LP
iω − πLPjω ≥ 0,

which we prove by contradiction. If
∑
i aijθ

LP
iω < πLPjω , then πLPjω can be strictly decreased by

setting it equal to
∑
i aijθ

LP
iω , which remains feasible since the left-hand side of constraint (2.5)

would evaluate to zero, and this is the only constraint πjω appears in. This would strictly increase

the objective, hence the original solution was not optimal, a contradiction.

Finaly, by complimentary slackness condition (2.9) we have

µωpj1{yLPjω >0} = 1{yLPjω >0}

(∑
i

aijθ
LP
iω − πLPjω

)
,

so that the we can bound the cost of the rounded solution by∑
i

cir
LP
i +

∑
j,ω

µωpjdjω1{yLPjω >0} =
∑
i

cir
LP
i +

∑
j,ω

djω1{yLPjω >0}

(∑
i

aijθ
LP
iω − πLPjω

)
,

≤
∑
i

cir
LP
i +

∑
j,ω

djω

(∑
i

aijθ
LP
iω − πLPjω

)
,

= 2
∑
i

cir
LP
i +

∑
j,ω

µωpjy
LP
jω ,

where the final equality follows from strong duality.

This result readily implies an approximation factor of 2, but we note that it allows room for

improvement. In particular, if the expected shortage cost of the LP solution (
∑
j,ω µωpjy

LP
jω ) is

large relative to the ordering cost (
∑
i cir

LP
i ), then the approximation factor implied by (2.50) will

be less than 2. To take advantage of this observation, we consider an alternative rounding scheme

that provides good performance in the opposite case, i.e., when ordering cost is large relative to

shortage cost.

For any factor α > 1 consider rounding as follows

rIi =
⌊
αrLPi

⌋
, (2.51)

yIjω = min

(⌊
α

α− 1
yLPjω

⌋
, djω

)
. (2.52)

We note that in many cases, scaling up before rounding will result in an integer larger than

the original LP variable, and so (2.51-2.52) may effectively behave like a rounding up procedure.

39



Further, we highlight that the factor α characterizes a trade-off between approximating the first

and second stage costs when rounding the LP solution. In particular, if α is close to one, then

(2.51) approximates the LP ordering quantities well, but α/(α − 1) is large so (2.52) may not be

a good approximation for the LP shortage quantities. The opposite effect occurs when α is large,

demonstrating the trade-off inherent in the rounding. Intuitively, this scaling trade-off allows us to

take advantage of situations in which the ordering cost is much larger than the shortage cost. This

trade-off is summarized in the following bound on the cost of the rounded solution.

Proposition 2.9. The LP rounding (2.51-2.52) produces a feasible solution to (ATO) with cost

less than

α
∑
i

cir
LP
i +

α

α− 1

∑
j,ω

µωpjy
LP
jω .

Proof. Given feasibility, it is clear from (2.51-2.52) that rIi ≤ αrLPi and yIjω ≤ α/(α− 1)yLPjω , which

implies the result. To establish feasibility, since djω is an integer, it is clear that all quantities are

positive integers and that the demand constraint (2.2) is satisfied. Consider constraint (2.1) for

some i and ω, and let Jω = {j|yLPjω ≥ (1− 1
α )djω}. For j ∈ Jω, we have α/(α− 1)yLPjω ≥ djω, so the

rounding in (2.52) sets yIjω = djω. Further, we have∑
j

aijdjω ≤
∑
j

aijy
LP
jω + rLPi ,

<

(
1− 1

α

) ∑
j /∈Jω

aijdjω +
∑
j∈Jω

aijdjω + rLPi ,

where the first inequality follows from feasibility of the LP solution, and the second from the

definition of Jω, and the fact that yLPjω ≤ djω. Rearranging this inequality implies that∑
j /∈Jω

aijdjω < αrLPi

Since
∑
j /∈Jω aijdjω is an integer, by the definition of the rounding in (2.51) we have∑

j /∈Jω

aijdjω ≤ rIi .
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Since yIjω = djω for j ∈ Jω, and yIjω ≥ 0 always, we have∑
j

aijdjω =
∑
j /∈Jω

aijdjω +
∑
j∈Jω

aijy
I
jω,

≤ rIi +
∑
j

aijy
I
jω,

which establishes feasibility for the inventory constraint (2.1).

Note that Proposition 2.9 establishes that the LP rounding (2.51-2.52) with α = 2 provides an

alternative 2-approximation for (ATO). We next establish that the approximation factor can be

improved by combining the rounding procedures and corresponding bounds of Propositions 2.8 and

2.9.

Theorem 2.2. The minimum cost solution from the LP rounding schemes (2.48-2.49), and (2.51-

2.52) with α = 3/2, provides a 1.8 approximation.

Proof. To ease notation, let R =
∑
i cir

LP
i and Y =

∑
j,ω µωpjy

LP
jω . We first prove a bound for any

α, which we then minimize to obtain the α with the best approximation guarantee.

For a given α, comparing the minimum cost solution between rounding according to (2.48-2.49)

and (2.51-2.52), with the cost of the LP solution, gives the following ratio

min
(

2R+ Y, αR+ α
α−1Y

)
R+ Y

.

We may exclude from consideration any α ≥ 2, because in that case the minimizer is trivially

2R+Y , giving no improvement over the bound of Proposition 2.8. So, for α < 2, the approximation

factor of the algorithm is the maximum of the above ratio over all possible R and Y , which is

equivalent to

max
R+Y=1

{
min

(
2R+ Y, αR+

α

α− 1
Y

)}
.

Note that the function inside the maximization is a piecewise linear concave function, whose

maximum is achieved when 2R+Y = αR+ α
α−1Y . Substituting into the objective, with R+Y = 1,

this gives an approximation factor of

3α− α2

3α− α2 − 1
,

which, using elementary calculus, is minimized at α = 3/2, with a value 1.8.
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We note an important feature of the rounding algorithm in Theorem 2.2 is that the minimum

cost solution between the rounding schemes (2.48-2.49), and (2.51-2.52) (with any α) maintains

the approximation guarantee of Theorem 2.1. In light of this, we can view Theorems 2.1 and 2.2

as approximation guarantees for a single LP rounding algorithm (i.e., the minimum cost solution

between (2.48-2.49), and (2.51-2.52)). Thus, our LP rounding algorithm is provably robust, with

performance guarantees in both large and small demand regimes for general assembly structures.

We note that the factor α = 3/2 in Theorem 2.2 is chosen to minimize the worst case approxi-

mation guarantee of the algorithm. For a given problem instance, however, a different scaling factor

may produce better performance. Thus, in our simulations in Section 2.5, we implement a heuris-

tic search for a local minimum value of α. Our rounding scheme (2.51-2.52) provides an intuitive

understanding of the trade-off between first and second stage costs, which can be used to balance

these costs appropriately.

Further, we highlight that choosing the minimum cost solution between the two rounding schemes

can be interpreted as a comparison between the ordering and shortage costs of the LP solution. In

particular, for a given α, we choose the rounding (2.48-2.49) when 2R+ Y ≤ αR+ α
α−1Y , which is

equivalent to

(2− α)(α− 1) ≤ Y

R
. (2.53)

Thus, we can view (2.53) as a threshold policy, where we choose which rounding to use based

on comparing the ratio Y/R to the threshold (2 − α)(α − 1). If the LP ordering cost is relatively

small compared to the shortage cost, we round inventory quantities down, otherwise we scale them

up before rounding. The intuition of this approach is that, when ordering cost is small relative to

shortage cost, decreasing the ordering cost and increasing the shortage cost will not increase overall

cost too much. Conversely, when ordering cost is relatively large, increasing ordering cost slightly

allows us to control any subsequent increases in shortage cost caused by rounding.

We close this subsection by noting that the rounding result of Theorem 2.2 appears reminiscent

of the result in Levi et al. (2008) for the OWMR problem, as they also achieve a 1.8 approximation

factor by taking the minimum cost solution of two rounding schemes. However, the rounding schemes

used are quite different, as well as the problem itself, since Levi et al. (2008) use a random shift

procedure to decide the timing of joint ordering decisions with fixed costs, while we use deterministic

rounding to decide inventory and allocation levels.
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2.4.3 Stochastic Subgradient Method

In Sections 2.4.1 and 2.4.2 we show how to round an optimal solution of the LP relaxation of (ATO)

to obtain a feasible integral solution and associated bound on cost. This LP rounding approach

assumes that the LP solution is readily available, which is the case if the number of demand scenarios

in Ω is not too large. However, describing demand uncertainty could result in exponential growth

of the LP’s size (e.g. if demand is independent across products), and off-the-shelf LP solvers may

not scale well.

Nonetheless, the stochastic programming literature offers various stochastic approximations (i.e.,

gradient methods) to overcome this difficulty (see e.g., Shapiro et al., 2009). While much of the

theory applies to strongly convex functions (e.g., Nemirovski et al., 2009), the LP relaxation of

(ATO) is neither strongly convex nor differentiable, motivating our use of the subgradient method

in Shapiro et al. (2009). We show that with high probability the algorithm provides a near optimal

solution to the LP relaxation of (ATO) in polynomial time independent of the number of demand

scenarios.

The algorithm treats the objective value as a function of the first stage inventory decisions and

uses the second stage dual LP to calculate subgradients. Typically, this approach would give little

advantage over solving the original LP directly since the second stage LP still requires variables

and constraints for each demand scenario. The key insight is that solving the second stage LP

for a random sequence of demand scenarios maintains convergence in expectation (and therefore in

probability). This offers potentially large computational savings as the LP solved in each iteration

has only one demand scenario instead of (possibly exponentially) many. In this way, the algorithm

provides a simple solution procedure: draw a sample, solve a small LP, update inventory, repeat.

For purposes of the algorithm, we think of the objective of (ATO) as a function of the first stage

decision variables. To represent this function in a compact form consider the second stage LP for a

given demand scenario, ω, and first stage vector r

gω(r) =



min
y

∑
j

pjyjω

s.t. ri +
∑
j

aijyjω ≥
∑
j

aijdjω, ∀ i

0 ≤ yjω ≤ djω, ∀ j


(2.54)
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Then define the function fω(r) =
∑
i rici + gω(r), and consider the problem

min
r≥0

E[fω(r)], (2.55)

which is equivalent to solving the LP relaxation of (ATO). A stochastic approximation method

for this problem requires calculating a subgradient of fω(r) in successive iterations. To obtain a

subgradient, consider the dual of the second stage problem defining gω(r) in (2.54)

max
θ,π

∑
i

θiω

∑
j

aijdjω − ri

−∑
j

πjωdjω (SDATO)

s.t.
∑
i

aijθiω − πjω ≤ pj , ∀ j (2.56)

θ,π ≥ 0. (2.57)

By strong duality gω(r) equals the optimal cost of (SDATO), allowing use of the optimal dual

solution as a subgradient. In particular, for given r and demand scenario ω, let θiω(r) and πjω(r)

denote an optimal solution to (SDATO). Further, letting θω(r) represent the vector in RM with

θiω(r) in element i, a standard duality argument establishes that c−θω(r) is a subgradient of fω(r),

which we prove formally in the following Lemma.

Lemma 2.8. For any first stage vector r′, the vector c− θω(r′) is a subgradient of fω at r′.

Proof. Consider another first stage vector r. Since the constraints in the dual problem do not

depend on r′, θiω(r′), πjω(r′) is feasible to the dual problem for r as well, and hence weak duality

gives

fω(r) ≥
∑
i

ciri +
∑
i

θiω(r′)

∑
j

aijdjω − ri

−∑
j

πjω(r′)djω.

Therefore subtracting fω(r′) gives fω(r)−fω(r′) ≥
∑
i (ci − θiω(r′)) (ri−r′i), satisfying the definition

of a subgradient.

To run the algorithm, we choose a number of iterations, T , and constant step size, h. In each

iteration, t, we draw a random demand scenario ψt ∈ Ω (according to the probabilities µω), solve the

second stage dual problem, (SDATO), and update the first stage inventory vector in the direction
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of the negative subgradient. To obtain a bound on the initial distance from the optimal solution,

we define the set

PATO = {r ∈ RM
∣∣ 0 ≤ ri ≤

∑
j

pj d̄j/ci, 1 ≤ i ≤M}.

In the following Lemma we show that an LP optimal inventory vector, r∗, lies in PATO.

Lemma 2.9. There exists an optimal solution to the LP relaxation of (ATO) in the convex set

PATO. Further, we have

‖r− r0‖2 ≤ 1

4

∑
j

pj d̄j

2∑
i

1

c2i
, ∀ r ∈ PATO.

Proof. Let r∗i and y∗jω denote an optimal LP solution. Consider the feasible solution that sets

ri = 0,∀i and yjω = djω,∀j, ω, which has cost
∑
j pj d̄j . The optimal solution must have cost less

than this feasible cost, so, for any i′, we have

ci′r
∗
i′ ≤

∑
i

cir
∗
i +

∑
j,ω

µωpjy
∗
jω,

≤
∑
j

pj d̄j ,

which establishes that r∗ ∈ PATO. For the second claim, since r ∈ PATO, we have 0 ≤ ri ≤∑
j pj d̄j/ci, so that (ri − r0

i )
2 ≤ 1

4

(∑
j pj d̄j/ci

)2

. Summing over the components gives the bound.

Thus, without loss of generality we add the constraint r ∈ PATO to the LP relaxation of (ATO).

Let P (r) denote the Euclidean projection of a vector r ∈ RM onto PATO, noting that the box

structure reduces this projection to a simple element-wise max and min procedure. With this

notation we present Algorithm 1.

To analyze convergence, we bound the initial distance from optimal, as well as the norm of the

subgradients. For the former, consider the following initial inventory vector

r0 = (r0
1, . . . , r

0
M ), s.t. r0

i =
1

2

∑
j

pj d̄j/ci, 1 ≤ i ≤M,
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Algorithm 1 Stochastic Subgradient

1: Initialize r0, number of iterations T , step size h
2: for t = 0, . . . , T − 1 do
3: Draw random scenario ψt
4: Solve (SDATO) for rt and ψt to obtain θψt(r

t)
5: Update rt+1 ← P (rt − h [c− θψt(r

t)])
6: end for
7: r̄← 1

T

∑T−1
t=0 rt.

and define the following quantity

R =
1

4

∑
j

pj d̄j

2∑
i

1

c2i
.

Since r∗ ∈ PATO, it is straightforward to show that ‖r∗ − r0‖2 ≤ R. Finally, we define the

quantity

G =
∑
i

ĉ2i ,

where ĉi = max
{
ci,maxj∈N (i){pj} − ci

}
. In the following Lemma, we show that the norm of the

subgradient is bound by G.

Lemma 2.10. For any demand scenario ω and any r ∈ PATO, we have

‖c− θω(r)‖2 ≤
∑
i

ĉ2i

Proof. Let pimax = maxj∈N (i){pj}, so ĉi = max {ci, pimax − ci}. First we claim that θiω(r) ≤ pimax.

Assume to the contrary that there is an i such that θiω(r) > pimax. Then for all j ∈ N (i), we have∑
i′ ai′jθi′ω(r) − pj > 0, so that the optimal π variable must be πjω(r) =

∑
i′ ai′jθi′ω(r) − pj .

Therefore, the variables θiω(r) and πjω(r) for j ∈ N (i) contribute the following amount to the dual

objective value

θiω(r)
∑
j

aijdjω −
∑

j∈N (i)

(
aijθiω(r) +

∑
i′ 6=i

ai′jθi′ω(r)− pj
)
djω − θiω(r)ri,

=
∑

j∈N (i)

(
pj −

∑
i′ 6=i

ai′jθi′ω(r)

)
djω − θiω(r)ri.

Consider instead setting θiω = pimax. Then we have θiω +
∑
i′ 6=i ai′jθi′ω(r) ≥ pj for all j ∈ N (i) so

it is feasible to set πjω = aijθiω +
∑
i′ 6=i ai′jθi′ω(r)− pj for j ∈ N (i). Now the variables θiω and πjω
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for j ∈ N (i) will contribute the following amount to the objective value

θiω
∑
j

aijdjω −
∑

j∈N (i)

aijθiω +
∑
i′ 6=i

ai′jθi′ω(r)− pj

 djω − θiωri,

=
∑

j∈N (i)

(
pj −

∑
i′ 6=i

ai′jθi′ω(r)

)
djω − pimaxri.

Since we assumed θiω(r) > pimax, this is an increase in the objective value, and so θiω(r) was not

optimal. Therefore, we have 0 ≤ θiω(r) ≤ pimax. Thus, if θiω(r) ≤ ci, we have |ci − θiω(r)| ≤ ci,

and if θiω(r) > ci we have |ci− θiω(r)| ≤ pimax− ci, so that |ci− θiω(r)| ≤ max{ci, pimax− ci} = ĉi.

Thus (ci − θiω(r))2 ≤ ĉ2i and summing over i gives the claim.

With these bounds we can state the convergence result for Algorithm 1. Note that the algorithm’s

sampling procedure generates a random solution r̄, and let STO(r̄) represent its cost, i.e., STO(r̄) =

E[fω(r̄)]. Recall that OPTLP denotes the optimal cost of the LP relaxation of (ATO). Then we

have the following result

Proposition 2.10. For any δ, ε > 0, let the number of iterations and step size be

T =

⌈
RG

δ2ε2

⌉
, h =

√
R

GT
.

Then Algorithm 1 produces r̄ satisfying

P
[
STO(r̄)−OPTLP ≥ δ

]
≤ ε

Proof. Given the bound on the diameter of PATO from Lemma 2.9 and the bound on the norm

of the subgradients from Lemma 2.10, Proposition 2.10 follows immediately from the analysis of

Shapiro et al. (2009) (see pages 235-236).

Therefore we can obtain a close to optimal fractional solution with high probability in a poly-

nomial number of iterations that is independent of the number of demand scenarios. Each iteration

requires solving an LP that has M + N variables and N constraints, and so the entire procedure

can be carried out in polynomial time that is independent of the number of demand scenarios.

We note that while there exist other algorithms for solving the stochastic program, the focus of

this chapter is not on determining the best such algorithm. We present Algorithm 1 primarily to
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demonstrate that efficient solutions are available for the LP relaxation of (ATO) that can be used

as input for the rounding schemes in Sections 2.4.1 and 2.4.2. Furthermore, we find the algorithm

attractive for a simple managerial interpretation it provides, which we describe next.

Consider a manager who is contemplating an order for a particular inventory vector r0. She

wants to know how r0 might perform and so randomly draws a demand scenario from Ω. She

solves the second stage allocation under this demand scenario and makes note of which products

have a shortage and which components have a surplus. Then she adjusts upward the inventory of

components serving the short products and adjusts downward the inventory of components with a

surplus. Then she draws another sample, solves the allocation again, and makes another adjustment.

After repeating this process several times, she averages the inventory vectors, figuring that should

account for the variety of scenarios she has seen.

The procedure described in the previous paragraph roughly corresponds to Algorithm 1 via an

interpretation of the dual variables. From the update in Step 5 of Algorithm 1, we see that, roughly

speaking, ri increases if θiω is large and decreases if θiω is small. Note that θiω is the dual variable

for the primal inventory constraint ri +
∑
j aijyjω ≥

∑
j aijdjω. Thus, if this constraint is slack,

i.e. there is a surplus of component i, then by complementary slackness θiω = 0 and the algorithm

will decrease the inventory quantity. Further, when component i is causing large shortages for

the products it serves, the dual solution will require a large value for the θiω variable. Then the

algorithm will increase the inventory quantity ri. Therefore, the intuitive procedure described above

can lead to effective inventory quantities when implemented according to the details of Algorithm

1 and Proposition 2.10.

2.5 Simulation Results

In this section we compare algorithms for (ATO) using numerical simulations.

2.5.1 Setup

We consider a total of 200 problem instances, i.e., all combinations of 5 assembly structures, 10

demand distributions, and 4 sets of cost parameters, which we describe next.

Assembly Structures. We consider five assembly structures:

• M-system of Figure 2.1 (2 components, 3 products)
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1 1 1 1 1 1
1 0 0 0 0 0
0 1 0 0 0 0
0 0 1 1 1 0
0 0 0 0 0 1
1 1 1 1 1 1
1 1 0 0 0 1
0 0 1 1 1 0
1 1 1 1 1 1
1 1 1 0 1 0
0 0 0 1 0 0
0 0 1 0 0 1
1 1 1 1 1 0
0 0 1 0 0 1


Figure 2.3: The W System and LS System



1 0 1 0 1 0 1
0 1 1 0 0 1 1
1 1 0 0 1 1 0
0 0 0 1 1 1 1
1 0 1 1 0 1 0
0 1 1 1 1 0 0
1 1 0 1 0 0 1


Figure 2.4: The SC System

• W system on the left side of Figure 2.3 (3 components, 2 products)

• “KL” structure of Figure 2.2 with K=3 and L=5, (8 components, 5 products)

• “LS” system, whose bipartite graph incidence matrix (components as rows, products as

columns) is on the right side of Figure 2.3 (example from Lu and Song, 2005) (14 compo-

nents, 6 products)

• “SC” system in Figure 2.4, which corresponds to an instance of set cover (i.e., components

are elements, products are sets) from a family of examples known to have a large integrality

gap (Vazirani, 2013) (7 components, 7 products)

We choose these examples to give our algorithms a range of inputs, including structures that are

simple (M, W), somewhat realistic (LS), and theoretically challenging (KL, SC).

Demand. For each problem instance, we construct the set of demand scenarios Ω by drawing

10,000 random samples from a specified distribution, then assign each scenario in Ω equal probabil-
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ity. For ease of implementation, we specify several continuous distributions, which are rounded to

integers. Individual product demand is capped at a maximum of 20, and floored at 0. We consider

the following distributions:

• Multivariate normal distributions; with various combinations of means either 10 or 13, vari-

ances either 10 or 20, and zero, positive, and negative correlation (6 distributions).

• Independent exponential distributions, with means 10 or 13 (2 distributions).

• I.I.D. discrete uniform on the integers {0, . . . , 20} (1 distribution).

• I.I.D. Bernoulli random variables with success probability 1/2 (1 distribution).

Costs. We consider 4 sets of cost parameters. For each set, we have ci = 1 for all i. To

maintain consistency across systems, we model the shortage costs through the markup parameters

γj as follows:

• Identical markups of 1.1.

• Identical markups of 3.

• Markups 2 and 1.5 for different products.

• Markups 3 and 1.1 for different products.

2.5.2 Heuristics and Computation

For each problem instance we run 5 heuristics. The first three are newsvendor heuristics: i) constant

markup newsvendor (CM); ii) weighted cost newsvendor (WC), with weights determined by a prod-

uct’s contribution to average demand for a component; and iii) full cost newsvendor (FC), which

uses the full shortage cost, pj , of product j for each newsvendor subproblem (as in van Jaarsveld and

Scheller-Wolf, 2015). The next two heuristics are LP rounding schemes that operate on the solution

produced by the stochastic subgradient method of Section 2.4.3. These are iv) myopic rounding

(MY), which rounds inventory quantities to the nearest integer and fills demand in each scenario

on a first-come-first-served (FCFS) basis according to a random permutation of the products (i.e.,

an imitation of the dynamic policies of Lu et al., 2005 and van Jaarsveld and Scheller-Wolf, 2015

in the one-period problem, included to have a point of comparison with existing techniques); and
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v) our rounding scheme of Theorem 2.2 (RD), with a heuristic search to find a good value for the

scaling parameter α.

We also directly solve the LP relaxation of (ATO) (including all 10,000 demand scenarios) to

obtain a lower bound on optimal cost, and a benchmark running time for comparison with the

stochastic subgradient method. All LPs were solved with Gurobi version 7.0.1 using concurrent

simplex and barrier methods. All simulations were implemented in Python 3.5 on an Intel i7-6700

CPU at 3.4 GHz and 16 GB of RAM.

Algorithm 2 Heuristic Stopping Criterion

1: On first run, initialize r̄−1 = r0, epoch length s, tolerance level ε0
2: Receive input: period t and r̄t = 1

t

∑t−1
t′=0 rt

′

3: if t mod s = 0 then
4: if T−t

s ‖r̄
t − r̄−1‖∞ ≤ ε0 then

5: Set T = t and exit outer “for” loop of Algorithm 1
6: end if
7: Set r̄−1 = r̄t

8: end if

The order quantities for the CM and WC newsvendor heuristics are computed by iterating

through a sorted list of the realizations of Di until the unique value satisfying the definition in

equation (2.16) (or (2.46)) is found. We estimate the second stage shortage cost for the resulting

inventory vectors by solving the second stage LP (2.4) for each demand scenario, and round up

the solution. The FC newsvendor heuristic has an optimal quantile definition similar to (2.46) that

incorporates different costs for each product, and is efficiently computed using binary search.

The MY and RD heuristics use the stochastic subgradient procedure to solve the LP, following

Algorithm 1 of Section 2.4.3. While the running time bound of Proposition 2.10 is theoretically im-

portant, it is well known that such subgradient algorithms can exhibit slow convergence in practice.

Therefore, we implement a heuristic stopping criteria, Algorithm 2, at the end of each iteration of

the “for” loop in Algorithm 1. The basic idea is to monitor the change in the average solution across

time epochs. Specifically, let r̄t = 1
t

∑t−1
t′=0 rt

′
be the average solution up to period t and choose an

epoch length s < T . At iterations tk = ks for k = 1, 2, . . . , check the change in the average solution,

projected over the remaining iterations, i.e., consider T−tk
s (r̄tk − r̄tk−1). If this projected change

is below some predefined threshold ε0 in a chosen norm, terminate the algorithm. This approach

performs well numerically, since the rounding scheme erases small deviations in the output r̄. We

chose a tolerance level of ε0 = 1, and an epoch length of s = 100.
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For the tolerance level of the stochastic subgradient convergence result in Proposition 2.10 we

chose ε = .5. To choose a reasonable level for δ, we leverage the lower bound on cost calculated by

the constant markup newsvendor heuristic (per Lemma 2.1). We set δ equal to 20% of this lower

bound, meaning the tolerance level is calibrated to at most 20% of the optimal cost. We initialize

the algorithm at the CM heuristic solution. Since we use the CM heuristic to implement the RD

heuristic, we include the CM run time in the RD run time.

Once the stochastic subgradient algorithm produces a first stage inventory vector, we solve the

resulting second stage LP (2.4) for each demand scenario to obtain the LP shortage quantities (this

computation time is also included in the RD run time). We round the resulting LP solution using

both (2.48-2.49) and (2.51-2.52), and use the minimum cost solution per Theorem 2.2. For the

rounding scheme (2.51-2.52) we use a heuristic golden section search (Press et al., 2002) to find a

local minimizer for the parameter α between 1 and 2. The computation time for this search is also

included in the RD run time.

For the MY heuristic, we round the first stage inventory vector produced by the stochastic

subgradient algorithm to the nearest integer. Then, for each scenario we consider the product

demands arriving in a random permutation, and greedily fill demand in this order until components

run out (to implement a FCFS allocation rule).

2.5.3 Results

The overall optimality gaps and run times for the simulations are summarized in Figure 2.5, with

details for each system given in Tables 2.1 and 2.2. The optimality gaps are given in terms of per-

centage above optimal (i.e., COST/OPT −1). Note that we report upper bounds on the optimality

gap as we compare heuristic performance to the solution of the LP relaxation of (ATO).

The RD heuristic performs very well overall, with an average optimality gap of 1.2% (compared

to 10-13% for the newsvendor heuristics, and 5.9% for the other rounding heurisitic, MY), and

worst-case gap of 7.4% across all 200 instances (compared to 62-153% for newsvendor and 40%

for MY). We note that across systems, the worst rounding performance occurs with the Bernoulli

demand distribution, whose small mean (and variability) make the guarantee of Theorem 2.1 less

favorable. The worst case gap for RD among the other 9 demand distributions is around 4%.

In terms of run time, the newsvendor heuristics are very fast, with averages around 1 second.
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Figure 2.5: Relative optimality gap by heuristic

Table 2.1: Average Gaps and Run Times by Heuristic
Avg. Gap & Time Gap % Time (Seconds)

Syst. Comp. Prod. CM WC FC MY RD CM WC FC MY RD
M 2 3 3.6 5.5 1.2 11.8 0.5 0.7 0.7 0.8 2.5 1.4
W 3 2 11.7 9.1 10.7 0.9 0.8 0.7 0.7 0.8 2.4 1.5
LS 14 6 17.7 16.2 20.8 4.9 1.7 1.2 1.1 2.1 8.0 6.2
KL 8 5 27.2 11.8 19.8 2.0 1.2 0.9 0.9 1.4 4.0 2.6
SC 7 7 4.2 10.2 9.1 10.0 1.6 1.1 0.9 1.5 4.5 2.8

Average 12.9 10.6 12.3 5.9 1.2 0.9 0.8 1.3 4.3 2.9

The RD algorithm takes longer since it needs to solve the LP, although its run time using the

stochastic subgradient method is about half that of solving the full LP on average. We also note

that the stochastic subgradient algorithm can require significantly less memory than solving the full

LP, since it maintains only a few first stage vectors of length M and a single second stage vector of

length N .

In summary, these simulations suggest that while the newsvendor heuristics can provide a rea-

sonable level of accuracy in a very short run time, our rounding scheme provides a significant

improvement in accuracy with a modest increase in run time. Further, in addition to providing

the first approximation guarantees, our rounding scheme improves upon the numerical performance

of heuristic rounding approaches considered in the literature. Finally, these simulations serve to

further illustrate a main point of the chapter, that integrality constraints in (ATO) need not hinder

our ability to find good solutions. In particular, we show that the rounding scheme we develop
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Table 2.2: Maximum Gaps and Run Times by Heuristic
Max. Gap & Time Gap % Time (Seconds)

Syst. Comp. Prod. CM WC FC MY RD CM WC FC MY RD
M 2 3 59.3 16.3 16.3 39.6 1.8 0.7 0.8 1.0 2.7 1.6
W 3 2 44.9 61.9 74.2 3.8 2.7 0.7 0.7 1.1 2.7 1.6
LS 14 6 66.8 50.5 104 14.8 7.4 1.4 1.2 4.2 16 14
KL 8 5 97.0 36.9 153 9.3 4.4 1.1 1.0 2.3 5.6 4.2
SC 7 7 31.4 48.6 48.6 25.8 6.3 1.2 1.0 2.8 5.9 4.2

Maximum 97.0 61.9 153 39.6 7.4 1.4 1.2 4.2 16 14

performs very well.

2.6 Computational Complexity

In the model introduction of Section 2.2, we observe a connection between the NP-hard set cover

problem and the second stage allocation problem of (ATO). In this section, we build upon this

observation to formally demonstrate that solving (ATO) is NP-hard.

2.6.1 A Class of Set Cover Problems

In order to establish the computational complexity of (ATO), we first consider a class of set cover

instances (which we show are NP-hard) that will aid the reductions for ATO problems. First, we

recall the classic definition of the set cover problem (Vazirani, 2013). For a ground set U , with

typical element i ∈ U , let S denote a family of subsets of U , i.e., Sj ⊆ U for all Sj ∈ S. The set

cover problem is, given U and S, find the smallest number of subsets whose union covers U . Let J

denote the set of indices of the sets Sj ∈ S, so that |J | = |S|.

We want to consider families of subsets with a partially overlapping structure, and follow Lubell

(1966) in making the following definition of Sperner families.

Definition 2.3 (Sperner Family). A family of subsets S of a ground set U is called Sperner if no

set Sj ∈ S contains another Sj′ ∈ S, j 6= j′.

We make the following definition to describe the set of sets that an element i of U is contained

in.

Definition 2.4 (Inverse Family). For a family of subsets S of a ground set U , its inverse family is

the family U of subsets of J representing the sets in S that contain each element of U , i.e., for each
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i ∈ U , Ti ∈ U is defined as

Ti = {j ∈ J |i ∈ Sj}.

The families of subsets we are interested in are those whose inverse family is Sperner, which we

define as follows.

Definition 2.5 (Inverse Sperner Family). A family of subsets S of a ground set U is called inverse

Sperner if its inverse family is Sperner.

This definition will be essential to our proof of NP-hardness for (ATO). In (ATO), the compo-

nents correspond to the elements of the set cover instance, and an inverse Sperner family gives us

the property that, for any two components i 6= i′, we have

|N (i) ∩N (i′)| ≤ |N (i)| − 1.

This property will allow us to construct a set of demand scenarios where each component i has

demand |N (i)| − 1 in at least one scenario, and never has more demand than this in any scenario.

This in turn provides a means to encode a set cover instance with the second stage allocation

problem of (ATO). First we need to demonstrate that any set cover instance can be reduced to set

cover for an inverse Sperner family. To that end, the inverse Sperner set cover problem is to solve

set cover for a ground set U and a family of subsets S which is inverse Sperner.

Lemma 2.11. Given any set cover instance U and S, we can construct in polynomial time an

instance of inverse Sperner set cover U ′ and S ′, with the following properties: i) |U ′| ≤ |U |, and ii)

a collection of sets from S ′ is a cover for U ′ if and only if the corresponding collection of sets from

S is a cover for U . Specifically, let K ⊆ J denote a subset of set indices and we claim that⋃
j∈K

S′j = U ′, if and only if
⋃
j∈K

Sj = U.

Proof. Given a set cover instance, U and S, we construct the inverse Sperner set cover instance U ′

and S ′ as follows. Begin with U ′ = U . For each i ∈ U ′, if there exists another i′ ∈ U ′ such that

Ti′ ⊆ Ti, then remove i from U ′ and call i′ the removing witness of i. If i was already a removing

witness for another element i′′, then update i′ to be the removing witness of i′′ as well. After

constructing the set U ′, update S ′ to be the collection of sets S′j = U ′ ∩ Sj . Then, by construction,

S ′ is an inverse Sperner family of subsets of U ′. Constructing the sets Ti takes O(|U ||S|) time, while
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the construction of U ′ and S ′ takes O(|U |2|S|) time. To construct U ′, we only removed elements

from U , and therefore |U ′| ≤ |U |.

Let K ⊆ J denote the indices a cover in S ′ for U ′, i.e., ∪j∈KS′j = U ′. Note that since S′j ⊆ Sj for

all j, we have U ′ = ∪j∈KS′j ⊆ ∪j∈KSj , so that the elements i ∈ U ′ are clearly covered by ∪j∈KSj .

Then, consider some i ∈ U \ U ′ that was removed from U when constructing U ′ and let i′ be its

removing witness, so that i′ ∈ U ′ and Ti′ ⊆ Ti. Letting j′ ∈ K be the index of a set that covers i′

in the optimal solution K, we have j′ ∈ Ti′ ⊆ Ti. Therefore i ∈ Sj′ , so that i is covered by ∪j∈KSj .

Next, let L ⊆ J denote a cover for U , i.e., ∪j∈LSj = U . Then we have⋃
j∈L

S′j =
⋃
j∈L

Sj ∩ U ′,

= U ′,

where the first line follows from the definition of S′j and the last from the fact that ∪j∈LSj covers

U and U ′ ⊆ U .

Lemma 2.12. Any set cover instance can be reduced in polynomial time to an instance of inverse

Sperner set cover.

Proof. With the correspondence of Lemma 2.11, it is clear that an optimal subset of indices K∗

that covers U ′ must also be an optimal subset of indices that covers U . Thus, having solved set

cover for U ′ and S ′, the only computation required to produce an optimal solution for U and S is

mapping the indices of K∗ back to the sets in S, which takes time O(|S|).

2.6.2 Complexity of (ATO)

With Lemma 2.12 in hand, we now prove our main result showing that (ATO) can be used to solve

any instance of inverse Sperner set cover.

Proposition 2.11. Any inverse Sperner set cover instance can be reduced in polynomial time to

an instance of (ATO).

Proof. Consider a given instance of inverse Sperner set cover, U and S. Then create an instance I

of (ATO) as follows. Let there be M = |U | components and N = |S| products, and for each i ∈ U ,

let aij = 1 for each j such that i ∈ Sj , and let aij = 0 otherwise. Choose some 0 < ε < 1 and let

δ =
ε

2M2 + ε
,
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and let the cost of each product be pj = 2M/(1− δ), and the cost of each component be ci = 1. Let

there be M + 1 demand scenarios, indexed by k = 1, . . . ,M + 1. The first M scenarios each occur

with probability µk = (1−δ)/M , and each have unit demand localized to all but one of the products

served by a single component. In particular, for scenario k ∈ {1, . . . ,M}, consider component i = k

and choose a proper subset of the products it serves, D(k) ⊂ N (i), of size |D(k)| = |N (i)| − 1, and

let these products have unit demand, i.e., djk = 1 for j ∈ D(k), while all other products have zero

demand in this scenario. The final scenario, k = M + 1, occurs with probability µk = δ and has

unit demand for all products, i.e., djk = 1 for all j. We call scenario k = M +1 the pivotal scenario.

Constructing this instance I of (ATO) takes O(|U ||S|) time.

Optimal inventory claim. We establish the reduction by demonstrating that the second stage

allocation in the pivotal scenario of I is equivalent to the set cover problem for U and S. As the key

step in establishing this equivalence, we claim that the optimal first stage solution for the instance

I of (ATO) is to set, for each component i

r∗i = |N(i)| − 1. (2.58)

Encoding set cover. Given optimal inventory quantities (2.58), since djk = 1 for all products

in the pivotal demand scenario, the shortage of component i in this scenario is∑
j

aijdjk − r∗i = |N(i)| − (|N(i)| − 1),

= 1.

Further, 0 ≤ yjk ≤ djk = 1 together with the integrality requirement is equivalent to yjk ∈ {0, 1}.

Finally, in the pivotal scenario k = M + 1, the objective coefficient for the shortage variable yjk for

any j is µkpj = δ2M/(1− δ) = ε/M . Thus, given the optimal inventory quantities in (2.58), finding

the optimal shortage cost in the pivotal scenario requires solving the following problem

min
ε

M

∑
j

yjk

s.t.
∑
j

aijyjk ≥ 1, ∀ i,

yjω ∈ {0, 1}, ∀ j.

(2.59)

Given the definition of aij , and the uniform scaling of the objective function, this problem is

equivalent to the standard integer programming formulation for the set cover instance U and S (see
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e.g., Vazirani, 2013). With this equivalence, given an optimal solution for instance I of (ATO), we

can construct an optimal set cover for U and S by choosing all sets such that yjk = 1 in the pivotal

demand scenario k = M + 1. This construction of the optimal set cover takes time O(|S|).

Unique optimal solution for an alternative problem. Now, to prove the claim (2.58) for

instance I of (ATO), consider an alternate integer program, denoted (with abuse of notation) by I ′,

which is equivalent to instance I except the variables and constraints corresponding to the pivotal

demand scenario are removed. Thus, in problem I ′ there are M scenarios indexed by k = 1, . . . ,M

as described by the construction of I, whose shortage variables have the same objective coefficients

as in I. We first show that the inventory quantities in (2.58) constitute the unique optimal solution

for problem I ′, which we then use to show that they are also optimal for instance I of (ATO).

To begin, note that the coefficient of the variable yjk is µkpj , which for k = 1, . . . ,M is equal to

1− δ
M

(
2M

1− δ

)
= 2.

Thus, we can write the problem I ′ as

min
r,y

∑
i

ri + 2
∑
j

∑
k≤M

yjk (I ′)

s.t. ri +
∑
j

aijyjk ≥
∑
j

aijdjk, ∀ i, k ≤M (2.60)

yjk ≤ djk, ∀ j, k ≤M (2.61)

r,y ≥ 0, integer. (2.62)

Now consider a solution to I ′ that sets inventory quantities as in (2.58) for all components and

sets all shortage quantities to zero, i.e., y∗jk = 0 for all products j and scenarios k. We first show

that this solution is feasible and optimal for I ′, and then demonstrate that it is the only optimal

solution. The solution is clearly non-negative, integral, and satisfies the demand constraint (2.61),

and so we focus on the inventory constraint (2.60). Consider a component i and scenario k. Let

i′ = k be the component for which we selected the set D(k) ⊂ N (i′) of products to have unit demand
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in scenario k. Demand for component i in scenario k is∑
j

aijdjk = |N (i) ∩ D(k)|,

≤ |N (i) ∩N (i′)|,

≤ |N (i)| − 1,

= r∗i ,

where the first line follows from the definition of aij and djk, the second from D(k) ⊂ N (i′), the

third from the inverse Sperner property, and the fourth from setting inventory quantities as in (2.58).

Thus, setting shortages to zero is feasible for constraint (2.60). To see that this solution is optimal,

consider the dual of the LP relaxation of (I ′),

max
θ,π

∑
i,k

θik
∑
j

aijdjk −
∑
j,k

djkπjk

s.t.
∑
i

aijθik − πjk ≤ 2, ∀ j, k ≤M

∑
ω

θik ≤ 1, ∀ i

θ,π ≥ 0.

Consider setting all π∗jk = 0 and

θ∗ik =

{
1, if i = k

0, otherwise

This solution is feasible to the dual, and satisfies complementary slackness, since for each i we

have
∑
ω θ
∗
ik = 1, while for θ∗ik > 0 we have∑

j

aijdjk = |N (i)| − 1,

= r∗i ,

establishing optimality of the primal solution r∗i for the LP relaxation and thus also for the original

problem I ′. To demonstrate uniqueness of this optimal solution for the LP relaxation (and thus

also for the original integer program), we use a characterization of Mangasarian (1979), which adds

small perturbations to the objective coefficients of the LP. In particular, consider qi ∈ R and qjk ∈ R
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and for α > 0 consider the following perturbed version of the LP relaxation of I ′

min
r,y

∑
i

(1 + αqi)ri +
∑
j

∑
k≤M

(2 + αqjk)yjk

s.t. ri +
∑
j

aijyjk ≥
∑
j

aijdjk, ∀ i, k ≤M

yjk ≤ djk, ∀ j, k ≤M

r,y ≥ 0.

(2.63)

Then, Theorem 1 in Mangasarian (1979) says that an optimal solution, r∗i , y
∗
jk, for the LP

relaxation of I ′ is unique if, for any perturbations qi ∈ R and qjk ∈ R, there exists α > 0 such that

it remains an optimal solution to (2.63). To see that this is the case, consider the dual of the LP

relaxation of (2.63),

max
θ,π

∑
i,k

θik
∑
j

aijdjk −
∑
j,k

djkπjk

s.t.
∑
i

aijθik − πjk ≤ 2 + αqjk, ∀ j, k ≤M

∑
ω

θik ≤ 1 + αqi, ∀ i

θ,π ≥ 0,

and set all π′jk = 0 and

θ′ik =

{
1 + αqi, if i = k

0, otherwise

and let

β = max

(
max
i
{|qi|},max

j,k
{|qjk|},max

i,j,k
{|qi − qjk|}

)
,

α =
1

β
,

from which it is straightforward to observe that 1 + αqi ≥ 0 for all i, 2 + αqjk ≥ 0 for all j, k, and

1 + αqi ≤ 2 + αqjk for all i, j, k. These properties directly imply feasibility of the dual solution

θ′ik, π
′
jk. Finally the primal and dual solutions satisfy complementary slackness, since for each i we

have
∑
ω θ
∗
ik = 1+αqi, while for θ∗ik > 0 we have

∑
j aijdjk = r∗i . Thus, r∗i , y

∗
jk is the unique optimal

solution for I ′ and has objective value
∑
i r
∗
i .
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Proof of optimal inventory claim. Now we are ready to show that the optimal solution to

instance I of (ATO) must have first stage optimal solution r∗i for all i. To do this, we first construct

an upper bound on the cost of the optimal solution with inventory quantities r∗i . As in the optimal

solution of problem I ′, for scenarios k = 1, . . . ,M , we set yjk = 0 for all products j, incurring no

shortage cost. In the pivotal scenario k = M + 1, since there are M constraints in the second stage

allocation problem (2.59), each with right hand side equal to one, we need to set at most M shortage

variables to one in order to cover these constraints. Thus, since µM+1 = δ and pj = 2M/(1− δ) for

all j, the cost of the optimal shortage variables in the pivotal scenario is at most

δM

(
2M

1− δ

)
=

(
εM

2M2 + ε

)(
2M2 + ε

M

)
= ε.

Thus, the optimal cost for instance I of (ATO) is at most∑
i

r∗i + ε. (2.64)

Now assume that there exists an optimal solution to instance I of (ATO), denoted by r′i for

i = 1, . . . ,M and y′jk for j = 1, . . . , N and k = 1, . . . ,M + 1, such that r′i 6= r∗i for at least one

component i. Then, note that since r′i for i = 1, . . . ,M and y′jk for j = 1, . . . , N and k = 1, . . . ,M+1

are feasible for instance I of (ATO), then r′i for i = 1, . . . ,M and y′jk for j = 1, . . . , N and

k = 1, . . . ,M are feasible for problem I ′. Further, by the upper bound (2.64), we must have∑
i

r∗i + ε ≥
∑
i

r′i + 2
∑
j

∑
k≤M

y′jk +
∑
j

µM+1pjy
′
jM+1,

≥
∑
i

r′i + 2
∑
j

∑
k≤M

y′jk,

where the last line follows since y′jM+1 ≥ 0. Now, since r′i and y′jk are integers, the final expression

is also an integer. Further, since
∑
i r
∗
i is an integer and ε < 1, we have∑

i

r′i + 2
∑
j

∑
k≤M

y′jk ≤
∑
i

r∗i , (2.65)

which contradicts r∗i and y∗jk being the unique optimal solution to (I ′).

2.7 Conclusion

The present work leverages a primal-dual approach to provide a better understanding for managing

ATO systems. It is well known that optimizing inventory and allocation policies for ATO systems
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is computationally challenging, which leads us to focus on the performance of heuristics. We derive

approximation guarantees for newsvendor decomposition and LP rounding heuristics for the one-

period ATO problem, and extend our results to design integral policies for a dynamic problem.

For the one-period problem we demonstrate that, although the newsvendor decomposition provides

an intuitive heuristic solution procedure, its worst-case performance can deteriorate as the system

becomes more complex. However, we show that the newsvendor decomposition provides a useful

lower bound on optimal cost in terms of primitives of the underlying demand distribution. These

findings motivate us to consider rounding algorithms based on the optimal solution of the LP

relaxation of the ATO problem. We show that the LP relaxation can be solved efficiently using a

stochastic subgradient method, even with exponentially many scenarios. Using the LP solution, we

carefully design a rounding algorithm in order to achieve superior performance guarantees compared

to the newsvendor decomposition. In particular, we use our primal-dual approach to analyze the

rounding scheme, thereby establishing a constant approximation factor of 1.8 for any ATO problem

instance. Further, we leverage the aforementioned newsvendor lower bound to demonstrate that

our rounding is asymptotically optimal as demand grows large. In closing, we believe our analysis

using a primal-dual approach offers a fresh perspective for understanding various ATO models.
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Chapter 3

Dynamic Assemble-to-Order Systems

3.1 Introduction

We extend the analysis of Chapter 2 to a dynamic setting by leveraging our results for the one-period

problem. In particular, we use our rounding algorithm and the fractional policy of Reiman and Wang

(2015) to propose an efficiently implementable integral dynamic policy for general ATO systems with

identical component lead times. We establish the asymptotic optimality of our integral policy as lead

time grows large by using our analysis of both the newsvendor decomposition and LP rounding for

the one-period model to extend the framework of Reiman and Wang (2015). Additionally, in Section

3.3, we demonstrate that our solution for the one-period problem can be used to design a good policy

for an alternative online allocation problem with lost sales. Thus, our analysis demonstrates that our

approach for the one-period problem provides an important building block for analyzing dynamic

settings.

The remainder of this chapter is organized as follows. In Section 3.2, we develop an integral

policy for a continuous review system with identical component lead times. Section 3.3 analyzes a

dynamic online allocation problem, and Section 3.4 offers concluding remarks. We exclude a second

literature review in this chapter, as relevant work has already been discussed in the literature review

of Chapter 2.

3.2 Continuous Review Backlog Model

In this section we leverage our results for the one-period problem to analyze a dynamic ATO model.

We focus on a model of continuous review ATO systems with product backlogs, inventory holding

costs, and a common ordering lead time of L for all components, as considered by Doğru et al.

(2010); Reiman and Wang (2015); Doğru et al. (2017). We use our LP rounding algorithm, as well

as the fractional policy of Reiman and Wang (2015), to design an integral policy for the dynamic

system. Then, we use our newsvendor and LP rounding analysis for the one-period problem to show

that our policy is asymptotically optimal as lead time grows large, thereby generalizing the result
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established by Reiman and Wang (2015) for fractional policies.

3.2.1 Stochastic Programming Formulation

In this section we introduce the stochastic program Reiman and Wang (2015) use to develop their

dynamic policy, and demonstrate its connections with (ATO). Specifically, we show that our ap-

proximation guarantee of Theorem 2.1 for (ATO) yields a similar approximation guarantee for the

stochastic program of Reiman and Wang (2015), despite differences in the structure of the objective

function. This insight then allows us to establish the main result of this subsection in Corollary 3.1:

our LP rounding is asymptotically optimal for the stochastic program of Reiman and Wang (2015)

as the lead time grows large.

In the dynamic model, a backlog cost bj is charged for unfulfilled demand for product j, and a

holding cost ci is charged for unused inventory of component i. Using the notation of the (ATO)

problem, yjω represents the unfulfilled demand for product j in scenario ω, so djω − yjω represents

the filled demand, and ri −
∑
j aij(djω − yjω) is the unused inventory of component i. Thus, for a

solution that is feasible to the constraints of (ATO), its expected holding and backlog cost is

∑
ω

µω

∑
i

ci

ri −∑
j

aij(djω − yjω)

+
∑
j

bjyjω



=
∑
i

ciri −
∑
i

ciD̄i +
∑
j

µω

(
bj +

∑
i

aijci

)
yjω.

Therefore, letting pj = bj +
∑
i aijci, we cast the following holding cost version of (ATO).

min
r,y

∑
i

rici +
∑
j,ω

µωpjyjω −
∑
i

ciD̄i

s.t. ri +
∑
j

aijyjω ≥
∑
j

aijdjω, ∀ i, ω

yjω ≤ djω, ∀ j, ω

r,y ≥ 0, integer.

(ATOH)

The continuous relaxation of this stochastic integer program is fundamental to the policy devel-

opment in Doğru et al. (2010); Reiman and Wang (2015); Doğru et al. (2017), and similar problems

are considered by Lu and Song (2005); van Jaarsveld and Scheller-Wolf (2015); Zipkin (2016). In-

deed, a key step in the analysis of Reiman and Wang (2015) solves the LP relaxation of (ATOH)
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to determine base stock levels, and Doğru et al. (2010, 2017) identify special cases of assembly

structures for which (ATOH) can be solved exactly.

We further observe that (ATOH) represents an affine transformation of (ATO). In particular,

for a given instance, the feasible solutions for (ATOH) and (ATO) are identical, while the objective

value of the former is equal to the latter less the quantity
∑
i ciD̄i (which is a constant with respect

to the decision variables). Letting OPTH denote the optimal cost of (ATOH), we therefore have

the following relationship between the optimal cost of (ATOH) and (ATO)

OPTH = OPT −
∑
i

ciD̄i. (3.1)

Thus, from an exact optimization perspective, (ATOH) and (ATO) are equivalent. We note,

though, that since OPTH is less than OPT , approximation factors for (ATO) do not directly hold for

(ATOH). Developing a constant factor approximation guarantee for (ATOH) by directly applying

the methods we develop in Chapter 2 is challenging, since most existing primal-dual techniques are

well suited for problems with linear objective functions (e.g., (ATO)), as opposed to affine objective

functions (e.g., (ATOH)). However, we next show that the guarantee of Theorem 2.1 does translate

well to (ATOH).

Proposition 3.1. The LP rounding (2.48-2.49) provides the following approximation factor for

(ATOH),

1 +
1

ρ
.

Proof. We first note that for the cost structure of problem (ATOH), for any product j the markup

is

γj =
bj +

∑
i aijci∑

i aijci
=

bj∑
i aijci

+ 1,

which is strictly larger than one. Thus, the smallest markup is γ
¯
> 1, and we have γ̂ = 1 and

γ∗ > 0.

Since γ̂ = 1, by Proposition 2.1 and (3.1), we have

γ∗
∑
i

ciE
[
|Di − D̄i|

]
≤ OPT −

∑
i

ciD̄i,

= OPTH .
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By this lower bound on OPTH , together with (3.1) and γ̂ = 1, we can upper bound OPT as

follows

OPT =

(
OPTH +

∑
i ciD̄i

OPTH

)
OPTH ,

≤
(

1 +

∑
i ciD̄i

γ∗
∑
i ciE[|Di − D̄i|]

)
OPTH ,

=

(
1 +

d̄

ρ

)
OPTH

Let RND denote the objective value of the LP rounded solution in (ATO), and let RNDH

denote objective value of this same solution in the program (ATOH). Then, we have

RNDH = RND −
∑
i

ciD̄i,

≤
(

1 +
1

d̄+ ρ

)
OPT −

∑
i

ciD̄i,

=
1

d̄+ ρ
OPT +OPTH ,

≤
(

1 +
1

ρ

)
OPTH ,

where the first inequality follows from Theorem 2.1.

The intuition for Proposition 3.1 is that subtracting
∑
i ciD̄i from the optimal value of (ATO)

removes this quantity from the lower bound of Proposition 2.1, providing a lower bound on OPTH

in terms of
∑
i ciE

[
|Di − D̄i|

]
, which naturally leads to a bound in terms of ρ. Thus, for any regime

where ρ grows large, the rounding (2.48-2.49) is asymptotically optimal for (ATOH).

Next we show that ρ grows large for the particular demand structure modeled in Reiman and

Wang (2015). Demand for all products arrives in continuous time, indexed by t ≥ 0, according to a

Poisson process with rate λ. Each time there is an arrival of the Poisson process, product demand

is realized according to the multivariate random variable S = (S1, . . . , SN ). The realizations of

the vector S are independent from each other for different arrivals of the Poisson process, as well

as independent from the Poisson process itself, however correlation between demands for different

products is allowed within a single realization of S. We refer to this demand process as compound

Poisson demand.
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For two points in time, t2 > t1 ≥ 0, let D(t1, t2) denote the product demand arriving in this time

interval. In the model of Reiman and Wang (2015), all components have a common, deterministic

lead time of length L. To design a dynamic policy, Reiman and Wang (2015) study the problem

where demand in (ATOH) is distributed as D(0, L), i.e., the demand arriving during a lead time

L. We follow their asymptotic regime, letting L → ∞ and show that the approximation factor for

(ATOH) approaches one.

Corollary 3.1. When demand is distributed as D(0, L), the rounding (2.48-2.49) provides the

following approximation factor for (ATOH),

1 +O
(
L−

1
2

)
.

Thus, the rounding scheme (2.48-2.49) is asymptotically optimal for (ATOH) as L grows large

in the demand model considered by Reiman and Wang (2015). In the following section, we leverage

this result to extend the entire dynamic policy of Reiman and Wang (2015) to the setting with

integer constraints.

Before presenting the proof of Corollary 3.1, we introduce the following notation. Under com-

pound Poisson demand with rate λ, for time t ≥ 0, let N(t) denote the number of arrivals of the

Poisson process up to time t, and let S(k) denote the kth realization of the product demand vector

S. Then, the cumulative demand for product j up to time t is

Dj(0, t) =

N(t)∑
k=1

Sj(k),

and for brevity, we will denote the aggregate demand for component i over a lead time (i.e., the

demand Di used to derive the approximation factor) by

Di(L) =
∑
j

aijDj(0, L).

By standard properties of compound Poisson processes, if we consider the demand per unit time

and denote the means as

µj = λE[Sj ], ∀j,

and covariances as

σ2
jj′ = λE[SjSj′ ] = λ (Cov(Sj , Sj′) + E[Sj ]E[Sj′ ]) , ∀j, j′,
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then µi =
∑
j aijµj and σ2

i =
∑
j,j′ aijaij′σ

2
jj′ are the mean and variance of demand for component

i per unit time. Further, the mean and variance of demand for component i during the lead time L

are

E[Di(L)] = Lµi,

Var[Di(L)] = Lσ2
i .

Proof of Corollary 3.1. Under compound Poisson demand, the approximation factor of Propo-

sition 3.1 is

1 +

∑
i cini

γ∗
∑
i ciE[|Di(L)− Lµi|]

,

and we show that for any 0 < ε <
√

2
π , there exists L0 such that for all L ≥ L0, this factor is less

than

1 +

∑
i cini

γ∗
(√

2
π − ε

)√
L
∑
i ciσi

,

for which it will suffice to show that for any component i, there exists Li0 such that for L ≥ Li0 we

have (√
2

π
− ε

)
√
Lσi ≤ E[|Di(L)− Lµi|],

and letting L0 = maxi{Li0}. To prove this, we focus on a single component i, and consider centering

Di(L) by its mean and scaling by its standard deviation:

X(L) =
Di(L)− Lµi√

Lσi
,

so that the claim will follow by showing there exists Li0 such that for L ≥ Li0 we have√
2

π
− ε ≤ E[|X(L)|].

By the central limit theorem for compound Poisson processes (Robbins, 1948), as L → ∞, the

random variable X(L) converges in distribution to a standard normal random variable (zero mean,

unit variance), which we denote by Z. We then claim a small extension to Fatou’s Lemma (Durrett,

2013, Exercise 3.2.4), namely

E[|Z|] ≤ lim inf
L→∞

E[|X(L)|], (3.2)
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which we will prove by contradiction. First note that Durrett (2013) Exercise 3.2.4 shows that if a

countable sequence of random variables Xn converges to a random variable X in distribution, then

E[|X|] ≤ lim inf
n→∞

E[|Xn|], (3.3)

since the absolute value is a continuous, non-negative function. Note that (3.2) is the same as (3.3)

except that the limit is taken along an uncountable sequence of random variables.

Now, assume that (3.2) does not hold. Then, for some ε > 0, there exists an unbounded set

L = {L|E[|X(L)|] < E[|Z|] − ε}. Choose some countable, unbounded subset of L, denoted L′,

and define Xn = X(Ln), where Ln is the nth smallest element of L′. Then, Xn is a countable

subsequence of X(L), and thus also converges in distribution to Z. However, the definition of L

implies that E[|Xn|] < E[|Z|]− ε for all n, which contradicts (3.3). Therefore (3.2) holds along the

uncountable sequence of random variables X(L).

Thus, for ε > 0, by (3.2) there exists Li0, such that for all L ≥ Li0, we have

E[|X(L)|] ≥ E[|Z|]− ε,

=

√
2

π
− ε,

where the final equality follows from the fact that Z is a standard normal.

3.2.2 Asymptotically Optimal Policy

We now consider component replenishment and allocation policies for the dynamic model. To do

so, we first introduce necessary notation for the various processes in the system. At any time

t ≥ 0, the following events (if they occur at time t) take place in this sequence: new demand arrives,

component inventories ordered at time t−L arrive, on hand inventory is allocated to clear backlogged

demand, and new component inventory is ordered. Any unfilled demand is backlogged and unused

components remain in inventory. Let I(t) and B(t) denote the on-hand inventory and backlog levels,

respectively, at time t. Let I−(t) and B−(t) denote the on-hand inventory and backlog levels at time

t after any components are received and any demand has arrived, but before any replenishment or

allocation decision has been made. The decisions at time t are a component replenishment order,

denoted by and r(t) (to be received at time t+L), and the demand to fill instantaneously at time t,

denoted by z(t). The inventory and backlog levels before and after demand fulfillment are related
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as follows (recalling that A denotes the matrix of component requirements for each product),

I(t) = I−(t)−Az(t), (3.4)

B(t) = B−(t)− z(t). (3.5)

To help define allocation policies, we also consider component shortage levels, defined as

Q(t) = AB−(t)− I−(t) (3.6)

Now consider a replenishment and allocation policy π, which decides r(t) and z(t) at each time

t, as described above. A feasible policy must be non-anticipatory (i.e., only use information at time

t that is available at time t) and satisfy the following constraints

Az(t) ≤ I−(t), (3.7)

z(t) ≤ B−(t), (3.8)

r(t), z(t) ≥ 0, integer. (3.9)

The first constraint guarantees that the policy only uses the inventory available to fill demand,

the second that only existing backlogs can be cleared, and the third that only non-negative integer

quantities can be chosen. Let c, and b denote the vector of holding and backlog costs, respectively.

For a given policy π, letting Bπ(t) and Iπ(t) denote the backlog and on-hand inventory levels,

respectively, at time t, then long run average cost of this policy is

Cπ = lim sup
T→∞

1

T

∫ T+L

L

E[b ·Bπ(t) + c · Iπ(t)]dt.

An optimal policy minimizes Cπ among all feasible policies π, and we denote the optimal cost

by C∗. In this setting, Reiman and Wang (2015) develop a policy that is asymptotically optimal as

the lead time, L, becomes large. Their policy implicitly assumes that inventory can be replenished

and allocated in fractional units. While this is a highly non-trivial step in demonstrating the

usefulness of their policy, a practical limitation is that real world applications typically require

integrality constraints on both replenishment and allocation decisions. In many practical settings

(e.g., automotive, computer, e-retail), suppliers will only ship whole units of components, and

customers only demand whole units of products. It is well known that integrality constraints make

many problems intractable, and it is not immediately clear how to extend the analysis of Reiman

and Wang (2015) to this setting. In the following discussion we use our results for the single-period
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problem to adapt the dynamic policy of Reiman and Wang (2015) to handle integer constraints,

while maintaining asymptotic optimality.

Our policy makes replenishment decisions according to a basestock policy, which keeps the net

inventory position at a constant level, i.e., on-hand inventory, plus ordered but not yet arrived

inventory, minus backlog remains at the base stock level for each component. Let rLP denote an

optimal first stage solution to (ATOH). Then, we set base stock levels as

rI = brLP c, (3.10)

where the rounding down is performed on the vector component-wise. Next, we determine the

allocation decisions by setting backlog targets at time t ≥ 0 according to the following program

B∗(t) = argmin

{
‖B‖

∣∣∣∣B ∈ argmin
B≥0

{p ·B|AB ≥ Q(t)}
}
, (3.11)

where ‖B‖ denotes the Euclidean norm of the vector B. The minimum norm solution is chosen

in order to guarantee that B∗(t) obeys a uniform Lipschitz condition with respect to Q(t), which

facilitates technical proofs bounding the evolution of the backlog targets over time. The intuition

of the backlog targets is that solving the LP, min{p ·B|AB ≥ Q(t),B ≥ 0}, attempts to update the

backlog levels in order to minimize the backlog cost, while taking into account some of the feasibility

constraints.

In particular, it follows directly from (3.4-3.6) that AB(t) ≥ Q(t) and B(t) ≥ 0 are equivalent

to I−(t) ≥ Az(t) and B−(t) ≥ z(t), respectively, thus satisfying feasibility constraints (3.7) and

(3.8). However, the non-negativity and integrality requirements on z(t) in constraint (3.9) are not

guaranteed by (3.11). Thus, in order to implement these backlog targets in a feasible allocation

policy, we first round them according to

BI(t) = dB∗(t)e. (3.12)

We note that the rounding (3.10) and (3.12) mirrors the LP-rounding scheme (2.48-2.49), since

the backlog targets B∗(t) are analogous to the shortage variables yjω in (ATO). Next, we accom-

modate the non-negativity constraint on z(t) by implementing a greedy allocation procedure that

treats the backlog target BI(t) as a lower bound on the true backlog implemented in the system.

Algorithm 3 serves products with backlogs that are currently above their target level, corresponding

to when (B−j (t)− BIj (t))+ > 0 in the first argument of the minimization in (3.13). The second ar-

gument in the minimization of (3.13) is included to maintain feasibility for the inventory constraint
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(3.7). We note that Algorithm 3 is an implementation of the Allocation Principle described in

Reiman and Wang (2015), using integer backlog targets.

Algorithm 3 Allocation Procedure

1: Input I−(t),B−(t), and BI(t)
2: Initialize z← 0
3: for ∀j do

zj = min

(B−j (t)−BIj (t)
)+
, min
i∈N (j)



(
I−i (t)−

∑
j′ 6=j aij′zj′

)+

aij



 (3.13)

4: end for
5: z(t)← z

Every time there is a demand arrival or inventory delivery (i.e. any time I−(t) or B−(t) changes)

we resolve (3.11) to set new backlog targets and run Algorithm 3 to determine the backlogged

demand to fill, z(t). It is straightforward to establish that z(t) output by Algorithm 3 is feasible,

as zj can only take non-negative integer values, and for each product the minimization in (3.13)

guarantees that the solution remains feasible for constraints (3.7) and (3.8). Note that in Step 3, the

products can be considered in any order; Reiman and Wang (2015) make the reasonable suggestion

of prioritizing products with higher cost pj .

Our next result establishes that this policy is asymptotically optimal. Let C∗L denote the optimal

long run average cost of the system with lead time L, and let CIL denote the long run average cost of

the policy with base stock levels (3.10) and which allocates components according to Algorithm 3.

Finally, we maintain the assumption of Reiman and Wang (2015) that for some δ > 0, the random

vector S (i.e., the product demand for each arrival) has a finite moment of order 2 + δ for each j,

ηj = E[S2+δ
j ] <∞, ∀j.

Theorem 3.1. When demand is distributed according to compound Poisson demand with finite ηj

for all j, a policy with base stock levels (3.10), and allocations made according to Algorithm 3, is

asymptotically optimal as L→∞, i.e.,

lim
L→∞

CIL
C∗L

= 1.

This result demonstrates the applicability of our rounding results to the dynamic setting. The

rounding scheme (2.48-2.49) provides the right intuition for rounding base stock levels and backlog
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targets to maintain asymptotic optimality for an integral policy in the model of Reiman and Wang

(2015). In Section 3.2.3 we extend the result of Theorem 3.1 to a general family of base stock

policies that also incorporate reservation levels in the allocation algorithm, which fully generalize

the family of policies considered in Reiman and Wang (2015) to the integral setting. The proof of

Theorem 3.1 then follows as a special case of Proposition 3.3 in Section 3.2.3.

3.2.3 Policy Analysis

In this section, we prove Theorem 3.1. In order to do this, we extend a broader family of poli-

cies developed by Reiman and Wang (2015) to the integral setting, and demonstrate asymptotic

optimality for all policies in this family. In particular, Reiman and Wang (2015) consider two re-

lated stochastic programs, and allow setting base stock levels using any convex combination of the

programs’ solutions. We adapt this approach to the integral setting with an appropriate rounding

procedure. Further, Reiman and Wang (2015) also incorporate component reservation quantities

in their allocation procedure, which we also allow. Thus, we fully extend the analysis of Reiman

and Wang (2015) to the integral setting. We note that the proof of Theorem 3.1 then follows as a

special case of the proof of Proposition 3.3 at the end of this section.

Stochastic programs. To begin, we discuss the two stochastic programs considered by Reiman

and Wang (2015). Let D denote a random vector representing demand. Recall that c and b are the

vector of holding and backlog costs, respectively, and that p = b + c · A. Then the first stochastic

program, i.e., equation (12) of Reiman and Wang (2015), is

min
r≥0

c · r + b · E[D]− E[ϕ+(r,D)],

s.t. ϕ+(r,D) = max
z≥0
{p · z|z ≤ D, Az ≤ r}.

(3.14)

We claim that this program is equivalent with the LP relaxation of (ATOH), considered in

Section 3.2.1, which will be clear after a transformation of the decision variables. For a given

realization of demand D, define the shortage vector y = D − z. Then it is clear that 0 ≤ z ≤ D

if and only if 0 ≤ y ≤ D. Further, with the constraint that 0 ≤ y ≤ D, it is clear that Az ≤ r is

equivalent to Ay ≥ AD− r. Thus, with this change of variables, we have

ϕ+(r,D) = max
y≥0
{p · (D− y)|y ≤ D, Ay ≥ AD− r},

= p ·D−min
y≥0
{p · y|y ≤ D, Ay ≥ AD− r}.
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We therefore restate the program (3.14) as the following equivalent program

min
r≥0

c · r− c ·AE[D] + E[ψ+(r,D)],

s.t. ψ+(r,D) = min
y≥0
{p · y|y ≤ D, Ay ≥ AD− r}.

(3.15)

This problem is equivalent to the LP relaxation of (ATOH) since c · AE[D] =
∑
i ciD̄i and the

constraints of the LP ψ+ correspond to those of (ATOH). Thus, the approximation guarantee of

Corollary 3.1 also holds for (3.15), which we restate here for clarity.

Corollary 3.2. When D = D(0, L), the rounding (2.48-2.49) provides the following approximation

factor for (3.15),

1 +O
(
L−

1
2

)
.

The second stochastic program, i.e., equation (17) in Reiman and Wang (2015), is

min
r

c · r + b · E[D]− E[ϕ(r,D)],

ϕ(r,D) = max
z
{p · z|z ≤ D, Az ≤ r}.

(3.16)

The difference between (3.14) and (3.16) is that decision variables r and z are allowed to be

negative in the latter problem. Reiman and Wang (2015) show that the optimal cost of this program

provides a lower bound on the optimal cost in their dynamic setting, which is a key step to showing

asymptotic optimality. We now perform a similar transformation to the decision variables by letting

y = D− z, and by the same argument showing equivalence between problems (3.14) and (3.15), it

is clear that (3.16) is equivalent to

min
r

c · r− c ·AE[D] + E[ψ(r,D)],

s.t. ψ(r,D) = min
y≥0
{p · y|Ay ≥ AD− r}.

(3.17)

We note that (3.17) is a relaxation of (3.15), since the constraints r ≥ 0 and y ≤ D are removed.

Our first result demonstrates that we can approximate an optimal integral solution to (3.17) with

the same factor as (ATOH) from Proposition 3.1.

Proposition 3.2. The LP rounding (2.48-2.49) provides the following approximation factor for

(3.17),

1 +
1

ρ
.
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Proof. Writing the problem (3.17) in extensive form as the following LP

min
r,y

∑
i

rici +
∑
j,ω

µωpjyjω −
∑
i

ciD̄i

s.t. ri +
∑
j

aijyjω ≥
∑
j

aijdjω, ∀ i, ω

y ≥ 0,

its dual problem is

max
θ,π

∑
i,ω

θiω
∑
j

aijdjω −
∑
i

ciD̄i

s.t.
∑
i

aijθiω ≤ µωpj , ∀ j, ω

∑
ω

θiω ≤ ci, ∀ i

θ,π ≥ 0.

(3.18)

The constant markup newsvendor solution θ
γ

īω defined in (2.17) is feasible to this problem, since

by Lemma 2.1 it is feasible to (DATO) for π
γ

j̄ω = 0, which clearly doesn’t violate the constraints

of (3.18). Further, the objective value of the constant markup newsvendor solution in (3.18) equals

the objective value of the same solution in (DATO), less the quantity
∑
i ciD̄i. The result then

follows from arguments similar to those in the proof of Theorem 2.1 and Proposition 3.1.

We also have the following result similar to Corollaries 3.1 and 3.2, whose proof follows from

Proposition 3.2 and an identical argument to the proof of Corollary 3.1 in Section 3.2.1.

Corollary 3.3. When D = D(0, L), the rounding (2.48-2.49) provides the following approximation

factor for (3.17),

1 +O
(
L−

1
2

)
.

Thus, from Corollaries 3.2 and 3.3, the LP rounding solutions for (3.15) and (3.17) approach

optimal as L becomes large. This convergence of the cost of the integral solution to the optimal LP

solution will facilitate our subsequent analysis of the dynamic integral policy.

Preliminaries. We now introduce a bit more notation, and reproduce the notation from Section

3.2.2 to enhance readability of the current section. For t ≥ 0, let d(t) denote the demand arriving
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at time t. For two points in time, t2 > t1 ≥ 0, D(t1, t2) denotes the demand arriving in this time

interval. Demand arriving during the lead time preceding t ≥ L is denoted

D(t) = D(t− L, t).

We note that the memoryless property of the Poisson arrival process implies that D(t) has the

same distribution for all times t ≥ L (i.e., it has the same distribution as D(0, L) from Corollaries

3.1, 3.2, and 3.3). Let D(L) denote a random vector with this distribution in the system with lead

time L.

At any time t ≥ −L, a policy can order new component inventory, which will be received at time

t+L. For t ≥ −L, let r(t) denote the inventory replenishment order placed at time point t. Similar

to the demand process, for two points in time, t2 > t1 ≥ −L, let R(t1, t2) denote the amount of

new orders placed in this time interval. New orders placed during the lead time preceding t ≥ 0 are

denoted

R(t) = R(t− L, t).

For t ≥ 0, let z(t) denote the demand filled at time point t. For t2 > t1 ≥ 0, let Z(t1, t2) denote

the amount demand filled in this time interval. Demand filled during the lead time preceding t ≥ L

is denoted

Z(t) = Z(t− L, t).

As in Section 3.2.2, I(t) and B(t) denote the inventory and backlog levels at time t ≥ 0, and we

have the following relationships

I(t) = I(t− L) + R(t− L)−AZ(t),

B(t) = B(t− L) + D(t)− Z(t).

At any time t ≥ 0, the following events (if they occur at time t) take place in a specific sequence:

new demand arrives, component inventories ordered at time t − L arrive, on hand inventory is

allocated to clear backlogged demand, and new component inventory is ordered. For time t ≥ 0, let

B(t−) denote the backlog levels immediately before any of these events occur at time t, so that

B(t) = B(t−) + d(t)− z(t). (3.19)

Further, recall from Section 3.2.2 that I−(t) and B−(t) denote the inventory and backlog levels at

time t after any components are received and any demand has arrived, but before any replenishment
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or allocation decision has been made, and obey the following

I(t) = I−(t)−Az(t), (3.4 revisited)

B(t) = B−(t)− z(t). (3.5 revisited)

Recall also the component shortage levels

Q(t) = AB−(t)− I−(t) (3.6 revisited)

Recall that a policy π decides at each point in time t, a replenishment order r(t) and demand

fulfillment z(t), and a feasible policy must be non-anticipatory (i.e., only use information at time t

that is available at time t) and satisfy the following constraints:

Az(t) ≤ I−(t), (3.7 revisited)

z(t) ≤ B−(t), (3.8 revisited)

z(t) ≥ 0, r(t), z(t) integer. (3.9 revisited)

The first constraint guarantees that the policy only uses the inventory available to fill demand,

the second that only existing backlogs can be cleared, and the third that only non-negative integer

quantities can be chosen. Recall that c, and b denote the vector of holding and backorder costs,

respectively, and letting Bπ(t) and Iπ(t) denote the backlog and inventory levels of policy π, the

long run average cost of this policy is

Cπ = lim sup
T→∞

1

T

∫ T+L

L

E[b ·Bπ(t) + c · Iπ(t)]dt.

The next theorem provides a lower bound on the cost of any feasible policy, and follows from a

combination of Theorems 1 and 2 in Reiman and Wang (2015), of which the former follows from

Theorem 2.1 in Doğru et al. (2010). We note that the since the fractional model Doğru et al. (2010)

and Reiman and Wang (2015) is a relaxation of our model with integer constraints, their lower

bound result applies to our setting directly.

Theorem 3.2 (Reiman and Wang, 2015). Let C
¯

be the optimal value of (3.17) when demand is

distributed according to D(L). Then for any feasible policy π, we have

C
¯
≤ Cπ.

Policy description. Here we describe our family of dynamic policies, adapted from Reiman

and Wang (2015) to handle integrality constraints. We first describe the form of the replenishment
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policy and a few resulting relationships. The replenishment decisions are made according to a

basestock policy, which keeps the net inventory position at a constant level, i.e., on-hand inventory,

plus ordered but not yet arrived inventory, minus backlog remains at a constant level for a given

component. If we let r be the base stock levels, then we have

r = I(t) + R(t)−AB(t). (3.20)

Since replenishment decisions are allowed starting at time t = −L, we follow Reiman and Wang

(2015) in assuming, without loss of generality, that at time t = 0 inventory is at the basestock level,

r. Then, for t ≥ L, to maintain base stock levels r, it is clear from (3.20) that new orders over

the previous lead time must compensate for new demand over the same period, i.e., R(t) = AD(t).

Thus, substituting into (3.20) and rearranging, we can write the inventory levels for t ≥ L as

I(t) = r +AB(t)−AD(t). (3.21)

Combining this with the definition of Q(t), I−(t), and B−(t), we see that under a base stock

policy, the component shortages satisfy

Q(t) = AD(t)− r. (3.22)

Now we will define the base stock levels used by the policy. Let r∗ denote an optimal first stage

solution to (3.17) and ro an optimal first stage solution to (3.15). Then for any α ∈ [0, 1], let the

base stock levels be

rα = bαr∗ + (1− α)roc, (3.23)

where the rounding down is performed on the vector component-wise. Next, we adapt the allocation

policy of Reiman and Wang (2015), who set backlog targets at time t ≥ 0 by solving the following

program

B∗(t) = argmin

{
‖B‖

∣∣∣∣B ∈ argmin
B≥0

{p ·B|AB ≥ Q(t)}
}
, (3.24)

where ‖B‖ denotes the Euclidean norm of the vector B. The minimum norm solution is chosen

in order to guarantee that B∗(t) obeys a uniform Lipschitz condition with respect to Q(t), which

facilitates technical proofs bounding the evolution of the backlog targets over time. The intuition

of the backlog targets is that solving the LP, min{p ·B|AB ≥ Q(t),B ≥ 0}, attempts to update the

backlog levels in order to minimize the backlog cost. Reiman and Wang (2015) demonstrate that
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this relaxation allows the cost of their dynamic policy to asymptotically approach the lower bound

of (3.17) as the lead time grows.

However, the backlog targets B∗(t) are not necessarily feasible for constraint (3.9). In order to

find a feasible allocation, we first round the backlog targets up, (as in (3.12) of Section 3.2.2)

BI(t) = dB∗(t)e. (3.25)

For time t ≥ 0, let B∗(t−) denote the fractional backlog targets defined in (3.24) immediately

before any event occurs at time t (similar to the definition of B(t−) above). Likewise, let BI(t−) =

dB∗(t−)e denote the rounded backlog target immediately before any event occurs at time t.

Given the rounded backlog targets in (3.25), we follow Reiman and Wang (2015) in defining a

feasible allocation procedure. Let wij ≥ 0 be some integer quantity of component i inventory that

will be held back from allocating to product j. Intuitively, the quantity wij represents an amount

of component i we do not want to use on product j, in the hopes of reserving it for another, higher

value product. Algorithm 4 serves products with backlogs that are currently above their target level,

i.e., (B−j (t) − Buj (t))+ > 0 in the first argument of the minimization in (3.26), while the second

argument in the minimization of (3.26) maintains feasibility for the inventory constraint (3.7) (while

accounting for any reservation quantities, wij).

Algorithm 4 Allocation Procedure

1: Input I−(t),B−(t),BI(t), and wij ,∀i, j
2: Initialize z← 0
3: for ∀j do

zj = min

(B−j (t)−Buj (t))+, min
i∈N (j)



(
I−i (t)−

∑
j′ 6=j aij′zj′ − wij

)+

aij



 (3.26)

4: end for
5: z(t)← z

Every time there is a demand arrival or inventory delivery (i.e. any time I−(t) or B−(t) changes)

we re-solve (3.24) to set new backlog targets and run Algorithm 4 to determine the backlogged

demand to fill, z(t). It is clear that z(t) output by Algorithm 4 is feasible, as zj can only take

non-negative integer values, and (3.26) guarantees feasibility for constraints (3.7) and (3.8). The

next Lemma characterizes a property of the allocation given by Algorithm 4 that will be useful in

our later proofs. We note that this property is similar to the Allocation Principle defined in Reiman
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and Wang (2015).

Lemma 3.1. For any time t, Algorithm 4 produces an allocation such that, for each j, at least one

of the following conditions hold:

zj(t) ≥ B−j (t)−Buj (t), or

∃i ∈ N (j) s.t.
∑
j′

aij′zj′(t) ≥ I−i (t) + 1− aij − wij

Proof. If zj(t) ≥ B−j (t) − Buj (t) then the claim holds, so assume zj(t) < B−j (t) − Buj (t). Then by

(3.26), there exists i ∈ N (j) such that

zj(t) =


(
I−i (t)−

∑
j′ 6=j aij′zj′ − wij

)+

aij

 ≥
(
I−i (t)−

∑
j′ 6=j aij′zj′ − wij

)+

− aij + 1

aij
,

where the inequality follows from the fact that, for any two integers, m ≥ 0 and n > 0, we have

bm/nc ≥ (m−n+1)/n. This inequality implies that aijzj(t)+
∑
j′ 6=j aij′zj′ ≥ I

−
i (t)+1−aij−wij .

Since the allocations only increase during the algorithm, i.e., zj′(t) ≥ zj′ , this proves the claim.

Asymptotic analysis. To demonstrate asymptotic optimality, we first restate Theorem 3 of

Reiman and Wang (2015), which shows that the scaled optimal cost of the continuous versions of

(3.15) and (3.17) converge to the same positive constant. Since we will be discussing a system as

the lead time L grows large, we introduce notation for different aspects of the system with a given

lead time. For the demand and backlog processes, we use a superscript of (L) to denote the process

in the system with lead time L; for example, as defined above, we let D(L) denote the distribution

of demand arriving over a lead time of length L. For costs, we use a subscript of L, e.g., we let C+
L

and C
¯L

denote the optimal values of (3.15) and (3.17), respectively, when demand is distributed

according to D(L).

Theorem 3.3 (Reiman and Wang, 2015). There exists 0 < C <∞ such that

lim
L→∞

C+
L√
L

= lim
L→∞

C
¯ L√
L

= C.

The proof of Theorem 3.3 follows directly from the proof of Theorem 3 in Reiman and Wang

(2015), since the statement regards only the programs (3.15) and (3.17), which are equivalent to

the stochastic programs considered in the aforementioned paper.
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Next we adapt the asymptotic analysis of Reiman and Wang (2015) to our setting with integer

constraints. For the system with lead time L and demand distributed according to D(L), let CαL

denote the long run average cost of the policy with base stock levels (3.23) and which allocates

components according to Algorithm 4. Further, let R+
L and R

¯L
be the objective values corresponding

to the rounded solutions of (3.15) and (3.17), respectively, both of which are rounded according to

(2.48) and (2.49). Further, let RαL = αR
¯L

+ (1 − α)R+
L denote the convex combination of these

costs, weighted by the same α used to determine the basestock levels in (3.23). The following

lemma provides a basis for establishing asymptotic optimality by comparing the cost of our policy

directly to RαL.

Lemma 3.2. If limL→∞ CαL/R
α
L exists, then we have

lim
L→∞

CαL
C
¯ L

= lim
L→∞

CαL
RαL

,

lim
L→∞

RαL√
L

= lim
L→∞

C
¯ L√
L

= C.

Proof. First, we observe that Corollaries 3.2 and 3.3 imply

lim
L→∞

R+
L/C

+
L = 1, lim

L→∞
R
¯L
/C

¯L
= 1

Then we claim that limL→∞RαL/C¯L
= 1, from which the first limit in the lemma follows. To

show this, note that

lim
L→∞

RαL
C
¯L

= α lim
L→∞

R
¯L
C
¯L

+ (1− α) lim
L→∞

R+
L

C
¯L

,

= α+ (1− α) lim
L→∞

R+
L

C
¯L

,

so that to prove the claim we must show limL→∞R+
L/C¯L

= 1, which follows since

lim
L→∞

R+
L

C
¯L

=

(
lim
L→∞

R+
L

C+
L

)(
lim
L→∞

C+
L√
L

)(
lim
L→∞

√
L

C
¯L

)
,

= 1,
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where the final equality follows from Theorem 3.3. For the second limit in the lemma, note that

lim
L→∞

RαL√
L

= α

(
lim
L→∞

R
¯L
C
¯L

)(
lim
L→∞

C
¯L√
L

)
+ (1− α)

(
lim
L→∞

R+
L

C+
L

)(
lim
L→∞

C+
L√
L

)
,

= C,

= lim
L→∞

C
¯L√
L
,

where the second equality follows from Corollaries 3.2 and 3.3, and Theorem 3.3, and the final

equality from Theorem 3.3.

With this result, we will show asymptotic optimality by demonstrating that CαL approaches RαL.

Before pursuing this goal, we follow Reiman and Wang (2015) by first introducing several scaled

quantities in order to facilitate discussion of the limits. For the demand and backlog processes, we

let a superscript of (L) denote a quantity in the system with lead time L, a tilde (i.e., x̃) denotes a

variable scaled by
√
L, and a hat (i.e., x̂) denotes a scaled (by

√
L) and centered variable (by the

appropriate mean). Accordingly, let

d̃(L)(t) =
d(L)(Lt)√

L
,

D̃(L)(t) =
D(L)(Lt)√

L
,

D̂(L)(t) =
D(L)(Lt)− Lµ√

L
,

D̂(L)(t1, t2) =
D(L)(Lt1, Lt2)− L(t2 − t1)µ√

L
, t2 > t1 ≥ 0,

B̃(L)(t) =
B(L)(Lt)√

L
,

B̃(L)∗(t) =
B(L)∗(Lt)√

L
,

B̃(L)I(t) =
B(L)I(Lt)√

L

Following the approach of Reiman and Wang (2015), our first step is to establish a sufficient

condition in the following verification lemma. We note that this result is analogous to Lemma 6 in

Reiman and Wang (2015), however the proof requires different techniques to handle the integrality

constraints.
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Lemma 3.3. If a policy uses basestock levels defined in (3.23) and satisfies, for each product j,

lim
L→∞

sup
t≥1

{
|E[B̃

(L)
j (t)]− E[B̃

(L)I
j (t)]|

}
= 0, (3.27)

then, letting CπL denote the policy’s long run average cost, we have

lim
L→∞

CπL −RαL√
L

= 0.

Proof. First, we claim that

lim inf
L→∞

CπL −RαL√
L

≥ 0,

since otherwise there would exist ε > 0 such that (CπL − RαL)/
√
L < −ε for infinitely many L

as L → ∞. But this contradicts Lemma 3.2, since limL→∞RαL/
√
L = limL→∞ C

¯L
/
√
L and by

Theorem 3.2, CπL ≥ C
¯L

. The remainder of the proof focuses on the limit superior. In order to

bound RαL, define the following quantity

SαL = c · r(L)α + E[p · dŷ(r(L)α,D(L))e]− c ·AE[D(L)], (3.28)

where ŷ(r(L)α,D(L)) = argmin

{
‖y‖

∣∣∣∣y ∈ argmin
y≥0

{p · y|Ay ≥ AD(L) − r(L)α}
}
. (3.29)

Let 1c and 1p denote vectors of ones of lengths M and N , respectively, i.e., the number of

components and products. Then we claim that

SαL ≤ RαL + c · 1c + 2p · 1p.

To demonstrate this, first note that

c · r(L)α ≤ αc · r(L)∗ + (1− α)c · r(L)o,

< αc · (br(L)∗c+ 1c) + (1− α)c · (br(L)oc+ 1c),

= αc · br(L)∗c+ (1− α)c · br(L)oc+ c · 1c.

Next, for a given realization of D(L), let y0(D(L)) and y∗(D(L)) be the optimal shortages for

that demand scenario in (3.15) and (3.17), respectively. From their feasibility for the first constraint

83



in those programs, we have

A(αy∗(D(L)) + (1− α)y0(D(L)) + 1p)

= αAy∗(D(L)) + (1− α)Ay0(D(L)) +A1p,

≥ α(AD(L) − r(L)∗) + (1− α)(AD(L) − r(L)o) + 1c,

= AD(L) − (αr(L)∗ + (1− α)r(L)o − 1c),

≥ AD(L) − r(L)α,

so that αy∗(D(L)) + (1−α)y0(D(L)) + 1p is feasible for the LP miny≥0{p ·y|Ay ≥ AD(L)− r(L)α}

from the definition of ŷ(r(L)α,D(L)), which implies

p · dŷ(r(L)α,D(L))e ≤ p · ŷ(r(L)α,D(L)) + p · 1p,

≤ p · (αy∗(D(L)) + (1− α)y0(D(L)) + 1p) + p · 1p,

≤ αp · dy∗(D(L))e+ (1− α)p · dy0(D(L))e+ 2p · 1p.

Therefore, we have

SαL ≤ α
(
c · br(L)∗c+ E[p · dy∗(D(L))e]− c ·AE[D(L)]

)
+ (1− α)

(
c · br(L)oc+ E[p · dy0(D(L))e]− c ·AE[D(L)]

)
+ c · 1c + 2p · 1p,

= αR
¯L

+ (1− α)R+
L + c · 1c + 2p · 1p,

= RαL + c · 1c + 2p · 1p.

Next we consider the long run average cost of the policy, CπL. By (3.21) we have

E[b ·B(L)(Lt) + c · I(L)(Lt)] = E[b ·B(L)(Lt) + c · (r(L)α +AB(L)(Lt)−AD(L)(Lt))],

= E[p ·B(L)(Lt)] + c · r(L)α − c ·AE[D(L)].

Therefore,

CπL = c · r(L)α − c ·AE[D(L)] + lim sup
T→∞

1

T

∫ T+1

1

E[p ·B(L)(Lt)]dt,
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so that

CπL −RαL

≤ c · r(L)α − c ·AE[D(L)]− SαL + c · 1c + 2p · 1p + lim sup
T→∞

1

T

∫ T+1

1

E[p ·B(L)(Lt)]dt,

= c · 1c + 2p · 1p − E[p · dŷ(r(L)α,D(L))e] + lim sup
T→∞

1

T

∫ T+1

1

E[p ·B(L)(Lt)]dt,

= c · 1c + 2p · 1p + lim sup
T→∞

1

T

∫ T+1

1

(
E[p ·B(L)(Lt)]− E[p · dŷ(r(L)α,D(L))e]

)
dt,

Now, since π uses a basestock replenishment policy, by (3.22), the component shortage process

obeys, for t ≥ 1

Q(L)(Lt) = AD(L)(Lt)− r(L)α,

which has the same distribution as AD(L) − r(L)α due to the memoryless property of the Poisson

process. Thus, by the definition of BI(t) from (3.24-3.25), and the definition of ŷ(r(L)α,D(L)) in

(3.29), this equivalence in distributions implies that, for all t ≥ 1

E[p ·B(L)I(Lt)] = E[p · dŷ(r(L)α,D(L))e].

Thus, we have shown that

CπL −RαL√
L

≤ c · 1c + 2p · 1p√
L

+ lim sup
T→∞

1

T

∫ T+1

1

p ·
(
E[B(L)(Lt)]− E[B(L)I(Lt)]√

L

)
dt,

the right-hand side of which converges to zero as L → ∞, by condition (3.27) assumed in the

lemma.

Now we will show that our policy indeed achieves the sufficient condition of Lemma 3.3. In

order to do so, we restate Lemmas 2 and 3 from Reiman and Wang (2015), giving bounds on

extreme values of the demand process. The proofs of these lemmas follow directly from Reiman and

Wang (2015), as they depend only on the details of the demand process, and not on the integrality

constraints of a feasible policy.

Lemma 3.4 (Reiman and Wang, 2015). For each product j,

E
[

sup
t−1≤τ≤t

d̃
(L)
j (τ)

]
≤ 3λ1/(2+δ)(1 + ηj)L

−δ/(2(2+δ)).
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Lemma 3.5 (Reiman and Wang, 2015). For each product j, and any positive constant κ,

E

[
sup

0≤τ≤L−1/4

|D̂(L)
j (0, τ)|

]
≤ (1 + σ2

jj)L
−1/8,

E

[
sup

L−1/4≤τ≤1

(
|D̂(L)

j (0, τ)| −
√
Lτκ

)+
]
≤
σ2
jj

κ
L−1/4,

Next we restate Lemma 4 from Reiman and Wang (2015) which bounds the absolute value of

the scaled and centered basestock levels for any lead time length. We make a slight adjustment

to the version in Reiman and Wang (2015), by requiring L ≥ 1 instead of L > 0 which does not

impact the asymptotic analysis as L→∞. For completeness we include a short proof, which follows

directly from Lemma 4 in Reiman and Wang (2015). We note that the original Lemma 4 in Reiman

and Wang (2015) holds in our setting because it deals only with the optimal solutions of (3.15) and

(3.17).

Lemma 3.6. There exists a finite constant K such that for all lead times L ≥ 1, and all components

i,

|r(L)α
i − L

∑
j aijµj |√

L
≤ K.

Proof. By Lemma 4 from Reiman and Wang (2015) there exists a finite constant K ′ such that for

all lead times L > 0 and all i,

|αr(L)∗
i + (1− α)r

(L)0
i − L

∑
j aijµj |√

L
≤ K ′,

so that for L ≥ 1 we have

|r(L)α
i − L

∑
j aijµj |√

L
≤
|αr(L)∗

i + (1− α)r
(L)0
i − L

∑
j aijµj |+ 1

√
L

,

≤ K ′ + 1,

and let K = K ′ + 1.

Next we also restate Lemma 5 from Reiman and Wang (2015), which bounds the backlog target

process in terms of the demand process. Again, the proof of this result directly follows from Reiman

and Wang (2015), since our definition of the backlog target (3.24) (i.e., before rounding) is identical
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to the definition given in equations (19-20) of the aforementioned paper. Further, the proof relies

only on the Lipschitz continuity of the minimum norm selection in (3.24), and the fact that a

basestock policy is used. We will use this result to bound the rounded backlog targets, (3.25), that

we use in our integer allocation policy.

Lemma 3.7 (Reiman and Wang, 2015). There exists a constant g that depends only on A and p

such that for any t2 > t1 ≥ 1, any t ≥ 1, and each product j

|B̃(L)∗
j (t2)− B̃(L)∗

j (t1)| ≤ g
∑
l

|D̂(L)
l (t1, t2)− D̂(L)

l (t1 − 1, t2 − 1)|,

|B̃(L)∗
j (t)− B̃(L)∗

j (t−)| ≤ g
∑
l

|d̃(L)
l (t)− d̃(L)

l (t− 1)|.

With this result we are ready to state and prove the asymptotic optimality result. Our proof

follows a similar strategy to the proof of the analogous result in Reiman and Wang (2015), who

bound backlog levels in the system in terms of demand, but we require care to account for the

integrality constraint in several places. We require that the reservation levels wij from Algorithm 4

vanish asymptotically,

lim
L→∞

w
(L)
ij√
L

= 0, ∀i, j. (3.30)

Proposition 3.3. A policy with base stock levels (3.23), allocations made according to Algorithm

4, and reservation levels satisfying (3.30), is asymptotically optimal as L→∞, i.e.,

lim
L→∞

CαL
C
¯ L

= 1.

Proof. We prove the claim by demonstrating that condition (3.27) in Lemma 3.3 holds for the policy

described. This is sufficient, since by Lemma 3.3 we then have limL→∞(CαL − RαL)/
√
L = 0, which

together with Lemma 3.2 gives

lim
L→∞

CαL
C
¯L

= lim
L→∞

CαL
RαL

,

= lim
L→∞

(√
L

RαL

)
CαL −RαL√

L
+ 1,

= 1.
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In order to verify condition (3.27), for a given L and t ≥ 1 define

S +
L (t) =

{
j
∣∣∣B̃(L)

j (t) > B̃
(L)I
j (t)

}
,

S −L (t) =
{
j
∣∣∣B̃(L)

j (t) < B̃
(L)I
j (t)

}
,

as the sets of products, j, which have excess and deficit, respectively, of their current backlog level,

B̃
(L)
j (t), relative to their target, B̃

(L)I
j (t).

Step 1: Bounding Backlog Excess by Deficit. We first demonstrate that for any product

j ∈ S +
L (t), its deviation from the backlog target can be bound in terms of the sum of deviations

from the backlog target for all products in j ∈ S −L (t), i.e., a product can only have much backlog

excess if other products have much backlog deficit. Then the result follows by a bound on the

backlog deficit.

Consider some product j′ ∈ S +
L (t), and we claim that there exists some component i′ ∈ N (j′)

such that ∑
j∈S +

L (t)

ai′j

(
B

(L)
j (Lt)−B(L)I

j (Lt)
)

≤
∑

j∈S−L (t)

ai′j

(
B

(L)I
j (Lt)−B(L)

j (Lt)
)
− (1− ai′j′ − w(L)

i′j′).

(3.31)

To show this, we assume it is not true and demonstrate a contradiction with the allocation for

product j′ in Algorithm 4. Accordingly, assume that for all components i′ ∈ N (j′), the opposite

inequality holds for (3.31), which, by the backlog relation (3.5), is equivalent to∑
j

ai′jz
(L)
j (Lt) <

∑
j

ai′j

(
B

(L)−
j (Lt)−B(L)I

j (Lt)
)

+ 1− ai′j′ − w(L)
i′j′ . (3.32)

Then, note that the definition of the backlog targets in (3.24) and (3.25) implies that

AB(L)I(Lt) ≥ AB(L)∗(Lt),

≥ Q(L)(Lt),

= AB(L)−(Lt)− I(L)−(Lt),

where the final equality follows from the definition (3.6). This implies that for component i′,∑
j

ai′j

(
B

(L)−
j (Lt)−B(L)I

j (Lt)
)
≤ I(L)−

i′ (Lt),
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which combined with (3.32) gives, for all i′ ∈ N (j′),∑
j

ai′jz
(L)
j (Lt) < I

(L)−
i′ (Lt) + 1− ai′j′ − w(L)

i′j′ . (3.33)

Now, by the by the backlog relation (3.5), and the definition of S +
L (t), we have

z
(L)
j′ (Lt) = B

(L)−
j (Lt)−B(L)

j (Lt),

< B
(L)−
j (Lt)−B(L)I

j (Lt),

which cannot hold at the same time as (3.33) by Lemma 3.1. Thus, (3.31) holds and we note that

by definition of S +
L (t), the left-hand side is strictly positive. Thus, scaling by

√
L, we see that

1− ai′j′ − w(L)
i′j′√

L
< ai′j′

(
B̃

(L)
j′ (t)− B̃(L)I

j′ (t)
)

+
1− ai′j′ − w(L)

i′j′√
L

≤
∑

j∈S−L (t)

ai′j

(
B̃

(L)I
j (t)− B̃(L)

j (t)
)
.

By (3.30) we have limL→∞(1 − ai′j′ − w(L)
i′j′)/

√
L = 0, and it is clear that (3.27) will hold if we

demonstrate that for any ε > 0, we can choose L large enough so that for all t ≥ 1 and j ∈ S −L (t)

we have

E[B̃
(L)I
j (t)− B̃(L)

j (t)] < ε. (3.34)

To show this, for t ≥ 1 and j ∈ S −L (t), define

t
(L)
j = sup

{
τ
∣∣∣0 ≤ τ ≤ t and B̃

(L)I
j (τ) < B̃

(L)−
j (τ)

}
.

Then, we can write the expectation of interest as

E[B̃
(L)I
j (t)− B̃(L)

j (t)]

= E
[(
B̃

(L)I
j (t)− B̃(L)

j (t)
)
1{t(L)

j <t−1}

]
+ E

[(
B̃

(L)I
j (t)− B̃(L)

j (t)
)
1{t(L)

j ≥t−1}

]
,

which allows us to establish the bound in two separate cases.

Step 2: Bounding Backlog Deficit Lasting Longer than a Lead Time. Consider the

case when t
(L)
j < t − 1 , which implies that B̃

(L)−
j (τ) − B̃(L)I

j (τ) ≤ 0 for all τ ∈ [L(t − 1), Lt], so

by the first argument of the minimization in (3.26) in Algorithm 4, no backlog for product j will
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be served during this lead time. Thus, the total backlog at time Lt must be at least as large as the

demand arriving during this lead time,

B̃
(L)
j (t) ≥ D̃(L)

j (t) = D̂
(L)
j (t) +

√
Lµj . (3.35)

Next we observe that there must exist a component i′ with ai′j > 0 such that

ai′jB
(L)∗
j (Lt) ≤

(
Q

(L)
i′ (Lt)

)+

,

since otherwise we could strictly decrease B
(L)∗
j (Lt) without violating any constraint in the LP

minB≥0{p ·B|AB ≥ Q(L)(Lt)}, which violates the definition of B(L)∗(Lt) in (3.24). Further, by the

component shortage relation (3.22), we have

Q
(L)
i′ (Lt) =

N∑
l=1

ai′lD
(L)
l (Lt)− r(L)α

i′ ,

so that

ai′jB
(L)I
j (Lt) < ai′j

(
B

(L)∗
j (Lt) + 1

)
,

≤

(
N∑
l=1

ai′lD
(L)
l (Lt)− r(L)α

i′

)+

+ ai′j .

Thus, scaling all terms, and centering the demand and base stock level, we have

ai′jB̃
(L)I
j (t) ≤

(
N∑
l=1

ai′lD̂
(L)
l (t)−

r
(L)α
i′ − L

∑N
l=1 ai′lµj√
L

)+

+
ai′j√
L
,

≤ ā
N∑
l=1

|D̂(L)
l (t)|+K +

ai′j√
L
,

where the last inequality follows from Lemma 3.6. Let β̄ = ā/a
¯

and κ̄ = K/a
¯
, so that

B̃
(L)I
j (t) ≤ β̄

N∑
l=1

|D̂(L)
l (t)|+ κ̄+ L−1/2.
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Together with (3.35) this implies that

E
[(
B̃

(L)I
j (t)− B̃(L)

j (t)
)
1{t(L)

j <t−1}

]

≤ E

(β̄ N∑
l=1

|D̂(L)
l (t)|+ κ̄+ |D̂(L)

j (t)| −
√
Lµj

)+
+ L−1/2,

≤ E

((β̄ + 1)

N∑
l=1

|D̂(L)
l (t)| − (

√
Lµj − κ̄)

)+
+ L−1/2,

≤ (β̄ + 1)

N∑
l=1

E

(|D̂(L)
l (t)| −

√
Lµj − κ̄

N(β̄ + 1)

)+
+ L−1/2,

≤ N(β̄ + 1)2

√
Lµj − κ̄

N∑
l=1

σ2
ll + L−1/2, (3.36)

where the last inequality follows from bounding the expectation using Chebyshev’s inequality.

Step 3: Bounding Backlog Deficit Lasting Less than a Lead Time. Now consider the

case when t
(L)
j ≥ t− 1. First we claim that

B̃
(L)I
j (t)− B̃(L)

j (t) ≤
(
B̃

(L)I
j (t)− B̃(L)I

j (t
(L)
j )

)
−
(
B̃

(L)
j (t)− B̃(L)

j (t
(L)
j )

)
,

+ |B̃(L)I
j (t

(L)
j )− B̃(L)I

j (t
(L)−
j )|.

(3.37)

To show this, we will consider two cases. First, however, note that at any time t′, if B
(L)I
j (t′) <

B
(L)−
j (t′), then the allocation policy in Algorithm 4 implies that B

(L)I
j (t′) ≤ B

(L)
j (t′). This is

because (B
(L)−
j (t′) − B

(L)I
j (t′))+ = B

(L)−
j (t′) − B

(L)I
j (t′) and so by the allocation in (3.26) of

Algorithm 4 we have zj(t
′) ≤ B

(L)−
j (t′)− B(L)I

j (t′), which is equivalent to B
(L)I
j (t′) ≤ B

(L)−
j (t′)−

zj(t
′) = B

(L)
j (t′), where the last equality follows from the backlog relation (3.5).

Now, consider the case where backlog for product j is served at time Lt
(L)
j , i.e., zj(Lt

(L)
j ) > 0.

Then by the allocation in (3.26) of Algorithm 4 we must have had 0 < B
(L)−
j (Lt

(L)
j )−B(L)I

j (Lt
(L)
j )

(since otherwise we could never have set zj > 0). Thus, we have B
(L)I
j (Lt

(L)
j ) < B

(L)−
j (Lt

(L)
j ),

which we showed above implies B
(L)I
j (Lt

(L)
j ) ≤ B

(L)
j (Lt

(L)
j ). When scaled, this inequality implies

(3.37).

Otherwise, if no backlog for product j is served at time Lt
(L)
j , then by (3.19) we have B̃

(L)
j (t

(L)
j ) =
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B̃
(L)
j (t

(L)−
j ) + d

(L)
j (t

(L)
j ) ≥ B̃

(L)
j (t

(L)−
j ), i.e., the backlog level increases. Now consider the largest

τ < t
(L)
j for which demand or inventory arrives at time Lτ . Then, since our policy only recalculates

backlog targets and clears backlog at the time of such an arrival, we have B̃
(L)I
j (t

(L)−
j ) = B̃

(L)I
j (τ)

and B̃
(L)
j (t

(L)−
j ) = B̃

(L)
j (τ). Further, by the definition of t

(L)
j , we must have B̃

(L)I
j (τ) < B̃

(L)−
j (τ)

(since the last arrival before Lt
(L)
j occurs at Lτ and these quantities do not change when there are

no arrivals). Thus, as shown above, we have B̃
(L)I
j (τ) ≤ B̃

(L)
j (τ). Combining these relations, we

have

B̃
(L)I
j (t

(L)−
j ) = B̃

(L)I
j (τ) ≤ B̃

(L)
j (τ) = B̃

(L)
j (t

(L)−
j ) ≤ B̃

(L)
j (t

(L)
j ),

which implies that

0 ≤ B̃(L)
j (t

(L)
j )− B̃(L)I

j (t
(L)−
j ),

= B̃
(L)
j (t

(L)
j )− B̃(L)I

j (t
(L)
j ) + B̃

(L)I
j (t

(L)
j )− B̃(L)I

j (t
(L)−
j ),

≤ B̃(L)
j (t

(L)
j )− B̃(L)I

j (t
(L)
j ) + |B̃(L)I

j (t
(L)
j )− B̃(L)I

j (t
(L)−
j )|,

which implies (3.37).

Now we will bound each term on the right-hand side of (3.37) separately. To do so, first note

that by the rounding of the backlog targets in (3.25), for any two times t1 and t2,

|B(L)I
j (Lt2)−B(L)I

j (Lt1)| ≤ |B(L)∗
j (Lt2)−B(L)∗

j (Lt1)|+ 1,

so that for the scaled version we have

|B̃(L)I
j (t2)− B̃(L)I

j (t1)| ≤ |B̃(L)∗
j (t2)− B̃(L)∗

j (t1)|+ L−1/2.

Thus, for the last term in (3.37), by Lemma 3.7, we have,

|B̃(L)I
j (t

(L)
j )− B̃(L)I

j (t
(L)−
j )|

≤ g
∑
l

|d̃(L)
l (t

(L)
j )− d̃(L)

l (t
(L)
j − 1)|+ L−1/2,

≤ sup
t−1≤τ≤t

{
g
∑
l

|d̃(L)
l (τ)− d̃(L)

l (τ − 1)|

}
+ L−1/2,

≤ g
N∑
l=1

(
sup

t−1≤τl≤t

{
d̃

(L)
l (τl)

}
+ sup
t−2≤τ ′l≤t−1

{
d̃

(L)
l (τ ′l )

})
+ L−1/2,
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where the second inequality follows from t − 1 ≤ t
(L)
j ≤ t, and the third inequality from the fact

that demand is non-negative. Thus, we can bound the expected value using Lemma 3.4,

E
[
|B̃(L)I
j (t

(L)
j )− B̃(L)I

j (t
(L)−
j )|

]

≤ g
N∑
l=1

E

[
sup

t−1≤τl≤t

{
d̃

(L)
l (τl)

}
+ sup
t−2≤τ ′l≤t−1

{
d̃

(L)
l (τ ′l )

}]
+ L−1/2,

≤ 6gλ1/(2+δ)L−δ/(2(2+δ))
N∑
l=1

(1 + ηj) + L−1/2. (3.38)

For the first term of (3.37), by Lemma 3.7, we have

B̃
(L)I
j (t)− B̃(L)I

j (t
(L)
j ) ≤ |B̃(L)∗

j (t)− B̃(L)∗
j (t

(L)
j )|+ L−1/2,

≤ g
∑
l

|D̂(L)
l (t

(L)
j , t)− D̂(L)

l (t
(L)
j − 1, t− 1)|+ L−1/2.

For the second term of (3.37), note that no backlog of product j is served between t
(L)
j and t,

so we have

B̃
(L)
j (t)− B̃(L)

j (t
(L)
j ) ≥ D̃(L)

j (t
(L)
j , t),

= D̂
(L)
j (t

(L)
j , t) +

√
Lµj(t− t(L)

j ).

Now let τt = t − t
(L)
j , and since t − 1 ≤ t

(L)
j ≤ t, we have 0 ≤ τt ≤ 1. Further due to the

memoryless property of the Poisson process, for all products l, we have the following equivalences

in distribution

D̂
(L)
l (t

(L)
j , t)

d
= D̂

(L)
l (1, 1 + τt),

D̂
(L)
l (t

(L)
j − 1, t− 1)

d
= D̂

(L)
l (0, τt).

Thus we can bound the first two terms of (3.37) by

E
[(
B̃

(L)I
j (t)− B̃(L)I

j (t
(L)
j )

)
−
(
B̃

(L)
j (t)− B̃(L)

j (t
(L)
j )

)]
,

≤ E

(g N∑
l=1

|D̂(L)
l (1, 1 + τt)− D̂(L)

l (0, τt)|+ |D̂(L)
j (1, 1 + τt)| −

√
Lµjτt

)+
+ L−1/2,

≤ E

(g N∑
l=1

|D̂(L)
l (1, 1 + τt)|+ g

N∑
l=1

|D̂(L)
l (0, τt)|+ |D̂(L)

j (1, 1 + τt)| −
√
Lµjτt

)+


+ L−1/2.
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Let κ = µj/(2Ng + 1) so that,(
g

N∑
l=1

|D̂(L)
l (1, 1 + τt)|+ g

N∑
l=1

|D̂(L)
l (0, τt)|+ |D̂(L)

j (1, 1 + τt)| −
√
Lµjτt

)+

,

=

(
g

N∑
l=1

(
|D̂(L)

l (1, 1 + τt)| −
√
Lτtκ

)

+g

N∑
l=1

(
|D̂(L)

l (0, τt)| −
√
Lτtκ

)
+ |D̂(L)

j (1, 1 + τt)| −
√
Lτtκ

)+

,

≤ (g + 1)

N∑
l=1

(
|D̂(L)

l (1, 1 + τt)| −
√
Lτtκ

)+

+ g

N∑
l=1

(
|D̂(L)

l (0, τt)| −
√
Lτtκ

)+

,

≤ sup
0≤τ≤1

{
(g + 1)

N∑
l=1

(
|D̂(L)

l (1, 1 + τ)| −
√
Lτκ

)+

+ g

N∑
l=1

(
|D̂(L)

l (0, τ)| −
√
Lτκ

)+
}
,

≤ (g + 1)

N∑
l=1

sup
0≤τl≤1

{(
|D̂(L)

l (1, 1 + τl)| −
√
Lτlκ

)+
}

+ g

N∑
l=1

sup
0≤τ ′l≤1

{(
|D̂(L)

l (0, τ ′l )| −
√
Lτ ′lκ

)+
}
,

and we have

E
[(
B̃

(L)I
j (t)− B̃(L)I

j (t
(L)
j )

)
−
(
B̃

(L)
j (t)− B̃(L)

j (t
(L)
j )

)]
,

≤ (g + 1)

N∑
l=1

E
[

sup
0≤τl≤1

{(
|D̂(L)

l (1, 1 + τl)| −
√
Lτlκ

)+
}]

,

+ g

N∑
l=1

E

[
sup

0≤τ ′l≤1

{(
|D̂(L)

l (0, τ ′l )| −
√
Lτ ′lκ

)+
}]

+ L−1/2.

94



Now for a given product l, we have

E
[

sup
0≤τ≤1

{(
|D̂(L)

l (0, τ)| −
√
Lτκ

)+
}]

,

≤ E

[
sup

0≤τ≤L−1/4

{(
|D̂(L)

l (0, τ)| −
√
Lτκ

)+
}

+ sup
L−1/4≤τ≤1

{(
|D̂(L)

l (0, τ)| −
√
Lτκ

)+
}]

,

≤ E

[
sup

0≤τ≤L−1/4

{
|D̂(L)

l (0, τ)|
}]

+ E

[
sup

L−1/4≤τ≤1

{(
|D̂(L)

l (0, τ)| −
√
Lτκ

)+
}]

,

≤ (1 + σ2
ll)L

−1/8 +
σ2
ll

κ
L−1/4.

Since D̂
(L)
l (1, 1 + τl) has the same distribution as D̂

(L)
l (0, τ), the same bound applies, and we

have,

E
[(
B̃

(L)I
j (t)− B̃(L)I

j (t
(L)
j )

)
−
(
B̃

(L)
j (t)− B̃(L)

j (t
(L)
j )

)]
,

≤ (2g + 1)

N∑
l=1

(
(1 + σ2

ll)L
−1/8 +

σ2
ll

κ
L−1/4

)
+ L−1/2.

This, together with (3.37) and (3.38), shows that

E
[(
B̃

(L)I
j (t)− B̃(L)

j (t)
)
1{t(L)

j ≥t−1}

]
,

≤ (2g + 1)

N∑
l=1

(
(1 + σ2

ll)L
−1/8 +

σ2
ll

κ
L−1/4

)
+ 6gλ1/(2+δ)L−δ/(2(2+δ))

N∑
l=1

(1 + ηj)

+ 2L−1/2,

which, together with (3.36), makes it clear that L can be chosen large enough to satisfy (3.34),

which completes the proof.

From Proposition 3.3 it is clear that the policy described is asymptotically optimal, since by

Theorem 3.2 we have C
¯L
≤ C∗L ≤ CαL , which implies 1 ≤ CαL/C∗L ≤ CαL/C¯L, and thus

lim
L→∞

CαL
C∗L

= lim
L→∞

CαL
C
¯L

= 1.

Finally, we note that the policy described in Theorem 3.1 of Section 3.2.2 is a special case of

the policy described in Proposition 3.3, with α = 0 for setting the base stock levels in (3.23) (which

is equivalent to (3.10)), and reservation levels wij = 0 for all i, j (which clearly satisfies condition

(3.30)). Thus, Theorem 3.1 follows as a special case of Proposition 3.3.
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3.3 Online Allocation for a Lost Sales Model

In this section we consider an alternative dynamic ATO model from that of Section 3.2 and show

how our approach for the one-period problem yields an online algorithm with an O(logm/ log logm)

competitive ratio. Specifically, we consider a finite horizon ATO model with lost sales, online allo-

cation, and no replenishment. The model of online arrivals captures a setting with high uncertainty

regarding the order in which products will be demanded. Considering such a setting guides the de-

sign of a robust allocation policy that hedges against these uncertainties. The policy makes critical

use of the solution of the single period (ATO) problem, both to set policy parameters and serve as

a lower bound on optimal cost.

We next describe the model in detail. Recall that the assembly structure is described by a matrix

A, with aij denoting the number of units of component i required to assemble product j. Before

the beginning of the first time period, a manager makes a single ordering decision, ri, for each

component i, at cost ci per unit, and there is no replenishment after the start of the first period.

There are T discrete time periods, indexed by t, with product demand arriving sequentially, i.e.,

one unit of product demand arrives in any single period t. The online model we adopt is comprised

of two layers: an initial random draw from a base distribution over demand sample paths, followed

by an adversarial permutation of this sample path. (Note that in our setting, purely adversarial

demand is trivial and uninteresting, since the adversary could send zero demand after any positive

ordering decision is revealed).

We describe the two layers of the demand model next.

Base demand distribution. In time period t, at most one unit of demand arrives for a single

product. With probability qjt demand arrives for one unit of product j, and no demand for any

product arrives with probability 1−
∑
j qjt. The arrivals are independent across time periods. Let

ω denote a sample path of the base demand distribution, and let dtjω ∈ {0, 1} represent the demand

for product j in period t on this sample path. Let µω denote the probability of sample path ω,

which can be calculated from the probabilities qjt. This demand process is similar to that described

in Adelman (2007) for a network revenue management model.

Adversarial permutation. Initially, nature draws a full sample path of demand realizations

from the base demand distribution. An adversary then observes the full sample path and may

permute the arrivals in any order, doing so to create the worst possible performance for the allocation
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policy in place. Initially, the allocation policy does not observe the full sample path or permutation,

but demand is sequentially revealed, one unit at a time, in the order chosen by the adversary.

Each time demand for product j arrives, the policy must choose whether to fill this demand,

subject to the availability of all components i ∈ N (j). If a unit of demand for product j is not

filled for any reason, the demand is lost and the policy is charged a shortage cost of pj . Thus, a

policy is comprised of two sets of decisions. Initially, an order quantity ri for each component i

must be chosen before the start of the first period. Then, in each subsequent period, it must decide

how to allocate remaining components to arriving product demand. The online policy must be

non-anticipative, i.e., in time period t it must only use information available up to that time when

making allocation decisions.

Let djω =
∑
t dtjω denote the total demand for product j on sample path ω. Then, given initial

inventory quantities ri, we can think of the allocation problem along a given sample path ω as an

online version of the offline second stage problem (2.4), which we reproduce here for reference

min
∑
j

pjyjω

s.t.
∑
j

aijyjω ≥
∑
j

aijdjω − ri, ∀ i,

yjω ≤ djω, ∀ j,

yjω ≥ 0, integer, ∀ j.

(2.4 revisited)

In the online version of (2.4), the demands djω are revealed unit by unit. In particular, let d̂jω

denote the total demand for product j revealed by a given time period. Then initially all d̂jω = 0,

and in each time period at most one d̂jω is incremented by one, until all demands are at their final

quantities in period T , i.e., at time period T we have d̂jω = djω. Each time a d̂jω is incremented, the

allocation policy must decide whether to also increment the variable yjω (and only this variable),

and is required to do so in a way that maintains feasibility for all constraints in (2.4) for the currently

revealed demand d̂jω. Choosing to increment yjω corresponds to not filling the arriving demand for

product j. In this setting, the adversarial permutation corresponds to an adversary choosing the

order in which the d̂jω are incremented. We emphasize that the online policy does not know either

the permutation, or the sample path ω, but it does know the distribution of the sample paths.

In order to assess the performance of a given policy, we adopt the notion of competitive ratio,
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which compares the performance of the policy to that of an optimal offline algorithm that knows

the full sample path before making any allocation decisions. Specifically, like the online policy,

the offline algorithm makes an ordering decision before any demand is realized, but the offline

algorithm is allowed to wait until the end of period T before deciding what demand to fill, i.e., it

solves the offline allocation problem (2.4). Thus, the adversary’s permutation of demand doesn’t

impact the offline algorithm’s performance, as it processes the entire sample path at once. This can

be viewed as relaxing the online algorithm’s non-anticipativity constraint after the initial ordering

decision. Further, it is clear that the offline algorithm’s combined ordering and allocation problem

is equivalent to (ATO), where demand is distributed according to djω =
∑
t dtjω as described above.

Thus, we maintain the use of OPT to denote the optimal offline cost for this demand distribution.

To formally define the competitive ratio in our setting, let σω denote a permutation of a sample

path ω. For a given online policy π, let rπ denote the ordering decision and Pπ(σω, r
π) denote the

lost sales cost when the demand sample path is ω and σω is the permutation. Then the policy π

has competitive ratio β if

c · rπ + Eω
[
max
σω
{Pπ(σω, r

π)}
]
≤ βOPT.

We briefly discuss this definition in relation to similar concepts discussed in the literature. Some

models of online resource allocation assume a given quantity of initial resources (i.e., components

in our setting) and consider arbitrary demand arrival sequences with no distributional assumptions

(e.g. Ball and Queyranne, 2009; Ma and Simchi-Levi, 2017). We consider the broader problem of

deciding both initial inventory investment, as well as online allocation. Thus, some distributional

information on demand is required in our setting, since any algorithm performs arbitrarily poorly

if it orders inventory and then no demand arrives.

We also contrast our setting to the random permutation model of Agrawal et al. (2014), who

assume that the columns of an adversarialy chosen LP constraint matrix arrive in a random order

drawn from the uniform distribution over all permutations. Our model in some sense flips this

order, since we consider an adversarial permutation of a random arrival sample path, as opposed to

a random permutation of adversarial arrivals. As mentioned above, we note that adversarial arrivals

in our setting are not interesting, since an adversary can create arbitrarily poor performance (e.g.,

after the ordering decision is made, the adversary can send zero arrivals if positive inventory is

ordered for any component, creating an infinite competitive ratio). We also note that our results
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would hold in a model with a distribution over permutations of the random sample paths, since we

consider the worst permutation for every sample path.

We further note that our base demand distribution is similar to demand in the network revenue

management model of Adelman (2007), who considers a maximization version of the allocation

problem. In the ATO setting, Bernstein et al. (2011) consider a similar model of an initial ordering

decision, sequential allocation, and lost sales. To our knowledge, we are the first to consider the

general online version of this ATO setting.

We now present our joint inventory investment and allocation policy, Algorithm 5. The intuition

of the policy is to approximate the optimal offline solution to (ATO) for demand djω =
∑
t dtjω,

using the LP rounding approach developed in Section 2.4, then use this solution to find a good

inventory vector and online allocation policy. In particular, the policy requires an input factor α,

by which it scales up the inventory quantities from the LP rounding. The allocation procedure

then determines the average fraction of lost demand for each product, and randomly declines to

fill arriving demand with these probabilities. Let d̄j =
∑
ω µωdjω =

∑
t qjt denote the expected

cumulative demand for product j over the entire time horizon.

Algorithm 5 Inventory and Online Allocation

1: Approximate (ATO) using Theorem 2.2, let rIi , yIjω denote the output solution

2: Set inventory levels r′i ← dαrIi e, ∀i
3: Set ȳj ←

∑
ω µωy

I
jω/d̄j , ∀j

4: Upon arrival of demand for product j do:{
A: Leave demand unfulfilled, w.p. ȳj

B: Fill demand if components available, w.p. 1− ȳj

Proposition 3.4. If m ≥ 3, aij ∈ {0, 1}, and markups and component costs are bounded such that

γjci/ci′ ≤ C < ∞ for all j and i, i′, then the inventory and allocation policy of Algorithm 5 has

competitive ratio

O

(
logm

log(logm)

)
,

when α = O(logm/ log(logm)).

To prove this result we first state two supporting lemmas. The first leverages a standard Chernoff

bound to approximate the expected value of a sum of Bernoulli random variables above a given

quantity.
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Lemma 3.8. Let X =
∑
iXi, where Xi are independent Bernoulli random variables, µ = E[X],

and consider an integer s > eµ. Then

E[(X − s)+] ≤
(eµ
s

)s( s

s− eµ

)

Proof. Using a standard Chernoff bound (Hagerup and Rüb, 1990), for a non-negative integer x we

have

P[X > s+ x] = P[X >
s+ x

µ
µ],

≤

 e
s+x−µ
µ(

s+x
µ

) s+x
µ


µ

,

≤
(

eµ

s+ x

)s+x
,

≤
(eµ
s

)s (eµ
s

)x
,

where the first inequality follows from the Chernoff bound for independent Bernoulli random vari-

ables (eq. (5) in Hagerup and Rüb, 1990), the second from the fact that the exponential function

is increasing, and the last from x ≥ 0. Now, writing the expectation of interest as the sum of tail

probabilities, we have

E[(X − s)+] =

∞∑
x=0

P[X > s+ x],

≤
(eµ
s

)s ∞∑
x=0

(eµ
s

)x
,

=
(eµ
s

)s( s

s− eµ

)
,

where the final equality follows from the geometric sum for s > eµ.

We will use the next lemma to bound the decay rate of the exponential term arising in the

Chernoff bound. For x > e, let

α(x) =
2 log x

log(log x)
.
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Lemma 3.9. For x > e we have α(x) ≥ 2e and(
e

α(x)

)α(x)

≤ 1

x
.

Proof. First, note that α(x) ≥ 2e is equivalent to

f(x) = log x− e log(log x) ≥ 0.

We will consider two cases; the first is e < x ≤ ee. The second derivative of f is

f ′′(x) =
e+ log x(e− log x)

x2 log2 x
,

which is non-negative over the domain because e < x ≤ ee implies 1 < log x ≤ e. So the function f

is convex on the domain e < x ≤ ee, so checking the first derivative of f ,

f ′(x) =
log x− e
x log x

,

we see that f is minimized when log x = e, or x = ee. Plugging back into the function we get

f(ee) = 0, hence we have shown f(x) ≥ 0 when e < x ≤ ee. For the second case when x > ee,

note that the function value is zero at x = ee and the derivative is positive for x > ee. Thus, the

function only increases away from zero when x > ee which implies f(x) ≥ 0.

For the second claim, taking logarithms and rearranging, (e/α(x))α(x) ≤ 1/x is equivalent to

log x

e
≤ (logα(x)− 1)elogα(x)−1.

Now, consider the Lambert W function for real values z ≥ 0, implicitly defined as z = W (z)eW (z),

thus satisfying z = W (zez). We will use three properties of this function; i) W (z) is strictly

increasing for z ≥ 0, ii) W (z) is positive for z > 0, and iii) W (e) = 1 (see e.g., Corless et al., 1996,

for a detailed treatment). Since W (z) is strictly increasing, our inequality is equivalent to

W

(
log x

e

)
≤ logα(x)− 1.

Rearranging we get the equivalent inequality

eW( log x
e )+1 ≤ α(x).

Now, by definition of the W function, eW (z) = z/W (z), so this inequality is equivalent to

log x

W
(

log x
e

) ≤ α(x).
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Substituting in the expression for α(x), this condition is equivalent to

g(x) = 2W

(
log x

e

)
− log(log x) ≥ 0.

We will prove this claim for two cases; the first is e < x < ee
2

. Note that e < x implies that

0 < (log x)/e, so the argument of the W function is strictly positive and thus the function value

itself is positive. Further, note that at x = ee
2

we have W ((log ee
2

)/e) = W (e) = 1, and since

W (z) is strictly increasing, we have W ((log x)/e) ≤ 1 for x ≤ ee
2

. Using implicit differentiation,

the second derivative of g is

g′′(x) =

(log x+ 1)

(
W
(

log x
e

)
+ 1−W

(
log x
e

)2

−W
(

log x
e

)3
)

+ 2W
(

log x
e

)
x2 log2 x

(
W
(

log x
e

)
+ 1
)3 .

Since W ((log x)/e) ≤ 1, we have W ((log x)/e)2 ≤ W ((log x)/e) and W ((log x)/e)3 ≤ 1, and

since W ((log x)/e) ≥ 0, the second derivative is non-negative over the domain e < x < ee
2

. Thus

the function g(x) is convex over this domain, and checking the first derivative,

g′(x) =
W
(

log x
e

)
− 1

x log x
(
W
(

log x
e

)
+ 1
) ,

we see that g(x) is minimized at W
(

log x
e

)
= 1, which we saw above occurs at x = ee

2

. Plugging

this back in to g, we see that g(ee
2

) = 0, and hence g(x) ≥ 0 for all e < x < ee
2

. For the second

case when x > ee
2

, note that the derivative of g is positive, and since g is zero at x = ee
2

, the

function only increases away from zero over the range x > ee
2

. Thus we have shown g(x) ≥ 0 which

establishes the claim.

Proof of Proposition 3.4. From the rounding of the inventory quantities in Algorithm 5, if rIi ≥ 1

we have

r′i = dαrIi e ≤ αrIi + 1 ≤ (α+ 1)rIi ,

while if rIi = 0 we trivially have r′i ≤ (α+ 1)rIi . Thus, the inventory ordering cost can be bound as∑
i

cir
′
i ≤ (α+ 1)

∑
i

cir
I
i . (3.39)
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Let Ĉ = max(C, 1) and set α in Algorithm 5 as follows

α =
2 log(Ĉm)

log(log(Ĉm))
,

and note that since m ≥ 3, we have Ĉm > e, so that by Lemma 3.9 we have α > 2e. With this value

of α, we will demonstrate that for any collection of arrival sequence permutations across all demand

scenarios, the expected cost of Algorithm 5 is bounded by a linear function of α times OPT , the

optimal value of the offline problem (ATO). Since we show this inequality for any arrival sequence

permutations, it holds when the worst permutation is chosen for each demand scenario, and thus

satisfies the competitive ratio definition. Then, since α is O(logm/ log(logm)), the result follows.

In the following, we use the subscript t to index random variables according to the time period

that nature originally drew the demand in (as opposed to the adversarial order in which demand

actually arrived). We define two random processes to account for the shortage incurred by the online

algorithm. Let Yjt be a Bernoulli random variable that takes value 1 if both of the following occur:

i) there is demand for product j in period t, and ii) when this demand arrived the policy chose

action A in Step 4 of Algorithm 5, i.e., it decided to leave the demand unfulfilled. Similarly, let Zjt

be a Bernoulli random variable that takes value 1 if both of the following occur: i) there is demand

for product j in period t, and ii) when this demand arrived the policy chose action B in Step 4, i.e.,

it tried to fill the demand. Then we say the online algorithm incurs type 1 shortage when Yjt = 1,

and type 2 shortage when Zjt = 1 and there is some component i ∈ N (j) with insufficient remaining

inventory to fill the demand. For any arrival sequence permutations, the expected amount of type

1 shortage is

E[
∑
t

Yjt] =
∑
t

qjtȳj ,

=
∑
ω

µωy
I
jω,

(3.40)

which is the expected shortage in the integral solution.

Now we focus on type 2 shortage, i.e., when the policy tentatively accepts demand for product

j but does not have the inventory to fill it. For a given component i, let Zit =
∑
j aijZjt denote

the demand for component i in period t. Note that Zit is a Bernoulli random variable with success

probability equal to
∑
j aijqjt(1 − ȳj). Further, for a given i, the Zit are independent across time

periods t. Thus, the total demand for component i across all time periods, Zi =
∑
t Z

i
t is a sum of
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independent Bernoulli random variables. Letting zi denote the expected value of Zi, we have

zi =
∑
t

∑
j

aijqjt(1− ȳj),

=
∑
ω

µω
∑
j

aij(djω − yIjω),

≤ rIi ,

where the second equality follows from the definition of ȳj and the fact that
∑
t qjt =

∑
ω µωdjω,

and the final inequality follows from the fact that
∑
j aij(djω−yIjω) ≤ rIi for every demand scenario

by the inventory constraint (2.1) of (ATO).

Next, consider a component i for which we ordered positive inventory, i.e., rIi ≥ 1. For any arrival

sequence permutations, the expected quantity of type 2 shortage that is caused by this component,

i.e., the expected amount of Zi that is above r′i, is

E[(Zi − r′i)+] ≤ E[(Zi − αrIi )+],

≤
(
ezi
αrIi

)αrIi ( αrIi
αrIi − ezi

)
,

≤ 2
( e
α

)α
,

≤ 2

Cm
,

where the second inequality follows from Lemma 3.8, the third from the facts that α > 2e, rIi ≥ zi,

and ri ≥ 1, and the last inequality from Lemma 3.9. Now, in the worst case, all the type 2

shortage caused by component i could occur on the most expensive product it serves, i.e., at cost

p̂i = maxj∈N (i){pj}, so the expected shortage cost incurred by component i is at most p̂iE[(Zi−r′i)+].

Recall that γ̄ = maxj γj and c̄ = maxi ci denote the maximum markup and component cost,

respectively. Then, since γ̄c̄/ci ≤ C, for any i we have

p̂i
Cm

≤ γ̄c̄m

Cm
,

≤ ci.

Further, note that if rIi = 0 then the random variable Zi is identically zero and there can be no

type 2 shortage cost caused by this component. Therefore, for any arrival sequence permutations,
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the total type 2 shortage cost incurred by the algorithm is bound by∑
i|rIi≥1

p̂iE[(Zi − αri)+] ≤ 2
∑
i|rIi≥1

p̂i
Cm

,

≤ 2
∑
i|rIi≥1

ci,

≤ 2
∑
i

cir
I
i .

Combining this with the bounds on ordering cost and type 1 shortage cost in (3.39) and (3.40),

respectively, we see that for any arrival sequence permutations, the expected cost of the algorithm

is bound by

(α+ 1)
∑
i

cir
I
i +

∑
j,ω

µωpjy
I
jω + 2

∑
i

cir
I
i , ≤ (α+ 3)

[∑
i

cir
I
i +

∑
ω

µωy
I
jω

]
,

≤ 1.8(α+ 3)OPT,

where the final inequality follows from the approximation guarantee of Theorem 2.2.

3.4 Conclusion

In this chapter, we have established that our approximation results for the one-period ATO problem

extend to a dynamic setting. Specifically, we develop a dynamic integral policy that is asymptotically

optimal for a backlogging model as lead time grows large, by applying our rounding analysis for the

one-period problem to make replenishment and allocation decisions. Further, for a lost sales model,

we use our one-period rounding solution to design an online allocation policy and characterize its

competitive ratio.

105



Chapter 4

Matching Supply and Demand in a Resource

Constrained Service Network

4.1 Introduction

Many markets feature central platforms at which supply and demand are matched. Examples

include modern e-retailing platforms matching sellers and buyers (e.g., Amazon, e-Bay), ride-hailing

platforms matching drivers and riders (e.g., Uber, Lyft), and online advertising networks matching

impressions with advertisements (e.g., Google), as well as more traditional models of markets with

intermediaries facilitating trade between buyers and sellers (e.g., financial markets). In this chapter,

we consider the problem of how to locate a limited number of platforms in a two-sided market in

order to maximize the expected value of matches made between supply and demand. We give a

brief description of the main issues at play in this problem, before providing several examples of

applications, and finally presenting a formal model.

In two-sided markets, each unit of supply is often heterogeneously suited to the needs of each

unit of demand, resulting in variability in the value of matches made between the two sides of

the market. For example, consumers of different demographics may provide significantly different

value to various online advertisers depending on targeting strategies, while in a ride-hailing setting

location may be the primary means of differentiation. Thus, in order to be effective at matching

supply and demand, the platform must have access to various subsets of the population on each

side of the market.

Further, in these settings often both the quantity and value of supply and demand can be highly

uncertain. For example, online platforms do not know how much or which type of traffic their

website will receive ahead of time, nor often times the advertisers who will bid in their real-time

auction environments. Likewise the value on both the buying and selling side of financial markets

is notoriously uncertain. For this reason, we consider maximizing the expected value of matches in

the market.

Next we discuss several example of these types of matching decisions across a wide range of
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industries.

4.1.1 Application Examples

In this section we motivate the model we consider with several practical examples from various

application domains.

Franchise service providers. Consider a franchise business that provides a service to cus-

tomers which must be administered by licensed professionals (e.g., nursing home service or alterna-

tive chronic pain therapies, such as massage, chiropractors, or acupuncture). The demand for such

services will clearly be geographically differentiated based the local population’s age, income and

other characteristics. Further, the supply of licensed professionals may also be limited in certain

areas due to regulatory constraints, or a lack of local training programs. In such a setting the

availability of different supply and demand resources may be modeled with a network structure,

with edges denoting which resources could be matched with which potential site locations. When

deciding on a set of new locations to pursue opening a franchise, the business must take into account

the availability of both supply and demand in the network, which our model captures.

Markets with Intermediaries. There is a large body of research considering markets with

intermediaries who facilitate transactions between buyers and sellers. For example, Blume et al.

(2009) show that the optimal value of trades in a network of buyers and sellers who have access

to each other via central traders can be computed through solving an appropriate linear program,

while Nguyen (2015); Nguyen and Vohra (2017) consider coalitions and bargaining in trade networks

facilitated by middlemen. Our model captures the problem of selecting a subset of traders or

middlemen in such markets in order to maximize the value of trades that can occur in the network.

Transportation-service platforms. Another very active area of research concerns plat-

forms who connect supply and demand of transportation services. For example, Shu et al. (2013);

O’Mahony and Shmoys (2015); Freund et al. (2017) consider various aspects of locating and redis-

tributing capacity for bike-sharing systems in major cities, while de Almeida Correia and Antunes

(2012); He et al. (2017); Alijani et al. (2017) consider how to locate regions or markets in order

to optimize a vehicle-sharing service. In such markets, our model considers choosing a subset of

match-making locations in order to maximize the value of matches made by the platform.
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Header-bidding advertising auctions. The recent rise in real-time bidding for online adver-

tising impressions through the use of header-bidding strategies provides another application for our

model. Header-bidding is a strategy employed by an increasing number of online publishers that

implements real-time bidding for advertising impressions in the header of a web page, before the

impressions pass to pre-negotiated direct orders (Vidakovic, 2017; Qin et al., 2017; Sayedi, 2018;

Jauvion et al., 2018). In this market, publishers typically work with multiple “demand partners,”

who represent a network of advertisers who may value different customer impressions on the pub-

lisher’s website. With the advent of header-bidding strategies, many publishers have noted the need

to limit the number of demand partners they work with, due to speed issues associated with running

the auction in the header of the web page before the page loads Vidakovic (2017); Prebid.org (2018).

In this setting, our model considers choosing a limited number of demand partners in order to max-

imize the value of advertising matches made with customer impressions arriving to the publisher’s

page.

Process flexibility design. Our model also relates to research on process flexibility design.

In this setting, there is a set of plants that can be used to produce a set of products, and the

problem is to design a “flexibility structure” that connects plants with subsets of products in order

to maximize the amount of plant capacity that is used to meet product demand. This line of research

is often compares how close sparse flexibility structures, i.e., those with only a few plant-product

connections, can come to the performance of full flexibility, i.e., a structure where every plant is

connected to every product (Jordan and Graves, 1995b; Simchi-Levi and Wei, 2012; Chen et al.,

2015). Our model can be used to capture a different but related question: what is the best flexibility

structure with less than K plant-product connections (where K is some integer)?

4.1.2 Model

In this section we introduce the formal model we consider. The input data of the problem consists

of a universe of location nodes U (with individual elements denoted by i ∈ U), an integer K, and a

set of scenarios Ω, together with a probability measure µω on elements ω ∈ Ω. Scenario ω ∈ Ω is

a realization of a set of supply nodes Sω, demand nodes Dω, and profits pijkω ≥ 0 for all j ∈ Dω,

k ∈ Sω, and i ∈ U . (To increase readability, we suppress the dependence of the supply and demand

node indices on the scenario ω, and just use j ∈ Dω and k ∈ Sω.) Let n = |U | denote the number

of location nodes.
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The decision sequence of the problem is as follows. Before the scenario is realized, a set of location

nodes A ⊆ U with |A| ≤ K, are opened. Then a scenario is randomly drawn from Ω according to the

probabilities µω. After scenario ω is realized, a demand node j ∈ Dω can be matched with supply

node k ∈ Sω at an open location node i ∈ A to give profit pijkω ≥ 0. Each supply and demand

node can be used in at most one match at one open location node. The objective is to maximize

the expected profit made by supply-demand matches at open facilities. We call this the K-match

problem.

We highlight that our formulation with matching profits pijkω is quite flexible to handle data in

various settings. For example, if feasible matches are determined by a network and all matches have

equal value, then the network structure can be encoded in the matching profits by setting pijkω = 1

if nodes j and k are connected to node i in the network in scenario ω, while pijkω = 0 otherwise.

Our model also allows the much more general case where matches have differing values based on

the combination of nodes involved.

To succinctly formulate the optimization problem, we define the profit objective in scenario

ω ∈ Ω as a function of the set A ∈ U of open nodes as follows:

fω(A) =



max
∑
i∈A

∑
j∈Dω,k∈Sω

pijkωxijk

s.t.
∑

i∈A,k∈Sω

xijk ≤ 1, j ∈ Dω,

∑
i∈A,j∈Dω

xijk ≤ 1, k ∈ Sω,

xijk ∈ {0, 1}, i ∈ A, j ∈ Dω, k ∈ Sω.



(4.1)

In the formulation of fω(A), the variable xijk is one if supply node k is matched with demand

node k at location node i, and is zero otherwise. The first (second) constraint ensures that each

demand (supply) node is matched with at most one supply (demand) node on at most one location

node. With this definition of the matching value in scenario ω, we can state the K-match problem

as follows:

max Eω[fω(A)]

s.t. |A| ≤ K,
(K-match)

where the expectation in the objective is over the random scenarios ω ∈ Ω, i.e., Eω[fω(A)] =∑
ω∈Ω µωfω(A).

109



4.1.3 Results

In this section we briefly describe our main results for the problem (K-match). In Section 4.2 we first

demonstrate that it is NP-hard to approximate (K-match) with a factor better than 1/(1− e−1) ≈

1.58. We then develop two algorithms that provide constant factor approximations for (K-match).

The first algorithm is an exchange algorithm, which starts with a feasible solution and exchanges

elements in the current solutions with those not in the current solution until no such exchange

increases the objective value (we define the algorithm formally in Section 4.3.1). We provide the

following approximation guarantee for this algorithm.

Theorem 4.1. For any ε > 0, an exchange algorithm provides a (3− 2/K + ε)-approximation for

(K-match).

The next algorithm we consider is a greedy algorithm, which starts with an empty solution and

adds in each iteration the single element which provides the largest gain in the objective value (we

define this algorithm formally in Section 4.3.2). We provide the following approximation guarantee

for this algorithm.

Theorem 4.2. A greedy algorithm provides a 2/(1− e−2)-approximation for (K-match).

We note that 2/(1 − e−2) ≈ 2.31. In order to obtain these results, we develop a generalization

of the classic submodularity property for set functions (Nemhauser et al., 1978; Fisher et al., 1978;

Feige et al., 2011). In Section 4.3, we show that our generalization, called γ-cover modularity, im-

plies general approximation factors for exchange and greedy algorithms applied to any maximization

problem whose objective function satisfies this property (along with other standard regularity condi-

tions). Then, in Section 4.4 we show that the objective function of (K-match) is γ-cover modularity

for γ = 2, and use this to complete the proofs of Theorems 4.1 and 4.2.

4.1.4 Related Literature

In addition to the literature referenced in the application examples in Section 4.1.1, in this section

we briefly review other literature related to the K-match problem. There are clear connections with

the vast literature on facility location, which includes results on approximation algorithms, such as

Cornuejols et al. (1977); Shmoys et al. (1997); Jain and Vazirani (2001), among many others. The
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main difference between our model and these papers is that our problem is two sided (i.e., matching

supply and demand), whereas most traditional facility location problems are one sided (i.e., covering

demand).

There are a few facility location models that incorporate non one sided demand fulfillment

decisions, including Gourdin et al. (2000) who study branch and cut algorithms for a problem

with matching between different demand locations to optimize routing costs, Zhu et al. (2010) who

study a vehicle routing problem between facilities, customers, and suppliers, Caro et al. (2012)

who select food processing activities and assign products to processes in order to transport them

to different markets, and Cho et al. (2014) who study locating trauma centers and heliports in

order to maximize coverage of demand for these emergency services. Our model differs from these

papers in terms of the type of matching constraints we consider, (i.e., the typical bipartite matching

polytope). Further, our focus is on worst case approximation guarantees, whereas these papers

take the approach of validating heuristics through numerical simulation. Alijani et al. (2017) also

consider a two sided facility location problem and provide approximation guarantees, but our setting

is significantly different from theirs, which opens “virtual markets” that require a lower bound on

flow to be viable, and incorporates a constraint on matching distance in an embedded metric space.

This chapter is also related to the literature on stochastic facility location. Louveaux and Peeters

(1992) develop a dual method for a one sided facility location problem where demand, profit, and

costs are stochastic, which they test numerically. Ravi and Sinha (2006) consider a stochastic version

of the minimum cost, one sided facility location problem and adapt the LP rounding algorithm

of Shmoys et al. (1997) to give a constant approximation guarantee. Ansari et al. (2017) study a

queuing model for ambulance location with stochastic availability and propose an iterative optimize,

then approximate approach, which they test with computational experiments. Our work builds on

this stochastic facility location literature by considering two sided matching in a stochastic setting.

4.2 Computational Challenges

In this section we consider the computational challenges associated with solving (K-match). We show

in Section 4.2.1 that (K-match) is NP-hard to approximate with a factor better than 1/(1− e−1) ≈

1.58. Then in Section 4.2.2, we further demonstrate that (K-match) does not enjoy the benefit of

classical approximation results for maximizing set functions (e.g., Nemhauser et al., 1978), since its
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objective function is not submodular. First, however, we prove a positive result demonstrating that,

for a given subset A ⊆ U and scenario ω ∈ Ω, the value of the optimal matching can be efficiently

computed via linear programming.

Lemma 4.1. The constraint matrix of the LP defining fω(A) in (4.1) is totally unimodular for any

A ⊆ U .

Proof. We use a characterization of Tamir (1976) that says a matrix with elements abc is totally

unimodular if every subset of rows J can be partitioned into two subsets J1 ∪ J2 = J such that∑
b∈J1

abc −
∑
b∈J2

abc ∈ {−1, 0, 1} for all columns c. The constraint matrix of (4.1) has a row

for each j ∈ Dω and each k ∈ Sω and a column for every variable xijk. For a given j ∈ Dω and

i ∈ A, j′ ∈ Dω, k
′ ∈ Sω we can represent the constraint matrix by

a(j);(ij′k′) =

{
1, j = j′

0, j 6= j′
.

Similarly, for a given k ∈ Sω and i ∈ A, j′ ∈ Dω, k
′ ∈ Sω, we can write

a(k);(ij′k′) =

{
1, k = k′

0, k 6= k′
.

Any subset of the rows of the constraint matrix corresponds to the union of some subsets of Dω

and Sω, i.e. D′ ∪ S′ where D′ ⊆ Dω and S′ ⊆ Sω. Let the desired partition then be J1 = D′ and

J2 = S′. Then for a given variable xij′k′ ,

∑
j∈D′

a(j);(ij′k′) −
∑
k∈S′

a(k);(ij′k′) =


−1, j′ /∈ D′ and k′ ∈ S′,
0, (j′ ∈ D′ and k′ ∈ S′) or (j′ /∈ D′ and k′ /∈ S′),
1, j′ ∈ D′ and k′ /∈ S′,

Thus, Lemma 4.1 guarantees that there exists an integer optimal solution to the linear relaxation

of (4.1) (Theorem 13.2 in Papadimitriou and Steiglitz, 1998), which can be found efficiently via

linear programming. Further, various sampling techniques (such as sample average approximation

and stochastic gradient descent, Shapiro et al., 2009; Swamy and Shmoys, 2012) provide efficient

approximation to arbitrary precision for the expected value of such linear programming objective

functions. Thus, for a given subset A, the objective value of (K-match) can be computed efficiently.

However, we demonstrate in the next section that choosing the optimal such subset is NP-hard,

even to approximate.
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4.2.1 Complexity

In this section we consider the computational complexity of the K-match problem. Using a reduction

from the max k-cover problem, our main result is to provide a lower bound of 1/(1− e−1) ≈ 1.58 on

the approximation factor achievable for (K-match) by a polynomial time algorithm, unless P = NP ,

even when the supply and demand nodes are deterministic (i.e. |Ω| = 1).

Proposition 4.1. For any ε > 0, no polynomial time algorithm for (K-match) can achieve approx-

imation factor 1/(1− e−1)− ε, unless P = NP , even when |Ω| = 1.

Proof. To prove the claim, consider the following problem.

Problem 4.1 (Max K-Cover). Given a set S = {s1, . . . , sn} of cardinality n, a collection of m

subsets of S, S = {S1, . . . , Sm}, and an integer K ≤ m, choose K subsets in S to maximize the

cardinality of their union.

Given any instance of Problem 4.1, we will construct in polynomial time an instance of (K-match)

that is an equivalent optimization formulation. The inapproximability result then follows by Theo-

rem 5.3 of Feige (1998).

Consider an instance of Problem 4.1 with cardinality constraint K, and construct an instance of

(K-match) as follows. Let there be only one demand scenario, so we drop the subscript ω. For each

subset Si, let there be a corresponding location node in U . For each element sj of S let there be a

corresponding demand node in D and supply node in S, which provide a profit of one if matched

with each other on a location node i ∈ U for which sj ∈ Si, and otherwise provide a profit of zero

if involved in any other match.

First we claim that an optimal solution to the original Problem 4.1 can be used to construct,

in polynomial time, a feasible solution to the constructed instance of (K-match) that has the same

objective value. Given an optimal solution to Problem 4.1, select the K location nodes in the con-

structed instance of (K-match) that correspond to the K optimal subsets in Problem 4.1. Then

go through these K optimal subsets in an arbitrary order, and for each sj ∈ Si, match the corre-

sponding demand and supply node on location node i in the constructed instance of (K-match) if

they have not already been matched on a previously considered subset. This provides an objective

value for the constructed instance of (K-match) that is equal to the cardinality of the union of the

K optimal subsets in Problem 4.1, i.e., the optimal value of Problem 4.1.
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Figure 4.1: System demonstrating lack of submodularity.

Next we claim that an optimal solution of the constructed instance of (K-match) can be used to

construct, in polynomial time, a feasible solution to Problem 4.1 that has objective value at least as

large as the optimal value of (K-match). Given an optimal solution to the constructed instance of

(K-match), choose the K subsets in Problem 4.1 that correspond to the K optimal location nodes

selected in (K-match). Then it is clear that no demand node corresponding to an element outside of

the union of these K subsets can be matched in (K-match), while every demand node corresponding

to an element inside the union can be matched at most once. Thus the cardinality of the union

of these K subsets is at least as large as the optimal number of matches made in the constructed

instance of (K-match).

Therefore, we have shown that the optimal value of the constructed instance of (K-match) is

equal to the optimal value of Problem 4.1, implying that a polynomial time approximation algorithm

for (K-match) would provide a polynomial time approximation algorithm for Problem 4.1 with the

same approximation factor.

4.2.2 Lack of Submodularity

In this section we consider the well known submodularity property for set functions. There are many

equivalent definitions of submodularity; the most convenient one for our purposes describes the idea

of decreasing marginal gains. In particular, given a universe of elements U , we say a set function

f : 2U → R is submodular if f(T ∪{i})−f(T ) ≤ f(S∪{i})−f(S) for all S ⊂ T ⊂ U and i /∈ T . The

intuitive explanation of submodularity is that adding element i to a small set increases the function

more than adding it to a larger set. This property has been used to demonstrate approximation

guarantees for several maximization problems (Nemhauser et al., 1978; Feige et al., 2011).

We show that the function fω defined in (4.1) fails to be submodular in general. To show this,
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consider the simple system depicted in Figure 4.1, which is described in detail in the following

example.

Example 4.1. Consider a system with three location nodes and two each of supply and demand

nodes, as depicted in Figure 4.1. The profit of matching supply node k with demand node j on

location node i is pijk = 1 if j and k are each connected to i as depicted in the graph in Figure 4.1

(otherwise the match has value pijk = 0). Formally, for triples denoted by (i, j, k), the following

triples have pijk = 1 : {(1, 1, 1), (2, 2, 1), (3, 2, 2)}, while all remaining triples have pijk = 0.

Consider the sets of location nodes S = {2}, T = {1, 2}, and the single location node i = 3. First

consider the effect of adding element i to set S. It is clear that f(S) = 1, since only one supply

node and one demand node are connected to it. Adding i = 3 to S does not increase the number

of matches, since it only gives access to one more supply node, but no new demand nodes. Thus,

f(S ∪ {i})− f(S) = 0. Next, consider the effect of adding i to T . Since T is only connected to one

supply node, we have f(T ) = 1. However, once we add i = 3 to T , all supply and demand nodes are

available, and thus two matches can be made (one at i = 1 and one at i = 3). Therefore, we have

f(T ∪ {i})− f(T ) = 2 > 1 = f(S ∪ {i})− f(S) and the function is not submodular.

4.3 Cover Modularity

In this section we will consider a generalization of the classic submodularity property, which preserves

some of the classic approximation results. For a set function f over a universe of elements U , i.e.,

f : 2U → R, and consider the following generalization of (K-match), where the objective function

is replaced by f

max f(A)

s.t. |A| ≤ K,
(4.2)

To analyze this problem we make the following definitions. Recall that n = |U |. The function f

is called monotone if f(S) ≤ f(T ) for all S ⊂ T . Define the marginal increase in the function f when

adding the element i ∈ U to the set S as ρi(S) = f(S ∪ i) − f(S). Nemhauser et al. (1978) derive

the following key property of a submodular set function, which they use to prove approximation

guarantees for the algorithms they consider.

f(S ∪ T )− f(S) ≤
∑
i∈T\S

ρi(S), ∀S, T ∈ U.
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This property is an intuitive consequence of the decreasing marginal gains interpretation of

submodularity. In words it says that adding the elements in T to those in S increases the function

no more than the aggregate increase each of those elements has when added to S individually.

This follows naturally from submodularity by induction. We consider generalizing this condition as

follows.

Definition 4.1. For γ ≥ 1, a set function f is called γ-cover modular if for all sets S, T ⊆ U ,

f(S ∪ T )− γf(S) ≤
∑
i∈T\S

ρi(S).

In words, γ-cover modularity says that we need to cover the value of set S with γ copies of itself

in order to guarantee that the increase from adding the elements in T is less than the aggregate

increase of each of those elements when added to S individually. This allows for controlled deviations

from the decreasing marginal gains property, such as those observed in Example 4.1 of Section 4.2.2.

Thus, from Nemhauser et al. (1978) we know that a submodular function is 1-cover modular. We

will show in Section 4.4 that the function fω defined in (4.1) is 2-cover modular. In the remainder

of this section we will use the general γ-cover modular property to demonstrate approximation

guarantees for various algorithms.

4.3.1 Exchange

The first algorithm we consider is an exchange algorithm, which starts with a solution of size K

and swaps open and closed locations until no such swap produces a relative gain larger than ε/K.

We state this algorithm formally in Algorithm 6.

Algorithm 6 Exchange

1: Choose some ε > 0 and initialize A = ∅
2: Choose i∗ ∈ argmaxi{f({i})} and add i∗ to A
3: Choose any K − 1 elements of U \A to add to A
4: while max{i′∈U\A,i∈A}{f(A \ {i} ∪ {i′})} ≥ (1 + ε

K )f(A) do
5: Choose i, i′ ∈ argmax{i′∈U\A,i∈A}{f(A \ {i} ∪ {i′})}, add i′ to A and remove i
6: end while

We require initialization with the best single element, as well as a small multiplicative increase

in the objective value for each exchange in order to guarantee the algorithm has a polynomial run

time, which we demonstrate formally below. The results we derive in this section for Algorithm 6

are predicated on the following conditions on the set function f .
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Condition 4.1. The set function f satisfies the following properties:

i) Monotone

ii) γ-cover modular

iii) ∀S ⊆ U , ∃i ∈ S s.t. f(S)/|S| ≤ f(S \ {i})/|S \ {i}|

Condition 4.1 item i) is standard and a natural assumption in many settings, while item ii)

is the key generalization of submodularity we are considering. Item iii) further requires that the

average functional value per element in a set S must be non-decreasing upon the removal of at

least one individual element from S. This property is easily derived from submodularity, but is

also straightforward to show for functions defined as the linear combination of values attributable

to individual elements (such as fω defined in (4.1)), by removing the element with the lowest value

(see the proof of Lemma 4.4 in Section 4.4). We also note that Condition 4.1 item iii) is not needed

to prove our approximation guarantee for the greedy algorithm in the Section 4.3.2.

Our first result establishes that Algorithm 6 requires only a polynomial number of evaluations

of the function f , which implies a polynomial run time if f can be computed efficiently as well.

Lemma 4.2. Under Condition 4.1, Algorithm 6 requires O(nK
2 log(K)
ε ) evaluations of f .

Proof. After Step 2, by monotonicity we have f(A) ≥ f({i∗}). Further, let A∗ denote the optimal

solution to (K-match), which by monotonicity is of size |A∗| = K. By item iii) in Condition 4.1 and

induction, there must exist an element, i′ ∈ A∗, such that f(A∗)/K ≤ f({i′}). Then, since f({i∗})

is the largest value of any single element, we must have f(A∗) ≤ Kf({i′}) ≤ Kf({i∗}) ≤ Kf(A),

so that f(A∗)
f(A) ≤ K. Thus, the while loop in Steps 4 - 6 goes through at most O(K log(K)

ε ) iterations

(since each iteration increases the objective value by a multiplicative factor of ε/K), each requiring

O(nK) evaluations of f . Since Step 2 requires n evaluations of f , it is dominated by the other

terms.

Next we prove an approximation guarantee for Algorithm 6 that is dependent upon the parameter

γ in our definition of γ-cover modularity. We recall that the parameter ε > 0 is required simply to

ensure polynomial run time, and may be chosen to be a suitably small value.
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Proposition 4.2. Under Condition 4.1, Algorithm 6 provides the following approximation factor

to (4.2)

1 + γ − γ

K
+ ε.

Proof. Let A∗ denote the optimal solution to (4.2) and A the solution output by Algorithm 6.

Consider i ∈ A such that f(A)/|A| ≤ f(A \ {i′})/|A \ {i′}| (which exists by part iii) of Condition

4.1). Since |A| = K, this condition implies that f(A)− f(A \ i′) ≤ f(A)/K. Then, by monotonicity

and γ-cover modularity, we have

f(A∗) ≤ f((A \ {i′}) ∪A∗),

≤ γf(A \ {i′}) +
∑

i∈A∗\(A\{i′})

ρi(A \ {i′}),

≤ γf(A \ {i′}) +
∑
i∈A∗

[f(A \ {i′} ∪ {i})− f(A \ {i′})] ,

≤ γf(A \ {i′}) +
∑
i∈A∗

[
(1 +

ε

K
)f(A)− f(A \ {i′})

]
,

≤ γf(A \ {i′}) +K
[
(1 +

ε

K
)f(A)− f(A \ {i′})

]
,

where the third inequality follows since ρi(A\{i′}) ≥ 0 by monotonicity, the fourth by the condition

in the while loop of Step 4 of the algorithm, and the final inequality since |A∗| ≤ K. Therefore,

rearranging, we have

f(A∗) ≤ (γ + ε)f(A) + (K − γ) [f(A)− f(A \ {i′})] ,

≤
(
γ + ε+

K − γ
K

)
f(A),

which gives the result.

Thus, Algorithm 6 provides an approximation guarantee of about 1 + γ (for large values of K

and small ε). For a submodular set function f , the parameter γ = 1, and so Proposition 4.2 gives

an approximation guarantee of (2K−1)/K+ ε which is almost identical to the result in Nemhauser

et al. (1978) for a similar exchange-type algorithm.

4.3.2 Greedy

Next we consider the greedy algorithm, which opens at each step the the location node which

provides the largest marginal gain in the objective value. We state the procedure formally as
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Algorithm 7.

Algorithm 7 Greedy

1: Initialize A0 = ∅
2: for t = 1, . . . ,K do
3: Choose it ∈ argmaxi∈U\At−1

{f(At−1 ∪ {i})}
4: Set At = At−1 ∪ {it}
5: end for

The greedy algorithm is notably simpler than the exchange algorithm. In particular, the greedy

algorithm only needs to consider adding individual nodes to A, rather than considering pairs of

nodes to exchange as in Algorithm 6. Further, the greedy algorithm only makes K additions by

design, whereas the exchange algorithm will continue searching for pairs of elements to exchange

until no such pair provides an improvement in value. These observations result in a significantly

better worst case bound on the number of evaluations of f required by the algorithm.

Lemma 4.3. Algorithm 7 requires O(nK) evaluations of f .

Proof. The For loop runs through K iterations, each evaluating f in Step 3 O(n) times.

To derive an approximation guarantee for the greedy algorithm, we require the following condi-

tions on the set function f .

Condition 4.2. The set function f satisfies the following properties:

i) Monotone

ii) γ-cover modular

We do not require the average function value property of Condition 4.1 in order to prove the

approximation guarantee for the greedy algorithm; we only require monotonicity and γ-cover mod-

ularity. Under these conditions, we have the following result.

Proposition 4.3. Under Condition 4.2, Algorithm 7 provides the following approximation factor

for (4.2)

γ

1− (1− γ
K )K

≤ γ

1− e−γ
.
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Proof. Let A∗ denote the optimal solution to (4.2) and At, i
t denote the greedy sets and elements

constructed by Algorithm 7. Define ρt = ρit(At−1) as the marginal increase in the value of the

solution in iteration t of the algorithm. A simple telescoping sum shows that f(At) =
∑t
j=1 ρj

(where for t = 0 the empty sum denotes zero). Then, for each t = 1, . . . ,K, we have

f(A∗) ≤ f(At−1 ∪A∗),

≤ γf(At−1) +
∑

i∈A∗\At−1

ρi(At−1),

≤ γf(At−1) +
∑

i∈A∗\At−1

ρt,

≤ γ
t−1∑
j=1

ρj +Kρt,

where the first line follows by monotonicity, the second by γ-cover modularity, the third since the

greedy algorithm guarantees that ρi(At−1) ≤ ρit(At−1) = ρt for all i ∈ A∗ \ At−1, and the fourth

since |A∗| ≤ K. Now, given ρt for t = 1, . . . ,K, let z = f(A∗) denote the true optimal value, and

consider maximizing this value subject to the inequalities just derived. This problem can be written

as the following linear program:

max z

s.t. z ≤ γ
t−1∑
j=1

ρj +Kρt, ∀t = 1, . . . ,K,

whose dual is

min
∑
t

πt

γ t−1∑
j=1

ρj +Kρt


s.t.

∑
t

πt = 1.

We construct a feasible dual solution as follows. Let δ = γ/(1− (1− γ
K )K), and let

πt =
δ

K

(
1− γ

K

)K−t
.
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This solution is feasible to the dual since

∑
t

πt =

K∑
t=1

δ

K

(
1− γ

K

)K−t
,

=
δ

K

K−1∑
j=0

(
1− γ

K

)j
,

=
δ

K

(
1−

(
1− γ

K

)K
1−

(
1− γ

K

) ) ,
= 1,

by the definition of δ. Next, we consider rearranging the objective as follows

K∑
t=1

πt

γ t−1∑
j=1

ρj +Kρt

 =

K∑
j=1

ρj

γ K∑
t=j+1

πt +Kπj

 ,

and for the feasible solution defined above, for each j = 1, . . . ,K we have

γ

K∑
t=j+1

πt +Kπj = γ
δ

K

K−j−1∑
l=0

(
1− γ

K

)l
+K

δ

K

(
1− γ

K

)K−j
,

= γ
δ

K

(
1−

(
1− γ

K

)K−j
1−

(
1− γ

K

) )
+ δ

(
1− γ

K

)K−j
,

= δ.

Thus, the dual objective value is δ
∑
j ρj = δf(AK) where Ak is the final output of the greedy

algorithm. Therefore, by weak duality we have f(A∗) = z ≤ δf(AK), which establishes the first

approximation factor in the statement of the result. The upper bound in terms of e follows from the

elementary inequality 1+x ≤ ex for all x ∈ R, since letting x = −γ/K implies that (1−γ/K)K ≤ e−γ

for all K ≥ γ.

We note that the approximation guarantee of Proposition 4.3 for the greedy algorithm is better

than that of Proposition 4.2 for the exchange algorithm (for large enough K) for any γ ≥ 1. This

follows from the elementary inequality 1 + x ≤ ex for all x ∈ R (which itself can be seen by the

Taylor expansion for ex, or by convexity of ex), since it implies that γ/(1−eγ) ≤ 1+γ for all γ ≥ 1.

Thus, in terms of both worst case run time and approximation guarantee, the greedy algorithm

outperforms the exchange algorithm.
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4.4 Algorithms for K-match

In this section we apply the results of Section 4.3 to the problem (K-match). We do this by showing

that the objective function of (K-match) satisfies the properties required by Conditions 4.1 and 4.2

in Section 4.4.1. Then in Section 4.4.2 we provide an example demonstrating that the analysis of

the greedy algorithm is tight for (K-match).

4.4.1 K-match Cover Modularity

In this section we formally demonstrate the properties required by Conditions 4.1 and 4.2, thus

completing the proofs of Theorems 4.1 and 4.2. First we show that the objective function of

(K-match) satisfies both monotonicity and the non-decreasing average value property of Condition

4.1 item iii).

Lemma 4.4. The objective function of (K-match),
∑
ω µωfω(A) is monotone and satisfies ∀S ⊆ U ,

∃i ∈ S s.t. f(S)/|S| ≤ f(S \ {i})/|S \ {i}|.

Proof. For any scenario ω, we will show that fω(A), defined in (4.1), satisfies each property, from

which the result follows by taking expectations. For monotonicity, note that the optimal solution

to (4.1) for a set S is feasible for any set T ⊃ S, and thus the inequality fω(S) ≤ fω(T ).

For the second property, let xSijk denote the optimal solution to (4.1) for a set S. Then consider

the element i∗ ∈ S which minimizes
∑
j∈Dω,k∈Sω pijkωx

S
ijk. We must have

∑
j∈Dω,k∈Sω pijkωx

S
i∗jk ≤

fω(S)/|S|, since otherwise we would have
∑
j∈Dω,k∈Sω pijkωx

S
ijk > fω(S)/|S| for all i ∈ S, which

implies f(S) =
∑
i∈S,j∈Dω,k∈Sω pijkωx

S
ijk > fω(S), a contradiction. Then, since xSijk for i ∈ S\{i∗} is

feasible to (4.1) forA = S\{i∗}, we have fω(S)−
∑
j∈Dω,k∈Sω pijkωx

S
i∗jk =

∑
i∈S\{i∗},j∈Dω,k∈Sω pijkωx

S
ijk ≤

fω(S \ {i∗}). Therefore, fω(S) ≤ fω(S \ {i∗}) +
∑
j∈Dω,k∈Sω pijkωx

S
i∗jk ≤ fω(S \ {i∗}) + fω(S)/|S|.

This is equivalent to fω(S)/|S| ≤ fω(S \ {i∗})/(|S| − 1).

Next, we demonstrate the main result of this subsection, that the objective function of (K-match)

is γ-cover modular with γ = 2.

Proposition 4.4. The objective function of (K-match), Eω[fω(A)], is 2-cover modular.

Proof. For any scenario ω, we will show that fω(A), defined in (4.1), is 2-cover modular, and the

result then follows by taking expected values. With slight abuse of notation, in this proof let ρi(S)
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denote the marginal value function for fω, i.e., ρi(S) = fω(S ∪{i})− fω(S). For a given set A ⊆ U ,

consider the dual of the LP relaxation of (4.1),

min
∑
j∈Dω

αj +
∑
k∈Sw

αk

s.t. αj + αj ≥ pijkω, ∀i ∈ A, j ∈ Dω, k ∈ Sω,

αj , αk ≥ 0, j ∈ Dω, k ∈ Sω.

(4.3)

Then, for given S, T ⊆ U , we will demonstrate 2-cover modularity by constructing a feasible

dual solution for the case when A = S ∪T . To do so, let xSijk denote an optimal solution to (4.1) for

the set S, so that fω(S) =
∑
i∈S,j∈Dω,k∈Sω pijkωx

S
ijk. Then, define αSj =

∑
i∈S,k∈Sω pijkωx

S
ijk as the

value of any match involving j, and αSk =
∑
i∈S,j∈Dω pijkωx

S
ijk as the value of any match involving

k. We note that
∑
j∈Dω α

S
j +

∑
k∈Sw α

S
k = 2fω(S). Further, we claim that αSj and αSk are feasible

for (4.3) for A = S. To see this, assume to the contrary that there is an i ∈ S and j, k such that

pijkω > αSj +αSk =
∑
i∈S,k′∈Sω pijk′ωx

S
ijk′+

∑
i∈S,j′∈Dω pij′kωx

S
ij′k. In other words, a match between

j, k, and i would provide strictly higher value than the combined value of matches involving j and

k in the xSijk solution, contradicting its optimality.

Now for each i ∈ T \ S, define variables β∗ij and β∗ik as the optimal solution to the following LP

min
∑
j∈Dω

βij +
∑
k∈Sw

βik

s.t. βij + βik ≥ pijkω − (αSj + αSk ), j ∈ Dω, k ∈ Sω,

βij , βik ≥ 0, j ∈ Dω, k ∈ Sω.

(4.4)

Then define the dual solution to (4.3) for A = S ∪ T as αS∪Tj = αSj +
∑
i∈T\S β

∗
ij , and αS∪Tk =

αSk +
∑
i∈T\S β

∗
ik. This solution is feasible to (4.3) for A = S ∪ T since for i ∈ S and any j, k, we

have

αS∪Tj + αS∪Tk ≥ αSj + αSk ≥ pijkω,

since αSj and αSk are feasible for (4.3) for A = S. Further, for any i ∈ T \ S and any j, k, we have

αS∪Tj + αS∪Tk ≥ αSj + αSk + β∗ij + β∗ik ≥ pijkω,

by feasibility of the dual solution for the LP (4.4).
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Next we claim that
∑
j∈Dω β

∗
ij +

∑
k∈Sw β

∗
ik ≤ ρi(S) for i ∈ T \ S, which is equivalent to∑

j∈Dω β
∗
ij +

∑
k∈Sw β

∗
ik + fω(S) ≤ fω(S ∪ {i}). To see this, consider the dual of (4.4) for i ∈ T \S:

max
∑

j∈Dω, k∈Sω

(pijkω − (αSj + αSk ))xijk

s.t.
∑
k∈Sω

xijk ≤ 1, j ∈ Dω,

∑
j∈Dω

xijk ≤ 1, k ∈ Sω,

xijk ≥ 0, j ∈ Dω, k ∈ Sω.

(4.5)

Following the same proof as Lemma 4.1, the constraint matrix of (4.5) is totally unimodular, thus

there is an integer optimal solution, which is equal to
∑
j∈Dω β

∗
ij +

∑
k∈Sw β

∗
ik by strong duality. Let

x∗ijk denote this optimal integer solution, and we observe that it must be binary since the program’s

constraints dictate that the variables be between zero and one. Thus, we have∑
j∈Dω

β∗ij +
∑
k∈Sw

β∗ik + fω(S)

=
∑

j∈Dω, k∈Sω

(pijkω − (αSj + αSk ))x∗ijk +
∑

i′∈S,j∈Dω, k∈Sω

pi′jkωx
S
i′jk,

=
∑

j∈Dω, k∈Sω

pijkωx
∗
ijk +

∑
i′∈S,j∈Dω, k∈Sω

pi′jkωx
S
i′jk(1−

∑
k′∈Sω

x∗ijk′ −
∑
j′∈Sω

x∗ij′k),

≤
∑

j∈Dω, k∈Sω

pijkωx
∗
ijk +

∑
i′∈S,j∈Dω, k∈Sω

pi′jkωx
S
i′jk(1−

∑
k′∈Sω

x∗ijk′ −
∑
j′∈Sω

x∗ij′k)+.

The last line is equal to the objective value in (4.1) for A = S ∪ {i} for the solution that sets

x̂ijk = x∗ijk for i and x̂i′jk = xSi′jk(1−
∑
k′∈Sω x

∗
ijk′−

∑
j′∈Sω x

∗
ij′k)+ for i′ ∈ S and all j, k. Note that

x̂i′jk ≤ xSi′jk for i′ ∈ S and all j, k. We claim this solution is feasible for (4.1) for A = S∪{i}. To see

this, take the first constraint of (4.1) for some j and consider two cases,
∑
k′∈Sω x

∗
ijk′ ∈ {0, 1}, which

are exhaustive since the quantities x∗ijk′ are binary. If
∑
k′∈Sω x

∗
ijk′ = 1, then we have x̂i′jk = 0 for

all i′ ∈ S and k ∈ Sω, so that ∑
i′∈S∪{i},k∈Sω

x̂i′jk =
∑
k∈Sω

x∗ijk = 1,

and the constraint is satisfied. Otherwise, if
∑
k′∈Sω x

∗
ijk′ = 0, then we have∑

i′∈S∪{i},k∈Sω

x̂i′jk =
∑

i′∈S,k∈Sω

x̂i′jk ≤
∑

i′∈S,k∈Sω

xSi′jk ≤ 1,
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where the last inequality follows from feasibility of xSi′jk in (4.1) for A = S. An identical argument

establishes feasibility of x̂ijk for the second constraint of (4.1) when A = S ∪ {i} as well. This

completes the proof of feasibility and thus also the proof of
∑
j∈Dω β

∗
ij +

∑
k∈Sw β

∗
ik + fω(S) ≤

fω(S ∪ {i}), i.e.,
∑
j∈Dω β

∗
ij +

∑
k∈Sw β

∗
ik ≤ ρi(S).

Then, since αS∪Tj and αS∪Tk are feasible for (4.3) for A = S ∪ T , by weak duality we have

f(S ∪ T ) ≤
∑
j∈Dω

αS∪Tj +
∑
k∈Dω

αS∪Tk ,

=
∑
j∈Dω

αSj +
∑
k∈Dω

αSk +
∑
i∈T\S

∑
j∈Dω

β∗j +
∑
k∈Dω

β∗k

 ,

≤ 2f(S) +
∑
i∈T\S

ρi(S).

With these results, the proofs of Theorems 4.1 and 4.2 follow immediately from Propositions 4.2

and 4.3, respectively.

Proof of Theorem 4.1. By Lemma 4.4 and Proposition 4.4, the objective function of (K-match)

satisfies Condition 4.1, and therefore the result follows from Proposition 4.2.

Proof of Theorem 4.2. By Lemma 4.4 and Proposition 4.4, the objective function of (K-match)

satisfies Condition 4.2, and therefore the result follows from Proposition 4.3.

4.4.2 Tight Example for Greedy K-match

In this Section, we present an example showing the bound in Theorem 4.2 is tight for the greedy

algorithm, even for the deterministic version of the problem where |Ω| = 1.

Example 4.2. Consider an instance of (K-match) with |Ω| = 1, so all input is deterministic, and

we drop the subscript ω. We represent the matching profits using an undirected graph G(U∪D∪S,E).

If there is an edge between j and i and an edge between k and i, then pijk = 1, otherwise pijk = 0.

We say a location node i is “connected” to a demand node j, when there is an edge between i and

j in the graph (similarly for a supply node k).
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Figure 4.2: Example 4.2 for K = 4

Given an even integer K, let there be 2K location nodes in U . For 1 ≤ i ≤ K, location node i

is connected to mi demand nodes and mi supply nodes that are not connected to any other location

nodes i′ with 1 ≤ i′ ≤ K, where mi = (K − 2)i−1KK−i.

For K + 1 ≤ i ≤ K +K/2, location node i is connected to KK−1 supply nodes and (K − 2)K−1

demand nodes that are not connected to any other location nodes, and overlaps with the demand

nodes connected to the first K − 1 location nodes in the following way. For K + 1 ≤ i ≤ K + K/2

and 1 ≤ i′ ≤ K − 1, location node i is connected to 2mi′/K of the demand nodes that location node

i′ is connected to, that are not connected to any other location nodes ĩ with K + 1 ≤ ĩ ≤ K +K/2.

Similarly, for K+K/2 + 1 ≤ i ≤ 2K, location node i is connected to KK − 1 demand nodes and

(K − 2)K−1 supply nodes that are not connected to any other location nodes, and overlaps with the

supply nodes connected to the first K−1 location nodes in the following way. For K+K/2+1 ≤ i ≤

2K and 1 ≤ i′ ≤ K−1, location node i is connected to 2mi′/K of the supply nodes that location node

i′ is connected to, that are not connected to any other location nodes ĩ with K +K/2 + 1 ≤ ĩ ≤ 2K.

Example 4.2 is illustrated in Figure 4.2 for the case when K = 4, where, for example, a circle

labeled 32d represents 32 demand nodes, each with the connections depicted. Blue shaded location

nodes are those selected by greedy.
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Proposition 4.5. For the instance in Example 4.2 for given K, the ratio of optimal profit to the

profit obtained by Algorithm 7 is at least

2

1− (1− 2
K )K

.

Proof. Let Ud = {i|K+ 1 ≤ i ≤ K+K/2} represent the set of location nodes that overlap with the

demand nodes connected to the first K − 1 location nodes, and Us = {i|K + K/2 + 1 ≤ i ≤ 2K}

represent the set of location nodes that overlap with the supply nodes connected to the first K − 1

location nodes. For location node i, let dti (sti) represent the number of unmatched demand (supply)

nodes connected to location node i at the beginning of iteration t of the greedy algorithm. Let

mt
i = min(dti, s

t
i), which represents the number of matches that can be added by selecting location

node i in iteration t of the greedy algorithm. Then we claim that greedy selects location node i = t

at iteration t, and that dti ≤ (K − 2)t−1KK−t for each i ∈ Ud and sti ≤ (K − 2)t−1KK−t for each

i ∈ Us, which we prove by induction.

First we demonstrate that location node i ∈ Ud (i ∈ Us) is connected to KK−1 demand (supply)

nodes at the start of the algorithm. This follows from summing the counts of all the demand (supply)

nodes which location node i is connected to:

(K − 2)K−1 +

K−1∑
i′=1

2mi′

K
= (K − 2)K−1 +

2

K

K−1∑
i′=1

(K − 2)i−1KK−i,

= (K − 2)K−1 +
2KK−1

K

K−1∑
i′=1

(1− 2

K
)i−1,

= (K − 2)K−1 +
2KK−1

K

(
1− (1− 2

K )K−1

2
K

)
,

= (K − 2)K−1 +KK−1

(
1− (1− 2

K
)K−1

)
,

= KK−1.

Then, for t = 1, it is clear that all location nodes i ∈ Ud ∪ Us have d1
i = s1

i = KK−1 =

(K − 2)t−1KK−t. Further, all location nodes i ≤ K have mt
i ≤ KK−1, while location node one

has mt
1 = KK−1, so location node one is an optimal greedy selection. Now assume the inductive

hypothesis up to iteration t. Then, a given location node i ∈ Ud is connected to 2mt/K of the

demand nodes that are matched on location node t that is selected in iteration t by the induction
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hypothesis. Thus, also by the induction hypothesis, we have

dt+1
i = dti −

2mt

K
,

≤ (K − 2)t−1KK−t − 2

K
(K − 2)t−1KK−t,

= (K − 2)tKK−t−1.

For i ∈ Us, the same argument applied to supply nodes implies st+1
i ≤ (K − 2)tKK−t−1. Thus, in

iteration t + 1, any location node i ∈ Ud ∪ Us cannot add more than (K − 2)tKK−t−1 matches.

Further, any currently unselected location node i ≤ K has mt+1
i ≤ (K − 2)tKK−t−1, while location

node t+ 1 has mt+1
i = (K − 2)tKK−t−1, and so location node t+ 1 is an optimal greedy selection

in iteration t+ 1. This completes the induction proof, and it follows that greedy selects the first K

location nodes, which achieves the following number of matches

KK
(
1− (1− 2

K )K
)

2

Note that choosing the last K location nodes would each give KK−1 matches, for a total of KK

matches, which proves the claim.

4.5 Conclusion

In this chapter we introduce the K-match problem, which models the selection of a limited num-

ber of locations in order to maximize the value of matches made between stochastic supply and

demand. We show that the problem generalizes the classic K-cover problem, and therefore is NP-

hard to approximate better than a factor 1/(1 − e−1) ≈ 1.58. Then we consider two algorithms

for approximating K-match, exchange and greedy, and provide constant factor approximations for

each. For the exchange algorithm we prove an approximation factor of 3 − 2/K + ε for any ε > 0,

while showing the greedy algorithm offers a better factor of 2/(1 − e−2) ≈ 2.31, which we show is

tight through a family of examples. In order to establish these results we generalize the notion of a

submodular set function with a new definition of γ-cover modularity, which we show implies general

approximation guarantees for the algorithms we consider.
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Chapter 5

Understanding the Value of Fulfillment Flexibility

in an Online Retailing Environment

5.1 Introduction

In recent years, online retail sales have soared to unprecedented levels. In 2017, online sales totaled

over 452 billion dollars in the U.S. (US Department of Commerce, 2018), and over 5.48 trillion yuan

in China (National Bureau of Statistics of China, 2018). Along with rapid growth, online retailing

has also experienced the emergence of fierce competition, with e-retailers competing in price, service,

and marketing. This market environment offers a fertile ground for leveraging strategic operational

improvements, as better service capabilities may not only lead to decreased costs, but also increased

revenues through attracting new customers.

In this chapter, we illustrate how to use fulfillment flexibility to improve online retailers’ dis-

tribution systems through an industrial collaboration. Our industrial partner is one of the largest

e-retailers in China with over 300 million active users. A core strategy of the e-retailer is its 211

program, where it promises to deliver orders placed before 11am within the same day, and to de-

liver orders placed between 11am to 11pm before 3pm of the following day. To support its 211

program, the e-retailer operates under a two-tier distribution system, which consists of regional-

distribution-centers (RDCs) and front-distribution-centers (FDCs). Each FDC is responsible for

fulfilling demand from its local district, while an RDC is responsible for fulfilling demand from its

local district, as well as allocating inventories to a region including multiple FDCs. Under this

distribution system, customers in the districts covered by an RDC or an FDC are offered the 211

program.

In practice, the 211 program may not be offered to customers in certain districts at certain times

because of stockouts. When a stock keeping unit (SKU) in a district’s distribution center (DC)

is stocked out, the e-retailer can still offer the SKU to that district with longer delivery time, if

the district can be served by another DC. The operation of fulfilling demand of one DC using the

inventories of another DC is known as spillover. In our industrial partner’s current distribution
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system, spillover is only allowed from the RDC to other FDCs. While the current RDC to FDCs

structure is simple to implement, a significant amount of lost sales may occur due to limited inventory

and demand fluctuations. Moreover, the fulfillment costs of fulfilling an FDC’s demand from the

RDC may also be substantial. Therefore, in this chapter, we propose to reduce the combined lost

sales and fulfillment costs by adding demand fulfillment flexibilities at the FDCs, such that the

demand from an individual FDC can be spilled over to some of the other FDCs.

To achieve our objective of understanding the value of fulfillment flexibility, we propose a model

which takes real world data from our industrial partner as inputs, and use the model to evaluate

the benefits of additional fulfillment flexibility. To highlight the importance of fulfillment policies

under flexibility, we use our model to demonstrate that a greedy fulfillment policy may increase the

total supply chain costs even compared to the system with less fulfillment flexibility. While finding

an effective fulfillment policy is crucial for understanding the benefit of fulfillment flexibilities, it

poses several significant challenges. First, finding the optimal fulfillment policy leads to solving a

complex dynamic program, which is computationally intractable due to the curse of dimensionality.

Second, to maintain customer satisfaction, the e-retailer is always committed to local fulfillment

when orders arrive at a local DC and that DC has inventory, but this adds additional constraints

to our fulfillment policy. Third, because the fulfillment decision is made on the fly by inventory

managers, the policy needs to be intuitive and straightforward.

These challenges motivate our development of a policy that maintains greedy fulfillment for

local demand, while placing threshold limits on spillover demand, which we call the spillover limit

policy. The spillover limit policy is shown to have good theoretical properties and perform well in

simulations. We then propose an inventory allocation scheme and use both the allocation scheme

and the spillover limit policy to evaluate the value of fulfillment flexibility for the e-retailer.

The rest of the chapter is organized as follows. In the rest of Section 5.1, we introduce some

general notations, define our model, and provide the literature review. In Section 5.2, we define the

greedy fulfillment policy, discuss its limitations, and use it to motivate the spillover limit policy. In

Section 5.3, we show that the spillover limit policy is asymptotically optimal under a general setting.

In Section 5.4, we describe the motivation and the procedure of our inventory allocation policies.

In Section 5.5, we use the data from our industrial partner as well as machine learning tools to

estimate parameters for our model, use numerical simulations to identify an effective spillover limit
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policy, and finally evaluate the benefits of fulfillment flexibility. Proofs of mathematical results are

provided in Section 5.6. We conclude this chapter in Section 5.7.

5.1.1 General Notations

This chapter adopts the following set of notations. A vector/matrix and its scalar components are

distinguished using bold letters and unbold letters respectively, e.g., given f ∈ Rn2

, the (j, j′)-th

entry of f is denoted using fjj′ . For clarity, we often distinguish between a random variable and its

realization using capital and lowercase letters, respectively. For a random variable X, E[X] denotes

the expectation of X. Letters R and R+ are used to denote the set of reals and nonnegative reals,

respectively. The function (y)+ denotes the positive part of y, which is equivalent to max(y, 0).

Moreover, the chapter adopts the Big O/Small O notations, where f(T ) = O(g(T )) implies that

there exists some M such that f(T ) ≤ Mg(T ) for sufficient large T , while f(T ) = o(g(T )) implies

that f(T ) < Mg(T ) for sufficient large T and all M > 0.

5.1.2 Model Framework

We propose a continuous-time dynamic model driven by the data and practice of our industrial

partner. In our model, the e-retailer considers its SKUs separately. The e-retailer decides the

allocation of its inventories at time 0, while demand arrives during the interval [0, T ]. We assume T

to be a positive integer, which can be naturally interpreted as T days; and for any positive integer

t ≤ T , we define the interval [t − 1, t] as the duration of day t. There are N + 1 distribution

centers (DCs) and N + 1 districts, indexed by 0, 1, . . . , N , where DC j is primarily responsible for

the orders arriving at district j. For succinctness, we often use demand for DC j to describe the

demand of district j. Orders arrive at DCs sequentially, and the demand distribution for DC j

during day t is represented by Dt
j , which is assumed to be i.i.d. across t unless stated otherwise. For

concreteness, we assume that for each day t, the demand arrivals occur uniformly at random over

the interval [t− 1, t]. The daily uniform arrival assumption is actually not needed for our analysis,

as the performances of our policies only depend only on the amount and sequence of order arrivals

to each DC. The notion of “daily” demand in our model is important in practice, as it is much

easier to forecast the daily demand instead of the highly nonstationary demand arrival process each

day. Finally, we let Dj(T ) =
∑T
t=1D

t
j represent the total demand arriving at DC j across T days.

131



At time zero, the e-retailer allocates inventories to different DCs. After the allocation is finished

at time 0, a fulfillment decision will be made each time a demand arrives at a DC. In general, the

e-retailer has three types of fulfillment options for a demand arrival: local fulfillment - satisfying the

demand from its origination DC, spillover fulfillment - satisfying the demand from a DC different

from its origination; and lost sale - allowing the demand to be lost. In addition to inventory avail-

ability, the ability to perform spillover fulfillment also depends on whether DC j has the flexibility

to satisfy demand at DC j′. The flexibility structure of inter-DC fulfillment is described by a set

of ordered pairs denoted by A, where (j, j′) ∈ A if and only if DC j has the flexibility to satisfy

demand at DC j′. Spillover fulfillment typically lowers demand due to longer delivery time. To

model this, we assume the customer may abandon its intended purchase when demand is not filled

locally. In particular, each unit of demand at DC j that is not filled locally will be abandoned by

the customer independently with probability αj and become a lost sale.

The unit fulfillment cost of satisfying demand at DC j′ from DC j (allowing j′ = j) is denoted

by cjj′ , while the unit lost sales cost at DC j is denoted by pj . The e-retailer’s goal is to minimize

the sum of total fulfillment and lost sales cost. Throughout the chapter, we use xj and rj to denote

the inventory held at DC j before and after the inventory allocation, respectively, and make the

following mild assumption about c and p.

Assumption 5.1.

(j, j) ∈ A, pj ≥ cjj > 0, ∀ 0 ≤ j ≤ N, (5.1)

cj′j′ ≤ cjj′ , ∀(j, j′) ∈ A, (5.2)

pj′ + cjj ≤ pj + cjj′ , ∀(j, j′) ∈ A. (5.3)

In Assumption 5.1, Equation (5.1) implies that the cost of lost sales and local fulfillment are

always positive and a lost sale is more costly than local fulfillment, Equation (5.2) implies that it is

always cheaper to fulfill an order locally instead of spillover, and Equation (5.3) implies that the firm

is always willing to trade a lost sale at j and a spillover fulfillment at j′ for a local fulfillment at j

and a lost sale at j′. Intuitively, Assumption 5.1 indicates that the e-retailer prefers local fulfillment

over lost sales and spillover fulfillment at any DC.

The model proposed in this chapter was developed in conjunction with expert practitioners in

order to capture the most relevant factors affecting the fulfillment problem faced by e-retailers.

While the model makes some simplifying assumptions, experts from our industrial partner agree
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that the model is detailed enough to capture the first order effect of fulfillment flexibilities, and

therefore is useful for assessing important strategic decisions. For example, the model treats SKUs

separately, ignoring the fact that an order of multiple SKUs may be bundled to reduce shipping costs.

Also by looking at a model which ends at time T , we are effectively focusing on the allocation and

fulfillment decisions during one replenishment cycle, without considering how leftover inventories

will affect the next replenishment cycle. While practically important, each of these complicating

model features was judged to not have a critical impact on the value of fulfillment flexibility, and

so are not considered in our model.

Our model has the distinctive feature that the e-retailer is committed to local fulfillment, i.e., the

retailer will always fulfill an order with the local DC if that DC has inventory, and unavailability of

local fulfillment may cause order abandonment. To the best of our knowledge, this feature has not

appeared in the online retailing literature. While this feature is incorporated in our model to align

with our industrial partner’s business practice, other online retailers may exhibit a similar preference

towards local fulfillment. Thus, while our numerical simulation uses data from our partner, our

proposed policies and methodologies have the potential to be applied to other e-businesses.

5.1.3 Related Literature

Our work is related to the recent efforts in studying online order fulfillment. In general, finding

the exact optimal fulfillment decisions for even the single SKU problem is difficult (Acimovic and

Graves, 2015), and researchers have resorted to various innovative fulfillment policies. Acimovic

and Graves (2015) consider the problem of minimizing shipping costs for a single SKU, and propose

an LP-based policy that incorporates the forecast of future orders. Xu et al. (2009) consider the

problem of minimizing the number of bundled shipments with multiple SKUs, and propose a policy

to reevaluate and reassign orders through solutions of integer programs periodically. Jasin and Sinha

(2015) consider a problem similar to Xu et al. (2009) that incorporates different costs of bundled

shipments. Finally, Lei et al. (2018) consider fulfillment and pricing jointly. Our model differs from

the aforementioned papers in two significant ways. First, the retailer in our model is committed to

“local fulfillment.” Second, while substantial parts of this chapter focus on fulfillment policy, we also

apply our policies to study the strategic decision of adding partial fulfillment flexibilities, whereas

papers in the existing literature assume that the retailer has complete fulfillment flexibilities.
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The consideration of designing a flexible fulfillment network is related to the concept of process

flexibility, which dates back to Jordan and Graves (1995a). Because of the vast literature in that

area, we only mention the papers that are related to online retailing. Asadpour et al. (2018) consider

online resource allocation under the classical chaining structure. Xu et al. (2018) extend Asadpour

et al. (2018) to general flexibility structures, and provide methods for designing flexible systems

under the online allocation setting. Unlike our model, the decision makers in Asadpour et al. (2018)

and Xu et al. (2018) are interested in minimizing just lost sales and do not consider the additional

costs of spillover fulfillments.

The fulfillment policies we study are also generally related to capacity control in the network

revenue management literature. While our fulfillment problem differs significantly from problems

in revenue management, the structure of our spillover limit policy is motivated by the protection

levels in revenue management originated from Littlewood (1972), and is closely connected with the

inventory rationing literature started by Topkis (1968) and Kaplan (1969). Moreover, our analysis

of the spillover limit policy is inspired by the asymptotic analysis of Gallego and Van Ryzin (1997)

and Cooper (2002) using the solution of a linear program (LP). We refer interested readers to Talluri

and Van Ryzin (2006) for details for protection levels and LP-based analysis for network revenue

management.

We also briefly survey other relevant literature in online retailing other than online order fulfill-

ment. Acimovic and Graves (2017) proposed policies for inventory replenishment under a greedy

fulfillment policy with replenishment leadtime. Chen (2017) studies both the placement (which

SKUs to hold at which DCs) and the replenishment decision at DCs. Govindarajan et al. (2018)

studies the joint allocation and fulfillment problem for an omnichannel retail network with both

brick-and-mortar stores and an online channel. While Govindarajan et al. (2018) also propose a

policy with threshold limits on fulfillments, their threshold limits the quantity of fulfillment for all

online orders where online orders are fulfilled in batches, whereas the policy proposed in this chapter

limits the number of spillovers and our model makes fulfillment decisions immediately after each

order arrives. Finally, Wei et al. (2017) considers dynamic order fulfillment with delivery deadlines

and expedited shipment options.
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5.2 Fulfillment Policies

To understand the value of fulfillment flexibility, we first find effective fulfillment policies. In general,

finding an optimal fulfillment policy via dynamic programming is intractable computationally due

to the curse of dimensionality. In the special case where there is no abandonment and uniform

fulfillment costs across DCs, the optimal fulfillment problem reduces to the online stochastic b-

matching problem, which has received considerable attention in academia due to its application in

online advertising display. Even for the b-matching problem, the optimal policy is difficult to find,

and researchers have focused on developing policies with approximation factors and competitive

ratios, e.g., Karp et al. (1990) and Feldman et al. (2009), Manshadi et al. (2012), and Jaillet and

Lu (2013). As a result, we will focus on finding simple policies that can be easily implemented by

online retailers, provide good theoretical guarantees, and perform well in numerical studies. First,

we discuss the greedy fulfillment policy.

5.2.1 Greedy fulfillment policy

Perhaps the simplest policy to describe and implement is the greedy policy, which fulfills each

arriving demand from the least expensive DC with available inventory at the time of arrival (subject

to any random abandonment that may occur in the process of spillover fulfillment). This policy is

attractive for its simplicity and transparency, as well as the relatively low amount of information

it requires to implement: a manager need only keep an updated list of the inventory level at each

DC. Currently, our industrial partner uses the greedy policy for its fulfillment and similar greedy

fulfillment policies are also adopted by other e-retailers (Acimovic and Graves, 2017).

However, greedy fulfillment can lead to sub-optimal performance, using inventory that should

have been saved for local fulfillment to fulfill demand at another DC while paying a premium for

spillover fulfillment. To illustrate this phenomenon, we consider a simple example.

Example 5.1. Consider a fulfillment network with 3 DCs (N = 2). Recall that each DC is respon-

sible for orders from its own district, but may also be able to fulfill orders in other districts depending

on the flexibility structure. There are T days. Orders arrive at each district as independent Poisson

processes, where DCs 1 and 2 have a rate of 1 per day, while DC 0 has a rate of 0. We assume DC

0 starts with an infinite amount of inventory, DC 1 starts with T inventory, and DC 2 starts with

0 inventory. Motivated by our industry collaboration, we consider two flexibility structures: one is
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called “dedicated” which only allows spillover from DC 0 to either DC 1 or 2, while the “flexible”

structure augments the dedicated structure with full flexibility between DCs 1 and 2, i.e., it adds arcs

(1, 2) and (2, 1) (see Figure 5.1). The abandonment rates are set to αj = 0, i.e., customers do not

abandon orders upon spillover.

For each flexibility structure, we analyze the expected cost of the greedy fulfillment policy. Note

that no lost sales will occur in the system under a greedy policy, as DC 0 always has enough inventory

to fulfill all demand. Suppose that local fulfillment cost is defined as cjj = cl for all j, the DC 0

to DC 1 or 2 spillover costs are c01 = c02 = cr, and the spillover costs between DCs 1 and 2 are

c12 = c21 = cf ≤ cr. As T grows large, the total cost for the “dedicated” structure is equal to the

local fulfillment cost, plus the spillover cost of fulfilling all demand at DC 2 using DC 0, and plus the

spillover cost of fulfilling demand at DC 1 using DC 0 when DC 1 runs out of inventory. Therefore,

the total cost for the “dedicated” structure is

clE[min(D1(T ), T )] + crE[(D1(T )− T )+] + crE[D2(T )] = clT + crT +O(
√
T ).

To compute the total costs for the “flexible” structure, note that DC 1 will on average use

E[min(D1(T )+D2(T ), T )] amount of inventories, because demand from both DC 1 and DC 2 is first

fulfilled with inventories at DC 1. Because the demand for DC 1 and DC 2 have the same independent

Poisson process, the average amount of DC 1 inventories consumed, E[min(D1(T )+D2(T ), T )], will

be split equally by DC 1 and DC 2. Note that E[min(D1(T ) +D2(T ), T )] = T −O(1), thus, the total

cost for the “flexible” structure, is equal to

0.5(cf + cl)(T −O(1)) + crE[D1(T ) +D2(T )]− cr(T −O(1)) = 0.5cfT + 0.5clT + crT +O(1).

DC 1

DC 0

DC 2

DC 1

DC 0

DC 2

DC 1

DC 0

DC 2

DC 1

DC 0

DC 2

Figure 5.1: Systems in Example 5.1: Left is dedicated, right is flexible
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Example 5.1 shows that adding flexibility while maintaining the greedy fulfillment policy can

actually increase costs by as much as 50% if cr/cl is large and cf ≈ cr. Therefore, we next turn our

attention to a new class of fulfillment policies.

5.2.2 Spillover limit policy

The reason greedy performed poorly in Example 5.1 is because DC 1 used its inventories to fulfill

the demand of DC 2, even though it should have kept its inventory for its local orders in the future.

Motivated by this observation, we propose a class of spillover limit policies, which fulfill local

demand greedily, while placing threshold limits on spillover fulfillment. Intuitively, the threshold

limits protect some inventories for just local fulfillment, and therefore avoid too many spillovers in

situations similar to Example 1.

A specific spillover limit policy sets two type of limits. For j 6= j′, the policy sets a limit θj′j on

the amount of spillover demand at DC j that may be filled with inventory from DC j′. Further, for

each j, the policy also sets a limit θDCj on the aggregate DC j fulfillment of spillover demand from

any other DC j′ 6= j. The policy then makes fulfillment decisions as follows. When a demand arrives

at DC j, the demand is fulfilled locally if DC j has inventory. Otherwise, the policy fills the demand

from the lowest cost flexible DC j′ which has inventory, has not filled more than θj′j units of spillover

demand from DC j already, and has not filled more than θDCj′ units of spillover demand from any

DC (subject to any random abandonment that may occur in the process of spillover fulfillment). If

no such flexible DC exists, the demand is lost.

The spillover limit policy is attractive for multiple reasons. First, it puts practical limits on the

amount of spillover that can occur, allowing the e-retailer to avoid excessive spillover costs. Second,

the policy improves over greedy with minimal added complexity; the only additional parameters are

the spillover limits, and the only additional informational requirements are recording the amount

of spillover on each non-local arc in A. As a result, the policy allows each DC to decide whether

to fulfill in a decentralized manner, making it easy to implement in practice. Second, the policy

satisfies the e-retailer’s practical constraint that it may not withhold inventory from local fulfillment

due to customer delivery expectations or service level requirements. Lastly, the performance of the

policy only depends on the sequence and the total number of order arrivals at each DC, making the

policy robust to the timing of order arrivals throughout the day, which is a highly non-stationary
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stochastic process for our industrial partner (as is common in the context of e-retailing).

In addition, note that the greedy policy is a special case of a spillover limit policy, with θj′j and

θDCj set to infinity for all j, j′. Much discussion in this chapter focuses on identifying a spillover

limit policy that improves upon the greedy policy. More specifically, in Section 5.3, we prove that a

spillover limit policy is superior to greedy in asymptotic settings, and in Section 5.5.2, we identify

an effective spillover limit policy that consistently outperforms greedy in numerical simulations.

5.3 Analysis of Fulfillment Policies

In this section, we analyze and compare the greedy and spillover limit policies. Recall that rj

represents the inventory held at DC j after allocation, and Dt
j , the demand at DC j during day t,

is i.i.d. across t = 1, . . . , T . We will analyze greedy and spillover limit policies under an asymptotic

regime where both T (the number of days) and rj are scaled to infinity at the same rate. This scaling

regime is commonly used in network revenue management to identify asymptotically optimal policies

(e.g., Gallego and Van Ryzin (1997), Cooper (2002)). Throughout this section, for j = 0, 1, . . . , N ,

we let rj = Tbj for some base inventory level bj , and let the demand for DC j on each day have mean

µj and finite variance σ2
j . Throughout this section, we also assume that Assumption 5.1 introduced

in Section 5.1.2 holds, which intuitively, suggests that the e-retailer prefers local fulfillment over lost

sales and spillover at each DC j.

Under fixed flexibility structure and daily demand distributions, we will analyze the expected

cost of the optimal and greedy policy over T days, which are denoted by C∗(T ) and CGreedy(T ),

respectively. Because the demand distribution at each DC is i.i.d. across days, and the cost of both

lost sales and fulfillment are strictly positive, C∗(T ) increases linearly with T . As a result, we say

that a policy is asymptotically optimal if its expected cost is upper-bounded by C∗(T )+o(T ). First,

we describe a setting where the greedy policy is asymptotically optimal.

Lemma 5.1. Suppose that bj ≥ µj for all 0 ≤ j ≤ N , then

CGreedy(T )

C∗(T )
≤ 1 +O

(
T−

1
2

)
.

Lemma 5.1 shows that the greedy policy should perform well when the condition bj ≥ µj for

all 0 ≤ j ≤ N holds, and we indeed observe this in Section 5.5.3, when numerical simulations are

performed using data from the real world. However, the requirement of bj ≥ µj for all 0 ≤ j ≤ N
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is somewhat stringent, and when the condition fails, greedy is neither asymptotically optimal,

nor does it perform well in simulations. For example, the greedy policy for the more flexible

structure in Example 5.1 is not asymptotically optimal, as limT→∞ CGreedy(T )/C∗(T ) is at least

(0.5(cf + cl) + cr)/(cl + cr).

Next, we will show that there is a spillover limit policy achieving asymptotic optimality under

more general settings. We start by stating the condition implying the asymptotic optimality of the

spillover limit policy.

Assumption 5.2. For any (j, j′), (j′, j′′) ∈ A, we have (j, j′′) ∈ A and

cjj′′ + cj′j′ ≤ cjj′ + cj′j′′ . (5.4)

In other words, Assumption 5.2 implies that in the virtual scenario where there are simultane-

ously two orders, one at DC j′ one at DC j′′ and DC j′ has inventory, then DC j′ should always

prioritize satisfying its local order first. Unlike the condition in Lemma 5.1, Assumption 5.2 depends

only on the costs of fulfillment, but not on the initial inventory r. This is advantageous, as it implies

that Assumption 5.2 can be checked independently of inventory allocation policies.

There are many systems satisfying Assumption 5.2. In particular, both systems in Example

5.1 satisfy Equation (5.4). Moreover, Assumption 5.2 is also satisfied by the flexible systems we

investigate in Section 5.5. Next, we formally state the asymptotic optimality of a spillover limit

policy under Assumption 5.2. We use π to denote a spillover limit policy, and Cπ(T ) to denote the

policy’s expected cost.

Theorem 5.1. Under Assumption 5.2, there exists a spillover limit policy π such that

Cπ(T )

C∗(T )
≤ 1 +O

(
T−

1
2

)
.

Theorem 5.1 provides theoretical justification for using a spillover limit policy. While finding an

effective spillover limit policy requires effort, it is significantly easier compared to searching over the

space of all dynamic fulfillment policies. In Section 5.5, we demonstrate that there exists a spillover

limit policy which is very effective for our proposed flexible system in non-asymptotic regimes under

the data from our industrial project.

The intuition behind the proof of Theorem 5.1 is similar in spirit to the asymptotic analysis in

network revenue management (NRM), e.g., (Gallego and Van Ryzin, 1997; Cooper, 2002; Talluri
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and Van Ryzin, 2006). However, the analysis is significantly more complex because of the fact that

the spillover limit policy is locally greedy, i.e., each DC must fulfill its local order when inventories

are available. In fact, the locally greedy constraint makes Assumption 5.2 crucial. In Section 5.6.4,

we provide a system that violates Assumption 5.2, and any locally greedy policy for that system

fails to be asymptotically optimal.

We describe the roadmap for establishing Theorem 5.1. First, we consider the following opti-

mization problem.

min
f ,l

∑
j

(
pj lj +

∑
j′

cjj′fjj′

)

s.t. lj +
∑

0≤j′≤N

fj′j ≥ Tµj , ∀ 0 ≤ j ≤ N,

∑
j′ 6=j

fj′j ≤ (1− αj)(Tµj − fjj),∀ 0 ≤ j ≤ N,

∑
0≤j′≤N

fjj′ ≤ rj , ∀ 0 ≤ j ≤ N,

fjj′ = 0, ∀ (j, j′) /∈ A,

fjj′ ≥ 0, ∀ (j, j′) ∈ A, lj ≥ 0,∀ 0 ≤ j ≤ N.

(5.5)

We name the above optimization problem the deterministic (demand) linear program (DLP) for

fulfillment and use CDLP to denote its objective value, as the optimization solves the optimal

fulfillment problem with deterministic demands and constant abandonment rate for spillovers. Like

analysis for NRM problems, our proof establishes CDLP to be a lower bound for C∗(T ), uses the

optimal solution of the DLP to propose a spillover limit policy, and finally, shows that the expected

cost of that policy is bounded by CDLP +O(
√
T ). There are two technical hurdles for Theorem 5.1

that were not present in the NRM analysis. First, in addition to demand uncertainty, our model also

incorporates order abandonment, which directly depends on the fulfillment policy, and complicates

establishing both lower and upper bounds on the cost of the online problem. To establish that

CDLP is a lower bound for C∗(T ), we need to carefully unfold the information structure, relax only

some of the information and apply Jensen’s inequality at different stages of the decision tree. To

establish an upper bound on the expected lost cost under random abandonment, we require a careful

treatment of conditional expectations. Second, because DCs cannot hold back their inventories for

their local demand, we need to use Assumption 5.2 to derive a condition on the optimal solution of
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the DLP, which in turn allows us to bound the deviation of the spillover limit policy compared to

the optimal solution of the DLP.

5.4 Allocation Policies

In this section, we discuss policies for inventory allocation at time 0, before any order arrives. We

will restrict our attention to two simple allocation policies. To model the allocation constraints,

we assume that the inventory vector after allocation, r, must be contained in some feasible set R.

Throughout the chapter, we assume that R is polyhedral.

Deterministic Demand Allocation Policy. The first allocation policy we consider is to allocate

the inventories assuming that the retailer will see a deterministic demand equal to the expected

value of the demand distribution, and a constant fraction αj of the spillover demand at DC j.

Under the deterministic demand allocation policy, we solve the following optimization problem:

min
r∈R

f(r),where f(r) is defined as: (5.6)

f(r) = min
f ,l

∑
j

(
pj lj +

∑
j′

cjj′fjj′

)

s.t. lj +
∑

0≤j′≤N

fj′j ≥ Tµj , ∀ 0 ≤ j ≤ N,

∑
j′ 6=j

fj′j ≤ (1− αj)
(
Tµj − fjj

)
,∀ 0 ≤ j ≤ N,

∑
0≤j′≤N

fjj′ ≤ rj , ∀ 0 ≤ j ≤ N,

fjj′ = 0, ∀ (j, j′) /∈ A,

f , l ≥ 0.

(5.7)

The optimization problem defined by (5.6) can be solved as a linear program (LP). In the optimiza-

tion problem, variable r models inventory allocation, while variables f and l model fulfillment and

lost sales under deterministic demand.

The intuition behind the deterministic demand allocation policy is that f(r) should be a rea-

sonable approximation for the expected lost sales and fulfillment cost, with inventory position r

under an effective inventory policy. Indeed, Lemma 5.4 in Section 5.6.1 shows that f(r) is a lower

bound on the expected lost sales and fulfillment cost under any inventory policy. If costs satisfy As-
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sumption 5.2, the deterministic demand allocation policy is asymptotically optimal in the following

sense: Suppose that r∗ is the optimal soution for formulation (5.6), by Theorem 5.1, there exists a

spillover limit policy achieving an expected cost of at most f(r∗) +O(T−1/2).

An important drawback of the deterministic demand allocation policy is that it will try to match

inventories with the expected demand at each DC, and completely ignores the possibility that each

DC may stockout or hold leftover inventories due to demand variability. As a result, the inventory

allocation policy may not work well if the variabilities of demand are relatively large. This motivates

our next allocation policy.

Stochastic Programming Allocation Policy. To specify our stochastic programming allocation

policy, let djω(T ) denote a realization of Dj(T ), the total DC j demand over the time horizon,

for a demand scenario ω ∈ Ω, which occurs with probability µω. Consider the following stochastic

optimization model.

min
r∈R

f̃(r), where f̃(r) is defined as: (5.8)

f̃(r) = min
r,f ,l

∑
j,ω

µω

(
pj ljω +

∑
j′

cjj′fjj′ω

)

s.t. ljω +
∑

0≤j′≤N

fj′jω ≥ djω(T ), ∀ 0 ≤ j ≤ N,ω,

∑
j′ 6=j

fj′jω ≤ (1− αj)
(
djω(T )− fjjω

)
,∀ 0 ≤ j ≤ N,ω,

∑
0≤j′≤N

fjj′ω ≤ rj , ∀ 0 ≤ j ≤ N,ω,

fjj′ω = 0, ∀ (j, j′) /∈ A,

f , l ≥ 0.

(5.9)

The stochastic programming allocation policy allocates the inventories as if the fulfillment decisions

are made offline, after all demands are realized. Under the stochastic programming allocation policy,

variables f and l are indexed by demand scenarios, therefore accounting for different optimal offline

fulfillment decisions subject to demand uncertainty.

Like the deterministic demand allocation policy, our intuition behind the stochastic programming

allocation policy is to use f̃(r) as an approximation for the expected cost, with inventory position

r under an effective dynamic fulfillment policy. By Lemma 5.3 in Section 5.6.1, we have that f̃(r)
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is a lower bound on the expected lost sales and fulfillment cost under any inventory policy, and

furthermore, by Jensen’s Inequality, we have f̃(r) ≥ f(r), implying that f̃(r) approximtes the the

expected cost better than f(r). In our numerical studies in Section 5.5.2, we see that the stochastic

programming allocation policy indeed performs better than the determinstic demand allocation

policy, often by a significant margin.

5.5 Assessing the Value of Flexibility

In this section we use data from our industrial partner, a large e-retailer, to assess the impact of

adding flexibility to their fulfillment network in a region of China. We begin with an overview

of the e-retailer’s current distribution infrastructure and fulfillment operations, and our proposed

implementation of additional flexibility. To protect our industrial partner from revealing sensitive

information to its competition, the numerical values presented in this section are masked versions

of the real data.

5.5.1 Specific Modeling Features from Our Industrial Collaboration

Following the e-retailer’s current practice of treating regions independently, we focus our analysis

on a specific region of its fulfillment network in central China. The region has a total of 6 DCs: one

centrally located regional-distribution-center (RDC) and 5 front-distribution-centers (FDCs). The

relative geographic positioning of the DCs is depicted in Figure 5.2. In our model we denote the

RDC with index 0, and denote the 5 FDCs with indices 1 through 5, as depicted in Figure 5.2.

Flexibility. The e-retailer’s current fulfillment practice allows spillover fulfillment only from the

RDC to any FDC. We call this the “dedicated” structure, reflecting the fact that each FDC is

dedicated to serving only its local demand (depicted in the left panel of Figure 5.2). Furthermore, it

fulfills its orders greedily, without holding back its inventories at any DC. Our purpose is to augment

this dedicated structure with more flexibility and better fulfillment operations, and a few practical

constraints must be taken into consideration when doing so. First, the e-retailer’s supply chain

strategy views the RDC as providing centralized support for the FDCs, and hence the e-retailer’s

logistics team does not want to allow spillover from an FDC back to the RDC. Further, resource

constraints and geographical considerations dictate that not all FDCs be flexible with each other;

i.e., it is practical to add just a few FDC to FDC flexibility links to the system.
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Figure 5.2: DC flexibility within a region: current (left) and proposed (right)

With these constraints in mind, we consider the e-retailer’s current flexibility structure depicted

in the left panel of Figure 5.2. There is a natural grouping of FDCs 1 and 4 to the North of the

RDC and FDCs 2, 3, and 5 to the South, and so we propose adding flexibility among these two

disjoint sets of DCs. Since there are a relatively small number of FDCs in each group, we propose

adding full flexibility among each set of DCs. Specifically, we add eight flexibility links (out of a

possible twenty) which are (1, 4) and (4, 1) in the North, and (2, 3), (3, 2), (2, 5), (5, 2), (3, 5), and

(5, 3) in the South. These additional links are depicted in the right panel of Figure 5.2. We call the

augmented structure the “flexible” structure. Our industrial collaborators agree with us that the

flexible structure is reasonable and interesting, as it does not add too many flexibility links, and

does not allow the southern FDCs to spillover to northern FDCs and vice versa, which is considered

as wasteful given the central location of the RDC.

Next, we describe how the different parameters of our model are obtained. Some parameters

come directly from the data provided by the e-retailer, while some are estimated through statistical

and machine learning tools.

Starting Inventory and Replenishment Time. Using the data from our collaboration, we compile

a cross-sectional dataset for 982 SKUs, which include a starting inventory position, and days until

the next replenishment on a randomly selected day during the non-peak selling period in spring of
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2018. This dataset is fed directly to our model to determine the inventory positions before allocation

and T , the day until the next replenishment.

Costs. The cost of fulfilling a unit of DC j demand from DC j′ is estimated by the e-retailer’s

logistics department according to the e-retailer’s historical shipping cost data. The estimated cost

of fulfillment is a function of the weight of the SKU and the distance between the DCs. Specifically,

the cost is calculated as cj′j = aj′j + bj′j(w−dj′j)+, where w is the weight of the SKU in kilograms,

aj′j is the flat rate for the first dj′j kilograms, and bj′j is the variable rate per kilogram above the

first dj′j kilograms. Both aj′j , bj′j and dj′j are determined based on a zone shipping system where

the DCs are located. In other words, aj′j is determined via lookup in a flat cost reference table based

on which zone DC j and j′ are located in, and similarly for bj′j and dj′j . As it turns out, the region

we consider covers only two distinct vectors (a, b, d), for in-province fulfillment and inter-province

fulfillments. For two DCs that are located in the same province, although the spillover fulfillment

costs between them are no higher than their local fulfillment costs, the e-retailer would still prefer

local fulfillment, as spillover fulfillment takes longer and can cause customer abandonment. The

weights for all 982 SKUs are obtained in a SKU description dataset. The weights vary greatly,

ranging from 0.002 kilograms to 25.58 kilograms, thus, the spillover and fulfillment costs across

SKUs are in general very different. We checked the fulfillment costs and the flexibility structures

we consider and verified that Assumptions 5.1 and 5.2 are satisfied for each SKU.

We estimate the unit cost of incurring a lost sale by the gross profit of a given SKU, which is

equal to the selling price minus the purchasing price. Typically the e-retailer offers the same price

for a given SKU across all DCs in a region, and so the lost sales cost in our simulation is the same

for each DC, i.e., pj = p for all j, where p is the gross profit of the SKU. The gross profit for SKUs

varies greatly; excluding the negative values due to clearance or temporary promotions, the gross

profit ranges from 0.02 to 1222.

Estimating Demand. Demand distributions are estimated using one year of historical sales data

during a non-peak selling period. To estimate the uncensored demand, historical sales data observa-

tions are included only for days when inventory is not stocked out. To cover a range of distribution

shapes, the normal, gamma, Poisson, and negative binomial distributions are all considered as pos-

sible underlying parametric distribution types. The parameter values for each distribution type are

fit using maximum likelihood estimation with a SKU’s historical sales, and the best distribution is
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chosen based on the Kolmogorov-Smirnov goodness-of-fit statistic.

Estimating Abandonment. The abandoment rate is the most difficult to estimate among all

parameters in our model. The intuitive method of taking the ratio of average demand on days with

inventory to the average demand spilled over to other DCs on days without inventory is problematic,

as there is a positive correlation between the busy days to the probability of inventory stockouts.

To better estimate the abandonment rate, we apply a standard machine learning method known as

Nonnegative Matrix Factorization (NMF) (see Lee and Seung (2001) for a reference) to recover the

unseen demand, using one year of historical sales data.

We briefly describe the NMF method we used to recover the unseen demand. Let n be the

number of SKUs, m be the number of days (we use one year of data), and p be the number of latent

variables. The NMF method factorizes the SKU demand matrix V with dimension n × m into

two matrices, namely, matrix W with dimension n × p and matrix H with dimension p ×m. The

parameter p is used to control the complexity of the model. We use Kullback-Leibler divergence as

the objective to train the NMF model and apply L1 and L2 regularization to deal with overfitting.

We then use the trained model to fill in the missing demand for those days when inventory is out-

of-stock. We note that when inventory is positive in the beginning of the day but zero at the end

of the day, we still use the NMF method to fill in the demand as if there is no inventory in the

beginning of the day.

Now we have an estimated demand d′it for sku i on day t when the inventory is out-of-stock at

the end of the day. We then calculate αit = (d′it − dit)+/d′it to estimate the percentage of unseen

demand for SKU i on day t. As there are only few out-of-stock days for a single sku, we aggregate α

for these days across all SKUs to draw a statistically significant conclusion. We believe this serves

as a reasonable estimate on the abandoment rate, and more accurate estimation on the abandoment

rate for different SKUs is an interesting research topic by itself.

5.5.2 Policies

In this section we perform preliminary tests on several fulfillment and allocation policies using the

e-retailer’s data in order to identify an effective policy for taking advantage of additional flexibility

in the fulfillment network. To perform these tests on a broad range of policies, we choose a sample

of SKUs from the 982 SKUs in our dataset. The reason for selecting a sample of SKUs on which
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Table 5.1: Starting inventory and mean demand for 16 SKUs
Inv. Mean Daily Dem. Days (T) Inv./Dem.
164 20.6 28 0.28
41 10.0 8 0.51
113 20.6 9 0.61
50 3.9 19 0.67
108 8.3 16 0.81
49 8.2 7 0.86
190 7.2 30 0.88
587 37.1 17 0.93
26 7.9 3 1.09
104 9.5 10 1.10
105 10.0 9 1.16
43 4.5 8 1.21
91 10.8 7 1.21
151 16.7 6 1.51
560 8.7 30 2.13
2645 40.3 14 4.69

to perform these tests is twofold. First, testing many policies across all 982 SKUs would lead

to prohibitively long run times. Second, many of the SKUs provided in the data have inventory

positions or demand distributions that make it hard to assess the impact of different policies. For

example, SKUs with a very high starting inventory position relative to expected demand until the

next replenishment allow almost all demand to be filled locally, and so the impact of different

allocation and fulfillment policies is muted. Likewise, SKUs with a very low starting inventory

position relative to expected demand lead to mostly lost sales, regardless of the allocation and

fulfillment policy. Thus, in this section, we test several policies on a sample of SKUs in order to

identify the most effective policies, and we will then test these policies on all 982 SKUs in Section

5.5.3.

With this goal in mind, we choose a sample of 16 SKUs in conjunction with our industrial

partner in order to assess the policies’ effectiveness over a reasonable range of starting inventory

positions and demand distributions. The starting inventory position and average daily demand,

both aggregated across all six DCs, are recorded in columns 1 and 2 of Table 5.1 for each of the

16 SKUs. The number of days until the next replenishment for each SKU is recorded in the third

column, which determines the time horizon for the simulation, T . The last column of the table

records the ratio of total starting inventory to total expected demand over the horizon, i.e., the first

column divided by the product of the second and third columns. The SKUs are selected in order
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to cover a wide (but reasonable) range of this ratio; with total inventory ranging from about one

fourth of total expected demand to about four times total expected demand.

While these SKUs may not be representative of all SKUs for the purpose of estimating the

overall magnitude of the impact provided by additional flexibility, that is not our purpose in this

section. Our present goal is to assess the relative effectiveness of alternative allocation and fulfillment

policies, and this sample of SKUs provides a meaningful set of scenarios for which to make these

comparisons. We then use the insights gathered from this analysis to assess the overall impact of

adding flexibility for all SKUs in Section 5.5.3.

In this section and the next, we assess the effectiveness of various policies using simulation. For

each SKU we generate 1,000 sample paths and record the cost incurred by each policy along each

sample path. In order to track the fulfillment decisions of each policy, we also record the total units

of local fulfillment, total units of FDC to FDC spillover, total units of RDC to FDC spillover, and

total units of lost sales for each policy along each sample path. The costs that we report for each

policy are the average cost of these 1,000 sample paths. Next we describe the specific policies we

consider.

Fulfillment. We first describe the fulfillment policies we test.

Greedy. The greedy policy, discussed in Section 5.2.1, fulfills each unit of arriving demand from

the lowest cost DC with available inventory. We test this policy on both the dedicated structure,

and the flexible structure we propose. The dedicated structure with the greedy fulfillment policy

represents our industrual partner’s current practice, and so serves as a base case against which we

measure other policies. We test the flexible structure with the greedy fulfillment policy to consider

the effect of adding flexibility without changing the fulfillment policy, and to demonstrate what

further improvements can be made with a better fulfillment strategy. In the computational tests

below we will denote the greedy policy in the dedicated structure and flexible structure as D-GRD

and F-GRD, respectively.

Besides greedy, we test four additional fulfillment policies on the flexible structure, in order

to determine the best policy for taking advantage of the additional flexibility. The first three are

variations of the spillover limit policy introduced in Section 5.2.2, which we discuss next.

DLP Spillover Limit. The first variant of spillover limit policy we consider is based on the proof

of Theorem 5.1 and is constructed using an optimal solution to the LP formulated as (5.5) from
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Section 5.3. In particular, letting (f∗, l∗) denote an optimal solution to (5.5), the policy sets spillover

limits θjj′ = f∗jj′ for j′ 6= j and θDCj =
∑
j′ 6=j f

∗
jj′ for each j. In our computational tests, we denote

the DLP spillover limit policy as DLP. Intuitively, the policy limits the level of spillover fulfillment

to the optimal level for average demand from the DLP. This policy is our starting point for testing

the spillover limit policy, since we show it achieves asymptotic optimality as T grows large in the

proof of Theorem 5.1. However, we observe in our numerical simulations that, compared to greedy,

the DLP spillover limit policy generally has too much lost sales. This is because DLP optimistically

solves an LP with deterministic demand, resulting in setting the limit on many spillover fulfillment

links to zero. Thus, we consider two alternative spillover limit policies.

Mean Protecting Spillover Limit. An observation on why DLP performs poorly is that the limit

on many spillover fulfillment links is set too low. This motivates us to propose the mean protecting

spillover limit policy, which relaxes DLP by setting θDCj = (rj − Tµj)+, and sets θjj′ = ∞, i.e.,

we do not set a limit on the amount of spillover allowed between specific DC pairs, rather, we only

set a limit on the aggregate spillover sourced from a single DC. Intuitively, the mean protecting

spillover limit policy reserves enough inventory to fulfill the expected demand locally; making any

excess available for flexible fulfillment. In our computational tests we denote this policy by MP.

Littlewood Spillover Limit. Next, we propose a spillover limit policy that takes both cost and

demand distributional information into account when deciding what amount of inventory to reserve

for local fulfillment (note that both DLP and MP use only the expected demand). A intuitve

way to incorporate cost can be achieved through an adaptation of Littlewood’s two-class model for

revenue management (Littlewood, 1972). Littlewood’s model considers a finite capacity C that may

serve two classes of stochastic demand that arrive sequentially: a sale to the first class provides

profit pL, while a sale to the second class provides a higher profit, pH ≥ pL. The problem is

to decide how much capacity to make available to the first (low profit) demand class in order to

maximize expected profit, and is solved by Littlewood’s rule, (C −QH(1− pL/pH))
+

, where QH

is the quantile function (or inverse CDF in the case of continuous demand) for the second (high

profit) demand class. For a random variable X, the quantile function of a probability p ∈ (0, 1) is

defined as Q(p) = inf{x|p ≤ P(X ≤ x)}. This simple rule is straightforward to implement as the

quantile function can be easily approximated through sampling. In our numerical simulation, when

p is greater than 0.99 or less than 0.01, we set Q(p) to infinity or zero, respectively, to avoid the

significant sampling errors of estimating extreme percentiles.
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To adapt Littlewood’s rule to our fulfillment context, let us first consider setting the spillover

limit θjj′ for some (j, j′) ∈ A. Naturally, the inventory at DC j corresponds to capacity, while

the local demand at DC j and spillover demand from DC j′ (assuming DC j′ is out of inventory)

correspond to the two classes of demand. Since Littlewood’s rule is stated in terms of profits, we

compute the “profit” estimates for local and spillover demand by subtracting fulfillment costs from

the lost sales cost, i.e., p− cjj for local fulfillment and p− cjj′ for spillover, because these quantities

are the cost reductions we receive if we choose to fulfill the order instead of losing the order. Now,

we have a Littlewood model with pL = p − cjj′ and pH = p − cjj , and we set the amount of DC j

inventory to make available for spillover fulfillment of demand at DC j′ as

θjj′ =

(
rj −Qj

(cjj′ − cjj
p− cjj

))+

,

where Qj is the quantile function of the demand distribution at DC j.

We use a similar method to set an aggregate flexibility limit for DC j, θDCj . Since there are

multiple spillover costs associated with using DC j inventory for spillover fulfillment, i.e., cjj′ for all

(j, j′) ∈ A, we apply an extension of Littlewood’s rule known as the EMSR-a heuristic (Belobaba,

1989; Talluri and Van Ryzin, 2006). In particular, let csj = min{cjj′ |j′ 6= j, (j, j′) ∈ A}, the EMSR-a

heuristic suggests a potection limit applying Littlewood’s rule with pL = p − csj and pH = p − cjj .

Therefore, the Littlewood spillover limit policy sets the aggregate spillover limit at DC j as

θDCj =

(
rj −Qj

(csj − cjj
p− cjj

))+

.

In our computational tests, we denote the Littlewood spillover limit policy as LTL. We note that

LTL is a heuristic because our fulfillment model does not fully match the original model studied in

by Littlewood (1972), which has spillover demand requests arrive before local fulfillment requests.

Nethertheless, we observe that LTL performs very well in numerical simulations, likely because of

the robustness of Littlewood’s rule.

Dual Cost. The final fulfillment policy we consider is adapted from a linear programming heuris-

tic developed by Acimovic and Graves (2015), and provides a point of reference for comparing against

a leading heuristic from the literature on e-retail fulfillment. The basic idea of the policy in Aci-

movic and Graves (2015) is to solve an allocation LP using expected demand, then make fulfillment

decisions using costs adjusted by the optimal dual values associated with the inventory constraints

in the LP. The intuition of this approach is that the dual variables provide a linear approximation
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to the dynamic programming value function, and thus allow the fulfillment decision to incorporate

an estimate of the expected value of the resulting inventory position.

We adapt this type of dual cost framework to our fulfillment setting. Since our setting dictates

that demand must be filled locally if there is available inventory, we modify Acimovic and Graves

(2015) by maintaining a greedy local fulfillment policy, while adopting a dual cost policy for spillover

fulfillment. In particular, we solve the LP defined by (5.7) to obtain optimal dual variables, ν∗j for

each j, associated with the inventory constraints
∑
j′ fjj′ ≤ rj . The dual variable ν∗j encodes the

reduced cost in the optimal objective value resulting from a change in the inventory level rj . Thus,

when considering using a unit of inventory at DC j to fill demand, we may estimate the increase

in future cost resulting from the reduction of inventory as −ν∗j . We note that the dual variable is

non-positive, ν∗j ≤ 0 (since increasing the value of rj in the original program cannot increase the

optimal objective value), and hence −ν∗j represents an estimate of the cost increase from using a

unit of DC j inventory. Therefore, we may estimate the impact of using a unit of DC j inventory

to fill demand at DC j′ as cjj′ − ν∗j , where cjj′ is the immediate fulfillment cost and −ν∗j is the

estimate of future costs caused by reducing the inventory level at DC j.

Thus, when faced with a spillover fulfillment decision at DC j, the dual cost policy chooses the

lowest cost fulfillment option based on these dual adjusted costs. Formally, at a given point in the

course of the time horizon, let Uj denote the set of DCs that may provide spillover fulfillment to

DC j in the flexibility structure, and that have available inventory. Then the dual cost policy fills

from the minimizer of

min
(

min
j′∈Uj

{cj′j − ν∗j′}, pj
)
,

where if pj is the minimizer, then the policy chooses to let the demand become a lost sale. As

mentioned above, to satisfy the business constraints that local demand is filled greedily, the dual

costs are only considered for spillover fulfillment decisions. In our computational tests, the dual

cost policy is denoted as DUAL.

Inventory Allocation Policies. In addition to fulfillment, we also wish to identify an effective

inventory allocation policy. For each of the fulfillment policies described above, we test the two

inventory allocation policies introduced in Section 5.4: the deterministic demand allocation and the

stochastic programming allocation, described by (5.6) and (5.8), respectively. As mentioned above,

our industrial partner’s supply chain strategy treats the RDC as a central support for the FDCs,
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Table 5.2: Average costs for 16 SKUs by fulfillment and allocation policy
Policy Det. Alloc. SP Alloc.
D-GRD 3,393.7 3,150.6
F-GRD 3,056.6 2,916.3
DLP 3,325.3 3,248.2
MP 3,186.3 3,057.3
LTL 3,044.5 2,900.9
DUAL 3,102.8 2,983.3

and thus only allows inventory reallocation from the RDC to each FDC. These constraints define

the feasible set of inventory allocations, given the initial inventory position x, as

R =

r ∈ R+

∣∣∣∣∣∣
∑

0≤j≤N

rj =
∑

0≤j≤N

xj , rj ≥ xj ∀1 ≤ j ≤ N

 .

For both allocation policies, we use a rounding scheme to identify an integer solution maintaining

feasibility for R. In particular, we round down the optimal values for r1, r2, . . . rN into integers,

while rounding up r0 so that
∑

0≤j≤N rj =
∑

0≤j≤N xj , and use those integer values to allocate

inventories.

For each of the 16 SKUs, we perform both the deterministic demand and stochastic programming

allocations, then simulate the performance of each fulfillment policy. For the stochastic program-

ming allocation, we solve the stochastic program (5.8) using 1,000 demand samples. In Table 5.2,

we report the average expected cost across the 16 SKUs for each combination of allocation and

fulfillment policy. For each fulfillment policy, the stochastic programming allocation policy provides

lower expected cost than the deterministic demand allocation policy. Intuitively, the stochastic

programming allocation policy is better because f̃(r) approximates the expected fulfillment costs

much more accurately compared f(r). Thus, for the remainder of our computational tests, we focus

on the stochastic programming allocation policy.

Resolving Heuristics. Next, we consider the benefit of updating the fulfillment policy periodically

throughout the time horizon. This idea of “resolving” the heuristic policy is common in the revenue

management and online resource allocation literature (see e.g., Cooper (2002) and Jasin and Kumar

(2012)), and typically leads to improved performance since the policy can adapt to the demand

realizations as they are realized. In the context of our industrial collaborator’s fulfillment decisions,

because the daily demand distribution at each DC is provided, it is feasible to consider resolving

daily, with updated policy parameters computed at the beginning of each day. In particular, for
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Table 5.3: Average costs for 16 SKUs for static and resolved policies
Avg. Cost Avg. Cost Ratio

Policy Static Resolved Reslv./D-GRD
D-GRD 3,150.6 - 100.0%
F-GRD 2,916.3 - 95.4%
DLP 3,248.2 3,120.0 106.8%
MP 3,057.3 2,932.5 95.7%
LTL 2,900.9 2,900.0 94.6%
DUAL 2,983.3 2,914.3 94.9%

the DLP, MP, LTL and DUAL policies, we compare the “static” heuristic described above, with a

resolved version that simply recomputes the policy parameters at the beginning of each day given

the starting inventory position on that day, and demand distribution over the remaining days in the

horizon. The greedy heuristics are inherently static, since there are no policy parameters to update,

and so we do not consider a resolved version for these heuristics. As mentioned above, we consider

each of these heuristics in conjunction with the stochastic programming allocation.

The average expected costs across the 16 SKUs for each of these heuristics are reported in the

first two columns of Table 5.3. For each heuristic tested, the resolved version provides lower cost

than the static version on average. Although the improvement from resolving is small for some

heuristics, we note that resolving is a generally beneficial strategy as it allows increased flexibility

to adjust to demand as it is realized. Therefore, the remainder of our discussion and computational

tests will focus on the resolved DLP, MP, LTL and DUAL heuristics (as well as the static greedy

heuristics).

In Table 5.3, we also report the average cost ratio for the re-solved version of our policies in

column three. These values are calculated by dividing the cost of each resolved policy (or static in

the case of F-GRD) by the cost of D-GRD for each SKU, then taking the average of this ratio across

all 16 SKUs. The cost ratio statistic provides a normalization across SKUs to compare the relative

cost change provided by each policy, reducing the variation across SKUs so that a single high cost

SKU does not dominate the average.

From Table 5.3 we see that the LTL policy is the best in terms of both average cost and average

cost ratio, with the next closest competitors being DUAL and F-GRD. We also note that the average

cost for LTL did not change significantly from “Static” to “Resolved”. This shows that LTL policy

is robust with respect to the need for resolving, which is advantageous in practice. In contrast, a

heuristic like DUAL may suffer significant performance loss without frequent resolving.

153



While the difference between the average cost ratio and the relative average cost between LTL,

DUAL and F-GRD is not large, this difference is important to our industrial partner. For our

industrial partner, an extra 0.1% decrease in the total lost sales and fulfillment costs equates to a

financial gain on the order of millions of U.S. dollars. To ensure that these differences between LTL,

DUAL and F-GRD are not caused by variations in the sampled demand, we present some statistical

significance test for each SKU. Since the simulations were run on the same 1,000 sample paths

for each policy, we perform a paired T-test for each SKU to test the significance of the difference

in pairwise cost between LTL and both F-GRD, and DUAL. Out of the 16 SKUs, for 10 SKUs

the cost reduction from F-GRD to LTL is statistically significant, and for the rest of the SKUs,

F-GRD and LTL costs are either tied or do not have statistically significant differences. Similarly,

for 10 SKUs the cost reduction from DUAL to LTL is statistically significant, for 3 SKUs there is

a statisticallly significant cost increase from DUAL to LTL, and for the rest of the SKUs, F-GRD

and LTL are either tied or do not have statistically significant differences. These tests suggests

that the difference between LTL and both DUAL and F-GRD are not caused by the randomness

of our simulation instances. Moreover, for the 3 SKUs with statistically significant cost increase

from DUAL to LTL, we note that LTL cost is at most 0.35% larger than that of the DUAL cost,

whereas the largest cost reduction from DUAL to LTL (among all 16 SKUs) is almost an order of

magnitude larger at 3.14%. Thus, we conclude that the LTL policy provides very close to the best

performance among all policies tested for each SKU.

Finally, we note some further advantages that the LTL policy maintains over DUAL, the next

best alternative in terms of average cost. Intuitively, the DUAL policy is limited by the fact that it

only uses the mean of the demand distribution when solving the LP to obtain the dual costs, which

is why this policy makes a more significant gain when moving from the static to resolved version

(Table 5.3). Meanwhile, the LTL policy leverages more demand information since it calculates a

quantile of the distribution function, and thus is able to provide better performance, even for the

static version. Further, from an implementation perspective we note that the DUAL policy requires

more coordinated computational effort to resolve, since a central entity needs to solve the LP each

day given the current inventory position and expected future demand of all DCs. On the other hand,

the LTL policy can be carried out in a more decentralized fashion, since each DC can calculate its

spillover limit given its own distribution of future demand. Therefore, we recommend the resolved

LTL policy to e-retailers seeking to implement flexibility in their fulfillment network, and this is the
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Table 5.4: Average costs and fulfillment metrics across 866 SKUs
Policy Avg. Cost Local FDC-FDC RDC-FDC Lost Sale
D-GRD 2,816.1 277.4 0.00 2.25 31.62
F-GRD 2,797.2 275.7 4.26 1.34 29.99
LTL 2,794.3 276.7 3.76 0.73 30.10

main policy which we will test on all SKUs in Section 5.5.3.

5.5.3 Impact of Flexibility

In this section we assess the impact of adding flexibility to our industrial partner’s fulfillment network

by simulating demand for all 982 SKUs from our data. Based on the preliminary tests of Section

5.5.2, the main policy we test is the resolved Littlewood Spillover Limit, denoted LTL. We will

measure this policy against the e-retailer’s status quo fulfillment strategy, the greedy policy with

the dedicated structure, denoted D-GRD. For comparison purposes we will also test the greedy

policy on the flexible structure, denoted F-GRD, since it is our industrial partner’s status quo

fulfillment policy and would be straightforward to implement (and it achieved close to the second

lowest average cost in our preliminary tests of Section 5.5.2, see Table 5.3).

We implement these tests on the SKUs from our data, with a few exclusions. First, of the

982 SKUs from our data, 43 were excluded because they had non-positive lost sales cost due to

promotional status. A further 73 SKUs were excluded because they had no on-hand inventory at

any DC on the randomly chosen day used to create our dataset, and so assessing fulfillment policies

on these SKUs would be meaningless. We tested our policies on the remaining 866 SKUs that had

positive lost sales cost and a positive starting inventory level at any DC.

In Table 5.4, the first column records the average cost for the three policies tested across all 866

SKUs, while the remaining columns contain the average of various fulfillment metrics. In particular,

column two records the average units of local fulfillment, column three the average FDC to FDC

spillover fulfillment, column four the average RDC to FDC spillover fulfillment, and column five

the average lost sales. The LTL policy achieves the lowest average cost, which is a 0.77% reduction

from the status quo D-GRD policy. Moreover, the fulfillment metrics of Table 5.4 provide us some

insights to explain the usefulness of the flexible fulfillment structure and the effectiveness of LTL.

First, the flexible structure decreases the average amount of lost sales by about 5% for both the

LTL policy and the F-GRD policy (the F-GRD policy reduces lost sales by 0.36% more than the
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Table 5.5: SKU level cost ratio of F-GRD and LTL to D-GRD across 866 SKUs
Cost Ratio Average Worst Case # SKUs > 1
F-GRD/D-GRD 99.11% 101.82% 79
LTL/D-GRD 99.00% 100.18% 12

Table 5.6: SKU level cost ratio by inventory to demand ratio
Inv./Dem. # SKUs LTL/D-GRD LTL/F-GRD
≤ 1 234 98.09% 99.60%
> 1 632 99.33% 99.99%

Overall 866 99.00% 99.88%

LTL policy, which is small compared to the 5% lost sales reduction compared to the D-GRD policy).

The reason LTL provides lower average cost than F-GRD is because LTL significantly decreases the

amount of both FDC-FDC and RDC-FDC spillover fulfillment compared to F-GRD.

Furthermore, Table 5.5 highlights that the LTL policy provides better control of cost on a SKU

level than F-GRD. For each SKU we calculate the ratio of F-GRD to D-GRD cost, and the ratio

of LTL to D-GRD cost. Table 5.5 records the average and worst case of these ratios, as well as

the count of SKUs for which the ratio is larger than 1. The LTL policy provides an average cost

reduction over D-GRD of 1.00% for each SKU, while the average cost reduction of F-GRD over

D-GRD is 0.89%. Further, we find that F-GRD has higher cost than D-GRD for 79 out of 866

SKUs, with the worst case cost being 1.82% larger. In contrast, LTL has higher cost than D-GRD

for only 12 SKUs, and the worst case cost is only 0.18% higher. This illustrates the main point of

Example 5.1, that a greedy policy can use too much flexibility and lead to higher costs. The LTL

policy does a good job of controlling the use of flexibility to achieve lower costs across SKUs.

In Table 5.6 we report the cost ratio of the LTL policy to D-GRD and F-GRD, for SKUs

with different inventory to average demand ratios. For SKUs with less inventory than average

demand, LTL provides an average of 1.91% improvement over D-GRD, and 0.4% improvement over

F-GRD. For SKUs with more inventory than average demand, LTL still provides an average of 0.67%

improvement over D-GRD, but is almost equal on average to the cost of F-GRD. This illustrates

the intuition of Lemma 5.1, that with enough inventory greedy will perform well. Finally, across

all SKUs, we see that LTL provides a 1.00% improvement over D-GRD, and a 0.12% improvement

over F-GRD. Thus, adding flexibility to the fulfillment network provides about a 1% improvement

in costs, with the LTL policy providing about 10% of that 1% improvement.

For completeness, we also consider implementing the LTL policy for our industrial partner’s
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current dedicated structure. Intuitively, this policy does not have much room for improvement over

greedy since the only flexibility in the system is from the RDC to the FDCs, and so putting limits

on spillover can only improve the cost at the RDC. We simulate LTL on the dedicated structure

and find that the average cost is 0.09% lower than the average cost of D-GRD. This supports our

conclusion that the proposed additional flexibility is a major driver of the cost improvement we

observe in our simulations.

In summary, compared to the status quo D-GRD policy, the LTL policy reduces lost sales by

about 5% while keeping local fulfillment at a similar level, and reduces overall cost by about 0.77%,

with an average of about 1% cost reduction for each SKU. From these simulations we estimate that

additional flexibility can offer the e-retailer around a 1% improvement in lost sales and fulfillment

costs when implemented with the LTL fulfillment policy. While we do not provide the exact financial

information of our industrial partner in this chapter, we note that 0.1% improvement is estimated

to increase the profit on the order of millions of dollars.

5.6 Policy Analysis

In this section, we provide formal proofs of the various mathematical claims made throughout this

chapter.

5.6.1 Technical Proof Components

We first present several technical lemmas that were not stated formally in the chapter. These

lemmas will serve as useful building blocks for our proof of Theorem 5.1, as well as justifications for

our allocation policy.

Lemma 5.2. For T i.i.d. random variables (Xi)1≤i≤T with finite mean µ and finite variance σ2

we have

E[(
∑

1≤i≤T

Xi − Tµ)+] ≤ 1

2

√
Tσ,
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Proof. From the identity (z)+ = (|z|+ z)/2, we have

E
[( ∑

1≤i≤T

Xi − Tµ
)+]

=
1

2
E
[∣∣∣ ∑

1≤i≤T

Xi − Tµ
∣∣∣],

≤ 1

2

√
E
[( ∑

1≤i≤T

Xi − Tµ
)2]

,

=
1

2

√
Tσ

where the inequality follows from Jensen’s inequality.

Lemma 5.3. For a given initial inventory allocation r, the optimal value of the stochastic program

(5.9), f̃(r), provides a lower bound on the expected cost of the optimal fulfillment policy.

Proof. We note that there are two types of randomness in the online fulfillment problem, randomness

in demand, and randomness in abandonment due to spillover. We will prove the result using three

successive relaxations of these sources of randomness in the online problem.

The first relaxation we make to the online problem is to assume that at the beginning of each

day, it is revealed how many demand units will arrive on that day in total for all DCs, where this

value is drawn according to the aggregate distribution of demand at all DCs. The demand and

abandonment will still occur randomly in an online fashion throughout the day, and the decision

maker still needs to make decisions online. This is a relaxation because the decision maker has a

strictly larger information set at each point in time than she did in the original problem. Under

this relaxation, consider some time τ during a day, and consider the sequence and timing of demand

arrivals up to time τ on that day. We observe that the decision maker’s conditional distribution over

the sequence of remaining arrivals on that day after time τ is only dependent upon the sequence

of arrivals up to time τ , and not dependent upon the specific timing of these arrivals. This is

because the decision maker knows how many arrivals will occur under the relaxation, and because

the arrivals occur uniformly at random throughout the day. Thus, since costs are not discounted in

time also, without loss of generality we exclude time from the state variable under this relaxation,

and only consider the total number of arrivals on a day (revealed at the beginning of the day) and

the sequence of arrivals as it unfolds throughout a day.

Therefore, we formulate this relaxed problem with a scenario tree. The scenario tree evolves

from a root node at level zero (denoting the initial state before any randomness is realized) through
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the uncertainty realized on each day. On each day, the first level of “arrival” nodes encode how

many arrivals will occur on that day. From these nodes, the sub-tree on each day is comprised

of alternating levels of demand nodes, denoted by ν, and abandonment nodes, denoted by ξ. In

particular, from an arrival node, the tree branches into the first level of demand nodes, from which

each node branches into the first level of abandonment nodes, from which each node branches into

the second level of demand nodes, and so on. When the sub-tree has progressed through the total

number of arrivals for that day, it will branch into a new set of arrival nodes for the next day.

Associated with each demand node ν is a vector of binary values (d0ν , . . . , dnν) denoting the

demand arriving for DC j at that node. Reflecting the fact that demand units arrive one by one,

for each demand node ν, only one DC j has djν = 1, while dj′ν = 0 for the remaining DCs j′ 6= j.

Associated with each abandonment node ξ is a vector of binary values (a0ξ, . . . , anξ), with ajξ = 0

denoting that demand will be abandoned upon spillover, and ajξ = 1 denoting that demand will

not be abandoned upon spillover.

Each demand (abandonment) level of the tree has a probability measure over its nodes ν (ξ)

denoted by µν (µξ) that obeys the laws of conditional probability in relation to the previous level of

the tree (i.e., a node’s probability should equal the sum of probabilities of its children). The demand

node probabilities are governed by the daily demand process specified in Section 5.1.2 and are

independent of the abandonment node probabilities. For a demand node ν with demand at DC j (i.e.,

djν = 1), there are two children abandonment nodes, ξ0(ν) and ξ1(ν), with ajξ0(ν) = 0, occurring

with probability µξ0(ν) = αjµν and ajξ1(ν) = 1 occurring with probability µξ1(ν) = (1− αj)µν . We

may assume ajξ0(ν) = ajξ1(ν) = 0 for all other DCs j′ 6= j at each abandonment node ξ0(ν) and

ξ1(ν).

Let R(ν) and R(ξ) denote the nodes along the path from the root of the tree to demand node ν

and abandonment node ξ, respectively, and let u denote an arbitrary element of R(ν) or R(ξ). For

an abandonment node ξ, let ν(ξ) denote the parent demand node which it follows in the tree.

Associated with each demand node ν is a local fulfillment decision, denoted fjjν , which represents

the amount of arriving DC j demand to fill locally. Naturally, this quantity should be non-negative

and no larger than the arriving demand, and so the decision satisfies the constraints

0 ≤ fjjν ≤ djν , ∀j, ν. (5.10)

Further, associated with each abandonment node ξ is a spillover fulfillment decision, denoted

159



by the variables fj′jξ for j′ 6= j, representing the amount of spillover DC j demand to fill with

inventory from DC j′, and ljξ, representing the amount of DC j lost sales. The total spillover

demand filled should be zero if the demand is abandoned (i.e., if ajξ = 0) and should also be less

than the remaining demand after the local fulfillment decision at demand node ν(ξ), giving the

following spillover constraints ∑
j′ 6=j

fj′jξ ≤ ajξ, ∀j, ξ,

∑
j′ 6=j

fj′jξ ≤ djν(ξ) − fjjν(ξ), ∀j, ξ,
(5.11)

Each unit of demand must either be filled locally, filled by spillover, or lost which is captured by

the following constraints on each abandonment node ξ

ljξ +
∑
j′ 6=j

fj′jξ + fjjν(ξ) ≥ djν(ξ), ∀j, ξ. (5.12)

Finally, given initial inventory levels rj , the total fulfillment along any sample path cannot

exceed the initial inventory. Let T denote the set of terminal abandonment nodes, then we have

the following constraints ∑
u∈R(ξ)

∑
j′

fjj′u ≤ rj , ∀j, ξ ∈ T . (5.13)

The relaxed problem is

min
f ,l

∑
j,ν

µνcjjfjjν +
∑
j,ξ

µξ

(
pj ljξ +

∑
j′ 6=j

cjj′fjj′ξ

)

s.t. f , l ≥ 0, and satisfy (5.10), (5.11), (5.12), (5.13).

(5.14)

Next we relax this problem further, so that the decisions and randomness of the abandonment

node ξ are collapsed into its parent demand node ν(ξ). In particular, the spillover fulfillment and

lost sales decisions are made concurrently with the local fulfillment decision at the demand node,

denoted by fj′jν , ljν , and abandonment occurs at a deterministic rate αj for every unit of demand

not filled locally. Thus, constraints (5.11) and (5.12) are replaced by∑
j′ 6=j

fj′jν ≤ (1− αj)(djν − fjjν), ∀j, ν, (5.15)

ljν +
∑
j′

fj′jν ≥ djν , ∀j, ν. (5.16)
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Letting T ′ denote the set of terminal demand nodes, constraint (5.13) is replaced by∑
u∈R(ν)

∑
j′

fjj′u ≤ rj , ∀j, ν ∈ T ′. (5.17)

Thus, the relaxed problem is

min
f ,l

∑
j,ν

µν

(
pj ljν +

∑
j′

cjj′fjj′ν

)

s.t. f , l ≥ 0, and satisfy (5.10), (5.15), (5.16), (5.17).

(5.18)

Now we claim that the optimal objective value of (5.18) is less than the optimal objective value

of the first relaxed problem (5.14). We show this by demonstrating that any feasible solution to

(5.14) can be used to construct a feasible solution to (5.18) with the same objective value.

Consider a feasible solution to (5.14), fjjν , fj′jξ, ljξ. Construct a solution to (5.18) as follows.

Let f ′jjν = fjjν . Further, let the spillover fulfillment and lost sales at demand node ν be the

average of the corresponding quantities on abandonment nodes ξ0(ν) and ξ1(ν), i.e., for j′ 6= j, let

f ′j′jν = αjfj′jξ0(ν) + (1− αj)fj′jξ1(ν), and l′jν = αj ljξ0(ν) + (1− αj)ljξ1(ν). This solution is feasible

to (5.15) since ∑
j′ 6=j

f ′j′jν = αj
∑
j′ 6=j

fj′jξ0(ν) + (1− αj)
∑
j′ 6=j

fj′jξ1(ν),

≤ (1− αj)(djν − f ′jjν),

where the inequality follows from the first constraint in (5.11) for ξ0(ν),
∑
j′ 6=j fj′jξ0(ν) ≤ ajξ0(ν) = 0

and the second constraint in (5.11) for ξ1(ν),
∑
j′ 6=j fj′jξ1(ν) ≤ djν − fjjν = djν − f ′jjν . Feasibility

for constraints (5.16) and (5.17) follow directly from constraints (5.12) and (5.13), respectively, by

taking the convex combination of abandonment scenarios ξ0(ν) and ξ1(ν). Thus, the constructed

solution is feasible to (5.18).
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The constructed solution has objective value∑
j,ν

µν

(
pj l
′
jν +

∑
j′

cjj′f
′
jj′ν

)
,

=
∑
j,ν

µν

(
αj

(
pj ljξ0(ν) +

∑
j′ 6=j

cjj′fjj′ξ0(ν)

)
+ (1− αj)

(
pj ljξ1(ν) +

∑
j′ 6=j

cjj′fjj′ξ1(ν)

))

+
∑
j,ν

µνcjjfjjν ,

=
∑
j,ν

µνcjjfjjν +
∑
j,ξ

µξ

(
pj ljξ +

∑
j′ 6=j

cjj′fjj′ξ

)
,

which is the same objective value as the original solution for (5.14), completing the proof that (5.18)

provides a lower bound.

Finally, it is clear that (5.9) is a relaxation of (5.18), since the former problem allows the

fulfillment decisions to be made after all demand has arrived, where the first and second constraints

of (5.9) correspond to the aggregation of constraints (5.16) and (5.15) over sample paths, while the

third constraint of (5.9) corresponds to the constraint (5.17).

Lemma 5.4. For a given initial inventory allocation r, the optimal value of the deterministic

program (5.7), f(r), provides a lower bound on the optimal value of (5.9), f̃(r), and thus also

provides a lower bound on the expected cost of the optimal fulfillment policy.

Proof. Because (5.9) is a linear minimization problem, its optimal objective value is convex in

the right hand side constraint values. Therefore f(r) ≤ f̃(r) follows by Jensen’s inequality, the

remainder follows from Lemma 5.3.
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Lemma 5.5. Consider the following linear programming problem:

min
f ,l

∑
j

(
pj lj +

∑
j′

cjj′fjj′

)

s.t. lj +
∑

0≤j′≤N

fj′j ≥ Tµj , ∀ 0 ≤ j ≤ N,

∑
j′ 6=j

fj′j ≤ (1− αj)(Tµj − fjj),∀ 0 ≤ j ≤ N,

∑
0≤j′≤N

fjj′ ≤ rj , ∀ 0 ≤ j ≤ N,

fjj′ = 0, ∀ (j, j′) /∈ A,

fjj′ ≥ 0, ∀ (j, j′) ∈ A, lj ≥ 0,∀ 0 ≤ j ≤ N.

(5.19)

Suppose that Assumption 5.2 holds, then there exists an optimal solution f∗ to (5.19), such that if

f∗jj′ > 0 for j′ 6= j then f∗jj = Tµj.

Proof. We prove the lemma by showing that given any optimal solution f , if fjj′ > 0 and fjj < Tµj

for some (j, j′) ∈ A, then we can always find another optimal solution f ′ such that either f ′jj′ = 0

or f ′jj = Tµj . This is proved by considering two cases, either fj′′j > 0 for some (j′′, j) ∈ A, or else

fj′′j = 0 for all (j′′, j) ∈ A.

Case 1. Given fj′′j > 0, construct a new solution as follows. For some ε > 0 let f ′jj′ = fjj′ − ε,

f ′jj = fjj + ε, f ′j′′j = fj′′j − ε, f ′j′′j′ = fj′′j′ + ε. We claim this solution remains feasible for small

enough ε > 0. To see this, first note all variables that are reduced by ε are strictly positive, so they

remain non-negative for small enough ε. Next, note that we only change variables for DC’s j, j′

and j′′, and so we consider each of these DCs and its associated constraints. For DC j, the first

constraint of (5.19) remains satisfied since we increase fjj and decrease fj′′j by the same amount,

the second constraint remains satisfied since we decrease fj′′j on the left hand side by (1 − αj)ε,

while we effectively decrease the right hand side by a smaller amount, (1−αj)ε, when we increase fjj

by ε, and the third constraint remains satisfied since we increase fjj and decrease fjj′ by the same

amount. For DC j′ the first and second constraint of (5.19) remain satisfied because we increase

fj′′j′ and decrease fjj′ by the same amount, while the third constraint remains satisfied because

we do not change any flow originating from DC j′. For DC j′′ we do not change any flows whose

destination is DC j′, so the first two constraints are satisfied, while the last constraint is satisfied
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because we increase fj′′j′ and decrease fj′′j by the same amount.

Thus, the constructed solution is feasible, and gives a change in cost of ε(cjj +cj′′j′−cjj′−cj′′j).

This change is non-positive by Assumption 5.2, and so the new solution remains optimal. The

largest ε that maintains feasibility is min(Tµj − fjj , fjj′ , fj′′j). If the minimal value is obtained by

either of the first two arguments, then we have constructed an optimal solution f ′ such that either

f ′jj′ = 0 or f ′jj = Tµj . Otherwise, if fj′′j is the minimizer, then the new optimal solution f ′ will have

f ′j′′j = 0, and we can repeat the procedure described in Case 1 until we either find the satisfactory

optimal solution, or end up in Case 2 below.

Case 2. If fj′′j = 0 for all (j′′, j) ∈ A, then construct a new solution as follows. For some ε > 0

let f ′jj′ = fjj′ − ε, f ′jj = fjj + ε, l′j = lj − ε, and l′j′ = lj′ + ε. By an argument similar to Case 1, it is

straightforward to see that this solution remains feasible for small enough ε > 0. The constructed

solution gives a change in cost of ε(cjj + pj′ − cjj′ − pj), which is non-positive by Assumption 5.1,

and the new solution remains optimal. Since fj′′j = 0 for all (j′′, j) ∈ A, by the first constraint of

(5.19) we have lj ≥ Tµj − fjj , and so the largest ε that maintains feasibility is min(Tµj − fjj , fjj′),

which will make either either f ′jj′ = 0 or f ′jj = Tµj .

Combining Case 1 and Case 2, we have that for any optimal solution f , if fjj′ > 0 and fjj < Tµj

for some (j, j′) ∈ A, we can always find another optimal solution f ′ such that either f ′jj′ = 0 or

f ′jj = Tµj . Because A has a finite number of links, we will always find an optimal solution f∗

satisfying the condition in Lemma 5.5.

5.6.2 Proof of Lemma 5.1

Proof of Lemma 5.1. We first observe that every unit of demand that arrives must be either be

filled locally, filled by spillover or lost. By Assumption 5.1, the lowest cost option among these

options is local fulfillment, and thus the cost incurred by each unit of DC j demand is at least

cjj > 0. Therefore, the expected cost of any online policy must be larger than the expected cost of

filling all demand locally, so we have

T
∑
j

cjjµj ≤ C∗(T ).

The expected amount of local fulfillment at DC j is E[min(Tbj , Dj(T ))] ≤ Tµj . Further, note

that the maximum cost that can be incurred by the greedy policy for a unit of DC j demand that is
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not filled locally is pj (since the lost sale option is always available). Then the greedy policy incurs

expected cost at most∑
j

cjjTµj +
∑
j

pjE[(Dj(T )− Tbj)+] ≤ T
∑
j

cjjµj +
∑
j

pjE[(Dj(T )− Tµj)+],

≤ T
∑
j

cjjµj +O(
√
T ),

where the first inequality follows from bj ≥ µj , and the second from Lemma 5.2. Therefore we have

CGreedy(T )

C∗(T )
≤ 1 +O

(
T−

1
2

)
.

5.6.3 Proof of Theorem 5.1

Proof of Theorem 5.1. Consider the optimization problem specified in (5.19). Let CDLP denote

the optimal objective of (5.19), and note that CDLP is equal to f(r) with rj = Tbj . By Lemma

5.4, we have that CDLP ≤ C∗(T ). By Assumption 5.2, there exists an optimal solution to (5.19)

satisfying the condition in Lemma 5.5; let (f∗, l∗) denote this optimal solution. Construct a spillover

limit policy π using f∗ as follows: let θjj′ = f∗jj′ for all j 6= j′, and let θDCj =
∑
j 6=j′ f

∗
jj . Because

the limits are set based on a linear program with the expected demand, we call π the DLP spillover

limit policy. We will prove Theorem 5.1 by bounding the expected costs of π in three parts: local

fulfillment, spillover fulfillment, and lost sales, compared to the costs of (5.19).

First, we prove a small consequence of the condition in Lemma 5.5: if f∗jj < Tµj , then f∗jj = r∗j .

To see this, first note that since f∗jj < Tµj , we must have f∗jj′ = 0 for all j′ 6= j by Lemma 5.5.

Suppose contrary to the claim that f∗jj < r∗j . Then, it is feasible to increase f∗jj to min(r∗j , Tµj),

while decreasing the values of variable lj and variables f∗j′j for j 6= j such that lj+
∑
j 6=j f

∗
j′j decrease

by min(r∗j , Tµj)−f∗jj . Because cjj ≤ pj and cjj ≤ cj′j for any j′ 6= j, we have that the new solution

is also optimal. Thus, we can assume without loss of optimality that f∗jj = r∗j if f∗jj < Tµj .

Local Fulfillment. We claim that under the DLP spillover limit policy, π, the expected amount

of local fulfillment (i.e., DC j demand that is filled by DC j inventory) is less than f∗jj . To see this,

consider two cases. First, if f∗jj = Tµj , then since local fulfillment must be no more than the total

demand on any sample path, we have expected local fulfillment bound by Tµj = f∗jj . Otherwise,
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if f∗jj < Tµj , then f∗jj = r∗j . But local fulfillment must be no more than r∗j on any sample path,

implying that f∗jj is again an upper bound on the expected local fulfillment.

Spillover Fulfillment. By definition of π, on any sample path the policy can not fill more than

f∗j′j of DC j demand from DC j′ inventory, thus the expected amount of this spillover fulfillment is

less than f∗j′j .

Lost Sales. We claim that under π, the expected amount of lost sales at DC j is bound by

l∗j +O(
√
T ).

To show this, we note that there are two types of lost sales that can arise under π. The first

type occurs when DC j stocks out of inventory and an arriving demand is lost due to customer

abandonment. The second type occurs when DC j stocks out of inventory and an arriving demand

is not lost due to customer abandonment, but there are no available flexible inventories to fill

the demand. To bound the first type of lost sales, note that by definition π, there is at least

rj−
∑
j′ 6=j f

∗
jj′ ≥ f∗jj DC j inventory available to fill DC j demand. Thus, given total DC j demand

Dj(T ), at most (Dj(T )−f∗jj)+ of it will arrive when DC j is stocked out. Each unit of this demand

will become a lost sale due to abandonment independently with probability αj , and so the expected

amount of type one lost sales given total demand Dj(T ), is at most αj(Dj(T ) − f∗jj)+. Thus, the

expected amount of type one lost sales is less than

E[αj(Dj(T )− f∗jj)+] ≤ αjE[(Dj(T )− Tµj)+] + αj(Tµj − f∗jj),

where the inequality follows from the triangle inequality and f∗jj ≤ Tµj .

Next we will bound type two lost sales. On a given sample path, let D̂j denote the amount

of DC j demand that arrives when DC j is stocked out, and that is not lost due to customer

abandonment. This is the demand that may spillover to other flexible DCs with available inventory.

For each j′ such that f∗j′j > 0, under policy π, DC j′ has at least rj−
∑
k 6=j,j′ f

∗
j′k units of inventory

that can be only used for either local fulfillment at j′ or spillover fulfillment at DC j. Because

rj −
∑
k 6=j,j′ f

∗
j′k ≥ f∗j′j′ + f∗j′j by the feasibility of f∗, on any sample path, we have that there is at

least

min(f∗j′j , f
∗
j′j + f∗j′j′ −Dj′) = f∗j′j − (Dj′(T )− f∗j′j′)+

amount of inventories stored at DC j′ that can be used to fulfill demand at DC j, where Dj′(T )

may change depending on the sample path. Therefore, on any sample path, the amount of type two
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lost sales is less than (
D̂j −

∑
j′ 6=j

f∗j′j +
∑
j′ 6=j

1{f∗
j′j>0}(Dj′(T )− f∗j′j′)+

)+
,

≤
(
D̂j −

∑
j′ 6=j

f∗j′j
)+

+
∑
j′ 6=j

1{f∗
j′j>0}(Dj′(T )− f∗j′j′)+,

=
(
D̂j −

∑
j′ 6=j

f∗j′j
)+

+
∑
j′ 6=j

1{f∗
j′j>0}(Dj′(T )− Tµj′)+, (5.20)

where the second line follows from the triangle inequality of (·)+, and the third line follows from

Lemma 5.5. To bound the expected value of the first component in (5.20), we first take the expected

value conditional on Dj(T ), (i.e., the expectation is taken over the random abandonment)

E
[(
D̂j −

∑
j′ 6=j

f∗j′j
)+|Dj(T )

]
≤ E

[(
D̂j − E[D̂j ])

+|Dj(T )
]

+ E
[(
E[D̂j ]−

∑
j′ 6=j

f∗j′j
)+|Dj(T )

]
,

≤ 1

2

√
αj(1− αj)(Dj(T )− f∗jj)+ +

(
(1− αj)(Dj(T )− f∗jj)+ −

∑
j′ 6=j

f∗j′j
)+
, (5.21)

where the first line is again the triangle inequality of (·)+, and the second line follows from Lemma

5.2 and the fact that, given Dj(T ), D̂j is a binomial random variable with probability of success

1 − αj and number of trials (Dj(T ) − f∗jj)+. For the first term in (5.21), taking expectations we

have

E
[1

2

√
αj(1− αj)(Dj(T )− f∗jj)+

]
≤ 1

2

√
αj(1− αj)Tµj = O(

√
T ),

where the inequality follows from (Dj(T )− f∗jj)+ ≤ Dj(T ) and Jensen’s inequality. For the second

term, taking expectations we have

E
[(

(1− αj)(Dj(T )− f∗jj)+ −
∑
j′ 6=j

f∗j′j
)+]

≤ (1− αj)E
[
(Dj(T )− Tµj)+] +

(
(1− αj)(Tµj − f∗jj)+ −

∑
j′ 6=j

f∗j′j
)+
,

= (1− αj)E
[
(Dj(T )− Tµj)+] + (1− αj)(Tµj − f∗jj)−

∑
j′ 6=j

f∗j′j .

where the first line follows from the triangle inequality of (·)+, and the second from the second
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constraint of (5.19). Thus, combining the bounds on the first and second term of (5.21), we get

E
[(
D̂j −

∑
j′ 6=j

f∗j′j
)+|Dj(T )

]
≤ (1− αj)E

[
(Dj(T )− Tµj)+] + (1− αj)(Tµj − f∗jj)−

∑
j′ 6=j

f∗j′j +O(
√
T ).

Now substitute the above into (5.20), and add type one lost sales, we can upper-bound the total

expected lost sales as

Tµj − f∗jj −
∑
j′ 6=j

f∗j′j + E
[
(Dj(T )− Tµj)+]+

O(
√
T ) +

∑
j′ 6=j

1{f∗
j′j>0}E

[
(Dj′(T )− Tµj′)+

]
≤ l∗j +O(

√
T ),

where the inequality follows from the first constraint of (5.19) and the
√
T bound of Lemma 5.2 for

each E
[
(Dj′(T )− Tµj′)+] term.

With these bounds on expected fulfillment, we have shown that the expected cost of π is less

than ∑
j

(
pj l
∗
j +

∑
j′

cjj′f
∗
jj′

)
+O(

√
T ) = CDLP +O(

√
T ) ≤ C∗(T ) +O(

√
T ).

Finally, note that CDLP scales linearly with T because cjj′ > 0 for all (j, j′) ∈ A and pj > 0 for

all j. Thus, we have

Cπ(T )

C∗(T )
≤ C∗(T ) +O(

√
T )

C∗(T )
≤ 1 +O

(
T−

1
2

)

5.6.4 Non-asymptotic Optimality Example Without Assumption 5.2

Example 5.2. Consider a fulfillment network with 3 DCs (N = 2). Recall that each DC is respon-

sible for orders from its own district, and we assume that DC 0 can fulfill orders for DC 1, while

DC 1 can fulfill orders for DC 2 (see Figure 5.3). There are T days, orders arrive at district 1

and 2 as independent Poisson processes at a rate of 1 per day, while district 0 has no orders. We

assume that both DC 0 and DC 1 starts with T inventory, while DC 2 starts with 0 inventory. The
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DC 1

DC 0

DC 2

DC 1

DC 0

DC 2

Figure 5.3: System considered in Example 5.2

abandonment rates are set to αj = 0, i.e., customers do not abandon orders upon spillover. Note

that this fulfillment network violates Assumption 5.2, as (0, 1), (1, 2) ∈ A, but (0, 2) /∈ A.

Suppose that local fulfillment costs and lost sales costs are equal to cl and p at all DCs, respec-

tively. Also, suppose that the spillover costs are uniformly equal to cf . We assume that p� cf > cl,

so it is the retailer’s best interest to avoid lost sales as much as possible. First, consider policy π1

where it uses only DC 0 to fulfill orders at DC 1, and DC 1 to fulfill orders at DC 2. In this case,

the total lost sales costs under π1 is equal to

pE[(D2(T )− T )+] = p
√
T .

On the other hand, consider a policy in which DC 1 is locally greedy in fulfilling demand in its

own district. In that case, note that the lost sales at DC 2 are minimized if the policy does not hold

back any inventories at DC 1 for orders at DC 2. Let π2 be such a policy. Under π2, DC 1 will

on average use E[min(D1(T ) + D2(T ), T )] amount of inventories, because demand from both DC

1 and DC 2 is first fulfilled with inventories at DC 1. Because the demand for DC 1 and DC 2

have the same independent Poisson process, the average amount of inventories consumed at DC 1,

E[min(D1(T ) + D2(T ), T )], will be split equally to both DC 1 and DC 2. This implies that the lost

sales cost under π2 is at least

p(E[D2(T )]− E[min(D1(T ) +D2(T ), T )]/2) = 0.5pT +O(1).

Therefore, if p� cf > cl, any policy that does not hold back the inventories for local fulfillment

cannot be asymptotically optimal, as T approaches infinity.
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5.7 Conclusion

In conclusion, we collaborate with a large e-retailer to apply flexibility design, a classical operations

management strategy, in the context of the rapidly growing e-retailing industry. Motivated by the

actual practice of the e-retailer and its data, we propose a model including key features such as

commitment to local orders and customer abandonment due to spillover, which is new to the online

resource allocation literature. We demonstrate both the effectiveness and limitation of the naive

greedy policy, and use it to motivate the more powerful spillover limit policy. The spillover limit

policy has a simple form, is easy to implement in practice, and is asymptotically optimal under

a general condition. Finally, we use the spillover limit policy to estimate the benefit of adding

fulfillment flexibility into a distribution system. We estimate that our newly proposed flexibility

structure will decrease the lost sales plus fulfillment costs by approximately 1%, which will lead to

a significant increase in profit for our industrial partner.

170



Chapter 6

Conclusion

The research in this dissertation has considered practical and approximately optimal solutions for

decision problems arising in complex operational settings with uncertain demand. We have consider

three classes of problems, assemble-to-order problems, matching problems on a network, and ful-

fillment flexibility in e-retailing. For each of these problems, we have shown how to use the theory

of optimization and applied probability to design a policy that is guaranteed to perform well on a

wide range of problem instances. These results provide insight for managers in how to think about

solving these problems, as well as implementable algorithms for making the decisions. It is my hope

that the techniques developed in this dissertation will find new and extended uses in a wide range

of applications.
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