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Abstract

Problems involving computer model emulation arise when scientists simulate expen-

sive experiments with computationally expensive computer models. To more quickly

probe the experimental design space, statisticians build emulators that act as fast

surrogates to the computationally expensive computer models. The emulators are

typically Gaussian processes, in order to induce spatial correlation in the input space.

Often the main scientific interest lies in inference on one or more input parameters

of the computer model which do not vary in nature. Inference on these input param-

eters is referred to as “calibration,” and these inputs are referred to as “calibration

parameters.” We first detail our emulation and calibration model for an application

in high-energy particle physics; this model brings together some existing ideas in

the literature on handling multivariate output, and lays out a foundation for the

remainder of the thesis.

In the next two chapters, we introduce novel ideas in the field of computer model

emulation and calibration. The first addresses the problem of model comparison in

this context, and how to simultaneously compare competing computer models while

performing calibration. Using a mixture model to facilitate the comparison, we

demonstrate that by conditioning on the mixture parameter we can recover the cal-

ibration parameter posterior from an independent calibration model. This mixture

is then extended in the case of correlated data, a crucial innovation for this compar-

ison framework to be useful in the particle collision setting. Lastly, we explore two
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possible non-exchangeable mixture models, where model preference changes over the

input space.

The second novel idea addresses density estimation when only coarse bin counts

are available. We develop an estimation method which avoids costly numerical inte-

gration and maintains plausible correlation for nearby bins. Additionally, we extend

the method to density regression so that full a full density can be predicted from

an input parameter, having only been trained on coarse histograms. This enables

inference on the input parameter, and we develop an importance sampling method

that compares favorably to the foundational calibration method detailed earlier.
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Chapter 1

Introduction

The field of computer emulation has emerged with the rise of computing power across

many scientific communities. As computing and programming capabilities have ex-

panded, scientists have become able to construct simulators for costly experiments.

These simulators not only allow scientists to predict experimental results in untested

spaces, but they also afford scientists the chance to compare theory to data. By

including unknown constants as input parameters to the simulators, scientists can

compare simulator results to experimental data and make inference on these inputs.

For very fast computer models, this inference can be done either through optimiza-

tion or Markov chain Monte Carlo (MCMC). However, if the simulator takes hours

or days for a single run, direct optimization or MCMC is intractable. In this case,

statisticians introduce an “emulator” to the simulator. Emulation of complex com-

puter models was introduced to the statistical community by Sacks et al. (1989), who

explore the idea of using a Gaussian process as a surrogate to expensive computer

simulators; Currin et al. (1991) are the first to discuss computer emulation in the

Bayesian setting.

In this introduction, we lay out some foundational Gaussian process theory (as

well as some information on treatment of hyperparameters) that will carry through

the remainder of the thesis. We finish the chapter with an outline to the thesis.
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1.1 Gaussian Process Overview

The fundamental building block to a computer emulation model is the Gaussian

process (GP). A (univariate) GP is a stochastic process Y (·) : X → R such that

realizations are multivariate Gaussian. In the computer emulation context, inputs are

real-valued, so X ⊆ RP for input dimension P ≥ 1. A GP is uniquely determined by

its mean function µ(·) and covariance function c(·, ·). Considering a finite set of inputs

{xi} for i ∈ 1, . . . , n, the joint distribution of [Y (x1), . . . , Y (xn)]′ is multivariate

Gaussian with mean [µ(x1), . . . , µ(xn)]′ and covariance Σ such that Σij = c(xi,xj).

For notational ease, when considering X = [x1, . . . ,xn]′ and X∗ = [x∗1, . . . ,X
∗
m]′

define µ(X) ≡ [µ(x1), . . . µ(xn)]′ ∈ Rn and c(X,X∗) ∈ Rn×m where c(X,X∗)i,j ≡

c(xi,x
∗
j).

1

A powerful and practical feature of GPs is the ease of finding the conditional

predictive distribution at untried input points. Let D = [d1, . . . ,dm]′ ⊂ X be input

points for which Y (·) is known (the “design”), and let X = [x1, . . . ,xn]′ ⊂ X be

untested points for which we desire a predictive distribution conditional on Y (D).

Because all realizations of Y (·) are multivariate Gaussian, we can write the joint

distribution of [Y (X), Y (D)]′:

(
Y (X)
Y (D)

)
∼ Norm

((
µ(X)
µ(D)

)
,

(
c(X,X) c(X,D)
c(D,X) c(D,D)

))

Using standard conditional multivariate Gaussian rules, we can immediately write

the conditional distribution of Y (X) | Y (D):

(Y (X) | Y (D) = y) ∼ Norm(µx|d(X), Σx|d(X)) (1.1a)

µx|d(X) = µ(X) + c(X,D)c(D,D)−1(y − µ(D)) (1.1b)

Σx|d(X) = c(X,X)− c(X,D)c(D,D)−1c(D,X) (1.1c)

1 Note that we use uppercase bold to denote matrices, though (for example) X ∈ Rn×P can be
viewed as n inputs each with dimension P .
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Computation is constrained by the inverse of c(D,D), which is O(m3).

Any positive-definite function can be chosen for c(·, ·), though a standard choice

in emulation models is a separable correlation function times a variance parameter,

i.e.

c(xi,x
∗
j) = σ2

P∏
p=1

r(xi,p, x
∗
j,p | γp) (1.2)

where r(·, ·) is some correlation function, with hyperparameters {γp}. Popular

choices for correlation function are the power exponential

rα(s, t | `) = exp

{
−
(
|s− t|
`p

)α}

and Matérn

rν(s, t | `) =
21−ν

Γ(ν)

(√
2ν
|s− t|
`p

)ν
Pν

(√
2ν
|s− t|
`p

)
where Γ(·) is the Gamma function, while Kν(·) is the modified Bessel function of the

second kind.

In both power exponential and Matérn functions, `p (also referred to as the “cor-

relation length” parameter) describes the smoothness of the GP. In the power ex-

ponential function, α is usually fixed; for α = 2 the resulting GP will be infinitely

differentiable, while α = 1.9 is another popular choice to aid stability of covariance

inversion (though the resulting function will be nowhere differentiable). Similarly,

the ν parameter in the Matérn class is usually fixed. Here ν describes the differen-

tiability of the GP; sample paths of the GP with Matérn correlation function will

be dνe − 1 times differentiable. Additionally, in the limit of ν → ∞, the Matérn

correlation function converges to the power exponential with α = 2. For ν = i+ 1/2,

i ∈ N, the Matérn correlation function has a simplified form. Popular choices are

3



ν = 3/2

r3/2(s, t) =

(
1 +

√
3|s− t|
`p

)
exp

(
−
√

3|s− t|
`p

)

and ν = 5/2

r5/2(s, t) =

(
1 +

√
5|s− t|
`p

+
5|s− t|2

3`2
p

)
exp

(
−
√

5|s− t|
`p

)
(1.3)

A “nugget” is often included in the covariance function, both to make inversion more

stable and provide variation in the case of non-deterministic functions. If a nugget

is included, the covariance function becomes

c(xi,x
∗
j) = σ2

P∏
p=1

r(xi,p, x
∗
j,p | γp) + ε2δij

where ε2 is small constant (e.g. 10−5 if the inputs X are scaled to lie in [0, 1]P ), and

δij is 0 when i 6= j and 1 when i = j.

Interpolation is largely determined by the correlation function and distance from

observed points, but the mean function can provide a value to which the process

regresses. The mean function is usually either set to a constant or linear in the

predictors, though prior information on the function being modeled can inform the

choice of mean function.

1.1.1 GP Hyperparameters

An important aspect of a Gaussian process model is treatment of the hyperparame-

ters of the mean and covariance functions. A popular choice for the mean function

is linear in some basis—i.e. µ(X) = h(X)β. The hyperparameters would then be

(β, σ2, {γp}) (where the covariance hyperparameters {γp} come from Equation 1.2),

4



and in a fully Bayesian analysis we would take the uncertainty of these parameters

into account. As discussed, usually α in the power exponential covariance function

or ν in the Matèrn covariance function is fixed as a modeling choice, as there is often

not enough information to learn these from the data (Higdon et al., 2004; Gu et al.,

2018b). Thus we concern ourselves with φ = (β, σ2, {`p}). The density function of

the posterior predictive distribution from Equation 1.1a becomes

πy(Y (X) | Y (D) = y) =

∫
Φ

πy|φ(Y (X) | Y (D) = y,φ)πφ(φ)dφ

Whereas in Equations 1.1–1.2 we implicitly condition on the GP hyperparameters

and assume them known, here we explicitly condition on them and take their uncer-

tainty into account. A straightforward choice for the joint prior of β and σ2 is the

reference prior as found in Yang and Berger (1998) with density function

πβ,σ2(β, σ2) ∝ 1/σ2

As shown in Rasmussen and Williams (2006) and Santner et al. (2003), we can

analytically integrate out these parameters. Let R = r(D,D) ∈ Rm×m and H =

h(D) ∈ Rm×P be the design covariance and basis functions, respectively:

(Y (X) | Y (D) = y, {`p}) ∼ Tn−P (µ∗x|d(X),Σ∗x|d(X))

µ∗x|d(X) = h(X)β̂ + r(X,D)R−1(y −Hβ̂) (1.4)

Σ∗x|d(X) = σ̂2
[
r(X,X)− r(X,D)R−1r(D,X)

+ ||h(X)−HR−1r(D,X)||2
(HR−1H)−1

] (1.5)

β̂ = (H′R−1H)−1H′R−1y

σ̂2 = (m− P )−1(y −Hβ̂)′R−1(y −Hβ̂)

where ||A||2B is shorthand for A′BA. Note that predictive mean remains unchanged

save for β being replaced by β̂, its MLE. The predictive covariance, however, does

5



change substantially. The variance hyperparameter σ2 is replaced by m/(m − P )

times the MLE, but correlation matrix must account for the integration of β (recall

that m is the number of design points, and P is the dimension of the input). This

comes in the term ||h(X)−HR−1r(D,X)||2
(HR−1H)−1 in Equation 1.5.

The correlation length parameters ` = {`p} in the correlation function r(·, ·) have

no conjugate prior, and prior specification differs throughout the literature (though

most place independent priors on the components of `). In this chapter, we follow Gu

et al. (2018b), in which authors find a reference prior for `, and fix ` at the posterior

mode based on this reference prior. The authors demonstrate that the MLE for `

can lead to undesirable results in the predictive distribution of the emulator; the

likelihood with respect to ` is so flat that the ` will often go to 0 or ∞, so that

the resulting correlation matrix is degenerate to Im or 1m1′m. The reference prior

developed in Gu et al. (2018b) prevents this behavior without use of a subjective

prior; the posterior mode with this prior is the estimate for ` that we will use in the

remainder of this chapter. Calculations of this estimate and the emulator predictive

distribution will be done with RobustGaSP (Gu et al., 2018a), an R package developed

by the same authors.

1.2 Thesis Outline

In Chapter 2, we present background on calibration models, and discuss specific

choices for our application to high-energy particle collision data. We also develop

multivariate emulation and calibration models that are designed specifically for the

constraints presented by the particle collision data. The calibration model using

Gaussian process emulators takes under an hour, compared to five hundred billion

hours were we to calibrate using the computer model directly. While the statistical

models presented are not themselves novel, they provide a framework and comparison
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point for methods presented in later chapters. Additionally, the modeling details

clarify important aspects for our collaborators, providing a useful reference for future

work. Lastly, we highlight difficulties presented by some of the data constraints and

calibration goals.

In Chapter 3, we adapt a recent preprint Kamary et al. (2018), which proposes

the use of mixture models in Bayesian model comparison problems as an alternative

to current methods relying on the marginal likelihood. We consider this framework in

the context of computer model emulation and calibration, and demonstrate through

an illuminating example how independent calibration results can still be recovered

in the mixture model. This legitimizes the mixture and ensures that calibration can

be done simultaneously with comparison. As part of the example, we also discuss

technical aspects of sampling in standard calibration models, and a simple improve-

ment that may aid mixing. To apply the mixture model to particle collision data

using the calibration framework discussed in Chapter 2, we develop a data augmen-

tation scheme which allows for the inclusion of correlation across data points. Lastly,

we explore two nonexchangeable mixture models, where the mixture parameter is a

function of one of the input parameters.

In Chapter 4, we a develop novel density estimation technique for coarse count

data, leveraging the Karhunen-Loéve Expansion to build a finite-dimensional Gaus-

sian process that is computationally tractable. By strategic choice of covariance

eigenfunction, we eliminate integration approximation or estimation that hinder

other density estimation methods. In a simulation study, we show that the accu-

racy of our method is comparable to an adaptation of the commonly-used Logistic

Gaussian Process, while potentially providing speed gains. We also provide an ex-

tension to density regression, so that full continuous densities can be predicted using

only binned count data for other input parameters. We show in an example that the

out-of-sample density can be predicted very accurately, with as much precision for

7



the bins as a näıve method which treats the data as multivariate normal. Finally,

we demonstrate how this method might be used in a calibration scheme, and com-

pare results using importance sampling to those using the framework described in

Chapter 2.
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Chapter 2

Computer Model Emulation and

Calibration with Multivariate
Output

2.1 Introduction

In many computer model emulation problems, the main scientific interest is infer-

ence on one or more input parameters that are believed not to vary in nature, but

which are inputs in the expensive computer models. This inference is referred to as

“calibration,” and the inputs on which we infer “calibration inputs” or “calibration

parameters.” Because emulators are modeled with Gaussian processes, fast pre-

dictions (with uncertainty) of the expensive computer model are possible, enabling

calibration in a feasible time frame.

Calibration is first discussed by Kennedy and O’Hagan (2001), who also intro-

duce the idea of “discrepancy” between the experimental data and the calibrated

computer model. Bayarri et al. (2007a) and Higdon et al. (2004) also develop cal-

ibration frameworks—the former introduce modularization, the idea that training

the emulator should be kept separate from calibration. Modularization is further

discussed in Liu et al. (2009) in general Bayesian models when one aspect of the

model is suspect; throughout this chapter we will build models that utilize modu-
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lar analysis. Emulation and calibration in the context of multivariate output are

discussed in Higdon et al. (2008) and Bayarri et al. (2007b). Both papers use or-

thogonal bases to transform the output and apply independent GPs to the resulting

coefficients; Higdon et al. (2008) uses Principal Component Analysis (PCA) while

Bayarri et al. (2007b) uses wavelets. The former has gained more traction, largely

because of the easily available dimension reduction with PCA, though wavelets may

be more suitable when emulating functional data. Conti and O’Hagan (2010) con-

struct a model to directly model the correlation between outputs, while Paulo et al.

(2012) develop a framework for multivariate output models under which the models

from Higdon et al. (2008) and Conti and O’Hagan (2010) fall.

In this chapter, we will present the framework for computer model emulation and

calibration, and discuss the details of calibration models that we find most appro-

priate in a wide array of settings. Section 2.2 provides the calibration framework

and corresponding details. Section 2.3 extends the framework to the context of mul-

tivariate output, detailing specific choices of emulation and calibration. Section 2.4

demonstrates an example of emulation and calibration on state-of-the-art heavy-ion

nuclear collision data, the results of which are being prepared for publication.

2.2 Univariate Emulation and Calibration

As discussed in Chapter 1, an “emulator” is a statistical surrogate for a slow sim-

ulator; Sacks et al. (1989) introduced the idea of using a Gaussian process as an

emulator for computationally expensive computer models. For the remainder of the

chapter, we will focus on deterministic computer models—any inclusion of a nugget

is purely for computation reasons. Let Y M(·) be the computer model which we model

with a Gaussian process. First, we evaluate the computer model at m input design

points D = [d1, . . . ,dm]′ with di ∈ RP . The design points are often determined by

10



some space-filling algorithm, such as an minimax Latin Hypercube (McKay et al.,

1979; Stocki, 2005), and usually linearly scaled to lie within [0, 1]P . Given the design

inputs D and outputs yD = Y M(D), along with choice of mean function µ(·) and co-

variance function c(·, ·), the predictive distribution for untested inputs can be found

with Equations 1.1. Hyperparameters in the mean function and covariance function

can be fixed at their MLE, or else integrated away via conjugate prior specification

or MCMC (as in Section 1.1.1).

Let x designate an input present in both experiment and computer model, called a

“control input,” and let θ designate a calibration input only present in the computer

model. The standard calibration model (first described in Kennedy and O’Hagan

(2001)) is as follows:

yEi = yR(xi) + εi

yR(xi) = Y M((xi,θ)) + δθ(xi)

Y M(·) ∼ GP(µM(·), cM(·, ·))

δθ(·) ∼ GP(µδ(·), cδ(·, ·))

θ ∼ π(dθ)

εi ∼ Norm(0, λ−1
E )

Following convention from Bayarri et al. (2007a), yE ∈ Rn denotes experimental

data (the authors label this as yF for “field”), while yR(·) denotes “reality.” Often in

physics models, the calibration parameters θ have physical meaning, e.g. a constant

in nature that is unknown to the physicists and on which they would like to infer.

From this perspective, there is a desire to find the best fit for the vector θ, and

label it as our estimate as the “true” values of the calibration parameters. However,

as in Kennedy and O’Hagan (2001), Bayarri et al. (2007a), etc., we recognize the

uncertainty about θ even in the presence of experimental data. Thus, we treat θ

as random quantities, and learn posterior distributions for them. See Kennedy and
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O’Hagan (2001) for a more detailed discussion of the Bayesian perspective of θ.

The standard model assigns the reality process yR(·) as the sum of our emulator

and a discrepancy function δθ(·). Notice that reality is a function only of the control

inputs, while the emulator is a function of both control and calibration inputs. Im-

portantly, the discrepancy function is also only a function of the control inputs; the

role of the discrepancy function is to capture systematic and correlated differences

between the emulator and the experimental data that is unexplained by measurement

variation or other experimental error. The subscript θ exists on δθ(·) to emphasize

the confounding between θ and δθ(·); for every value of θ, there is a particular δθ(·)

such that yEi = Y M((xi,θ)) + δθ(xi) exactly. This confounding in the model is ide-

ally overcome by prior specification, as discussed in Bayarri et al. (2007a). The prior

on calibration parameters π(dθ) is application-specific. The experimental data is

usually assigned a Gaussian distribution—if there are adequate replicates, then the

precision λE can be assigned a prior (usually Gamma) and learned from the data.

2.2.1 Modularization

An important aspect of the models in this chapter is that they are fit in a modular

fashion, first suggested in Bayarri et al. (2007a) and further explored in Liu et al.

(2009). This means that the emulator Y M(·) is fit independently from calibration,

using only the computer model data. After the emulator is fit, the hyperparameters

are fixed (typically at their MLE values or posterior mode). This method is not fully

Bayesian, but the benefits are twofold. First, it significantly eases the computation

cost. In updating the calibration parameter θ, we must invert a covariance matrix

of size nm× nm if both the experimental points and computer model design points

are included (for the n experimental points and m design points). We also need

to invert the covariance matrix when we update hyperparameters in the covariance

function of Y M(·) and δθ(·). In the modular approach, the components of yE are
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conditionally independent given Y M(·) and θ, so the only covariance function nec-

essary to invert in calibration is that for δθ(·). In training the emulator, we must

invert an m×m matrix, but this is much more feasible than nm×nm and need only

be done during the training (rather than at each step of the calibration scheme).

The second benefit is that, as discussed in Bayarri et al. (2007a) by allowing the GP

hyperparameters to vary, they can perform some of the tuning to the experimental

data that should be limited to the calibration input parameter θ and (possibly) the

discrepancy function δθ(·). Liu et al. (2009) extend this discussion to look at the

role of modularization in Bayesian analysis in general, and find modularization to

be appropriate whenever there is a suspect model which may contaminate inference

of a well-established model; in the computer emulation case, the suspect model is

the discrepancy function, of which usually very little is known a priori. Liu et al.

(2009) acknowledge other benefits for modularization as well—improved mixing and

computational tractability, keeping GP hyperparameters from affecting calibration,

and improving understanding of the computer model for future development. For

these reasons (and for the convenience it affords when building calibration models),

we will use modular analyses for the remainder of the chapter. This means that the

predictive mean and covariance functions of the emulator are deterministic functions

given in Equations 1.4 and 1.5.

Thus far, we included a discrepancy function δθ(·), but moving forward we choose

to omit it for our applications. This decision is contrary to most of the widely-cited

literature, but we feel it is most appropriate for our context. Brynjarsdottir and

O’Hagan (2014) recently found that to recover the “true” calibration parameter,

calibration with prior information is important; critically, however, they found that

realistic, informative priors on the discrepancy function are required. Mean-zero,

nonparametric priors for the discrepancy function (as are standard) are not helpful

in recovering the true input parameter. For this reason, and for the confounding
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nature of the discrepancy function, we omit it from our analysis. We take the stance

that our goal is to learn the calibration parameter such that this particular model

best fits the experimental data; in other words, the calibration parameter posterior

reflects the best guess under the condition that the computer model is an accurate

reflection of reality.1

The calibration model is thus:

yEi = yR(xi) + εi

yR(xi) = Y M((xi,θ) | D,yD)

Y M((X,θ) | D,yD) ∼ Tm−P (µ∗x|d((X,θ)), Σ∗x|d((X,θ)))

θ ∼ π(dθ)

εi ∼ Norm(0, λ−1
E )

where µ∗x|d(·) and Σ∗x|d(·) are the same functions as in Equations 1.4 and 1.5—the

emulator Y M(·) is trained on the design input D ∈ Rm×P and design output yD ∈ Rm

and has fixed correlation length parameters. We use RobustGaSP to train the models,

so that the emulator predictions are T-distributed.

2.3 Multivariate Emulation and Calibration with

PCA

In this section we detail the necessary adjustments when the output for the com-

puter model (and experimental data) are multivariate in Rq. In theory, this can be

accomplished with the same setup as in Section 2.2—now Y M(·) must accommodate

multivariate output and so would be a Gaussian process for Matrix Normal (Conti

and O’Hagan, 2010; Paulo et al., 2012). This would entail learning dependencies

1 Of note, the arguments for a modularized model still hold without a discrepancy function; we
want to make sure that the hyperparameters of the emulator covariance function do not influence
calibration, and computation time is still vastly improved.
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across the q output dimensions as well as over the input space—the correlation ma-

trix, if modularized, would be mq ×mq. Additionally, the likelihood is usually very

flat with regard to the correlation length parameter (Gu et al., 2018b; Liu et al.,

2009) and this strategy would entail learning Pq rather than P parameters (recall

that P is the dimension of our input space). Rather than building a large Matrix

Normal GP for our emulator, we will follow Higdon et al. (2008) and rotate the data

into an orthogonal space; if we assume our output to be Gaussian distributed, then

the orthogonal columns of our rotated data will be independent. This allows us to

build independent emulators on the columns of the transformed data. However, we

maintain the modularization approach described in Bayarri et al. (2007a) by sep-

arating the emulator fitting form calibration. A similar procedure is explained in

Wilkinson (2011).

2.3.1 Principal Components Analysis

While emulation using both wavelets (Bayarri et al., 2007b) and Principal compo-

nents analysis (Higdon et al., 2008) were developed around the same time, Principal

components analysis (PCA) has gained more traction in the field. Wavelets may be

more appropriate when the output is functional rather than simply multivariate, but

PCA requires far fewer components to capture the appropriate amount of variation,

and it allows for clearer decision making in the number of components to include.

For these reasons, we will proceed with PCA as our data transformation method of

choice.

Recall the basics of PCA—we begin by introducing the Singular Value Decom-

position (SVD). Let Y ∈ Rm×q be a data matrix of interest. Then the SVD of Y

is

Y = USV′
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where U ∈ Rm×min(m,q) and V ∈ Rq×min(m,q) are orthogonal matrices, and S ∈

Rmin(m,q)×min(m,q) is a diagonal matrix. The elements of the diagonal of S are known

as the “singular values” and the columns of U and V are known as the left and right

“singular vectors,” respectively. Assume m > q, so that there are more observations

than variables. Of note,

Y′Y = VSU′USV′ = VS2V′

and so for centered Y, the singular vectors represent the square root of the eigen-

values of the covariance matrix Y′Y while the right singular vectors represent the

corresponding eigenvectors. Let

Z = YV

so that the columns of Z (called the “principal components”) are orthogonal. Let

Vr ∈ Rq×r be the first r columns of V, and let Zr = YVr. Note that Ŷr = ZrV
′
r is

a rank-r approximation of Y; it can be shown that among rank-r approximations,

Ŷr = ZrV
′
r minimizes ||Y − Ŷr||2, with the error being

||Y − Ŷr||2 =
∑

j=(r+1):q

sj

where sj is the jth element of the diagonal of S. This also leads to a measure for

“fraction of variance explained” by the first r principal components:

F (r) =

∑
j=1:r

s2
j∑

j=1:q

s2
j

(2.1)

Often the number of components is chosen using F (r), either with some threshold

or when F (r + 1) is not appreciably larger than F (r).

Let Vb be a matrix consisting of the columns of V from r+ 1 to q (and similarly

for Sb). We note that

VS2V′ = VrS
2
rV
′
r + VbS

2
bVb (2.2)
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Let Σ̂Ŷr
denote the sample covariance matrix of Ŷr. Note

Σ̂Ŷr
=

1

m
Ŷ′rŶr =

1

m
VrV

′
rY
′YVrV

′
r

=
1

m
VrV

′
rVSU′USV′VrV

′
r

=
1

m
VrS

2
rV
′
r (2.3)

Now, let ΣY = 1
m

Y′Y be the sample covariance matrix of Y. From Equations 2.2

and 2.3, we see

ΣY = Σ̂Ŷr
+

1

m
VbS

2
bVb

so that 1
m

VbS
2
bVb is the extra covariance lost when transforming from Y to Zr then

back to Ŷr. Wilkinson (2011) also discusses adding in the lost variation from using

r < q components.

2.3.2 Emulation and Calibration

In this section, we describe the calibration model that we use with multivariate

output. Let D ∈ Rm×P denote the design input for a computer model, while YD ∈

Rm×q denotes the corresponding design output; here we consider the case when

1 < q < m. Let YD = USV′ denote the full SVD of the design output, so that

Vr denotes the matrix comprised of the first r right singular vectors of YD. Let

ZD
r = YDVr denote the matrix comprised of the first r principal components for the

design output; denote the jth column of ZD
r by zDj . We then train r independent

emulators each with design matrix D and output zDj . Let µ∗j((xi,θ)) and σ∗j ((xi,θ))

be predictive mean and variance (respectively) of the jth emulator at control input

xi and calibration input θ, given in Equations 1.4 and 1.5.

Recall that with the reference prior assigned to the hyperparameters of the Gaus-

sian process results in a predictive distribution that is multivariate t-distributed. I.e.,
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for the jth emulator, the predictive distribution at (xi,θ) is

Y M
j ((xi,θ) | D, zDj ) ∼ Tm−P

(
µ∗j((xi,θ)), σ∗j ((xi,θ))

)
Recall that m is the number of design points, and P is the dimension of the design

input. However, ifm−P is large, this is approximately Gaussian distribution with the

same mean and dispersion. Because m− P in our applications is always at least 60,

we can safely treat the predictive distribution as Gaussian without losing noticeable

uncertainty in our predictions. As we will see, this simplification significantly eases

computation of the model.

Let

µ∗((xi,θ)) = [µ∗1((xi,θ)), . . . , µ∗r((xi,θ))]′ (2.4)

Σ∗((xi,θ)) = diag([σ∗1((xi,θ)), . . . , σ∗r((xi,θ))]) (2.5)

be the mean and covariance function, respectively, of the vector of concatenated emu-

lator predictions at (xi,θ). Thus, in the PCA space, the joint predictive distribution

of r emulators is

ZM((xi,θ) | D,Zr) ∼ Norm(µ∗((xi,θ)), Σ∗((xi,θ)))

Recall that the emulators are independent and Gaussian distributed—hence the di-

agonal covariance matrix Σ∗.

In our models, we have a single vector of experimental data which we treat as

multivariate. Because of this, we drop the dependence on the control input x and

instead rely on PCA to capture the correlation across x. Thus, our calibration model
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is as follows:

yE ∼ Norm
(
Y M(θ | D,Zr), ΣE

)
Y M(θ | D,Zr) = ZM(θ | D,Zr)V

′
r + ε2Z

ZM(θ | D,Zr) ∼ Norm(µ∗(θ), Σ∗(θ))

θ ∼ π(dθ)

ε2Z = Norm

(
0,

1

m
VbS

2
bV
′
b

)

There are a few aspects of the model worth commenting on. ε2Z adds back the

variation lost during the transformation via PCA, since we use r < q principal

components. µ∗(θ) is again the concatenated vector as in Equation 2.4, where each

element of the vector is the GP predictive mean at θ for the corresponding component

(again using Equation 1.4); Σ∗(θ) is similarly defined with Equation 2.5, with each

element defined with the predictive variance found from Equation 1.5. ΣE is defined

by the scientists, and treated as known.

Because the posteriors of actual emulator values Y M(θ) are not of interest, we

can integrate away the emulator values (this is possible only because of the simpli-

fying assumption of Gaussianity of Y M(θ)). This leaves us with the much simplified

calibration model

yE ∼ Norm

(
µ∗(θ)V′r, ΣE + VrΣ

∗(θ)V′r +
1

m
VbS

2
bV
′
b

)
(2.6)

θ ∼ π(dθ) (2.7)

2.4 Application to Particle Collision Data

We have applied the above emulation and calibration methods to heavy-ion par-

ticle collision data. It has been theorized that in the first few microseconds after

the big bang, the universe was hot enough to separate quarks and gluons, creating
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a “Quark-Gluon Plasma” (QGP). Physicists are interested in understanding prop-

erties of the QGP, and to do so they collide particles together at extremely high

energies in order to recreate the conditions that created the QGP. As particles move

through the QGP, sometimes they are impeded by the plasma. When particles col-

lide straight on, pieces of the nuclei are squeezed out at near-perpendicular angles,

creating “jets.” We expect equal and opposite jets, but the plasma can slow down the

jets on one side—this process is called “jet quenching.” Measuring the magnitude

of jet quenching can help physicists understand properties of the QGP. One such

measurement of quenching is called the “nuclear modification factor,” labeled RAA.

This is measured as a function of “transverse momentum,” (pT ,) the momentum of

the particle in the plane perpendicular to its original direction. Loosely, the amount

of jet quenching (measured by RAA) is a function of how fast the particle is moving

in the perpendicular plane (pT ). Details of RAA can be found in G. Aad et al. (2015).

The nuclear modification factor RAA is the observable quantity of interest; recall

that in the calibration framework we are interested in performing inference on an

unknown input. Here the calibration parameter is the “jet transport coefficient,” or

q̂, which is a measurement of the strength of the interaction between the particle

and the QGP medium as the particle moves through the medium. This property of

the medium is of interest to the physicists, and so our colleagues in the JETSCAPE

(Jet Energy-loss Tomography with a Statistically and Computationally Advanced

Program Envelope) collaboration have developed expensive computer models which

calculate RAA as a function of a particular parameterization of q̂. Specifically, q̂ is

parameterized as

q̂

T 3
= 42CR

ξ(3)

π

(
4π

9

)2
{
A
[
log
(
E
Λ

)
− log(B)

][
log
(
E
Λ

)]2 +
C
[
log
(
E
T

)
− log(D)

][
log
(
ET
Λ2

)]2
}

Here T is the temperature of temperature of the medium (fixed), E is the energy of
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the medium (fixed), CR is a “color factor” (fixed, depending on particle type), and

Λ is a fixed parameter in nuclear theory. That leaves A, B, C, and D as unknown

inputs, and these will serve as the calibration parameters for this analysis. Learning

these parameters is effectively the same as learning q̂, and will be the focus of the

calibration model.

Our experimental data consists of RAA measured at various pT values for three

collision systems. A collision system refers to a particular pair of species of nucleus

(lead or gold) and beam energy. Our collision systems are lead-lead at 2.76 TeV, lead-

lead at 5.02 TeV, and gold-gold at 0.20 TeV. These will be referred to as PbPb2760,

PbPb5020, and AuAu200, respectively. The lead-lead collisions systems were per-

formed at the Large Hadron Collider (LHC) and the gold-gold collision system was

performed at the Relativistic Heavy Ion Collider (RHIC).

Apart from species and energy, the other defining feature of the data is “cen-

trality.” When particles collide, they don’t always collide perfectly in the center—

sometimes they have glancing blows and not all of them reach detectors. Centrality is

the percentile of particles that are measured from the collision, but for our purposes

centrality serves as a proxy for how close to center the collisions are. Centrality is

measured in bins, and is given as percentile ranges. The closer to zero, the closer

to straight-on the collisions. For each collision system, the (pT , RAA) pairs are cal-

culated at two centralities; in effect, we have six distinct centrality-collision system

combinations. In total, there are 66 pairs of pT and RAA.

One complication of our data is that we must learn one set of calibration posteriors

across all three collision systems. Not only are different particles colliding at different

energies, but the values of pT are extremely different between gold collisions and lead

collisions. Thus, it is impossible to build an emulator that uses pT as an input, and

interpolates between the different collisions systems, even if we ignore differences

between elements and energies. To alleviate this, we forgo pT as a control input
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and instead consider it as a way to index different values of RAA; thus we view the

experimental data not as 66 values of univariate data, but as a single draw in R66.

This is possible only because we can calculate RAA at each experimental pT value in

the computer model; thus in our computer model the output dimension is q = 66.

By concatenating the 6 datasets together so that the output is 66-dimensional, we

utilize PCA to capture between-pT and between-system correlations. Now, it may

be the case that the analysis supports calibration parameters that differ by species,

energy, or centrality; however, the physicists expect to learn a single q̂ across all the

different datasets. Thus, we concentrate on learning a single set of {A,B,C,D} for

all of the available data, even though (as we will see) the calibrated posteriors predict

the experimental data better with separate calibration parameters for lead and gold.

In the rest of this section, we display figures from analysis on a particular model,

the linear Boltzmann transport (LBT); similar analyses were performed on different

computer models that produced slightly different results but did not require signifi-

cantly different methodologies. We designed a Latin hypercube with m = 80 design

points, and P = 4 for the length of θ = {A,B,C,D}. Running the LBT model on

the design points results in a design output matrix YD ∈ R80×66. Figure 2.1 shows

the fraction of variance explained from PCA on the design output (i.e. Equation 2.1).
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Figure 2.1: Fraction of variance explained for the first 6 principal components.
Note that the first component already captures over 96% of the variation, and the
returns on variation captured diminishes sharply.

From Figure 2.1 we can see that even the first principal component captures

almost 97% of the variation. After 2 there is a sharp diminishing return to the percent

of variance explained, and after 3 there is negligible added variance explained. We

choose 3 principal components because it is a manageable amount, and captures

99.9% of the variation. For each emulator, we use a Matérn 5/2 covariance matrix;

the correlation parameters, {`k} in Equation 1.3, are shown in Table 2.1. ZM
j denotes

emulator j, which is trained on the jth column of the PCA-rotated design (i.e. zDj ).

The parameters θ = {A,B,C,D} have all been linearly scaled to lie in [0,1]. For the

first two emulators, the length parameter of B and D are extremely large—because

the design inputs have been linearly scaled to lie in [0, 1]P , a correlation length larger

than 50 means even in the entire length of [0, 1] there is near perfect correlation of

the output (i.e., the function is a flat line over B and D.). This suggests that the

output is quite insensitive to change in B and D. The output is also slowly changing

for A and C; for a Matérn 5/2 correlation function (Equation 1.3), a correlation

length `k close to 1 means a correlation of about 0.82 for a distance of 0.5, and a
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correlation of about 0.52 for a distance of 1. This is more reasonable, and shows that

the output does respond to changes in A and C, though not very sharply.

Emulator A B C D
ZM

1 0.94 53.68 1.06 53.40
ZM

2 0.44 53.68 0.48 53.40
ZM

3 0.83 4.12 0.75 3.86
Table 2.1: Correlation length parameters {`k} for each of the inputs for the three
emulators, as estimated by RobustGaSP. Note that the inputs are linearly scaled to
lie in [0, 1].

We can visualize the emulator values at design points by plotting them against the

experimental points. Figure 2.2 shows the emulator values against the experimental

points for the 6 datasets. The emulator values are connected as lines to clarify

individual design points and to show the experimental points distinctly, but in reality

there are exactly as many RAA values for the emulators as their are experimental

points. Each line represents the output of a single design point for the 3 emulators

values rotated back into the physical space.
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Figure 2.2: The experimental points overlayed on the design points for each of the
three collision systems. Each colored line is in actuality a set of connected design
points, shown as a line for clarity. The two centralities are shown in the different
colors for experimental points and design lines.

Before proceeding to calibration, we first verify that the emulator interpolates
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well. To do this, we hold out one of the design points, and then use the emulator

trained on the remaining points to predict the calculated RAA at the held-out design

point. Figure 2.3 shows the predictions against the hold-out values, for all 66 RAA

values. Explicitly, we train 3 emulators on PCA-rotated data of m − 1 = 79 design

points, and then find the predictive mean and variance of the three emulators at the

held-out design point. Then, we rotate the three means and variance values back

into the physical space, so that we have a total of 66 means and predictive variances

for the RAA values. Figure 2.3 compares those to the LBT calculated values.
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Figure 2.3: Example plot predicting a held-out design point and training the
emulators on the remaining points.

We see that all RAA points are contained within the 95% credible intervals, and

that the predictive RAA values are quite close to the LBT-calculated values. If

we repeat this process on all m = 80 design points, we get an average coverage

percentage of 90%; this is slightly lower than the 95% desired, but not too alarming.

Similar plots with other hold-out points show no evidence of poor interpolation, so

we proceed to calibration.

Equations 2.6 and 2.7 detail the calibration model for this data. We assign a
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uniform prior on the calibration inputs, bounded by our design. For A this is [0, 2],

for B [0,5], for C [0,2], and for D [0,5]. For ΣE, we designate a block-diagonal matrix,

where each collision system/centrality was a separate block. Thus ΣE has 6 inde-

pendent covariance matrix blocks. Let block b be ΣE
b , and let {σstat

b } and {σsys
b } be

the vector of “statistical” and “systematic” errors, respectively, associated with the

(pT , RAA) values for block b. “Statistical” errors are observational errors, while “sys-

tematic” errors are correlated across pT bins; both are provided by experimentalists

(though only the vectors and not the correlations). We construct ΣE as follows

ΣE
b = Σsys

b + Σstat
b

Σstat
b = σstat

b,i σ
stat
b,j δij

Σsys
b = σsys

b,i σ
sys
b,j exp

[
−
(
pb,i − pb,j

`b

)α]
Here pb,i is the ith pT value in block k, and δij = 1 if i = j and 0 otherwise. Thus,

Σstat
b is a diagonal matrix, while Σsys

b is constructed from the power exponential

covariance function. We set α = 1.9, and fix `b = 0.2 when pb,i are linearly scaled

so that all values lie within [0,1]. This choice of `b is motivated by intuition—we

expect RAA measurements that are close in pT space to be highly correlated, and

those far away in pT space to be close to independent. For context, with a choice of

`b = 0.2, points that are 0.1 units away have a correlation of 0.76, points that are

0.2 units away have a correlation of 0.37, and points that are 0.4 units away have a

correlation of 0.02 (recall that pT is linearly scaled to lie in [0,1]). Of course, we refer

to experimentalists for a more sophisticated ΣE or choice of `b, though our choices

seem natural in the absence of more information.

We obtain 100,000 draws through a Metropolis-Hastings scheme, with 30,000

draws of burn-in; by 30,000 draws, the posteriors had exhibited stability and showed

good mixing. The posteriors, in bivariate heatmaps of A vs C and B vs D, are shown

in Figure 2.4. The design points are plotted in black over the posteriors.
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Figure 2.4: Bivariate posterior heatmap for all calibration parameters. We see a
strong negative dependence between A and C, while B and D are essentially uniform
in the input space.

We notice that A and C are quite concentrated in the lower-left corner [0, 0.5]×

[0, 0.5]. Figure 2.5 shows the bivariate heatmap zoomed in; we can see a strong

negative dependence between the two input parameters. B and D are essentially

uniform within the input space [0, 5] × [0, 5]. This is not very surprising, given

that the correlation length parameters (Table 2.1) for these input parameters were

extremely high, indicating that change in these input parameters did not much affect

change in the output. However, it may also be worth extending the design for B and

D, to see if we simply did not capture the region that best explains the experimental

data with our choice of design.
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Figure 2.5: Posterior heatmap for calibration parameters A and C, focused on the
region with high posterior mass.

To check performance of the calibration model, we can make figures similar to

those in Figure 2.2 but using posterior draws instead of design points for the emulator

inputs. Figure 2.6 shows the transformed emulator predictive means at 1,000 draws

from the posterior of {A,B,C,D}.
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Figure 2.6: Posterior predictions for three emulator systems. Each colored line
represents the mean prediction for a draw from the posterior of the calibration in-
puts. The dotted line represents the mean prediction at the marginal median of the
calibration posteriors.

Note that in Figure 2.6, each plot shows both centralities for each collision system,

but again the emulators predict in the PCA space for the 3 independent components,

and then those predictions are rotated back into the physical space. Those predic-

tions are connected as blue and red lines only for clarity’s sake. One aspect that

jumps out is that the emulator predictions seem to be systematically lower than

the experimental points for the lead-lead 5.02 TeV collection system (Figure 2.6c),

especially at 0%-10% centrality (blue lines). This is most likely a product of the re-

quirement of using all three collision systems in a single calibration. Specially, gold

and lead collisions behave differently in calibration (which is unsurprising, given how

different even the experimental points appear). Figure 2.7 shows a calibration pair-

plot for the 4 input parameters, separating the gold and the lead collision systems.

Note that the gold-gold collisions are labeled RHIC and the lead-lead systems, cali-

brated together, are labeled LHC (these labels come from the collider at which the

experiments were performed).
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Figure 2.7: Pairplot for the calibration parameters. The diagonal displays the
marginal densities, while the lower off-diagonal displays the scatter plots of posterior
draws. RHIC labels only gold-gold data, and LHC labels only lead-lead data.

We see that when the gold-gold system (i.e. RHIC) is calibrated alone, A and

C have slightly heavier tails. This effect is not incredibly pronounced but it speaks

to the tension of calibrating all collision systems (and even just the two different

elements gold and lead) in one calibration model. However, this is a necessity given

the interests of the collaborating physicists. As mentioned above, physicist expect a
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single estimate of q̂ (and thus {A,B,C,D}) which describes RAA vs pT across both

lead-lead and gold-gold collisions. A model with separate calibration posteriors for

the different collision systems would not be physically meaningful, but the pairplot

in Figure 2.7 at least can help explain why the posterior predictions in Figure 2.4

are not exactly centered on the experimental points.

It may not just be the difficulties calibrating both lead-lead and gold-gold systems

together. Even within lead-lead collisions, calibrating at two different energy levels

together may cause calibration posteriors to compromise between the two collision

systems, whereas independently they may fit the experimental data much better.

Figure 2.8 shows the emulator predictions at calibration posteriors, this time when

the calibrations are run independently for each collision system (i.e. lead-lead at 2.76

TeV is calibrated independently of lead-lead at 5.02 TeV).

pT (GeV)

R
A

A

PbPb2760 Posterior

0.0

0.3

0.6

0.9

1.2

1.5

10 20 30 40 50 60 70 80 90

0% − 5% Centrality
30% − 40% Centrality
Median Predictions

0% − 5% Centrality
30% − 40% Centrality
Median Predictions

pT (GeV)

R
A

A

PbPb5020 Posterior

0.0

0.3

0.6

0.9

1.2

1.5

10 20 30 40 50 60 70 80 90 100

0% − 10% Centrality
30% − 50% Centrality
Median Predictions

0% − 10% Centrality
30% − 50% Centrality
Median Predictions

Figure 2.8: Emulator predictions at calibration posteriors for lead-lead systems,
when calibration is run independently for the two energies.

The improvements are subtle, but in comparing Figure 2.8 to Figure 2.6, we

do see slightly less bias in the emulator predictions when calibrating on individual

systems compared to the predictions when calibrating on all 3 collision systems. If

we take it one step further, and calibrate for an individual centrality, we see further
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improvement. Figure 2.9 shows the emulator predictions for calibration posteriors

when only the 30%–40% centrality of lead-lead at 2.76 TeV is used. This is the

centrality for which the emulator predictions are the most biased in Figure 2.8—we

see that bias diminish when calibrating on the single centrality.
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Figure 2.9: Emulator predictions at calibration posteriors for lead-lead at 2.76
TeV, 30%–40% centrality.

This suggests that the model finds calibration posteriors such that emulator pre-

dictions at those posteriors do match the experimental data—it is simply that when

we calibrate across multiple centralities, energies, and elements, there is no input

space that fits all experimental data perfectly. The bias between emulator prediction

and experimental data diminishes when we calibrate on collision systems indepen-

dently, and more so when we calibrate on centralities independently. Again, this

decision to calibrate across multiple collision systems is a physical one—the applica-

tion dictates that there should not be separate calibration inputs.

2.5 Conclusion

In this chapter, we presented the foundation of computer model emulation and cali-

bration, detailing specifics of modularization and hyperparameter choice when con-
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structing our Gaussian process emulators. We also presented a general approach for

the calibration problem in the presence of multivariate output data, using principal

components analysis to rotate the design output and train independent GPs on the

uncorrelated components. By treating the posterior predictions of the emulators as

Gaussian instead of t-distributed (due to the high degrees of freedom), we were able

to integrate away the emulators and infer on the calibration parameters directly.

This allowed us to run a simple Metropolis-Hastings algorithm for our calibration

procedure, even in the event of high dimensionality of the output. Finally, we applied

the techniques to state-of-the-art heavy-ion collisions to extract important features

of the potential quark-gluon plasma in the first few microseconds after the big bang.

Perhaps the most glaring omission from this analysis is the lack of discrepancy

function during calibration. Since Kennedy and O’Hagan (2001), the discrepancy

function has been an important aspect of nearly every analysis involving the cal-

ibration of computer models. However, we reiterate that without realistic prior

information to distinguish the discrepancy function from different choices of the cali-

bration parameters, a discrepancy function provides little to no benefit in uncovering

the true parameters (Brynjarsdottir and O’Hagan, 2014). It is certainly helpful in

interpolation if the goal for the analysis is prediction of experimental data at untried

inputs, but ours is strictly calibration. For these reasons, we fit the “denial” model

and learned the calibration parameters that condition on the computer model being

the true underlying process. To fit a discrepancy model in this framework and for

this application, one could consider fitting discrepancy functions for the different

collision system and centrality combinations, assigning a Gaussian process prior over

pT . Note that each RAA value corresponded to a particular pT value, but we treated

the vector of RAA as multivariate output instead because of the inconsistencies of pT

across different collision systems. One could still use these underlying pT values in

learning the discrepancy function and its hyperparameters. However, without prior
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knowledge, we do not expect it to aid calibration and so omitted it from our analysis.

34



Chapter 3

Comparing Multiple Computer

Model Emulators

3.1 Introduction

In this chapter, we consider the problem of non-nested Bayesian model comparison in

the context of computer model emulation and calibration. Often, multiple scientific

theories may plausibly explain a natural process where there is no consensus in the

scientific community for which theory best captures experimental data. Rather than

fit calibration models separately and compare predictions in an ad-hoc manner, we

seek to develop sound comparison tools that build off of existing Bayesian techniques.

To our knowledge, the problem of model comparison for multiple computer model

emulators in a calibration model has not been explored in the literature, so that this

chapter serves as a first step in developing models specifically with emulation and

calibration in mind.

Bayesian comparison for non-nested models has long been a contentious field.

Bayes factors, first introduced in Jeffreys (1939) as an avenue to perform hypothesis

testing in a Bayesian framework, received significant attention when increased com-

puting power made Bayesian methodology more practical (Kass, 1993; Berger and

Delampady, 1987; and others). Put simply, the Bayes factor is ratio of the marginal
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likelihood between two competing models; it can be easily shown the the posterior

odds in favor of one model is the product of the Bayes factor and the prior odds, so

that the Bayes factor encapsulates the support of the data for one model compared

to the other. Kass and Raftery (1995) provide guidelines for use of Bayes factors

in general settings, though there has been substantial debate surrounding the use

of Bayes factors. A large criticism is the unavailability of improper priors on un-

common parameters when using Bayes factors (Bartlett, 1957; Bayarri et al., 2012),

along with high sensitivity to choice of prior (Sinharay and Stern, 2002). Addition-

ally, there is contention about whether Bayes factors are appropriate for model choice

when neither model fit the data well (Gelman and Rubin, 1995). See Morey et al.

(2016) for a more complete discussion of these drawbacks. Approximations to Bayes

factors (Raftery, 1995) and different alterations (O’Hagan, 1995; Berger and Peric-

chi, 1996) have been proposed. One alternative to Bayes factors not considered here

is comparison by posterior predictive performance ((Vehtari and Lampinen, 2002;

Vehtari et al., 2017). (Note that because we are interested specifically in comparing

existing scientific theories through the trained emulators, we consider the problem

either M-closed or M-complete, as designated in Bernardo and Smith (1994)). For

a more complete history and landscape of Bayesian model comparison, see Kamary

et al. (2018) and Vehtari and Ojanen (2012).

This chapter follows the method described in Kamary et al. (2018), in which au-

thors attempt to move away from Bayes factors completely with a different paradigm

for model comparison. As an alternative to Bayes factors, the authors recommend us-

ing a standard additive mixture model to facilitate model comparison. Their method

is elegant and very practical with modern computation tools, and (we believe) the

most appropriate for comparing different emulators. This chapter is not intended to

develop additional justification for the general use of mixture models for model com-

parison in the Bayesian framework; we believe the authors have already succeeded in
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this regard. Rather, this chapter is intended to build off of Kamary et al. (2018) for

the explicit purpose of computer model emulation, and to develop extensions where

relevant.1

The remainder of the chapter is structured as follows. Section 3.2 outlines the

methods of Kamary et al. (2018), both describing the technique of using mixture

models for comparison and discussing the methods in light of de Finetti’s Theorem.

Section 3.3 explores the comparison methods in the context of emulation and calibra-

tion with an illuminating example, and provides an extension necessary for the case

of correlated experimental data. Section 3.4 explores extensions of non-exchangeable

models in which the mixture parameter is a function of input parameters. Section 3.5

reviews the findings and suggests avenues for further research.

3.2 Mixture Model as Comparison

In a standard (additive) mixture model, the likelihood for each observation is assigned

a mixture of two or more competing models. I.e., for data point xi and H competing

models,

L (xi | {αh}, {θh}) =
H∑
h=1

αhp(xi | θh) (3.1)

Here α = {α1, . . . , αH} lies on the simplex
∑H

h=1 αh = 1. Note that p.d.f.s p(x | θh)

lack a model subscript; most mixture models assume that all components come

from the same parametric family. A common use for finite mixture models is to

fit data that are believed to originate from a finite set of subpopulations, where

these subpopulations can be captured with simple models. An equivalent model

1 There is some (justifiable) pushback in using mixture models for facilitating model comparison.
We do not claim that mixture models should be viewed as a improved, direct replacement for Bayes
factors in the model hypothesis scenario; we simply advocate the use of mixture models in this
context as an alternative to Bayes factors. Bayes factors and mixture models are fundamentally
different, but we follow the arguments of Kamary et al. (2018) and claim that the mixture parameter
can serve as (another form of) evidence in favor of one model versus the other.
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to Equation 3.1 is a latent indicator representation, in which each observation is

assigned to one of the subpopulations:

L (xi | ξi, {θh}) = p(xi | θξi)

Prob(ξi = h) = αh

A canonical example of the use of a mixture model is in the modeling of heights of

adults in the United States. Modeled separately, distributions of male and female

heights are each approximately Gaussian; jointly the distribution of all adults is

clearly non-Normal. A mixture of two Gaussian distributions much more accurately

captures the empirical distribution of heights across both sexes.

In unsupervised problems, the parameter αh represents the proportion of the total

population that belongs to subpopulation h. In Bayesian settings the standard choice

for prior on α = {α1, . . . , αH} is Dirichlet, which corresponds to a Beta distribution

for H = 2. In this chapter, all models will assume H = 2, but note that in most

cases the extension to H > 2 is a straightforward application of Dirichlet instead of

Beta.

Recently, Kamary et al. (2018) introduced a framework for Bayesian model com-

parison that departs from the standard estimation of Bayes factors, and instead for-

mulates the comparison problem as a mixture model. Given two competing models

for the data

M1 : L(xi | θ1) = p1(xi | θ1)

M2 : L(xi | θ2) = p2(xi | θ2)

an additive mixture model is assigned independently to each observation:

Mα : L(xi | α,θ1,θ2) = αp1(xi | θ1) + (1− α)p2(xi | θ2) 0 ≤ α ≤ 1 (3.2)

Note that here p1 and p2 retain their subscripts because it is no longer assumed that

the competing models have the same parametric family (indeed it is often of interest
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to test models with different parametric families)2. The parameter α then represents

the strength of M1 versus M2. Kamary et al. (2018) show that the posterior dis-

tribution of α has desirable asymptotic properties. Specifically, they show that if

M1 is the true generating model then in the limit the posterior will concentrate at

α = 1, while if M2 is the true generating model then it will concentrate at α = 0;

if neither is the true generating model, then α will concentrate on the value which

minimizes the Kullback-Leibler divergence. Additionally, the authors discuss other

practical benefits of this framework, the most important of which (for the context

of computer model emulation) is that the posterior of α provides a more compre-

hensive representation of the strength of support for one model versus the other.

In the computer model emulation and calibration framework, the competing models

will be Gaussian distributions centered at emulator outputs which are surrogates for

different expensive computer models. This chapter will explore how this framework

for comparison will affect calibration (estimation of unknown input parameters) and

provide some relevant extensions.

3.2.1 Failure of Bayes Factors

As discussed above, the Bayes factor is widely considered to be the standard tool

for Bayesian non-nested model comparison. It is the primary method against which

Kamary et al. (2018) measure their mixture model technique for model comparison

(their arguments are extensive, and will not be repeated here). In the context of

computer model emulation in particular, Bayes factors are especially inappropriate

due to the standard specification of priors in computer model emulation and calibra-

tion problems. As discussed above, Bayes factors are undefined for improper priors

on uncommon parameters; Bayarri et al. (2012) show that the priors cannot be “ar-

2 Kamary et al. (2018) recommend whenever possible reparameterizing the models such that they
share common parameters θ (rather than have θ be indexed by model). As we explain below, this
is often neither possible nor desirable in computer model emulation and calibration models.
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bitrarily vague” either in the sense that they are flat but limited to a compact set.

In many computer model emulation problems, a uniform prior on the design space is

placed on calibration parameters; however, this choice of prior is proper only because

the emulators are built for interpolation and not extrapolation. The arbitrariness of

the design space renders the Bayes factor inappropriate, as the prior is essentially an

improper prior confined to an arbitrary compact set. For settings in which strong

subjective priors are available this is not a concern, but in many computer model

emulation applications (and all explored here) the prior of choice is uniform on the

design space.

3.2.2 Alternate Perspectives and de Finetti

Another technique using mixture models as a tool for Bayesian model comparison is a

mixture on the joint likelihood, developed in O’Neill and Kypraios (2016). However,

these authors assign a mixture to the entire joint likelihood, rather than each indi-

vidual point. They then use the posterior of α to calculate Bayes factors (in essence

avoiding the sometimes troubling calculation of the marginal likelihood). While the

treatment of α between the two models (that of Kamary et al. (2018) and O’Neill

and Kypraios (2016)) are fundamentally different, they can potentially be construed

as two ends of the same spectrum. Note that the model in Kamary et al. (2018) can

be rewritten in terms of Bernoulli random variables:

p(xi | zi, θ1, θ2) = zip1(xi | θ1) + (1− zi)p2(xi | θ2) (3.3a)

zi
iid∼ Bern(α) (3.3b)

α ∼ Beta(α0, α0) (3.3c)

Consider now the model from O’Neill and Kypraios (2016):

p(x | α, θ1, θ2) = αp1(x | θ1) + (1− α)p2(x | θ2) (3.4a)

α ∼ Beta(α0, α0) (3.4b)
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It is apparent that the model in Equations 3.4 can equivalently be represented with

Bernoulli random variables, but with the {zi} perfectly correlated (so that all ob-

servations belong to one model or the other). This raises the question—can we

build a model which falls somewhere in between those in Kamary et al. (2018) and

O’Neill and Kypraios (2016), i.e. where the Bernoulli variables have a measure of

correlation (or other association) learned by the data? It seems natural that if some

observations have preference to a model, and all units are exchangeable, then there

is a greater chance that other observations prefer that model as well (without con-

straining all observations to choose the same model). However, the exchangeability

of the observations (and hence the Bernoulli random variables) precludes any mean-

ingful modeling of association between the Bernoulli random variables. This is a

consequence of de Finetti’s Theorem:

Theorem 1. A binary sequence of indicators {Zi}∞i=1 is exchangeable iff there exists

a distribution F such that for any finite collection of n indicators

p(z1, . . . , zn) =

∫ 1

0

θsn(1− θ)n−sndF (θ)

where sn =
∑n

i=1 zi and p(z1, . . . , zn) = L(Z1 = z1, . . . , Zn = zn)

Thus any model we construct that attempts to capture correlation between the

Bernoulli random variables will invariably simplify to the same model in Equa-

tions 3.3, with some other prior than Beta for α. That is, we can write any mixture

model with exchangeable observations as

p(xi | zi, θ1, θ2) = zip1(xi | θ1) + (1− zi)p2(xi | θ2) (3.5)

zi
iid∼ Bern(α) (3.6)

α ∼ π(dα) (3.7)

for some prior π(dα). It should be noted that de Finetti’s theorem applies only to

infinite sequences of indicators—a simple counterexample for finite sequences is given
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in Diaconis (1977). While finite forms of de Finetti’s theorem are available (Diaconis,

1977; Diaconis and Freedman, 1980; Kerns and Székely, 2006; and elsewhere,) the

main result in Theorem 3.2.2 applies in our case. This is because we can imagine

the observations to which we apply the mixture as arising from some underlying true

process, which can extend indefinitely. Simply because we observe finite observations

does not prevent the indicator process from continuing. This is especially true in the

context of computer model emulation and calibration, where the experimental data

is modeled as noisy measurements of a true process which the computer models

attempt to capture. The experimental measurements are limited by monetary or

practical restrictions, but theoretically could continue without end.

3.3 Comparison of Emulators

In this section, we explore the use of mixture models in the context of computer

emulation and calibration. As discussed, it is natural to consider the scenario in

which experimental data might be explained by a choice of competing scientific the-

ories. The model comparison will be between the emulators trained on design data

representing their respective scientific theories. Note that a typical calibration model

assigns a Gaussian distribution to the experimental data, centered at emulator data

evaluated at control and calibration inputs (see Section 2.2). The two (or more)

likelihoods in our mixture model will then be Gaussian data centered at the two dif-

ferently trained emulators. Evidence for one model over another corresponds to the

emulator which best represents the mean of the experimental data, and thus which

scientific theory which better captures the underlying generating process.

Let h index the computer model—in these examples we consider the choice be-

tween two computer models, but this is trivially extended to any finite number. Let

{yEi } ∈ Rn be the experimental data with corresponding inputs {xi,θh} ∈ Rn×Ph
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(i.e. control inputs {xi} and calibration inputs θh, and where Ph is the total di-

mension of the input parameters). Let Y M
h (·) be the hth computer model, which

we model with a Gaussian process. We follow a modularized approach, as detailed

in Section 2.2.1. Let Dh ∈ Rmh×Ph denote the matrix of design inputs, with cor-

responding output yDh ; in the modularized approach, we independently train the

emulators on the design data so that the predictive distribution of each emulator is

immediately available given new input data. Again we use reference priors described

in Gu et al. (2018b) for the mean function and covariance function hyperparameters.

In this case the mean function coefficients and the covariance function precision can

be integrated out so the resulting distribution is a t-process, while the correlation

length parameter of the covariance function is fixed at the maximum a posteriori

(MAP) estimate. Let µ∗h(·) denote the predictive mean of the hth emulator, while

Σ∗h(·) denotes the predictive covariance. The forms are given in Equations 1.4 and

1.5. Following the notation convention of Chapter 1, let X = [x1, . . . ,xn]′, and for

simplicity let (X,θh) be shorthand for [(x1,θh), (x2,θh), . . . , (xn,θh)]
′.3

The comparison model with calibration, with two competing computer models,

3 Note that X denotes the matrix where each of the n rows is a experimental “control” input
point, while θh denotes the vector of calibration parameters which does not change across the
control input space.
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is thus

L
(
yE | α, Y M

1 ((X,θ1) | D1,y
D
1 ), Y M

2 ((X,θ2) | D2,y
D
2 )
)

=
n∏
i=1

[
αNorm

(
yEi | Y M

1 ((xi,θ1) | D1,y
D
1 ), σ2

E

)
+ (1− α)Norm

(
yEi | Y M

2 ((xi,θ2) | D2,y
D
2 ), σ2

E

) ]
(3.8a)

Y M
h ((X,θh) | Dh,y

D
h )

ind∼ Tmh−Ph
(µ∗h((X,θh)), Σ∗h((X,θh)) (3.8b)

θh
ind∼ π(dθh) (3.8c)

α ∼ Beta(α0, α0) (3.8d)

There are some modeling decisions to note. The two emulators are clearly inde-

pendent, so we model the calibration parameters θh on which they depend to be

independent as well. Additionally, we have distinct calibration parameters for each

model. There may be instances in which two computer models have some (or all)

calibration parameters in common—however, different scientific theory may result

in differing posteriors even for the same parameters, and constraining the computer

models to share indentical calibration parameters would be too restrictive. Addition-

ally, there is possibly scientific insight to be gained by the difference in calibration

parameter estimates between the two models. This decision is in contrast to the

suggestion by Kamary et al. (2018), in which the authors advise construction of the

two models such that all parameters are shared. The authors do this largely be-

cause it enables the use of non-informative or improper priors, in contrast to the

standard testing framework with Bayes factors (as discussed above). This benefit is

not usually relevant in the computer emulation context, as calibration parameters

are often confined to the design space to avoid extrapolation of the emulators. Of

course, the discussion of shared parameters is moot when different scientific theory
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dictates different calibration input parameters.

Lastly, the prior on α is the recommended prior from Kamary et al. (2018); we

follow the authors’ recommended default choice of α0 = 0.5.

3.3.1 Simulation Example

To explore mixture model comparison in the emulation and calibration framework,

we develop an example for which we know the generating inputs. In this simulation,

we use experimental data generated from the equation

f(x) = sin(4ex) + cos(2x) (3.9)

evaluated at 14 evenly spaced intervals on x ∈ [−1, 1), with observation error stan-

dard deviation σE = 0.3. The first computer model will be the following equation

f1(x, θ1) = sin(4ex) + cos(θ1x) θ1 ∈ [1, 4] (3.10)

Clearly, this first model is the “truth,” when θ1 = 2. For model 2, we constructed

a fifth-degree polynomial by regressing the true function evaluated at 100 points on

x ∈ [−1, 1]. Then, we proceeded as if the coefficient of x2 were unknown. I.e.,

f2(x, θ2) = 0.23− 1.73x+ θ2x
2 + 6.29x3 − 5.31x4 − 5.98x5 θ2 ∈ [3, 6] (3.11)

The best fit value of θ2, i.e. the regression coefficient for x2, is about 4.3.

Figure 3.1 shows the two computer models evaluated at 10 evenly spaced values

of θ1 and θ2 (respectively), over the entire range of x, along with the experimental

data points.
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Figure 3.1: Computer model 1 (left) and 2 (right), evaluated at 10 different θ1

and θ2 values, respectively (shown by the colored lines). The experimental points,
along with the “true” model, are depicted in black. For computer model 2, the “best
fit” value of θ2 is also shown.

As a baseline for comparison, we perform independent calibration. We assume

the two computer models f1(x, θ1) and f2(x, θ2) are slow, so that we can obtain only

a limited number of runs (and thus must resort to emulation). Let the control input

space be X = [−1, 1], while the calibration inputs for the two emulators θ1 and θ2

lie in Θ1 = [1, 4] and Θ2 = [3, 6], respectively. For each emulator, we construct an

m = 100-point space-filling Latin Hypercube in X × Θh; this is our design input

Dh ∈ Rm×2, and we calculate the corresponding yDh ∈ Rm. With the R package

RobustGaSP (Gu et al., 2018a), we fit an emulator to each of the designs. We used

the default Matérn 5/2 covariance function, a constant mean function, and assigned

a reference prior for the hyperparameters. As discussed above, the mean function

constant and the precision hyperparameter are integrated away, resulting in a t-

process, while the correlation length hyperparameter is fixed at the MAP4. We then

4 The MAP for the range parameter for the emulator for model one is (0.9, 5.1); for the emulator
for the second model it is (4.9, 44.1) (the first value is for the correlation over X , the second for the
correlation over Θ). These may seem large (especially for the second design), but the predictive
function accurately captures the shape of the function across inputs. Additionally, the “normalized”
range parameters (estimates weighted by the mean of the inputs then divided by the sum of the
weighted values) are (0.6, 2.3) and (0.6, 3.3) for emulators 1 and 2, respectively - these are quite
reasonable, and give no evidence of either input being inert. For more details on the normalized
parameters, see section 4.2.4 of Gu (2016)
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fit the following calibration model separately for each h:

yE ∼ Norm(Y M
h ((X, θh) | Dh,y

D
h ), σ2

EI) (3.12a)

Y M
h ((X, θh) | Dh,y

D
h ) ∼ Tm−2(µ∗h((X, θh)), Σ∗h((X, θh))) (3.12b)

θh ∼ Unif(ah, bh) (3.12c)

with µ∗h(·) and Σ∗h(·) as given by Equations 1.4 and 1.5, respectively, and [ah, bh] =

Θh. In calibration in Chapter 2, we approximated emulators Y M
h (·) as Gaussian

distributed, and integrated it away in the model. While this would certainly be

possible in above model, we refrain from this approximation for two reasons. The

first is that it is reasonable to expect some applications for which the Gaussian

approximation is poor for the emulators—this most likely occurs when design runs

are very limited, so the degrees of freedom of the prediction distribution of the

emulators are small. The second is that the method should be accessible with existing

software—RobustGaSP provides the marginal predictive variances (i.e. the diagonal

of Σ∗h((X, θh))) or draws from the predictive distribution of Y M
h ((X, θh)), but not the

entirety of Σ∗h((X, θh)). In previous examples, we required the distribution of only

one point at a time, so this limitation was inconsequential. Of course, Σ∗h((X, θh))

can be calculated directly from Equation 1.5 but using the package output both

diminishes the likelihood of error and provides insight into how Gu and Wang (2018)

carry out calibration.

Pseudo-Marginal MCMC in Calibration

Gu and Wang (2018) note that the emulator values themselves are usually not of

interest in calibration problems, and so they look to marginalize out the emulator

values in calibration models. To do this, the authors draw from the predictive distri-

bution of the emulators at each iteration of the Monte Carlo scheme. Consider the

calibration model in Equations 3.12. For notational convenience, in this subsection
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we drop the h subscripts and the control parameter x, as well as design input and

output D and yD, though we still assume the emulator Y M(·) has been trained on

these values. For convenience, define Y M ≡ Y M(θ), and label the distributions for

Y M and θ as πY (dY M | θ) and πθ(dθ), respectively. The proposed MCMC scheme

for this simple calibration model is described in Algorithm 1

Algorithm 1 Calibration by drawing from the predictive distribution of Y M(θ)

Require:
1: • Experimental data yE

• Proposal distribution q(·)
Ensure: T draws from the posterior distribution of θ

2: Draw θ−B ∼ π(dθ)
3: Draw (Y M)−B ∼ πY (dY M | θ−B)
4: for t ∈ {−B + 1,−B + 2, . . . , T} do
5: Propose θ∗ ∼ q(dθ | θt−1)
6: Draw (Y M)∗ ∼ πY (dY M | θ∗)
7: Draw U ∼ Exp(1) and calculate

r = log(Norm(yE | (Y M)∗, σ2
EI)) + log(πθ(θ

∗)) + log(q(θt−1 | θ∗))
− log(Norm(yE | (Y M)t−1, σ2

EI))− log(πθ(θ
t−1))− log(q(θ∗ | θt−1))

8: if U > −r then
9: (Y M)t ← (Y M)∗ and θt ← θ∗

10: else
11: (Y M)t ← (Y M)t−1 and θt ← θt−1

12: end if
13: end for
14: Discard all θt for t ≤ 0

This algorithm appears as if it is missing the contribution from the p.d.f. of

the conditional distribution of Y M, i.e. π(Y M | θ), as well as contribution from

the p.d.f. of the proposal distribution of (Y M)∗. However, upon closer examina-

tion, we see that these cancel in the ratio. In step 6 of Algorithm 1, we draw

(Y M)∗ ∼ πY (dY M | θ∗), so that the conditional distribution of Y M is also its pro-

posal distribution. This is akin to an independent Metropolis-Hastings scheme, where
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the proposal distribution is independent from previous value (Y M)t−1. For clarity,

let q+
(
θ∗, (Y M)∗ | θt−1, (Y M)t−1

)
be the p.d.f. of the (implied) joint proposal distri-

bution from Algorithm 1. From steps 5–6, we can decompose the p.d.f. of the joint

proposal as follows:

q+
(
θ∗, (Y M)∗ | θt−1, (Y M)t−1

)
= πY

(
(Y M)∗ | θ∗

)
q(θ∗ | θt−1)

Now consider the ratio of the joint proposal and the joint prior in the Hastings

ratio

πY,θ
(
(Y M)∗, θ∗

)
q+
(
θt−1, (Y M)t−1 | θ∗, (Y M)∗

)
πY,θ ((Y M)t−1, θt−1) q+ (θ∗, (Y M)∗ | θt−1, (Y M)t−1)

=
πY
(
(Y M)∗ | θ∗

)
πθ(θ

∗)πY
(
(Y M)t−1 | θt−1

)
q(θt−1 | θ∗)

πY ((Y M)t−1 | θt−1) πθ(θt−1)πY ((Y M)∗ | θ∗) q(θ∗ | θt−1)

=
πθ(θ

∗)q(θt−1 | θ∗)
πθ(θt−1)q(θ∗ | θt−1)

It is clear that Algorithm 1 is simply a Metropolis-Hastings scheme where the pro-

posal distribution for Y M does not depend on the previous value of Y M, but rather

on the proposed value of θ. This makes the contribution of the conditional distri-

bution of Y M cancel with the proposal distribution. Thus Y M is “integrated away,”

only in the Monte Carlo sense, in that its draws are not saved. However, this inde-

pendent proposal scheme can lead to slow mixing. To alleviate this, we consider a

pseudo-marginal MCMC algorithm.

Pseudo-marginal MCMC algorithms were developed to deal with intractable nor-

malizing constants in some component of MCMC schemes. The idea is introduced

in Beaumont (2003), and further explored in Andrieu and Roberts (2009). The

main idea is to replace an intractable piece (whether it is the marginal likelihood

or some conditional distribution) with an unbiased estimate. Andrieu and Roberts
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(2009) show that just by using an unbiased estimate, as long as the estimate is

non-negative, the Markov Chain converges to the correct target distribution. Note

that Algorithm 1 can be viewed as a pseudo-marginal MCMC algorithm. In this

context, the desired posterior is πθ|y(θ | yE), but the marginal likelihood πy|θ(y
E | θ)

is intractable. We thus replace the marginal likelihood with an unbiased estimate

p̂(yE | θ) = πy|Y (yE | Y M) when Y M ∼ πY (dY M | θ). Clearly

E
[
p̂
(
yE | θ

)]
=

∫
πy|Y

(
yE | Y M

)
πY
(
Y M | θ

)
dθ

= πy|θ(y
E | θ)

This also draws direct comparison to Møller et al. (2006), in which the authors

describe a pseudo-marginal algorithm with an auxiliary random variable—in this

context Y M is the auxiliary random variable, and the choice of distribution for yE |(
Y M, θ

)
is dictated by the model. In the event that the unbiased estimate is a Monte

Carlo draw, Sherlock et al. (2017) investigate how many draws are most efficient.

They find that often one draw is often most efficient, unless the draws can be made

in parallel or vectorized. Since this is possible in our case, we employ the following

pseudo-marginal algorithm for our independent calibration model:
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Algorithm 2 Pseudo-marginal MCMC scheme for the independent calibration
model.
Require:

1: • Experimental data yE

• Proposal distribution q(·)
Ensure: T draws from the posterior distribution of θ

2: Draw θ−B ∼ πθ(dθ)
3: for l ∈ {1, . . . , L} do
4: Draw (Y M)−Bl ∼ πY (dY M | θ−B)
5: end for
6: Calculate p̂(yE | θ−B) = L−1

∑L
l=1 Norm(yE | (Y M)−Bl , σ2

EI)
7: for t ∈ {−B + 1,−B + 2, . . . , T} do
8: Propose θ∗ ∼ q(dθ | θt−1)
9: for l ∈ {1, . . . , L} do

10: Draw (Y M)∗l ∼ πY (dY M | θ∗)
11: end for
12: Calculate p̂(yE | θ∗) = L−1

∑L
l=1 Norm(yE | (Y M)∗l , σ

2
EI)

13: Draw U ∼ Exp(1) and calculate

r = log(p̂(yE | θ∗)) + log(πθ(θ
∗)) + log(q(θt−1 | θ∗))

− log(p̂(yE | θt−1))− log(πθ(θ
t−1))− log(q(θ∗ | θt−1))

14: if U > −r then
15: p̂(yE | θt)← p̂(yE | θ∗) and θt ← θ∗

16: else
17: p̂(yE | θt)← p̂(yE | θt−1) and θt ← θt−1

18: end if
19: end for
20: Discard all θt for t ≤ 0

In Algorithm 2, the choice of L is problem-specific; in our applications, L = 100

was usually sufficient for proper mixing, and is the default choice unless otherwise

specified. With an MCMC scheme in hand, we proceed to the independent calibration

results.

Independent Calibration Results

Recall the truth f(·) and two computer models f1(·) and f2(·) from Equations 3.9,

3.10, and 3.11 in the beginning of Section 3.3.1. The calibration model in Equa-
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tions 3.12 was fit using Algorithm 2 for the two computer models independently.

These results serve as a baseline comparison when extracting calibration posteriors

in the mixture model. Figure 3.2 shows the trace plot for the calibration parameters

in the independent calibration. We see that in both models, the posteriors center on

the anticipated value—for the true model this is the generating parameter, and for

the incorrect model this is best fit coefficient value.
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Figure 3.2: Trace plots for the calibration parameters when the two models are
calibrated independently.

We ran the MCMC chains for 10,000 iterations after 3,000 burn-in, and the chains

showed good mixing properties. These will serve as a baseline for comparison with

the mixture model. As another check, Figure 3.3 shows the predictive distributions

of the emulators with the calibration posteriors.
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Figure 3.3: Posterior distribution of emulator predictions using the independent
calibration posteriors. The solid lines depict the mean of the distributions, while the
dashed lines depict the 95% credible intervals.

As we see in Figure 3.3, the 95% credible interval for the correct computer model

captures the truth for the entirety of the input space, and stays relatively tight.

Thus we have further evidence that the calibration model is successful in learning

the appropriate posterior distribution for the calibration parameter, and we treat

the posterior trace plots shown in Figure 3.2 as target posteriors.

Though the Bayes factor is not a suitable model comparison measure in this con-

text, it is nonetheless useful as a benchmark. Using the R package bridgesampling

(Gronau and Singmann, 2018), which calculates marginal likelihoods using bridge

sampling techniques (Gronau et al., 2017; Gelman and Rubin, 1995), we find a Bayes

factor of 4.5 in favor of model 1, but below the (somewhat arbitrary) threshold of 20

for “strong” evidence (Kass and Raftery, 1995).

Mixture Model for Comparison

With a baseline posterior for our calibration parameters, we can observe changes

when fitting the mixture model described in Equations 3.8. Again, we choose

α0 = 0.5 for our mixture component hyperparameter. We use a similar pseudo-
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marginal approach, but find that L = 1 is sufficient for proper mixing (recall that

L is the number of Monte Carlo samples taken to estimate the marginal likelihood

in the pseudo-marginal algorithm). The goal is to recover the calibration posteriors

from the individual calibration, while learning model preference through the mixture

parameter α. The posterior histogram for α is shown in Figure 3.4
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Figure 3.4: Posterior histogram for mixture parameter α

Figure 3.4 indicates preference for model 1, but the strength is not overwhelming

- this is expected from the closeness of the two models, and from the calculated Bayes

factor. However, we have access to a more complete picture of model preference, and

can find additional, more interpretable metrics. For instance, the posterior median

value (the metric of choice in Kamary et al. (2018)) is 0.70. The portion of α > 0.5 is

0.72; this cutoff can be adjusted based on prior model preference or desire to evaluate

the probability of “strong” preference (whatever this may be). E.g., the proportion

of α draws above 0.8 is 0.37, while the proportion of α draws less than 0.2 is 0.09.

Ideally, the calibration posteriors will remain unchanged from the posteriors of

the independent calibration models shown in Figure 3.2; the same input parameters

should best explain the experimental data regardless of the comparisons we are mak-
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ing, so we expect the calibration posteriors from the mixture model to be same as the

independent calibration posteriors. At first glance, however, this appears not to be

the case. Figure 3.5 shows the calibration parameter posterior trace plots for the two

computer models in the mixture model; Figure 3.6 shows the posterior histograms.
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Figure 3.5: Posterior trace plots for calibration parameters under the mixture
model.
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Figure 3.6: Posterior histograms for calibration parameters under the mixture
model.

We see from Figures 3.5 and 3.6, the mode of the calibration parameters re-

main consistent with previous calibration, but compared the independent posterior

distributions shown in Figure 3.2, the posterior distributions in the mixture model

(Figure 3.5) are much more variable. In Figure 3.5, we see spikes in the chain, which
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in many problems can indicate poor mixing, lack of convergence, or multi-modality.

However, upon closer investigation, we see that the spikes occur as a direct result

of the mixture model. Figure 3.7 shows the mixture parameter α against the two

calibration parameters.
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Figure 3.7: Draws of the calibration parameters against the mixture parameter α.

Figure 3.7 suggests that when a model is not preferred, its calibration parameter

θh is drawn nearly from the prior—in this case, uniform on the design space. Ad-

ditionally, when the model is favored, the posterior concentrates fairly tightly. This

provides an avenue for estimating individual calibration parameters—simply condi-

tion on α values which favor the model of interest. Because an α value which favors

the competing model will result in a draw essentially from the prior for calibration

parameter of interest, those draws from the joint posterior are not of scientific in-

terest. Determining the cutoff value dictating one model being “favored” is up to

the discretion of the scientist. In Figure 3.8, posterior calibration draws are plotted,

conditioned on the appropriate model being favored.
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Figure 3.8: Calibration posteriors for each model, conditioning on α preferring
the model in question.

As expected, the posterior draws conditioned on α preferring their respective

model are much more concentrated, and resemble the trace plots in Figure 3.2 when

the models were calibrated separately. This suggests that we can recover the inde-

pendent calibration posteriors when calibrating with one joint mixture model; this

is important because interpretability of the calibration parameters is paramount in

many applications. Additionally, this opens avenues for simultaneous comparison

of more than two models; assigning a Dirichlet prior to α is a very straightforward

extension, and conditioning on preferred model is just as simple. This is yet another

advantage over Bayes factors, which allow for only pairwise comparisons.

3.3.2 Correlated Multivariate Data—Application to JETSCAPE

As mentioned in Chapter 2, our Physics collaborators in JETSCAPE have multi-

ple computer models for the same experimental data—Chapter 2 displayed results

for only one of those models because independent calibration does not drastically

change between different computer models. However, the collaborators would like to

estimate which of their different computers models are preferred.

Recall the application from Chapter 2. Physicists are interested in exploring the

Quark-Gluon Plasma (QGP) that appeared in the first few microseconds of the Big
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Bang, by colliding particles together at extremely high energies. To probe the QGP,

the physicists look to measure so-called “jet quenching,” in which post-collision par-

ticle paths have been suppressed because of the QGP. One measurement is known

as the “nuclear modification factor,” (RAA) which can be calculated as a function

of transverse momentum pT of the particle (i.e. momentum of the particle in the

plane perpendicular to its original motion). A property of interest of the QGP which

contributes to the amount of jet quenching is called the “jet transport coefficient,”

labeled as q̂. Different computer models use different parameterizations of q̂, and

different calculations of RAA versus pT . Two base computer models, Modular All-

Twist Transverse-scattering Elastic drag and Radiation (MATTER, Majumder, 2013;

Kordell and Majumder, 2017; Cao, 2017) and linear Boltzmann transport (LBT,

Wang and Berger, 2016; Cao et al., 2016; and others), are combined and modi-

fied so that there are two other computer models LBT+MATTER Method 1 and

LBT+MATTER Method 2 (the latter two are developed in an upcoming paper).

The constraints of the data and emulator formulation preclude a simple mixture

model as explored in the previous section. Recall that the experimental data consists

of RAA measured at various pT values across three different collision systems and two

centralities (i.e. proxy for angle of collision). The collision systems are lead-lead at

2.76 TeV, lead-lead at 5.02 TeV, and gold-gold at 0.20 TeV (labeled PbPb2760,

PbPb5020, and AuAu200, respectively). Each collision system is measured at two

different centralities, for a total of 6 system/centrality datasets. Because there is no

meaningful way to interpolate between these datasets, we concatenate the datasets

together and treat the data as multivariate. So rather than n = 66 values of RAA as

a function of pT , we treat the RAA as one point in R66, and pT as indexing the RAA

within each dataset.

The independent calibration model is a consequence of the structure of the data.

Because our experimental data is treated as a value in R66, our computer model
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design output is also multivariate in R66. To handle the cross-variable correlation

and large dimensionality, we employ PCA when training the emulators. We do

this by rotating the training data to an orthogonal space with the right singular

vectors, then retaining the first r resulting principal components. We then train r

independent emulators so that for any new input, we can easily find r predictive

means and r predictive variances. Label the concatenated vector of predictive means

µ∗(θ), and the diagonal matrix of predictive variances Σ∗(θ) from Equations 2.4

and 2.5, respectively. Let Vr be the matrix of the first r singular vectors, let ΣE

be the experimental covariance matrix specified by the physicists, and let Σextra be

the extra variation lost in taking r < q (where q = 66 is the dimension of our data)

principal components. Because the degrees of freedom are large for the predictive

T distribution (61 for LBT+MATTER Method 1, 62 for LBT+MATTER Method

2), we treat the data as Gaussian distributed. The calibration model for calibration

input parameters θ, given experimental RAA data yE, is

yE ∼ Norm
(
µ∗(θ)V′r, ΣE + VrΣ

∗(θ)V′r + Σextra

)
(3.13)

θ ∼ π(dθ)

For more details, see Section 2.3.2.

An intuitive first approach would be to assign a model subscript to µ∗, θ, Vr, Σ∗,

and Σextra, and assign yE to be an additive mixture of two Gaussian distributions

with the model-specific parameters. However, a key piece to the mixture model is

that each observation is independently assigned a mixture; the joint likelihood is then

the product of the n individual likelihoods. We see this explicitly in Equations 3.2

and 3.8a—the joint likelihood is the product of n independent mixtures. For our

calibration model in Equation 3.13, it is clear that the likelihood yE cannot be

constructed as the product of n individual likelihoods, which precludes the immediate

use of a mixture model in the style of Kamary et al. (2018). This is a direct result
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of the data and emulator construction, where RAA is treated as multivariate, so

that covariance matrix of any new emulator prediction is not diagonal (as Vr is not

diagonal).

As a solution, we introduce a data augmentation scheme. Consider first the linear

transformation of a multivariate Gaussian random variable:

Y ∼ Norm(µ,Σ)

→ AY ∼ Norm(Aµ,AΣA′)

Because Σ is positive definite, there exists a lower-triangular (i.e. Cholesky) square

root. Label this matrix L, so that LL′ = Σ. Now, let X = L−1Y so that X ∼

Norm (L−1µ, I). By change of variables,

pY (y) = pX
(
L−1y

) ∣∣∣∂L−1y

∂y

∣∣∣
= pX

(
L−1y

) ∣∣L−1
∣∣

Clearly the Jacobian in this variable transformation is simply the determinant of L−1.

Note that because L is lower-triangular, so must be L−1. Thus, the determinant of

L−1 is simply the product of the diagonal of L−1. The density function of of Y

(assuming dimension n) can thus be written

pY (y) = Norm
(
L−1y | L−1µ, I

) n∏
i=1

diag
(
L−1

)
i

Of course, we can rewrite this as the product of n independent Gaussian distributions:

pY (y) =
n∏
i=1

Norm
((

L−1y
)
i
|
(
L−1µ

)
i
, 1
)
diag

(
L−1

)
i

Note that diag(L−1)i is equivalent to (diag(L)i)
−1 (we keep the former for nota-

tional convenience, though the latter may be more computationally convenient).

This derivation provides an avenue for constructing a mixture model for correlated
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Gaussian data. Let y ∈ Rn be a vector of multivariate data. Consider the two

competing models:

M1 : y ∼ Norm(µ1,Σ1)

M2 : y ∼ Norm(µ2,Σ2)

In this example, neither Σ1 nor Σ2 are diagonal. We wish to build a mixture model

for y such that we assign a mixture to each element of y, but maintain the correlation

structure of y. We propose a potential mixture model:

p(y | α) =
n∏
i=1

[
αNorm((L−1

1 y)i | (L−1
1 µ1)i, 1)diag(L−1

1 )i

+ (1− α)Norm((L−1
2 y)i | (L−1

2 µ2)i, 1)diag(L−1
2 )i

] (3.14)

Here L1L
′
1 = Σ1 and L2L

′
2 = Σ2, i.e. the Cholesky decompositions of the covari-

ance matrices for the two models. Equation 3.14 combines a mixture model with

change of variable, and in this way we can assign a mixture to individual points

while maintaining the correlation across the data. Additionally, it is immediately

clear that if α ∈ {0, 1}, Equation 3.14 simplifies to the exact distribution p(y) for

the corresponding model M1 or M2.

There may be initial concern that p(y | α) in Equation 3.14 is not a valid p.d.f

on Rn. Since we have a mixture at the individual level of two sets of “data” (i.e. y

transformed by different matrices), it is not immediately obvious that this is a valid

construction. However, if we represent the mixture by indicator variables, then the

fact that both L−1
1 and L−1

2 are triangular lead us to a Markov deconstruction of the

p.d.f that is unique. I.e., the triangular nature of L−1
1 L−1

2 mean that the p.d.f can

be written as a system of conditional distribution with iteratively increasing depen-

dencies, and this construction is unique.
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To see if this mixture matches our intuition, we can construct a simple toy bivari-

ate example and observe the contours. In this example the two means and covariance

matrices are given below:

µ1 =

(
0
0

)
, Σ1 =

(
2 1
1 1

)

µ2 =

(
0
0

)
, Σ2 =

(
2 −1
−1 1

)

The symmetry is intentional, to easily observe the effects of mixing. Figure 3.9 shows

contour plots of the models alone and mixed with α = 0.5.
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Figure 3.9: Individual contours, and the mixture defined in Equation 3.14

The mixture looks reasonable, but it is not immediately clear if the behavior is as

expected. In Figure 3.10, we overlay the mixture contour on top of the two individual

contours. Model 1 is in blue, and model 2 in red. The left plot shows α = 0.5, while

the right shows α = 0.8.
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All Models, α = 0.5
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Figure 3.10: The contours mixture model from Equation 3.14 overlayed on the
individual contours.

From Figure 3.10, it appears as though the mixture constructed with Equa-

tions 3.14 does indeed behave as expected—the contours overlay in a symmetric

and consistent fashion when α = 0.5, and skew much more towards Model 1 when

α = 0.8. By overlaying the contours of the mixture on top of the contours of the

individual likelihoods, we can more directly observe that the mixture follows our

intuition.

Revisiting the JETSCAPE data, we wish to compare the following models:

M1 : yE ∼ Norm
(
µ∗1(θ1)V′r,1, ΣE + Vr,1Σ

∗
1(θ1)V′r,1 + Σextra,1

)
M2 : yE ∼ Norm

(
µ∗2(θ2)V′r,2, ΣE + Vr,2Σ

∗
2(θ2)V′r,2 + Σextra,2

)
Let Rh(θh) = ΣE + Vr,hΣ

∗
h(θh)V

′
r,h + Σextra,h, and let Lh(θh)Lh(θh)

′ = Rh(θh).

Then, for Model h,

ph(y
E) = Norm

(
L−1
h (θ1)yE | L−1

h (θh)µ
∗
h(θh)V

′
r,h, I

) ∣∣L−1
h (θh)

∣∣
Thus, we fit the following mixture model calibration to carry out comparison be-

tween competing computer models, LBT+MATTER Method 1 and LBT+MATTER

63



Method 2:

L
(
yE |{θh}, α

)
=

n∏
i=1

[
αNorm

(
(L−1

1 (θ1)yE)i |
(
L−1

1 (θ1)µ∗1(θ1)V′r,1
)
i
, 1
) ∣∣L−1

1 (θ1)
∣∣
i

+

(1− α)Norm
(

(L−1
2 (θ2)yE)i |

(
L−1

2 (θ2)µ∗2(θ2)V′r,2
)
i
, 1
) ∣∣L−1

2 (θ2)
∣∣
i

]
θh

ind∼ π(dθh)

Note that the model implicitly conditions on the computer model design inputs

and outputs, and that these values (along with the covariance function and fixed

correlation length hyperparameters) determine the predictive mean function µ∗h(·)

and predictive covariance function Σ∗h(·).

Figure 3.11 shows the posterior histogram of α between LBT+MATTER Method

1 and Method 2.
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Figure 3.11: Histogram of posterior draws from the mixture parameter α in the
JETSCAPE application.

We see that LBT+MATTER Method 2 is strongly preferred to LBT+MATTER

Method 1. To check to see if we recover the correct calibration parameters for

LBT+MATTER Method 2, we compare the independent calibration posterior in
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Figure 3.12 to the calibration posterior from the mixture model in Figure 3.13. For

the mixture model, the posteriors are plotted for all iterations for which α < 1/3

(which is 94% of the iterations).
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Figure 3.12: Bivariate heatmaps of the posterior distributions of the calibration
parameters for an independent LBT+MATTER Method 2 calibration.
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Figure 3.13: Bivariate heatmaps of the posterior distributions of the calibration
parameters for LBT+MATTER Method 2 in the mixture calibration model, condi-
tioned on α < 1/3.
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We observe that that the posterior distributions for the calibration parameters

are indeed very similar in the two models, and conclude that the mixture model

does recover the correct calibration parameters. From the posterior distribution of

α, we found that 97% of the posterior is less than 1/3, 99% of the posterior is less

that 1/2, and less 0.1% of the posterior is above 1/2. Because of this, we cannot

reasonably recover the posterior for LBT+MATTER Method 1 without substantially

more draws, at which point running the independent model is more efficient.

3.4 Mixture by Input Parameter

Thus far, this chapter has explored comparing models via mixtures in which a single

mixture parameter α assigns weight to each point. As discussed in Section 3.2.2, a

key piece to this model is that the observations are exchangeable, and that exchange-

ability precludes the introduction of more complicated correlation structure between

mixture components. However, it is natural to imagine situations in which the obser-

vations might not be exchangeable; we consider the situation in which the mixture

parameter is input-dependent. In the context of computer models emulation, it may

be the case that one computer model might be more appropriate for some part of the

control input space, while the other model is more appropriate for the complimentary

part of the control input space. When calibrated independently, they each might try

to learn calibration parameters which fit the entire range of data the best but do a

poor job fitting the experimental data in all places. In this section we explore two

models in which α is a function of the control input—critically, the calibration input

posterior should change, because the model should be calibrating for the input space

for which it is most appropriate rather than the entire space. Additionally, we let

the data determine the spaces for which the competing computer models are most

appropriate. This allows the scientists to compare models, calibrate them adjusted
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to the space to which each model should be applied, and avoid any ad-hoc decisions.

3.4.1 Linear Mixture

The first comparison mixture model by input we consider is one in which we expect

the two competing models to bisect the control input space at a single point. That

is, we expect a single transition between the two computer models. As an exam-

ple, consider the follow “true” model, from which scientists can make experimental

observations:

f(x) = 2− 0.1(x− 4)2 x ∈ [−1, 9]

Now, imagine that scientists have developed the following models

f1(x, θ1) = 0.5(x+ θ1)− 2, θ1 ∈ [1, 6] (3.15)

f2(x, θ2) = −0.5(x− θ2) + 3.7, θ2 ∈ [−2, 3] (3.16)

Figure 3.14 displays the experimental data (measured at 11 equally spaced points

across x, with measurement error standard deviation σE = 0.3), truth, and computer

models for different choices of θ.
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Figure 3.14: Computer models across x, for different values of θh (colored lines),
overlayed on experimental data (black points) and truth (black line).

We see that each model explains the experimental data in a particular region

of the control input x, but is a terrible fit for the other region. The independent
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calibration model, following Equations 3.12 and Algorithm 2, result in calibration

posteriors shown in Figure 3.15
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Figure 3.15: Trace plots in the independent calibration models.

Note, we built the emulators using the R package RobustGaSP, and assigned priors

for θh as uniform on their input space (defined in Equations 3.15 and 3.16). Clearly,

the posteriors concentrate at low values of θh, but hows does this correspond to the

predictive distribution of the emulators? Figure 3.16 shows the distributions of the

mean emulator predictions at the calibration posteriors.
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Figure 3.16: Distribution of independent mean emulator predictions across cali-
bration input posteriors. The solid colored lines show the mean of these predictions,
while the dashed lines show the 95% credible intervals.

This result is unsatisfactory as expected. Each model, when calibrated indepen-

dently, must learn the value for θh which fits the entire range of x. Because the

data are modeled as Gaussian distributed, this essentially equates to a squared error

loss. Thus, emulator predictions for which the mean predictions are very far from

the data come at an extreme penalty in the likelihood. For example, the penalty for

model 1 when x > 4 are extremely high, so minimizing the distance of the emulator

predictions for these values is more important than properly fitting then data when

x < 4. Acknowledging that each of these computer models is inappropriate for the

entire range of data, we desire a model which learns the appropriate regions for each

model and adjust the calibration parameters accordingly.

Because the two regions are separated by a single point in x space, we fit the
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following calibration mixture model5:

L
(
yE | Y M

1 ((x, θ1) | D1,y
D
1 ), Y M

2 ((x, θ2) | D2,y
D
2 )
)

=
n∏
i=1

[
α(xi)Norm

(
yEi | Y M

1 ((xi, θ1) | D1,y
D
1 ), σ2

E

)
+ (1− α(xi))Norm

(
yEi | Y M

2 ((xi, θ2) | D2,y
D
2 ), σ2

E

) ]
Y M
h ((x, θh) | Dh,y

D
h )

ind∼ Tmh−2 (µ∗h((x, θh)), Σ∗h((x, θh)))

θh
ind∼ π(dθh)

α(xi) = Φ(β0 + xiβ1)

β0, β1 ∼ N(0, 1)

Recall that the mean prediction functions µ∗(·) and covariance prediction functions

Σ∗h(·) are given by Equations 1.4 and 1.5, respectively. The prior distributions for

θh are still uniform on their ranges. Here Φ(·) represents a sigmoid function such as

the logistic function or the CDF of a probability distribution. For this example, we

chose Φ(·) to be the CDF of a standard normal distribution, though other choices

are reasonable. Note that β1 controls the sharpness of the change from one model to

another. We may expect scenarios in which model transition is slow (i.e., the data

could plausibly originate from either model), in which case β1 would be small. In

our example, we expect the posterior of β1 to concentrate on a negative value, since

model 1 should be preferred for small x and model 2 preferred for large x (so that

α(x) is close to 0 for large x). The posterior mean of β0 will depend on β1, but we

expected α(4) to be close to 0.5. Figure 3.17 shows the posterior trace plots for β0

and β1.

5 Note that the control input space in this example is one-dimensional, hence vector x instead of
matrix X in the likelihood.
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Figure 3.17: Posterior trace plots of β0 (left) and β1 (right) in the mixture model
across x.

We see that the posteriors are as we expect: β1 concentrates between -0.4 and

−0.8, while β0 concentrates between 1.5 and 3. This results in an α(x) as shown in

Figure 3.18
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Figure 3.18: Posterior distribution of α(x) across the control input space.

The shape of α(x) is indeed as we expect: high for low values of x when model

1 should be preferred, low for high values of x when model 2 should be preferred,

and around 0.5 near x = 4. The transition from model 1 to model 2 is somewhat
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slower than might be expected, but this can be alleviated with a stronger prior on

β1; the posterior is clearly data driven, as the prior centered on 0 while the posterior

95% credible interval did not contain 0, but it not completely insensitive to the prior

either. This example illustrates that the direction of α(x) can indeed be learned, but

prior information can certainly improve model preference.

As mentioned, we also expect the calibration posterior distributions to differ from

Figure 3.15. In contrast to the exchangeable mixture model, here the calibration pos-

terior distributions should change to reflect the fact that the emulators are weighted

differently throughout the input space. Figure 3.19 shows the posterior trace plots

for the calibration parameters in this example.
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Figure 3.19: Posterior trace plots of the calibration input parameters in the
mixture model by x.

Clearly, the calibration posteriors have changed substantially. Figure 3.20 shows

how this affects emulator mean prediction.
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Figure 3.20: Distribution of emulator mean predictions with respect to the cali-
bration input parameters. We see that the emulator predictions much more closely
match the experimental data in area of the design where the model is preferred.

From Figure 3.20, it is clear that the posterior calibration parameters adjust in

such a way that when the emulator is favored, the predictive mean aligns with the

experimental data. The calibration parameters posteriors no longer center on values

such that the emulators fit the entire range of the control input, but rather only the

regions for which each emulator is preferred.

It may also be of interest to find the predictive distribution of the mixture model.

That is, the distribution of

Ymix(x, θ1, θ2) = α(x)Y M
1 (x, θ1) + (1− α(x))Y M

2 (x, θ2) (3.17)

Figure 3.21 shows the posterior distribution of the mean of Ymix(x, θ1, θ2).
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Figure 3.21: Distribution of the mixture of the mean emulator predictions, with
respect to the calibration input posteriors. The solid line is the mean, while the
dashed lines are the 95% credible intervals.

We see wider credible intervals than in Figure 3.20 because of the uncertainty of

α(x), but the mixture result is a satisfying prediction of the underlying truth. Using

linear functions, the calibration mixture model results in a predictive distribution

which satisfactorily approximates a quadratic.

3.4.2 Nonparametric Mixture

In the previous example, we expected monotonicity of the mixture parameter func-

tion resulting in a single change point from one model to the other. This is directly

seen in the formulation of α(x) - as the sigmoid of a linear function, α(x) was con-

strained to prefer one model for small values of x, and the other model for high

values of x. It is natural to imagine applications in which model preference may

behave as a union of disjoint intervals, or where the behavior is not known a priori.

In these applications, scientists may desire a model which is more flexible than a

simple monotonic function, without constraining the mixture function to a specific
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form. In this section we develop a mixture model with a nonparametric form for the

mixture parameter.

Again, we explore a mixture model through a simple example. Consider the

following “true” process:

f(x) = (0.4x− 2)(0.2x− 1)(0.2x+ 1)(0.4x+ 2)

The scientists develop the following two computer models

f1(x, a1, b1) = −a1x
2 + b1 a1 ∈ [0, 0.4] b1 ∈ [−10, 6]

f2(x, a2, b2) = a2x
2 + b2 a2 ∈ [0, 0.3] b2 ∈ [−12, 4]

Once again, the models are trained independently using 100 design points and

RobustGaSP to obtain predictive mean and covariance functions. They are then

calibrated independently, with posterior results shown in Figure 3.22.
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Figure 3.22: Posterior trace plots of calibration parameters for model 1 (left
column) and model 2 (right column).
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Figure 3.22 shows that the posteriors of a1 and a2 concentrate near the lower

boundary of zero, resulting in flat parabolas for independent calibration models.

Figure 3.23 shows the independent emulator mean prediction distribution for the

calibration posteriors, illustrating this effect.
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Figure 3.23: Distributions of mean emulation predictions with respect to inde-
pendent calibration posteriors. We see that independently, each model fits the entire
range of the data poorly.

Figure 3.23 makes it clear that independently, each model is a poor fit for the

entirety of the data. In this example, there is not a single x below which one model

is preferred and above which the other model is preferred. In a mixture model where

the mixture parameter is a function of the control input, we need a model which

is flexible enough so that model preference could change back and forth across the

control input space.

The following model specifies the sigmoid function of a Gaussian process, rather
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than a linear function, for the mixture parameter α(x).

L
(
yE | Y M

1 ((x,θ1) | D1,y
D
1 ), Y M

2 ((x,θ2) | D2,y
D
2 )
)

=
n∏
i=1

[
α(xi)Norm

(
yEi | Y M

1 ((xi,θ1) | D1,y
D
1 ), σ2

E

)
+ (1− α(xi))Norm

(
yEi | Y M

2 ((xi,θ2) | D2,y
D
2 ), σ2

E

) ]
Y M
h ((x,θh) | Dh,y

D
h )

ind∼ Tmh−3 (µ∗h((x,θh)), Σ∗h((x,θh)))

α(xi) = Φ(W (xi))

W (·) ∼ GP(0, λ−1
α rα(·, ·))

λα ∼ Ga(5, 1)

θh
ind∼ π(dθh)

Some aspects of the above model are worth mentioning. The covariance function for

W (·), rα(·, ·) is chosen to be power exponential with power 1.9 (for computational

purposes) but other choices such as Matérn are reasonable as well. Additionally,

rα(·, ·) has a correlation length parameter which is neglected in this model—we fix

the length parameter at a reasonable value (2 in this example) because the model

has difficulty learning the length parameter for the latent GP. For priors which are

not extremely informative, the length parameter explodes and the GP goes towards

a flat line. The model is also fairly sensitive to the prior for λα. We choose a Ga(5, 1)

prior so that the posterior is pulled towards higher values; the latent GP W (·) also

becomes unstable as λα goes to 0, which can happen in the posterior if something like

a Ga(1, 1) prior is placed on λα. The posterior draws for λα are shown in Figure 3.24;

we see that the posterior, while sensitive to the prior for λα, does not simply return

the prior. The prior for θh is again simply uniform on the design space.
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Figure 3.24: Posterior trace plots for W (·) precision parameter λα (left) and stan-
dard deviation

√
λα (right).

To sample this model, we employed a Metropolis-Hastings scheme for each of

the stochastic unknowns (W (x), λα, {θh}), using Algorithm 1 to handle Y M
h (x,θh)

(it is straightforward to extend Algorithm 2 for the mixture case, but requires a

decent amount of bookkeeping and Algorithm 1 had no issues sampling). The most

noteworthy aspect is sampling of W (xE), where xE is a vector of unique values of

the control input for the experimental data. In this example, xE = {−7.5, 7, −6,

−4.5, −3, −1.5, 0, 1.5, 3, 6, 7, 7.5} (see Figure 3.23). Sampling of W (xE) can be

done jointly or individually. If jointly, then W (xE) is simply mean-0 multivariate

Gaussian with covariance matrix specified by rα(xE,xE) and λα. If individually, then

the distribution of W (xEi ) | W (xE−i) can be found with simple conditional Gaussian

rules that are standard for GP predictions. We employ individual sampling because

it is easier to tune for high acceptance ratios.

Figure 3.25 shows the posterior distribution (mean and 95% credible intervals) of

α(x) across the range of the control input. For each value x∗, the distribution of the

predictive mean of W (x∗) | W (x) is found for each Monte Carlo sample of W (x).

Figure 3.18 shows the posterior distribution of sigmoid of those predictive means for

a fine grid.
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Figure 3.25: Posterior distribution of the mixture parameter α(x) across the
control input space.

We see the general shape that we expect for α(x): low (so that model 2 is

preferred) for small and large values of x and high (so that model 1 is preferred)

for middle values of x. The distribution is a little wide at the ends, but still shows

strong preference for the “correct” model. Additionally, the mean of α(x) sharply

changes from one model to another, which aligns with the behavior of the data as

shown in Figure 3.23.

The posterior distributions for the calibration parameters are shown in the Ap-

pendix. More of interest, however, are the posterior distributions of the emulator

means. Figure 3.26 shows the emulator predictions separately and then combined

with α(x) (i.e. as in Equation 3.17).
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Figure 3.26: Distributions of the mean emulator predictions in the mixture cali-
bration model (left), and the mixture prediction with α(x) (right). Separately, the
emulator predictions now fit the data where each model is preferred, which is re-
flected in the mixture prediction enveloping the experimental data across the entire
range of the control input x.

From Figure 3.26, we see that the emulator predictions appropriately predict

the data for which their model is preferred. This joint mixture is a much more

appropriate fit to the experimental data than either model independently (shown in

Figure 3.23). In estimating Ymix(x), as in the right plot of Figure 3.26, the data

are appropriately capture by the mixture of the two models. The model is pulled

towards lower values of f(x), but this is because of the uncertainty of α(x) and the

fact that the non-preferred model is very far from the preferred model (so that a

small departure in α(x) has a large effect on the mixture prediction Ymix(x)).

3.5 Conclusion

In this chapter, we explored methods for model comparison in the context of com-

puter model emulation and calibration, when competing scientific theories are rep-

resented through emulators trained on different slow computer models. We followed

Kamary et al. (2018) in using a mixture model to carry out non-nested Bayesian

comparison, and developed a framework for simultaneously comparing emulators

and carrying out calibration. Examples show that independent calibration results
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can be recovered by conditioning on Monte Carlo draws for which the particular

model is preferred (captured by value of α, the mixture parameter). This insight

allows researchers to simultaneously compare multiple emulators while still carrying

out desired inference on input parameters. This becomes more desirable as number

of models and computational burden of calibration increases, but it also validates the

comparison itself—the calibration input values will change the emulator predictions,

and the fact that independent calibration results can be recovered signifies that the

same models are being tested in the mixture model.

In a Chapter 2 we detailed the calibration model for the JETSCAPE collabora-

tion, which focuses on high-energy particle collision models. The data dictated that

a multivariate framework be used to model the experimental data; this prevented

the straightforward application of standard mixture models, in which the mixture

is applied to independent observations while the joint likelihood is the product of

all individual (and independent) likelihoods. To circumvent this, we developed a

data augmentation scheme which allows for a mixture to be placed on individual

data points so that the joint likelihood is the product of individual likelihoods, while

maintaining the correlation between observations. The method was developed for

emulator comparison problems for which multivariate emulation schemes are either

necessary or great simplifying, but our method provides an avenue for applying mix-

ture models to any two sets of correlated data.

Lastly, we developed non-exchangeable mixture models, in which the mixture

parameter α is a function of control input x. This framework is natural if some

scientific theory is expected to work in some part of the input space but not another;

the model allows for the data to dictate the input space for emulator preference. We

show that calibration inputs adjust such that in the input region for the preferred

model, the emulator predictions match the data much better in the mixture model

than when the emulator is constrained to fit the entire set of data (and so fits all
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the data poorly). Both a linear function of the input and a nonparametric Gaussian

process model are explored for the mixture parameter. The linear function is appro-

priate when there is a single cutoff for model preference change, while the Gaussian

process is more appropriate when model preference may change in multiple places of

the input space. Naturally, the flexibility of the Gaussian process comes at the cost

of modeling difficulties and the necessity of more care being taken in choice of prior.

A clear avenue for extension is the exploration of model comparison for more than

two competing models. In this chapter we focused on comparing two models, but it

is natural to expect three or more models to be in comparison. For the exchangeable

mixture model, the extension to more than two models is a simple change to Dirichlet

distribution prior for α (which is of course a generality of the Beta distribution). For

the non-exchangeable mixture models, in which α is a function of input x, slightly

more modification is needed. Rather than using the CDF of a distribution for the

sigmoid function, instead we would choose a mixture that simplifies to the logistic

function for H = 2:

αh(x) =
eWh(x)

1 +
∑
h<H

eWh(x)
(3.18)

Here h is the model index, and W·(x) is the choice of mixture type (e.g. linear in x, or

a GP over x, etc.). Of course, the values must lie on the simplex
∑

h αh(x) = 1—this

is always true for Equation 3.18, but this restriction is also why we can only specify

H − 1 mixture components. An exploration of the formulation in Equation 3.18

(such as how the calibration posteriors respond, the sensitivity of the mixture to the

inclusion of poor models, etc.) could be a valuable avenue of future research.

There are a couple of other interesting questions that this chapter did not address

as well. The first relates to the pseudo-marginal approach described in Section 3.3.1.

The pseudo-marginal algorithm with large L6 works well when the emulator variance

6 Recall that L is the number of Monte Carlo samples in the estimation of the marginal likelihood.
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is lower than the experimental variance. This can fail when there are not enough

training points, or there are a very large amount of experimental data. When this

happens, the sampler becomes very sticky and has extreme trouble accepting pro-

posed values. Some altered pseudo-marginal algorithm (such as those proposed in

Murray and Graham (2016)) could potentially aid mixing, but investigation into a

threshold for emulation variance compared to experimental variance could be valu-

able for design of calibration problems.

The second issue not addressed by this chapter is the interplay between model

comparison techniques described above and the presence of discrepancy. As discussed

in a previous chapter (as well as in Brynjarsdottir and O’Hagan (2014)), the inclusion

of a discrepancy function is only valuable in calibration problems when there is a

priori information about the inadequacy of the computer model. However, when

the inclusion of discrepancy is appropriate, its magnitude also points to the failure

or success of the computer model to capture the experimental data. The mixture

model in the presence of discrepancy—how the mixture changes the discrepancy, or

how the discrepancy alters the comparison results—could be worth exploring.

Another important avenue worth exploring is the sensitivity of the mixture com-

parison to different sized design spaces. One of the major problems with using Bayes

factors in computer model emulation and calibration problems is that the fact that

the prior distributions on input parameters (sometimes necessarily different) is often

uniform on a compact set. This renders Bayes factors undefined. In preliminary

experimentation, we have found that the mixture method is less sensitive to size

of the design space even with uniform priors. A thorough sensitivity analysis (or

theoretical results if possible) would be valuable to further justify the use of mixture

models for model comparison in this context.

See Algorithm 2.
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Chapter 4

Nonparametric Density Estimation

and Regression With Coarse

Count Data

4.1 Introduction

In this chapter we aim to develop a Bayesian nonparametric model for estimating the

density of data for which we only have coarse histogram counts. There is a rich lit-

erature of Bayesian nonparametric density estimation. Dirichlet Process (DP) priors

have been among the most extensively explored for density estimation (Ferguson,

1973; Antoniak, 1974; Sethuraman, 1994; among many others), though using DP

priors to directly model densities lead to posterior estimates that are discontinuous

everywhere. Additionally, the probabilities for any two disjoint sets have negative

correlation, regardless of distance. Dirichlet Process Mixtures (Lo, 1984; Escobar

and West, 1995) have been thoroughly explored as Bayesian nonparametric models

of continuous densities, but we would like to model densities with processes directly

and avoid specifying an underlying clustering structure. The Logistic Gaussian Pro-

cess (LGP) prior, first proposed in Leonard (1978), is a theoretically appealing alter-

native which controls the smoothness of the density through the covariance function

of the Gaussian process (GP). Lenk (1991, 2003) develops a practical method for
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implementing the LGP prior, relying on the Karhunen-Loève Expansion to find a

finite-dimensional approximation to the GP. While this detail is similar to our pro-

posal, their implementation relies on approximating the probability over bins to be

the value of the density at the bin midpoint, which may be inadequate for coarse

discretization. Tokdar (2007) introduces a novel algorithm for drawing from the

LGP prior, and supplemented it with appealing theoretical results such as posterior

consistency in Tokdar and Ghosh (2007). This method is extended to density re-

gression in Tokdar et al. (2010). While their method is conceptually simple, it can

be computationally intensive, relying on Reversible-Jump MCMC. Riihimäki and

Vehtari (2010) use a Laplace approximation to speed up the LGP, but require a fine

discretization which may not be available in our case.

Other methods have been proposed that also use a Gaussian process to ensure and

control the smoothness of the density. Kundu and Dunson (2014) develop a method

that assigns a GP evaluated at a latent uniform random variable as the mean of

each data point—posterior inference on the latent variables and Gaussian process

hyperpriors drive the estimation. Additionally, regression can be accommodated

by assigning the same latent variable to any predictors. The authors explore the

posterior space through a griddy Gibbs algorithm. In a very different approach,

Adams et al. (2009) employ exact sampling from the prior and exchange sampling

(Møller et al., 2006; Murray et al., 2006) in an augmented variable scheme to avoid

numerical integration of intractable marginal likelihoods.

These methods share the common feature that draws from the density of interest

can be measured directly. Section 4.2 presents some background on foundational

methods and ideas. In Section 4.3, we propose a method for full density estimation

given only coarse histogram count data. We then compare results in a simulation

study to an adaptation of an LGP model. In Section 4.4 we extend this method to

a density regression problem, where inference on the inputs is desired. With this
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regression model, we detail full density prediction and how to carry out computer

model emulation and calibration.

4.2 Background

In this section, we provide some background material on methods used throughout

the rest of the chapter. This material is largely a review of established ideas, and

serves to lay the foundation for later sections.

4.2.1 Histograms

Histograms are frequency counts of draws from a random variable in a collection

of bins. Count data are often represented by a Poisson distribution, so it may be

natural to model the counts in each bin as Poisson with some unknown mean. To

motivate the use of a Multinomial likelihood for our histogram data, we note the

equivalency of a vector of independent Poisson random variables and (conditioned

on the total counts) a Multinomial random variable. The following Lemma specifies

the equivalence.

Lemma 2. If Yj
ind∼ Pois(λj) so that

(
N =

J∑
j=1

Yj

)
∼ Pois (

∑
λj), then ({Yj} | N = n) ∼

Mult(n, {λj/
∑
λj})
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Proof: Let λ =
∑
λj, and consider the conditional density function of ({Yj} | N = n):

πY |N(y1, . . . , yJ | N = n) =
πY,N(y1, . . . , yJ , n)

πN(n)

=
πY (y1, . . . , yJ)

πN(n)

=

(
J∏
j=1

e−λjλ
yj
j

yj!

)
n!

e−λλn

=
n!∏J
j=1 yj!

e−λ
∏J

j=1 λ
yj
j

e−λλn

=
n!∏J
j=1 yj!

J∏
j=1

(λj/λ)yj

which is the p.d.f. of a multinomial random vector with parameters n and {λj/λ}.

The reverse is also simple distribution theory:

Lemma 3. If
∑

j Yj = N ∼ Pois(λ) and ({Yj} | N = n) ∼ Mult(n,p), then Yj
ind∼

Pois(λpj).

Proof: Let J be the length of {Yj}, and consider the joint density function of

{Yj}
πY (Y y1, . . . , yJ) = πY,N(y1, . . . , yJ , n)

= πY |N(y1, . . . , yJ |N = n)πN(n)

=

(
n!

y1! · · · yJ !

J∏
j=1

p
yj
j

)
e−λλn

n!

= e−λ
∑

j pjλ
∑

j yj

J∏
j=1

p
yj
j

yj!

=
J∏
j=1

(λpj)
yje−λpj

yj!

This is joint p.d.f. of J independent Poisson random variables with means λpj.
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4.2.2 Karhunen Loève Expansion

The foundation of our model stems from the Karhuhen-Loève Expansion (KLE),

which details the decomposition of a stochastic process into eigenvalues and eigen-

functions of its covariance function. We aim to show that a GP can be uniquely

specified by an infinite sum of eigenvalues of its covariance kernel. First, however,

we present some background.

Defintion 4.2.1. A Hilbert Space H is vector space endowed with an inner product

such that every Cauchy sequence has a limit in H

This leads us to the important Reproducing Kernel Hilbert Space

Defintion 4.2.2. Let X be a set, and let F be either R or C. A Reproduce Kernel

Hilbert Space (RKHS) is a Hilbert Space H of functions f : X → F such that the

linear function δx : H → F defined by δx(f) = f(x) is bounded (and so continuous).

A consequence of Definition 4.2.2 is that there exists a function c : X × X → F

such that

• ∀x ∈ X , c(·, x) ∈ H

• ∀x ∈ X ,∀f ∈ H, 〈f, c(·, x)〉H = f(x)

Such a function is called a “reproducing kernel.” It can be shown that H is a

RKHS if and only if H has a reproducing kernel. It can also be shown that kernels

associated with a RKHS are unique. The following theorem by Moore shows there

is a one-to-one relationship between the RKHS and its corresponding kernel.

Theorem 4. (Moore) If c : X ×X → F is a kernel function, then ∃ RKHS H such

that c is the reproducing kernel of H.
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Thus, for a given kernel function there exists a unique RKHS for which that kernel

is a reproducing kernel, and that reproducing kernel is unique. It can be shown that

kernel functions are positive functions; i.e, for n distinct points x1, . . . xn ∈ X , the

matrix with i, jth element c(xi, xj) is a positive matrix. The following proposition

connects kernel functions to stochastic processes.

Proposition 5. Let T and Ω be measurable spaces with measures m1 and m2, re-

spectively, and with Borel sets B1 and B2, respectively. Let Y be an L2 stochastic

process, i.e. Y : T × Ω→ F such that for each fixed t ∈ T , the function Yt : Ω→ F

is an L2 random variable. Then the covariance function of Y is a kernel function on

L2(T ,B1,m1).

This directly connects a Gaussian processes to a unique RKHS. A (mean-zero) GP

is uniquely determined by its covariance function, which (by the above proposition)

is a kernel function which uniquely determines a RKHS.

Theorem 6. (Mercer) For T , a compact subset of Rd, let C : T × T → R be a

continuous, positive semidefinite function. Let m1 be a finite Borel measure with

support T , and TC : L2(T ,m1) → L2(T ,m1) be the integral operator of C. Then

there exists a countable collection of orthonormal eigenfunctions {φk} of TC on T

with associated summable eigenvalues {λk} ≥ 0. Additionally,

C(s, t) =
∑
k

λkφk(s)φk(t)

which converges absolutely and uniformly.

We tie this all together with the Karhunen-Loève Expansion:

Theorem 7. (Karhunen-Loève) Let Y : T ×Ω→ R be a centered stochastic process

with covariance function C : T × T → R given by Mercer’s Theorem. Let {φk(t)}
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be orthonormal eigenfunctions of the integral operator TC guaranteed by Mercer’s

Theorem, with corresponding eigenvalues {λk} whose sum
∫
T C(t, t)m1(dt) is finite.

Set

ξk =
1√
λk

∫
T
Y (t)φk(t)m1(dt)

Then {ξk} are uncorrelated random variables with mean 0 and variance 1. Addition-

ally,

∞∑
k=1

√
λkξkφk(t)

converges in L2(Ω) to Y (t).

See Wang (2008) for a simple proof.

With these in hand, we get the main result which will facilitate construction of

Gaussian processes throughout this chapter.

Proposition 8. Let {φk(t)} for t ∈ T be a complete orthonormal system, and {λk ∈

R+} a summable set of positive real numbers. Let ξk
iid∼ Norm(0, 1) be i.i.d standard

Gaussian Random Variables. Then

Z(t) = 1 +
∞∑
k=1

√
λkξkφk(t)

is a unique Gaussian process with mean 1 and covariance function C(s, t) =
∞∑
k=1

λkφk(s)φk(t).

Proof:

To show Proposition 8, we begin with a complete orthonormal system {φk(t)},

values {λk} ∈ R+, and i.i.d. {ξk}
iid∼ Norm(0, 1). Define

Z(t) = 1 +
∞∑
k=1

√
λkξkφk(t)
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Then E(Z(t)) = 1 and

C(s, t) = Cov(Z(s), Z(t))

= E[(Z(s)− 1)(Z(t)− 1)]

=
∞∑
j=1

λjφj(s)φj(t)E(ξ2
j )

⇒
∫
T
C(s, t)φk(t)dt =

∞∑
j=1

λjφj(s)

∫
T
φj(t)φk(t)dt by Fubini

= λkφk(s)

We get the last line because {φk(s)} is an orthonormal system, so
∫
T φi(t)φk(t)dt =

δik.

Thus, {φk(s)} are eigenvectors of C with corresponding eigenvalues λk, and so

by Theorem 7 we can assert that Y (t) is a Gaussian process with kernel function

(and thus covariance function) C. By previously stated RKHS theory, this kernel

and corresponding Gaussian process are unique.

4.3 Density Estimation—Single Histogram

The following presents a model for density f(t) on the unit interval T = (0, 1]

given a vector of coarse bin counts y ∈ RJ . Let bin edges {αj} be increasing for

j ∈ {1, . . . , J}, so that the jth bin has edges (αj−1, αj] and corresponding count yj.
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Let N =
J∑
j=1

yj. For chosen {ak},

y | p ∼ Mult(N,p ) (4.1a)

pj =

∫ αj

αj−1

f(t)dt (4.1b)

f(t) =

[
1 +

∞∑
k=1

√
2akξk cos(πkt)

]
∨ 0 (4.1c)

ξk
iid∼ Norm(0, 1) (4.1d)

Let g(t) = 1 +
∞∑
k=1

√
2akξk cos(πkt) so that f(t) = g(t) ∨ 0. From Section 4.2.2, g(x)

is a GP with mean 1 and covariance function

Cov(g(t), g(t′)) = γg(t, t
′) =

∞∑
k=1

2a2
k cos(πkt) cos(πkt′) (4.2)

The orthonormal basis is {1,
√

2 cos(πkt)} : k ∈ N, and the eigenvalues are {1, a2
k} :

k ∈ N. The smoothness of the GP (depending on choice of {ak}) will induce positive

correlation between nearby bins, which is not guaranteed with density estimation

methods using Dirichlet Processes. Another strong advantage of this method is that

integration over the bins (before maximization) is trivial. For example,∫ αj

αj−1

g(t)dt =

∫ αj

αj−1

[
1 +

∞∑
k=1

√
2akξk cos(πkt)

]
dt

= αj − αj−1 +
∞∑
k=1

√
2akξk[sin(πkαj)− sin(πkαj−1)](πk)−1 (4.3)

This significantly eases posterior computation, which simplifies to inference on {ξk}.

4.3.1 Covariance Function

From Equation 4.2 and Theorem 7, we require that
∑∞

k=1 a
2
k <∞. The choice of ak,

along with {1,
√

2 cos(πkt)}, define the covariance function of g(t). In this chapter,
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we choose ak = crk for some r ∈ (0, 1) and c > 0, because it has a closed form for γg,

though any square-summable sequence will induce a valid covariance function. We

opt to pick c and r rather than learn them from data, as there is likely not enough

information in the data to concentrate posterior values.

Taking advantage of the identity, eix = i sin(x)+cos(x), we can find a closed-form

solution of γg for ak = crk. Let <(x) denote the real part of x. Note

ψ(x) =
∞∑
k=1

c2r2kcos(πkx)

= c2<

{
∞∑
k=1

r2keπikx

}

= c2<

{
∞∑
k=1

(r2eπix)k

}

= c2<
{

r2eπix

1− r2eπix

}

= c2<
{

r2eπix

1− r2eπix
[1− r2e−πix]

[1− r2e−πix]

}

= c2<
{

r2eπix − r4

1− r2(eπix + e−πix) + r4

}

= c2 r2[cos(πx)− r2]

1− 2r2cos(πx) + r4
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From basic trigonometry, cos(x) cos(y) = 1
2
[cos(x+ y) + cos(x− y)]. Thus

γg(t, t
′) =

∞∑
k=1

2a2
k cos(πkt) cos(πkt′)

=
∞∑
k=1

c2r2k cos(πk(t+ t′)) +
∞∑
k=1

c2r2k cos(πk(t− t′))

= ψ(t+ t′) + ψ(t− t′)

= c2 r2[cos(π(t+ t′))− r2]

1− 2r2cos(π(t+ t′)) + r4
+ c2 r2[cos(π(t− t′))− r2]

1− 2r2cos(π(t− t′)) + r4

Evidently, γg is not stationary, and as a result is a little more difficult to study.

As is discussed below, this method is appropriate when the probability that g(t) <

0 is very small, so that with very high probability f(t) = g(t). We can control for

this in the prior in our choice of c and r. Note

γg(t, t) =
c2r2[cos(2πt)− r2]

1− 2r2 cos(2πt) + r4
+

c2r2

1− r2

This function is clearly maximized in [0, 1] at the boundaries; argmaxt[cos(2πt)] =

{0, 1}, which both maximizes the numerator and minimizes the denominator. Thus

γ(t, t) ≤ γg(0, 0) = γg(1, 1) =
2c2r2

1− r2
. (4.4)

With Equation 4.4, for a given value of r ∈ (0, 1) we can find the value of c > 0 that

bounds the prior probability of g(t) < 0. Because g(t) ∼ Norm(1, γg(t, t)) a priori,

then for Φ(x) the c.d.f of a standard Gaussian random variable and some threshold
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probability q,

Prob(g(t) < 0) = q = Φ

(
−1√
γg(t, t)

)

→ Φ−1(q) =
−1√
γg(t, t)

→ 2c2r2

1− r2
=

1

[Φ−1(q)]2

→ c =

√
1− r2

√
2r|Φ−1(q)|

(4.5)

Additionally, when we fit this process to our data, we will necessarily truncate the

number of components to a finite K. The geometric series in the derivation is now

K∑
k=0

(r2eπix)k =
1− (r2eπix)K+1

1− r2eπix

So the truncated covariance function differs from the true series by a term on the

order of r2(K+1).

Other Basis Choices

There are other bases which offer the same analytic convenience, but care must be

taken to understand the resulting covariance function. For example, the basis of

{1,
√

2 sin(2πkt),
√

2 cos(2πkt)} would similarly lead to trivial integration, and has

the (possibly) added benefit of inducing a stationary covariance. I.e., if

Z∗(t) = 1 +
∞∑
k=1

√
2crkξk cos(2πk) +

√
2crkξ′k sin(2πk)

ξk, ξ
′
k

iid∼ Norm(0, 1)
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then

Cov(Z∗(t), Z∗(t′)) = γ∗(t− t′) =
∞∑
k=1

2c2r2k cos(2πk(t− t′))

= 2c2r2 cos(2π(t− t′)− r2

1− cos(2π(t− t′)r2 + r4
(4.6)

Though this covariance function is stationary, it has the undesirable property of

being maximized at (t− t′) ∈ {0, 1,−1}. Figure 4.1 illustrates this phenomenon.
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Figure 4.1: f

or r = 0.7 and c = 0.72] Covariance function in Equation 4.6 over [-1,1] for r = 0.7
and c = 0.72 (chosen so that the prior probability of negative values for the

unmaximized GP is 10−4).

We can see that this stationary periodic covariance function has a period half as

long as desired, so that the correlation of our process is the highest at the boundaries

rather than being close to uncorrelated at the boundaries. For this reason, we opt

to use {cos(πkt), 1} as our basis even though it induces a non-stationary covariance

function.
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4.3.2 Posterior Computation

With r and c fixed, posterior inference revolves around learning ξk for k ∈ {1, . . . , K}.

When fitting the model from Equations 4.1, we replace f(t) in 4.1c with g(t) =

1 +
∞∑
k=1

√
2akξk cos(πkt), and truncate in the posterior as necessary. Note that this

model is designed for densities which are far from zero, so that such truncation never

practically occurs, and posterior probability of g(t) < 0 is small for all t. However,

the Multinomial likelihood is positive only when bin probabilities pj ≥ 0 ∀j; this

must be accounted for in our posterior sampling. Fortunately, this requirement is

easy to accommodate in a Metropolis-Hastings sampling scheme; when updating

each ξk, simply choose a proposal distribution with zero mass where the likelihood is

zero, namely pj < 0 for any j. This is more efficient than proposing an unconstrained

ξk and automatically rejecting a proposal that leads to pj < 0 for some j (and thus

staying at the current value of ξk). This ensures that all proposals in the MCMC

have a positive probability of being accepted (according to the Metropolis-Hastings

ratio), rather than being rejected because the likelihood is 0 for the proposed ξk.

Let ξk′ be the parameter being updated. From Equation 4.3, we can see that for

the jth bin, if [sin(πkαj)− sin(πkαj−1)] > 0,

0 ≤ pj = αj − αj−1 +
√

2ak′ξk′ [sin(πk′αj)− sin(πk′αj−1)](πk′)−1

+
∑
k 6=k′

√
2akξk[sin(πk′αj)− sin(πk′αj−1)](πk)−1

→ −
√

2ak′ξk′ [sin(πk′αj)− sin(πk′αj−1)](πk′)−1 ≤ αj−1 − αj

+
∑
k 6=k′

√
2akξk [sin(πkαj)− sin(πkαj−1)] (πk)−1

→ ξk′ ≥
(πk′)(αj−1 − αj) + (πk′)

∑
k 6=k′

√
2akξk[sin(πkαj)− sin(πkαj−1)](πk)−1

√
2ak′ [sin(πk′αj)− sin(πk′αj−1)]
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This must be true for all J bins, so

ξk′ ≥ maxj

[
(πk′)(αj−1−αj)+(πk′)

∑
k 6=k′

√
2akξk[sin(πkαj)−sin(πkαj−1)](πk)−1

√
2ak′ [sin(πk′αj)−sin(πk′αj−1)]

]
(4.7)

Similarly, if [sin(πkαj)− sin(πkαj−1)] < 0,

→ ξk′ ≤ minj

[
(πk′)(αj−1−αj)+(πk′)

∑
k 6=k′

√
2akξk[sin(πkαj)−sin(πkαj−1)](πk)−1

√
2ak′ [sin(πk′αj)−sin(πk′αj−1)]

]
(4.8)

Let Ak′ and Bk′ be the right side of Equation 4.7 and 4.8, respectively. If we propose

ξk′ such that it is greater than Ak′ and less than Bk′ , our constraints are satisfied

- thus, we choose a Truncated Normal as our proposal distribution in following

Metropolis-Hastings scheme. The sampling scheme is detailed in Algorithm 4, given

in the Appendix.

4.3.3 Example

To examine the accuracy of our model, we compare our method to other choices

for density estimation with coarse histogram data. We take 10,000 draws from the

following mixture model, and bin the draws into J = 10 evenly spaced bins:

xi ∼ 0.5× Beta(7.5, 2.5) + 0.3× Beta(2.5, 7.5) + 0.2× Unif(0, 1) (4.9)

The mixture in Equation 4.9 is unsymmetrical and away from zero at the tails. We

choose K = 27, and r = 0.85; the larger the K, the higher (finite) dimension we’re

projecting the infinite-dimensional GP onto. With too small a choice for K, we would

underestimate uncertainty and the prediction would result in credible intervals which

are too narrow. Similarly, if r is too small, contributions from ξk for larger k would be

swamped out by small rk. However, large r would lead to a short correlation length

of the GP, and we expect our density to be fairly smooth—r = 0.85 was qualitatively
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a good compromise that leads to reasonable uncertainty estimates while keeping the

estimates smooth.

Figure 4.2 shows our model against the histogram data as well as the underlying

truth.
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Figure 4.2: Posterior results from fitting the model to histogram data drawn from
Equation 4.9. The pink histogram shows the data that the model trains on, while
the red line displays the true density. The black line displays the posterior mean,
while the dashed blue line displays the 95% credible interval.

To generate posterior estimates of the continuous function in Figure 4.2, we simply

plug posterior draws of {ξk} into Equation 4.1c at a fine grid of t values. For the

posterior mean, we take the sample mean of these values, and for 95% credible interval

we take the 2.5% and 97.5% quantiles. We can see that even with coarse data, the

density estimate follows the true underlying density rather well, albeit with slight

undercoverage. 86.1% is captured within the 95% credible interval, and the Hellinger

distance between the true mixture and the mean estimate is is 0.036. For reference,
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the Hellinger distance between the kernel density estimate on the 10, 000 direct draws

(which we assume is unavailable) is 0.082. The Hellinger distance between the truth

and a uniform distribution is 0.142. Our estimate most noticeably misses in the tails

of the distribution, where no outward bins inform the estimate. The model took 31

seconds for 13,000 draws.

To explore how the model behaves for different bin widths and choices for N ,

we extend simulation study on this example for J ∈ {5, 10, 20, 30, 50, 100} and K ∈

{10, 20, 30, 50, 70, 100}. To examine mixing of the Markov Chain, we run enough

simulations so that the minimum effective sample size for f(t) over a fine grid is

within 200 draws of 3,000 (estimated by the R package coda). The number of overall

iterations to achieve this is a measure of how well the model mixes. The time per

iteration, total time, Hellinger distance, percent of truth captured by the 95% credible

interval, and average width of the 95% credible interval are also reported. Table 4.1

displays the results.
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Bins K Iterations Iter/s Time (s) Hell. Dist Coverage 95% Int
5 10 9.5 ×104 1280 74 0.100 0.55 0.26
5 20 8.0 ×104 717 112 0.100 0.56 0.29
5 30 8.5 ×104 437 195 0.100 0.57 0.29
5 50 8.5 ×104 244 348 0.100 0.57 0.29
5 70 8.5 ×104 166 511 0.100 0.56 0.29
5 100 8.5 ×104 110 775 0.100 0.56 0.30

10 10 2.5 ×104 1099 23 0.033 0.77 0.13
10 20 3.3 ×104 542 61 0.036 0.87 0.18
10 30 3.5 ×104 369 95 0.036 0.88 0.19
10 50 3.5 ×104 196 178 0.036 0.87 0.18
10 70 3.5 ×104 135 260 0.036 0.88 0.18
10 100 3.8 ×104 101 376 0.036 0.88 0.18
20 10 3.0 ×104 873 34 0.021 0.85 0.12
20 20 2.5 ×104 460 54 0.019 0.90 0.15
20 30 2.5 ×104 303 82 0.019 0.92 0.15
20 50 2.5 ×104 136 184 0.019 0.90 0.15
20 70 2.5 ×104 102 246 0.019 0.93 0.15
20 100 2.5 ×104 74 336 0.019 0.92 0.15
50 10 2.8 ×104 554 51 0.021 0.84 0.12
50 20 2.6 ×104 252 103 0.018 0.96 0.14
50 30 2.5 ×104 181 138 0.018 0.96 0.14
50 50 2.5 ×104 117 213 0.018 0.96 0.14
50 70 2.8 ×104 75 372 0.018 0.96 0.14
50 100 2.8 ×104 47 602 0.018 0.95 0.14

100 10 2.8 ×104 673 42 0.021 0.81 0.12
100 20 2.5 ×104 299 84 0.017 0.94 0.14
100 30 2.8 ×104 164 171 0.017 0.93 0.14
100 50 2.8 ×104 95 294 0.017 0.94 0.14
100 70 2.8 ×104 53 525 0.017 0.94 0.14
100 100 2.8 ×104 31 898 0.017 0.95 0.14

Table 4.1: Results from a simulation study summarizing model performance for
various choices of components K for different number of bins J . The first column
indicates the number of bins J ; the second indicates the number of components K;
the third shows the rough number of iterations required for an effective sample size
of 3,000; the fourth details the iterations per second; the fifth shows the total time
in seconds, the sixth shows the Hellinger distance between the truth and the mean
estimate; the seventh shows the percent of truth covered by the 95% credible interval;
the eighth shows the average 95% credible interval.

There are several takeaways from Table 4.1. The largest impact on runtime
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appears to be K, which is sensible as it is the number of parameters in the model.

As anticipated, the number of bins J has a clear impact on the Hellinger distance:

the average Hellinger distance is 0.1 for 5 bins, 0.036 for 10 bins, 0.019 for 20 bins,

0.018 for 50 bins, and 0.017 for 100 bins. There appears to diminishing returns for

the number of bins (as we still rely on the data drawn) but clearly more bins improves

Hellinger distance. The percentage of the true density function captured within the

95% credible interval also jumps between J = 5 and J = 10, though there is still

slight undercoverage until J = 50. Here we also see that if K = 10 for J > 5, the

percentage of the truth captured is much smaller than for larger K—this is consistent

for all J > 5. We see a similiar phenomenon for the average 95% credible width,

shown in the last column. For all J , the average 95% credible interval width is

slightly smaller for K = 10 and very consistent for K > 10. Table 4.1 suggests that

at least 10 bins are necessary for accurate estimation, and K > 10 is recommended

for appropriate uncertainty.

To better understand the impact of model choices on runtime, we plot the time

in seconds for 50,000 iterations against K, color-coded by number of bins. The result

is shown in Figure 4.3.
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Figure 4.3: Time against the number of components K, for different number of
bins. The colored lines show best-fit linear models.

We see that computation time for 50,000 iterations is nearly linear in K—this

is expected, as K denotes the number of components learned in the sampler. Ad-

ditionally, the slope of this linear relationship increases as a function of number of

bins, indicating that the cost of each additional component increases with number

of bins.

4.3.4 Comparison to Existing Methods

We are somewhat limited in viable comparisons, because other Bayesian methods

for density estimation use direct draws from the distribution of interest rather than

coarse histogram data. As such, we must modify other methods to apply them to

our type of data.
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Logistic Gaussian Process

The Logistic Gaussian Process (LGP) was introduced by Leonard (1978), and further

explored by Lenk (1991, 2003) and Tokdar (2007). The LGP is the normalized

exponentiation of a Gaussian process:

f(t) =
eW (t)∫
T e

W (t)dt
(4.10)

where W (t) is a mean-zero Gaussian process, and T = (0, 1] for our purposes. Since

W (t) (as defined in the above papers) is infinite-dimensional, it is infeasible to cal-

culate the integral in Equation 4.10 in closed form. Lenk (2003) manages this by

also employing the Karhunen-Loève expansion, but makes an approximation that the

probability of f(t) over each discretized bin is equal to the logit at the bin’s midpoint,

rather than the integral over the bin. In contrast, Tokdar (2007) replaces W (t) in

Equation 4.10 with the conditional expectation given W (t) at a select number of

“knots:”

f(t) =
eZ(t)∫
T e

Z(t)dt
(4.11)

Z(t) = E[W (t) | Wm, ϕ]

where Wm = [W (t1), . . . ,W (tm)]′ are the values of W (t) at the knots, and ϕ are

the hyperparameters of W (t). This reduces the dimensionality to m, and allows for

integration over T by evaluating Z(t) on a fine grid and using some quadrature to

find a numerical estimate. Inference focuses on learning the knot values (or rather,

something equal in distribution—see the paper for details), and ϕ.

At each step of the Metropolis-Hastings scheme in Tokdar (2007), the likelihood

is f(t) from Equation 4.11, and so is evaluated at all of the data points. However,

we consider the scenario where only binned counts are available, and so do not have

access to direct draws from the distribution of interest. In order to compare to the
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LGP model, we need to modify it accordingly - the most straightforward way is to

replace f(t) in Equation 4.1c with the f(t) in Equation 4.11, so that the likelihood is

instead multinomial and f(t) from Equation 4.11 represents the underlying density.

The model is as follows:

y | p ∼ Mult(N,p )

pj =

∫ αj

αj−1

f(t)dt

f(t) =
eZ(t)∫
T e

Z(t)dt

Z(t) = E[W (t) | Wm, ϕ]

We apply this model to the same data in Figure 4.2. The results are shown below in

Figure 4.4:
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Figure 4.4: Posterior results from fitting the model the modified LGP model to
histogram data drawn from Equation 4.9. The pink histogram shows the data that
the model trains on, while the red line displays the true density. The black line
displays the posterior mean, while the dashed blue line displays the 95% credible
interval.

This model also performs well, with a Hellinger distance of 0.028 between the

truth and the posterior mean.The uncertainty bands are smaller than our estimate,

with smoother sample paths, with the truth contained in 76% of the 95% credible

intervals. However, the computation takes about three times as long for the same

number of samples - about 91 seconds for 13, 000 posterior draws. The computation

cost likely comes from the need to perform numerical integration for each bin at

every step of the the MCMC chain. This is a significant advantage of our method,

for which integration is trivial and pre-computed. Additionally, the Logistic GP

model is more difficult to tune, with sample paths of Z(t) displaying slow mixing

and high autocorrelations.

In comparison to the expanded simulation study, we ran the LGP model fixing ϕ
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(to avoid recomputing the covariance matrix at each iteration and to better compare

to our model which does not learn the hyperparameters of the covariance matrix).

After 1 million iterations, the effective sample size was still only around 2,500, with

a total runtime of just over 1.5 hours. The Hellinger distance was nearly the same at

0.027, while there was a slight bump in the percentage captured by the 95% credible

interval at 79%.

It’s worth noting that in Tokdar (2007), the final recommended algorithm is one

in which the number of knots and their locations are learned as part of a Reversible-

Jump MCMC scheme. This allows the data to choose the knots, rather than relying

on what would be an arbitrary and difficult choice in that setting. However, with

coarse histogram data, the knots should be fixed at the bin midpoints; because the

integrals between each bins must be estimated at each step of the sampling algorithm,

it is most efficient to place knots at the bin midpoints, and no extra information can

be gained from having more than one knot per bin. Additionally, a Reversible-

Jump MCMC scheme would be even more computationally expensive, and difficult

to implement.

4.4 Density Regression—Multiple Histograms

The method in Section 4.3 is useful for a nonparametric density estimate given

coarse data, but it more importantly provides a framework for extension into density

regression. We expect to use this data in the context of computer emulation and

calibration (see Chapter 2). In the computer emulation context we consider here, a

computer model (which is the function of one or more unknown input parameters)

will produce a histogram as output. Our first goal is to create an emulator which

quickly and accurately predicts the underlying density for new input points. The final

goal is to treat the input as unknown for experimental data, and perform inference
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using the emulator as a surrogate for the computer model. We aim for full density

prediction (rather than merely predicting bin probabilities) because the bins may

be arbitrary, may change over time, and may differ between computer model and

experiment—it is not unusual for there to be a disconnect between theorists and

experimentalists.

We modify the model in Section 4.3 by replacing standard Gaussian priors on ξk

in Equation 4.1c with zero-mean Gaussian process priors with variances fixed at 1.

Let θ ∈ Θ be input parameters on which the histogram and corresponding density

depend. The model is thus extended:

y(θ) | p(θ) ∼ Mult(N,p(θ))

pj(θ) =

∫ αj

αj−1

f(t, θ)dt

f(t, θ) =

[
1 +

∞∑
k=1

√
2akξk(θ) cos(πkt)

]
∨ 0

ξk(·)
iid∼ GP(0, r(·, · | `k))

`k ∼ Ga(a, b)

π(θ) ∼ π(dθ)

Here r(·, ·) is a correlation function with length parameter `k—we choose square-

exponential, though other choices such as Matérn are appropriate as well. Marginally,

ξk(θ) ∼ Norm(0, 1) and so for fixed θ the model simplifies to that of Equations 4.1.

However, the prior assignment of a GP induces a correlation across histograms.

We proceed with a modular analysis, as suggested by Bayarri et al. (2007a) and

Liu et al. (2009)—we train the emulator independently from performing inference on

the calibration parameter.
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4.4.1 Training the Emulator

We suppose we have an expensive computer model such that for any θ∗, we can

produce output y(θ∗). The goal of our emulator is to quickly produce an estimate of

f(t, θ) (and hence p(θ)) for unseen θ, so that we might use this is as a surrogate for

the computer model when later performing inference on θ. However, in the modular

fashion, we will train the emulator using strictly the computer model data. See

Section 2.2.1 for a discussion of modularization; in this context, we want to prevent

the training of {ξk(·)} to affect inference on θ. Let θD = [θD1 , . . . , θ
D
I ] be the design

inputs, with corresponding output vectors {yi}; we train our emulator by fitting the

following model:

yi | p(θDi )
ind∼ Mult(Ni,p(θDi ) ) (4.12a)

pj(θ
D
i ) =

∫ αj

αj−1

f(t, θDi )dt (4.12b)

f(t, θDi ) =

[
1 +

∞∑
k=1

√
2akξk(θ

D
i ) cos(πkt)

]
∨ 0 (4.12c)

ξk(θ
D)

ind∼ Norm(0, r(θD,θD | `k)) (4.12d)

`k ∼ Ga(a, b) (4.12e)

where r(θD,θD | `k) ∈ RI×I is the correlation matrix applying r(·, · | `k) pairwise to

every θDi ∈ θD, and ξk(θ
D) = [ξk(θ

D
1 ), . . . , ξk(θ

D
I )]′. Training the emulator comprises

of finding posterior estimates of {ξk(θD)} and {`k}, as detailed in the Metropolis-

Hastings Algorithm 5 (also given in the Appendix). We found updating ξk(θ
D) one

element at a time to be the most effective to achieve proper mixing; this entails

finding the prior distribution of ξk(θ
D
i ) | ξk(θD−i), i.e. the conditional distribution of

ξk(·) at θDi given values of ξk(·) at all other values of θD. Because ξk(·) is assigned a

GP prior, we can find the conditional prior distribution of ξk(θ
D
i ) given the current

values of ξk(θ
D
−i) through conditional Gaussian rules. This is largest difference from
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Algorithm 4.

For our latent GPs {ξk(·)}, we choose a squared exponential covariance function

with unit variance, i.e.,

Cov(ξk(s), ξk(t)) = r(s, t | `k) = exp

{
−
(
s− t
`k

)2
}

(4.13)

4.4.2 Prediction

Posterior prediction of the density f(·, θ∗) for new input θ∗ is equivalent to posterior

prediction of {ξk(θ∗)}for k ≤ K. It is straightforward to find the distribution of

{ξk(θ∗)} | {ξk(θD )}, where θD = [θD1 , . . . , θ
D
I ] is the vector of design inputs; how-

ever, because the GPs {ξk(θD )} are latent, we have only Monte Carlo draws from

Algorithm 5. In the interest of including the uncertainty from {ξk(θD )} and {`k}, we

must find the predictive distribution of each ξmk (θ∗), and average over those draws.

Let Σk,m
12 ∈ R1×I be the covariance matrix created by applying r(·, · | `mk ) (from

Equation 4.13) to every pair of (θ∗, θDi ) across i, and Σk,m
21 its transpose. Let Σk,m

22

be the covariance matrix created by applying r(·, · | `mk ) to every pair of design

points (i.e. {θDi } across i). Let ξmk (θD ) = [ξmk (θD1 ), . . . ξmk (θDI )]′. Then the predictive

distribution is

ξmk (θ∗) | ξmk (θD ) ∼ Norm(µ∗k,m, σ
2∗
k,m) (4.14)

µ∗k,m = Σk,m
12 (Σk,m

22 )−1ξmk (θD) (4.15)

σ2∗
k,m = Σk,m

11 − Σk,m
12 (Σk,m

22 )−1Σk,m
21 (4.16)

To find the posterior predictive distribution of f(t), make a draw at every m in

Equation 4.14, then plug these Monte Carlo draws into Equation 4.12c to obtain

draws fm(t, θ∗) | {ξmk (θD )} across t for m ∈ {1, . . . ,M}. The sample mean of these

draws is our estimate, and the 2.5% and 97.5% quantiles the bounds on our 95%

credible interval.
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Example

To test the regression capabilities of this model, we run a simulation study on the

following data, with b ∈ {1, . . . , 12}:

Mn(b)
iid∼ 0.5× Unif(0, 1) + 0.5× Beta(6, b+ 0.5) for n ∈ {1, . . . , 104}

Yj(b) =
∑
n

1[αj−1,αj)(Mn(b))

y(b) = [Y1(b), . . . , YJ(b)]′

To test predictive accuracy, we consider unseen data generated by b∗ = 2.5. We

trained the model on {y(b)} for b ∈ {1, . . . , 12} via Algorithm 5, and then predicted

the underlying density for b∗ = 2.5 using the method described at the end of Sec-

tion 4.4.2. Figure 4.5a shows the histogram data (points connected for clarity), while

Figure 4.5b shows the posterior prediction for this held-out data given only the input

which created the held-out histogram.

We chose r = 0.85, and used Equation 4.5 to find c. We choose K = 9, as

we found that posterior variance is inflated in the density regression setting so that

larger K is not necessary.
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(a) (b)

Figure 4.5: (a) shows histogram proportions on which the model is trained, with
points connected and colored for the same input. The data in black is held out for
prediction. (b) shows posterior predictive mean and 95% credible interval against
the truth underlying data, and with the unseen histogram superimposed.

Note in Figure 4.5b, the model predicts the density given the trained emulators

and b∗ = 2.5—it does not see the pink histogram when predicting the density. In

spite of this, the density prediction is quite accurate, with a Hellinger distance of

0.008. The 95% credible interval captures the true density across the entire space.

While again the model is fit without the maximum constraint in Equation 4.12c, there

were no draws with estimated densities which needed to be truncated; similarly, in

prediction, all posterior predictive draws were strictly positive across [0, 1]. Because

of this, we were in fact sampling from Equation 4.12c directly.

Comparison to PCA

A näıve approach to prediction in this context would be to treat each histogram as J-

dimensional multivariate vector and proceed in the same manner as Chapter 2: rotate

the data via principal component analysis (PCA), train independent emulators, and

then rotate back to the physical space after predicting. This method is extremely
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fast (seconds to train and predict), but has two serious drawbacks—there is nothing

in the model to specify that nearby bins should be positively correlated, and full

density estimation is impossible. Bin assignments are often arbitrary, so the second

issue is somewhat problematic. It is also an insurmountable issue if bins are not

exactly the same between field data and computer model.

To compare predictive ability to PCA, we find the posterior predictive (out of

sample) bin probabilities compared to those with PCA. Figure 4.6 displays the com-

parison

(a) PCA (b) Our model

Figure 4.6: Posterior bin probabilities for out-of-sample histogram. The left plot
displays the bin probabilities using PCA (treating each histogram as a multivariate
vector), while the left displays the bin probabilities using the full density prediction
model outlined above. The bins are denoted by their midpoints.

From Figure 4.6, we can see that PCA succeeds in estimating the true bin prob-

abilities having trained on the other histograms, with comparable uncertainties in

model bin probability predictions. Our full density prediction model also captures

the true bin probabilities within the 95% credible intervals, but have slightly tighter

uncertainty bounds - the average credible interval of predictive bin probabilities is
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0.0142 for our model, and 0.0197 for the PCA model. While much more compu-

tationally expensive, our method provides realistic full density estimation, induces

positive correlation between adjacent bins, and predicts correct probability bins with

tighter credible intervals.

4.4.3 Calibration

The end goal in computer emulation problems is often so-called “calibration,” or

inference on parameters to the computer model that do not vary in nature. This was

a major focus of Chapter 2—here I aim to explore calibration with our histogram

emulator. The computer emulator will be our trained model from Section 4.4.1, and

will predict a full density given a new input parameter.

Consider the calibration model for input θ given experimental histogram yE. Let

θD be the vector of design inputs, let ξk(θ
D ) = [ξk(θ

D
1 ), . . . , ξk(θ

D
I )] be the GP values

at design inputs, and {ξk(θD )} be the collection of {ξk(θD )} across k ∈ {1, . . . , K}.

Let `k be the length parameter for GP k. Let D = {θD, {ξk(θD )}, {`k}}. θD has

been linearly scaled to lie in [0, 1]. Let NE be the total number of counts for the

experimental histogram.

yE | p(θ) ∼ Mult(NE,p(θ)) (4.17)

pj(θ) =

∫ αj

αj−1

f(t, θ | D) (4.18)

f(t, θ | D) =

[
1 +

∞∑
k=1

√
2crkξk(θ | D) cos(πkt)

]
∨ 0 (4.19)

ξk(θ) | D ∼ N(µ∗k, σ
2
k
∗
)

θ ∼ Unif(0, 1)

where µ∗k and σ2
k
∗

are given by Equations 4.15 and 4.16, respectively, without the m

superscript. Algorithm 5 outputs M draws from π({dξk(θD )}, {d`k}), so D is not
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known as suggested by the model. Thus, similar to prediction, we include them as

parameters in the model. We are interested in posterior samples of θ | yE, which

would be usually achieved by sampling from π({dξk(θ)}, dθ, dξk(θD ), {d`k} | yE) via

Makov Chain Monte Carlo and extracting the marginal distribution of θ. However,

there are complications that make this infeasible with standard MCMC methods.

The first is that we do not have a closed form for the p.d.f.s π({ξk(θD )}) or π({`k}),

and thus no way to evaluate these prior distributions. Second, even if we were

to ignore uncertainty in {ξk(θD )} and {`k} by fixing their values at the sampled

means from the training algorithm described in Section 4.4.1, MCMC is prohibitively

difficult to tune and has extreme difficulty in mixing. To alleviate these issues, we

resort to an importance sampling scheme.

Importance Sampling

Importance sampling is useful when we wish to compute the expectation of some

function h(x) over some distribution p(dx) with density function p(x)1, but the usual

Monte Carlo estimate

Êp[h(x)] =
1

N

N∑
i=1

h(xi), xi
iid∼ p(dx)

is unsuitable for some reason (p(dx) is difficult to draw from, h(x) is very large in

areas where the density function for p(dx) is very small, etc.). Importance sampling

introduces a proposal distribution q(dx) which has a density function q(x) with

heavier tails than p(x), and is easy to sample from. Then

Ep[h(x)] = Eq

[
h(x)p(x)

q(dx)

]
1 Assume in this section that all densities are absolutely continuous with respect to the Lebesgue

measure
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so that the Monte Carlo estimate is

Êp[h(x)] =
1

N

N∑
i=1

h(xi)p(xi)

q(xi)
, xi

iid∼ q(x)

If p(x) is an unnormalized density, or is only known up to a normalizing constant

(as is often the case), then the importance sampling estimate is adjusted by

Ep[h(x)] =
Eq
[
h(x)p(x)
q(x)

]
Eq [p(x)/q(x)]

since Eq [p(x)/q(x)] =
∫
X p(x)q(x)/q(x)dx =

∫
X p(x)dx. The Monte Carlo estimate is

Êp[h(x)] =

N∑
i=1

h(xi)p(xi)
q(xi)

N∑
i=1

p(xi)
q(xi)

, xi
iid∼ q(dx)

since the (1/N) in the numerator and denominator cancel. Let wi = p(xi)/q(xi) be

the unnormalized weights, and w̃i = p(xi)/q(xi)∑N
i=1 p(xi)/q(xi)

. Then the estimate simplifies to

Êp[h(x)] =
N∑
i=1

h(xi)w̃i xi
iid∼ q(dx) (4.20)

In our setup, p(x) is the posterior p.d.f. π
(
{ξk(θ)}, θ, ξk(θD ), {`k} | yE

)
, which by

Bayes rule is

π
(
{ξk(θ)},θ, {ξk(θD )}, {`k} | yE

)
∝

L
(
yE | {ξk(θ)}

) [ K∏
k=1

π
(
ξk(θ) | ξk(θD ), `k

)
π
(
ξk(θ

D ), `k
)]
π(θ)

Recall that a difficulty of this model is that we only have draws from the prior

π
(
{dξk(θD), d`k}

)
rather than a closed-form distribution2. Importance sampling

2 These draws come from the output of Algorithm 5. Recall that this is a modular calibration
algorithm, so “posterior” draws (given the design input and output) from Algorithm 5 serve as
“prior” draws when performing inference on θ.
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allows us to circumvent this hurdle by choosing our proposal distribution to be the

prior

[
K∏
k=1

π
(
dξk(θ) | ξk(θD ), `k

)
π
(
dξk(θ

D ), d`k
)]
π(dθ), from which we can sample

by composition. Then our importance sampling weight wi = p(x)/q(x) is simply

the likelihood evaluated at each sample from the joint prior. To find the posterior

estimate of θ, we set h(x) = x in Equation 4.20; make many draws from the prior,

and sum the product of θ times the likelihood at each point normalized by the sum

of all values of the likelihood.

The obvious downside to using the prior as the proposal distribution is the pos-

sibility of a large amount of draws for which the importance sampling weights are

close to zero. To mitigate this, we propose a two-step algorithm. First, estimate

the normalized weights at a fine grid of θ, then choose a beta distribution as a pro-

posal distribution for θ that most closely matches the grid. Now, the importance

weight w(xi) is the likelihood divided by the beta distribution evaluated at the draw.

Algorithm 3 details the two-part scheme.

117



Algorithm 3 Importance sampling for calibration

Require:
1: • Experimental data yE

• T samples of {ξk(θD ), `k} output from Algorithm 5

• Likelihood function L(yE | {ξk(θ)}), Multinomial defined by Equa-
tions 4.17–4.19

Ensure: Êp[h(θ)], where p(dθ) is the marginal posterior of θ given yE

2: Make a fine grid ΘT = [θ1, . . . , θT ] . Part 1: finding Beta proposal
3: for θt ∈ ΘT do
4: Draw {ξk(θD ), `k} randomly from among samples of Algorithm 5
5: Draw {ξk(θt) | ξk(θD ), `k} from conditional normal
6: Calculate wt = L(yE | {ξk(θt)})
7: end for
8: Find normalized weights w̃t = wt∑T

t=1 wt

9: Find beta distribution that most closely matches the normalized weights. Denote
by π0(θ)

10: for i ∈ {1, . . . , N} do . Part 2: finding importance sampling estimate
11: Draw {ξk(θD ), `k} randomly from among samples of Algorithm 5
12: Draw θi ∼ π0(dθ)
13: Draw {ξk(θi) | ξk(θD ), `k} from conditional normal
14: Calculate wi = L(yE | {ξk(θi)})/π0(θi)
15: end for
16: Find normalized weights w̃i = wi∑N

i=1Wi

17: Calculate Êp[h(θ)] =
∑N

i=1 h(θi)w̃i

The posterior estimate of θ for calibration is found by setting h(θ) = θ. For

credible intervals, we estimate the qth quantile by h(θ) = inf{θ : q < P (θ)} where

P (θ) is the posterior c.d.f. In practice we order θ, and add ŵi until the sum is greater

than q.
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Figure 4.7: Part 1 of Algorithm 3, estimating w̃(θ) over a grid of values to find
an appropriate proposal density

From Figure 4.7, we see that the posterior is fairly concentrated—we choose a

proposal distribution of Beta(2.5, 16) to be concentrated around the estimated mean

.135 with wider tails. After running Part 2 of Algorithm 3 with a Beta(2.5, 16), we

find a posterior mean of 0.140, with 95% credible interval [0.132, 0.148] - our truth

is 0.136. Thus, we find that this calibration scheme adequately captures the truth,

with a tight credible interval.

Comparison to PCA

The näıve method treats each histogram as a multivariate output, and follows the

same structure as Chapter 2. For J bins, we treat each histogram as an element in

RJ , so that jointly the I training histograms are concatenated to a matrix in RI×J .

This design output matrix is rotated into an orthogonal space via PCA, and the first

r columns are used in training r independent Gaussian processes with RobustGaSP.

Let V be the matrix of the right singular vectors, and let µ∗(θ) and Σ∗(θ) be the

predictive mean vector and diagonal predictive variance matrix for new input θ, as
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given by Equations 2.4 and 2.5, respectively. Here we use all J principal components,

rather the a smaller subset based on variance explained, because J is relatively small.

Let yE be “experimental” data, i.e. the histogram for which we want to infer θ. Let

ΣE be the experimental covariance matrix. After marginalizing out the emulators,

the calibration model is thus

yE ∼ Norm(µ∗(θ)V′, ΣE + VΣ∗(θ)V′)

θ ∼ Unif(0, 1)

See Section 2.3.2 for more details.

By treating our experimental data as multivariate, we require knowledge of ΣE.

Often individual experimental variances are given, and we estimate correlation be-

tween points with a correlation function such as squared exponential. For this sim-

ulation study, we choose the variances of the counts at each bins to be equal to the

counts themselves, based on the Poisson distribution. For the correlation function,

we use a power exponential with length ` = 0.1 and power α = 1.9. Explicitly, the

i, jth entry of ΣE is

ΣE
ij = σiσj exp

{
(ai − aj)α

`2

}
(4.21)

where ai is the bin midpoint of bin i, and σi is the square root of the counts in bin i.

The posterior trace plot and histogram for θ are shown in Figure 4.8.
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Figure 4.8: Posterior trace plot and density for calibration under the PCA frame-
work

We see from Figure 4.8 that the emulator does an acceptable job of recovering

the truth, though the posterior looks multi-modal. Upon investigation, this comes

from the choice of ΣE—Figure 4.9 shows the likelihood across a fine grid of θ values,

for two choices of ΣE.

Figure 4.9: Log-likelihood in the calibration model for two choices of ΣE. ΣE

constructed in Equation 4.21 results in the highly multi-modal log likelihood on the
left. A diagonal ΣE results in the concave log-likelihood on the right.

Clearly, the log-likelihood with the ΣE constructed in Equation 4.21 is much more

difficult to work with than the log-likelihood resulting from a diagonal ΣE. However,

it seems far too strong an assumption that the elements of yE are uncorrelated across
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the bin midpoints. The choice of ΣE is impactful on the calibration results, but it

is difficult to assign in most problems. However, this assignment is necessary if we

treat the data as multivariate Gaussian, and an issue that our model in Section 4.4.3

circumvents.

4.5 Conclusion

In this chapter we presented a Bayesian nonparametric density estimation method

based only on coarse histogram count data. The method uses the Karhunen-Loève

Expansion to construct a finite-dimensional GP; with an appropriate choice of basis,

the integration over the bins becomes trivial and can be pre-computed analytically.

This avoids numerical approximations or complicated sampling schemes to calculate

the normalizing constant, as in many other nonparametric methods. The obvious

downside of our method is that to ensure positivity we must take the maximum of

our density estimate and zero, which would remove analytic tractability. However,

we note that our method is designed for densities that are far from zero so that such

maximization need never occur in practice. In a simulation study, we demonstrated

that our method is nearly as accurate as a comparable method using the Logistic

Gaussian Process prior, while having lower runtime and faster mixing.

Using this foundation, we extended the model to density regression. The mo-

tivation for this extension is the computer emulation context, in which we require

a fast surrogate to an expensive computer model that produces a histogram for a

given input parameter. We devised a model that trains on a set of histograms and

corresponding input parameters so that for any new input parameter, the full den-

sity can be predicted. The model showed very good predictive accuracy for the full

density, which would not be possible with näıve approaches that would treat the

histogram data as multivariate. This could be important for computer emulation
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problems when bin assignments differ between experiment and computer model. We

also devised an importance sampling algorithm for performing inference on the input

parameter to the computer model. We found in a simulation study that we recovered

the true parameter with importance sampling, while avoiding difficult assignments

of covariance matrices that are necessary with standard calibration schemes.
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Chapter 5

Conclusion

This thesis provided methodology for various applications in the field of computer

model emulation and calibration. Most of the motivation originated from the analysis

of high-energy particle collision data, though the methods detailed here are applica-

ble in any instance where a Gaussian process is trained as an emulator for a slow

computer model. The thesis first developed a framework for emulation and calibra-

tion with multivariate data which served as a baseline model for the remainder of the

dissertation. The model described in the second chapter was not itself novel, as it

pulled together various ideas previously put forth in the literature (specifically, using

PCA to rotate the data into an orthogonal space so that independent Gaussian pro-

cesses could be trained, and then modularizing the calibration scheme). However, it

was fundamental to the rest of the chapter, and foundational for other new methods

described. Additionally, it provided important details to our physics collaborators,

as the calibration model described was applied to state-of-the-art particle collision

computer models and experimental data; the results are currently being prepared for

publication.

In Chapter 3, we aimed to address the problem of multiple computer models

attempting to replicate the same experimental data. This occurs when there are

competing scientific theories for the same phenomenon, and so different computer
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models are constructed to explain it. We approached this as a Bayesian non-nested

model choice problem, and adapted methodology from a recent preprint that suggests

using a mixture model for model comparison. We detailed how exactly the mixture

model would be constructed for computer model emulation and calibration, and

showed how the calibration results from the independent calibration models can be

recovered from the MCMC results of the mixture model. We then extended the

method in a data augmentation scheme that allows for correlated experimental data,

in order to apply it in conjunction with the multivariate-output calibration model for

high-energy particle collision data. Finally, we developed models for nonexchangeable

mixture models, in which the mixture model is a function of an input parameter.

In the last chapter, we constructed a Bayesian nonparametric density estimation

model for coarsely-binned count data. This method provides full density estimation

with appropriate spatial correlation, while requiring only binned data rather than

direct draws from the distribution. Based on the Karhunen-Loève Expansion, our

method allows for analytic integration between bins, avoiding numerical approxima-

tion or computational burdens of other methods. We showed that the method has

comparable accuracy and possible improved computational gains to an adaptation

of the Logistic Gaussian Process method, a standard in nonparametric density esti-

mation. We then extended our method to density regression, and demonstrated its

predictive ability. Lastly, we compared the density regression and prediction model

for calibration to a näıve approach which treats the binned counts as multivariate

normal data and learns cross-bin correlation through PCA. Our method performed

at least as well as PCA, while being available in cases in which bins differ between

experiment and computer model.

There are several extensions and natural directions for topics explored in this

thesis, some of which are discussed in the relevant chapters. The most immedi-

ate extension which is applicable across all chapters, is the inclusion of a discrep-
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ancy function. The treatment of discrepancy requires some care—Brynjarsdottir and

O’Hagan (2014) show that a discrepancy function is unhelpful in recovering the true

calibration parameter unless subjective prior information is incorporated. As such,

in all of our models we have opted for the “denial” model which assumes that the

computer model correctly represents the real underlying process without discrepancy

or bias. This not only makes modeling and computation more convenient, but also

directly solves the problem of finding the most appropriate calibration posterior un-

der the assumption of a true computer model. Of course, discrepancy may be more

appropriate if prediction of experimental data is the goal, but because our goal was

strictly calibration we disregarded discrepancy.

If we were to include a discrepancy function in the model for JETSCAPE data

(i.e. the application in Chapter 2), we would need a separate discrepancy function for

each collision system/centrality combination. Paulo et al. (2012) propose a similar

model for what they call the bias function, though they assign independent Gaus-

sian distributions to the terms rather than a Gaussian process to the whole function.

Separate discrepancy functions with the same calibration parameters may alleviate

some of the confounding inherent in modeling both a discrepancy function and cal-

ibration parameters simultaneously. Further investigation—with and without prior

information—could be illuminating.

The mixture framework in the context of emulation and calibration described in

Chapter 3 has some clear extensions as well. Including discrepancy in these models

is a challenging problem, even outside of the lack of prior knowledge. It could be

argued that discrepancy is itself a measure of fit of the computer model to the exper-

imental data, and that including it may wash away model preference. Exploration

of how to incorporate discrepancy functions in the mixture model, and how metrics

involving the discrepancy function compare to the mixture model parameter without

discrepancy function, could be fruitful for future model comparison problems in this
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context.

As discussed at the end of Chapter 3, another obvious extension to the methods

discussed is the comparison of more than two models. For the exchangeable mixture,

this is a trivial change to Dirichlet prior rather than Beta prior for the mixture

parameter; for the nonexchangeable model, we suggested (at the end of the chapter)

a parameterization of the mixture parameter which simplifies to the logistic function

for two models.

Lastly, there are some unanswered questions surrounding calibration with high-

energy particle collisions that are worth addressing. Most pressing is the apparent

sensitivity to the number of principal components; the calibration posteriors can

sometimes change in non-trivial ways even when 99.99% of the variation is explained

by the number of components being used. Currently, there is no well-motivated

heuristic for number of components to choose, as most authors suggest an ad-hoc

cutoff for percentage of variance explained, or else look for the “elbow” for the

biggest change in diminishing returns of variance explained. Is variance explained

not an adequate measure for choosing the number of principal components? Are

there application-specific adjustments for variance explained that could capture the

stability of calibration parameters? These questions could be very useful in high-

energy particle collision applications, where few principal components explain a high

percentage of variance.
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Appendix A

Sampling Algorithms for

Chapter 4

Algorithm 4 Metropolis-Hastings for single density estimation

Require:
1: • Histogram data y, and total histogram counts N

• Bin edges {αj} for j ∈ {0, . . . , J}
• Tuning parameter κx

Ensure: M draws from the joint posterior of {ξk}
2: Draw ξ−Bk ∼ N(0, 1) for k ∈ {1, . . . , K}
3: for m ∈ {−B + 1, . . . ,M} do
4: for k′ ∈ {1, . . . , K} do
5: Calculate constraints Ak′,i and Bk′,i . See Equations 4.7 and 4.8
6: Draw ξ∗k′ ∼ TN(ξm−1

k′ , κx)[Ak′ ,Bk′ ]

7: Calculate p∗j =
∫ αj

αj−1

{[∑K
k=1

√
2rk cos(πkt)ξ∗k

]
+ 1
}
dt for all j

8: Calculate pm−1
j =

∫ αj

αj−1

{[∑K
k=1

√
2rk cos(πkt)ξm−1

k

]
+ 1
}
dt for all j

9: Draw U ∼ Exp(1) and calculate

r = log(Mult(y | N,p∗)) + log(Norm(ξ∗k′ | 0, 1))

− log(Mult(y | N,pm−1))− log(Norm(ξm−1
k′ | 0, 1))

10: Calculate

r = r + log(TN(ξm−1
k′ | ξ∗k′ , κx)[Ak′ ,Bk′ ]

)− log(TN(ξ∗k′ | ξm−1
k′ , κx)[Ak′ ,Bk′ ]

)
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11: if U > −r then
12: ξmk′ ← ξ∗k′
13: else
14: ξmk′ ← ξm−1

k′

15: end if
16: end for
17: end for
18: Discard all ξmk for m ≤ 0

Algorithm 4 details the Metropolis-Hastings sampling algorithm for learning the

components of the Karhunen-Loève Expansion in the single density estimation model.

Note that the truncation bounds Ak′,i and Bk′,i arise from the condition that the

probability of each bin must be non-negative. See Section 4.3.2 for more details.
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Algorithm 5 Metropolis-Hastings to train emulators in density regression

Require:
1: • Computer model inputs {θi}, corresponding output histograms {yi}, and

within-histogram counts {Ni} for i ∈ {1, . . . , I}
• Bin edges {αj} for j ∈ {1, . . . , J}
• Prior π(d`)

• Tuning parameters κx, κ`
Ensure: M draws from the joint posterior of {ξk(θi)} and {`k} across all i and k

2: Draw ξk(θi)
−B ∼ N(0, 1) for k ∈ {1, . . . , K} and i ∈ {1, . . . , I}

3: Draw `−B ∼ π(d`)
4: for m ∈ {−B + 1, . . . ,M} do
5: for k+ ∈ {1, . . . , K} do
6: for i ∈ {1, . . . , I} do
7: Calculate constraints Ak+,i and Bk+,i

8: Draw ξ∗k+(θi) ∼ TN(ξm−1
k+ (θi), κx)[Ak+,i,Bk+,i]

9: Calculate µk+i = E(ξ∗k+(θi) | {ξm−1
k+ (θ−i)}, `m−1

k+ )
10: Calculate Σk+i = Cov(ξ∗k+(θi) | {ξm−1

k+ (θ−i)}, `m−1
k+ )

11: Calculate p∗(θi)j =
∫ αj

αj−1

{[∑K
k=1

√
2rk cos(πkt)ξ∗k(θi)

]
+ 1
}
dt ∀j

12: Calculate pm−1(θi)j =
∫ αj

αj−1

{[∑K
k=1

√
2rk cos(πkt)ξm−1

k (θi)
]

+ 1
}
dt∀j

13: Draw U ∼ Exp(1) and calculate

r = log(Mult(yi | Ni, p
∗(θi))) + log(Norm(ξk+(θi)

∗ | µk+i,Σk+i))

− log(Mult(yi | Ni, p
m−1(θi)))− log(Norm(ξk+(θi)

m−1 | µk+i,Σk+i))

14: Calculate

r = r + log(TN(ξm−1
k+ (θi) | ξ∗k+(θi), κx)[Ak+,i,Bk+,i]

)

− log(TN(ξ∗k+(θi) | ξm−1
k+ (θi), κx)[Ak+,i,Bk+,i]

)

15: if U > −r then
16: ξmk+(θi)← ξ∗k+(θi)
17: else
18: ξmk+(θi)← ξm−1

k+ (θi)
19: end if
20: end for
21: Draw `∗k+ ∼ Norm(`m−1

k+ , κ`)
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22: Calculate µ∗k+i = E(ξmk+(θi) | ξmk+(θ1), . . . , ξmk+(θI), `
∗
k+)

23: Calculate Σ∗k+i = Cov(ξmk+(θi) | ξmk+(θ1), . . . , ξmk+(θI), `
∗
k+)

24: Calculate µm−1
k+i = E(ξmk+(θi) | ξmk+(θ1), . . . , ξmk+(θI), `

m−1
k+ )

25: Calculate Σm−1
k+i = Cov(ξmk+(θi) | ξmk+(θ1), . . . , ξmk+(θI), `

m−1
k+ )

26: Draw U ∼ Exp(1) and Calculate

r = log(Norm(ξk+(θi) | µ∗k+i,Σ∗k+i)) + π(`∗k+)

− log(Norm(ξk+(θi) | µm−1
k+i ,Σ

m−1
k+i )) − π(`m−1

k+ )

27: if U > −r then
28: `mk+ ← `∗k+
29: else
30: `mk+ ← `m−1

k+

31: end if
32: end for
33: end for
34: Discard `mk and ξmk (θi) for all m ≤ 0

Algorithm 5 details the Metropolis-Hastings sampling scheme for the first step in

density prediction, which is training the “emulators” on design data. Here we use the

word “emulator” to signify that this model will stand as a surrogate to an expensive

computer model, providing prediction with uncertainty for a given input. In this

context, prediction entails predicting a full density. Equations 4.12 describe the

model being fit; note that each component vector ξk(·) is a GP, so that realizations

across the design input θD are multivariate Gaussian. In Algorithm 5, we update

component elements individually, finding the conditional distribution of ξk(θ
D
i ) |

ξk(θ
D
−i). Note that the predictive mean and covariance values in this conditional

distribution come from the standard conditioning rules, given by Equations 1.1b and

1.1c. Algorithm 5 generates posterior draws for component elements ξk(θ
D
i ) for the

realizations of GP ξk(·) at all design input points θD, for all k, as well as draws from

the posterior distribution of the length correlation parameter `k for the GPs.
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