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Abstract 
A need exists for an intraoperative margin assessment tool that can improve the 

efficiency of pathological assessment by efficient classification of excised tissue 

boundaries. To address this need, we have developed a system that combines X-ray 

diffraction imaging with a neural network classifier to achieve high-resolution, high-

accuracy cancer imaging. The system’s X-ray diffraction imaging component is 

constructed using a Coded Aperture Coherent Scatter Spectral Imaging (CACSSI) 

arrangement, which provides tissue-specific molecular-scale contrast, and processes this 

data through a multi-layer perceptron neural network. Our current system shows 

upwards of 84% classification accuracy compared to the gold standard of pathological 

assessment. Compared to our previous system, this is a 10% improvement in 

classification accuracy and is achieved in less than a third of the time needed by our 

previous system. 
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1. Introduction 
Currently, the American Cancer Society estimates that, on average, 1 in 8 women 

in the U.S. will develop breast cancer at some point in their life. More specifically, in 

2019 an estimated 268,000 new cases of invasive breast cancer and 62,930 new cases of 

carcinoma in situ (CIS; noninvasive; early stage) will be diagnosed in the U.S. [1] [2] But 

this is only a piece of the picture. These figures do not include those women currently 

living with breast cancer, those whose cancer will recur, nor the rest of the global 

population, of which the U.S. comprises only 4.27%. [3] 

When it comes to breast cancer (like other cancers), type dictates treatment. 

When typifying the breast cancer in question, several factors are considered, including: 

the tumor’s size, extent of metastasis, presentation of certain surface receptors (e.g. 

estrogen, progesterone, HER2), and the patient’s demographics (e.g. age, sex, history of 

smoking, etc.). This being said, in the case of more localized and early-stage breast 

cancers, the same general treatment approach is likely to be recommended. The main 

considerations here will be ductal carcinoma in situ (DCIS) and invasive ductal 

carcinoma (IDC), as they are two of the most commonly found localized and early-stage 

breast cancers. [4] Early stage breast cancers are often nonpalpable – their small size 

means that they cannot be felt by hand when examining the breast. Thus, their detection 

is often through imaging methods that provide diagnostically usable soft tissue contrast. 
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Conventional imaging methods such as radiography, as seen in standard 

projection X-ray images and CT scans, use high-energy X-rays (peak energy usually 

around 100 keV) that are attenuated differently based on the density of the medium. 

Various photon interaction mechanisms governing attenuation are further covered in a 

later section, but for now it is sufficient to note that the differential attenuation by which 

conventional radiography derives its contrast is dictated by photoelectric absorption 

(PE), whose probability increases with both the atomic number and density of the tissue 

material and decreases with increasing photon energy. This relationship is given by: 

P(PE) ∝ &'(
)'

 , where Z is the atomic number, ρ is the attenuating material’s density, and E 

is the energy of the incoming photon. X-rays at these energies can generate images of 

sufficient contrast for diagnostic purposes if they are projected through parts of the body 

that contain soft and dense tissue (i.e. bone), however they provide little/no contrast in 

differentiating soft tissue regions, where the difference in tissue densities is much 

smaller. Thus, in order to maximize image contrast between the soft tissues of relatively 

similar density in the breast, mammography was designed to better exploit the K-edge 

differences in the elements found in soft tissues (e.g. iodine) by operating with a lower 

tube voltage (e.g. < 40 kV) thus producing lower energy X-rays. [5]  

When a patient receives their annual/bi-annual screening mammography, their 

mammogram is read by a radiologist who checks for any suspicious lesions, such as 
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microcalcification structures that may be indicative of an early stage cancer. If a lesion 

not associated with the patient’s age is detected, the patient is usually ordered a 

diagnostic mammogram, with supplemental breast ultrasound if deemed necessary (i.e. 

in the case of suspected cysts). Diagnostic mammograms are usually read on-site, and if 

the study provides further confirmation of a suspicious lesion, a biopsy is ordered. 

When the breast biopsy is performed, one or more samples of tissue are removed from 

the suspicious area in the breast and sent to pathology for analysis. In case the tissue is 

found to be cancerous and surgery is required, an innocuous radioactive seed (I-125), 

radiopaque clip, or metal wire may be inserted in the breast at the site of the biopsy to 

mark the location of the tumor. [6] [7] 

With this marker in place, the surgical team can identify the precise location of 

the lesion’s origin and resection of the complete lesion can be planned and performed. 

Breast procedures, such as the lumpectomy, have been transitioning more towards the 

use of the radioactive seed marker due to its stability in vivo, and its facilitation of both 

faster and more accurate localization than a wire-guided alternative. During the 

procedure, the surgical team localizes the radioactive seed using handheld gamma 

cameras and allows the surgeon to excise the lesion with inclusion of marked safety 

margins. [8] 

Once the lesion has been resected, it is sent off to be processed by surgical pathology to 

determine whether any cancerous tissue was left behind in the patient during surgery. 
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The gold standard for pathological assessment of surgically resected tissues is H&E 

staining and microscopic examination of the tissue margins by a trained pathologist. [9] 

The primary objective for the pathologist is to check the edges of the resected tissue and 

ensure that the lesion is completely contained by margins of healthy tissue. This process 

can take anywhere from 2-5 days, due to the tissue fixation, wax embedding, slide 

preparation, and the workload of the surgical pathology team. An alternative to this 

standard method is to perform what is called frozen section analysis. [10] This 

procedure relies on a cryostat, which allows for rapid processing of the tissue such that 

analysis can be started within 10-15 minutes of the tissue’s resection. The drawback to 

frozen sections, however, is the inferior quality of the processed tissue due to the 

structural effects of rapid cooling and tissue shearing via the microtome, as well as its 

higher procedural cost and lower availability.  

Whether standard or frozen section analysis is performed, the objective remains 

assessment of the “resection margin” – i.e., the region of tissue around the suspected 

lesion. Since the goal of surgical resection is to remove all of the cancerous tissue, a 

region of healthy tissue around the lesion (the safety margin) is also removed as a safety 

measure. Upon pathological analysis, margins around a cancer are usually described in 

one of three ways. If no cancer cells are found in the margin, it is classified as a 

“negative” margin, and no further surgery is needed. If cancer cells are found extending 

across the safety margin to its outer edge, it is classified as a “positive” margin, and re-
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excision (additional surgery) will likely be scheduled to remove any residual tumor 

from the patient. Lastly, if the margin contains cancer cells found close to but not at its 

outer edge, it is classified as a “close” margin, and re-excision (additional surgery) will 

be considered upon further investigation. What is considered a “negative” margin 

differs from hospital to hospital. Often, the requirement of a negative margin is that 2 

mm of normal tissue exist between the edge of the cancer (in the middle of the sample) 

and the outer edge of the tissue sample. [11] 

 

Figure 1: Types of cancer margins [11] 

The increase in numbers of successful resections over the past few years has 

largely been due to the increased sensitivity of medical imaging modalities – greater 

imaging sensitivity has allowed for more complete removal of identified lesions (any 

physical abnormality). However, while this has helped reduce the rate of re-excision, the 

number of women who must still undergo re-excision continues to be in the many 
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thousands. Additionally, this increase in imaging sensitivity has meant that a greater 

amount of tissue per resection must be analyzed by the pathologist. As a result, the 

pathologist must examine larger areas of tissue without any concordant increase in time 

for analysis or procedural insurance coverage. This has created a difficult situation for 

the pathologists as they are expected to maintain their diagnostic accuracy across larger 

sample regions but are limited to the same maximum number of slides covered per case. 

Thus, the decision of which slides per sample to select for further processing becomes 

even more critical from a practicality standpoint.  

Carcinogenesis – the formation of cancer – only requires one mutated cell to 

proliferate. [12] As such, while the pathologist is extensively trained to identify cellular 

features that indicate a certain type of lesion, a manual micron-by-micron approach to 

identifying cancer margins would be infeasible and impractical. The average microscope 

slide is roughly 75 mm long by 25 mm wide. Assuming the cancer cells are on the larger 

end of the size spectrum, say 100 µm, and that our tissue sample is only 50 mm long by 

15 mm wide, our pathologist would have to consider approximately 75,000 individual 

cancer cells on the slide. To make matters more difficult, cancer cells are notorious for 

their anisotropic nature. The cancer found in just one of a tissue’s many slides will likely 

vary in its size, shape, nuclear density, and clustering (some cancer cells will be 

identifiable as individual, while others will cluster together without their own 

boundaries) in any given direction. [12] Fortunately, most cells have a number of 
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characteristic behaviors that allow them to be identified at lower 

resolution/magnification. With respect to cancerous cells, these characteristics are 

referred to as “The Hallmarks of Cancer.” [13] For example, cancer cells will tend to 

cluster around each other, despite their erratic features. Why this occurs is a matter of 

debate, but a possible explanation is that cancer’s characteristic mutations which lead to 

its dismissal of apoptotic signals (extracellular signals that tell a cell it is mutated or 

damaged and needs to self-destruct) and its consequent over-expression of growth 

factors encourage it to remain together; in this way the cancerous area can establish its 

own vasculature at an accelerated pace, bypassing many of the immune cells it would 

encounter through its old pathways. [14] As a result, it would be rare to find rogue spots 

of cancer dispersed throughout the sample. Therefore, while this is just one example of 

the sort of information the pathologist might apply in order to make microscopic 

evaluation of tissue slides feasible, the process is still largely subjective. 

All this is not to say that improvements in the sensitivity of imaging modalities 

are unwanted. Rather, it is an indication that the improvements a new technology offers 

cannot be fully realized unless the technology’s related systems are improved/changed 

in kind. Just because we can see more does not mean we can yet do more. The result of 

creating images with greater detail has caused an information overload of sorts. This is 

largely due to the degrees of subjectivity present in each part of the cancer treatment 

approach, from beginning to end. During interpretation of the mammogram the 
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radiologist will need to judge whether any calcifications are indicative of cancer. During 

the lumpectomy the surgeon will need to localize the tumor and track resected margins 

using sight and palpation (if possible). During pathological analysis the pathologist 

must determine which slides require further processing and ultimately whether the 

observed margins indicate complete resection of the tumor.  

As such, we have identified the need for a radiographic imaging device that will 

reduce the subjectivity and workload for every person involved in pathological analysis, 

while allowing for increased throughput. By identifying critical shortcomings at each 

step in the treatment chain, we propose demonstration of an X-ray diffraction-based 

(XRD) tissue scanner as a viable offering to satisfy this need. This thesis will focus on the 

work done in the construction and optimization of a coded aperture coherent scatter 

spectral imaging (CACSSI) arrangement paired with a neural network classifier as an 

improvement on our previous work in applying XRD to assistive pathological analysis. 

To help eliminate the problem of missed cancer margins during surgical resection, we 

have developed a table-top, ex-vivo tissue classifier that combines the molecular-scale 

sensitivity of X-ray diffraction with the intelligent data processing of a neural network. 

The system we have created can differentiate between healthy and cancerous breast with 

better speed, accuracy, and resolution than previously achieved. [15] [16] [17]  This 

system serves as a proof-of-concept for future studies, in which the current 

configuration will be optimized and shrunk into a portable configuration. The study 
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described here gives an overview of our current system’s operating principles, and 

performance in the classification of lumpectomy margins. 
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2. Background: Imaging 
2.1 Interaction Mechanisms 

To image the insides of a closed object, some transfer of energy needs to occur – 

from the energy source to the object, and then from the object to a detector. In order to 

for this to happen, we must understand the physics of the interactions expected to occur 

in the object and detector; be able to exert precise control over the incident beam to 

maximize the probability of the desired interaction; and utilize a detector that is 

comprehensive and precise in its measurement of energy after the interaction. 

Perhaps the oldest and most ubiquitous method of medical imaging is 

radiography, which uses ionizing electromagnetic radiation (photons) to create an image 

of the desired object. While ionizing radiation encompasses many wavelengths of 

radiation, the most common photon wavelengths used in diagnostic radiographic 

imaging range between 0.01 – 0.1 nanometers. Photons with these wavelengths are 

referred to as X-rays.  

There are a number of interaction mechanisms through which X-ray photons can 

interact with the object they are transmitted through. These mechanisms depend on a 

number of factors, including the photon’s energy, the binding energy of the object’s 

atomic electrons, and the spacing between the atoms/molecules in the object. In some 

cases, the photon will simply pass through the object to the detector without interacting 

with the object material. In other cases, the photon will interact with the material, and 
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depending on the type of interaction, may or may not reach the detector. For our 

purposes, we will only mention the three relevant mechanisms that occur in the 

diagnostic imaging energy range for X-ray radiography (10-150 keV): Photoelectric 

absorption, Compton scattering, and Coherent scattering. [5] 

The first of these is photoelectric absorption (PE), during which an incoming 

photon transfers all of its energy to an electron located in one of the material’s atomic 

shells. This usually occurs when the electron is tightly bound to the atom (in its K- or L-

shell), and its binding energy is only slightly less than the energy of the incoming 

photon. When the photon strikes the electron, part of its energy is absorbed in 

overcoming the electron’s binding energy, while the rest is converted into the electron’s 

kinetic energy. This ejected electron is referred to as a photoelectron, and once ejected, it 

is quickly absorbed in the material nearby. The creation of a photoelectron results in a 

vacancy in an inner shell of the atomic orbital. The inner shells are energetically 

favorable (more stable) locations for electrons because of their proximity to the 

positively charged atomic nucleus. Therefore, a higher energy electron will drop down 

from its orbital to fill the vacancy, and in the process, emit a characteristic photon (or 

auger electron). This characteristic photon is aptly named, as it represents the 

characteristic energy level difference between the photoelectron’s shell and the second 

electron’s shell. The probability of PE can be described as: P(PEA) ∝ &'(
)'

 , where Z is the 
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atomic number of the attenuating material, ρ is its physical density, and E is the energy 

of the incident photon. Given the relatively low average atomic number of human 

tissues (7.4), PE is the dominant interaction mechanism only up to around 30 keV.  

 

Figure 2: Depiction of photoelectric absorption. [18] 

The second interaction mechanism of concern is Compton scattering (also known 

as incoherent scattering), and it is the most common interaction mechanism between the 

X-rays in the diagnostic imaging energy range and soft tissue (dominates between 30 

keV to 30 MeV). Compton scattering occurs when an outer shell (valence) electron is 

struck by a photon with considerably greater energy than it is held by. The electron will 

recoil in some forward direction (90˚ max scattering angle) with a kinetic energy equal to 

that absorbed from the photon, while the photon will scatter in any given direction, 

depending on what kinetic energy the electron did not absorb. This inelastic scattering – 

describing how the photon’s kinetic energy is not conserved – is referred to as the 

Compton effect, which describes the increase in wavelength (decrease in energy) that 



 

13 

photons undergo upon scattering. This behavior is summarized in the Compton shift 

formula: λ- − λ = 0
123

(1 − cos θ) , where λ′ is the photon’s post-scatter wavelength; λ is 

the photon’s initial wavelength; 0
123

 is the Compton wavelength (which gives the 

wavelength of a photon whose energy is equal to a particle with mass m) where h, me, 

and c are Planck’s constant, the electron’s rest mass, and the speed of light respectively; 

and θ is the scattering angle of the photon. Rearrangement of this formula (using E = 03
:

) 

in terms of energy gives us: 

E;< =
E;

1 + (
E;
m?c@

)(1 − cos θ)
	

where E; and E;< are the energies of the photon before and after scattering, respectively. 

This helps us see how the higher the energy of the incident photon, the more forward-

peaked/smaller its scatter will be (the less it will deviate from its initial direction). 

Likewise, the lower the energy of the incident photon, the greater its scatter will be. It is 

worth noting that Compton scattering is a type of inelastic scatter, but not inelastic 

collision. Although inelastic scattering has some relation to inelastic collision, they are 

not the same. Inelastic collision refers to a process wherein the total macroscopic kinetic 

energy is not conserved (not net-zero), while inelastic scattering refers only to a non-

conservation/change in the kinetic energy of the particle. Therefore, while the change in 

the incident photon’s energy upon interaction with the electron classifies it as a case of 
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inelastic scatter, the collision itself is elastic since the distribution of the photon’s 

incident energy can be accounted for, and the total macroscopic kinetic energy is 

conserved.  

 

Figure 3: Depiction of the Compton effect. [18] 

The third and final interaction mechanism – and the focus of our study – is 

coherent scattering, more specifically Rayleigh scattering. This is the dominant elastic 

scattering mechanism in our energy range of interest and occurs primarily at the lowest 

photon energies in the range, wherein the photon’s wavelength is larger than the 

particles in its path. Therefore, upon interaction with one of these electrons, the photon 

effectively (the true mechanism is less straightforward) scatters off the entire atom –

changing direction without any change in energy (wavelength) – with a scattering angle 

dictated by its incident energy and angle.  
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Figure 4: Depiction of coherent scatter. [19] 

2.2 Attenuation-Based Radiography 

As indicated above in discussion of the main photon interaction mechanisms 

seen in diagnostic imaging, whether or not X-ray photons are completely transmitted 

through a tissue depends on the characteristics of both the photons and the tissue they 

encounter. When an X-ray beam undergoes some decrease in its intensity due to 

interaction with the tissue (material), the reduction can be attributed to either absorption 

or scattering. Instances where the absorption of photons cause a decrease in the 

transmitted intensity are referred to as attenuation. In the ideal case of a monoenergetic 

beam transmitted through a perfectly uniform object, we can predict the intensity of the 

transmitted beam I according to: 𝐼 = 𝐼C𝑒EFG, [20]where I0 is the initial intensity of the 
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beam, 𝜇 is the linear attenuation coefficient [cm-1], and d is the thickness of the material 

[cm].  

2.2.1 Projectional Radiography 

In projectional radiography, we aim to create a two-dimensional image of the 

tissues in the beam path via differential attenuation of our X-ray beam. If all the X-ray 

photons attenuated the same way no image would develop. As such, image contrast is 

derived from the differential absorption of the tissues as determined by their linear 

attenuation coefficients (the attenuation equation above can be expressed in a number of 

ways, for instance by re-expressing the linear-attenuation coefficient in terms of the 

mass-attenuation coefficient and material density: µ = µ1 ⋅ ρ).  

2.2.2 Mammography 

 Given the soft tissue environment of the breast, effective diagnostic imaging via 

standard radiography is difficult to achieve. Mammography attempts to address the 

issues of attenuation-based radiography in the breast in two ways. First, it applies 

uniform compression to the breast such that a more homogeneous interaction medium 

can be had for photons to pass through. Second, it utilizes lower kV photon production 

in order to achieve more sensitive differential attenuation, as these low energy photons 

are more finely tuned to exploit small differences in k-edge energies encountered in the 

soft-tissue environment (e.g. iodine). [5]  
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Both attenuation-based radiography and mammography show that the ability of 

X-ray photons to pass through many centimeters of tissue while undergoing differential 

attenuation gives us insight about the macroscale structures encountered. However, 

these methods as used do not take advantage of the X-ray photon’s ability to provide 

information about the molecular-scale structure of these tissues. This ability is conferred 

when X-ray photons – with a wavelength equivalent to the molecular spacing of the 

material they encounter – coherently scatter off the molecular lattice and create a 

diffraction pattern characteristic of the molecular spacings encountered. This behavior is 

referred to as X-ray diffraction (XRD) and is the focus of the study presented here.  

2.3 X-ray Diffraction-Based Radiography 

XRD is a tested [21] and standard approach in material analysis (i.e. 

crystallography) for non-destructively characterizing molecular structure. As mentioned 

previously, in general higher energy X-rays tend to penetrate more and scatter less, 

while lower energy X-rays tend to scatter more and penetrate less. Given the 

bremsstrahlung spectrum produced during X-ray generation, a range of photon energies 

is produced with such penetrative and diffractive behaviors. This means that with 

intentional selection, the benefits of both X-ray differential attenuation and diffraction 

can be combined to create a more powerful diagnostic tool for the pathologist. The 

increased energy of X-ray photons over those of conventional optical wavelengths 
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would allow for the analysis of thicker tissues, while the incorporation of molecular-

sensitive X-ray diffraction would allow enhanced contrast by providing tissue-specific 

signatures throughout the sample. 

The effects a material lattice may have on incident X-rays become increasingly 

predictable as we improve our control over experimental variables (i.e. precise beam 

parameters and increased photon count), improve the resolution of our detectors, and 

incorporate further degrees of freedom (e.g. energy, scatter angle, material composition, 

etc.) into our measurement. As such, the preservation and careful analysis of scattered 

photons would allow for much greater insight on the specific nature of the material 

being scanned.  

As mentioned before, conventional radiographic imaging (transmission-based 

imaging) derives image contrast by displaying the intensity of the linear attenuation 

coefficients of tissues in the image. As a result, tissues that attenuate more of the beam 

appear brighter. While differences in linear attenuation tell us what the densities of the 

imaged tissues are, that is basically the extent of information they give us. This may be 

sufficient to differentiate and classify tissues that have large differences in attenuation 

(e.g. bone and muscle), it is much more difficult to do so in pure soft-tissue 

environments (e.g. in the breast, between fibroglandular and fatty tissue) even with 

mammography. Therefore, it is likely that use of standard transmission-based imaging 

to differentiate between healthy and diseased tissues would require photons of such low 
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energy (to try and achieve highly-tuned differential attenuation) that almost no image 

would be formed due to exacerbated attenuation. By filtering scatter photons (to reduce 

image fog) and only counting non-interacting photons, we are effectively creating an 

image that is a shadow of our object, rather than a true representation.  While certain 

measures can be taken to improve the use of what photons are detected (e.g. high-

resolution detectors), they do not fix the fundamental shortcoming of how attenuation-

based imaging aims to derive signal solely from photons that did not interact with the 

sample.  

 
Figure 5: Illustration of coherent scatter photon maintaining phase of 

interacting with an atom. [5] 

This knowledge has motivated us to investigate the measurement and 

classification of X-ray diffraction (XRD) signatures of surgically resected breast tissues as 

a potential improvement in the current clinical approach to breast lesion identification 

and analysis. X-ray diffraction is a well-understood phenomenon in which photons in 
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the coherent scatter energy range maintain a coherent (similar) phase with one another, 

thus creating periodic instances of constructive and destructive interference which form 

a characteristic diffraction pattern with high intensity regions at integer-multiples of the 

lattice spacing.  

This phenomenon is demonstrated by Bragg’s law, which describes how at 

certain angles of incidence, the X-ray photons will constructively interfere with different 

degrees of intensity. Bragg’s law for a crystal with lattice separation d, is defined as: 

𝑛𝜆 = 2𝑑 sin 𝜃 

where n is an integer-valued order of the wavelength (intensity maxima occur at integer-

values of n), 𝜆 is the wavelength of the incident photon, d is the intermolecular spacing 

of the interacting material (object in the beam path), and 𝜃 is the diffraction (scattering) 

angle. 

 

Figure 6: Illustration of coherent scatter diffraction according to Bragg's law. 
Two coherent scatter photons with identical wavelength and phase are scattered off 
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two atoms in adjacent planes. The lower photon travels an extra distance of 2d 𝒔𝒊𝒏𝜽. 
[22] 

This is useful for classification of tissues because the structurally-sensitive 

interaction between the coherent scatter photons and the tissue lattice allows us to 

derive information about its intermolecular spacing, which is in turn a pathologically-

sensitive (changes based on whether the tissue is in a healthy or diseased state due to 

changes in the environment of the extracellular matrix), tissue-specific property.  

By re-expressing Bragg’s law to include a term for the incident photon energy E, we 

arrive at:  

𝑞 ≡
1
2𝑑

=
𝐸
ℎ𝑐
sin [

𝜃
2\

 

where q is the momentum transfer, h is Planck’s constant, and c is the speed of 

light. The momentum transfer q (also known as the q-value) is directly related to the 

momentum imparted to the scattered photon (explaining its change in direction with no 

change in energy), and inversely related to the material’s molecular spacing (d).  

The probability for an incident X-ray photon with energy E to coherently scatter 

off an atom/molecule is expressed by its differential scatter cross section [23] 

𝑑𝜎^_`(𝐸)
𝑑Ω

=
𝑟c@

2
[1 + cos@(𝜃)]𝑓(𝑞) 

The differential scatter cross section describes the effective area for scatter to occur given 

the incident photon approaching the target atom at some solid angle (3D expression of 

volume). In the expression above, 𝜎^_`(𝐸) is the scattering cross section as a function of 
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energy, Ω is the solid angle, 𝑟c is the classical electron radius, 𝜃 is the photon deflection 

angle (angle between the photon’s original direction and scattered direction), and 𝑓(𝑞) is 

the square of the coherent scatter form factor (further discussed below).  

The key to achieving material discrimination through X-ray diffraction is in 

solving for the form factor 𝑓(𝑞). By solving Bragg’s law in terms of q, we can plot the 

intensity of each observed q-value in the material – thus giving us 𝑓(𝑞) . Because 𝑓(𝑞) 

takes into account both inter- and intra-atomic interference, it provides us with both 

chemical and structural information respectively. This means that compounds with 

similar chemical composition but different structural arrangement (e.g. graphite and 

diamond – both of which have crystalline carbon structures but differ in the strength 

and orientations of their lattices) can be distinguished. 

In constructing this form factor for a scanned tissue spot, we generate a material-

specific plot that can be used for tissue classification due to the material-specific 

characteristic of molecular spacing. 
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Figure 7: Form factor plot of four different tissues. [24] “Normal” is considered 
a 50/50 mix of adipose and fibroglandular tissue. 

2.3.1 Angle-dispersive XRD (ADXRD) 

Looking at Bragg’s law, we see that variation of either the photon’s deflection 

angle 2𝜃 or energy 𝐸 would allow us to acquire a range of q-values for a given material 

and construct the 𝑓(𝑞) spectrum. In the angle-dispersive XRD (ADXRD) approach, we 

fix the incident photon energy and measure the scatter intensity over a range of 

deflection angles. In this way, each acquired q-value represents a unique deflection 

angle (given the fixed energy 𝐸). To achieve this, we either utilize a collimated beam that 

is monoenergetic or use energy-discriminating detectors (in order to focus on one 

photon energy in the polyenergetic beam). If the detector is small, we can rotate it 

around the sample to track the range of deflection angles; while if it is wide enough, we 
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can solve for the deflection angle using the distance between the activated detector 

pixels and the center of the beam. 

 

Figure 8: ADXRD approach. [23] 

2.3.2 Energy-dispersive XRD (EDXRD) 

In the energy-dispersive XRD (EDXRD) approach, we can scan the sample using 

a collimated, polyenergetic beam and measure the q-values by associating a limited 

number of deflection angles with a larger number of incident photon energies. In this 

way, each acquired q-value represents a unique photon energy associated with a given 

deflection angle.  
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Figure 9: EDXRD approach. [23] 

2.3.3 Hybrid AD/EDXRD 

While ADXRD and EDXRD approach the construction of 𝑓(𝑞) by varying 

different parameters in Bragg’s Law, they are not mutually exclusive. While ADXRD is 

often used in material analysis due its higher-resolution in measuring q, EDXRD allows 

for a more compact system since it does not require the rotation of detectors around the 

sample to acquire q. With these benefits in mind, we combined the ADXRD and EDXRD 

approaches into a single system, thus allowing for a greater range of q-values to be 

sampled than either approach alone. Through combination of a polyenergetic beam and 

a large, linear array of energy-discriminating detectors, we allowed for a greater range of 

q-values to be sampled through the EDXRD approach while being able to distinguish 

individual deflection angles as in the ADXRD approach.  
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3. Classification Algorithms 
As mentioned before, the form factor of the scanned tissue spot provides 

material specific information in the form of detected molecular spacings. Thus, in order 

to classify a scanned material, a ground truth library containing the form factor 

characteristics of a certain type of material is needed to compare acquired data against. 

In the world of material analysis, many such inorganic material libraries exist, and are 

applied to everything from crystallography to explosives detection. [25] For the 

purposes of tissue classification, results by Kidane et. al [24] served as our ground truth 

library as they constituted one of the most comprehensive libraries for XRD-based 

scanning of breast tissues to-date, wherein 100 breast tissue samples of varying 

composition were classified histologically and related to their acquired form factors. For 

our purposes of tissue classification, our classification algorithm’s objective is to provide 

robust classification of the acquired form factor in that it provides consistent 

classification results given: naturally occurring variations in local tissue environment, 

random fluctuations in noise, and variable X-ray beam parameters (as different settings 

are being tested for optimized scanning efficiency). To achieve this classification, we 

considered two sets of methods – one based on correlation (weighted and non-weighted) 

and a second using machine-learning techniques. These methods are described below.  
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3.1 Normalized Cross-Correlation 

The breast tissue XRD library acquired by Kidane et al – which contains 

diffraction signatures of various breast tissues with varied compositions, organized into 

discrete classes – is one of the most comprehensive and well-established references for 

XRD scanning of breast tissue. Thus, along with pathological analysis and 

diffractometry in the D2 Phaser system, it served as one of the comparative standards in 

our experiment. 

Previously, our main approach to classification of tissue diffraction scans was to 

compare our acquired form factor spectra with the results obtained by Kidane et al, [24] 

whose data we referred to as the ground truth, and determine which form factors in the 

ground truth library showed the greatest similarity to our acquired form factors. [15] 

[16] [17] To assess their similarities, we applied cross-correlation, which allowed for 

measurement of the linear correlation between the two diffraction signals as a function 

of their relative displacements. When all cross-correlations were completed, the acquired 

spectra (and thus their corresponding tissue spots) were each classified as the tissue type 

whose ground truth spectrum they showed the greatest correlation with. To facilitate 

this, we calculated the Pearson correlation coefficient (r) between each acquired and 

ground truth form factor: 

𝑟(𝑥, 𝑦) =
𝑐𝑜𝑣(𝑥, 𝑦)
𝜎l𝜎m

=
∑ (𝑥o − �̅�)q
ors (𝑦o − 𝑦t)

u∑ (𝑥o − �̅�)q
ors

@ u∑ (𝑦o − 𝑦t)q
ors

@
 



 

28 

where x and y refer to the functions that represent the acquired and ground truth form 

factors respectively; 𝑥o, 𝑦o refer to their ith data points; �̅�, 𝑦t refer to their means; 𝑐𝑜𝑣(𝑥, 𝑦) 

is the covariance between the two functions; and 𝜎l, 𝜎m are the standard deviations of 

each function from their respective mean values. The covariance measures the joint 

variability of the two functions (i.e. the direction and amount by which xi and yi change 

together) – positive values indicate that x and y are positively related (both increase with 

increasing inputs), while negative values indicate that they are inversely related. While 

alone, the covariance can tell us the “direction” of the relationship between x and y, 

because it is not normalized, we cannot use its magnitude to interpret the strength of the 

relationship between x and y (e.g. given the same x and y, the covariance could indicate 

either a very small or very large positive correlation depending on the size of the values 

in x and y). Thus, by dividing the covariance by the product of the standard deviation in 

x and y, we normalize its magnitude thus allowing for accurate interpretation of the 

strength of the relationship between x and y.  

3.2 Weighted Cross-Correlation 

Normalized cross-correlation assumes a uniform weighting of its features (q-

values) when performing its comparison with the ground-truth data. The problem with 

this approach is that given the variation between scan conditions as well as the relative 

difference in features between certain types of tissues, the results can vary widely. One 
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particular challenge in the classification of tissues is the differentiation between 

fibroglandular and cancerous tissues. Fibroglandular, a non-cancerous tissue that makes 

up the functional components of the breast, has a similar momentum transfer function 

(i.e., form factor) as cancer when normalized and smoothed. As a result, differentiation 

between the two is difficult to achieve using uniformly-weighted cross-correlation. With 

this in mind, a correction was implemented in the cross-correlation approach wherein 

differential weighting was applied in four separate windows of the form factor. The 

weighting applied to each window of the form factor was calculated via slight variation 

in the cross-correlation formula:  

𝑟(𝑥, 𝑦) =
𝑐𝑜𝑣(𝑥, 𝑦)
𝜎l𝜎m

=
∑ (𝑥o − �̅�)q
ors (𝑦o − �̅�)

u∑ (𝑥o − �̅�)q
ors

@ u∑ (𝑦o − �̅�)q
ors

@
 

In this variation, the weightings are assigned according to the locations in the 

form factor where the acquired and ground truth spectra vary the most. This allows for 

conditional-weighting to be implemented in order to improve differentiation between 

fibroglandular and cancerous tissues.  

3.3 Non-linear Methods: Machine Learning 

Weighted cross-correlation attempts to address the problems that arise when 

uniform feature weighting is used to classify noise-susceptible, continuous data (as seen 

in XRD signatures of amorphous tissues). However, while it is a first step, it is still a one-
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size-fits-all approach to classifying data. While this is perhaps a bit of an exaggeration, it 

is meant to convey that the XRD signatures for different tissues will not be identical. 

Given similar experimental conditions, most of the major features (i.e. peak locations) in 

a tissue’s form factor should remain consistent. The best case is that only slight 

variations will be present, largely as a result of noise (due to the random nature of 

photon generation described by Poisson statistics). However, when more dramatic 

changes occur in any given part of our system (e.g. sample composition or pathology, 

tube kV or mAs, beam collimation, anode material, shielding placement, etc.), the 

acquired form factor will be changed in kind, and likely in a nonuniform way (for any 

number of reasons including differential attenuation and higher noise). If these changes 

result in a significant decrease in SNR, the identifying peak locations in the form factor 

(at what q-value a peak occurs) may experience a “pseudo-shift” – either through the 

decreased intensity of a certain q-value peak, an increased intensity of a nearby sub-

peak, or both – and risk being misclassified as another tissue. Such effects were observed 

firsthand while testing for optimized tube parameters that would allow for the greatest 

reduction in scan time with the least impact to classification accuracy. For example, after 

comparing classification results between scans which utilized a 115 kV beam as opposed 

to our standard (and best performing) 125 kV beam, we observed that less than 1% of 

the classifications resulted in “complete disagreement” – as described when one beam’s 

signature was correlated with adipose tissue and the other as cancer, the two of which 
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have considerably different form factors. However, we also observed upwards of 15% 

“subtle disagreement” between the two – wherein one beam’s signature was correlated 

with fibroglandular tissue while the other as cancer, a more common problem due to the 

similarity of their form factor peaks.  

 
Figure 10: 125 keV spectrum. 
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Figure 11: 115 keV spectrum. 

For our cross-correlation classifier, this means that based on cross-correlation’s 

modus operandi, constant re-evaluation and adjustment of feature weightings would be 

required to try and maintain consistent classification performance given susceptibility to 

noise and material variability, in addition to realizing that the human operator can only 

identify and program adjustments to a certain level of precision. Realistically, the 

confounding effects of variability in noise and sample composition, as well as a size-

limited ground-truth library imply that classification via correlation with a ground truth 

library is limited in its applicability.  

With these challenges in mind, we set out to find an approach to classification 

that would address them head-on; an approach that would allow robust and adaptive 

classification, with minimal need for manual upkeep. Given the “job description”, the 
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immediate recommendation was a machine learning approach. The ability for machine 

learning methods to self-train and adapt to different degrees of variance in data – given 

a good understanding of how certain variations will affect the data in certain ways – 

makes them excellent candidates as the basis of an improved classification algorithm, 

one that is more robust to noise and variations in exact material composition. Instead of 

relying on some predetermined equation to use as its model, the machine learning 

algorithm creates its own by iteratively adapting its function weightings to minimize its 

classification error.  

As mentioned above, a large part of the problem with the correlation-based 

approach comes from its reliance on a predetermined library – the ground truth. In 

short, there is no issue with correlation-based classification in and of itself; but when 

noise, material variability, and differences in experimental configuration come into play 

we begin to see decreases in classification performance. An advantage to the machine 

learning approach is that it has no need for a ground truth model to mimic. It trains its 

own unique model using only the solution to the problems it is fed. Basically, as 

opposed to the top-down approach of correlation-based classification wherein we make 

different adjustments to our standard model to better fit our data, the machine learning 

algorithm is a it is a bottom-up approach, wherein we build a classification system 

tailored to our experimental configuration and data’s behavior. 



 

34 

Given that we use pathological analysis as the gold standard for classification of 

tissues, we will focus here on the supervised machine learning approach, which uses 

known input and output data to train a machine learning algorithm to predict novel 

inputs in the future. Supervised learning has two general types of problems. The first 

type is the regression problem, in which we seek to use some continuous value input (e.g. 

joules) to determine a continuous value output (e.g. temperature). The second type is the 

classification problem, in which either continuous value or discrete categorical inputs 

(e.g. “smoker” or “nonsmoker”) are used to predict some final categorical response (e.g. 

“cancer” or “healthy” tissue). 

A wide variety of machine learning algorithms exist, each with different 

approaches that bestow them unique advantages and disadvantages depending on a 

number of factors – from the data’s type and size, to the required speed for classification. 

Focusing on those supervised methods intended to process some input data and 

produce some discrete classification as its result, we start with what is perhaps the most 

basic of these approaches: logistic regression. [26] Logistic regression is used to predict 

the classification of novel inputs using a linear function whose formula has been derived 

by minimizing its error in fitting previous, similar data. This approach is the first and 

arguably only necessary choice when data is known to rely on some linear relationship. 

Th next popular approach is the KNN (K-nearest neighbors) algorithm, [27] which 

classifies data based on the assumption that similar data points can be clustered together 
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into discrete classes with a level of confidence that depends on how many of those 

neighboring data points are being considered. Another approach is the support vector 

machine (SVM) [28], which attempts to separate data into discrete classes using linear 

separation through any number of dimensions (e.g. a line in 2 dimensions, a plane in 3 

dimensions, a hyperplane in 4 dimensions, etc.). While these methods and all those not 

mentioned offer their own distinct advantages, the 2-layer (shallow) feed forward neural 

network was chosen specifically for its ease in implementation, its capacity as a 

universal continuous function approximator [29], and its flexibility for future adaptation 

using transfer learning. As demonstrated by Greenberg et. al [25], the support vector 

machine algorithm is a feasible approach to improved classification performance of XRD 

data. However, given the anticipated expansion of our work with the surgical pathology 

lab whose analysis techniques rely on everything from microscopic imaging to 

enzymatic assays, the neural network algorithm offered a flexible framework wherein a 

number of data types (from images to diffraction spectra) could be incorporated with 

relative ease to improve our classification performance and capacity. 

3.3.1 Neural Network 

Inspired by the systems which comprise the biological nervous system, artificial 

neural networks are a specific class of machine learning algorithm that rely on a number 

of simple, yet highly interconnected functions called “nodes” or “neurons”. These 
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neurons organized into layers, each of which provide a dynamic response to their 

inputs. The general structure is shown below:  

 

Figure 12: Nervous system neuron. [30] 

 

 

Figure 13: Artificial neural network neuron. [30] 
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Figure 14: Comparison of shallow and deep learning neural networks. [31] 

There are many reasons why neural networks have become so popular for 

supervised and unsupervised learning alike. However, many of these reasons (some of 

which will be referred to later), rely on the same fundamental operating principle in the 

neural network architecture: countless applications can be achieved using neural 

networks because its internal structures (weights and biases) undergo self-modification 

to best match the provided training data.  

When we feed data into our neural network, we do so at the input layer, wherein 

each data point in our input has a corresponding neuron in the input layer. These input 

neurons are each connected to neurons in the subsequent layer – the hidden layer. Hidden 

layers have similar functions and operation as the rest of the neural network; the name 

“hidden” only comes from the fact that their values are not seen as in the input and 

output layers. The connections between each of the neurons are characterized by weight 

(W) and bias (b) values: when a neuron receives each of its inputs, it calculates a 
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weighted sum for each input x according to the equation: ∑ 𝑊o𝑥o + 𝑏oq
ors . Once this 

weighted sum with added bias is calculated, the value is pushed forward to the pre-

determined activation function. If the output of the activation function is 0, the 

corresponding data will not contribute any further; while if it has a value of 1, it will be 

forward-fed on to the next layer. In the final hidden layer, all received data is processed 

and sent to the single node in the output layer (in the case where only a single result or 

classification is required). In this way we see how the neural network effectively mimics 

the neurons of the nervous system. Training the neural network to produce a predictable 

response is essentially mimicking how neural pathways strengthen with repeated use. 

The activation function of each node (usually a sigmoid or ReLu function) mimics the 

potential threshold in neurons, which requires that the input be substantial enough 

(greater than the potential threshold) in order to activate further pathways for 

propagation (analogous to nerves firing). 

 

Figure 15: Comparison between sigmoid and ReLu activation functions. 
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As mentioned before, a neural network is essentially an intricate mathematical 

formula with a large number of parameters that need to be established from the data we 

provided for training. Simply said, the neural network should take care of fitting the 

data itself to enable analysis that is faster and with more accurate than conventional 

manual methods. In order to achieve this, we employ a learning algorithm, whose sole 

purpose is to iteratively go through our neural network and tune its parameters (i.e. the 

weights and biases) such that it achieves the best performance (least error). How does 

this work? The most common method and the method employed in our experiment is 

gradient descent with backpropagation. This is essentially an approach to optimizing the loss 

function 𝐽(𝑏C, ℎyz(𝑥q))	which quantifies the mean square error between each data point 

calculated by a given node’s hypothesis function ℎyz(𝑥q) (the equation a specific node will 

use to make its decision) and the true result provided by the user. These equations can 

be expressed as: 

ℎyz(𝑥q) = 𝑏 +𝑊s𝑥s +𝑊@𝑥@ +⋯+𝑊q𝑥q 

where 𝑏,𝑊q, and	𝑥q are the bias, nth weight, and nth input respectively, and 

𝐽 ~𝑏C, ℎyz(𝑥q)� =
1
2𝑛
�(𝑦�� − 𝑦o)@ =
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where 𝑦��  is the predicted result for the ith data point by the neural network, and yi is the 

true result. The goal of the learning algorithm is to minimize the loss function 

𝐽(𝑏C, ℎyz(𝑥q)). Through user-specified learning rates and momentums, the gradient 
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descent algorithm will begin to sample function weightings by taking various step sizes 

(learning rate) with subsequent modifications (learning momentum) that rely on how well 

a previous step size did in minimizing the error. A useful way to visualize the training 

process is to imagine that you’re trying to find the bottom of a valley. The height of the 

ground is the value of the loss function. Your north-south location is one weight value, 

and your east-west is another (real networks usually have thousands of these 

location/directions, but the principle is the same). The gradient descent algorithm works 

by looking at the loss value and using that to figure out the gradient/direction that 

decreases the loss value the most. Once it determines this it takes a step in that direction 

(represents weighting a given node more than others). The size of the step taken is the 

learning rate – this dictates the number of iterations (time) needed to find the optimal 

weight values (train). A conservative learning rate is recommended to minimize 

learning time since small rates spend time simply trying to move in one direction, while 

large rates are “jumping” around so much that they negate the benefit of implementing 

momentum. If your weights have blown up and your network is giving terrible 

performance, the first thing that should be done is to divide the learning rate by 10 and 

try again. Thus overall, gradient descent with momentum tries to stop the “jumping 

around” without having to take steps that are really small.  

The only catch is that some of these parameters – the hyperparameters – cannot be 

directly learned from the regular training process, as they express “higher-level” 
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properties of the model that dictate the fundamental approach of the neural network. 

These hyperparameters include network properties such as the: number of hidden 

layers, number of nodes per hidden layer, the learning rate, activation function type, etc. 

As such, they must be initially set by the user. However, these hyperparameters are 

subsequently tuned by the network itself through the inclusion of the validation phase, 

which follows after the training phase. Once these hyperparameters are tuned and the 

neural network is retrained, the network will move on to the test phase, wherein it 

calculates its performance based on a set of data that had no involvement in training.  
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4. Experimental Methods 
4.1 Experimental Configuration 

The experimental object was a 5 mm thick, 25 mm wide, 30 mm long cross-

sectional slice of an invasive ductal carcinoma resected during a lumpectomy procedure 

and obtained from the Duke Biorepository & Precision Pathology Center (BRPC). This 

tissue sample had a general composition of adipose, fibroglandular, and cancerous 

tissue, and was indefinitely preserved by complete submersion in formalin (a 37% 

aqueous solution of formaldehyde) until needed for scanning. Since one of the 

experimental objectives was increasing the feasibility of high-resolution margin 

assessment, scanning was performed in a raster pattern with horizontal and vertical 

spacings of ~ 1 mm (compared to previous 5 mm spacings). Excluding any sample spots 

whose tissue was too thin to produce a relatively significant number of scatter counts, 

the 1 mm resolution allowed for 651 spots to be scanned across the sample surface. 

The configuration chosen for sample scanning was a coded aperture coherent 

scatter spectral imaging (CACSSI) arrangement. The imaging system from – source to 

detector – was comprised as follows: X-ray source, collimator window, perpendicular 

lead slit collimators, lead pinhole collimator, anti-scatter collimator, sample stand, 

lead/copper beam stop, 1D coded aperture, and two 128-pixel energy-discriminating 

detector arrays. 
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Figure 16: 3D model of CACSSI configuration. 

 



 

44 

 

 

Figure 17: Picture of system and top-down 2D schematic with labeled 
components. 

The X-ray source used a Varian G-1593BI radiography tube containing a rotating 

tungsten/rhenium anode with a focal spot size of 0.8 mm. The X-ray beam was generated 

using a tube voltage of 110 kV and an exposure time product of 100 mAs (50 mA • 2 s). 

These tube settings were chosen to balance the tradeoff between photon energy density 
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and tube anode heating. Since the tube voltage (kV) setting established the maximum 

possible photon energy and width of the bremsstrahlung spectrum (the beam’s “quality”), 

increasing the kV allowed for a broader bremsstrahlung spectrum and thus greater 

coherent scatter photon generation. However, a higher kV maintained across multiple 

scans would also cause the voltage generator to reach its maximum operating temperature 

more quickly, requiring a subsequent generator cooldown time. The exposure time 

product (mAs) determined the photon flux. Increasing the mAs would increase the 

number of photons generated; however, this increased beam fluence would also cause 

greater anode heating, which required its own cooldown time in order to prevent both 

unwanted beam parameters and damage to the anode.  Using the tube settings described 

above, only one full generator cooldown was needed throughout the entire experiment. 

 X-ray collimation into a 1 mm diameter pencil beam was accomplished first 

through a Ralco 108F mobile collimator affixed to the Varian tube, followed by four 

separate 1.5 mm thick machined lead collimators. The first two of these lead collimators 

used a series of long slits oriented perpendicular to each other to re-collimate the beam 

into a 1x1 mm square and reduce any scatter from the window collimator. The third 

collimator used a 1 mm diameter pinhole to shape the beam into its 1 mm diameter 

pencil form. The fourth and final collimator used a 1.5 mm diameter pinhole to allow the 

shaped beam to pass through, while reducing any scatter that may have been produced 

during its shaping. Beam size was verified via XRQA2 Gafchromic film. 
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Once completely collimated, the pencil beam struck the tissue sample which was 

mounted on a set of VELMEX 2D (horizontal/vertical) translational stages. To mount the 

sample, it was removed from its formalin-filled container and secured in Press’n Seal 

cling film, which served as a barrier and the point of attachment between the sample 

and stage mounting clamps. Through previous study, neither the tissue’s preservative 

formalin nor protective film were found to affect the characteristic scatter signatures of 

the scanned tissue spots. Using oversized sections of protective film, we were able to 

center the sample in the beam path while keeping the sample mounting clamps outside. 

This method of securing the sample has been more than adequate in preventing any 

unintended movement of the sample during stage translation. 

 A staggered lead/copper beam stop was placed behind the sample stage in order 

to prevent the primary beam from reaching and oversaturating the detector array. The 

beam stop’s height and lateral position were set such that it attenuated the primary 

beam with minimal resultant scatter, while its longitudinal position was set far enough 

behind the sample stand to allow the sample-scattered photons sufficient divergence 

and avoid attenuation. By staggering the arrangement of the lead and copper blocks, the 

first block completely attenuated the incident beam, while the second, slightly higher 

block absorbed any scatter off the edge of the first block. 

Behind the beam stop, we placed a 1D coded aperture constructed from a 1 mm 

thick bismuth-tin alloy slab with a series of machined 1 mm wide slits (with a spatial 
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frequency of 0.5 mm-1). By attenuating the incident scatter photons in a known 

code/pattern, the coded aperture cast a unique “shadow” onto the subsequent detector 

plane. Comparing the dimensions of the shadow projected onto the detector with the 

true dimensions of the aperture, the spatial origins of any scatter events were able to be 

extrapolated. The purpose of the coded aperture is to aid in identification of the scatter’s 

origin. However, given the use of a thin specimen (2-3 mm thickness as opposed to 475 

mm between the sample and detectors) and a well-defined sample location along the 

beam-axis, no such aperture was needed. As a result, “pseudo-reconstruction” was 

performed to account for the portion of the beam blocked by the gratings of the aperture 

by performing linear interpolation. 

Photon detection was accomplished using a side-by-side arrangement of two 

MultiX ME-100 energy-discriminating CdTe (cadmium telluride) detectors. Each 

detector was comprised of a horizontal (1D) array of 128 square pixels with a pitch (pixel 

separation) of 0.8 mm and an energy resolution of 6 keV FWHM. Together, the detectors 

created a linear array of 256 pixels, and were positioned such that the detector pixel 

designated as “pixel 1” was in the center of the beam path. This allowed the remaining 

detector pixels to be a known lateral distance from the beam center. Observing the 

relative number of energy-resolved photon counts (the “raw data”) acquired by each 

detector pixel gave us both angle- and energy-dispersive information of scattered and 

transmitted photons. The use of both an angle and energy-dispersive approach allowed 



 

48 

us to capture a wider range of q-values than would have been achieved individually 

with our experimental configuration. 

Using the acquired raw data, we solved the inverse problem of finding what 

material properties would generate the observed photon dispersion pattern, and 

subsequently classified the tissue as healthy or cancerous. Because of the thin sample 

utilized in the study and its well-defined location, reconstruction of the object’s form 

factor was straightforward. With knowledge of our system’s geometry (including the 

SID and SOD, detector width and height, source spectrum, and detector pixel size) we 

used the well-defined scatter origin, distance between the activated detector pixel and 

original beam path, and the energy-discriminated photon count to calculate the scatter 

angle. Using the scatter photon’s energy (stored in the raw data) and newly calculated 

scatter angle, we solved for its momentum transfer (q) – and thus the material’s effective 

lattice spacing (d) – by plugging into Bragg’s Law of Diffraction: 𝑞 ≡ s
@G
= �

`^
sin(�

@
). 

Applying this process iteratively (iterative reconstruction), the range of q-values 

and their corresponding intensities f(q) was calculated for each of the 651 scanned spots, 

thus resulting in 651 separate form factors. 
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Figure 18: Raw detector acquisition of Teflon sample showing energy-resolved 
photon counts. Characteristic energy of tungsten anode highlighted in red as 

confirmation of operation. 

 

 

Figure 19: Reconstructed form factor of Teflon sample scanned using acquired 
data (shown in Fig. 18). 
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4.2 Classifier 

Using this tissue-specific form factor data, we built a classification algorithm for 

comparison against pathological assessment. Three distinct classification algorithms are 

described here. 

The first and previously tested [15] [16] [17] classification algorithm was the 

“cross-correlation classifier” (CC). The premise of CC was to compare the reconstructed 

form factor data to the ground truth form factors of healthy and cancerous tissues 

(established by Kidane et. al [24]) via calculation of the Pearson Correlation Coefficient 

(R(x,y)). A tissue spot is classified based on which ground truth tissue class its form 

factor correlates with the most. In previous experiments, comparing the results of CC 

with those of pathology showed a classification accuracy of up to 79%. However, these 

results were obtained with a fraction of the number of data points (1/25 as many) as the 

current study, were performed with higher tube-settings (125 kV, 500 mAs), and did not 

undergo direct analysis by pathology (instead relied on similarity to. 

The second classification algorithm built was a logistic regression classifier, 

which is one of the most basic machine learning approaches to classification via 

supervised learning. [26] The purpose of implementing the logistic regression classifier 

was to provide a benchmark for the ability of a linear method to classify our data. If, in 

testing, the logistic regression classifier was to show superior performance over any non-
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linear methods, it would indicate that a linear classification method would likely be 

sufficient for our task.   

The third and most recently introduced classification scheme implemented a 

neural network (NN) with a feed-forward multi-layer perceptron architecture. In 

previous experiments, we performed cross-correlation between the spot’s generated 

form factor with an established set of breast tissue form factors, namely those of 

fibroglandular, adipose, and cancerous breast tissues. [15] [16] [17] However, due to the 

static nature of classifying tissue via form factor cross-correlation – wherein feature 

weightings and regions of interest are assigned manually – a different approach to data 

processing and classification was sought. After careful consideration, the multi-

perceptron neural network was chosen as the new classification scheme due to its ability 

solve for non-linear relationships (making it especially useful for biological 

applications), its ability for adaptive learning, and its ability to yield a desired decision 

function (a classification of “healthy” or “cancer”) via direct training. This neural 

network initially contained 351 input layer nodes (corresponding to our 351 q-values), a 

variable number of nodes in the hidden layer, and 1 node in the output layer 

(corresponding to our requirement for binary classification). The percent data allotted 

for training, validation, and testing of the neural network were 70%, 15%, and 15% 

respectively – the default values recommended by MATLAB’s nprtool, which was used 

in helping to construct the neural network. Training of the neural network was 
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performed using scaled conjugate gradient backpropagation due to its ability to perform 

well given a variety of problems. The scaled conjugate gradient method is a second-

order technique, meaning that it uses second derivatives to find local minima in the goal 

function. The goal function in this case is the loss function – a measure of how poorly the 

network performed in classifying the training data.  

The mention of an initial number of input nodes refers to how we modified our 

classification approach after a re-evaluation of results. A significant problem in the field 

of machine learning is the overfitting of data. This occurs when the number of features 

(parameters in the input data) outnumbers the number of individual data points. What 

this means is that the user is essentially trying to solve a vastly underdetermined 

equation (fewer equations that unknowns). While this is understandably a serious 

challenge for a linear approach such as linear or logistic regression, it has little effect on 

the neural network’s classification accuracy of the training data, because its non-linear 

algorithm can essentially memorize the patterns detected in the training phase. As a 

result, while performing just fine in the test phase of training, it will likely show abysmal 

results if later deployed to classify new, independent data points, which do not share the 

same specific characteristics the neural network memorized from the training data. 

This is often a problem when trying to apply machine learning algorithms in the bio-

realm, because it is simply more difficult to acquire independent data points from 

biological samples than it is in the data-abundant world of, say, computer science.  



 

53 

 However, while it is likely more difficult to apply machine learning 

appropriately in the biomedical realm, it is certainly not impossible, and is in fact 

encouraged as a way to uncover new biological interactions through approaches such as 

unsupervised machine learning. How then, can we justify the application? While not a 

comprehensive approach (as we ourselves are still learning and improving), the first 

step lies in changing our ratio of features to data points such that we are not solving a 

large number of undetermined equations. While you could argue that for any system, 

the ratio of equations to unknowns need only be one-to-one, the reality of biomedical 

research is that much more variation is seen in a biological system than, say a solid-state 

or electronic one. Why? Our subjects in the biomedical realm are generally too dynamic 

and too complex to be adequately sampled and modeled with the technology we have 

thus far. Thus, for biomedical application it is preferable to have as large of a ratio of 

training data to features (equations to unknowns) as possible. However, given that we 

just mentioned the challenge of acquiring data in the first place, what can we do?  

We can start by reducing the number of features we use in our classification 

problem. This in turn reduces the number of unknowns and allows us to funnel what 

data points we do have towards helping us solve the equations we most need. However, 

now the challenge lies in allocation – what features do we solve for? This question was 

addressed using a diagonal adaptation of neighborhood component analysis – feature 

selection for classification via neighborhood component analysis (fscnca). Neighborhood 
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component analysis (NCA) is essentially the same as a k-nearest neighbor algorithm. It 

is a non-parametric technique (assumes no underlying data distribution) that attempts 

to identify the feature weightings which provide the greatest separation in the data 

points. By providing the weight a given feature has in achieving the greatest separation 

among the data, it effectively tells us which features are critical to getting different 

results. This allows us to reduce the data by only including features with the greatest 

weighting.  

 Pathological assessment is the current “gold standard” of tissue classification 

methods. The simplified process used by surgical pathology for assessment of our 

resected lumpectomy samples was: 1) processing of the sample through a microtome 

(device that produces a micron thin slice of the sample), 2) hematoxylin and eosin (H&E) 

staining of the sample slice (wherein cell nuclei and granules are stained blue, cell 

cytoplasm and other protein containing components stained red), and 3) observation of 

stained sample features under microscope to determine cancer margins. Several features 

were used by the pathologist to identify any cancerous regions in the sample slide, 

including invasion of surrounding tissue boundaries, dense regions of mitotic division, 

and anaplasia (cells with dissimilar levels of differentiation compared to parent tissue). 

Once any cancer margins were identified, the sample slide was annotated by the 

pathologist, imaged at 40X by a virtual microscopy system in BRPC, and returned for 

our analysis. 
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Figure 20: H&E slide of the test sample, shown with some of the main features 
looked for by pathologists. 
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5. Data Acquisition 
With the pathologist-annotated sample slide in hand, the cancer margins were 

virtualized and rescaled to account for any perceived sample deformation. We were 

most likely to see slight stretching due to the delicate structure of the microtome-

generated sample slice. Once the dimensions of the virtualized pathology data were 

matched to the dimensions in the original sample image, we combined the images. 

Using this virtual-pathology-annotated sample image, we mapped the results of each 

classification algorithm onto the image in order to see how our classifier results 

compared with those of pathology. Classifier marked “cancer” spots were denoted in 

red: any red spots found inside the cancer boundary were marked as true positives, 

while red spots outside were marked as false positives. Classifier marked “healthy” 

spots were denoted in green: any green spots found outside the cancer boundary were 

marked as true negatives, while any green spots found inside the cancer boundary were 

marked as false negatives. The NN calculates a probability value between 0 and 1 for its 

classification, where 0 represents “healthy” and 1 represents “cancer”. As classification 

results the NN outputs both a 651 x 1 probability array with a value in each column 

(corresponding to a scan spot) between 0 and 1, and a similarly sized binary array which 

uses the probability array and assigns “cancer” (the value 1) if the probability value is ≥ 

0.5.  
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Every time a new NN was built, it started with a newly randomized set of 

function weightings. In order to prevent bias or overfitting in a given iteration, we 

constructed 100 iterations of the NN classifier, processed our diffraction data through 

each one, and combined the results in one of two ways.  

The first combined NN map was dubbed the “intersection map”. The binary 

results of each NN were summed together and classified according to the following 

criteria: if the row element sum of all 100 NN’s was equal to 100 (all 100 NN’s classified 

the spot as cancer), then the spot received the “cancer” classification. If instead the row 

element sum was < 100 (at least one NN version classified the spot as healthy) the spot 

received the “healthy” classification. The intersection map therefore represented a bias 

towards our system’s specificity. 

The second combined NN map was dubbed the “fusion map”. The binary results 

of each NN were summed together and classified according to the following criteria: if 

the row element sum of all 100 NN’s was equal to 0 (all 100 NN’s classified the spot as 

healthy), then the spot received the “healthy” classification. If instead the row element 

sum was > 0 (at least one NN version classified the spot as cancer) the spot received the 

“cancer” classification. The fusion map therefore represented a bias towards our 

system’s sensitivity and represented the most likely approach in future use as it would 

be preferable to be over-aggressive in removing suspected cancerous tissue than to be 

under-aggressive.  
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To create the probability result using the same 100 NN’s, we simply averaged the 

probabilities together because of their independence of each other. 
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6. Results 
6.1 Before Pre-Processing 

Comparing our classifiers against pathology, the results of our experiment 

showed that the 351-feature, 234-node NN fusion map was the most accurate 

classification system overall, with an estimated 84.2% accuracy. In comparison, the 

cross-correlation classifier was an estimated 76% accurate while the 351-feature logistic 

regression classifier was an estimated 52.7% accurate. The precise counts used to 

generate these values are tabulated below: 

 

Figure 21: Pathology mapping – shows what 100% classification accuracy 
would look like. 
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Figure 22: Cross-correlation mapping. 

 

Figure 23: Cross-correlation confusion matrix. 
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Figure 24: 351 feature logistic regression. 

 

Figure 25: 351 feature logistic regression classifier confusion matrix. 
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Figure 26: 351 feature, 1 node hidden layer map. Left: binary classification. 
Right: probability heatmap. 

 

 

Figure 27: 1 node hidden layer, 351 feature, 100 run fusion neural network. 
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Figure 28: 351 feature, 10 node hidden layer map. Left: binary classification. 
Right: probability heatmap. 

 

Figure 29: 10 node hidden layer, 351 feature, 100 run fusion neural network. 
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Figure 30: 351 feature, 175 node hidden layer map. Left: binary classification. 
Right: probability heatmap. 

 

Figure 31: 175 node hidden layer, 351 feature, 100 run fusion neural network. 
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Figure 32: 351 feature, 234 node hidden layer map. Left: binary classification. 
Right: probability heatmap. 

 

 

Figure 33: 234 node hidden layer, 351 feature, 100 run fusion neural network. 
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Figure 34: Side-by-side comparisons of past fusion, intersection, and cross-
correlation maps. 

 

Figure 35: The figure here shows a comparative view (from left to right) of the 
pathology annotated sample, an NN fusion map with overlaid pathology annotation, 

and the CC map with overlaid pathology annotation. 
 



 

67 

6.2 After Pre-Processing 

The result of our fscnca approach to reducing our input q-value range was roughly 

22 q-values (features) of particular importance – 8 of them have significantly higher 

suggested weightings (the points you can see clearly separated in the figure below), while 

the remaining (less important) 14 of have weights between 0.01 and 0.001. The 

remaining 329 q-values (looks like red line at y = 0) have weights between 1e-4 and 1e-8. 

 

 
Figure 36: Suggested feature weighting via fscnca algorithm. 
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Figure 37: Suggested feature weighting via fscnca algorithm (in terms of q-

values). 

Using the results of the feature selection process, we re-performed the training 

and classification procedure for the both the neural network and logistic regression 

classifiers using the 8 and 22 highest-weighted features. For the neural network, the 

difference with the 8 and 22 feature runs was: 1) in addition to reduced feature number, 

the number of hidden nodes was fixed to the rule-of-thumb recommendation for 

number of hidden nodes: 2/3 the number of input nodes + 1/3 the number of output 

nodes. [32] Thus, in the 8-feature classifier case, 6 hidden nodes were used, while in the 

22-feature classifier case, 15 hidden nodes were used. This rule-of-thumb produced the 

best results in each feature case. 2) The fusion was done using 100 iterations rather than 

10 due to the consistent variation in results observed when only using 10 iterations. 
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Comparing our classifiers against pathology, the results of our experiment showed that 

feature reduction had opposite effects on the logistic regression and neural network 

classifiers, to an extent. Reducing the initial 351 features to 8 features in the logistic 

regression model caused the classification accuracy to increase 25%. However, 

increasing the number of features from 8 to 22 also caused the classification accuracy to 

increase by 0.8%. In comparison, reducing the features in the neural network model 

from the initial 351 features to 8 features caused a 2.9% decrease in classification 

accuracy, while increasing the number of features from 8 to 22 feature caused a 0.3% 

increase in classification accuracy. These results are shown below. 

 

 

Figure 38: 8 feature logistic regression classifier. 
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Figure 39: 8 feature logistic regression classifier confusion matrix. 
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Figure 40: 8 feature, 6 node hidden layer neural network fusion map. Left: 
binary classification. Right: probability heatmap. 

 

Figure 41: 8 feature, 6 node hidden layer neural network confusion matrix. 
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Figure 42: 22 feature logistic regression classifier. 

 

Figure 43: 22 feature logistic regression classifier confusion matrix. 
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Figure 44: 22 feature, 15 node hidden layer map. Left: binary classification. 
Right: probability heatmap. 

 

Figure 45: 22 feature, 15 node hidden layer neural network confusion matrix. 
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7. Discussion 
When pathological analysis was performed, a micron thick slice of either the 

anterior or posterior face of the tissue was used. Given that the slice was only 1-3 

millimeters thick, any cancer found in the sample was expected to maintain a consistent 

shape throughout the tissue’s thickness. After applying our classification algorithm to 

and mapping the results back onto an image of the sample, we returned to pathology to 

discuss the results. In each classification algorithm, two clusters of false positives 

(healthy tissue classified as cancer) were located on the sample: one on the left-side 

halfway down the sample, and another smaller cluster towards the bottom middle-half 

of the sample. These regions are visualized in the figure below. Because we had initially 

processed only the anterior (front) of the sample, we had compared our classification 

algorithms according to the pathology annotations made only on that side. However, 

upon receiving the posterior (back side) results, we saw regions of cancerous margin 

that were not present on the anterior face. Because the sample was relatively thin, our 

system acquired diffraction data across the entire sample thickness. Thus, we suspect 

these cancerous regions to be the cause of these presumed misclassifications. 

Unfortunately, due to the number of times the tissue block had been repeatedly 

processed, the microtomed slice experienced more drastic deformation and tearing. 

Thus, we cannot yet confirm that these false positives were the result of initially unseen 

regions of cancer, and we will require re-processing in order to provide a more reliable 
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overlay and confirmation of this theory. Once this has been performed, we will be able 

to assess whether the suspected accuracy of our classification algorithm is indeed higher 

than currently reported. 

 

Figure 46: Comparison of NN classification (left, suspected regions in blue), 
anterior pathology slice (middle), posterior pathology slice (right). 

Another point of interest was that despite a 2% decrease in the false positive rate, 

we observed a 15% increase in the true positive rate. That means the trade-off for 

making our system 2% over-sensitive was a 13% increase in detecting truly cancerous 

spots. Because the percent difference in the NN’s superior sensitivity but inferior 

specificity was a non-linear exchange, we can continue to increase our system’s 

sensitivity by a reasonable amount without having to worry about our false positive rate 

catching up.  



 

76 

A third point of interest was the opposite effects that feature reduction had on 

the classification accuracies of the neural network and logistic regression classifiers. For 

the logistic regression classifier, feature reduction from the full 351 features to only 8 

features caused a 25% increase in accuracy, while increasing from 8 to 22 features caused 

a 0.8% increase in accuracy. First and foremost, the increase in classification accuracy 

seen in feature reduction indicates that to an extent, the logistic regression classifier was 

performed poorly because it was attempting to solve an underdetermined system of 

equations. Therefore, when a small number of features were added back, the 

classification accuracy increased as expected. This being said, the increase in accuracy 

was only 0.8%.  

For the neural network classifier, the reduction from 351 features to 8 features (a 

97% decrease in the number of features) only caused a 2.9% decreased in classification 

accuracy, while decreasing from 22 to 8 features only showed a 0.3% decrease in 

classification accuracy. Given the aforementioned warning of a neural network’s ability 

to overfit the data, we do not find it surprising that feature reduction caused the neural 

network to worsen in its classification performance. However, two observations show 

encouragement for the continued use of the neural network. First, the minor 2.9% 

decrease in accuracy in reducing the neural network’s features from 351 to 8 indicates 

that there was little overfitting given the 331 data points used to train. If significant 

overfitting of the model had occurred during training, we would expect to see a much 
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larger decrease in classification performance in all cases of the neural network applied to 

the high-resolution test sample since the data points classified in the test sample were 

from a never-before-seen set of tissues. Second, in comparing the results of the neural 

network and logistic regression classifiers at each stage of feature reduction, we see 

consistently higher classification performance in the neural network approach.  

This indicates that although feature selection via fscnca showed 22 features that were 

orders of magnitude greater than the rest, there still remains some cumulative feature 

set that is responsible for the overall classification result. The disproportionate changes 

in classification performance through reducing features in the logistic regression and 

neural network classifiers suggests that some non-linear relationship exists among the 

data that can only be fit when using a non-linear classification method like a neural 

network.  

The observed variation in classification performance which warranted the switch 

to a 100-iteration fusion were most pronounced in the 8 feature and 22 feature cases. 

While variations in classification performance were seen between 10 iteration trainings 

of the 351-feature neural network, they were mere decimal percentages rather than 

integer percentages. This may indicate that indeed the 351-feature neural network is 

overtrained given the 331 input data points, as a network which “memorizes” feature 

values past a certain point to maximize performance would arguably show little 

variation between which features are memorized. As more data is collected and we 
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approach a feature to training data ratio for the 351 features that is comparable to that 

currently had in the 8 and 22 feature cases, we will be able to better confirm this 

hypothesis.  

Image alignment was the primary issue plaguing assurance of system accuracy 

because human involvement was necessary in almost every step between sample 

scanning and classifier/pathology overlay. Potential sources of error included: a tilted 

camera relative the sample while taking the original image, the alignment of the sample 

in the scanner, sample movement throughout the scan duration, accidental missteps 

during scanning, misalignment of pathology onto original image, and inaccurate 

classifier overlay onto pathology annotated image. The approach used for overlaying 

with minimal bias was simply to match the boundaries of the pathology sample with 

that of the pre-processed image. This was done using as many commonly identifiable 

boundary features as possible between the two images. While the overlay between the 

two images was confirmed by checking with our pathologist, the process still remains 

largely subjective. 

In order for more accurate alignment of the classifier data and pathology data 

with the sample image, a number of potential solutions could be tested. The first and 

most reasonable of these solutions seems to be a standardized imaging stand, where the 

sample is placed a known distance from the camera with the plane of each ensured to be 

perfectly parallel (flat). The next potential solution might be the introduction of fiducial 
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markers or a staining dye into the sample in order to track changes in dimension, and 

correlate these with what pathology observes under microscope. However, the concern 

here is whether this dimensional marker will be visible enough after processing through 

the microtome and H&E stain such that it can be used afterwards to quantify the shift.  
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8. Conclusion 
Surgical treatment of breast cancer via lumpectomy (aka “breast-conserving 

surgery”) is the preferred surgical treatment of breast cancers overall. However, studies 

show that up to a quarter of performed lumpectomies. leave unexcised cancerous tissue 

in the treatment site. Localization of the entire cancer (malignant tumor) is made 

difficult due to cancer’s non-linear growth pattern, wherein cancerous “spindles” (thin 

outgrowths) may remain undetected by pre-operative imaging (breast imaging typically 

involves mammography, ultrasound, or most recently breast MRI). As such, the benefit 

of including surgical safety margins is negated if cancerous tissue is left undetected and 

intact. This problem coupled with the relatively long (2 – 5 day) turnaround of surgical 

pathology analysis result in patients being recalled for additional surgery, thus straining 

the health of an already suffering patient, as well as the work quality of an already busy 

medical staff. As such, a clear need exists for a tool that will improve the efficacy and 

speed of pathological assessment.  

The differential coherent scatter cross section (G����(�)
G�

) describes a coherent 

scatter photon’s effective area for (range for) interaction per unit solid angle (3D analog 

of an angle; units of rad2) and depends on the momentum transfer (q) of the scatter 

event. Coherent scatter photons scatter elastically off the tissue’s crystal lattice at some 

forward-peaked angle, which indicates a transfer of momentum from the photon to the 
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crystal lattice. Therefore, the amount of momentum transferred can be used to 

characterize the intermolecular spacing of a target’s lattice structure – a feature shown to 

be unique for a given tissue. Quantifying the intensities of each observed momentum 

transfer value, f(q), we can plot these intensity values against their respective q-values to 

summarize the spot’s unique material characteristics in a spectrum called the form factor.  

To assess the performance of a neural network classification algorithm on high-

resolution X-ray diffraction scans of breast tissue and compare with previously-

validated linear methods, we performed the experiment as described above. An X-ray 

diffraction imaging system developed by us was used to image multiple breast 

lumpectomy specimens, post-formalin-fixation, via pencil beam raster scanning. This 

provided spot-specific diffraction signatures for each specimen and served as the 

characteristic data for training and classification. We constructed a neural network using 

previously-acquired data and tested it against our existing cross-correlation method in 

classifying a newly acquired specimen. The resultant classification map for each 

classifier was overlaid with an image of the sample and compared with 

histopathological analysis of the specimen to evaluate overall performance. The neural 

network was constructed by using 70% of data to train, 15% to validate, and 15% to test. 

Subsequent comparison with a logistic regression classifier was also performed to assess 

whether another type of linear classification method could perform as well as the non-

linear approach of the neural network. 
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The results of our experiment showed that our neural network showed 

approximately 10% greater accuracy, 20% higher true positive rate, and only 2% higher 

false positive rate over the cross-correlation method when compared to 

histopathological results for the new specimen. These results indicate a clear advantage 

in the neural network’s non-linear approach, and as we begin to include further pre-

processing measures into the experimental setup, we believe our results will improve. 

This work demonstrates a potentially significant improvement that can be 

conferred to a high-resolution intraoperative margin assessment system by classifying 

diffraction data via a properly constructed neural network. In order to provide further 

validation of our system, we envision two adjustments on the side of pathology. First, 

we will likely incorporate additional classes into the result of the classification 

algorithm, since the limited classification as “healthy” or “cancer” both limits its utility 

to the pathologist, as well as the number of metrics that can be used to assess and adjust 

the classifier. For example, if we expand our results by adding the class “necrotic tissue”, 

then those tools accessible to the pathologist that can be used to assess specifically 

necrotic tissue would be able to help our classifier improve that specific class. Second, 

further incorporation of our system will likely be achieved by asking to assess those 

samples which the pathologist deems unnecessary for further evaluation. While these 

will be primarily healthy tissues (since they deemed not suspicious for containing 

cancers) this means that we will have access to a large bank of tissues that are no longer 
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critical to the clinical workflow. Realistically, this will be the workspace for our system, 

since it is these tissues which may contain the cancer margin that remains undetected. 

Therefore, while allowing us to collect large amounts of data to improve our 

classification system, it will also serve as immediate clinical validation for our system’s 

utility in the role it would likely serve. 
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