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Abstract 

The main function of the human heart is to act as a pump, facilitating the 

delivery of oxygenated blood to the many cells within the body. Heart failure (HF) is the 

medical condition in which a heart cannot adequately pump blood to the body, often 

resulting from other conditions such as coronary artery disease, previous heart attacks, 

high blood pressure, diabetes, or abnormal heart valves. HF afflicts approximately 6.5 

million adults in the US alone [1] and manifests itself often in the form of fatigue, 

shortness of breath, increased heart rate, confusion, and more, resulting in a lower 

quality of life for those afflicted. At the earliest stage of HF, an adequate treatment plan 

could be relatively manageable, including healthy lifestyle changes such as eating better 

and exercising more. However, the symptoms (and the heart) worsen overtime if left 

untreated, requiring more extreme treatment such as surgical intervention and/or a heart 

transplant [2]. Given the magnitude of this condition, there is potential for large impact 

both in (1) automating (and thus expediting) the diagnosis of HF and (2) in improving 

HF treatment options and care. These topics are explored in this work.  

An early diagnosis of HF is beneficial because HF left untreated will result in an 

increasingly severe condition, requiring more extreme treatment and care. Typically, HF 

is first diagnosed by a physician during auscultation, which is the act of listening to 

sounds from the heart through a stethoscope [3]. Therefore, physicians are trained to 
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listen to heart sounds and identify them as normal or abnormal. Heart sounds are the 

acoustic result of the internal pumping mechanism of the heart. Therefore, when the 

heart is functioning normally, there is a resulting acoustic spectrum representing normal 

heart sounds, that a physician listens to and identifies as normal. However, when the 

heart is functioning abnormally, there is a resulting acoustic spectrum that differs from 

normal heart sounds, that a physician listens to and identifies as abnormal [3]–[5].  

One goal of this work is to automate the auscultation process by developing a 

machine learning algorithm to identify heart sounds as normal or abnormal. An 

algorithm is developed for this work that extracts features from a digital stethoscope 

recording and classifies the recording as normal or abnormal. An extensive feature 

extraction and selection analysis is performed, ultimately resulting in a classification 

algorithm with an accuracy score of 0.85. This accuracy score is comparable to current 

high-performing heart sound classification algorithms [6].  

The purpose of the first portion of this work is to automate the HF diagnosis 

process, allowing for more frequent diagnoses and at an earlier stage of HF. For an 

individual already diagnosed with HF, there is potential to improve current treatment 

and care. Specifically, if the HF is extreme, an individual may require a surgically 

implanted medical device called a Left Ventricular Assist Device (LVAD). The purpose 

of an LVAD is to assist the heart in pumping blood when the heart cannot adequately do 

so on its own. Although life-saving, LVADs have a high complication rate. These 
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complications are difficult to identify prior to a catastrophic outcome. Therefore, there is 

a need to monitor LVAD patients to identify these complications. Current methods of 

monitoring individuals and their LVADs are invasive or require an in-person hospital 

visit. Acoustical monitoring has the potential to non-invasively remotely monitor LVAD 

patients to identify abnormalities at an earlier stage. However, this is made difficult 

because the LVAD pump noise obscures the acoustic spectrum of the native heart 

sounds.  

The second portion of this work focuses on this specific case of HF, in which an 

individual’s treatment plan includes an LVAD. A signal processing pipeline is proposed 

to extract the heart sounds in the presence of the LVAD pump noise. The pipeline 

includes down sampling, filtering, and a heart sound segmentation algorithm to identify 

states of the cardiac cycle: S1, S2, systole, and diastole. These states are validated using 

two individuals’ digital stethoscope recordings by comparing the labeled states to the 

characteristics expected of heart sounds. Both subjects’ labeled states closely paralleled 

the expectations of heart sounds, validating the signal processing pipeline developed for 

this work.  

This exploratory analysis can be furthered with the ongoing data collection 

process. With enough data, the goal is to extract clinically relevant information from the 

underlying heart sounds to assess cardiac function and identify LVAD disfunction prior 
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to a catastrophic outcome. Ultimately, this non-invasive, remote model will allow for 

earlier diagnosis of LVAD complications. 

In total, this work serves two main purposes: the first is developing a machine 

learning algorithm that automates the HF diagnosis process; the second is extracting 

heart sounds in the presence of LVAD noise. Both of these topics further the goal of 

earlier diagnosis and therefore better outcomes for those afflicted with HF. 
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1. Introduction  

While the name heart failure (HF) implies that the heart is not functioning 

whatsoever, the condition of HF actually describes any patient with a heart that is not 

pumping blood to the body as well as it should be [2]. The key function of a heart is to 

act as a pump, sending blood to provide oxygen to the many cells within the body. A 

healthy heart accomplishes this through cyclical contractions and relaxations of its four 

chambers [2]. These contractions push the blood to its destination, adequately providing 

oxygen or picking up oxygen in an extremely organized and cyclic manner. If the heart 

is not adequately pumping blood, then the body is not getting enough oxygen. When 

there is initially a lack of oxygen, the body and heart react with “Band-Aid” methods, 

such as pumping the heart faster or enlarging the heart so that it contracts with more 

strength, thus sending out a higher, more adequate volume of blood. Unfortunately, 

these physiological responses to compensate for deficient heart function only delay the 

symptoms of HF for a short period of time while the heart continues to deteriorate. 

Ultimately, the individual with HF eventually manifests symptoms commonly in the 

form of fatigue, palpitation, and shortness of breath [2]. These symptoms can result in an 

altered lifestyle, where an action as ostensibly trivial as walking up a set of stairs 

becomes unmanageable.  HF afflicts approximately 6.5 million adults in the United 

States alone, with an associated cost of hospital inpatient stays of $55 billion annually 
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[1]. These medical costs increased by almost two-fold to $100.9 billion when 

incorporating hospital outpatient or office-based provider visits, home health care, 

prescribed medications, and other relevant expenditures [1]. Therefore, HF is a problem 

of extreme significance.  

Specifically, there are three types of HF that an individual can have: left-sided, 

right-sided, and congestive [2]. Left-sided heart failure is when the left ventricle, which 

delivers most of the heart’s pumping power, must work harder to push oxygen-rich 

blood out to the body. The two subcategories within left-sided HF are systolic and 

diastolic failure, where the left ventricle can’t contract or relax normally, respectively. In 

either case, the heart fails to pump enough blood out to the body. The second type of 

HF, right-sided HF, is often a result of left-sided HF. When the left ventricle isn’t 

functioning properly (left-sided HF) there is a buildup of fluid pressure which in effect 

damages the right side of the heart. Lastly, congestive HF (CHF) is due to congestion in 

the heart’s blood vessels, often the veins returning deoxygenated blood to the heart [2].  

The physiological movements of the heart and its chambers acoustically translate 

into heart sounds. By listening to the heart and its sounds, physicians can gain 

meaningful insight into how an individual’s heart is pumping blood. In fact, in order to 

diagnose HF, physicians are trained to identify key differences in heart sounds via 

auscultation. For example, the third heart sound is a low frequency sound that can be 
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heard by physicians. This sound is typical in children and young adults but becomes 

much less common to hear with older age. Therefore, when it is heard in adults, it is 

typically due to a stiff left ventricle that is limiting cardiac output, and commonly seen 

as a sign of left-sided HF  [4], [7]. The third heart sound and the various other types of 

heart sounds that physicians listen for, which will be expanded upon in following 

sections, are used as distinct identifiers for what constitutes normal or abnormal heart 

sounds. While physicians are skilled at this diagnostic technique, they can only extract 

information from what is audible. There may be underlying information that is missed 

because it cannot be heard by the human ear. Additionally, patient access to a physician 

with a stethoscope is limited. By automating this process of recognizing heart sounds as 

normal or abnormal, HF could potentially be identified both more often and at an earlier 

stage [6]. Catching HF at an earlier stage is crucial to implementing more convenient 

treatment options and stopping condition progression into end-stage HF, where a heart 

transplant may be the only option [2], [5], [8]. 

Much in the same way that physicians use heart sounds as distinct identifiers to 

diagnosis abnormalities, an algorithm could extract relevant information from heart 

sounds to make a similar diagnosis, particularly so if the algorithm were able to identify 

the various distinct heart sound phases from a recording. The concept of heart sound 

classification (as normal or abnormal) has been studied significantly in the past few 
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decades, although studies have been limited as a result of no large, open database of 

phonocardiogram (PCG) signals (heart sound recordings) to work with. Fortunately, the 

2016 PhysioNet Computing in Cardiology Challenge addressed this need by 

accumulating a total of 4,430 recordings from seven independent research groups, which 

provided the training data for more robust machine learning algorithms to classify heart 

sounds [6]. Additionally, classification of heart sounds is made easier by a heart sound 

segmentation algorithm, the purpose of which is to break up heart sound recordings 

into the distinct identifiers or known phases of heart sounds [9]. From these distinct 

phases, features can be extracted that fully represent the heart sounds. Then, these 

features can be sent through a classifier to finally identify heart sounds as normal or 

abnormal. 

The highest performing teams in the PhysioNet Computing in Cardiology 

Challenge implemented a variety of strategies, almost all of which following the typical 

aforementioned signal processing pipeline: segmentation, feature extraction, and 

classification [9], [10]. Feature and classifier choices ranged greatly between all the 

highest performing teams. Some features of the highest performing teams included 

time-frequency features, mel-frequency cepstral coefficients (MFCCs), and wavelet 

features [6]. Classifier choices amongst the highest performing teams ranged from 
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logistic regression (LR) to support vector machines (SVMs) to convolutional neural 

networks (CNNs) to ensemble approaches, and much more [6]. 

The focus of this thesis is to explore HF and its associated heart sounds. First, 

following the 2016 PhysioNet Challenge, an automated algorithm for HF diagnosis is 

presented, along with applications for use. This proposed algorithm uses segmentation 

of heart sounds, feature extraction, and classification in order to identify a PCG signal as 

normal or abnormal.  

Additionally, one specific case is addressed in which the heart sounds are 

abnormal and the patient’s treatment plan includes a Left Ventricular Assist Device 

(LVAD), which is a surgically implanted device that helps the heart to pump blood 

when the heart can’t adequately do so on its own [11]. The chest recordings taken from 

patients with LVADs include the abnormal heart sound signal in the presence of the 

LVAD pump noise. While lifesaving, LVADs have a high complication rate. Previous 

research in the area of identifying LVAD complications focuses primarily on monitoring 

the LVAD sounds and parameters, rather than the underlying heart sounds. For 

example, The Medolution Project monitors LVAD parameters to identify abnormally 

high pump speeds, using energy consumption as an indicator of pump thrombosis [8], 

[12]. Monitoring the power consumption of an LVAD, as well as other parameters 

associated with the LVAD itself, have previously been studied to identify LVAD 
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complications at an early stage. There has been less research done in removing the 

LVAD noise and using the underlying heart sounds as a predictor of LVAD 

complication. Therefore, the LVAD research in this thesis focuses on this niche--the 

extraction of the underlying heart sounds in the presence of LVAD noise. Analyzing the 

native heart sounds from a chest recording requires filtering out LVAD-based noise, 

frequency analysis, signal processing, and machine learning techniques. 

Overall, the intent of this research is to explore the potential of extracting 

meaningful information from heart sounds to assess cardiac function. First, in chapter 2, 

necessary background information is provided to contextualize the following research. 

In chapter 3, an algorithm is presented as an automated diagnostic tool to identify if a 

patient has HF from a recording of their heart sounds. This algorithm is trained on a 

large database of heart sounds (in the form of PCG signals) provided through the 2016 

PhysioNet Computing in Cardiology challenge [13]. Next, in chapter 4, an exploratory 

analysis is conducted for LVAD patients with diagnosed HF to consider the extraction of 

heart sounds from chest recordings in the presence of LVAD noise. This chapter uses a 

separate source of data—preliminary clinical data obtained from individuals with 

LVADs. This dataset also comprises of PCG signals recorded using a digital stethoscope 

but is much smaller in sample size. Due to this relative lack of LVAD patient data, the 

scope of chapter 4 is much more exploratory than chapter 3. Still of great importance 
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and potential, extracting and characterizing heart sounds in the presence of LVAD noise 

hypothesizes a new way to potentially identify complications before a catastrophic 

outcome. These research chapters contribute important insights into both early diagnosis 

of HF and remote monitoring for patients living with LVADs and their associated 

complications. 
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2. Background 

The heart sound analysis within this thesis requires specific domain knowledge 

in the field of cardiology. The relevant topics within cardiology that are primarily 

explored include heart sounds, HF, as well as LVADs and their corresponding acoustics. 

The heart, its physiology, and its corresponding acoustics guide the methodologies and 

conclusions drawn in this thesis. The methodologies applied to the heart and LVAD 

sounds utilize various pattern recognition and signal processing techniques, such as 

filtering, segmentation, feature extraction, and classification. The relevant information 

pertaining to all of these topics—both the HF context and the necessary machine 

learning knowledge—is explained in the following subsections.  

2.1 Heart Sounds 

The domain knowledge comprising of the physical nature of the heart, its 

dynamics, and its associated heart sounds are crucial in extracting significance from this 

research. The following subsections will discuss the connection between heart 

physiology and heart sounds, with a particular emphasis on what constitutes a normal 

heart sound versus an abnormal heart sound. 

2.1.1 Heart Physiology and Heart Sounds 

The cardiac cycle is the mechanism that facilitates blood flow throughout the 

body. The cardiac cycle consists of the contracting and relaxing of the heart from the 

beginning of one heartbeat to the beginning of the next [5]. The heart has four 
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chambers—a left ventricle, a left atrium, a right ventricle, and a right atrium. The right 

side of the heart (the right ventricle and atrium) pumps blood through the lungs to pick 

up oxygen, while the left side of the heart (the left ventricle and atrium) pumps 

oxygenated blood through the surrounding organs to energize the body and its cells. 

The pumping mechanism is a result of two stages of the cardiac cycle: systole and 

diastole. In systole, the left and right ventricles of the heart contract or tighten, which 

physically pushes blood to its next destination. In diastole, the ventricles relax, allowing 

for an inflow of blood from the corresponding atria [5], [14]. This mechanism is repeated 

resulting in a beating heart and a healthy circulation of blood flow. 

Heart sounds are the vibrations that accompany the cardiac cycle. These 

documented vibrations correspond to very specific actions of the heart and are often 

recorded as a PCG signal. Certain physiological aspects are key to understanding heart 

sounds, their origins, and what might be affecting them. For reference, a labeled visual 

of the heart can be seen below in Figure 1.  

 

Figure 1: Displaying the internal structure of the heart [15]. 
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Between the atrium and ventricle for both the left and right side of the heart 

there are inlet valves known as atrioventricular (AV) valves. For the left heart this is 

called the mitral valve and for the right heart this is called the tricuspid valve. 

Additionally, in-between the ventricles and the corresponding outlet (leading to the 

body or the lungs) are the semilunar valves. For the left heart this is called the aortic 

valve, which leads oxygenated blood from the left ventricle into the aorta and out to the 

body. For the right heart this is the pulmonary valve, which leads deoxygenated blood 

from the right ventricle through the pulmonary artery to get to the lungs to oxygenate 

the blood [14]. The opening and closing of the AV valves and the semilunar valves 

support blood flow directionality, as well as create the heart sounds picked up by a 

stethoscope. All of these physical movements within the body manifest themselves in 

varying pressures and volumes of the four chambers of the heart. These varying 

physiological pressures and volumes result in acoustics that can be picked up via a PCG 

signal, which correspond to electrical waves that can be picked up via an 

electrocardiogram (ECG) signal. For example, the portion of the ECG signal called the R-

peak aligns with the start of the first fundamental heart sound, and the end of the T-

wave aligns with the end of the second fundamental heart sound. This information will 

prove useful later on to use ECG signals as a truth label for identifying cardiac cycle 

stages of a PCG signal. A figure displaying the associated pressures, blood volumes, 

ECG, and PCG signals for events of the cardiac cycle within the left ventricle can be seen 
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below in Figure 2. The bottom layer of Figure 2 is particularly noteworthy because it 

displays the PCG signal, or the heart sounds.  

 

Figure 2: Events of the cardiac cycle for the left ventricle. The cardiac cycle 

results in pressure/volume changes, electric and acoustic signals. The 

phonocardiogram (PCG) signal shows the first and second fundamental heart sounds 

as well as the locations of systole and diastole. Image Source: [5]. 

 

Heart sounds are caused by the closing of heart valves during the cardiac cycle 

[5], [14].  The action of the AV (mitral and tricuspid) valves closing right before systole 

results in a vibration that is known as the first fundamental heart sound, or S1 [14].  S1 

has two components—M1 and T1, from the mitral and tricuspid valves, respectively. 

The second fundamental heart sound, S2, is caused by the closures of the semilunar 

(aortic and pulmonary) valves. S2 has two components as well—A2 and P2, 

corresponding to the closure of the aortic and the pulmonary valves, respectively. It is 
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not the literal “slamming” shut of the valves that creates these sounds, but rather the 

resulting tension and vibration amongst various organs that travels through the 

surrounding tissues to the chest wall, where they can be heard via stethoscope [14].  

It is worth noting that there are two other heart sounds (the third and fourth 

heart sounds) that are occasionally heard [3], [14]. The third heart sound (S3) is most 

often heard in children and young adults, and is often a sign of left-sided systolic HF 

when heard in adults [7]. When heard in adults, S3 is typically the result of a very stiff 

left ventricle that has trouble relaxing, causing a lack of cardiac output. Moreover, 

hearing the fourth heart sound (S4) through auscultation is almost always abnormal [4]. 

S4 is the result of the left atrium’s contraction forcing blood through to a noncompliant 

left ventricle. Hearing S4 during auscultation is typically a sign of diastolic left-sided HF 

[4]. 

Instances of heart sounds can be classified as normal or abnormal, based on the 

healthy or unhealthy functioning of the heart. These instances will be discussed in the 

following subsections. 

2.1.2 Characteristics of Normal Heart Sounds 

In order to classify heart sounds as normal or abnormal it is crucial to 

understand what characterizes normal heart sounds. The majority of the fundamental 

heart sounds’ frequency spectra is under approximately 200 Hz, with lower amplitudes 

in the frequency range between 200-300 Hz [16], [17]. S1 typically ranges in frequency 
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between 50-200 Hz, which tends to be overall lower in frequency than the S2, which has 

larger frequency amplitudes above 150 Hz [14], [17]. A visual of the frequency spectra of 

the two fundamental heart sounds can be seen below in Figure 3, an image displaying 

results from [17]. As is seen, the second fundamental heart sound has larger amplitudes 

in the 200-300 Hz range, as compared with the first fundamental heart sound. 

Additionally, it is noticeable that the two components of S2 are somewhat more 

separable than the two components of the first fundamental heart sounds, which aligns 

with literature [14], [17]. S1 also tends to be slightly longer in duration than S2, as can be 

seen in Figure 1 and Figure 4 [5]. 

 

 

Figure 3: Frequency analysis of the fundamental heart sounds, showing S1 has 

lower frequencies (50-200 Hz), while S2 has slightly higher frequencies (50-300 Hz). 

Image Source: [17]. 
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2.1.3 Characteristics of Abnormal Heart Sounds 

The underlying physiological actions of the cardiac cycle affect the spectral 

distribution of heart sounds. For normal heart sounds, the first and second fundamental 

heart sounds are clear and distinct; the third heart sound is smaller in magnitude and 

unlikely to be picked up via auscultation for adult patients. This is represented in the 

first row of Figure 4, below.  

Similarly, when the heart is malfunctioning, the response can be seen (see rows 

B-F of Figure 4) and heard through auscultation. There are a variety of physiological 

reasons for which a heart can be failing, therefore abnormal heart sounds can take on a 

variety of forms, as is displayed in Figure 4. Often, abnormal heart sounds manifest 

themselves in the form of murmurs; murmurs are caused by turbulent blood flow in or 

near the heart [18]. For example, valve stenosis is a type of murmur that describes when 

a heart valve won’t open properly. This results in the heart working harder to push less 

blood through the valve [19]. When the aortic valve won’t open properly this condition 

is called aortic stenosis, and when the mitral valve won’t open properly this condition is 

called mitral stenosis. These conditions produce less clear distinctions between S1 and 

S2, as can be seen below in Figure 4. Additionally, changes in the intensity of S2’s two 

components, A2 and P2, can predict conditions such as mitral stenosis [3].  

On the other hand, valve regurgitation is a murmur in which a heart valve is 

leaking [20]. Regurgitation has two forms as well. The first, mitral regurgitation, is when 
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blood is able to flow in two directions during contraction. Therefore, while some of the 

blood correctly flows from the left ventricle through the aortic valve, some flood 

incorrectly flows from the left ventricle back into the left atrium. This creates what 

appears to be an “extended” S1 sound, as seen in Figure 4. The second type of 

regurgitation is aortic regurgitation, which is when the aortic valve allows blood flow in 

both directions. Therefore, while some blood is correctly flowing out through the aorta 

to the body, some blood is incorrectly flowing from the aorta backwards into the left 

ventricle [20]. This seems to result in what appears to be an “extended” S2 sound, as also 

seen in Figure 4. Lastly, Patent ductus arteriosus (PDA) is a birth defect in which a hole 

in the aorta does not close properly in the few days after birth [21]. This results in a 

pathway for the blood to take that skips the circulation to the lungs. This results in 

extended, more frequent sounds as can be seen below in Figure 4. 
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Figure 4: A collection of heart sounds that provide visual representation of the 

normal and various abnormal cases. Case A illustrates normal heart sounds while 

cases B-F illustrate various instances of abnormal heart sounds. The abnormal heart 

sounds obscure the distinction between the two fundamental heart sounds. Image 

Source: [5]. 

 

Clearly, the frequency distribution of heart sounds depends on the structural 

defect causing heart disfunction. The specific frequency ranges of mitral stenosis, 

ejection murmurs (the murmur category that aortic stenosis is within), and regurgitation 

murmurs can be visualized in Figure 5. 
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Figure 5: Frequency ranges for abnormal heart sounds, adapted from Lui et al. 

[22]. Abnormal heart sounds, like murmurs, typically have higher frequency ranges as 

compared to normal heart sounds. 

 

There are many more abnormalities associated with heart disease that alter the 

structure of the heart sounds, although not pictured in Figure 4 and Figure 5. For 

example, additional abnormalities can be identified by an increased separation in-

between the two components of S1, M1 and T1, resulting in heart conditions such as 

tricuspid stenosis [19]. This link between various physical heart conditions and their 

corresponding abnormal heart sounds provides a potential passageway into identifying 

and diagnosing HF. In order to do so, it is often necessary to know what part of a signal 

lines up with certain phases of the cardiac cycle, for example—where is S1, systole, S2, 

and diastole within a PCG signal? Computationally, this question can be answered with 

a heart sound segmentation algorithm.  
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2.2 Left Ventricular Assist Devices (LVADs)  

While there is no cure for HF, there are treatment options to manage the chronic 

condition and its impairing symptoms. There are a variety of treatment plans depending 

on the severity and type of HF as well as willingness of the patient to alter their lifestyle. 

Early stage and less invasive options include implementing lifestyle changes (e.g. losing 

weight, dietary restrictions, no alcohol) and taking medication [2]. Patients that remain 

symptomatic with end-stage HF despite these changes are candidates for heart 

transplant and/or LVADs. LVADs are a surgically implanted device used for end-stage 

HF when the heart needs an external power source to pump blood to the body, assisting 

in the key function of the left ventricle. 

2.2.1 Design and Types of LVADs 

An LVAD includes a mechanical pump that rests against the left ventricle of the 

heart with tubing that routes the blood from the left ventricle into the aorta and out to 

the rest of the body. These internal components are connected to external components 

through a driveline cable. External components (worn outside of the body) include a 

controller and power sources [2]. An image of an LVAD system on a patient is 

illustrated below in Figure 6.  
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Figure 6: A typical LVAD system connected to a patient. The pump is located 

underneath the heart and redirects blood from the left ventricle to the aorta. The 

pump is connected to a driveline cable which connects to the external controller and 

batteries. Image Source: [11]. 

 

There are many types of LVADs on the market, all of which utilize either a 

centrifugal pump or an axial pump. For this reason, it is important to understand the 

distinctions between an axial and a centrifugal pump.  

2.2.2 Pump Structure  

Both axial and centrifugal pumps are continuous-flow rotary pumps that 

comprise of an inlet port, outlet port, and a rotating element to accelerate the blood in 

the correct direction, increasing blood flow and pressure [23]. The type of pump and its 
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structure affects the acoustic spectrum of the pump, and therefore the means of analysis 

for this research.  

2.2.2.1 Axial Pumps 

An axial pump is a continuous-flow rotary pump comprising of a fluid inlet port, 

fluid outlet port, and a rotating element. Within an axial pump LVAD, the rotating 

element in the axial pump pushes the blood forward “like a propeller in a pipe” [23]. 

The rotating element is called an impeller, and the blades are positioned on the impeller 

[24].  

 

Figure 7: The inner contents of an axial flow pump. The impeller shown here 

has three blades. Image Source: [24]. 

 

Abbott’s HeartMate II LVAD uses an axial flow pump to help the heart circulate 

blood flow, which can be seen in Figure 8. The HeartMate II is a market leader in the 

LVAD space. 
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Figure 8: The HeartMate II LVAD System with a cross-sectional view of the 

internal axial-flow pump (right). Image Source: [25]. 

 

2.2.2.2 Centrifugal Pumps 

Similar to an axial pump, a centrifugal pump is a continuous-flow rotary pump 

comprising of a fluid inlet port, fluid outlet port, and a rotating element. The difference 

between an axial pump and centrifugal pump is in the rotating element. The rotating 

element of a centrifugal pump takes the fluid and sends it in a tangential direction, 

rather than propelling it forward in the same direction [23].  This mechanism and the 

corresponding structure of a centrifugal pump are illustrated below in Figure 9. The 

blades on a centrifugal pump are often referred to as vanes. For example, the pump seen 

in Figure 9 has eight vanes [26].  
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Figure 9: The structure of a centrifugal pump. This pump suctions fluid in and 

propels it in a tangential direction using its eight vanes. Image Source: [27]. 

 

  LVAD market leaders that utilize centrifugal pumps include Abbott’s HeartMate 

III and Medtronic’s HeartWare HVAD [28], [29]. Abbott Laboratories recently funded a 

study that showed lower complication rates with the HeartMate III and its centrifugal 

pump as compared to the HeartMate II and its axial pump [30]. 

2.2.3 Indications for LVAD Use 

There are three cases in which a patient’s HF will require an LVAD. The first and 

most common case is bridge-to-transplant therapy, meaning the LVAD will support the 

patient as they wait for their ultimate treatment: a heart transplant. The second case, 

destination therapy, is considered the patient’s permanent treatment when heart 

transplant is not an option for the patient in question. Heart transplant might not be an 

option for certain patients due to irreversible kidney or liver damage, severe chronic 
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lung disease, or many other life-threatening or life-altering conditions that reduce an 

individual’s eligibility [31]. The use of LVADs as destination therapy has increased from 

just under 15% of LVAD patients in 2006 to almost half of LVAD patients in 2014 [1]. In 

rare cases, the LVAD is used as bridge-to-recovery therapy. This therapy is a subset of 

bridge-to-transplant therapy, in which the LVAD allows the heart to rest and recover 

from the HF damage, eliminating the need for a heart transplant [11].  

While LVADs are life-saving devices that prolong the lives of those living with 

chronic HF, they do not come without their challenges. The American Heart Association 

(AHA) has documented that LVADs are not cost-effective, with a high portion of costs 

due to hospital readmissions, with just under half of patients readmitted within one 

month of their LVAD surgical implant, and a total of almost 60% within the first year [1], 

[32]. Device malfunction (e.g. pump thrombosis) in particular is one of the most costly 

and common causes for hospital readmission [1], [32], [33]. Due to this risk of device 

malfunction, there is a significant need for monitoring LVAD function before it becomes 

catastrophic to reduce both medical costs and fatal outcomes. Often, the suggested 12-

week periodic visits for LVAD patients lead to delayed diagnosis and intervention [12]. 

Additionally, this delay is only increased for patients not within driving distance or 

close proximity to hospitals. For these reasons, there is a clear need to find a way to 

remotely monitor an LVAD for pump thrombosis and other complications. LVADs will 

only continue to increase in prevalence with the aging population, anticipated increase 
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in end stage HF, and continued LVAD technology innovation [33]. Given this 

anticipated increase in LVAD prevalence, it will become more and more crucial to solve 

the challenges currently associated with LVADs. Acoustical monitoring is a potential 

method to non-invasively remotely monitor LVAD patients for heart and pump related 

complications.  

2.2.4 Heart Sound Analysis in the Presence of LVAD Noise 

In order to analyze heart sounds in LVAD patients to assess heart function, there 

is the need to remove the LVAD sounds from the PCG signals. An especially 

complicated piece of this analysis is the frequency range overlap between fundamental 

heart sounds and some fundamental frequencies of LVAD pumps. The fundamental 

frequency of an LVAD depends on its operating revolutions per minute (RPM). The 

following frequency spikes depend on the number of blades on the pump. In order to 

understand how these frequencies complicate the heart sound extraction process, it is 

crucial to first understand the acoustic spectra from both axial and centrifugal pumps.  

2.2.4.1 Pumps and Acoustic Spectra 

Theoretically, both axial and centrifugal flow pumps should generate a 

fundamental frequency f as a function of its speed S by calculating the pump’s rotational 

frequency: 

𝑓 =
𝑆

60
 (1) 
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There will then be sequential frequency spikes at certain multiples of this 

fundamental frequency, depending on the number of blades on the axial pump or vanes 

on the centrifugal pump [34]. For example, the HeartMate II’s axial flow pump has three 

blades [35]. Therefore, theoretically, there is the fundamental frequency generated at the 

pump’s rotational frequency and then at each third harmonic.  

2.2.4.2 Frequency Overlap between Pumps and Heart Sounds 

Depending on the operating pump speed, the fundamental frequency of the 

pump may overlap significantly with the frequency range of the fundamental heart 

sounds. This poses a challenge when extracting underlying heart sounds in the presence 

of the LVAD noise.  

Recall that heart sound frequencies fall beneath 300 Hz, mostly under 

approximately 200 Hz. Ideally, it would be preferable to have LVAD fundamental 

frequencies above 200-300 Hz to allow for a cleaner separation of heart sounds from 

LVAD sounds. This will depend on the number of blades/vanes and operating speeds of 

the pump in question. Specifically, the HeartMate II (3 blades, higher operating speeds 

recommended above 8,000 RPM) tends to have a fundamental frequencies typically 

above 130 Hz range, with following frequency spikes at every third harmonic [35]. The 

HeartMate III (5 vanes, operating speeds recommended between 5,000-9,000 RPM) 

results in a fundamental frequency somewhere between 80-150 Hz, with following 

harmonics at every 5th multiple of the fundamental frequency [28]. Alternatively, the 
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HeartWare HVAD has a significantly lower recommended operating speed between 

2,400-3,200 RPM, resulting in a lower range of fundamental frequency somewhere 

between 40-55 Hz [29]. There are subsequent frequency spikes at every 4th harmonic. 

Clearly, this results in a significantly lower fundamental frequency for the HeartWare 

HVAD, often resulting in significant overlap between the pump sounds and the 

fundamental heart sound frequencies.   

Therefore, while all of the LVADs pose issues of overlap, the HeartWare HVAD 

introduces the most significant overlap between pump frequency ranges and heart 

sound frequency ranges. This makes it more difficult to extract simply the heart sounds 

from a recording of both the heart sounds and the LVAD noise. 

A couple of strategies will be used to attenuate the LVAD noise. First, a simple 

band pass filter is implemented to cut out what is obviously not heart sounds. Second, 

an adaptive filtering method is implemented in order to attenuate the LVAD noise that 

more closely overlaps with the frequencies of heart sounds. These strategies help to 

reduce the overall LVAD noise to extract the native heart sounds. 

2.3 Heart Sound Analysis  

A heart sound classification algorithm classifies a PCG signal as normal or 

abnormal. The algorithm generally consists of three key steps: (1) segmentation of the 

PCG signal into the four states of the cardiac cycle (S1, systole, S2, and diastole), (2) 

feature extraction, and (3) classification of a signal as normal or abnormal. The overall 
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signal processing pipeline for heart sound analysis is illustrated in Figure 10. In the 

larger context of classification algorithms, the PCG signals are commonly referred to as 

observations; the two terms will be used interchangeably in the following subsections. 

 

Figure 10: Signal processing pipeline for heart sound classification analysis. 

The PCG signal is segmented into cardiac cycle states; these cardiac cycle states assist 

in feature extraction and selection; finally, the feature set is processed with a classifier 

as normal or abnormal. 

 

2.3.1 Heart Sound Segmentation 

Heart sound segmentation is a crucial step in analyzing heart sounds. The 

purpose is to label the signal according to which portions correspond to S1, systole, S2, 

and diastole. Having this information is important in identifying if there are abnormal 

occurrences within these regions by relating each region to a corresponding normal 

template. Typical segmentation algorithms are trained by segmenting a PCG signal 

based on a mapping to a simultaneously recorded ECG signal [9], [10]. The ECG signal 

acts as a truth label because heart sounds are generated due to synchronized closures of 

the heart valves that follow heart muscle contractions and relaxations controlled by the 

heart’s electrical activity [3], [5]. The correlation between simultaneously recorded PCG 
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and ECG signals is illustrated in Figure 11. The start of the first fundamental heart 

sound, S1, aligns with the R-peak of the ECG signal. The duration of S1 was calculated 

using the mean S1 duration found in [36]. The end of the second fundamental heart 

sound, S2, aligns approximately with the end-T-wave of the ECG signal. Labeling based 

only on end-T-wave alignment would be inaccurate. Therefore, the center of the S2 

segment in the PCG signal was found to be the maximum peak within a specified 

window including the end-T-wave in the ECG signal. The window’s length was set to be 

the longest expected length of the S2 sound [9], [36]. Once S1 and S2 segments are 

identified, systole is found as the segment between S1 and S2, while diastole is found as 

the segment between S2 and S1. 

 

Figure 11: The connection between PCG and ECG heart signals. The R-peak of 

the ECG signal aligns with the start of S1 and the end-T-wave aligns approximately 

with S2. Image Source: [9], [13]. 
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The heart sound segmentation algorithm developed by Springer et al. will be 

used in this work [9]. Springer et al. developed a state-of-the-art heart sound 

segmentation algorithm that has been widely used in classifying and analyzing heart 

sounds [6], [9]. Using the ECG signal as reference, Springer et al. extracted heart sound 

segments from PCG signals to train a segmentation algorithm to subsequently identify 

the fundamental heart sounds in PCG signals when there is no corresponding ECG 

signal to compare to. The Springer segmentation algorithm uses a Logistic Regression 

(LR) Hidden semi-Markov model (HSMM) to best forecast the sequence of states, 

defined by S1, systole, S2, and diastole.  

In general, Hidden Markov Models (HMMs) are a statistical model often used to 

explain data with sequential nature. The sequence in this case is S1, systole, S2, and 

diastole. The premise of an HMM works well for this application because the next state 

depends only on the current state; for example, if the current state is S1, then the next 

state will be systole, then S2, then diastole, and then S1 again [9]. For more background 

information on HMMs, see Appendix B. Briefly, HMMs have three parameters. The 

transmission matrix, A, describes the probability of transitioning from one state to 

another; the observation distribution, B, which denotes the probability that a certain 

state would generate a specific observation vector; and the initial state distribution, 𝜋, 

which describes the likelihood of the sequence starting with each state. These three 

parameters do not take into account the expected duration of each state. Therefore, the 
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standard HMM is modified by adding an additional parameter that characterizes each 

states’ duration. This adjustment results in what is known as a Hidden semi-Markov 

Model (HSMM) because the model is only “Markovian” at the instances where the state 

transitions from one to another [9]. Finally, LR was incorporated into the HSMM to 

better calculate the observation probability estimates in the observation distribution 

matrix, B [9]. 

The input to the LR model were features derived from the PCG signals. 

Specifically, the four features used are: 

1. Homomorphic envelope – extracting the envelope of PCG signals by exponentiating 

the low-pass-filtered natural log of a signal. 

2. Hilbert envelope – extracting the envelope of the PCG signal using the Hilbert 

transform. 

3. Power spectral density (PSD) envelope – envelope of PSD values calculated using 

short-time Fourier transform. 

4. Discrete wavelet transform envelope – choice of wavelet determined experimentally 

using labeled heart sounds. 

After feature extraction, each feature vector was normalized and down sampled 

to 50 Hz to increase computational efficiency [9]. The parameters of the HSMM were 

trained using the labeled PCG signals, as labeled by their corresponding ECG signals. 

Additionally, the observation distribution matrix, B, was trained using LR to better 
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estimate the probability of a specific state given the input features. To run the trained 

HSMM on a test set, the four features were extracted, the heart rate was estimated, and 

an extended Viterbi algorithm was used to derive the most likely sequence of states from 

the PCG. The overall flow of the training and testing process of the algorithm is 

illustrated in Figure 12 [9]. 

 

Figure 12: The block diagram for the Springer et al. segmentation algorithm. 

Image Source: [9]. 
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The segmentation algorithm was evaluated by comparing the classified S1 and 

S2 states of a PCG signal to the corresponding ECG signals, producing an average 

accuracy score of 92.52% and an average F1 score of 95.63% [9]. An F1 score is a modified 

accuracy metric that incorporates true negatives into the calculation [9]. The 

performance metrics of the Springer et al. segmentation algorithm are superior to 

previous heart sound segmentation algorithms, which in the past typically comprised of 

threshold-based methods and Gaussian distribution-based emission probability 

estimations [9]. More information on the Springer et al. segmentation algorithm can be 

found in [9].  

Segmentation is a necessary step within heart sound analysis because it advises 

the feature selection process.   

2.3.2 Feature Extraction and Selection 

After the PCG signal is segmented, feature extraction is required to identify a 

feature set that will highlight the distinctions between normal and abnormal PCG 

signals. Choosing relevant features that robustly represent the PCG signals is key to 

overall algorithm performance. Additionally, it is beneficial to keep the dimensionality 

of the feature space to a minimum, so long as the features are representative of the data. 

In order to reduce the number of features, various feature selection and reduction 

techniques will be considered.  
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Heart sound classification algorithms utilize a variety of features, with the two 

primary categories including temporal and spectral features. Temporal features are 

based in the time domain. Examples of temporal features include signal amplitude and 

signal envelopes. On the other hand, spectral features are frequency based and require 

transformation of the time-based signal into the frequency domain. Common features in 

the frequency domain utilized in heart sound classification algorithms are wavelet 

features and mel-frequency cepstral coefficients (MFCCs) [6], [13]. When analyzing 

sound, spectral features are particularly helpful to identify the frequency components 

and characteristics of a signal. 

After relevant features are extracted, it is important to consider potential 

dimensionality reduction techniques to avoid overfitting and to produce a 

computationally efficient heart sound classification algorithm. The purpose of 

dimensionality reduction is to identify the features that will be the most predictive in 

identifying a PCG signal’s class. This is done by removing features that are redundant 

and/or unnecessary. For example, sequential search feature selection algorithms utilize 

an objective criterion to select or remove relevant or irrelevant features. In sequential 

backward selection, all of the original features are included, and the worst feature is 

sequentially removed. Additionally, principal component analysis (PCA) is a means of 

reducing dimensionality of the data. PCA uses the mathematical concept of orthogonal 
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projections to project data onto a smaller dimension, known as the principal subspace 

[37]. More specific background information on PCA is provided in Appendix A. 

After dimensionality reduction methods are explored, the feature space is 

typically normalized to ensure all of the features are scaled appropriately. The scaling of 

features can alter the resulting classifications of the data, especially if training and 

testing data are normalized using different methods. Therefore, feature normalization is 

an important consideration in machine learning algorithm development. A common 

data scaling method used in machine learning algorithms is a process called zero-mean 

unit variance (ZMUV), also known as autoscaling or z-Scoring. ZMUV scales each 

feature by subtracting the mean (over all observations) of that feature and dividing by 

the standard deviation.  

After feature extraction, dimensionality reduction, and scaling, the next step is 

processing the features with a classifier to classify each signal. 

2.3.3 Classification 

The purpose of classification is to categorize each new observation into a class 

based on the observation’s features [37], [38]. Classification is a form of supervised 

learning, where the classifier is trained using data that is labeled according to its class 

[37]. Thus, the classifier learns how to categorize features based on the labeled training 

dataset and its corresponding features [37]. Once a classifier has been trained on a large 
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training dataset, it can apply this knowledge to new observations that were previously 

unseen in the training set [37], [38].  

An example of a common classifier is a K-Nearest-Neighbor (KNN) classifier. A 

KNN classifier assigns a class that is consistent with the training data most similar to 

each new observation. To accomplish this, a KNN requires training data, a distance 

metric, a decision rule, and a choice of K—how many nearest neighbors to be 

considered. The training data creates a feature space with labels. Therefore, with each 

new observation, the K-nearest neighbors (according to the distance metric) of the new 

observation are counted—how many of the K neighbors are in class 0 and how many are 

in class 1? The resulting ratio for each new test point is then classified based on a 

decision rule.  

An example of a KNN classifying a new observation is illustrated in Figure 13. 

The feature space of the training dataset is displayed and labeled by class. Using the 

distance metric of Euclidian distance, the K=3 nearest neighbors of the new test point are 

identified from the training data: two are from class 1 and one is from class 0. Therefore, 

using a majority decision rule, the new test point is classified as class 1. 
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Figure 13: The mechanics of a K=3 KNN classifier. For the new test point, the 3 

nearest neighbors are identified using the Euclidian distance metric. With a majority 

decision rule, the new test point is classified as class 1. 

 

The choice of K-value can alter the proportion of classes within the K nearest 

neighbors of a new observation, thus altering the classification results of new 

observations. Therefore, it is important to choose a K-value that optimizes classifier 

performance. Too small of a K-value typically results in overfitting the classifier to the 

training data. This creates a classifier with high variance and flexibility, meaning it likely 

will not generalize well to previously unseen data. Alternatively, too large of a K-value 

results in an oversimplified model that does not conform to the nuances of the training 
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data. This produces a classifier with high bias and systemic error. Therefore, finding the 

correct K-value to strike a balance between bias and variance is key. 

Logistic regression (LR) is another popular classifier commonly used for binary 

classification algorithms [37], [39]. Specifically, it is a statistical model that can be trained 

and tested on. The input features are combined linearly using weights or coefficient 

values to ultimately predict an output value, or target. These coefficient values are the 

learned part of the model—they are estimated and optimized from the training data. 

After which, any new piece of testing data can be linearly combined with the trained 

coefficient values to produce an output. This output is sent through the sigmoid 

function and then compared to a threshold value to ultimately classify it as one of two 

binary options. The overarching equation is displayed below: 

𝑦 =  
1

1 + 𝑒−𝑤𝑇𝑥
 (2) 

where the linear combination of the weights and the test data are plugged into the 

sigmoid function to product an output y that is between the values 0 and 1. The 

resulting y-value is then compared to a threshold (typically 0.5) to classify the testing 

data as class 0 or class 1. 

The current hot topic of neural networks are derived from LR;  neural networks 

are models comprising of multiple layers of LR models [37]. While the training of neural 

networks is typically much more complex, the ultimately trained model is compact and 

fast at processing new data [37]. 
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There are many more classifier options to choose from in binary classification 

problems.  Additionally, there is never one correct answer, especially considering the 

variety that can come before classification (in pre-processing, feature extraction, 

selection, etc.). This resulted in numerous unique and innovative solutions to the 2016 

PhysioNet Challenge of heart sound classification algorithms [6].
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3. Classification of Heart Sounds as Normal or Abnormal 

When a patient has HF, the blood pumping mechanism in their heart does not 

adequately provide oxygen to the many cells in the body. The physiological 

abnormalities associated with HF result in abnormal heart sounds that can be used to 

diagnose an unhealthy heart. Physicians listen to a patient’s heart sounds through a 

stethoscope to identify these irregularities. A heart sound classification algorithm has 

the potential to automatically identify these irregularities in heart sounds and thus 

automate the process of diagnosing HF. Automating this diagnostic process could 

increase patient access to their own heart health, allowing for more frequent diagnoses 

caught at earlier stages of HF. HF is a condition that worsens the longer it is left 

untreated, therefore the more accessible the diagnosis, the better the chance is of 

catching the HF before it becomes severe, ultimately resulting in a higher quality of life 

for the patient living with HF. 

This chapter describes a classification algorithm that was developed for this 

effort to identify heart sounds as normal or abnormal. The algorithm and the 

corresponding analysis in this chapter is based on completing the 2016 PhysioNet 

Computing in Cardiology Challenge, which was an online challenge with the goal of 

opening up the largest online database of labeled heart sounds to date and encouraging 

innovation in the space of heart sound classification algorithms [13].  
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The challenge provided a large dataset to train and test algorithms, performance 

metrics for scoring algorithms, and an open source starter code to provide a baseline by 

which to assess algorithm performance. This starter code is referred to as the “sample 

entry” throughout this chapter. A summary of the challenge and the algorithms that 

were developed for this challenged are detailed in [13].  This chapter focuses on the 

specific algorithm created for this work. Algorithm performance will be compared to 

that of the sample entry algorithm. While the algorithm developed for this work is high-

performing, the novelty is in the feature analysis conducted during the development of 

the algorithm. This feature analysis will be discussed in detail in the following 

subsections. 

3.1 The 2016 PhysioNet Computing in Cardiology Challenge 
Database 

The PhysioNet database is a compilation of heart sound recordings from nine 

heart sound databases collected over the last decade by seven different research teams 

[6], [13]. These recordings were taken in a wide variety of settings, both clinical and non-

clinical, with varying degrees of noise levels (ambient noise, talking, stethoscope 

movement, breathing, and intestinal sounds). The heart sound recordings were collected 

mostly from the four typical locations used for auscultation: aortic area, pulmonic area, 

tricuspid area, and mitral area as illustrated in Figure 14.  
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Figure 14: The primary locations from which heart sound recordings were 

taken in the 2016 Physionet database. Image Source: [5]. 

 

The sound recordings ranged from 5-120 seconds in duration. Each signal was 

manually categorized as normal or abnormal based on the patient’s diagnosed heart 

health, which was diagnosed by a physician. The abnormal classifications were PCG 

signals taken from patients with a confirmed cardiac diagnosis. Common cardiac 

diagnoses included the following: mitral valve prolapse, mitral regurgitation, aortic 

stenosis, and coronary artery disease [13].  

The PhysioNet database provides of a total of 3,240 heart sound recordings [13]. 

The database was unbalanced, consisting of an unequal amount of normal and abnormal 

recordings [13]. Specifically, 665 of the 3,240 recordings (approximately 20%) were 

diagnosed abnormal cases. 
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3.2 Methods 

The sample entry algorithm that was provided in the PhysioNet Challenge 

incorporated a segmentation algorithm, 20 time and amplitude features, and a trained 

Logistic Regression (LR) classifier. The sample entry was used as a starting point as well 

as a benchmark in performance for the algorithm that was developed here.  

3.2.1 Segmentation 

The segmentation algorithm created by Springer et al. was left unaltered for the 

algorithm developed here, and is described in detail in Section 2.3.1 [9]. The output of 

the segmentation algorithm identifies which portions of the PCG signal correspond to 

the first and second fundamental heart sounds as well as which portions correspond to 

systole and diastole. The proposed heart classification algorithm developed for this 

work utilizes this segmentation algorithm to line up the PCG signals so that they all 

begin at the start of S1 prior to feature extraction. Thus, this preprocessing step was 

utilized in order to produce more consistent features and thus better performance [40], 

[41]. 

3.2.2 Feature Analysis and Extraction 

The features used for this analysis are MFCCs. These were chosen initially 

because they have proven successful in various speech recognition algorithms and were 

a common feature choice amongst high-performing entrants in the PhysioNet Challenge 

[42]–[44]. In this work, the MFCC features were implemented using an open source 



 

43 

online toolkit [43], with some feature specifications guided by the Rubin et al. entry in 

the PhysioNet Challenge [40].  

All signals were aligned to begin at the start of an S1 sound after the 

segmentation preprocessing step. The typical procedure for MFCC feature extraction 

from a 3 second time segment of the PCG signal, as described by the toolkit is as follows 

[42]: 

1. Frame the signal into short frames (for this algorithm the frame length was 0.025 

seconds and a new frame started every 0.01 second resulting in 298 overlapping 

frames) 

2. For each frame calculate the periodogram estimate of the power spectrum. 

3. Apply the mel filter banks to the power spectra and sum the energy in each filter. 

The filter banks apply filters on a Mel-scale to the power spectrum to extract 

frequency bands and thus filterbank energies [41]. 

4. Take the logarithm of all filterbank energies. 

5. Take the Discrete Cosine Transform (DCT) of the log filterbank energies. 

6. Keep DCT coefficients 1-13, discard the rest. 

Keeping the lower 12-13 coefficients is typically done for automated speech 

recognition algorithms [42], [43]. For each of the frames used, there are then 12-13 

MFCCs calculated. In the case of this algorithm the signal length of 3 seconds resulted in 

298 frames, each of which contained 13 MFCCs.  
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The MFCC features were then arranged in two main ways. The first arrangement 

consisted of each element, of each frame, as its own feature. This resulted in 3,874 (13 

elements x 298 frames) features. This feature set was sent through a classifier and the 

classifier’s performance was evaluated. It is important to note that a feature space of this 

size theoretically requires exponentially more training data than is provided in the given 

observation space of 3,240 recordings [37], [38]. Therefore, dimensionality reduction is 

explored because it can both improve algorithm performance and reduce the computing 

complexity of algorithms. Specifically, principal component analysis (PCA) was used to 

reduce the feature space to 6 components. The resulting feature set was sent through the 

same classifier and the classifier’s performance was evaluated as well.  

The second MFCC feature arrangement was obtained by averaging the MFCCs 

over all 298 frames, resulting in 13 averaged MFCC features. This feature set was sent 

through a classifier and the classifier’s performance was evaluated. Dimensionality 

reduction was performed on this feature set in the following ways: (1) first 6 averaged 

MFCCs were selected (as per Rubin et al.) [40], (2) exhaustive feature selection of top 6 

averaged MFCCs using the online PRT toolkit [45], and (3) PCA to reduce 

dimensionality to 6 components. Choosing a dimensionality of 6 was based on one high-

performing entrant’s methodologies, Rubin et al., who chose the first 6 MFCC features as 

a feature space [40]. This dimensionality of 6 was then kept consistent between feature 

selection methods. Note that the first two feature selection methods described here were 
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attempted on the 3,874 MFCC features as well but exhibited poor performance and thus 

the details were left out of this analysis.  

In total, this resulted in six different feature sets that were sent through a 

classifier and the classifier’s performance per each feature set was evaluated. A 

summary of the feature sets used in this analysis is provided below in Table 1, and 

compared to the feature set of the sample entry algorithm. 

Table 1: Feature extraction processes and their associated labels and 

explanations. 

Label Feature Set Description 

Feature set 1 3,874 MFCC features, no feature selection  

Feature set 2 3,874 MFCC features, PCA reduction to 6 components 

Feature set 3 13 averaged MFCC features, no feature selection 

Feature set 4 13 averaged MFCC features, first 6 selected (as per Rubin et al. [40]) 

Feature set 5 13 averaged MFCC features, exhaustive feature selection (6 selected) 

Feature set 6 13 averaged MFCC features, PCA reduction to 6 components 

Sample entry 

feature set 

20 time and amplitude features 

 

The sample entry feature set is also included as it serves as a baseline and lower 

bound, as the feature selection was reported to be quite basic. Note that various other 

features, feature selection processes, and other variables were considered during this 
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effort as well to produce more options, but the performance results reported here were 

for the highest performing combinations. 

3.2.3 Classification 

The Pattern Recognition Toolkit in MATLAB was used for the classification 

analysis [45]. For the purposes of the algorithm developed here, a relatively simple but 

reliable KNN classifier was used to compare the performance of various features and 

feature selection processes. While most of the analysis within this research is 

surrounding features and feature extraction, choosing a robust classifier was crucial to 

the performance of the algorithm.  

Preliminary analysis of classification performance using a basic MFCC feature set 

resulted in better performance using a KNN classifier as compared to other simple 

classifiers such as LR. From this, the KNN was chosen as the classifier of choice and 

feature extraction and selection methods were optimized to produce better results. For 

the various feature sets described in Table 1, an optimized K-value was calculated for 

the corresponding KNN. This was chosen based on the K-value that produced the 

maximum accuracy for each feature set. Accuracy was the main scoring metric utilized 

in the PhysioNet Challenge and will be expanded upon in the coming sections of this 

chapter.  

The pre-processing steps leading up to classification on the dataset included 

feature scaling. Specifically, the dataset underwent the zero mean and unit variance 
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(ZMUV) process. Additionally, the data was bootstrapped to account for class imbalance 

between normal and abnormal samples. There was a total of 665 abnormal recordings in 

the Challenge database, with the remaining 2,575 recordings labeled as normal 

recordings. Finally, the resulting dataset was 10-fold cross-validated and scored. The 

high-level pre-processing classification pipeline is shown in Figure 15. 

 

Figure 15: The sequence of pre-processing that is performed on the features 

leading up to classification. BootTrain represents the bootstrapping process. 

 

3.2.4 Performance Evaluation 

Receiver Operating Characteristic (ROC) curves were determined for each 

feature set based on the outputs of the classifier. These ROCs were constructed by 

sampling threshold values at each decision statistic value. An operating point from each 

ROC curve was chosen based on maximizing the overall accuracy score, to stay 

consistent with how the PhysioNet Challenge scored the challenge [13]. Specifically, the 

PhysioNet Challenge judged entrants based on their sensitivity (Se) and specificity (Sp) 

scores. The sensitivity is also commonly known as the probability of detection and the 

specificity is also commonly known as the probability of correct rejection. Specificity is 
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equal to a quantity known as the probability of false alarm subtracted from 1. The 

average of the sensitivity and specificity was calculated to provide the accuracy score. 

For consistency and comparison, the same scoring method was implemented here.  

3.3 Results 

The ROC curves and corresponding operating points are shown below in Figure 

16. The y-axis of Figure 16 represents the sensitivity (Se) or probability of detection, 

while the x-axis represents the probability of false alarm (1-Sp). Therefore, for a given 

threshold, the Se was taken from the ROC curve’s y-value and the Sp value was 

calculated by subtracting the corresponding x-value from 1. Again, the specific 

operating point chosen was based on the point with the maximized accuracy metric. 

The six feature sets were evaluated using a KNN classifier with an optimized K-

value for each feature set. For comparison, the sample entry features were also run on 

the KNN classifier with an optimized K-value. This serves as a helpful benchmark for 

comparison. 

In addition to the results from the six feature set variations and the sample entry 

feature set, the operating points of the sample entry (using the original LR classifier, 

rather than the KNN) and the Rubin et al. algorithm, which was one of the best 

performing algorithms in the challenge, are also shown in Figure 16 and Table 2. These 

two operating points are provided for comparison’s sake, with the sample entry serving 

as a baseline and the Rubin et al. entry serving as an example of a successful, high-
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scoring entry in the PhysioNet Challenge. The Rubin et al. algorithm also utilizes MFCC 

features and implements a feature selection by choosing the first 6 MFCC features [40]. It 

is important to note that the sample entry operating point and the Rubin et al. operating 

point have Se, Sp, and Acc scores that were tested on a hidden testing set. This testing 

set was not made available to the public, and thus could not be utilized for this 

algorithm’s development [13]. Note that due to the hidden testing set, for the purposes 

of evaluating the algorithm developed for this work, cross-validation was implemented 

to make the most of the data provided and ensure testing on previously unseen data. 

These operating points that maximize the accuracy for each ROC curve can be 

seen in Figure 16 and the corresponding metrics for each feature set are summarized in 

Table 2. 

 

Figure 16: ROC curves for the 6 feature sets compared against sample entry 

feature set, sample entry algorithm, and Rubin et al. The stars represent the 

maximized accuracy operating point for each curve. 
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Table 2: Results for the various feature extraction methods. Sensitivity (Se) 

measures the true positive rate, Specificity (Sp) measures the true negative rate, and 

Accuracy (Acc) is the average of the two values. 

Label Classifier Se Sp Acc 

Feature set 1 KNN 0.83 0.78 0.80 

Feature set 2 KNN 0.88 0.75 0.82 

Feature set 3 KNN 0.88 0.81 0.85 

Feature set 4 KNN 0.84 0.80 0.82 

Feature set 5 KNN 0.80 0.81 0.80 

Feature set 6 KNN 0.84 0.85 0.84 

Sample entry 

feature set 

KNN 0.74 0.75 0.75 

Sample entry LR 0.66 0.77 0.72 

Rubin et al. CNN 0.73 0.95 0.84 

 

3.4 Discussion 

This chapter presents the heart sound classification algorithm developed for this 

work. The input to the algorithm is a PCG signal and the output is the classification of 

the PCG signal as normal or abnormal. The sample entry provided for the PhysioNet 

Challenge served as a starting point for the algorithm developed here. The sample entry 

algorithm used 20 temporal features. It was explicitly stated that these features did not 

produce an effective solution but rather were to be used as a baseline for performance 
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assessment [6], [13]. These features focused more on physical amplitudes of various 

heart sounds as opposed to the overarching and changing shape of the heart sounds in 

conjunction, which is perhaps why these temporal features did not represent the signals 

well. None of the top-scoring entrants of the PhysioNet Challenge utilized the temporal 

features provided by the sample entry algorithm. Therefore, it became clear that 

implementing new features would be a necessary strategy to improve classification 

performance. For this reason, most of the development behind this algorithm consisted 

of feature analysis. Specifically, MFCCs were considered and various feature selection 

processes were implemented and compared. 

MFCCs require calculation of frequency bands that are equally-spaced on the 

mel-scale, which better follows the “shape of the vocal tract” [42]. For this reason, they 

have been commonly used in automatic speech recognition research [42]. MFCCs have 

proven to work well in heart sound classification, as well, as indicated by the number of 

high-scoring entrants that used them in the PhysioNet Challenge [6]. Therefore, MFCCs 

were implemented and tested for the algorithm developed in this work, and again 

proven successful, particularly when compared to the sample entry algorithm’s 

temporal features. It is important to note that when discussing a feature set’s 

performance, in actuality we are discussing the performance of the classifier that uses 

the feature set. In order to focus on feature analysis, the classifier was held constant 
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while testing the various feature sets. Specifically, a KNN was used due to preliminary 

testing with a basic MFCC feature set.  

Six feature sets are analyzed in this chapter. The classification performance 

results of these features are compared to both the results of the sample entry algorithm 

and the results of the PhysioNet Challenge entrant Rubin et al. [40]. The sample entry 

algorithm’s scores were utilized as a baseline metric and the Rubin et al. entry scores 

were used as an example of a successful algorithm. Rubin et al. was deemed a successful 

algorithm because of its high performance in the PhysioNet Challenge. 

The 6 feature sets developed for this work affected the resulting algorithm 

performance. Clearly, the averaged MFCC features (Feature Set 3) produced superior 

results, especially when compared to keeping each MFCC as its own feature (Feature Set 

1) as displayed in both Figure 16 and Table 2. While Feature Set 1 provides technically 

more information on the MFCCs calculated, it produces a feature space (p=3,874) that is 

larger than the observation space (n=3,240).  With this large of a feature space, it is 

difficult for the classification result to capitalize on the significant differences and 

nuances between the features. These nuances are typically lost in high-dimensionality 

feature spaces and require exponentially more training data to adequately capture them 

[37], [38]. Additionally, the large size of p=3,874 for a feature space has potential to 

produce redundancy between features themselves, which may contribute to both a 

poorer performance and unnecessary computing time [37]. Given the amount of data 
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provided for this algorithm development, the relative size of the feature space is likely 

the reason that the averaged MFCC values (p=13) proved more successful than the full 

vectors of MFCC values (p=3,874) in classification performance. 

There was potential to improve upon Feature Set 1 by reducing its 

dimensionality. PCA is a common preprocessing step utilized in machine learning 

applications to reduce the dimensionality of the feature space [38]. Feature Set 2 consists 

of applying PCA on the large feature space of Feature Set 1, to reduce the dimension 

down to 6. The choice of the value 6 was guided by methodology in the Rubin et al. 

entry [40]. Utilization of Feature Set 2 results in a slightly improved accuracy metric over 

Feature Set 1, as expected. Other methods of dimensionality reduction were 

implemented such as choosing the first 6 features (per Rubin et al.) and an exhaustive 

feature selection of 6 features, however these attempts proved to be unsuccessful 

resulting in poor classification performance [40], [45]. 

In attempt to improve on Feature Sets 1 and 2, the average MFCCs between 

frames were set as individual features, rather than the previous arrangement of setting 

each element within each frame as its own feature (as in Feature Set 1). This resulted in 

13 averaged MFCC features for Feature Set 3. Utilizing Feature Set 3 results in the 

highest overall performance of all of the feature extraction methods, based on its 

accuracy metric of 0.85. The following feature selection methods were implemented in 

attempt to improve upon Feature Set 3: (1) select first 6 features (Feature Set 4), (2) 
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exhaustive feature selection of 6 features (Feature Set 5), and (3) reducing dimensionality 

to 6 components using PCA (Feature Set 6) [45].  Utilizing Feature Set 6 resulted in an 

accuracy of 0.84, therefore making it the second highest performing of the feature sets 

developed for this work. However, utilizing Feature Set 3 ultimately produced the 

highest overall accuracy score of 0.85. Feature Set 3 consisted of 13 averaged MFCCs as 

features. A dimensionality of 13 is justifiable with a dataset consisting of 3,240 

observations.  

Utilizing Feature Set 3 produced a higher accuracy metric than both the sample 

entry algorithm and the Rubin et al. entry [6], [13], [40]. It is important to note that the 

sample entry algorithm and the Rubin et al. entry were scored on a hidden test set, 

unavailable to the public. Because of this restriction, the algorithm developed in this 

work used 10-fold cross-validation of the provided dataset to evaluate classifier 

performance. 

Even so, producing comparable overall accuracy scores is a success, especially in 

part due to the algorithmic simplicity of a KNN as compared to Rubin et al.’s classifier of 

choice, a CNN. A KNN has a greatly reduced computational cost and general lesser 

complexity. Therefore, producing comparable results while using a KNN (instead of a 

CNN) is a strength of this algorithm. 

KNN was chosen as the classifier for this algorithm after preliminary testing with 

a basic MFCC feature set. After developing the various feature sets, the KNN 
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parameters were addressed in order to optimize performance. As with any classifier, 

there was the need to consider the bias-variance tradeoff when choosing a parameter 

like the K-value of a KNN. With too small of a K value, say K=1, the model would 

overfit to the training data and not generalize well to unseen testing data. This model 

would have low bias and high variance. Alternatively, with too large of a K-value, the 

model would oversimplify and not fit the nuances of the data. This would result in a 

model with high bias or systemic error and low variance. Therefore, it was crucial to 

choose a K-value that optimized these parameters and did not overfit or oversimplify 

the model. When running each feature set through a KNN classifier, the optimal K-

values were determined using the training dataset and then utilized for the KNN 

classifier. The optimized K-value was based on the K-value that provided a feature set’s 

maximum accuracy score. These values of K ranged for the various feature sets but were 

within the bounds of K=3-11.  

The algorithm developed in this work produced overall scores paralleling those 

of the highest scoring applicants for the PhysioNet Challenge [6]. Features could 

potentially be furthered by pursuing other dimensionality reduction methods or 

implementing other features in conjunction with the MFCC features. Other classifiers 

could potentially help to produce better results as well; perhaps with an ensemble 

approach or a more complicated classifier such as a CNN. However, a strength of this 

algorithm is that it utilizes a relatively simpler classifier, a KNN, and performs well.  



 

56 

The specific objective of this work was to complete a thorough feature analysis, 

using a simple classifier (KNN). Features and feature selection processes were 

developed, and the various feature sets were classified using a KNN with an optimized 

K-value specific to each feature set. Of these feature sets developed, the best performing 

algorithm utilized Feature Set 3, which used 13 averaged MFCC features and a KNN 

classifier with K=4, resulting in an overall accuracy score of 0.85.  

The overarching goal of this research was to develop an automated diagnostic 

tool for classifying heart sounds as normal or abnormal and thus predicting whether or 

not a patient has HF. This sort of tool could potentially broaden the reach of heart 

healthcare and enable intervention prior to a catastrophic outcome.
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4. Extraction of Abnormal Heart Sounds for Patients with 
LVADs 

Analyzing the native heart sounds that can be measured from an individual can 

provide information to assess heart function. When an individual has HF, the irregular 

cardiac cycle results in abnormal heart sounds that are detectable acoustically. The 

research presented in the previous chapter focused on identifying these abnormal heart 

sounds. In this chapter, we focus on issues that impact individuals who have already 

been diagnosed with HF and whose treatment plan includes an LVAD.  

LVAD use is characterized by a high-complication rate [12], [32], [33], [46]. Much 

of the difficulty lies in identifying a complication before it becomes catastrophic. 

Therefore, there is a clear need to monitor individuals with LVADs to identify any 

potential issues at an earlier stage. Acoustical monitoring is one potential non-invasive 

approach that could remotely monitor individuals to identify complications. 

Complications may originate from the heart or from the pump. Previous research on 

acoustic analysis in LVAD patients has focused on pump-related complications [8], [12], 

[46]. The novelty in this work is that it focuses on heart-related complications by 

targeting the native heart sounds. Unfortunately, auscultation for clinical diagnosis or 

remote monitoring purposes is challenging due to the heart sounds being obscured by 

the presence of LVAD sounds. Because auscultation is no longer feasible, other 

techniques are utilized to assess heart function such as chest x-rays, catheterization, and 
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echocardiograms [47]. These medical techniques are either invasive or require an in-

person hospital visit. A non-invasive approach for remotely monitoring LVAD patients 

would allow for earlier intervention of LVAD complications. The ultimate purpose of 

this work is to develop a non-invasive method to remotely monitor heart-related 

complications in individuals with LVADs based on acoustic analysis.  

4.1 Methods 

A signal processing pipeline is developed to extract native heart sounds in the 

presence of LVAD noise. Due to the lack of truth labels that were available for the 

dataset utilized in this chapter, temporal and spectral analysis tools will be used to 

validate the extracted heart sounds based on prior knowledge of the cardiac cycle states: 

S1, systole, S2, and diastole. 

4.1.1 Data Description 

The data were collected from patients at Duke University Hospital [46] and 

consist of sound recordings obtained from each patient’s left upper sternal border (see 

Figure 14) using a digital stethoscope. In particular, two individuals were studied and 

are referred to as Subject A and Subject B. Both subjects underwent a medical 

intervention after an LVAD complication. Subject A had a HeartMate II and underwent 

a pump exchange due to pump thrombosis. Subject B had a HeartWare HVAD and had 

a stent installed after a thrombus had narrowed the passage of blood flow. For each 
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patient, the type of LVAD and the operating speed of the pump were provided and used 

to characterize the acoustic spectrum of the pump (see Section 2.2.4.1).  

4.1.2 Signal Processing Pipeline 

The proposed signal processing pipeline inputs a PCG signal from an individual 

with an LVAD. This signal is pre-processed through down sampling and bandpass 

filtering. Thereafter, the signal undergoes signal source separation in an effort to remove 

the relevant LVAD frequency components that remain. Finally, the resulting filtered 

signal is sent through a heart sound segmentation algorithm to assign the cardiac cycle 

states (S1, S2, systole, and diastole) to the signal [9]. The proposed signal processing 

pipeline is illustrated in Figure 17.  

 

Figure 17: The signal processing pipeline used to extract states of the cardiac 

cycle from PCG signals in the presence of LVAD noise. The signal is down sampled, 

filtered, and segmented into cardiac cycle states (S1, S2, systole, and diastole) prior to 

analysis. 
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4.1.2.1 Signal Pre-processing 

The original signals were recorded at a sampling rate of 48,000 Hz. For 

computational simplicity and compatibility with the heart sound segmentation 

algorithm, the signals were down sampled to 1,000 Hz [9]. Given that the frequency 

range of both normal and abnormal heart sounds are generally below 500 Hz (see Figure 

3 and Figure 5), this satisfies the Nyquist criterion to restrict the frequency range of 

interest for heart sounds. 

After the signal is down sampled, a bandpass filter was used to restrict the 

frequency content of the signal to better emphasize the heart sounds. The signals were 

bandpass filtered between 20-300 Hz [17], a frequency range consistent with that of 

normal and abnormal heart sounds (see Figure 3 and Figure 5). While the higher 

frequency components of the LVAD noise are attenuated after this filtering, a significant 

number of lower frequency components within the bandpass region are still retained, 

especially for LVADs that operate at lower speeds such as the HeartWare HVAD (40-55 

Hz)  [29]. Therefore, there is a need to remove the lower frequency components of the 

LVAD that overlap with the frequencies of heart sounds. 

4.1.2.2 Signal Source Separation 

Signal source separation attempts to separate a mixture of signals into its original 

components; in this context, the mixture of signals is dominated by PCG and LVAD 

signals. There are various methods for signal source separation. For example, 
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independent component analysis (ICA) separates a mixture of signals into its 

components by maximizing the statistical independence of the reference components 

[48]. However, utilization of this approach for signal separation requires knowledge of 

all of the relevant signal components. Notch filtering is a method used to remove 

specific frequency components from a signal by designing a filter with a designated 

rejection frequency. However, notch filters do not adapt to the original input signal as it 

changes over time. Adaptive filtering is a type of filter that can be configured to remove 

specific frequency components that can either be specified or obtained directly from a 

reference signal. Additionally, adaptive filtering self learns, adjusting its parameters to 

adapt to changes in the original input signal to optimize performance [49].  

Adaptive filtering was chosen for the purposes of this work because of its 

optimized algorithm performance and its flexible architecture. In its current architecture, 

we use our knowledge of the theoretical LVAD frequency components as reference 

signals to be removed.  Specifically, because we know the operating speed of the LVAD 

pump, we know the theoretical LVAD frequency components obscuring the heart 

sounds. Therefore, sinusoids are generated as proxy for the LVAD noise components to 

iteratively be removed from the PCG signal by the adaptive filter. The adaptive filtering 

system could be altered to a configuration that obtains the noise reference directly from 

LVAD signal or a configuration that does not require knowledge of the reference signal 
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at all. This flexibility is why adaptive filtering was chosen over, for example, notch 

filtering.  

The specific adaptive filter architecture used in this work is illustrated in Figure 

18. The purpose is to extract the PCG signal from the original chest recording 

(comprising of both PCG and LVAD signals) by using the theoretical LVAD components 

calculated from the given RPM of the pump. Therefore, the noisy signal includes both 

PCG and LVAD signals, the noise reference signal comprises of the theoretical LVAD 

component, and the denoised signal is the noisy signal without the noise reference 

signal. 

 

Figure 18: An adaptive filter for noise cancellation. The noise reference signal 

u(n) produces a noise estimate signal y(n). The noise estimate subtracted from the 

noisy signal d(n) results in the denoised signal e(n) for a given LVAD pump 

frequency component. This figure is adapted from [50].  
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The adaptive filter implemented for this work is a Least Mean Square (LMS) 

adaptive filter governed by the following equations, as provided by [50]: 

𝑦(𝑛) =  �⃗⃗� 𝑇(𝑛 − 1)�⃗� (𝑛) (3) 

𝑒(𝑛) = 𝑑(𝑛) − 𝑦(𝑛) (4) 

�⃗⃗� (𝑛) =  𝛼�⃗⃗� (𝑛 − 1) + 𝑓(�⃗� (𝑛), 𝑒(𝑛), µ) (5) 

where 𝑛 denotes the current time index; 𝑦(𝑛) denotes the estimate of the noise signal; 

�⃗⃗� (𝑛) represents the vector of weights of the adaptive filter that are optimized; �⃗� (𝑛) 

denotes the noise reference signal; 𝑑(𝑛) denotes the noisy PCG signal; and 𝑒(𝑛) 

represents the denoised signal after subtracting the estimated noise from the noisy 

signal.  

The adaptive filter was implemented with the Digital Signal Processing Toolbox 

in MATLAB [49], [50]. Sinusoids at the relevant pump frequency below 300 Hz were 

used as a proxy for the noise reference signals. A cascade of filters was implemented to 

remove each of the relevant harmonic frequencies of the LVAD below 300 Hz, with the 

denoised signal becoming the next noisy signal in each cascade. The final output after 

adaptive filtering should ultimately attenuate the LVAD noise in the PCG signal to 

better emphasize the underlying heart sounds. 

4.1.2.3 Heart Sound Segmentation 

After bandpass and adaptive filtering, the denoised PCG signal is processed with 

the Springer segmentation algorithm (see Section 2.3.1) to segment into the states of the 
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cardiac cycle: S1, systole, S2, and diastole. However, due to a lack of truth labels for this 

dataset, the performance of the segmentation algorithm to correctly predict the states of 

the cardiac cycle cannot be determined. Therefore, supportive evidence of the validity of 

the labeled states will be obtained by analyzing the states and comparing them to the 

characteristics expected from heart sounds. 

4.1.3 Post-segmentation Analysis 

Prior knowledge of heart sounds was used to assess the performance of the 

signal processing pipeline. The fundamental heart sounds (S1, S2) and extra (S3, S4) 

heart sounds have distinct temporal profiles that are very similar to one another [16], 

[17]. Systolic and diastolic regions may contain the third and fourth heart sounds (S3, S4) 

or abnormal heart sounds such as murmurs [17], [18]. Additionally, the heart sounds 

have different frequency ranges (see Figure 3 and Figure 5) [16], [17]. Hence, temporal 

and spectral analysis tools were used to characterize the labeled cardiac states after 

processing the denoised PCG signals with the segmentation algorithm. 

4.1.3.1 Signal Cross-Correlation 

The similarity between the labeled states (S1, S2, systole, and diastole) is 

explored by calculating within- and between-state cross-correlation metrics. Cross-

correlation is a measure of similarity. The cross-correlation of two signals as a function 

of the displacement of one relative to the other can be calculated accordingly: 

𝑅𝑥𝑦(𝑚) = 𝐸[𝑥𝑛+𝑚𝑦𝑛] (6) 
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where n denotes the time index; m denotes the lag; 𝑥𝑛+𝑚 represents the first signal; 𝑦𝑛 

represents the complex conjugate of the second signal; E denotes the expected value. 

Cross-correlation accounts for amplitude scale differences and non-alignment between 

individual signals. The maximum cross-correlation was computed between two 

individual segments and the average maximum cross-correlations between all states was 

determined. This was accomplished by calculating the maximum cross-correlation 

values between all individual segments comprising of all the states. Then, between any 

two states all the corresponding maximum cross-correlation values were averaged to 

produce an overall averaged maximum cross-correlation metric between any two states.  

4.1.3.2 Feature Clusters 

The labeled states are further explored through the feature space of the Springer 

segmentation algorithm, which includes: (1) a homomorphic envelope, (2) the Hilbert 

envelope, (3) a power spectral density (PSD) based feature, and (4) a wavelet-based 

feature [9]. These four features were calculated over a time window of 0.2 seconds. In 

order to create a more robust representation of the feature space, the features were 

averaged over the segment. PCA was utilized to reduce the dimensionality of the feature 

space to three components for easier visualization. 

4.1.3.3 Power Spectral Density Estimation 

Additionally, the cardiac cycle states are transformed into the frequency domain 

through power spectral density (PSD) estimations. The purpose behind this analysis is to 



 

66 

compare frequency characteristics of the labeled states to each other and to our prior 

knowledge of the characteristics of heart sounds. A periodogram is the Fourier 

transform of the autocorrelation sequence of a signal, as displayed below in equation (7): 

𝑃(𝑓) =  
∆𝑡

𝑁
|∑ 𝑥𝑛𝑒−𝑖2𝜋𝑓𝑛

𝑁−1

𝑛=0

|

2

 
(7) 

where ∆t is the sampling interval for the signal 𝑥𝑛 . The PSD performed for this work 

uses Welch’s PSD estimate [51], which reduces the variance of a periodogram by 

breaking the signal into sections, creating overlapping windows. For each of these 

segments a periodogram is calculated. Welch’s PSD was calculated by splitting the 

signal up such that each window length was 75% of the overall signal length, chosen 

due to the small overall signal length.  

4.1.3.4 Wavelet Transform 

For analyzing the time-frequency changes in the PCG signal over time, a one-

dimensional (1-D) wavelet transformation was performed. The purpose behind this 

analysis is to compare time-frequency characteristics of the labeled states to each other 

and to our prior knowledge of the characteristics of heart sounds.  

The Morse family of wavelets is typically used for signals with changing 

amplitudes and frequencies as a function of time [52]. The Fourier transform of the 

Morse family of wavelets is:  

Ψ𝑃,𝛾 = 𝑈(𝜔)𝑎𝑃,𝛾𝜔
𝑃2

𝛾 𝑒−𝜔𝛾
 

(8) 
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where 𝑈(𝜔) denotes the unit step function; 𝑎𝑃,𝛾 denotes a normalizing constant; 𝑝2 

denotes the time-bandwidth product which determines the time duration of the wavelet; 

𝛾 denotes the symmetry parameter of the Morse wavelet [52]. The resulting transforms 

are represented by their magnitude scalograms, which display the absolute value of the 

wavelet transform as a function of frequency and time. 

4.2 Results 

4.2.1 Time-domain Analysis 

Figure 19 and Figure 20 illustrate the labeled states of the cardiac cycle and the 

PSD estimates of the entire PCG signal at each stage of the signal processing pipeline for 

Subject A and Subject B, respectively. In each figure, each row represents a stage of the 

signal processing pipeline; the first column displays the signal with its corresponding 

labeled states and the second column displays the corresponding PSD estimate of the 

signal.  

Theoretically, the signal to noise ratio (SNR) should increase progressively after 

each pre-processing stage to better emphasize the heart sounds. The corresponding PSD 

estimations highlight the removal of specific frequencies at the different stages of the 

signal processing pipeline. For Subject A, it can be observed that the SNR does not 

appear to change significantly after each stage; this is likely due to the higher operating 

speed of the HeartMate II, resulting in lesser overlap between the LVAD frequency 

components and the heart sound frequencies. Specifically, only the pump’s fundamental 
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frequency (156 Hz) is under 300 Hz and is thus removed in the adaptive filtering stage. 

The impact of filtering is more evident in Subject B as the SNR progressively increases at 

each stage. Subject B’s LVAD, the HeartWare HVAD, operates at lower operating 

speeds, resulting in lower LVAD frequencies (52 Hz and 206 Hz) that overlap with the 

heart sound frequencies. 

 

Figure 19: Illustrative example to demonstrate the evolution of the signal 

through each stage in the signal processing pipeline for Subject A. In each row, the 

left panel shows the signal and the cardiac cycle states, if applicable; and the right 

panel shows the corresponding PSD estimate of the signal. 
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Figure 20: Illustrative example to demonstrate the evolution of the signal 

through each stage in the signal processing pipeline for Subject B. In each row, the 

left panel shows the signal and the cardiac cycle states, if applicable; and the right 

panel shows the corresponding PSD estimate of the signal. 

 

To better explore the assigned cardiac cycle states, the features obtained from the 

segmentation algorithm were analyzed by reducing the dimensionality of the feature 

space to three components using PCA. Figure 21 illustrates a 3-dimensional 

visualization of the first three PCA components of the features for Subjects A and B. For 
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Subject A, the feature clusters for S1, systole, and diastole are more or less distinct; 

however, the feature cluster for S2 overlaps significantly with those for systole and 

diastole segments. This is consistent with the visualization in Figure 19, where the S2 

segments resemble the systole and diastole segments more so than they resemble the 

high amplitudes of the S1 segments. For Subject B, the feature clusters for the 

fundamental heart sounds (S1, S2) overlap while the feature clusters for systole and 

diastole overlap, inferring similarities between S1 and S2 segments as distinct from 

systole and diastole segments. In general, the clusters for the systolic and diastolic 

segments exhibit lower variance when compared to those for S1 and S2—this is 

particularly evident in Subject B where the S1 and S2 feature clusters are generally 

distinct from the inter heart sound regions, but not as distinct from each other. 

 

Figure 21: 3-dimensional feature space representations of features after PCA 

for Subjects A and B. Subject A, on the left, illustrates distinction between S1 

segments as compared to S2, systole, and diastole segments. Subject B, on the left, 

illustrates a distinction between S1, S2 segments as compared to systole, diastole 

segments. 
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The assigned states were further explored in the time domain by calculating 

maximum cross-correlation between pairs of segments within the same state and across 

states. Figure 22 shows an illustrative example of how the maximum cross-correlation 

was determined for a pair of S1 and S2 segments. There is minimal correlation between 

the signals at a zero-time lag; however, the maximum cross-correlation between the 

signals occurs at a signal lag of 24, indicating the importance of aligning the signals 

before computing a measure of similarity. 

 

Figure 22: An illustrative example of calculating the maximum cross-

correlation between two signals. The top plot illustrates a single S1 segment. The 

middle plot illustrates a single S2 segment. The bottom plot illustrates the magnitude 

of the cross-correlation between these two signals as a function of the lag between the 

two signals. The maximum cross-correlation magnitude is highlighted with a red 

asterisk. 
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The resulting average cross-correlation values between all states are illustrated in 

Figure 23 for Subjects A and B. For Subject A, there is high correlation between 

individual S1 segments. There is also noticeable correlation between individual S2 

segments. However, we do not see similarity between S1 and S2 segments, countering 

our expectations of heart sounds. For Subject B, there are high intra- and cross-

correlation values between the states labeled S1 and S2, implying greatest similarity 

between S1 to S1, S2 to S2, and S1 to S2 segments. These results show that for Subject A, 

S1 and S2 are distinct from each other as well as systole and diastole; for Subject B, S1 

and S2 are similar to one another and distinct from systole and diastole. 

  

Figure 23: Averaged maximum cross-correlation between S1, S2, systole, and 

diastole segments for Subject A (left) and Subject B (right). Higher values indicate 

more similarity between states. For Subject A, the highest cross-correlation is seen 

between S1 segments. For Subject B, the highest cross-correlation values are seen 

between combinations of S1 and S2. 

 

  Generally, the time domain analysis supports the accuracy of the assigned 

cardiac cycle states for Subjects A and B. However, the results from Subject B are overall 
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more consistent with expectations of heart sounds. In particular, the segmentation of 

Subject A does not seem to distinguish S1 and S2 as more similar to one another than to 

the inter heart sound regions (systole and diastole). 

4.2.2 Frequency-domain Analysis 

Power spectral density (PSD) estimates are a helpful tool to understand the 

spectral characteristics and nuances of a signal, especially if differences between the 

cardiac cycle states are not evident in the time domain. Due to the higher variability of 

heart sounds even within the same cardiac cycle state, particularly in LVAD patients, the 

PSD for each signal segment was determined. Figure 24 and Figure 25 illustrate the PSD 

estimates of individual segments for each of the four states (S1, S2, systole, and diastole) 

for Subject A and Subject B, respectively. For Subject A, S1 and S2 segments are 

characterized by distinct peaks, whereas systole and diastole segments exhibit greater 

variability. Unlike the time domain analysis for Subject A, this distinguishes S2 

segments from inter heart sound segments (systole and diastole). Additionally, S2 has a 

broader frequency range than S1 and there is more consistency between S1 segments as 

compared to S2 segments. These results parallel expectations of the fundamental heart 

sounds. Similarly, for Subject B, the S1 and S2 segments are characterized by distinct 

peaks as compared to the variability between systole segments and diastole segments. 

Again, as expected, S2 has a broader frequency range than S1 and there is more 

consistency between S1 segments as compared to S2 segments. 
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Figure 24: Power spectral density estimates of four individual segments of 

each of the four cardiac cycle states (S1, S2, systole, diastole) for Subject A. S1 and S2 

segments are characterized by distinct peaks, whereas systole and diastole segments 

show greater variability. Additionally, S2 segments have a broader frequency range 

than S1. Lastly, S2 shows greater variability between segments as compared to S1. 
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Figure 25: Power spectral density estimates of four individual segments of 

each of the four cardiac cycle states (S1, S2, systole, diastole) for Subject B. S1 and S2 

segments are characterized by distinct peaks, whereas systole and diastole segments 

show greater variability. Additionally, S2 segments have a broader frequency range 

than S1. Lastly, S2 shows greater variability between segments as compared to S1. 

 

For both Subject A and Subject B, the individual S1 segments and the individual 

S2 segments were characterized by distinct peaks, while the systole and diastole 

segments introduced more variability. Additionally, for both subjects, the frequency 

ranges of S1 and S2 were both below 300 Hz, with S2 producing a broader range of 

frequencies as compared to S1. Lastly, there was more consistency between S1 segments 
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as compared to the consistency between S2 segments. These results parallel expectations 

of heart sounds. Of particular importance, this frequency domain analysis highlighted 

new evidence supporting Subject A’s S2 state as correctly labeled, which was not 

consistently the case in the time domain analysis. 

4.2.3 Time-frequency Analysis 

A one-dimensional (1-D) continuous wavelet transform of the PCG signals was 

used to analyze frequency changes in the PCG signals over time. The magnitude 

scalograms of four signal segments for each of the four cardiac cycle states are displayed 

in Figure 26 for Subject A and Figure 27 for Subject B. In each of these figures, the row 

corresponds to the cardiac cycle state (S1, S2, systole, or diastole) and the column 

corresponds to an individual segment labeled as said state. For Subject A, each 

individual S1 segment results in greater magnitudes of frequency components than the 

remaining states’ individual segments. Therefore, the S2 segments are not 

distinguishable from the systole and diastole segments, countering the expectation of 

heart sounds characteristics in which S1 and S2 are distinguishable from systole and 

diastole. For Subject B, the individual segments of both S1 and S2 tend to result in 

greater magnitudes of frequency components than the systole and diastole individual 

segments, paralleling the expectations of heart sounds. In addition, in the case of Subject 

B, the S2 segments consist of slightly higher frequencies over shorter periods of time, as 

compared to the S1 segments. Additionally, for Subject B, the S2 segments seem to have 
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more variability than the S1 segments. These characteristics are consistent with the 

characteristics of the fundamental heart sounds. 

 

Figure 26: Magnitude scalograms of four example segments of each of the four 

cardiac cycle states (S1, S2, systole, diastole) for Subject A. The S1 segment 

frequencies are higher in magnitude than those of the remaining S2, systole, and 

diastole segments. 
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Figure 27: Magnitude scalograms of four individual example segments of each 

of the four cardiac cycle states (S1, S2, systole, diastole) for Subject B. The S1 and S2 

segment frequencies tend to be higher in magnitude than those of the remaining 

systole and diastole segments. 

 

The results of the time-frequency domain analysis parallel the results of the time 

domain analysis: the results of Subject B are overall consistent with expectations of heart 

sounds. The segmentation of Subject A distinguishes S1 from inter heart sound regions 

(systole and diastole) but does not seem to do so for S2. 
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4.3 Discussion 

This chapter proposes and validates a signal processing pipeline that extracts 

heart sounds from PCG signals in the presence of LVAD noise. This was accomplished 

first by developing a pre-processing algorithm to attenuate LVAD noise in order to 

increase SNR. The efficacy of this was showcased by the removal of LVAD-specific 

frequencies from the PCG signal. For example, Figure 20 illustrates the removal of two 

LVAD frequency components (52 Hz and 206 Hz). Once the LVAD noise was 

attenuated, the de-noised PCG signal was segmented into the cardiac cycle states. Due to 

the lack of truth labels for these states, various time, frequency, and time-frequency 

domain representations of the states were used to assess performance of the 

segmentation algorithm and its labels. We observed that utilization of different analysis 

techniques was beneficial since heart sound indicators that were not evident in some 

methods were observable in other methods. For example, for Subject A in the feature 

analysis, S2 was indistinguishable from the inter heart sound regions (systole and 

diastole). However, in the frequency domain S2 was clearly distinguishable from the 

inter heart sound regions, as illustrated in Figure 24. While it is impossible to guarantee 

the accuracy of these labeled states, the analyses provided supportive evidence that the 

segmentation labels are valid. At the very least, the heart sound regions (S1 and S2) can 

be distinguished from the inter heart sound regions (systole and diastole). 
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Given the exploratory nature of this analysis, there is much future work to be 

considered. For the signal processing pipeline itself, filtering techniques to attenuate the 

LVAD signal could be improved. The current method of attenuating the LVAD noise 

includes bandpass and adaptive filtering. Adaptive filtering assumes (1) knowledge of 

the operating speed of the pump and (2) that the theoretical pump frequency and its 

relevant harmonics will be correlated to the LVAD pump noise. If there is no correlation, 

then the adaptive filter will not work as desired. Therefore, it would be beneficial to 

develop a method to attenuate the LVAD noise without prior knowledge of the noise 

signal. There are adaptive filtering configurations that can accomplish this and will be 

particularly beneficial in the case of the LVAD pump RPM changing over a signal. 

Additionally, the segmentation algorithm needs to be modified for robustness in 

the presence of abnormal heart sounds like murmurs, which are likely to occur in 

individuals with LVADs. The presence of murmurs might lead to incorrect 

segmentation of the cardiac cycle states, particularly because the segmentation 

algorithm was trained in a supervised manner using a database of normal PCG signals 

and corresponding ECG signals. Therefore, an unsupervised algorithm to identify heart 

sound clusters could prove beneficial in this context. 

In conclusion, this work developed and tested a signal processing pipeline to 

extract heart sounds from PCG signals in the presence of LVAD noise. While the correct 

labeling performance of the segmentation algorithm could not be determined directly, 
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qualitative and quantitative analyses provided supportive evidence for the validity of 

the cardiac cycle states based on prior knowledge of heart sounds. While the work 

presented here was primarily exploratory due to the limited amount of data, the results 

provide evidence for automated heart sound analysis in LVAD patients, a significant 

first step within the larger purpose of remote monitoring of LVAD patients to assess 

cardiac function and complications.
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5. Conclusions and Future Work 

The overall purpose of this work was to use relevant information extracted from 

heart sound characteristics to explore the potential of improving the lives of those living 

with HF. The two ways in which this was explored was through developing (1) a 

machine learning algorithm to classify heart sounds as normal or abnormal, and (2) a 

signal processing pipeline to extract heart sounds in the presence of LVAD noise to 

ultimately help assess LVAD and heart function.  

The goal of the first portion of this work was to produce an automated HF 

diagnosis algorithm. An algorithm was developed that extracts heart sounds from a 

PCG signal recording and classifies them as normal or abnormal. The algorithm 

developed here extracts MFCC features from the PCG signal and processes the features 

with a KNN classifier that was trained from a database of heart sounds from the 2016 

PhysioNet Computing in Cardiology Challenge [13]. The classifier then makes a decision 

on whether or not the MFCC features most represent normal or abnormal heart sounds, 

based on previous training data. As part of the development of this algorithm, an 

extensive feature extraction and selection analysis was performed. The highest-

performing feature set was found to be 13 bin-averaged MFCC features. This produced 

an overall accuracy (Acc) score of 0.85, which is the average of the sensitivity (Se) and 

the specificity (Sp) scores of 0.88 and 0.81, respectively. This algorithm performed 

significantly better than the baseline algorithm provided through the PhysioNet 
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Challenge with a LR classifier a feature set of 20 temporal features (Acc=0.72, Se=0.66, 

Sp=0.77). Also, the algorithm with a simple KNN classifier achieved comparable 

performance to that of a more complex CNN classifier with a similar feature set 

(Acc=0.84, Se=0.73, Sp=0.95), one of the high-performing entrants submitted to the 

PhysioNet Challenge [6], [40]. 

The heart sound classification algorithm can be further improved. The feature 

analysis only considered MFCC features. The combination of various other temporal 

and spectral features and MFCC features could be explored to potentially select a more 

robust feature set to obtain additional improvement in algorithm performance. 

Additionally, while one benefit of the algorithm developed here is its simplicity, there is 

potential to explore different classification models to improve performance. For 

example, an ensemble approach of classifiers could be implemented and tested. 

The overall importance behind a heart sound classification algorithm comes from 

the fact that automating the diagnosis of heart sounds broadens the reach and 

accessibility of a diagnosis. Automating the auscultation process can eventually lead to 

remote monitoring of patients who, for example, have a family history of HF. Regular 

monitoring of an individual’s heart sounds could lead to an earlier diagnosis of HF, 

especially compared to HF diagnosis requiring an in-person visit to a physician. This is 

crucial because if left untreated, HF will result in an increasingly severe condition and 

will ultimately require more invasive and expensive treatment and care. Therefore, early 
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diagnosis leads to a smoother treatment process, reduced medical costs, and an overall 

higher quality of life for the individual. Especially with the increasing popularity of 

telemedicine and precision health, remote monitoring of patient vitals will become more 

and more commonplace, creating generally more accessible healthcare for the modern 

world citizen.  

The second portion of this work focused on the specific case where patients are 

already diagnosed with an extreme case of HF and their treatment plan requires an 

LVAD. While the LVAD is a life-saving medical device, it is associated with a high-

complication rate. Unfortunately, LVAD complications are typically not identified until 

after a catastrophic outcome. Currently, diagnostic techniques are performed in a clinical 

setting, requiring an in-person visit. An automated algorithm can be developed to 

remotely monitor heart sounds; however, the acoustic spectrum associated with an 

LVAD makes it more difficult to acoustically monitor the underlying heart sounds. 

Therefore, the second portion of this work focused on extracting the heart sounds in the 

presence of LVAD noise, in an effort to ultimately further the goal of using the 

underlying heart sounds to assess cardiac function and identify LVAD disfunction 

earlier. 

Specifically, a signal processing pipeline was developed to extract the heart 

sounds in the presence of the LVAD pump noise. The pipeline included signal pre-

processing to attenuate the LVAD noise and emphasize the heart sounds; segmenting 
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the PCG signal into the various cardiac cycle states; and analyzing the cardiac cycle 

states to assess heart sound characteristics. The preprocessing stage consisted of 

bandpass filtering to restrict the signal frequency content to predominantly heart 

sounds, and adaptive filtering to separate the mixture of heart sounds and LVAD noise. 

The adaptive filtering technique uses the knowledge of the operating pump speed of the 

LVAD to remove the corresponding LVAD frequency component from the signal. The 

filtered signal is then sent through a heart sound segmentation algorithm to identify the 

cardiac cycle states: S1, systole, S2, and diastole. This segmentation algorithm is trained 

on heart sound recordings (not in the presence of LVAD noise) to identify the 

fundamental heart sounds (S1, S2) and correspondingly the locations of systole and 

diastole. Therefore, when the LVAD noise is introduced, the output of the segmentation 

algorithm cannot be fully trusted as S1, systole, S2, and diastole. In fact, the purpose of 

this exploratory analysis is to compare the labeled cardiac cycle states to what is 

expected for the fundamental heart sounds.  

The validity of the assigned cardiac cycle states was assessed using temporal and 

spectral analyses by comparing to expected characteristics of heart sounds. Overall, the 

analyses provided supporting evidence that the signal processing pipeline correctly 

identifies the states of the cardiac cycle in the presence of LVAD noise. 

Given the exploratory nature of the second portion of this work, there is 

significant future work to be considered. Specifically, stronger conclusions can be made 
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and more algorithms can be developed with the ongoing data collection process. First, 

the new data could be used to train algorithms targeting LVAD patients, such as the 

segmentation algorithm. Additionally, the segmentation features could be altered to 

improve performance despite the residual LVAD noise. An improved segmentation 

algorithm altered to fit the specific context of LVAD patients would likely improve 

performance. Additionally, more LVAD patient data would allow for development of a 

new unsupervised segmentation algorithm that could extract heart sound clusters for 

further analysis.  

With an improved segmentation algorithm and with more data, an analysis 

could be conducted into the difference between states before and after pump 

complications for a given patient. For example, what do the regions look like in a patient 

when they are experiencing pump thrombosis? What do the regions look like after the 

pump has been exchanged and is functioning as expected? These questions and the 

corresponding analysis can lead to beneficial models that could help identify when an 

LVAD is malfunctioning. The ultimate application of this work is to provide a diagnostic 

tool that allows for early identification of LVAD complications. This model could be 

deployed to remotely monitor LVAD patients. This would allow for medical 

intervention prior to a catastrophic LVAD event, improving the lives and the safety of 

LVAD patients. 
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Overall, this work has two main deliverables: a machine learning algorithm that 

automates the HF diagnosis process; and a signal processing algorithm that extracts 

heart sounds in the presence of LVAD noise. Both of these topics have the potential to 

help those living with HF, primarily in the area of an earlier and more accessible 

diagnosis. In the first case, catching HF earlier has a significant effect on the severity of 

the HF and therefore the overall quality of life of the patient. In the second case, the 

ultimate goal is to provide a means of remotely monitoring the acoustics of LVAD 

patients to earlier identify LVAD complications. The algorithms for heart sound analysis 

developed in this work advance efforts for personalized healthcare and telemedicine 

within heart health. Remote monitoring of the heart and its heart sounds has the 

potential to identify HF and its associated complications before they become too severe, 

allowing for a higher quality of life for those afflicted. 
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Appendix A: Principal Component Analysis 

Principal component analysis (PCA) is defined as “the orthogonal projection of 

data onto a lower dimensional linear space, known as the principal subspace, such that 

the variance of the projected data is maximized” [37]. The following technical calculation 

of the principal subspace is adapted from [37]. 

Let {𝑥𝑛} be a set of observations where n = 1, 2, …, N where N is the total number 

of observations. Let each 𝑥𝑛 have dimensionality D. The purpose of PCA is to project 

{𝑥𝑛} onto a space having dimensionality M<D. In order to find the principal subspace, 

consider the case of projecting onto a 1-Dimensional space, thus M=1. The directionality 

of this subspace can be described using a unit vector 𝒖1 such that 𝒖1
𝑇𝒖1 = 1.Then, the 

mean of the projected data is 𝒖1
𝑇�̅� where �̅� is defined by: 

�̅� =  
1

𝑁
∑ 𝑥𝑛

𝑁

𝑛=1

 
(A.1) 

and the variance is defined by: 
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𝑁
∑{ 𝒖1

𝑇𝑥𝑛 − 𝒖1
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𝑁
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(A.2) 

where S is the covariance matrix of the dataset defined by: 

𝑺 =
1

𝑁
∑(𝑥𝑛 − �̅�)(𝑥𝑛 − �̅�)𝑇
𝑁

𝑛=1

. 
(A.3) 
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By definition of PCA, the next step is to maximize the variance with respect to 

the unit vector 𝒖1. In order to prevent ‖𝒖1‖ → ∞, the Lagrange multiplier (denoted as 𝜆1) 

is introduced into the variance equation:  

𝒖1
𝑇𝑺𝒖1 + 𝜆1(1 − 𝒖1

𝑇𝒖1). (A.4) 

Next, by setting the derivative of the variance equal to 0, a resulting stationary point is 

produced when: 

𝑺𝒖1 = 𝜆1𝒖1. (A.5) 

This implies that 𝒖1must be an eigenvector of S, therefore, the variance is ultimately 

defined by: 

𝒖1
𝑇𝑺𝒖1 = 𝜆1 (A.6) 

Therefore, the variance will be maximized when 𝒖1 is equal to the eigenvector having 

the largest eigenvalue 𝜆1. This eigenvector is the first principal component. 

 To generalize to M dimensions, additional principal components can be defined 

as M eigenvectors 𝒖1, … , 𝒖𝑀 of the covariance matrix S corresponding to the M largest 

eigenvalues 𝜆1,… , 𝜆𝑀.  

 

 



 

90 

Appendix B: Hidden Markov Models 

Hidden Markov Models (HMMs) are used to model sequential data, consisting 

of a finite number of states [37]. An example state diagram of an HMM can be seen 

below in Figure B.1. 

 

Figure B.1: A state diagram for a 3-state HMM. Each state is labeled as k=1, 2, 

or 3 and the time index is denoted by n. Image Source: [37] 

The following technical description is adapted from [9] and [53]. 

Let the number of states be represented by 𝑘 = [𝑘1, … , 𝑘𝑁] where N is the number 

of states within a sequence. Let the overall time duration of the sequence be denoted as 

T. Let the state at time t be denoted as 𝑞𝑡 with the overall sequence of states denoted as 

𝑸 = {𝑞1,… , 𝑞𝑇}. Let 𝑶 = {𝑶1, … ,𝑶𝑇} represent the observations sequence where each 𝑶𝑡 

is a feature vector at time t. Let the transmission matrix 𝐴 = {𝑎𝑖𝑗} denote the probability 

of moving from state i at time t to state j at time t+1 where each state is only accessible 
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from one specific other state. Let the observation distribution B define the probability of 

state j that produces the observation vector 𝑶𝑡 at time t. Let the initial state distribution 

𝜋 = {𝜋𝑖} define the probability of starting in state i. Then, the HMM can be defined as 

𝜆 = (𝐴, 𝐵, 𝜋). Finally, the optimal sequence of states, 𝑞𝑡
∗, is calculated by optimizing 

𝑃(𝑸,𝑶|𝜆) using a dynamic programming method called the Viterbi algorithm which 

“backtracks” by reaching the termination of the sequence by:  

𝑞𝑇
∗ = arg max

1≤𝑖≤𝑁
[𝛿𝑇(𝑖)] (B.1) 

𝑞𝑡
∗ = 𝜓𝑡+1(𝑞𝑡+1

∗ ), 𝑡 = 𝑇 − 1, 𝑇 − 2, …1 (B.2) 

where 𝜓𝑡(𝑗) is a matrix storing the optimal state sequence of the most likely previous 

state i at time t, if in state j at time t+1 and 𝛿𝑇(𝑖) is the highest probability along a single 

path.  
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Appendix C: Segmentation of Normal Heart Sounds 

This appendix illustrates the results of the analyses implemented in Chapter 4 

using a normal heart sound signal. The results produce similarities between S1 and S2 

segments and similarities between systole and diastole segments, as expected of normal 

heart sounds. 

 

Figure C.1: The results of the Springer segmentation algorithm on an example 

of normal heart sounds. 
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Figure C.2: Feature space after reduced to 3 dimensions using PCA for a 

normal heart sound signal. 

 

Figure C.3: Cross-correlation metrics between each of the four states for a 

normal heart sound signal.  
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Figure C.4: Power spectral density estimations of four example segments of 

each of the four states (S1, S2, systole, diastole) for a normal heart sound signal. 

 

Figure C.5: Continuous wavelet transforms of four example segments of each 

of the four states (S1, S2, systole, diastole) for a normal heart sound signal. 
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Appendix D: Segmentation of Heart Sounds with 
Diagnosed Murmur 

 

This appendix illustrates the results of the methods implemented in Chapter 4 

using an abnormal heart sound with a diagnosed murmur. The results produce 

similarities between S1 and S2 segments and similarities between systole and diastole 

segments. In the PSD transform (Error! Reference source not found.4), the systole and 

diastole segments appear to vary significantly, perhaps due to the presence of the 

murmur in one of these regions. 

 

Figure D.1: The results of the Springer segmentation algorithm on an 

abnormal heart sound signal with a diagnosed murmur. 



 

96 

 

Figure D.2: Feature space after reduced to 3 dimensions using PCA for an 

abnormal heart sound signal with a diagnosed murmur. 

 

Figure D.3: Cross-correlation metrics between each of the four states for an 

abnormal heart sound signal with a diagnosed murmur. 
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Figure D.4: Power spectral density estimations of four example segments of 

each of the four states (S1, S2, systole, diastole) for a signal with a diagnosed murmur. 

 

Figure D.5: Continuous wavelet transforms of four example segments of each 

of the four states (S1, S2, systole, diastole) for a signal with a diagnosed murmur. 
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