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Abstract 
Diagnosis, prognosis, and treatment of many ocular and neurodegenerative 

diseases, including achromatopsia (ACHM), require the visualization of microscopic 

structures in the eye. The development of adaptive optics ophthalmic imaging systems 

has made high resolution visualization of ocular microstructures possible. These systems 

include the confocal and split detector adaptive optics scanning light ophthalmoscope 

(AOSLO), which can visualize human cone and rod photoreceptors in vivo. However, the 

avalanche of data generated by such imaging systems is often too large, costly, and time 

consuming to be evaluated manually, making automation necessary. The few currently 

available automated cone photoreceptor identification methods are unable to reliably 

identify rods and cones in low-quality images of diseased eyes, which are common in 

clinical practice. 

This dissertation describes the development of automated methods for the 

analysis of AOSLO images, specifically focusing on cone and rod photoreceptors which 

are the most commonly studied biomarker using these systems. A traditional image 

processing approach, which requires little training data and takes advantage of intuitive 

image features, is presented for detecting cone photoreceptors in split detector AOSLO 

images. The focus is then shifted to deep learning using convolutional neural networks 

(CNNs), which have been shown in other image processing tasks to be more adaptable 
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and produce better results than classical image processing approaches, at the cost of 

requiring more training data and acting as a “black box”. A CNN based method for 

detecting cones is presented and validated against state-of-the-art cone detections 

methods for confocal and split detector images. The CNN based method is then modified 

to take advantage of multimodal AOSLO information in order to detect cones in images 

of subjects with ACHM. Finally, a significantly faster CNN based approach is developed 

for the classification and detection of cones and rods, and is validated on images from 

both healthy and pathological subjects. Additionally, several image processing and 

analysis works on optical coherence tomography images that were carried out during the 

completion of this dissertation are presented. 

The completion of this dissertation led to fast and accurate image analysis tools for 

the quantification of biomarkers in AOSLO images pertinent to an array of retinal 

diseases, lessening the reliance on subjective and time-consuming manual analysis. For 

the first time, automatic methods have comparable accuracy to humans for quantifying 

photoreceptors in diseased eyes. This is an important step in the long-term goal to 

facilitate early diagnosis, accurate prognosis, and personalized treatment of ocular and 

neurodegenerative diseases through optimal visualization and quantification of 

microscopic structures in the eye. 



 

 

vi 

Contents 

Abstract ......................................................................................................................................... iv 

List of Tables .................................................................................................................................. x 

List of Figures ............................................................................................................................... xi 

List of Abbreviations .................................................................................................................xiv 

Acknowledgements ...................................................................................................................xvi 

1. Introduction ............................................................................................................................... 1 

1.1 Adaptive optics in retinal imaging ................................................................................ 1 

1.2 Adaptive optics scanning light ophthalmoscope ......................................................... 2 

1.3 Quantification of photoreceptors ................................................................................... 4 

1.4 Research aims .................................................................................................................... 6 

2. Cone Detection in Split Detector AOSLO Images ................................................................ 8 

2.1 Chapter summary ............................................................................................................. 8 

2.2 Introduction ....................................................................................................................... 8 

2.3 Methods ........................................................................................................................... 10 

2.3.1 Image acquisition and pre-processing .................................................................... 11 

2.3.2 Fourier domain adaptive filtering ........................................................................... 12 

2.3.3 Cone detection ........................................................................................................... 15 

2.3.4 Measures of performance and validation .............................................................. 18 

2.4 Results .............................................................................................................................. 21 

2.4.1 Cone detection in healthy eyes ................................................................................ 21 



 

 

vii 

2.4.2 Preliminary cone detection in pathologic eyes...................................................... 27 

2.5 Discussion ........................................................................................................................ 29 

3. Cone Detection Using Deep Learning .................................................................................. 33 

3.1 Chapter summary ........................................................................................................... 33 

3.2 Introduction ..................................................................................................................... 34 

3.3 Methods ........................................................................................................................... 36 

3.3.1 Data sets ...................................................................................................................... 36 

3.3.2 Image preprocessing and patch extraction ............................................................ 39 

3.3.3 Convolutional neural network ................................................................................ 40 

3.3.4 Cone detection ........................................................................................................... 44 

3.3.5 Validation ................................................................................................................... 45 

3.3.6 Data availability ......................................................................................................... 47 

3.4 Results .............................................................................................................................. 47 

3.5 Discussion ........................................................................................................................ 51 

4. Multimodal Deep Learning for Cone Detection in ACHM .............................................. 55 

4.1 Chapter summary ........................................................................................................... 55 

4.2 Introduction ..................................................................................................................... 55 

4.3 Methods ........................................................................................................................... 59 

4.3.1 Data set ........................................................................................................................ 60 

4.3.2 Image preprocessing and patch extraction ............................................................ 61 

4.3.3 Convolutional neural network ................................................................................ 63 

4.3.4 Cone localization ....................................................................................................... 66 



 

 

viii 

4.3.5 Validation and comparison to the state-of-the-art ................................................ 68 

4.4 Results .............................................................................................................................. 70 

4.5 Discussion ........................................................................................................................ 74 

5. Rod and Cone Detection and Classification ........................................................................ 77 

5.1 Chapter summary ........................................................................................................... 77 

5.2 Introduction ..................................................................................................................... 77 

5.3 Review .............................................................................................................................. 80 

5.3.1 AOSLO photoreceptor imaging .............................................................................. 80 

5.3.2 Convolutional neural networks............................................................................... 82 

5.4 Methods ........................................................................................................................... 83 

5.4.1 Data sets ...................................................................................................................... 84 

5.4.2 Labeling and weighting ............................................................................................ 86 

5.4.3 Convolutional neural network ................................................................................ 88 

5.4.4 Photoreceptor localization ....................................................................................... 91 

5.4.5 Validation ................................................................................................................... 93 

5.5 Results .............................................................................................................................. 95 

5.5 Discussion ...................................................................................................................... 100 

6. Rod and Cone Software ....................................................................................................... 106 

7. Other Contributions .............................................................................................................. 108 

7.1 Sparsity based OCT denoising ................................................................................... 108 

7.2 Automatic detection of hyperreflective foci ............................................................. 109 

7.3 Length-adaptive graph search .................................................................................... 110 



 

 

ix 

7.4 Surgical depth analysis in OCT .................................................................................. 111 

7.5 Analysis of choroid thickness in OCT ....................................................................... 113 

7.6 Registration and enhancement of OCT angiography .............................................. 114 

7.7 Deep learning in OCT .................................................................................................. 116 

8. Conclusions and Future Works........................................................................................... 117 

8.1 Conclusions ................................................................................................................... 117 

8.2 Future works ................................................................................................................. 119 

8.2.1 Translation to different imaging conditions ........................................................ 119 

8.2.2 Segmentation of photoreceptors ........................................................................... 120 

8.2.3 Detection of ganglion cells in AO-OCT ................................................................ 121 

References .................................................................................................................................. 122 

Biography ................................................................................................................................... 140 

 



 

 

x 

List of Tables 
Table 1: Performance of AFLD and second manual marking with respect to the first 
manual marking .......................................................................................................................... 24 

Table 2: Performance of AFLD and first manual marking with respect to the second 
manual marking .......................................................................................................................... 24 

Table 3: Architecture of the CNN ............................................................................................. 41 

Table 4: Average performance of the C-CNN, M-CNN, and GTDP methods with respect 
to manual marking across the confocal validation data set .................................................. 50 

Table 5: Average performance of the SD-CNN, M-CNN, and AFLD methods with respect 
to manual marking across the split detector validation data set.......................................... 50 

Table 6: Average performance of automatic methods and second manual marking with 
respect to the first manual marking ......................................................................................... 73 

Table 7: Average detection parameters across the healthy and ACHM validation groups 
(standard deviations shown in parenthesis). .......................................................................... 95 

Table 8: Average performance of the automatic methods and second grader with respect 
to the first set of manual markings across the healthy data set ............................................ 96 

Table 9: Average performance of the automatic methods and second grader with respect 
to the first set of manual markings across the ACHM data set ............................................ 96 

 

 



 

 

xi 

List of Figures 
Figure 1: Confocal and split detector AOSLO photoreceptor imaging. ................................ 3 

Figure 2: Comparison of peripheral rod and cone visualization in confocal and split 
detector AOSLO imaging in a normal subject. ......................................................................... 9 

Figure 3: Schematic for AFLD split detector AOSLO cone detection algorithm. .............. 11 

Figure 4: Adaptive filtering of split detector AOSLO cone images. .................................... 15 

Figure 5: Detection of cones in band pass filtered image from Figure 4. ............................ 18 

Figure 6: AFLD cone detection in images of different cone spacing and image quality. . 22 

Figure 7: Comparison of AFLD marking to the first manual marking on images with 
varying quality and cone contrast. ........................................................................................... 23 

Figure 8: Scatter plots of cone density measures .................................................................... 25 

Figure 9: Bland-Altman plots of cone density ........................................................................ 26 

Figure 10: AFLD cone detection in split detector images of four subjects with 
photoreceptor pathology. .......................................................................................................... 28 

Figure 11: AOSLO cone imaging. ............................................................................................. 35 

Figure 12: CNN based cone detection algorithm schematic. ................................................ 36 

Figure 13: Extraction of labeled patches from cone images. ................................................. 39 

Figure 14: Convolutional network properties. ........................................................................ 43 

Figure 15: Detection of cones in confocal (top row) and split detector (bottom row) AOSLO 
images. .......................................................................................................................................... 45 

Figure 16: Performance of the automated algorithms on confocal (a-b) and split detector 
(c-d) images. ................................................................................................................................. 48 

Figure 17: Bland-Altman plots comparing cone density ....................................................... 51 

Figure 18: Dual-mode AOSLO cone imaging in ACHM subjects. ....................................... 58 



 

 

xii 

Figure 19: Schematic of the dual-mode CNN AOSLO cone detection algorithm.............. 59 

Figure 20: Extraction of labeled patches from AOSLO image pairs. ................................... 62 

Figure 21: Proposed late fusion dual-mode CNN (LF-DM-CNN) architecture ................. 63 

Figure 22: Filter weights from the first convolutional layer in the LF-DM-CNN for the (a) 
split detector and (b) confocal paths. ....................................................................................... 65 

Figure 23: Detection of cones in split detector and confocal AOSLO image pairs. ........... 68 

Figure 24: Performance of the automated cone detection algorithms on an ACHM image 
pair. ............................................................................................................................................... 71 

Figure 25: Comparison of our dual-mode method to the single-mode Cunefare et al. [76] 
method with the SD-CNN-ACHM. .......................................................................................... 72 

Figure 26: Rod and cone photoreceptor visualization on AOSLO. ...................................... 80 

Figure 27: Outline of the CNN AOSLO rod and cone detection algorithm. ...................... 84 

Figure 28: Creating label and weight maps from AOSLO image pairs. .............................. 86 

Figure 29: The rod and cone CNN (RAC-CNN) architecture ............................................... 88 

Figure 30: Detection of rods and cones in confocal and split detector AOSLO image pairs.
 ....................................................................................................................................................... 91 

Figure 31: Performance of the RAC-CNN method on healthy images. .............................. 98 

Figure 32: Performance of the RAC-CNN method on ACHM images. .............................. 99 

Figure 33: Performance of the automated algorithms for cone detection in a healthy (top) 
and ACHM (bottom) image pair. ........................................................................................... 100 

Figure 34: Automatic detection of rods (yellow) ad cones (green) with our AOSLOSEG 
analysis software. ...................................................................................................................... 107 

Figure 35: Denoising MIOCT images. .................................................................................... 108 

Figure 36: Hyperreflective foci in OCT images. ................................................................... 110 



 

 

xiii 

Figure 37: Segmentation of the retina/vitreous boundary of four patients with full-
thickness macular holes using shortest path length and length-adaptive algorithms.... 111 

Figure 38: Determining the depth of a surgical maneuver in MIOCT. ............................. 112 

Figure 39: Semi-automatically marked choroid boundaries in healthy subjects and subject 
with AMD before and after sildenafil citrate dose. .............................................................. 114 

Figure 40: Wide field-of-view OCTA with AO. .................................................................... 115 

Figure 41: Outline of the CNN and graph search method. ................................................. 116 

 

  



 

 

xiv 

List of Abbreviations 
Abbreviations  

 ACHM Achromatopsia 

 AFLD Adaptive filtering and local detection 

 AMD Age-related macular degeneration 

 AO Adaptive optics 

 AOSLO Adaptive optics scanning light ophthalmoscope 

 AO-OCT Adaptive optics optical coherence tomography 

 AvePool Average pooling 

 BatchNorm Batch normalization 

 Conv Convolutional 

 CNN Convolutional neural network 

 C-CNN Confocal convolutional neural network 

 FC Fully connected 

 FD-OCT Fourier-domain optical coherence tomography 

 GTDP Graph theory and dynamic programming 

 GUI Graphical user interface 

 LF-DM-CNN Late fusion dual-mode convolutional neural network 

 Log Logarithmic 

 MaxPool Max pooling 



 

 

xv 

 M-CNN Mixed convolutional neural network 

 MCW Medical College of Wisconsin  

 MIOCT Microscope-integrated optical coherence tomography 

 OCT Optical coherence tomography 

 OCTA Optical coherence tomography angiography 

 RAC-CNN Rod and cone convolutional neural network 

 ReLu Rectified linear units 

 ROI Region of interest 

 RP Retinitis pigmentosa 

 SBSDI Sparsity-based simultaneous denoising and interpolation 

 SD-CNN Split detector convolutional neural network 

 

  



 

 

xvi 

Acknowledgements 
I would like to thank all of my lab mates, collaborators, and committee members 

for their continued support over the years. I would especially like to thank my advisor, 

Dr. Sina Farsiu, for his guidance in both my research and more importantly presenting 

my research to others. I would like to thank Dr. Joseph Carroll and his lab for providing 

most of the data that I used for the majority of the experiments in my dissertation. Finally, 

I would like to thank my friends and family for the love, support, and good times that 

have kept me arguably sane.  

 

 

 

 



 

 

1 

1. Introduction 
 

1.1 Adaptive optics in retinal imaging 

Multiple ocular and neurodegenerative diseases are related to changes in retinal 

structures, including retinal layers, vasculature, and photoreceptors. As such, the ability 

to visualize and quantify these structures in vivo is potentially useful for the study, 

diagnosis, and treatment of such diseases. A prominent example of technology that 

enables such visualization is the Fourier-domain optical coherence tomography (FD-OCT) 

[1], which enables depth resolved retinal imaging. Visualization and quantification of 

various retinal structures through FD-OCT has enabled a multitude of studies focused on 

ophthalmic diseases [2-4], and OCT has become a standard in ophthalmic clinical practice. 

Many of these studies relied on manual grading of images in order to complete their 

analyses. Since manual analysis is subjective, costly, and time consuming in clinical and 

large-scale research applications, the development of automatic tools allowed for more 

widespread clinical use. As new technologies for retinal visualization are established, 

creation of automatic methods for visualization and quantification will likely be just as 

important. 

A key limitation of optical ophthalmic imaging systems such as FD-OCT is the loss 

of resolution caused by optical wavefront aberrations that result from light traveling 
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through the eye. These aberrations make it difficult for these imaging systems to reliably 

visualize microstructures such as cone and rod photoreceptors. To address this issue, 

adaptive optics (AO) ophthalmic imaging systems were developed [5-16]. Adaptive optics 

systems aim to correct the wavefront aberrations using a deformable mirror, allowing for 

higher resolution imaging. The most widely used AO ophthalmic technology is the 

adaptive optics scanning light ophthalmoscope (AOSLO) [6]. 

1.2 Adaptive optics scanning light ophthalmoscope 

AOSLO imaging systems are used primarily for imaging the photoreceptor mosaic 

[17], although they also have been used for imaging retinal vasculature [18], retinal 

pigment endothelium cells [19], and other biomarkers. Photoreceptors are an important 

part of the visual pathway, responsible for converting light into a signal that is sent to the 

brain. Humans have two types of photoreceptors, cones and rods. Cones provide high 

resolution color vision, while the smaller rods are more sensitive to light. Several diseases 

such as achromatopsia (ACHM) and retinitis pigmentosa (RP) are directly related to 

changes to the photoreceptor mosaic, making the ability to visualize these cells with 

AOSLO invaluable. AO retinal images have been used to analyze various facets of normal 

[5, 17, 20-25] and pathologic photoreceptor mosaics [26-33]. 

The most commonly used AOSLO modality is the confocal AOSLO [6]. Confocal 

AOSLO systems scan a focused light across a patch of the retina and collect backscattered 
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light in order to form an image. A confocal pinhole is used to reject out of focus or multiply 

scattered light in order to improve image contrast [34]. Confocal AOSLO systems have 

been shown able to visualize the smallest photoreceptors, rods and foveal cones [17] 

(Figure 1(a)). 

 

Figure 1: Confocal and split detector AOSLO photoreceptor imaging. (a) Confocal AOSLO 
image at 6° from the fovea in a healthy subject. (b) Simultaneously captured split detector 
AOSLO image from the same location. (c-d) Manually marked cone and rod locations 
shown on (a) and cone locations shown on (b). Cones are shown in magenta and rods in 
yellow. 
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More recently, non-confocal AOSLO modalities [18, 19, 35-37] have been 

developed which make use of the multiply scattered light that confocal AOSLO systems 

reject. Because these systems have an entirely different source of contrast than confocal 

AOSLO systems, they are capable of visualizing structures difficult to image with confocal 

AOSLO [19] or providing complementary information. Of these non-confocal systems, the 

most widely used is the split detector AOSLO [35]. Split detector AOSLO systems capture 

non-confocal light in two channels on separate sides of the confocal path, then subtract 

the two channels. When used for photoreceptor imaging, the cones can be seen with 

higher contrast and often with less ambiguity than in confocal AOSLO, although rods are 

generally not able to be visualized (Figure 1(b)). Additionally, both split detector and 

confocal images can be acquired simultaneously [35] with perfect registration between the 

images, allowing both modalities to be used in tandem for analysis and interpretation.  

1.3 Quantification of photoreceptors 

In order to extract quantitative information about the photoreceptor mosaics to 

use for clinical or research purposes, first all cones or rods in an image often must be 

localized (Figure 1(c) and Figure 1(d)). Unfortunately, even in healthy subjects, there is 

often ambiguity in the identification of individual photoreceptors in AOSLO images [35, 

38]. The current gold standard of manual identification of these photoreceptors is highly 
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subjective [39] and very time consuming, both factors severely limiting the translation of 

photoreceptor imaging into a practical clinical tool. 

To ease the burden of manual grading, several automated methods for detecting 

cone photoreceptors in AO imaging have been developed. Li et al. [40] applied a low-pass 

filter and used local intensity maxima detection in order to detect cones in AO images and 

validated their method on six images from different retinal eccentricities. Garrioch et al. 

[41] built upon the method presented by Li et al. by automatically setting the cutoff 

frequency for the low-pass filter by automatically estimating the modal cone frequency of 

the image being analyzed. The method was validated in 840 confocal AOSLO images 

taken from 21 subjects at approximately the same retinal eccentricity. Xue et al. [42] 

developed a similar semiautomatic approach where an image background is first 

determined by Gaussian filtering and then subtracted from the image. Cones were then 

detected by finding local maxima, with a manually set threshold. The method was 

validated on synthetic images and tested on images taken with an AO flood-illumination 

fundus camera. Turpin et al. [43] modeled the shape of cones in confocal scanning laser 

ophthalmoscope images as Gaussians, and used normalized cross-correlation with the 

models to identify cone locations. The method was validated on synthetic and real images. 

Bukowska et al. [44] presented a semiautomatic method for cone detection where they first 

enhanced the images with histogram equalization and unsharp mask filtering to enhance 
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edges, and then used the circular Hough transform to detect cone locations. The size limits 

of the circles used for the transform were manually set on a per image basis. The method 

was validated on images taken with an adaptive optics flood illumination 

ophthalmoscope at multiple retinal eccentricities and on the confocal AOSLO data set 

used in Garrioch et al. [41]. Chiu et al. [45] first detected cones using local maxima detection 

as in previous works. They then refined their detection by using the graph theory and 

dynamic programming (GTDP) method to segment out the detected cones and found 

missed cones using maximum likelihood blind deconvolution. They validated their 

method on the confocal AOSLO images used in Garrioch et al. [41]. Mohammad et al. [46] 

used the discrete Fourier transform to determine cone frequency content in order to 

determine the parameters for and apply a circularly symmetric band-pass filter, and then 

used local maxima detection to locate cones. This method was tested on a synthetic and 

AO image. Finally, rather than detecting cone locations, Cooper et al. [47] instead used the 

discrete Fourier transform to determine the cone modal frequency, which was then used 

to estimate the cone density by assuming the cone mosaic is arranged in a regular 

triangular lattice. 

1.4 Research aims 

Prior to the work presented in this dissertation, automated cone detection methods 

in AO imaging had been mostly limited to healthy eyes, with no well validated methods 
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for detecting cones in split detector AOSLO images or for detecting rods. Even in cases 

for which automatic algorithms were available, there was a sense of mistrust in utilization 

of automatic algorithms for assessment of adaptive optics images. As an example, in a 

2015 review paper, leading experts in the AO field stated “… today's automated 

approaches to identify cones should be used with caution, if at all, …” [48]. Through the 

completion of this dissertation, we addressed these issues by developing fast algorithms 

for the quantification of photoreceptors in AOSLO images with accuracy on a par with 

(and if not better than) human grading in healthy and diseased retinas. We commenced 

by developing a method for detecting cones in split detector AOSLO images using 

classical image processing methods to provide a tool that can be used without large 

amounts of training data (Chapter 2). We then developed deep learning based methods 

to detect cones in in healthy and diseased AOSLO images, as well as to detect and classify 

cones and rods (Chapters 3-5). The development of these adaptable algorithms should 

lead to less reliance on manual grading for AOSLO analysis, which has been a bottleneck 

making widespread use of AOSLO systems difficult. Finally, we developed several image 

enhancement, segmentation, and analysis works performed on images taken with FD-

OCT based systems (Chapter 7). These works, using lessons learned while developing our 

AOSLO analysis techniques, help further the utility of the already clinically established 

FD-OCT. 



 

8 

2. Cone Detection in Split Detector AOSLO Images  
 

2.1 Chapter summary 

Quantitative analysis of the cone photoreceptor mosaic in the living retina is 

potentially useful for early diagnosis and prognosis of many ocular diseases. Non-

confocal split detector based AOSLO imaging reveals the cone photoreceptor inner 

segment mosaics often not visualized on confocal AOSLO imaging. Despite recent 

advances in automated cone detection algorithms for confocal AOSLO imagery, 

quantitative analysis of split detector AOSLO images is currently a time-consuming 

manual process. In this chapter, we present a classical image processing method for 

detecting cones in split detector AOSLO images. We validated our algorithm on 80 images 

from 10 subjects, showing an overall mean Dice’s coefficient of 0.95 (standard deviation 

0.03), when comparing our algorithm to an expert grader. This is comparable to the inter-

observer Dice’s coefficient of 0.94 (standard deviation 0.04). To the best of our knowledge, 

this is the first validated, fully-automated detection method which has been applied to 

split detector AOSLO images.  

2.2 Introduction 

The resolution advantage of confocal AOSLO enables the visualization of the 

smallest photoreceptors in the retina - rods and foveal cones [17]. However, confocal 

AOSLO photoreceptor imaging, which is thought to rely on intact outer segment structure 
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to propagate the waveguided signal, occasionally provides ambiguity in identifying 

retinal structures [48]. For example, in the confocal AOSLO image of the perifoveal retina 

shown in Figure 2(a), it is challenging to clearly distinguish cones from rods. To address 

this issue, and inspired by earlier works on enhanced visualization of retinal vasculature 

using multiple-scattered light [18], non-confocal split detector AOSLO has been 

developed [35]. Split detector AOSLO reveals the cone inner segment mosaic, even in 

conditions where the waveguided signal in the accompanying confocal image is 

diminished [35]. Moreover, as shown in Figure 2(b), split detector AOSLO images allow 

unambiguous identification of cones in the normal perifoveal retina. 

 

Figure 2: Comparison of peripheral rod and cone visualization in confocal and split 
detector AOSLO imaging in a normal subject. (a) Confocal AOSLO image at 10° from the 
fovea shows rod and cone structures, but it is challenging to confidently differentiate a 
cluster of rods from a single cone with a complex waveguide signal. (b) Split detector 
image from the same location better visualizes cones but is incapable of visualizing rods. 
Circle indicates a cone, which is clearly visible in split detector AOSLO but appears as a 
collection of rod-like structures in confocal AOSLO. Scale bar: 20 μm. [38] 
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Identification of individual photoreceptors is often a required step in quantitative 

analysis of the photoreceptor mosaic. Since manual grading is subjective (with low 

repeatability for split detector and confocal AOSLO images [39]), and is often too costly 

and time consuming for clinical applications, multiple automated algorithms based on 

classical image processing techniques have been developed for detecting cones in AO 

images [40-46, 49-52]. However, given the distinctive appearance of cones in split detector 

AOSLO images, one cannot simply transfer an existing algorithm from other AO 

modalities (e.g. confocal AOSLO, AO flood illumination, or AO optical coherence 

tomography (AO-OCT)) to split detector AOSLO without modifications. Thus, 

quantitative analysis of photoreceptor mosaics visualized on split detector AOSLO 

previously required manual grading.  

To address this problem, we present a fully-automated algorithm for the detection 

of cones in non-confocal split detector based AOSLO images. We validate this algorithm 

against the gold standard of manual marking at a variety of locations within the human 

retina. 

2.3 Methods 

We denote our proposed automated cone detection algorithm the adaptive 

filtering and local detection (AFLD) method. This two-step algorithm first estimates the 

radius of Yellott’s ring [53, 54], which is an annular structure that appears in the Fourier 

transform of cone photoreceptor images, with a radius that coarsely corresponds to the 
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modal cone spatial frequency [55]. The estimated frequency is then used to create a Fourier 

domain adaptive filter to remove information non-pertinent to the cones. In the second 

step, a priori information about the appearance of cones in split detector AOSLO images 

is used to aid in detection of cones. The schematic in Figure 3 outlines the core steps in 

our algorithm, which are discussed in the following subsections. In what follows in this 

section, we first describe the image acquisition and pre-processing procedures in section 

2.3.1. The two steps of the AFLD algorithm are explained in sections 2.3.2 and 2.3.3, 

respectively. Finally, section 2.3.4 describes the validation process used for evaluating the 

performance of the algorithm. 

 

Figure 3: Schematic for AFLD split detector AOSLO cone detection algorithm. [38] 

 

2.3.1 Image acquisition and pre-processing 

This research followed the tenets of the Declaration of Helsinki, and was approved 

by the institutional review boards at the Medical College of Wisconsin (MCW) and Duke 

University. Image sets from 14 subjects with normal vision were obtained from the 
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Advanced Ocular Imaging Program image bank (MCW, Milwaukee, Wisconsin). In 

addition, images from 2 subjects with congenital ACHM and 2 subjects with 

oculocutaneous albinism were obtained. All images were acquired using a previously 

described split detector AOSLO [11, 35], with a 1.0° field of view. 

Axial length measurements were obtained from all subjects using an IOL Master 

(Carl Zeiss Meditec, Dublin, CA). To convert from image pixels to retinal distance (μm), 

images of a Ronchi ruling with a known spacing were used to determine the conversion 

between image pixels and degrees. An adjusted axial length method [56] was then used 

to approximate the retinal magnification factor (in μm/degree) and calculate the μm/pixel 

of each image. 

We extracted eight split detector images of the photoreceptor mosaic from each 

subject’s dataset within a single randomly-chosen meridian (superior, temporal, inferior, 

nasal) at multiple eccentricities (range: 500-2,800 μm). An ROI containing approximately 

100 photoreceptors was extracted from each image, and intensity values were normalized 

to stretch between 0 and 255. 

2.3.2 Fourier domain adaptive filtering 

Cone mosaics can be well approximated by the band pass component of their 

Fourier domain representation [53, 54] (Figure 4). Therefore, removing low and high 

frequency components in the non-confocal split detector based AOSLO images of cones 

would reduce noise and improve image contrast. Thus, in the first step of the AFLD 
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algorithm, we estimated the modal spatial frequency of the cones within the split detector 

AOSLO images in order to set the cutoff frequencies of a preprocessing band pass filter. 

This is similar to the method proposed in [47], where the modal frequency is estimated to 

directly calculate cone density in confocal AOSLO images. Here, we devised an alternate 

method for estimating the modal frequencies to account for the differences in the Fourier 

spectra between split detector and confocal AOSLO. 

In this step, we transformed the image into the frequency domain using the 

discrete Fourier transform. Next, we applied a log10 transformation to the absolute value 

of the Fourier transformed image, resulting in a frequency domain image with a roughly 

circular band corresponding to the spatial frequency of the cones in the original image 

(Figure 4(b)). We then applied a 7×7 pixel uniform averaging filter to this image to reduce 

noise. 

In the next step, we estimated the 1-dimensional modal spatial frequency of the 

cones, corresponding to the radius of Yellott’s ring within the Fourier image. We averaged 

nine equally spaced slices through the center of the frequency space to get a 1-dimensional 

curve (black line in Figure 4(c)) with a prominent peak corresponding to the modal cone 

spatial frequency. Note that due to the split detector orientation, the bulk of the spectral 

power for the cone component of the image is near the horizontal axis. Thus, the selected 

nine slices were spaced angularly from -20 to 20 degrees around the horizontal axis. As 

can be seen in Figure 4(c), the resulting curve consists of a peak corresponding to cone 
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information, along with a gradually decreasing distribution. We found that removing this 

underlying distribution prior to estimating the modal spatial frequency improved the 

reliability of locating the peak corresponding to the cone information and the final 

accuracy of the algorithm, even though removing the distribution leads to shifting the 

peak to slightly higher frequencies. We estimated the underlying distribution using the 

least-squares fit of a sum of two exponentials to the data (red curve in Figure 4(c)), and 

then subtracted the fit from the curve (Figure 4(d)). Next, we used MATLAB’s findpeaks 

function to find the peak corresponding to the modal cone spatial frequency. We chose 

the first prominent peak within the frequency range of 0.04 to 0.16 pixels-1. This range 

corresponds on average to cone densities between 5400 and 88000 cones/mm2, which was 

chosen to encapsulate the range of cone densities seen in healthy eyes at the eccentricities 

examined [57]. To find the final estimate of the modal cone spatial frequency ( Cf ), we 

found the center of mass of the upper fourth of the peak (Figure 4(e)). 

We used the estimate of the cone spatial frequency to create a binary annular band 

pass filter (Figure 4(f)), with upper and lower cutoff frequencies 0.04Cf +  and the greater 

value between 0.04Cf −  and 0.025 pixels-1, respectively. The hard lower bound was used 

to ensure adequate low frequency information was removed. We then multiplied this 

filter by the Fourier transformed cone photoreceptor image. We inverse Fourier 

transformed the resulting filtered image to the space domain (Figure 4(g)), which has 

much of the non-cone low and high frequency fluctuations (Figure 4(h)) removed. We 
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used no additional windowing beyond what was described for the forward and inverse 

Fourier transforms. 

 

Figure 4: Adaptive filtering of split detector AOSLO cone images. (a) Original Image. (b) 
Discrete Fourier transform of (a) log10 compressed. Red arrow points to Yellott’s ring. (c) 
Average radial cross section of (b) over 9 sections after filtering in black. Fitted curve in 
red. (d) Result of subtracting fitted red curve from the black curve in (c). Peak 
corresponding to cones shown in blue. (e) Upper fourth of peak from (d). (f) Band pass 
filter in Fourier domain. (g) Filtered original image. (h) Information removed from (a) by 
filtering. [38] 

 

2.3.3 Cone detection 

The second step in the AFLD method is to find the location of cones within the 

filtered image. In split detector images, individual cones appear as pairs of horizontally 

separated dark and bright regions (Figure 5(a)). The relative shift of these two regions is 

constant throughout an image and depends on the orientation of the split detection 
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aperture (all images in this study had dark regions to the left of light regions). Thus, to 

improve detection accuracy, we exploited this a priori information on the paired local 

minima and maxima manifestation of cones in split detector AOSLO images. 

First, we found the location and intensity values of all local minima and maxima 

in the filtered image (Figure 5(b)). Next, we paired the minima and maxima together 

(Figure 5(c)) following the constraints that 1) maxima must be to the right of minima, 2) 

the points must be within 11.5 Cf −  weighted distance of each other, 3) for each maximum 

only the pair with the smallest weighted distance may be used, and 4) each minimum is 

only included in one pair. The weighted distance is defined as 

( ) ( )( )( )1/222
2 1 2 1 –   2wd X X Y Y= + − , which has higher weight on the vertical component in 

order to prioritize horizontal matches. We used the inverse of the modal frequency to limit 

the search regions as it is related to the size and spacing of cones. To find these opposing 

extrema pairs, we used the convex hull function [58] to find the closest (using wd ) minima 

for each maxima under the given constraints. To make sure the matches are one-to-one, 

we checked each paired minima to see if it is paired with multiple maxima, and if so, we 

kept only the pair with the smallest distance between points. In order to satisfy the above 

constraints, some maxima may have no corresponding minimum pair. We recorded these 

unpaired maxima to be analyzed as well. 

The final step is to use the matched extrema pairs to determine the locations of 

cones. We calculated the average intensity magnitude for each opposing extrema pair as 
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( )  / 2p maxima minimaI I I= − . We then used thresholding to determine whether an extrema 

pair corresponded to a cone in the image. The threshold PT  varied for different modal 

cone frequencies and for each image was defined as: 
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where BPσ  is the standard deviation of the band pass filtered image. We accepted all 

extrema pairs with PpI T>  as corresponding to cones, and the location of each cone was 

defined as the average of the minimum and maximum’s location (Figure 5(d)). We chose 

the threshold values in Eq. (1) empirically through training based on the observation that 

there was tendency to overestimate the number of cones at low modal frequencies and 

underestimate the number of cones at high frequencies. As such, the threshold values are 

generally higher at higher eccentricities and lower at lower eccentricities from the fovea. 

These thresholds were set based on a training data set from subjects which were not 

included in the testing set.  

Additionally, we evaluated the maxima that were not paired in the same way 

using maximaI  instead of pI , with the threshold for the same frequency bounds set to 

2.1 BPσ , 1.75 BPσ , or 1.4 BPσ , respectively. Naturally, cones found using the maxima 

alone have their location set to be at the maximum’s position. Only three percent of cones 

found across the validation data set were from the maxima alone.  



 

18 

 

Figure 5: Detection of cones in band pass filtered image from Figure 4. (a) Original image 
(b) Filtered image, same as Figure 4(g), with local minima marked in red and maxima in 
green. (c) Matched pairs of minima and maxima. (d) Final detection results on original 
image from (a). Cones found using matched pairs are shown in green and the cone found 
using maximum value only is shown in red. [38] 

 

2.3.4 Measures of performance and validation 

Subjects with normal vision were divided into groups for training and validation. 

Subjects from the training and validation data sets did not overlap. In order to form the 

training group, one subject from each of the four meridians was randomly selected. All 8 

images from each subject were used, totaling 32 images for algorithm training. All 

parameters used in implementing the algorithm were set based on this training. An expert 

grader performed the manual evaluations used in this process. We then used the 80 

images from the remaining 10 subjects for performance evaluation of the algorithm. 

We computed standard measures of performance for the AFLD algorithm with 

respect to the gold-standard of manual marking. Here, two expert manual graders 

independently evaluated the validation set; the first was the expert used in training the 

algorithm, and a second grader was also engaged. Thus, for each eye there were data from 
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the AFLD algorithm and each of the graders. Two approaches were taken. First, we 

focused on the sensitivity and precision of the AFLD method. We analyzed the spatial 

distributions within each image of the cones identified by AFLD and by the manual 

assessments. We identified the overlaps in these cones (identified by both methods) and 

the sources (AFLD or manual) of the non-overlapping cones. This was based on a nearest 

neighbor analysis. This enabled determination of sensitivity (true positive rate) and 

precision (1-false discovery rate). Then, we considered measures of the total numbers of 

cones detected per image, expressed as the cone density, and contrasted them across the 

AFLD and manual results from both graders on a per image basis for the validation data 

set. 

For the sensitivity/precision analysis, we focused on identifying cones in each 

image that both ALFD and the manual grading detected, those that AFLD failed to detect 

and those which it falsely detected. We found one-to-one pairs between the automatic and 

manual locations with the following constraints: 1) there are no restrictions on the 

orientation with respect to each other, 2) the two locations must be within 0.75 medd  of 

each other (where medd  is the median cone spacing from manual marking for the image), 

3) for each manual marking only the pair with the smallest distance is used, and 4) each 

automatic marking is only included in one pair. We estimated medd  for an image by 

finding the distance for each manually marked cone to its nearest neighbor in pixels and 

then taking the median of these measurements. To remove border artifacts, we did not 
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consider the cones located within 7 pixels of the edge of the image. The border value was 

chosen to correspond to half the average value of medd  across our data-set.  

We denote the number of cones detected by both AFLD and manual as NTrue Positive, 

by manual with no corresponding automatic as NFalse Negative, and by automatic with no 

corresponding manual as NFalse Positive. The numbers of cones from both the automatic and 

manual markings are then expressed as: 

 Automatic True Positive False PositiveN N N= + , (2) 

 Manual True Positive False NegativeN N N= + . (3) 

In order to compare results of the automatic and manual approaches, we calculated the 

true positive rate, false discovery rate, and Dice’s coefficient [59, 60] as: 

 True Positive ManualTrue positive rate N / N= , (4) 

 False Positive AutomaticFalse discovery rate N / N= , (5) 

 True Positive Manual AutomaticDice's coefficient 2N / (N N )= + . (6) 

Dice’s coefficient is a common metric for describing the overall similarity between two 

sets of observations, and is affected by both the true and false positives. Additionally, we 

calculated the same metrics comparing the two graders to one another. We used paired 

two-sided Wilcoxon signed rank tests in order to analyze significances of differences for 

each of these three summary metrics. 
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In order to compare the total numbers of cones found in images without 

considering their spatial locations, we calculated the cone density, defined as the ratio of 

the number of cones marked in an image to the total area of the image. This was compared 

across AFLD and both graders: grader #1 vs. AFLD; grader #2 vs. AFLD; grader #1 and 

grader #2 average (per image) vs. AFLD; and grader #1 vs grader #2. Two complementary 

approaches were taken. First, linear regression and correlation analyses were conducted. 

Then, Bland-Altman analyses were performed [61]. 

2.4 Results 

2.4.1 Cone detection in healthy eyes 

We coded the fully automated AFLD algorithm in MATLAB (The MathWorks, 

Natick, MA). The algorithm was run on a desktop computer with an i7-5930K CPU at 3.5 

GHz and 64 GB of RAM. Parallelization across 6 cores with hyper threading was used. 

The mean run time for the AFLD algorithm was 0.03 seconds per image across the 

validation data set (average image size of 206.5 by 206.5 pixels). This included time for 

reading the images and saving results.  

Across the validation data set, the AFLD algorithm found over 10500 cones in total. 

Figure 6 is a representative detection result in three images from different subjects and 

acquired from different eccentricities. Note the differences in cone spacing, and image 

quality. 
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Figure 6: AFLD cone detection in images of different cone spacing and image quality. 
Original images are shown in the top row and images with automatically detected cones 
marked in green are shown in the bottom row. Images have increasing cone density from 
left to right. The cone density is 8,947 cones/mm2 in (a), 14,206 cones/mm2 in (b), and 
34,063 cones/mm2 in (c) as determined by the first manual marking. Dice’s coefficients are 
0.9843 for (a), 0.9774 for (b), and 0.9243 for (c). [38] 

Figure 7 illustrates results for the AFLD and first manual marking for three images. 

In the set of marked images, matched pairs between AFLD and manual are shown in 

green for automatic and yellow for manual (true positives). Cones missed by AFLD are 

shown in cyan (false negatives), and locations marked by AFLD but not by the manual 

grader are shown in red (false positives). 
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Figure 7: Comparison of AFLD marking to the first manual marking on images with 
varying quality and cone contrast. Original images are shown in the top row. AFLD and 
manual markings are shown in the bottom row with markings as follows: green 
(automatic) and yellow (manual) denotes a match; cyan denotes a false negative; and red 
denotes a false positive. Dice’s coefficients are 0.9957 for (a), 0.9461 for (b), and 0.9123 for 
(c). Dice’s coefficients are approximately one standard deviation above, at, and one 
standard deviation below the mean value for the validation set. [38] 

Table 1 and Table 2 summarize results of the sensitivity/precision analysis of the 

AFLD algorithm. Quantitatively, the true positive rates and Dice’s coefficients are 

relatively high. The false discovery rates are relatively low (albeit with notably greater 

variability across all the images for all methods). Table 1 summarizes the performance of 

the AFLD algorithm and grader #2, while using grader #1 as the gold standard. No 

significant differences were found between AFLD and the second manual grader for the 
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true positive rates (p=0.96), false discovery rates (p=0.18), and Dice’s coefficients (p=0.06). 

Table 2 shows analogous contrasts, now using grader #2 as the gold standard and 

evaluating performance of grader #1 as well as AFLD. Here, there were statistically 

significant differences in the true positive rates (p=0.048), false discovery rates (p<0.001), 

and Dice’s coefficients (p<0.001), even though their absolute differences per image were 

relatively small. 

Table 1: Performance of AFLD and second manual marking with respect to the first 
manual marking across the validation data set (standard deviations shown in 
parenthesis). 

 True positive 

rate 

False discovery 

rate 

Dice’s coefficient 

Automated (AFLD) 0.96 (0.03) 0.05 (0.05) 0.95 (0.03) 

Manual (grader # 2) 0.96 (0.05) 0.06 (0.06) 0.94 (0.04) 

 

Table 2: Performance of AFLD and first manual marking with respect to the second 
manual marking across the validation data set (standard deviations shown in 
parenthesis), where (*: p<0.05, ***: p<0.001). 

 True positive 

rate* 

False discovery 

rate*** 

Dice’s 

coefficient*** 

Automated (AFLD) 0.93 (0.07) 0.07 (0.06) 0.93 (0.05) 

Manual (grader # 1) 0.94 (0.07) 0.04 (0.05) 0.94 (0.05) 
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Figure 8: Scatter plots of cone density measures for (a) grader #1 vs. AFLD, (b) grader #2 
vs. AFLD, (c) average of both graders vs. AFLD, and (d) grader #1 vs. grader #2. In each 
plot, the solid black line shows the regression line, with the corresponding equation, 
coefficient of determination (R2), and p value shown in the upper left corner. Dotted lines 
are 95% confidence intervals. [38] 

Figure 8 gives a set of scatter plots of results for the cone density per image. These 

plots contrast manual grader #1 vs. AFLD (Figure 8(a)), manual grader #2 vs. AFLD 

(Figure 8(b)), the average per image of the two graders vs. AFLD (Figure 8(c)), and manual 

grader #1 vs. manual grader #2 (Figure 8(d)). All plots could be modeled as linear 

(p<0.001), with relatively small confidence intervals about the regression lines. The slopes 



 

26 

of all regression lines in Figure 8 were significantly different from unity (p<0.001), and the 

intercepts of all lines were significantly different from zero (p<0.001). 

 

Figure 9: Bland-Altman plots of cone density for (a) grader #1 - AFLD, (b) grader #2 - 
AFLD, (c) average of both graders - AFLD, and (d) grader #1 - grader #2. The solid black 
line shows the mean difference, and the dotted lines show the 95% confidence limits of 
agreement. [38] 

Figure 9 gives Bland-Altman plots for the same contrasts as Figure 8. The solid line 

is the average difference per method and the dotted lines are 95% confidence limits. 

Notably, for cone densities below about 2.25 × 104 cones/mm2, differences are within the 

confidence limit intervals. Above that density, there is more scatter between the two 
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manual graders as well as in the comparisons with AFLD. This is consistent with the 

scatter in Figure 8. 

2.4.2 Preliminary cone detection in pathologic eyes 

Section 2.4.1 described our detailed quantitative analysis of AFLD performance for 

detecting cones on split detector AOSLO images of normal eyes, which is the main goal 

of this chapter. As a demonstrative example, we tested our algorithm on four subjects 

with diseases that affects photoreceptors. Figure 10 shows the detection results for two 

subjects with albinism (Figure 10(a-b)) and two subjects with ACHM (Figure 10(c-d)). In 

these experiments, we implemented the AFLD algorithm as is without any modification. 

The development of algorithms specifically for diseased eyes will be addressed in the 

following chapters. 
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Figure 10: AFLD cone detection in split detector images of four subjects with 
photoreceptor pathology. Original images are shown in the left column, and images with 
automatically detected cones marked in green are shown in the right column. Subject 
pathologies are (a-b) oculocutaneous albinism and (c-d) ACHM. [38] 
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2.5 Discussion 

We developed a fully automated algorithm for localizing cones in non-confocal 

split detector based AOSLO images of healthy eyes. This utilizes an adaptive filter along 

with a priori information about the imaging modality to aid in detection. The algorithm 

was validated (without a need for manual adjustment of parameters, which were 

estimated from a separate training data set) against the current gold standard of manual 

marking. Our fast algorithm performed with a high degree of sensitivity, precision, and 

overall similarity as defined by the Dice’s coefficient, when compared to manual grading 

on a large data set of images differing greatly in appearance and cone density. 

There were slight differences in overall similarity (Dice’s coefficient) of the AFLD 

algorithm and the two manual graders (Table 1 and Table 2). When comparing the 

automated marking and manual marking of the second grader to the marking of the first 

grader, the results of AFLD algorithm were closer to the gold standard first grader’s 

marking (without statistical significance). Alternatively, when comparing the automated 

marking and manual marking of the first grader to the marking of the second grader, the 

results of first grader were closer to the gold standard second grader’s marking (with 

statistical significance). This might be in part due to the fact that the algorithmic 

parameters were determined based on the training set marking from the first grader (the 

more experienced of the two). That is, our algorithm tends to mimic grader #1’s marking; 

thus it is reasonable that the automatic results would more closely match the first grader’s 
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marking for the validation set. However, it should be emphasized that regardless of 

statistical significance, the Dice’s coefficient difference between the automated and 

manual methods in each of the above two cases was on the order of 0.01, a negligible 

amount in practice. 

The AFLD method also shows good performance in determining summary 

measures per image of cone density. The linear regression and correlation analyses of the 

cone density scatter plots of Figure 8 demonstrate the high degree of linear 

correspondence between the automatic and manual methods. Correlation is higher for 

AFLD vs. grader #1, consistent with the discussion above. Notably, the scatter plots show 

less (albeit still high) correlation between the two graders. Given the large sample size 

(n=80), it is not surprising that, in a formal statistical sense, the values for the slopes and 

intercepts of the regression lines were found to be statistically different from one and zero, 

respectively. However, the magnitude of these differences was sufficiently small to 

demonstrate the fidelity of the automatic approach. The differences between the 

automated and manual results are also small, as seen in the Bland-Altman plots of Figure 

9. Again, these differences are greater when AFLD is compared to grader #2 than grader 

#1. And again, as for the scatter plots, the differences for grader #1 vs. grader #2 are also 

relatively larger. The discrepancies tend to occur at higher cone densities, where the AFLD 

method tends to underestimate the manually determined number of cones. The smaller 



 

31 

cones at high eccentricities are more difficult to detect even by manual graders, as 

illustrated in Figure 8(d) and Figure 9(d). 

Interpretation and quantification of retinal anatomy and pathology, as based on a 

single ophthalmic image modality, are at times unreliable. Of course, it is not surprising 

that a higher resolution system such as confocal AOSLO can visualize pathology not 

identifiable on clinical imaging systems such as optical coherence tomography (OCT) [62]. 

Moreover, as shown in Figure 2, perifoveal cones and rods can be often better identified 

on split detector AOSLO and confocal AOSLO, respectively. Thus, optimal quantification 

of rod and cone photoreceptor structures requires analysis of both confocal and split 

detector AOSLO images from the same subject. On another front, OCT’s superior axial 

resolution with respect to AOSLO provides important complementary 3D information 

about the retinal structures. As such, a recent study recommends employing a multi-

imaging modality approach (including OCT and AOSLO imaging systems) to provide 

additional evidence needed for confident identification of photoreceptors [48]. 

Development of such multi-modality image detection algorithms is presented in later 

chapters. 

A limitation of this study is that we only trained and quantitatively tested our 

algorithm on split detector AOSLO images of healthy eyes. Our data set does, however, 

contain images with significant variability in appearance (e.g. Figure 7). Additionally, the 

algorithm relies on being able to locate Yellott’s ring, which may be difficult for irregular 
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mosaics presented in some disease cases. As a future approach to this, we are developing 

a kernel regression [2] based machine learning algorithm trained on a large data set from 

diseased eyes in order to be able to locate cones without reliance on locating Yellott’s ring. 

However, the qualitative results in the pathologic images in Figure 10 show promise for 

the adaptability of our algorithm to diseased cases. It is encouraging that the AFLD 

algorithm is able to correctly locate cones and ignore vascular and pathologic features that 

were not seen in training. We note that direct implementation of an algorithm developed 

for normal eyes is not expected to be robust for all types of pathology, as was the case for 

the development of automatic segmentation algorithms for retinal OCT. However, 

development of automated OCT segmentation algorithms for normal eyes (e.g. [63]) was 

the crucial first step in development of future algorithms robust to pathology (e.g. [2, 3]). 

Indeed, as in the case of segmenting pathologic features in OCT images, there is a long 

road ahead in developing a robust comprehensive fully automatic AOSLO detection 

algorithm applicable to a large set of ophthalmic diseases. 
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3. Cone Detection Using Deep Learning  
 

3.1 Chapter summary 

Imaging with an AOSLO enables direct visualization of the cone photoreceptor 

mosaic in the living human retina. Quantitative analysis of AOSLO images typically 

requires manual grading, which is time consuming, and subjective; thus, automated 

algorithms are highly desirable. Previously developed automated methods are often 

reliant on ad hoc rules that may not be transferable between different imaging modalities 

or retinal locations. In this chapter, we present a convolutional neural network (CNN) 

based method for cone detection that learns features of interest directly from training data. 

This cone-identifying algorithm was trained and validated on separate data sets of 

confocal and split detector AOSLO images with results showing performance that closely 

mimics the gold standard manual process. Further, without any need for algorithmic 

modifications for a specific AOSLO imaging system, our fully-automated multi-modality 

CNN-based cone detection method resulted in comparable results to previous automatic 

cone detection methods which utilized ad hoc rules for different applications. We have 

made free open-source software for the proposed method and the corresponding training 

and testing datasets available online. 
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3.2 Introduction 

To quantify geometrical properties of the photoreceptor mosaic, often the locations 

of each individual cone in an image must be found. Since manual grading of these images 

is subjective and time consuming, several automated methods using classical image 

processing techniques for detecting cones in AO images have been developed [52]. These 

automated algorithms use techniques including local intensity maxima detection [40-42, 

49], model based correlation [43], circular Hough transform [44], graph theory [45], and 

estimation of cone spatial frequency [38, 46, 47]. These fixed mathematical model based 

methods have shown good performance for the problems they were designed for (e.g. 

specific imaging modality, resolution, cone density, etc.). However, reliance on ad hoc 

rules and specific algorithmic parameters does not allow them to become generalizable to 

alternative imaging conditions. As an example, in chapter 2, despite having highly 

accurate detection methods for confocal AOSLO images, we had to devise a completely 

new localization method in order to detect cones in split detector AOSLO images due to 

the disparity in cone appearances between the two modalities, as can be seen in Figure 11.  

Novel machine learning techniques provide an alternative approach where 

features of interest are learned directly from data, allowing for a higher degree of 

adaptability [64]. Unlike classic model-based techniques, one can conceptually use the 

same core machine learning algorithm for a variety of image segmentation problems by 

using different training images. Of note, deep CNNs [65-68] have shown high 
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performance in a multitude of image analysis tasks including over a range of fields, 

including ophthalmic imaging. CNNs have been used for the segmentation of retinal 

blood vessels [69-71], detection of diabetic retinopathy [72] and hemorrhage [73] in retinal 

fundus images, and classification of pathology [74] or segmentation of retinal layers [75] 

in OCT images. 

 

Figure 11: AOSLO cone imaging. (a) Confocal AOSLO image at 0.65° from the fovea. (b) 
Split detector AOSLO image at approximately 8° from the fovea. Scale bars: 20 μm. [76] 

In this chapter, we present a fully automatic method for training a CNN from 

manually marked AOSLO images, and then for using the trained CNN in order to detect 

cones in previously unseen images. We validated the performance of our method on two 

separate data sets from confocal and split detector AOSLO systems. To promote future 

research, we provide an open-source MATLAB implementation of our algorithm. 
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3.3 Methods 

Our CNN based cone detection method is outlined in Figure 12. In brief, we first 

take a data set of images from an imaging modality (e.g. confocal AOSLO) with manually 

marked cones and extract patches centered around cone and non-cone locations using the 

markings. We then use these patches to train a CNN classifier. To detect cones in 

previously unseen images from this imaging modality, we then classify overlapping 

patches centered at each pixel to create a probability map. This probability map is then 

processed to locate the individual cone locations. To detect cones in an alternative AOSLO 

modality (e.g. split detector AOSLO), all that needs to be done is to exchange the previous 

training dataset with one from the new imaging modality.  

 

Figure 12: CNN based cone detection algorithm schematic. [76] 

 

3.3.1 Data sets 

We used two separate data sets for the confocal and split detector AOSLO cases. 

These images were previously used for development and validation of cone detection 

algorithms [38, 45].  
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The confocal AOSLO experiments were based on the Garrioch et al. [41] data set, 

which was later used by Chiu et al. [45] to train and validate the GTDP cone segmentation 

method. In brief, this data set consists of 840 images (150 × 150 pixels) from 21 subjects (20 

normal and one subject with deuteranopia) acquired with a previously described confocal 

AOSLO system [11, 17] with a 0.96° field-of-view. For each subject, four positions 0.65° 

from the center of fixation (bottom left, bottom right, top left, and top right) were imaged, 

and 10 averaged images were acquired per location. Axial length measurements were 

acquired with an IOL Master (Carl Zeiss Meditec, Dublin, CA) and used to determine the 

lateral resolution of the images. A region of interest (ROI) of size 150 × 150 pixels was 

extracted from the center of each image and used for analysis. The ROIs’ size ranged from 

58 × 58 μm2 to 71 × 71 μm2. An expert grader semi-automatically marked cone 

photoreceptors in all images [45].  

The split detector AOSLO experiments used an extension of the data set used in 

chapter 2 for training and validating the AFLD cone detection method [38]. The original 

set contained 112 images (average image size of 208 × 208 pixels) from 14 subjects with 

normal vision obtained from the Advanced Ocular Imaging Program image bank (MCW, 

Milwaukee, Wisconsin). These images were acquired using a previously described split 

detector AOSLO system [11, 35] with a 1.0° field-of-view. For each subject, eight images 

were acquired from a single randomly selected meridian (superior, temporal, inferior, and 

nasal) over a range of eccentricities (500 to 2800 μm). Lateral scale/sampling for each 
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subject was determined using an IOL Master (Carl Zeiss Meditec Inc., Dublin, California, 

USA). An ROI was extracted from each image and used for analysis. The size of each ROI 

was chosen as a function of retinal eccentricity so that the ROI would contain 

approximately 100 cones [77]. In addition to the data set from chapter 2 [38], we acquired 

a new set of 152 split detector images (ROIs with an average size of 216 × 216 pixels) from 

four subjects with normal vision using the same split detector system. The ROIs’ size 

across the entire split detector set ranged from 93 × 93 μm2 to 111 × 111 μm2. An expert 

grader manually marked cone photoreceptors in all images. 

We learned separate CNN weights and algorithmic parameters for the cases of 

confocal images, split detector images, and a combination of both modalities. For the case 

of confocal AOSLO imaging, we used 200 images from 5 subjects for training the CNN, 

and 640 images from the remaining 16 subjects for validating the proposed method. The 

images from the subject with deuteranopia were used in the validation data set. For the 

case of split detector AOSLO, we used 184 images from 8 subjects for training. We 

evaluated the performance of the CNN by using the same 80 images from 10 subjects that 

were used for validation of our previous study [38]. For the combined case, we added 

both the confocal and split detector training data sets to form a single mixed training data 

set. In this case, the network was blinded to the type of AOSLO image. There was no 

overlap in subjects between the training and validation sets for either the confocal or split 

detector cases. 



 

39 

3.3.2 Image preprocessing and patch extraction 

 

Figure 13: Extraction of labeled patches from cone images. (a) Original cropped split 
detector AOSLO image. (b) Image (a) with Voronoi diagram overlain in blue. Manually 
marked cones are shown in green and randomly generated locations along Voronoi edges 
in yellow. (c) Example cone (top-purple) and non-cone (bottom-red) patches (size 33×33 
pixels) from positions circled in (b) with center marked. [76] 

We normalized all images so that their intensity values stretched between 0 and 

255. Each neural network was trained by first extracting patches centered on cone and 

non-cone pixel locations. For the set corresponding to cone locations, we extracted patches 

of size 33×33 pixels centered on every manually marked position in the training images. 

The patch size was chosen empirically to be large enough to contain cones and their 

surrounding features. Our training data sets did not include direct manual markings for 

the non-cone areas. Thus, we devised a simple technique using Voronoi diagrams33 to 

select the non-cone locations. First, the manually marked cone positions are used to 

generate a Voronoi diagram, as shown in Figure 13(b), where each cell consists of all 

positions that have a smaller Euclidian distance to the contained cone position than any 
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other cone position. The boundaries between these cells are called Voronoi edges, which 

we assumed to correspond with the space between individual cones. Subsequently, in 

order to generate the non-cone set, we randomly selected a single point from each Voronoi 

edge for all training images, rounded to the nearest pixel value, and then extracted a 33×33 

pixel patch around this location (Figure 13 (c)). Patches that would extended outside of 

the image were excluded. Over 34000 cone and 88000 non-cone patches were extracted 

from the confocal training data set, and over 20000 cone and 49000 non-cone patches were 

extracted from the split detector training set. 

3.3.3 Convolutional neural network 

We slightly modified a Cifar [65] CNN architecture implemented in the 

MatConvNet [78] CNN toolbox. In general, a simple CNN accepts an input image or patch 

and applies a sequence of transforming layers in order to extract features and finally 

classify the input. Table 3 shows the sequence of layers used in our network. 

Convolutional layers convolve an input of size W×H×D (before padding) with N kernels 

of size w×h×D to get an output of size W×H×N. The output can be thought of as a stack of 

N feature maps, each generated by the corresponding kernel. For each of these feature 

maps, the CNN adds a potentially different bias value. The pooling layers apply either a 

max or average operation over the first two dimensions in a 3×3 window while down 

sampling the input by a factor of 2. This lowers the computational burden and improves 

robustness to small image distortions by increasing spatial invariance [79].  
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Table 3: Architecture of the CNN 

Layer 

number 

Type Input size Filter 

size 

Stride Number of 

kernels/nodes 

1 Convolution 33x33x1 5×5×1 1 32 

2 Batch Normalization 33x33x32 — — — 

3 Max Pooling 33x33x32 3×3 2 — 

4 ReLU 16x16x32 — — — 

5 Convolution 16x16x32 5×5×32 1 32 

6 Batch Normalization 16x16x32 — — — 

7 ReLU 16x16x32 — — — 

8 Average Pooling 16x16x32 3×3 2 — 

9 Convolution 8x8x32 5×5×32 1 64 

10 Batch Normalization 8x8x64 — — — 

11 ReLU 8x8x64 — — — 

12 Average Pooling 8x8x64 3×3 2 — 

13 Fully Connected 4x4x64 4×4×64 — 64 

14 Batch Normalization 1x1x64 — — — 

15 ReLU 1x1x64 — — — 

16 Fully Connected 1x1x64 1×1×64 — 2 

17 Soft-max 1x1x2 — — — 

 

Rectified linear units (ReLU) layers [80] transform their inputs by setting all negative 

values to 0. ReLU layers are used to speed up the training process [65] and improve the 

performance of the network by adding non-linearity [79]. Batch normalization layers [81] 

normalize their inputs based on mean and variance statistics. These layers are used to 
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reduce internal covariate shift which speeds up the training process and helps prevent 

overfitting. Fully connected layers consolidate all information from their preceding layer. 

Each output node in a fully connected layer is obtained by a weighted combination of all 

values from the previous layer with an additional bias term added for each node. The final 

fully connected layer provides a score for each class (cone and non-cone), which are input 

into a soft-max layer [82] that outputs the probability of the original patch belonging to 

each class. Figure 14(a) provides an illustrative example of all layer types used in our 

CNN. 

In order for the CNNs to be effective, the convolutional and fully connected 

weights and biases must be learned. We trained separate networks for the confocal and 

split detector cases, which we label the confocal CNN (C-CNN) and split detector CNN 

(SD-CNN). Each network was trained using the extracted training patches and their class 

labels as inputs. Additionally, we trained a combined network, which we labeled the 

mixed CNN (M-CNN), using the patches from both the confocal and split detector 

training images without providing the network any indication which modality the 

patches originated from. The initial weight parameters are randomly initialized, and the 

initial biases are set to zero. Then, the weights and biases are refined through stochastic 

gradient descent and back-propagation46. The training data is split into mini-batches with 

100 patches per mini-batch, and each iteration of the gradient descent occurs over  
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Figure 14: Convolutional network properties. (a) Visualization of convolutional, pooling, 
ReLu, fully connected, and soft-max layers. (b-d) Output feature maps from (b) Layer 4 
(c) Layer 8, and (d) Layer 12 when the input patch from (a) is processed by the trained SD-
CNN. [76] 

one mini-batch. We repeated this process for all batches spanning the training data set 

(called an epoch), and trained over 45 epochs for both networks. The weight learning rate 

was initially set to 0 .001 for all layers except the last fully connected layer (layer 16) where 

it was set to 0.0001. Bias learning rates were similarly set to 0.1 for all layers except the last 

fully connected layer where it was set to 0.01. All learning rates were decreased by a factor 

of 10 twice over training, at epochs 31 and 41. Weight decay was left at the default value 
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of 0.0001 in the MatConvNet56 CNN toolbox. Figure 14(b-d) displays the feature maps 

output after each sequence of convolutional, batch normalization, pooling, and ReLU 

layers in the trained SD-CNN for a single cone input patch.  

3.3.4 Cone detection 

After training the CNNs, we used them to find cone locations within an image. To 

do this, we first extracted a 33×33 pixel patch around every pixel in the image after 

normalizing the image’s intensity values. Symmetric padding by mirroring the pixel 

values at the edge by half of the patch length (16 pixels) was used for patches that 

extended beyond the edges of the image. We then used the corresponding CNN to 

determine the probability that each patch is centered on a cone. The associated probability 

for each patch is then used to construct a probability map with the same dimensions as 

the original image, as shown in Figure 15(b). We smoothed the map with a Gaussian filter 

with standard deviation σ. We then applied the extended-maxima transform using 

MATLAB’s imextendedmax function [83], which finds maximal regions where the height 

difference in the region is less than or equal to H. This results in a binary image as shown 

in Figure 15(c). We then found all connected clusters in the binary image to use as 

candidates for cone locations, and eliminated weak candidates by removing any cluster 

whose maximum value in the filtered probability map is less than a threshold T. Finally, 

the locations of cones in the image are determined by finding the centers of the remaining 

clusters (Figure 15(d)). The values σ, H, and T were automatically chosen to be 1.3, 0, and 
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0.3 for the C-CNN case; 2, 0.1, and 0.5 for the SD-CNN case; and 0.4, 0.25, and 0.9 for the 

M-CNN case. These automatically chosen parameters were learned by maximizing the 

average Dice’s coefficient (as explained in the following section) across the training 

images over a set of potential parameter combinations.  

 

Figure 15: Detection of cones in confocal (top row) and split detector (bottom row) AOSLO 
images. (a) Original images. (b) Probability maps generated from (a) using the C-CNN 
(top) and SD-CNN (bottom). (c) Extended maxima of (b). (d) Detected cones marked in 
green on the image shown in (a). [76] 

 

3.3.5 Validation 

We validated the results of our method by comparing to the current gold standard 

of manual grading across the validation data sets. In the case of M-CNN, we provided no 

explicit information to the network about the type of the AOSLO image to be tested 

(confocal or split-detector). Additionally, we compared the performance of our CNN 
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based method to the performance of the GTDP cone detection method [45] for the confocal 

set, and to the AFLD method [38] for the split detector set. To quantify the performance 

of the automatic methods, we matched automatically marked cones to manually marked 

cones one-to-one. In brief, an automatic cone was considered a true positive if it was 

located within some distance d of a manually marked cone. The value d was set to 0.75 of 

the median spacing between manually marked cones in the image. Automatically 

detected cones that were not matched to a manually marked cone were considered as false 

positives, and manually marked cones that did not have a matching automatically 

detected cone were considered as false negatives. If a manually marked cone was matched 

to more than one automatically marked cone, only the one with the smallest distance was 

considered a true positive, and the remaining were considered false positives. Finally, we 

removed manually and automatically marked cones that were within 7 pixels of the edges 

of the image to remove border artifacts. In order to evaluate the performance of the 

automatic methods, we then calculate the true positive rate, false discovery rate, and 

Dice’s coefficient [59, 60] for each image as shown in Equations 4, 5, and 6. Additionally, 

we also evaluated cone density measurements from each method, which is a commonly 

used quantitative metric for analyzing photoreceptor mosaics [57]. Cone density is 

defined as the ratio of the number of cones in an image to the area of that image. We 

compared cone densities calculated from each automatic method to the cone density from 

manual grading using Bland-Altman analysis [61]. 
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3.3.6 Data availability 

The datasets generated during and analyzed during the current study are available 

at https://github.com/DavidCunefare/CNN-Cone-Detection. These include both training 

and validation datasets for confocal and split detector AOSLO and the corresponding 

open source software.  

3.4 Results 

We implemented the CNN based detection method in MATLAB 2016b (The 

MathWorks, Natick, MA) with MatConvNet [78] 1.0-beta23. We ran the algorithm on a 

desktop PC with an i7-5930K CPU at 3.5 GHz, 64 GB of RAM, and a GeForce GTX TITAN 

X GPU. The average run time for our CNN based detection method on a new image after 

training was 6 seconds per image for the confocal AOSLO data set (image size of 150 by 

150 pixels) and 12 seconds per image for the split detector AOSLO data set (average image 

size of 206.5 by 206.5 pixels). These times were the same regardless of whether the C-CNN, 

SD-CNN, or M-CNN was used. The total training time was under 3 hours for the C-CNN 

and SD-CNN, and under 6 hours for the M-CNN. This included the time for extracting 

training patches, training the CNN, saving the probability maps of all training images, 

and choosing the detection parameters. Note that this offline training only needs to be 

completed once. 
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Figure 16: Performance of the automated algorithms on confocal (a-b) and split detector 
(c-d) images. Original Images are shown in the left column, C-CNN for confocal and SD-
CNN for split detector cone detection results in the middle column, and AFLD for split 
detector and GTDP for confocal results in the right column. Green points denote true 
positives, cyan denotes false negatives, and red denotes false positives. Dice’s coefficients 
for our CNN based method are 0.994 in (a), 0.990 in (b), 0.995 in (c), and 0.941 in (d). Dice’s 
coefficient for the GTDP method are 0.992 in (a) and 0.978 in (b), and for the AFLD method 
are 0.979 in (c) and 0.911 in (d). [76] 
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Figure 16 displays the results of the automated algorithms in comparison to 

manual grading in four examples. In the marked images, a green point indicates an 

automatically detected cone that was matched to a manually marked cone (true positive), 

a cyan point indicates a cone missed by the automatic algorithm (false negative), and a 

red point indicates an automatic marking with no corresponding manually marked cone 

(false positive).  

The performances of the automated algorithms in comparison to manual grading 

are summarized in Table 4 and Table 5. Table 4 reports the performance of the C-CNN, 

M-CNN and GTDP methods across the confocal AOSLO validation data set, and Table 5 

reports the performance of the SD-CNN, M-CNN and AFLD methods across the split 

detector AOSLO validation data set. The median Dice’s coefficients across the confocal 

validation set were 0.993 for the C-CNN, 0.990 for the M-CNN, and 0.991 for the GTDP 

methods. The median Dice’s coefficients across the split detector validation set were 0.970 

for the SD-CNN, 0.968 for the M-CNN, and 0.958 for the AFLD methods. As noted 

previously, one subject used in the confocal validation data set had deuteranopia. The 

average true positive rate, false discovery rate, and Dice’s coefficient for this subject using 

the C-CNN were found to be 0.993, 0.007, and 0.993, respectively. It can be seen that the 

performance of the general purpose CNN method is very comparable to the custom 

designed GTDP and AFLD techniques. 
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Table 4: Average performance of the C-CNN, M-CNN, and GTDP methods with respect 
to manual marking across the confocal validation data set (standard deviations shown in 
parenthesis). 

 True positive rate False discovery rate Dice’s coefficient 

C-CNN 0.989 (0.012) 0.008 (0.014) 0.990 (0.010) 

M-CNN 0.975 (0.026) 0.003 (0.007) 0.986 (0.015) 

GTDP 0.990 (0.011) 0.015 (0.018) 0.988 (0.012) 

 

 

Table 5: Average performance of the SD-CNN, M-CNN, and AFLD methods with respect 
to manual marking across the split detector validation data set (standard deviations 
shown in parenthesis). 

 True positive rate False discovery rate Dice’s coefficient 

SD-CNN 0.943 (0.075) 0.027 (0.034) 0.955 (0.045) 

M-CNN 0.949 (0.057) 0.034 (0.036) 0.956 (0.034) 

AFLD 0.961 (0.031) 0.054 (0.045) 0.952 (0.028) 

 

Bland-Altman plots comparing cone density measurements between the 

automatic methods and manual grading are shown in Figure 17. The central solid line 

shows the average difference between methods, and the surrounding dotted lines show 

the 95% confidence limits.  
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Figure 17: Bland-Altman plots comparing cone density for (a) manual – C-CNN on 
confocal, (b) manual – M-CNN on confocal, (c) manual – GTDP on confocal, (d) manual – 
SD-CNN on split detector, (e) manual – M-CNN on split detector, and (f) manual – AFLD 
on split detector. The solid black line shows the expected value of the difference, and the 
dotted lines show the 95% confidence limits of agreement. [76] 

 

3.5 Discussion 

In this chapter, we developed an automatic CNN based method for detecting cone 

photoreceptors in AOSLO images. Using manually marked images from a particular 

AOSLO imaging modality, our method can train a CNN to extract features of interest and 

classify cones in unseen images from the same imaging modality. We tested our method 

on images from confocal and split detector AOSLO systems, and showed that or method 

had good agreement with the current gold standard of manual marking for both 

modalities. We have made the open-source code for our CNN based method freely 
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available online to allow other researchers to test and modify the algorithm for their 

specific applications. 

As can be seen in Table 4 and Table 5, our CNN based algorithm performed 

comparably to the state-of-the-art GTDP and AFLD cone detection methods with respect 

to manual grading. This is highly encouraging, because the noted previous techniques 

heavily utilized modality specific ad hoc rules, which limited their application to other 

imaging scenarios and require further algorithm modification and development for new 

imaging scenarios. Our CNN approach, on the other hand, required no ad hoc rules, and 

was applied without any algorithmic modification to confocal and split detector AOSLO 

images. All that was needed to adapt the algorithm to confocal and split detector AOSLO 

was the corresponding training datasets. Additionally, in the case of the M-CNN, our 

algorithm was able to learn network filter weights to accurately detect cones in split 

detector and confocal images without any knowledge of which modality the image was 

acquired with. 

For both the confocal and split detector AOSLO data sets, our CNN-based method 

had a slightly worse true positive rate but a slightly better false discovery rate than the 

other corresponding algorithm. This is also reflected in Figure 17, where the CNN based 

method is biased towards underestimating the number of cones, especially in images with 

higher cone densities. This could be improved by using training data sets with a larger 

representation of images with high cone densities. Moreover, poor inter-observer 



 

53 

agreement in grading AOSLO images [39] can negatively affect the performance of 

learning based methods such as CNN. Utilization of datasets graded by multiple 

observers is expected to improve performance. 

The quantitative performance metrics presented for the GTDP and AFLD 

algorithms have negligible differences in comparison to those reported in Chiu et al. [45] 

and in chapter 2 [38], respectively, for two reasons. First, these differences arise from 

changes made to the methods for quantifying performance (e.g. the number of cropped 

pixels in the boundaries) so that a uniform method could be used for both data sets. 

Second, we used a subset of the validation set used in Chiu et al. [45] for training the CNN, 

which was naturally excluded from the validation data set in this chapter. 

It should be noted that there is space for improvement our proposed algorithm. 

We choose the network architecture and hyper-parameters empirically to provide good 

performance for both confocal and split detector AOSLO images. It is possible these 

parameters could be optimized to provide better performance, especially for a single 

imaging modality. Additionally, we expect to further improve the performance of the 

method for specific applications by applying custom pre-processing steps such as 

adaptive denoising [84].  

Since our CNN based method learned to detect cones directly from training data, 

it can be easily extended to other imaging modalities or imaging conditions with different 

features (e.g. images from different retinal eccentricities that may contain rods or images 
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of diseased eyes). Extending the algorithm to images from subjects with retinal 

pathologies is of particular importance. Several retinal diseases lead to alterations of the 

cone mosaic (e.g. age-related macular degeneration (AMD), ACHM, RP, and Usher 

syndrome), and quantitative analysis of these mosaics captured with AOSLO is 

potentially useful for the characterization, early diagnosis, and prognosis of these diseases 

[48, 85]. By sharing the open source software of this work freely available online, we 

encourage our colleagues to test this algorithm for new imaging conditions. Of course, 

due to the variability of cone photoreceptor manifestation in AOSLO images of different 

diseases or eccentricities, we expect that utilizing appropriate new training data sets that 

match the test data set (e.g. training and testing on the same eccentricity or disease 

condition) will improve the performance of the algorithm. Detailed evaluation of our 

algorithm’s performance for different diseases, imaging eccentricities, and images 

containing rod photoreceptors is part of our ongoing work and will be addressed in the 

following chapters. 
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4. Multimodal Deep Learning for Cone Detection in ACHM  
 

4.1 Chapter summary 

Fast and reliable quantification of cone photoreceptors is a bottleneck in clinical 

utilization of AOSLO systems for the study, diagnosis, and prognosis of retinal diseases. 

To-date, manual grading has been the sole reliable source of AOSLO quantification, as no 

automatic method has been reliably utilized for cone detection in real-world low-quality 

images of diseased retina. We present a novel deep learning based approach that 

combines information from both the confocal and non-confocal split detector AOSLO 

modalities to detect cones in subjects with ACHM. Our dual-mode deep learning based 

approach outperforms the state-of-the-art automated techniques and is on a par with 

human grading. 

4.2 Introduction 

The ability to quantify the photoreceptor mosaic geometry is useful for the study, 

diagnosis, and prognosis of diseases that affect photoreceptors such as ACHM, AMD, 

RP/Usher syndrome, Stargardt disease, choroideremia, and blue-cone monochromacy [86, 

87], or for evaluating subclinical photoreceptor disruption from head trauma [62]. 

Quantitative analysis of the photoreceptor mosaic in AO images requires the localization 

of each individual photoreceptor. Unfortunately, even in normal subjects with clear ocular 

media, there is ambiguity in the identification of individual photoreceptors in AOSLO 
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images [35, 38], which is the all-important first step in the interpretation of these images. 

Manual identification of these photoreceptors is highly subjective [39] and very time 

consuming. Several automated methods have been developed for detecting cones in 

ophthalmic AO images [38, 40-47, 49, 52, 76, 88-90]. However, most of these have not been 

tested on truly representative images of diseased eyes or have shown comparatively poor 

performance [38, 90]. Typical images from diseased eyes often exhibit substantially lower 

contrast and signal-to-noise ratio than those from healthy subjects, as well as disease-

dependent features that might not be accounted for in algorithms designed or trained for 

healthy retinas. Thus, the general consensus of the AO research community is that the 

existing AO cone identification algorithms should be used cautiously in pathological 

images, if at all [48].  

AOSLO imaging is already being used to select candidates for and predict the 

effectiveness of gene therapy [48, 91] for conditions such as ACHM, a retinal condition 

characterized by a lack of cone function resulting in color blindness, photophobia, 

nystagmus, and severely reduced visual acuity [92]. Unfortunately, quantification of cone 

photoreceptors in ACHM AOSLO images is especially challenging, even for human 

graders [39]. In confocal AOSLO images of healthy eyes, cones appear as bright spots in 

the image, whereas in ACHM they appear as dark spots [93]. As the rods appear to 

waveguide normally, it is sometimes possible to indirectly infer the presence of a cone 

when seeing a dark spot circumscribed by a ring of reflective rods, however this becomes 
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challenging in images closer to the central fovea, where rod numerosity declines. Non-

confocal split detector AOSLO imaging reveals remnant cone inner segment structures in 

areas that lack reflectivity in confocal AOSLO [35, 94] (Figure 18(a) and Figure 18(b)), 

showing potential for predicting therapeutic outcomes [48, 91], and thus making 

automated detection of these cone structures desirable. Even though visualization of 

cones is possible with this imaging modality, there is often uncertainty in identifying cone 

locations due to the relatively poor contrast seen in typical images such as that shown in 

Figure 18(c). It has been recently suggested that combining multiple modalities could 

improve the reliability/accuracy/other for cone identification [48], and it has been shown 

that multiple AOSLO modalities could improve performance in other image processing 

tasks such as mosaicking [95]. As seen in Figure 18(d), simultaneously captured confocal 

AOSLO images can help resolve some ambiguities seen in the matching split detector 

image, even with cones lacking intensity in ACHM subjects.  

As with other computer vision tasks, automated analyses of AOSLO images with 

deep learning CNNs that learn features directly from training data are expected to 

outperform classic machine learning based techniques. CNNs have been utilized in 

numerous ophthalmic image processing applications [69-76, 96-98]. In the previous 

chapter [76], we developed the first CNN based AOSLO image analysis method for 

detecting cones, demonstrating superiority to existing state-of-the-art techniques. Here, 
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we expand on this work by combining the complementary confocal and non-confocal 

AOSLO information to improve performance in low contrast images of diseased retinas.  

 

Figure 18: Dual-mode AOSLO cone imaging in ACHM subjects. (a) Split detector AOSLO 
image near the fovea of an ACHM subject. (b) Simultaneously captured confocal AOSLO 
image from the same location as (a). (c) Split detector AOSLO image at 12° from the fovea 
in another subject with ACHM. (d) Simultaneously captured confocal AOSLO image from 
the same location as (c). Orange arrows point to ambiguous locations in the split detector 
image (c) that can be seen to be cones based on the dark circles in the confocal image (d). 
Scale bars: 20 μm. [99] 

The organization of the chapter is as follows. We first introduce a novel dual-

modality deep learning AOSLO detection paradigm for identification of cones. We then 

demonstrate that our method that incorporates dual-mode information from confocal and 

split detector AOSLO images outperforms a comparable deep learning method that only 
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uses a single AOSLO imaging modality. Finally, we show that the dual-mode deep 

learning based method outperforms the state-of-the-art automated techniques and is on a 

par with human grading. 

4.3 Methods 

 

Figure 19: Schematic of the dual-mode CNN AOSLO cone detection algorithm. [99] 

Our proposed algorithm for identification of cones, shown in Figure 19, is 

comprised of a training and a testing phase. In the training phase, a set of reflectance 

confocal and split detector AOSLO image pairs was broken into small patches. A subset 

of all patches was classified (labeled) as cone and non-cone, based on manual markings. 

These labeled patches were used to train a CNN classifier, which was then utilized to 

generate probability maps from all overlapping patches in the images, which in turn 

allowed optimization of the parameters used for detecting cones. The trained CNN was 

then used to detect cones in previously unseen image pairs without known labels. 
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4.3.1 Data set 

The images for our data set were captured using a previously described AOSLO 

system [11, 35], which acquires both confocal and split detector modalities simultaneously 

and with perfect spatial registration. For each subject, a series of image sequences, using 

a 1.0° and/or 1.75° field of view, were captured over a range of eccentricities (from the 

fovea to 12° along the temporal and superior meridian). The images in this data set were 

strip-registered using between 5 and 69 frames, as previously described [35, 100], 

although the number of frames averaged within a given strip of the processed image could 

be anywhere between 1 and 69. Within each sequence pair, transformation for both split 

detector and confocal modalities was identical. Lateral scale/sampling for each subject 

was determined using axial length measurements from an IOL Master (Carl Zeiss Meditec 

Inc., Dublin, California, USA). Regions of interest (ROIs) were extracted from these images 

and used for analysis. 

The final data set contained 200 split detector and confocal AOSLO image pairs 

(size 100×100 μm2 each) from 16 subjects with ACHM. There were an uneven number of 

image pairs per subject, with a minimum number of 6 and maximum of 29. For three 

subjects, the split detector images had the opposite orientation as the rest of the set. Thus, 

the split detector and confocal images from these subjects were horizontally flipped so 

that all images would have the same orientation. All image pairs had their cones marked 

by two masked manual graders, DC and SB. Manual grading was done primarily on the 
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split detector images, with the corresponding confocal images used to resolve any 

ambiguous cases. Over 9,200 cones were marked by the first manual grader (DC) over the 

entire data set. We resized all images (confocal and split detector) using cubic 

interpolation so they have a pixel size of 0.5×0.5 μm (200×200 pixels per image) and 

adjusted the manual markings to match this change. This resizing was performed due to 

the large differences in pixel size between images from 1.0° and 1.75° field of view scans. 

4.3.2 Image preprocessing and patch extraction 

We first normalized all split detector and confocal images so that their intensity 

values stretched between 0 and 255. We then extracted cone and non-cone patch pairs 

from the training images to be used to train the CNN in a similar fashion as presented in 

chapter 3 [76]. In brief, for each training image pair, we used the first set of expert manual 

markings to define the cone locations, and extracted patches of 33×33 pixels centered 

around each marking in both the confocal and split detector images. The patch size was 

chosen so that individual patches would be large enough to encompass any cone. The 

non-cone locations are naturally more challenging to define as there were no manual 

annotations of non-cone areas, so we used Voronoi diagrams [40], in which the center of 

each cell is defined by a cone location, in order to find non-cone locations. As the Voronoi 

edges are equidistant to the two nearest cone markings, they are generally located in the 

space between cones. Therefore, we created the non-cone patches by randomly selecting 

a single point from each Voronoi edge, rounding to the nearest pixel value, and extracting 
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patches of 33×33 pixels around this position from both the split detector and 

corresponding confocal images. Patches that would extend outside the bounds of the 

image were not used. For each training image pair, the first set of manual markings was 

used to generate the Voronoi diagram, as shown in Figure 20(a) and Figure 20(b). Note 

that all manually marked cones were used to generate the Voronoi diagram, which differs 

from [76] where marked cones too close to the edges were not included when generating 

the Voronoi diagram. Example paired patches are shown in Figure 20(c) and Figure 20 

(d). 

 

Figure 20: Extraction of labeled patches from AOSLO image pairs. (a) Cropped split 
detector AOSLO image. (b) Simultaneously captured cropped confocal AOSLO image 
from the same location. Voronoi diagram overlain in cyan, manually marked cones are 
shown in green, and randomly generated locations along Voronoi edges are shown in 
yellow. (c) Example cone patch pair from position shown in purple in (a) and (b). (d) 
Example non-cone patch pair from position shown in red in (a) and (b). [99] 
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4.3.3 Convolutional neural network 

 

Figure 21: Proposed late fusion dual-mode CNN (LF-DM-CNN) architecture, which 
consists of the following layers: convolutional (Conv(N,F) where N is the number of 
kernels, and F is the kernel size in the first two dimensions), fully connected (FC(X) where 
X is the number of output nodes) batch normalization (BatchNorm), max pooling 
(MaxPool), average pooling (AvePool), ReLu, concatenation, and soft-max. [99] 
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We built upon the single-mode Cifar [65, 78] based network used in chapter 3 [76] 

to incorporate dual-mode data. The network architecture, shown in Figure 21, is similar 

to late fusion architectures that have been used in other classification problems with 

multiple input images [101, 102]. As such, we named this network the late fusion dual-

mode CNN (LF-DM-CNN). The late fusion network was chosen empirically over early 

fusion architectures based on results across our data set. The network incorporates 

convolutional, batch normalization, pooling, ReLU, fully connected, concatenation (i.e. 

fusion), and soft-max layers. The convolutional layers convolve an input of size W×H×D 

(before padding) with N kernels of size F×F×D with a stride of 1 to get an output of size 

W×H×N, where the output can be considered a stack of N feature maps. For each of these 

N feature maps, the CNN adds a potentially different bias value. We set the kernel size, 

F, to be 5 throughout the network. Figure 22 displays the trained filters from the first 

convolutional layer for both the split detector and confocal paths. Batch normalization 

layers [81] normalize their inputs based on mean and variance statistics, and are used to 

reduce internal covariate shift, which can decrease overfitting during training. The 

pooling layers apply either a max or average operation over the first two dimensions of 

the input in a 3×3 window while down-sampling by a factor of 2 in the first two 

dimensions. ReLU layers [80] non-linearly transform their inputs by setting all negative 

values to 0, which speeds up the training process and improves the performance of the 

network [79]. Fully connected layers output multiple nodes that each result from the 
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weighted sum of all the values from the previous layer, with an additional bias term 

added for each node. The concatenation layer combines the two 64×1 vectors output from 

the confocal and split detector paths into a single 128×1 vector. Finally, the soft-max [82] 

layer takes a 2×1 vector from the last fully connected layer and applies the soft-max 

function which normalizes each value to be between 0 and 1, and makes the sum of all 

values 1. These values can be thought of as the probability of the input patch pair 

belonging to a cone or non-cone location. 

 

Figure 22: Filter weights from the first convolutional layer in the LF-DM-CNN for the (a) 
split detector and (b) confocal paths. [99] 
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Before the network could be used to detect cones, the weight and biases needed to 

be learned using the labeled patch pairs. The initial weights for the network were 

randomly initialized, and the bias terms were set to zero similarly to [65]. The weights and 

biases were then learned using stochastic gradient descent to minimize cross-entropy loss 

[67]. All of the training data was split into mini-batches with 100 patch pairs per mini-

batch, and each iteration of the gradient descent occurred over a single mini-batch. This 

was repeated for all mini-batches (known as an epoch), and we trained over 45 epochs. 

Data augmentation was applied by randomly vertically flipping both patches in a pair 

50% of the time the patch pair is seen, in order to effectively increase our training data 

amount. The weight learning rates were set initially to 0.001 for all convolutional and fully 

connected layers except the last fully connected layer, where it was set to 0.0001. Bias 

learning rates were similarly set to 0.1 for all layers except the last fully connected layer 

where it was set to 0.01. All learning rates were reduced by a factor of 10 twice over 

training, at the beginning of epochs 31 and 41. Weight decay was set to 0.0001. All noted 

training hyper-parameters were set empirically based on a different online data set 

introduced in [76]. 

4.3.4 Cone localization 

In the final step of our method, for each split detector and confocal AOSLO image 

pair, the trained CNN generated a probability map from which the cone locations were 

inferred as follows. We first normalized the intensity values to be between 0 and 255 for 
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both images. For each pixel position in the corresponding split detector and confocal 

images, we extracted a pair of 33×33 pixel patches. We applied 16 pixel symmetric 

padding to the images that mirrored the intensity values near the borders of the images 

to account for patches that would have extended past the image boundaries. The paired 

patches were then input into the trained LF-DM-CNN to determine the probability of that 

location being positioned on a cone. We then used these probabilities to generate a single 

probability map the same size as one of the images as shown in Figure 23(c). We smoothed 

the map by convolving with a Gaussian filter with standard deviation σ to remove 

spurious maxima. Next, we applied the extended-maxima transform using MATLAB’s 

imextendedmax function [83], which finds maximal regions where the probability 

difference in the region is less than or equal to H and outputs these regions in a binary 

map (Figure 23(d)). We found all connected clusters in the binary map to use as potential 

candidates for cone positions, and eliminated weak candidates by removing any cluster 

whose maximum value in the filtered probability map was less than a threshold T. Finally, 

we found the center of mass of all remaining clusters which are considered to be the cone 

positions. The values of σ, H, and T were all automatically set by maximizing the average 

Dice’s coefficient (explained in the following section) across the training images over a set 

of potential parameter combinations. 
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Figure 23: Detection of cones in split detector and confocal AOSLO image pairs. (a) Split 
detector AOSLO image. (b) Simultaneously captured confocal AOSLO image from the 
same location. (c) Probability maps generated from (a) and (b) using the trained LF-DM-
CNN. (d) Extended maxima of (c). (e-f) Detected cones marked in green on the split 
detector image shown in (a) and on the confocal image shown in (b). [99] 

 

4.3.5 Validation and comparison to the state-of-the-art 

We validated our method against the current gold-standard of manual grading 

and alternative automatic cone detection methods. We used leave-one-subject-out cross 

validation to evaluate our method, which means that for each subject, all images from the 

other subjects were used for training the network and cone localization parameters, and 

all images from that subject were used as the validation data set. Thus, there was no 

overlap between subjects or images used for training and testing of the algorithm. The 

first set of manual markings by the more experienced grader (DC) was used for training. 
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For comparison to the state-of-the-art cone detection methods, we first evaluated 

the performance of Bergeles et al. [90], which was designed for detecting cones in split 

detector images and tested on subjects with Stargardt disease. We validated this algorithm 

across the entire split detector data set. We horizontally flipped the split detector images 

to match the orientation used in [90], and flipped the detected cone coordinates back to 

the original orientation of the images. The parameters for diseased images in their 

software were used. We also evaluated the software developed in Cunefare et al. [76] 

presented in chapter 3 using the trained networks and optimization parameters learned 

from healthy split detector (SD-CNN) and confocal (C-CNN) AOSLO images exactly as 

reported in [76] across our split detector and confocal data sets, respectively. Additionally, 

we evaluated the performance of Cunefare et al. [76] after training new networks and 

parameters on the current ACHM split detector and confocal images (SD-CNN-ACHM 

and C-CNN-ACHM) using leave-one-subject-out cross validation. 

To quantify the performance of the different methods, we first matched the 

automatically detected cones to the cones marked by the first grader one-to-one for each 

image pair in a similar fashion to Cunefare et al. [76]. To summarize, an automatic cone 

was considered a true positive if it was located within some distance d of a manually 

marked cone. The value d was set to the smaller between 0.75 of the median spacing 

between manually marked cones in the image and 8 μm. The upper limit was used to 

account for images with sparse cone mosaics due to disease, and was chosen to be smaller 
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than the maximum value of d found in healthy eyes in [76]. Automatically detected cones 

that were not matched to a manually marked cone were considered false positives, and 

manually marked cones that did not have a matching automatically detected cone were 

considered false negatives. In the case that a manually marked cone matched to more than 

one automatically detected cone, only the automatically marked cone with the smallest 

distance to the manually marked cone was considered a true positive, and the remaining 

were considered false positives. To remove border artifacts, we did not analyze marked 

cones within 7 pixels (3.5 μm) of the edges of the images. For each image pair, we then 

calculate the true positive rate, false discovery rate, and Dice’s coefficient [59, 60] for each 

image as shown in Equations 4, 5, and 6. The second set of manual markings (SB) was 

compared to the first set of manual markings in the same way to assess inter-observer 

variability. 

4.4 Results 

Figure 24 shows a representative example of each automated method tested as 

well as the second set of manual markings in comparison to the first set of manual 

markings. In the marked images, automatically detected cones that were matched to a 

manually marked cone (true positives) are shown in green, cones missed by the automatic 

algorithm (false negatives) are shown in cyan, and automatically detected cones with no 

corresponding manually marked cone (false positive) are shown in red. Figure 25 displays 

examples of the performance of the single modality Cunefare et al. [76] method with the 
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SD-CNN-ACHM and our proposed method using the dual–mode LF-DM-CNN 

architecture. Instances where the LF-DM-CNN, which uses multimodal information, 

correctly marks ambiguous locations in the split detector image where the single mode 

SD-CNN-ACHM method does not are indicated by orange arrows. 

 

Figure 24: Performance of the automated cone detection algorithms on an ACHM image 
pair. (a) Split detector AOSLO image. (b) Simultaneously captured confocal AOSLO 
image from the same location. (c-i) Comparison to the first manual markings (with Dice’s 
coefficients) for (c) the second manual markings (0.915), (d) Bergeles et al. [90] (0.667), (e) 
C-CNN [76] (0.178), (f) SD-CNN [76] (0.800), (g) C-CNN-ACHM (0.835), (h) SD-CNN-
ACHM (0.907), and (i) our proposed method using the LF-DM-CNN network (0.932). 
Green points denote true positives, cyan denotes false negatives, and red denotes false 
positives. [99] 



 

72 

 

Figure 25: Comparison of our dual-mode method to the single-mode Cunefare et al. [76] 
method with the SD-CNN-ACHM. Split detector AOSLO images from different subjects 
with ACHM are shown in the top row, and the corresponding simultaneously captured 
confocal AOSLO images are shown in the row second from the top. Comparisons to the 
first manual markings for the single-mode SD-CNN-ACHM are shown in the second row 
from the bottom, and our method using the dual-mode LF-DM-CNN are shown in the 
bottom row. Green points denote true positives, cyan denotes false negatives, and red 
denotes false positives. Orange arrows point to ambiguous locations in the split detector 
images. Dice’s coefficients for the SD-CNN-ACHM are 0.914 in (a), 0.867 in (b), and 0.815 
in (c). Dice’s coefficients for the LF-DM-CNN are 0.986 in (a), 0.929 in (b), and 0.897 in (c). 
[99] 



 

73 

Table 6 summarizes the performance of the automated methods in comparison to 

the first (more experienced) manual grader, as well as the variability between the two 

graders over the 200 ACHM image pairs in our data set. A large increase in performance 

can be seen by training Cunefare et al. [76] on ACHM images before testing. Our proposed 

method using the LF-DM-CNN architecture had the best performance in terms of Dice’s 

coefficient. C-CNN and SD-CNN had higher true positive rates at the cost of substantially 

worse false discovery rates. 

Table 6: Average performance of automatic methods and second manual marking with 
respect to the first manual marking across the data set (standard deviations shown in 
parenthesis). 

 True positive rate False discovery rate Dice’s coefficient 

Bergeles et al. [90] 0.622 (0.206) 0.227 (0.249) 0.633 (0.163) 

C-CNN [76] 0.999 (0.004) 0.907 (0.061) 0.166 (0.096) 

SD-CNN [76] 0.985 (0.025) 0.448 (0.236) 0.675 (0.201) 

C-CNN-ACHM  0.744 (0.193) 0.292 (0.200) 0.694 (0.159) 

SD-CNN-ACHM  0.882 (0.113) 0.124 (0.138) 0.867 (0.097) 

LF-DM-CNN 0.896 (0.091) 0.088 (0.097) 0.899 (0.075) 

Manual (grader # 2) 0.860 (0.131) 0.092 (0.122) 0.875 (0.106) 

 

We implemented and ran all methods in MATLAB 2016b (The MathWorks, 

Natick, MA) with MatConvNet [78] 1.0-beta23 for training and evaluating the CNN’s. We 
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ran all experiments on a desktop PC with an i7-5930K CPU at 3.5 GHz, 64 GB of RAM, 

and a GeForce GTX TITAN X GPU. The average run time of our method for cone detection 

after training was 21.0 seconds using the LF-DM-CNN on 200×200 pixel image pairs. The 

average run times for Cunefare et al. [76] with the C-CNN, SD-CNN, C-CNN-ACHM, and 

SD-CNN-ACHM, and the method of Bergeles et al. [90] were 10.2, 10.4, 10.2, 10.0, and 10.2 

seconds, respectively. The total training time (including training the network and learning 

optimization parameters) for the LF-DM-CNN was under 3 hours. The mean values and 

standard deviations of the automatically chosen cone detection parameters σ, H, and T 

across the validation groups for our method were 1.69 ± 0.25, 0.07 ± 0.03, and 0.77 ± 0.07.  

4.5 Discussion 

We developed an automatic CNN based method that incorporates both confocal 

and non-confocal split detector AOSLO images to detect cone photoreceptors in 

challenging but representative ACHM images. We showed that performance of this 

method that incorporates dual-mode information in its CNN architecture outperformed 

a similar method using only a single-mode CNN architecture, and showed that our 

method had good agreement with the current gold standard of manual grading. The 

method was tested on a set of images taken from 16 different subjects and at a range of 

retinal eccentricities. 

The proposed LF-DM-CNN architecture outperformed the other methods tested, 

including the state-of-the-art Bergeles et al. [90] method. It should be noted that the 
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parameters of [90] were set experimentally based on Stargardt images. The performance 

might be improved by optimizing the parameters for ACHM images. This highlights the 

utility of a method that automatically learns features and parameters from training data, 

such as our CNN method, instead of requiring manual adjustment. Our method also had 

comparable performance to a second set of manual markings when the first set of manual 

markings was considered to be the gold-standard.  

Additionally, Table 6 shows that our method using a dual-mode architecture, LF-

DM-CNN, outperformed the other methods which only take advantage of a single 

imaging modality. The C-CNN and SD-CNN [76] had higher true positive rates but much 

worse false discovery rates. This is likely due to these networks being trained on healthy 

eyes with more regular and higher density cone mosaics, and substantially different 

features in the case of the confocal images. The SD-CNN-ACHM greatly outperformed 

the C-CNN-ACHM, which might suggest that split detector images provide more 

information than the confocal images in determining cone locations. Additionally, for the 

final fully connected layer of the LF-DM-CNN which combines the information from the 

two modalities, 56.4% of the weight magnitude was associated with the split detector 

information and 43.6 % was associated with the confocal information (averaged across the 

validation groups). This is not surprising considering that the manual markings were 

done primarily using the split detector images with the confocal images used to resolve 

ambiguities, and that split detector AOSLO is able to visualize residual cone structures in 
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ACHM, whereas confocal does not. Even so, from Figure 18 and Figure 25 it can be seen 

that the confocal AOSLO images can provide complementary information which can be 

used to resolve ambiguities in the simultaneously captured split detector AOSLO images.  

Figure 25(b) and Figure 25(c) show examples of cones correctly detected by the 

single mode SD-CNN network but missed by the dual-mode LF-DM-CNN network. In 

these cases, the cone-like structures are more prominent in the split detector images than 

in the confocal images. Thus, the single mode SD-CNN is more sensitive to these features 

than the LF-DM-CNN method. Indeed, as shown in Table 6, the LF-DM-CNN is overall 

more reliable for detecting cones. 

A limitation of our study is that our method was only trained and tested on images 

of ACHM. However, our CNN based deep learning method learns features directly from 

training data, which should allow our method to accurately detect cones in other disease 

cases by simply changing the training data. This is supported by the fact that our similar 

single-mode method shown in the previous chapter ([76]), which was originally tested on 

healthy images, performed well on ACHM split detector images by only changing the 

training data set. Further, we expect that this algorithm can be easily modified for 

detection of photoreceptors on alternative high-resolution imaging techniques such as 

computational AO [103], and en face AO-OCT images of photoreceptors, which are similar 

in structure to AOSLO images [104], as well as for other retinal neurons such as ganglion 

cells which have recently been visualized with ophthalmic AO technology [36, 105].   
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5. Rod and Cone Detection and Classification 
 

5.1 Chapter summary 

Quantification of the human rod and cone photoreceptor mosaic in AOSLO 

images is useful for the study of various retinal pathologies. Subjective and time-

consuming manual grading has remained the gold standard for evaluating these images, 

with no well validated automatic methods for detecting individual rods having been 

developed. We present a novel deep learning based method for detecting and classifying 

rods and cones in multimodal AOSLO images. We test our method on images from 

healthy subjects as well as subjects with ACHM over a range of retinal eccentricities. We 

show that our method is on par with human grading for detecting rods and cones. 

5.2 Introduction 

Analysis of rod and cone photoreceptors is valuable for the study, diagnosis, and 

prognosis of various retinal diseases. The high resolution of adaptive optics (AO) 

ophthalmoscopes enables the visualization of photoreceptors in the living human retina 

[48, 106], and these AO ophthalmoscopes have been used to study the properties of cones 

[5, 24, 25, 30, 62, 107] and rods [17, 30, 107, 108] in both healthy and pathological eyes. AO 

ophthalmic imaging was first introduced with a fundus camera [13]. Currently, the most 

widely used AO ophthalmic technology is the adaptive optics scanning light 

ophthalmoscope (AOSLO). As compared to fundus cameras, popularity of AOSLO is in 
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part due to its high-resolution optical sectioning capabilities when configured as a 

reflectance confocal system [6, 11, 16]. AOSLO systems can also be set up as non-confocal 

imagers which allow for alternate sources of contrast in visualizing retinal neurovascular 

structures [35-37]. A relatively more recent and promising technology called AO optical 

coherence tomography allows for acquisition of 3-dimential images with superior axial 

resolution [7, 9, 105, 109, 110]. Confocal AOSLO is able to visualize rods and foveal cones, 

the smallest photoreceptors in the retina [17]. In the past decade, the benefits presented 

by non-confocal AOSLO modalities have been explored, with split detector AOSLO [35] 

providing a number of advantages. Split detector AOSLO has a reduced ability to 

visualize rods in comparison to confocal AOSLO, but due to the different source of 

contrast, split detector AOSLO is often able to reduce ambiguity in identifying cones, 

especially in diseased eyes [99]. 

To utilize the captured images for clinical or research purposes, quantitative 

metrics such as rod and cone density, spacing, size, and luminance are often measured 

[111]. Generally, before these quantitative metrics can be calculated, each individual rod 

or cone in a ROI must be localized. The current gold standard method of manually 

marking these photoreceptors is highly subjective [39] and time consuming, which acts as 

a bottleneck limiting the clinical utilization of AOSLO systems. To combat this problem, 

several automated algorithms have been developed to detect cones in ophthalmic AO 

images taken from healthy [38, 40-47, 49, 52, 76, 88-90, 112, 113] and pathological [90, 99, 
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113] subjects. To date, no well validated automatic method for detecting individual rods 

in AOSLO images or method for classifying between cones and rods has been published. 

In recent years, deep learning has achieved state-of-the-art results for a variety of 

image processing tasks. Of particular note are CNNs, which apply a sequence of 

transforming layers to an image with weights learned directly from training data [65]. 

CNNs have been utilized for a variety of tasks in ophthalmic image processing including 

classification [73, 74, 96, 114, 115], segmentation [69-71, 75, 98, 116], and image 

enhancement [97]. CNNs have been used to achieve state-of-the-art performances for cone 

localization in ophthalmic AO images in healthy [76, 112] and pathologic [99, 113] eyes. 

Chapter 4 [99] showed that a CNN using multimodal confocal and split detector AOSLO 

information could improve the performance of detecting cones in subjects with ACHM 

by utilizing the complimentary information captured in both modalities.  

In this chapter, we present the first validated method for automatically detecting 

and classifying rod and cone photoreceptors in AOSLO images. We develop a novel CNN 

semantic segmentation architecture that combines information from both the confocal and 

split detector AOSLO modalities. We show that our method is able to accurately localize 

and classify rods and cones in AOSLO images from both healthy subjects and from those 

with ACHM. We validate the results of our method against the current gold standard of 

manual marking. 
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5.3 Review 

5.3.1 AOSLO photoreceptor imaging 

 

Figure 26: Rod and cone photoreceptor visualization on AOSLO. (a) Confocal AOSLO 
image at 7° from the fovea in a normal subject. (b) Co-registered non-confocal split 
detector AOSLO image from the same location as (a). (c) Confocal AOSLO image at 3° 
from the fovea in a subject with ACHM. (d) Simultaneously captured split detector 
AOSLO image from the same location as (c). Cone photoreceptor examples are shown 
with magenta arrows, and rod photoreceptor examples are shown with yellow arrows. 
Scale bars: 10 μm. [117] 



 

81 

AOSLO imaging is able to visualize rod and cone photoreceptors within the 

human retina [17]. Although the size and density of cones and rods vary as a function of 

retinal eccentricity [57], rods are generally smaller and more numerous than cones in 

healthy subjects. Rods are often more difficult to visualize, which may be due to their 

small size [17]. Figure 26(a) and Figure 26(b) provide an example of co-registered confocal 

and split detector AOSLO images taken from a healthy subject. It can be seen that the 

confocal image is able to visualize both the cones and relatively small rods. The split 

detector image is not able to visualize rods, but it has high contrast in visualizing cones 

and can be helpful for reducing ambiguities in identifying cone photoreceptors [38, 99]. 

Figure 26(c) and Figure 26(d) show an example of simultaneously captured 

confocal and split detector AOSLO images from a subject with ACHM. ACHM is a genetic 

retinal disorder characterized by a lack of cone function resulting in color blindness, 

photophobia, nystagmus, and severely reduced visual acuity. In confocal AOSLO images 

of subjects with ACHM, cones appear as dark spots instead of the bright spots seen when 

imaging healthy subjects [35, 94]. Because rods can still be visualized, it is sometimes 

possible to infer the positions of cones by finding areas surrounded by rods. Split detector 

AOSLO imaging is able to visualize remnant cone structures in ACHM, and visualized 

cones have similar features as compared to cones imaged in healthy subjects. Even though 

split detector AOSLO can visualize most cones in ACHM, there is still ambiguity in 

determining some cone locations due to poor contrast seen in pathologic subjects [39], and 
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using multimodal information has been shown to be beneficial in identifying cones [99]. 

Additionally, it has been seen that rods may sometimes be visualized with split detector 

AOSLO imaging in ACHM subjects [35].  

5.3.2 Convolutional neural networks 

CNNs apply a series of transforming layers to complete a specific task. These 

networks learn filters to extract relevant features directly from training data. Of note for 

medical imaging processing is U-net [118], a semantic segmentation network that takes a 

full-sized image and outputs a classification for each pixel in the original image. U-net 

and its variants have been used for a variety of semantic segmentation [98, 118-120] and 

detection [120] tasks across multiple imaging modalities.  

The performance and function of a CNN depends on the layers that compose it. 

Specific layer types used in this chapter include convolutional, batch normalization, 

ReLU, max pooling, concatenation (i.e. fusion), unpooling, and soft-max layers. 

Convolutional layers convolve an input of size W×H×D (before padding) with N kernels 

of size F×G×D with a stride of 1 which produces an output of size W×H×N, where the 

output can be considered a stack of N feature maps. For each of these N feature maps, a 

potentially different bias value is added. The weight values for the kernel and the bias 

values are learned automatically through training. Batch normalization layers [81] 

normalize their inputs based on mean and variance statistics, which can reduce internal 

covariate shift to decrease overfitting during training. ReLU layers [80] transform their 
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inputs by setting all negative values to 0, which speeds up the training process and 

improves the performance of the network by adding a source of non-linearity [79]. Max 

pooling layers apply a max operation over the first two dimensions of their input in a P×Q 

window with a stride of 2, which effectively down-samples the input by a factor of 2 in 

the first two dimensions. Concatenation layers combines two inputs of size A×B×Y and 

A×B×Z into a single output of size A×B×(Y+Z). Unpooling layers are used in a decoder 

portion of a network to up-sample their input while preserving the spatial information 

from the max pooling layer in the corresponding encoder portion of the network [121]. 

Finally, a soft-max [82] layer takes an input of size I×J×C, where C is the number of classes, 

and applies the soft-max function across the third dimension to get the probability of each 

point in the first two dimension belonging to each class. For semantic segmentation, I×J is 

the size of the original image. 

5.4 Methods 

The steps for training and testing our proposed rod and cone detection and 

classification algorithm are outlined in Figure 27. In the training phase, we used manual 

rod and cone markings on paired confocal and split detector images to create label and 

weight maps. These maps and the original images were then used to train a semantic 

segmentation CNN to create probability maps of rod and cone locations, on which the 

parameters for rod and cone localization were learned. In the testing phase, we then used 
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the trained CNN and learned detection parameters to detect and classify rods and cones 

in paired confocal and split detector images that had not been previously seen. 

 

Figure 27: Outline of the CNN AOSLO rod and cone detection algorithm. [117] 

 

5.4.1 Data sets 

The images for the data sets used in this work were acquired at the Medical 

College of Wisconsin using a previously described AOSLO system [11, 35], which 

simultaneously captures both confocal and split detector images. The images were 

obtained from the Advanced Ocular Imaging Program image bank (MCW, Milwaukee, 

Wisconsin). Images were acquired from healthy subjects and subjects with ACHM. For 

each subject, a series of image sequences was captured along the temporal meridian over 

a range of eccentricities using a 1.0° field of view for each sequence. For the healthy 

subjects, image sequences were repeated at each location over a 0.05 D focus range at 0.005 
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intervals. Each image sequence was strip-registered and averaged using between 19 and 

70 frames, as previously described [35, 100]. For healthy subjects, processed images from 

the multiple focus positions were manually aligned and overlapping regions were then 

cropped and used to create a new image sequence that was strip-registered and averaged 

once more, resulting in a further enhanced image. We extracted ROIs from the averaged 

images to form our data sets. Lateral scale/sampling for each subject was calculated using 

axial length measurements from an IOL Master (Carl Zeiss Meditec Inc., Dublin, 

California, USA). 

We used separate data sets for the healthy and ACHM cases. Our healthy data set 

consisted of 40 confocal and split detector image pairs from 8 subjects. For each subject, 

there were 5 image pairs that were approximately evenly spread between 3° and 7° from 

the fovea. The average image size for the healthy data set was 115×115 μm2. Our ACHM 

data set consisted of 49 confocal and split detector image pairs from 7 subjects. For each 

subject, there were 7 image pairs that were approximately evenly spread between 1° and 

7° from the fovea. The average image size for the ACHM data set was 116×116 μm2. All 

image pairs from both data sets had their cones and rods marked by two manual graders 

independently. Both modalities were used when creating the markings, resulting in a 

single set of markings for each confocal and split detector image pair for each grader. The 

first manual grader marked a total of 7847 cones and 32111 rods across the healthy data 

set, and a total of 3204 cones and 32641 rods across the ACHM data set. The second 
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manual grader marked a total of 7853 cones and 31664 rods across the healthy data set, 

and a total of 3071 cones and 28418 rods across the ACHM data set. 

5.4.2 Labeling and weighting 

 

Figure 28: Creating label and weight maps from AOSLO image pairs. (a) Confocal AOSLO 
image. (b) Co-registered non-confocal split detector AOSLO image from the same 
location. (c-d) Manually marked rod positions shown in yellow and cone positions shown 
in magenta on the confocal image shown in (a) and on the split detector image shown in 
(b). (e) Label map generated from the markings in (c-d). (f) Weight map corresponding to 
the label map in (e). [117] 

Training our semantic segmentation CNN to classify and detect rod and cone 

locations requires label and weight maps for the training data. For each confocal and split 

detector image pair in the training data set, both of size I×J, we generated a single label 

map of size I×J. Each pixel in the label map corresponds to the same location in the 
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confocal and split detector images and classifies those pixels as one of three possible 

classes: rod, cone, or background. Because our manual markings (Figure 28(c) and Figure 

28(d)) are only photoreceptor locations and not segmentations, we developed a method 

similar to the one presented for cell detection in Falk et al. [120] to use the manual 

markings to create label maps that could be used for photoreceptor detection and 

classification. We rounded the coordinates of the cone markings from the first grader to 

the nearest pixel location and labeled all pixels within a 3.5 pixel radius of the coordinates 

as the cone class. Next, we labeled all pixels in a 2×2 pixel block around the manual rod 

coordinates from the first grader as the rod class. If there would be any overlap between 

the cone and rod labeled pixels, we labeled them as rods. We labeled all remaining pixels 

as background to produce the final label map (Figure 28(e)). The sizes of the cone and rod 

masks were chosen empirically to be smaller than the sizes of rods and cones observed in 

a separate data set. 

For each label map, we also generated a weight map of the same size that 

determined how much weight to place on correctly classifying each pixel when training 

the CNN. Because there was a large difference in the number of labels for each class, we 

adjusted the weights to balance for this difference in class representation. The weight was 

determined by: 
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where l(x) is the label for pixel x, and w(x) is the associated weight for pixel x. LRod, LCone, 

and LBackground are the number of pixels throughout the entire training data set labeled as 

rod, cone, or background, respectively. An example weight map is shown in Figure 28(f). 

5.4.3 Convolutional neural network 

 

Figure 29: The rod and cone CNN (RAC-CNN) architecture, which consists of the 
following layers: convolutional (Conv(F,G,N) where F and G are the kernel sizes in the 
first two dimensions and N is the number of kernels), batch normalization (BatchNorm), 
ReLU, max pooling (MaxPool(P,Q) where P and Q are the window dimensions), 
unpooling, concatenation, and soft-max. The same structure is used in the split detector 
AOSLO and confocal AOSLO paths. [117] 
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We built a novel dual-mode semantic segmentation network which we call the rod 

and cone CNN (RAC-CNN). The architecture of the network is shown in Figure 29, and 

was based on the encoder-decoder architectures with skip connections seen in U-net [118] 

and ReLayNet [98], along with the dual-mode nature and filter sizes used in the DM-LF-

CNN [99] used previously for AOSLO images. Our RAC-CNN is composed of two 

structurally identical paths, with one path taking a confocal image as the input and the 

other taking the matching split detector image. Each path consists of three contracting 

encoder blocks, followed by a transition block, and then three expanding decoder blocks. 

Each encoder block consists of a convolutional layer, a batch normalization layer, a ReLU 

layer, and a max pooling layer in that order. The transition block has a convolutional layer, 

a batch normalization layer, and a ReLU layer. Each decoder block consists of an 

unpooling layer that uses the max pooling indices from the corresponding encoder block, 

a concatenation layer that combines the input with the output from the ReLU layer from 

the corresponding encoder block (known as a skip connection [122]), a convolutional 

layer, a batch normalization layer, and a ReLU layer. All convolutional layers in the 

encoder, transition, and decoder blocks used 64 kernels of size 5×5×D (where D is the size 

of the third dimension of the input into the convolutional layer), and all max pooling 

layers had windows of size 2×2. The output of both paths is concatenated together and 

put through a final convolutional layer with 3 kernels of size 1×1×128 and a soft-max layer, 
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which outputs the probability of each pixel pair in the original images belonging to each 

class. 

The weight and bias parameters must first be learned before a network can be used 

for inference. We trained separate networks for the healthy and ACHM cases. First, we 

initialized the weights of the convolutional layers by drawing from a Gaussian 

distribution with a standard deviation of 2 / K , where K is the number of nodes in one 

kernel, and initialized the biases of the convolutional layers to 0 [118]. The network 

parameters were then learned using stochastic gradient descent to minimize the weighted 

cross-entropy loss: 

 ( )( ) log( ( ))l x
x

L w x p x
∈Ω

= −∑ , (8) 

where x is a pixel in the image domain Ω, w(x) is the associated weight for the pixel, and 

pl(x)(x) is the probability output from the soft-max layer for the pixel x associated with the 

true class label l(x). As in [118], we used a mini-batch size of 1 so that each step of the 

stochastic gradient descent was over a single image. Note that when a mini-batch size of 

1 is used, batch normalization layers act as instance normalization layers [123]. During 

inference, we used the mini-batch mean and variance for the batch normalization layers 

as opposed to the moving average mean and variance which can be inaccurate when small 

batch sizes are used. We performed the training over 100 epochs, where in each epoch all 

the training images are seen once. The learning rate was set initially to 0.1 and was 

gradually lowered to 0.0001 by the final epoch, with logarithmically equally spaced values 
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between epochs. Weight decay was set to 0.0005, and momentum was set to 0.9, which are 

the default values in MatConvNet [78]. We also used data augmentation in the form of 

vertical flipping and translations. Every time an image pair is seen during training, there 

was a 50% chance for both images to be flipped vertically. To train for translational 

invariance, a square 200×200 pixel region was randomly chosen and used for training each 

time an image pair was seen. The same region was used for the paired confocal and split 

detector images. 

5.4.4 Photoreceptor localization 

 

Figure 30: Detection of rods and cones in confocal and split detector AOSLO image pairs. 
(a) Confocal AOSLO image. (b) Co-registered non-confocal split detector AOSLO image 
from the same location. (c) Rod probability map and (d) cone probability map generated 
from (a) and (b) using the trained RAC-CNN. (e) Extended maxima of (c). (f) Extended 
maxima of (d). (g-h) Detected rods marked in yellow and cones marked in magenta on 
the confocal image shown in (a) and on the split detector image shown in (b). [117] 



 

92 

Finally, we used the probability maps generated by the trained RAC-CNN to 

detect cone and rod locations for split detector and confocal image pairs. Each image pair 

is fed into the trained network which outputs a 3-dimensional matrix of size I×J×3, where 

I×J is the size of either of the input images. This matrix can be thought of as a stack of three 

probability maps, where each probability map corresponds to one of the classes: cones, 

rods, or background. From this matrix, we pulled out the probability maps for rods 

(Figure 30(c)) and cones (Figure 30(d)) and processed them separately using the method 

presented in chapter 4 [99]. In brief, we smoothed each map by convolving it with a 

Gaussian filter with standard deviation σ to filter out spurious maxima. Next, we applied 

the extended-maxima transform using MATLAB’s imextendedmax function [83], which 

finds connected maximal regions where the probability difference in the region is less than 

or equal to a set value H and outputs these regions in a binary map (Figure 30(e) and 

Figure 30(f)). We found all connected clusters in each binary map to use as potential 

candidates for rod or cone positions, depending on the probability map used, and 

eliminated weak candidates by removing any cluster whose maximum value in the 

filtered probability map was less than a threshold T. Finally, we found the center of mass 

for all the remaining clusters which were considered to be the rod or cone positions 

(Figure 30(g) and Figure 30(h)). We set the values of σ, H, and T automatically by 

maximizing the average Dice’s coefficient (explained in the next section) across the same 

training images and manual markings used to train the RAC-CNN over a set of potential 
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parameter combinations. The values of σ, H, and T differed and were found separately for 

the cone and rod cases, and for the healthy and ACHM data sets. 

5.4.5 Validation 

We validated the RAC-CNN detection method against the current gold standard 

of manual grading. We used leave-one-subject-out cross validation to evaluate our 

method, where the images from one subject were held back, and the images from the 

remaining subjects were used for training the network and photoreceptor localization 

parameters. The images from the held back subject were then evaluated using the trained 

network and parameters. This was repeated for all subjects in the data set, so that all 

subjects could be used for validation without overlap between subjects used for training 

and testing of the algorithm. We performed the validation separately for the healthy and 

ACHM data sets. The first set of manual markings was used for validation of our method. 

In order to compare to state-of-the-art cone detection methods, we also evaluated the 

performance of the LF-DM-CNN cone detection method [99]. The LF-DM-CNN was 

retrained and evaluated using leave-one-subject-out cross validation performed 

separately for the healthy and ACHM data sets. There are no other published methods for 

rod detection to compare to. 

To quantify the performance of our RAC-CNN for detecting rods and cones, we 

first matched the automatically detected photoreceptors to the photoreceptors marked by 

the first grader one-to-one for each image pair in a similar fashion as presented in chapter 
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4 [99]. We performed the matching separately for rods and cones. An automatically 

detected photoreceptor was considered a true positive if it was located within a distance 

d of a manually marked photoreceptor of the same type. The value d was set to the smaller 

between 0.75 of the median spacing between manually marked photoreceptors of the 

specific type in the image and an upper limit based on the type of photoreceptor. The 

upper limit for cones was set to 16 pixels based on the value used in chapter 4 [99], and 

the upper limit for rods was set to 5 pixels empirically based on rod size observed on a 

separate data set. Automatically detected photoreceptors that were not matched to a 

manually marked photoreceptor of the same type were considered false positives, and 

manually marked photoreceptors that did not have a matching automatically detected 

photoreceptor of the same type were considered false negatives. If a manually marked 

photoreceptor matched to more than one automatically detected photoreceptor of the 

same type, only the automatically marked photoreceptor with the smallest distance to the 

manually marked photoreceptor was considered a true positive, and the remaining were 

considered false positives. Finally, automatically detected and manually marked 

photoreceptors within 7 pixels of the edges of the image were removed to avoid border 

artefacts. For each image pair, we then calculated the true positive rate, false discovery 

rate, and Dice’s coefficient [59, 60] for rods and cones separately as shown in Equations 4, 

5, and 6. To assess inter-observer variability, the second set of manual markings was 
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compared to the first set of manual markings following the same procedure. Additionally, 

the LF-DM-CNN results were computed in the same way for only cones. 

5.5 Results 

Table 7: Average detection parameters across the healthy and ACHM validation groups 
(standard deviations shown in parenthesis). 

 σ H T 

Healthy-Rod 0.7 (0.2) 0.01 (0.02) 0.66 (0.12) 

Healthy-Cone 2.5 (0.4) 0 (0) 0.48 (0.09) 

ACHM-Rod 0.9 (0.2) 0.03 (0.03) 0.63 (0.08) 

ACHM-Cone 2.2 (0.7) 0.01 (0.02) 0.66 (0.15) 

 

We implemented and ran all methods in MATLAB 2017b (The MathWorks, 

Natick, MA) and used MatConvNet [78] 1.0-beta23 for training and running the RAC-

CNN. We ran all experiments on a desktop PC with an i7-5930K CPU at 3.5 GHz, 64 GB 

of RAM, and a GeForce GTX TITAN X GPU. Using the trained RAC-CNNs, the average 

run time for detecting and classifying rods and cones in new images was 0.2 seconds 

across the healthy data set (average image size of 236×237 pixels) and 0.2 seconds across 

the ACHM data set (average image size of 231×231 pixels). Using the trained LF-DM-CN, 

the average run time for detecting only cones was 30.2 seconds across the healthy data set 

and 29.0 seconds across the ACHM data set. The mean values and standard deviations of 

the automatically chosen photoreceptor detection parameters σ, H, and T across the 
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validation groups are given in Table 7. The average time to train our RAC-CNN and to 

learn the detection parameters was under 2 hours for both the healthy and ACHM data 

sets. 

Table 8: Average performance of the automatic methods and second grader with respect 
to the first set of manual markings across the healthy data set (standard deviations shown 
in parenthesis). 

 True positive rate False discovery rate Dice’s coefficient 

RAC-CNN (Rod) 0.92 (0.06) 0.10 (0.06) 0.91 (0.04) 

Grader #2 (Rod) 0.88 (0.06) 0.10 (0.06) 0.89 (0.05) 

RAC-CNN (Cone) 0.97 (0.04) 0.03 (0.03) 0.97 (0.03) 

LF-DM-CNN (Cone) 0.98 (0.04) 0.03 (0.04) 0.97 (0.03) 

Grader #2 (Cone) 0.97 (0.03) 0.02 (0.03) 0.97 (0.03) 

 

Table 9: Average performance of the automatic methods and second grader with respect 
to the first set of manual markings across the ACHM data set (standard deviations shown 
in parenthesis). 

 True positive rate False discovery rate Dice’s coefficient 

RAC-CNN (Rods) 0.91 (0.07) 0.11 (0.10) 0.89 (0.05) 

Grader #2 (Rods) 0.78 (0.07) 0.08 (0.08) 0.84 (0.05) 

RAC-CNN (Cones) 0.84 (0.14) 0.08 (0.09) 0.87 (0.10) 

LF-DM-CNN (Cone) 0.86 (0.12) 0.10 (0.10) 0.87 (0.09) 

Grader #2 (Cones) 0.88 (0.11) 0.12 (0.09) 0.87 (0.07) 
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The performance of the automatic methods with respect to the first set of manual 

markings over the 40 images in the healthy data set is summarized in Table 8, along with 

a comparison between the two manual graders. Table 9 shows the same performance 

comparisons across the 49 images in the ACHM data set. The median Dice’s coefficient 

values across the healthy data set was 0.92 for rods and 0.99 for cones for the RAC-CNN, 

and 0.90 for rods and 0.98 for cones for the comparison between graders. The median 

Dice’s coefficient values across the ACHM data set was 0.91 for rods and 0.90 for cones 

for the RAC-CNN, and 0.84 for rods and 0.89 for cones for the comparison between 

graders. 

Figure 31 shows examples of the performance of our RAC-CNN method with 

respect to markings by the first manual grader on images from the healthy data set, and 

Figure 32 provides examples from the ACHM data set. In the marked images, 

automatically detected photoreceptors that were matched to a manually marked 

photoreceptor of the same type (true positives) are shown in green, photoreceptors missed 

by the RAC-CNN method (false negatives) are shown in blue, and automatically detected 

photoreceptors with no corresponding manually marked photoreceptor (false positive) 

are shown in gold. For the sake of visual clarity, the rods and cones are shown on separate 

images. Figure 33 provides comparisons of the performances of the automatic methods 

for cone detection. 
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Figure 31: Performance of the RAC-CNN method on healthy images. Confocal AOSLO 
images from different subjects are shown on the top row, and the co-registered split 
detector AOSLO images are shown in the row second from the top. Rod detection results 
for the RAC-CNN method with respect to the first set of manual markings are shown on 
the second row from the bottom, and cone detection results are shown on the bottom row. 
Green points denote true positives, blue denotes false negatives, and gold denotes false 
positives. Dice’s coefficients for the rods and cones are 0.98 and 1 in (a), 0.94 and 0.99 in 
(b), and 0.91 and 0.95 in (c), respectively. [117] 
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Figure 32: Performance of the RAC-CNN method on ACHM images. Confocal AOSLO 
images from different subjects are shown on the top row, and the simultaneously captured 
split detector AOSLO images are shown in the row second from the top. Rod detection 
results for the RAC-CNN method with respect to the first set of manual markings are 
shown on the second row from the bottom, and cone detection results are shown on the 
bottom row. Green points denote true positives, blue denotes false negatives, and gold 
denotes false positives. Dice’s coefficients for the rods and cones are 0.93 and 0.98 in (a), 
0.94 and 0.93 in (b), and 0.89 and 0.88 in (c), respectively. [117] 
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Figure 33: Performance of the automated algorithms for cone detection in a healthy (top) 
and ACHM (bottom) image pair. Simultaneously captured confocal and split detector 
images are shown in the two left columns. Performance with respect to manual cone 
markings for the RAC-CNN and our previous LF-DM-CNN [23] methods are shown in 
the right two columns and displayed on the split detector images. Only cones are included 
in this figure as LF-DM-CNN cannot detect rods. Green points denote true positives, blue 
denotes false negatives, and gold denotes false positives. Dice’s coefficients are 0.99 for 
both methods for the healthy image pair, and 0.92 for both methods for the ACHM image 
pair. [117] 

 

5.5 Discussion 

We developed the RAC-CNN, an automatic deep learning based method for 

detecting and classifying rod and cone photoreceptors in multimodal AOSLO images. 

Our semantic segmentation based RAC-CNN worked very fast, able to detect and classify 

rods and cones in 0.2 seconds on image sizes that would take our previous patch based 

CNNs [76, 99] over 10 seconds to only detect cones. We validated our method on images 
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taken over a wide range of retinal eccentricities from healthy subjects and from subjects 

with ACHM. We showed that our method had good agreement with the current gold 

standard of manual grading. Finally, we showed that the performance of our method was 

similar to that between two different manual graders. 

In Table 8, we show the performance of the RAC-CNN, LF-DM-CNN, and manual 

methods over the healthy data set. There was a lower performance for detecting rods than 

cones. This is likely due to the increased difficulty in visualizing rods which are smaller 

than cones in non-foveal regions of the retina. Table 9 shows the performance of the RAC-

CNN, LF-DM-CNN, and manual methods across the ACHM data set, which as expected 

was worse than those reported for the healthy data set. There is often more uncertainty in 

identifying photoreceptors, and the images are generally nosier and blurrier in 

comparison to images taken from healthy subjects. Additionally, the healthy data set had 

extra averaging done to further enhance the quality of the confocal images which was not 

done for the ACHM set. Cone detection had a larger drop in performance in comparison 

to rod detection, likely because ACHM is a cone, rather than rod, dysfunction. On both 

healthy and ACHM images, performance of our RAC-CNN method was comparable to 

those reported by the state-of-the-art LF-DM-CNN cone-only detection method [99]. This 

is encouraging because we had previously shown that LF-DM-CNN cone detection 

performance is on a par with human grading. Yet, RAC-CNN was roughly 150 times faster 

and for the first time adds rod segmentation capability with human level accuracy. 
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As AOSLO is currently commonly utilized for assessment of known ophthalmic 

diseases, we utilized an automatic method to learn optimal parameters for the healthy 

and ACHM groups. For the sake of completeness, we tested an alternative scenario in 

which RAC-CNN and detection parameters are trained with leave-one-subject-out cross 

validation across both the healthy and ACHM data sets combined (with no indication 

given whether an image is from a healthy or pathological subject). The performance of the 

algorithm was identical at the reported precision of the Dice’s coefficient value for cone 

detection in healthy and ACHM groups, and for rod detection in the ACHM group. Only, 

the Dice’s coefficient value for rod detection in the healthy set was reduced from 0.91 to 

0.90. 

From Table 9 it can be seen that there is a noticeable amount of inter-observer 

variability for detecting photoreceptors in the ACHM data set, especially for rods. This is 

consistent with previous studies showing the difficulty in marking pathological images 

[39]. From the table it can be seen that the first manual grader had a tendency to mark 

more rods than the second grader in the ACHM data set. A CNN trained using the second 

set of manual markings would be expected to detect less rods than one trained on the first. 

Yet, if the goal is to measure the longitudinal change in photoreceptor density, it is 

expected that such biases to largely cancel out when comparing photoreceptor counts by 

a consistent automatic algorithm in the images of the same subject at different timepoints. 
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Assessment and validation of the automated photoreceptor counting consistency in 

longitudinal studies is part of our future work. 

To assess how each path contributed to the classification of the AOSLO images, 

we inspected the weights in final convolutional layer, which combines the features from 

the confocal and split detector paths. For the rod class in healthy subject networks, on 

average 67% and 33% of the weight magnitude was associated with the confocal and split 

detector information, respectively; while in ACHM subject networks on average 60% and 

40% of the weight magnitude was associated with the confocal and split detector 

information, respectively. For both the healthy and diseased networks, more weight was 

given to the confocal modality for detecting rods, as rods are generally less visible in split 

detector AOSLO. However, the split detector information is still useful for resolving 

ambiguities sometimes seen in differentiating cones from rods in confocal AOSLO [38, 

99]. For the cone class in healthy subject networks, on average 59% and 41% of the weight 

magnitude was associated with the confocal and split detector information, respectively; 

while in ACHM subject networks on average 41% and 59% of the weight magnitude was 

associated with the confocal and split detector information, respectively. For detecting 

cones, more weight was given to the confocal information in the networks trained on 

healthy data, but more weight was given to the split detector information for the ACHM 

networks. This is consistent with the loss of ability to directly visualize cones in confocal 

AOSLO images of ACHM subjects. Finally, for the sake of completeness to further show 
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the importance of using the information of both channels for detecting rods, we retrained 

the networks to use only the confocal information path for rod detection. We found that 

rod detection based only on the confocal channel reduced the accuracy as reported by 

Dice’s coefficient from 0.91 to 0.90 in the healthy data set, and from 0.89 to 0.86 in the 

ACHM data set. 

There are a few possible avenues to improve our RAC-CNN method. First, 

accurate manual segmentations of the rod and cone boundaries could be useful for 

training the RAC-CNN. As our manual markings only contained the rod and cone 

positions, the label maps for the data did not reflect the variations seen between individual 

photoreceptors. This could be especially important for cones, whose sizes can vary 

significantly at different retinal eccentricities. Accurate segmentations could allow the 

network to be better trained or allow it to be trained for segmentation as well as 

classification and localization. Additionally, our method could be improved by increasing 

the amount of training data. Studies on rod photoreceptors have been limited in part due 

to the subjective and time-consuming nature of manually marking rods in AOSLO. We 

hope that by providing an automated method for detecting rod and cone photoreceptors 

we will enable researchers to perform more studies on the rod mosaic, and in turn 

generate more data which may then be used to further refine this and other automated 

methods. Finally, rather than simply averaging the registered AOSLO frames together, a 
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modified network that uses temporal information [124] is expected to further enhance rod 

and cone localization. 
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6. Rod and Cone Software 

 

While the development of algorithms for the detection of cones and rods is 

interesting for the progression of image analysis, the main benefit of these algorithms is 

in aiding clinicians and researchers. As such, it is important for these methods to be 

available in user friendly software. We incorporated our rod and cone segmentation 

method into a MATLAB based graphical user interface (GUI) software which we named 

AOSLOSEG. Features of our AOSLOSEG analysis software include:  

• Loading and displaying matching split detector and confocal images pairs, with 

the ability to switch between the two. 

• Automatic classification and detection of rods and cones using our method 

presented in chapter 5, with the ability to select which trained network to use 

(Figure 34). 

• Manual marking or correction of rod and cone positions, with changes saved 

automatically. 

• Togglable logarithmic scaling to give better contrast for low intensity 

photoreceptors. 
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Figure 34: Automatic detection of rods (yellow) ad cones (green) with our AOSLOSEG 
analysis software. 
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7. Other Contributions 
 

Although the focus of this dissertation has been on the analysis of AOSLO images, 

during its completion several other studies in ophthalmic image processing and analysis 

were carried out for images from separate imaging systems. In this chapter, we would like 

to briefly mention a selection of these works.  

7.1 Sparsity based OCT denoising 

 

Figure 35: Denoising MIOCT images. (a) MIOCT B-scan. (b) Image from (a) denoised with 
the SBSDI method. 

Hahn et al. [125] presented a microscope-integrated optical coherence tomography 

(MIOCT) system, which allowed OCT images to be acquired during vitreoretinal surgery. 

This device would allow images to be taken with surgical instruments in the eye or 
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capture the effects of surgical maneuvers. The images captured by the MIOCT device 

contained a significant amount of noise, which might make interpreting these images 

difficult in some situations. To address this issue, we used images captured by the MIOCT 

system to train the previously published sparsity-based simultaneous denoising and 

interpolation (SBSDI) [126] method to denoise MIOCT images. Figure 35 displays an 

example of the SBSDI denoising applied to an MIOCT image. 

7.2 Automatic detection of hyperreflective foci 

AMD is a leading cause of blindness in people over the age of 60 [127]. Wu et al. 

[128] carried out a longitudinal study in subjects in the early stages of AMD to determine 

whether changes in visual function as measured by microperimetry were associated or 

independent with changes to microstructural parameters of biomarkers imaged with 

OCT. Identifying biomarkers that can predict the progression of AMD would be valuable 

for prognosis or determining treatment efficacy. One of the biomarkers this study 

examined were hyperreflective foci, which had previously been suggested as a possible 

biomarker for AMD progression [129]. Prior to this study, no automated methods for 

detecting hyperreflective foci had been developed. We designed a method that used 

matched filters and knowledge of foci size, intensity, and position constraints to detect 

hyperreflective foci. We also used the previously developed GTDP method to segment 

retinal layer boundaries [3] and determine layer thicknesses. Manual corrections were 

made to the foci and layer boundary positions as needed.  
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Figure 36: Hyperreflective foci in OCT images. (a) OCT B-scan. (b) Image from (a) with 
semi-automatic layer boundaries marked by colored lines, and foci marked with orange 
asterisks. [128] 

 

7.3 Length-adaptive graph search 

Retinal layer thickness is an important biomarker for several retinal diseases. 

Graph search algorithms are an effective method for retinal layer segmentation in OCT 

images [63]. These algorithms typically use Dijkstra’s shortest path algorithm [130], which 

works well for most retinal boundaries but, due to a bias for paths with less edges, can 

sometimes work poorly in boundaries with significant vertical components, such as full-

thickness macular holes. In Keller et al. [131] we developed a length-adaptive graph search 

algorithm that would be less reliant on the number of edges in the path in order to 

improve segmentation performances in cases such as macular holes. The length-adaptive 

algorithm was compared to Dijkstra’s method across 50 OCT images of macular holes and 
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was found to have better performance. Examples of the length-adaptive segmentation 

compared to Dijkstra’s shortest path are shown in Figure 37. 

 

Figure 37: Segmentation of the retina/vitreous boundary of four patients with full-
thickness macular holes using shortest path length and length-adaptive algorithms. The 
top row are the original images and the bottom row are the segmented images. Magenta 
denotes the classic shortest path segmentation and green denotes the proposed length-
adaptive segmentation. Where the magenta is not visible the two methods segmented the 
same line. [131] 

 

7.4 Surgical depth analysis in OCT 

MIOCT allows the visualization of surgical maneuvers in 3-dimensions, where 

previous intrasurgical imaging methods generally only captured an en face image. 

Todorich et al. [132] examined whether using MIOCT would increase performance of 

ophthalmology residents for select surgical maneuvers at specific depths in the cornea of 

porcine eyes. Pasricha et al. [133] studied whether big bubble formation in the deep 
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anterior lamellar keratoplasty procedure was dependent on the depth of needle. The 

experiments were performed in donor tissue and imaged with MIOCT. For both studies, 

the depths of particular surgical maneuvers were analyzed. We developed a tool that 

allowed a manual grader to select a B-scan from a MIOCT volume, and manually mark 

the epithelium, endothelium, and location of surgery (Figure 38(a)). The tool would then 

correct for distortions caused by refractive error [134] and determine the depth of the 

surgical procedure (Figure 38(b)). 

 

Figure 38: Determining the depth of a surgical maneuver in MIOCT. (a) MIOCT B-scan 
with manually marked epithelium (green), endothelium (red), and surgical maneuver 
(blue circle). (b) The same markings from (a) with the corrected endothelium (magenta) 
and surgical maneuver (teal circle) positions. The yellow and magenta line is used to 
calculate the surgical depth. 
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7.5 Analysis of choroid thickness in OCT 

The choroid is a vascular layer in the eye located between the retina and sclera. 

Similar to retinal layer thicknesses, changes in choroidal thickness may be associated with 

disease or other conditions. In several studies, we aided in semi-automatically segmenting 

the choroidal boundaries using a modified version of the GTDP method [63], and used 

the segmentations to determine the average thickness in different locations. Vuong et al. 

[135] examined the repeatability of choroidal thickness measurements when different 

definitions for the posterior boundary of the choroidal-scleral junction were used. Yiu et 

al. 2016 [136] compared choroidal morphology between human eyes and rhesus macaque 

eyes. Wong et al. [137] studied whether different types of retinal fluid in the macular 

region of the eye would affect the choroidal thickness measurements in OCT images. 

Willoughby et al. [138] examined whether there were changes to the choroid or 

suprachoroidal space after injection of triamcinolone acetonide in patients with macular 

edema due to retinal vein occlusions. Yiu et al. 2018 [139] measured chorioretinal layer 

thicknesses in rhesus macaques in order to determine normative values for future studies 

with disease models to be compared to. Yiu et al. 2019 [140] studied whether there was a 

change to choroidal vascular compliance in subject with AMD by analyzing changes to 

the choroid as a response to sildenafil citrate, a vasodilator (Figure 39). 
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Figure 39: Semi-automatically marked choroid boundaries in healthy subjects and subject 
with AMD before and after sildenafil citrate dose. [140] 

 

7.6 Registration and enhancement of OCT angiography 

Optical coherence tomography angiography (OCTA) allows for the noninvasive 

visualization of retinal vasculature [141]. Standard OCTA systems have shown good 

performance in the parafoveal regions of the retina, but often have difficulties in imaging 

microvasculature in the retinal periphery. To address this issue, Polans et al. [110] 

presented a wide field-of-view OCTA system with adaptive optics that was better able to 

visualize microstructures in the periphery. We developed a method to create OCTA 

images (Figure 40(a) and Figure 40(b)) using both the forward and back sweeps of the 

OCT in order to maximize the use of the acquired data. Additionally, we developed 

methods to enhance the image quality by normalizing the intensity across B-scans in the 

non-vessel regions (Figure 40(c)). We then semi-automatically registered multiple 

acquired images from the same location to get a motion corrected image (Figure 40(d)). 
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We observed that images acquired with adaptive optics had significantly better image 

quality than those without adaptive optics (Figure 40(e)), and that the microvasculature 

was easier to visualize. 

 

Figure 40: Wide field-of-view OCTA with AO. (a) Single wide field-of-view OCTA. (b) 
OCTA scan acquired from the position shown by the green box in (a) with AO. (c) Image 
(b) after B-scan based intensity normalization. (d) Motion corrected OCTA at same 
position as (b) with AO. (e) Motion corrected OCTA at same position as (d) without AO. 
[110] 
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7.7 Deep learning in OCT  

As in many image processing areas, deep learning with CNNs has produced state-

of-the-art results for image processing on OCT images. In Fang et al. [75], we presented a 

method for segmenting nine retinal layer boundaries in OCT images using a combination 

of CNN and graph search based techniques, and validated the method on images from 

subjects with non-exudative AMD. We first trained a Cifar based CNN [65] to classify 

image patches taken from layer boundaries as well as negative samples. We then used the 

trained network to classify every pixel in a new image, and the resulting probability maps 

were then used with a graph search algorithm [63] to segment the layer boundaries. Our 

method performed well with respect to the gold standard of semi-automatic grading, and 

compared to other state-of-the-art methods [3]. 

 

Figure 41: Outline of the CNN and graph search method. [75] 
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8. Conclusions and Future Works 
 

8.1 Conclusions 

One of the primary uses for AOSLO imaging systems is for visualizing and 

analyzing the rod and cone photoreceptor mosaics in vivo. Analysis of the photoreceptors 

usually first requires localization of all individual rods or cones in the region of interest. 

A major bottleneck limiting the widespread use of AOSLO systems for clinical or research 

purposes has been the reliance on manual marking of the photoreceptor locations, which 

is costly, time-consuming, and subjective. Prior to the beginning of this dissertation, 

automated methods for detecting photoreceptors had been mostly limited to the detection 

of cone photoreceptors in healthy eyes using only the confocal imaging modality. 

Through the completion of this dissertation, we have created and validated methods for 

detecting rods and cones in healthy and diseased images taken with multiple AOSLO 

modalities. These methods should make AOSLO imaging systems for clinical use or use 

in wide spread research studies more feasible. 

In chapter 2 we presented the AFLD method for detecting cones in split detector 

images from healthy eyes. This method used classical image processing techniques that 

take advantage of a priori information about cone photoreceptors in split detector images 

in order to segment them. This method has advantages over the deep learning based 

methods presented in this dissertation by requiring less training data and by using more 
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understandable features. Due to the labor-intensive nature of generating data to train 

deep learning algorithms, the existence of classical image processing methods for 

photoreceptor detection is useful to ease the burden on manual graders of generating 

training data. Previous methods had been developed for detecting cones in the confocal 

imaging modality [45], but none had been developed for split detector AOSLO. The major 

downside of classical image processing methods is that for new modalities or imaging 

conditions the algorithms would need to be changed to account for any differences.  

Deep learning CNNs learn features directly from training data, and as such can be 

adapted to different imaging situations by simply changing the training data. In chapter 

3 we presented a single modality CNN based method for detecting cones. This method 

was able to work for either confocal or split detector images by simply changing the 

training data and had performances that rivaled state-of-the-art classical image processing 

techniques for cone detection [38, 45]. In chapter 4 we presented the LF-DM-CNN method 

for detecting cones in subjects with ACHM. The pathological images had reduced image 

quality as well as more difficult features as compared to images from healthy eyes, 

necessitating the use of a multimodal CNN in order to account for ambiguities seen in 

individual split detector or confocal images. The LF-DM-CNN method showed improved 

performance over the single mode CNN for cone detection. However, confocal AOSLO 

systems are more widespread than systems capable of simultaneously capturing confocal 

and split detector images, so both algorithms may prove useful. In chapter 5 we presented 
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the multimodal RAC-CNN for detecting and classifying rods and cones in images from 

both healthy and ACHM subjects. This is the first well-validated automatic method for 

detecting rod photoreceptors. Rods have been studied less in AOSLO as compared to cone 

photoreceptors, and this algorithm may prove useful for rod studies by reducing the 

burden of manual grading. To promote this, in chapter 6 we presented user-friendly 

software that can run our CNN based methods to detect rods and cones, and allow graders 

to make any corrections as needed. We believe these tools will enable more widespread 

use of AOSLO by making the large amounts of data generated by these systems easier to 

quantify and analyze. Finally, in chapter 7 we presented image processing works in OCT 

modalities. 

8.2 Future works 

8.2.1 Translation to different imaging conditions 

Through the completion of this dissertation, we have thoroughly explored 

techniques for localization of rod and cone photoreceptors in AOSLO images. Our 

experiments were limited to confocal and split detector AOSLO images of healthy subjects 

and those with ACHM. However, the adaptive nature of our CNN based methods should 

allow them to be easily transferred to other modalities or disease cases by simply changing 

the training data. As more data is collected for other conditions such as AMD, RP/Usher 

syndrome, Stargardt disease, choroideremia, and blue-cone monochromacy [86, 87], we 

intend to use this data to retrain our networks for these conditions. The tools we created 
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in this dissertation will be used to generate the initial markings which will then be 

corrected to lessen the burden on manual graders. We will also use transfer learning [142] 

when retraining the networks so that less training data is needed. Additionally, we will 

also train a separate CNN classifier to be able to automatically detect images with poor 

image quality in order to be able to detect images on which photoreceptor markings may 

be inaccurate. 

8.2.2 Segmentation of photoreceptors 

Throughout this dissertation, we focused on localization of photoreceptors. 

Localization allows quantification of density, position, and spacing, but other metrics such 

as size, luminance, and morphology may also be clinically relevant [111]. To quantify 

these values, segmentation of the boundaries of the photoreceptors would be required. 

Slight modifications to our semantic segmentation based RAC-CNN would allow it to 

segment and classify rods and cones, but generating training data completely manually 

would be prohibitively time consuming. To address this, we will first create a method that 

uses classical imaging processing based techniques to segment rods and cones, and use 

that method to help create training data to train a CNN based method. Chiu et al. [45] used 

graph search based methods to roughly segment cones in order to detect their locations, 

and was validated in healthy confocal AOSLO images taken near the fovea. We will 

modify this method to combine split detector and confocal AOSLO information in order 

to segment and classify cones and rods at multiple retinal eccentricities in healthy and 
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pathological images. We will then use this method to create training data to train the RAC-

CNN architecture to accurately segment rods and cone boundaries. 

8.2.3 Detection of ganglion cells in AO-OCT 

AO systems allow visualization of microstructures in the eye. While AOSLO 

systems are currently the most commonly used ophthalmic AO modalities, other imaging 

modalities that are capable of visualizing different biomarkers have been developed. Of 

particular note is AO-OCT [104] which captures 3-dimensional information of the retina. 

AO-OCT recently has been used to image retinal ganglion cell somas [105] in vivo. 

Ganglion cells are an essential component of the pathway for transferring visual 

information to the brain. There is a large interest in studying the properties of the ganglion 

cell somas, but like photoreceptors in AOSLO, such studies currently require manual 

marking of the soma locations. Cross-sections of ganglion cell somas in AO-OCT appear 

as tightly packed circles, which is similar in appearance to confocal AOSLO images of 

cones. We believe we should be able to modify our existing cone detection methods to 

work in 3 dimensions in order to detect the somas. As such, we will modify our RAC-

CNN architecture to act as a 3-dimensional semantic segmentation network [143], and 

train it to detect ganglion cell soma locations. We will train the network using manual 

markings with a spherical mask for the soma classification and use the trained network to 

detect soma locations in a similar fashion as was done for rods and cones with the RAC-

CNN. 
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