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Abstract 

As more diagnostic testing options become available to physicians, it becomes 

more difficult to combine various types of medical information together in order to 

optimize the overall diagnosis. To improve diagnostic performance, here we introduce an 

approach to optimize a decision-fusion technique to combine heterogeneous information, 

such as from different modalities, feature categories, or institutions. This dissertation 

presents a computer aid known as optimized decision fusion, and explores both its 

underlying theory and practical application.  

The purpose of this work was 1) to present optimized decision fusion, a 

classification algorithm designed for noisy, heterogeneous data sets with few samples, 

and 2) to evaluate decision fusion’s classification ability on clinical, heterogeneous 

breast cancer data sets. This study used the following three clinical data sets: 

heterogeneous breast mass lesions, heterogeneous breast microcalcification lesions, and 

breast blood serum protein levels. In addition to these clinical data sets, we also used 

various simulated data sets. 

We used two variants of our decision fusion algorithm: 1) DF-A, which 

optimized the area (AUC) under the receiver operating characteristic (ROC) curve, an 

DF-P, which optimized the high-sensitivity partial area (pAUC) under the curve. We 

compared decision fusion’s classification performance to those of the following other 

classifiers: linear discriminant analysis, an artificial neural network, classical regression 

models (linear, logistic, and probit), Bayesian model averaging of these regression 

models, least angle regression, and a support vector machine.  
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The simulation studies showed that decision fusion is able to maintain high 

classification performance on data sets with many weak features and few samples, 

although performance was lowered by feature correlations. 

For the calcification data set, DF-A outperformed the other classifiers in terms of 

AUC (p < 0.02) and achieved AUC = 0.85 ± 0.01. The DF-P surpassed the other 

classifiers in terms of pAUC (p < 0.01) and reached pAUC = 0.38 ± 0.02. For the mass 

data set, DF-A outperformed both the ANN and the LDA (p < 0.04) and achieved 

AUC = 0.94 ± 0.01. Although for this data set there were no statistically significant 

differences among the classifiers’ pAUC values (pAUC = 0.57 ± 0.07 to 0.67 ± 0.05, p > 

0.10), the DF-P did significantly improve specificity versus the LDA at both 98% and 

100% sensitivity (p < 0.04).  

For the data set of blood serum proteins, there were no statistically significant 

differences among the classifiers for distinguishing normal tissue from malignant lesions 

(AUC = 0.79 to 0.84, 

! 

p > 0.12), but decision fusion was able to achieve significantly 

higher specificity, 60%, at 90% sensitivity (

! 

p < 0.02). For the task of distinguishing 

benign from malignant lesions, all classifiers had very poor performance (AUC = 0.50 to 

0.57), but decision fusion achieved the best performance at AUC = 0.64 (

! 

p < 0.05). The 

proteins were probably indicative of secondary effects, such as inflammatory response, 

rather than specific for cancer. 

In conclusion, decision fusion directly optimized clinically significant 

performance measures such as AUC and pAUC, and sometimes outperformed other 

machine-learning techniques when applied to three different breast cancer data sets. By 

testing on a wide variety of simulated and clinical data sets, we show that decision 

fusion is robust to noisy data and can handle heterogeneous data structures when given 

relatively few observations. 
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1 Introduction 

1.1 General Introduction 

This dissertation addresses the issue of how to optimally combine multiple 

sources of information in order to make a decision. This general decision problem is 

explored in the specific context of combining medical information to detect and diagnose 

breast cancer.  

As more diagnostic testing options become available to physicians, it becomes 

more difficult to combine various types of medical information together in order to 

optimize the overall diagnosis. As medical databases grow in size and complexity, 

clinicians are likely to find computer decision aids increasingly important and useful. 

Not only have computer decision aids been shown to improve diagnostic accuracy, but 

also computational methods for pattern recognition and machine learning may help ease 

the burden of data integration and interpretation. However, many computer aids rely 

upon traditional classification algorithms that do not take full advantage of all the 

useful information in the data, nor do they deal well with complicated data structures, 

such as very large numbers of features or groups of features from different medical tests.  

To address these clinical needs for multimodality breast cancer detection and 

diagnosis, this dissertation presents a computer aid known as optimized decision 

fusion, and explores both its underlying theory and practical application. By testing on a 

wide variety of simulated and clinical data sets, we show that decision fusion is robust 

to noisy data and can handle heterogeneous data set structures when given relatively 

few observations.  
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1.2 Hypothesis 

This research tested the following hypothesis: On noisy, heterogeneous breast 

cancer data sets, decision fusion has a higher predictive classification performance 

than more traditional classifiers.  

Specifically, we consider the following classification models: classical regression 

(linear, logistic, and probit), Bayesian model averaging of classical regression models, 

linear discriminant analysis, artificial neural network, support vector machine, and 

least-angle regression.  

1.3 Preview of Chapters 

Chapter 2: Background first discusses the clinical relevance of breast cancer and 

then briefly describes a growing list of breast cancer diagnostic technologies. To work 

with data from these technologies, we then introduce the concept of computer aids for 

detection (CADe) and diagnosis (CADx). Because such aids in mammography typically 

rely on automatically processed images, we then describe image processing and feature 

extraction methods.  Next, we discuss statistical problems of high-dimensional spaces 

and limited data sets that computer aids often encounter with modern medical data 

sets. Since many data sets are heterogeneous, we next present data fusion methods, 

including our main classification algorithm as well as a list of common classification 

algorithms in the statistics and machine learning fields. The following subsections 

explain how to compare classification performances with ROC analysis and rigorous 

sampling and validation. In addition to classification performance, the last two 

subsections describe how to compare classifiers in terms of complexity analysis and 

high-dimensional optimization methods of their parameters.  
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Chapter 3: A traditional computer aid combining mammographic and sonographic 

descriptors provides a context for decision fusion by describing a computer-aided 

diagnosis (CADx) system using more traditional classifiers: linear discriminant analysis 

and an artificial neural network. Because these models are typical for CADx of breast 

cancer, they provide a good performance benchmark for decision fusion on a clinical 

breast mass data set. This chapter was published as a first-author publication in the 

journal Radiology. 

Chapter 4: Investigating Decision Fusion’s Performance for a Variety of Data 

Structures: a Simulation Study empirically investigates the practical application of 

decision fusion on various simulated data sets. For each data structure, the decision 

fusion algorithm is optimized with a genetic algorithm and then evaluated on 

independent testing sets. This simulation study empirically investigates both the 

advantages and disadvantages of our classification technique in detail, in order to 

understand the algorithm’s strengths and weaknesses in practical application. 

Chapter 5: Estimating Minimum Sample Size for Decision Fusion addresses this 

clinically relevant question: How many training samples are enough to achieve maximum 

testing performance? To estimate the minimum training set size, a Bayesian approach is 

developed to model the uncertainty due to inadequate training. This chapter was 

submitted as a first-author publication to the journal Medical Decision Making. 

Once Chapters 4 and 5 have investigated decision fusion’s behavior on simulated 

data sets, Chapter 6: Decision Fusion of Heterogeneous Data for Breast Cancer Diagnosis 

applies the decision fusion algorithm to clinical data sets. The data sets consists of the 

same mass data set from Chapter 3 and a much more challenging data set of 

microcalcifications.  This chapter compares the classification performance of decision 

fusion to that of linear discriminant analysis and an artificial neural network. This 

chapter resulted in a first-author publication in the journal Medical Physics.  
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So far the considered data sets used have consisted only of imaging data. But 

one of our goals is to improve breast cancer diagnosis and detection by merging imaging 

data with proteomics data. Using blood protein data, Chapter 7: Identifying Circulating 

Biomarkers for Breast Cancer Detection develops CADe systems to detect breast cancer. 

This chapter parallels Chapters 4 and 6 in first providing decision fusion with 

performance benchmarks based on more traditional classifiers and then applying 

decision fusion and comparing against the benchmarks. This chapter was submitted as a 

first-author publication to the journal Bioinformatics. 

Chapter 8: Summary, Conclusions, and Future Work summarizes the results of the 

previous chapters and draws general guidelines for the proper use of decision fusion on 

heterogeneous medical data. It then describes possible future studies which may 1) 

combine imaging and proteomics breast cancer resources at Duke to create a 

heterogeneous data set, and 2) apply to it our decision fusion classification technique 

and evaluate the performance results.  
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2 Background 

In this chapter we start with the clinical motivation for the research.  Next, we 

describe the various statistical and machine-learning modeling methods used in the 

studies described in the following chapters. The focus of the modeling section is on 

decision fusion, but the other described models are later used to compare the 

classification performance of decision fusion.  

2.1 Clinical Motivation 

2.1.1 Morbidity and Mortality of Breast Cancer 

Breast cancer is unfortunately a very common and deadly disease, killing one 

American woman every 12 minutes. Breast cancer accounts for one-third of all cancer 

diagnoses among American women, has the second highest mortality rate of all cancer 

deaths in women [1], and is expected to account for 15% of all cancer deaths in 2005 

[2]. Early diagnosis and treatment can significantly improve the chance of survival for 

breast cancer patients [3, 4]. 

 

2.2 Computer Aids for Breast Cancer Diagnosis 

To help clinicians take advantage of medical information, computer decision aids 

have been developed. The development of computer decision aids for medical problems 

depends on two important questions: 1) Is sensitivity or specificity more important?, 

and 2) How is the decision aid to be used clinically? 



 

 6 

2.2.1 Detection or Diagnosis?: CADe vs. CADx 

Computer-aided detection (CADe) refers to automated screening systems which 

localize suspicious regions in an image for a radiologist to consider. For example, the 

computer marks the location of a suspicious mass or clustered calcifications using 

symbols on the screen. In addition to finding and localizing suspicious regions, computer 

predictive models have also been developed to characterize the status or make some 

recommendation for a lesion already detected by a radiologist or CADe system. These 

computer-aided diagnosis (CADx) systems may predict whether a lesion is benign or 

malignant, or recommend a cancer patient for some therapy based on the likelihood of 

response or complications. 

2.2.2 CAD as a Second Reader in Mammography 

Computer-aided detection (CADe) can serve as a “second reader” to improve 

sensitivity such as to detect subtle lesions in mammography which might otherwise be 

missed by the radiologist. There has been a considerable body of work in this area over 

the past few decades [5-18]. In fact, commercial detection systems are now available 

which reportedly identified 77% of overlooked breast malignancies [19] and increased 

screening sensitivity by 20% [20]. However, one recent, very large-scale CAD study [21] 

found that CAD actually decreased diagnostic performance, lowering radiologists’ 

diagnostic specificity and increasing biopsy rates by 19.7% (

! 

p < 0.001). These 

automated detection systems are not constrained by the limits of human vision, should 

be more consistent, and have the potential to improve the performance of less 

experienced radiologists. To fill this need to improve the sensitivity of mammography, 

computer-aided diagnosis (CADx) has emerged as a promising clinical aid [22, 23]. 
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Commercial products for computer-aided detection (CAD) have shown promise 

for improving sensitivity in large clinical trials. Most studies to date have shown CAD to 

boost radiologists’ lesion detection sensitivity [19, 20, 24, 25]. To date, however, there 

are no commercial systems to improve specificity for breast cancer screening. To fill this 

need to improve the sensitivity of mammography, computer-aided diagnosis (CADx) 

has emerged as a promising clinical aid [26].  

Current clinically implemented CADx programs tend to use only one information 

source, although multimodality CADx programs [27] are beginning to emerge. Moreover, 

most CADx research has been performed using relatively homogeneous data sets 

collected at one institution, acquired using one type of digitizer or digital detector, or 

using features drawn from one source such as human-interpreted findings versus 

computer-extracted features. Increasingly however there is a trend towards boosting 

diagnostic performance by combining together data from many different sources to 

create heterogeneous data. We defined heterogeneous data as comprising multiple, 

distinct groups. Specifically, for this study we considered as heterogeneous any of the 

following data set characteristics: multiple imaging modalities, multiple types of 

mammogram film digitizers, data collected from multiple institutions, and various types 

of features extracted from the same image, especially computer-extracted and human-

extracted features. Combining heterogeneous data types for classification is a difficult 

machine-learning problem, but one that has shown promise in bioinformatics 

applications [28-30]. 

2.2.3 Abundance of Diagnostic Technologies 

To help detect and diagnose breast cancer, there is a growing number of 

technologies becoming available. Here we briefly describe two common groups of these 

technologies: breast imaging and bioinformatics technologies. 
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Currently, mammography is the preferred screening method for breast cancer. 

However, high false positive rates reduce the effectiveness of screening mammography, 

as several studies have shown that only 15-29% of suspicious masses are determined to 

be malignant [31-35]. Unnecessary surgical biopsies are expensive, cause patient 

anxiety, alter cosmetic appearance, and can distort future mammograms [36].  

More recent technological advancements have extended mammography. There 

has been considerable CADe and CADx research based upon a rich variety of 

modalities and sources of medical information such as: digitized screen-film 

mammograms [37-41], full-field digital mammograms [42], sonograms [43-45], MRI 

images [46], and gene expression profiles [47]. 

Full-field digital mammography (FFDM) is beginning to compete with and 

replace traditional film-screen mammography. Several studies have found FFDM to be 

at least equivalent to film-screen mammography in terms of detection rates, and some 

studies have seen improvement in detecting lesions in radiographically dense breasts 

[48-51]. FFDM offers other benefits, such as digital image archival, and convenient 

application of image processing algorithms. For work with digital images, FFDM avoids 

the process of digitizing an x-ray film, which is likely to introduce scanning artifacts into 

the digital image. Another promising extension of mammography is digital 

tomosynthesis, in which multiple, low-dose digital radiographs are taken of the breast 

from different angles, which may be reconstructed to provide the three-dimensional 

structure of the breast [52-54].  

A well-established adjunct to mammography, sonography is another popular 

breast imaging method [55, 56]. Currently, the primary clinical role for sonography is to 

aid in distinguishing simple cysts from solid masses, as well as to direct aspirations, 

wire localizations, and ultrasound guided biopsies. More recently, several authors have 
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investigated the role of sonography in helping to diagnose malignant from benign breast 

lesions [57-62].  

Other breast imaging techniques include magnetic resonance imaging (MRI) [46, 

63, 64] and positron emission tomography (PET) [65, 66].  

Bioinformatics and medical informatics offer other sources of diagnostic 

information for breast cancer [67]. The oldest of the informatics fields applied to breast 

cancer, medical informatics have used statistical techniques on family trees and 

incidence of breast cancer in order to estimate breast cancer risk. Genomics and gene 

expression profiling have discovered patterns in gene transcription that correlate with 

breast cancer and help to explain the biological mechanism of disease [47]. These 

biological clues help scientists to design better treatments and to predict breast risk. 

Biomarkers such as the genes BRCA1, BRCA2, and HER2 have demonstrated helpful 

predictive power for certain types of breast cancers [68-71]. The proteomics field has 

provided protein-based tools for breast cancer detection and diagnosis, including 

estrogen receptor status, progesterone receptor status, and human epidermal growth 

factor receptor status [72-74]. 

 

2.3 Image Processing and Feature Extraction 

Image processing algorithms on medical images can reduce the effects of 

background noise and anatomy and increase the signal-to-noise ratio of the lesions. The 

experiments in this research proposal consider image processing and feature-extraction 

techniques of the following four categories: unsharp masking, match filtering, 

segmentation for morphology, and texture analysis. Unsharp masking is a high-

frequency filter that works by subtracting a blurred version of the image from the raw 

image. Match filtering works by comparing regions of the image to a predefined filter. 
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Segmentation finds the borders of shapes and preserves their outlines, which can then be 

used for shape analysis. Figure 2-1 compares a region of interest (ROI) of a calcification 

cluster before and after segmentation to detection calcifications. Texture analysis 

computes statistical relationships between pixels of a certain orientation and distance. 

A well-known example of texture analysis is the spatial gray-level dependence (SGLD) 

matrix [75-77]. Once the image has been processed, one can extract features, such as 

morphology and texture features. These computer-extracted features provide one major 

component of the proposed heterogeneous data sets. 

  

(a) ROI of calcification cluster (b) Segmented calcifications 

Figure 2-1: ROI of a mammographic calcification cluster (a) before image 
processing and (b) afterwards to detect and segment microcalcifications. 

 

2.4 Limited Sample Size and the Curse of Dimensionality 

The curse of dimensionality describes the relationship between the number of 

features and the training sample size [78, 79]. As the number of features (dimensions) 

increases, the volume of the multidimensional space rapidly expands. This explosion in 

volume is a significant obstacle in machine learning problems that involve learning from 
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sample data points. The sampling density is proportional to 

! 

N
1/ p , where 

! 

p  is the 

dimension of the input space and 

! 

N  is the sample size. As an example, if 

! 

N
1

=100 

represents a dense sample for a problem of one dimension, 

! 

N
10

=100
10

=10
20  is the 

sample size required for the same sampling density in 10 dimensions. The extreme 

demand for large sampling sizes in higher dimensions makes it very difficult for machine 

learning algorithms to learn the structure of data. Whereas too few features may not 

contain enough information for classification, too many features with respect to the 

sample size can decrease classification performance. This trend is also referred to as the 

“peaking phenomenon” -- as one increases the number of features utilized, the 

performance improves, until a certain point (“the peak”) is reached and performance 

starts decreasing. 

This curse of dimensionality is compounded by extra complexity introduced by 

data set heterogeneity. Heterogeneous data sets usually require more sample data points 

than homogeneous data sets for machine learning performance. Combining heterogeneous 

data types for classification is a difficult machine-learning problem, but one that has 

shown promise in bioinformatics applications [28-30]. 
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Figure 2-2: Peaking phenomenon. 

(Figure from Bilska-Wolak et al. [80]). Note the performance index peaks for 
intermediate numbers of features used. Too few or too many both result in sub-optimal 
performance.  

 

2.5 Data Fusion 

Data fusion is the study of optimal information processing in heterogeneous data 

environments through intelligent integration of heterogeneous data. The development of 

data fusion was motivated chiefly by the increasing demand for more accurate 

information, more practical and robust procedures to manage data efficiently, and 

improved system reliability and performance [81-83]. 

There is a growing literature in the area of distributed detection. Although there is 

even some earlier work, several of the early classical references include the work of 

Tenney and Sandell, who introduced distributed detection using a fixed fusion processor 

and optimized the local processors [84]. Chair and Varshney fixed the local processors, 

and optimized the fusion processor [85]. Reibman and Nolte extended these previous 
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studies by simultaneous optimization of the local detectors while deriving the overall 

optimum fusion design [86]. Dasarathy summarizes some of the earlier work [87]. 

2.5.1 Levels of Data Fusion 

Data fusion has traditionally been divided into three hierarchical levels [81, 83]: 

1. Data-level fusion: combining sensors’ raw data 

2. Feature-level fusion: combining extracted features from the sensors’ data 

3. Decision-level fusion: combining decisions made by distributed local 

detectors 

Figure 2-3 (from [88]) illustrates these fusion architectures using terms from 

signal detection. Here a local sensor refers to any measurement device, such as an x-ray 

detector for the digital mammogram image, an ultrasound transducer for the sonogram 

image, a radiologist reading an image, or a protein assay. 

Let us consider the application of fusing mammogram and sonogram data. For 

data level fusion, we could combine all the pixel values of the two images. For feature 

level fusion, we could extract various image features from each modality and fuse these 

feature values. For decision level fusion, the classifiers could use either the raw image 

data or the extracted features to make their binary decisions. We could then fuse these 

decisions in order to predict the likelihood of malignancy. 
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Figure 2-3: Data fusion process models.  

(Figure from Liao et al. [88]). (a) Data level fusion. (b) Feature level fusion. (c) 
Decision level fusion 

 

2.5.2 Tradeoffs for Various Levels of Data Fusion 

Data fusion at each of these levels comes with its own advantages and 

disadvantages. Data level fusion preserves all the collected information and therefore 

achieves the highest fusion and classification performance. However, data level fusion 
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requires high bandwidth and data storage, commensurate sensors (measuring the same 

physical phenomena), and accurate data registration. Feature level fusion allows for 

lower bandwidth and data storage, non-commensurate sensors [82, 83], and less 

stringent data registration and feature vector registration. However, the performance of 

the model is constrained by how well the original image data can be reduced to just a list 

of features. Decision level fusion provides the simplest fusion approach by reducing 

each sensor’s data down to a binary value. Although dichotomizing the data lowers 

fusion performance, it greatly increases the efficiency and reliability of fusion. The 

general tradeoff among the data fusion levels is that fusion on the raw data level allows 

for better performance, whereas fusion on the decision level allows for better robustness 

to noise. 

Decision fusion has the ability to capture general trends in data while remaining 

robust to the effects of noise. As the noise and complexity of a data set increase, it 

becomes easier for a classifier model to overfit the data rather than capture the 

underlying data trends.  

2.5.3 Our Data Fusion Scheme 

To take advantage of decision fusion’s strengths and to keep more information, 

we pursued a data fusion approach that was a hybrid of the feature fusion and decision 

fusion techniques. As shown in Figure 2-4, we first extracted features from the raw data. 

To each of these features we applied a local classifier. To the classifiers’ outputs we 

applied thresholds, creating local binary decisions. These decisions we then combined 

with decision fusion theory. 
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Figure 2-4 Our data fusion scheme 

From each local sensor (e.g. imaging modality), we extracted features, applied a 
local classifier to each of these features, applied thresholds to the classifiers’ outputs to 
make local decisions, and then combined these features using decision fusion theory. 

 

2.5.4 Decision Fusion 

Decision fusion theory describes how to combine local binary decisions optimally 

to determine the presence or absence of a signal in noise [84-88]. The local binary 

decisions can come from any arbitrary source. Although decision fusion combines binary 

decisions regardless of how those decisions were made, it is still important to choose the 

right initial classifiers in order to pass as much information to the decision fuser as 

possible. In our algorithm, we used the likelihood ratio as the initial classifier and 

applied a threshold to generate the binary decisions on each feature. 
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2.5.4.1 Fusing the Binary Decisions 
The decision fuser optimally fuses all the local decisions according to the 

operating points on the receiver operating characteristic (ROC) curve at which the local 

decisions were made. Assuming statistically independent decisions, the likelihood ratio 

of the fused classifier is a product over the “yes, signal present” (ui = 1) decisions 

multiplied by a similar product over the “no, signal absent” (ui = 0) decisions. 

For the signal-plus-noise hypothesis 

! 

H
1
, the probability of detecting an existing 

signal is

! 

Pr(u =1 |H1) = Pd  and of missing it is 

! 

Pr(u = 0 |H1) =1" Pd . For the noise-only 

hypothesis 

! 

H
0
, the probability of false detection is 

! 

Pr(u =1 |H0) = Pf  and of correctly 

rejecting the missing signal is 

! 

Pr(u = 0 |H0) =1" Pf . Using these probabilities, the 

likelihood ratio value of a binary decision variable has a simple form, as shown in 

Equation (1-1).  

 

! 

"decision (u) =
Pr(u =1 |H1)

Pr(u =1 |H0)

=

Pd

Pf
if u =1

1# Pd

1# Pf
if u = 0

$ 

% 
& & 

' 
& 
& 

 (2-1) 

We can then use the likelihood ratios of the individual local decision variables to 

calculate the joint likelihood ratio of the set of decision variables. Assuming that the 

local decision variables are statistically independent, the likelihood ratio of the fused 

classifier is a product of the likelihood ratios of the individual local decisions.  
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! 

" fusion (u1,...,up ) = "decision (ui)
i=1

p

#

=
Pr(ui =1 |H1)

Pr(ui =1 |H0)i=1

p

#

=
Pdi

Pfi

$ 

% 
& 

' 

( 
) 

ui
1* Pdi
1* Pfi

$ 

% 
& 

' 

( 
) 

1*ui

i=1

p

#

   (2-2) 

 

2.5.4.2 Assuming Statistical Independence of the Local Decisions 
In our decision fusion theory approach we have made the important assumption 

that all the local decisions are statistically independent. Note that we assume statistical 

independence of only the local binary decisions, not of the sensitivity, false-positive 

rate, or even the features on which the local decisions were made. While decision 

independence appears to be a very strong assumption, using it in decision fusion often 

does not lower classification performance substantially below the performance of the 

optimal decision fusion processor for correlated decisions. Although we can construct an 

optimal correlated decision fusion processor with known decision correlations [89], it is 

difficult to estimate the correlation structure of the decisions accurately, especially given 

many decisions but only few observations. However, even with correlated decisions, the 

simplifying assumption of independent decisions often does not lower decision fusion 

performance. Liao et al. have shown that, under certain conditions for the case of fusing 

two correlated decisions, the independent fusion processor exactly matched the 

performance of the optimal correlated decision fusion processor. Even in many 

situations when the optimality conditions were not kept, the degradation of the fusion 

performance was not significant [88]. Another benefit of the independent local decisions 

assumption is that decision fusion can usually recover from weak signals and correlated 

features given enough decisions to fuse [90]. Because we have a large number of local 
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decisions by setting a separate local decision for each feature, our algorithm takes 

advantage of this performance benefit.  

2.5.4.3 Our Optimized Decision-Fusion Algorithm 
For our method, we use a separate, thresholded likelihood-ratio classifier on each 

feature to generate the initial, feature-level decisions. Next, we used decision fusion to 

combine the feature-level decisions into one fused likelihood-ratio value. Figure 2-5 

provides a schematic of our decision-fusion method. 

 

 

Figure 2-5: The Role of Likelihood-ratio Thresholds for Decision Fusion.  

The first column shows plots of the log-likelihood-ratio vs. feature value for each 
feature. The algorithm calculated the likelihood ratio and then applied a separate 

threshold for each feature. The threshold determined the ROC operating point of the 
likelihood-ratio classifier of a particular feature. Next, the algorithm optimally combined 

the binary decisions from the feature-level likelihood ratio classifiers using decision 
fusion theory to produce the likelihood ratio of the fused classifier. 
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2.5.4.4 Optimizing the Decision Fusion Thresholds with a Genetic Algorithm 
Optimizing the parameters of classification algorithms is crucial for good 

performance. However, as the models become more complex and high-dimensional, it 

becomes increasingly difficult to optimize their parameters. The naïve approach of 

exhaustively searching over all possible parameter values rapidly becomes overwhelming 

and is impractical for many real-world problems. In order to cover large areas of the 

search space in a practical manner, we turn to a stochastic search method. 

Inspired by the process of evolution, a genetic algorithm represents the classifier’s 

search parameters as a vector, called a chromosome [91]. Each complete set of 

chromosomes is referred to as an individual. Searching is done in batches; each 

individual gives rise to a number of similar offspring. The offspring arise by three 

primary genetic operators: replication, crossover, and mutation. Each generation is 

scored by a scoring or fitness function. The process of selection uses the fitness function 

to score the offspring and eliminate those that scored badly. With successive 

generations, offspring tend to migrate over the search space to maximize the fitness 

function. This migration essentially samples the search space more densely in promising 

regions, often leading to a good set of parameter values in few generations. 

The selection of the likelihood-ratio threshold values is important to maximize 

performance of the fused classifier. Threshold values very far from the best values often 

lowered the fused classifier’s performance to near chance levels. A genetic algorithm 

searched over the likelihood-ratio threshold values for each feature to select a threshold 

set that maximized the desired performance metric or figure of merit (FOM),  

 

! 

" optimal = argmax  FOM[# fusion (u;")]  (2-3)  

where the FOM is either AUC or pAUC, 

! 

u  is the set of local decisions, and 

! 

"  is the set 

of feature-level likelihood-ratio thresholds. The fitness function of the genetic algorithm 
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was set to the FOM in order to maximize the FOM value. We optimized for cross-

validation performance the following genetic algorithm parameters: the number of 

generations, population size, and rates of selection, crossover, and mutation. 

 

2.5.4.5 Advantages and Disadvantages of Decision Fusion 
Our technique offers the important advantage that it can reduce the 

dimensionality of the feature space of the classification problem by assigning a classifier 

to each feature separately. Considering only one feature at a time greatly reduces the 

complexity of the problem by avoiding the need to estimate multidimensional 

probability density functions (PDFs) of the feature space. Accurately estimating such 

multidimensional PDFs likely requires many more observations than a typical medical 

data set contains [92]. Other benefits of decision fusion are that it is robust in noisy 

data [90], is not overly sensitive to the likelihood ratio threshold values [88, 93], and 

can handle missing data values [94]. Our decision-fusion technique can also be tuned to 

maximize arbitrary performance metrics (as described later in Section 2.8.2) that may be 

more clinically relevant, unlike more traditional classification algorithms that minimize 

mean squared error. 

Drawbacks of the decision-fusion algorithm include losing potentially useful 

feature information by reducing the likelihood-ratio values of the features to a binary 

value. Although the algorithm loses some feature information in this step, it recovers by 

optimally fusing the remaining binary feature information from that point forward. In the 

ideal case, if the true underlying multivariate distribution of the data happens to be 

known or can be estimated with a high degree of confidence, then the Bayes classifier 

can take this information into account and is theoretically optimal. However, since the 

true underlying distribution is almost never known in practice, decision fusion is a good 

alternative method, especially for small and noisy data sets. Another issue that needs 
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further investigation is that decision-fusion theory assumes that the feature-level binary 

decisions are statistically independent. While this is almost never the case in practice, 

the algorithm performs well under this assumption in many cases even when the local 

binary decisions are correlated. Liao et al. showed that for the special case of fusing two 

decisions, the independent fusion processor achieves the optimal performance even for 

correlated decisions under certain conditions [88]. Although correlated local decisions 

degrade decision fusion performance [89], decision fusion can usually recover with 

enough decisions to fuse [90]. 

2.6 Other Classification Algorithms 

This section lists a series of other common classification algorithms, which are 

compared to decision fusion in later chapters. First, we consider the likelihood ratio 

classifier, which forms a component of our decision fusion algorithm.   

2.6.1 Likelihood Ratio 

Previous work has shown the likelihood ratio to be an excellent classifier for 

breast cancer mass lesion data [95, 96]. 

According to decision theory, the likelihood ratio is the optimal detector to 

determine the presence or absence of a signal in noise [97]. For this study, the signal to 

be detected was the potential malignancy of a breast lesion. The null hypothesis (

! 

H
0
) 

was that the signal (malignancy) is not present in the noisy features, while the 

alternative hypothesis (

! 

H
1
) was that the signal is present.  

 

! 

H
0
: X = N

H
1
: X = S + N

 (2-4) 

Sources of noise in the features included anatomical noise inherent in the 

mammogram or sonogram, quantum noise in the acquisition of the mammogram or 
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sonogram, digitization noise and artifacts, and ambiguities in the mammogram reading 

process for the radiologist-interpreted findings.  

The likelihood ratio is the probability of the features under the malignant case 

divided by the probability of the features under the benign case: 

 

! 

" features(X) =
P(X |H1)

P(X |H0)
, (2-5) 

where 

! 

P(X |H1)  is the PDF of the observation data X given that the signal is present, 

and 

! 

P(X |H0)  is the PDF of the data X given that the signal is not present. The 

likelihood ratio is optimal under the assumption that the PDFs accurately reflect the true 

densities. We estimated the one-dimensional PDFs of the features with histograms. We 

used Scott’s rule to determine the optimal histogram bin width, [95] 

 

! 

h = 3.5"n#1/ 3 , (2-6) 

where 

! 

h  is the bin width, 

! 

"  is the standard deviation and 

! 

n  is the number of 

observations. The interval of two standard deviations around the mean, 

! 

[µ " 2#,µ + 2#] , was then subdivided by the bin width, 

! 

h . We assigned the values 

falling outside this interval to the extreme left or right bins. Next, we applied a threshold 

value, 

! 

" , to the likelihood ratio to produce a binary decision about the presence of the 

signal. 

 

! 

u =
1  if " feature # $

0  if " feature < $

% 
& 
' 

  (2-7) 

 

2.6.2 Classical Regression Models 

These classical regression models have the general structure of using a coefficient 

vector 

! 

"  to relate a covariate matrix 

! 

X  to an outcome or response vector 

! 

Y  [98]. For 
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our regression equations, we have implicitly included the intercept in the model by 

appending a column of ones to 

! 

X . Of the many regression models, we chose to examine 

linear regression and two common generalized linear regression models: logistic and 

probit regression. 

2.6.2.1 Linear Regression 
Classical linear regression simply multiplies the covariate matrix 

! 

X  by the 

coefficient vector 

! 

"  to explain the response vector 

! 

Y  [98]. It is common to add a 

normally distributed additive error term 

! 

": 

 

! 

Y = X" + # , 

! 

" ~ N(0,# 2
)  (2-8) 

In ordinary least squares regression, the expected value of the response is  

 

! 

E(Y | X) = X" ,  (2-9) 

and the point estimate of the coefficient vector is 

 

! 

ˆ " = (X 'X)
#1
X 'Y . 

 (2-10) 

2.6.2.2 Logistic Regression 
For generalized linear models [99], such as logistic and probit regression, we 

assume that the response vector comes from a distribution in the exponential family, 

and the distribution’s mean 

! 

µ depends on the covariates 

! 

X  through a link function 

! 

g : 

 

! 

E(Y ) = µ = g"1(X#).  (2-11) 

Using this formulation, linear regression’s link function would be the simple identity 

function 

! 

µ = g"1(X#) = X# . In our form of linear regression, we also assume that the 

response 

! 

Y  could be any real number, but for logistic and probit regression, we assume a 

binary response, where 

! 

Y  is a binary random variable. 
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Logistic regression has the logit link function 

! 

X" = ln
µ

1#µ

$ 

% 
& 

' 

( 
) , or equivalently, a 

mean function 

! 

µ =
exp(X")

1+ exp(X")
.  The probability of a positive response is 

 

! 

Pr(Y
i
=1 | X,") =

exp(X
i
")

1+ exp(X
i
")

 . (2-12) 

 

2.6.2.3 Probit Regression 
In probit regression, the probability of a positive is 

 

! 

Pr(Y
i
=1 |") =#(X

i
"),  (2-13) 

where 

! 

"(#)  is the cumulative distribution function of the normal distribution. In practice, 

probit regression tends to perform very similarly to logistic regression, as we will see in 

Chapter 7. 

2.6.3 Linear Discriminant Analysis 

Linear discriminant analysis (LDA) is similar to linear regression in that it 

expresses the response 

! 

Y as a linear combination of the covariates, columns of 

! 

X . LDA 

fits a line 

! 

Y
i
= " w X

i
 to separate two classes (

! 

H
0

:  Y = 0  and 

! 

H
1

:  Y =1). Assuming that 

the probability density functions 

! 

p(Xi |Yi = 0)  and 

! 

p(Xi |Yi =1)  are both multivariate 

normal distributions with the same covariance matrix 

! 

" , the optimal line for separating 

the two data classes is described by the coefficient vector 

 

! 

w = "#1(µ
1
#µ

0
) .  (2-14) 

2.6.4 Lasso and Least Angle Regression 

Lasso is a constrained version of ordinary least squares regression, constraining 

the sum of the absolute values of the coefficients. Assuming that the data have been 
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standardized to have mean 0 and unit length, we calculate the prediction vector 

! 

ˆ µ  from 

a candidate coefficient vector as 

! 

ˆ "  as 

! 

ˆ µ = X
ˆ " . The lasso algorithm then minimized the 

total squared error 

! 

S( ˆ " )  subject to a bound on the absolute norm 

! 

T( ˆ " ),  

 

! 

ˆ " = argmin
"

 S( ˆ " )  subject to 

! 

T( ˆ " ) # t , (2-15)  

where the total squared error is  

 

! 

S( ˆ " ) = Y # ˆ µ 
2

= (Y
i
# ˆ µ 

i
)

2

i=1

n

$ , (2-16)  

and the absolute norm of 

! 

ˆ "  is 

 

! 

T( ˆ " ) = ˆ " j
j=1

p

# . (2-17) 

Least angle regression (LARS) is a recent development of lasso, and works in a 

similar way to forward stepwise regression. It starts with all coefficients equal to zero, 

and then adds the predictor that is most correlated with the response. It increases the 

weight given to this predictor until another predictor has a greater correlation with the 

residual. LARS then adds weights to build a vector that is equiangular to the included 

predictors, until another predictor becomes more correlated with the residual. In this 

fashion LARS adds predictors into a set of included predictors. LARS proceeds until 

the size of the coefficient vector reaches an upper bound, 

! 

T( ˆ " ) # t . 

2.6.5 Support Vector Machine 

The support vector machine (SVM) separates classes in higher dimensional 

spaces by creating a separating hyperplane positioned so as to maximize the margins 

between the two classes, as shown in Figure 2-6. 
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By the Representer Theorem, the general form of the solution has the following 

form: 

 

! 

f (X) = ciK(X,Xi) + b
i=1

n

"  (2-18) 

where 

! 

K(",") is the positive definite and symmetric kernel function, 

! 

b is a bias term, and 

! 

c  is a tuning parameter. Solving for the explicit form of in the primal form, we have 

 Minimize 

! 

1

2
w

2 subject to 

! 

c
i
(w • X

i
" b) #1, 

! 

i =1,...,n . (2-19) 

This minimization problem is more easily solved with Lagrange multipliers in its dual 

form: 

 

! 

" i # " i" jcic j Xi
$X j

i, j

%
i=1

n

%  subject to 

! 

"
i
# 0  (2-20) 

where 

! 

w = "
i
c
i
X
i

i

# . For soft-margin classification 

 

! 

min
w"#n

,b"#
C $

i
+
1

2
w

2

i=1

n

%  subject to 

! 

Y
i
( " w X + b) #1$%

i
i =1,...,n

%
i
# 0 i =1,...,n

 (2-21) 

This minimization problem can be solved with quadratic programming methods. 
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Figure 2-6: SVM: maximum margin classifier.  

(Figure from http://en.wikipedia.org/wiki/Image:SVM_margins.png) 
Hyperplanes for the SVM, with the maximum-margin hyperplane defined by 

! 

w • x " b = 0 . Samples for the two classes are denoted by X and O.  Samples located on 
the margins 

! 

w • x " b = ±1 are called support vectors. 

 

2.7 Model Selection Uncertainty and Bayesian Model Averaging 

These models become unstable and predict poorly if there are relatively few 

observations and many features.  Such problems can be obviated by choosing a subset 

useful features, but when the number of features, 

! 

p , is large, it is computationally 

infeasible to compare the full set of 

! 

2
p  models.  Various feature-selection techniques 

navigate the model search space, either by a deterministic heuristic, such as stepwise 

feature selection [100], or stochastically, such as Bayesian model selection [101, 102]. 



 

 29 

2.7.1 “Large p, Small n” Problem Leads to Poor Inference and Poor 

Prediction 

Regardless of the variable selection method, choosing only one model for 

prediction comes with an inherent risk.  When multiple possible statistical models fit the 

observed data similarly well, it is risky to make inferences and predictions based only 

on a single model [103].  In this case predictive performance suffers, because standard 

statistical inference typically ignores model uncertainty. 

This risk is especially bad for “large p, small n” problems: large number of 

features 

! 

p  and a small number of samples 

! 

n . This problem typically leads to 

underspecified models and large uncertainty in the coefficient values. 

2.7.2 Accounting for Model Uncertainty 

It is possible to account for model-selection ambiguity by using a Bayesian 

approach to average over the possible models. But because it is computationally 

infeasible to consider all possible 

! 

2
p �� models, we first choose a subset of the models. For 

computational efficiency, our study followed Yeung et al. [104] and used a deterministic 

search based on an Occam’s window approach [105] and the ”leaps and bounds” 

algorithm [106] to identify models with higher posterior probabilities. This method chose 

a set of models 

! 

M
1
,...,M

B
, where each model 

! 

M
k
 consists of a family of distributions 

! 

{p(D |"k,Mk )}  indexed by the parameter vector 

! 

"
k
, where 

! 

D = (X,Y )  is the observed 

data.  

Using a Bayesian method [103, 107-111] to average over the set of considered 

models, we first assigned a prior probability distribution 

! 

p("k |Mk ) to the parameters of 

each model 

! 

M
k
. This formulation allows a conditional factorization of the joint 

distribution,  
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! 

p(D |"k,Mk ) = p(D |"k,Mk )p(Mk )  (2-22) 

Splitting the joint distribution in this way allowed us to implicitly embed the 

various models inside one large hierarchical mixture model. This form allowed us to fit 

these models using the computational approach of Bayesian model averaging. 

2.7.3 Bayesian Model Averaging 

Bayesian model averaging (BMA) accounts for model uncertainty by averaging 

over the posterior distributions of multiple models, allowing for more robust predictive 

performance. If we are interested in predicting a future observation 

! 

Df  from the same 

process that generated the observed data 

! 

D, then we can represent the predictive 

posterior distribution 

! 

p(Df |D)  as an average of over the models, weighted by their 

posterior probabilities [103, 112]:  

 

! 

p(Df |D) = p(Df |Mk,D)
k

" p(Mk |D) ,  (2-23) 

where the sum’s first term 

! 

p(Df |Mk,D)  is a posterior weighted mixture of conditional 

predictive distributions: 

 

! 

p(Df |Mk,D) = p(Df |"k,Mk )# p("k |Mk,D)d"k ,  (2-24) 

and the sum’s second term 

! 

p(Mk |D)  is a model’s posterior distribution 

 

! 

p(Mk |D) =
p(D |Mk )p(Mk )

p(D |Mk )p(Mk )
k

"
,  (2-25) 

which incorporates the model’s marginal likelihood 

 

! 

p(D |Mk ) = p(D |"k,Mk )# p("k |Mk )d"k .  (2-26) 



 

 31 

2.7.4 Promoting Feature Sparsity with Iterated BMA 

In order to make a more economical screening test, it was important to limit the 

number of proteins to assay, which required the classification models to use a small 

subset of features. But Bayesian model averaging was designed to model the model-

selection uncertainty and to improve predictive performance [112], not to choose a small 

set of features. To promote feature sparsity, we applied an iterative adaptation of BMA 

[104]. This method initially ranks each feature separately by the ratio of between-group 

to within-group sum of squares (BSS/WSS) [113]. For feature 

! 

j  the ratio is 

 

! 

BSS( j)

WSS( j)
=

I(Yi = 0)(X
0 j " X j )

2 + I(Yi =1)(X
1 j " X j )

2[ ]
i

#

I(Yi = 0)(Xij " X0 j )
2 + I(Yi =1)(Xij " X1 j )

2[ ]
i

#
,  (2-27) 

where 

! 

I(")  is an indicator function, 

! 

Xij  is the level of feature 

! 

j  under sample 

! 

i , 

! 

X 0 j  and 

! 

X1 j  are respectively the average levels of feature 

! 

j  in classes 0 and 1, and 

! 

X j  is the 

average level of feature 

! 

j  over all samples. 

Ordered by this (BSS/WSS) ranking, iterative BMA runs traditional BMA within 

each iteration and discards proteins that have low posterior probabilities of relevance, 

! 

Pr(b j " 0 |D) <1% , where 

 

! 

Pr(b j " 0 |D) = p(Mk |D)
M k #$

% ,  (2-28) 

where 

! 

" � is the subset of the considered models 

! 

M
1
,...,M

B
 that include protein 

! 

j . By 

discarding proteins that have small influence on classification, this iterative procedure 

keeps only the most relevant proteins. 
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2.8 Comparing Classifiers with ROC Analysis and Figures of 

Merit 

2.8.1 ROC Analysis 

Receiver operating characteristic (ROC) analysis is commonly used to evaluate 

classification performance. ROC curves show the tradeoff between a classifier’s range of 

sensitivity and specificity [114, 115]. Sensitivity, or the true positive fraction (TPF) is 

the fraction of positive cases that were classified correctly as positive. The specificity, or 

one minus the false positive fraction (FPF), is the fraction of negative cases that were 

correctly classified as negative. For CADx problems, positive usually indicates a biopsy-

proven malignant lesion while negatives can include biopsy-proven benign, benign 

proven by follow up, and/or normal. An ROC curve is generated by applying a 

threshold to the output decision variable of a classification scheme and then plotting the 

TPF as a function of FPF for each threshold. Figure 2-7 illustrates a typical ROC curve. 
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Figure 2-7: Typical ROC Curve.  

An ROC curve plots the tradeoff between sensitivity and specificity. This figure 
shows both non-parametric actual data and semi-parametric curve fit. The area above 

the dashed horizontal line at TPF = 0.90 is the clinically relevant high-sensitivity region, 
measured by the pAUC metric. 

2.8.2 Figures of Merit: Summary Statistics of the ROC Curve and 

Their Clinical Relevance 

The most common measure of the ROC curve is the area under the curve (AUC). 

AUC values range from 0.5 for chance guessing to 1.0 for perfect classification. The 

AUC represents the average specificity over all sensitivities and ranges from 0.5 (chance 

performance) to 1.0 (perfect performance). When high sensitivity is essential for a 

classification task, a more relevant performance measure is the partial area under the 

curve (pAUC), which represents the average specificity performance of the classifier at 

sensitivities from 90% to 100% [116-118]. This metric is normalized such that it ranges 

from 0.50 for chance to 1.0 for a perfect system. Whereas AUC and pAUC provide an 

overall summary of performance, the specificity at a certain sensitivity level is a 

clinically relevant measure corresponding to a single threshold value. For breast cancer 

applications, this value is usually chosen to deliver nearly perfect sensitivity such as 

98% [118, 119]. 

2.8.3 Parametric vs. Non-parametric ROC Curves 

When enough data points are available to adequately represent the entire 

population, statistical analyses on ROC metrics can be performed by non-parametric 

estimation methods [120], such as bootstrap sampling on the decision variable [121]. 

Often in CADx research, however, there are not enough empirical data to warrant non-

parametric calculations. In these cases, the AUC and pAUC are usually fit semi-

parametrically such as with LABROC4, CLABROC, or ROCKIT software (Charles 
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Metz, University of Chicago). Parametric ROC analysis has been the basis for nearly all 

CADx research until recent years. 

2.9 Sampling and Cross-Validation 

2.9.1 Phantom Degrees of Freedom in Classifier Design 

In order to assess the usefulness and risk of using CADe and CADx models in 

the clinic, it is crucial to have a good estimate of their performance on future cases (or 

generalization). For limited data and more complicated models, the traditional method 

of cross-validation could still pose a danger of optimistically biasing the testing 

performance because it is common to optimize certain global parameters (such as feature 

selection for the LDA or the number of hidden nodes of the ANN) to maximize cross-

validation performance. Rather than keeping a testing set separate, researchers often 

make their modeling decisions based upon all the available data. The often ignored 

model-selection uncertainty is referred to as the “phantom degrees of freedom”. 

2.9.2 Train/Validate/Retest Paradigm 

In order to avoid these overfitting pitfalls and to better estimate generalization of 

each model, for some of our studies we propose a train, validate, and retest scheme [96, 

122]. The data set is divided into sets: a train/validate set and a retest set. The retest 

set is held aside until after the models are finalized, as not to influence any of the 

modeling process. All modeling decisions are made only on the train/validate set. The 

model parameters are optimized to maximize cross validation on the train/validate set. 

Once the model’s parameter values are set, the model is then trained on the entire 

train/validate set. The trained model is then applied to the retest set. 
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In this chapter we have introduced decision fusion as well as a series of other 

classification algorithms. In the next chapter we apply two traditional algorithms to a 

clinical data set of breast masses. 
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3 A Traditional Computer Aid Combining Mammographic and 

Sonographc BI-RADS Descriptors  

When introducing a new decision-aid method for medical problems, it is 

important to introduce it in the context of existing methods.  Therefore this chapter 

provides a context for decision fusion by describing a computer-aided diagnosis 

(CADx) system using more traditional classifiers: linear discriminant analysis and an 

artificial neural network.  Understanding these traditional classifiers will help us to 

evaluate and compare decision fusion as a CADx tool on the same data set in the next 

chapter. This specific study uses a large medical data set which combines data from two 

different imaging modalities. It also introduces key concepts in case sampling and 

performance evaluation which are common to many later chapters. 

3.1 Introduction 

CADx models often use breast morphology descriptors of the Breast Imaging 

Reporting and Data System (BI-RADS) lexicon. BI-RADS was developed by the 

American College of Radiology (ACR) to standardize the interpretation of mammograms 

[123-125]. Originally BI-RADS was applied to only mammography, but the crucial 

adjunct role of sonography has recently led the ACR to develop a BI-RADS lexicon for 

breast sonography as well [126]. Sonographic BI-RADS is a useful tool to help 

standardize the characterization of sonographic lesions [126, 127] and facilitate 

clinician communication.  

Until recently, the primary clinical role for sonography has been to aid in 

distinguishing simple cysts from solid masses, as well as to direct aspirations, wire 

localizations, and biopsies. More recently, several authors have investigated the role of 
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sonography in helping to differentiate malignant from benign breast lesions [57-61]. 

There have also been many computer-aided diagnosis studies in breast sonography, 

which are based upon image features automatically extracted by computer vision 

algorithms [18, 43, 45, 128-131].  To the best of our knowledge, there has not yet been a 

published study either using the standardized BI-RADS sonographic findings as the 

basis of a predictive model or combining the use of BI-RADS mammographic and 

sonographic findings for that purpose. Thus, the purpose of our study was to 

retrospectively develop and evaluate computer-aided diagnosis (CADx) models using 

both mammographic and sonographic descriptors. 

A previous study [62] assessed the positive predictive value (PPV) and negative 

predictive value (NPV) of the individual sonographic BI-RADS features. This study 

extends previous work on computer-aided diagnosis of breast masses by using a larger 

database of mass lesions and by developing and evaluating decision models based upon 

the BI-RADS features, both mammographic and sonographic.  

3.2 Materials and Methods 

3.2.1 Human Subject Selection Criteria 

Institutional review board approval was obtained for this HIPAA-compliant 

study, including a waiver of informed consent. The lesions used in this study were an 

extension of the original 403-lesion data set described in detail in a previous study [62]. 

They were collected between 2000 and 2005 at our institution. The data set included 

803 lesions, of which 296 were malignant and 507 were benign, and 389 were palpable 

and 414 nonpalpable. There were 737 women whose ages ranged from 17 to 87 years, 

with a median age of 50 years. The same inclusion and exclusion criteria as described 

previously [62] applied to this data set. Lesions were selected from those recommended 
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for biopsy and were included in the study if the lesions corresponded to solid masses on 

sonography and if both mammographic and sonographic images taken before the biopsy 

were available for review. Any complicated cysts were excluded from consideration. All 

cases were re-reviewed while blinded to the original report. 

3.2.2 Mammography and Sonography Data 

All patients underwent both mammography and sonography. The 

mammographic exam consisted of both craniocaudal and mediolateral-oblique views, 

with additional true lateral and spot compression magnification when clinically 

appropriate. Sonographic images were acquired in both radial and antiradial projections 

with and without caliper measurements. Additional gray-scale images were obtained in 

almost all subjects to better show the lesion. Doppler, color Doppler, and power 

Doppler images were not part of the routine imaging protocol but were reviewed when 

available. One of four dedicated breast radiologists with 6-11 years of experience used 

BI-RADS lexicon descriptors to describe the lesions, as described previously [62]. 

Information about the patient’s physical examination findings, family history of breast 

cancer, and personal history of breast malignancy was available to each radiologist to 

reproduce a realistic clinical situation. The radiologist was blinded to the histologic 

diagnosis during the evaluation. Of the total 39 features, 13 were mammographic BI-

RADS, 13 were sonographic BI-RADS features, 6 were ultrasound features suggested by 

Stavros et al. [57], 4 were other ultrasound features, and 3 were patient history features.  

The 13 mammographic BI-RADS features were mass size, parenchyma density, mass 

margin, mass shape, mass density, calcification number of particles, calcification 

distribution, calcification description, architectural distortion, associated findings, 

special cases (as defined by the BI-RADS lexicon: asymmetric tubular structure, 

intramammary lymph node, global asymmetry, and focal asymmetry), comparison with 
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prior, and change in mass size. The 13 sonographic BI-RADS features were radial 

diameter, antiradial diameter, anterior-posterior diameter, background tissue echo 

texture, mass shape, mass orientation, mass margin, lesion boundary, echo pattern, 

posterior acoustic features, calcifications within mass, special cases (as defined by the 

BI-RADS lexicon: clustered microcysts, complicated cysts, mass in or on skin, foreign 

body, intramammary lymph node, axillary lymph node), and vascularity. The six 

features suggested by Stavros et al. were mass shape, mass margin, acoustic 

transmission, thin echo pesudocapsule, mass echogenicity, and calcifications. The four 

other sonographic mass descriptors were edge shadow, cystic component, and two 

mammographic BI-RADS descriptors applied to ultrasound: mass shape (oval and 

lobulated are separate descriptors) and mass margin (replaces sonographic descriptor 

"angular" with "obscured"). The three patient history features were family history, 

patient age, and indication for ultrasound. 

In addition to the BI-RADS and Stavros descriptors, the radiologists also 

recorded their assessment about the malignancy of the lesion as an integer ranging from 0 

for unquestionably benign to 100 for unquestionably malignant. This assessment rating 

was not used as an input to the CADx models, but rather as a comparison to the 

models’ output for classification performance.  

3.2.3 Predictive Modeling, Sampling, and Feature Selection 

For models in this study, we used both linear discriminant analysis (LDA) and 

artificial neural networks (ANNs). The LDA was a Fisher’s linear discriminant. The 

ANNs were three-layer (one hidden layer), feed-forward, and error back-propagation 

artificial neural networks. These are the most common methods used in many previous 

studies by our group as well as the rest of the field. 
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In order to assess the usefulness and risk of using computer-aided diagnosis 

(CADx) models in the clinic, it is crucial to have a good estimate of their performance on 

future cases (or generalization). For limited data and more complicated models, the 

traditional method of cross-validation could still pose a danger of optimistically biasing 

the testing performance; it is common to optimize certain global parameters (such as 

feature selection for the LDA or the number of hidden nodes of the ANN) to maximize 

cross-validation performance. With cross-validation the scientist is able to use 

knowledge of all the data to make modeling decisions, whereas with generalization such 

information is not available for yet unseen future cases. Therefore optimizing the models 

for cross-validation performance could lead to reduced generalization performance. 

In order to avoid these overfitting pitfalls and to better estimate generalization 

ability of each model, we used a train, validate, and retest scheme. In this scheme the 

data set is divided into sets: a train/validate set and a retest set. The retest set is held 

aside until after the models are finalized, so as not to influence any of the modeling 

process. All modeling decisions are made only on the train/validate set. The model 

parameters are optimized to maximize cross validation on the train/validate set. Once 

the model’s parameter values are set, the model is then trained on the entire 

train/validate set. The trained model is then applied to the retest set.  

In particular, for our dataset of 803 lesions, we chose the first 500 lesions in 

chronological order for the train/validate set and the remaining 303 lesions for the retest 

set. We chose the ANN’s architecture and parameter settings to optimize its cross-

validation performance on the train/validate set. Once the modeling decisions had been 

made, we trained the LDA and ANN on all the lesions in the train/validate set to 

determine a single, final set of weights, which were then applied to the retest set.  

In addition to aiding model training and assessment, the train, validate, and 

retest scheme can also reduce bias in feature selection. Using this scheme, we 
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investigated the effect of feature selection on the generalization performance of an LDA. 

Using only the validate set, we performed stepwise feature selection. Then we used 

these selected features to train an LDA on the train/validate set. We then applied the 

trained LDA model to the retest set. Finally, on the retest set we compared the 

generalization performance of the LDA using only the stepwise-selected features to that 

of the LDA using all the features. 

3.2.4 Classifier Performance Evaluation and Statistical Analysis 

To use the LDA or ANN model as a diagnostic aide, one could select a threshold 

value, so that lesions with output values below the threshold would be considered very 

likely benign and therefore candidates for follow-up rather than biopsy. Those lesions 

with model outputs greater than the threshold would be considered suspicious for 

malignancy and recommended for biopsy. Varying the threshold value results in a 

tradeoff between sensitivity and specificity. The entire range of sensitivity and 

specificity values for a classifier is illustrated by the receiver operating characteristic 

(ROC) curve [114, 132]. In order to quantify a classifier’s performance, we used the 

following five summary measures of the ROC curve: area under the ROC curve (AUC), 

the partial area, (pAUC), as well as the specificity, positive predictive value (PPV), and 

negative predictive value (NPV) for a given sensitivity level. The AUC represents the 

average specificity over all sensitivities and ranges from 0.5 (chance performance) to 1.0 

(perfect performance). Since high sensitivity is essential for a classification task, a more 

relevant performance measure is the pAUC, which represents the average specificity 

performance of the classifier at sensitivities from 90% to 100%. Whereas the two 

previous measures provide an overall summary of performance, the remaining three are 

clinically relevant measures corresponding to a single threshold value, which for breast 

cancer applications is usually chosen to deliver nearly perfect sensitivity such as 98% 
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[118, 119]. Note that for this data set, the actual positive predictive value of the clinical 

decision to refer to biopsy was 37%, which is typical of this institution. Also, since this 

study included only biopsy-verified lesions, over this special population the sensitivity 

for cancer detection is by definition 100% and the specificity is 0%. 

These classifier performance metrics allowed us to compare classifier 

performance statistically. We used the non-parametric bootstrap method [133] to 

measure the means and variances of the classification metric values as well as to 

compare metrics from two models for statistical significance. Although for modeling we 

assumed statistical independence of the lesions, 8% (66/803) of the BI-RADS data set 

included multiple lesions per patient. To adjust for clustering of data values, we used of 

cross-validation by subject, assuring that no lesions from the same subject appeared in 

more than one of the train, test, and retest sets. 

3.3 Results 

3.3.1 Generalization between Validating and Retesting 

The LDA (Table 3-1) achieved high classification performance, with AUC = 0.92 

± 0.01 and pAUC = 0.54 ± 0.08 on the validate set and AUC = 0.92 ± 0.02 and pAUC 

= 0.52 ± 0.08 on the retest set. The LDA generalized well; there were no statistically 

significant differences between the performance metrics of the validate set and those of 

the retest set (p > 0.10). In addition to the entire ROC curves of the LDA performance, 

individual thresholds also generalized very well. The same threshold value determined 

very similar true-positive fraction (sensitivity) and false-positive fraction (1-specificity) 

operating points in the high-sensitivity region on both ROC curves (Table 2).  

The ANN also performed very well, achieving AUC = 0.92 ± 0.01 and pAUC = 

0.55 ± 0.08 on the validate set and AUC = 0.91 ± 0.02 and pAUC = 0.57 ± 0.06 on the 
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retest set. The ANN performed comparably on the validate and retest sets, with no 

significant differences in either metric (p > 0.10). 

Table 3-1: Generalization of the LDA ROC Curve.  

Performance 
measure 

Cross validation on 
tra in/validate set 

Retest on retest set p-value for 
difference in means 

AUC 0.92 ± 0.01  0.92 ± 0.02 0.81 
pAUC 0.54 ± 0.08 0.52 ± 0.08 0.87 
Spec at 98% sens 0.34 ± 0.13 (113/332) 0.37 ± 0.10 (65/176) 0.89 
PPV at 98% sens 0.44 ± 0.06 (166/377) 0.53 ± 0.05 (124/234) 0.21 
NPV at 98% sens 0.97 ± 0.02 (113/116) 0.97 ± 0.01 (65/67) 0.92 

The table compares 100-fold cross validation on the train/validate set (the 
original 500 lesions) to the performance on the retest set (the latest 303 lesions). The 
LDA achieved high classification performance. Since there were no statistically 
significant differences between the performance metrics, the LDA performed 
equivalently on cross validating on the train/validate set and on retesting on the retest 
set: The LDA generalized well. 

 

Table 3-2: Generalization of the LDA threshold.  

LDA 
Threshold 

TPF on Validate 
ROC 

TPF on Retest 
ROC 

FPF on Validate 
ROC 

FPF on Retest 
ROC 

0.0782 0.953 (161/169) 0.945 (166/176) 0.429 (142/331) 0.466 (59/127) 
0.0373 0.976 (165/169) 0.976 (172/176) 0.613 (203/331) 0.591 (75/127) 
0.0201 0.982 (166/169) 0.984 (173/176) 0.728 (241/331) 0.739 (94/127) 
0.0098 1 (169/169) 1 (176/176) 0.879 (291/331) 0.886 (113/127) 

The LDA thresholds from the validation ROC curve generalized very well to the 
retest ROC curve. The same threshold value determined very similar true-positive 

fraction (sensitivity) and false-positive fraction (1-specificity) operating points on both 
ROC curves. Such performance stability is clinically important for computer-aided 

diagnosis (CADx) systems; knowing the CADx operating point helps the clinician to 
incorporate it into an overall diagnostic decision. 

 

3.3.2 Comparison of LDA and ANN Performances 

The two types of models, LDA and ANN, had very similar performances on 

both the validation and retest sets; the differences were not statistically significant (p > 

0.10). In the interest of brevity, the ANN performance tables are not shown because they 

show very similar trends as the LDA performance tables. The ROC curves for the LDA 

and ANN in both testing paradigms (Figure 3-1) showed that discrepancies among the 
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curves were very minor, and the curves overlap each other with essentially 

indistinguishable classification performance.  

 

 (a) Full ROC curve (b) Partial ROC curve 
Figure 3-1: Full (a) and partial (b) ROC curves: Cross-validation vs. Retest.  

Both the LDA and the ANN generalized well on the retest data set, as shown by 
their overlapping ROC curves. The validation ROC curves (solid curves) lie very close to 

the retest ROC curves (dashed curves). The LDA and ANN had virtually 
indistinguishable classification performances. 

 

3.3.3 Feature Selection and Generalization of Simplified Model 

Stepwise feature selection for the LDA chose the following 14 features: patient 

age, calcification distribution, calcification description, associated findings, comparison 

with prior, anterior-posterior diameter, indication for ultrasound, Stavros mass shape, 

mammographic BI-RADS mass margin, edge shadow, cystic component, ultrasound 

lesion boundary, surrounding tissue effects, and ultrasound special findings. An LDA 

using only these stepwise-selected features performed comparably with no significant 

difference compared to the LDA using all the features (AUC = 0.92±0.02 vs. 0.91±0.02, 
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p > 0.3). The full performance table for the LDA with the stepwise-selected features is 

not shown due to its close similarity to the table of the fully featured LDA. 

3.3.4 Comparing the LDA to the Radiologists’ Assessment of 

Malignancy 

Like the LDA, the radiologists’ assessment also achieved high classification 

performance on the retest set (Table 3-3), with AUC = 0.92 ± 0.02 and pAUC = 0.52 ± 

0.06 on the retest set. There were no statistically significant differences in any of the 

performance metrics of the LDA and radiologists’ overall gut assessment (p > 0.2). For 

example, on this retest data set the LDA and radiologists performed with very similar 

NPV values (97±1% vs. 98±1%, p = 0.25).  

 

Table 3-3: Radiologists’ Assessment on the Retest Set.  

Performance measure LDA Radiologists’ 
assessment 

p-value for difference 
in means 

AUC 0.92 ± 0.02 0.92 ± 0.02 0.98 
pAUC 0.52 ± 0.08 0.52 ± 0.06 0.98 
Spec at 98% sens 0.37 ± 0.10 (65/176) 0.52 ± 0.08 (91/176) 0.25 
PPV at 98% sens 0.53 ± 0.05 (124/234) 0.60 ± 0.05 (124/207) 0.25 
NPV at 98% sens 0.97 ± 0.01 (65/67) 0.98 ± 0.01 (91/93) 0.25 

Both the LDA and the radiologists achieved excellent classification performance 
and performed equivalently, with no statistically significant performance differences 
between them. 

 

Regarding ROC curves for the LDA with all features, the LDA with the stepwise-

selected features, and the radiologists’ assessment of malignancy (Figure 3-2), there were 

no statistically significant differences in any of the performance metrics among the three 

ROC curves (p > 0.2). Although the radiologist curve crossed over the LDA curves 

several times, even at the points of greater divergence, the differences were not 



 

 46 

statistically significant (p > 0.2). For an example lesion on which the LDA and 

radiologist disagreed (Figure 3-3), the LDA correctly classified the lesion as benign.  

 

 

 (a) Full ROC curve (b) Partial ROC curve 
Figure 3-2: LDA vs. Radiologist, Retest Set.  

Shown here are the ROC curves for the LDA with all features, for the LDA with 
the stepwise-selected features, and for the radiologists’ assessment of malignancy. In 
retesting, the LDA, both using all features and using the stepwise-selected features, 

performed very similarly to the radiologists’ overall gut assessment scoring. There were 
no statistically significant differences in any of the performance metrics among the three 

ROC curves (p > 0.2). Although the radiologist curve crossed over the LDA curves 
several times, even at the points of greater divergence, the differences were not 

statistically significant (p > 0.2). 
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Figure 3-3: (a) Mammogram and (b) sonogram of Subject 1.  

Sonographic views of the mass demonstrate an oval, circumscribed mass with 
parallel orientation and no posterior acoustic features. Histopathologic diagnosis 
indicated that this lesion was necrotic breast tissue. Follow-up exams confirm no 

interval change two years post biopsy. The LDA considered this lesion relatively benign 
with a score of 0.33/1.00, whereas the radiologist considered it more indicative of 

malignancy with a score of 85/100. 

Histograms of the LDA output and radiologists’ assessment values for the retest 

set (Figure 3-4) showed that the values for the benign lesions (such as in Figure 3-5) 

tended to fall on the left of the histogram plot with values around zero. Those for the 

malignant lesions (such as in Figure 3-6) were concentrated on the right of the plots, 

around one for the LDA and 100 for the radiologists’ assessment values. There were few 

values in the center regions, compared to those on the extremes.  
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Figure 3-4: Histograms of (a) LDA outputs and (b) radiologists’ overall 
assessments.  

The histogram counts for the truly benign lesions are shown in gray, and those for 
the truly malignant lesions are shown in black. For classification, a threshold would be 

applied to the LDA output, so that output values below the threshold would be 
designated benign and those above it would be designated malignant. 
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Figure 3-5: (a) Mammogram and (b) sonogram of Subject 2.   

The mediolateral oblique mammographic view in 52 year-old subject 
demonstrates an oval, well-circumscribed, equal density mass in the superior left breast. 

Ultrasound views of the mass demonstrate an oval, hypoechoic solid mass with 
circumscribed margins, parallel orientation and posterior acoustic shadowing The 

histopathology result indicated a benign fibroadenoma. Both the LDA and radiologist 
correctly considered this lesion very benign, giving scores of 0.02/1.00 and 0/100, 

respectively. 

 

 

The ROC curves for generalization performance (Figure 3-2) suggest that the 

radiologists may be able to achieve considerable improvements in performance by 

shifting their diagnostic performance to a more desirable operating point on the ROC 

curve. For example, they may perform at 52% specificity, 60% PPV, and 98% NPV by 

adjusting their mental threshold to reduce their sensitivity slightly to 98% sensitivity, i.e., 

resulting in the delayed diagnosis of 2% of actual cancers which may be identified by 
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interval change at a short-term follow-up diagnostic study. Likewise, if the radiologists 

were hypothetically to adopt all the recommendations of the computer model, they 

could have perhaps attained 37% specificity, 53% PPV, and 97% NPV at that same 

98% sensitivity level.  

 

  

Figure 3-6: (a) Mammogram and (b) sonogram of Subject 3.  

Mediolateral oblique mammographic view in 57 year-old subject demonstrates an 
ill-defined, irregularly-shaped, equal density mass in the superior right breast. US views 
of the mass demonstrate an ill-defined, irregularly-shaped mass with posterior acoustic 
shadowing and not-parallel orientation. Histopathologic diagnosis indicated that this 

malignant lesion was invasive ductal carcinoma. Both the LDA and radiologist correctly 
considered this lesion very malignant, with scores of 0.99/1.00 and 95/100, 

respectively. 

 

3.4 Discussion 

To the best of our knowledge our study is the first CADx study not only to use 

sonographic BI-RADS features but also to combine BI-RADS of ultrasound and of 
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mammography. In addition, to justify the clinical use of a CADx system on new 

patients, it is important to estimate its generalization performance. We have estimated 

the generalization performance of both an LDA and an ANN on our data set by using a 

train-validate-retest testing scheme on our data set. There was good evidence of 

generalization for the LDA and ANN because there was no performance drop from the 

validation curves to the retest curves. 

The LDA and ANN had virtually indistinguishable classification performance, 

which indicated that the BI-RADS data were highly linear. In general, such results would 

support the use of the LDA model, which is simpler than the nonlinear ANN and 

therefore less likely to be susceptible to overtraining problems. In our study, however, it 

was demonstrated that there were no problems with overtraining, as both models 

performed very similarly during the retesting phase.  

 Since CADx systems typically give as output a range of values, applying 

a certain threshold to the output determines the operating point (sensitivity and 

specificity settings) at which the clinical decision is made. Knowing the CADx operating 

point helps the clinician to incorporate it into an overall diagnostic decision. We have 

shown that the LDA thresholds from the validation ROC curve generalized very well to 

the retest ROC curve in the clinically important high-sensitivity region, suggesting that 

these threshold values could be used clinically with the LDA on future lesions.  

Because the task of collecting many features can be quite cumbersome, we 

investigated CADx performance using only a subset of the features by performing 

stepwise feature selection. Of the 14 selected features, three had also been found to have 

high malignancy predictive value from a previous study [62]: Stavros mass shape, 

mammographic mass margin, and sonographic lesion boundary. To assure that the 

selected features were adequate to allow the CADx system to generalize well on new 

lesions, a train-test-retest scheme was required. Only the train/validate set was used to 
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select the features, which were then tested in a CADx model on the retest set. LDA with 

only the 14 stepwise-selected features performed just as well as an LDA with all 37 

features. The small number of features required for good performance suggests that this 

CADx model may be able to offer the benefit of a second reader without greatly slowing 

workflow. Similar feature definitions caused some features to be collinear. While data 

collinearity does potentially bias the selected model to be optimistic, the rigorous use of 

cross-validation followed by completely independent re-testing demonstrated that the 

results reported did generalize without optimistic bias. 

LDA distinguished benign from malignant lesions no differently than did the 

radiologists’ assessment scores for our data set. The generalization performances suggest 

that the radiologists may be able to achieve a more desirable operating point on their 

ROC curve by adjusting their mental threshold to have slightly lower sensitivity but 

much higher specificity. If the radiologists were to adopt all the recommendations of the 

computer model, they could substantially increase specificity while maintaining a high 

sensitivity level. 

The radiologists in this study were experienced dedicated breast imagers. It is 

hoped that less specialized radiologists using such a system could improve their 

diagnostic performance closer to that of breast specialists. In practice, it remains to be 

determined how radiologists would use the results from such computer models, in 

particular whether they would modify their biopsy recommendation in order to refer to 

short-term follow-up those lesions deemed to be very likely benign. It also remains 

unknown whether the 2% of cancers mistakenly referred to follow up would prove to 

remain early stage such as with the current clinical practice of following probably benign 

lesions.  

There are limitations to our study: The BI-RADS data collection included 

multiple lesions per patient for 66 of the 803 lesions, the restriction to solid masses 
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rather than cysts, and the inclusion of only biopsy-proven lesions. Additionally, 

radiologists allowed the mammogram to influence their recording of the sonographic 

features, because they analyzed the mammogram immediately before the sonogram.  The 

study was organized in this manner to better reflect actual clinical practice in which the 

mammogram is obtained immediately prior to the sonogram and decision are made using 

all available data. They also could have shifted their diagnostic sensitivity and 

specificity levels from their usual clinical levels because they were aware that the lesion 

diagnoses had been resolved and therefore their assessment ratings did not directly 

affect patient care.  

3.5 Conclusions 

In conclusion, the models’ classification and generalization performance on our 

data set suggest that the models could be used as a computer-aided diagnosis (CADx) 

system for future mass lesions. Since the LDA threshold values generalized well, the 

desired operating point on the ROC curve could be set for future lesions, increasing the 

usefulness of the CADx system. Because the stepwise-selected features were adequate 

for good classification and generalization, they could be used in a CADx system that 

would require only minimal feature collection. In our study we were not trying to 

improve diagnostic accuracy of dedicated breast imagers, but rather to offer a tool to 

radiologists to allow a substantial decrease in the number of unnecessary benign breast 

biopsies while minimizing the number of delayed breast cancer diagnoses. 

This study laid the foundation for decision fusion by establishing performance 

benchmarks using traditional classifiers for breast cancer diagnosis. In the next chapter, 

we apply our decision fusion algorithm to this data set and compare the classification 

performance to that of the traditional classifiers. 



 

 54 

4 Investigating Decision Fusion’s Performance for a Variety of 

Data Structures: a Simulation Study 

This is the first of two chapters about simulation studies investigating the 

behavior of decision fusion. With these chapters, we investigate the testing performance 

of decision fusion for various data conditions.  By noting decision fusion’s behavior for 

various data conditions, we can develop guidelines about when and how to run decision 

fusion on clinical data sets with similar data characteristics. 

4.1 Introduction 

Most medical data sets make for difficult classification problems due to common 

issues such as low signal strength, a high proportion of weak features, and highly 

correlated features. Because these data set issues confound many traditional classifiers, 

we apply decision fusion to simulated data sets with these characteristics in order to 

assess its use as a decision aid for medical data. 

Our decision fusion algorithm has as its local classifiers the likelihood ratio. 

Therefore it is important to investigate how their thresholds influence decision fusion 

performance. Beginning with the simplest case of the signal known exactly, we define the 

classification statistic for the likelihood ratio, which measures class separability and 

signal strength. We then present a series of small simulation studies in which we vary the 

signal strength and examine the resulting ranges of near-optimal threshold sets. Both 

theoretical and experimental results are presented. 

Because the signal structure is almost never known for clinical data, it must be 

estimated from the training data. Decision fusion has the significant advantage that it 

considers only one feature at a time, requiring it to estimate only one-dimensional 
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probability distribution functions (PDFs). One-dimensional PDFs require many fewer 

training cases to estimate than do multidimensional PDFs. With this distribution 

estimation technique, we study decision fusion’s performance for a variety of data 

structures, including low signal strength, a high proportion of weak features, and highly 

correlated features and feature groups. We also investigate the ability of decision fusion 

to generalize to testing cases as measured by an arbitrary figure of merit (FOM); if 

decision fusion is trained to maximize a particular FOM on the training samples, does it 

also score well by that FOM on independent testing samples? Answering such questions 

about decision fusion’s behavior will allow us to identify data set characteristics that 

are well suited for decision fusion. 

4.2 Likelihood Ratio Theory for the Signal Known Exactly Case 

As in Chapter 2: Background, we model the two data classes (e.g. benign and 

malignant) with the additive noise model 
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It is often more convenient to compute the log of the likelihood ratio: 
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The distributions of the log likelihood ratio are also normal under each hypothesis: 
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The likelihood ratio’s classifying ability can then be determined by the separation 

between the distributions 
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The SKE likelihood ratio theory can help us understand decision fusion theory, 

because our decision fusion algorithm uses likelihood ratios as the local classifiers to 

generate the local decisions to be fused.  

4.2.1 Effect of Threshold Value for the Signal Known Exactly Case 

We start our exploration of decision fusion’s behavior with the simplest case: the 

signal known exactly (SKE) case for fusing two decisions. These decisions came from 

features drawn from independent normal distributions. We varied these features’ signal 

energy 

! 

E
s
 in order to investigate how signal strength affects decision fusion’s 
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performance. The testing results are plotted for the entire range of the possible likelihood 

ratio thresholds.  For easier comparison across plots, the ranges were scaled to between 

zero and one by substituting the thresholds for the decisions’ analogous

! 

Pf  values, since 

there is a one-to-one correspondence between the likelihood ratio threshold and the 

resulting decision’s ROC operating point (

! 

Pd ,

! 

Pf ). 

We performed a series of small simulations, varying the signal strength of the 

features and exploring decision fusion’s resulting performance. Both the theoretical and 

empirical decision fusion performances are shown.  

Figure 4-1 shows the decision fusion performance for fusing two medium-strength 

features (SNR=1). The testing AUC value depended heavily on the threshold, or 

equivalently, on the 

! 

Pf  value. For near optimal threshold choices, 

! 

Pf " 0.3, the testing 

performance had a maximum of 

! 

AUC = 0.77.  Poor threshold choices, shown in the 

extreme corners of the plot, led to very poor testing performance of 

! 

AUC " 0.5 . There 

was a close match between the theoretical (Figure 4-1a) and empirical (Figure 4-1b) 

results. 

 

 
 (a) Theoretical performance (b) Empirical performance 

Figure 4-1: Decision fusion test performance, fusing two features with SNR=1.0. 
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Decision fusion test performance for all possible likelihood ratio threshold values 
in (a) theoretical and (b) empirical simulation studies. The empirical results matched the 
theoretical results very closely. The threshold values are uniquely determined by the 

! 

Pf  
values for the decisions, which form the axes of the plots.  This experiment fused two 
decisions coming from features with SNR=1, drawn from independent normal 
distributions. Both features’ thresholds had large effects on decision fusion’s 
performance. 

 

Figure 4-2 shows the testing AUC performance for the fusion of one strong 

(SNR=4) and one weak feature (SNR=0.1). The horizontal color bands indicate that the 

threshold for the strong feature had a large effect on the testing performance, but the 

threshold for the weak feature was largely irrelevant.  

 

 

Figure 4-2: Decision fusion test performance, fusing two features with SNR=4 
and 0.1. 

Decision fusion test performance for all possible likelihood ratio threshold values 
in (a) theoretical and (b) empirical simulation studies. The empirical results matched the 

theoretical results very closely. This experiment fused two decisions coming from one 
strong feature with SNR=4 and one weak feature with SNR=0.1. The strong feature’s 

threshold value had a large effect on decision fusion’s performance, but the weak 
feature’s threshold was largely irrelevant. 

 

Figure 4-3 shows the testing AUC performance for the fusion of two weak 

features (SNR=0.1). Although the shape of the plots seem to indicate that the thresholds 
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for both weak features had a large effect on the performance, the performance range 

actually very small and barely above chance guessing (AUC=0.50 to about 0.55).  

 

 

Figure 4-3: Decision fusion test performance, fusing two weak features with 
SNR=0.1. 

Decision fusion test performance for all possible likelihood ratio threshold values 
in (a) theoretical and (b) empirical simulation studies. The empirical results matched the 
theoretical results very closely. This experiment fused two decisions coming from weak 
features with SNR=0.1. Neither feature’s likelihood ratio threshold had much effect on 
decision fusion’s performance, as seen by the very small range in the color bars to the 
right of the plots. 

 

Figure 4-4 shows the testing AUC performance for the fusion of two strong 

features (SNR=4). Because of the high feature strength, decision fusion’s testing 

performance was saturated at near perfect levels for large ranges of possible threshold 

values (

! 

0 " Pf " 0.3). However, thresholds in the bottom right corner of the plot show 

that decision fusion depends heavily on good threshold values, even for strong features. 
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Figure 4-4: Decision fusion test performance, fusing two strong features with 
SNR=4.0. 

Decision fusion test performance for all possible likelihood ratio threshold values 
in (a) theoretical and (b) empirical simulation studies. The empirical results matched the 
theoretical results very closely. This experiment fused two decisions coming from strong 
features with SNR=4. Because of the high signal strength, there was a large range of 
threshold values that resulted in high performance. However, for thresholds in the lower 
right corner of the plot, decision fusion still had poor performance. 

 

These trends continued into higher dimensions.  Figure 4-5 shows the testing AUC 

performance for the fusion of three decisions: two medium-strength features (SNR=1) 

and one weak feature (SNR=0.1). To compare with earlier plots, a horizontal slice of 

Figure 4-5 is very similar to Figure 4-1 (fusion of two features with SNR=1). There was a 

much larger effect on performance for the medium-strength features than there was for 

the weak feature, as seen by the fact that the AUC volume does not vary much in the 

vertical direction. 
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Figure 4-5: Decision fusion test performance for fusing three decisions. 

Test performance is shown for all possible likelihood ratio threshold values. The 
decisions came from two medium-strength features with SNR=1 and one weaker feature 
with SNR=0.5. The 

! 

Pf values of the medium-strength features (1 and 2) are shown in the 
floor or horizontal plane of the figure, and those of the weak feature are plotted along 

the vertical axis. The contour lines of the decision fusion’s performance indicate that the 
thresholds for the medium-strength features affected the performance, whereas those for 

the weaker feature were not as relevant.  

 

The above simulations were all run with the signal known exactly. However, the 

exact signal structure is almost never known in medical data sets. We therefore now 

focus on the more clinically realistic signal unknown case. 

4.3 Signal Unknown Case 

When the signal structure is unknown, we must estimate it from the training data. 

Our decision fusion algorithm uses the likelihood ratio for its local classifiers, 

 

! 

" features(X) =
p(X |H1)

p(X |H0)
, (4-6) 
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but because generally we do not know the PDFs 

! 

p(X |H0)  and 

! 

p(X |H1)  for medical 

data sets, we estimate these distributions with histograms of the training data. It was 

feasible to approximate the distributions with histograms, because our decision fusion 

algorithm considers only one feature at a time, which requires much less training data 

than estimating multidimensional distributions. This density estimation approach was 

used in all of the following experiments. Once we estimated the one-dimensional feature 

densities, we continued along with our decision fusion algorithm by forming local 

classifiers of likelihood ratios. A genetic algorithm optimized the thresholds for these 

likelihood ratios. 

Here we present a list of small simulation experiments to explore decision 

fusion’s testing behavior for the signal unknown case. The first experiment tests whether 

a particular figure of merit (FOM) that is maximized in training is in fact also maximized 

in testing.  Then we present a series of experiments that differed in their input data 

structures, such as feature correlations and number of feature groups.  

4.3.1 Figures of Merit in Training and Testing 

This experiment tested whether optimizing for a certain figure of merit (FOM) on 

a training set actually maximizes that FOM on a testing set. The purpose of this 

experiment was to verify whether we could directly optimize for certain clinically 

relevant performance measures, which is important because those are the measures that 

will ultimately determine if these models can be clinically useful.  Recall from Chapter 2: 

Background that a genetic algorithm can optimize the decision fusion algorithm by 

searching for a set of thresholds to maximize a particular FOM. 

 

! 

" optimal = argmax  FOM[# fusion (u;")]  (4-7)  
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We considered the following two FOMs: area under ROC curve (AUC), and 

partial area under the ROC curve (pAUC), which represents the average specificity 

performance of the classifier at sensitivities from 90% to 100% [116-118]. To 

demonstrate the large potential of training decision fusion to arbitrary FOMs, we trained 

decision fusion to optimize the differences AUC – pAUC and pAUC – AUC. These 

metrics allowed us to maximally separate the two FOMs. 

Figure 4-6 shows bloxplots of the testing AUC values for decision fusion 

optimized in training to prefer AUC over pAUC (FOM: AUC – pAUC) and pAUC over 

AUC (FOM: pAUC – AUC). The testing performances matched the training goals; 

decision fusion favoring AUC actually maximized AUC in testing, and similarly for 

decision fusion favoring pAUC (Figure 4-7). 

  

 

Figure 4-6: Test AUC values for decision fusion favoring AUC (DF-A) and 
favoring pAUC (DF-P).  

The AUC-optimized algorithm (DF-A) did indeed yield higher testing AUC 
values than did DF-P. 
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Figure 4-7 shows the test pAUC values for decision fusion variants favoring 

AUC and pAUC. It is easier to favor pAUC over AUC than vice versa, since one can 

maximize AUC with no pAUC by having an ROC curve match the line 

! 

Pd = 0.9. Indeed, 

such ROC curves were formed by decision fusion favoring AUC over pAUC, as seen by 

its very small pAUC values. 

 

 

Figure 4-7: Test pAUC values for decision fusion favoring AUC (DF-A) and 
favoring pAUC (DF-P).  

The pAUC-optimized algorithm (DF-P) did indeed yield higher testing pAUC 
values than did DF-A. 

 

This experiment demonstrated the great flexibility of decision fusion in 

maximizing an arbitrary performance metric. The following experiments maximized 

AUC (irrespective of pAUC), which we used as a summary statistic of classification 

performance. 
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4.3.2 The Deleterious Effect of Weak Features 

Most clinical data sets have only a few strong features and many weak features. 

This experiment tested whether decision fusion’s performance degrades with the 

addition many very weak features to data set of a few strong features. 

For the first part of this experiment, we ran the decision fusion algorithm on two 

version of a data set.  First we started with a data set of five strong features at SNR=2 

each. Then we added 20 weak features at SNR=0.05 each. As shown in Figure 4-8, the 

testing performance did not suffer much from the introduction of the weak features, 

although its variance increased. 

 

Figure 4-8: Boxplots of testing AUC for strong features with and without 
additional junk features. 

The junk features were completely uncorrelated with the response. The “all 
strong” case consisted of 5 features at SNR=2 each, whereas the “strong plus weak” 

case consisted of 5 features at SNR=2 plus 20 weak features at SNR=0.05. The average 
testing AUC performance dropped only slightly with the addition of junk features, but 

the variance of the testing AUC increased dramatically. 
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However, Figure 4-8 is not a fair test of the effect of introducing weak features, 

because, while weak, those features did in fact add signal strength to the data set. Their 

additional signal helped to offset the possible disadvantage of weak features. To create 

a more fair test, we then kept constant the signal strength of the whole data set at 

SNR=10. When we introduced the weak features, we subtracted signal from the strong 

features, lowering their signal strength to SNR=1.8, so that all the features’ SNR still 

summed to SNR=10 for the whole data set. Figure 4-9 shows that this experiment 

showed the deleterious effect of introducing weak features. The testing AUC fell from 

! 

AUC = 0.955 ± 0.005 for only the strong features to 

! 

AUC = 0.945 ± 0.01 for the weak 

plus strong features. However, this performance drop was not substantial enough to 

make a large difference in a clinical decision problem (

! 

p = 0.37). 

 

 

Figure 4-9: Boxplots of testing AUC for strong features with and without 
additional junk features. 

The “all strong” case consisted of 5 features at SNR=2 each. To keep the whole 
data set SNR constant at 10, for the “strong plus weak” case the 5 features were 

lessened to SNR=1.8 when we added the 20 weak features at SNR=0.05. The average 
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testing AUC performance dropped by approximately 0.13 with the addition of junk 
features, and the variance of the testing AUC increased. 

Along with low signal strength, another common issue in medical data sets is 

high feature correlation.  

4.3.3 Feature Correlation and Information Redundancy 

This experiment focused on the assumption of our independent decision-fusion 

algorithm that all the local decisions are statistically independent. Two features with 

SNR=1.0 each were drawn from a multivariate normal distribution, as the correlation 

coefficient increased from 0 to 1.0. As Figure 4-10 shows, feature correlation decreased 

decision fusion’s testing performance.  

 

Figure 4-10: Testing AUC vs. feature correlation, fusing two features with SNR = 
1.  

The bold line shows the mean testing AUC value, and the dotted lines mark one 
standard deviation from the mean. Feature correlation degraded decision fusion’s testing 
performance, which was at a maximum with no correlation (nonredundant features) and 
fell to a minimum at a correlation of 1.0 (completely redundant features). 
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The performance drop shows that high feature correlation lowers decision 

fusion’s performance by providing redundant information to the algorithm. Therefore in 

order to maximize decision fusion’s performance on medical data sets, it is helpful to 

provide minimally correlated features.  

Because features in medical data sets are more likely to be clustered to groups of 

correlated features, we now investigate feature groups. 

4.3.4 The Deleterious Effect of Groups of Highly Correlated Features 

This experiment studied the effect of highly correlated feature groups on decision 

fusion performance. We chose to have 1000 samples and 15 features, and we held the 

whole data set signal strength constant at SNR=5. To imitate heterogeneous data sets 

with groups of correlated features, we varied the number of feature groups, where each 

group consisted of three highly correlated features with a correlation coefficient of 0.8. 

Features not in these feature groups were uncorrelated. The features were drawn from a 

15-dimensional normal distribution, and the feature correlations were defined by the 

distribution’s covariance matrix. Figure 4-11 shows both the multivariate normal 

distribution’s covariance matrix (Figure 4-11a) and the correlation matrix from the 

drawn observations (Figure 4-11b), for the data set having three feature groups. Feature 

correlation intensity was shown in color, from blue, indicating low correlation, to red, 

indicating high correlation. 
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Figure 4-11: Correlation structure for a data set of three feature groups.  

Drawing from multivariate normal distribution with covariance matrix (a) 
resulted in  observations with correlation matrix (b). Each group contains three highly 
correlated features, with a correlation coefficient of 0.8. The remaining features are all 
uncorrelated.  

 

As the number of feature groups varied from zero to five, we ran the decision 

fusion algorithm and recorded the testing performance. Figure 4-12 shows that the 

testing performance dropped with more feature groups, from 

! 

AUC = 0.85 ± 0.01 for zero 

groups (all independent features) to 

! 

AUC = 0.78 ± 0.015 for five groups (no 

independent features) (

! 

p = 0.0001).  
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Figure 4-12: Boxplots of the test AUC for various numbers of groups of highly 
correlated features.  

The whole data set SNR was held constant at SNR=5. Each feature group 
consisted of three highly correlated features with a correlation coefficient of 0.8. 

 

4.4 Discussion 

The above experiments investigated properties of decision fusion algorithm that 

can be used on medical data sets with data structures similar to these simulated data 

sets. It is apparent from Section 4.2.1 that the threshold values are important to 

optimize the testing performance of the decision fusion algorithm. Therefore proper 

training of the algorithm requires identifying the optimal set of thresholds. Especially for 

fusing many decisions, it is important to use a high-dimensional search strategy, such as 

a genetic algorithm, to find the optimal threshold set. As expected, thresholds matter 

more for stronger and medium-strength features than for weak features. 

The next experiment showed that a particular set of thresholds that maximized a 

given figure of merit on training observations also maximize that same figure of merit on 

testing observations. We considered the two clinically used metrics AUC and pAUC. 
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The decision fusion algorithm trained to prefer one metric over the other showed the 

same preference in testing cases. This good generalization performance has important 

clinical significance, especially when a computer decision aid must operate with certain 

performance constraints, such as high sensitivity for a screening test or high specificity 

for a diagnostic test.  

Decision fusion coped encouragingly well with a data set diluted with many 

weak features. As Section 4.3.2 showed, the testing performance for a data set of only 

strong features dropped only slightly when many weak features were added. Decision 

fusion’s ability to cope with vast amounts of weak data is quite useful for most medical 

data sets, which typically consist of only a few strong features and a large majority of 

weak features. Studies on clinical data presented in later chapters confirm this ability. 

Decision fusion was also able to cope with moderately correlated features, 

although highly correlated features did significantly lower testing performance. In Section 

4.3.3 decision fusion did not have a statistically significant performance drop for 

correlations with coefficients less than 0.3 (

! 

p = 0.67). Although decision fusion’s 

performance did degrade with correlations of individual features, it dropped only 

slightly with many groups of highly correlated features. Because of this ability to cope 

with correlated feature groups, decision fusion shows much promise as a classifier for 

heterogeneous data sets. 

4.5 Conclusions 

Given by the optimal thresholds for its input decisions, decision fusion showed 

promise in dealing with a variety of common issues of medical data sets. Decision fusion 

was able to cope with many weak features and moderately well with correlated features 

and feature groups. These performance trends help us to identify data sets on which 

decision fusion would perform well as a useful decision aid. 
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5 Estimating Minimum Sample Size for Decision Fusion 

Continuing from the previous chapter to explore the behavior of decision fusion, 

this chapter presents a Bayesian method for estimating the minimum number of samples 

that decision fusion needs to achieve its asymptotic testing performance, which is 

defined as the testing performance resulting from an infinite number of training samples.  

This technique to estimate sample size is useful when designing or analyzing studies 

involving clinical data sets, as in the following two chapters. 

5.1 Introduction 

Computational models and computer-aided diagnosis (CADx) systems are 

becoming increasingly important in medicine.  In order for these models to serve as a 

useful medical tool, they must be properly trained and must generalize well to new 

cases.  Good generalization depends heavily upon proper training, which requires an 

adequate number of training samples.  However, training cases are often difficult to 

acquire; collecting medical data is often time-consuming and expensive.  To make best 

use of limited resources and to allow computational models to be properly trained, it is 

important to estimate the minimum required size of a data set. 

Many studies have shown that small data sets adversely affect modeling efforts.  

Fukunaga and Hayes [134] and Raudys and Jain [135] have conducted reviews of the 

large literature of finite-sample effects.  Pertaining specifically to finite-sample effects on 

CADx, Chan et al. [136, 137] showed how a small sample size introduces bias and 

degrades the CADx classifier performance.  This effect has been explored in depth for 

linear classifiers [100, 138] and artificial neural networks (ANNs) [139-141].  Finite 

sample size is especially important when classifier training is performed in conjunction 

with classifier design and feature selection [100, 140, 142].   
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The finite-sample effect confounds traditional classifiers because they have only 

a few samples from which to estimate the structure of a complicated data set.  

Estimating multidimensional probability density functions (PDFs) is a difficult problem 

in statistical learning. One method for tackling this problem is to consider only one 

dimension at a time.  With limited observations, it is far easier to estimate a one-

dimensional PDF than a high-dimensional PDF. One classifier designed to meet this 

challenge is decision fusion. One of decision fusion’s main advantages is that it avoids 

the problem of having to estimate multidimensional probability distribution functions 

(PDFs).  Our decision fusion technique reduces the dimensionality of the classification 

problem’s feature space by initially considering only one feature at a time.  By estimating 

only the one-dimensional distribution of each feature separately, decision fusion is able 

to capture underlying trends in the data by using fewer training samples than many 

multidimensional modeling techniques. 

The purpose of this study was to identify the minimum sample size for a 

decision fusion classification.  The minimum sample size was defined as the minimum 

number of training samples that decision fusion required to achieve its asymptotic 

classification performance.  We developed a Bayesian method to model the uncertainty 

from the finite-sample effect and explore this uncertainty’s effect on decision fusion’s 

classification performance.  This method’s performance trends were shown in a large 

series of Monte Carlo simulation runs.  

5.1.1 Uncertainty about the Local Classifiers’ ROC operating points  

The decision fusion algorithm combines binary decisions by using the ROC 

operating points (

! 

Pd,Pf ) at which those decisions were made.  Recall from Chapter 2 

that the main decision fusion equation is  
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! 
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where 

! 

" fusion  is the likelihood ratio of the binary decisions 

! 

u
1
,...,up , and for a single 

decision 

! 

u
i
, 

! 

Pd
i
 and 

! 

Pfi  are respectively the probabilities of detection and false alarm. 

Because the likelihood ratio equation requires the 

! 

Pd,Pf  values, these values must be 

known exactly in order for decision fusion to perform optimally. 

The optimality of decision fusion is guaranteed only if we know the ROC 

operating points exactly. These values are easily calculated on training data; a threshold 

! 

"  applied to the observed classifier output value 

! 

" feature  yields the operating point 

values 

! 

Pdtrain ,Pftrain( )
"
.  But in order for decision fusion to achieve optimal 

generalization performance, we must also be able to determine the ROC operating points 

for future cases.  However, for testing data or future samples this calculation is 

impossible because we cannot explicitly determine which ROC operating points are 

determined by that same threshold 

! 

" .  When applied to new samples, this threshold 

will yield different operating point values 

! 

Pdtest ,Pftest( )
"
.  Large differences between the 

training and testing ROC operating points, 

! 

Pdtrain " Pdtest ,Pftrain " Pftest( )
#

, will degrade 

the decision fusion’s performance on future observations.  But small differences will 

allow decision fusion to generalize at near-optimal levels.  Statistical learning theory 

states that such a training-testing difference shrinks with more training samples, because 

both observed training and testing values converge to asymptotic values determined by 

the data’s underlying probability distribution [143].   
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Therefore we can use a statistical framework to estimate how many training 

samples are required for good generalization on future cases.  In order to estimate the 

minimum number of samples required for decision fusion to reach its asymptotic 

classification performance, we can model the uncertainty of the 

! 

Pd  and 

! 

Pf  estimates.  

By choosing different thresholds, we can estimate the uncertainty of each operating 

point on the ROC curve.  Figure 5-1 shows a local classifier’s ROC curve with its 

uncertainty band.  An arbitrary threshold determines a particular operating point, 

shown by the dot.  For this study we chose the threshold 

! 

" =1.  The vertical and 

horizontal arrows in Figure 5-1 represent the ROC operating point’s uncertainty. The 

following statistical methodology describes how to model this uncertainty. 

 

Figure 5-1: Diagram of uncertainty of an ROC operating point.   

Uncertainty is formulated as a statistical distribution of ROC curves.  Solid line 
shows the observed ROC curve, and dotted lines form 5% and 95% percentile bands.  A 
particular threshold determines a specific operating point, shown by the dot. Distance 
between bands shows ranges of the specific operating point probability of false alarm 

! 

Pf  horizontally and probability of detection 

! 

Pd  vertically.  As the number of training 
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observations is increased, leading to asymptotic classification performance, the testing 
ROC curve and its uncertainty band approach their stable shapes and positions. 

 

5.1.2 Estimating the Uncertainty of the Local Classifiers’ ROC 

Operating Points 

To estimate the uncertainty of the ROC operating points, one could use any of 

the following three estimation methods: ROC parametric fitting, sampling of a fixed 

ROC curve, and sampling of the input data.  

 

5.1.2.1 Parametric Modeling of the ROC Curve 
In parametric modeling of the ROC curve, a common assumption is the binormal 

assumption: the data points from class 0 (

! 

H
0
 hypothesis) and class 1 (

! 

H
1
 hypothesis) 

have normal distributions [114, 115, 144].  Under this assumption, the ROC parameters 

are fit.  Along with point estimates for the curve’s parameters, the fit also gives us the 

parameters’ variances.  With these variances we can model the uncertainty of the ROC 

operating points and estimate the minimum sample size [145].  This study did not use 

this ROC modeling technique in order to avoid the potential limitations of the binormal 

assumption.  

 

5.1.2.2 Nonparametric Modeling of the ROC Curve 
In nonparametric bootstrap sampling, we use an empirical ROC curve.  We can 

perform bootstrap sampling over the set of values of the output decision variable, which 

generates a set of bootstrapped ROC curves [133].  From generated ROC curves, we can 

calculate the confidence bands along the ROC curve.  For any particular operating point, 

this method can calculate the 

! 

Pd  and 

! 

Pf  variances.  Note that for this method the 

classifier is run only once, producing a single set of values of it output decision variable.  
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Sampling is then performed on these output values to generate many similar ROC 

curves.  This study did not use this technique in order to avoid possible biases due to 

single draws of small samples that were not representative of their underlying 

distributions. 

For a nonparametric method that is more computationally expensive but also 

potentially less biased, we could sample the input data points.  Whereas the above 

method performs sampling after a single run of the classifier, this method runs the 

classifier for each sampling draw.  With each data sample, the classifier runs and 

generates an ROC curve.  It is this second nonparametric sampling method that we have 

used in this study. 

5.1.3 A Bayesian Method to Integrate over the Uncertainty of the 

Local Classifiers’ ROC Operating Points 

Once we have estimated the ranges of the ROC operating points, we can pass 

this information to the decision fusion algorithm by constructing a Bayesian model.  In a 

Bayesian setting, we define an a priori distribution of the ROC operating points.  

Although any form for the distribution can be used, we chose a small uniform 

distribution centered on the training estimates 

! 

Pdtrain ,Pftrain( )
"
[88]. 

 

! 

Pd
"
~U Pdtrain "

#$Pd ,Pdtrain "
+ $Pd( )

Pf
"
~U Pftrain "

#$Pf ,Pftrain "
+ $Pf( )

 (5-2) 

Here 

! 

2"
Pd

 and 

! 

2"Pf  are the distribution widths of 

! 

Pd  and 

! 

Pf , respectively.  The 

a priori distribution of 

! 

Pd,Pf( )
"
 allowed us to integrate over the 

! 

Pd,Pf( )
"
 uncertainties 

in order to get a marginal estimate of the decision-fusion likelihood-ratio value. 

 
  

! 

" fused #
= L

Pf1

$
Pd1

$ " fused Pd,Pf( )
Pf p

$
Pd p

$
#

 d(Pd
1
)d(Pf

1
)Kd(Pdp )d(Pf p )  (5-3) 
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This integral’s large dimensionality would require intensive computation to evaluate it 

with direct numerical methods. Therefore we approximate the integral with a Monte 

Carlo simulation study.  

Our Monte Carlo simulation consisted of three main steps: (1) Generate input 

data, (2) Train the decision fusion classifier to the observed data and model the 

uncertainty of the ROC operating points, and (3) Apply the trained decision fusion 

classifier to the testing data.  These three steps were performed under various 

conditions, so as to observe trends in decision fusion’s classification performance.  The 

goal was to identify the minimum number of training observations needed for the 

decision fusion algorithm to achieve its asymptotic classification performance. 

The first step of the Monte Carlo simulation was to generate the input data 

! 

X .  

We drew sample 

! 

X  values from normal distributions.  Both training and testing data 

sets were drawn for each Monte Carlo sampling iteration.  These samplings produced a 

large set of ROC curves.  On these ROC curves we applied the threshold 

! 

" =1 as in 

Equation 2-23 and calculated the 5% and 95% quantiles for the ROC operating points. 

For the second step, we used the 5% and 95% percentiles to set the domains of 

the a priori distributions of the ROC operating points 

! 

Pd,Pf( )
"
.  Then we drew sample 

ROC operating points from their respective distributions (Equation 

! 

Pd
"
~U Pdtrain "

#$Pd ,Pdtrain "
+ $Pd( )

Pf
"
~U Pftrain "

#$Pf ,Pftrain "
+ $Pf( )

 (5-2).  For each draw, we computed the decision 

fusion likelihood-ratio value 

! 

" fusion  (Equation 

! 

" fusion (u1,...,up ) = "decision (ui)
i=1

p

#

=
Pr(ui =1 |H1)

Pr(ui =1 |H0)i=1
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 (2-2).  Next, we averaged the computed likelihood-ratio values over all the 

drawn ROC operating points to yield a marginal estimate of the likelihood-ratio value: 

 
  

! 

ˆ " fused =
1

pM
L

Pf1

#
Pd1

# " fused Pd,Pf
Pf p

#
Pd p

#  (5-4) 

Here 

! 

p  is the number of features, and 

! 

M  is the number of draws in the Monte 

Carlo simulation.  We ran the simulation for approximately 500,000 sampling iterations. 

In the third step, the trained decision fusion models were applied to independent 

testing data.  Classification performance was measured with ROC analysis. 

5.1.4 Investigating Decision Fusion’s Asymptotic Behavior 

Using the above Bayesian method, we investigated the asymptotic classification 

performance of the decision fusion algorithm.  The goal was to determine the minimum 

number of training samples at which the asymptotic value was reached.  The training 

sets had varying numbers of observations, from 10 to 1000, whereas testing sets always 

comprised at least 1000 observations.  The training and testing sets were independent.  

As the sample size varied, the performance trends were analyzed under various data set 

conditions and algorithmic parameter settings.  Over the simulated data sets, we varied 

the features’ signal-to-noise ratios (SNRs) and the number of features, which determined 

the number local binary decisions to fuse. We varied the degree of overlap between the 

distributions of the two classes, which created various signal strengths, with signal-to-

noise ratios (SNRs) ranging from 0.05 to 5.0 per feature.  

To measure the effect of diluting the signal across features, we also held constant 

the signal strength of the entire data set, but we spread the signal evenly across various 

numbers of features.  For example, we chose a whole data set SNR = 10, which we 

divided into 2 features at SNR = 5.0 each, 5 features at SNR = 0.4 each, 10 features at 

SNR = 0.2 each, and 20 features at SNR = 0.1 each.  We identified the number of 
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training samples at which the asymptote was reached by asymptote was reached when 

the AUC was within 0.01 of the asymptote: 

! 

AUC
n
" AUC# < 0.01 where 

! 

AUC
n
 is the 

testing AUC for n training samples, and 

! 

AUC"
 is the asymptotic testing performance. 

In order to demonstrate decision fusion’s performance on data sets of many very 

weak features, we spread the whole data set SNR = 10 across 200 features at SNR = 

0.05 each.  At such a low signal strength, each feature’s signal was deeply buried in 

noise.  We ran both the Bayesian decision fusion algorithm and linear discriminant 

analysis (LDA) on this weak data set, for various numbers of training samples. 

5.2 Results 

Table 5-1 lists the asymptotic testing performance levels and the minimum 

sample size for various experimental conditions.  The Monte Carlo simulations showed 

that more training samples increased the expected value and decreased the variance of 

the testing metric 

! 

AUC
test

.  Decision fusion achieved its highest testing performance with 

more local binary decisions coming from stronger features (higher SNRs).  

 

Table 5-1: Asymptotic classification testing performance levels of decision fusion 
under various experimental conditions. 

Number of 
decisions 

Feature SNR Asymptotic 

! 

AUC
test

 
Minimum required 
training samples 

2 0.1 0.58 (0.56, 0.59) 1000 
2 1.0 0.76 (0.76, 0.77) 550 
5 0.1 0.65 (0.63, 0.66) 950 
5 1.0 0.89 (0.88, 0.89) 450 
10 0.1 0.69 (0.67, 0.72) 700 
10 1.0 0.95 (0.95, 0.96) 550 
100 0.1 0.86 (0.83, 0.89) 850 
100 1.0 1.00 (0.99, 1.0) 70 
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Although the Monte Carlo simulation was run many times for different settings 

of various variables, for clarity we focus here on one representative algorithmic setting: 

the fusion of two decisions, coming from features with a SNR of 1.0 and created by 

applying the threshold 

! 

" =1.  To investigate how the training set size affected decision 

fusion’s testing performance, we varied the number of training samples from 10 to 1,000.  

Figure 5-2 shows means and ranges of the ROC operating points, both training and 

testing.  Note that we use the notation 

! 

Pd  and 

! 

Pf  for the theoretical operating point 

values but 

! 

TPF and 

! 

FPF  for their respective observed values.  The drawn 

! 

TPF  and 

! 

FPF values reached their asymptotic distributions for training sets of 500 or more 

samples.  Figure 5-3 shows the operating points’ estimation errors 

! 

TPF
train

"TPF
test( )

#=1
 

and

! 

FPF
train

" FPF
test( )

#=1
.  Similarly to the operating points’ values, their errors also 

reached their asymptotic distributions at 400 observations.  These drawn operating 

point values created the set of decision fusion ROC curves shown in Figure 4a.  As the 

number of training samples increased, the band of resulting ROC curves shifted from a 

loose band around the chance diagonal line (for 10 training samples, shown in red) to a 

tight band at much higher performance (for 1000 training samples, shown in magenta).  

The areas under these ROC curves are shown at the red line in Figure 5-5c.  The bold, 

solid red line delineates the mean of the AUC values, and the dotted red lines mark the 

5% and 95% percentile ranges.  Agreeing with Figures Figure 5-2, Figure 5-3, and Figure 

5-4a, this figure shows that at approximately 400 training samples decision fusion 

reached its asymptotic testing performance: AUC = 0.75 (with a 90% confidence 

interval of 0.74 to 0.76). 
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(a) Drawn TPF values and training set size (b) Drawn FPF values and training set size 
Figure 5-2: Monte Carlo simulations of ROC operating points. 

The ROC operating points were determined by the threshold 

! 

" =1, for the task of 
fusing two local binary decisions.  Each local binary decision resulted from the threshold 
applied to noisy feature variables with signal-to-noise ratio (SNR) of 1.0.  Figure 2a 
shows the true positive fraction (TPF or 

! 

Pd ) values, and Figure 2b shows the false 
positive fractions (FPF or 

! 

Pf ) values, with mean values shown in bold, surrounded by 
5% and 95% quantile curves.  Train and test ROC operating points matched up well.  
There was wide variance for small training sets, but for more than 400 train samples, 
TPF and FPF values attained asymptotic values. 
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Figure 5-3: Generalization error of estimated ROC operating points. 

 Generalization errors are differences between the train and test values, 

! 

TPF
train

"TPF
test( )

#=1
 and 

! 

FPF
train

" FPF
test( )

#=1
.  For decision fusion task of fusing two 

decisions from features with SNR = 1.0, errors reach asymptotic values at 
approximately 400 samples. 

 

Figures Figure 5-4 and Figure 5-5 also show the testing performance for other 

algorithmic settings, such as other numbers of decisions to fuse and stronger or weaker 

features.  In Figure 5 the input features varied from weak with SNR = 0.1 to stronger 

with SNR = 1.0.  For the very weak features (Figure 5-5a), none of the decision fusion 

curves attained their asymptotes by 1000 training samples.  Stronger features (Figure 5-5 

b and c) allowed the decision fusion algorithm to reach its asymptotic values.  

 



 

 84 

 

Figure 5-4: Multiple test ROC curves are shown for fusing five decisions from 
features with SNR = 2.   

These ROC curves show testing classification performance; the decision fusion 
algorithm was trained on training sets of varying sizes and then applied to a constant 
and independent testing set of 1000 observations.  As the number of training cases 
increased, the test ROC curves rose from a high-variance set around the change diagonal 
line (10 samples, green curves) to a low-variance set at high performance (100 train 
samples, red curves).  Adequate number of training samples allows the test ROC curves 
approach their asymptotic shape. 
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Figure 5-5: Effect of SNR on testing convergence.   

Testing AUC versus the number of training samples is plotted for features each 
with SNR = (a) 0.1, (b) 0.5, and (c) 1.0.  For every signal strength scenario, more features 
provide more information and faster convergence to a higher asymptotic value, since all 
features have the same SNR value.  For example, with 100 features at SNR = 1.0 (Fig. 5-
5c, purple curve), testing AUC levels off with only 50 samples, whereas with the same 
SNR per feature but fewer features, many hundreds of samples are needed (Fig. 5-5c, 
red, green, and blue curve).  As the individual feature SNR increases between the sub-
plots, convergence also occurs with fewer training samples. 
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Figure 5-6 shows the testing performance with the whole data set signal held 

constant at SNR = 10.  In different algorithm runs, the signal was split over 2, 5, 10, and 

20 decisions.  For each scenario, decision fusion achieved the same asymptotic testing 

performance, 

! 

AUC" = 0.95 ± 0.01.  This asymptotic testing performance was reached at 

50 training samples for 2 decisions, at 90 training samples for 5 decisions, at 300 

training samples for 10 decisions, and at 400 training samples for 20 decisions.  

 

 

Figure 5-6: Testing AUC versus the number of training samples, whole data set 
kept constant at SNR = 10.   

The mean AUC values are plotted in bold, and the 5% and 95% confidence 
bands are shown in light dotted lines.  To measure the effect of diluting the signal across 
features, the signal was spread evenly across various numbers of features.  Having more 
but weaker features introduced extra uncertainty into the classification problem.  
Therefore decision fusion required more training samples in order to reach its asymptotic 
performance value.  We used the stopping rule that the asymptote was reached when 
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the AUC was within 0.01 of the asymptote: 

! 

AUC
n
" AUC# < 0.01 where 

! 

AUC
n
 is the 

testing AUC for n training samples, and 

! 

AUC"
 is the asymptotic testing performance.  

Decision fusion reached the asymptotic testing value 

! 

AUC" = 0.95 ± 0.01 at 50 training 
samples for 2 decisions, 90 training samples for 5 decisions, 300 training samples for 10 
decisions, and 400 training samples for 20 decisions. 

 

Comparing the testing performances of decision fusion and LDA, Figure 5-7 

shows the classifiers’ performance trends on a very weak data set of 200 features, each 

with SNR = 0.05.  The mean testing AUC values appear in bold, and the thin dotted 

curves indicate the 5% to 95% quantile bands.  Both classifiers started at near-chance, 

poor discrimination for very small sample sizes.  Decision fusion outperformed LDA at 

100 training samples (

! 

p <10
"6 ) and even at 20 training samples (

! 

p <10
"3 ), although, 

with so few training cases, both classifiers performances were only marginally better 

than chance guessing (

! 

AUC = 0.51 for LDA and 

! 

AUC = 0.54  for decision fusion). 

 



 

 88 

 

Figure 5-7: LDA vs. Decision fusion on a very weak data set. 

Decision fusion test performance, fusing two features with SNR=1.0.Comparison 
of classifiers linear discriminant analysis (LDA) and decision fusion using a very large 
dimensional problem with weak features (total SNR of 10 split among 200 features, each 
with SNR = 0.05).  The classifiers’ mean AUC values are shown in bold, with the 5% 
and 95% percentile bands shown in dotted lines.  Decision fusion consistently 
outperformed LDA on this very weak data set. 

 

5.3 Discussion and Conclusion 

Because of the high cost of collecting many medical data sets, it is important to 

estimate the minimum sample size needed for a scientific study.  Although calculating 

this estimate is difficult for many machine learning algorithms, it is feasible for decision 

fusion.  This study describes a Bayesian technique for estimating the minimal number of 

training samples at which decision fusion reaches its asymptotic testing performance.  
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Numerous Monte Carlo simulations investigated the effect of training sample size on 

decision fusion’s testing behavior. 

The Monte Carlo simulations demonstrated certain general decision fusion 

performance trends.  As expected, small training sets created test ROC curves that are 

near the chance diagonal line.  Larger data sets created better-performing test ROC 

curves.  These test ROC curves approached their asymptotic shape as the number of 

training observations is increased.   

As expected, adding more signal energy to the data set increased the 

classification performance.  Keeping constant the SNR per feature, the test performance 

increased with more local decisions to fuse.  The asymptotic testing levels always rose 

sequentially from the task of fusing two decisions to that of fusing 100 decisions.  For 

very small training set sizes, however, sparse-sampling effects caused the testing curves 

to cross; fusion of 100 decisions underperformed the fusion of fewer decisions (Figure 

5-5).  However, the performance differences here were not statistically significant.  In 

addition to boosting classification performance, more local decisions also decreased the 

variances of the resulting ROC curves and their areas.  The testing performance also rose 

with increasing signal strength of the features.  Weak features caused the decision fusion 

algorithm to need many more training samples in order to reach its asymptotic testing 

performance.  More training features were also needed for the 

! 

Pd  and 

! 

Pf  draws to 

reach their asymptotic distributions.  

Holding the whole-dataset SNR constant, we spread the signal energy across 

various numbers of features.  This signal spreading added uncertainty to the decision 

fusion problem.  To recover from this extra uncertainty and dimensionality, decision 

fusion needed more training samples.  However, as long as the whole-dataset SNR was 

held constant, decision fusion eventually reached the same asymptotic AUC 

performance level, as shown in Figure 5-6.  To illustrate an extreme example of signal 
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spreading, a whole-dataset SNR of 10 was spread across 200 features, creating a large 

number of very weak features.  Figure 5-7 shows that decision fusion outperformed an 

LDA, even on very few training samples.  Although admittedly these performance 

values are poor for this extremely challenging data set, Figure 5-7 demonstrates decision 

fusion’s performance benefit over more traditional classifiers.  Because the decision 

fusion algorithm does not need to estimate multidimensional PDFs, it is an especially 

useful tool for weak datasets with few training samples. 

The presented decision fusion algorithm was based on two important 

assumptions.  The first assumption was that the local binary decisions were statistically 

independent.  Although this independence assumption seems restrictive, it often does 

not lower the classification performance below that of the optimal decision fusion 

processor for correlated decisions, which requires more data to train accurately [88].  

Note that we assume only the local binary decisions to be statistically independent, but 

not the sensitivity, false-positive rate, or even the features on which the local decisions 

were made.  The second assumption was that the local classifiers’ outputs were 

normally distributed.  This assumption was made only for convenience in this simulation 

study, but it is not necessary for medical data.  The distributions of the local classifiers’ 

ROC operating points can be estimated using either a parametric fit for the ROC curve 

or a bootstrap sampling technique.  

In our next chapter, we apply the decision fusion algorithm to two clinical data 

sets.  We can use the sample size methods described in this study to estimate whether 

those medical data sets were large enough for decision fusion to achieve its asymptotic 

performance. Data set M consisted of breast mass features, and data set C consisted of 

breast calcification features.  The classification goal was to distinguish benign from 

malignant lesions.  The breast mass data set M (mass lesions) was the easier 

classification problem, with decision fusion yielding 

! 

AUC = 0.94 ± 0.01. Figure 5-8a 
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shows the histogram of SNR values of the 38 features.  Data set C (calcification lesions) 

presented a much more challenging classification problem (Figure 5-8b), with 110 very 

weak features (almost all with 

! 

SNR < 0.10).  The large number of very weak features led 

decision fusion to yield 

! 

AUC = 0.85 ± 0.01, even with 1508 training samples.  By 

comparing the decision fusion performance on similar generated data sets from the 

simulation study, the described Bayesian methodology suggested that the breast mass 

data set M did in fact have enough training samples for decision fusion to reach its 

asymptotic performance level.  The calcification data set C, however, did not reach its 

asymptotic performance level because of the large number of very weak features. 

 

 

(a) SNR histogram for breast mass data set M (b) SNR histogram for breast 
 calcification data set C 

Figure 5-8: Histograms of SNR values of mass and calcification data sets. 

Histograms of the feature signal-to-noise ratio (SNR) values for data sets of (a) 
breast mass lesions and (b) a breast calcification lesions used in our previous study 
[146].  The calcification data set consisted of much weaker features (lower SNR) and 
thus presented a much more challenging classification problem.  With stronger features, 
the mass data set presented an easier classification problem. 
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Although the majority of results presented here were from simulated data, it is 

important to explain how to use this algorithm on clinical medical data.  Researchers can 

use the following steps: 

1. Choose local binary classifiers for the features.  Each feature should have its 

own separate classifier, such as a likelihood ratio classifier. 

2. Pick ROC operating points at which these local classifiers will operate.  

Previous work [146] showed how to use a genetic algorithm to choose these 

local operating points in order to optimize decision fusion’s classification 

performance. 

3. Estimate the uncertainty range of the chosen ROC operating points.  This 

estimation can be done by either the ROC curve fitting or nonparametric 

sampling methods, as described in section C. 

4. Integrate over the operating point uncertainty using the described Bayesian 

approach, which is implemented by a Monte Carlo simulation.  Run the 

decision fusion algorithm using the drawn ROC operating point values. 

 

In conclusion, we have described a Bayesian technique to estimate the minimum 

number of training samples at which decision fusion reaches its asymptotic testing 

performance.  Although the technique has been introduced on simulated data, the 

approach is general and can be applied to medical data, such as in the next chapter. 
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6 Decision Fusion for Prediction of Breast Biopsy using Two 

Heterogeneous Data Sets 

The previous two chapters investigated decision fusion theory and empirical 

behavior on simulated data sets.  Now that the decision fusion’s foundation has been 

set with theory and practical application on simulated data, we apply the decision 

fusion to clinical medical data. This chapter focuses on decision fusion’s performance on 

clinical data and compares it with more traditional classifiers for computer-aided 

diagnosis.  

As more diagnostic testing options become available to physicians, it becomes 

more difficult to combine various types of medical information together in order to 

optimize the overall diagnosis. To improve diagnostic performance, here we introduce an 

approach to optimize a decision-fusion technique to combine heterogeneous information, 

such as from different modalities, feature categories, or institutions. 

6.1 Introduction 

There has been considerable CADe and CADx research based upon a rich 

variety of modalities and sources of medical information such as: digitized screen-film 

mammograms [37-41], full-field digital mammograms [42], sonograms [43-45], MRI 

images [46], and gene expression profiles [47]. Current clinically implemented CADx 

programs tend to use only one information source, although multimodality CADx 

programs [27] are beginning to emerge. Moreover, most CADx research has been 

performed using relatively homogeneous data sets collected at one institution, acquired 

using one type of digitizer or digital detector, or using features drawn from one source 

such as human-interpreted findings versus computer-extracted features. Increasingly 
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however there is a trend towards boosting diagnostic performance by combining together 

data from many different sources to create heterogeneous data. We defined 

heterogeneous data as comprising multiple, distinct groups. Specifically, for this study 

we considered as heterogeneous any of the following data set characteristics: multiple 

imaging modalities, multiple types of mammogram film digitizers, data collected from 

multiple institutions, and various types of features extracted from the same image, 

especially computer-extracted and human-extracted features. Combining heterogeneous 

data types for classification is a difficult machine-learning problem, but one that has 

shown promise in bioinformatics applications [28-30].  

To meet the challenge of combining heterogeneous data types, we turned to a 

decision-fusion method that operates by the following two steps: 1. Classifiers use 

feature subsets to generate initial binary decisions, and 2. These binary decisions are 

then combined optimally using decision fusion theory. Decision fusion offers the 

following advantages: It handles heterogeneous data sources well, reduces the problem 

dimensionality, is easily interpretable, and is easy to use in a clinical setting. Decision 

fusion has effectively combined heterogeneous data in many diverse classification tasks, 

such as detecting land mines using multiple sensors [147], identifying persons using 

multiple biometrics [148], and CADx of endoscopic images using multiple sets of 

medical features [149]. 

The purpose of this study was to optimize a decision-fusion approach for 

classifying heterogeneous breast cancer data. We compared this decision-fusion 

approach to a linear discriminant and an artificial neural network, which are well-

studied techniques that have frequently been applied to breast cancer CADx [37, 77, 

150, 151]. This study evaluates these classification algorithms on two breast cancer data 

sets using two different clinically relevant performance metrics.  
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6.2 Material and Methods 

6.2.1 Breast Cancer Human Subject Data 

For this study, we chose two different breast cancer data sets, which differed 

considerably in the type and number of subject cases as well as the type and number of 

medical information features describing those cases. 

 

6.2.1.1 Data Set C: Microcalcification Lesions 
Data set C consisted of all 1508 mammogram microcalcification lesions from the 

Digital Database for Screening Mammography (DDSM) [152]. The outcomes were 

verified by histological diagnosis and follow-up for certain benign cases, yielding 811 

benign and 697 malignant calcification lesions. Figure 1 shows the feature group 

structure of this data set. The feature groups were 13 computer-extracted calcification 

cluster morphological features, 91 computer-extracted texture features of the lesion 

background anatomy, 2 radiologist-interpreted findings, 3 radiologist-extracted features 

from the Breast Imaging Reporting and Data System (BI-RADSTM, American College of 

Radiology, Reston, VA) [125] and subject age. In total, data set C had 110 features and 

a sample-to-feature ratio of approximately 14:1. Each mammogram was digitized with 

one of four digitizers: a DBA M2100 ImageClear at a resolution of 42 microns, a Howtek 

960 at 43.5 microns, a Howtek MultiRad850 at 43.5 microns, or a Lumisys 200 Laser at 

50 microns. To study this large, heterogeneous data set, no attempt was made to restrict 

cases only to a single digitizer, as was common in most previous studies. Moreover, no 

standardization step was applied to the images to correct for the differences in noise, 

resolution, and other physical characteristics from the various digitizers. We used a 

512x512 pixel ROI centered on the centroid of each lesion (using lesion outlines drawn 

by the DDSM radiologists) for image processing and for generating the computer-
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extracted features. We extracted morphological and texture (spatial gray level 

dependence matrix) features, which were shown to be useful in a previous study of 

CADx by Chan et al. [77].  

This data set had many heterogenic characteristics, such as that it was collected 

at four different institutions, scanned on four types of digitizers with different physical 

characteristics, and included both human-extracted and computer-extracted features, 

such as shape and texture features. 

 

Figure 6-1: Feature Group Structure for Calcification Data Set C (Calcification 
Lesions) 

 

6.2.1.2 Data Set M: Mass Lesions 
Data set M consisted of 568 breast mass cases that were collected in the 

Radiology Department of Duke University Health System between 1999 and 2001. 

These cases were an extension of the data set described in detail in our previous studies 

[62, 153]. Definitive histopathologic diagnosis from biopsy was used to determine 



 

 97 

outcome, yielding 370 benign and 198 malignant mass lesions. Figure 2 shows the feature 

group structure of this data set. Dedicated breast radiologists recorded all features.  

The mass data set was heterogeneous because it was comprised of 3 distinct 

types of data: 13 mammogram features, 23 sonogram features in turn drawn from 3 

different lexicons (Ultrasound BI RADS, Stavros, and others) [62], as well as 3 subject 

history features. In total data set M had 39 features and a sample-to-feature ratio of 

approximately 15:1.  
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Figure 6-2: Feature Group Structure for Mass Data Set M (Mass Lesions) 

6.2.2 Classifiers 

This study used the following three classifiers: linear discriminant analysis 

(LDA), back-propagation artificial neural network (ANN), and decision fusion. We 
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created two variants of decision fusion based on different optimization goals: 1) DF-A: 

decision fusion optimized for the entire area under the ROC curve (AUC), notated as 

DF-A, and 2) DF-P: decision fusion optimized for normalized partial AUC (pAUC).   

6.3 Results 

6.3.1 Classifier Performance on Data Set C (Calcification Lesions) 

Figure 4 shows the validation ROC curves for the calcification data. Table 1 lists 

the classification performances of the four classifiers, while Tables 2 and 3 list the two-

tailed p-values for the pairwise comparisons by AUC and pAUC, respectively. The DF-

A showed the best overall performance, with AUC = 0.85 ± 0.01, and the DF-P was 

slightly worse with AUC = 0.82 ± 0.01. Both decision-fusion ROC curves were well 

above those of the LDA and ANN, both in terms of AUC (p < 0.0001) and pAUC (p < 

0.02). None of the features were particularly strong by themselves; we ran an LDA on 

each feature separately, yielding on average AUC = 0.53 ± 0.03, with a maximum of 

AUC = 0.66 for the best feature.  
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Figure 6-3: ROC Curves for Data Set C (Calcification Lesions).  

The classifiers’ ROC curves for 100-fold cross validation are shown. Figure 2 (a) 
shows the full ROC curves, while Figure 2 (b) shows only the high-sensitivity region (TPF 
≥ 0.90). For the calcification data set, the four classifiers yielded differing classification 
performance under 100-fold cross validation. Both decision-fusion curves lay 
significantly above the LDA and ANN curves, both in terms of AUC and pAUC. As 
expected, the decision-fusion classifiers achieved the highest scores of all the classifiers 
for their target performance metrics; DF-A attained the greatest AUC, whereas DF-P 
attained the greatest pAUC. The DF-P curve surpassed the DF-A curve and dominated 
the other curves above the line TPF = 0.90. In order to gain high-sensitivity performance, 
DF-P sacrificed performance in the less clinically relevant range of TPF < 0.90. 

 

Table 6-1: Classifier Performance on Calcification Data Set C 

Classifier AUC pAUC 

DF-A 0.85 ± 0.01 0.28 ± 0.03 

DF-P 0.82 ± 0.01 0.38 ± 0.02 

ANN 0.76 ± 0.01 0.14 ± 0.02 

LDA 0.68 ± 0.01 0.09 ± 0.06 
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Table 6-2: P-values for AUC Comparisons for Calcification Data Set C 

 DF-A DF-P ANN LDA 
DF-A  0.018 < 0.0001 < 0.0001 
DF-P      0.0001 < 0.0001 
ANN    < 0.0001 
LDA     

 

The DF-P curve (pAUC = 0.38 ± 0.02) crossed the DF-A curve (pAUC = 0.28 ± 

0.03) at the line TPF = 0.9. In order to gain high-sensitivity performance, DF-P sacrificed 

performance in the less clinically relevant range of TPF < 0.9. The DF-A beat the DF-P in 

terms of AUC (p = 0.018) but lost in pAUC (p < 0.01). Both decision-fusion classifiers 

greatly outperformed the both the ANN (pAUC = 0.14 ± 0.02) and LDA (pAUC = 0.09 

± .06) in terms of pAUC.  

 

Table 6-3: P-values for pAUC Comparisons for Calcification Data Set C 

 DF-A DF-P ANN LDA 
DF-A  0.0084 0.018 < 0.0001 
DF-P      0.0001 < 0.0001 
ANN    0.016 
LDA     

 

6.3.2 Classifier Performance on Data Set M (Mass Lesions) 

Figure 5 shows the validation ROC curves of the classifiers for the mass data set. 

Table 4 lists the classification performances of the four classifiers, whereas Tables 5 and 

6 list the p-values for the pairwise comparisons by AUC and pAUC, respectively. For 

this data set, all the classifiers had higher but very similar performance, with AUC 

ranging from 0.93 ± 0.01 (LDA) to 0.94 ± 0.01 (DF-A). With the exception of DF-P (p = 

0.50), the DF-A nonetheless significantly outperformed both the LDA (p = 0.021) and 

the ANN (p = 0.038) in terms of AUC. The LDA, ANN, and DF-P curves were all very 

similar, for both AUC (p > 0.10) and pAUC (p > 0.10). Figure 5 (b) shows the ROC 
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curves in the high sensitivity region above the line TPF = 0.90. The classifiers’ pAUC 

values ranged narrowly from 0.57 ± 0.07 (ANN) to 0.67 ± 0.05 (DF-P), all close enough 

to show no statistically significant differences (p > 0.10). However, the DF-P did have a 

higher specificity than the LDA at both 98% sensitivity (0.37 ± 0.10 vs. 0.13 ± 0.13, p = 

0.04) and at 100% sensitivity (0.34 ± 0.08 vs. 0.09 ± 0.12, p = 0.03).  The DF-P curve 

passed the DF-A curve approximately at the line TPF = 0.90 and yielded a slightly 

higher pAUC (0.67 ± 0.05 vs. 0.63 ± 0.07), although this improvement was not 

statistically significant (p = 0.48). 

 

Figure 6-4: ROC Curves for Data Set M (Mass Lesions).  

For the mass data set, all classifiers had high levels of classification performance. 
The DF-A and DF-P achieved the highest AUC and pAUC, respectively. In terms of 
AUC, the DF-A outperformed both the ANN and LDA (p = 0.038 and 0.021, 
respectively). In Figure 5 (b), the DF-P curve had slightly more partial area than the other 
curves. Despite having statistically equivalent partial areas, the DF-P had a greater 
specificity than the LDA at high sensitivities TPF = 0.98 (p = 0.03). 
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Table 6-4: Classifier Performance on Mass Data Set M 

Classifier AUC pAUC 
DF-A 0.94 ± 0.01 0.63 ± 0.07 
DF-P 0.93 ± 0.01 0.67 ± 0.05 
ANN 0.93 ± 0.01 0.57 ± 0.07 
LDA 0.93 ± 0.01 0.59 ± 0.06 

 

Table 6-5: P-values for AUC Comparisons for Mass Data Set M 

 DF-A DF-P ANN LDA 
DF-A  0.50 0.038 0.021 
DF-P   0.20 0.17 
ANN    0.53 
LDA     

 

 

Table 6-6: P-values for pAUC Comparisons for Mass Data Set M 

 DF-A DF-P ANN LDA 
DF-A  0.48 0.45 0.27 
DF-P   0.14 0.12 
ANN    0.46 
LDA     

 

6.4 Discussion 

The multitude of medical data becoming available to physicians presents the 

problem of how best to integrate the information for diagnostic performance. Despite 

recent availability of this information, current CADx programs for breast cancer tend to 

use only one type of data, usually digitized mammogram films. Because many clinical 

tests provide complementary information about a disease state, it is important to 

develop a CADx system that incorporates data from disparate sources. However, 

combining disparate data types together for classification is a difficult machine-learning 

problem. This study used the likelihood-ratio detector and decision-fusion classifier to 

detect the presence of a malignancy (a signal) within medical data (noisy features). We 
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also compared the performance of this classifier to two popular classifiers in the CADx 

literature, LDA and ANN, and we measured the diagnostic performance with two 

classification metrics, ROC AUC and pAUC. Finally, we performed these studies using 

two very different data sets in order to assess performance differences due to the data 

set itself. 

Data set C (calcification lesions) had a stronger nonlinear component, indicated 

by the fact that the ANN AUC was much greater than the LDA AUC. The robustness of 

the decision-fusion algorithm is evident in its good performance on this weaker, 

nonlinear, and noisy data set. Decision fusion significantly outperformed the ANN and 

LDA on the calcification data set for both performance metrics. Figure 6-3 and Table 6-1 

show that the biggest performance gain is in the pAUC metric, for which decision fusion 

doubled the performance of the other classifiers. 

On data set M (mass lesions), all four classifiers seemed to be saturated at a high 

level of performance in terms of both AUC and pAUC, as shown in Figure 6-4 and 

Table 6-5 and Table 6-6. Performances were largely equivalent across all models, except 

for two trends. In terms of AUC, the DF-A outperformed both the ANN and the LDA 

(p = 0.038 and 0.021, respectively). Although on this data set decision fusion offered 

only relatively modest gains in pAUC, it did achieve a significantly better specificity 

than the LDA at several of the highest sensitivities of the ROC curve (p < 0.05). 

This decision-fusion algorithm has many potential benefits over more traditional 

classification algorithms. Decision fusion can be optimized for any desired performance 

metric by incorporating the metric into the fitness function of the genetic algorithm for its 

search over the likelihood-ratio thresholds. This advantage has important clinical 

implications, as both the physician and the CADx algorithm are constrained to operate 

at high sensitivity. The performance metric can emphasize good performance at high 

sensitivities and deemphasize performance at clinically unacceptable low sensitivities. 
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Therefore we expect the DF-A curve to maximize AUC and the DF-P curve to maximize 

pAUC. The DF-P curve should fall under the DF-A curve for low FPF values but should 

cross the DF-A curve at the line TPF=0.90 to capture a greater pAUC value. Figure 6-3 

and Figure 6-4 show evidence that the DF-P did optimize pAUC. The DF-P ROC curves 

crossed the DF-A curves at the line TPF = 0.90 and do in fact have a larger pAUC value 

than the DF-A curves. Another advantage is that decision fusion is robust and can 

recover from noisy, weak features. The likelihood-ratio classifier passes information 

about the strength or weakness of a feature to the decision fuser, which adjusts the 

influence given to that feature. This feature-strength information is the ROC operating 

point (sensitivity and specificity) determined by the likelihood-ratio threshold that was 

found by the genetic algorithm search. Figure 2-5 shows a schematic of this information 

flow from the individual features to the decision fuser. The robustness of the algorithm 

also suggests that decision fusion may be able to reach the asymptotic validation 

performance with fewer data. This is important for most medical researchers who are 

starting to collect new databases and for any databases that are expensive to collect. 

Because our decision-fusion technique needs to estimate only one-dimensional PDFs, 

which require much fewer data points than multidimensional PDFs, decision fusion 

needs many fewer data points for training. For this reason, the decision-fusion algorithm 

may be able to handle typical clinical data sets with missing data, as shown in previous 

work with decision fusion [94].  

Drawbacks of the decision-fusion algorithm include losing potentially useful 

feature information by reducing the likelihood-ratio values of the features to a binary 

value. Although the algorithm loses some feature information in this step, it recovers by 

optimally fusing the remaining binary feature information from that point forward. In the 

ideal case, if the true underlying multivariate distribution of the data happens to be 

known or can be estimated with a high degree of confidence, then the Bayes classifier 
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can take this information into account and is theoretically optimal. However, since the 

true underlying distribution is almost never known in practice, decision fusion is a good 

alternative method, especially for small and noisy data sets. 

 

6.5 Conclusions 

We have developed a decision-fusion classification technique that combines 

features from heterogeneous data sources. We have demonstrated the technique on both 

a data set of two different breast imaging modalities and a data set of human-extracted 

versus computer-extracted findings. With our data, decision fusion always performed as 

well as or better than the classic classification techniques LDA and ANN. The 

improvements were all significant for the more challenging data set C, but not always 

significant for the less challenging data set M. Such a statement may not reflect the full 

diversity of these data sets, which differ in many respects, including linear separability, 

numbers of cases and features, and feature correlations.  

Future work will explore the contribution of such factors in order to understand 

the full potential and limitations of the decision-fusion technique. In conclusion, the 

decision-fusion technique showed particular strength in the task of combining groups of 

weak, noisy features for classification. With this chapter we end our study of imaging 

data, and in the next chapter we investigate decision fusion on a proteomics data set for 

breast cancer. 
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7 Identifying Circulating Markers for Breast Cancer Detection 

While the preceding chapters have all used breast imaging data, this chapter 

builds a computer aid to detect breast cancer using breast blood data.  Here we explore 

the feasibility of detecting breast cancer using circulating protein levels.  

7.1 Introduction 

Mammographic screening is more problematic for younger women [154, 155], 

whose denser breast tissue occludes lesions. While mammography’s positive predictive 

value (PPV) ranges from 60% to 80% in older women (age 50-69), it is only 20% in 

women under age 50 [156]. Premenopausal women account for approximately one third 

of breast cancer patients in Britain and other high-risk countries [157]. Younger patients 

tend to experience more aggressive forms of breast cancer and have significantly lower 

survival rates and higher local and distant relapse rates than older patients [158]. In 

fact, one study [159] found that, after lymph node status, young age was the second 

most powerful risk factor for breast cancer recurrence and mortality.  

To boost the diagnostic performance in younger women, screening can benefit 

from additional technologies. To complement imaging tools for cancer screening, new 

sources of information are becoming available, such as protein profiling and gene 

expression profiling. Although some progress has been made using gene expression 

profiling of excised breast tissue samples [47, 160-163], collecting such data requires 

invasive biopsies, which is less practical for screening programs, and it is unclear what 

advantage these invasive tests would have over routine histopathological analysis of 

biopsy samples.  

For the far less invasive blood draw, however, it is fitting and convenient to 

perform protein profiling. Proteins offer detailed information about tissue health 
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conditions, allowing the identification of cancer type and risk, and thereby prompting 

potentially better targeted and more effective treatment. Serum and plasma protein-

based screening tests have already been developed for many diseases, such as 

Alzheimer’s disease [164], cardiovascular disease [165], prostate cancer [166], and 

ovarian cancer [167].  

For breast cancer, however, there are currently very few markers used clinically. 

Limited success has been reported for identifying breast cancer proteins using mass 

spectroscopy of the tumor tissue [168], but to date no strong protein biomarkers for 

breast cancer have been found in serum. Some studies have shown correlations between 

individual circulating proteins and breast cancer [169], but to our knowledge these 

promising proteins have not been assessed collectively to identify the most promising 

subset for breast cancer detection.  

The goals of this study were to identify promising serum proteins to detect breast 

cancer and to investigate the feasibility of using these protein levels in a screening tool 

based on statistical models. For improved prediction performance on this noisy data 

set, we used iterated Bayesian model averaging [103] of classical regression models 

(linear, logistic, and probit). These classifiers were compared with decision fusion in 

terms of diagnostic performance. To better understand the cancer-specificity of the 

screening test, we also ran the classifiers on proteins of benign lesions.   

7.2 Methods 

7.2.1 Data Collection 

This study enrolled 97 women undergoing diagnostic biopsy for breast cancer as 

well as 68 normal controls at Duke University Medical Center from June 1999 to October 

2005. Table 7-1 shows the demographics of the study population. 
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Table 7-1: Subject demographics 

 

 

Blood sera were collected under the HIPAA-compliant protocol ''Blood and 

Tissue Bank for the Discovery and Validation of Circulating Breast Cancer Markers.''  

Blood was collected from subjects prior to surgical resection. All specimens were 

collected in red-stoppered tubes and processed generally within 4 hours (but not greater 

than 12 hours) after collection and stored at -80°C.  Sera were assayed using the 

Luminex platform and reagents for the 98 proteins shown in Table 7-2.  In addition to 

the protein levels, patient age and race were also recorded, brining the total to 100 

features in all. 
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Table 7-2: List of the 98 serum proteins measured by ELISA assay (Luminex 
platform) 

 

7.2.2 Statistical Modeling 

In order to incorporate these proteins into a breast cancer screening tool, we must 

build statistical models linking the protein levels to the probability of malignancy.  We 

used decision fusion and also three common regression models: linear, logistic, and 

probit regression 

These regression models become unstable and predict poorly if there are 

relatively few observations and many features (the “large p, small n problem”).  It is 

better to choose a subset useful features, but when the number of features, 

! 

p , is large, it 
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is computationally infeasible to compare the full set of 

! 

2
p  models.  Various feature-

selection techniques navigate the model search space, either by a deterministic heuristic, 

such as stepwise feature selection, or stochastically, such as Bayesian model selection 

[101, 102]. 

Regardless of the variable selection method, choosing only one model for 

prediction comes with an inherent risk. When multiple possible statistical models fit the 

observed data similarly well, it is risky to make inferences and predictions based only 

on a single model  [103]. In this case predictive performance suffers, because standard 

statistical inference typically ignores model uncertainty. 

Once the initial set of models was determined, we accounted for model-selection 

ambiguity by using Bayesian model averaging (BMA). BMA has been shown to have 

better predictive performance than any single model chosen at random from the initial 

model set.  

7.2.3 Promoting Feature Scarcity with Iterated BMA 

In order to make a more economical screening test, it was important to limit the 

number of proteins to assay, which required the classification models to use a small 

subset of features. But Bayesian model averaging was designed to model the model-

selection uncertainty and to improve predictive performance [112], not to choose a small 

set of features. To promote feature sparsity, we applied an iterative adaptation of BMA 

[104]. This method initially ranks each feature separately by the ratio of between-group 

to within-group sum of squares (BSS/WSS) [113]. Ordered by this (BSS/WSS) ranking, 

iterative BMA runs traditional BMA within each iteration and discards proteins that 

have low posterior probabilities of relevance. By discarding proteins that have small 

influence on classification, this iterative procedure keeps only the most relevant proteins. 
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7.2.4 Other Classifiers for High-Dimensional Feature Spaces 

In addition to iterated BMA of classical regression models, we also classified the 

data using three other dimensionality-reducing methods: a support vector machine 

(SVM) [143] with recursive feature selection [170, 171] and least-angle regression [172], 

and decision fusion. All modeling was performed using the R statistical software 

(version 2.4.1), and specifically the BMA package (version 3.0.3) for iterated BMA, the 

packages e1071 (version 1.5-16) and R-SVM 

(http://www.hsph.harvard.edu/bioinfocore/RSVMhome/R-SVM.html) for the SVM 

with recursive feature selection, and the lars package (version 0.9-5) for least angle 

regression. We extended the BMA package to compute the full predictive distributions 

(as in Figure 7-6) within cross-validation using an MCMC approach. We sampled from 

the posterior distributions of the models’ regression coefficients and to sample from the 

posterior predictive distributions.  

To estimate generalization performance on future cases, all classifiers were run 

with leave-one-out cross-validation (LOOCV). Feature selection was performed within 

each fold of the cross-validation, and feature strength was determined by a feature’s 

selection frequency over the folds. The classifiers’ performances were analyzed and 

compared using receiver operating characteristic (ROC) analysis. 

7.3 Results 

7.3.1 Normal versus Cancer 

Figure 7-1 shows a plot of the models chosen by Bayesian model averaging of 

linear models for the classification task of normal vs. cancer.  The models are ordered by 

selection frequency, with the most frequently selected model on the left and the least 

selected model on the right.  Strong, often chosen features will appear as horizontal 
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bands across the plot.  Feature coefficients are shown in red for positive coefficient 

values and blue for negative values.  The strongest features are listed in Table 7-3. 

 

Figure 7-1: Models selected by iterated BMA of linear models, normal vs. cancer.  

Models are ordered by selection frequency, with the best, most frequently 
selected models on the left and the weakest, rarest chosen on the right. Coefficients with 
positive values are shown in red and negative values in blue. Strong, frequently selected 

features appear as solid horizontal stripes. 

 

Table 7-3: Proteins chosen by iterated BMA of linear models, normal vs. cancer. 

Selected Protein: Biological Role: 
MIF: Macrophage inhibitory factor Inflammation 
MMP-9: matrix 
matrixmetalloproteinase 9 

Extracellular matrix 
destruction 

MPO: myeloperoxidase Cytotoxicity, produces 
hypochlorous acid 

 

Figure 7-2 shows the marginal posterior probability distribution functions (PDFs) 

for the first nine features.  These PDFs of the coefficients were produced by model 

averaging. The posterior probability that the coefficient is zero is represented by a solid 
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line at zero, with height equal to the probability. The nonzero part of the distribution is 

scaled so that the maximum height is equal to the probability that the coefficient is 

nonzero.  The supplementary materials show similar plots for the rest of the features 

and for the classification tasks of normal tissue vs. benign lesions and normal vs. 

malignant lesions. 

 

Figure 7-2: Marginal posterior distributions of the coefficients. 

The distributions are for BMA of linear models, for the classification task of 
normal vs. cancer. The vertical axis shows the probability values, and the horizontal 
axis shows the value of the feature 

! 

j ’s coefficient 

! 

" j . The height of the vertical line 
segment at 

! 

" j = 0  represents the probability that the coefficient is exactly zero. 

Figure 7-3 shows the ROC curves for the six classifiers, run with LOOCV. 

Although there were no statistically significant differences among the curves’ areas 

(

! 

p > 0.12), decision fusion was able to achieve the highest specificity, 60%, at 90% 

sensitivity (

! 

p < 0.02). Whereas the ROC curves shows the classification performance for 

the entire range of output thresholds, the performance for the specific threshold of 0.5 is 

shown in Table 7-4. 
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Figure 7-3: ROC curves for normal tissue vs. cancer.  All six classifiers performed 
similarly. 

 

Table 7-4: LOOCV classification errors, normal vs. cancer. 

 

 



 

 116 

The models were also compared in terms of the model size.  The feature selection 

frequencies were averaged over all folds of the LOOCV and then normalized to sum to 

one.  Figure 7-4 plots a “heat map” of the feature selection frequencies.  Less selected 

features appear as cooler, darker colors, whereas more frequently selected features 

appear as hotter, brighter colors.  Models that used fewer features appear as dark 

columns with a few bright bands, whereas models that used more features appear as 

denser smears of darker bands. 

 

Figure 7-4: Plot of normalized frequencies of selected features, normal vs. cancer.  

For comparison across techniques, the frequencies in each column were scaled to 
sum to one. BMA showed a higher feature concentration than stepwise feature selection. 

 

The effect of feature selection upon classifier generalization was also 

investigated.  Figure 7-5 shows the ROC curves for linear models with various feature 

selection strategies: preselecting the features before cross-validation, BMA, stepwise 

feature selection, and no feature selection. 
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Figure 7-5: Normal vs. Cancer ROC curves for various linear models.  

A large optimistic bias was introduced by preselecting the features using all 
observations before cross-validation (red curve) rather than selecting features within 

each fold of the cross-validation (green and black curves). The blue curve corresponds to 
a simple linear model with no feature selection. 



 

 118 

 

Figure 7-6: LOOCV posterior predictive distributions for BMA logistic 
regression. 

Distributions were computed by Monte Carlo sampling of the posterior 
predictive distribution for BMA of logistic regression, normal vs. cancer. 

7.3.2 Normal versus Benign, and Benign versus Cancer 

In addition to detecting cancers by classifying normal vs. cancer, we also sought 

proteins that distinguished normal tissue from benign lesions and also benign from 

malignant lesions. 

Figure 7-7 shows the matrix of selected models for BMA of linear models.  The 

strongest features were MIF, Apoliproprotein Apo B, MICA, MMP-9, CEA, TNF RII, 

EGF, Apoliproprotein Apo C3, MCP-3, and Apoliproprotein Apo C2.  The LOOCV 

classification performance is shown by the ROC curves in Figure 7-8. There were no 

statistically significantly differences among the AUC values of the classifiers’ ROC 

curves (

! 

p > 0.14 ). 
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Figure 7-7: Models selected by iterated BMA of linear models, normal tissue vs. 
benign lesions. 
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Figure 7-8: ROC curves for normal tissue vs. benign lesions. 

 

For benign vs. malignant lesions, Figure 7-9 shows the matrix of selected models 

for BMA of linear models.  The classifiers' ROC curves are shown in Figure 7-10. 

Decision fusion outperformed the other classifiers (

! 

p < 0.05) but only achieved 

! 

AUC = 0.64 . 
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Figure 7-9: Models selected by iterated BMA of linear models, benign vs. 
malignant lesions.  

For this classification task, there was only one consistently selected feature: 
MICA. 
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Figure 7-10: ROC curves for benign vs. malignant lesions.  

None of the classifiers were able to separate these two classes. 

7.4 Discussion 

The group of assayed proteins showed promise in distinguishing normal tissue 

from lesions. All five classifiers achieved very similar performance, although decision 

fusion did achieve a higher specificity at 90% sensitivity (

! 

p < 0.02).  The classifiers 

correctly called approximately 144 of the 171 cases (Table 7-4) and had an area under 

the ROC curve of approximately AUC=0.82 (Figure 7-3). 

The selected proteins for normal vs. cancer were MIF (macrophage migration 

inhibitory factor), MMP-9 (matrix metalloproteinase 9), and MPO (myeloperoxidase). 

Two of these, MIF and MMP-9, were also selected distinguish normal tissue from benign 

lesions. This protein overlap suggests that the proteins were probably more indicative of 

secondary effects rather than specific for cancer. The serum proteins were moderately 

successful for detecting the presence of lesions (malignant or benign), with AUC=0.80 
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for normal vs. malignant and AUC=0.78 for normal vs. benign (Figure 7-3 and Figure 

7-8). Nearly identical classification results suggest that the proteins may signal more 

general states of biological or immunological stress. A good candidate for the dominating 

biological effect is inflammation, since the top protein selected for both normal vs. 

cancer and normal vs. benign was macrophage migration inhibitory factor (MIF), which 

has been shown to be active in inflammation.  The protein composition was very similar 

for benign and malignant lesions, as seen by the classifiers' inability to distinguish benign 

from malignant lesions (AUC=0.52).  Although this classification task did have one 

consistently chosen feature, MICA (human major histocompatibility complex class I 

chain-related A), it did not help the classifiers distinguish benign from malignant lesions 

(Figure 7-10). For this classification task, decision fusion significantly outperformed the 

other classifiers (

! 

p < 0.05) but still was able to achieve only 

! 

AUC = 0.64 . 

In fact this question of secondary effects raises the general concern about 

identifying circulating biomarkers: are the observed marker candidates actually relevant 

to the disease under consideration?  This concern pertains especially to general and 

common secondary effects, such as immune response.  Although it is difficult to address 

this concern with certainty, helpful study designs would control for known likely 

secondary causes and collect enough samples to average over unintended secondary 

causes.  Longitudinal studies would also lessen the effect of transient secondary causes. 

To quantify and compare classification performances, we used ROC analysis, 

which fairly compares classifiers that may be operating at different sensitivities due to 

arbitrary decision thresholds applied to the classifiers' output values.  Although our 

data set comprised three classes (normal, benign, and cancer), current ROC methods 

required us to split an inherently three-class classification problem into three different 

two-class tasks: normal vs. benign, normal vs. cancer, and benign vs. cancer.  The field 

of ROC analysis is still in development for the three-class problem; no consensus has yet 
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been reached about how to quantitatively score the resulting six-dimensional ROC 

hypersurface [173-175].  However, for other methods of classifier comparison, such as 

the generalized Brier score or discrete counts of classification errors, full three-class 

models could have been used. 

This study's classification results came from a group of 98 serum proteins (Table 

4), which is a relatively small sample of all detectable serum proteins.  Ongoing studies 

may identify other proteins with stronger relationships to breast cancer, or predictive 

performance could also benefit from a much larger group of weakly associated proteins.  

Perhaps it will become more feasible to screen large populations with protein-based 

tests that require a larger set of proteins when the design and manufacturing costs lower 

for microfluidics chips. Such arrays would simplify the process of automating blood 

tests in a high-throughput fashion.  However, with current assay technology and cost-

benefit analysis of screening programs, the fixed cost per protein assayed essentially 

limits the number of proteins used for screening. To lower screening costs and to 

minimize overtraining risks, we chose small subsets of the features via feature-selection 

methods.  As seen in Figure 5, BMA and least-angle regression were able to classify well 

using a far smaller set of features than those chosen by stepwise feature selection. 

The importance of feature selection is demonstrated in Figure 7-5.  Using all 

features without feature selection resulted in extremely poor predictive performance, but 

with feature selection the linear models performed much better. However, feature 

selection must be done within each fold of the cross-validation in order to estimate 

properly the generalization performance on future cases. 

The benefit of Bayesian model averaging is shown in the difference between the 

green and black curves.  The black curve demonstrates the performance of traditional 

statistical inference using the single, best-fitting model.  By averaging over other well-
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fitting models in BMA, the linear models are able to achieve a much higher out-of-sample 

classification performance. 

By creating redundant features, feature correlations impede many feature-

selection techniques.  For stochastic feature-selection methods that select for 

informative, non-redundant features, two highly correlated features are each likely to be 

chosen in alternation.  Similarly, a cluster of highly correlated features causes the feature 

selection technique to spread the feature selection rate among each feature in the cluster, 

essentially diluting each feature's selection rate.  Severe dilution of selection rates can 

cause none of the cluster's features to be chosen.  

The true benefit of protein-based breast cancer screening will depend on its 

relationship to existing imaging-based screening.  The proteins will boost diagnostic 

performance only if they provide complementary and non-redundant information with 

the clinical practice of mammograms, sonograms, and physical examination.  The 

relationship of imaging and protein screening remains to be determined in future work. 

7.5 Conclusion 

We have performed feature-selection and classification techniques to identify 

blood serum proteins that are indicative of breast cancer.  The best features to 

distinguish normal tissue from cancer were MIF, MMP-9, and MPO.  While the proteins 

could distinguish normal tissue from lesions (either benign or malignant), they could not 

distinguish benign from malignant lesions.  However, decision fusion significantly 

outperformed the other classifiers for benign vs. malignant (

! 

p < 0.05), which was the 

smallest and noisiest version of the protein data set. 

Since the same protein (MIF) was chosen for both normal vs. cancer and normal 

vs. benign lesions, it is likely that this protein plays a role in the inflammatory response 

to a lesion, whether benign or malignant, rather than in a role specific for cancer.  While 
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the current set of proteins show promise in identifying women who may have a 

suspicious breast lesion, their true usefulness in a screening program remains to be seen 

in their integration with current imaging-based screening practices.  
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8 Summary, Conclusions, and Future Work 

8.1 Purpose 

The purpose of this work was 1) to present optimized decision fusion, a 

classification algorithm designed for noisy, heterogeneous data sets with few samples, 

and 2) to evaluate decision fusion’s classification ability on clinical, heterogeneous 

breast cancer data sets. On both clinical and simulated heterogeneous data sets, we 

compared decision fusion to other classifiers by their classification performance. 

8.2 Summary of Findings 

8.2.1 Motivation for and Theory of Decision Fusion 

In Chapter 2, we provided an overview of breast cancer and its detection 

technologies, discussing the need for a computer decision aid to work with 

heterogeneous data sets for breast cancer detection and diagnosis. Such heterogeneous 

data sets often have properties that confound traditional classifiers for computer aids. 

We then discussed the three possible scales of data fusion and the tradeoffs among 

those scales.  

Once the clinical motivation and statistical motivation had been discussed, we 

then introduced our optimized decision fusion algorithm. We explained decision fusion’s 

underlying theory and derived the main fusion equation. We then discussed the 

advantages and disadvantages. Our decision fusion algorithm has the main assumption 

that the local decisions are statistically independent. We discussed how this assumption 

often does not significantly lower decision fusion’s performance. 
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To provide a comparison base for decision fusion, we then surveyed a series of 

other classification algorithms. We started with the likelihood ratio, because our decision 

fusion algorithm uses likelihood ratio classifiers as its first-stage classifiers.  

To compare the classification performance of these classifiers, we discussed 

receiver operating characteristic (ROC) analysis. We discussed two clinically relevant 

metrics: area under the ROC curve (AUC) and normalized partial area under the ROC 

curve (pAUC). 

Comparing classifiers must be done with proper sampling, especially on small 

data sets. We discussed the importance of the train-test-retest scheme. Feature selection 

and model parameter tuning must be done within a sampling scheme, such as cross-

validation, in order to properly estimate that model’s generalization performance on 

new cases. 

All but the most basic classification algorithms have parameters that must be 

tuned in order for the classifier to achieve optimal performance. To find the optimal 

parameter settings for our large search spaces, we used a genetic algorithm to optimize 

the likelihood ratio thresholds for our decision fusion algorithm. 

 

8.2.2 Combining Mammography and Sonography to Detect Breast 

Cancer 

In Chapter 3 we developed a computer-aided diagnosis (CADx) system for 

breast cancer that combined radiologist-interpreted findings from mammography and 

sonography. For this study we used the traditional CADx classifiers of linear 

discriminant analysis (LDA) and a feed-forward, back-propagation artificial neural 

network (ANN). The classifiers were run within a train-validate-retest scheme. Both the 
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LDA and ANN generalized well to new cases in the retest set, and matched the 

performance of dedicated mammographers.  

This study’s major finding was that mammography and sonography information 

can be combined to create an effective CADx system for breast cancer. This study used 

traditional classifiers for a new breast cancer data set. These classifiers provided a 

benchmark performance metric against which to compare decision fusion. 

8.2.3 Simulation Studies to Investigate Decision Fusion 

Chapters 4 and 5 explored decision fusion’s performance behavior in various 

simulation studies. 

In Chapter 4 we started with the very simplest signal known exactly case. We 

explored likelihood ratio theory and its effects on decision fusion. We showed that, in 

order to optimize decision fusion’s performance, the likelihood ratio thresholds are 

important for strong and medium-strength features but much less important for weak 

features. Because the signal structure is never completely known in clinical data, we then 

investigated decision fusion’s performance for the signal unknown case. We 

demonstrated that optimizing decision fusion to maximize an arbitrary figure of merit on 

training data also maximizes that figure of merit on independent testing data. Once we 

had described the training and optimization of decision fusion, we investigated its 

tolerance of common data set issues of weak or correlated features. Decision fusion was 

able to maintain performance on a data set of a few strong features and many very 

weak features. Decision fusion was also able to maintain performance levels for 

moderately correlated features and for groups of highly correlated features.  

In Chapter 5, we developed a Bayesian method to estimate the minimum sample 

size for a decision fusion problem. We described a Bayesian method to estimate the 

minimum number of training samples at which decision fusion reached their asymptotic 
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performances. We also showed that decision fusion outperformed an LDA on very noisy 

data sets with few observations. 

8.2.4 Applying Decision Fusion to Heterogeneous Clinical Data For 

Breast Cancer Diagnosis 

In Chapter 6 we applied our decision fusion algorithm to actual clinical data. 

This study used two heterogeneous breast cancer data sets: one for masses and a much 

more challenging one for microcalcifications. We used the classifiers LDA, an ANN, and 

two variants of decision fusion: AUC-optimized (DF-A) and pAUC-optimized 

(pAUC). On the calcification data set, the decision fusion models significantly 

outperformed the other classifiers for their respective figures of merit. The ROC curves in 

fact crossed at the line 

! 

Pd = 0.90, showing that it was possible to maximize the high-

sensitivity area for pAUC. For the mass data set, the classifiers’ performances were very 

similar and their ROC curves all performed very well, but DF-A did achieve the highest 

AUC  

The major findings from this study were that decision fusion showed very high 

classification performance on two clinical heterogeneous breast cancer data sets and 

outperformed two common CADx classifiers. 

8.2.5 Investigating the Feasibility of a Blood Test For Breast Cancer 

Screening 

In Chapter 7, we focused on building a decision aid for premenopausal women, 

who benefit less than older women from screening mammography. To complement 

imaging-based screening, we investigated the feasibility of making a screening test for 

breast cancer using 98 serum proteins, measured by ELISA assay. We considered the 
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following classifiers: classical regression (linear, logistic, and probit), least-angle 

regression, a support vector machine, and decision fusion. We explained the “big p, 

small n” problem (many features, few samples) that leads to poor predictive 

performance, and then we examined Bayesian model averaging as a possible solution 

using regression models. To ensure proper generalization of model performance, we 

minimized the number of proteins that must be assayed by promoting feature to select 

fewer features than stepwise feature selection and still maintain a better classification 

performance. 

The main findings from this study were that the assayed serum proteins could 

distinguish normal subjects versus those with lesions well (benign or malignant), but they 

could not distinguish benign from malignant lesions. Decision fusion performed slightly 

better than the other classifiers for normal tissue versus cancer and normal tissue versus 

benign lesions, but it performed significantly better for benign versus malignant lesions, 

although still not at clinically acceptable levels. 

8.3 Conclusions 

In conclusion, we examined the classification performance on heterogeneous data 

of our optimized decision fusion algorithm in comparison to other common classification 

algorithms. We used numerous simulated data sets as well as clinical imaging and blood 

protein data sets for breast cancer. Decision fusion consistently outperformed the other 

classifiers on these heterogeneous data sets even when they were noisy and small. In 

addition to good testing performance, decision fusion has the advantages that it can be 

trained on arbitrary performance metrics, can deal well with numerous weak features 

and feature groups, and its minimum training sample size can be easily estimated. 

Therefore decision fusion shows promise as a classifier for heterogeneous, noisy data 

sets with few samples. Because many biomedical data sets have these characteristics, 



 

 132 

decision fusion could improve decision modeling of other types of cancer as well as 

other problems. 

8.4 Future Work 

The emerging abundance of diagnostic information for breast cancer is creating 

many heterogeneous data sets, which could be classified well with decision fusion. One 

intriguing study is to combine the existing imaging and blood protein information at 

Duke. The already-assayed blood samples can be matched with those subjects’ 

mammograms and sonograms to create a unique, heterogeneous breast cancer data set. 

Such a study can perhaps not only increase the diagnostic performance of breast imaging 

but also elucidate the true screening benefit of blood serum proteins in the context of 

existing imaging technology. 

 

 



 

 133 

References 

[1] Lacey JV, Jr., Devesa SS, Brinton LA. Recent trends in breast cancer incidence 
and mortality. Environmental & Molecular Mutagenesis. 2002;39(2-3):82-8. 

 
[2] Jemal A, Murray T, Ward E, Samuels A, Tiwari RC, Ghafoor A, et al. Cancer 

statistics, 2005. Ca: a Cancer Journal for Clinicians. 2005;55(1):10-30. 
 
[3] Cady B, Michaelson JS. The life-sparing potential of mammographic screening. 

Cancer. 2001;91(9):1699-703. 
 
[4] Shen Y, Yang Y, Inoue LY, Munsell MF, Miller AB, Berry DA. Role of detection 

method in predicting breast cancer survival: analysis of randomized screening 
trials.[see comment]. Journal of the National Cancer Institute. 2005;97(16):1195-
203. 

 
[5] Chan H-P, Doi K, Simranjit G, Vyborny CJ, MacMahon H, Jokich PM. Image 

feature analysis and computer-aided diagnosis on digital radiography.  I. 
Automated detection of microcalcifications in mammography. Medical physics. 
1987;14(4):538-48. 

 
[6] Zheng B, Chang Y, Good WF, Gur D. Performance gain in computer-assisted 

detection schemes by averaging scores generated from artificial neural networks 
with adaptive filtering. Medical physics. 2001;28(11):2302-8. 

 
[7] Zheng B, Shah R, Wallace L, Hakim C, Ganott MA, Gur D. Computer-aided 

detection in mammography: an assessment of performance on current and prior 
images. Academic radiology. 2002;9(11):1245-50. 

 
[8] Li L, Zheng Y, Zheng L, Clark RA. False-positive reduction in CAD mass 

detection using a competitive classification strategy. Medical physics. 
2001;28(2):250-8. 

 
[9] Qian W, Li L, Clarke L, Clark RA, Thomas J. Digital mammography: comparison 

of adaptive and nonadaptive CAD methods for mass detection. Academic 
radiology. 1999;6(8):471-80. 

 
[10] Qian W, Clarke LP, Song D, Clark RA. Hybrid four-channel wavelet transform 

for microcalcification segmentation. Academic radiology. 1998;5(5):354-64. 
 
[11] Yoshida H, Doi K, Nishikawa RM, Giger ML, Schmidt RA. An improved 

computer-assisted diagnostic scheme using wavelet transform for detecting 
clustered microcalcifications in digital mammograms. Academic radiology. 
1996;3(8):621-7. 

 
[12] Yin F-F, Giger ML, Doi K, Metz CE, Vyborny CJ, Schmidt RA. Computerized 

detection of masses in digital mammograms: Analysis of bilateral subtraction 
images. Medical physics. 1991;18:955-63. 



 

 134 

 
[13] Nishikawa RM, Giger ML, Doi K, Vyborny CJ, Schmidt RA. Computer-aided 

detection of clustered microcalcifications on digital mammograms. Medical and 
Biological Engineering and Computing. 1995;33(2):174-8. 

 
[14] Petrick N, Chan HP, Sahiner B, Helvie MA. Combined adaptive enhancement 

and region-growing segmentation of breast masses on digitized mammograms. 
Medical physics. 1999;26(8):1642-54. 

 
[15] Paquerault S, Petrick N, Chan HP, Sahiner B, Helvie MA. Improvement of 

computerized mass detection on mammograms:  Fusion of two-view information. 
Medical physics. 2002;29(2):238-47. 

 
[16] Baydush AH, Catarious DM, Abbey CK, Floyd CE, Jr. Computer Aided 

Detection of Masses in Mammography using Sub-region Hotelling Observers. 
Medical physics. 2003 July 2003;30(7):1781-7. 

 
[17] Catarious DM, Baydush AH, Abbey CK, Floyd CE, Jr. A Mammographic mass 

CAD system incorporating features from shape, fractal, and channelized 
Hotelling observer measurements: preliminary results. In: Hanson K, editor. Proc 
SPIE Int Soc Opt Eng; 2003; San Diego, CA; 2003. p. 111. 

 
[18] Giger ML. Computerized analysis of images in the detection and diagnosis of 

breast cancer. Semin Ultrasound CT MR. 2004 Oct;25(5):411-8. 
 
[19] Burhenne LJW, Wood SA, D'Orsi CJ, Feig SA, Kopans DB, O'Shaughnessy KF, et 

al. Potential contribution of computer-aided detection to the sensitivity of 
screening mammography. Radiology. 2000;215:554-62. 

 
[20] Freer TW, Ulissey MJ. Screening mammography with computer-aided detection: 

prospective study of 12,860 patients in a community breast center. Radiology. 
2001;220:781-6. 

 
[21] Fenton JJ, Taplin SH, Carney PA, Abraham L, Sickles EA, D'Orsi C, et al. 

Influence of computer-aided detection on performance of screening 
mammography. The New England journal of medicine. 2007 Apr 5;356(14):1399-
409. 

 
[22] Vyborny CJ. Can computers help radiologists read mammograms? Radiology. 

1994;191:315-7. 
 
[23] Land WH, Jr., McKee DW, Andeson FR, Masters T, Lo JY, Ebrechts M, et al. 

Using Computational Intelligence for Computer-Aided Diagnosis of Screen Film 
Mammograms. In: Suri JS, Rangayyan RR, eds. Recent Advances in Breast Imaging, 
Mammography, and Computer-Aided Diagnosis of Breast Cancer: SPIE Press 
2006:321-82. 

 
[24] Brem RF, Baum J, Lechner M, Kaplan S, Souders S, Naul LG, et al. Improvement 

in sensitivity of screening mammography with computer-aided detection: a 
multiinstitutional trial.[see comment]. AJR American Journal of Roentgenology. 
2003;181(3):687-93. 



 

 135 

 
[25] Destounis SV, DiNitto P, Logan-Young W, Bonaccio E, Zuley ML, Willison KM. 

Can computer-aided detection with double reading of screening mammograms 
help decrease the false-negative rate? Initial experience. Radiology. 
2004;232(2):578-84. 

 
[26] Vyborny CJ, Giger ML. Computer vision and artificial intelligence in 

mammography. AJR American Journal of Roentgenology. 1994;162(3):699-708. 
 
[27] Sahiner B, Chan H-P, Hadjiiski LM, Roubidoux MA, Paramagul C, Helvie MA, et 

al. Multimodality CAD: combination of computerized classification techniques 
based on mammograms and 3D ultrasound volumes for improved accuracy in 
breast mass characterization.  Medical Imaging 2004: Image Processing; 2004; 
San Diego, CA, USA: SPIE; 2004. p. 67. 

 
[28] Pavlidis P, Weston J, Cai J, Noble WS. Learning gene functional classifications 

from multiple data types. Journal of Computational Biology. 2002;9(2):401-11. 
 
[29] Lanckriet GR, De Bie T, Cristianini N, Jordan MI, Noble WS. A statistical 

framework for genomic data fusion. Bioinformatics (Oxford, England). 
2004;20(16):2626-35. 

 
[30] Lanckriet GR, Deng M, Cristianini N, Jordan MI, Noble WS. Kernel-based data 

fusion and its application to protein function prediction in yeast. Pacific 
Symposium on Biocomputing. 2004:300-11. 

 
[31] Meyer JE, Kopans DB, Stomper PC, Lindfors KK. Occult breast abnormalities: 

percutaneous preoperative needle localization. Radiology. 1984;150:335-7. 
 
[32] Rosenberg AL, Schwartz GF, Feig SA, Patchefsky AS. Clinically occult breast 

lesions: localization and significance. Radiology. 1987;162:167-70. 
 
[33] Yankaskas BC, Knelson MH, Abernethy jT, Cuttino JT, Clark RL. Needle 

localization biopsy of occult lesions of the breast. Radiology. 1988;23:729-33. 
 
[34] Knutzen AM, Gisvold JJ. Likelihood of malignant disease for various categories 

of mammographically detected, nonpalpable breast lesions. Mayo Clinic 
Proceedings. 1993;68:454-60. 

 
[35] Kopans DB. The Positive Predictive Value of Mammography. American Journal 

of Roentgenology. 1992 March 1992;158:521-6. 
 
[36] Helvie MA, Ikeda DM, Adler DD. Localization and needle aspiration of breast 

lesions: complications in 370 cases. AJR American Journal of Roentgenology. 
1991;157:711-4. 

 
[37] Chan HP, Sahiner B, Petrick N, Helvie MA, Lam KL, Adler DD, et al. 

Computerized classification of malignant and benign microcalcifications on 
mammograms: texture analysis using an artificial neural network. Physics in 
Medicine and Biology. 1997;42(3):549-67. 

 



 

 136 

[38] Gavrielides MA, Lo JY, Floyd CE, Jr. Parameter optimization of a computer-
aided diagnosis scheme for the segmentation of microcalcification clusters in 
mammograms. Medical physics. 2002;29:475-83. 

 
[39] Petrick N, Chan HP, Wei D, Sahiner B, Helvie MA, Adler DD. Automated 

detection of breast masses on mammograms using adaptive contrast 
enhancement and texture classification. Medical physics. 1996;23(10):1685-96. 

 
[40] Petrick N, Sahiner B, Chan HP, Helvie MA, Paquerault S, Hadjiiski LM. Breast 

cancer detection: Evaluation of a mass-detection algorithm for computer-aided 
diagnosis - Experience in 263 patients. Radiology. 2002 JUL;224(1):217-24. 

 
[41] Chang YH, Zheng B, Gur D. Computerized identification of suspicious regions for 

masses in digitized mammograms. Investigative Radiology. 1996;31(3):146-53. 
 
[42] Wei J, Sahiner B, Hadjiiski LM, Chan H-P, Petrick N, Helvie MA, et al. 

Computer-aided detection of breast masses on full field digital mammograms. 
Medical physics. 2005;32(9):2827. 

 
[43] Chen D, Chang RF, Huang YL. Breast cancer diagnosis using self-organizing map 

for sonography. Ultrasound in Medicine & Biology. 2000;26(3):405-11. 
 
[44] Horsch K, Giger ML, Venta LA, Vyborny CJ. Computerized diagnosis of breast 

lesions on ultrasound. Medical physics. 2002;29(2):157-64. 
 
[45] Horsch K, Giger ML, Vyborny CJ, Venta LA. Performance of computer-aided 

diagnosis in the interpretation of lesions on breast sonography. Academic 
radiology. 2004 Mar;11(3):272-80. 

 
[46] Chen W, Giger ML, Lan L, Bick U. Computerized interpretation of breast MRI: 

investigation of enhancement-variance dynamics. Medical physics. 2004 
May;31(5):1076-82. 

 
[47] West M, Blanchette C, Dressman H, Huang E, Ishida S, Spang R, et al. Predicting 

the clinical status of human breast cancer by using gene expression profiles. 
PNAS. 2001;98(20):11462–7. 

 
[48] Nawano S, Murakami K, Moriyama N, Kobatake H, Takeo H, Shimura K. 

Computer-aided diagnosis in full digital mammography. Invest Radiol. 
1999;34(4):310-6. 

 
[49] Nishikawa RM. Computer-aided diagnosis complements full-field digital 

mammography. Diagn Imaging (San Franc). 1999;21(9):47-51, 75. 
 
[50] Fischer U, Baum F, Obenauer S, Luftner-Nagel S, von Heyden D, Vosshenrich R, 

et al. Comparative study in patients with microcalcifications: full-field digital 
mammography vs screen-film mammography. European Radiology. 
2002;12(11):2679-83. 

 



 

 137 

[51] Pisano ED, Gatsonis C, Hendrick E, Yaffe M, Baum JK, Acharyya S, et al. 
Diagnostic performance of digital versus film mammography for breast-cancer 
screening. The New England journal of medicine. 2005 Oct 27;353(17):1773-83. 

 
[52] Wu T, Moore RH, Rafferty EA, Kopans DB. A comparison of reconstruction 

algorithms for breast tomosynthesis. Medical physics. 2004;31(9):2636-47. 
 
[53] Reiser I, Nishikawa RM, Giger ML, Wu T, Rafferty E, Moore RH, et al. 

Computerized detection of mass lesions in digital breast tomosynthesis images 
using two- and three dimensional radial gradient index segmentation. Technol 
Cancer Res Treat. 2004 Oct;3(5):437-41. 

 
[54] Niklason LT, Christian BT, Niklason LE, Kopans DB, Castleberry DE, Opsahl-

Ong BH, et al. Digital tomosynthesis in breast imaging. Radiology. 1997;205:399-
406. 

 
[55] Bassett LW, Kimme-Smith C. Breast Sonography. AJR American Journal of 

Roentgenology. 1991;156:449-55. 
 
[56] Jackson VP. Sonography of Malignant Breast Disease. Seminars in Ultrasound, 

CT, and MR. 1989;10(2):119-31. 
 
[57] Stavros AT, Thickman D, Rapp CL, Dennis MA, Parker S, Sisney G. Solid breast 

nodules: use of sonography to distinguish between benign and malignant lesions. 
Radiology. 1995;196:123-34. 

 
[58] Rahbar G, Sie AC, Hansen GC, Prince JF, Melany ML, Reynolds HE, et al. Benign 

versus malignant solid breast masses: US differentiation. Radiology. 
1999;213:889-94. 

 
[59] Jackson VP. The role of US in breast imaging. Radiology. 1990;177(2):305-11. 
 
[60] Jackson VP. Management of solid breast nodules: what is the role of 

sonography? Radiology. 1995;196:14-5. 
 
[61] Zonderland HM, Coerkamp EG, Hermans J, van de Vijver MJ, van Voorthuisen 

AE. Diagnosis of breast cancer: contribution of US as an adjunct to 
mammography. Radiology. 1999;213:413-22. 

 
[62] Hong AS, Rosen EL, Soo MS, Baker JA. BI-RADS for Sonography: Positive and 

Negative Predictive Values of Sonographic Features. AJR Am J Roentgenol. 2005 
Apr;184(4):1260-5. 

 
[63] Bensaid AM, Hall LO, Clarke LP, Velthuizen RP. MRI segmentation using 

supervised and unsupervised methods. In: Nagel JH, Smith WM, editors. Annual 
International Conference of the IEEE Engineering in Medicine and Biology Society; 
1991; Orlando, FL; 1991. p. 60-1. 

 
[64] Rodenko GN, Harms SE, Pruneda JM, Farrell RS, Jr., Evans WP, Copit DS, et al. 

MR imaging in the management before surgery of lobular carcinoma of the breast: 



 

 138 

correlation with pathology. AJR American Journal of Roentgenology. 
1996;167(6):1415-9. 

 
[65] Adler DD, Wahl RL. New methods for imaging the breast: techniques, findings, 

and potential. AJR American Journal of Roentgenology. 1995;164:19-30. 
 
[66] Rosen EL, Turkington TG, Soo MS, Baker JA, Coleman RE. Detection of primary 

breast carcinoma with a dedicated, large-field-of-view FDG PET mammography 
device: initial experience. Radiology. 2005 Feb;234(2):527-34. 

 
[67] Hu H, Brzeski H, Hutchins J, Ramaraj M, Qu L, Xiong R, et al. Biomedical 

informatics: development of a comprehensive data warehouse for clinical and 
genomic breast cancer research. Pharmacogenomics. 2004;5(7):933-41. 

 
[68] Fehm T, Maul H, Gebauer S, Scharf A, Baier P, Sohn C, et al. Prediction of 

axillary lymph node status of breast cancer patients by tumorbiological factors 
of the primary tumor. Strahlentherapie und Onkologie. 2005;181(9):580-6. 

 
[69] Daidone MG, Paradiso A, Gion M, Harbeck N, Sweep F, Schmitt M. 

Biomolecular features of clinical relevance in breast cancer. European Journal of 
Nuclear Medicine & Molecular Imaging. 2004;31 Suppl 1:S3-14. 

 
[70] Piccart M, Lohrisch C, Di Leo A, Larsimont D. The predictive value of HER2 in 

breast cancer. Oncology. 2001;61 Suppl 2:73-82. 
 
[71] Colozza M, Cardoso F, Sotiriou C, Larsimont D, Piccart MJ. Bringing molecular 

prognosis and prediction to the clinic. Clinical breast cancer. 2005;6(1):61-76. 
 
[72] Hondermarck H. Breast cancer: when proteomics challenges biological 

complexity. Molecular & Cellular Proteomics. 2003;2(5):281-91. 
 
[73] Hu Y, Zhang S, Yu J, Liu J, Zheng S. SELDI-TOF-MS: the proteomics and 

bioinformatics approaches in the diagnosis of breast cancer. Breast. 
2005;14(4):250-5. 

 
[74] Somiari RI, Somiari S, Russell S, Shriver CD. Proteomics of breast carcinoma. 

Journal of Chromatography B: Analytical Technologies in the Biomedical & Life 
Sciences. 2005;815(1-2):215-25. 

 
[75] Haralick RM. Texture features for image classification. IEEE Trans Syst Man 

Cybern. 1973;SMC-3:610-21. 
 
[76] Lo JY, Gavrielides MA, Markey MK, Jesneck JL. Computer-aided classification of 

breast microcalcification clusters: Merging of features from image processing and 
radiologists. In: Sonka M, Fitzpatrick JM, editors. SPIE Medical Imaging 2003: 
Image Processing; 2003; San Diego, CA; 2003. p. 882-9. 

 
[77] Chan HP, Sahiner B, Lam KL, Petrick N, Helvie MA, Goodsitt MM, et al. 

Computerized analysis of mammographic microcalcifications in morphological 
and texture feature spaces. Medical physics. 1998;25(10):2007-19. 

 



 

 139 

[78] Jain A, Zongker D. Feature selection: evaluation, application, and small sample 
performance. Pattern Analysis and Machine Intelligence, IEEE Transactions on. 
1997;19(2):153. 

 
[79] Lo JY. Computer-aided dagnosis in breast imaging: Where do we go after 

detection?, in Recent Advances in Breast Imaging, Mammography, and 
Computer-Aided Diagnosis of Breast Cancer: SPIE Press 2006. 

 
[80] Bilska-Wolak AO, Floyd CE, Jr. Development and evaluation of a case-based 

reasoning classifier for prediction of breast biopsy outcome with BI-RADS 
lexicon. Medical physics. 2002;29(9):2090-100. 

 
[81] Dasarathy BV. Sensor fusion potential exploitation-innovative architectures and 

illustrative applications. Proceedings of the IEEE. 1997;85(1):24. 
 
[82] Hall DL, Llinas J. An introduction to multisensor data fusion. Proceedings of the 

IEEE. 1997;85(1):6. 
 
[83] Hall DL, Llinas J. Handbook of Multisensor Data Fusion. Boca Raton, FL: CRC 

Press 2001. 
 
[84] Tenney RR, Sandell NR. Detection with Distributed Sensors. Aerospace and 

Electronic Systems, IEEE Transactions on. 1981;AES-17(4):501-10. 
 
[85] Chair Z, Varshney PK. Optimal data fusion in multiple sensor detecton systems. 

IEEE Transactions on Aerospace and Electronic Systems. 1986;AES-22(1):98. 
 
[86] Reibman AR, Nolte LW. Optimal detection and performance of distributed 

sensor systems. IEEE Transactions on Aerospace and Electronic Systems. 
1987;AES-23(1):24. 

 
[87] Dasarathy BV. Decision fusion strategies in multisensor environments. IEEE 

Transactions on Systems, Man and Cybernetics. 1991;21(5):1140. 
 
[88] Liao Y. Distributed decision fusion in signal detection -- a robust approach. PhD 

Thesis. 2005. 
 
[89] Drakopoulos E, Lee C-C. Optimum multisensor fusion of correlated local 

decisions. IEEE Transactions on Aerospace and Electronic Systems. 
1991;27(4):593. 

 
[90] Niu R, Varshney PK, Moore M, Klamer D. Decision fusion in a wireless sensor 

network with a large number of sensors. 2004; Stockholm, Sweden: International 
Society of Information Fusion, Fairborn, OH 45324, United States; 2004. p. 21. 

 
[91] Duda RO, Hart PE, Stark DG. Pattern Classification. Second ed. New York: John 

Wiley & Sons 2001. 
 
[92] Hastie T, R. T, Friedman JH. The Elements of Statistical Learning: Springer 2001. 
 



 

 140 

[93] Zhu M, Ding S, Brooks RR, Wu Q, Rao NSV, Iyengar SS. Fusion of Threshold 
Rules for Target Detection in Sensor Networks. ACM Transactions on Sensors 
Networks. (submitted for publication). 

 
[94] Bilska-Wolak AO, Floyd CE, Jr. Tolerance to missing data using a likelihood 

ratio based classifier for computer-aided classification of breast cancer. Phys 
Med Biol. 2004 Sep 21;49(18):4219-37. 

 
[95] Bilska-Wolak AO, Floyd CE, Jr, Nolte LW, Lo JY. Application of likelihood ratio 

to classification of mammographic masses; performance comparison to case-
based reasoning. Medical physics. 2003;30(5):949-58. 

 
[96] Bilska-Wolak AO, Floyd CE, Jr., Lo JY, Baker JA. Computer aid for decision to 

biopsy breast masses on mammography: validation on new cases. Academic 
radiology. 2005 Jun;12(6):671-80. 

 
[97] VanTrees HL. Detection, Estimation, and Modulation Theory (Part I). New York: 

John Wiley & Sons 1968. 
 
[98] Casella G, Berger RL. Statistical Inference. 2 ed: Duxbury, Thomson Learning 

2002. 
 
[99] McCullagh P, Nelder JA. Generalized Linear Models. 2 ed: Chapman & Hall, 

CRC 1989. 
 
[100] Sahiner B, Chan H-P, Petrick N, Wagner RF, Hadjiiski LM. Stepwise linear 

discriminant analysis in computer-aided diagnosis: the effect of finite sample 
size.  Medical Imaging 1999: Image Processing; 1999; San Diego, CA, USA: SPIE; 
1999. p. 499-510. 

 
[101] Lee KE, Sha N, Dougherty ER, Vannucci M, Mallick BK. Gene selection: a 

Bayesian variable selection approach. Bioinformatics (Oxford, England). 2003 
Jan;19(1):90-7. 

 
[102] Sha N, Vannucci M, Tadesse MG, Brown PJ, Dragoni I, Davies N, et al. Bayesian 

variable selection in multinomial probit models to identify molecular signatures 
of disease stage. Biometrics. 2004 Sep;60(3):812-9. 

 
[103] Hoeting JA, Madigan D, Raftery AE, Volinsky CT. Bayesian model Averaging: A 

Tutorial. Statistical Science. 1999;14(4):382-417. 
 
[104] Yeung KY, Bumgarner RE, Raftery AE. Bayesian model averaging: development 

of an improved multi-class, gene selection and classification tool for microarray 
data. Bioinformatics (Oxford, England). 2005 May 15;21(10):2394-402. 

 
[105] Madigan D, Raftery AE. Model Selection and Accounting for Model Uncertainly 

in Graphical Models Using Occam's Window. Journal of the American Statistical 
Association. 1994;89:1535-46. 

 
 



 

 141 

[106] Volinsky CT, Madigan D, Raftery AE, Kronmal RA. Bayesian Model Averaging 
in Proportional Hazard Models: Assessing the Risk of a Stroke. Journal of the 
Royal Statistical Society: Series C (Applied Statistics). 1997;46:433-48. 

 
[107] Hodges JS. Uncertainty, Policy Analysis and Statistics. Statistical Science. 

1987;2(3):259-75. 
 
[108] Draper D. Assessment tand Propagation of Model Uncertainty. J R Statis Soc B. 

1995;57(1):45-97. 
 
[109] Berger JO, Pericchi LR. Objective Bayesian methods for model selection: 

introduction and comparison. In: Lahiri P, ed. Model Selection. Beechwood, OH: 
IMS 2001:135-207. 

 
[110] Chipman HA. The practial implementation of Bayesian model selection (with 

discussion). In: Lahiri P, ed. Model Selection. Beechwood, OH: IMS 2001:65-134. 
 
[111] Clyde M, George EI. Model Uncertainty. Statistical Science. 1994;19:81-94. 
 
[112] Raftery AE. Bayesian Model Selection in Social Research. Sociological 

Methodology. 1995;25:111-63. 
 
[113] Dudoit S, Fridlyand J, Speed TP. Comparison of discrimination methods for the 

classification of tumors using gene expression data. Journal of the American 
Statistical Association. 2002;97(457):77. 

 
[114] Metz CE. Basic principles of ROC analysis. Sem Nuc Med. 1978;8:283-98. 
 
[115] Metz CE. ROC methodology in radiologic imaging. Investigative Radiology. 

1986;21:720-33. 
 
[116] McClish DK. Analyzing a portion of the ROC curve. Medical Decision Making. 

1989;9:190-5. 
 
[117] Dwyer AJ. In pursuit of a piece of the ROC. Radiology. 1996;201:621-5. 
 
[118] Jiang Y, Metz CE, Nishikawa RM. A receiver operating characteristic partial area 

index for highly sensitive diagnostic tests. Radiology. 1996;201:745-50. 
 
[119] Zhou X-H, Obuchowski NA, McClish DK. Statistical methods in diagnostic 

medicine. New York, NY: John Wily & Sons 2002. 
 
[120] DeLong ER, DeLong DM, Clarke-Pearson DL. Comparing the areas under two or 

more correlated receiver operating characteristic curves: A nonparametric 
approach. Biometrics. 1988;44:837-45. 

 
[121] Efron B. The Jackknife, the Bootstrap and Other Resampling Plans. Philadelphia, 

PA: Society for Industrial and Applied Mathematics 1982. 
 



 

 142 

[122] Chang YH, Zheng B, Gur D. Computer-aided detection of clustered 
microcalcifications on digitized mammograms: a robustness experiment. 
Academic radiology. 1997;4(6):415-8. 

 
[123] Kopans DB. Standardized mammography reporting. Radiologic Clinics of North 

America. 1992;30:257-64. 
 
[124] D'Orsi CJ, Kopans DB. Mammographic feature analysis. Seminars in 

Roentgenology. 1993;28:204-30. 
 
[125] BI-RADS. American College of Radiology Breast Imaging - Reporting and Data 

System (BI-RADS) 3rd ed. Reston, VA: American College of Radiology; 1998 
1998. 

 
[126] Radiology ACo. American College of Radiology. BI-RADS: ultrasound, 1st ed. In:  

Breast Imaging - Reporting and Data System (BI-RADS) atlas, 4th ed. . Reston, 
VA 2003. 

 
[127] Mendelson EB, Berg WA, Merritt CR. Toward a standardized breast ultrasound 

lexicon, BI-RADS: ultrasound. Seminars in Roentgenology. 2001;36(3):217-25. 
 
[128] Chang RF, Kuo WJ, Chen DR, Huang YL, Lee JH, Chou YH. Computer-aided 

diagnosis for surgical office-based breast ultrasound. Archives of Surgery. 
2000;135(6):696-9. 

 
[129] Drukker K, Giger ML, Vyborny CJ, Mendelson EB. Computerized detection and 

classification of cancer on breast ultrasound. Academic radiology. 2004 
May;11(5):526-35. 

 
[130] Drukker K, Giger ML, Mendelson EB. Computerized analysis of shadowing on 

breast ultrasound for improved lesion detection. Medical physics. 2003 
Jul;30(7):1833-42. 

 
[131] Chen Y, Lo JY, Dobbins JT, 3rd. Impulse response analysis for several digital 

tomosynthesis mammography reconstruction algorithms.  SPIE Medical Imaging 
2005: Image Processing; 2005; San Diego, CA; 2005. 

 
[132] Metz C. Evaluation of CAD methods. In: Doi K, MacMahon H, Giger ML, 

Hoffmann KR, eds. Computer-aided Diagnosis in Medical Imaging. Amsterdam: 
Elsevier Science 1998:543-54. 

 
[133] Efron B, Tibshirani RJ. An Introduction to the Bootstrap. New York, NY: 

Chapman & Hall 1993. 
 
[134] Fukunaga K, Hayes RR. Effects of sample size on classifier design. IEEE Trans 

PAMI. 1989;11:873-5. 
 
[135] Raudys SJ, Jain AK. Small sample size effects in statistical pattern recognition: 

recommendations for practitioners. IEEE Trans PAMI. 1991;13:252-64. 
 



 

 143 

[136] Chan H-P, Sahiner B, Wagner RF, Petrick N. Effects of sample size on classifier 
design for computer-aided diagnosis.  Medical Imaging 1998: Image Processing; 
1998; San Diego, CA, USA: SPIE; 1998. p. 845-58. 

 
[137] Chan H-P, Sahiner B, Wagner RF, Petrick N, Mossoba JT. Effects of sample size 

on classifier design: quadratic and neural network classifiers.  Medical Imaging 
1997: Image Processing; 1997; Newport Beach, CA, USA: SPIE; 1997. p. 1102-
13. 

 
[138] Wagner RF, Chan H-P, Sahiner B, Petrick N, Mossoba JT. Finite-sample effects 

and resampling plans: applications to linear classifiers in computer-aided 
diagnosis.  Medical Imaging 1997: Image Processing; 1997; Newport Beach, CA, 
USA: SPIE; 1997. p. 467-77. 

 
[139] Tourassi GD, Floyd CE. The effect of data sampling on the performance 

evaluation of artificial neural networks in medical diagnosis [see comments]. 
Medical Decision Making. 1997;17(2):186-92. 

 
[140] Chan HP, Sahiner B, Wagner RF, Petrick N. Classifier design for computer-aided 

diagnosis: effects of finite sample size on the mean performance of classical and 
neural network classifiers. Medical physics. 1999;26(12):2654-68. 

 
[141] Zheng B, Chang YH, Good WF, Gur D. Adequacy testing of training set sample 

sizes in the development of a computer-assisted diagnosis scheme. Academic 
radiology. 1997;4(7):497-502. 

 
[142] Sahiner B, Chan HP, Petrick N, Wagner RF, Hadjiiski L. Feature selection and 

classifier performance in computer-aided diagnosis: the effect of finite sample 
size. Medical physics. 2000;27(7):1509-22. 

 
[143] Vapnik NV. The Nature of Statistical Learning Theory. 2nd Edition ed. New 

York, NY: Springer-Verlag New York, Inc. 1995. 
 
[144] Metz CE, Herman BA, Shen JH. Maximum likelihood estimation of receiver 

operating characteristic (ROC) curves from continuously-distributed data. 
Statistics in medicine. 1998 May 15;17(9):1033-53. 

 
[145] Obuchowski NA, McClish DK. Sample size determination for diagnostic 

accuracy studies involving binormal ROC curve indices. Statistics in medicine. 
1997 Jul 15;16(13):1529-42. 

 
[146] Jesneck JL, Nolte LW, Baker JA, Floyd CE, Lo JY. Optimized approach to 

decision fusion of heterogeneous data for breast cancer diagnosis. Medical 
physics. 2006 Aug;33(8):2945-54. 

 
[147] Liao Y, Nolte LW, Collins L. Optimal Multisensor Decision Fusion of Mine 

Detection Algorithms. 2003; Orlando, FL, United States: The International 
Society for Optical Engineering; 2003. p. 1252. 

 



 

 144 

[148] Veeramachaneni K, Osadciw LA, Varshney PK. An adaptive multimodal 
biometric management algorithm. IEEE Transactions on Systems, Man and 
Cybernetics Part C: Applications and Reviews. 2005;35(3):344. 

 
[149] Zheng MM, Krishnan SM, Tjoa MP. A fusion-based clinical decision support for 

disease diagnosis from endoscopic images. Computers in Biology & Medicine. 
2005;35(3):259-74. 

 
[150] Kallergi M. Computer-aided diagnosis of mammographic microcalcification 

clusters. Medical physics. 2004;31(2):314-26. 
 
[151] Markey MK, Lo JY, Floyd CE, Jr. Differences between computer-aided diagnosis 

of breast masses and that of calcifications. Radiology. 2002;223(2):489-93. 
 
[152] Heath M, Bowyer KW, Kopans D. Current status of the Digital Database for 

Screening Mammography. In: Karssemeijer N, Thijssen M, Hendriks J, eds. Digital 
Mammography: Kluwer Academic Publishers 1998:457-60. 

 
[153] Jesneck JL, Lo JY, Baker JA. A computer aid for diagnosis of breast mass lesions 

using both mammographic and sonographic descriptors. Radiology. (submitted 
January 2006). 

 
[154] Tabar L, Fagerberg G, Chen HH, Duffy SW, Smart CR, Gad A, et al. Efficacy of 

breast cancer screening by age. New results from the Swedish Two-County Trial. 
Cancer. 1995 May 15;75(10):2507-17. 

 
[155] Kerlikowske K, Grady D, Rubin SM, Sandrock C, Ernster VL. Efficacy of 

screening mammography. A meta-analysis. Jama. 1995 Jan 11;273(2):149-54. 
 
[156] Ferrini R, Mannino E, Ramsdell E, Hill L. Screening mammography for breast 

cancer: American College of Preventive Medicine practice policy statement. 
American journal of preventive medicine. 1996 Sep-Oct;12(5):340-1. 

 
[157] Simpson HW, Candlish W, Pauson AW, McArdle CS, Griffiths K, Small RG. 

Genesis of breast cancer is in the premenopause. Lancet. 1988 Jul 9;2(8602):74-6. 
 
[158] de la Rochefordiere A, Asselain B, Campana F, Scholl SM, Fenton J, Vilcoq JR, et 

al. Age as prognostic factor in premenopausal breast carcinoma. Lancet. 1993 
Apr 24;341(8852):1039-43. 

 
[159] Dubsky PC, Gnant MF, Taucher S, Roka S, Kandioler D, Pichler-Gebhard B, et al. 

Young age as an independent adverse prognostic factor in premenopausal 
patients with breast cancer. Clinical breast cancer. 2002 Apr;3(1):65-72. 

 
[160] Perou CM, Jeffrey SS, van de Rijn M, Rees CA, Eisen MB, Ross DT, et al. 

Distinctive gene expression patterns in human mammary epithelial cells and 
breast cancers. Proceedings of the National Academy of Sciences of the United 
States of America. 1999 Aug 3;96(16):9212-7. 

 



 

 145 

[161] Gruvberger S, Ringner M, Chen Y, Panavally S, Saal LH, Borg A, et al. Estrogen 
receptor status in breast cancer is associated with remarkably distinct gene 
expression patterns. Cancer research. 2001 Aug 15;61(16):5979-84. 

 
[162] Martin KJ, Kritzman BM, Price LM, Koh B, Kwan CP, Zhang X, et al. Linking 

gene expression patterns to therapeutic groups in breast cancer. Cancer research. 
2000 Apr 15;60(8):2232-8. 

 
[163] Zajchowski DA, Bartholdi MF, Gong Y, Webster L, Liu HL, Munishkin A, et al. 

Identification of gene expression profiles that predict the aggressive behavior of 
breast cancer cells. Cancer research. 2001 Jul 1;61(13):5168-78. 

 
[164] Hye A, Lynham S, Thambisetty M, Causevic M, Campbell J, Byers HL, et al. 

Proteome-based plasma biomarkers for Alzheimer's disease. Brain. 2006 
Nov;129(Pt 11):3042-50. 

 
[165] Wang TJ, Gona P, Larson MG, Tofler GH, Levy D, Newton-Cheh C, et al. 

Multiple biomarkers for the prediction of first major cardiovascular events and 
death. The New England journal of medicine. 2006 Dec 21;355(25):2631-9. 

 
[166] Polascik TJ, Oesterling JE, Partin AW. Prostate specific antigen: a decade of 

discovery--what we have learned and where we are going. The Journal of urology. 
1999 Aug;162(2):293-306. 

 
[167] Gorelik E, Landsittel DP, Marrangoni AM, Modugno F, Velikokhatnaya L, 

Winans MT, et al. Multiplexed immunobead-based cytokine profiling for early 
detection of ovarian cancer. Cancer Epidemiol Biomarkers Prev. 2005 
Apr;14(4):981-7. 

 
[168] Paweena Kreunin CYVUDMLSG. Proteomic profiling identifies breast tumor 

metastasis-associated factors in an isogenic model. PROTEOMICS. 
2007;7(2):299-312. 

 
[169] Malkas LH, Herbert BS, Abdel-Aziz W, Dobrolecki LE, Liu Y, Agarwal B, et al. 

A cancer-associated PCNA expressed in breast cancer has implications as a 
potential biomarker. Proceedings of the National Academy of Sciences of the 
United States of America. 2006 Dec 19;103(51):19472-7. 

 
[170] Guyon I, Weston J, Barnhill S, Vapnik V. Gene Selection for Cancer Classification 

using Support Vector Machines. Machine Learning. 2002;46(1):389-422. 
 
[171] Zhang X, Lu X, Shi Q, Xu XQ, Leung HC, Harris LN, et al. Recursive SVM feature 

selection and sample classification for mass-spectrometry and microarray data. 
BMC bioinformatics. 2006;7:197. 

 
[172] Efron B, Hastie T, Johnstone I, Tibshirani R. Least Angle Regression. Annals of 

Statistics. 2004;32:407. 
 
[173] Edwards DC, Lan L, Metz CE, Giger ML, Nishikawa RM. Estimating three-class 

ideal observer decision variables for computerized detection and classification of 
mammographic mass lesions. Medical physics. 2004 Jan;31(1):81-90. 



 

 146 

 
[174] Chan HP, Sahiner B, Hadjiiski L, Petrick N, Zhou C. Design of three-class 

classifiers in computer-aided diagnosis: Monte Carlo simulation study. In: Sonka 
M, Fitzpatrick JM, editors. SPIE Medical Imaging 2003: Image Processing; 2003; 
San Diego, CA; 2003. p. 567-78. 

 
[175] Patel AC, Markey MK. Comparison of three-class classification performance 

metrics: a case study in breast cancer CAD. In: Miguel PE, Yulei J, editors.; 2005: 
SPIE; 2005. p. 581-9. 

 

 



 

 147 

Biography 
Name: Jonathan Lee Jesneck 
Date of birth: March 17, 1979 
Place of birth:  Martinsville, VA 
 

Education 
 
Duke University, Durham, NC 

• Biomedical Engineering, Ph.D, expected spring 2007 
Dissertation: “Optimized decision fusion of heterogeneous data for breast 
cancer diagnosis” 
Advisor: Joseph Y. Lo, Ph.D. (Biomedical Engineering, Radiology)  

• Statistics and Decision Sciences, M.S., expected spring 2007 
Dissertation: “Bayesian methods for discovery and classification of blood 
protein biomarkers for breast cancer diagnosis” 
Advisor: Sayan Mukherjee, Ph.D. (Genome Sciences and Policy, Statistics and 
Decision Sciences, Computer Science) 

• Computational Biology and Bioinformatics, Certificate, 2006 
 
Georgia Institute of Technology, Atlanta, GA 

• Biomedical Engineering, 2001-2002: Proteomics and fluid dynamics 
 
Duke University, Durham, NC 

• Biomedical Engineering, B.S.E, 2001 
Senior honors thesis: “Calculating the changing optical properties of a rat 
hippocampal slice undergoing hypoxia and spreading depression” 
Advisor: Dennis Turner, M.D. (Neurosurgery, Neurobiology) 

• Computer Science, A.B., 2001 
• German Language and Literature, A.B., 2001 

Senior honors thesis: “Comparing Thomas Mann’s pre-WWI literary symbolism 
to Friedrich Nietzsche’s theory of tragedy” 
Advisor: James Rolleston, Ph.D. (German Language and Literature) 

 
Freie Universität Berlin, Berlin, Germany, 2000 

• Computer architecture, German literature 
 
Oxford University, Oxford, England, 1999 

• Shakespearean studies 
 
Friedrich Alexander Universität, Erlangen, Germany, 1998 

• German language, culture, and literature 
 
Woodberry Forest High School, Woodberry Forest, VA, 1997 
 



 

 148 

Scholarships, Fellowships, and Awards 
 
Duke University, Durham, NC 

Angier B. Duke Memorial Scholarship, 1997-2001  
Graduate fellowship (2002-present), Graduation with distinction in Biomedical 
Engineering (2001), Grant for Excellence in Engineering (2001), Cornelius 
Vander Starr Scholarship (1998-2001), Dean’s list with distinction (1997-2001) 

 
Woodberry Forest School, Woodberry Forest, VA 

Valedictorian (1997), School Record for Highest GPA (1997) 
 
Grants and External Support 
 

• US Army Breast Cancer Research Program, PI: Jesneck, 5/1/02-4/30/05, 
“Modular machine learning methods for computer-aided diagnosis of breast 
cancer,” DAMD17-02-1-0373 

Developed a breast cancer computer-aided diagnosis system that employs a 
modular, "divide and conquer" approach 
 

• US Army Breast Cancer Research Program, PI: Jesneck, 5/1/05-6/1/08, “A 
Computer-Aided Diagnosis System for Breast Cancer Combining Mammography 
and Proteomics,” W81XWH-05-1-0292 

Developed an optimized decision fusion technique to combine multiple sources 
of heterogeneous data. 
Identified by a data mining approach promising breast blood proteins to 
diagnose breast cancer. 

 
Publications 
 
A. Refereed Journals 
 

1. E. Samei, J. Y. Lo, T. T. Yoshizumi, J. Jesneck, J. T. Dobbins, III, C. E. Floyd Jr., P. 
McAdams, C. Ravin, “Comparative scatter and dose performance of slot-scan and wide-
beam digita l chest radiographic systems,” Radiology, 2005 Jun; 235(3):940-9. 

 
2. E. Samei, J. Y. Lo, R. Saunders, J. T. Dobbins, III, J. Jesneck, C. E. Floyd Jr, P. McAdams, 

C. Ravin, “Fundamental imaging characteristics of a slot-scan digita l chest 
radiographic system,” Medical Physics, 2004 Sep;31(9):2687-98. 

 
3. R. S. Saunders, Jr., E. Samei, J. L. Jesneck, and J. Y. Lo, “Physical characterization of a 

prototype selenium-based full field digita l mammography detector,” Medical Physics 
32, 588 (2005) 

 
4. J. L. Jesneck, L. W. Nolte, J. A. Baker, C. E. Floyd, Jr., J. Y. Lo, “Optimized approach to 

decision fusion of heterogeneous data for breast cancer diagnosis,” Medical Physics, 33 (8)  
 

5. J. L. Jesneck, J. Y. Lo, J. A. Baker, “A Computer Aid for Diagnosis of Breast Mass Lesions 
Using Both Mammographic and Sonographic BI-RADS Descriptors,” Radiology, (in 
press) 



 

 149 

6. J.L. Jesneck, L. W. Nolte, G. D. Tourassi, J. Y. Lo, “A Bayesian method to estimate the 
minimum sample size for decision fusion,” Medical Decision Making, submitted 

 
7. J.L. Jesneck, S. Mukherjee, A. E. Lokshin, J. R. Marks, M. Clyde, J. Y. Lo, “Identifying 

circulating protein markers for breast cancer detection in premenopausal women,” 
Bioinformatics, submitted 
 
B. Full-length Conference Proceedings 

 
1. J. Y. Lo, M. Gavriel ides, M. K. Markey, J. L. Jesneck, “Computer-aided classification of 

breast microcalcif ication clusters: merging of features from image processing and 
radiologists,” Proc. SPIE Vol. 5032, p. 882-889, Medical Imaging 2003: Image Processing; 
Milan Sonka, J. Michael Fitzpatrick; Eds. 

 
2. J. L. Jesneck, R. S. Saunders, E. Samei, J. Q. Xia, and J. Y. Lo, “Detector evaluation of a 

prototype amorphous selenium-based full field digita l mammography system.” Proc. 
SPIE 5745, 478 (2005) 

 
3. M. Bissonnette, M. Hansroul, E. Masson, S. Savard, S. Cadieux, P. Warmoes, D. Gravel, 

J. Agopyan, B. Polischuk, W. Haerer, T. Mertelmeier, J. Y. Lo, Y. Chen, J. T. Dobbins III, 
J. L. Jesneck, and S. Singh, “Digita l breast tomosynthesis using an amorphous selenium 
flat panel detector.” Proc. SPIE 5745, 529 (2005) 

 
4. J. E. Bender, C. E. Floyd, B. P. Harrawood, A. J. Kapadia, A. C. Sharma, and J. L. 

Jesneck, “The effect of detector resolution for quantitative analysis of neutron 
stimulated emission computed tomography,” Proc. SPIE 6142, 61424Z (2006)  

 
5. J. L. Jesneck, L. W. Nolte, J. A. Baker, and J. Y. Lo, “The effect of data set size on 

computer-aided diagnosis of breast cancer: comparing decision fusion to a l inear 
discriminant,” Proc. SPIE 6146, 614616 (2006) 

 
6. J. L. Jesneck, L. W. Nolte, J. Y. Lo, “An optimized decision-fusion algorithm for 

classif ication of heterogeneous breast cancer data,” Proc. SPIE, 2006 
 

7. G. D. Tourassi, J. L. Jesneck, M. Mazurowski, P. Habas, “Stacked Generalization in 
Computer-Assisted Decision Systems: Empirical Comparison of Data Handling 
Schemes,” Proc. SPIE, accepted for publication in March 2007 
 
C. Selected Abstracts 
 

1. J. Y. Lo, M. Gavriel ides, M. K. Markey, J. L. Jesneck, “Computer-aided classification of 
breast microcalcif ication clusters: merging of features from image processing and 
radiologists,” Proc. SPIE Medical Imaging: Image Processing, 2003 

 
2. J. L. Jesneck, R. S. Saunders, E. Samei, J. Q. Xia, and J. Y. Lo, “Detector evaluation of a 

prototype amorphous selenium-based full field digita l mammography system.” Proc. 
SPIE, 2005 

 
3. M. Bissonnette, M. Hansroul, E. Masson, S. Savard, S. Cadieux, P. Warmoes, D. Gravel, 

J. Agopyan, B. Polischuk, W. Haerer, T. Mertelmeier, J. Y. Lo, Y. Chen, J. T. Dobbins III, 



 

 150 

J. L. Jesneck, and S. Singh, “Digita l breast tomosynthesis using an amorphous selenium 
flat panel detector.” Proc. SPIE, 2005 

 
4. J. E. Bender, C. E. Floyd, B. P. Harrawood, A. J. Kapadia, A. C. Sharma, and J. L. 

Jesneck, “The effect of detector resolution for quantitative analysis of neutron 
stimulated emission computed tomography,” Proc. SPIE, 2006 

 
5. J. L. Jesneck, J. Y. Lo, J. A. Baker, “A computer aid for diagnosis of breast mass lesions 

using both mammographic and sonographic BI-RADS descriptors,” Radiological 
Society of North America Annual Meeting, Radiology, 2006 

 
6. J. L. Jesneck, J. R. Marks, J. A Baker, J. Y. Lo, “Selecting breast blood protein biomarkers 

for breast cancer diagnosis using iterated Bayesian model averaging,” Progress in 
Systems Biology, Ottawa Institute of Systems Biology Symposium, 2006 
  

 
Conference Presentations 
 

1. “Detector evaluation of a prototype amorphous selenium-based full field digita l 
mammography system,” SPIE Medical Imaging, San Diego, CA, 2005 

 
2. “The effect of data set size on computer-aided diagnosis of breast cancer: comparing 

decision fusion to a l inear discriminant,” SPIE Medical Imaging, San Diego, CA, 2006 
 

3. “Breast cancer diagnosis using medical imaging and blood protein analysis”, 
delivered at the National Cancer Institute’s Early Detection Research Network’s 
(EDRN) site visit to Duke University, 2006 

 
4. “Selecting breast blood protein biomarkers for breast cancer diagnosis using 

iterated Bayesian model averaging,” Progress in Systems Biology, Ottawa 
Institute of Systems Biology Symposium, Ottawa, Canada, 2006 


