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ABSTRACT

Objective: As available data increases, so does the opportunity to develop risk scores on more refined patient

populations. In this paper we assessed the ability to derive a risk score for a patient no-showing to a clinic visit.

Methods: Using data from 2 264 235 outpatient appointments we assessed the performance of models built

across 14 different specialties and 55 clinics. We used regularized logistic regression models to fit and assess

models built on the health system, specialty, and clinic levels. We evaluated fits based on their discrimination

and calibration.

Results: Overall, the results suggest that a relatively robust risk score for patient no-shows could be derived with

an average C-statistic of 0.83 across clinic level models and strong calibration. Moreover, the clinic specific mod-

els, even with lower training set sizes, often performed better than the more general models. Examination of the

individual models showed that risk factors had different degrees of predictability across the different specialties.

Implementation of optimal modeling strategies would lead to capturing an additional 4819 no-shows per-year.

Conclusion: Overall, this work highlights both the opportunity for and the importance of leveraging the avail-

able electronic health record data to develop more refined risk models.
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INTRODUCTION

As the adoption of modern electronic health record (EHR) systems

has proliferated, one of the key ways that researchers have used

EHR data is to build risk prediction models.1 The majority of risk

models have consisted of single center studies creating the question

as to whether these risk models are transferable. However, even

within a single center, it is questionable as to whether a risk score is

generalizable across heterogeneous patient populations. For exam-

ple, researchers have derived risk scores generally for 30 day read-

mission2,3 – an important driver of reimbursements – as well as

models specific to sub-populations such as patients with heart fail-

ure4 and chronic kidney disease.5 If the underlying risk factors

across subpopulations are consistent, then building a model on com-

bined data should be more powerful. However, if there is underlying

heterogeneity, then combining sub-populations could result in

poorer performing models. Not surprisingly, efforts to compare

pooled and separate models have been inconclusive.6

In this paper we explore the question of whether a risk model should

be pooled or separated across clinical populations. In our use case we

sought to derive a risk model for whether a patient would no- show to

an outpatient appointment. Like readmissions, there is significant cost
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associated with patient No-Shows.7,8 Moreover, there is also variability

in no show rates across different specialties,8 with research exploring

risk models within specialty specific domains.9,10 Finally, risk factors

for “No- Shows” have been well studied and identified,11–13 facilitating

the ability to create a risk score.

Since various intervention strategies have been identified to reduce

“No-Shows”14–17 our institution sought to implement a risk model to

identify high risk patients. Like most large health care systems, our in-

stitution consists of a variety of specialties and clinics, each serving dif-

ferent patient populations. While building separate models is

straightforward as a data exercise, implementing, and maintaining

multiple risk models can be challenging. Moreover, as clinics are added

to a health system, it is valuable to know whether a general model can

be directly implemented or whether models need to be trained to clinic

specific data to be useful. Therefore, we sought to determine whether

the optimal model should be built on the overall system, specialty, or

clinic level and understand how the various clinics and specialties may

differ in their underlying risk factors for No-Shows.

METHODS

Available Data
Our institution switched to an Epic based system in late 2013. We

extracted data on outpatient appointments from 2014 to 2016 from

our EHR system. We selected 14 high volume adult specialties that uti-

lize scheduled appointment slots (Cardiology, Dermatology, Endocri-

nology, Gastroenterology, Neurology, Ophthalmology, Orthopedics,

Otolaryngology, Plastic Surgery, Pulmonary and Allergy, Pulmonol-

ogy, Rheumatology, Urogynecology, and Urology). Additionally,

many specialties have multiple clinics, both attached to and detached

from the primary hospital, sometimes serving distinct patient popula-

tions. In total these specialties encompassed 55 unique clinics.

Outcome definition

Our primary outcome was patient no-show or late cancellation to a

scheduled appointment. After consulting with different clinics, we

noted that the definition of “late cancellation” differed based primar-

ily on the ease of rescheduling the appointments. For the purpose of

this analysis, we used a consistent definition of late cancellation as can-

cellation on the day of the appointment. This allows any late cancella-

tion to functionally be a No-Show, i.e., not intervenable. Therefore,

our outcome was a composite of a no-show or same day cancellation,

referred to as simply “No-Show.” Any appointments that were can-

celed prior to 1 day were excluded from analysis. Similarly, any

appointments made on the day of the appointment were excluded.

Predictor variables

Defining which variables to integrate into an EHR based risk score

can be challenging as one wants to balance parsimony and discovery.

Since our ultimate goal was to implement a risk score, our primary

consideration in selecting variables was that they had to be easily ex-

tractable and calculable from within the EHR system. This excluded

some variables such as patient distance from a clinic, which would

be more challenging to calculate in a real-time environment.

After consultation with clinical and practice operational

colleagues and the literature, we extracted data on 63 predictors of

no-show. See Supplementary Table S1 for the full list. Extracted var-

iables could roughly be broken down into demographics (e.g., Age,

Sex, Race), comorbidities (e.g., substance abuse, psychiatric diagno-

ses), service utilization history (e.g., previous appointments in clinic,

previous no-shows), appointment information (e.g., day of week,

time of day, appointment length), financial information (e.g., insur-

ance status, copay due), and patient engagement (e.g., active in

MyChart [online portal], response to automated pre-phone call).

Since many of the variables had multiple levels (e.g., payor type) var-

iables were grouped into meaningful categories that had at least a

1% frequency. Some demographic variables (e.g., race, employment

status) had missing values. For these we created a missing category.

For the purposes of risk modeling, predictor values were

extracted from the EHR as of 3 days prior to the appointment.

Development of Predictive Models
Predictive models

Given the structure of the available data, we built models on three

different levels: System, Specialty or Clinic. A model built on a

higher level (e.g., System) could include information on a lower level

as a covariate (e.g., clinic indicators). Without loss of generality, we

express these different models below as a logistic regression model.

We define Y to be our indicator for “No-Show,” X the individual

level predictors, and S and C the specialty and clinic indicators. The

associated parameters are b, c, and x.

(a) On the health system level we have:

logit Yð Þ ¼ Xbþ e (1)

logit Yð Þ ¼ Xbþ Scþ e (2)

logit Yð Þ ¼ Xbþ Cxþ e (3)

These models use all available observations. The added indicators

for specialties and clinics in models (2) and (3) serve to vary the in-

tercept (i.e., No-Show rate) but the effects are assumed constant

across each specialty/clinic. We note that (3) does not have an indi-

cator for specialty since clinics are nested in specialties.

(b) Specialty level models:

logit Yð Þ ¼ Xsbs þ e (4)

logit Yð Þ ¼ Xsbs þ Csxs þ e (5)

Here we fit a separate model for each specialty (4) adding a clinic

specific intercept in (5). Each specialty has its own associated pa-

rameter vector, bs. While in practice we estimate each model sepa-

rately, this can be thought of as an interaction between specialty and

all of the predictors’ variables.

(c) Clinic levels model:

logit Yð Þ ¼ Xcbc þ e (6)

Finally, we have a separate model for each clinic. As above, we fit

the model separately, but this can be thought of as an interaction be-

tween clinic and the predictor variables.

Model estimation

We divided the data into training and testing sets, using 2014 to 2015

data for training and 2016 for testing. We tested different analytic

strategies on a subset of the training data. After deciding on the desired

estimation approach, we fitted the above models on the full training

data and assessed model performance on the independent test data.

Above, we presented the prediction models as logistic regression

models for convenience. In principle we can use any model building

strategy. After consideration and testing of different approaches, we

decided to use a regularized logistic regression, LASSO (least abso-

lute shrinkage and selection operator).18 Regularized logistic regres-

sion is similar to logistic regression except it “shrinks” b-coefficients
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towards zero to generate a more stable risk estimate, that is, avoid

over-fitting. This results in biased coefficient estimates that can no

longer be interpreted as log odds-ratios, as in a logistic regression.

However, another difference between LASSO and logistic regression

is the predictors are first standardized to have unit variance. By plac-

ing all of the predictor variables on the same scale, this allows one

to interpret the coefficients as a weight or relative importance of

that predictor variable. The amount of shrinkage was chosen sepa-

rately for each model using 10-fold cross-validation. We also tested

the added value of including quadratic and interaction terms but

saw minimal added values. Therefore, we only fit a model with

main effects. We used the glmnet package19 in R to fit the models.

Model evaluation

We evaluated discrimination and calibration of the predictions

generated on the test data. To assess discrimination, the ability to sep-

arate patients into risk groups, we calculated a concordance statistic,

i.e., C-statistic. To assess calibration, the alignment of the predicted

probabilities with the underlying probabilities, we calculated the

calibration-slope.20 We note that a calibration slope of 1 indicates

perfect calibration, i.e., the predicted probabilities reflect the underly-

ing probabilities, while deviation from 1 indicates miss-calibration.

To understand underlying differences between the models, for

each specialty level model [model (4)], we compared the estimated

b-coefficients from the LASSO fit. Finally, for each of the clinic level

models [model (6)] we assessed how model fit related to size of the

training data.

This study was exempt by our institution’s Institutional Review

Board.

RESULTS

In total, we had 2 264 235 individual appointments across 14 spe-

cialties and 61 clinics. We removed 6 clinics because they did not ex-

ist during either training or testing periods. This left us with a total

sample size of 2 232 737 appointments across 55 clinics. Supplemen-

tary Table S1 contains descriptive data across the 14 specialties. We

note that there are some meaningful differences between the special-

ties. Of greatest interest is that the specialties saw different types of

patients. There was heterogeneity with respect to patient primary

payor, age, and gender. Many of the specialties also differed in

whether their patient appointments were primarily office or hospital

based. Figure 1 shows the No-Show rate for each of 14 specialties.

The no-show rates differ across specialties with the lowest in Urogy-

necology (13%) and the highest in Pulmonary & Allergy (32%).

Model Performance
System level evaluation

We first considered how adopting a single modeling approach

would perform across the full system. Table 1 presents the C-statis-

tics and calibration slopes for each of the 6 models. Each of the

models is very well calibrated. The three models that incorporate

clinical specific information have the best discrimination, with the

clinic specific model performing nominally the best.

Specialty level evaluation

We next evaluated the models within each specialty level. Using

models (1–6), we generated fits for each of the 14 specialties for a

total of 84 evaluations. Figure 2 shows the C-indices and calibration

slopes for the different fits. The C-statistics range from 0.70 to 0.95,

with the more granular models generally showing better discrimina-

tion than the full system level models. The models are also very well

calibrated, with again the more granular models showing better per-

formance. In general the size of the training data does not appear to

relate to the model performance.

Clinic level evaluation

Finally, we evaluated models on the clinic level, evaluating a total of 6

models for each clinic (330 total). Figure 3 show the discrimination and

calibration results across model fits 1–6. Here we generally observe that

Figure 1. No-show rates across the different specialties. The no-show rates differ across specialties with the lowest in Urogynecology (13%) and the highest in

Pulmonary & Allergy (32%).
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the clinic specific models perform better than those at the higher level.

This holds even though some of the clinic sizes were quite small in the

training data (n<200). Overall clinic size was only moderately corre-

lated with C-statistic, with a Spearman correlation coefficient of 0.32

(P<0.05). We note that for many of the clinics we are able to get quite

strong model performance with an average C-statistic of 0.83. Simi-

larly, we find that the clinic level models have the best calibration.

To compare the 6 different models, Table 2 shows the number of

clinics where one model performs best in terms of discrimination

and calibration. The clinic specific model performs best 67% and

57% of the time for discrimination and calibration, respectively. We

assessed also whether clinic size was related to whether the clinical

level model performed better than the specialty level model. To do

this, we created an indicator for whether the clinical level model per-

formed better and regressed this on clinic size (in the training data).

The odd ratio was (per-1000 people) was 1.014 (95% CI, 0.984-

1.044), suggesting that size of the clinic training data is not a signifi-

cant determinant of whether the clinic level model performs better.

Clinical decision making

We assessed the impact of model choice on decision-making. Using

a predicted risk threshold of 20% – a value we have implemented in

our clinics – we calculated the overall sensitivity for choosing each

of the 6 models. The clinic specific model had a sensitivity of 66%

while the center general model had a sensitivity of 62%. This corre-

sponds to capturing an additional 4160 no-shows in 2016. More-

over, choosing the optimal model on a clinic-by-clinic basis results

in even greater performance. Overall, the optimal model had a sensi-

tivity of 69%, corresponding to capturing an additional 4819 no-

shows beyond the clinic specific model.

Important Predictor Variables
Finally, we assessed the drivers of the prediction model. Figure 4

shows the standardized b-coefficients for each of the 14 specialty

levels models. These can be thought of as importance weights for

the predictive model as opposed to measures of association. For the

most part, the direction of the effect was the same across specialties,

though the magnitude differed. Table 3 lists the top 5 predictors (in

scale of absolute values) for all 14 specialties. For all but 2 of the

specialties, appointments rescheduled by the provider were the num-

ber one predictor of patient no-shows. While other predictors are

shared across specialties (e.g., copays due, number of previous no-

shows, number of previous appointments) others are also unique to

the specialty (patient sex, appointment length).

DISCUSSION

Our results illustrate the importance of considering the underlying

clinical heterogeneity when developing risk prediction models.

Many risk prediction models apply a single set of functions across

broad clinical populations. However, we have shown that doing so

can lead to poorer performing models. Instead, it is likely best to de-

velop models on as local of a level as possible, while assessing

whether “higher” levels lead to better performance.

To illustrate this concept, we developed a series of risk models for

patient No-Show/Late cancellation across a range of adult specialties.

We looked at 14 specialties, constituting 55 clinics. In general we found

that clinic level models showed the best discrimination and calibration

Table 1. Model Performance on the System Level

Models Discrimination Calibration

Overall model 0.814 1.02

Overall model with specialty 0.820 1.01

Overall model with clinic 0.814 1.02

Specialty-specific model 0.835 1.00

Specialty-specific model with clinic 0.836 1.00

Clinic specific model 0.841 0.98

Figure 2. Discrimination and calibration evaluated at the specialty level. The dashed line at ‘1’ indicates perfect calibration. The models that incorporate clinic

specific information typically have the best performance. Point size indicates the size of the training data.
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67% and 57% of the time, respectively. One implication of these results

is that the risk factors for patient no-shows across the different clinics

are different. This was confirmed upon examination of the risk coeffi-

cients, with different predictors showing importance for different spe-

cialties. This raises the question of when local models perform better

than general models. Before this study, we would have hypothesized

that clinic size would be significantly related to better performance of a

clinic specific model since more training data would be available. While

clinic size was moderately correlated with model performance

(r¼0.32), clinic size was not significantly associated with a better clinic

level model. Instead, the difference in performance is likely due to other

forms of clinic level heterogeneity. This implies that we cannot apply

simple a priori rules as to when local models will outperform general

models. Instead, this is something that needs to be learned from the

data. As such, one way to consider the impact of model level is as a

form of bias-variance trade-off. A model built on a higher level will be

less variable but have greater bias. Conversely, a more local model,

while producing a better fit, will have more variance.

This work also highlights the potential of modern EHR systems

to leverage large amounts of data. Many EHR vendors are offering

prediction models out of the box without requiring or recommend-

ing clients to do any retraining with local data. The heterogeneity

seen within our data set suggests that local validation and recali-

bration would lead to better performance and should be part of the

implementation of these off-the-shelf models. Since we have a large

amount of data (greater than 2 million appointments), we were

able to sub-stratify to create more refined models. Obviously all

institutions will not have this ability and may be forced to derive

higher level models. Even so, there is an importance in deriving

models as locally as possible. The importance of accounting for lo-

cal models has been acknowledged elsewhere,21 with some empha-

sizing the need to understand local clinical practice when

developing these models.22 One advantage of developing clinic spe-

cific risk models is that it is possible to tailor the outcome to the

particular clinic environment. For example, at our institution, dif-

ferent specialties prefer different definitions for late cancellation.

For some specialties a late cancellation was the day before the ap-

pointment. However, other specialties would ideally define late

cancellation as 3 to 5 days before the appointment. By developing

clinic specific models, each clinic could define the outcome that

makes the most sense for that particular clinic. Even when full

clinic specific models are not available due to sample size con-

straints,23 random effects models can be a useful for strategy for

incorporating group specific variability.24,25 This can also be facili-

tated by using cluster level evaluation metrics.26

While our investigation focused on patient no-shows, these

results have implications across health system based risk modeling.

Work predicting 30-day readmissions has suggested that condition

specific models may do better,6 as well as models that target specific

causes of readmission27 or patient characteristics.28 Similarly we can

consider stratifying other risk models such as surgical complications

where condition specific models have been derived (e.g.,29) and it

has been suggested that site specific models are better.30 That being

said, as this work shows, it is impossible to say categorically

whether a local or general model will perform better – in our case,

there were environments where each was preferable. Every predic-

tive modeling task ought to consider this within as a tuning parame-

ter in the study design.

Table 2. Best Performing Model Level

Discrimination Calibration

Models Number of clinics Number of clinics

Overall model 0 1

Overall model with specialty 2 6

Overall model with clinic 0 2

Specialty-specific model 7 7

Specialty-specific model with clinic 9 7

Clinic specific model 35 30

Total 53 53

Figure 3. Discrimination and calibration evaluated at the clinic level. Variability is shown in model performance across the different clinics. In general, the clinic

specific models (pink star) have the best performance, but this is not uniformly the case.
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There are a few limitations to our approach. Most notably, this

study only investigated data from a single center. Currently there is a

lack of evidence establishing how well risk models port across insti-

tutions.1 One may extrapolate that the observed disparities in perfor-

mance would be exasperating had we considered validating across

different institutions; however, this is worthy of further examination.

We also did not fully leverage the available repeated measurements.

While we added covariates based on patients’ clinical history, partic-

ularly missed appointments, we likely could have created a stronger

predictor by modeling the correlation across different visits. For ex-

ample, if someone missed an appointment yesterday in a cardiology

clinic, it is likely that they may miss their appointment tomorrow in

a gastrointestinal clinic. In general, more work is needed on how

best to model such scenarios, as there are few machine learning

methods that properly handle repeated measurements.31

There are still some open questions worth considering. Analyti-

cally, we only considered discrete models. However, one could bet-

ter take advantage of the hierarchical nature of the data and derive a

Bayesian hierarchical model.32 This would have the advantage of

borrowing across the multiple levels of the data and discover the op-

timal level at which to predict. Moreover, this would allow one to

naturally handle new, unobserved clinics within in the model, or

even reduce the nesting structure lower to the provider level. Simi-

larly, future work could consider how best to borrow information

across the different clinical encounters. Finally, this work does not

consider the added cost in maintaining multiple models. One could

apply a cost function to help an institution decide what the optimal

trade-off is between model performance and operations.

CONCLUSION

Overall, our results illustrate the value of fitting local level models. Even

with small training data sizes, we were able to derive better performing

prediction models for patient no-shows. However, this effect was not

uniform, suggesting that the optimal model depends on the particular

Table 3. Top Predictors for Each Specialty Level Model

Specialty Predictor 1 Predictor 2 Predictor 3 Predictor 4 Predictor 5

Cardiology APPT RESCHED Prev Appt All OP

24 months

COPAY DUE APPT CHANGED1þ PHONE REMIND:

confirmed

Ophthalmology APPT RESCHED NUM CALLS Prev Appt Spec

24 months

PHONE REMIND:

Confirmed

Prev No Show Spec

24 months

Urology COPAY DUE APPT RESCHED Prev Appt Spec 18 months APPT CHANGED1þ Prev Appt Spec 3 months

Neurology APPT RESCHED Prev Appt Spec

24 months

NUM CALLS Prev No Show Spec

24 months

PHONE REMIND:

confirmed

Dermatology APPT RESCHED Prev Appt Spec

24 months

Prev Appt All OP

24 months

COPAY DUE SEQUENTIAL Appt

Orthopedics APPT RESCHED NUM CALLS Appt made days APPT CHANGED1þ Prev Appt Spec 24 months

Rheumatology APPT RESCHED Prev Appt Spec

24 months

Prev No-Show Spec

24 months

COPAY DUE PHONE REMIND:

confirmed

Gastroenterology APPT RESCHED Prev Appt Spec

24 months

Age APPT CHANGED1þ Prev No Show All OP

24 months

Pulmonology APPT RESCHED Employment: Retired PHONE REMIND:

confirmed

Prev Appt Spec

3 months

Employment: Full Time

Otolaryngology APPT RESCHED NUM CALLS APPT CHANGED1þ Prev No Show All OP

24 months

Appt Made Days

Pulmonary and allergy APPT RESCHED OVERBOOKED COPAY DUE Prev Appt Spec 6 months APPT CHANGED1þ
Endocrinology APPT RESCHED Prev Appt Spec

24 months

Prev Appt Spec

18 months

Prev Appt Spec 24 months APPT CHANGED1þ

Plastic surgery APPT RESCHED COPAY DUE APPT LENGTH:

5/10 min

Prev No Show Spec

24 months

PHONE REMIND:

Confirmed

Urogynecology COPAY DUE APPT RESCHED Male APPT CHANGED1þ APPT LENGTH: 40þ min

Figure 4. b-coefficients for each of the 14 specialty levels models. Red indi-

cates a risk factor for no-show while blue indicates a protective factor. White

indicates no prediction. Coefficients are scaled to have equal scale.
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clinic environment and needs to be learned for the specific context. This

highlights the importance of developing “personalized” risk scores.
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