
Development of Novel Bayesian Models of Environmental Systems with Application to 
the Prairie Wetlands of North America 

by 

Christopher Krapu 

Department of Civil & Environmental Engineering 

Duke University 

Date:_______________________ 

Approved: 

___________________________ 

Mark Borsuk, Advisor 

___________________________ 

Ana Barros 

___________________________ 

Martin Doyle 

___________________________ 

Gabriel Katul 

___________________________ 

Mukesh Kumar 

 
Dissertation submitted in partial fulfillment of the requirements for the 

 degree of Doctor of Philosophy in the Department of 
Civil & Environmental Engineering in the Graduate School 

of Duke University 
2020 



ABSTRACT 

Development of Novel Bayesian Models of Environmental Systems with Application to 
the Prairie Wetlands of North America 

by 

Christopher Krapu 

Department of Civil & Environmental Engineering 

Duke University 

Date:_______________________ 

Approved: 

___________________________ 

Mark Borsuk, Supervisor 

___________________________ 

Ana Barros 

___________________________ 

Martin Doyle 

___________________________ 

Gabriel Katul 

___________________________ 

Mukesh Kumar 

An abstract of a dissertation submitted in partial fulfillment of the  
requirements for the degree of Doctor of Philosophy in  

the Department of Civil & Environmental Engineering  
in the Graduate School of Duke University 

2020 
  



 

 

 

 

 

 

 

 

Copyright by 

Christopher Krapu 

2020 

 



 iv 

Abstract 

This dissertation is primarily concerned with the development and application of 

statistical models for analyzing ecological and hydrological data. A key technical 

achievement contained within is the deployment of Markov chain Monte Carlo methods 

leveraging log posterior gradients for dramatically speeding up inference for hybrid 

empirical-mechanistic models as well as for analyses of large ecological datasets. In 

order to utilize such methods, the environmental models had to be implemented in 

automatic differentiation frameworks originally designed for optimization of deep neural 

networks. These models are highly challenging to use with previously existing methods 

such as the Gibbs sampler and random walk Metropolis sampling. These findings enable 

the enumeration and estimation of an enormous variety of new models spanning a range 

of process specificities from purely empirical to purely mechanistic forms, all within the 

same coherent joint parameter estimation framework. Additionally, these methods were 

employed in an analysis of ongoing changes in hydrology in the Prairie Pothole Region 

of North America (PPR). Key contributions from this analysis include the identification 

of a major structural shift in the number and geometry of ponds and wetlands in the PPR 

likely exacerbated by shifts in agricultural practices. Observational data from this region 

were used to develop and assess the performance of the first Bayesian model of upland-

embedded wetland water volumes. The utility of this approach is shown by conducting 

inference of model parameters using biased and highly noisy calibration data derived 

from remote sensing. 
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1 Introduction  

Monitoring and management of Earth's natural resources is a difficult endeavor due to the 

rich and interdependent structure of biological, physical and anthropological processes 

governing the dynamics of many environmental systems. A major challenge in analyzing 

and studying these phenomena is that they require in-situ observation as restricting our 

analyses to carefully controlled settings using conventional laboratory experiments may 

obscure important behavior that only appears outside of carefully controlled conditions 

(Clark, 2004). This can be due to emergent properties caused by the interaction of 

multiple causes as well as site-specific or antecedent conditions which are difficult to 

replicate in controlled experiments.  Furthermore, ongoing environmental changes are 

often global in nature and lack previous historical precedent (Smith et al., 2009), 

precluding the extrapolation of future behavior based on a past record of observational 

data. Accordingly, it is often necessary to move research from the laboratory to the 

system as it exists in nature with additional sources of stochasticity due to both biotic and 

abiotic factors. In such cases, it is greatly helpful to be able to partition the sources of 

randomness into uncertainty regarding the process and that which is due to measurement 

error which are analogous to epistemic and aleatoric uncertainty (Kiureghian and 

Ditlevsen, 2009). To give a concrete example in hydrology, consider the problem of 

attempting to forecast the volume of runoff that will pass through a given stream on a 

certain day conditional on a fixed precipitation input over the relevant preceding window 

of time. Our predictions are made uncertain via our imperfect knowledge of the 

catchment's soil susceptibility to infiltration, density of vegetation, and a range of other 

factors that could potentially be known deterministically given enough time and effort in 
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surveying. As these reflect lack of knowledge of a deterministic state of the world, these 

are sources of epistemic uncertainty. However, there are also likely to be aleatory sources 

of uncertainty. Given that electrical circuits are frequently used to transcribe 

measurements of physical processes and these circuits have some degree of inherent 

variation in voltage due to thermal fluctuations, it is possible that our stream gauge adds 

some stochastic error to its observations in the process of recording. Then, as these 

observed data are used to construct and calibrate our model of the future, we must be 

aware that randomness in past measurements thereby reduces our forecasting precision 

for future events. We describe this uncertainty as aleatoric or irreducible because it is 

unlikely that--with the instruments just described--we could ever eliminate this inherent 

variation in our data. Epistemic and aleatory uncertainty map respectively to the concepts 

of process and measurement error that are key aspects of environmental modeling. 

While there is a rich tradition of separately addressing process and measurement 

error in statistics (Beck et al., 2009; Wikle and Berliner, 1998), purely empirical models 

are not making full use of our current understanding of environmental systems and we 

should incorporate more direct prior knowledge regarding physical mechanisms 

underpinning their behavior. Here, the term empirical is reserved to denote models which 

are not dependent upon foundational principles such as conservation of energy or mass. 

At the other extreme, deterministic models with no capacity for representing stochastic 

behavior cannot make use of the tremendous amount of theory and experience developed 

by statisticians for rigorous model fitting and critiquing. The primary position taken in 

this work is that there exists a spectrum of environmental model forms ranging from 

empirical to mechanistic for which large intervals of potentially useful formulations are 
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unexplored. A major goal, therefore, is to highlight examples of these novel models, 

clearly elucidating their practical advantages and disadvantages. 

Ongoing developments in the application of remote sensing towards national-

scale or even continental-scale environmental datasets further emphasize the need for 

careful accounting of the sources of stochastic variation in observational records. For 

example, the United States Fish and Wildlife Service has invested tremendous time and 

effort in identifying the location and type of wetlands across the entire nation, compiling 

their results in the National Wetland Inventory. While these data are invaluable for 

management and scientific purposes, they are an accounting of the state of America's 

wetlands and water resources at a single point in time and are therefore inadequate for 

assessing temporal changes in wetland dynamics. Temporal records of wetland water 

levels can be derived from Landsat imagery (Jones, 2015; Pekel et al., 2016) but at a 

much coarser resolution and with nontrivial rates of omission error. This is an example of 

how advances in sensing technology can enable data analyses along new axes or 

dimensions but also induce challenges for modeling and inference. 

As environmental science and engineering lie at the interface of systems both with 

and without well-characterized exact dynamics, it is appropriate that effective modeling 

approaches will be compositions of mechanistic and empirical models, (Liu et al., 2011; 

Renard et al., 2010; Smith et al., 2015) and multiple chapters of this document are 

devoted to exactly this class of models. The discussed approaches are framed as Bayesian 

models allowing for incorporation of prior beliefs encoded in probability distributions 

and enabling application of generic, problem-agnostic inference techniques such as 

Markov chain Monte Carlo (Gelfand and Smith, 1990) for parameter estimation. Within 
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this framework, our prior beliefs are combined with model dynamics as contained within 

a likelihood function in order to define a posterior distribution which typically forms the 

focal point of Bayesian statistical analyses. A key observation contained within this work 

is that many environmental systems admit purely continuous representations and thus can 

leverage highly effective techniques from statistical physics (Duane et al., 1987) and 

optimization (Kucukelbir et al., 2016; Ranganath et al., 2014) for estimating posterior 

distributions over model parameters. 

A unique advantage to addressing challenging environmental problems in a 

Bayesian manner is that practitioners of that school of statistics have long experience in 

dealing with large parameter estimation problems. Informally, this class of scenarios 

consists of the modeling exercises we would wish to conduct but for which random walk-

based MCMC and other older varieties of constructing Markov chains are not sufficient. 

In these situations, posterior inference is often much more rapid for methods which 

leverage gradients of model log-likelihoods such as Langevin diffusions (Grenander and 

Miller, 1994; Roberts and Rosenthal, 1998) and Hamiltonian dynamics (Neal, 2011). 

From an application standpoint, this critical threshold is often reached for posterior 

distributions with more than ≈ 10$ parameters, though the specifics of the model may 

adjust this point substantially in either direction. Problems of this scale are common in 

environmental applications already (e.g.Laloy and Vrugt, 2012) and are likely to become 

more frequent with ongoing development of highly parameterized, spatially distributed 

models (Clark et al., 2015; Kumar et al., 2009b). A major theme of this thesis is 

leveraging recent advances in inference for stochastic systems to improve analysis of 

environmental models. 
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While the first several chapters are devoted to a series of statistical models applied 

to general environmental phenomena, the remaining chapters address issues of wetland 

hydrology across the Prairie Pothole Region (PPR) of central North America. The PPR 

extends over several American and Canadian states and provinces, stretching from Iowa 

and the Dakotas into Saskatchewan and Alberta.  As this region has weak topographic 

variation, the prevalence of integrated drainage networks is less in this area than in 

regions to the south and west. Consequently, large numbers of upland-embedded 

wetlands act as terminal water bodies and act as integrators of climatic and hydrologic 

inputs over both space and time. There exists an ongoing tension between the demands of 

conservation and agriculture in the region (Kahara et al., 2009; McCauley et al., 2015a) 

and monitoring the ecological health and abundance of the region's wetlands is 

challenging due to their sheer number. A major challenge to researchers and managers 

interested in the region's hydrology is leveraging large amounts of remotely sensed data 

regarding wetland water levels to better understand heterogeneity in their response to 

climatic factors and human-driven change such as agricultural drainage. Several chapters 

in this work directly address these questions. A summary of the content of each chapter is 

provided below. 

• Chapter 2 provides a high-level overview of the main computational tools used in 

this thesis, focusing on Bayesian statistics and optimization 

• Chapter 3 primarily discusses the development of a statistical model designed to 

help conduct regression of high-dimensional binary data on graphs with an 

application to spatial modeling of plant species. 
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• Chapter 4 is an applied case study on the application of dynamic linear models 

estimated with recursive Bayesian filtering to determine whether substantial 

evidence exists for linearization of rainfall-runoff processes across the Model 

Parameter Estimation Experiment database of catchment hydrology records over the 

period 1950-2000. 

• Chapter 5 shows how to leverage black box variational Bayes for scalable inverse 

modeling applied to rainfall-runoff models, increasing the size of tractable 

modeling scenarios from approximately 𝟏𝟎𝟐 to over 𝟏𝟎𝟒 free parameters. A key 

technical aspect of this chapter is the first implementation of a hydrology model in 

an automatic differentiation-enabled programming framework. 

• In chapter 6, a synthesis of theory, observational analysis and modeling is applied to 

enhance efforts in identification and attribution of major shifts in the properties of 

inland water bodies across the North American Prairie Pothole Region. One of the 

primary findings from this chapter is that the apparent severity of wetland 

consolidation is strongly correlated with changes of crop types from wheat into 

maize and soy. 

• Chapter 7 addresses potential issues with the current status of the US Fish and 

Wildlife Service's Waterfowl Breeding Population and Habitat Survey. By using 

remotely sensed surface water extent data, it is shown that there may exist large 

variation in the year-to-year survey bias due to the spatial design of the survey. 

• Chapter 8 describes a Bayesian model for upland-embedded wetlands incorporating 

evapotranspiration dynamics and skewed observation error model to correct for 

systematic underestimation of wetland ponded water extent by satellite imagery. 
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Remaining sections of this document contain appendices with details on specific 

points. As this thesis contains material spanning statistical inference, hydrology, and 

ecology, there are few individual references that can give appropriate background on the 

methods covered within the scope of these chapters. As of publication of this thesis, the 

most suitable preparatory texts include the books Bayesian Data Analysis (Gelman et al., 

2013) and Information Theory and Learning (MacKay, 2003). 
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2 A review of probabilistic programming for environmental 
modellers 

 
This chapter was published as Probabilistic programming: A review for 

environmental modellers. Krapu, C, Borsuk, M. Environmental Modelling & Software. 
2019; 114: 40-48. The article is reprinted with permission from the publisher and has 
been reformatted for the purposes of this dissertation. Lead author Christopher Krapu was 
responsible for all research and initial draft writing. Co-author Mark Borsuk assisted with 
editing and revisions. 
 
2.1 Introduction 

The widespread usage of mathematical models to represent and forecast 

environmental processes builds upon a rich scientific history of iteration between theory 

and practice . This procedure alternates between the generation of testable hypotheses 

about the natural world and the investigation of their validity via statistical analysis of 

data which may be incomplete or prone to random variation. The environmental sciences 

present special challenges due to the complexity of the systems studied and hypotheses 

posed as well as the interactions between anthropogenic and natural causes. Modelling 

environmental dynamics consequently requires techniques from both physical and 

statistical sciences (National Research Council, 2001). While theory-based models 

usually integrate detailed knowledge regarding the key processes involved, empirical 

models are more appropriate for scenarios involving substantial uncertainty about either 

the structure or governing parameters of the system studied, though scientific inquiry 

often involves alternation between both approaches (Box and Youle, 1955). Regardless 

of the choice of model used, model assumptions must be checked to ensure that the end 

product is an appropriate representation. The specific logic encoded in the data-

generating process will invariably differ from case to case, but much of the labor 



 9 

involved in estimation and validation can be spared by using general frameworks for 

model construction and assessment.  

Probabilistic programming languages (PPLs) intend to unify a scattered and mostly 

disconnected landscape of models and algorithms by basing model structure and 

estimation on generic, reusable components that can be applied in a wide variety of 

contexts (Ghahramani, 2015). Parameter estimation is 'automatic' in a PPL in the sense 

that it is performed with general-purpose algorithms designed to work on very broad 

classes of models with little tuning. A central philosophy of probabilistic programming is 

that the act of writing down a model should be wholly divorced from its estimation and 

inference. In a PPL, assumptions about the world are encoded in a graphical model which 

depicts the relationships between variables in terms of a network. Within this network, 

nodes correspond to model variables and edges correspond to dependencies which may 

be either stochastic or deterministic. This formalism provides a unifying view of models 

with many interacting random variables (Wainwright and Jordan, 2007) in terms of 

modular substructures within the underlying graph. With a well-designed PPL, the 

modeller is able to rapidly prototype and test new ideas by modifying and combining 

existing models. This enables a more efficient way to explore multiple alternative model 

forms (Lahtinen et al., 2017).  

There already exist some environmental modelling frameworks which share similar 

objectives such as code reuse and modularity, e.g. OMS3 (David et al., 2013) but are less 

focused on inference and optimization. In many situations, researchers stand to benefit 

from using a general-purpose inference algorithm as compared to a case-by-case 

piecemeal application of one or several estimation algorithms written expressly for a 
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single purpose. Optimization frameworks such as PEST (Doherty et al., 2010) provide 

sophisticated algorithms for model fitting but offer little facility for specifying model 

structure or performing a statistical critique of the parameter estimates. Probabilistic 

programming instead offers a unified modelling framework integrating model definition, 

estimation and criticism for conventional statistical analyses, process-based modelling, 

and deep neural networks among other modelling learning approaches.  

Despite their name, PPLs are embedded in a high-level programming language. 

Some of the more recent frameworks are PyMC3 (Python), Stan (C++ with interfaces for 

several other languages) and Edward (Python). Every PPL includes functionality for 

declaring and using stochastic variables in arbitrary model structures (Goodman, 2013). 

These are defined in terms of probability distributions and do not refer to known 

numerical quantities stored within computer memory, but rather are used to build a 

probabilistic model of a system. This model can then be used to generate simulated 

outcomes as well as to assess the likelihood of observed outcomes in aid of parameter 

inference. Optimization and inference algorithms are frequently the most time-consuming 

and difficult part of the modelling process (Fischer and Schumann, 2003) and PPLs are 

designed to streamline this process by including user-friendly, community-standard 

implementations of these algorithms. A PPL may include additional utilities for scoring 

and ranking models or saving and loading previously computed parameter estimates.  

Some readers may be familiar with older statistical modelling frameworks such as BUGS 

(Lunn et al., 2000) or JAGS (Plummer, 2003). To this audience, we use this review to 

communicate how more recent PPLs can enable inference for a larger class of models and 

facilitate big data analyses. For those who have no familiarity with this subject, we hope 
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to show why implementation of environmental models in a PPL may be advantageous. Of 

course, not every PPL is suited for every task. In this review, we focus on those which 

have a particular ability to represent mechanistic environmental processes and statistical 

representations.  

We begin with an overview of the probabilistic programming concept, followed by 

a brief history. We then present a typical workflow of probabilistic programming. Next, 

we discuss the algorithms typically used for parameter estimation and uncertainty 

quantification as well as some algorithmic developments that have dramatically enhanced 

the functionality of modern probabilistic programming frameworks. We then cover the 

benefits of employing PPLs in an environmental modelling project and present some 

relevant examples of their application within environmental modelling. We conclude by 

discussing remaining challenges and future directions of the field as well as potential 

avenues of research. 

 

2.2 Overview of probabilistic programming 

The term "probabilistic programming" is expansive and includes software intended 

for diverse aims and with varying limitations. Probabilistic programming can be loosely 

defined as the application of deterministic computer programs tightly integrated with 

stochastic elements or constructs for random choice (Goodman, 2013) with the ability to 

be conditioned on observed data. However, a key feature of probabilistic programming in 

all cases is the separation of model structure and estimation. In virtually all probabilistic 

programming frameworks, a user defines the model structure by calling functions that 

add nodes to the underlying graphical model which represents a joint probability 
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distribution for the problem at hand. These variables can be scalar-valued, matrix-valued, 

or representative of richer stochastic processes such as Gaussian random walks or 

autoregressions. Deterministic transformations can then be applied to these random 

variables to create derived quantities. These variables and transformations must be 

specified in sufficient detail that the model’s likelihood function can be evaluated and 

employed in either Monte Carlo-based techniques or faster optimization-centric 

approaches used to estimate model parameters.  

While early research in probabilistic programming initially grew out of theoretical 

work in computer science (Kozen, 1981; Solomonoff, 1978), efforts to develop practical, 

general-purpose inference engines in tandem with reusable model components took place 

towards the late 1980s and early 1990s. The resulting combination of software packages 

and frameworks appears to have emerged from the confluence of research communities 

with two distinct backgrounds and objectives. The first (Koller et al., 1997; Pearl, 1987) 

was centered around researchers concerned with artificial intelligence and probabilistic 

reasoning, while the second was largely composed of statisticians who desired flexible 

and widely-applicable inference packages. The latter group was aided immensely by the 

translation of Markov chain Monte Carlo (MCMC) from the physics literature into 

mainstream statistical practice (Gelfand and Smith, 1990).  

 

2.2.1 Workflow 

Using a probabilistic programming framework for parameter estimation or 

uncertainty quantification involves three main steps (Figure 2.1). First, the structure of 

the model is defined by specifying a network of random variables and their 
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interconnections. These connections may be deterministic or stochastic relations. The 

model is declared in a bottom-up fashion; prior distributions or fixed values are 

designated for basic model parameters and derived quantities are then declared as 

functions of these initial parameters. Second, an inference engine is specified and either a 

sampling or optimization-based approach is applied with little or no tuning of the 

inference algorithm. This is similar in spirit to other community modelling efforts such as 

SUMMA (Clark et al., 2015), in which the model logic reflecting the structure of the 

data-generating process is cleanly separated from the numerical solvers used for 

simulation. Finally, summaries of the posterior distribution are generated and diagnostic 

statistics of the estimation or optimization process are assessed (Jakeman et al., 2006). 

Once a generative process is specified and the posterior distribution is estimated, it is 

always possible to then draw simulations of imaginary data, which can be invaluable in 

assessing whether the model generates realistic or plausible outcomes. This workflow 

places a strong emphasis on description and understanding of the data-generating process 

(Figure 2.2); by specifying the form of this process in a graphical model, it is hoped that 

the modeller is made aware of issues that might not have been identified with a purely 

test-based approach. Furthermore, it reduces the tendency to fall back to specific model 

forms that are familiar but unsuited to the problem at hand.  

 



 14 

 

Figure 2.1: PPL development workflow 

(a) The user begins by establishing dependencies between quantities in a graphical model.  The shaded 
circles correspond to observed data while the empty circles are unknown parameters. (b) After the model is 
established, one of several methods for parameter estimation can be applied. (c) The quality of fit and the 
model suitability can then be assessed in terms of model score and predictive power. 

 

 

Figure 2.2: Improving a model through refinements of the data generating process. 
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The user begins by specifying a Bayesian linear regression model (a) with a positive Cauchy prior 
distribution on the standard deviation of the error and normal priors on the model intercept (alpha) and 
slope (beta). The corresponding graphical model is shown in the center column and relates the predictive 
mean µ* to the observed data x* and y* over N data points. In order to account for a clear nonlinearity 
between x* and y*, an additional coefficient is added to the model in (b) to convert this into a nonlinear 
regression with a predictor quadratic in x. Finally, to account for heteroscedasticity, an additional 
modelling component is incorporated in (c) to specify the per-data point error standard deviation σ*  as a 
linear function of the input value x*. In the graphical models depicted, the squares indicate repetitions of 
random variables for N data points. 

 

While the methodology of estimation in probabilistic graphical models is nearly 

always described as Bayesian in some way, using a probabilistic programming language 

does not necessarily require agreement with a Bayesian interpretation of probability as 

subjective degrees of belief (Clark, 2004). However, PPLs readily exploit the algorithms 

developed for Bayesian inference, including Markov chain Monte Carlo (MCMC). An in-

depth review and explanation of MCMC is beyond the scope of this work and excellent 

tutorials can be found elsewhere (Andrieu et al., 2003; Brooks et al., 2011; Robert and 

Casella, 2011); it is relevant to this work insofar as it is a method for estimating the 

parameters of an arbitrary computational model, provided that the model can be run for 

hundreds to thousands of iterations within a reasonable amount of time. The core idea 

behind MCMC is that the model's likelihood function 𝑝(𝒙|𝜽) and prior distribution 𝑝(𝜽) 

can be used to construct a trajectory through the space of all possible parameter settings 

𝜽. We note that the definition of "parameter" as it pertains to this discussion is quite 

broad. For example, linear regression coefficients are parameters, as are the site-specific 

soil porosity or hydraulic conductivity values in a distributed hydrology model. In the 

case of inverse modelling, the unknown quantities to be estimated are the initial 

conditions or forcing leading to the observed data and these unobserved quantities are 

also be described as parameters in a statistical sense. The likelihood function expresses 
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the conditional probability of the observed data 𝒙 given the parameters 𝜽. Using Bayes’ 

rule, we can express the posterior probability of the parameters given the data as 

𝑝(𝜽|𝒙) = 6(𝒙|𝜽)6(𝜽)
6(𝒙)

	,	where 𝑝(𝜽) denotes a prior distribution over the variables. 

However, the evidence term 𝑝(𝒙) is difficult to compute as 𝑝(𝒙) = ∫ 𝑝(𝒙|𝜽)𝑝(𝜽𝜽 )𝑑𝜽 

and the space of possible parameter sets is very large.  We can therefore only evaluate the 

posterior density 𝜋(𝜽|𝒙) = 𝑝(𝒙|𝜽)𝑝(𝜽). While this density is not normalized and 

therefore not useful for directly obtaining the posterior probability without normalizing 

by 𝑝(𝒙), it can be used to guide a Markov chain 𝑆 = {𝜽𝟏, 𝜽𝟐, … } through the parameter 

space. Provided that this chain satisfies certain conditions (Brooks et al., 2011), it is also 

an approximation converging to the desired posterior after many samples have been 

drawn. Many different varieties of MCMC algorithms exist due to the wide range of 

possible proposal mechanisms used to suggest new candidate parameter sets. For 

parameter settings with high likelihood, the model is a good match for the data; this 

allows us to find optimal parameter settings using MCMC. Computationally intensive 

models may not be good candidates for this procedure because MCMC usually requires 

upwards of 103 model simulations to adequately explore the posterior distribution over 

the parameters; in some applications (i.e. Vrugt et al., 2008), it is not unusual to run 105 – 

106 simulations to ensure that a sufficient number of samples is drawn.   

Gibbs sampling, a form of MCMC which iteratively updates a single parameter at 

a time, is the centerpiece of the BUGS (Bayesian analysis Using Gibbs Sampling) 

software. This package, along with its Microsoft Windows-specific variant WinBUGS 

(Lunn et al., 2000) and open source counterpart JAGS (Plummer, 2003), has found 

widespread usage. Indeed, this series of software represents one of the earliest examples 
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of a Bayesian programming environment that was widely used by researchers outside the 

fields of statistics and artificial intelligence. One of the key features of this software is its 

object-oriented approach, which allows for extensions such as a graphical user interface, 

geospatial modelling methods, and a simple model comparison and selection scheme 

(Lunn et al., 2009). Numerous other probabilistic programming languages incorporating 

MCMC were developed between 1990 and 2010. Some of the more notable ones include 

PRISM (Sato and Kameya, 1997), Church (Goodman et al., 2008), and Infer.NET.  

While the proliferation of MCMC-based methods in applied statistics enabled 

Bayesian parameter estimation for a broad class of models, each algorithm had its 

disadvantages. Gibbs sampling requires the ability to compute conditional distributions 

that express the probability of a single parameter given all other parameters; this may not 

be possible for complicated models. The Gibbs sampler is actually a special case of the 

Metropolis-Hastings algorithm (Hastings, 1970), but the latter is frequently used to refer 

specifically to a procedure in which many parameters are updated simultaneously and the 

conditional distribution is not evaluated. This variant of the Metropolis-Hastings 

algorithm only requires the calculation of the model’s posterior density but it also 

generates proposals according to a random walk, typically converging to the posterior in 

a number of iterations proportional to the number of model parameters (Roberts et al., 

1997). This can lead to unreasonably long convergence times with increasing numbers of 

model parameters, though the Metropolis algorithm can be an effective tool for the 

calibration of simple environmental models (Kuczera and Parent, 1998). 

Several other Bayesian estimation methods have been included in probabilistic 

programming languages, including other varieties of MCMC such as sequential Monte 
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Carlo (Doucet et al., 1999); there are also alternate estimation frameworks such as 

approximate Bayesian computation (Marin et al., 2012). The suitability of these methods 

for inference tend to be problem- and model-specific and the models tend not to be used 

as the main workhorse of inference in any existing probabilistic programming languages. 

Fortunately, the kernels from different MCMC methods can be chained or applied to 

smaller subcomponents of the model while still satisfying the requirements of a valid 

estimation procedure (Johnson et al., 2013). Evolutionary Monte Carlo and Sequential 

Monte Carlo (SMC) have found abundant use in the hydrology and earth sciences 

community (Jeremiah et al., 2012; Pathiraja et al., 2018), but are not incorporated as the 

primary inference engine in any PP framework. PyMC3 and WebPPL both include an 

evolutionary algorithmic sampler such as Differential Evolution (Braak, 2006), but more 

sophisticated variants such as DREAM (Vrugt, 2016) are not yet incorporated. 

For models wholly or partially defined on continuous random variables, it is 

possible to calculate the gradient of the log posterior density ∇B log𝜋(𝜽|𝒙) with regard to 

some or all of the model parameters. This can be very helpful because ascending the 

gradient corresponds to moving towards higher values of 𝜋(𝜽|𝒙) and a better model fit. 

This can also lead to more rapid convergence as well. The Metropolis-adjusted Langevin 

algorithm, a version of Metropolis-Hastings incorporating an up-gradient bias term in its 

kernel, converges much more rapidly than the ordinary Metropolis algorithm for high 

dimensional models (Pillai et al., 2012). Hamiltonian Monte Carlo (Neal, 2012) is 

available in several PPLs and similarly is highly effective due to its use of the posterior 

gradient. Unfortunately, it is not feasible to calculate the gradient by hand for many 

complicated model structures. Symbolic differentiation is not an ideal alternative as the 
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number of terms in the derivative will quickly grow under repeated application of the 

chain rule. A numerical analysis of the gradient using finite differences is likely to be 

unstable and inefficient in when applied to models with many parameters (Fournier et al., 

2012).  

A fourth option is to use automatic differentiation; this is an algorithmic approach 

to evaluating derivatives of arbitrary programs that borrows elements from both symbolic 

and numerical differentiation. Automatic differentiation involves recursively applying the 

chain rule and only storing intermediate numerical values rather than a large number of 

symbolic terms (Griewank and Walther, 2003). While not all PPLs (Figure 2.4) make use 

of automatic differentiation, those that do use it incorporate separate and distinct software 

packages developed specifically for this task. Edward, for example, relies on 

TensorFlow, a library developed by Google for machine learning, while PyMC3 is built 

on top of Theano. In both of these cases, the actual model specification in a probabilistic 

programming framework consists of adding variables to a computation graph which can 

then be traversed either forward for normal simulation, or backwards for automatic 

differentiation. A secondary benefit of using an external computational library for 

calculations is that it can optimize the computation graph to eliminate redundant function 

evaluations (Figure 2.3) and automatically compile the designated model in a slower, 

dynamically-typed programming language such as R or Python, into a static-typed 

language such as C/C++. 

We view the incorporation of automatic differentiation as a major step in the 

evolution of probabilistic programming for two primary reasons. First, as mentioned in 

the previous paragraph, it allows the implementation of more efficient MCMC samplers 
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that can use this gradient information to navigate a high dimensional parameter space. 

Second, automatic differentiation is a staple of modern deep learning methods (LeCun et 

al., 2015) involving neural networks and consequently the insights and computational 

techniques designed to improve that class of methods can be brought to bear for difficult 

estimation problems. Several PPLs introduced since the late 2000s such as Stan 

(Carpenter et al., 2017), PyMC3 (Salvatier et al., 2016a) and Edward (Tran et al., 2016) 

incorporate automatic differentiation. Each of these PPLs incorporates at least one 

efficient, gradient-based MCMC algorithm such as Hamiltonian Monte Carlo or its 

extension, the No-U-Turn Sampler (Hoffman and Gelman, 2014) and one gradient-based 

non-MCMC approach such as variational inference (Kingma, 2017; Kucukelbir et al., 

2015) intended for probabilistic models conditioned on large amounts of data.  

While MCMC approximates the integral ∫ 𝑝(𝒙|𝜽)𝑝(𝜽)/𝑝(𝒙)𝑑𝜽 for the desired 

probabilistic model, an alternative approach is to identify a simpler model with fewer 

cross-parameter correlations such that the new model is easily optimized to approximate 

the desired posterior of the original model. This strategy describes a wide range of 

algorithms that fall under the umbrella of variational inference (Beal and Ghahramani, 

2003; Blei et al., 2017). A key advantage of variational inference is that by avoiding 

repeated sampling, it is both deterministic and relatively fast, although it does not share 

MCMC’s asymptotic posterior convergence guarantees. Furthermore, VI tends to 

underestimate the variance of model parameter estimates (Blei et al., 2017), which can be 

a major deficiency when performing uncertainty quantification. Variational methods 

compare most favorably with MCMC in situations requiring large amounts of data, in 

which VI can be orders of magnitude faster (Blei et al., 2017). Automatic differentiation 
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again plays a key role here by providing a model-specific formula for optimizing the 

variational objective without expert knowledge on the part of the user (Kucukelbir et al., 

2015). In theory, this simplifies parameter estimation for big data problems in models 

from multiple disciplines including statistics, the earth sciences, and machine learning by 

providing a shared interface. Figure 2.4 lists commonly used probabilistic programming 

languages along with several attributes describing their usability. In the next section, we 

review recent work that employs probabilistic programming in environmental modelling. 

For environmental modellers, we recommend using Stan or PyMC3 as these are both 

relatively mature with a straightforward model syntax but incorporate modern algorithms 

for Bayesian inference such as HMC or NUTS. 

 

 

Figure 2.3: Example diagram of graph optimization. 

A PPL built on a computational library such as Theano or TensorFlow can automatically optimize and 
compile the computational graph in order to make it more efficient and parallelizable with little or no effort 
from the modeller. In this example, a pair of canceling operations are identified and pruned from the 
computation graph. 
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2.3 Benefits to environmental modelling 

The positive impacts of utilizing a probabilistic programming language can largely 

be broken down into two categories: 1) effects that enhance the quality, reproducibility, 

and generality of scientific analysis; and 2) features of PPLs that reduce the effort 

required to analyze and extract knowledge from data. Here, we will discuss provide a 

brief overview of these impacts which are addressed more extensively in Bishop (2012), 

Tran et al. (2016), and Carpenter et al. (2017). 

 

2.3.1 Integrated uncertainty and statistical rigor 

New challenges posed by complex environmental systems necessitate analyses 

integrating heterogeneous sources of data and models from different disciplines (Laniak 

et al., 2013). Integrated environmental modelling is becoming an increasingly important 

part of the environmental sciences since the ongoing confluence of ecological, economic 

and environmental processes demands a holistic treatment (Jakeman and Letcher, 2003). 

Univariate or low-dimensional uncertainty analyses of model components are acceptable 

when the coupling between subsystems is weak or nonexistent, but such an approach can 

obscure key system dynamics or misrepresent the probabilities of joint outcomes unless a 

comprehensive, integrated uncertainty analysis is performed. Bayesian models naturally 

address these issues and while a PPL is not strictly necessary to perform these analyses, 

the process of joint uncertainty quantification is greatly expedited by their usage. 

Furthermore, coupled systems will invariably have more parameters than either of the 

independent subsystems alone and this can preclude application of many MCMC 

methods which are ineffective at high-dimensional parameter estimation. Newer gradient-
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based MCMC algorithms are more suitable for addressing these estimation problems and 

therefore are especially well-suited for large, integrated models with numerous 

components. In cases where there is substantial model uncertainty, nonparametric 

specifications of a model component such as a Gaussian process can be highly useful 

(Uusitalo et al., 2015); Gaussian processes and other related nonparametric model 

components are available in newer PPLs such as Stan, PyMC3, and Edward. Probabilistic 

programming makes it especially easy to specify and estimate hierarchical Bayesian 

models of environmental processes (e.g. Borsuk et al., 2001), which allow for pooling of 

information across different groups of observations in order to constrain models that 

might otherwise be too flexible and overparameterized (Qian et al., 2010). 

A full Bayesian analysis of an environmental model employing MCMC may be 

more complicated and difficult to understand than the commonly employed Generalized 

Likelihood Uncertainty Estimation (GLUE) framework (Beven and Binley, 1992) or even 

a highly subjective, visual assessment of "goodness of fit" (Krause et al., 2005). 

However, less statistically principled approaches may lead to underestimating uncertainty 

(Montanari, 2005) or failing to find good parameter settings (Vrugt et al., 2009). It is 

certainly possible to assume an ad-hoc set of "reasonable" parameter values and apply a 

sophisticated search heuristic. However, this disregards the substantial body of 

knowledge on convergence of estimates, attribution of uncertainty, and numerous other 

statistical considerations. Some powerful search heuristics such as evolutionary 

algorithms can be made into a valid MCMC sampler with modification (Vrugt, 2016). 

These points address the issue of parameter estimation, but PPLs also enhance the rigor 

of the modelling process by more easily freeing the users from unrealistic distributional 
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constraints such as homoscedastic and uncorrelated errors. A prerequisite for useful, 

reproducible modelling work is the ability to examine all of the assumptions encoded in 

the model structure (de Vos et al., 2011). Being able to check model assumptions takes an 

important role during implementation because PPLs typically require the user to specify 

each component of the generative model. However, this does not guarantee that correct or 

defensible choices will always be made; for example, deciding on an error model can be 

difficult and involve many choices regarding autocorrelation, heteroscedasticity, bias, and 

distributional form (Smith et al., 2015). 

 

2.3.2 Reduced effort 

Model optimization requires search algorithms to suggest parameter settings that 

provide a good fit to the data. It is time-intensive and tedious to implement every possible 

algorithm. PPLs are specifically designed to allow users with little or no experience with 

sophisticated Bayesian estimation algorithms to use them with minimal tuning (Salvatier 

et al., 2016a). This allows researchers to devote time to core scientific analyses that 

would otherwise be spent implementing and testing optimization or estimation routines. 

This approach modelling, estimation, and analysis within a unified framework allows the 

user to focus on tailoring a model to the specific problem at hand, rather than worry about 

learning another class of methods to estimate parameters (Bishop, 2012). A sample 

workflow using PyMC3 to refine and develop a regression model is shown in Figure 2.2; 

it highlights the relative ease with which different model structures are accommodated. 

The roadmap for at least one PPL, Edward (Tran et al., 2016), includes a community 

repository of models with a common metadata and storage format. In addition, several 
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PPLs including PyMC3 and Stan incorporate plotting and diagnostic functions for 

assessing model fit. One desirable property of a MCMC sampler used for parameter 

estimation is that its samples are approximately uncorrelated, i.e. the 𝑛-th sample drawn 

is mostly independent from the n-1th and the n+1th sample. This is important because 

poor sampling often leads to high autocorrelations that can be diagnosed from sampler 

statistics (Brooks and Gelman, 1998) and autocorrelation plots; functions for evaluating 

and plotting these diagnostics are included within most PPLs.  

 

2.4 Example applications 

Environmental models frequently employ both data-driven and theory-driven approaches. 

In this section, we provide a summary of selected recent papers in the environmental 

sciences that make use of probabilistic programming towards either of those ends. A key 

commonality between all of these studies is that they employ a PPL's automatic inference 

algorithm for parameter estimation.  

Statistics-minded researchers in ecology have long embraced Bayesian methods 

and their accompanying software packages for hierarchical models (Clark, 2004). They 

have also advocated for the adoption (Monnahan et al., 2017) of gradient-based 

estimation methods that are present in recent-generation PPLs such as Stan. The concerns 

of developers who create environmental software for water quality forecasting or 

assessing ecosystem services may differ from those of ecologists who study those 

subjects. However, this latter group frequently works with data from disparate sources 

with substantial uncertainty (Cressie et al., 2009) and consequently lessons learned in that 

discipline may be broadly applicable across the environmental sciences. Perhaps one of 
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the most direct and appropriate usages of a PPL to improve an environmental model can 

be found in a study by Appling et al., (2018). After noting that an existing stream 

metabolism model suffered from parameter identifiability/equifinality issues, Appling et 

al. implemented this metabolic model in Stan, introducing new stochastic relations 

between processes to reflect prior knowledge as well as a more sophisticated error model. 

This is an example of the standard method for addressing identifiability/equifinality in a 

Bayesian setting: use of expert knowledge in the form of focused priors or additional 

model structure that reflect knowledge of the real-world processes.  A more sophisticated 

example of modelling a complicated error process is given by Rath et al., (2017). In this 

work, an empirical model of salinity for a California estuary is integrated with a Bayesian 

neural network model of the resulting errors in order to enhance its performance. 

However, instead of performing a joint estimation of all model parameters at once, Rath 

et al. applied a two-step fitting procedure, estimating each model's parameters separately. 

In another water resources application, Cooper and Krueger (2017) compared the 

effectiveness of JAGS and Stan as applied to the task of sediment fingerprinting (the 

identification of the proportion of sediment sources contributing to observed stream 

sediment loads). In climatology, Bracken et al. (2016) leveraged the flexibility of Stan to 

build a hierarchical spatial model of extreme precipitation events across the United 

States. This model included multiple components, such as a copula, describing the 

probabilistic dependence across 2600 observation sites as well as an autoregressive 

component to describe spatial variations in parameters.  

For models conditioned on large quantities of data, variational inference (VI) 

offers the potential for substantially faster estimation as compared to sampling-based 
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approaches such as MCMC. Automatic variational inference utilizing automatic 

differentiation are available in PyMC3, Stan, and Edward. However, due in part to its 

novelty, variational inference has been used sparingly within the environmental and earth 

sciences. Wingate et al. (2016) employed VI to estimate parameters for a generative 

model of geological formations. They conditioned this model on observations of borehole 

well logs to identify the possible orientation and location of rock formations which would 

be consistent with the observed data. Within the energy sector, Carstens et al., (2018) 

used variational inference, as implemented in PyMC3, to efficiently compute parameter 

estimates for several simple energy use models. We anticipate that mounting interest in 

environmental big data (Fleming et al., 2017) and sophisticated model structures will lead 

to increased interest in efficient estimation methods. Furthermore, variational algorithms 

are known to be highly effective for training Bayesian deep neural networks  (Gal and 

Ghahramani, 2015). Researchers in both machine learning (Neal, 1996) and ecological 

modelling (Reichert and Omlin, 1997) have noted the usefulness of Bayesian models for 

constraining unidentifiable models through the intelligent use of prior distributions.  

 

 

Figure 2.4: Commonly used probabilistic programming languages. 

This is a non-comprehensive list of PPLs that incorporate MCMC for estimation and are able to manipulate 
continuous random variables. 
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Computational models of the environment may concern phenomena especially 

amenable to mechanistic representations while also including dynamics requiring a more 

empirical, black-box type model (Beck, 1987). Some of the most pressing environmental 

challenges include climate change, urban design, and sustainability, which currently exist 

at the intersection of empirical and mechanistic representations (Millett and Estrin, 2012). 

Attempts to integrate the two approaches must find answers to several questions: First, 

how can uncertainty from one model component be propagated to another? Second, are 

the assumptions that each model makes still independently consistent when considered in 

union? Third, which processes demand a mechanistic representation and which can be 

represented with an empirical model? Once these issues have been resolved, hybrid 

models that are built to incorporate both aspects may become highly useful in situations 

where there is insufficient knowledge to fully specify a mechanistic model of all relevant 

dynamics and yet there is insufficient data to perform inference with a complex empirical 

model (Turnhoff et al., 2016). The substantial uncertainties associated with 

environmental datasets combined with the inherently physical dynamics of the systems 

studied imply that the environmental modelling community stands to uniquely benefit 

from adopting PPLs for model development and implementation. Bayesian models of 

text, image, and time series data are ubiquitous in the statistics and machine learning 

literature; consequently, models of joint distributions of texts or images with 

environmental processes could potentially be produced using probabilistic programming 

techniques. As noted in the 2009 report on Grand Challenges of the Future for 

Environmental Modelling (Beck et al., 2009), the environmental modelling community 
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stands to benefit greatly if it can make use of the innovations and novel developments 

from the artificial intelligence and machine learning communities. As PPLs provide 

community-standard implementations for algorithms and model components, they serve 

as a rapid pipeline for the dissemination of powerful optimization algorithms from 

mathematical and statistical sciences into applied practice.  

PPLs are a natural tool choice to aid in the development of hybrid models since 

they provide expressions for constructing both empirical and mechanistic models, 

including inference methods, which are appropriate for both. The class of empirical 

models that can be estimated with recent generation PPLs includes standard statistical 

models such as generalized linear models, principal components analysis, and Gaussian 

mixture models. Modifications to these models including non-Gaussian distributions are 

trivial within a probabilistic programming framework. Larger, more complex forms are 

also feasible. PyMC3 and Edward are both built on computational libraries (Abadi et al., 

2015; Bergstra et al., 2010) originally designed for deep neural networks and therefore 

naturally support multilayered models with large numbers of connections. This union 

between statistical modelling frameworks and deep neural networks has led to the 

formation of the nascent field of deep probabilistic programming, coined by Tran et al. 

(2017). 

 

2.5 Remaining challenges 

While probabilistic programming can improve the quality and efficiency of 

research work, there are significant drawbacks and caveats that render this approach 

unwise or infeasible in some situations. In this section, we cover those issues. 
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2.5.1 PPL-specific syntax 

Probabilistic programming's design philosophy is that the modeled process should 

be written in a generative fashion, i.e. expressing each modeled quantity as a stochastic or 

deterministic function of relevant variables. The software’s internal bookkeeping must 

tabulate the number and type of connections between variables, necessitating a PPL-

specific syntax to keep track of these dependencies. In an older PPL such as BUGS, the 

types of processes represented are fairly limited and thus the PPL-specific syntax is 

simple and straightforward. In a more sophisticated platform such PyMC3 or Edward, the 

types of functions and computing constructs available are more numerous and 

consequently there are more syntactical and procedural points which the user must learn 

to produce working code. This is one of the greatest obstacles to adoption; each PPL has 

its own way of expressing random variables, dependencies, and other details. 

Additionally, PPLs designed for statistical work such as PyMC3 and Stan require that 

high-level simulation settings be known prior to execution. Models with variable 

timesteps are difficult to accommodate within this framework. Continuous time models 

utilizing an adaptive timestep (i.e. Kumar et al., 2009) to resolve system dynamics over 

short timescales are therefore not good candidates currently for implementation in a PPL. 

 

2.5.2 Learning Bayesian methods  

To specify a model using probabilistic programming, the user must possess a 

degree of fluency in statistical analysis and in Bayesian methods in particular. This can 

be a hindrance as it is relatively difficult to teach Bayesian methodology due to its heavy 
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use of conditional probabilities and other concepts that may be relatively unfamiliar to 

users with a traditional statistical education (Moore, 1997). Markov chain Monte Carlo is 

not part of the statistical training that most scientists receive and it can be difficult to 

transition from a test-oriented statistics workflow to one that is centered on simulation 

and model-building. Modellers familiar with metrics of model fit, such as Nash-Sutcliffe 

efficiency or reliability, may find that model likelihoods or information criteria are more 

difficult to work with as they are typically not comparable across different model 

structures. 

 

2.5.3 Opaque estimation 

The inclusion of a general-purpose estimation/inference algorithm within most 

PPLs simplifies and streamlines the procedure of estimating model parameters and 

quantifying uncertainty. However, this means that methods that require extensive tuning 

or adjustment with expert knowledge are unsuitable for this purpose. To this end, 

algorithms that replace user-defined tuning parameters with additional sampling 

mechanisms are favored. For example, the No-U-Turn Sampler included in Stan and 

PyMC3 removes a user-specified parameter for the sampling trajectory step size by 

including a recursive subroutine that iteratively checks backwards and forwards along 

possible paths. A necessary side effect of this modification is additional complexity in the 

inference algorithm and added difficulty in troubleshooting poor performance. As more 

sophisticated inference methods are included as part of PPL core functionality, it is likely 

that the gap between the complexity of these algorithms and the average user's 

understanding will only grow.  
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2.6 Conclusion and future directions 

As is often the case with modelling methods developed across several disciplines, 

the class of problems that can be addressed using techniques from probabilistic 

programming is not yet well characterized. PPLs have been used to study dynamical 

systems such as recurrent neural networks from a machine learning-centric point of view 

(Tran et al., 2017), but it is unclear whether their inference engines can be further 

optimized estimation in environmental systems. Additionally, these algorithms require a 

formal likelihood function that maps model parameters and observed data to 

probabilities. For situations in which the likelihood is either not tractable or too time 

consuming for MCMC, approximate Bayesian computation (ABC) methods (Marjoram et 

al., 2003; Tavare et al., 1997) using quasi-likelihoods or summary statistics for 

calibrating environmental models (Nott et al., 2012; Sadegh and Vrugt, 2013) can be 

employed. Unfortunately, ABC is not yet incorporated into the functionality of most 

PPLs, although ABC-based modelling frameworks are available (Lintusaari et al., 2017). 

Finally, the future of probabilistic programming across the computational sciences is 

unclear. As of 2020, new PPLs with additional features are still being released, often with 

private sponsorship as in the case of Pyro (released by Uber) and TensorFlow Probability 

(Google). While these software products are open source and in the public domain, their 

functionality and development is undoubtedly guided by the needs of corporate 

researchers whose aims may differ from those of academic researchers. 

The needs of environmental modellers differ from those of researchers in many 

other scientific disciplines because of the common use of both empirical (or black box) 
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and mechanistic models for environmental applications. Consequently, developers and 

researchers must carefully balance appropriate representations of uncertainty in all its 

forms with detailed process equations. As the sophistication and computational demands 

of models continues to grow, issues such as identifiability, reproducibility, and efficient 

inference will only become more pressing. Probabilistic programming languages provide 

community-standard implementations of modelling components and estimation 

algorithms that can greatly expedite the model development process and facilitate 

exciting interdisciplinary research. With this software, researchers are able to define and 

estimate a wide variety of models ranging from basic regressions to deep neural 

networks, as well as process-based models, all of which reside within the same Bayesian 

framework. 

We note that this comes with an added degree of complexity due to the additional 

software and libraries needed for this approach. Furthermore, highly computationally 

intensive models with simulations requiring >102 seconds are poor candidates for MCMC 

methods because these methods are the inference engines of most PPLs. We hope that 

this review informs readers of new methodologies that can accelerate their work and 

allow them to focus on those parts of the scientific modelling process which are most 

informative.  

  



 34 

3 A spatial community regression approach to analysis of 
ecological data 

 
This chapter was published as A spatial community regression approach to 

exploratory analysis of ecological data. Krapu, C, Borsuk, M. Methods in Ecology and 
Evolution. 2020; 11: 608– 620. The article is reprinted with permission from the 
publisher and has been reformatted for the purposes of this dissertation. Lead author 
Christopher Krapu was responsible for all research and initial draft writing. Co-author 
Mark Borsuk assisted with editing and revisions. 
 
3.1 Introduction 

Joint species distribution models (JSDMs) are frequently used to infer the habitat of 

multiple species simultaneously while also providing information on correlations 

between species’ presence and environmental factors such as the availability of water or 

elevation. However, they also provide useful tools for exploratory analysis which is not 

aimed at testing specific hypotheses but rather a more open-ended assessment of 

interesting low-dimensional structure underpinning the presence or abundance of large 

numbers of jointly observed species. While this process is useful on its own, it may also 

provide starting points for identifying testable hypotheses that may be more naturally 

suited to focused experimentation (Ovaskainen et al., 2010). Many recent JSDMs are 

statistical in nature with little representation of biological processes. This limits their 

utility in identifying specific mechanisms but also ensures that they are sufficiently 

general to be usable across a wide variety of environmental contexts. Analysis of 

multivariate data in ecology has a long history across applications of principal 

components analysis (Goodall, 1954) and factor analysis (Walker and Jackson, 2011) 

with some studies focused on only identifying low-rank correlation structure in observed 

data and others (Clarke, 1993) addressed the relation between communities of species 

and abiotic predictors. 
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Earlier work in multivariate species distribution modeling focused upon relatively 

small datasets (𝑆 ≈ 10)	with simple correlation structures (Pollock et al., 2014), though 

the availability of much larger datasets with >100 species observed over 103 - 104 

locations has made the development of effective high-dimensional JSDMs an important 

goal for the ecological research community. Methods developed for small numbers of 

species require estimation of interaction parameters for every pair of species, an approach 

that scales poorly with increasing dimensionality by inducing approximately 

HI

$
	interaction parameters in a dense covariance matrix. This problem has inspired recent 

work devoted to high-dimensional JSDMs which assume additional structure in species-

species covariance patterns to reduce the number of effective parameters which must be 

estimated. The Generalized Joint Attribute Model (GJAM, Clark et al., 2017; Taylor-

Rodríguez et al., 2017) assumes that interactions can be clustered such that there exist 

groups of species which exhibit identical cross-species covariance behavior. Another 

modeling package, Hierarchical Modeling of Species Communities (HMSC, Ovaskainen 

et al., 2017) employs a factor analysis-type construction of the interspecies covariance 

matrix. These structured species-species interactions primarily extend multivariate 

methods to larger datasets but also provide a useful measure of community structure 

through analysis of clustered species in the case of GJAM and by the factor/loading 

matrices provided by HMSC. Both of these modeling frameworks have been extended to 

include spatially correlated components (Ovaskainen et al., 2016; Shirota et al., 2019) 

which are highly useful in identifying unobserved covariates with meaningful spatial 

patterns that can then be used to guide inclusion of additional data and hypotheses. An 

alternative to GJAM and HMSC is latent Dirichlet allocation (LDA, Blei et al., 2003) as 
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employed in Valle et al., (2014, 2018) for decomposing a large species abundance or 

presence/absence matrix into species-communities and community-location matrices. The 

generative process underpinning LDA was originally developed for topic models 

frequently employed in natural language processing (NLP). The LDA decomposition of a 

species abundance or presence/absence matrix into an admixture of communities over 

spatial locations lends itself to straightforward interpretation and is therefore an attractive 

method for summarizing large datasets. Extensions of LDA which include covariates or 

spatial effects have not been employed in the ecology literature, although NLP and image 

analysis researchers have considered these modifications (Mimno and McCallum, 2008; 

Xiong et al., 2013). Extensions have been made to HMSC to include covariate-dependent 

interspecies interactions (Tikhonov et al., 2017), providing additional information for 

how community structure may depend on the environment. Another related and 

interesting line of research is the incorporation of phylogenetic and trait-specific 

covariance structure in which correlations between species are modeled as a function of 

their similarity with regard to genetic or functional characteristics (Ovaskainen et al., 

2017b). 

We note that the model design of Shirota et al. (2019) is the most similar to the 

model presented in this study. However, a key difference between that study and the 

methods presented in this work is that the former includes the dependence of species on 

observed covariates via a coefficient matrix specifying coefficients for each species 

rather than for each community of species. In our case, we instead model dependence of 

species on covariates at the community level rather than the species level. This allows for 

interpretation of many fewer coefficients and also helps provide meaning to the 
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communities of species identified. This also allows us to answer queries regarding 

changes in community composition in response to differences in covariates such as in 

Clarke (1993). The focus of this work is relating communities of species to 

environmental gradients as well as residual spatial community patterns. The former is 

addressed directly in Dunstan et al. (2011, 2013) and Hui et al. (2013) which assigned 

species to groupings or communities via a finite mixture model; we instead adopt an 

admixture model which allows species to be spread across multiple communities as 

opposed to a hard assignment to a single community. 

Admixture models representing observed data as linear combinations of a smaller 

number of components or factors have been used extensively in ecological modeling to 

help summarize multivariate datasets. Walker and Jackson (2011) used factor analysis to 

conduct probabilistic model-based ordination of correlated limnological data while Hui et 

al. (2015) compared model-based ordination with finite mixture models for identifying 

meaningful low-dimensional structure in ecological data. The review conducted by 

Warton et al. (2015) relates factor analysis to other multivariate data analysis techniques 

such as principal components analysis and also provides an excellent tutorial to the 

reasoning and workflow associated with factor analytic approaches. The spatial factor 

analysis model of Thorson et al. (2015) similarly provides a decomposition of ecological 

data but assumes that factors are spatially autocorrelated and represents this dependency 

with a Markov random field. This correlation structure is also employed in 

spatiotemporal models of species presence or abundance (Ovaskainen et al., 2017a; 

Schliep et al., 2018; Thorson et al., 2016) though these are not typically performed at the 

community level.  
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In this work we are concerned with selecting and combining statistical modeling 

structures from the literature for understanding 1) high dimensional community 

composition, 2) environmental factors influencing the prevalence or absence of 

communities, and 3) spatial patterns suggestive of unobserved covariates. There are 

existing statistical models with some of these features separately but it appears that no 

combination of the three yet exists. The strategy we adopt is to avoid models with per-

species regression coefficients and instead focus on a data generating process represented 

entirely at the community level to enhance our understanding of the factors driving 

presence and absence of entire assemblages of species. Our approach, which we will refer 

to as a spatial regression of communities (SpRCom) model, incorporates components 

addressing each of the three points mentioned earlier using modeling elements from the 

literature with some modification. Furthermore, rather than employing model-specific 

Gibbs sampling algorithms (Clark et al., 2017; Ovaskainen et al., 2016; Tikhonov et al., 

2017), we implemented our model in PyMC3, a Bayesian statistical programming 

framework which allows for easy extension and modification by end users. This also 

permits us to take advantage of gradient-based estimation algorithms employing a 

graphics processing unit (GPU) for inference calculations involving large matrix 

operations. Efficient computation of posterior gradients is performed using Theano, an 

automatic differentiation framework similar to Template Model Builder (Kristensen et 

al., 2016). We assessed this model via simulated data and also employed it in a case study 

analyzing 1,944 observations of 858 species comprising a subset of Florabank1, a 

database of plant species presence and absence from Belgium. In this case study, we offer 

an example workflow for how the SpRCom model can be used to understand species-
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community structure. The details regarding the model structure, inference algorithm and 

case study are given in section 3.2 while our results and interpretation are given in section 

3.3. In section 3.4, we describe the implications of this work. 

 

3.2 Methods and data 

3.2.1 Model structure 

The basic model structure can be organized into three main subcomponents: a 

species-community matrix of positive numbers identifying which species is most 

prevalent in each community, a regression of the community-location scores on 

covariates, and per-community spatial effects to adjust for residual variance in the 

community-location matrix not accounted for by the covariates. The per-community 

regression onto covariates and a spatially-smoothed residual are added together to 

produce a community-location matrix indicating the prevalence of each community at 

each location. All of these components are used to calculate the linear predictor in a 

logistic regression for each potential species/location pair (Figure 3.1). To distinguish 

quantities with different dimensions, we use bolded capital letters to denote matrices and 

lower case letters to denote scalar quantities. We note that this is an implicit model of 

species-species covariance structure as we do not directly parameterize this correlation 

but rather specify the model mostly at the community level.  
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Figure 3.1: Description of spatial community regression as a graphical model. 

The key components of the statistical model are outlined in dashed boxes with random variables denoted by 
circular nodes. Shaded nodes indicate observed variables. 

 

Species-community matrix 

We make use of a species-community matrix comprised of elements 𝜙KL indexed 

by the community h and species j to assign membership of 𝑆	species to 𝐶	different 

communities. Here, a community is not used to describe a collection of species known to 

have shared biological requirements or mechanistic interdependencies but instead refers 

to a set of species with high statistical correlation across space and sampling units. Large 

elements of 𝚽 are therefore suggestive of species which commonly occur in certain 

communities. We assume an independent half-normal prior with unit variance over all the 

entries of 𝚽. This restriction is necessary for identifiability reasons; using a normal prior 

for 𝚽 prevents unique identification of the values of 𝚯. 
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Community regression 

While the species-community matrix provides a measure of species’ correlative 

structure, we are also interested in understanding where and why distinct assemblages of 

species are present at 𝑁 sites across the landscape. Therefore, the community-location 

matrix 𝚯 is assumed to be dependent upon observed covariates 𝑋RS  indexed by the 

location i and the type of covariate observed k via a linear regression, i.e. ΘRK =

∑ 𝑋RS𝛽SKS  or 𝚯 = 𝐗𝐁 in matrix notation. No per-community or per-location intercept is 

used. We opted to exclude these intercepts as they would represent the average 

prominence of the community across the entire dataset and would therefore change our 

interpretations of the coefficients 𝜷 and spatial residuals 𝛀 . Furthermore, including an 

independent per-site intercept would complicate out-of-sample prediction as there would 

be no correlation structure to aid in its estimation. We assume that the covariates will be 

standardized to have zero mean and unit variance, and the prior distribution for the 𝑃 

regression coefficients is assumed to be 𝛽SK~𝑁(0, 𝜎$) with an inverse-gamma (𝛼 =

1/10	,𝛽 = 1/10	) prior on the coefficients’ variance 𝜎$. We include the regression at the 

community level rather than at the species level as has commonly been done in species 

distribution modeling (Clark et al., 2017; Ovaskainen et al., 2017b) so that the estimated 

coefficients control the primary dependence of species assemblages upon environmental 

factors. This also obviates the need to estimate or examine large numbers of per-species 

coefficients to summarize a large dataset of species presence/absence in tandem with 

covariates. Since this work can be interpreted partially as an extension of a factor 

analysis-type model to include regression of the per-community scores upon observed 
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covariates, it is tempting to refer to this as a factor regression model. However, we note 

that this term is already in use to describe the case where the covariates are condensed 

into a low-dimensional representation (West, 2003) rather than the response variables. 

 

Spatial community plot-level effect 

In the event that the observed covariates do not satisfactorily explain the 

prevalence of different communities across sampling units, it is desirable to include a 

spatial process that smooths the resulting error term and therefore provides interpretable 

spatial patterns of unexplained structure. To incorporate this into our model structure, we 

assume that the residual spatial structure of each community’s relative importance can be 

represented by a mean-zero Markov random field that provides a spatially smoothed 

adjustment to the community score ΘRK denoting the prominence of community ℎ at 

location 𝑖 derived from the regression described in the previous section. Additionally, we 

assume that this field is a Gaussian conditional autoregression (CAR) parameterized by 

adjacency matrix 𝑾 and per-community spatial correlation 𝜌K . This correlation must 

satisfy 𝜌K ∈ [𝜆fRghi , 𝜆fjkhi ]  (Banerjee et al., 2014) where 𝜆fRghi  and 𝜆fjkhi  indicate the 

reciprocal of the minimum and maximum eigenvalues of 𝑾, respectively. For a single 

spatial field, the community-specific vector Λ⋅,K has a multivariate normal distribution 

with zero mean and covariance matrix (𝑫 − 𝜌K𝑾)h𝟏, (equation 3.1) where 𝑫 is a 

diagonal matrix with the row sums of 𝑾 on its diagonal (Jin et al., 2005). We note that 

this restricts the CAR variance to a value of 1 and this assumption is relaxed via a matrix 

transformation described later in this section. 

Λ⋅,K	~	𝑁(0, (𝑫 − 𝜌K𝑾)h𝟏)	 (3.1) 
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The spatial factor analysis model developed by Thorson et al. (2015) allows for multiple 

communities but assumes that there is no cross-community correlation between spatial 

effects. While this lends itself to more straightforward computation via multiple 

univariate CAR terms, it does not take into account the possibility that the same missing 

covariate may be important for multiple communities or that there is complex spatial 

structure shared across communities. Therefore, we modify the multiple univariate CAR 

structure into a multivariate CAR model (MVCAR) by including a coregionalization 

matrix 𝐴KKs which maps the matrix of uncorrelated spatial effects ΛRK  into correlated, 

multivariate realizations of the CAR spatial process ΩRK via the linear transformation 𝛀 =

𝚲𝐀 (Figure 3.2).  

 

 

Figure 3.2: Conceptual diagram of multivariate conditional autoregression 

To produce a vector-valued spatial process with correlations across entries of each vector, 

we begin with multiple univariate CARs, stack them into a matrix and then incorporate a 

linear transformation that induces dependencies across the CARs, creating a multivariate 

CAR. This enables a spatial pattern contained within a single CAR to be used across 
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multiple levels of the multivariate CAR. Each dimension of a realization from a 

multivariate CAR corresponds to a different community. 

This approach is commonly referred to as the linear model of coregionalization 

(Banerjee et al., 2014) and provides a straightforward construction of a valid multivariate 

spatial process from simpler univariate spatial processes. To ensure that the multivariate 

CAR is a proper distribution, the matrix product 𝑨𝑨𝑻 must represent a valid covariance 

matrix. A sufficient condition for this to hold is that the coregionalization matrix 𝑨 is the 

Cholesky square root of a covariance matrix. We use the Lewandowski, Kurowicka, and 

Joe (LKJ) distribution with 𝜂 = 1 (Lewandowski et al., 2009) to obtain a prior 

distribution over the space of lower triangular matrices satisfying this property. In its 

most basic form, LKJ is a distribution over the space of correlation matrices and has a 

single parameter 𝜂 controlling the magnitude of the correlations. We opted to use this 

specification instead of an inverse Wishart prior as it is the recommended default setting 

in PyMC3 and Stan, but the peer-reviewed evidence does not appear to favor one or the 

other. For the LKJ prior, setting 𝜂 = 1 implies a uniform probability for all correlation 

matrices, while increasing 𝜂 favors a more sparse correlation matrix. This can be 

converted into a prior over covariance matrices by rescaling with a diagonal matrix.  We 

used a half-Cauchy prior (𝛽 = 2.5) for nonzero entries 𝜏K} of this diagonal matrix. In 

PyMC3, the correlation and scale priors are joined together to create a compound 

distribution and we have adopted this notation in equation (3.8). The spatial component 

of this model is applicable only in cases where a clear network or adjacency structure can 

be imposed on the observation locations. In the event that this is not possible, the 

conditional autoregression component could be replaced with a multivariate Gaussian 
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process within the same LMC framework (Schmidt and Gelfand, 2003). This multivariate 

CAR distribution represents the residual importance of each community in each site 

beyond what is already explained by the covariates. An advantage of using this 

coregionalization approach is that we can easily summarize the residual covariance 

between communities from posterior estimates of 𝑨𝑨𝑻		 which is simply the cross-

community covariance matrix. For example, if the entry in the 2nd row and 3rd column of  

𝑨𝑨𝑻 were positive and large, it would suggest that the 2nd and 3rd communities tend to 

coincide quite often in a manner that was not explained by the environmental predictors 

or covariates. If the regression coefficients in this model are set to zero then our 

probabilistic model is nearly identical to Thorson et al. (2015), differing primarily in the 

prior assumptions made regarding 𝚽 which appears to be analogous to 𝑳 in the notation 

of that work, and the form of the spatial covariance function. 

 

Logistic regression 

The terms described in the previous sections are combined with a scalar intercept 

𝛾 to derive a  matrix of linear predictors 𝑳 (equation 3.2) and species occurrence 

probabilities. 

(𝚲𝐀 + 𝑿𝜷)𝚽+ 𝛾 = 𝑳	 (3.2) 

𝑝RL 	= 𝜎�𝐿RL� =
1

1 + 𝑒h���
 

With this representation, the SpRCom model can be understood as a logistic regression 

with all of the spatial effects and covariates included via a matrix factorization of its 

parameters for ease-of-interpretation and dimensionality reduction. With this final 

component, the model is fully specificed and is produced in its entirety below in 
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equations (3.3) – (3.14). All bolded symbols indicate matrices and an over-arrow 

indicates a vector quantity. Addition of a scalar with a matrix or vector indicates 

elementwise addition of the scalar. 

𝜎$~𝐼𝑛𝑣𝑒𝑟𝑠𝑒𝐺𝑎𝑚𝑚𝑎(0.1,0.1)	 (3.3) 

𝛽SK~𝑁(0, 𝜎$) (3.4) 

𝜌K~𝑈(𝜆fRghi , 𝜆fjkhi ) (3.5) 

Λ⋅K~𝑀𝑉𝑁�0�⃗ , (𝑫 − 𝜌K𝑾)hi� (3.6) 

𝑨~𝐿𝐾𝐽(1, 𝜏K) (3.7) 

𝜏K~𝐶𝑎𝑢𝑐ℎ𝑦�(2.5) (3.8) 

𝜴 = 𝜦𝑨 (3.9) 

𝛷KL~𝑁𝑜𝑟𝑚𝑎𝑙�(0,1) (3.10) 

𝛾~𝑁(0,100) (3.11) 

𝑳 = (𝜴+ 𝑿𝑩)𝜱 + 𝛾𝟏𝟏𝑻 (3.12) 

𝑝RL =
1

1 + (𝑒h���)
(3.13) 

𝑦RL~𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖�𝑝RL� (3.14) 

Accounting for the number of species 𝑆, the number of locations 𝑁, the number of 

communities 𝐶 and the number of covariates 𝑃, the total number of parameters in this 

model is ¨𝑁 + 𝑆 + 𝑃 + ©�i
$
+ 2ª × 𝐶 + 2. Consequently the model complexity can be 

controlled by choice of 𝐶. However, this induces a subjective choice as it requires an a 

priori specification. In similar models, this issue is partially circumvented by a 

nonparametric specification of 𝐶 (Ovaskainen et al., 2017; Clark et al., 2017).While this 

study has focused on a database of species presence or absence, the same approach could 
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be used with records of counts or abundance by changing the response distribution from 

Bernoulli to Poisson or multinomial and adjusting the dependence on the linear predictor 

𝐿RL	accordingly. Conditional on neighboring locations, the covariance between species 

probability of presence within a single site depends upon the regression coefficients 𝛽, 

the covariance of the data Σ , the species-community matrix Φ and the cross-community 

correlation 𝐴. This covariance matrix of 𝐿R,⋅ the vector of log-odds of species presence 

within a site, is derived in Supplementary Information A and takes the form 

Φ¯(𝛽Σ𝛽° + 𝐴𝐴°)Φ in the case where the covariates are treated as random variables 

and the neighboring sites’ community proportions are observed. In the case where the 

data are treated as fixed, the covariance matrix becomes Φ¯𝐴𝐴°Φ. 

 

3.2.2 Parameter estimation 

Within the ecology modeling literature, several approaches for estimating the 

parameters of probabilistic models have been employed. Gibbs sampling, a variety of 

Markov chain Monte Carlo, is used extensively (Clark et al., 2017; Ovaskainen et al., 

2017; Valle et al., 2018) and enjoys a number of advantages such as the lack of any 

tuning parameters and straightforward implementation requiring only conditional 

distributions of model parameters. Alternative strategies include Laplace approximations 

(Thorson et al., 2016), maximum a posteriori optimization (Golding and Purse, 2016) and 

variants of the expectation-maximization algorithm (Dunstan et al., 2011). However, 

Hamiltonian Monte Carlo (HMC)  (Duane et al., 1987; Neal, 2012) is noted for being 

especially adept at high-dimensional estimation tasks involving correlated parameters 

(Monnahan et al., 2017). To employ the No-U-Turn sampler (Hoffman and Gelman, 
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2014) which is a self-tuning variant of HMC, we developed this model in PyMC3, a 

modular Python framework for Bayesian parameter estimation (Salvatier et al., 2016a). 

NUTS requires calculating the gradients of the posterior density with regard to model 

parameters; PyMC3 employs the automatic differentiation framework Theano (Bergstra 

et al., 2010) to perform this task with no user intervention. As Theano is most commonly 

used for optimization of deep neural networks, it is especially well suited to GPU 

computation. We employed an Nvidia Titan XP GPU to accelerate inference via PyMC3. 

Theano and PyMC3 operate under very similar principles to Template Model Builder 

(TMB) (Kristensen et al., 2016; Monnahan and Kristensen, 2018) and Stan, as TMB 

enables automatic differentiation of likelihood and posterior densities while Stan provides 

a modular framework for the composition of these functions. A critical advantage to 

using a modular statistical programming framework is that it allows for rapid 

development and criticism of increasingly complex model forms. We opine that this is 

naturally suited towards a realistic modeling workflow involving multiple iterative cycles 

of improvement and evaluation (Box, 1976). By employing PyMC3, we also avoided the 

need to directly write down the posterior density or its gradient and instead specify our 

model entirely in terms of variables defined by prior distributions and deterministic 

transformations of these variables. 

 

3.2.3 Simulated data 

We first performed assessments of the model from the previous section on 

simulated data. These data were simulated from the model’s generative process for 1600 

sampling units, 1000 species, 5 covariates and 6 communities. A complete specification 
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of the simulated dataset is given in section 10.2. We then attempted to recover the 

original parameter values and used the empirical coverage rate at credible interval widths 

of 50% and 95% to ascertain whether or not the true values were identified with 

appropriate uncertainty bounds. We used the No-U-Turn sampler with 2000 tuning 

iterations and 2000 post-tuning draws. All tuning samples were discarded and no 

divergences appeared during sampling. We were also interested in determining the degree 

to which employing a GPU for model posterior gradient calculations led to faster 

sampling. To answer this question, we ran both GPU and CPU chains over a range of 

model sizes. We fixed 𝐶 = 5 and set the number of observational units to be equal to the 

number of species, allowing both to range over the set {400, 900, 1600, 2500, 3600}. 

We recorded the time required to draw 1000 samples, finding that when the sampling was 

conducted with a CPU, only the first two sizes led to completion in less than 24 hours, 

with required compute times of 3.7 × 10± seconds (approximately 1 hour) and 3.1 × 10² 

seconds for sizes of 400 and 900 respectively. For the GPU chains, completion required 

4.2	 × 10$, 5.4 × 10$, 2.2 × 10±, 3	.5 × 10², and 4.4 × 10± seconds respectively for 

increasing problem sizes. These results are summarized in Figure 3.3 and indicate a 9x 

speedup for 400 sites and species and a 58x speedup for 900 sites and species. In both 

cases, computations were carried out using a 32 bit floating point representation of real 

numbers. This representation was also used for our analysis of the Florabank1 dataset.  

 



 50 

 

Figure 3.3: Comparison of sampling rates between CPU and GPU-based chains. 

Ti´´´ denotes the time required to draw 1000 samples using the same NUTS algorithm and an identical 
model specification. CPU times are not listed for model size > 900 as the computation could not be 
finished in less than 24 hours. 
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3.2.4 Florabank1 

We next used the SpRCom model to analyze a subset of Florabank1, a database of 

vascular plant observations from northern Belgium (Van Landuyt et al., 2012) 

georeferenced at the 1 km2 grid scale. A series of systematic surveys were conducted to 

identify all species within each grid cell and the entire database comprises over 3 million 

records collected across approximately 12,000 grid cells. Prior studies have examined 

statistical relations between landscape complexity indices  (Honnay et al., 2003) and 

habitat types (Hautekèete et al., 2015) on floral biodiversity. In this analysis, we only 

examined the northwest corner of the Florabank1 survey area and used observations from 

1,944 grid cells (Figure 3.4). After removal of species which had fewer than 20 

observations over this reduced area, the dimensions of the species presence/absence 

matrix were 1944 sampling units × 858 species. Our intent with this dataset was to 

identify meaningful association patterns between species, relate these associated 

communities to observed covariates, and generate hypotheses about unmodeled 

covariate-community relations by examining residual spatial patterns of community 

prevalence across the landscape. We conducted model selection using cross-validation 

(Figure 3.5) and found that the most appropriate value setting was 𝐶 = 6. Our intent with 

this case study is not to show improvements in predictive performance relative to existing 

species distribution models but rather to show a straightforward workflow to digest and 

interpret species assemblage patterns, taking into account covariates and spatially 

correlated residuals.  
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Figure 3.4: Map of species richness and distributions of 1 km2 plots per species. 
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Eight different covariates describing temperature, precipitation, elevation, slope, 

surface water and human settlement were used. We obtained per-cell estimates of mean 

annual temperature and precipitation from the WorldClim2 dataset (Fick and Hijmans, 

2017). While WorldClim2’s and Florabank1 share the same spatial resolution, their grid 

structures are not aligned and we therefore computed each Florabank1 cell value to be the 

mean of all WorldClim2 cells intersecting the Florabank1 cell. To account for slope and 

elevation, we used a digital elevation model (DEM) from the Shuttle Rader Topography 

mission (NASA JPL, 2013) via download from the OpenTopography platform (Krishnan 

et al., 2011). This DEM was used to calculate mean elevation and mean slope for each 

Florabank1 grid cell. To incorporate information regarding urbanization, we used the 

ordinal classification from the 2015 version of the Global Human Settlement Layer 

(GHSL; Pesaresi and Freire, 2016). This classification scheme assigns every 1 km2 pixel 

a value of 1, 2, or 3 corresponding to rural, urban clusters or urban center. To account for 

variations in moisture and wetness, we used a water and wetness probability index from 

the Copernicus Land Monitoring Service (European Environment Agency, 2018) which 

assigns each location a score of 0-100 corresponding to the pixel’s estimated wetness. We 

discretized this variable into a per-pixel indicator for one of three intervals: 10-30, 30-100 

and 100. The last category corresponds to permanent water. These indicator variables 

were then averaged over each Florabank1 grid cell to produce three covariates measuring 

the prevalence of water in each location. All covariates were centered and standardized 

prior to modeling. A small fraction of locations (<0.5%) lacked any adjacent neighbors. 

These grid cells were dropped and were not used in any further analysis. 
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As our spatial modeling component is specified in terms of spatial network 

adjacency structure, we assumed that all D4 connected grid cells were adjacent in the 

spatial graph, i.e. each grid cell is correlated with its immediate neighbors to the north, 

south, east, and west. As in the previous section, we fit this model using NUTS with 2000 

tuning samples and 2000 samples for posterior evaluation. We ran two chains in sequence 

requiring approximately 3 hours of computation in total. The potential scale reduction 

statistic 𝑅· (Gelman and Rubin, 1992) was used to evaluate lack of chain convergence. 

The largest 𝑅· value across all parameters was 1.15 with 99.7% of model parameters 

satisfying the condition that 𝑅· < 1.1. No thinning was applied to the 2000 posterior 

samples and no divergences were observed.  

 

3.2.5 Model selection 

Use of this model requires specification of the number of communities C which 

controls the rank of the cross-species covariance matrix as well as the flexibility of 

function linking species presence to environmental covariates. Choosing a value of C 

which is too small may lead to an inability to fit more complicated correlation patterns or 

account for the influence of covariates in a sufficiently rich manner. Selecting a C value 

which is too large may lead to overfitting. A comprehensive analysis should include 

comparison of the model fit using different numbers of communities. We used cross-

validation to achieve this, finding that 𝐶 = 6 provided the highest median out-of-sample 

Tjur’s 𝑅$ (Tjur, 2009). For each value in the range 𝐶 ∈ {3, 4, … , 10}, we fit the model 

with a randomly chosen 90% subset of the Florabank1 dataset and evaluated its posterior 

predictive performance on the remaining 10% using the posterior mean of probability of 
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species presence in conjunction with the Tjur 𝑅$. This procedure was repeated 10 times 

for each value of 𝐶 (Figure 3.5). For a small number of testing data points (<2%), the 

resampling procedure resulted in creation of test data points with no adjacent neighbors 

in the training data set and precluding evaluation of the CAR likelihood components in 

the posterior predictive density. For these data points, we identified the nearest neighbor 

in the training dataset and indicated that these two points were connected in the adjacency 

graph. Settings of 𝐶 = 1 and 𝐶 = 2 were also considered, however we encountered 

numerical errors during NUTS and large numbers of divergences. In neither case were we 

able to obtain Markov chains that appeared to converge. 

 

Figure 3.5: Model selection with cross-validation. 

The predictive accuracy of our model steadily increased from C = 3 to C = 6 with a steep decrease for C >
6 that appears to be due to overfitting. 

 

3.2.6 Limitations 
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In contrast to several examples from the JSDM literature (Clark et al., 2017; 

Ovaskainen et al., 2017b), this model does not explicitly incorporate species-covariate 

interactions with per-species coefficients and therefore is a poor choice for analyzing 

hypotheses regarding species-species covariances or species-covariate regression 

coefficients. Since the number of communities is a user-controlled parameter, it may be 

necessary to compare different values of C to determine the sensitivity of the obtained 

results to the complexity of the model, though we note that even nonparametric 

approaches to controlling model complexity typically include some dependence on 

hyperparameters, e.g. the concentration parameter in the Chinese Restaurant Process, a 

commonly used nonparametric specification. Finally, our implementation in PyMC3 

enables application of a generic, powerful inference method but it is possible that 

problem-specific sampling algorithms such as a Gibbs sampler may be much more 

efficient. 

 

3.3 Results 

3.3.1 Simulated data 

In the posterior estimates calculated from the simulated data, the Gelman-Rubin 

statistic was less than 1.05 for over 99% of model parameters with no parameters 

exhibiting a 𝑅· value greater than 1.25. Our criterion for assessment with simulated data is 

the empirical coverage probability 𝑝º, defined as the number of times a model parameter 

is contained within the credible interval of the estimated posterior at a given interval size. 

Ideally, this probability is very close to the nominal coverage probability used to define 

the credible interval. In our case, we used two nominal coverage probabilities of 0.50 and 
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0.95. We calculated this probability for the matrix-valued entries of Φ and 𝛽 since they 

provided the largest number of parameters in the model. The empirical coverage 

probability at a nominal value of 0.50 was 𝑝º = 0.494	(2964/6000) for the elements of Φ 

and 𝑝º = 0.4 (12/30) for the elements of 𝛽.  For the coverage probability of 0.95, we 

found that for Φ and 𝛽, 𝑝º = 0.96	(5766/6000) and 𝑝º = 0.90	(27/30) respectively. 

Equivalently, approximately 96% of the entries of the species-community matrix Φ fell 

within the posterior credible intervals and likewise for 90% of the regression coefficients 

contained in 𝛽. These results suggest that the posterior estimates are well calibrated. We 

also calculated the difference between the posterior means Φ», 𝛽¼  and the true value of the 

parameters. Averaged over all the entries of these parameter matrices, we found that the 

mean value of Φ» − Φ was 4.4 × 10h± while for	β· − β it was 5.0 × 10h±. 

 

3.3.2 Florabank1 

A key benefit of the model described in this work is its ability to identify 

meaningful low-dimensional structure. To assess whether such structure was recovered 

from the Florabank1 dataset, each community was summarized by the top 10 species with 

the largest per-column values of the species-community matrix 𝚽 (Figure 3.6). At least 

two of the communities showed obvious reasons for co-occurrence; community #3 scores 

highly for species which require wetland or riparian habitat while community #6 is 

comprised of species which thrive in sandy, coastal environs. Community #1 appears to 

list multiple species which require disturbance or anthropogenic manipulations to thrive. 

Finally, community #2 favors species forming the mainstay of heathlands in relatively 

infertile or acidic soils. We were not able to identify any specific structure in 
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communities #4 or #5. As the magnitude of the residuals patterns corresponding to 

community #4 are very small (Figure 3.7) relative to the other communities, it may be 

possible that the model is to some degree overparameterized an that it does not need that 

community to identify a good low-dimensional representation of the dataset. 

The corresponding spatial residuals ΩRK for each community are shown in Figure 

3.7 which depicts the posterior mean of each spatial random effect, while Figure 3.8 

summarizes the regression coefficients linking each community to the observed 

covariates. We used the posterior mean predicted probabilities of species occurrence to 

calculate the within-sample value of Tjur’s R2 as 𝑅$ = 0.55. This is substantially higher 

than the median out-of-sample Tjur 𝑅$ (0.32) computed during cross-validation for 

model selection. 

 

Community 1 Community 2 Community 3 
Urtica dioica  Potentilla erecta Räuschel Cynosurus cristatus  
Plantago lanceolata  Blechnum spicant Roth Glyceria fluitans R.Br. 
Sisymbrium officinale Scop. Carex pilulifera  Iris pseudacorus  
Trifolium repens  Erica tetralix Ranunculus acris  
Sonchus asper Hill Danthonia decumbens DC. Alopecurus geniculatus  
Cirsium arvense Scop. Lonicera periclymenum  Carex riparia Curt. 
Capsella bursa-pastoris 
Medik. 

Molinia caerulea Moench Mentha aquatica  
Artemisia vulgaris  Hieracium umbellatum  Phragmites australis Trin. ex Steud. 
Conyza canadensis Cronq. Calluna vulgaris Hull Oenanthe fistulosa  
Senecio vulgaris  Teucrium scorodonia  Eleocharis palustris Roem. & Schult. 

  
Community 4 Community 5 Community 6 
Hedera helix  Geranium purpureum Vil Crithmum maritimum  
Adoxa moschatellina  Poa palustris  Atriplex laciniata  
Galanthus nivalis  Rubus laciniatus Willd. Atriplex glabriuscula Edmondston 
Anemone nemorosa  Panicum capillare  Crambe maritima  
Arum italicum Mil Brassica juncea Czern. Elymus farctus Viv. Runemark ex 

Melderis Acer pseudoplatanus  Amaranthus albus  Ammophila arenaria Link 
Geum urbanum  Sisymbrium orientale  Honckenya peploides Ehrh. 
Mahonia aquifolium Pursh 
Nutt. 

Chenopodium ambrosioides  Euphorbia paralias  
Ribes rubrum  Humulus lupulus  Eryngium maritimum  
Ranunculus ficaria  Chenopodium berlandieri 

Moq. 
Calystegia soldanella R.Br. 
 
 
 
 
\  

Figure 3.6: Top 10 leading species for each community 
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3.4 Discussion 

The Bayesian model developed here is intended for exploratory analysis of large 

species-presence-absence data sets and consequently makes several assumptions intended 

to streamline this process. The species-community matrix can be used to understand the 

clustering of species co-occurrence and regression coefficients help explain the patterns 

of species presence while the per-community spatial effect helps identify potential 

unmodeled covariates. Community #1 shows relatively little spatial autocorrelation 

structure (Figure 3.7) across the western portion of the study area which is suggestive of 

dependence on factors with sharp spatial gradients such as settlements and road networks. 

However, there is apparent coherent spatial structure in the southeast corner of the area 

which appears to correspond to the vicinity of the city of Ghent. Unsurprisingly, this 

community is correlated with urbanization estimated from the GHSL with high posterior 

probability. A similar analysis can be done with communities #2, #3 and #4. The 

heathland species community’s (#2) spatial effect is highly concentrated in the interior of 

the study area with another small pocket along the coast. As we have already seen that 

this community favors damp, infertile soils, it is likely that including soil maps for the 

region would help explain the spatial residual pattern seen for community #2. The aquatic 

species community (#3) presents an excellent example of a clearly unobserved covariate; 

while it is very strongly negatively correlated with elevation, this is likely simply 

identifying the association between river valleys or water-bearing depressions with 

surface water. Several patches of strong positive spatial association appear to directly 

overlay portions of the region’s river network. This result suggests that the included 

wetness data are not sufficient and that hydrographic data would provide useful 
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predictors. Similarly, the coastal community (#6) is clearly concentrated on the coast. 

Community #6 indicates a strongly positive correlation with human settlement but this is 

likely due to the fact that the coastal regions are more urbanized than the surrounding 

countryside and this is a spurious relation induced by the absence of covariate 

information regarding per-cell distance from the coast.  The spatial structure for 

community #5 appears to be identical to that of #6 with a reversed sign but is very small 

in magnitude and may simply reflect species that are found everywhere except for the 

coast. No discernable pattern is clear from either the spatial associations or regression 

coefficients for community #4. It is unclear whether the absence of a meaningful 

interpretation of this community is a shortcoming of the model structure or the 

investigator. However, in this workflow, we have identified several missing covariates 

that are likely to figure prominently in the ecological dynamics of the species studied; 

soil maps, stream network data and some measure of proximity to the coast would all be 

excellent candidates to include as predictor variables in a second iteration of this model.  
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Figure 3.7: Spatial patterns of per-community residuals. 
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The regression coefficients shown in Figure 3.8 mostly support the classification of the 

different communities of species identified from the species-community matrix. 

Communities #1 and #6 correspond to disturbance- and coast-preferring species and both 

exhibit large positive correlations with the human settlement index. We note that the 

latter result is most likely due to the coincidence that the coastal region exhibits relatively 

high development index; adding a covariate indicating the distance from the coast would 

likely improve the model in this regard. Community #3 contains species favoring 

freshwater environments and exhibits a strong anticorrelation with both human settlement 

and elevation which we view as a reasonable inference given that freshwater habitat tends 

to be present in lowlands and valley bottoms. Conversely, community #2 is correlated 

with higher rainfall in upland areas. Unfortunately, we were unable to apply similar 

reasoning to identify coefficient structure underlying communities #4 and #5. 

 

Figure 3.8: Regression coefficients linking communities to covariates. 

An asterisk (*) indicates that the coefficient’s 95% credible interval excludes zero. 
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We note that as this is a purely statistical model there is no straightforward way to 

identify mechanistic principles underpinning the assignment of species to clusters. 

Therefore, some degree of investigative effort regarding the species within each 

community as well as the community’s spatial dependency is needed. 

A comparative advantage of this model in comparison to other species 

distribution models currently in the literature is the relatively small number of parameters 

that need to be estimated. By including regression upon observed covariates at the 

community rather than the species level, we greatly simplify the procedure of 

determining which factors drive the occurrence of certain communities of species. 

However, this comes with a tradeoff in terms of model flexibility as a model using 

covariates at the species level would likely exhibit superior predictive performance with a 

larger number of parameters.  

We hope that this work encourages further implementation of species distribution 

models in probabilistic programming frameworks as it enhances the modularity, 

reusability and extensibility of such models. The advent of new databases designed to 

tabulate biodiversity at the national scale such as BISON (Biodiversity Serving our 

Nation (BISON), 2018) necessitates the exploration of more scalable methods for 

estimating species distribution models with large amounts of data. While recent advances 

in the analysis of large ecological datasets have been made by applying Gibbs sampling 

to carefully structured models (Tikhonov et al., 2019) we would note that statistical 

frameworks PyMC3 and Stan (Carpenter et al., 2017) include optimization methods such 

as automatic differentiation variational inference (Kucukelbir et al., 2016) which may be 

appropriate for very large (>105 observations) datasets.  By relying on a high quality 
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reference implementation of NUTS packaged with PyMC3 instead of creating our own 

problem-specific sampler, we experienced more rapid progress and fewer obstacles to 

implementation of this study. Additional interesting extensions to this model could 

account for correlation structure due to phylogenetic (Ives and Helmus, 2011; Kaldhusdal 

et al., 2015) or trait similarities (Ovaskainen et al., 2017b) or inclusion of both species-

specific environmental effects as well as community-specific environmental effects, 

allowing for the partitioning of variance between species and community. The data, code 

and documentation for using this model are available at www.github.com/ckrapu/sprcom. 

 

3.5 Conclusions 

The process of finding and understanding patterns in ecological datasets is becoming 

more challenging as the size and richness of observational data continues to increase. The 

model presented in this work is optimized specifically to provide a straightforward 

analysis of species co-occurrence patterns on a large scale both as a function of observed 

covariates and in terms of spatial residual patterns that are not explained by predictors. 

We hope that this example of implementing a hierarchical joint species distribution 

model in a probabilistic programming framework encourages further exploration of 

flexible and extensible model forms. 
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4 A dynamic linear modelling approach to analyzing trends 
in linearity of streamflow generation processes  

 

This chapter is currently unpublished. Author Christopher Krapu was responsible for 

all research, draft writing, and editing. 

4.1 Introduction 

One of the most important research areas in water resources engineering and 

management is the accurate description of the transformation of rainfall into runoff and 

consequently streamflow. While runoff generation mechanisms must be a combination of 

linear and nonlinear processes (Jakeman and Hornberger, 1993; Kirchner, 2009) it is 

typically assumed that increases in surface imperviousness during urbanization often 

reduce the amount of rainfall which infiltrates into the soil matrix with the effect of 

increasing streamflow (DeWalle et al., 2000) and reducing groundwater recharge (Rose 

and Peters, 2001). This has the effect of minimizing the impact of evapotranspiration and 

baseflow, thereby translating a larger portion of the received precipitation to streamflow. 

Over monthly or annual timescales, this effect may manifest itself as a dampening of the 

nonlinear portions of the streamflow generation function 𝑄(𝑃) and thereby linearizing 

the streamflow response to precipitation inputs. Controlling the contribution of urban 

environments to streamflow is critical for managing floods and water quality issues in 

heavily developed catchments  (McGrane, 2016) . However, there are multiple factors 

theorized to control the partition of streamflow generation between linear and nonlinear 
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runoff mechanisms including the ecology and biology of basin vegetation (Ukkola et al., 

2015) and a shifting climate (Nash and Gleick, 1991).  

Mechanistic hydrology models are a common tool to identify and attribute shifts in 

hydrologic behavior yet require that the specific model assumptions hold true in each 

catchment. An alternative approach is to use empirical models which lack specificity in 

defining the mathematical form of the runoff generation process but which may also 

applicable in a broader range of circumstances. Such empirical models often treat the 

prediction of monthly or annual runoff within the framework of regression (Vogel et al., 

1999), requiring covariates such as precipitation, potential evapotranspiration and other 

easily measured variables. These models are usually less able to account for fine-grained 

variation in catchment characteristics such as elevation and vegetation cover; any impact 

of these features on streamflow is modeled as residual variance unexplained by the 

covariates. Variations of regression models are able to allow for time-varying parameters 

(West and Harrison, 1997), allowing us to study alterations to catchment hydrologic 

dynamics as a smoothly-varying function of time, rather than an abrupt jump or break. In 

this study, we are particularly interested in the dynamics of American watersheds with 

regard to streamflow generation as represented by functions both linear and nonlinear in 

the volume of precipitation received within the catchment. Currently, there does not 

appear to be a clear consensus regarding the settings and time periods in which one set of 

factors is most important. We therefore pose the following research questions: 

• How has the partitioning of runoff between linear and nonlinear mechanisms 

changed over the past 50 years? 
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• Do urbanized and undeveloped catchments exhibit different modes of variation in 

this partition? 

To answer these questions, we constructed a dynamic linear model of monthly 

streamflow values across over 200 American basins in which stream discharge is 

assumed to be a time-varying function of precipitation, potential evapotranspiration and 

past discharge observations as well as random and seasonal effects. 

 

4.2 Methods and data 

4.2.1 Data 

Daily observations of stream discharge (Q) and basin-wide averages of potential 

evapotranspiration (PET) and precipitation (P) in units of area-averaged equivalent water 

depth (mm.) were taken from the Model Parameter Estimation Experiment (MOPEX) 

dataset which was originally collected for the purpose of inter-comparison and 

improvement of hydrology and atmospheric models across a wide range of climatic 

conditions. Daily records of Q, P and PET over the period 1948/01/12-1999/12/31 were 

aggregated to a monthly mean for a total of 624 monthly timesteps per basin. While 438 

basins across the USA are included in the MOPEX database, many of these have 

significant stretches of missing records in one or several variables and we applied an 

imputation scheme at both the daily and monthly timescale. Gaps of up to 14 days in 

length were forward-fill imputed before monthly aggregation. At a monthly timescale, 

gaps up to 4 months long were filled by forward-fill imputation up to 2 months from the 

observation immediately preceding the gap and by backward-fill imputation up to 2 

months from the observation immediately following the gap. Any basins which had any 
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remaining gaps after this step were not used in further analysis. Of the 438 original basins 

considered, 264 were used in the remainder of this study. The distribution of these 

catchments over catchment size and aridity index defined as the ratio of annual 

precipitation to annual PET can be seen in Figure 4.1b and covers a wide range of 

hydroclimatic conditions across basins up to 4000 km2 in size. The geographical 

distribution of these basins is shown in Figure 4.1d with most sites falling within the 

eastern half of the conterminous US. In addition to these time series observations, static 

data regarding catchment land cover classifications were also included with in the 

MOPEX dataset. These per-basin summaries of the 1 km. land cover products from the 

International Geosphere-Biosphere Program (IGBP) covered 16 land use types including 

multiple types of deciduous and evergreen forests in addition to grassland, urbanized 

areas and cropland. The MOPEX catchments span a range of urbanization levels (Figure 

4.1a) ranging from approximately zero development to nearly complete urbanization. 
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Figure 4.1: Catchment properties and locations 

The Nash-Sutcliffe efficiency / 𝑅$	provides a simple measure of model fit relating predicted streamflow to 
observed streamflow. This metric is highest for the catchments of the eastern USA and is relatively low for 
catchments in the Midwest and in western states. These values were assessed in-sample and were not 
evaluated on a held-out test dataset. 

In order to include contributions to stream discharge which are a nonlinear function of 

precipitation, we included an additional column for the elementwise square of the 

precipitation observations P which we designate as P2. While P2 is not a linear function of 

P, a high degree of correlation between these two variables could lead to unstable 

coefficient estimates. To prevent this from occurring, we applied an orthogonal 

polynomial transformation to P and P2 using the Gram-Schmidt process (Arfken and 

Weber, 2012; Holder, 1985; Jackson and Aron, 1971) and obtained transformed values of 

P and P2  which are both linear and increasing functions of the original variables yet have 

a vanishing inner product. This requires a QR decomposition of the Vandermonde matrix 

composed of columns containing elementwise powers of P. Conceptually, this procedure 

removes the portions of the 𝑖-th elementwise power of the vector P which lie on the 

subspace spanned by the 1st through (𝑖 − 1)th elementwise powers of the vector P.  The 

monthly per-basin observations of discharge (Q), precipitation (P), squared precipitation 

(P2) and potential evapotranspiration (PET) were centered and standardized to have a 

sample mean of zero and a sample standard deviation of 1. 

 

4.2.2 Dynamic linear model 

We applied a dynamic linear model (DLM) (West, 2013) to the task of estimating 

the monthly streamflow discharge at time t conditional on contemporaneous observations 

of precipitation and PET as well as recent observations of past precipitation and 
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streamflow values. DLMs subsume standard time series models such as autoregressive 

models (AR) and moving average models (MA) along with their extensions to periodic 

and exogenous data within a Bayesian statistical framework.  Specifically, dynamic linear 

models are a class of state-space models specified by enumerating four time-varying 

quantities: a regression design vector or matrix 𝐹À, a state evolution matrix 𝐺À, a state 

evolution variance matrix 𝑊À and an observational variance matrix 𝑉À. In practice, 

computationally efficient estimation of DLM parameters requires an iterative filtering 

scheme; the Kalman filter is a special case of this procedure and is frequently used in 

hydrologic time series analysis (Bergman and Delleur, 1985; Lee and Singh, 1998). In the 

case where only the observed data at each time point is scalar as in this study, then 𝑭𝒕 is a 

vector and 𝑽𝒕 is a scalar quantity. For a more complete exposition on the statistical 

properties and inference methodology for the DLM, see Pole et al. (2011) or Prado and 

West (2010). Dynamic linear models have been applied in other hydrology-related 

contexts such as estimation of stream temperature (Wagner et al., 2017), analysis of 

sediment loads (Ahn et al., 2017), and streamflow forecasting (Ciupak et al., 2015). We 

note that a major distinction between Ciupak et al. (2015) and this work is that the former 

was purely focused on forecast predictive accuracy for a single river basin rather than 

retrospective analysis and hypothesis testing over multiple river basins as in this study.  A 

key advantage of the DLM framework is that multiple time series modeling components 

can easily be incorporated by constructing the state-space vector 𝜃À and evolution matrix 

𝐺À to simultaneously account for autoregressive, moving average, exogenous regressions 

and periodic effects among other possible modeling components. The probabilistic model 

of the observed scalar data 𝑌À specified by these components is illustrated in equations 4.1 
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– 4.3 after West and Harrison (1997). In this equation and all others that follow, we 

denote multi- and matrix-variate quantities in boldface and scalar quantities in standard 

type. The notation 𝑥~𝑁[𝑎, 𝐵] indicates that 𝑥 is a random variable with distribution 

parameterized by a mean a and a variance or covariance matrix B. 

Observation equation: 𝑌À = 𝑭𝒕}𝜽𝒕 + 𝜈À with 𝜈À~𝑁[0, 𝑉À]   (4.1) 

System equation: 𝜽𝒕 = 𝑮𝒕𝜽𝒕h𝟏 + 𝝎𝒕 with 𝝎𝒕~𝑁[0,𝑾𝒕]  (4.2) 

Initial information: (𝜽𝟎|𝐷´)~𝑁[𝒎𝟎, 𝑪𝟎]    (4.3) 

The observation equation (4.1) expresses the predictive mean of the observed data 𝑌À as 

the inner product of the linear function of the regression vector 𝑭𝒕 and the state space 

vector 𝜽𝒕. 𝑭𝒕 could include exogenous variables and is known ahead of time while 𝜽À 

includes time-varying model parameters which are unobserved. The variation in model 

parameters over time in the system equation (4.2) is governed by the form of 𝑮𝒕 which is 

chosen by the modeler in advance and the evolution covariance matrix 𝑾𝒕. The entries in 

𝑾𝒕 control the rate at which the system’s underlying dynamics are theorized to change 

but are difficult to specify a priori. To remedy this, we adopt a discounting approach 

(West and Harrison, 1997) in which we assume 𝑊À is a proportional to our uncertainty 

regarding our estimate of 𝜽𝒕, i.e. 𝑊À =
(ihÎÏ)
ÎÏ

𝑷𝒕 where 𝑷𝒕 is the covariance matrix 

encoding our uncertainty in the value of 𝜽𝒕 at time t and 𝛿 ∈ [0,1]. We refer to 𝛿 as a 

discounting factor because its specification controls the relative importance of past 

observations in determining the state covariance; higher values of the discount factor 

imply that past estimates of state covariance are appropriate to model future behavior 

while a low value leads to inflation of state covariance and a less precise estimate of the 

state vector in future time steps. Using such an approach has the dual advantage of 
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allowing for gradual changes in model parameters over time and eliminating the need to 

specify 𝑊À a priori. Furthermore, we similarly avoid having to specify the scalar 

observation variance 𝑉À by modeling its inverse, the observational precision 𝜙À as a time-

varying  gamma-distributed quantity subjected to repeated beta-distributed multiplicative 

rescaling in a Markovian beta-gamma evolution model (Shephard, 1994; West and 

Harrison, 1997). This evolution model depends upon a parameter 𝛿Ò which serves a 

similar function as 𝛿Ó for the observational variance. From a classical time series 

perspective, this is akin to specification of conditional heteroscedasticity in ARCH or 

GARCH models which have found some use in streamflow forecasting (Modarres and 

Ouarda, 2013; Wang et al., 2005). We note that these treatments of the system evolution 

variance and the observation variance are standard steps in a Bayesian time series 

analysis if a specific form or value of 𝑾𝒕 and 𝑉À is not known from prior information 

(Prado and West, 2010). In order to estimate the DLM parameters given observations and 

a prior distribution over the state vector 𝜃À, efficient inference can be achieved by 

applying forward filtering and backward smoothing (FFBS) without recourse to more 

complicated sequential Monte Carlo methods (Weerts and El Serafy, 2006) .  In the 

context of a dynamic linear model with unknown observational and evolution variance, 

FFBS constitutes a Bayesian generalization of the Kalman filter and the Viterbi algorithm 

frequently used for computing point estimates of parameters in hidden Markov models 

(Rabiner and Juang, 1986). A major advantage of this approach over non-Bayesian 

schemes is that we can efficiently generate Monte Carlo samples from the posterior 

distribution over the state vector 𝜃À across all time points. Quantification of uncertainties 

regarding our parameter estimates can then be easily calculated from these samples. 
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Unlike many other studies applying Bayesian methodologies to water resource issues (de 

A. Barreto and de Andrade, 2000; Kuczera and Parent, 1998; Vrugt and Ter Braak, 

2011), Markov chain Monte Carlo (MCMC) techniques such as Gibbs sampling and the 

Metropolis-Hastings algorithm are not required for inference in this modeling framework. 

We implemented the FFBS algorithm in Python and this code is available at 

https://github.com/ckrapu/bayesian_forecasting/. 

In this study, we specified the structure of the DLM as follows: at each time t, the 

vector 𝐹À  is a 7-dimensional vector with elements specified as (1) the orthogonal 

polynomial representation of the precipitation at time t, (2) potential evapotranspiration, 

(3) orthogonalized precipitation from the preceding timestep, (4) the orthogonalized 

squared precipitation for the current timestep (5) a sinusoidal term with a period of 12 

months and a phase maximizing the effect’s value in January,  (6) stream discharge from 

the preceding timestep, and (7) a constant term of 1. Elements 1-5 constitute a dynamic 

regression (including a seasonal effect) while 6 designates an AR(1) component and 7 

designates an intercept. The corresponding entries in the vector 𝜽𝒕 are then directly 

interpretable as the regression coefficients for the variables in 𝑭𝒕. While the exact form of 

the nonlinear relation between precipitation and runoff generation likely varies across 

catchments and is unknown, we follow the recommendation of Jakeman and Hornberger 

(1993) to approximate this nonlinearity with a limited number of polynomial terms; 

polynomial regression of streamflow at a monthly timescale was also explored in 

(Muftuoglu, 1990). Autoregressions (Adamowski et al., 2012; Carlson, et al., 1970; 

Ghanbarpour et al., 2009; Vecchia, 1985) and autoregression-like approaches 

(Sivakumar, 2003) have similarly found some degree of acceptance by practitioners of 
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data-driven hydrological modeling. Previous studies in a similar modeling framework 

have incorporated predictors such as the El Nino Oscillation (ENSO) index for modeling 

rainfall (Krishnaswamy et al., 2015) or streamflow (Risko and Martinez, 2014) but we 

did not include these variables as the effect of these atmospheric pressure indices on 

basin hydrology is understood to be mediated through precipitation (Diaz and Markgraf, 

1992) and PET which are already included as covariates in this model. It is possible that 

there exists some influence of ENSO on snowpack accumulations (Twine et al., 2005) 

which would not be well-captured in this model, but snow-dominated basins comprise a 

small subset of the selected catchments. An additional polynomial component of order 

≥2 was also considered but did not improve predictive performance in a preliminary 

analysis and lacked a clear mechanistic interpretation beyond what was already provided 

by inclusion of a quadratic term, i.e. a polynomial of order 2. With this construction of 

𝑭𝒕 = (𝑃À, 𝑃𝐸𝑇À, 𝑃Àhi, 𝑃À$, 𝑆À, 𝑄Àhi, 𝐶), we fixed 𝑮𝒕 = 𝑮 as a 7-dimensional identity matrix 

which then simplifies equation (2) to a vector-valued random walk process 𝜽𝒕 = 𝜽𝒕h𝟏 +

𝝎𝒕. This specification allows for evolution of the model parameters without assuming a 

linear or higher-order polynomial growth trend. This model structure was shared across 

all 264 river basins and is described visually as a conceptual diagram in Figure 4.2. 

 

 

Figure 4.2: Graphical model for DLM structure 
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4.2.3 Limitations 

The relative simplicity of this model is accompanied by several limitations that 

should be made clear. First, it is mostly linear and incorporates nonlinear effects only 

through polynomial transformations of its input variables. Some of the most effective 

simple hydrological modeling schemes operating at a daily timescale use a combination 

of linear and nonlinear modules that may also include discontinuous threshold effects 

(Jakeman and Hornberger, 1993) or non-polynomial relations (Kirchner, 2009). 

Additionally, no notion of the distribution of rainfall across events within a single month 

is encoded in this model structure and it is possible that an increase in rainfall intensity 

accompanied by a decrease in event frequency could lead to dramatically higher runoff 

generation (Slater and Villarini, 2017); this phenomenon would not be well-captured by 

the variables included. We include no covariates which directly measure the effect of 

vegetation or ecohydrological flow networks which are known to play a critical role in 

runoff generation (Band et al., 2014). The specification of a prior distribution 

𝜽𝟎~𝑁[𝒎𝟎, 𝑪𝟎] on the model state vector at the beginning of inference is difficult and we 

resorted to an empirical Bayes approximation by performing partial inference with a 

naïve prior in order to obtain a more accurate prior on 𝜽𝒕 in a full inference run. Issues of 

equifinality—also referred to as identifiability in the statistics literature—can result from 

an overly flexible model structure in which multiple model components are equally 

capable of explaining the data. Finally, snowpack accumulations over timescales greater 

than 2 months are not included in the model structure, reducing the suitability of this 

approach for snow-dominated catchments with substantial early-winter snowfall.  
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4.2.4 Inference and model fitting 

The model we have described in previous sections was fit independently for each 

river basin with no probabilistic dependencies between multiple catchments. Before 

conducting inference strictly within the context of the dynamic linear model, 4 different 

quantities were required to be specified in advance. These include the variance evolution 

parameters 𝛿Ó, 𝛿Ò , the prior mean 𝒎𝟎 of the distribution over the DLM state vector at 

the first timestep and the accompanying covariance of that prior distribution, 𝑪𝟎. We 

identified 𝛿Ó, 𝛿Ò by performing a grid search over all combinations of the options 𝛿Ó ∈

{0.9, 0.95,0.975, 0.99} and 𝛿Ò ∈ {0.9, 0.95, 0.975, 0.99} for a total of 16 possible 

combinations. These discount factors are typically restricted to be close to 1 as values 

closer to zero imply that the system variance is rapidly increasing over time and we did 

not wish to encode this into our choice of model parameters. The optimal choice of 

𝛿Ó, 𝛿Ò was selected by maximizing the model marginal likelihood conditional on this 

value of the discount factors. In this preliminary fitting stage, we assumed a prior mean 

of 𝒎𝟎 = ¨i
g
, … , i

g
ª
°
 for the state vector with dimension n and a diffuse prior covariance 

of 5𝑰𝒏 where 𝐼g is the n-dimensional identity matrix. Forward-filtering was applied to the 

entire length of the data record and the model marginal likelihood was calculated after 

this single pass. No retrospective backward smoothing was applied at this stage. For the 

details of the filtering update equations and the calculation of the model marginal 

likelihood see Prado and West (2010). 

Usage of a naïve prior distribution over the DLM state elements at the first 

timestep poses an issue with regard to interpretations of trends in the parameters; if this 
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prior is specified incorrectly then the model has sufficient flexibility to adjust its 

parameter values to more closely match reality and forecasts and estimations for later 

time points may not be substantially biased. However, this realignment to correct an 

inappropriate initial specification will lead to shifts in model parameters in the initial 

timesteps of the record which do not reflect actual changes in the data generating process. 

To remedy this, we considered a prior state vector mean calculated as the empirical mean 

of the state vector estimates from time steps 62 to 124 out of 624 total timesteps, i.e. the 

second 10% of the data in the temporal dimension. This was done to constrain the prior 

mean 𝒎𝟎 over the state vector 𝜽𝟎 to be sufficiently close to the beginning of the data but 

to remove any influence from an ill-specified and naïve prior. An identical approach was 

taken with the prior covariance 𝑪𝟎. With this specification of the discount factors and the 

prior distribution over 𝜽𝟎 for each river basin, we then performed a full forward 

filtering/backward smoothing pass over the data to calculate point estimates of the 

posterior mean of 𝜽𝒕 at each point in time. We also calculated the coefficient of 

determination (𝑅$) for 1-step ahead predictions and the mean absolute 1-step ahead 

forecast error (MAE). The distribution of 𝑅$ values across space (Figure 4.1d) and aridity 

index 𝑃/𝑃𝐸𝑇 (Figure 4.1b) show increasing predictive accuracy in watersheds with a 

high precipitation/PET ratio and generally shows increased performance in the SE USA 

relative to western or northern states. We view this as support for our earlier statement 

that this modeling approach does not capture multi-month dependencies between 

snowpack accumulation and spring snowmelt runoff. Six watersheds in the American 

West and the northern Great Plains exhibited negative 𝑅$ values, indicating that this 

specific set of modeling assumptions is wholly unsuited to modeling runoff generation in 
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these systems. In order to check the DLM assumption that the distribution of monthly 

streamflow is normal after conditioning on the included covariates, we generated 

histograms of the model forecast errors/residuals which appeared to be symmetric and 

normally distributed (Figure 4.5c). We also examined the relation between the forecasted 

streamflow and the forecast error (Figure 4.5a); there appears to be a positive correlation 

between error and forecast suggesting that the model performance degrades at higher and 

higher levels of streamflow with underestimation of large flows in general (Figure 4.5b). 

For an example of the estimated posterior mean and sampled parameter estimates 

including the dynamic observational variance, see Figure 4.4. Figure 4.3 shows the 

distribution of catchments over discount factors. 

 

Figure 4.3: Frequency of optimal discount factors across all basins 
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Figure 4.4: DLM estimates and forecasts for the French Broad River 

Data shown are measured at Blantyre, North Carolina from 1949 – 1957. Gray regions in the upper 7 
subplots indicate 25-75% range of Monte Carlo samples. Forecasts shown in the bottom panel are 
generated using available data to predict the following month. Gray bars indicate credible region within 
two standard deviations. 

 

4.3 Results 

To pool estimates of regression parameter across catchments, we computed a cross-

catchment mean and median for each parameter. These aggregations were done 

separately for two subsets of catchments: basins with less than 20% of their surface area 

classified as urban were classified as undeveloped (Nu = 173 basins) while basins with 

more than 40% of their surface area were classified as developed (Nd = 73 basins). Figure 

4.6 illustrates these summaries of parameter values across time along with the variation 

across the middle two quartiles. The mean and median were found to be in close 

agreement for all combinations of catchment subset and parameter save for the PET 
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coefficient for undeveloped basins. For both subsets, the estimated parameter values 

exhibited a low degree of cross-catchment deviation; the precipitation parameter was 

universally positive and usually within the range [5.0,20.0] while the PET coefficient 

was typically negative. This conforms to our understanding of the physical processes 

governing runoff generation as enhanced atmospheric demand for moisture generally 

reduces runoff and added rainfall increases it. The lagged precipitation and discharge 

coefficients also assumed support mostly in the range [0.0,1.0]. Visual comparison of the 

variation in parameter values across time reveals that in several cases (PET, seasonal, P2, 

constant term) the developed catchments exhibited more substantial variation over time 

than the counterpart estimates in the undeveloped catchments. 

 

Figure 4.5: Forecasts and residual errors. 

Cell shading in (a) and (b) indicates frequency. 48 randomly selected basins’ residuals are depicted in (c). 

In order to test the hypothesis that nonlinear runoff generation processes are 

replaced with linear generation processes in developed catchments, we calculated the 

difference between the posterior summary mean for the PET, linear precipitation and 

squared precipitation coefficients in both developed and undeveloped catchments. Figure 

4.7 illustrates these differences and their evolution through time. The difference between 

developed and undeveloped catchments in the linear coupling between precipitation and 

runoff generation appears to be a steadily increasing function of time. This is consistent 
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with our expectation that catchments which are converted to either impervious surfaces or 

other less permeable cover types should experience increased runoff generation which is 

linear in the hydrologic inputs. However, we do not observe a monotonic decrease in the 

nonlinear precipitation coefficient though its value does appear to vary less over time for 

undeveloped watersheds. Finally, the difference of the cross-catchment means of the PET 

coefficient suggests that runoff generation in developed watersheds is more strongly 

linked to potential evapotranspiration than in undeveloped watersheds and that this 

disparity has only grown with time. One potential explanation for this is that earlier 

spring melt could lead to additional precipitation bypassing catchment storage (Hodgkins 

et al., 2003) in snowpack to generate runoff immediately. In that case, PET would 

correlate with increasing streamflow and much of the snowmelt runoff which could not 

previously be well-captured in this modeling framework would then be transferred to a 

linear precipitation contribution to runoff generation. 

 

 

Figure 4.6: Summaries of cross-catchment trends in DLM parameters 
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Figure 4.7: Difference in parameter mean values for developed and undeveloped locations. 

 

4.4 Discussion 

Multiple studies have looked at changes in streamflow over the second half of the 

twentieth century (Lettenmaier et al., 1994; McCabe and Wolock, 2002) and concluded 

that some positive trend or increase in streamflow volumes has taken place, with a special 

emphasis on the eastern United States. While the main statistical tool applied in these 

studies has been a nonparametric trend test (Burn and Elnur, 2002; Helsel and Hirsch, 

2002) as pointed out by McCabe and Wolock, (2002), direct attribution of these increases 

has been given at least in part to rising precipitation (Lins and Slack, 1990) throughout 

the year or in specific seasons (Small et al., 2006) though interactions between climate 

and water management have also been theorized to play an important role (Lettenmaier et 

al., 1994). Nonparametric trend tests suffer from technical issues when applied to 

environmental time series (Serinaldi et al., 2018; von Storch, 1999) and we view this 

study as a methodological improvement that allows estimation of trends due to 

mechanistic processes via dynamic regression. We cannot declare that all predictions 

consistent with our initial hypothesis have been realized; while the linear dependence of 

streamflow on precipitation has been seen to grow steadily for urbanized catchments, we 

did not see a decrease in the nonlinear contribution of precipitation to runoff generation. 

This leads us to consider conceptual models in which the two trends are compatible. As 
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nonlinear runoff generating or mitigating mechanisms include soil infiltration, 

interception loss and evapotranspiration (Rumynin, 2015), a lack of systematic change in 

the strength of nonlinear coupling between streamflow and precipitation suggests that 

these aspects of catchment hydrology have not been substantially altered. Consequently, 

the increase in the linear precipitation coefficient may be due to an increase in the 

intensity of extreme events which may both lead to higher effective rainfall (Beven, 

2012) without perturbation of nonlinear runoff generation processes. In addition to an 

increasing trend in the difference of the precipitation coefficient, we also observe an 

increasing trend in the coefficients themselves in both developed and undeveloped 

catchments. The increase in precipitation coefficient values for developed catchments (𝜃Ù 

increasing from ≈ 8 to ≈ 15) and undeveloped catchments (θÙ increasing from ≈ 8 to ≈

11) is quite large and suggests that there are other factors in runoff generation which are 

uniformly increasing the strength of coupling between precipitation in most American 

catchments. Furthermore, the cross-catchment increase in parameter values linking 

squared precipitation to runoff do not exhibit similarly dramatic rises over the period of 

study. In this sense, it appears that there exists a partial agreement between experimental 

results and our hypothesis that runoff generation is becoming increasingly linearized. 

However, the disparity between developed and undeveloped catchments is not as 

substantial as we might have supposed. An important consideration in this analysis is that 

we have assumed highly simplistic mechanisms of runoff generation and changing 

estimates of parameter values in the DLM framework could reflect variations in the 

strength of these mechanisms or, alternately, variation due to unmodeled processes that 

are not adequately represented elsewhere in the model. For slowly varying processes, 
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these unmodeled factors should be assimilated into the dynamic level, i.e. the constant 

term, but dynamics with shorter characteristic timescales may not be captured by 

variations in the local level.  

 

4.5 Conclusion 

Identifying and attributing changes in hydrologic behavior across a large region is a 

challenging task due to the high degree of heterogeneity between catchments in their 

rainfall-runoff dynamics. In this study, we employed dynamic regression approaches to 

study the relative importance of terms linear and nonlinear in precipitation contributing to 

total monthly streamflow. We found clear and consistent trends across catchments 

showing an increase in the prominence of linear contributions and this change was 

exhibited more strongly in catchments which were more urbanized and developed. Some 

limitations of this work could be improved in future; while this work used post-hoc 

statistical analyses to examine trajectories of many per-catchment dynamic parameter 

values, a multivariate statistical model such as dynamic factor regression (Molenaar, 

1985) could potentially be used to examine such a question in a probabilistic modeling 

context by using a low-dimensional representation of many catchments’ time series 

dynamics. Additional refinements of this work could incorporate more detailed covariates 

regarding ecohydrological variables potentially derived from remote sensing data. We 

hope that this work provides a useful case study in the analysis of large numbers of 

environmental systems with in a dynamic Bayesian framework. 
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5 Gradient-based inverse estimation for a rainfall-runoff 
model 

 
This chapter was published as Gradient-based inverse estimation for a rainfall-

runoff model.  Krapu, C., Borsuk, M., & Kumar, M. ( 2019). Water Resources 
Research, 55, 6625– 6639.  The article is reprinted with permission from the publisher 
and has been reformatted for the purposes of this dissertation. Lead author Christopher 
Krapu was responsible for all research and initial draft writing. Co-authors Mukesh 
Kumar and Mark Borsuk assisted with generation of ideas, editing, and revisions. 

 
5.1 Introduction 

Substantial attention has been devoted in recent years to the translation of 

empirical, data-driven methods arising outside of the earth and environmental sciences to 

hydrology (Marçais and de Dreuzy, 2017). These methods require little knowledge about 

the system being studied and tend to make few assumptions about the underlying 

dynamics of the data generating process, but they generally have a large number of 

uninterpretable parameters. This necessitates assimilation of large observational datasets 

to adequately constrain the parameter space and provide useful predictive forecasts.  

In most modern applications of neural networks, the gradient 𝛁𝜽𝒇(𝒙, 𝜽) of the objective 

function 𝒇 with regard to model parameters 𝜽 conditional on the observed data 𝒙  is used 

to update these model parameters to minimize predictive error. This approach is generally 

known as gradient descent. When the dataset is too large to compute the derivative 

within a reasonable amount of time, small subsets of the data are used at each training 

step to conduct stochastic approximation (Robbins and Monro, 1951) of the gradient  and 

this approach is labeled stochastic gradient descent (SGD). This method, in principle, can 

be employed whenever the objective function is a differentiable function of the model 

parameters. Deep neural networks benefit immensely from this approach as they are 

expressed as compositions and recurrences of continuous functions for which the gradient 
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is usually well defined, even if it contains a large number of terms. Earlier work in neural 

networks assumed network forms for which the SGD updates could be defined in a 

simple, closed-form fashion (Rumelhart et al., 1986). However, as the machine learning 

research community incorporated more sophisticated activation functions, network 

structures, and problem formulations, obtaining expressions for the gradient function by 

hand quickly became infeasible.  

A crucial next step in the training of deep models was the usage of automatic 

differentiation (AD), an algorithmic technique for calculating derivatives exactly, to 

provide update equations without human intervention. Automatic differentiation makes 

use of the fact that continuous mathematical functions can be represented as compositions 

of simpler functions for which the derivative is known. Then, the chain rule is applied 

iteratively to produce a formula for the gradient which might be too cumbersome to 

program by hand or write down explicitly. It borrows elements of both symbolic and 

numerical differentiation and while an in-depth review and tutorial of AD is beyond the 

scope of this work, we refer the reader to existing tutorials and reviews on this subject 

(Baydin et al., 2018). AD is a major component of all modern deep learning frameworks 

such as TensorFlow (Abadi et al., 2015), Caffe (Jia et al., 2014), Torch (Paszke et al., 

2017) and Theano (Bergstra et al., 2010) among others. Within hydrology, applications of 

neural networks to hydrologic modeling (Dawson and Wilby, 2001; Govindaraju, 2000; 

Tokar and Johnson, 1999) frequently employ gradient-based training methods to estimate 

network weights or parameters and more recent studies have begun to use AD-enabled 

deep learning frameworks for training neural networks on hydrological data (Zhang et al., 

2018). While, in principle, all methods employing automatic differentiation could be 
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implemented instead with numerical approximations to the derivative, the former is 

generally not as susceptible to truncation and round-off errors as the latter (Iri et al., 

1988). 

It is our intent in this study to show that gradient information critical to neural 

network optimization can also enhance parameter estimation in hydrologic modeling. 

While there are many families of estimation algorithms employed in the hydrological 

sciences and other disciplines, the interrelations and similarities between these algorithms 

can be unclear. A taxonomy of estimation methods is provided in Figure 5.1, providing a 

categorization of frequently used estimation algorithms across machine learning and 

hydrology. Within machine learning, the adjective “deep” often refers to large numbers 

of variables with feed-forward connections, leading to highly nested composite functional 

forms and varying levels of composition. In our application, “depth” is achieved by 

employing a dynamical system which induces cross-timestep dependencies and similarly 

requires back-propagation of gradients through upwards of 104 nested function 

evaluations. However, we only consider a generative process with a limited number of 

structural parameters by using a conceptual rainfall-runoff model as opposed to a deep 

neural network with thousands or even millions of parameters. We are able to calculate 

the gradients required because the chosen rainfall-runoff model, GR4J, is mostly 

continuous with only a few point discontinuities. As inverse problems in the earth and 

environmental sciences in general and hydrology in particular are frequently ill-posed 

with more unknown quantities of interest than observed data, we make use of the fact that 

the hydrological model structure imposed by GR4J can be considered to be a very strong 
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form of prior. This restricts the possible pairings of input rainfall volumes and output 

streamflow values to a space which is sufficiently small to allow for inverse estimation. 

 

Figure 5.1: Taxonomy of estimation algorithms. 

The inference methods listed here may belong to multiple classes, some of which overlap. For example, 
both Bayesian and non-Bayesian versions of differential evolution exist. Our criterion for an algorithm to 
be Bayesian is that it assumes a joint probability distribution over model parameters.  

Methods for estimating parameters in deep neural networks such as stochastic gradient 

descent are readily adapted to work on Bayesian estimation problems in the form of 

sampling approaches such as Hamiltonian Monte Carlo or optimization approaches such 

as ADVI. This is not a comprehensive listing of estimation algorithms employed in 

hydrology but covers those which are closest to the methods employed in this study. 

In this work, we address the problem of inverse modeling of precipitation conditional on 

streamflow observations to illustrate the advantages of using gradient-based estimation 

methods. Inverse modeling typically requires exploring a high dimensional solution space 

in which each system input or initial condition induces an extra parameter. We note that 
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the generality of our approach is not unique to inverse modeling, but we have chosen this 

application as it allows us to designate an arbitrarily large number of unknown variables 

to be estimated and it has been considered in past studies as a difficult test case for 

estimation algorithms (Vrugt et al., 2008). We apply automatic differentiation variational 

inference (ADVI) (Kucukelbir et al., 2016) and a variant of Hamiltonian Monte Carlo 

(HMC) (Duane et al., 1987), the No-U-Turn-Sampler (Hoffman and Gelman, 2014), two 

Bayesian gradient-based optimization methods, to the task of recovering unknown 

parameters in both a synthetic data case study and also apply ADVI to inverse estimation 

of a multidecadal observational record of streamflow. Our goal is not to specifically 

emphasize the usefulness of any of the inference algorithms studied but rather to offer an 

initial investigation into gradient-based estimation methods in general. Within this work, 

we focus on Bayesian parameter estimation, building upon past work in uncertainty 

quantification and optimization in hydrology  (Kingston et al., 2008; Kuczera and Parent, 

1998; Pathiraja et al., 2018; Renard et al., 2010; Smith et al., 2015; Smith and Marshall, 

2008) in order to provide a coherent probabilistic framework. The main research 

questions of this work are as follows: 

 

• Do deep learning frameworks provide suitable functionality for inverse estimation 

in conceptual hydrological models? 

• How do gradient-based estimation methods compare with existing inference 

algorithms applied in hydrology in terms of scalability and accuracy? 

• Are gradient-based methods effective for inverse modeling in scenarios involving 

large (>103) parameter sets? 
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We note that although this work explores the utility of ADVI and HMC/NUTS as 

applied to inverse rainfall-runoff modeling, we do not single these out as especially well-

suited to hydrology parameter estimation. Instead, we regard them as exemplars of a very 

broad class of probabilistic and non-probabilistic methods that are only feasible when the 

hydrological model is programmed in an automatic differentiation enabled framework. 

Furthermore, we have selected case studies displaying applications in inverse modeling, 

but the advantages of our modeling strategy may hold in a much broader range of 

scenarios such as parameter estimation for overparameterized distributed hydrological 

models. We conducted this study as a proof-of-concept displaying integration of machine 

learning optimization methods with hydrology-specific model forms. This stands in 

contrast to applications of machine learning to hydrology which do not incorporate 

system-specific processes such as neural networks and random forests. Additionally, we 

make use of community-standard implementations of ADVI and NUTS from PyMC3 

(Salvatier et al., 2016) in order to dramatically simplify the model development and 

parameter estimation workflow. PyMC3 is one of several statistical programming 

frameworks that provides a flexible and extensive set of modular building blocks for 

stochastic model definition and Bayesian parameter estimation. Alternative software 

platforms which incorporate similar functionality include Stan (Carpenter et al., 2017) 

and Edward (Tran et al., 2016). We hope that this will provide a roadmap to researchers 

interested in solving difficult parameter estimation problems in an efficient, reproducible 

way. 

This work is structured as follows:  section 5.2 describes our methodology 

involving implementation of conceptual rainfall-runoff model GR4J (Perrin et al., 2003) 
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in Theano, a gradient-aware automatic differentiation framework. This section also 

provides an overview of the algorithms that we considered. The data and problem 

formulations for two case studies are described in section 5.3 while results and discussion 

are given in sections 5.4 and 5.5, respectively. Relevant computing codes of our 

implementation of GR4J within Theano are available at 

www.github.com/ckrapu/gr4j_theano. 

 

5.2 Methods and data 

To assess the effectiveness of the four algorithms considered, we designed multiple 

experiments in which we attempted to estimate the precipitation that was used to force a 

hydrology model, conditional on either simulated streamflow values (section 5.3.1) or 

real streamflow data (section 5.3.2). Section 5.2.1 describes the hydrological model used 

and section 5.2.2 outlines the prior distribution assumed for the precipitation values. 

 

5.2.1 Single reservoir rainfall-runoff model 

 

We selected GR4J as our hydrological model as it is a compact, parsimonious 

representation of runoff generation requiring only daily time series of precipitation and 

potential evapotranspiration. Several studies have employed GR4J in a Bayesian 

estimation framework (Evin et al., 2014; Thyer et al., 2009). Comparable conceptual 

hydrological models include HBV (Lindström et al., 1997), HyMOD (Boyle et al., 2003), 

and IHACRES (Jakeman et al., 1990). GR4J has only four parameters and is built around 

a dual reservoir structure; if daily rainfall 𝑃À exceeds potential evapotranspiration 𝐸À, the 
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net rainfall 𝑃À 	− 𝐸À	is added to the storage reservoir which is parameterized by a capacity 

parameter 𝑥i in units of millimeters of water. This storage reservoir may experience deep 

losses which are parameterized by 𝑥$ in units of mm. / day. Evaporative losses from the 

storage reservoir are determined by 𝐸À. The storage reservoir transfers water to a second 

reservoir with capacity 𝑥± (mm.) which is routed and converted into a stream hydrograph 

according to a process controlled by parameter 𝑥² which is in units of days. Full details of 

the hydrological model are given in Perrin et al. (2003). In all applications studied within 

this work, we treat the 4 GR4J parameters as fixed, known quantities. We will refer to 

these as the structural parameters for GR4J to disambiguate them from the the inverse 

rainfall estimates which can also be considered parameters of our model in a statistical 

sense. For the synthetic data case studies (section 5.3.1), the inverse estimates of 

precipitation were conditioned on true values used for generating simulated discharge. 

The forward simulation of streamflow time series was done with a daily timestep and we 

did not include a more robust numerical integration scheme (Kavetski and Clark, 2010) 

or a continuous-time representation (Santos et al., 2018) of GR4J. In our real world case 

study (section 5.3.2), we first performed estimation of the GR4J structural parameters and 

initial conditions with a single year of data of precipitation, potential evapotranspiration 

and streamflow. This was not a held-out subset of the data as we needed the initial 

conditions for the assessment period to be the same as the initial conditions for the 

training period. We then treat the posterior mean of these estimates as ground truth for an 

inverse estimation procedure over that year and the following 24 years. We adopted this 

procedure for the real world case study in order to to disambiguate estimation issues 

occurring due to GR4J model structure from deficiencies in the parameter estimation 
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algorithms used; as this study is not intended to critically evaluate the performance of 

GR4J, we did not regard joint estimation of structural parameters 𝑋 = {𝑥i, 𝑥$, 𝑥±, 𝑥²} and 

inverse parameters {𝑃i, … , 𝑃°} as an objective of this work. Consequently, the inverse 

estimation problem studied in this work can be understood as the estimation of the 

posterior density 𝑝(𝑃i,… , 𝑃°|𝑋, 𝐸i,… , 𝐸°, 𝑄i, … ,𝑄°) in terms of the likelihood 

𝑝(𝑄i, … , 𝑄°|𝑋, 𝐸i,…𝐸°) and the prior distribution 𝑝(𝑃i, … , 𝑃°). The next section 

discusses the prior distribution in greater detail.  

 

5.2.2 Stochastic rainfall model 

Rainfall has been studied extensively from a stochastic or probability-centric 

point of view (Guttorp, 1996; Rodriguez-Iturbe et al., 1987; Waymire and Gupta, 1981) 

with multiple distributional forms suggested for rainfall volumes  (Cannon, 2008; Hanson 

and Vogel, 2008) and cross-day correlations for the presence and absence of rainfall 

(Holsclaw et al., 2016). With regard to the presence and absence of rainfall, two different 

formulations were considered in this study. In the first, our goal was to estimate 

precipitation inputs given knowledge of which days had rainfall, i.e. the binary indicator 

variable 𝑟À = 𝐼ÙÞß´ is observed and is not a quantity to be estimated. In the second 

formulation, we treat 𝑟À	as a Bernoulli random variable parameterized by 𝑝à, the 

probability of rain on any given day such that Pr(𝑟À = 1) = 𝑝à. For the latter case, we 

fixed the hyperparameter 𝑝à to be equal to the fraction of days that rain was observed 

over the span of the data used. It is important to note that since 𝑝à is a discrete random 

variable the gradient of the model likelihood with regard to 𝑟À	is not well defined. We 

employ a reparameterization of 𝑟À as a deterministic transformation of a continuous 



 94 

variable 𝑟À = 𝐼ãÞßih6äwhere		𝑈À~𝑈𝑛𝑖𝑓𝑜𝑟𝑚(0,1) to allow application of ADVI and 

HMC. Rainfall volumes are parameterized as 𝑣À	~	𝐿𝑜𝑔𝑛𝑜𝑟𝑚𝑎𝑙(𝜇, 𝜎$). 𝜇 and 𝜎$	both 

have their own weak log-normal prior distributions: 𝜇~𝐿𝑜𝑔𝑛𝑜𝑟𝑚𝑎𝑙(𝑚è = 2.0, 𝑠é = 3.0) 

and 𝜎~𝐿𝑜𝑔𝑛𝑜𝑟𝑚𝑎𝑙(𝑚ê = 0.5, 𝑠ê = 1.0). The hyperparameters for these prior 

distributions were chosen to provide a weak prior that roughly matches the observed 

marginal distribution of rainfall volumes across all the used datasets. Daily time series of 

precipitation are therefore defined as 𝑃À = 𝑣À ⋅ 𝑟À under this model. Figure 5.2 depicts the 

combined GR4J-stochastic rainfall model in graphical form. We refer to the case where 

the presence of rainfall is observed as the lognormal rainfall model (LNR) (Cho et al., 

2004; Kedem and Chiu, 1987). The case in which the presence of rainfall is latent will be 

referred to as the Bernoulli-lognormal rainfall model (B-LNR). 
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Figure 5.2: Combined stochastic rainfall-runoff model. 

Daily rainfall volumes are represented as draws from a lognormal distribution parameterized by mean µ 
and standard deviation σ. These are then used as inputs in GR4J, along with potential evapotranspiration 
(Eì) In this diagram we have assumed that the presence/absence of rain on any given day is a known 
variable, though we also consider the case in which it is unobserved. 

5.2.3 Parameter estimation 

We compared four algorithms for inverse estimation of 𝑃À and 𝑟À	: random walk 

Metropolis (RWM) (Haario et al., 2001), differential evolution Metropolis (DEM)  

(Braak, 2006), the No-U-Turn Sampler (NUTS) (Hoffman and Gelman, 2014) and 

automatic differentiation variational inference (Kucukelbir et al., 2016).  RWM, DEM 
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and NUTS are all Markov chain Monte Carlo methods (MCMC) which require drawing 

large numbers of samples from the posterior distribution in order to compute the posterior 

density while ADVI is a Bayesian approximation method which does not draw samples 

from the true posterior. MCMC has been used extensively in hydrology for estimation of 

model structural parameters such as 𝑋 = {𝑥i,… , 𝑥²} in GR4J as well as statistical 

parameters such as the variance and autocorrelation of error processes (Bates and 

Campbell, 2001) and parameters for input error models (Kavetski et al., 2006). However, 

drawing sufficient numbers of samples to adequately estimate the posterior can be 

prohibitively slow for large data sets and models as each drawn sample requires 

evaluation of the likelihood 𝑝(𝒙|𝜽), a potentially expensive calculation. Each MCMC 

algorithm described here shares several common steps for generating samples of the 

parameter vector 𝜽. A Markov chain 𝑆 = 𝜽𝟏, 𝜽𝟐, … , 𝜽𝒏  with n samples is created by first 

initializing 𝜽𝟏 to a random value and proposing a new candidate value for 𝜽𝟐 given some 

proposal function. The key difference between random walk Metropolis, differential 

evolution Metropolis and the No-U-Turn sampler is the mechanism by which new 

proposals are generated. Each of these three algorithms also includes a Metropolis step in 

which the posterior density of the proposed new value of 𝜽𝒕�𝟏 is compared to the 

posterior density of the current parameter value 𝜽𝒕. If the posterior density is higher for 

the new value, then the Markov chain moves deterministically to that new value. If the 

posterior density is higher for the current parameter value, then the chain moves to the 

new candidate 𝜽𝒕�𝟏 with some probability less than one. Once the chain 𝑆 is long 

enough, summaries of the posterior are generated from the samples drawn in 𝑆. For 



 97 

example, the posterior mean can be estimated by simply taking the mean of the values 

saved in the chain 𝑆.  

An alternative strategy, commonly referred to as a variational Bayes approach, is 

to identify a parametric approximating distribution 𝑞(𝝓,𝜽) for the posterior 𝑝(𝜽|𝒙) such 

that the parameters 𝝓 are easily optimized to better match the posterior. However, 

identifying the form of the variational objective function usually requires a detailed 

analysis of the model likelihood which is sufficiently difficult to be infeasible for many 

non-statisticians.  ADVI is a variational Bayesian algorithm that employs automatic 

differentiation to derive an efficient formula for optimizing 𝒒 with regard to the 

variational parameters 𝝓 without human intervention. Additional details are given for 

each method in the following subsections. 

 

Random walk Metropolis 

The random walk Metropolis algorithm is the simplest of the methods we 

employed in this study. The proposal distribution used to generate candidate values of 

𝜃À�i conditional on 𝜃À is a multivariate normal centered at 𝜃À and with a covariance 

matrix Σ that is updated during the tuning phase to be proportional to the covariance 

matrix of past samples. This enables the RWM sampler to make proposals which are 

rescaled to match the shape of the posterior distribution. This approach can be applied in 

virtually any Bayesian model fitting context, but can suffer from much longer 

convergence times for models with large numbers of parameters than methods which 

makes use of the gradient of the posterior density. In particular, statistical theory suggests 

that gradient-based methods such as NUTS and other HMC-based algorithms require less 
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than 𝑂(𝑑
ñ
ò) samples to converge to the posterior while random walk Metropolis requires 

𝑂(𝑑) samples (Mattingly et al., 2012) where d denotes the number of unknown 

parameters to be estimated. For both the RWM and NUTS algorithms, each sample 

requires at least one evaluation of the likelihood function. For the settings considered in 

this work, this evaluation involves running the entire forward model and therefore 

involves 𝑂(𝑑) operations. Thus, the computational effort involved in drawing samples 

that converge to the posterior is 𝑂(𝑑$). 

 

Differential evolution Metropolis 

Differential evolution Metropolis (DEM) is a version of evolutionary MCMC in 

which 𝐾 different MCMC chains 𝑆i, … , 𝑆ó  are run in parallel. This is a probabilistic 

version of the widely-used differential evolution optimization method (Storn and Price, 

1997) which is a genetic algorithm incorporating mutation and crossover rules. At each 

sampling iteration, new candidates are generated for the 𝑘-th chain by taking the most 

recent sample, i.e. the vector 𝜃ÀS  and adding to this vector a term proportional to the 

difference between the most recent samples from two other chains 𝑘i, 𝑘$ chosen at 

random from the population of 𝐾 chains. Then, this new value is perturbed with additive 

noise 𝜖 drawn from a normal distribution (equation 1). The parameter 𝛾 governs the 

trade-off between large and small jumps across the parameter space. We follow the 

recommendation of ter Braak (2006) and set 𝛾 = 2.38 ⋅ √2𝑑 where 𝑑 is the 

dimensionality of the proposal distribution. 

𝜃À�i,S = 𝜃À,S + 𝛾�𝜃À,Sñ − 𝜃À,SI� + 𝜖	 (1) 
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The number of chains used by DEM is a hyperparameter that must be set at the beginning 

of the estimation process. The recommendation offered by ter Braak (2006) is to use at 

least 𝐾 = 2 ⋅ 𝑑 chains though in the applications we consider here, the number of chains 

required by this rule would exceed 1500 for some of our longer streamflow records. This 

precludes allocating a single chain to each processor. While refinements in evolutionary 

MCMC such as differential evolution adaptive Metropolis (DREAM) (Laloy and Vrugt, 

2012; Vrugt, 2016; Vrugt and Ter Braak, 2011) appear to reduce this number to 𝐾 ≈ 𝑑 

but this linear scaling appears to make application of DREAM or a similar evolutionary 

MCMC method unattractive for estimation with desktop computers in very large inverse 

problems of the sort considered in section 5.3.2. 

 

No-U-Turn Sampler 

While the previous two methods make extensive use of random-walk style 

methods in which exploration of the possible parameter space is achieved using random 

jumps, the No-U-Turn sampler is a variant of Hamiltonian Monte Carlo (Neal, 2012), a 

type of MCMC which maps the model’s posterior density to a potential energy surface 

𝑈(𝜃) = 𝑒h÷(ø|k). This energy surface is used to simulate physics-like dynamics with the 

goal of allowing the sampler to rapidly move across the posterior, favoring zones of high 

probability but with the ability to occasionally visit low-probability regions. As a result, 

trajectories of the sampler in parameter space tend to move towards regions of higher 

posterior density. This approach requires calculating the gradient of the energy function 

with regard to the model parameters but is known to be more effective than non-gradient 

based methods when used to estimate posteriors with high dimensional parameter sets or 
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cross-parameter correlations. Hamiltonian Monte Carlo is highly attractive for high 

dimensional Bayesian estimation as the number of samples required to converge to the 

posterior is 𝑂 ¨𝑑
ñ
ùª (Beskos et al., 2013) compared to 𝑂(𝑑) samples for the random walk 

Metropolis algorithm.  The No-U-Turn sampler (Hoffman and Gelman, 2014) is a variant 

of HMC in which the trajectories are not allowed to double back on themselves in order 

to reduce the amount of time spent sampling in regions of the posterior which have 

already been explored. HMC is designed to work on difficult statistical modelling 

problems with large numbers of parameters such as Bayesian neural networks (Neal, 

1996). For more information on HMC and NUTS, we refer the reader to a review and 

tutorial paper by Betancourt (2017). A major shortcoming of HMC and other MCMC 

methods relative to ADVI is that the MCMC scales poorly to large datasets and becomes 

prohibitively expensive in terms of compute time (Blei et al., 2017). Moreover, HMC is 

not currently applicable to models with discrete variables. 

 

Automatic differentiation variational inference 

Bayesian parameter estimation for hydrological models can be difficult and time-

consuming when the complexity of the model or length of the streamflow record is 

sufficiently long that drawing a single sample of the parameter values takes more than a 

few seconds, as each MCMC method typically requires on the order of 102 to 105 samples 

to be drawn before convergence. This is especially true for estimation methods requiring 

the gradient of the model posterior density as this requires more computation time than 

simply evaluating the likelihood.  Non-gradient-based MCMC methods may draw each 

sample relatively quickly, but typically involve random-walk exploration of the posterior 
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without knowledge of its geometry. In high dimensional parameter spaces, this is highly 

inefficient (Girolami and Calderhead, 2011) and it may take an unreasonably long time 

for the Markov chain estimates of the posterior to converge. Ideally, information from the 

gradient could be incorporated in a way that does not require large numbers of expensive 

samples to be drawn.  In statistics and machine learning, variational Bayes 

approximations (Fox and Roberts, 2012) are frequently used to calculate approximate the 

posterior distribution. We note that this is a qualitatively different kind of approximation 

from MCMC; while samples drawn using MCMC are guaranteed to converge to the true 

posterior, variational inference (VI) methods do not carry the same guarantee. A 

variational approach requires (1) making simplifying assumptions about the approximate 

posterior density 𝑞(𝝓,𝜽) which simplify calculations and (2) deriving a formula for the 

variational updates for the parameters 𝝓 governing the approximate posterior. These 

updates iteratively decrease the distance between the true posterior and the approximating 

posterior. A common approach used for step (1) is to assume that the probability 

distribution 𝑞	factorizes as a product of marginal densities, i.e. 𝑞(𝝓,𝜽) = ∏ 𝑞R(𝜙R, 𝜃R)R . 

Step (2) usually requires extensive manipulation of the model posterior density and is 

likely impossible to achieve with pen-and-paper calculations for hydrological models 

which exhibit cross-timestep dependencies and nonlinear dynamics. However, by 

employing automatic differentiation, a formula for the variational update equations can 

be automatically derived (Kucukelbir et al., 2016). This enables practical usage of VI by 

users outside of the statistics and machine learning research communities. For a 

comprehensive overview of variational methods for parameter estimation, see Blei et al., 

(2017). After the optimization, samples can be drawn from the approximate posterior 
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estimated by ADVI, though we note that no Markov chain Monte Carlo is involved in 

this step. In every application of ADVI mentioned in this study, 500 samples were drawn 

from the approximate posterior in order to calculate approximate posterior estimates of 

the inverse parameters. 

 

Comparative advantages and disadvantages 

Each of the methods described in this section have unique advantages and 

disadvantages; the random walk Metropolis algorithm can draw samples relatively 

quickly but can require unreasonably large numbers of samples to estimate high 

dimensional posteriors. Population sampling methods like differential evolution 

Metropolis can perform better than RWM with larger parameter sets but require running 

an increasing number of chains with posterior dimension. NUTS and other HMC-based 

methods do well at estimating high dimensional posterior distributions with a single chain 

but can require excessive amounts of time to draw individual samples. Theoretical 

analyses of MCMC convergence rates (Beskos et al., 2013; Mattingly et al., 2012; Pillai 

et al., 2012) indicate that MCMC methods using the gradient of the log-likelihood require 

𝑂(𝑑
ñ
ò) or 𝑂 ¨𝑑

ñ
ùª samples to converge to the posterior, as opposed to 𝑂(𝑑) samples for 

RWM. When taking into account the computational cost of evaluating the likelihood 

function, which is typically 𝑂(𝑑), the overall complexity of NUTS and RWM is 

predicted to be 𝑂(𝑑
û
ù) and 𝑂(𝑑$), respectively. This comparative advantage is achieved 

by avoiding the random walk behavior exhibited by non-gradient based methods in high 

dimensional settings (Mattingly et al., 2012). Furthermore, the posterior probability 

density in high dimensional problems is known to concentrate in a small region of the 
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parameter space and navigation of this high probability region is greatly enhanced by 

posterior curvature information provided by the gradient (Betancourt et al., 2014). In the 

next section, we describe a case study designed to designed to evaluate the relative 

strengths and weaknesses of each approach for inverse parameter estimation problems in 

hydrology.  

  

5.2.4 Data and case studies 

We compared all the algorithms from the previous section as applied to synthetic 

datasets up to 12,000 timesteps long. We included a case study employing real data over 

25 years of daily observations to assess which methods could be employed for a very 

large estimation problem. An analysis of the suitability of these methods for uncertainty 

quantification using a single year of real data was also conducted. 

 

5.2.5 Assessment with simulated data 

We used simulated streamflow generated with GR4J with no obfuscating noise to 

test the ability and efficiency of each algorithm in an idealized setting. We obtained 

estimates of precipitation and potential evapotranspiration (PET) spanning 50 days across 

the period 1/1/1948 – 2/19/1948 from the watershed of the Strawberry River in Arkansas, 

USA via the MOPEX dataset (Schaake et al., 2006). We set the model parameters to 

𝑥i = 100,𝑥$ = 0.5, 𝑥± = 15, 𝑥² = 2.5 with initial conditions of 𝑆´ = 100 and 𝑅´ = 8.  

𝑆´ and 𝑅´	 are the initial water levels in the two reservoirs described in section 5.2.1.We 

then generated streamflow sequences of length 𝑇	where 𝑇	was allowed to vary over 20 

values ranging from 25 to 12,000 timesteps; we repeated the first 50 days of precipitation 
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and potential evapotranspiration for all cases in which 𝑇 > 50 for simplicity and to 

ensure temporal stationarity for the inputs. No noise was added to the simulated 

streamflow but a normal error distribution with 𝜎 = 0.1 mm/day was assumed to induce 

a valid likelihood function. For each 𝑇, we attempted to recover the original precipitation 

inputs using the LNR model. We note that the number of days of streamflow T is not 

identical to the number of parameters d which must be estimated. For all of the case 

studies in this paper, the number of days with nonzero rainfall volumes is between 50-

60% of all days and therefore 𝑑 ≈ 0.5𝑇 or 𝑑 ≈ 0.6𝑇.  

To compare performance of each algorithm with regard to convergence to the true 

posterior, we calculated the number of iterations and length of computation time required 

before a minimum accuracy threshold was reached. We required that the estimates had to 

reach a minimum Bayesian R2 (Gelman et al., 2017) of 0.90. This time is abbreviated as 

𝜏ü´ and a low value signifies that the inverse precipitation estimates are highly correlated 

with the true precipitation values with a small amount of time required for computation. 

These estimates were obtained by using the most recent samples or iterations; we used 

the preceding 10 samples for NUTS and the preceding 100 samples for RWM and DEM, 

as the latter two methods showed substantially higher sample autocorrelation. For ADVI, 

we used the approximate posterior generated by single most recent optimization state. 

However, for increasing values of T the accuracy threshold was not reached within a 

reasonable amount of time for some algorithms so we allowed for a maximum run time 

of six hours. Each of the sampling algorithms (RWM, DEM and NUTS) was restarted 

three times to allow us to examine the influence of variation due to random initialization 

while only a single repetition was used for ADVI. For each repetition, four RWM chains, 
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ten DEM chains, a single NUTS chain and a single ADVI optimization were run. In the 

case of RWM and NUTS, the chains operate independently of each other and thus 

repeating an experiment in triplicate with four chains in equivalent to running twelve 

chains sequentially. However, for differential evolution Metropolis, the ten chains 

constitute a population amongst which cross-chain updates are made at every iteration. 

We restricted all algorithms to six hours of run time; many of the DEM and RWM chains 

failed to converge within the time alotted for 𝑑 > 100. We also estimated the scalability 

of each algorithm by estimating trends in log 𝜏ü´ in relation to log 𝑇. We took the median 

𝜏ü´	value for each combination of algorithm and T and conducted a linear regression 

using ordinary least squares with the 5 largest problem sizes for which convergence was 

achieved for each algorithm. In the case of RWM, this meant using 𝑇 ∈

{600,800,1200,1600,2000} while for ADVI and NUTS, 𝑇 ∈

{5000, 6000, 8000,10000,12000}.  

 

5.2.6 Assessment with real data 

Long-term point estimates 

The ability of each algorithm to reconstruct precipitation over several decades 

was also assessed using long-term records of streamflow, precipitation and potential 

evapotranspiration for three locations: the previously mentioned Strawberry River in 

Arkansas, USA (USGS gauge ID 07074000), the Leaf River in Mississippi, USA 

(02742000) and the French Broad River (03443000). We note that the latter two 

watersheds were studied in the context of inverse hydrological modeling in Vrugt et al. 

(2008). The data span the dates January 1, 1948 to December 23, 1977 and several 
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summary statistics are listed in Figure 5.3. We attempted to apply all four estimation 

algorithms, though it was found that the time required to compute a minimum number of 

samples (in the case of the MCMC methods) to achieve convergence to the posterior was 

sufficiently large to be infeasible for this study. For RWM and DEM, acceptance rates 

under this model were too low to provide a reasonable estimate of sample autocorrelation 

with six hours of computation time. For NUTS, results obtained with six hours of 

computation produced multiple accepted proposals in the Markov chain but with a 

resulting Bayesian R2 of less than 0.01. Consequently in this section we focused on the 

abilities of ADVI to provide useful inverse estimates. Both the Bernoulli-lognormal (B-

LNR) and lognormal (LNR) models were used with an autoregressive lag-1 error process 

assumed for the observations. The GR4J structural parameters as well as standard 

deviation of the AR(1) increments and the autocorrelation were estimated from the first 

single year of data available for each catchment using four NUTS chains, which were 

allowed to run to convergence. Similar assessment criteria to the previous section were 

applied and results from this assessment are discussed in section 5.4.2. We used 40,000 

iterations of ADVI in each case and this was a sufficiently large number of iterations to 

reach convergence for the ADVI loss function. In all three scenarios, estimation took less 

than six hours using a single core on a standard desktop computer.  
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Figure 5.3: Streamflow and precipitation. 

These plots show the first six months of streamflow and precipitation used in section 5.3.2. Annual means 
of precipitation and streamflow are listed in the top left corner of each plot. The confidence intervals shown 
as grey shading reflect the posterior distribution over the GR4J structural parameters and do not incorporate 
a noise distribution. 

 

Posterior uncertainty quantification  

A major advantage to performing parameter estimation within a Bayesian 

framework is the availability of credible intervals and posterior uncertainty quantification 

for all estimated quantities. To determine whether or not the algorithms considered 

provided useful uncertainty estimates, we conducted an analysis of the posterior coverage 

properties of our precipitation estimates. We modified the analysis performed in the 

previous section to consist of a single year of data from each of the three watersheds with 

the LNR model and ran both NUTS and ADVI until convergence, as gauged by 𝑅· and the 

variational loss function, respectively. This required drawing 1000 samples with NUTS 
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and running ADVI for 40,000 iterations. We then calculated the fraction of times that the 

posterior credible intervals for the estimated precipitation amount contained the true 

value. We assumed a nominal coverage probability of 90%, indicating that we counted 

the number of instances in which the 90% credible interval included the true value. 

Actual coverage probabilities less than 90% indicate biased or overconfident estimates 

while coverage probabilities over 90% typically suggest inflated posterior variance. 

 

5.3 Results 

5.3.1 Simulated data 

ADVI and NUTS were uniformly faster to reach convergence for all sequences of 

length greater than 300 days and no DEM or RWM chains reached the accuracy threshold 

for any 𝑇 > 2000. Furthermore, most MCMC chains for random walk Metropolis failed 

for 1000 < 𝑇 < 2000, with less than 3 out of 12 chains reaching the accuracy threshold 

in the allotted time. For ADVI, 𝜏ü´ appeared to scale linearly with 𝑑 and 𝑇 while all of 

the MCMC method appear to require time of 𝑂(𝑑$) or greater. While NUTS was 

uniformly faster than RWM for every problem considered in this section, it appears that 

the 𝑇ü´ ∝ 𝑑
û
ù scaling property of NUTS suggested by theory was not achieved in our 

experiments.  Furthermore, although NUTS exhibited lower 𝜏ü´	values in all cases with 

𝑇 > 100, the difference in scalability between ADVI and NUTS suggests that ADVI 

would become more efficient for > 10þ variables. 
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Figure 5.4: Comparison of estimation methods. 

For the MCMC methods, each marker indicates an independent chain (in the case of RWM or NUTS) or 
population of chains (in the case of DEM). No RWM or DEM chain reached the requisite accuracy 
threshold for values of  T >1500. 

5.3.2 Multidecadal estimation for real data 

Long-term point estimates 

Inverse precipitation estimates for both the BLN-R and LN-R model using ADVI 

across all three catchments are shown in Figure 5.5. We computed Bayesian R2  values 

for the 1-day totals, 10-day sums and 30-day sums. In all cases, 𝑅$ fell in the range 

0.38 − 	0.75. The Bernoulli-lognormal model had uniformly worse performance across 

every combination of summation time (i.e. 1, 10 or 30 days) and catchment. This is 

unsurprising given that estimation of the presence and absence of rain adds considerably 

to the difficulty of the problem. On the basis of comparison across 1-day precipitation 

estimates, the LN-R model at the Strawberry River exhibited the highest predictive 

performance with 𝑅$ = 0.57 and the worst case was the BLN-R model at the same site 
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with 𝑅$ = 0.38. The marginal distributions of precipitation volumes were also assessed 

for each site and are shown in Figure 5.6. While both the LN-R and BLN-R models 

underestimate the frequency of small rainfall events ( < 1 mm. in equivalent watershed 

depth), the upper tails of the true distribution appear to match the estimated posterior. We 

note that this is due to the distributional assumptions made in the stochastic model 

definition; including a more realistic distribution for daily rainfall volumes such as the 

Pearson type III (Hanson and Vogel, 2008) could potentially lead to more accurate 

estimates. Two of the watersheds analyzed in this section were also the focus of a 

Bayesian inverse modelling study (Vrugt et al., 2008). However, a comparison of 

effectiveness with that work is not possible here as the former assumed 𝑑 ≈ 60 while we 

have used 𝑑 > 6000 and there were also major differences in hydrological model and 

prior assumptions. 
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Figure 5.5: Inverse estimates of precipitation using real data 

The 10-day and 30-day sums were calculated for a single draw from the approximate posterior estimated by 
ADVI. The Bayesian R2 values reflect the accuracy of the inverse model evaluated over all 500 draws from 
the approximate posterior.  

 

Figure 5.6: Marginal distribution of precipitation volumes. 

Our stochastic rainfall model differs from the true rainfall distribution for small events but accurately 
captures the right tail of the volume distribution.   

 

Posterior uncertainty quantification 

Across the Strawberry River, French Broad River and Leaf River datasets, the 

posterior coverage probabilities were 80%, 80% and 82% for NUTS and 81%, 83% and 

81% for ADVI, respectively. Their departure from the nominal value of 90% indicates 

that the true posterior has not been captured completely by posterior estimates obtained 

using either NUTS or ADVI. Potential reasons for this discrepancy include structural 

model misspecification, inappropriate distributional assumptions for the error process or 

bias due to an overly strong prior. As the prior distribution assumed over precipitation 

inputs was relatively diffuse, it appears that the former two causes are likely to be 

responsible. While variational Bayes methods are known to underestimate the posterior 

variance under certain conditions (Blei et al., 2017), the similar values for NUTS and 
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ADVI coverage probabilities do not suggest that ADVI is performing worse due to this 

phenomenon. 

 

5.4 Discussion 

5.4.1 Comparison of methods 

One of the primary objectives of this work was to ascertain whether or not it is 

possible to write a hydrological model in a deep learning framework so as to perform 

model-based analyses such as inverse parameter estimation. We have found that it is 

straightforward and differs from the normal scientific programming procedure at a few 

points, mostly related to control flow such as if statements and for loops, which, in 

Theano, are replaced with switch and scan statements which serve the same purpose, 

respectively. We have made our code available at www.github.com/ckrapu/gr4j_theano 

for any users wishing to extend or replicate the modelling conducted in this study. 

Additionally, we have found that the gradient information propagated through the model 

via automatic differentiation does indeed appear to enable more advanced inference 

techniques. The model comparison performed in section 5.3.1 indicates that gradient-

based methods for estimation such as NUTS and ADVI outperform methods that do not 

incorporate this information. However, this comparison is not comprehensive and it is 

possible that for relatively low dimensional (𝑑 < 1000) problems, implementing a 

hydrological model in an automatic differentiation-enabled framework does not lead to 

major gains in sampling or estimation efficiency.  

While the results presented in the comparative analysis (section 5.4.2) show 

relatively poor performance from random walk and differential evolution Metropolis with 
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increasing problem size as compared to NUTS and ADVI, in some cases, it may be 

feasible to simply draw many more samples until the chains have converged. It is also 

possible to use a combination of sampling methods to realize specific advantages of each 

one on different model subcomponents. For example, Hamiltonian Monte Carlo could be 

used for numerous low level parameters which only influence a small portion of the 

model (Neal, 2012) such as individual rainfall volumes while a simpler method such as 

the Metropolis algorithm could be used for high level parameters such as the mean and 

variance of the prior distribution over rainfall volumes. Combining multiple MCMC 

methods often results in another valid sampling algorithm (Andrieu et al., 2003) and this 

approach removes the requirement for simulating Hamiltonian dynamics over parameters 

which influence many different parts of the model and therefore have computationally 

expensive gradients. Integration of MCMC and variational methods is also a potential 

option (Salimans et al., 2015), though algorithms incorporating this approach are 

relatively new and not yet available in commonly used parameter estimation frameworks. 

While we have shown results for estimation assuming a simple rainfall-runoff model, the 

general approach of embedding a hydrological model into a deep learning framework 

may also be applicable to more sophisticated models with multiple spatial units and 

potentially even physically-based models as well (Schenck and Fox, 2018).  

A surprising finding from this study is that ADVI adheres closely to 𝑂(𝑑) scaling 

of the time required for convergence, while NUTS exceeds the 𝑂 ¨𝑑
û
ùª convergence times 

predicted in the statistical theory literature for Hamiltonian Monte Carlo (Neal, 2011). 

This may be due to additional computational overhead attributable to a suboptimal 

implementation of either the model or gradient calculation procedure or violations of the 
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assumptions underlying existing studies of convergence rates on HMC.  Additionally, we 

found that while NUTS was capable of rapidly converging towards the posterior in the 

synthetic data case for 𝑑 > 10±; similar performance could not be achieved with the real 

data set. This suggests that NUTS is sensitive to model misspecification and prior 

assumptions. In the real data set, ADVI was the only algorithm able to obtain 

precipitation estimates with any correspondence to the true values.  

 

5.4.2 Implications for hydrolgical modelling 

While this study has focused on showing a proof-of-concept for Bayesian inverse 

estimation with models on the order of 103-104 parameters, the methods used are known 

to scale to models with 106-107 parameters (Tran et al., 2018) and beyond. The strategy 

of combining a continuous data-generating process with a probability distribution over 

the inputs and the error model is generic and amenable to standard Bayesian inferential 

techniques such as Markov chain Monte Carlo and scalable methods such as variational 

inference. As virtually all hydrological models are composed of continuous functions, the 

suitability of gradient-based optimization for their calibration and inverse estimation is 

guaranteed. We note that this also allows for a more balanced class of models between 

process-centric and purely empirical approaches; for example, joint estimation of the 

parameters of a model comprised of the sum of a process-based hydrological model and 

an empirical component such as an ARIMA or a recurrent neural network-based error 

process is now possible. Alternatively, subcomponents of process models corresponding 

to poorly understood or underconstrained mechanisms could be replaced with empirical 

representations to improve predictive accuracy or provide statistical uncertainty 
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quantification. While we have assumed in this work that the structural model parameters 

are known, it is straightforward to treat them as additional unknown quantities to be 

estimated jointly with the model inputs. It may even be possible to then use the inverse 

estimation procedure as a sort of validation check; a hydrological model which is 

sufficiently constrained and identified in parameter space could be assessed via the 

accuracy of its inverse estimates as well as the accuracy of its forward simulation. 

Previously, the calibration or parameter estimation techniques relied on in 

hydrology were not feasible for large empirical or statistical models; this work shows that 

techniques designed for the latter are applicable to process-based models in principle. 

Much remaining work must be done to determine whether hydrological models with 

more advanced ODE solvers or a high spatial resolution (Kollet and Maxwell, 2006; 

Kumar et al., 2009b; Shen and Phanikumar, 2010) can be accommodated in this 

framework. Fortunately, the problem of using gradient-based methods to estimate ODE 

parameters has already attracted substantial interest in the machine learning community 

(Chen et al., 2018) and it is possible that the solutions and insights gleaned from that 

research will translate to more efficient parameter estimation for environmental models.  

Inverse modelling is a problem of interest across the natural sciences where models 

are often both ill-posed and high dimensional. While the former issue can be addressed 

with adequate Bayesian priors, effective methods for model inversion in Bayesian setting 

with many parameters have only recently been available. We note that our work parallels 

observations from researchers in geophysics (Fichtner et al., 2019) who have also noted 

the potential for inverse modelling with Hamiltonian Monte Carlo. While this study has 

focused on inverse modelling across long time periods for a single site, it is possible that 
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this same approach would be effective for spatially distributed inverse modelling. 

Previous studies on this topic have explored using two stage estimation/optimization 

approches (Grundmann et al., 2019) or regularized inversion (Kretzschmar et al., 2016) 

and it remains to be seen whether the approach advocated in this work compares 

favorably with existing methods. 

 

5.5 Conclusions 

Currently, there is significant attention paid to assessing the suitability and 

effectiveness of deep neural networks in hydrological modeling. It is also possible to use 

deep learning-style estimation methods for hydrology-specific model forms such as 

rainfall-runoff models. This approach is highly effective when the number of parameters 

is large, though not all gradient-based estimation algorithms scale effectively to large 

datasets. Our comparison of estimation methods in a synthetic dataset shows that 

automatic differentiation variational inference and the No-U-Turn sampler are much 

more viable methods for parameter estimation when the dimensionality of the parameter 

space exceeds 103 than previously used Bayesian estimation algorithms. We found that 

the total computational effort required for ADVI was 𝑂(𝑑), which compares favorable to 

> 𝑂(𝑑$) time required by random walk Metropolis and differential evolution Metropolis. 

This work should encourage further careful consideration of the interplay between 

machine learning and hydrology and the optimization methods employed in each 

discipline.  
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6 Identifying wetland consolidation using remote sensing in 
the North Dakota Prairie Pothole Region 

 
This chapter was published as Identifying wetland consolidation using remote 

sensing in the North Dakota Prairie Pothole Region. Krapu, C., Kumar, M., & Borsuk, 
M. (2018).  Water Resources Research, 54, 7478– 7494. The article is reprinted with 
permission from the publisher and has been reformatted for the purposes of this 
dissertation.  Lead author Christopher Krapu was responsible for implementation and 
initial draft writing. Co-author Mukesh Kumar assisted with planning of analyses, 
experimental design, editing, and revisions. Co-author Mark Borsuk assisted with editing 
and revisions. 
 
6.1 Introduction 

The Prairie Pothole Region (PPR) of central North America extends over four US 

states and three Canadian provinces. It is named for the large number of small “pothole” 

depressions left over from the Wisconsin glaciation which retreated from this area 

approximately 11,500 years ago (Bluemle, 2016). These potholes lack continuous surface 

connections to the stream network and therefore tend to accumulate water. While the 

climate of the region is relatively dry with less than 600 mm of annual rainfall, much of it 

falls as snow, and spring meltwater is typically the largest source of replenishment for the 

wetlands within these basins. These wetlands provide a range of ecosystem services 

including habitat for migratory waterfowl (Kantrud et al., 1989), flood mitigation and 

retention (Huang et al., 2011b) and sequestration of atmospheric carbon (Euliss et al., 

2006). Furthermore, they have been the focus of extensive restoration and preservation 

efforts (Paradeis et al., 2010) to protect their recreational and ecological value in the face 

of increasing pressure from modern agriculture to convert them into productive farmland. 

Artificial drainage of wetlands for agriculture is not limited to central North America and 

is common in places such as the coastal plain of the Netherlands, the tropical peatlands of 

southeast Asia (Verhoeven and Setter, 2010a), and across eastern Europe (Hartig et al., 
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1997). The desire to reclaim wetlands for arable land is one of the foremost reasons for 

wetland conversion globally (Asselen et al., 2013). The vulnerability of PPR wetlands to 

conversion is at least partially due to their geometry and basic morphological features. 

Wetland basins in the PPR are relatively shallow with low slopes and flat bottoms and are 

dependent on snowmelt and groundwater recharge for replenishment (Hayashi et al., 

2016).  Their volume-to-area ratios are relatively low, making them ideal candidates for 

cost-effective drainage in the form of surface ditches or subsurface pipes. However, this 

also makes them productive habitats for aquatic invertebrates and the animals that feed 

upon them. Furthermore, their shallow depth makes them susceptible to substantial 

drawdowns during drought, leading to a highly dynamic environment supporting a high 

degree of biodiversity (Johnson et al., 2010). These dynamics are driven by interactions 

between atmospheric conditions and groundwater reservoirs, leading to oscillation 

between wet and dry conditions. Substantial variations across space and time lead to a 

range of different wetland hydroperiods ranging from ephemeral and temporary wetlands 

to permanently flooded ponds and lakes. The region undergoes wet-dry cycles marked by 

transitions between cool, drier weather and warmer, wetter weather (Johnson et al., 2004; 

Todhunter, 2016). Since prairie wetlands undergo exchange with the local groundwater 

table, there exists a strong coupling between wetland water levels and climate variability 

(LaBaugh et al., 2016).  

Ongoing monitoring of the health and viability of wetland ecosystems is an issue of 

concern for US wetlands in general (Cohen et al., 2016; Creed et al., 2017). Rapid 

changes in land use (Wright and Wimberly, 2013) across the US interior impart a sense 

of urgency to data analyses of prairie wetlands with the goal of identifying trends (Dahl, 
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2014) or abrupt changes to either their number or spatial pattern. In light of recent debate 

regarding the suitability of existing regulation to protect wetlands within the context of 

federal law (Calhoun et al., 2017; Leibowitz et al., 2018; Reynolds et al., 2006), 

substantial attention should be given to the current rate of wetland consolidation and the 

factors driving their change. The wetlands of the PPR and in North Dakota in particular 

present an opportunity to study the ongoing conversion of wetlands into cropland. A 

similar process is known to have happened much earlier to the south and west in states 

such as Iowa and Ohio. These drainage efforts were largely complete by 1965 (Pavelis, 

1987), precluding the use of remote sensing for tracking wetland change in these places. 

The North Dakota PPR is an ideal site to study the interaction between land use and 

wetland hydrodynamics because of ongoing changes to the agricultural practices of the 

region. 

Demand for biofuels and livestock feed is known to drive wetland conversion in the 

states of North and South Dakota (Johnston, 2013) amidst a shift in crop type from small 

grains such as wheat and barley to soybeans and corn over the past half-century 

(Johnston, 2014). The mechanisms linking agriculture to wetland decline and 

disappearance are well-explored in the existing literature (Kessler and Gupta, 2015; 

McCauley et al., 2015; Wiltermuth and Anteau, 2016) and the general consensus is that 

both surface and subsurface drainage installations cause a decrease in the number of 

small wetlands in terms of volume and ponded area, with an accompanying increase in 

the water volume stored in downstream receiving basins (Anteau, 2012).  Agricultural 

drainge is attractive to landowners for a variety of reasons. Waterlogged soils tend to 

depress yields for important crops such as corn, wheat and soy while ponds and wetlands 



 120 

in the middle of fields can be converted to productive farmland with sufficient drainage. 

Drainage installation is hypothesized to follow periods of increased soil moisture in the 

PPR over the past two decades (McKenna et al., 2017) as farmers seek to prevent wet 

soils from limiting crop yields. The net effect of this hydrological manipulation appears 

to be a reduction in the total amount of shoreline habitat (Anteau, 2012) which 

subsequently affects wetland ecology.  

One of the main benefits provided by PPR wetlands is the habitat they provide for 

waterfowl which depend upon the region for feeding and reproduction. Hunting and other 

recreational activities associated with waterfowl are a primary source of value derived 

from these wetlands (Leitch and Hovde, 1996). Wetlands’ suitability for supporting 

wildlife appears to be heavily dependent upon the range of dynamic variation in water 

levels, which is naturally suppressed in larger bodies of water (Anteau, 2012) exhibiting a 

reduced perimeter-to-area ratio. Therefore, wetland function depends on the amount of 

shoreline habitat available.  

Characterization of prairie wetland size distributions and shifts in these 

distributions has been a fruitful and vigorous area of research (Christensen et al., 2016; 

Serran et al., 2018; Steele and Heffernan, 2017; Van Meter and Basu, 2015; Zhang et al., 

2009) with the understanding that anthropogenic modification often leads to preferential 

loss of smaller wetlands. Smaller wetlands are already at higher risk of emptying due to 

relatively high lateral outflows to groundwater per unit area (Hayashi et al., 2016). While 

this makes them effective sources of recharge to the local groundwater table, it also 

means that climate and human-derived effects on pothole wetland size distributions may 

be confounded. It is apparent that drained water bodies will have reduced water levels, 
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and there is substantial evidence that drainage can increase overall water surface areas for 

the remaining downstream basins (McCauley et al., 2015b). Artificial drainage can 

therefore lead to the disappearance of water bodies while simultaneously increasing the 

total area of nearby wetlands and ponds.  

Attribution of wetland changes on a broad scale may be difficult, as periods of 

drought are confounded with decreasing wetland water levels due to drainage while 

above-average precipitation will be confounded with ponded area expansion due to 

drainage. Furthermore, increases in precipitation can lead to merging of two or more 

wetlands into a combined wetland of a different type, potentially leading to apparent 

“losses” if working strictly from counts of water bodies (Kahara et al., 2009).  A 

dimensionless and scale-free statistic of wetland geometry is therefore desirable and a 

shape index defined in terms of perimeter and area is occasionally used in other spatial 

analysis contexts (McGarigal and Marks, 1994). Van Meter and Basu (2015) 

incorporated an analysis of changes in shape index in the Des Moines Lobe portion of the 

PPR, finding that contemporary wetlands tend to have more simplified geometries 

relative to historical wetlands. Merendino and Ankney (1994) used shape index as one of 

several descriptors of wetland fertility in the context of duck reproductive success.  

 

In this work, we offer new information regarding the timing and intensity of alterations to 

wetland hydrology by monitoring surface water using remote sensing over the period 

1984-2014. We consider the existence of ponded water to be a prerequisite for wetland 

presence and use ponded extent as a proxy for wetland size. Our goal is to further the 
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understanding of the spatiotemporal dynamics of wetland habitat in the Prairie Pothole 

Region over the past thirty years by answering the following research questions: 

• Are changes in wetland shape index more reflective of wetland drainage or 

interannual variation in climate? 

• When did substantial shifts in wetland shape index occur in the North Dakota 

portion of the PPR? 

• Are changes in wetland shape index related to agricultural change? 

In general, our strategy is to analyze groups of wetlands by recognizing that artificial 

drainage leads to expansion and shrinking of wetlands within close proximity and that 

this local variance in hydrologic behavior is atypical of natural filling-drying cycles. This 

assumption is predicated on conservation of mass and does not hold in areas where 

wetlands can be drained into streams or rivers. Our methodology includes hydrologic 

surrogate simulations as well as observational analysis. We discuss a generalization of 

the shape index to a multi-object setting (subsection 6.2.1) and show by simulation 

(subsection 6.2.2) that it is invariant with regard to changes in wetland water volume 

caused by natural variations in precipitation. Section 6.2.3 outlines an analysis of the 

North Dakota portion of the PPR using this landscape-level shape index to identify the 

most likely dates and intensity of changes to wetland shape index. We apply this analysis 

at a per-county level in subsection 6.2.4 to relate intensity of shifts in wetland shape 

index to existing data on agricultural practices and drainage. Finally, we discuss the 

limitations (section 6.2.5) and results (section 6.3) of our approach and integrate the 

results from all three previous sections in the discussion section (6.4) and relate our 

findings to the existing base of knowledge on prairie wetlands. While our findings are 
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necessarily restricted to the Prairie Pothole Region, we note that the methods used are 

applicable to any region with large numbers of wetlands which exhibit dynamic variation 

in water levels and ponded area. Since wetlands with shallow, gently sloping basins 

undergo a greater change in ponded area relative to steeper ones for a unit change in 

water volume, these approaches are best suited for locations with low relief. 

 

6.2 Methods and data 

6.2.1 Measuring and Simulating Wetland Area and Perimeter 

Given that wetland function depends on dynamic variation in water levels and the 

amount of shoreline habitat, it is informative to compute a metric relating this area to the 

total amount of water present in a wetland. While multiple terminologies exist, the term 

shape index is often used (McGarigal and Marks, 1994) to refer to a quantity (equation 

6.1) proportional to the square root of a shape’s area (a) divided by its perimeter (p). Van 

Meter and Basu (2015) found that agricultural drainage in Iowa lead to measurable 

changes in the shape index S commensurate with decreased perimeter-area ratios. 

𝑆 ∝ √j
6

           (6.1) 

As area has dimensions of 𝑙𝑒𝑛𝑔𝑡ℎ$ while perimeter has dimensions of 𝑙𝑒𝑛𝑔𝑡ℎi, S is 

dimensionless and does not suffer from a scale dependency as does the perimeter-area 

ratio which has dimensions of 𝑙𝑒𝑛𝑔𝑡ℎhi. A generalization of the shape index to multiple 

patches is the landscape shape index (LS) (Patton, 1975) defined as 

𝐿𝑆 =
!∑ j�"

�#ñ
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      (6.2)  
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where i indexes one of 1,… , 𝑛	patches or shapes considered. This quantity retains the 

dimensionless property of equation 6.1 and provides an aggregate measure of 

compactness of shapes as well as the number that are present. Consequently, uniform 

expansion or contraction of all water bodies in a region will have little impact upon LS. 

For a set of shapes with identical geometry, LS is monotonic in n and is reflective of the 

number of shapes present within a landscape.  

To tabulate changes in LS, we extend the above framework, noting that if LS is 

held constant, then there is a linear relationship √𝐴 = 𝑓(𝑃) where √𝐴 = $∑ 𝑎Rg
R%i  and 

𝑃 = ∑ 𝑝Rg
R%i  are the sums of areas and perimeters over n wetlands. Supposing that there is 

a structural change between two different functional relations 𝑓i, 𝑓$, i.e. this relationship 

changes at some point in time, we measure the difference between 𝑓i	𝑎𝑛𝑑	𝑓$ as 𝑓$ − 𝑓i&&&&&&&&& 

averaged over 100 points in the interval [𝑃fRg, 𝑃fjk] where 𝑃fRg and 𝑃fjk denote the 

minimum and maximum over time of 𝑃	in a given landscape unit. Finally, √𝐴&&&& is the 

arithmetic mean of$∑ 𝑎Rg
R%i  over all years. We combine these terms in equation (3) to 

create a quantity which covaries with area-perimeter ratios in a scale-free fashion. We 

will refer to this as the consolidation score  𝑆©	.We adopt the convention that the term 

𝑓$	denotes a post-change relation while 𝑓i	denotes a pre-change relation. Therefore, 𝑆©	is 

a measure of the distance between the two lines in Figure 6.5, normalized by the total 

area of surface water on the landscape. 

 S( =
÷Ih÷ñ&&&&&&&&

√)&&&&
     (6.3) 

We posit that changes in LS encapsulated in rising values of 𝑆©  are reflective of 

artificial drainage of wetland ponded areas for two reasons. First, water bodies with 
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simplified geometries with higher area-perimeter ratios offer more compact storage of 

water volumes per unit surface area and therefore maximize the amount of land available 

for agriculture. Long, snaky water bodies are a major obstacle towards efficient use of 

farmland. Second, a major objective of wetland drainage is to eliminate wet depressions 

altogether and prevent water from ponding, leading to a reduced wetland count n. Both of 

these impacts are expected to lead to positive values of 𝑆© . We also posit that LS should 

not change substantially with natural drought-deluge cycles as these tend to simply 

enlarge or shrink existing all ponded areas within a region and therefore affect their scale 

without substantially altering their geometry. Since 𝑆©  is dimensionless and therefore 

scale-free, it appears to be an ideal metric of wetland consolidation that is robust against 

natural expansion and shrinkage of wetlands and ponds due to variations in forcing. A 

key assumption within this work is that 𝑆©  will not change appreciably due to 

climatological variations. These variations have the effect of altering the groundwater 

table and therefore introducing positive or negative inputs to large numbers of wetlands 

simultaneously. These groundwater fluxes correspond to movements along the wetland 

continuum (Euliss et al., 2004) and typically do not correspond to anthropogenic effects, 

though they may shift wetlands between alternate states (Mushet et al., 2018). A key 

assumption within this work is that 𝑆©  will not change appreciably with movements along 

the groundwater axis of the wetland continuum which correspond to, on average, uniform 

increase or contraction of wetland ponded area within the vicinity of the changing 

groundwater table. In simpler terms, this is the assumption that increasing the 

groundwater table cannot lead to wetland emptying if all other relevant quantities are 

held constant and that our measure of consolidation is zero despite changes to the 
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groundwater table. To test the hypothesis that S( = 0 under natural conditions, we 

conducted hydrologic simulations, as discussed in the next section. 

 

6.2.2 Hydrologic simulations 

To determine whether 𝑆©  covaries with precipitation or drainage, we conducted 

hydrologic simulations of landscape units containing wetlands with simplified, circular 

geometries both with and without connections established by agricultural drainage. We 

used forcing time series of precipitation and temperature from the North Dakota PPR 

over the period 1980-2010 to capture interannual variation in these climate variables. 

These simulations are not intended to exactly reflect any specific set of existing wetlands 

but rather to further our understanding of an idealized system. We followed the procedure 

laid out in Huang et al. (2013) for implementing a conceptual pothole water storage 

model of wetland water volume at a daily timestep as a function of hydroclimatic inputs 

and basin properties. While the original model incorporated realistic basin geometries 

from remote sensing, we only considered circular conical basins to allow for efficient 

simulation of a wide range of drainage scenarios and to eliminate the effect of shifts in 

wetland elongation and shape complexity on our results. Additionally, we omitted an 

additive term originally included in Huang et al. (2013) corresponding to an empirical 

adjustment as our implementation of this model was not calibrated to observational data. 

The processes represented include snowpack accumulation, snowmelt runoff, direct 

precipitation onto the ponded area, storm runoff, ponded surface evaporation and shallow 

groundwater loss due to ET in the wetland periphery. 
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In this wetland hydrology model, wetland ponding corresponds to filling of the 

bottom of the basin and so the ponded area and contributing upstream area sum to the 

total catchment area.  Each landscape unit of 1000 wetlands was driven using forcing 

data from one of these 10 locations (Figure C.6). We then also allowed for drainage, 

controlled by the parameter 𝑃*àjRg. This parameter defines the annual probability that a 

wetland is irreversibly drained in a year. 100 landscape-level simulations of 1000 

wetlands each were conducted for each value of 𝑃*àjRg from the set 

{0.00,0.05,0.10,… 0.5}. As we allowed drainage only in one year (year 16 out of 30), 

𝑃*àjRg can also be interpreted as the proportion of wetlands which were drained in each 

simulation. The first 5 years were simulated to spin-up the system from an empty state 

while years 6-16 and 16-26 served as pre-drainage and post-drainage evaluation periods 

for calculation of S(. We allowed for three climate scenarios; in the first, we used the 

data from 1980-2010 and this will be referred to as the original forcing scenario. In the 

second, we created a time series of 30 years of forcing by replicating the data from 1990-

2000 three times consecutively, hereafter described as the repeated forcing scenario. The 

third scenario was created by rescaling all precipitation from year 16 onwards by a factor 

of 1.3, implying a 30% increase in precipitation. This was done to determine whether our 

proposed scheme for identifying wetland consolidation was robust against interdecadal 

variations in weather. These years were selected to match the timing of the observed 

consolidation-driven change in the ND PPR with the appropriate forcing time series.   

Our representation of wetlands as conical depressions requires specification of 

catchment size and slope. To obtain a realistic distribution of topographic gradients and 

catchment sizes, we used elevation data from the National Elevation Dataset (USGS, 



 128 

2009) at a 10 m. resolution in a 60	km × 60	km (3600 km2) square centered on the 

location -99.15 W, 47.02 S in Stutsman County, North Dakota. A slope raster was 

calculated using the Surface Toolbox in ArcGIS 10.2 and a histogram with 1000 slope 

value bins from 0.0 (completely flat) to the maximum observed slope of 1.01 

(approximately 45°	angle) was calculated from the values of this raster. The histogram 

was normalized to produce an empirical probability distribution function used as the 

sampling distribution for the per-catchment 𝑆𝑙𝑜𝑝𝑒R. One limitation of this approach is 

that it assumes the distribution of average or effective slopes across wetland catchments 

is similar to that of the per-cell distribution of slopes. A similar approach was used to 

derive the sampling distribution of the per-catchment area. Next, we estimated a 

distribution of wetland basin sizes based on the following procedure: all National 

Wetland Inventory (US FWS, 2016) features with total area greater than 1 hectare 

intersecting the extent of the elevation data used in the previous step. Any overlapping 

NWI features were combined using the Dissolve and Multipart Split tools in ArcGIS. 

Before calculation of basin extent, a pre-processing procedure was applied in which any 

pixel within an NWI entity was set to be equal to the minimum elevation observed within 

that entity. This was done to ensure that wetland catchments were not split due to 

insignificant variations in elevation reported by the NED. We found that omission of this 

step led to gross underestimation of the frequency of larger catchments. Then, the Flow 

Direction and Basin tools in the ArcGIS Hydrology Toolbox were applied to the 

processed elevation raster to delineate the catchments for all topographic depressions, and 

the subset of these catchments containing an NWI feature with area > 1 ha. was 

identified. Any catchments intersecting the edge of the study area were discarded. The 
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simulation per-catchment area 𝐶R was sampled with replacement from this observed 

distribution of 2811 delineated catchment areas.  This allows for different combinations 

of contributing area and stage-area relations as controlled by catchment slope. The water 

volume for each wetland was converted into a ponded area via equation 6.4 which is 

exact for circular conic catchments and ponded areas. 

𝑎R = 𝜋 . ±/Ò�
H0162R

3
I
ò
                                                           (6.4) 

Wetland water volumes and ponded areas were simulated using a mass-balance approach. 

For each wetland, the volume was updated on a daily timestep using the following 

equation: 

𝑉À�i = 𝑉À + 𝑃À + 𝑅À + 𝐷À
4jRg + 𝑆À − 𝐺À − 𝐷À0155 − 𝐸À		                         (6.5) 

In this equation, the contributions to the water volume are denoted by 𝑃À for direct 

rainfall onto the ponded area, 𝑅À for non-snowmelt runoff from the catchment, 𝑆À for 

snowmelt runoff and 𝐷À
4jRg  for incoming water from an upstream drained wetland. The 

loss terms are 𝐺À for groundwater losses, 𝐸À for evaporation from the water surface and 

𝐷À0155  for water which is drained out of the wetland. The calculation of all non-drainage 

terms is followed precisely as laid out in Huang et al. (2013) and is repeated below. 

 

The contribution of direct precipitation to water surface as a function of the ponded area 

𝐴𝑎À and the rainfall rate 𝜌À is the product 𝜌À ⋅ 𝑎À. This quantity is dependent on 

temperature; any precipitation during periods when the air temperature is below zero is 

instead added to the snowpack. Total evaporation from the ponded area of the wetland is 

represented in equation 6.6 in terms of the potential evapotranspiration, the ponded area 
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and an air temperature indicator 𝐼6.  𝐼6 = 1 if the trailing mean of the air temperature 

over the previous 10 days exceeds 3 degrees Celsius and is zero otherwise. 

𝐸À = 𝑃𝐸𝑇À ⋅ 𝑎À ⋅ 𝐼6                                                       (6.6) 

Any precipitation occurring when the air temperature falls below zero is accumulated as 

snowpack (𝑆𝑃À) over the entire catchment basin, including the ponded area which is 

assumed to freeze over. On days when the temperature exceeds zero with existing 

snowpack on the ground, the snowmelt is calculated in equation 6.7 via the degree-day 

method and this is subtracted from the remaining snowpack. The snowmelt term is 

nonzero only if the temperature is above zero, corresponding to the condition that the 

indicator variable 𝐼° = 1. To accommodate variability in catchment response to 

snowmelt runoff, we assigned each catchment a snowmelt capture ratio 𝐶𝑅 at random 

from 85% to 100%. This parameter controls the fraction of snowmelt that accumulates in 

the wetland.  

𝑆À = 𝐶𝑅 ⋅ 	 𝐼° ⋅ 	𝑚𝑖𝑛𝑖𝑚𝑢𝑚(𝑆𝑃À, 0.272𝑇À) ⋅ 𝐶                            (6.7) 

Deep groundwater loss through wetland bottoms was not considered in this model. All 

subsurface loss was assumed to be lateral as hydraulic conductivities through wetland 

bottoms are sufficiently low to preclude substantial vertical loss (van der Kamp and 

Hayashi, 2009). Lateral loss is represented in equation 6.8 as a function of a reference 

recession slope of 0.04 m2/day 𝑆77 , the daily potential evapotranspiration 𝑃𝐸𝑇À, a 

reference evaporation 𝐸7  of 4.7 mm/day and the wetland perimeter 𝑝À. The value of the 

factor 𝜔 was set to be 0.90 as in (Huang et al., 2013). 

𝐺À =
9H::Ù6°Þ

6:
⋅ 𝑝À																																																						(6.8) 
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Rainfall runoff was calculated using the curve number approach (SCS, 1954) modified to 

incorporate antecedent moisture. The full details of this derivation are covered in (Huang 

et al., 2013) and were implemented exactly to that specification. Each watershed was 

assigned a curve number 𝐶𝑁R at random from 49 to 89 to allow for a range of runoff 

responses representative of grasslands (𝐶𝑁 = 49) to cultivated fields (𝐶𝑁 = 89). To 

allow for the consolidation of wetlands, we incorporated the possibility of drainage. A 

period of drainage was assumed to run from 1/1/1996 to 1/1/1997 in all simulations. 

During this period, we considered two cases. In the first, all wetlands had identical 

probability of being drained while in the second case, only wetlands with ponded area 

less than 10 hectares were allowed to be drained with equal probability and all larger 

wetlands had zero probability of drainage. The second case represents a scenario in which 

smaller wetlands are more likely to be drained. If a wetland was selected for drainage, a 

downstream wetland was selected at random from the remaining set of wetlands. The 

entire volume of the upstream wetland then was counted as the drainage loss 𝐷0155 for the 

upstream site and was added as the term 𝐷4jRg in the downstream site. A transmission 

loss for this routed water was sampled for each upstream wetland uniformly as random 

between 0% and 15%. This controlled the fraction of water lost while flowing from 

upstream to downstream. While each wetland could be drained only once, there was no 

restriction on the number of wetlands flowing to the same downstream location.  

 

Time series of water volume for three simulated wetlands are shown in Figure C.1. This 

model required daily data for air temperature, precipitation and potential 

evapotranspiration. We used Google Earth Engine to download daily GRIDMET 
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(Abatzoglou et al., 2014) data of these variables from 1/1/1980 – 12/31/2009 for ten 

locations in the ND PPR for the locations listed in Figure C.6. Each landscape-level unit 

of 1000 wetlands was driven with the same forcing data randomly assigned from one of 

the ten points. In total, we simulated the simplified water balance dynamics for 1.1 × 10; 

wetlands. 

 

6.2.3 Remote Sensing Analysis of Ponded Area in the ND PPR 

We identified 38 counties in the state of North Dakota in the US (Figure 6.1), 

which partially or wholly intersect the extent of the Prairie Pothole Region (Mann, 1974). 

These counties comprise 132,120 square kilometers and cover the majority of the state 

and all state land east of the Missouri River.  

 

 

Figure 6.1: Study area 
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The study area consists of the 38 outlined counties (inset) in North Dakota lying within the North American 
Prairie Pothole Region. 

To identify the location of ponded water in wetlands, we used the Global Surface Water 

(GSW) dataset which is a collection of raster layers of open water surfaces derived from 

Landsat 5, 7 and 8 scenes with an expert system for classification. These data are 

specified at a 30 m. spatial resolution and a monthly temporal resolution. As an extensive 

global validation process with ground-truth evaluation of approximately 40,000 pixels 

was conducted in the creation of the GSW data, additional validation was not performed 

in this study. The original study describing the creation and assessment of this dataset 

(Pekel et al., 2016) listed commission errors corresponding to accuracy of >98.4% and 

errors of omission corresponding to accuracy >73.8% for seasonal water and included 

several hundred ground truth locations within the PPR. All available GSW data over the 

entire span of 1984 – 2014 from the months of April to October was retrieved; winter and 

early springtime observations were unusable due to snow cover and ice. From these data, 

a derivative layer was created indicating, for each year, all the pixels where water was 

observed in that year. This aggregated layer was converted into vector format to identify 

all observable water bodies as polygons for each year 1984-2014. We also calculated the 

fraction of the study area which was covered with water for each month April-October 

for the length of the study period (Figure 6.2). The number of polygons identified for 

each year varied from a minimum of 4.78 × 10þ	in 1992 to a maximum of 1.22 × 10; in 

1998. We used these polygons to calculated the total area and perimeter of all water 

bodies for the entire study region and for each county. This was repeated for each year 

from 1984 – 2014. The proportion of these polygons which consisted of a single pixel 

varied from a maximum of 24.8 percent in 1989 to a minimum of 18.5% in 2013. We 
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also examined the inundated area for large (≥ 5 hectares) and small water bodies (<5 ha.) 

and plotted these as a function of time in Figure C.2. While both categories were overall 

increasing, the total area in small water bodies grew by approximately 150% while the 

area in larger water bodies grew by approximately 75%. 

 

 

Figure 6.2: Extent of all inundated area in ND PPR in relation to PDSI 

Monthly observations from the same year are connected with a solid black line. Following a major drought 
from 1988-1992, more and more area has been added to water bodies of all types. The inundated area 
tracks the PDSI with less flooded land in times of drought. Substantial increases in inundated area were 
observed from 1991-2000 and from 2008 to 2012. 

 

Months for which more than 25% of the study area was unobserved due to missing or 

incomplete data were omitted. We also analyzed the extent to which GSW observations 

of water overlap National Wetland Inventory polygons. We calculated the fraction of 

NWI area which displayed water at any point from 1984-2014 and compiled these results 

for all ND PPR counties in Figure C.7. In total, 44.8% of all area within NWI polygons in 

the ND PPR was also covered with water at some point in time according to the GSW 

dataset. We note that each NWI polygon is, in general, a spatial superset of a ponded area 

surrounded by a peripheral zone with marsh vegetation and hydric soil. Consequently, it 

is inevitable that estimates of ponded water extent from GSW are a lower bound on the 

size of wetlands as estimated by the National Wetland Inventory. In this study, any 
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computational operations performed on vector features and all raster-to-vector 

conversions were done in Python using the software packages Shapely, Fiona and 

GeoPandas. Raster computations were performed in Google Earth Engine. 

 

6.2.4 Change point regression model 

To explore whether there was a substantial shift in the geometries of water bodies 

over 1984 – 2014, we created a statistical model relating the annual water area for each 

year to the annual sum of perimeters. To quantify our uncertainty regarding which year is 

the most likely change year, we applied a Bayesian change point regression model. This 

model assumed that the observations of area and perimeter are generated by two linear 

processes with distinct coefficients and that the observed data are divided into two groups 

by a single year, designated as the change point year. In practice, this means fitting one 

linear regression to the ‘before’ period and another to the ‘after’ period, with the year 

splitting the two periods serving as a latent variable in our model.  

Specifically, we modeled √𝐴À, the annual root sum of water areas, as a function 

of the sum of water perimeters, 𝑃À. We allowed the parameters of this model to change 

once over the period 1984 – 2014; the date at which the parameters change is treated as 

an unknown quantity that must be estimated. The equation for this model is   

√𝐴À = 𝐼Àß<=(𝛽i ⋅ 𝑃À + 𝛼i) + 𝐼À><=(𝛽$ ⋅ 𝑃À + 𝛼$) + 𝜖À	 (6.9)	 

where 𝐼À?<=  denotes the indicator function which is equal to 1 if the year is prior to the 

change point year 𝑦º	and 0 otherwise. The error term 𝜖À	was assumed to be normally 

distributed with zero mean and an unknown variance of 𝜎$	. Within this model, there are 

6 parameters to be estimated: the pre- and post-change point linear regression slopes 
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𝛽i, 𝛽$; the corresponding intercepts 𝛼i, 𝛼$; the error variance 𝜎$, and the change point 

year 𝑦º. We estimated all parameters simultaneously using Markov chain Monte Carlo 

(MCMC) as implemented in PyMC3 (Salvatier et al., 2016), a Bayesian statistical 

programming framework written primarily in Python. We placed a uniform prior 

distribution on the change point year 𝑦, allowing it to be selected from any year 1986-

2013. We placed a Half-Cauchy prior (Polson and Scott, 2012) on the error variance 𝜎$. 

This prior consists of a Cauchy distribution centered at zero but truncated to only allow 

for positive values. Both pre- and post-change periods shared the same error variance. 

Flat priors were set on the linear regression parameters 𝛼i, 𝛼$, 𝛽i, 𝛽$. We used the 

Metropolis-Hastings sampler implemented in PyMC3 and drew 100,000 samples per 

chain for four chains and discarded the first 20000 for burn-in. The convergence 

diagnostic 𝑅·	 (Brooks and Gelman, 1998) indicated that the cross-chain correlations were 

close to the cross-sample correlations and that the chains appeared to be well-mixed. 

Summaries of the posterior distribution for the model parameters are shown in Figure 6.6. 

More than 6000 effective samples were obtained from each parameter out of a total 

Monte Carlo sample size of 400,000 split across four chains.  

We assessed the robustness of our analysis by repeating this same analysis for 

locations that have previously been identified as National Wetland Inventory sites. We 

obtained shapefiles of all the NWI polygons in North Dakota from the US Fish and 

Wildlife Service and, for each of 39 counties, computed the intersection between all NWI 

polygons and the county boundaries to produce a per-county NWI subset. We then 

expanded the spatial extent of these polygons by applying a 100 m. buffer. This was done 

to account for possible expansion of water bodies over the past several decades. No 
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distinction was made between types of water bodies or wetlands delineated within the 

NWI. Next, to calculate the overlap between the GSW-derived polygons and the NWI 

polygons, we first identified the intersection between the GSW polygons and the county 

boundary for each county to make the GSW-NWI intersecting analysis parallelizable 

across counties. Then, we computed the intersection between each county-specific set of 

NWI polygons and GSW polygons. As this was done for each year, we repeated this task 

39 × 31 = 1209 times to evaluate the overlap across all counties (39) and all years (31). 

We were unable to calculate the intersection for three counties (Pembina, Walsh and 

Grand Forks) in the NE corner of North Dakota across several years. We suspect this is 

due to pathological geometry of the GSW polygons during flooding of the Red River of 

the North during this time. These missing subsets constitute 19 out of 1209 county-year 

pairs. We omitted these three counties from the NWI-only change point analysis. We 

then applied an identical procedure as before to calculate the area and perimeter of water 

bodies over the entire study area. In both analyses, the estimated change point year fell 

within the interval [1997, 2000] with 95% posterior probability and a posterior mean of 

1999. More extensive discussion of these results are given in section 6.3.2. We used this 

estimated change point year of 1999 in the next section to examine the spatial variation in 

changes measured by 𝑆© . 

 

6.2.5 Consolidation attribution regression model 

We fit the model of the previous section assuming a change date of 1999 to 

posterior mean estimates of S( for each North Dakota county (n = 39) intersecting the 

Prairie Pothole Region. For each of the ND counties, we calculated, for each year, the 
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total perimeter and area of all water polygons intersecting the county. We then calculated 

S( for each of these counties. We then conducted a regression analysis to model S(	as a 

function of changes in crop type and drainage while controlling for the amount of water 

present in each county. We accessed NASS records from the USDA Quick Stats portal 

(USDA-NASS, 2017) and calculated the mean over two periods, 1985-1999 and 2000-

2014, of the percentage of each county’s land used to grow wheat, corn or soy. We 

calculated the difference between these two periods, referred to as 

Δ𝑊ℎ𝑒𝑎𝑡,Δ𝐶𝑜𝑟𝑛,Δ𝑆𝑜𝑦. We employed this aggregation over years to minimize the effects 

of crop rotations or short-term market fluctuations and their impact on crop acreage. The 

proportion of the study area used to grow corn and soy appeared to be steadily increasing 

from the mid 1990s-onward (Figure 6.3).  

 

Figure 6.3: Crop type changes in ND PPR. 
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Beginning in the early mid-1990s, small grains such as wheat and barley were steadily replaced by corn 
and soybeans. This data was obtained from the USDA National Agricultural Statistics Service Quick Stats 
Database. 

 

Next, changes in per-county drainage from the US Census of Agriculture between the 

years of 1974 and 2012 were compiled in a fashion similar to Kelly et al. (2017). There 

were no additional years of data available between these time points. The 1974 Census of 

Agriculture only contained a single survey field for areal extent of land with artificial 

drainage while the 2012 Census asked for surface and subsurface drainage separately. We 

added together surface and subsurface drained areas from the 2012 Census of Agriculture 

and subtracted the per-county total drained area for 1974 from that of 2012 to arrive at a 

change in drained area from 1974 to 2012. We then normalized this value by the amount 

of cropland present in 2012 to calculate a per-county value which we designate 

Δ𝐷𝑟𝑎𝑖𝑛𝑎𝑔𝑒, the normalized change in artificially drained cropland. Finally, we 

computed the area of all locations which were underwater in 1985 on a per-county basis 

to obtain a control variable, 𝐴𝑟𝑒𝑎iüBþ  for the amount of water on the landscape prior to 

recent consolidation. We included this variable in our regression analyses to attempt to 

identify any bias in our results due to natural variation in the number of water bodies in 

different counties.  

In our regression analysis, we adopted a two stage procedure. We first enumerated 

all possible models with no interaction terms. Then, the best performing model was 

selected and we added an interaction term between the significant covariates to 

investigate the correlation structure for that model.  For the first stage a set of Bayesian 

linear regression models was constructed with the covariates 

{Δ𝑊ℎ𝑒𝑎𝑡,Δ𝐶𝑜𝑟𝑛,Δ𝑆𝑜𝑦,Δ𝐷𝑟𝑎𝑖𝑛𝑎𝑔𝑒,AreaiüBþ} and response variable S( defined for 
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each county. All possible models controlling for 𝐴𝑟𝑒𝑎iüBþ	 and including one or more of 

the covariate set {Δ𝑊ℎ𝑒𝑎𝑡,Δ𝐶𝑜𝑟𝑛,Δ𝑆𝑜𝑦,Δ𝐷𝑟𝑎𝑖𝑛𝑎𝑔𝑒} with no interactions were 

considered, for a total of 2² − 1 = 15 models.  

Each variable was standardized to have zero mean and unit standard deviation. 

These were used as predictors of S( on a per-county level. We found that 

Δ𝑊ℎ𝑒𝑎𝑡,Δ𝐶𝑜𝑟𝑛	and Δ𝑆𝑜𝑦 all covaried (Figure C.3); this was not surprising given the 

ongoing transition from small grains into soy and corn across the northern Great Plains 

(Johnston, 2014). We placed a half-Cauchy prior on the error variance and fixed its 𝛽 

hyperparameter to be 0.25. A flat prior distribution was assumed for the linear regression 

coefficients and the intercept. Since this model has a continuous likelihood function 

unlike the change point model in the previous section, it can be efficiently estimated with 

MCMC using the No-U-Turn Sampler (NUTS) (Hoffman and Gelman, 2014) and we 

employed NUTS as implemented in PyMC3 to estimate the parameters of this model. For 

each model, we drew 500 samples per chain after discarding an initial 500 samples. Four 

chains were computed per model and these were used to calculate the convergence 

diagnostic 𝑅· as in the previous section. We then ranked the models (Figure C.8) 

according to the Watanabe-Akaike Information Criterion (WAIC)  (Watanabe, 2013) 

which penalizes models with more parameters and favors models with an estimated 

higher model likelihood. The WAIC-optimal model with no interaction term included 

Δ𝑊ℎ𝑒𝑎𝑡 and Δ𝐷𝑟𝑎𝑖𝑛𝑎𝑔𝑒	as predictors in addition to 𝐴𝑟𝑒𝑎iüBþ. The response variable 

and all predictors variables were centered and standardized to have zero mean and unit 

standard deviation. In the second stage of our analysis, we refit the optimal model of 

Δ𝐿𝑆	including Δ𝑊ℎ𝑒𝑎𝑡 and Δ𝐷𝑟𝑎𝑖𝑛𝑎𝑔𝑒 and 𝐴𝑟𝑒𝑎iüBþ while also adding the interaction 
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term Δ𝑊ℎ𝑒𝑎𝑡 × Δ𝐷𝑟𝑎𝑖𝑛𝑎𝑔𝑒 as a predictor. This term was included to identify whether 

or not locations undergoing land use change were sufficiently heterogeneous with regard 

to drainage application to warrant a more complicated model. We applied the same 

estimation procedure as before to calculate parameter estimates for this interaction model. 

 

6.2.6 Limitations 

In our observational analysis of PPR wetland ponded extent, we are unable to 

resolve any water features smaller than the minimum Landsat resolution (900 m2) which 

means that many of the smallest pothole wetlands cannot be studied with this approach. 

As newer sources of satellite imagery are released, it may be possible to employ more 

advanced statistical or pattern recognition methods to provide a more detailed inventory 

of the region’s water bodies. Classification of shallow water can be especially difficult 

due to large quantities of suspended sediments or emergent vegetation and it is likely that 

many of the water bodies tabulated in our data are underestimated with regard to true 

areal extent.  

The crop and drainage data for our regression analysis is based on USDA surveys 

and therefore are accurate insofar as the survey responses are accurately compiled. The 

drainage data we obtained from the 1974 and 2012 Census of Agriculture does not 

exactly match the temporal span 1984-2014. Furthermore, these data are self-reported 

and it is possible that farmers are be prone to underestimating state the true extent of 

installed drainage. We did not attempt to calculate the net change in value of ecosystem 

services provided nor do we attempt to contextualize our results within a larger 
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discussion regarding the advantages and disadvantages of wetland drainage from a food 

policy or agriculture-centric point of view. 

In our hydrology simulations, we restricted our analysis to conical wetland basins 

to control for the effect of variation in basin irregularity and elongation; however, this 

does lead to a resulting drainage-consolidation relation which may be different than what 

is actually observed. Consequently, we cannot attempt to back out estimates of drainage 

prevalence from the values of S( derived from remote sensing data. The model we 

implemented simplifies or omits many processes such as infiltration through the basin 

bottom or fill/spill merging of wetlands. The representation of snowpack with uniform 

depth and melt rates is also a simplification as snowpack can vary dramatically 

depending on local topographic and land cover characteristics (Pomeroy et al., 1993).  

Additionally, our representation of artificial drainage is simplistic. A more realistic model 

would incorporate water fluxes due to drainage as a function of soil moisture and some 

notion of proximity of drainage channels to ponded water as was done in Amado et al. 

(2016) and Werner et al. (2016).  

 

6.3 Results 

6.3.1 Hydrologic simulations 

The intent of this analysis was to determine whether the quantity 𝑆©  covaried with 

the intensity of agricultural drainage and/or with natural climatic variation in 

precipitation and temperature. Consequently, we were interested in determining the value 

of 𝑆©  when no drainage was applied (𝑃*àjRg = 0). Figure 6.4 shows the results for this 

case and for higher values of 𝑃*àjRg, indicating that 𝑆©  is approximately zero when no 
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drainage is applied. Given that the original simulation used forcing data from the exact 

period that used in our observational study (section 6.2.2), it appears that the natural 

variation in precipitation and temperature is not sufficient to cause noticeable changes in 

shape index as tabulated by 𝑆© . Furthermore, the scenario corresponding to increased 

precipitation in the latter half of the simulation also showed a zero value for 𝑆© . In all 

scenarios, 𝑆©  scales linearly with increasing drainage. This suggests that it is sensitive to 

agricultural drainage and that aggregating many small water bodies into a few larger ones 

leads to a change to landscape-level shape index that can be observed. However, there 

was little distinction between the preferential and uniform drainage scenarios; the former 

favored drainage of smaller water bodies while the latter applied the same probability of 

drainage to all water bodies.   

 

 

Figure 6.4: Simulated effect of wetland consolidation on the consolidation score 

In each landscape unit of 1000 wetland catchments, the intensity of drainage was controlled by PFGH*I  and 
the resulting values of SJ were tabulated. Markers indicate simulation medians. 
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In a realistic landscape, the effect of drainage on S( could be mediated by changes in the 

size distribution of wetlands or by alterations to wetland morphologies, i.e. long, skinny 

wetlands being consolidated into more regular shapes. Given that each simulated wetland 

was assumed to have a circular ponded area, the effect of drainage on S( must be due to 

changes in the size distribution or number of wetlands as morphological changes were 

not allowed in this simulation. With these results, we are confident that wetland 

consolidation covaries with 𝑆©  and that this latter quantity appears to be independent of 

simple increases in precipitation. However, as we did not account for the geometric 

effects of compactification and consolidation of ponded areas, the results from these 

numerical simulations are only a rough approximation of what is observed in real 

landscapes. Furthermore, there may exist additional potential confounding factors leading 

to changes in LS which we have not considered. 

 

6.3.2 Change point regression model 

Calculation of S( per equation 6.3 requires demarcating two disjoint time periods. 

A plot of √𝐴À versus 𝑃À showed a clear structural shift between two apparently linear 

relations which roughly correspond to data before and after 1999 (Figure 6.5).  
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Figure 6.5: Consolidation in area-perimeter relation. 

Each point represents √𝐴 and P for a single year. Individual points are labeled by the last two digits of the 
year, i.e. 84 for 1984 and 02 for 2002. The alteration of distribution of water body sizes induced by wetland 
consolidation manifests as a shift from one area-perimeter relation as shown in teal to a new functional 
relation as indicated in purple. Each line shown above is a linear regression based on a single sample from 
our Bayesian estimation procedure. The data shown are derived from calculations over the entire ND PPR. 
The most likely dates of change in the area-perimeter relation (1998, 1999) as judged from this plot appear 
to lie in between the two estimated per-period relations. 

 

Summaries of the posterior distribution for the model parameters are shown in Figure 6.6. 

For the model parameter indicating the change point year, posterior probability mass was 

concentrated on the years 1998 and 1999 with a smaller portion showing support for 

2000. These results indicate strong support for the hypothesis that structural changes to 

ND PPR area-perimeter relations took place around the year 1999. Furthermore, the low 

residual variance suggest that this is an appropriate representation of the data. We 

repeated this analysis with the intersection of the GSW-derived water polygons with all 

NWI polygons buffered by 100 meters to assess whether this result was still valid when 

considering only locations previously identified as wetlands in the National Wetland 
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Inventory. With this added constraint, we found that the most likely year for change was 

again 1999, though the 95% credible interval also included the year 1997 as well. 

 

6.3.3 Consolidation attribution regression model 

The spatial distribution of 𝑆©  can be seen in Figure C.5 and this pattern indicates 

relatively little change in the far northwest of the state and the Red River Valley in the 

east. This distribution indicates that the statewide shift in area-perimeter relation is not 

due to the expansion or consolidation of water bodies in any single county. 
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𝛽$	 0.000208 0.000015 0.000179 0.000237 4714 1.00 

𝜎$ 777 110 580 1000 110243 1.00 
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n Δ𝑊ℎ𝑒𝑎𝑡 -0.77 0.14 -1.09 -0.53 946 1.00 



 147 

 
Δ𝐷𝑟𝑎𝑖𝑛𝑎𝑔𝑒 -0.33 0.15 -0.60 -0.02 926 1.00 

 
𝐴𝑟𝑒𝑎iüBþ 0.03 0.13 -0.22 0.30 882 1.00 

 
𝛼 0.01 0.12 -0.23 0.25 877 1.00 

 
𝜎$ 0.6 0.15 0.35 0.90 711 1.00 

Figure 6.6: Summaries of posterior estimates of model parameters 

 

To convey the predictive ability of the regression models of 𝑆º	 in a familiar way, we 

employ the Bayesian 𝑅$	(Gelman et al., 2017) as an analogue of the frequentist quantity 

of the same name. Instead of computing a single value for 𝑅$	we instead obtain a 

distribution of  𝑅$	values, each corresponding to a single sample from the predictive 

posterior distribution. The optimal no-interaction model had a median 𝑅$	of 0.48 with 

standard deviation of 0.07 and the interaction model had a median 𝑅$ of 0.49 with 

standard deviation of 0.07. The Monte Carlo estimates of the model coefficients are 

shown in Figure 6.6. As the interaction model WAIC (97.72) was not an improvement 

over the optimal no-interaction model (WAIC = 96.76) we did not conduct analysis of its 

coefficients. The optimal no-interaction model had coefficients for wheat and drainage 

which excluded zero from their 95% credible intervals and therefore these covariates 

appear to be important. However, the sign of the drainage coefficient is contrary to what 

would be expected from the hypothesis that drainage alone is responsible for large values 

of 𝑆© . The signs on both the coefficient linking change in area farmed for wheat and the 

estimated increase in drainage are both anticorrelated with increasing values of 𝑆© .  
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6.4 Discussion 

Artificial manipulation of wetlands can affect wetland geometries and 

area/perimeter relations in at least two ways; drainage typically leads to more compact 

geometries with shortened perimeters. Additionally, removing wetlands from the 

landscape reduces 𝐿𝑆 by simply reducing the number of terms in the sum in equation 6.2. 

While we are unable to determine which of these effects dominates, it is apparent that a 

major structural shift in the region-wide area/perimeter ratio occurred around 1999-2000. 

This comes just two years after widespread flooding in the spring of 1997 (Todhunter, 

2001) and a wet period following a lengthy drought which terminated in the early 1990s 

(Todhunter, 2016). The amount of land underwater attained a near-maximum between 

2000-2002 (Figure 6.2) with more inundation only coming over a decade later in 2011-

2013.  

Given that the shift in 𝐿𝑆 observed in 1999 also coincided with a period with a 

large amount of water stored on the landscape, these data suggest a major hysteretic 

effect in the area-perimeter relationship as depicted in Figure 6.7. Such an interpretation 

fits coherently with an attribution to anthropogenic causes; widespread overland flooding 

could potentially lead to installation of surface drainage to keep farmland arable. 

McKenna et al. (2017) determined that installations of subsurface drainage did not 

substantially increase until after 2003 on the basis of North Dakota State Water 

Commission permit data (Finocchiar, 2014), but that dataset does not include surface 

drainage and is also limited to listing permits for subsurface drainage projects over 80 

acres (32.37 hectares). In light of these facts, we opine that we cannot conclusively rule 
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out the possibility of extensive, widespread surface drainage around the year 1999 on the 

basis of the findings in McKenna et al. (2017).  

 

Figure 6.7: Hysteresis in area-perimeter relation 

As more and more water accumulates on the landscape (a), the system approaches a limit or break point at 
which either natural or anthropogenic effects (b) cause the post-change area-perimeter relation to be 
structurally different than before. Increased surface areas for the same perimetric length indicate water is 
being stored in either larger or more compact water bodies and in the new regime (c), natural filling and 
emptying cycles correspond to movement along the new A-P function. 

 

An alternative hypothesis is that these are shifts incurred by dramatic increases in 

precipitation and that anthropogenic manipulation was relatively unimportant. However, 

this does not explain why there exists a strong correlation between changes in crop type 

and large values of S( (Figure 6.6), as increases in rainfall were noted to take place across 

the entire region and are unlikely to provide a common cause for changes in both of these 

variables. Simply increasing the amount of water stored on the landscape does not appear 
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to be a sufficient condition for changes in the area-perimeter relation which we observed. 

Our investigation into the suitability of S( for tracking changes in wetland size 

distribution revealed that natural drying/filling cycles are unlikely to lead to dramatic 

changes in landscape-wide √)
Ù

 ratios on their own.  A consistent increase in rainfall over 

the years 1993-2000 did indeed lead to the formation and flooding of numerous new 

water bodies as evidenced by increases in inundated area (Figure 6.2) but the landscape-

level shape index, i.e. the slope and intercept of the area1/2 and perimeter relation, did not 

appreciably change over this time period but did change substantially post-1999 (Figure 

6.5). This fact also appears to rule out an explanation contained within a study by Kahara 

et al. (2009) which described the expansion and merging of wetlands between 1979-1986 

and 1995-1999, finding that smaller, more isolated wetlands “disappear” due to merging 

with larger water bodies nearby. This is understood to be a reversible phenomenon in the 

sense that the landscape-level perimeter and area should return back to the original state 

after a period of normal or below-normal precipitation. However, this is at odds with our 

observation that there has been a clear, change in the area-perimeter relation for the ND 

PPR which is not reversible via normal interannual variations in precipitation. With 

regard to direct attribution of this change with regression, we do not have drainage data 

closer to the year 1999 and it is not clear whether the anticorrelation of reported drainage 

and consolidation is a truly meaningful relation or if there are issues with either reporting 

or timing in the Census of Agriculture survey. A superior measure of drainage would be 

data estimated from either surface topographical data of ditches or remotely sensed soil 

moisture.  
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Regardless of the causes leading to the observed change in √𝐴-𝑃 functional 

relations, it is clear that the ND PPR has shifted to a new state in which the same amount 

of inundated area provides substantially reduced perimetric length and accordingly less 

shoreline habitat. The notion of a state shift has been explored in the literature (McKenna 

et al., 2017) albeit from the perspective of wetland salinity and hydroclimatic forcing. A 

central point of McKenna et al. (2017) is that major increases to precipitation may have 

initiated broad changes in wetland characteristics and this shift was strengthened and 

exacerbated by land use practices. We view this hypothesis as entirely consistent with our 

findings as increases in soil moisture would reasonably lead to increased surface ditching 

or tile installation. However, McKenna et al. states that substantial land use change did 

not take place between the early 1990s through 2006 while NASS statistics of land use 

over the entire ND PPR (Figure 6.3) indicate that dramatic changes in crop type have, in 

fact, been taking place beginning in the mid 1990s. As this work found strong spatial 

correlations between the intensity of this state shift and a more refined measure of land 

use change, we suggest that the phenomenon observed in McKenna et al. is potentially 

manifest in this work as well. A promising direction for future work is the integration of 

the remote sensing analyses conducted here with existing work on characterizing state 

shifts in wetland systems (Mushet et al., 2018) with measurements of salinity as done in 

McKenna et al. (2017).  

The analytical framework outlined here in terms of wetland area and perimeter is 

transferable to regions which contain many water bodies lacking surface connections to a 

stream network. The key assumption which must be met is that conservation of mass 

dictates that any drained water must eventually reach a terminal receiving basin. Then, 
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expanding and shrinking water bodies may reside in close proximity and we hold this to 

be a key signature of anthropogenic manipulation. In areas where it is possible to connect 

artificial drainage channels to a larger stream network, then the methods outlined here are 

not applicable.  

 

6.5 Conclusion 

In this study we incorporated several sources of agricultural and water data to 

analyze an observed state shift in landscape-level shape index of wetlands across the 

North Dakota PPR. We found evidence that a structural shift in area-perimeter relations 

occurred around the years 1997-2000 and we hypothesize this may be a hysteretic effect 

involving anthropogenic and meteorological effects. We performed an additional 

regression to analyze the covariation of this shift’s intensity with changes in crop type 

and found that a transition out of wheat into corn and soy was highly correlated with the 

state shift, though available drainage data shows a weak anticorrelation with wetland 

consolidation. We observed that wetland state shifts are occurring and that they are likely 

tied to both precipitation and land use. Further analysis and more detailed data will be 

needed to more closely examine the correlation structure between land use and 

widespread changes in area-perimeter relations. A major challenge for wetland scientists 

studying the effect of changing land management practices in the PPR is the absence of 

high-quality and spatially explicit data on all sources of artificial drainage across the 

region. We hope that this work will encourage further studies integrating data from a 

range of sources to shed light on ongoing changes to wetlands across the interior of North 

America. 
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7 Assessing potential bias in the Waterfowl Breeding 
Population and Habitat Survey with remote sensing 

 

This chapter is currently unpublished. Author Christopher Krapu was responsible for 

all research and initial draft writing. Co-authors Mike Anteau and Aaron Pearse were 

responsible for planning and editing. 

 

7.1 Introduction 

The management of wildlife populations benefits from accurate and precise 

estimation of population abundance at any given point in time. Every year, U.S. and 

Canadian agencies conduct extensive aerial surveys across key waterfowl breeding areas 

within North America to estimate breeding waterfowl abundance and habitat metrics. 

These surveys are performed by subdividing the entire study area into strata and 

surveying a sample of fixed-width transects within each stratum. All transects are flown 

by aerial crews and a subset of transect segments are also surveyed with ground crews to 

estimate a detection correction parameter. The species surveyed in this program depend 

critically on aquatic habitat and therefore the number and size of water bodies lying close 

to these transects is a key determinant of the number of individuals observed. The 

transects are aligned east-west and often overlap existing road networks as a matter of 

convenience for pilots and as a historical artifact from an era without modern navigation 

equipment. During aerial portions of the survey, trained observers count waterfowl in the 

fixed-width transect, which does not overlap the road network directly. However, the 

presence of the road itself may affect the local distribution of surface water by preventing 

runoff from replenishing wetland water levels or increasing the accessibility of the 
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surrounding land to drainage. If the amount of surface water in sample transects does not 

represent that of the entire area to be estimated, then there exists the possibility of over- 

or underestimation of breeding waterfowl and ponds, the latter of which are used to 

provide an index of available waterfowl habitat. 

The problem of biased population estimates resulting from the systematic 

placement of transects has been recognized but not addressed in previous studies on this 

topic (Smith, 1995) as there previously did not appear to be a straightforward way to 

assess this bias with available data. This report describes an estimation of bias using 

Landsat-derived satellite imagery of water surface extent to determine whether the 

number and size of water bodies observed under current survey transects within subsets 

of the Prairie Pothole Region are representative. Furthermore, if bias exists, we are 

interested in knowing how it changes as a function of regional wetness as measured by 

the fraction of area which is flooded. For simplicity, we restrict ourselves to considering 

alternative transects which are latitudinally-shifted copies of the original transect paths. 

The precise construction of these alternative transects as well as our methods for 

assessing this bias are presented in section 7.2 while an interpretation of the results is 

presented in section 7.3. 

 

7.2 Methods and data 

The procedure for assessing potential bias induced by current transect locations on 

population estimation was intended to identify the extent of surface water in locations 

that are currently observed as compared to those locations which could potentially be 

observed. First, original transect locations were corrected to account for north-south 



 155 

misalignment on the order of 50-300 meters. Then, a sample of new potential transects 

was created by shifting the original segments north and south randomly. The distance of 

this north-south translation was sampled at random from a uniform distribution with 

upper bound equal to half the distance to the next nearest transect on the north side and a 

lower bound equal to half the distance to the next neighbor on the south side. An 

envelope containing the area on either side of the new transect was delineated. The areal 

extent of the water bodies and wetlands within this envelope was calculated from the 

Global Surface Water (GSW) and National Wetland Inventory (NWI) databases. The 

resulting summaries of water extent were compared between resampled and original 

transect locations both for a single point in time for NWI data and across the period 1984-

2015 for GSW data. Additional details for each step in this process are listed in the 

following subsections. 

 

7.2.1 Study area 

In order to assess potential bias across the Prairie Pothole Region, six different 

sites were identified (Figure 7.1a). Each site is a 1° × 1° square containing between four 

and six transects. The six sites were chosen to be representative of the different 

ecological regions of the central PPR. One site each was identified from the South 

Dakota Drift Plain, the North Dakota Drift Plain and the North Dakota Missouri Coteau. 

The remaining three sites are located in southern Saskatchewan and were included to 

provide a contrasting set of locations where ongoing land use changes and concomitant 

changes to wetland extent (Johnston, 2013, 2011) might be less prevalent. 
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Figure 7.1: Study areas and transect resampling. 

Six study blocks across North Dakota, South Dakota and Saskatchewan were selected (a). The resampling 
scheme we chose allowed for the original transect to be randomly shifted up to half the distance to the 
nearest transect (b, not drawn to scale) . For each resampled transect, we calculated the overlap between an 
adjacent buffer zone and the extent of water features identified from the GSW data product (c-d). A 
limitation of using the GSW data is that we cannot resolve water features smaller than 900 square meters. 

 

7.2.2 Spatial realignment 

An initial inspection of current geospatial transect data indicated that these routes 

did not directly overlap the underlying road network in all cases but was up to 300 meters 

north or south from the nearest east-west road. Communications with pilots and 

observers, along with information from survey procedures, suggest that pilots use roads 

and field borders to navigate; therefore, we initially corrected this misalignment using 

public GIS road network data. Road data for each state and province was downloaded 

and checked against a satellite imagery base layer in ArcGIS to confirm that the public 

road data and imagery were both in agreement. In several cases, the road network and the 
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transect routes differed by more than 100 meters. To rectify this, we aligned each transect 

route with the following procedure. Each transect segment was shifted in ten meter 

increments across a 1000 meter interval extending 500 meters north and 500 meters south 

from the original transect. This subdivision produced 100 shifted segments. Then, a 

buffer of 100 meters on either side of each shifted segment was generated. A similar 

buffer of 100 meters on either side of the road network was generated. The intersecting 

area between each shifted segment buffer and the road buffer was calculated. Then, the 

offset which maximized the area of the intersection between the segment buffer and the 

road buffer was identified. This offset corresponds to the misalignment of the transect 

segments in the north-south direction and was subtracted from the vertical coordinates of 

each segment to force the segment to overlap the road network within an accuracy of 10 

meters. 

After the transect segments were aligned to the road network, a sample of 100 

potential new transects was generated by randomly shifting the original transect segments 

north and south. To reflect the constraint that transect segments must be contiguous, we 

shifted every segment lying on the same transect by the same amount. With the original 

transects, the north-south midpoint between each transect was identified. Then, each 

transect was randomly shifted north or south such that the newly sampled transect fell 

between the halfway point between the old transect and its nearest northern neighbor and 

the corresponding halfway point for its nearest southern neighbor (Figure 7.1b). We 

applied this condition to guarantee that newly sampled transects did not have observation 

areas that overlapped. This does not guarantee that the newly sampled transects do not 
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overlap an east-west road. Additionally, it does not preserve the original spacing between 

transects. 

 

7.2.3 Water area calculation 

For each original and resampled transect, we created a 200 m. wide buffer on 

either side of the transect line. This buffer extended from 10 meters north or south away 

from the transect to 210 meters away from the transect. This transect buffer represents the 

area that would be observed if the accompanying transect was flown and was demarcated 

on either side of the transect. In short, we mapped each transect line to a pair of buffers 

which are 200 meters wide, are separated by 20 meters, and run the entire length of the 

transect (Figure 7.1c). 

The transect buffers from the previous paragraph were used to identify pixels 

within the Global Surface Water (GSW) raster dataset (Pekel et al., 2016) and National 

Wetland Inventory  features which intersected the buffer. The GSW dataset was produced 

by application of an expert classification procedure to Landsat data and provides data on 

the absence or presence of water within each Landsat pixel available at a monthly 

timestep and a spatial resolution of 30 m. by 30 m from 1984 to 2015. In this analysis, we 

aggregated the monthly water extent data into an annual layer by designating a pixel in 

the annual layer to be wet if any of the corresponding monthly pixels held water during 

April, May or June.  The National Wetland Inventory contains vector features classified 

into different wetland types. For the GSW data, we calculated the extent of surface water 

within the buffer for each year (Figure 7.1d), while for the NWI data we calculated the 

area of each type of wetland or water feature within each buffer. The analysis of NWI 
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data was restricted to the feature types of pond, freshwater emergent wetland, forested / 

shrub wetland and lake. The feature type of riverine was omitted.  Consequently, the 

GSW analysis looks at a relatively coarse spatial scale over a long timespan while the 

NWI data provides a finer spatial resolution but no temporal information. The NWI data 

is only available for the USA and therefore analysis using it was restricted to the three 

study areas in North and South Dakota. 

 

7.3 Results 

Figure 7.2 displays the overlap between transect segments and water area for each 

year and compares the original transects with the resampled distribution of alternative 

transects. A key quantity of interest for each site and year is the percentile of the original 

transect’s water area relative to the resampled distribution; while there appear to be 

strong autocorrelations between these percentiles, no consistent under- or over-estimation 

result appears to hold across all six study areas. For the ND Coteau and South-central SK 

study areas, a consistent underestimation pattern is apparent while for North Central SK 

and the SD Drift Plain, an overestimation trend exists. The results for the ND Drift Plain 

and Eastern SK appear to exhibit moderate underestimation. The position of the original 

transect relative to the resampled distribution in terms of percentiles has been aggregated 

and is displayed in Figure 7.3. 
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Figure 7.2: Comparison of resampled and original transects with regard to GSW water area. 

Each dot indicates the water area calculated for a given year with the original transect while the violin plots 
indicate the same quantity calculated using a distribution of resampled transects. 

 

Out of the six study regions, five showed a clear trend between the extent of the over- or 

underestimation of water area and the overall wetness of the region as measured by the 

fraction of land area covered by water; only South-central SK failed to show a strong 
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relation. However, direction and magnitude of these trends were not consistent. The 

ND/SD Drift Plain and North Central SK regions exhibited strong positive correlations, 

whereas the ND Coteau and Eastern SK regions showed negative correlation between the 

percentile of the original transect and overall wetness. In most of these cases, increasing 

water led to more severe estimation bias and only in the case of the ND Drift Plain region 

was increasing wetness associated with percentiles reaching closer to a median value of 

50%.  

 

Figure 7.3: Relative bias versus wetness. 

A position of 50% on the vertical axis indicates that the water area observed under the original transect is 
the median value of the resampled transects’ distribution. Each marker indicates a different year’s 
observation for one of the six study areas. The lines displayed are per-region linear regressions and the 
shading indicates 95% confidence intervals for the regression line. 

 

The results obtained using the NWI data of water feature type and location are shown in 

Figure 7.4. The emergent wetland feature type is by far the most abundant type as 



 162 

measured by area with between 500 – 1900 hectares observed under the resampled 

distribution of transects. Across the three USA regions, no consistent pattern of over- or 

underrepresentation of water feature type by the original transect relative to the 

resampled distribution was observed. Described differently, the percentile of the original 

transect relative to the resampled was not consistently greater or less than 50% across any 

of the four feature types considered. 

 

 

Figure 7.4: NWI summary of water under original transect versus resampled transects. 

 

7.4 Discussion 

A primary finding from this analysis is that while individual transects may not be 

highly representative of their adjoining region in terms of water extent, no pattern of 

consistent overestimation or underestimation can be found. We have made extensive use 

of the percentile of true water area relative to the distribution of resampled water areas, 

i.e. the amount of water on currently surveyed transects relative to the amount of water 

on multiple sets of alternative transects. Figure 7.3 shows these values on the vertical axis 

and we can see that these percentiles are not clustered closely to 50% but rather appear to 

be more densely concentrated in the intervals 10-40% (underestimation of water extent) 
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and 60-90% (overestimation of water extent). The NWI results shown in Figure 7.4 also 

display percentiles which are both above and beyond 50% depending upon the study area 

and the type of water feature considered. Additionally, we see a mixture of positive and 

negative correlations for the functional dependence of the percentile on regional wetness 

in Figure 7.3.  

If we consider the total bias summed across study areas, this quantity may be 

washed out due to the variation in the direction of the measured bias among study areas 

and therefore may not be of critical issue for generating population estimates averaged 

across multiple strata. However, this issue may still be of concern when estimation at the 

per-stratum level is desired.  We note that our study areas only covered a fraction 

(13.4%) of the survey strata in which they were located. Additionally, the pooled 

neutralization of the bias could be an artifact of sampling error in our evaluation.  While 

the patterns we observed were not consistent in directionality across study areas, the 

strong correlation between bias magnitude and overall wetness which we observed in 

several of the study areas is concerning for a large-scale survey.  This pattern suggests 

that if water resources shift, perhaps due to climate change, the pooled-up bias may also 

shift.   

Furthermore, we do not find any evidence of a consistent difference between 

behavior of the USA study sites and the Canadian sites as the sites in Saskatchewan also 

fail to exhibit a consistent pattern of percentiles over or under 50% (Figure 7.3). 
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7.5 Conclusion 

We have attempted to identify any potential bias in the Waterfowl Breeding 

Population and Habitat Survey induced by systematically placing survey routes over road 

networks by using satellite imagery and National Wetland Inventory data. By evaluating 

the amount of water under a resampled distribution of transect routes and comparing it to 

the amount actually observed, we found that there does not appear to be a consistent 

direction joint over- or underestimation bias across the six study areas that we considered 

in this study. However, there is a substantial amount of bias at the per-stratum level, and 

this bias is strongly correlated with the amount of water present upon on the landscape. 
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8 A parsimonious Bayesian representation of non-floodplain 
wetlands 

 
This chapter is under review in the journal Water Resources Research. The article 

has been reformatted for the purposes of this dissertation. Lead author Christopher Krapu 
was responsible for all research and initial draft writing. Co-authors Mark Borsuk and 
Mukesh Kumar assisted with editing and revisions. 
 
8.1 Introduction 

Recent attempts to draw attention to the threatened status of wetlands around the 

world (Finlayson et al., 2019) have highlighted their vulnerability to climate change 

(Junk et al., 2013) as well as agriculture (Verhoeven and Setter, 2010b) and urban 

development. Wetlands are characterized by an interface between terrestrial and aquatic 

habitat and fulfill a range of roles including as carbon sinks and sources (Poulter et al., 

2017; Tangen and Bansal, 2019; Zhang et al., 2017), biodiversity hotspots (Dudgeon et 

al., 2006; Semlitsch and Bodie, 1998), and landscape ecological functions (Cohen et al., 

2016; Kantrud et al., 1989).  

Wetlands which are embedded within uplands are described as non-floodplain 

wetlands (NFW) or geographically isolated wetlands and are especially interesting to 

study because they exhibit dynamic surface and subsurface hydrological connections with 

each other and to the stream network (Golden et al., 2019; Lane et al., 2018). They 

usually lack a permanent surface connection to any nearby rivers though episodic 

connections may occur (Calhoun et al., 2017). Within this work, we use the term non-

floodplain wetland to refer to these systems as it reflects current knowledge that such 
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wetlands are neither hydrologically nor ecologically isolated from the surrounding 

environment (Mushet et al., 2015).  

 

Figure 8.1: Comparison of remotely sensed water with aerial photography. 

National Agriculture Imagery Program (NAIP) imagery is overlaid with Global Surface Water data with 
both layers corresponding to July 2013. Substantial underestimation of true inundated extent by the GSW 
data product can be observed. Both data products were retrieved using Google Earth Engine. 

 

NFWs present numerous opportunities and challenges to hydrology. Inland terminal 

depressions with semipermanent or seasonal water coverage are extremely numerous in 

the North American interior, and the Prairie Pothole Region (PPR) within central North 

America contains several million basins (Dahl, 2014). This offers us a large number of 

experimental replicates from which we can observe covariation in hydrologic behavior 

with gradients in land use, climate and other driving factors. Within this study, we focus 

on the prairie wetlands of the PPR as they present perhaps the best-studied example of a 

regional complex of large numbers of wetland catchments. However, the number of 

distinct wetlands also presents an enormous challenge in data collection as it is not 
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feasible to obtain in-situ data from the vast majority of these sites, and therefore at 

present we are restricted to analyses which depend primarily upon remote sensing as the 

main tool for gathering data. Additionally, current methods in remote sensing do not 

allow for volumetric depth estimation of wetland water storage and we must instead use 

areal measurements of ponded water extent. Multiple major projects have focused on 

converting remote sensing imagery into useful data regarding ponded water extent (Jones, 

2015; Pekel et al., 2016) though these have been built on the Landsat archive which has a 

spatial resolution of approximately 30 meters and thereby induce substantial 

observational error (Figure 8.1) for ponded areas on the order of 103 - 105 square meters. 

This range includes many of the small wetlands that are most threatened within the PPR 

(Serran and Creed, 2016). Furthermore, data products built on the Landsat archive have 

temporal resolutions on the order of one month (Figure 8.2). 

With the limitations of remotely sensed data in mind, we see a current need within 

the hydrology and remote sensing literature for a representation of these systems which is 

sufficiently parsimonious to allow for parameter estimation and inference using coarse 

data with systematically biased sources of error. An advantage of using a hierarchical 

Bayesian approach to modelling these is the capacity to include prior knowledge to 

account for known inaccuracies or biases in calibration data. Such a Bayesian treatment 

has been used to address input uncertainty in streamflow (Kavetski et al., 2006) and 

ecohydrological models (Tang et al., 2019), to pool information across stream catchments 

(Smith et al., 2014), and produce probabilistically coherent predictions of future 

hydrological states (Krzysztofowicz, 1999). In each of these works, a representation of a 

hydrological system was combined with prior distributions over the model parameters 
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and an error process to formally define a posterior density that can be sampled from using 

Markov chain Monte Carlo.  

Existing hydrologic models appropriate for prairie wetlands (Evenson et al., 2016; 

McKenna et al., 2018; Poiani and Johnson, 1993) incorporate more detailed mechanistic 

representations of catchment processes. However, these models may require local data on 

topography, vegetation type or groundwater depth which are available only for a small 

number of experimental catchments. The pothole complex hydrological model developed 

by Liu and Schwartz (2011) is similar in spirit to this work, though it is designed for the 

simulation of landscape-wide distributions of wetland water volume rather than 

individual sites. In this work, we aim to construct and critique a statistical representation 

of a wetland water balance at a monthly timescale which can be calibrated using available 

remote sensing data products of surface water extent. Such a model could be used to 

answer questions of interest regarding large numbers of sites to conduct anomaly 

detection, monitor water levels for wildlife management and generate projections of 

future wetland dynamics under climate or land use change. For example, monitoring the 

effects of agricultural soil drainage on wetland inundation dynamics (Anteau, 2012; 

McCauley et al., 2015b; Krapu et al., 2018) could be performed by including a model 

flux corresponding to artificial drainage and then applying statistical inference techniques 

to assess the probability that this term is nonzero. A probabilistic forecast of future 

wetland area under a changing climate (Conly and Van der Kamp, 2001; Johnson et al., 

2016) could also be done on a site-by-site basis. The model developed in this study draws 

heavily on recently developed theoretical models of wetland hydrology (Park et al., 

2014a) and therefore this study also serves as an assessment of that conceptual 
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framework as applied to prairie wetlands whereas it has previously been evaluated in the 

context of wetlands in the southeastern USA.  

In section 8.2 we describe the model, the location and data we used, as well as our 

procedure for parameter estimation. Section 8.3 analyzes the model results and provides a 

detailed list of advantages and disadvantages of the chosen representation while section 

8.4 provides discussion regarding the utility of the model and future extensions.  

 

8.2 Methods and data 

This study is primarily focused on describing a simplified and fully continuous 

representation of NFW water balances and this section describes the model form in terms 

of both water balance dynamics and prior assumptions (8.2.1), the sources of the data 

used in its calibration and validation (8.2.2), as well as an assessment procedure used to 

critically examine model performance and suitability (8.2.3). We desire that the model’s 

dynamics be entirely continuous which will enable us to use Bayesian estimation 

algorithms requiring continuity such as the No-U-Turn sampler (NUTS) (Hoffman and 

Gelman, 2014).  With this approach to modeling, statistical or probabilistic tasks such as 

anomaly detection, inverse estimation and stochastic simulation of future dynamics under 

climatic or land use change could become greatly streamlined. 

 

8.2.1 Model 

Central to our model (Figure 8.4) is a water balance equation (8.1) which 

expresses the change in ponded water volume for the i-th wetland at time t as the sum of 

a positive term 𝑔À
(R)	due to runoff and direct precipitation, with loss term 𝑙À

(R)	dependent on 



 170 

the area and perimeter of the ponded water area (equation 8.4).  This loss function is 

parameterized by power-law functions of the volume (equations 8.4 & 8.5). This power-

law representation is motivated primarily by geometric considerations regarding the 

bathymetry of a wetland and the topography of its surrounding slope. As we are 

interested in developing a model which can be estimated without detailed bathymetric 

data, we do not consider directly using high-resolution topographical data in order to 

estimate the parameters of equations 8.4 and 8.5. The total volume must always be 

nonnegative and therefore we would wish to write equation 8.1 making use of the 

maximum function to always set the volume to zero if the total stored water volume were 

to become negative. However, this induces numerical instability during parameter 

estimation which precludes effective model calibration and therefore in equation 8.1 we 

instead make use of a smooth approximation of the maximum function via the logarithm 

of a sum of exponential functions.  

𝑣R,À�i = log(exp	(𝑣À
(R) + 𝑔À

(R) − 𝑙À
(R)) + 1) (8.1) 

𝑔À
(R) = 𝑝À

(R)𝑎À
(R) + 𝑐(R)¨𝑟(R)𝑝À

(R) + 𝑠À
(R)ª (8.2) 

𝑙À
(R) = 𝑒À

(R)¨𝑎À
(R) + 𝑏À

(R)ª (8.3) 

𝑎À
(R) = 𝛼i

(R)𝑣À
(R)Nñ (8.4) 

𝑏À
(R) = 𝛼$

(R)𝑣À
(R)NI (8.5) 

𝑦À
(R) = 𝑎À

(R) − 𝜖À
(R) (8.6) 

The motivation for expressing the per-timestep water loss as a sum of power law 

functions in equations 8.4 & 8.5 stems from geometric considerations; the perimetric 

length of the water’s boundary 𝑏À
(R)	and surface area of ponded water extent 𝑎À

(R) are 
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critical quantities for calculations of evapotranspirative loss and each can generically 

represented as power-law functions of wetland depth (Hayashi and van der Kamp, 2000; 

Park et al., 2014b). As a consequence, the perimeter and area are power-law functions of 

the volume. We assume that the power-law coefficients and exponents will be unknown 

and must be estimated from observational data. The estimated area and perimeter drive 

the loss terms as we assume that the loss due to evaporation is simply the product of 

potential evapotranspiration (PET) 𝑒RÀ	with the ponded area and that the loss due to 

transpiration by plants in the periphery is proportional to the total shoreline length. This 

is equivalent to assuming that the width of the vegetation buffer at the outside of the 

ponded area is uniform. It is reasonable to assume that not all of the evaporative demand 

described by PET can actually be transformed into evaporation by plant transpiration and 

that it would be desirable to include some coefficient 𝜌 to account for this inefficiency in 

equation equation 8.4. However, we note that including such a parameter would induce 

identifiability or equifinality issues as we would not be able to uniquely identify the 

values of 𝜌 and 𝛼$ in the product 𝜌𝛼$𝑣À
(R)NI . Therefore, we omit 𝜌 and express the 

hypothesized loss dependent on perimetric length as just 𝛼$𝑣À
(R)NI. A similar reason 

precludes partial observation of the 𝛼 and 𝛽 values from the terrain surrounding a 

wetland. While these parameters do incorporate the area-volume relation specified by the 

landscape within the wetland’s basin, they also lump together constants defining rates of 

evaporation or transpiration and so the wetland’s area-volume relation plays a major role 

in the value of 𝛼 and 𝛽	but does not uniquely determine them. 

The positive terms in equation 8.2 are given by direct precipitation and runoff. 

Direct precipitation is simply the product of the precipitation 𝑝À
(R)	 with the surface area 
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𝑎À
(R). The runoff is given by the product of the basin’s contributing area 𝑐(R) with 

precipitation adjusted by a runoff coefficient 𝑟(R) and any snowmelt 𝑠À
(R). We assume that 

all snowmelt occurs from March – April every year and that the contribution to the water 

balance is simply the accumulation of all snow within the contributing area. We assume 

that precipitation and potential evapotranspiration are known, though other important 

parameters such as the wetland’s catchment area and its runoff coefficient are unknown. 

To accommodate error in the observations of the ponded water area which tend to 

underestimate the true extent of surface water (Figure 8.1), we include an error process 

𝜖À
(R) drawn from a skew normal distribution which modifies the true area 𝑎À

(R) in equation 

8.6to produce the observed area 𝑦À
(R) = 𝑎À

(R) − 𝜖À
(R). The parameters of this error 

distribution are inferred from observed discrepancies between in-situ and remotely sensed 

ponded areas (Figure 8.2). The initial water volume of the wetland is also unknown and 

we treat it as an additional parameter to be estimated. 
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Figure 8.2: Time series of inundated extent. 

The difference between the in-situ and GSW measurements appears to be uniformly positive and of similar 
scale to the actual measurements. As the in-situ and GSW measurements are indexed by different time 
points, we calculated the residuals by identifying for each monthly GSW measurement the in-situ 
measurement which was taken first in that month. A histogram of the residuals is shown in the right panel. 

Bayesian estimation of the parameters described in the previous section requires specifying prior 
distributions.  

When possible, we preferred to choose hyperparameters which allowed for less 

informative priors. A summary of these prior distributions is given in Figure 8.3. For the 

power law coefficients and exponents, we used a hierarchical prior represented in terms 

of a mean value across all catchments and per-catchment parameter values distributed 

about the mean. This approach pools information across catchments and allows for more 

precise estimates of the model coefficient than fitting independent models to each site 

(Clark, 2004). All quantities with dimension [𝐿$] are given in units of hectares while 

quantities with dimension [𝐿±] and [𝐿i] are given in units of hectare-meters and meters, 
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respectively. All calculations were actually performed in volumetric units of hectare-

decimeters (1000 m3) to improve numerical stability. Preliminary versions of this model 

indicated that a unique value area-volume relationship cannot be identified without prior 

assumptions about the depth of the ponded water. We observed substantial multimodality 

in the posterior distribution and several of these modes produced simulations with highly 

unrealistic water depths exceeding 10 meters. To preclude this possibility, we assumed a 

prior distribution over the water volume which expressed our prior belief that pond 

depths in excess of 5 meters are extremely unlikely in the sites covered within this study. 

This prior distribution has the effect of constraining the parameter space to regions which 

provide more realistic predictions. The prior distributions thus chosen can be combined 

with the likelihood induced by our choice of error distribution to define a posterior 

distribution over the model parameters.  
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Quantity Description Prior form 

𝜎º Scale hyperparameter for contributing area 𝐶𝑎𝑢𝑐ℎ𝑦�(1/2) 

𝜇º  Mean hyperparameter for contributing area 𝑁𝑜𝑟𝑚𝑎𝑙�(5,5$) 

𝑐(R) Per-wetland contributing area 𝑁𝑜𝑟𝑚𝑎𝑙�(𝜇º, 𝜎º$) 

𝑟(R) Per-wetland runoff coefficient 𝑈𝑛𝑖𝑓𝑜𝑟𝑚(0.01,0.99) 

𝜎Oñ Scale hyperparameter for area-volume coefficient 𝐶𝑎𝑢𝑐ℎ𝑦�(1) 

𝜇Oñ Mean hyperparameter for area-volume coefficient 𝑁𝑜𝑟𝑚𝑎𝑙�(1,1) 

𝛼i
(R) Area-volume coefficient 𝑁𝑜𝑟𝑚𝑎𝑙�(𝜇Oñ, 𝜎Oñ

$) 

𝜎OI Scale hyperparameter for area-volume coefficient 𝐶𝑎𝑢𝑐ℎ𝑦�(1) 

𝜇OI Mean hyperparameter for area-volume coefficient 𝑁𝑜𝑟𝑚𝑎𝑙�(1,1) 

𝛼$
(R) Area-volume coefficient 𝑁𝑜𝑟𝑚𝑎𝑙�(𝜇OI, 𝜎OI

$ ) 

𝛽i
(R) Area-volume exponent 𝑁𝑜𝑟𝑚𝑎𝑙�(1/2,1.0) 

𝜎NI Scale hyperparameter for area-volume exponent 𝐶𝑎𝑢𝑐ℎ𝑦�(1) 

𝜇NI Mean hyperparameter for area-volume exponent 𝑁𝑜𝑟𝑚𝑎𝑙�(2/3,1.0) 

𝛽$
(R) Area-volume exponent 𝑁𝑜𝑟𝑚𝑎𝑙�(𝜇NI, 𝜎NI

$ ) 

𝛿À
(R) Prior distribution over depth of water in meters 𝑁𝑜𝑟𝑚𝑎𝑙�(0,3$) 

𝑣´
(R) Initial water volume of wetland in hectares-meters 𝑁𝑜𝑟𝑚𝑎𝑙�(0,5$) 

   

Figure 8.3: Prior distributions over model parameters 

𝑁𝑜𝑟𝑚𝑎𝑙�(𝜇, 𝜎$) indicates a normal distribution with its values restricted to take support over the positive 
numbers with mean 𝜇 and variance of 𝜎$. The 𝐶𝑎𝑢𝑐ℎ𝑦� distribution is similarly restricted to the positive 
numbers and is parameterized with a single scale parameter. The restriction of the normal and Cauchy 
distributions was done by truncating the PDF to have zero values for any negative number and then 
renormalizing the truncated PDF to have a unit integral. 
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8.2.2 Data 

We used data extending from the period 1984-2015 for three wetlands from the 

Cottonwood Lake Study Area in North Dakota, USA. All datasets used were aggregated 

to a monthly timescale, if necessary. In-situ observations were then compared against the 

modelled values inferred from remotely sensed data. Additional details are given below. 

 

Wetland area and water levels 

We selected our observational data of wetland water levels on the basis of 

whether in-situ measurements of wetland water levels and remotely sensed water data 

were contemporaneous and spatially overlapping. For this purpose, we selected three 

wetlands (P01, P06 and P07) from the Cottonwood Lake Study Area (CLSA) in North 

Dakota, USA. These sites were used because they had long term in-situ measurements of 

water levels and were also sufficiently large to be measurable with the remotely sensed 

water extent data product described later in this section. The wetlands of the CLSA have 

been extensively studied and have helped inform our understanding of prairie 

hydrological dynamics via long-term monitoring of multiple wetland depressions (Huang 

et al., 2011a; LaBaugh et al., 2018; McKenna et al., 2018; Winter and Rosenberry, 1998). 

To calculate in-situ values of water depth and area, we used publicly available data 

regarding water depth (Mushet et al., 2016) and wetland bathymetry at a 0.5 meter 

resolution (Mushet et al., 2017) to calculate the ponded area and volume of each wetland 

from 1984 - 2015. These observations were typically available every 7-14 days which we 

converted to monthly values by selecting the first observation of every month. In the 
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following analysis, we consider this to be an error-free measurement of hydrological 

state. These data were not used in estimating model parameters but was used only to 

perform post-fitting evaluation and critique. 

We used remotely sensed data regarding ponded water area to estimate the model 

parameters. For this purpose, we used the Global Surface Water (GSW) dataset (Pekel et 

al., 2016) which provides raster data on the presence or absence of surface water at a 30 

meter resolution each month from 1984 – 2015. These raster data were converted to time 

series of ponded water area using the Python library Rasterio. Figure 8.2 shows these 

time series as measured from in-situ and estimated from GSW data. The GSW data 

product is known to have more errors of omission than commission (Pekel et al., 2016) 

and we observe that this is the case with GSW-derived estimates of ponded water extent 

in prairie potholes. We desired to be able to encode this prior knowledge in our wetland 

model, but it was necessary to quantitatively assess the extent of this underestimation. 

For each point in time, we matched up the in-situ water surfaces with its contemporary 

GSW-derived observation and subtracted the GSW area from the in-situ measured area. 

Since these differences were all positive, we fit a skew-normal distribution to these 

values using the implementation of maximum likelihood estimation available in the 

software package SciPy (Jones and Oliphant, 2001). This distribution was used as the 

error distribution linking the true but often unobserved wetland water areas with the 

biased GSW observations. By combining the prior distributions and the error distribution, 

we obtain a posterior density which can be sampled from for parameter estimation. 
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Figure 8.4: Graphical representation of wetland model across three timesteps. 

Each node in this graph corresponds to a different random variable. Shaded nodes indicate quantities with 
observed data while empty nodes are unobserved. Connections indicate deterministic or stochastic 
functional dependence. The quantities which are not directly involved in calculating the volume or area at 
time 𝑡	are grayed out. Some variables such as the runoff coefficient 𝑟(R) or the power-law exponents 𝛽(R) 
are constant over time and have connections to the volume or area respectively at each timestep. 

 

Meteorological forcing 

The model described in section 8.2.1 is driven by potential evapotranspiration and 

precipitation data. We obtained both variables at a daily resolution from the gridMET 

dataset (Abatzoglou, 2013) which is a combination of reanalysis and interpolated data 

products. These were then aggregated to monthly totals. gridMET provides values of 

estimated reference evapotranspiration rates for grass which we assumed to be equivalent 

to PET in this study. We furthermore assumed that all precipitation falling between the 

months of December through March is accumulated as snowpack and that all snowmelt 

occurs between the months of March-April. We note that the period 1984-2015 contains 

an extended rise in precipitation from the mid-1990s onward to the present which has 
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been documented extensively in studies focusing on regional climatic patterns 

(Todhunter, 2016; Todhunter and Rundquist, 2008).  

 

8.2.3 Parameter estimation  

As the goal of this study is to both assess the suitability of existing theoretical 

models of wetland dynamics and perform estimation with coarse remote sensing data, a 

statistically rigorous quantification of uncertainty is desired. Following a standard 

Bayesian workflow, we used Markov chain Monte Carlo (MCMC) to sample from the 

posterior probability distribution over the model parameters given the data. Since our 

model involves calculating estimates of the true wetland volume and inundated area, we 

also can calculate posterior estimates of these quantities as well. We use these posterior 

estimates of the true volume and area as an assessment of the model’s capacity to 

represent the true underlying processes. We use the No-U-Turn sampler (NUTS) 

(Hoffman and Gelman, 2014) as implemented in the statistical software package PyMC3 

(Salvatier et al., 2016) to sample from the posterior distribution over the model 

parameters. As is frequently the case for statistical models incorporating physical 

dynamics, the parameters in the model exhibit strong correlations in the posterior density 

which can frustrate some varieties of MCMC.  NUTS circumvents this issue (Neal, 2011) 

by using a proposal mechanism which depends on the gradient of the posterior density 

with regard to the model parameters. This required enumerating an entirely continuous 

model and necessitated the log-sum-exp construction used in equation 8.1 to approximate 

the maximum function. Without this step, we observed numerical instabilities during 
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parameter estimation which would otherwise prevent adequate exploration of the 

parameter space. 

The NUTS algorithm was run with 4000 tuning iterations which were discarded 

and 2000 draws across two independent chains for a total of 4000 posterior samples. The 

sampler chains did not display evidence of failure to mix as gauged from the Gelman-

Rubin statistic (Gelman and Rubin, 1992) 𝑅·. For all model parameters, 𝑅· < 	1.05 and 

𝑁2÷÷, the number of effective Monte Carlo samples, exceeds 100. This sampling 

procedure required approximately five hours of computation on a standard desktop 

computer. 
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8.3 Results 

The output of the model procedure described in section 8.2 is a set of samples 

drawn from the posterior distribution over the model parameters and any state variables 

such as the unobserved water volume or noise-free area. To assess the performance of 

this model, we provide the Nash-Sutcliffe efficiency and also conduct a more qualitative 

analysis that focuses on salient features of the posterior estimates. Figure 8.5 gives a 

summary of the  

 

Figure 8.5: Summary of posterior parameter estimates 

The reliability of these Markov chain Monte Carlo estimates is indicated by 𝑁2÷÷ (more is better) and 𝑅· 
(closer to 1 is better). 

posterior model parameters.  The volume-area power law exponent appears to be focused 

around 𝛽i 	= 0.4 with 95% credible intervals between 0.29 and 0.50. This appears to be 

in accordance with Park et al. (2014b) and Hayashi and van der Kamp (2000) which 

found that this parameter typically falls within the interval 𝛽i ∈ [0.20,0.65]. The second 

Parameter Site Posterior mean 95% credible interval 𝑵𝒆𝒇𝒇 𝑹»     
Lower bound (2.5%) Upper bound (97.5%) 

  

𝛼i P01 0.31 0.15 0.46 555 1.002 
P06 0.27 0.14 0.41 850 1.001 
P07 0.29 0.14 0.42 546 1.000 

𝛽i P01 0.42 0.33 0.50 551 1.001 
P06 0.39 0.30 0.49 834 1.001 
P07 0.39 0.29 0.49 562 1.000 

𝛼$ P01 0.52 0.04 1.01 267 1.003 
P06 0.24 0.00 0.58 114 1.010 
P07 0.23 0.00 0.53 453 1.003 

𝛽$ P01 0.02 0.00 0.06 825 1.000 
P06 0.04 0.00 0.12 972 1.000 
P07 0.03 0.00 0.11 782 1.001 

𝑐 P01 5.48 4.32 7.05 236 1.001 
P06 4.67 2.56 5.94 231 1.001 
P07 4.84 3.06 6.54 275 1.000 

𝑟 P01 0.87 0.68 0.99 410 1.001 
P06 0.48 0.25 0.84 205 1.001 
P07 0.48 0.26 0.80 281 1.001 

𝑣´ P01 0.25 0.03 0.70 1592 1.000 
P06 0.26 0.03 0.72 329 1.003 
P07 0.25 0.05 0.65 1603 1.001 
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power law exponent 𝛽$	exhibits a posterior density concentrated near zero, suggesting 

that the posterior favors a negative hydrological flux that is constant with regard to 𝑣À
(R) 

and therefore independent of wetland volume. The estimates of the runoff coefficients 

and contributing area appear to have high posterior uncertainty and the 95% credible 

intervals are all overlapping across catchments for the set of runoff coefficients and 

contributing areas, respectively. This suggests that there is insufficient information within 

the observed data to narrowly constrain these parameter values. Figure 8.6 shows 

posterior estimates of the volume and noise-free area for each wetland and displays the 

same data subdivided over two periods to highlight a major discrepancy in model 

performance between the two periods. Nash-Sutcliffe efficiencies for the time series of 

estimated ponded water volumes are given in each panel for the subset of observations 

shown in each. We note that these NSE values are assessed using the in-situ volume 

which was not used in calibration aside from estimation of the error process parameters 

and thus can be viewed as an out-of-sample assessment. The model was only estimated 

using the spatially coarse GSW observations and our assessment is conducted relative to 

in-situ observations which we regard as the ground truth. The posterior estimates of 

wetland ponded area, volume, and average depth exhibit a much closer adherence to the 

in-situ observations in the first period 1984 – 1996 than in the second period over the 

years 1996-2015. 
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Figure 8.6: Posterior estimates of true wetland area and volume. 

The subdivision of the full period of record (1984-2015) was chosen to highlight the discrepancy in model 
performance before and after the beginning of an extended wet period in the mid-to-late 1990s. All Nash 
Sutcliffe efficiencies are reported for the period listed. 

 

8.4 Discussion 

Previous studies of the region and of CLSA have highlighted long-term changes in 

groundwater levels that can be attributed to extended, multiyear shifts in precipitation 

(LaBaugh et al., 2018; Mushet et al., 2018; Winter and Rosenberry, 1998). The 

theoretical model used in this study does not account for fluxes from the groundwater 
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table into the pond and therefore appears to be deficient in adequately representing 

wetland hydrological dynamics during wet periods (Figure 8.6). However, it appears to 

provide a close match to experimental data during dry periods at which time the 

groundwater table is likely to be sufficiently far below the wetland’s water elevation as to 

preclude major fluxes from the groundwater table into the pool. This perhaps is not 

entirely surprising given that recent research has highlighted the importance of including 

groundwater as a contributing flux in wetland models (Bertassello et al., 2018; 

Krasnostein and Oldham, 2004; Liu and Kumar, 2016) and our findings are confirmation 

of the importance of groundwater-derived fluxes during periods of abundant rainfall. 

We also considered two alternative explanations for the gap between modeled and 

observed volume levels. The first potential alternative explanation for the 

underestimation of wetland water volume during the latter period of record is the fill-and-

spill merging of pothole wetlands (Chu et al., 2013; Shaw et al., 2012). In this scenario, 

depression adjacent to the wetlands studied would accumulate water and eventually 

overtop their natural vertical limit and any additional inputs would then overflow into a 

neighboring basin. While it is likely that there are small depressions for which this is true, 

the GSW dataset did not display any such depressions nearby which had the potential to 

merge with the sites under consideration and therefore any spilling wetlands would need 

to be smaller than the minimum effective resolution of the GSW dataset. This precludes 

the existence of large water bodies spilling into the wetlands used. However, there exists 

the potential for many much smaller depressions to dynamically affect the wetland’s 

hydrologically active contributing area which we are unable to accurately characterize 

with available remote sensing data. The second alternative explanation is an abrupt 
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change in the area-volume relation as a function of stored water. Since the model 

estimates of the true volume are too low during the latter part of the recorded data, it 

appears possible that the area-volume relation is inaccurate during this period of elevated 

water levels. However, the gap between the modeled and true values appears at the same 

time (1995-1996) in all 3 catchments, suggesting that the problem is driven by an 

inappropriate model response to forcing rather than an inherently flawed parameterization 

of the area-volume relation. If the latter were to be the case, we would be forced to 

conclude that each wetland happened to fill up to the depth at which an abrupt change in 

the area-volume relation was present and that this occurred simultaneously across all 

sites. 

The mismatch between our simplified representation and observational data during 

periods of extended increases in precipitation precludes the development of a Bayesian 

wetland model with parameters which can be estimated solely from remote sensing data 

and which is effective during both wet and dry periods. During wet periods, an important 

ingredient of the wetland water budget is the contribution from groundwater. This is not, 

in general, possible to observe at a fine scale from remote sensing and may necessitate 

the inclusion of additional data regarding drought indices (Huang et al., 2011a), 

landscape position (Euliss et al., 2004), gravimetric measurements (Landerer and 

Swenson, 2012) or other proxies for groundwater levels. 

A surprising finding from these results is that even with sparsely observed data 

which is contaminated by substantial underestimation, we can still find an adequate 

representation of system dynamics given additional prior assumptions. In this work, we 

specifically enforced prior assumptions regarding maximum pond depth and the 
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observational error process which were sufficient to make the model identifiable and 

accurate during dry periods though without these assumptions, we obtained highly 

unstable and unrealistic parameter estimates. This is highly encouraging and suggests that 

a major obstacle to analyzing water dynamics of wetlands using remote sensing, the 

absence of data with fine (< 30m.) spatial resolution, is not so severe as might be feared. 

As noted at the end of section 8.1, the motivation behind this study is to identify a system 

representation of wetlands which is sufficiently simple to be estimable from relatively 

low-quality data. Future extensions of this model should include some capacity for 

representing groundwater interactions. 

 

8.5 Conclusion  

The vast numbers of wetlands observable with remote sensing provide a great 

opportunity in the hydrological sciences. This study focused on using a simple, 

theoretically-motivated model to study them in conjunction with a statistically rigorous 

estimation procedure. We employed a Bayesian methodology with several specific priors 

used to overcome the challenges imposed by noisy and sparsely observed data. The 

strategy adopted here could potentially be used on a broader scale if modified to account 

for groundwater fluxes. We hope that this supports further research on the application of 

hydrology modeling to large numbers of wetlands and ponds outside of well-studied 

experimental catchments. 
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9 Conclusion 

The two central themes of this dissertation center around applied Bayesian inference 

for environmental models and analysis of hydrological phenomena across the Prairie 

Potholes of North America. This pairing is a natural consequence of the relative lack of 

conventional hydrological data such as streamflow or wetland water level records, 

necessitating the usage of satellite imagery to answer questions of inference. Given the 

inherent limitations of spatial and temporal resolution of such remotely sensed data, it is 

important that we leverage all prior information in our analyses to compensate for this 

deficit in measurement precision. Chapter 2 provided an overview of how environmental 

models can be used more effectively when embedded within probabilistic programming 

frameworks which enable application of dramatically more effective algorithms for 

parameter estimation. Chapters 3 and 4 show applications of purely empirical models to 

spatial and time series data respectively; chapter 3 shows how to implement a 

sophisticated Bayesian model for high-dimensional binary data using Hamiltonian Monte 

Carlo while chapter 4 required methods designed for sequential data such as forward 

filtering / backward smoothing. While chapter 4 produced some evidence of ongoing 

shifts in the hydrology of many American catchments, it lacked process-specific 

modeling components and thus was somewhat limited in its capacity to attribute these 

shifts to any specific causes. This deficit was addressed in chapters 5 and 8 which 

covered development of Bayesian hydrological models for streams and wetlands 

amenable to inference with gradient-based Markov chain Monte Carlo and variational 

Bayes methods. Finally, chapters 6 and 7 catalogued changes in the size, number and 
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geometry of wetlands across the Prairie Pothole Region of North America amidst shifts in 

climate and agricultural practices. 

Many new potential lines of inquiry are opened with the results obtained from the 

preceding chapters. The first may appeal to a broader audience and is concerned with 

translating the tools used in chapters 5 and 8 to more sophisticated environmental models. 

While these studies only examined systems with a single state variable across time, there 

does not appear to be any theoretical barrier to following a similar strategy of 

implementing multi-reservoir or spatially distributed hydrologic models in gradient-

aware programming frameworks that enable calculation of log posterior gradients. It is 

entirely possible that for these systems, the benefits are even more pronounced as the 

advantages of such methods tend to accumulate with higher dimensionality as discussed 

in chapter 5. Furthermore, the benefits accrued with these technical advances may not 

necessarily be limited to data analysis and statistical inference. By taking a somewhat 

looser view of what constitutes a parameter for the purposes of modeling, it is also 

possible that challenging optimization problems in water resources management could 

also be attacked with the same suite of tools. In this case, the target function of interest 

would be a utility or loss function rather than a model likelihood or posterior density. It 

would then be possible to perform gradient ascent or descent on such tasks and avoid 

using expensive methods of combinatorial optimization that typically scale exponentially 

with the number of elements to be optimized. Attempts to address these research 

problems could benefit substantially from ongoing developments in differentiable physics 

simulators (Hu et al., 2020) which yield substantial performance improvements over 
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Tensorflow and Theano when applied to the calculation of gradients of system 

parameters in simulation of physical systems. 

The second inquiry is limited in geographical scope but highly relevant for 

management of wetlands in the American interior. In chapter 6, a structural break was 

clearly identified in the long-term behavior of water levels in prairie wetlands which was 

intensified substantially in regions undergoing shifts in agricultural practices. There 

exists a clear potential mechanism for this phenomenon via the often-illegal artificial 

drainage of prairie wetlands, but clear and undeniable attribution would require more 

intensive analysis across many sites, ideally accounting for the influence of artificial 

drainage ditches and buried drainage pipes upon wetland hydrology. Extensions to the 

model described in chapter 6 could incorporate rich representations of stochastic 

processes such as spatial and temporal autoregressions to pool data across nearby sites 

and recent observations. This model could also be extended to conduct another level of 

regression of site-specific parameters upon site attributes such as predominant catchment 

land use or proximity from known drainage operations. With these modifications, the task 

of identifying mismanagement of water resources and accurately forecasting the resulting 

impacts forward in time would be greatly expedited. 

Many of the observations made in this dissertation were only possible because of the 

overlapping problems that many scientific and engineering disciplines share today; 

currently, practitioners of environmental modeling are confronted with mathematically 

sophisticated but over-parameterized system representations. In these circumstances, 

methods of model calibration employing simple heuristics for optimization fail poorly in 

high dimensions. This is an issue that has long confronted researchers in machine 
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learning and statistics, so much of the knowledge gained in that field is directly 

transferrable. It is likely there will continue to be many opportunities for fruitful 

collaboration and cross-pollination as the urgency and scope of environmental 

management challenges continues to grow. 
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Appendix A. Derivation of log-odds covariance for community 

regression  

In this section, we derive the covariance between the log odds of presence between 

species at a single site 𝑖 conditional on neighboring sites 𝒲, spatial autocorrelation 

coefficients 𝜌i,… , 𝜌©,	species-community matrix Φ and community correlation matrix 𝐴. 

As in other studies such as Pollock et al. (2014), we use the notation ΛR⋅ to denote the 𝑖-th 

row of the matrix Λ. Symbols lacking subscripts are assumed to be matrices. Let ΛR⋅ 

denote the random vector of all	raw spatial community effects at location 𝑖. This vector is 

𝐶 elements long. Conditional on the set 𝒲 of observed neighboring locations 𝑖} ∈𝒲, the 

distribution of the ℎ-th element of ΛR⋅ is given by ΛRK~𝑁�∑ 𝜌KΛRs,KRs∈𝒲 , 1� as this 

represents a spatial conditional autoregression. Note that as these ℎ distinct spatial 

processes are not correlated with each other, the off-diagonal covariance elements for the 

covariance matrix of ΛR⋅ are zero. Next, let 𝜇(ST⋅) represent the vector 

�∑ 𝜌iΛRs,iRs∈𝒲 , ∑ 𝜌$ΛRs,$Rs∈𝒲 , … , ∑ 𝜌©ΛRs,©Rs∈𝒲 �°so that we can simplify the distribution 

of ΛR⋅ as  

ΛR⋅~𝑁�𝜇(ST⋅), 𝐼� (𝐴1) 

Next, recall that the square 𝐶 × 𝐶 matrix 𝐴 induces correlations between the dimensions 

of ΛR⋅ which are meant to represent cross-community correlation that is not explained by 

environmental covariates. Conditional on 𝐴, we can write the distribution of the 

correlated spatial effect as: 

ΩR⋅ = ΛR⋅𝐴 (𝐴2) 

ΩR⋅~𝑁�𝐴𝜇(ST⋅), 𝐴𝐴°� (𝐴3) 
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We then focus on the covariates and regression coefficients. Let Σ  be the covariance 

matrix of the 𝑃	covariates contained in the 𝑁 × 𝑃 design matrix 𝑋 and which we assume 

to have zero mean. Since Θ*⋅ = 𝑋R⋅𝛽 + ΩR⋅ and the covariance matrix of 𝑋R⋅𝛽 is 𝛽Σ𝛽°,	 

we have: 

Θ*⋅~𝑁�𝐴𝜇(ST⋅), 𝛽Σ𝛽° + 𝐴𝐴°� (𝐴4) 

We apply the 𝑆 × 𝐶 species-community matrix Φ to the vector Θ*⋅ in order to produce the 

vector 𝐿R⋅ of log-odds of presence for all species at site 𝑖: 

𝐿R⋅ = Θ*⋅Φ (𝐴5) 

Here, we assume that the autoregressive spatial process ΛR⋅ is uncorrelated with the data 

𝑋R⋅. This appears to be a reasonable assumption as any dependence between the spatial 

process and the data should be absorbed by the regression coefficients. However, this 

assumption only holds if the regression model is correctly specified; highly nonlinear 

correlations between the spatial process and the data may break this assumption if we 

employ a linear regression.  This assumption allows us to neglect the cross-terms 

depending on both 𝛽 and 𝐴 in the covariance matrix for 𝐿R⋅. Incorporating the scalar 

intercept 𝛾, we obtain: 

𝐿R⋅~𝑁 ¨γ𝟏 + �Φ¯𝐴𝜇(ST⋅)�
°
,Φ¯(𝛽Σ𝛽° + 𝐴𝐴°)Φª (𝐴6) 

Therefore, the covariance matrix between species conditional on observations of the 

neighbors 𝒲 and covariates 𝑋 is given by Φ°(𝛽Σ𝛽° + 𝐴𝐴°)Φ. This form clearly 

indicates the partitioning of variance between the cross-community matrix 𝐴, the 

regression coefficients β, the data covariance matrix Σ  and the species-community 

matrix Φ. 
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We can repeat this procedure treating the covariates X*⋅ at site 𝑖 as fixed. With this 

assumption, we obtain: 

𝐿R⋅~𝑁�γ𝟏 + �X*⋅𝛽 + 𝐴𝜇(ST⋅)�𝜙,Φ¯𝐴𝐴°Φ� (𝐴7) 
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Appendix B. Details of simulated dataset for spatial 

community regression 

To generate the simulated dataset, we sampled a matrix of observed covariates 𝑿 by 

filling it with i.i.d. draws from a unit normal distribution. The entries of the matrix of 

regression coefficients 𝜷 and the intercept 𝛾 were similarly drawn from a unit normal. 

The species-community matrix 𝚽	was generated by making i.i.d. draws from a half-

normal distribution with its lower bound at 0 and a standard deviation of 1. The spatial 

effect matrix 𝛀 required multiple steps for simulation. First, we fixed the scale 𝜏K = 1 for 

all communities ℎ and sampled the spatial correlations 𝜌K  from the uniform distribution 

𝑈(𝜆fRghi , 𝜆fjkhi ) where the graph eigenvalues 𝜆fRg, 𝜆fjk were calculated using an 

adjacency matrix 𝑾 corresponding to a 40 × 40	grid. We then calculated, for each 

community, a covariance matrix via the formula 𝚺𝒉 = 𝝉𝒉(𝑫 − 𝝆𝒉𝑾)h𝟏. Then, we 

simulated draws from a multivariate normal distribution with this covariance matrix by 

making draws 𝒗𝒉 from a zero mean multivariate normal distribution with diagonal unit 

covariance matrix and then transforming these draws via the formula 𝝓𝒉 = 𝑳𝒗𝒉 where 𝑳 

is the Cholesky square root of the matrix 𝚺𝒉. Here, 𝝓𝒉 denotes the h-th column of 𝛀.  

Finally, we combined the matrices 𝛀,𝜷,𝑿,𝚽 via equations 3.12 – 3.14 to sample binary 

presence/absence values.  
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Appendix C. Supplementary figures for chapter 6 

 

 
Figure C.1: Simulated wetland volume dynamics 

The water volume time series for three wetlands are shown above. Two of these are coupled in by drainage 
from one into the other beginning in 1997. The third wetland was undrained during the simulation and did 
not receive any drained water either. After drainage, the contributing wetland experienced ponding only 
briefly during major snowmelt or precipitation events. 

 

 

Figure C.2: Relative change in inundated area for large and small water bodies 
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Relative change in inundated area for large and small water bodies. Shading indicates the 95% confidence 
interval for a simple linear regression of area on year. The confidence intervals were calculated with 1000 
bootstrap iterations. 

 

 

 
Figure C.3: Changes in area cultivated for wheat, corn and soy by county. 

These changes are expressed in fractions of the total county area which changed to (positive values) or 
from (negative values) a crop type between the two time periods of 1985-2000 and 2000-2015. 
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Figure C.4: Consolidation in area-perimeter relation for NWI-specific sites. 

Each point represents the √𝐴	 to P ratio for a single year. Each colored line denotes one of 100 posterior 
samples for the per-period regression slope and intercept. The data shown is derived from calculations over 
the entire ND PPR but restricted to locations within 100 meters of an NWI polygon. 

 

 
Figure C.5: Spatial distribution of consolidation score 

The central portion of the ND PPR within the Drift Plain appears to be most substantially affected with 
relatively diminished effects in the Red River Valley bordering the eastern boundary of the study area.  
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Point Longitude Latitude Annual precipitation (mm) Annual ET (mm) Avg. temperature (C ) 

1 -102.54 48.24 438 1029 5.51 

2 -96.83 47.14 492 983 5.66 

3 -98.77 46.45 364 1016 5.28 

4 -100.44 47.12 432 1006 4.89 

5 -98.02 46.18 508 952 4.63 

6 -102.49 47.86 436 1000 4.42 

7 -97.66 47.69 510 997 5.32 

8 -100.73 48.51 491 944 4.96 

9 -97.33 46.63 459 999 5.15 

10 -99.39 46.97 512 943 4.61 

Figure C.6: Properties of locations used for forcing data in hydrologic simulations 
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FIPS Name Intersection of 
GSW/NWI (km2) 

Area in NWI (km2) % of NWI 
covered by GSW 

38075 Renville 26.2 121 21.70% 
38031 Foster 73.7 151.9 48.50% 
38047 Logan 182.2 324.9 56.10% 
38017 Cass 32.4 119.7 27.10% 
38063 Nelson 173 341 50.70% 
38043 Kidder 311.5 492.8 63.20% 
38091 Steele 26.4 108.4 24.30% 
38027 Eddy 63.5 185.3 34.30% 
38019 Cavalier 109 229.4 47.50% 
38079 Rolette 125.7 275.4 45.60% 
38099 Walsh 47.8 146 32.70% 
38081 Sargent 122.7 316.9 38.70% 
38003 Barnes 151.1 357.8 42.20% 
38015 Burleigh 143.6 328.8 43.70% 
38049 McHenry 196.5 493.7 39.80% 
38005 Benson 239.1 410.7 58.20% 
38095 Towner 81.4 250.5 32.50% 
38023 Divide 152.9 265.6 57.50% 
38103 Wells 109.2 253.6 43.10% 
38073 Ransom 47.4 222.5 21.30% 
38045 LaMoure 103.8 299.2 34.70% 
38083 Sheridan 166.2 283 58.70% 
38093 Stutsman 368.5 687.5 53.60% 
38071 Ramsey 314.9 466.2 67.60% 
38035 Grand Forks 18.3 109.7 16.70% 
38051 McIntosh 163.2 260.5 62.60% 
38013 Burke 95.2 277.5 34.30% 
38009 Bottineau 115.7 305 37.90% 
38055 McLean 180.9 512.7 35.30% 
38021 Dickey 102 292.1 34.90% 
38105 Williams 57.9 168.6 34.30% 
38097 Traill 4.7 32.5 14.40% 
38061 Mountrail 140 350 40.00% 
38077 Richland 86.5 217.1 39.80% 
38067 Pembina 10 69.6 14.40% 
38029 Emmons 57.1 209.3 27.30% 
38101 Ward 181.2 417.5 43.40% 
38039 Griggs 68.5 165.4 41.40% 
38069 Pierce 214.7 340.7 63.00% 

  Total 4864.4 10860.4 44.80% 
Figure C.7: Spatial overlap between Global Surface Water and National Wetland Inventory. 

The spatial intersection between NWI and GSW extent was calculated for each county. GSW extent was 
considered to be all pixels which ever held water within the GSW dataset. Counties are indexed by the 
Federal Information Processing Standards (FIPS) county code. 
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WAIC 𝚫DRAINAGE 𝚫WHEAT 𝚫CORN 𝚫SOY 𝑹𝟐 MEDIAN 𝑹𝟐 ST. DEV. 

96.76 Yes Yes No No 0.48 0.07 

98.5 Yes Yes Yes No 0.48 0.07 

99.78 No Yes No No 0.45 0.06 

100.03 Yes Yes No Yes 0.49 0.07 

100.99 Yes Yes Yes Yes 0.48 0.07 

101.12 No Yes Yes No 0.45 0.07 

101.49 No Yes No Yes 0.45 0.07 

101.97 No Yes No Yes 0.43 0.07 

102.72 No Yes Yes Yes 0.45 0.06 

103.82 Yes No No Yes 0.44 0.06 

103.82 No No Yes Yes 0.43 0.06 

105.47 Yes No Yes Yes 0.45 0.06 

108.79 Yes No Yes No 0.41 0.06 

109.17 No No Yes No 0.39 0.06 

118.05 Yes No No No 0.34 0.05 

Figure C.8: Watanabe-Akaike Information Criteria for all consolidation attribution models 

A lower score indicates better performance as measured by the number of effective parameters and model 
likelihood. The right-hand columns list whether the variable was used in the model and the left column 
gives the WAIC score. Each model also included an intercept term as well as the water area in 1985 as a 
predictor. The Bayesian R$	is included for comparison but does not penalize added variables with little 
explanatory power. 
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